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ABSTRACT 
 

Dosimetric Optimization Method for CyberKnife Robotic RadioSurgery                             
System Using a Memetic Algorithm 

 
Owen Clark Clancey 

 
  
 The CyberKnife Robotic RadioSurgery System is a robot controlled 6 MV linear 
accelerator based radiation delivery system with the linear accelerator attached to a six-axis 
robotic manipulator.  Summation of all radiation beams creates a three-dimensional dose 
distribution within a patient.  Each beam’s direction, weight, and collimator size affect its 
contribution to the dose distribution.  Hence, the CyberKnife treatment planning problem is to 
select a set of beams that produce a desired dose distribution.   
  
 With a dose-based objective function and user-supplied weighted, dose-volume goals, a 
memetic algorithm is used to solve the CyberKnife treatment planning problem.  Before 
optimization begins, two thousand radiation beams are generated, and for each beam, dose-
deposition coefficients are calculated for all optimization points within the target(s) and critical 
structures.  Then, the memetic algorithm optimizes beam weights using global and local 
operators and problem-specific knowledge within an evolutionary computation framework.  
Concurrently, beams are pared down to emphasize promising regions of the solution space and to 
generate clinically deliverable treatment plans.   
  
 Algorithmic analysis is two-fold: parameter analysis and comparison to MultiPlan, the 
only commercially available CyberKnife treatment planning software.  Parameter analysis 
optimizes and justifies parametric choices given hardware, optimization time, and treatment time 
constraints analogous to clinical limitations.  Thereafter, MultiPlan and the memetic algorithm 
generate ten treatment plans and are evaluated based upon dose-volume histograms, target dose 
homogeneity, target dose conformality, dosimetric success rates, total beam-on time or MU, and 
total number of beams.  Analysis shows the memetic algorithm is equivalent or superior for all 
metrics, and given that MultiPlan is the only available CyberKnife treatment planning software, 
the memetic algorithm is a state-of-the-art CyberKnife dosimetric optimization method.   
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1 Introduction  

 Radiation therapy is the use of ionizing radiation to control or shrink malignant 

neoplastic or benign disease.  Ionizing radiation damages the DNA of cancerous cells altering 

growth and replication.1  Though radiation kills or destroys both normal and cancerous cells, the 

normal cells can recover and function properly.2  The goal of radiation therapy is to exploit the 

lack of a recovery mechanism in primitive malignant cells.3  With advancements in technology, 

increased empirical data, and improved theoretical models, radiation therapy has been 

transformed from an uncultivated science to a sophisticated application of physics in medicine.  

Nearly half of all cancer treatments involve some form of radiation therapy, whether alone or 

adjunctively with surgery or chemotherapy.4  In 2008, the number of diagnosed cases of cancer 

was more than 1.4 million.5  Radiation therapy also treats many benign but life-altering 

functional conditions such as trigeminal neuralgia.  The sheer number of patients administered 

therapeutic radiation motivates the necessity for continued research and development of 

radiotherapy.  Before describing radiation treatment planning optimization using a memetic 

algorithm, a brief review of radiation therapy and treatment planning is offered to acquaint the 

reader with general terms and concepts. 

1.1 Brief History of Radiation Therapy 

 Radiation therapy began with the discovery of the x-ray.  Basic properties of 

electromagnetic waves were known in the 19th century, but it was not until November 8, 1895 

that Wilhelm Conrad Roentgen discovered a "new kind of ray" he termed the x-ray.6   Roentgen 

worked feverously to characterize some of the basic properties of the unidentified ray: 

fluorescence, absorption and penetration of various materials, darkening of photographic layers 

on glass, low attenuation in air, absence of deflection in a magnetic field, and rectilinear 



 

 

propagation.  With the last of these propertie

used for exposures.7  On December 22, 1895

hand which became the most famous 

simultaneously as the news sprea

appear, heralding the development of radiation thereapy

 

(Figure 1.1 First radiographic image take by Roentgen in 1895.  
Wikipedia.org.) 
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called teletherapy, became clinically available in the 1920's.11  All the medical applications were 

empirical as little knowledge existed about the biological response of tissue to x-rays. 

 One major motivation for early research and development of radiation delivery was to 

reduce normal tissue complications.12  For example, fibrosis of lung tissue was recognized after 

breast cancer radiation treatment in 1922.13  By 1925, tangential breast fields were implemented 

to avoid excessive lung irradiation.14  Early intuition about x-rays became established science 

after the First and Second International Congresses of Radiology, which took place in the 1925 

and 1928, respectively.15  The International Congresses of Radiology established the Roentgen as 

the unit of exposure,16 with the Roentgen defined as amount of radiation necessary to liberate 

one electrostatic unit in 1 cm3 of dry air at standard temperature and pressure for photons with 

energies less than 3 MeV.17  Exposure was later superseded by absorbed dose, defined as the 

mean energy deposited in a medium by ionizing radiation, per unit mass of medium and 

expressed in units of Gray (Joule/Kilogram).18  The establishment of a standard unit for radiation 

absorbed dose allowed for comparisons and reports of clinical radiation treatments.  Along with 

the standardization of units and the creation of a scientific community, the advent of the medical 

linear accelerator propelled radiation therapy into the vanguard of cancer care.   

 The medical linear accelerator, or linac, uses high energy electromagnetic waves to 

accelerate charged particles in a straight line.  The early electromagnetic wave sources were the 

klystron and the magnetron.  Invented by the Varian brothers in 1937, the original klystron 

achieved power output of 30 kW.19  In 1939, a British group at the University of Birmingham 

invented the magnetron capable of a power output of 0.1 MW, further increased to 1 MW.20    

 With a powerful source to accelerate charged particles, microwave linac technology was 

independently pursued by many groups after World War II.  Two prominent groups emerged:  
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W. W. Hansen's group at Standford University and D. D. Fry's group at the Telecommunications 

Research Establishment, Great Malvern, England.  Fry's group completed a 0.5 MeV machine 

and first accelerated electrons in November 1946.21  Hansen's group countered with a 90 cm 

linac capable of 1.7 MeV accelerated electrons in 1947.22  Fry's group responded with a 3.5 MeV 

machine later that year.23  With Fry's achievements in England, the British Ministry of Health 

focused their efforts on building a clinically usable machine.24  On August 19, 1953, the first 

patient was treated with a linac.25  The machine used a 2 MW magnetron to accelerate electrons 

and produced an 8 MV x-ray output.26   

   Early linacs used in England provided the foundation of modern medical linear 

accelerators.  Though 60Co source machines were available slightly earlier and are still used 

today, the constant radiation output of linear accelerators, as opposed to the constantly 

decreasing output of a decaying cobalt source, lead to the popularity of linear accelerators in the 

clinic.  Clinical linear accelerators allowed for the adoption of an isocentric delivery technique; 

all beams aim at a single point known as the isocenter.27  This technique allowed for quick and 

reproducible treatment set-ups.  With technological improvements in radiation delivery and 

increased number of radiotherapy cases, radiation therapy treatment planning needed some 

modernization. 

1.2 Brief History of Treatment Planning in Radiation Therapy 

 Early developments of dose calculations laid the foundation for treatment planning.  

Originally, without the aid of computers, all calculations were performed by hand.  The concept 

of percent depth dose (PDD) first appeared in 1906,28 and the first iso-intensity curves appeared 

in 1921.29  Clarkson's method for dose calculations for non-rectangular radiation fields, or 

irregular fields, and Day's equivalent square model for fields of equivalent area-to-perimeter 
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ratios emerged in the 1940's.30  In 1953, the tissue-air ratio (TAR) provided a means of 

calculating dose for an isocentric beam arrangement.31  Even today, the TAR and PDD concepts 

are used for beam data measurements from which the data used in modern treatment planning 

programs is derived.    

 In 1954, computers were introduced into treatment planning.32  Shinji Takahashi was one 

of the most important pioneers of computerized treatment planning.33  Takahashi and his 

colleagues developed a geared sectional collimator.34  With early 3-D tomographic techniques, 

the machine was capable of rotating around the patient while conforming to the tumor shape.35  

Takahashi's early progress laid the foundation for computed tomographic (CT) based treatment 

planning.  

 The introduction of the CT scanner in the 1970's dramatically changed treatment 

planning.36  The CT gave physicians a full description of the patient's anatomy, and tumors could 

accurately be identified in three dimensions.  With improving graphics processors and software 

applications, routine 3-D treatment planning appeared in the clinic in 1986.37  Physicians could 

delineate the target and critical structures, and a treatment planner could produce conformal 

plans via Beam's Eye Viewing (BEV) based tumor targeting.38  The introduction of integral dose 

volume histograms (DVH), which summarized a 3-D dose distribution into a 2-D plot of the 

volume of a structure receiving at least a specified dose, enhanced the ability to analyze the 

physical aspects of a conformal treatment plan.39  Furthermore, early CT based 3-D conformal 

therapy also encompassed clinical objectives such as tumor control probability (TCP) and normal 

tissue complication probability (NTCP).40  3-D conformal therapy remains a routine treatment, 

but with the advent of computer controlled conformal therapy, other delivery techniques 

emerged. 
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 A well established, computer controlled delivery method is the multi-leaf collimator 

(MLC) system (Figure 2).  The MLC uses moveable tungsten shields, or leaves, which block 

some fraction of the radiation beam.  The typical number of leaves is between 20 and 120 and 

can make arbitrary field shapes conforming to the target volume.  The three major functions of 

MLC systems are to replace conventional cerrobend blocks, to continuously move leaves during 

treatment, and to achieve beam fluence modulation, also known as intensity modulated radiation 

therapy (IMRT).41 

 

 (Figure 1.2 –Illustration of a multi-leaf collimator that conforms dose to a target structure.)42 

 IMRT is a radiation therapy technique in which non-uniform beam fluences optimize the 

dose to the target structure while minimizing the dose to surrounding critical structures.43  For 

implementation, IMRT requires a delivery system for modulating the beam fluence profiles, such 

as compensators or multi-leaf collimators (MLCs), and a software planning system capable of 

calculating optimal beam fluence profiles for the target anatomy.44  Truly a sophisticated 

treatment delivery technique and the gold standard of today, IMRT motivates a discussion more 

intimately related to the dissertation topic, inverse treatment planning.   
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 Inverse treatment planning for radiation therapy tries to find a set of beam weights given 

a user desired dose distribution.  More formally, the relationship between a dose distribution, D, 

and the beam weights, w, is the matrix operator, M:45 

     D = M . w     (1.1)                               

M contains all the dosimetric information relating the beam weights to the dose distribution.  

Since the user knows the clinically acceptable dose distribution, the inverse problem becomes:46 

     w = M-1 . D    (1.2) 

Unfortunately, the matrix operator is rarely invertible, which forces employment of other 

solution techniques.47 

 Modern inverse planning techniques began with the publication of Brahme's paper on 

inverse planning for intensity modulated beams in 1988.  Brahme purposed conceptually to 

modulate pencil beams inspired by the gamma knife, a 201 60Co sourced unit designed for single 

day brain tumor treatments.48  Previously, modulated beams were implemented by Takahashi in 

Japan, but planning techniques lacked the ability to adequately approximate the solution of 

equation 1.2.  In 1989, Webb proposed simulated-annealing to solve the inverse treatment 

planning problem for IMRT, and quickly, IMRT capable delivery systems appeared in the 

clinic.49    In 1996, Langer et. al generated beam weights in conformal therapy using a genetic 

algorithm which showed an ability to handle non-linear dosimetric or biological based objectives 

in the cost function and in the constraints.50  In 1998, Spirou and Chui introduced a gradient 

based inverse treatment planning algorithm with soft dose-volume constraints for the target and 

organs at risk (OAR).  Their algorithm enhanced solution quality and reproducibility and 

decreased optimization time,51 a goal of all treatment planning optimization techniques.  In 2001, 
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Shepard et. al modeled treatment planning linearly and implemented linear programming to 

solve the problem.52   

1.3 Statement of Thesis 

 This work expands our knowledge of inverse treatment planning by applying a memetic 

algorithm to the CyberKnife Robotic Radiosurgery System.  The memetic algorithm hybridizes 

evolutionary computation techniques to explore and exploit the search space and incorporates 

CyberKnife-specific knowledge to aid optimization efficiency and solution quality.  The 

dissertation is organized as follows: 

 Chapter 2 offers the reader a review of treatment planning goals, inverse optimization 

algorithms, and rationale for introducing a new approach. 

 Chapter 3 reviews basic concepts about evolutionary computation and introduces general 

philosophical and practical advantages of memetic algorithms. 

 Chapter 4 describes the pre-optimization process, objective function, and memetic 

algorithm.  Dose calculation and random beam targeting are performed before optimization.  The 

dosimetric objective function is expressed as deviation in dose at each optimization point from 

the desired dose, summed in quadrature, multiplied by a user-selectable weighting factor.  Lastly, 

description and justification for all algorithmic components and operators is provided.  

 Chapter 5 performs parameter analysis.  Analysis is performed on a single, difficult 

prostate treatment plan with a time constraint of twenty-five minutes for the global search and 

five minutes for a final local search.  Parametric choices are based on data collection and 

analysis, literature citation, or clinical considerations.  The optimal set of parameters is 

presented. 
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 Chapter 6 presents treatment plans on five different prostate data sets.  First, an earlier 

version of the memetic algorithm, called multi-meme, is directly compared to MultiPlan, the 

only available CyberKnife treatment planning software.  For each prostate data set, two clinical 

protocols are used to produce ten treatment plans.  Subsequently, a newer and improved version 

of the memetic algorithm, called Xerxes, is compared to multi-meme.  Dose-volume histograms, 

target homogeneity index, dose conformality, dosimetric success rates of protocol criteria, total 

beam-on time or MU, and total number of beams are used as comparison metrics between 

treatment plans. 

 Chapter 7 describes more advanced memetic architectures and provides an additional 

memetic algorithm incorporating some advanced features.  Preliminary results are presented. 

 Chapter 8 is the conclusion and proposes future research. 
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2 Inverse Treatment Planning for External Beam Radiation Therapy 
 
 The objective of treatment planning in radiation therapy is to control the dose to the 

target volume while minimizing dose to the surrounding tissue and to organs at risk.  Most 

complex treatment planning problems use inverse planning in which an objective function is 

used to measure the "quality" of a treatment plan.  The objective function can be biological or 

dosimetric.  Biological objective functions optimize the dose distribution in accordance with the 

biological response of the irradiated tissues, as modeled by tumor control probabilities (TCP) and 

normal tissue complication probabilities (NTCP), while dosimetric objective functions optimize 

strictly on dose.1  Since the physician's prescription dose implicitly includes a biological end-

point, inverse planning with a dosimetric objective function is frequently used for the radiation 

treatment planning problem.  Exploiting this implicit link between prescription dose and 

biological endpoint, the present work approaches the treatment planning problem using inverse 

planning with a dosimetric objective function. 

2.1 The Inverse Treatment Planning Problem 

 The major goals of a treatment planning algorithm are: 

1. Quality - dose homogeneity within the target, conformity of the dose around the target, 

and avoidance of dose to critical structures,2 

2. Speed of the algorithm, 

3. Reducing the complexity of the solution, 

4. Mimic clinical judgment, 

5. And tailor the inverse planning to the delivery system.3 

The above criteria often conflict with one another.  Quality degrades as speed increases and 

as solution complexity decreases.4  Mimicking clinical judgment, say using an objective function 
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based on dose-volume constraints, induces many local minima in the solution space which can 

lead to premature convergence of the algorithm.5  From the above discussion, the algorithm must 

be robust and general to the radiation therapy problem while, simultaneously, being specific to 

the delivery system.   

The foremost question is how to model the radiation therapy problem within a dosimetric 

objective function.  First, linear objective functions poorly mimic the response of tumors and 

healthy tissue to radiation, while non-linear objective functions more naturally model biology.6  

Second, dose-volume constraints are essential to the clinical treatment planning problem and 

introduce non-linear constraints to the objective function.7   Dose-volume constraints are 

expressed as the maximum or minimum dose to a specified percentage or absolute volume of a 

structure such as a critical organ or a target.  For example, the planning target volume (PTV) is 

satisfactorily covered if 95% of the PTV receives the physician's prescription dose, expressed 

as �95% � � ����.  Also, radiation-induced damage relates directly to the dose deposited to 

partial volumes rather than the maximum dose.8  In the case of lung irradiation, there is a 50% 

probability of complication in 5 years (TD5/5) if 2/3 of a lung is treated to 40 Gy,9
 which is 

expressed as �40�� � 66%.  A non-linear dosimetric objective function can effectively model 

biological response by incorporating a non-linear penalty on dose-volume violations. 

Also, physical limitations of a delivery modality impose problem constraints.  Specific to 

CyberKnife, solution space is determined by a pre-defined number of beams.  Moreover, each 

non-zero beam in the final treatment plan must be above a minimum beam-on time, or monitor 

unit (MU), which is set to ensure reliable output of the linear accelerator.  Of course, the total 

MU of all beams must be small enough to ensure a reasonable treatment time. 
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 Lastly, sophisticated delivery systems increase problem dimensionality, and any 

treatment planning algorithm should be able to handle the full dimensionality of the problem.  

For example, IMRT treatment delivery introduces high gradients in beam fluence maps.10  To 

model the delivery, each field is broken up into a large number of small beam elements called 

bixels.11  Each field contains hundreds of bixels.  Dimensionality quickly increases with problem 

difficulty, as additional fields or bixels are needed.  For the CyberKnife, beam dimensionality, or 

likewise solution space dimensionality, is typically 1000-6000.   

 High dimensionality, physical constraints, and a non-linear dosimetric objective function 

require the performance of a robust inverse planning optimization engine.  Additionally, 

algorithm implementation, specifically modality constraints and method of dose calculation, 

should not explicitly rely on the beam geometry or patient anatomy.12 

 The dose calculation uses a look-up table of measured values to calculate dose per beam 

for a given patient anatomy.  The following geometric parameters are calculated using a ray 

tracing algorithm:13  

1. Surface to Axis Distance  (SAD) – the Euclidian distance from the origin of the radiation 

to the point of calculation. 

2. Depth – distance from surface intersection point to the point of calculation. 

3. Off-Axis Distance (OAD) – distance in the plane perpendicular to the beam central axis 

to the point of calculation. 

Minimum and maximum allowable MU for each beam or bixel impose hard constraints on the 

problem.  An MU value can be zero or any value greater than a positive threshold value above 

which the modality's dose output responds linearly. 
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 Dose deposition coefficients (DDCs) are calculated using Kahn's method.14  For the 

CyberKnife system, the equation is: 

��� � �� � �� �800 "# � $%� � ��� 

       (Eq 2.1) 
 

OF = Output Factor 
TPR = Tissue-Phantom Ratio 

OCR = Off-Center Ratio 
SAD = Source-to-Axis Distance 

 

Equation 2.1 scales DDCs back to the calibration SAD of 800 mm.  Once all DDCs are 

calculated for all points, then the dose to those points is only a function of the MU, and the 

optimization algorithm attempts to find the best MU values per beam to generate the desired 

dose distribution. 

2.2 Optimization Algorithms in Radiation Therapy 

 The purpose of an optimization algorithm in radiation therapy is to find the best 

compromise between high doses to the target (PTV) and low doses to the organs at risk (OAR).  

Probability of control of disease (TCP) and complication probability of various organs at risk 

(NTCP) are helpful metrics.  The true and only optimum solution to this problem is a TCP of 

unity and zero NTCP.15  Unfortunately, this non-physical optimum is only achieved when only 

the target receives an infinite dose, while surrounding organs receive zero dose.  Instead, the 

optimization attempts to the find a reasonable compromise between TCP and NTCPs.  In this 

sense, the term optimization is synonymous with "constrained-customization."16 

 The philosophy of constrained-customization is to minimize the objective function based 

on the user's importance factors.17 Customization enhances the "cerebral"18 aspect of the human 

planner's ability to provide the best therapeutic ratio between TCP and NTCP.  Any increase in 
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treatment planning automation provides the human planner with more tools, so that the planner 

may try previously unfeasible alternatives.  Though one benefit of automation is that it saves 

monotonous hours of trial and error, automation actually increases the analytical aspects of 

treatment planning.  Thus, a constrained-customization algorithm is not simply an automated 

method of generating treatment plans, but rather allows the human planner to play to a more 

inventive and creative role.  This philosophy should be true in any optimization algorithm in 

treatment planning.  

2.2.1 Deterministic Algorithms in Radiation Therapy  

Gradient-based algorithms are classic, deterministic approaches to optimization.  

Gradient methods are found in commercial radiation therapy inverse treatment planning software 

including Varian Medical System’s Eclipse platform for both IMRT and VMAT (volumetric 

modulated arc therapy).  Gradient methods are fast, downhill techniques, use a step size based 

upon the solution space curvature, and use a non-zero directional component parallel to the 

negative gradient.19  The clinical value of gradient methods in inverse treatment planning 

optimization is well known, but the justification of their implementation is accompanied by a 

well-understood but accepted weakness – local optimization.20-24 

 Gradient methods are not global optimizers, but many reasons exist for their widespread 

usage.  Simple objective functions can be shown analytically to have only a single minima, local 

minima objective function values have very little difference than global minimum objective 

function values, and good initial starting points can avoid poor local minima.25-27  Unfortunately, 

simple and convex objective functions rarely provide a pathway to a quality solution.28
  Instead, 

non-convex objective functions with dose-volume constraints provide a more complete 

description of the problem but produce a solution topology filled with local minima.29-31  For 
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some case studies, the multiple local minima have rigorously shown to be degenerate; by starting 

from different initial positions, the same objective function values produce different dose 

distributions.32-33  With increased delivery complexity and ever expanding dimensionality, it 

remains doubtful these properties remain a mere weakness and not a barrier to a quality solution.  

Gradient methods produce admittedly poor quality solutions for Volumetric Arc Therapy using 

Varian’s RapidArc34 and are inferior to linear programming for CyberKnife treatment planning.35 

It is uncertain what new, more complex treatment modalities lie ahead, in which gradient 

methods would be an ill-advised choice. 

 Another deterministic method used in radiation therapy is linear programming (LP).  

Though LP is a global method, linear programming has found little application outside of 

uniform beam therapy.36 One possible reason is the skill of the treatment planner is lost with LP.  

The planner cannot witness the evolution of the treatment plan to make adjustments during the 

optimization process, yet researchers continue to explore linear programming for inverse 

planning.37 For example, Novalis’ iPlan and Accuray’s MultiPlan employ LP.  For any LP 

inverse treatment planning problem, the objective function is linear, and the dosimetric goals 

reside in the problem’s constraints.  The linear constraints are incapable of representing dose-

volume restrictions on the target and OARs, a major weakness in LP treatment planning.  Mixed-

integer linear programming (MILP) is one solution to this problem.  MILP implements dose-

volume constraints through numerous binary variables to account for partial volume effects, but 

the copious additional variables unnecessarily increase the complexity of the problem.38  As with 

linear programming, MILP convergence speed decreases supra-linearly with the number of input 

arguments,39 which is another major reason treatment of dose volume constraints with MILP is 

currently disregarded.  
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2.2.2 Stochastic Algorithms in Radiation Therapy 

 A commonly employed stochastic algorithm for inverse treatment planning for radiation 

therapy is simulated annealing.40-43 As described by Webb,44  simulated annealing in radiation 

therapy is a global method and operates on a starting set of beams by randomly changing their 

magnitude, what he calls the grain size.  If the addition of the grain size decreases the objective 

function, the adjustment is accepted, and the process continues.  If the addition of the grain size 

increases the objective function, the adjustment is probabilistically accepted according to the 

Boltzmann equation which is varied according to a cooling scheme.  As the optimization 

precedes, the width of the random fluctuation probability distribution decreases toward zero, 

after which, the optimization converges.  Originally proposed by Webb in 1989, simulated 

annealing was a theoretical exercise as IMRT had yet to be developed.45  Also, Webb concluded 

that with the future of parallel computing, the optimization technique would be more "cost-

effective".46  Redpath used simulated annealing with a more sophisticated dose calculation 

algorithm and made simulated annealing a more attractive and practical optimization method.47  

Monte Carlo dose calculations have also been used in tandem with simulated annealing to 

produce quality IMRT solutions, but computation time required 6-50 hours.48  Though simulated 

annealing formally addresses the problem of local minima in inverse planning topologies, the 

technique is notoriously slow and has almost entirely vanished from radiation therapy 

optimization.  

 Evolutionary algorithms are another stochastic algorithmic approach to optimization.  

Unlike simulated annealing which uses a single trajectory to explore the solution space, 

evolutionary algorithms use a population of solutions to explore the solution space through 

selection pressure and variation operators.49   Genetic algorithms (GAs) are a particular flavor of 
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evolutionary algorithms that have been implemented in radiation therapy inverse treatment 

planning.50-56  Genetic algorithms were originally developed for 3D conformal radiation therapy 

planning with no beam modulation.57-58  For example, a mixed encoded GA for beam orientation 

optimization and beam weighting shows supremacy over manual 3D forward planning 

techniques.59  As the genetic algorithm was implemented in different contexts, evidence 

suggested the superiority of GAs over SA for static beams.60 GA-based optimization attracted 

interest in LINAC-based stereotactic radiosurgery,61 a subset but more complex form of 3D 

conformal planning.  For aperture weighting in radiosurgery, the GA recombination operator 

proficiently handles the hardware constraints and produces a population of similar plans with 

different beam configurations.62    For modulated beam profiles in IMRT, MLC opening times 

were determined by dose profile de-convolution with a GA.63  Additionally, some investigators 

have shown the success of GAs in beam orientation optimization prior to beam weight 

optimization in IMRT64, while others propose GAs to perform direct beam weighting 

optimization in IMRT.65-67  From the above discussion, genetic algorithms have shown 

superiority to simulated annealing for aperture optimization.  Unfortunately, GAs took a back 

seat to conjugate gradient methods because of the relatively slow convergence of the former 

class of algorithms relative to the speed with which the latter class converges.   

2.3 Motivation for a New Optimization Algorithm  

 The taxonomic review of dosimetric optimization techniques exposes a dichotomy in 

how to approach the problem: trajectory methods versus population-based heuristics.  Trajectory 

methods incrementally improve a single solution.  By contrast, population-based heuristics apply 

intelligent operators to act upon a population of solutions.  The dose distribution is derived from 

the best solution after algorithmic termination.  
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 Modern inverse planning strongly relies upon trajectory methods even with their well-

known disadvantages.  Gradient methods are fast but only local optimizers, and linear 

programming over-simplifies a non-linear problem.  Gradient methods and linear programming 

spend computation time on complex and, often, cumbersome mathematics to explore the search 

space in a specific and well-defined manner.  Yet, complex methods do not necessarily provide 

more accurate solutions than simpler methods.68  With increased dimensionality consequent to 

advancements in radiation delivery technology, contemporary trajectory methods do not provide 

the best mathematical tools for a high-quality solution to a difficult problem.  An epistemic 

deficit exists,69 which may be defined as a difference between the estimation of the success of 

currently available techniques to solve the inverse problem and actual performance of such 

techniques.  Treatment planning is in need of a new approach, a paradigm shift in how to attack 

the problem.   

 This work’s memetic algorithm is such an approach and provides evidence of trajectory 

methods’ epistemic deficit for high-dimensional, difficult treatment planning problems, namely 

CyberKnife treatment planning.  In CyberKnife planning, most treatment beams contribute dose 

to each point within the target, and gradient approximations of partial derivatives fail to produce 

useful treatment plans in this dimensionality.70  Linear programming, as used in the only 

commercial available CyberKnife treatment planning software, adequately handles the problem 

dimensionality but at the expense of linearization.  Instead of explicitly deriving the solution 

through rigorous mathematical steps, a memetic algorithm creates an adaptive system capable of 

navigating the search space intelligently and efficiently, and from this system, a solution 

passively emerges.  Research shows the superiority of the memetic approach to linear 
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programming and provides direct evidence of an epistemic deficit for CyberKnife treatment 

planning.  
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3 Memetic Algorithms 
 
 Memetic algorithms had three major conceptual influences, namely Universal 

Darwinism, the Meme, and the No Free Lunch Theorem.  Richard Dawkins coined the term 

"Universal Darwinism" which provides an evolutionary structure to any complex system.1  

Dawkins suggested Darwinian evolution was not confined within the narrow scope of biology 

but applied to any system capable of the evolutionary process.1  Furthermore, in 1989, Dawkins 

defined the "Meme" to be any unit of "cultural transmission or imitation."2  The framework of 

the meme and Universal Darwinism indirectly suggested theoretical weaknesses in canonical 

population algorithms, and in 1997, Wolpert and Macready formally acknowledged these 

weaknesses in computational optimization with the No Free Lunch Theorem:  

 "Any two optimization algorithms are equivalent when their performance is 

 averaged across all possible problems."3   

Wolpert and Macready recommended not to use a specific algorithm for a range of problems, but 

instead, to use prior experience about a specific problem to test a variety of algorithms.4 The No 

Free Lunch Theorem and Dawkins’ Darwinian description shifted research of "computational 

intelligence from the design of individual algorithms to the design of architecture of algorithms 

and parameters optimization."5 In this spirit, Memetic Algorithms became a new class of 

population algorithms that combine the biological foundation of evolutionary computation with 

cultural evolution. 

 The following chapter illustrates basic principles of evolutionary computation and 

memetic algorithms using language familiar to the memetic computing community.  This 

vernacular must be used here to accommodate history and applications of memetic algorithms 
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across multiple disciplines.  In chapter 4 and thereafter, new language will be adopted specific to 

the radiation treating planning problem and medical physics.   

3.1 Evolutionary Computation 

 Much of Memetic Computing is rooted in Evolutionary Computation (EC).  EC is an 

optimization technique in applied computer science that draws inspiration from natural 

evolution.  In natural evolution, individuals of a population fight for resources to survive and 

reproduce.  The fitness of an individual is determined by the environment, and the fittest 

individuals have a higher probability of surviving and procreating.  In evolutionary computation, 

a population of candidate solutions is numerically quantified by a metric defined within the 

search space environment, and the superior solutions have a larger likelihood of becoming seeds 

for constructing the next generation of candidate solutions.6  

3.1.1 Basics of Evolutionary Computation 

 Turing first proposed the idea of genetic or evolutionary computers in 1948.7  In 1962, 

Bremermann experimented with optimization through evolution.8  Inspired by Turing and 

Bermermann, three different flavors of evolutionary computation emerged: Evolutionary 

Programming (EP) developed by Fogel in 1962, Evolutionary Strategies (ES) developed by 

Rechenberg in 1973, and Genetic Algorithms (GA) developed by Holland in 1975.9  EP and ES 

originally developed for finite state machines but quickly took on continuous optimization 

problems, while GA originated for discrete combinatorial problems.10  For about 15 years, the 

three evolutionary computing strands developed independently.11  With increased research in the 

1990's and the addition of a fourth subtype, genetic programming (GP), all the varieties were 

gathered under one rubric, Evolutionary Computation.12    The four forms of EC all progress in a 

similar manner:13 
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1. Initialize a Population, P, of Candidate Solutions, 

2. Evaluate the fitness of P 

3. Select Parents from the P, 

4. Parents undergo Variation Operators, 

5. Select next generation P' from Parents and/or P, 

6. Set P' to P and repeat steps 2 through 6, 

7. Continue until termination conditions are met. 

 Prior to the optimization, it is necessary to engage in a process called representation, 

wherein the possible solutions are brought into correspondence with, or encoded, as numerical 

entities in the context of the world of evolutionary computation.  Solutions of the original 

problem are called phenotypes, while their encodings in evolutionary computation are called 

genotypes.  Representation specifically encodes genotypes to phenotypes.  In this sense, points in 

phenotype space denote candidate solutions or individuals of the original problem, while points 

in genotype space denote encoded solutions whom are subject to evolutionary operators.14 An 

individual represented in genotype space is made up of chromosomes, which are composed of 

genes.  A very simple representation is binary encoding, where a series of zeros and ones 

represent the individual.15   Binary, discrete, continuous, or discontinuous domains can be the 

home of genotype space.  An individual alone in genotype space is static.  On the other hand, a 

population, or multiset of individuals, form an evolutionary unit that drives adaptation and 

change.16 Quality of individuals in a population are measured by a genotype-to-phenotype 

surjective mapping, i.e. for every point in phenotype space, there must be at least one point in 

genotype space.17  Given the representation of genotypes, definition of phenotypes, and duty of 
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the fitness function, the evolutionary process can operate on decoded individuals in genotype 

space to solve the original problem. 

 Parent selection, variation operators, and survivor selection govern the evolutionary 

process.18  Parent selection is analogous to survival of the fittest in nature.  Nature provides a 

world where individuals fight for the chance to procreate, where the fittest individuals (with 

fitness determined by those individuals best suited to the given environment) have a higher 

probability of procreation.  Similarly, evolutionary computation provides a world where quality 

individuals have a higher probability to mate.  To re-illustrate, an individual of genotype space 

has quality defined by the fitness function, and an individual of high quality (high fitness 

function for maximization or low fitness function for minimization) has a higher probability than 

a low quality individual of undergoing a variation operator.  

Variation operators act on parent solutions.  These operators are often classified based on 

arity, defined as the number of objects the operator takes as inputs.  A mutation variation 

operator is unary and can simply make random changes to parent genes.  A recombination or 

cross-over variation operator is often binary and amalgamates genes from two parents.  Many 

variation operators exist and can depend heavily on the problem representation.  The output of a 

variation operator proceeds to a survival selection mechanism which distinguishes individuals 

based on quality and determines the population of the next generation. 

Survivor selection determines the individuals of the next population based on quality.  

The new generation could be members of the old generation, or the new generation could 

constitute entirely of the output from the variation operators.19 The standard genetic algorithm 

uses a generational model in which all the members of the population (µ) are replaced by the 

offspring (λ), abbreviated as (µ, λ) survival strategy.20  On the other hand, steady-state genetic 
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algorithms typically create only a few offspring and use a replacement strategy such as deleting 

the oldest individual or replacing the worst individual with an offspring only if the offspring has 

a higher fitness value.21  This survival strategy can be abbreviated as (µ + λ). 

Given the components of an evolutionary algorithm and the multitude of successful 

applications of evolutionary computing,22 the schema theorem sheds light into why evolutionary 

algorithms work.23  Developed by John Holland in 1975, a schema  (plural as schemata) is a 

hyperplane in the search space.  For example, take three dimensions.  A schema of order two 

would be (2,3,#), where # symbolizes any number.  Then, (2,3,4) and (2,3,1) are different 

locations in the three dimensional search space but have the same order-two schemata.  Holland 

used the standard genetic algorithm with a one-point crossover and bit-wise mutation to analyze 

the schema theorem.24 The mathematical formalism showed that schemata of above-average 

fitness would have a higher chance of remaining from iteration to iteration in the algorithm.25 

This naturally leads into the building block hypothesis - evolutionary algorithms start with 

competing low order schemata of low fitness and progressively build high order schemata of 

high fitness.26  

With this in hand, let us illustrate a basic evolutionary algorithm through an example 

problem. 

3.1.2 The GD Problem using Evolutionary Computation  

 Say a graduate student needs to find a proper balance between employment (j), 

dissertation work (d), and social activities (s) to complete a quality dissertation within a 

reasonable timeframe, also known as the graduate dissertation problem (GD problem).  

Employment is a necessary evil as it provides funds to live and pay for school.  Dissertation 

work is obviously essential, but over-production can lead to only minimally improved results and 
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possibly a case of stir-craziness.  Last, social activities are a conduit to relaxation but, in excess, 

can be vices working against dissertation quality.  The quality of a dissertation can be modeled 

as a function of all the above three categories.  Using one of the primitive tools of a physicist, 

separation of variables, the fitness function for dissertation quality takes the form: 

F(j,d,s) = f(j).g(d).h(s) 

If dissertation quality stemming from employment, f(j), decreases or increases, it should 

respectively affect the overall dissertation quality, F(j,d,s).  Likewise, g(d) and h(s) have the 

same effect on F(j,d,s).  Let us now define the fitness function mathematically. 

 The total time per day dedicated to j, d, and s is T, where j + d + s <=T.  For practical 

purposes, set T = 16 hours which gives the student the proper REM cycles in the evening.    

Employment, f(j), would produce a zero fitness value if the graduate student put in zero hours at 

his job, but if he put in too many, he would not be able to have time for his dissertation work.  A 

simple parabolic function intersecting zeros at j=0 and j=T might be one possible functional form 

representing these facts.  Dissertation work, g(d), also produces a zero fitness function value if 

no effort it put forth, but a maximum is reached after which dissertation quality sees little 

improvement.  An exponential function approaching a maximum limit would be an appropriate 

choice.  Lastly, social activities, h(s), produce a non-zero dissertation quality at s=0.  For s>0, 

dissertation quality increases until smax where too many social activities take over and decrease 

the dissertation quality, another parabolic curve.  Normalizing all these functions to one, they 

take the following form: 

&'(� �  )* ( '( + 16� 

-'.� �  )/ '1 + �0/� 

1'�� �  )2'� + 16�'� 3 10� 
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 The above fitness function mathematically encodes the dissertation quality or phenotype 

space to three dimensions in genotype space.  An individual in phenotype space is a finished 

dissertation, and an individual in genotype space is a three dimensional vector.  The three vector 

components, j, d, and s, are non-negative continuous variables.  A population of N individuals in 

genotype space is N three dimensional vectors initialized to random values and within the 

problem constraints.  This completes the representation of phenotypes and genotypes and 

formalizes the fitness function.   

 Next, parent selection, variation operators, and survival selection must be defined.  The 

mechanisms are designed to mimic the memetic algorithm as described later in the dissertation to 

limit redundancy.  Parent selection uses tournament selection, a selection that does not require 

global knowledge of the population, P, but only relative quality among individuals in a specific 

tournament.27  For each specific tournament, k individuals are randomly selected with 

replacement from P, and among those k individuals, the individual with the best fitness survives 

to become part of the parent population.28  In the example case, the goal is to maximize the 

dissertation quality, F, so the mathematical form of tournament selection is:   

45, … , 78 �  9:;.��<�=>'%, ?�              % � 45, … , @8 
A,BA@ � arg'F:4�'5�, … , �'7�8� 

%:9�;>� �  G5,BA@, … , H,BA@I 
 The variation operators act on the parent population.  Variation operators almost 

exclusively act on combinatorial29 or continuous30 spaces.  Unfortunately, the space encountered 

in the example problem and that of the dosimetric optimization problem described later in the 

dissertation is discontinuous with real-coded representation of individuals.  One such operator 
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that handles such a space in a computationally efficient manner is uniform or scattered crossover.  

Scattered crossover is a binary operator, that combines features of feasible solutions to 

potentially create a new, more fit individual called the offspring.31 The offspring has the same 

representation as the parents.  In the example case, the parent is a three-dimension vector (j,d,s).  

Scattered crossover takes two parents without replacement from the parent population and 

randomly assigns the parents' vector values to the offspring.  For example: 

%:9�;>1 �  JK. L, M. N, O. PQ       %:9�;>2 �  J5.0, 8.7, 1.7Q 
�&&�T9U;- �  JK. L, 8.7, O. PQ  

 Lastly, a survival selection mechanism dictates how to place offspring into the next 

population.  Either a generational or steady-state model can be used.  Some other exotic survival 

mechanism could also be used. 

 With all the working parts of an evolutionary algorithm defined, the proper balance 

between employment, dissertation work, and social activities can be investigated.  Yet, one 

caveat exists specific to the problem, namely, feasibility.  Since j + d + s <= T where T is the 

total time allotted per day, each individual must be feasible and checked after any alteration.  A 

standard evolutionary algorithm may force an unfeasible individual into feasibility by scaling j, 

d, and s, respectively.  On the other hand, a memetic algorithm could try to use problem 

knowledge or local learning to intelligently create feasible individuals.  Incorporating problem 

knowledge and local searches into the learning process is a foundation of memetic algorithms.32    

3.2 Memetic Algorithms 

 It is known that combining evolutionary computing with other optimization techniques 

can significantly improve the performance of an algorithm.33 One such technique is a memetic 

algorithm.  A memetic algorithm is (MA) an “amalgamation of, sometimes, disparate concepts 
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borrowed from different optimization and machine learning paradigms.”34 Early forms of MAs 

were population-based global methods hybridized with heuristic learning, where the latter is a 

local search method called the meme.35-37  Modern MAs have materialized into a hybrid of 

global and local techniques for exploration and exploitation of the search space.38 Often, 

evolutionary algorithms are the global search method, and other techniques or structures are 

incorporated within the evolutionary framework as individual learning.39   

Individual learning heuristics commonly take one of two forms: Baldwinian or 

Lamarckian.40  Both types use a local search algorithm but differ in how a solution is placed back 

into the population.41  Baldwinian learning alters the fitness of an individual and does not change 

the genotype, while Lamarckian learning alters both the fitness and genotype.42   

Memes are not restricted to just individual learning.  Memes can exhibit cultural learning 

which extends learning to a number of individuals.  Introduced by Reynolds, cultural algorithms 

(CA) demonstrate this operation.43 CAs have three major components: a population space, a 

belief space, and a method of how to exchange knowledge between population and belief 

space.44 Belief space stores different types of problem knowledge, such as domain, 

topographical, or temporal knowledge.45   Intelligent use of problem knowledge can greatly 

influence and enhance the search in population space.46 

First examined by Moscato in 1989, the original MA was an evolutionary algorithm 

hybridized with a local search.47-48 Using primitive decision rules on when to perform a global or 

local search, initial empirical studies showed superiority over standard evolutionary algorithms.49  

Moscato applied an MA to the traveling salesman problem (TSP), i.e. trying to find the shortest 

path between N cities, visiting each city only once.50 The feasibility of this new approach and 

potential for faster convergence stimulated the computational evolutionary community.51-54 Basic 
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research showed promise in applying MAs to computationally expensive problems in theory and 

in practice.55-57  Though promising, the canonical form introduces many design issues such as 

parameter tuning, choice of local search optimizer, and balance between global and local search 

techniques.58 

To address the lack of a priori knowledge of what local search method to use and when 

to use it, multi-meme,59-60 hyper-heuristics,61 and meta-Lamarckian62-63 memetic algorithms use a 

pool of local searches, or pool of memes, instead of just a single local search.  In multi-memes,64 

each individual in the population has a coded meme.  When decoded, a meme operates as a local 

search heuristic on the individual.  The meme is then transmitted through generations using an 

inheritance and survival mechanism.  To take one step further, hyper-heuristics and meta-

Lamarckian memetic algorithms created an environment, where the memes would compete for 

survival.65-67 In this strategy, inheritance is based upon a meme’s past local improvements as a 

compass for its ability to make future quality local improvements.  These techniques have been 

applied to scheduling,68 protein structure,69 and drug therapies.70   

As a whole, memetic algorithms have applications in highly multi-modal, complex 

problems.71 Evolutionary algorithms have often been applied to traveling salesmen problem 

(TSP), DNA sequencing and protein structure, scheduling, and industrial desgin.72  Likewise, 

memetic algorithms have been applied to TSP,73-76 DNA sequencing and protein structure,77-78 

scheduling,79-82 and industrial design83-84 with superior results to traditional evolutionary 

algorithms.  Memetic Computing is a journal launched in March 2009 solely dedicated to 

memetic algorithms and applications.     

Though algorithmic design is a valuable topic for basic research, this work is concerned 

with application.  An algorithm should be designed and perform optimally on a specific problem 
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and not on a broad range of test problems.  If this design philosophy is not adopted, then the 

algorithm will under-perform on the specific problem but show competitive results on 

benchmark functions, which for application purposes, are inconsequential. This is one of the 

main features of the No Free Lunch Theorem (Figure 3.1).  The No Free Lunch theorem 

formalizes the need for problem-tailored algorithms. 

 

(Figure 3.1 - Depiction of No Free Lunch Theorem applied to Memetic Algorithms)85 

CyberKnife treatment planning is an application that benefits from a memetic algorithm.  

CyberKnife’s solution space is degenerate, and the objective function can be non-linear and non-

separable.86 Instead of using a complex self-adaptive memetic algorithm, the work focuses on 

problem-specific knowledge, cultural learning, and an appropriate local search technique to 

enhance algorithmic performance.  Not to paint advanced memetic techniques as cumbersome or 

ill-suited for the problem at hand, this work is a first investigation into the application of 

memetic algorithms for CyberKnife treatment planning optimization, and chronologically, it is 

rational to apply a simple memetic framework before delving into a complex structure. 
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The rest of the work is organized as follows.  Section 4 outlines the optimization process 

and details the main memetic algorithm called Xerxes.  Section 5 provides data on Xerxes 

parameter analysis.  Section 6 compares a multi-meme memetic algorithm with commercial 

software and, then, compares the multi-meme algorithm to Xerxes.  Section 7 proposes a 

potential memetic framework incorporating more advanced memetic evolution called Xerxes2.  

Section 8 provides a conclusion. 
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4 CyberKnife Treatment Planning Using a Memetic Algorithm 
 
  
 The objective of treatment planning in radiation therapy is to control the dose to the 

target volume while minimizing dose to surrounding tissue and organs at risk.  Given the 

complexity and high dimensionality of the problem, treatment planning often uses inverse 

planning.1  Inverse treatment planning for radiation therapy attempts to find a set of beam 

weights, or Monitor Units (MU), that create the user desired dose distribution.  The relationship 

between a dose distribution, D, and the beam weights, w, is the matrix operator, M:2 

D = M . w 

(Eq 4.1)                              

M contains all the dosimetric information relating the beam weights to the dose distribution.3 To 

understand the matrix operator for the CyberKnife Robotic RadioSurgery system (the only 

treatment modality to be discussed for the rest of the dissertation), a brief introduction to the 

delivery system is offered to acquaint the reader with some terms and concepts.     

 The CyberKnife Robotic RadioSurgery System is a robot controlled 6 MV linear 

accelerator based radiation delivery system with the linear accelerator attached to a six-axis 

robotic manipulator (Figure 4.1).  Fixed, circular collimators (Figure 4.2) or a variable aperture 

collimator (Figure 4.3) of discrete sizes (5, 7.5, 10, 12.5, 15, 20, 25, 30, 35, 40, 50, 60 mm) 

deliver the radiation using a non-coplanar technique.  The manipulator positions the linear 

accelerator, or linac, in predetermined beam trajectories called paths.  Each path typically has 

over one hundred fixed locations called nodes.  From each node, a beam can target anywhere 

inside the tumor and use any collimator.  Thus, a node position, a target position, and a 

collimator size constitute a beam. 
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(Figure 4.1 - Photo of the G3 CyberKnife Robotic RadioSurgery System at Winthrop University Hospital, Mineola, 
NY.  The head of the machine contain the Linac which is attached to the robotic arm (manipulator).  The X-ray 
generators are located on the ceiling with orthogonal imagers below the patient and couch.) 
 
 

 

(Figure 4.2 - Photo of fixed collimators at Winthrop University Hospital, Mineola, NY.  The Iris variable aperture 
uses tungsten blades to mimic the entire collimator set.)   
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(Figure 4.3 - Illustration of the interior of an Iris Collimator system)4 

 
 
 Given beam geometry, the dose calculation provides the dose per beam for each 

optimization point, which defines M in equation 4.1.  In this work, the dose calculation uses a 

ray-tracing algorithm and calculates three system specific parameters:5 Tissue-Phantom Ratio 

(TPR), Off-Center Ratio (OCR), and Output Factor (OF).    TPR is the ratio of dose to a point at 

depth d in water of a nominal Source-to-Axis Distance (SAD) of 800 mm for a given collimator 

to dose to a depth of 15 mm with the same SAD and collimator.  OCR is the ratio of dose at a 

point at a depth d and at a distance r off the central axis for a given collimator to the dose along 

the central axis at the same depth, collimator, and SAD.  OF is the relative radiation output for a 

given collimator at a reference set-up to the reference collimator at the reference set-up.  The 

machine is calibrated to give 1 cGy per MU at the reference set-up, which uses the 60 mm 

collimator at a depth in water of 15 mm at 800 mm SAD.  Using Kahn's method,6 the dose per 

monitor unit or dose deposition coefficient (DDC) for a given geometry is: 

��� � �� � �� �800 "# � $%� � ��� 
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(Eq 4.2) 

The collection of all DDCs for each beam and for each optimization point constitutes the 2D 

matrix operator M.  Since the user knows the clinically acceptable dose distribution, the inverse 

problem is:7 

x = M-1 . D 

(Eq 4.3) 

Unfortunately, the matrix operator is not generally invertible which forces employment of 

inverse treatment planning optimization techniques such as a memetic algorithm.8  Inverse 

planning uses an objective function, f, to model the problem.  The objective function should be 

dependent on M and the beam weights, VWWX.  Then, the optimization goal is: 

& Y   Z@ [ Z 

FU;J&'\, VWWX�Q 
(Eq 4.4) 

Before explaining the details of the memetic algorithm, a description of all the necessary 

requirements and calculations prior to actual CyberKnife dosimetric optimization is provided. 

4.1 Dosimetric Optimization Preprocessing for CyberKnife Robotic RadioSurgery  

 Dosimetric optimization preprocessing addresses hardware constraints, creates 

optimization points within volumes of interest (VOI), calculates dose-deposition coefficients 

(DDC) based upon beam geometry, and defines all variables in the dosimetric objective function.  

Hardware constraints consist of MU limits and beam geometry, optimization points are spatially 

located points within targets, organs-at-risk, and additional structures, DDCs are calculated for 

each optimization point, and the objective function emulates previously well-known quadratic 

objective functions in radiation therapy. 
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4.1.1 Hardware Constraints 

 Hardware constraints exist due to the limits of radiation therapy technology and constrain 

MU values and beam geometry.  First, machine calibration relies upon a linear relationship 

between MU and dosimetric output.  Below a measurable threshold, CyberKnife output does not 

respond linearly with MU.  Thus, no treatment plan can have a non-zero MU value per fraction 

below this threshold, where ]^_A@~ 7.  For practical reasons, it is also wise to set a maximum 

MU,  ]^_ab, to prevent excessive dose from a single beam.  Second, beam geometry is created 

before optimization.  Thousands of beams are created and randomly targeted at the planning 

target volume (PTV), which constitutes the beam set.  No sophisticated a priori targeting 

algorithm currently exists.  Potentially, beam's-eye-view (BEV) beam selection would ensure 

target coverage but not reduce the initial beam set dimensionality.  Alternatively, DDC values 

could be used to eliminate undesirable beams. Unfortunately, no discernable relationship exists 

between DDCs and a quality beam set.  Lastly, a fast beam targeting heuristic could limit initial 

beam set size, but a preferred beam heuristic is the dosimetric optimization algorithm itself.  

Thus, random beam targeting followed by dosimetric optimization is a valid path to a solution.  

This is the method used in CyberKnife's commercial treatment planning software called 

MultiPlan, and for the reasons argued above, this work also adopts this method.  There is no 

reason to re-create any beam targeting as the focus of the work is on dosimetric optimization.   

 All beam geometry is extracted directly from MultiPlan in an XML file format.  To 

accomplish this, volumes of interest (VOIs) are delineated on the treatment planning CT and 

saved in Digital Imaging and Communications in Medicine (DICOM) coordinates.  DICOM is a 

standard coordinate system across imaging and treatment modalities represented by (x,y,z) 

coordinates in the DICOM reference frame.  Next, MultiPlan generates thousands of beams 
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randomly targeted at the PTV(s).  Node and target coordinates are also in DICOM coordinates.  

VOI and beam information is saved in the XML file.  The XML file and treatment planning CT 

are transferred into MATLAB ® (MathWorks, Inc.), and then, DDCs are calculated for each 

optimization point using a ray-tracing algorithm and Khan’s method, as previously discussed.   

From here onward, all coding and any computational actions are performed using 

MATLAB ® version 7.8.0.347 (R2009a) 64-bit. 

4.1.2 Optimization Points and Dose Deposition Coefficients 

 To satisfactorily represent VOIs during optimization, thousands of optimization points 

are created for each VOI with sufficient point density and spatial distribution.  Points are 

explicitly placed on the boundary and quasi-randomly placed on the interior of each VOI.  To 

clarify, the description “quasi-random” is meant to indicate that points are only placed on 

discrete z-axis coordinates which correspond to each CT slice, while x and y coordinates are 

randomly generated.  Approximately 30% of optimization points are placed on a structure’s 

boundary with all remaining points placed in the interior.   

 
(Figure 4.4 - Example of optimization points for a prostate case.  The prostate is in red and the bladder and rectum 
are in blue.) 



 

 

 
 
 

Optimization points need to 

Spirou and Chui9 suggestion of 

MultiPlan’s dose calculation is provided in Figures 4.5, 

and for each beam in the totality of beams extracted from MultiPlan, a DDC, or 

calculated.  From previous research, the dose calculation was tested and found to agree with 

MultiPlan to within 2% for all points in a single beam (Figure 4.5 and 4.6) and to agree with 

MultiPlan to within 3% for 93% of all calculation poi

calculation points for a treatment plan (Figure 4.7).

 

 

(Figure 4.5 Single Beam Depth Dose Curve for 30 mm collimator for algorithmic dose calculator laid over 
MultiPlan Depth Dose Curve.)  
 

 

need to accurately describe the dose distribution.  T

 50 pts/cm3.  A comparison of this work’s dose calculation with 

is provided in Figures 4.5, 4.6, and 4.7.  For each optimization point 

and for each beam in the totality of beams extracted from MultiPlan, a DDC, or 

calculated.  From previous research, the dose calculation was tested and found to agree with 

MultiPlan to within 2% for all points in a single beam (Figure 4.5 and 4.6) and to agree with 

MultiPlan to within 3% for 93% of all calculation points and to within 5% for 98% of all 

calculation points for a treatment plan (Figure 4.7).10  

Figure 4.5 Single Beam Depth Dose Curve for 30 mm collimator for algorithmic dose calculator laid over 

50 

This work adopts 

A comparison of this work’s dose calculation with 

For each optimization point 

and for each beam in the totality of beams extracted from MultiPlan, a DDC, or dose per MU, is 

calculated.  From previous research, the dose calculation was tested and found to agree with 

MultiPlan to within 2% for all points in a single beam (Figure 4.5 and 4.6) and to agree with 

nts and to within 5% for 98% of all 

 

Figure 4.5 Single Beam Depth Dose Curve for 30 mm collimator for algorithmic dose calculator laid over 



 

 

(Figure 4.6 Beam Profile for 30 mm collimator at 1.5 cm for algorithm dose calculator laid over MultiPlan's profile.
   

(Figure 4.7 – Dose overlay of MultiPlan versus dose calculator for a treatment plan.  Illustrated is a 2D slice from a 
high dose region of a prostate treatment plan. Isodose lines start at 4000 cGy on the interior of the image and 
decrease in 250 cGy increments.)  

 

Figure 4.6 Beam Profile for 30 mm collimator at 1.5 cm for algorithm dose calculator laid over MultiPlan's profile.

Dose overlay of MultiPlan versus dose calculator for a treatment plan.  Illustrated is a 2D slice from a 
high dose region of a prostate treatment plan. Isodose lines start at 4000 cGy on the interior of the image and 
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Figure 4.6 Beam Profile for 30 mm collimator at 1.5 cm for algorithm dose calculator laid over MultiPlan's profile.) 

 
Dose overlay of MultiPlan versus dose calculator for a treatment plan.  Illustrated is a 2D slice from a 

high dose region of a prostate treatment plan. Isodose lines start at 4000 cGy on the interior of the image and 
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4.1.3 Dosimetric Objective Function 

 The dosimetric objective function is expressed as deviation in dose at each optimization 

point from the desired dose, summed in quadrature, multiplied by a user-selectable weighting 

factor.  Quadratic objective functions are well known in radiation therapy treatment planning.11-12  

The objective function allows for dose-volume constraints on any VOI.  The dose-volume 

constraints for OARs specify that no more than q% of an organ may receive a dose greater than 

dmax.  For targets (PTV and GTV), a dose volume constraint specifies that at least q% of the 

target must receive a dose greater than dmin.  Following Spirou and Chui,13 a penalty is added 

only if the total percentage of optimization points exceeds q for a lower constraint or falls below 

q for an upper constraint.  Furthermore, "only those points which, when sorted in ascending 

order of dose received, cause q to be exceeded are included in the penalty terms"14 in the 

objective function.  Given this explicit formation, below is the functional form of the dosimetric 

objective function used during optimization: 

 

 

 

 

 

(Eq 4.5)
 

objF is the Objective function.        

x is a vector of beam weights (independent variables) 
w is a vector of constraint weights. 
d is a vector of doses associated with user selected dose volume constraints. 
v is a vector of volumes associated with user selected dose volume constraints. 
Θ is the Heaviside function defined to be zero when the argument is less than zero, 
 otherwise one. 
Subscript t refers to target. 
Subscript p refers to target prescription dose. 
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nt is the number of points calculated within the target 
b is the number of beam weights. 
org is the number of critical organs 
clm is the mth constraints for the lth critical organ 
nl is the number of points in the lth critical organ 

min,thresδ is the dose to that point in the target such that when all points in the target are sorted,  

points for which the dose is less than or equal  to min,thresδ  cause the minimum dose  

volume constraint for the target to be violated. 

max,thresδ is the dose to that point in the target such that when all point in the target are sorted,  

points for which the dose is greater than or equal to max,thresδ  cause the maximum dose  

volume constraint for the target to be violated. 

lmthres,δ  is the dose to that point in the lth critical organ such that when all points in the organ are  

sorted, points for which the dose is greater than or equal to  lmthres,δ cause the mth dose 

volume constraint for the organ to be violated. 
 

Additionally, a soft constraint on the total MU reduces solution complexity by allowing the user 

to minimize total beam-on time.  The MU soft constraint is: 

JΘ']^ + ]^/deAfd/�Q4]^ + ]^/deAfd/8# 

 (Eq 4.5) 

where again the Heaviside function is used to penalize only when total MU exceeds ]^/deAfd/.  

This is an essential term; otherwise, total treatment times would be lengthy. 

 Lastly and not to be understated, the dosimetric function allows a user to define all 

weights and dose-volumes constraints at any point during the optimization.  The iterative nature 

of a memetic algorithm allows a user to stop the algorithm, change a weight or dose-volume 

constraint, and continue the algorithm at the same position it was stopped.  This method mimics 

IMRT inverse planning optimization software, allows for ease of use, and provides a minimal 

learning curve for any user, all of which are very desirable features and all not included in the 

current CyberKnife treatment planning software. 
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 Given the beam geometry, CT information, DDCs, and dosimetric objective function, the 

memetic algorithm minimizes the objective function, Fobj, by changing the beam weights, X.  

Prior to delving into the machinery of the memetic algorithm, the language of memetic 

computing is translated into the parlance of medical physics. 

4.2 Language of Memetic Computing in Medical Physics 

 This brief sub-chapter provides a reference dictionary connecting memetic computing 

and medical physics language.  Chapter 3 used memetic computing terms to describe memetic 

algorithms.  From here onward, medical physics terms will be used unless otherwise stated.  

Some memetic computing terms do not have commensurable terms in medical physics.  For 

those terms, the memetic computing term must be adopted.   

Medical Physics     Memetic Computing 

Beam Set Space, B-space…........................................Genotype Space 

Beam Weight, xi.........................................................Gene 

Dose Distribution, D..................................................Phenotype Space 

Generational Model, GM………….……..…………Generational Model 

Global Search, Gi......................................................Evolutionary Operator 

Local Search, Si.........................................................Lamarckian Meme Operator 

Local Search Set, S....................................................Memetic Population 

Local Search Space, L-space......................................Lamarckian Meme Space 

Objective Function......................................................Fitness Function 

Offspring………………………………....................Offspring 

Parent………………………….................................Parent 
 
Quality of a Treatment Plan........................................Fitness of an Individual 



 

 

Search Space Reduction...................................

Selection…………………………………………….Selection

Steady-State Model, SM…………………

Treatment Plan, Ti.......................

Treatment Plan Beam Set, BT,i....

Treatment Plan Dose Distribution

Treatment Plan Representation...................................Encoding

Treatment Plan Set, T..........................

4.3 Xerxes Outline  

 The flow chart below provide

will be detailed in subsequent sub

 Some general features can be pointed out b

phase of the algorithm operates independently and starts and ends based upon initialization and 

termination criteria.  The phases are:

 

Search Space Reduction.............................................Baldwinian Meme Operator

Selection…………………………………………….Selection 

…………..…………Steady-State Model 

......................................Individual 

....................................Individual Genotype 

Treatment Plan Dose Distribution...............................Individual Phenotype 

Treatment Plan Representation...................................Encoding 

...............................................Genetic Population 

provides a broad sketch of Xerxes.  Each functional component 

detailed in subsequent sub-chapters.  

(Figure 4.8 – Xerxes optimization flow chart)

can be pointed out before a more detailed examination

phase of the algorithm operates independently and starts and ends based upon initialization and 

termination criteria.  The phases are: 
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..........Baldwinian Meme Operator 

Each functional component 

 

Xerxes optimization flow chart) 

a more detailed examination.  Each 

phase of the algorithm operates independently and starts and ends based upon initialization and 
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1. Initialization – creates feasible treatment plans 

a. Initialization Criteria – algorithm is started. 

b. Termination Criteria – required number of treatment plans have been created. 

2. Evolutionary Algorithm – evolves the treatment plan set 

a. Initialization Criteria – Initialization finishes 

b. Termination Criteria – time constraint, user terminated, or beam set fully reduced. 

3. Local Search – fine-tunes best treatment plan in evolutionary algorithm 

a. Initialization Criteria – evolutionary algorithm terminates. 

b. Termination Criteria – objective function value is zero, user termination, or time 

constraint. 

Each phase follows a chain of command.  Initialization creates the treatment plan set 

according to a generating function that includes randomness and problem-specific knowledge.  

The evolutionary algorithm uses a large population to enforce diversity and exploration of the 

entire beam set space, while simultaneously localizing on specific beam dimensions through a 

search space reduction operator.  Tournament selection drives the treatment plan set towards 

areas of high quality, while SCBM+BLX-α intelligently creates feasible treatment plans.  Using 

a (µ,λ) survival strategy also helps enforce diversity by replacing all old treatment plans with 

new offspring treatment plans at every iteration. After termination of the evolutionary algorithm, 

a final local search fine-tunes the best treatment plan from the evolutionary algorithm via 

Covariance Mutation Adaption using evolution strategies (CMA-ES).  CMA-ES is a powerful, 

“black box,” continuous constrained evolutionary computation technique that adapts a 

probability distribution approximately equal to the inverse Hessian up to a constant factor.15 

Originally, CMA-ES was developed for global, continuous optimization,16 but after its success at 
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the 2005 Congress of Evolutionary Computation parameter optimization competition,17 

researchers recognized its ability for both global exploration and local fine-tuning in continuous 

constrained or unconstrained domains.18 

Xerxes can be considered memetic as it combines an evolutionary algorithm (selection, 

variation, and survival) with problem specific knowledge (initialization function), cultural 

evolution (beam space reduction), and local search (CMA-ES).  The rest of the chapter details 

each of these functional components. 

4.4 Initialization of Treatment Plans 

 The treatment plan set, T, is a multiset of treatment plans.  Each element of T is a 

treatment plan, Ti.  Ti is a vector of beam weights, where a single beam weight, A is a 

discontinuous floating-point number (refer back to CyberKnife’s hardware constraints in section 

4.1).  Given MUmin and MUmax constraints on a non-zero beam, A takes the following possible 

values: 

]^_A@ �  A  � ]^_ab 

�>1�9gU��, A � 0 

 (Eq 4.6) 

A treatment plan, Ti, is an n-tuple of beam weights, where n decreases due to the beam reduction 

operator.  Ti resides in the beam set space, B-space, and takes the form: 

$A �  45, … , @8 
 (Eq 4.7) 

Thus, T with m elements is: 

$ �  J$A, … , $_Q 
 (Eq 4.8) 
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Each Ti in T is surjectively mapped to a one-dimensional quality metric through the objective 

function.  Surjective mapping is a result of the degeneracy of the objective function values. On 

the other hand, the DDC matrices injectively but not bijectively map Ti to a dose distribution, D.  

Here, each treatment plan must have a dose distribution which is unique to that treatment plan, 

but not every dose distribution may have a treatment plan.  

 T is created at the beginning of the algorithm and uses problem-specific knowledge 

provided by the user.  It is known that the final treatment plan will have very few non-zero 

beams '~ 10#� compared to the initial size of B-space 'h  10i�.  Also, the total monitor units, 

MUtotal, in a final treatment plan must have a practical limit, so patients have a reasonable length 

of treatment.  With this knowledge, a user can dictate the initialization of T by setting a 

maximum number of non-zero beams, Umax, and a maximum number of total monitor units 

MUtotal.  With this initialization method, a user can guide the search in the correct direction from 

the start.     

Each Ti in T is not initialized to contain exactly Umax non-zero beams, but instead 

contains between j#i ^_ab, ^_abk non-zero beams.  From clinical experience, a user knows an 

acceptable upper limit of non-zero beams and not an average number of non-zero beams.  Thus, 

a generous range is given to the possible number of non-zero beams in each element of T.  

During optimization, the number of non-zero beams in each Ti is not constrained.  A high 

percentage of the time, final treatment plans naturally emerge with less than ̂ _ab number of 

non-zero beams.  This is a result of the SCBM+BLX-α crossover operator.  For any crossover-

based variation operator, just as in biological evolution, the apple does not fall too far from the 

tree.  If all parent treatment plans have less than ^_ab number of non-zero beams, then the 

offspring treatment plans will likely possess this characteristic.  Only through selection pressure 



59 
 

 
 

can the number of non-zero beams in the final treatment plan exceed ^_ab.  In other words, the 

dosimetric optimization only increases the number of non-zero beams to satisfy the MU 

constraints, initialization parameters, and DVH constraints.  Acknowledging the above argument, 

a constraint on the number of non-zero beams would decrease the quality of solutions for 

difficult cases, which is why this constraint does not exist. 

Given the number of non-zero beams, Ui, for treatment plan, Ti, beams are randomly 

selected without replacement from B-space to be assigned an MU value.  A problem-specific 

discrete probability density distribution is used to sample MU values for each non-zero beam.  

The discrete distribution should be designed with the following properties: 

1. Small computation time to uphold MUtotal constraint 

2. Dependent on Ui and [MUmin,MUmax] 

3. Use the full range of MU values 

A uniform distribution does not satisfy any of the criteria.  Using a fixed distribution for all 

treatment plans does not satisfy the second criteria.  And simply, truncating MU values violates 

the third criteria.  One discrete distribution that satisfies all three criteria is as follows. 

The discrete distribution contains four bins of equal width, w.  Each bin, bi, is defined by 

its lower edge MU value: 

g �  ]^_ab +  ]^_A@4  

 lWX �  4l5, l#, li, lm8 �  4]^_A@, ]^_A@ 3 g, ]^_A@ 3 2g, ]^_A@ 3 3g8 
(Eq 4.9) 

The height of each bin, pi, is a function of the height, h, of the largest starting bin value. 

1 �  '1 3 2o 3  2#o 3  2io�05 

TX �  4T5, T#, Ti, Tm8 �  42io1, 2#o1, 2o1, 18                   (Eq 4.10) 



60 
 

 
 

p is non-linear due to properties of known solutions.  Known solutions have a few non-zero 

beams with large MU values, while most non-zero beams have small MU values.  In other 

words, a small percentage of beams contribute most of the dose, much like a progressive tax 

system with dollars and people.  The parameter α is a linear function of the desired average MU 

value, Fp, for a non-zero beam.  α should be zero when Fp  equals to (MUmax – MUmin)/2.  In this 

case, the discrete distribution reduces to a uniform distribution.  When Fp  is less than (MUmax – 

MUmin)/2, then α needs to be greater than zero, and when Fp  is greater than (MUmax – MUmin)/2, 

then α needs to be less than zero.  One function that satisfies these properties is: 

Fp �  ] ĤqHarÂ  

s'Fp� � t �1 +  2Fp]^_ab + ]^_A@" 

 (Eq 4.11) 

The only parameter is q.  If q is too small, then the first criterion is violated due to a high re-

sampling frequency.  If q is too large, then most treatment plans have small total MU compared 

with MUtotal.  In this case, the dosimetric optimization will try to increase the total MU in a 

difficult case which will likely result with an increased number of non-zero beams.  Instead, a 

balance must be found between these extremes.  q equal to 3.5 strikes this balance.  If q is 3, 

initialization is approximately 800% slower.  If q is 4, initialization is only about 30% faster.  

Thus, 3.5 is a valid choice for this function.  Initialization takes about 10-15 seconds. 
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4.5 Evolutionary Algorithm  

 After initialization of T, the evolutionary algorithm explores the entire beam set space or 

B-space.  For the i th iteration of the evolutionary algorithm, B-space is checked if dimension 

reduction is possible, then each element of T is evaluated using a “noisy” objective function.  

Tournament selection is the mechanism used to determine parent treatment plans.  Parent 

treatment plans are recombined using SCBM+BLX-α to create offspring treatment plans.  A 

generational model is used as the survival strategy.  

4.5.1 Beam Space Reduction 

The beam space reduction operator checks T for any beam, xi, that is zero for every 

element of T.  If this condition is met, then xi is deleted from B-space permanently, and B-space 

is reduced by one dimension.  Over the course of the optimization, B-space is reduced in 

dimensionality until all elements of T have all non-zero values for every beam or a termination 

condition is met.  This operator can be considered a cultural learning technique using domain 

knowledge and has no parameters. 

The general purpose of search space reduction is to eliminate "bad" beams and focus on 

"good" beams.  During the optimization, any given treatment plan assigns non-zero values to 

only a subset of the totality of beams.  On the whole, treatment plans tend to build small groups 

of beams and trend towards larger groups of beams.  This is the schema theorem in action.  

Eventually, a "bad" beam has a value of zero for all treatment plans in T, and there is no need to 

retain the beam.  No mutation operator brings a “bad” beam back from the grave; otherwise, the 

effect of the beam space reduction operator would be diminished.   

Moreover, a key practical effect is a dramatic decrease in computation time of objective 

function evaluation.  This effect cannot be understated.  Since computation time for an objective 
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function evaluation is proportional to the dimensionality of B-space, any reduction in B-space 

decreases the algorithm’s total computation time.  In fact, the algorithm would not be clinically 

relevant without this function.  

 It is unknown whether a search space reduction technique is used in radiation therapy, but 

Varian Medical, Inc. does use a search space expansion technique.  Varian's Eclipse inverse 

treatment planning software for volumetric arc therapy starts by only sampling a small number of 

beam angles early in the optimization and ending with the entire set of possible beam angles.19   

In this technique, the algorithm does not hone in on a promising area of the search space by 

looking globally.  Instead, the promising area is predefined a priori, even though no true 

knowledge of the entire search space exists.  From this philosophical analysis, it shows the 

inferiority of search space expansion compared to search space reduction. 

4.5.2 Dynamic Optimization Point Sampling 

Objective function values are the only accessible information about the objective function 

topology in “black box” optimization methods.20  Social interactions of solutions are based upon 

relative objective function values and do not rely upon absolute objective function values, 

mathematics of the objective function, or immediate landscape around a solution.  Furthermore, 

the large number of objective function evaluations in population-based methods necessitates a 

need to reduce computation time per evaluation.  Given the degeneracy of the search space 

resulting from high beam dimensionality and DVH constraints,21 dynamic optimization point 

sampling is an effective technique to quickly highlight promising areas of the search space. 
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(Figure 4.9 - Example of a 2-beam treatment plan landscape using a subset of points defined over a fictitious but 
coarsely convex search space.) 
 

 
(Figure 4.10 - Example of a 2-beam treatment planning landscape using the full set of points.) 
 

The mathematical form of the objective function follows equation 4.5 in section 4.1.3 but 

uses a subset of the total DDCs.  The subset of DDCs is selected randomly and its size is 

dynamic throughout the optimization.  Given DDCs are two dimensional matrices, where 

columns correspond to beams and rows correspond to optimization points, random sampling of 

beams would not supply a helpful objective function value.  On the other hand, not all 

optimization points need to be used to provide useful information.  By inter-iteration random 
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sampling of optimization points, the objective function values obtain inter-iteration noise 

compared to the true objective function in exchange for decreased computation time.  To the 

author’s knowledge, this technique is not used in radiation therapy.  The optimization point 

subset size is proportional to Ω-1, where Ω is a linear function of the dimensionality of B-space, 

β.   

Ω � F) 3 � 

(Eq 4.12) 

Initially, β is equal to βo (>103), which is governed by the output from MultiPlan (see section 

4.1.1), and Ω is equal to Ωo (~102).  At the end of optimization, B-space is fully reduced 

when ) � ^_ab, where ̂ _ab is the user defined maximum number of non-zero beams per 

treatment plan at initialization.  Also, B-space is fully reduced if all beams in the best treatment 

plan, Tbest, are non-zero.  When B-space reduces, Ω � 1 and remains constant.  Otherwise, 

equation 4.12 determines the value of  Ω, where m and y are determined by two points 'Ωq , )q�  

and '1, ^_ab�  

 Decreasing Ω concurrently with B-space provides a faster global search early in the 

optimization and a more accurate local search late in the optimization.  When computation time 

is considered, tiny grooves and local minima in the search space provide insignificant guidance 

to early global search.  As solution quality increases with concurrent B-space reduction, Ω 

decreases toward one, and objective function values better estimate their true values.  When B-

space is reduced, solutions need the “noise-less” objective function in order to fine-tune.  Ω is the 

only parameter in this operator. 
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4.5.3 Tournament Selection 

 Selection is the mechanism by which the optimization retains superior quality treatment 

plans and is the driving force behind quality improvements.22   Selection gives high quality 

treatment plans a high probability of being retained and gives low quality treatment plans a low 

but non-zero probability of being retained.  Early research by Holland studied fitness (objective 

value) proportional selection.23 Holland found solutions of similar quality to appear almost 

indistinguishable in the eyes of selection, and premature convergence resulted.24 To introduce 

more constant selection pressure among solutions and have more control over convergence, 

common selection methods, such as linear ranking, tournament, and truncation,25 prevailed over 

Holland's early work.  Recently introduced are more sophisticated selection schemes such as 

making the tournament selection an integral component of the solution itself26
 or using uniform 

fitness selection27 to impose more diversity in the selected solution. 

 For the CyberKnife treatment planning problem, the dimensionality of the solution space 

'h  10i� is enormous compared to that of most problems attacked by memetic algorithms 

'v  10#�.28  To sufficiently search B-space and to avoid premature convergence, T must maintain 

a high diversity in B-space.  Using a large number of elements in T is one means of preserving 

diversity.  Hence, a simple, fast selection mechanism that allows for control of optimization time 

and solution diversity is necessary.  Tournament selection provides these characteristics and 

relies on the relative quality between treatment plans involved in each tournament and not on 

global knowledge.   

 Tournament selection, as used in this work, randomly selects k treatment plans, 

{T1,...,Tk}, with replacement from the treatment plan set, T, and retains the treatment plan of 

superior quality, Ti,win.  k is known as the tournament size.  A larger k prescribes a higher 
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probability of selecting high quality treatment plans.  The metric of quality is the objective 

function, F, where smaller objective function values mean superior quality treatment plans.  

More formally, each tournament takes the form: 

4$5, … , $78 �  9:;.��<�=>'$, ?�              $ � 4$5, … , $_8 
$A,BA@ � arg'FU;4�'$5�, … , �'$7�8� 

%:9�;>� �  G$5,BA@, … , $w,BA@I 
(Eq 4.12) 

Tournament selection is performed p times, where p is the number of treatment plans needed for 

the variation operator.  The only parameter is the tournament size, k.    

4.5.4 Crossover Operator SCBM+BLX-α 

SCBM+BLX-α is a problem-specific operator that combines three operators: scattered 

crossover (SC),29 background mutation (BM),30 and BLX-α.31 SCBM+BLX-α combines these 

three operators to handle the problem representation, effectively search the solution space, and 

allow B-space reduction in a timely manner.  

 Any operator must be able to handle the problem representation.  For the CyberKnife 

treatment planning problem, the solution space is discontinuous, since each beam weight, xi, is 

either a constrained floating-point number or zero.  To the author’s knowledge, no memetic 

computing literature addresses such a space.  From a philosophical perspective, the No Free 

Lunch Theorem argues it may be impossible to argue the use of one operator over another 

without incorporating known problem patterns or discrepancies.  Luckily, experience with the 

CyberKnife can offer some insight. 

 Given a high-dimensional search space, any crossover operator early in the optimization 

has a highly unlikely chance of having parents that share the same non-zero beam weights.  
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Crossover is reduced to randomly discretely selecting beam weights from each parent, which is 

exactly what scattered crossover does.  Scattered crossover32 is a discrete recombination operator 

that combines feasible features of two input treatment plans, T1 and T2, to create an output 

treatment plan, Tx.  For each beam weight, xi,1 and xi,2, in T1 and T2, the probability of setting 

beam weight, xi,x, in Tx to xi,1 or xi,2 is 0.5.  Performing this step for each beam weight creates a 

feasible Tx in the discontinuous B-space.  For example: 

$5 �  G5,5, … , @,5I                $# �  G5,#, … , @,#I 
$b �  G5,b, … , @,bI 

A,b �  x A,5    U& 9:;. h 0.5A,#                        �<��y 
 (Eq 4.11) 

Scattered crossover does not create any new beam weight values. 

Background mutation is combined with scattered crossover to generate new beam 

weights.  Background mutation is a uniform mutation33 that has a small, non-zero probability of 

randomly selecting a new beam weight value for each non-zero xi,x.  The probability of a 

particular beam being mutated is called the mutation rate.34  The mutation rate is fixed to 0.01.  

With this mutation rate, a few beams will undergo mutation but not so many as to make a 

significant impact on the objective function value.  If xi,x is selected, xi,x is assigned an MU value 

uniformly randomly between [MUmin,MUmax]. 

Later on, B-space has dramatically reduced dimensionality, thus parents have a high 

probability of sharing similar non-zero beams.  At this point in the algorithm, scattered crossover 

causes too low of variances in beam weight distributions, and increasing background mutation is 

only disruptive and inefficient at finding new, high-quality beam weights.  To encourage 

valuable global search, BLX-α is added to the variation operator.   
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BLX-α produces new beam weight values unlike scattered crossover and creates new 

beam weight values more intelligently than background mutation.  BLX-α is a arithmetic 

recombination operator first introduced by Eshelman and Schaffer.35 Arithmetic recombination 

operators randomly blend parents to create offspring with new genetic material.36  Given two 

parent treatment plans, T1 and T2, beam weights, xi,1 and xi,2, in T1 and T2 generate a beam 

weight, xi,x, in the offspring treatment plan, Tx.  xi,x is randomly selected from the interval 

4FU;A +  sz, F:A 3  sz 8 where:37 

FU;A � FU;GA,5, A,#I             F:A � F:GA,5, A,#I 
z �  F:A +  FU;A                 s � 0 

(Eq 4.12) 

α is a non-negative real number, and the variances of beam weight distributions increase when α 

is greater than √i0 5# .38  Setting α equal to 0.5 is recommended.39  This setting is applicable to this 

work, since SCBM does not generate new beam weight values effectively on its own.  

SCBM+BLX-0.5 applies SCBM and BLX-0.5 in parallel.  If a beam weight is zero for 

both parent treatment plans, no operation is performed.  This allows the beam space reduction to 

work efficiently.  If only one parent has a non-zero value for a beam weight, then scattered 

crossover is used and followed, in serial, by background mutation only if the crossed-over beam 

weight is non-zero.  Again, this allows the beam space reduction operator to work efficiently.  If 

both parents have a non-zero value for a beam weight, then BLX-0.5 is applied.  Thus, three 

different operators generate an offspring treatment plan and each operator is called according to 

the distribution of non-zero beam weights in parent treatment plans.  
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4.5.5 Survival Selection 

 After offspring treatment plans are produced using the SCBM+BLX-α operator, (µ,λ) 

survival selection decides how to set the next iteration treatment plan set.  µ is the number of 

parent treatment plans, and λ is the number of offspring treatment plans. A generational survival 

selection with age-based replacement, not quality-based replacement, determines survival.40 

(µ,λ) survival uses an age of one,41 where after each iteration, the whole treatment plan set is 

replaced by offspring treatment plans.  If objective function values dictated replacement, the 

offspring would have to be evaluated and compared with the current treatment plan set.  Then, a 

re-sampling of the optimization points would, of necessity, take place, and the entire set of 

treatment plans would have to be evaluated again.  This extra objective function call is 

eliminated when using an age-based replacement.   

4.6 Covariance Mutation Adaptation Evolutionary Strategy (CMA-ES) 

 After the evolutionary algorithm has localized on a quality area of B-space, CMA-ES 

operates on the best treatment plan, Tbest.  The final search space reduction step eliminates all 

beam dimensions where Tbest is zero.  At this point, Tbest contains a high quality non-zero beam 

set with reasonable MU values.  Using the “noise-less” objective function, CMA-ES acts a local 

search technique and operates on a constrained continuous domain between [MUmin,MUmax] in 

each beam dimension.    

Unless otherwise stated, all intellectual material in the rest of this sub-section is taken 

from “The CMA Evolution Strategy: A Tutorial” by Dr. Nikolaus Hansen.42   Language used in 

this section is consistent with Hansen and not Medical Physics. 

 CMA-ES is a stochastic method for real-coded optimization that uses a multivariate 

normal distribution as its move operator.  A multivariate normal distribution, |'F, ��, is a 
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multi-dimension Gaussian distribution uniquely determined by its distribution mean F }
 Z@ and positive definite covariance matrix � }  Z@b@, where � is positive definite if for any 

vector : 

~� h 0 

(Eq 4.13) 

The eigendecomposition of � is: 

� � ��#�~ 

(Eq 4.14) 

 The columns of � are eigenvectors of �, and �# is a diagonal matrix with the eigenvalues of � 

as the diagonal elements.  Then, the multivariate distribution can be written as: 

|'F, �� ~ F 3 |'0, �� ~ F 3 ��|'0, �� 

(Eq 4.15) 

where � is the identity matrix and ~ denotes equality of distributions.   

(Figure 
4.11 – 2D ellipsoid distributions on a contour graph of a fictitious objective function.  Multivariate normal 
distributions with global mutation step size (left), n-dimensional mutation step-size (middle), and n-dimensional 
mutation step-size with rotation (right))43   
 
 The objective of CMA-ES is to approximate the inverse Hessian matrix without gradient 

information.  Unlike sequential quadratic programming which uses gradient information,44 
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CMA-ES maximizes the likelihood of successful search steps and solutions by updating a search 

distribution.  In other words, CMA-ES attempts to find a search distribution to match the 

objective function’s contour lines.  Figure 4.10 depicts this scenario.  CMA-ES uses four 

operations to accomplish this goal: sampling, selection and recombination, adapting the 

covariance matrix, and step-size control. 

 Sampling is performed using the multivariate normal distribution to generate new search 

points.  For each iteration, -, there are λ points created using: 

         7'��5� ~  F'�� 3  �'��|�0, �'���   for k = 1,…,λ  

          (Eq 4.16) 

    7'��5� } Z@                                      kth
 offspring search point of iteration g + 1 

 ~        denotes equality of distributions 

      F'�� } Z@          mean value of the distribution at iteration g 

 �'�� } Z�           “overall” mutation step-size at iteration g 

 |�0, �'���         multivariate normal distribution 

 �'�� } Z@b@    covariance matrix at iteration g 

 � � 2      number of offspring 

 Truncation selection is used, and the µ best offspring are used for a weighted 

intermediate recombination to update the distribution mean: 

F'��5� � � gA
�

A�5 A:�'��5� 
(Eq 4.17) 

� gA
�

A�5 � 1,           g5 � g# � � � g� h 0 



72 
 

 
 

(Eq 4.18) 

  � � �       number of parents for recombination 

  gA�5,..,� } Z�  positive weight recombination 

A measure, �d��, is called the variance effective selection mass: 

�d�� � �� gA#
�

A�5 �05
 

(Eq 4.19) 

Optimal weighting can lead to a speed-up by a factor of two and a half.45 Unfortunately, optimal 

weighting cannot be used for CyberKnife treatment planning, since the objective function 

changes with patient anatomy, beam geometry, and DVH constraints.  Instead, exponential 

weighting has been found to work well on a wide variety of objective functions.  Exponential 

weighting emphasizes high quality search points in Eq 4.17 by setting the weights equal to:46 

gA � <; �� 3 12 " + ln'U�                U � 1, … , μ 

(Eq 4.20) 

The weights are normalized according to equation 4.18.  Adaptation of the covariance matrix 

happens after sampling, selection, and recombination.   

 An update of the covariance matrix includes exponential smoothing term, a rank-one 

update term, and a rank-µ update term: 

�'��5� � �1 + =5 + =���� 3 =5 �T�'��5�T�'��5�� 3 �'1��" �'�� 3 =� � gA�A:�'��5��A:�'��5�~�
A�5  

(Eq 4.21) 

                                                     �A:�'��5� � �b�:�'����0_'����'��                                                     (Eq 4.22) 
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The first summand uses exponential smoothing of past �� using learning rates from objective 

function independent parameters =5 and =�.  The second summand utilizes a rank-one update of 

the evolution path, T�.  An evolution path is a summation of successful steps.  If the successive 

steps move in the same direction, the path becomes elongated.  In the case when the evolutionary 

path is very small, the delta function contributes to the update but is of minor relevance for large 

µ values.  The last summand contains a rank-µ update of µ successful search steps (Eq. 4.22) 

from iteration g + 1. 

 The covariance matrix update is too slow to make competitive changes to the search 

distribution on its own, and if forced, large changes in the covariance matrix make it an 

unreliable estimator of future, “better” covariance matrices.  Instead, the overall step-size, �'��, 
is used to explicitly control the overall scale of the search distribution.  The length of �'�� is 

changed based upon the expected Euclidian norm of a |'0, �� distribution random vector 

notated as ��.  If selection biases �'�� to be longer, then �'�� is increased.  Likewise, if selection 

biases �'�� to be shorter, then �'�� is decreased.   

�'��5� � �'��exp ¢=�.� £¤T�'��5�¤�� + 1¥¦ 

(Eq 4.23) 

Parameters =� and .� are independent of the objective function.  From equation 4.23, it can be 

seen that the exponent is positive when T�'��5� is greater than ��.  Here, T�'��5� is a conjugate 

evolution path.  T�'��5� is equal to �� when successful search steps (Eq. 4.22) are conjugate to 

the �'��§�
. 
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 In 2006, Jastrebski and Arnold47 suggested an active update of the covariance matrix.  

They exploit “information about bad mutations not directly for the purpose of accelerating 

progress, but instead for speeding up the adaptation of the covariance matrix.” 48 In active CMA-

ES, the covariance matrix update subtracts a rank-µ matrix of the weighted variances of 

unsuccessful search steps.49 Again, exponential weights, gA,a, are used, where the worst search 

step receives the highest weight.  gA,a is equal to gA in opposite order. 

 

�'��5� � �1 + =5 + =���� 3 =5 �T�'��5�T�'��5�� 3 �'1��" �'��

3 =� £� gA�A:�'��5��A:�'��5�~�
A�5 + � gA,a�A:�'��5��A:�'��5�~�

A��0��5 ¥ 

(Eq 4.24) 

 Given the outline of CMA-ES, the main parameters to test are µ, λ, and σ.  Exponential 

weights and active covariance updates are used based upon the recommendations from 

literature.50-51 The other parameters, =5, =�, �'1��, 1�, =�, and .�, are robust and not dependent 

on the objective function; hence, the default parameter values are used.  All default parameters 

and equations for evolution paths can be found in the appendix.  

4.7 Summary of Xerxes 

 Xerxes contains a host of different operators executed at different points during the 

optimization.  Problem-specific knowledge seeds the initial treatment plan set.  Cooperative 

learning through beam space reduction, SCBM+BLX-0.5, and dynamic optimization point 

sampling efficiently and synergistically localizes the search to a reduced beam set.  CMA-ES 

provides a final, robust local search on the best treatment plan.  With the described algorithmic 

architecture, chapter 5 optimizes parameters for each functional component.  
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5 Xerxes Parameter Analyses 
 
 The goal of treatment planning is not to find the absolute best possible beam weight 

configuration; otherwise planning would take days or weeks.  Ease of use, reproducibility, and 

short optimization times are much more clinically attractive attributes of an optimization 

algorithm.  Since biological dose is determinative of a treatment's success, a slight improvement 

in a treatment plan at the expense of excessive computation time is not desirable.  Given this 

reality, parameter analysis should attempt to find clinically relevant parameters.  

 The chapter will be organized as follows: section 5.1 explains conditions during 

parameter analysis, section 5.2 defines the single, difficult test case and DVH constraints, section 

5.3 presents results of parameter analysis for the evolutionary algorithm, section 5.4 presents 

results of parameter analysis for CMA-ES, and section 5.5 provides a conclusion of Xerxes 

parameters.  All statistical tests between different algorithm parameters are performed using the 

non-parametric Wilcoxon test with a statistical significant of 95%, as suggested by Garcia et. al.1  

The parameter setting with the lowest mean objective function value is the control parameter. 

The following notation is used in this chapter: 

 

β    -  beam space dimensionality   
 
βi       -  beam space dimensionality at the i th iteration of the algorithm 
 
βo      -  initial beam space dimensionality, equal to 2000  
 
k  -  tournament size 
 
N -  size of treatment plan set 
 
Ni -  size of the treatment plan set at the i th iteration 
 
No  -  initial size of treatment plan set 
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τk  -  time constant with a tournament size of k 
 
TR - time to reduce B-space dimensionality to Umax 

 
Umax -  maximum number of non-zero beams per treatment plan at initialization 
 Ω05   -  constant of proportionality between optimization point sampling subset   

 size and total optimization point set size. 
 ΩA    -  i th iteration dynamic optimization point subset parameter 
 Ωq    -  initial dynamic optimization point subset parameter 
 
ωTR    -  frequency of successful B-space reductions 

 

5.1 Parameter Analysis Conditions 

 Algorithmic parameters are optimized for application in current radiation therapy 

departments.  Restricted by a department’s monetary budget, state-of-the-art computers are 

generally not high on the priority list.  Instead, a commercial vendor provides hardware to run a 

department’s technology, or the department purchases hardware separately often at the expense 

of quality.  For this work, and representative of radiation therapy department computers, an Intel 

Dual Core 2.53GHz processor with 8 GB of RAM on Windows Vista 64-bit operating system 

runs all code MATLAB 7.8.0.347 64-bit R2009A.  Also restricted by a department’s temporal 

budget, each stage in treatment plan development, from patient CT simulation to the last day of 

treatment, should be minimized.  Treatment planning optimization is one step in the process.  

Departments cannot afford to optimize for a full work day, and instead, short optimization times 

of minutes or hours are reasonable.  For example, optimization for a single run on CyberKnife’s 

MultiPlan treatment planning software takes 30 - 60 minutes for a difficult case.  Thus, a 

reasonable optimization time during parameter analysis is 30 minutes.   
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In practice, optimization time fluctuates based upon the number of optimization points, 

dimensionality of the initial beam set, and user defined constraints.  To eliminate these variables, 

a single case is used for parameter analysis.  Clearly, a single case does not faithfully represent 

all types of CyberKnife treatment planning problems, but to set parameters based upon a 

spectrum of cases may hinder the algorithm’s ability to solve difficult problems.  The parameter 

analysis test case chosen is representative of very difficult cases in CyberKnife treatment 

planning optimization at the expense of larger than optimal optimization times for simpler cases.  

Then, in chapter 6, optimized parameters are tested on a number of cases and DVH criteria for 

robustness.  

The last caveat is how to distribute the 30 minute time constraint among the algorithmic 

components.  Initialization is negligible (~ 10-20 seconds) and will not be considered a factor.  

Instead, a proper balance has to be defined between the evolutionary algorithm and CMA-ES.  

From experience, less than a 20 minute optimization time for the evolutionary algorithm 

significantly hinders solution quality.  Thus, a 25 minute optimization time for the evolutionary 

algorithm is sufficient.  Based upon the author’s experience and judgment, five minutes is a 

reasonable time constraint for a local search to show its efficacy.      

5.2 Parameter Analysis Test Case 

A difficult prostate case is used for parameter analysis.  Anatomically, a prostate case 

offers a large variety of difficulties in CyberKnife treatment planning.  Large beam depths can 

produce high dose regions outside of the target, the number of non-zero beams and total MU 

tend to be larger than other anatomical sites, target-to-critical organ distances require high target 

dose conformality, and target dose must be homogenous. 
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First, the anatomy and beam geometry of the case is presented.  The volumes of primary 

anatomical structures are: 

Structure Volume (cm3) 
Prostate 95.6 
Bladder 103.6 
Rectum 82.4 

 (Tab. 5.1 – Volumes of Critical Structures) 
 
 

 
(Fig 5.1 – Sagittal image of the test case used for parameter analysis) 

 
 The initial beam set is a radiosurgery beam set consisting of 2000 beams, 81 nodes, and 

[15 mm, 20 mm, 30 mm, 40 mm, 50 mm] collimator sizes.  A radiosurgery beam set has a larger 
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number of nodes than an IMRT beam set and, as a result, should have more local minima and 

additional degenerate solutions.  All necessary structure contours and beam information resides 

inside an XML file.  Accuray, Inc. provided the XML file and anonymous CT data set.    

 Target and critical organ dosimetric constraints are based upon IMRT standard-

fractionation prostate cancer radiotherapy at 2 Gy per fraction and for 38 fractions.  Problem 

constraints are based upon Accuray’s experience with robotic IMRT and based upon Accuray’s 

discussions with the author and his thesis advisor.  Table 5.2 lists anatomical DVH criteria 

adopted from Fox-Chase Radiation Therapy Center in Philadephia. 

Structure Dose Volume 
PTV 76 Gy � 95% 

Rectum 65 Gy 
40 Gy 

� 17% � 35% 
Bladder 65 Gy 

40 Gy 
� 25% � 50% 

(Tab 5.2 – Dosimetric constraints for parameter analysis) 
 

An anisotropic expansion of the prostate (3 mm posteriorly towards the rectum and 5 mm in all 

other directions) creates the planning target volume (PTV).  The PTV is 154.6 cm3.  A maximum 

dose less than or equal to 110% of the prescription dose is common practice for IMRT prostate 

cases, and even though the CyberKnife was not designed for homogeneous treatments, this 

constraint is adopted here.    

Structure Dose Volume Weight 
PTV 76 Gy 

83 Gy 
95% 
0% 

1 
1 

Bladder 65 Gy 
40 Gy 

25% 
50% 

0.1 
0.1 

Rectum 65 Gy 
40 Gy 

17% 
35% 

0.3 
0.3 

(Tab 5.3 – All DVH constraints and weighting factors used during parameter analysis.) 
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 Table 5.3 lists the DVH constraints and weighting factors used during parameter analysis.  

The femoral heads are not constrained during optimization.  CyberKnife-specific optimization 

structures more than sufficiently keep the femoral head doses below tolerance.     

 CyberKnife-specific skin and shell structures control target dose conformality and normal 

tissue dose.  A skin structure controls low doses to normal tissue by placing an optimization 

point for each beam at 1.5 cm depth along the central axis.  Since the initial beam set contains 

2000 beams, the skin structure contains 2000 points.  Two shell structures at distances of 4 mm 

and 15 mm from the PTV control target dose conformality and high dose regions to normal 

tissue.  Table 5.4 lists the DVH constraints on CyberKnife-specific optimization structures. 

Structure Dose Volume Weight 
4 mm Shell 80 Gy 0% 0.1 
15 mm Shell 70 Gy 0% 0.3 

Skin 40 Gy 0% 0.6 
(Tab 5.4 – DVH constraints and weighting factors for additional optimization structures) 

 
 Notice the weights are different than traditional IMRT weights.  In CyberKnife, avoiding 

an OAR is much easier due to the non-coplanar delivery, while evenly spacing dose and 

producing sufficient dose conformality is more of a challenge.  Hence, OARs use low weights, 

while skin and shell structures use high weights. 

 Lastly, MU and beam constraints are defined.  The initial maximum number of non-zero 

beams in any given treatment plan is 120, which is a relatively low number.    MUmin, MUmax, 

and MUtotal are set to 300, 2000, and 80000, respectively.  With the substantial prescription dose,  

MUmax and MUtotal are reasonable constraints from experience.  For MUmin, the CyberKnife 

output responds linearly after 7 MU; hence, 300 MUmin at 38 fractions meets this goal.   

5.3 Parameter Analysis of the Evolutionary Algorithm  

The evolutionary algorithm has two fundamental parameters: treatment plan set size N 

and tournament size k.    Since selection eliminates beam dimensions, k and N must be 
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appropriately chosen to achieve proper B-space reduction.  For example, large N requires higher 

selection pressure to reduce B-space within the time constraint.  Additionally, the evolutionary 

algorithm has two problem-specific operators: beam space reduction without any parameters and 

dynamic optimization point sampling with parameter  Ω¨.    As the search progresses from global 

to local via beam set reduction, optimization point subset size increases as B-space 

dimensionality, ), decreases.  Per section 4.5.2, Ω is chosen to functionally depend on ).  Since 

selection and treatment plan set size also controls the speed of B-space reduction, Ω  also 

depends on N and k or was forced to be so.   

5.3.1 Relationships among Parameters  

A time constant, τk, is introduced to limit computation time per iteration and formalize 

relationships among variables and parameters with an implicit choice of tournament size, k.  τk is 

a constant parameter of the algorithm and defined as: 

©7 � )q �ΝqΩq"7 

 (Eq 5.1) 

The right-hand side of equation 5.1 contains initial values for dynamic variables.  For a given 

tournament size k, τk is proportional to the computation time of No objective function evaluations 

with subset size parameter Ω¨ and beam set size )«.†  For parameter analysis, )« is fixed to 2000.  

On the other hand, Ν¨/Ωq must be chosen such that k reduces B-space sufficiently and maturely, 

which will be defined shortly.  Thus, Ν¨, Ωq , and k are chosen based upon proper B-space 

reduction.  To maintain reasonable optimization times per iteration, ©7 is held constant 

throughout the entire algorithm such that:   

                                                 
† Due to coding reasons, τ is not exactly proportional to the computation time of an objective function evaluation but 
the difference is negligible. 
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©7 � )A ��Ω��7                                                     

(Eq 5.2) 

With )A dependent on the optimization state, Ni and ΩA become dependent variables.  ΩA and Ni 

both control objective function evaluation speed, but ΝA also determines treatment plan diversity 

in B-space. More importantly, ΝA ® )A promotes diversity in different beam dimensions.   

Use of a large treatment plan set is one diversity mechanism.2  Other common diversity 

mechanisms are Euclidian-based functions to force solution seperation,3 high mutation rates,4 or 

creative parent mating techniques such as negative assortative mating.5  All common strategies 

fail when applied within this algorithm’s architecture.  Euclidian distances are not meaningful 

between solutions of different non-zero beam sets, and mutation acts antagonistically with the 

beam reduction operator.  Negative assortative mating was designed for steady-state algorithms, 

where parent selection is random and survival selection is solution quality-based.6 Xerxes uses a 

generational survival selection, where all offspring treatment plans replace the entire treatment 

plan set.  Quality-based survival must exist somewhere to propagate improved solutions; thus, 

parent treatment plan selection is quality-based.   

A problem-specific mating scheme similar to negative assortative mating was attempted, 

where offspring treatment plans were created from dissimilar parent treatment plans.  The 

number of shared non-zero beams between two treatment plans determined similarity.  If they 

shared many beams, the parents were similar, otherwise dissimilar.  In this mating scheme, beam 

reduction struggled to find quality beam sets due to the disruptive nature of dissimilar treatment 

plan mating.  Though currently ineffective, the author believes a diversifying mating scheme 

should be investigated further.   
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For now, using large N is the most formidable diversity mechanism.  For example, 

)q � 2 � 10i for the test case.  Setting ©7 � 3 � 10¯ and Ωq � 100, Νq � 1.5 � 10m ® )q.  

Also, from sections 4.5.1 and 4.5.2, it is desirable to have )� � ^_ab � 120 and Ω� � 1.  If 

)� � ^_ab, then Ν� � 2500 ® )�.  Since β and Ω both monotonically decrease about the same 

magnitude during optimization, ΝA ® )A also holds true during optimization. 

To summarize, Νq , ©7, )q, and Ωq are inter-related by equation 5.1. For this test 

case, )q � 2000.  k, No, Ωq, and ©7 are parametrizable constants, and ΝA, )A, and 

ΩA dynamically changes throughout the optimization according to equation 5.2.     

5.3.2 Tournament Size, k 

 The first experiment investigates how k affects the search.  Setting Ωo = 100 and τk = 3 x 

105, or likewise No = 1.5 x 104, k is set to [30, 35, 40, 45, 50, 55, 60].  Data is collected on 

twenty algorithm runs, each algorithmic run is 25 minutes, and objective function values 

determine solution quality.  Mean, maximum, and standard deviation of objective values and of 

ending B-space dimensionality are listed in Table 5.4 and Table 5.5, respectively.  The Wilcoxon 

test is used to compare objective function values and mean ending B-space dimensionality.  The 

control parameter setting is k = 45, for which the mean objective function value is the lowest.  

Based upon objective function values, a well of optimal values exists for 40 � ? � 50.      

k 30 35 40 45 50 55 60 

Meanobj 

STDobj 

Maxobj 

7.10e6 

3.70e6 

1.63e7 

5.41e6 

3.44e6 

1.60e7 

3.27e6 

3.05e6 

1.41e7 

2.32e6 

1.25e6 

4.65e6 

2.53e6 

1.66e6 

6.64e6 

5.27e6 

5.38e6 

2.30e7 

3.29e7 

4.51e7 

1.82e8 

pobj 0.0022 1.6e-4 0.2790 NA 1.000 0.0124 2.5e-4 

(Table 5.5 – Objective Function values as a function of k) 
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k 30 35 40 45 50 55 60 

Meanβ 

STDβ 

Maxβ 

142.1 

10.4 

165 

127.9 

8.8 

145 

117.8 

7.1 

130 

115.3 

3.2 

122 

116.5 

4.4 

125 

114.75 

3.8 

124 

116.4 

4.9 

126 

pβ < 10-4 2.3e-4 0.1785 NA 0.3865 0.7014 0.3864 

(Table 5.6 - Final B-space dimensions as a function of k) 

 

 

Time of reduction (TR) defines the time, in seconds, to reduce B-space to Umax or below.  

When beam reduction is unsuccessful, when the final B-space dimensionality does not reduce to 

Umax, TR is set to the time constraint (1500 sec).  Table 5.6 lists median TR times and frequency 

of successful B-space reductions, ωTR.  Not all individual algorithm runs reduce to Umax, which 

invalidates a Wilcoxon test on TR.   

 

 

k 30 35 40 45 50 55 60 

MedianTR 

ωTR 

1500 

0.00 

1500 

0.15 

1480 

0.55 

1357 

0.95 

1230 

0.80 

1112 

0.95 

1013 

0.75 

(Table 5.7 – Time of reduction as a function of k) 
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Table 5.7 provides data to define “sufficient” and “mature” B-space reduction.  Sufficient 

B-space reduction is defined as °~± � 0.50; otherwise, insufficient B-space reduction occurs.  

The 0.50 threshold is based upon objective function values from Table 5.5.  Mature B-space 

reduction is defined as medianTR � 1300. The 1300 threshold is based upon objective function 

values from Table 5.5 but also partially based upon design goals.  The evolutionary algorithm’s 

purpose is to maintain treatment plan diversity, to reduce B-space intelligently, and not to fine-

tune solutions.  For k = 50, half the algorithm runs reduce B-space sufficiently before 1230 

seconds.  The remaining time is spent on fine-tuning solutions instead of intelligently reducing 

B-space.  As a compromise between design goals and objective function values, 1300 seconds is 

a reasonable lower threshold for medianTR.   

From results in Tables 5.5, 5.6 and 5.7, a well of optimal k values (40 � ? � 45� exists 

for No = 15,000, Ωo = 100, and τk = 3 x 105.  Outside the well, optimization performance 

deteriorates more rapidly with pre-mature B-space reduction than with insufficient reduction.  

Sufficient (°~± � 0.50� and mature (medianTR � 1300) beam space reduction is a consequence 

of the author’s time constraints and is a practical solution with no ancillary theoretical argument.  

From here onward, all studies will show sufficient and mature B-space reduction.      

5.3.3 Dynamic Optimization Point Sampling, Ωo 

Fixing τk = 3 x 105, Ωo is set to [50, 66, 83, 100, 117, 133, 150].  According to equation 

5.2, No varies proportional to Ωo.  k is appropriately set to [15, 25, 30, 40, 50 60, 70] and shows 

sufficient and mature B-space reduction for the various Ωo settings.  For each value of Ωo, the 

algorithm is run twenty times with a 25 minute time constraint.  Results are listed in table 5.8.  

The control parameter setting is Ωo = 100.  
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Ωo 

No 

K 

50 

7500 

15 

66 

9900 

25 

83 

12450 

30 

100 

15000 

45 

117 

17550 

50 

133 

19950 

60 

150 

22500 

65 

Meanobj 

STDobj 

Maxobj 

8.93e6 

3.03e6 

1.45e7 

4.10e6 

3.73e6 

1.78e7 

4.12e6 

2.52e6 

8.56e6 

2.32e6 

1.25e6 

4.65e6 

2.81e6 

1.31e6 

5.35e6 

3.36e6 

1.55e6 

6.56e6 

1.16e7 

4.66e6 

2.18e7 

pobj 

MedianTR 

ωTR 

1e-4 

1462 

0.75 

0.0569 

1403 

0.75 

0.0228 

1491 

0.50 

NA 

1357 

0.95 

0.1454 

1455 

0.60 

0.0206 

1487 

0.55 

9e-5 

1467 

0.55 

(Tab 5.8 – Different optimization subset sizes) 

Ωo 

No 

K 

92 

13800 

40 

100 

15000 

45 

108 

16200 

50 

117 

17550 

50 

125 

18750 

55 

Meanobj 

STDobj 

Maxobj 

2.38e6 

1.07e6 

4.18e7 

2.32e6 

1.25e6 

4.65e6 

2.35e6 

1.35e6 

6.30e6 

2.81e6 

1.31e6 

5.35e6 

3.51e6 

2.27e6 

8.18e6 

pobj 

MedianTR 

ωTR 

0.9108 

1384 

0.85 

NA 

1357 

0.95 

0.9702 

1338 

0.95 

0.1454 

1455 

0.60 

0.2471 

1454 

0.75 

(Tab 5.9 – Well of optimal subset sizes) 

Again, a well of optimal Ωo parameters exists.  Based upon objective function p-values alone, the 

well could extend as low as Ωo = 66, except this would ignore reproducibility.  Maximum 

objective function values rise when Ωq v 83 or Ωq h 133.  To show more detail of the well, 
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Table 5.9 shows data for Ωo = [92, 108, 125].  Based upon maximum objective function values 

and p-values, the well of optimal Ωq values is 92 � Ωq � 125.    

5.3.4 Initial Treatment Plan Set Size, No 

 Tables 5.8 and 5.9 illustrate favorable choices of No indirectly.  If No is too small, 

insufficient treatment plan diversity degrades performance reproducibility.  On the other hand, if 

No is too large, SCBM+BLX-0.5 and objective function evaluations consume too much 

computation time, and unnecessarily high selection pressure is the only mechanism to ensure 

sufficient and mature B-space reduction.  Poor objective function values result in both cases.    

 To investigate the proper choice of No, τk is set to 2 x 105 which forces the ratio of No 

to Ωq to change from previous settings.  Again, medianTR and ωTR show sufficient and mature B-

space reduction.  The control parameter setting is No = 15,000. 

Ωo 

No 

K 

83 

8300 

12 

100 

10000 

14 

117 

11700 

15 

133 

13300 

25 

150 

15000 

30 

166 

16600 

35 

183 

18300 

40 

200 

20000 

50 

217 

21700 

60 

Meanobj 

STDobj 

Maxobj 

2.05e7 

5.56e6 

3.42e7 

6.42e6 

7.04e6 

3.00e7 

5.53e6 

3.84e6 

1.96e7 

4.57e6 

3.71e6 

1.57e7 

2.99e6 

3.05e6 

1.38e7 

3.02e6 

2.19e6 

1.14e7 

3.93e6 

3.25e6 

1.14e7 

4.07e6 

3.05e6 

1.38e7 

5.28e6 

4.07e6 

1.55e7 

pobj 

MedianTR 

ωTR 

9e-5 

1475 

0.70 

0.0569 

1442 

0.90 

0.008 

1354 

1.00 

0.930 

1385 

0.90 

NA 

1427 

0.85 

0.8228 

1472 

0.70 

0.5503 

1481 

0.70 

0.0522 

1449 

0.65 

0.0064 

1431 

0.75 

(Tab 5.10 – Constant τk of 2 x 105 and varied No and Ωq)  

Table 5.10 exhibits a well of optimal No values of 13300 � ²q � 20000,  and a well of 

optimal Ωq values of 133 � Ωq � 200.  Again, p-values and maximum objective values 

determine optimal values.    For comparison, Table 5.9 shows optimal No values of 13800 �
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²q � 18750 and optimal Ωq values of 92 � Ωq � 125.  Both Tables 5.9 and 5.10 show optimal 

No values do not vary with k, τk, and Ωq.  On the other hand, the range of optimal Ωq values 

inversely varies with the time constant. 

5.3.5 Time constant, τk  

 The last parameter to investigate is τk.   Ωq exhibits an optimal range of values, but the 

range appears to vary inversely with τk.  To investigate this relationship, data is collected on 

twenty algorithm runs with No = 15,000.  τk,  Ωq , and k values are listed in table 5.11.  k is chosen 

to ensure mature and sufficient B-space reduction. 

τk 

Ωo 

k 

2e5 

150 

20 

2.5e5 

120 

35 

3e5 

100 

45 

3.49e5 

86 

50 

4e5 

75 

50 

Meanobj 

STDobj 

Maxobj 

pobj 

MedianTR 

ωTR 

2.99e6 

3.05e6 

1.38e7 

0.6542 

1427 

0.85 

2.73e6 

1.98e6 

8.36e6 

0.7089 

1478 

0.65 

2.32e6 

1.25e6 

4.65e6 

NA 

1357 

0.95 

2.66e6 

1.62e6 

8.38e6 

0.3317 

1350 

0.75 

4.50e6 

2.64e6 

1.19e7 

0.0013 

1491 

0.50 

(Tab 5.11 – Inverse relationship between τk and Ωq.) 

Table 5.11 shows statistically significant results for ©7 h 3.49�5 or, likewise, Ωq v 86.  For 

2�5 � ©7 � 3.49�5, results are insensitive to changes in ©7.  Again, a range of optimal values 

exists for the time constant.   

 From section 5.3, the evolutionary algorithm’s parameters all exhibit wells of optimal 

values.  One possible choice of optimal values is: 
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©7 � 3�5 

Ωq � 100 

? � 42 

Nq � 15,000 

From here onward, the above values are used in any evolutionary algorithm optimization unless 

otherwise stated explicitly. 

5.4 Parameter Analysis of CMA-ES 

 CMA-ES has three main parameters: initial global step size �q , treatment plan set size �, 

and parent treatment plan set size  �.  All other parameters are set to their default values (refer to 

the appendix).  �q  controls the initial size of the search distribution, � controls the number of 

treatment plans sampled in the solution space, and � �⁄  controls selection pressure among 

treatment plans.  Large  �q, �, and � �⁄  favor global search, while small values favor local 

search.   

 To investigate different (�q, �, �� settings, twenty treatment plans are generated using the 

evolutionary algorithm, and each treatment plan becomes a starting point for CMA-ES.  The 

mean objective function of the treatment plans before CMA-ES is 2.69e6.  For each treatment 

plan, CMA-ES is run for five minutes, and only non-zero beams are altered.  All (�q, �, �� 

settings use all twenty treatment plans, and final objective function values after CMA-ES 

optimization determine treatment plan quality.  Mean difference between objective function 

values of a particular parametric setting and objective function values of the control parametric 

setting are tabulated.  All p-values use the Wilcoxon test and compare raw data of a particular 

parametric setting to the control setting.  Again, a result is considered significant for  T v 0.05. 
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 The first experiment investigates � and � �⁄ .  �q is set to its default value of 0.3 

multiplied by the constrained MU interval.  In this case,  �q � 0.3']^_ab + ]^_A@� � 510.  

For reference, the default � depends on the number of non-zero beams and is usually about 17.  

Default � �⁄  is 0.5.  The control setting is  � � 150 and  � �⁄ � 0.5.  To show efficacy of CMA-

ES as a local search, mean objective function values are listed. 

 

 ´ 17 50 100 150 200 250 300 

 0.5 7.97e5 1.99e5 1.26e5 1.12e5 1.23e5 1.50e5 2.10e5 µ ´¶  0.3 - 2.79e5 1.39e5 1.27e5 1.29e5 1.45e5 - 

 0.1 - 3.67e5 2.67e5 2.33e5 2.14e5 2.36e5 - 

(Tab 5.12 – Mean objective function values for different ( �, �� settings) 

 

 

 ´ 17 50 100 150 200 250 300 

 0.5 6.84e5 8.71e4 1.35e4 0 1.07e4 3.79e4 9.81e4 µ ´¶  0.3 - 1.67e5 2.67e4 1.44e4 1.72e4 3.27e4 - 

 0.1 - 2.55e5 1.54e5 1.21e5 1.02e5 1.24e5 - 

   (Tab 5.13 – Mean objective function value differences)  

 ´ 17 50 100 150 200 250 300 

 0.5 8.9e-5 8.9e-5 0.1790 NA 0.1672 1.9e-4 8.9e-5 µ ´¶  0.3 - 8.9e-5 0.0013 0.0479 0.0025 2.5e-4 - 

 0.1 - 1.89e-4 8.9e-5 8.9e-5 8.9e-5 8.9e-5 - 

(Tab 5.14 – p-values for different parametric settings compared to the control) 



94 
 

 
 

Table 5.14 shows � �⁄ � 0.5 and � � 4100,150,2008 are statistically equivalent.  On a practical 

note, the difference in objective function values between � �⁄ � 0.3  and � �⁄ � 0.5 for � �
4100,150,2008 is biologically minimal.   

 Thus far, only selection pressures � �⁄ � 0.5 were investigated.  Since CMA-ES uses an 

exponential recombination operator of the � best treatment plans, an increase in selection 

pressure greater than 0.5 should have no effect on results.  To test the algorithm’s sensitivity to 

selection pressure,  � �⁄  is increased above 0.5 for � � 150.  Mean objective function value 

differences between each parametric setting and the control are listed along with associated p-

values.   

µ ´⁄  0.1 0.3 0.5 0.63 0.70 0.80 

Meanδ 1.21e5 1.44e4 0 4.58e3 -44.0 7.56e3 

pobj 8.9e-5 0.0479 NA 0.7369 0.7652 0.3703 

(Tab 5.15 – Results of varying selection pressure for fixed treatment plan set size) 

Results are statistically equivalent when  � �⁄ � 0.5.  As expected, exponentially weighted 

recombination drives improvements during optimization, but selection can be detrimental if � �⁄  

is too small. 

 The last parameter to investigate is  �q.  The default value is �q � 0.3']^_ab +
]^_A@�.  To keep  �q proportional to the problem’s constraints,  �q is defined as: 

�q � s']^_ab + ]^_A@� 

(Eq 5.3) 

Instead of varying  �q directly,  s is varied.  Mean objective function value differences between 

each parametric setting and the control are listed along with associated p-values.  The control 

setting is � �⁄ � 0.5, � � 150, and s � 0.20.   
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· 0.05 0.10 0.15 0.20 0.25 0.3 

Meanδ 1.76e4 5.24e3 4.48e3 0 5.69e3 1.31e4 

pobj 6.8e-4 0.2180 0.1560 NA 0.0620 5.2e-4 

(Tab 5.16 – Results of varying initial mutation step size) 

Table 5.15 shows statistically equivalent results for s � 40.10, 0.15,0.20,0.25], but all s values 

generate biologically negligible objective function value differences.  

 From the results above,  � �⁄ � 0.5,  � � 150, and s � 0.20 is the optimal parameter 

setting for CMA-ES.  

5.5 Conclusion 

 Xerxes’ parameters strongly affect treatment plan quality, but luckily, most parameters 

have a well of optimal values.  The only exception is CMA-ES treatment plan set size,  �.  Even 

then, statistically different � values produce biologically comparable treatment plans.  One 

statistically optimal parameter setting is:   

©7 � 3�5 

Ωq � 100 

? � 42 

Nq � 15,000 

�q � 0.2']^_ab + ]^_A@� 

� � 150 

� � 75 

The above parameters are only statistically justified for the test case, and rigorous investigation 

would be needed to identify other treatment plan’s optimal parameters.  An attractive alternative 

to infinite parameter analysis is anatomically specific parameters.  Unfortunately, only a handful 
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of cases are available to the author, and site-specific parameter analysis is work for the future.  

At this point, the above parameters suffice for Xerxes treatment planning in chapter 6.     
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6 Comparisons of Memetic Algorithms with MultiPlan 

 The only commercially available CyberKnife treatment planning software is called 

MultiPlan (Accuray, Incorporated of Sunnyvale, California).  MultiPlan uses sequential simplex 

optimization to determine beam weights.1 Sequential simplex optimization is a linear 

programming technique and sequentially solves components of the problem with optimization 

steps, such as optimize target coverage or optimize mean dose, to achieve clinical goals.2  On the 

other hand, Xerxes uses a quadratic objective function with non-unity weighted soft dose-volume 

constraints.  Xerxes and MultiPlan cannot be compared with objective function values and, 

instead, the use of common treatment plan metrics for optimization comparison will be 

employed.  The comparison methods are: 

1. Dose-Volume Histograms (DVH) – direct overlay of DVHs from different plans and 

comparison of specific dose-volume constraints.   

2. Homogeneity Index (HI) - ratio of the maximum dose to the prescription dose. 

3. Conformality Index (CI) – ratio of volume encompassed by the prescription dose to the 

volume of the planning target volume (PTV). 

4. Dosimetric Success Rates – ratio of treatment plans that meet a protocol’s dose-volume 

criterion to total number of treatment plans.  Success rates are listed for all dosimetric 

criteria for both RS and IMRT protocols and are ≤ 1. 

5. Total MU – lists total beam-on time for treatment plans, where lower total beam-on time 

reduces patient dose from machine head radiation leakage and treatment time. 

6. Total Number of Beams – lists number of beams for treatment plans, where lower total 

number of beams reduces treatment time. 
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 There are three caveats with the Xerxes-MultiPlan comparison.  One, the comparison is 

indirect.  Xerxes was created after the author’s access to MultiPlan was terminated.  Instead, a 

multi-meme memetic algorithm3 and MultiPlan were directly compared, where all final dose 

calculations were performed in MultiPlan.  Xerxes and the multi-meme are compared 

subsequently, and all dose calculations were performed in Matlab.  Two, MultiPlan has released 

version 4.5 subsequent to plan comparisons.  And third, dose distribution analysis is limited to 

visual inspection of a DVH, single points on a DVH curve, and dose homogeneity and 

conformality.  More robust dose distribution and DVH analysis can be performed, but analysis 

already shows sufficient differences between MultiPlan and Xerxes.  Furthermore, these 

comparison techniques are currently implemented in the clinic.   

   The chapter is organized as follows: section 6.1 introduces the multi-meme algorithm, 

section 6.2 introduces test cases and two dosimetric protocols, section 6.3 compares the multi-

meme algorithm to MultiPlan, section 6.4 compares the multi-meme algorithm to Xerxes, and 

section 6.5 provides a conclusion.  

 

 

 

 

 

 

 

 



 

 

6.1 Multi-Meme Algorithm  

 The multi-meme algorithm structure is

The multi-meme algorithm and Xerxes have four major differences

Lamarckian local search techniques,

component is discussed. 

 First, the multi-meme init

initial beam weights, and generally, the total MU values of 

1.5-2x the user desired total MU.  The multi

from the start of optimization, while 

treatment plan initialization. 

 Second, the multi-meme algorithm uses multiple 

during the evolutionary algorithm.  

zero beams of parent treatment plans

 

meme algorithm structure is: 

(Fig 6.1 – Multi

algorithm and Xerxes have four major differences: 1) initialization function, 

techniques, 3) variation operator, and 4) final local search

meme initialization function uses a uniform distribution

enerally, the total MU values of treatment plans after initialization are 

2x the user desired total MU.  The multi-meme algorithm violates the total MU constraint 

rom the start of optimization, while Xerxes strictly adheres to the total MU constraint during 

meme algorithm uses multiple Lamarckian local search techniques 

during the evolutionary algorithm.  Four different local search techniques operate on the non

zero beams of parent treatment plans, namely local scattered crossover, local particle swarm, 

100 

 

Multi -meme overview) 

 

initialization function, 2) 

final local search.  Briefly each 

uniform distribution to determine 

treatment plans after initialization are 

meme algorithm violates the total MU constraint 

Xerxes strictly adheres to the total MU constraint during 

local search techniques 

operate on the non-

cal particle swarm, 
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iterative improvement, and beam efficiency.  Only beam efficiency changes a parent treatment 

plan’s non-zero beam set.  Each local search technique is quickly introduced. 

 Local scattered crossover implements scattered crossover in a local neighborhood.  A 

small number of treatment plans with the same non-zero beam set as the parent treatment plan 

are randomly created.  The randomly created treatment plans and the single parent treatment plan 

use scattered crossover until termination as a local search.  If an improvement is found, the 

improved treatment plan replaces the parent treatment plan. 

 Local particle swarm is a local search technique adopted from particle swarm 

optimization, PSO.  Developed in 1995 by a social psychologist and an electrical engineer, PSO 

exploits the computational equivalent of biological swarm interactions as opposed to the more 

familiar individual-to-individual cognitive relations of evolutionary algorithms.4 In PSO, a 

particle location, xi, is updated by a velocity term, vi, which has the same units as xi.  The 

velocity term, vi, is updated by three terms: 1) previous velocity, vi, 2) particle's historical best-

known as personal best, pi, and 3) swarm’s historical best-known as global best, pg.
5   

¸A�5 � g¸A 3 5̂'0, ¹5� · '»A + VA� 3 ^#'0, ¹#� · �»¼ + VA� 

(Eq 6.1) 

VA�5 � VA 3 ¸A�5 

(Eq 6.2) 

U1 and U2 are vectors of random numbers between zero and φ1 and φ2, respectively.  Element-by-

element multiplication is used in the second and third summand.  g is a scalar between [0,1] to 

dampen the velocity update.6  Local PSO is applied to a parent treatment plan in the same 

manner as scattered crossover operates on a parent treatment plan. 
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 As opposed to local scattered crossover and local particle swarm which alter a parent’s 

entire non-zero beam set, iterative improvement alters one non-zero beam at a time.  A single, 

non-zero beam is randomly selected for local improvement.   A perturbation is added to the beam 

and accepted only if the objective function value decreases.  Otherwise, a new perturbation is 

tested until termination. 

 The last local search technique is beam efficiency.  Beam efficiency reduces the number 

of non-zero beams in a parent treatment plan by setting the smallest MU beam to zero and 

redistributing the subtracted MU.  Remaining non-zero beams increase in MU by the amount of 

MU of the selected beam before null adjustment divided by the number of remaining non-zero 

beams.  The new treatment plan is retained only if the objective function decreases. 

 Another major difference between Xerxes and multi-meme is the variation operator.  In 

multi-meme, scattered crossover does not offer any variation in MU values, and instead, MU 

diversification is achieved through local search.  In Xerxes, SCBM+BLX-0.5 progressively 

encourages MU diversification as B-space reduces without local search. 

 Lastly, multi-meme uses sequential quadratic programming (SQP) with a quasi-Newton 

approximation of the Hessian using the Broyden, Fletcher, Goldfarb, and Shanno (BFGS) 

method.  This is a well-known method and is available in many software packages including the 

MATLAB optimization tool box.7  Given the objective function, f, to be minimized, SQP is 

implemented as: 

 

(Eq.  6.3) 
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The Hessian matrix, H, is updated according to the BFGS method as: 

 

 

(Eq. 6.4) 

Equations 6.3 and 6.4 are taken from MATLAB documentation.8 As previously discussed in 

chapter 2, gradient-based techniques offer quick, local improvements but lack global search 

ability. Since the evolution algorithm’s best treatment plan can contain multiple local minima, 

SQP is not an ideal final local search.  Xerxes acknowledges this reality by using a population-

based stochastic algorithm to fine-tune the solution, namely CMA-ES. 

 Even with some apparent weaknesses, the multi-meme memetic algorithm is extremely 

competitive with MultiPlan.  During comparison, the multi-meme algorithm initial conditions are 

No = 104, Ωo = 100, k = 15.  The fraction of treatment plans acted on by a local search linearly 

decreases from 1 when  ) � )q to 0.1 when ) � ^_ab.  To avoid excessive computation time, 

the number of treatment plans also linearly decreased from 104 when  ) � )q to 103 when ) �
^_ab.   

 

6.2 Prostate Test Cases and Dosimetric Protocol 

 Accuray, Inc. provided five anonymous prostate cases of varying difficulty.  Table 6.1 

lists prostate volumes for each case: 
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Case Number Prostate Volume (cm3) 
1 
2 
3 
4 
5 

57.42 
69.00 
93.12 
45.04 
24.70 

 
(Tab 6.1 – Prostate volumes for 5 test cases) 

 
Each case was optimized with a radiosurgery (RS) beam set and with a robotic IMRT beam set 

to produce ten treatment plans.  Both beam sets started with 2000 beams, but the RS beam set 

uses about twice the number of nodes.  The RS and IMRT beam sets were used for prostate 

radiosurgery and standard fractionation protocols, respectively. 

 The standard fractionation IMRT protocol has identical dosimetric constraints as used in 

chapter 5 (Table 6.2).   Unlike chapter 5, the PTV is an anisotropic expansion of the prostate (5 

mm posteriorly towards the rectum and 8 mm in all other directions).  Non-protocol structures 

(4mm shell, 15 mm shell, and skin structure) were used for dose conformality. 

Structure Dose (Gy) Volume 
PTV 76 � 95% 

Rectum 
Rectum 

40 
65 

� 35% � 17% 
Bladder 
Bladder 

40 
65 

� 25% � 50% 
(Tab 6.2 – IMRT standard fraction dosimetric protocol) 

 

The radiosurgery dose-volume constraints are adopted directly from Accuray’s 

homogenous prostate protocol of 7.25 Gy per fraction and in five fractions (Table 6.3).2 

The PTV is an anisotropic expansion of the prostate (3 mm posteriorly towards the rectum and 5 

mm in all other directions).  Non-protocol structures (4mm shell, 15 mm shell, and skin 

structure) were used for dose conformality. 
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Structure Dose (Gy) Volume 
PTV 
PTV 

36.25 
48.3 

� 95% 
0% 

GTV (Prostate) 
GTV 

40 
48.3 

� 95% 
0% 

Rectum 36 � 1 =Fi 

Bladder 37 � 10 =Fi 

Penile Bulb 29.5 � 50% 
(Tab 6.3 – Radiosurgery dosimetric protocol) 

 

6.3 Comparison of Multi-Meme with MultiPlan  

 Multi-meme and MultiPlan were given the same delineated structures and initial beam 

sets.  For each case, a radiosurgery plan using the radiosurgery beam set and a standard 

fractioned IMRT plan using the IMRT beam set were developed.  Multi-meme treatment 

planning was performed by the author, and the time for a single optimization ranged from 30-60 

minutes.  MultiPlan treatment planning was performed by Accuray, Inc on MultiPlan version 

4.0.  No limit was made on the number of optimizations performed per treatment plan for either 

multi-meme or MultiPlan treatment plans.  Then, all final treatment plans were imported into 

MultiPlan for the final dose calculation.  DICOM-RT dose structures were imported into CERR 

for plan comparison.  CERR stands for Computational Environment in Radiotherapy Research 

and is publicly available from Washington University School of Medicine.   

Plan quality metrics are different for each protocol.  For standard fractionated plans, 

homogeneity index (HI) should be equal to or less than 1.10.  For radiosurgery plans, HI should 

be less than or equal to 1.33 per protocol but, more practically, less than or equal to 1.25.  A 

clinically acceptable conformality index (CI) is 1.2 for both IMRT and RS.  In addition, 

maximum skin dose should be less than or equal to 40 Gy for IMRT plans and less than or equal 

to 20 Gy for radiosurgery (RS) plans.   
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 Table 6.4 and 6.5 lists dosimetric success rates of different planning criteria for IMRT 

and RS plans.  There are five IMRT plans and five RS plans, so the success rate can be [0, 0.2, 

0.4, 0.6, 0.8 1] for each planning criteria.  Multi-meme has a higher or equal success rate for all 

planning criteria except for IMRT HI.  Also, no MultiPlan treatment plan achieves IMRT rectum 

V40 or RS rectum V36 goals.     

Next, a table of plan metrics, target and critical structure DVHs, and images of dose 

distributions per case are provided.  An organ’s dose constraint is listed under the plan metric, 

and the volume, in percent or cm3, is listed under the optimization algorithm.  All DVH graphs 

use a solid line for multi-meme treatment plans and a dashed line for MultiPlan treatment plans.  

IMRT plans include PTV, rectum, and bladder DVHs, and RS plans include PTV, GTV, rectum, 

and bladder DVHs.  For all IMRT dose distribution images, the following isodose levels are 

visualized: 76 Gy (prescription dose, purple), 68.4 Gy (90%, light blue), 60.8 Gy (80%, red), 38 

Gy (50%, light green), and 30.4 Gy (40%, dark yellow).  For all RS dose distribution images, the 

following isodose levels are visualized: 36.25 Gy (prescription dose, purple), 32.63 Gy (90%, 

light blue), 29 Gy (80%, red), 18.13 Gy (50%, light green), and 14.5 Gy (40%, dark yellow).  

Delineated structures contain black dots to distinguish them from isodose lines.   Multi-meme 

dose distributions appear on the right, and MultiPlan dose distributions appear on the left for all 

images. 
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Plan Metric IMRT Multi-Meme MultiPlan 
HI � ½. ½ 
CI � ½. L 

Skin � ¾¿ Gy 
PTV V76 � PM% 

Rectum V65 � ½À% 
Rectum V40 � KM% 
Bladder V65 � LM% 
Bladder V40 � M¿% 

0.4 
0.8 
0.6 
1 
1 

0.8 
1 

0.8 

0.6 
0.2 
0.6 
0.6 
0.6 
0 
1 

0.4 
 (Tab 6.4 – Success rates for IMRT plans) 

 
 
 
 
 
 
 
 
 
 
 

Plan Metric RS Multi-Meme MultiPlan 
HI  � ½. KK 
HI  � ½. LM 
CI � ½. L 

Skin � L¿ Gy 
PTV V36.25 � PM% 
GTV V40 � PM% 

Rectum V36 � ½ ÁÂK 
Bladder V37 � ½¿ ÁÂK 

Penile Bulb V29.5 � M¿% 

1 
1 
1 
1 
1 

0.6 
1 
1 
1 

1 
0.8 
0.6 
0.6 
1 

0.4 
0 
1 
1 

 (Tab 6.5 – Success Rates for Radiosurgery plans) 
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Case 1 – IMRT 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 

76,678.69 
123 

1.111 
1.19 

45.65 Gy 
98.16% 
11.54% 
33.23% 
16.76% 
45.62% 

78,169.02 
110 

1.099 
1.34 

39.97 Gy 
98.16% 
11.97% 
35.56% 
19.84% 
57.06% 

(Tab 6.6 – IMRT Case 1 plan metrics for multi-meme versus MultiPlan) 
 
 
 
 
 
 

(Fig 6.2 
– PTV DVH for IMRT Case 1 multi-meme versus MultiPlan) 
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(Fig 6.3 – Rectum DVH for IMRT Case 1 multi-meme versus MultiPlan) 

 
(Fig 6.4 – Bladder DVH for IMRT Case 1 multi-meme versus MultiPlan) 
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(Fig 6.5 
– IMRT Case 1 axial image) 

 

(Fig 6.6 
– IMRT Case 1 sagittal image) 
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Case 2 – IMRT 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 

82,608.85 
129 

1.123 
1.25 

39.90 Gy 
97.66% 
11.23% 
33.42% 
18.46% 
51.38% 

80,658.66 
108 

1.099 
1.17 

39.10 Gy 
94.83% 
13.05% 
37.53% 
13.54% 
42.42% 

(Tab 6.7 – IMRT Case 2 plan metrics for multi-meme versus MultiPlan) 
 
 
 
 

(Fig 6.7 
– PTV DVH for IMRT Case2 multi-meme versus MultiPlan) 
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(Fig 6.8 – Rectum DVH for IMRT Case 2 multi-meme versus MultiPlan) 

 
(Fig 6.9 – Bladder DVH for IMRT Case 2 multi-meme versus MultiPlan) 
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(Fig 
6.10 – IMRT Case 2 axial image) 

 

(Fig 
6.11 – IMRT Case 1 sagittal image) 
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Case 3 – IMRT 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 

81,230.89 
139 

1.111 
1.18 

44.23 Gy 
95.73% 
12.09% 
35.15% 
21.45% 
49.02% 

78,139.22 
95 

1.111 
1.22 

40.57 Gy 
96.49% 
12.33% 
37.80% 
22.46% 
50.80% 

(Tab 6.8 – IMRT Case 3 plan metrics) 
 

 
(Fig 6.12 – PTV DVH for IMRT Case 3 multi-meme versus MultiPlan) 
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(Fig 6.13 Rectum DVH for IMRT Case 3 multi-meme versus MultiPlan) 

 

 
(Fig 6.14 Bladder DVH for IMRT Case 3 multi-meme versus MultiPlan) 
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(Fig 
6.15 – IMRT Case 3 axial image) 

(Fig 
6.16 – IMRT Case 3 sagittal image) 
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Case 4 – IMRT 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 

68,495.46 
116 

1.099 
1.13 

37.52 Gy 
95.25% 
14.73% 
34.52% 
14.46% 
37.39% 

76,871.92 
135 

1.075 
1.39 

39.18 Gy 
98.58% 
17.13% 
39.23% 
21.33% 
52.46% 

(Tab 6.9 – IMRT Case 4 plan metrics) 
 

 
(Fig 6.17 – PTV DVH for IMRT Case 4 multi-meme versus MultiPlan) 
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(Fig 6.18 – Rectum DVH for IMRT Case 4 multi-meme versus MultiPlan) 

 

 
(Fig 6.19 – Bladder DVH for IMRT Case 4 multi-meme versus MultiPlan) 
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(Fig 
6.20 – IMRT Case 4 axial image) 

(Fig 
6.21 – IMRT Case 4 sagittal image) 
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Case 5 – IMRT 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 

45,499.6 
53 

1.099 
1.18 

39.61 Gy 
96.76% 
12.47% 
27.59% 
20.02% 
43.12% 

80,848.34 
129 

1.111 
1.37 

40.31 Gy 
96.09% 
19.10% 
40.58% 
13.92% 
38.95% 

(Tab 6.10 – IMRT Case 5 plan metrics) 
 

 
(Fig 6.22 – PTV DVH for IMRT Case 5 multi-meme versus MultiPlan) 
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(Fig 6.23 – Rectum DVH for IMRT Case 5 multi-meme versus MultiPlan) 

 

 
(Fig 6.24 – Bladder DVH for IMRT Case 5 multi-meme versus MultiPlan) 
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(Fig 
6.25 – IMRT Case 5 axial image) 

(Fig 
6.26 – IMRT Case 5 axial image) 
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Case 1 – RS 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 

32,203.26 
108 
1.23 
1.09 

19.25 Gy 
95.58% 
95.13% 

0.212 cm3 

1.695 cm3 
18.20% 

38,645.36 
99 

1.22 
1.13 

18.96 Gy 
95.89% 
92.38% 

1.410 cm3 
2.687 cm3 

11.75% 
(Tab 6.11 – RS Case 1 plan metrics) 

 
 
 
 
 
 

 
(Fig 6.27 – PTV DVH for RS Case 1 multi-meme versus MultiPlan) 
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(Fig 6.28 – GTV DVH for RS Case 1 multi-meme versus MultiPlan) 

 

 
(Fig 6.29 – Rectum DVH for RS Case 1 multi-meme versus MultiPlan) 
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(Fig 6.30 – Bladder DVH for RS Case 1 multi-meme versus MultiPlan) 
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(Fig 
6.31 – RS Case 1 axial image) 

 
 
 
 
 

(Fig 
6.32 – RS Case 1 sagittal image) 
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Case 2 – RS 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 

34,648.50 
140 
1.25 
1.09 

18.89 Gy 
95.25% 
93.86% 

0.243 cm3 
7.423 cm3 

2.285% 

39,730.00 
107 
1.27 
1.13 

18.28 Gy 
96.15% 
96.78% 

1.908 cm3 
5.662 cm3 
0.489% 

(Tab 6.12 – RS Case 2 plan metrics) 
 
 
 
 
 
 
 

 
(Fig 6.33 – PTV DVH for RS Case 2 multi-meme versus MultiPlan) 
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(Fig 6.34 – GTV DVH for RS Case 2 multi-meme versus MultiPlan) 

 

 
(Fig 6.35 – Rectum DVH for RS Case 2 multi-meme versus MultiPlan) 
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(Fig 6.36 – Bladder DVH for RS Case 2 multi-meme versus MultiPlan) 
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(Fig 
6.37 – RS Case 2 axial image) 

 
 
 
 

(Fig 
6.38 – RS Case 2 sagittal image) 
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Case 3 – RS 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 

41,400.04 
135 
1.25 
1.07 

17.56 Gy 
95.75% 
95.26% 

0.171 cm3 
3.217 cm3 
36.62% 

39,513.15 
111 
1.23 
1.10 

20.27 Gy 
95.74% 
94.97% 

3.117 cm3 

1.949 cm3 
43.48% 

(Tab 6.13 – RS Case 3 plan metrics) 
 

 
(Fig 6.39 – PTV DVH for RS Case 3 multi-meme versus MultiPlan) 
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(Fig 6.40 – GTV DVH for RS Case 3 multi-meme versus MultiPlan) 

 

 
(Fig 6.41 – Rectum DVH for RS Case 3 multi-meme versus MultiPlan) 

 
 



133 
 

 
 

 
 
 
 
 
 
 
 
 
 
 
 

 
(Fig 6.42 – Bladder DVH for RS Case 3 multi-meme versus MultiPlan) 
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(Fig 
6.43 – RS Case 3 axial image) 

 
 
 

(Fig 
6.44 – RS Case 3 sagittal image) 
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Case 4 – RS 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 

32,585.11 
111 
1.25 
1.17 

17.11 Gy 
96.13% 
94.66% 

0.504 cm3 
4.527 cm3 
2.881% 

35,312.45 
120 
1.23 
1.24 

20.99 Gy 
99.05% 
96.07% 

2.150 cm3 
5.297 cm3 
2.781% 

(Tab 6.14 – RS Case 4 plan metrics) 
 
 
 
 

 
(Fig 6.45 – PTV DVH for RS Case 4 multi-meme versus MultiPlan) 
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(Fig 6.46 – GTV DVH for RS Case 4 multi-meme versus MultiPlan) 

 

 
(Fig 6.47 – Rectum DVH for RS Case 4 multi-meme versus MultiPlan) 
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(Fig 6.48 – Bladder DVH for RS Case 4 multi-meme versus MultiPlan) 
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(Fig 
6.49 – RS Case 4 axial image) 

 
 

(Fig 
6.50 – RS Case 5 sagittal image) 
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Case 5 – RS 
 

Plan Metric Multi-Meme MultiPlan 
Total MU 

# Non-Zero Beams 
HI 
CI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 

28,540.62 
91 

1.23 
1.15 

15.39 Gy 
95.14% 
95.00% 

0.291 cm3 
4.109 cm3 
2.061% 

31,097.52 
138 
1.20 
1.25 

13.80 Gy 
98.38% 
94.28% 

0.583 cm3 
5.696 cm3 

5.83% 
(Tab 6.15 – RS Case 5 plan metrics) 

 
 
 
 
 
 
 
 

 
(Fig 6.51 – PTV DVH for RS Case 5 multi-meme versus MultiPlan) 
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(Fig 6.52 – GTV DVH for RS Case 5 multi-meme versus MultiPlan) 

 

 
(Fig 6.53 – Rectum DVH for RS Case 5 multi-meme versus MultiPlan) 
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(Fig 6.54 – Bladder DVH for RS Case 5 multi-meme versus MultiPlan) 

 
 



142 
 

 
 

(Fig 
6.55 – RS Case 5 axial image) 

 
 
 

(Fig 
6.56 – RS Case 5 sagittal image) 
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  Multi-meme and MultiPlan non-dosimetric goals are comparable.  Table 6.16 lists 

averages and ranges of total MU and beams for IMRT and RS plans.   

 

Optimization IMRT MU IMRT Beams RS MU RS Beams 
Multi-Meme 

 
 

70,903 
[45500-82609] 

112.0 
[53-139] 

33,876 
[28541-41400] 

117.0 
[91-140] 

MultiPlan 78,937 
[76872-80848] 

115.4 
[95-135] 

36,860 
[31098-39730] 

115.0 
[99-138] 

(Tab 6.16) 
 
 
 

Comparing total MU and number of beams using the Wilcoxon test yields no significant results 

(sÃÄ � 0.1055 and sÅda_e � 0.7871).  At a sampling size of ten treatment plans, total beams 

and MU of multi-meme and MultiPlan are statistically equivalent.   

 

6.4 Comparison of Xerxes with Multi-Meme 

 The multi-meme treatment plans from section 6.3 are compared to Xerxes treatment 

plans.  All anonymous prostate cases except radiosurgery case #1 are used in the comparison.  

Unfortunately, the original multi-meme treatment plan for RS case #1 is unavailable.  Also, since 

access to MultiPlan was terminated before Xerxes was implemented, no Xerxes DICOM-RT 

structure sets are available, and treatment plan comparisons cannot be performed in CERR.  

Instead, all dose calculations and treatment plan comparisons are alternatively performed in 

MATLAB.  

 In Xerxes treatment planning, the evolutionary algorithm terminates when the best 

treatment plan has all non-zero beams or when all treatment plans have all non-zero beams.  At 

that point, CMA-ES begins, and termination is user defined.  Also, a GUI interface allows the 



144 
 

 
 

user to stop, change a DVH constraint, and re-start the algorithm from the previous stopping 

point.    

 One caveat remains - achievable DVH constraints are known from prior multi-meme 

planning.  Clearly, knowledge of achievable DVH constraints provides a user quality starting 

points and decreases the number of optimizations per treatment plan.  To mitigate this benefit, 

Xerxes optimization is performed once per treatment plan.  Though knowledge of achievable 

DVH constraints provides quality starting DVH criteria, it does not increase treatment plan 

quality.  Since all multi-meme treatment plans were optimized multiple times, each multi-meme 

treatment plan also had prior knowledge of achievable DVH constraints as well.  Thus, any 

dosimetric improvement of Xerxes in a single optimization over multi-meme treatment plans 

shows algorithmic superiority.    

 As an overview, Table 6.17 and 6.18 lists success rates of different planning criteria for 

IMRT and RS plans.  A success occurs when a planning criteria is achieved.  There are five 

IMRT plans and four RS plans for both Xerxes and multi-meme.  For all Xerxes plans, 

optimization times ranged from 22-46 minutes.  The author performed all Xerxes treatment 

planning, and online changes to dose volumes constraints or weights were made during 

optimization when appropriate. 

 A plan-by-plan comparison of Xerxes and multi-meme is provided with tabulated dose 

volume statistics and DVH overlays of the PTV, rectum, and bladder for IMRT plans and PTV, 

GTV, rectum, and bladder for RS plans.  All DVH overlays use dashed lines for multi-meme 

plans and solid lines for Xerxes plans.  Also, maximum doses for shell and skin structures are 

included, since no dose distributions are available. 
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Plan Metric IMRT Xerxes Multi-Meme 
HI � ½. ½ 

Skin � ¾¿ Gy 
PTV V76 � PM% 

Rectum V65 � ½À% 
Rectum V40 � KM% 
Bladder V65 � LM% 
Bladder V40 � M¿% 

1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 

1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 

 (Tab 6.17 – Success rates for IMRT plans) 
 
 
 
 
 
 
 
 
 

Plan Metric RS Xerxes Multi-Meme 
HI  � ½. KK 
HI  � ½. LM 

Skin � L¿ Gy 
PTV V36.25 � PM% 
GTV V40 � PM% 

Rectum V36 � ½ ÁÂK 
Rectum V37 � ½¿ ÁÂK 

Penile Bulb V29.5 � M¿% 

1.0 
0.75 
1.0 
1.0 
1.0 
0.50 
1.0 
1.0 

1.0 
0.75 
1.0 
1.0 
0.50 
0.25 
1.0 
1.0 

 (Tab 6.18 – Success Rates for Radiosurgery plans) 
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Case 1 – IMRT 
 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 
4 mm Dmax 

15 mm Dmax 

71,602 
100 
1.09 

39.03 Gy 
95.0% 
11.0% 
29.0% 
12.2% 
37.9% 

80.78 Gy 
70.46 Gy 

75,427 
123 
1.10 

39.94 Gy 
95.0% 
12.2% 
33.8% 
17.5% 
47.0% 

80.26 Gy 
67.08 Gy 

(Tab 6.19 – IMRT Case 1 plan metrics) 
 
 
 

 
(Fig 6.57 – DVH of PTV, rectum, and bladder for IMRT case 1)   
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Case 2 – IMRT 
 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 
4 mm Dmax 

15 mm Dmax 

75,002 
101 
1.10 

39.85 Gy 
95.0% 
12.0% 
30.0% 
16.0% 
43.0% 

81.13 Gy 
70.84 Gy 

81,422 
129 
1.10 

39.86 Gy 
95.0% 
13.5% 
34.5% 
18.3% 
49.5% 

81.03 Gy 
67.26 Gy 

(Tab 6.20 – IMRT Case 2 plan metrics) 
 
 
 

 
(Fig 6.58 – DVH of PTV, rectum, and bladder for IMRT case 2)   

 
 

 



148 
 

 
 

 
 
Case 3 – IMRT 
 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 
4 mm Dmax 

15 mm Dmax 

74,788 
113 
1.10 

39.75 Gy 
95.0% 
11.0% 
33.0% 
19.6% 
48.0% 

82.45 Gy 
72.28 Gy 

81,031 
139 
1.10 

39.78 Gy 
95.0% 
13.8% 
35.0% 
22.7% 
49.2% 

80.76 Gy 
72.01 Gy 

(Tab 6.21 – IMRT Case 3 plan metrics) 
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(Fig 6.59 – DVH of PTV, rectum, and bladder for IMRT case 3) 
 
Case 4 - IMRT 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 
4 mm Dmax 

15 mm Dmax 

63,085 
85 

1.10 
39.32 Gy 

95.0% 
11.3% 
27.0% 
12.1% 
27.0% 

80.39 Gy 
68.25 Gy 

68,289 
116 
1.10 

35.73 Gy 
95.0% 
16.1% 
34.9% 
15.1% 
38.0% 

79.39 Gy 
57.58 Gy 

(Tab 6.22 – IMRT Case 4 plan metrics) 
 
 
 
 
 

 
(Fig 6.60 – DVH of PTV, rectum, and bladder for IMRT case 4) 
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Case 5 - IMRT 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V76 

Rectum V65 
Rectum V40 
Bladder V65 
Bladder V40 
4 mm Dmax 

15 mm Dmax 

44,753 
55 

1.09 
38.30 Gy 

95.0% 
11.7% 
25.0% 
14.5% 
31.0% 

78.78 Gy 
57.24 Gy 

45,208 
53 

1.09 
37.41 Gy 

95.0% 
12.7% 
27.3% 
18.5% 
39.1% 

78.27 Gy 
55.34 Gy 

(Tab 6.23 – IMRT Case 5 plan metrics) 
 
 
 
 
 

 
(Fig 6.61 – DVH of PTV, rectum, and bladder for IMRT case 5) 
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Case 2 – RS 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 
4 mm Dmax 

15 mm Dmax 

32,982 
118 
1.26 

18.54 Gy 
95.0% 
95.0% 

1.76 cm3 
7.08 cm3 

1.8% 
37.00 Gy 
24.68 Gy 

34,153 
140 
1.26 

17.95 Gy 
95.0% 
93.9% 

1.32 cm3 
7.03 cm3 

2.5% 
37.16 Gy 
24.15 Gy 

 (Tab 6.24 – RS Case 2 plan metrics) 
 
 
 
 
 

 
(Fig 6.62 – DVH of PTV, rectum, and bladder for RS case 2) 
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Case 3 – RS 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 
4 mm Dmax 

15 mm Dmax 

37,504 
130 
1.25 

16.68 Gy 
95.0% 
95.0% 

0.99 cm3 
3.63 cm3 
34.1% 

36.82 Gy 
24.48 Gy 

41,206 
135 
1.24 

16.53 Gy 
95.1% 
95.0% 

0.99 cm3 
4.04 cm3 
39.9% 

38.12 Gy 
23.73 Gy 

 (Tab 6.25 – RS Case 3 plan metrics) 
 
 
 
 
 

 
(Fig 6.63 – DVH of PTV, rectum, and bladder for RS case 3) 
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Case 4 – RS 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5 
4 mm Dmax 

15 mm Dmax 

29,956 
104 
1.24 

16.76 Gy 
95.0% 
95.1% 

1.78 cm3 
4.12 cm3 

3.7% 
37.98 Gy 
25.89 Gy 

31,940 
111 
1.25 

16.48 Gy 
95.0% 
93.7% 

1.86 cm3 
4.92 cm3 

3.3% 
38.83 Gy 
25.86 Gy 

 (Tab 6.26 – RS Case 4 plan metrics) 
 
 
 
 
 

 
(Fig 6.64 – DVH of PTV, rectum, and bladder for RS case 4) 
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Case 5 – RS 

Plan Metric Xerxes Multi-Meme 
Total MU 

# Non-Zero Beams 
HI 

Skin Dmax 
PTV V36.25 
GTV V40 

Rectum V36 
Bladder V37 

Penile Bulb V29.5* 
4 mm Dmax 

15 mm Dmax 

26,010 
82 

1.25 
16.10 Gy 

95.0% 
95.0% 

0.98 cm3 
3.51 cm3 

- 
38.37 Gy 
23.18 Gy 

28,906 
91 

1.24 
14.95 Gy 

95.0% 
95.0% 

1.03 cm3 
4.75 cm3 

- 
38.33 Gy 
22.83 Gy 

 (Tab 6.27 – RS Case 5 plan metrics. *Not included in the delineated structure set.) 
 
 
 
 
 

 
(Fig 6.65 – DVH of PTV, rectum, and bladder for RS case 5) 
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 In IMRT planning, both Xerxes and multi-meme meet all DVH criteria for all treatment 

plans, but Xerxes has unmistakably superior bladder and rectum DVHs while maintaining 

comparable dose conformality and target dose homogeneity.  In RS planning, Xerxes meets 

slightly more DVH criteria than multi-meme and has noticeably superior bladder and rectum 

DVHs while maintaining comparable dose conformality and target dose homogeneity.  Also, 

Xerxes produces high-quality treatment plans in a single optimization despite its stochastic 

nature.  

 In addition, Xerxes has lower total MUs on all plans and has lower number of beams on 

eight of the nine plans.   

Optimization IMRT MU IMRT Beams RS MU RS Beams 
Xerxes 

 
65,846 

[44753-75002] 
90.8 

[55-113] 
31,613 

[26010-37504] 
108.5 

[82-130] 
Multi-Meme 

 
MultiPlan 

 

70,275 
[45208-81422] 

78,937 
[76872-80848] 

112.0 
[53-139] 

115.4 
[95-135] 

34,051 
[28906-41206] 

36,413 
[31097-39730] 

119.3 
[91-140] 

119.0 
[107-138] 

(Tab 6.28 – Number of monitor units and beams for IMRT and RS plans for Xerxes vs. multi-meme) 
 
 

Using the Wilcoxon test, Xerxes treatment plans have statistically lower total MU values 

compared to both multi-meme treatment plan (sÃÄ,ÃÃ � 0.0039) and MultiPlan treatment plans 

(sÃÄ,ÃÆ � 0.0039).  Xerxes also has a statistical significant lower number of beams compared 

to multi-meme treatment plans (sÇ,ÃÃ � 0.0078) but not compared to MultiPlan treatment plans 

(sÇ,ÃÆ � 0.3594).   

6.5 Conclusion 

 Plan comparisons provide strong evidence that Xerxes is superior to MultiPlan.  

Dosimetrically, Xerxes outperforms the multi-meme algorithm’s DVHs which outperform 

MultiPlan.  Clinically, Xerxes consistently produces high quality treatment plans with reduced 
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total beams and MU compared to the multi-meme algorithm and produces lower total MU values 

than MultiPlan.   

 Beyond dosimetric and treatment advantages, Xerxes is very easy to use compared to 

MultiPlan.  Xerxes allows a user to explicitly enter dose-volume constraints for any structure and 

use weights to prioritize all optimization criteria simultaneously.  Also, Xerxes’ iterative 

approach allows users to provide knowledge during optimization.  Stopping and starting the 

optimization after changing dose-volume constraints and weighting factors greatly enhancing the 

cerebral aspects of planning.  MultiPlan does not have these attributes, and as a result, MultiPlan 

has a steep learning curve for new users and a diverse spectrum of abilities for experienced users.  

MultiPlan uses sequential planning to prioritize clinical goals successively and not 

simultaneously.  MultiPlan greatly diminishes a user’s ability to aid the algorithm when 

compromising between clinical goals.  From a clinical stand-point, Xerxes overcomes 

MultiPlan’s shortcomings, generates superior treatment plans, and can be considered the state-of-

the-art CyberKnife treatment planning optimization algorithm.   
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7 Introduction to Xerxes2 

 The multi-meme memetic algorithm uses four local search techniques but at little 

advantage, while Xerxes improves performance mainly through problem-specific operators but 

uses little memory or local learning.  On the other hand, state-of-the-art memetic algorithms 

utilize memory, local learning techniques, and adaptive mechanisms to synergistically balance 

local and global search.  As an attempt to incorporate these techniques, a new memetic structure, 

called Xerxes2, incorporates a steady-state set of treatment plans and exploits local learning, 

memory, and adaptive mechanisms.  Preliminary results are discussed subsequent to some 

remarks regarding state-of-the-art memetic algorithms. 

 The chapter is organized as follows: section 7.1 describes a few state-of-the-art memetic 

algorithms using memetic computing language, section 7.2 details new components of Xerxes2, 

section 7.3 provides preliminary results, and section 7.4 offers a conclusion. 

7.1 State-of-the-Art Memetic Algorithms 

 Many memetic algorithms lack true computational evolution within the memetic 

population.  To address this, co-evolving1 and self-generation2-3 memetic algorithms incorporate 

selection, variation, and survival of memes, or local searches, directly.  Instead of having a static 

pool of memes during the entire optimization, co-evolving and self-generation memetic 

algorithms create a memetic population that co-evolves alongside the genetic population.  In co-

evolving memetic algorithms, Smith provides a framework for rule-based memetic evolution 

which is comprised of five major components:4 

1. Means of representing a meme (local search operator) in the EC framework, 

2. Meme population initialization function and EC operators to act on that population, 

3. Meme fitness evaluation, 
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4. Operators that act on the memetic population, and 

5. Problem capable of evaluating the memetic system. 

This is the truest form of cultural evolution: solution improvements without genetic evolution, 

genetic transmission, or other genetic actions between candidate solutions.5   

 In a philosophical and forward-thinking paper, Mueth et al.6 provide an interpretation of a 

meme.  They describe memes as “mechanisms that capture the essence of knowledge in the form 

of procedures that affect the transition of solutions during a search”7 where computational time 

allotted to memes is “dictated by certain indicative performance metrics, the objective being to 

achieve a healthy balance between local and global search.”8 They further suggest the memetic 

framework should include memetic memory and integrate a generalization mechanism to 

conceptualize memes in the generic problem instance and not in a specific problem snapshot.9 

Co-evolving and self-generation memetic algorithms do not distinguish between memory and 

selection and do not have memes directly look outside of a single local search.   

 Molina et al.10 constructed a memetic algorithm based upon local search chains.  In a 

local search chain, ending strategy parameter configurations of a local search are stored in 

memory, and a new local search instance searches past configurations as potential starting points, 

which can be considered a generalization mechanism.11  Molina et al. apply a single, intense 

search around a solution per local search invocation instead of multiple memetic operations on 

multiple solutions and overcome potential detrimental effects of a single search through intense 

genotype diversification.12  

 Integrating ideas from Smith and Molina et al., rule-based local search chains are the 

basis for a new memetic algorithm called Xerxes2.  Smith’s co-evolving algorithm provides local 

search structure and a means of comparing local search strategies, while Molina et al. provide a 
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useful memory structure and generalization mechanism.  Xerxes2 implements rule-based local 

search chains by evolving local searches to act on a steady-state treatment plan set.  

Informational exchange between iterations is done through simple memory mechanisms and a 

chain of strategy parameters. 

7.2 Potential New Memetic Structure – Xerxes2 

 The section will use the following notation: 

 (1+1)-ES - uncorrelated )A-dimensional evolution strategy where one parent   
  treatment plan and one offspring treatment plan compete for    
 survival  
 
 sX   - vector of steady-state treatment plan ages; units of iterations 
 
 s_ab        - maximum age of an element of the steady-state treatment plan set 

 
 )È  - dimensionality of B-space when the steady-state evolutionary  
   algorithm begins 
 
 )A  - dimensionality of B-space at the i th iteration 
 
 �ÉÊ       - threshold of local search fitness 
 
 L  - memory of local search chains; elements are previous (1+1)-ES  
   strategy parameters �X 
 
 ΛL  - number of times NL offspring treatment plans in (1+1)-ES  
   are evaluated. 
 
 ΛS  - number of times NS offspring treatment plans from SCBM+BLX- 
   0.5 are evaluated. 
 
 nnonzero  - number of non-zero beams in a treatment plan 
 
 ËX  - vector of local search fitness for elements of L 
  
 Nage  - number of treatment plans deleted due to old age in TS 

 
 Nduplicate - number of deleted duplicate treatment plans in TS 

 
 NS  - size of steady-state treatment plan set TS  
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 NL  - size of treatment plan set TL where NL � NS 

 

 |'F, �� - normal distribution with mean m and standard deviation s 
 
 PB  - memory of previous non-zero beam sets passed on to the  
   generational treatment plan set; binary matrix  
 
 PG  - generational treatment plan subset to be added to the steady-state   
  treatment plan set TS  
 
 PS  - steady-state treatment plan subset to be added to the generational  
  treatment plan set TG 
 
   TÊWWWWWX       - selected steady-state treatment plan to be added to PS 

 

 Ptest   - a binary, steady-state treatment plan set of the current TS 

 
 �X  - )A-dimensional vector of mutation step sizes 
 
 �Ì  - global mutation step size 
 
 �_A@       - minimum size of any mutation step size 
 
 ©  - )A-dimensional learning rate in (1+1)-ES for �X update 
 
 ©Í  - global learning rate in (1+1)-ES for �X update; equal to one   
  divided by the square root of two times the square of the number of   
 non-zero beams in a parent treatment plan. 
 
 TG  - generational treatment plan set 
 
 TS  - steady-state treatment plan set 
 
 TL  - steady-state treatment plan subset to undergo (1+1)-ES 
 
  
  
 In Land’s work,13 he suggests the use of steady-state survival selection for memetic 

algorithms.  Land argues steady-state survival selection retains information from a previous local 

search, the lack of which is a possible reason for the suboptimal performance of this work’s 

multi-meme algorithm.  Also, both co-evolving and local search chain memetic algorithms use 

steady-state survival models.14-15 To incorporate Land’s argument and previous successful 



 

 

components of Xerxes, Xerxes2

generational treatment plan set and a steady

 The basic flow chart of Xerxes2 is

Xerxes2 initialization function 

evolutionary component is practically 

except for the exchange of treatment plans

components.  The steady-state evolutionary algor

Xerxes2.   

 

Xerxes2 combines global search and local search by utilizing

and a steady-state treatment plan set. 

flow chart of Xerxes2 is: 

(Fig 7.1 –

 and CMA-ES are identical to Xerxes.  Xerxes2 generational 

is practically equivalent to Xerxes evolutionary algorithm component 

of treatment plans between the generational and steady

state evolutionary algorithm is the main difference between Xerxes and 

(Fig 7.2 – Steady-State model flow chart)
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 Figure 7.2 highlights the major steps of the steady-state evolutionary algorithm.  TS 

initializes to the best 2NS treatment plans in the generational treatment plan set TG when  )A �
)È.  Thereafter, generational treatment plans introduced into TS are the best (NS + Nage) treatment 

plans from TG.  SCBM+BLX-0.5 variation operator always reduces TS back to NS treatment 

plans.   Most importantly, all objective function evaluations in the steady-state component use 

the true “noise-less” objective function, so function evaluations communicate between iterations 

without disruption.  A detailed description of each component in Figure 7.2 is offered. 

  The first step in the steady-state evolutionary algorithm is to introduce generational 

treatment plans, PG, to an existing age-based treatment plan set TS.  If TS is empty, then PG is set 

to the best 2NS elements of TG, and TS is set equal to PG.  Duplicate elements of TS are deleted.  

When TS is not empty, TS has NS elements from the previous iteration, and the following steps 

determine the next iteration TS: 

1. Any element of TS of age greater than s_ab is deleted.  Nage elements of TS are deleted. 

2. PG is set to the best (NS + Nage) treatment plans from TG.  PG is evaluated with the true 

objective function and added to TS.  Now, TS has 2NS elements. 

3. Duplicate elements of TS are deleted.  TS has (2NS – Nduplicate) elements.       

4. TS is passed to the next step. 

This method preserves TS diversity with an aging mechanism, with introduction of generational 

treatment plans, and with duplicate element deletion. 

 TS is passed to (1+1)-ES for Lamarckian local learning.  (1+1)-ES is a simpler version of 

CMA-ES that uses a )A-dimensional multivariate normal perturbation to generate offspring 

treatment plans.16  An element of TL is a vector of beam weights, ÉWWWWX , and each element of TL has 

an associated element of L which is a vector of mutation steps, �ÉWWWWX: 
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ÉWWWWX � JÉ,5, … , É,Î�Q 
(Eq 7.1) 

�ÉWWWWX � J�É,5, … , �É,Î�Q 
(Eq 7.2) 

  Elements of ÉWWWWX and �ÉWWWWX are updated by:17 

�É,ÏWWWWWWX'7�5� � �É,ÏWWWWWWX'7��T'|É'�, ©Í� 3 |É,A'0, ©�� 

�É,ÏWWWWWWX'7�5� � max ��_A@, �É,ÏWWWWWWX'7�5�� 

© � 5Ñ@ÒÓÒÔÕÖÓ              ©Í � 5�#Ñ@ÒÓÒÔÕÖÓ�� ×¶  

(Eq 7.3) 

É,A'7�5� � É,A'7� 3 |É��, �É,A'7�5�� 

(Eq 7.4) 

Equation 7.3 occurs before equation 7.4, and if equation 7.4 finds an improvement, the offspring 

treatment plan becomes the next iteration parent treatment plan.  The process repeats ΛL times, 

and all offspring evaluations are performed in parallel. 

 The (1+1) survival strategy can produce considerable improvements in only a few 

consecutive successful steps.  For λ > 1, (1+λ) survival strategy produces, on average, larger 

improvements but at the cost of function evaluations.  (1+1) survival is more efficient for small 

ΛL as used in the steady-state component. 

 Though only one local search technique is used, each local search has a different �X.  To 

quantify and distinguish individual local search parameters, elements of local search fitness ËX are 

defined as:   
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ËA � Ø&ÅdeH&� Ù Ø&A + &�&A Ù 

&ÅdeH � l��> �l(�=>UÚ� &Û;=>U�; Ú:<Û� 

&A � �l(�=>UÚ� Ú:<Û� l�&�9� <�=:< ��:9=1 

&� � �l(�=>UÚ� Ú:<Û� :&>�9 <�=:< ��:9=1 

(Eq 7.5) 

Equation 7.5 is a modified form of meme fitness from Meta-Lamarckian memetic algorithms.18 

 Using (1+1)-ES as a quick local search and equation 7.5 to assign local search fitness, a 

selection procedure determines which treatment plans undergo local search and what local search 

parameters to use.  Local search treatment plan selection follows: 

1. Build a set of treatment plans TL from elements of TS such that: 

a. Previous local search on an element of TS resulted in ËA � �ÉÊ where �ÉÊ is an 

algorithmic parameter19 or 

b. No previous local search occurred.  

2. Set TL to a size of NL: 

a. If size of TL is greater than or equal to NL, set TL equal to the best NL elements. 

b. Else, set additional elements of TL equal to the best elements of TS that had previous 

local search fitness ËA v �ÉÊ. 

Local search parameter selection follows: 

1. Build a set of local search parameters L’ from L such that: 

a. Any element of TL with a previous ËA � �ÉÊ is assigned its previous local search 

parameters.20 

b. Any element of TL without a local search parameter is assigned local search parameter 

�X where all elements are equal to �Ì. 
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2. Index elements of L’  to associate with the elements of TL.   

Then, TL undergoes (1+1)-ES using L’  strategy parameters.  Ending (1+1)-ES strategy 

parameters are set to L, which are used in the next iteration’s local search parameter selection.  

The chain of local search strategy parameters allows for continuous use of successful local 

search parameters.  In addition, any element of TL with  ËA � �ÉÊ has one subtracted from its age 

element in  sX.  Age subtraction is a memory mechanism and allows high quality non-zero beam 

sets to exist longer in the steady-state evolutionary algorithm.  

 The last step of the steady-state evolutionary algorithm is generational treatment plan 

selection.  A steady-state parent treatment plan TÊWWWWX is defined as any element of TS with a new 

non-zero beam set.  To determine if an element of TS has a new non-zero beam set, a binary, 

steady-state treatment plan set Ptest is created by setting all non-zero beams in TS equal to one.  

Ptest is compared to previous binary, steady-state parent treatment plans stored in PB.  Any 

element in Ptest not in PB has its associated element in TS added to PS.  Then, PS replaces the 

worst elements of TG.  The process is: 

1. Initialize PS to an empty set and create Ptest. 

2. Compare the i th element of Ptest with all elements in PB. 

3. If the i th element is not in PB, then add the associated treatment plan in TS as the next 

element in PS. 

4. Go back to step two until all elements of Ptest are compared to PB. 

5. Lastly, PS replaces the worst elements of TG. 

Since a high quality element of TS may exist for multiple iterations, continuous insertion of the 

same treatment plan into TG would be detrimental to diversity. Use of beam set memory 

explicitly eliminates this possibility.  
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 In summary, the steady-state component in Xerxes2 utilizes chains of strategy parameters 

L, employs memory of age sX and of previously visited beam sets PB, and exchanges treatment 

plans between generational and steady-state treatment plan sets.  The algorithmic structure is 

currently under construction but some preliminary results are offered.  Generational evolutionary 

algorithm  parameters are set according to chapter 5, except the tournament size is equal to 45. 

 7.3 Preliminary Results of Xerxes2 

 The steady-state evolutionary algorithm’s parameters are: 

 s_ab        - maximum age of an element of the steady-state treatment plan set 

 
 )È  - dimensionality of B-space when the steady-state evolutionary  
   algorithm begins 
 
 �ÉÊ       - threshold of local search fitness 
 
 ΛL  - number of times NL offspring treatment plans in (1+1)-ES  
   are evaluated. 
 
 ΛS  - number of times NS offspring treatment plans SCBM+BLX-0.5  
   are evaluated. 
 
 NS  - size of steady-state treatment plan set TS  
 
 NL  - size of treatment plan set TL  
 
 �Ì  - global mutation step size 
 
 �_A@       - minimum size of global mutation step size 
 
 
The following parameter settings are used for preliminary results: 

s_ab � 5    

)È � 300     

�ÉÊ � 0.02 

NS = 60 
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NL= 30 

�_A@ � ]^_ab + ]^_A@)q  

ΛL and ΛS are dynamic, and �Ì is an adaptive parameter. 

 In general, the steady-state component is a local search technique.  To balance local 

search (steady-state component) and global search (generational component), ΛS and ΛL start 

small and increase.  An increase in ΛS and ΛL also increases computation time.  To keep 

computation time under your thumb, ©7  is shared by a generational time constant, ©Ì, and a 

steady-state time constant, ©Ê, where: 

©7 � ©Ì 3 ©Ê        &�9   )A � )È  
(Eq 7.6) 

©Ì � )A �ΝÌ,AΩA " 

(Eq 7.7) 

©Ê � )A'ΛÉΝÉ 3 ΛÊΝÊ �      g1�9� ΛÊ � ΛÉ 

(Eq 7.8) 

For )A h )È, local search is not as important as global search, and thus, ©Ê � 0.  For )A � )È, 
local search becomes a more relevant tool during the optimization, and thus, ©Ê h 0.  NG,i is the 

size of TG in the i th iteration.  )A and ΩA are determined as previously discussed, except Ω� � 5 

when )A � ^_ab.  In Xerxes2, the steady-state component provides true objective function 

values, while the generational treatment plan set quickly highlights potential areas of the solution 

space with the “noisy” objective function.   

 Terms in equation 7.8 are not constant.  Ultimately, the balance between local and global 

search should be adaptive in nature, but an effective, fast adaptive scheme for ΛA and ΝAis still 
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under construction.21 For now, a linear deterministic approach controls ΛA and ©Ê, while ΝA is 

constant.  Reasonable starting and ending conditions are: 

©Ê,q � 0.1©7             ©Ê,� � 0.5©7  
ΛÉ,q � 0.2ΛÊ             ΛÉ,� � ΛÊ  

(Eq 7.9) 

The starting conditions allocate a small percentage of computation time for local search and do 

not strongly alter the global-to-local search ratio.  As the optimization progresses, the global-to-

local search ratio approaches unity, and more computation time is spent on fine-tuning MU 

values.  Starting conditions, notated with a subscript o, begin when  )A � )È.  Ending conditions, 

notated with subscript f, begin when  )A � ^_ab and are constant for the remainder of Xerxes2’s 

evolutionary algorithm.  Computation time shifts from global search (generational treatment plan 

set fitness function evaluations) to local search (steady-state treatment plan set fitness function 

evaluations) as B-space decreases.  Moreover, the fraction of steady-state computation time 

rationed to (1+1)-ES increases as B-space decreases.  This method resembles simulated heating 

of a local-to-global ratio, where local search computation time steadily increases during the 

search.22   

 On the other hand, �Ì is an adaptive parameter and changes based upon the 1/5 rule of 

canonical evolutionary strategies.23 The 1/5 rule states that the optimal ratio of successful 

mutations to all mutations is 1/5, and hence, if the ratio is greater than 1/5, the mutation step size 

increases.24 Otherwise, the mutation step size decreases.25  Instead of using objective function 

values to adapt �Ì, local search fitness ËX adapts the global search parameter �Ì by: 

�Ì � x 0.8�Ì , F�:;'ËX� v �ÉÊ�Ì/0.8, �>1�9gU�� y 
�Ì � max '�_A@, �Ì� 
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 (Eq 7.10) 

�Ì decreases if the mean local search fitness is less than �ÉÊ.  Also, �Ì has a minimum value 

proportionate to the problem size and constraints.  If ËX is an empty vector, �Ì is initialized to: 

�Ì � )È)q �]^_ab + ]^_A@10 " 

(Eq 7.11) 

Initial �Ì is proportional to the problem constraints and B-space dimensionality.  The adaptive 

nature of �Ì allows the optimization to tune local search strategy parameters based upon past 

merits. 

 With the above Xerxes2 steady-state parameters, the algorithm is run 20 times on the 

same test case and DVH constraints as defined in section 5.2 for Xerxes parameter analysis.  A 

twenty-five minute time constraint is implemented with generational evolutionary algorithm 

parameters: 

©7 � 3�5 

Ωq � 100 

? � 45 

Nq � 15,000 

Table 7.1 shows the results of Xerxes2’s evolutionary algorithm compared to Xerxes’ 

evolutionary algorithm from chapter 5.  Again, Xerxes2 shows sufficient and mature B-space 

reduction. 

Optimization  Meanobj STDobj Maxobj pobj MedianTR ωTR 

Xerxes 2.32e6 1.25e6 4.65e6 NA 1357 0.95 

Xerxes2 2.78e6 1.07e6 5.20e6 0.1672 1442 0.65 

(Tab 7.1 – Results of Xerxes2 and Xerxes)  
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Xerxes2 and Xerxes have statistical equivalent results.  The additional algorithmic complexity of 

Xerxes2 does not provide any increase in solution quality.  Clearly, Xerxes2’s steady-state 

parameters are not optimal parameters, but this analysis must wait until after the final Xerxes2 

algorithmic structure is finished.  Until then, the simpler Xerxes evolutionary algorithm is the 

choice framework. 

7.4 Conclusion 

 Modern sophisticated memetic algorithms utilize memory and generalized mechanisms 

between problem instances.  Xerxes2 is an attempt at incorporating these advanced methods at 

no benefit over Xerxes.  Hopefully, an adaptive algorithmic architecture with optimal parameters 

can improve solutions or decrease computation time.   

 The steady-state structure under construction adaptively changes terms in equation 7.8: 

©Ê � )A'ΛÉΝÉ 3 ΛÊΝÊ �      g1�9� ΛÊ � ΛÉ 

(Eq. 7.8) 

Terms on the right side except )A can be changed based upon the problem instance.  For 

example, NL decreases if Ë � �ÉÊ, otherwise decreases.  Also, NS decreases if the mean of 

objective function values is much larger than the best objective function value.  Future work 

shall determine the proper formalism for adaptation, perform parameter analysis, and then 

properly compare Xerxes2 to Xerxes. 
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8 General Conclusions and Future Work  

 This chapter summarizes results and presents the current research direction.  Memetic 

algorithms are a valuable method for solving difficult inverse treatment planning problems in 

radiation therapy, and Xerxes offers advantages over MultiPlan in terms of clinical use and 

dosimetry.  Future research will focus on intelligent beam targeting heuristics and application of 

memetic algorithms for volumetric modulated arc therapy (VMAT). 

8.1 General Results 

 Modern radiation therapy delivery systems necessitate the need for sophisticated inverse 

treatment planning optimization methods.  Trajectory methods adequately solve some inverse 

treatment planning problems.  For Cyberknife's high-dimensional  problem, a large number of 

beams contribute dose to each point, and gradient methods are ineffective.1 Instead, MultiPlan 

uses linear programming.  Linear programming still struggles to model the treatment planning 

problem and creates an epistemic deficit2 in treatment plan quality.  Instead of employing 

rigorous mathematics steps to directly solve the problem, Xerxes applies intelligent, problem-

specific operators within an adaptive system, and a solution passively emerges.  More 

importantly, Xerxes produces superior treatment plans compared to MultiPlan, which is evidence 

of the epistemic deficit. 

 This work analyzes two memetic algorithms.  The multi-meme memetic algorithm 

utilizes generational survival and multiple local searches to reduce the solution space and fine-

tune treatment plans.  Multiple local search methods are common practice in memetic algorithms 

but are mainly employed within a steady-state memetic structure.  On the other hand, Xerxes 

eliminates all local search techniques and employs a single problem-specific crossover 
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operator.  Xerxes acknowledges the advantage of the generational model and uses the crossover 

operator as a local and global search operator simultaneously.  

Xerxes is attractive for its simple formalism and ability to handle any objective 

function.  The four strategic components of Xerxes are: 1) beam space reduction, 2) dynamic 

optimization point sampling, 3) SCBM+BLX-0.5 crossover, and 4) CMA-ES.  The components 

work in serial and are analyzed individually.  Also, Xerxes can handle non-linear objective 

function to directly model clinical dosimetric goals.  To mimic a well-known objective function,3 

Xerxes uses a single, dosimetric objective function with weighted quadratic penalties for dose-

volume and total MU violations, where a user supplies dose-volume goals, weighting factors, 

and desired total MU.  To benefit a user, all clinical input goals may be changed inter-iteratively 

and allow a user to efficiently create treatment plans.  For example, if a user recognizes an 

ineffective weighting factor or dose-volume constraint, the user can stop, change the constraint, 

and continue optimization.  On the other hand, MultiPlan is very user-unfriendly.   Due to the 

mathematics of linear programming, MultiPlan does not accept dose-volume goals or valuable 

user input during optimization. 

 Beyond the malleable framework and philosophical advantages, Xerxes’ memetic 

approach shows excellent results.  Chapter 6 presents five prostate data sets and two dosimetric 

protocols.  Xerxes outperforms MultiPlan in terms of dose-volume histograms, target dose 

homogeneity, prescription dose conformality, dosimetric success rates of meeting protocol 

criterion, and total MU.  When comparing total number of beams, there is no statistical 

difference between Xerxes and MultiPlan.  Xerxes presents evidence of an epistemic deficit and 

surpasses the only commercially available CyberKnife treatment planning software, 
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MultiPlan.  Hence, Xerxes is the state-of-the-art CyberKnife treatment planning optimization 

algorithm. 

8.2 Future Work 

 Decreasing optimization time and improving solution quality are the main goals of future 

work.  Xerxes2 needs intense renovation before it surpasses Xerxes, if at all.  Xerxes2 still needs 

an optimal method to exchange and store knowledge of treatment plans between the generational 

and steady-state treatment plan sets.  Also, the balance between local and global search should 

not be deterministic.  A fast adaptive approach currently functions but does not provide suitable 

reproducibility.  Instead of optimizing highly inter-dependent algorithmic components, an 

intelligent beam targeting heuristic could be of more value. 

 In the current architecture, Xerxes pares down the beam set using dosimetric 

optimization.  Once the beam set is reduced, CMA-ES produces high-quality solutions, but 

unfortunately, most of the computation time is spent on beam set selection.  In essence, SCBM-

BLX-0.5 was created to solve the beam set problem as opposed to an analytic method.  To 

change the focus of dosimetric optimization from beam set selection to beam weight assignment, 

computational geometry presents itself as an analytic alternative to SCBM-BLX-0.5. 

 Computational geometry is the study of algorithms which can be stated in terms of 

geometry.4  Computational geometric beam targeting has been described by Chen et. al.5  If 

powerful, computational geometry could be used to find a high-quality beam set with a 

cardinality much smaller than two thousand.  Then, Xerxes would perform dosimetric 

optimization.  Or, computational geometry could be used to find many small, individual beam 

sets.  Each beam set could proceed through a crude but fast dosimetric optimization, and a 
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fraction of the beams or beam sets are added together.  The small, initial beam set could proceed 

directly to CMA-ES dosimetric optimization and entirely circumvent SCBM-BLX-0.5. 

 In addition, computational geometry could be employed to create beams during 

dosimetric optimization.  Concurrent with beam set reduction, beams can be intelligently added 

using computational geometry.  In effect, optimization continues until user termination.  The 

dosimetric optimization should utilize newly created beams, when dose-volume constraints and 

weighting factors are changed.  Beam addition during optimization creates a dynamic solution 

space, but in practice, it may be more valuable than a large, initial solution space.  If successful, 

computational geometry could provide a better user experience and decrease the probability of 

re-optimization. 

 Thus far, Xerxes has been successfully applied to CyberKnife treatment planning.  The 

next step is to apply Xerxes or a similar memetic algorithm to volumetric modulated arc therapy 

(VMAT).  VMAT is high-dimensional IMRT.  In IMRT, multi-leaf collimators modulate the 

output from a few beam angles, while VMAT modulates the output from hundreds of beam 

angles.  A memetic algorithm is well-suited to tackle such a high dimensional problem.  If 

successful, a memetic-based technique for VMAT would support epistemic deficit theory and 

initiate a paradigm shift in complex radiation therapy treatment planning. Hopefully, this project 

inspires the medical physics community to look beyond trajectory methods and to investigate 

population-based techniques as powerful inverse treatment planning optimization methods. 
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Appendix 
 
 

 
Default parameters from Hansen’s “The CMA Evolutionary Strategy: A Tutorial.”  n is the 

number of dimensions, and exponential weighing according to equation 4.20 is used to calculate 

�d��. 
=5 � 2'; 3 1.3�# 3 �d�� 

(Eq A.1) =� � FU; Ø1 + =5, s� �d�� + 2 3 1 �d��⁄'; 3 2�# 3 s� �d�� 2⁄ Ù         gU>1 s� � 2 

(Eq A.2) 
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(Eq A.3) 
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(Eq A.5) 
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(Eq A.7) 
 
 
 
 


