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Abstract

Essays on Robust Time Series Estimation and Forecasting under Outliers and Fat Tails

Hyoseok Kim

We examine the estimation and forecasting of time series models for macroeconomic

analysis in the presence of outliers and fat tails. Chapter 1 considers the decomposition of a time

series into a trend, a cycle, and outliers, motivated by the importance of identifying slow-moving

components in macroeconomic data. Classic approaches to trend extraction include those of

Baxter and King [1], Beveridge and Nelson [2], and Hodrick and Prescott [3]. More recently,

Muller and Watson [4] introduced the concept of the low-frequency trend, which is defined as the

fitted value from a linear regression of a time series on a small set of low-frequency cosine

functions. While the ordinary least squares estimator is commonly used, the COVID-19 pandemic

highlighted the need for estimation methods that are robust to extreme observations. Accordingly,

we propose an outlier-robust low-frequency trend based on an 𝐿1-penalized least squares

regression model. Following Gannaz [5], we show that the outlier-robust estimator of the

regression coefficients is equivalent to the Huber M-estimator. Building on Wu [6], we derive

sufficient conditions for the asymptotic normality of our estimator. As an empirical application,

we decompose the levels and growth rates of U.S. real GDP and real consumption per capita into

outlier-robust low-frequency trends, cycles, and outliers. In addition, we interpret the outliers in

light of major historical episodes, such as the Great Depression, the World Wars, and pandemics.

Chapter 2 extends the penalized regression framework to a multivariate setting by considering

vector autoregressive (VAR) models, which are widely used for macroeconomic forecasting and



structural analysis. The COVID-19 pandemic has posed significant challenges for forecasting in

the post-pandemic era, highlighting the need for outlier-robust forecasting models. Accordingly,

we propose an outlier-robust VAR model that decomposes the reduced-form error term into a

regular component and an outlier component. The VAR coefficients are estimated by imposing an

𝐿1 penalty on the outlier component, which yields an outlier-robust estimator that is equivalent to

the multivariate Huber M-estimator. We then establish the asymptotic normality of the proposed

outlier-robust estimator. To assess its practical relevance for improving forecast accuracy in the

post-COVID period, we estimate a 5-variable VAR model using monthly data from March 1959

to June 2024 obtained from the FRED-MD database. The results show that the out-of-sample

forecasts for the post-COVID period from our outlier-robust VAR are more accurate than those

from the standard VAR and the outlier-augmented Bayesian VARs proposed by Carriero et al. [7].

Chapter 3 examines the performance of Bayesian shrinkage and variable-selection models in

high-dimensional macroeconomic forecasting. We consider two linear models, the Bayesian

Lasso [8] and the spike-and-slab [9], and a tree-based model, the Bayesian Additive Regression

Trees (BART) [10]. The Bayesian Lasso model imposes a shrinkage prior on the regression

coefficients, leading to a dense representation, whereas the spike-and-slab model adopts a mixture

prior that explicitly allows for a sparse representation. The BART model is a non-linear,

tree-based model that is flexible enough to approximate a wide range of functional forms. These

models are evaluated based on their ability to forecast the one-month-ahead growth rate of U.S.

industrial production using 120 monthly variables from the FRED-MD database. Among these

models, the BART model exhibits the best in-sample predictive performance due to its flexible

non-parametric structure. However, the linear models outperform the BART model in terms of

out-of-sample forecasting. Furthermore, allowing for Student-t errors improves out-of-sample

forecast performance, highlighting the importance of accounting for fat tails in macroeconomic

data. These findings provide empirical guidance for model selection in the presence of model

uncertainty and non-Gaussian errors.
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Chapter 1: Outlier-Robust Low-Frequency Trends in Time Series

1.1 Introduction

Many central questions in macroeconomics are concerned with the analysis of trends or long-

run variations in macroeconomic variables. Classical methods for identifying trends in time-series

include the band-pass filter [1], the Beveridge-Nelson decomposition [2], and the Hodrick-Prescott

(HP) filter [3]. Recent developments in this strand of the literature include the boosted HP filter

[11], which iterates HP filtering until the filtered series converges, and the AR filter [12], which

uses autoregressive models for trend identification. Muller and Watson [4, 13] propose the concept

of a low-frequency trend, defined as the fitted value from a linear regression of a time-series on a

small number of low-frequency cosine functions. Then, the ordinary least squares (OLS) regres-

sion model is a natural method for obtaining the low-frequency trend. However, the OLS estimator

is known to be sensitive to extreme observations, commonly referred to as outliers. Given that the

low-frequency trend is intended to represent a long-term variation in a time-series, it is undesirable

for the low-frequency trend to be affected by the infrequent and short-lived outliers. To illustrate

this point, we examine the low-frequency trends in the growth rates of quarterly real GDP and

of hours worked for all workers in the nonfarm business sector, estimated using OLS. It can be

demonstrated that both of these trends are influenced by the recent pandemic, implying that the

recent pandemic underscores the potential benefit of an alternative estimator that is more robust to

outliers.

Traditionally, two approaches have been adopted to address outliers in data. The first approach

involves detecting outliers and subsequently removing or replacing them with other values. The

seminal works of Box and Tiao [14] and Fox [15] are among the earliest contributions to outlier

detection. However, this method is prone to failure in cases where multiple outliers mask each

1



other. The second approach focuses on constructing estimators that are relatively unaffected by,

or robust to, outliers. Since the seminal contributions of Huber [16, 17] and Hampel [18, 19],

many robust estimators have been proposed, and their asymptotic properties have been studied

extensively [20, 21, 22, 23, 24, 25, 26].

This study proposes an outlier-robust estimator for low-frequency trends using a penalized

regression approach, which was suggested by Antoniadis and Fan [27] and Gannaz [5]. To be

specific, we assume that the regression model for obtaining the low-frequency trend has an additive

outlier component. Then, we obtain an outlier-robust estimator of the regression coefficients by

imposing an 𝐿1 penalty on the outlier component, which is also shown to be equivalent to the

Huber M-estimator and therefore exhibits greater robustness to outliers than the OLS estimator.

Moreover, the asymptotic normality of our estimator can be established by studying the asymptotic

behavior of the equivalent Huber M-estimator.

While most of the literature on robust estimators assumes that the errors are independently and

identically distributed (i.i.d.), the errors in our regression model are likely to be correlated, since

time series data are often serially correlated and only the slow-moving component is captured by

the regressors. The theoretical contribution of this study is to establish the asymptotic normality of

our estimator by proposing sufficient conditions for the short-range dependence (SRD) condition

suggested by Wu [6].

As an empirical application, the levels and growth rates of annual U.S. real GDP per capita

and U.S. real consumption per capita from 1870 to 2022 are decomposed into outlier-robust

low-frequency trends, cycles, and outliers. The data from 1870 to 2020 are obtained from the

Jorda–Schularick–Taylor (JST) database [28], and the data for 2021 and 2022 are manually up-

dated using the original sources described in the supporting documentation for the JST database.

The low-frequency trends in the growth rates of U.S. real GDP per capita and U.S. real consump-

tion per capita are defined as variations with periods of 10 years or longer, following Muller and

Watson [13]. In contrast, the low-frequency trends in their levels are defined as variations with

periods of 20 years or longer, since using the same definition as for their growth rates leads to

2



volatile low-frequency trends. Lastly, in the existing literature on robust estimation, outliers are

rarely of primary interest because they are often treated as nuisance parameters. However, in our

empirical application, the importance of identifying outliers in macroeconomics is highlighted by

discussing them in the context of major historical events, such as the Great Depression, the World

Wars, and pandemics.

The remainder of this paper is organized as follows. Section 1.2 introduces the regression

model for the low-frequency trend and derives the outlier-robust estimator of the regression coef-

ficients. Section 1.3 establishes the asymptotic normality of the estimator. Section 1.4 presents the

simulation results. Section 1.5 describes the data used for the empirical analysis and presents the

empirical results. Section 1.6 concludes.

1.2 Model

1.2.1 Notation

Let | · | denote the Euclidean norm. A random vector 𝑣 is said to be in 𝐿𝑞, 𝑞 > 0, if E( |𝑣 |𝑞) < ∞.

The 𝐿𝑞 norm of 𝑣 is defined as ∥𝑣∥𝑞 = [E( |𝑣 |𝑞)]
1
𝑞 when 𝑞 ≥ 1. For notational simplicity, we write

∥𝑣∥ = ∥𝑣∥2. 𝑠𝑔𝑛(·) denotes the sign function, 1(·) denotes the indicator function, and 𝐼𝑝 denotes

the 𝑝 × 𝑝 identity matrix. Also, 𝑓 + = max( 𝑓 , 0). 𝑑𝑖𝑎𝑔(𝐴) denotes a diagonal matrix when 𝐴 is a

vector and a vector containing the diagonal elements when 𝐴 is a matrix. Lastly, 𝑣𝑒𝑐(𝐴) denotes

the vectorization of the matrix 𝐴.

1.2.2 Low-Frequency Trend

This section introduces the regression model for the low-frequency trend proposed by Muller

and Watson [4]. Let 𝑦𝑡 be the time series of interest. Define 𝑥𝑡 as a (𝑝 + 1) × 1 vector that collects

a constant and cosine functions with periods 2𝑇
𝑝

through 2𝑇 . That is,

𝑥𝑡 =

[
1 𝑐𝑜𝑠( 𝜋(𝑡−

1
2 )

𝑇
) 𝑐𝑜𝑠(2 𝜋(𝑡−

1
2 )

𝑇
) ... 𝑐𝑜𝑠(𝑝 𝜋(𝑡−

1
2 )

𝑇
)
]′

(1.1)
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which satisfies 1
𝑇

∑𝑇
𝑡=1 𝑥𝑡𝑥

′
𝑡 = 𝐼𝑝+1. That is, these cosine functions are orthogonal, sum to zero, and

have a length of 𝑇 . Let 𝑋 be a 𝑇 × (𝑝 + 1) matrix where the 𝑡𝑡ℎ row is given by 𝑥′𝑡 so that the 𝑗 𝑡ℎ

column of 𝑋 has the period of 2𝑇
𝑗

.

𝑋 =


𝑥′1
...

𝑥′
𝑇


=


1 𝑐𝑜𝑠( 𝜋(1−

1
2 )

𝑇
) ... 𝑐𝑜𝑠(𝑝 𝜋(1−

1
2 )

𝑇
)

...

1 𝑐𝑜𝑠( 𝜋(𝑇−
1
2 )

𝑇
) ... 𝑐𝑜𝑠(𝑝 𝜋(𝑇−

1
2 )

𝑇
)


(1.2)

The low-frequency trend is derived from the following regression model.

𝑦𝑡 = 𝑥
′
𝑡𝛽 + 𝑒𝑡 (1.3)

Let 𝛽 be an OLS estimator of the regression coefficients.

𝛽 = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)−1(

𝑇∑︁
𝑡=1

𝑥𝑡𝑦𝑡) =
1
𝑇

𝑇∑︁
𝑡=1

𝑥𝑡𝑦𝑡 (1.4)

Then, the low-frequency trend in 𝑦𝑡 is defined as the fitted value from this OLS regression, 𝑥′𝑡𝛽,

and the regression residual becomes the cyclical component of 𝑦𝑡 . Muller and Watson [4] show

that this method is applicable to both weakly and highly persistent processes, including local-

level, local-to-unity, and fractionally integrated models, all of which are frequently used in the

time-series literature. Nevertheless, OLS estimators are known to be sensitive to outliers.

1.2.3 Motivating Example: The Effect of COVID-19 on Estimating Low-Frequency Trends

Macroeconomic data are known to exhibit outliers and fat tails due to extreme events, including

the recent outbreak of COVID-19. A natural question is whether the outbreak of COVID-19 can

distort the estimation of low-frequency trends in key macroeconomic variables. To illustrate this

point, we examine the growth rates of two quarterly data: U.S. real GDP and hours worked by

all employees in the nonfarm business sector. The sample spans 1948:Q1 to 2022:Q4, with the
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pre-COVID period defined as 1948:Q1 to 2019:Q4. Note that the post-COVID period is restricted

to 2020:Q1–2022:Q4, which is a much shorter window. Following Muller and Watson [13], we

use 𝑝 = 2×75
10 = 15 to capture variations with periods of 10 years or longer. The low-frequency

trends are constructed using the OLS estimates.

(a) Growth Rate of Real GDP (b) Growth Rate of Hours Worked

Note: Low-frequency trends in the growth rates of real GDP and hours worked, estimated by OLS using both the
pre-COVID sample and the full sample.

Figure 1.1: Low-Frequency Trends in the Growth Rates of Real GDP and Hours Worked

In Figure 1.1, the red lines are the low-frequency trends estimated from the full sample, while

the blue lines are those estimated from the pre-COVID subsample.1 Although the low-frequency

trends are constructed to capture variations with periods of 10 years or longer, they are noticeably

influenced by the brief but severe pandemic episode. Moreover, the fat tails observed in both

series can be traced primarily to the pandemic period. The extent of tail heaviness is measured by

kurtosis, defined as the normalized fourth moment. Table 1.1 reports the kurtosis of each variable,

calculated using both the full sample and the pre-COVID subsample.

As shown in Table 1.1, both series have fat tails, as reflected in their kurtosis, largely at-

tributable to the pandemic. When measured over the pre-COVID subsample, the kurtosis values

are only 4.5 and 4.7, respectively. By contrast, the values computed from the full sample are

1The trends estimated from the pre-COVID subsample are extrapolated through 2022:Q4.
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Table 1.1: Kurtosis of Variables

Sample Period
Variable (Growth Rate) 1948Q1-2022Q4 (Full Sample) 1948Q1-2019Q4 (Pre-COVID)

Real GDP 18 4.5
Hours Worked 36 4.7

Note: The kurtosis is computed for each sample period.

substantially higher, highlighting the impact of extreme observations during the pandemic. This

motivates the use of a robust estimator to obtain low-frequency trends in macroeconomic variables.

1.2.4 Outlier-Robust Estimation of Low-Frequency Trends via 𝐿1-Penalization

To obtain an outlier-robust estimator of low-frequency trends using 𝐿1-penalization, it is as-

sumed that the regression error consists of two additive components: a cyclical component and an

outlier component. That is,

𝑦𝑡 = 𝑥
′
𝑡𝛽 + 𝑒𝑡 , 𝑒𝑡 = 𝑣𝑡 + 𝜂𝑡 (1.5)

where 𝑣𝑡 is the cyclical component and 𝜂𝑡 is the outlier component.23 The objective function for

the penalized regression model is given by

𝐿 (𝛽, {𝜂𝑡}𝑇𝑡=1) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡)2 +
𝑇∑︁
𝑡=1

𝑃(𝜂𝑡 , 𝜆) (1.6)

where 𝑃(𝜂𝑡 , 𝜆) is a penalty function and 𝜆 ∈ (0,∞) is a regularization parameter.4 It should be

noted that the outliers, denoted by {𝜂𝑡}𝑇𝑡=1, enter directly as arguments of the objective function.

Consequently, the outliers are determined in a way that minimizes the objective function. Thus,

Equation (1.6) enables the joint estimation of the outliers and the regression coefficients.

Following Gannaz [5], we adopt an 𝐿1-penalty function, which corresponds to the special case

𝑞 = 1 of the 𝐿𝑞-penalty function 𝑃(𝜂𝑡 , 𝜆) = 𝜆 |𝜂𝑡 |𝑞. The minimization problem is convex for 𝑞 ≥ 1
2This framework can be viewed as a variant of the unobserved components time series model introduced by Harvey

[29] where 𝑥′𝑡 𝛽 is a deterministic trend, 𝑣𝑡 is a cyclical component, and 𝜂𝑡 is an outlier component.
3Harvey [30] mentions that while outliers can be accommodated ex-post by including dummy variables, only robust

estimators provide a viable means of addressing them ex-ante.
4While the threshold parameter is fixed in this model, it can also be specified as time-varying.
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and yields sparse solutions only when 𝑞 = 1.5 That is, the penality function is defined as

𝑃(𝜂𝑡 , 𝜆) = 𝜆 |𝜂𝑡 | (1.7)

The objective function is then given by

𝐿 (𝛽, {𝜂𝑡}𝑇𝑡=1) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡)2 + 𝜆
𝑇∑︁
𝑡=1

|𝜂𝑡 | (1.8)

which is convex in both 𝛽 and {𝜂𝑡}𝑇𝑡=1. Subsequently, the outlier-robust low-frequency trend is

defined as the fitted value, 𝑥′𝑡𝛽. Proposition 1 shows that the 𝐿1-penalized least squares estimator

of 𝛽 is equivalent to the Huber M-estimator of 𝛽.

Proposition 1. Let (𝛽, {𝜂𝑡}𝑇𝑡=1) denote the minimizer of Equation (1.8). Then, 𝜂𝑡 satisfies

𝜂𝑡 = 𝑠𝑔𝑛(𝑦𝑡 − 𝑥′𝑡𝛽) ( |𝑦𝑡 − 𝑥′𝑡𝛽 | − 𝜆)+, 𝑡 = 1, ..., 𝑇 (1.9)

Also, 𝛽 satisfies

𝛽 = argmin
𝛽

𝑇∑︁
𝑡=1

𝜌(𝑦𝑡 − 𝑥′𝑡𝛽) where 𝜌(𝑢) =


𝑢2/2 if |𝑢 | ≤ 𝜆

𝜆 |𝑢 | − 𝜆2/2 if |𝑢 | > 𝜆
(1.10)

Proof. For a given value of 𝛽, the optimal 𝜂𝑡 that minimizes the objective function (1.8) is

𝜂𝑡 =


𝑠𝑔𝑛(𝑦𝑡 − 𝑥′𝑡𝛽) ( |𝑦𝑡 − 𝑥′𝑡𝛽 | − 𝜆) if |𝑦𝑡 − 𝑥′𝑡𝛽 | > 𝜆

0 if |𝑦𝑡 − 𝑥′𝑡𝛽 | ≤ 𝜆
(1.11)

5Alternative penalty functions commonly used in the literature are discussed in Appendix A.1.
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The optimal 𝛽 is obtained by minimizing the objective function (1.8) given that 𝜂𝑡 = 𝜂𝑡 .

𝐿 (𝛽; {𝜂𝑡}𝑇𝑡=1) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡)2 + 𝜆
𝑇∑︁
𝑡=1

|𝜂𝑡 |

=
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)2 −
𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)𝜂𝑡 +
𝑇∑︁
𝑡=1

(1
2
𝜂2
𝑡 + 𝜆 |𝜂𝑡 |) (1.12)

Then, if |𝑦𝑡 − 𝑥′𝑡𝛽 | > 𝜆,

𝐿 (𝛽) = 1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)2 −
𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)𝜂𝑡 (𝛽) +
𝑇∑︁
𝑡=1

(1
2
𝜂𝑡 (𝛽)2 + 𝜆 |𝜂𝑡 (𝛽) |)

=

𝑇∑︁
𝑡=1

(𝜆 |𝑦𝑡 − 𝑥′𝑡𝛽 | −
𝜆2

2
) (1.13)

If |𝑦𝑡 − 𝑥′𝑡𝛽 | ≤ 𝜆, then 𝜂𝑡 = 0 and

𝐿 (𝛽) = 1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)2 (1.14)

Then, Equation (1.9) can be obtained by replacing 𝛽 in (11) with 𝛽. □

Proposition 1 establishes that the 𝐿1-penalized estimator of 𝛽 is equivalent to the Huber M-

estimator. Moreover, Equation (1.9) implies that the estimated outlier component, denoted by 𝜂𝑡 ,

is defined as the excess of the regression residual over 𝜆 in absolute value. Given 𝛽 and 𝜂𝑡 , the

low-frequency trend of 𝑦𝑡 and the cyclical component of 𝑦𝑡 can be obtained.

Corollary 1. The estimated outlier-robust low-frequency trend of 𝑦𝑡 is given by 𝑥′𝑡𝛽. Also, the

estimated cyclical component of 𝑦𝑡 is given by

𝑣̂𝑡 = 𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡 = 𝑠𝑔𝑛(𝑦𝑡 − 𝑥′𝑡𝛽) min( |𝑦𝑡 − 𝑥′𝑡𝛽 |, 𝜆), 𝑡 = 1, ..., 𝑇 (1.15)

Corollary 1 shows that the estimated cyclical component of 𝑦𝑡 corresponds to the residual from

Equation (1.5) capped at 𝜆 or −𝜆, depending on its sign. Proposition 1 and Corollary 1 allow
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any time series to be decomposed into three components: an outlier-robust low-frequency trend,

a cyclical component, and an outlier component. Such decomposition is particularly important

in macroeconomics, as the accurate identification of the cyclical component is essential for the

conduct of monetary policy. In Section 1.5, U.S. real GDP per capita and real consumption per

capita are decomposed into three components using this method.

Also, Proposition 1 implies that 𝛽 is given by

𝛽 = argmin
𝛽

𝑇∑︁
𝑡=1

𝜌(𝑦𝑡 − 𝑥′𝑡𝛽) (1.16)

and therefore satisfies
𝑇∑︁
𝑡=1

𝑥𝑡𝜓(𝑦𝑡 − 𝑥′𝑡𝛽) = 0 (1.17)

where 𝜓(𝑢) denotes the first derivative of 𝜌(𝑢) with respect to 𝑢. That is,

𝜓(𝑢) =


𝑢 if |𝑢 | ≤ 𝜆

𝜆𝑠𝑔𝑛(𝑢) if |𝑢 | > 𝜆
(1.18)

Then, define the weight functions {𝑤𝑡}𝑇𝑡=1 as follows.

𝑤𝑡 =
𝜓𝜆 (𝑦𝑡 − 𝑥′𝑡𝛽)
𝑦𝑡 − 𝑥′𝑡𝛽

, 𝑡 = 1, ..., 𝑇 (1.19)

We can rewrite Equation (1.17) as

𝑇∑︁
𝑡=1

𝑥𝑡𝑤𝑡 (𝑦𝑡 − 𝑥′𝑡𝛽) = 0 (1.20)

Then, 𝛽 is given by

𝛽 = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑤𝑡𝑥
′
𝑡)−1(

𝑇∑︁
𝑡=1

𝑥𝑡𝑤𝑡𝑦𝑡) (1.21)

Once 𝛽 is obtained, the corresponding 𝜂𝑡 is obtained from Equation (1.9). Equation (1.21)
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implies that 𝛽 is a weighted least squares estimator with weights defined as functions of 𝛽 itself.

Consequently, an iterative procedure is required to estimate 𝛽. The algorithm for this procedure is

provided in Appendix A.2. The asymptotic normality of 𝛽 is derived in Section 1.3.

1.3 Asymptotic Normality of the Outlier-Robust Estimator

Proposition 1 implies that the asymptotic normality of the 𝐿1-penalized estimator can be estab-

lished by relating it to the equivalent Huber M-estimator, whose asymptotic properties are typically

derived using linear approximations under suitable regularity conditions. The early literature on

M-estimation typically imposes highly restrictive assumptions on the error process. For example,

Huber [17] assumes independent errors. A common alternative is to assume that the errors follow

strong mixing processes of various types [31, 32, 33, 34]. Subsequent studies have sought to relax

these conditions. For example, Gastwirth and Rubin [35] introduce a mixing condition weaker

than the 𝜙-mixing condition, while Portnoy [36, 37] and Lee and Martin [38] analyze the behav-

iors of M-estimators when the errors follow finite-order autoregressive moving average (ARMA)

processes.

More recently, Wu [6] establishes the asymptotic normality of M-estimators when the regres-

sion error is expressed as a one-sided function of i.i.d. random variables.6 That is,

𝑒𝑡 = 𝐺 (..., 𝜖𝑡−1, 𝜖𝑡) (1.22)

where𝐺 is a measurable function and {𝜖𝑘 }𝑘∈Z are i.i.d. random variables with marginal density 𝑓𝜖 .

To establish the asymptotic normality of our estimator, we first introduce a vector of normalized

regressor 𝑧𝑡 and its corresponding coefficient vector 𝜃 as follows.

𝑧𝑡 = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)−1/2𝑥𝑡 , and 𝜃 = (

𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)1/2𝛽 (1.23)

6Wu [6] assumes that 𝑒𝑡 is stationary and causal and relies on the Wiener conjecture, for which Rosenblatt [39]
provides a counterexample. Therefore, we explicitly assume that 𝑒𝑡 is a one-sided function of i.i.d. random variables
without relying on the Wiener conjecture.
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Let 𝜉𝑡 = (..., 𝜖𝑡−1, 𝜖𝑡) be a shift process. Define 𝐹𝑡 (𝑢 |𝜉0) = 𝑃(𝑒𝑡 ≤ 𝑢 |𝜉0) as the conditional

cumulative distribution of 𝑒𝑡 at 𝑢 given 𝜉0. Also, let 𝑓𝑡 (𝑢 |𝜉0) and 𝑓𝑡 (𝑢) denote the conditional

density and the marginal density of 𝑒𝑡 .

Muller and Watson [4, 13] view the low-frequency trend as an approximation that captures the

slow-moving component of 𝑦𝑡 , rather than as an exact representation of the true underlying trend in

𝑦𝑡 . As a result, they assume that the true data-generating process (DGP) for 𝑦𝑡 belongs to one of the

five canonical models: I(0), I(1), local-to-unity, local-level, and fractionally integrated. Choosing

the correct canonical model is very crucial because the asymptotic distribution of 𝛽 depends on

this choice, and relevant conditions have to be imposed on 𝑦𝑡 rather than on 𝑒𝑡 to establish the

asymptotic normality of the estimator. For example, Theorem 1(i) in Muller and Watson [13]

assumes that

𝑦𝑡 =

∞∑︁
𝑠=−∞

𝑐𝑠𝜖𝑡−𝑠 (1.24)

where 𝜖𝑡 is a martingale difference sequence with an invertible covariance matrix E[𝜖𝑡𝜖′𝑡 ] = Σ𝜖 and

𝑠𝑢𝑝𝑡 [∥𝜖𝑡 ∥2+𝛿] < ∞ for some 𝛿 > 0.

Unlike [4, 13], we explicitly assume that Equation (1.5) represents the true DGP for 𝑦𝑡 , rather

than assuming that 𝑦𝑡 belongs to one of the five canonical models. Consequently, establishing the

asymptotic normality of 𝛽 requires restrictions on 𝑒𝑡 rather than on 𝑦𝑡 . We impose the following

assumptions on 𝑒𝑡 .

Assumption 1.

𝑒𝑡 =

∞∑︁
𝑠=0

𝑐𝑠𝜖𝑡−𝑠 (1.25)

where {𝜖𝑘 }𝑡𝑘=−∞ ∈ 𝐿2 are i.i.d. mean-zero random variables and {𝑐𝑡}∞𝑡=0 are real numbers such

that
∞∑︁
𝑠=0

|𝑐𝑠 | < ∞ (1.26)
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Assume that the marginal density of 𝜖𝑘 , denoted as 𝑓𝜖 , satisfies

∫
𝑓 2
𝜖 (𝑢) (1 + 𝑢2)𝑑𝑢 < ∞ (1.27)

Assumption 2. E[𝜓(𝑒𝑡)] = 0 and ∥𝜓(𝑒𝑡)∥ ∈ (0,∞).

Assumption 3. 𝜙(𝑢) ≡ E[𝜓(𝑒𝑡 + 𝑢)] has a strictly positive derivative at 𝑢 = 0.

Assumption 4. ∥𝜓(𝑒𝑡 + 𝑢) − 𝜓(𝑒𝑡)∥ is continuous at 𝑢 = 0.

Equation (1.25) implies that 𝑒𝑡 is defined as a one-sided sum of i.i.d. random variables, which

is consistent with Equation (1.22). Assumption 1 is imposed to satisfy the short-range dependence

(SRD) condition suggested by Wu [6], which is required to establish the asymptotic normality of 𝛽.

The SRD condition is discussed in further detail below. Assumptions 2 - 4 are standard conditions

commonly imposed in the M-estimation literature. Assumption 3 is required to make 𝛽 estimable,

and Assumption 4 is satisfied if 𝑒𝑡 has a continuous distribution.7

The SRD condition is defined using the predictive dependence measure introduced by Wu

[40]. This measure is expressed in terms of the 𝑘-step-ahead conditional prediction of 𝜓, denoted

by 𝜓𝑘 (𝑢 |𝜉𝑙), which is defined as

𝜓𝑘 (𝑢 |𝜉𝑙) = E[𝜓(𝑒𝑘+𝑙 + 𝑢) |𝜉𝑙], 𝑘 ≥ 0 (1.28)

Let 𝜖∗0 be an i.i.d. copy of 𝜖0. Define 𝜉∗
𝑙
= (..., 𝜖−1, 𝜖

∗
0 , ..., 𝜖𝑙) as a coupled version of 𝜉𝑙 with 𝜖0

replaced by 𝜖∗0 , and define 𝑒∗
𝑙
= 𝐺 (𝜉∗

𝑙
). Then, the SRD condition [6] states that for some 𝑢0 > 0,

sup
|𝑢 |≤𝑢0

∥𝜓1(𝑢 |𝜉𝑘 )∥ < ∞ and
∞∑︁
𝑘=0

sup
|𝑢 |≤𝑢0

∥E[𝜓1(𝑢 |𝜉𝑘 ) |𝜉0] − E[𝜓1(𝑢 |𝜉𝑘 ) |𝜉∗0] ∥ < ∞ (1.29)

7Wu [6] makes an additional assumption that max𝑡≤𝑇 |𝑧𝑡 | = max𝑡≤𝑇 (𝑥′𝑡 (𝑋 ′𝑋)−1𝑥𝑡 )−1/2 = 𝑜(1), which implies that
the leverage value of 𝑥𝑡 converges to zero. This assumption is omitted here because it is automatically satisfied when
the regressors are orthogonal cosine functions.
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From the law of iterated expectations, Equation (1.29) can be expressed as

∞∑︁
𝑘=0

sup
|𝑢 |≤𝑢0

∥E[𝜓(𝑒𝑘 + 𝑢) |𝜉0] − E[𝜓(𝑒∗𝑘 + 𝑢) |𝜉
∗
0] ∥ < ∞ (1.30)

for some 𝑢0 > 0. Equation (1.30) has the following interpretation. Since E[𝜓(𝑒𝑘 + 𝑢) |𝜉0] is

the expected value of the 𝑘-step-ahead prediction of 𝜓(𝑒𝑘 + 𝑢), the quantity ∥E[𝜓(𝑒𝑘 + 𝑢) |𝜉0] −

E[𝜓(𝑒∗
𝑘
+ 𝑢) |𝜉∗0] ∥ measures the contribution of 𝜖0 to predicting 𝜓(𝑒𝑘 + 𝑢) relative to its i.i.d. copy,

𝜖∗0 . Therefore, Equation (1.30) implies that the cumulative contribution of 𝜖0 to the prediction of

the future values of 𝜓 compared to its i.i.d. copy is finite.

A sufficient condition for Equation (1.30) suggested by Wu [6] is

∞∑︁
𝑘=0

𝜔𝑘 < ∞, where 𝜔𝑘 =
∫

∥ 𝑓1(𝑢 |𝜉𝑘 ) − 𝑓1(𝑢 |𝜉∗𝑘 )∥𝜓(𝑢; 𝑢0)𝑑𝑣 (1.31)

where 𝜓(𝑢; 𝑢0) = |𝜓(𝑢 + 𝑢0) | + |𝜓(𝑢 − 𝑢0) |. Proposition 2 shows that Equation (1.31) holds under

Assumption 1, which implies that the SRD condition is indeed satisfied.

Proposition 2. Under Assumption 1, 𝜔𝑘 = 𝑂 ( |𝑐𝑘 |) and Equation (1.30) holds. Therefore, the SRD

condition is satisfied.

Proof. By the Cauchy-Schwarz inequality,

𝜔2
𝑘 ≤

∫
𝜓2(𝑢; 𝑢0)

1 + 𝑢2 𝑑𝑢

∫
∥ 𝑓1(𝑢 |𝜉𝑘 ) − 𝑓1(𝑢 |𝜉∗𝑘 )∥

2(1 + 𝑢2)𝑑𝑢 (1.32)

First, it will be shown that
∫

𝜓2 (𝑢;𝑢0)
1+𝑢2 𝑑𝑢 is bounded. The definition of 𝜓(𝑢; 𝑢0) implies that

𝜓2(𝑢; 𝑢0) = ( |𝜓(𝑢 + 𝑢0) | + |𝜓(𝑢 − 𝑢0) |)2 ≤ 2[𝜓2(𝑢 + 𝑢0) + 𝜓2(𝑢 − 𝑢0)] (1.33)

so we need to show that
∫

𝜓2 (𝑢+𝑢0)
1+𝑢2 𝑑𝑢 and

∫
𝜓2 (𝑢−𝑢0)

1+𝑢2 𝑑𝑢 are bounded. It can be shown that8

8Let 𝑔(𝑢0) =
(1+𝑢2

0 ) (1+(𝑣−𝑢0 )2 )
1+𝑣2 be the ratio of

(1+𝑢2
0 )

1+𝑣2 to 1
1+(𝑣−𝑢0 )2 . Its local maximum is (1+ 𝑣2

4 )2

1+𝑣2 when 𝑢0 = 𝑣
2 . Its

global minimum is 𝑣2

1+𝑣2 when 𝑢0 = 𝑣±
√
𝑣2−4
2 and therefore exists when 𝑣 ≥ 2.
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∫
𝜓2(𝑢 + 𝑢0)

1 + 𝑢2 𝑑𝑢 =

∫
𝜓2(𝑣)

1 + (𝑣 − 𝑢0)2 𝑑𝑣 ≤ 2(1 + 𝑢2
0)
∫

𝜓2(𝑣)
1 + 𝑣2 𝑑𝑣 (1.34)

Since 𝜆 is finite,
∫

𝜓2 (𝑢+𝑢0)
1+𝑢2 𝑑𝑢 is bounded because

∫
𝜓2(𝑣)
(1 + 𝑣2)

𝑑𝑢 = 2
∫ 𝜆

0

𝑣2

1 + 𝑣2 𝑑𝑢 + 2
∫ ∞

𝜆

𝜆2

1 + 𝑣2 𝑑𝑢 = 2𝜆 + 𝜋𝜆2 − 2(1 + 𝜆2) tan−1 𝜆 < ∞ (1.35)

Similarly, we can show that
∫

𝜓2 (𝑢−𝑢0)
1+𝑢2 𝑑𝑢 is bounded, which implies that

∫
𝜓2 (𝑢;𝑢0)

1+𝑢2 𝑑𝑢 is also

bounded. Define 𝜅 =
∫

𝜓2 (𝑢;𝑢0)
1+𝑢2 𝑑𝑢 < ∞ for simplicity of notation.

Now, consider the second term on the right hand side of Equation (1.32). Note that

𝐹1(𝑢 |𝜉𝑘 ) = 𝑃(𝑒𝑘+1 ≤ 𝑢 |𝜉𝑘 ) = 𝑃(𝜖𝑘+1 + 𝑒𝑘 ≤ 𝑢) = 𝑃(𝜖𝑘+1 ≤ 𝑢 − 𝑒𝑘 ) (1.36)

Therefore, 𝑓1(𝑢 |𝜉𝑘 ) = 𝑓𝜖 (𝑢 − 𝑒𝑘 ) and 𝑓1(𝑢 |𝜉∗𝑘 ) = 𝑓𝜖 (𝑢 − 𝑒∗𝑘 ). Equation (1.32) can be written as

𝜔2
𝑘 ≤

∫
𝜓2(𝑢; 𝑢0)

1 + 𝑢2 𝑑𝑢

∫
∥ 𝑓𝜖 (𝑢 − 𝑒𝑘 ) − 𝑓𝜖 (𝑢 − 𝑒∗𝑘 )∥

2(1 + 𝑢2)𝑑𝑢 ≤ 𝜅E(𝑅𝑘 ) (1.37)

where

𝑅𝑘 =

∫
( 𝑓𝜖 (𝑢 − 𝑒𝑘 ) − 𝑓𝜖 (𝑢 − 𝑒∗𝑘 ))

2(1 + 𝑢2)𝑑𝑢 (1.38)

Note that

∫
𝑓 2
𝜖 (𝑢 − 𝑠) (1 + 𝑢2)𝑑𝑢 =

∫
𝑓 2
𝜖 (𝑣) (1 + (𝑣 + 𝑠)2)𝑑𝑣 ≤ 2(1 + 𝑠2)

∫
𝑓 2
𝜖 (𝑣) (1 + 𝑣2)𝑑𝑣 (1.39)

where
∫
𝑓 2
𝜖 (𝑣) (1 + 𝑣2)𝑑𝑣 < ∞ from Equation (1.27). Then,

𝑅𝑘 ≤ 𝐶 [(1 + 𝑒2
𝑘 ) + (1 + 𝑒∗2

𝑘 ) (1.40)

= 𝐶 [2 + (𝑒𝑘 − 𝑐𝑘𝜖0 + 𝑐𝑘𝜖0)2 + (𝑒𝑘 − 𝑐𝑘𝜖0 + 𝑐𝑘𝜖∗0)]
2 (1.41)

≤ 4𝐶 [1 + (𝑒𝑘 − 𝑐𝑘𝜖0)2 + (𝑐𝑘𝜖0)2 + (𝑐𝑘𝜖∗0))
2] (1.42)
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All terms in Equation (1.42) are independent, and they are bounded in 𝐿2 from Assumption 1.

Hence,

E(𝑅𝑘 ) ≤ 𝐶 [1 + E[(𝑒𝑘 − 𝑐𝑘𝜖0)2] + 𝑐2
𝑘E(𝜖

2
0 ) + 𝑐

2
𝑘E(𝜖

∗2
0 ))] = 𝑂 (𝑐2

𝑘 ) (1.43)

and 𝜔𝑘 = 𝑂 ( |𝑐𝑘 |) from Equations (1.32) and (1.42). Equation (1.31) holds due to Equation (1.26).

□

Note that Proposition 2 differs from Proposition 4 in Wu [6]. The difference arises because

𝜓(𝑢) in this study does not satisfy the condition required by Proposition 4 in Wu [6], namely

𝜅𝛾 =
∫
𝜓2(𝑢) (1+ |𝑢 |)−𝛾𝑑𝑢 < ∞, which imposes a restriction on the tails of 𝜓(𝑢). The violation of

this condition implies that 𝜓(𝑢) in this study has thicker tails than those specified by Proposition 4

in [6]. As a result, different restrictions have to be imposed on 𝜖𝑡 and 𝑐𝑡 .

Finally, the asymptotic normality of 𝛽 can be established from Theorem 1 in Wu [6].

Theorem 1. Under Assumption 1-Assumption 4,

√
𝑇𝜙′(0) (𝛽 − 𝛽) 𝑑→ 𝑁 (0,Σ𝛽) (1.44)

where 𝜙′(0) denotes the first derivative of 𝜙(𝑢) at 𝑢 = 0. The asymptotic variance Σ𝛽 is given by

Σ𝛽 = 𝑄
−1/2Δ𝑄−1/2, where Δ =

∑︁
𝑘∈Z

E[𝜓(𝑒0)𝜓(𝑒𝑘 )] 𝐼𝑝+1 (1.45)

where 𝑄𝑇 = 1
𝑇

∑𝑇
𝑡=1 𝑥𝑡𝑥

′
𝑡 and 𝑄 = lim𝑇→∞𝑄𝑇

Proof. From our definition of 𝑧𝑡 , it follows that Δ𝑘 = lim𝑇→∞
∑𝑇−|𝑘 |
𝑡=1 𝑧𝑡𝑧

′
𝑡+𝑘 = 𝐼𝑝+1,∀𝑘 , since the

cosine functions are orthogonal. By Theorem 1 in Wu [6], we have 𝜙′(0) (𝜃 − 𝜃) 𝑑→ 𝑁 (0,Δ) and

√
𝑇𝜙′(0) (𝛽 − 𝛽) = 𝜙′(0)𝑄−1/2

𝑇
(𝜃 − 𝜃) (1.46)

because 𝜃 − 𝜃 = (∑𝑇
𝑡=1 𝑥𝑡𝑥

′
𝑡)1/2(𝛽 − 𝛽). Equation (1.44) then follows from Slutsky’s theorem.

□
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1.4 Simulation Study

This section presents a simulation exercise that compares the low-frequency trends obtained

from the OLS estimator with those obtained from the outlier-robust estimator. Recall that the

regression model for the low-frequency trend is given by

𝑦𝑡 = 𝑥
′
𝑡𝛽 + 𝑒𝑡 , 𝑡 = 1, ..., 𝑇 (1.47)

where 𝑥𝑡 is a vector of cosine functions defined in Equation (1.1) and 𝛽 is a vector of regression

coefficients. 𝑒𝑡 is the regression error with outliers.

Although the robust procedure is applied to the estimation of regression coefficients, the coef-

ficients themselves are rarely the primary object of interest. Rather, it is the low-frequency trend

computed from these estimates that carries greater economic significance, as we discuss later in

Section 1.5. Therefore, this simulation exercise demonstrates how outliers in the error term affect

the estimated low-frequency trends.

1.4.1 Model Parameters

The parameter values for 𝑥𝑡 and 𝛽 are motivated by the two quarterly time series introduced in

Section 1.2. Accordingly, we set 𝑇 = 300 and 𝑝 = 15 for 𝑥𝑡 . Here, 𝑇 = 300 corresponds to 75

years of quarterly data, and 𝑝 = 15 implies that 𝑥𝑡 is a collection of cosine functions with periods

of 10 years or longer. The true value for 𝛽 in Equation (1.47) is given by 𝛽𝑡𝑟𝑢𝑒 = 𝛽𝐺𝐷𝑃 where

𝛽𝐺𝐷𝑃 denotes the OLS estimates of the regression coefficients in the regression for the growth rate

of U.S. real GDP.

Lastly, 𝑒𝑡 is generated according to Equation (1.25). It is assumed that 𝜖𝑡 is an i.i.d. Student-t

random variable with 𝜈 degrees of freedom, denoted by 𝑡𝜈.9 Then, 𝑒𝑡 is generated from an AR(1)

process and normalized to have a zero mean and a unit variance. That is,

9The variance of a 𝑡𝜈 random variable is 𝜈
𝜈−2 , 𝜈 > 2, and its kurtosis is 3(𝜈−2)

𝜈−4 , 𝜈 > 4.
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𝑒𝑡 = (1 − 𝜌2)0.5(1 − 2
𝜈
)0.5𝑢𝑡 , where 𝑢𝑡 = 𝜌𝑢𝑡−1 + 𝜖𝑡 (1.48)

Note that 𝜌 governs the persistence of 𝑒𝑡 , while 𝜈 determines the heaviness of its tails. The

parameter values used in the DGP for 𝑒𝑡 are summarized in Table 1.2. Four different parameter

combinations are considered.10

Table 1.2: Parameter Values

DGP (a) (b) (c) (d)
𝜌 0 0.2 0 0.2
𝜈 3 3 4 4

When 𝜌 = 0 as in DGP (a) and (c), we have 𝑒𝑡 = 𝜖𝑡 , implying that 𝑒𝑡 follows an i.i.d. 𝑡𝜈

distribution. When 𝜌 = 0.2, 𝑒𝑡 exhibits weak serial correlation, similar to that observed in the

growth rates of real GDP and hours worked. The values of 𝜈 are chosen to match the kurtosis of 𝑦𝑡

to that observed in the growth rates of hours worked and real GDP, respectively.11 The threshold

parameter is chosen such that approximately 5% of the observations are classified as outliers. That

is,

𝜆 = 𝑐𝜆

√√√
1
𝑇

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)2 (1.49)

We choose 𝑐𝜆 = 𝑡𝑖𝑛𝑣(0.975, 𝜈) where 𝑡𝑖𝑛𝑣(𝛼, 𝜈) is the 100𝛼 percentile of a Student-t distribu-

tion with 𝜈 degrees of freedom. That is, 𝑐𝜆 = 2.66 when 𝜈 = 3, and 𝑐𝜆 = 2.57 when 𝜈 = 4. Lastly,

𝑦𝑡 is generated from Equation (1.47).

1.4.2 Graphical Illustration of Low-Frequency Trends

Figure 1.2 illustrates how the robust estimation procedure can reduce the impact of outliers in

estimating the low-frequency trend.

Figure 1.2 illustrates an example of the low-frequency trends constructed using the OLS es-

10The signal-to-noise ratio ranges from 0.1 to 0.35, corresponding to an 𝑅2-value between 0.09 and 0.26.
11The kurtosis of 𝑦𝑡 is approximately 40 when 𝜈 = 3 and 20 when 𝜈 = 4. As reported in Table 1.1, the kurtosis of

the growth rate of hours worked is 36, while that of the growth rate of real GDP is 18.
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(a) 𝜈 = 3, 𝜌 = 0 (b) 𝜈 = 3, 𝜌 = 0.2

(c) 𝜈 = 4, 𝜌 = 0 (d) 𝜈 = 4, 𝜌 = 0.2

Figure 1.2: True and Estimated Low-Frequency Trends

timates and the outlier-robust estimates of 𝛽. The yellow lines represent the true low-frequency

trends in 𝑦𝑡 , defined as 𝑥′𝑡𝛽
𝑡𝑟𝑢𝑒. They are identical across panels (a)–(d) because 𝜌 and 𝜈 only affect

the error term, not 𝛽𝑡𝑟𝑢𝑒. The red lines represent the low-frequency trends constructed from the

OLS estimates, denoted by 𝑥′𝑡𝛽, and the blue lines represent the low-frequency trends constructed

from the outlier-robust estimates, 𝑥′𝑡𝛽. In all cases, the blue lines lie closer to the yellow lines

than the red lines, particularly around the outliers. This indicates that the low-frequency trends

constructed from the outlier-robust estimates track the true low-frequency trends more accurately

than those constructed from the OLS estimates, demonstrating the benefits of using outlier-robust
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estimates.

1.4.3 Comparison of Estimated Low-Frequency Trends

The previous section provides a visual illustration of the advantage of using outlier-robust esti-

mates based on a single simulation. However, to assess the effect of using outlier-robust estimates

in reducing the bias induced by these outliers, we repeat the simulations while holding the loca-

tions of the outliers fixed. Otherwise, the locations of the outliers will vary across simulations,

and the effect of using outlier-robust estimates will be underestimated. This is implemented by

generating the error term as follows.12

Suppose that the number of total simulations is 𝑀 . The errors generated in the 𝑚𝑡ℎ simulation

are denoted by {𝑒(𝑚)𝑡 }𝑇
𝑡=1, with similar notation used for the other variables.

1. In the first simulation, obtain the i.i.d. draws {𝜖 (1)𝑡 }𝑇
𝑡=1 from a Student-t distribution with 𝜈

degrees of freedom.

2. Let 𝑂 ⊂ {1, 2, ..., 𝑇} denote the set of indices corresponding to the draws whose absolute

values exceed 𝜆. That is,

|𝜖 (1)𝑡 | > 𝜆 if 𝑡 ∈ 𝑂 (1.50)

These draws are treated as outliers and are fixed across all simulations.

3. For the remaining simulations, the draws {𝜖 (𝑚)𝑡 }𝑇,𝑀
𝑡=1,𝑚=2 are generated as follows.

• If 𝑡 ∈ 𝑂, then fix 𝜖 (𝑚)𝑡 = 𝜖
(1)
𝑡 . In other words, the values of 𝜖𝑡 from the first simulation

are fixed across all simulations whenever their absolute values exceed 𝜆.

• If 𝑡 ∉ 𝑂, obtain an i.i.d. draw 𝜖
(𝑚)
𝑡 from a Student-t distribution with 𝜈 degrees of

freedom.

4. After obtaining the draws {𝜖 (𝑚)𝑡 }𝑇,𝑀
𝑡=1,𝑚=1, construct {𝑒(𝑚)𝑡 }𝑇,𝑀

𝑡=1,𝑚=1, {𝑥 (𝑚)𝑡 }𝑇,𝑀
𝑡=1,𝑚=1, and {𝑦 (𝑚)𝑡 }𝑇,𝑀

𝑡=1,𝑚=1

following the procedure described in the previous section.
12All other simulation settings, including parameter values, remain the same as in the previous section.
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After generating the data, the OLS and outlier-robust estimates of 𝛽, denoted by 𝛽(𝑚) and 𝛽(𝑚)

are obtained for 𝑚 = 1, . . . , 𝑀 . The corresponding estimated low-frequency trends, 𝑥′𝑡𝛽
(𝑚) and

𝑥′𝑡𝛽
(𝑚) for 𝑡 = 1, . . . , 𝑇 and 𝑚 = 1, . . . , 𝑀 , are then constructed from these estimates.

The average bias, variance, and mean squared error (MSE) for the low-frequency trends con-

structed from the OLS estimates are computed as follows.

𝐵𝑖𝑎𝑠(𝑂𝐿𝑆) = 1
𝑀𝑇

𝑀∑︁
𝑚=1

𝑇∑︁
𝑡=1

𝑥′𝑡 (𝛽(𝑚) − 𝛽𝑡𝑟𝑢𝑒) (1.51)

𝑉𝑎𝑟 (𝑂𝐿𝑆) = 1
𝑀

𝑀∑︁
𝑚=1

𝑣𝑎𝑟 (𝑥′𝑡 (𝛽(𝑚) − 𝛽𝑡𝑟𝑢𝑒)) (1.52)

𝑀𝑆𝐸 (𝑂𝐿𝑆) = 1
𝑀𝑇

𝑀∑︁
𝑚=1

𝑇∑︁
𝑡=1

(𝑥′𝑡 (𝛽(𝑚) − 𝛽𝑡𝑟𝑢𝑒))2 (1.53)

The average bias, variance, and MSE of the low-frequency trends constructed from the outlier-

robust estimates are computed similarly by replacing 𝛽 with 𝛽 in Equations (1.51)–(1.53). Table

1.3 reports the average bias, variance, and MSE of the estimated low-frequency trends.

Table 1.3: Bias, Variance, and Mean Squared Error of the Estimated Trends

Estimation OLS Outlier-Robust
DGP Bias Variance MSE Bias Variance MSE
(a) -0.110 0.184 0.196 -0.046 0.121 0.123
(b) -0.100 0.244 0.254 -0.054 0.146 0.149
(c) 0.075 0.261 0.267 0.042 0.114 0.116
(d) -0.183 0.270 0.303 -0.138 0.141 0.160

Note: The bias, variance, and mean squared error of the estimated low-frequency
trends are reported.

Table 1.3 shows that the low-frequency trends constructed from the outlier-robust estimates

exhibit lower average bias, variance, and MSE than those constructed from the OLS estimates.

This pattern holds across different DGPs, including cases with correlated errors. Overall, the

simulation results demonstrate that the outlier-robust estimation method provides more accurate

estimates of low-frequency trends in time series with outliers.
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1.5 Decomposition of U.S. Real GDP and Consumption per Capita

As an empirical application, U.S. real GDP and consumption per capita are decomposed into

outlier-robust low-frequency trends, cyclical components, and outlier components. From Proposi-

tion 1 and Corollary 1, each component is defined as follows.

Outlier-Robust Trend: 𝑦̂𝑡 = 𝑥′𝑡𝛽 (1.54)

Cyclical Component: 𝑣̂𝑡 = 𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡 = 𝑠𝑔𝑛(𝑦𝑡 − 𝑥′𝑡𝛽)𝑚𝑖𝑛( |𝑦𝑡 − 𝑥′𝑡𝛽 |, 𝜆) (1.55)

Outlier Component: 𝜂𝑡 = 𝑠𝑔𝑛(𝑦𝑡 − 𝑥′𝑡𝛽) ( |𝑦𝑡 − 𝑥′𝑡𝛽 | − 𝜆)+ (1.56)

Note that our model performs a trend–cycle–outlier decomposition of a time series, rather than

the conventional trend–cycle decomposition considered in the literature.

1.5.1 Data

The annual U.S. real GDP and consumption per capita data from 1870 to 2022 are constructed

as follows. The data from 1870 to 2020 are obtained from the latest release (Release 6) of the

Jorda–Schularick–Taylor (JST) database compiled by Jorda et al. [28], which provides a broad

set of annual macroeconomic and financial data for 18 countries over this period. The data for

2021 and 2022 are then manually updated using the original sources referenced in the supporting

documentation for the JST database.

1.5.2 Choice of Parameters

In the macroeconomic literature, the typical length of a business cycle is approximately 10

years. Accordingly, a natural choice for the number of cosine functions is 𝑝 = 30, so that the

low-frequency trend captures variations with periods of 10 years or longer. This choice is also

consistent with Muller and Watson [41], who define the low-frequency trend in the growth rate of

total factor productivity (TFP) using variations with periods of 41 quarters or longer. Based on this

reasoning, 𝑝 = 30 is used to identify the outlier-robust low-frequency trends in the growth rates
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of U.S. real GDP and consumption per capita. For the levels of U.S. real GDP and consumption

per capita, however, we use 𝑝 = 15 instead of 𝑝 = 30 so that the low-frequency trends capture

variations with periods of 20 years or longer. This is because using 𝑝 = 30 in levels produces

low-frequency trends that are excessively volatile, whereas 𝑝 = 15 yields smoother trends that

more closely resemble those obtained from the conventional HP filter widely used in the literature.

Appendix A.3 compares the low-frequency trends estimated with 𝑝 = 15 and 𝑝 = 30 to those

obtained from the conventional HP filter.

Lastly, for each series, 𝜆 is calibrated so that outliers account for approximately 10% of the

sample. Given the use of symmetric thresholds, both positive outliers and negative outliers are

expected to comprise roughly 5% of the sample.

1.5.3 Levels of U.S. Real GDP and Consumption per Capita

Figure 1.3: Low-Frequency Trend, Cycle, and Outliers in U.S. Real GDP per Capita
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Figure 1.3 reports the outlier-robust low-frequency trend, cycle, and outliers for the level of

U.S. real GDP per capita. The threshold parameter is set to 𝑐𝜆 = 3.4, and 15 out of 152 observations

have a non-zero outlier component. In the top panel, the blue line denotes the log of U.S. real

GDP per capita, while the orange line represents the outlier-robust low-frequency trend. The trend

follows the data closely, except during the early 1930s and the mid-1940s. In the bottom panel of

Figure 1.3, the blue line denotes the estimated cyclical component, and the orange bars indicate the

estimated outlier component. Note that both the low-frequency trend and the cyclical component

are continuous, whereas the outlier component is sparse. To examine their association with major

historical events, we report the observations with a non-zero outlier component in Table 1.4.

Table 1.4: Outliers in the Level of U.S. Real GDP per Capita

Negative Outliers Positive Outliers
1878, 1908, 1921-1922, 1932-1934, 1947-1949 1929, 1942-1945

The sharp decline in the level of real GDP per capita during the 1870s corresponds to the era of

the Long Depression. The remaining negative outliers align closely with periods classified as GDP

disasters by Barro and Ursua [42], implying the usefulness of the robust estimation procedure for

detecting extreme events. By contrast, World War II is characterized by positive outliers in the

level of real GDP per capita, reflecting the rapid increase in government spending following the

U.S. entry into the war. Interestingly, neither the Global Financial Crisis (GFC) nor the recent

COVID-19 pandemic is identified as an outlier in the level of real GDP per capita when viewed in

the context of the complete historical sample.

The same decomposition is applied to the consumption data. Figure 1.4 shows the outlier-

robust low-frequency trend, cyclical component, and outlier component of the level of U.S. real

consumption per capita. With 𝑐𝜆 = 1.90, 15 out of 152 observations have a non-zero outlier com-

ponent. The top panel of Figure 1.4 shows the log of U.S. real consumption per capita together

with its outlier-robust low-frequency trend, while the bottom panel shows the corresponding cycli-

cal and outlier components. The outlier-robust low-frequency trend closely tracks the data, except

during brief periods in the early 1920s and early 1930s, which are characterized by large negative
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Figure 1.4: Low-Frequency Trend, Cycle, and Outliers in U.S. Real Consumption per Capita

outliers.

Table 1.5: Outliers in the Level of U.S. Real Consumption per Capita

Negative Outliers Positive Outliers
1920-1922, 1932-1934, 1982 1881, 1918, 1928-1929, 1941

The observations with a non-zero outlier component are listed in Table 1.5. The large negative

outliers from 1920 to 1922 correspond to the influenza pandemic (Spanish flu), while those from

1932 to 1934 correspond to the Great Depression. A small negative outlier is also identified in

1982, which is associated with the recession of the early 1980s.

1.5.4 Growth Rates of U.S. Real GDP and Consumption per Capita

One advantage of the low-frequency framework is that it can be applied not only to levels but

also to growth rates. In this section, we therefore consider the growth rates of GDP and con-
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sumption per capita rather than their levels. The additive outlier component in Equation (1.5)

has different implications depending on whether the dependent variable is defined in levels or in

growth rates; an additive outlier in levels has only a contemporaneous effect on the level, whereas

an additive outlier in growth rates has a persistent effect on the level.

Figure 1.5: Low-Frequency Trend, Cycle, and Outliers in the Growth Rate of U.S. GDP per Capita

As noted earlier, the low-frequency trends in growth rates are defined as variations with periods

of 10 years or longer. Figure 1.5 presents the outlier-robust low-frequency trend, cyclical compo-

nent, and outlier component of the growth rate of U.S. real GDP per capita when 𝑐𝜆 = 2.50. The

observations with a non-zero outlier component are reported in Table 1.6.

Table 1.6: Outliers in the Growth Rate of U.S. Real GDP per Capita

Negative Outliers Positive Outliers
1914, 1921, 1932, 1939, 1946 1895, 1909, 1916, 1918, 1923, 1929, 1934, 1942-1943

The observations with negative outliers correspond to the following historical events: the two

25



World Wars, the influenza pandemic, and the Great Depression. Although it may seem counterin-

tuitive that 1946 is classified as a negative outlier, this classification reflects the sharp decline in

government spending following the end of World War II. It is also consistent with Barro and Ursua

[42], who identify the period from 1944 to 1947 as a GDP disaster, as discussed in Section 1.5.5.

Figure 1.6: Low-Frequency Trend, Cycle, and Outliers in the Growth Rate of U.S. Consumption
per Capita

Lastly, Figure 1.6 shows the outlier-robust low-frequency trend, cyclical component, and out-

lier component of the growth rate of U.S. real consumption per capita when 𝑐𝜆 = 2.35. The

observations with a non-zero outlier component are reported in Table 1.7.

Table 1.7: Outliers in the Growth Rate of U.S. Real Consumption per Capita

Negative Outliers Positive Outliers
1881, 1894, 1921, 1932, 1938, 2020 1872, 1880, 185, 1899, 1916, 1922, 1929, 1946

Each observation identified as a negative outlier coincides with a major historical event: the
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Long Depression, the banking crisis of 1893, the influenza pandemic, the Great Depression, World

War II, and COVID-19. Notably, this is the first instance in which the recent pandemic is classified

as a negative outlier.

1.5.5 Interpretation of Negative Outliers as Rare Disasters

As shown in Proposition 1, the robust estimation procedure involves estimating an outlier com-

ponent, which can be positive or negative. Negative outliers in the levels and growth rates of

real GDP and consumption per capita are potential candidates for economic disasters, as their

magnitudes are sufficiently large enough to distort the estimation of long-run movements in these

variables.13 As shown in the previous section, major historical events are associated with observa-

tions with a negative outlier component. In this section, we show that these observations are also

consistent with the disaster episodes documented in the existing macroeconomic literature. This

finding suggests that robust estimation of low-frequency trends in macroeconomic data provides

a systematic approach to identifying economic disasters, rather than relying solely on anecdotal

evidence.

The macroeconomic literature on rare disasters is motivated by Barro [43], who builds on the

insight of Rietz [44] to explain the equity-premium puzzle of Mehra and Prescott [45]. Since then, a

large body of research has sought to identify disasters or historical events with substantial effects on

the U.S. economy. For example, Barro and Ursua [42] define a disaster episode as a peak-to-trough

period during which U.S. real GDP or consumption per capita declines cumulatively by at least

10%. Similarly, Nakamura and Steinsson [46] define a disaster episode as a consecutive set of years

during which the probability of disaster, computed from U.S. real consumption per capita, exceeds

10% in each year and the cumulative probability over the episode exceeds 100%. Finally, the JST

database provides a comprehensive catalog of financial crises, together with concise narratives and

descriptions. Table 1.8 summarizes the disaster episodes identified in these studies.

13According to the Solow model, the growth rate of output per capita equals the growth rate of total factor produc-
tivity (TFP) when the economy is on a balanced growth path. Consequently, identifying outliers in the growth rate of
GDP per capita is equivalent to identifying outliers in the growth rate of TFP.
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Table 1.8: Disaster Episodes in the Macroeconomic Literature

Source Data Years
Barro and Ursua (2008) GDP 1906-1908, 1913-1914, 1918-1921, 1929-1933, 1944-1947

Consumption 1917-1921, 1929-1933
Nakamura et al. (2013) Consumption 1914-1922, 1930-1935

Jorda et al. (2017) 1873, 1893, 1907, 1930, 1984, 2007

Note: Disaster episodes in the macroeconomic literature are reported.

According to Barro and Ursua [42] and Nakamura and Steinsson [46], only World War I and

the Great Depression are identified as disasters in terms of consumption, whereas GDP data indi-

cate additional disaster episodes. Table 1.8 further shows that financial crises are not necessarily

classified as economic disasters.

Table 1.9 provides a list of observations with a negative outlier component identified by our

model. The share of observations with negative outliers ranges from 3 to 6% of the sample, con-

sistent with the finding of [42] that the probability of a disaster is around 3.5% based on data from

1870 to 2006. As noted earlier, a negative outlier in the level of GDP or consumption can be in-

terpreted as a one-time decline in the level, whereas a negative outlier in the growth rate may have

a persistent effect on the level. This distinction may facilitate future research on the short- and

long-run effects of disasters on the economy.

Table 1.9: Observations Identified as Negative Outliers

Variable Level/Growth Rate Years

GDP
Level 1878, 1908, 1921-1922, 1932-1934, 1947-1949

Growth Rate 1914, 1921, 1932, 1939, 1946

Consumption
Level 1920-1922, 1932-1934, 1982

Growth Rate 1881, 1894, 1921, 1932, 1938, 2020

Note: For each variable, the observations with a negative outlier component are reported.

Table 1.9 also shows that the trend-cycle-outlier decomposition of U.S. GDP and consumption

data identifies other important events, including the Long Depression, the financial crisis of 1907,

World War I, the influenza pandemic, and the recent COVID-19 pandemic. These episodes also

overlap with most of the disaster episodes documented in the literature, as summarized in Table

1.8. Nevertheless, the precise timing of these events may not fully align with existing studies. For
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example, the literature typically dates the onset of the Great Depression to 1929 or 1930, whereas

our analysis identifies negative outliers from 1932 to 1934, corresponding to the trough of the

recession prior to the subsequent recovery. Similarly, Barro and Ursua [42] classify the period

from 1944 to 1947 as a GDP disaster episode, whereas our analysis dates the same disaster from

1946 to 1949. In addition, the financial crises of 1984 and 2007 are not identified as negative

outliers in our model. Finally, our model identifies COVID-19 as a disaster in consumption rather

than in GDP.

1.6 Conclusion

The low-frequency trend, a method for identifying a slow-moving component in a time series

proposed by Muller and Watson [4], is defined as the fitted value from a linear regression of the

time series on a small number of low-frequency cosine functions. Although the low-frequency

trend is typically estimated via OLS, the COVID-19 pandemic has underscored the importance

of using estimators that are robust to extreme observations. Accordingly, we propose an outlier-

robust low-frequency trend, obtained via penalized least squares with an 𝐿1 penalty on the error

term. We show that the 𝐿1-penalized estimator of the regression coefficients is equivalent to the

Huber M-estimator. Building on Wu [6], we provide a sufficient condition for the asymptotic

normality of the estimator. As an empirical application, the levels and growth rates of U.S. real

GDP and consumption per capita are decomposed into outlier-robust low-frequency trends, cycles,

and outliers. Observations with negative outliers are associated with major historical events, such

as the Great Depression, the World Wars, pandemics, and financial crises. This suggests that

the trend–cycle–outlier decomposition of macroeconomic data provides a systematic approach to

identifying significant economic and financial events directly from the data, without relying on

anecdotal evidence.
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Chapter 2: Macroeconomic Forecasting with Outlier-Robust VAR

2.1 Introduction

Since the seminal work of Sims [47], the VAR model has become a cornerstone of macroeco-

nomic forecasting and structural analysis. The COVID-19 pandemic, however, has introduced new

challenges for estimation and inference with VAR models, creating a demand for approaches that

are robust to extreme observations. Several strategies have been proposed to address this issue.

For example, Ng [48] adopts pandemic-related indicators as controls to pre-clean the data prior to

estimation. Schorfheide and Song [49] exclude several months of pandemic-affected data when

generating forecasts with their Bayesian VAR models, rather than modeling outliers explicitly.

Lenza and Primiceri [50] argue that this ad-hoc strategy of dropping extreme observations can be

acceptable for parameter estimation but is inappropriate for forecasting, as it may underestimate

uncertainty. More recently, Carriero et al. [7] propose Bayesian VAR models with stochastic-

volatility augmented with an outlier component to capture both persistent and transitory changes

in volatility arising from COVID-19.1

Two main approaches are available to address outliers in regression models. The first approach

is to detect outliers in the data and then either remove them or replace them with alternative values.

The regression model is then estimated using the modified data. Early contributions to this ap-

proach include Box and Tiao [14] and Fox [15]. Subsequent developments extend these methods

to univariate and multivariate time series, as in Pankratz [52] and Tsay et al. [53]. A key limitation

of this approach, however, is that they can fail when multiple outliers mask one another.

The second approach is to develop estimators that are robust to the influence of extreme obser-

vations, even in the presence of masking. Since the seminal contributions of Huber [16, 17] and

1Alvarez and Odendahl [51] apply this method to reduced-form Bayesian VAR models.
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Hampel [18, 19], numerous robust estimators have been proposed to mitigate the impact of outliers

on parameter estimation. Notable examples include robust estimators for regression coefficients in

autoregressive moving-average (ARMA) models [54, 55, 56, 57, 58]. Maronna et al. [59] provide

a comprehensive review of robust estimation methods for ARMA models.

In VAR models, obtaining an outlier-robust estimator of the VAR coefficients is crucial for

forecasting, since multi-step-ahead forecasts are generated by iteratively multiplying the estimated

coefficient matrices. Consequently, if the estimates of the coefficient matrices are distorted by

extreme observations, the resulting forecasts will also be affected, particularly at longer horizons.

We illustrate this point by comparing forecasts based on outlier-robust estimates with those based

on OLS estimates.

Robust estimators for multivariate regression models are often developed by extending robust

methods originally proposed for univariate regression models. For example, Garcia Ben et al. [60]

generalize the robust estimator for ARMA models proposed by Bustos and Yohai [61] to VAR

models. Croux and Joossens [62] apply the multivariate least trimmed squares (MLTS) model of

Agullo et al. [63] to VAR models. Similarly, Muler and Yohai [64] extend the robust estimator

for ARMA models proposed by Muler and Yohai [58] to the VAR framework. More recently,

Wang and Tsay [65] have developed a robust estimation procedure for high-dimensional VAR

models, encompassing sparse, reduced-rank, banded, and network VAR specifications. Pena and

Yohai [66] provide a comprehensive review of robust estimation methods for multivariate and

high-dimensional models.

In robust estimation, outliers are typically treated as nuisance parameters, and their identifica-

tion is not considered essential. In macroeconomics, however, identifying outliers can be particu-

larly informative, as they often correspond to major historical or economic events. For example,

outliers in a macroeconomic VAR model may be associated with episodes of heightened economic

uncertainty, such as recessions or pandemics. In this regard, we propose a framework that allows

for the joint estimation of VAR coefficients and outliers.

We assume that the reduced-form error of the VAR model is the sum of two components: a
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regular component and an outlier component. The VAR coefficients and the outlier component of

the reduced-form error are jointly estimated via an 𝐿1-penalized regression model. Specifically,

the objective function is defined as the sum of squared regular errors and the 𝐿1 norm of the outlier

component multiplied by a regularization parameter.

The theoretical contributions of this study are as follows. First, we show that the outlier-robust

estimator of the VAR coefficients is equivalent to the multivariate Huber M-estimator, which can

be viewed as a multivariate extension of Gannaz [5]. This equivalence allows us to establish the

asymptotic normality of the proposed estimator using existing results on the asymptotic properties

of multivariate M-estimators. Second, we characterize the estimated outlier component of the

reduced-form error, which corresponds to the portion of the regression residual that exceeds the

threshold in absolute value.

For the empirical application, we construct a 5-variable VAR model with 12 lags using monthly

macroeconomic data that spans March 1959 to June 2024 from the July 2024 vintage of the FRED-

MD database, following the specifications of Carriero et al. [7] and Lenza and Primiceri [50]. The

VAR model includes industrial production (IP), real consumption, the unemployment rate, nonfarm

payrolls, and the price index, where all variables are transformed into growth rates except for the

unemployment rate. The nominal interest rate is excluded to avoid complications arising from the

zero lower bound (ZLB) on the nominal interest rates, as discussed by Lenza and Primiceri [50].

The empirical results demonstrate that adopting the outlier-robust estimator of the VAR coefficients

improves the accuracy of out-of-sample forecasts in the post-COVID period.

The remainder of this study is organized as follows. Section 2.2 introduces the regression

model and derives the estimators for the VAR coefficients and outliers. Section 2.3 outlines the

iterative estimation algorithm. Section 2.4 establishes the asymptotic normality of the outlier-

robust estimator for the VAR coefficients. Section 2.5 describes the data and presents the empirical

results. Section 2.6 concludes.
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2.2 Model

Let 𝑦𝑡 be an 𝑁 × 1 vector for a fixed 𝑁 . The reduced-form VAR(p) model for 𝑦𝑡 is given by

𝑦𝑡 = 𝑐 + 𝜋1𝑦𝑡−1 + ... + 𝜋𝑝𝑦𝑡−𝑝 + 𝑢𝑡 = Π𝑥𝑡 + 𝑢𝑡 , 𝑡 = 1, ..., 𝑇 (2.1)

where Π = [𝑐, 𝜋1, ..., 𝜋𝑝] is an 𝑁 × (𝑁𝑝 + 1) coefficient matrix. The 𝑛𝑡ℎ row of Π is denoted as

Π𝑛·, 𝑛 = 1, ..., 𝑁 . 𝑥𝑡 = [1, 𝑦′
𝑡−1, ..., 𝑦

′
𝑡−𝑝]′ is an (𝑁𝑝 + 1) × 1 vector, and 𝑢𝑡 is an 𝑁 × 1 vector of

reduced-from errors with outliers. It is assumed that 𝑢𝑡 is the sum of two components.

𝑢𝑡 = 𝑒𝑡 + 𝑣𝑡 (2.2)

In Equation (2.2), 𝑒𝑡 represents the regular component of the error term, and 𝑣𝑡 represents the

outlier component of the error term. This specification implies that 𝑣𝑡 is classified as an innovative

outlier, as the autoregressive structure of the model implies that 𝑣𝑡 affects not only 𝑦𝑡 but also

future observations. Therefore, the definition of an outlier in this study excludes the case in which

an outlier only affects 𝑦𝑡 without propagating to future observations, which is classified as an

additive outlier in the literature. An alternative approach to modeling outliers is to assume that the

reduced-form error is a product of a regular component and an outlier component (e.g., 𝑢𝑡 = 𝑉𝑡𝑒𝑡

where𝑉𝑡 is an 𝑁×𝑁 matrix that represents the outlier component), a formulation often employed in

the Bayesian VAR literature. For example, the outlier-augmented Bayesian VAR models proposed

by Carriero et al. [7] assume that the reduced-form errors are the product of normally distributed

structural shocks and outliers. A similar approach is taken by Alvarez and Odendahl [51].

The advantage of adopting the additive form (2.2) is that it enables both the robust estimation

of Π and the estimation of {𝑣𝑡}𝑇𝑡=1 within a penalized regression framework, as demonstrated by

Gannaz [5] and She and Owen [67] in the context of univariate regression models. We also show

that this outlier-robust estimator of Π is equivalent to the multivariate M-estimator of Π.
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2.2.1 Ordinary Least Squares

The standard OLS estimator of Π, denoted by Π̃, is given by

Π̃ = argmin
Π

𝑇∑︁
𝑡=1

𝑢′𝑡𝑢𝑡 = argmin
Π

𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡)′(𝑦𝑡 − Π𝑥𝑡) (2.3)

=(
𝑇∑︁
𝑡=1

𝑦𝑡𝑥
′
𝑡) (

𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)−1 (2.4)

Equation (2.4) implies that Π̃ is essentially an equation-by-equation OLS estimator; the 𝑛𝑡ℎ row of

Π, denoted by Π𝑛·, is estimated from the OLS regression of 𝑦𝑛𝑡 on 𝑥𝑡 .

2.2.2 𝐿1-Penalized Least Squares

Let 𝜃 = [Π, 𝑣1, ..., 𝑣𝑇 ] denote the collection of parameters consisting of the VAR coefficients

and the outlier components of the reduced-form errors. Let 𝜆 > 0 denote the regularization param-

eter for the 𝐿1 penalty function. Then, the 𝐿1-penalized least squares estimator of 𝜃 satisfies

𝜃 = argmin
𝜃

𝐿𝑝𝑒𝑛 (𝜃) (2.5)

where 𝐿𝑝𝑒𝑛 (𝜃) denotes an 𝐿1-penalized objective function defined as

𝐿𝑝𝑒𝑛 (𝜃) =
𝑇∑︁
𝑡=1

1
2
𝑒′𝑡𝑒𝑡 + 𝜆 | |𝑣𝑡 | |1 (2.6)

=
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡 − 𝑣𝑡)′(𝑦 − Π𝑥𝑡 − 𝑣𝑡) + 𝜆
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

|𝑣𝑛𝑡 | (2.7)

Equation (2.6) implies that the 𝐿1-penalized objective function consists of the sum of squared

regular error components and the 𝐿1 norm of the outlier component scaled by the regularization

parameter 𝜆. Let 𝜃 = [Π̂, 𝑣̂1, ..., 𝑣̂𝑇 ] denote the minimizer of 𝐿𝑝𝑒𝑛 (𝜃). Proposition 3 establishes

that Π̂ is equivalent to the multivariate Huber M-estimator of Π and that the estimated outliers,

{𝑣̂𝑡}𝑇𝑡=1, correspond to the excess of the regression residuals over 𝜆 in absolute value.
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Proposition 3. Let 𝜃 = [Π̂, 𝑣̂1, ..., 𝑣̂𝑇 ] be the minimizer of 𝐿𝑝𝑒𝑛 (𝜃). Then, Π̂ is identical to the

multivariate Huber M-estimator of Π that minimizes

𝐿𝐻𝑢𝑏𝑒𝑟 (Π) =
𝑇∑︁
𝑡=1

𝜚(𝑦𝑡 − Π𝑥𝑡) (2.8)

where 𝜚 : R𝑁 → R is defined as the sum of 𝑁 univariate Huber loss functions. That is,

𝜚(𝑦𝑡 − Π𝑥𝑡) =
𝑁∑︁
𝑛=1

𝜌𝜆 (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡) (2.9)

where 𝜌𝜆 (𝑧) : R → R is a univariate Huber loss function with regularization parameter 𝜆.

𝜌𝜆 (𝑧) =


𝑧2/2 if |𝑧 | ≤ 𝜆

𝜆 |𝑧 | − 𝜆2/2 if |𝑧 | > 𝜆
(2.10)

Also, the estimated outlier component, 𝑣̂𝑛𝑡 , is the excess of the regression residual over 𝜆 in

absolute value. That is,

𝑣̂𝑛𝑡 = 𝑠𝑔𝑛(𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡) ( |𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 | − 𝜆)+, ∀𝑛, 𝑡 (2.11)

Proof. Suppose Π is given. The optimal 𝑣𝑛𝑡 that minimizes 𝐿𝑝𝑒𝑛 (𝑣𝑛𝑡 ;Π) is

𝑣̂𝑛𝑡 = 𝑠𝑔𝑛(𝑦𝑛𝑡 − Π𝑛·𝑥𝑡) ( |𝑦𝑛𝑡 − Π𝑛·𝑥𝑡 | − 𝜆)+ (2.12)

Then, Π̂ should minimize the objective function given 𝑣𝑛𝑡 = 𝑣̂𝑛𝑡 , denoted as 𝐿𝑝𝑒𝑛 (Π; 𝑣̂1, ..., 𝑣̂𝑇 ).

Note that 𝐿𝑝𝑒𝑛 (Π; 𝑣̂1, ..., 𝑣̂𝑇 ) can be written as

𝐿𝑝𝑒𝑛 (Π; 𝑣̂1, ..., 𝑣̂𝑇 ) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡 − 𝑣̂𝑡)′(𝑦 − Π𝑥𝑡 − 𝑣̂𝑡) + 𝜆
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

|𝑣̂𝑛𝑡 | (2.13)

=
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡)′(𝑦𝑡 − Π𝑥𝑡) −
𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡)′𝑣̂𝑡 +
𝑇∑︁
𝑡=1

(1
2
𝑣̂′𝑡 𝑣̂𝑡 + 𝜆

𝑁∑︁
𝑛=1

|𝑣̂𝑛𝑡 |) (2.14)
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=
1
2

𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

(𝑦𝑛𝑡 − Π𝑛·𝑥𝑡)2 −
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

(𝑦𝑛𝑡 − Π𝑛·𝑥𝑡)𝑣̂𝑛𝑡 +
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

(1
2
𝑣̂2
𝑛𝑡 + 𝜆 |𝑣̂𝑛𝑡 |) (2.15)

=

𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) (2.16)

where

𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) =
1
2
(𝑦𝑛𝑡 − Π𝑛·𝑥𝑡)2 − (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡)𝑣̂𝑛𝑡 + (1

2
𝑣̂2
𝑛𝑡 + 𝜆 |𝑣̂𝑛𝑡 |) (2.17)

Suppose |𝑦𝑛𝑡 − Π𝑛·𝑥𝑡 | > 𝜆. Then, Equation (2.11) implies that

𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) =
1
2
𝜆2 + (𝜆 |𝑦𝑛𝑡 − Π𝑛·𝑥𝑡 | − 𝜆2) = 𝜆 |𝑦𝑛𝑡 − Π𝑛·𝑥𝑡 | −

𝜆2

2
(2.18)

If |𝑦𝑛𝑡 − Π𝑛·𝑥𝑡 | ≤ 𝜆, then 𝑣̂𝑛𝑡 = 0. Therefore, we have

𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) =
1
2
(𝑦𝑛𝑡 − Π𝑛·𝑥𝑡)2 (2.19)

Equation (2.18) and Equation (2.19) imply that 𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) = 𝜌𝜆 (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡). Therefore,

𝐿𝑝𝑒𝑛 (Π; 𝑣̂1, ..., 𝑣̂𝑇 ) =
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

𝜌𝑝𝑒𝑛 (Π𝑛·; 𝑣̂𝑛𝑡) (2.20)

=

𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

𝜌𝜆 (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡) (2.21)

=

𝑇∑︁
𝑡=1

𝜚(𝑦𝑡 − Π𝑥𝑡) (2.22)

= 𝐿𝐻𝑢𝑏𝑒𝑟 (Π) (2.23)

where Equation (2.22) follows from the definition of 𝜚 in Equation (2.9). Therefore, the 𝐿1-

penalized estimator of Π is identical to the multivariate Huber M-estimator. Lastly, 𝑣̂𝑛𝑡 can be

obtained by replacing Π𝑛· in Equation (2.12) with Π̂𝑛·. □

Given the estimates of the VAR coefficients and the outlier components, the regular component
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of the residuals is obtained, hereafter referred to as the regularized residuals. Corollary 2 shows

that the regularized residuals correspond to the regression residuals capped at ±𝜆.

Corollary 2. The regularized residual, denoted as 𝑒𝑛𝑡 , is given by

𝑒𝑛𝑡 = 𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 − 𝑣̂𝑛𝑡 = 𝑠𝑔𝑛(𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡) min( |𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 |, 𝜆), ∀𝑛, 𝑡 (2.24)

Imposing a common threshold 𝜆 across variables can be problematic when the variables differ

in scale. For example, if one variable has a much larger scale than other variables, then outliers

are likely to be identified almost exclusively from that one variable. One way to address this issue

is to normalize all variables in the model prior to estimation. Alternatively, Equation (2.7) can be

modified to incorporate variable-specific thresholds. Consider the modified objective function

𝐿𝑚𝑜𝑑𝑖 𝑓 𝑖𝑒𝑑 (𝜃) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − Π𝑥𝑡 − 𝑣𝑡)′(𝑦 − Π𝑥𝑡 − 𝑣𝑡) +
𝑇∑︁
𝑡=1

𝑁∑︁
𝑛=1

𝜆𝑛 |𝑣𝑛𝑡 | (2.25)

Here, the regularization parameters, {𝜆𝑛}𝑁𝑛=1, are allowed to vary across variables. By following

the steps in the proof of Proposition 3 with appropriate modifications, it can be shown that Π̂ that

minimizes Equation (2.25) is equivalent to the multivariate Huber M-estimator of Π, where the

objective function is the sum of univariate Huber loss functions with variable-specific thresholds.

Proposition 4. Let 𝜃 = [Π̂, 𝑣̂1, ..., 𝑣̂𝑇 ] denote the solution to (2.25). Then, Π̂ is identical to the

multivariate Huber M-estimator of Π that minimizes

𝐿𝐻𝑢𝑏𝑒𝑟 (Π) =
𝑇∑︁
𝑡=1

𝜚(𝑦𝑡 − Π𝑥𝑡) (2.26)

where 𝜚 : R𝑁 → R is the sum of univariate Huber loss functions with variable-specific thresholds.

That is,

𝜚(𝑧) =
𝑁∑︁
𝑛=1

𝜌𝜆𝑛 (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡) (2.27)
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where 𝜌𝜆𝑛 (𝑧) : R → R is defined as

𝜌𝜆𝑛 (𝑧) =


𝑧2/2 if |𝑧 | ≤ 𝜆𝑛

𝜆 |𝑧 | − 𝜆2/2 if |𝑧 | > 𝜆𝑛
(2.28)

Also, the estimated outlier component is

𝑣̂𝑛𝑡 = 𝑠𝑔𝑛(𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡) ( |𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 | − 𝜆𝑛)+, ∀𝑛, 𝑡 (2.29)

Corollary 3. The regularized residual, denoted as 𝑒𝑛𝑡 , is given by

𝑒𝑛𝑡 = 𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 − 𝑣̂𝑛𝑡 = 𝑠𝑔𝑛(𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡) min( |𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡 |, 𝜆𝑛), ∀𝑛, 𝑡 (2.30)

The only difference from Proposition 3 is that the loss functions now depend on variable-

specific thresholds rather than a common threshold. This formulation has the advantage of allowing

the number of outliers in each variable to be controlled by adjusting the corresponding threshold.

For the remainder of this study, we use the 𝐿1-penalized regression models with variable-specific

thresholds.

2.3 Estimation

This section describes the procedure for estimating Π based on Proposition 4. Although the

estimation requires an iterative procedure, its computational cost is modest because it permits

equation-by-equation estimation as in OLS.

2.3.1 Outlier-Robust Estimator of VAR Coefficients

Consider the estimator of Π derived from the objective function (2.25), which imposes variable-

specific thresholds. Equation (2.27) implies that 𝜚𝜆𝑛 (𝑦𝑡 − Π𝑥𝑡) can be expressed as the sum of 𝑁

univariate Huber loss functions, 𝜌𝜆𝑛 (𝑦𝑛𝑡−Π𝑛·𝑥𝑡), 𝑛 = 1, ..., 𝑁 , where 𝑦𝑛𝑡−Π𝑛·𝑥𝑡 denotes the residual
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of the regression of 𝑦𝑛𝑡 on 𝑥𝑡 . Consequently, the outlier-robust estimator of Π can be obtained by

equation-by-equation regressions. The 𝐿1-penalized estimator of the 𝑛𝑡ℎ row of Π satisfies

Π̂𝑛· = argmin
Π𝑛·

𝑇∑︁
𝑡=1

𝜌𝜆𝑛 (𝑦𝑛𝑡 − Π𝑛·𝑥𝑡) (2.31)

Then, Π̂𝑛· satisfies
𝑇∑︁
𝑡=1

𝜓𝜆𝑛 (𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡)𝑥′𝑡 = 0 (2.32)

where

𝜓𝜆𝑛 (𝑢) =
𝜕𝜌𝜆𝑛 (𝑢)
𝜕𝑢

=


𝑢 if |𝑢 | ≤ 𝜆𝑛

𝜆𝑛𝑠𝑔𝑛(𝑢) if |𝑢 | > 𝜆𝑛
(2.33)

is the first derivative of 𝜌𝜆𝑛 . Define the weight function 𝑤𝑛𝑡 as

𝑤𝑛𝑡 =
𝜓𝜆𝑛 (𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡)
𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡

, ∀𝑡 (2.34)

Then, Equation (2.31) can be written as

𝑇∑︁
𝑡=1

(𝑦𝑛𝑡 − Π̂𝑛·𝑥𝑡)𝑤𝑛𝑡𝑥′𝑡 = 0 (2.35)

and therefore Π̂𝑛· is defined as

Π̂𝑛· = (
𝑇∑︁
𝑡=1

𝑦𝑛𝑡𝑤𝑛𝑡𝑥
′
𝑡) (

𝑇∑︁
𝑡=1

𝑥𝑡𝑤𝑛𝑡𝑥
′
𝑡)−1 (2.36)

After estimating Π̂𝑛·, for 𝑛 = 1, ..., 𝑁 , Π̂ is obtained as Π̂ = [Π̂′
1·, Π̂

′
2·, ..., Π̂

′
𝑁 ·]′. Equation

(2.36) implies that Π̂𝑛· is a weighted least squares estimator, with weights depending on Π̂𝑛· itself.

Consequently, an iterative procedure is required to obtain Π̂𝑛·. The iterative estimation algorithm

is presented in Section 2.3.2.
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2.3.2 Iteratively Reweighted Least Squares Algorithm

Let Π̂ (𝑖)
𝑛· denote the weighted least squares estimator of Π𝑛· after the 𝑖𝑡ℎ iteration. The regu-

larization parameters {𝜆𝑛}𝑁𝑛=1 are known and fixed throughout the iteration. The choice of these

parameters is discussed in Section 2.3.3. The algorithm is initialized using the OLS estimator of

Π as an initial value. That is, Π̂ (0) = Π̃.2 The weight for variable 𝑛 at time 𝑡 in the first iteration is

given by

𝑤
(1)
𝑛𝑡 =

𝜓𝜆𝑛 (𝑦𝑛𝑡 − Π̂
(0)
𝑛· 𝑥𝑡)

𝑦𝑛𝑡 − Π̂
(0)
𝑛· 𝑥𝑡

, ∀𝑡 (2.37)

and the weighted least squares estimator of Π𝑛· after the first iteration is given by

Π̂
(1)
𝑛· = (

𝑇∑︁
𝑡=1

𝑦𝑛𝑡𝑤
(1)
𝑛𝑡 𝑥

′
𝑡) (

𝑇∑︁
𝑡=1

𝑥𝑡𝑤
(1)
𝑛𝑡 𝑥

′
𝑡)−1, ∀𝑡 (2.38)

In general, after the 𝑗 𝑡ℎ iteration, the weight for variable 𝑛 at time 𝑡 in the ( 𝑗 + 1)𝑡ℎ iteration is

𝑤
( 𝑗+1)
𝑛𝑡 =

𝜓𝜆𝑛 (𝑦𝑛𝑡 − Π̂
( 𝑗)
𝑛· 𝑥𝑡)

𝑦𝑛𝑡 − Π̂
( 𝑗)
𝑛· 𝑥𝑡

(2.39)

Then, the estimator for Π𝑛· after the ( 𝑗 + 1)𝑡ℎ iteration is given by

Π̂
( 𝑗+1)
𝑛· = (

𝑇∑︁
𝑡=1

𝑦𝑛𝑡𝑤
( 𝑗+1)
𝑛𝑡 𝑥′𝑡) (

𝑇∑︁
𝑡=1

𝑥𝑡𝑤
( 𝑗+1)
𝑛𝑡 𝑥′𝑡)−1 (2.40)

The iteration repeats until | |Π̂ ( 𝑗+1)
𝑛· −Π̂ ( 𝑗 )

𝑛· | |2
| |Π̂ ( 𝑗 )

𝑛· | |2
converges. Once convergence is achieved, the outlier-

robust estimator of Π𝑛·, denoted by Π̂𝑛·, is obtained. Repeating this procedure for all 𝑛 yields the

outlier-robust estimator of Π.

2.3.3 Choice of Regularization Parameters

The definitions of the estimated outlier component in Equation (2.11) and Equation (2.29)

imply that the regularization parameters determine the degree of sparsity of the outlier component.

2This is equivalent to setting the initial weights equal across observations.
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Since the goal is to keep the number of outliers small compared to the sample size, the choice

of regularization parameters is important. In the existing literature, these parameters are typically

defined as a constant multiple of a robust measure of scale. For example, Huber [68] proposes

𝜆𝑛 =
1

0.6745𝑀𝐴𝐷 (𝑢𝑛,𝑡) where 𝑀𝐴𝐷 (𝑢𝑛,𝑡) is the median absolute deviation of 𝑢𝑛,𝑡 . Following this

approach, we define 𝜆𝑛 as a constant multiple of the inter-quartile range (IQR) of 𝑢𝑛,𝑡 , which is

also used as a robust measure of scale in the macroeconomic literature.3 That is,

𝜆𝑛 = 𝑐𝑛𝐼𝑄𝑅(𝑢̃𝑛,𝑡), 𝑛 = 1, ..., 𝑁 (2.41)

where 𝑢̃𝑛,𝑡 is the OLS residual and 𝑐𝑛 is a variable-specific constant selected by cross-validation.

2.4 Asymptotic Normality of the Outlier-Robust Estimator of VAR Coefficients

In this section, we establish the asymptotic normality of the proposed estimator of Π. By

imposing the following assumptions, the asymptotic normality of Π̂ can be derived from the results

of Bai et al. [23] on the asymptotic properties of M-estimators in multivariate linear regressions.

Assumption 5. {𝑢𝑡}𝑇𝑡=1 are i.i.d. 𝑁 × 1 vectors with bounded variance.

Assumption 6. Define Ψ(𝑢) as an 𝑁 × 1 vector of the first derivative of 𝜚(𝑢) with respect to 𝑢.

Then, | |Ψ(𝑢𝑡 + 𝑢) − Ψ(𝑢𝑡) | | is continuous at 𝑢 = 0𝑁×1.

Assumption 7. Define Φ(𝑢) = E[Ψ(𝑢𝑡 + 𝑢)]. Let ¤Φ(𝑢) denote an 𝑁 × 𝑁 matrix of the first

derivative of Φ(𝑢) with respect to 𝑢. Then, ¤Φ(0𝑁×1) is a positive definite matrix.

Assumption 8. E[Ψ(𝑢𝑡)] = 0𝑁×1 and E[Ψ(𝑢𝑡)Ψ(𝑢𝑡)′] is a positive definite matrix.

Assumption 9. Define 𝑆𝑥 =
∑𝑇
𝑡=1 𝑥𝑡𝑥

′
𝑡 . Then, max𝑝+1≤𝑡≤𝑇 𝑡𝑟 [𝑥′𝑡𝑆−1

𝑥 𝑥𝑡] → 0 as 𝑇 → ∞.

Assumption 5 states that 𝑢𝑡 is independent and identically distributed across 𝑡 and has finite

variance. Assumptions 6-8 correspond to conditions (M3)-(M5) in Bai et al. [23]. Assumption 9

3If 𝑢𝑛,𝑡
𝑖𝑖𝑑∼ 𝑁 (0, 𝜎2), then 𝐼𝑄𝑅(𝑢𝑛,𝑡 ) = 2𝑀𝐴𝐷 (𝑢𝑛,𝑡 ).
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implies condition (M6) in Bat et al. [23], which is the Lindeberg-Feller condition.4 Theorem 2

establishes the asymptotic normality of Π̂ under these assumptions.

Theorem 2. Let 𝑋𝑡 = 𝑥𝑡 ⊗ 𝐼𝑁 be an 𝑁 (𝑁𝑝 + 1) × 𝑁 matrix and define

𝐾 =

𝑇∑︁
𝑡=1

𝑋𝑡 ¤Φ(0𝑁×1)𝑋′
𝑡 𝑎𝑛𝑑 𝑆 =

𝑇∑︁
𝑡=1

𝑋𝑡E[Ψ(𝑢𝑡)Ψ(𝑢𝑡)′]𝑋′
𝑡 (2.42)

Then, 𝑣𝑒𝑐(Π̂) is asymptotically normally distributed.

𝑆−1/2𝐾 (𝑣𝑒𝑐(Π̂) − 𝑣𝑒𝑐(Π)) 𝑑→ 𝑁 (0, 𝐼𝑁 (𝑁𝑝+1)) (2.43)

Proof. From 𝑦𝑡 = Π𝑥𝑡 + 𝑢𝑡 ,

𝑦𝑡 = 𝑣𝑒𝑐(𝑦𝑡) = 𝑣𝑒𝑐(Π𝑥𝑡 + 𝑢𝑡) = (𝑥′𝑡 ⊗ 𝐼𝑁 )𝑣𝑒𝑐(Π) + 𝑣𝑒𝑐(𝑢𝑡) = 𝑋′
𝑡 𝑣𝑒𝑐(Π) + 𝑢𝑡 (2.44)

We only need to prove that Assumption 9 implies condition (M6) in [23]. Let 𝑆𝑋 be

𝑆𝑋 =

𝑇∑︁
𝑡=1

𝑋𝑡𝑋
′
𝑡 =

𝑇∑︁
𝑡=1

(𝑥𝑡 ⊗ 𝐼𝑁 ) (𝑥𝑡 ⊗ 𝐼𝑁 )′ =
𝑇∑︁
𝑡=1

(𝑥𝑡𝑥′𝑡) ⊗ 𝐼𝑁 = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡) ⊗ 𝐼𝑁 (2.45)

Then, 𝑋𝑡𝑆−1
𝑋
𝑋𝑡 can be expressed as

𝑋𝑡𝑆
−1
𝑋 𝑋𝑡 = (𝑥′𝑡 ⊗ 𝐼𝑁 ) ((

𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡) ⊗ 𝐼𝑁 )−1(𝑥𝑡 ⊗ 𝐼𝑁 ) (2.46)

= (𝑥′𝑡 ⊗ 𝐼𝑁 ) ((
𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)−1 ⊗ 𝐼𝑁 ) (𝑥𝑡 ⊗ 𝐼𝑁 ) (2.47)

= (𝑥′𝑡 (
𝑇∑︁
𝑡=1

𝑥𝑡𝑥
′
𝑡)−1𝑥𝑡) ⊗ 𝐼𝑁 (2.48)

= (𝑥′𝑡𝑆−1
𝑥 𝑥𝑡) ⊗ 𝐼𝑁 (2.49)

4The definition of 𝜚 satisfies conditions (M1) and (M2) in Bai et al. [23], so these conditions are omitted here.
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Then, we have

𝑡𝑟 (𝑋𝑡𝑆−1
𝑋 𝑋𝑡) = 𝑡𝑟 ((𝑥′𝑡𝑆−1

𝑥 𝑥𝑡) ⊗ 𝐼𝑁 ) = 𝑁𝑡𝑟 (𝑥′𝑡𝑆−1
𝑥 𝑥𝑡) (2.50)

Therefore, for fixed 𝑁 , Assumption 9 implies max𝑝+1≤𝑡≤𝑇 𝑡𝑟 (𝑋𝑡𝑆−1
𝑋
𝑋𝑡) → 0 as 𝑇 → ∞. Since

conditions (M1)–(M6) in Bai et al. [23] are satisfied, Equation (2.43) follows from Theorem 2.4

in Bai et al. [23]. □

2.5 Forecasting Macroeconomic Variables in the Post-COVID Period

In this section, we forecast a set of macroeconomic variables in the post-COVID period. Sim-

ilar empirical exercises have been conducted by Carriero et al. [7] and Lenza and Primiceri [50]

using monthly macroeconomic and financial variables drawn from the FRED-MD database. Car-

riero et al. [7] estimate a 16-variable outlier-augmented Bayesian VAR with 12 lags using data

from March 1959 to March 2021, and Lenza and Primiceri [50] estimate a 7-variable BVAR with

13 lags using data from December 1988 to May 2021. However, both studies rely on data ending in

mid-2021, leaving too few post-COVID observations to allow for a meaningful evaluation of fore-

cast accuracy during this period. By contrast, we use monthly data spanning March 1959 to June

2024 from the July 2024 vintage of the FRED-MD database to compare the forecast performance

of alternative VAR models in the post-COVID period.

2.5.1 Data and Potential Outliers

We estimate a 5-variable VAR with 12 lags using monthly macroeconomic variables. The

variables and their transformations are provided in Table 2.1.5 Following Lenza and Primiceri

[50], the interest rate is excluded from the model to avoid complications arising from the zero

lower bound (ZLB) on the federal funds rate, which was binding from late 2008 to late 2015

and again from March 2020 to March 2022. The ZLB period covers a substantial portion of the

post-COVID period, so including the federal funds rate can distort forecasts in this period. 6

5The transformations follow Carriero et al. [7], except that their analysis uses annualized growth rates.
6Instead, Carriero et al. [7] include only longer-term interest rates in their model. A similar approach could be

adopted in future research.
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Table 2.1: Variables and Transformations

Variable FRED-MD code Transformation
Industrial Production INDPRO Δ𝑙𝑜𝑔(𝑥𝑡) · 100
Real Consumption DPCERA3M086SBEA Δ𝑙𝑜𝑔(𝑥𝑡) · 100

Unemployment Rate UNRATE
Nonfarm Payrolls PAYEMS Δ𝑙𝑜𝑔(𝑥𝑡) · 100
PCE Price Index PCEPI Δ𝑙𝑜𝑔(𝑥𝑡) · 100

Note: Monthly observations from March 1959 to June 2024 are obtained from
the July 2024 vintage of FRED-MD database. All variables are transformed into
growth rates, except for the unemployment rate.

Figure 2.1 displays the transformed data, with potential outliers highlighted in each series. In

each plot, blue markers denote observations that are more than 3 IQRs from the sample median, and

red markers denote observations that are more than 5 IQRs from the sample median. The shaded

regions correspond to the NBER recession periods.7 Table 2.2 lists the dates of these potential

outliers. Observations on these dates are more than 3 IQRs from the sample median, as indicated

by the blue markers in Figure 2.1. The dates shown in bold correspond to observations more than

5 IQRs from the median, as indicated by the red markers in Figure 2.1.

Table 2.2: Dates of Potential Outliers

Variable Dates
Industrial Production 1959:07, 1959:08, 1959:12, 1964:11, 1974:11, 1974:12, 1980:05

Growth Rate 2008:09, 2008:12, 2009:01, 2020:03, 2020:04, 2020:06, 2020:07
2021:02, 2021:03

Real Consumption 1960:05, 1975:05, 1985:10, 1986:09, 1986:10, 1986:12, 1987:01
Growth Rate 2001:10, 2020:03, 2020:04, 2020:05, 2020:06, 2021:03

Unemployment Rate 2020:04, 2020:05
Nonfarm Payroll 1959:08, 1959:12, 1960:05, 1970:10, 1974:12, 1983:09,

Growth Rate 2008:11, 2008:12, 2009:01, 2009:02, 2009:03, 2009:04,
2020:03, 2020:04, 2020:05, 2020:06, 2020:07, 2020:08

Inflation Rate 1973:08, 1974:02, 1974:03, 1974:08, 1974:09, 1979:04,
1979:05, 1980:01, 1980:02, 1980:03, 2008:10, 2008:11

Note: A list of observations that are more than 3 IQRs from the sample median. The observations in bold are
more than 5 IQRs from the sample median.

As expected, the initial months of COVID-19 are classified as potential outliers for all variables

except the inflation rate. Although the inflation rate fell during the early stages of the pandemic,
7The choice of 5 IQRs follows [7], who treat such observations as missing in their SV-OutMiss model.
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(a) Industrial Production Growth Rate (b) Real Consumption Growth Rate

(c) Unemployment Rate (d) Nonfarm Payroll Growth Rate

(e) Inflation Rate

Figure 2.1: Data Series and Potential Outliers
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the magnitude was considerably smaller than during the global financial crisis (GFC). The most

severe months of the GFC are also classified as potential outliers in the growth rates of industrial

production and nonfarm payrolls, as well as in the inflation rate. While most potential outliers

coincide with recessions, some instances, such as those in the growth rate of real consumption

during the mid-1980s, are not associated with recessions. A similar pattern is observed for the

inflation rate, with clusters of potential outliers in 1973–1974 and 1979–1980, attributed to the

1973–1974 oil crisis and the resurgence of inflation in the late 1970s.

Figure 2.1c shows that no observations are highlighted in bold. This implies that there are no

potential outliers in the unemployment rate, which is counter-intuitive if the threshold is set too

high. In contrast, setting the threshold too low leads to the detection of too many potential outliers,

particularly in the growth rates of industrial production and nonfarm payrolls, as indicated by the

blue markers in Figures 2.1a and 2.1d. These findings suggest that the optimal threshold may

vary across variables, underscoring the importance of selecting variable-specific thresholds in a

data-dependent manner.

It is also important to emphasize that these are potential outliers and are not dropped or treated

as missing, as is common in the literature. Instead, all observations are retained in the estimation

process, as they continue to contain useful information. The identification of outliers using our

outlier-robust VAR model is discussed in the next section.

2.5.2 Identification of Outliers in the Full Sample

In this section, the VAR model is estimated via 𝐿1-penalized least squares using the full sample

from March 1959 to June 2024. Then, the outlier components in each variable are identified based

on the variable-specific threshold, which is defined as

𝜆𝑛 = 𝑐𝑛𝐼𝑄𝑅(𝑢̃𝑛,𝑡), 𝑛 = 1, ..., 5 (2.51)
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where 𝑢̃𝑛,𝑡 denotes the OLS residual of the regression of 𝑦𝑛,𝑡 on 𝑥𝑡 . The constant 𝑐𝑛 is selected

via out-of-sample cross-validation from the candidate set {3, 3.5, 4, 4.5, 5}. The training sample

spans March 1959 to December 1999, and the test sample spans January 2000 to June 2024. The

estimated outlier components with very small magnitudes are treated as zeros to avoid classify-

ing borderline cases as outliers. Also, it should be noted that observations with non-zero outlier

components need not coincide exactly with the potential outliers listed in Figure 2.1.

Table 2.3: Probabilities of Outliers in the Full Sample

Probability (%)
Variable/Model Outlier-Robust VAR SVO [7] SVO-t [7]

Industrial Production Growth Rate 0.78 0.41 [0.08 1.21] 0.19 [0.01 1.61]
Real Consumption Growth Rate 0.78 0.53 [0.09 1.49] 0.13 [0.01 0.62]

Unemployment Rate 0.52 0.58 [0.19 1.33] 0.27 [0.03 0.85]
Nonfarm Payroll Growth Rate 0.52 1.32 [0.48 2.66] 0.48 [0.01 1.72]

Inflation Rate 0.65 0.38 [0.07 1.09] 0.11 [0.02 0.67]

Note: The probabilities of outliers estimated from each model are reported. For the SVO and SVO-t models, poste-
rior median probabilities are reported. Numbers in brackets denote the 95% credible intervals (the 0.025 and 0.975
posterior quantiles).

The second column of Table 2.3 reports the probabilities of outliers for each variable, defined

as the percentage of observations with non-zero outlier components estimated from our outlier-

robust VAR model. For comparison, we also report the probabilities of outliers estimated using

the two outlier-augmented Bayesian VAR models of Carriero et al. [7]: the Bayesian VAR model

infrequent volatility outliers (SVO) and the Bayesian VAR model with infrequent volatility outliers

and fat-tailed errors (SVO-t).8 A brief description of the differences between the SVO and SVO-

t models is provided in Appendix B.1. The last two columns of Table 2.3 report the posterior

median probabilities of outliers from the SVO and SVO-t models, together with their 95% credible

intervals (the 0.025 and 0.975 posterior quantiles). The second column shows that the estimated

probabilities of outliers in our outlier-robust VAR model range from 0.5 to 0.8 percent across all

variables. Our outlier-robust VAR model tends to identify more outliers than the SVO and SVO-t

models, but the estimates lie within the 95% credible intervals of the SVO and SVO-t estimates.
8These models are estimated using the replication codes available on the authors’ website (https://github.

com/elmarmertens/CCMMoutlierVAR-code), with appropriate modifications.
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Table 2.4: Dates of Identified Outliers

Variable Dates
Industrial Production Growth Rate 1964:11, 1974:11, 1974:12, 2008:09, 2020:03, 2020:04
Real Consumption Growth Rate 1986:12, 1987:01, 2001:10, 2020:03, 2020:04, 2020:05

Unemployment Rate 2020:03, 2020:04, 2020:05, 2020:06
Nonfarm Payroll Growth Rate 2020:03, 2020:04, 2020:05, 2020:06

Inflation Rate 1973:08, 2005:09, 2008:10, 2008:11, 2022:07

Note: The dates of the identified outliers are reported. Note that these dates are not identical to the potential outliers
reported in Table 2.2.

To facilitate comparison with the potential outliers listed in Table 2.2, the dates of the identified

outliers for each variable are reported in Table 2.4. The initial months of COVID-19 are classified

as outliers for all variables except the inflation rate. The outlier in the inflation rate observed in

July 2022 is likely to be attributed to the Federal Reserve’s rapid tightening of monetary policy,

which began in March 2022. The GFC is also identified as an outlier, specifically in the growth rate

of industrial production and in the inflation rate. Overall, the number of outliers identified in the

outlier-robust VAR model is smaller than the number of potential outliers, with the exception of

the unemployment rate. This finding suggests that a two-step procedure for detecting and treating

outliers prior to estimation may be too conservative.

Figure 2.2 displays the regularized residuals and the estimated outlier components. Recall

that the outlier component can be positive or negative because no restriction is imposed on its

sign. However, as shown in Figure 2.2, most of the non-zero outlier components are negative.

The exception is the unemployment rate, since the unemployment rate rises in economic turmoils.

For example, large negative outliers appear in the growth rates of industrial production, real con-

sumption, and nonfarm payrolls at the onset of COVID-19. In the cases of real consumption and

nonfarm payrolls, these negative outliers are followed by smaller positive outliers, reflecting the

sharp rebound in these variables. Negative outliers are also observed in the growth rate of industrial

production and in the inflation rate during the GFC. Overall, non-zero outlier components tend to

occur during recession periods, supporting the view that irregularities in macroeconomic data are

associated with recessions.
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(a) Industrial Production Growth Rate (b) Real Consumption Growth Rate

(c) Unemployment Rate (d) Nonfarm Payroll Growth Rate

(e) Inflation Rate

Figure 2.2: Regularized Residuals and Estimated Outlier Components
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Table 2.5: Mean Absolute Errors for the Standard VAR and the Outlier-Robust VAR

Models
Variable Standard VAR Outlier-Robust VAR

Industrial Production Growth Rate 0.56 0.54
Real Consumption Growth Rate 0.46 0.43

Unemployment Rate 0.20 0.15
Nonfarm Payroll Growth Rate 0.24 0.15

Inflation Rate 0.13 0.12

Note: The mean absolute errors of the standard VAR and the outlier-robust VAR are reported.

Table 2.5 reports the mean absolute error (MAE), a robust measure of in-sample fit, for both

models. The outlier-robust VAR yields lower MAEs than the standard VAR for all variables. In

addition to in-sample fit, forecasting performance is a key criterion for evaluating a VAR model.

Accordingly, we compare the forecast accuracy of the outlier-robust VAR with that of alternative

VAR specifications.

2.5.3 Graphical Illustration of Forecasts Generated in April 2020

The economic impact of COVID-19 became apparent in March and April 2020 following the

introduction of lockdown measures in mid-March. At the onset of the pandemic, it was unclear

how the sudden changes in economic conditions that generated extreme observations should be

interpreted and treated. In this section, we illustrate how these initial economic disruptions affect

the forecasts generated in April 2020. We estimate the standard VAR, the outlier-robust VAR, and

the SVO models using data from March 1959 to April 2020. We then produce forecasts up to 24

months ahead from each model and compare them with the realized data.

First, we compare the forecasts from the standard VAR and the outlier-robust VAR with the

realized data. In Figure 2.3, the black lines represent the realized data from April 2020 to April

2022. The blue lines represent the average forecasts from the standard VAR for May 2020 to April

2022, with dashed blue lines indicating the corresponding 95% confidence intervals. The red lines

represent the average forecasts from the outlier-robust VAR, with dashed red lines indicating the

corresponding 95% confidence intervals.
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(a) Industrial Production Growth Rate (b) Real Consumption Growth Rate

(c) Unemployment Rate (d) Nonfarm Payroll Growth Rate

(e) Inflation Rate

Figure 2.3: Realized Data and Forecasts from the Standard VAR and the Outlier-Robust VAR
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Figure 2.3 shows that the outlier-robust VAR model produces forecasts that follow the realized

data more closely, as shown by the proximity of the red lines to the black lines relative to the blue

lines. The only exception occurs for the unemployment rate, as both models tend to over-predict

the path of the unemployment rate. One possible explanation is that our VAR specification does

not include variables related to monetary and fiscal policies, so the large-scale policy measures

implemented by the Federal Reserve and fiscal authorities in response to the pandemic are not

captured by the model. The standard VAR model, however, forecasts a negative unemployment

rate in 2022, which is counter-intuitive. Overall, Figure 2.3 shows that the forecasts from the

standard VAR exhibit excessive variability, whereas those from the outlier-robust VAR are more

stable and more closely aligned with the realized data.

Next, we compare the forecasts from the outlier-robust VAR model with those from the SVO

model [7].9 Figure 2.4 presents this comparison. The black lines represent the realized data.

The blue lines represent the posterior median forecasts from the SVO model, and the dashed blue

lines indicate their 95% credible intervals. The red lines represent the average forecasts from the

outlier-robust VAR, and the dashed red lines indicate their 95% confidence intervals.10

Overall, the forecasts from both the outlier-robust VAR model and the SVO model closely

track the realized data. The main exception is in the inflation forecasts between September 2020

and January 2021. The outlier-robust VAR predicts a short-term increase in the inflation rate

from -2% to 2% during this period, while the SVO forecasts remain stable at approximately -

1%. Also, the outlier-robust VAR tends to over-predict the path of the unemployment rate in

the near term relative to the SVO model. However, the difference is not statistically significant.

Both models tend to under-predict the rebounds in the growth rates of industrial production, real

consumption, and nonfarm payrolls in mid-2020. Again, this may be attributable to the fact that

our VAR specification does not include policy-related variables. Finally, the confidence intervals

associated with the outlier-robust VAR forecasts are comparable to, or narrower than, the credible

9The forecasts from the SVO and SVO-t models are almost identical, so we report results only for the SVO model.
10The forecasts from the outlier-robust VAR in Figure 2.4 are identical to those in Figure 2.3, but are presented on

different scales.
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intervals of the SVO forecasts.

In this section, we presented only graphical illustrations of forecasts generated at a specific

point in time across different models. The next section evaluates the out-of-sample forecasting

performance of these models over the post-COVID period.

2.5.4 Out-of-Sample Forecast Performance in the Post-COVID Period

This section evaluates the out-of-sample forecast performance in the post-COVID period. Car-

riero et al. [7] conducted a similar exercise using the SVO and SVO-t models, but the evaluation

window is restricted to the period between January 1975 and December 2017 due to limited post-

COVID data. Here, we compare the forecast performance of the standard VAR model, the outlier-

robust VAR model, and the SVO model over the evaluation period from March 2020 to June 2023.

Forecasts are generated each month during this evaluation period. The forecast horizons range

from 1 to 12 months, reflecting the relatively short span of data available since the onset of the

pandemic. At each forecast origin, the models are re-estimated using expanding samples begin-

ning in March 1959.11

Forecast accuracy is evaluated using two metrics: the root mean squared forecast error (RMSFE),

the conventional benchmark for forecast accuracy, and the mean absolute forecast error (MAFE),

which is more robust to extreme values.

The ℎ-month-ahead RMSFE for variable 𝑛 is defined as

𝑅𝑀𝑆𝐹𝐸 (𝑛, ℎ) =

√√√
1

40

𝐽𝑢𝑛𝑒2023∑︁
𝑡=𝑀𝑎𝑟𝑐ℎ2020

(𝑦𝑛,𝑡+ℎ − 𝑦̂𝑛,𝑡+ℎ|𝑡)2 (2.52)

and the ℎ-month-ahead MAFE for variable 𝑛 is defined as

𝑀𝐴𝐹𝐸 (𝑛, ℎ) = 1
40

𝐽𝑢𝑛𝑒2023∑︁
𝑡=𝑀𝑎𝑟𝑐ℎ2020

|𝑦𝑛,𝑡+ℎ − 𝑦̂𝑛,𝑡+ℎ|𝑡 | (2.53)

11All data are drawn from the July 2024 vintage of FRED-MD, and we abstract from issues related to real-time data
availability.
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(a) Industrial Production Growth Rate (b) Real Consumption Growth Rate

(c) Unemployment Rate (d) Nonfarm Payroll Growth Rate

(e) Inflation Rate

Figure 2.4: Realized Data and Forecasts from the Outlier-Robust VAR and the SVO
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where 𝑦𝑛,𝑡+ℎ|𝑡 denotes the ℎ-month-ahead forecast for 𝑦𝑛,𝑡+ℎ made at time 𝑡.

Table 2.6 reports the relative RMSFE and MAFE of the point forecasts from the robust VAR

and the SVO, using the standard VAR as the benchmark (denominator), at forecast horizons of 1,

4, 8, and 12 months.12 A value below one indicates an improvement in forecast accuracy for the

outlier-robust VAR or the SVO relative to the standard VAR.

Table 2.6: Relative RMSFE and MAFE for the Outlier-Robust VAR and the SVO

Relative RMSFE (Baseline: Standard VAR)
Model Outlier-Robust VAR SVO

Variables/Horizons (months) 1 4 8 12 1 4 8 12
Industrial Production Growth Rate 1.00 0.99 0.99 1.00 1.34 1.47 1.13 1.05
Real Consumption Growth Rate 1.00 0.96 1.00 1.00 1.19 1.09 1.03 1.00

Unemployment Rate 1.01 1.03 1.02 0.93 0.61 1.72 3.88 5.58
Nonfarm Payroll Growth Rate 1.00 0.75 0.92 1.03 1.11 2.35 2.44 2.35

Inflation Rate 0.99 0.98 0.99 1.00 0.98 1.18 1.13 1.48

Relative MAFE (Baseline: Standard VAR)
Model Outlier-Robust VAR SVO

Variables/Horizons (months) 1 4 8 12 1 4 8 12
Industrial Production Growth Rate 0.95 1.00 0.98 1.00 1.37 1.33 1.08 1.06
Real Consumption Growth Rate 1.02 0.94 1.02 0.97 1.20 1.14 1.09 0.94

Unemployment Rate 1.00 0.98 0.93 0.83 0.39 1.05 1.87 2.67
Nonfarm Payroll Growth rate 0.87 0.60 0.87 1.05 1.03 1.07 1.47 1.75

Inflation Rate 0.99 0.98 0.99 1.00 0.94 1.11 1.15 1.37

Note: The relative forecast accuracy of the outlier-robust VAR and the SVO relative to the standard VAR,
which serves as the baseline (denominator), is reported. A value below one indicates an improvement over the
baseline.

The upper panel of Table 2.6 shows that the relative RMSFE values of the outlier-robust VAR

are generally close to one, with the exception of the 12-month-ahead forecast of the unemployment

rate and the 4- and 8-month-ahead forecasts of payroll growth. The forecast accuracy improves

substantially for payroll growth at the 4-month-ahead horizon. The lower panel of Table 2.6 indi-

cates that the outlier-robust VAR generally produces more accurate forecasts when evaluated using

MAFE. The improvements are especially pronounced for payroll growth across horizons.

On the other hand, the forecast performance of the SVO model varies considerably across

12The corresponding levels of RMSFE and MAFE are reported in Appendix B.2.
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variables and horizons. Its forecast accuracy is generally lower than that of the standard VAR,

except for the 1-month-ahead forecasts of unemployment and inflation. To assess whether this

result is sensitive to the choice of variables included in the model, we repeat the analysis using the

original 16-variable VAR model of Carriero et al. [7]. The results, reported in Appendix B.3, show

that the SVO improves the forecasts for financial variables but not necessarily for macroeconomic

variables.

2.6 Conclusion

We propose an outlier-robust VAR model that decomposes the reduced-form error into a regular

component and an outlier component. The VAR coefficients are estimated via penalized least

squares with an 𝐿1 penalty imposed on the outlier component. The resulting estimator of the VAR

coefficients is shown to be equivalent to the multivariate Huber M-estimator, and its asymptotic

normality is established. As an empirical application, we consider a 5-variable VAR model that

includes the monthly growth rate of industrial production, the growth rate of real consumption,

the unemployment rate, the growth rate of nonfarm payrolls, and the inflation rate. Out-of-sample

forecast results for the post-COVID period indicate that the outlier-robust VAR model generates

more accurate forecasts than both the standard VAR model and the outlier-augmented Bayesian

VAR models of Carriero et al. [7].
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Chapter 3: High-Dimensional Macroeconomic Forecasting with Bayesian

Shrinkage and Variable-Selection Models

3.1 Introduction

The increasing availability of large datasets, together with advances in statistics, machine learn-

ing, and econometrics, has spurred growing interest in high-dimensional models spanning both

linear and non-linear specifications. Linear models are broadly classified as either dense or sparse.

Dense models, such as ridge regression, assume that all available predictors contribute to pre-

diction, even if their individual predictive power is small, and therefore rely on regularization or

shrinkage techniques to mitigate overfitting. In contrast, sparse models, such as the Lasso, im-

pose variable-selection by retaining only a subset of variables with the strongest predictive power.

Tree-based models, including regression trees and random forests, are often used to capture non-

linear relationships between the predictors and the outcome variable. Although these models are

frequently used in high-dimensional settings, it remains an open question whether they outperform

linear models in macroeconomic forecasting.

High-dimensional models can be formulated within both frequentist and Bayesian frameworks,

and many frequentist procedures admit natural Bayesian counterparts. For example, Park and

Casella [8] develop the Bayesian Lasso as a Bayesian adaptation of the Lasso [69]. Likewise, ridge

regression and the elastic net, both of which are popular regularization techniques in the frequentist

framework, have corresponding Bayesian formulations, commonly referred to as Bayesian ridge

regression and the Bayesian elastic net.

Bayesian methods play a central role in modern macroeconomic forecasting by providing a

flexible and coherent framework to handle parameter uncertainty, incorporate prior beliefs, and

generate probabilistic forecasts. Bayesian dynamic factor models (DFMs), for example, have be-
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come standard tools for nowcasting GDP and other key macroeconomic indicators, as they extract

common signals from a large panel of time series through a small number of latent factors. The

New York Fed’s Staff Nowcast 2.0 [70], for example, adopts a Bayesian DFM with stochastic

volatility and outlier adjustment to generate real-time forecasts of GDP growth rates, accompa-

nied by predictive intervals that quantify uncertainty. Similarly, Antolin-Diaz et al. [71] develop

a Bayesian DFM that accounts for heterogeneous lead–lag dynamics and fat-tailed errors, demon-

strating that these features substantially improve both point and density forecasts.

As mentioned by Ni and Sun [72], Bayesian methods offer several advantages over their fre-

quentist counterparts. First, they provide a flexible framework for accommodating empirical fea-

tures such as heteroskedasticity, serial correlation, and fat-tailed errors, all of which are common in

macroeconomic and financial data. Second, Bayesian inference can be more reliable in small sam-

ples, a common setting in macroeconomics given the limited span of many time series. By contrast,

frequentist inference typically relies on large-sample approximations, which may perform poorly

when the sample size is limited.

These advantages become even more pronounced in high-dimensional settings, where the num-

ber of predictors is large relative to the sample size. Kyung et al. [73] show that Bayesian shrinkage

methods yield valid posterior distributions. By contrast, the frequentist Lasso is known to produce

biased estimates for larger coefficients, and its oracle properties often fail to hold Fan and Li [74].1

Moreover, Kyung et al. [73] demonstrate that bootstrap-based standard errors for the frequentist

Lasso are often unstable and may perform poorly in practice, particularly when the true coefficients

are close to zero, leading to unreliable inference. Finally, Bayesian models are often formulated

within hierarchical frameworks that enable adaptive, data-driven regularization by placing hyper-

priors on regularization parameters. This structure allows the degree of shrinkage or sparsity to

be learned from the data rather than fixed ex-ante, hence enhancing flexibility and robustness in

high-dimensional environments.

In this regard, this study focuses exclusively on Bayesian models. In particular, we examine the

1To recover the oracle property, Zou [75] proposes the adaptive Lasso estimator.
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Bayesian Lasso model and a spike-and-slab model. The performance of these methods is evaluated

relative to a widely used Bayesian tree-based model, Bayesian Additive Regression Trees (BART).

3.1.1 Bayesian Shrinkage and Variable-Selection Models

The Bayesian Lasso [8] provides a hierarchical Bayesian formulation of the frequentist Lasso

by specifying conditionally normal priors for the regression coefficients with exponential priors

for their variances. Unlike the frequentist Lasso, however, it does not yield exact sparsity. The

posterior distributions of the regression coefficients are continuous and therefore rarely place pos-

itive mass at zero. As noted by Park and Casella [8], Bayesian Lasso estimates typically represent

a compromise between the frequentist Lasso and ridge estimates, although their posterior medians

are numerically close to the frequentist Lasso estimates. This behavior stems from the proper-

ties of the hierarchical prior, which shrinks weak predictors toward zero without eliminating them

entirely. Consequently, the Bayesian Lasso does not produce an exact sparse representation.

Besides the Bayesian Lasso, a broader class of Bayesian shrinkage methods has been developed

by specifying alternative priors for the regression coefficients. Prominent examples include the

horseshoe model [76] that imposes a half-Cauchy prior, the Bayesian elastic net [77] that imposes

a truncated Gamma prior, and the lava model [78] that imposes a shifted exponential prior. These

models do not induce exact sparsity, as their posterior distributions remain continuous and therefore

do not assign positive mass at zero to the regression coefficients.

In contrast, the spike-and-slab model, originally introduced by Mitchell and Beauchamp [79],

formalizes sparsity through an explicit variable-selection mechanism within a Bayesian frame-

work.2 Subsequent studies, notably George and McCulloch [80, 81], have extended this frame-

work by replacing the uniform slab with a mixture of normal distributions having distinct scales,

hence yielding a more computationally tractable specification.

This study adopts a recent variant of the spike-and-slab model proposed by Giannone et al.

[9], which specifies a mixture prior consisting of a point mass at zero and a normal distribution.

2The model derives its name from the mixture prior proposed by Mitchell and Beauchamp [79], which combines a
point mass at zero (the “spike”) with a uniform distribution (the “slab”).
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This formulation preserves exact sparsity while allowing the slab component to follow a Gaussian

distribution, as in George and McCulloch [80, 81] and Ishwaran and Rao [82]. By modeling the

inclusion probability of each variable with a Bernoulli distribution, the framework enables a direct

assessment of variable relevance by examining the posterior probability of including each variable.

3.1.2 Addressing Fat-Tailed Errors

Forecasting models typically assume that forecast errors follow a normal distribution. In prac-

tice, however, this assumption is frequently violated, particularly in macroeconomic applications

where empirical evidence suggests the presence of non-Gaussian features, such as skewness and fat

tails, in macroeconomic data. Acemoglu et al. [83] provide a theoretical rationale for these non-

Gaussian features, demonstrating that the interaction between idiosyncratic shocks and sectoral

heterogeneity can give rise to aggregate fluctuations that deviate from normality.

To better account for fat-tailed behavior and other departures from normality, a growing body

of studies has advocated the use of non-Gaussian distributions for modeling forecast errors. For

example, Ni and Sun [72] estimate a Bayesian VAR model under multivariate t-distributed errors.

Similarly, Curdia et al. [84] incorporate t-distributed shocks into a Bayesian dynamic stochas-

tic general equilibrium (DSGE) model. Karlsson and Mazur [85] compare alternative distribu-

tional assumptions, including multivariate normal, t, Laplace, and mixture distributions, within a

Bayesian VAR setting and demonstrate how these choices affect posterior inference and predictive

performance.

Motivated by these studies, we consider both normally distributed and t-distributed error spec-

ifications when modeling predictive errors in linear models. Allowing for t-distributed errors en-

ables the model to better capture fat-tailed behaviors and outliers that are frequently observed in

macroeconomic data.
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3.1.3 Bayesian Additive Regression Trees (BART)

In modern machine learning and econometric forecasting, ensemble methods have become a

central tool for improving predictive performance. Among the most prominent techniques are

bagging [86], boosting [87, 88], random forests [89], and BART [10]. While all these methods

combine multiple trees to improve accuracy and stability, they differ substantially in methodology,

motivation, and theoretical foundations.

Bagging, also known as bootstrap aggregating, is a variance-reduction technique. It involves

creating a large number of trees, each trained on a different bootstrap sample of the original data.

The predictions from these trees are then averaged to reduce the variance of the predictions. Ran-

dom forests extend bagging by introducing an additional layer of randomness: at each split in a

tree, only a random subset of features is considered. This further reduces correlation among the

trees, leading to a more robust ensemble. Each tree in a random forest is typically grown to full

depth, and the aggregation process reduces the variance of the predictions.

Boosting, in contrast, is a sequential ensemble method aimed at reducing bias. Boosting con-

structs trees sequentially, with each new tree is trained to fit the residuals of the existing ensemble.

Gradient boosting [88] extends this idea to a regression framework by fitting new trees to the neg-

ative gradients of a differentiable loss function. A key hyperparameter is the learning rate, which

controls the contribution of each tree and thus the degree of regularization.

BART shares structural similarities with boosting in that both model the outcome as a sum

of trees. However, BART differs fundamentally from boosting in that it adopts a fully Bayesian

framework. It imposes priors on tree structures and terminal node parameters to regularize indi-

vidual trees rather than using a learning rate. The inference proceeds via Bayesian back-fitting

implemented via Markov Chain Monte Carlo (MCMC) algorithms, with each tree updated condi-

tionally on the others. Moreover, unlike boosting, BART maintains a fixed number of trees and

explicitly characterizes posterior uncertainty, producing predictive intervals with a clear proba-

bilistic interpretation.

In summary, although all four machine-learning methods seek to enhance predictive accuracy
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through the aggregation of decision trees, they differ fundamentally in their underlying mecha-

nisms. Bagging and random forests primarily reduce variance by averaging over de-correlated

trees, whereas boosting reduces bias through the sequential correction of residual errors. BART

integrates these objectives within a Bayesian framework, achieving regularization through prior

specification and uncertainty quantification via posterior inference.

3.1.4 Summary

This study evaluates the performance of Bayesian Lasso, spike-and-slab, and BART in predict-

ing the one-month-ahead growth rate of U.S. industrial production using 120 macroeconomic and

financial variables from the FRED-MD database. The main empirical findings are summarized as

follows.

First, the models frequently select variables that are also commonly included in traditional

macroeconomic models, such as VAR models, consistent with established predictors in the litera-

ture. Among these models, BART achieves the strongest in-sample fit, outperforming the Bayesian

Lasso and spike-and-slab models. However, the linear models exhibit superior out-of-sample fore-

cast accuracy relative to BART. Finally, allowing for Student-t predictive errors improves out-of-

sample forecast accuracy, highlighting the importance of accommodating fat-tailed behavior in in

macroeconomic time series.

The remainder of the paper is organized as follows. Sections 3.2 and 3.3 describe the linear

and tree-based models considered in this study. Section 3.4 outlines the empirical application and

data. Section 3.5 presents the empirical results. Section 3.6 concludes.

3.2 Bayesian Linear Regression Models

This study considers the following linear model to generate one-step-ahead forecasts of 𝑦𝑡 .

𝑦𝑡+1 = 𝜌𝑦𝑡 + 𝑥′𝑡𝛽 + 𝜖𝑡+1 (3.1)
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where 𝑥𝑡 is a 𝑘 × 1 vector of potential predictors, and 𝛽 is the corresponding vector of coefficients.

Both 𝑥𝑡 and 𝑦𝑡 are normalized to have zero means and unit variances. The lagged dependent

variable 𝑦𝑡 is always included in the model, so 𝜌 is not restricted to be zero. On the other hand, not

all variables in 𝑥𝑡 are useful predictors of 𝑦𝑡+1, and some elements of 𝛽 can be zero. Lastly, 𝜖𝑡+1 is

an i.i.d. error term with variance 𝜎2.

A limitation of this specification is that the model parameters are assumed to be constant over

time, while there is evidence of structural breaks and parameter instability in macroeconomic time

series (e.g., [90]; [91]; [92]; [93]; [94]). In this regard, Equation (3.1) can be modified to allow

time-varying parameters (TVPs). In fact, Belmonte et al. [95] employ a TVP version of the

Bayesian Lasso to forecast inflation in the Euro area. Also, the assumption on 𝜖𝑡+1 can be relaxed

to allow heteroskedasticity and serial correlation. Exploring these extensions is left for future

research.

Since 𝑦𝑡 is always included as a regressor, a flat prior is imposed on 𝜌 across all linear models.

On the other hand, 𝑥𝑡 is a collection of potential predictors that may or may not be included in

the model, requiring dimension-reduction via shrinkage or variable selection. The first approach

imposes shrinkage priors on 𝛽, with the Bayesian Lasso [8] as a prominent example. The second

approach specifies a prior for 𝛽 that consists of a mixture of a point mass at zero and a continuous

distribution. The most popular example is the spike-and-slab prior introduced by Mitchell and

Beauchamp [79]. By explicitly allowing coefficients to be exactly zero, the spike-and-slab prior

induces a sparse representation in Bayesian linear models and is widely employed for variable

selection. This study adopts a recent variant of this prior proposed by Giannone et al. [9].

3.2.1 Bayesian Lasso

The hierarchical representation of the model and the full conditional posterior are described in

Appendix C.1.1. The priors are summarized below. 𝑦𝑡 is always included in the model, but it is not
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the primary subject of interest. Accordingly, a flat prior is imposed on 𝜌. That is,

𝜌 ∼ flat (3.2)

The prior for 𝛽𝑖, which is the coefficient associated with predictor 𝑖, is specified as

𝛽𝑖 |𝜎2, 𝑣𝑖
𝑖𝑖𝑑∼ 𝑁 (0, 𝜎2𝑣𝑖) 𝑖 = 1, ..., 𝑘 (3.3)

where 𝑣𝑖 denotes the scale parameter. 𝑣𝑖 is assumed to follow

𝑣𝑖 ∼ 𝐸𝑥𝑝𝑜𝑛𝑒𝑛𝑡𝑖𝑎𝑙 (
𝜆2

2
), 𝜆 ≥ 0 (3.4)

where 𝜆2 is a shrinkage hyperparameter that governs the overall degree of shrinkage. Following

Park and Casella [8], a Gamma hyperprior is imposed on 𝜆2.

𝜆2 ∼ 𝐺𝑎𝑚𝑚𝑎(𝑎𝜆, 𝑏𝜆) (3.5)

where 𝑎𝜆 and 𝑏𝜆 denote the shape and rate hyperparameters. Park and Casella [8] mention that an

improper hyperprior (𝑎𝜆 = 𝑏𝜆 = 0) yields an improper posterior. Therefore, the hyperparameters

are set to 𝑎𝜆 = 1 and 𝑏𝜆 = 1/𝜆2
𝐿𝑎𝑠𝑠𝑜

, where 𝜆𝐿𝑎𝑠𝑠𝑜 denotes the tuning parameter from the Frequen-

tist Lasso that yields approximately 50% non-zero coefficients. Under this specification, the prior

mean of 𝜆2 is 𝜆2
𝐿𝑎𝑠𝑠𝑜

.

3.2.2 Spike-and-Slab

The hierarchical representation of the model and the full conditional posterior distributions are

described in Appendix C.1.2. As in the Bayesian Lasso, a flat prior is imposed on 𝜌. The prior for

𝛽 is specified as a conditionally normal prior, similar to that used in the Bayesian Lasso, but with

a modified structure that performs variable selection. Specifically,
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𝛽𝑖 |𝜎2, 𝛾2, 𝑞
𝑖𝑖𝑑∼ 𝑁 (0, 𝜎2𝛾2𝑣𝑖) 𝑖 = 1, ..., 𝑘 (3.6)

where 𝑣𝑖 ∼ 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝑞), 𝑞 ∈ [0, 1] (3.7)

Here, 𝑞 denotes the probability that predictor 𝑖 is included in the model, while 𝛾2 determines the

variance of 𝛽𝑖 when predictor 𝑖 is included. Therefore, 𝑞 determines the sparsity of the model, while

𝛾2 determines the overall degree of shrinkage. The spike-and-slab prior for 𝛽𝑖 can be expressed as

𝛽𝑖 |𝜎2, 𝛾2, 𝑞
𝑖𝑖𝑑∼


𝑁 (0, 𝜎2𝛾2) with prob. 𝑞

0 with prob. 1 − 𝑞
, 𝑖 = 1, ..., 𝑘 (3.8)

indicating that 𝛽𝑖, conditional on 𝜎2, 𝛾2, and 𝑞, is either exactly zero with probability 1 − 𝑞 or

normally distributed with probability 𝑞. When 𝑞 = 1, this specification reduces to the Bayesian

ridge model.

The hyperpriors for 𝑞 and 𝛾2 follow Giannone et al. [9]. First, define

𝑅2(𝛾2, 𝑞) = 𝑞𝑘𝛾2

𝑞𝑘𝛾2 + 1
(3.9)

as the relative share of the variance of 𝑦𝑡 explained by 𝑥′𝑡𝛽. Then, uninformative beta hyperpriors

are imposed on 𝑞 and 𝑅2. That is,

𝑞 ∼ 𝐵𝑒𝑡𝑎(𝑎𝑞, 𝑏𝑞) (3.10)

𝑅2 ∼ 𝐵𝑒𝑡𝑎(𝑎𝑅2 , 𝑏𝑅2) (3.11)

with 𝑎𝑞 = 𝑏𝑞 = 𝑎𝑅2 = 𝑏𝑅2 = 1. Under this specification, the model remains agnostic as to whether

high dimensionality is addressed primarily through shrinkage or sparsity.
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3.2.3 Error Term Specifications

The baseline specification assumes that the error term 𝜖𝑡+1 follows a normal distribution with

mean zero and variance 𝜎2. An improper inverse-Gamma prior is imposed on 𝜎2.

𝜖𝑡+1
𝑖.𝑖.𝑑.∼ 𝑁 (0, 𝜎2) (3.12)

𝑝(𝜎2) ∝ 1
𝜎2 (3.13)

As discussed in Section 3.1.2, the literature suggests that addressing fat tails in errors can

improve predictive accuracy. Therefore, we also consider a second specification in which 𝜖𝑡+1

follows a Student-t distribution with 𝜈 degrees of freedom, denoted by 𝑡𝜈 (0, 𝜎2). That is,

𝜖𝑡+1
𝑖.𝑖.𝑑.∼ 𝑡𝜈 (0, 𝜎2) (3.14)

Then, 𝜖𝑡+1 admits the following hierarchical representation.

𝜖𝑡+1 |𝜂𝑡+1
𝑖𝑖𝑑∼ 𝑁 (0, 𝜂𝑡+1𝜎

2) (3.15)

𝜂𝑡+1 ∼ 𝐼𝐺 ( 𝜈
2
,
𝜈

2
) (3.16)

where 𝐼𝐺 (𝛼, 𝛽) denotes the inverse-Gamma distribution with shape parameter 𝛼 and scale param-

eter 𝛽. The prior for 𝜎2 and the hyperprior for 𝜈 are specified as

𝑝(𝜎2) ∝ 1
𝜎2 (3.17)

𝜈 ∼ 𝑈 (3, 30) (3.18)

where𝑈 (3, 30) denotes the uniform distribution on [3, 30].

These specifications for 𝛽 and 𝜖𝑡+1 give rise to four distinct models. A summary of these

specifications is provided in Table 3.1.
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Table 3.1: Bayesian Linear Regression Models

Bayesian Lasso Spike-and-Slab
Gaussian Error BLasso SS
Student-t Error BLasso-t SS-t

The Bayesian Lasso and spike-and-slab models under Gaussian errors are denoted by BLasso

and SS, respectively. Their counterparts with t-distributed errors are denoted by BLasso-t and SS-t.

3.2.4 MCMC Algorithm

A Gibbs sampling algorithm is used to update most of the unknown parameters. In models with

Student-t errors (BLasso-t and SS-t), 𝜈 is updated via a Metropolis-Hastings step embedded within

the Gibbs sampler.3 The results are based on 1.1 million MCMC draws, with the initial 100,000

draws discarded as burn-in and the remaining 1 million draws are used for posterior inference.

3.3 BART

Linear models impose a linear functional relationship between the dependent variable and the

set of potential predictors, so they are unable to capture non-linear relationships between them. In

contrast, tree-based models are non-linear models that are flexible enough to approximate a wide

range of functional forms. A prominent example is the BART model [10].

A limitation of BART is that it does not guarantee the inclusion of a particular predictor, such

𝑦𝑡 , in each tree. Moreover, splitting 𝑦𝑡 does not replicate the interpretation of autoregressive de-

trending inherent in linear model. To address this problem, we adopt a two-step approach. First,

we obtain the residual from the OLS regression of 𝑦𝑡+1 on 𝑦𝑡 , denoted by 𝑦̃𝑡+1. That is, 𝑦̃𝑡+1 is

defined as

𝑦̃𝑡+1 = 𝑦𝑡+1 − 𝑦̂𝑡+1 = 𝑦𝑡+1 − 𝜌̂𝑦𝑡 (3.19)

where 𝜌̂ denotes the OLS estimate of the autoregressive coefficient. In the second step, the BART

3The acceptance rate of the Metropolis-Hastings step quickly stabilizes at approximately 35-40%.

67



predictive model is constructed using 𝑦̃𝑡+1 as the dependent variable. That is,

𝑦̃𝑡+1 =

𝐿∑︁
𝑙=1

𝑔𝑙 (𝑥𝑡 ;𝑇𝑙 , 𝑀𝑙) + 𝜖𝑡+1 (3.20)

where 𝑔𝑙 (𝑥𝑡 ;𝑇𝑙 , 𝑀𝑙) is the prediction from the 𝑙𝑡ℎ tree that depends on 𝑇𝑙 and 𝑀𝑙 . 𝑇𝑙 denotes the

𝑙𝑡ℎ binary tree structure, and 𝑀𝑙 = [𝜇𝑙1, ..., 𝜇𝑙𝑏𝑙 ] denotes the vector of terminal node parame-

ters associated with 𝑇𝑙 , where all observations assigned to terminal node 𝑏 share the same value

𝜇𝑖𝑏. Equation (3.20) implies that 𝑦̃𝑡+1 is the sum of the terminal node parameters across all trees.

Therefore, {(𝑇1, 𝑀1)}𝐿𝑙=1 and 𝜎2 are the set of unknown parameters to be estimated.

To specify priors for the unknown parameters, {(𝑇1, 𝑀1)}𝐿𝑙=1 are assumed to be mutually inde-

pendent and independent of 𝜎2. Also, the terminal node parameters within each tree, denoted by

{{𝜇𝑙𝑚}𝑏𝑙𝑚=1}
𝐿
𝑙=1, are also assumed to be independent, following Chipman et al. [10]. Then,

𝑝((𝑇1, 𝑀1), ..., (𝑇𝐿 , 𝑀𝐿), 𝜎) = [Π𝐿
𝑙=1𝑝(𝑇1, 𝑀1)]𝑝(𝜎) (3.21)

= [Π𝐿
𝑙=1𝑝(𝑀𝑙 |𝑇1)𝑝(𝑇𝑙)]𝑝(𝜎) (3.22)

= [Π𝐿
𝑙=1 [Π

𝑏𝑙
𝑚=1𝑝(𝜇𝑙𝑚 |𝑇1)]𝑝(𝑇𝑙)]𝑝(𝜎) (3.23)

where the last equality follows from the definition of 𝑀𝑙 = [𝜇𝑙1, ..., 𝜇𝑙𝑏𝑙 ], which denotes the vector

of terminal node parameters associated with 𝑇𝑙 .

3.3.1 Prior Specification

The prior for 𝑝(𝑇𝑙) consists of three components: (i) the probability that a node at depth 𝑑 (=

0, 1, 2, ...) would split (non-terminal), which is given by

𝛼(1 + 𝑑)−𝛽, where 𝛼 ∈ (0, 1) and 𝛽 ∈ [0,∞) (3.24)

(ii) the distribution over the choice of splitting variables at each interior node, and (iii) the dis-

tribution over the splitting rules at each interior node, conditional on the selected splitting variable.
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A uniform prior over the available predictors is used for (ii), and a uniform prior over the discrete

set of available splitting values is used for (iii).

The prior for 𝜇𝑙𝑚 |𝑇𝑙 is specified as

𝜇𝑙𝑚 |𝑇𝑙 ∼ 𝑁 (𝜇𝜇, 𝜎2
𝜇) (3.25)

and the prior for 𝜎2 is specified as

𝜎2 ∼ 𝐼𝐺 ( 𝜈
2
,
𝜈𝜆

2
) (3.26)

3.3.2 Choice of Hyperparameters

The hyperparameters for BART that need to be specified are: 𝐿, 𝛼, 𝛽, 𝜇𝜇, 𝜎𝜇, 𝜈, and 𝜆. These

hyperparameters are set using a combination of fixed values and data-driven calibration. The

number of trees is fixed at the commonly used default value 𝐿 = 200. For the tree structure prior,

the default values 𝛼 = 0.95 and 𝛽 = 2 are adopted. The hyperparameters 𝜇𝜇 and 𝜎𝜇 are calibrated

so that the prior distribution of the regression function, 𝐸 [ 𝑦̃ |𝑥] ∼ 𝑁 (𝐿𝜇𝜇, 𝐿𝜎2
𝜇) places substantial

probability mass within the range (min( 𝑦̃),max( 𝑦̃)). This is implemented by transforming 𝑦̃ to

𝑦̌ =
𝑦̃ − min( 𝑦̃) + max( 𝑦̃)
2(max( 𝑦̃) − min( 𝑦̃)) (3.27)

so that 𝑦̌ ∈ (−0.5, 0.5), with min( 𝑦̌) = −0.5 and max( 𝑦̌) = 0.5. Under this transformation, we set

𝜇𝜇 = 0 and 𝜎𝜇 = 0.5
𝑣
√
𝐿

, using the default choice 𝑣 = 2.4 For the prior for 𝜎2, 𝜈 is set to 𝜈 = 3 and

𝜆 is calibrated to satisfy 𝑃(𝜎2 < 𝑠2 |𝜈, 𝜆) = 0.9, where 𝑠2 is the variance of residuals from an OLS

regression of 𝑦̃ on 𝑥.

3.3.3 Implementation

The BART model is estimated using the BART package in R, available at http://cran.

r-project.org/.

4When 𝑣 = 2, the prior 𝑁 (𝐿𝜇𝜇, 𝐿𝜎2
𝜇) assigns approximately 95% probability to the interval (−0.5, 0.5).
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3.4 Data

For the empirical application, we forecast the one-month-ahead growth rate of U.S. industrial

production using 120 potential predictors from the FRED-MD database. Figure 3.1 Shows the

monthly growth rate of U.S. industrial production from February 1960 to December 2024. Red

markers indicate observations whose distance from the sample median exceeds 5 IQRs. These

observations correspond to September 2008 and March, April, and June 2020. Notably, the trough

of the Global Financial Crisis and the initial months of the COVID-19 pandemic appear as potential

outliers in the dependent variable.

Note: Red dots are observations that are more than 5 IQRs away from the sample
median. The shaded regions are the NBER recession dates.

Figure 3.1: Monthly Growth Rate of U.S. Industrial Production

Potential predictors are obtained from the FRED-MD database, which contains 126 monthly

macroeconomic variables spanning a broad range of indicators, including output, income, con-

sumption, new orders, survey measures, labor market conditions, housing activity, consumer and

producer prices, monetary aggregates, credit variables, and asset prices. Five variables (ACOGNO,
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ANDENOx, TWEXAFEGSMTHx, UMCSENTx, and VIXCLSx) are excluded to construct a bal-

anced panel. The set of potential predictors is formed using the remaining 120 variables, and a

constant term is included in the regression. The sample spans February 1960 to December 2024,

and all series are transformed to ensure stationarity. The January 2025 vintage of the database is

used. In this study, we abstract from observations with high leverage values, which are regarded

as outliers in the predictors. The list of potential predictors is provided in Appendix C.3.

3.5 Results

3.5.1 Bayesian Lasso

In this section, the BLasso and BLasso-t models are estimated using the sample spanning

February 1960 to December 2024. The posterior distribution of 𝜆2, the shrinkage parameter in

both models, is reported in Figure 3.2.

(a) BLasso (b) BLasso-t

Figure 3.2: Posterior Distributions of 𝜆2

The posterior median of 𝜆2 is 1.41 in the BLasso model and 1.42 in the BLasso-t model, respec-

tively. These nearly identical values indicate that the overall degree of shrinkage in the Bayesian

Lasso is largely unaffected by the assumed error distribution. Nevertheless, the statistical signif-

icance of each predictor depends jointly on its point estimate and the associated credible interval
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(CI). Figure 3.3 reports the 95% CIs for the regression coefficients in each model. Each blue dot

represents the posterior median estimate, and each bar represents the 95% CI. In the BLasso model,

19 coefficients have credible intervals that exclude zero, whereas only 13 coefficients exhibit cred-

ible intervals that exclude zero in the BLasso-t model.

(a) BLasso (b) BLasso-t

Figure 3.3: Posterior 95% Credible Intervals for Regression Coefficients

Predictors commonly identified as statistically significant can be classified into several broad

economic categories. These include income (real personal income), consumption (real personal

consumption), employment (e.g., nonfarm payrolls and construction payroll), housing market (new

private housing permits), inventories (total business inventories), monetary aggregates (real M2,

the monetary base, total reserves, and non-borrowed reserves), credit (real estate loans), interest

rates (the 3-month Treasury bill rate and corporate bond yields), exchange rates (the Japan/U.S.

exchange rate), prices (the consumer price index), and wages (average hourly earnings). Notably,

these predictors are commonly used in standard macroeconomic models.

3.5.2 Spike-and-Slab

In this section, the SS and SS-t models are estimated using the sample spanning February

1960 to December 2024. We report the posterior distribution of 𝑞, which represents the overall

probability of inclusion, as well as the probability of including each predictor. The probability of
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including a predictor is computed as follows. Let 𝑀 denote the number of posterior draws. In the

𝑚𝑡ℎ draw, predictor 𝑖 is either included (𝑧(𝑚)
𝑖

= 1) or excluded (𝑧(𝑚)
𝑖

= 0). Then, the probability of

including a predictor 𝑖 is given by 1
𝑀

∑𝑀
𝑚=1 𝑧

(𝑚)
𝑖

.

(a) SS

(b) SS-t

Figure 3.4: Posterior Distributions of 𝑞 and Inclusion Probabilities for Each Predictor

Figure 3.4 presents the marginal posterior distribution of 𝑞, obtained by integrating out 𝛾2 from

the joint posterior distributions, along with the heat maps of the probabilities of including each

predictor. In the heat maps of Figure 3.4, each vertical stripe corresponds to a potential predictor,

and darker lines denote higher probabilities of inclusion. The top panel shows that the posterior

mean of q in the benchmark SS is 0.160, implying that 16% of the 120 predictors, equivalent to
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about 19 predictors, are likely to contribute to predicting the monthly growth rate of U.S. industrial

production. The bottom panel shows that the SS-t model favors a more parsimonious specification,

with a posterior median of 𝑞 equal to 0.128, which is lower than that of the SS model. The heat

maps show substantial heterogeneity in inclusion probabilities across predictors. Table 3.2 reports

the five predictors most frequently included in the SS model.

Table 3.2: Predictors Most Frequently Included in the Spike-and-Slab Model

Variable Name Description Percentage
PAYEMS Total Non-farm Payroll 99.50%

HWI Help-Wanted Index 98.25%
SRVPRD Service-providing Payroll 96.84%
IPNMAT Non-durable Goods and Materials Index 96.40%
USTPU Trade,Transportation, and Utilities Payroll 94.20%

PAYEMS (Total Nonfarm Payroll) measures total employment in the nonfarm sector and serves

as a broad indicator of overall labor market conditions. HWI (Help-Wanted Index) reflects labor

demand and firms’ hiring intentions based on job advertisements and is an indicator of labor market

conditions that measures the efficiency with which employers match vacancies to available work-

ers. SRVPRD (Service-Providing Payroll) measures employment in service-providing industries,

which account for a substantial share of U.S. output, thereby reflecting developments in domes-

tic demand and service-sector activity. IPNMAT (Industrial Production: Non-Durable Goods and

Materials) measures industrial production in non-durable goods and materials sectors. Finally,

USTPU (Trade, Transportation, and Utilities Payroll) measures employment in trade, transporta-

tion, and utilities sectors. These results suggest that labor market indicators contain substantial

predictive information for industrial production.

3.5.3 Posterior Distributions of 𝜈

Both the BLasso-t and SS-t models assume that the error term follows a Student-t distribution

with 𝜈 degrees of freedom, rather than a Gaussian distribution, to account for fat-tailed behavior in

the growth rate of industrial production. Figure 3.5 shows the posterior distributions of 𝜈 for the

BLasso-t and SS-t models.
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(a) BLasso-t (b) SS-t

Figure 3.5: Posterior Distributions of 𝜈

The posterior distribution of 𝜈 is centered around 5 in both models, indicating substantial de-

parture from normality and the presence of fat tails.

3.5.4 In-Sample Predictive Performance

We evaluate in-sample predictive performance using the sum of one-step-ahead log predictive

scores over the sample period, hereafter referred to as the cumulative log predictive score, together

with the root mean squared error (RMSE). The cumulative log predictive score for model M ∈

{BLasso,BLasso-t, SS, SS-t} is defined as

log 𝐿 (M) =
2024:11∑︁
𝑡=1960:02

log 𝑝(𝑦𝑡+1 |𝑦𝑡 ,M) (3.28)

For models with normally distributed errors, the predictive density of 𝑦𝑡+1 is Gaussian with

mean 𝑥′𝑡𝛽
(𝑚) and variance 𝜎2(𝑚) , where 𝛽(𝑚) and 𝜎2(𝑚) denote the 𝑚𝑡ℎ posterior draws for 𝑚 =

1, . . . , 𝑀 . For the BLasso-t and SS-t models, the predictive density follows a non-centered Student-

t distribution with mean 𝑥′𝑡𝛽
(𝑚) and variance 𝜈 (𝑚)

𝜈 (𝑚)−2𝜂
(𝑚)
𝑡+1𝜎

2(𝑚) . The log predictive score is computed

as the log density evaluated at the realized 𝑦𝑡+1, and the RMSE is computed using the predictive

mean as the point forecast.
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Table 3.3: In-Sample Predictive Performance

Model Cumulative Log Predictive Score RMSE
BLasso -806.81 0.680

BLasso-t -755.09 0.665
SS -832.47 0.704

SS-t -787.14 0.703
BART -486.59 0.417

Note: The cumulative log predictive scores and the root mean
squared errors are reported.

Table 3.3 reports the cumulative log predictive score and RMSE for each model. BART delivers

the best in-sample predictive performance among the five models in terms of both metrics. Among

the linear models, the Bayesian Lasso models outperform the spike-and-slab models in terms of

both metrics. Moreover, allowing for Student-t errors further improves in-sample performance, as

the BLasso-t outperforms the BLasso and the SS-t outperforms the SS, particularly in terms of the

cumulative log predictive score.

In addition to comparing the in-sample predictive performance across models, we compare the

out-of-sample forecast accuracy of these models in the next section.

3.5.5 Out-of-Sample Forecast Performance

To compare forecast accuracy across models, we conduct an out-of-sample forecasting exer-

cise. The training and evaluation samples are constructed as follows. The initial training sample

spans February 1960 to December 2019, and the first evaluation observation is January 2020. That

is, each model is estimated using data from February 1960 to December 2019, and its forecast for

January is evaluated against the realized value. This procedure is repeated 59 times, each time

expanding the training sample by one month and updating the evaluation observation accordingly.

We use the average log predictive score and the root mean squared forecast error (RMSFE) to eval-

uate forecasting accuracy. Table 3.4 reports the average log predictive score and RMSFE for each

model.
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Table 3.4: Out-of-Sample Forecast Performance

Model Average Log Predictive Score RMSFE
BLasso -7.97 1.64

BLasso-t -3.86 1.40
SS -2.79 1.84

SS-t -2.05 1.51
BART -7.27 2.70

Note: The average log predictive scores and the root mean squared
forecast errors are reported.

Table 3.4 shows that the spike-and-slab models yield the best density forecasts, as indicated

by the average log predictive scores, while the Bayesian Lasso models produce the most accu-

rate point forecasts, as indicated by the RMSFEs. These results suggest that the linear models

can be preferable to BART for out-of-sample forecasting. In addition, allowing for Student-t dis-

tributed errors tends to improve out-of-sample forecast performance, highlighting the importance

of accounting for fat-tailed behavior when forecasting macroeconomic data.

3.6 Conclusion

We evaluate the performance of three Bayesian high-dimensional forecasting models in pre-

dicting the one-month-ahead growth rate of U.S. industrial production using 120 macroeconomic

variables. We consider two linear models with shrinkage and variable selection priors, the Bayesian

Lasso and the spike-and-slab, and a tree-based model, BART. The Bayesian Lasso imposes shrink-

age on the regression coefficients, whereas the spike-and-slab explicitly performs variable selec-

tion. BART is a non-linear model that is flexible enough to approximate a wide range of functional

forms. Among these models, BART outperforms both the Bayesian Lasso and the spike-and-slab

in terms of in-sample predictive performance. However, the linear models exhibit superior out-

of-sample forecast performance relative to BART. Finally, allowing for Student-t errors improves

out-of-sample forecast performance, highlighting the importance of accommodating fat-tailed be-

havior in macroeconomic data.
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Appendix A: Additional Results for Chapter 1

A.1 Other Penalty Functions

A.1.1 𝐿0-Penalty

The 𝐿0-penalty function is given by

𝑃(𝜂𝑡 , 𝜆) =
𝜆2

2
1(𝜂𝑡 ≠ 0) (A.1)

A closely related penalty function is the hard-thresholding penalty function, described below.

A.1.2 Hard-Thresholding Penalty

The hard-thresholding penalty function is given by

𝑃(𝜂𝑡 , 𝜆) =


𝜆2

2 if |𝜂𝑡 | > 𝜆

𝜆 |𝜂𝑡 | − 𝜂2
𝑡

2 if |𝜂𝑡 | ≤ 𝜆
(A.2)

The 𝐿0-penalty function and the hard-thresholding penalty function yield the same choice rule.1

The difference between two functions is that the hard-thresholding penalty function is smoother

than the 𝐿0-penalty function.

1To illustrate this, consider the objective function with the penalty function 𝑃(𝜃, 𝜆).

1
2
(𝑧 − 𝜃)2 + 𝑃(𝜃, 𝜆)

The minimizer of the objective function is given by

𝜃 = 𝑧1( |𝑧 | > 𝜆)

regardless of whether 𝑃(𝜃, 𝜆) is given by Equation (A.1) or Equation (A.2).
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Imposing these penalty functions yields the following objective function (e.g., Liu et al. [96]).

𝐿 (𝛽, {𝜂𝑡}𝑇𝑡=1) =
1
2

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽 − 𝜂𝑡)2 + 𝜆
𝑇∑︁
𝑡=1

| |𝜂𝑡 | |0 (A.3)

For a given value of 𝛽, the optimal 𝜂𝑡 that minimizes the objective function in Equation (A.3)

is given by

𝜂𝑡 = (𝑦𝑡 − 𝑥′𝑡𝛽) ( |𝑦𝑡 − 𝑥′𝑡𝛽 | − 𝜆) (A.4)

Then, the optimal 𝛽 should minimize the objective function given 𝜂𝑡 = 𝜂𝑡 , which is given by

𝐿 (𝛽) =
𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)21( |𝑦𝑡 − 𝑥′𝑡𝛽 | ≤ 𝜆) + 𝜆21( |𝑦𝑡 − 𝑥′𝑡𝛽 | > 𝜆) (A.5)

The resulting estimator for 𝛽 is the Huber-skip estimator, originally proposed by Huber [16].

This estimator can be interpreted as performing least squares using only the observations whose

residuals are bounded by 𝜆. Since then, numerous estimators have been developed based on this

approach. For example, Welsh and Ronchetti [97] propose the one-step Huber-skip estimator, and

Johansen and Nielsen [98] propose the 𝑚-step Huber-skip estimator, which is obtained by iterating

this procedure 𝑚 times.

A.1.3 SCAD Penalty

Other penalty functions commonly used in the variable selection literature include the smoothly

clipped absolute deviation (SCAD) penalty function and the Tukey’s biweight penalty function.

The SCAD penalty function, proposed by [99], is given by

𝑃(𝜂𝑡 , 𝜆) =



𝜆 |𝜂𝑡 | if |𝜂𝑡 | ≤ 𝜆

2𝑎𝜆 |𝜂𝑡 |−𝜂2
𝑡 −𝜆2

2(𝑎−1) if 𝜆 < |𝜂𝑡 | ≤ 𝑎𝜆

𝜆2 (𝑎+1)
2 if otherwise

(A.6)
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for some 𝑎 > 2. The SCAD penalty function corresponds to a quadratic spline with knots at 𝜆 and

𝑎𝜆.2

A.1.4 Tukey’s Biweight Penalty

Lastly, the Tukey’s biweight penalty function is given by3

𝑃(𝜂𝑡 , 𝜆) =


𝜆2

6 (1 − [1 − ( 𝜂𝑡
𝜆
)2]3) if |𝜂𝑡 | ≤ 𝜆

𝜆2

6 if |𝜂𝑡 | > 𝜆
(A.9)

A.2 Iteratively Reweighted Least Squares Algorithm

Let 𝛽(0) be an initial estimator. The weight function in the first step is given by

𝑤
(1)
𝑡 =

𝜓(𝑦𝑡 − 𝑥′𝑡𝛽(0))
𝑦𝑡 − 𝑥′𝑡𝛽(0)

, 𝑡 = 1, ..., 𝑇 (A.10)

Then, 𝛽(1) is given by

𝛽(1) = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑤
(1)
𝑡 𝑥′𝑡)−1(

𝑇∑︁
𝑡=1

𝑥𝑡𝑤
(1)
𝑡 𝑦𝑡) (A.11)

In general, if 𝛽( 𝑗) is given, the weight function at the ( 𝑗 + 1)𝑡ℎ step is given by

𝑤
( 𝑗+1)
𝑡 =

𝜓(𝑦𝑡 − 𝑥′𝑡𝛽( 𝑗))
𝑦𝑡 − 𝑥′𝑡𝛽( 𝑗)

(A.12)

2Its first derivative with respect to 𝜂𝑡 > 0 is given by

𝜕𝑃(𝜂𝑡 , 𝜆)
𝜕𝜂𝑡

=

{
𝜆 if 𝜂 ≤ 𝜆
(𝑎𝜆−𝜂𝑡 )+
(𝑎−1)𝜆 if 𝜂𝑡 > 𝜆

(A.7)

3Its first derivative with respect to 𝜂𝑡 is given by

𝜕𝑃(𝜂𝑡 , 𝜆)
𝜕𝜂𝑡

=

{
𝜂𝑡 [1 − ( 𝜂𝑡

𝜆
)2]2 if |𝜂𝑡 | ≤ 𝜆

0 if |𝜂𝑡 | > 𝜆
(A.8)
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Then, the ( 𝑗 + 1)𝑡ℎ step estimator for 𝛽 is given by

𝛽 𝑗+1 = (
𝑇∑︁
𝑡=1

𝑥𝑡𝑤
( 𝑗+1)
𝑡 𝑥′𝑡)−1(

𝑇∑︁
𝑡=1

𝑥𝑡𝑤
( 𝑗+1)
𝑡 𝑦𝑡) (A.13)

The iteration repeats until | |𝛽( 𝑗+1) − ˆ𝛽( 𝑗) | |2 converges.

A.2.1 Choice of the Regularization Parameter

Since the M-estimators are not scale-invariant, the regularization parameter, denoted as 𝜆, is

proportional to the scale of 𝑒𝑡 .4 In this study, the regularization parameter is given by

𝜆 = 𝑐

√√√
1
𝑇

𝑇∑︁
𝑡=1

(𝑦𝑡 − 𝑥′𝑡𝛽)2 (A.14)

for some constant 𝑐 > 0. The choice of 𝑐 can be either pre-specified or data-driven.

A.3 Choice of the Number of Cosine Functions for Variables in Levels

We show that using the variation with periods of 20 years or longer, instead of 10 years or

longer, is a better choice to construct low-frequency trends for the levels of real GDP and con-

sumption per capita. Figure A.1 displays the level of real GDP per capita, the HP trend with

𝜆 = 100, and the low-frequency trends LF(𝑞), which capture variations with periods of 𝑞 years or

longer, for 𝑞 = 10 and 𝑞 = 20. The zoomed-in view for 1920–1960 shows that LF(10) tracks the

data too closely, dampening the magnitude of the Great Depression. By contrast, LF(20) produces

a smoother trend that closely aligns with the HP trend, suggesting that 𝑞 = 20 is a more appro-

priate choice than 𝑞 = 10. Similarly, Figure A.2 indicates that LF(20) closely aligns with the HP

trend, whereas LF(10) is too volatile. Therefore, LF(20) provides a better characterization of the

slow-moving component in the level of consumption per capita than LF(10).

4Assumption 1 implies that 𝑒𝑡 is bounded in 𝐿2 because 𝜖𝑡 is bounded in 𝐿2 and {𝑐𝑡 }∞𝑡=0 is absolutely summable.
Therefore, 𝜆 is also finite. Since our theoretical results hold for any finite 𝜆, our choice of regularization parameter
does not affect the asymptotic results for 𝛽.
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Figure A.1: Real GDP per Capita: HP Trend and Low-Frequency Trends
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Figure A.2: Real Consumption per Capita: HP Trend and Low-Frequency Trends
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Appendix B: Additional Results for Chapter 2

B.1 Outlier-Augmented Bayesian VAR Models

We consider two outlier-augmented Bayesian VAR models with stochastic volatility in Carriero

et al. [7]. The SVO model assumes that the reduced-form error satisfies

𝑢𝑡 = 𝐴−1Λ0.5
𝑡 𝑂𝑡𝜖𝑡 , 𝜖𝑡 ∼ 𝑁 (0, 𝐼𝑁 ) (B.1)

where 𝐴−1 is a lower triangular matrix. The vector of the diagonal elements of Λ𝑡 , denoted as 𝜆𝑡 ,

satisfies

log𝜆𝑡 = log𝜆𝑡−1 + 𝑒𝑡 , 𝑒𝑡 ∼ 𝑁 (0,Φ) (B.2)

𝑂𝑡 is a diagonal matrix whose diagonal elements, denoted as {𝑜𝑛𝑡}𝑁𝑛=1, are given by

𝑜𝑛𝑡 =


1 with probability1 − 𝑝𝑛

𝑈 (2, 20) with probability𝑝𝑛

(B.3)

where𝑈 (2, 20) denotes a uniform distribution with support between 2 and 20.

On the other hand, the SVO-t model assumes that the reduced-form error is expressed as

𝑢𝑡 = 𝐴−1Λ0.5
𝑡 𝑂𝑡𝑄𝑡𝜖𝑡 (B.4)

with 𝐴−1, Λ0.5
𝑡 , and 𝑂𝑡 specified as above. The squares of the diagonal elements of 𝑄𝑡 , denoted as

{𝑞𝑛𝑡}𝑁𝑛=1, have inverse-gamma distributions.

𝑞2
𝑛𝑡 ∼ 𝐼𝐺 ( 𝑑𝑛

2
,
𝑑𝑛

2
) (B.5)
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Following Carriero et al. [7], the prior for the probability of outliers is set to imply an average

outlier frequency of once every 4 years (= 1/48) for the SVO model and once every 10 years

(= 1/120) for the SVO-t model.

B.2 Forecast Performance of the Standard VAR, the Outlier-Robust VAR, and the SVO

Table B.1: RMSFE and MAFE for the Standard VAR, the Outlier-Robust VAR, and the SVO

RMSFE
Model Standard VAR Outlier-Robust VAR SVO

Variables/Horizons (months) 1 4 8 12 1 4 8 12 1 4 8 12
Industrial Production Growth Rate 2.70 1.04 0.92 0.71 2.69 1.03 0.92 0.71 3.63 1.54 1.04 0.74
Real Consumption Growth Rate 2.50 0.83 0.74 0.69 2.50 0.80 0.74 0.69 2.98 0.90 0.76 0.69

Unemployment Rate 2.98 1.72 1.06 0.83 3.02 1.77 1.08 0.77 1.83 2.97 4.12 4.65
Payroll Growth Rate 2.43 0.41 0.22 0.18 2.42 0.31 0.20 0.19 2.69 0.97 0.54 0.43

Inflation Rate 0.28 0.27 0.28 0.25 0.28 0.26 0.27 0.25 0.27 0.31 0.31 0.37

MAFE
Model Standard VAR Outlier-Robust VAR SVO

Variables/Horizons (months) 1 4 8 12 1 4 8 12 1 4 8 12
Industrial Production Growth Rate 1.27 0.65 0.60 0.50 1.21 0.65 0.60 0.50 1.74 0.87 0.66 0.53
Real Consumption Growth Rate 1.05 0.47 0.40 0.37 1.07 0.45 0.41 0.35 1.26 0.54 0.44 0.34

Unemployment Rate 1.85 1.21 0.87 0.76 1.84 1.19 0.81 0.63 0.72 1.27 1.63 2.02
Payroll Growth Rate 0.86 0.33 0.16 0.12 0.75 0.2 0.14 0.13 0.89 0.36 0.24 0.21

Inflation Rate 0.22 0.22 0.23 0.21 0.22 0.21 0.23 0.21 0.21 0.24 0.26 0.28
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B.3 Results from 16-Variable VAR Models

Table B.2 provides the list of variables used for the 16-variable VARs in Carriero et al. [7].

Table B.2: Variables and Transformations

Variable FRED-MD code Transformation
Real Income RPI Δ𝑙𝑜𝑔(𝑥𝑡) · 100

Real Consumption DPCERA3M086SBEA Δ𝑙𝑜𝑔(𝑥𝑡) · 100
Industrial Production INDPRO Δ𝑙𝑜𝑔(𝑥𝑡) · 100
Capacity Utilization CUMFNS
Unemployment Rate UNRATE
Non-farm Payrolls PAYEMS Δ𝑙𝑜𝑔(𝑥𝑡) · 100

Hours CES0600000007
Hourly Earnings CES0600000008 Δ𝑙𝑜𝑔(𝑥𝑡) · 100
PPI (fin. goods) WPSFD49207 Δ𝑙𝑜𝑔(𝑥𝑡) · 100
PCE Price Index PCEPI Δ𝑙𝑜𝑔(𝑥𝑡) · 100
Housing Starts HOUST 𝑙𝑜𝑔(𝑥𝑡)

S&P 500 SP500 Δ𝑙𝑜𝑔(𝑥𝑡) · 100
USD/GBP Exchange Rate EXUSUKx Δ𝑙𝑜𝑔(𝑥𝑡) · 100

5-Year Treasury Yield GS5
10-Year Treasury Yield GS10

Baa Spread BAAFFM

Note: Data is obtained from the July 2024 vintage of FRED-MD. Monthly observations
from March 1959 to June 2024.
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Table B.3: Probabilities of Outliers in the Full Sample

Probability (%)
Variable/Model Outlier-Robust VAR SVO-t SVO

Real Income 1.42 0.83 [0.17 3.05] 3.08 [1.73 5.07]
Real Consumption 0.65 0.16 [0.01 0.80] 0.44 [0.09 1.25]

Industrial Production 1.04 0.15 [0.01 1.20] 0.42 [0.08 1.23]
Capacity Utilization 0.52 0.14 [0.01 0.68] 0.39 [0.06 1.22]
Unemployment Rate 0.26 0.31 [0.04 1.04] 0.62 [0.18 1.52]
Non-farm Payrolls 0.65 0.84 [0.18 2.00] 1.42 [0.42 2.82]

Hours 0.91 0.42 [0.04 1.34] 0.77 [0.17 2.07]
Hourly Earnings 0.26 0.12 [0.01 0.68] 0.42 [0.09 1.19]
PPI (fin. goods) 0.78 0.18 [0.01 0.82] 0.47 [0.10 1.46]
PCE Price Index 0.52 0.12 [0.02 0.63] 0.39 [0.06 1.12]
Housing Starts 0.13 0.12 [0.01 0.55] 0.35 [0.07 1.02]

S&P 500 0.39 0.11 [0.01 0.63] 0.47 [0.09 1.30]
USD/GBP Exchange Rate 0.78 0.62 [0.18 1.50] 0.93 [0.35 1.87]

5-Year Treasury Yield 0.39 0.10 [0.01 0.53] 0.36 [0.06 1.06]
10-Year Treasury Yield 0.26 0.11 [0.01 0.57] 0.34 [0.07 1.05]

Baa Spread 1.30 0.18 [0.01 0.98] 0.80 [0.19 1.78]

Note: The probabilities of outliers estimated from each model are reported. The posterior median probabil-
ities are reported for the SVO and SVO-t models. The numbers in brackets are the 95% credible intervals
(the 0.025 and 0.975 posterior quantiles).

Again, the probabilities of outliers identified in the outlier-robust VAR lie within the 95%

credible intervals of those estimated from the SVO and the SVO-t models.
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Table B.4: Relative MAFE for the Outlier-Robust VAR and the SVO

Model Outlier-Robust VAR SVO
Variables/Horizons (months) 1 4 8 12 1 4 8 12

Real Income 0.95 0.93 0.92 0.91 0.99 0.92 1.08 1.05
Real Consumption 0.82 0.93 0.99 1.00 0.85 1.02 1.03 0.95

Industrial Production 0.85 0.99 0.85 1.04 0.93 1.21 0.84 0.72
Capacity Utilization 0.98 0.96 0.81 0.94 0.59 1.34 1.17 0.59
Unemployment Rate 1.00 0.94 0.72 0.70 0.33 0.76 0.79 0.66
Non-farm Payrolls 0.76 0.66 0.64 1.02 0.74 0.62 0.28 0.31

Hours 0.90 0.86 0.81 0.91 0.99 0.89 0.70 0.50
Hourly Earnings 0.97 0.99 1.07 0.96 1.70 1.23 1.11 1.12
PPI (fin. goods) 1.01 0.99 1.07 0.96 1.00 1.01 0.90 1.08
PCE Price Index 0.99 1.05 1.03 1.04 1.18 1.11 1.11 1.19
Housing Starts 1.00 0.99 0.97 1.03 0.47 0.53 0.48 0.53

S&P 500 1.01 1.07 1.00 1.00 1.04 0.95 1.06 0.97
USD/GBP Exchange Rate 0.97 0.99 1.00 1.00 1.05 0.96 1.08 1.06

5-Year Treasury Yield 0.99 1.00 1.05 1.08 0.09 0.20 0.37 0.57
10-Year Treasury Yield 0.99 1.00 1.04 1.07 0.08 0.17 0.30 0.42

Baa spread 0.98 0.94 1.03 1.00 0.12 0.33 0.84 1.11

The performance of the SVO model varies considerably across variables and forecast hori-

zons. For instance, the SVO outperforms the outlier-robust VAR in forecasting the unemployment

rate, the growth rates of nonfarm payrolls, hours worked, and housing starts, as well as Treasury

yields and the Baa spread. By contrast, it performs poorly relative to the outlier-robust VAR when

forecasting the growth rates of real income, real consumption, and hourly earnings, as well as the

PCE-based inflation rate.

One caveat to this result is that the SVO model applies dimension reduction through shrinkage

priors, whereas the outlier-robust VAR includes all lags of all variables. Consequently, the outlier-

robust VAR is more prone to overfitting in high-dimensional VAR settings, which may in turn

impair its forecasting accuracy.
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Appendix C: Additional Results for Chapter 3

C.1 Hierarchical Representations and Conditional Posteriors

For notational simplicity, let us define 𝑌 = [𝑦2, . . . , 𝑦𝑇 ]′, 𝑈 = [𝑦1, ..., 𝑦𝑇−1]′, and 𝑋 =

[𝑥1, . . . , 𝑥𝑇−1]′. Since 𝜌 is not of primary interest, an independent flat prior is assigned, and it

is integrated out of the posterior. For notational simplicity, let 𝑇𝑟 = 𝑇 − 1 denote the number of

observations used in the regression model.

C.1.1 Bayesian Lasso

The hierarchical representation of the Bayesian Lasso with Gaussian errors is as follows. For

notational simplicity, let 𝑣 = [𝑣1, ..., 𝑣𝑘 ].

𝑌 |𝑈, 𝑋, 𝜌, 𝛽, 𝜎2 ∼ 𝑁 (𝑈𝜌 + 𝑋𝛽, 𝜎2𝐼𝑇𝑟 ) (C.1)

𝛽 |𝜎2, 𝑣 ∼ 𝑁 (0𝑘 , 𝜎2𝐷𝑣) where 𝐷𝑣 = 𝑑𝑖𝑎𝑔(𝑣1, ..., 𝑣𝑘 ) (C.2)

𝜎2 ∼ 𝜋(𝜎2)𝑑𝜎2 (C.3)

𝑣 ∼
𝑘∏
𝑖=1

𝜆2

2
𝑒−𝜆

2𝑣𝑖/2𝑑𝑣𝑖 (C.4)

𝜆2 ∼ 𝐺𝑎𝑚𝑚𝑎(𝑎𝜆, 𝑏𝜆) (C.5)

An improper prior is imposed on 𝜎2 by setting 𝜋(𝜎2) = 1
𝜎2 , and a gamma hyperprior with shape

parameter 𝑎𝜆 and rate parameter 𝑏𝜆 is imposed on 𝜆2, as suggested by Park and Casella [8].

The full conditional posterior of the hierarchical model for the Bayesian Lasso is given as
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follows. For notational simplicity, define 𝑌 = 𝑌 −𝑈𝜌.

𝜌 |𝛽, 𝑣,𝑌 , 𝑋,𝑈, 𝜎2, 𝜆2 ∼ 𝑁
(
(𝑈′𝑈)−1𝑈′(𝑌 − 𝑋𝛽), 𝜎2(𝑈′𝑈)−1) (C.6)

𝛽 |𝜌, 𝑣,𝑌 , 𝑋,𝑈, 𝜎2, 𝜆2 ∼ 𝑁
(
(𝑋′𝑋 + 𝐷−1)−1𝑋′𝑌, 𝜎2(𝑋′𝑋 + 𝐷−1)−1) (C.7)

1
𝑣𝑖
|𝛽, 𝜌,𝑌 , 𝑋,𝑈, 𝜎2, 𝜆2 ∼ Inverse Gaussian(𝜆

2𝜎

|𝛽𝑖 |
, 𝜆2), 𝑖 = 1, ..., 𝑘 (C.8)

𝜎2 |𝜌, 𝛽, 𝑣,𝑌 , 𝑋,𝑈, 𝜆2 ∼ 𝐼𝐺
(𝑇𝑟 − 1 + 𝑘

2
,
(𝑌 − 𝑋𝛽)′(𝑌 − 𝑋𝛽) + 𝜆𝛽′𝐷−1

𝑣 𝛽

2

)
(C.9)

𝜆2 ∼ 𝐺𝑎𝑚𝑚𝑎(𝑎𝜆 + 𝑘, 𝑏𝜆 +
𝑘∑︁
𝑖=1

𝑣𝑖

2
) (C.10)

Note that we draw 1
𝑣𝑖

instead of 𝑣𝑖.

C.1.2 Spike-and-Slab

The hierarchical representation of the spike-and-slab model with Gaussian errors is as follows.

As in Giannone et al. [9], define a set of latent variables 𝑧 = [𝑧1, . . . , 𝑧𝑘 ]′ where 𝑧𝑖 = 1, 𝑖 = 1, ..., 𝑘

if 𝛽𝑖 is included in the model and its coefficient is non-zero.

𝑌 |𝑈, 𝑋, 𝜌, 𝛽, 𝜎2 ∼ 𝑁 (𝑈𝜌 + 𝑋𝛽, 𝜎2𝐼𝑇𝑟 ) (C.11)

𝛽 |𝜎2, 𝑧, 𝑞, 𝑅2 ∼ 𝑁 (0𝑘 , 𝜎2𝛾2𝐷𝑧) where 𝐷𝑧 = 𝑑𝑖𝑎𝑔(𝑧1, ..., 𝑧𝑘 ) (C.12)

𝑧 |𝑞, 𝜎2, 𝑅2 ∼
𝑘∏
𝑖=1

𝑞𝑧𝑖 (1 − 𝑞)1−𝑧𝑖 (C.13)

𝜎2 ∼ 𝜋(𝜎2)𝑑𝜎2 (C.14)

𝑞 ∼ 𝐵𝑒𝑡𝑎(𝑎𝑞, 𝑏𝑏) (C.15)

𝑅2 ∼ 𝐵𝑒𝑡𝑎(𝑎𝑅2 , 𝑏𝑅2) (C.16)

Again, an improper prior is imposed on 𝜎2 by setting 𝜋(𝜎2) = 1
𝜎2 , and beta hyperpriors are

imposed on 𝑞2 and 𝑅2, as suggested by Giannone et al. [9].

Before describing the full conditional posterior, we define following variables. Let 𝛽 denote a
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vector of non-zero coefficients (i.e., those associated with 𝑧𝑖 = 1) and let 𝑋 denote the correspond-

ing regressors. Let Let 𝑠(𝑧) = ∑𝑘
𝑖=1 𝑧𝑖 denote the number of non-zero coefficients. Define

𝑊 = 𝑋′𝑋 + 1
𝛾2 𝐼𝑠(𝑧) (C.17)̂̃

𝛽 = 𝑊−1𝑋′𝑌 (C.18)

The conditional posterior distributions of the hierarchical model are given as follows.

𝜌 |𝛽,𝑌, 𝑋,𝑈, 𝜎2, 𝑧, 𝑞, 𝑅2 ∼ 𝑁
(
(𝑈′𝑈)−1𝑈′(𝑌 − 𝑋𝛽), 𝜎2(𝑈′𝑈)−1) (C.19)

𝛽 |𝜌,𝑌, 𝑋,𝑈, 𝜎2, 𝑧, 𝑞, 𝑅2 ∼ 𝑁
(̂̃
𝛽, 𝜎2𝑊−1) (C.20)

𝜎2 |𝜌, 𝛽,𝑌 , 𝑋,𝑈, 𝑧, 𝑞, 𝑅2 ∼ 𝐼𝐺
(𝑇𝑟

2
,
𝑌 ′𝑌 − 𝛽′𝑊𝛽

2

)
(C.21)

𝑝(𝑧 |𝜌, 𝛽,𝑌 , 𝑋,𝑈, 𝑞, 𝑅2) ∝ 𝑞𝑠(𝑧) (1 − 𝑞)𝑘−𝑠(𝑧) ( 1
𝛾2 )

𝑠 (𝑧)
2 |𝑊 |− 1

2
[𝑌 ′𝑌 − 𝛽′𝑊𝛽

2
]
Γ(𝑇𝑟

2
) (C.22)

𝑝(𝑞, 𝑅2 |𝜌, 𝛽,𝑌 , 𝑋,𝑈, 𝜎2, 𝑧) ∝ 𝑞𝑠(𝑧)+
𝑠 (𝑧)

2 +𝑎−1(1 − 𝑞)𝑘−𝑠(𝑧)+𝑏−1𝑅𝐴−1− 𝑠 (𝑧)
2 (1 − 𝑅2)

𝑠 (𝑧)
2 +𝐵−1 (C.23)

𝑞 and 𝑅2 are jointly sampled from a discrete approximation of this distribution. More specifi-

cally, the support of 𝑞 and 𝑅2 are discretized by interlacing two grids defined over the unit interval

between 0 and 1, each with 0.01 increments.

To sample from the posterior of 𝑧 |𝜌, 𝛽,𝑌 , 𝑋,𝑈, 𝑞, 𝑅2, we draw iteratively from the distribution

of 𝑧𝑖 |𝑧−𝑖, 𝜌, 𝛽,𝑌 , 𝑋,𝑈, 𝑞, 𝑅2, 𝑖 = 1, ..., 𝑘 using a Gibbs sampler nested within the original Gibbs

sampling algorithm.

C.2 Posterior Inference under Student-t Errors

Suppose that 𝜖𝑡+1 is assumed to follow a t distribution with 𝜈 degrees of freedom. That is,

𝜖𝑡+1 ∼ 𝑡𝜈 (0, 𝜎2), (C.24)
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where the prior for 𝜎2 and the hyperprior for 𝜈 are given by

𝜎2 ∼ 𝜋(𝜎2)𝑑𝜎2 (C.25)

𝜈 ∼ 𝑈 (3, 30) (C.26)

where 𝜋(𝜎2) = 1
𝜎2 . The posterior for 𝜈 is updated using a Metropolis-Hastings algorithm in which

the proposed value of 𝜈 is accepted or rejected based on the likelihood ratio.

C.3 Potential Predictors

Table C.1 presents the list of potential predictors from the FRED-MD database, along with

their FRED-MD codes and brief descriptions.

Table C.1: Potential Predictors

Number FRED Code Description

1 RPI Real Personal Income

2 W875RX1 Real Personal Income ex transfer receipts

3 DPCERA3M086SBEA Real Personal Consumption Expenditures

4 CMRMTSPLx Real Manu. and Trade Industries Sales

5 RETAILx Retail and Food Services Sales

6 IPFPNSS IP: Final Products and Nonindustrial Supplies

7 IPFINAL IP: Final Products (Market Group)

8 IPCONGD IP: Consumer Goods

9 IPDCONGD IP: Durable Consumer Goods

10 IPNCONGD IP: Nondurable Consumer Goods

11 IPBUSEQ IP: Business Equipment

12 IPMAT IP: Materials

13 IPDMAT IP: Durable Materials

14 IPNMAT IP: Nondurable Materials
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15 IPMANSICS IP: Manufacturing (SIC)

16 IPB51222s IP: Residential Utilities

17 IPFUELS IP: Fuels

18 CUMFNS Capacity Utilization: Manufacturing

19 HWI Help-Wanted Index for United States

20 HWIURATIO Ratio of Help Wanted/No. Unemployed

21 CLF16OV Civilian Labor Force

22 CE16OV Civilian Employment

23 UNRATE Civilian Unemployment Rate

24 UEMPMEAN Average Duration of Unemployment (Weeks)

25 UEMPLT5 Civilians Unemployed - Less Than 5 Weeks

26 UEMP5TO14 Civilians Unemployed for 5-14 Weeks

27 UEMP15OV Civilians Unemployed - 15 Weeks & Over

28 UEMP15T26 Civilians Unemployed for 15-26 Weeks

29 UEMP27OV Civilians Unemployed for 27 Weeks and Over

30 CLAIMSx Initial Claims

31 PAYEMS All Employees: Total nonfarm

32 USGOOD All Employees: Goods-Producing Industries

33 CES1021000001 All Employees: Mining and Logging: Mining

34 USCONS All Employees: Construction

35 MANEMP All Employees: Manufacturing

36 DMANEMP All Employees: Durable goods

37 NDMANEMP All Employees: Nondurable goods

38 SRVPRD All Employees: Service-Providing Industries

39 USTPU All Employees: Trade, Transportation & Utilities

40 USWTRADE All Employees: Wholesale Trade

41 USTRADE All Employees: Retail Trade
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42 USFIRE All Employees: Financial Activities

43 USGOVT All Employees: Government

44 CES0600000007 Avg Weekly Hours : Goods-Producing

45 AWOTMAN Avg Weekly Overtime Hours : Manufacturing

46 AWHMAN Avg Weekly Hours : Manufacturing

47 HOUST Housing Starts: Total New Privately Owned

48 HOUSTNE Housing Starts, Northeast

49 HOUSTMW Housing Starts, Midwest

50 HOUSTS Housing Starts, South

51 HOUSTW Housing Starts, West

52 PERMIT New Private Housing Permits (SAAR)

53 PERMITNE New Private Housing Permits, Northeast (SAAR)

54 PERMITMW New Private Housing Permits, Midwest (SAAR)

55 PERMITS New Private Housing Permits, South (SAAR)

56 PERMITW New Private Housing Permits, West (SAAR)

57 AMDMNOx New Orders for Durable Goods

58 AMDMUOx Unfilled Orders for Durable Goods

59 BUSINVx Total Business Inventories

60 ISRATIOx Total Business: Inventories to Sales Ratio

61 M1SL M1 Money Stock

62 M2SL M2 Money Stock

63 M2REAL Real M2 Money Stock

64 BOGMBASE Monetary Base

65 TOTRESNS Total Reserves of Depository Institutions

66 NONBORRES Reserves Of Depository Institutions

67 BUSLOANS Commercial and Industrial Loans

68 REALLN Real Estate Loans at All Commercial Banks
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69 NONREVSL Total Nonrevolving Credit

70 CONSPI Nonrevolving consumer credit to Personal Income

71 S&P 500 S&P Common Stock Price Index: Composite

72 S&P div yield S&P Composite Common Stock: Dividend Yield

73 S&P PE ratio S&P Composite Common Stock: Price-Earnings Ratio

74 FEDFUNDS Effective Federal Funds Rate

75 CP3Mx 3-Month AA Financial Commercial Paper Rate

76 TB3MS 3-Month Treasury Bill:

77 TB6MS 6-Month Treasury Bill:

78 GS1 1-Year Treasury Rate

79 GS5 5-Year Treasury Rate

80 GS10 10-Year Treasury Rate

81 AAA Moody?s Seasoned Aaa Corporate Bond Yield

82 BAA Moody?s Seasoned Baa Corporate Bond Yield

83 COMPAPFFx 3-Month Commercial Paper Minus FEDFUNDS

84 TB3SMFFM 3-Month Treasury C Minus FEDFUNDS

85 TB6SMFFM 6-Month Treasury C Minus FEDFUNDS

86 T1YFFM 1-Year Treasury C Minus FEDFUNDS

87 T5YFFM 5-Year Treasury C Minus FEDFUNDS

88 T10YFFM 10-Year Treasury C Minus FEDFUNDS

89 AAAFFM Moody?s Aaa Corporate Bond Minus FEDFUNDS

90 BAAFFM Moody’s Baa Corporate Bond Minus FEDFUNDS

91 EXSZUSx Switzerland / U.S. Foreign Exchange Rate

92 EXJPUSx Japan / U.S. Foreign Exchange Rate

93 EXUSUKx U.S. / U.K. Foreign Exchange Rate

94 EXCAUSx Canada / U.S. Foreign Exchange Rate

95 WPSFD49207 PPI: Finished Goods
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96 WPSFD49502 PPI: Finished Consumer Goods

97 WPSID61 PPI: Intermediate Materials

98 WPSID62 PPI: Crude Materials

99 OILPRICEx Crude Oil, spliced WTI and Cushing

100 PPICMM PPI: Metals and metal products:

101 CPIAUCSL CPI : All Items

102 CPIAPPSL CPI : Apparel

103 CPITRNSL CPI : Transportation

104 CPIMEDSL CPI : Medical Care

105 CUSR0000SAC CPI : Commodities

106 CUSR0000SAD CPI : Durables

107 CUSR0000SAS CPI : Services

108 CPIULFSL CPI : All Items Less Food

109 CUSR0000SA0L2 CPI : All items less shelter

110 CUSR0000SA0L5 CPI : All items less medical care

111 PCEPI Personal Cons. Expend.: Chain Index

112 DDURRG3M086SBEA Personal Cons. Exp: Durable goods

113 DNDGRG3M086SBEA Personal Cons. Exp: Nondurable goods

114 DSERRG3M086SBEA Personal Cons. Exp: Services

115 CES0600000008 Avg Hourly Earnings : Goods-Producing

116 CES2000000008 Avg Hourly Earnings : Construction

117 CES3000000008 Avg Hourly Earnings : Manufacturing

118 DTCOLNVHFNM Consumer Motor Vehicle Loans Outstanding

119 DTCTHFNM Total Consumer Loans and Leases Outstanding

120 INVEST Securities in Bank Credit at All Commercial Banks
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