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Abstract

Catalogs of seismic source parameters (hypocenter locations, origin times, and magnitudes) are
vital for studying various Earth processes, greatly enhancing our understanding of the nature of
seismic events, the structure of the Earth, and the dynamics of fault systems. Modern seismic
analyses utilize supervised machine learning (ML) to build enhanced catalogs based on millions
of examples of analyst-picked phase-arrivals in waveforms, yet the ability to characterize the
time-varying spectral content of the waveforms underlying those catalogs remains lacking.
Unsupervised machine learning (UML) methods provide powerful tools for inferring patterns
from musical spectrograms with little a priori information, yet has been relatively underutilized
in the field of seismology. In this thesis, I leverage advanced tools from UML to analyze the
temporal spectral content of large sets of spectrograms generated by different mechanisms in two
distinct geologic settings: icequakes and tremors at Gornergletscher (a Swiss temperate glacier)
and repeating earthquakes from a 10-km-long creeping segment of the San Andreas Fault. The
core algorithm in this work, now known as Spectral Unsupervised Feature Extraction, or
SpecUFEX, extracts time-varying frequency patterns from spectrograms and reduces them into
low-dimensionality fingerprints via a combination of non-negative matrix factorization and
hidden Markov Modeling (Holtzman et al. 2018), optimized for large data sets via stochastic
variational inference. This work describes the SpecUFEXx algorithm and the suite of
pre-processing, clustering, and visualization tools developed to create an UML workflow,

SpecUFEx+, that is widely-accessible and applicable for many seismic settings. I apply the



SpecUFEx+ workflow to single- and multi-station seismic data from Gornergletscher, and
demonstrate how some fingerprint-clusters track diurnal tremor related to subglacial water flow,
while others correspond to the onset of the subglacial and englacial components of a glacial lake
outburst flood. I also discover periods of harmonic tremor localized near the ice-bed interface that
may be related to glacial stick-slip sliding. I additionally apply the SpecUFEx+ workflow to
earthquakes on the San Andreas Fault to unveil far more repeating earthquake sequences than
previously inferred, leading to enhanced slip-rate estimates at seismogenic depths and providing a
more detailed image of seismic gaps along the fault interface. Unsupervised feature extraction is a
novel tool to the field of seismology. This work demonstrates how scientific insight can be gained
through the characterization of the spectral-temporal patterns of large seismic datasets within an

UML-framework.
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Introduction

Seismometers record elastic waves in the ground caused by seismic events such as earthquakes,
icequakes, explosions, and other natural and anthropogenic phenomena. The waveform data are
typically analyzed, often in real-time, and results are archived in the form of catalogs that include
fundamental parameters such as location, time, and magnitude of an event, as well as additional
parameters that characterize the nature of the event source. Seismic event catalogs and their cor-
responding waveforms are indispensable for the study of earthquake processes and fault behavior
and have contributed greatly to our understanding about seismic occurrences and the structure
and dynamics of the Earth. The most fundamental data from which seismic event parameters are
commonly derived are seismic waveforms, the amplitude of ground displacement as a function
of time. Additional insights into earthquake processes can be derived by analyzing waveforms in
the frequency domain, as the spectral content holds crucial information about the seismic source
and the media through which the seismic waves pass (e.g., Aki 1967; Brune 1970; Hanks 1979;
Boore and Joyner 1978; Prieto et al. 2004). 21st-century seismologists have begun to enhance
the catalog-creation process by use of supervised machine-learning (ML) methods (e.g., Zhu and
Beroza 2018; Ross et al. 2019b), often expanding existing catalogs by a factor of ten or more (Park
et al. 2020; Shelly 2020; Tan et al. 2021; Wilding et al. 2023; Yoon et al. 2023, e.g., ). Now that
analysts have much larger catalogs, often including over a million earthquakes, tools are needed
to ef ciently analyze and compare their spectral content. Despite having larger earthquake cat-
alogs, seismologists lack an ef cient way to analyze the time-varying spectral content of events
by comparing spectrograms. Additionally, the supervised ML models described above are trained
on millions of waveforms with phase arrivals labeled by analysts, and they can only recognize

patterns similar to the examples they have been shown. To achieve 21st-century scienti ¢ goals,
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we need scalable, semi-automated characterization tools that can infer changes in spectral patterns
within large catalogs of spectrograms. Advances from the eld of unsupervised machine learning
can help address this need.

Unsupervised machine-learning (UML) provides powerful methods for characterizing large
data sets, as evident by its frequent application in elds with high-volume, high-dimensionality
data sets such as astronomy (e.g., Huijse et al. 2014; Reis et al. 2021, and references therin),
climate science (e.g., Davenport and Diffenbaugh 2021; Govender and Sivakumar 2020, and ref-
erences therin), and music information retrieval (e.g., Klapuri and Davy 2007). Unsupervised
methods are divided into two types: feature extraction and clustering. Both categories aid the
analysis of “features” of a data set that contains “data points”. Data points are the individual units
that compose a data set (e.g., a waveform representing an individual seismic event or noise win-
dow). Features describe the data points and can be derived directly from the data (e.g., waveform
amplitude over time) or from statistical properties of the entire data point (e.g., the mean ampli-
tude of a waveform). The rst type of unsupervised methods, feature extraction, transforms high
dimensionality data points (those with many features) into lower dimensionality representations.
There are numerous bene ts of feature extraction: computational costs are decreased, sparse data
are consolidated, clustering performance tends to improve, and interpretation and visualization of
the data are simpli ed. The second type of unsupervised methods, clustering, uses information
about the distribution of data points in the feature-space to draw boundaries that minimize a loss
function, for example the Euclidean distance between all points and a cluster centroid. Examples
of popular clustering algorithms include k-means clustering and hierarchical clustering (detailed
in Sections 1.3.2 and 1.3.3, respectively).

UML applications in seismology are especially well-suited for exploratory studies where an-
alysts have littlea priori knowledge of expected results or wish to discover new trends in the
data. UML methods are trained without labeled data sets, making them advantageous in settings
where information about different types of earthquakes and their source complexities is sparse.

The earliest works applying UML methods to passive seismic data employ clustering techniques



to discriminate earthquakes and quarry blasts (Musil and Plesinger 1996; Kuyuk et al. 2011) and
to group styles of volcano-seismic behavior (Esposito et al. 2006; Esposito et al. 2008; Kéhler,
Ohrnberger, and Scherbaum 2010). Later studies utilize combinations of feature extraction and
clustering to detect repetitive earthquakes in continuous seismograms (Yoon et al. 2015), charac-
terize wave eld properties at a mining site (Chamarczuk et al. 2019), discover groups of highly
similar earthquakes from continuous data (Skoumal, Brudzinski, et al. 2016; Fasola and Brudzin-
ski 2023), and discriminate between anthropogenic and natural seismicity (Steinmann et al. 2021).
Numerous recent studies have also applied UML techniques to better understand seismic behav-
ior at glaciated and/or volcanic settings (Lamb et al. 2020; Ren et al. 2020; Seydoux et al. 2020;
Jenkins et al. 2021).

Compared to the number of seismic studies applywagervisednachine learning, seismic
studies that utilize UML methods are relatively rare. For deep-learning studies in seismology, for
example, publications on supervised methods outpace unsupervised ones by an order of magni-
tude (Figure 1.1a, adapted from Mousavi and Beroza 2022) despite UML being identi ed as a
vital tool for comprehending larger and more complicated seismic data sets (Beroza 2021). My
research addresses this knowledge-gap by demonstrating three case-studies where key scienti c
ndings are gained by applying UML methods to study seismicity at two different geologic set-
tings, one glacial, one tectonic. At the core of the method is a spectral feature extraction algorithm,
SpecUFEX (Holtzman et al. 2018), which employs two layers of unsupervised feature extraction
to reduce spectrograms to low-dimensionality “ ngerprints” that contain time-varying spectral in-
formation from the original spectrograms. | apply clustering algorithms to the ngerprints and
analyze the timing, frequency content, and locations of clusters to aid interpretation of results.

Between the publication of Holtzman et al. (2018) and the time of this writing, no studies out-
side of the ones in this thesis have been published applying the SpecUFEXx algorithm, or anything
with speci ¢ combination of algorithms therein, to other seismic data sets (Figure 1b). The eld of
seismology is evolving quickly as more seismologists adopt ML methods. My research contributes

to progress on this front by advancing seismological applications of UML.



In the rst chapter of my thesis, | describe the SpecUFEX algorithm as well as a suite of cluster-
ing and data visualization tools forming a modular UML work ow (SpecUFEx+) for characterizing
a variety of large seismic data sets. SpecUFEx employs two layers of unsupervised feature extrac-
tion to reduce spectrograms into ngerprints: non-negative matrix factorization (NMF) and hidden
Markov modelling (HMM, Holtzman et al. 2018). The rst step, NMF, decomposes the spectro-
gram into the product of two matrices, a NMF dictionary that contains spectral patterns common
to all spectrograms and an activation coef cient matrix (ACM) that expresses how those dictio-
nary patterns evolve through time. NMF removes commonalities between spectrograms, thereby
highlighting the characteristic attributes of each spectrogram. NMF is widely used in the eld of
image processing as the results are highly interpretable, compressed versions of the original image
(Lee and Seung 1999). In this study, | demonstrate how ACMs visually resemble their respective
spectrograms but at a lower frequency resolution. ACM are used as input for the second layer of
unsupervised feature reduction, HMM, which learns a model to describe the order of concurrent
spectral patterns in the ACM based on the assumption that underlying hidden states in uence those
patterns in a rst order Markov process. The output of HMM is a state sequence matrix showing
the order of hidden states. The probabilities of each state transitioning to the next are calculated
(essentially counting the transitions from one state to the next) and collated into the nal product of
SpecUFEX, the ngerprint. | apply clustering and visualization techniques to aid the interpretation
of the ngerprints and replicate the results of Holtzman et al. (2018), which nds that clusters of
ngerprints correspond to seasonal, cyclic patterns in seismograms from The Geysers geothermal
eld in California. The aim of this chapter is to facilitate adaptation of SpecUFEX for use on a va-
riety of seismic data sets, to describe the best usages and limitations of the SpecUFEx+ work ow,
and to make the algorithm more accessible for future seismologic studies. This work sets up the
remainder of the thesis, which applies the SpecUFEx+ work ow to seismic data from a temperate
Swiss glacier (Chapters 2 and 3), and on a small portion of the San Andreas Fault (Chapter 4). The
ndings from these chapters demonstrate how UML applications in seismology can be utilized to

gain valuable scienti ¢ insight about a variety of dynamic Earth systems and the processes that



control them.

In the following two chapters of my thesis, | use UML to study cryoseismic data. Cryoseis-
mology is recognized as a powerful tool for investigating the hydrologic and dynamic conditions
of ice bodies (e.g., reviews by Podolskiy and Walter 2016; Aster and Winberry 2017b). Cryoseis-
micity has similarities to tectonic seismicity in many regards, exhibiting discrete, impulsive signals
from, for example, crack-openings (Neave and Savage 1970; Roux et al. 2010, e.g., ), shear failure
(Walter 2009; Heeszel, Walter, and Kilb 2014), and tremor caused by the superposition of multi-
ple overlapping stick-slip events (Winberry et al. 2009; Lipovsky et al. 2019; Umlauft et al. 2021;
Kop ietal. 2022). Cryoseismic signals at temperate glaciers can also contain sustained hydrologic
tremor generated by water ow in, under, and through the ice (Bartholomaus et al. 2015; Gimbert
et al. 2016; Vore et al. 2019; Lindner et al. 2020; Nanni et al. 2021; Labedz et al. 2022). Evolving
climatic conditions have an outsized effect on glaciers (Climate Change (IPCC) 2022), highlight-
ing the importance of understanding their dynamic and hydraulic conditions, especially for those
that can generate catastrophic glacial lake outburst oods (GLOF, Taylor, Robinson, Dunning,
et al. 2023). The second chapter of my thesis employs the SpecUFEx+ work ow to character-
ize spectrograms from Gornergletscher, Switzerland (Walter 2009), a glacier that for decades has
hosted a GLOF (Werder et al. 2013). | apply the SpecUFEx+ work ow to ve weeks of glacial
spectrograms of two-second icequake records from the catalog of (Walter 2009), and, separately,
60-second continuous waveforms containing glacial noise with few or no icequakes. | investigate
the timing, locations, and statistical properties of the resultant icequake and noise clusters in rela-
tion to co-located temperature, GPS and lake-level measurements, and nd that signals associated
with the sub- and englacial ow from the GLOF tend to occupy one noise cluster, whereas signals
associated with afternoon and evening subglacial melt-water ow reside in others. These cluster-
ing results help constrain the onset of the sub- and englacial components of the GLOF, which are
dif cult to ascertain by visual and hydrologic methods alone. Results also highlight the importance
of analyzing seismic “noise”, which in this case contains information about diurnal hydrology at

the glacier. Additionally, | discover groups of icequakes with highly similar waveforms without



the use of templates or correlation-based analyses. This chapter proves that scienti cally signif-
icant patterns within cryoseismic data can be discovered under the UML framework provided by
SpecUFEXx+.

In my third chapter, | continue to characterize seismicity at Gornergletscher, this time analyz-
ing the coherence of data from ve seismometers over a 25-day period. We calculate the coherency
of the array as a function of frequency and time (Seydoux et al. 2016a), then apply SpecUFEX to
reduce the array coherency matrices into low-dimensionality ngerprints. We cluster the nger-
prints with hierarchical clustering and relate the resultant clusters to behavior at the glacier based
on their timing, frequency content, and correlation with ancillary geophysical measurements (lake
level and GPS measurements). Similar to my previous chapter, one cluster coincides with the on-
set and conclusion of the GLOF. Here, however, other clusters capture highly coherent harmonic
or quasi-harmonic tremor lasting for hours or more. One such cluster occurs during a period of
known tremor caused by the superposition of overlapping stick-slip events (Umlauft et al. 2021). |
locate 30 minutes of seismicity on 6 different days during the GLOF by calculating the maximum
network response for differential arrival times calculated over a grid of possible locations (i.e.,
beamforming) and nd that for all time periods containing tremor, the source can be located near
basal depths, suggesting that stick-slip tremor may occur at this glacier more frequently than previ-
ously inferred (an assertion that is supported by lab experiments, Zoet et al. 2013). By combining
array-based analyses with methods from UML, Chapters 2 and 3 show how one can ef ciently
explore and characterize seismicity at Gornergletscher to better understanding its dynamic and
hydrologic behavior.

For the fourth and nal chapter, | use our methods to analyze seismicity, and repeating earth-
guakes speci cally, on a creeping portion of the San Andreas Fault (SAF) in California and use
the SpecUFEx+ work ow to increase the number of observed repeating earthquake sequences by
a factor of two. Repeating earthquakes sequences (RES) are groups of co-located, quasi-periodic
earthquakes of a similar size and with highly similar waveforms presumed to be caused by inter-

mittent stick-slip motion on locked asperities embedded within a creeping fault interface (Nadeau



and Johnson 1998; Dreger, Nadeau, and Chung 2007; Uchida 2019). RES are widespread along
the SAF (e.g., Vidale et al. 1994; Nadeau, Foxall, and McEvilly 1995; Waldhauser and Schaff
2021) and help inform our understanding of fault behavior and slip-rates at depth (e.g., Nadeau
and McEvilly 1999; Burgmann et al. 2000; Templeton, Nadeau, and Burgmann 2008; Shakibay
and Funning 2019; Waldhauser and Schaff 2021). In this chapter, | apply hierarchical clustering to
group similar ngerprints independent of location, allowing for a global search for potential RES
throughout the study region. | then relocate the potential RES and subject them to the same strict
location- and magnitude-similarity criteria as Waldhauser and Schaff 2021 to ensure that only true
RES are retained. | apply this method to about 4000 small (ML 0-3.5) earthquakes located on a 10-
km-long segment of the creeping SAF and double the number of detected RES, allowing for greater
spatial coverage of slip rate estimations at seismogenic depths. | nd that slip-rates along the fault
interface are highly heterogeneous, with some regions exhibiting high concentrations of RES and
others exhibiting large gaps that could be accumulating strain to be released in a moderate-sized
earthquake. This method is novel in its ability to detect RES independent of initial locations and
is complimentary to existing cross-correlation-based methods, leading to a more complete RES
catalog and a better understanding of slip-rates at depth and potential earthquake hazards.

My thesis work describes several cases where scienti ¢ insights have been gained via the appli-
cation of UML methods to large seismic data sets. | provide a description of the UML-work ow,
SpecUFEx+ and analyze time-varying frequency patterns in spectrograms from single stations and
from the network covariance of a ve-station array, exploring both previously cataloged events
and continuous seismic data in two distinct geologic settings: Gornergletscher and the San An-
dreas Fault. The contents of my research are valuable within the eld of seismology because, as
the size of seismic data sets and ML-enhanced catalogs increases, the need for interpretable, scal-
able, unsupervised methods to analyze them becomes more acute. Future studies could incorporate
SpecUFEX ngerprints into supervised ML methods by, for example, training supervised models
to classify types of earthquakes based on their ngerprints, that is, based on their time-varying

spectral content.



The last ten years have seen a tremendous increase in the number of publications involving
supervised ML applications in seismology. The next decade may hold the same for UML, provided
that research in the eld continues to progress. This thesis supports the advancement of UML
methods in seismology by introducing and deploying the SpecUFEx+ work ow, and will hopefully

help accelerate the pace of pattern-based, data-driven scienti c discovery in the eld of seismology.



Chapter 1: SpecUFEXx+: A Python-based work ow for spectral

unsupervised machine learning in seismology

1.1 Introduction

As seismic datasets grow in size and complexity, the need arises to develop semi-automated
methods for characterizing them. Advances in computational statistics and machine learning (ML)
have lead to a recent surge in publications applying machine learning methods to seismologic prob-
lems (e.g., reviews by Bergen et al. 2019; Kong et al. 2019; Beroza 2021; Mousavi and Beroza
2022; Mousavi and Beroza 2023). These studies automate and accelerate vital tasks for obser-
vational seismology such as earthquake arrival and phase picking (e.g., Zhu and Beroza 2019;
Mousavi et al. 2020), earthquake association (e.g., Ross et al. 2019b) and discriminating different
sources of earthquakes or earthquakes from noise (e.g., Meier et al. 2019; Hulbert et al. 2020;
Carniel and Guzman 2020; Kong et al. 2022). The vast majority of ML papers in seismology em-
ploy supervised ML methods, wherein models are trained on real or synthetic datasets that have
previously been labeled by analysts in order to assign labels to unseen data. A literature review
in Mousavi et al. (2022) demonstrates that, at least in the application of deep learning in seismol-
ogy, publications on supervised ML outpace those on unsupervised ML by an order of magnitude
(Figure 1.1a). Supervised ML, however, requires labeled data sets that can be dif cult to compile
for large natural datasets, and even then, the models can only recover similar patterns to what it
has previously been shown. Unsupervised machine learning (UML) methods, however, can char-
acterize large, complicated data sets without the need of labeled training data by inferring patterns
that inherently exist in the data. UML has been noted as a powerful eld which is unfortunately
underutilized by seismologists (Beroza 2021).

Here, | present an UML seismic analysis work ow, SpecUFEx+, that is suitable for character-



Figure 1.1: (a.) Cumulative number of papers on supervised (orange) or unsupervised (red) deep
learning applications in seismology published between 1992 and 2022 (adapted from Mousavi
and Beroza 2022) (b.) Proportion of unsupervised feature extraction papers (1996-2022; N=18)
characterizing waveforms or spectrograms from passive seismic data sets by type of UML method:
arti cial neural network (ANN), self-organized mapping (SOM), non-negative matrix factorization
(NMF) and hidden Markov modeling (HMM), or combinations thereof.

izing large, unlabeled seismic datasets by applying methods from unsupervised feature extraction
and clustering. The core algorithm of the work ow is the unsupervised machine-learning algo-
rithm known as Spectral Unsupervised Feature Extraction, or SpecUFEXx (Holtzman et al., 2018).
SpecUFEX uses non-negative matrix factorization and hidden Markov modeling to reduce spec-
trograms to low-dimensionality ngerprints that, though comp&ctY: °), contain characteristic
information about the time-varying frequency content of the spectrogram. Previous studies have
shown that SpecUFEx ngerprints can distinguish distinct temporal spectral patterns in spectro-
grams, including possible precursor seismic tremor leading up to a submarine eruption (Wang et
al., 2023, unpublished), signals related to subglacial water ow (Sawi et al. 2022), and groups of
repeating earthquake sequences (Chapter 4). The original study of Holtzman et al. (2018) reveals
annual patterns in seismograms generated by induced earthquakes at The Geysers geothermal eld
in California that correspond to water injection volumes at nearby wells.

Within SpecUFEx+, | provide several tools to aid the user in applying SpecUFEX to single-

station seismic waveform datasets. These tools create a work ow that includes calculating short
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time Fourier transforms of the waveforms to create spectrograms, applying SpecUFEX to the spec-
trograms, performing principal component analysis (PCA) on the SpecUFEXx ngerprints, cluster-
ing the ngerprints or their principal components using k-means or hierarchical clustering evalu-
ated with silhouette scores (Rousseeuw 1987), and visualizing results. The aim of this work is to
make the algorithm more versatile, accessible, and interpretable, and to discuss its best uses and

limitations.

1.2 The SpecUFEXx algorithm

The SpecUFEXx algorithm applies two layers of unsupervised feature extraction dimensionality
to spectrograms, non-negative matrix factorization (NMF) and hidden Markov modeling (HMM),
followed by ngerprint synthesis. NMF and HMM have been utilized previously to characterize
seismic data (detailed below), however, the SpecUFEXx algorithm differs from these studies in
several important regards. SpecUFEX is scalable for large datasets by approximating statistical
solutions via stochastic variational inference (SVI, Paisley, Blei, and Jordan 2014; Hoffman et al.
2013). Within a Bayesian framework, one nds a posterior distribution describing the probability
of parameters-of-interest occurring given the known observations. Analytically calculating the
posterior can be infeasible, prompting the use of variational inference, wherein an approximation of
the posterior is gained via transformation of the probability distribution problem to an optimization
problem that can be solved via any number of optimization algorithms (e.g., David M. Blei and
McAuliffe 2017). Optimizing the solution requires sampling over the entire data set and holding
it in memory, causing many variational-inference-based algorithms to be inef cient for large data
sets. SVI, however, reduces the computational load by repeatedly sampling a subspace of the
data set, thus estimating parameters stochastically without the need to see the entire data set and
speeding optimization (Hoffman et al. 2013). The application of SVI to NMF and HMM allows
SpecUFEX to be scalable for large datasets (Paisley, Blei, and Jordan 2014).
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1.2.1 Spectrogram generation

Spectrograms are the intended input for the SpecUFEX algorithm. Seismic waveforms are
converted to spectrograms by calculating short-time Fourier transforms (STFT) on overlapping
windows of the waveform with a Tukey shape parameter applied to the windows. The spectrograms
are processed further by dividing them by their median amplitude, converting them to decibels by
multiplying the base-ten logarithm of the spectrogram by 20, and setting all negative values to zero

to comply with the non-negativity constraint of NMF.

1.2.2 Non-negative matrix factorization

NMF decomposes high-dimensionality images into its constitutive parts by learning a dictio-
nary of linear basis vectors visually resembling parts of the images. The non-negativity constraint
of NMF ensures that basis vectors are only additive, which ts intuitively with the notion that parts
of an image compose the whole and in practice leads to highly interpretable basis vectors (Lee and
Seung 1999). NMF has been applied in previous seismic studies to reduce noise in spectrograms
(Cabras, Carniel, and Jones 2012; Cabras et al. 2014; Nazari Siahsar et al. 2017a; Nazari Siahsar et
al. 2017b; Yang et al. 2019), but SpecUFEX is unique in its application of NMF as a spectrogram-
compression technique for further time-series analysis. Here, we learn a Bayesian extension of
NMF in a probabilistic setting by maximizing the likelihood of a Poisson model describing the
distribution of frequencies in the data (Lee and Seung 2000), scaled up for big datasets using SVI
Paisley et al., 2014.

A given data set containg spectrograms of dimension by " (written as38<t G" 9),
where is the number of frequency bins afid is the number of time steps (Figure 1.2b). NMF
decomposes each spectrograms into a basis dictionaryspectral patterns that are common to
all signals in the data set, and an activation coef cient matrix (ACM) that shows how the dictio-
nary patterns vary over time. The dictionary is common for all spectrograms (Figure 1.2c), and
each ACM @8<t G" °) is unique for each spectrogram (Figure 1.2d). The spectral patterns are

modeled as Gamma distributions over a certain frequency band with hyperparameters de ning the
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Figure 1.2: SpecUFEx work ow. (a.) Waveform is transformed to spectrogram (b.) which is
then normalized and converted to decibels. (c.) Non-negative matrix factorization (NMF) learns a
dictionary of common spectral patterns for all spectrograms and an activation coef cient matrix (d.,
ACM) for each individual spectrogram that expresses how the spectral patterns vary in time. (e.)
Hidden Markov modeling (HMM) models each ACM as the product of a state emissions matrix
(EM) and a state transition matrix (f., STM) which shows the states' evolution through time. Like
NMF, the EM is shared for all ACMs, whereas the STM is created for each individual ACM. (g.)
State transitions in the STM are counted in a ngerprint. Adapted from Holtzman et al. (2018)
placements and widths of those distributions. NMF learns to optimize the hyperparameters such
that differences between the modeled and the observed spectrograms is minimized. The number
of spectral patterns, , is inferred by the model with , thus compressing the spectrograms

in to lower-dimensionality representations. Qualitatively, the frequency-reduced ACMs retain key

visual aspects of their respective spectrograms (Figure 1.2d).

1.2.3 Hidden Markov modeling

The NMF dictionary is set aside and only the ACMs are used as input for HMM. HMM de-
pends on hidden states)that tend to co-occur in time in a rst-order Markov process, meaning the

probability of one state occurring depends only on the state that occurred before it (e.g., Baum and
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Petrie 1966). Previous studies have used HMM to model time-varying features of waveform data
from volcanic settings (Ohrnberger 2001; Ibafiez et al. 2009; Beyreuther, Carniel, and Wassermann
2008), to classify types of earthquakes (Beyreuther and Wassermann 2011), and to detect earth-
guakes in continuous waveforms (Beyreuther et al. 2012). Here, we model the temporal evolution
of an ACM's spectral patterns as the product of an emissions matrix (EM, Figure 1.2e), which
describes the spectral patterns in each state and a state transition matrix (STM, Figure 1.2f) that
expresses the probability of each state occurring through time. The SIB&IG" cwith (Y

thus further reducing the dimensionality of the original spectrogram. Finally, STMs are used for
the last step: creating the ngerprind@<t(G(°), Figure 1.2g) by counting state transitions from

one time step to the next.

1.2.4 SpecUFEx parameter selection

Here, constraints and considerations are provided to help guide parameter selection for the
SpecUFEXx algorithm. These are meant to be guidelines and by no means preclude the use of
other parameters. In SpecUFEx+, one rst converts waveforms into spectrograms by calculating
STFT on overlapping windows of the waveform. The length of the STFT windows is an important
parameter as it determines the number of time-steps used during HMM. Empirically, HMM per-
forms best when there are at least 30 STFT windows, so the maximum length of a STFT window
(#F <o00) is constrained by the number of samples in the wavefégtrmThe minimum length of
a STFT window #F <g-) is determined based on the lowest frequency signal that one wishes to
measure, such that one window can capture sever8) ¢ycles of the signal (e.g., Menke 2022).

In summary, for a given sampling rateg) and minimum frequency of interesig-), guidelines
for choosing the length of STFT windows (in seconds) are:

5
#Fw= £ (1.1)

and
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#
#F <0G m (1.2)

The next parameter selection arises during the initialization of the NMF model. As the NMF
algorithm is updated, spectral patterns that are unnecessary for describing the data set are discarded
from the dictionary. The user may choose the maximum number of spectral patterns to include in
the dictionary. The default choice is, for all experiments herein, initialized at 75 spectral patterns.
The last parameter choice is the number of hidden states in the HYM/ich also is the number
of states in the ngerprint. Holtzman et al. (2018) demonstrated how results are not sensitive to
the choice of( = 15o0r ( = 40. Empirically, scienti cally meaningful and interpretable results
have been delivered with= 15 (Holtzman et al. 2018; Sawi et al. 2022, Wang et al., unpublished,
Chapters 2-4).

1.3 Clustering and evaluation

SpecUFEx+ incorporates a suite of well-tested and benchmarked tools from the Python Scipy
and SciKit-Learn libraries to aid with further dimensionality reduction and analysis. These tools
include principal component analysis (PCA), clustering, and clustering evaluation (Virtanen et al.
2020; Pedregosa et al. 2011; Rousseeuw 1987). Two clustering methods (k-means clustering and
hierarchical clustering) are currently supported by SpecUFEx+, and can be performed on either
the full dimensionality ngerprints or their principal components (details below). Although any
number of clustering methods could be employed, k-means and hierarchical clustering are chosen
for their simplicity and scalability (in the case of k-means) and for intuitive illustration of inherent
structure within the data (hierarchical clustering). | discuss the relative strengths and weaknesses
of each clustering algorithm, as well as the bene ts of reducing the ngerprints' dimensionality
further prior to clustering. | then describe how clustering results can be evaluated quantitatively
with silhouette scores (Rousseeuw 1987) and qualitatively by examining the clustered data in 2D

space or by viewing some spectrograms that are typical of those in the cluster.
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1.3.1 Principal component analysis

The dimensionality of the ngerprints can be reduced further via PCA to aid visualization of
the ngerprint distribution and improve clustering performance. PCA aids in data visualization by
projecting high-dimensionality data into 2- or 3-D space, allowing for more intuitive interpretation
of relationships in the data and between clusters (Figure 1.3). The advantage of reducing the
ngerprints’ dimensionality prior to clustering arises because, as the dimensionality of the data
set increases, the average distance between neighboring ngerprints increases, leading to sparse
data which can be dif cult to cluster and interpret. PCA projects the data onto orthogonal, lower-
dimensionality subspaces such that the variance of the projected data is maximized (e.g, Karl
Pearson 1901; Lever, Krzywinski, and Altman 2017). To perform PCA, rst a covariance matrix

of the ngerprints, >E 1- ©, is calculated:

>E1-°:%-)- (1.3)
on which eigendecomposition is performed:
>E1- °F= g (1.4)

wherekg are the eigenvectors, i.e., the principal components, giage the eigenvalues. The
eigenvectors are ordered in descending order with respect to their eigenvalues, where the larger
eigenvector-value pairs point in the directions of larger variances in the data set. The original data
are projected into the lower-dimensionality principal component space by multiplying them by
their eigenvectors. A percentage of variance of the original data set (percent variance explained,
or PVE) is preserved within the new principal component space. The PVE is an analyst-de ned

parameter that ideally retains a signi cant portion of the original data varian@@%p).

16



1.3.2 K-means clustering

K-means clustering is one of the most widely used clustering methods because of its simplicity,
scalability and versatility (see review by Raykov et al. 2016). In essence, it aims to minimize the
variance of the data within clusters (Lloyd 1982). K-means rst separatésta points into
clusters by minimizing the sum of least squares between each data@damt3= 1<+ and the

initial centroid " - of cluster: :

:DBC4W® = 0A6<8=LjiG . jj°0 (1.5)

It then updates the cluster centroid by recalculatindor each cluster, - :

~

1 O

Tzpxcs @ (9

@2 .

These two steps — clustering the data then updating the centroid locations based on the new
clusters — are iterated for a user-de ned number of tinggsr until the difference in cluster cen-
troid locations is less than a small discrepancy (also user-de ned). The results are intuitive to
understand, as each data point is assigned according to its closest cluster mean. The time complex-
ity of k-means is approximatel$ 1=, . C, making it suitable for large datasets. The method
does, however, assume the data forms discrete spherical clusters, which may not be case. Addi-
tionally, it fails when separating overlapping groups of data, as it can only de ne linear boundaries
subdividing what may be a more complicated data structure. Results are highly sensitive to the
number of clusters, tasking the user to attaipriori information about a reasonable number of
clusters, or, as done in this work ow, to test many differentand compare relative results via
a clustering quanti cation method such as silhouette scores (Rousseeuw 1987, described below).
The location of initial centroids can lead to local minima in the optimization function resulting in
early convergence. To overcome this, the centroids are seeded using the “k++” algorithm, which
computes the probability distribution of distances between an initial set of centroids, then uses

that distribution to randomly choose the next set of centroids with more distant centroids having
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Figure 1.3: Results of principal component analysis showing the rst two principal components
(PC) colored by cluster assignment. Stars indicate the ve ngerprints with the highest silhouette
scores in each cluster.

a higher probability of being chosen. This process helps speed up convergence while mitigating
the problem of local minima and can lead to better overall clustering results compared to random

centroid-initialization (Arthur and Vassilvitskii 2007).

1.3.3 Hierarchical clustering

Hierarchical clustering organizes data points into a tree-like structure called a dendrogram that
visually depicts how the data set is divided into sections and subsections (e.g., Figure 1.4). Hi-
erarchical clustering has several advantages over other clustering methods such as k-means, for
example, one need not specify the number of clusters beforehand, and various distance measures
(e.g., Euclidean, Manhattan, etc.) can be used to compute the dendrogram. Additionally, the den-
drogram helps illustrate hierarchical structure of the data including nested data (clusters within
clusters) which can be dif cult to interpret with other clustering methods. In SpecUFEXx+, hierar-

chical clustering is performed via a “bottom-up,” agglomerative method, wherein each data point is
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Figure 1.4: Dendrogram from hierarchical clustering results. Clusters under the same branch are
more similar to each other than to clusters in other branches; otherwise the horizontal ordering of
the clusters is arbitrary. Branches that have a greater vertical separation are more distant.

rst assigned to its own singleton cluster. A distance matrix (in this case, Euclidean) is calculated
between all clusters, after which the most proximal pairs of clusters are combined. Proximity in
this case is determined via Ward's Linkage (Ward 1963), which acts to minimize the variance of
data points within clusters. These two steps — combining pairs of the most similar clusters then
recalculating a distance matrix between all clusters— are iterated until all clusters are combined into
one. The resultant structure of pair-wise combinations are illustrated in a dendrogram (Figure 1.4),
after which the user chooses the number of clusters to analyze, that is, the depth of the tree. Most
often, one qualitatively chooses the number of clusters based on the structure of the dendrogram.
SpecUFEXx+, however, calculates silhouette scores (de ned below) to provide a quantitative aid for
interpretation.

There are limitations to hierarchical clustering, however, namely its time complexity and the
amount of memory needed to store the distance matrix. Basic implementations of hierarchical
clustering include calculating and storing the distance ma#i={°) for = data points), and cal-
culating levels of the dendrogrard {=°), leading to a time complexity & =2 and thus making

hierarchical clustering inef cient for very large datasets. This is a bottleneck in the SpecUFEx+
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work ow that will be mitigated in future versions by employing a faster implementation of hierar-

chical clustering with time complexit$ 1=2° rather thar$ 1= (i.e., Miillner 2013).

1.3.4 Silhouette scores

Choosing the number of clusters is one of the most important steps to analyzing data. Silhouette
scores quantify how well-clustered a data point is by calculating a metric for it frbio 1, where
positive values indicate that the point is, on average, more similar to other data points in its cluster
than the data points in the closest neighboring cluster (Rousseeuw 1987). The silhouette score,

(8(*@ is de ned as:

1 0

1 e
(8(*G <0G 0-2

(1.7)

where0 is the average Euclidean distance of data pGittt every other data point in its own
cluster, whilel is the average Euclidean distanceGd every data point in the closest neighboring
cluster. A data point with a negative SiS may be better assigned to its neighboring cluster. All of
the clustering algorithms in the SpecUFEx work ow currently require a user-de ned number of
clusters, so a plot showing SiS as a function of number-of-clusters (Figure 1.5 can help with this

important choice.

1.3.5 Visualization tools

Visualizing the output from SpecUFEXx+ is a key step for tuning parameters, discovering pat-
terns, and drawing scienti c inferences. The SpecUFEx+ work ow contains a suite of visualization
tools to help interpret the output of the data preprocessing, SpecUFEX, and clustering procedures.
Figure 1.2 presents an overview of SpecUFEX results including an example input waveform (Fig-
ure 1.2a), its spectrogram (b), and products generated during the intermediate steps of SpecUFEx
such as the NMF dictionary (c), the ACM corresponding to the waveform and spectrogram (d) the
HMM emissions matrix (e), an example of a state sequence matrix (f), and, the nal product, a

ngerprint (g). The mean silhouette scores for 2 talusters are generated and depicted in Figure
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Figure 1.5: Mean silhouette scores calculated on ngerprint-principal-components clustered by
k-means for 2 to 20 clusters. The red star indicates the clustering with highest silhouette score (6
clusters).

1.5. Clustering results are illustrated in Figure 1.3 by mapping the ngerprints into 2D space via
PCA with ? = 2 then coloring the data points by cluster assignment. This plot, as well as the
dendrogram produced by hierarchical clustering (Figure 1.4), can reveal dominant structures in the
ngerprint data and help interpret clustering results.

Five representative ngerprints are selected from each cluster, choosing those with the highest
silhouette scores within their respective clusters. Figure 1.6 shows the spectrograms that generated
the representative ngerprints for each cluster, allowing one to visually compare time-varying
frequency characteristics of different clusters and physically interpret results. Lastly, the timing
of clusters is represented in a heat map through time, with hotter colors representing time periods
with more ngerprints Figure 1.7. This plot helps interpret any long-term (minutes to years) trends

that may exist within the data set.
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