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Abstract

Bridging AI and the Physical World: Embedded Sensing and Embodied Drone Agents for

Intelligent Environments

Minghui Zhao

We are seeing a massive transformation in how we process information. Since the

introduction of large language models (LLMs) and multimodal large language models (MLLMs),

there has been massive growth in AI’s capabilities in reasoning, content generation and

decision-making. These advancements, together with a surge of research in software tools and

agentic systems, have boosted human productivity to an unprecedented level. These advanced

models and techniques, however, are still largely disconnected from the physical world. Our

everyday living environment is far from being truly intelligent. In this thesis, we present

architectures, systems and methods that build upon mobile, resource-constrained platforms to

enable AI that actively participates in and improves our daily lives.

We first explore the idea of mobile robotics as an alternative to static sensor deployments by using

drones as intrinsic environmental sensors. We apply this idea to the challenge of environmental

monitoring. Mapping 3D airflow fields is important for many HVAC, industrial, medical, and

home applications. However, current approaches are expensive and time-consuming. We present

Anemoi, a sub-$100 drone-based system for autonomously mapping 3D airflow fields in indoor

environments. Anemoi leverages the effects of airflow on motor control signals to estimate the

magnitude and direction of wind at any given point in space. We introduce an exploration

algorithm for selecting optimal waypoints that minimize overall airflow estimation uncertainty.



We demonstrate through microbenchmarks and real deployments that Anemoi can estimate wind

speed and direction with errors up to 0�41 m/s and 25�1� lower than the existing state-of-the-art

and map 3D airflow fields with an average RMS error of 0�73 m/s.

Anemoi demonstrates that indoor drones can serve as highly capable autonomous agents toward

embodied AI for smarter environments. To take this idea further and deploy drones as persistent

physical agents, we must address two fundamental challenges: continuous operation and

adaptable sensing.

Due to a drone’s limited payload capacity and battery life, its continuous operation requires

frequent automated docking to recharge. However, existing automated drone landing approaches

often require complex hardware setup, heavy computation, or lack reliability, which make them

not suitable for complex indoor environments and impractical for resource-constrained platforms.

We propose Moth, a low-cost, infrared light-based solution that targets precise and efficient

landing of low-resource micro-drones. Moth consists of an infrared light source at the landing

station and an energy-efficient photodiode (PD) sensing platform attached to the bottom of the

drone. At a cost under 83 USD, Moth achieves comparable performance to vision-based methods

but at a fraction of the energy consumption and computation. Moth requires only three PDs

without any complex pattern recognition models to land the drone accurately, under 10 cm of

error, from up to 11�1 m away.

While Moth enables the continuous operation of these drone agents, they must also be capable of

perceiving and retrieving context from their surrounding environments. To address this second

challenge of adaptable sensing, we introduce LegoSENSE, a low-cost open-source and modular

platform that simplifies the rapid deployment of customized sensing solutions for AI-driven

Internet of Things (IoT) applications. Currently, deploying these sensing systems requires

significant amount of work and time, even for experienced engineers. Built on top of the widely

popular Raspberry Pi single-board computer, LegoSENSE overcomes these barriers through a

multiplexed carrier board and hot-pluggable sensor modules. We designed hardware and software

to automatically identify the sensor modules, load required drivers without manual user



configuration, and make the data seamlessly accessible via web dashboards and APIs.

LegoSENSE’s “plug-and-play” functionality makes the sensor modules reusable, and allows them

to be mixed and matched to serve a variety of applications and scenarios that align with the

task-agnostic and flexible capabilities of modern AI. We show, through a series of user studies,

that LegoSENSE enables users without engineering background to deploy a wide range of

applications up to 9� faster than experienced engineers without the use of LegoSENSE.

With the barriers of continuous operation and adaptable sensing addressed, we can finally

combine the mobile capabilities of drones with the agentic power of modern foundation models

(FMs). Building on our prior works, we introduce EmbodiedFly, an embodied LLM agent

combining a foundation model pipeline with a reconfigurable drone platform to observe,

understand, and interact with the physical world. Our co-design approach features: 1) an FM

orchestration framework connecting multiple large language models (LLMs), vision language

models (VLMs), and an open-set object detection model; 2) a novel image segmentation

technique that identifies task-relevant areas; and 3) a custom drone platform that autonomously

reconfigures with appropriate sensors and actuators based on commands from the FM

orchestration framework. Through real-world deployments, we demonstrate that EmbodiedFly

completes diverse physical tasks with up to 85% higher success rate compared to traditional

approaches leveraging static deployments.

This dissertation provides a comprehensive framework for building next-generation intelligent

environments by using drones as the agile, physical extensions of modern FMs. By replacing

rigid static sensing infrastructure with autonomous, modular mobile embedded platforms, and

coupling them with modern agentic AI frameworks, we establish a scalable pathway that

seamlessly bridges AI digital space into embodied, physical action to actively participate and

improve our daily lives.
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Chapter 1: Introduction and Background

We are seeing a fundamental shift in how we process information. Since the introduction of

large language models (LLMs) and multimodal large language models (MLLMs), AI's capacity

for reasoning, content generation, and decision-making has expanded rapidly. The modern AI

revolution began with the introduction of the Transformer architecture [1], which replaced the

recurrent and convolutional approaches of the 2010s with self-attention mechanisms. This founda-

tional architecture led to a family of increasingly powerful models: BERT [2] in 2019; GPT-3 [3]

in 2020, demonstrating that scaling alone could yield remarkable performance across translation,

question-answering, and reasoning tasks; and GPT-4 [4], which accepts both image and text inputs

and exhibits human-level performance on various benchmarks.

The economic and practical impact is already visible. The global AI market is projected to soar

from 189 billion USD to 4.8 trillion by 2033, re�ecting a 29.2% annual growth rate [5, 6]. By late

2024, 45% of the U.S. population aged 18–64 reported using generative AI [7]. This rapid adoption

is driven by advancements in the AI models, and a surge of research in software tools and agentic

systems [8, 9, 10]. These tools are boosting human productivity to unprecedented levels. For

instance, a large-scale study of 5,172 customer-support agents found that access to AI increased

worker productivity, as measured by issues resolved per hour, by 15% on average [11]. Similarly,

in the software engineering industry, developers using AI as pair programmers completed coding

tasks 55.8% faster [12].

Despite their proven ability to augment digital work�ows, LLMs are still “language models”;

they are inherently trapped behind screens. Because they operate purely in the digital domain,

our physical, everyday environments remain largely untouched by this intelligence. At the same

time, the physical infrastructure is ready: the number of connected Internet of Things (IoT) de-

vices worldwide is expected to grow from approximately 17.7 billion in 2024 to over 40 billion
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Figure 1.1: An overview of the systems presented in this thesis for a bottom-up progression to-
ward embedded and embodied AI with drones: from drone environmental sensing (Anemoi) and
autonomous operation (Moth), to adaptable modular hardware (LegoSENSE), and combined into
fully recon�gurable embodied agents (EmbodiedFly).

by 2034 [13]. This massive network of smart devices presents a clear opportunity to extend AI

capabilities into our ambient environment.

Currently, we lack an accessible, universal sensing and actuation layer to serve as the interface

between these powerful software systems and the real world. More broadly, we lack a physical

robotic layer that can be deployed into everyday environments to continuously gather local con-

text, reason about changing conditions, and assist people through situated action. Such a layer

should not be limited to a single egocentric robot acting on behalf of one user. Instead, it should

be composed of collections of mobile robotic agents, including drones, that can coordinate their

mobility, sensing, and actuation capabilities to provide distributed environmental awareness and
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responsive assistance across homes, hospitals, farms, factories, and other human-centered spaces.

Without such a real-world instantiation, AI models are essentially operating blind. While any-

one with a web browser can easily access state-of-the-art AI platforms to generate text or analyze

data, they cannot easily provide AI with the actual physical context besides capturing a photo of

the environment. Solving this would usually require deploying a custom sensing system, which

is expensive, time-consuming, and typically requires dedicated teams with expertise in hardware

design, embedded programming, and signal processing. This barrier limits the potential of AI in

domains that need localized, physical context, such as personalized healthcare monitoring, smart

agriculture, assistive home environments, and industrial safety.

We need to bridge this gap to create a seamless, accessible interface between intelligent soft-

ware and physical environments. This thesis argues that mobile, resource-constrained robots, and

drones in particular, provide a promising foundation for such an interface. This thesis presents ar-

chitectures, systems, and methods that bring drone-augmented AI (1) mobility that allows them to

bring sensing and actuation to the places where context is needed, (2) autonomy that allows them

to operate with minimal human supervision, and (3) ability to be recon�gured that allows them to

adapt to diverse tasks and environments. We envision a future assistive robotic layer consists of a

collection of embodied drone agents that can collectively provide environmental sensing, contex-

tual understanding, and physical assistance that makes AI actively participates in and improves our

daily lives.

As summarized in Figure 1.1, this thesis builds toward this assistive robotic layer through a

progression of three distinct system paradigms (P1-P3) and combine them into a �nal system

(S1):

• P1 Mobile Sensing: Exploring drones as capable environmental sensors without the need

for additional hardware payloads.

• P2 Persistent Autonomy: Solving the energy and operational bottlenecks of mobile drone

agents through low-power, automated docking and landing systems.
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• P3 Adaptable Modular Hardware: Democratizing sensor deployment by allowing users

with no engineering background to rapidly assemble custom sensing platforms to provide

context to AI.

• S1 Recon�gurable Embodied Agents: Tightly coupling foundation models with drone-

based mobile agents capable of modifying their own sensing hardware con�gurations on the

�y based on task requirements and the environment.

1.1 Main Components and Contributions

In this section, we present an overview of the main contributions of this thesis. We present a

bottom up approach to building embedded and embodied agents for intelligent environments.

1.1.1 Mobile Robotics as Environmental Sensors

To bridge the gap between AI and the physical world, we �rst look beyond traditional static

sensor deployments, which are inherently rigid, not scalable, and limited by the area they cover.

We begin this thesis by exploring mobile robotics as a dynamic system to replace static sensor

networks. We apply this concept to the challenge of environmental monitoring.

Mapping three dimensional (3D) air�ow �elds is highly important for industrial, medical, and

home applications. However, current approaches are expensive and require a prohibitive amount of

time. In Chapter 2, we present Anemoi, a drone based system costing under $100 for autonomously

mapping air�ow �elds in indoor environments. Instead of relying on new sensors, Anemoi func-

tions as a pure software update applied to commercially available drones. To achieve this without

physical modi�cations, Anemoi leverages a data stream present in every drone: the motor control

signal. We build upon a basic physical concept. When wind acts upon a drone trying to hover in

place, the �ight controller must react and exert a force to counter that wind. Since this force is

provided by the motors, by analyzing the effects of air�ow on these motor control signals, we can

estimate the magnitude and direction of the wind at any given point in space.
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While this method allows us to measure air�ow at a single location, mapping an entire en-

vironment requires careful planning of measurement waypoints due to the �ight time limited by

drone's battery. To map the full air�ow �eld, we introduce an exploration algorithm that selects

optimal waypoints to minimize the overall uncertainty of the estimations. We demonstrate through

microbenchmarks and real deployments that Anemoi is able to estimate wind speed and direction

with errors up to 0•41 m/s and 25•1� lower than the existing state of the art and map 3D air�ow

�elds with an average RMS error of 0•73 m/s.

Anemoi demonstrates that drones are not just simple vehicles, but highly capable autonomous

agents capable of performing environmental sensing. It has exciting potentials to serve as a physi-

cal platform for embodied AI.

1.1.2 Enabling Persistent Operational Autonomy

While Anemoi demonstrates the value of indoor drones as capable environmental sensors re-

placing the traditional static sensor networks, turning such mobile platforms into persistent, em-

bodied physical agents introduces a signi�cant challenge: continuous operation. Indoor micro-

drones must be small enough to navigate hospital corridors or cluttered factory �oors. Their small

form-factor severely limits the payload capacity for advanced sensing and computing equipment,

and restricts the batteries to often only a few minutes of �ight time. For continuous operation, these

drones must perform frequent automated docking to recharge using limited hardware capability.

However, autonomous indoor landing remains a signi�cant challenge. Unlike outdoor drones

that can rely on GPS, indoor environments lack reliable GPS signals and require highly precise

landings within con�ned docking stations. A practical embodied agent requires a landing system

that is lightweight, robust, accurate, and computationally ef�cient. To address this, Chapter 3

introduces Moth, a low-cost, energy-ef�cient, and hardware-agnostic platform that guides indoor

drones to perform precise autonomous landings. Inspired by the biological phototaxis of moths

navigating toward light, our system leverages an infrared (IR) sensing approach integrated directly

into the drone's control loop. Instead of relying on power-hungry cameras and complex pattern
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recognition models, Moth utilizes a minimal array of low-�delity analog IR photodiodes (PDs)

mounted on the drone to detect an IR light source at the landing station, and leverages the drone's

mobility to steer it toward the highest light intensity.

By relying on simple analog IR signals outside the visible spectrum, Moth remains highly

robust to ambient lighting conditions and has minimum computational overhead. At a cost under 83

USD and weighing less than 18 g, Moth's hardware module provides a highly accessible alternative

to complex vision or wireless localization setups. We demonstrate in real-world deployments

that Moth achieves comparable landing performance to existing vision-based approaches. It can

accurately guide a drone to land with under 10 cm of error from up to 11•1 m away, while operating

at a fraction of the energy cost (`W-level compared to mW-level).

Moth solves the docking challenge without exhausting the drone's limited computing resources,

to enable the continuous operation required for persistent mobile agents.

1.1.3 Democratizing Adaptable Sensing Systems

While Moth enables the continuous operation of these mobile agents, they must also be capable

of precisely and comprehensively retrieve context from the surrounding environment. To be useful

across different environments, an embodied agent requires access to domain-speci�c sensor data.

However, deploying these specialized sensing systems takes a signi�cant amount of work and

time, even for experienced engineers. Furthermore, these custom systems are inherently rigid; if

the application requirements change or new sensors are introduced, they lack the �exibility to adapt

easily.

To address this challenge of adaptable sensing, Chapter 4 introduces LegoSENSE, a low-

cost, open-source, and modular platform built on top of the Raspberry Pi. The primary goal of

LegoSENSE is to lower the access barrier for sensing system. It enables anyone to rapidly set up

and deploy customized sensing solutions for IoT applications while allowing AI systems to easily

access real-time data streams. By co-designing the hardware and software, we created plug-and-

play sensor modules. To align with the �exible capabilities of modern foundation models, users
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can mix and match these components to serve a diverse range of applications and scenarios.

This �exibility and ease-of-use is achieved through a highly modular hardware architecture.

We developed a carrier board for the Raspberry Pi featuring four universal slots, each capable of

housing a specialized sensing module. These modules communicate with the carrier board via

a universal connector that supports the most common sensor protocols. To streamline the user

experience, we clustered sensors with related applications into standardized modules, ensuring

they share the same physical footprint and digital interface.

We demonstrate the effectiveness of LegoSENSE through a series of user studies. The results

show that users without an engineering background can deploy a wide range of applications up to

9� faster than experienced engineers using traditional methods. By open-sourcing the hardware

and software designs, we aim to foster an ever-evolving community that enables enthusiasts, sci-

entists, and researchers to build physical intelligence regardless of their prior coding or hardware

experience.

1.1.4 Towards Autonomous Recon�gurable Embodied Agents

Throughout the previous works, we have established the components necessary for physical,

embodied AI with mobile agents. Anemoi showcases the mobility of drones and their capabilities

of perform sensing tasks; Moth provides them capability to perform persistent operations through

automated docking; LegoSENSE presents a highly adaptable sensing architecture to ful�ll varieties

of physical tasks. Given these physical capabilities of drones and reasoning of modern FMs, we

ask: can we create a mobile sensing platform that con�gures itself to tightly integrate with the

agentic capabilities of modern FMs?

In Chapter 5, we introduce EmbodiedFly as an architecture and demonstration of this concept.

To realize this system, we must address two primary challenges. First, we need to build a mobile

system capable of recon�guring its own sensing hardware without human intervention, while also

being able to navigate to any arbitrary location of interest to perform a given task. Second, we

need an agentic system that can accept open-ended tasks, understand the contextual requirements,

7



command the mobile platform to equip the necessary sensors, analyze the resulting data, and make

autonomous decisions.

Our approach features three main components. First, we designed a custom drone platform

that autonomously recon�gures itself with the appropriate sensors and actuators. Second, we de-

veloped an orchestration framework that connects multiple large language models and vision lan-

guage models to understand the task and command the recon�gurable drone. This framework also

integrates an open-set object detection model that identi�es speci�c areas relevant to the objective

at hand. Third, we introduce a novel image segmentation technique that allows VLMs to work

accurately across large areas within the application scenes.

Through physical deployments in the real world, we demonstrate that EmbodiedFly completes

diverse physical tasks with success rates up to 85% higher than traditional approaches that rely on

static deployments.

1.2 Feasibility and Scope of Autonomous Drone Operations

Although the vision of this thesis suggests a future in which drones become pervasive compo-

nents of everyday environments, the practical path toward that future depends strongly on where

these systems operate. In the United States, outdoor drone operation is regulated as part of the Na-

tional Airspace System. Commercial small-drone operations generally fall under FAA Part 107,

which provides a pathway for operation but also imposes constraints on aircraft weight, pilot certi-

�cation, visual line of sight, altitude, operations over people, airspace access, and other conditions.

Drone pilots must also determine where �ight is permitted, obtain authorization before �ying in

controlled airspace near airports, and comply with Remote ID and registration requirements where

applicable. The FAA has also proposed rules to normalize beyond-visual-line-of-sight operations,

but these rules illustrate that scalable outdoor drone deployment remains an active regulatory fron-

tier rather than a fully settled operating model.

This regulatory landscape motivates an important scope distinction for this thesis. The systems

developed here primarily target indoor and built environments, where many of the most compelling
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assistive applications arise: homes, hospitals, factories, laboratories, and other human-centered

spaces. Indoor-only drone operations are treated differently from outdoor airspace operations.

Speci�cally, the FAA states that Part 107 does not apply to operations conducted indoors because

FAA rules apply to operations conducted outdoors in the National Airspace System. This does

not eliminate all safety, privacy, institutional, or property concerns, but it substantially reduces

the airspace-regulatory barrier to deployment. As a result, indoor environments provide a realis-

tic near-term setting for exploring pervasive drone-based assistance, while still exposing the core

technical challenges that motivate this thesis: operation in GPS-denied spaces, persistent auton-

omy, safe interaction around people, adaptable sensing, and context-aware embodied intelligence.

1.3 Contributions to Literature

The research presented in this thesis has led to several peer reviewed publications. The Anemoi

system and its underlying exploration algorithms were demonstrated at the 20th Annual Interna-

tional Conference on Mobile Systems, Applications and Services (ACM MobiSys'22) [14] and

published in the 29th Annual International Conference on Mobile Computing and Networking

(ACM MobiCom'23) [15]. The Moth automated landing system was published in 2026 IEEE

International Conference on Robotics and Automation (ICRA) [16]. The LegoSENSE platform

was demonstrated at the 20th Annual International Conference on Mobile Systems, Applications

and Services (ACM MobiSys'22) [17] and published in ACM/IEEE International Conference on

Internet of Things Design and Implementation 2023 (ACM/IEEE IoTDI'23) [18]. The application

of LegoSENSE has resulted in publication in the 1st ACM International Workshop on Intelligent

Acoustic Systems and Applications (ACM IASA'22) [19] and demonstrated at the 20th ACM

Conference on Embedded Networked Sensor Systems (ACM SenSys'22) [20], receiving the Best

Demo Runner Up Award. Finally, the EmbodiedFly architecture is published in the 23rd ACM

Conference on Embedded Networked Sensor Systems (ACM SenSys'25) [21] and ACM Trans-

actions on Internet of Things (ACM TIoT) [22]. It was also demonstrated at the 30th Annual

International Conference on Mobile Computing and Networking (ACM MobiCom'24) [23] and
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received the Best Demo Runner Up Award.
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Chapter 2: Anemoi: A Low-cost Sensorless Indoor Drone System for

Autonomous Mapping of 3D Air�ow Fields

Maintaining good air�ow in indoor spaces such as homes and of�ces is important to keep them

well ventilated, improve overall air quality and comfort of the occupants. A well-ventilated room

frequently removes stale air, humidity, and indoor pollutants (dust, particles, viruses/bacteria, etc.)

which also bene�ts the respiratory health of the occupants. This is especially important in prevent-

ing the spread of diseases such as COVID-19 [24, 25, 26] and other airborne or moisture-based

viruses and bacteria that could linger indoors for several hours if proper ventilation is lacking. Cor-

respondingly, accurate measurement of air�ow over time in a building would allow homeowners

and building managers to optimize ventilation to eliminate “dead-zones” where little air is moving

or replaced, while also limiting HVAC use in zones that do not need them [27]. Another applica-

tion that would bene�t from this knowledge is deciding on suitable locations to place air puri�ers

to circulate air, as well as remove dust and other particles. A third motivating example is that a

building's HVAC system is spec'd and provisioned before the building is populated with furniture

and occupants. The dynamics of air that moves through the building will change signi�cantly over

time as new occupants, furniture, and other materials move into the space. Therefore, periodic

air�ow measurements are necessary for proper recon�guration of the overall ventilation.

However, relying on traditional static sensing infrastructure or manual labor to measure the

Figure 2.1: Illustration of mapping 3D air�ow �elds.
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full air�ow over an entire space can be dif�cult and expensive. Typically, a professional walks

through the building with an air�ow measurement device to measure air�ow vectors (direction

and speed) at different locations, which is costly and labor-intensive [28]. These measurements

are aggregated over each location to obtain the full air�ow �eld of the entire space, as shown in

Figure 2.1. Another solution is to deploy static �ow sensors throughout the environment. However,

this can only generate accurate estimates for small enclosed spaces, such as within a fume hood.

As introduced in Chapter 1, our vision is to provide an inexpensive and automated process for

measuring air�ow gradients in 3D within large indoor environments using inexpensive drones as

dynamic, mobile sensors. We believe this idea is timely with the introduction of small drones in

indoor spaces like Ring Always Home Cam [29].

One solution is to attach a �ow sensor to a drone and take measurements. However, this

approach adds cost and signi�cant weight, reducing the battery life and stability of the drone. For

the safety, it is not feasible to �y large drones that may be more able to carry the weight of a �ow

sensor. We propose Anemoi, a drone-based system for autonomously mapping 3D air�ow �elds

indoors without any additional sensors and only uses the sensors and control signals available on

a typical micro-air vehicle. The key idea behind Anemoi is that the force from the wind �ow will

slightly perturb the drone, causing the onboard �ight controller to compensate for the observed

changes in position and orientation by actuating its motors. Anemoi leverages how the drone

controller compensates for the force caused by the external wind to estimate air�ow vectors (wind

speed and direction) at a speci�c location in 3D space. We compare against existing state-of-art

drone-based methods for measuring air�ow that use physical models of the drone and directly

leverage onboard sensors, like optical �ow, and show that Anemoi achieves 0.4m/s and 25� lower

wind speed and direction estimation error. It follows that the full air�ow �eld can be measured by

actuating the drone to each location and measuring the air�ow vector. However, measuring every

point in space can be time-consuming and inef�cient, as small indoor drones can often �y for a

few minutes before needing a recharge. Instead, we propose an information theoretic method to

identify locations to sample air�ow vectors that minimize the overall uncertainty of the current

12



air�ow �eld estimate, while minimizing the total travel distance of the drone. Next, we leverage

computational �uid dynamics (CFD) to extrapolate and estimate the entire continuous air�ow �eld

from the air�ows sampled at discrete locations. Through deployments in a real setting, we show

that Anemoi can achieve higher accuracy estimates of full 3D air�ow �elds with fewer locations

sampled compared to other sampling strategies.

While our system is evaluated speci�cally for air�ow analysis, it demonstrates our broader

vision of repurposing mobile robotics for automatic environmental perception. We believe that

there are a multitude of important applications of micro-drones that are orthogonal to our appli-

cation (e.g., security and monitoring [30], asset inspection [31], and search and rescue [32]) that

will spur an increase in intelligent micro-drones in the future. We envision that Anemoi serves as

an initial demonstration that indoor drones can evove into capable physical agents for intelligent

environments. Our contributions are as follows:

• We create Anemoi, a drone-based system for mapping 3D air�ow vectors without using addi-

tional sensors by leveraging perturbations observed by the drone through its onboard feedback

and �ight controller to accurately measure 3D air�ow vectors at a given location. We show that

Anemoi achieves angular error of 6•20� and speed error of 0.11m/s, in comparison to 31•30� and

0.52m/s to a baseline method that requires the use of onboard sensors.

• We propose an information-theoretic exploration algorithm for the UAV to autonomously select

3-D points to minimize the overall estimation uncertainty of the full air�ow �eld while also min-

imizing total distance traveled. Next, we leverage computational �uid dynamics to extrapolate

the full 3D air�ow �eld from 3D air�ow vectors measured at individual sample points.

• We demonstrate through detailed simulations and real deployments that Anemoi requires travel-

ing only half the distance to collect as many samples compared to a random walk and estimates

air�ow in a target space with 0.73m/s RMS error and average angle error of 29•79� .
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2.1 Related Work

To traditionally sense air�ow vectors and �elds, a person or professional would either need to

move around the space with air�ow sensors [33, 34], or install dedicated and stationary hardware

(e.g., particle image velocimetry [35]) and using computational �uid dynamics [36], which are

expensive and time-consuming. There are several existing works that leverage a drone or robot to

measure air�ow, including solutions that attach a wind sensor directly onto the drone/robot [37, 38,

39]. Other works use sensors on the drone or attach other sensors, such as an optical �ow, intertial

measurement unit (IMU), or camera sensor [40, 41, 42, 43, 44]. Instead, our work does not directly

use any particular sensor, but rather the control signals sent by the drone's controller to actuate its

motors to react to perturbations caused by air�ow. This means that Anemoi can be adapted to

any standard drone that performs self-stabilization, regardless of the sensors it has onboard, unlike

existing works.

Other methods for monitoring air�ow and the condition of the atmosphere (e.g., turbulence)

leverage doppler radars [45, 46, 47], lidars [48, 49, 50, 51] and sodars [52, 53, 54, 55, 56]. All

methods estimate wind speed similarly by measuring the doppler effect of transmitted and re�ected

signals caused by air�ow and turbulence. The main difference between each sensor is the type of

signal that is transmitted (radar = radio waves, lidar = light/laser, sodar = acoustic waves). All of

these systems are used to measure outdoor atmospheric conditions, where wind speeds are orders

of magnitude greater (tens to hundreds of m/s compared to < 5 m/s indoors). Additionally, the

observed error is often on the order of several m/s, which is too high for indoor air�ows that may

only reach several m/s. Moreover, these sensors are too large for a small drone to carry, often

weighing more than tens of kilograms [57].

Anemoi measures changes in motor control signals transmitted by the �ight controller, which

is used to correct for any position, velocity, and attitude errors. Most personal and open-source

drones integrate model free proportional-integral-derivative (PID) controllers, which employ feed-

back from sensors to continuously adjust motors to maintain position, velocity, and stability [58,
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59]. There are a number of other control schemes that model �ight dynamics, such as non-linear

dynamic inversion (NDI) and incremental non-linear dynamic inversion (INDI) [60, 61, 62, 63],

reactively adjust motors when errors or instability naturally becomes too great [64], or incorporate

mission objectives into the control loop through reinforcement learning [65, 66]. For this chapter,

we only look at the performance of Anemoi under traditional PID control and leave other schemes

to future work.

Exploration [67, 68, 69] is a well studied �eld in robotics. In [67] the authors use visual sensors

to build and explore on a 2D map of the environment. This idea of exploration has been applied

to other problems such as 3D reconstruction [70], active tactile sensing [71], etc. In this chapter,

we adapt information theoretic robotic exploration to ef�ciently sense air�ow. Path planning algo-

rithms [72] �nd navigable paths avoiding obstacles. Active mapping or exploration algorithms [73]

�nd ef�cient navigable paths (planning) with the joint objective of improving maps (mapping) built

through sensing the environment during navigation. While other methods perform active mapping

to improve visual maps [73], we employ these techniques to perform better air�ow estimation in

the target space.

2.2 Estimating 3D Air�ow Gradients

We intend to use small drones (i.e., micro-air vehicles) to sense air�ow, since these will be com-

monplace in indoor spaces with the advent of devices such as the Ring Always Home Cam [29].

Our objective is to utilize the effect of air�ow on control signal variations of an autonomously hov-

ering drone to characterize the direction and strength of air�ow at any given point. In this section,

we propose a method to estimate air�ow at a single point. In section 2.3 we introduce a method to

ef�ciently sample and estimate the air�ow �eld in an entire target space.

2.2.1 Effects of Wind on Motor Control Signals

To leverage motor control signals for air�ow estimation, we �rst analyze the effects of air�ow

on these signals as the drone hovers at a particular setpoint location. As shown in Figure 2.2, we
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Figure 2.2: Quantities to estimate air�ow vectors. (Left:®+F8=3, ®+1, and ®+2 are the 3D wind vector,
the azimuthal-plane, and z-axis wind speed components. \ and q are the azimuth and polar angle
of the wind. Right: MiniFly drone with axes and motors labeled).

Figure 2.3: Control signals sent to each motor at different wind speeds and directions.

need to �nd ®+F8=3 : ¹ j ®+F8=3j– \– qº, which correspond to the wind speed, azimuth, and polar angle,

respectively. Figure 2.3 also plots the motor control signals from the �ight controller as the drone

hovers in place. These values are directly proportional to the rotation speed of each motor. To

make a quadrotor hover, the opposite motors spin at the same speeds, and the adjacent ones spin

at the same speed but in opposite directions. Therefore, when there is no signi�cant air�ow, the

signals sent to each motor are very similar in magnitude as seen in Figure 2.3.

When we blow a constant stream of air, we see that the control signals to the motors change sig-

ni�cantly. The force from the air�ow causes instability in the drone's roll and pitch that the drone

can observe using its onboard sensors (IMU, height sensor, camera). Almost all drone systems

utilize a proportional-integral-derivative (PID) based feedback controller to determine the correct

control signals to send to the motors to maintain a stable pose in real time. Blowing air at \ = 0
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degrees and q = 0 degrees causes the motors 1 and 2 to spin faster and the difference between these

two motors and motors 3 and 4 become signi�cantly greater as the controller attempts to account

for instability caused by the wind. When we increase the wind speed, we see that the difference in

motor speeds becomes even greater. This suggests that the magnitude in the differences between

motor control signals inform wind speed, j®+1j. When we change the air�ow direction to \ = 90

degrees, we see that the signals to motors 1 and 3, which are closer to \ = 90 degrees than motors

2 and 4, increase signi�cantly. This suggests that the polarity of the differences in motor control

signals can inform the direction of the wind. Every drone may utilize different sensors to main-

tain stability, but it sends control signals to its motors to move and maintain stability. Utilizing

motor control signals allows us to estimate air�ow vectors without requiring a speci�c set of sen-

sors, as the PID controller “abstracts” the sensors it uses, unlike existing methods. This is unlike

existing methods that require speci�c types of sensors installed onto the drone (e.g., GPS [41] or

optical �ow [42]).

2.2.2 Estimating Air�ow Vectors from Motor Control Signals

Estimating Azimuth Air Vector: Figure 2.4a shows the motor speed differentials between motors

1 and 2 (" � 12 = <>C>A1 � <>C>A2), motors 1 and 3, and motors 1 and 4. We varied the direction

of the air�ow in eight equally spaced azimuth directions (every 45 degrees) around the drone. We

also collect data for two different wind speeds in each direction. We describe details on how we

designed and implemented a stable and repeatable wind generation for our model training and

evaluation in Section 2.4.1. We see that the motor differentials tend to follow a single line if

the wind is blowing from the same direction (Figure 2.4a). If we view the data from the plane

normal to these lines (Figure 2.4b), we see that all points map onto a circular structure, which

is physically intuitive. Additionally, we see that stronger winds tend to extend outward, creating

a larger circle. The basis of our air�ow estimation algorithm involves �nding the projection that

maps 3D motor differentials onto a 2D plane, such that the angle of observed motor differentials on

this plane corresponds to the azimuth direction of the air�ow, while the distance of an observation
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