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Abstract

Decision-making under uncertainty is a central challenge in many resource planning and alloca-

tion problems including inventory planning, order fulfillment, supply chain management, revenue

management, scheduling, and matching. Effectively addressing this challenge requires careful

modeling of uncertainty based on available information and a tailored design of solution methods

adapted to the specific recourse mechanisms involved. In this dissertation, we study fundamen-

tal resource allocation problems under uncertainty. Chapters 1 and 2 focus on inventory planning

and allocation under demand uncertainty. Specifically, in Chapter 1, we consider a multi-product

setting where the decision-maker first sets initial inventory levels for each product. Then, after

demand is realized, they are allowed to order more inventory, typically at a higher cost. The de-

cision maker has access to an uncertainty set of possible customer demand scenarios and seeks to

minimize costs in the face of the worst-case scenario of demand. This is modeled through a two-

stage robust optimization problem for which we develop an LP-based approximation with provable

guarantees that nearly match the hardness of the problem. Our approximation is also shown to be

significantly faster than state-of-the-art solution methods. Our approximation leverages an inter-

esting connection between the two-stage robust problem and disjoint bilinear programming and is

closely related to the widely used affine policies. In Chapter 2, we study a multi-location inventory

problem where the decision maker first plans inventory allocation across multiple locations and

subsequently decides how to fulfill sequentially realizing customer demand. The decision maker

has only access to moment information about the cross-location customer demand and seeks to

minimize costs under the worst-case demand distribution consistent with the moment informa-

tion. We develop and analyze a policy that significantly extends Scarf’s seminal solution [1] to the

multi-location setting. Our solution methodology introduces a novel hierarchical clustering of met-

ric spaces which may be of independent interest in robust and distributionally robust multi-location

inventory management under uncertainty. We establish theoretical guarantees for our policy’s per-

formance and demonstrate its empirical effectiveness through extensive numerical experiments. In

Chapter 3, we study the load balancing problem in an adversarial setting where jobs arrive and de-



part arbitrarily from a set of machines. Recourse actions (job reassignments) are allowed and the

goal is to maintain a small maximum load using a small number of reassignments. This arises in

many practical applications including task-machine assignments in data centers and bike-sharing

systems. We propose a constant competitive algorithm with constant amortized recourse under

bounded job degrees. This improves upon the previously known bounds for the problem which

are logarithmic in the number of jobs. In Chapter 4, we study the problem of assigning students to

schools in which students and/or school seats often enter and leave the market after an initial stable

matching is decided. The goal is to choose an initial stable matching that, in addition to being of

high-quality, allows for adaptations with minimal changes after uncertainty is revealed. We study

the problem in a two-stage stochastic framework and design a (pseudo)-polynomial algorithm.
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Introduction

In many resource planning and allocation problems, decisions must be made in the face of

uncertainty about future events. For instance, a retailer planning inventory must determine stock

levels without precise knowledge of future customer demand. Similarly, task allocation in data

centers often takes place without full information about the characteristics or timing of future task

arrivals.

Several approaches have been developed to address such uncertainty, differing primarily in

their assumptions about the information available to the decision-maker. When only an uncertainty

set U (finite or infinite) of possible scenarios for the uncertain parameters is available, a Robust

Optimization (RO) approach is typically employed. RO seeks decisions that perform well under

the worst-case realization within U. When the possible scenarios follow a known probability

distribution P, Stochastic Programming (SP) is more appropriate, with the goal of optimizing the

expected value of the objective under P. Another widely used paradigm that interpolates between

these two approaches is Distributionally Robust Optimization (DRO). DRO assumes that the true

distribution P of the uncertain parameters lies within a known ambiguity set P and seeks decisions

that perform well under the worst-case distribution within P.

In this dissertation, we investigate fundamental resource planning and allocation problems un-

der uncertainty, involving different types of uncertainty and recourse mechanisms. In Chapters 1

and 2, we study inventory planning and allocation problems under demand uncertainty. In Chap-

ter 3, we investigate the load-balancing problem with recourse, motivated by applications includ-

ing bike-sharing systems and task scheduling in data centers. Finally, in Chapter 4, we explore

the problem of assigning students to public schools with uncertainty from agents entering or ex-

iting the market. In the remainder of this introduction, we provide a brief overview of our main

contributions in each chapter.

Chapter 1. In this chapter, we study the two-stage robust covering problem under demand uncer-

tainty. In this problem, a decision maker selects a set of resources to cover an uncertain demand

for multiple products; then, once demand is revealed, the decision maker selects more resources to
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cover the remaining uncovered demand, typically at a higher cost. The decision maker has access

to an uncertainty set of possible demand scenarios and seeks to minimize the cost paid across the

two stages under the worst-case realization of demand in the uncertainty set. The demand uncer-

tainty set is given by an intersection of budget of uncertainty sets and is a widely used uncertainty

set both in theory and practice arising naturally, for instance, from central limit theorem confidence

intervals.

We establish a connection between the two-stage robust problem and a class of disjoint bilinear

programs. Then, building on this insight, we design an LP-based approximation for the bilinear

programs on the basis of which we develop an LP-based approximation for the two-stage robust

problem. We prove theoretical guarantees for our approximation that nearly match the approxi-

mation hardness of the problem. Then, through extensive numerical experiments, we demonstrate

that our approximation is significantly faster than state-of-the-art solution methods in practice. We

also explore connections between our LP approximations, reformulation linearization techniques

(RLT) for bilinear programs, and affine decision rules for two-stage robust optimization.

Chapter 2. Always within the context of inventory planning under demand uncertainty, we exam-

ine in this chapter an inventory planning problem for a single product across multiple locations,

where demand realizes sequentially over time. Specifically, a retailer must decide inventory lev-

els at several warehouses on a metric before observing customer demand requests, which arrive

sequentially over time. Upon each arrival, the retailer may fulfill demand from any warehouse,

incurring a shipping cost proportional to the metric distance traveled. We assume only the first

and second moments of the joint demand distribution across locations are known. Consequently,

we adopt a distributionally robust framework, seeking to minimize the worst-case cost among all

distributions consistent with the moment information.

In the seminal paper [1], Scarf considers a single-location version of the problem and gives

an optimal policy that has an intuitive and interpretable structure. We present a policy that sig-

nificantly generalizes the solution of Scarf [1] to the multi-location setting: our policy identifies a

hierarchical set of clusters, assigns a “virtual" underage cost to each cluster, then makes sure that
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each cluster holds at least the inventory suggested by Scarf’s solution if the cluster behaved as a

single point with “virtual" underage cost and original overage cost. This protects against demand

uncertainty by ensuring sufficient inventory within each cluster, reducing the need for costly ful-

fillment from outside the cluster. As demand arrives sequentially, our policy fulfills orders from

nearby clusters, minimizing fulfillment costs, while balancing inventory consumption across the

clusters to avoid depleting any single one. In addition to its simplicity, our policy provides strong

theoretical guarantees, representing, to the best of our knowledge, the first algorithm with provable

performance guarantees for this fundamental problem. We also demonstrate through extensive

numerical experiments that our policy exhibits strong empirical performance in practice.

Chapter 3. In this chapter, we study the load-balancing problem in a fully dynamic environment,

where jobs arrive at and depart from a set of machines, and recourse—in the form of job reas-

signment—is allowed. The goal is to maintain a low maximum load with minimal number of

reassignments. The problem arises in many real-world applications, from bike-sharing systems to

task scheduling in data centers.

We propose a constant-competitive algorithm with constant amortized recourse, when the num-

ber of machines that can process a job is bounded. This is particularly relevant in scenarios where

jobs can only be assigned to a limited subset of machines due to geographical or technical con-

straints. Our algorithm is such that whenever the load on a subset of machines exceeds a thresh-

old—signaling that the current assignment is suboptimal—our algorithm performs a batch of reas-

signments and uses a set of weights for job-machine pairs to record such suboptimality and guide

future assignments.

Chapter 4. In this chapter, we study the School Choice problem under the uncertainty arising

from agents entering or leaving the market. In fact, it is often the case that, after an initial stable

matching of students to schools is decided, a subset of students or school seats enter and/or leave

the market. For example, in San Francisco’s public middle schools, 20% of students assigned seats

each year choose not to use them, mostly to join private schools instead (Ashlagi et al. [2]). As a

result, post-hoc adjustments are required to restore stability once the uncertainty is revealed.
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We study the problem in a two-stage stochastic framework in which the decision maker has ac-

cess to a probability distribution over entering and exiting agents before the uncertainty is realized,

and may then adjust the initial assignment once it is. The goal is to select first- and second-stage

matchings of high quality and that minimize student discontent across stages, measured through

the drop in their partners’ ranks. We design a polynomial time algorithm for the problem when

the distribution of the uncertain parameters is given explicitly, and a pseudo-polynomial time al-

gorithm when the distribution is given by a sampling oracle 1.

1Building on this work, in our follow-up work [3] we generalize our techniques into a comprehensive framework
for solving optimization and feasibility problems over stable matchings. The generalization, lies beyond the scope of
the present dissertation and will not be discussed further here.
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Chapter 1: LP-based Approximations for Disjoint Bilinear and Two-Stage

Adjustable Robust Optimization

1.1 Introduction

We consider in this chapter the following class of disjoint bilinear programs,

𝑧PDB = max
x,y
{x𝑇y | x ∈ X, y ∈ Y}, (PDB)

where X and Y are packing polytopes given by an intersection of knapsack constraints. Specifi-

cally,

X := {x ≥ 0 | Px ≤ p}

and

Y := {y ≥ 0 | Qy ≤ q},

where P ∈ R𝑚1×𝑛
+ , Q ∈ R𝑚2×𝑛

+ , p ∈ R𝑚1
+ and q ∈ R𝑚2

+ . We refer to this problem as a packing

disjoint bilinear program PDB. This is a subclass of the well-studied disjoint bilinear problem:

max
x,y
{x𝑇My | x ∈ X, y ∈ Y}, where M is a general 𝑛 × 𝑛 matrix.

Disjoint bilinear programming is NP-hard in general (Chen et al. [4]). We show that it is

NP-hard to even approximate within any finite factor. Several heuristics have been studied for

this problem including cutting-planes algorithms (Konno et al. [5]), polytope generation meth-

ods (Vaish et al. [6]), Benders decomposition (Geoffrion [7]), reduction to concave minimization

(Thieu [8]), reformulation linearization techniques (Sherali and Alameddine [9], Adams and Sher-

ali [10], Audet et al. [11], Tawarmalani et al. [12]), mixed integer programming (Gupte et al. [13],

Freire et al. [14]) and two-stage robust optimization (Zhen et al. [15]). However, to the best of our
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knowledge, no approximation algorithms with provable guarantees are known for this problem.

Many important applications can be formulated as a disjoint bilinear program including fixed

charge network flows (Rebennack et al. [16]), concave cost facility location (Soland [17]), bilinear

assignment problems (Ćustić et al. [18]), non-convex cutting-stock problems (Harjunkoski et al.

[19]), multicommodity flow network interdiction problems (Lim and Smith [20]), bimatrix games

(Mangasarian and Stone [21], Firouzbakht et al. [22]) pooling problems (Gupte et al. [23]).

One important application closely related to disjoint bilinear optimization that we focus on in

this chapter, is two-stage adjustable robust optimization. In particular, the separation problem of a

two-stage adjustable robust problem can be formulated as a disjoint bilinear optimization problem.

More specifically, we consider the following two-stage adjustable robust problem,

𝑧AR = min
x,𝑡

c𝑇x + 𝑡

𝑡 ≥ Q(x),

x ∈ X,

(AR)

where for all x ∈ X,

Q(x) = max
h∈U

min
y≥0
{d𝑇y | Ax + By ≥ h}.

Here A ∈ R𝑚×𝑛′ , B ∈ R𝑚×𝑛+ , c ∈ R𝑛′+ , d ∈ R𝑛+, X ⊂ R𝑛
′
+ is a polyhedral cone, andU is a polyhedral

uncertainty set. The separation problem of AR is the following: given a candidate solution (x, 𝑡),

decide if it is feasible, i.e., x ∈ X and 𝑡 ≥ Q(x) or give a separating hyperplane. This is equivalent

to solving Q(x). We will henceforth refer to Q(x) as the separation problem. For ease of notation,

we use Q(x) to refer to both the problem and its optimal value. In this two-stage problem, the

adversary observes the first-stage decision x and reveals the worst-case scenario of h ∈ U. Then,

the decision maker selects a second-stage recourse decision y such that By covers h − Ax. The

goal is to select a first-stage decision such that the total cost in the worst-case is minimized. This

model has been widely considered in the literature (Dhamdhere et al. [24], Feige et al. [25], Gupta
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et al. [26], Bertsimas and Goyal [27], Bertsimas and Bidkhori [28], Bertsimas and de Ruiter [29],

Xu et al. [30], Zhen et al. [31], El Housni and Goyal [32], El Housni et al. [33, 34]), and has many

applications including set cover, capacity planning and network design problems under uncertain

demand.

Several uncertainty sets have been considered in the literature including polyhedral uncertainty

sets, ellipsoids and norm balls (see Bertsimas et al. [35]). Some of the most important uncertainty

sets are budget of uncertainty sets (Bertsimas and Sim [36], Gupta et al. [37], El Housni and Goyal

[38]) and intersections of budget of uncertainty sets such as CLT sets (see Bandi and Bertsimas

[39]) and inclusion-constrained budgeted sets (see Gounaris et al. [40]). These have been widely

used in practice. Following this motivation, we consider in this chapter the following uncertainty

set

U := {h ≥ 0 | Rh ≤ r},

where R ∈ R𝐿×𝑚+ and r ∈ R𝐿+ . This is a generalization of the previously mentioned sets. We refer

to this as a packing uncertainty set.

Feige et al. [25] show that AR is NP-hard to approximate within any factor better than

Ω( log 𝑛
log log 𝑛 ) even in the special case of a single budget of uncertainty set. Bertsimas and Goyal

[27] give an 𝑂 (
√
𝑚)-approximation in the case where the first-stage matrix A is non-negative.

Recently, El Housni and Goyal [38] give an 𝑂 ( log 𝑛
log log 𝑛 )-approximation in the case of a single bud-

get of uncertainty set and an 𝑂 ( log2 𝑛
log log 𝑛 )-approximation in the case of an intersection of disjoint

budgeted sets. In general, they show an 𝑂 ( 𝐿 log 𝑛
log log 𝑛 )-approximation in the case of a packing uncer-

tainty set with 𝐿 constraints. However, this bound scales linearly with 𝐿. The two-stage robust

covering problem was also considered in the discrete case where the variables of the problem

are restricted to be in {0, 1}𝑚. For this problem, Feige et al. [25] and Gupta et al. [26] give

an 𝑂 (log 𝑛 log𝑚)-approximation and an 𝑂 (log 𝑛 + log𝑚)-approximation respectively in the case

where A = B ∈ {0, 1}𝑚×𝑛 and the uncertainty setU is given by a cardinality uncertainty set of the

form U = {h ∈ {0, 1}𝑚 | ∑𝑚
𝑖=1 ℎ𝑖 ≤ 𝑘}. Gupta et al. [37] consider a more general uncertainty

set, namely, intersection of p-system and q-knapsack and give an 𝑂 (𝑝𝑞 log 𝑛)-approximation of

7



the two-stage problem.

The goal in this chapter is to provide LP-based approximation algorithms with provable guar-

antees for the packing disjoint bilinear program as well as the two-stage adjustable robust problem

that improve over the approximation bounds known for these problems.

1.1.1 Our Contributions

A Polylogarithmic Approximation Algorithm for PDB.

Algorithm. We present an LP based randomized approximation algorithm for PDB. Our algorithm

relies on a new idea that might be of independent interest. In particular, we show the existence of

a near-optimal near-integral solution of this problem. That is, a near-optimal solution (x̃, ỹ) such

that 𝑥𝑖 ∈ {0,max
x∈X

𝑥𝑖/𝜁1} and 𝑦̃𝑖 ∈ {0,max
y∈Y

𝑦𝑖/𝜁2} for some small factors 𝜁1 and 𝜁2. We give an

LP relaxation of PDB, i.e., a linear program whose optimal cost is greater than the optimum of

PDB, from which we obtain such (x̃, ỹ) via randomized rounding. More specifically, we show the

following theorem,

Theorem 1.1. There exists an LP rounding based randomized algorithm that gives an𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

)-

approximation to PDB.

Relation to the Reformulation Linearization Technique (RLT). We show that our LP relaxation

of PDB is closely related to the reformulation linearization technique (RLT). RLT provides an

efficient approximation for non-convex continuous and mixed-integer optimization problems. It

was first introduced by Sherali and Adams [10, 41, 42] in the context of binary bilinear problems

and has been since then applied to different other problems including general bilinear problems

(Sherali and Alameddine [9]), mixed-integer linear problems (Sherali and Adams [43, 44]) and

polynomial problems (Sherali and Tuncbilek [45]). We show the existence of a reformulation

linearization of PDB that is equivalent to our LP relaxation. This provides a new perspective on

our LP relaxation and implies a polylogarithmic approximation guarantee on the performance of
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tighter relaxations of PDB such as the well studied relaxations of the RLT hierarchy (Sherali and

Adams [46, 43]).

Numerical Experiments. Our randomized rounding based algorithm gives an approximate solu-

tion of PDB that is guaranteed to be within 𝑂 ( log𝑚1
log log𝑚1

log𝑚2
log log𝑚2

) of the optimum with high proba-

bility. We study the empirical performance of our solution by comparing the performance of our

algorithm with several benchmarks on randomly generated instances. More specifically, we com-

pare our algorithm with the first level relaxation of the RLT hierarchy, which is a widely used LP

approximation for bilinear programs and that has been observed to be a good empirical approxima-

tion (Sherali et al. [47], Sherali and Adams [10, 42], Sherali and Alameddine [9]). This relaxation

gives an approximate solution of PDB that we compare with our solution in terms of objective

value and running time needed to compute each solution. We also compare our algorithm to the

bilinear solver of Gurobi v9.1.2. In particular, we compare the objective value of our solution to the

optimal objective computed using the bilinear solver of Gurobi and compare the running time of

our algorithm with the running time needed by the bilinear solver of Gurobi to compute a solution

that is at least as good as our solution. We show that our solution is significantly faster to compute

compared to these benchmarks and gives a good approximation of PDB.

A Polylogarithmic Approximation for the Two-Stage Problem AR.

Algorithm. We present an LP-based approximation for AR. The separation problem for AR is a

variant of PDB. However, the objective is a difference of a bilinear and a linear term making it chal-

lenging to approximate. Our approach approximates AR directly. In particular, using ideas from

our approximation of PDB, we give a compact linear restriction of AR, that is, a linear program

whose optimal objective is greater than the optimum of AR, and show that it is a polylogarithmic

approximation of AR. In particular, we have the following theorem.

Theorem 1.2. There exists an LP restriction of AR that gives an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 ) approximation

to AR.
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Our bound improves significantly over the prior approximation bound of 𝑂 ( 𝐿 log 𝑛
log log 𝑛 ) [38] known

for this problem. It also shows a striking contrast between the fractional two-stage robust covering

problem and its discrete counter part. In fact, the discrete two-stage robust covering problem under

L-knapsack uncertainty set considered in [37] is hard to approximate within any factor better than

𝐿
1
2−𝜖 , for any 𝜖 > 0. This follows from the hardness of the maximum independent set problem.

Relation to Affine Policies. We show that, surprisingly, our LP restriction is tightly related to

affine policies. Affine policies are a widely used approximation technique in dynamic robust op-

timization. They consist of restricting the second-stage variables y to be an affine function of the

uncertain right-hand side h (see for example Ben-Tal et al. [48]). It is known that the optimal

affine policy can be computed in polynomial time (Ben-Tal et al. [48]). Several approximation

bounds are known for affine policies. Bertsimas and Goyal [27] show that affine policies achieve

a bound of 𝑂 (
√
𝑚) under a general polyhedral uncertainty set. They also show that such policies

are optimal in the case of a simplex uncertainty set. Recently, El Housni and Goyal [38] show

that affine policies achieve the bound of 𝑂 ( log 𝑛
log log 𝑛 ) in the case of a single budget of uncertainty

set. They also show a bound of 𝑂 (𝐿 log 𝑛
log log 𝑛 ) in the case of a general intersection of 𝐿 budget of

uncertainty sets. In this chapter, we prove stronger bounds for affine policies under the general

packing uncertainty set with 𝐿 constraints. In particular, we show that our LP restriction of AR

gives a feasible affine policy for the two-stage problem with the same (or better) objective value.

This implies the following approximation bound for affine policies.

Theorem 1.3. Affine policies give an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 )-approximation to AR.

Our analysis is constructive and provides a faster algorithm to compute near-optimal affine policies

with approximation ratio 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 ).

Numerical Experiments. We compare the performance of our LP restriction of AR with several

benchmarks on randomly generated instances. First, we compare our restriction with the optimal

affine policy, which is a widely used approximation for the two-stage problem. Second, we com-

pare our restriction with a generalization of the algorithm of El Housni and Goyal [38] to packing
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uncertainty sets. This algorithm was shown to have a good empirical performance for the case

of a single budget of uncertainty set. We also compare our LP restriction with the lower-bound

of Hadjiyiannis et al. [49] who show the bound provides a good empirical approximation of the

optimum of AR. We show that our restriction is significantly faster to compute compared to these

benchmarks and gives a good approximation of AR.

1.2 A Polylogarithmic Approximation for PDB

In this section, we present an 𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

)-approximation for PDB (Theorem 1.1). To

prove this theorem, we show an interesting structural property of PDB. In particular, we show that

there exists a near-optimal solution of PDB that is “near-integral”. Let us define for all 𝑖 ∈ [𝑛],

𝜃𝑖 = max
x∈X

𝑥𝑖, 𝛾𝑖 = max
y∈Y

𝑦𝑖, 𝜁∗1 =
3 log𝑚1

log log𝑚1
+ 2 and 𝜁∗2 =

3 log𝑚2
log log𝑚2

+ 2.

We formally state our structural property in the following lemma.

Lemma 1.4. (Structural Property). There exists a feasible solution (x̃, ỹ) of PDB whose objec-

tive value is within 𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

) of the optimum and such that 𝑥𝑖 ∈ {0, 𝜃𝑖𝜁1
} and 𝑦̃𝑖 ∈ {0, 𝛾𝑖𝜁2

}

for all 𝑖 ∈ [𝑛], where 1 ≤ 𝜁1 ≤ 𝜁∗1 and 1 ≤ 𝜁2 ≤ 𝜁∗2 .

We obtain such a solution satisfying the above property using an LP relaxation of PDB via a

randomized rounding approach.

LP Relaxation and Rounding. We consider the following linear program,

𝑧LP−PDB = max
𝝎≥0


𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝜔𝑖

����������
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝜔𝑖 ≤ p

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝜔𝑖 ≤ q


, (LP-PDB)

where P𝑖 is the 𝑖-th column of P and Q𝑖 is the 𝑖-th column of Q.
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We first show that LP-PDB is a relaxation of PDB.

Lemma 1.5. 𝑧PDB ≤ 𝑧LP−PDB.

Proof. Let (x∗, y∗) be an optimal solution of PDB. Let 𝝎∗ be such that 𝜔∗
𝑖
=

𝑥∗
𝑖

𝜃𝑖
.
𝑦∗
𝑖

𝛾𝑖
for all 𝑖 ∈ [𝑛].

By definition, we have 𝑥∗
𝑖
≤ 𝜃𝑖 and 𝑦∗

𝑖
≤ 𝛾𝑖 for all 𝑖 ∈ [𝑛]. Hence,

𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝜔∗𝑖 =
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖
𝑥∗
𝑖

𝜃𝑖

𝑦∗
𝑖

𝛾𝑖
≤

𝑛∑︁
𝑖=1

P𝑖𝑥∗𝑖 ≤ p,

and

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝜔
∗
𝑖 =

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖

𝑥∗
𝑖

𝜃𝑖

𝑦∗
𝑖

𝛾𝑖
≤

𝑛∑︁
𝑖=1

Q𝑖𝑦
∗
𝑖 ≤ q.

Note that we use the fact that P and Q are non-negative in the above inequalities. Therefore, 𝝎∗ is

feasible for LP-PDB with objective value

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝜔
∗
𝑖 =

𝑛∑︁
𝑖=1

𝑥∗𝑖 𝑦
∗
𝑖 = 𝑧PDB,

which concludes the proof. □

Now, to construct our near-optimal near-integral solution, we consider the randomized round-

ing approach described in Algorithm 1. Note that by definition of 𝜃𝑖,

max
𝝎
{𝜔𝑖 |

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝜔 𝑗 ≤ p,𝝎 ≥ 0} = 1,

for all 𝑖 ∈ [𝑛]. Hence, for all 𝑖 ∈ [𝑛], 𝜔∗
𝑖

defined in Algorithm 1 is such that 𝜔∗
𝑖
≤ 1.

In our proof of Lemma 1.4, we use the following variant of Chernoff bounds.

Lemma 1.6. (Chernoff Bounds [50]).

(a) Let 𝜒1, . . . , 𝜒𝑟 be independent Bernoulli trials. Denote Ξ :=
∑𝑟
𝑖=1 𝜖𝑖𝜒𝑖 where 𝜖1, . . . , 𝜖𝑟 are
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Algorithm 1
Input: 𝜖 > 0.
Output: a feasible solution verifying the structural property in Lemma 1.4 with probability at

least 1 − 𝜖 − 𝑜(1).
1: Let 𝝎∗ be an optimal solution of LP-PDB and let 𝑇 = 8⌈log 1

𝜖
⌉.

2: Initialize max = 0, x̂ = 0 and ŷ = 0.
3: for 𝑡 = 1, . . . , 𝑇 do
4: let 𝜔̃1, . . . , 𝜔̃𝑛 be i.i.d. Bernoulli variables with P(𝜔̃𝑖 = 1) = 𝜔∗

𝑖
for 𝑖 ∈ [𝑛].

5: let 𝜁min
1 = min{𝜁 ≥ 1 | (𝜃1𝜔̃1, . . . , 𝜃𝑛𝜔̃𝑛)/𝜁 ∈ X} and x̃ = (𝜃1𝜔̃1, . . . , 𝜃𝑛𝜔̃𝑛)/𝜁min

1 .
6: let 𝜁min

2 = min{𝜁 ≥ 1 | (𝛾1𝜔̃1, . . . , 𝛾𝑛𝜔̃𝑛)/𝜁 ∈ Y} and ỹ = (𝛾1𝜔̃1, . . . , 𝛾𝑛𝜔̃𝑛)/𝜁min
2 .

7: if x̃𝑇 ỹ ≥ max then
8: set 𝑥𝑖 = 𝑥𝑖 and 𝑦̂𝑖 = 𝑦̃𝑖 for 𝑖 ∈ [𝑛].
9: set max = x̃𝑇 ỹ.

10: end if
11: end for
12: return (x̂, ŷ)

reals in [0,1]. Let 𝑠 > 0 such that E(Ξ) ≤ 𝑠. Then for any 𝛿 > 0 we have,

P(Ξ ≥ (1 + 𝛿)𝑠) ≤
(

𝑒𝛿

(1 + 𝛿)1+𝛿

) 𝑠
.

(b) Let 𝜒1, . . . , 𝜒𝑟 be independent Bernoulli trials. Denote Ξ :=
∑𝑟
𝑖=1 𝜖𝑖𝜒𝑖 where 𝜖1, . . . , 𝜖𝑟 are

reals in (0,1]. Then for any 0 < 𝛿 < 1,

P(Ξ ≤ (1 − 𝛿)E(Ξ)) ≤ 𝑒− 1
2 𝛿

2E(Ξ) .

For the sake of completeness, we present the proof for these bounds in Appendix A.1.

Proof of Lemma 1.4. We show that at any iteration of Algorithm 1, the vectors x̃, ỹ verify the

structural property Lemma 1.4 with constant probability. To show this, let us fix an iteration 𝑡 of

the algorithm. It is sufficient to show that the following inequalities hold with constant probability,

13



𝑛∑︁
𝑖=1

P𝑖
𝜃𝑖𝜔̃𝑖

𝜁∗1
≤ p,

𝑛∑︁
𝑖=1

Q𝑖

𝛾𝑖𝜔̃𝑖

𝜁∗2
≤ q,

𝑛∑︁
𝑖=1

𝜃𝑖𝜔̃𝑖

𝜁∗1

𝛾𝑖𝜔̃𝑖

𝜁∗2
≥ 𝑧LP−PDB

2𝜁∗1 𝜁
∗
2
.

(1.1)

In fact, if the inequalities (1.1) hold with constant probability, then with constant probability, the

two vectors (𝜃1𝜔̃1, . . . , 𝜃1𝜔̃𝑛)/𝜁∗1 and (𝛾1𝜔̃1, . . . , 𝛾𝑛𝜔̃𝑛)/𝜁∗1 are feasible for PDB implying that that

1 ≤ 𝜁min
1 ≤ 𝜁∗1 and 1 ≤ 𝜁min

2 ≤ 𝜁∗2 in this iteration. Moreover, these vectors have an objective value

at least 1
2𝜁∗1 𝜁

∗
2
𝑧LP−PDB. which is by Lemma 1.5 greater than 1

2𝜁∗1 𝜁
∗
2
𝑧PDB. This implies that the feasible

solution x̃, ỹ of PDB has an objective value at least 𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

) of the optimum.

First, we have,

P

(
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖
𝜔̃𝑖

𝜁∗1
≰ p

)
≤

𝑚1∑︁
𝑗=1

P

(
𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖
𝜔̃𝑖

𝜁∗1
> 𝑝 𝑗

)
=

∑︁
𝑗∈[𝑚1]:𝑝 𝑗>0

P

(
𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖

𝑝 𝑗
𝜔̃𝑖 > 𝜁

∗
1

)
≤

∑︁
𝑗∈[𝑚1]:𝑝 𝑗>0

(
𝑒𝜁
∗
1−1

(𝜁∗1)
𝜁∗1

)
≤ 𝑚1

𝑒𝜁
∗
1−1

(𝜁∗1)
𝜁∗1
,

where the first inequality follows from a union bound on 𝑚1 constraints. The second equality holds

because for all 𝑗 ∈ [𝑚1] such that 𝑝 𝑗 = 0, we have

P

(
𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖
𝜔̃𝑖

𝜁∗1
> 𝑝 𝑗

)
= 0.
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In fact, if 𝑝 𝑗 = 0, by feasibility of 𝝎∗ in LP-PDB, we get

𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖
𝜔∗
𝑖

𝜁∗1
= 0,

hence, we almost surely have
𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖
𝜔̃𝑖

𝜁∗1
= 0.

The second inequality follows from the Chernoff bounds (𝑎) with 𝛿 = 𝜁∗1 − 1 and 𝑠 = 1. In

particular, 𝜃𝑖𝑃 𝑗𝑖
𝑝 𝑗
∈ [0, 1] by definition of 𝜃𝑖 for all 𝑖 ∈ [𝑛] and 𝑗 ∈ [𝑚1] such that 𝑝 𝑗 > 0 and for all

𝑗 ∈ [𝑚1] such that 𝑝 𝑗 > 0 we have,

E

[
𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖

𝑝 𝑗
𝜔̃𝑖

]
=

𝑛∑︁
𝑖=1

𝜃𝑖𝑃 𝑗𝑖

𝑝 𝑗
𝜔∗𝑖 ≤ 1,

which holds by feasibility of 𝝎∗. Next, note that

𝑒𝜁
∗
1−1

(𝜁∗1)
𝜁∗1

= 𝑒𝜁
∗
1−1−𝜁∗1 log 𝜁∗1

= 𝑒−𝜁
∗
1 log 𝜁∗1+𝑜(𝜁

∗
1 log 𝜁∗1 )

and,

𝜁∗1 log 𝜁∗1 =

(
3 log𝑚1

log log𝑚1
+ 2

)
log

(
3 log𝑚1

log log𝑚1
+ 2

)
= 3 log𝑚1 + 𝑜(log𝑚1)

Hence,
𝑒𝜁
∗
1−1

(𝜁∗1)
𝜁∗1

= 𝑒−3 log𝑚1+𝑜(log𝑚1) = 𝑂 (𝑒−2 log𝑚1) = 𝑂 ( 1
𝑚2

1
)
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Therefore, there exists a constant 𝑐 > 0 such that,

P(
𝑛∑︁
𝑖=1

P𝑖
𝜃𝑖𝜔̃𝑖

𝜁∗1
≰ p) ≤ 𝑐

𝑚1
. (1.2)

By a similar argument there exists a constant 𝑐′ > 0, such that

P(
𝑛∑︁
𝑖=1

Q𝑖

𝛾𝑖𝜔̃𝑖

𝜁∗2
≰ q) ≤ 𝑐′

𝑚2
, (1.3)

Finally we have,

P

(
𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝜔̃
2
𝑖

𝜁∗1 𝜁
∗
2
<

1
2𝜁∗1 𝜁

∗
2

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝜔
∗
𝑖

)
= P

(
𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖∑𝑛
𝑗=1 𝜃 𝑗𝛾 𝑗𝜔

∗
𝑗

𝜔̃𝑖 <
1
2

)
≤ 𝑒− 1

8 , (1.4)

where the inequality follows from Chernoff bounds (𝑏) with 𝛿 = 1/2. In particular, for 𝑖 ∈ [𝑛],

𝜃𝑖𝛾𝑖∑𝑛
𝑗=1 𝜃 𝑗𝛾 𝑗𝜔

∗
𝑗

≤ 1.

This is because the unit vector e𝑖 is feasible for LP-PDB for all 𝑖 ∈ [𝑛] which implies

𝜃𝑖𝛾𝑖 ≤ 𝑧LP−PDB =

𝑛∑︁
𝑗=1
𝜃 𝑗𝛾 𝑗𝜔

∗
𝑗 ,

and we also have,

E

[
𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖∑𝑛
𝑗=1 𝜃 𝑗𝛾 𝑗𝜔

∗
𝑗

𝜔̃𝑖

]
= 1.

Combining inequalities (1.2), (1.3) and (1.4) we get that properties (1.1) hold with the probability

at least

1 − 𝑐

𝑚1
− 𝑐′

𝑚2
− 𝑒− 1

8 = 1 − 𝑒− 1
8 − 𝑜(1),

which is greater than a constant for 𝑚1 and 𝑚2 large enough. □

Proof of Theorem 1.1. Let (x̂, ŷ) be the output solution of Algorithm 1. Then (x̂, ŷ) has an objective

value at least𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

) of optimum of PDB if and only if (x̃, ỹ) does too at some iteration
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of the main loop. From our proof of Lemma 1.4, this happens with probability at least

1 − (𝑒− 1
8 − 𝑜(1))𝑇 = 1 − 𝑒−𝑇8 − 𝑜(1)

= 1 − 𝑒−⌈log 1
𝜖
⌉ − 𝑜(1)

≥ 1 − 𝜖 − 𝑜(1).

Therefore, with probability at least 1 − 𝜖 − 𝑜(1), Algorithm 1 outputs a feasible solution of PDB

whose objective value is within 𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

) of 𝑧PDB. □

Hardness of the General Disjoint Bilinear Program. Like packing linear programs, the covering

linear programs are known to have logarithmic integrality gaps. Hence, a natural question to ask

would be whether similar results can be proven for an equivalent covering version of PDB, i.e., a

disjoint bilinear program of the form,

𝑧cdb = min
x,y
{x𝑇y | Px ≥ p, Qy ≥ q, x, y ≥ 0} (CDB)

where P ∈ R𝑚1×𝑛
+ , Q ∈ R𝑚2×𝑛

+ , p ∈ R𝑚1
+ and q ∈ R𝑚2

+ . However, the previous analysis does not

extend to the covering case. In particular, we have the following inapproximability result.

Theorem 1.7. The covering disjoint bilinear program CDB is NP-hard to approximate within any

finite factor.

The proof of Theorem 1.7 uses a polynomial time transformation from the Monotone Not-All-

Equal 3-Satisfiability (MNAE3SAT) problem and is given in Appendix A.2.

1.3 Relation to the Reformulation Linearization Technique (RLT).

The reformulation linearization technique (RLT) is a widely used approach to construct tight

linear relaxations of non-convex continuous and mixed-integer optimization problems. It was first

proposed by Sherali and Adams [10, 41, 42] in the context of binary bilinear programming and has
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been since then applied to different other problems including general bilinear problems (Sherali

and Alameddine [9]), mixed-integer linear problems (Sherali and Adams [43, 44]) and polyno-

mial problems (Sherali and Tuncbilek [45]). RLT constructs an LP relaxation in two phases: a

reformulation phase where some valid polynomial constraints are added to the problem. Then a

linearization phase where the monomial terms of the resulting problem are linearized. The result-

ing relaxation can then be combined with a branch-and-bound framework to solve the problem to

optimality (see Sherali and Alameddine [9] for example). We show that our LP relaxation LP-PDB

is tightly related to RLT. In particular, we show the existence of a reformulation linearization of

PDB that is equivalent to LP-PDB.

Let us begin by writing PDB in the following equivalent epigraph form,

𝑧PDB = max
x,y,u

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝑢𝑖𝑖

𝑢𝑖 𝑗 ≤ 𝑥𝑖𝑦 𝑗 , ∀𝑖, 𝑗
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥𝑖 ≤ p,
𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦𝑖 ≤ q,

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖.

Reformulation Phase. The reformulation phase consists of adding to the above program a set of

valid polynomial constraints that one gets from multiplying the linear constraints by terms of the

form
∏
𝑖∈𝑆 𝑥𝑖

∏
𝑖∈𝑆′ 𝑦𝑖

∏
𝑖∈𝑇 (1 − 𝑥𝑖)

∏
𝑖∈𝑇 ′ (1 − 𝑦𝑖) where 𝑆, 𝑆′, 𝑇, 𝑇 ′ ⊂ [𝑛]. We add the polynomial

constraints we get from multiplying the linear constraints involving x by 𝑦 𝑗 for all 𝑗 ∈ [𝑛] and the
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constraints involving y by 𝑥 𝑗 for all 𝑗 ∈ [𝑛]. We get the following equivalent formulation of PDB,

𝑧PDB = max
x,y,u

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝑢𝑖𝑖

𝑢𝑖 𝑗 ≤ 𝑥𝑖𝑦 𝑗 , ∀𝑖, 𝑗
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥𝑖 ≤ p,
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥𝑖𝑦 𝑗 ≤ p𝑦 𝑗 , ∀ 𝑗

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦𝑖 ≤ q,
𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦𝑖𝑥 𝑗 ≤ q𝑥 𝑗 , ∀ 𝑗

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖,

0 ≤ 𝑥𝑖𝑦 𝑗 ≤ 𝑦 𝑗 , 0 ≤ 𝑦𝑖𝑥 𝑗 ≤ 𝑥 𝑗 , ∀𝑖, 𝑗 .

Linearization Phase. In the linearization phase, the bilinear terms 𝑥𝑖𝑦 𝑗 in the above LP are re-

placed with their lower-bounds 𝑢𝑖 𝑗 . We get the following linear relaxation of PDB,

𝑧RLT−PDB = max
x,y,u

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝑢𝑖𝑖

𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥𝑖 ≤ p,

𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑢𝑖 𝑗 ≤ p𝑦 𝑗 , ∀ 𝑗

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦𝑖 ≤ q,

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑢 𝑗𝑖 ≤ q𝑥 𝑗 , ∀ 𝑗

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖,

0 ≤ 𝑢𝑖 𝑗 ≤ 𝑦 𝑗 , 0 ≤ 𝑢 𝑗𝑖 ≤ 𝑥 𝑗 , ∀𝑖, 𝑗 .

(RLT-PDB)

We show that the relaxation RLT-PDB above is equivalent to LP-PDB. First, take an optimal solu-
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tion x∗, y∗, u∗ of RLT-PDB, we have

𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑢∗𝑖,𝑖 ≤
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥∗𝑖 ≤ p

and
𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑢
∗
𝑖,𝑖 ≤

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦
∗
𝑖 ≤ q.

Moreover, 0 ≤ 𝑢∗
𝑖,𝑖
≤ 1 for all 𝑖. Hence, 𝝎 ∈ [0, 1]𝑛 defined as 𝜔𝑖 = 𝑢∗

𝑖,𝑖
for all 𝑖 is a feasible

solution of LP-PDB with value 𝑧RLT−PDB. Conversely, let 𝝎∗ denote an optimal solution of LP-

PDB. Then the solution x, y, u defined as 𝑥𝑖 = 𝑦𝑖 = 𝑢𝑖𝑖 = 𝜔
∗
𝑖

for all 𝑖 and 𝑢𝑖, 𝑗 = 0 for all 𝑖 ≠ 𝑗 is

feasible for RLT-PDB (note that 𝜃𝑖P𝑖 ≤ p and 𝛾𝑖Q𝑖 ≤ q for every 𝑖 by definition of 𝜃𝑖 and 𝛾𝑖). The

value of this solution is 𝑧LP−PDB.

One might want to add more polynomial constraints to PDB in the reformulation phase. For

instance, one might want to add all the constraints we get from multiplying the linear constraints

of PDB by all the first order polynomial terms 𝑥𝑖, 𝑦𝑖, (1− 𝑥𝑖) and (1− 𝑦𝑖). The resulting relaxation,

known as the first level relaxation of the RLT hierarchy, is a widely used LP approximation for

bilinear programs and has been observed to be a good empirical approximation (Sherali et al. [47],

Sherali and Adams [10, 42], Sherali and Alameddine [9]). We refer the reader to the Appendix A.3

for a derivation of this relaxation and to Section 1.6 for a numerical comparison of this relaxation

to LP-PDB. One might also want to multiply by higher order polynomial constraints of the form

Π(𝑆, 𝑆′, 𝑇, 𝑇 ′) = ∏
𝑖∈𝑆 𝑥𝑖

∏
𝑖∈𝑆′ 𝑦𝑖

∏
𝑖∈𝑇 (1−𝑥𝑖)

∏
𝑖∈𝑇 ′ (1− 𝑦𝑖) where 𝑆, 𝑆′, 𝑇, 𝑇 ′ ⊂ [𝑛] at the expense

of an exponential increase in the number of constraints of the resulting relaxation. The relaxation

we get from multiplying by Π(𝑆, 𝑆′, 𝑇, 𝑇 ′) for all 𝑆, 𝑆′, 𝑇, 𝑇 ′ such that |𝑆 | + |𝑆′| + |𝑇 | + |𝑇 ′| ≤ 𝑡 is

known as the 𝑡-th level relaxation of the RLT hierarchy.

The equivalence between LP-PDB and RLT-PDB gives a novel perspective on our LP relax-

ation and shows that the 𝑡-th level relaxations of the RLT hierarchy are guaranteed to be within

𝑂 ( log𝑚1
log log𝑚1

log𝑚2
log log𝑚2

) of the optimum for packing disjoint bilinear programs.
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1.4 From Disjoint Bilinear Optimization to Two-Stage Adjustable Robust Optimization

In this section, we present a polylogarithmic approximation algorithm for AR. In particular, we

give a compact linear restriction of AR that provides near-optimal first-stage solutions with cost

that is within a factor of 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 ) of 𝑧AR. Our proof uses ideas from our approximation

of PDB applied to the separation problem Q(x).

In order to simplify the exposition, we make the following assumption in the remainder of the

chapter,

Assumption 1.8. Ax ≥ 0 for every x ∈ X.

Assumption 1.8 states that first stage solutions can only help cover the whole or part of the un-

certain right hand side uncertain parameters h. We show in Appendix A.5 that Assumption 1.8 is

without loss of generality. We also give in Appendix A.5 an example of a network design applica-

tion where Assumption 1.8 does not hold.

Recall the two-stage adjustable problem AR,

min
x∈X

c𝑇x + Q(x),

where for all x ∈ X,

Q(x) = max
h∈U

min
y≥0
{d𝑇y | Ax + By ≥ h}.

Let us write Q(x) in its bilinear form. In particular, we take the dual of the inner minimization

problem on y to get,

Q(x) = max
h,z≥0

 h𝑇z − (Ax)𝑇z

�������
B𝑇z ≤ d

Rh ≤ r

 .
For the special case where A = 0, the optimal first-stage solution is x = 0 and AR reduces to
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an instance of PDB. Therefore, our algorithm for PDB gives an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 )-approximation

algorithm of AR in this special case.

In the general case, the separation problem Q(x) is the difference of a bilinear and a linear

term. This makes it challenging to approximate Q(x). Instead, we approximate AR directly. In

particular, for any x ∈ X, consider the following linear program:

QLP(x) = max
𝝎≥0


𝑚∑︁
𝑖=1
(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 x)𝜔𝑖

����������
𝑚∑︁
𝑖=1

𝜃𝑖b𝑖𝜔𝑖 ≤ d

𝑚∑︁
𝑖=1

𝛾𝑖R𝑖𝜔𝑖 ≤ r


,

where for all 𝑖 ∈ [𝑚],

𝜃𝑖 := max
z
{𝑧𝑖 | B𝑇z ≤ d, z ≥ 0}, 𝛾𝑖 := max

h
{ℎ𝑖 | Rh ≤ r, h ≥ 0},

a𝑖 and b𝑖 are the 𝑖-th row of A and B respectively and R𝑖 is the 𝑖-th column of R. For ease of

notation, we use QLP(x) to refer to both the problem and its optimal value. Let

𝜂 :=
3 log 𝑛

log log 𝑛
+ 2, 𝛽 :=

3 log 𝐿
log log 𝐿

+ 2.

Similar to PDB, we show the following structural property of the separation problem.

Lemma 1.9. (Structural Property). For every x ∈ X, there exists a near-integral solution

(h, z) ∈ {0, 𝛾𝑖
𝛽
}𝑚 × {0, 𝜃𝑖

𝜂
}𝑚 of Q(x) such that,

𝑚∑︁
𝑖=1

b𝑖𝑧𝑖 ≤ d,

𝑚∑︁
𝑖=1

R𝑖ℎ𝑖 ≤ r,

𝑚∑︁
𝑖=1

ℎ𝑖𝑧𝑖 − (a𝑇𝑖 x)𝑧𝑖 ≥
1

2𝜂𝛽
· QLP(𝛽x).

(1.5)
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We construct such solution following a similar procedure as in Algorithm 1. In particular, let 𝝎∗ be

an optimal solution of QLP(𝛽x), consider 𝜔̃1, . . . , 𝜔̃𝑚 i.i.d. Bernoulli random variables such that

P(𝜔̃𝑖 = 1) = 𝜔∗
𝑖

for all 𝑖 ∈ [𝑚] and let (h, z) such that ℎ𝑖 =
𝛾𝑖𝜔̃𝑖
𝛽

and 𝑧𝑖 =
𝜃𝑖𝜔̃𝑖
𝜂

for all 𝑖 ∈ [𝑚]. Such

(h, z) satisfies the properties (1.5) with a constant probability. The proof of this fact is similar to

the proof of Lemma 1.4 and is deferred to Appendix A.4.

Note that while the linearization QLP(x) is still an upper-bound of Q(x) (as in the case of

PDB), we cannot guarantee anymore that QLP(x) gives a good lower-bound of Q(x) due to the

linear term. To see why, consider an optimal solution 𝝎∗ of QLP(x) and let us try, as in the case

of PDB, to construct a solution of Q(x) whose objective value is at least a fraction of the objective

value of 𝝎∗ in QLP(x). In particular, round 𝝎∗ to a 0 − 1 vector that we refer to as 𝝎̃, then take

(h, z) such that ℎ𝑖 =
𝛾𝑖𝜔̃𝑖
𝛽

and 𝑧𝑖 =
𝜃𝑖𝜔̃𝑖
𝜂

for all 𝑖 ∈ [𝑚]. The objective value of (h, z) in Q(x)

is now 1
2𝜂𝛽 (

∑𝑚
𝑖=1 𝜃𝑖𝛾𝑖𝜔̃𝑖 − 𝛽𝜃𝑖a𝑇𝑖 x𝜔̃𝑖). This cannot be directly related to the objective value of

𝝎̃ (and therefore to the objective value of 𝝎∗) in QLP(x) due to an extra 𝛽 factor in the linear

term. It is therefore unclear how to lower-bound Q(x) using QLP(x). To get around this issue, we

use QLP(𝛽x) to lower-bound Q(x) instead. We show that this is enough for our purposes given

that when x is feasible for AR then 𝛽x is also feasible and vice versa. The above discussion is

formalized in the following lemma.

Lemma 1.10. For x ∈ X, we have,

1
2𝜂𝛽
QLP(𝛽x) ≤ Q(x) ≤ QLP(x).

Proof. First, let (h∗, z∗) be an optimal solution of Q(x). Define 𝝎∗ such that 𝜔∗
𝑖
=

𝑧∗
𝑖

𝜃𝑖
.
ℎ∗
𝑖

𝛾𝑖
for all
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𝑖 ∈ [𝑚]. Then 𝝎∗ is feasible for QLP(x) with objective value,

𝑚∑︁
𝑖=1
(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 x)𝜔∗𝑖 =

𝑚∑︁
𝑖=1

ℎ∗𝑖 𝑧
∗
𝑖 − (a𝑇𝑖 x)

ℎ∗
𝑖

𝛾𝑖
𝑧∗𝑖

≥
𝑚∑︁
𝑖=1

ℎ∗𝑖 𝑧
∗
𝑖 − (a𝑇𝑖 x)𝑧∗𝑖

= Q(x)

where the inequality follows from the fact that ℎ𝑖
𝛾𝑖
≤ 1 for all 𝑖 ∈ [𝑚]. Hence Q(x) ≤ QLP(x).

Now, consider (h, z) ∈ {0, 𝛾𝑖
𝛽
}𝑚 × {0, 𝜃𝑖

𝜂
}𝑚 satisfying properties (1.5). The first two properties

imply that (h, z) is a feasible solution for Q(x). The third property implies that the objective value

of this solution is such that,

𝑚∑︁
𝑖=1

ℎ𝑖𝑧𝑖 − a𝑇𝑖 x𝑧𝑖 ≥
1

2𝜂𝛽
QLP(𝛽x).

Hence, Q(x) ≥ 1
2𝜂𝛽Q

LP(𝛽x). □

Our Linear Restriction. We are now ready to derive our linear restriction of AR. In particular,

consider the following problem where Q(x) is replaced by QLP(x) in the expression of AR,

𝑧LP−AR = min
x∈X

{
c𝑇x + QLP(x)

}
. (1.6)

Note that for any given first stage solution x, QLP(x) is a maximization LP. Taking its dual and

substituting in (1.6), we get the following LP:

𝑧LP−AR = min
x,y,𝜶

c𝑇x + d𝑇y + r𝑇𝜶

s.t. 𝜃𝑖a𝑇𝑖 x + 𝜃𝑖b𝑇𝑖 y + 𝛾𝑖R𝑇
𝑖 𝜶 ≥ 𝜃𝑖𝛾𝑖 ∀𝑖,

x ∈ X, y ≥ 0,𝜶 ≥ 0.

(LP-AR)
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We claim that LP-AR is a restriction of AR and gives an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 )-approximation for AR.

Proof of Theorem 1.2. We prove the following:

𝑧AR ≤ 𝑧LP−AR ≤ 3𝜂𝛽𝑧AR.

Let x∗LP denote an optimal solution of (1.6). We have,

𝑧LP−AR = c𝑇x∗LP + Q
LP(x∗LP)

≥ c𝑇x∗LP + Q(x
∗
LP)

≥ 𝑧AR,

where the first inequality follows from Lemma 1.10 and the last inequality follows from the feasi-

bility of x∗LP in AR.

To prove the upper-bound on 𝑧LP−AR, let x∗ denote an optimal first-stage solution of AR. We

have

𝑧AR ≥ Q(x∗)

≥ 1
2𝜂𝛽
QLP(𝛽x∗)

=
1

2𝜂𝛽
(𝛽c𝑇x∗ + QLP(𝛽x∗)) − 1

2𝜂
c𝑇x∗

≥ 1
2𝜂𝛽
(𝛽c𝑇x∗ + QLP(𝛽x∗)) − 1

2
𝑧AR

≥ 1
2𝜂𝛽

𝑧LP−AR −
1
2
𝑧AR,

where the second inequality follows from Lemma 1.10, the third inequality follows from the fact

that c𝑇x∗ ≤ 𝑧AR and the fact that 𝜂 ≥ 1. For the last inequality, note that 𝛽x∗ is a feasible solution

for (1.6).The above implies that 𝑧LP−AR ≤ 3𝜂𝛽𝑧AR. □
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1.5 Affine Policies and Relation to our LP Restriction

Affine policies are widely used to approximate the two-stage problem AR where the second-

stage variables y are restricted to be affine functions of the uncertain right-hand side h. In other

words, we consider y(h) = Ph+q, and optimize over P and q. Affine policies were first introduced

in Ben-Tal et al. [48] and have been widely considered in the literature. Ben-Tal et al. [48] show that

affine policies give a tractable approximation for a large class of dynamic optimization problems.

In particular, for a polyhedral uncertainty setU, one can find the optimal affine policy by solving

a linear program with polynomially many variables and constraints.

Many approximation bounds are known for the worst-case performance of affine policies in

many settings. For a simplex uncertainty set, Bertsimas and Goyal [27] show that affine policies

are optimal. In the case of a single budget of uncertainty set, El Housni and Goyal [38] show

that affine policies achieve an approximation bound of 𝑂 ( log 𝑛
log log 𝑛 ). They also show an 𝑂 ( log2 𝑛

log log 𝑛 )

approximation bound in the case of an intersection of disjoint budget of uncertainty sets (partition

matroid) and an 𝑂 ( 𝐿 log 𝑛
log log 𝑛 ) approximation bound in the case of a general intersection of 𝐿 budget

of uncertainty sets. The later results rely on a clever decomposition of the coordinates of h into

cheap and expensive coordinates. In this section, we generalize the bound for a single budget of un-

certainty set and significantly improve the bounds for partition matroids and general intersections

of budget of uncertainty sets. In particular, we show that affine policies give an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 )

worst-case approximation to AR under the general packing uncertainty set with 𝐿 constraints. In

contrast with the techniques used in El Housni and Goyal [38], our proof uses our LP restriction

for AR. In particular, using an optimal solution of LP-AR, we construct an explicit feasible affine

policy with objective value at most 𝑧LP−AR.

Proof of Theorem 1.3. Our construction is as follows: Let x∗, y∗,𝜶∗ be an optimal solution of

LP-AR. Consider the affine policy with first-stage solution x∗ and second-stage policy

yAFF(h) := y∗ +
∑︁
𝑖

R𝑇
𝑖
𝜶∗

𝜃𝑖
viℎ𝑖, (1.7)
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for every h ∈ U, where for every 𝑖 ∈ [𝑚],

vi ∈ argmin
y≥0

{d𝑇y | By ≥ e𝑖}.

Let us first show that the above construction gives a feasible affine policy. We know x∗ ∈ X

by construction. We need to verify the feasibility of the second-stage solution yAFF(h) for every

h ∈ U. Consider any h ∈ U, the 𝑖-th constraint of second-stage problem is given by,

a𝑇𝑖 x∗ + b𝑇𝑖 yAFF(h) = a𝑇𝑖 x∗ + b𝑇𝑖 y∗ +
𝑚∑︁
𝑘=1

R𝑇
𝑘
𝜶∗

𝜃𝑘
b𝑇𝑖 vkℎ𝑘

≥ a𝑇𝑖 x∗ + b𝑇𝑖 y∗ +
R𝑇
𝑖
𝜶∗

𝜃𝑖
b𝑇𝑖 viℎ𝑖

≥ a𝑇𝑖 x∗ + b𝑇𝑖 y∗ +
R𝑇
𝑖
𝜶∗

𝜃𝑖
ℎ𝑖

≥ (a𝑇𝑖 x∗ + b𝑇𝑖 y∗) ℎ𝑖
𝛾𝑖
+

R𝑇
𝑖
𝜶∗

𝜃𝑖
ℎ𝑖

=
1
𝛾𝑖𝜃𝑖
(𝜃𝑖a𝑇𝑖 x∗ + 𝜃𝑖b𝑇𝑖 y∗ + 𝛾𝑖R𝑇

𝑖 𝜶
∗)ℎ𝑖,

≥ ℎ𝑖,

where the first inequality follows from the fact that
R𝑇
𝑘
𝜶∗

𝜃𝑘
b𝑇
𝑖
vkℎ𝑘 ≥ 0 for every 𝑘 ∈ [𝑛]. The second

inequality follows from the definition of v𝑖. The third inequality follows from the non-negativity

of (a𝑇
𝑖
x∗ + b𝑇

𝑖
y∗) and because ℎ𝑖 ≤ 𝛾𝑖. And the last inequality follows from the feasibility of x∗, y∗

and 𝜶∗ in LP-AR.

Next, we show that the objective value of our affine policy is upper-bounded by the 𝑧LP−AR.

27



Consider any h ∈ U. The cost of our affine policy under the scenario h is given by,

c𝑇x∗ + d𝑇yAFF(h) = c𝑇x∗ + d𝑇y∗ +
𝑚∑︁
𝑘=1

R𝑇
𝑘
𝜶∗

𝜃𝑘
d𝑇vkℎ𝑘

= c𝑇x∗ + d𝑇y∗ +
𝑚∑︁
𝑘=1

R𝑇
𝑘𝜶
∗ℎ𝑘

≤ c𝑇x∗ + d𝑇y∗ + r𝑇𝜶∗

= 𝑧LP−AR,

where the second equality follows from the fact that 𝜃𝑘 = d𝑇v𝑘 by definition of 𝜃𝑘 and v𝑘 and by

strong duality. The inequality follows from the fact that
∑𝑚
𝑘=1 R𝑘ℎ𝑘 = Rh ≤ r. Therefore, the

worst-case cost of our affine policy is at most 𝑧LP−AR. □

1.6 Numerical Experiments

In this section, we study the numerical performance of our approximation algorithms for PDB

and AR. We compare our algorithms to several state-of-the art algorithms for these problems and

observe that our algorithms are significantly faster and provide good approximate solutions.

1.6.1 Performance of our Approximation for PDB

Our randomized rounding based algorithm for PDB gives an𝑂 ( log log𝑚1
log𝑚1

log log𝑚2
log𝑚2

)-approximation

with high probability. We would like to note that this is a worst-case guarantee and our goal in this

section is to evaluate the empirical performance of our algorithm.

Before presenting the numerical evaluation of our algorithm, we would like to note that our

algorithm can be numerically improved in the following natural way.

An Improved Version of Algorithm 1. Let (x̂, ŷ) denote the solution output by Algorithm 1. We

consider a natural heuristic to improve the objective value of our solution which consists of per-

forming an alternating maximization starting from (x̂, ŷ). In particular, we consider the algorithm

which computes a sequence (x1, y1), (x2, y2), . . . of improving solutions of PDB as follows: Let
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(x1, y1) = (x̃, ỹ). To compute the improved solution (x𝑖+1, y𝑖+1) from (x𝑖, y𝑖), we fix the variables

x in PDB to x𝑖 and maximize with respect to y to get y𝑖+1. Then we fix the variables y to y𝑖+1 and

maximize with respect to x to get x𝑖+1. Note that each step is a linear maximization problem. The

algorithm stops when the change in the objective value between two consecutive solutions (x𝑖, y𝑖)

and (x𝑖+1, y𝑖+1) is at most 𝜖 (where 𝜖 > 0 is some chosen error tolerance). We refer to this improved

version of Algorithm 1 as Algorithm 2.

We evaluate the empirical performance of Algorithm 1 and its improved version Algorithm 2

by comparing these to the following benchmarks.

First Level Relaxation of the RLT Hierarchy. The first level relaxation of the RLT hierarchy is a

widely used LP approximation for bilinear programs and has been observed to be a good empirical

approximation (Sherali et al. [47], Sherali and Adams [10, 42], Sherali and Alameddine [9]). We

denote the relaxation by FL-RLT (we refer the reader to Appendix A.3 for the derivation of this

relaxation). An optimal solution (x, y, u) of FL-RLT gives an approximate solution (x, y) for PDB.

We compare this solution with the solution given by our algorithms in terms of objective value and

running time.

Gurobi Solver. We also compare the solution given by our algorithms with the optimal solution

of PDB computed using the bilinear solver of Gurobi v9.1.2, in terms of both objective value and

running time. In particular, we compare the running time of our algorithms with the running time

needed by the Gurobi solver to reach a solution that is at least as good as the worst of our two

solutions, namely the solution given by Algorithm 1.

Experimental Setup. We consider instances of PDB where 𝑚1 = 𝑚2, p = q = e, P = I𝑚 + G𝑃

and Q = I𝑚 +G𝑄 where I𝑚 is the identity matrix and G𝑃 and G𝑄 are random normalized Gaussian

matrices. The results of our experiments were performed on a dual-core laptop with 8GB of RAM

and 1.8GHz processor.

Table 1.1 gives the results of our comparison between the solutions given by Algorithm 1

and its improved version Algorithm 2 and the solutions given by the first level relaxation of the
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RLT hierarchy and the bilinear solver of Gurobi v9.1.2. In Table 1.1, 𝑇ALG1 denotes the running

time in seconds of Algorithm 1, 𝑇ALG2 the running time in seconds of Algorithm 2, 𝑇FL−RLT the

running time in seconds of the first level relaxation of the RLT hierarchy, 𝑇GRB the running time

in seconds of Gurobi solver to solve the problem to optimality and 𝑇GRB−LB the running time in

seconds needed by the Gurobi solver to reach a solution that is as good as the solution given by

Algorithm 1. For the objective values, 𝑧SOL−RLT denotes the objective value of the solution given

by the first level relaxation of the RLT hierarchy, 𝑧ALG1 and 𝑧ALG2 the objective value of the solution

given by Algorithm 1 and Algorithm 2 respectively and 𝑧PDB denotes the optimal objective.

Note that Algorithm 1 is based on the linear relaxation LP-PDB of PDB. The objective value

of this relaxation gives an upper-bound of PDB. The first level relaxation of the RLT hierarchy

FL-RLT is also a relaxation of PDB and therefore, also gives an upper-bound of PDB. The bilinear

solver of Gurobi gives a sequence of improving upper-bounds of PDB. We compare the upper-

bound given by our LP relaxation denoted by 𝑧LP−PDB and the upper-bound given by the first level

relaxation of the RLT hierarchy denoted by 𝑧FL−RLT. We also compare the running time to compute

𝑧LP−PDB, the running time to compute 𝑧FL−RLT and the running time needed by the bilinear solver of

Gurobi to reach an upper-bound that is at most 𝑧LP−PDB denoted by 𝑇LP−PDB, 𝑇FL−RLT and 𝑇GRB−UB

respectively. The results of the comparisons are reported in Table 1.2.

Discussion. Table 1.1 describes the results of our comparison between the solutions given by Al-

gorithm 1 and its improved version Algorithm 2 and the solutions given by the first level relaxation

of the RLT hierarchy and the bilinear solver of Gurobi v9.1.2 on random instances and for different

values of 𝑚1 = 𝑚2.

Compared to the first level relaxation of the RLT hierarchy, our algorithms are significantly

faster especially for large dimensions. For example, for 𝑚1 = 𝑚2 ≥ 100, Algorithm 2 is more

than 400 times faster while Algorithm 1 is more than 900 times faster. In terms of objective value,

the solutions given by our algorithms have higher objective value than the solutions given by the

first level relaxation of the RLT hierarchy. Moreover, the gap in the objective value grows with the
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dimension. For instance, for 𝑚1 = 𝑚2 ≥ 40, the objective value of the solution given by FL-RLT

is less 40% of the objective value of the solution given by Algorithm 1 and less than 34% of the

objective value of the solution given by Algorithm 2.

We would like to note that compared to the bilinear solver of Gurobi, the running times of our

algorithms are significantly faster. In fact, computing an optimal solution using Gurobi is imprac-

tical for higher dimensions (Gurobi solver fails to finish in three hours for 𝑚1 = 𝑚2 > 40). We

also remark that, as the dimension increases, the bilinear solver of Gurobi takes significantly more

time to compute a solution that is comparable to the solutions from our algorithms. For example,

for 𝑚1 = 𝑚2 ≥ 500, the bilinear solver of Gurobi is at least 1000 times slower. Furthermore, we

observe that the objective value of our solutions is a good approximation of the optimal value. For

example, for all 𝑚1 = 𝑚2 ≤ 40, the solution given by Algorithm 1 recovers at least 76% of the op-

timum while the solution given by Algorithm 2 recovers at least 88% of the optimum. Therefore,

our algorithm and its improved version give a faster approach to compute a near-optimal approxi-

mate solution of PDB. In particular, this could be used as a more efficient approach to compute a

good feasible solution in branch-and-bound based exact algorithms for the problem.

Table 1.2 gives the results of our comparison between the upper-bounds given by LP-PDB,

the first level relaxation of the RLT hierarchy and the bilinear solver of Gurobi v9.1.2 on random

instances and for different values of 𝑚1 = 𝑚2. Table 1.2 shows that, as the dimension increases,

our upper-bound 𝑧LP−PDB becomes significantly faster to compute than the first level relaxation of

the RLT hierarchy. For example, for 𝑚1 = 𝑚2 ≥ 100 our upper-bound is more than 3700 times

faster to compute. Moreover, the ratio between the two upper-bounds is close to 1 and increases

with the dimension (our upper-bound is at least 77% of 𝑧FL−RLT for all the instances we consider;

it is at least 86% for 𝑚1 = 𝑚2 = 100). Compared to Gurobi, and as the dimension increases, the

bilinear solver of Gurobi takes significantly more time to compute an upper-bound that is at least

𝑧LP−PDB. For example, for 𝑚1 = 𝑚2 ≥ 500, the bilinear solver of Gurobi is more than 7 times

slower. Given the above discussion, we conclude that our relaxation gives a faster to compute

near-optimal upper-bound of PDB which can be used in branch-and-bound type of algorithms for
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Table 1.1: Comparison of Algorithm 1 and its improved version Algorithm 2 with the first level
relaxation of RLT hierarchy and the bilinear solver of Gurobi v9.1.2 for different values of 𝑚1 =

𝑚2. The running times are in seconds and the entries denoted by ∗ exceeded a time limit of three
hours.

𝑚1 = 𝑚2 𝑇ALG1 𝑇ALG2 𝑇FL−RLT 𝑇GRB 𝑇GRB−LB

10 0.464 0.686 0.223 0.356 0.219
20 0.323 0.474 0.715 1.993 0.271
30 0.185 0.342 1.729 60.667 0.228
40 0.210 0.369 5.080 2027.430 1.328
50 0.210 0.373 10.050 * 2.083

100 0.321 0.643 318.119 * 27.282
500 5.681 9.860 * * 7850.564

1000 17.590 31.2890 * * *

𝑚1 = 𝑚2
𝑧SOL−RLT
𝑧ALG1

𝑧SOL−RLT
𝑧ALG2

𝑧ALG1
𝑧PDB

𝑧ALG2
𝑧PDB

𝑧ALG1
𝑧ALG2

10 0.816 0.763 0.913 0.976 0.935
20 0.451 0.418 0.841 0.907 0.927
30 0.400 0.354 0.805 0.910 0.885
40 0.381 0.331 0.768 0.883 0.870
50 0.374 0.332 * * 0.887

100 0.329 0.280 * * 0.850
500 * * * * 0.808

1000 * * * * 0.835

the problem.

1.6.2 Performance of our Approximation for AR

Recall that our LP restriction of AR gives a polylogarithmic approximation and is tightly re-

lated to affine policies for AR. In this section, we compare the numerical performance of our LP

restriction to several benchmarks including affine policies, a generalization of the algorithm of El

Housni and Goyal [38], and the lower-bound of Hadjiyiannis et al. [49]. Let us first briefly discuss

the benchmarks.

Affine Policies. Affine policies are a commonly used approximation for two-stage adjustable
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Table 1.2: Comparison between the upper-bounds given by LP-PDB, by the first level relaxation of
the RLT hierarchy and by the bilinear solver of Gurobi v9.1.2 for different values of 𝑚1 = 𝑚2. The
running times are in senconds and the entries denoted by ∗ exceeded a time limit of three hours.

𝑚1 = 𝑚2 𝑇LP−PDB 𝑇FL−RLT 𝑇GRB 𝑇GRB−UB
𝑧LP−PDB
𝑧FL−RLT

10 0.084 0.223 0.356 0.086 0.779
20 0.034 0.715 1.993 0.053 0.789
30 0.022 1.729 60.667 0.074 0.803
40 0.034 5.080 2027.340 0.113 0.819
50 0.119 34.791 * 0.293 0.834

100 0.105 394.443 * 0.939 0.869
500 2.254 * * 15.570 *

1000 9.339 * * 325.815 *

robust problems and have been shown to exhibit good theoretical as well as empirical performance

(see for example Bertsimas et al. [51], Bertsimas and Ruiter [29], Ben-Tal et al. [48] and El Housni

and Goyal [32]). Affine policies consider a restriction of the second-stage variables in AR to be

affine functions of the uncertain parameters, i.e., functions of the form y(h) = Ph+q for P ∈ R𝑚×𝑛

and q ∈ R𝑛. The optimal affine policy can be computed using the following restriction of AR,

min
x,Y

c𝑇x +max
𝜻∈Û

d𝑇Y𝜻

𝑠.𝑡 Ax + BY𝜻 ≥ C𝜻 , ∀𝜻 ∈ Û,

Y𝜻 ≥ 0, ∀𝜻 ∈ Û,

x ∈ X

where C denotes the matrix [e2, . . . , e𝑚+1]𝑇 with e𝑖 being the 𝑖-th vector of the canonical basis of

R𝑚+1 and

Û = {𝜻 ∈ R𝑚+1 | 𝜁1 = 1,C𝜻 ∈ U}.

Let K be the cone generated by Û given as:

K = {(𝑡, h) ∈ R × R𝑚 | Rh ≤ r𝑡, 𝑡 ≥ 0, h ≥ 0},
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and let K∗ be its dual cone given by,

K∗ = {(𝑢,𝝈) ∈ R × R𝑚 | ∃𝝀 ∈ R𝐿 s.t. 𝑢 ≥ r𝑇𝝀, R𝑇𝝀 ≥ −𝝈, 𝑢 ≥ 0,𝝈 ≥ 0}.

For any 𝝈 ∈ R𝑚+1,

𝝈𝑇 𝜻 ≥ 0 ∀𝜻 ∈ Û ⇔ 𝝈 ∈ K∗.

The above problem can be expressed as the following equivalent linear program:

min
x,𝛼

c𝑇x + 𝛼

𝑠.𝑡 (𝛼e𝑇1 − d𝑇Y)𝑇 ∈ K∗,

(Axe𝑇1 + BY − C)𝑇 ∈ K∗,

Y ∈ K∗, x ∈ X.

(AFF)

We refer to this LP as the affine restriction of AR. We compare the affine policies given by our LP

restriction LP-AR to the optimal affine policy in terms of worst-case objective value and running

time.

Algorithm of El Housni and Goyal [38]. El Housni and Goyal [38] give an algorithm to effi-

ciently compute near-optimal affine policies that show that achieve a 𝑂 ( log 𝑛
log log 𝑛 ) approximation

guarantee for the case of a single budget of uncertainty set. In particular, they consider affine

policies of the following form. Let

vi ∈ argmin
y≥0

{d𝑇y | By ≥ e𝑖}, ∀𝑖 ∈ [𝑚] .

El Housni and Goyal [38] consider affine policies of the form:

y(h) =
∑︁
𝑖

𝜈𝑖v𝑖ℎ𝑖 + q,

for single budget of uncertainty. These can be computed using a linear program.
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For our comparison benchmark, we consider a generalization of the algorithm in El Housni and

Goyal [38] that computes the optimal affine policy of the form y(h) = ∑
𝑖 𝜈𝑖v𝑖ℎ𝑖 + q for the case

of packing uncertainty set given by U = {h ≥ 0 | Rh ≤ r} (we refer the reader to Appendix A.6

for an expression of the corresponding LP as well as its derivation). We denote the corresponding

LP by EG. We compare the affine policies given by our restriction LP-AR to those given by EG in

terms of objective value and running time.

Lower-Bound of Hadjiyiannis et al. [49]. Hadjiyiannis et al. [49] propose a scenario based

lower-bound for AR. In particular, they consider a finite set of scenarios Δ ⊂ U referred to as a

critical set, and solve a relaxation of the two-stage problem for these scenarios. We denote such

relaxation as 𝐴𝑅(Δ). Hadjiyiannis et al. [49] propose an efficient algorithm to compute one such

critical set that relies on the conic dual of the affine restriction AFF given as:

max
𝝀,𝚲,𝚯

𝑚∑︁
𝑖=1

Λ𝑖+1,𝑖

𝑠.𝑡 1 − e𝑇1𝝀 = 0

𝚲B +𝚯 = 𝝀d𝑇

e𝑇1𝚲A ≤ c𝑇

𝝀 ∈ K

𝚲 𝑗 ∈ K, 𝚯 𝑗 ∈ K, ∀ 𝑗 .

(D-AFF)

Here 𝚲 𝑗 and 𝚯 𝑗 denote the 𝑗-th column of 𝚲 and 𝚯 respectively where 𝝀,𝚲 and 𝚯 are the dual

variables corresponding the first, second and third conic constraints in AFF respectively. In par-

ticular, given an optimal dual solution 𝝀∗,𝚲∗,𝚯∗ of D-AFF, Hadjiyiannis et al. [49] show that the

critical set given by ΔAFF = {𝜆∗} ∪ {Λ∗
𝑗
| Λ∗

𝑗
≠ 0} ∪ {Θ∗

𝑗
| Θ∗

𝑗
≠ 0} is such that under ΔAFF the

relaxation 𝐴𝑅(ΔAFF) gives an empirically good lower-bound for AR. We compare the worst-case

cost of our affine policies to the lower bound 𝐴𝑅(ΔAFF).

35



Experimental Setup. Following Ben-Tal et al. [52], we consider instances of AR where 𝑛 = 𝑚,

c = d = e and A = B = I𝑚 + G, where I𝑚 is the identity matrix and G is a random normalized

Gaussian matrix. We consider the case where X = R𝑚+ and U is an intersection of 𝐿 budget of

uncertainty sets of the form:

U =
{
h ∈ [0, 1]𝑚 | 𝝎𝑇𝑙 h ≤ 1 ∀𝑙 ∈ [𝐿]

}
,

where the weight vectors 𝝎𝑙 are normalized Gaussian vectors, i.e., 𝜔𝑙,𝑖 =
|𝐺𝑙,𝑖 |√∑
𝑖 (𝐺𝑙,𝑖)2

for {𝐺 𝑙,𝑖}

i.i.d. standard Gaussian variables. We use a dual-core laptop with 8GB of RAM and 1.8GHz

processor for the experiments and present the results in Tables 1.3, 1.4 and 1.5. Here 𝑧AFF denotes

the optimum of the affine restriction AFF, 𝑧LP−AR the optimum of our restriction LP-AR, 𝑧EG the

optimal value of EG and 𝑧LB the lower-bound given by 𝐴𝑅(ΔAFF) as defined above. In terms of

running time, 𝑇AFF denotes the running time in seconds of the affine restriction, 𝑇LP−AR the running

time in seconds of our restriction and 𝑇EG the running time in seconds of EG.

Discussion. Tables 1.3, 1.4 and 1.5 show that our restriction LP-AR is significantly faster than

both the generalization of El Housni and Goyal [38] EG and the optimal affine policy especially for

higher dimensions. For instance, for 𝑛 = 𝑛′ = 100 and 𝐿 = 20, our restriction is more than 30000

times faster to compute than the optimal affine policy. For 𝑛 = 𝑛′ = 1000 and 𝐿 = 20, our restriction

is more than 85 times faster than EG. Furthermore, for all values of 𝑛 we consider, our restriction

has nearly the same objective value as EG (the ratio is less than 10−4 in all instances we consider).

Note that EG optimizes over a richer class of affine policies than the affine policies we construct

using LP-AR (EG optimizes over all affine policies of the form y(h) = ∑
𝑖 𝜈𝑖v𝑖ℎ𝑖 + q, while the

affine policies we construct using LP-AR are such that there exists an 𝜶 ∈ R𝐿+ such that 𝜈𝑖 =
R𝑇
𝑖
𝜶

𝜃𝑖

for all 𝑖 ∈ [𝑚]) and it is a priori not clear that the two linear programs are equivalent. However,

given the numerical findings, we conjecture that the optimal affine policies given by our restriction

LP-PDB are optimal among the set of affine policies of the form of the form y(h) = ∑
𝑖 𝜈𝑖v𝑖ℎ𝑖 + q.

Compared to the optimal affine policy, our restriction gives a good approximation that scales well
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Table 1.3: Comparison of the objective value and the running time in seconds between our restric-
tion LP-AR, the generalization of El Housni and Goyal [38] EG, and the optimal affine policy for
different values of 𝑛 = 𝑛′ and 𝐿 = 20. Entries denoted by a star exceeded a time limit of three
hours.

𝑛 = 𝑛′ 𝑇LP−AR 𝑇EG 𝑇AFF
𝑧LP−AR
𝑧EG

𝑧LP−AR
𝑧AFF

𝑧AFF
𝑧LB

20 0.052 0.080 0.412 1.000 1.304 1.197
40 0.074 0.273 21.866 1.000 1.226 1.303
60 0.104 0.609 202.732 1.000 1.248 1.310
80 0.309 1.726 822.509 1.000 1.207 1.298

100 0.153 3.227 4627.206 1.000 1.196 1.299
500 0.540 22.064 * 1.000 * *

1000 1.607 137.646 * 1.000 * *

with the dimension. For example, for 𝐿 = 20, our affine policy is within at most 20% for all

𝑛 = 𝑛′ ≤ 100. Finally, compared to the optimum of AR, note that affine policies are less than

31% from the Hadjiyiannis et al. [49] lower-bound for all 𝑛 = 𝑛′ ≤ 100 and 𝐿 = 20 implying

that our restriction is within less than 69% from the Hadjiyiannis et al. [49] lower-bound for all

𝑛 = 𝑛′ ≤ 100 and 𝐿 = 20. However, this comparison is with respect to a lower-bound of the

optimum and not with respect to the optimum itself and includes the gap between the lower-bound

and the optimum as well. Our computational study demonstrates that our restriction gives a good

approximation of the two-stage adjustable robust problem that is significantly faster to compute

than state-of-the-art approximation methods of this problem.
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Table 1.4: Comparison of the objective value and the running time in seconds between our restric-
tion LP-AR, the generalization of El Housni and Goyal [38] EG, and the optimal affine policy for
different values of 𝑛 = 𝑛′ and 𝐿 = 50. Entries denoted by a star exceeded a time limit of three
hours.

𝑛 = 𝑛′ 𝑇LP−AR 𝑇EG 𝑇AFF
𝑧LP−AR
𝑧EG

𝑧LP−AR
𝑧AFF

𝑧AFF
𝑧LB

20 0.038 0.072 0.507 1.000 1.389 1.347
40 0.055 0.444 17.815 1.000 1.263 1.436
60 0.095 1.171 193.404 1.000 1.227 1.461
80 0.087 1.426 978.970 1.000 1.212 1.472

100 0.068 2.212 5649.392 1.000 1.190 1.420
500 0.580 104.684 * 1.000 * *

1000 1.756 2062.449 * 1.000 * *

Table 1.5: Comparison of the objective value and the running time in seconds between our restric-
tion LP-AR, the generalization of El Housni and Goyal [38] EG, and the optimal affine policy for
different values of 𝑛 = 𝑛′ and 𝐿 = 100. Entries denoted by a star exceeded a time limit of three
hours.

𝑛 = 𝑛′ 𝑇LP−AR 𝑇EG 𝑇AFF
𝑧LP−AR
𝑧EG

𝑧LP−AR
𝑧AFF

𝑧AFF
𝑧LB

20 0.073 0.179 1.166 1.000 1.369 1.381
40 0.046 0.605 18.804 1.000 1.285 1.521
60 0.119 1.894 188.047 1.000 1.230 1.588
80 0.138 2.230 1112.060 1.000 1.200 1.561

100 0.122 5.606 2812.385 1.000 1.186 1.634
500 0.997 4986.632 * 1.000 * *

1000 1.189 9734.252 * 1.000 * *
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Chapter 2: Distributionally Robust Newsvendor on a Metric

2.1 Introduction and Motivation

We study in this chapter the distributionally robust newsvendor problem on a metric. In this

problem, an e-commerce seller has multiple warehouses and receives uncertain demand that arrives

sequentially to multiple demand locations. When a demand request realizes, it can be fulfilled

from any of the warehouses. The seller needs to decide about an initial inventory allocation at

the warehouses and a demand fulfillment policy for the sequentially arriving demand to minimize

their total expected fulfillment, overage, and underage costs. One straightforward approach is to

fulfill each request from the nearest warehouse, in which case each warehouse plans its inventory

independently. However, this prevents risk pooling over demand uncertainty between warehouses.

In particular, by adopting a more flexible fulfillment strategy and jointly planning inventory across

the warehouses, the seller can leverage the advantages of risk pooling over demand uncertainty

and reduce costs. We explore in this work the benefits of risk pooling of demand uncertainty when

warehouses and demand locations reside in a metric.

In practice, only partial information is typically available about the demand distribution. For

instance, it is often much more difficult to estimate the exact demand distribution compared to

estimating simpler statistics, such as the first and second moments. In this work, we study the

problem when only the first and second moments of the demand are known, and demand across

locations is uncorrelated. This arises in settings where locations operate under uncorrelated local

conditions, with different customer bases, market dynamics, or regional preferences. We adopt

a distributionally robust model in which the goal of the seller is to choose an initial inventory

allocation and sequential demand fulfillment policy that minimize their expected cost under the

worst case demand distribution and worst case sequence of arrivals of demand. We refer to this
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problem as the Distributionally Robust Newsvendor on a Metric problem (DRNM).

The Distributionally Robust Newsvendor on a Metric (DRNM) is a fundamental generalization

of the classical distributionally robust newsvendor problem of [1]. In his seminal paper, [1] studies

the problem for a single location and gives a simple closed-form solution. In particular, [1] shows

that the optimal initial inventory level is given by,

𝑞 = 𝜇 + 𝜎
2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

)
, (2.1)

or 𝑞 = 0, whichever yields a lower cost, where 𝜇 and 𝜎 denote the mean and standard deviation

respectively of the unknown demand distribution and 𝑏 and ℎ denote the per-unit underage and

overage respectively. In (2.1), the firm orders the expected demand 𝜇 plus a correction term that

depends on the relative magnitude of the underage cost 𝑏 and overage cost ℎ, and is scaled by the

demand uncertainty (represented by 𝜎).

The multi-location problem has also been studied before in [53] in an offline setting when de-

mand arrives all at once and is fulfilled using a minimum cost fulfillment. We refer to this problem

as the Offline Distributionally Robust Newsvendor on a Metric (ODRNM). In [53], the authors

give an SDP heuristic, based on a dual reformulation of the problem. However, no interpretable

solutions with theoretical guarantees are known for this fundamental problem. In this work, we

bridge this gap and design an interpretable solution with theoretical guarantees on its performance.

Moreover, our solution generalizes Scarf’s solution for a single location maintaining its simplicity

and interpretability and show a good performance in practice. Then, building upon this result, we

design a policy for the Distributionally Robust Newsvendor on a Metric problem (DRNM) when

demand arrives sequentially over time. Below is a more detailed exposition of our contributions.

2.1.1 Our Main Contributions

We adopt a two step approach. First, we derive an approximation for the offline problem (ODRNM)

when demand arrives all at once. We refer to this solution as the Generalized-Scarf-on-a-Metric
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(GSM) solution. Then, building on this result, we derive an approximation policy for our prob-

lem (DRNM) where demand realizes sequentially over time. We refer to this policy as the Hierar-

chical Balance (HB) policy.

The Generalized-Scarf-on-a-Metric (GSM) solution. We give an approximation solution for

the offline problem (ODRNM) when demand arrives all at once. We refer to our solution as the

Generalized-Scarf-on-a-Metric (GSM) solution.

Our solution is a generalization of Scarf’s solution maintaining its simplicity and interpretabil-

ity, and can be described as follows: Our solution identifies a set of clusters of locations Γ and

assigns each cluster 𝐶 ∈ Γ a “virtual" underage cost 𝑏𝐶 . The solution then holds the minimum

amount of inventory necessary to ensure that each cluster 𝐶 ∈ Γ contains a inventory of at least

∑︁
𝑖∈𝐶

𝜇𝑖 +

√︃∑
𝑖∈𝐶 𝜎

2
𝑖

2
·
(√︂

𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

)
,

and that the entire set of locations holds an inventory of at least,

∑︁
𝑖∈[𝑛]

𝜇𝑖 +

√︃∑
𝑖∈[𝑛] 𝜎

2
𝑖

2
·
(√︂

𝑏

ℎ
−

√︂
ℎ

𝑏

)
,

where 𝑛 denotes the number of locations, 𝜇𝑖 and 𝜎𝑖 the mean and standard deviation respectively

of demand at location 𝑖, and 𝑏 and ℎ denote the underage and overage cost respectively. Note

that the first expression corresponds exactly to the ordering quantity given by Scarf solution (2.1)

with mean and standard deviation corresponding to the total demand within cluster 𝐶, subject

to the “virtual" underage cost 𝑏𝐶 and original overage cost ℎ. Similarly, the second expression

corresponds to the ordering quantity given by Scarf solution (2.1) with mean and standard deviation

corresponding to the total demand, subject to underage cost 𝑏 and overage cost ℎ. In fact, our

solution is a generalization of Scarf’s original solution for a single point.

We focus in this chapter on the setting where the per-unit underage cost 𝑏 is larger than the per-

unit overage cost ℎ. This typically holds in practice as underages cause customer dissatisfaction,
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lost revenue, and reputational harm, while overages lead to storage, insurance, and depreciation

costs, which are generally less immediate and severe. In particular, we have the following theorem.

Theorem 2.1. (informal) Suppose 𝑏 > ℎ. The Generalized-Scarf-on-a-Metric (GSM) solution is a

polylogarithmic approximation to (ODRNM). Furthermore, it is a constant approximation for the

special case of uniform metric.

To provide some intuition behind the structure of our solution, consider the special case where

the points are separated by a fixed distance ℓ (uniform metric). In this case, the solution considers

each point as a separate cluster with a “virtual" underage cost of ℓ−ℎ, and ensures a inventory inside

each point that is at least the inventory given by Scarf’s solution with virtual underage cost ℓ − ℎ

and original overage cost ℎ. This stems, roughly speaking, from the fact that a point incurs a cost

of ℓ to acquire inventory from another point with excess inventory, while the other point saves ℎ by

no longer holding the excess inventory. This setup protects against fulfillment costs. Additionally,

our solution ensures a total inventory that is at least the inventory given by Scarf’s solution if the

points were combined into a single point. This protects against the overall underage costs. We

show that ensuring that both of these conditions are met leads to a constant approximation. Now,

in general metric spaces, we introduce special partitions of the metric space, which we refer to as

Hierarchically Well-Separated Partitions and which allow us to “mimic" uniform metrics.

The Hierarchical Balance (HB) policy. Building upon the previous result, we present an ap-

proximation policy for the online problem (DRNM) where we observe the demand in a sequential

manner and need to decide where it must be fulfilled from at the time it materializes. In particular,

we present a sequential fulfillment policy that makes sequential assignment decisions starting from

the inventory solution obtained using our (GSM) solution and that gives a polylogarithmic approx-

imation. Specifically, our policy fulfills demand from clusters containing the demand in increasing

order of diameter. Within each cluster, inventory is drawn equally from each of its subclusters, and

equally from each of the subclusters of each subcluster, and so on. We refer to our policy as the

Hierarchical Balance (HB) policy. We have the following theorem:
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Theorem 2.2. (informal) Suppose 𝑏 > ℎ. The Hierarchical Balance (HB) policy is a polylogarith-

mic approximation to (DRNM).

Intuitively, we are fulfilling the demand from clusters in increasing order of diameter to en-

sure small fulfillment costs. Within each cluster, we make sure to draw inventory evenly from its

subclusters and evenly from their subclusters and so on, to prevent any single cluster from being

depleted excessively, as we remain uncertain about where future demand will arise. To prove our

result we use a potential function argument that allows us to link the cost from an online fulfillment

of demand to the cost from a special offline fulfillment of demand.

We note that our Hierarchical Balance (HB) policy closely resembles heuristics employed by

major e-commerce businesses. For instance, in 2022, Amazon adopted a regional fulfillment ap-

proach in the U.S., dividing the country into eight regions. Customer orders are initially fulfilled

locally within the designated region, and only if unavailable, the order is fulfilled from other re-

gions [54]. This approach mirrors our policy when two clustering levels are considered, and our

results therefore provide a theoretical backing for the practical effectiveness of such hierarchical

inventory strategies.

We also remark that the clustering used in our policy depends solely on the underlying metric

space and is independent of the demand distribution. As a result, the same clustering can be applied

to multiple products simultaneously, and our results remain valid in multi-product settings.

2.1.2 Related Work

The offline multi-location newsvendor problem is extensively studied in the literature when the

demand distribution is known exactly, with a primary focus on examining the effects of central-

ization and inventory pooling on the performance. The problem was first introduced by [55], who

studied the problem under normally distributed demand and no fulfillment costs, highlighting the

benefits of centralization in risk pooling. The results of [55] were subsequently extended to more

general distributions and fulfillment costs [56, 57, 58]. Further work explored the impact of de-

mand variability on the benefits of risk pooling [59, 60], [61] analyzed the problem in a risk-averse
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framework, and distinguished between the effects of centralization and inventory pooling, and [62]

studied the asymptotic performance as the number of locations increases.

In practice, the demand distribution is often unknown. Distributionally robust optimization

(DRO) gives a good framework to address such uncertainty, where the objective is to optimize

against the worst-case distribution within a specified ambiguity set. Various ambiguity sets have

been studied in the literature, which can be generally categorized into three types. The first category

includes sets containing distributions supported on single points, reducing the (DRO) problem to

a robust optimization problem [63, 64, 65]. The second category consists of statistically based

ambiguity sets, which include distributions near a nominal (typically empirical) distribution, with

proximity measured using statistical distances such as Wasserstein metrics [66, 67], 𝜁-structures

[68], or Φ-divergences [69]. The third category comprises moment-based ambiguity sets, such as

the one considered in this work, which include distributions that satisfy specific moment constraints

[70, 71, 72].

The offline multi-location newsvendor problem has been studied within a distributionally ro-

bust framework. For a single location, [1] considered the problem under a moment-based ambigu-

ity set and provided a complete solution with a closed form (see [73] for a simpler derivation of

the same result). For multiple locations, the problem has been explored under different ambigu-

ity sets. [74] considered the problem under a chance-constrained ambiguity set and proposed an

approximation based on linear decision rules. [53] considered the problem under a moment-based

ambiguity set similar to ours, and gave an SDP heuristic. More recently, [75] studied the problem

under a scenario-based ambiguity set and proposed a solution through reformulation as a scalable

linear program. A similar inventory allocation then demand fulfillment on a metric problem has

been studied by [76] in a two-stage robust framework.

The idea of approximating metric spaces with families of well-separated clusters, where al-

gorithms are easier to design and analyze, has proved to be useful in a variety of contexts. For

instance, a well-known technique in designing algorithms for (integral) online bipartite matching

problems is the use of randomized embeddings of metric spaces into better clustered metric spaces
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such as the so-called Hierarchically Well-Separated Trees (HSTs) [77, 78, 79, 80, 81]. We note

in passing that randomized embeddings are not applicable in a distributionally robust framework,

where the objective function is non-linear with respect to the metric distances. Approximating

metric spaces by well-separated families of clusters has also been effective in designing distributed

graph algorithms [82, 83, 84] and approximating NP-hard graph optimization problems [85].

2.2 Our Model and Notation

In the Distributionally Robust Newsvendor on a Metric problem (DRNM), we are given a met-

ric space (𝑋, ℓ) consisting of |𝑋 | = 𝑛 locations, where ℓ𝑖 𝑗 denotes the distance between locations

𝑖 ∈ 𝑋 and 𝑗 ∈ 𝑋 . Each location represents both a warehouse and a demand location. At the

beginning of the selling season, a firm determines the inventory level 𝑞𝑖 ≥ 0 at each location 𝑖 ∈ 𝑋 .

Then, an adversary samples a demand vector d = (𝑑𝑖)𝑖∈𝑋 from an unknown distribution D of

mean 𝝁 = (𝜇𝑖)𝑖∈𝑋 and diagonal covariance matrix Σ = (Σ𝑖 𝑗 )𝑖∈𝑋, 𝑗∈𝑋 where 𝜇𝑖 > 0 and Σ𝑖𝑖 > 0

are the mean and variance at location 𝑖 ∈ 𝑋 respectively. The adversary then reveals the demand

sequentially, in parts, in the worst possible sequence. As each portion of demand arrives, the firm

must fulfill it immediately from the available inventory thus far. The total cost incurred includes a

per-unit cost equal to the distance ℓ𝑖 𝑗 between locations 𝑖 and 𝑗 for transshipped inventory between

𝑖 and 𝑗 , and a per-unit underage (resp. overage) cost 𝑏 (resp. ℎ) for unfulfilled demand (resp.

remaining inventory) at the end of the selling season. The firm’s objective is to determine both an

initial inventory allocation and an online fulfillment policy that minimize the expected cost under

the worst-case demand distribution and the worst-case sequence of demand arrivals. In particular,

let F (𝝁, Σ) denote the set of all distributions over demand vectors of mean 𝝁 and covariance ma-

trix Σ. For a demand vector d ≥ 0, let Π(d) = ⋃∞
𝑇=1

{
(d1, . . . , d𝑇 ) ∈ (R𝑋+ )𝑇

�� ∑𝑇
𝑡=1 d𝑡 = d

}
denote

the set of all possible arrival sequences of d. The firm solves the problem,

inf
q≥0, A

{
sup

D∈F (𝝁,Σ)
Ed∼D

(
sup

𝜋∈Π(d)
𝐶A (q, 𝜋)

)}
, (DRNM)
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where if we let 𝑥A
𝑖 𝑗
(q, 𝜋) denote the amount of inventory transshipped between locations 𝑖 and

𝑗 by the online fulfillment policy A under the initial inventory allocation q and demand arrival

sequence 𝜋, the cost function 𝐶A (q, 𝜋) is given by,

𝐶A (q, 𝜋) = ℎ
∑︁
𝑖∈𝑋

(
𝑞𝑖 −

∑︁
𝑗∈𝑋

𝑥A𝑖 𝑗 (q, 𝜋)
)
+ 𝑏

∑︁
𝑗∈𝑋

(
𝑑 𝑗 −

∑︁
𝑖∈𝑋

𝑥A𝑖 𝑗 (q, 𝜋)
)
+

∑︁
𝑖∈𝑋

∑︁
𝑗∈𝑋

ℓ𝑖 𝑗𝑥
A
𝑖 𝑗 (q, 𝜋).

Here ℎ
∑
𝑖∈𝑋

(
𝑞𝑖 −

∑
𝑗∈𝑋 𝑥

A
𝑖 𝑗
(q, 𝜋)

)
is the total overage cost, 𝑏

∑
𝑗∈𝑋

(
𝑑 𝑗 −

∑
𝑖∈𝑋 𝑥

A
𝑖 𝑗
(q, 𝜋)

)
is the

total underage cost, and
∑
𝑖∈𝑋

∑
𝑗∈𝑋 ℓ𝑖 𝑗𝑥

A
𝑖 𝑗
(q, 𝜋) is the total fulfillment cost. We denote the optimal

value of (DRNM) by 𝑧DRNM. We focus in this chapter on the setting where the per-unit underage

cost 𝑏 is larger than the per-unit overage cost ℎ, i.e., 𝑏 ≥ ℎ.

The Offline Distributionally Robust Newsvendor on a Metric problem (ODRNM) where de-

mand arrives all at once and gets fulfilled using a minimum cost fulfillment is given formally by

the distributionally robust problem,

inf
q≥0

{
sup

D∈F (𝝁,Σ)
Ed∼D 𝐶 (q, d)

}
, (ODRNM)

where the cost function 𝐶 (q, d) is given by

min
x

ℎ
∑
𝑖∈𝑋

(
𝑞𝑖 −

∑
𝑗∈𝑋

𝑥𝑖 𝑗

)
+ 𝑏 ∑

𝑗∈𝑋

(
𝑑 𝑗 −

∑
𝑖∈𝑋

𝑥𝑖 𝑗

)
+∑

𝑖∈𝑋
∑
𝑗∈𝑋 ℓ𝑖 𝑗 𝑥𝑖 𝑗

s.t.
∑
𝑗∈𝑋

𝑥𝑖 𝑗 ≤ 𝑞𝑖, ∀ 𝑖 ∈ 𝑋,∑
𝑖∈𝑋

𝑥𝑖 𝑗 ≤ 𝑑 𝑗 , ∀ 𝑗 ∈ 𝑋,

𝑥𝑖 𝑗 ≥ 0, ∀ 𝑖, 𝑗 ∈ 𝑋.

Here, 𝑥𝑖 𝑗 denotes the amount of inventory transshipped from location 𝑖 to location 𝑗 . The total

underage, overage, and fulfillment cost is minimized while ensuring that the amount of inventory

transshipped out of location 𝑖 ∈ 𝑋 does not exceed the inventory at 𝑖, and that the amount of

inventory transshipped into location 𝑗 ∈ 𝑋 does not exceed the demand at 𝑗 . We denote the

optimal objective of (ODRNM) by 𝑧ODRNM.
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We note that our model subsumes the more general model where demand locations are different

from warehouses (see Appendix B.1). For simplicity and to ease readability we restrict ourselves

to the simplified model where demand locations and warehouses are the same in the remainder of

the chapter.

In the remainder of the chapter, we denote by 𝜅 =
max𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗
min𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗

the aspect ratio of (𝑋, ℓ), by

diam(𝑆) = max𝑖, 𝑗∈𝑆 ℓ𝑖 𝑗 the diameter of a subset 𝑆 ⊂ 𝑋 , and by dist(𝑆, 𝑇) = min𝑖∈𝑆, 𝑗∈𝑇 ℓ𝑖 𝑗 the

distance between two subsets 𝑆, 𝑇 ⊂ 𝑋 . Let 𝝈 = (𝜎𝑖)𝑖∈𝑋 denote the vector of standard deviations

of the distributions F (𝝁, Σ), let 𝝈2 = (𝜎2
𝑖
)𝑖∈𝑋 denote the vector of variances. Given a subset

𝑆 ⊂ 𝑋 and a vector t ∈ R𝑋 , we denote by t𝑆 = (𝑡𝑖)𝑖∈𝑆 the sub-vector of t corresponding to the

components 𝑆, and we denote 𝑡𝑆 =
∑
𝑖∈𝑆 𝑡𝑖, except for t = 𝝈 where we denote 𝜎𝑆 =

√︃∑
𝑖∈𝑆 𝜎

2
𝑖

instead. Similarly, given a square matrix 𝑀 ∈ R𝑋×𝑋 and a subset 𝑆 ⊂ 𝑋 , we denote by 𝑀𝑆 the

square submatrix of 𝑀 corresponding to the rows and columns of indices in 𝑆. For a subset 𝑆 ⊂ 𝑋 ,

we denote by F 𝑆 (𝝁, Σ) the set of distributions that are the restrictions of the distributions F (𝝁, Σ)

to 𝑆, that is, if D ∈ F 𝑆 (𝝁, Σ) then d ∼ D is supported on R𝑆+, has mean 𝝁𝑆 and covariance

matrix Σ𝑆. Note that in particular F 𝑋 (𝝁, Σ) = F (𝝁, Σ). Let 𝜈 = max𝑖∈𝑋 𝜎𝑖
𝜇𝑖

denote the maximum

coefficient of variation. Let (𝑥)+ denote the positive part of 𝑥 ∈ R. As the reader may have already

noticed, vectors are denoted by bold symbols throughout the chapter, while scalars and matrices

are represented using regular notation.

2.3 The Generalized-Scarf-on-a-Metric (GSM) Solution

We give in this section an approximation solution for the offline problem (ODRNM) where

demand realizes all at once. Our solution consists of an initial inventory allocation qGSM and

we refer to it as the Generalized-Scarf-on-a-Metric (GSM) solution. We begin with a series of

preliminary results that simplify our problem.
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2.3.1 Preliminaries.

The following proposition shows that one can assume without loss of generality that 𝑏 + ℎ ≥

diam(𝑋).

Proposition 2.3. It can be assumed without loss of generality that 𝑏 + ℎ ≥ ℓ𝑖 𝑗 for every 𝑖, 𝑗 ∈ 𝑋 .

Also, given q, d ≥ 0, there exists an optimal solution of 𝐶 (q, d) that fulfills all the demand or

consumes all of the inventory.

Proposition 2.3 allows us to simplify the expression of the cost function 𝐶 (q, d) for q, d ≥ 0

as

𝐶 (q, d) = ℎ (𝑞𝑋 − 𝑑𝑋)+ + 𝑏 (𝑑𝑋 − 𝑞𝑋)+ + Θ(q, d),

where Θ(q, d) is equal to

inf
x≥0

{∑︁
𝑖 𝑗

ℓ𝑖 𝑗𝑥𝑖 𝑗

����� ∑︁
𝑗

𝑥𝑖 𝑗 ≤ 𝑞𝑖,
∑︁
𝑖

𝑥𝑖 𝑗 = 𝑑 𝑗 , ∀𝑖, 𝑗 ∈ 𝑋
}

if 𝑑𝑋 ≤ 𝑞𝑋 , and to

inf
x≥0

{∑︁
𝑖 𝑗

ℓ𝑖 𝑗𝑥𝑖 𝑗

����� ∑︁
𝑗

𝑥𝑖 𝑗 = 𝑞𝑖,
∑︁
𝑖

𝑥𝑖 𝑗 ≤ 𝑑 𝑗 , ∀𝑖, 𝑗 ∈ 𝑋
}

if 𝑑𝑋 > 𝑞𝑋 . Here (𝑞𝑋 − 𝑑𝑋)+ and (𝑑𝑋 − 𝑞𝑋)+ are the total inventory overage and demand underage

respectively, after the maximum possible demand is fulfiled, and Θ(q, d) is the fulfillment cost.

Next, we show that it is sufficient to consider inventory vectors q that order at least the mean

𝜇𝑖 at each location 𝑖 ∈ 𝑋 . But before, let us show the following lemma that we use in proving this

fact, and that we use in multiple other occasions in the chapter. The lemma gives a lower-bound on

the probability that a demand vector d sampled from a distribution of F 𝑆 (𝝁, Σ) for some 𝑆 ⊂ 𝑋

exceeds its mean point-wise by a multiple of its variance vector.
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Lemma 2.4. For every 𝛼 ≥ 1 and 𝑆 ⊂ 𝑋 , there exists a distribution D ∈ F 𝑆 (𝝁, Σ) such that,

Pd∼D

(
d ≥ 𝝁𝑆 +

𝛼

𝜎𝑆
𝝈2
𝑆

)
= Ω

(
1

1 + 𝛼2

)
.

The constants in the above expression depends solely on the maximum coefficient of variation

𝜈 which is assumed here to be constant. Note that in practice, the coefficient of variation of demand

typically ranges between 0 and 1, with a coefficient larger than 1 indicating a highly variable and

unpredictable demand. We note that for distributions supported on R|𝑆 | (i.e., which can also take

negative values), the bound in Lemma 2.4 can be obtained from the multi-dimensional Chebyshev

inequality of [86] (see also [87]), which gives a lower bound on the probability that a vector with

given first and second moment belongs to a given convex set. The main challenge here is to

construct a distribution of non-negative support that (approximately) achieves such bound.

Next, the following lemma shows that we can assume without loss of generality that an inven-

tory of at least 𝜇𝑖 is ordered at each location 𝑖 ∈ 𝑋 .

Lemma 2.5. There exists an 𝑂 (1)-approximation solution q of (ODRNM) such that q ≥ 𝝁.

To prove Lemma 2.5, we consider an optimal solution q∗ of (ODRNM), then we construct a

modified solution q̃∗ that is somehow the closest vector to q∗ that “fills up" the locations having

inventory less than the mean. Next, we use a special triangle inequality to upper-bound the cost

𝐶 (q̃∗, d) in function of the cost 𝐶 (q∗, d), a cost that accounts for the transshipment between q∗

and q̃∗, and a cost that accounts for any extra units that q̃∗ might contain compared to q∗. Then,

using Lemma 2.4, we show that the two later costs do not exceed 𝑂 (1) · 𝑧ODRNM.

Given Lemma 2.5, we restrict the search to only initial inventory allocation vectors such that

q ≥ 𝝁, while losing a constant factor in our approximation bound. The objective is henceforth to

find the safety stock to order above the mean at each location. In the following, we let Q = {q | q ≥

𝝁}.
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2.3.2 High Level Idea

The high level idea behind our solution is as follows: First, consider the special case or a

uniform metric where the points are separated by a fixed distance ℓ (> ℎ), our solution associates

to each point 𝑖 a “virtual" underage cost of 𝑏𝑖 = ℓ − ℎ and ensures an inventory of at least 𝜇𝑖 + 𝜎𝑖
2 ·(√︃

ℓ−ℎ
ℎ
−

√︃
ℎ
ℓ−ℎ

)
at 𝑖, as given by Scarf’s solution (2.1) with underage cost 𝑏𝑖 and overage cost ℎ.

This stems, roughly speaking, from the fact that a point incurs a cost of ℓ to acquire inventory from

another point with excess inventory, while the other point saves ℎ by no longer holding the excess

inventory. Having such inventory inside each cluster ensures protecting against fulfillment costs.

Additionally, our solution ensures a total inventory of at least 𝜇𝑋 + 𝜎𝑋2 ·
(√︃

ℓ−ℎ
ℎ
−

√︃
ℎ
ℓ−ℎ

)
overall, as

given by Scarf’s solution (2.1) if all the points were combined into a single point with underage cost

𝑏 and overage cost ℎ. Having such inventory overall protecting against the overall underage costs.

In general metric spaces, we introduce special partitions of the metric space, which we refer to as

Hierarchically Well-Separated Partitions and which cover the metric space using a “small number"

of families of distant clusters (subsets of locations) in a hierarchical manner, such that each family

“mimics" a uniform metric. We now introduce Well-Separated Hierarchical Partitions.

2.3.3 Well-Separated Hierarchical Partitions.

We now introduce a special type of partitions of metric spaces that we call Well-Separated

Hierarchical Partitions. Let us first define the notion of a Well-Separated Partition.

Definition 2.6 (Well-Separated Partition). Let 𝛼, 𝛽 ≥ 1, and let Δ > 0. An (𝛼, 𝛽)-Well-Separated

Partition of (𝑋, ℓ) of margin Δ is a set of 𝐾 ≤ 𝛽 families of clusters F 1, . . . , F 𝐾 , such that,

• Each family of clusters F 𝑘 = {𝐶1, . . . , 𝐶𝑚𝑘 } where 𝐶𝑖 ⊂ 𝑋 for every 𝑖 ∈ [𝑚𝑘 ], is well

separated in the sense that the distance between any pair of clusters is at least Δ, i.e.,

dist(𝐶𝑖, 𝐶 𝑗 ) > Δ, ∀𝑖 ≠ 𝑗 ∈ [𝑚𝑘 ] .
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Figure 2.1: Example of a (
√

2, 4)-well-separated partition of margin 1 of the metric space (𝑋, ℓ)
given by the red points in the Euclidean plane. The partition is given by 𝐾 = 4 families
F 1, F 2, F 3, F 4 where each family is given by the points inside the yellow squares. The union
of the families is the whole space (𝑋, ℓ), the clusters within each family are at least a distance of 1
away from each other, and the diameter of each cluster is at most

√
2 × 1 =

√
2.

• The diameter of every cluster is at most 𝛼 · Δ, i.e,

diam(𝐶) < 𝛼 · Δ, ∀𝐶 ∈
⋃
𝑘∈𝐾
F 𝑘 .

• The set of all clusters
⋃
𝑘∈𝐾 F 𝑘 forms a partition of 𝑋 .

See Figure 2.1 for an example. We now define Well-Separated Hierarchical Partitions.

Definition 2.7 (Well-Separated Hierarchical Partition). Let 𝛼, 𝛽 ≥ 1 and 𝛾 > 1. Let

Δ1 =
1
𝛼

max
{

min
𝑖, 𝑗∈𝑋:𝑖≠ 𝑗

ℓ𝑖 𝑗 ,
max𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗

𝑛

}
and

𝑅 =

⌈ log
(
max𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗/Δ1

)
log(𝛾)

⌉
+ 1

and for every 𝑟 = 1, . . . , 𝑅,

Δ𝑟 = 𝛾
𝑟−1Δ1.

An (𝛼, 𝛽, 𝛾)-Well-Separated Hierarchical Partition of 𝑋 is a sequence H = P1, . . . ,P𝑅 of 𝑅

well-separated partitions of 𝑋 such that,

• For every 𝑟 ∈ {1, . . . , 𝑅}, P𝑟 is an (𝛼, 𝛽)-well-separated partition of margin Δ𝑟 .
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• For every 𝑟 ∈ {1, . . . , 𝑅 − 1}, P𝑟+1 is a coarsening of P𝑟 , that is, every cluster 𝐶 of some

family of P𝑟 is contained in some cluster 𝐶′ of some family of P𝑟+1.

In the following, given an (𝛼, 𝛽, 𝛾)-well-separated partition H = P1, . . . ,P𝑅 of (𝑋, ℓ), and

given 𝑟 ∈ {1, . . . , 𝑅}, we denote by FML(P𝑟) the set of families of clusters of P𝑟 . Next, we denote

by

CLR(H) =
𝑅⋃
𝑟=1

⋃
F ∈FML(P𝑟 )

F

the set of all clusters inH , and denote by

CLR(P𝑟) =
⋃

F ∈FML(P𝑟 )
F

the set of all clusters in P𝑟 . Then for 𝑟 ∈ {2, . . . , 𝑅}, and a cluster 𝐶 ∈ CLR(P𝑟), we denote by

CLR(𝐶) = {𝐶′ | 𝐶′ ∈ CLR(P𝑟−1), 𝐶′ ⊂ 𝐶}

the set of clusters in P𝑟−1 that make 𝐶 (recall that 𝐶 at level 𝑟 is partitioned into smaller clusters

at level 𝑟 − 1).

By definition of Δ1, there are two possible cases. First, the case when Δ1 = 1
𝛼

min𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 .

In this case, the clusters of the first partition CLR(P1) are necessarily singletons. In fact, the

diameter of any such cluster is strictly less than 𝛼Δ1 = min𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 and hence the cluster must

be a singleton. Second, the case when Δ1 = 1
𝑛𝛼

max𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 . In this case, the clusters of the first

partition CLR(P1) might have more than one element but have a diameter that is strictly less than

max𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗/𝑛, which is, as we will see later, a small enough diameter for our purposes.

Next, by definition of 𝑅, Δ𝑅 ≥ diam(𝑋). This implies that the last partition P𝑅 contains a

single family with a single cluster given by the whole space 𝑋 . This is because there cannot exist

two clusters inside 𝑋 separated by strictly more than diam(𝑋).

Hence, a well-separated-hierarchical partition starts with clusters CLR(P1) that are either sin-

gletons or that have a small diameter and ends with a single cluster in CLR(P𝑅) given by the
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whole set 𝑋 .

The following lemma constructs examples of well-separated hierarchical partitions of small

parameters for uniform metric spaces, subspaces of an Euclidean space R𝑑 of small dimension 𝑑,

and any general metric space.

Lemma 2.8. If (𝑋, ℓ) is,

• A uniform metric space (i.e., such that ℓ𝑖 𝑗 = 𝜆 for every 𝑖 ≠ 𝑗), then, (𝑋, ℓ) admits an

(𝛼, 𝛽, 𝛾)-well-separated hierarchical partition for every 𝛼 > 1, 𝛽 = 1 and 𝛾 > 𝛼.

• A subspace of the Euclidean space R𝑑 , then, (𝑋, ℓ) admits an (𝛼, 𝛽, 𝛾)-well-separated hier-

archical partition for every 𝛼 >
√
𝑑, 𝛽 = 2𝑑 and an even integer 𝛾 ≥ 2.

• A general metric space, then (𝑋, ℓ) admits an (𝛼, 𝛽, 𝛾)-well-separated hierarchical partition

for every 𝛼 = 6 log(𝑛) + 1, 𝛽 = log(𝑛), 𝛾 > 12 log(𝑛) + 2.

All of the above well-separated hierarchical partitions can be constructed in polynomial time.

2.3.4 The Generalized-Scarf-on-a-Metric (GSM) solution

We are now ready to present our solution. LetH = P1, . . . ,P𝑅 be an (𝛼, 𝛽, 𝛾)-well-separated

hierarchical partition of (𝑋, ℓ) for some parameters 𝛼, 𝛽, 𝛾. Given 𝑟 ∈ {1, . . . , 𝑅 − 1} and a cluster

𝐶 ∈ CLR(P𝑟), let diam𝑝 (𝐶) denote the diameter of the parent cluster of 𝐶 in P𝑟+1 (i.e., cluster

of P𝑟+1 containing 𝐶). Let

Γ =
{
𝐶 ∈ CLR(H) | diam𝑝 (𝐶) ≥ 2ℎ

}
Then for every 𝐶 ∈ Γ, let

𝑏𝐶 = diam𝑝 (𝐶) − ℎ
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Our initial inventory allocation qGSM is given by an optimal solution of the following covering LP,

min
q

ℎ(𝑞𝑋 − 𝜇𝑋)

𝑠.𝑡. 𝑞𝐶 − 𝜇𝐶 ≥
𝜎𝐶

2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

)
, ∀𝐶 ∈ Γ (GSM)

𝑞𝑖 − 𝜇𝑖 ≥
𝜎𝑖∑
𝑖∈𝑋 𝜎𝑖

𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

)
, ∀𝑖 ∈ 𝑋

In (GSM), we are minimizing the total safety stock across all locations while making sure in

the first set of constraints that each cluster 𝐶 ∈ Γ contains a safety stock as given by the Scarf

solution (2.1) with mean and standard deviation corresponding to the total demand within𝐶 subject

to a per-unit overage cost ℎ and per-unit underage cost 𝑏𝐶 . The second set of constraints make sure

that the entire set 𝑋 contains a safety stock 𝜎𝑋
2

(√︃
𝑏
ℎ
−

√︃
ℎ
𝑏

)
as given by the Scarf solution (2.1)

with mean and standard deviation corresponding to the total demand within 𝑋 subject to a per-unit

overage cost ℎ and per-unit underage cost 𝑏. For technical reasons, we make sure to divide this

requirement between locations proportional to the standard deviation. In fact, this only is necessary

in the case when the clusters P1 of the first level are not individual locations, and as we will see,

such division makes sure that the total expected fulfillment costs between the locations inside the

clusters of P1 (of diameter at most diam(𝑋)/𝑛 in this case) is bounded by a fraction of the total

underage cost, and hence negligible.

We show next that our solution gives a good approximation to (ODRNM). In particular, we

show the following lemma,

Lemma 2.9. The initial inventory allocation qGSM is such that,

sup
D∈F (𝝁,Σ)

Ed∼D 𝐶 (qGSM, d) ≤ 𝑂 (𝛼𝛾𝛽𝑅) · 𝑧ODRNM

Lemma 2.8 and Lemma 2.9 imply our first main theorem stated formally as follows,

Theorem 2.1. There exists an initial inventory solution which is an
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• 𝑂 (1) approximation of (ODRNM) when (𝑋, ℓ) is a uniform metric space (i.e., same distance

between every two points).

• 𝑂 (log(𝑛)) approximation of (ODRNM) when (𝑋, ℓ) is a subset of an Euclidean space R𝑑

of constant dimension 𝑑.

• 𝑂 (log4(𝑛)) approximation of (ODRNM) when (𝑋, ℓ) is any general metric space.

The next section is devoted to the proof of Lemma 2.9. We give an outline of the proof in the

main part and differ the full proofs to the Appendix.

2.4 Analysis of the Generalized-Scarf-on-a-Metric (GSM) Solution

The proof consists of two parts. First, we upper-bound the objective value of qGSM. Then we

show an (approximately) similar lower-bound for 𝑧ODRNM.

Upper-Bound of the Objective Value of qGSM. We begin by defining the following notion of a

hierarchical fulfillment of demand d ≥ 0 from inventory q ∈ Q with respect to the well-separated

hierarchical partitionH .

Definition 2.2. For a given inventory vector q ∈ Q and demand vector d ≥ 0, the hierarchical

fulfillment of demand d ≥ 0 from inventory q ∈ Q with respect to H is the solution that fulfills a

maximum demand inside each location from the inventory at the location, then for the remaining

demand, fulfills (arbitrarily) a maximum demand inside each cluster 𝐶 ∈ CLR(P1) from the

inventory inside 𝐶, then for the remaining demand, fulfills (arbitrarily) a maximum demand inside

each cluster 𝐶 ∈ CLR(P2) from the inventory inside 𝐶, and so on.

Let

𝐶𝐻 (q, d) = ℎ(𝑞𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞𝑋)+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+ +
diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞𝑖)+
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The following lemma gives an upper-bound of the cost function 𝐶 (q, d).

Lemma 2.3. lemma For every q ∈ Q and d ≥ 0,

𝐶 (q, d) ≤ 𝐶𝐻 (q, d).

The proof of Lemma 2.3 relies on showing that 𝐶𝐻 (q, d) is an upper-bound of the cost one would

occur if instead of using an optimal fulfillment of the demand, uses a hierarchical fulfillment with

respect toH .

Next, we show the following upper-bound on the expected value of 𝐶𝐻 (qGSM, d) under the

worst case distribution of demand.

Lemma 2.4. The initial inventory allocation qGSM is such that,

sup
D∈F (𝝁,Σ)

Ed∼D 𝐶
𝐻 (qGSM, d) ≤ 2𝜎𝑋

√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

In Lemma 2.4, we upper-bound supD∈F (𝝁,Σ) Ed∼D 𝐶𝐻 (qGSM, d) by a function of qGSM, then use

the fact that qGSM is an optimal solution of (GSM) to bound the resulting function.

From Lemma 2.3 and 2.4, we conclude that,

sup
D∈F (𝝁,Σ)

Ed∼D 𝐶 (qGSM, d) ≤ 2𝜎𝑋
√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

diam𝑝 (𝐶)
2

𝜎𝐶 (2.2)

Next, we give a lower-bound of 𝑧ODRNM.

Lower-Bound of 𝑧ODRNM. In the following, for every 𝑟 ∈ {1, . . . , 𝑅 − 1}, for every cluster 𝐶 ∈

CLR(P𝑟), denote by

𝐶 =

{
𝑖 ∈ 𝑋 | ∃ 𝑗 ∈ 𝐶, 𝑠.𝑡. ℓ𝑖 𝑗 <

Δ𝑟

2

}
the set of all locations within distance of at most Δ𝑟

2 of 𝐶. Given a inventory and demand vectors
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q ∈ Q and d ≥ 0, let

𝑞𝐶 = 𝑞𝐶 +
∑︁
𝑖∈𝐶\𝐶

(𝑞𝑖 − 𝑑𝑖)+

be the amount of inventory around the locations of 𝐶 at a distance of at most Δ𝑟
2 of 𝐶 after sub-

tracting the “in-place" demand from each point of 𝐶 \ 𝐶. The following lemma lower-bounds the

cost 𝐶 (q, d).

Lemma 2.5. Let q ∈ Q and d ≥ 0. Then,

𝐶 (q, d) ≥ ℎ (𝑞𝑋 − 𝑑𝑋) + (𝑏 + ℎ) (𝑑𝑋 − 𝑞𝑋)+

and for every 𝑟 ∈ {1, . . . , 𝑅 − 1} and F ∈ FML(P𝑟),

𝐶 (q, d) ≥ ℎ (𝑞𝑋 − 𝑑𝑋) +
Δ𝑟

2

∑︁
𝐶∈F

(
𝑑𝐶 − 𝑞𝐶

)+
The proof of the second inequality in Lemma 2.5 follows, roughly speaking, from the fact that

for each cluster 𝐶, a least an amount of demand (𝑑𝐶 − 𝑞𝐶)+ given by the deviation of demand

inside 𝐶 from the inventory around 𝐶 at a distance Δ𝑟/2, needs to travel a distance of at least Δ𝑟/2

to get fulfilled.

We now show the following lemma which given two subsets 𝑆 ⊂ 𝑇 of 𝑋 , gives a lower-bound

on the expected value of the deviation of the total demand within 𝑆 from a given quantity𝑄 subject

to the demand being at least 𝜇𝑖 in every location of 𝑇 .

Lemma 2.6. Given subsets 𝑆 ⊂ 𝑇 ⊂ 𝑋 and a quantity 𝑄 ≥ 𝜇𝑆, it holds that

sup
d∈F 𝑇 (𝝁,Σ)

Ed
(
(𝑑𝑆 −𝑄)+ · 1{𝑑𝑖≥𝜇𝑖 ,∀𝑖∈𝑇}

)
= Ω

(√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 − (𝑄 − 𝜇𝑆)

)
The proof of Lemma 2.6 is via an explicit construction of a near worst-case distribution using

Lemma 2.4. Combining Lemma 2.5 and Lemma 2.6, we prove the following lower-bound for the

expected cost 𝐶 (q, d) under worst-case distribution of demand for every q ∈ Q,
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Lemma 2.7. Let q ∈ Q,

𝜎𝑋
√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

𝜎𝐶 diam𝑝 (𝐶) ≤ 𝑂 (𝛾𝛼𝛽𝑅) · sup
D∈F (𝝁,Σ)

Ed∼D 𝐶 (q, d)

Finally, by taking, in Lemma 2.7, q to be the optimal solution of (ODRNM) in Q, we get the

lower-bound,

𝜎𝑋
√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

𝜎𝐶 diam𝑝 (𝐶) ≤ 𝑂 (𝛾𝛼𝛽𝑅) · 𝑧ODRNM. (2.3)

Lemma 2.9 follows from the upper-and lower-bounds (2.2) and (2.3).

2.5 The Hierarchical Balance (HB) Policy

We now present our policy for the online problem (DRNM) where we observe the demand in

a sequential manner and need to decide where it must be fulfilled from at the time it materializes.

Our policy consists of an initial inventory allocation qhb and an online fulfillment policyAhb. We

refer to our policy as the Hierarchical Balance (HB) policy.

Let H = P1, . . . ,P𝑅 be an (𝛼, 𝛽, 𝛾)-well-separated hierarchical partition of (𝑋, ℓ) for some

parameters 𝛼, 𝛽, 𝛾, such that 𝛾 > log(𝑛)𝛼. Given 𝑟 ∈ {1, . . . , 𝑅 − 1} and a cluster 𝐶 ∈ CLR(P𝑟),

let diam𝑝 (𝐶) denote the diameter of the parent cluster of 𝐶 in P𝑟+1. Let

Γ = {𝐶 ∈ CLR(H) | diam𝑝 (𝐶) ≥ 2ℎ}

Then for every 𝐶 ∈ Γ, let

𝑏𝐶 = diam𝑝 (𝐶) − ℎ

Initial Inventory Allocation qhb. Our initial inventory allocation qhb is given by an optimal
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solution of the covering LP

min
q

ℎ(𝑞𝑋 − 𝜇𝑋)

𝑠.𝑡. 𝑞𝐶 − 𝜇𝐶 ≥
𝜎𝐶

2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

)
, ∀𝐶 ∈ Γ (HB)

𝑞𝑖 − 𝜇𝑖 ≥
𝜎𝑖∑
𝑖∈𝑋 𝜎𝑖

𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

)
, ∀𝑖 ∈ 𝑋.

Online fulfillment PolicyAhb. The pseudo-code for the online fulfillment policyAhb is given in

Algorithm 2. In this algorithm, after a part d𝑡 of the demand arrives. We fulfill it incrementally,

one portion at a time, in an arbitrary order until all demand is fulfilled or no inventory remains (the

while loop). In particular, at each step, we fulfill a small enough portion of demand 𝛿𝑑 at some

location 𝑖, which we will henceforth refer to as an infinitesimal portion, in the following way:

• If there is inventory remaining at location 𝑖, the infinitesimal portion is fulfilled from this

inventory in-place.

• Otherwise, let 𝑟 ∈ {1, . . . , 𝑅} be the smallest integer for which there exists remaining inven-

tory in the cluster of P𝑟 to which 𝑖 belongs, say cluster 𝐶. Let 𝐶1, . . . , 𝐶𝑘 be the clusters in

CLR(𝐶) that still have remaining inventory. We take an equal amount of 𝛿𝑑
𝑘

inventory from

each one of these clusters. Within each cluster, an equal amount of inventory is taken from

each subcluster that still has available inventory, and so on. If a cluster of P1 is reached, take

an equal amount of inventory from each of the locations that still have available inventory

inside the cluster.

The infinitesimal portion 𝛿𝑑 is chosen to be the minimum between the remaining demand at loca-

tion 𝑖 and the maximum demand that can be fulfilled using the above procedure before one of the

locations runs out of inventory. If we run out of inventory before fulfilling all the demand, all the

subsequent demand will remain unfulfilled and an underage cost 𝑏 per unit is paid. Similarly, if at

the end of the selling season we still have inventory, an overage cost ℎ per unit is paid.
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Algorithm 2 Online Fulfillment Policy Ahb

1: Initialize current inventory vector qcurr ← qhb

2: for every time step 𝑡 before the end of the selling season do
3: Receive demand vector d𝑡
4: Initialize current demand vector dcurr ← d𝑡 .
5: while 𝑑curr

𝑋
> 0 and 𝑞curr

𝑋
> 0 do

6: Let 𝑖 ∈ 𝑋 such that 𝑑curr
𝑖

> 0.
7: if 𝑞curr

𝑖
> 0 then

8: Let 𝛿𝑑 ← min(𝑑curr
𝑖

, 𝑞curr
𝑖
)

9: Send 𝛿𝑑 inventory from 𝑖 to 𝑖.
10: Update 𝑑curr

𝑖
← 𝑑curr

𝑖
− 𝛿𝑑 and 𝑞curr

𝑖
← 𝑞curr

𝑖
− 𝛿𝑑

11: else
12: Let 𝑟 ← min{𝑟′ ∈ [𝑅] | ∃𝐶 ∈ CLR(P𝑟 ′) s.t. 𝑖 ∈ 𝐶, 𝑞curr

𝐶
> 0}

13: Let 𝐶 ∈ CLR(P𝑟) s.t. 𝑖 ∈ 𝐶, 𝑞curr
𝐶

> 0
14: for 𝐶′ ∈ ∪𝑟

𝑟 ′=2 CLR(P𝑟 ′) s.t. 𝐶′ ⊂ 𝐶 do
15: Let 𝑘𝐶′ ← |{𝐶′′ ∈ CLR(𝐶′) | 𝑞curr

𝐶′′ > 0}|
16: end for
17: for 𝐶′ ∈ CLR(P1) s.t. 𝐶′ ⊂ 𝐶 do
18: Let 𝑘𝐶′ ← |{ 𝑗 ∈ 𝐶′| 𝑞curr

𝑗
> 0}|

19: end for
20: for 𝑗 ∈ 𝐶 s.t. 𝑞curr

𝑗
> 0 do

21: Let 𝐶𝑟
𝑗
, 𝐶𝑟−1

𝑗
, . . . , 𝐶1

𝑗
be the clusters of levels 𝑟, 𝑟 − 1, . . . , 1 to which 𝑗 belongs

22: Let 𝑘 𝑗 = 𝑘𝐶𝑟
𝑗
× 𝑘𝐶𝑟−1

𝑗
× · · · × 𝑘𝐶1

𝑗

23: end for
24: Let 𝛿𝑑 = min{𝑑curr

𝑖
, min 𝑗∈𝐶 𝑘 𝑗 · 𝑞curr

𝑗
}

25: for 𝑗 ∈ 𝐶 s.t. 𝑞curr
𝑗

> 0 do
26: Send 𝛿𝑑/𝑘 𝑗 inventory from 𝑗 to 𝑖
27: Update 𝑑curr

𝑖
← 𝑑curr

𝑖
− 𝛿𝑑/𝑘 𝑗 and 𝑞curr

𝑗
← 𝑞curr

𝑗
− 𝛿𝑑/𝑘 𝑗

28: end for
29: end if
30: end while
31: if 𝑑curr

𝑋
> 0 then ⊲ We pay underage cost if remaining demand

32: Pay underage cost 𝑏 · 𝑑curr
𝑋

33: end if
34: end for
35: if 𝑞curr

𝑋
> 0 then ⊲ We pay overage cost if remaining inventory

36: Pay overage cost ℎ · 𝑞curr
𝑋

37: end if
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It is a priori unclear that Ahb can be implemented in polynomial time. The following lemma

shows that this is indeed the case.

Lemma 2.8. Ahb can be implemented in polynomial time.

We show next that our policy gives a good approximation to (DRNM). In particular, we show

the following lemma,

Lemma 2.9. The initial inventory allocation qhb and the online fulfillment policy Ahb are such

that,

sup
D∈F (𝝁,Σ)

Ed∼D

(
sup

𝜋∈Π(d)
𝐶Ahb (qhb, 𝜋)

)
≤ 𝑂 (𝛼𝛽𝛾𝑅 log(𝑛)) · 𝑧ODRNM ≤ 𝑂 (𝛼𝛽𝛾𝑅 log(𝑛)) · 𝑧DRNM

The above lemma shows that our approximation bounds are not only with respect to the

optimum of (DRNM), but also with respect to the optimum of the offline problem (ODRNM).

Lemma 2.8 and Lemma 2.9 imply our second main theorem stated formally as follows,

Theorem 2.10. There exists an initial inventory allocation and an online fulfillment policy that is

an

• 𝑂 (log2(𝑛)) approximation of (DRNM) when (𝑋, ℓ) is a uniform metric space.

• 𝑂 (log3(𝑛)) approximation of (DRNM) when (𝑋, ℓ) is a subset of an Euclidean space R𝑑 of

constant dimension 𝑑.

• 𝑂 (log6(𝑛)) approximation of (DRNM) when (𝑋, ℓ) is any general metric space.

The next section is devoted to the proof of Lemma 2.9. We give an outline of the proof in the

main part and differ the full proofs to the Appendix.
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2.6 Analysis of the Hierarchical Balance (HB) Policy

Recall that,

𝐶𝐻 (q, d) = ℎ(𝑞𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞𝑋)+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+ +
diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞𝑖)+.

for every q and d. Define,

𝐶𝐻Ahb (q, 𝜋) = ℎ
∑︁
𝑖∈𝑋

(
𝑞𝑖 −

∑︁
𝑗∈𝑋

𝑥A
hb

𝑖 𝑗 (q, 𝜋)
)
+ 𝑏

∑︁
𝑗∈𝑋

(
𝑑 𝑗 −

∑︁
𝑖∈𝑋

𝑥A
hb

𝑖 𝑗 (q, 𝜋)
)
+

∑︁
𝑖∈𝑋

∑︁
𝑗∈𝑋

ℓ𝐻𝑖 𝑗 𝑥
Ahb

𝑖 𝑗 (q, 𝜋)

for every q and 𝜋, where for every 𝑖 ≠ 𝑗 ∈ 𝑋 , and letting 𝑟 ∈ {1, . . . , 𝑅} be the smallest integer

such that 𝑖 and 𝑗 belong to the same cluster 𝐶 ∈ CLR(P𝑟), we set ℓ𝐻
𝑖 𝑗

= diam(𝐶). We set ℓ𝐻
𝑖𝑖

= 0

for every 𝑖 ∈ 𝑋 . Note that ℓ𝐻
𝑖 𝑗
≥ ℓ𝑖 𝑗 for every 𝑖, 𝑗 ∈ 𝑋 . Hence, 𝐶Ahb (q, 𝜋) ≤ 𝐶𝐻Ahb (q, 𝜋). for every

q and 𝜋.

The following lemma shows that it is sufficient to compare 𝐶𝐻
Ahb (qhb, 𝜋) and 𝐶𝐻 (qhb, d), for

demand vectors of same total quantity as qhb.

Lemma 2.11. Assume

𝐶𝐻Ahb (qhb, 𝜋) ≤ 𝑂 (log(𝑛)) · 𝐶𝐻 (qhb, d)

for every d ≥ 0 such that 𝑑𝑋 = 𝑞hb
𝑋

and 𝜋 ∈ Π(d), then, qhb and Ahb achieve the approximation

bound in Lemma 2.9.

We now fix d ≥ 0 such that 𝑑𝑋 = 𝑞hb
𝑋

and 𝜋 ∈ Π(d), and prove that

𝐶𝐻Ahb (qhb, 𝜋) ≤ 𝑂 (log(𝑛)) · 𝐶𝐻 (qhb, d).

Note that when 𝑑𝑋 = 𝑞hb
𝑋

, there is no overage or underage and the whole demand will be fulfilled

by the online algorithm.
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Consider some cluster 𝐶 ∈ CLR(H). When an infinitesimal portion of demand 𝛿𝑑 is consid-

ered, there are two cases, either the portion arrives inside 𝐶 and in which case it is either entirely

fulfilled from inventory inside 𝐶 or entirely fulfilled from inventory outside 𝐶 by construction of

the algorithm, or the portion arrives outside 𝐶 in which case it might happen that a part of it gets

fulfilled from inventory inside 𝐶. Let 𝛿𝑑1, . . . , 𝛿𝑑𝐿 denote all of the infinitesimal demand por-

tions or parts of infinitesimal demand portions that get fulfilled using inventory inside 𝐶, in the

order they were considered by the online algorithm, and suppose they belong to location 𝑖1, . . . , 𝑖𝐿

respectively. Note that because all demand is fulfilled with no remaining inventory (recall that

𝑑𝑋 = 𝑞hb
𝑋

), the total demand given by all the portions
∑𝐿
𝑙=1 𝛿𝑑

𝑙 is equal to the total inventory inside

𝐶, i.e., 𝑞hb
𝐶

.

If 𝐶 ∈ P𝑟 for 𝑟 ≥ 2, define 𝑉𝐶 = {𝐶 (0)} ∪ CLR(𝐶) as the set of clusters of P𝑟−1 that form 𝐶

plus a “virtual cluster" 𝐶 (0). If 𝐶 ∈ P1, define 𝑉𝐶 = {𝐶 (0)} ∪ 𝐶 as the set of locations inside 𝐶

plus a “virtual cluster" 𝐶 (0). The virtual cluster is introduced for simplicity, it will be considered

in the following as a cluster inside 𝐶 with 𝑞 = 0 inventory inside it and such that whenever some

𝛿𝑑𝑙 arrives outside of 𝐶 and is fulfilled from inventory inside 𝐶, we say that it arrived inside 𝐶 (0)

and fulfilled by inventory outside 𝐶 (0).

For every 𝐶′ ∈ 𝑉𝐶 , let 𝜃online,𝐶 (𝐶′) denote the total amount of demand from 𝛿𝑑1, . . . , 𝛿𝑑𝐿 that

arrived inside 𝐶′ and that the online algorithm fulfilled using inventory outside of 𝐶′ (but inside 𝐶

by definition of 𝛿𝑑1, . . . , 𝛿𝑑𝐿).

Next, consider an offline algorithm that fulfills the portions 𝛿𝑑1, . . . , 𝛿𝑑𝐿 inside 𝐶 in a way that

fulfills a maximum amount of demand to the remaining inventory inside each 𝐶′ ∈ 𝑉𝐶 , then fulfills

the remaining demand arbitrary inside 𝐶. Then let, 𝜃offline,𝐶 (𝐶′) denote the amount of demand

from 𝛿𝑑1, . . . , 𝛿𝑑𝐿 that this offline algorithm fulfills outside of 𝐶′ ∈ 𝑉𝐶 . Note that, 𝜃offline,𝐶 (𝐶′) =(∑
𝑙:𝑖𝑙∈𝐶′ 𝛿𝑑

𝑙 − 𝑞hb
𝐶′

)+
.

The following lemma upper-bounds the total amount of demand that the online algorithm ful-

fills from outside the cluster/location it arrived to, as a function of the total amount the offline

algorithm fulfills from outside of the cluster/location it arrived to.

63



Lemma 2.12. The following holds,

∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′) ≤ 3 ln(𝑛)
∑︁
𝐶′∈𝑉𝐶

𝜃offline,𝐶 (𝐶′)

To prove Lemma 2.12, we define for every 𝐶′ ∈ 𝑉𝐶 and 𝑙 ∈ {1, . . . , 𝐿 + 1}, 𝜃online,𝐶
[1:𝑙−1] (𝐶

′) as the

total amount of demand from 𝛿𝑑1, . . . , 𝛿𝑑𝑙−1 that arrived inside 𝐶′ and that the online algorithm

fulfilled using inventory outside of 𝐶′, where by convention 𝜃online,𝐶
[1:0] (𝐶′) = 0.

Next, consider the inventory remaining after the online algorithm fulfilled 𝛿𝑑1, . . . , 𝛿𝑑𝑙−1. Con-

sider an offline algorithm that fulfills the remaining portions 𝛿𝑑𝑙 , . . . , 𝛿𝑑𝐿 inside 𝐶 using this re-

maining inventory in a way that fulfills a maximum amount of demand to the remaining inventory

inside each 𝐶′ ∈ 𝑉𝐶 , then fulfills the remaining demand arbitrary inside 𝐶. We define for every

𝐶′ ∈ 𝑉𝐶 and 𝑙 ∈ {1, . . . , 𝐿 + 1}, 𝜃offline,𝐶
[𝑙:𝐿] (𝐶′) as the amount of demand from 𝛿𝑑𝑙 , . . . , 𝛿𝑑𝐿 that the

offline algorithm fulfilled outside of 𝐶′ ∈ 𝑉𝐶 , where by convention 𝜃offline,𝐶
[𝐿+1:𝐿] (𝐶

′) = 0.

Let 𝐶 (0), 𝐶 (1), . . . , 𝐶 (𝑈) denote the order by which the elements of 𝑉𝐶 run out of inventory

(the virtual cluster 𝐶 (0) has no inventory and hence its first in the list). We consider the following

potential function

Φ𝑙 =

𝑈∑︁
𝑢=0

𝜃
online,𝐶
[1:𝑙−1] (𝐶 (𝑢)) +

𝑈∑︁
𝑢=0

3 ln(𝑈 − 𝑢 + 1) · 𝜃offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢)),

for every 𝑙 ∈ {1, . . . , 𝐿 + 1}, and show that Φ𝑙 is non-increasing in 𝑙. The lemma follows from the

fact that

Φ𝐿+1 =
∑︁
𝐶′∈𝑉𝐶

𝜃
online,𝐶
[1:𝐿] (𝐶

′) =
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′) ≤ Φ1

and

Φ1 ≤ 3 ln(𝑛)
∑︁
𝐶′∈𝑉𝐶

𝜃
offline,𝐶
[1:𝐿] (𝐶

′) = 3 ln(𝑛)
∑︁
𝐶′∈𝑉𝐶

𝜃offline,𝐶 (𝐶′).

Now, the cost 𝐶𝐻
Ahb (qhb, 𝜋) can be upper-bounded in function of the 𝜃online,𝐶 (𝐶′)’s as follows,
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Lemma 2.13. The cost 𝐶𝐻
Ahb (qhb, 𝜋) can be upper-bounded as follows,

𝐶𝐻Ahb (qhb, 𝜋) ≤
∑︁

𝐶∈CLR(H)
diam(𝐶)

∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

Then, the cost𝐶𝐻 (qhb, d) can be lower-bounded as a function of the 𝜃online,𝐶 (𝐶′)’s and 𝜃offline,𝐶 (𝐶′)’s

as follows,

Lemma 2.14. The cost 𝐶𝐻 (qhb, d) can be lower-bounded as follows,

𝐶𝐻 (qhb, d) ≥ 1
2

∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃offline,𝐶 (𝐶′)

− 1
21 log(𝑛)

∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

Finally from Lemma 2.12 and Lemma 2.14, we conclude that,

𝐶𝐻 (qhb, d) ≥ Ω

(
1

log(𝑛)

) ∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

combined with Lemma 2.13, we get,

𝐶𝐻 (qhb, d) = Ω

(
1

log(𝑛)

)
𝐶𝐻Ahb (qhb, 𝜋)

which concludes the proof.

2.7 Numerical Experiments

In this section, we evaluate the numerical performance of our policy. Our results demonstrate

that our policy not only provides strong theoretical guarantees but also performs effectively in prac-

tice. We conduct two sets of experiments: the first assesses the performance of our Generalized-

Scarf-on-a-Metric (GSM) solution for the offline problem, and the second evaluates the perfor-

mance of the online fulfillment policy Ahb of Hierarchical Balance (HB).
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2.7.1 The Generalized-Scarf-on-a-Metric (GSM) Solution

To evaluate the numerical performance of our Generalized-Scarf-on-a-Metric (GSM) Solution,

we adopt an approach similar to that used in [53] to evaluate their heuristic and consider special

metric spaces where the cost function 𝐶 (q, d) has a simple expression in terms of q and d and

which are a good approximations of general metric spaces in practice, and consider the slightly

modified problem where demand is allowed to take negative values. These adjustments enable

an exact reformulation of the problem as an exponentially sized SDP (that can still be solved for

a small number of locations). We then compare our approximation to an optimal solution of the

SDP. We note that no algorithms (even inefficient ones) are known for solving the problem exactly

otherwise.

Specifically, we consider metric spaces where 𝑋 is given by the leaves of a rooted tree 𝑇 , and

ℓ𝑖 𝑗 represents the (shortest path) distance between leaves 𝑖 and 𝑗 in the tree. Let 𝐿1, . . . , 𝐿𝐾 denote

the vertices at levels 1, 2, . . . , 𝐾 of the tree 𝑇 , with level 1 representing the leaves and level 𝐾 the

root. The edge weights of 𝑇 have the following structure: the weight between leaves and their

parents at level 2 is 𝑐𝜆 for some 𝑐 > 0 and 𝜆 > 1; between nodes at level 2 and their parents at

level 3, it is 𝑐(𝜆2 − 𝜆); between nodes at level 3 and their parents at level 4, it is 𝑐(𝜆3 − 𝜆2); and

so on. In practice, locations 𝑋 often exhibit hierarchically clustered structures similar to these tree

metrics. For example, locations might be divided into cities that are very far apart, within which

neighborhoods are far apart but not as distant, and so on. It is also known that any metric space

can be randomly embedded into trees of this form with low distortion [78], further suggesting that

a good performance on these metric spaces suggests a good performance on general metric spaces.

The metric spaces constructed above admit a natural well-separated hierarchical partition de-

fined as follows: let 𝑟0 be the smallest level bellow which the nodes of 𝐿𝑟 , for 𝑟 ≤ 𝑟0 all have

a single child. Then, let H = P1, . . . ,P𝐾−𝑟0+1, where each P𝑟 consists of a single family with

clusters {𝐶𝑣}𝑣∈𝐿𝑟+𝑟0−1 , where 𝐶𝑣 is the set of leaves that are children of 𝑣 ∈ 𝐿𝑟+𝑟0−1. This is indeed

an (𝛼, 𝛽, 𝛾)-well-separated hierarchical partition for 𝛼 = (1 + 𝜖)𝐾−𝑟0 , 𝛽 = 1 and 𝛾 = (1 + 𝜖)𝜆,

for every 𝜖 > 0 small enough. In fact, (i) it is clearly a coarsening family of partitions. (ii) for 𝑛
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large enough Δ1 = min𝑖≠ 𝑗∈𝑋 ℓ𝑖 𝑗/𝛼 = 2𝑐𝜆𝑟0/(1 + 𝜖)𝐾−𝑟0 and hence Δ𝑟 = 2𝑐𝜆𝑟0+𝑟−1/(1 + 𝜖)𝐾−𝑟0 and

𝑅 = ⌈log(𝛼𝜆𝐾−𝑟0)/log(𝛾)⌉ + 1 = 𝐾 − 𝑟0 + 1. (iii) each P𝑟 is an (𝛼, 𝛽)-well separated partition of

margin Δ𝑟 as the distance between any two clusters is 2𝑐𝜆𝑟+𝑟0−1 which is strictly larger than Δ𝑟 ,

and the diameter of each cluster is at most 2𝑐𝜆𝑟+𝑟0−2 which is strictly less than Δ𝑟 . We consider

these well separated hierarchical partitions in our experiments (for simplicity we let 𝜖 → 0) and

let qGSM denote the corresponding Generalized-Scarf-on-a-Metric (GSM) solution.

We compare our solution qGSM to an optimal solution of (SDP) which we denote by qSDP. As

mentioned earlier, (SDP) can be obtained by leveraging the explicit expression of the cost function

𝐶 (q, d) and assuming demand can take negative values. The derivation is given in Appendix B.6

for completeness.

min
𝑌,y,𝑦0
q≥0

∑︁
𝑖∈𝑋

∑︁
𝑗∈𝑋
(𝜇𝑖𝜇 𝑗 + Σ𝑖 𝑗 )𝑌𝑖 𝑗 +

∑︁
𝑖∈𝑋

𝜇𝑖𝑦𝑖 + 𝑦0

𝑠.𝑡.


𝑌

y− 𝑓 (𝝐1,...,𝝐𝐾 )
2

y⊤− 𝑓 (𝝐1,...,𝝐𝐾 )⊤
2 𝑦0 + 𝑓 (𝝐1, . . . , 𝝐𝐾)⊤q

 ⪰ 0, (SDP)

∀𝝐1 ∈ Π1, . . . ,∀𝝐𝐾 ∈ Π𝐾 .

To compare the performance of the SDP solution qSDP and that of our solution qGSM, we

compare their (sample) average cost across multiple choices of the ground-truth demand distribu-

tion, specifically Normal, Log-Normal, and Gamma. In particular, we solve the following sample

average approximation LP,

min
{xd}d∈𝐷

∑︁
d∈𝐷

(
ℎ
∑︁
𝑖∈𝑋

(
𝑞𝑖 −

∑︁
𝑗∈𝑋

𝑥d
𝑖 𝑗

)
+ 𝑏

∑︁
𝑗∈𝑋

(
𝑑 𝑗 −

∑︁
𝑖∈𝑋

𝑥d
𝑖 𝑗

)
+

∑︁
𝑖∈𝑋

∑︁
𝑗∈𝑋

ℓ𝑖 𝑗 𝑥
d
𝑖 𝑗

)
s.t.

∑︁
𝑗∈𝑋

𝑥d
𝑖 𝑗 ≤ 𝑞𝑖, ∀ 𝑖 ∈ 𝑋, ∀d ∈ 𝐷,∑︁

𝑖∈𝑋
𝑥d
𝑖 𝑗 ≤ 𝑑 𝑗 , ∀ 𝑗 ∈ 𝑋, ∀d ∈ 𝐷,

𝑥d
𝑖 𝑗
≥ 0, ∀ 𝑖, 𝑗 ∈ 𝑋, ∀d ∈ 𝐷.
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for q ∈ {qSDP, qGSM} and for 𝐷 ∈ {𝐷normal, 𝐷 log-normal, 𝐷gamma}where each 𝐷normal, 𝐷 log-normal, 𝐷gamma

is a set of 𝑚 samples from a Normal, Log-Normal and Gamma distribution respectively of mean

𝝁 and covariance matrix Σ. This setup ensures that we evaluate our solutions against demand

distributions with different tail behaviors.

Experimental Setup. We set 𝑏 = 100, ℎ = 5, and 𝑚 = 1000, and conduct our tests on three

different metric spaces given by tree metrics constructed as described above, with the number of

levels 𝐾 = 2, 3, and 4. Note that when 𝐾 = 2, the resulting metric space corresponds simply to a

uniform metric space where the distance between every two locations is the same. Figure 2.2 shows

the relative difference cost(qGSM)−cost(qSDP)
cost(qSDP) obtained from 𝑁 = 50 repetitions of the experiments.

Figure 2.3 shows the trees used to construct the metric space in each experiment. The numbers on

the edges indicate the edge weights. The mean values 𝝁 are randomly chosen from [200, 1500],

and for each 𝑖 ∈ 𝑋 , the standard deviation 𝜎𝑖 is sampled randomly not too large compared to the

mean (uniformly sampled from [0.3, 0.8] × 𝜇𝑖).

Results. We observe from Figure 2.2 that our solution qGSM performs well across all the instances

we consider and under all the three different distributions, with a relative gap of at most 6% com-

pared to the SDP solution. In the uniform metric space, our solution is slightly better (though not

by much, less than 0.3%). These results suggest that our solution, despite its simplicity, effectively

captures the key structure of the problem. As such, it provides a strong candidate to use in practice

for the offline problem, offering both solid performance and interpretability.

(a) 𝐾 = 2 (b) 𝐾 = 3 (c) 𝐾 = 4

Figure 2.2: The relative difference between the optimal cost of the SAA linear program under the
SDP solution qSDP and the LP solution qGSM for different ground-truth demand distributions.
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(a) 𝐾 = 2 (b) 𝐾 = 3 (c) 𝐾 = 4

Figure 2.3: Trees used to construct the metric space in each experiment.

2.7.2 The Online Fulfillment Policy

We evaluate the numerical performance of the online fulfillment policy Ahb of Hierarchical

Balance (HB) by comparing it to fulfilling demand offline. We show that even against this “strong"

benchmark, our policy still performs well. As there is no longer a need for a simple closed-

form expression for the cost function 𝐶 (q, d), we can now consider more general metric spaces,

in particular, we will consider points on the Euclidean plane. We compute the initial inventory

allocation qhb and then compare the (sample) average cost of fulfilling demand offline and online,

under different ground-truth distributions (Normal, Log-Normal, and Gamma).

Experimental Setup. We choose 𝑏 = 100, ℎ = 5, and 𝑚 = 1000, and generate 𝑛 = 10, 15, 20, 25

random points in the Euclidean plane. We use the Well-Separated Hierarchical Partitions as con-

structed in Lemma 2.8. Figure 2.4 shows the relative difference cost(online)−cost(offline)
cost(offline) obtained

from 𝑁 = 50 repetitions of the experiments. The mean values 𝝁 are randomly sampled from

[200, 1500], and for each 𝑖 ∈ 𝑋 , the standard deviation 𝜎𝑖 is sampled randomly not too large

compared to the mean (uniformly sampled from [0.3, 0.8] × 𝜇𝑖).

Results. We observe from Figure 2.4 that even against the strong benchmark of the offline opti-

mum, the relative gap of our online fulfillment policy does not exceed 20% across all instances

considered. These results suggest that our online fulfillment policy is a strong candidate for prac-

tical use in real-time demand fulfillment.
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(a) 𝑛 = 10 (b) 𝑛 = 15

(c) 𝑛 = 20 (d) 𝑛 = 25

Figure 2.4: The relative difference between the (sample) average cost of fulfilling demand offline
and online when demand arrives one location at a time, for different values of 𝑛 and across various
ground-truth demand distributions.
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Chapter 3: Fully-Dynamic Load Balancing

3.1 Introduction

We consider in this chapter the classical online load balancing problem in the fully dynamic

setting where jobs both arrive and depart in an online manner. More specifically, we are given

a set of 𝑚 machines. At each time 𝑡, a new job may arrive or an existing job may terminate or

depart. Note that the arrival or departure time of a job is only known when the corresponding event

happens. When a job 𝑗 arrives, it also specifies a subset 𝑆( 𝑗) ⊆ [𝑚] of machines to which it can be

assigned. An algorithm assigns each arriving job 𝑗 to a machine in 𝑆( 𝑗). The load on a machine

at a time 𝑡 is defined as the number of jobs assigned to it at time 𝑡. Our goal is to minimize the

maximum load on any machine. The competitive ratio of an algorithm is defined as the maximum

over all inputs and over all time steps 𝑡 of the ratio of the maximum load on a machine at time

𝑡 and the maximum load of an optimal assignment at time 𝑡 (that minimizes the maximum load

in the assignment restricted to the jobs alive at time 𝑡 in the input). We refer to this problem as

DYNLOADBALANCE.

Observe that once a job is assigned to a machine, it cannot be reassigned to another machine.

In this model, Azar et al. [88] showed that the competitive ratio of any randomized algorithm is

Ω(
√
𝑚). Azar et al. [89] gave a matching upper bound. There has also been work on models that

allow jobs to be reassigned – the main challenge here is to understand the trade-off between the ex-

tent of reassignment and competitive ratio. Phillips and Westbrook [90] gave an algorithm that, for

every constant 𝜌 ≥ 1, has competitive ratio 12 log𝑚/𝜌, while performing at most 𝜌𝑇 reassignments

of jobs over 𝑇 arrivals and departures, i.e., at most 𝜌 reassignments amortized over each arrival or

departure of a job. Their algorithm does no reassignments unless a job departs from the system and

hence does not have a competitive ratio better than Ω(log𝑚) [91]. In the special case when the ma-
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chines are identical (every job can be assigned to every machine), Andrews et al. [92] gave an algo-

rithm with competitive ratio 3.5981, performing at most 6.8285 · 𝑇 reassignments over a sequence

of 𝑇 arrivals and departures. In the more general setting of unrelated machines, Bhattacharya et al.

[93] gave a (2+𝜖)-competitive deterministic algorithm with𝑂𝜖 ((log𝑇 log 𝑑) · (OptR+𝑇)) total re-

assignments, where 𝑑 denotes the maximum degree of a job (i.e., maximum number of machines to

which a job can be assigned), and OptR denotes the minimum number of reassignments required

by any offline algorithm to maintain an optimal assignment at all time steps over 𝑇 job arrivals

and departures. They also gave a randomized algorithm maintaining an 𝑂 ( log log𝑇
log log log𝑇 )-competitive

assignment in expected value with 𝑂 (log 𝑑 · (OptR + 𝑇)) expected reassignments.

In the so-called “arrival only” model, where jobs do not depart after arrival, Azar et al. [91]

give an 𝑂 (log𝑚)-competitive algorithm and show that this is the best possible ratio that can be

achieved by any randomized algorithm. When reassignments are allowed, Gupta et al. [94] show

that one can maintain a 2-competitive assignment with 𝑂 (𝑇) reassignments over 𝑇 job arrivals.

We note that the algorithm of [94] can be shown to be 2-competitive with a total of 𝑂 (𝑇 log𝑇)

reassignments when jobs depart as well, and that this is the best possible recourse bound this

algorithm can achieve (see Example C.1). For identical machines, the best competitive ratio is

1.92 [95] with a lower bound of 1.88 [96]. When reassignments are allowed, Sanders et al. [97]

show that a competitive ratio of 1.5 can be achieved using an amortized 2 reassignments per job.

In the more general setting of unrelated machines, Krishnaswamy et al. [98] give an (2 + 𝜖)-

competitive algorithm with 𝑂𝜖 (𝑇 log𝑇) total reassignments.

Another interesting special case is the EDGEORIENTATION problem. In this problem, edges

over a given set of vertices arrive (or depart) online. Whenever an edge arrives, the algorithm

directs the edge, and the goal is to minimize the maximum in-degree of a vertex. This is a special

case of DYNLOADBALANCE where each edge corresponds to a job that can be assigned to only

two machines, namely the ones corresponding to the two end-points of this edge. If reassignments

are not allowed Grove et al. [99] show a logarithmic lower bound of the competitive ratio. When

reassignments are allowed, Brodal and Fagerberg [100] give a constant competitive algorithm with
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𝑂 (OptR+𝑇) reassignments, where OptR denotes the minimum number of reassignments required

by any offline algorithm to maintain an optimal assignment at all time steps over 𝑇 job arrivals and

departures. However no such result is known when the degree of each job 𝑗 , i.e., the size of the set

𝑆( 𝑗), is bounded by a constant (larger than 2). This is the main focus of this chapter.

Many other optimization problems have been considered in a fully dynamic setting with reas-

signments including bin packing [101], set cover [102], graph coloring [103] and Steiner tree [104,

105, 106].

In this chapter, we consider the DYNLOADBALANCE problem with reassignments. In particu-

lar, our algorithm maintains a constant competitive assignment with 𝑂 (OptR + 𝑇) reassignments

over 𝑇 arrivals and departures when the jobs are of bounded degree. Here OptR denotes the mini-

mum number of reassignments required to maintain an optimal assignment offline. As noted above,

this generalizes the known results for the EDGEORIENTATION problem. Our study is motivated by

natural settings where machines can be spread over a geographically large area, and hence each job

can be locally assigned to a small number of machines only (e.g., bike sharing [107], map-reduce

settings [108]).

3.1.1 Our Results and Techniques.

We now give details of our contributions. We consider the DYNLOADBALANCE problem with

reassignments where the degree of each job is bounded by 𝑑. There are two parameters of interest:

(i) the maximum load on any machine, and (ii) the number of reassignments. Given an instance

I, let OptL𝑡 (I) be the optimal maximum load on any machine when the set of jobs is given by

the jobs alive at time 𝑡. Let OptR(I) denote the minimum number of reassignments done by any

offline algorithm on the instance I that maintains maximum load OptL𝑡 (I) at each time 𝑡. Our

first result is as follows:

Theorem 3.1. There exists an algorithm that, for any instance I of DYNLOADBALANCE with job

degrees bounded by 𝑑, is𝑂 (𝑑2)-competitive with a total number of reassignments𝑂 (𝑑2(OptR(I)+

𝑇)).
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Our algorithm maintains a weight for each job-machine pair ( 𝑗 , 𝑖), where 𝑖 ∈ 𝑆( 𝑗). The weights

of these pairs corresponding to job 𝑗 shall be a permutation of {1, 2, . . . , deg( 𝑗)}, where deg( 𝑗) :=

|𝑆( 𝑗) | denotes the degree of job 𝑗 . Now, consider an (offline) sequence of assignments (𝜎∗𝑡 )𝑡∈[𝑇]

that maintains maximum load OptL𝑡 (I) at time 𝑡 and has OptR(I) job reassignments. The weight

of the pair ( 𝑗 , 𝑖) at time 𝑡 shall represent “how confident we are” that job 𝑗 is assigned to machine

𝑖 by 𝜎∗𝑡 , with smaller weight signifying higher confidence. The algorithm uses the current weights

to assign jobs to machines (using a suitable low weight assignment) until it becomes clear that

some of our weights are wrong (i.e., when the load on a subset of machines becomes high). In this

case, the jobs on high load machines are reassigned and their corresponding weights are updated.

The analysis of this algorithm relies on a novel potential function that intuitively represents “how

correct our weights are”. The bound follows from linking the gain in potential (intuitively the

increase in correctness of our weights) to the number of reassignments.

Next, we consider the generalization of the DYNLOADBALANCE problem to the setting where

jobs can have varying reassignment costs, i.e., reassigning a job 𝑗 ∈ 𝐽 incurs a cost 𝑐 𝑗 . We refer to

this problem as GCDYNLOADBALANCE. Given an instance I of GCDYNLOADBALANCE, we

can define OptL𝑡 (I) in an analogous manner: it is the optimal maximum load on a machine when

the set of jobs is given by the jobs alive at time 𝑡. Similarly, let OptR(I) denote the minimum

reassignment cost incurred by any offline algorithm on the instance I that maintains maximum

load OptL𝑡 (I) at each time 𝑡. We show the following:

Theorem 3.2. Given an instance I of GCDYNLOADBALANCE with job degrees bounded by

𝑑, there exists a randomized 𝑂 (𝑑)-competitive algorithm with total expected reassignment cost

𝑂 (𝑑 (OptR(I) +∑
𝑗∈𝐽 𝑐 𝑗 )).

Our techniques for DYNLOADBALANCE do not extend to arbitrary reassignment costs. In

particular, consider an offline sequence of assignments (𝜎∗𝑡 )𝑡∈[𝑇] that maintains load OptL𝑡 (I) at

time 𝑡 with total reassignment cost OptR(I). As in the unit cost setting, suppose we maintain a

weight for each job-machine pair ( 𝑗 , 𝑖) representing “how confident we are” that job 𝑗 is assigned

to machine 𝑖 in 𝜎∗. Suppose the load on a subset of machines becomes high. Consequently, the
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jobs on these machines will need to be reassigned and the weights of corresponding pairs need to be

updated. Let 𝐵 be the set of jobs on these machines whose assignment is the same as in the optimal

sequence 𝜎∗. Updating the edge weights corresponding to these jobs decreases the correctness of

our weights. Let 𝐺 be the set of jobs assigned to a different machine in 𝜎∗. Updating the edge

weights for such jobs increases the correctness of our weights. Now it might happen that the jobs

in 𝐵 have much larger cost than those in 𝐺, and in such a setting, the net gain (in correctness of

our weights) of the algorithm by such weight updates may be negative.

Instead, we develop a different randomized approach for GCDYNLOADBALANCE. In partic-

ular, instead of reassigning all the jobs on high load machines, we will reassign one job at a time

until no machine has high load. More precisely, fix a time step 𝑡 and suppose there exists a machine

𝑖 of load larger than Θ(𝑑) · OptL𝑡 (I). We select one of the jobs 𝑗 assigned to 𝑖 where jobs with

higher costs are selected with smaller probability and reassign 𝑗 to one of the machines in 𝑆( 𝑗)

chosen uniformly at random. We repeat this random process until no more machines have load

larger than Θ(𝑑) · OptL𝑡 (I). Intuitively, since the optimal assignments (𝜎∗𝑡 )𝑡 have a maximum

load OptL𝑡 (I), it must be the case that a large fraction of the jobs on machine 𝑖 are assigned to

a machine different from 𝑖 in 𝜎∗𝑡 . Therefore, there is a high probability of picking one of these

jobs and changing its assignment and hence getting closer to the optimal assignment 𝜎∗𝑡 . We con-

sider a potential function that represents “how close we are from the optimal assignment 𝜎∗” and

link the expected increase in potential during the random reassignment process to the number of

reassignments made in the process, allowing us to prove our claimed bounds.

We note that our randomized algorithm achieves better bounds than our deterministic algorithm

(Theorem 3.1) for uniform reassignment costs. However, the bound on the number of reassign-

ments holds only in expected value in our randomized algorithm as opposed to worst case in the

deterministic one.

Finally, we consider the generalization of the DYNLOADBALANCE problem to arbitrary job

sizes where each job 𝑗 has size 𝑝 𝑗 . The load on a machine 𝑖 is now given by the sum of the sizes of

the jobs assigned to 𝑖. We refer to this problem as GSDYNLOADBALANCE. Given an instance I
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of GSDYNLOADBALANCE, define OptL𝑡 (I) and OptR(I) in an analogous manner. We get the

following result:

Theorem 3.3. Given an instance I of GSDYNLOADBALANCE with job degrees bounded by 𝑑,

there exists a randomized𝑂 (𝑑)-competitive algorithm with total expected number of reassignments

𝑂 (𝑑 (OptR(I) + 𝑇)).

Our algorithm for GSDYNLOADBALANCE is similar to that for GCDYNLOADBALANCE,

though some more technical details are needed in the analysis. In particular, given a high load

machine 𝑖, we now pick and reassign a random job 𝑗 from machine 𝑖 with probability proportional

to its size. As the total size of the jobs assigned to machine 𝑖 in an optimal solution 𝜎∗ is relatively

small, this implies a high probability of picking and reassigning a job 𝑗 which is not assigned to 𝑖

in 𝜎∗ and hence getting closer to 𝜎∗.

It is worth noting that if we allow an offline algorithm to maintain a maximum load slightly

higher than the optimal value OptL𝑡 (I) at each time 𝑡, then the number/cost of reassignments can

decrease significantly (see Example C.2). Let OptR(𝛼,I) denote the minimum number/cost of re-

assignments performed by an offline algorithm that maintains maximum load at most 𝛼 ·OptL𝑡 (I)

at each time 𝑡 where 𝛼 ≥ 1. Then our algorithms and analysis can be extended seamlessly to

give an 𝑂 (𝛼𝑑2)-competitive algorithm with 𝑂 (𝑑2(OptR(𝛼,I) + 𝑇)) reassignments for the unit

costs/sizes case, 𝑂 (𝛼𝑑)-competitive with expected reassignment cost 𝑂 (𝑑 (OptR(𝛼,I) +∑
𝑗 𝑐 𝑗 ))

for arbitrary costs, and 𝑂 (𝛼𝑑)-competitive with 𝑂 (𝑑 (OptR(𝛼,I) + 𝑇)) expected reassignments

for arbitrary sizes.

3.2 Preliminaries

We define an instance I of the DYNLOADBALANCE problem. We are given a set of 𝑚 ma-

chines and a set 𝐽 of 𝑛 jobs arriving and departing online over a time horizon of length 𝑇 . Note

that 𝑇 here denotes the total number of arrivals and departures and hence [𝑇] = [2𝑛] (for a positive

integer 𝑎, let [𝑎] denote the set {1, 2, . . . , 𝑎}). Each job 𝑗 has an arrival time 𝑟 𝑗 and a departure
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time 𝑑 𝑗 which are revealed on arrival and departure of the job respectively. Further, each job 𝑗

specifies, on arrival, a subset 𝑆( 𝑗) of machines to which it can be assigned. Let 𝐽𝑡 denote the set of

jobs present at the end of time step 𝑡 ∈ [𝑇], i.e., 𝐽𝑡 := { 𝑗 ∈ 𝐽 : 𝑡 ∈ [𝑟 𝑗 , 𝑑 𝑗 )}.

At every time 𝑡 ∈ [𝑇], the algorithm maintains an assignment 𝜎𝑡 : 𝐽𝑡 → [𝑚] of the jobs in 𝐽𝑡

to the set of machines, where 𝜎𝑡 ( 𝑗) ∈ 𝑆( 𝑗) for each job 𝑗 . Note that the assignment of a particular

job may change over time. There are two parameters of interest: the total reassignment cost and

the maximum load on a machine at each time 𝑡.

For each time 𝑡, and an assignment 𝜓 : 𝐽𝑡 → [𝑚], define Load𝑖 (𝜓), the load on a machine 𝑖,

as the number of jobs assigned to machine 𝑖, i.e., |{ 𝑗 : 𝜓( 𝑗) = 𝑖}|. Let

Load(𝜓) := max
𝑖∈[𝑚]

Load𝑖 (𝜓).

Finally, let

OptL𝑡 (I)

denote the minimum over all assignments 𝜓 : 𝐽𝑡 → [𝑚] of Load(𝜓). We say that an assign-

ment 𝜓 : 𝐽𝑡 → [𝑚] (resp., sequence of assignments (𝜓𝑡 : 𝐽𝑡 → [𝑚])𝑡∈[𝑇]) is 𝛼-approximate if

Load(𝜓) ≤ 𝛼 · OptL𝑡 (I) (resp., Load(𝜓𝑡) ≤ 𝛼 · OptL𝑡 (I) for all 𝑡 ∈ [𝑇]). Given a sequence of

assignments (𝜓𝑡)𝑡∈[𝑇] , the total number of reassignments performed by the sequence is given by

𝑇−1∑︁
𝑡=1

∑︁
𝑗∈𝐽𝑡∩𝐽𝑡+1

1𝜓𝑡 ( 𝑗)≠𝜓𝑡+1 ( 𝑗) .

Let (𝜎∗𝑡 )𝑡∈[𝑇] denote a sequence of optimal (1-approximate) assignments minimizing the number

of reassignments among all sequences of optimal assignments. Let

OptR(I)

denote the number of reassignments performed by (𝜎∗𝑡 )𝑡∈[𝑇] .
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Objective. Let I be an instance of DYNLOADBALANCE. Given two parameters 𝛽 ≥ 1 and 𝛾 ≥ 1,

we say that a solution (𝜓𝑡)𝑡∈[𝑇] to I is (𝛽, 𝛾)-competitive if the following two conditions hold:

(i) Load(𝜓𝑡) ≤ 𝛽 ·OptL𝑡 (I) for all 𝑡 ∈ [𝑇].

(ii) The solution (𝜓𝑡)𝑡∈[𝑇] performs at most 𝛾(OptR(I) + 𝑇) reassignments.

In other words, a (𝛽, 𝛾)-competitive solution maintains a 𝛽-approximate assignment online and

performs a number of reassignments 𝛾OptR(I) + 𝛾𝑇 which is within a multiplicative 𝛾 compared

to the minimum number of reassignments required offline OptR(I) plus an additive 𝛾𝑇 which is,

in amortized time, 𝛾 reassignments per job.

3.3 Our Algorithm

We now give our algorithm for the DYNLOADBALANCE problem. We refer to this algorithm

as LEARNWEIGHTS. Let 𝑑 = max 𝑗∈𝐽 deg( 𝑗), where deg( 𝑗) := |𝑆( 𝑗) | denotes the degree of job

𝑗 . We assume without loss of generality that 𝑑 ≥ 2 (otherwise the problem is trivial).

3.3.1 Algorithm LEARNWEIGHTS

Let 𝛽 := 2𝑑2. At every time 𝑡, our algorithm maintains a weighted bipartite graph 𝐻 (𝑡) . The

vertex set is given by 𝐽𝑡 ∪ [𝑚], i.e., the left side contains all the active jobs at time 𝑡 and the right

side has one vertex for every machine. There is an edge ( 𝑗 , 𝑖), where 𝑗 ∈ 𝐽𝑡 , 𝑖 ∈ [𝑚] iff 𝑖 ∈ 𝑆( 𝑗).

Every edge 𝑒 has a weight 𝑤 (𝑡)𝑒 . We shall maintain the invariant that at any time 𝑡 and for any job

𝑗 ∈ 𝐽𝑡 , the set of weights incident to 𝑗 at time 𝑡 is equal to the set [deg( 𝑗)], i.e., if we consider

the edges incident to 𝑗 in some order, then the sequence of the corresponding edge weights is a

permutation of [deg( 𝑗)]. We now specify details of the algorithm when a job arrives or departs.

Unless specified otherwise, we shall assume that 𝑤 (𝑡)𝑒 = 𝑤
(𝑡−1)
𝑒 (resp. 𝜎𝑡 ( 𝑗) = 𝜎𝑡−1( 𝑗)) for an edge

𝑒 (resp. job 𝑗) which appears in both 𝐻 (𝑡) and 𝐻 (𝑡−1) .

Arrival: when a new job 𝑗 arrives at a time 𝑡, before assigning job 𝑗 , call procedure REASSIGN(t)

described in Algorithm 3 (this procedure makes sure that the load on any machine does not exceed
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𝛽 ·OptL𝑡 (I)), then assign (arbitrarily) the weights 1, 2, . . . , deg( 𝑗) to the edges incident with 𝑗 in

𝐻 (𝑡) , and finally assign the job 𝑗 to the machine 𝑖 such that 𝑤 (𝑡)( 𝑗 ,𝑖) = 1.

Departure: when a job 𝑗 departs at a time 𝑡, simply remove it in the graph 𝐻 (𝑡) , then call procedure

REASSIGN(t) (we need to call the procedure after departure of a job as well because OptL𝑡 (I) may

decrease when jobs depart).

We now describe the reassignment procedure which makes sure that the load on any machine

is at most 𝛽 ·OptL𝑡 (I).

Reassignment: Note that procedure REASSIGN(t) is called before a new job is assigned and after

a departing job is deleted. Hence, the set of jobs considered by the procedure is always 𝐽𝑡−1 ∩ 𝐽𝑡 .

In procedure REASSIGN(t), we first check if there is a machine 𝑖 for which the current load is more

than 𝛽 · OptL𝑡 (I) (line 1). If so, we need to reassign jobs to machines such that this condition

is satisfied for all machines. Consider the subset of machines on which the load is more than

(𝛽 − 1) ·OptL𝑡 (I) and let 𝐽 full
𝑡 be the set of jobs assigned to these machines (line 2). We compute

a minimum weight assignment 𝜓full
𝑡 of jobs in 𝐽 full

𝑡 to the machines in [𝑚] such that each machine

receives at most OptL𝑡 (I) jobs. Such an assignment clearly exists by definition of OptL𝑡 (I)

(line 3). Observe that we use the current weights 𝑤 (𝑡−1) for this computation. The final assignment

𝜎𝑡 of jobs is given by 𝜓full
𝑡 for jobs in 𝐽 full

𝑡 and remains unchanged for the rest of the jobs (line 5).

Finally, we update the weights of the edges as follows. We maintain the invariant that if a job 𝑗 is

assigned to a machine 𝑖, then the weight of the corresponding edge is 1. Thus, if a job 𝑗 ∈ 𝐽 full
𝑡 is

assigned to a machine 𝑖 𝑗 by 𝜓full
𝑡 and 𝑤 := 𝑤 (𝑡−1)

( 𝑗 ,𝑖 𝑗 ) > 1, then we need to update the weights of the

edges incident with 𝑗 (line 10). Order the edges incident with 𝑗 according to their weights: then

the first edge 𝑒1 gets weight deg( 𝑗), whereas the edge 𝑒𝑤 at position 𝑤 (i.e., ( 𝑗 , 𝑖 𝑗 )) gets weight 1.

The weights of all the edges between 𝑒1 and 𝑒𝑤 remain unchanged, and we decrease the weights

of the rest of the edges by 1. This ensures that the weights assigned to these edges are distinct and

lie in the range [deg( 𝑗)]. The weights remain unchanged for the rest of the edges. This completes

the description of the procedure.
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Algorithm 3 Procedure REASSIGN(𝑡)

1: if there is a machine with load larger than 𝛽 ·OptL𝑡 (I) then

2: Let 𝐽 full
𝑡 ⊂ 𝐽𝑡 ∩ 𝐽𝑡−1 denote the set of jobs assigned to machines of load at least (𝛽 −

1)OptL𝑡 (I).

3: Find a minimum weight (w.r.t. weights 𝑤 (𝑡−1)) assignment 𝜓full
𝑡 of jobs in 𝐽 full

𝑡 to [𝑚] such

that each machine 𝑖 ∈ [𝑚] is assigned at most OptL𝑡 (I) jobs from 𝐽 full
𝑡 .

4: for each job 𝑗 ∈ 𝐽 full
𝑡 do

5: Set the assignment 𝜎𝑡 ( 𝑗), of job 𝑗 , as follows: 𝜎𝑡 ( 𝑗) ← 𝜓full
𝑡 ( 𝑗)

6: end for

7: for each job 𝑗 ∈ 𝐽 full
𝑡 do

8: Let 𝑖 𝑗 denote 𝜓full
𝑡 ( 𝑗).

9: if 𝑤 := 𝑤 (𝑡−1)
( 𝑗 ,𝑖 𝑗 ) > 1 then

10: Set the weights 𝑤 (𝑡)( 𝑗 ,𝑖) , 𝑖 ∈ [deg( 𝑗)], as follows:

𝑤
(𝑡)
( 𝑗 ,𝑖) ←



deg( 𝑗) if 𝑤 (𝑡−1)
( 𝑗 ,𝑖) = 1

1 if 𝑖 = 𝑖 𝑗

𝑤
(𝑡−1)
( 𝑗 ,𝑖) if 2 ≤ 𝑤 (𝑡−1)

( 𝑗 ,𝑖) < 𝑤

𝑤
(𝑡−1)
( 𝑗 ,𝑖) − 1 if 𝑤 < 𝑤

(𝑡−1)
( 𝑗 ,𝑖) ≤ deg( 𝑗)

11: end if

12: end for

13: end if

The following is a brief description of the high level idea behind our algorithm. The formal

analysis is given in the next Section 3.3.2.

High Level Idea. Suppose for simplicity that the optimal offline sequence (𝜎∗𝑡 )𝑡∈[𝑇] is static, that

is, OptR(I) = 0 and that all the jobs have degree 𝑑. Hence, each job 𝑗 is assigned to a fixed
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machine 𝑖∗
𝑗

in 𝜎∗ when it is alive.

Our algorithm maintains at each time 𝑡 ∈ [𝑇] and for each job 𝑗 a set of weights {𝑤 (𝑡)( 𝑗 ,𝑖)}𝑖∈𝑆( 𝑗)

for its adjacent edges. The weight 𝑤 (𝑡)( 𝑗 ,𝑖) shall represent “how confident we are” that 𝑖 = 𝑖∗
𝑗

with

smaller weight signifying higher confidence. We define the following potential function,

Φ𝑡 = −
∑︁
𝑗∈𝐽𝑡

𝑤
(𝑡)
( 𝑗 ,𝑖∗

𝑗
)

that measures “how correct our weights are”, such that higher potential signifies that smaller

weights are put on the optimal assignments ( 𝑗 , 𝑖∗
𝑗
).

The idea behind our algorithm is as follows: we follow the current weights until a subset of

machines accumulate a high load (∼ (𝛽 − 1) · OptL𝑡 (I)) in which case, on the one hand, the jobs

𝐽 full
𝑡 on these machines must be reassigned in order to keep a bounded maximum load. On the

other hand, because the maximum load in 𝜎∗𝑡 is at most OptL𝑡 (I), it must be the case that at least

a fraction (𝛽−1)·OptL𝑡 (I)−OptL𝑡 (I)
(𝛽−1)·OptL𝑡 (I)

= (𝛽 − 2)/(𝛽 − 1) of the jobs 𝐽 full
𝑡 are such that 𝜎𝑡 ( 𝑗) ≠ 𝑖∗𝑗 . Now,

suppose we increase the weight of the edge ( 𝑗 , 𝜎𝑡 ( 𝑗)) and decrease the weights of the edges ( 𝑗 , 𝑖)

for 𝑖 ≠ 𝜎𝑡 ( 𝑗) for all jobs 𝑗 ∈ 𝐽 full
𝑡 . This would decrease the weight of edge ( 𝑗 , 𝑖∗

𝑗
) for at least a

fraction (𝛽−2)/(𝛽−1) of the jobs 𝐽 full
𝑡 and increase it for at most a fraction 1/(𝛽−1). With a large

enough 𝛽, this would increase the potential (i.e., increase the correctness of our weights). Hence,

whenever a reassignment cost is paid, a gain in the correctness of our weights is made. Our bounds

follow from linking the gain in potential to the number of reassigned jobs whenever a reassignment

occurs.

However, the weight updates described above are not always possible if one wants to maintain

the same set of weights all along. Instead, we use a minimum weight assignment based update

(line 10) that we show to have a similar effect on the potential. For a discussion of our choice of

weights and their updates, see Appendix C.2.
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3.3.2 Analysis

In this section, we give the formal analysis of algorithm LEARNWEIGHTS. The first observa-

tion is that the maximum load on any machine at any time 𝑡 is at most 𝛽 ·OptL𝑡 (I).

Lemma 3.4. At any time 𝑡, the load on any machine is at most (2𝑑2 + 1) ·OptL𝑡 (I).

Proof. Procedure REASSIGN(t) called before the assignment of a new job and after the deletion of

a departing job ensures that the maximum load on any machine does not exceed 𝛽 · OptL𝑡 (I). In

fact, the procedure reassigns the jobs in all the machines with load at least (𝛽 − 1)OptL𝑡 (I) to the

assignment 𝜓full
𝑡 of load at most OptL𝑡 (I). The maximum load after such reassignment must be

less or equal than 𝛽 · OptL𝑡 (I). Now, if a job was deleted at time 𝑡, the maximum load at time 𝑡

(which is the load after the deletion of the departing job and the call of procedure REASSIGN(t))

is at most 𝛽 · OptL𝑡 (I) = 2𝑑2 · OptL𝑡 (I). If a job arrived at time 𝑡, the maximum load at time

𝑡 (which is the load after the call of REASSIGN(t) and the assignment of the new job) is at most

𝛽 ·OptL𝑡 (I) + 1 ≤ (2𝑑2 + 1) ·OptL𝑡 (I), since OptL𝑡 (I) ≥ 1.

□ □

We now bound the number of reassignments made by the algorithm. We need to define a

suitable potential function here. Recall the definition of (𝜎∗𝑡 )𝑡∈𝑇 – it is the sequence minimizing

the total number of reassignments among all the sequences of assignments that maintain load at

most OptL𝑡 (I) on any machine at any time 𝑡 (i.e., with total number of reassignments OptR(I)).

For every 𝑡 ∈ [𝑇], define the following potential

Φ𝑡 = −
∑︁
𝑗∈𝐽𝑡

𝑤
(𝑡)
( 𝑗 ,𝜎∗𝑡 ( 𝑗))

.

By convention 𝐽 full
𝑡 = ∅ when no reassignments are done at step 𝑡, 𝐽0 = ∅ and Φ0 = 0. For every

𝑡 ∈ [𝑇], the change in potential (Φ𝑡 −Φ𝑡−1) between the time steps 𝑡 − 1 and 𝑡 can be decomposed
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into four parts,


∑︁

𝑗∈𝐽𝑡−1\𝐽𝑡

𝑤
(𝑡−1)
( 𝑗 ,𝜎∗

𝑡−1 ( 𝑗))

 +
−

∑︁
𝑗∈𝐽𝑡\𝐽𝑡−1

𝑤
(𝑡)
( 𝑗 ,𝜎∗𝑡 ( 𝑗))


+

[ ∑︁
𝑗∈𝐽𝑡∩𝐽𝑡−1

𝑤
(𝑡−1)
( 𝑗 ,𝜎∗

𝑡−1 ( 𝑗))
− 𝑤 (𝑡−1)

( 𝑗 ,𝜎∗𝑡 ( 𝑗))

]
+

[ ∑︁
𝑗∈𝐽𝑡∩𝐽𝑡−1

𝑤
(𝑡−1)
( 𝑗 ,𝜎∗𝑡 ( 𝑗))

− 𝑤 (𝑡)( 𝑗 ,𝜎∗𝑡 ( 𝑗))

]

The first term arises if a job departs at time 𝑡, and the second occurs when a new job arrives at

time 𝑡. The third term measures the change in potential when switching from assignment 𝜎∗
𝑡−1 to

𝜎∗𝑡 (under the weights 𝑤 (𝑡−1)) and the fourth one captures the potential change when the weight

changes from 𝑤 (𝑡−1) to 𝑤 (𝑡) during the REASSIGN(t) step. Let ΔΦdel
𝑡 ,ΔΦadd

𝑡 ,ΔΦoff
𝑡 and ΔΦwc

𝑡

denote these terms respectively. Let

OptR𝑡 (I) =
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
1{𝜎∗

𝑡−1 ( 𝑗)≠𝜎
∗
𝑡 ( 𝑗)}

denote the number of reassignments between 𝜎∗
𝑡−1 and 𝜎∗𝑡 . The following lemma bounds each of

these four terms.

Lemma 3.5. For every 𝑡 ∈ [𝑇], we have ΔΦdel
𝑡 ≥ 0, ΔΦadd

𝑡 ≥ −𝑑, ΔΦoff
𝑡 ≥ −𝑑 · OptR𝑡 (I) and

finally ΔΦwc
𝑡 ≥ 𝑑2−1

(2𝑑2−1) (𝑑+1) |𝐽
full
𝑡 |.

Proof. Fix 𝑡 ∈ [𝑇]. The first inequality ΔΦdel
𝑡 ≥ 0 follows trivially from the fact that edge

weights are always non-negative. The second inequality ΔΦadd
𝑡 ≥ −𝑑 holds because the weights

𝑤
(𝑡)
( 𝑗 ,𝜎∗𝑡 ( 𝑗))

≤ 𝑑 for every 𝑗 ∈ 𝐽𝑡\𝐽𝑡−1 and |𝐽𝑡\𝐽𝑡−1 | ≤ 1. The third inequality ΔΦoff
𝑡 ≥ −𝑑 ·OptR𝑡 (I)

holds because

𝑤
(𝑡−1)
( 𝑗 ,𝜎∗

𝑡−1 ( 𝑗))
− 𝑤 (𝑡−1)

( 𝑗 ,𝜎∗𝑡 ( 𝑗))
≥ −𝑑1{𝜎∗

𝑡−1 ( 𝑗)≠𝜎
∗
𝑡 ( 𝑗)}

for every 𝑗 ∈ 𝐽𝑡 ∩ 𝐽𝑡−1. It remains to prove the fourth inequality: ΔΦwc
𝑡 ≥ 𝑑2−1

(2𝑑2−1) (𝑑+1) |𝐽
full
𝑡 |.

The high-level idea of the proof is as follows: we divide the jobs 𝐽 full
𝑡 into three groups: good

jobs that raise the potential after the weight updates, bad jobs that decrease the potential, and

neutral jobs that leave the potential unchanged. We then use the fact that we reassign the jobs
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𝐽 full
𝑡 to a minimum weight assignment to show that the increase in potential from the good jobs

dominates the decrease from bad jobs leading to a net increase in potential of at least Θ(1/𝑑) |𝐽 full
𝑡 |.

We now give the formal proof.

If no reassignment happened at time 𝑡, 𝐽 full
𝑡 = ∅ and the inequality is trivial (because 𝑤 (𝑡) is

same as 𝑤 (𝑡−1) of every 𝑗 ∈ 𝐽𝑡−1 ∩ 𝐽𝑡). Henceforth, we assume that 𝐽 full
𝑡 ≠ ∅.

We give some key definitions. Consider a job 𝑗 ∈ 𝐽 full
𝑡 . Let 𝑖 𝑗 be the machine to which job 𝑗 is

assigned when the procedure REASSIGN(𝑡) is called, i.e., 𝑖 𝑗 is the machine for which 𝑤 (𝑡−1)
( 𝑗 ,𝑖 𝑗 ) = 1.

Let 𝑜 𝑗 and 𝑎 𝑗 denote 𝜎∗𝑡 ( 𝑗) and 𝜓full
𝑡 ( 𝑗) respectively. We partition the jobs in 𝐽 full

𝑡 into three subsets

as follows:

(i) Bad jobs 𝐵full
𝑡 : these are the jobs 𝑗 ∈ 𝐽 full

𝑡 for which 𝑜 𝑗 = 𝑖 𝑗 but 𝑎 𝑗 ≠ 𝑖 𝑗 . These jobs decrease

the potential (i.e., have negative contribution to ΔΦwc
𝑡 ) by exactly deg( 𝑗) − 1. Indeed, for

such a job 𝑗 , 𝑤 (𝑡−1)
( 𝑗 ,𝜎∗𝑡 ( 𝑗))

− 𝑤 (𝑡)( 𝑗 ,𝜎∗𝑡 ( 𝑗)) = 1 − deg( 𝑗).

(ii) Good jobs 𝐺 full
𝑡 : these are the jobs 𝑗 ∈ 𝐽 full

𝑡 for which 𝑜 𝑗 ≠ 𝑖 𝑗 and 1 < 𝑤 (𝑡−1)
( 𝑗 ,𝑎 𝑗 ) ≤ 𝑤

(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) .

Such jobs shall increase the potential. Indeed, for any such job 𝑗 , the corresponding con-

tribution to ΔΦwc
𝑡 is 𝑤 (𝑡−1)

( 𝑗 ,𝑜 𝑗 ) − 𝑤
(𝑡)
( 𝑗 ,𝑜 𝑗 ): when 𝑎 𝑗 = 𝑜 𝑗 , the increase is 𝑤 (𝑡−1)

( 𝑗 ,𝑜 𝑗 ) − 1; when

𝑤
(𝑡−1)
( 𝑗 ,𝑎 𝑗 ) < 𝑤

(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) , the increase is 𝑤 (𝑡−1)

( 𝑗 ,𝑜 𝑗 ) − (𝑤
(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) − 1) = 1.

(iii) Neutral jobs 𝑁 full
𝑡 : these are the remainder of the jobs. Namely, these are the jobs 𝑗 ∈ 𝐽 full

𝑡

such that either (i) 𝑎 𝑗 = 𝑖 𝑗 , or (ii) 𝑜 𝑗 ≠ 𝑖 𝑗 and 𝑤 (𝑡−1)
( 𝑗 ,𝑎 𝑗 ) > 𝑤

(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) . These jobs do not change the

potential.

Given the above, we decompose ΔΦwc
𝑡 into two terms: (i) the increase due to the good jobs denoted

by ΔΦwc
𝑡 (𝐺 full

𝑡 ) and (ii) the decrease due to bad jobs denoted by ΔΦwc
𝑡 (𝐵full

𝑡 ). Given values 𝑣1, 𝑣2 ∈

[𝑑], let

𝑛𝑡 (𝑣1, 𝑣2) := |{ 𝑗 ∈ 𝐽 full
𝑡 | 𝑤

(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) = 𝑣1, 𝑤

(𝑡−1)
( 𝑗 ,𝑎 𝑗 ) = 𝑣2}|

denote the number of jobs in 𝐽 full
𝑡 that were assigned to edges of weight 𝑣1 in 𝜎∗𝑡 and that got

reassigned to edges of weight 𝑣2 in 𝜓full
𝑡 . Since 𝜓full

𝑡 is the minimum weight assignment of the jobs
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𝐽 full
𝑡 of load at most OptL𝑡 (I) and 𝜎∗𝑡 is one feasible such assignment, we have,

0 ≤
∑︁
𝑗∈𝐽 full

𝑡

𝑤
(𝑡−1)
( 𝑗 ,𝑜 𝑗 ) −

∑︁
𝑗∈𝐽 full

𝑡

𝑤
(𝑡−1)
( 𝑗 ,𝑎 𝑗 )

=
∑︁

1≤𝑣1,𝑣2≤𝑑
(𝑣1 − 𝑣2)𝑛𝑡 (𝑣1, 𝑣2)

=
∑︁
𝑣1≠1
𝑣2>𝑣1

(𝑣1 − 𝑣2)𝑛𝑡 (𝑣1, 𝑣2) +
∑︁
𝑣1≠1

1<𝑣2≤𝑣1

(𝑣1 − 𝑣2)𝑛𝑡 (𝑣1, 𝑣2)+

∑︁
𝑣1=1
𝑣2>𝑣1

(𝑣1 − 𝑣2)𝑛𝑡 (𝑣1, 𝑣2) (3.1)

Observe that the first term corresponds to the neutral jobs (except for those where 𝑎 𝑗 = 𝑖 𝑗 ), the

second term corresponds to good jobs and the third term corresponds to the bad jobs.

𝑑 · |𝐺 full
𝑡 | =

∑︁
𝑣1≠1

1<𝑣2≤𝑣1

𝑑 · 𝑛𝑡 (𝑣1, 𝑣2)

≥
∑︁
𝑣1≠1

1<𝑣2≤𝑣1

(𝑣1 − 𝑣2)𝑛𝑡 (𝑣1, 𝑣2)

≥
∑︁
𝑣1≠1
𝑣2>𝑣1

(𝑣2 − 𝑣1)𝑛𝑡 (𝑣1, 𝑣2) +
∑︁
𝑣1=1
𝑣2>𝑣1

(𝑣2 − 𝑣1)𝑛𝑡 (𝑣1, 𝑣2)

≥
∑︁
𝑣1≠1
𝑣2>𝑣1

𝑛𝑡 (𝑣1, 𝑣2) +
∑︁
𝑣1=1
𝑣2>𝑣1

𝑛𝑡 (𝑣1, 𝑣2)

=

©­­­«|𝑁
full
𝑡 | −

∑︁
𝑣2=1

1≤𝑣1≤𝑑

𝑛𝑡 (𝑣1, 𝑣2)
ª®®®¬ + |𝐵

full
𝑡 | (3.2)

The first inequality holds because 𝑣1 − 𝑣2 ≤ 𝑑. The second inequality holds by inequality (3.1).

The next inequality holds because 𝑣2 − 𝑣1 ≥ 1 as 𝑣2 ≠ 𝑣1. And the last equality is by definition of

𝑁 full
𝑡 and 𝐵full

𝑡 .

Let 𝑀 full
𝑡 denote the set of machines corresponding to the jobs 𝐽 full

𝑡 , since all of the machines in
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𝑀 full
𝑡 have load at least (𝛽 − 1)OptL𝑡 (I), it holds that |𝑀 full

𝑡 | ≤
|𝐽 full
𝑡 |

(𝛽−1)OptL𝑡 (I)
. This implies that,

∑︁
𝑣2=1

1≤𝑣1≤𝑑

𝑛𝑡 (𝑣1, 𝑣2) ≤ OptL𝑡 (I) · |𝑀 full
𝑡 | ≤

1
𝛽 − 1

|𝐽 full
𝑡 | (3.3)

where the first inequality holds because there are at most OptL𝑡 (𝐿) · |𝑀 full
𝑡 | jobs that do not change

their assigned edge after reassignment, i.e., remain on weight 𝑣2 = 1 edge (recall that the maximum

load on the machines 𝑀 full
𝑡 after reassignment is OptL𝑡 (I)). Similarly, we have,

|𝐵full
𝑡 | ≤

1
𝛽 − 1

|𝐽 full
𝑡 |, (3.4)

which holds because at most OptL𝑡 (I) · |𝑀 full
𝑡 | jobs were initially assigned to the machines 𝑀 full

𝑡

in 𝜎∗𝑡 given that the maximum load in 𝜎∗𝑡 is OptL𝑡 (I). Finally, we have,

|𝐺 full
𝑡 | + |𝐵full

𝑡 | + |𝑁 full
𝑡 | = |𝐽 full

𝑡 |. (3.5)

From (3.2), (3.3), and (3.5) it holds that

𝑑 · |𝐺 full
𝑡 | ≥ |𝐽 full

𝑡 | − |𝐺 full
𝑡 | −

1
𝛽 − 1

|𝐽 full
𝑡 |

Which implies that,

|𝐺 full
𝑡 | ≥

𝛽 − 2
(𝛽 − 1) (𝑑 + 1) · |𝐽

full
𝑡 |, (3.6)

and by inequality (3.4) that,

|𝐺 full
𝑡 | ≥

𝛽 − 2
𝑑 + 1

· |𝐵full
𝑡 |, (3.7)
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Hence,

ΔΦwc
𝑡 (𝐺 full

𝑡 ) ≥ |𝐺 full
𝑡 |

≥ 𝛽 − 2
𝑑 + 1

· |𝐵full
𝑡 |

≥ − 𝛽 − 2
(𝑑 + 1) (𝑑 − 1) · ΔΦ

wc
𝑡 (𝐵full

𝑡 ). (3.8)

The first inequality holds by the fact that good jobs increase the potential ΔΦwc
𝑡 by at least 1

and hence ΔΦwc
𝑡 (𝐺 full

𝑡 ) ≥ |𝐺 full
𝑡 |. The second inequality holds by inequality (3.7). And the last

inequality holds because every bad job 𝑗 decreases the potential ΔΦwc
𝑡 by at most deg( 𝑗) − 1 ≤

𝑑 − 1, and hence −ΔΦwc
𝑡 (𝐵full

𝑡 ) ≤ (𝑑 − 1) |𝐵full
𝑡 |.

Finally, we have,

ΔΦwc
𝑡 = ΔΦwc

𝑡 (𝐺 full
𝑡 ) + ΔΦwc

𝑡 (𝐵full
𝑡 )

≥
(
1 − (𝑑 + 1) (𝑑 − 1)

𝛽 − 2

)
ΔΦwc

𝑡 (𝐺 full
𝑡 )

≥
(
1 − (𝑑 + 1) (𝑑 − 1)

𝛽 − 2

)
|𝐺 full

𝑡 |

≥
(
1 − (𝑑 + 1) (𝑑 − 1)

𝛽 − 2

)
𝛽 − 2

(𝛽 − 1) (𝑑 + 1) |𝐽
full
𝑡 |

=
𝑑2 − 1

(2𝑑2 − 1) (𝑑 + 1)
|𝐽 full
𝑡 |.

The first inequality holds by inequality (3.8). The second holds by the fact that good jobs increase

the potential ΔΦwc
𝑡 by at least 1 and hence ΔΦwc

𝑡 (𝐺 full
𝑡 ) ≥ |𝐺 full

𝑡 |. And the third inequality holds

by inequality (3.6). This concludes the proof of the lemma.

□ □

The following corollary of Lemma 3.5 bounds the total number of reassignments performed by

the algorithm.
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Corollary 3.6. The total number of reassignments performed by LEARNWEIGHTS is at most

𝑑 (𝑑 + 1) (2𝑑2 − 1)
𝑑2 − 1

· (OptR(I) + 𝑇).

Proof. At each time 𝑡, REASSIGN(𝑡) may reassign each of the jobs in 𝐽 full
𝑡 . Therefore, the total

number of reassignments is at most
∑𝑇
𝑡=1 |𝐽 full

𝑡 |. Since Φ𝑇 ≤ 0, we have,

0 ≥ Φ𝑇 =

𝑇∑︁
𝑡=1
(Φ𝑡 −Φ𝑡−1)

=

𝑇∑︁
𝑡=1

ΔΦdel
𝑡 +

𝑇∑︁
𝑡=1

ΔΦadd
𝑡 +

𝑇∑︁
𝑡=1

ΔΦoff
𝑡 +

𝑇∑︁
𝑡=1

ΔΦwc
𝑡

Lemma 3.5
≥ 0 − 𝑑𝑇 − 𝑑 ·

𝑇∑︁
𝑡=1

OptR𝑡 (I) +
𝑑2 − 1

(2𝑑2 − 1) (𝑑 + 1)

𝑇∑︁
𝑡=1
|𝐽 full
𝑡 |

= −𝑑𝑇 − 𝑑 ·OptR(I) + 𝑑2 − 1
(2𝑑2 − 1) (𝑑 + 1)

𝑇∑︁
𝑡=1
|𝐽 full
𝑡 |

Thus,
𝑇∑︁
𝑡=1
|𝐽 full
𝑡 | ≤

𝑑 (𝑑 + 1) (2𝑑2 − 1)
𝑑2 − 1

· (OptR(I) + 𝑇).

This proves the desired result. □ □

Our first main result Theorem 3.1 follows from Lemma 3.4 and Corollary 3.6.

3.4 Arbitrary Reassignment Costs

We consider in this section the generalization of our problem to arbitrary reassignment costs

GCDYNLOADBALANCE, i.e., the reassignment of a job 𝑗 ∈ 𝐽 costs 𝑐 𝑗 > 0. As before, for every

instance I of GCDYNLOADBALANCE and time step 𝑡, OptL𝑡 (I) denotes the optimum load at
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time 𝑡. We define the total reassignment cost of a sequence of assignments (𝜓𝑡)𝑡∈[𝑇] as

𝑇−1∑︁
𝑡=1

∑︁
𝑗∈𝐽𝑡∩𝐽𝑡+1

𝑐 𝑗 · 1𝜓𝑡 ( 𝑗)≠𝜓𝑡+1 ( 𝑗) .

As before, we denote by (𝜎∗𝑡 )𝑡∈[𝑇] a sequence of assignments which maintains a maximum load

OptL𝑡 (I) at every time step and minimizes the total reassignment cost. Let OptR(I) denote the

total reassignment cost of (𝜎∗𝑡 )𝑡∈[𝑇] .

We extend the definition of a (𝛽, 𝛾)-competitive solution to this setting as follows: Given an

instance I of GCDYNLOADBALANCE we say that a solution (𝜓𝑡)𝑡∈[𝑇] is (𝛽, 𝛾)-competitive if

(i) Load(𝜓𝑡) ≤ 𝛽 ·OptL𝑡 (I) for all 𝑡 ∈ [𝑇].

(ii) The total reassignment cost of the solution (𝜓𝑡)𝑡∈[𝑇] is at most 𝛾(OptR(I) +∑
𝑗∈𝐽 𝑐 𝑗 ).

Note that
∑
𝑗∈𝐽 𝑐 𝑗 is the cost of reassigning each job 𝑗 ∈ 𝐽 once.

3.4.1 Algorithm GCLEARNASSIGNMENT

Let 𝛽 = (2𝑑 + 1). Our algorithm for GCDYNLOADBALANCE that we refer to as GCLEAR-

NASSIGNMENT works as follows.

Arrival: when a new job 𝑗 arrives at a time 𝑡, before assigning job 𝑗 , call procedure GCREAS-

SIGN(t) described in Algorithm 4 (this procedure ensures that the load on any machine is at most

𝛽 ·OptL𝑡 (I)), then assign the job 𝑗 to a machine 𝑖 ∈ 𝑆( 𝑗) arbitrarily.

Departure: when job 𝑗 departs at time 𝑡, simply remove it from our assignment, then call proce-

dure GCREASSIGN(t) (we need to call the procedure after a job departure because OptL𝑡 (I) may

decrease when jobs depart).

We now describe procedure GCREASSIGN(t) which ensures that the load on any machine is at

most 𝛽 ·OptL𝑡 (I).

Reassignments: In procedure GCREASSIGN(t), we first arbitrarily select (e.g., the one with the

smallest index) a machine 𝑖 on which the load is larger than 𝛽 · OptL𝑡 (I) (line 2). Next, we
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randomly select a job 𝑗 from the set of jobs assigned to machine 𝑖 (line 4) – the probability of

choosing a job is inversely proportional to its reassignment cost. Now we choose a machine 𝑖′ ∈

𝑆( 𝑗) uniformly at random (line 5). The job 𝑗 gets reassigned to machine 𝑖′ (line 6). This random

reassignment process is repeated until the maximum load on any machine is at most 𝛽 ·OptL𝑡 (I).

Algorithm 4 Procedure GCREASSIGN(𝑡)

1: while there is a machine with load larger than 𝛽 ·OptL𝑡 (I) do

2: Select a machine 𝑖 of load larger than 𝛽 ·OptL𝑡 (I).

3: Let 𝑆(𝑖) denote the set of jobs assigned to 𝑖 in the current assignment.

4: Select job 𝑗 ∈ 𝑆(𝑖) with probability 1/𝑐 𝑗∑
ℓ∈𝑆 (𝑖) 1/𝑐ℓ .

5: Select a random machine 𝑖′ ∈ 𝑆( 𝑗), where machine 𝑙 is selected with probability 1/deg( 𝑗).

6: Reassign job 𝑗 to machine 𝑖′.

7: end while

The following is a brief description of the high level idea behind our algorithm. The formal

analysis is given in the next Section 3.4.2.

High Level Idea. We define a potential function that represents “how close our current assign-

ment is from the optimal assignment 𝜎∗” and show that each single reassignment in the procedure

GCREASSIGN(t) is such that the expected increase in the potential is at least a fraction of the

expected cost of the reassignment. Intuitively, since the optimal assignments (𝜎∗𝑡 )𝑡∈[𝑇] have maxi-

mum load OptL𝑡 (I), and machine 𝑖 from which a job is selected for reassignment has load at least

𝛽 ·OptL𝑡 (I), it must be the case that a large fraction of the jobs on machine 𝑖 are assigned to a dif-

ferent machine in 𝜎∗. Hence, there is a high probability of picking one of these jobs and changing

its assignment and hence getting closer to the optimal assignment 𝜎∗𝑡 . Finally, we use Wald identity

to show that the total expected increase in potential during the whole GCREASSIGN(t) procedure

(of random length) is at least a fraction of the total reassignment cost paid by the procedure.
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3.4.2 Analysis

In this section, we give the formal analysis of algorithm GCLEARNASSIGNMENT. Assum-

ing the reassignment procedure terminates in finite time almost surely (which we show later in

Lemma 3.13), the maximum load at any time step 𝑡 is bounded as follows:

Lemma 3.7. At any time 𝑡, the load on any machine is at most (2𝑑 + 2) ·OptL𝑡 (I).

Proof. This follows immediately from the fact that procedure GCREASSIGN(t) ensures that the

maximum load before assigning a new job or after the removal of a departing job is at most (2𝑑 +

1) · OptL𝑡 (I), which implies that, when a job arrives at time 𝑡, the load at time 𝑡 is at most

(2𝑑 + 1) · OptL𝑡 (I) + 1 ≤ (2𝑑 + 2) · OptL𝑡 (I). When a job departs at time 𝑡, the load at time 𝑡 is

at most (2𝑑 + 1) ·OptL𝑡 (I) ≤ (2𝑑 + 2) ·OptL𝑡 (I).

□ □

We now bound the expected reassignment cost of our algorithm. Fix a time step 𝑡 ∈ [𝑇]. For

every assignment 𝜓𝑡 : 𝐽𝑡 → [𝑚], we define the weighted potential of 𝜓𝑡 as

Φ𝑡 (𝜓𝑡) = −
∑︁
𝑗∈𝐽𝑡

𝑐 𝑗1{𝜓𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} .

Recall that 𝜎𝑡 is the assignment maintained by the algorithm at time 𝑡 (which is the assignment

after any deletion, assignment and reassignments). By convention, let Φ0(𝜎0) = 0. For every

𝑡 ∈ [𝑇], the change in potential, (Φ𝑡 (𝜎𝑡) − Φ𝑡−1(𝜎𝑡−1)) between two consecutive time steps 𝑡 − 1

and 𝑡 can be decomposed into four parts:


∑︁

𝑗∈𝐽𝑡−1\𝐽𝑡

𝑐 𝑗1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡−1 ( 𝑗)}

 +
−

∑︁
𝑗∈𝐽𝑡\𝐽𝑡−1

𝑐 𝑗1{𝜎𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}


+
[ ∑︁
𝑗∈𝐽𝑡−1∩𝐽𝑡

𝑐 𝑗1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡−1 ( 𝑗)} −
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
𝑐 𝑗1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}

]
+

[ ∑︁
𝑗∈𝐽𝑡−1∩𝐽𝑡

𝑐 𝑗1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} −
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
𝑐 𝑗1{𝜎𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}

]
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The first term arises if a job departs. The second term occurs when a job arrives. The third term

is a change in potential due to the offline reassignment between 𝜎∗
𝑡−1 and 𝜎∗𝑡 and the fourth term

measures the change in potential when switching from assignment 𝜎𝑡−1 to 𝜎𝑡 . We denote these

terms by ΔΦdel
𝑡 , ΔΦadd

𝑡 , ΔΦoff
𝑡 and ΔΦass

𝑡 respectively. Let 𝐶𝑡 denote the total reassignment cost

due to procedure GCREASSIGN(𝑡) and let

OptR𝑡 (I) =
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
𝑐 𝑗1{𝜎∗

𝑡−1 ( 𝑗)≠𝜎
∗
𝑡 ( 𝑗)}

denote the reassignment cost paid by the offline solution between 𝑡−1 and 𝑡. The following lemma

bounds each of the four terms.

Lemma 3.8. For every 𝑡 ∈ [𝑇], it holds that ΔΦdel
𝑡 ≥ 0, ΔΦadd

𝑡 ≥ −∑
𝑗∈𝐽𝑡\𝐽𝑡−1 𝑐 𝑗 , ΔΦ

off
𝑡 ≥

−OptR𝑡 (I) and E(ΔΦass
𝑡 ) ≥ 1/(2𝑑 + 1) · E(𝐶𝑡).

The proof of Lemma 3.8 uses the following classical property for interchanging infinite sums

and expectations, that we restate here for easy reference.

Lemma 3.9. Let {𝑋𝑛}𝑛≥1 be a sequence of real random variables such that E(∑∞𝑛=1 |𝑋𝑛 |) < +∞,

then,

E

( ∞∑︁
𝑛=1

𝑋𝑛

)
=

∞∑︁
𝑛=1

E(𝑋𝑛)

The lemma is a direct application of Fubini-Tonelli theorem (see, e.g., Property (xi), Chapter

3.2 in [109]). We also use the following variant of Wald identity.

Lemma 3.10. Let,

• 𝑁 ≥ 0 be an integer-valued random variable with finite expectation E(𝑁) < +∞.

• {𝑋𝑛}𝑛≥1 be a sequence of random variables such that 𝑋𝑛 is bounded for every 𝑛 ≥ 1.

• {𝑌𝑛}𝑛≥1 be a sequence of random variables such that for every 𝑛 ≥ 1, {𝑁 ≥ 𝑛} is 𝜎(𝑌𝑛)-

measurable (hence, 𝑌𝑛 fully determines the event {𝑁 ≥ 𝑛}), and E(𝑋𝑛 |𝑌𝑛) ≥ 𝜇 for some

𝜇 ∈ R.
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Then,

E

(
𝑁∑︁
𝑛=1

𝑋𝑛

)
≥ E(𝑁) · 𝜇.

While we are not aware of a reference to this exact variant of Wald identity, the proof follows

the same lines as in the classical variants (see, e.g., Theorem 2.6.2 in [110]) and is given below for

completeness.

Proof.

E

(
𝑁∑︁
𝑛=1

𝑋𝑛

)
= E

( ∞∑︁
𝑛=1

𝑋𝑛1{𝑁≥𝑛}

)
=

∞∑︁
𝑛=1

E
(
𝑋𝑛1{𝑁≥𝑛}

)
=

∞∑︁
𝑛=1

E
(
E

(
𝑋𝑛1{𝑁≥𝑛} |𝑌𝑛

) )
=

∞∑︁
𝑛=1

E
(
E (𝑋𝑛 |𝑌𝑛) 1{𝑁≥𝑛}

)
≥ 𝜇

∞∑︁
𝑛=1

E
(
1{𝑁≥𝑛}

)
= 𝜇 · E (𝑁)

The second equality follows by Lemma 3.9 since

E

( ∞∑︁
𝑛=1
|𝑋𝑛 |1{𝑁≥𝑛}

)
≤ 𝐶 · E

( ∞∑︁
𝑛=1

1{𝑁≥𝑛}

)
= 𝐶 · E(𝑁) < ∞

for some constant 𝐶 > 0 as {𝑋𝑛}𝑛 are bounded.

□ □

We are now ready to prove Lemma 3.8.

Proof of Lemma 3.8. Let 𝑡 ∈ [𝑇]. The first inequality is trivial by the fact that costs are non-

negative. The second inequality follows from the fact that 1{𝜎𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} ≤ 1, the third inequality
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holds because

1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡−1 ( 𝑗)} − 1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} ≥ −1{𝜎∗
𝑡−1 ( 𝑗)≠𝜎

∗
𝑡 ( 𝑗)} .

We now prove the fourth inequality.

Let 𝜏𝑡 ≥ 0 denote the (random) number of reassignments made by procedure GCREASSIGN(𝑡)

(i.e., number of reassignments made before reaching an assignment where load on every machine is

at most 𝛽 ·OptL𝑡 (I)). Let ΔΦ1,ΔΦ2, . . . ,ΔΦ𝜏𝑡 denote the change in the weighted potential due to

each iteration of GCREASSIGN(𝑡), hence, ΔΦass
𝑡 =

∑𝜏𝑡
𝑙=1 ΔΦ

𝑙 . Similarly, denote by𝐶1, 𝐶2, . . . , 𝐶𝜏𝑡

the cost of the reassignments made in each iteration in the procedure GCREASSIGN(𝑡), hence,

𝐶𝑡 =
∑𝜏𝑡
𝑙=1𝐶

𝑙 . Let 𝜒1, . . . , 𝜒𝜏𝑡 denote the assignments at the beginning of each iteration in the

procedure GCREASSIGN(𝑡). By convention, we let ΔΦ𝑙 = 0, 𝐶 𝑙 = 0, and 𝜒𝑙 be the assignment at

the end of iteration 𝜏𝑡 for every 𝑙 > 𝜏𝑡 .

We prove the inequality in two parts. We first show that E(𝜏𝑡) is finite. Then we use Wald

identity (Lemma 3.10) to prove the desired inequality.

Proof that E(𝜏𝑡) is finite: Let cmin = min 𝑗∈𝐽 𝑐 𝑗 and cmax = max 𝑗∈𝐽 𝑐 𝑗 . For every 𝑙 ≥ 1, let𝑌 𝑙 be the

event that an unsuccessful reassignment happened at the 𝑙-th step of procedure GCREASSIGN(𝑡),

where a reassignment of job 𝑗 is called unsuccessful if 𝑗 was reassigned to a machine that is

different from its assigned machine in 𝜎∗𝑡 (by convention, step 𝑙 is considered successful when

𝑙 > 𝜏𝑡). Let Δ = ⌈∑ 𝑗∈𝐽 𝑐 𝑗/cmin⌉ and let 𝑍𝑟 =
⋃
𝑙∈[(𝑟−1)Δ+1,𝑟Δ] 𝑌

𝑙 be the event that an unsuccessful

reassignment happened between the steps (𝑟−1)Δ+1 and 𝑟Δ of procedure GCREASSIGN(𝑡). Then

it holds that,

P(𝐶𝑡 > 𝑘Δ) ≤ P

(
𝑘⋂
𝑟=1

𝑍𝑟

)
= P

(
𝑍 𝑘 |𝑍 𝑘−1, . . . , 𝑍1

)
P

(
𝑍 𝑘−1 |𝑍 𝑘−2, . . . , 𝑍1

)
. . . P

(
𝑍1

)

In fact, each successful reassignment raises the weighted potential (which lies in the range [−∑
𝑗∈𝐽 𝑐 𝑗 , 0])
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by at least cmin. Hence, if Δ consecutive and successful reassignments happen this would make

the potential equal to 0 and therefore make our assignment perfectly aligned with the solution 𝜎∗𝑡 .

Since procedure GCREASSIGN(𝑡) would have stopped before this happens, it must be the case that

no Δ consecutive and successful reassignments happen before procedure GCREASSIGN(𝑡) ends.

Therefore, 𝑍1, 𝑍2, . . . 𝑍 𝑘 must all happen when 𝐶𝑡 > 𝑘Δ.

Now, for every 𝑟 ∈ [𝑘], we have,

P
(
𝑍𝑟 |𝑍𝑟−1, . . . , 𝑍1

)
=E𝜒 (𝑟−1)Δ+1

(
P

(
𝑍𝑟 |𝑍𝑟−1, . . . , 𝑍1, 𝜒(𝑟−1)Δ+1

))
=E𝜒 (𝑟−1)Δ+1

(
P

(
𝑍𝑟 |𝜒(𝑟−1)Δ+1

))
=1 − E𝜒 (𝑟−1)Δ+1

©­«P ©­«
⋂

𝑙∈[(𝑟−1)Δ+1,𝑟Δ]
𝑌
𝑙

������ 𝜒(𝑟−1)Δ+1ª®¬ª®¬
=1 − E𝜒 (𝑟−1)Δ+1

(
P

(
𝑌
𝑟Δ |𝑌 𝑟Δ−1

, . . . , 𝑌
(𝑟−1)Δ+1

, 𝜒(𝑟−1)Δ+1
)
. . . P

(
𝑌
(𝑟−1)Δ+1 |𝜒(𝑟−1)Δ+1

))

where the second equality holds because given the assignment at the beginning of step (𝑟−1)Δ+1,

the random variable 𝑍𝑟 is independent of what happened before step (𝑟 − 1)Δ + 1. Next, for every

𝑠 ∈ [(𝑟 − 1)Δ + 1, 𝑟Δ], we have,

P
(
𝑌
𝑠 |𝑌 𝑠−1

, . . . , 𝑌
(𝑟−1)Δ+1

, 𝜒(𝑟−1)Δ+1
)

= E𝜒𝑠
(
P

(
𝑌
𝑠 |𝑌 𝑠−1

, . . . , 𝑌
(𝑟−1)Δ+1

, 𝜒(𝑟−1)Δ+1, 𝜒𝑠
))

= E𝜒𝑠
(
P

(
𝑌
𝑠 |𝜒𝑠

))
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Which implies that,

P(𝐶𝑡 > 𝑘Δ) ≤
𝑘∏
𝑟=1

©­«1 − E𝜒 (𝑟−1)Δ+1
©­«

𝑟Δ∏
𝑠=(𝑟−1)Δ+1

E𝜒𝑠
(
P

(
𝑌
𝑠 |𝜒𝑠

))ª®¬ª®¬ .
We now claim the following,

Claim 3.11. For every 𝑟 ∈ [𝑘] and 𝑠 ∈ [(𝑟 − 1)Δ + 1, 𝑟Δ], it holds that,

E𝜒𝑠
(
P

(
𝑌
𝑠 |𝜒𝑠

))
≥ 𝛽 − 1

𝛽𝑑

𝑐min

𝑐max

Proof. Fix a value to the assignment 𝜒𝑠, we have:

(i) If 𝜒𝑠 has load less or equal to 𝛽 ·OptL𝑡 (I) then P
(
𝑌
𝑠 |𝜒𝑠

)
= 1 ≥ 𝛽−1

𝛽𝑑
cmin

cmax .

(ii) If not, let 𝑖 be the machine chosen from 𝜒𝑠 for reassignment, then there are at least 𝛽 ·

OptL𝑡 (I) jobs on 𝑖 (we refer to these as 𝑆(𝑖)) but at most OptL𝑡 (I) of them are also assigned

to 𝑖 in 𝜎∗𝑡 (we refer to these as 𝑂 (𝑖)) and hence |𝑂 (𝑖) | ≤ 1
𝛽
|𝑆(𝑖) |. Let 𝑗 ′ be the job selected

for reassignment and 𝑖′ be the machine it is reassigned to. Then

P(𝑌 𝑠 |𝜒𝑠) =
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)
P( 𝑗 ′ = 𝑗 , 𝑖′ = 𝜎∗𝑡 ( 𝑗 ′) |𝜒𝑠)

=
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)
P( 𝑗 ′ = 𝑗 |𝜒𝑠)P(𝑖′ = 𝜎∗𝑡 ( 𝑗 ′) | 𝑗 ′ = 𝑗 , 𝜒𝑠)

=
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)

1/𝑐 𝑗∑
𝑘∈𝑆(𝑖) 1/𝑐𝑘

· 1
deg( 𝑗)

≥ |𝑆(𝑖) | − |𝑂 (𝑖) ||𝑆(𝑖) |
𝑐min

𝑐max ·
1
𝑑

≥ 𝛽 − 1
𝛽𝑑

𝑐min

𝑐max
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□

□

Given the above claim, we conclude that,

P(𝐶𝑡 > 𝑘Δ) ≤
(
1 −

(
𝛽 − 1
𝛽𝑑

cmin

cmax

)Δ) 𝑘
Therefore,

E(𝐶𝑡) = E

( ∞∑︁
𝑘=0

𝐶𝑡1{𝑘Δ<𝐶𝑡≤(𝑘+1)Δ}

)
≤ Δ · E

( ∞∑︁
𝑘=0
(𝑘 + 1) · 1{𝑘Δ<𝐶𝑡 }

)
= Δ ·

∞∑︁
𝑘=0

E
(
(𝑘 + 1) · 1{𝑘Δ<𝐶𝑡 }

)
≤ Δ ·

∞∑︁
𝑘=0
(𝑘 + 1) ·

(
1 −

(
𝛽 − 1
𝛽𝑑

𝑐min

𝑐max

)Δ) 𝑘
< +∞

The second equality holds by Lemma 3.9. The above implies in particular that,

E(𝜏𝑡) ≤
E(𝐶𝑡)
𝑐min

< +∞.

Bounding the expected reassignment cost: We now bound E(𝐶𝑡). Let 𝑙 ≥ 1. If 𝜒𝑙 has load less

or equal to 𝛽 · OptL𝑡 (I) then E(ΔΦ𝑙 |𝜒𝑙) = 0 ≥ 1
2𝑑+1 · E(𝐶

𝑙 |𝜒𝑙) = 0. If not, let 𝑖 be the machine

that we select for reassignment from 𝜒𝑙 . Let 𝑆(𝑖) denote the set of jobs assigned to machine 𝑖

in 𝜒𝑙 and 𝑂 (𝑖) ⊂ 𝑆(𝑖) the subset of these which are assigned to 𝑖 in both 𝜒𝑙 and 𝜎∗𝑡 . Note that

|𝑂 (𝑖) | ≤ OptL𝑡 (I) ≤ 1
𝛽
|𝑆(𝑖) |. We have,
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E(𝐶 𝑙 |𝜒𝑙) =
∑︁
𝑗∈𝑆(𝑖)

1/𝑐 𝑗∑
𝑘∈𝑆(𝑖) 1/𝑐𝑘

𝑐 𝑗 =
|𝑆(𝑖) |∑

𝑘∈𝑆(𝑖) 1/𝑐𝑘

and,

E(ΔΦ𝑙 |𝜒𝑙) =
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)

1/𝑐 𝑗∑
𝑘∈𝑆(𝑖)

1/𝑐𝑘
· 1

deg( 𝑗) 𝑐 𝑗 −
∑︁
𝑗∈𝑂 (𝑖)

1/𝑐 𝑗∑
𝑘∈𝑆(𝑖)

1/𝑐𝑘
· deg( 𝑗) − 1

deg( 𝑗) 𝑐 𝑗

=

∑
𝑗∈𝑆(𝑖)\𝑂 (𝑖)

1
deg( 𝑗) −

∑
𝑗∈𝑂 (𝑖)

deg( 𝑗)−1
deg( 𝑗)∑

𝑘∈𝑆(𝑖) 1/𝑐𝑘

≥ |𝑆(𝑖)\𝑂 (𝑖) |/𝑑 − |𝑂 (𝑖) |∑
𝑘∈𝑆(𝑖) 1/𝑐𝑘

≥ |𝑆(𝑖) |/𝑑 − |𝑂 (𝑖) | (1 + 1/𝑑)∑
𝑘∈𝑆(𝑖) 1/𝑐𝑘

≥
(
1/𝑑 − (1 + 1/𝑑)

𝛽

)
· |𝑆(𝑖) |∑

𝑘∈𝑆(𝑖) 1/𝑐𝑘

=
1

2𝑑 + 1
· E(𝐶 𝑙𝑡 |𝜒𝑙)

The first equality is by the fact that, if a job 𝑗 ∈ 𝑆(𝑖)\𝑂 (𝑖) is selected (with probability 1/𝑐 𝑗/∑𝑘∈𝑆 (𝑖) 1/𝑐𝑘)

and then was reassigned to 𝜎∗( 𝑗) (with probability 1/deg( 𝑗)) then the potential increases by 𝑐 𝑗 , on

the other hand, if a job 𝑗 ∈ 𝑂 (𝑖) (i.e. a job that is already assigned to 𝜎∗( 𝑗)) was selected and reas-

signed to a machine 𝑖′ ≠ 𝜎∗( 𝑗) (which happens with probability deg( 𝑗)−1/deg( 𝑗)) then the potential

decreases by 𝑐 𝑗 , the potential remains unchanged in all of the other cases.

Finally, we have,

(i) The integer-valued random variable 𝜏𝑡 ≥ 0 is such that E(𝜏𝑡) < ∞.

(ii) The random variables {(2𝑑 + 1)ΔΦ𝑙 − 𝐶 𝑙}𝑙≥1 are bounded, as (2𝑑 + 1) |ΔΦ𝑙 | + |𝐶 𝑙 | ≤ (2𝑑 +

2)𝑐max for every 𝑙 ≥ 1.

(iii) The random variables {𝜒𝑙}𝑙≥1 are such that for every 𝑙 ≥ 1, {𝜏𝑡 ≥ 𝑙} is 𝜎(𝜒𝑙)-measurable
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and E((2𝑑 + 1)ΔΦ𝑙 − 𝐶 𝑙 |𝜒𝑙) ≥ 0.

Hence Wald identity (Lemma 3.10) applies with 𝑁 = 𝜏𝑡 , 𝑋𝑛 = (2𝑑 + 1)ΔΦ𝑛 − 𝐶𝑛, 𝑌𝑛 = 𝜒𝑛, and

𝜇 = 0, implying that,

E

(
(2𝑑 + 1)

𝜏𝑡∑︁
𝑙=1

ΔΦ𝑙 −
𝜏𝑡∑︁
𝑙=1

𝐶 𝑙

)
≥ 0

and hence that,

(2𝑑 + 1) · E(ΔΦass
𝑡 ) ≥ E(𝐶𝑡)

□

The following corollary of Lemma 3.8 bounds the total expected reassignment cost made by

the algorithm.

Corollary 3.12. The total expected reassignment cost made by algorithm GCLEARNASSIGN-

MENT is at most (4𝑑 + 2)
(
OptR(I) +∑

𝑗∈𝐽 𝑐 𝑗
)
.

Proof. Let ΔΦ denote the total change in potential during the whole algorithm. We have,

ΔΦ =

𝑇∑︁
𝑡=1

Φ𝑡 (𝜎𝑡) −Φ𝑡−1(𝜎𝑡−1)

=

𝑇∑︁
𝑡=1

ΔΦdel
𝑡 +

𝑇∑︁
𝑡=1

ΔΦadd
𝑡 +

𝑇∑︁
𝑡=1

ΔΦoff
𝑡 +

𝑇∑︁
𝑡=1

ΔΦass
𝑡

Lemma 3.8
≥ 0 −

∑︁
𝑗∈𝐽

𝑐 𝑗 −OptR(I) +
𝑇∑︁
𝑡=1

ΔΦass
𝑡

Hence,
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E

(
𝑇∑︁
𝑡=1

𝐶𝑡

)
≤ (2𝑑 + 1)

𝑇∑︁
𝑡=1

E(ΔΦass
𝑡 )

≤ (2𝑑 + 1)
(
E(ΔΦ) +

∑︁
𝑗∈𝐽

𝑐 𝑗 +OptR(I)
)

≤ 2(2𝑑 + 1)
(
OptR(I) +

∑︁
𝑗∈𝐽

𝑐 𝑗

)

where the last inequality follows by the fact that ΔΦ ≤ ∑
𝑗∈𝐽 𝑐 𝑗 . □ □

It follows from the above corollary that our algorithm is finite almost surely.

Lemma 3.13. Algorithm GCLEARNASSIGNMENT is finite almost surely.

Proof. The total number of reassignments made by our algorithm is
∑𝑇
𝑡=1 𝜏𝑡 . By Corollary 3.12, it

holds that

E

(
𝑇∑︁
𝑡=1

𝜏𝑡

)
≤

E
(∑𝑇

𝑡=1𝐶𝑡

)
cmin

< +∞.

Since
∑𝑇
𝑡=1 𝜏𝑡 is a non-negative random variable, the above implies that

∑𝑇
𝑡=1 𝜏𝑡 is almost surely

finite. □ □

Our second main result Theorem 3.2 follows from Lemma 3.7 and Corollary 3.12.

3.5 Arbitrary Job Sizes

We consider in this section the generalization of our problem to arbitrary job sizes denoted by

GSDYNLOADBALANCE and where each job 𝑗 has size 𝑝 𝑗 > 0. The load on a machine is now

given by the sum of the sizes of the jobs assigned to the machine, that is, for each time 𝑡, and an

assignment 𝜓 : 𝐽𝑡 → [𝑚], the load on machine 𝑖 is defined as

Load𝑖 (𝜓) =
∑︁

𝑗 :𝜓( 𝑗)=𝑖
𝑝 𝑗
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and the maximum load of the assignment 𝜓 is given by

Load(𝜓) := max
𝑖∈[𝑚]

Load𝑖 (𝜓).

As before, for every instance I of GSDYNLOADBALANCE and time step 𝑡, OptL𝑡 (I) de-

notes the optimum load at time 𝑡, the total number of reassignments performed by the sequence of

assignments (𝜓𝑡)𝑡∈[𝑇] is given by

𝑇−1∑︁
𝑡=1

∑︁
𝑗∈𝐽𝑡∩𝐽𝑡+1

1𝜓𝑡 ( 𝑗)≠𝜓𝑡+1 ( 𝑗) ,

(𝜎∗𝑡 )𝑡∈[𝑇] denotes a sequence of assignments which maintains a maximum load OptL𝑡 (I) at ev-

ery time step and minimizes the total number of reassignments, and OptR(I) denotes the total

reassignment cost of (𝜎∗𝑡 )𝑡∈[𝑇] . We say that a solution (𝜓𝑡)𝑡∈[𝑇] is (𝛽, 𝛾)-competitive if

(i) Load(𝜓𝑡) ≤ 𝛽 ·OptL𝑡 (I) for all 𝑡 ∈ [𝑇].

(ii) The solution (𝜓𝑡)𝑡∈[𝑇] performs at most 𝛾(OptR(I) + 𝑇) reassignments.

3.5.1 Algorithm GSLEARNASSIGNMENT

Let 𝛽 = (2𝑑 + 1). Our algorithm for GSDYNLOADBALANCE that we refer to as GSLEAR-

NASSIGNMENT works as follows,

Arrival: when a new job 𝑗 arrives at time 𝑡, before assigning job 𝑗 , call procedure GSREASSIGN(t)

described in Algorithm 5, then assign 𝑗 to a machine 𝑖 ∈ 𝑆( 𝑗) arbitrarily.

Departure: when job 𝑗 departs at time 𝑡, simply remove it from our assignment, then call proce-

dure GSREASSIGN(t).

We now describe procedure GSREASSIGN(t) which ensures that the load on any machine is at

most 𝛽 ·OptL𝑡 (I).

Reassignments: In procedure GSREASSIGN(t), we start by arbitrarily selecting (e.g., the one with

the smallest index) a machine 𝑖 on which the load is larger than 𝛽 · OptL𝑡 (I) (line 2). Next, we
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randomly select a job 𝑗 from the set of jobs assigned to machine 𝑖 (line 4) – the probability of

choosing a job is proportional to its size. Next we choose a machine 𝑖′ ∈ 𝑆( 𝑗) uniformly at random

(line 5). Then the job 𝑗 gets reassigned to machine 𝑖′ (line 6). This random reassignment process

is repeated until the maximum load on any machine is at most 𝛽 ·OptL𝑡 (I).

Algorithm 5 Procedure GSREASSIGN(𝑡)

1: while there is a machine with load larger than 𝛽 ·OptL𝑡 (I) do

2: Select a machine 𝑖 of load larger than 𝛽 ·OptL𝑡 (I).

3: Let 𝑆(𝑖) denote the set of jobs assigned to 𝑖 in the current assignment.

4: Select job 𝑗 ∈ 𝑆(𝑖) with probability 𝑝 𝑗∑
ℓ∈𝑆 (𝑖) 𝑝ℓ

.

5: Select a random machine 𝑖′ ∈ 𝑆( 𝑗), where machine 𝑙 is selected with probability 1/deg( 𝑗).

6: Reassign job 𝑗 to machine 𝑖′.

7: end while

Algorithm GSLEARNASSIGNMENT is similar to algorithm GCLEARNASSIGNMENT for ar-

bitrary costs with extra technical details needed in the analysis to deal with arbitrary sizes. In

particular, given a machine 𝑖 with high load, we now pick and reassign a random job 𝑗 from ma-

chine 𝑖 with probability proportional to its size. As the total size of the jobs assigned to machine

𝑖 in an optimal solution 𝜎∗ is relatively small, this implies a high probability of picking and reas-

signing a job 𝑗 which is not assigned to 𝑖 in 𝜎∗ and hence getting closer to 𝜎∗. The formal analysis

of this algorithm is given in the next Section 3.5.2.

3.5.2 Analysis

In this section, we provide the formal analysis for algorithm GSLEARNASSIGNMENT. The

core arguments parallel those used in the analysis of algorithm GCLEARNASSIGNMENT, with

some technical modifications needed to account for the arbitrary sizes of jobs. The full proofs of

the subsequent results are provided in Appendix C.3 for completeness.
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First, assuming the reassignment procedure terminates in finite time almost surely, the maxi-

mum load at any time step 𝑡 is bounded as follows:

Lemma 3.14. At any time 𝑡, the load on any machine is at most (2𝑑 + 2) ·OptL𝑡 (I).

The proof of this lemma is identical to that of Lemma 3.7 and hence omitted here.

Next, we bound the expected number of reassignments of our algorithm. Fix a time step 𝑡 ∈

[𝑇]. For every assignment 𝜓𝑡 of the jobs 𝐽𝑡 , we define the potential of 𝜓𝑡 as

Φ𝑡 (𝜓𝑡) = −
∑︁
𝑗∈𝐽𝑡

1{𝜓𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} .

Recall that 𝜎𝑡 is the assignment maintained by the algorithm at time 𝑡 (after any deletion, assign-

ment and reassignments). By convention, let Φ0(𝜎0) = 0. For every 𝑡 ∈ [𝑇], the change in

potential (Φ𝑡 (𝜎𝑡) −Φ𝑡−1(𝜎𝑡−1)) between two consecutive time steps 𝑡−1 and 𝑡 can be decomposed

into four parts,


∑︁

𝑗∈𝐽𝑡−1\𝐽𝑡

1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡−1 ( 𝑗)}

 +
−

∑︁
𝑗∈𝐽𝑡\𝐽𝑡−1

1{𝜎𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}


+
[ ∑︁
𝑗∈𝐽𝑡−1∩𝐽𝑡

1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡−1 ( 𝑗)} −
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}

]
+

[ ∑︁
𝑗∈𝐽𝑡−1∩𝐽𝑡

1{𝜎𝑡−1 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)} −
∑︁

𝑗∈𝐽𝑡−1∩𝐽𝑡
1{𝜎𝑡 ( 𝑗)≠𝜎∗𝑡 ( 𝑗)}

]

The first term arises if a job departs. The second term occurs when a job arrives. The third

term is a change in potential due to the offline reassignment between 𝜎∗
𝑡−1 and 𝜎∗𝑡 and the fourth

term measures the change in potential when switching from assignment 𝜎𝑡−1 to 𝜎𝑡 . We denote

these terms by ΔΦdel
𝑡 , ΔΦadd

𝑡 , ΔΦoff
𝑡 and ΔΦass

𝑡 respectively. Let 𝜏𝑡 denote the total number of

assignments done in procedure GSREASSIGN(𝑡) and let OptR𝑡 (I) =
∑
𝑗∈𝐽𝑡−1∩𝐽𝑡 1{𝜎∗

𝑡−1 ( 𝑗)≠𝜎
∗
𝑡 ( 𝑗)}
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denote the number of reassignments done by the offline solution between 𝑡−1 and 𝑡. The following

lemma bounds each of the four terms.

Lemma 3.15. For every 𝑡 ∈ [𝑇], it holds that ΔΦdel
𝑡 ≥ 0, ΔΦadd

𝑡 ≥ −|𝐽𝑡\𝐽𝑡−1 |, ΔΦoff
𝑡 ≥

−OptR𝑡 (I) and E(ΔΦass
𝑡 ) ≥ 1/(2𝑑 + 1) · E(𝜏𝑡).

In the proof of Lemma 3.15, we show that the expected change in potential at every iteration

of the reassignment procedure GSREASSIGN(𝑡) is at least a fraction 1/(2𝑑 + 1) of the expected

number of reassignments at that iteration. We then use Wald identity (Lemma 3.10) to link the total

expected change in potential to the total number of reassignments during the whole reassignment

procedure (of random length). The following corollary of Lemma 3.15 bounds the total expected

reassignment cost made by the algorithm.

Corollary 3.16. The total expected reassignment cost made by algorithm GSLEARNASSIGNMENT

is at most (4𝑑 + 2) (OptR(I) + 𝑇).

It follows immediately from the above corollary that our algorithm is finite almost surely.

Lemma 3.17. Algorithm GSLEARNASSIGNMENT is finite almost surely.

Our third main result Theorem 3.3 follows from Lemma 3.14 and Corollary 3.16.
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Chapter 4: Two-Stage Stochastic Stable Matching

4.1 Introduction

Stability is a fundamental concept in matching markets problems when we do not only wish

to optimize a global objective function, but we also care that the output solution is fair at the

level of individual agents. Since its introduction in the seminal work by Gale and Shapley [111],

stability has been employed in many real-world applications, including matching medical residents

to hospitals, assigning students to schools, and matching organ donors to recipients. An instance

(𝐴, 𝐵, ≻) of the marriage model (see, e.g., [112, 113]) consists of a two-sided market of students

𝐴 and schools 𝐵, and for every 𝑎 ∈ 𝐴 (resp., 𝑏 ∈ 𝐵), a strict order ≻𝑎 (resp., ≻𝑏) over 𝐵+ = 𝐵∪{∅}

(resp., 𝐴+ = 𝐴 ∪ {∅}), where ∅ denotes the outside option. An element 𝑣 ∈ 𝐴 ∪ 𝐵 is called an

agent. In the stable matching problem, the goal is to find a matching1 𝑀 that is stable: a matching

with no blocking pairs or blocking agents. More precisely, let 𝑀 (𝑣) ∈ 𝐴 ∪ 𝐵 ∪ {∅} denote the

partner of an agent 𝑣 ∈ 𝐴∪ 𝐵 in 𝑀 , then a pair 𝑎𝑏 ∈ 𝐴× 𝐵 is called a blocking pair if both 𝑎 and 𝑏

prefer each other to their partner in 𝑀 , that is, 𝑏 ≻𝑎 𝑀 (𝑎) and 𝑎 ≻𝑏 𝑀 (𝑏), and an agent 𝑣 ∈ 𝐴∪ 𝐵

is called a blocking agent if 𝑣 prefers the outside option to its partner in 𝑀 , that is, ∅ ≻𝑣 𝑀 (𝑣).

While the classical stable matching problem assumes static and fully known input, in many

applications the input changes over time as new agents enter or leave the market. For instance,

each year, and after an assignment of the students to San Francisco public middle schools has been

decided, around 20% of the students who were allotted a seat choose not to use it, mostly to join

private schools instead [2]. Also, new students move to the city and need to be allotted a seat. On

the other side of the market, the schools may have unforeseen budget cuts or expansions, leading

to a change in the number of available seats.

1Throughout the chapter, a matching in a marriage instance (𝐴, 𝐵, ≻) refers to a subset of pairs of 𝐴+ × 𝐵+ where
every agent 𝑣 ∈ 𝐴 ∪ 𝐵 is paired with either a unique agent from the other side or with the outside option ∅.
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𝑎1: 𝑏1 ≻𝑎1 𝑏2 ≻𝑎1 𝑏3 ≻𝑎1 𝑏4 ≻𝑎1 𝑏5 ≻𝑎1 ∅ 𝑏1: 𝑎4 ≻𝑏1 𝑎5 ≻𝑏1 𝑎3 ≻𝑏1 𝑎2 ≻𝑏1 𝑎1 ≻𝑏1 ∅
𝑎2: 𝑏2 ≻𝑎2 𝑏1 ≻𝑎2 𝑏4 ≻𝑎2 𝑏3 ≻𝑎2 𝑏5 ≻𝑎2 ∅ 𝑏2: 𝑎3 ≻𝑏2 𝑎5 ≻𝑏2 𝑎4 ≻𝑏2 𝑎1 ≻𝑏2 𝑎2 ≻𝑏2 ∅
𝑎3: 𝑏3 ≻𝑎3 𝑏4 ≻𝑎3 𝑏1 ≻𝑎3 𝑏2 ≻𝑎3 𝑏5 ≻𝑎3 ∅ 𝑏3: 𝑎2 ≻𝑏3 𝑎5 ≻𝑏3 𝑎1 ≻𝑏3 𝑎4 ≻𝑏2 𝑎3 ≻𝑏3 ∅
𝑎4: 𝑏4 ≻𝑎4 𝑏3 ≻𝑎4 𝑏2 ≻𝑎4 𝑏1 ≻𝑎3 𝑏5 ≻𝑎4 ∅ 𝑏4: 𝑎1 ≻𝑏4 𝑎5 ≻𝑏4 𝑎2 ≻𝑏4 𝑎3 ≻𝑏4 𝑎4 ≻𝑏4 ∅
𝑎5: 𝑏5 ≻𝑎5 𝑏3 ≻𝑎5 𝑏2 ≻𝑎5 𝑏1 ≻𝑎5 𝑏4 ≻𝑎5 ∅ 𝑏5: 𝑎5 ≻𝑏5 𝑎1 ≻𝑏5 𝑎2 ≻𝑏5 𝑎3 ≻𝑏5 𝑎4 ≻𝑏5 ∅

Figure 4.1: Example adapted from [116, Example 8.1]. Consider the first-stage instance 𝐼1 given
above, where 𝑎1, . . . , 𝑎5 are the students. Then 𝑀0 = {𝑎1𝑏1, 𝑎2𝑏2, 𝑎3𝑏3, 𝑎4𝑏4, 𝑎5𝑏5} and 𝑀 =

{𝑎1𝑏4, 𝑎2𝑏3, 𝑎3𝑏2, 𝑎4𝑏1, 𝑎5𝑏5} are two stable matchings of 𝐼1, with 𝑀0 being student-optimal (the
partner of each student 𝑎 in 𝑀0 and 𝑀 is, respectively, boxed and underlined in 𝑎’s preference
list). If 𝑏5 leaves the market in the second stage, the only stable matching is 𝑀′ = 𝑀 \ {𝑎5𝑏5},
hence, 𝑀 minimizes the number of students downgraded in the second stage.

In all of the above scenarios, a second-stage reallocation of at least part of the seats is required.

For instance, while a subset of students might commit to their assigned seats in the first round

of matching (and hence leave the market along with their allotted seats), the original assignment

needs to be adjusted for the rest of the students after new agents arrive (or old agents depart) in

order to maintain stability. It is therefore important that the initial stable matching, besides being

of good quality, is adaptable to a changing environment with small adjustments so that it leads

to a good quality second round matching and to small dissatisfaction of the students present in

both rounds from being downgraded to a less preferred school. It is easy to find examples (see

Figure 4.1) where, in order to achieve such goal, one might want to go beyond the student optimal

stable matching2, which is the obvious solution that is almost always employed (see, e.g., [114,

115]).

Motivated by these considerations, in this chapter, we introduce and study a two-stage stochas-

tic stable matching problem, where agents enter and leave the market between the two stages. The

goal of the decision maker is, roughly speaking, to maximize the expected quality of the matchings

across the two stages and minimize the expected students’ discontent from being downgraded to a

less preferred school when going from the first to the second stage. Below, we make these ideas

formal.
2The student optimal matching is a stable matching that all students prefer to every other stable matching.
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4.1.1 The model

An instance of the two-stage stochastic stable matching problem is as follows.

First-stage instance: a marriage instance 𝐼1 = (𝐴, 𝐵, ≻) of agents present in the first stage.

Second-stage instance: a distribution D over subsets of 𝐴 ∪ 𝐵, from which the agents present in

the second stage are sampled3.

Cost: cost functions 𝑐1, 𝑐2 : 𝐴+×𝐵+ → Q and a penalty coefficient 𝜆 ∈ Q+. Let S denote the set of

agents sampled from D in the second-stage, and 𝐼2 = (𝐴 ∩ 𝑆, 𝐵 ∩ 𝑆, ≻) denote the corresponding

second-stage instance4. Given a first-(resp., second-) stage matching 𝑀1 (resp., 𝑀2), we measure

the quality of 𝑀1 (resp., 𝑀2) by 𝑐(𝑀1) =
∑
𝑎𝑏∈𝑀1 𝑐1(𝑎𝑏) (resp., 𝑐(𝑀2) =

∑
𝑎𝑏∈𝑀2 𝑐2(𝑎𝑏)), and

measure the dissatisfaction of students for being moved to a less preferred school between 𝑀1 and

𝑀2 by

𝑑𝑆 (𝑀1, 𝑀2) = 𝜆
∑︁
𝑎∈𝐴∩𝑆

[𝑅𝑎 (𝑀2(𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+. (4.1)

Here, 𝑅𝑎 : 𝐵+ → N is the rank function of 𝑎, that is, 𝑅𝑎 (𝑏) = 𝑖 iff 𝑏 is the 𝑖-th most preferred

choice of 𝑎 (among the schools 𝐵 and the outside position) and [𝑥]+ = max{0, 𝑥}. The coefficient

𝜆 is the per unit of rank change dissatisfaction of a student from switching to a school of higher

rank between 𝑀1 and 𝑀2. This is a natural measure of dissatisfaction where students are unhappy

to be downgraded to a less preferred school in the second-stage, such that the worse the school is,

the more unsatisfied they are.

Objective function: The goal is to solve the two-stage stochastic problem

min
𝑀1∈M 𝐼1

𝑐1(𝑀1) + E𝑆∼D
[

min
𝑀2∈M 𝐼2

𝑐2(𝑀2) + 𝑑𝑆 (𝑀1, 𝑀2)
]
, (2STO)

where 𝐼1 = (𝐴, 𝐵, ≻) is the first-stage marriage instance, 𝑆 is the set of agents of the second-stage

3This setting subsumes the more general setting where agents enter and leave the market (see Theorem 4.1).
4Given subsets 𝐴′ ⊂ 𝐴 and 𝐵′ ⊂ 𝐵, we use (𝐴′, 𝐵′, ≻) to denote the marriage instance (𝐴′, 𝐵′, ≻) where ≻ is the

restriction of the collection of orders ≻ to agents 𝐴′ ∪ 𝐵′.
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sampled from D, 𝐼2 = (𝐴 ∩ 𝑆, 𝐵 ∩ 𝑆, ≻) is the second-stage instance, andM 𝐼 denotes the set of

stable matchings of a marriage instance 𝐼.

In (2STO), we therefore wish to select a first-stage matching 𝑀1 such that the cost of 𝑀1 plus

the expected cost that we have to pay in the second-stage is minimized. The second-stage cost

is given by the cost of the second-stage matching plus the total dissatisfaction of the students for

being downgraded to a less preferred school between the first- and second-stage. We note that

once a first-stage matching 𝑀1 is fixed and for every fixed second-stage scenario 𝑆, the second-

stage problem

min
𝑀2∈M 𝐼2

𝑐2(𝑀2) + 𝑑𝑆 (𝑀1, 𝑀2)

is a minimum weight stable matching problem and hence can be solved efficiently (see, e.g., [112]).

Remark 4.1 (Generalizations). We remark that our model captures the more general setting where

agents can also enter the market in the second stage. In particular, for every entering student 𝑎

in an instance I, one can consider an instance I′ with an extra dummy school 𝑏′ such that 𝑎 and

𝑏′ are the most preferred partners of each other. Hence, 𝑎, 𝑏′ are matched to each other in each

stable matching of the first stage. Then 𝑎 entering the market in the second stage is equivalent to

𝑏′ leaving the market. It is easy to see that 𝑐2 can be adjusted so as to discount the dissatisfaction

of 𝑎 in the new model and obtain the original objective function. An entering school is modeled

analogously.

Also, our algorithm and analysis extend seamlessly to capture the following generalization of

the dissatisfaction function (4.1): given 𝜆 ∈ Q+, and a set of non-negative scores for the pairs

𝑤 : 𝐴+ × 𝐵+ → Q+, with the property that 𝑤(𝑎𝑏) ≥ 𝑤(𝑎𝑏′) if 𝑏 ≻𝑎 𝑏′, define

𝑑𝑆 (𝑀1, 𝑀2) = 𝜆
∑︁
𝑎∈𝐴∩𝑆

[𝑤(𝑎𝑀2(𝑎)) − 𝑤(𝑎𝑀1(𝑎))]+.

This more general version of the dissatisfaction function captures, for example, the setting when

the per unit of rank change dissatisfaction from changing school is student-dependent (in which

case 𝑤(𝑎𝑏) = 𝛼𝑎 ·𝑅𝑎 (𝑏) for some set of non-negative weights {𝛼𝑎}𝑎∈𝐴) or where a student does not
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care if the change happens between, say, their top 5 schools (in which case 𝑤(𝑎𝑏1) = 𝑤(𝑎𝑏2) =

· · · = 𝑤(𝑎𝑏5), where 𝑏1, . . . , 𝑏5 are the top 5 schools in 𝑎’s list) but cares if it happens between

one of their top 5 schools and the rest. For simplicity of exposition, we restrict the presentation to

the unweighted case, and briefly discuss the changes needed for the general case when we present

our algorithm (Section 4.2.2).

4.1.2 Our results and techniques

Explicit Second-Stage Distribution. Assume first that the second-stage distribution is given ex-

plicitly by the list of all possible second-stage scenarios Θ and their respective probabilities of

occurrence {𝑝𝑆}𝑆∈Θ. Let Nexp(I) denote the input size5 of instance I of (2STO) in this setting.

Our first main result is a polynomial time algorithm for (2STO) in this input model.

Theorem 4.2. There exists an algorithm such that given any instance I of (2STO) where the

second-stage distribution is given explicitly solves the the problem in time polynomial in the input

size Nexp(I).

To prove Theorem 4.2, we show that the two-stage problem (2STO) can be polynomially re-

duced to a minimum 𝑠 − 𝑡 cut problem in a carefully constructed directed graph. In our construc-

tion, we introduce and use a new poset defined over stable pairs of a marriage instance, that is, the

student-school pairs that are contained in some stable matching. We call this poset the poset of

stable pairs (see Section 4.2.1). This poset might be of independent interest in approaching stable

matching optimization problems6.

Implicit Second-Stage Distribution. Next, we consider the more general model where the second-

stage distribution D is given by a sampling oracle. Let Nimp(I) denote the input size7 of instance

5For 𝑥 ∈ Q, let ∥𝑥∥ denote the encoding length of parameter 𝑥. Then Nexp (I) = ∑
𝑆∈Θ ∥𝑝𝑆 ∥ +

∑
𝑎𝑏 (∥𝑐1 (𝑎𝑏)∥ +

∥𝑐2 (𝑎𝑏)∥) + ∥𝜆∥ + |𝐴 ∪ 𝐵 |2.
6Our construction could also be done starting from the poset of rotations [112]; however, our poset (defined over

pairs) gives more intuitive constructions and a characterization of stable families of pairs as antichains of the poset,
leading to natural reformulations for other problems (e.g., the maximum cardinality of a family of pairs that is stable
in two marriage instances can be reformulated using our poset as the maximum independent set in the union of two
perfect graphs, studied in [117]).

7Nimp (I) = ∑
𝑎𝑏 (∥𝑐1 (𝑎𝑏)∥ + ∥𝑐2 (𝑎𝑏)∥) + ∥𝜆∥ + |𝐴 ∪ 𝐵 |2.
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I of (2STO) in this setting. We show the following hardness result for the two-stage problem

(2STO) under this more general model.

Theorem 4.3. Unless P=NP, there exists no algorithm that given any instance I of (2STO) where

the second-stage distribution is specified implicitly by a sampling oracle, solves8 the problem in

time and number of calls to the sampling oracle that is polynomial in the input size Nimp(I). This

hardness result holds even if the cost parameters 𝜆 and {𝑐1(𝑎𝑏)}𝑎𝑏, {𝑐2(𝑎𝑏)}𝑎𝑏 are in {0, 1}.

Our proof of Theorem 4.3 relies on a reduction from the problem of counting the number of

vertex covers of an undirected graph, which is #P-Hard [118].

On the positive side, we give an arbitrary good additive approximation to (2STO) when the

second-stage distribution is specified implicitly. Our algorithm runs in time pseudopolynomial in

the input size. In particular, let 𝑀I1 be the optimal solution of an instance I of (2STO) and let

valI (𝑀1) denote the objective value of a first-stage stable matching 𝑀1. We show the following

result.

Theorem 4.4. There exists an algorithm that, given an instance I of (2STO) where the second-

stage distribution is specified implicitly by a sampling oracle, and two parameters 𝜖 > 0 and

𝛼 ∈ (0, 1), gives a first-stage stable matching solution 𝑀1 such that,

P
(
valI (𝑀1) ≤ valI (𝑀I1 ) + 𝜖

)
≥ 1 − 𝛼.

The algorithm runs in time polynomial in Nimp(I), max𝑎𝑏 |𝑐2(𝑎𝑏) |, 𝜆, 1/𝜖 and log(1/𝛼).

The algorithm from Theorem 4.4 runs in polynomial time when 𝜆, 𝑐2 are polynomially bounded

(recall that, already in this case, by Theorem 4.3, no polynomial-time algorithm exists unless

P=NP). Our algorithm employs the widely used Sample Average Approximation method (e.g.

[119, 120, 121, 122]) to approximate an instance of (2STO) with an implicitly specified second-

stage distribution by an instance of explicitly specified second-stage distribution. Then we show

8In the sense that it gives at least one of the two, the optimal value or the optimal solution. Note that the hardness
of finding the optimal value does not exclude the possibility of finding the optimal solution in polynomial time.
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that a relatively small number of samples (calls to the sampling oracle) is enough to get a good

additive approximation with high probability. Whether there exists and FPRAS for (2STO) in this

model is an interesting open question.

Numerical Experiments. We illustrate our method on randomly generated instances. We compare

the performance of five first-stage matchings: The optimal solution of our problem denoted by

𝑀∗, the one-side optimal matchings, the matching minimizing 𝑐1(·), and finally the best stable

matching in hindsight denoted by 𝑀off, which is the first-stage stable matching that would have

been optimal to pick if one knew the realization of the second-stage distribution. Our results

suggest that for a wide range of values of the the penalty coefficient 𝜆, our solution 𝑀∗ is a strictly

better choice to pick in the first stage and that it has a performance that is not very far from the

performance of the best matching in hindsight 𝑀off.

4.1.3 Notation and Definitions

Consider a marriage instance 𝐼 = (𝐴, 𝐵, ≻). We say that a pair 𝑎𝑏 ∈ 𝐴 × 𝐵 (resp., family

of pairs) is stable if it is contained in some stable matching of 𝐼. An agent is stable if it is not

matched to the outside option in some stable matching of 𝐼9. Let S(𝐼) and F (𝐼) denote the set of

stable pairs and stable families of 𝐼, respectively. For a student 𝑎, let S𝑎 (𝐼) denote the set of stable

pairs containing student 𝑎. Let 𝐴st(𝐼) and 𝐵st(𝐼) denote the set of stable students and schools of

𝐼 respectively. The collection of orders (≻𝑎)𝑎∈𝐴 induce a natural partial order >
𝐴

over the set of

pairs 𝐴 × 𝐵+, such that 𝑎𝑏 >
𝐴
𝑎′𝑏′ iff 𝑎 = 𝑎′ and 𝑏 ≻𝑎 𝑏′. Given a non-empty finite set 𝑌 and a

total order > over 𝑌 , we denote by max> 𝑌 (resp., min> 𝑌 ) the maximum (resp., minimum) of 𝑌

with respect to >.

4.1.4 Related Literature

There is a growing body of literature dealing with two-stage models for the marriage problem.

Some of these works assume a fixed first-stage stable matching and seek to compute a second-
9We recall that if an agent is not matched to the outside option in a stable matching then they will not be matched

to the outside option in all stable matchings (see, e.g., [112]).
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stage stable matching which adapts to a change in the environment. For instance, [123] consider

an environment where agents of the same type enter the market in the second-stage and give an

algorithm to compute the closest second-stage stable matching to a fixed first-stage one. [124]

studies a model where preferences change in the second-stage and where the goal is to compute

a stable matching where individuals get a position that they like no less than their initial position.

[125] studies the problem where preferences change in the second-stage and the goal is to compute

a second-stage stable matching minimizing the symmetric difference with a fixed first-stage match-

ing. Another strand of work focused on computing both a first and second stage stable matching of

some desirable properties. These include the work of [126] where the authors consider the online

problem of computing the best first-stage stable matching given that an (unknown) subset of agents

of the same type leave (or enter) the market in the second-stage. [127] considers a model where

the preferences lists of schools are known in advance and those of the students are revealed one at

a time and where the goal is to minimize the number of blocking pairs of an online assignment.

[128, 129] study the effect of overbooking in the first-stage on the amount of changes that one

needs to make in the second-stage.

Another related line of work is robust stable matching problems, where the goal is to find stable

matchings that are stable with respect to multiple (close) instances or that can at least be made

stable with small changes when going from an instance to the other. [130] introduce and study the

(𝑎, 𝑏)-supermatches stable matchings where if 𝑎 pairs decide to break up, another stable matching

with at most 𝑏 extra breakups can be found. [131] considers the same notion of robustness from

a computational complexity point of view. [132] studies matchings that remain stable under small

changes in preferences.

Also, related to our work is the literature on two-stage stochastic optimization. In fact, many

combinatorial problems have been considered under the two-stage stochastic model. These in-

clude, the bipartite matching problem [133, 134] vehicule routing [135], scheduling [136] Steiner

tree [137], vertex cover [138], facility location [139] etc. However, to the best of our knowledge,

our work is the first to consider the classical marriage problem in a two-stage stochastic setting.
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A widely used technique to approach stochastic problems, and that we make use of in the chapter,

is the Sample Average Approximation method (SAA). This method consists of approximating the

expected value in the second-stage with a sample average over a set of i.i.d. samples. This method

has been widely studied and used in different contexts in the literature (e.g. [119, 120, 121, 122]).

4.2 Explicit Second-Stage Distribution

We consider in this section an instance of (2STO) given by a first-stage marriage instance

(𝐴, 𝐵, ≻), a second-stage distribution D given explicitly by the list of all possible second-stage

scenarios Θ and their probabilities of occurrence {𝑝𝑆}𝑆∈Θ, and finally costs 𝑐1, 𝑐2, and 𝜆. The

two-stage stochastic problem (2STO) can be written as follows,

min
𝑀1∈M 𝐼1

𝑐1(𝑀1) +
∑︁
𝑆∈Θ

𝑝𝑆
©­« min
𝑀𝑆

2 ∈M 𝐼𝑆2

𝑐2(𝑀𝑆
2 ) + 𝑑𝑆 (𝑀1, 𝑀

𝑆
2 )

ª®¬ ,
or equivalently,

min
𝑀1∈M 𝐼1

{𝑀𝑆
2 ∈M 𝐼𝑆2

}𝑆∈Θ

𝑐1(𝑀1) +
∑︁
𝑆∈Θ

𝑝𝑆𝑐2(𝑀𝑆
2 ) + 𝑝𝑆𝑑𝑆 (𝑀1, 𝑀

𝑆
2 ). (EXP-2STO)

where 𝐼𝑆2 = (𝐴 ∩ 𝑆, 𝐵 ∩ 𝑆, ≻) is the second-stage instance under scenario 𝑆. We now give a

polynomial time algorithm to solve (EXP-2STO). Our algorithm uses a new partial order that we

introduce next.

4.2.1 Poset of Stable Pairs

In this section, we introduce the poset of stable pairs. This is a partial order that we define over

the set of stable pairs, and which characterizes the stable families of a marriage instance.

Definition 4.5. (Poset of stable pairs) Let 𝐼 = (𝐴, 𝐵, ≻) be a marriage instance. The poset of
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stable pairs of 𝐼 denoted by (S(𝐼), >S) is the set of stable pairs S(𝐼) over which we define the

partial order >S as follows: for every 𝑎𝑏, 𝑎′𝑏′ ∈ S(𝐼), we have 𝑎′𝑏′ <S 𝑎𝑏 if and only if for every

stable matching 𝑀 such that 𝑎𝑏 ∈ 𝑀 it holds that 𝑀 (𝑎′) ≻𝑎′ 𝑏′. We write 𝑎′𝑏′ ≤S 𝑎𝑏 if either

𝑎𝑏 = 𝑎′𝑏′ or 𝑎′𝑏′ <S 𝑎𝑏.

In particular, a stable pair 𝑎𝑏 ∈ S(𝐼) is greater than a stable pair 𝑎′𝑏′ ∈ S(𝐼) if whenever

the larger pair 𝑎𝑏 appears in some stable matching 𝑀 , the student of the smaller pair (i.e., 𝑎′)

is matched in 𝑀 to a partner they strictly prefer to 𝑏′. Note that in particular, 𝑎𝑏′ <S 𝑎𝑏 when

𝑎𝑏′ <
𝐴
𝑎𝑏 or equivalently 𝑏′ ≺𝑎 𝑏. In the reminder of the chapter, we use the order <

𝐴
when

comparing (non-necessarily stable) pairs involving the same student, we use the order <S when

comparing stable pairs (potentially involving different students), and we use the order ≺𝑣 when

comparing agents (and the outside option) from the opposite side of 𝑣. The next lemma shows that

(S(𝐼), >S) is, as claimed in Definition 4.5, a poset, and can be constructed efficiently.

Lemma 4.6. Let 𝐼 be a marriage instance. Then, (S(𝐼), >S) is a partially ordered set and can be

constructed in time polynomial in the number of agents.

The following lemma gives a characterization of the stable families of a marriage instance by

the means of its poset of stable pairs.

Lemma 4.7. Let 𝐼 be a marriage instance. Then 𝐹 ∈ F (𝐼) if and only if 𝐹 is an antichain of

(S(𝐼), >S).

We now leverage Theorem 4.7 to construct a capacitated directed graph with vertices S(𝐼) in

which cuts with finite capacity are in a one-to-one correspondence with the maximal antichains

of (S(𝐼), >), hence with stable matchings. We begin with the definition of the Next-to-Smallest

Dominating Stable Pair.

Definition 4.8. (Next-to-Smallest Dominating Stable Pair) Let 𝐼 = (𝐴, 𝐵, ≻) be a marriage in-

stance. Let 𝑎𝑏 ∈ S(𝐼), 𝑎′ ∈ 𝐴st(𝐼) with 𝑎′ ≠ 𝑎, and S𝑎′ (𝐼) = {𝑎′𝑏′1, 𝑎
′𝑏′2, . . . , 𝑎

′𝑏′𝑛𝑎′ } with

𝑏′1 ≺𝑎′ . . . ≺𝑎′ 𝑏
′
𝑛𝑎′

. Suppose 𝑎𝑏 is dominated by an element of S𝑎′ (𝐼), that is, there exists 𝑖 ∈ [𝑛𝑎′]
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such that 𝑎𝑏 <S 𝑎′𝑏′𝑖, and let 𝑖∗ = min{𝑖 ∈ [𝑛𝑎′] | 𝑎𝑏 <S 𝑎′𝑏′𝑖}. We define the Next-to-Smallest

Dominating Stable Pair of 𝑎𝑏 in S𝑎′ (𝐼) as 𝜎(𝑎𝑏, 𝑎′) = 𝑎′𝑏′
𝑖∗−1.

In order for 𝜎(𝑎𝑏, 𝑎′) to be well-defined in the above definition, 𝑏′
𝑖∗−1 needs to be well-defined

(i.e., 𝑖∗ ≥ 2). The following lemma shows this is always the case.

Lemma 4.9. Let 𝐼 = (𝐴, 𝐵, ≻) be a marriage instance. Let 𝑎𝑏 ∈ S(𝐼) and 𝑎′ ∈ 𝐴st(𝐼) with 𝑎′ ≠ 𝑎.

Let S𝑎′ (𝐼) = {𝑎′𝑏′1, 𝑎
′𝑏′2, . . . , 𝑎

′𝑏′𝑛𝑎′ } with 𝑏′1 ≺𝑎′ . . . ≺𝑎′ 𝑏
′
𝑛𝑎′

. If 𝑎𝑏 is dominated by an element

of S𝑎′ (𝐼) then min{𝑖 ∈ [𝑛𝑎′] | 𝑎𝑏 <S 𝑎′𝑏′𝑖} ≥ 2.

We are now ready to define the Cut Graph of a marriage instance. This is a capacitated di-

rect graph whose finite cuts are in a one-to-one correspondence with the stable matchings of the

instance.

Definition 4.10. (Cut Graph) Consider a marriage instance 𝐼 = (𝐴, 𝐵, ≻). The Cut Graph of 𝐼 is

a capacitated directed graph denoted by Gcut(𝐼). The vertices of Gcut(𝐼) are the stable pairs S(𝐼),

a source vertex 𝑠 and a sink vertex 𝑡. The arcs of Gcut(𝐼) are as follows: (i) for every 𝑎 ∈ 𝐴st(𝐼),

let S𝑎 (𝐼) = {𝑎𝑏1, 𝑎𝑏2, . . . , 𝑎𝑏𝑛𝑎} with 𝑏1 ≺𝑎 . . . ≺𝑎 𝑏𝑛𝑎 . Add an arc from 𝑎𝑏𝑖 to 𝑎𝑏𝑖+1 for every

𝑖 ∈ [𝑛𝑎 − 1] and an arc from 𝑠 to 𝑎𝑏𝑛𝑎 . (ii) for every 𝑎𝑏 ∈ S(𝐼) and 𝑎′ ∈ 𝐴st(𝐼) such that 𝑎′ ≠ 𝑎,

if 𝑎𝑏 is dominated by an element of S𝑎′ (𝐼), add an arc from 𝑎𝑏 to 𝜎(𝑎𝑏, 𝑎′). All arcs have infinite

capacity.

Note that 𝑡 is isolated in the cut graph. The following lemma shows that there is a one-to-one

correspondence between the 𝑠 − 𝑡 cuts of finite capacity of Gcut(𝐼) and the stable matchings of 𝐼.

Lemma 4.11. Let 𝐼 = (𝐴, 𝐵, ≻) be a marriage instance. The following is a bijection between 𝑠 − 𝑡

cuts of finite capacity in Gcut(𝐼) and stable matchings in 𝐼:

(𝑎) Let (𝐶,𝐶) be a finite capacity 𝑠− 𝑡 cut of Gcut(𝐼). Then, for every 𝑎 ∈ 𝐴st(𝐼), S𝑎 (𝐼) ∩𝐶 ≠ ∅.

Moreover, the matching 𝑀 where every agent 𝑎 ∈ 𝐴st(𝐼) is matched to its least preferred

pair in𝐶, i.e., the pair min<
𝐴
S𝑎 (𝐼)∩𝐶, and every other non-stable agent 𝑣 ∉ 𝐴st(𝐼)∪𝐵st(𝐼)

is matched to the outside option is a stable matching.
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(𝑏) Let 𝑀 be a stable matching of 𝐼. Let

𝐶 = {𝑠} ∪
⋃

𝑎∈𝐴st (𝐼)
{𝑎𝑏 ∈ S𝑎 (𝐼) | 𝑎𝑀 (𝑎) ≤𝐴 𝑎𝑏},

which is the union of {𝑠} and the set of all stable pairs that are greater than 𝑎𝑀 (𝑎) for every

stable agent 𝑎 ∈ 𝐴st(𝐼). Then (𝐶,𝐶) is an 𝑠 − 𝑡 cut of finite capacity of Gcut(𝐼).

4.2.2 Algorithm

We now present our algorithm for (EXP-2STO). First of all, note that adding a positive con-

stant 𝑐 ∈ Q+ to the cost functions 𝑐1 and 𝑐2 changes the objective value by exactly 𝑐 |𝐴st(𝐼1) | +

𝑐
∑
𝑆∈Θ 𝑝𝑆 |𝐴st(𝐼𝑆2 ) | which is a constant and does not depend on the chosen solution 𝑀1, {𝑀𝑆

2 }𝑆∈Θ.

Hence, without loss of generality, we suppose that the cost functions 𝑐1 and 𝑐2 are non-negative.

From now on, when necessary, we add a superscript indicating the instance at hand when referring

to an order. For example, we use >S , to refer to the poset of stable pairs of the first-stage instance

𝐼1. We construct a capacitated directed graph N(I) and show that (EXP-2STO) is equivalent to

the minimum 𝑠 − 𝑡 cut problem over N(I).

Consider the cut graphs Gcut(𝐼1) and {Gcut(𝐼𝑆2 )}𝑆∈Θ constructed following Definition 4.10 for

the first-stage instance 𝐼1 and second-stage instances {𝐼𝑆2 }𝑆∈Θ respectively. In order to distinguish

the vertices of these graphs, we use the notation [𝑣] to denote vertex 𝑣 when it belongs to Gcut(𝐼1)

and use [𝑣]𝑆 to denote 𝑣 when it belongs to Gcut(𝐼𝑆2 ). For example, [𝑠] denotes the vertex 𝑠 of

Gcut(𝐼1) and [𝑠]𝑆 denotes the vertex 𝑠 of Gcut(𝐼𝑆2 ).

High-level idea. Our directed graph N(I) is constructed in three steps.

(i) Bijection between finite capacity cuts and solutions (𝑀1, {𝑀𝑆
2 }𝑆∈Θ). We consider the cut

graphs Gcut(𝐼1) and {Gcut(𝐼𝑆2 )}𝑆∈Θ to which we add a super source vertex 𝑠 (resp., super

sink vertex 𝑡) that we link to [𝑠], {[𝑠]}𝑆∈Θ (resp., [𝑡], {[𝑡]𝑆}𝑆∈Θ) with infinite capacity arcs

in such a way that any 𝑠 − 𝑡 cut of finite capacity always includes (resp., precludes) the

vertices [𝑠], {[𝑠]}𝑆∈Θ (resp., [𝑡], {[𝑡]𝑆}𝑆∈Θ). This ensures that any 𝑠− 𝑡 cut of finite capacity
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of N(I) corresponds to a solution (𝑀1, {𝑀𝑆
2 }𝑆∈Θ), where 𝑀1 (resp., 𝑀𝑆

2 ) is a first- (resp.,

second-)stage stable matching. We next add arcs of finite positive capacity to capture the

cost of the solution (𝑀1, {𝑀𝑆
2 }𝑆∈S).

(ii) Cost 𝜆 · ∑𝑆∈S 𝑝𝑆𝑑𝑆 (𝑀1, 𝑀
𝑆
2 ). This is the most complex part of the construction, and the

one for which the new poset comes in handy. It is achieved by adding edges between graphs

Gcut(𝐼1) and Gcut(𝐼𝑆2 ) for all 𝑆 ∈ Θ. In particular, for every 𝑆 ∈ Θ we add edges between the

vertices of Gcut(𝐼1) and those of Gcut(𝐼𝑆2 ) such that an 𝑠 − 𝑡 cut of finite capacity is traversed

by a subset of these edges of total capacity 𝜆𝑝𝑆𝑑𝑆 (𝑀1, 𝑀
𝑆
2 ), where 𝑀1, 𝑀𝑆

2 are the stable

matchings corresponding to the cut. To do so, for every 𝑎 ∈ 𝐴 ∩ 𝑆, we would like to add

an arc of capacity 𝜆𝑝𝑆 from the copy of a pair 𝑎𝑏 in Gcut(𝐼𝑆2 ) to the copy of the pair 𝑎𝑏 in

Gcut(𝐼1) for every 𝑏 such that 𝑏 ⪰𝑎 ∅. This would ensure that an 𝑠 − 𝑡 cut of finite capacity

that takes from S𝑎 (𝐼1) the pairs that 𝑎 weakly prefers to 𝑎𝑏1 and from S𝑎 (𝐼𝑆2 ) the pairs that

weakly prefers to 𝑎𝑏2 (in which case 𝑎 will be matched to 𝑏1 and 𝑏2 in the corresponding first

and second stage stable matchings respectively) is traversed by exactly [𝑅𝑎 (𝑏2) − 𝑅𝑎 (𝑏1)]+

many pairs of capacity 𝜆𝑝𝑆. However, 𝑎𝑏 is not necessarily stable in 𝐼1 (resp., 𝐼𝑆2 ) and hence

[𝑎𝑏] (resp., [𝑎𝑏]𝑆) may not belong to the cut graph Gcut(𝐼1) (resp., Gcut(𝐼𝑆2 )). When 𝑎𝑏 is

not stable in a cut graph, our arcs connect instead, roughly speaking, the closest stable pair

𝑎𝑏′ to 𝑎𝑏 such that 𝑏′ ≺𝑎 𝑏.

(iii) Cost 𝑐1(𝑀1) +
∑
𝑆∈S 𝑝𝑆𝑐2(𝑀𝑆

2 ). These costs are captured using arcs between nodes of

Gcut(𝐼1) (resp., nodes of Gcut(𝐼𝑆2 ) for 𝑆 ∈ Θ) such that an 𝑠 − 𝑡 cut of finite capacity of

N(I) corresponding to the first- (resp., second-)stage stable matching 𝑀1 (resp., 𝑀𝑆
2 ) is

traversed by a subset of arcs of total capacity 𝑐1(𝑀1) + 𝜂 (resp., 𝑝𝑆𝑐2(𝑀𝑆
2 ) + 𝜂) for some

constant 𝜂.

Formal definition. Formally, our directed graph N(I) consists of the disjoint union of the cut

graphs Gcut(𝐼1) and {Gcut(𝐼𝑆2 )}𝑆∈Θ to which we add a super source vertex 𝑠 and super sink vertex

𝑡 and the following arcs,
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[𝑠]

[𝑠]𝑆 [𝑎𝑏2]𝑆 [𝑎𝑏3]𝑆 [𝑎𝑏1]𝑆 [𝑡]𝑆

[𝑎𝑏3] [𝑎𝑏5] [𝑎𝑏1] [𝑡]

𝑠 𝑡

Figure 4.2: An example of the construction of N(I). Fix 𝑎 ∈ 𝐴 ∩ 𝑆 and assume 𝑎 has a pref-
erence list 𝑏2 ≻𝑎 𝑏3 ≻𝑎 𝑏5 ≻𝑎 𝑏1 ≻𝑎 ∅. Suppose that S𝑎 (𝐼1) = {𝑎𝑏3, 𝑎𝑏5, 𝑎𝑏1} and S𝑎 (𝐼𝑆2 ) =
{𝑎𝑏2, 𝑎𝑏3, 𝑎𝑏1} for some scenario 𝑆 ∈ Θ. The figure depicts the subgraph of N(I) induced by
these stable pairs. The solid arcs have capacity ∞ while the dashed arcs have finite capacity. Sup-
pose the solution gives a cut (𝐶, 𝐶̄) such that {𝑠, [𝑠], [𝑎𝑏3], [𝑠]𝑆, [𝑎𝑏2]𝑆, [𝑎𝑏3]𝑆, [𝑎𝑏1]𝑆} ⊂ 𝐶 and
{[𝑎𝑏5], [𝑎𝑏1], [𝑡], [𝑡]𝑆, 𝑡} ⊂ 𝐶̄, such cut will correspond to matchings such that 𝑀1(𝑎) = 𝑏3 and
𝑀𝑆

2 (𝑎) = 𝑏1, and in this case the rank change is 2, which is consistent with the fact that exactly
two arcs from Gcut(𝐼𝑆2 ) to Gcut(𝐼1) traverse this cut.

(i) An arc from 𝑠 to [𝑠], an arc from 𝑠 to [𝑠]𝑆 for all 𝑆 ∈ Θ, an arc from [𝑡] to 𝑡 and an arc from

[𝑡]𝑆 to 𝑡 for all 𝑆 ∈ Θ, all of infinite capacity.

(ii) Consider a second-stage scenario 𝑆 ∈ Θ and let 𝑎 ∈ 𝐴∩𝑆 be an agent present both in the first-

and second-stage. Let 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅ and let Π(𝑎𝑏) = {𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}

and Π𝑆 (𝑎𝑏) = {𝑎𝑏′ ∈ S𝑎 (𝐼𝑆2 ) | 𝑎𝑏
′ ≤

𝐴
𝑎𝑏} define,

Ψ(𝑎𝑏) =


[𝑠] if 𝑎 ∉ 𝐴st(𝐼1)

[𝑡] elif Π(𝑎𝑏) = ∅

[max<
𝐴
Π(𝑎𝑏)] otherwise

, Ψ𝑆 (𝑎𝑏) =


[𝑠]𝑆 if 𝑎 ∉ 𝐴st(𝐼𝑆2 )

[𝑡]𝑆 elif Π𝑆 (𝑎𝑏) = ∅

[max<
𝐴
Π𝑆 (𝑎𝑏)]𝑆 otherwise

.

add an arc of capacity 𝜆𝑝𝑆10 from Ψ𝑆 (𝑎𝑏) to Ψ(𝑎𝑏).
10For the generalized version of the dissatisfaction function in Theorem 4.1, if 𝑏 is not the most preferred school of
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(iii) Let 𝑎 ∈ 𝐴st(𝐼1) and let S𝑎 (𝐼1) = {𝑎𝑏1, 𝑎𝑏2, . . . , 𝑎𝑏𝑛𝑎} with 𝑏1 ≺𝑎 . . . ≺𝑎 𝑏𝑛𝑎 . Add an arc

from [𝑠] to [𝑎𝑏𝑖] of capacity 𝑐1(𝑎𝑏𝑖+1) for every 𝑖 ∈ [1, 𝑛𝑎 − 1]. Add an arc from [𝑎𝑏𝑖] to

[𝑡] of capacity 𝑐1(𝑎𝑏𝑖) for every 𝑖 ∈ [1, 𝑛𝑎]. Similarly, for every 𝑆 ∈ Θ, let 𝑎 ∈ 𝐴st(𝐼𝑆2 ) and

let S𝑎 (𝐼𝑆2 ) = {𝑎𝑏1, 𝑎𝑏2, . . . , 𝑎𝑏𝑛𝑎} with 𝑏1 ≺𝑎 . . . ≺𝑎 𝑏𝑛𝑎 , add an arc arc from [𝑠]𝑆 to [𝑎𝑏𝑖]𝑆

of capacity 𝑝𝑆𝑐2(𝑎𝑏𝑖+1) for every 𝑖 ∈ [1, 𝑛𝑎 − 1] and an arc from [𝑎𝑏𝑖]𝑆 to [𝑡]𝑆 of capacity

𝑝𝑆𝑐2(𝑎𝑏𝑖) for every 𝑖 ∈ [1, 𝑛𝑎].

The following lemma shows that solving (EXP-2STO) is equivalent to solving the minimum

𝑠 − 𝑡 cut problem over N(I).

Lemma 4.12. Let (𝐶,𝐶) be a minimum 𝑠 − 𝑡 cut in N(I). Let [𝐶] (resp., [𝐶]𝑆) denote the

pairs corresponding to the vertices of 𝐶 from the first-stage (resp., scenario 𝑆 of the second-stage)

cut graph. Let 𝑀1 be the matching where every stable agent in the first stage 𝑎 ∈ 𝐴st(𝐼1) is

matched to its least preferred stable pair in [𝐶], i.e., the pair min<
𝐴
S𝑎 (𝐼1) ∩ [𝐶] (which exists

as S𝑎 (𝐼1) ∩ [𝐶] ≠ ∅ by Lemma 4.11), and every other non-stable agent 𝑣 ∉ 𝐴st(𝐼1) ∪ 𝐵st(𝐼1) is

matched to the outside option. Similarly, for every scenario 𝑆 ∈ Θ, let 𝑀𝑆
2 be the matching where

every stable agent in the second stage 𝑎 ∈ 𝐴st(𝐼𝑆2 ) is matched to its least preferred stable pair in

[𝐶]𝑆, i.e., the pair min<
𝐴
S𝑎 (𝐼𝑆2 ) ∩ [𝐶]𝑆 (which exists as S𝑎 (𝐼𝑆2 ) ∩ [𝐶]𝑆 ≠ ∅ by Lemma 4.11), and

every other non-stable agent 𝑣 ∉ 𝐴st(𝐼𝑆2 ) ∪ 𝐵
st(𝐼𝑆2 ) is matched to the outside option. Then 𝑀1 and

{𝑀𝑆
2 }𝑆∈Θ are stable matchings and an optimal solution of (EXP-2STO).

Our first main result Theorem 4.2 follows immediately from Theorem 4.12.

4.3 Sampling Oracle Model

We consider in this section the more general model where the second-stage distribution D of

an instance I is given by a sampling oracle. We show an hardness result for the problem under

this more general input model and give an arbitrary good additive approximation.

𝑎, let 𝑏′ = min≻𝑎 {𝑏′′ |𝑏′′ ≻𝑎 𝑏}, then use here capacity (𝑤(𝑎𝑏) − 𝑤(𝑎𝑏′)) · 𝜆𝑝𝑆 ≥ 0 instead.
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4.3.1 Computational Complexity

We begin by showing the hardness result.

Lemma 4.13. Suppose that there exists an algorithmA such that given any instance I of (2STO),

algorithm A solves the two-stage problem over I (i.e., finds either the optimal solution or the

optimal value) in time and number of calls to the sampling oracle that is polynomial in the input

size Nimp(I). Then A can be used to count the number of vertex covers in any undirected graph

𝐺 (𝑉, 𝐸) in time polynomial in |𝑉 |.

Our second main result Theorem 4.3 follows from Theorem 4.13 and the fact that the counting

problem of vertex covers is #P-Hard [118], hence a polynomial time algorithm for this problem

would imply that #P=FP, which in turns implies that P=NP (see, e.g., [140]).

4.3.2 Algorithm

We now give a near-optimal additive approximation to the two-stage problem (2STO). Our

algorithm is sampling based and runs in time pseudopolynomial in the input.

Our starting point is to approximate the expected value in the two-stage stochastic problem

(2STO) by a sample average over 𝑁 i.i.d. samples. This method, known in the stochastic pro-

gramming literature as the Sample Average Approximation (SAA) method has been widely used to

approximate two-stage stochastic combinatorial problems [119, 120, 121, 122]. In particular, let

𝑆1, . . . , 𝑆𝑁 be 𝑁 i.i.d. samples drawn from the distribution D. We replace the expected value in

the two-stage stochastic problem (2STO) with the sample average taken over 𝑆1, . . . , 𝑆𝑁 . We get

the following sample average minimization problem,

min
𝑀1∈M 𝐼1

𝑐1(𝑀1) +
1
𝑁

𝑁∑︁
𝑗=1

min
𝑀
𝑗

2 ∈M 𝐼
𝑗

2

𝑐2(𝑀 𝑗

2 ) + 𝑑𝑆 𝑗 (𝑀1, 𝑀
𝑗

2 ). (SAA)

Note that (SAA) is an instance of (EXP-2STO) where Θ = {𝑆1, . . . , 𝑆𝑁 } and 𝑝𝑆 = 1
𝑁

for all

𝑆 ∈ Θ, and can therefore be solved exactly using our algorithm for explicitly specified distributions,
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in time polynomial in 𝑁 and the other input parameters. It remains to show that, for any 𝜖 > 0, a

relatively small number of samples 𝑁 is enough to get an 𝜖 additive approximation of (SAA) with

high probability.

Let 𝑀̂1 be an optimal solution of the sample average problem (SAA). The following lemma

bounds the (additive) quality of the first-stage stable matching 𝑀̂1 in the original problem (SAA)

as a function of the number of samples 𝑁 .

Lemma 4.14. Let 𝛼 ∈ (0, 1). Then with probability at least 1 − 𝛼 it holds that,

valI (𝑀̂1) ≤ valI (𝑀I1 ) + 4|𝐴| (max
𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |)

√︂
max{|𝐴|, |𝐵 |} log(3.88) − log(𝛼)

𝑁
.

Our third result Theorem 4.4 follows immediately from Theorem 4.14. In particular, for any

𝜖 > 0, a number of samples

𝑁 =

(
4|𝐴| (max

𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |)

)2 max{|𝐴|, |𝐵 |} log(3.88) − log(𝛼)
𝜖2

is enough to get an 𝜖 additive approximation with probability at least 1 − 𝛼.

4.4 Numerical Experiments

Experimental Setup. We consider an instance of (2STO) with 𝑛 = 50 students and schools of

uniformly randomly generated preferences. We suppose that each agent leaves the market in the

second-stage with probability 𝑝 = 0.25 independently of the other agents. In terms of costs, we

set the cost of a pair 𝑎𝑏, 𝑐1(𝑎𝑏) and 𝑐2(𝑎𝑏), to be the average rank between the two sides11, and

solve the problem for different values of the penalty coefficient 𝜆. We compare the performance

of five first-stage matchings: the optimal matching computed by our algorithm denoted by 𝑀∗,

the one-side optimal matchings 𝑀0 and 𝑀𝑧 that are the common practice that is usually used, the

matching 𝑀̂ maximizing 𝑐1, and the optimal matching in hindsight 𝑀off, that is, the first-stage

11This is known as an egalitarian stable matching (see, e.g., [112]), since it balances between the utilities of the two
sides of the market.
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stable matching that would have been optimal to take if one knew the realization of the second-

stage distribution.

Results. We observe that for a wide range of 𝜆, the optimal stable matching is different from

𝑀0, 𝑀𝑧, and 𝑀̂ . Moreover, the optimal value val(𝑀∗) is relatively close to the optimal value

in hindsight val(𝑀off). Observe that for large values of 𝜆 (in which case we are more in favor

of minimizing the students downgrades in the second-stage than the quality of the matching), the

optimal matching becomes 𝑀𝑧. Our results suggest that for a wide range of 𝜆, it is better to choose

𝑀∗ over choosing 𝑀0, 𝑀𝑧, or 𝑀̂ in the first-stage. They also suggest that 𝑀∗ will not be a lot

worse than what we could have done in hindsight.

Figure 4.3: Simulation results on an instance with 50 students and 50 schools.

Choosing the coefficient 𝜆. The coefficient 𝜆 balances the trade-off between minimizing changes

across the two stages and maximizing the quality of the matchings. In practice, the appropriate

value of 𝜆 is application-dependent, and a good coefficient can be learned through qualitative

feedback from participants (e.g., students and faculty).

122



Conclusion

In this dissertation, we study fundamental resource planning and allocation problems under uncer-

tainty through a structural lens. Our results demonstrate that a good understanding of problems’

structure is crucial to designing policies that perform efficiently in practice.

In Chapter 1, we study two-stage robust covering problems under demand uncertainty, moti-

vated by inventory planning settings in which reordering after customer demand is revealed is an

option. We develop an LP-based approximation with near-optimal guarantees that significantly

outperforms state-of-the-art solution methods in practice. In Chapter 2, we reexamine the inven-

tory planning question in a multi-location setting where demand realizes sequentially over time.

We design tractable and theoretically grounded policies based on a novel hierarchical decompo-

sition of the underlying metric space. In Chapter 3, we tackle the fully dynamic load-balancing

problem, with applications in bike-sharing systems and parallel computing. We present the first

constant-competitive algorithm with constant amortized recourse under bounded job degrees. In

Chapter 4, we model and analyze uncertainty in the School Choice problem arising from agents

entering or exiting the market after an initial stable matching is determined.

Our work leaves many interesting and exciting future research directions. One promising av-

enue is extending our two-stage inventory planning frameworks to multi-stage settings. Another

key direction involves extending our study of the fully dynamic load balancing problem to settings

where distributional information on job arrivals and departures is available. Such an extension

would likely foster interesting connections between queuing theory and the literature on fully dy-

namic algorithms. Finally, investigating other types of uncertainty in matching markets presents a

compelling and urgent research question. While our work on two-stage stochastic stable match-

ing is among the first to address uncertainty in these markets, much remains to be studied and

understood in this direction, offering rich opportunities for future research.
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[114] A. Abdulkadiroğlu, P. A. Pathak, and A. E. Roth, “The New York City high school match,”
American Economic Review, vol. 95, no. 2, pp. 364–367, 2005.

132



[115] A. E. Roth and E. Peranson, “The redesign of the matching market for american physicians:
Some engineering aspects of economic design,” American Economic Review, vol. 89, no. 4,
pp. 748–780, 1999.

[116] Y. Faenza and X. Zhang, “Legal assignments and fast EADAM with consent via classic
theory of stable matchings,” Operations Research, vol. 70, no. 3, pp. 1873–1890, 2022.

[117] V. T. Chakaravarthy, V. Pandit, S. Roy, and Y. Sabharwal, “Finding independent sets in
unions of perfect graphs,” in IARCS Annual Conference on Foundations of Software Tech-
nology and Theoretical Computer Science (FSTTCS 2010), 251–259, vol. 8, 2010.

[118] J. S. Provan and M. O. Ball, “The complexity of counting cuts and of computing the proba-
bility that a graph is connected,” SIAM Journal on Computing, vol. 12, no. 4, pp. 777–788,
1983.

[119] M. Charikar, C. Chekuri, and M. Pál, “Sampling bounds for stochastic optimization,” in In-
ternational Workshop on Approximation Algorithms for Combinatorial Optimization, 257–
269, 2005.

[120] R Ravi and A. Sinha, “Hedging uncertainty: Approximation algorithms for stochastic op-
timization problems,” Mathematical Programming, vol. 108, pp. 97–114, 2006.

[121] C. Swamy and D. B. Shmoys, “The sample average approximation method for 2-stage
stochastic optimization,” Unpublished manuscript, 2004.

[122] C. Swamy and D. B. Shmoys, “Sampling-based approximation algorithms for multi-stage
stochastic optimization,” in 46th Annual IEEE Symposium on Foundations of Computer
Science (FOCS’05), 357–366, 2005.

[123] K. Gajulapalli, J. A. Liu, T. Mai, and V. V. Vazirani, “Stability-preserving, time-efficient
mechanisms for school choice in two rounds,” in 40th IARCS Annual Conference on Foun-
dations of Software Technology and Theoretical Computer Science (FSTTCS 2020), 2020.

[124] O. Compte and P. Jehiel, “Voluntary participation and re-assignment in two-sided match-
ing,” Unpublished. http://www. enpc.fr/ceras/compte/matchingparticipation. pdf, 2008.

[125] R. Bredereck, J. Chen, D. Knop, J. Luo, and R. Niedermeier, “Adapting stable matchings
to evolving preferences,” in Proceedings of the AAAI Conference on Artificial Intelligence,
2020.

[126] E. Bampis, B. Escoffier, and P. Youssef, “Online 2-stage stable matching,” Discrete Applied
Mathematics, 2023.

[127] S. Khuller, S. G. Mitchell, and V. V. Vazirani, “On-line algorithms for weighted bipartite
matching and stable marriages,” Theoretical Computer Science, 1994.

133



[128] K. L. Mentzer, “Student assignment design for the San Francisco unified school district,”
Ph.D. dissertation, Stanford University, 2023.

[129] I. Feigenbaum, Y. Kanoria, I. Lo, and J. Sethuraman, “Dynamic matching in school choice:
Efficient seat reassignment after late cancellations,” Management Science, 2020.

[130] B. Genc, M. Siala, G. Simonin, and B. O’Sullivan, “Finding robust solutions to stable
marriage,” in Proceedings of the Twenty-Sixth International Joint Conference on Artificial
Intelligence (IJCAI), 2017.

[131] B. Genc, M. Siala, G. Simonin, and B. O’Sullivan, “Complexity study for the robust stable
marriage problem,” Theoretical Computer Science, 2019.

[132] J. Chen, P. Skowron, and M. Sorge, “Matchings under preferences: Strength of stability
and tradeoffs,” ACM Transactions on Economics and Computation, 2021.

[133] Y. Feng, R. Niazadeh, and A. Saberi, “Two-stage stochastic matching with application to
ride hailing,” in Proceedings of the 2021 ACM-SIAM Symposium on Discrete Algorithms
(SODA), 2021.

[134] I. Katriel, C. Kenyon-Mathieu, and E. Upfal, “Commitment under uncertainty: Two-stage
stochastic matching problems,” Theoretical Computer Science, 2008.

[135] B. Verweij, S. Ahmed, A. J. Kleywegt, G. Nemhauser, and A. Shapiro, “The sample aver-
age approximation method applied to stochastic routing problems: A computational study,”
Computational optimization and applications, vol. 24, pp. 289–333, 2003.

[136] D. B. Shmoys and M. Sozio, “Approximation algorithms for 2-stage stochastic scheduling
problems,” in Integer Programming and Combinatorial Optimization: 12th International
IPCO Conference, 2007.

[137] I. Bomze, M. Chimani, M. Jünger, I. Ljubić, P. Mutzel, and B. Zey, “Solving two-stage
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Appendix A: LP-based Approximations for Disjoint Bilinear and Two-Stage

Adjustable Robust Optimization

A.1 Chernoff bounds

Proof of Chernoff bounds (𝑎). From Markov’s inequality we have for all 𝑡 > 0,

P(Ξ ≥ (1 + 𝛿)𝑠) = P(𝑒𝑡Ξ ≥ 𝑒𝑡 (1+𝛿)𝑠) ≤ E(𝑒𝑡Ξ)
𝑒𝑡 (1+𝛿)𝑠

.

Denote 𝑝𝑖 the parameter of the Bernoulli 𝜒𝑖. By independence, we have

E(𝑒𝑡Ξ) =
𝑟∏
𝑖=1

E(𝑒𝑡𝜖𝑖 𝜒𝑖 ) =
𝑟∏
𝑖=1

(
𝑝𝑖𝑒

𝑡𝜖𝑖 + 1 − 𝑝𝑖
)
≤

𝑟∏
𝑖=1

exp
(
𝑝𝑖 (𝑒𝑡𝜖𝑖 − 1)

)
where the inequality holds because 1 + 𝑥 ≤ 𝑒𝑥 for all 𝑥 ∈ R. By taking 𝑡 = ln(1 + 𝛿) > 0, the right

hand side becomes

𝑟∏
𝑖=1

exp (𝑝𝑖 ((1 + 𝛿)𝜖𝑖 − 1)) ≤
𝑟∏
𝑖=1

exp (𝑝𝑖𝛿𝜖𝑖) = exp (𝛿 · E(Ξ)) ≤ 𝑒𝛿𝑠,

where the first inequality holds because (1 + 𝑥)𝜖 ≤ 1 + 𝛼𝑥 for any 𝑥 ≥ 0 and 𝜖 ∈ [0, 1] and the

second one because 𝑠 ≥ E(Ξ) = ∑𝑟
𝑖=1 𝜖𝑖𝑝𝑖. Hence, we have

E(𝑒𝑡Ξ) ≤ 𝑒𝛿𝑠 .

On the other hand,

𝑒𝑡 (1+𝛿)𝑠 = (1 + 𝛿) (1+𝛿)𝑠 .
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Therefore,

P(Ξ ≥ (1 + 𝛿)𝑠) ≤
(

𝑒𝛿𝑠

(1 + 𝛿) (1+𝛿)𝑠

)
=

(
𝑒𝛿

(1 + 𝛿)1+𝛿

) 𝑠
.

□

Proof of Chernoff bounds (𝑏). From Markov’s inequality we have for all 𝑡 < 0,

P(Ξ ≤ (1 − 𝛿)E(Ξ)) = P(𝑒𝑡Ξ ≥ 𝑒𝑡 (1−𝛿)E(Ξ)) ≤ E(𝑒𝑡Ξ)
𝑒𝑡 (1−𝛿)E(Ξ)

.

Denote 𝑝𝑖 the parameter of the Bernoulli 𝜒𝑖. By independence, we have

E(𝑒𝑡Ξ) =
𝑟∏
𝑖=1

E(𝑒𝑡𝜖𝑖 𝜒𝑖 ) =
𝑟∏
𝑖=1

(
𝑝𝑖𝑒

𝑡𝜖𝑖 + 1 − 𝑝𝑖
)
≤

𝑟∏
𝑖=1

exp
(
𝑝𝑖 (𝑒𝑡𝜖𝑖 − 1)

)
,

where the inequality holds because 1 + 𝑥 ≤ 𝑒𝑥 for all 𝑥 ∈ R. We take 𝑡 = ln(1 − 𝛿) < 0. We have

𝑡 ≤ −𝛿, hence,

𝑟∏
𝑖=1

exp
(
𝑝𝑖 (𝑒𝑡𝜖𝑖 − 1)

)
=

𝑟∏
𝑖=1

exp (𝑝𝑖 ((1 − 𝛿)𝜖𝑖 − 1)) ≤
𝑟∏
𝑖=1

exp (−𝑝𝑖𝛿𝜖𝑖) ,

where the inequality holds because (1 − 𝑥)𝜖 ≤ 1 − 𝜖𝑥 for any 0 < 𝑥 < 1 and 𝜖 ∈ [0, 1]. Therefore,

E(𝑒𝑡Ξ) ≤
𝑟∏
𝑖=1

exp (−𝑝𝑖𝛿𝜖𝑖) = 𝑒−𝛿E(Ξ) .

On the other hand,

𝑒𝑡 (1−𝛿)E(Ξ) = (1 − 𝛿) (1−𝛿)E(Ξ) .

Therefore,

P(Ξ ≤ (1 − 𝛿)E(Ξ)) ≤
(

𝑒−𝛿E(Ξ)

(1 − 𝛿) (1−𝛿)E(Ξ)

)
=

(
𝑒−𝛿

(1 − 𝛿)1−𝛿

)E(Ξ)
.

Finally, we have for any 0 < 𝛿 < 1,

ln(1 − 𝛿) ≥ −𝛿 + 𝛿
2

2
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which implies

(1 − 𝛿) · ln(1 − 𝛿) ≥ −𝛿 + 𝛿
2

2

and consequently (
𝑒−𝛿

(1 − 𝛿)1−𝛿

)E(Ξ)
≤ 𝑒

−𝛿2E(Ξ)
2 .

□

A.2 Proof of Theorem 1.7

Our proof uses a polynomial time transformation from the Monotone Not-All-Equal 3-satisfiability

(MNAE3SAT) NP-complete problem (Schaefer [141]). In the (MNAE3SAT), we are given a col-

lection of Boolean variables and a collection of clauses, each of which combines three variables.

(MNAE3SAT) is the problem of determining if there exists a truth assignment where each close

has at least one true and one false literal. This is a subclass of the Not-All-Equal 3-satisfiability

problem where the variables are never negated.

Consider an instance I of (MNAE3SAT), let V be the set of variables of I and let C be the

set of clauses. Let A ∈ {0, 1} |C|×|V| be the variable-clause incidence matrix such that for every

variable 𝑣 ∈ V and clause 𝑐 ∈ C we have 𝐴𝑐𝑣 = 1 if and only if the variable 𝑣 belongs to the clause

𝑐. We consider the following instance of CDB denoted by I′,

min
x,y

∑︁
𝑣∈V

𝑥𝑣𝑦𝑣

𝑠.𝑡 Ax ≥ e, x ≥ 0

Ay ≥ e, y ≥ 0.

(I′)

Let 𝑧I′ denote the optimum of I′. We show that I has a truth assignment where each clause

has at least one true and one false literal if and only if 𝑧I′ = 0.

First, suppose 𝑧I′ = 0. Let (x, y) be an optimal solution of I′. Let x̃ such that 𝑥𝑣 = 1{𝑥𝑣>0} for
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all 𝑣 ∈ V. We claim that (x̃, e− x̃) is also an optimal solution of I. In fact, for all 𝑐 ∈ C, we have,

∑︁
𝑣∈V

𝐴𝑐𝑣𝑥𝑣 ≥ 1,

hence, ∑︁
𝑣∈V

𝐴𝑐𝑣 min(𝑥𝑣, 1) ≥ 1,

since the entries of A are in {0, 1}. Therefore,

∑︁
𝑣∈V

𝐴𝑐𝑣𝑥𝑣 ≥
∑︁
𝑣∈V

𝐴𝑐𝑣 min(𝑥𝑣, 1) ≥ 1.

Finally, Ax̃ ≥ e. Similarly, for all 𝑐 ∈ C we have,

∑︁
𝑣∈V

𝐴𝑐𝑣𝑦𝑣 ≥ 1,

hence, ∑︁
𝑣∈V

𝐴𝑐𝑣 min(𝑦𝑣, 1) ≥ 1,

since the entries of A are in {0, 1}. Therefore,

∑︁
𝑣∈V

𝐴𝑐𝑣 (1 − 𝑥𝑣) ≥
∑︁
𝑣∈V

𝐴𝑐𝑣 (1 − 𝑥𝑣)min(𝑦𝑣, 1) =
∑︁
𝑣∈V

𝐴𝑐𝑣 min(𝑦𝑣, 1) ≥ 1.

where the equality follows from the fact that 𝑦𝑣 = 0 for all 𝑣 such that 𝑥𝑣 = 1. Note that∑
𝑣∈V 𝑥𝑣𝑦𝑣 = 𝑧I′ = 0. This implies that A(e − x̃) ≥ e. Therefore, (x̃, e − x̃) is a feasible so-

lution of I′ with objective value
∑
𝑣∈V 𝑥𝑣 (1 − 𝑥𝑣) = 0 = 𝑧I′ . It is therefore an optimal solution.

Consider now the truth assignment where a variable 𝑣 is set to be true if and only if 𝑥𝑣 = 1. We

show that each clause in such assignment has at least one true and one false literal. In particular,

consider a clause 𝑐 ∈ C, since, ∑︁
𝑣∈V

𝐴𝑐𝑣𝑥𝑣 ≥ 1,
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there must be a variable 𝑣 belonging to the clause 𝑐 such that 𝑥𝑣 = 1. Similarly, since

∑︁
𝑣∈V

𝐴𝑐𝑣 (1 − 𝑥𝑣) ≥ 1,

there must be a variable 𝑣 belonging to the clause 𝑐 such that 𝑥𝑣 = 0. This implies that our

assignment is such that the clause 𝑐 has at least one true and one false literal.

Conversely, suppose there exists a truth assignment of I where each clause has at least one

false and one true literal. We show that 𝑧I′ = 0. In particular, define x such that for all 𝑣 ∈ V we

have 𝑥𝑣 = 1 if and only if 𝑣 is assigned true. We have for all 𝑐 ∈ C,

∑︁
𝑣∈V

𝐴𝑐𝑣𝑥𝑣 ≥ 1,

since at least one of the variables of 𝑐 is assigned true. And,

∑︁
𝑣∈V

𝐴𝑐𝑣 (1 − 𝑥𝑣) ≥ 1,

since at least one of the variables of 𝑐 is assigned false. Hence, (x, e − x) is feasible for I′ with

objective value
∑
𝑣∈V 𝑥𝑣 (1 − 𝑥𝑣) = 0. It is therefore an optimal solution and 𝑧I′ = 0.

If there exists a polynomial time algorithm approximating CDB to some finite factor, such an

algorithm can be used to decide in polynomial time whether 𝑧I′ = 0 or not, which is equivalent to

solving I in polynomial time; a contradiction. □

A.3 Derivation of the first level relaxation of the RLT hierarchy.

Let us begin by writing PDB in the following equivalent epigraph form,
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max
x,y,u,v,w

𝑛∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝑢𝑖𝑖

𝑢𝑖 𝑗 ≤ 𝑥𝑖𝑦 𝑗 , ∀𝑖, 𝑗

𝑣𝑖, 𝑗 ≤ 𝑥𝑖𝑥 𝑗 , ∀𝑖, 𝑗

𝑤𝑖, 𝑗 ≤ 𝑦𝑖𝑦 𝑗 , ∀𝑖, 𝑗
𝑛∑︁
𝑖=1

𝜃𝑖P𝑖𝑥𝑖 ≤ p,

𝑛∑︁
𝑖=1

𝛾𝑖Q𝑖𝑦𝑖 ≤ q,

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖.

Reformulation phase. In the reformulation phase we add to the above program the polynomial

constraints we get from multiplying all the linear constraints by linear constraints by 𝑥𝑖, 𝑦𝑖, (1− 𝑥𝑖)

and (1 − 𝑦𝑖) for all 𝑖 ∈ [𝑛]. We get the following equivalent formulation of PDB,
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max
x,y,u,v,w

𝑛∑︁
𝑖=1

𝜃𝑖𝛾 𝑗𝑢𝑖𝑖

𝑢𝑖 𝑗 ≤ 𝑥𝑖𝑦 𝑗 , ∀𝑖, 𝑗 ,

𝑣𝑖, 𝑗 ≤ 𝑥𝑖𝑥 𝑗 , ∀𝑖, 𝑗

𝑤𝑖, 𝑗 ≤ 𝑦𝑖𝑦 𝑗 , ∀𝑖, 𝑗
𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑥 𝑗 ≤ p,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑥 𝑗𝑥𝑖 ≤ p𝑥𝑖,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗 (𝑥 𝑗 − 𝑥 𝑗𝑥𝑖) ≤ p(1 − 𝑥𝑖)

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑥 𝑗 𝑦𝑖 ≤ p𝑦𝑖,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗 (𝑥 𝑗 − 𝑦𝑖𝑥 𝑗 ) ≤ p(1 − 𝑦𝑖)

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 𝑦 𝑗 ≤ q,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 𝑦 𝑗𝑥𝑖 ≤ q𝑥𝑖,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 (𝑦 𝑗 − 𝑦 𝑗𝑥𝑖) ≤ p(1 − 𝑥𝑖)

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 𝑦 𝑗 𝑦𝑖 ≤ q𝑦𝑖,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 (𝑦 𝑗 − 𝑦 𝑗 𝑦𝑖) ≤ p(1 − 𝑦𝑖)

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖

𝑥𝑖𝑥 𝑗 ≤ 𝑥𝑖, 𝑥𝑖𝑥 𝑗 ≤ 𝑥 𝑗 ,

𝑦𝑖𝑦 𝑗 ≤ 𝑦𝑖, 𝑦𝑖𝑦 𝑗 ≤ 𝑦 𝑗 ,

𝑥𝑖𝑦 𝑗 ≤ 𝑥𝑖, 𝑥𝑖𝑦 𝑗 ≤ 𝑦 𝑗 ,
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Linearization phase. We replace the bilinear terms 𝑥𝑖𝑦 𝑗 , 𝑥𝑖𝑥 𝑗 and 𝑦𝑖𝑦 𝑗 in the above LP with their

respective lower-bounds 𝑢𝑖 𝑗 , 𝑣𝑖, 𝑗 , 𝑤𝑖, 𝑗 . We get the following linear relaxation of PDB,

max
x,y,u,v,w

𝑛∑︁
𝑖=1

𝜃𝑖𝛾 𝑗𝑢𝑖𝑖

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑥 𝑗 ≤ p,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑣𝑖, 𝑗 ≤ p𝑥𝑖,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗 (𝑥 𝑗 − 𝑣𝑖, 𝑗 ) ≤ p(1 − 𝑥𝑖)

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑢 𝑗𝑖 ≤ p𝑦𝑖,

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗 (𝑥 𝑗 − 𝑢 𝑗𝑖) ≤ p(1 − 𝑦𝑖)

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 𝑦 𝑗 ≤ q,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗𝑢𝑖 𝑗 ≤ q𝑥𝑖,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 (𝑦 𝑗 − 𝑢𝑖 𝑗 ) ≤ q(1 − 𝑥𝑖)

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗𝑤𝑖, 𝑗 ≤ q𝑦𝑖,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 (𝑦 𝑗 − 𝑤𝑖, 𝑗 ) ≤ q(1 − 𝑦𝑖)

0 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑦𝑖 ≤ 1, ∀𝑖

𝑣𝑖, 𝑗 ≤ 𝑥𝑖, 𝑣𝑖, 𝑗 ≤ 𝑥 𝑗 ,

𝑤𝑖, 𝑗 ≤ 𝑦𝑖, 𝑤𝑖, 𝑗 ≤ 𝑦 𝑗 ,

𝑢𝑖 𝑗 ≤ 𝑥𝑖, 𝑢𝑖 𝑗 ≤ 𝑦 𝑗 .
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The above LP is known as the first level relaxation of the RLT hierarchy. The above LP can be

further simplified as follows: the constraints in v and w in the above are redundant and can be

removed without loss of generality. In fact, for any feasible solution x, y, u of the resulting LP,

one can take 𝑣𝑖, 𝑗 = 𝑥𝑖𝑥 𝑗 and 𝑤𝑖, 𝑗 = 𝑦𝑖𝑦 𝑗 to get a feasible solution of the above LP with same

cost, and conversely for every feasible solution x, y, u, v,w of the above LP, the solution x, y, u is

a feasible solution of the resulting LP with same cost. Also, the first (resp. sixth) set of constraints

in the above LP can be obtained by summing the fourth and fifth (resp. seventh and eighth) set of

constraints and can therefore be removed as well. We get the following equivalent LP relaxation

of PDB that we refer to as the first level relaxation of the RLT hierarchy,

max
x,y,u

𝑛∑︁
𝑖=1

𝜃𝑖𝛾 𝑗𝑢𝑖𝑖

𝑛∑︁
𝑗=1
𝜃 𝑗P 𝑗𝑢 𝑗𝑖 ≤ p𝑦𝑖,

𝑛∑︁
𝑗=1
𝜃𝑖P 𝑗 (𝑥 𝑗 − 𝑢 𝑗𝑖) ≤ p(1 − 𝑦𝑖)

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗𝑢𝑖 𝑗 ≤ q𝑥𝑖,

𝑛∑︁
𝑗=1
𝛾 𝑗Q 𝑗 (𝑦 𝑗 − 𝑢𝑖 𝑗 ) ≤ q(1 − 𝑥𝑖)

0 ≤ 𝑢𝑖 𝑗 ≤ 𝑥𝑖 ≤ 1, 0 ≤ 𝑢𝑖 𝑗 ≤ 𝑦 𝑗 ≤ 1.

(FL-RLT)

A.4 Proof of Lemma 1.9.

Let 𝝎∗ be an optimal solution of QLP(𝛽x), consider 𝜔̃1, . . . , 𝜔̃𝑚 i.i.d. Bernoulli random vari-

ables such that P(𝜔̃𝑖 = 1) = 𝜔∗
𝑖

for all 𝑖 ∈ [𝑚] and let (h, z) such that ℎ𝑖 =
𝛾𝑖𝜔̃𝑖
𝛽

and 𝑧𝑖 =
𝜃𝑖𝜔̃𝑖
𝜂

for all

𝑖 ∈ [𝑚]. We show that (h, z) satisfies the properties (1.5) with a constant probability. In particular,

we have,
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P(
𝑚∑︁
𝑖=1

b𝑖𝑧𝑖 ≰ d) = P

(
𝑚∑︁
𝑖=1

𝜃𝑖b𝑖
𝜔̃𝑖

𝜂
≰ d

)
≤

𝑛∑︁
𝑗=1

P

(
𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗
𝜔̃𝑖

𝜂
> 𝑑 𝑗

)
=

∑︁
𝑗∈[𝑛]:𝑑 𝑗>0

P

(
𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗

𝑑 𝑗
𝜔̃𝑖 > 𝜂

)
≤

∑︁
𝑗∈[𝑛]:𝑑 𝑗>0

(
𝑒𝜂−1

𝜂𝜂

)
≤ 𝑛𝑒

𝜂−1

𝜂𝜂
,

where the first inequality follows from a union bound on n constraints. The second equality holds

because for all 𝑗 ∈ [𝑛] such that 𝑑 𝑗 = 0 we have

P

(
𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗
𝜔̃𝑖

𝜂
> 𝑑 𝑗

)
= 0.

Note that 𝑑 𝑗 = 0 implies
𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗
𝜔∗
𝑖

𝜂
= 0,

by feasibility of 𝝎∗ in QLP(𝛽x). Therefore,

𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗
𝜔̃𝑖

𝜂
= 0,

almost surely. The second inequality follows from the Chernoff bounds (𝑎) with 𝛿 = 𝜂 − 1 and

𝑠 = 1. In particular, 𝜃𝑖𝐵𝑖 𝑗
𝑑 𝑗
∈ [0, 1] by definition of 𝜃𝑖 for all 𝑖 ∈ [𝑚] and 𝑗 ∈ [𝑛] such that 𝑑 𝑗 > 0

and for all 𝑗 ∈ [𝑛] such that 𝑑 𝑗 > 0 we have,

E

[
𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗

𝑑 𝑗
𝜔̃𝑖

]
=

𝑚∑︁
𝑖=1

𝜃𝑖𝐵𝑖 𝑗

𝑑 𝑗
𝜔∗𝑖 ≤ 1,
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by feasibility of 𝝎∗. Next, note that
𝑒𝜂−1

𝜂𝜂
= 𝑂 ( 1

𝑛2 ).

Therefore, there exists a constant 𝑐 > 0 such that,

P(
𝑚∑︁
𝑖=1

b𝑖𝑧𝑖 ≰ d) ≤ 𝑐
𝑛
. (A.1)

By a similar argument there exists a constant 𝑐′ > 0,

P(
𝑚∑︁
𝑖=1

R𝑖ℎ𝑖 ≰ q) ≤ 𝑐
′

𝐿
, (A.2)

Finally we have,

P

(
𝑚∑︁
𝑖=1

ℎ𝑖𝑧𝑖 − (a𝑇𝑖 x)𝑧𝑖 <
1

2𝜂𝛽
QLP(𝛽x)

)
=P

(
𝑚∑︁
𝑖=1

𝜃𝑖𝛾𝑖𝜔̃
2
𝑖

𝜂𝛽
− 𝜃𝑖 (a𝑇𝑖 x) 𝜔̃𝑖

𝜂
<

1
2𝜂𝛽
QLP(𝛽x)

)
=P

(
1
𝜂𝛽

𝑚∑︁
𝑖=1
(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x))𝜔̃𝑖 <

1
2𝜂𝛽
QLP(𝛽x)

)
.

Let I denote the subset of indices 𝑖 ∈ [𝑚] such that

𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x) ≥ 0.

Since 𝝎∗ is the optimal solution of the maximization problem QLP(𝛽x) we can suppose without

loss of generality that 𝜔∗
𝑖
= 0 for all 𝑖 ∉ I. In fact, the packing constraints of QLP(𝛽x) are down-

closed (i.e., for every 𝝎 ≤ 𝝎′, if 𝝎′ is feasible then 𝝎 is also feasible), hence setting 𝜔∗
𝑖
= 0 for all

𝑖 ∉ I still gives a feasible solution of QLP(𝛽x) and can only increase the objective value. Hence,
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𝜔̃𝑖 = 0 almost surely for all 𝑖 ∉ I and we have,

P

(
𝑚∑︁
𝑖=1

ℎ𝑖𝑧𝑖 − (a𝑇𝑖 x)𝑧𝑖 <
1

2𝜂𝛽
QLP(𝛽x)

)
=P

(
1
𝜂𝛽

∑︁
𝑖∈I
(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x))𝜔̃𝑖 <

1
2𝜂𝛽
QLP(𝛽x)

)
=P

(∑︁
𝑖∈I

(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x))
QLP(𝛽x)

𝜔̃𝑖 <
1
2

)
≤ 𝑒− 1

8 ,

(A.3)

where the last inequality follows from Chernoff bounds (𝑏) with 𝛿 = 1/2. In particular we have

for all 𝑖 ∈ I
(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x))
QLP(𝛽x)

≤ 1.

This is because the unit vector e𝑖 is feasible for QLP(𝛽x) for all 𝑖 ∈ I which implies

(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x)) ≤ QLP(𝛽x).

We also have,

E

[∑︁
𝑖∈I

(𝜃𝑖𝛾𝑖 − 𝜃𝑖a𝑇𝑖 (𝛽x))
QLP(𝛽x)

𝜔̃𝑖

]
= 1.

Combining inequalities (A.1), (A.2) and (A.3) we get that (h, z) verifies the properties (1.5) with

probability at least

1 − 𝑐
𝑛
− 𝑐
′

𝐿
− 𝑒− 1

8 ,

which is greater than a constant for 𝑛 and 𝐿 large enough. Which concludes the proof of the

structural property. □

A.5 On Assumption 1.8.

Assumption 1.8 can be made without loss of generality. To show this, we construct for every

instance 𝐼 of AR a new instance 𝐼 such that Assumption 1.8 holds under 𝐼 and the optimal value

of 𝐼 is within a factor 2 of the value of 𝐼. This implies that our LP approximation from Section 1.4
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under 𝐼 is an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 ) approximation for 𝐼. In particular, consider an instance 𝐼 of AR

given by,

𝑧𝐼 = min
x∈X

c𝑇x +max
h∈U

min
y≥0
{d𝑇y | Ax + By ≥ h},

To 𝐼 we associate the following modified instance 𝐼,

𝑧𝐼 = min
(x,y0)∈X̃

(c𝑇 d𝑇 )
©­­«

x

y0

ª®®¬ +max
h∈U

min
y≥0

d𝑇y

������� (A B)
©­­«

x

y0

ª®®¬ + By ≥ h

 ,
where

X̃ =


(𝑥, 𝑦0)

����������
x ∈ X

y0 ≥ 0

Ax + By0 ≥ 0


.

Note that 𝐼 is indeed an instance of AR as the first and second-stage cost vectors
©­­«
c

d

ª®®¬ and d and the

second-stage matrix B all have non-negative coefficients and the first stage feasible set X̃ is still a

polyhedral cone. Assumption 1.8 is verified under 𝐼 by definition of X̃. We now show that 𝐼 gives

a 2-approximation of 𝐼. In particular, we prove the following lemma,

Lemma A.1. 𝑧𝐼 ≤ 𝑧𝐼 ≤ 2𝑧𝐼

Proof. First of all, let x̃∗, ỹ∗0 be an optimal solution of 𝐼. For every ℎ ∈ U we have,

d𝑇 ỹ∗0 +min
y≥0

{
d𝑇y | Ax̃∗ + B(y + ỹ∗0) ≥ h

}
= min

y≥ỹ∗0

{
d𝑇y | Ax̃∗ + By ≥ h

}
≥ min

y≥0

{
d𝑇y | Ax̃∗ + By ≥ h

}
.

Hence,
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𝑧𝐼 = c𝑇 x̃∗ + d𝑇 ỹ∗0 +max
ℎ∈U

min
y≥0

{
d𝑇y | Ax̃∗ + B(y + ỹ∗0) ≥ h

}
≥ c𝑇 x̃∗ +max

ℎ∈U
min
y≥0

{
d𝑇y | Ax̃∗ + By ≥ h

}
≥ 𝑧𝐼 .

where the last inequality follows by feasibility of x̃∗ for 𝐼. For the inverse inequality, let x∗ be an

optimal solution of 𝐼, and let y(0) ∈ argminy≥0
{
d𝑇y | Ax∗ + By ≥ 0

}
. We have,

𝑧𝐼 = c𝑇x∗ +max
ℎ∈U

min
y≥0

{
d𝑇y | Ax∗ + By ≥ h

}
≥ c𝑇x∗ + 1

2

(
d𝑇y(0) +max

ℎ∈U
min
y≥0

{
d𝑇y | Ax∗ + By ≥ h

})
≥ c𝑇x∗ + 1

2

(
d𝑇y(0) +max

ℎ∈U
min
y≥0

{
d𝑇y | Ax∗ + By + By(0) ≥ h

})
≥ 1

2
𝑧𝐼

where the first inequality follows from the fact that 0 is a feasible scenario of the uncertainty set

and the last inequality follows by feasibility of (x∗, y(0)) for 𝐼 and because c𝑇x∗ ≥ 0. □

Remark A.2. Note that for every feasible affine policy of 𝐼 given by the first stage solution (x̃, ỹ0)

and the second-stage affine function ỹAFF, the affine policy given by the first stage solution x̃ and

the second-stage affine function yAFF = ỹAFF + ỹ0 is a feasible affine policy of 𝐼 with same worst-

case cost. This implies that the results of Section 1.5 also hold in the general case. In particular,

the affine policies constructed in Section 1.5 under 𝐼 can be used to construct affine policies for 𝐼

that are an 𝑂 ( log 𝑛
log log 𝑛

log 𝐿
log log 𝐿 ) approximation for 𝐼.

An example of an application of the two-stage problem where Assumption 1.8 does not hold is

the following two-stage network design problem: consider a directed graph 𝐷 (𝑉, 𝐴) where each

arc 𝑎 ∈ 𝐴 is associated with a first-stage cost 𝑐𝑎 ≥ 0 and each node 𝑣 ∈ 𝑉 is associated with a

second stage cost 𝑑𝑣 ≥ 0 and receives an uncertain demand ℎ𝑣 ≥ 0. The decision maker chooses
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a flow vector 𝑓 ∈ R𝐴+ where 𝑓𝑣𝑤 represents the quantity of supply to node 𝑤 coming from node 𝑣

and incurs the first stage cost
∑
𝑣𝑤 𝑐𝑣𝑤 𝑓𝑣𝑤, the demands are then revealed and the decision maker

incurs a second-stage cost 𝑑𝑣 · (ℎ𝑣 +
∑
𝑤:𝑣𝑤∈𝐴 𝑓𝑣𝑤 −

∑
𝑤:𝑤𝑣∈𝐴 𝑓𝑤𝑣)+ for each node 𝑣 where the flow

balance
∑
𝑤:𝑤𝑣∈𝐴 𝑓𝑤𝑣 −

∑
𝑤:𝑣𝑤∈𝐴 𝑓𝑣𝑤 is lower than the demand ℎ𝑣. This example can be modeled

as an instance of AR where B = I and A is the incidence matrix of the considered directed graph.

The flow vector 𝑓 such that 𝑓𝑣𝑤 = 1 for some arc 𝑣𝑤 and 𝑓𝑣′𝑤′ = 0 for every other arc 𝑣′𝑤′ is such

that (Af)𝑣 = −1 < 0.

A.6 Derivation of the LP formulation corresponding to the generalization of Algorithm 2

of El Housni and Goyal [38] to packing uncertainty sets.

When the second-stage variable y is restricted to affine policies of the form y(h) = ∑
𝑖 𝜈𝑖v𝑖ℎ𝑖+q,

for some 𝜈1, . . . , 𝜈𝑚 ∈ R and q ∈ R𝑛, the two-stage problem AR becomes,

min c𝑇x + 𝑧

𝑧 ≥ d𝑇 (
∑︁
𝑖

𝜈𝑖v𝑖ℎ𝑖 + q), ∀h ∈ U

Ax + B(
∑︁
𝑖

𝜈𝑖v𝑖ℎ𝑖 + q) ≥ h, ∀h ∈ U∑︁
𝑖

𝜈𝑖v𝑖ℎ𝑖 + q ≥ 0, ∀h ∈ U

x ∈ X, q ∈ R𝑛, 𝜈𝑖 ∈ R, 𝑧 ∈ R,

We use standard duality techniques to derive formulation EG. The first constraint is equivalent

to

𝑧 − d𝑇q ≥ max
Rh≤r
h≥0

∑︁
𝑖

𝜈𝑖d𝑇v𝑖ℎ𝑖 .
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By taking the dual of the maximization problem, the constraint is equivalent to

𝑧 − d𝑇q ≥ min
R𝑇v≥(Y·diag(𝜈1,...,𝜈𝑚))𝑇d

v≥0

r𝑇v.

Where Y := [v1, . . . , v𝑚]. We then drop the min and introduce v as a variable to obtain the

following linear constraints,

𝑧 − d𝑇q ≥ r𝑇v

R𝑇v ≥ (Y · diag(𝜈1, . . . , 𝜈𝑚))𝑇d

v ∈ R𝐿+ .

We use the same technique for the second sets of constraints, i.e.,

Ax + Bq ≥ max
Rh≤r
h≥0

(I𝑚 − BY · diag(𝜈1, . . . , 𝜈𝑚))h.

By taking the dual of the maximization problem for each row and dropping the min we get the

following formulation of these constraints

Ax + Bq ≥ V𝑇r

V𝑇R ≥ I𝑚 − BY · diag(𝜈1, . . . , 𝜈𝑚)

V ∈ R𝐿×𝑚+ .

Similarly, the last constraint

q ≥ max
Rh≤r
h≥0

− Y · diag(𝜈1, . . . , 𝜈𝑚)h,

is equivalent to

q ≥ U𝑇r
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U𝑇R + Y · diag(𝜈1, . . . , 𝜈𝑚) ≥ 0

U ∈ R𝐿×𝑛+ .

Putting all together, we get the following formulation,

𝑧EG = min c𝑇x + 𝑧

𝑧 − d𝑇q ≥ r𝑇v

R𝑇v ≥ (Y · diag(𝜈1, . . . , 𝜈𝑚))𝑇d

Ax + Bq ≥ V𝑇r

V𝑇R ≥ I𝑚 − BY · diag(𝜈1, . . . , 𝜈𝑚)

q ≥ U𝑇r

U𝑇R + Y · diag(𝜈1, . . . , 𝜈𝑚) ≥ 0

x ∈ X, v ∈ R𝐿+ , U ∈ R𝐿×𝑛+ , V ∈ R𝐿×𝑚+

q ∈ R𝑛, 𝜈1, . . . , 𝜈𝑚 ∈ R, 𝑧 ∈ R,

(EG)

□
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Appendix B: Distributionally Robust Newsvendor on a Metric

B.1 Generalization to Demand Locations Different from Warehouses.

Our model subsumes the more general model where demand locations are different from ware-

houses. In particular, in this more general model, when demand arrives at some demand location,

one can route the demand to its nearest warehouse as if demand arrives to the warehouse then fol-

low an algorithm for the simplified model where warehouses and demand locations are the same.

Using triangle inequality and noting that all demand distributions we construct in our analysis rely

on Lemma 2.4 which can be shown to still hold if the set of distributions F 𝑆 (𝝁, Σ) where 𝜇𝑖 (resp.

Σ𝑖𝑖) is the total mean (resp. variance) of demand from locations whose nearest warehouse is 𝑖 is

replaced with the subset of distributions we get from routing the demand at each demand location

to its nearest warehouse in the more general model, the same approximation guarantees can be

proven under the general model by following the same analysis of our algorithms.

B.2 The Generalized-Scarf-on-a-Metric (GSM) Solution: Omitted Proofs

B.2.1 Proof of Proposition 2.3

Given vectors q ≥ 0 and d ≥ 0, consider the linear program 𝐶̃ (q, d) we get from 𝐶 (q, d) by

replacing ℓ𝑖 𝑗 by min{ℓ𝑖 𝑗 , 𝑏 + ℎ}. If 𝑥∗ is an optimal solution of 𝐶 (q, d), we must have 𝑥∗
𝑖 𝑗

= 0

whenever ℓ𝑖 𝑗 > 𝑏+ ℎ (if ℓ𝑖 𝑗 > 𝑏+ ℎ and 𝑥∗
𝑖 𝑗
> 0, then changing 𝑥∗

𝑖 𝑗
to 0 still gives a feasible solution

with strictly smaller cost), and hence 𝑥∗ is feasible for 𝐶̃ (q, d) with same cost. Similarly, if we let

𝑥∗ be an optimal solution of 𝐶̃ (q, d), then we can assume without loss of generality that 𝑥∗
𝑖 𝑗

= 0

whenever ℓ𝑖 𝑗 > 𝑏 + ℎ, i.e., whenever min{ℓ𝑖 𝑗 , 𝑏 + ℎ} = 𝑏 + ℎ (if ℓ𝑖 𝑗 > 𝑏 + ℎ, the objective coefficient

of 𝑥∗
𝑖 𝑗

in 𝐶̃ (q, d) is −ℎ− 𝑏 +min{ℓ𝑖 𝑗 , 𝑏 + ℎ} = 0), which again implies that 𝑥∗ is feasible for 𝐶 (q, d)
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with same objective. Therefore 𝐶 (q, d) = 𝐶̃ (q, d). Let ℓ̃𝑖 𝑗 = min{ℓ𝑖 𝑗 , 𝑏 + ℎ} for every 𝑖, 𝑗 ∈ 𝑋 ,

then (𝑋, ℓ̃) is still a metric space. Hence, by considering this new truncated metric space instead,

we can assume without loss of generality that ℓ𝑖 𝑗 ≤ 𝑏 + ℎ, as this does not change the objective

value of a feasible solution q ≥ 0 of (ODRNM).

Now, under this assumption, we can assume without loss of generality that for every q ≥ 0

and d ≥ 0 the optimal solution of 𝐶 (q, d) fulfills all the demand or consumes all of the inventory,

in fact, if there is a quantity of inventory 𝛿𝑞 left at 𝑖 and a quantity of unfulfilled demand 𝛿𝑑 at

𝑗 , one can fulfill min{𝛿𝑑, 𝛿𝑞} of the demand from the inventory at 𝑖, losing ℓ𝑖 𝑗 · min{𝛿𝑑, 𝛿𝑞} ≤

(𝑏 + ℎ) · min{𝛿𝑑, 𝛿𝑞} in transportation cost, and gaining (𝑏 + ℎ) · min{𝛿𝑑, 𝛿𝑞} in overage and

underage cost, and hence get a solution of at least as good objective value.

B.2.2 Proof of Lemma 2.4

Let 𝜆 ≥ 1, 𝜖 = min
{

1√
2
, 𝜆√

2(1+
√

1+𝜆2)
· 1
𝜈

}
, 𝜂 = 𝜈

√︁
2(1 − 𝜖2), and finally let 𝑚 = |𝑆 |. Con-

sider the discrete distribution in Table B.1 over 3𝑚 + 1 vectors v0, {v𝑖}𝑖∈𝑆, {w𝑖}𝑖∈𝑆 and {t𝑖}𝑖∈𝑆

with respective probabilities 𝑝0, {𝑝𝑖}𝑖∈𝑆, {𝑞𝑖}𝑖∈𝑆 and {𝑟𝑖}𝑖∈𝑆. We show that this is a probability

distribution, of mean 0 and second moment 𝐼𝑆, the identity matrix of R𝑆×𝑆.

Probability Vector

𝑝0 = 1
2(1+𝜆2) v0 = 𝜆𝜖

√
2

𝜎𝑆
𝝈𝑆

𝑝𝑖 =
𝜆2

2(1+𝜆2)

(
𝜎𝑖
𝜎𝑆

)2
v𝑖 =

𝜖
√

2(1+𝜆2)
𝜆

𝜎𝑆
𝜎𝑖
· e𝑖 −

√
2(1+
√

1+𝜆2)
𝜆

𝜖
𝜎𝑆
𝝈𝑆

𝑞𝑖 =
1

2𝑚(1+𝑚𝜂2) w𝑖 = 𝑚𝜂
√︁

2(1 − 𝜖2)e𝑖

𝑟𝑖 =
𝜂2

2(1+𝑚𝜂2) t𝑖 = −
√

2(1−𝜖2)
𝜂

e𝑖

Table B.1: Distribution taking v0 w.p. 𝑝0, v𝑖,w𝑖, t𝑖 w.p. 𝑝𝑖, 𝑞𝑖, 𝑟𝑖 respectively for every 𝑖 ∈ 𝑆. e𝑖 is
the indicator vector of 𝑖 ∈ 𝑆.

Probability mass. It is easy to check that, 𝑝0 +
∑
𝑖∈𝑆 𝑝𝑖 +

∑
𝑖∈𝑆 𝑞𝑖 +

∑
𝑖∈𝑆 𝑟𝑖 = 1.
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Mean. We have,

𝑝0v0 +
∑︁
𝑖∈𝑆

𝑝𝑖v𝑖 =
1

√
2(1 + 𝜆2)

𝜆𝜖

𝜎𝑆
𝝈𝑆 +

∑︁
𝑖∈𝑆

𝜆2
√

2(1 + 𝜆2)

(
𝜎𝑖

𝜎𝑆

)2
𝜖
√︁
(1 + 𝜆2)
𝜆𝜎𝑖

𝜎𝑆 · e𝑖

−
∑︁
𝑖∈𝑆

𝜆2
√

2(1 + 𝜆2)

(
𝜎𝑖

𝜎𝑆

)2 1 +
√︁
(1 + 𝜆2)
𝜆

𝜖

𝜎𝑆
𝝈𝑆

=
𝜆𝜖

√
2(1 + 𝜆2)

1
𝜎𝑆

𝝈𝑆 +
𝜆𝜖√︁

2(1 + 𝜆2)
1
𝜎𝑆

𝝈𝑆 −
𝜆𝜖√︁

2(1 + 𝜆2)
1
𝜎𝑆

(
1 + 1
√

1 + 𝜆2

)
𝝈𝑆 = 0

and,

∑︁
𝑖∈𝑆

𝑞𝑖w𝑖 +
∑︁
𝑖∈𝑆

𝑟𝑖t𝑖 =
∑︁
𝑖∈𝑆

1
√

2𝑚(1 + 𝑚𝜂2)
𝑚𝜂

√︁
(1 − 𝜖2)e𝑖 −

∑︁
𝑖∈𝑆

𝜂2
√

2(1 + 𝑚𝜂2)

√︁
(1 − 𝜖2)
𝜂

e𝑖 = 0.

Hence,

𝑝0v0 +
∑︁
𝑖∈𝑆

𝑝𝑖v𝑖 +
∑︁
𝑖∈𝑆

𝑞𝑖w𝑖 +
∑︁
𝑖∈𝑆

𝑟𝑖t𝑖 = 0.

Second Moment. We have,

𝑝0v0v⊤0 +
∑︁
𝑖∈𝑆

𝑝𝑖v𝑖v⊤𝑖 =
1

(1 + 𝜆2)
𝜆2𝜖2

𝜎2
𝑆

𝝈𝑆𝝈
⊤
𝑆 +

∑︁
𝑖∈𝑆

𝜆2

(1 + 𝜆2)

(
𝜎𝑖

𝜎𝑆

)2
𝜖2(1 + 𝜆2)
𝜆2𝜎2

𝑖

𝜎2
𝑆 · e𝑖e𝑖

⊤

−
∑︁
𝑖∈𝑆

𝜆2

(1 + 𝜆2)

(
𝜎𝑖

𝜎𝑆

)2
𝜖2
√

1 + 𝜆2(1 +
√

1 + 𝜆2)
𝜆2𝜎𝑖

(e𝑖𝝈⊤𝑆 + 𝝈𝑆e
⊤
𝑖 )

+
∑︁
𝑖∈𝑆

𝜆2

(1 + 𝜆2)

(
𝜎𝑖

𝜎𝑆

)2 (1 +
√︁
(1 + 𝜆2))2

𝜆2
𝜖2

𝜎2
𝑆

𝝈𝑆𝝈
⊤
𝑆

=
1

1 + 𝜆2
𝜆2𝜖2

𝜎2
𝑆

𝝈𝑆𝝈
𝑇
𝑆 +

∑︁
𝑖∈𝑆

𝜖2e𝑖e𝑇𝑖 − 2
𝜖2

𝜎2
𝑆

(
1 + 1
√

1 + 𝜆2

)
𝝈𝑆𝝈

𝑇
𝑆

+ 𝜖
2

𝜎2
𝑆

(
1 + 1
√

1 + 𝜆2

)2
𝝈𝑆𝝈

𝑇
𝑆

=
∑︁
𝑖∈𝑆

𝜖2e𝑖e𝑇𝑖 = 𝜖2𝐼𝑆
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and,

∑︁
𝑖∈𝑆

𝑞𝑖w𝑖w⊤𝑖 +
∑︁
𝑖∈𝑆

𝑟𝑖t𝑖t⊤𝑖 =
∑︁
𝑖∈𝑆

1
𝑚(1 + 𝑚𝜂2)

𝑚2𝜂2(1 − 𝜖2)e𝑖e⊤𝑖 +
∑︁
𝑖∈𝑆

𝜂2

(1 + 𝑚𝜂2)
(1 − 𝜖2)
𝜂2 e𝑖e⊤𝑖

= (1 − 𝜖2)𝐼𝑆 .

Hence,

𝑝0v0v⊤0 +
∑︁
𝑖∈𝑆

𝑝𝑖v𝑖v⊤𝑖 +
∑︁
𝑖∈𝑆

𝑞𝑖w𝑖w⊤𝑖 +
∑︁
𝑖∈𝑆

𝑟𝑖t𝑖t⊤𝑖 = 𝐼𝑆 .

Conclusion. Let x be a random vector following the distribution in Table B.1 and consider the

vector d = 𝝁𝑆 + Σ
1
2
𝑆
x, where Σ

1
2
𝑆

is given by the Cholesky decomposition of Σ𝑆 i.e., such that

Σ
1
2
𝑆
(Σ

1
2
𝑆
)⊤ = Σ𝑆 The mean of d is 𝝁𝑆 and its covariance is Σ𝑆. Moreover, every vector in the support

of d is non-negative, that is because, 𝜇𝑖 ≥
√

2(1+
√

1+𝜆2)
𝜆

𝜖
𝜎𝑆
𝜎2
𝑖

for every 𝑖 ∈ 𝑋 , by definition of 𝜖 , and

𝜇𝑖 ≥
√

2(1−𝜖2)
𝜂

𝜎𝑖 for every 𝑖 ∈ 𝑋 by definition of 𝜂.

Finally, d takes 𝝁𝑆 + Σ
1
2
𝑆
v0 = 𝝁𝑆 + 𝜆𝜖

√
2

𝜎𝑆
𝝈2
𝑆

with probability Ω( 1
1+𝜆2 ). Now for 𝜆 ≥ 1 and since

𝜈 is constant,
√

2𝜖 is larger than some universal constant 𝐶 ∈ (0, 1). Hence, given 𝛼 ≥ 1, taking

𝜆 = 𝛼
𝐶
≥ 1 gives that d ≥ 𝝁𝑆 + 𝛼

𝜎𝑆
𝝈2
𝑆

w.p. Ω( 1
1+𝜆2 ) = Ω( 1

1+𝛼2 ). This proves the lemma.

B.2.3 Proof of Lemma 2.5

Let us first show the following triangle inequality property of the fulfillment cost function

Θ(q, d).

Claim B.1. For every u, v,w such that 𝑢𝑋 = 𝑣𝑋 = 𝑤𝑋 , we have,

Θ(u,w) ≤ Θ(u, v) + Θ(v,w)

Proof. Recall that we have,

Θ(u, v) = inf
x≥0

{∑︁
𝑖𝑘∈𝑋

ℓ𝑖𝑘𝑥𝑖𝑘

����� ∑︁
𝑘∈𝑋

𝑥𝑖𝑘 = 𝑢𝑖,
∑︁
𝑖∈𝑋

𝑥𝑖𝑘 = 𝑣𝑘

}
,
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Θ(v,w) = inf
x≥0


∑︁
𝑘 𝑗∈𝑋

ℓ𝑘 𝑗𝑥𝑘 𝑗

����� ∑︁
𝑗∈𝑋

𝑥𝑘 𝑗 = 𝑣𝑘 ,
∑︁
𝑘∈𝑋

𝑥𝑘 𝑗 = 𝑤 𝑗

 ,
and,

Θ(u,w) = inf
x≥0

{∑︁
𝑖 𝑗∈𝑋

ℓ𝑖 𝑗𝑥𝑖 𝑗

����� ∑︁
𝑗∈𝑋

𝑥𝑖 𝑗 = 𝑢𝑖,
∑︁
𝑖∈𝑋

𝑥𝑖 𝑗 = 𝑤 𝑗

}
.

Let x1 and x2 be optimal solutions of the first and second LPs respectively. Consider the solution

𝑥𝑖 𝑗 =
∑︁
𝑘:𝑣𝑘≠0

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘

We have,

∑︁
𝑗

𝑥𝑖 𝑗 =
∑︁
𝑗

∑︁
𝑘:𝑣𝑘≠0

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘
=

∑︁
𝑘:𝑣𝑘≠0

𝑥1
𝑖𝑘

∑
𝑗 𝑥

2
𝑘 𝑗

𝑣𝑘
=

∑︁
𝑘:𝑣𝑘≠0

𝑥1
𝑖𝑘 =

∑︁
𝑘

𝑥1
𝑖𝑘 = 𝑢𝑖

where the second to last equality follows from the fact that when 𝑣𝑘 = 0 it must be the case that

𝑥1
𝑖𝑘
= 0 by feasibility of x1. Similarly,

∑︁
𝑖

𝑥𝑖 𝑗 =
∑︁
𝑖

∑︁
𝑘:𝑣𝑘≠0

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘
=

∑︁
𝑘:𝑣𝑘≠0

𝑥2
𝑘 𝑗

∑
𝑖 𝑥

1
𝑖𝑘

𝑣𝑘
=

∑︁
𝑘:𝑣𝑘≠0

𝑥2
𝑘 𝑗 =

∑︁
𝑘

𝑥2
𝑘 𝑗 = 𝑤 𝑗
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Hence, x is feasible for the third LP. The objective value of this solution is,

∑︁
𝑖 𝑗

ℓ𝑖 𝑗𝑥𝑖 𝑗 =
∑︁
𝑖 𝑗

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑖 𝑗

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘

≤
∑︁
𝑖 𝑗

∑︁
𝑘:𝑣𝑘≠0

(ℓ𝑖𝑘 + ℓ𝑘 𝑗 )
𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘

=
∑︁
𝑖 𝑗

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑖𝑘

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘
+

∑︁
𝑖 𝑗

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑘 𝑗

𝑥1
𝑖𝑘
𝑥2
𝑘 𝑗

𝑣𝑘

=
∑︁
𝑖

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑖𝑘

𝑥1
𝑖𝑘

∑
𝑗 𝑥

2
𝑘 𝑗

𝑣𝑘
+

∑︁
𝑗

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑘 𝑗

𝑥2
𝑘 𝑗

∑
𝑖 𝑥

1
𝑖𝑘

𝑣𝑘

=
∑︁
𝑖

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑖𝑘𝑥
1
𝑖𝑘 +

∑︁
𝑗

∑︁
𝑘:𝑣𝑘≠0

ℓ𝑘 𝑗𝑥
2
𝑘 𝑗

=
∑︁
𝑖𝑘

ℓ𝑖𝑘𝑥
1
𝑖𝑘 +

∑︁
𝑘 𝑗

ℓ𝑘 𝑗𝑥
2
𝑘 𝑗 = Θ(u, v) + Θ(v,w),

where the inequality follows from the triangle inequality ℓ𝑖 𝑗 ≤ ℓ𝑖𝑘 + ℓ𝑘 𝑗 . Which implies the claim.

□

Next, fix an optimal solution q∗ of (ODRNM). We define two inventory vectors q̂∗ and q̃∗ as

follows,

• If 𝑞∗
𝑋
< 𝜇𝑋 , then,

q̂∗ ∈ argmin
q≥0

{Θ(q, q∗) | 𝑞𝑋 = 𝑞∗𝑋 , 𝑞𝑖 ≤ 𝜇𝑖,∀𝑖 ∈ 𝑋} and q̃∗ = 𝝁.

• Otherwise,

q̂∗ ∈ argmin
q≥0

{Θ(q, q∗) | 𝑞𝑋 = 𝑞∗𝑋 , 𝑞𝑖 ≥ 𝜇𝑖,∀𝑖 ∈ 𝑋} and q̃∗ = q̂∗.

In words, q̂∗ is the “closest" vector to q∗ of same total inventory that “fills" the locations with less

than mean inventory, and q̃∗ is the “closest" vector to q∗ that “fills" the locations with less than

mean by potentially using more inventory than q∗ if necessary.
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We show the following claim that upper-bounds the cost 𝐶 (q̃∗, d) in function of the cost

𝐶 (q∗, d), a cost that accounts for the transport between q∗ and q̃∗, and a cost that accounts for

any extra units that q̃∗ might contain compared to q∗.

Claim B.2. For every d ≥ 0,

𝐶 (q̃∗, d) ≤ 3𝐶 (q∗, d) + 3𝑏(𝑞∗𝑋 − 𝑞∗𝑋) + Θ(q̂∗, q∗)

Proof. First,

𝐶 (q̃∗, d) = ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̃∗, d)

≤ ℎ(𝑞∗𝑋 − 𝑞∗𝑋)+ + ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̃∗, d)

≤ ℎ(𝑞∗𝑋 − 𝑞∗𝑋)+ + ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̂∗, d) + (𝑏 + ℎ) (𝑞∗𝑋 − 𝑞∗𝑋)+

= 𝐶 (q̂∗, d) + (𝑏 + 2ℎ) (𝑞∗𝑋 − 𝑞∗𝑋)

≤ 𝐶 (q̂∗, d) + 3𝑏(𝑞∗𝑋 − 𝑞∗𝑋)

where the second inequality follows from the fact that q̂∗ ≤ q̃∗ and hence, one feasible fractional

matching of q̃∗ to d is to use the optimal matching of q̂∗ to d (the matching of cost Θ(q̂∗, d)) then

match the rest of the inventory (at most (𝑞∗
𝑋
− 𝑞∗

𝑋
)) arbitrarily at a cost of at most ℎ + 𝑏 per unit.

Hence,

𝐶 (q̃∗, d) ≤ 𝐶 (q̂∗, d) + 3𝑏(𝑞∗𝑋 − 𝑞∗𝑋) (B.1)

Second, given vectors u and v such that 𝑢𝑋 ≤ 𝑣𝑋 we denote by vu the sub-vector of v (i.e.

such that vu ≤ v) to which u is matched in an optimal matching Θ(v, u) (if there are many optimal

matching we fix an arbitrary one). Hence, Θ(v, u) = Θ(vu, u). We have,

𝐶 (q̂∗, d) = ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̂∗, d) = ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̂∗, d)

159



We distinguish two cases. First, the case when 𝑑𝑋 ≤ 𝑞∗
𝑋

= 𝑞∗
𝑋

. In this case, consider an

optimal (perfect fractional) matching solution of Θ(q̂∗, q∗). In this matching, the sub-vector q∗d of

q∗ is matched to some sub-vector q′ of q̂∗, and we have,

Θ(q̂∗, d) = Θ(q̂∗d, d) ≤ Θ(q′, d) ≤ Θ(q′, q∗d) + Θ(q
∗
d, d) ≤ Θ(q̂∗, q∗) + Θ(q∗, d)

where the first inequality follows from the definition of q̂∗d. In fact, by definition of q̂∗d, it must

be the case that no sub-vector of q̂∗ of total inventory equal to 𝑑𝑋 can be matched to d with cost

strictly less than Θ(q̂∗d, d). The inequality follows from the fact that q′ is a sub-vector of q̂∗ of total

inventory equal to 𝑑𝑋 . The second inequality follows from the triangle inequality Claim B.1, and

the third from the fact that the sub-matching between q′ and q∗d of the optimal matching between

q̂∗ and q∗ considered in the definition of q′ is a feasible matching for Θ(q′, q∗d).

Second, the case when 𝑑𝑋 > 𝑞∗𝑋 = 𝑞∗
𝑋

, in this case we have,

Θ(q̂∗, d) = Θ(q̂∗, dq̂∗) ≤ Θ(q̂∗, q∗) + Θ(q∗, dq̂∗) ≤ Θ(q̂∗, q∗) + Θ(q∗, dq∗) + Θ(dq∗ , dq̂∗)

≤ Θ(q̂∗, q∗) + Θ(q∗, d) + (𝑏 + ℎ) (𝑑𝑋 − 𝑞∗𝑋)

where the second and third inequality follows from the triangle inequality Claim B.1, and the last

inequality from the fact that at most a quantity
∑
𝑖∈𝑋 (dq∗ − dq̂∗)+𝑖 is moved in an optimal matching

of Θ(dq∗ , dq̂∗), and that the diameter of (𝑋, ℓ) is at most 𝑏 + ℎ. In fact, because of the triangle

inequality, one can assume without loss of generality that an optimal matching of Θ(dq∗ , dq̂∗)

matches min{(dq∗)𝑖, (dq̂∗)𝑖} of each coordinate 𝑖 of dq∗ in place at a cost zero, otherwise, if there

exists a coordinate 𝑖 such that an amount 𝛿 of (dq∗)𝑖 and of (dq̂∗)𝑖 are matched outside of 𝑖, say to

locations 𝑗 and 𝑗 ′, then we can match the amount 𝛿 from (dq∗)𝑖 and (dq̂∗)𝑖 in-place and match the

amount 𝛿 in 𝑗 and in 𝑗 ′ that we have unmatched together. Because ℓ 𝑗 𝑗 ′ ≤ ℓ 𝑗𝑖 + ℓ𝑖 𝑗 ′ , the new cost
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𝛿 · 0 + 𝛿 · ℓ 𝑗 𝑗 ′ is smaller or equal to the old one 𝛿ℓ 𝑗𝑖 + 𝛿ℓ𝑖 𝑗 ′ . We conclude by noticing that,

∑︁
𝑖∈𝑋
(dq∗ − dq̂∗)+𝑖 ≤

∑︁
𝑖∈𝑋
(d − dq̂∗)+𝑖 =

∑︁
𝑖∈𝑋
(d − dq̂∗)𝑖 = (𝑑𝑋 − (dq̂∗)𝑋) = (𝑑𝑋 − 𝑞∗𝑋)

Hence, in both cases, we have,

Θ(q̂∗, d) ≤ Θ(q̂∗, q∗) + Θ(q∗, d) + (𝑏 + ℎ) (𝑑𝑋 − 𝑞∗𝑋)+

implying that,

𝐶 (q̂∗, d) = ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̂∗, d)

≤ ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q̂∗, q∗) + Θ(q∗, d) + (𝑏 + ℎ) (𝑑𝑋 − 𝑞∗𝑋)+

≤ 3𝐶 (q∗, d) + Θ(q̂∗, q∗)

as ℎ ≤ 𝑏. Hence,

𝐶 (q̂∗, d) ≤ 3𝐶 (q∗, d) + Θ(q̂∗, q∗) (B.2)

The claim follows from inequalities (B.1) and (B.2).

□

Next, we show the following claim relating the term 3𝑏(𝑞∗
𝑋
− 𝑞∗

𝑋
) + Θ(q̂∗, q∗) to the optimum

of (ODRNM).

Claim B.3.

3𝑏(𝑞∗𝑋 − 𝑞∗𝑋) + Θ(q̂∗, q∗) ≤ 𝑂 (1) · 𝑧ODRNM

Proof. Let D be the distribution we get from Lemma 2.4 for 𝛼 = 1 and 𝑆 = 𝑋 . In particular,
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Pd∼D (d ≥ 𝝁) ≥ Ω (1) . We have,

𝑧ODRNM ≥ Ed∼D (𝐶 (q∗, d)) = Ed∼D
(
ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d)

)
≥ Ω(1) · Ed∼D

(
ℎ(𝑞∗𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d)

�� d ≥ 𝝁
)

≥ Ω(1) · Ed∼D
(
𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d)

�� d ≥ 𝝁
)
.

We distinguish two cases. The first case is when 𝑞∗
𝑋
< 𝜇𝑋 . In this case, q̃∗ = 𝝁 and we have,

Ed∼D
(
𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d)

�� d ≥ 𝝁
)
= Ed∼D

(
𝑏(𝑑𝑋 − 𝑞∗𝑋) + Θ(q∗, d)

�� d ≥ 𝝁
)

= Ed∼D
(
𝑏(𝜇𝑋 − 𝑞∗𝑋) + 𝑏(𝑑𝑋 − 𝜇𝑋) + Θ(q∗, d)

�� d ≥ 𝝁
)

= 𝑏(𝑞𝑋 − 𝑞∗𝑋) + Ed∼D ( 𝑏(𝑑𝑋 − 𝜇𝑋) + Θ(q∗, d) | d ≥ 𝝁)

≥ 𝑏(𝑞𝑋 − 𝑞∗𝑋) +
1
2
Θ(q∗, 𝝁)

= 𝑏(𝑞𝑋 − 𝑞∗𝑋) +
1
2
Θ(q∗, 𝝁q∗)

≥ 𝑏(𝑞𝑋 − 𝑞∗𝑋) +
1
2
Θ(q∗, q̂∗)

To see why the first inequality holds, consider an optimal matching of Θ(q∗, d), using this match-

ing, we can construct a feasible matching for Θ(q∗, 𝝁) as follows: use the exact same matching

used to match the first 𝝁 units of d then match the rest of q∗ (at most (𝑑𝑋 − 𝜇𝑋) total units stay

unmatched) using any arbitrary matching. The cost of such matching is at most Θ(q∗, d) plus

(𝑏 + ℎ) (𝑑𝑋 − 𝜇𝑋) ≤ 2𝑏(𝑑𝑋 − 𝜇𝑋). The last inequality holds by definition of q̂∗ as a minimizer.

Hence, the claim holds in this case.

The second case is when 𝑞∗
𝑋
≥ 𝜇𝑋 . In this case, q̃∗ = q̂∗ and in particular 𝑞∗

𝑋
= 𝑞∗

𝑋
. Let d ≥ 𝝁.

We distinguish two further sub-cases. The first is when 𝜇𝑋 ≤ 𝑑𝑋 ≤ 𝑞∗𝑋 . In this sub-case, we have,

𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d) = 0 + Θ(q∗d, d) ≥ Θ(q∗, (q∗ − q∗d) + d) ≥ Θ(q∗, q̂∗)

the second equality holds by noticing that for every vectors v, u and w it holds that Θ(u+w, v+w) ≤
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Θ(u, v) as one can consider the feasible matching of Θ(u + w, v + w) where w units are matched

in-place and the rest of the units, i.e., u to v are matched in the same way as in an optimal matching

of Θ(u, v). The last inequality follows again by definition of q̂∗ as a minimizer.

The second sub-case is when 𝑑𝑋 > 𝑞∗𝑋 ≥ 𝜇𝑋 . Let d′ be a sub-vector of d such that d′ ≥ 𝝁 and

𝑑′
𝑋
= 𝑞∗

𝑋
. We have,

𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d) ≥
1
2
Θ(q∗, d′) ≥ 1

2
Θ(q∗, q̂∗),

where the first inequality holds because one can construct a feasible matching 𝜏 of Θ(q∗, d′) from

an optimal matching 𝜏′ of Θ(q∗, d) by using the same matching in 𝜏′ for the first units d′ of d then

matching the rest of q∗ (at most (𝑑𝑋 − 𝑑′𝑋) = (𝑑𝑋 − 𝑞∗𝑋) units remain) arbitrarily at a cost at most

𝑏 + ℎ ≤ 2𝑏 per unit. The second inequality follows again by definition of q̂∗ as a minimizer.

Hence, in both sub-cases, we have that,

𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d) ≥
1
2
Θ(q∗, q̂∗)

implying that,

Ed∼D
(
𝑏(𝑑𝑋 − 𝑞∗𝑋)+ + Θ(q∗, d)

�� d ≥ 𝝁
)
≥ 1

2
Θ(q∗, q̂∗)

and hence the claim holds in this case as well by noticing that, 𝑏(𝑞𝑋 − 𝑞∗𝑋) = 0. □

Now given any distribution D ∈ F (𝝁, Σ), it follows from the Claims B.2 and B.3 that,

Ed∼D (𝐶 (q̃∗, d)) ≤ 3Ed∼D (𝐶 (q∗, d)) +𝑂 (1) · 𝑧ODRNM

≤ 3𝑧ODRNM +𝑂 (1) · 𝑧ODRNM = 𝑂 (1) · 𝑧ODRNM

which proves the lemma as q̃∗ ≥ 𝝁.

B.2.4 Proof of Lemma 2.8

The constructions are as follows,
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Uniform: Let (𝑋, ℓ) be a uniform metric space such that ℓ𝑖 𝑗 = 𝜆 for every 𝑖, 𝑗 ∈ 𝑋 . Let 𝛼 > 1,

𝛽 = 1, 𝛾 > 𝛼. Note that Δ1 = 𝜆/𝛼 and 𝑅 = 2. The first partition P1 consists of a single family

containing |𝑋 | clusters, each of them is a singleton point. Note that P1 is an (𝛼, 𝛽)-well-separated

partition of margin Δ1. In fact, there is 1 (≤ 𝛽) family, each cluster has diameter 0 (< 𝛼Δ1), and

each pair of clusters are separated by 𝜆 (> Δ1). Then, the second partition P2 consists of a single

family given by a single cluster 𝑋 . Note that P2 is an (𝛼, 𝛽)-well-separated partition of margin

Δ2 = 𝛾𝜆/𝛼 > 𝜆. In fact, there is 1 (≤ 𝛽) family, each cluster has diameter 𝜆 (< 𝛼Δ2), and there

is only one cluster so the separation condition is also verified. Hence H = P1,P2 is an (𝛼, 𝛽, 𝛾)

well separated hierarchical partition of (𝑋, ℓ).

Euclidean: Let now (𝑋, ℓ) be a subspace of the Euclidean space R𝑑 . Let 𝛼 > 2
√
𝑑, 𝛽 = 2𝑑 and

𝛾 ≥ 2 an even integer. We take the last partition P𝑅 to be a single family given by a single cluster

𝑋 . Note that this is indeed an (𝛼, 𝛽)-well separated partitions of margin Δ𝑅. In fact, there is 1

(≤ 𝛽) family, each cluster has diameter at most diam(𝑋) (< 𝛼Δ𝑅; note that Δ𝑅 ≥ diam(𝑋) by

definition of 𝑅), and there is only one cluster so the separation condition is also verified.

Consider a hypercube of side length Δ𝑅 that contains all the points of 𝑋 (which is possible as

Δ𝑅 ≥ diam(𝑋)). For each of the subsequent partitions P𝑟 for 𝑟 = 𝑅 − 1, . . . , 1, we construct

P𝑟 as follows: we divide each side of the hypercube into 𝛾𝑅−𝑟/2 equal segments and label these

segments as 1, 2, . . . , 𝛾𝑅−𝑟/2 starting from some fixed corner of the hypercube. This partitions

the hypercube into a grid of 𝛾 (𝑅−𝑟)𝑑/2𝑑 equal sub-hypercubes and induces labels of these sub-

hypercubes that are vectors (𝑖1, . . . , 𝑖𝑑) where 𝑖𝑘 ∈ {1, . . . , 𝛾𝑅−𝑟/2} for every 𝑘 denotes that the

sub-hypercube corresponds to the segment 𝑖𝑘 of dimension 𝑘 ∈ [𝑑]. Now, label each dimension

𝑘 with a label 𝑏𝑘 ∈ {0, 1}. The family of sub-hypercubes whose coordinates (𝑖1, . . . , 𝑖𝑑) are

such that 𝑖𝑘 ≡ 𝑏𝑘 [2] (i.e., 𝑖𝑘 even if 𝑏𝑘 = 0 and odd otherwise) are such that: (i) no two sub-

hypercubes are adjacent (the labeling of every two sub-hypercubes have the same parity along

every dimension, and hence, if the sub-hypercubes are different, there must exist a dimension

𝑘 such that the difference of their coordinates is at least 2, which implies that they cannot be

adjacent). (ii) the set of all families of sub-hypercubes constructed for different labeling of the
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dimensions gives the set of all sub-hypercubes (every sub-hypercube (𝑖1, . . . , 𝑖𝑑) belongs to some

family; specifically, the family where 𝑏𝑘 = 0 if 𝑖𝑘 is even and 𝑏𝑘 = 1 otherwise, for every 𝑘). For

each such family of sub-hypercubes we consider a family of clusters of P𝑟 consisting of the points

inside the sub-hypercubes.

Note that by construction, this leads to a coarsing set of partitions (the sub-hypercubes we use

to construct each partition are subsets of the sub-hypercubes used to construct the partition at one

level higher). We only need to show that for every 𝑟 = 1, . . . , 𝑅 − 1, the partition P𝑟 is indeed an

(𝛼, 𝛽)-well-separated partition of margin Δ𝑟 . In fact, there is at most 2𝑑 (≤ 𝛽) families in P𝑟 (the

number of possible labelings of the dimensions), each cluster has diameter at most
√
𝑑×2Δ𝑅/𝛾𝑅−𝑟

(< 𝛼
𝛾𝑅−𝑟

Δ𝑅 = 𝛼Δ𝑟), and since the sub-hypercubes used to construct the clusters of each family are

at least 2Δ𝑅/𝛾𝑅−𝑟 far apart from each other (no adjacent sub-hypercubes in the same family), every

two clusters of the same family are separated by at least 2Δ𝑅/𝛾𝑅−𝑟 (> Δ𝑟).

General: Let 𝛼 = 6 log(𝑛) + 1, 𝛽 = log(𝑛), 𝛾 > 12 log(𝑛) + 2. Define 𝑅 and {Δ𝑟}𝑟∈{1,...,𝑅} as in

Definition 2.7. We construct an an (𝛼, 𝛽, 𝛾)-well-separated hierarchical partition of (𝑋, ℓ) starting

from the finest well-separated partition to the coarsest one.

We begin by constructing the initial well-separated partition P1 = F 1, . . . , F 𝐾1 . Given 𝜆 > 0,

let

𝐵(𝑥, 𝜆) = {𝑦 ∈ 𝑋 | 𝑙𝑥,𝑦 ≤ 𝜆}

denote the ball of radius 𝜆 around 𝑥. The construction runs in phases, in each phase 𝑘 , the family

F 𝑘 is constructed. In the first phase, an arbitrary point 𝑥1 ∈ 𝑋 is selected. Let 𝑠1 ≥ 0 be the

smallest integer such that

|𝐵(𝑥1, (𝑠1 + 1)Δ1) | < 2|𝐵(𝑥1, 𝑠1Δ1) |.

Note that 𝑠1 ≤ log(𝑛) since by construction,

𝑛 ≥ |𝐵(𝑥1, 𝑠1Δ1) | ≥ 2|𝐵(𝑥1, (𝑠1 − 1)Δ1) | ≥ · · · ≥ 2𝑠1 |𝐵(𝑥1, 0) | ≥ 2𝑠1
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Now set the first cluster of the family F 1 to𝐶1 = 𝐵(𝑥1, 𝑠1Δ1) and remove all the points 𝐵(𝑥1, 𝑠1Δ1)

from 𝑋 , then mark all the points in the boundary 𝐵(𝑥1, (𝑠1 + 1)Δ1) \ 𝐵(𝑥1, 𝑠1Δ1) and remove them

from 𝑋 as well. Next, select a second point 𝑥2 ∈ 𝑋 , find again the smallest integer 𝑠2 ≥ 0 such that

|𝐵(𝑥2, (𝑠2 + 1)Δ1) | < 2|𝐵(𝑥2, 𝑠2Δ1) |.

Note that 𝑠2 ≤ log(𝑛). Set the second cluster of the family to 𝐶2 = 𝐵(𝑥2, 𝑠2Δ1) and remove all the

points 𝐵(𝑥2, 𝑠2Δ1) from 𝑋 , then mark all the points in the boundary 𝐵(𝑥2, (𝑠2+1)Δ1) \𝐵(𝑥2, 𝑠2Δ1)

and remove them from 𝑋 as well. We continue until 𝑋 becomes empty, in which case, the phase

ends and a new phase begins where a new family of clusters is constructed using the exact same

construction applied to the set of marked points during the current phase. The construction ends

when all points are clustered.

We have,

• CLR(P1) form a partition of 𝑋 by construction.

• Every cluster constructed has diameter at most 2 × log(𝑛)Δ1 < 𝛼Δ1 (two times radius of the

ball corresponding to the cluster).

• Within each phase, after a cluster is constructed, all the points within ≤ Δ1 of the cluster are

removed from 𝑋 , hence, the clusters constructed next must have points that are > Δ1 away

from the points of the current cluster. Hence, the distance between any two constructed

clusters in the same family (phase) is > Δ1.

• Finally, note that, the number of marked points at the end of each phase is at most 1/2 of

the total number of points at the beginning of the phase, that is because when a cluster is

constructed, we mark the points in the boundary and remove the points inside the cluster

without marking. Since the number of points inside the cluster is at least 1/2 of the total

number of removed points, the number of marked points is therefore at most 1/2 of the total

number of points removed when the cluster is constructed. This implies a geometric decrease
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in the number of points considered at the beginning of each phase and implies a total number

of phases (hence families) of at most 𝛽 = log(𝑛).

Hence, P1 is indeed an (𝛼, 𝛽)-well-separated partition of (𝑋, ℓ) of margin Δ1.

We now construct the following partitions recursively in a similar manner. In particular, sup-

pose we constructed the first (𝛼, 𝛽)-well-separated partitions P1, . . . ,P𝑟 of margins Δ1, . . . ,Δ𝑟

respectively for some 𝑟 ∈ {1, . . . , 𝑅 − 1}, such that each P 𝑙+1 is a coarsening of P 𝑙 for every

𝑙 ∈ {1, . . . , 𝑟 − 1}. We show how to construct the next (𝛼, 𝛽)-well-separated partition P𝑟+1 =

F 1, . . . , F 𝐾𝑟+1 of margin Δ𝑟+1 that is a coarsening of P𝑟 . For each cluster 𝐶 ∈ CLR(P𝑟), let

𝑥𝐶 ∈ 𝐶 be some arbitrary point in 𝐶 that we refer to as the representative of 𝐶. Let 𝑋𝑟 = {𝑥𝐶 | 𝐶 ∈

CLR(P𝑟)} be the set of all representatives, and let 𝑥 → 𝐶 (𝑥) denote the inverse function, i.e., such

that 𝑥𝐶 (𝑥) = 𝑥 for every 𝑥 ∈ 𝑋𝑟 . Given 𝜆 > 0 and 𝑥 ∈ 𝑋𝑟 , let

𝐵𝑟 (𝑥, 𝜆) =
⋃

𝑦∈𝑋𝑟 , 𝑙𝑥,𝑦≤𝜆
𝐶 (𝑦),

denote the union of all clusters of P𝑟 whose representatives are at a distance at most 𝜆 from 𝑥. The

construction runs in phases, in each phase 𝑘 , the family of clusters F 𝑘 is constructed. In the first

phase, an arbitrary representative 𝑥1 ∈ 𝑋𝑟 is selected. Let 𝑠1 ≥ 0 be the smallest integer such that

|𝐵𝑟 (𝑥1, 3(𝑠1 + 1)Δ𝑟+1) | < 2|𝐵𝑟 (𝑥1, 3𝑠1Δ𝑟+1) |.

Note that 𝑠1 ≤ log(𝑛). Now set the first cluster of the family F 1 to 𝐶1 = 𝐵𝑟 (𝑥1, 3𝑠1Δ𝑟+1) and

remove all the representatives {𝑦 ∈ 𝑋𝑟 | 𝑙𝑥1,𝑦 ≤ 3𝑠1Δ𝑟+1} of the points 𝐶1 from 𝑋𝑟 , then mark

all the representatives in the boundary {𝑦 ∈ 𝑋𝑟 | 3𝑠1Δ𝑟+1 < 𝑙𝑥1,𝑦 ≤ 3(𝑠1 + 1)Δ𝑟+1} and remove

them from 𝑋𝑟 as well. Next, select a second representative 𝑥2 ∈ 𝑋𝑟 , find again the smallest integer

𝑠2 ≥ 0 such that

|𝐵(𝑥2, 3(𝑠2 + 1)Δ𝑟+1) | < 2|𝐵(𝑥2, 3𝑠2Δ𝑟+1) |.

Note that 𝑠2 ≤ log(𝑛). Set the second cluster of the family to 𝐶2 = 𝐵𝑟 (𝑥2, 3𝑠2Δ𝑟+1) and remove
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the representatives {𝑦 ∈ 𝑋𝑟 | 𝑙𝑥2,𝑦 ≤ 3𝑠2Δ𝑟+1} of the points 𝐶2 from 𝑋𝑟 , then mark all the rep-

resentatives in the boundary {𝑦 ∈ 𝑋𝑟 | 3𝑠2Δ𝑟+1 < 𝑙𝑥2,𝑦 ≤ 3(𝑠2 + 1)Δ𝑟+1} and remove them from

𝑋𝑟 as well. We continue until 𝑋𝑟 becomes empty, in which case, the phase ends and new phase

begins where a new family of clusters is constructed using the exact same construction applied to

the set of marked representative during the current phase. The construction ends when all points

are clustered.

The fact that the clusters of P𝑟+1 form a partition of 𝑋 and that P𝑟+1 coarsens P𝑟 is trivial from

the construction, we only need to show that P𝑟+1 is an (𝛼, 𝛽)-well-separated partition of margin

Δ𝑟+1. During the construction of P𝑟+1, we have,

• Every cluster has diameter at most 2×3 log(𝑛)Δ𝑟+1 (which is the maximum distance between

any two representatives in the cluster), plus at most 2𝛼Δ𝑟 (which is, by induction hypothesis,

two times the maximum diameter of a cluster in P𝑟). In fact, the maximum distance between

two points in the cluster is at most the distance of the two points to their representatives plus

the distance between the representatives. This implies a total diameter of at most

6 log(𝑛)Δ𝑟+1 + 2𝛼Δ𝑟 = 6 log(𝑛)Δ𝑟+1 +
2𝛼
𝛾
Δ𝑟+1 < 𝛼Δ𝑟+1

• In each phase, after a cluster is constructed, all the representatives within 3Δ𝑟+1 of the cluster

are removed from 𝑋𝑟 , hence, the clusters constructed next must have representatives that are

at least 3Δ𝑟+1 away from the representatives in the current cluster. By subtracting twice the

diameter of a cluster in P𝑟 (twice the maximum distance that a representative in a cluster of

P𝑟 has to a point of the cluster), the points of the clusters constructed in each family of P𝑟+1

are at least a distance,

3Δ𝑟+1 − 2𝛼Δ𝑟 = Δ𝑟+1(3 − 2
𝛼

𝛾
) > Δ𝑟+1

away from each other.
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• Finally, note that, the number of marked representatives at the end of each phase is at most

1/2 of the total number of representatives at the beginning of the phase, that is because when

a cluster is constructed, we mark the representatives in the boundary and remove the repre-

sentatives inside the cluster without marking. Since the number of representatives inside the

cluster is at least 1/2 of the total number of removed representatives, the number of marked

representatives is therefore at most 1/2 of the total number of representatives removed when

the cluster is constructed. This implies a geometric decrease in the number of representatives

considered at the beginning of each phase and implies a total number of phases of at most

𝛽 = log(𝑛).

B.3 Analysis of the Generalized-Scarf-on-a-Metric (GSM) Solution: Omitted Proofs

B.3.1 Proof of Lemma 2.3

Consider a hierarchical fulfillment of the demand d from the inventory q.

In the fulfillment step inside the clusters of P1, we distinguish two cases. The first case is when

Δ1 = 1
𝛼

min𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 . In this case, the clusters CLR(P1) are given by singleton locations, and we

are just fulfilling a maximum demand inside each location using inventory inside the location with

no cost. The second case is when Δ1 = 1
𝑛𝛼

sup𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 , in this case, the maximum diameter of a

cluster in CLR(P1) is at most diam(𝑋)
𝑛

. Because we first fulfill demand locally from each location

before moving to the fulfillment inside the clusters of P1, in the worst case, inside each cluster

𝐶 ∈ CLR(P1), the remaining demand
∑
𝑖∈𝐶 (𝑑𝑖 − 𝑞𝑖)+ will all be fulfilled inside the cluster at a

cost of at most diam(𝐶) ·∑𝑖∈𝐶 (𝑑𝑖 − 𝑞𝑖)+ hence a total cost of at most

∑︁
𝐶∈CLR(P1)

diam(𝐶) ·
∑︁
𝑖∈𝐶
(𝑑𝑖 − 𝑞𝑖)+ ≤

diam(𝑋)
𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞𝑖)+

Next, in the fulfillment step inside the clusters of P2 there is at most (𝑑𝐶 − 𝑞𝐶)+ quantity of

demand that is not fulfilled in the first step inside each cluster 𝐶 ∈ CLR(P1). In the worst case,

all of this demand is fulfilled inside the parent cluster of 𝐶 in P2. Overall, this leads to a total cost
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of at most
∑
𝐶∈CLR(P1) diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+.

Next, in the fulfillment step inside the clusters of P3 there is at most (𝑑𝐶 − 𝑞𝐶)+ quantity of

demand that is not fulfilled in the second step inside each cluster 𝐶 ∈ CLR(P2). In the worst case,

all of this demand is fulfilled inside the parent cluster of 𝐶 in P3. Overall, this leads to a total cost

of at most
∑
𝐶∈CLR(P2) diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+, and so on.

After the last step 𝑅 (recall that the last partition P𝑅 contains a single family of a single cluster

𝑋). An underage cost of 𝑏 per-unit is paid for the remaining unfulfilled demand of total (𝑑𝑋−𝑞𝑋)+,

and an overage cost of ℎ per-unit is paid for the remaining inventory of total, (𝑞𝑋 − 𝑑𝑋)+.

The hierarchical fulfillment gives a feasible solution of 𝐶 (q, d). By the above reasoning, the

objective value of such solution is at most,

𝐶𝐻 (q, d) = ℎ(𝑞𝑋−𝑑𝑋)++𝑏(𝑑𝑋−𝑞𝑋)++
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶)·(𝑑𝐶−𝑞𝐶)++
diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖−𝑞𝑖)+

Hence, 𝐶 (q, d) ≤ 𝐶𝐻 (q, d).

B.3.2 Proof of Lemma 2.4

For every q ∈ X we have,

sup
D∈F (𝝁,Σ)

Ed∼D
(
𝐶𝐻 (q, d)

)
= sup
D∈F (𝝁,Σ)

Ed∼D

(
ℎ(𝑞𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞𝑋)+ +

diam(𝑋)
𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞𝑖)+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+ª®¬
= ℎ(𝑞𝑋 − 𝜇𝑋) + sup

D∈F (𝝁,Σ)
Ed∼D

(
(𝑏 + ℎ) (𝑑𝑋 − 𝑞𝑋)+ +

diam(𝑋)
𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞𝑖)+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞𝐶)+
ª®¬ ,

where the last equality follows from the fact that 𝑥+ = 𝑥+(−𝑥)+ for every 𝑥 ∈ R. Then by observing

that the supremum of the sum of functions is smaller than the sum of supremums of the functions,
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we have,

sup
D∈F (𝝁,Σ)

Ed∼D
(
𝐶𝐻 (q, d)

)
≤ ℎ(𝑞𝑋 − 𝜇𝑋) + (𝑏 + ℎ) sup

D∈F (𝝁,Σ)
Ed∼D

(
(𝑑𝑋 − 𝑞𝑋)+

)
+ diam(𝑋)

𝑛

∑︁
𝑖∈𝑋

sup
D∈F (𝝁,Σ)

Ed∼D (𝑑𝑖 − 𝑞𝑖)+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · sup
D∈F (𝝁,Σ)

E
(
(𝑑𝐶 − 𝑞𝐶)+

)
≤ ℎ(𝑞𝑋 − 𝜇𝑋) +

𝑏 + ℎ
2

(√︃
𝜎2
𝑋
+ (𝑞𝑋 − 𝜇𝑋)2 − (𝑞𝑋 − 𝜇𝑋)

)
+ diam(𝑋)

2𝑛

∑︁
𝑖∈𝑋

(√︃
𝜎2
𝑖
+ (𝑞𝑖 − 𝜇𝑖)2 − (𝑞𝑖 − 𝜇𝑖)

)
+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶)
2

·
(√︃
𝜎2
𝐶
+ (𝑞𝐶 − 𝜇𝐶)2 − (𝑞𝐶 − 𝜇𝐶)

)

in the last inequality we use the fact that E(𝑋+) = 1
2 (E( |𝑋 |) + E(𝑋)) ≤

1
2

(√︁
E(𝑋2) + E(𝑋)

)
for

every random variable 𝑋 .

Let

𝑓 (q) = ℎ(𝑞𝑋 − 𝜇𝑋),

and

𝑔(q) = 𝑏 + ℎ
2

(√︃
𝜎2
𝑋
+ (𝑞𝑋 − 𝜇𝑋)2 − (𝑞𝑋 − 𝜇𝑋)

)
,

and

ℎ(q) = diam(𝑋)
2𝑛

∑︁
𝑖∈𝑋

(√︃
𝜎2
𝑖
+ (𝑞𝑖 − 𝜇𝑖)2 − (𝑞𝑖 − 𝜇𝑖)

)
,

and for every 𝑟 = 1, . . . , 𝑅 − 1,

𝑠𝑟 (q) =
∑︁

𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶)
2

·
(√︃
𝜎2
𝐶
+ (𝑞𝐶 − 𝜇𝐶)2 − (𝑞𝐶 − 𝜇𝐶)

)

we now bound each one of these functions for q = qGSM.

Let q′ such that

𝑞′𝑖 =
𝜎𝑖∑
𝑖 𝜎𝑖

𝜎𝑋

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

)
,
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note that in particular, 𝑞′
𝑋
= 𝜎𝑋

(√︃
𝑏
ℎ
−

√︃
ℎ
𝑏

)
. Then, for 𝑟 = 1, . . . , 𝑅 − 1, let q𝑟 some vector such

that for every 𝐶 ∈ CLR(P𝑟),

𝑞𝑟𝐶 =


𝜎𝐶
2

(√︃
𝑏𝐶
ℎ
−

√︃
ℎ
𝑏𝐶

)
if 𝐶 ∈ Γ

0 otherwise

The vector q = 𝝁 + q′ +∑𝑅−1
𝑟=1 q𝑟 is therefore a feasible solution for (GSM). Hence,

𝑓 (qGSM) ≤ ℎ𝑞′𝑋 + ℎ
𝑅−1∑︁
𝑟=1

𝑞𝑟𝑋 = ℎ𝑞′𝑋 +
𝑅−1∑︁
𝑟=1

ℎ
∑︁

𝐶∈CLR(P𝑟 )
𝑞𝑟𝐶 = 𝜎𝑋

(
√
𝑏ℎ − ℎ

√︂
ℎ

𝑏

)
+

∑︁
𝐶∈Γ

𝜎𝐶

2

(√︁
𝑏𝐶ℎ − ℎ

√︄
ℎ

𝑏𝐶

)

Next, we have,

𝑔(qGSM) = 𝑏 + ℎ
2

(√︂
𝜎2
𝑋
+

(
𝑞GSM
𝑋
− 𝜇𝑋

)2
−

(
𝑞GSM
𝑋 − 𝜇𝑋

))

≤ 𝑏 + ℎ
2

©­­«
√√√
𝜎2
𝑋
+

(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

− 𝜎𝑋
2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

)ª®®¬ =
𝜎𝑋

2

(
√
𝑏ℎ + ℎ

√︂
ℎ

𝑏

)

where the inequality holds by the fact that the function 𝑥 →
√
𝑎2 + 𝑥2 − 𝑥 is non-increasing for

every 𝑎 ∈ R, and that 𝑞GSM
𝑋
− 𝜇𝑋 ≥ 𝜎𝑋 (

√︃
𝑏
ℎ
−

√︃
ℎ
𝑏
) ≥ 𝜎𝑋

2 (
√︃
𝑏
ℎ
−

√︃
ℎ
𝑏
). Then,

ℎ(qGSM) = diam(𝑋)
2𝑛

∑︁
𝑖∈𝑋

(√︂
𝜎2
𝑖
+

(
𝑞GSM
𝑖
− 𝜇𝑖

)2
−

(
𝑞GSM
𝑖 − 𝜇𝑖

))

≤ 𝑏 + ℎ
2𝑛

∑︁
𝑖∈𝑋

©­­«
√√√
𝜎2
𝑖
+

(
𝜎𝑖∑
𝑖 𝜎𝑖

𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

−
(
𝜎𝑖∑
𝑖 𝜎𝑖

𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))ª®®¬
=
𝑏 + ℎ

2𝑛

∑︁
𝑖∈𝑋

𝜎𝑖∑
𝑖 𝜎𝑖

©­­«
√√√(∑︁

𝑖

𝜎𝑖

)2

+
(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

−
(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))ª®®¬
≤ 𝑏 + ℎ

2𝑛
©­­«
√√√
𝑛𝜎2

𝑋
+

(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

−
(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))ª®®¬ ,
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where the first inequality holds by diam(𝑋) ≤ 𝑏 + ℎ and by the fact that the function 𝑥 →
√
𝑎2 + 𝑥2 − 𝑥 is non-increasing for every 𝑎 ∈ R. The last inequality holds by Cauchy Schwartz

inequality implying that
∑
𝑖 𝜎𝑖 ≤

√
𝑛𝜎𝑋 . Now notice that for every 𝑎, 𝑏 > 0 we have,

√︁
𝑛𝑎2 + 𝑏2 − 𝑏 =

𝑛𝑎2
√
𝑛𝑎2 + 𝑏2 + 𝑏

≤ 𝑛𝑎2
√
𝑎2 + 𝑏2 + 𝑏

= 𝑛(
√︁
𝑎2 + 𝑏2 − 𝑏)

hence,

ℎ(qGSM) ≤ 𝑏 + ℎ
2𝑛

©­­«
√√√
𝑛𝜎2

𝑋
+

(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

−
(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))ª®®¬
≤ 𝑏 + ℎ

2
©­­«
√√√
𝜎2
𝑋
+

(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))2

−
(
𝜎𝑋

2

(√︂
𝑏

ℎ
−

√︂
ℎ

𝑏

))ª®®¬
≤ 𝜎𝑋

2

(
√
𝑏ℎ + ℎ

√︂
ℎ

𝑏

)
Finally, for 𝑠𝑟 we have,

𝑠𝑟 (qGSM)

=
∑︁

𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶)
2

(√︂
𝜎2
𝐶
+

(
𝑞GSM
𝐶
− 𝜇𝐶

)2
−

(
𝑞GSM
𝐶 − 𝜇𝐶

))

≤
∑︁

𝐶∈CLR(P𝑟 )∩Γ

diam𝑝 (𝐶)
2

©­­«
√√√√
𝜎2
𝐶
+

(
𝜎𝐶

2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

))2

− 𝜎𝐶
2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

)ª®®¬ +
∑︁

𝐶∈CLR(P𝑟 )\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

=
∑︁

𝐶∈CLR(P𝑟 )∩Γ

𝑏𝐶 + ℎ
2

©­­«
√√√√
𝜎2
𝐶
+

(
𝜎𝐶

2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

))2

− 𝜎𝐶
2

(√︂
𝑏𝐶

ℎ
−

√︄
ℎ

𝑏𝐶

)ª®®¬ +
∑︁

𝐶∈CLR(P𝑟 )\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

=
∑︁

𝐶∈CLR(P𝑟 )∩Γ

𝜎𝐶

2

(√︁
𝑏𝐶ℎ + ℎ

√︄
ℎ

𝑏𝐶

)
+

∑︁
𝐶∈CLR(P𝑟 )\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

where the inequality follows again by the fact that 𝑥 →
√
𝑎2 + 𝑥2 − 𝑥 is non-increasing for every
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𝑎 ∈ R. Hence,

𝑅−1∑︁
𝑟=1

𝑠𝑟 (qGSM) ≤
∑︁
𝐶∈Γ

𝜎𝐶

2

(√︁
𝑏𝐶ℎ + ℎ

√︄
ℎ

𝑏𝐶

)
+

∑︁
𝐶∈CLR(H)\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

Hence, combining all of the above inequalities gives,

sup
D∈F (𝝁,Σ)

Ed∼D
(
𝐶𝐻 (q, d)

)
≤ 2𝜎𝑋

√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

diam𝑝 (𝐶)
2

𝜎𝐶

B.3.3 Proof of Lemma 2.5

The first inequality is trivial form the expression of 𝐶 (q, d) by noticing that Θ(q, d) ≥ 0 and

that ℎ (𝑞𝑋 − 𝑑𝑋)+ = ℎ (𝑞𝑋 − 𝑑𝑋) + ℎ(𝑑𝑋 − 𝑞𝑋)+.

For the second, note that for every 𝐶 ∈ F , the locations inside 𝐶 have at most 𝑞𝐶 inventory

available for them at a distance Δ𝑟
2 . Past this threshold, demand must be fulfilled from inventory

at a distance of at least Δ𝑟
2 or stay unfulfilled. Since the total unfulfilled demand in any optimal

fulfillment is at most (𝑑𝑋 − 𝑞𝑋)+, and since the clusters within a family are disjointed, in any

optimal fulfillment, the amount of demand that is fulfilled from inventory at a distance at least Δ𝑟
2

must be at least,
∑
𝐶∈F (𝑑𝐶 − 𝑞𝐶)+ − (𝑑𝑋 − 𝑞𝑋)+. Hence,

𝐶 (q, d) ≥ ℎ(𝑞𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞𝑋)+ +
Δ𝑟

2

∑︁
𝐶∈F
(𝑑𝐶 − 𝑞𝐶)+ −

Δ𝑟

2
(𝑑𝑋 − 𝑞𝑋)+

≥ ℎ(𝑞𝑋 − 𝑑𝑋) +
Δ𝑟

2

∑︁
𝐶∈F
(𝑑𝐶 − 𝑞𝐶)+ +

(
𝑏 + ℎ − Δ𝑟

2

)
(𝑑𝑋 − 𝑞𝑋)+

≥ ℎ(𝑞𝑋 − 𝑑𝑋) +
Δ𝑟

2

∑︁
𝐶∈F
(𝑑𝐶 − 𝑞𝐶)+

where the last inequality follows from the fact that Δ𝑟 ≤ Δ𝑅−1 =
Δ𝑅
𝛾
≤ diam(𝑋) ≤ (𝑏 + ℎ) (note

that Δ𝑅 < 𝛾 diam(𝑋) by definition of 𝑅).
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B.3.4 Proof of Lemma 2.6

We use Lemma 2.4 with

𝛼 =

√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 + (𝑄 − 𝜇𝑆)

𝜎𝑆
.

Note that because𝑄 ≥ 𝜇𝑆, 𝛼 ≥ 1. Hence, by Lemma 2.4, there exists a distributionD ∈ F 𝑆 (𝝁, Σ)

such that,

Pd∼D

(
d ≥ 𝝁𝑆 +

𝛼

𝜎𝑆
𝝈2
𝑆

)
= Ω

(
1

1 + 𝛼2

)
Next, let 𝛼′ = 1. Then, by the same lemma, there exists a distribution D′ ∈ F 𝑇\𝑆 (𝝁, Σ) such that,

Pd′∼D′

(
d′ ≥ 𝝁𝑇\𝑆 +

𝛼′

𝜎𝑇\𝑆
𝝈2
𝑇\𝑆

)
= Ω (1) ,

implying that,

Pd′∼D′
(
d′ ≥ 𝝁𝑇\𝑆

)
= Ω(1).

Now let D′′ ∈ F 𝑇 (𝝁, Σ) such that sampling d′′ ∼ D′′ consists of sampling d ∼ D and d′ ∼ D′

independently and letting d′′ take d on 𝑆 and take d′ on 𝑇 \ 𝑆. Under such distribution, we have,

Ed′′∼D′′

(
(
∑︁
𝑖∈𝑆

𝑑′′𝑖 −𝑄)+ · 1{𝑑𝑖≥𝜇,∀𝑖∈𝑇}

)
= Ω

(
1

1 + 𝛼2

(
𝜇𝑆 +

𝛼

𝜎𝑆
· 𝜎2

𝑆 −𝑄
)+)

= Ω

©­­­«
𝜎2
𝑆

𝜎2
𝑆
+

(√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 + (𝑄 − 𝜇𝑆)

)2 ·
(
𝜇𝑆 +

√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 + (𝑄 − 𝜇𝑆) −𝑄

)+ª®®®¬
= Ω

©­­­«
𝜎2
𝑆

√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2

𝜎2
𝑆
+

(√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 + (𝑄 − 𝜇𝑆)

)2

ª®®®¬ = Ω

(√︃
𝜎2
𝑆
+ (𝑄 − 𝜇𝑆)2 − (𝑄 − 𝜇𝑆)

)
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B.3.5 Proof of Lemma 2.7

Let q ∈ X. We have,

sup
D∈F (𝝁,Σ)

Ed∼D 𝐶 (q, d) ≥ ℎ(𝑞𝑋 − 𝜇𝑋) + (𝑏 + ℎ) sup
D∈F (𝝁,Σ)

Ed∼D (𝑑𝑋 − 𝑞𝑋)+

≥ Ω

(
ℎ(𝑞𝑋 − 𝜇𝑋) +

𝑏 + ℎ
2

(√︃
𝜎2
𝑋
+ (𝑞𝑋 − 𝜇𝑋)2 − (𝑞𝑋 − 𝜇𝑋)

))
≥ Ω

(
𝜎𝑋
√
𝑏ℎ

)
where the first inequality follows from Lemma 2.5, the second from Lemma 2.6 applied to 𝑆 = 𝑋

and 𝑇 = 𝑋 , and the third is simply by taking the minimum of the scalar function over 𝑞𝑋 . Next,
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for every 𝑟 ∈ {1, . . . , 𝑅 − 1} and F ∈ FML(P𝑟), we have,

sup
D∈F (𝝁,Σ)

Ed∼D 𝐶 (q, d) ≥ ℎ(𝑞𝑋 − 𝜇𝑋) +
Δ𝑟

2
sup

D∈F (𝝁,Σ)
Ed∼D

(∑︁
𝐶∈F

(
𝑑𝐶 − 𝑞𝐶

)+)
≥ ℎ(𝑞𝑋 − 𝜇𝑋) +

Δ𝑟

2

∑︁
𝐶∈F

sup
D∈F

𝐶
(𝝁,Σ)

Ed∼D
( (
𝑑𝐶 − 𝑞𝐶

)+)
≥ ℎ(𝑞𝑋 − 𝜇𝑋) +

Δ𝑟

2

∑︁
𝐶∈F

sup
D∈F

𝐶
(𝝁,Σ)

Ed∼D
( (
𝑑𝐶 − 𝑞𝐶

)+ 1{𝑑𝑖≥𝜇𝑖 ,∀𝑖∈𝐶}
)

≥ ℎ(𝑞𝑋 − 𝜇𝑋) +
Δ𝑟

2

∑︁
𝐶∈F

sup
D∈F

𝐶
(𝝁,Σ)

Ed∼D
((
𝑑𝐶 − 𝑞𝐶 + 𝜇𝐶\𝐶

)+
1{𝑑𝑖≥𝜇𝑖 ,∀𝑖∈𝐶}

)
≥ Ω

(
ℎ(𝑞𝑋 − 𝜇𝑋) +

Δ𝑟

2

∑︁
𝐶∈F

(√︃
𝜎2
𝐶
+

(
𝑞
𝐶
− 𝜇

𝐶

)2 −
(
𝑞
𝐶
− 𝜇

𝐶

) ))
≥

∑︁
𝐶∈F

Ω

(
ℎ

(
𝑞
𝐶
− 𝜇

𝐶

)
+ Δ𝑟

2

(√︃
𝜎2
𝐶
+

(
𝑞
𝐶
− 𝜇

𝐶

)2 −
(
𝑞
𝐶
− 𝜇

𝐶

) ))
≥

∑︁
𝐶∈F

Ω

(
ℎ

(
𝑞
𝐶
− 𝜇

𝐶

)
+ Δ𝑟+1

2𝛾

(√︃
𝜎2
𝐶
+

(
𝑞
𝐶
− 𝜇

𝐶

)2 −
(
𝑞
𝐶
− 𝜇

𝐶

) ))
≥

∑︁
𝐶∈F

Ω

(
ℎ

(
𝑞
𝐶
− 𝜇

𝐶

)
+

diam𝑝 (𝐶)
2𝛼𝛾

(√︃
𝜎2
𝐶
+

(
𝑞
𝐶
− 𝜇

𝐶

)2 −
(
𝑞
𝐶
− 𝜇

𝐶

) ))
≥ 1
𝛼𝛾

∑︁
𝐶∈F

Ω

(
ℎ

(
𝑞
𝐶
− 𝜇

𝐶

)
+

diam𝑝 (𝐶)
2

(√︃
𝜎2
𝐶
+

(
𝑞
𝐶
− 𝜇

𝐶

)2 −
(
𝑞
𝐶
− 𝜇

𝐶

) ))
≥ 1
𝛼𝛾

Ω
©­«

∑︁
𝐶∈F ∩Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈F \Γ

𝜎𝐶 diam𝑝 (𝐶)
ª®¬

The first inequality follows from Lemma 2.5. The second inequality follows by the fact that the

sets 𝐶 are disjointed for 𝐶 ∈ F and hence, given a maximal distribution D
𝐶
∈ F

𝐶
(𝜇, Σ) for each

𝐶, one can construct a distribution D𝑋 ∈ F 𝑋 (𝜇, Σ) such that

Ed∼D𝑋

(∑︁
𝐶∈F

(
𝑑𝐶 − 𝑞𝐶

)+)
=

∑︁
𝐶∈F

sup
D∈F

𝐶
(𝝁,Σ)

Ed∼D
( (
𝑑𝐶 − 𝑞𝐶

)+)
as follows: sampling d ∼ D𝑋 samples independently d

𝐶
∼ D

𝐶
for each set 𝐶 (and d′ ∼ D′ for

any arbitraryD′ ∈ F 𝑋\∪𝐶∈F𝐶 (𝝁, Σ)) then d takes d
𝐶

on each set 𝐶 (and takes d′ for the remaining

points). The fourth inequality is by using that 𝑑𝑖 ≥ 𝜇𝑖 for every 𝑖 ∈ 𝐶 \ 𝐶. The next inequality is
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by Lemma 2.6 applied to 𝑆 = 𝐶 and 𝑇 = 𝐶 for each cluster 𝐶 ∈ F . The following inequality is by

noticing that 𝑞𝑋 −𝜇𝑋 ≥
∑
𝐶∈F (𝑞𝐶 −𝜇𝐶) as 𝐶’s are disjointed. The last inequality is by minimizing

each scalar function over 𝑞
𝐶
≥ 𝜇

𝐶
, where the minimum is 𝑞

𝐶
= 𝜇

𝐶
when 𝐶 ∉ Γ and the minimum

is 𝑞
𝐶
=

𝜎𝐶
2

(√︃
diam𝑝 (𝐶)−ℎ

ℎ
−

√︃
ℎ

diam𝑝 (𝐶)−ℎ

)
otherwise.

The lemma follows by taking the average over all F ∈ P𝑟 (at most 𝛽 many families) and over

all 𝑟 ∈ {1, . . . , 𝑅 − 1}.

B.4 The Hierarchical Balance (HB) Policy: Omitted Proofs

B.4.1 Proof of Lemma 2.8

First, note that because we are selecting 𝛿𝑑 to be the minimum of the remaining demand at

location 𝑖 and the maximum demand that can be fulfilled before some location 𝑗 runs out of inven-

tory, at each iteration of the while loop, either a location runs out of inventory or the demand of the

current time round 𝑡 is completely fulfilled at some location. Hence, the while loop does at most

2𝑛 iterations.

We now show that the algorithm can be implemented so that dcurr and qcurr have a size that

is polynomial in the input size at every step of the algorithm, where a step is a period between

two times the algorithm is at line 5 (we adopt the following conventions: the first step starts from

the first time the algorithm is at line 5, and, after each iteration of the while loop we go back to

line 5 only if the condition of the loop holds). Note that every other computation performed by the

algorithm is either via simple elementary operations from these values (e.g. computing 𝛿𝑑) or is

trivially polynomial (e.g. computing the 𝑘 𝑗 values).

To show this, let 𝑀 and 𝑁 be any integers such that 𝑀𝑑𝑡
𝑖

is integer for every 𝑡 and 𝑖 and 𝑀𝑞hb
𝑖

is integer for every 𝑖 and such that both these integers are less or equal than 𝑁 . Let 𝑙 = 1, . . . , 𝐿

denote the steps of the algorithm. For every variable, we will add a super script 𝑙 to denote the

value of the variable at the beginning of step 𝑙 (e.g. 𝑑𝑙,curr
𝑋

denotes the value of 𝑑curr
𝑋

at line 5 at the

beginning of step 𝑙). Note that 𝐿 ≤ 2𝑛𝑇 where 𝑇 denotes the number of time rounds as there are at

most 2𝑛 iterations of the while loop in each time round. We show by induction that for each step 𝑙,
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it holds that (𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑖

and (𝑛!)𝑙𝑛𝑀𝑞𝑙,curr
𝑖

are integers smaller or equal than (𝑛!)𝑙𝑛𝑁 .

For 𝑙 = 1, this is trivial as (𝑛!)𝑛𝑀𝑑1,curr
𝑖

= (𝑛!)𝑛𝑀𝑑1
𝑖

and (𝑛!)𝑛𝑀𝑞1,curr
𝑖

= (𝑛!)𝑛𝑀𝑞hb
𝑖

are both

integers less or equal than ≤ (𝑛!)𝑛𝑁 by definition of 𝑁 and 𝑀 .

Suppose now this holds for some 1 ≤ 𝑙 ≤ 𝐿 − 1 we show it holds for 𝑙 + 1.

For d𝑙+1,curr, we have: (i) if between step 𝑙 and 𝑙 +1 we left the while loop, then d𝑙+1,curr = d𝑡𝑙+1 ,

hence, (𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙+1,curr
𝑗

= (𝑛!) (𝑙+1)𝑛𝑀𝑑𝑡𝑙+1
𝑗

for every 𝑗 , which is an integer less or equal than

(𝑛!) (𝑙+1)𝑛𝑁 by definition of 𝑁 and 𝑀 . (ii) if we did not leave the while loop between 𝑙 and 𝑙+1 then

we distinguish two sub-cases: (ii)-1 the if condition line 7 holds at step 𝑙 then, 𝑑𝑙+1,curr
𝑗

= 𝑑
𝑙,curr
𝑗

for

𝑗 ≠ 𝑖𝑙+1 hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙+1,curr
𝑗

= (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑗
≤ (𝑛!) (𝑙+1)𝑛𝑁

for 𝑗 ≠ 𝑖𝑙+1 and is integer, and,

𝑑
𝑙+1,curr
𝑖𝑙+1

= 𝑑
𝑙,curr
𝑖𝑙+1
−min(𝑑𝑙,curr

𝑖𝑙+1
, 𝑞

𝑙,curr
𝑖𝑙+1
)

hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙+1,curr
𝑖𝑙+1

= (𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙,curr
𝑖𝑙+1
−min{(𝑛!) (𝑙+1)𝑛𝑑𝑙,curr

𝑖𝑙+1
, (𝑛!) (𝑙+1)𝑛𝑞𝑙,curr

𝑖𝑙+1
}

≤ (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑖𝑙+1

≤ (𝑛!) (𝑙+1)𝑛𝑁

and is integer. (ii)-2 if we did not leave the loop between 𝑙 and 𝑙 +1 and the if condition line 7 does

not hold at step 𝑙 then, 𝑑𝑙+1,curr
𝑗

= 𝑑
𝑙,curr
𝑗

for every 𝑗 ≠ 𝑖𝑙+1 hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙+1,curr
𝑗

= (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑗
≤ (𝑛!) (𝑙+1)𝑛𝑁
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for every 𝑗 ≠ 𝑖𝑙+1 and is integer, and

𝑑
𝑙+1,curr
𝑖𝑙+1

= 𝑑
𝑙,curr
𝑖𝑙+1
−min{𝑑𝑙,curr

𝑖𝑙+1
, min
𝑗∈𝐶𝑙+1

𝑘 𝑙+1𝑗 · 𝑞
𝑙,curr
𝑗
}.

Hence,

(𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙+1,curr
𝑖𝑙+1

= (𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙,curr
𝑖𝑙+1
−min{(𝑛!) (𝑙+1)𝑛𝑀𝑑𝑙,curr

𝑖𝑙+1
, min
𝑗∈𝐶𝑙+1

{(𝑛!) (𝑙+1)𝑛𝑀𝑘 𝑙+1𝑗 · 𝑞
𝑙,curr
𝑗
}}

≤ (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑖𝑙+1

≤ (𝑛!) (𝑙+1)𝑛𝑁

and is integer.

Now for q𝑙+1,curr, we have: (i) if all locations run out of inventory between step 𝑙 and 𝑙 + 1,

then q𝑙+1,curr = 0, hence, (𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙+1,curr
𝑗

= 0 for every 𝑗 , which is an integer less or equal

than (𝑛!) (𝑙+1)𝑛𝑁 . (ii) if there is still inventory at some location at the beginning of step 𝑙 + 1, we

distinguish two sub-cases: (ii)-1 the if condition line 7 holds at step 𝑙 then, 𝑞𝑙+1,curr
𝑗

= 𝑞
𝑙,curr
𝑗

for

𝑗 ≠ 𝑖𝑙+1 hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙+1,curr
𝑖𝑙+1

= (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑞𝑙,curr
𝑖𝑙+1

≤ (𝑛!) (𝑙+1)𝑛𝑁

and is integer, and,

𝑞
𝑙+1,curr
𝑖𝑙+1

= 𝑞
𝑙,curr
𝑖𝑙+1
−min(𝑑𝑙,curr

𝑖𝑙+1
, 𝑞

𝑙,curr
𝑖𝑙+1
)

hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙+1,curr
𝑖𝑙+1

= (𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙,curr
𝑖𝑙+1
−min{(𝑛!) (𝑙+1)𝑛𝑑𝑙,curr

𝑖𝑙+1
, (𝑛!) (𝑙+1)𝑛𝑞𝑙,curr

𝑖𝑙+1
}

≤ (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑞𝑙,curr
𝑖𝑙+1

≤ (𝑛!) (𝑙+1)𝑛𝑁
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and is integer. (ii)-2 the if condition line 7 does not hold at step 𝑙 then, 𝑞𝑙+1,curr
𝑗

= 𝑞
𝑙,curr
𝑗

for every

𝑗 ∉ 𝐶 𝑙+1 or 𝑗 ∈ 𝐶 𝑙+1 s.t. 𝑞𝑙,curr
𝑗

= 0, hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙+1,curr
𝑖𝑙+1

= (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑞𝑙,curr
𝑖𝑙+1

≤ (𝑛!) (𝑙+1)𝑛𝑁

for 𝑗 ∉ 𝐶 𝑙+1 or 𝑗 ∈ 𝐶 𝑙+1 s.t. 𝑞𝑙,curr
𝑗

= 0 and is integer, and

𝑞
𝑙+1,curr
𝑗

= 𝑞
𝑙,curr
𝑗
− 1
𝑘 𝑙+1
𝑗

min{𝑑𝑙,curr
𝑖𝑙+1

, min
𝑗 ′∈𝐶𝑙+1

𝑘 𝑙+1𝑗 ′ · 𝑞
𝑙,curr
𝑗 ′ }

for 𝑗 ∈ 𝐶 𝑙+1 s.t. 𝑞𝑙,curr
𝑗

> 0, hence by hypothesis,

(𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙+1,curr
𝑗

= (𝑛!) (𝑙+1)𝑛𝑀𝑞𝑙,curr
𝑗
− (𝑛!)𝑛

𝑘 𝑙+1
𝑗

min{(𝑛!)𝑙𝑛𝑀𝑑𝑙,curr
𝑖𝑙+1

, min
𝑗 ′∈𝐶𝑙+1

{(𝑛!)𝑙𝑛𝑀𝑘 𝑙+1𝑗 ′ · 𝑞
𝑙,curr
𝑗 ′ }}

≤ (𝑛!)𝑛 (𝑛!)𝑙𝑛𝑀𝑞𝑙,curr
𝑗

≤ (𝑛!) (𝑙+1)𝑛𝑁

for 𝑗 ∈ 𝐶 𝑙+1 s.t. 𝑞𝑙,curr
𝑗

> 0 and is integer. Note that 𝑘 𝑙+1
𝑗

divides (𝑛!)𝑛. This proves our claim for

𝑙 + 1. Now, if we let 𝑀 be the smallest common multiple of the denominators of all 𝑑𝑡
𝑖

for all 𝑡 and

𝑖 and 𝑞hb
𝑖

for all 𝑖 and we let 𝑁 be the maximum of 𝑀𝑑𝑡
𝑖

for all 𝑡 and 𝑖 and 𝑀𝑞hb
𝑖

for all 𝑖 then 𝑀

and 𝑁 are polynomial sized in the input since qhb is polynomial sized as a (basic feasible) solution

of an LP with polynomial sized data. Hence, the bit size of 𝑑curr
𝑖

and 𝑞curr
𝑖

when represented in

their reduced form (the nominator and denominator are co-prime and hence the denominator must

divide (𝑛!)𝐿𝑛𝑀 and nominator must be at most (𝑛!)𝐿𝑛𝑁) for every 𝑖 at every step of the algorithm

is at most 𝑂 (log((𝑛!)𝐿𝑛𝑀) + log((𝑛!)𝐿𝑛𝑁)) = 𝑂 (𝑛3𝑇 log(𝑛) (log(𝑀𝑁))) which is polynomial in

the input size. Now we can make sure to always store 𝑑curr
𝑖

and 𝑞curr
𝑖

in their reduced form (after

each update of these quantities, if they are not in the reduced form, their reduced form can be

computed in polynomial time using Euclid’s algorithm) and get a polynomial time implementation

of the algorithm.
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B.5 Analysis of the Hierarchical Balance (HB) Policy: Omitted Proofs

B.5.1 Proof of Lemma 2.11

Assume 𝐶𝐻
Ahb (qhb, 𝜋) ≤ 𝑂 (log(𝑛)) ·𝐶𝐻 (qhb, d) for every d such that 𝑑𝑋 = 𝑞hb

𝑋
and 𝜋 ∈ Π(d).

We show that for every d ≥ 0 and 𝜋 ∈ Π(d), the inequality𝐶𝐻
Ahb (qhb, 𝜋) ≤ 𝑂 (log(𝑛)) ·𝐶𝐻 (qhb, d)

still holds. This would imply that,

sup
D∈F (𝝁,Σ)

Ed∼D

(
sup

𝜋∈Π(d)
𝐶Ahb (qhb, 𝜋)

)
≤ sup
D∈F (𝝁,Σ)

Ed∼D

(
sup

𝜋∈Π(d)
𝐶𝐻Ahb (qhb, 𝜋)

)
≤ 𝑂 (log(𝑛)) sup

D∈F (𝝁,Σ)
Ed∼D

(
𝐶𝐻 (qhb, d)

)
≤ 𝑂 (log(𝑛)) ©­«2𝜎𝑋

√
𝑏ℎ +

∑︁
𝐶∈Γ

𝜎𝐶
√︁
𝑏𝐶ℎ +

∑︁
𝐶∈CLR(𝐻)\Γ

𝜎𝐶 diam𝑝 (𝐶)
2

ª®¬
≤ 𝑂 (𝛼𝛽𝛾𝑅 log(𝑛)) · 𝑧ODRNM

where the third inequality follows from Lemma 2.4 and the last one from inequality (2.3). Hence

that qhb and Ahb achieve the bounds in Lemma 2.9.

Let d ≥ 0 and 𝜋 ∈ Π(d). If 𝑑𝑋 > 𝑞hb
𝑋

, note that by construction Ahb will fulfill a total of

exactly 𝑞hb
𝑋

of demand and the rest is left unfulfilled. Let d′ denote the sub-vector of d of demand

that is fulfilled by Ahb, let 𝑡 denote the time step that the last demand part d𝑡 has been fulfilled

fully or partially by the algorithm (the last part might be fulfilled only partially), let d′𝑡 denote the

sub-portion of d𝑡 that has been fulfilled by the algorithm at time 𝑡, then the algorithm will take the
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exact same decisions under the sequence of arrivals 𝜋′ = (d1, . . . , d𝑡−1, d′𝑡) and we have,

𝐶𝐻Ahb (qhb, 𝜋) = 𝑏(𝑑𝑋 − 𝑑′𝑋) + 𝐶𝐻Ahb (qhb, 𝜋′)

= ℎ(𝑞hb
𝑋 − 𝑑𝑋)

+ + 𝑏(𝑑𝑋 − 𝑞hb
𝑋 )
+ + 𝐶𝐻Ahb (qhb, 𝜋′)

≤ 𝑂 (log(𝑛))
(
ℎ(𝑞hb

𝑋 − 𝑑𝑋)
+ + 𝑏(𝑑𝑋 − 𝑞hb

𝑋 )
+ + 𝐶𝐻 (qhb, d′)

)
= 𝑂 (log(𝑛))

(
ℎ(𝑞hb

𝑋 − 𝑑𝑋)
+ + 𝑏(𝑑𝑋 − 𝑞hb

𝑋 )
+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑′𝐶 − 𝑞
hb
𝐶 )
+ + diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑′𝑖 − 𝑞hb

𝑖 )+
ª®¬

≤ 𝑂 (log(𝑛))
(
ℎ(𝑞hb

𝑋 − 𝑑𝑋)
+ + 𝑏(𝑑𝑋 − 𝑞hb

𝑋 )
+

+
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) · (𝑑𝐶 − 𝑞hb
𝐶 )
+ + diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞hb

𝑖 )+
ª®¬

= 𝑂 (log(𝑛)) · 𝐶𝐻 (qhb, d)

Now, if 𝑑𝑋 < 𝑞hb
𝑋

, it must be the case that there exists a cluster𝐶𝑅−1 ∈ CLR(P𝑅−1) that has strictly

more inventory than demand. Then again, there must exist a cluster 𝐶𝑅−2 ∈ CLR(𝐶𝑅−1) that has

strictly more inventory than demand, and so on until we reach a cluster𝐶1 ∈ CLR(𝐶2) with strictly

more inventory then demand which implies in turn that one of the locations 𝑖 ∈ 𝐶1 has strictly more

inventory than demand. Now reducing the inventory at location 𝑖 by a small amount 𝛿 can only

influence the terms (𝑑𝐶𝑅−1 −𝑞hb
𝐶𝑅−1
)+, . . . , (𝑑𝐶1 −𝑞hb

𝐶1
)+, (𝑑𝑖 −𝑞hb

𝑖
)+, (𝑑𝑋 −𝑞hb

𝑋
)+ and (𝑞hb

𝑋
− 𝑑𝑋)+ in

the expression of 𝐶𝐻 (qhb, d). The first 𝑅 + 2 terms are zero and will remain zero if the inventory

is reduced by a small enough amount, the last term will decrease by 𝛿. Hence, the new inventory

vector obtained q𝛿 is such that 𝐶𝐻 (q𝛿, d) = 𝐶𝐻 (qhb, d) − ℎ𝛿. Iterating this argument, this implies

the existence of a vector q′ ≤ qhb such that 𝑞′
𝑋
= 𝑑𝑋 and 𝐶𝐻 (q′, d) = 𝐶𝐻 (qhb, d) − ℎ(𝑞hb

𝑋
− 𝑞′

𝑋
).

Let d′ = d+ (qhb−q′) and let 𝜋′ be the sequence 𝜋 to which we add a demand part qhb−q′ arriving
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last. We have,

𝐶𝐻Ahb (qhb, 𝜋) ≤ ℎ(𝑞hb
𝑋 − 𝑞

′
𝑋) + 𝐶𝐻Ahb (qhb, 𝜋′)

≤ 𝑂 (log(𝑛)) (ℎ(𝑞hb
𝑋 − 𝑞

′
𝑋) + 𝐶𝐻 (qhb, d′))

= 𝑂 (log(𝑛)) (ℎ(𝑞hb
𝑋 − 𝑞

′
𝑋) + 𝐶𝐻 (q′, d))

= 𝑂 (log(𝑛)) · 𝐶𝐻 (qhb, d).

The first inequality follows from the fact that 𝐶𝐻
Ahb (qhb, 𝜋) is equal to the overage cost of ℎ(𝑞hb

𝑋
−

𝑞′
𝑋
) at the end of the online algorithm plus the cost (under ℓ𝐻) of fulfilling demand online, but since

the sequence 𝜋′ has the sequence 𝜋 as a prefix, the online fulfillment policy will make the exact

same decisions when fulfilling the first sub-sequence 𝜋 of 𝜋′ and hence will pay at least the same

fulfillment cost. The second inequality is by hypothesis as 𝑞hb
𝑋

= 𝑑′
𝑋

, the next equality follows

from the fact that for every d, q and u it is holds that 𝐶𝐻 (q + u, d + u) = 𝐶𝐻 (q, d) (𝐶𝐻 (q, d) is a

function of the vector (𝑑𝑖 − 𝑞𝑖)𝑖∈𝑋 which is invariant by translation of d and q by the same vector).

B.5.2 Proof of Lemma 2.12

For every 𝐶′ ∈ 𝑉𝐶 , let 𝜃online,𝐶
[1:𝑙−1] (𝐶

′) denote the total amount of demand from 𝛿𝑑1, . . . , 𝛿𝑑𝑙−1

that arrived inside 𝐶′ and that the online algorithm fulfilled using inventory outside of 𝐶′, where

by convention 𝜃online,𝐶
[1:0] (𝐶′) = 0.

Next, consider the inventory remaining after the online algorithm fulfilled 𝛿𝑑1, . . . , 𝛿𝑑𝑙−1. Con-

sider an offline algorithm that fulfills the remaining portions 𝛿𝑑𝑙 , . . . , 𝛿𝑑𝐿 inside 𝐶 using this

remaining inventory in a way that fulfills a maximum amount of demand to the remaining in-

ventory inside each 𝐶′ ∈ 𝑉𝐶 , then fulfills the remaining demand arbitrary inside 𝐶. Then let,

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶′) denote the amount of demand from 𝛿𝑑𝑙 , . . . , 𝛿𝑑𝐿 that the offline algorithm fulfiled
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outside of 𝐶′ ∈ 𝑉𝐶 , where by convention 𝜃offline,𝐶
[𝐿+1:𝐿] (𝐶

′) = 0. Note that for every 𝑙 ∈ {1, . . . , 𝐿 + 1},

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶′) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶′

𝛿𝑑𝑘 − 𝑞𝑙𝐶′
ª®¬
+

where q𝑙 denotes the remaining inventory vector after the online algorithm fulfilled the first 𝛿𝑑1, . . . , 𝛿𝑑𝑙−1.

Let 𝐶 (0), 𝐶 (1), . . . , 𝐶 (𝑈) denote the order by which the elements of 𝑉𝐶 run out of inventory

(the virtual cluster 𝐶 (0) has no inventory and hence its first in the list). Consider the following

potential function

Φ𝑙 =

𝑈∑︁
𝑢=0

𝜃
online,𝐶
[1:𝑙−1] (𝐶 (𝑢)) +

𝑈∑︁
𝑢=0

3 ln(𝑈 − 𝑢 + 1) · 𝜃offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢)).

For every 𝑙 ∈ {1, . . . , 𝐿 + 1}. We show that Φ𝑙 is non-increasing in 𝑙. The lemma follows from the

fact that

Φ𝐿+1 =
∑︁
𝐶′∈𝑉𝐶

𝜃
online,𝐶
[1:𝐿] (𝐶

′) =
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′) ≤ Φ1 ≤ 3 ln(𝑛)
∑︁
𝐶′∈𝑉𝐶

𝜃
offline,𝐶
[1:𝐿] (𝐶

′) = 3 ln(𝑛)
∑︁
𝐶′∈𝑉𝐶

𝜃offline,𝐶 (𝐶′).

Fix 𝑙 ∈ {1, . . . , 𝐿} and suppose 𝛿𝑑𝑙 arrived inside 𝐶 (𝑢) for some 𝑢 ∈ {0, . . . ,𝑈}. We now

show that Φ𝑙+1 ≤ Φ𝑙 .

Consider the step at which 𝛿𝑑𝑙 was considered by the algorithm. There are two cases,

Case 1. There was available inventory to fulfill 𝛿𝑑𝑙 inside 𝐶 (𝑢). In this case, the online algorithm

fulfills 𝛿𝑑𝑙 using inventory inside 𝐶 (𝑢), hence,

𝜃
online,𝐶
[1:𝑙] (𝐶 (𝑢′)) = 𝜃online,𝐶

[1:𝑙−1] (𝐶 (𝑢
′))

for every 𝑢′ ∈ {0, . . . ,𝑈}. This also implies that the inventory within every 𝐶 (𝑢′) such that 𝑢′ ≠ 𝑢

is unchanged, i.e., 𝑞𝑙+1
𝐶 (𝑢′) = 𝑞

𝑙
𝐶 (𝑢′) for every 𝑢′ ≠ 𝑢, and the inventory within 𝐶 (𝑢) decreases by 𝛿𝑑𝑙
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after the online algorithm fulfills 𝛿𝑑𝑙 , hence, 𝑞𝑙+1
𝐶 (𝑢) = 𝑞

𝑙
𝐶 (𝑢) − 𝛿𝑑

𝑙 . This further implies that,

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢′)) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙
𝐶 (𝑢′)

ª®¬
+

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢′)

ª®¬
+

= 𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′))

for 𝑢′ ≠ 𝑢 as 𝑖𝑙 ∉ 𝐶 (𝑢′), and

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢)) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢)

𝛿𝑑𝑘 − 𝑞𝑙
𝐶 (𝑢)

ª®¬
+

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢) + 𝛿𝑑

𝑙 − (𝑞𝑙
𝐶 (𝑢) − 𝑞

𝑙+1
𝐶 (𝑢))

ª®¬
+

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢′)

ª®¬
+

= 𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢)).

Hence,

𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′)) = 𝜃offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢′))

for every 𝑢′ ∈ {0, . . . ,𝑈}. Hence, Φ𝑙+1 = Φ𝑙 in this case.

Case 2. There is no available inventory to fulfill 𝛿𝑑𝑙 inside 𝐶 (𝑢). Note that this necessarily means

that 𝐶 (𝑢) has no left inventory, as 𝛿𝑑𝑙 is an infinitesimal portion (or part of an infinitesimal portion

if 𝑢 = 0). In this case, both the online algorithm and the offline algorithm will both have to fulfill

𝛿𝑑𝑙 from outside 𝐶 (𝑢). We have,

𝜃
online,𝐶
[1:𝑙] (𝐶 (𝑢)) = 𝜃online,𝐶

[1:𝑙−1] (𝐶 (𝑢)) + 𝛿𝑑
𝑙

and

𝜃
online,𝐶
[1:𝑙] (𝐶 (𝑢′)) = 𝜃online,𝐶

[1:𝑙−1] (𝐶 (𝑢
′))

for every other 𝑢′ ≠ 𝑢.
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Next, let 𝑢𝑙 , 𝑢𝑙 + 1, . . . ,𝑈 be the indices of the elements of 𝑉𝐶 that still have inventory at the

moment 𝛿𝑑𝑙 arrived (these are the clusters or locations from which the online algorithm will take

an equal amount of inventory). Note that 𝑢𝑙 > 𝑢 (since 𝐶 (𝑢) has run out of inventory already).

Note that,

• For every 𝑢′ < 𝑢𝑙 such that 𝑢′ ≠ 𝑢, the inventory inside 𝐶 (𝑢′) has not changed such that

𝑞𝑙+1
𝐶 (𝑢′) = 𝑞

𝑙
𝐶 (𝑢′) = 0, and we have,

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢′)) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙
𝐶 (𝑢′)

ª®¬
+

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢′)

ª®¬
+

= 𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′))

• The inventory inside 𝐶 (𝑢) also has not changed such that 𝑞𝑙+1
𝐶 (𝑢) = 𝑞

𝑙
𝐶 (𝑢) = 0, and we have,

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢)) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢)

𝛿𝑑𝑘 − 𝑞𝑙
𝐶 (𝑢)

ª®¬
+

=
∑︁

𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢)
𝛿𝑑𝑘

=
∑︁

𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢)
𝛿𝑑𝑘 + 𝛿𝑑𝑙

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢)

ª®¬
+

+ 𝛿𝑑𝑙

= 𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′)) + 𝛿𝑑𝑙

• The inventory inside each 𝐶 (𝑢′) for 𝑢′ = 𝑢𝑙 , 𝑢𝑙 + 1, . . . ,𝑈 has decreased by 𝛿𝑑𝑙

𝑈−𝑢𝑙+1 , i.e.,
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𝑞𝑙+1
𝐶 (𝑢′) = 𝑞

𝑙
𝐶 (𝑢′) −

𝛿𝑑𝑙

𝑈−𝑢𝑙+1 , and

𝜃
offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢′)) = ©­«

∑︁
𝑘: 𝑘≥𝑙, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙
𝐶 (𝑢′)

ª®¬
+

=
©­«

∑︁
𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢′)

𝛿𝑑𝑘 − 𝑞𝑙+1
𝐶 (𝑢′) −

𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1
ª®¬
+

≥ ©­«
∑︁

𝑘: 𝑘≥𝑙+1, 𝑖𝑘∈𝐶 (𝑢′)
𝛿𝑑𝑘 − 𝑞𝑙+1

𝐶 (𝑢′)
ª®¬
+

− 𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1

= 𝜃
offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′)) − 𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1

Hence,

Φ𝑙+1 −Φ𝑙

=

𝑈∑︁
𝑢′=0

(
𝜃

online,𝐶
[1:𝑙] (𝐶 (𝑢′)) − 𝜃online,𝐶

[1:𝑙−1] (𝐶 (𝑢
′))

)
+ 3 ln(𝑈 + 1 − 𝑢′)

(
𝜃

offline,𝐶
[𝑙+1:𝐿] (𝐶 (𝑢

′)) − 𝜃offline,𝐶
[𝑙:𝐿] (𝐶 (𝑢′))

)
≤ 𝛿𝑑𝑙 − 𝛿𝑑𝑙 · 3 ln(𝑈 + 1 − 𝑢) + 𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1

𝑈∑︁
𝑢′=𝑢𝑙

3 ln(𝑈 + 1 − 𝑢′)

≤ 𝛿𝑑𝑙 − 𝛿𝑑𝑙 · 3 ln(𝑈 + 2 − 𝑢𝑙) +
𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1

𝑈∑︁
𝑢′=𝑢𝑙

3 ln(𝑈 + 1 − 𝑢′)

≤ 𝛿𝑑𝑙 − 𝛿𝑑𝑙 · 3 ln(𝑈 + 2 − 𝑢𝑙) +
𝛿𝑑𝑙

𝑈 − 𝑢𝑙 + 1

𝑈−𝑢𝑙+1∑︁
𝑢′=1

3 ln(𝑢′)

where the second inequality follows from the fact that 𝑢 ≤ 𝑢𝑙 − 1. When 𝑢𝑙 = 𝑈, then the above

upper-bound is negative. Otherwise, let 𝑥 = 𝑈 + 2 − 𝑢𝑙 (which is hence ≥ 3), we have,

−3 ln(𝑥) + 1
𝑥 − 1

𝑥−1∑︁
𝑢′=1

3 ln(𝑢′) ≤ −3 ln(𝑥) + 1
𝑥 − 1

∫ 𝑥

𝑢′=1
3 ln(𝑢′)

≤ −3 ln(𝑥) + 1
𝑥 − 1

(3𝑥 ln(𝑥) − 3𝑥 + 3) ≤ −1

where the last inequality follows from the fact that 𝑥 ≥ 3 and the function on 𝑥 in decreasing over
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(3,∞) with value smaller than −1 at 𝑥 = 3. This implies that Φ𝑙+1 −Φ𝑙 ≤ 0.

B.5.3 Proof of Lemma 2.13

Consider some amount 𝛿 of inventory that the online algorithm moved between locations 𝑖 and

𝑗 when fulfilling demand of an infinitesimal portion 𝛿𝑑. Let 𝑟 be the smallest level such that 𝑖 and

𝑗 belong to the same cluster 𝐶 ∈ CLR(P𝑟), and hence such that ℓ𝐻
𝑖 𝑗

= diam(𝐶). If 𝑟 ≥ 2, let

𝐶 𝑗 be the cluster in P𝑟−1 to which 𝑗 belongs, otherwise let 𝐶 𝑗 = 𝑗 . Then, on the one hand, the

contribution of 𝛿 to the left-hand-side is ℓ𝐻
𝑖 𝑗
· 𝛿 = 𝛿 diam(𝐶). On the other hand, it must be the

case that 𝛿𝑑 arrived inside 𝐶 𝑗 and was fulfilled using inventory outside of 𝐶 𝑗 (inside 𝐶) and hence

𝛿 is part of 𝜃online,𝐶 (𝐶 𝑗 ) with coefficient diam(𝐶), hence a contribution to the right-hand-side of

𝛿 diam(𝐶).
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B.5.4 Proof of Lemma 2.14

We have,

∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃offline,𝐶 (𝐶′)

=

𝑅∑︁
𝑟=2

∑︁
𝐶∈CLR(P𝑟 )

diam(𝐶) ©­«
∑︁

𝐶′∈CLR(𝐶)
𝜃offline,𝐶 (𝐶′) + 𝜃offline,𝐶 (𝐶 (0))ª®¬

+
∑︁

𝐶∈CLR(P1)
diam(𝐶)

(∑︁
𝑖∈𝐶

𝜃offline,𝐶 (𝑖) + 𝜃offline,𝐶 (𝐶 (0))
)

≤
𝑅∑︁
𝑟=2

∑︁
𝐶∈CLR(P𝑟 )

diam(𝐶) ©­«
∑︁

𝐶′∈CLR(𝐶)
(𝑑𝐶′ − 𝑞hb

𝐶′ )
+ + 𝜃offline,𝐶 (𝐶 (0))ª®¬

+
∑︁

𝐶∈CLR(P1)
diam(𝐶)

(∑︁
𝑖∈𝐶
(𝑑𝑖 − 𝑞hb

𝑖 )+ + 𝜃offline,𝐶 (𝐶 (0))
)

=

𝑅∑︁
𝑟=2

∑︁
𝐶∈CLR(P𝑟 )

diam(𝐶)
∑︁

𝐶′∈CLR(𝐶)
(𝑑𝐶′ − 𝑞hb

𝐶′ )
+ +

∑︁
𝐶∈CLR(P1)

diam(𝐶)
∑︁
𝑖∈𝐶
(𝑑𝑖 − 𝑞hb

𝑖 )+

+
∑︁

𝐶∈CLR(H)
diam(𝐶)𝜃offline,𝐶 (𝐶 (0))

≤ 2𝐶𝐻 (qhb, d) +
∑︁

𝐶∈CLR(H)
diam(𝐶)𝜃offline,𝐶 (𝐶 (0))

The first inequality follows from the definition of 𝜃offline,𝐶 (𝐶′), in fact, when 𝐶′ is a cluster or a

location, the expression is given by the positive part of some of the demand that arrived at𝐶′minus

the inventory inside 𝐶′ and hence can be upper-bounded by (𝑑𝐶′ −𝑞hb
𝐶′ )
+. For the second inequality

recall that if Δ1 = 1
𝛼

min𝑖, 𝑗∈𝑋:𝑖≠ 𝑗 ℓ𝑖 𝑗 , then the clusters in the first partition are necessarily singletons
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and hence,

𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) (𝑑𝐶 − 𝑞hb
𝐶 )
+ +

∑︁
𝐶∈CLR(P1)

diam(𝐶)
∑︁
𝑖∈𝐶
(𝑑𝑖 − 𝑞hb

𝑖 )+

≤ 2
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) (𝑑𝐶 − 𝑞hb
𝐶 )
+

≤ 2𝐶𝐻 (qhb, d)

otherwise, the diameter of the clusters at level 1 is at most diam(𝑋)/𝑛 and hence,

𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) (𝑑𝐶 − 𝑞hb
𝐶 )
+ +

∑︁
𝐶∈CLR(P1)

diam(𝐶)
∑︁
𝑖∈𝐶
(𝑑𝑖 − 𝑞hb

𝑖 )

≤
𝑅−1∑︁
𝑟=1

∑︁
𝐶∈CLR(P𝑟 )

diam𝑝 (𝐶) (𝑑𝐶 − 𝑞hb
𝐶 )
+ + diam(𝑋)

𝑛

∑︁
𝑖∈𝑋
(𝑑𝑖 − 𝑞hb

𝑖 )

≤ 𝐶𝐻 (qhb, d).

We now show that,

∑︁
𝐶∈CLR(H)

diam(𝐶)𝜃offline,𝐶 (𝐶 (0)) ≤ 2
21 log(𝑛)

∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

to conclude.
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To prove this inequality, note that for a given level 𝑟 ∈ {1, . . . , 𝑅 − 1}, we have,

∑︁
𝐶∈CLR(P𝑟 )

diam(𝐶)𝜃offline,𝐶 (𝐶 (0)) ≤ 𝛼Δ𝑟
∑︁

𝐶∈CLR(P𝑟 )
𝜃offline,𝐶 (𝐶 (0))

≤ 𝛼Δ𝑟
𝑅∑︁

𝑟 ′=𝑟+1

∑︁
𝐶∈CLR(P𝑟′ )

s.t |CLR(𝐶) |≥2

∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

≤ 1
21 log(𝑛)

𝑅∑︁
𝑟 ′=𝑟+1

1
𝛾𝑟
′−𝑟−1

∑︁
𝐶∈CLR(P𝑟′ )

s.t |CLR(𝐶) |≥2

Δ𝑟 ′
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

≤ 1
21 log(𝑛)

𝑅∑︁
𝑟 ′=𝑟+1

1
𝛾𝑟
′−𝑟−1

∑︁
𝐶∈CLR(P𝑟′ )

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

where the first inequality follows by definition. For the second inequality, note that the sum∑
𝐶∈CLR(P𝑟 ) 𝜃

offline,𝐶 (𝐶 (0)) is exactly the amount of demand that has been fulfilled by the on-

line algorithm from inventory inside the clusters of P𝑟 but arrived outside of these clusters (i.e.

demand arrived at some cluster of P𝑟 and fulfilled from another). Consider a portion 𝛿 of such

demand, then there must exist a cluster 𝐶̂ at a higher level 𝑘 ≥ 𝑟 + 1 such that 𝛿 arrived at one

cluster 𝐶1 in CLR(𝐶̂) and has been fulfilled from another cluster 𝐶2 in CLR(𝐶̂) implying that 𝛿

is part of 𝜃online,𝐶̂ (𝐶1). The third inequality follows from the fact that Δ𝑟 ′ = 𝛾𝑟
′−𝑟Δ𝑟 and by our

choice that 21 log(𝑛)𝛼 < 𝛾. The fourth inequality follows from the fact that when 𝐶 of level 𝑟′

contains at least 2 subclusters at level 𝑟′ − 1, its diameter must be at least as large as the distance

(margin) between these two subclusters clusters i.e. diam(𝐶) ≥ Δ𝑟 ′ .
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We now sum the above inequality over all 𝑟 = 1, . . . , 𝑅 − 1 to get,

∑︁
𝐶∈CLR(H)

diam(𝐶)𝜃offline,𝐶 (𝐶 (0)) ≤ 1
21 log(𝑛)

𝑅−1∑︁
𝑟=1

𝑅∑︁
𝑟 ′=𝑟+1

1
𝛾𝑟
′−𝑟−1

∑︁
𝐶∈CLR(P𝑟′ )

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

=
1

21 log(𝑛)

𝑅∑︁
𝑟 ′=2

𝑟 ′−1∑︁
𝑟=1

1
𝛾𝑟
′−𝑟−1

∑︁
𝐶∈CLR(P𝑟′ )

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

≤ 1
1 − 1

𝛾

1
21 log(𝑛)

𝑅∑︁
𝑟 ′=2

∑︁
𝐶∈CLR(P𝑟′ )

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′)

≤ 2
21 log(𝑛)

∑︁
𝐶∈CLR(H)

diam(𝐶)
∑︁
𝐶′∈𝑉𝐶

𝜃online,𝐶 (𝐶′).

The last inequality follows from 𝛾 ≥ 21 log(𝑛) ≥ 2 for 𝑛 ≥ 2, implying that 1/(1 − 1/𝛾) ≤ 2.

B.6 Derivation of (SDP)

Consider a metric space as constructed in the the numerical experiments Section 2.7.1. The

cost function 𝐶 (q, d) can be formulated as follows,

𝐶 (q, d) = ℎ(𝑞𝑋 − 𝑑𝑋)+ + 𝑏(𝑑𝑋 − 𝑞𝑋)+

+ 2𝑐
𝐾−1∑︁
𝑟=1

𝜆𝑟

(∑︁
𝑣∈𝐿𝑟
(𝑑𝑣 − 𝑞𝑣)+ −

∑︁
𝑤∈𝐿𝑟+1

(𝑑𝑤 − 𝑞𝑤)+
)

= ℎ(𝑞𝑋 − 𝑑𝑋) + (𝑏 + ℎ − 2𝑐𝜆𝐾−1) (𝑑𝑋 − 𝑞𝑋)+

+ 2𝑐𝜆
∑︁
𝑣∈𝐿1

(𝑑𝑣 − 𝑞𝑣)+ + 2𝑐
𝐾−1∑︁
𝑟=2
(𝜆𝑟 − 𝜆𝑟−1)

∑︁
𝑣∈𝐿𝑟
(𝑑𝑣 − 𝑞𝑣)+

= max
𝝐1∈Π1,...,𝝐𝐾∈Π𝐾

(
−ℎe⊤ + (𝑏 + ℎ − 2𝑐𝜆𝐾−1)𝝐⊤𝐾 + 2𝑐𝜆𝝐⊤1 + 2𝑐

𝐾−1∑︁
𝑟=2
(𝜆𝑟 − 𝜆𝑟−1)𝝐⊤𝑟

)
(d − q)

= max
𝝐1∈Π1,...,𝝐𝐾∈Π𝐾

𝑓 (𝝐1, . . . , 𝝐𝐾)⊤(d − q)

Such that Π𝑟 = {𝝐 ∈ {0, 1}𝑛 | 𝜖𝑖 = 𝜖 𝑗 ∀𝑖, 𝑗 ∈ 𝑣,∀𝑣 ∈ 𝐿𝑟} for every 𝑟 = 1, . . . , 𝐾 , and where we

abuse notation and denote by 𝑣 ∈ 𝑇 both the vertex 𝑣 of the tree and the set leaves in the subtree

rooted at 𝑣.
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Now, recall the expression of the offline problem (ODRNM),

inf
q≥0

{
sup

D∈F (𝝁,Σ)
Ed∼D 𝐶 (q, d)

}
,

which can also be written as,

inf
q≥0

sup
𝑓 :R𝑛+→R

∫
R𝑛+

𝐶 (q, d) 𝑓 (d) 𝜕d

𝑠.𝑡

∫
R𝑛+

d 𝑓 (d) 𝜕d = 𝝁,∫
R𝑛+

dd⊤ 𝑓 (d) 𝜕d = 𝝁𝝁⊤ + Σ,∫
R𝑛+

𝑓 (d) 𝜕d = 1,

𝑓 (d) ≥ 0, ∀d ∈ R𝑛+.

Taking the dual of the inner moment maximization problem, we get,

min
q≥0,𝑌 ,y,𝑦0

(𝝁𝝁⊤ + Σ) · 𝑌 + 𝝁⊤y + 𝑦0

𝑠.𝑡. d⊤𝑌d + d⊤y + 𝑦0 ≥ 𝐶 (q, d), ∀d ≥ 0

where 𝐴 · 𝐵 denotes the Frobenius inner product of 𝐴 and 𝐵. Strong duality in the above problem

holds as Σ ≻ 0 [142], and hence the above formulation is equivalent to (ODRNM). Relaxing

non-negativity of the demand vectors and replacing 𝐶 (q, d) by its expression,

min
q≥0,𝑌 ,y,𝑦0

(𝝁𝝁⊤ + Σ) · 𝑌 + 𝝁⊤y + 𝑦0

𝑠.𝑡. d⊤𝑌d + d⊤y + 𝑦0 ≥ 𝑓 (𝝐1, . . . , 𝝐𝐾 )⊤(d − q)

∀d ∈ R𝑛,∀𝝐1 ∈ Π1, . . . , 𝝐𝐾 ∈ Π𝐾
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which can be formulated as the following exponentially sized SDP,

min
q≥0,𝑌 ,y,𝑦0

∑︁
𝑖, 𝑗∈𝑋
(𝜇𝑖𝜇 𝑗 + Σ𝑖 𝑗)𝑌𝑖 𝑗 +

∑︁
𝑖∈𝑋

𝜇𝑖𝑦𝑖 + 𝑦0

𝑠.𝑡.


𝑌

y− 𝑓 (𝝐1 ,...,𝝐𝐾 )
2

y⊤− 𝑓 (𝝐1 ,...,𝝐𝐾 )⊤
2 𝑦0 + 𝑓 (𝝐1, . . . , 𝝐𝐾 )⊤q

 ⪰ 0,

∀𝝐1 ∈ Π1, . . . ,∀𝝐𝐾 ∈ Π𝐾 .
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Appendix C: Fully-Dynamic Load Balancing

C.1 Omitted Examples

Example C.1. In the special case when jobs do not depart after arrival, Gupta et al. [94] show that

the following algorithm is (𝛽, 𝑂 (1))-competitive for any 𝛽 ≥ 2: given the current assignment of

jobs to machines at a time 𝑡, when a new job arrives, find the shortest set of job reassignments which

maintains the property that no machine has load more than 𝛽 ·OptL𝑡 (I). This set of reassignment

can be computed by a shortest path computation in a suitable residual graph. The following

example shows that the shortest path algorithm does not have similar guarantee when jobs depart

as well.

Fix integer parameters 𝑙, 𝑘 , where 𝑙 ≥ 3, 𝑘 ≥ 4. Consider an 𝑙-ary tree 1 with 𝑘 levels. The

𝑚 = 𝑙𝑘−1
𝑙−1 nodes of the tree represent the set of machines and the 𝑛 = 𝑚−1 edges represent the jobs.

For each job represented by an edge 𝑗 = (𝑢, 𝑣), the set 𝑆( 𝑗) is given by {𝑢, 𝑣}. Let 𝑖 be a machine

at level ⌊𝑘/2⌋ − 1 from the root. Consider 𝑛 more jobs (referred to as root jobs) that can only go to

the root machine and 𝑛 jobs (referred to as middle jobs) that can only go to the machine 𝑖. Finally

consider one extra machine 𝑖0 and two extra jobs 𝑗1 and 𝑗2 such that 𝑆( 𝑗1) = 𝑆( 𝑗2) = {𝑖0}. The

jobs 𝑗1 and 𝑗2 and the jobs corresponding to the edges arrive first and stay for the remainder of the

time horizon. After this, a root job arrives and leaves immediately and is followed by a middle job

arriving and departing, and so on. It is easy to see that OptR(I) = 0 for this instance. Indeed, we

direct each edge away from the root and assign the corresponding job to the lower machine, this

gives a load of at most 2 on every machine which is the optimum load at every time step.

Now consider the shortest path algorithm which maintains an 𝑙-approximate assignment. When

the jobs corresponding to the edges arrive, it directs these edges towards the root (i.e., assigns each

1A tree where each non-leaf node has exactly 𝑙 children.
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such job to the machine closer to the root). Since the in-degree of each vertex is 𝑙, the load on any

machine does not exceed 𝑙. When a root job arrives we will need to reassign at least 𝑘 = 𝑂 (log𝑚)

jobs (essentially reassign jobs along the path from the root to a leaf node in the tree). Now, the root

job leaves immediately, and hence the root machine has load strictly less than 𝑙. Therefore, when

a middle job arrives next, the closest machine which is not loaded to 𝑙 is the root machine. This

results in reassignment of jobs along the path from the machine 𝑖 to the root machine. This process

repeats for the remaining root jobs and the middle jobs. Thus, the total reassignments required to

maintain an 𝑙 approximate assignment (i.e. to maintain an online factor 𝛽 = 𝑙/2 ≥ 1) is at least

𝑛(⌊𝑘/2⌋ − 1) = Ω(𝑇 log𝑇) for all 𝑙.

Example C.2. Consider a set of 𝑚 machines and 𝑛 = 3𝑚 − 1 jobs. Each job 𝑗 ∈ [𝑚 − 1]

specifies 𝑆( 𝑗) = { 𝑗 , 𝑗 + 1}. The jobs in [𝑚, 2𝑚 − 1] can only be assigned to machine 1, and

the jobs in [2𝑚, 3𝑚 − 1] can only be assigned to machine 𝑚. The jobs in [𝑚 − 1] arrive first at

time 1, 2, . . . , 𝑚 − 1 respectively and never leave the system. From time 𝑚 onward, the jobs in

[𝑚, 2𝑚 − 1] and [2𝑚, 3𝑚 − 1] arrive and depart immediately in an alternating manner. In other

words, job 𝑚 arrives at time 𝑚 and departs at time (𝑚 + 1), then job 2𝑚 arrives and departs at

time (𝑚 + 2) and (𝑚 + 3) respectively and so on.

We now claim that OptR(I) = Ω(𝑛2). Indeed, OptL𝑡 (I) = 1 for all time 𝑡 – if a job from

[𝑚, 2𝑚 − 1] arrives at this time 𝑡, then we assign this job to machine 1, and the jobs in [𝑚 − 1]

occupy machines 2, . . . , 𝑚. Similarly, if a job from [2𝑚, 3𝑚 − 1] arrives at time 𝑡, then we assign

this job to machine 𝑚, and the jobs in [𝑚 − 1] occupy machines {1, . . . , 𝑚 − 1}. Now, it is easy to

check that between two consecutive arrivals of a job from [𝑚, 2𝑚 − 1] and [2𝑚, 3𝑚 − 1], we must

make 𝑚 − 1 reassignments. Thus, the total number of reassignments over the entire input sequence

is Ω(𝑛2).

However, it is easy to check that OptR(2,I) = 0. Indeed, we can assign each job 𝑗 ∈ [𝑚 − 1]

to machine 𝑗 . When a job in [𝑚, 2𝑚 − 1] arrives, we assign it to machine 1, whereas a job from

[2𝑚, 3𝑚 − 1] gets assigned to machine 𝑚. This creates a load of at most 2 on any machine.
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C.2 Choice of Weights and Their Updates

In this subsection, we discuss our choice of the weights and weight updates. Suppose a reas-

signment of the jobs 𝐽 full
𝑡 happens at time 𝑡. Let us refer to the jobs 𝑗 ∈ 𝐽 full

𝑡 such that 𝜎𝑡 ( 𝑗) ≠ 𝜎∗𝑡 ( 𝑗)

as good jobs and refer to the rest of the jobs as bad jobs. As mentioned before, if the weight of

edge ( 𝑗 , 𝜎𝑡 ( 𝑗)) is increased and the weight of edges ( 𝑗 , 𝑖) for 𝑖 ≠ 𝜎𝑡 ( 𝑗) is decreased, the good jobs

increase the potential and bad jobs decrease it. The idea of our algorithm is to choose our weights

and weight updates such that the total increase from the good jobs dominates the decrease from

bad jobs.

First, because we do not know which jobs will be good or bad, we use the same set of weights

for all jobs at all time steps so that the minimum gain and maximum loss from each update is always

the same (hence, our choice of weight updates consist of a permutation of the same weights).

Second, because there is not always a permutation of the weights that could increase the weight

of ( 𝑗 , 𝜎𝑡 ( 𝑗)) while decreasing all the weights of the edges ( 𝑗 , 𝑖) for 𝑖 ≠ 𝜎𝑡 ( 𝑗), we consider a

different weight update that consists of reassigning the jobs 𝐽 full
𝑡 to the assignment 𝜓full

𝑡 of load at

most OptL𝑡 (I) minimizing the current weights. Because 𝜎∗𝑡 (restricted to the jobs 𝐽 full
𝑡 ) is one

feasible such assignment, the weight of ( 𝑗 , 𝜓full
𝑡 ( 𝑗)) will be smaller than the weight of ( 𝑗 , 𝜎∗𝑡 ( 𝑗))

for a large fraction of the jobs 𝐽 full
𝑡 , and with such weight update, we only need to decrease the

weights of the edges of weight larger than the weight of ( 𝑗 , 𝜓full
𝑡 ( 𝑗)). Note that this can be achieved

by a permutation of weights, in particular, if 𝑤1 < · · · < 𝑤𝑑 denote our set of weights, and 𝑤𝑠

denotes the weight of edge ( 𝑗 , 𝜓full
𝑡 ( 𝑗)), give weight 𝑤𝑑 to edge of weight 𝑤1, give weight 𝑤1 to

edge of weight 𝑤𝑠, do not change the weight of edges of weight strictly between 𝑤1 and 𝑤𝑠 and

finally each edge of weight 𝑤𝑟 with 𝑠 < 𝑟 ≤ 𝑑 gets weight 𝑤𝑟−1.

Finally, given a set of weights 𝑤1 < · · · < 𝑤𝑑 , and using our weight updates discussed above,

it can be shown (by carrying the exact same analysis as in Section 3.3.2 under general weights

𝑤1 < · · · < 𝑤𝑑) that a factor 𝛽 of at least (𝑤𝑑 − 𝑤1)2/(min𝑟∈[𝑑−1] (𝑤𝑟 − 𝑤𝑟+1))2 is needed for the

total change in potential to be positive and in which case the reassignments factor 𝛾 is also at least
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(𝑤𝑑 −𝑤1)2/(min𝑟∈[𝑑−1] (𝑤𝑟 −𝑤𝑟+1))2. This factor is always larger than 𝑑2 (achieved by our choice

of weights) which implies that our analysis is tight.

C.3 Arbitrary Job Sizes: Omitted Proofs

C.3.1 Proof of Lemma 3.15

Let 𝑡 ∈ [𝑇]. The proof of the first three inequalities is identical to that of the first three

inequalities in Lemma 3.8. We prove the fourth inequality.

Let ΔΦ1,ΔΦ2, . . . ,ΔΦ𝜏𝑡 denote the change in the potential due to each iteration of GSREAS-

SIGN(𝑡). Let 𝜒1, . . . , 𝜒𝜏𝑡 denote the assignments at the beginning of each iteration of the procedure

GCREASSIGN(𝑡). By convention, we let ΔΦ𝑙 = 0 and 𝜒𝑙 be the assignment at the end of iteration

𝜏𝑡 for every 𝑙 > 𝜏𝑡 . As before, we begin by showing that E(𝜏𝑡) is finite, then we use Wald identity

(Lemma 3.10) to prove the desired inequality.

Proof that E(𝜏𝑡) is finite: For every 𝑙 ≥ 1, let 𝑌 𝑙 be the event that an unsuccessful reassignment

happened at the 𝑙-th step of the reassignment phase at time 𝑡, where a reassignment of job 𝑗 is

called unsuccessful if 𝑗 was reassigned to a machine that is different from its assigned machine in

𝜎∗𝑡 (by convention, step 𝑙 is considered successful when 𝑙 > 𝜏𝑡). Let 𝑍𝑟 =
⋃
𝑙∈[(𝑟−1)𝑇+1,𝑟𝑇] 𝑌

𝑙 be

the event that an unsuccessful reassignment happened between the steps (𝑟 − 1)𝑇 + 1 and 𝑟𝑇 of the

reassignment phase. As before, we have,

P(𝜏𝑡 > 𝑘𝑇) ≤ P

(
𝑘⋂
𝑟=1

𝑍𝑟

)
= P

(
𝑍 𝑘 |𝑍 𝑘−1, . . . , 𝑍1

)
P

(
𝑍 𝑘−1 |𝑍 𝑘−2, . . . , 𝑍1

)
. . . P

(
𝑍1

)
which holds because when 𝜏𝑡 > 𝑘𝑇 , it has to be the case that for every 𝑟 ∈ [𝑘] at least one of the

reassignments in [(𝑟 − 1)𝑇 + 1, 𝑟𝑇] of length 𝑇 is unsuccessful. Next, for every 𝑟 ∈ [𝑘] we have,
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P
(
𝑍𝑟 |𝑍𝑟−1, . . . , 𝑍1

)
= E𝜒 (𝑟−1)𝑇+1

(
P

(
𝑍𝑟 |𝑍𝑟−1, . . . , 𝑍1, 𝜒(𝑟−1)𝑇+1

))
=E𝜒 (𝑟−1)𝑇+1

(
P

(
𝑍𝑟 |𝜒(𝑟−1)𝑇+1

))
=1 − E𝜒 (𝑟−1)𝑇+1

©­«P ©­«
⋂

𝑙∈[(𝑟−1)𝑇+1,𝑟𝑇]
𝑌
𝑙

������ 𝜒(𝑟−1)𝑇+1ª®¬ª®¬
=1 − E𝜒(𝑟−1)𝑇+1

(
P

(
𝑌
𝑟𝑇 |𝑌 𝑟𝑇−1

, . . . , 𝑌
(𝑟−1)𝑇+1

, 𝜒(𝑟−1)𝑇+1
)
. . . P

(
𝑌
(𝑟−1)𝑇+1 |𝜒(𝑟−1)𝑇+1

))
,

and for every 𝑠 ∈ [(𝑟 − 1)𝑇 + 1, 𝑟𝑇],

P
(
𝑌
𝑠 |𝑌 𝑠−1

, . . . , 𝑌
(𝑟−1)𝑇+1

, 𝜒(𝑟−1)𝑇+1
)

= E𝜒𝑠
(
P

(
𝑌
𝑠 |𝑌 𝑠−1

, . . . , 𝑌
(𝑟−1)𝑇+1

, 𝜒(𝑟−1)𝑇+1, 𝜒𝑠
))

= E𝜒𝑠
(
P

(
𝑌
𝑠 |𝜒𝑠

))
.

We claim that, for every 𝑟 ∈ [𝑘] and every 𝑠 ∈ [(𝑟 − 1)𝑇 + 1, 𝑟𝑇] we have,

E𝜒𝑠
(
P

(
𝑌
𝑠 |𝜒𝑠

))
≥ 𝛽 − 1

𝛽𝑑

Fix a value to the assignment 𝜒𝑠, we have:

(i) If 𝜒𝑠 has load less or equal to 𝛽 ·OptL𝑡 (I) then P
(
𝑌 𝑠 |𝜒𝑠

)
= 1 ≥ 𝛽−1

𝛽𝑑
.

(ii) If not, let 𝑖 be the machine chosen from 𝜒𝑠 for reassignment, let 𝑆(𝑖) denote the set of jobs

assigned to 𝑖 in 𝜒𝑠 and 𝑂 (𝑖) denote the subset of these jobs that are assigned to 𝑖 in both 𝜒𝑠

and 𝜎∗𝑡 . Note that the total size of the jobs in 𝑆(𝑖) is at least 𝛽 ·OptL𝑡 (I) while the total size

of the jobs in 𝑂 (𝑖) is at most OptL𝑡 (I) which implies that (∑ 𝑗∈𝑆(𝑖)\𝑂 (𝑖) 𝑝 𝑗 )/(
∑
𝑘∈𝑆(𝑖) 𝑝𝑘 ) ≥

(𝛽 − 1)/𝛽. Let 𝑗 ′ be the job selected for reassignment and 𝑖′ be the machine it is reassigned
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to. Then

P(𝑌 𝑠 |𝜒𝑠) = P( 𝑗 ′ ∈ 𝑆(𝑖)\𝑂 (𝑖) , 𝑖′ = 𝜎∗𝑡 ( 𝑗) |𝜒𝑠)

= P( 𝑗 ′ ∈ 𝑆(𝑖)\𝑂 (𝑖) |𝜒𝑠) · P(𝑖′ = 𝜎∗𝑡 ( 𝑗) | 𝑗 ′ ∈ 𝑆(𝑖)\𝑂 (𝑖) , 𝜒𝑠)

=
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)

𝑝 𝑗∑
𝑘∈𝑆(𝑖) 𝑝𝑘

· 1
𝑑

=

∑
𝑗∈𝑆(𝑖)\𝑂 (𝑖) 𝑝 𝑗∑
𝑘∈𝑆(𝑖) 𝑝𝑘

· 1
𝑑
≥ 𝛽 − 1

𝛽𝑑

Next, from the above inequalities we get that,

P(𝜏𝑡 > 𝑘𝑇) ≤
(
1 −

(
𝛽 − 1
𝛽𝑑

)𝑇 ) 𝑘
.

Therefore,

E(𝜏𝑡) ≤ 𝑇 ·
∞∑︁
𝑘=0
(𝑘 + 1) ·

(
1 −

(
𝛽 − 1
𝛽𝑑

)𝑇 ) 𝑘
< +∞,

by Lemma 3.9.

Bounding the expected reassignment cost: We now bound E(𝜏𝑡). Let 𝑙 ≥ 1. If 𝜒𝑙 has load less

or equal to 𝛽 ·OptL𝑡 (I) then E(ΔΦ𝑙 |𝜒𝑙) = 0 ≥ 1
2𝑑+1 ·E(1{𝜏𝑡≥𝑙} |𝜒

𝑙) = 0. If not, let 𝑖 be the machine

that we select for reassignment from 𝜒𝑙 . We have,
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E(ΔΦ𝑙 |𝜒𝑙) =
∑︁

𝑗∈𝑆(𝑖)\𝑂 (𝑖)

𝑝 𝑗∑
𝑘∈𝑆(𝑖) 𝑝𝑘

· 1
deg( 𝑗) −

∑︁
𝑗∈𝑂 (𝑖)

𝑝 𝑗∑
𝑘∈𝑆(𝑖) 𝑝𝑘

· deg( 𝑗) − 1
deg( 𝑗)

≥
1/𝑑 ·∑ 𝑗∈𝑆(𝑖)\𝑂 (𝑖) 𝑝 𝑗 −

∑
𝑗∈𝑂 (𝑖) 𝑝 𝑗∑

𝑘∈𝑆(𝑖) 𝑝𝑘

≥ 1
2𝑑 + 1

=
1

2𝑑 + 1
· E(1{𝜏𝑡≥𝑙} |𝜒𝑙)

Finally, we have,

(i) The integer-valued random variable 𝜏𝑡 ≥ 0 is such that E(𝜏𝑡) < ∞.

(ii) The random variables {(2𝑑 + 1)ΔΦ𝑙 − 1{𝜏𝑡≥𝑙}}𝑙≥1 are bounded, as (2𝑑 + 1) |ΔΦ𝑙 | + 1{𝜏𝑡≥𝑙} ≤

(2𝑑 + 2) for every 𝑙 ≥ 1.

(iii) The random variables {𝜒𝑙}𝑙≥1 are such that for every 𝑙 ≥ 1, {𝜏𝑡 ≥ 𝑙} is 𝜎(𝜒𝑙)-measurable

and E((2𝑑 + 1)ΔΦ𝑙 − 1{𝜏𝑡≥𝑙} |𝜒𝑙) ≥ 0.

Hence Wald identity (Lemma 3.10) applies with 𝑁 = 𝜏𝑡 , 𝑋𝑛 = (2𝑑 + 1)ΔΦ𝑛 − 1{𝜏𝑡≥𝑛}, 𝑌𝑛 = 𝜒𝑛, and

𝜇 = 0, implying that,

E

(
(2𝑑 + 1)

𝜏𝑡∑︁
𝑛=1

ΔΦ𝑛 −
𝜏𝑡∑︁
𝑛=1

1{𝜏𝑡≥𝑛}

)
≥ 0,

and hence that,

E(ΔΦ𝑡) ≥
1

2𝑑 + 1
· E(𝜏𝑡).

□

C.3.2 Proof of Corollary 3.16

Let ΔΦ denote the total change in potential during the whole algorithm. We have,
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ΔΦ =

𝑇∑︁
𝑡=1

Φ𝑡 (𝜎𝑡) −Φ𝑡−1(𝜎𝑡−1)

=

𝑇∑︁
𝑡=1

ΔΦdel
𝑡 +

𝑇∑︁
𝑡=1

ΔΦadd
𝑡 +

𝑇∑︁
𝑡=1

ΔΦoff
𝑡 +

𝑇∑︁
𝑡=1

ΔΦass
𝑡

Lemma 3.15
≥ 0 − 𝑇 −OptR(I) +

𝑇∑︁
𝑡=1

ΔΦass
𝑡

Hence,

E

(
𝑇∑︁
𝑡=1

𝜏𝑡

)
≤ (2𝑑 + 1)

𝑇∑︁
𝑡=1

E(ΔΦass
𝑡 )

≤ (2𝑑 + 1) (E(ΔΦ) + 𝑇 +OptR(I))

≤ 2(2𝑑 + 1) (OptR(I) + 𝑇)

where the last inequality follows by the fact that ΔΦ ≤ 𝑇 . □
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Appendix D: Two-Stage Stochastic Stable Matching

D.1 Explicitly Specified Distribution: Omitted Proofs

We begin with the following classical definitions needed in our proofs.

Definition D.1. (Meet and Join) Consider a marriage instance 𝐼 = (𝐴, 𝐵, <) and let 𝑀1, . . . , 𝑀𝑛

be a set of 𝑛 matchings. The join (resp., the meet) of 𝑀1, . . . , 𝑀𝑛 denoted by 𝑀1∨ · · · ∨𝑀𝑛 (resp.,

𝑀1 ∧ · · · ∧ 𝑀𝑛) is the set of pairs where every student 𝑎 ∈ 𝐴 is paired with the school he prefers

(resp., dislikes) the most from 𝑀1(𝑎), . . . , 𝑀𝑛 (𝑎).

Lemma D.2. (e.g., [112]) Given a marriage instance 𝐼 and a set of stable matchings 𝑀1, . . . , 𝑀𝑛,

the join 𝑀1 ∨ · · · ∨ 𝑀𝑛 and the meet 𝑀1 ∧ · · · ∧ 𝑀𝑛 are stable matchings.

Definition D.3. (Student Optimal and Pessimal Stable Matchings) Given a marriage instance 𝐼,

the students optimal (resp., pessimal) stable matching denoted by 𝑀0 (resp., 𝑀𝑧) is the join (resp.,

meet) of all the stable matchings of 𝐼.

We now give our missing proofs from Section 4.2.

D.1.1 Proof of Lemma 4.6

First, we show that ≥S is a partial order.

(i) Reflexivity: 𝑎𝑏 ≤S 𝑎𝑏 holds by definition.

(ii) Antisymmetry: Let 𝑎𝑏, 𝑎′𝑏′ ∈ S(𝐼) such that 𝑎𝑏 ≤S 𝑎′𝑏′ and 𝑎′𝑏′ ≤S 𝑎𝑏, we show that

𝑎𝑏 = 𝑎′𝑏′. Suppose not. Then 𝑎𝑏 <S 𝑎′𝑏′ and 𝑎′𝑏′ <S 𝑎𝑏. Let 𝑀 and 𝑀′ be two stable

matchings such that 𝑎𝑏 ∈ 𝑀 and 𝑎′𝑏′ ∈ 𝑀′ (note that such matchings exist since 𝑎𝑏 and 𝑎′𝑏′

are stable pairs). By 𝑎𝑏 <S 𝑎′𝑏′ it holds that 𝑏 ≺𝑎 𝑀′(𝑎) and by 𝑎′𝑏′ <S 𝑎𝑏 it holds that
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𝑏′ ≺𝑎′ 𝑀 (𝑎′). The meet 𝑀′′ = 𝑀 ∧ 𝑀′ (which is a stable matching by Lemma D.2) is such

that 𝑀′′(𝑎) = 𝑏 and 𝑀′′(𝑎′) = 𝑏′, which contradicts the fact that 𝑎𝑏 <S 𝑎′𝑏′ as 𝑎′𝑏′ ∈ 𝑀′′

but 𝑀′′(𝑎) ̸≻𝑎 𝑏.

(iii) Transitivity: Let 𝑎𝑏, 𝑎′𝑏′, 𝑎′′𝑏′′ ∈ S(𝐼) such that 𝑎𝑏 ≤S 𝑎′𝑏′ and 𝑎′𝑏′ ≤S 𝑎′′𝑏′′. We need

to show that 𝑎𝑏 ≤S 𝑎′′𝑏′′. Without loss of generality, we assume that 𝑎𝑏, 𝑎′𝑏′ and 𝑎′′𝑏′′ are

all different (i.e. that 𝑎𝑏 <S 𝑎′𝑏′ and 𝑎′𝑏′ <S 𝑎′′𝑏′′). Let 𝑀 be a stable matching such that

𝑎′′𝑏′′ ∈ 𝑀 , we show that 𝑏 ≺𝑎 𝑀 (𝑎): 𝑎′𝑏′ <S 𝑎′′𝑏′′ implies that 𝑏′ ≺𝑎′ 𝑀 (𝑎′). Let 𝑀′ a

stable matching such that 𝑎′𝑏′ ∈ 𝑀′ (it exists since 𝑎′𝑏′ is a stable pair), then by 𝑎𝑏 <S 𝑎′𝑏′

it holds that 𝑏 ≺𝑎 𝑀′(𝑎). Next consider the meet 𝑀′′ = 𝑀 ∧ 𝑀′, we have 𝑀′′(𝑎′) = 𝑏′

implying by 𝑎𝑏 <S 𝑎′𝑏′ that 𝑀′′(𝑎) ≻𝑎 𝑏, but since 𝑀′′(𝑎) is the worst assignment of 𝑎 out

of 𝑀 (𝑎) and 𝑀′(𝑎) then 𝑀 (𝑎) ≻𝑎 𝑏.

Second, fix 𝑎𝑏, 𝑎′𝑏′ ∈ S(𝐼), we show that 𝑎𝑏 <S 𝑎′𝑏′ can be verified in polynomial time. In fact,

it is sufficient to check if there exists a stable matching 𝑀 such that 𝑎′𝑏′ ∈ 𝑀 and 𝑀 (𝑎) ⪯𝑎 𝑏

which would imply that 𝑎𝑏 ̸< 𝑎′𝑏′. This can be done using the (maximization) linear program

over the stable matching polytope of 𝐼 where the pair 𝑎′𝑏′ as well as every other pair 𝑎𝑏′′ such that

𝑏′′ ⪯𝑎 𝑏 gets payoff of 1, all other pairs get a payoff of 0. In particular, 𝑎𝑏 ̸< 𝑎′𝑏′ iff the optimal

value of the LP is 2. □

D.1.2 Proof of Lemma 4.7

Let 𝐹 ∈ F (𝐼). Suppose that there exists two comparable pairs 𝑎𝑏, 𝑎′𝑏′ ∈ 𝐹 such that 𝑎𝑏 <S

𝑎′𝑏′. By definition of a stable family, there exists a stable matching 𝑀 containing all pairs of 𝐹.

Since 𝑀 (𝑎′) = 𝑏′, by 𝑎𝑏 <S 𝑎′𝑏′ it holds that 𝑏 ≺𝑎 𝑀 (𝑎), which is absurd since 𝑎𝑏 ∈ 𝑀 .

Conversely, let 𝐹 = {𝑎1𝑏1, . . . , 𝑎𝑠𝑏𝑠} be an antichain of (S(𝐼), >S). For each 𝑖 ∈ [𝑠], let 𝑀𝑖 be

the meet of all stable matchings containing 𝑎𝑖𝑏𝑖 (there exists at least one such matching, since 𝑎𝑖𝑏𝑖

is a stable pair). Let 𝑀∗ = 𝑀1 ∨ 𝑀2 ∨ · · · ∨ 𝑀𝑠 (which is a stable matching by Lemma D.2). We

show that 𝐹 ⊂ 𝑀∗ implying that 𝐹 is a stable family: It is sufficient to show that for every 𝑗 ∈ [𝑠],

𝑀𝑖 (𝑎 𝑗 ) ⪯𝑎 𝑗 𝑏 𝑗 for every 𝑖 ∈ [𝑠] − { 𝑗}, which implies that 𝑀∗(𝑎 𝑗 ) = 𝑏 𝑗 . Fix 𝑖 ≠ 𝑗 and suppose

205



that 𝑀𝑖 (𝑎 𝑗 ) ≻𝑎 𝑗 𝑏 𝑗 . Then since 𝑀𝑖 is the meet of all stable matchings containing 𝑎𝑖𝑏𝑖, any stable

matching 𝑀 containing 𝑎𝑖𝑏𝑖 must be such that 𝑀 (𝑎 𝑗 ) ⪰𝑎 𝑗 𝑀𝑖 (𝑎 𝑗 ) ≻𝑎 𝑗 𝑏 𝑗 , which is equivalent to

saying that 𝑎 𝑗𝑏 𝑗 <S 𝑎𝑖𝑏𝑖, a contradiction since 𝑎𝑖𝑏𝑖 and 𝑎 𝑗𝑏 𝑗 are incomparable. □

D.1.3 Proof of Lemma 4.9

Suppose min{𝑖 ∈ [𝑛𝑎′] | 𝑎𝑏 <S 𝑎′𝑏′𝑖} = 1. Let 𝑏′′ be the school that 𝑎 prefers the least among

{𝑏 | 𝑎𝑏 ∈ S𝑎 (𝐼)}, then 𝑎𝑏′′ ≤S 𝑎𝑏 <S 𝑎′𝑏′1 implying that 𝑎𝑏′′ and 𝑎′𝑏′1 are comparable in >S

which is absurd since {𝑎𝑏′′, 𝑎′𝑏′1} is a stable family as 𝑎𝑏′′ and 𝑎′𝑏′1 are the worst stable pair for 𝑎

and 𝑎′ respectively and hence both belong to the students pessimal stable matching 𝑀𝑧. □

D.1.4 Proof of Lemma 4.11

(𝑎) Let (𝐶,𝐶) be an 𝑠− 𝑡 cut of Gcut(𝐼) of finite capacity. For every 𝑎 ∈ 𝐴st(𝐼), Gcut(𝐼) contains

an arc of infinite capacity from 𝑠 to the largest element of the chain of 𝑎, i.e., max<S S𝑎 (𝐼).

Hence max<S S𝑎 (𝐼) ∈ 𝐶 and S𝑎 (𝐼) ∩ 𝐶 ≠ ∅.

Now, let 𝑀 be the matching such that for 𝑎 ∈ 𝐴st(𝐼), 𝑎𝑀 (𝑎) = min<S S𝑎 (𝐼) ∩ 𝐶 and

for 𝑣 ∉ 𝐴st(𝐼) ∪ 𝐵st(𝐼), 𝑀 (𝑣) = ∅. We show that 𝑀 is a stable matching. Note that,

there is no blocking agent in 𝑀 , since every pair 𝑎𝑏 ∈ 𝑀 is such that 𝑎𝑏 ∈ S𝑎 (𝐼), thus

𝑏 ⪰𝑎 𝑀𝑧 (𝑎) ≻𝑎 ∅. By Lemma 4.7, it suffices to show that the pairs in 𝑀 form an antichain

of (S(𝐼), >S). Suppose by contradiction that there exists two pairs 𝑎𝑏, 𝑎′𝑏′ ∈ 𝑀 such that

𝑎𝑏 <S 𝑎
′𝑏′. Then 𝑎𝑏 is dominated by an element of S𝑎′ (𝐼). Since (the dominating stable

pair) 𝑎′𝑏′ is the worst assignment of 𝑎′ in 𝐶, the Next-to-Smallest Dominating Stable Pair of

𝑎𝑏 in the chain of 𝑎′must be outside𝐶 implying that the infinite capacity arc (𝑎𝑏, 𝜎(𝑎𝑏, 𝑎′))

crosses the cut1, which is absurd as the cut is of finite capacity.

1As it is customary, we say that arc (𝑣, 𝑤) crosses the cut (𝐶,𝐶) if 𝑣 ∈ 𝐶 and 𝑤 ∈ 𝐶.
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(𝑏) Let 𝑀 be a stable matching of 𝐼 and let

𝐶 = {𝑠} ∪
⋃

𝑎∈𝐴st (𝐼)
{𝑎𝑏 ∈ S𝑎 (𝐼) | 𝑎𝑀 (𝑎) ≤S 𝑎𝑏}.

We show that (𝐶,𝐶) is of finite capacity. There are two types of infinite capacity arcs in the

cut graph (arcs constructed in step (i), (ii)). We show that none of these arcs crosses the cut:

For arcs (i), let 𝑎 ∈ 𝐴st(𝐼) and let S𝑎 (𝐼) = {𝑎𝑏1, 𝑎𝑏2, . . . , 𝑎𝑏𝑛𝑎} with 𝑏1 ≺𝑎 . . . ≺𝑎 𝑏𝑛𝑎 . If

𝑎𝑏𝑖 ∈ 𝐶 for some 𝑖 ∈ [𝑛𝑎 − 1], then by definition of 𝐶 it must be the case that 𝑎𝑏𝑖+1 ∈ 𝐶.

This implies in particular that the arc from 𝑎𝑏𝑖 to 𝑎𝑏𝑖+1 does not cross the cut. Also, it is

always the case that the largest stable pair 𝑎𝑏𝑛𝑎 ∈ 𝐶 implying that the arc from 𝑠 to 𝑎𝑏𝑛𝑎

does not cross the cut either. For arcs (ii), let 𝑎𝑏 ∈ 𝐶 and 𝑎′ ∈ 𝐴st(𝐼) such that 𝑎′ ≠ 𝑎.

Let S𝑎′ (𝐼) = {𝑎′𝑏′1, 𝑎
′𝑏′2, . . . , 𝑎

′𝑏′𝑛𝑎′ } with 𝑏′1 ≺𝑎′ . . . ≺𝑎′ 𝑏
′
𝑛𝑎′

. Suppose 𝑎𝑏 is dominated

by an element of S𝑎′ (𝐼) and let 𝑖∗ = min{𝑖 ∈ [𝑛𝑎′] | 𝑎𝑏 <S 𝑎′𝑏′𝑖}. If the arc from an 𝑎𝑏

to 𝜎(𝑎𝑏, 𝑎′) crosses the cut, then 𝜎(𝑎𝑏, 𝑎′) ∉ 𝐶, which implies that 𝜎(𝑎𝑏, 𝑎′) <S 𝑎′𝑀 (𝑎′)

since 𝐶 contains all the pairs 𝑎′𝑏′′ such that 𝑎′𝑏′′ ≥S 𝑎′𝑀 (𝑎′). This further implies that

𝑎′𝑏′
𝑖∗ ≤S 𝑎′𝑀 (𝑎′) and finally that,

𝑎𝑀 (𝑎) ≤S 𝑎𝑏

<S 𝑎
′𝑏′𝑖∗

≤S 𝑎′𝑀 (𝑎′),

where the first inequality follows from the fact that 𝑎𝑏 ∈ 𝐶 and hence larger or equal to

𝑎𝑀 (𝑎) and the second inequality is by definition of 𝑖∗. This is absurd since, by Lemma 4.7,

𝑎𝑀 (𝑎) and 𝑎′𝑀 (𝑎′) must be incomparable in >S as they belong to the same stable matching.

□
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D.1.5 Proof of Lemma 4.12

We show the lemma in two steps. First, we show that there exists a one-to-one correspondence

(bijection) between 𝑠 − 𝑡 cuts of finite capacity ofN(I) and the feasible solutions of (EXP-2STO)

𝑀1 ∈ M(𝐼1) and 𝑀𝑆
2 ∈ M(𝐼

𝑆
2 ) for 𝑆 ∈ Θ. Second, we show that every 𝑠 − 𝑡 cut of finite capacity

has value that is within a constant 𝜂 of the objective value of the corresponding feasible solution of

(EXP-2STO) (which also implies that every feasible solution of (EXP-2STO) has objective value

that is within −𝜂 of the value of the corresponding 𝑠 − 𝑡 cut of finite capacity). This implies that

solving (EXP-2STO) is equivalent to solving the minimum 𝑠 − 𝑡 cut problem over N(I).

One-to-one correspondence between finite cuts and feasible solutions of (EXP-2STO). This

follows directly from the definition of a cut graph and the set of arcs (i) in the construction ofN(I).

In fact, consider (𝐶,𝐶) an 𝑠− 𝑡 cut of finite capacity ofN(I). The arcs (i) insure that [𝑠], [𝑠]𝑆 ∈ 𝐶

and that [𝑡], [𝑡]𝑆 ∈ 𝐶 for all 𝑆 ∈ Θ. This implies that ( [𝐶], [𝐶]) (resp., ( [𝐶]𝑆, [𝐶]𝑆))2 is an 𝑠−𝑡 cut

of finite capacity of Gcut(𝐼1) (resp., Gcut(𝐼𝑆2 ) for all 𝑆 ∈ Θ). Let 𝑀1 be the matching where every

stable agent in the first stage 𝑎 ∈ 𝐴st(𝐼1) is matched is matched in the pair min<
𝐴
S𝑎 (𝐼1) ∩ [𝐶],

and every other non-stable agent 𝑣 ∉ 𝐴st(𝐼1) ∪ 𝐵st(𝐼1) is matched to the outside option. Then, by

Lemma 4.11, 𝑀1 is a stable matching in the first stage. Similarly, for every scenario 𝑆 ∈ Θ, let 𝑀𝑆
2

be the matching where every stable agent in the second stage 𝑎 ∈ 𝐴st(𝐼𝑆2 ) is matched to its least

preferred stable pair in [𝐶]𝑆, i.e., the pair min<
𝐴
S𝑎 (𝐼𝑆2 ) ∩ [𝐶]𝑆, and every other non-stable agent

𝑣 ∉ 𝐴st(𝐼𝑆2 ) ∪ 𝐵
st(𝐼𝑆2 ) is matched to the outside option. Then, again by Lemma 4.11 {𝑀𝑆

2 }𝑆∈Θ are

stable matchings. Therefore, (𝑀1, 𝑀
𝑆
2 ) gives a feasible solution of (EXP-2STO).

Inversely, consider a feasible solution of (EXP-2STO) given by 𝑀1 ∈ M(𝐼1) and 𝑀𝑆
2 ∈ M(𝐼

𝑆
2 )

for all 𝑆 ∈ Θ. Let

[𝐶] = {[𝑠]} ∪
⋃

𝑎∈𝐴st (𝐼1)
{[𝑎𝑏] | 𝑎𝑏 ∈ S𝑎 (𝐼1), 𝑎𝑀 (𝑎) ≤𝐴 𝑎𝑏},

2The complement set𝑈 in an 𝑠 − 𝑡 cut (𝑈,𝑈) is always with respect to the graph where the cut is considered.
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[𝐶]𝑆 = {[𝑠]𝑆} ∪
⋃

𝑎∈𝐴st (𝐼𝑆2 )

{[𝑎𝑏]𝑆 | 𝑎𝑏 ∈ S𝑎 (𝐼𝑆2 ), 𝑎𝑀 (𝑎) ≤𝐴 𝑎𝑏},

for all 𝑆 ∈ Θ and

𝐶 = {𝑠} ∪ [𝐶] ∪
⋃
𝑆∈Θ
[𝐶]𝑆 .

Lemma 4.11 implies that ( [𝐶], [𝐶]) (resp., ( [𝐶]𝑆, [𝐶]𝑆)) is an 𝑠−𝑡 cut of finite capacity in Gcut(𝐼1)

(resp., Gcut(𝐼𝑆2 ) for all 𝑆 ∈ Θ). Which implies that (𝐶,𝐶) is a finite cut ofN(I) as 𝑠, [𝑠], [𝑠]𝑆 ∈ 𝐶

and 𝑡, [𝑡], [𝑡]𝑆 ∈ 𝐶 for all 𝑆 ∈ Θ. This gives a mapping from the feasible solutions of (EXP-2STO)

to the finite cuts of N(I). By noticing that the two mappings constructed above are inverse of

each other, this implies that they are a bijection between the feasible solutions of (EXP-2STO) to

the finite cuts of N(I).

The values of 𝑠− 𝑡 cuts of finite capacity and their corresponding feasible solutions are within

a constant of each other. Consider a feasible solution of (EXP-2STO) given by 𝑀1 ∈ M(𝐼1) and

𝑀𝑆
2 ∈ M(𝐼

𝑆
2 ) for all 𝑆 ∈ Θ. Let

[𝐶] = {[𝑠]} ∪
⋃

𝑎∈𝐴st (𝐼1)
{[𝑎𝑏] | 𝑎𝑏 ∈ S𝑎 (𝐼1), 𝑎𝑀1(𝑎) ≤𝐴 𝑎𝑏},

[𝐶]𝑆 = {[𝑠]𝑆} ∪
⋃

𝑎∈𝐴st (𝐼𝑆2 )

{[𝑎𝑏]𝑆 | 𝑎𝑏 ∈ S𝑎 (𝐼), 𝑎𝑀𝑆
2 (𝑎) ≤𝐴 𝑎𝑏},

for all 𝑆 ∈ Θ and

𝐶 = {𝑠} ∪ [𝐶] ∪
⋃
𝑆∈Θ
[𝐶]𝑆 .

We show that the 𝑠 − 𝑡 cut of finite capacity (𝐶,𝐶) has value

𝑐1(𝑀1) +
∑︁
𝑆∈Θ

𝑝𝑆𝑐2(𝑀𝑆
2 ) + 𝑝𝑆𝑑𝑆 (𝑀1, 𝑀

𝑆
2 ) + 𝜂

for some constant 𝜂.

There are two groups of finite capacity arcs, the arcs (ii) and the arcs (iii) in the construction

of N(I). The arcs (ii) can be divided into |Θ| groups {Γ𝑆}𝑆∈Θ where Γ𝑆 is the set of arcs between
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the vertices of Gcut(𝐼1) and the vertices of Gcut(𝐼𝑆2 ). The arcs (iii) can also be divided into |Θ| + 1

groups Σ and {Σ𝑆}𝑆∈Θ where Σ (resp., Σ𝑆) is the set of arcs between the vertices of Gcut(𝐼1) (resp.,

Gcut(𝐼𝑆2 ) for 𝑆 ∈ Θ). We will consider the contribution of the arcs from each group separately.

Lemma D.4. For every 𝑆 ∈ Θ, the total capacity of the arcs of Γ𝑆 crossing the cut is exactly

𝑝𝑆𝑑𝑆 (𝑀1, 𝑀
𝑆
2 ).

Proof. By construction, the total capacity of the arcs of Γ𝑆 crossing the cut is given by

𝜆𝑝𝑆 |{𝑎𝑏 ∈ 𝐴+ × 𝐵+ | 𝑎 ∈ 𝐴 ∩ 𝑆, 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶}|.

It is therefore sufficient to show that

𝑑𝑆 (𝑀1, 𝑀
𝑆
2 ) = 𝜆 |{𝑎𝑏 ∈ 𝐴

+ × 𝐵+ | 𝑎 ∈ 𝐴 ∩ 𝑆, 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶}|.

Let 𝑎 ∈ 𝐴 ∩ 𝑆. It is sufficient to show that,

[𝑅𝑎 (𝑀𝑆
2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+ = |{𝑏 ∈ 𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶}|. (D.1)

We distinguish four cases,

Case 𝒂 ∈ 𝑨st(𝑰1), 𝒂 ∈ 𝑨st(𝑰𝑺2 ): In this sub-case 𝑎 is matched to a school (i.e., not matched to

the outside option) in both stages. We distinguish two sub-cases: The sub-case where 𝑎 (weakly)

improves its assignment in the second-stage, in which case we have,

Claim D.5. If 𝑀𝑆
2 (𝑎) ⪰𝑎 𝑀1(𝑎), i.e., 𝑎 (weakly) improved its assignment in the second-stage.

Then [𝑅𝑎 (𝑀𝑆
2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+ = |{𝑏 ∈ 𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶}| = 0 and

Equation (D.1) holds in this case.

Proof. If 𝑀𝑆
2 (𝑎) ⪰𝑎 𝑀1(𝑎), then [𝑅𝑎 (𝑀𝑆

2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+ = 0. Let 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅.

We now show that it is never the case that Ψ𝑆 (𝑎𝑏) ∈ 𝐶 and Ψ(𝑎𝑏) ∈ 𝐶 implying that |{𝑏 ∈

𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶}| = 0.

210



First, if 𝑏 ⪰𝑎 𝑀1(𝑎), then Ψ(𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}] (note that Ψ(𝑎𝑏)

cannot be equal to [𝑠] as 𝑎 ∈ 𝐴st(𝐼1) and not to [𝑡] since 𝑎𝑀1(𝑎) ∈ {𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}).

Now since 𝑎𝑀1(𝑎) ∈ {𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏} and 𝐶 contains all vertices corresponding to

the stable pairs that are (weakly) better (w.r.t ≤
𝐴
) than 𝑎𝑀1(𝑎), 𝐶 contains Ψ(𝑎𝑏).

Second, if 𝑏 ≺𝑎 𝑀1(𝑎), then 𝑏 ≺𝑎 𝑀𝑆
2 (𝑎). Now since 𝑎 ∈ 𝐴st(𝐼𝑆2 ), 𝜓𝑆 (𝑎𝑏) ≠ [𝑠]𝑆. Hence,

either 𝜓𝑆 (𝑎𝑏) = [𝑡]𝑆, in which case 𝜓𝑆 (𝑎𝑏) ∈ 𝐶, or 𝜓𝑆 (𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼𝑆2 ) | 𝑎𝑏

′ ≤
𝐴

𝑎𝑏}]𝑆, in which case we also have 𝜓𝑆 (𝑎𝑏) ∈ 𝐶, because max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼𝑆2 ) | 𝑎𝑏

′ ≤
𝐴
𝑎𝑏} ≤

𝐴

𝑎𝑏 <
𝐴
𝑎𝑀𝑆

2 (𝑎) and 𝐶 contains from S𝑎 (𝐼𝑆2 ) only the vertices corresponding to the stable pairs

that are (weakly) better (w.r.t ≤
𝐴
) than 𝑎𝑀𝑆

2 (𝑎). □

Then we have the sub-case where 𝑎 moves to a worse school in the second-stage, in which case

we have,

Claim D.6. If 𝑀𝑆
2 (𝑎) ≺𝑎 𝑀1(𝑎), i.e., 𝑎 moves to a worse school in the second-stage. Then {𝑏 ∈

𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶} is exactly the set {𝑏 ∈ 𝐵+ | 𝑀𝑆
2 (𝑎) ⪯𝑎 𝑏 ≺𝑎 𝑀1(𝑎)} and

hence Equation (D.1) holds in this case as well.

Proof. First, let 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶 and Ψ(𝑎𝑏) ∈ 𝐶. We show that 𝑀𝑆
2 (𝑎) ⪯𝑎

𝑏 ≺𝑎 𝑀1(𝑎). Since Ψ𝑆 (𝑎𝑏) ∈ 𝐶, it must be the case that Ψ𝑆 (𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼𝑆2 ) | 𝑎𝑏

′ ≤
𝐴

𝑎𝑏}]𝑆, now since 𝐶 contains from S𝑎 (𝐼𝑆2 ) only the vertices corresponding to the stable pairs that

are (weakly) better (w.r.t ≤
𝐴
) than 𝑎𝑀𝑆

2 (𝑎), it must be the case that max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼𝑆2 ) | 𝑎𝑏

′ ≤
𝐴

𝑎𝑏} ≥
𝐴
𝑎𝑀𝑆

2 (𝑎) implying that 𝑎𝑏 ≥
𝐴
𝑎𝑀𝑆

2 (𝑎) and hence that 𝑏 ⪰𝑎 𝑀𝑆
2 (𝑎). Next, since Ψ(𝑎𝑏) ∈

𝐶 it must be the case that 𝑎𝑏 <
𝐴
𝑎𝑀1(𝑎) otherwise 𝑎𝑀1(𝑎) ∈ {𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}

implying that 𝜓(𝑎𝑏) = max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏} (which is weakly better, w.r.t ≤

𝐴
, than

𝑎𝑀1(𝑎)) and that 𝜓(𝑎𝑏) ∈ 𝐶.

Second, let 𝑏 such that 𝑀𝑆
2 (𝑎) ⪯𝑎 𝑏 ≺𝑎 𝑀1(𝑎). We show that 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶 and

Ψ(𝑎𝑏) ∈ 𝐶. First of all, it is clear that 𝑏 ⪰𝑎 ∅ otherwise 𝑀𝑆
2 (𝑎) ≺𝑎 ∅ which is absurd since

𝑎 ∈ 𝐴st(𝐼𝑆2 ). Next, because 𝑎𝑏 >
𝐴
𝑎𝑀𝑆

2 (𝑎), it must be the case that Ψ𝑆 (𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈

S𝑎 (𝐼𝑆2 ) | 𝑎𝑏
′ ≤

𝐴
𝑎𝑏}]𝑆 and Ψ𝑆 (𝑎𝑏) ∈ 𝐶. Finally, if 𝜓(𝑎𝑏) = [𝑡] then 𝜓(𝑎𝑏) ∈ 𝐶 and we are done.
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Otherwise 𝜓(𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}], but since 𝑎𝑏 <

𝐴
𝑎𝑀1(𝑎) implying

that max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏} <𝐴 𝑎𝑀1(𝑎) and since 𝐶 contains from S𝑎 (𝐼1) only the

vertices corresponding to the stable pairs that are (weakly) better (w.r.t ≤
𝐴
) than 𝑎𝑀1(𝑎), 𝐶 does

not contain 𝜓(𝑎𝑏). □

Case 𝒂 ∉ 𝑨st(𝑰1), 𝒂 ∉ 𝑨st(𝑰𝑺2 ): In this case, 𝑎 keeps the same ranking (ranking of the outside

option) and [𝑅𝑎 (𝑀𝑆
2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+ = 0. In this case, we also have that for every 𝑏 such that

𝑏 ⪰𝑎 ∅, 𝜓𝑆 (𝑎𝑏) = [𝑠]𝑆 ∈ 𝐶 and hence {𝑏 ∈ 𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶} = ∅ and

Equation (D.1) holds for this case too.

Case 𝒂 ∈ 𝑨st(𝑰1), 𝒂 ∉ 𝑨st(𝑰𝑺2 ): In this case, 𝑎 is matched to the outside option in the second-

stage and 𝜓𝑆 (𝑎𝑏) = [𝑠]𝑆 is in 𝐶 for every 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅. We only need to show

that the number of elements 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅ and 𝜓(𝑎𝑏) ∈ 𝐶 is exactly the rank change

[𝑅𝑎 (𝑀𝑆
2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))] = [𝑅𝑎 (∅) − 𝑅𝑎 (𝑀1(𝑎))] > 0. To show this, it is sufficient to show that

𝑏 ∈ 𝐵+ is such that 𝑏 ⪰𝑎 ∅ and 𝜓(𝑎𝑏) ∈ 𝐶 if and only if ∅ ⪯𝑎 𝑏 ≺𝑎 𝑀1(𝑎). First, if 𝑏 ∈ 𝐵+ is such

that 𝑏 ⪰𝑎 ∅ and 𝜓(𝑎𝑏) ∈ 𝐶 then ∅ ⪯𝑎 𝑏 ≺𝑎 𝑀1(𝑎), otherwise 𝑎𝑀1(𝑎) ∈ {𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴
𝑎𝑏} implying that 𝜓(𝑎𝑏) = [max<

𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}] and that 𝜓(𝑎𝑏) ∈ 𝐶. Second,

if ∅ ⪯𝑎 𝑏 ≺𝑎 𝑀1(𝑎) then if 𝜓(𝑎𝑏) = [𝑡], it holds that 𝜓(𝑎𝑏) ∈ 𝐶 and we are done, otherwise

𝜓(𝑎𝑏) = [max<
𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏}], but since max<

𝐴
{𝑎𝑏′ ∈ S𝑎 (𝐼1) | 𝑎𝑏′ ≤𝐴 𝑎𝑏} ≤𝐴

𝑎𝑏 <
𝐴
𝑎𝑀1(𝑎) and 𝐶 contains from S𝑎 (𝐼1) only the vertices corresponding to the stable pairs that

are (weakly) better (w.r.t ≤
𝐴
) than 𝑎𝑀1(𝑎), 𝐶 does not contain 𝜓(𝑎𝑏).

Case 𝒂 ∉ 𝑨st(𝑰1), 𝒂 ∈ 𝑨st(𝑰𝑺2 ): In this case 𝑎 is matched to the outside option in the first stage

and 𝜓(𝑎𝑏) = [𝑠] for every 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅. Hence, on the one hand 𝜓(𝑎𝑏) ∈ 𝐶 for

every 𝑏 ∈ 𝐵+ such that 𝑏 ⪰𝑎 ∅ implying that {𝑏 ∈ 𝐵+ | 𝑏 ⪰𝑎 ∅, Ψ𝑆 (𝑎𝑏) ∈ 𝐶, Ψ(𝑎𝑏) ∈ 𝐶} = ∅.

On the other hand 𝑎 has a better assignment in the second-stage (note that 𝑀𝑆
2 (𝑎) ⪰𝑎 ∅ otherwise

by stability 𝑎 would be also assigned to the outside option) implying that the rank change of 𝑎 is

negative and [𝑅𝑎 (𝑀𝑆
2 (𝑎)) − 𝑅𝑎 (𝑀1(𝑎))]+ = 0. This proves Equation (D.1) for this case.

□

Lemma D.7. The total capacity of the arcs of Σ (resp., Σ𝑆) crossing the cut is 𝑐1(𝑀1)+𝑐1(S(𝐼1))−
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𝑐1(𝑀 𝐼1
𝑧 ) (resp., 𝑝𝑆𝑐2(𝑀𝑆

2 ) + 𝑝𝑆𝑐2(S(𝐼𝑆2 )) − 𝑝𝑆𝑐2(𝑀
𝐼𝑆2
𝑧 ) for every 𝑆 ∈ Θ) where 𝑀 𝐼1

𝑧 (resp., 𝑀
𝐼𝑆2
𝑧 )

denotes the student pessimal matching.

Proof. We show the lemma for the arcs Σ, the case of the arcs Σ𝑆 for 𝑆 ∈ Θ can be treated

similarly. The arcs Σ can be further divided into |𝐴st(𝐼1) | group of arcs {Σ𝑎}𝑎∈𝐴st (𝐼1) where Σ𝑎

is the group of arcs we added for 𝑎 ∈ 𝐴st in the construction. Fix an 𝑎 ∈ 𝐴st(𝐼1). Let S𝑎 (𝐼1) =

{𝑎𝑏1, 𝑎𝑏2, . . . , 𝑎𝑏𝑛𝑎} with 𝑏1 ≺𝑎 . . . ≺𝑎 𝑏𝑛𝑎 . We show that the total capacity of the arcs Σ𝑎

crossing the cut is 𝑐1(𝑎𝑀1(𝑎)) +
∑
𝑖∈[2,𝑛𝑎] 𝑐1(𝑎𝑏𝑖). Let 𝑖∗ be such that 𝑏𝑖∗ = 𝑀1(𝑎). Because 𝐶

contains from S𝑎 (𝐼1) only the vertices corresponding to the stable pairs that are (weakly) better

(w.r.t ≤
𝐴
) than 𝑎𝑀1(𝑎) = 𝑎𝑏𝑖∗ , the set of arcs of Σ𝑎 crossing the cut are: the arcs from [𝑠] to

[𝑎𝑏𝑖] of capacity 𝑐1(𝑎𝑏𝑖+1) for 𝑖 ∈ [1, 𝑖∗ − 1] and the arcs from [𝑎𝑏𝑖] to [𝑡] of capacity 𝑐1(𝑎𝑏𝑖) for

𝑖 ∈ [𝑖∗, 𝑛𝑎]. The total capacity of these arcs is c

∑︁
𝑖∈[1,𝑖∗−1]

𝑐1(𝑎𝑏𝑖+1) +
∑︁

𝑖∈[𝑖∗,𝑛𝑎]
𝑐1(𝑎𝑏𝑖) = 𝑐1(𝑎𝑏𝑖∗) +

∑︁
𝑖∈[2,𝑛𝑎]

𝑐1(𝑎𝑏𝑖)

= 𝑐1(𝑎𝑏𝑖∗) + 𝑐1(S𝑎 (𝐼1)) − 𝑐1(𝑎𝑏1)

The lemma follows from summing over all 𝑎 ∈ 𝐴st(𝐼1).

□

Theorems D.4 and D.7 imply that the total value of the 𝑠 − 𝑡 cut (𝐶,𝐶) is

𝑐1(𝑀1) +
∑︁
𝑆∈Θ

𝑝𝑆𝑐2(𝑀𝑆
2 ) + 𝑝𝑆𝑑𝑆 (𝑀1, 𝑀

𝑆
2 )

+ 𝑐1(S(𝐼1)) − 𝑐1(𝑀 𝐼1
𝑧 ) +

∑︁
𝑆∈Θ

𝑝𝑆𝑐2(S(𝐼𝑆2 )) − 𝑝𝑆𝑐2(𝑀
𝐼𝑆2
𝑧 )

= 𝑐1(𝑀1) +
∑︁
𝑆∈Θ

𝑝𝑆𝑐2(𝑀𝑆
2 ) + 𝑝𝑆𝑑𝑆 (𝑀1, 𝑀

𝑆
2 ) + 𝜂

where 𝜂 is constant.

213



□

D.2 Sampling Oracle Model: Omitted Proofs

D.2.1 Proof of Lemma 4.13

Suppose there exists an algorithm A such that given any instance I of (2STO), where the

second-stage distribution is given by a sampling oracle, solves the two-stage problem over I (in

the sense that it computes at least one of the two, the optimal value or the optimal solution) in time

and number of calls to the sampling oracle that is polynomial in the input size Nimp(I). Consider

an undirected graph 𝐺 (𝑉, 𝐸).

Let 𝛼 > 0. Consider the following instance I𝐺 (𝛼) of the two-stage problem that we will use

to count the number of vertex covers of 𝐺.

Construction of I𝐺 (𝛼).

• First-stage instance: 𝐼1 = (𝐴, 𝐵, ≻). The set of students 𝐴 is as follows: For each node

𝑣 ∈ 𝑉 , let {𝑣, 𝑤1}, . . . , {𝑣, 𝑤deg(𝑣)} be the edges adjacent to 𝑣, where deg(𝑣) denotes the

degree of node 𝑣. Add a student for each edge {𝑣, 𝑤𝑖} for 𝑖 ∈ [deg(𝑣)]. We denote this

student by (𝑣, 𝑤𝑖) and refer to such student as a 𝐺-student. Add three more students that

we denote by 𝑎, 𝑎′ and 𝑎′′ and refer to these students as dummy students. In total we have∑
𝑣∈𝑉 deg(𝑣) + 3 = 2|𝐸 | + 3 students. For the set of schools 𝐵, add a school for each edge

{𝑣, 𝑤} ∈ 𝐸 . We denote such school by {𝑣, 𝑤} and refer to such school as a 𝐺-school. Add

three more schools that we denote by 𝑏, 𝑏′ and 𝑏′′ and refer to such schools by as dummy

schools. Hence, we have a total of |𝐸 | + 3 schools. Now the orders ≻ are as follows:

Student (𝑣, 𝑤) has the order

{𝑣, 𝑤} ≻(𝑣,𝑤) ∅

Student 𝑎 has the order

𝐺-schools ≻𝑎 𝑏 ≻𝑎 𝑏′ ≻𝑎 ∅,
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Student 𝑎′ has the order

𝑏′ ≻𝑎′ 𝑏′′ ≻𝑎′ ∅

Student 𝑎′′ has the order

𝑏′′ ≻𝑎′′ 𝑏′ ≻𝑎′′ ∅

School {𝑣, 𝑤} has the order

(𝑣, 𝑤) ≻{𝑣,𝑤} (𝑤, 𝑣) ≻{𝑣,𝑤} 𝑎 ≻{𝑣,𝑤} ∅,

where the order of the first two students (𝑣, 𝑤) and (𝑤, 𝑣) does not matter and can be

switched.

School 𝑏 has the order

𝑎 ≻𝑏 ∅,

School 𝑏′ has the order

𝑎 ≻𝑏′ 𝑎′′ ≻𝑏′ 𝑎′ ≻𝑏′ ∅,

School 𝑏′′ has the order

𝑎′ ≻𝑏′′ 𝑎′′ ≻𝑏′′ ∅,

• Second-stage instance: The second-stage distribution D is such that sampling 𝑆 ∼ D con-

sists of the following: Sample a subset 𝑆 of vertices of 𝑉 uniformly randomly (by includ-

ing each element 𝑣 ∈ 𝑉 independently with probability 1/2). Then for each 𝑣 ∈ 𝑆, let

{𝑣, 𝑤1}, . . . , {𝑣, 𝑤deg(𝑣)} be the edges adjacent to 𝑣, add students (𝑣, 𝑤1), . . . , (𝑣, 𝑤deg(𝑣))

all together to 𝑆. Finally, add (deterministically) to 𝑆 the set of 𝐺-schools, 𝑏′ and 𝑏′′ and add

𝑎, 𝑎′ and 𝑎′′.

• Costs: 𝑐1 is such that 𝑐1(𝑎′𝑏′) = −𝛼 and 𝑐1(𝑒) = 0 for every other pair 𝑒 ∈ 𝐴+ × 𝐵+, 𝜆 = 1,

and 𝑐2 ≡ 0.
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Relation to the number of vertex covers of 𝐺. We now show that the instances I𝐺 (𝛼) can be

used to compute the number of vertex covers of 𝐺. Let us begin by relating the optimal value of

I𝐺 (𝛼) to the number of vertex covers of 𝐺.

First of all, note that in any first stage stable matching, it must be the case that 𝐺-students

and 𝐺-schools are matched only to each other as they are top choice of each other (a subset of

𝐺-students will be matched to the outside option as there are more 𝐺-students then 𝐺-schools),

𝑎 is matched to 𝑏 as they are top choice of each other (when the 𝐺-schools are taken), and hence

𝑎′ and 𝑎′′ are matched to 𝑏′ and 𝑏′′. Note that 𝑎′ prefers 𝑏′ to 𝑏′′, 𝑏′ prefers 𝑎′′ to 𝑎′, 𝑎′′ prefers

𝑏′′ to 𝑏′ and finally 𝑏′′ prefers 𝑎′ to 𝑎′′ and hence, switching the partners of 𝑎′ and 𝑎′′ in any first

stage stable matching will still give a stable matching. When 𝑎′ and 𝑎′′ are matched to 𝑏′ and

𝑏′′ respectively, we say that the matching is of type 1, such matching has a first stage cost of −𝛼.

When the reverse is true, we say that the matching is of type 0 and such matching has cost 0.

Let 𝑁vc
𝐺

denote the number of vertex covers of 𝐺. We now show that if the first stage matching

is of type 𝑖 then the total cost paid across both stages is given by,

(
𝑁vc
𝐺

2|𝑉 |−1 − 𝛼
)
· 𝑖 +

𝑁vc
𝐺

2|𝑉 |−1

First of all, note that whatever subset of agents 𝑆 was sampled in the second stage, all 𝐺-

students will always improve their matching in the second stage and hence their rank change is

always 0. To show this, it is sufficient to show that any 𝐺-student who was matched to its corre-

sponding 𝐺-school in the first-stage and was sampled in the second-stage, will still be matched to

its corresponding 𝐺-school in the second-stage. Let (𝑣, 𝑤) be one such student, then if (𝑣, 𝑤) is

matched to the outside option in the second-stage, it means that {𝑣, 𝑤} is matched to a student it

prefers more, the only possible such student is (𝑤, 𝑣). However, this implies that {𝑣, 𝑤} prefers

(𝑤, 𝑣) to (𝑣, 𝑤), and (𝑤, 𝑣) was matched to the outside option in the first-stage (as its only bet-

ter choice {𝑣, 𝑤} was taken by (𝑣, 𝑤)) implying that {𝑣, 𝑤} and (𝑤, 𝑣) is a blocking pair for the

first-stage matching which is absurd.
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Suppose now that 𝑆 is a vertex cover of 𝐺. We claim that the rank change of 𝑎 is exactly 1, the

rank change of 𝑎′ is 𝑖 and finally the rank change of 𝑎′′ is 𝑖 + 1. In fact, if 𝑆 is a vertex cover of 𝐺,

every𝐺-school {𝑣, 𝑤} will have at least one of (𝑣, 𝑤) or (𝑤, 𝑣) included in 𝑆 that it prefers to every

other student and hence 𝐺-schools will be entirely matched to 𝐺-students (the rest of 𝐺-students

will be matched to the outside option as there are more 𝐺-students then 𝐺-schools and 𝐺-students

prefer the outside option to any school other than their corresponding 𝐺-school). Now, since 𝑏

is not included in the second-stage, 𝑎 must be matched to 𝑏′ as they are top choice of each other

(when 𝑏 and 𝐺-schools are not available for 𝑎). This implies a rank change of 𝑎 of exactly 1. Next,

if the first stage matching is of type 1, i.e., 𝑎′ and 𝑎′′ are matched to 𝑏′ and 𝑏′′ respectively, 𝑎′ will

have to change its partner taken by 𝑎 to 𝑏′′ (note that 𝑎′ is the top choice of 𝑏′′), this implies a rank

change of 𝑎′ of exactly 1. At the same time, 𝑎′′ will be left unmatched, and hence its rank change

is 2. If on the other hand the first stage matching is of type 0, 𝑎′ will not change partner and hence

have a rank change 0, and 𝑎′′ will become unmatched as its partner is taken by 𝑎, hence a rank

change of 𝑎′′ of 1. In conclusion, when 𝑆 is a vertex cover, the total cost paid in the second stage

is given by 𝐶𝑆 = 2𝑖 + 2.

Now when 𝑆 is not a vertex cover of 𝐺, we claim that the rank change of all the dummy nodes

𝑎, 𝑎′ and 𝑎′′ is 0. In fact, if 𝑆 is not a vertex cover of 𝐺, this implies that there exists a 𝐺-school

{𝑣, 𝑤} for which both associated 𝐺-students (𝑣, 𝑤) and (𝑤, 𝑣) are not in 𝑆. This implies that 𝑎 will

be matched to one such school in the second stage as 𝐺-schools are 𝑎’s top choice and 𝑎 is every

𝐺-school’s top choice (in the absence of its corresponding 𝐺-students). In terms of rank change,

𝑎 improves its matchings and hence has rank change 0. Now because we are minimizing the rank

change between the two-stages, and because any initial matching of 𝑎′ and 𝑎′′ can be kept without

altering stability (as none of their partners are taken by some other student), the total rank change

of 𝑎′ and 𝑎′′ in an optimal second-stage solution is also 0. In conclusion, the total cost paid in the

second stage in this case is 𝐶𝑆 = 0.
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Given the above, we conclude that the total cost paid across both stages is

−𝛼 · 𝑖 + 1
2|𝑉 |

∑̂︁
𝑆

𝐶𝑆 = −𝛼 · 𝑖 +
1

2|𝑉 |
∑︁

𝑆:is vertex cover

𝐶𝑆

=

(
𝑁vc
𝐺

2|𝑉 |−1 − 𝛼
)
· 𝑖 +

𝑁vc
𝐺

2|𝑉 |−1

Hence, when 𝛼 >
𝑁vc
𝐺

2 |𝑉 |−1 , the optimal first-stage stable matching must be of type 1, if 𝛼 <
𝑁vc
𝐺

2 |𝑉 |−1 ,

the optimal first-stage stable matching must be of type 0. Finally, since
𝑁vc
𝐺

2 |𝑉 |−1 ∈ [21−|𝑉 |, 2], this

implies that: (i) computing the optimal value of the two stage problem for the instance I𝐺 (0)

would give the number of vertex covers given the above expression. (ii) computing the optimal

solution (therefore knowing whether its of type 0 or type 1 and hence knowing whether 𝛼 >
𝑁vc
𝐺

2 |𝑉 |−1

or 𝛼 <
𝑁vc
𝐺

2 |𝑉 |−1 ) of at most log( 2
21−|𝑉 | ) = |𝑉 | many instances I(𝛼) gives the value of

𝑁vc
𝐺

2 |𝑉 |−1 and hence

that of 𝑁vc
𝐺

by binary search. Note that all of our constructions are polynomial in |𝑉 |, and hence

this gives a polynomial time algorithm to compute the number of vertex covers of 𝐺.

□

D.2.2 Proof of Lemma 4.14

For every 𝑗 ∈ [𝑁] and every first-stage stable matching 𝑀1 ∈ M(𝐼1), let

𝐺 𝑗 (𝑀1) = min
𝑀
𝑗

2 ∈M 𝐼
𝑗

2

𝑐2(𝑀 𝑗

2 ) + 𝑑𝑆 𝑗 (𝑀1, 𝑀
𝑗

2 )

and let,

𝐺 (𝑀1) = E𝑆∼D

[
min

𝑀2∈M 𝐼2

𝑐2(𝑀2) + 𝑑𝑆 (𝑀1, 𝑀2)
]
.

Note that

𝐺 (𝑀1) = E𝑆 𝑗∼D
[
𝐺 𝑗 (𝑀1)

]
.
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The two-stage problem (2STO) is given by,

min
𝑀1∈M(𝐼1)

𝑐1(𝑀1) + 𝐺 (𝑀1)

while the (SAA) problem is given by,

min
𝑀1∈M(𝐼1)

𝑐1(𝑀1) +
1
𝑁

𝑁∑︁
𝑗=1
𝐺 𝑗 (𝑀1)

Let

𝜖 = 4|𝐴| (max
𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |)

√︂
max{|𝐴|, |𝐵 |} log(3.88) − log(𝛼)

𝑁

and Let F 𝜖 = {𝑀1 ∈ M(𝐼1) |valI (𝑀1) ≤ valI (𝑀I1 ) + 𝜖} denote the set of 𝜖 approximate solutions

of (2STO). We have,

P(𝑀̂1 ∉ F 𝜖 )

≤
∑︁

𝑀1∉ F 𝜖
P(𝑀1 is an optimal solution of (SAA))

≤
∑︁

𝑀1∉ F 𝜖
P ©­«𝑐1(𝑀1) +

1
𝑁

𝑁∑︁
𝑗=1
𝐺 𝑗 (𝑀1) ≤ 𝑐1(𝑀I1 ) +

1
𝑁

𝑁∑︁
𝑗=1
𝐺 𝑗 (𝑀I1 )

ª®¬
=

∑︁
𝑀1∉ F 𝜖

P ©­« 1
𝑁

𝑁∑︁
𝑗=1

[
𝑐1(𝑀1) + 𝐺 𝑗 (𝑀1) − 𝑐1(𝑀I1 ) − 𝐺 𝑗 (𝑀I1 )

]
≤ 0ª®¬ ,

(D.2)

where the probability is taken over the samples 𝑆1, . . . , 𝑆𝑁 ∼ D.

Fix 𝑀1 ∉ F 𝜖 and let

𝑋 𝑗 = 𝑐1(𝑀1) + 𝐺 𝑗 (𝑀1) − 𝑐1(𝑀I1 ) − 𝐺 𝑗 (𝑀I1 ),

for all 𝑗 ∈ [𝑁]. Let us bound the probability,

P ©­« 1
𝑁

𝑁∑︁
𝑗=1

𝑋 𝑗 ≤ 0ª®¬ .
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We will use the classical Hoeffding’s inequality stated below.

Lemma D.8 ([143]). Let 𝑋1, . . . , 𝑋𝑛 be independent random variables such that 𝑎 𝑗 ≤ 𝑋 𝑗 ≤ 𝑏 𝑗

almost surely. Consider the sum of these random variables 𝑆𝑛 = 𝑋1 + · · · + 𝑋𝑛. The Hoefdding’s

inequality states that for all 𝑡 > 0,

P (E(𝑆𝑛) − 𝑆𝑛 ≥ 𝑡) ≤ exp

(
− 2𝑡2∑𝑛

𝑗=1(𝑏 𝑗 − 𝑎 𝑗 )2

)

In particular, let 𝑗 ∈ [𝑁], we have for every 𝑀 𝑗

2 ∈ M 𝐼
𝑗

2
,

−|𝐴|max
𝑎𝑏
|𝑐2(𝑎𝑏) | ≤ 𝑐2(𝑀 𝑗

2 ) + 𝑑𝑆 𝑗 (𝑀1, 𝑀
𝑗

2 ) ≤ |𝐴|
(
max
𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |

)
.

Hence,

−|𝐴|max
𝑎𝑏
|𝑐2(𝑎𝑏) | ≤ 𝐺 𝑗 (𝑀1) ≤ |𝐴|

(
max
𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |

)
.

Let

𝑎 𝑗 = 𝑐1(𝑀1) − 𝑐1(𝑀I1 ) − |𝐴|
(
2 max

𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |

)
and

𝑏 𝑗 = 𝑐1(𝑀1) − 𝑐1(𝑀I1 ) + |𝐴|
(
2 max

𝑎𝑏
|𝑐2(𝑎𝑏) | + 𝜆 |𝐵 |

)
.

Then the random variable 𝑋 𝑗 is bounded such that 𝑋 𝑗 ∈ [𝑎 𝑗 , 𝑏 𝑗 ]. Now since, 𝑀1 ∉ F 𝜖 it holds

that E(𝑋 𝑗 ) ≥ 𝜖 . Let 𝑆𝑁 =
∑𝑁
𝑗=1 𝑋 𝑗 . We have,
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P ©­« 1
𝑁

𝑁∑︁
𝑗=1

𝑋 𝑗 ≤ 0ª®¬ = P (𝑆𝑁 ≤ 0)

= P (E(𝑆𝑁 ) − 𝑆𝑁 ≥ E(𝑆𝑁 ))

≤ P (E(𝑆𝑁 ) − 𝑆𝑁 ≥ 𝑁𝜖)

≤ exp

(
− 2𝑁2𝜖2∑𝑁

𝑗=1(𝑏 𝑗 − 𝑎 𝑗 )2

)
=

𝛼

3.88max{|𝐴|,|𝐵 |}

Where the first inequality follows from Hoeffding’s inequality Theorem D.8. Hence, by sum-

ming over all 𝑀1 ∉ F 𝜖 , Equation (D.2) implies that,

P(𝑀̂1 ∉ F 𝜖 ) ≤ 𝛼 | F 𝜖 |
3.88max{|𝐴|,|𝐵|} ≤ 𝛼.

Where the last inequality follows from the fact that the number of stable matchings (and hence the

cardinality of F 𝜖 ) of an instance between 𝑛 students and 𝑛 schools is at most 3.88𝑛 [144], and by

the fact that if an instance is unbalanced, for example, has more students then schools, one can add

dummy schools that are the least preferred to all students to get an instance with same number of

students and schools and with a number of stable matchings that is at least the number of stable

matchings of the original instance.

□

D.3 Example

We illustrate our constructions on a concrete example of an instance I of (2STO). Specifically,

we construct the first- and second-stage poset of stable pairs, Cut Graphs and the directed graph

N(I) we use in our algorithm (Section 4.2.2).

The first-stage instance 𝐼1 of I consists of five students {𝑎1, 𝑎2, 𝑎3, 𝑎4, 𝑎5} and five schools
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{𝑏1, 𝑏2, 𝑏3, 𝑏4, 𝑏5} and is represented in Table D.1. In the second-stage, we suppose for simplicity

that a single sample 𝑆 = {𝑎1, 𝑎2, 𝑎3, 𝑏1, 𝑏2, 𝑏3} occurs with probability 1, the second-stage instance

𝐼𝑆2 is represented in Table D.2. For simplicity, in the pairs as well as in the preference lists, we

denote an agent by its subscript (for example, 𝑎3𝑏2 is denoted by 32).

1 1 2 4 3 ∅ 5
2 2 3 5 1 ∅ 4
3 3 5 1 2 ∅ 4
4 2 3 4 5 ∅ 1
5 5 4 3 ∅ 1 2

1 2 3 1 ∅ 4 5
2 3 1 4 2 ∅ 5
3 1 5 4 2 3 ∅
4 1 5 4 ∅ 2 3
5 4 2 3 5 ∅ 1

Table D.1: The first-stage instance 𝐼1. The left table corresponds to the preference lists of the
students and the right table to the preference lists of the schools.

1 1 2 3 ∅
2 2 3 1 ∅
3 3 1 2 ∅

1 2 3 1 ∅
2 3 1 2 ∅
3 1 2 3 ∅

Table D.2: The second stage instance 𝐼𝑆2 . The left table corresponds to the preference lists of the
students and the right table to the preference lists of the schools.

The stable matchings of the first-stage instance 𝐼1 are

𝑀
(0)
1 = {11, 23, 35, 42, 54},

𝑀
(1)
1 = {12, 25, 31, 43, 54},

𝑀
(2)
1 = {14, 21, 32, 45, 53}.

And the stable matchings of the second stage instance are

𝑀
𝑆(0)
2 = {11, 22, 33},

𝑀
𝑆(1)
2 = {12, 23, 31},

𝑀
𝑆(2)
2 = {13, 21, 32}.
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Which gives the following sets of first and second stage stable pairs

S(𝐼1) = {11, 23, 35, 42, 54, 12, 25, 31, 43, 14, 21, 32, 45, 53}

and

S(𝐼𝑆2 ) = {11, 12, 13, 22, 23, 21, 33, 31, 32},

respectively. Figure D.1 and Figure D.2 give the Hasse diagram of the first- and second-stage poset

of stable pairs respectively (Definition 4.5).

352311 42 54

12

14

25

21

31

32

43

45 53

Figure D.1: The Hasse diagram of the poset (S(𝐼1), >).

We now give an illustration of the notion of Next-to-Smallest Dominating Stable Pair (Def-

inition 4.8). Consider the first-stage instance 𝐼1. Consider the stable pair 𝑎3𝑏2 and the chain

S𝑎4 (𝐼1) = {𝑎4𝑏5, 𝑎4𝑏3, 𝑎4𝑏2} corresponding to student 𝑎4. The preference list of 𝑎4 is given by

𝑏1 ≺𝑎4 ∅ ≺𝑎4 𝑏5 ≺𝑎4 𝑏4 ≺𝑎4 𝑏3 ≺𝑎4 𝑏2 and the Next-to-Smallest Dominating Stable Pair of 𝑎3𝑏2

in S𝑎4 (𝐼1) is 𝜎(𝑎3𝑏2, 𝑎4) = 𝑎4𝑏5 (see Figure D.3).

Next, we illustrate the notion of Cut Graphs (Theorem 4.10). Figure D.4 and Figure D.5 give

the Cut Graphs of 𝐼1 and 𝐼𝑆2 respectively. The arcs are all of infinite capacity. It can be verified that

cuts of finite capacity in each Cut Graph correspond to the stable matchings of the corresponding
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11

12

13

22

23

21

33

31

32

Figure D.2: The Hasse diagram of the poset (S(𝐼𝑆2 ), >).

32 44

43

42

45

Figure D.3: Relationship between 32 and the elements of the chain of 4. We use an arc (𝑣, 𝑤) to
denote 𝑣 < 𝑤 with respect to the poset (S(𝐼1), >).

instance (Lemma 4.11). For instance, the cut (𝐶, 𝐶̄) where𝐶 = {𝑠, 11, 12, 23, 25, 35, 31, 42, 43, 54}

has finite capacity in Gcut(𝐼1) and corresponds to the stable matching 𝑀 (1)1 .

Let us now illustrate our graph N(I) we construct in Section 4.2.2. The graph consists of the

disjoint union of the cut graphs Gcut(𝐼1) and Gcut(𝐼𝑆2 ) to which we add infinite capacity arcs (i), and

finite capacity arcs (ii) and (iii). The infinite capacity arcs of N(I) are represented in Figure D.6.

For the finite capacity arcs (ii), we represent the arcs linkingS𝑎2 (𝐼1)∪S𝑎2 (𝐼𝑆2 )∪{[𝑠], [𝑡], [𝑠]𝑆, [𝑡]𝑆}

in Figure D.7. Finally for the finite capacity arcs (iii), we represent the arcs linking S𝑎2 (𝐼1), [𝑠]

and [𝑡] in Figure D.8.
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Figure D.4: The cut graph Gcut(𝐼1). All arcs are of infinite capacity.
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Figure D.5: The cut graph Gcut(𝐼𝑆2 ). All arcs are of infinite capacity.
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Figure D.6: The infinite capacity arcs of the graph N(I).
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[21]𝑆

[𝑡]𝑆

[23]

[𝑠]

[25]

[21]

[𝑡]

Figure D.7: The arcs (ii) linking S𝑎2 (𝐼1) ∪ S𝑎2 (𝐼𝑆2 ) ∪ {[𝑠], [𝑡], [𝑠]𝑆, [𝑡]𝑆}. The dashed arcs have
capacity 𝜆.
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[𝑠]

[23]

[25]

[21]

[𝑡]

Figure D.8: The arcs (iii) linking S𝑎2 (𝐼1), [𝑠] and [𝑡]. The dashed arcs have finite capacity as
defined in Section 4.2.2. For example, the arc ( [𝑠], [25]) has capacity 𝑐1(𝑎2𝑏3), and the arc
( [21], [𝑡]) has capacity 𝑐1(𝑎2𝑏1).
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