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Abstract
Computational and Theoretical Approaches to Spectral Challenges in
Atmospheric Radiation

Paulina Czarnecki

Atmospheric longwave (thermal) and shortwave (solar) radiation sets the Earth’s energy
balance, playing a crucial role in weather and climate. While the fundamental physics of
radiation are well-known, radiative flux can vary by orders of magnitude across space, time,
and frequency, making the total flow of energy through the atmosphere difficult to compute
and understand. This doctoral thesis focuses on simplifying the spectral dimension via de-
veloping algorithms for more efficient, accurate, and transparent calculation of radiation for
Earth system modeling as well as theoretical work with the goal of clarifying underlying
physical relationships.

The first half of the dissertation explores the mathematical optimization of spectral inte-
gration by reducing the complexity of the spectral dimension. In the first chapter, we describe
a novel method called data-driven quadrature (DDQ), which uses a linear weighted sum of
monochromatic calculations at a small set of optimally-chosen frequencies to calculate the
broadband (spectrally-integrated) thermal flux. We evaluate the method against two modern
parameterizations (correlated :-distributions) and find that we can achieve comparable er-
rors with 32 spectral points, an orders-of-magnitude dimension reduction from the millions of
absorption lines that make up the electromagnetic spectrum. The second chapter follows up

on the first, updating the optimization algorithm to support shortwave calculations, which



must additionally be robust to variations in solar zenith angle and surface reflectivity. We
expand both the longwave and shortwave schemes to capture variability in major greenhouse
gas concentrations with potential application to different climate scenarios and rigorously
evaluate the scheme in clear and cloudy skies.

The second half of the dissertation focuses on understanding interactions between radi-
ation and the climate system via pencil-and-paper theory. In the third chapter, we derive
analytical models of radiative forcing by well-mixed greenhouse gases including methane
(CHg), nitrous oxide (N20), and chlorofluorocarbons (CFCs). Radiative forcing by an opti-
cally thin absorber (e.g., CFC-12) is governed by emission throughout the troposphere and
scaled by the total change in gas concentration, such that a linear increase in gas abundance
yields a linear increase in forcing. Conversely, gases that are both optically thin and optically
thick across their absorption spectrum, such as N2O and CHg, can be understood as a com-
bination of the two regimes, yielding a super-logarithmic relationship to concentration. Our
theory is in excellent agreement with full-physics line-by-line calculations in atmospheres
with and without spectral overlap by water vapor.

Finally, the fourth chapter explores the spectral overlap of greenhouse gases with clouds
in the longwave. We derive analytical models describing the radiative impact of clouds and
test our ideas in output from a cutting-edge global storm resolving model. Low clouds exert a
limited cloud radiative effect not only because their temperatures are similar to the surface
temperature, as commonly cited, but because of masking by water vapor absorption. As
surface temperatures change, feedbacks by gases continue to play a role in cloudy column;
additionally, clouds that warm with the atmosphere can provide a stabilizing feedback when
they mask the otherwise amplifying feedback of the water vapor continuum.

Together, these four chapters contribute to both computational tractability and analytical

understanding of the flows of radiant energy through Earth’s atmosphere.
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The average errors for models trained on various cost functions: one including
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in the vertical, in red; one trained on these uxes as well as corresponding
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ary uxes; b) the mean RMSE for uxes throughout the atmospheric column;

c) the average absolute RMSE of heating rates throughout the atmospheric
pro le and d) the average RMSE of forcing by C@ across climate scenarios.
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Below an example of a spectrum of OLR, major absorbers are noted. Dots
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integration. . . . . . . L 25
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Relative root mean squared errors fog) net ux proles, b) heating rate

pro les, and c) top-of-the-atmosphere instantaneous radiative forcing in the
CKDMIP testing dataset. Errors for DDQ_L\fe shown in color, with each

color denoting a single-gas perturbation and each linestyle encoding the size

of the perturbation; the equivalent calculations for the correlated- distribu-

tion RRTMGP are shown in grey to provide context. Errors at present-day
concentrations, calculated using the limited con gurationDDQ_LW _present
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A schematic illustrating the idealization of the CFC-12 absorption coe cient
and its spectral overlap with HO. Orange represents CFC-12, dashed light
blue H>O line absorption, dashed medium blue $D self-continuum absorp-
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N 1pand ¥ (Care parameterized as lines, ant® ' falls o exponentially
from its peak value. The resulting optical depths are computed according to
Egn. A.2 for H,0, and Eqn. 3.10 for CFC-12. . . . .. .. .. .. ... ...

A schematic illustrating the idealizations to methane and KO spectroscopy.
Green represents Clland blue shows line absorption by bD. Panela) shows
the line-by-line mass absorption coe cients in the1000 1500cm ! band.
Panel b) shows the sorted Cl absorption coe cient; in practice, H>O is
sorted by the same index, though this is not shown. This absorption coe cient
is split into an optically thin band, de ned as where mean optical thickness
is less than the emission optical depthg( Y ¢*<, light green) and an optically
thick one (g i g*<, dark green). Panelc) shows the exponential t to the
thick part of the sorted absorption coe cient. Panel d) shows the mean value
absorption coe cient approximation for the part of the band where the mean
g is always optically thin. Finally, panele) shows the model for line absorption
by water vapor, taken from Eqgn. 10 in Jeevanjee and Fueglistaler [25]. . . . .

The line-by-line NoO absorption coe cient in the a; band, with the idealized
piecewise exponential-triangular reference coe cient drawn overtop. Relevant
parameter values for the idealized absorption coe cient are labeled. . . . . .

The spectral emission longwave emission temperature presented in Fig. 4.2,

with spectral points marked. The area between the Planck function of the

cloud top emission and greenhouse gas emission, shaded and split into simpler

118

120

polygons 1, 24, and 2y, is the cloud radiative e ect (CRE). . . ... .. 125

Top row: Accuracy of the spectral model (x-axes) against line-by-line calcula-
tions (y-axes) in moist-adiabatic atmospheres with a 290 K surface tempera-
ture. Panel a) shows the cloud radiative e ect, while panel$) and c) show
the all-sky and clear-sky OLR. The marker color corresponds to the relative
humidity, and the one-to-one line is marked on each plot. Bottom row: Panel
d) shows all-sky outgoing longwave radiation in a snapshot of global storm re-
solving model X-SHIELD as calculated by the spectral model. Pane) shows
the all-sky OLR as output by X-SHIELD. Global mean values are noted.

Xiii

128



B.3 The agreement of the analytical feedback model with numerically-calculated
line-by-line feedbacks is shown for clouds with xed temperatures @) 280
K, b) 250 K, andc) 220 K. The analytical feedback is split into the response
due to HxO lines (dashes), the HO continuum (dots), and CO, (dash-dot) at
75% relative humidity. . . . . . . . . .. ...

Xiv



2.1

2.2

A.l

A.2

A3

A4

B.1

B.2

List of Tables

Reference ux values for longwave and shortwave radiation (W/R). . . . . . 39

Di erence between DDQ con gurations and reference simulations (W/R). . 39

Descriptions of parameters needed for calculating optical thickness by water

VAPOI. . . o o o o e e e e e e e e 116
Descriptions of parameters needed to model radiative forcing by CFC-12. . . 116
Descriptions of parameters needed to model radiative forcing by GH. . . . 120
Descriptions of parameters needed to model radiative forcing by®. . . . . 121

Values of the peak absorption coe cient'y, the slope of the exponential decay

;, and the central wavenumberay that de ne idealized absorption by water

vapor lines, the water vapor continuum, and C®@. Absorption coe cients are

relative to a pressure of 1000 hPa and a temperature of 300 K. . . . . . . .. 123

The values of the feedback coe cients designed to account for the variation
of g—) with wavenumber. . . . . . . .. ... 132

XV



Acknowledgements

| am immensely grateful to a long list of people who not only made this thesis possible
but also made these past ve years truly enjoyable.

First, I'd like to thank my primary advisor, Robert Pincus. I've had an overwhelmingly
positive PhD experience in large part thanks to you. Thank you for your support and guid-
ance throughout this process, for your thoughtful feedback on each piece of work (I'm sure
both my gure-making and writing style are forever shaped by my time in your group), and
for your intentional cultivation of a curious and fun research environment. I'm additionally
thankful for Lorenzo Polvani, my departmental advisor, who played a big role in contextual-
izing each chapter within the broader picture of the eld of atmospheric science. Thank you
also for sharing the joy of teaching with me, and for your support in navigating departmental
milestones and the job market.

Thank you to all my committee members, current and past Marc Spiegelman, Michael
Tippett, Tim Merlis, and Brian Cairns for taking the time to listen to my work and provide
additional perspectives.

I'm grateful for all of my collaborators who have shaped this thesis and my graduate
work for the past ve years, especially Stefan Buehler's group at the University of Hamburg,
Manfred Brath, Richard Larsson, and Lukas Kluft. Thank you for hosting me during my
PhD, sharing your ideas, and allowing me to contribute to your projects. Thanks to you I've
acquired some pro ciency in both ARTS and German!

I'm thankful for a large number of people who have otherwise invested in me as a scientist,

XVi



especially my undergraduate, REU, and summer school advisors, and the scientists that
supported my research proposals. Thanks to you | discovered | loved science, made it to
graduate school, sharpened my scienti ¢ thinking, and learned to develop my own questions.
I'm very lucky to have had the chance to work with you during my academic journey.

Next, I'd like to thank the other students and early-career scientists I've met during my
PhD, who made my time at Columbia both more productive and more fun. Thank you to
the members of my research group, thanks to whom I'm always learning something new;
to both my APAM and DEES department-mates, who made sitting in windowless o ces
worthwhile; and to all the wonderful people I've befriended through conferences, hackathons,
streamathons, and other scienti c events. I'm deeply grateful for each one of your friendships
and the joy you bring to my work life. My experience of the Earth science community has
been lovely thanks to you.

Thank you to everyone who makes up my life outside of science. To my dear friends and
family: our relationships, our visits with each other, our conversations and travels mean the
world to me. A special thank you to my parents, who have always invested in and taught
me the value of my education; | wouldn't be here without the foundation you built. Thank
you for your unending support.

Finally, I'm incredibly thankful to my partner, Bennet. You've read everything I've writ-
ten and listened to every presentation I've given, many times, with in nite patience. In
addition to your academic support, you bring balance to my life, and it's more whole for

having you in it. I'm so lucky to have you.

XVii



Introduction

The ow of electromagnetic energy through Earth's atmosphere, alongside other ther-
modynamic and dynamic processes, sets the temperature pro le of each column [1]. Uneven
radiative heating drives atmospheric circulations, in uencing large-scale weather patterns.
On longer timescales, the radiative energy imbalance of the atmosphere quanti es the chang-
ing climate [2, 3, 4]. Thus in order to forecast the weather and understand the magnitude of
climate change, we must both accurately and e ciently model the ow of radiation through
the atmosphere as well as develop a deep understanding of radiation's interactions with the

broader Earth system.

Figure 1: The solar (shortwave) electromagnetic spectrum. Ultraviolet (dark purple), visible
(colors), and infrared (red) light is marked. The grey spectrum shows incident radiation at
the top of the atmosphere, while the colorful spectrum indicates energy that is observed at
the surface. Major absorption bands by greenhouse gases are marked below.

The re ection, absorption, and scattering of radiative energy within the atmosphere de-

pends on the concentrations of gases and aerosols, the temperature, composition, and optical
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properties of clouds, and the temperature of the atmosphere and the surface. Figure 1 il-
lustrates the vertical and spectral variability of irradiance ( ux) in the shortwave portion of
the spectrum. The top of the atmosphere (TOA) receives radiation from the sun (grey). As
the radiation travels through the depth of the atmosphere, it is attenuated by gases, clouds,
and aerosols. The atmospheric constituents are radiatively active across di erent wavelength
ranges, called bands and marked below the plot, and only a fraction of the radiation incident
at the TOA reaches the surface (colors). Spatially, radiative heating through the depth of the
atmosphere due to varying distributions of gases, clouds, and the solar positions can drive
both large-scale overturning circulations and more local convective weather events.

The surface serves as a boundary condition. Some shortwave radiation is absorbed and
some re ected, depending on the albedo, or re ectivity, of the surface. The absorbed fraction
warms the surface and is re-emitted at longer wavelengths. Due to its temperature, Earth's
surface acts as a blackbody source of longwave radiation, which then travels upward through
the atmosphere, diabatically heating the air. The portion of thermal radiation that is not
absorbed by atmospheric constituents escapes to space, and the di erence between this out-
going longwave and the incoming shortwave radiation characterizes Earth's energy balance
[e.g., 5]. Adding greenhouse gases to the atmosphere increases thermal absorption while in-
solation remains xed, creating an imbalance that becomes a rst-order quanti cation of
climate change.

The highly nonlinear interactions of radiation with the atmosphere in space, time, and
wavelength are not only crucial to understand for the sake of predicting the weather and
climate but also present interesting mathematical challenges. Because total radiative ux
is the sum of millions of absorption lines that can vary by orders of magnitude (Figure 1),
qguantifying and understanding the ow of energy through the atmosphere can be framed as
a question of dimension reduction: how can we estimate the total energy from just a few of
these lines across a wide range of atmospheric conditions? Can we use these simpli cations

to tie spectral features to large-scale phenomena?



Calculating Radiative Transfer in Earth System Models

The physics of radiative transfer are well-known. Given perfect knowledge of temperature,
pressure, greenhouse gas concentrations, and cloud properties, radiative ux can be computed
to arbitrary accuracy using line-by-line (LBL) codes [6]. These codes (one of which is the
Atmospheric Radiative Transfer Simulator, ARTS, used as a reference throughout this thesis
[7, 8]) read in HITRAN spectroscopic data [9, 10] at very high spectral resolution and then
solve the monochromatic equations of radiative transfer [2, 11]. Numerical integration across
millions of spectral lines and tens of incidence angles results in exact values of radiative ux
at each vertical level in the atmosphere; di erentiation in pressure yields radiative heating
rates.

However, line-by-line calculations are too computationally intensive for most applica-
tions. (Here we focus on modeling applications including weather forecasting and climate
modeling.) Earth system models typically require the calculation of boundary uxes (ux up
at the TOA and ux down at the surface) as well as heating rates through the depth of the
atmosphere, at thousands of model gridcells across the globe. Thus for these applications,
radiation must be parameterized: simpli cations must be made in order to enable e cient
computation while preserving accuracy.

First, dimensionality is reduced by assuming radiation ows only in two directions in
independent atmospheric columns consisting of horizontal planes parallel to the Earth surface
[11]. Then, the radiation scheme is employed. The state-of-the-art parameterization used in
most modern weather and climate models is the correlateddistribution (CKD) [6, 12, 13,
14]. CKD algorithms assume that the absorption coe cient of each atmospheric constituent
is correlated across pressure and temperature. Thencan be sorted across the spectral
dimension, transforming a highly nonlinear function of frequency into a smooth, monotonic
cumulative density function. This function is now easy to integrate with very few (tens or
hundreds of) quadrature points, facilitating the radiation calculation in Earth system models.

Though fast and accurate, correlated- distributions are largely black boxes, with no
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theory underlying their development andad-hoc tuning performed by experts [15]. This
makes CKDs di cult to understand, develop, and implement. Additionally, CKDs can be

in exible to large deviations in greenhouse gas concentration from present-day Earth (e.g.,
on exoplanets or in paleoclimate scenarios), spectral overlap by di erent greenhouse gases,
and developments in spectroscopy [16].

Chapters 1 and 2 of this thesis focus on developing and validating a new method for the
spectral integration of radiative uxes called data-driven quadrature (DDQ). In Chapter 1,
we develop DDQ for atmospheric modeling with the goal of replicating the accuracy and
e ciency of CKDs while improving upon their exibility and interpretability. Rather than
averaging absorption coe cients, we sample the spectrum directly, nding an optimal set
of wavenumbers (quadrature points) and associated weights such that the weighted sum
of monochromatic uxes accurately approximates the broadband ux. An algorithm called
simulated annealing chooses an optimal set of spectral points [17], and a constrained linear
regression nds an appropriate set of weights, with both minimizing the same cost function.
This cost function can be customized to prioritize quantities of interest. In Ch. 1, the cost
function quanti es error in longwave radiative uxes, heating rates, and radiative forcing by
CO,. DDQ is e cient, as measured by the size of the spectral sample, and accurate compared
to two modern CKDs.

In Chapter 2, we develop a shortwave scheme that successfully captures variation in solar
zenith angle and broadband surface re ectivity. We additionally train both longwave and
shortwave DDQ schemes to exibly capture variability in six major greenhouse gases for
application in studying Earth's paleoclimate, climate change, or exoplanets. Though DDQ is
trained on clear-sky pro les, we rigorously validate its performance in cloudy conditions in
a snapshot of the reanalysis dataset ERA5S [18]. In addition to these existing con gurations,
Chapter 2 includes a Python tutorial for the easy generation of new DDQ schemes via
packagedatadrivenquadrature and codi es the implementation of DDQ as an optional

radiation scheme in single-column radiative-convective equilibrium modkbnrad [19]. Thus



the rst half of this thesis develops DDQ from a proof-of-concept (Ch. 1) to a fully validated

work ow with potential for operationalization in Earth system models (Ch. 2).

Understanding the Spectral Dimension of Atmospheric Absorption

While there are many approaches for calculating radiative ux in models or retrieving
the atmosphere's state from observations, the multidimensional nature of radiation com-
plicates intuitive understanding. Theories regarding the relationship between radiation and
larger-scale climate and weather phenomena are primarily supported by complex computa-
tional experiments [e.g., 20, 21, 22, 23, 24]. Recent progress has been made in understanding
how spectral features can shape the global energy balance by simplifying spectroscopy and
developing analytical models for complicated radiative processes [25, 26, 27, 28, 29, 30].

We focus on thermal radiation, where scattering is negligible. Longwave radiation acts
across a spectrum of opacity or optical deptly, which is proportional to the concentration
of atmospheric constituents and their absorption coe cients at each wavenumber [4]. In
the optically thick limit, where either concentration or absorption are large, a common
simpli cation is the g = 1 law [3], which states that all longwave emission to space can be
idealized as originating from the pressure level in the atmosphere wheye 1 as measured
from the top of the atmosphere. This concept is exploited practically in satellite retrievals
(where the g = 1 level informs the retrieved atmospheric composition) as well as heating
rate calculations in models (where energy exchange between atmospheric layers is negligible
and only cooling to space from the emission level must be considered [31, 32, 33]). In other
words, theg = 1 law reduces complexity in the vertical dimension, identifying one pressure
level per wavenumber from which longwave radiation reaches space.

This g = 1 law, in combination with smoothing applied across the absorption spectrum,
allows for the development of theoretical understanding of the impact of GGemissions on
Earth's greenhouse e ect. Radiative forcing is de ned as the di erence between the OLR

at an initial (usually pre-industrial) and nal (often present-day) concentration of CO,. As



carbon dioxide concentrations increase in the atmosphere, tlige= 1 level shifts upward,
generally emitting at a colder temperature and thus trapping more energy within the atmo-
sphere, warming the surface. This has been characterized as a swap of surface emission for
stratospheric emission in studies where simple spectral models are used to derive analytical
expressions for forcing [34, 26], tying electromagnetic rst principles to a global quantity
that has been previously studied via complicated climate model experiments [e.g., 22, 35].
Notably, these models derive the logarithmic dependence of @@diative forcing on concen-
tration, attributing this well-known phenomenon to the distribution of the CO, absorption
coe cient [22, 36].

In addition to CO», in the optically thick limit, chloro uorocarbons, refrigerants banned
by the Montreal Protocol, are present only in optically thin amounts ¢ Y 1) in Earth's
atmosphere. Nonetheless, they exert an aggregate forcing of about 0.4 \§/f87, 38], ap-
proximately a third of CO radiative forcing. The g = 1 approximation does not apply and
the atmosphere is largely transparent in their band, so how can we understand this relatively
large magnitude of forcing?

We address this question in Chapter 3, where we derive analytical models of radiative
forcing by optically thin gases. We nd that radiative forcing by an optically thin absorber
is governed by emission throughout the troposphere and scaled by the total change in gas
concentration, such that a linear increase in gas abundance yields a linear increase in forcing.
We demonstrate analytically that the optically thin refrigerant CFC-12 is a stronger per-
molecule absorber than CQ due to its larger average cross-section, rather than its band
width or spectral position. We bridge our novel optically-thin theory with existing optically
thick theories to show that nitrous oxide and methane, which have both optically thick and
thin wavenumbers across the longwave spectrum, can be understood as a linear combination
of the two regimes.

Finally, in Chapter 4, we include optically thick clouds in the simple spectral framework.

Extensive work has been done to write analytical expressions of the spectral emission tem-



perature of CO, and water vapor in clear skies [27]; in this chapter, we examine how the
clear sky shapes cloud radiative e ects and feedbacks.

In the longwave, the cloud radiative e ect (CRE), sometimes called the cloud radiative
forcing, is the di erence between OLR in the same atmospheric column with and without
a cloud. The OLR in a cloudy column depends primarily on the cloud top temperature
or cloud emission temperature; high clouds are typically assumed to set the OLR in their
column by emitting as black bodies, while low clouds are thought to have negligible e ects
because their temperatures are close to the surface temperature [39, 40, 41]. However, though
they are approximately spectrally at emitting at the same brightness temperature for
all wavenumbers clouds can mask or be masked by emission by other gases [42, 43, 44, 45,
46]. In Chapter 4, we show that low clouds have a small CRE not because their emission
temperature is similar to surface temperature but because of spectral overlap by water vapor.
Additionally, it has long been known that CRE is linear in the di erence between cloud top
and surface temperature [47]. We show that this is due to the same mechanism by which
OLR is linear in surface temperature: the spectral overlap of water vapor with the cloud
changes linearly with temperature [48].

Finally, the second half of Chapter 4 investigates the e ects of spectral overlap on long-
wave feedbacks. A climate feedback is de ned as the change in outgoing longwave radiation
due to a change in surface temperature. Feedbacks can amplify the warming response by
trapping radiation in the atmosphere: for example, the water vapor window closing as the
H>O continuum becomes optically thick ampli es surface warming and could lead to a run-
away greenhouse [4]. Alternatively, feedbacks can be stabilizing, allowing for the release of
additional warmth (e.g., the increasing emission temperature of water vapor lines or clouds).
In Chapter 4, the incorporation of clouds into the spectral feedbacks framework highlights
that clear-sky feedbacks continue to stabilize the atmosphere above all but the coldest of
clouds [42], and that stabilizing low-cloud feedbacks may outweigh the amplifying continuum

feedback via spectral masking.



Chapter 1. Sparse, Empirically Optimized Quadrature for

Broadband Spectral Integration

This chapter has been published as Czarneckt al. [49] in the Journal of Advances in

Modeling Earth Systemsn 2023, and is co-authored by Robert Pincus and Lorenzo Polvani.

1.1 Approximations for Spectral Integrals in Radiative Transfer Calculations

Radiation is the mechanism by which the Earth system achieves energy balance; ra-
diative heating and cooling within the atmosphere also play a crucial role in setting the
temperature pro le of the atmosphere [1]. The strength of the interactions between radia-
tion and the atmosphere depends strongly on frequency because the optical properties of
gases, fundamentally determined by their molecular structure along with local temperature
and pressure, vary rapidly in frequency by many orders of magnitude. (The optical properties
of condensed materials such as clouds and aerosols vary much more slowly with frequency
and are not considered here.)

The optical properties of the gases in the atmosphere can be determined at given fre-
guencies based on detailed spectroscopic information describing each absorption line for each
species [e.g., HITRAN, 9]. The spectrally-integrated (broadband) exchange of radiation can
be determined from this information to near-arbitrary accuracy by direct integration at very
high spectral resolution. Results from line-by-line models taking this approach (along with
high angular resolution) may be considered reference calculations [50].

Highly detailed calculations are, however, impractical in applications such as the calcu-
lation of narrow-band radiances in satellite channels. In these contexts the radiative trans-

fer integral is approximated using parameterizations. One such optimization parameterizes



radiative transfer via linear regression (or, more recently, neural networks [51]) against at-
mospheric and surface conditions, such as The Joint Center for Satellite Data Assimilation's
Community Radiative Transfer Model (CRTM) [52]. In the spectral dimension, radiances can
be predicted by sparsely sampling frequencies and integrating via a weighted mean, thereby
reducing the number of monochromatic radiative transfer calculations required [53, 54].

In dynamical models of the atmosphere, radiation calculations must similarly be fast
and accurate. The state-of-the-art method for reducing spectral resolution is the correlated
: -distribution (CKD) algorithm [12, 14, 13], which sorts frequencies according to their ab-
sorption coe cient : and determines the average at some set of quadrature points. The
sorting and averaging creates a much smoother integral that can be evaluated with just tens
or hundreds of quadrature points, as compared to the millions of points required by line-
by-line models. These parameterizations seek to minimize the number of these quadrature
points, called6-points, to limit computational cost [55].

There is, however, no theory underlying -distributions, so developers must make a range
of somewhat arbitrary choices [56]. Moreover, the common experience is that the absorption
coe cients determined with any algorithm need to be tuned to match reference calcula-
tions [6, 55], making the link between the reference and approximate calculations somewhat
obscure.

Here we describe an approximation to spectral integration in the longwave consisting of
a weighted sum of monochromatic uxes computed at a small set of discrete wavenumbers.
We optimize both the members of this set and the linear weights to nd the best estimate
of the broadband integrated ux. The idea builds on approaches for computing narrow-
band radiances originally developed for remote sensing applications [53, 54] to sample the
spectrum sparsely rather than averaging absorption coe cients. While our work is in the
same spirit as de Mourguest al. [57], we take a more general approach and treat a wider
range of applications including heating rates, boundary uxes, and COforcing. Our data

is discretized more nely in the spectral dimension and more sparsely in the vertical, which



prompts us to develop a cost function that will allow us to extrapolate the integration to
atmospheres of di erent structures. We seek not only to develop a novel method, but also to
understand any inherent properties and tradeo s of the approach. To this end, we explore
the relationship between the quantities targeted in the optimization and individual error
pro les, test the e ect of the vertical discretization of the training dataset, and compare the
performance of the empirically-optimized quadrature method to state-of-the-art correlated-
: methods. We nd that weighted, sampled monochromatic calculations can predict uxes,
heating rates, and CQ forcing with error-cost relationships commensurate with modern

correlated= models, while being exible to the needs of a given application.

1.2 Broadband Radiative Integral Calculation

The net broadband radiative ux at height | in the atmosphere, 119, is given by inte-
grating monochromatic uxes across all wavenumbers:

1 ~

@)
110 = 2l°3a aS1|o ag-
8

where a denotes wavenumber and 411° is monochromatic net ux. We develop the method
for the longwave in clear skies, so we disregard scattering.

Rather than calculating the line-by-line integral directly, we seek to compute the broad-
band net ux from a small subset of representative wavenumbers. This breaks the problem

into two parts:
" Optimally select the representative wavenumbers, and
" Compute the net integrated ux from this subset.

Inspired by approaches originally developed for remote sensing applications [53, 54], we
select the representative subset via a combinatorial optimization algorithm called simulated

annealing [17], and calculate the net ux by performing a weighted sum of monochromatic
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uxes found at the representative wavenumbers. In other words, we rewrite our problem as:

0
10 Fa allo- (1.1)
a2(

where F 5 is the weight corresponding to wavenumbea in the sparse subsef, and 1% is
the monochromatic ux found at wavenumbera at height I. Though this is similar to the
formulation of : -distributions (for example, Eqn. 3 in Lacis and Oinas [14]), here we are
sampling monochromatic uxes rather than averaging absorption coe cients. Furthermore,
we sample across the entire longwave spectrum without imposing a band structure (c.f the

Full-Spectrum Correlated: [58, 59]).

1.2.1 Line-by-Line Spectra and Correlated- Data

In order to spectrally sample s> and chooseF,, we need accurate, nely-resolved line-
by-line spectra at arbitrary frequencies, as well as corresponding integrated uxes and heating
rates throughout the atmosphere. Atmospheric pro les used for training must be independent
and provide a representative sample of conditions for a given applications.

We use the set of atmospheric conditions developed for the CorrelatedDistribution
Model Intercomparison Project [CKDMIP; see 56]. The CKDMIP pro les are chosen from
reanalysis data to represent the mean state as well as minimum and maximum extremes in
water vapor concentration, ozone concentration, and temperature for the present day climate.
We use software provided by CKDMIP to generate 100 independent present-day, clear-sky
reference ux pro les, half for training and half for testing, integrated in 4 hemispheric
angles. Heating rates are computed from uxes using a simple nite di erence. Finally, we
perturb the CO, concentration of the 100 pro les to generate reference GQ@orcing values
for the Last Glacial Maximum (180 ppm), pre-industrial (PI) (280 ppm), present day (415
ppm), 2 PI (560 ppm), 4 PI (1120 ppm), 8 PI (2240 ppm) [56], and 16 PI (4480 ppm)

for extreme paleoclimate scenarios [60].
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1.2.2 Determining Optimal Weights for a Subset of Spectral Points

Given a subset of spectral point§ of predetermined sizg(j, we must obtain a set of
weights such that the weighted sum of uxes at those points predicts the broadband net ux
across the spectrum. The weightf 5 are found by minimizing an objective function subject
to several constraints.

Our rst constraint is that all F5 0, since quadrature weights are always positive. Posi-
tive weights lend the method stability, as they prevent monochromatic uxes from cancelling
[53, 54]. Second, the weights are normalized so that they sum to the length of the spectral
domain, a general property of integration:

0 0
Fa= ag 3260cm -
8

as we focus on the longwave. This is achieved by expressing the cost function in conjunction
with the constraints as a linear program and solving using the convex optimization package

cvxpy in Python [61, 62].

1.2.3 Wavenumber Subset Optimization Via Simulated Annealing

Next, we must identify an optimal subset at which to compute the predicted ux. We use
simulated annealing, a stochastic optimization algorithm that can combinatorially evaluate
di erent subsets in order to nd a minimum in a given cost function [17]. The algorithm is
guaranteed to converge asymptotically to a global minimum in cost function with probability
1 [63], and can do so at much lower computational cost than a brute force approach for a
large state space.

Buehleret al. [53] provides a useful tutorial on algorithm implementation, and we follow
most of their choices, except as follows. In our implementation of the algorithm, as in theirs,
optimization is organized in sets of moves towards a minimum that the cost function value

is averaged over [53]. However, our blocks consist only of 100 moves of which at least one
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must be accepted; otherwise, the algorithm is considered to have converged to a minimum
and is terminated.

Because the optimization process is stochastic, we perform 16 independent optimizations
for each subset size and plot the standard deviation away from the mean error in our results.
We refer to a given set of wavenumbers and corresponding weights as a model.

The temperature) is a free parameter in the problem. Iterations are divided into groups
called blocks; we start with a high) , determined by the) necessary foP9%of an initial block
of moves to be accepted, as in Buehlet al. [53]. Then, when the cost function decreases
on average across one block, is reduced by a factor) sg2cBlock size and annealing speed
) s02care also model hyperparameters; here, we ukgo2c= 049, as in Buehleret al. [53],
and a block size ofL000accepted moves. When, and therefore , is su ciently small, no
more moves can be made away from the ideal state then, the algorithm terminates and

we consider the optimal representative wavenumber subset to be found.

1.2.4 Cost Function Formulation

As we are interested in optimizing multiple radiative quantities uxes, heating rates,
and top-of-the-atmosphere CQ forcing we take inspiration from multi-objective opti-
mization in the formulation of our cost function [64]. Given multiple optimization targets
(ux), (heating rate), and F (forcing), the simplest way to minimize their respective cost

functions 2 simultaneously is to minimize their weighted sum:

= 5¢ct °, et O, HC'FOe

Each 5 implicitly has the inverse units of its corresponding: to make the cost function
unitless. Choosing the values of the weight& is considered a subjective task with many

valid solutions [64]. In our case, the approach is as follows: rst, we % =1and 3 =0as
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Figure 1.1: The relative root mean squared error (RMSE) of each radiative term of interest
is plotted as weighting parameters vary. Ina), the weight on the heating rate term% =1
is held xed while 5 is varied. Inb), 5 =0+15and % =1 are held xed while % is varied.
The grey lines show the value of the parameter that is used throughout the study.
we vary 5, to focus on the tradeo between heating rates and uxes. For each value &,
we t linear weights to 100 random subsets of size 32 at every fth vertical level for each of
the 50 training atmospheres. The maximum relative (percent) error across vertical levels is
recorded for each of the 100 iterations. The mean of these 100 iterations is plotted, where
any random subset that produces an ill-conditioned problem (noninvertible data matrix) is
ignored. The results of this experiment are shown in Fig. 1.1a). The grey line indicates the
parameter value 5 = 0«15 that is chosen, as it occurs where heating rate errors level o .

In Fig. 1.1b), the same procedure is repeated while holdin§ = 0s15and % = 1 xed

and varying . We choose parametery = 1 in order to minimize increase in heating rate

and ux errors.

14



1.3 Accuracy in Flux, Heating Rate, and CO > Forcing Prediction

1.3.1 Boundary Fluxes

We illustrate the method by training the algorithm only on the outgoing atmospheric
boundary uxes: the upwelling ux at the top of the atmosphere and the downwelling ux at
the surface. These uxes can be useful for diagnostic calculations such as radiative forcing or
the cloud radiative e ect, and can help understand the Earth's energy balance. The simulated

annealing and linear program both minimize the cost function

_ q 1 u)$ ")$ 02 1 #BDAS' #BDA 52. l 2
= Y 4sc aas 2.1 4BC A45 (1.2

Figure 1.2: The root mean squared error, in units of W/rf, across a range of wavenumber
subset sizes for boundary uxes upward ux at the top of the atmosphere and downward
at the bottom. The blue curve represents the training set, and the purple the testing, when
trained on the cost function in Eqn. 1.2; the pink curve represents training error when
the integral is performed using a Riemann sum over the chosen spectral points. We omit
Riemann testing error as it is nearly identical to the training error. Envelopes denote standard
deviation across sixteen independent optimizations, and crosses show where training took
place. The same metric is plotted for boundary uxes predicted by correlated-models
ecCKD (black) and RRTMGP (red). 10%, 1%, and 0.1% of mean boundary uxes are plotted

in grey.
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Fluxes at the boundaries of the atmosphere can be computed accurately with relatively
sparse spectral information (Fig. 1.2). For various representative subset sizes, the best ux
and weight con gurations are recorded and the root mean squared error away from reference

calculations, s

O
lll( — li 1 <—= <_:02_
H# 4BC A45
<—=

where=indexes the atmospheric pro les anc indexes vertical levels (here, just the bound-
aries), is plotted. This is the same as the cost function up to a constant multiplier, which
serves to take the average of the error across atmospheric pro les and vertical levels rather
than the sum. Additionally, using data submitted to CKDMIP [56] and available online, our
results are plotted alongside metrics from modern correlateddistribution models, the 27
6-point ecCKD [55], which is trained on the CKDMIP training data, and the reduced 128
6-point RRTMGP [6].

First, to separate the contributions of simulated annealing and linear programming,
weights are computed via a Riemann sum (de ned by the Euclidian distance between
wavenumbers), performed over the quadrature points during optimization, rather than by the
linear program. The pink curve shows that for a simple diagnostic calculation, the Riemann
sum can perform at around 1 W/nt error with 32 spectral points, similarly to correlated-

: models, highlighting the e ectiveness of simulated annealing at choosing an appropriate
representative subset. The purple and blue curves show the training and testing error, respec-
tively, using both simulated annealing and linear weight optimization. Here, eight spectral
points allow uxes at the boundaries of the atmosphere to be computed to within 1 W/
(1% accuracy), comparable to ecCKD and RRTMGP. With more than 16 spectral points,
errors in testing data decrease much less rapidly with spectral detail than do errors in train-
ing data, indicating over tting to the training dataset. However, the di erence between the
Riemann sum error and the RMS testing error of the model that optimizes Eqn. 1.2 is at
close to 1 W/m? throughout. This highlights the importance of optimizing both the linear

weights and the representative spectral subset.
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1.3.2 Net Flux and Heating Rate Pro les

Figure 1.3: The root mean squared error (W/rf) for predicted ux values for each pressure
level, for a model that minimizes both ux error and heating rate error (Eqn. 1.3). Subset
sizes are shown above the plot. Panel) shows results for the training set, and pandb)
plots out-of-sample testing data. Since the algorithm is trained only on every fth vertical
level, denoted by crosses on the training plot, in-between levels in the training set are also
out-of-sample. Envelopes denote the standard deviation in RMSE across sixteen algorithm
runs. We highlight ecCKD on the training plot since it is trained on the CKDMIP data
(black line), and show RRTMGP on the testing plot, since it is tested on our training data
(red line). 1% and 0.1% of the mean ux at each level is plotted in grey for reference.
Boundary uxes control the total energy exchanged by the Earth and the atmosphere;
ux pro les throughout the atmosphere set heating rates and hence the diabatic forcing of
circulation. Simultaneous prediction of uxes and heating rate can be achieved by specifying

a cost function that contains both quantities, i.e.

= 5K sBc  ask, DK s4Bc  Ask- (1.3)

which sums the 2 norm of the di erences between estimated and reference heating rate and

net ux with weights %5 across all included training pro les and vertical levels, formulated
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similarly to Eqn. 2 in Hogan and Matricardi [55]. 4gds de ned as the dot product between
the weights and the monochromatic uxes, as in Eqn. 1.1, and the heating rate is computed
using this predicted ux; for each vertical level< in a given training pro le:

_ (23 ssc 6 spc i
4BCT 12,732 2, 7< o<.1

where ( = 3600 24 s/day is a scale factor;6 = 9481 m/s is the acceleration due to gravity;

2, = 1004 J/kg K is the specic heat at constant pressure for dry air; and?< is pressure
provided by the CKDMIP dataset at vertical level<, given in Pa. The heating rate is obtained

in units of K/day. Finally, 5 = 0<15and % = 1 are empirically derived hyperparameters that
balance the optimization of heating rates and uxes, as discussed in Fig. 1.1. This cost
function is used both to choose the optimal spectral subset as well as to nd the associated
weights.

We train the model on every fth vertical level of the CKDMIP dataset to predict
vertically-resolved uxes for these applications. The algorithm requires random access to
a large ( 170 GB) dataset, so this is a practical limitation, but also allows us to treat some
levels as out-of-sample, which can help us understand the impact of the vertical discretiza-
tion of the atmosphere on the accuracy of the algorithm. In other words, we insist that our
algorithm learns to integrate across the spectral dimension independently of any implicit
vertical structure.

In Fig. 1.3, we show the pro les of absolute RMSE (W/m) of ux predicted by the
minimization of Eqn. 1.3 for each subset size in order to examine this vertical dependence.
We compare to ecCKD on the training plot as it is trained on CKDMIP data, and to
RRTMGP on the testing plot, as it is not. Both here and in Fig. 1.4, pressure is plotted
linearly in CKDMIP model level because training levels were chosen linearly in model level.
The gure demonstrates good generalizeability of the method in the vertical as well as to out-

of-sample atmospheric pro les. Throughout the vertical pro le, errors remain of a constant
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order of magnitude. Extrusions between training levels become more pronounced in larger
subset sizes, indicating over tting. Errors in the testing set are of similar order of magnitude
to those in the training set. With 32 spectral points, we achieve errors within 0.3 W/
(about 0.1% relative error), comparable to the correlated-models.

Calculating heating rates from predicted uxes with accuracy is di cult, especially at
high altitudes, where the small pressure di erence will magnify any errors in the ux. Fur-
thermore, since heating rate is a derivative of ux computed by a simple nite di erence,
the heating rate error will be determined by the di erence in ux error at adjoining vertical
levels, rather than by the error in the uxes themselves. Thus, to produce good estimates
of heating rate pro les, we include heating rates in the cost function (Eqn. 1.3). Without
this term, the optimization produces large heating rate errors in the stratosphere and above,
even for large subset sizes.

Fig. 1.4 shows the absolute root mean squared error in heating rates, in units of K/day.
Similarly as in Fig. 1.3, levels we trained on are marked with crosses. In panels a) and b),
heating RMSE is shown only for the levels in the training set. Though errors are relatively
large for small subset sizes, the errors for 32 and 64 wavenumbers are commensurate with
correlated : -distribution models throughout the atmosphere, maintaining errors ol 0e2
K/day (approaching 1%).

In panels c¢) and d), heating rates computed from predicted uxes at all levels (as in
Fig. 1.3) are shown. Here, for small subset sizes16 representative wavenumbers), heating
rate errors are larger, especially high in the atmosphere; in the layers immediately above the
ground, the errors subset sizes 4 and 8 reach as high as 8 and 5 K/day, respectively, due to
the ne pressure discretization in these levels. Even for 16 predictors, where ux errors are
commensurate with correlated- models in Fig. 1.3 at about 1 W/n? (1%) error throughout
the atmosphere, the heating rate error is large where pressure thickness is small. For 64
predictors, the heating rate errors of our model are smaller than 0.5 K/day for both training

and testing throughout most of the atmosphere. However, the dependence of accuracy on
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