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Abstract

Simulation Based Testing for Autonomous Driving Systems

Ziyuan Zhong

Autonomous Driving Systems (ADSs) have seen rapid progress in recent years. To ensure the

safety and reliability of these systems, extensive testing is being conducted before their future mass

deployment. One approach is to test ADSs directly on the road, but it is incredibly costly to cover

all rare corner cases. Thus, a popular complementary approach is to evaluate an ADS’s performance

in a simulator. Such method is called simulation based testing. However, randomly testing ADSs

in simulation is still not efficient enough and the testing results might not transfer to the real-world.

This dissertation underscores that the cornerstone of efficient simulation testing lies in crafting

optimal testing scenarios. We delineate several pivotal properties for these scenarios: they should

induce ADS misbehavior, exhibit diversity, manifest realism, and adhere to user specified rules (e.g.,

following traffic rules). Subsequent to this identification, our research delves into methodologies to

enhance one or more of these properties of the generated scenarios. Specifically, we embark on two

distinct lines of approach. First, we develop advanced search strategies to unearth diverse scenarios

that provoke ADS to misbehave. Second, we harness the potential of deep generative models to

produce scenarios that are both realistic and in compliance with user specified rules.

Because of the need for efficiently testing end-to-end behaviors of ADSs against complex,

real-world corner cases, we propose AutoFuzz, a novel fuzz testing technique, which can leverage

widely-used driving simulators’ API grammars to generate complex driving scenarios. In order to



find misbehavior-inducing scenarios, which are very rare, we propose a learning based search

method to optimize AutoFuzz. In particular, our method trains a neural network to select and

mutate scenarios sampled from an evolutionary search method. AutoFuzz shows promises in

efficiently identifying traffic violations for the given ADSs under test. Although AutoFuzz is good

at finding violations, as a black-box method, it is agnostic of the cause of the violations. In the

second project, we focus on finding violations caused by the failure of fusion component, which

fuses the inputs of multiple sensors and provides the ADS a more reliable understanding of the

surroundings. In particular, we identify that the fusion component of an industry-grade ADAS can

fail to trust the more reliable input sensor and thus lead to a collision. We define misbehavior

caused by such a failure as "fusion error". In order to efficiently find fusion errors, we propose a

fuzzing framework, named FusED, that uses a novel evolutionary-based search method with

objective promoting fusion output to deviate from sensor input. We show that FusED can efficiently

reveal fusion errors for an industry-grade ADAS.

One issue with the generated scenarios by AutoFuzz or FusED (or any other search based methods)

is that all the NPC vehicles are controlled by some low-level controllers, whose behaviors are

different from human drivers. This poses a difficulty in transferring the found violations into real

world. Some recent work tries to address this problem by using deep generative models. However,

the scenarios cannot be easily controlled which is not desirable for users to customize the testing

scenarios. As both realism and controllability of the generated traffic are desirable, we propose a

novel method called Controllable Traffic Generation (CTG) that achieves both properties

simultaneously. In order to preserve realism, we propose a conditional, dynamic enforced diffusion

model. In order to satisfy controllability, we propose using a kind of "traffic language" called

Signal Temporal Logic (STL) to specify what we want in traffic scenarios (e.g., following road

rules). We then leverage STL to guide the conditional diffusion model for generating realistic and

controllable traffic. Although CTG can generate realistic and controllable traffic, it still requires

domain expertise to specify the STL based loss function. Besides, it models traffic participants

independently, resulting in sub-optimal agents interaction modeling. In order to address these



issues, we developed CTG++ which enables a user to use language to generate realistic traffic

scenario. In particular, we proposed to use GPT4 to translate a command in natural language into a

loss function in code. We then use the loss function to guide a scene-level diffusion model, which

considers all the vehicles jointly, to generate traffic satisfying the command. We have found that

CTG++ can generate query (in natural language)-compliant and realistic traffic simulation.

In summary, our four projects discussed in this thesis have solved important problems in efficiently

testing ADSs and have had significant influence in the advancement of ADS. Besides, the models

and empirical studies we performed can be applicable to other testing and behavior generation

problems, such as general ML-based software testing, and multi-agent behavior planning and

prediction. I hope this thesis can serve as an inspiration to anyone who is interested in the exciting

field of ADS testing and development, and contribute to the realization of the full automation of

driving.
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Chapter 1: Introduction

Over the recent years, tremendous efforts have been made in developing Autonomous Driving

Systems (ADSs) to partially or entirely free humans from driving. However, existing ADSs from

leading companies are still not ready for massive deployment as they still incur accidents and

fatalities from time to time when used in the real world. For example, after San Francisco permitted

Cruise (a leading self-driving car company) to operate robotaxis in the city, several accidents

happened within a week. In one accident, a vehicle ran over a person who was initially hit by

another vehicle and fell into the path of the robotaxi [13]. Tesla Autopilot, an advanced driver

assistance system (ADAS) aimed at freeing Tesla users from driving, was involved in 42 deaths

up to January 2024 [14]. To prevent such fatal accidents in the future, it is urgent and necessary to

conduct comprehensive testing of these ADS/ADAS to ensure their safety before they are massively

deployed in every city.

One popular approach for ADS testing is direct testing in the real world within geofenced regions.

However, real-world testing of the systems is incredibly costly, can result in fatalities, and usually

cannot cover edge cases. To address the issues of real-world testing, simulation-based testing has

been proposed and used as a complement [15, 16, 17, 18, 19, 20, 21]. In a simulated environment,

the ADS receives multi-dimensional inputs from various sensors (e.g.,Cameras, LiDAR, Radar,etc.)

and processes the sensors' information to drive the car. Many leading self-driving car companies

have conducted signi�cant amount of testing in simulation. For example, Waymo has tested its cars

on public roads for 20 million miles between 2009 and 2018 [22]. However, this number of miles

is far less than the average yearly total driving distance in the U.S. (3 trillion miles per year) [23,

24]. In fact, it has been shown to be intractable to rely solely on random testing in the simulation

environment to achieve safety guarantees or identify all long-tail accidents (see Figure 1.1 for an

example). It is estimated that more than 11 billion miles are needed to ensure an ADS is 20% safer
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than an average human driver[25].

Figure 1.1: The long tail nature of critical scenarios.

In order to make testing more ef�cient, carefully crafting the testing scenarios is crucial. In this

thesis, we identify the important properties the scenarios should possess for ef�cient ADS testing in

simulation and explore methods to achieve them. In particular, we identify that a scenario is desired

to be misbehavior-inducing, diverse, realistic, and controllable. Being misbehavior-inducing makes

the scenarios valuable in revealing the errors of the ADS. Being diverse avoids repeatedly �nding

the same error. Being realistic enables the transfer of simulation results to the real world. Being

controllable provides users with the ability to target testing efforts towards speci�c situations of

interest. The key challenge of achieving any or all of these is that the scenario space can be huge

but the subset satisfying them can be tiny. This problem remains an open challenge, and the current

dissertation marks several signi�cant efforts we have made to seek solutions.

The current thesis consists of two general themes. On the one hand, we explore how to ef�ciently

�nd diverse, misbehavior-inducing scenarios in a large scenario search space. On the other hand, we

explore how to generate reactive traf�c simulations that are both realistic and controllable. Overall,

we propose several novel methods to improve the quality of generated scenarios for simulation

based ADS testing in order to advance the development of ADS.
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1.1 Problem Formulation and Challenges

Scenario Generation for Simulation Based Testing.Our studies focus on the problem of scenario

generation in order to ef�ciently test a given ADS in a simulation environment. Figure 1.2 shows an

overview. The process contains two main components: scenario generation and scenario execution.

In scenario generation, given a simulator, the ADS under test, and an operational design domain

(ODD, i.e., operating conditions under which a given ADS is designed to function), scenario space

can be designed. The scenario space can contain only a couple of parameters (e.g., initial position,

orientation, and a �xed constant speed of a vehicle) or many parameters (e.g., position, orientation,

and speed of 20 vehicles at every 0.1 second). A scenario generation algorithm takes in user desired

properties and the scenario space, and outputs a generated scenario to execute. In scenario execution,

the simulator interacts with the ADS and the scenario. At every simulation time step, the simulator

outputs the world state (i.e., the state of all the traf�c participants) to the scenario and the sensor

information (e.g., camera image and LiDAR point cloud) to the ADS. The scenario returns the

scenario change (e.g., control over the traf�c participants) to the simulator, and the ADS returns

its control to the simulator. The simulator uses the scenario change and ADS control to update the

state of all the elements in the scenario. The simulation process iterates until a user-speci�ed ending

condition (e.g., a collision between ADS and another traf�c participant or maximum time limit)

happens.

We next de�ne the properties that a scenario is desired to have and explain why they are

important.

• Misbehavior-Inducing: the scenarios can induce ADS to misbehave (e.g., collide with other

vehicles, going off-road, violating traf�c rules, etc.). Such identi�ed misbehavior can be used

to improve the reliability of ADS through model retraining or bug �xing.

• Diverse: the scenarios are diverse, i.e., being different from each other. The best de�nition

of diversity remains an open problem. Typically, it can be the diversity of the scenario (e.g.,

an NPC (Non-Player Character) vehicle turns right in one scenario and goes straight in the
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Figure 1.2: Overview of Scenario Generation for Simulation Testing

other) or the diversity of the ADS behavior induced by these scenarios. Diverse scenarios can

cover more situations that ADS can encounter in the real world and promote different types

of faults an ADS has.

• Realistic (including Stable): the scenarios are similar to those an ADS might encounter in

the real world. Realism depends on many factors. On the one hand, it depends on how the

simulated sensor information is similar to real sensor information. An example is the camera

image quality, which depends on the rendering engine used. On the other hand, it depends on

how the behavior of the traf�c participants is similar to those of the real world. For example,

vehicles with human drivers usually produce smooth trajectories, and do not collide or go

off-road. In the current thesis, we mainly focus on the later. Realism determines the gap

between the simulation world and the real world, and thus in�uences the transferability of

the testing results in simulation environment into real world. Note that in the literature and

the current thesis, NPC trajectories having no collision/off-road is also called "stable" and

sometimes measured independent of a realism metric.

• Controllable: the scenarios can be easily controlled by the user to satisfy certain constraints.
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Such controllability enables a user to generate scenarios satisfying traf�c rules (e.g., all the

NPC vehicles do not exceed a certain speed limit) and conduct more targeted testing on ADS

(e.g., an NPC vehicle in the same lane suddenly collides towards a leading ADS).

There also exist other desirable properties (e.g., explainability of the ADS misbehavior and

user-friendly interface for scenario creation). However, these properties can be considered as

additional properties of the four properties we consider. For example, explainability is a follow-up

of the misbehavior-inducing and a user-friendly interface can be considered an extension of the

controllability. The work in the current thesis will also address these additional properties but

the main focus is on the four major properties. Ideally, all the four properties should be perfectly

satis�ed. In practice, trade-offs among them arise and we have found most existing work only focus

on one of the aforementioned property. In the thesis, we introduce two lines of approaches that

simultaneously achieve misbehavior-inducing and diversity, or realism and controllability.

Next, we discuss the key challenges of generating scenarios having the aforementioned desirable

properties and the limitations of the existing works.

Challenge of generating diverse and misbehavior-inducing scenarios.Finding misbehavior-

inducing scenarios is very challenging. On the one hand, the scenario space can be huge: if

there are 20 vehicles in a scenario and we consider their positions and speed at every 0.1 second

over a 20 seconds simulation rollout, the scenario space becomes 4000 dimensional and each

dimension is continuous. On the other hand, as an ADS under test is usually a state-of-the-art

driving model, it rarely misbehaves. Thus, the problem becomes how to ef�ciently �nd a small

subset of misbehavior-inducing scenarios over a huge scenario space. Many search methods used

in previous work,e.g.,adaptive sampling[15], Bayesian optimization [17], topic modeling [18],

reinforcement learning [26], �ow-based density estimation[27] tend to be either highly sensitive

to hyper-parameters and proposal distributions[15] or not scale well to high-dimensional search

space[17, 18, 26, 27]. Another issue is that the found misbehavior-inducing scenarios are likely to

be the same or highly similar. The reason is that existing works tend to conduct the optimization

process only towards the misbehavior of an ADS. However, if not explicitly considered, many
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starting points might end up the same scenario. A related challenge related to misbehavior-inducing

is that previous work did not consider the cause behind the misbehavior but only focus on the result.

Although those scenarios are still helpful, the black-box method cannot be used to �nd scenarios

leading to misbehavior of a particular cause. For example, we identi�ed one important cause – the

failure of the fusion component of an ADS [2] and none of previous work ever considered such a

cause. However, it is not easy to �nd violation of a particular cause as that requires grey-box or

white-box testing technique involving the internal components of an ADS.

Challenge of generating realistic and controllable scenarios.It is challenging to achieve both

realism and controllability. Existing driving simulators commonly synthesize agent behaviors by

either replaying recorded driving logs or using heuristic-based controllers [28, 29, 30]. Such behav-

iors can often be controlled through a user-friendly high-level programming API [28, 29] or scenario

editor UI [30]. However, these methods lackrealismas they either cannot react to other traf�c

agents or are not expressive enough to appear human-like. To address these issues, recent works

propose to learn generative models of traf�c behavior from large-scale driving datasets [31, 32].

While generated behaviors from these models appear reasonable, they merely re�ect the distribution

of the training data: they lack any mechanism tocontrol the generated traf�c �ow, making these

methods less useful in practice. For example, to test an ADS against cut-in from a neighboring lane,

a user needs an interface to steer the vehicle to perform the maneuver. Unfortunately, the opaque

nature of neural network models makes this dif�cult for current approaches.

1.2 Solution Approach and Research Contribution

In this thesis, we propose two lines of novel methods to improve the quality of generated

scenarios for simulation based ADS testing. In particular, we propose evolutionary search methods

to generate diverse and misbehavior inducing scenarios and a diffusion model to generate realistic

and controllable scenarios.
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1.2.1 Evolutionary Search for Diverse and Misbehavior-Inducing Scenarios

In our �rst project, because of the need to ef�ciently identify the long-tail corner cases causing

ADSes to misbehave or make violations (e.g., collision or going off-road), we propose a novel

fuzz testing technique, called AutoFuzz [1], which can leverage widely-used driving simulators'

API grammars to generate complex, challenging driving scenarios. As the scenario space can be

intractable, we �rst construct the search parameters and their ranges based on scenarios more likely

to cause real world accidents [33]. As the combination of the parameters can still be exponential,

to further increase search ef�ciency, we propose a learning based evolutionary search method. In

particular, at each generation, we train a Neural Network (NN) classi�er [34, 35, 36, 37] on previous

runs' results to predict if a new input will lead to a traf�c violation. The con�dence scores of

the NN's prediction are then used to rank the candidate inputs from highest to lowest, with the

top ones being selected. In addition to the seed collection, we further propose a gradient-guided

mutation strategy that exploits knowledge learned from previous simulations. The selected seeds are

further mutated (via a projected gradient descent (PGD) [38]) to increase their likelihood of causing

unique traf�c violations. In order to promote the diversity of misbehavior-inducing scenarios,

we de�ne the concept of a unique violation, where the con�gurations of two violation-producing

input scenes should be apart by a user-de�ned threshold and scenarios that are similar to found

misbehavior-inducing scenarios will be discarded during the search. We apply AutoFuzz on several

state-of-the-art ADSs in �ve scenarios and successfully identify hundreds of traf�c violations. We

also show that we can �ne-tune an ADS with the traf�c violations found by AutoFuzz such that the

ADS makes much less traf�c violations than before.

Although AutoFuzz is good at �nding violations, as a black-box testing method, it is agnostic to

the causes of any violations. In the second project, we identify violations caused by the failure of an

ADS's fusion component (which fuses the inputs of multiple sensors and provides the ADS with a

more reliable understanding of the surroundings). In particular, the fusion component fails if at least

one sensor provides a reliable prediction, but the fusion component outputs an incorrect prediction.

We name such violations "fusion errors" and formulate the problem of �nding them. We further
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propose a framework, named FusED (Fusion Error Detector) [2], that uses counter-factual causality

and a novel evolutionary-based domain-speci�c search method, to ef�ciently �nd fusion errors. In

particular, we design the �tness function of the search method to promote the fusion component to

make mistake in addition to collision. For each found collision, we run a counter-factual simulation

by replacing the fusion component output with the best sensor's output (in terms of closeness to the

ground-truth) and check if the collision still happen. We show that if the collision does not happen

anymore, then it is a fusion error. In order to promote the diversity of the generated scenarios,

we discard scenarios inducing highly similar ADS behaviors (measured by their speed at each

road section in the simulation) during seed selection. We evaluated FusED on two popular fusion

methods in OpenPilot [39] (an industry-grade ADAS) and found FusED can reveal over 150 fusion

errors. Furthermore, based on the insights we gained from the found fusion errors, we improved

one fusion method and successfully avoided more than half of fusion errors.

1.2.2 Diffusion Model for Realistic and Controllable Scenarios

Both AutoFuzz and FusED focus on �nding diverse, misbehavior-inducing scenarios of the

ADSs (and FusED additionally provide limited explainability). However, the found scenarios are

not highly realistic as all the NPC vehicles are controlled by heuristic-based controllers [28, 29, 30]

whose behaviors either cannot react to other traf�c agents or are not expressive enough to appear

human-like.

To enable such realistic and �exible generation, we leverage recent advances in diffusion

modeling, which have achieved state-of-the-art performance in several generation tasks including

images[40, 41], audio[42, 43, 44], and pedestrian trajectories[45]. Importantly, diffusion models

allow a notion of control at generation time through so-calledguidance, which has bene�ted

several tasks including conditional image generation [41], language generation[46], and of�ine

reinforcement learning[47]. Inspired by these works, we propose a conditional agent-centric

diffusion model (�g. 5.1) that allows �exible traf�c behavior generation. Unlike prior diffusion

models for trajectories[45, 47], our model is conditioned on a holistic context surrounding the vehicle

including the local roadmap and neighboring agents. Since traf�c has an inherent ground-truth
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transition function, we also enforce realistic vehicle dynamics into the design of the diffusion model

state space to guarantee that generated trajectories are physically feasible. To achievecontrollable

generation, Diffuser[47]guideseach step of the denoising process in a diffusion model by perturbing

network outputs with the gradient of some differentiable objective to encourage desired properties.

For traf�c simulation, however, deriving and implementing objectives like collision avoidance,

goal reaching, and road rules is complex due to its spatio-temporal and multi-agent nature. We

propose to leverage the established syntax of Signal Temporal Logic (STL) [48]. As a formal

language designed for specifying spatio-temporal constraints, STL allows one to easily and scalably

de�ne driving rules; it also incorporates a notion ofrobustnessthat measures how well rules are

satis�ed. Concretely, we use this measure of rule satisfaction as the objective function for guiding

the diffusion model (�g. 5.1, right) by leveraging differentiable frameworks[49, 50] to make STL

compatible with guidance. In order to evaluate CTG, we both qualitatively and quantitatively show

that it achieves a better trade-off of realism and controllability than several strong baselines under

different rules on a widely-used real-world driving dataset.

CTG shows that diffusion is well-suited for controllable traf�c simulation throughguidance,

which allows test-time adaptability to user controls. However, CTG models agents independently,

leading to unrealistic interactions. For example, two vehicles modeled separately might collide if

the leading vehicle slows without the following vehicle responding. Besides, CTG uses a manually

designed loss function based on STL to guide denoising. However, manually crafting a loss function

for each new property requires domain expertise. To improve the modeling of agent interaction and

the user-friendliness, in the fourth project, we propose a model called CTG++. To achieve a realistic

and adaptable traf�c model, our approach harnesses the strengths of diffusion and signi�cantly

enhances its capability to cater to multi-agent scenarios. This is achieved through a newly proposed

scene-level conditional diffusion model, underpinned by a spatial-temporal transformer architecture.

This architecture applies alternating temporal and spatial attention modules, effectively capturing

the dynamics of multi-agent interactions over time. To create a natural language interface with the

traf�c model, we leverage the proven capacity of LLMs to generate code from natural language [51].
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Instead of a direct translation from text to traf�c, we introduce an intermediate representation: a

differentiable loss function, which encodes a user's intention from the language command. The loss

function guides the diffusion model to generate command-compliant trajectories. With this two-step

translation, the LLM and diffusion model ef�ciently bridge the gap between user intent and traf�c

simulation. In order to evaluate the language support of CTG++, we conducted two case studies

and demonstrated that it can generate scenarios satisfying a user's command in natural language. In

order to quantitatively evaluate CTG++, we compare it against CTG and other baselines and found

its overall superiority in terms of rule satisfaction and realism.

1.3 Thesis Overview

Following this chapter, in Chapter 2, we include the necessary background knowledge and a

detailed review of relevant literature where our works focus on. We then provide the details of the

four major projects.

• Chapter 3: AutoFuzz (Neural Network Guided Evolutionary Fuzzing for Finding Traf�c

Violations of Autonomous Vehicles), published in TSE 2023 and ICSE 2023 (journal �rst)

[52].

• Chapter 4: FusED (Detecting Safety Problems of Multi-Sensor Fusion in Advanced Driver-

Assistance Systems), published in ISSTA 2022 [53].

• Chapter 5: CTG (Guided Conditional Diffusion for Controllable Traf�c Simulation), pub-

lished in ICRA 2023 [3].

• Chapter 6: CTG++ (Language-guided Traf�c Simulation via Scene-level Diffusion), published

in CoRL 2023 (Oral Presentation) [4].

Finally, in Chapter 7, we conclude this thesis with a summary of contribution, discussion of existing

works' limitation, and potential future works.
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Chapter 2: Background and Related Work

We provide background and related work on ADS testing in this section. In particular, in

Sec. 2.1, we �rst introduce the scenario formulation and driving automation categorization. Next, in

Sec. 2.2, we discuss the related work on ADS testing.

2.1 Background

2.1.1 De�nition of Scenario

Figure 2.1: Overview of scenario layer model.

We �rst formally de�ne the term "scenario". We adopt the de�nition of "scenario" from [54]: a

scenariois a temporal sequence of scenes where ascene"is a snapshot of the environment including

the scenery and movable objects, as well as all actors' and observers' self-representations, and the

relationships among those entities." Menzel et al. [55] extend the de�nition with three abstraction

levels: functional, logical, and concrete. Afunctional scenariois a qualitative verbal description

(e.g., the ego car drives on a straight road at high speed). Alogical scenariois a set of parameter

11



ranges and potentially with distributions (e.g., the ego car drives at a speed between 10m/s and

20m/s). Finally, aconcrete scenariois a set of exact parameter values (e.g., the ego car drives at 15

m/s). In the current thesis, when we talk about "search space", we usually refer to logical scenario;

when we talk about "scenario", we usually refer to concrete scenario.

For logical and concrete scenarios, parameters are required. Bagschik et al. [56] propose a

scenario layer model to structure the parameters describing a scenario into �ve layers according

to the elements they are associated with as shown in Figure 2.1. In particular,Layer1 describes

the layout of the road, including markings, topology (e.g., curvature), and surface properties (e.g.,

friction coef�cient). Layer2 de�nes traf�c infrastructures (e.g., traf�c signs/lights).Layer3 is about

the temporary manipulation of Layer1 or Layer2. For example, a construction site affects the traf�c

�ow. Layer4 describes all the objects, their maneuvers, and interactions in a scenario. For example,

a pedestrian crosses the street at a certain speed. Finally,Layer5 describes the environmental

condition like weather and lighting. In the current thesis, we will mainly focus on Layer 4, i.e., the

behavior of traf�c participants, as this is usually considered the most challenging component in

traf�c scenario construction and it is usually the major cause of many ADS accidents.

2.1.2 Categorization of Driving Automation
Level Name Example Sustained Lat & Complete System Unlimited

Control Long OEDR Fallback Domain

0 no driving automation automated emergency breaking7 7 7 7 7
1 driver assistance adaptive cruise control 3 7 7 7 7
2 partial driving automation adaptive cruise control and 3 3 7 7 7

lane centering at the same time
3 conditional driving automation traf�c jam chauffeur 3 3 3 7 7
4 high driving automation local driverless taxi 3 3 3 3 7
5 full driving automation driverless taxi of all conditions 3 3 3 3 3

Table 2.1: Driving automation at different levels.

We next de�ne the categorization of Driving Automation and what functionalities we expect from

the ADS to test. The "Standard Road Motor Vehicle Driving Automation System Classi�cation and

De�nition" [57] categorizes driving automation systems into six levels. Advanced Driver-Assistance

Systems (ADAS) usually consists of levels 0 to 2, which only provides temporary intervention

(e.g., Autonomous Emergency Braking (AEB)) or longitudinal/latitudinal control (e.g., Automated

Lane Centering (ALC) and Adaptive Cruise Control (ACC)) while requiring the driver's attention
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all the time. In contrast, Automated Driving Systems consist of levels 3 to 5, which allow the

driver to not pay attention all the time. In this thesis, we use the terminology a bit loosely by using

Autonomous Driving Systems instead of Driving Automation as the former has been more popular

in the literature. In the current thesis, similar to the focus of the industry, we mainly focus on level

2 to level 4. However, we believe our proposed methods can generalize to ADS of any levels.

2.2 Related Work

We provide the relevant work on three major approaches for ADS testing: real-world, individual

component, and simulation. The current thesis will focus on the last one. We also provide relevant

work on traf�c simulation and LLM (Large Language Model) for robotics.

2.2.1 Real-world testing

Real-world testing involves running the ADS on the road. For example, Waymo has tested its

cars on public roads for 20 million miles from 2009 to 2018 [22], which is far less than the average

yearly total driving distance in the U.S. (3 trillion miles per year) [23, 24]. However, as per Table 3.1,

many pre-crash functional scenarios may only occur in certain corner cases,i.e.,, variations in road

conditions, background buildings, weather, lighting, the behaviors of other vehiclesand pedestrians,

etc.It is extremely dif�cult to focus real-world testing towards such rare events.

2.2.2 Single component testing

Single component testing primarily focuses on the perception component [58, 59, 60, 61, 62, 63,

64] or the planning component [65, 66, 67]. The works for the perception component differ on the

place perturbed: road sign [58, 59], billboard [60], LiDAR input [61, 68], camera image [62, 63,

64, 69]), LiDAR and camera image [70], and the target they attack: perception [58, 59, 60, 61, 62],

motion planing [71], lane following ADS [63, 64]. The works for the planning component differ

on the characteristics of the scenarios to look for: avoidable collisions [65], patterns satisfaction

[66], and requirements violation [67]. However, this line of research tends to miss more involved

interactions among different components [72].
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2.2.3 Simulation-based end-to-end testing

Simulation-based end-to-end testing treats the ADS under test as an end-to-end system and

usually uses high-�delity simulations to �nd failure cases. Gambi et al. [16] create simulations

that reproduce speci�c scenarios according to the functional scenarios leading to real car crashes in

police reports. However, their system does not support testing different variations of the constructed

speci�c scenarios, which is important to test for corner case behavior. Most other works study how to

ef�ciently �nd challenging speci�c scenarios in a parameterized logical scenario space. These works

usually model the logical scenario with only one or two agents having relatively simple behavior.

However, many real-world crashes involve multiple dynamic agents with involved interaction (e.g.,

a leading car brakes when the ego car gets close within a certain distance). Further, these works

usually focus only on collisions, rather than other types of traf�c violations like going off-road.

Furthermore, the search methods used,e.g.,adaptive sampling [15, 73, 74], bayesian optimization

[17], topic modeling [18], reinforcement learning [26], �ow-based density estimation[27] tend to

be either highly sensitive to hyper-parameters and proposal distributions[15] or not scale well to

high-dimensional search space [17, 18, 26, 75, 27]. For a detailed survey on simulation based

testing, please refer to our survey paper on this topic [5].

2.2.4 Traf�c Simulation Generation

Traf�c simulation approaches can be categorized into rule-based and learning-based. Rule-based

approaches rely on analytical models such as cellular automata and intelligent driver model[76].

These approaches typically have �xed routes for vehicles to follow and separate longitudinal and

lateral motions of agents, thus having limited expressiveness for behavior simulation. Learning-

based approaches mimic real-world driving behavior based on trajectory datasets [77, 78, 79]. For

example, Traf�cSim [31] uses a trajectory prediction model to perform scene-level traf�c simulation.

BITS [32] decouples the problem into a high-level latent inference and a low-level driving behavior

imitation. However, none of these methods allow a user to specify customized properties of the

generated traf�c behaviors at inference time.

Recent work in adversarial or safety-critical scenario generation can be seen as one instance
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of controllable traf�c simulation, namely generating trajectories that cause an AV to misbehave in

some way [80]. STRIVE [81] generates near-collision scenarios by searching in the latent space of

a trained trajectory prediction model via a test-time optimization. Abeysirigoonawardena et al.[17]

and Chen et al.[26] use Bayesian optimization and reinforcement learning, respectively, to generate

adversarial trajectories for vehicles in a speci�c scenario like intersection crossing or lane changing.

While these works focus speci�cally on adversarial objectives, our approach is general and can

generate trajectories to meet several different objectives.

2.2.5 Large language models for robotics.

Recent breakthroughs in LLMs have motivated a series of works applying LLMs to robotic

tasks. One approach is to train a multi-modal LLM that takes in embodied data in addition to text

data [82, 83, 84]. Unfortunately, no such text-traf�c data is available. Other works directly prompt a

pre-trained LLM with a high-level function library along with a user query. This lets the LLM plan a

robot's behaviors via the provided functions to achieve the goals in the query [85, 86]. This approach

does not directly apply to traf�c simulation as existing data-driven approaches cannot be controlled

via high-level functions. To tackle this challenge, we leverage a pre-trained LLM to translate a user

query into a differentiable loss function in code format and use it to guide a scene-level conditional

diffusion model for traf�c generation. A concurrent work [87] also uses LLM for traf�c generation.

However, they focus more on reconstructing crash reports in an open-loop setting whereas we focus

on generating realistic vehicle's motion in a close-loop setting.
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Chapter 3: AutoFuzz: Neural Network Guided Evolutionary Fuzzing for

Finding Traf�c Violations of Autonomous Vehicles

3.1 Motivation

The rapid growth of autonomous driving technologies has made self-driving cars around the

corner. As of June 2021, there are 55 autonomous vehicle (AV ) companies actively testing self-

driving cars on public roads in California [88]. However, the safety of these cars remains a signi�cant

concern, undermining wide deployment — there were 43 reported collisions involving self-driving

cars in 2020 alone that resulted in property damage, bodily injury, or death [89]. Before mass

adoption ofAV for our day-to-day transportation, it is thus imperative to conduct comprehensive

testing to improve their safety and reliability.

However, real-world testing (e.g.,monitoring anAV on a regular road) is extremely expensive

and may fail to test against realistic variations of corner cases. Simulation-based testing is a popular

and practical alternative [15, 16, 17, 19]. In a simulated environment, the mainAV software, known

as theego car controller, receives multi-dimensional inputs from various sensors (e.g.,Cameras,

LiDAR, Radar,etc.) and processes the sensors' information to drive the car.

A good simulation-based testing framework should test the ego car controller by simulating

challenging real-life situations — especially the ones that emulate real-world violations made by

human drivers that lead to crashes, such as those shown in Table 3.1. These crash scenarios are

rather involved,e.g.,a leading car suddenly stopped to avoid a pedestrian and got hit by a following

vehicle. However, simulating such involved crash scenarios is non-trivial, especially because the

ego car can interact with its surroundings (e.g.,driving path, weather, stationery, and moving agents,
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Table 3.1: Dominant Scenarios Leading to Car Crashes as per National Highway Traf�c Safety Administration
(NHTSA) report [33].

Crash # Per Economic Years
Scenario Year Cost Lost

A leading vehicle stopped 975k $15,388m 240k
Vehicle lost control without taking any action 529k $15,796m 478k
Vehicle(s) Turning at Non-Signalized Junctions 435k $7343m 138k
A leading vehicle decelerating 428k $6390m 100k
Vehicle drove off road without taking any action 334k $9005m 270k
Straight Crossing Paths at Non-Signalized Junctions264k $7290m 174k

`Without taking any action' means the vehicle is going straight or negotiating a curve than explicitly making
turns / changing lanes / leaving a parking position.

etc.) in an exponential number of ways. Yet, simulatingsomecrash-inducing scenarios, even in

this large space, is not so dif�cult—for example, one can simply place a stationary object on the

ego car's path to simulate a crash. Further, many traf�c violations can be reported with slight

variations of essentially the same situation (e.g.,changing a never seen object's color). Thus one of

the requirements for a successful simulation-based testing framework is to simulate scenarios that

can lead to manydiverseviolations.

For traditional software, fuzz testing (a.k.a. fuzzing) [90, 91] is a popular way to �nd diverse

bugs by navigating large search spaces. At a high level, fuzzing mutates existing test cases to

generate new tests with an objective to discover new bugs. However, incorporating fuzzing into

simulation testing ofAV is not straightforward, as the test inputs (i.e.,driving scenarios in our case)

have many features and inter-dependencies, and random mutations of arbitrary features will lead

to semantically incorrect scenarios. Although the simulator will eventually reject such inputs, the

computational effort on generating and validating these invalid test cases will waste a large portion

of the testing budget. Thus, each generated scene and sequence of scenes (a scenario consists of a

sequence of scenes) should besemantically correctas well as triggeringdiversetraf�c violations.

Our Approach. We address these challenges by designing a grammar-guided learning-based

fuzzer, calledAutoFuzz(Figure 3.1). A self-driving car simulator takes some valid initial scene

con�guration as input (consisting of: road map; starting position and destination of the ego car;

initial locations, directions, and velocities of other cars and pedestrians;etc.) and starts the simulation

with the initial scene to generate a series of semantically valid consecutive scenes in the constrained
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Figure 3.1: AutoFuzzHigh-level Overview

driving environment. For initial scene generation,AutoFuzzleverages the API grammar provided by

the simulator and fuzzes the grammar-constrained input space, treating the simulator as black-box

(Algorithm 3.4). In particular,AutoFuzzruns in an evolutionary fuzzing setting where it is optimized

to generate test input that the target simulator uses to initiate a scenario, running the ego car through

corresponding time steps such that it may lead to a traf�c violation. However, if we optimize

the search to only �nd violation-producing inputs (i.e.,binary objective), it will be challenging to

converge in a sparse space. Instead, following previous work onAV testing [21, 92, 20, 19], we

formulate the fuzzing process as a smooth multi-objective search that guides the ego car to the point

of interest.

To quantify the notion of traf�c violation diversity, we de�ne the concept ofunique violation,

where the con�gurations of two violation-producing input scenes should be apart by a user-de�ned

threshold.AutoFuzzis optimized towards �nding unique violations rather than every possible traf�c

violation. However, unique violation-producing inputs are sparse, and sparsity increases as the

uniqueness threshold becomes more stringent. In such a sparse domain, the success of a fuzzer

depends heavily on its initial seed selection and mutation strategy [37], as successful mutants are

often limited in a sparse high-dimensional space, and chances of �nding them without any guidance

are thin. Besides, when a violation has been found, it is not trivial to automatically derive new

violations with different parameters since a speci�c scenario leading to a violation can be very
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similar to a speci�c scenario leading to a safe outcome. One example is shown in Figure 3.7 where a

small change of the leading vehicle's speed can lead to drastically different results. To address these,

we propose a novel seed selection and mutation strategy. Our key insight is, we can learn from the

success/failure of the past mutants to produce traf�c violations and incorporate that knowledge in

our fuzzing strategy. In particular, we devise a novel (i) learning-based seed selection and (ii) a

gradient-guided mutation strategy that exploits knowledge learned from previous simulations.

Seed Selection. AutoFuzzlearns from previous test-runs' behavior in an incremental learning

setting and leverages past knowledge to �lter out new test cases (a.k.a.seeds) that are unlikely to

produce unique traf�c violations. In particular, at each generation, we train a Neural Network (NN)

classi�er [34, 35, 36, 37] on previous runs' results to predict if a new input will lead to a unique

traf�c violation. The con�dence scores of the NN's prediction are then used to rank the candidate

inputs from highest to lowest, with the top ones are selected.

Mutation Strategy.The selected seeds are further mutated to increase their likelihood of causing

unique traf�c violations. Here we leverage a projected gradient descent (PGD) [38] strategy from

the ML-based adversarial attack domain. At a high level, a small mutation is added to every

relatively lower con�dent input from the seed selection step to increase the NN's con�dence in

it, by iteratively back-propagating the NN's gradient. However, naively applying gradient-guided

mutation can generate invalid inputs. We resolve this problem by projecting each mutation back into

a feasible region. The projection �nds a feasible mutation value that obeys the grammar constraints

and is also closest to the original mutation value. For thisAutoFuzzapplies a gradient-guided linear

regression, where the grammar constraints are expressed as linear equations and the corresponding

�elds of the mutation values are variables.

Compared with previous works using evolutionary search based methods forAV testing [93,

20, 19], our proposed seed selection and mutation strategy enableAutoFuzzto �nd more unique

traf�c violations. Besides, unlike previous works which focus on one particular (mostly proprietary)

system in a couple of �xed scenarios running in a particular simulator, we show the effectiveness of

our proposed open source fuzzerAutoFuzzin the combination of multipleAV controllers, scenarios,
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and simulators. In summary, we make the following contributions:

• We introduceAutoFuzz, a grammar-based fuzzing technique to testAV controllers, which leverages

the simulator's API speci�cation to generate semantically valid test scenarios.

• We propose a novel learning-based seed selection and mutation strategy to optimizeAutoFuzzfor

�nding more unique traf�c violations.

• We evaluate ourAutoFuzzprototype on fourAV controllers [94, 18, 95] in two simulators [96,

97]. On average,AutoFuzzcan �nd 10-39% more unique traf�c violations per scenario than the

best-performing baseline method.

• We reduce traf�c violations by 75-100% for the learning-based controller by �ne-tuning it with

the traf�c violation-producing test cases.

• We makeAutoFuzz's source code and representative traf�c violations available athttps://

github.com/autofuzz2020/AutoFuzz [98].

3.2 Background

3.2.1 De�nitions

First, we de�ne a few terms based on [99, 100]:

A Sceneis a frame in the simulation that contains the detailed properties (e.g.,location, velocity,

acceleration) of the ego-car, other moving objects, the surrounding stationary objects, and road

conditions. For example, the ego car is at map location (20, 20) with speed 5 m/s facing north on a

rainy afternoon.

A Scenariois “the temporal development between several scenes in a sequence of scenes” [99].

Two scenes could specify the same initial locations for the ego-car and other objects but different

velocities,etc.resulting in different scenarios. AFunctional Scenariois a natural language de-

scription of an abstract scenario,e.g.,the ego-car crosses an intersection. The examples in Table 3.1

belong to this category. Since such an abstract functional scenario cannot be fuzzed directly, we

design a corresponding logical scenario as a special implementation of the former.

A Logical Scenariois the parameterized space where search during the fuzzing will be bounded.
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For example, the ego car that is crossing the intersection in the above example will start and end at

locationŝ xs; ys• andˆxe; ye•, respectively, wherexs; ys >�0;20� andxe; ye >�20;40� .

A Speci�c Scenariois a concrete instance in the logical search space,e.g.,the ego car crossing

the intersection will start at̂10; 10• and end at̂30;30•. A speci�c scenario usually takes 30-50

seconds—if the simulation runs at 10Hz, this gives around 300-500 consecutive scenes.

3.2.2 Related Work for ADSs Testing

There are three ways to test a controller: real-world, individual component, and simulation.

Real-world testing involves running the controller on the road. However, as per Table 3.1, many

pre-crash functional scenarios may only occur in certain corner cases,i.e.,, variations in background

buildings, weather, the behaviors of other vehicles,etc.It is extremely dif�cult to focus real-world

testing towards such rare events.

Single component testingprimarily focuses on the perception component or the planning

component. The works for the perception component differ on the place perturbed: road sign [59],

billboard[60], LiDAR input[61], camera image[62, 63, 64]), LiDAR and camera image[70], and

the target they attack: perception[59, 60, 61, 62], motion planing[71], lane following controller[63,

64]. The works for the planning component differ on the characteristics of the scenarios to look for:

avoidable collisions[65], patterns satisfaction[66], and requirements violation[67]. However, this

line of research tends to miss more involved interactions between different components [72].

Simulator-based end-to-end testingtreats the ego-car controller as an end-to-end system and

usually uses high-�delity simulations to �nd failure cases. Gambi et al. [16] create simulations

that reproduce speci�c scenarios according to the functional scenarios leading to real car crashes in

police reports. However, their system does not support testing different variations of the constructed

speci�c scenarios, which is important to test for corner case behavior. Most other works study

how to ef�ciently �nd challenging speci�c scenarios in a parameterized logical scenario space.

These works usually model the logical scenario with only one or two agents having relatively

simple behavior. However, many real-world crashes involve multiple dynamic agents with involved

interaction (e.g.,a leading car brakes when the ego car gets close within a certain distance). Further,
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these works usually focus only on collisions rather than other traf�c violations like going off-road.

Furthermore, the search methods used,e.g.,adaptive sampling[15] , bayesian optimization [17],

topic modeling [18], reinforcement learning [26], �ow-based density estimation[27] tend to be

either highly sensitive to hyper-parameters and proposal distributions[15] or not scale well to

high-dimensional search space[17, 18, 26, 27] .

Among these, perhaps the closest to our work are evolutionary-based algorithms [21, 101, 93,

102] and their variants (with NN [20] or Decision Tree [19] for seed �ltration) on testingAV or

Advanced Driver-Assistance Systems (ADAS). These methods can scale to high-dimensional input

search spaces. Unfortunately, they are currently only used for testing one particular ADAS system

or its component (e.g.,Automated Emergency Braking (AEB) [19], Pedestrian Detection Vision

based (PeVi) [20], OpenPilot[102], and an integration component [21]) under one particular logical

scenario, testing a controller on road networks without any additional elements (e.g.,weather,

obstacle, and traf�c) [101], or focusing on �nding collision accidents in a logical scenario with

other cars constantly changing lanes [93]. In contrast, our proposedAutoFuzzis generalized to

differentAV systems and scenarios. Our learning-based seed selection and mutation strategy further

enablesAutoFuzzto disclose more unique traf�c violations than the existing methods. We adapt

the algorithms from [19], [20], [93] in our setting, and compare withAutoFuzz.

3.2.3 Motivating Example

Figure 3.2: Example of Crash Simulation in consecu-
tive time steps.

AutoFuzzaims to generate traf�c violations

by an ego car controller by fuzzing the input

scenes. AutoFuzzstarts with a logical driv-

ing scenario that involves traf�c violations, de-

signed based on the top pre-crash functional

scenarios from NHSTA [33] (see Table 3.1).

For instance, “vehicle leading ego car stopped”

and “non-signalized junction" are the top causes

of manual car crashes, andAutoFuzztests how
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anAV behaves in such situations. Figure 3.2 presents this scenario. To simulate a crash in such

a situation,AutoFuzzstarts the simulation with a green car leading an orange ego car near a non-

signalized junction (Figure 3.2-t(0)). From there, with fuzzing,AutoFuzzgenerates the following

crash: the ego-car is going to turn right while the leading car suddenly slows down to avoid hitting

a pedestrian who is crossing the road (Figure 3.2-t(1)). This leads the ego car to collide with the

leading car (Figure 3.2-t(2)). To simulate the collision,AutoFuzzleveragesCARLA 's APIs related to

vehicle, pedestrian, and cross-road in the map. Since the forces that in�uence collision are mainly

the pedestrian's behavior and the leading vehicle's behavior, starting with these agents and starting

location in the map,AutoFuzzneeds to search for valid driving directions for all the agents, their

speeds, road condition, etc. to simulate the crash. Exemplary challenging speci�c scenarios in

addition to the collision shown here include the pedestrian gets occluded by the leading vehicle (as

shown in Figure 3.7), and the background is at night with heavy rain. The detailed search space of

this logical scenario is provided in Appendix H in supplementary material.

3.3 API Grammar

Figure 3.3 shows a simpli�ed version of the APIs thatAutoFuzzuses to simulate crashes in

our prototype implementation forCARLA. The core of the simulation is an initial drivingScene

with four main components: a route map, the ego car whose controller is under test, some static

and dynamic objects (e.g.,other vehicles, pedestrians,etc.), and background like weather and road

conditions.

CARLA provides the API speci�cations as a set of Python APIs [96, 103]. For example,

callingCarlaDataProvider.request_new_actor(pedestrian_model, spawn_point)creates a pedestrian,

wherepedestrian_modelis a pedestrian asset prede�ned inCARLA andspawn_pointspeci�es the

pedestrian's initial location and direction. From such speci�cations we construct a test-generation

grammar,G(Map, Ego Car, Objects, Background), shown in Listing 3.1. Encoding the grammar

in JSON format allows us to specify values for each �eld. We extend the grammar by adding two

constraints for restricting the search region (see Listing 3.1) and additional conditions (e.g.,the
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API Description

Route Map The user selects a route map, identi�ed bytown name, which the ego-car should drive. A
map contains a path consisting of a sequence of 2D locations—the �rst and last locations
in the sequence refer to the start and destination of the ego-car.CARLA comes with eight
prede�ned maps.

Ego Car The controller of the ego car is under test in this paper.

Background The user can set up a driving environment with different weather and road conditions. The
road conditions are set by different friction values.CARLA has 21 prede�ned weather and
lighting modes.

Objects The user can choose a range of static (e.g.,debris, bus stop,etc.) and moving (e.g.,vehicles
and pedestrians) objects that can appear dynamically around the ego car's route. Each
moving object is associated with atriggering event, which speci�es the triggering condition
and behavior after being triggered. Each vehicle is also associated with a behavior, which
makes the vehicle follow CARLA's map with a speci�ed speed to a given destination.
Users can also choose each vehicle's type (e.g.,tesla model 3, nissan patrol,etc.), color,
and whether to try to drive directly to the destination without regard to other objects.

Figure 3.3: A simpli�ed description ofCARLA 's APIs. We fuzz only over the background and objects.
distance between the ego-car and the leading car must be greater than a certain distance).

After processingCARLA 's APIs, we get a Test Grammar,G, asG(Map, Ego Car, Objects,

Background,Search Range, Constraint), where the underlined components are optional. The details

of search range and constraints are provided in Appendix D in supplementary material.

3.4 Methodology

Leveraging the API grammar as described in Sec. 3.3,AutoFuzzfuzzes inputs to the ego-car's

controller in a black-box manner. We make several design decisions to address the following

questions: (i) How to de�neunique violationto simulatediversetraf�c violations? (Section 3.4.1)

(ii) How to generate only semanticallyvalid scenes? (Section 3.4.2) and (iii) How to design the
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Code Listing 3.1: An example Test Grammar,G, from CARLA 's speci�cation. TheJSON-encoded grammar
snippet is for the pedestrian in the motivating example. The constraints speci�ed at the bottom express one
vehicle's target_speedB0:5� of another vehicle's target_speed

pedes t r i an_ 0 : {
se tup : {

l o c a t i o n : {
x : [ �123 , �83 , ( normal , None , 10 ) ] ,
y : [ 3 . 5 , 43 . 5 , ( normal , None , 10 ) ]

}
d i r e c t i o n : [ 0 , 360 ] ,
type : [ 0 , 12 ]

} ,
t r i g g e r _ e v e n t : {

t r i g g e r _ d i s t a n c e : [ 2 , 50 ] ,
t a rge t_speed : [ 0 , 4 ] ,
t r a v e l _ d i s t a n c e : [ 0 , 50 ]
} }

cus tom ize d_con s t r a i n t s : [ {
c o e f f i c i e n t s : [ 1 , �0 . 5 ] ,
l a b e l s : [ v e h i c l e [ 0 ] . t r i g g e r _ e v e n t . t a rge t_speed ,

v e h i c l e [ 1 ] . t r i g g e r _ e v e n t . t a rge t_speed ] ,
va lue : 0
} ]

fuzzing algorithm to produce morevalid uniquetraf�c violations? (Section 3.4.3)

3.4.1 Diverse Traf�c Violations

We focus on two types of violations: collision and going out-of-road. Acollision consists of

colliding with other moving or stationary objects. Anout-of-roadviolation consists of going into a

wrong lane (opposite direction traf�c), onto the road's shoulder or literally off-road.

The goal of a good fuzzer should be to �nd diverse bugs. However, de�ning diversity for traf�c

violations is a hard problem. Merely comparing the violation-inducing inputs may lead to in�nitely

different violations. For example, let's assume that a stationary pedestrian in front of a car results

in a crash. By modifying unrelated input parameters (e.g., the position of another pedestrian far

from the crash site, the position of another vehicle in a different lane, etc.), possibly outside the

vision of the ego-car controller, we can generate an in�nite number ofdifferentviolations. But

such redundancy is not interesting nor useful. Thus, criteria for precisely de�ninguniquetraf�c

violations is needed.

Abdessalemet al. [19] de�ne that two test speci�c scenarios are distinct if they differ in "the

value of at least one static variable or in the value of at least one dynamic variable with a signi�cant

margin." This de�nition fails in our high-dimensional scenarios, as the example above could be

25



considered different violations by their criteria. We instead count the number of unique violations

as:

Unique Violation. For a given type of traf�c violation (collision or out-of-road), two violations

caused by speci�c scenarios x and y areuniqueif at leastth1% of the total number of changeable

�elds are different between the two, whereth1 is a con�gurable threshold.

For a discrete �eld, the corresponding values are different if they are non-identical inx and

y (e.g.,“color" �eld is different between a black and a white car). For a continuous �eld, the

corresponding normalized values should be distinguishable by at leastth2%, whereth2 is a user-

de�ned threshold. For instance, if the speed range of a car is�0; 10�m/s, and two violations occur

at speeds 3m/s and 4m/s, the �eld is considered to be the same between the two violations since

4� 3
10� 0 � 0:1 @0:15, whereth2% � 15%.

Scalability of the De�nition. Compared with the de�nition in [19], the new de�nition has two

bene�ts in terms promoting the violation's diversity for higher dimensional logical scenarios. First,

sinceth1% is the percentage of the total number of changeable �elds that need to be different, given

a �xed th1%, as the number of changeable �elds goes up, the number of changeable �elds that

need to be different for two violations to be considered different also goes up. Second, the current

de�nition enables a user to specify the thresholdsth1% andth2% according to one's need. For

scenarios with higher dimensions, largerth1% can be used.

Bene�ts of Finding More Unique Violations. There are two bene�ts of �nding more unique

violations for AV testing. First, it enables engineers to better identify the limitation of the AV under

test. Different violations can potentially expose different functionality issues and/or with different

causes. Compared with the formulation of �nding the Pareto front as in [20], our method allows

more exploration and thus can �nd not only the most severe violations but also less severe violations

that should be avoided and can be potentially useful for improving the AV under test (e.g., collisions

at low speed). Such violations tend to be missed by methods optimized for Pareto front since they

usually generate new seeds based on the most extreme violations so far at each generation. Second,

by maximizing the number of unique violations found, the “violation coverage” in the user speci�ed
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logical scenario is maximized. Instead of maximizing the “branch coverage” as in the traditional

fuzz testing, we maximize the number of unique speci�c scenarios (for each logical scenario) that

induce violations. This can help a tester to validate if an AV can perform well in the speci�ed

logical scenario as expected.

3.4.2 Fuzzing with API Grammar

AutoFuzztakes the API grammar as input and fuzzes following the grammar spec. The user

�rst selects a route map where the ego-car controller will drive and a starting initial scene encoded

according to the API grammar. Users can optionally specify a customized search region and

constraints.AutoFuzzuses these pieces of information to sample initial scenes (also called seeds in

fuzzing); Each sampled initial scene obeys the constraints enforced by the API grammar.

Figure 3.1 shows a high-level overview of the fuzzing process. The objective is to search for

initial scenes that will lead to unique traf�c violations. To achieve this, like common blackbox

fuzzers,AutoFuzzruns iteratively:AutoFuzzsamples the grammatically valid initial scenes (Step-1),

and the simulator runs these initial scenes with the controller under test to collect the results as per

the objective functions, as detailed in Algorithm 3.4.3.AutoFuzzleverages feedback from previous

runs to generate new seeds,i.e., favors the ones that have better potential to lead to violations over

others (Step-II) and further mutates them (Step-III). The API grammar constraints are followed

while incorporating feedback to create new mutants, so all the mutants are also semantically valid.

The new seeds are then fed into the simulator to run. The traf�c violations found are reported, and

their corresponding seeds added to the seed pool. This repeats until the budget expires.

3.4.3 Fuzzing under Evolutionary Framework

AutoFuzzaims to maximize the number ofuniquetraf�c violations found within a given resource

budget (e.g.,# simulations). This is an optimization problem, whereAutoFuzzsearches over the

entire input space of grammatically valid initial scenes to maximize unique violations found by

simulating from those scenes. More formally, ifX is the space of all possible valid input scenes,

AutoFuzzsearches overX to maximize traf�c violation count (Y) within a �xed budget, sayT .

Thus, ifB t is the set of traf�c violations found by inputx t >X at fuzzing stept, then more formally
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fuzzing is:YT � maxZ � T
t � 1 B t Z. HereY�Y is the norm and� ˆ �• represents the union of all violations over

all possible inputs.

Since the input spaceX is prohibitively large, an exhaustive search to optimize the equation is

infeasible. Instead, one needs to identify and focus the search on promising regions to optimize the

number of unique violations. Fuzzing based on evolutionary algorithms is a common approach for

such optimization. Starting with some initial inputs, evolutionary fuzzers tend to select new inputs

that �nd new violations and further mutate those successful inputs to generate further new inputs.

Thus, the success of fuzzing depends on careful design of the following three parts:

(i) Objective function (F ): How to design a objective function to maximize unique bugs?

(ii) Seed Selection (x >X ): Which inputs to mutate [104]? and

(iii) Mutation(m): How to mutate [105, 106, 36]?

Thus, the next generated input at time t,x t depends on (x �t � 1; m), wherex �t � 1 �� x1; :::; xt � 1.

The set of traf�c violationsB t found byx t can be represented as a function (F ) of these fuzzing

parameters,i.e., B t � � F ˆx �t � 1; m•, such that minimizingF will maximize the unique traf�c

violations. Thus, more formally, evolutionary fuzzing (withx0 is an initial seed input) can be written

as:

YT � min
x �t � 1 ;m

]
T

�
t � 1

F ˆx �t � 1; m• ] (3.1)

In the following, we discuss the details of the fuzzing.

Objective Function.

The ultimate goal of the fuzzing algorithm is to maximize diverse traf�c violations found.

However, as the bug-producing inputs are sparse, we need more violation-speci�c guidance to help

the ego car move towards the violation points. For example, to generate a collision with a pedestrian,

we need to guide both the ego car and the pedestrian closer to each other. Thus, we need asmoother

objective function that helps lead towards the traf�c violation. To this end we de�ne the following

objective functions:

Collision. We optimize for the weighted sum of the three smooth objective functions:Fcollision ,
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Violation
Type Objective De�nition

Collision
Fcollision := speed of ego-car at collision
Fobject := minimum distance to other objects
Fview := minimum angle from camera's view

Out-of-road
Fwronglane := minimum distance to an opposite lane
Fof f road := minimum distance to a non-drivable region
Fdeviation := maximum deviation from interpolated route

Fobject , andFview , similar to the objectives used in [19, 20, 21].Fcollision andFobject promote the

severity of collision and the chance of collision, respectively.Fcollision is set to� 1 as per [19] when

no collision happens.Fview promotes cases where the object(s) involved are within the camera(s)

view.

Out-of-road.This is implemented by a weighted sum of the three smooth objectives:Fwronglane ,

Fof f road , andFdeviation . Fdeviation is adapted from the objective of "maximum distance deviated

from lane center" in [92].

We further de�neFwronglane andFof f road to strengthen the signals for driving into an incorrect

lane or off the road, respectively. Figure 15 in Appendix E in supplementary material provides an

illustration.

Figure 3.4: Seed Selection & Mutation Strategy per Generation

For each traf�c violation type, we formulate the fuzzing problem as a constrained multi-

objective optimization. Letx be an input,i.e., a speci�c scenario with all the searchable �elds.

DenoteFi ˆx• for i � 1; :::; n to ben objective functions,wi to be some user-provided weights, and

gj ˆx• for j � 1; :::; p to bep constraints, where each constraint is expressed asB 0 form. Then,

the objective functionF ˆx• of Equation (3.1) can be expressed as a constrained weighted sum:
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minx P n
i � 1 wi Fi ˆx•; s.t. gj ˆx• B0 ¦ j � 1; :::; p. Unlike [19, 20], we optimize for a weighted sum of

objective functions rather than search for a Pareto front of the involved objective functions, because

our goal is to �nd the maximum number of unique traf�c violations rather than traf�c violations

with the Pareto front of multiple objectives.

Seed Selection.

Common evolutionary fuzzers like AFL [107] maintain a seed queue and tend to favor some

seeds over others. Smart seed selection strategies give a signi�cant boost to fuzzing performance

to not waste limited resources by running fruitless seeds [108, 109]. In our case, a bad seed may

lead to running several scenes without simulating a traf�c violation. We devise an incremental

learning-based seed selection strategy, as shown in Figure 3.1.

For each generationt of our evolutionary search, a Neural Network (NN t � 1) is trained with

all the seeds executed up to generationt � 1, such that the NN learns to differentiate between

successful vs. unsuccessful seeds.NN t � 1 is used to predict the seeds generated in generationt. It

ranks all the candidate seeds of generationt based on its con�dence of leading to a unique traf�c

violation. AutoFuzzthen selects the topS seeds that are more likely to produce violations, where

S is a con�gurable parameter. Figure 3.4 illustrates this process. The top row shows all the seeds

generated in a particular generation. The NN ranks them based on their potential to produce unique

violations—darker color is more violation prone than lighter. The topS seeds are then selected for

future steps (in the second row.)

Mutation.

Among the tops seeds selected in the previous step, not all are equally likely to lead to unique

violations. In particular, the NN has lower con�dence on the bottom seeds of the ranked list

(the lighter color seeds in the second row of Figure 3.4).AutoFuzzfurther mutates such lower

con�dence seeds to increase their potential to simulate traf�c violations. A constrained gradient-

guided perturbation mutates the lower con�dence seeds towards higher con�dence (the third row in

Figure 3.4 where all the seeds become dark red). This perturbation is generated by iteratively back-

propagating the input's gradient with respect to the NN's prediction. We describe the perturbation

30



algorithm in Algorithm 3.5.

3.5 Implementation Details

We realize our evolutionary fuzzing design discussed in Algorithm 3.4 following the main steps:

Sampling, Seed Selection, and Mutation (see Figure 3.1). Algorithm 1 shows the detailed imple-

mentation of our proposed algorithmGA-UN-NN-GRAD. The Neural Network part is highlighted in

blue and the gradient-based mutation is highlighted in red. We next describe each of these steps in

detail.
Algorithm 1: AutoFuzzGA-based fuzzing (GA-UN-NN-GRAD)

Input :sampling() , evaluate(), max-gen, pop-size, generation-to-use-NN, candidate-multiplier , max-mating-iter,
gradient-mutation-parameters

Output : unique-bugs
1 initial-population = sampling(pop-size);
2 initial-unique-bugs, initial-objectives = evaluate(initial-population, []);
3 generations = 1;
4 all-population = initial-population;
5 all-objectives = initial-objectives;
6 unique-bugs = initial-unique-bugs;
7 current-population, current-objectives = initial-population, initial-objectives;
8 while generations < max-gendo
9 mating-iter = 0; candidate-offspring = [];

10 remaining-size = pop-size� candidate-multiplier;
11 while mating-iter < max-mating-iter and remaining-num > 0do
12 mating-iter += 1;
13 parents = selection(current-population, remaining-num);
14 new-candidate-offspring = crossover(parents);
15 new-candidate-offspring = mutation(new-candidate-offspring);
16 new-candidate-offspring = �ltering(new-candidate-offspring, candidate-offspring, unique-bugs);
17 candidate-offspring = merge(candidate-offspring, new-candidate-offspring);
18 remaining-num = pop-size - len(candidate-offspring);
19 end
20 if remaining-num > 0then
21 remaining-candidate-offspring = sampling(remaining-num);
22 candidate-offspring = merge(candidate-offspring, remaining-candidate-offspring);
23 end
24 if generations > generation-to-use-NNthen
25 f = train-NN(all-population, all-objectives);
26 sorted-candidate-offspring = rank-by-con�dence(candidate-offspring, f);
27 offspring = select(sorted-candidate-offspring);
28 offspring = constrained-gradient-guided-mutation(offspring, f, gradient-mutation-parameters);
29 end
30 new-unique-bugs, new-objectives = evaluate(offspring, unique-bugs);
31 all-population = merge(all-population, offspring);
32 all-objectives = merge(all-objectives, new-objectives);
33 unique-bugs = merge(unique-bugs, new-unique-bugs);
34 combined-population = merge(current-population, offspring);
35 combined-objectives = merge(current-objectives, new-objectives);
36 current-population, current-objectives = survival(combined-population, combined-objectives, pop-size);
37 generations += 1;
38 end
39 return unique-bugs
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Step-I: Sampling.This step samples seed test cases from the entire input space by obeying the

constraints enforced by the API grammar. We use two sampling strategies: (i) random and (ii)

genetic algorithm (GA). Each �eld is sampled based on a user-speci�ed distribution, search range,

and constraints (see Listing 3.1). In either strategy, when the speci�ed constraints are not satis�ed,

each variable will be re-sampled. If the speci�ed constraints and cannot be satis�ed after a speci�ed

number of attempts, the program will raise an error. We �lter out seeds similar to those corresponding

to previous relevant traf�c violations. In the fuzzing literature, this step is commonly used fortest

suite minimization[21].

At each generation, the GA considers the previous seeds with results, selects from them new

parent test cases, and generates new seeds through crossover and mutation.

Selection: We adopt binary tournament selection with replacement, like the originalNSGA2 im-

plementation [110], as well as the variations in [19, 20]. Two duplicates are created for each

sample and randomly paired. Each pair's winner is then randomly paired as the parents for this

generation's mating process. The rank of two individuals is determined by the objective function in

Algorithm 3.4.3.

Crossover & Mutation: Simulated Binary Crossover [111], a classical crossover method commonly

used for �oating point numbers, is adopted, as in [110, 19, 20]. A distribution index (� ) is used

to control the similarity of the offspring and their parents. The larger� is, the more similar the

offspring arew.r.t. their parents. We set� � 5 and probability=0:8 to enable more diversity. If

a larger� is used, the offspring will be more similar to their parents, so it takes longer to �nd

distinct offspring for methods with uniqueness �ltration and results in fewer unique bugs found

for methods without. If a smaller� is used, the offspring will be too distinct from their parents

and violation-inducing parents won't be fully leveraged. Polynomial Mutation is applied to each

discrete and continuous variable [112]. For discrete variables, we treat the value as continuous

during the mutation and round later. We clip the values at speci�ed boundary values. Following

[19], mutation rate is set to
5
k

, wherek is the number of variables per instance. We further set the

mutation magnitude� m to 5 for larger mutations.
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Step-II: Seed Selection.As described in Algorithm 3.4.3, we boost fuzzing performance with a

learning-based seed selection strategy. We train a shallow neural network (1-hidden layer) using the

previous seed test cases to predict if a test case leads to a traf�c violation. The NN ranks the next

generation seeds based on its con�dence of leading to a traf�c violation and the most likely tests are

selected. Some previous work [20] also leverages an NN for seed selection. There are several major

differences. First, we train a single NN for binary classi�cation of traf�c violations rather than

several NNs for regressing over all objective values as in [20]. Thus we rank test cases based on the

con�dence value of �nding a traf�c violation rather than the Pareto front from multiple NNs. This

design choice is motivated by our goal to �nd maximum number of valid, diverse traf�c violations

rather than �nding the best set of traf�c violations achieving the optimal trade-off among multiple

objectives at the same time. Second, we iteratively train the NN in an active learning setting rather

than training �xed ones at the beginning. This active training results in increasingly more training

samples than the initial population and, thus, improved NN approximation over time. We show both

design choices introduce performance gains in the experiment section.

Step-III: Constrained Gradient-Guided Mutation. As per Algorithm 3.4.3, we apply a con-

strained gradient-guided mutation on the selected top test cases to maximize their likelihood of

leading to traf�c violations. The procedure, shown in Algorithm 2, is adapted from the constrained

adversarial attack in [113]. A test casex is perturbed only when the NN's con�dence in its leading

to a traf�c violation, f ˆx•, is smaller than a thresholdthconf 1. If a test case is already considered

highly likely to lead to a traf�c violation, there may be no extra bene�t in further perturbing it.

Otherwise, an iterative process begins (line 6-21). At each iteration, a small perturbationdx is

generated (line 8) via back-propagation from maximizing the test case's NN con�dence. The

perturbation is then clipped based on allowable input value domains and a user-speci�ed maximum

perturbation bound� (line 9-11). Next, the perturbation is checked against grammar constraints

(line 12). If necessary, a linear regression projects it back within the constraints. The perturbed

test case is then checked against previously found traf�c violations (line 15). If a similar test case

already found a traf�c violation, the perturbation process ends, and the latest perturbation won't be
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Algorithm 2: Constrained Gradient Guided Mutation
Input : x : test case,f : NN forward function of predicting a test case's likelihood of being a traf�c violation,th conf1 : threshold of

conducting a perturbation,th conf2 : threshold of stopping a perturbation,n : maximum number of iterations,� : step size,c:
constraints,� : maximum perturbation bound,x min : minimum allowable values,x max : maximum allowable values

Output : x œ: mutated test cases
1 xœ� x ;
2 i � 0;
3 if f ˆ x• A th conf 1 then
4 returnx;
5 end
6 while i @n do
7 i � � 1;

8 dx = �
df ˆ xœ•

dxœ
;

9 xœ� xœ� dx;
10 xœ� clip ˆ xœ; xmin ; xmax • ;
11 dx � clip ˆ xœ� x; � �; � • ;
12 if check-constraint-violation (c, dx) == True then
13 dx = linear-regression (c, dx);
14 end
15 if is-similar (X , x � dx) then
16 break;
17 end
18 xœ� x � dx;
19 if f ˆ xœ• A th conf 2 then
20 break;
21 end
22 end
23 return xœ

applied. Otherwise, the current perturbation is applied on top of the perturbed test case from the last

iteration (line 18). The new perturbed test case is then fed into NN for its con�dence of leading a

traf�c violation. If larger than a speci�ed thresholdthconf 2, the mutated test case will be returned

and the mutation procedure ends. Otherwise, a new iteration begins.

Enforcing Grammar during Feedback. One dif�culty here is to make sure the perturbed test

case still satis�es the grammar constraints. The simplest solution is to discard the perturbations

(and subsequent iterations) that lead to constraint violation. However, as shown in [113], the

insight for linear constraints is if an original (unperturbed) test case satis�es the constraints and

the perturbation alone satis�es the constraints as well, then the perturbed test case also satis�es

the constraints. Thus, only the perturbation needs to be checked against the constraints after each

iteration. If some constraints are violated, we apply a linear regression to the perturbation to

map it back within the constrained region (motivated by [113]). For the linear regression, the

non-constant part of the constraints are weightsW where each row corresponds to the coef�cients

of one constraint, the constant partsy are the objectives, and the projected perturbationdxproj are

the variables to search for. The linear regression starts with the perturbationdx and �nd the the
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projectiondxproj � arg mindxproj
YW dxproj � yY.

3.6 Experimental Design

Environment. Our primary evaluation uses theCARLA (version 0.9.9) simulator [96]. To show

the generalization of our approach, we further conduct evaluation using theSVL (version 2021.3)

simulator [97] in RQ4. All the algorithms are built on top of pymoo [114], an open-source Python

framework for single- and multi-objective algorithms.

Scenarios. We runAutoFuzzunder �ve different logical scenarios (Table 3.2) inspired by the

NHTSA report [33].

Selection.The �rst three logical scenarios cover the top six pre-crash functional scenarios in terms

of frequency and incurred economic cost as shown in Table 3.1. The last two scenarios are also

common logical scenarios ranked fourth and eighth among the pre-crash scenarios of two-vehicle

light-vehicle crashes in terms of occurrence frequency [33]. Note that the other frequent scenarios

have been covered by the �rst three.

Adaptation.To use a NHTSA pre-crash scenario for testing, we let the ego car be a vehicle involved

in each crash scenario. To make the scenario searchable, we convert each functional scenario into

a logical scenario (de�ned in Algorithm 3.2.1) that satis�es the functional scenario's description.

For example, in the scenario “A leading vehicle decelerating/stopped”, the ego car is the following

vehicle. We set the search range of the location of the leading vehicle to be in the same lane and

ahead of the ego car. Additionally, we set the search range of the speed of the leading vehicle after

being activated to be slower than that of its initial speed. These designs enable every generated

speci�c scenario to satisfy the logical scenario “A leading vehicle decelerating/stopped”.

Validity. The scenarios we use are supposed to be within the operation design domain (ODD)

of the AV controllers under test which are all supposed to handle regular traf�c scenarios. To

check that they can handle the base scenarios, we conduct a validity test for each scenario. The

result shows that, when no other vehicles/pedestrians are present, the corresponding AV controller

can successfully reach its destination without incurring traf�c violations. When there are other
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vehicles/pedestrians, the corresponding controller succeeds with no violations in some cases but not

others. Our goal is to �nd those violations.
Table 3.2: Different driving scenarios under test

Corresponding Road #violations
Logical Scenarios Names NHTSA functional scenarios* #Para Map ID Type found**

Turning right while leading car slows down/stopsLeading vehicle stopped / deccelerating 26 town05 junction 512
Turning left a non-signalized junction Vehicle(s) turning at non-signalized junctions 26 town01 non-signalized T-junction 672
Crossing a non-signalized junction Straight crossing paths at non-signalized junctions47 town07 non-signalized junction 400
Changing lane Vehicle(s) changing lanes – same direction 26 town03 straight road 147
Turning left a signalized junction LTAP/OD at signalized junctions 11 Borregas signalized 76

*all scenarios involve ego car lost control or drove off-road, without taking any action, by testing if the ego-car goes out-of-road.
** (�rst four rows) average numbers of collision traf�c violations (for town03 and town05) or out-of-road traf�c violations (for town01 and town07)
found byGA-UN-NN-GRAD on thelbc controller inCARLA. (last row) average number of collision traf�c violations found byGA-UN-NN-GRAD on

APOLLO6.0 in SVL.

AV controller. We test two rule-based PID controllers,pid-1 [18] andpid-2 [94], one end-to-end

controller [94], (lbc), and one modular controller [95], (APOLLO 6.0). lbc is a vision-based, end-to-

end controller proposed in [94]. PID controllers assume knowledge of the states of other objects in

the environment and the trajectory to follow. They attempt to reach the next planned location with a

speci�ed speed by adjusting controls for brake, throttle, steering and try to minimize the mismatch

with the desired speed and direction while avoiding collision with other objects. pid-1 is a default

rule-based controller in CARLA's of�cial release [96] and has been used as the main system under

test in existing literature [18]. pid-2 is a rule-based pid controller implemented by the authors in

[94] to collect data to train lbc. APOLLO6.0 is an industrial-grade, modular controller[95].

Hyper-parameters. The NN for seed selection has a hidden layer of size 150. We use the Adam

optimizer with 30 epochs and batch-size 200.thconf 1 is set to be the0:25 � p-th highest NN

con�dence value among training data, where p is the percentage of the training data leading to

traf�c violations, andthconf 2 is set to 0.9.� is set to be1, n is set to 255 and� is set to1~255so an

input seed can be perturbed to any other input seed in the input domain. We collected seeds up to

10 generations (and thus 500 simulations) by default. The default method used for seed collection is

GA-UN.

Metrics. When we compare search quality, we use the number ofuniquetraf�c violations found

over the corresponding number of simulations run. We use the number of simulations rather than

time because the former is platform independent. Moreover, the time costs mainly come from

simulations. On average, each simulation takes about 40 seconds, while the generation process only
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takes about 10 seconds and is only invoked once per generation. A simulation ends if a violation

happens, the ego car reaches the destination, or time (50 seconds) runs out. When counting collision

traf�c violations, for lbc, pid-1, and pid-2, we only count those where the collision happened within

the view of the controller's front camera and the controller did not stop to avoid the collision. For

APOLLO6.0, since it is equipped with LiDAR (providing 360 degrees view), we count all collision

traf�c violations where it did not stop to avoid them. We further manually checked a set of found

collision scenarios and found they can be avoided if the controllers maneuver correctly. For example,

in Figure 3.11, ifAPOLLO6.0 slows down earlier, both collisions could be avoided. When the

baseline methodAV-FUZZER is considered (i.e., Figure 3.6 and Figure 3.10), since it does not

have a seed collection stage, for a fair comparison, the number of simulations for the seed collection

stage of other methods is also included. When the comparison does not involveAV-FUZZER, the

number of simulations for seed collection is excluded since all the methods will be set to share

the same seed collection stage for a fair comparison. We set uniqueness thresholdsth1 � 10%and

th2 � 50%as default values, and explore the sensitivity of different search methods under nine

different combinations.

Baseline Comparison.We compareAutoFuzzwith three baseline methods shown in Table 3.3's

baselines row. To fairly compare the fuzzing strategies on equal footing, we used the same objectives

from Algorithm 3.4.3 and the same random sampling with uniqueness �ltration to generate the

initial populations for all. We also compareAutoFuzzwith alternative design choices in Table 3.3's

variants row.

Among the baseline methods,NSGA2-DT andNSGA2-SM are two multi-objective GA-based

methods andAV-FUZZER is a single-objective GA-based method, all of them are adapted from

previous work [19, 20, 93].NSGA2-DT callsNSGA2 [110] as a subroutine. After each run ofNSGA2,

NSGA2-DT �ts a decision tree over all instances so far. It uses cases that fall into the leaves with

more traf�c violations than normal cases (a.k.a. "critical regions") as the initial population for

NSGA2's next run. DuringNSGA2, only the generated cases that fall into the critical regions are run.

We set search iterations to 5 as in [19]. Since the tree tends to stop splitting very early in our logical
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Table 3.3: Proposed methods, baselines and variations

Method Description

AutoFuzz(GA-UN-NN-GRAD) GA-UN-NN w/ constrained gradient guided
mutation

(� =1.0)

Baselines
NSGA2-DT [19] NSGA2 w/ decision tree
NSGA2-SM [20] NSGA2 w/ surrogate model
NSGA2-UN-SM-A NSGA2-SM w/ duplicate elimination and

incrementally learned surrogate model
AV-FUZZER [93] globalGA + local GA

Variants
GA-UN-NN-GRAD * ( � =0.3) GA-UN-NN-GRAD w/ a smaller (0.3 rather

than 1) maximum perturbation bound�
RANDOM-UN-NN-GRAD RANDOM w/ duplicate elimination,

NN �ltration and constrained gradient
guided mutation

GA-UN-NN GA-UN w/ NN �ltration
GA-UN GA w/ duplicate elimination
GA genetic algorithm
RANDOM random sampling

* GA= Genetic Algorithm, UN = Unique, NN = Neural Network based seed selection, GRAD=Gradient guided mutation

scenarios, we decrease the impurity split ratio from 0.01 to 0.0001. We set minimum samples split

ratio set to10%.

NSGA2-SM trains regression NNs for every search objective and ranks candidate test cases

and traf�c violations found so far based on the largest Pareto front and crowding distance, as in

NSGA2. To further compute the effects of uniqueness and incremental learning as well as the effects

of weighted sum objective and gradient-guided mutation, we implementNSGA2-UN-SM-A— a

variant ofNSGA2-SM with additional duplication elimination and incremental learning. For both

NSGA2-SM andNSGA2-UN-SM-A training processes, we �rst sampled 1000 additional seeds to train

three regression NNs. For �nding collision violations, the three NNs are trained to predictFobject ,

Fcollision , andFview , respectively; for �nding out-of-road violations, the three NNs are trained to

predictFwronglane , Fof f road , andFdeviation , resp. The NNs all have one hidden layer with size 100.

The batch-size, training epoch and optimizer are set to 200, 200, and the Adam optimizer.

AV-FUZZER [93] �rst runs a globalGA for several iterations and enters a localGA with the
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initial population set to the scenario vectors with the highest �tness scores. It also starts a new

globalGA every time when the �tness score of the current generation does not increase anymore

compared with a running average of the last �ve generations. We keep the hyper-parameters used as

in the original implementation e.g. population size is set to 4.

We did not directly compare with FITEST [21], Asfault [92] or FusionFuzz[102] since they are

essentiallyGA with speci�cally designed objectives targeting testing of the integration component

of anAV , a controller's performance under different road networks, or the fusion component of an

AV , respectively, while we focus on testing a black-box end-to-end system on a prede�ned map

available with different speci�c scenarios by mutating different elements (e.g.,weather, agents, their

positions and behaviors).

3.7 Results

To evaluate how ef�cientlyAutoFuzzcan �nd unique traf�c violations, we explore the following

research questions:

RQ1: Evaluating Performance.How effectively canAutoFuzz�nd unique violations versus

baselines?

RQ2: Evaluating Design Choices.What are the impacts of different design choices on

AutoFuzz?

RQ3: Evaluating Repair Impact. Can we leverage traf�c violations found byAutoFuzzto

improve the controller?

RQ4: Evaluating Generalizability. Can AutoFuzzgeneralizes to a different system and

simulator combination?

RQ1. Evaluating Performance. We �rst explore whetherAutoFuzzcan �nd realistic and unique

traf�c violations for theAV controllers under test. Note that all the traf�c violations are generated

by valid speci�c scenario, as they are created usingCARLA 's API interface (we also randomly

spot-checked 1000 of them). We runAutoFuzzwith GA-UN-NN-GRAD on all three controllers for

700 simulations, with the search objective to �nd collision traf�c violations in the town05 logical
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