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Abstract

Generative Computer Vision for Physical Intelligence

Ruoshi Liu

The fundamental purpose of human perception is to guide action. For this, my research is

driven by the goal of building computer vision systems that can interact with the physical world.

My approach toward this goal surrounds the use of generative models. Training generative models

on unlabeled data is a powerful, scalable, and comprehensive way to learn about the world, and

the knowledge learned through this process can be leveraged for revolutionary applications such

as general-purpose industrial robots, autonomous search and rescue agents, and home robots that

do your housework. However, deploying generative models in embodied AI systems for physical

interaction poses several fundamental challenges. First, current generative models lack spatial

understanding of the dynamic world, and second, they are not physically grounded, as evidenced

by the hallucination problem. Third, interaction skills learned through human data are upper bound

by human-level performance, which is often suboptimal.

This dissertation presents three approaches to address these challenges, each with examples

and real-world deployable systems. Collectively, my dissertation advances the capabilities of gen-

erative models in physical intelligence by integrating techniques in computer vision, computer

graphics, and robotics. It has had significant practical impacts, as evidenced by the widespread

adoption of the open-source tools derived from this work in both research and industry settings.

Looking forward, my research aims to further explore multimodal and multisensory perception,

perception-action representation learning, and self-supervised robot learning.
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Chapter 1: Introduction and Background

The fundamental purpose of human perception is to guide action. For this, this dissertation is

driven by the goal of building computer vision systems that can interact with the physical world.

My approach toward this goal surrounds the use of generative models. Training generative models

on unlabeled data is a powerful, scalable, and comprehensive way to learn about the world, and

the knowledge learned through this process can be leveraged for revolutionary applications such

as general-purpose industrial robots, autonomous search and rescue agents, and home robots that

do your housework. However, deploying generative models in embodied AI systems for physical

interaction poses several fundamental challenges. First, current generative models lack a spatial

understanding of the dynamic world, and second, they are not physically grounded, evidenced by

the hallucination problem. Third, interaction skills learned through human data are upper bound

by human-level performance, which is often suboptimal.

To address these challenges, my work focuses on developing spatially and physically grounded

perception systems that can improve themselves by self-guided interaction with the physical world.

Breaking this down, my work tackles three fundamental aspects of embodied AI systems:

Figure 1.1: Overview of my research goals and approaches and their connections.

(a) Learning the visual prior by equipping large-scale vision generative models with a spatial

and physical understanding of the world for interaction with the environment [1, 2, 3, 4, 5, 6].

(b) Physically grounding generative models by adding structures signi�cantly mitigates halluci-

nation and enables zero-shot knowledge transfer to novel data modality [7, 8, 9, 10, 11, 12].
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(a) Zero123 [1] (b) Dreamitate [2]

Figure 1.2: (a) Learn-
ing visual prior from
the internet by equip-
ping large-scale pre-
trained generative mod-
els with a spatial and
physical understanding
of the world.

(c) Embodied self-learningis used to improve the perception and interaction skills learned from

human data through self-supervised interaction and exploration [13, 14].

1.1 Learning the Visual Prior for Embodied Intelligence

The Internet is a gigantic pool of unstructured data, with a vast amount of knowledge and in-

formation hidden within. In recent years, the computer vision community has developed powerful

generative models trained on images and videos collected from the internet. Despite their imme-

diate successes in content creation applications, a fundamental research question is how to deploy

them on embodied AI systems in the physical world.

We tackle this problem step-by-step. In [1], I introduced a method to control the camera per-

spective in large-scale image diffusion models, giving a pretrained 2D diffusion model aspatial

understanding of the world. To achieve this, we �rst created the largest 3D dataset to date [6], a

dataset composed of 10 million 3D assets crowdsourced from the entire internet. We then take the

largest 2D diffusion model that's pretrained on 5 billion 2D images and �netune it to generate a

novel view of a scene when queried for the target camera viewpoint. With this �ne-tuned model,

we further developed an optimization method to extract the full 3D structure of a scene from just

a single input image. Due to the internet's prior learned from both 2D and 3D data, this model

demonstrated unprecedented generalization performance, with the ability to reconstruct 3D struc-

tures from highly challenging images such as abstract paintings (see Fig. 1.2a) and line drawings.

To further bridge the gap between spatially aware generative models and reality, we extended the

2



learning framework proposed in [1] to handle occlusion [5], lighting condition [15], and dynamic

scenes [3], assisting future embodied AI systems to navigate through in-the-wild environments.

Building on a strong foundation in spatial understanding, a key challenge in embodied AI is

advancingphysical interaction with the environment. I hypothesized that a foundational video

generative model, trained on a large-scale internet dataset, inherently learns prior knowledge for

physical interaction tasks. In [2], we proposed using a video generative model as a robot manip-

ulation planner by �ne-tuning a pretrained video model on human demonstration videos. During

deployment, the model, conditioned on current scene observations, generates an action-plan video

(e.g., scooping beans from one bowl to another as shown in Fig. 1.2b). A 3D tracking model then

translates this video into robot joint angles for execution. Empirically, this approach effectively

leverages the rich priors from pretraining, enabling generalization to novel objects and diverse vi-

sual contexts. To enhance control during planning, we introduced in [4] a mechanism for predicting

object interaction videos conditioned on hand movements. These approaches represent a novel in-

tegration of foundational video generative models with robotic planning, leveraging learned priors

from large-scale human videos to enable adaptive, real-world, in-the-wild manipulation.

1.2 Grounding Vision Generative Models with Physical Structures

Despite the powerful prior knowledge about the world learned from internet-scale visual data,

the current generation of vision generative models is still faced with many limitations.

(1) many problems involve understanding data where large-scale datasets are impossible to obtain.

(2) generative models tend to hallucinate outputs that are not physically plausible.

To address the �rst limitation, my research focuses on combining vision generative models

with differentiable rendering, a class of methods modeling the physical transportation of light

as a differentiable function. Inspired by analysis by synthesis, a cognitive approach that combines

hypotheses about input with computational re-creation of the input, we proposed a learning frame-

work where a vision generative model provides different hypotheses by generating data from a

latent probabilistic distribution and differentiable rendering selects and re�nes these hypotheses
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(a) Humans as Light Bulbs [7] (b) Dr. Robot [9]

Figure 1.3:(b) Phys-
ically grounding
generative models
mitigates halluci-
nation and enables
generalization to
novel data modality.

to recreate a visual observation. A unique advantage of this framework is the ability to transfer

the prior knowledge learned by pretrained generative models to a novel data modality where large-

scale data is impossible or dif�cult to collect. In [7], we applied this learning framework to address

the 3D perception problem in thermal imaging, a data modality that's not largely available on the

internet yet crucial to many industries and applications such as autonomous driving. Speci�cally,

we proposed a novel differentiable ray tracing technique to re�ne the generated 3D scene sampled

from a 3D generative model, as shown in Fig. 1.3a. As we solve the optimization problem to re-

create the thermal images, we are able to �nd the true 3D structure of the scene. This framework

is general and can be applied to other visual cues. In [8], we learn to reconstruct the full 3D object

geometry by looking at the shadow it casts on the ground. Due to the optimization nature of the

inference process, this framework is often slow and thus impractical. Therefore, we developed a

method based on amortized machine learning to accelerate the optimization process [10].

Another major limitation of generative modeling is the problem of hallucination, making it

hard to deploy in the physical world, such as when it is used by a robot. In [9], I proposed a robot

self-model that is differentiable from its visual appearance to its control parameters, as shown in

Fig. 1.3b. It achieves this by integrating thekinematic structure as well as the geometry of the

robot body into the rendering process in a differentiable way. With these hard constraints, the

robot model always moves in aphysically grounded way, and with it, we can perform control

and planning of robot actions through image gradients provided by visual foundation models. In

addition to modeling robots, we also developed generative models with domain-speci�cinductive

biases[12, 11] to constrain the generative process in order to generate data that are physically

consistent with reality.
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(a) AquaBot [14] (b) PaperBot [13]

Figure 1.4: Built upon the
foundation of physically
grounded generative models,
(c) Embodied self-learning
is used to improve the per-
ception and interaction skills
learned from humans through
self-supervised interaction and
exploration

1.3 Embodied Self-Learning

The current paradigm of AI research relies heavily on learning from humans, with success-

ful examples including next-token prediction for LLM in NLP, contrastive learning for VLM in

computer vision, and behavior cloning for manipulation in robotics. The fundamental limitation

of this paradigm is that the skills and knowledge learned from human data are upper bound by

human performance, which is often quite sub-optimal due to our biological constraints, such as the

sensitivity of our sensors, muscle strength, reaction time, etc. On the other hand, intelligent robots

don't have to be subject to human biological constraints. Instead of learning from humans, can we

enable robots to learn by themselves through active interactions with the environment?

While self-learning in real world prevents the sim-to-real gap for robots, it presents major

challenges: robots risk breaking objects, damaging themselves, or overheating during continuous

operation. Faced with these obstacles, I explored an unconventional solution: self-learning under-

water. Water dampens dangerous actions, adds buoyancy to reduce power demands, and provides

cooling, enabling longer operational periods. This led to a paper [14] in which an underwater robot

learns to improve a visuomotor policy for manipulation tasks autonomously (see Fig. 1.4a). In this

work, we designed a self-learning underwater robot system using affordable commercial hardware.

First, we trained a visuomotor policy based on human demonstrations to complete various under-

water tasks, including object grasping, garbage sorting, and people rescuing. However, due to

human limitations in motor control and reaction time—especially in dynamic underwater environ-

ments—this initial policy was sub-optimal and slow. To enhance it, we developed a self-learning
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method that uses surrogate optimization to adjust motor speeds during deployment, accelerating

manipulation tasks. This self-learning occurs entirely in the real world, enabled by underwater

safety and cooling, and resulted in performance that exceeded a human operator's speed by 41%.

Robot self-learning can also be extended to thetool use and designproblem, which is one

of the hallmarks of human intelligence that differentiates us from most other animals. In our

work [13], we apply robots to solve challenging paper-based tool design tasks, including (1) paper

airplane design and (2) paper gripper design, both of which are traditionally extremely challeng-

ing to solve through simulation or physical analysis. Instead of relying on simulation, we created

a robotic system to fold papers into airplanes with different shapes and cut papers into actuat-

able grippers using robot arms and other paper-related tools, as visualized in Fig. 1.4b. With an

automated tool creation pipeline implemented with robots, we use the aforementioned surrogate

optimization method to learn the design parameters of these tools, which eventually leads to tool

design that outperforms the best human design. This superhuman performance is only possible

thanks to the incredible precision and repeatability of robots and an ef�cient learning algorithm.

1.4 Dissertation Overview

In this dissertation, we study an approach for achieving physical intelligence with generative

modeling. We explore three different aspects of this approach:

Part I. Learning the Visual Prior [1, 2]

Part II. Physical Grounding of Generative Models [7, 9]

Part III. Embodied Self-Learning [13, 14].
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Part I

Learning the Visual Prior
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Chapter 2: Learning Geometric Prior for 3D Perception

The ability to perceive the 3D world is a fundamental aspect of physical intelligence. In this

chapter, we hypothesize that a useful 3D visual prior can be learned by training a generative model

on a massive amount of 2D visual data readily available on the internet. We present a system to

demonstrate the powerful nature of this visual prior learned from internet-scale 2D datasets.

Figure 2.1: Given a single RGB image of an object, we presentZero-1-to-3, a method to synthesize
an image from a speci�ed camera viewpoint. Our approach synthesizes views that contain rich
details consistent with the input view for large relative transformations. It also achieves strong
zero-shot performance on objects with complex geometry and artistic styles.

2.1 Introduction

From just a single camera view, humans are often able to imagine an object's 3D shape and

appearance. This ability is important for everyday tasks, such as object manipulation [16] and nav-

igation in complex environments [17], but is also key for visual creativity, such as painting [18].

While this ability can be partially explained by reliance on geometric priors like symmetry, we

seem to be able to generalize to much more challenging objects that break physical and geometric
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