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Abstract

Learning robot manipulation through hand of human

Mengda Xu

Intelligent robots should possess the capability to utilize diverse skills to complete a wide

range of manipulation tasks. Moreover, they should be able to acquire new skills in a scalable

manner. While imitation learning has shown promise for robot skill acquisition, it heavily relies

on expensive robot data collection through human teleoperation, making it challenging to scale.

This dissertation aims to develop approaches for robot manipulation skill learning from human

video, which is easy to obtain and widely available. The goal is to reduce robot learning's

dependence on teleoperation data and develop methods to learn from cross-embodiment data,

enabling more scalable skill acquisition. However, the embodiment gap between humans and

robots prevents robots from learning manipulation directly from human video. Speci�cally, both

the visual gap (e.g., appearance) and morphology gap (e.g., kinematics) pose signi�cant

challenges to transferring human knowledge to robots. To address this, we propose using different

interfaces to minimize the embodiment gap. Here, an interface is de�ned as a function that maps

human knowledge to robot domain knowledge. This dissertation presents a series of interfaces

and associated systems that allow robots to learn directly from human video. First, we present

using skills as an interface to implicitly close the visual and morphology gaps by enabling robots

to identify skills demonstrated in human video and recompose these skills to complete unseen

tasks. We present XSkill and ASPiRe for tasks requiring skill composition. Second, we introduce

object �ow as an interface to explicitly overcome the visual gap. Our approach, Im2Flow2Act,



distills task knowledge by learning an object �ow generator from human video while acquiring

�ow-conditioned manipulation policies from simulation. This system can complete a wide range

of manipulation tasks in the real world without requiring real-world robot data. Finally, we

introduce the human hand as an interface to enable humans to teach robots dexterous hand

manipulation skills. Our system, DexUMI, is equipped with an exoskeleton as a hardware

adaptation layer to minimize the morphology gap and a data processing pipeline as a software

adaptation layer to minimize the visual gap. This dissertation demonstrates that leveraging human

video enables robots to learn manipulation skills in a more scalable manner. Furthermore, the

proposed interface-based approaches provide a systematic framework for addressing embodiment

gaps and offer practical solutions for real-world robot deployment.
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Chapter 1: Introduction

Intelligent robots should possess the capability to utilize diverse skills to complete a wide

range of manipulation tasks and acquire new skills in a scalable manner. Imitation learning [7]

has shown great promise for robot skill acquisition. State-of-the-art methods like diffusion policy

[36] and ACT [254] have demonstrated the capability to solve challenging real-world manipulation

tasks. However, they heavily rely on expensive robot data collection through human teleoperation.

This approach requires both robot hardware and human labor, making it challenging to scale robot

capabilities in real-world applications. The scalability challenge becomes even more pronounced

for tasks requiring the composition of multiple skills, where the amount of teleoperation data

needed grows exponentially with the number of skills involved.

To overcome this limitation, this dissertation proposes learning manipulation skills directly

from human demonstration videos, which are easy to obtain and widely available. However, this

approach presents a major challenge: the embodiment gap between humans and robots. This

gap encompasses both visual differences (e.g., appearance, background, and viewpoints) and mor-

phological differences (e.g., kinematics, degrees of freedom, and range of motion), which together

prevent robots from learning manipulation directly from human videos and hinder effective knowl-

edge transfer. Due to the embodiment gap challenges, prior works [35, 248] have majorly focused

on imitation learning from the same embodiment with few paying attention to learning from human

videos.

To bridge this embodiment gap and enable robots to learn from widely available human videos,

this dissertation argues that specialized interfaces are required to effectively transfer knowledge

across embodiments while minimizing both visual and morphological gaps. An interface is a map-

ping from human knowledge to robot domain knowledge. The interface can take various forms,

from abstract embedding space to concrete physical hardware. This dissertation presents a series

1



of interfaces and associated systems that enable robots to learn directly from human videos with

reduced dependence on real-world teleoperation data. The thesis further demonstrates that more

concrete interfaces yield better real-world data ef�ciency compared to abstract interfaces. Here,

we de�ne concrete as minimizing both the visual and morphological gaps in a more explicit way,

and abstract as minimizing the gaps in an implicit way. The proposed interfaces and corresponding

systems are:

• Skill as Interface: This approach uses skills as an abstract interface to implicitly close the

visual and morphological gaps by enabling robots to identify skills demonstrated in human

videos and recompose these skills to complete unseen tasks. The approach includes XSkill

for cross-embodiment skill discovery that learns a shared representation space between hu-

man and robot. Prior works on skill discovery focus more on single embodiment, while our

work is the �rst to de�ne skill in the cross-embodiment space. With the cross-embodiment

skill space, it enables the robot to complete unseen long-horizon tasks during inference time

without the need for collecting additional teleoperation data, which is typically required in

the imitation learning setting. I further introduce ASPiRe, a framework for adaptive skill

composition that allows robots to actively discover novel skill combinations both temporally

and spatially through online interaction to solve complex manipulation tasks, further reduc-

ing reliance on human teleoperated data. Using skills as an interface allows the robot to

complete unseen long-horizon tasks by composing skills both spatially and temporally, but

it still requires substantial real-world robot data, either in the form of teleoperation or online

exploration.

• Object Flow as Interface: To further reduce reliance on real-world robot data, I introduce

object �ow as an interface that explicitly closes the visual gap. This approach (Im2Flow2Act)

introduces object �ow as a natural interface between human videos and robot execution.

Im2Flow2Act comprises two components: a �ow generation network and a �ow-conditioned

policy. The �ow generation network, trained on human demonstration videos, generates

object �ow from the initial scene image, conditioned on the task description. The �ow-

2



conditioned policy, trained on simulated robot play data, maps the generated object �ow to

robot actions to realize the desired object movements. By using �ow as input, this policy

can be directly deployed in the real world with a minimal sim-to-real gap. Im2Flow2Act is

the �rst approach to use object �ow as an interface to bridge robot simulation data and hu-

man video data. By leveraging real-world human videos and simulated robot play data, we

bypass the challenges of teleoperating physical robots in the real world, resulting in a scal-

able system for diverse tasks. Though showing promising results, using object �ow as an

interface cannot learn complex skills because the �ow lacks high precision, and we further

assume that the simulation and real world share the same dynamics.

• Human Hand as Interface: I push the boundary of learning from human videos further by

introducing DexUMI, a data collection and policy learning framework that uses the human

hand as the natural interface to transfer dexterous manipulation skills to various robot hands.

DexUMI includes hardware and software adaptations to explicitly minimize the embodiment

gap between the human hand and various robot hands. The hardware adaptation bridges

the kinematics gap using a wearable hand exoskeleton. It allows direct haptic feedback in

manipulation data collection and adapts human motion to feasible robot hand motion. The

software adaptation bridges the visual gap by replacing the human hand in video data with

high-�delity robot hand inpainting. With this concrete interface, DexUMI enables the robot

to complete complex, long-horizon, and contact-rich tasks without any real-world robot data.
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Chapter 2: Cross Embodiment learning via Skill as the interface

In this chapter, we explore using skill as an abstract interface to form a more general and scal-

able imitation learning framework. It introduces XSkill, an imitation learning framework that 1)

discovers a cross-embodiment representation called skill prototypes purely from unlabeled human

and robot manipulation videos, 2) transfers the skill representation to robot actions using a con-

ditional diffusion policy, and �nally, 3) composes the learned skills to accomplish unseen tasks

speci�ed by a human prompt video. With the XSkill framework, it enables robots to complete un-

seen long-horizon tasks in one shot during inference time. This largely reduces the requirements

for collecting additional real-world data for unseen tasks under the imitation learning setting.

Figure 2.1:Cross Embodiment Skill Discovery.XSkill �rst learns a cross-embodiment skill representation space
(XSkill Space on the left). During inference, given a human demonstration of unseen tasks, XSkill �rst identi�es the
human skills by projecting the video demonstration onto the learned cross-embodiment skill representation space. The
identi�ed skills are then executed by the skill-conditioned visuomotor policy.

2.1 Cross Embodiment Skill Discovery

A successful imitation learning algorithm from human demonstration is enabled by three crit-

ical capabilities: 1)Discover, decomposing the demonstrated task into a set of sub-tasks and

identifying the common and reusable skills required to accomplish these sub-tasks. 2)Transfer,

4



mapping each of the observed skills to its own embodiment, which is different from that of the

demonstrator. 3)Compose, performing novel compositions of the learned skills to accomplish

new tasks.

This chapter addresses these critical capabilities by decomposing and identifying appropriate

“skills” from human demonstration so that they aretransferableto robots andcomposableto per-

form new tasks. We refer to the task as“Cross-Embodiment Skill Discovery” and introduce our

methodXSkill for this task. At its core, XSkill learns a shared embedding space for the robot

and human skills through self-supervised learning [28, 11, 20, 27, 234]. The algorithm extracts

features forunalignedhuman and robot video sequences, where video clips share similar action ef-

fects (i.e., similar skill) should result in a closer feature distance. To encourage across-embodiment

alignment, we introduce a set of learnable skill prototypes through feature clustering. These proto-

types act as representative anchors in the continuous embedding space. By force to share the same

set of prototypes, we could effectively align the skill representations between embodiments.

With the identi�ed cross-embodiment skill prototypes, the robot can then learn a skill-conditioned

visuomotor policy that transfers each identi�ed skill to the robot's action space. During inference,

the algorithm can one-shot generalize to new tasks using the learned skills, where the new task

is de�ned by a single human demonstration (i.e., prompt video). With the proposed skill align-

ment transformer, the algorithm can robustly align skills in the human video to the robot visual

observation, despite the embodiment difference and unexpected execution failures.

Our approach improves upon the direct imitation learning method [7] by decomposing the

complex long-horizon tasks into a set of reusable skills (i.e., low-level visuomotor policies), which

is much easier to learn and generalizable to new tasks through composition. Meanwhile, our

approach differs from existing work on single-embodiment skill discovery [13, 54, 185], which

solely relies on on-robot demonstration data. By learning cross-embodiment skill prototypes, our

framework can use direct human demonstration, which is more cost-effective and scalable, even

for non-expert demonstrators.

In summary, our contributions are as follows:
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• We formulate the task ofcross-embodiment skill discovery, a useful and essential building

block for imitation learning. Together with the new cross-embodiment dataset in simulation

and the real world, we hope to inspire future exploration in this area.

• Introducing the �rst attempt toward this taskXSkill that consists of three novel components:

1) A self-supervised representation learning algorithm that discovers a set of share skill pro-

totypes from the unlabeled robot and human videos. 2) A skill-conditioned diffusion policy

that translates the observed human demonstration into robot actions. 3) A skill composition

framework (with skill alignment transformer) to robustly detect, align and compose the learned

skills to accomplish new tasks from a single human demonstration.

Our experiments in simulation and real-world environments show that the discovered skill pro-

totypes facilitate both skill transfer and composition for unseen tasks, resulting in a more general

and scalable imitation learning framework. The dataset and code will be publicly available.

2.2 Related Work

Robot Skill Discovery. A large body of works have been proposed for discover robot skill

through via option frameworks [201, 13, 61, 101, 108, 1] or through the lens of mutual information

[71, 54, 84, 183, 111, 118, 109]. Most of these works requires interacting with environment

and yield high sample complexity. To ease the sample complexity, the other line of works [185,

202, 195, 153] have explored discover skill directly from robot demonstration data. The majority

of those prior works require physical state or robot action trajectories. BUDS [259] eases this

requirement by discovering skills through raw RGB data. Unlike these prior works which discover

skills only for a single embodiment, XSkill explores skill discovery in a cross-embodiment setting.

Imitation learning. Learning robot behavior from demonstration data is a longstanding chal-

lenges [7]. Prior works on imitation learning has shown promising results on realworld robot

manipulation task through explicit policy [137, 59, 162, 249, 252, 181, 257, 23], implicit policy

[58] or diffusion model [37, 151, 166]. Our works utilize the hierarchical imitation learning frame-

work [129, 110, 135, 136, 190] to transfer the discovered skills through skill-conditioned diffusion

policy[37]. XSkill can be categorized as one-shot imitation learning [48]. The most of prior works
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imitate from the same-embodiment demonstration [132] or from a different embodiment [57, 41]

but require task label during the training. In contrast, XSkill does not require any task label or cor-

respondence between embodiments during training to accomplish one-shot imitation from human

demonstration.

Learning from human video. A number of works [227, 125, 247, 184, 242] have studied

leveraging human videos to learn robotic policy. One approach is to construct reward functions

from human video through domain translation [125, 198, 186, 228, 172, 179], video classi�er [184,

29], or state representation learning [191, 247, 107]. Despite showing promising results on learning

from cross-embodiment demonstration, most of these works require reinforcement learning (RL)

to learn policy based on the constructed reward functions, which is expensive to deploy in real

world. In contrast to the majority of these works, our method does not involve RL in the loop and

focus on one-shot imitation from human videos. [14] proposed to initialize policy through human

prior but still requires interaction with environment to improve the policy. Our work is related

to [242, 240], which explored one-shot imitation through meta-learning. Unlike meta-learning

approach, our method does not require any task pairing information during the training. More

recently, MimicPlay [216] proposed leveraging human videos to learn a cross-embodiment plan

latent space. MimicPlay can only complete unseen tasks through robot prompt video. In contrast,

XSkill learns a cross-embodiment skill space and policy execution only requires skill abstraction.

As a result, XSkill can achieve one-shot learning through human prompt video.

2.3 Approach

The XSkill framework consists of three phases: Discover §2.3.1, Transfer §2.3.2, and Com-

pose §2.3.3 that uses three different data sources. In the discover phase, the algorithm has access

to a human demonstration datasetD � and arobot teleoperation datasetD A to discover a

cross-embodiment skill representation spaceZ . This space, along with common learnable skill

prototypes, is learned through self-supervised learning. Both datasets areunsegmentedandun-

aligned and each video in the dataset performs a subset of# skills. In the transfer phase, the
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Figure 2.2:XSkill Discover: At each training iteration, a batch of video are sampled from the same embodiment
dataset. Each videoEC

8 is augmented into two versions and encoded using temporal encoder5temporal. The learnable
skill prototypes5prototype are implemented as a normalized linear layer without bias. Both5temporal and 5prototype are
trained jointly to minimize the CorssEntorpy loss between the predicted and target the probability of skill prototypes.
Sinkhorn regularization is applied to the target probability, ensuring all prototypes are used for each batch (same
embodiment), thereby encouraging prototype sharing across embodiments.

algorithm uses the robot teleoperation datasetD A to learn the skill-conditioned visuomotor policy

%¹0jB– Iº, whereI 2 Z andBincludes both robot proprioception and visual observation>. In the

compose phase, the algorithm takes as input a singlehuman prompt video g�
prompt for a new task

that requires an unseen composition of skills to complete. From this video prompt, the algorithm

�rst identi�es the order of skills used in the prompt and then composes the skills using the learned

policy %¹0jB– Iº.

2.3.1 Discover: Learning Shared Skill Prototypes

As the �rst step, XSkill aims to discover skills in a self-supervised manner such that the learned

visual representation of thesame skillsexecuted bydifferent embodiments can be close in the

cross-embodiment skill representation spaceZ . Off-the-shelf vision representations are often in-

suf�cient since they are often sensitive to the visual appearance of the agent or environment. In-

stead, we want the learned skill representation to focus on the underlying skills being performed.

To achieve this goal, XSkill introduces two key ideas:

• Learning a set of shared skill prototypes through clustering. These prototypes act as repre-

sentative anchors in the continuous embedding space. Then by force to share the same set of

prototypes, we could effectively align the skill representations between embodiment.

• Regularizing the training process using Sinkhorn-Knopp clustering [40, 28] within single-

embodiment batches. Together, they ensure all prototypes are used for each batch (all from

the same embodiment). This design avoids the degeneration case where different embodiment
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maps to different prototypes, thereby ensuring prototype sharing.

Skill representations. XSkill extracts skill representationsI usinghuman and robot videos

from D � andD A, mapping them into a shared representation spaceZ . To mitigate variations in

execution speed across different embodiments, we sample" frames uniformly from each video+8

and construct video clipsf E8 9g"
9=0 using a moving window of length! . Then, we extract the skill

representationI 8 9= 5temporal¹E8 9º from each video clip with a temporal skill encoder consisting of

a vision backbone and a transformer encoder [210]. We append a learnable representation token

[42, 103] into the sequence to better capture the motion across frames.

Skills as Prototypes.Once the skill representations are obtained from demonstration videos,

XSkill maps representations from all embodiments to a set of skill prototypes f 2: g 
: =1, where

each is a learnable vector. The skill prototypes are implemented as a normalized linear layer

5prototype without bias. This mapping is accomplished through a self-supervised learning frame-

work similar to SwAV [28]. The XSkill starts by augmenting the video clipE8 9using a randomly

selected transformation before feeding into5temporal (e.g., random crop). Subsequently, XSkill

projects the normalized representationI 8 9

j jI 8 9j j2
onto the set of learnable skill prototypesf 2: g 

: =1.

The probability?8 9of skills being executed in the given video clipE8 9is predicted by applying the

Softmax function. The target distribution@8 9is obtained from the other augmented version of the

same video clip. The target probability, instead of applying the Softmax function over projection,

is obtained by running online clustering Sinkhorn-Knopp algorithm, which we describe later in the

chapter. Both5temporaland 5prototypeare trained jointly to minimize the CorssEntorpy loss between

the predicted?8 9and target@8 9skill prototypes distributions:L prototype= �
�Í

8=1

"Í

9=0

 Í

: =1
@¹: º

8 9 log ?¹: º
8 9 ,

where� is batch size.

Learning Aligned Skill Prototypes. To ensure that the prototypes focus on the underlying

skills rather than embodiment and environment appear, XSkill combines data sampling and entropy

regularization in the training process. At each training iteration, XSkill samples video clips from

the same embodiment and constructs a batch. This batch is then passed into the framework shown

in Fig. 2.2. By clustering the feature from the same embodiment, the embodiment difference is
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disregarded.

To achieve alignment of prototypes across different embodiments, we compute the target prob-

ability distribution@8 9by incorporating the Sinkhorn-Knopp clustering algorithm [40]. This algo-

rithm ensures that the skill representations within a batch are evenly assigned to each skill proto-

type. The input to the Sinkhorn-Knopp algorithm is the normalized skill projection matrix� ) / ,

which is iteratively modi�ed to produce a double stochastic matrix where the columns are set as

the target probabilities@8 9. Intuitively, the Sinkhorn-Knopp clustering can be viewed as an entropy

regularization that encourages the model to utilize as many skill prototypes as possible for the same

embodiment, thereby promoting prototype alignment across embodiments.

Time Contrastive Learning. XSkill utilizes a time contrastive loss [180, 144] in order to en-

capsulate the temporal structure of skills within video demonstrations. It posits that skill prototype

probabilities should be similar for video clips closer in time and dissimilar for those farther apart.

Speci�cally, This is achieved by establishing a positive windowF ? and a negative windowF=. For

a given clipE8Gat timeGin video+8, a positive sampleE8His chosen withinF ? from timeG, and

a negative sampleE8I is selected outsideF=. XSkill minimizes the following InfoNCE loss [147]:

L C2== �
�Í

8=1
log exp¹S¹?8G–?8Hº•gtcnº

exp¹S¹?8G–?8Hº•gtcnº¸ exp¹S¹?8G–?8Iº•gtcnº
, whereinS is the measure of similarity, which

is implemented as dot product in XSkill andgtcn is the temperature. Here,?8G, ?8H, ?8I represent

the skill prototype probabilities for clipsE8G, E8H, andE8I, respectively.

2.3.2 Transfer: Skill conditioned imitation learning

To transfer skill representations into concrete robot actions, we train a skill-conditioned vi-

suomotor policy using imitation learning. More speci�cally, our approach builds upon diffusion

policy [37] which uses Denoising Diffusion Probabilistic Models (DDPMs) [86] to represent the

multimodal action distributions from human teleoperation demonstration. Diffusion policy has

been shown to be stable to train and work well with a small amount of data, both are essential for

our tasks.

Our diffusion-based imitation learning policy?¹at jBC– ICº is trained with robot teleoperation

datasetD A, whereat denotes an action-sequencef 0C– •••– 0Ç ! g of length ! starting from stateBC.
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Figure 2.3:Transfer & Composition: During inference, a human demonstration of a new task is given, XSkill �rst
extracts a sequence of skills, which can be viewed as a high-level task plan. However, this plan is not immediately
aligned with robot execution speed due to the embodiment gap. Therefore we need to align the plan based on the
robot's current observation, which is achieved by the Skill Alignment Transformer. The inferred skills are then passed
into a skill-conditioned diffusion policy to get the robot's actions.

The diffusion policy takes skill representationI Cand stateBCwhich includes robot proprioception

and visual observation>Cas input and produces an action-sequenceat. The skill representationI C

is computed with trained5temporalusingEC= f >C– >Ç 1•••– >Ç ! gas we described in §2.3.1.

2.3.3 Compose: Performing unseen task from one-shot human prompt video

Once skills have been discovered and transferred into robot manipulations through imitation

learning, our object is to compose the skills to solve unseen tasks based on a human prompt video

which contains a demonstration by a human on how to complete an unseen task. To do so, XSkill

�rst maps a human prompt video with length) prompt into the cross-embodiment skill representation

spaceZ using learned5temporal. This generates a sequence of skill representation for the demon-

strated task, denoted as~I = f I Cg
) prompt

C=0 , which is essentially a task execution plan. The robot can

complete the task by sequentially executing the skills in the plan by querying the skill-conditioned

diffusion policy.

However, directly following the skill sequence~I for execution often results in a fragile system

that is sensitive to unexpected failures or speed mismatch. For example, if it fails to open a light,

it needs to retry the skill to succeed. If the robot sequentially executes the~I , it will proceed to

execute the next skill without correcting the error. Therefore to improve the system's robustness,

we introduce a Skill Alignment Transformer (SAT) that is described below.
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Skill Alignment Transformer (SAT). The Skill Alignment Transformer, denoted asq¹I Cj>C–~I º,

aligns the robot with the intended skill execution based on its current state. The key idea is that by

analyzing the current state and comparing it to the skill sequence~I , the robot can determine which

part of the skills has already been executed and infer the most likely skill to be executed next. This

alignment process allows the robot to synchronize its task execution with the demonstrated task in

the human prompt, thereby minimizing discrepancies arising from variations in execution speed

between robots and humans and offering robustness against execution failures.

As illustrated in Fig. 2.3, SAT regards each skill in the skill sequence~I as a skill token.

It employs a state encoder,5state-encoder, to convert the robot's current visual observation into a

state token. The skill and state tokens with position encoding, are then passed into a transformer

encoder to predict the skill that needs to be executed next. Within the transformer, the state token

can attend to each skill token to determine whether the skill has been executed given the current

state information. For example, if the light is already open in the current state, the skill to open the

light should not be considered the next skill to be executed.

To train SATq¹I Cj>C–~I º, we sample a full trajectory from the robot teleoperation dataset and

extract the skill sequence~I . This is achieved by passing robot trajectory video clipsf ECg)
C=0, where

EC = f >C– >Ç 1•••– >Ç ! g, through the temporal skill encoder, yieldingf I Cg)
C=0. The length of the

sampled trajectory is represented by) . Next, a time indexCis chosen randomly within the range

»0– )¼. Our system predictŝI Cusing the skill sequence~I and visual observation>Cas inputs to SAT.

We optimize the model by minimizing the mean square error betweenÎ Cand the actualI C.

2.4 Evaluation

Environment. We test XSkill on both simulated and real-world environments:

• Franka Kitchen: is a simulated kitchen environment [73] that includes 7 sub-tasks and is ac-

companied by 580 robot demonstration trajectories. To create a cross-embodiment demonstra-

tion, we construct a sphere agent that is visually signi�cantly different from the original robot. To

further increase the domain gap, we sub-sample sphere agent demonstrations to emulate the exe-
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cution speed differences. During the inference, the robot must complete an unseen composition

of sub-tasks after viewing a prompt video from the sphere agent demonstration.

• Realworld Kitchen: is a new benchmark we introduce to evaluate algorithm performance on

physical robot hardware. The dataset contains four sub-tasks, namely, opening the oven, grasp-

ing a cloth, closing a drawer, and turning on a light. We have recorded 175 human demonstra-

tions and 175 teleoperation demonstrations. Each demonstration completes three sub-tasks in

a randomly determined order. During inference, the robot is required to complete an unseen

composition of either three or four sub-tasks after observing a prompt video taken from a human

demonstration.

Baselines.We compare XSkill with the following baselines:

• GCD Policy: Instead of using skill-conditioned policy, we compare to a goal-conditioned

diffusion policy c¹at jBC– 6Cº, where the goal image6C is the image in prompt video� steps

after the current timeCafter alignment. The alignment is done using nearest-neighbor matching

between robot observation and prompt video in the embedding space, where the embedding is

trained jointly with the policy.

• GCD Policy w. TCN: Same as the GCD Policy above but replacing the video encoder with

pre-trained Time-Contrastive Network (TCN)[180].

• XSkill w. NN-composition: XSkill removing skill aligment transformer. Instead, �nd the

alignment using the nearest neighbor image between the robot observation and the prompt

video. The image embedding is extracted using the same encoder5temporalas XSkill.

• XSkill w.o proto. loss: XSkill removing prototype lossL prototypein the discover phase.

Implementation Details. We set the number of prototypes as 128 in the simulated envi-

ronment and 32 prototypes in the real-world environment. The video clip length! and uniform

sample frames" are set as 8 and 100 for both simulated and real-world kitchens. The ablation

study on and more implementation details can be found in the supplementary material.

Evaluation protocol. During inference, the robot is required to accomplish the sub-tasks in

the same orderas demonstrated in the prompt video. The performance of XSkill and all base-
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Figure 2.4:Evaluation Environments.

Figure 2.5:XSkill embedding. (a)We utilize t-SNE visualization to showcase the alignment of skill representations
among various embodiments when in contact with the same object.(b) We present projected prototypes for both
human and robot executing identical tasks. XSkill achieves ef�cient alignment of representations, not just during
physical contact, but also during the transition between manipulating different objects.

line methods is evaluated based on both sub-task completion and order of completion. If the

robot executes an undemonstrated sub-task, the episode ends. The evaluation metric is denoted

as number of sub-tasks completed
number of total sub-tasks . In the simulation, each method is trained using three distinct seeds

and tested under 32 unique initial environment conditions during the inference. In the real-world

kitchen, each task is assessed 10 times under varying initial environment conditions during the

inference.

2.4.1 Key Findings

XSkill can learn cross-embodiment skill representation.XSkill learns cross-embodiment

skill representation by effectively extracting reusable skills from demonstrations including both in-

contact manipulation with various objects and also the transitions between them. In Fig. 2.5(a), we
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visualize these learned skill representations using t-SNE, where the skills executed by the human

and robot to manipulate the same object are grouped together and clearly separated from the others.

Additionally, we visualize the projected prototypes for human and robot completion of the same

task in Fig. 2.5(b). Despite differences in execution speed (humans execute� 2 faster), [XSkill] can

decompose the task into meaningful and aligned skill prototypes for both in-contact manipulations

and transitions between them. Consequently, the performance of [XSkill] with cross-embodiment

prompts only drops around5%, compared to using the same embodiment prompt (Tab. 2.2 seen

tasks).

Table 2.1:Simulation Result (%)

Same Cross Embodiment
Execution speed � 1 � 1 � 1.3 � 1.5

GCD Policy 91.4 0.00 0.00 0.00
GCD Policy w. TCN 2.50 3.55 2.00 1.25

XSkill w. NN-compose 93.7 61.2 23.4 15.2
XSkill w.o proto. loss 80.1 56.3 12.5 3.75

XSkill 95.8 89.4 83.7 70.2

XSkill can generalize the imitation policy to unseen tasks.[XSkill] achieves 70.2% and

60% success (Tab. 2.1 & 2.2) on unseen tasks with cross-embodiment prompts in simulated and

real-world environments, which outperforms all baselines. As shown in Fig. 2.6 (a), [XSkill] is ca-

pable of decomposing unseen tasks into sequences of previously seen skill abstractions which can

executable by the learned skill-conditional imitation policy. As a result, [XSkill] enables one-shot

imitation learning through skill decomposition and re-composition. The performance of [XSkill]

slightly drops in the real world due to novel transition dynamics presented in prompts and a scarcity

of collected robot data. For instance, the robot struggles to complete tasks involving grasping the

cloth followed by closing the drawer, since no such transition dynamics are present in the collected

robot teleoperation dataset. In summary, [XSkill] demonstrates promising task generalization, but

its ef�cacy is still limited by the diversity in the robot teleoperation data.

Skill prototypes are essential for cross-embodiment learning.To assess the importance

of shared skill prototypes, we compare our approach with [XSkill w.o proto. loss] in simula-

tion. [XSkill] outperforms this baseline signi�cantly with cross-embodiment prompts. Further,
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Table 2.2:Real-world Result (%)

3 Subtasks 4 Subtasks
Same Cross Cross

Seen Unseen Seen Unseen Unseen
GCD Policy 68.3 53.3 0.00 0.00 0.00

GCD w. TCN 25.0 22.2 26.7 23.3 15.6
XSkill 86.7 80.0 81.7 76.7 60.0

we observe that the performance of [XSkill w.o proto. loss] deteriorates rapidly when the cross-

embodiment agent operates at a higher speed. These results suggest that skill prototypes not only

facilitate the learning of morphology-invariant representations but also avoid learning a speed-

sensitive one.

SAT can align skills based on task progress.[XSkill] outperforms [XSkill w. NN-composition]

by more than50%with cross-embodiment prompt. The performance of NN-composition signi�-

cantly declines when the cross-embodiment agent executes at a much faster speed (Tab. 2.1). We

down-sample cross-embodiment demonstrations and also prompt videos with different ratio. For

instance, a ratio of� 1•5 emulates that human execute� 1•5 faster than the robot in the real world.

This can be attributed to two main factors. Firstly, relying solely on visual representation is prone

to distraction due to morphological differences. Second, when the demonstration speed in the

prompt videos is much faster than the robot's execution speed, certain states might not be captured

in the prompt video. As a result, the retrieved skills can become inaccurate and unstable. In con-

trast, as illustrated in Fig. 2.6, the SAT enhances the robustness of [XSkill] to the demonstration

speed and enables adaptive adjustment of skills based on the current state of the robot and the task

progress.

Sequential input bene�ts cross-embodiment learning.Unlike [GCD Policy w. TCN], which

relies on TCN encoding for single images, [XSkill] utilizes sequential image input to generate rep-

resentations. In the cross-embodiment scenario, [GCD Policy w. TCN] outperforms vanilla [GCD

Policy], indicating partial bridging of the embodiment gap through TCN embedding. However,

[GCD Policy w. TCN] cannot follow the sub-tasks completion order in the prompt video, resulting

in a lower evaluation score. This suggests that TCN embedding does not completely align the

representations.
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Figure 2.6:Execution on a novel task and robustness to perturbation. (a)XSkill analyzes a human video of a
novel task, identifying skills for each timestep (represented by distinct colors).(c) The robot leverages this analysis
to predict the appropriate skill based on the current observation and subsequently executes the corresponding skill.
Skill alignment(b) is critical to handle execution speed difference caused by cross embodiment.(e) With appropriate
skill conditions at each step, the robot achieves one-shot imitation of the novel task.(e) Deliberately introducing a
perturbation, a human manually turns off the light.(f) The robot accurately predicts the necessary skills and adaptively
replans the execution to successfully reach the goal state once again. Please check out the anonymous website for
videos:https://xskillcorl.github.io

2.5 Summary

In this charpter, we introduce XSkill for the task of cross-embodiment skill discovery. This

framework extracts common manipulation skills from unstructured human, robot videos in a way

that is transferrable to robots and composable to perform new tasks. Extensive experiments in sim-

ulation and real-world demonstrate that XSkill improves upon the direct behavior cloning method

especially complex long-horizon tasks. Moreover, by leveraging cross-embodiment skill proto-

types, XSkill can directly leverage non-expert human demonstration for new tasks de�nition, mak-

ing the framework much more cost-effective and scalable.

One limitation of XSkill is the requirement of specifying the number of prototypes as an input

to the algorithm. While our ablation study demonstrates that XSkill is not highly sensitive to this

number, �ne-tuning the hyperparameters may still be necessary to achieve optimal performance

based on the speci�c dataset and its usage. In addition, while XSkill does not require labeled

correspondence between human and robot datasets, our current benchmark only contains videos

recorded using the same camera under the same laboratory environment. Future works may explore

the feasibility of our method under a wider variety of camera setup and environments, taking
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advantage of the widely available YouTube videos and multi-environment datasets [50].

XSkill enables the robot to compose skills in the temporal dimension to solve unseen tasks,

reducing the requirement for collecting additional real-world robot teleoperation data. In the next

chapter, we will extend the skill composition idea into the spatial domain through the idea of an

adaptive skill prior with an online learning framework, which allows the robot to actively explore

how to solve unseen tasks to further reduce the need for teleoperation data.
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Chapter 3: Adaptive Skill Composition

In this chapter, we investigate skill composition across both spatial and temporal dimensions.

We introduce ASPiRe (Adaptive Skill Prior for RL), a novel method that leverages prior experience

to address unseen tasks through online learning. Our objective is to further reduce dependence on

human teleoperation data, enabling robots to autonomously complete tasks via online exploration

and continual policy improvment.

3.1 Adaptive Skill Prior

Transferring prior experience to new tasks is central to an agent's adaptability. In this work, we

aim to accelerate online reinforcement learning by leveraging prior experience from large of�ine

data. Previous works [4, 153, 194] have proposed to extract temporally extended actions intoskills

from of�ine datasets and learn a single behavior prior over the skill space, which we refer to asskill

prior. The skill prior is then used to guide the learning for a new downstream task by constraining

the learned policy to stay close to the prior distribution. However, regularizing with a single skill

prior might be insuf�cient for more complex downstream tasks. We conclude two major limitations

for using a single skill prior: (1) The datasets could be generated by multiple policies for diverse

tasks. As a consequence, the action distribution from behavior trajectories might be multi-modal,

and the resulting learned prior might learn an "average" behavior [112] (2) Complex tasks not only

require reusing previous skills but also composing them. Consider a task that requires the agent

to traverse a maze with obstacles inside. The agent needs to compose navigation skills and avoid

skills concurrently when the obstacle is observed (See Fig. 4.2) and only activate navigation skills

when it is not. Guided with only navigation skill prior or avoid skill prior might lead to inef�cient

learning.
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This observation suggests guiding the learning with multiple skill priors, with each prior spe-

cialized in one task. During the learning of new downstream tasks, the most relevant priors should

be selected to regularize the policy based on the task and speci�c states. Speci�cally, it requires the

agent to: (1)Identify which skill prior(s) to use. Since not all skill priors are relevant to the new

task at hand, imposing irrelevant skill priors to regularize can mislead the learning process. (2)

Learn how to combine multiple skill priors. Many complex tasks require the agent to identify

and combine multiple priors to solve them effectively. The integration of skill priors can be either

sequential (active one prior at a time) orconcurrent (active multiple priors at the same time),

which need to be determined by the agent automatically.

To address the above challenges, we proposeASPiRe, a new method to accelerate the learning

of new downstream tasks by guiding the policy with an adaptive skill prior. To implement this

idea, we �rst extract the multiple primitive skill priors from the separated and labeled of�ine data.

Each primitive skill prior is specialized in solving one speci�c task (e.g., navigation prior and avoid

prior). For a new downstream task, the policy is trained with a new task reward and regularized

by the adaptive skill prior. The adaptive skill prior can be one of the primitive skill priors or

constructed by composing primitive skill priors.

Our method includes an Adaptive Weight Module (AWM) that infers an adaptive weight as-

signment over learned primitive skill priors and uses these inferred weights to guide policy learning

through weighted Kullback-Leibler (KL) divergence. The weight applied to the KL divergence be-

tween the learned policy and a given primitive skill prior determines its impact on the learned

policy. This implicitly composes multiple primitive skill priors into acomposite skill priorand

guides the policy learning. Our formulation allows the algorithm to combine the primitive skill

priors both sequentially and concurrently as well as adaptively adjust them during the online learn-

ing phase.

We evaluate our method in challenging tasks with sparse rewards. We demonstrate that our

method can accelerate the learning of new downstream tasks in the presence of multiple priors and

show improvement over competitive baselines on both learning ef�ciency and task success rate.
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3.2 Related work

Of�ine reinforcement learning. Of�ine reinforcement learning [112] exploits an existing

of�ine dataset and learns the best policy from it without interacting with environments. This is

valuable when interacting with the environment for a task is expensive. Many algorithms have

been developed, both in model-free [105, 223, 123, 64, 106, 192, 219, 3, 95] and model-based [99,

241, 8, 138, 26] settings.

Of�ine RL has also demonstrated its ability to accelerate online learning [153, 194, 143]. While

most of the previous works only consider a behavior prior for a single task, the policy is guided by

the behavior prior to achieve ef�cient exploration. [163] proposes to use a mixture latent variable

model to compose multiple behavior priors, but this framework only activates one behavior prior

at a time. How to leverage multiple behavior priors during online learning both sequentially and

concurrently remains an open question. Our method provides a solution to adaptively select a

behavior prior (i.e., skill prior) or compose a new prior to guide the policy learning.

Reusing and Composing skills.It is crucial for intelligent agents to reuse and compose learned

skills to solve new tasks. A wide range of works have been proposed to solve this longstanding

problem [56, 25]. One way to compose and reuse skills is using value functions [76, 92, 209] or

cumulants [17, 19, 22, 18]. Numerous works also explore the hierarchical structure in which a

high-level policy integrates a collection of low-level controllers (primitives) [12, 82, 62, 141, 225]

and each of low-level controllers contains a distinct skill. However, most of the hierarchical meth-

ods only sequentially activate the primitives. The other line of work for reusing and composing

skills is to operate on a latent space, which can be mapped to action space [85, 60, 142, 83, 53, 75].

Among those works, several approaches employ the idea of mixture-of-experts [94] by explicitly

modeling a library of primitive skills and learning a weight gate function to compose the skills

[160, 208, 160, 165]. These works show that this additional structure is bene�cial for transferring

skills to complex tasks. Our work can also be viewed through the mixture-of-experts lens, i.e.,

solve downstream tasks by composing a library of primitives. However, our work treats the com-
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Figure 3.1: ASPiRe overview. In of�ine, we learn a shared skill embedding space and a collection of
distinct primitive skill priors, e.g. , avoid and navigation primitives are learned. The skill encoder embeds
an action sequenceat , which is sampled from aggregated dataset, into a latent vector in embeddingZ and
the action sequence get reconstructed by the skill decoder. The primitive skill prior%8

0 ¹I jBº imitates the
state-skill (in embedding space) pairs in datasetD 8. In online stage, ASPiRe composes multiple primitive
skill priors via weighted KL divergence, where weighs are inferred by Adaptive Weight Module (AWM).

position as a regularization to guide the policy learning, instead of executing the composition as a

policy directly.

3.3 Approach

The goal for ASPiRe is to accelerate downstream task learning using a library of primitive skill

priors. There are two main challenges for this task: 1) Decide which primitive skill prior should be

activated given a new downstream task, where using unrelated primitive skill prior could mislead

the learning process. 2) How to best combine multiple primitive skill priors, either sequentially

or concurrently. In particular, to the best of our knowledge, how to simultaneously constrain the

policy learning with multiple skill priors is an open challenge.

To address these challenges, we propose a method that regularizes the policy learning using an

“adaptive” skill prior, which can be either one of the primitive skill priors or a newly created skill
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prior by the composition of multiple primitive skill priors (i.e., the composite skill prior).

Our approach consists of two learning stages: of�ine and online (See Fig. 4.2). In the of�ine

stage, the system learns multiple primitive skill priors from a set of labeled datasets. Each dataset

contains expert demonstrations of one speci�c primitive task. In the online stage (for downstream

tasks), the algorithm creates an adaptive skill prior by assigning weight over primitive skill priors.

The weights are generated by the adaptive weight module (AWM). Then they are used to regularize

the policy training. In the running example in Fig. 4.2, the policy is regularized by avoid and

navigation primitivesconcurrently when the obstacle is observed.

Problem Formulation: In the of�ine learning stage, the algorithm has access to K datasets

fD 1– •••–D  g with task labellingfT0– ••–T g. Each datasetD 8 contains action-state trajectories

g = f¹ B0– 00º– •••–¹B) – 0) ºg for taskT8 (i.e. push). The datasets are generated by expert behavior

policy ` 1– ••– ` . We further assume that none of the single behaviors can individually solve the

typically more complex downstream learning tasks.

The online learning stage for the downstream task is formulated as a reinforcement learning

problem, modelled as an in�nite-horizon Markov Decision Process (MDP)M = ¹S–A –P–R– d– Wº,

whereS is the continuous state space,A is the continuous action space,P is the dynamic?¹BÇ 1jBC– 0Cº,

R is the scalar rewardAC, d is the initial state distribution andWis the discount factor. The goal is to

learn a policyc¹0CjBCº to maximize the expected discounted sum of rewards
Í )

C=0 Ec »WCA¹BC– 0Cº].

3.3.1 Extracting multiple primitive skill Priors

We denote an action sequencef 0C– •••– 0Ç � � 1gwith �xed horizon � as a skillatC. In the of�ine

learning phase, we �rst learn a shared low-dimensional skill embedding spaceZ from aggregated

datasetsfD 8g 
8=0. We then construct primitive skill priors on top of the skill embedding space for

each datasetD 8. Distinct primitive skill priors can generate different types of skills based on the

task associated withD 8.

To learn the skill embedding, following the previous works [4, 153, 218], we �t a variational
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autoencoder and maximize the following evidence lower bound (ELBO):

log ?¹atCº � E@

�
log ?¹atCjI º
|         {z         }
reconstruction

� V
�
log@¹I jatCº � log ?¹I º
|                        {z                        }

regularization

�
�
• (3.1)

Here, V is a parameter that controls the regularization term. The skill encoder@¹I jatCº embeds

the skill atCinto latent spaceZ and the skill decoder?¹atCjI º reconstructs the latent vectors back

to skills. We set?¹I º as a unit Gaussian prior to regularize the encoder learning. Note that ac-

tion sequencesat are randomly sampled from all of�ine datasetfD 8g 
8=0 such that diverse action

sequences can be embedded in a shared skill embedding space with the same encoder and decoder.

We freeze the skill encoder and decoder parameters after suf�cient training. Next, we extract

multiple primitive skill priors on top of the shared skill embedding. For each of�ine datasetD 8,

we extract a primitive skill prior%8
0¹I jBCº, which is parameterized as a Gaussian distribution. To

train primitives, we sample state and skill tuples¹BC–atCº from D 8and minimize the KL divergence

between the skill posterior and the predicted priorE¹BC–atCº�D 8� KL
�
@¹I jatCº– ?80¹I jBCº

�
, similar to

previous work [153].

3.3.2 Regularized reinforcement learning via adaptive skill prior

For downstream task learning, instead of learning a policy on action spaceA , we learn a policy

c\ ¹I jBCº which acts on high-level skill embedding spaceZ . Previous work [153] has demonstrated

that learning on the skill embedding space is bene�cial for complex long-horizon tasks. The skill

embeddingI can be decoded into an action sequenceat via the skill decoder?¹at jI º for � steps

action execution. We further replace the dynamic in our problem formulation with H-step dynamic

?0¹BÇ � jBC– ICº and rewards with H-step rewardsA0
C=

Í �
C=1 AC.

We guide the policy learning via an adaptive skill prior over the course of online learning for

downstream tasks. Ideally, the policy should be regularized by all relevant primitive skill priors at

each state. We consider two scenarios: 1) only one primitive prior is relevant, 2) multiple primitive

priors are relevant. Previous work [153] considers the �rst scenario and regularizes the learning
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policy by providing an additional negated KL divergence between the policy and the of�ine skill

prior. Similarly, SVPG [122] regularizes the policy parameters by a prior distribution and optimize

the object via SVGD [119].

In states where multiple primitive skills are involved, the agent needs to achieve several goals

simultaneously, which are implicitly encoded in distinct primitive skill priors. It is therefore natural

to guide the policy learning with multiple primitive skill priors. To implement this idea, we can

augment the standard RL objective with a negatedweighted KL divergence:

� ¹cº =
)Õ

C=0

Ec

�
A¹BC– ICº � U

 Õ

8=1

l 8¹BCº�  ! ¹c¹I CjBCº– ?80¹I CjBCºº
�

|                                          {z                                          }
weighted KL divergence

(3.2)

Here, we refer tol ¹Bº as theweighting function, which speci�es the weightsF = ¹F1– F2– •••– F º

to apply on KL divergence between the policy and primitive skill priors. We consider weights are

boundedf F8g 
8=1 2 »0–1¼and are normalized

Í  
8=1 F8 = 1. Assigning weights to the primitive skill

priors implicitly forms acomposite skill prior. This can be interpreted as the learned policy will

be constrained by a skill distribution?2¹I Cº that can minimize the weighted KL divergence given

weightsF at stateBC:

?2¹I Cº =?2

 Õ

8=1

F8�  ! ¹?2¹I Cº– ?80¹I CjBCºº (3.3)

We refer to it ascomposite skill priorgenerated by weightF at stateBC. Weights at a given state can

be viewed as a measure of how much one primitive skill prior should contribute to the composite

skill prior. The state-dependent weights can be learned simultaneously with the policy, and we

discuss it in section 3.3.3. For now, we assume the weighting functionl ¹BCº is given, and the goal

is to maximize the Equation 3.2.

We follow the policy constraints formulation [105, 223, 192] to optimize the objective. We

consider a Q-function& q and a policyc\ parameterized by the network with parametersq and\ ,
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respectively. The policy parameters can be optimized by minimizing the weighted KL divergence

penalty:

� c ¹\ º = EBC� �

�
EI C� c \

�
� & q ¹BC– ICº ¸ U

 Õ

8=1

l 8¹BCº�  ! ¹c\ ¹I CjBCº– ?80¹I CjBCºº
�
�

(3.4)

HereU � 0 is a temperature parameter to constrain the weighted KL-divergence, which can be

tuned automatically by providing a target divergence parameterX [153] (See appendix A.3 for

details).

Q-function parameters can be optimized by minimizing the Bellman residual:

� & ¹qº = EBC–IC� �

�
1
2

�
& q ¹BC– ICº � ¹ A¹BC– ICº ¸ W&�q ¹BÇ 1– c\ ¹I Ç 1jBÇ 1ºº

� 2
�

(3.5)

3.3.3 Adaptive Weight Module

In this section, we introduce Adaptive Weight Module (AWM), a component to infer the op-

timal weights adaptively over the course of tasks. Our goal is to learn a parameterized weighting

function l f to compose the primitive skill priors via weighted KL divergence, and the resulting

composite skill prior can guide the policy learning. We evaluate the expected critic value of skills

under the composite skill prior distribution generated by the weightsl . The weights leading to the

highest critic value is selected to assign among primitives. Both the weighting functionl f and the

skill prior generator� [ are learned online along with the policyc\ .

Learning skill prior generator. To ef�ciently evaluate the skills under composite skill priors,

we implement skill prior generator� [ ¹I jBC– Fº, a generative model which outputs the composite

skill prior generated by the weightsF given the stateBC. This can be optimized by minimizing the

weighted KL divergence between output distribution� [ ¹�jBC– Fº and primitive skill priors:

� � ¹[ º = EBC�D

 Õ

8=1

F8�  ! ¹� [ ¹I jBC– Fº– %80¹I CjBCºº (3.6)
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We parameterize the skill prior generator as a Gaussian distribution by the network with param-

eters[ . During the learning, we randomly sample weightsF from the unit simplex as the weight

input. This helps the skill prior generator to learn all possible compositions across states.

Learning adaptive skill prior. Our goal is to construct an adaptive skill prior that is biased

towards the high reward trajectories, similar to [192]. The key difference is that our approach aims

to construct such adaptive prior for a novel downstream task by composing multiple primitive skill

priors. In effect, we would like to �nd weights assignment such that the corresponding composite

skill prior can contain the skills that are more likely to lead to task success. We formulate this as:

f =f

Õ

C

EBC�D
�
EI � � [ ¹�jBC–l f ¹BCºº»& q ¹BC– Iº¼

�
(3.7)

where& q is the policy critic de�ned in section 3.3.2. The Q-value in the objective measures

the usefulness of skills for the task at hand. The inner expectation can be viewed as a measurement

of the usefulness of the composite skill prior generated by weightF. The objective prefers a

composite skill prior, in which skills have higher Q-value and are more promising to be explored.

We approximate the inner expectation with" samples from� [ , i.e,EI � � [ ¹�jBC–l f ¹BCºº»& q ¹BC– Iº¼=

1
" »& q ¹BC– IºjI � � [ ¹�jBC– l f ¹BCºº¼. We �nd " = 20 is suf�cient to provide a stable and accurate

estimation.

We parameterize the weighting functionl f by the network with parameterf , and use softmax

as the output layer. To learn the optimal weight, we set the Equation 3.7 as the loss function.

We add an additional regularization term to penalize weights for deviating from uniform weight

1
 in the early stage of the training. This encourages the learned policy to explore more skills in

diverse primitive skill priors and prevents weights from collapsing to a singleton due to the noise

in Q-value in the early phase. Here,V is the annealing coef�cient, and it gradually decreases. The
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Algorithm 1 ASPiRe Algorithm

1: Inputs: K primitive skill priors f %8
0¹I CjBCg 

8=0
2: Initialize: replay bufferD , policyc\ ¹I CjBCº, critic & q ¹BC– ICº, target critic& �q ¹BC– ICº, weighting

functionl f ¹BCº, skill prior generator� [ ¹I CjBC– FCº
3: for each iterationdo
4: for every H environment stepsdo
5: I C� c\ ¹I CjBCº • Sample skill from policy
6: B0

C� ?¹BÇ � jBC– ICº. • Execute skill
7: D  D [ f BC– IC– AC– B0Cg • Store experience in replay buffer
8: end for
9: for each gradient stepdo

10: Sample a batch of transition tuplesf BC– IC– AC– B0Cg from D
11: FC= l f ¹BCº • Get weights from weighting function
12: \  \ � _\ r \ � c ¹\ º • Update policy parameters via weighted KL divergence
13: q  q � _qr q � & ¹qº • Update critic parameters
14: [  [ � _[ r f � ¹[ º • Update generator parameters
15: f  f � _f r f � ¹f º • Update weighting parameters
16: �q  gq ¸ ¹ 1 � gº �q • Update target critic
17: end for
18: end for

weighting function parameters can be trained to minimize the following:

� l ¹f º = EBC�D

�
EI � � [ ¹�jBC–l f ¹BCºº

h
� & q ¹BC– Iº ¸ Vjjl f ¹BCº �

1
 

j j22
i �

(3.8)

For each gradient step, we optimize both the policy and the AWM. The full Adaptive Skill Prior

algorithm is summarized in Algorithm 1. For implementation details, see appendix, A.4.

3.4 Experiments

We would like to answer the following questions through our experiments: a) Can leveraging

multiple primitive skill priors accelerate downstream task learning? b) What's the advantage of us-

ing the composite skills as regularization compared to directly using them as policy? c) Can AWM

optimally assign proper weights over different primitive skill priors based on the downstream tasks,

even when irrelevant primitive skill priors are presented?

28



3.4.1 Experiment setup

We evaluate our method in three modi�ed environments from D4RL [63] and one modi�ed

environment from robosuite environment [260]. ASPiRe is given two primitive skill priors in

the �rst two experiments. For the last experiment, we test ASPiRe's ability to compose three

primitive skill priors. For each environment, we �rst collect datasets for distinct skills from expert

demonstrations, which allows us to extract distinct primitive skill priors. We then evaluate our

method with extracted primitives in downstream tasks.

Point Maze. We modi�ed the Point Maze environment by adding multiple obstacles in the

maze. The task is to navigate a point mass agent in the maze and reach the goal. During this

process, the agent must avoid the obstacles randomly placed in the maze. The original point maze

environment is already challenging because of the sparse reward feedback. Randomly placing

obstacles in the maze makes this problem even more dif�cult. For each episode, the maze layout is

�xed. However, the agent start, goal, and obstacles locations are randomly speci�ed. Our method

will be equipped with two primitive skill priors for this task: navigation and avoid.

Ant Push. The ant needs to push the box to the goal while avoiding an obstacle in this task.

ASPiRe will carry two primitive skill priors: push and avoid. The ant, box, obstacle, and goal

locations are randomly generated at the beginning of every episode. The agent will receive a

sparse reward upon the box reaching the goal location.

Ant Maze. We modi�ed the Ant Maze by adding an obstacle and a box in the maze. The

agent's goal is to traverse the maze while pushing the box to the goal position without hitting the

obstacle. The agent always starts in the lower right corner of the maze. However, the box, goal, and

obstacle positions are randomly selected from a pre-de�ned set. Ant Maze itself poses a complex

exploration problem due to sparse reward feedback. We make this problem even more complex by

changing the success criteria. In this case, ASPiRe will carry three primitives: push, navigation,

and avoid.

Robotic Manipulation. We further test ASPiRe's ability in complex robotic manipulation task

in robosuite environment [260]. The task is to control a Panda robot arm to grasp the box (in red)

29



without colliding with the barrier (in green) placed in the middle of the desk (See sub-�gure 1

in Fig. 3.5).The location of the box and barrier are randomly generated at the beginning of the

episode. ASPiRe will carry two primitive skill priors: grasp and avoid.

See appendix A.4 for details on environment, data collection process and training.

Figure 3.2:Comparative Experiment. Learning curves of our method and comparative methods for down-
stream tasks. ASPiRe signi�cantly improves the learning ef�ciency and performance on all challenging
tasks. The shaded area is the standard deviation over eight seeds.

Alternative approaches. We compare ASPiRe with several prior works for downstream task

learning performance. To fairly evaluate the performance, we let all methods (besides SPiRL, as

the method learns its own skill embedding) act on skill embedding spaceZ learned by the ASPiRe.

• Scratch. Train a Soft Actor-Critic (SAC, [77]) agent from scratch. This comparison tests the

bene�t of using the learned skill priors to guide downstream task learning.

• Behavioral Cloning with �netuning. A behavior cloning policy is �rst trained with of�ine

data and then �netuned using SAC for the downstream tasks.

• MCP[152]. The method composes primitive policies through multiplicative composition of

Gaussians with a learnable weighting function. MCP then samples the actions from the result-

ing multiplicative composite distribution. For a fair evaluation, MCP is directly given the same

set of primitives that ASPiRe is equipped with. This comparison tests the bene�t of treating

composite skills as prior, instead of directly executing them.

• SPiRL [153]. Guide the policy learning with a single skill prior. We train the skill prior by
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combining all primitive datasets into one and learning a single prior from it. This comparison

tests the bene�t of guiding the learning policy with multiple primitive skill priors.

3.4.2 Experiment results

As shown in Fig. 3.2, our experiments demonstrate that ASPiRe is able to learn ef�ciently and

converge to high success rates in all challenging environments.

Bene�ts of multiple primitive skill priors. We �rst compare ASPiRe with methods without

skill prior guiding, namely training from scratch and behavior cloning with �netuning. They fail

to solve all three tasks (Fig. 3.2). This con�rms the �nding in [153] that skill prior is bene�cial for

learning complex and long-horizon tasks. Next, we compare our method with SPiRL [153], which

regularizes the learned policy with a single skill prior extracted from the aggregated dataset. By

leveraging the skill prior, it can achieve more ef�cient exploration but still relatively low learning

speed and �nal success rates compared to ASPiRe (Fig. 3.2). We hypothesize that the performance

gap between ASPiRe and SPiRL comes from the prior they deploy to guide the policy learning. We

�nd that SPiRL learns an "average" behavior over all primitives. It prevents SPiRL from guiding

states where the speci�c primitive skills are required. In the case of ASPiRe, it can construct

an adaptive skill prior from all primitive skills priors. Therefore, the learned policy can receive

suf�cient guidance to explore and learn the tasks.

Bene�ts of using composite skills as regularization.We compare ASPiRe with MCP, which

directly executes the composite skills as a policy with a learnable weight. As shown in Figure

3.2, MCP struggles to learn a meaningful policy for all three tasks. This �nding demonstrates that

using composite skills as regularization provides the necessary �exibility for ASPiRe to learn the

policies that can speci�cally solve the downstream task. We �nd the �nal learned policy has lower

entropy than the skill priors in most cases. In fact, skill priors provide guidance on the valid skills

to explore the environment, but the learned policy needs to further search in this valid skill space

to solve the speci�c problem. We hypothesize that the resulting policy from MCP might be overly

broad as the multiplicative composition of Gaussian inherent the relative high entropy from the
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Figure 3.3:Weights inference over one episode (Point Maze). ASPiRe is able to compose the navigation
prior and avoid prior concurrently (grey phases) when the obstacle is observed and only activate navigation
prior when it is not (white phases).

primitives.

Figure 3.6:Training with unrelated primitive.
Left: Learning curve. Right: Average weights of
skill priors, where we can observe that ASPiRe
assigns a lower weight for unrelated skill prior
(e.g., push).

Learning optimal weights. To demonstrate

ASPiRe's ability to learn optimal weights, we visu-

alize the weights generated by the weighting func-

tion for the primitive skills priors at different states

for point maze, ant maze and robotic manipulation

environments. From Fig. 3.3, 3.4 and 3.5, we �nd

that ASPiRe can compose the primitive skill priors

both sequentially and concurrently throughout the

tasks. More importantly, ASPiRe regularizes the

learned policy with relevant priors, e.g., activates the

avoid primitive when obstacles are near the agent. See appendix for more details.

Training with irrelevant primitive. To test ASPiRe's ability in handling irrelevant primitive

skill prior, we modify the task of the Ant Maze environment, where the ant needs to reach the goal

while avoiding the obstacle along the way without pushing the box. We place the box in the lower

right corner of the maze, which is not on the path to the goal. In this case, the push primitive is

irrelevant, and regularizing with it will yield low learning ef�ciency. From Fig. 3.6, we �nd that
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Figure 3.4:Weights inference over one episode (Ant Maze)In the grey phase, ASPiRe is able to compose
the navigation prior and push prior concurrently to traverse the maze and reach the box. In the white phase,
the model composes the push and avoid prior to push the box to the goal while avoiding the obstacle along
the way.

Figure 3.5:Weights inference over one episode (Robotic Manipulation)In the �rst grey phase (sub-�gure
1, 2, 3), ASPiRe is able to compose the grasp prior and avoid prior concurrently to lift the robot arm to avoid
the barrier while approach to the box. In the white phase, notice that the robot arm is initially very close to
the barrier (sub-�gure 4). To avoid any potential collision between the robot arm and the barrier, ASPiRe
activates the avoid prior to move the robot arm away from the barrier (sub-�gure5). In the end, ASPiRe
activates the grasp prior to grasp the box.

ASPiRe still achieves good performance even with irrelevant primitive. We plot average weights

over the states during the training. ASPiRe weights the navigation primitive heavily and assigns

a low weight for the irrelevant primitive – push. The weight for avoid is also relatively low since

there are fewer states where avoiding is needed (i.e., only when the obstacle is in view).

Guiding with composite or single primitive. In this experiment, we test the advantage of
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Figure 3.7:Guiding with composite or single primitive. Learning curves in Ant Maze.

using composite skill prior to guiding policy learning compared to guiding with a single primitive

skill prior. To answer the question, we guide the policy learning with one of the primitive skill

priors (i.e., push, navigation and avoid respectively) in ant maze environment. From Fig. 3.7,

we �nd that the learned policy guided with only the avoid primitive or navigation primitive fails

to learn the task. Guided with the push primitive achieves relatively good performance but fails

to complete the setting requiring traverse in the maze. This experiment suggests that composing

multiple skill priors is bene�cial for the complex multi-task downstream tasks.

Limitation and future work. When extracting primitive skill priors, our algorithm requires

separated and labeled datasets, each containing a specialized skill. However, such dataset may

not always be easy to generate, and manually separating or de�ning different primitive skill priors

can be challenging and sometimes ambiguous. Therefore, an interesting future direction will be

allowing the system to process unlabeled dataset and automatically extract a set of distinct primitive

skill priors.
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3.5 Summary

In this chapter, we present ASPiRe, an approach to transfer a spectrum of skills from of�ine

data to accelerate the learning of unseen downstream tasks. We propose to guide the policy learning

with multiple primitive skill priors and transfer the diverse skills to RL via weighed KL divergence.

We model an Adaptive Weight Module to learn optimal weights assignment and construct an adap-

tive skill prior. We evaluate ASPiRe in challenging, sparse reward environments and demonstrate

the bene�ts of guiding the learning with multiple skill priors. We also show that ASPiRe is able to

select the most relevant skill priors even when unrelated skill priors are presented.

Using skills as an interface enables robots to tackle unseen, long-horizon tasks by composing

them across spatial and temporal dimensions. However, this approach still demands substantial

real-world robot data, whether through teleoperation or online exploration. In the next chapter, we

explore an alternative: using object �ow as a more concrete interface to learn directly from human

videos. This allows us to develop a real-world manipulation system without incurring the high cost

of real-world robot data.
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Chapter 4: Flow as the Cross-Domain Manipulation Interface

In this chapter, we explore the idea of using object �ow as a more concrete manipulation in-

terface, bridging domain gaps between different embodiments (i.e., human and robot) and training

environments (i.e., real-world and simulated) by explicitly minimizing the visual gap. We present

Im2Flow2Act, a scalable learning framework that enables robots to acquire manipulation skills

from diverse data sources. Im2Flow2Act comprises two components: a �ow generation network

and a �ow-conditioned policy. The �ow generation network, trained on human demonstration

videos, generates object �ow from the initial scene image, conditioned on the task description.

The �ow-conditioned policy, trained on simulated robot play data, maps the generated object �ow

to robot actions to realize the desired object movements. By using �ow as input, this policy can

be directly deployed in the real world with a minimal sim-to-real gap. By leveraging real-world

human videos and simulated robot play data, we bypass the challenges of teleoperating physical

robots in the real world, resulting in a scalable system for diverse tasks.

Figure 4.1:Flow as the Cross-domain Manipulation Interface. In Im2Flow2Act, we utilize object �ow
to bridge the domain gap between both embodiments (human v.s. robot) and training environments (real
v.s. simulation). Our �nal system is able to leverage botha) action-less human video for task-conditioned
�ow generation andb) task-less simulated robot data for �ow conditioned action generation, results inc) a
language-conditioned multi-task system for a wide variety of realworld manipulation tasks.
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