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Abstract

Discovery Through Bottlenecks in Multimodal Models

Mia Chiquier

Modern machine learning systems generate photorealistic images, classify data with superhuman

accuracy, and synthesize human-like text, yet understanding and controlling their behavior

remains challenging. While interpretability techniques and conditioning mechanisms have made

progress, we propose a fundamentally different approach: building systems where information

flows through inherently interpretable bottlenecks, unifying discovery and control by

construction. This thesis presents three bottleneck methods for multimodal systems that exploit a

key duality: the same mechanisms that reveal interpretable patterns also serve as precise control

interfaces. In fine-grained classification, LLM-based evolutionary optimization discovers

discriminative features in interpretable language bottlenecks, enabling targeted control over

classification decisions. In motion domains, bidirectional models learn interpretable muscle

activation patterns that both explain motion generation and enable conditional editing based on

muscle activity goals. In visual domains, counterfactual generation discovers fine-grained

discriminative features through direct image editing, revealing subtle differences between visually

similar groups while enabling modifications beyond the reach of language prompts. Together,

these methods demonstrate how representational constraints can transform opaque machine

learning systems into interpretable, controllable frameworks applicable to domains where the

features and control objectives worth discovering are not known in advance.
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Chapter 1: Introduction and Background

State-of-the-art machine learning models showcase extraordinary capabilities across diverse

tasks: generative models produce photorealistic imagery and write complex code, while discrim-

inative models demonstrate reasoning and classi�cation performance that often exceeds expert

human performance in specialized domains. This success creates opportunities to develop system-

atic methods for understanding and controlling these systems, yet doing so requires identifying the

speci�c features that drive effective performance. The objective is to develop methods that iden-

tify features which simultaneously reveal meaningful patterns in the data distribution and serve as

control interfaces for directing systems toward desired outcomes. These features that double as

controls are referred to as bottlenecks, meaning they impose interpretable structure into the model

by construction. This opportunity becomes particularly compelling when we consider the vast

computational capacity of modern systems. Generative visual models can produce endless image

variations, motion generation systems can create diverse movements, and classi�cation systems

can separate categories across different modalities, presenting opportunities to discover which ele-

ments matter for particular goals while enabling precise control over outcomes. This thesis devel-

ops bottleneck methods that realize this potential by unifying discovery and control across motion,

classi�cation, and visual generation domains.

1.1 The Discovery-Control Gap

The typical paradigm for improving multimodal models' outputs today is prompt engineering,

where the user iterates on the input prompt to improve results. However, this approach relies on

trial and error. One alternative is post-hoc methods, which directly manipulate the model's in-

ternal representations rather than the input. A classic example for image editing is GANSpace
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[1], which discovers salient editing directions in the latent space based on the dataset's distri-

bution. This control method is useful for discovery because it highlights editing directions that

could be important or dif�cult to describe. However, the user still needs to know which editing

direction they want ahead of time, and they need to �nd it amongst the discovered directions.

A similar limitation appears in discriminative tasks. Methods like GradCAM [2] can visualize a

classi�er's decision-making process through heatmaps that highlight relevant image regions. Yet

the user still needs to know what to look for within the highlighted region to assess whether the

classi�er's decision-making is correct. As a result, both prompting and post-hoc methods share

a deeper limitation: they require the user to know what they are looking to achieve in advance.

This thesis addresses a more fundamental challenge: how can we build systems that help users

discover what matters, not just control what they already know? We develop systematic methods

that can both discover what drives effective performance across different tasks and provide precise

control over those factors. We address this through architectural bottlenecks that force models to

expose their decision-making process in structured, interpretable forms. This is critical in scien-

ti�c domains where hypotheses must be discovered, educational settings where learning objectives

emerge through exploration, and creative domains where goals evolve iteratively.

1.1.1 Evolution of Control Methods

Controlling powerful machine learning systems involves two interconnected challenges: iden-

tifying interpretable features and determining which features to prioritize for control. Existing

approaches address these challenges in different ways, with each making distinct trade-offs. We

can categorize methods by how they approach feature discovery and control:

Direct Control Methods: These approaches skip the discovery stage entirely, requiring users

to manually specify control dimensions upfront. For generative tasks, this includes prompt en-

gineering and manipulating conditioning mechanisms [3, 4]. For discriminative tasks, this en-

compasses manual feature engineering. These methods provide immediate control but offer no

systematic discovery of which features matter most.
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Supervised Control Methods: These methods predetermine control dimensions during the

speci�cation stage, then learn to use them through supervised learning. For generative tasks, �ne-

tuning approaches [5, 6] optimize toward output characteristics de�ned by training labels. For

discriminative tasks, concept bottleneck models [7] learn to classify using pre-labeled features.

By eliminating manual search, these approaches improve upon direct control, but they remain

constrained to pre-speci�ed dimensions rather than discovering what should be controlled.

Post-hoc Interpretability Methods: These methods separate the two stages explicitly: �rst

analyzing trained models to discover patterns, then applying those patterns for control. Early work

demonstrated that GAN latent spaces contained semantic directions [1, 8], while modern imple-

mentations with diffusion models and CLIP [9, 10] can identify controllable directions through

sophisticated analysis. However, this discovery-then-control pipeline still requires users to search

through discovered features to determine which warrant prioritization.

Composable Methods: These approaches come closest to unifying discovery and control by

learning which prede�ned components to compose. Function-based methods like DDSP [11]

discover how to combine differentiable signal processing functions for audio generation. Struc-

tured approaches [12] learn to compose CAD-like geometric operations for 3D reconstruction.

Discriminative methods like ViperGPT [13] learn to sequence visual reasoning modules for com-

plex queries. While these methods can discover optimal component combinations, they remain

constrained by predetermined function families or module vocabularies rather than discovering

critical control dimensions directly from data distributions.

Our Approach: We develop methods that collapse the two-stage paradigm by making control

dimensions emerge automatically from task necessity. By designing architectures where task-

relevant information must �ow through interpretable bottlenecks, we identify features precisely

because they are critical for performance. This eliminates separate feature search or manual selec-

tion, unifying discovery and control through the architecture itself.
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1.1.2 Multimodal Applications

To demonstrate the generality of uni�ed discovery-control methods, this thesis presents three

new bottleneck methods across distinct modalities, each exploring different aspects of integrated

discovery and control.

We begin with physical motion systems, where bidirectional models with muscle activity as a

bottleneck enable both motion generation and editing according to target muscle activations. By

making muscle activity the bottleneck, we can systematically explore the relationship between neu-

ral motion control and physical movement while enabling applications in animation, rehabilitation,

and robotics. This work establishes the foundational approach of using interpretable bottlenecks

for objective-guided control. We will discuss this work in-depth in Chapter 2.

Building on these principles, we then address �ne-grained visual classi�cation tasks, where

evolutionary approaches automatically discover the speci�c features and decision rules that drive

classi�cation decisions. Rather than relying on predetermined bottlenecks, this work demonstrates

how to discover the control dimensions themselves, in this case language bottlenecks, through

objective-guided evolutionary search. This enables both understanding of what makes classi�ca-

tion effective and precise control over classi�cation behavior. We will discuss this work in-depth

in Chapter 3.

Finally, we apply these discovery principles to visual generation domains, where we automat-

ically discover key discriminative features from data distributions to control precise image edits.

This work addresses both generative control (editing images) and discriminative control (identify-

ing what visual features matter for �ne-grained distinctions), demonstrating how objective-guided

discovery can operate across both types of tasks within a single framework. The approach both

discovers which visual elements drive �ne-grained discrimination and provides practical control

for image editing applications in design, marketing, and creative content creation. We will discuss

this work in-depth in Chapter 4.
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Chapter 2: Muscles in Action

The vision community has made great progress in modeling and analyzing human motion from

video via tasks such as pose estimation [14, 15, 16, 17, 18, 19, 18], action recognition [20, 21, 22,

23, 24], motion transfer [25, 26, 27, 28] and more. However, motion understanding goes beyond

the surface. Human motion is created by and constrained by muscles. Every action is a product

of our brain sending electric signals to our nerves, which contract our muscles, in turn moving our

joints. Although this process occurs within us, most of us turn to physical therapists and sports

instructors for guidance on how to improve our motions to target or avoid particular muscle groups.

In this paper, we take a �rst step towards building computer vision methods that represent the

internal muscle activity that causes human motion. We present a system that, given a video of a

person performing an action, learns to infer what muscles a person used. Walking is controlled

falling, and any physical motion is a balance between muscle forces and gravity. This interplay

leads to an inherent asymmetry: different muscles are engaged in the downward portion of a squat,

for instance, than in the upward portion.

Our goal is to learn the complex relationships between physical forces by analyzing synchro-

nized video and muscle activation data. We achieve this by developing a system that can predict

muscle activity from motion, and vice versa. One application of this bidirectional system is gen-

erating new motions that are similar to an existing motion, while also adhering to speci�c muscle

recruitment targets, illustrated in Figure 4.1.

The typical method of measuring muscle activity is through the use of electromyography sen-

sors, which exist in an invasive form, as well as an non-invasive form, called surface electromyo-

graphy (sEMG). We collected a new dataset, which we will release, that consists of over twelve

hours of synchronized single-view video and sEMG signals of eight muscles for ten subjects per-

forming �fteen different physical activities. By using commodity cameras and inexpensive sEMG
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Figure 2.1: Bidirectional Mapping between Muscles and Motion. Visible human motion is
created by, and constrained by, our muscles. We learn to predict which muscle groups a person
uses during motion (left column), as well as to reconstruct motion from muscle activation (right
column). We illustrate how these two mappings can be combined to recommend new motions,
similar to the input muscle, this time subject to particular muscle group goals (bottom row).

sensors, we make the problem practical and easy for others to build on. The eight muscles recorded

are the left and right biceps brachii (biceps), the left and right latissimus dorsi (laterals), both

quadriceps (quads), and both biceps femoris (hamstrings), denoted in Figure 2.2.

The primary contribution of this paper is a framework for modeling the association between

human motion and internal muscle activity in video, and the rest of the paper will explain this

contribution in detail. In section 2, we brie�y review related work in human activity analysis, con-

ditional motion generation, multi-modal learning, electromyography and physics-grounded human

motion generation. In section 3, we describe our multimodal dataset in detail and analyze its char-

acteristics. In section 4, we present a method to learn a bidirectional representation between the

visual and muscle modalities. Section 5 shows experiments on both in-distribution experiments

and subjects, as well as out-of-distribution experiments and subjects. In section 6, we showcase

a demo application for learning the bidirectional representation between modalities. By releasing
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our datasets and models publicly, we hope this paper will spur additional work that models the rich

internal structure that drives human activity in video.

Figure 2.2:Sensor Placement.We illustrate the placement of our 8 sEMG sensors on a subject.
We label the 8 measured muscles.

2.1 Related Work

Human Motion Prediction from Video. The �eld of computer vision has seen tremendous

progress in inferring information about human motion from monocular video. One of the tasks is to

regress human pose from video by regressing skeleton key-points and meshes [14, 15, 16, 17, 18,

19, 18]. A related task is action segmentation [29]. Other tasks that span from the pose estimation

results include human motion transfer [25, 26, 27, 28] and even pose correction to make a given

pose anatomically-correct [30, 31]. Closely related, Park et al. predict the 3D gravity direction

from a moving �rst-person view using inverse dynamics [32].

Conditional Human Motion Generation. The �eld of conditional human motion generation

is well-established, with a diverse set of conditioning mechanisms. There are works that condition

based on past frames and/or future target frame(s) [33, 34, 35, 36, 37, 38, 39, 40, 41]. Others

condition based on other modalities such as spatial trajectory [42], action class [43, 44, 41], natural
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Figure 2.3:The MIA Dataset. We illustrate two canonical frames from our dataset for each of the
15 exercises.

language text [45, 46, 41], as well as audio [47, 48]. In this work, our motion generation is

conditioned on an input motion, as well as muscle activity constraints.

Multi-Modal Representations. Multi-modal learning with video is a long-standing problem

in computer vision. Some works predict other modalities from video, such as sound [49, 50] by

using the natural temporal correspondence between video and sound, as well as video captioning

[51]. Beyond prediction, multi-modal learning has been shown to improve video representations,

for example from sound [52, 53], and language [51, 54]. The converse has also been explored -

leveraging large datasets of unlabelled video has improved representations of other modalities [55,

53, 56, 57]. We are interested in predicting an entirely different modality from monocular video,

muscle activation, as well as reconstructing motion from muscle activity.

Electromyography. To measure muscle activation, we use Surface Electromyography (sEMG)

sensors, which are attached to electrodes placed on human skin to measure the electrical activity

of muscle tissue. Reconstructing parts of human pose from sEMG data is an established task, but

only for either arms [58, 59, 60, 61] speci�cally, or legs [62] separately. In the forward direction,

previous work has tackled predicting muscle activation, however, the input modality has not been

video. Some works use torque or surface force measurements as input [63, 64, 65], while others
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use goniometers to track pose [66] or motion capture tracking systems [67, 68, 69]. Our work seeks

to predict muscle activation with no additional hardware at test-time besides video. Additionally,

certain works predict muscle activation directly from 3D point clouds collected by depth cameras

[70, 71]. However, these works rely on seeing the skin deformation on the human subject to infer

muscle activity. We infer muscle activity from motion priors, not the visible increase in muscle

size. This allows our model to work for clothed humans, or humans exercising at a distance.

Modeling Human Motion with Physics. Recent work has focused on generating motion that

respects the physics of motion via physics simulations of human motion dynamics [72, 73, 74].

However, the simulated humanoids are constructed with assumptions about the physics of human

motion. Additionally, sEMG studies have shown that for a given motion, different people vary in

how they recruit muscle groups to execute that motion [75]. Single humanoid simulations will not

capture this diversity in real humans' motion dynamics.

2.2 The Muscles in Action (MIA) Dataset

To explore the mapping between visual motion and muscle activity, we collected a dataset of

synchronized video and sEMG signals. Our dataset contains 15 different exercises, which each of

the 10 subjects perform.

2.2.1 Data Collection

Our dataset consists of 12.5 hours of synchronized video and sEMG signals, for eight muscles.

These eight muscles include the left and right biceps brachii (biceps), the left and right latissimus

dorsi (laterals), both quadriceps (quads), and both biceps femoris (hamstrings). The collected

sEMG values correspond to the neuromuscular junction's total bioelectric energy.

The dataset consists of 15 exercises shown in Figure 2.6. Each subject performed each exercise

for 5 minutes, and we asked them to vary the execution's speed, effort, and orientation. There are a

total of 10 subjects in the dataset, 5 of which are females and 5 of which are males. We collected 75

minutes of data for each subject, totalling 12.5 hours of data. The subjects varied in body weight
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Figure 2.4:Encoder and Decoder Architectures.We illustrate the architectures for our Motion-
to-Muscle encoder and our Muscle-to-Motion decoder.

and muscle. To collect the sEMG data, we used eight M40 Muscle Sense bluetooth wireless EMG

sensors from ANR Corp. To collect the video, we used a standard iPhone 10 camera. Please see

the supplementary for details on the electrode and sensor placement method.

2.2.2 Data Preprocessing

The sEMG data's sample rate is 10fps, and the each data point from the sensor comes with a

timestamp. The iPhone video records at 29.97 fps, and also has a time-stamp. We resample the

video to match the frame rate of the sEMG data, and use these time stamps to align the muscle and

visual modalities. We explain our exact methodology for this in the supplemental material.

Once the sEMG and the frames are aligned, we extract both 3D keypoints and 2D keypoints

with the VIBE model and checkpoints [15]. The 3D keypoints are normalized with respect to a pre-

computed bounding box, while the 2D keypoints are absolute with respect to the frame dimensions.

For all experiments unless explicitly stated otherwise, the input sequence length is 30 frames and

the output sequence length is 30 sEMG values per muscle, corresponding to 3 seconds. Once the

dataset was split into intervals of 3 seconds, the train/test split was created by randomly choosing
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20% of the 3 second intervals within an exercise per subject to be allocated to the test set, and the

remaining 80% was allocated to the training set.

2.3 Method

Our approach aims to learn the bidirectional mapping between the visual modality and the

muscle modality, which allows us to perform three tasks: a) infer muscle activity from video, b)

infer pose from muscle activity, and c) provide recommended motions to people that will target

certain muscles. In this section, we present this approach.

2.3.1 Muscle and Motion Mappings

The characteristics of muscle activity make the sEMG signal challenging to analytically pro-

cess. We aim to overcome these challenges by leveraging the synchronization with the visual

modality. By �nding the correlations between a person's visible motion and the sEMG signal, we

can learn representations that encode muscle activity with respect to motion.

Let G2 R � � ) be the human pose of a person, extracted over keypoints, with dimensionality

� , for ) frames in a video. Our goal is to predict the muscle activity that created the motion, which

we denote as< 2 R" � ) for " individual muscles, as well as to reconstruct motionG2 R � � )

from muscle activity< . We aim to learn mappings that transform between these spaces through

the functions:

<̂ = � \ ¹Gº and Ĝ= � l ¹< º (2.1)

where� \ ¹Gº is an encoder parameterized by\ and � is a decoder parameterized byl , both of

which are neural networks whose architecture we describe later. We learn the parameters for both

models through the supervised learning problem:

min
\–l

E¹G–<º »L ¹� \ ¹Gº– <º ¸ L ¹� l ¹< º– Gº¼ (2.2)
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where we use a mean squared loss functionL to compare predictions to the ground truth in both

modalities. We optimize both using stochastic gradient descent with the Adam optimizer [76]. Full

implementation details are provided in the supplemental material.

2.3.2 Modi�cation in Muscle Space

In this section, we explain how our bidirectional model can be used to generate new motions

based on the edits in the muscle modality. Given a goal to minimize a use of the muscle, or

increase the workout of a muscle, we generate a new motion, similar to the input motion, with a

modi�cation that adheres to the muscle activity goal. To do so, given a video, our encoder� �rst

predicts muscle activation̂< 2 R" � ) , composed of" sequences. Let̂< : 2 R) be one muscle

sequences in particular that we choose to scale, either up or down, with scalarB2 R:

�< : = B� <̂ : and �< 9 = <̂ 9 8 9<: (2.3)

The new matrix�< 2 R" � ) is the edited<̂ matrix. Our decoder� decodes�< into a recommended

motion �G:

�G= � ¹ �< º (2.4)

This recommended motion�Gwill be similar to the predicted reconstruction̂G, except the recom-

mended motion is in agreement with the muscle goals dictated by the edited predicted muscle

activation �< .

2.3.3 Architectures

We use a common architecture for both the encoder and decoder, with only minimal modi�ca-

tions between them to adapt to their input and output modalities. See Figure 2.4 for an overview
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Figure 2.5:Motion-to-Muscle Qualitative Results.We illustrate two separate qualitative results.
The �rst row of frames corresponds to a visualization of the predicted activations, and the second
row of frames corresponds to a visualization of the ground truth activations. For the plot beneath
the frames, the dotted line corresponds to the ground-truth values, and the solid line corresponds
to the predictions. Yellow corresponds to relaxed, and red corresponds to �exed.

of both architectures. We factorize the architectures:

� ¹Gº = 5\ 2

�
6\ 1 ¹Gº

�
and� ¹< º = 5l 2

�
6l 1 ¹< º

�
(2.5)

where6 is a local feature extractor and5 is a global feature network.

The local feature extractor for the Motion-to-Muscle encoder receives keypointsG2 R � � ) ,

where is the number of keypoints,� is their dimensionality, and) is the number of frames. This

matrix is then convolved with a �lter\ that has2 channels:

6\ ¹Gº = \ � G (2.6)

The spatial dimension of the kernels\ spans the entirety of the key-point dimension, and the

temporal dimension spans roughly a second of time. Each kernel outputs a feature5, where 5 2

R1� ) . Since there are2 channels, the resulting output from the temporal convolution layer is a

sequence of) embeddings31– •••– 3) , s.t. 3C2 R128.
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