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Abstract

Learning representations under data heterogeneity:

Scalable self-supervised models for generalizable neural encoding and decoding

Yizi Zhang

Large neuroscience and animal behavior datasets are increasingly heterogeneous, enabling

us to learn the bidirectional relationship between the brain and behavior under diverse experi-

mental conditions, modalities, and tasks. However, such heterogeneity also makes it challenging

to learn representations that generalize beyond a single dataset or setting. This thesis develops

methodologies to address these challenges, with a focus on neural encoding and decoding and

their applications in brain–computer interfaces (BCIs).

The first part of the thesis focuses on classical probabilistic and statistical approaches for pre-

dicting animal behavior from neural activity recorded using high-density Neuropixels probes. We

propose two statistical models for neural decoding. The first utilizes a Gaussian mixture model in

which mixture assignments are conditioned on the behavior of interest and allowed to vary over

time. The second imposes a low-rank constraint on the weight matrix of a linear regression model

to capture shared spatial and temporal firing patterns across neural data from multiple recording

sessions. While these methods provide interpretability and statistical grounding, they remain lim-

ited in important ways. In particular, they are either restricted to modeling data from a single

recording session or rely on inductive biases that fail to capture the full variability present in large,

heterogeneous neural datasets.

To overcome these limitations, the second part of this thesis develops scalable deep learning



approaches, in particular, transformers, for modeling large, heterogeneous neural datasets. Unlike

classical models with fixed inductive biases, transformers provide a flexible function class capa-

ble of capturing data variability across sessions, modalities, and experimental conditions while

learning shared, invariant latent structure that generalizes across datasets. We introduce a unified

self-supervised training framework for extracting robust and transferable structure from diverse,

largely unlabeled neural data. By leveraging large-scale pretraining across heterogeneous data

sources, the resulting models achieve improved sample efficiency and stronger cross-dataset gen-

eralization. Through several case studies, we demonstrate that self-supervised pretraining consis-

tently yields representations that outperform task-specific models when adapting to new datasets

with minimal supervision.

The preceding parts focus on neural representation learning under extreme data heterogeneity.

However, understanding the relationship between the brain and behavior also requires robust repre-

sentations of complex behaviors themselves. To this end, we propose a self-supervised framework

that pretrains vision transformers on large-scale, unlabeled video data capturing animal behavior.

We show improved performance in extracting behavioral features that exhibit stronger correlation

with neural activity in downstream analyses. In a separate line of work, we extend our framework

to language, which can also be viewed as a form of behavior, and utilize existing pretrained large

language models (LLMs) that encode language priors. By combining transformers pretrained on

cross-species neural data (human and non-human primates) with pretrained LLMs, we translate

neural activity into text, with the goal of restoring speech for individuals with paralysis. Together,

we demonstrate that large-scale self-supervised learning provides a powerful framework for mod-

eling variability in both neural activity and behavior, enabling more generalizable neural encoding,

decoding, and their applications in BCIs.
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Chapter 1: Introduction

Recent advances in neural recording technologies have dramatically increased the scale and

scope at which neural activity can be measured. Modern electrophysiological probes such as Neu-

ropixels enable simultaneous recordings from hundreds to thousands of neurons across multiple

brain regions in behaving animals, while large collaborative efforts such as the International Brain

Laboratory (IBL) have produced standardized datasets collected across laboratories, animals, and

experimental conditions. At the same time, advances in computer vision and neural interface tech-

nologies have made it possible to collect increasingly rich behavioral measurements, ranging from

detailed animal pose extracted from video to complex behaviors such as speech. Together, these

developments provide unprecedented opportunities to study the bidirectional relationship between

neural population activity and behavior across multiple brain regions. However, these datasets are

also highly heterogeneous: recordings differ across laboratories, modalities, species, brain regions,

tasks, and experimental conditions. While such heterogeneity contains valuable information about

neural systems under diverse settings, it poses signi�cant challenges for developing models that

generalize beyond a single dataset or experiment. This thesis aims to address the above challenges

by learning robust and transferable representations across diverse datasets using both traditional

and modern machine learning models.

1.1 Statistical models for neural decoding

Traditional approaches for analyzing neural population activity have largely relied on classical

statistical models with carefully designed inductive biases, including generalized linear models,

latent variable models, and state-space models. These methods provide important insights into

neural coding and have been widely used for predicting behavior from neural activity. In the �rst
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part of this thesis, we develop two statistical approaches for neural decoding using high-density

Neuropixels recordings. In Chapter 2, we employ a Gaussian mixture model for spike feature

distributions, in which mixture assignments depend on behavioral variables and evolve over time.

During training, the model learns the association between neural activity and behavior and uses

this information to predict behavior from observed spike features during inference. Chapter 3

introduces a low-rank constraint on the weight matrix of a linear regression model to capture shared

temporal �ring patterns across neural recordings from multiple sessions. This shared structure can

be used to improve decoding performance. While these models provide statistically grounded and

interpretable frameworks, they remain limited when applied to large, heterogeneous datasets, as

they either operate at the level of individual sessions or rely on structural assumptions that may not

capture the full variability across experiments.

1.2 Self-supervised models for large-scale neural datasets

To address these limitations, the second part of this thesis develops scalable deep learning

approaches for modeling heterogeneous neural datasets, with a particular focus on transformer

architectures trained using self-supervised learning. These models aim to learn shared representa-

tions of neural population activity that generalize across brain regions, animals, and experimental

conditions. In Chapter 4, we take a �rst step toward this goal by developing a masked autoencoder

for neural activity reconstruction that supports diverse downstream tasks across multiple brain ar-

eas. We introduce a novel self-supervised training objective in which the model alternates between

masking and reconstructing neural activity across different time steps, neurons, and brain regions,

enabling it to learn generalizable spatiotemporal structure from multiple sessions. We demonstrate

that our multi-task-masking (MtM) approach signi�cantly improves the performance of current

state-of-the-art (SOTA) population models. We also show that by training on multiple animals,

we can improve the generalization ability of the model to unseen animals, paving the way for a

foundation model of the brain at single-cell, single-spike resolution.

Building on this foundation, Chapter 5 extends the framework to a multimodal setting that
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enables neural encoding and decoding to be learned jointly at scale. Central to this approach is

a novel multi-task masking strategy that alternates between neural and behavioral masking ob-

jectives, as well as within-modality and cross-modality prediction tasks. This training paradigm

enables seamless translation between neural activity and behavior across heterogeneous datasets.

We pretrain our model on the IBL repeated site dataset, which includes recordings from 83 animals

performing the same visual decision-making task. In comparison to other large-scale models, we

demonstrate that our method achieves SOTA performance for both encoding and decoding when

pretrained on multi-animal data and then �ne-tuned on new animals. Surprisingly, the learned em-

beddings exhibit emergent properties: even without explicit training, they are highly predictive of

the brain regions in each recording.

Chapter 6 further expands the self-supervised framework to address a fundamental limitation

of electrophysiological recordings: the inability to simultaneously record from all brain regions.

We introduce a masked autoencoding approach for inferring the neural dynamics in unrecorded

brain areas by training models across animals with overlapping but incomplete sets of recorded

regions. By exploiting shared structure across individuals, the model learns to reconstruct activity

in missing brain areas from observed neural population dynamics. Our results demonstrate that

models trained across animals with partial observations can successfully inpaint the dynamics

of unrecorded regions, enabling multi-area analyses that transcend the limitations of any single

experiment.

1.3 Self-supervised models for large-scale behavioral datasets

Understanding the relationship between the brain and behavior requires robust representations

of both neural activity and behavior. Therefore, the �nal part of this thesis focuses on utilizing

behavioral representations derived from large-scale video and language datasets. In Chapter 7,

we present a scalable framework that pretrains experiment-speci�c vision transformers for diverse

neuro-behavior analyses. This model combines masked autoencoding with temporal contrastive

learning to effectively leverage unlabeled video data. Through comprehensive evaluation across
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multiple species, we demonstrate improved performance in three critical neuro-behavioral tasks:

extracting behavioral features that correlate with neural activity, and pose estimation and action

segmentation in both the single- and multi-animal settings. The proposed method establishes a

powerful and versatile backbone model that accelerates behavioral analysis in scenarios where

labeled data remains scarce.

In Chapter 8, we treat language as a form of decodable behavior and introduce an end-to-

end speech decoding model that translates neural activity into coherent sentences. At the core

of this framework is a cross-task, cross-species pretrained neural encoder whose representations

generalize to both attempted and imagined speech. Instead of learning language representations

from scratch, we leverage pretrained LLMs and fuse their representations with those of the neural

encoder. By integrating representations from a pretrained neural encoder end-to-end with language

representations from an audio LLM decoder, our method reduces the word error rate (WER) of

prior end-to-end approaches by half. Together, these results demonstrate how large-scale, cross-

species neural pretraining can be effectively combined with audio LLMs to enable accurate and

scalable speech decoding.

1.4 Toward a “universal translator” of brain and behavior

Finally, in Chapter 9, we present our progress toward building a multi-task, multimodal foun-

dation model that translates neural population activity across brain regions in mice to and from

complex behavior. This brain-wide foundation model is designed to support a broad range of

neuroscience applications, including classi�cation of cell types and brain regions, prediction of

functional connectivity between areas, and analysis of the bidirectional relationships between neu-

ral activity and rich behavioral features such as 2D and 3D pose estimation and behavioral video

data.

To conclude this thesis, we outline several promising directions for future research. In partic-

ular, we aim to study how latent representations evolve over time using chronic neural and video

recordings collected across extended periods of learning. In parallel, we are exploring approaches
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for constructing richer three-dimensional representations of animal behavior that capture geomet-

ric structure, depth, and behavioral dynamics from video data. Such representations could pro-

vide more informative behavioral features for downstream neural encoding and decoding analyses,

thereby further elucidating the relationship between neural activity and complex behavior.
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Chapter 2: Bypassing spike sorting: Density-based decoding using spike

localization from dense multielectrode probes

2.1 Introduction

Decoding methods for large-scale neural recordings are opening up new ways to understand

the neural mechanisms underlying cognition and behavior in diverse species [1]. The emergence

of high-density multi-electrode array (HD-MEA) devices introduced a tremendous increase in the

number of extracellular channels that can be recorded simultaneously [2, 3], leading to scalable

and high-bandwith BCI systems [4, 5].

Traditional neural decoding methods assume that spiking activity has already been correctly

spike-sorted. As a result, these methods are not appropriate for situations where sorting cannot be

performed with high precision. Despite intensive efforts towards automation, current spike sorting

algorithms still require manual supervision to ensure sorting quality [6]. Even after careful cura-

tion, current spike sorters suffer from many sources of errors including erroneous spike assignment

[7]. The dense spatial resolution of HD probes makes some known issues of spike sorting even

more evident. With the increased density of the recording channels, the probability of visibly over-

lapping spikes (spike collisions) is higher [8]. Even for the same HD dataset, different spike sorters

have low agreement on the isolated units and can �nd a signi�cant number of poorly sorted and

noisy units [9]. Consequently, only single units that pass quality control metrics are included in

many neural coding studies [10].

Because the spike-sorting problem remains unresolved, alternative approaches that do not rely

on sorted single-units for decoding have been proposed. A popular choice is multi-unit threshold

crossing that uses spiking activity on each electrode for decoding [11, 12]. However, this approach

ignores the fact that the signal on each electrode is a combination of signals from different neurons,
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thus making inef�cient use of the data [13]. [14] proposed a spike-sorting free decoding paradigm

that estimates neuronal tuning curves from electrode tuning curves and then infers the behavior

of interest using the estimated tuning curves and newly observed electrode spike trains. More re-

cently, [15, 16, 7, 17] developed spike feature decoding methods that use marked point processes

to characterize the relationship between the behavior variable and features of unsorted spike wave-

forms. However, these decoders based on state-space models make explicit assumptions about the

underlying system dynamics which reduce their �exibility in capturing complex relationships in

the data. Moreover, these methods mainly utilize simple waveform features for decoding such as

the maximum amplitude on each electrode and do not take advantage of HD spike features such as

the estimated spike location.

To leverage the spatial spread and density of HD probes, [18, 19] developed spike localization

methods. These methods estimate the source location of a detected spike; this is a low-dimensional

feature that is informative about the �ring neuron's identity. We propose a probabilistic model-

based decoding method that scales to HD-MEA devices and utilizes these novel localization fea-

tures in conjunction with additional waveform features. We use a mixture of Gaussians (MoG)

model to encode the uncertainty associated with spike assignments in the form of parametric dis-

tributions of the spike features. Unlike traditional MoG models with a �xed mixing proportion,

our method allows the mixing proportion to depend on the behavior of interest and change over

time. This is motivated by the theory that behavioral covariates that modulate neurons' �ring rates

also contain information about spike identities and that such tuning information should be incor-

porated into spike sorting and neural decoding in order to obtain unbiased and consistent tuning

function estimates [20]. To infer the functional relationship between spike features and behavioral

correlates, we employ automatic differentiation variational inference (ADVI) [21] and coordinate

ascent variational inference (CAVI) [22], which enable us to perform ef�cient and accurate infer-

ence while considering the behavior-modulated MoG model.

We apply our method to a large number of HD recordings and decode various types of be-

havioral correlates. Experimental results show that our decoder consistently outperforms decoders
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based on multi-unit threshold crossings and single-units sorted by Kilosort 2.5 [23]. We further

validate the robustness of our method by applying it to recordings with different levels of sorting

quality, HD probes with varying geometry, and recordings from multiple animal species. Consis-

tent with previous results, our �ndings indicate that relying solely on “good” units, as determined

by sorting quality metrics, leads to information loss and suboptimal decoding performance. This

observation motivates our transition to a spike sorting-free decoding framework which enables us

to extract more information from the spiking activity and improve decoding performance.

2.2 Methods

Consider an electrophysiological recording comprised of  trials, where each trial is divided

into ) equally spaced time bins. Let fB8C:g
=C:
8=1– B8C: 2 R� denote a set of spike features, where

8 indexes the 8-th spike, =C: represents the number of spikes collected in the C-th time bin of

the :-th trial, and � is the dimension of spike features. For example, the spike feature B8C: =

¹G8C:– I8C:– 08C:º 2 R3 includes the spike location along the x- and z-axis of the probe, and its max-

imum peak-to-peak (max ptp) amplitude. Let H: 2 R) be the observed time-varying behavior in

the trial :, e.g., the speed of a rotating wheel controlled by a mouse. When the behavior in the trial

: does not vary over time, it can take on either a binary (H: 2 f0– 1g) or scalar (H: 2 R) value, e.g.,

the mouse responds to a scalar-valued stimulus by making a binary decision.

The proposed decoding method comprises an encoder and a decoder model. During the training

of the model, the encoder captures the relationship between the observed spike feature distribution

and the observed behavior. During the testing phase, the decoder utilizes the learned relationship

from the encoder to predict the unobserved behavior based on newly observed spike features. In

the following section, we present a general formulation of the encoding-decoding paradigm and

provide more detailed implementations in the supplementary materials.
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Figure 2.1: Decoding paradigm and graphical model. (a) Spike localization features, ¹G– Iº, the locations of
spikes along the width and depth of the NP1 probe, and waveform features, 0, the maximum peak-to-peak (max ptp)
amplitudes of spikes. Amplitude is measured in standard units (s.u.). Spike features from the entire probe are shown,
and we focus on a speci�c segment of the probe. (b) During the training phase, the encoder takes the observed spike
features B and behavior H from the train trials as inputs and then outputs the variational parameters \ which control the
dependence of the �ring rate _ on the behavior H. At test time, the decoder utilizes the learned model parameters \
obtained from the encoder and the observed spike features B from the test trials to predict the corresponding behavior
in the test trials. To ensure reliable decoding of behaviors, we initially calculate the _ during training using the learned
\ and observed behaviors H from the train trials. Then, we compute the _ during test time using the learned \ and
the estimated behavior Ĥ obtained through multi-unit thresholding from the test trials. Finally, we generate the weight
matrix , for both the train and test trials as input to the �nal behavior decoder, e.g., linear regression or neural
networks [24, 25]. (c) In the encoder, the �ring rates of each MoG component _2C: are modulated by the observed
behavior HC: in the train trials. This modulation affects the MoG mixing proportion c2C:, which in turn determines the
spike assignment I8C:that generates the observed spike features B8C:in the train trials. In the decoder, the behavior HC:
in the test trials is unknown and considered as a latent variable to be inferred. The decoder uses the observed spike
features B8C: from the test trials along with the �xed model parameters \2 learned by the encoder to infer the latent
behavior HC:.

Encoder. The multivariate spike feature distribution is modeled using a mixture of Gaussian

(MoG). The encoder generative model is as follows:

_2C:= _¹C– H: – \2º– \2 � ?¹\ 2º– (2.1)

I 8C:� Categorical¹I8C:; cC:º– cC: = fc 2C:g�
2=1– c2C:=

_2C:Í
20 _20C:

– (2.2)

B8C:� N ¹B 8C:; [ I 8C:º– [2 = ¹` 2– �2º– (2.3)
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where _¹�º is a function that describes the �ring rate's dependence on behaviors H: , while ?¹\2º

represents a general prior on \2 encompassing the model parameters for the mixture component 2.

Intuitively, the behavior-dependent _ governs the mixing proportion c of the MoG, which deter-

mines the speci�c component 2 from which a spike feature B is generated. As _ varies over time

in response to H, spikes that are spatially close and share similar waveform features may originate

from different MoG components at different time points within a trial. In our implementation,

we parameterize _ using a generalized linear model (GLM), but alternative models such as neural

networks (NN) can also be used; see the supplementary material for the GLM con�guration.

We employ variational inference (VI) to learn the unknown quantities. In the standard MoG

setting [22], our goal is to infer the spike assignment I which indicates the latent component from

which the observation B originates. However, unlike the standard MoG, our spike assignment I

is in�uenced by the �ring rates _ of the neurons which are modulated by the behavior H. Con-

sequently, learning the association between _ and H necessitates the estimation of the unknown

model parameters \. Our objective is to simultaneously learn both the latent variables I and model

parameters \ based on the observed spike features B and behavior H. To accomplish this, we posit

a mean-�eld Gaussian variational approximation

@¹I– \º =
Ö

2–C

@¹I2Cº@¹\2º (2.4)

for the posterior ?¹I– \ j B– Hº. Subsequently, we employ the CAVI or ADVI methods to maximize

the evidence lower bound (ELBO) and compute updates for I and \. Analogous to the standard

Expectation-Maximization (EM) algorithm for MoG, the proposed CAVI and ADVI procedures

consist of an E step and a M step. The E step, which updates I, closely resembles that of the

ordinary MoG, while the M step, responsible for updating \, differs. CAVI utilizes coordinate

ascent to �nd \ that maximizes the ELBO, while ADVI employs stochastic gradient ascent for

\ updates. For detailed information on the CAVI and ADVI model speci�cations, refer to the

Appendix.
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Decoder. The decoder adopts the same generative model in Equation 2.1-2.3 as the encoder with

two distinctions: 1) H: is unobserved and considered a latent variable we aim to estimate, i.e.,

H: � ?¹H : º, where ?¹H: º is a general prior, and 2) the model parameters \ are obtained from

the encoder and kept constant. In practice, the choice of prior relies on the nature of H: . For

instance, if H: is binary, we can sample from a Bernoulli distribution while a Gaussian process

prior can capture the temporal correlation between time steps if H: 2 R) . The posterior ?¹I– H j Bº

is approximated using a mean-�eld Gaussian variational approach

@¹I– Hº =
Ö

2–C

@¹I2Cº@¹Hº• (2.5)

We employ standard CAVI or ADVI methods to infer I and decode H.

Robust behavior decoding. In practice, we found that direct decoding of H using the approxi-

mated posterior @¹Hº in Equation 2.5 was not robust, leading to decoding results of inconsistent

quality across different datasets. Although the factorization described in Equation 2.5 may not

fully exploit the available information for predicting H, it is useful for learning about the spike as-

signment I. To enhance decoding robustness, we compute a weight matrix from the MoG outputs

as input to the �nal behavior decoder. The weight matrix, denoted as ,, has dimensions  � � � )

and entries ,:2C :=
Í =C:

8=1@¹I8:2Cº, which capture the posterior probability of assigning spike 8 col-

lected at time C of the trial : into the component 2. In scenarios such as spike sorting or multi-unit

thresholding, spikes are assigned deterministically to one of � sorted single units or thresholded

channels. In this case, , has one-hot rows, and each entry ,:2Crepresents the number of spikes

belonging to trial :, time C and unit (channel) 2. To obtain @¹I8:2Cº, we rely on estimating the

posterior c2C:, which requires either the observed HC: or the estimated ĤC:. During model training,

we can substitute the observed HC: into Equation 2.1 to calculate the posterior c2C: for the train

trials. At test time, we use the estimated ĤC: obtained from multi-unit thresholding along with the

learned encoder parameters \ to calculate the posterior c2C: for the test trials. With the posterior

c2C: in hand, we then estimate @¹Iº to compute the weight matrix , for both the train and test
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trials, which serves as input to the �nal behavior decoder. The choice of the behavior decoder

depends on the user's preference. For instance, we can use logistic regression as the behavior de-

coder for binary H: , and ridge regression for H: 2 R) that exhibit temporal variations. Additional

information regarding the selection of the behavior decoder can be found in the Appendix.

2.3 Experiments

We conducted experiments using both electrophysiological and behavior data obtained from

the International Brain Laboratory (IBL) [27]. The electrophysiological recordings were acquired

using Neuropixels (NP) probes that were implanted in mice performing a decision-making task.

Each recording comprises multiple trials with several behavioral variables recorded during each

trial including the choice, face motion energy, and wheel speed; see Figure 2.2 (a) for details.

Each trial has a duration of 1.5 seconds and is divided into 30 time bins of 50 milliseconds length.

The NP probe spans multiple brain regions; an example of the brain parcellation can be seen in

Figure 2.3. To prepare the recordings for decoding, we �rst applied IBL's standard destriping pro-

cedure [28] to reduce artifacts. Then, we used a subtraction-based spike detection and denoising

method described in [29]. After preprocessing, we computed the spike locations [19] to acquire

spike features for decoding and then utilized registration techniques [30] to correct for motion drift

in the recorded data. Further details about data preprocessing can be found in the Appendix. In

all experiments, we used spike locations along the width and depth of the NP probe, and maxi-

mum peak-to-peak amplitudes of spikes for decoding. We selected this set of spike features based

on empirical evidence from our experiments, which showed their good decoding performance.

Furthermore, previous studies [29, 31] have also recognized that these features were highly infor-

mative about unit identity. Figure 2.1(a) illustrates the spike localization and waveform features

that were utilized for decoding.

We evaluate the performance of our decoding method by comparing it to the following base-

lines: (1) Spike-thresholded decoders which utilize the spiking activity on each electrode after a

voltage-based detection step. (2) Spike-sorted decoders that utilize all single-units found using
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Figure 2.2: Density-based decoding is robust to varying levels of spike sorting quality. (a) We decode various
behaviors including choice, motion energy and wheel speed. In the experimental setup, the mouse detects the presence
of a visual stimulus to their left or right and indicates the perceived location (choice) by turning a steering wheel in the
corresponding direction. Motion energy is calculated within a square region centered around the mouse's whiskers.
The example behavior traces are distinguished by different colors for each trial. (b) We compare decoders using two
experimental sessions with “good” sorting quality (represented by the color green) and two sessions with “bad” sorting
quality (represented by the color purple) based on IBL's quality metrics. The box plots display various statistical
measures including the minimum, maximum, �rst and third quartiles, median (indicated by a gray dashed line), mean
(indicated by a red solid line), and outliers (represented by dots). These decoding metrics are obtained from a 5-fold
CV and are averaged across both “good” and “bad” sorting example sessions. (c) We compare the traces decoded by
spike-sorted decoders and our method on example sessions with “good” sorting quality (indicated by green) and “bad”
sorting quality (indicated by purple). (d) The scatter plots depict the decoding quality of motion energy, measured
by ' 2, with respect to various spike-sorting quality metrics. Each point represents one of the 20 IBL sessions, and
different colors and shapes are used to distinguish between the type of decoder and sorting quality. The sorting quality
metrics include “contamination,” which estimates the fraction of unit contamination [26], “drift,” which measures the
absolute value of the cumulative position change in micrometers per second (um/sec) of a given KS unit, and “missed
spikes,” which approximates the fraction of missing spikes from a given KS unit [26]. These metrics are averaged
across all KS units in a session. The scatter plots demonstrate that decoding quality tends to decrease when sorting
quality is compromised. However, our method outperforms spike-sorted decoders even in the presence of these sorting
issues.
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Kilosort (KS) 2.5 [32]. (3) Spike-sorted decoders based on “good” units which consist of KS units

that have passed IBL's quality control procedure [10]. The parameters used for KS were tuned

across multiple IBL datasets as described by IBL's spike sorting white paper [28].

To assess the quality of decoding, we perform 5-fold cross validation (CV) and compute rele-

vant decoding metrics. The coef�cient of determination ('2) is used to evaluate continuous behav-

ior decoding (e.g., motion energy and wheel speed) while accuracy is used for discrete behaviors

(e.g., choice). To demonstrate the ef�cacy of our approach in a wide range of settings, we conduct

the following experiments.

Varying levels of spike sorting quality. Our objective is to compare the proposed decoding

method to spike-sorted decoders using datasets which have varying levels of spike sorting quality.

We apply our method to two datasets with high sorting quality (“good” sorting) and two with low

sorting quality (“bad” sorting). The quality of sorting is assessed using IBL's quality metrics [28].

Although motion registration has been performed, we �nd that the recordings that have “bad”

sortings are more affected by motion drift then the recordings which have “good” sortings; see

supplementary materials.

Different brain regions from 20 datasets. To demonstrate the ef�cacy of our method across

many different datasets, we decode 20 IBL datasets [10]. In these datasets, mice perform a be-

havioral task while NP1 probes record activity from multiple brain regions. These brain regions

are repeatedly targeted across all the datasets. To explore how behaviors are linked to speci�c

brain regions, we use spikes that are con�ned to a particular area of the mouse brain for decoding.

We collect decoding results from the posterior thalamic nucleus (PO), the lateral posterior nucleus

(LP), the dentate gyrus (DG), the cornu ammonis (CA1) and the anterior visual area of the visual

cortex (VISa).

Different probe geometry. Our method is capable of decoding electrophysiological data from a

variety of HD probes. To demonstrate this, we apply our method on Neuropixels 2.4 (NP2.4) and
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Neuropixels 1.0 in nonhuman primates (NP1-NHP) datasets. The NP2.4 and NP1-NHP recordings

are preprocessed using an identical pipeline as employed for NP1; see Appendix for details. For

spike sorting, the NP2.4 and NP1 adopt the same KS parameters as outlined in IBL's spike sorting

procedure. Different KS parameters are utilized for NP1-NHP probes which are detailed in [33].

• NP2.4: Each NP2.4 probe consists of four shanks and a total of 384 channels [3]. NP2.4

probes are more dense (i.e., more channels in a given area) than NP1. The mice were trained

in accordance with the IBL experiment protocols to perform a visual decision-making task.

The behavioral correlates we decode are choice, motion energy, and wheel speed.

• NP1-NHP: NP1-NHP is designed for nonhuman primate species, such as macaques. The

NP1-NHP probe maintains the same number of channels as NP1 (384), but its overall length

is extended, resulting in a sparser con�guration compared to NP1 [33]. During the experi-

ment, the macaque underwent training in a sequential multi-target reaching task [34]. The

behavioral correlate we decode is the monkey's arm force. The probe was implanted in the

macaque's motor cortex.

Comparison to a state-of-the-art clusterless decoder. Although the lack of available code for

prior methods make comprehensive comparisons dif�cult, we benchmark our density-based de-

coder against a state-of-the-art clusterless decoder on datasets from both HD probes and multiple

tetrodes. We compare our method to the clusterless point process decoder of [35], which utilizes a

marked point process to connect spike features with behaviors. For more details of this compari-

son, see supplementary materials.

To decode the binary choice variable, we utilize the CAVI algorithm described in the Appendix.

For continuous behaviors like motion energy, wheel speed, and arm force, we employ the ADVI

algorithm outlined in the Appendix. We specify the maximum number of iterations as a hyperpa-

rameter in the CAVI model as it requires analytical updates for the model parameters. Running the

CAVI encoder and decoder for fewer than 50 iterations yields satisfactory decoding outcomes. As

for the ADVI algorithm, we implement it in PyTorch and update the model parameters using the
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Adam optimizer with a learning rate of 0.001 and a batch size of 6. The ADVI model is run for

1000 iterations.

2.4 Results

Varying levels of spike sorting quality. The performance of our method in comparison to the

spike-thresholded and spike-sorted decoders for both the “good” and “bad” sorting examples is

summarized in Figure 2.2. For the “good” sorting examples, our method has the highest decoding

performance for motion energy and wheel speed. For choice decoding, our approach is comparable

to decoding based on all KS single-units and better than decoders based on multi-unit thresholding

and “good” KS units. For the “bad” sorting sessions, the gap in decoding performance between

our method and other decoders is more pronounced. Example traces are illustrated in Figure 2.2

(c), which demonstrate that the behavior traces decoded by our method closely match the observed

traces compared to decoded traces from the sorted decoders. In Figure 2.2 (d), we quantify the

relationship between sorting quality and decoding quality using data from 20 IBL sessions. For all

three quality metrics, the performance of our decoder and the spike-sorted decoder decreases as

the quality of the sorting decreases. Despite this decrease in performance, our method consistently

has better performance than the spike-sorted decoder even in the presence of signi�cant motion

drift as well as a when there is a large fraction of missed spikes or contaminated units.

Different brain regions from 20 datasets. The decoding results across various brain regions

for 20 IBL sessions are summarized in Figure 2.3. Overall, our approach consistently achieves

higher ' 2 values compared to other competing methods in decoding both motion energy and wheel

speed across the �ve recorded brain regions. Notably, decoders based on “good” KS units exhibit

poor performance across all recorded brain regions when compared to decoders based on all KS

units. This observation highlights the importance of utilizing all available information for decoding

behaviors rather than solely relying on “good” units based on sorting quality metrics. The scatter

plots in Figure 2.3 (b) indicate a general trend where decoding quality tends to increase when more
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Figure 2.3: Decoding comparisons broken down by brain regions. (a) We decoded 20 IBL datasets acquired using
NP1 probes which were inserted into mice performing a behavioral task. The locations of the probe insertions in the
mouse brain and the corresponding brain parcellations along the NP1 probe are shown. We compared the performance
of all decoders across different recorded brain regions. For the “All” region, spikes from all brain regions were utilized
for decoding. In contrast, for the “PO,” “LP,” “DG,” “CA1,” and “VISa” regions, only spikes from the respective re-
gions were used for decoding. The decoding performance were summarized using box plots showing metrics obtained
through a 5-fold CV and averaged across 20 IBL sessions. We observe a higher accuracy from PO, LP, and VISa
regions when decoding choice; decoding results are more comparable across regions for the continuous behavioral
variables. Our proposed decoder consistently achieves higher accuracy in decoding the continuous variables. (b) We
use scatter plots to quantify the relationship between decoding quality, measured by '2 from decoding motion energy,
and the number of components used for decoding. In the case of “all KS” and “good KS”, the number of components
corresponds to the number of KS units. For our method, the number of components refers to the number of MoG
components used. For all methods, the decoding performance is higher when using more components (in the regime
of a small number of components). Our decoding method consistently outperforms spike-sorted decoders based on
KS 2.5 while tending to need fewer components.
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Figure 2.4: Decoding performance generalizes across different animals and probe geometry. (a) We compare all
decoders on a NP2.4 dataset using box plots showing performance metrics obtained from a 5-fold CV. Our method
achieves much higher performance than all other decoders on continuous behavior decoding with slightly worse choice
decoding than the spike-sorted decoder. (b) We utilize data from a single NP1-NHP recording session to decode the
reaching force of a monkey engaged in a path-tracking (pacman) behavioral task. The decoders are evaluated through
both quantitative analysis (box plots) and qualitative examination of the decoded traces. Each trial within the NP1-
NHP recording has a duration of 9.85 seconds. Our method outperforms all other decoders on predicting the arm
force.

components (i.e., KS units for the spike-sorted decoders and MoG components for our method)

are available for decoding. However, our method outperforms spike-sorted decoders even with a

limited number of components.

Different probe geometry. The decoding results for the NP2.4 and NP1-NHP geometries are

illustrated in Figure 2.4. For NP2.4, our approach signi�cantly outperforms other competing

methods when decoding motion energy and wheel speed, while again, the approaches are more

comparable when decoding the discrete choice variable (our method performs slightly worse than

the spike-sorted decoder). For NP1-NHP, Figure 2.4 demonstrates that our method achieves better

decoding performance ('2 � 0•6) compared to the spike-thresholded ('2 � 0•2) and spike-sorted

baselines ('2 � 0•3). “Good” KS units are not available in this scenario (the IBL quality criteria

were not applied to this primate dataset) and are therefore not included in the results.

Comparison to a state-of-the-art clusterless decoder. We compare our method to a state-of-

the-art clusterless point process decoder [35] in Table 2.1. Our method has higher decoding perfor-
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mance than the point process decoder on both HD and simulated tetrode datasets for all behavior

variables. This performance improvement is likely due to the increased �exibility of our decoder

compared to state-space models that make stronger assumptions about the dynamics of the decoded

signals.

Multiple tetrodes (position) NP1 (wheel speed) NP1 (motion energy)

[35] 0.91 (� 0.01) 0.50 (� 0.16) 0.55 (� 0.15)

Density-Based 0.97 (� 0.03) 0.63 (� 0.12) 0.63 (� 0.14)

Table 2.1: Comparison to a state-of-the-art clusterless decoder. We evaluated the performance of both methods
using 5-fold cross-validation. We reported the mean correlation between the ground-truth behavior and the decoded
behavior along with the standard deviation. All tetrode data was simulated. For the HD datasets, we averaged the
results across three IBL datasets.

Computation time. In Figure 2.5, we provide a computation time comparison relative to real-

time. Our decoding step operates at a sub-real-time pace (0.3 times real-time). The total time after

preprocessing for our method is close to real-time.

Figure 2.5: Computation time measured relative to real-time. “Preprocessing” includes destriping, required by all
decoders [10]. “Total after preprocess” includes spike subtraction, denoising, localization, registration and density-
decoding. The computation time of the clusterless point process decoder [35] is also provided.

2.5 Discussion

In this work, we introduce a probabilistic model-based neural decoding method that relates

spike feature distributions to behavioral correlates for more accurate behavior decoding. Our

method is designed for high-density recording devices such as Neuropixels probes, utilizing novel

HD spike features (i.e., spike locations) and maximum peak-to-peak amplitudes of the spikes. We
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further develop an ef�cient variational approach to perform inference in this model. We bench-

mark our method across a comprehensive set of HD recordings with varying levels of sorting

quality, different probe geometries, and distinct brain regions. We demonstrate that our decoding

method can consistently outperform spike-thresholded decoders and spike-sorted decoders across

a wide variety of experimental contexts. This motivates a shift towards a spike-feature based de-

coding paradigm that avoids the need for spike sorting while also achieving comparable or superior

decoding performance to approaches relying on well-isolated single-units.

While our method shows promising results, it is essential to explore avenues for improve-

ment. Two potential improvements to our method include utilizing deep learning-based models to

capture complex functional associations between �ring rates and behaviors and also introducing

dependencies among the mixture components to account for correlated neuronal �ring patterns.

An interesting extension of this work would be to apply this spike-feature based paradigm to un-

supervised learning of neural dynamics which would enable us to estimate MoG “�ring rates”

conditioned on time-varying latent variables. By addressing these challenges and expanding the

scope of our method, we can advance our understanding of neural activity and its relationship with

behavior in both the supervised and unsupervised settings.
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Chapter 3: Exploiting correlations across trials and behavioral sessions to

improve neural decoding

3.1 Introduction

Neural decoding is a critical tool for understanding the relationship between neural activity and

behavior. Traditional neural decoders operate on a single-trial, single-session basis [36, 24], mod-

eling neural–behavioral relationships within individual trials. However, they ignore correlations

across trials and sessions in both the neural and behavioral data, missing opportunities to exploit

the rich structure of large-scale datasets spanning multiple sessions, animals, and brain regions.

Similar neural activities emerge across experimental sessions when animals perform the same

task [37, 38, 39, 40]. Leveraging such inter-session neural similarities offers an opportunity to im-

prove single-session decoding [41, 42, 43], but direct sharing is dif�cult since each session records

different neurons. An alternative approach is to capture population-level variations via their cor-

relation structures in neural latents across sessions. Previous unsupervised and self-supervised

studies follow this strategy to estimate shared neural dynamics [44, 45, 46, 47], though the learned

latents often lack behavioral relevance and thus require �ne-tuning for decoding. Supervised ap-

proaches can instead learn behaviorally relevant neural representations across sessions, but ex-

isting methods [48, 49] demand heavy computation and produce complex black-box models. A

lightweight, interpretable model is therefore needed to share behaviorally relevant neural variations

across sessions.

Animal behavior depends not only on the current task but also on prior experiences. For ex-

ample, Ashwood et al. [50] show that mouse decisions re�ect internal states persisting across

tens to hundreds of trials, well captured by hidden Markov models (HMMs). These latent states

are reproducible across animals and sessions, and many experiments exhibit similar trial-to-trial
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correlations. Accounting for these behavioral correlations, alongside inter-session neural similari-

ties, can potentially improve decoding. Moreover, inferring these latent states reveals the internal

dynamics driving behavior and how animals transition between states during a task. Examining

whether such latent states are shared across individuals can further distinguish common behavioral

strategies from animal-speci�c ones.

In this work, we develop two complementary methods to leverage neural and behavioral corre-

lations for improved decoding. For neural data, we propose a multi-session reduced-rank regres-

sion model that captures shared temporal patterns across sessions while preserving session-speci�c

differences in neural activity. For behavioral data, we introduce multi-session state-space models

to infer latent states from trial-to-trial correlations. These representations are then used to im-

prove single-trial, single-session decoders. Unlike deep learning approaches that rely on complex

black-box models, our methods are simple, interpretable, and easy to �t. We evaluate the proposed

approaches on IBL mouse Neuropixels recordings [51, 52] spanning 433 sessions and 270 brain

regions, as well as on the Allen Institute Neuropixels visual coding dataset [53] and a primate

random target reaching task with Utah arrays [54]. Across datasets, species, and tasks, our mod-

els improve decoding accuracy. They are also computationally ef�cient, allowing us to create a

brain-wide map of behaviorally relevant timescales and identify task-related neurons.

3.2 Formulation of the neural data-sharing model

Our goal is to decode behavior H 2 R% from spike-sorted, temporally binned spike counts.

For each trial :, neural activity has size # � ) , where # is the number of neurons and ) the

number of timesteps. Recordings are split into 2s trials, each divided into 20ms bins, producing

) = 100 timesteps. For each trial, we construct - 2 R#�) by aggregating spike counts, and use

it to compute a decoder estimate 3 2 R% of the true behavior H 2 R%. H is constant within a trial

(per-trial decoding); when % = ), H varies across time (per-timestep decoding). For simplicity, we

�rst present the model assuming H is scalar (% = 1).

Traditional single-session decoders use full-rank models with an unconstrained weight matrix
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Figure 3.1: Schematic illustration of the neural and behavioral data-sharing models. (A) Mice indicate the
location of a visual stimulus by rotating a wheel. (B) Neural activity consistently increases after stimulus onset
(dashed line, t = 0s) across 4 sessions. Each row shows a neuron's Peri-Stimulus Time Histogram (PSTH), averaged
over all trials. (C) Multi-session reduced-rank regression: neural activity -8 is projected onto a subject-speci�c basis
* 8 and multiplied by a shared temporal basis + to predict behavior 38. (D) Multi-region reduced-rank regression:
for subject 8 and region 9, activity is projected onto *8 and multiplied by a region-speci�c temporal basis +9 = � 9�
to produce behavior 398. (E) Slowly-changing prior beliefs H: (dark purple) show trial-to-trial correlations ignored
by single-trial decoders (light purple). Behavioral patterns are consistent across sessions. (F) LG-AR1 model: latent
behaviors I: and observed decoder outputs 3: match the color-coded examples in panel E. (G) Binary choices H:
(blue/green) show trial-to-trial correlations missed by single-trial decoders 3: grey). Similar behavioral patterns also
occur across sessions. (H) BMM-HMM model: latent states B: , latent behaviors I: , and observed decoder outputs 3:
match the color-coded examples in panel G.

, 2 R #�) :

3 = 5
�
vec¹-º > vec¹,º ¸ 1

�
– (3.1)

where vec¹�º denotes the vectorization (�attening) operator and 1 2 R is a bias term. For large #

and ), the number of parameters grows quickly, making such models prone to over�tting.

To mitigate over�tting, we impose a low-rank constraint on the weight matrix by factorizing it
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