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Abstract

Toward Democratizing Interactive Data Interfaces

Yiru Chen

Interactive data interfaces are critical in nearly every stage of data management—including

data cleaning, wrangling, modeling, exploration, and communication. Yet creating new interfaces

remains challenging—it requires careful specification of the analysis task, thoughtful interface

design, and backend optimization to ensure responsiveness at scale. As data grows and shifts to

cloud DBMSes, these challenges only intensify.

This dissertation envisions a more accessible and automated approach to building interactive

data interfaces. It introduces DATA INTERFACE GRAMMAR, a compact and analyzable

representation of interface analysis tasks. At the heart of DATA INTERFACE GRAMMAR is the idea

of choice, which captures structural variations across queries while preserving their correspondence

to interface design, thereby enabling new applications in automating both interface design and

backend optimization. To automate interface design, we develop PRECISION INTERFACES 2, the

first system that automatically generates fully interactive data interfaces from query sequences, and

NL2INTERFACE, a prototype that extends this capability to natural language queries. To

automate backend optimization, we formulate the PHYSICAL VISUALIZATION DESIGN problem

and develop JADE, a prototype system that automatically generates backend architectures satisfying

both per-interaction latency requirements and resource constraints.
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Chapter 1: Introduction

The widespread availability of data has empowered individuals across many domains to conduct

analysis and extract insights. General-purpose database interfaces, such as SQL [37, 74], are capable

of expressing a wide range of data analysis tasks. However, SQL's complexity hinders its usability,

as evidenced by the SQL-99 speci�cation, which is over 1400 pages long [106]. This complexity

makes SQL cumbersome even for experts and is largely inaccessible to less technical users.

To make data analysis more approachable, interactive data interfaces (or simplyinterfaces)

allow users to specify and modify analyses using interaction controls such as dropdowns and

sliders. These interfaces hide the complexity of the underlying query language and return outputs

as visualizations, helping users quickly understand the results. They have become essential tools

in many stages of the data management work�ow, including data cleaning [153], wrangling [85],

modeling [59], exploration [114, 28], and communication [76, 53]. Below is an example interface.

Example 1 For example, �g. 1.1 shows a COVID-19 interface that was frequently referenced during

the pandemic. The user modi�es the state to be Arizona using the dropdown widget, which constructs

the queryselect cases, date, from covid where state = 'AZ' . This query is

sent to the backend data system, which executes it and returns the results. The results are then

populated into the visualization, allowing the user to see the trend of COVID-19 cases in Arizona.

These interfaces are composed of three key elements: (1) a representation of the analysis

to perform, (2) a user interface that lays out visualizations to present the results and provides

interactions for users to manipulate the queries, and (3) a backend data system that execute queries

in response to user interactions [56, 112, 97]. A good interface should re�ect the user's analytical

intent, support intuitive interactions, and respond within an acceptable latency threshold.

Many software frameworks support interface creation: front-end libraries such as jQuery,

1



Figure 1.1: A COVID-19 data interface showing interactive �ltering. The user selects "Ari-
zona" from the dropdown, which generates the query -select cases, date, from covid
where state = 'AZ' . The query is executed by the backend system, and the results is visual-
ized to show the trend of COVID-19 cases in Arizona.

React, and Shiny [83, 125, 23] provide primitives for rendering UI components and handling user

interactions. Visualization toolkits like Vega-Lite and D3 [128, 17] help specify visual encodings

and interactive behaviors based on data properties. Rapid prototyping tools such as AirTable, Figma,

and Plasmic [4, 51, 121] simplify layout and component authoring. Additionally, dashboard builders

like Metabase [107], Retool [127], and Tableau [114] help non-technical users author interactive

interfaces. However, these tools either limit the types of queries users can express (e.g., to �ltering

or aggregation tasks), or they require substantial programming and con�guration effort to support

more general analyses.

Furthermore, when the dataset is large, ensuring the responsiveness of each interaction requires

additional backend system optimization, signi�cantly increasing the engineering burden—one that

no existing tool can easily relieve. Existing physical database design techniques [52, 105, 158,

6, 21] optimize query workloads by selecting indexes, views, or partitions based on historical

query workloads. However, these approaches operate at the workload level and focus on mini-

mizing average latency. While this reduces overall cost, it often fails to make latency-sensitive

interactions—such as widget brushing or slider updates—respond quickly, leading to poor user

experience [98]. Visualization-speci�c optimizations [119, 43, 87, 99, 155, 69, 146] reduce query

latency for narrow classes of queries and are often tailored to speci�c visual encodings or backend

2



systems. While effective in constrained scenarios, they lack a general mechanism for expressing

and optimizing diverse interaction-level performance constraints.

To create a data interface that supports arbitrary analyses and remains responsive at scale, one

must address several core challenges, which span the following three tightly coupled steps:

• What is the interface analysis?The �rst step is to determine the required analysis. This

includes identifying the data to be processed and the analysis the user wants to conduct with

this data interface.

• How to design the interface?Once the analysis has been determined, the interface designer

can now choose the appropriate visualizations, interactions, and layouts to design the interface.

• How to optimize the backend data system so that each interaction responds interactively?

Each interaction has different latency requirements [98], and expertise in system optimization

is needed to ensure that the resulting interface remains responsive as data size increases.

These steps require multiple areas of expertise: writing complex queries over diverse data

sources, designing an effective interface, and optimizing the system backend for responsiveness.

The three steps are closely connected and need to remain synchronized. When the user changes the

analysis, the interface design must be adjusted to re�ect the new requirements. Previous system

optimizations might not suf�ce for the new interface, so rebuilding the backend may be necessary.

In practice, this tight coupling makes interface creation a slow and fragile process. Teams often

rely on handoffs between data analysts, visualization designers, and backend engineers—each using

separate tools and abstractions. Even minor changes to the analysis can trigger a cascade of rework

across layers. For example, switching from a per-region breakdown to a per-product view might

require rewriting queries, modifying charts, and optimizing performance anew. These coordination

costs discourage iteration, make interfaces hard to maintain, and limit access to only well-resourced

teams with specialized expertise.

What if we had an intermediate representation that captures the structure of an interface's

underlying analysis?With it, different roles could work independently—data practitioners specify
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analysis, designers focus on interface design, and system engineers optimize for interaction respon-

siveness. However, existing approaches fall short of enabling this capability. Prede�ning all queries

does not scale and lacks a clear correspondence to interactions. Parameterized queries [75] support

only limited transformations such as �ltering. Programmatic SQL generation, while expressive,

is not analyzable. Visualization tools like Tableau [114] and Vega-Lite [128] de�ne interactions

implicitly through con�guration but do not expose the underlying queries in a form that supports

analysis or optimization. We desire such an intermediate representation—one that is compact, has a

clear correspondence with interactions, and is amenable to analysis.

Thinking more boldly:if we had such a representation, what if both the interface design

and system optimization could be also automatically generated?If that were possible, then

given a speci�cation of the intended analysis, the cost of interface creation could be signi�cantly

reduced. This would make powerful interactive data interfaces more accessible to a broader

audience and enable rapid iteration, allowing users to adjust their analysis and regenerate the

interface automatically.

This dissertation explores this vision: rethinking how interactive data interfaces are de�ned,

designed, and optimized—starting from an intermediate representation of the analysis task and

automating the rest.

1.1 Dissertation Overview and Contributions

The goal of this dissertation is to

develop a representation for an interface's analysis task and build on it to simplify

interface creation through automatic interface design generation and backend system

optimization.

The �rst contribution of this dissertation isDATA INTERFACEGRAMMAR (DIG) (Chapter 3),

an intermediate representation for specifying analysis tasks which is compact to represent any

analysis, simple to translate into an interface design, and amenable to of�ine analysis. We intro-
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duceDIFFTREE, a variant ofDATA INTERFACEGRAMMAR over abstract syntax trees. Based on

DIFFTREE, we developPRECISION INTERFACES2 (PI2) (Chapter 4)1, a system that automatically

generates interactive data interfaces from query sequences.NL2INTERFACEextends this capabil-

ity by allowing natural language queries as input. We further introduceDIFFPLANs, a variant of

DATA INTERFACEGRAMMAR that captures differences in query execution plans. Based on this,

we propose thePHYSICAL V ISUALIZATION DESIGN (PVD) problem (Chapter 5), which aims to

automatically optimize the backend system to ensure the responsiveness of each interaction. We

�nally present JADE, the �rst prototype system developed to address the PVD problem.

1.1.1 DATA INTERFACEGRAMMAR

The goal here is to �ll the gap that there is no good representation for interfaces. We advocate

for DATA INTERFACE GRAMMAR (DIG), which extends Parsing Expression Grammars (PEG)

with annotations speci�c to data programs, serving as an intermediate representation of analysis

tasks. Each production rule represents achoice. We show thatDIG can compactly express any

set of queries useful for a task and de�nes a direct correspondence to interactive interface designs.

Finally, sinceDIG encodes the entire space of an interface's possible programs, it is amenable to

of�ine analysis, which enables many applications such as automatic interface design and system

optimization.

The DATA INTERFACEGRAMMAR paper was published in HILDA'23 [29].

1.1.2 PRECISION INTERFACES2

PRECISION INTERFACES2 (PI2) focuses on automatically generating interactive data interfaces

from queries.PI2 syntactically analyzes queries and introduces aDIG variant calledDIFFTREE.

DIFFTREEencodes syntactic variations between query abstract syntax trees, just as production rules

do in DIG. These variations map directly to interactions, query results map to visualizations, and

the tree structure naturally corresponds to layout design. Consequently, we frame the interface

1Our lab previously developedPI1, which generates a list of widgets from queries.PI2 is a more advanced system
that automatically generates fully interactive data interfaces, including visualizations, widgets, and layout.
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generation process as a schema mapping problem.DIFFTREEs can be transformed using a set of

transformation rules, and the mappings to visualizations, interactions, and layouts enable signi�cant

diversity, resulting in a vast space of candidate interfaces.PI2 further accounts for layout and

screen size during interface generation by proposing a cost model to evaluate interface quality. To

identify the optimal interface, we develop an ef�cient generation algorithm based on Monte Carlo

Tree Search.

The introduction ofPI2 enables multiple applications. First,PI2 can assist users who already

understand their analyses in authoring interfaces. Second,PI2extends its functionality by supporting

live Jupyter notebook analyses, allowing interfaces to be generated on the �y during data exploration.

Our evaluation demonstrates thatPI2 supports all data-related interactions in Yi et al.'s [156]

visualization interaction taxonomy. Furthermore,PI2-generated interfaces are comparable to or

better than those designed by developers, and outperform state-of-the-art SQL notebook products -

Hex [147] in terms of ease of use for exploration tasks.PI2 also generates high-quality interfaces in

just a few seconds.

Building on the capabilities of emerging large language models, we introduceNL2INTERFACE,

which extends interface generation from SQL queries to natural language queries. This advancement

empowers non-technical users to create data interfaces effortlessly by expressing their analytical

needs in plain language.

PI2 was published as both a full paper and a demo paper in SIGMOD'22 [31, 144], and also in

AAAI IPA'20 [30]. NL2INTERFACE was published in NLVIZ'22 [33].

1.1.3 PHYSICAL V ISUALIZATION DESIGN

PHYSICAL V ISUALIZATION DESIGN (PVD) focuses on automating backend system optimiza-

tion to ensure the responsiveness of each interaction. Unlike typical database work�ows, which

emphasize average latency or overall execution costs [25], interface work�ows require �ne-grained

responsiveness—prioritizing latency at the level of individual interactions. Moreover, different

interaction types have varying latency expectations. For example, the responsiveness of a button
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click differs signi�cantly from that of linked brushing, and each affects the user's ability to explore

and analyze data differently [97].

To address these challenges, we advocate for aPHYSICAL V ISUALIZATION DESIGN tool that

decouples interface designers from system implementation, enablingDesign Independencewhen

optimizing the backend. Given an interface's data work�ow—represented usingDIFFPLANs, a

DIG variant for execution plans—along with its interactions, latency guarantees, and resource

constraints,PVD determines whether the interface is feasible. If feasible, it proposes and instantiates

a middleware architecture spanning the client, server, and cloud DBMS that meets the speci�ed

guarantees. If not,PVD identi�es a minimal relaxation of the resource constraints to satisfy latency

requirements. To support iterative design, the tool must also be extensible to new visualization-

speci�c data structures and capable of solving the optimization problem quickly. Such a tool enables

interface designers to verify feasibility, plan for future data growth, and iterate rapidly on design

choices while understanding system and resource implications.

To realize this vision, we contributeJADE, the �rst prototypePVD tool designed to enable

design independence. InJADE, we developed a set of transformation rules, a library of candidate

data structures with matching rules, and cost models that estimate plan feasibility. Our approach

formulates the optimization problem as a cost-based query optimization task. Leveraging rule-based

plan enumeration, pruning techniques, and integer programming,JADE ef�ciently searches for

middleware architectures that satisfy latency guarantees under given resource constraints.

We evaluateJADE on six representative data interfaces, comparing its performance to Mosaic

and Azure SQL Database.JADE supports a wider range of interface types, makes more ef�cient use

of available resources, and handles a broader range of data sizes and latency conditions. Notably, it

is the only system capable of meeting latency guarantees for a dataset with 100 million rows using

just 100MB of client memory and 1GB of server memory.

With JADE, interface designers can focus on specifying the interface and its performance re-

quirements, whileJADE handles backend feasibility and deployment. If the design is feasible,JADE

automatically generates the necessary middleware architecture; otherwise, it reports infeasibility
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and suggests adjustments. This signi�cantly reduces backend engineering effort in the interface

creation process.

Finally, our experiments show thatJADE can complete the backend optimization in under

six seconds or return a clear infeasibility hint. This rapid turnaround time allows designers to

experiment interactively with design choices and system con�gurations, makingJADE a powerful

optimization companion for interface builders.

The PHYSICAL V ISUALIZATION DESIGN paper was published in SIGMOD'25 [34].
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Chapter 2: Related Work

We now survey work from multiple areas related to the data interface representation, design and

optimization.

Visualization Interface Query Representation:Most interactive, SQL-based dashboarding tools,

including Tableau, VizQL, Vega-lite, and Mosaic [139, 66, 68, 129, 69], can dynamically generate

SQL that is executed in a DBMS. The full corpus of these prede�ned SQLs can be used as one way

to represent the interface. However, this requires enumerating a combinatorial number of possible

queries. Parameterized queries allow literals in the WHERE clause to be wildcards. This compactly

expresses part of the interactions, like sliders and can be optimized of�ine [77], but cannot express

arbitrary structure changes in the query (e.g., a dropdown changes theFROMclause). In short, there

exist representations to create and optimize very simple data interfaces where the interactions largely

correspond to �lters or where the user simply cannot express very much. Beyond this, the developer

must resort to constructing query strings in the application, which is highly �exible but not amenable

to analysis. This dissertation will introduceDATA INTERFACEGRAMMAR - a representation that

can compactly represent any analysis task that a developer may wish to express, has a well-de�ned

correspondence to interactive interfaces composed of charts, widgets, and interactions, and be

amenable to of�ine analysis for e.g., optimization, interface design generation.

Interface generation: Existing works neither take analysis queries into account, nor generate fully

interactive analysis interfaces. For instance, prior work in the DB community generates form-based

search and record creation interfaces based solely on the database content [81, 79, 80], but may

generate over-complex forms because it does not leverage analysis queries. Similarly, techniques

from the HCI community rely on the developer to provide task and data speci�cations [123, 148,

116, 141, 56]. Visualization recommendation algorithms [151, 159, 113, 152, 104, 103] output
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visualization designs based on an input dataset but not full analysis interfaces.PI1 [157] uses input

queries, but is limited to unordered sets of widgets. This dissertation will introducePRECISION

INTERFACES2- a system that generates a fully interactive data interface, considering visualization,

interactions, and layout based on customized analysis tasks.

Authoring Tools: There are many interface [83, 125, 23] and visualization [128, 17] programming

libraries, as well as rapid interface design tools like AirTable [4], Figma [51], and Plasmic [121].

However, these still require programming effort to use and combine. Dashboard authoring tools

such as Metabase [107], Retool [127], and Tableau [114] let non-technical users create interactive

SQL-based analysis dashboards. However, they restrict types of analyses and queries (e.g., to

parameterized literals or OLAP queries) in order to keep their own interfaces simple. SQL-oriented

notebook tools such as Hex [147] and Count [40] let users author interfaces in notebooks, but they

are constrained to simple parameter changes, support limited interactions, and require considerable

manual con�guration.

Log Mining: Historically, query log mining has been used in the database literature to detect repre-

sentative workloads for performance tuning [24, 70], and in the web query literature [136] to e.g.,

augment web search results [67, 55], make keyword suggestions [20], or enable exploration [35].

SQL query analysis has also been used to support data exploration. QueRIE [50, 5], SnipSug-

gest [88], SQB [90] produce context-sensitive query suggestions and summaries of related queries

from an existing query log by analyzing the log at the string level. This work is complementary to

ours, which can then map the recommended query fragments to interaction interfaces. Query steer-

ing [47] uses a Markov model to produce new statements. VQIS [36], leverage a log of templated

queries along with semantic annotations of table attributes to provide richer recommendations; Yang

et. al [154] develop a query similarity measure that takes results into account. The work on inferring

query sessions [89] could helpPRECISION INTERFACES2 disambiguate queries part of different

analyses.PRECISION INTERFACES2 summarizes the structural changes in query logs as interactive

data interfaces.

Natural Language Interface for Data Visualization: Natural language interfaces for data visual-
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ization have been studied extensively [41, 140, 8, 58, 73, 115]. UnlikeNL2INTERFACEwhich

uses natural language dialogues to create multi-visualization interfaces, existing works are focused

on using natural language dialogues to create individual visualizations.

Cox et al. [41] is an early work which takes a natural language question, determines the appro-

priate database query, and presents a visualization to the user. The Articulate system [140] and

Articulate2 [8] use a conversational user interface to allow users to verbally describe what they want

to see. This description is then translated into sketch, analysis, and manipulation commands. Simi-

larly, DataTone [58] generates an individual visualization for natural language queries. Furthermore,

it can manage the ambiguity in natural language input as widgets. Eviza [134] and Evizeon [73]

investigate natural language as a means of interacting with existing visualizations. NL4DV [115] is

a toolkit that supports prototyping natural language interfaces for visualizations. Given an NL query,

NL4DV generates visualizations by parsing the NL query to extract attributes and tasks. Nowadays,

GPT-4 can generate Vega-Lite visualizations from natural language queries [118]. This dissertation

presentsPRECISION INTERFACES2's extension for natural language input—NL2INTERFACE.

NL2INTERFACEgenerates interactive multi-visualization interfaces that account for visualiza-

tions, interactions, and layout, directly from natural language input. To our knowledge, no existing

system reliably addresses this end-to-end interface generation problem.

Physical database design (PDD) and tuning:PDD [52, 105, 158, 6, 21] solves a similar problem

by using common access patterns in a query workload to choose indexes, partitions, and views that

are expected to accelerate the workload. Automatic tuning [25, 109] monitors queries over time

and adjusts the physical design to improve their performance. This dissertation presentsPHYSICAL

V ISUALIZATION DESIGN which differs from these in terms of optimization goal (hard vs soft

latency constraints), granularity of optimization (interaction vs workload or query [19]), architecture

(external or internal to the DBMS), and the potential access patterns.

Visualization-speci�c Optimizations: Faster engines [119, 43, 87], data cubes [99], query rewrit-

ing and materialized views[155], precomputation / pre-aggregation[69], spatial indexes[146] all

reduce query latencies for narrow classes of queries. This dissertation will present aPHYSICAL
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V ISUALIZATION DESIGN prototype -JADE which is designed to be extensible and, by specifying a

matching pattern and cost model, can incorporate these techniques into the optimization framework.

The main exceptions to this are sampling and approximation techniques [3], which we do not

consider because they change the semantics of the output visualization, and pre-fetching [10, 111],

which is orthogonal to choosing data structures and execution plans. We leave incorporating these

techniques into JADE to future work.
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Chapter 3: DATA I NTERFACE GRAMMAR

3.1 Introduction

Interactive data interfaces are essential for data exploration and analysis. However, designing a

new interface is a multi-step process that includes determining the queries that are appropriate for

the analysis task, as well as the parts of the queries that users should be able to change. Once the

analysis has been determined, the interface designer can now choose the appropriate visualizations,

interactions, and layouts to design the interface. These two steps are closely related and need to be

kept in sync, yet require distinctly specialized skill sets: to write complex queries over complex

data sources, and to design and implement a usable and effective interface. Further expertise in

system optimization is needed to ensure that the resulting interface is responsive as the data grows.

Is there an intermediate abstraction of an interface's underlying data needs that can decouple

these tasks, so that data practitioners can focus on expressing complex analysis tasks, visualization

designers can focus on interface design, and backend engineers can focus on optimization?

Let us �rst examine the different ways a developer might build an interface today. Figure 3.1

is a simpli�ed subset of a drought insurance design tool used to protect rural farmers [64]. The

simplest approach is to prede�ne all possible queries in the application ahead of time, and when

the user interacts with the interface, we identify which query to execute. Although the queries

can be optimized ahead of time, this requires enumerating a combinatorial number of possible

queries (e.g., 1332 = 2 for the dropdown * 666 for the slider). Parameterized queries allow literals

in the WHERE clause to be wildcards. This compactly expresses the slider interaction and can

be optimized of�ine [77], but cannot express arbitrary structure changes in the query (e.g., the

dropdown). In short, there exist tools to createand optimizevery simple data interfaces where

the interactions largely correspond to �lters or where the user simply cannot express very much.
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Figure 3.1: Subset of the Open Policy Kit interface to design drought insurance policies for rural
farmers [64]. The user can choose from Chirps and EVI rainfall data sources, tune the start of the
measurement period, and see how different payout calculations aligns with historical droughts and
their own expectations. The dropdown changes the underlying query'sFROMclause, and the sliders
change a range �lter condition. Each interaction issues a new query to the database, whose result is
rendered in the chart. The DIG code concisely describes the interface's data needs.

Beyond this, the developer must resort to constructing query strings in the application, which is

highly �exible but not amenable to analysis.

What criteria should an intermediate abstraction satisfy? We believe that it should (C1) com-

pactly represent any analysis task that a developer may wish to express, (C2) have a well-de�ned

correspondence to interactive interfaces composed of charts, widgets, and interactions, and (C3) be

amenable to of�ine analysis for e.g., optimization, interface synthesis.

It is easy to see that existing approaches do not satisfy these criteria. Prede�ning every query

is neither compact nor expressive, parameterized queries are compact but only express simple

query transformations, and programmatically constructing SQL is expressive but not analyzable.

Other works on interactive data interface benchmarks [48, 12] model the interface in order to

generate query workloads but are limited to SPJA queries and cross-�lter interactions. Business

Intelligence(BI) and visualization tools (e.g., Tableau [143], Power BI [15], Vega-lite [129, 130])

are primarily focused on data cube-like operations.

In this dissertation, we examine two observations. First, the queries that an interface expresses

can be compactly represented as a grammar. A grammar is a set of production rules that de�ne

a valid program; each production rule de�nes a set of choices that encode the allowable program
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variations. That grammar may be a single production rule that chooses from a small enumeration

of prede�ned queries, the entire language (e.g., SQL), or a language subset speci�c to an analysis.

Second, the design of a data interface has a direct correspondence to the grammar: interactions

make choices in the grammar, and when all choices in the grammar have been made, the grammar is

equivalent to a syntactically valid query string that the database executes. In other words, interactions

navigate the space of syntactically valid queries expressible by the interface.

To this end, we proposeDIG, a Data Interface Grammarthat extends Parsing Expression

Grammars (PEG) with annotations speci�c to data programs. For instance, theDIG program for

Figure 3.1 is a query string (gray text) where nonterminals encode program variations:t chooses

the relation name, andval chooses an integer between 1 and 36.t is annotated to be a relation

name, ands � e. In the interface, these choices are respectively bound by the dropdown and range

slider.

DIG satis�es our desired criteria. Since it extends a formal grammar, it compactly express any

set of queries useful for a task (C1), and de�nes a direct correspondence to interactive interface

designs (C2). Finally, sinceDIG encodes the entire space of possible programs, it is amenable to

of�ine analysis. Chapter 4 and Chapter 5 explore interface generation and physical optimization in

depth, and Section 3.4 outlines examples such as tutorial generation and workload generation (C3).

3.1.1 Outline of Chapter

Here is the outline for this chapter:

• We will �rst introduce Data Interface Grammar(DIG) and illustrate its correspondence with

interactive interfaces (Section 3.2).

• We further comment on its connections with existing data pipeline and analysis representations

(Section 3.3).

• We �nally highlight the bene�ts of theDIG representation for solving a number of challenging

data interface problems (Section 3.4).

15



3.2 Data Interface Grammar

A data interface helps the user navigate a space of useful data programs (e.g., SQL) through

interactive controls. This section �rst presentsDIG, a Data Interface Grammar, to express this

set of data programs in a simple, analyzable manner, and then de�nes the set of valid interfaces

that express a givenDIG program. These de�nitions form the basis for useful applications such

as interface generation and physical visualization optimization, as discussed in Chapter 4 and

Chapter 5, as well as tutorial generation and workload generation, which are outlined in Section 3.4.

3.2.1 DIG De�nition

DIG is aDATA INTERFACEGRAMMAR that de�nes the syntactic structure of queries that an

interface wishes to express: the set of queries parsable by the grammar. Given that existing data

query languages such as SQL, PRQL [120], and Pandas have well-established grammar de�nitions,

DIG is a superset of the widely-used Parsing Expression Grammar (PEG). By extending PEG, we

both build on decades of research and tooling and simplify the ability to port existing PEG-based

languages to DIG.

We formally de�neDIG = {N,S,P,eS,C} as follows, where the sub-grammar rooted at each

starting rule parses a set of queries:

• a �nite set of nonterminals N;

• a �nite set of terminalsS that is disjoint from N;

• a �nite set of parsing rules P;

• a �nite set of starting rules eS, each not referenced by any other rule;

• a set of constraints C.

Terminals. Similar to typical grammars,DIG matches terminals to valid strings expressible by

regular expressions. Although regular expressions are useful for matching string literals, most

16



interactions (e.g., sliders, dropdowns, visualization selections) are typed and limited to a domain of

valid values that regular expressions cannot distinguish. Thus,DIG also supportsdomain terminals

that may reference the underlying database.

• Predicate Domain:A = {var:type | <predicate>} .

• Query Domain:A = {SELECT QUERY}.

A predicate domain speci�es a typed variable along with a boolean expression that must evaluate to

true for a value to be valid. For instance,val = {x:int | x 2[1,36]} speci�es the terminal

as an integer between1 and36. Note that a regular expression patternp is expressible as a predicate

domain{s:str | s matches p} .

A query domain speci�es a query over the database; the terminal must be an element in the

query result. For instance,prods = {SELECT name FROM products} ensures that the

terminal is a valid product name. The data types may be structured as well, for instanceX = {

SELECT fname, lname FROM users } would choose from the �rst and last names of

existing users. This formulation serves as hints for the interface to choose a good interaction for the

rule, and as input validation rules to guarantee syntactically correct programs.

Following second order languages like SchemaSQL [94], we additionally support special string

types to express relation names (rel ) and attribute of a relation (attr[str:rel] ) where it is

optionally parameterized by a relation name. Thus the following restrictsname s to attribute names

in two relations:

sources = { s:rel | s in ['usproducts', 'euproducts']}

name = { s:attr[sources] }

Rules.Each rule inP is structured asA = e, whereA is a non-terminal ande is a parsing expression

composed of a reference to a non-terminal, a terminal (e.g., a string literal), or an expression

composed of either a sequencee1e2, selectione1|...|en, or zero-or-moree� operator1. Selection

implicitly has a domain [1,n] that speci�es which subexpression is selected, and zero-or-more's

1PEG operators likeANDandNOTcan be omitted since DIG is not used for parsing.
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domain is the natural numbers, which speci�es the number of repetitions. Other patterns, such ase+

and e?, are reducible to these operators.

A non-terminalA on the left side of a rule can optionally be typed by adding the suf�x:type .

For instance,t:rel in Figure 3.1 speci�es that̀chirps` and `evi` are relation names.

Type violations result in a parsing error.

Naming. Naming is necessary for de�ning constraints and interface mappings next, thus we now

introduce annotations and choice variables. An annotation assigns a variable name to a non-terminal

reference by appending:$varname to the reference. For instance, Figure 3.1 assigns the twoval

references tos ande. If a reference is not annotated,DIG assigns a unique name by appending a

unique number to the non-terminal name (e.g.,val1 ).

Unfortunately, variables alone are not suf�cient because the same non-terminal can be referenced

multiple times. Consider the following rules:

A = B:$v1 B:$v2 B = C:$v3 C = \d+

The variablev3 is ambiguous because bothv1 andv2 reference it. Thus, we de�ne a variable's

fully quali�ed name as the path from the root of theDIG to the variable, where each element in the

path is a non-terminal reference.

All variability in DIG is expressed by non-terminals that expand to a predicate or query domain,

selection expression, or zero-or-more expression. We use the termchoice variableto refer to the

fully quali�ed reference to such a non-terminal. For instance,v1 , v2 , v1/v3 , v2/v3 are the

choice variables in the above example. Further, letDc be the domain of a given choice variable, as

de�ned in theTerminalsandRulesparagraphs above.

Constraints. The developer can specify boolean expressions over choice variables; these constraints

are evaluated when the user performs an interaction to determine validity. For instances � e in

Figure 3.1 ensures that start should be less than or equal to the end of the range. Two terms assigned

to the same variable name implies an equality constraint.DIG handles equality constraints between

variables (e.g.,s = e ) in a special way: if one variable is bound to a valuev, then the other is

updated to v as well; if both are updated then we check if they are equal.
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3.2.2 Valid Interfaces for a DIG

An interface renders query results and lets the user navigate the space of valid queries. Since

choice variables encapsulate all variability, a valid interface is one whose interactions can bind

values to the set of choice variables. Once they are all bound, the grammar reduces to an executable

query string, and the interface renders its evaluation result(s). We will �rst de�ne interactions and

how theycoverchoice variables, and then de�ne the set of valid interfaces for aDIG grammar. In

practice, each starting rule in a grammar represents a separate query, and the interface will render

the results of each query; this extension is straightforward and we assume a single root for clarity.

Interfaces and Interactions. An interfaceUI = (V, I) consists of a viewV (e.g., a table, a

visualization, a paragraph) that renders the output of the starting rule and a set of interactionsI. We

model an interactioni = (Ti , Di) 2 I by the state it can express.Ti is its type (e.g., dropdown, slider)

andDi(a1, ...) is its domain with schema (a1, ...). For instance, the domain for a dropdown withn

options is [0,n]; for a text box is the set of all strings (perhaps up to a speci�ed length); for a slider

is the set of numbers between the min and max; and for a 2-D brush interaction in a scatter plot

is the set of bounding boxes in the chart. An interaction's developer is responsible for de�ning its

domain. Note that our interface model supports arbitrary layout because layout does not affect the

interface's expressiveness2.

Let a mappingM i,c = {ai ! ac|ai 2 schema(Di) ^ ac 2 schema(Dc)} map attributes in the

interaction's domain to attributes in the choice variable's domain, and the mapping's projection

pM(Di) be the subset of attributes in the interaction's domain that have a mapping. An interaction

i is said tocovera choice variablec if 1) every attribute inDc is mapped to inM i,c, and 2) the

interaction's domain is a superset of the choice variable's domain:pD(Di) � Dc. These ensure that

all possible assignments toc can be expressed in the interface. Given these de�nitions, we are now

ready to de�ne a interface validity.

De�nition 1 (Valid Interface) An interactionUI is valid for a DIG grammarG if every choice

2Chart layout (e.g., faceting/small multiples) may affect the set of interactions the chart can express, but is
encapsulated by the chart.
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variable inG is covered by at least of interaction inUI, and every root rule is rendered by at least

one view.

Example 2 Figure 3.1 contains two interactions and two mappings. The dropdown maps its

selected index to the choice variablet ; since the dropdown is initialized with set of choices int

(e.g., “chirps”, “evi”), their domains will be identical -[1, 2]. The range slider maps the left slider

handle tos and the right slider handle toe; the slider's domain is{( l, r)|l 2 [1, 36] ^ r 2 [1, 36]},

which matches the predicate domain and constraints overs ande.

Text Inputs and Parsing. Text inputs are a special type of interaction because they can, in principle,

produce arbitrary strings that are interpreted as query substrings rather than string literals. For

instance, Figure 3.2 is a query builder where the user types in predicate expressions, and clicks on

“add pred” to add additional conjunctive clauses. The text input is parsed by thepred rule, which

implicitly binds the attribute, operator, and value.

For these reasons, a text input3 can map to any termt in a DIG grammar. Any input string will

�rst be parsed and validated by the subgrammar rooted att. The parsing process implicitly binds all

of the choice variables in the subgrammar, and all parsing errors or constraint violations are passed

to the interaction in order to surface as error messages.

This functionality is helpful for several reasons. First, DIG can automatically perform parsing

and validation such that any text input is guaranteed to be syntactically correct and naturally

prevents issues such as SQL injection. Second, everyDIG statement is guaranteed at least one valid

interface: one where a text input maps to the root of the grammar, which is equivalent to a typical

console-based interface. Third, it enables a progressive interface design process, where starting

from the default text-based interface, more specialized interactions are added to the interface to

“carve out” more and more choice variables.

Recursive Rules.So far, we have implicitly assumed that theDIG grammar is hierarchical and

non-recursive. However,DIG allows recursion in the rule set. For instance, SQL allows nested

3In general, this can be any interaction whose domain is all strings.
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Figure 3.2: A valid interface for aDIG grammar with text inputs and recursion. Thepred rule
parses each predicate text box to bindattr , op, andval . The radio button chooses between a
base table or subquery as the source, and choosing the subquery instantiates a recursive copy of the
interface.

queries anywhere a value or relation is expected. How does recursion map to a valid interface? We

outline three categories of approaches.

The �rst approach is to simply map the �rst external reference of the recursive rule set to a

text input. However, this may reduce the interface to a single text box. The second approach is to

enforce a maximum recursion depth and “unroll” the recursion; this effectively produces a new

grammar without this recursion that we can map to a valid interface. The third approach is inspired

by existing query builder interfaces that support nested queries: they typically instantiate a “new”

query builder interface to represent the nested query. InDIG, we �rst ignore the expressioner that

introduces the recursion and determine a valid interfaceUI for the remaining rules in the recursive

rule set. We then map a button toer that, when clicked, instantiates a new instance ofUI in the

interface.

Figure 3.2 illustrates recursion in thesrc rule, which speci�es a table name or a subquery with

the same structure. The interface lets the user choose between the options using a radio button.

If the user chooses table name, they �ll a text box with the relation name (e.g., “pro�ts”), which

is validated by thetable rule. Otherwise, we instantiate a nested interface containing the radio
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buttons and set of predicates.

3.2.3 Cross-�lter Example

We now use the popular cross-�lter visualization [42] to illustrateDIG end-to-end on a real-

world example. Each bar chart in cross-�lter renders an aggregation grouped on one attribute in the

underlying dataset. For instance, Figure 3.3 shows three bar charts grouped on arrival time, airtime,

and date, respectively. Brushing over a chart grouped onattr adds a predicate that �lters over

attr to the other charts; the �ltered aggregates are rendered as an overlay, while the un�ltered

results are gray in the background.

The following DIG grammar describes the rules to render the arrival (q1) and airtime (q2)

charts; it omits constraints and the rules for the date chart.

q1_bg = 'SELECT arrival, count() FROM flights GROUP BY arrival '

q2_bg = 'SELECT airtime, count() FROM flights GROUP BY airtime '

...

q1 = 'SELECT arrival, count() FROM flights WHERE '

p_airtime:$pair ' AND ' p_date:$pd 'GROUP BY arrival'

q2 = 'SELECT airtime, count() FROM flights WHERE '

p_arrival:$parr ' AND ' p_date:$pd 'GROUP BY airtime'

...

p_arrival = true | 'arrival BETWEEN ' arr:$arrs ' AND ' arr:$arre

p_airtime = true | 'airtime BETWEEN ' air:$airs ' AND ' air:$aire

p_date = true | 'date BETWEEN ' date:$s ' AND ' date:$e

arr = { SELECT arrival FROM flights }

air = { SELECT airtime FROM flights }

date = { SELECT date FROM flights }

The_bg starting rules de�ne the background un�ltered results, whileq1 andq2 de�ne the overlay

�ltered queries. Each query is �ltered by a conjunction of predicate rules (e.g.,p_airtime ); and

each predicate such asp_airtime either evaluates totrue , meaning the airtime chart is not

brushed, or aBETWEENclause, meaning that the airtime chart is brushed and the start and end of
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Figure 3.3: Cross-�lter renders histograms over different dimensions. Brushing over a chart adds a
�lter to the other charts based on the selected range.

the brush range map toairs andaire . Notice thatp_date in q1 andq2 are both namedpd to

ensure that their bindings are identical.

3.3 Tool Compatibility

A bene�t of DIG is that it is compatible with existing data engineering practices. For instance,

data pipelines and analyses are increasingly expressed as a DAG of SQL views using tools like

DBT [44]. This is useful because data engineers can de�ne these DAGs, while business analysts

and data consumers can use these views in visualization and data science tools. Each DAG node is

called amodeland expressed as a Jinja template that, when evaluated, returns a SQL string. The

template can reference custom variables and call logic to change the query by assigning values to
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the variables in a con�guration �le.

For instance, the following model uses the variablesregion to choose the input table (speci�ed

using theref() function), andage to change the �lter.region may be set toUSAor EUR,

themselves are names of other models.

SELECT cty, sum(profit) FROM {{ref(var("region"))}}

WHERE age > {{var("age")}}

DBT models thatref() , variable, and branching logic can automatically translate intoDIG

grammars.ref() translates into non-terminal reference to either a base relation/view or the

starting rules for grammars translated from other models; a variable translates into a terminal rule;

and branching logic translates into a selection rule (e.g.,e1 | e2 | .. ) with one option for each

branch; if the condition expression references a variable, we evaluate the expression dynamically to

decide which branch to choose.

For instance, the above model translates into the following, where we assumeusa andeur are

the starting rules for their respective DBT models.

q = 'SELECT cty, sum(profit) FROM ' t ' WHERE age > ' age

t = usa | eur usa = ... eur = ...

age = { n:int | n > 0 }

3.4 Applications

TheDIG abstraction provides bene�ts for both de�ning and solving interface-related problems.

We explore the problems of interface generation and optimization in detail in Chapter 4 and

Chapter 5.

In this section, we introduce two more applications enabled byDIG: tutorial generation and

workload generation.
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3.4.1 Tutorial Generation

When encountering a new interface, the user must both learn how the interface works and use it

to achieve different tasks [86, 61, 96].DIG offers the potential to automatically generate interactive

tutorial walkthroughs because it manages all of the interface state and explicitly represents its

correspondence to interactions in the UI. Thus, given a start and end interface state—expressed as

the states of the UI interactions and their corresponding set of bindings in theDIG grammar—we

can automatically identify the sequence of user interactions necessary to go from start to end state,

and use this sequence to generate an interactive, static, or video tutorial.

Example 3 (Tutorial Generation) Consider again the interface in Figure 3.1 as the starting state

and the following end state:

SELECT year, payout1( * ), ... FROM evi WHERE dekad BETWEEN 1 AND 2

To transition to the end state, we simply need to re-bind the choice variablest (using the dropdown)

ands,e (using the slider). The order of interactions may be determined by e.g., a user cost model

that estimates the amount of effort to perform different sequences.

More complex interface may contain data dependencies—where one choice variablevd may be

a descendant of anotherva. Given theDIG grammar, we can easily infer that the user must interact

with va before vd.

3.4.2 Workload Generation

Visualization benchmarks [48, 12] are designed to help evaluate data processing systems that

power interactive data interfaces by sequences of query workloads that simulate what an interface

would produce during a user's analysis process. However, existing benchmarks are limited in

expressiveness—to SPJA query structures and parameterized �lters. Even simple transforms like

changing the input relation (Figure 3.1) are not supported.

In contrast,DIG can express arbitrary query structures, arbitrary transformations, and models a

direct correspondence between user interactions and their query transformations. As such, simply
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developing different user models—say, training a markov model or using a large language model to

simulate an agent—can easily generate diverse query workloads and timings that re�ect real data

interfaces, queries, and user needs.
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Chapter 4: PRECISION I NTERFACES 2

In this chapter, we investigate how to transform query analysis into interactive data interfaces.

Speci�cally, we presentPRECISION INTERFACES2 (PI2), the �rst system capable of generating

fully functional interactive data interfaces from a representative sequence of task queries.PI2 is

built on DIFFTREE, a syntactic variant ofDIG that captures structural variations across abstract

syntax trees of queries. We further examinePI2's usability and performance, and introduce

NL2INTERFACE, which extends its input capabilities from SQL queries to natural language

queries.

4.1 Introduction

Interactive data interfaces (or simplyinterfaces) are critical in nearly every stage of data

management, including data cleaning [153], wrangling [85], modeling [59], exploration [114, 28],

and communication [76, 53]. Interfaces empower the user to easily express relevant analysis queries

using interactive controls that hide the underlying query complexity. A prominent example is

VizQL [138] (commercialized as Tableau), which was carefully designed for analyses based on

OLAP cube queries. However, analyses are not restricted to OLAP queries and can be arbitrarily

complex. Thus, translating a custom analysis query workload into a fully functional interface

remains deeply challenging.

Example 4 The two queries in Figure 4.1(a) differ in two ways: the from clause chooses from

two subqueries, and the two predicate ranges may change. Designing a good interface requires

numerous nuanced decisions. Should the queries be rendered together or separately? As scatterplots

(supports panning along the y-axis), bar charts (which do not), or another chart type? How should

the user choose the subquery? Should textboxes, sliders, range sliders, or panning specify the range
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Figure 4.1: Comparison between prior and this work. (b) Prior work generates an unordered set
of interaction widgets that express the two queries. (c) This dissertation presents a novel model
that accounts for widgets, layouts, and interactive visualizations, and generate fully interactive
interfaces.

predicates? Should the layout be horizontal or vertical? What if the screen is wide? Or narrow?

Figure 4.1(c) depicts a sensible interface that expresses these queries. It visualizes the query results

in a scatter plot. The user can drag the plot to change the x and y predicate ranges, and click on the

buttons to select the desired subquery.

Once a design is established, the developer still needs to ensure that interactions appropriately

transform the underlying queries; implement the interface using a mix of browser, visualization,

server, and database technologies; debug her implementation; and �nally deploy the result. Only

then, can she �nally use or share the interface.

The example highlights how intimidating and laborious it is to navigate design decisions

and build interfaces using a multitude of technologies. To this end, dashboard creators (e.g.,

Metabase [107], Retool [127]) and exploration tools (e.g., Tableau [114]) help author SQL-based

analysis dashboards, however they limit the scope of analyses and queries in order to keep their

own interfaces simple. For instance, Metabase is restricted to parameterized queries [108], and

Tableau to OLAP cube queries [142]. Analyses that go beyond these restrictions will require manual

implementation.

To simplify interface implementation, numerous programming libraries have been created to

recommend [151, 159] or create [128, 17] visualizations, manipulate the DOM [83], manage a

28



web server [54], and construct SQL queries [92]. Similarly, tools such as AirTable [4], Figma [51],

and Plasmic [121] focus on rapid interface design. Ultimately, each only solves one step, and

programming expertise and effort is needed to use and combine these tools.

An ideal system would directly generate an interface using example analysis queries. Prior

work [157] (PI1) was a �rst step in this direction. It modeled interfaces as a visualization that

renders and underlying query's result, and widgets that syntactically transform the underlying query;

the widgets de�ned the set of all queries that the interface can express.PI1 modeled each query

as an abstract syntax tree (AST), aligned the trees, and extracted the subtrees that differ. It then

grouped those differences and mapped each group to an interactive widget. In this way, it returned a

set of widgets that expresses the input set of queries (and perhaps other queries).

Unfortunately,PI1 has several fundamental drawbacks. Its output is limited to unordered set

of widgets (e.g., Figure 4.1(b)) because it doesn't consider how the query results are rendered.

Thus, it cannot support interactions within visualizations (e.g., pan&zoom, selection) nor multiple

visualizations in the same interface. Further, it generates a �at mapping from syntactic differences

to interactive widgets, however the �at mapping cannot model hierarchical interface layouts nor

nested widgets (such as tabs containing widgets).

This dissertation presentsPI2, the �rst system to generate interactive multi-visualization inter-

faces (such as Figure 4.1(c)) from a small number of example queries. To do so, we propose a new

interface generation model that is based on schema matching. We �rst extendDIG to an abstract

syntax representation namedDIFFTREE. DIFFTREEs contain four types ofchoice nodesthat encode

subtree variations between queries. These choice nodes directly correspond to grammar production

rules. For instance, theANYchoice node is used to choose one of its children—such as the two

subqueries in Figure 4.1(a))—and corresponds to an ordered choice production rule.

Each tree represents a subset of input queries, and we map the set of trees to an interface.

Speci�cally, each tree's result table is mapped to a visualization, each choice node is mapped to a

widget or visualization interaction, and the tree structure is mapped to a hierarchical layout. By

de�ning transform rules that merge, combine, and transform these trees, we are able to search the
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space of tree structures that result in different candidate interface designs. Finally, we rank candidate

interfaces by combining existing interface cost models [57, 157, 101] to estimate how easily the

user can use the interface to express the sequence of input queries.PI2 only requires access to a

lightly annotated language grammar and database catalogue in order to determine valid mappings.

Informally, our technical problem is: given an input sequence of queries, search the space of

extended ASTs and interface mappings to identify the lowest cost interface. We use Monte Carlo

Tree Search [39, 131] (MCTS) to balance exploration of diverse tree structures with exploitation

of good tree structures found so far, and generate complex multi-view interfaces in seconds. To

achieve this, we make the following key technical contributions:

• We extendDIG to an abstract syntax representation namedDIFFTREE. A DIFFTREEexpresses a

set of SQL queries—it extends an AST withchoice nodesthat encode local query differences,

such that each query corresponds to a unique “parameterization” of the choice nodes. In a sense,

DIFFTREEs generalize parameterized queries beyond literal value to structural variations.

• We formulate interface generation as a schema mapping problem: eachDIFFTREE is mapped to

a visualization that renders the output of its current parameterization; each interaction (either a

widget or a visualization interaction) parameterizes one or more choice nodes; and theDIFFTREE

structure maps to the interface's hierarchical layout. In this way, we reduce interface generation

to de�ning schemas for sources (DIFFTREEs and choice nodes) and targets (visualizations and

interactions).

• We show how refactoring common nodes in aDIFFTREE lets it generalize beyond its initial set

of queries, and generate different types of interfaces. We formalize this refactoring into a set of

transformation rules, and use them to systematically explore the interface design space. A cost

model is de�ned to estimate the quality of a candidate interface mapping.

• We develop an ef�cient interface generation algorithm based on Monte Carlo Tree Search [39]

(MCTS) and several effective pruning heuristics. The heuristics reduce runtimes from over 30s to

a median of 6s on our benchmark applications.
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• We evaluatePI2 expressiveness by showing thatPI2 can express all data-related interactions

in Yi et al.'s [156] visualization interaction taxonomy.PI2 shows that small difference in

analysis queries can considerably change the interface design, and illustrates the importance of an

automated interface generation tool. (Section 4.9.1)

• We prototype two use cases ofPI2: as a standalone interface authoring tool and as an integrated

component within Jupyter notebooks. We conduct user studies for both applications and �nd

thatPI2 generates interfaces that are competitive with or preferable to manually designed ones,

and that it better supports data analysis in notebooks compared to specialized SQL-analysis

tools [147].

• Built on PI2, we extend input support from SQL queries to natural language queries, prototyping

NL2INTERFACEto demonstrate thatPI2 can generate interfaces directly from natural language

input.

Scope of this workPI2 is designed to generate task-speci�c analysis interfaces. It assumes a small

sequence of coherent queries that represent a desired analysis, and is not suitable for open-ended

exploration queries that are often unrelated and seemingly random. Further, PI2 is the �rst to show

that end-to-end interface generation from queries is even possible, and we leave scalability and

customizability of the generated interfaces to future work.

4.1.1 Outline of Chapter

Here is the outline of this chapter:

• Section 4.2 provides an overview of the PI2 system.

• Section 4.3 introduces the de�nition ofDIFFTREEalong with its bindings, schemas, and domain.

• Section 4.4 formulates interface generation as a schema mapping problem fromDIFFTREEs to

visualizations, interactions, and layouts.
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• Section 4.5 presents a cost model for evaluating the quality of generated interfaces.

• Section 4.6 de�nes transformation rules for exploring the interface design space and develops a

Monte Carlo Tree Search (MCTS)-based algorithm with pruning heuristics for ef�cient generation.

• Section 4.7 presents an end-to-end example based on the Kaggle Supermarket Sales dataset to

illustrate the full interface generation pipeline.

• Section 4.8 demonstrates two use cases ofPI2: integration into Jupyter notebooks for interactive

data analysis, and use as a standalone tool for interface authoring.

• Section 4.9 evaluates the expressiveness ofPI2, reports on user studies across two applications,

and measures performance.

• Section 4.10 extendsPI2 with NL2INTERFACEto enable generating interfaces directly from

natural language queries.

4.2 Interface Generation Overview

PI2 transforms an input sequence of queries into an interactive interface in four steps: it parses

queries into a generalization of abstract syntax trees(ASTs) that we callDIFFTREEs which is aDIG

variant; maps theDIFFTREEs to a candidate interface; estimates the interface's cost; and returns the

interface if its cost is low or a time limit has been reached, or transforms theDIFFTREEs to generate

new candidate interfaces. This section walks through these steps and introduces key concepts.

Static Interfaces: Figure 4.2 lists three queries1 and their ASTs, where attributesp, a, b are

integers.Q1andQ2change the predicate attribute and literal, andQ3selectsa instead ofp. Since

each AST is aDIFFTREE, a valid interface simply maps each AST to a static chart. This is an

example ofVisualization Mappingin Section 4.4.1.

Interactive Interfaces: Let us temporarily focus on the differing predicate inQ1 and Q2 to

show how differentDIFFTREE structures can result in different interface designs. For instance,

1For brevity, we omit theFROMandGROUPBYclauses and show simpli�ed ASTs.
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Figure 4.2: Example of three queries and their simpli�ed ASTs. A static interface would render one
chart for each query.

Figure 4.3(a) is rooted at anANYnode whose children are the two predicates.ANYis aChoice Node

that can choose one of its child subtrees. In general, choice nodes encode subtree variations2 that

the user can control through the interface. In the example, theANYnode is mapped to two radio

buttons (other widgets such as a dropdown are valid as well), where clicking on the �rst button

would bind theANYto its �rst child a=1. The DIFFTREEoutput is visualized as a bar chart.

Tree Transformations:Figure 4.3(a) shows the initialDIFFTREEfor Q1andQ2, connected by aANY

root node. Note that both ofANY's children are rooted at=, and can thus be refactored above the

ANYnode. This is an example of aTree Transformation Rule(Section 4.6). The resultingDIFFTREE

in Figure 4.3(b) shows twoANYnodes that can independently choose the left and right operands.

This leads to an interface with two interactions (radio buttons), and also generalizes the interface

beyond the input queries. For instance, the query can now expressSELECT p, count( * )

WHERE b=1.

A DIFFTREEcan map to many interface designs, each with different visualizations, widgets,

interactions, and layouts. For instance, Figure 4.3(b) and (c) both expressQ1 andQ2, however

Figure 4.3(c) uses a horizontal layout and the slider can choose a continuous range of numbers that

generalize beyond the radio buttons in Figure 4.3(b). We discussInteraction MappingandLayout

2Choice nodes generalize SQL parameterized literals to syntactic structures.
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Figure 4.3: ExampleDIFFTREEs and interfaces forQ1, Q2, focusing on the subtree for the predicate.
TheANYchoice node can choose one of its children. (a) theANYnode maps to a radio button that
chooses between the two predicates, (b) the radio lists separately specify the left and right operands,
(c) the choice nodes can instead be mapped to a button group and a slider, and organized vertically.

Figure 4.4: A DIFFTREE for Q1-3 and a candidate interface

Mappingin Section 4.4.

All Three Queries:Now, let us addQ3. The simplest interface would be to partition the queries

into two clusters, whereQ3 is rendered as a static chart, andQ1andQ2 is mapped to one of the

interactive interfaces discussed so far. We can then choose to lay them out horizontally or vertically

(Section 4.4.3). Another possibility is to merge all three queries into a singleDIFFTREE, which

would map to an interface with a single visualization. Figure 4.4 illustrates one possibleDIFFTREE

structure, where anANYnode in theSELECTclause chooses to projectp or a. This maps to an

interface similar to Figure 4.3(c), but with a radio button to choose the attribute to project and a

toggle for theWHEREclause. Naturally, which of these possible interface designs (or others not

discussed here) that should be generated and returned to the user depends on many factors, such as

user effort, layout, accessibility, and other factors that are dif�cult to quantify. Quantitative interface

evaluation is an active area of research, and Section 4.5 borrows current best practices to develop
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Figure 4.5: Multi-view interface where clicking on the right-side chart updates the left chart.

Figure 4.6: PI2 interface generation pipeline

this dissertation's cost function.

Multi-view Interfaces: PI2 can also generate interactive multi-view interfaces. Figure 4.5 illus-

trates a slightly different set of queries, where theQ1 andQ2 only differ in the literal, andQ3

remains the same. Since the literal is compared to attributea, an alternative to mapping theANY

node to a slider is to map it to avisualization interactionin Q3's bar chart. Speci�cally, each bar

is derived from(a, count( * )) in Q3's result. Thus, clicking on a bar can also derive a valid

value in attributea's domain that can bind to theANYnode.

Summary and Generation Pipeline:PI2 generates interfaces in four steps as shown in Figure 4.6.

First, it parses the input query sequenceQ into DIFFTREEs (Section 4.3). Second, it maps the

DIFFTREEs to a candidate interface—eachDIFFTREE result is rendered by a visualization, each

choice node is parameterized by an interaction, and theDIFFTREE structure maps to the layout

(Section 4.4). Third, it uses a cost model to assess the candidate; then returns the interface if good

enough and otherwise transforms theDIFFTREEs (Section 4.5). Fourth, a search algorithm based on

Monte Carlo Tree Search [18, 30] (MCTS) manages this iterative process to ef�ciently explore the
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massive search space (Section 4.6). Section 4.7 presents an end-to-end example.

4.3 DIFFTREE s

DIFFTREE is a variant ofDIG in the form of an abstract syntax tree.DIFFTREEs extend

ASTs withChoice Nodesthat encode the structural differences between the queries, and are the

bridge from input queries to the output interface. Speci�cally, an interfaceI = (V,M,L) is de�ned

by mapping eachDIFFTREE result to a visualization (V), choice nodes to interactions (M), and

a layout tree (L). Different DIFFTREE structures correspond to different interface designs and

interactions. Candidate visualization and interaction mappings are based on schema matching

betweenDIFFTREEs and their choice nodes, and visualization and interactions. This section de�nes

DIFFTREEs, how they are parameterized to express different queries, and theirresult schemasand

node schemas. The next section will present visualization and interaction schemas and the formal

mapping procedure.

4.3.1 DIFFTREE

A DIFFTREED compactly represents a set of expressible ASTs {D} = { d1, d2, ...}, wheredi

is an AST. It extends ASTs withChoice Nodes–ANY, MULTI, andSUBSET–that correspond to

production rules in a PEG grammar, to model the differences between ASTs.DIFFTREEs support

arbitrarily complex subtrees, yet can still be analyzed because the set of variations inDIFFTREEs is

prede�ned. SinceDIFFTREEs simply represent production rules in the grammar, it is guaranteed

that any expressible AST is syntactically correct.

The DIFFTREEnode types and the ASTs they express are:

ANY(c1,..,ck) can choose one of itsk children, akin to the production ruleANY! c1|..|ck .

A special case is whenANYhas two children, where one is an empty subtree. We call thisOPTfor

optional, and is useful for mapping to binary interactions such as toggles. {ANY} = [ i2[1,k]{ ci} is

the union of its child AST sets.

MULTI[sep](c) represents lists that express e.g., project lists, group-by lists, and conjunctions.

36



It expresses the production ruleMULTI! c (sep c) * . It repeats its childc one or more times,

where its child may also be a sub-DIFFTREE. Let sep(t) the list of items int separated bysep ,

then {MULTI} = {sep (t) |t 2 {c} k ^ k 2 N} expresses all possible lists of elements in {c}.

SUBSET[sep](c1,..,ck) represents the production ruleSUBSET!

c1?..ck? with sep as the separator. For simplicity, we assumeci does not contain choice nodes,

as interfaces with this logic are uncommon. {SUBSET} = { sep(t) |t � { c1,c2, ...ck}} expresses all

possible subsets of its children.

N(c1,..,ck) is a non-choice (normal AST) node. If the subtree rooted atN does not contain

any choice nodes,N simply expresses itself. Otherwise {N} = { N(t)|t 2 { c1} � • • •� { ck}} where t

is an element in the cross product of N's children.

Example 5 Figure 4.8(a) encodes the three predicatesb>count(1) , a=1, and a=2 ; Fig-

ure 4.8(b) expresses; or any comma separated sequence ofa andbs; and Figure 4.8(c) expresses

a, b, {a,b} , and; .

4.3.2 DIFFTREEBindings

A DIFFTREED represents a set of ASTs, and a given ASTd 2 { D} is expressed by binding the

choice nodes inD. The binding is a map from choice node ids to a list of states, where a state is

either an index into the choice node's children or an AST with the same type as the choice node

(types described below). The former states that the choice node should choose itsith child, and the

latter replaces the choice node with an AST generated by the client.

binding = { id: state * } state = index | AST

An ANYnode expects a single state, whileMULTI andSUBSETnodes expect a list of states

because multiple children can be chosen. The binding is automatically generated by the interface in

response to user interactions.

Example 6 (MULTI and SUBSETBinding) Suppose we use the following binding in Figure 4.8(b):

{$1:1, $2:[1,1], $3:[2,2] } . This means that theOPTnode is enabled, theMULTI
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Figure 4.7: End to end example of (a) query fragments, (b) example bindingsl i that expressQi as
well as an example bindingl d generated by (d) a candidate interface, and (c) aDIFFTREE for the
query fragments.

node chooses its �rst child$3 twice, and each “copy” of$3 chooses its second child. Thus the

DIFFTREEresolve to the listb,b .

Suppose we bind Figure 4.8(c) to{$1:[1,2]} . This chooses the �rst and second children

and resolves toa,b . The binding{$1:[1,1]} is invalid because each child can be chosen at

most once.

Example 7 (DIFFTREE Binding) Figure 4.7 shows an end-to-end example with three query frag-

ments. TheDIFFTREE's root ANYchooses betweenQ1 and the latter two queries, and theANY

nodes with ids$2 and$3 control the min and max in theBETWEENpredicate. Figure 4.7(b) lists

the bindings to express each query:l 1 binds the rootANYto its �rst child to expressQ1, while l 2

andl 3 expressQ2andQ3.

Figure 4.7(d) shows a potential interface for theDIFFTREE that generates the bindingl d. The

interface has a top-level radio list that binds to choice node$1, and if the second radio button

is chosen, then the range slider binds to choice nodes$2 and $3. Since the range slider can

specify values not present in the input queries, it generates the ASTsnum(12) andnum(24) in

the binding.
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4.3.3 Schemas

PI2 generates interfaces by choosing visualizations that renderDIFFTREEresults, and interac-

tions that bind choice nodes. We determine valid candidates by de�ning schemas for visualizations,

DIFFTREEs, interactions, and choice nodes, and applying schema mapping. This subsection de�nes

schemas forDIFFTREE results (Result Schemas) andDIFFTREE nodes (Node Schemas), while

the next de�nes schemas for visualizations and interactions. We �rst describe our simpli�ed type

hierarchy, and then present the schema de�nitions.

Types

To keep the text simple, we will use the simple type hierarchy with the base typeAST(abstract

syntax tree) and type specializationsstr , num, date , andgeo—str specializesAST, and the

rest specializestr . A type t1 is compatiblewith t2 if t2's domain is a subset oft1's domain. In

general, only DIFFTREE leaf nodes have a specialized type, while internal nodes have typeAST.

Example 8 (Node Types)Figure 4.8(a) annotates node types inyellow . b anda are str types

that refer to attribute names in the parser's grammar. The catalog states thatcount() returns

typenum, and1, 2 arenumbased on the annotated grammar. The node “>” has typeAST.

Result Schemas

A DIFFTREED expresses a set of queries {D}. Let Sd = <a1:t1, • • •, an:tn> be the result schema

for queryd 2 { D}, whereti is the type for attributeai provided by the underlying database. By

construction all of their schemas must be union compatible, thus theDIFFTREE's result schema is

SD = <t1, • • •, tn>. We drop the attribute names because each query may have different aliases. This

is �ne because we refer schemas positionally. For example, the SELECT clause in Figure 4.4 is

ANY(p,a),count . Sincea andp are bothnum, the DIFFTREE's result schema is <num, num>.
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Figure 4.8: ExampleDIFFTREEs of the four types of choice nodes, withtype and schema
annotations.

Node Schemas

We distinguish betweendynamic nodes(choice nodes and their ancestors) andstatic nodes(all

other nodes), because static nodes are only used to infer type information while dynamic nodes

participate in schema mapping and thus require schemas.

Static nodes are annotated with a type. We infer a leaf node's type by annotating production

rules in the grammar that resolve tostr or num, and use the database catalog to infer function

return types. All other static nodes have typeAST.

Dynamic nodes are annotated withnode schemasthat describe the structural variation expressible

by the subtree rooted at the node. The node schema<e1, • • •, en> is a list of expressions over types

and node schemas.ei can also use the operators|, ?, * , which follow regular expression

semantics:| is theor relation (ANY), ? is theexistentialrelation (OPT, SUBSET), and* is

repetition(MULTI). Schemas are nested in order to accommodate nested interfaces such as tabs,

nested radios, or toggles.

Let N(c1, • • •, cn) denote a dynamic node and itsn children, and letT(N) returnN's type if it is

static or its node schema if it is dynamic. The following recursively de�nesT(n) for dynamic nodes.

� ANY(c1,..,cn) : if all children are static, thenT(ANY) = < [ i2[1,n] T(ci)> has a single

attribute whose type is the least common ancestor of its children's types. Otherwise, its schema is

theORof its child schemas : T(ANY) = <T(c1)| • • •|T(cn)>.
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� OPT(c) : T(N) = <T(c)?> makes its child's schema optional.

� MULTI[sep](c) : <T(c)� > repeats its child schema.

� SUBSET[sep](c1,..,cn) : <T(c1)?,• • •,T(cn)?> makes each child schema optional and

concatenates them.

� N(c1,..,cn) : T(N) concatenates the schemas of its dynamic children<T(cs1), • • •,T(csk)>,

where cs1, • • •, csk are its dynamic children. If it has a single dynamic child c, then T(N) = T(c).

Example 9 Figure 4.8 annotatesDIFFTREEs with node schemas ingreen . In Figure 4.8(a), the

bottomANYonly has static children, so its schema is the union of its child types<num>. The

schema of the AST node= is the cross product of its dynamic children's schemas:<num>. Finally,

the topANYexpresses its left or right child, so has a nested schema<AST|<num>>. Figure 4.8(b)

further illustrates nested schemas, whereMULTI applies* to its child schema, andOPTapplies?.

Figure 4.8(c) is an example ofSUBSET.

4.3.4 Domain

We wish to guarantee that the generated interface iscomplete, in that it can express all of the

input queries (and possibly more). Unfortunately, schema information is insuf�cient to ensure this

guarantee. For instance, consider anANY(num(1),num(100)) node with two children, and a

bar chart whose three bars have the x-axis values1,2,3 . It may be desirable to let the user click

on a bar and bind its x-axis value (interpreted as an AST) to theANYnode. Strictly based on their

schemas, the click interaction has the same schema<num>as theANYnode. however, the bar chart

cannot express theANYnode's second childnum(100) . Thus, we also need to check that the

bar chart's click interaction can generate the bindings necessary to express all of theANYnode's

children.

DIFFTREEs express all the input queries by construction, and each query corresponds to a

binding. Thus, we de�ne aDomainas the states bound to a node suf�cient to express the input

queries. Using Figure 4.7 as the running example,$1 in has domain{1,2} .
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Internally,PI2 distinguishes the indexes and ASTs in a domain—if the index refers to a static

node, then it can be referred to interchangeably with that AST node. For instance, the �rst child of

$1 is the static nodea=1, so its domain is equivalent to{AST(a=1),2} . Similarly, the domain

for $2 is {1,2} or {num(1),num(30)} .

We treat dynamic nodes that are not choice nodes differently (e.g.,list in Figure 4.7). Their

domain is de�ned by “zipping” the domains of its dynamic children. For instance,$2 has domain

{1,2} and$3 has domain{1,2} , solist has the domain{(1,1),(2,2)} , or equivalently

{(num(1),num(25)),(num(30),num(34))} . Each element of the domain are the child

bindings needed to expressQ1andQ2. Finally, there is only one dynamic child, then its domain is

the same as its child's. For instance, theBETWEENnode has the same domain aslist .

4.4 Interface Mapping

A candidate interfaceI = (V, M, L) consists of visualization (V), interaction (M), and layout (L)

mappings. Recall that the candidateV andM are determined by matching source (DIFFTREE, choice

node) and target (visualization and interaction) schemas. This section de�nes the target schemas

and how interface completeness is guaranteed (that the interface can express the input queries).PI2

is extensible to support new visualization types, interaction templates, as well as different types of

layouts beyond those used in our prototype. We then present the interface generation problem in

Section 4.6.

4.4.1 Visualization MappingV

PI2 generates multi-visualization interfaces by constructing a mappingV from eachDIFFTREE

to a visualization that renders its results. In contrast to existing work that recommend a single static

visualization [102, 113, 100],PI2 also considers interactions between visualizations as well as

layout.

Visualization Schemas:Following existing visualization grammars [14, 137, 128],PI2 models a

visualization by the mark type (e.g., point, bar) and an encoding of data attributes to visual variables
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(e.g., x and y positions, size, color). To provide an extensible abstraction, we de�ne a visualization

typeV using aVisualization SchemaSV = V(ai :ti , • • •, [aj :tj , • • •]), whereV is the mark type, and

visual variableai is either a Quantitative (Q) or Categorical (C) typeti . Optional attributes are

listed within the square brackets,ti =Q|C supports both types. For instance, a bar chart renders

categorical values along the x axis, quantitative values along the y axis, and optionally renders

categorical values as the bar color.

A visualization type can enforce functional dependencies (FD) over its inputs. For instance, bar

charts imply that x and color determine y, while point charts have no FDs. We infer FDs from the

query, namely that grouping attributes determine the aggregation.

To use a custom visualization library, a developer simply registers new schemas and implements

wrappers around library API calls. For instance, our prototype implements Table, Point, Bar and

Line visualizations (Table 4.1) by wrapping the Vega-lite API [150], and in principle supports all 15

single-layer mark types3 in Vega-lite.

Visualization Schema and FDs Interactions

Table any schema Click

Point <x:Q|C, y:Q,shape:C?, Click, Multi-click,
size:C?, color:C? > Brush-x/y/xy, Pan, Zoom

Bar <x:C, y:Q, color:C?> Click, Multi-click
(x, color)! y Brush-x

Line <x:Q|C, y:Q, shape:C?, Click, Pan, Zoom
size:C?, color:C? >

(x, shape, size, color)! y

Table 4.1: Visualization schemas, FD constraints, and supported interactions.QandC stand for
quantitative (numeric) and categorical types.

Visualization Mappings: A visualization mappingD ! V from the output ofDIFFTREED to

visualization typeV is de�ned by mapping every attributead in D's result schemaSD to a distinct

visual attributeav in the visualization schemaSV . A valid mapping further ensures that 1) every

non-optional visual attribute has a mapping (e.g., x, y for a bar chart), 2) their attribute types are

3These 15 mark types are area, bar, circle, line, point, rect, rule, square, text, tick, geoshape, boxplot, errorbar, and
errorband.
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compatible, and 3) the functional dependency constraint holds. Speci�cally, anum attribute is

compatible with a quantitative visual attribute, whilestr andnumattributes with cardinality below

20 are compatible with a categorical visual attribute.

Example 10 ConsiderQ1 in Figure 4.2, which groups byp and computescount( * ) . We can

infer thatp determinescount , use the database statistics to estimate thatp's cardinality is below

20, and thus infer that it can be mapped to a quantitative or categorical visual attribute. The bar

chart mapping{ p ! x, count ! y} satis�es the type compatibility and functional dependency

constraints, and maps all attributes in the result schema, and has mappings to the required visual

attributes.

Candidate Generation: We generate all valid visualization mappings for aDIFFTREEby iterating

through each visualization type, and generating all permutations of the result schema that result in a

valid mapping to the visualization schema.

4.4.2 Interaction MappingM

One of the major challenges is to ensure that the interface contains suf�cient interactions (both

widget and visualization interactions) for the user to interactively express the input queries (and

perhaps others). Similar to visualization mappings,PI2 manages a library of interaction templates,

and identi�es candidate interaction mappings for a given choice node4 based on schema matching.

The key difference is that an interaction has state (e.g., the selected dropdown option), and schema

matching ensures that the interaction state can be bound to the corresponding choice node. This

subsection will �rst describe widgets and how they are mapped, since visualization interactions

build on their concepts.

4Technically,PI2 maps dynamic nodes (choice node or an ancestor) to interactions, but we focus on choice nodes
for clarity as the principles are the same.
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Widget Interactions

A widget w(D) is initialized with a choice node's domainD, and either lets the user choose

from the options (dropdown, tabs) or specify a custom value (textbox, slider). In general, a widget

can be mapped to a choice node based on their multiplicity. For instance, a dropdown can choose

a single option and is thus compatible withANY, a toggle is compatible withOPT, a checkbox is

compatible withSUBSET, and an adder widget (e.g., an "add new predicate" button) is compatible

with MULTI. Thus, we simply enumerate widgets5 compatible with each type of choice node.

Some widgets may impose custom constraints—for instance, a range slider expects the schema

<<s:num>,<e:num>> and thats < e. To support these cases, the widget implements a boolean

isCompatible(node) method that takes the choice node and its domain as input. The domain

schema and constraint in Table 4.2 will check the input domain's compatibility. The yieled events

will bind the choice nodes.

Widgets maintain the state that is bound to the corresponding choice node. For most widgets,

its state corresponds to the indexes of the selected options, and is always guaranteed to be a valid

binding. However, other widgets can generate ASTs that are outside of the widget's initialized

domainD. For instance, a textbox might parse its input into the AST of a predicate, while a slider

selects a number (a numeric AST) that is not an element inD. In these cases, the widget needs to

specify the schema of its state, so thatPI2 can verify that it is compatible with the choice node's

schema.
5PI2 is prepopulated with a library of common widgets, including button, radio, checkbox, dropdown, slider, range

slider, adder, and textbox.
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Widgets Domain Schema Constraint Event Schema

Radio, Dropdown <_> <idx>

Toggle <_?> <idx>

Checkbox <_* > <AST* >

Slider <num> <num>

RangeSlider <<s:num>,<e:num>> s � e <num>

Table 4.2: Example widget schemas and constraints. Domain schema and constraints are enforced in
theisCompatible(node) method. Event schema de�nes the yielded events when interacting.
_ matches any schema or type expression.

Visualization Interactions.

A visualization projects its input table (aDIFFTREEresult) to rendered marks. There are three

concerns when modeling interactions in visualizations: 1) each visualization type can support

multiple interactions (e.g., click, brush, pan), 2) the schema of the interaction's state depends on

the visualization mapping, and 3) the domain of the bindings that the interaction can specify is

dependent on the query results that the visualization renders. We �rst illustrate these concerns using

the bar chart and the point chart in Figure 4.9.

Example 11 The bar chart uses the visualization mapping(a ! x, count ! y), and supports a

click interaction. Since clicking on a bar selects its underlying record, its schema is the same as

its input table's schema. The point chart uses the mapping(a ! x, b ! y) and supports two 1-D

brush interactions along the x-axis.brush-x-bnds represents the min/max selection bounds,

and has schema<num,num> sincea has typenum. brush-x-data represents the records in

the selection, and thus has the same schema as the input table.

Each visualization type supports a set of interactions shown in Table 4.16, and each interaction

de�nes its event schema. The visualization interactions in Table 4.1 are collected from the most

common interactions in Vega-lite [128] and Tableau [143] gallery. Similar to the visualizations,

6Brush-x/y/xy, Pan, Zoom support selection bounds (-bnds ) and data (-data ).
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Figure 4.9: Visualization interactions and their schemas. A visualization maps each row to a
mark, and the same manipulation (brushing) can correspond to multiple interactions. Schemas are
in green .

the visualization interaction can also be extended by adding the newly-de�ned manipulation, the

corresponding event schema, and the visualization it can apply to.

The interaction library is extensible. The developer can register an interactionI for a given

visualization type by specifying its name and interaction schemaSI . When PI2 initializes a

visualization, it passes in a list of interaction names to enable. It is the interaction implementation's

responsibility to generate bindings that conform to its schema. For developer convenience, the

types in the event schema can refer to the chart's visual attributes, or* to denote all mapped visual

attributes.PI2 will internally translate the visual attributes to be in terms of the input table schema.

As an example, if we add an interaction with schema<x, * , idx> to the bar chart in Figure 4.9,

PI2 would translate its schema to<a:num, a:num, count:num, idx:idx> .

Valid Interaction Mappings: Consider a visualizationV that renders the output ofDIFFTREE

D. A mappingI ! n from V's interactionI to choice noden is valid if I's schema can be used

to expressn's domain. We �rst check if there is a schema mapping from the interaction schema

SI to choice node schemaSn, such that each attributeSn is mapped from some attribute inSI . An

attribute mapping ai 2 SI ! aj 2 Sn is valid if their types are the same.

Second, we check thatI can generate the bindings needed to express each AST inn's domain.

However, an interaction can only express values that are present in its input table, which is not
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guaranteed to covern's domain as it depends onD's query result. As a heuristic, we can sample

and execute a handful of queries drawn fromD. A candidate interaction mapping is valid if each

element inn's domain is covered by at least one query result. In practice, we execute each input

query—this guarantees completeness at the expense of false negatives.

Example 12 Consider the click interaction in Figure 4.9, and the mapping froma:num to choice

nodeANY{1,4,5} . a can only cover the choices1 and4, so the mapping may be invalid. Suppose

the bar chart'sDIFFTREEexpresses a different query whose results contain(a:5, count:100) .

Thena covers5 and the mapping is valid.

4.4.3 Layout MappingL

After visualization and interaction mapping, we can mark the dynamic nodes in theDIFFTREEs

that correspond to widgets on the screen.L de�nes a layout tree over the visualizations and widgets,

where each layout node either horizontally (H) or vertically (V) lays out its child elements.

Let aDIFFTREEnode that has been mapped to a widget be called aWidget Node. For a given

DIFFTREED, we �rst create a layout treeWD for its widgets: each widget is a leaf node, and we

create a layout node for the least common ancestor of every pair of widget nodes in theDIFFTREE.

D's layout treeLD is a layout node whose children areWD and theDIFFTREE's visualization. If

there are multipleDIFFTREEs, the �nal layout treeL is a root layout node whose children is each

DIFFTREE's layout tree. Note that layout is currently best effort, users are free to change the widget

positioning themselves.

One point of note is that some widgets may themselves be layout nodes. For instance, a radio

list, toggle, or tab list may be used to choose different sub-interfaces, but also require space to

render the widget themselves. Typically, these “layout widgets” will be mapped to choice nodes

that have descendant choice nodes, and thus takes the place of a layout node.

Finally, PI2 also uses the layout tree to estimate the bounding box of every node in the tree.

This is used during interface cost estimation to assess the amount of effort that the user must move

between widgets and visualizations in order to express a given query, and penalize interfaces that
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exceed an optional screen size. To do so, we also estimate text and widget sizes based on their

initialization parameters.

Figure 4.10: Layout tree and their bounding boxes when the layout nodes (Layout , Toggle ) are
horizontal or vertical.

Example 13 Figure 4.10 illustrates a layout tree with three leaf widgets, the toggle layout widget,

and a root layout node. Vradio (Hradio) renders its elements vertically (horizontally), and the

toggle button is always in the top left above its children. Figure 4.10(a) and (b) illustrate the layout

and bounding boxes if the layout nodes were horizontal or vertical, respectively.

4.5 Cost Model

The space of candidate interfaces is very large, and a cost model is needed to estimate the quality

of a candidate interface mapping. This is a deep and long-standing problem in HCI research [133,

57, 22, 91], as it can take into account perception, cognition, usability, user effort, accessibility,

preferences, and more. For instance, visualization recommenders such as ShowMe [104] use heuris-

tic rankings based on data types and statistics, while recent approaches learn such rankings [113,

100]. Similarly, interface usability measures from HCI are typically based on the amount the actions

needed to complete a task. For instance, GOMS [82] counts the number of keyboard and mouse

actions to achieve a goal, while SUPPLE [57] measures the time to navigate to each widget and

manipulate it.

This work focuses oneffectiveness—the effort a user needs to use the interface—and borrows

from prior work. To this end, we primarily consider the amount of user effort needed to express
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Figure 4.11: User navigates from w1 to w2 to changeQ1to Q2.

the input query sequenceCU() and the interface size based on the layoutCL(). We compose them

linearly as:C(I,Q) = CU(I,Q) + CL(I,Q). In principle, any linear cost function can be ef�ciently

computed and used in interface search. For instance, we will show how to add an additional

component CV() to measure visualization effectiveness.

User effort CU(): We borrow the interface cost model from SUPPLE [57]CU(I,Q) = Cm(I) +

Cnav(I,Q). It adds the time to perform each interactionCm and to navigate between interactions

Cnav.

Rather than construct the interaction costCm() by hand, we �t a cost function for each widget

based on interaction traces collected in prior work [30, 157]. We used a second-order polynomial

that is a function of the widget's domain sizenw. Enumerable widgets (e.g., radio, dropdown,

checkbox) de�nenw as the number of options; other widgets setnw = 0. The manipulation cost for

the interfaceCm(I) is the total cost of manipulating the widgets needed to express each input query.

We set Cm() for visualization interactions to a small constant to encourage choosing them.

SUPPLE modeled the navigation costCnav using Fitts's law [133, 101]7. It states that the

time to move to a target area increases with its distanceD and inversely to its widthW along

the axis of motion, and has been shown to apply to digital cursors as well as human movement:

c1 + c2 � log2 2D/W, where c1 and c2 are constants. Given the bounding boxes of two widgets, we

estimateD as the distance between their centroids, andW as the minimum of the target widget's

box width and height [101].

We compute the navigation cost needed to express the input queries in sequence, and navigate

the widgets in order of their depth �rst traversal in the DIFFTREEs.

Example 14 Figure 4.11 shows two truncated queries that differ in the left and right operands

7Alternatives and extensions, such as the steering law [2], could also be used.
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of the equality predicate. To expressQ1, the user manipulatesw1 andw2 to selecta and1, and

again to expressQ2, and navigates fromw1 ! w2 ! w1 ! w2. In the Fitts's law model,D is the

distance between the+ markers, andW is set as the box heights. Settingc1 = 1 andc2 = 25works

well empirically.

Layout Cost CL(): The navigation cost implicitly accounts for layout, as excessively wide or tall

interfaces will require more navigation. Thus, by default, we set the layout costCL = 0. However,

if the user speci�es a maximum desired width and height, we penalize the interface if it exceeds the

desired maximum:

CL(I) = a � (max(0,I.w – width) + max(0,I.h – height))

Visualization Cost CV(): As an example of how to extend the cost model, we incorporated

visualization effectiveness based on Tableau's ShowMe [104], which uses data attribute types

and cardinalities to determine candidate mark types (similar to our schema mapping) and ranked

mark types heuristically. We reimplemented this logic and assign a cost inversely proportional

to a mark type's ranking. More generally, most recommenders are based on attribute types and

simple statistics, thus they could be directly implemented in the cost model. In principle, we could

treat a visualization recommender as a black box that takes a dataset description, query results and

candidate visualizations as input, and use its ranked recommendations as the cost.

4.6 Interface Generation

As we saw in Section 4.2, the same set of queries can be expressed by manyDIFFTREEstructures,

each of which can be mapped to many possible interfaces. Given the de�nitions in the previous

sections, we can now present the interface generation problem:

Problem 1 (Interface Generation Problem) Given input query sequenceQ and interface cost
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modelC(I,Q), return an interface mappingI� = (V,M,L) such thatI� expressesQ and minimizes

C(I� , Q).

We solve this problem using a search-based approach, where we initialize a set ofDIFFTREEs,

and iteratively transform theDIFFTREEs and map them to candidate interfaces. This section

describes the set of transformation rules that de�nes the search space, and then describes the search

procedure based on Monte Carlo Tree Search (MCTS) [39].

4.6.1 DIFFTREETransformation Rules

We de�ned four categories ofDIFFTREE transformation rules that de�ne the search space. Each

rule takes as input a choice node and transforms the subtree rooted at the node. All rules are

guaranteed to preserve or increase the expressiveness of theDIFFTREEs. PI2 ensures expressiveness

by construction—it initially groups input queries with the same result schema, and connects their

ASTs with anANYchoice node to construct the initial DIFFTREEs.

Figure 4.12 shows all the rules. In the diagram,x, y, z represent subtrees that are distinguished

by their root node — the root ofx andx' are the same, and different than they's. A represents a

AST node andchoicerepresentsChoice nodes.

Each rule category serves a different purpose.Refactoring rulesidentify and refactor shared

substructures in order to isolate the precise differences between the queries; these includePushANY

andPushOPT, which pushANYandOPTnodes down if their children have the same root node,

andPartition groups subsets of anANYnode's children.Cross-tree rulesare used toMerge

multiple DIFFTREEs into one orSplit oneDIFFTREE into multiple.Mutation rulestransform one

type of choice node into another, for instance fromANYto SUBSET. Finally,Simpli�cation rules

are used to simplify the tree structure, for instanceNoop removesANYnodes with a single child,

andMergeANY reduces a cascade ofANYnodes into a single one.

Example 15 Figure 4.13 applies a sequence of transform rules on three input query fragments.

Each query is initially a separateDIFFTREE, andMerge combines them into a singleDIFFTREE.
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Figure 4.12: Four categories of DIFFTREE transformation rules that de�ne the search space.
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Figure 4.13: Example sequence of transformation rules applied to three input queries.

Partition groups theANY's children into homogenous clusters, and combines each non-singular

cluster with anANY. In practice,Partition is used to initially cluster the input queries by their

result schema in order to reduce the number of redundant visualizations and maximize the likelihood

of non-tabular visualization mappings.Split then removes the rootANYso that its children are

separateDIFFTREEs. Since both equality predicates are rooted with=, PushANYpushes theANY

down. Finally, theANYon the right has numeric children, so it is lifted to aVAL.

4.6.2 Monte Carlo Tree Search

A search problem is de�ned by its states, transitions, and cost function. In our problem, each set

of DIFFTREEs is a state, and transformation rules de�ne the transitions. To assess the quality of

each state, we apply the cost model in Section 4.5 to a set ofK random interface mappings. The

search returns a set ofDIFFTREEs, and we perform a more complete search for the �nal interface

mappingI.

Since the number of applicable transformation rules is very large, it is infeasible to exhaustively

search even a small portion of the search space. Thus, we adopt Monte Carlo Tree Search [39]

(MCTS), a randomized search algorithm famously applied to problems with massive search spaces,

such as Google's AlphaGo [135]. MCTS balances exploration of new states with exploitation of

known good states. Another bene�t is that MCTS works well when high-cost states are needed in
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order to reach an optimal state, as is common in games like Go. Since MCTS is traditionally used

in two-player games, we use a single-player variation [131, 30].

MCTS Search Procedure

Single-player MCTS [131] explores the search space by iteratively growing asearch tree, where

each node is a search state8. Each iteration grows the tree using the following four steps. Note

that we add a specialTERMINATErule that is a valid transition for every state. Choosing this rule

results in a terminal state that has no outgoing transitions. The algorithm stops when all leaves

reach a terminal state.

1. Selecta leaf state in the search tree. Starting from the root stateR, we recursively select a

child until we reach a leaf stateS. Child selection is based on the Upper Con�dence Bound

for Trees strategy (UCT) [131]: letNi be theith child of current stateN, we choose the child

that maximizes

X + c

s
ln t(N))
t(Ni)

+

s
Í

x2 – t(Ni)X
2

+ d
t(Ni)

(4.1)

Wheret(N) is the number of times that a nodeN was visited. This estimates an upper

con�dence bound for the expected reward�X, which is the negative cost. The term exploits

the existing reward, the second term prefers the unexplored nodes, and the third term prefers

nodes with high reward variance.c andd are empirically set constants and control the

preference for exploration and high variance nodes, respectively.

2. Expand the leafS by adding all of its children (result of valid transform rules) to the search

tree (their visit count would be 0, which will prioritize them in future iterations). Then

randomly choose a child state C to simulate.

8Staterefers to a search tree node in order to distinguish from a DIFFTREEnode.
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3. Simulate a random playout by applying random transform rules toC until there are no more

valid transform rules to apply, or if theTERMINATErule is chosen.

4. Backpropagatethe leaf node's reward fromC to R by incrementing the visit count and

appending the reward to all states in its path. We estimate the reward by generatingK = 5

random interface mappings, estimating their costs, and returning the negative of the minimum

cost (and thus the maximum reward).

In addition, we developed a set of optimizations that work well in practice. The �rst is how to

choose the bestDIFFTREE to return once the search terminates. MCTS traditionally returns the

state with the highest average reward. In contrast, we follow Cadiaplayer [16] and return the state

with the maximum reward encountered (during its rollouts and random interface mappings). The

second is to run search iterations in parallel. Everys iterations, the coordinator synchronously

receives the highest reward state from each worker, and distributes the maximum reward state back

to the workers. We further use early stopping, where each worker sends an early stop signal if its

local optimal state has not changed inesiterations. If the coordinator receives stop signals from

all workers and does not receive a higher reward state, then it terminates the search. Section 4.9.4

evaluates these optimizations.

Interface Mapping Generation

Given the output state from MCTS, we perform a more exhaustive search for the lowest cost

interface mapping. This is done in three phases, where �rst, we enumerate all possible visualization

mappingsV, and then derive all the valid visualization interactions over these visualizations.

Afterwards, we search for all the mappings from thechoice nodesto the widgets and visualization

interactionsM. Finally, we construct the layout tree and use a prior branch-and-bound-based

algorithm [57] to assign horizontal and vertical layouts to each layout node. Since manipulation

costCm term in the cost model is independent of the layout, and typically the dominant factor, we

separate the search into two steps: �rst, we search for the top k mappings ofV,M in terms ofCm,
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Result: Given DIFFTREEsD and queries Q, �nd the top k mappings ofV andM with
lowest Cm.

1 clist := an ordered list of choice nodes inD;
2 icand := each choice node's all valid visualization interaction candidates;
3 wcand := each choice node's all valid widget candidates ;
4 G[N] := the lowest Cm among all widget covers of N;
5 F[N] := the top k exact widget covers of N with lowest Cm;
6 minHeap := the top k mappings ofV andM with lowest Cm;
7 Function G(N) :
8 if G[N] hasn't been calculatedthen
9 G[N] = min(Cm(w, Q) + G(N-w.cover) | w2 wcand[[N[0]]])

10 end if
11 return G[N]
12 return

13 Function F( N) :
14 if F[N] hasn't been calculatedthen
15 L = ; ;
16 for w in wcand[N[0]] do
17 if w.cover� N then
18 L = L [ {C [ {w.cover ! w} |C 2 F(N – w.cover)}
19 end if
20 end for
21 F[N] = top K elements in L with lowest costs
22 end if
23 return F[N]
24 return

25 Function searchV( D, V, M) :
26 for v in all possible visualization mapping:do
27 V = v;
28 compute icand;
29 searchM(D, 0,V, M );
30 end for
31 return
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32 Function searchM( D, i, V, M) :
33 N := the choice nodes without mapping in clist[0:i];
34 Ns := all the choice nodes without mapping;

/ * pruning * /
35 if Cm({ V,M}, Q) + G(N) >= minHeap[k].costthen
36 return
37 end if
38 if i == len(clist) then
39 for m inF (N) do
40 M.add (m);
41 if Cm({ V,M}, Q) < minHeap[k].costthen
42 insert into minHeap;
43 end if
44 M.delete (m);
45 end for
46 return
47 end if
48 for vinteraction in icand[i]do
49 if vinteraction.cover� Ns and compatible withM then
50 M.add (vinteraction);
51 searchM (D, i + 1, V, M);
52 M.delete (vinteraction);
53 end if
54 end for
55 searchM (D, i + 1, V, M) ;
56 return
57 searchV (D, ; , ; );
58 return minHeap

Algorithm 1: V, M Mapping Generation Algorithm
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and second, we search the optimal layout for each of these top k mappings. In the end, we return

the overall optimal interface. We �nd k = 10 is suf�cient to �nd the optimal interface empirically.

Algorithm 1 shows the pseudo code of our search algorithm forV,M. At �rst, we enumerate

V as shown in thesearchV function(line 19). Then, we considerM. An interaction mapping

M is valid if and only if all the interactions exactly express thechoice nodesonce – namely, to

�nd the exact coverof thechoice nodesusing widgets or visualization interactions. Notice that,

the attributecover (line 15) of a choice node's candidate interaction means besides this choice

node, all the choice nodes it expresses at the same time. Also, visualization interaction mapping

is more sophisticated in that1
 one visualization interaction can not be mapped to multiple times

in the sameDIFFTREEbecause it will decrease the expressiveness;2
 on one visualization, some

interactions are con�icted, such as brush along x-axis and brush along y-axis, so that only one

of them can be chosen. With such concerns, the interaction mapping can not be solved by single

dynamic programming. Thus, we separate visualization interaction mapping and widget mapping

– �rst, enumerate the compatible visualization interactions (line 36); and for each visualization

interaction mapping, �nd the optimal widget mappings(line 30) for the left uncovered choice nodes

using dynamic programming inF(N) (line 11). Also, we prune the search space by proposing a

lowest bound(line 27), which equals to the existing visualization interaction mapping's cost plus the

lowest possible widget mapping cost for uncovered choice nodes computed byG(N) (line 7). When

this lowest bound is greater than the existing kth optimal cost, we prune this branch.

4.7 Putting It All Together

We now put the concepts from the previous sections together in an end-to-end example. List-

ing 4.1 lists input queries that analyze sales data from the Kaggle Supermarket Sales dataset [84].

Q1returns the total sales for products in cities that have the highest total sales during a date range,

while Q2changes the date range in the outer and nested queries. The remaining queries return total

sales by date for different branches (A, B, C) and product lines. The queries and interface will also

be used in our �rst user study (Section 4.9.2).
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Q1 SELECT city, product, sum(total) FROMsales as ss

WHEREss. date BTWN '2019-01-05' & '2019-03-10'

GROUP BYcity, product

HAVING sum(total) >= ( SELECT max(t) FROM

( SELECT sum(total) as t FROMsales as s

WHEREs.city = ss.city and

s. date BTWN '2019-01-05' & '2019-03-10'

GROUP BYs.city, s.product ) )

Q2 .. WHEREss. date BTWN '2019-01-25' & '2019-02-15'

.. HAVING sum(total) >= ( SELECT max(t)

..s. date BTWN '2019-01-25' & '2019-02-15' ..

Q3 SELECT date, sum(total) FROM sales

WHERE branch = 'A' AND product = 'Health & beauty'

GROUP BY date

Q4 .. WHEREbranch = 'B' and product = 'Electronics' ..

Q5 .. WHEREbranch = 'C' and product = 'Lifestyle' ..

-- many similar queries --

Listing 4.1: Complex sales analysis queries

We initially construct twoDIFFTREEsD1 andD2, because Q1 and Q2 share the result schema

<city:str,product:str,sum:num> while Q3-5 share the result schema<date:date,

sum:num>. Figure 4.141
 depicts the simpli�ed AST for one query in each of the twoDIFFTREEs,

where the projects have been abbreviated. The result and node schemas are below eachDIFFTREE,

and the choice nodes are highlighted inyellow .

Monte Carlo Tree Search (MCTS) will now iteratively generate candidate interfaces and apply

transformation rules to theDIFFTREEs. The queries in eachDIFFTREE share nearly identical

substructures, and primarily differ in their literals. Thus, MCTS may applyPushANYto refactor

DIFFTREEs. The resulting DIFFTREEs in Figure 4.142
 haveANYnodes directly above the leaves.

To mapD0
1 andD0

2 to interfaces, we need to infer their choice node schemas. For instance,

$3 is anANYnode with schema<date> and domain{date(`1-05'), date(`1-25')} ,

while $9 has schema<str> with domain{str(`A'), str(`B'), str(`C')} . $7 is a

dynamic AST node whose schema<date,date> concatenates its child schemas together.

Given the candidateDIFFTREEs D0
1 andD0

2, PI2 ultimately returns the lowest-cost interface

60



Figure 4.14: End-to-end example given queries in Listing 4.1.1
 shows the initialDIFFTREEs D1,
D2. 2
 shows the transformedDIFFTREEs after applying thePushANYrule. 3
 shows the �nal
generated interface and interaction mappings.
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mapping depicted in Figure 4.143
 . As an example of the visualization mapping,D0
1 is rendered

as a bar chart because its result schema is consistent with the bar chart's visualization schema,

and the result satis�es the FD(city, produce) ! sum. Thus, we produce the mapping

Bar(x=city,y=sum,color=product) . D0
1 is also consistent with a line chart, however,

based on statistics, thecity 's cardinality is only 3, and thus we prefer the bar chart.

For the interactions,PI2 observes that the$7 and$8 have identical bindings for each input

query, thus a single interaction can be mapped to both. One option is to create a range slider that

chooses the minimum and maximum date. Instead,PI2 �nds that D0
2 is visualized as line chart, and

the attributedate is mapped to the x axis. Thus, brushing along the x axis (thebrush-x-bnds

interaction) has schema<date,date> and is a valid mapping to both$7 and$8; further, the x

axis's domain contains$7 and$8's domain so it is guaranteed thatD1's queries can be expressed.

Finally, the brush interaction simpli�es the layout and reduces the overall cost.

As another example, both button and dropdown widgets have schema<AST>which are com-

patible with the schema for$9. However,$9 only has three possible values(A, B, C) , and so

it is easier to render three buttons than choose from a dropdown. In contrast,$10 has a much larger

domain, and so a dropdown is more compact.

4.8 Applications

We now describe two use cases ofPI2, both of which we have prototyped and evaluated: an

interface authoring tool and a Jupyter notebook integration.

4.8.1 Interface Authoring

Although many students and developers learn SQL (for instance, students in an introductory

database course), they are not trained to build interfaces. To bridge this gap,PI2 could form the

basis of a SQL-oriented interface authoring tool: it can recommend an initial layout, visualizations,

and interactions that the developer further customizes (e.g., the chart types). Below is an example.

Example 16 Given the analysis queries in Listing 4.2, which are taken from the public Google
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COVID interface (Figure 4.15a),PI2 can author a comparable interface, as shown in Figure 4.15b.

Users can use this interface to specify thecases or deaths , select a state, and de�ne the time

period of interest.

(a) Google Covid Vis (b) This paper: PI2

Figure 4.15: (a) Google's Covid-19 visualization. Using queries in Listing 4.2, interfaces generated
by PI2.

Q1 SELECT date , cases FROMcovid WHEREstate='CA'

Q2 .. WHEREstate='CA' and date>date('2021-06-21', '-30 days') ..

Q3 .. WHEREstate='CA' and date >date ('2021-06-21', '-7 days' )..

Q4 SELECT date , deaths FROM covid WHEREstate='CA'

Q5 .. WHEREstate= 'NY' ..

Q6 .. WHEREstate='NY' and date>date('2021-06-21','-14 days') ..

Q7 .. WHEREstate='NY' and date >date ('2021-06-21', '-7 days' )..

Q8 .. WHEREstate= 'WA' and date >date ('2021-06-21','-7 days')..

Listing 4.2: Covid visualization queries

4.8.2 Interface Generation in Notebook Analyses

SQL-oriented notebook tools such as Hex [147] and Count [40] signal the rising importance

and prevalence of SQL-based data science. These tools also emphasize the importance of switching

between programming and interaction modalities by enabling users to manually add simple widgets

to control query parameters. Similarly, notebook plugins like Lux [95] automatically recommend

static visualizations of query results and data frames.

However, existing tools are focused on visualizations of an individual query, whereas analyses

typically span multiple queries.PI2 lets the user select the representative SQL queries at any
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point during analysis, and generate a complete interactive visualization interface. This has several

additional bene�ts: 1)PI2 generatesinteractivevisualizations in addition to standalone widgets,

2) PI2 takes screen size and layout into account, 3)PI2 does not require manual interface design

effort, 4) PI2 goes beyond simply query parameters to arbitrary query trasnsformations.

To this end, we have implemented a prototype that integrates PI2 into Jupyter notebook [145].

Interface Design We integratePI2 as a Jupyter Lab [63] extension. We design the interface as

shown in Figure 4.16. While authoring SQL queries in the Jupyter notebook, a user can check the

checkbox next to each cell to include it as part of the query log for interface generation. Clicking

theGenerate Interface button will invokePI2 to generate a new interface to theGenerated

Interfacespanel on the right.

The atomic unit of execution in notebooks allows users to easily refer back to previous cells to

edit and potentially re-execute them. To adapt to edits and ensure reproducibility, our integration

tracks interface versions in the version tabs at the top of theGenerated Interfacespanel and archives

the input query logs in theQuery Logcollapsible section for each version.PI2 lays out the

interfaces and notebook cells side-by-side, so that the normal notebook analysis work�ow will not

be interrupted.

Example 17 In Figure 4.16, the user has run six queries from the Sloan Digital Skey Survey

(SDSS) [132] query log. Q1,Q2 retrieve the locations of celestial objects within a sky region de�ned

by ra anddec ; Q3,Q4 count the objects within that region; Q5,Q6 join those objects with the

galaxy table to return their electromagnetic spectrum attributesu, g, r, i, z . The tables

under the cells lists the above query's results.

The user selects the six queries and clicksGenerate Interface to create the interface on

the right. Q1,Q2 are rendered as a point chart, and the rest are rendered as two tables.PI2 �nds

that pan and zoom interaction over the point chart can expressra anddec differences in Q3-6, so

it automatically adds a pan and zoom interaction to the point chart; when users pan or zoom, the

tables automatically update.
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Figure 4.16: PI2's Jupyter Notebook Plugin

In contrast, Lux visualizes the results, but the user would need to manually edit the queries; Hex

lets the user create four slider widgets, but that is far more cumbersome to use than interactive pan

and zoom.

4.9 Experiments

The primary success criteria forPI2 is to generate fully functional interactive visualizations

from a small number of input examples. We break this down into the following questions.

1. CanPI2 generate expressive interactive visualization interfaces? To evaluate this, we follow

the evaluation in Vega-lite [128] and show examples that cover the data-oriented interactions

in Yi et al.'s [156] taxonomy of interaction methods. We further show thatPI2 can reproduce

the COVID visualization shown at the top of Google's search results page for the search query
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“covid19”.

2. How is PI2's usability compared to existing tools? We comparePI2 with manual-designed

interfaces and with notebook analysis tools. We �nd thatPI2 generates interfaces that are

competitive or preferable to manually designed interfaces, and that it better facilitates data

analysis in a notebook environment than specialized SQL-analysis notebooks [147]. The

studies are approved by the institutional review board (IRB).

3. How quickly canPI2 generate interfaces? We evaluatePI2's latency and generated interface

quality varies with respect to its search parameters.

Our focus is on thefunctionalityof the output interface (whether it can easily express the underlying

analysis) rather than its style and presentation. Thus, when applicable, we may modify the font,

spacing, and other CSS-based interface stylings.

4.9.1 Interaction Expressiveness

We use Yi et al.`s [156] taxonomy of visualization interaction techniques to highlightPI2's

expressiveness. Their paper describes seven interaction types:Selectinteresting data;Explore:

show different subsets of the data;Abstract:change the level of detail;Filter the data;Connect:

highlight related data (such as in a different chart);Encode:change the visual representation (e.g.,

from scatterplot to bar chart);Recon�gure: rearrange the visual presentation (e.g., change from

linear to log scale) Of these, encode and recon�gure are unrelated to query-level transformations.

Every example supports selection, so we evaluate the remaining four types.

In each example, wehighlight query fragments that differ from the preceding query, use

.. when a long substring does not change, and useBTWN min & maxto meanBETWEEN min

AND max.

Explore: The queries in Listing 4.3 project horsepower (hp), miles per gallon (mpg), and origin

from theCars dataset, and change the range predicates on hp and mpg. The generated interface in

Figure 4.17a renders the attributes as the x-axis, y-axis, and color, respectively, and enables panning
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(a) Explore (b) Connect

(c) Abstract (d) Filter

Figure 4.17: Interfaces that express Yi et al.'s [156] interaction taxonomy using queries in Listing 4.3,
Listing 4.5, Listing 4.4 and Listing 4.6. (a) panning ans zooming interaction, (b) linked selection,
(c) overview and details interaction, (d) cross-�ltering.
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and zooming to control the range predicates (thus it also satis�esAbstractinteraction described

next).

Q1 SELECT hp, mpg, origin from Cars

WHEREhp BTWN 50 & 60 AND mpg BTWN 27 & 38

Q2 .. WHEREhp BTWN 60 & 90 and mpg BTWN16 & 30

Listing 4.3: Explore

Q1 SELECT date , price FROMsp500

Q2 .. WHERE date > '2001-01-01' AND date < '2003-01-01'

Q3 .. WHERE date > '2001-02-01' AND date < '2003-02-01'

Listing 4.4: Abstract

Abstract The queries in Listing 4.4 also vary a range predicate, howeverQ1 does not have a

WHEREclause. The overview-and-detail interface (Figure 4.17c) has a static overview chart forQ1;

brushing it updates the detail line chart that expresses the �ltered data.

Q1 SELECT hp, disp, id FROMCars

Q2 SELECT mpg, disp, id in (1, 2) as color FROM Cars

Q3 SELECT mpg, disp, id in (20,22) as color FROMCars

Listing 4.5: Connect

Connect: Q1in Listing 4.5 returns horsepower (hp), displacement (disp), and id from theCars

dataset, while the latter queries return miles per gallon (mpg), and a boolean color attribute based on

the ids of the rows. In Figure 4.17b, the left scatterplot renders hp and disp as the x and y axes (id is

a primary key so is not rendered by default), while the right scatterplot also encodes the boolean

color attribute as the mark color. Thus, selecting points in the hp chart highlights the corresponding

rows in the mpg chart.

Filter: Listing 4.6 lists three sets of queries; each is grouped by a different attribute (hour , delay ,

anddist ). Q1,4,7 do not �lter the table, and the subsequent queries �lter by the grouping

attributes of the other two sets. For instance,Q2,3 group onhour and �lter on delay and

dist . These queries describe cross-�ltering, whichPI2 automatically derives from �rst principles

(Figure 4.17d). Brushing in a chart updates the corresponding predicates inbothother charts, and
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clearing the brush disables the predicate (toggles its existence).

Q1 SELECT hour, count ( * ) FROMflights GROUP BY hour

Q2 .. WHERE bin_delay BTWN 0 & 50 AND dist BTWN 400 & 800 ..

Q3 .. WHEREbin_delay BTWN 10 & 60 AND bin_distance BTWN 10 & 300 ..

Q4 SELECT bin_delay , count ( * ) FROMflights GROUP BYbin_delay

Q5 .. WHERE hour BTWN 10 & 16 AND bin_distance BTWN 400 & 800 ..

Q6 .. WHERE hour BTWN 15 & 20 AND bin_distance BTWN 200 & 700 ..

Q7 SELECT bin_distance , count ( * ) FROMflights group by bin_distance

Q8 .. WHERE hour BTWN 10 & 16 AND bin_delay BTWN 0 & 50..

Q9 .. WHERE hour BTWN 8 & 19 AND bin_delay BTWN 20 & 61 ..

Listing 4.6: Filter

4.9.2 User Study 1: Interface Authoring

In user study 1, we comparePI2 with developer-designed interfaces. We recruited 12 university

computer science students with SQL knowledge. Users performed two tasks, and in each task,

we asked users to design an interactive interface with pencil and paper or iPad given a small log

of analysis queries. We provided users a library of visualization types, widgets, and interactions

to choose from, so that users could focus on interface layout and design. We also asked users to

reproduce two queries usingPI2's interface (to evaluate whether the interface is understandable),

and then asked them to compare and contrast thePI2 generated interface with their design. Each

user took 56 minutes on average.

Tasks

Covid: This uses queries in Listing 4.2, and users compared withPI2's interface in Figure 4.15b.

Users reproduced queries such as:select date,cases from covid where state='New

Jersey' ^ date>date('2021-06-21', '-7 days') .

Sales:As described in Section 4.7, this uses queries in Listing 4.1, and users compared with the gen-

erated interface in Figure 4.143
 . Users reproduced queries such as:select city, product,

sum(total) from sales as ss where ss.date between '2019-01-20' and '2019

-02-17' group by city, product having sum(total) >= ( select max(t) from

69



( select sum(total) as t from sales as s where s.city = ss.city AND

s.date between '2019-01-20' and '2019-02-17' group by s.city, s.product

)) .

Results

(a) U1: fully expresses the Qs.

(b) U5: does not vary the date. (c) U6: sketch for sales task.

Figure 4.18: U1 and U5's sketched interfaces for the Covid task; U6's sketched interface for the
sales task.

In each task, all users were able to interact with thePI2 interface to reproduce the two queries.

Similarly, on a scale of 1 (not useful) and 5 (very useful) for whether the user would use PI2 for a

similar future analysis, all users chose 4 or 5.

Covid: 4 users stated that their sketches were“almost identical to the PI interface (U1, see in

Figure 4.18a)”, while 6 found that their sketches were“less complete than PI2 (U5)”because

they missed some differences between queries in the log. This is expected, as identifying subtle

differences between queries is dif�cult. For instance, U5's interface does not change the date

predicate in the query (Figure 4.18b).
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Sales: Only 6 users sketched correct interfaces that can express all the queries, (e.g., U6's in

Figure 4.18c). In fact, 6 users explicitly stated that“overall, PI2 is a better design than mine

(U2)” : 2 users found that“mine is basically same as the auto generated chart (U4)”, while 7 users

appreciatedPI2's brush interaction since“it makes data visualization extremely ef�cient to explore

(U9)” . However, 2 users preferred to“customizePI2 interface by adding a date slider for the

second chart(U12)”, and users noted the lack of labels and adornments in thePI2 interface, saying

“It would be great if the vis can tell me the exact year-month-day I chose when I was using the brush

(U3)” .

Finally, we asked users to hypothesize the tools they would use to implement their sketches, and

how long they expected the implementation to take. The main tools mentioned were Tableau [143],

Vega/Vega-lite [128], and D3 [17], with times that ranged from 10 minutes to 3 hours. As such, the

�rst author further created comparable interfaces using Tableau and Vega-lite, as they are designed

for rapid visualization prototyping. For the covid task, Tableau and Vegalite took 8 min and 118

LOC, respectively; for the sales task, Tableau can not express the difference in the correlated

subqueries, and Vega-lite took 154 LOC. In contrast, PI2 generated interfaces in seconds.

Takeaways: Overall, users were able to understand and usePI2 interfaces, which they found

comparable or better than their own sketches. Users thoughtPI2 is useful in authoring interfaces,

but wanted ability for further customization, more label annotations, and tooltips.

4.9.3 User Study 2: Notebook Analysis

This study compares thePI2 Jupyter plugin (Section 4.8) with the state-of-the-art commercial

Hex notebook [147], using a data exploration task based on a query session from the SDSS query

logs [132] in Example 17. We used a sample of objects from SDSS, and added objects to form

a roman numeral in a nearby region of the sky. The users are the 12 university CS students we

recruited in study 1.

Tutorial: Users �rst familiarized themselves with the queries in Example 17 by running each one.

Users then followed a tutorial for thePI2 plugin and Hex's of�cial tutorials on creating widgets,
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charts [71] and parameterizing SQL queries [72].

Task: Users were asked to explore other parts of the sky to �nd and count the number of objects

that form the roman numeral. Users usedPI2 and Hex9, and were encouraged to use the tools to

build an exploration interface if they deemed it to be useful. If creating an interface took longer than

10 minutes, we offered a pre-created interface to use. Users took on average 39 minutes in total.

Results

All users completed the task in both conditions, and PI2 took a much shorter time than Hex.

Interface Creation: All users foundPI2 much easier to use. Hex does not currently support zoom

and pan interactions, so users had to manually create 4 sliders to set the min/max bounds forra

anddec , create a scatterplot, and connect the scatterplot to the sliders. They further needed to

customize e.g., the min, max, and step sizes for four sliders, specify bounds for the scatterplot, and

more. In contrast,PI2 users simply selected the input queries and clicked the “generate” button. U7

stated that“Hex involved lots of repetitive widget adding and ended up with a less intuitive and

useful interface”. Only 3 users successfully created an exploration interface in Hex (after� 13m)

while the rest gave up. U10 noted that“although PI2 still takes time to �rst write the queries, this

also applies to HEX”.

Exploration: U9 found with the pan and zoom interaction,“Pi was more enjoyable, less clutter,

and allowed me to understand the data analysis task at a glance”, and U7 stated that“in PI2 — I

did the question in maybe 3 seconds”, while “In Hex, I needed to scroll up and down, change slider

mins/maxes, and it took around 5 minutes.”

General feedback:All users foundPI2useful for SQL-based analysis, stating“ PI2 is very ef�cient

and can give a solid and usable interface with little effort required (U1)”.Users mentioned that“

knowing what interface to design was dif�cult, soPI2 automation was a faster solution to generate

a useful interface(U12).”

Although users were able to comprehendPI2 interfaces, many wanted to customize the interfaces

9Their order was randomized, and different data for each condition.
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further. U5 noted that“ PI2 does not allow more detailed customization of interfaces”. This is

consistent with the results from Study 1, in thatPI2 generates usable interfaces that can be the �rst

step in the design process.

4.9.4 PI2 Performance and Quality

PI2 is primarily affected by three parameters:

• Early Stop: stop MCTS if the optimalDIFFTREEdoesn't change ines2 [5, 100] iterations

(default 30);

• Parallelizeover p2 [1, 4] workers (default 3);

• Sync. Interval: every s2 [5, 100] MCTS iterations (default 10).

We measure runtimes for MCTS search and the �nal interface mapping separately. We report

the interface quality as the ratioc
�

c between the minimum cost interface found via exhaustive search

c� , and the costc of the interface returned by MCTS after t seconds. Poor interfaces tend towards 0,

and 1 means the interface has the lowest cost. From visual inspection, interfaces with quality above

90% are nearly the same as the optimal. We used 7 query logs including 3 use cases above, and

average over 10 runs/condition on 4x2.2GHz 16GB Google Cloud VMs. With default settings,PI2

generates interfaces in our benchmarks within 2 – 19s, with a median of 6s.

Runtime-Quality Trade-off: We �rst report the end-to-end runtime and interface quality from

a sweep of all the parameters. We varyesands between 5 to 100 in increments of 5, and vary

the parallelization from 1 to 4. We �nd thatPI2 is able to �nd the optimal interface in less than 1

second for the “simpler” query logs (e.g., Explore, Connect, Sales, SDSS). Filter and Covid are

more challenging because they result in many visualizations or interactions, and we see a general

trade-off where con�gurations with longer runtimes tend to generate higher quality results. We will

dive into the sensitivy to each parameter below. To avoid crowding the graphs, we will use Explore

to represent the “simpler” logs.
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Figure 4.19: Runtime-quality trade-offs across all conditions.

Parameter SensitivityFigure 4.20 reports the three metrics (rows) while varying each parameter

(cols). To keep the plots legible, we report results for three logs (Explore, Filter, Covid) because

the remaining logs have results nearly identical to Explore. Varying early stop and synchronization

interval increases the MCTS runtime, but does not impact interface quality. This is becausePI2

�nds the optimalDIFFTREEstructure very quickly, so larger early stop values or synchronization

intervals simply delay MCTS termination.

Varying parallelization (middle col) slows MCTS search due to synchronization overhead and

stragglers. The mapping cost for Filter when there is no parallelization is higher because the poor

quality DIFFTREE contains a huge number of choice nodes that must be mapped. High quality

DIFFTREEs tend to have fewer choice nodes, which reduces the number of redundant interactions.

Increasing parallelization improves quality for Filter because MCTS explores a larger subset of

the search space. Note that the y axis for quality ranges from 85% to 100%, thus even with low

parallelization, the interfaces have reasonable quality.

Scalability: We also evaluated the runtime as the number of input queries increases from 9 to

900 (by duplicating the Filter log). We �nd that the runtime increases roughly linearly from a few

seconds to� 2000s for 900 queries. This is expected asPI2 is not optimized for scalability, and is
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Figure 4.20: Varying early stop and synchronization interval increases runtime without tangible
improvements to interface quality. In contrast, parallelization increases the MCTS cost, but can �nd
higher quality DIFFTREEstructures.

dominated by (1) increased number of search states, (2) higher cost to estimate the navigation cost

due to the larger number of queries, and (3) increased cost to check completeness. As our focus is

on showing interface generation is possible, we leave scalability to future work.

4.10 NL2INTERFACE

We extendPI2's input from SQL query sequences to natural language queries by prototyping

NL2INTERFACE. With NL2INTERFACE, users can write natural language queries to auto-

matically generate fully interactive, multi-visualization interfaces—without needing to learn a new

tool or programming language. Furthermore, users can interact with the generated interfaces to

transform the data and immediately view the results in the visualizations.

An end-to-end example of NL2INTERFACE is showcased below.

Example 18 (Covid Analysis) Figure 4.21 illustratesNL2INTERFACEinterface. The left panel
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Figure 4.21: This demonstrates theNL2INTERFACEuser interface. A user uploads the COVID-
19 dataset using the left panel and the table nl2interfaces are displayed in the bottom left of the
interface. Two natural language queries are submitted via the top textbox. OurNL2INTERFACE
will return an interactive interface consisting of two visualizations, one toggle, two button sets,
and a click interaction over the map visualization. The user can interact with the interface to study
the covid death trend within the last 30 days in Texas by clicking the state of “Texas” on the map,
clicking the “deaths” button, and then clicking the “-30 days” button. The interface after these
interactions is shown on the right.

allows users to upload a dataset and shows the schema. The table contents will be shown to the

right. Users can type one or multiple natural language queries using the textbox. After clicking the

send button,NL2INTERFACEwill return an interface for users to interact with below.

Here, we walk through how to useNL2INTERFACE to generate a useful interface using

the COVID-19 dataset. First, the user uploads a COVID-19 dataset using the upper leftupload

button. In the meantime, they can view the table schema directly below theupload button and the

table contents in the bottom left of the UI. Given this dataset, the user is interested in two natural

language queries: “What are the total covid cases or deaths across all the states in the US?", and

“What are the covid case trends in the US and in different states? And what are the trends in the last

7 or 30 days?" The user types these queries in the text box at the top of theNL2INTERFACE

interface and clicks the send button.

NL2INTERFACEwill generate an interactive visualization interface consisting of two visu-
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alizations, one toggle, two button sets, and a click interaction in the top visualization. The map

visualization corresponds to the �rst query. Users can interact with the row of button widgets in the

middle of the UI to choose between cases and deaths. The line chart below shows the overall trend

in the US. Users can toggle on to specify the date range e.g. last 30 days. Besides widgets, users

can click on the map visualization to �lter speci�c states, e.g. “Texas”. The interface after user

interactions is shown on the right where the line chart updates to show covid cases for the last 30

days in Texas.

4.10.1 NL2INTERFACE Pipeline

NL2INTERFACEis built upon OpenAI's Codex [27]10 andPI2. Figure 4.22 shows the overall

pipeline. First,NL2INTERFACEprepares a set of examples that translate natural language queries

into structurally parameterized SQL (SPS) representations, which are textual representations of

DIFFTREE. These examples are used to construct prompts for in-context learning with Codex. Then,

given a natural language query and a database catalog, Codex predicts the correspondingSPS

representation. Finally,NL2INTERFACEfollows the interface mapping procedure fromPI2 [32]

to generate interfaces, guided by a prede�ned yet extensible cost model.

Figure 4.22: The pipeline for generating interactive interfaces from natural language queries.

10Codex was the state-of-the-art model at the time this work was conducted. More powerful language models, such
as GPT-4 [118], are now available and could replace Codex to improve performance.
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4.11 Discussion and Conclusion

PI2 is the �rst system to generate fully functional interactive visualization interfaces from a few

example analysis queries.PI2 introduces theDIFFTREEstructure to succinctly encode syntactic

variations between input queries aschoice nodes. It formulates interface generation as a schema

matching problem fromDIFFTREE results to visualizations, choice nodes to interactions, and

DIFFTREEstructure to layout. Transformation rules “refactor” theDIFFTREEs to produce different

interfaces.

Our user studies showed thatPI2 can express all data-related interactions in [156] visualization

interaction taxonomy. AndPI2 can be used to author interfaces that are comparable to developer-

designed interfaces, and aid notebook-based analysis by generating easy-to-use interfaces that go

beyond what existing academic or commercial tools can provide. We also show thatPI2 generates

interfaces in our benchmarks within 2 – 19s, with a median of 6s. Built on PI2, we extend the input

from SQL queries to natural languate queries, protetypeNL2INTERFACEshowing that PI2 can

generate interfaces from natural language queries.

We are excited about a number of promising research questions. First, how expressive and

general is theDIFFTREE representation? Second, how can users dynamically control the cost

function to steer the interface generation process, and to specify subsets of the interface that they

would like replaced? Third, how to generate informative labels, support design principles such

as alignment and spacing, and improve system scalability? Fourth, based on the fact thatPI2

generalizes the interface to express beyond the input queries, what are the different dimensions of

generalization, and how can users control this process? Finally, likeNL2INTERFACE, what other

novel applications can be enabled based on a primitive like PI2?
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Chapter 5: PHYSICAL V ISUALIZATION DESIGN

This chapter presents thePHYSICAL V ISUALIZATION DESIGN (PVD) problem that decouples

interface designers from system design to provideDesign Independence. Given an interface's

underlying data �ow, interactions and their latency guarantees, and resource constraints,PVD

checks if the interface is feasible and, if so, proposes and instantiates a middleware architecture

spanning the client, server, and cloud DBMS that meets the guarantees. If infeasible,PVD should

�nd a minimal relaxation to the resource requirements to meet the desired latencies. The tool should

also be extensible to new visualization-speci�c data structures and solve the optimization problem

quickly enough to support iterative interface design. To this end, this chapter presents the �rstPVD

prototype tool, JADE, along with its system design and experimental evaluation.

5.1 Introduction

Users rely on interactive data visualization interfaces (data interfaces for short) to rapidly

analyze, explore, and make sense of data. If the dataset is small (say, a few hundred records), the

client can simply load the dataset into an embedded database like DuckDB [124] which can execute

the corresponding SQL queries in milliseconds.

Unfortunately, as data continues to grow and is typically stored in cloud DBMSs, it is becoming

increasingly dif�cult to build data interfaces that meet interface designers' latency expectations

and resource constraints. A major reason is that cloud DBMSs are optimized for scale and not

latency—even communicating with the cloud DBMS is too slow for low-latency interactions—and

so building a data interface effectively requires developing bespoke query execution optimizations

and logic outside of the cloud DBMS. This involves manually navigating a huge optimization space

that is sensitive to the interface design and resource constraints, such as client vs server data and
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compute placement, choosing which computations are done of�ine vs online, and selecting from

a large library of visualization-optimized data structures [11]. In short, there is a lack ofDesign

Independenceto insulate data interface design and requirements from how the underlying system

needs to be designed and optimized to support it. Below shows an example:

Figure 5.1: Three variations of a data interface to analyze vote counts by congressional members.
Users can choose (a) the decade, (b) a date range, or (c) a date range and chamber. Each design
requires a different set of optimizations.

Example 19 Figure 5.1 visualizes vote counts for different members of congress. Suppose the

dataset has grown over time and is stored in a cloud DBMS. The designer feels the DBMS latency

is too high, and embarks on implementing a client-server system to reduce interaction latencies

while trying three possible interaction designs.

Figure 5.1(a) lets users click on one of two decades, and can be optimized by precomputation

e.g., per decade statistics. Figure 5.1(b) lets users choose a date range. It may be infeasible to

pre-compute the results for the quadratic number of queries, but if the statistic is distributive, a

cumulative data tile is an optimization that can be compactly stored [38]. Figure 5.1(c) additionally

lets the user choose the chamber in congress, but now requires computing a separate data tile for

each chamber. If the client has suf�cient resources, caching all or portions of these data structures

on the client is another optimization choice; if the designer wants all of the interactions to respond

within a few milliseconds, then client-caching may be necessary.
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Although these interfaces in example 19 are similar, the appropriate optimizations and system

design for each interface greatly vary due to an interlocking set of requirements and constraints:

the queries triggered by user interactions, interaction latency expectations, database size, system

architecture, and available resources. For instance, changing the interaction from buttons to a

slider required changing the system architecture to pre-compute and using a visualization-optimized

implementation of a data cube [112] instead of pre-computing a query subplan. Similarly, relaxing

the latency requirements so each interaction can take several seconds would simplify the architecture

where each query simply runs on the source database.

This complexity is challenging for a designer to manage. Given a prospective interface design,

it is hard for a designer to even answer basic questions such as:how do I implement this interface?

Will it meet my latency expectations? And stay within the resource budget? What if the dataset

grows 10� or my resources change?

Unfortunately, no tools exist to answer these questions. Physical database design (PDD) tools

(e.g., AutoAdmin [25], Azure SQL Database [109]) recommend indexes and materialized views

to speed up a query workload and do take resource constraints into account; however, they do

not reason about interactions nor provide latency guarantees. PDD is fundamentally designed

for internal DBMS optimizations, whereas visualizations are sensitive to even milliseconds of

latency and rely on bespoke data structures that are each optimized for speci�c query patterns and

interaction types.

Thus, designers rely on visualization frameworks that are each designed around a speci�c visu-

alization optimization. For instance, Kyrix [146] is designed for pan-zoom interfaces by leveraging

PostgreSQL indexes, Falcon [112] specializes in data tiles for cross-�ltering, VegaPlus [155] pushes

Vega transformations to a database and caches the database results, and Mosaic [69] runs DuckDB

in the browser or server to pre-aggregate group-by queries, while Cube.js [46] is designed around

data cubes. Unfortunately, each framework constrains the designer to designs that stay within its

optimization's narrow sweet spot.
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Figure 5.2: (a) Interactions in running example, (b) logicalDIFFPLAN, and execution plans that (c)
send the query to the cloud DBMS, (d) pre-compute and evaluate interactions using cubes on the
server, and (e) caches cubes on the client.

We believe the dearth of tools is due to a con�uence of reasons. First, there lack good represen-

tations of the interface's data �ow, nor a way to express interaction latency constraints. Second,

existing physical design tools, along with visualization frameworks, explicitly avoid modeling

latency in terms of wall-clock time, so making latency guarantees appears intractable. Third, these

visualization frameworks are tailored for its speci�c optimizations. Fourth, these physical design

tools are designed to reside within the DBMS, yet for data interfaces,the cloud DBMS is the slow

path and simply speeding up cloud DBMSs is not enough.

For this reason, we advocate for aPhysical Visualization Design (PVD)tool that decouples

interface designers from system design to provideDesign Independence. Given an interface's

underlying data �ow, interactions and their latency guarantees, and resource constraints, PVD
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checks if the interface is feasible and, if so, proposes and instantiates a middleware architecture

spanning the client, server, and cloud DBMS that meets the guarantees. If infeasible, PVD should

�nd a minimal relaxation to the resource requirements to meet the desired latencies. The tool should

also be extensible to new visualization-speci�c data structures and solve the optimization problem

quickly enough to support iterative interface design. Such a tool can be used to verify interface

feasibility, plan for data growth, and quickly iterate on design choices while understanding the

systems and resource implications.

At �rst glance, however, PVD should not be possible because it makes stronger guarantees

than physical database design (PDD)—widely considered dif�cult. PDD only attempts to reduce

expected workload latency due to challenges of cost estimation, while PVD seeks to guarantee the

wall-clock latency from when the interaction's query is issued to when results are available to be

rendered.

In addition, there does not exist a representation of an interface's data �ow that is useful

for expressing data interfaces yet amenable to analysis—PDD query workloads are retrospective

and do not exist when designing a new interface, and parameterized queries are too limited in

expressiveness. Further, it is non-trivial to search the combinatorial space of physical plans while

supporting bespoke data structures, cache placement policies, and split execution. Choosing the

best data structures and plans that meet constraints is also an NP-hard problem. Finally, we wish

end-to-end optimization latency to be within a few seconds.

To this end, this dissertation presents the �rst prototypePVD tool calledJADE. JADE models

the interface as a set of structurally parameterized query plans calledDIFFPLANs, which is an

extension ofDIG applied to execution plans. In addition to parameterized literals supported by

SQL parameterized queries,DIFFPLANs can parameterize attributes, expressions, and operators; we

call each parameter aChoice. This provides a greater level of expressiveness while still remaining

amenable to analysis. Interface interactions and widgets are responsible for binding a subset of

DIFFPLAN parameters to its values in response to user interactions. This abstraction makes it easy

for designers to specify per-interaction latency constraints, e.g., the slider should update the bar
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chart within 20 ms.

Example 20 Figure 5.2(b) presents a simpli�ed version of theDIFFPLAN for Figure 5.1(c). The

DIFFPLAN uses Choice expressions to parameterize the range of thedate predicate and the

chamber of congress, followed by a count aggregation. Each arrow corresponds to an interaction

labeled with its expected latency: the date slider should take no more than 10 ms, while choosing

the chamber can take up to 500 ms. When the user interacts with a widget, it updates a set of

parameter bindings, a dictionary mapping parameters to their bound values, which are sent to the

physical plan.

Given a set ofDIFFPLANs, constraints, and database statistics,JADE extends rule-based op-

timization to �nd physicalDIFFPLANs composed of relational operators, along with operators

for custom data structures, network communication, and caching policies.JADE �nds the best

combination of physical plans that minimize expected interaction latencies and/or resource usage

by encoding the problem as an integer programming problem (IP).

Example 21 Figure 5.2(c-e) are three physical plansJADE may consider when optimizing Fig-

ure 5.2(b). Figure 5.2(c) is a SQL operator that uses the parameter bindings$a,$b,$c to

generate and send a query to the cloud DBMS. It requires no client and server memory, but is slow.

Figure 5.2(d) scans table T on the cloud DBMS, �lters by chamber on the server, and builds a data

cube on name and date. The cube is stored in a dynamic cache(DCache) on the server that is

sized to store one data structure. The cube will be replaced if the chamber changes, but will be

reused if the date changes. It uses no client memory and minimal server memory. Figure 5.2(e)

differs in two subtle but important ways: the cache is static(SCache) , meaning it enumerates all

parameters below it and caches all resulting subplans i.e., cubes for both chambers. The cache is

on the client to avoid network latency. It requires memory on the client but of�oads data structure

construction to the server.

JADE uses per-operator cost models to estimate interaction latency and provides knobs to trade

off between conservative estimates, which guarantee latency constraints at the expense of fewer
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feasible plans, and aggressive estimates, which may sometimes violate latency constraints but

are more likely to �nd feasible plans. Furthermore,JADE instantiates the physical plans and data

structures as a middleware that accelerates the data interface.

In summary, we make the following contributions:

� We design the �rst PVD system calledJADE that enablesDesign Independence, so the designer

can focus on the interface and not on how the underlying infrastructure is architected;

� We proposeDIFFPLANs to model the data �ows affected by interactions in a way that is amenable

to analysis and optimization. DIFFPLANs is an extension of DIG applied to execution plans.

� We formalize PVD as a cost-based query optimization problem that considers visualization-

optimized data structures, client vs server data and compute placement, and cache policies. We

leverage existing rule-based optimizer design and solve the problem by combining rule-based

plan enumeration with effective pruning heuristics and integer programming;

� We develop cost estimation models that enable designers to trade off between latency guarantees

and plan feasibility;

� Surprisingly, we �nd that low latency constraints (e.g., milliseconds to seconds)simplify the

optimization problem by invalidating plans with unbounded intermediate result sizes, including

joins whose fan-outs are not bounded [7]. Intuitively, unless a join is guaranteed to be fast (i.e.,

its result is small), it cannot be executed in response to a user interaction. This letsJADE sidestep

the hardest part of query optimization: join ordering.

� We evaluateJADE on six representative data interfaces as compared to a state-of-the-art visualiza-

tion framework Mosaic [69] and a commercial PDD tool [109]. We �nd thatJADE supports a

wider range of interfaces than Mosaic, successfully meets latency guarantees, makes better use of

available resources, and can meet a wider range of data, latency, and resource conditions. Only

JADE can meet the corresponding guarantees for a database of 100M rows with only 100MB

client and 1GB server memory.

Scope.This dissertation focuses on de�ning an interface representation that is amenable to analysis,

and an optimization framework to support highly interactive data interfaces. Although we sketch
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an API for designers to specify the inputs toJADE, we leave the development of a comprehensive

library to future work.JADE does not consider optimizations based on approximation because it

changes the semantics of the interface and is confusing to users [122], and focuses on read-only

analytics interfaces. The optimizations are external to the cloud DBMS.

5.1.1 Outline of Chapter

Here is the outline of this chapter:

• Section 5.2 walks through a use case, formalizes the problem statement, and provides an

overview of the system design.

• Section 5.3 introducesDIFFPLAN, a DIG variant, which extends query plans with choice

expressions, choice operators, identity operators, and data structure operations. It also de�nes

its own transformation rules, along with latency and memory cost estimation models.

• Section 5.4 describes theJADE engine design, starting from an exhaustive baseline approach

and leading to optimizations that enable interactive optimization.

• Section 5.5 evaluatesJADE in comparison with modern visualization frameworks and PDD

tools, and �nds thatJADE discovers feasible plans across a wider range of constraints and

within interactive time scales.

5.2 Use Case and System Overview

This section introduces an end-to-end use case as a way of introducing the system.

5.2.1 Use Case

We describe how a designer would useJADE to design, optimize, and deploy the data interface

in �g. 5.1. By interface design, we refer to the queries the interface can generate and the latency

bound designers expect for each interaction. While our focus is the optimization framework, we

sketch a dataframe-like API and how it is used to specify and deploy the interface.
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The designer �rst uses theJADE library to de�ne theDIFFPLAN and interactions that populate

the bar chart. She de�nes three value-based choice variables, which can take values from their

associated attribute domains, e.g.,c can be any chamber,dmin can be any value ofdate . JADE

supports many choice types including numeric ranges, subsets, optional, enumeration of expressions,

table and attribute names, and operator subplans (section 5.3.1). The designer then speci�es the

query using query builder notation.

dmin, dmax = pvd.val('date'), pvd.val('date')

c = pvd.val('chamber')

q = pvd.query.select('name', count())

.groupby('name')

.where(and(between('date', dmin, dmax), eq('chamber', c)))

She now makes two interactions.i1 binds values todmin,dmax ; interacting with the sliders will

rapidly update their bindings andq's result should update within 20ms; we call this thecontinuous

latency bound. Motivated by prior work [112], the system is allowed to take up to 2secto update

when the user �rst switches to the slider from a different interaction (e.g., the radio buttons); we

call this theswitch-onlatency bound.i2 bindsc and should take 200msfor both continuous and

switch-on latencies.

i1 = q.iact([dmin, dmax], 20, 2000)

i2 = q.iact([c], 200)

Finally, the designer speci�es the memory constraints and network properties, and callsJADE using

the approximate solver (section 5.4.3) to quickly return a feasible solution (say, �g. 5.2(e)). IfJADE

was previously run with the same inputs, it returns the cached solution. Finally, she initializes the

solution to precompute data structures and runs the application onlocalhost .

pvd.memory({ client: '100', server: '1000'})

pvd.network({ latency: '20', throughput: '10'})

app = pvd.optimize({ solver: "approx" })

app.init()

app.run('localhost:8000')
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If there is no feasible solution,JADE �nds a plan that meets the latency bounds and minimizes

memory usage. The designer can decide whether to allocate more resources or redesign the interface.

5.2.2 Problem Setup

JADE takes as input a cloud database instance, interfacesDIFFPLANs, interactions with their

latency constraints, and resource constraints, and then generates a physical execution plan spanning

a client-server architecture that meets these constraints.

SinceJADE focuses on the data layer, it models the interface as a set ofDIFFPLANs (one for

each chart), interactions, and their latency constraints. ADIFFPLAN d is a plan that contains

choicesd.C = {c1, • • •, cn}, implicitly representing a set of query plans. ADIFFPLAN therefore

generalizes normal query plans with the addition ofchoiceexpressions and operators (collectively

calledchoices, see section 5.3.1 and section 5.3.2 ) that dynamically change expression and operator

subtrees at runtime in response to user interactions, yet amenable to static analysis and optimization.

It is similar to a parameterized query, which has choices to bind literal values and binding the

parameter resolves to a “traditional” query plan, but generalizes choices to non-literal expressions

and pre-speci�ed subplans. To summarize,DIFFPLANs execution �rst passes bindings top-down to

resolve choices and then bottom-up to execute the resolved plan.

In addition tochoices, JADE introduces three classes of physical operators. The cloud operator

is a source that issues queries to the cloud DBMS. Identity operators manage data movement but

do not change data contents, and include network and caching operators. Finally, data structure

operators are an extensible abstraction to support custom visualization-speci�c data structures. When

combined with identity operators, they enableJADE plans to control pre-computation, caching, and

placement decisions between the server and client. section 5.3.2 describes these operators in detail.

An interactionx = ({(d1,C1), (d2,C2), ...}, Lc, Lsw) can affect multiple charts i.e.,DIFFPLANs

and is expected to meet continuous (Lc) and switch-on (Lsw) latency constraints. To simplify the

notation, we will treatx as a set of itsDIFFPLANs. Thus, for eachdi 2 x, the interaction speci�es

a subset of choicesCi � di .C that it will bind, anddi .lc(x) anddi .lsw(x) are the interaction's
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continuous and switch-on execution latency fordi . The interaction's estimated overall continuous

latency is the maximum across itsDIFFPLANs lc(x) = maxd2xd.lc(x), and similarly for switch-on

latency, indicating the most the user would have to wait for any of the charts(i.e.,DIFFPLANs) to

update.

Example 22 Continuing the previous example in section 5.2.1, theDIFFPLAN for the bar chart is

illustrated in �g. 5.2(b). In other words,

d = gname,count()(sdate2[$a,$b](schamber=$c(votes))

Here,d.C = [$a, $b, $c] has three choices, and binding them resolves into an executable query e.g.,

g(sdate2[9/10,10/10](schamber=0house0(votes)). The range slider interactionxrangeconsists of a pair

(d, {$a, $b}) with latency constraintsLc = 20andLsw = 2000; the radio buttonxradio has a pair

(d, {$c}) with Lc = Lsw = 200.

Since the execution latencies are not known during optimization, they must be estimated. This

raises the natural question of whetherJADE should optimize for the expected or upper-bound

latency estimates. To this end,JADE uses both: it uses the upper-bound estimates to meet the

designer's latency bounds and minimizes the expected latency, denoted with superscriptslupper
ƒ and

lavg
ƒ respectively, whereƒ 2 { c, sw}. Finally, Mc(d) andMs(d) denote the client and server memory

needed for the plan.

Finally, an interfaceI = (D,X) is a set ofDIFFPLANs D and interactionsX. The total client

memory,Mc(I), is the sum ofMc(d) for all d 2 D, excluding the possibly shared cache among

differentds (similarly for the server). We useelx, fMc, fMs to denote estimates, and drop the argument

(d) if it is clear from the context.

5.2.3 PVD Problem De�nition

We now formally state the main PVD problem:
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Problem 2 (Physical Visualization Design)Given an interfaceI = (D,X), client/server memory

constraintsMc, Ms, and network latencylnet and throughputtnet, return optimal physical plansD¢

to execute each interaction's corresponding query such that:

• lupper
c (x) � x.Lc ^ lupper

sw (x) � x.Lsw 8x 2 X

• Mc(D¢ ) � Mc ^ Ms(D¢ ) � Ms

• maxx2X lavg
c (x) is minimized.

WhenJADE cannot �nd a feasible solution, we relax the problem to �nd a solution that meets

the latency guarantees and minimizes the weighed average of the relative client and server memory

usage:

Problem 3 (Minimal Resource Search)GivenI = (D,X), Mc, Ms, lnet, and tnet, as well as a

preferencea 2 [0, 1], return physical plansD¢ such that:

• lupper
c (x) � x.Lc ^ lupper

sw (x) � x.Lsw 8x 2 X

• a � Mc(D¢ )
Mc

+ (1 –a) � Ms(D¢ )
Ms

is minimized.

5.2.4 System Overview

�g. 5.3 illustrates the two phases ofJADE usage. The interface optimization phase (blue)

translates the user's interfaceI = (D, X), constraints, and network properties into a feasible solution;

the interface usage phase (yellow) deploys the solution by materializing data structures of�ine,

instantiating a server that runs the portions of the physical plans below the network operator, and

generating client-side JavaScript code that executes the portions of physical plans above the network

operator.

The interface optimization phase uses rule-based search to �nd candidate physical plans that

individually satisfy the constraints for each interaction and its affectedDIFFPLAN pair - (x, d), and

we developed a suite of heuristic optimizations to accelerate search. Each physical plan includes data
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Figure 5.3: JADE's two phases of usage.

structures, materialization policies based on dynamic or static caching, and network communication.

Using these candidates, the global optimizer formulates an integer programming (IP) problem to �nd

a combination of physical plans that 1) meet every interaction's latency constraints, 2) maximize

data-structure sharing opportunities between plans, and 3) keep within global resource constraints.

TheLibrary stores optimizer rules, an extensible set of data structures, and trained cost models.

The rules include relational transformations (e.g., predicate push-down), choice-speci�c transforma-

tions, and rules to match subplans to data structures. Each operator has a cost estimation function

which takes in standard database statistics and input cardinality estimates, and estimates the upper

bound or average latency and memory usage.

The interface usage phase �rst computes or loads pre-computed static data structures into

client/server memory.JADE then allocates a server and initializes the physical plans across the server

and client. Each interaction sends bindings—a dictionary that maps choices to their corresponding

values—to the appropriate physical operators. These operators execute the rest of the plan and pass

the results to the interface renderer.
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5.3 Library

A DIFFPLAN builds onDIG's concept of choice by generalizing standard query plans with the

addition ofchoiceexpressions and operators. Data structures are modeled as operators.JADE has

extensible libraries on data structure operators, rules, and cost estimation.

5.3.1 Choices

We now introduce the choice expressions and operators thatJADE supports. All choices are

nodes in aDIFFPLAN, and serve to select a subset of its children or choose a literal from a domain.

One perspective is that choices are a compact representation of a (possibly in�nite) set of possible

queries; binding the choices resolves theDIFFPLAN to an element in the set, and interactions that

change these bindings explore this space of possible queries.

Choice Expressions

JADE supports four choice expression nodes:ANYchooses one of its children,OPTtoggles

the presence of its child,VAL selects a value from a pre-de�ned domain, andSUBSETselects a

subset of its children. A bindingb is a dictionary that maps a node id to the bound value; the syntax

N(id;..)[b] binds nodeN with b. OnceN resolves itself, it recursively passesb to its child

expression(s) using the following rules. Below, id refers to the node's unique id.

• ANY(id; c:Expr+) hasn children, and resolves bindingb[id] 2 [0, n) to itsb[id]th child. For

instance,(a=ANY(0;1,3,5))[{0:1}] resolves toa=3.

• OPT(id; c:Expr+, default) toggles its child. It resolvesb[id] 2 (0, 1) to c if b[id] and

default otherwise.

• VAL(id; d:Domain) checks thatb[id] 2 d is within the domaind, and if so, resolves tob[id].

JADE supports two common domain types: an attributeA's active domain (e.g.,VALA(id ; A))

and a numeric rangeVALR(id ; [start , end , step ?]) with optional step.
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• SUBSET(id; d:Domain, p) is similar toVAL but resolves its bindingb[id] � d to a subset

of its domain that will be used to construct an expression tree rooted at its parentp1. Our

implementation supports three domain types:SUBSETA(id ; A) uses an attribute's active domain;

SUBSETR(id ; [min ,max, step ?]) uses a numeric range, de�ned by a minimum, maximum,

and optional step; (SUBSETE(id ; Expr +) uses a set of expressions.SUBSETis useful to choose

grouping expressions, projection expressions, lists, and �lter clauses. For example,SUBSET(id;

a=1, b=2, AND) can expressa=1 or b=1 or a=1 AND b=1.

The AnyOp Choice Operator

TheAnyOp(Op+) choice operator is analogous to theANYexpression, but it and its children

are operators. This allows it to dynamically change query substructures as long as they are pre-

de�ned—for instance, to choose from a set of source tables. NestingAnyOPoperators de�nes a

combinatorial set of plans.AnyOp is considered both a logical and physical operator.

5.3.2 Physical Operators

JADE introduces a suite of physical operators for constructing execution plans. Unlike typical

operators,JADE operator takes a table or a binary blob typed to a data structure (Blobds) and an

expression list as input. It is bound to bindingsb (non-choice operators may ignore the bindings)

and returns a table or a typed blob.

Op(input :Table|Blob ds , es :Expr � )[b:Bindings ] ! Table|Blob ds

Physical operators are executable on the server, client, or both. In addition toAnyOp, JADE

introduces two classes of physical operators:Identityoperators andData Structureoperators.

1JADE implementsANDandORas parents because they are suf�cient for the experiments. Any commutative and
associative expression can be a parent.
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Identity Operators.

Identity operators do not change data contents; instead, they are used to manage data movement.

Network, cloud, and cache operators are used to express materialized views and control data

placement and caching.

The network operators Send(input) andReceive(input) follow the exchange opera-

tor [62] design to manage network communication and allow for split execution across the client

and server.

The cloud operator is a unary operator with a logicalDIFFPLAN as its child. For instance,

Cloud(ANY(T1, T2)) 's child chooses between two tables. Whenever its child is resolved to a

concrete plan through interaction bindings, the operator generates the corresponding query string

and sends it to the cloud DBMS. Results are forwarded to its parent operator. The main restriction

is that the child DIFFPLAN cannot contain identity or data structure operators.

The cache operatorsare in-memory hash tables: the keys are bindings of its descendant choices,

and the value is the result of its child operator given that binding. If there is a cache hit, the cached

value is returned and the rest of the subplan is logically truncated. Otherwise, it passes the bindings

to its child operator and adds its output to the cache following the replacement policy.

We implemented two popular types of caches.SCache is a static cache that allocates suf�cient

memory for all possible bindings of all choices in its subplan and pre-populates the cache of�ine. It

essentially truncates its subplan.DCache is a dynamic cache that allocates memory for the most

recent input table/blob and does no pre-population. When the input table/blob changes, it replaces

the cache. Future work can explore other caches and policies, such as disk caches and dynamic

caches with multiple slots.

Data Structure Operators.

JADE supports an extensible library of data structures that are relied upon to accelerate inter-

actions and meet latency guarantees. For our experiments, we implemented seven data structures:

94



HashTable, B+ Tree, Rtree, data cube, 1D and 2D cumulative data tiles [112], and materialized

views.

Each data structure implements amatch(Operator) ! matchState function used during

query optimization to check if it expresses a subplan. It returns a binary blockmatchState used

to initialize the data structure if there is a match and null otherwise. It also implements physical

operators to create, use, and communicate the data structure during interface usage:

• build (Table ,matchState )! Blob DS uses an input table and match state to construct a

binary blob that encodes the data structure.

• eval (Blob DS, matchState )[b:Bindings ]! Table uses the blob frombuild() , match-

State, and bindings to return a result table.

• de/serialize (input :blob )! bytes ensures that the data structure can be sent over the

network. Otherwise,build andeval must be co-located.

Like other physical operators, each data structure also provides average and upper-bound cardinality,

memory, and latency estimates.

Combining Identity and Data Structure Operators Identity operators can be interleaved with

build andeval operator pairs to make �ne-grained placement and caching decisions. For

example, simply usingDCache reproduces the caching strategy used by Falcon [112] to optimize

the active widget, whileSCache at the top of the plan full pre-computes all possible query results.

Inserting a network operator betweenbuild andeval of�oads expensive data structure creation

to a server. In short, combining identity and data structure operators creates a rich optimization

space.

5.3.3 Optimizer Rules

JADE follows standard rule-based optimizer design [26, 13] to search the logical and physical

plan space. Each rule consists of a pattern that matches a subplan, and a function to transform the
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match into a semantically equivalent subplan.JADE supports three classes of rules, and we �nd that

simple implementations work well.

Adapted Rules

Existing transformation rules can be adapted to handle subplans containing choices under

straightforward semantics: if the rule is valid in all subplans encoded by the choices, then the rule

is valid. In our implementation, we adapted three logical transformations: splitting conjunctive

predicates, swapping the order of two �lter operators, and swapping �lter and group-by operators.

Data Structure Rules

Each data structure implements thematch(Operator) method (Section 5.3.2) that the

optimizer calls on each node in a candidate plan. If there is a match, the optimizer replaces it with a

pair of build andeval operators with a logicalcache operator sandwiched between them. The

optimizer later chooses the physical cache operator (SCache or DCache).

Choice Rules

We designed specialized rules to push choices up or down the plan, speci�cally theAnyOp

operator andAny expression2). We will describe the push up rules as other variations, and push

down rules are straightword extensions.

For theAnyOp operator, pushing it above its parent operatorP involves adding its parent to

each of its children:

P(AnyOp(c1, • • •, cn)) ! AnyOp(P(c1) � � � ,P(cn))

For theAny expression, rather than reorder it within an expression tree, we push it out of the

expression into a choice operator. Here, the operatorP has a child operatorc and a choice

2All choice expressions reduce toAny, so we focus on it.
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expression withn subexpressions. When we push theAny up, it results inn parent operators, each

containing one of the subexpressions.

P(c,Any(e1, • • •, en)) ! AnyOp(P(c; e1), • • •,P(c; en))

Note that the choice expression can be anywhere in the expression tree and not just its root. While

more sophisticated rules are possible, such as splitting a domain, we �nd these simple rules to be

effective and leave a detailed analysis of the rule space to future work.

5.3.4 Cost Models

The latency and memory estimation for interactions differ from the traditional estimation in

three ways. First, costs are interaction-centric rather than plan-centric because the sameDIFFPLAN

can be bound by multiple interactions, so the same plan can have different latency estimates. Second,

we distinguish between the �rst time the user manipulates an interaction (switch-on latency) and the

latency during continuous interaction (continuous latency). Third, we strive to meet guarantees, so

estimating expected latency and memory usage is insuf�cient: we need to estimate upper bounds.

In this subsection, we describe our approach to estimate the upper-bound continuousŸlupper
c (x)

and switch-onŸlupper
sw (x) latency for an interactionx, as well as the expected latenciesžlavg

c (x) and

žlavg
sw (x). We start with per-operator estimation and then extend to a plan. The principles for estimating

memory usage are the same.

Operator Estimation

Given an operatoro, we estimate its execution timeo.et by �tting a simple linear regression

model whose features are the number of input and output columns, cardinality, size in bytes,

and column types. We generate training data by executing 1,000 randomly generated execution

plans for the six applications of all data size in section 5.5.1 covering all these operators for 20

times and collecting the ground-truth execution time along with the corresponding features. When

97



the optimizer uses the model to estimate an operator's latency, we control how conservative or

aggressive the cardinality estimates are to estimate the upper-bound or expected latency. Concretely,

we control the conservativeness of the cardinality estimates by setting different types of predicate

selectivity referring to the histogram statistics. For example, for upper bound estimates, we use the

selectivity of the most common value, while for the average estimates, we use the selectivity of

1
|unique values|. These result in o.•tupperand o.•tupperfor the operator.

Plan Estimation

We �rst describe how to estimate the upper-bound latency of a plan, and then describe the minor

change to estimate the expected latency. The basic approach is to sum the upper-bound operator

latencieso. •tupperalong each path from root to leaf operator, and take the maximum. The only

exception is that if the operator is a cache and there is a known cache hit, then it is treated as a leaf.

Cache hits occur if the operator is anSCache or if we estimate the continuous interaction latency

for aDCache operator. Otherwise, the cache operator is a noop. To estimate the expected latency,

we average over every path rather than take the maximum.

Example 23 Figure 5.4 shows anotherDIFFPLAN d for the interface in addition to the three

DIFFPLANs in Figure 5.2(c-e).d can calculate the interaction results for the slider1
 and the radio

2
 . It builds aSCache to store the materialized view of the table T on the client, calculate the �lter

over chamber, and build a dynamic cache of a cube.

d. •lupper
sw ( 1
 ) will assume theDCache is not populated and thus equals to the summation of all

operators' latency till theSCache - 16ms= 1 + 10 + 5ms. d. •lupper
c ( 1
 ) equals to 1 ms which will

only need to run theCube.eval . Here,d. •lupper
sw ( 2
 ) andd. •lupper

c ( 2
 ) are both16mssince the plan

executes froms to the root.

5.4 JADE Engine Design

Recall that the input to problem 2 is an interfaceI = (D, X), client and server memory constraints

Mc, Ms, network latencylnet and throughputtnet, and the library of transformation rulesR. D is
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Figure 5.4: ADIFFPLAN for the interface, with the rightmost column showing the upper bound
execution time of each operator.

the set of logicalDIFFPLANs and each interactionx = ({(di ,Ci), • • •}, LC, LSW) 2 X speci�es the

choices in a set ofDIFFPLANs that the interaction will bind, along with the latency constraints. The

structure of our solutions is as follows: for every pair of interaction and logicalDIFFPLAN that it

binds (x, d), choose an optimal physicalDIFFPLAN that meets the interaction's latency constraints,

such that the total resources across all chosen physicalDIFFPLANs meet constraints. We will

�rst describe an exhaustive baseline approach, then describe pragmatic optimizations to run the

optimizer interactively.

5.4.1 Exhaustive Baseline

The baseline runs two very slow steps—Candidate Search and Optimal Selection—that we

will optimize in the subsequent subsections. Candidate search (Algorithm 2) loops through each

interactionx2X and each diffplandi that the interaction will bind, and �nds all viable physical plans

Dx,i using the following steps. It exhaustively applies the rules inR, and for each plan, tries all

assignments of static or dynamic cache betweeneval andbuild operators as well as other valid

cache placements, enumerates all valid placements ofcloud andnetwork operators, and only

keeps viable plans that satisfy the latency constraints - (Lc,Lsw).

Next, optimal selection �nds the bestd¢
x,i 2 Dx,i for each pair of interaction andDIFFPLAN, so
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1 for x 2 X do
2 for di 2 x do
3 Dx,i  ; ;
4 for dphys in exhaustive enumerationdo
5 if dphys is viablethen
6 Insertdphys into Dx,i;
7 end if
8 end for
9 end for

10 end for
Algorithm 2: Baseline Candidate Search

that the combination satis�es the memory constraints and minimizes the average latency estimates.

It simply enumerates through every combination.

5.4.2 Candidate Search Optimizations

Candidate search is run independently for every pair of interaction andDIFFPLAN (x, d), and is

trivially parallelized. We also developed two effective pruning heuristics.

Work Sharing

Exhaustive enumeration for every (x, d) pair can be wasteful because for a givenDIFFPLAN d,

almost all search steps are independent of the interactionx. The only dependent decision is that the

dynamic cache should never be above the choices thatx will bind, because the cache would never

be reused.

Thus, we run candidate search for eachd to enumerate all reachable physical plans; these

plans insert a cache placeholder between each data structureBuild andEval pair and also

enumerate other viable places. For each interactionx that bindsd, we try all static and dynamic

cache assignments, and enforce that theDCache is above the choices thatx binds. We add every

viable plan as a candidate for (x, d). If eachDIFFPLAN is bound byN interactions, this reduces

search cost by N� .
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Push-ups First

Traditional query optimizers[26] are often staged so rules that almost always improve the query

(e.g., predicate push-down) are applied before more general rules. Similarly, we �rst heuristically

apply push-up rules so that allAnyOp andAny choices whose domains are not literals are at the top

of the resulting plans. We do this because data structures typically do not try to matchAnyOp and

Any choices that are not literals, so their presence will cause false negatives, and moving them to the

top makes matching data structures more likely. In addition, it is possible to search for candidates

of anAnyOp's child subplans in parallel, so pushing them up to the top maximizes parallelization

opportunities.

We refer to each subplan under theAnyOps as abasic planbj because they only contain

parameterized literals, which are familiar to traditional matching patterns. For each basic planbj , we

enumerate its set of viable physical plansDx,i,j by exhaustively applying the rules and parallelize

search across the basic plans. Joins are always pushed to the bottom and materialized using a

cache operator to avoid computing joins during user interactions. We avoid join optimization, so

exhaustive enumeration is manageable.

Example 24 Below shows an example where the �lter predicate containsANY($1;a, b) andVALR

($2; [1, 5]). We push theANYoperation out of the expression tree into theAnyOp operator at the

top. The transformation results in two basic plans—one for eachs plan:

sANY($1;a,b)=VALR($2;[1,5]) ! AnyOp($1;sa=VALR($2;[1,5]), sb=VALR($2;[1,5]))

We preserve the ids of the choice nodes and do not �atten them so that the original bindings still

apply. For instance, the binding{$1:0,$2:2} choosessa=2 in both the original and transformed

DIFFPLANs. Note that if the two choices had different latency constraints (e.g., $1 was 20ms and $2

was 200ms), then the latency of all plans is now20ms.
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Additional Pruning Heuristics

First, we restrict eachDIFFPLAN to at most one static cache; once it is placed, we do not

consider any static or dynamic caches under it. Second, if a given static cache for a data structure

exceeds the resource constraintsMc or Ms, we prune any plan that contains that static cache.

Example 25 �g. 5.5 shows an example of candidate searching for basic plans. In this example,

we search for physical candidatesD$2,i,2 of the basic planb2 for interaction$2. By applying

rules, here are two candidates among all the candidates the searcher �nds: the candidate1


statically caches the raw table and calculates the �lter operation on the server, while the candidate

2
 builds a hash table for attributeb on the server and statically caches it on the client for future

queries. Although the second candidate requires slightly more memory due to the hash table, it

offers signi�cantly lower latency.

Figure 5.5: Two example candidates -1
 and 2
 for the basic planb2.

5.4.3 Optimal Selection

The output of candidate selection is a set of viable plansDx,i,j for every interactionx and every

basic planbj in eachDIFFPLAN di 2 x after push-ups. Since all viable plans satisfy the interaction

latency constraints, following problem 2, our goal is to choose an optimald¢
x,i,j 2 Dx,i,j such that

the maximallavg
c (x) across all interactions is minimized. We structure the problem around two
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constraints: 1
 for every interaction and basic plan pair, one plan is selected, and2
 the total

resource consumption over all plans is within the server and client memory constraintsMc, andMs.

Unfortunately, this problem is NP-hard because the optimal plans selection for different interac-

tions and basic plans are not independent and may share data structures. This can be shown via a

polynomial-time reduction from the NP-complete hitting set problem to optimal selection; we omit

the proof due to space constraint.

We solve the optimal selection problem using integer programming, by translating1
 and

2
 above into two sets of constraints. We model all dynamic and static caches in the candidate

plans using binary variablesD = {D1...Dd} and C = {C1...Ck}, respectively. Setting a variable

to 1 chooses the corresponding static/dynamic cache.Ci .m andDi .m denote the cache's memory

usage (section 5.3.4). We de�ne a variableavglatency to denote the maximallavg
c (x) across all

interactions. The objective function can be simply de�ned as:

minimize (avglatency )

For constraint1
 , each candidate setDx,i,j must choose at least one candidated 2 Dx,i,j whose

caches are all built so thatd can be instantiated. This is expressed by the twoP terms, whereCd

andDd denote the set of static and dynamic caches ind. The indicator functionI() ensures that the

estimated interaction latencyŸlavg(xj) is smaller thanavglatency .

Õ

d2D x,i,j

{
Ö

c2Cd

c �
Ö

d2Dd

d � I(d.žlavg(x) � avglatency )} � 1 8Dx,i,j 1


Constraint2
 ensures that the total memory usage across all selected plans is within the client

and server memory constraintsMC andMS. An SCache Ci always pins its data structures, so

its use is a constantC.m. However, an interactionx may require multipleDCache instances to

be materialized simultaneously, and be evicted when the user switches to a different interaction.

Therefore, we only need to allocate the maximumDCache required for a single interaction. We
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model server-side memory of staticMSCache
S and dynamic cacheMDCache

S as follows, whereCS is

the set of server side static caches, andDx,S is the set of dynamic caches used by interactionx on

the server.

MSCache
S =

Õ

Ci2CS

Ci � Ci .m MDCache
S = max

x

Õ

Di2Dx,S

Di � Di .m 2


The total server memory consumptionMS = MSCache
S + MDCache

S and its constraint isMS � MS.

The similar holds for the client memory MC = MSCache
C + MDCache

C � MC.

Implementation Details

JADE uses Z3 [45], but the indicator functionI() in 1
 causes Z3 to time out. To address this,

we introduce an average latency thresholdTavg to remove all candidates inDx,i,j whose average

latency is larger thanTavg; this lets us removeI() and quickly �nd a solution. We use an outer loop

that performs a binary search over theTavg values between 0 and the largest latency constraint to

�nd the smallestTavg that produces a solution. The �nal value ofTavg is equivalent to minimizing

avglatency .

The above formulation solves problem 2 in section 5.2.3 If no solution is found, we relax the

hard memory constraint and instead optimize to minimize a weighted average of server and client

memory usage, as described in problem 3. This approach helps the designer understand how much

additional memory is necessary to meet the latency requirements.

Approximation

We also introduce an approximate variant by terminating the search afterT seconds and choosing

the top-K candidates with the smallest memory usage for each basic plan, whereT andK are

hyperparameters that control the trade-off between the quality and size of the candidate sets passed

into the IP program. A largerT potentially �nds better plans or more sharable subplans, while a

largerK increases the accuracy of the results at the cost of slower integer programming. We evaluate

this approach in section 5.5.6 and �nd that it greatly accelerates optimization without discernible

104



impact on the �nal solution or application.

5.5 Evaluation

We evaluateJADE compared to modern visualization frameworks and PDD tools in their ability

to optimize a variety of data interfaces, latency bounds, and resources. We show thatJADE is more

expressive than visualization frameworks due to its ability to mix-and-match optimizations, and

�nds feasible plans across a wider range of constraints and in interactive time scales.

5.5.1 Setup

Interface Complexity V I I/V V/I C/ d Description
Weather Easy 1 1 1 1 1 Temperature changes by country.

SDSS Easy 1 1 1 1 4 Zoomable scatterplot of stars.
Covid Medium 1 3 3 1 3 Covid case/death trends of different counties.

Brightkite Medium 4 4 1 3 7 Geographical distribution of Brightkite user
check-ins changes by month, day, and hour,
with month, day, and hour distribution pat-
terns varying across different locations and
time periods.

Flight Hard 5 5 4 4 8 Binned aggregate counts are computed for
departure time, arrival time, distance, and
airtime. A heatmap visualizes the counts
across arrival and departure times. Each chart
features a linked brush that enables cross-
�ltering across all other charts.

Liquor Hard 4 4 3 3 4 Study the liquor sales trends along packs,
county, categories and date.

Table 5.1: Visualization applications ported toJADE. Attributes include numbers of views (V),
interactions (I) interactions per view (I/V), views per interaction (V/I), choices perDIFFPLAN (C/d).

Setup. We used a client-server setup where each machine runs Ubuntu 22.04, with 2.4GhZ

Intel CPUs and 128 GB of memory (we restrict their memory in the experiments). The server

communicates with Azure SQL Database [110]3 that stores the base data. The network latency is

0ms and throughput is 10MB/s.

3We do not enable the automatic tuning when using Azure SQL Database as JADE's cloud database.
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Baselines. Mosaic [69] is a state-of-the-art Javascript visualization framework that leverages

data cubes and server-side DuckDB [93] to accelerate interactive visualizations; DuckDB can

run on the client or server. Azure SQL Database [109] (Azure ) implements a state-of-the-art

physical database designer, and we send interface queries to Azure SQL database by simulating the

interactions. Neither system supports latency constraints, so we run their optimizations and report

the resulting query latencies.

Data Interfaces. JADE is the �rst system whose key capability is to express and automatically

optimize a wide range of data interfaces, and so we lack a preexisting workload to evaluate. Thus,

we sought out a set of representative data interfaces that varied in domain and interface complexity.

This survey resulted in six representatives: weather analysis from Kaggle [126], Sloan Digital Sky

Survey [132], Google's Covid visualization [60], interactive cross-�ltering interfaces to analyze

Brightkite check-ins [65] and Flight delays [112] from academia, and a cross-�lter visualization that

analyzes Iowa liquor sales on Observable [78]. These representatives also subsume the multitude of

interfaces created by frameworks such as Streamlit [1] and Hex [147].

While the data for all interfaces was available, we had to manually translate each interface

into DIFFPLANs. Their complexity varied based on whether (1) each interaction affects a single

view, and (2) each view is affected by one interaction. An interaction that affects multiple views

must schedule and concurrently execute queries. A view affected by multiple interactions means a

DIFFPLAN contains multiple choices and may require dynamic caching to avoid a combinatorially

large static cache. We say an easy interface satis�es (1,2), a medium interface satis�es either, and a

hard interface satis�es neither (Table 5.1). Figure 5.6 shows the screenshots of these interfaces.

We scaled each interface's database to vary between 1-100M records (10M default) using

Synthetic Data Vault [149]. Based on prior HCI and visualization work [117, 9, 12, 49, 99, 112,

146, 97], we chose three latency bounds: fast (20ms), medium (200ms), and slow (2s). Widgets

such as brush and range slider are set to fast because they rapidly generate many queries per second

and are sensitive to latency �uctuations [97]; all other interactions were set to medium. We set the

switch-on latency to slow for all interactions. This is denoted by the default latency setting L1.
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