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Abstract

Functional and Parametric Modeling Methods for PET Imaging Data

Denise Shieh

This thesis pertains to the uses of functional data analysis and nonlinear mixed-effects model

with applications to PET data.

In the first part of this dissertation, we consider a permutation-based inference for function-on-

scalar regression. While PET imaging data analysis is most commonly performed on data that are

aggregated into several discrete a priori regions of interest, our primary interest is on measures of

5-HTT binding potential that are made at many locations along a continuous anatomically defined

tract, one that was chosen to follow serotonergic axons. Our goal is to characterize the binding

patterns along this tract, determine how such patterns differ between diagnostic groups, and also

to investigate the question of homogeneity. We utilize function-on-scalar regression modeling to

make optimal use of our data and inference is made using permutation testing strategies that do

not require distributional assumptions. Simulations are conducted to examine the validity of our

methods and compare the performance of competing methods. We illustrate this approach by

applying it to PET data.

In the second part of this dissertation, we introduce shape-based distance metrics for compari-

son of IRFs. The common practice involves summarizing the estimated IRF using a single scalar

measure, such as 𝑉𝑇 , and comparing it across subjects/groups using standard univariate analyses.

However, this approach neglects the nature and structure of the IRFs and overlooks their shapes.

We propose a k-nearest-neighbor ensemble approach that optimally combines distance metrics



based on principles of functional data analysis and shape data analysis. Simulations are conducted

to compare the predictive performance of our approach to the traditional approach of using 𝑉𝑇 . We

illustrate this approach by applying it to PET data.

In the third part of this dissertation, we discuss the a nonlinear mixed-effects modeling ap-

proach for PET data analysis under the assumption of a simplified reference tissue model. The

conventional two-stage approach uses NLS estimates of the population parameters, although sta-

tistically valid, it is possible to allow for more complex models that consider all subjects simul-

taneously. We propose a nonlinear mixed-effects (NLME) model that can estimate not only the

individual-level parameters, but also the effects of covariates on the parameters. In this way, es-

timation of kinetic parameters and statistical inference can be performed simultaneously. Sim-

ulations are conducted to compare the power for detection of group differences and population-

and individual-level parameter estimation for both NLS and NLME models. We apply our NLME

approach to PET data to illustrate the modeling procedure.
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Chapter 1: Introduction

Positron Emission Tomography (PET) is a nuclear medicine imaging technique which repre-

sents an invaluable tool to study a broad range of neuropsychiatric conditions as it offers quanti-

tative, although indirect, measurements of the density of various molecules throughout the brain.

For instance, PET studies of the serotonin 1A receptor have shown different patterns of binding

between control subjects and patients with mental illnesses such as depression (Miller et al., 2013;

Parsey, Ogden, et al., 2010). Similarly, in the study of the progression of Alzheimer’s disease

(Zeng and Goodman, 2013), PET imaging has been widely used to quantify the amount of amy-

loid beta present throughout the brain.

A PET study begins with the injection of a radioactive substance, a radiotracer, that has affinity

for the protein of interest. Once it enters the bloodstream, the radiotracer is continuously delivered

to the brain as it crosses the blood-brain barrier. Then, a sequence of PET images acquired after

radiotracer injection provides measurements of the concentration of the radiotracer at each location

throughout the brain over time. The density of the target protein at each location can then be

inferred from the concentration data by modeling the kinetic behavior of the radiotracer.

A widely used approach to describe the kinetic behavior of the radiotracer over time is using

compartmental models, in which the physiological system is divided into “compartments” with

movement of the radiotracer between compartments assumed to be at constant (but unknown) rates.

For instance, we could consider the tracer molecule to be in one of three states: it can be “free”

and not bound to any molecules; it can be bound “specifically” to the target molecule; or it can be

bound “nonspecifically” to other molecules not of interest. In such a case, the kinetics of the tracer

can be approximated by a three-tissue compartment (3TC) model (the compartments are: free;

specifically bound to target molecule; and nonspecifically bound to other molecules). A simpler

alternative to this is the two-tissue compartment (2TC) model in which the free tracer and tracer
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nonspecifically bound are together considered as a single compartment under the assumption of

rapid equilibrium between them). The simplest model is the one-tissue compartment (1TC) model

in which the three compartments in the 3TC are combined into a single compartment in which

equilibrium between all compartments within the brain are assumed to be rapid.

Data like PET data are high dimensional, and observations can be regarded as functions. As a

result, functional data analysis (FDA) (Ramsay and Silverman, 2005), which is an important tool

for analyzing functional data, has received considerable attention in recent years. It refers to the

collection of statistical methodologies for analyzing data that take the form of curves, surfaces or

other general objects varying over a continuum. The basic unit of observation is functions defined

on a discrete grid, which could be sparse or dense, regular or irregular. The continuum is often time,

although it may also be location, etc. Some examples of functional data include one-dimensional

curves (such as growth curves), high dimensional images (such as 2D or 3D images), or other

functions observed on manifolds.

One core area of functional data analysis is functional regression that can be classified into three

categories: function-on-function regression (both responses and predictors are functions), scalar-

on-function regression (responses are scalars and predictors are functions) and function-on-scalar

regression (responses are functions and predictors are scalars).

2



Chapter 2: Permutation-Based Inference for Function-on-Scalar Regression

With an Application in PET Brain Imaging

2.1 Introduction

The neurotransmitter serotonin (5-hydroxytryptamine; 5-HT) has been implicated as playing

an important role in the pathophysiology of depression (Meyer, 2007; Owens and Nemeroff, 1994),

as well as in bipolar disorder, anxiety disorder, and other mental illnesses. The most commonly

prescribed treatment for many of these is the class of selective serotonin reuptake inhibitors (SSRI)

that preferentially bind to the serotonin transporter (5-HTT), a protein whose function is to remove

serotonin from the synapse as it is absorbed back into the neuronal cell body.

Through positron emission tomography (PET) imaging, it is possible to measure the relative

density of various proteins throughout the brain. This is done by injecting a radioligand, a radioac-

tive molecule that has affinity for the protein of interest, into the subject’s bloodstream. This allows

measurement of the concentration of the radioligand at each location in the brain over time. By

fitting statistical models that describe the kinetic behavior to the observed measured concentrations

over time, it is possible to acquire estimates of various measures, such as binding potential, that

are related to the density of the particular protein of interest. This binding potential can vary con-

siderably throughout the brain, so this modeling is typically done separately for each location of

interest. Common practice for neuroreceptor mapping studies using PET involve prespecification

of some number of anatomically defined regions of interest (ROI) followed by model fitting to

obtain binding potential estimates for each ROI and for each subject.

The literature on PET measurements of 5-HTT binding in depression contains disparate results.

Some studies have reported that binding was lower for depressed patients compared to normal

controls (Malison et al., 1998; Parsey, Hastings, et al., 2006), while others have found higher
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binding in depressed patients (Cannon et al., 2007; Reivich et al., 2004). While some of the

apparent disparity may be due to choice of radiotracer or modeling techniques, we note that the

selection of ROIs for these analyses was not primarily based on the anatomy of the serotonergic

system. Taking that into account, it may be informative to focus attention on a continuous tract,

following axons that are part of the serotonergic pathway, going from the brain stem to the frontal

pole.

Each subject’s estimated binding potential at each location along the tract can be regarded as a

curve varying over a continuum, which suggests the potential utility of functional data analysis. We

denote the measured binding potentials as the functional responses 𝑦𝑖 (𝑡), 𝑖 = 1, ..., 𝑛; the distance

along the tract as 𝑡 ∈ 𝑇 for some finite interval 𝑇 ⊂ R which we set to be 𝑇 = [0, 1], the domain

over which the functional data are observed. Each individual’s profile may depend on diagnostic

group (i.e., patient or control subject), age, sex, and other factors. Collecting these subject-level

variables 𝑥𝑖 𝑗 , 𝑗 = 1, ..., 𝑝, we consider a general function-on-scalar linear regression model:

𝑦𝑖 (𝑡) = 𝛽0(𝑡) +
𝑝∑︁
𝑗=1

𝑥𝑖 𝑗 𝛽 𝑗 (𝑡) + 𝜖𝑖 (𝑡) (2.1)

where 𝛽 𝑗 (𝑡) are the coefficient functions and 𝜖1(·), ..., 𝜖𝑛 (·) are iid realizations of a stochastic

process with expectation 0 and covariance structure 𝑆(𝑠, 𝑡) = 𝑐𝑜𝑣(𝜖𝑖 (𝑠), 𝜖𝑖 (𝑡)), usually taken to be

unknown (Morris, 2015; Ramsay and Silverman, 2005; Reiss et al., 2010).

It is typical to fit models such as (2.1) by expressing both observed curves and functional co-

efficients in terms of some basis function representation (often, spline functions) and to impose

roughness penalties on the estimated coefficient functions to avoid overfitting. Reiss et al. (2010)

cast this estimator as a penalized generalized least squares problem and proposed selection of the

tuning parameter either by generalized cross-validation (GCV) or by restricted maximum likeli-

hood (REML). Alternatives to this fitting procedure include Krafty et al. (2008) and Shi et al.

(2007), among many others (see Morris (2015) for a review).

As just described, a vast literature exists on fitting and providing point estimates for function-
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on-scalar models, but comparatively little attention has been devoted to inference on these models.

Pointwise hypothesis testing of the effect of a set of predictors can be done with a 𝑡 test (Cox

and Lee, 2008; Holmes et al., 1996) or 𝐹 test (Ramsay and Silverman, 2005; Reiss et al., 2010)

framework, and permutation testing may be used to account for the correlation of the tests and/or

to adjust for the issue of multiple testing. While this general approach is intuitive and can provide

some indication of where any difference might be, such a sequence of pointwise tests may not be

as powerful as a single global test could be. Also, such an approach does not lend itself easily

to providing simultaneous confidence bands. In such a framework, a global test should properly

combine the test statistics at all 𝑡’s to obtain an overall conclusion.

Much work on hypothesis testing for comparison of mean curves or for determining the effect

of a covariate has been done within the framework of model (2.1). Here, we will first discuss the

simplest case, comparison of mean curves, and subsequently we will describe testing for covariate

effects more generally.

In the one-way functional ANOVA setting, the model for 𝐾 groups is:

𝑦𝑘𝑖 (𝑡) = 𝛽𝑘 (𝑡) + 𝜖𝑘𝑖 (𝑡), 𝑖 = 1, ..., 𝑛𝑘 , 𝑘 = 1, ..., 𝐾, 𝑡 ∈ [0, 1] (2.2)

and interest is in testing

𝐻0 : 𝛽1(𝑡) = ... = 𝛽𝐾 (𝑡),∀𝑡 ∈ [0, 1] (2.3)

Fan and Lin (1998) proposed a two-sample test (𝐾 = 2) and adaptive high-dimensional ANOVA

(HANOVA) (for arbitrary 𝐾) in this scenario. Further work was done by Cuevas et al. (2004), who

proposed a Monte Carlo procedure to approximate the asymptotic distribution of the test statistic

under the null hypothesis. Zhang and Liang (2014) later proposed to globalize the pointwise F-test.

We classify such testing strategies as “parametric” in that the procedure is based on (asymptotic)

distributions of the test statistics (and thus does not require resampling).

While the approaches just described are generally convenient and computationally efficient, an

alternative approach is to tackle the functional ANOVA problem “nonparametrically,” i.e., using
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permutation or bootstrapping procedures. While such procedures involve considerably more com-

putational effort, they are often favored in situations in which it is difficult to derive asymptotic

distributions of the test statistic or when the required assumptions of parametric procedures are

thought not to hold. Maldonado et al. (2002) proposed three permutation statistics: pooled-mean,

pooled-variance and the ratio between the two. A similar procedure is discussed in Sturino et

al. (2010), based on summary of curves. Alternatively, Sirski (2012) proposed a permutation test

based on pairwise comparisons between curves. Corain et al. (2014) provided new insights to some

of the works mentioned above and recommended the use of permutation and combination-based

approach, which involves testing sub-hypotheses at each time point and then combining them to

test the global null hypothesis. Zhang, Cheng, et al. (2019) conducted a new global test for one-

way ANOVA that utilizes the nonparametric bootstrap to approximate the null distribution and to

obtain an approximate critical value.

Generalizing the functional ANOVA model in (2.2), it is often of interest to consider the effect

of covariates and interactions on functional outcomes of model (2.1). Some parametric approaches

to this include Shen and Faraway (2004), who used an 𝐹-type test to compare two nested linear

models and also evaluate the significance of individual covariates, e.g.,

𝐻0 𝑗 : 𝛽 𝑗 (𝑡) = 0,∀𝑡 ∈ [0, 1], (2.4)

for some 𝑗 ∈ {1, . . . , 𝑝}. Other methods considered a general linear hypothesis testing problem:

𝐻0 : 𝐶𝛽𝛽𝛽(𝑡) = 𝑐𝑐𝑐(𝑡),∀𝑡 ∈ [0, 1], vs. 𝐻1 : 𝐶𝛽𝛽𝛽(𝑡) ≠ 𝑐𝑐𝑐(𝑡), for some 𝑡 ∈ [0, 1] (2.5)

where 𝐶 ∈ R𝑞×(𝑝+1) is a matrix that specifies the linear combination of the coefficient functions

that is of interest, 𝑞 is the number of joint hypotheses, 𝛽𝛽𝛽(𝑡) = (𝛽0(𝑡), ..., 𝛽𝑝 (𝑡))
′
, and 𝑐𝑐𝑐(𝑡) =

(𝑐1(𝑡), ..., 𝑐𝑞 (𝑡))
′
. Zhang and J. Chen (2007) and Zhang (2011) discussed hypothesis testing under

this framework, using an 𝐿2-norm-based test and 𝐹-type test, respectively.

As an alternative, Cardot et al. (2007) took a nonparametric approach to estimate the covariate
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effect on the response curves and tested the significance of a single covariate on the functional

response through a permutation procedure. Two test statistics based on an adaptation of 𝐹-statistic

and smoothing residuals were considered. Faraway (1997) presented a different 𝐿2-norm-based

test and performed inference using a bootstrap technique. Reiss et al. (2010) extended the point-

wise F-statistic 𝐹 (𝑡) to be tested on all 𝑡 simultaneously, in a way that accounts for the multiple

tests using a permutation-based method.

In addition to hypothesis testing, construction of simultaneous confidence bands (SCB) for

mean functions or functional parameters is another important inference problem. Extensive stud-

ies have been done on SCB estimation for the mean function, a special case of (2.1), including

Eubank and Speckman (1993), J. Wang and Yang (2009), Johansen and Johnstone (1990), Sun and

Loader (1994). Some of them involved bootstrapping (Cuevas et al., 2006; Faraway, 1997; Hall

and Titterington, 1988; Neumann and Polzehl, 1998). J.-L. Wang et al. (2016) provided a good

overview on SCB for mean and covariance functions. Other recent work includes that of Degras

(2011) and Degras (2017), who built a SCB for a regression coefficient function that relies on the

functional central limit theorem (FCLT). In the case of small sample size or non-normal errors, a

bootstrap algorithm is proposed as an alternative. Bunea et al. (2011) proposed a fully data-driven

method based on thresholding least squares estimations, along with adaptive confidence bands.

Cao et al. (2012) proposed a polynomial splines estimator for the mean function and asymptot-

ically correct SCB. More generally, Chang et al. (2017) proposed a wild bootstrap method for

estimating SCBs for the coefficient function in the functional linear regression model.

There are various ways to fit the model in (2.1), and in this paper we take the penalized least

squares approach, with a cubic 𝐵-spline basis and tuning parameter selected by GCV, as imple-

mented in the fosr() function in the refund package (Crainiceanu et al., 2012). The overall

objective of the present study is to characterize the 5-HTT binding along a particular continuous

tract through the brain, going from the brainstem to the frontal pole, following the axons of the

serotonergic neurons. We aim to investigate the binding patterns continuously along that tract, and

also to determine whether such patterns differ between patients with major depressive disorder
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(MDD) and normal control subjects.

In PET image analysis, it is common to focus attention on some pre-determined anatomically

defined regions of interest (ROI), typically convex. An implicit assumption of such approaches

is that the binding is homogeneous throughout each region, although this condition is rarely chal-

lenged. In contrast to most previous studies, the ROI defined for this study is unusually shaped as it

is long, narrow, and curved. Thus, we regard the observations as being one-dimensional functional

data along a continuous tract.

In addition to the unique application to PET data observed continuously along a tract, this paper

examines the effect of removal of covariate effects for permutation testing in the general framework

of function-on-scalar regression, and it also introduces a new circular permutation method, adapted

from time series analysis, to the functional data setting. The rest of this article is organized as

follows. In Section 2.2, we describe the motivating data. The details of our methodologies are

in Section 2.3, with Section 2.3.1 describing the group difference test and interaction test on the

model without covariates. Section 2.3.2 describes the group difference test and interaction test on

the model with covariates. Section 2.3.3 describes the homogeneity test. We conduct simulation

studies that resemble our motivating dataset, examining the validity of our methods and comparing

the performance of competing methods and present the results in Section 2.4. An application of

our methods on the motivating data is given in Section 2.5. Finally, we present concluding remarks

in Section 2.6.

2.2 Data

The available dataset for this project is taken from PET scans from 91 subjects, including 32

normal controls and 59 patients with major depressive disorder (MDD). Each subject was imaged

with the [11C]DASB radiotracer, which has affinity for the serotonin transporter. The tract under

investigation was selected to contain the serotonergic cell body projections (Bartlett et al., 2022).

Primary interest of this analysis lies in determining patterns of binding of the serotonin trans-

porter along this tract, and determining whether these patterns are different between the diagnostic
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groups.

At each point along the tract, we measured BP𝑝, defined to be the ratio at equilibrium of

specifically bound radioligand to that of total parent radioligand in plasma. We have observations

at each of 56 unequally spaced points per function along the tract, where the domain is rescaled to

[0, 1].

Details of data collection and modeling of the PET imaging data can be found in Ogden et al.

(2007). Figure 2.1 shows the observed binding potential as a function of distance along a tract that

follows serotonergic axons for a random subset of subjects.

Figure 2.1: Original measurements: A random subset of observed (un-smoothed) binding
potential curves, colored by diagnostic group.

2.3 Methodology

2.3.1 Model without covariates

We begin with the simplest model:

𝑦𝑖 (𝑡) = 𝛽0(𝑡) + 𝑥𝑖1𝛽1(𝑡) + 𝜖𝑖 (𝑡), 𝑖 = 1, ..., 𝑛, 𝑡 ∈ [0, 1] (2.6)
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where 𝑥𝑖1 in our application is the group indicator variable. We first examine the group effect

𝐻0 : 𝛽1(𝑡) = 0,∀𝑡 ∈ [0, 1] (2.7)

Under the null hypothesis in (2.7), the model reduces simply to

𝑦𝑖 (𝑡) = 𝛽0(𝑡) + 𝜖𝑖 (𝑡) (2.8)

In this case, 𝛽1(𝑡) represents the mean group difference at the point 𝑡 along the tract. To test for

group effect, we will apply a simple permutation method (permuting group labels), as previously

considered by Reiss et al. (2010), Maldonado et al. (2002), Sturino et al. (2010), and Sirski (2012).

Such permutation methods make the assumption that after subtracting the respective group means

from each subject, the subjects are now i.i.d..

Algorithm: Test for group difference

1. Fit model (2.6) to the observed data

2. Calculate 𝑇𝑜𝑏𝑠 =
∫ 1

0
𝛽1(𝑡)2𝑑𝑡

3. For permutation 𝑚 = 1 to 𝑀:

(a) Take {𝑥∗11, ..., 𝑥
∗
𝑛1} as a random permutation of {𝑥11, ..., 𝑥𝑛1}

(b) Refit model 𝑦𝑖 (𝑡) = 𝛽∗0(𝑡) + 𝑥
∗
𝑖1𝛽

∗
1(𝑡) + 𝜖

∗
𝑖
(𝑡), 𝑖 = 1, ..., 𝑛

(c) Calculate 𝑇𝑚 =
∫ 1

0
𝛽∗1(𝑡)

2𝑑𝑡

4. Return

𝑝 =

∑𝑀
𝑚=1 𝐼(𝑇𝑚>𝑇𝑜𝑏𝑠)

𝑀

If the group effect is present, we next want to test whether the effect is a “pure” main effect

(which would be constant over 𝑡) or an interaction effect (meaning a group effect that varies with 𝑡).
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To test for such an interaction, our null hypothesis would specify that the only difference between

groups is constant over 𝑡:

𝐻0 : 𝛽1(𝑡) = 𝜂,∀𝑡 ∈ [0, 1] (2.9)

Under the null hypothesis in (2.9), the model becomes

𝑦𝑖 (𝑡) = 𝛽∗0(𝑡) + 𝜂𝑥𝑖 + 𝜖
∗
𝑖 (𝑡), 𝑖 = 1, ..., 𝑛, 𝑡 ∈ [0, 1] (2.10)

where the (scalar-valued) parameter 𝜂 represents the (vertical) difference between the group mean

curves for all 𝑡. Given an estimate 𝜂 of 𝜂, we can approximately “remove” the main effect by

𝑦∗𝑖 (𝑡) = 𝑦𝑖 (𝑡) − 𝜂𝑥𝑖 = 𝛽0(𝑡) + (𝜂 − 𝜂)𝑥𝑖 + 𝜖𝑖 (𝑡) (2.11)

If the estimate 𝜂 is close to 𝜂, then

𝑦∗𝑖 (𝑡) ≈ 𝛽0(𝑡) + 𝜖𝑖 (𝑡) (2.12)

This interaction testing problem is thus converted into one that is similar to the test for group

difference. Given an estimate of 𝜂, we permute the group labels and perform the same algorithm

previously described on all 𝑦∗
𝑖
(𝑡)’s.

2.3.2 Model with covariates

When other covariates are present, it is necessary to account for their effects. However, the

permutation testing problems are not as straightforward. In this section, we describe a method to

account for the covariate effects all at once in order to test for group difference and interaction.

Consider the model:

𝑦𝑖 (𝑡) = 𝛽0(𝑡) + 𝛽1(𝑡)𝑥𝑖1 +
𝑝∑︁
𝑗=2

𝑥𝑖 𝑗 𝛽 𝑗 (𝑡) + 𝜖𝑖 (𝑡), 𝑖 = 1, ..., 𝑛, 𝑡 ∈ [0, 1] (2.13)
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where 𝑥𝑖2, ..., 𝑥𝑖𝑝 are covariates that we wish to account for. Given the estimates 𝛽2, ..., 𝛽𝑝, the

effects of 𝑥𝑖2, ..., 𝑥𝑖𝑝 could be approximately removed:

𝑦∗𝑖 (𝑡) = 𝑦𝑖 (𝑡) −
𝑝∑︁
𝑗=2

𝑥𝑖 𝑗 𝛽 𝑗 (𝑡) ≈ 𝛽0(𝑡) + 𝛽1(𝑡)𝑥𝑖1 + 𝜖𝑖 (𝑡) (2.14)

The same testing problems in the previous section can now be carried out on 𝑦∗
𝑖
(𝑡)’s.

2.3.3 Homogeneity test

In addition to testing for group difference and interaction effect, it may be of interest to test

whether coefficient functions are constant across 𝑡. Considering the model in (2.13), we are inter-

ested in testing

𝐻0 : 𝛽0(𝑡), ..., 𝛽𝑝 (𝑡) are all constant,∀𝑡 ∈ [0, 1] (2.15)

Under the hypothesis in (2.15), the expected value of each subject is constant along the tract.

To test this hypothesis, we employ the “block bootstrapping” approach, a resampling method

for building a new curve from randomly sampled blocks of the original curve, adapted here from

the field of time series analysis to the functional data setting. The central idea is that if a function

is constant across all 𝑡, then any rearrangement of the function would also be constant.

This notion of sampling blocks of time series was first put forth by Hall (1985). Carlstein

(1986) proposed the non-overlapping block bootstrap (NBB), while Künsch (1989) and Liu and

Singh (1992) independently proposed overlapping blocks, known as moving block bootstrap (MBB).

Politis and Romano (1992) introduced a circular block bootstrap (CBB) to address the issue of

boundary effects that was present in MBB. Under the necessary assumption of stationarity (con-

stant mean and variance; covariance between any two observations depends on how far apart they

are), the block bootstrapping technique preserves the underlying dependence structure asymptoti-

cally.

In our adaptation of this method to function-on-scalar regression, the order and characteristics

of the curves are preserved within each block and the error functions are assumed to be independent
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between subjects. Prior to conducting this test and for this test only, for simplicity, each observed

curve is smoothed on an equally spaced grid using cubic smoothing splines. Our algorithm, which

we term “circular permutation procedure,” of shifting blocks in the function-on-scalar setting is

described below, and a visualization of the algorithm is shown in Figure 2.2:

Algorithm: Homogeneity test

1. Fit model (2.1) to the observed data

2. Calculate

𝑇𝑜𝑏𝑠 =

∫ 1

0

(
(𝛽0(𝑡) − 𝛽0)2 + ... + (𝛽𝑝 (𝑡) − 𝛽𝑝)2

)
𝑑𝑡

where 𝛽 𝑗 =
∫ 1

0
𝛽 𝑗 (𝑡) 𝑑𝑡, 𝑗 = 0, 1, ..., 𝑝.

3. For permutation 𝑚 = 1 to 𝑀:

(a) For subject 𝑖 = 1 to 𝑛:

i. Generate 𝜏𝑖 ∼ 𝑈𝑛𝑖 𝑓 (0, 1)

ii. Set the “circularly permuted” observation to be

𝑦𝑖 (𝑡) =


𝑦𝑖 (𝑡 + 𝜏𝑖), if 0 ≤ 𝑡 < 1 − 𝜏𝑖

𝑦𝑖 (𝑡 − (1 − 𝜏𝑖)), if 1 − 𝜏𝑖 ≤ 𝑡 ≤ 1

(b) Refit model 𝑦𝑖 (𝑡) = 𝛽∗0(𝑡) +
∑𝑝

𝑗=1 𝑥𝑖 𝑗 𝛽
∗
𝑗
(𝑡) + 𝜖∗

𝑖
(𝑡) and compute 𝛽∗

𝑗
=
∫ 1

0
𝛽∗
𝑗
(𝑡)𝑑𝑡

(c) Calculate

𝑇𝑚 =

∫ 1

0
(𝛽∗0(𝑡) − 𝛽

∗
0)

2 + ... + (𝛽∗𝑝 (𝑡) − 𝛽∗𝑝)2𝑑𝑡

4. Return

𝑝 =

∑𝑀
𝑚=1 𝐼(𝑇𝑚>𝑇𝑜𝑏𝑠)

𝑀
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Figure 2.2: Illustration of circular permutation procedure: (Top row) Observed curves of three
different subjects. (Middle row) A random value 𝜏 ∈ [0, 1] is selected separately for each curve to

divide it into two blocks. (Bottom row) The curves are pasted back together after rotating the
blocks.

2.4 Simulation

In this section, we conduct three simulation studies to examine the validity of our methods

and compare the performance of competing methods over varying conditions. The first simulation

study explores the estimation of the main effect 𝜂 in the interaction test (without covariates) for

various sample sizes. The second study examines validity of the group difference test under vari-

ous scenarios, such as covariate effects removed/neglected and independent/dependent covariates.

The third study compares the performance of our circular permutation procedure to that of label

permutation procedure. Each simulation consists of 1000 datasets, and each is tested using 1000

permutations.

2.4.1 Validity of interaction test (no covariates)

We first examine the validity of the interaction test on the simplest model (2.6) through a

simulation study. Specifically, we test hypothesis (2.9), where 𝜂 is estimated as in (2.10). The

methodology is as described in Section 2.3.1. We construct 1000 datasets for each of three sample
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Table 2.1: Simulation results: From examining the validity of interaction test, values shown are
sizes under the null hypothesis.

𝛼 N=10 N=50 N=100
0.01 0.005 0.004 0.003
0.05 0.024 0.026 0.020
0.10 0.058 0.051 0.048

sizes: 𝑁 = 10, 𝑁 = 50, and 𝑁 = 100 random curves. The curves are generated from model (2.6),

with the first half of subjects as controls and the second half as patients. The curves are observed

at 56 equally spaced points along [0, 1], where 𝜖𝑖 (𝑡) ∼ 𝑁 (0, 1) is smoothed using cubic smoothing

splines with smoothing parameter 𝑠𝑝𝑎𝑟 = 0.7 (corresponds to tuning parameter 𝜆 ≈ 0.00062), as

implemented in the smooth.spline() function in the stats package (R Core Team, 2013).

𝛽0(·) is a nonzero function and 𝛽1(·) is a constant function chosen randomly, as shown in the left

panel of Figure 2.3.

With 1000 permutations, the distributions of the 𝑝-values for testing the hypothesis of constant

𝛽1 function in (2.9) when the null is actually true are shown in Figure 2.4. These results show

that even as 𝑁 increases, 𝑝-values tend to be larger than their nominal distribution would dictate.

Results of 1000 simulations are shown in Table 2.1, where the values are the rejection probabilities

for different 𝛼 levels. The estimated sizes at different 𝛼 levels for each 𝑁 are noticeably lower

than 𝛼, and the reason for this is the way the 𝑦∗
𝑖
(𝑡) functions are generated in (2.11). If the null

hypothesis is true, the group mean difference has expected value zero, but the observed difference

is a random variable with positive variance. With the generated data, the group differences of the

𝑦∗
𝑖
(𝑡) functions will not only have expected value zero but in fact it will be set to be exactly zero.

This is enough to skew the distribution of the 𝑝-values, and the result is a somewhat conservative

test. Considering that 𝜂 is an unbiased estimator of 𝜂 and it depends entirely on the generated

dataset, it does a very good job closing the gap between the group mean curves along the tract. In

fact, it estimates so well such that the group mean curves are "too close" to each other, resulting in

large 𝑝-values the majority of the time.

We further evaluate the power of detecting an interaction effect. We simulate data as previously

15



Figure 2.3: Coefficient functions, from which 1000 datasets are generated from: The exact forms
of the nonzero parameters in the middle panel are generated as follows, where 𝑡 ∈ [0, 1]:
𝛽0(𝑡) = 2𝑐𝑜𝑠(𝑡𝜋 − 𝜋/2) + 2.5 for 𝑡 ≤ 0.31 and 𝛽0(𝑡) is smoothed independent Uniform(0,1)

variables squared plus 0.5 for 𝑡 > 0.31. 𝛽2(𝑡) = 2 cos(𝑡𝜋 − 𝜋/2) + 1, and 𝛽3(𝑡) = 2𝑡2 + 0.5. (Left)
Generates model (2.6) for simulation studies in Section 2.4.1. (Middle) Generates model (2.13),
with 𝑝 = 3, for simulation studies in Section 2.4.2. (Right) Generates model (2.13), with 𝑝 = 3,

for simulation studies in Section 2.4.3.

Figure 2.4: Histogram of 𝑝-values of simulation study in Section 2.4.1: Distribution of 𝑝-values
under sample sizes of 𝑁 = 10, 50, 100. The horizontal line indicates the theoretical uniform

distribution.
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Figure 2.5: Coefficient function 𝛽1(𝑡) that generates model (2.6) for power studies in
Section 2.4.1.

described, except that 𝛽1(·) is now a non-constant function with varying vertical distances as the

effect sizes, as shown in Figure 2.5. Figure 2.6 shows the power under different effect sizes, where

power quickly reaches above 75% for sample sizes of 𝑁 = 50 and 𝑁 = 100.

2.4.2 Validity of group difference test

Next, we conduct simulation studies for the group difference test on model (2.6) under different

scenarios for testing the hypothesis in (2.7). These scenarios are combinations of the following

options: 1) 𝛽2(𝑡) and 𝛽3(𝑡) are either both zero, or not; 2) covariate effects related to 𝛽2(𝑡) and

𝛽3(𝑡) are either removed (in the sense of (2.14)), or neglected; and 3) the covariates 𝑥𝑖1, 𝑥𝑖2, 𝑥𝑖3 are

either mutually independent, or not. Table 2.2 lays out the various scenarios considered; the group

difference methodology is described in Section 2.3.1 and the methodology of removing covariate

effects is described in Section 2.3.2.

For each scenario, we construct 1000 datasets for each of three sample sizes: 𝑁 = 10, 𝑁 = 50,
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Figure 2.6: Power curves for detecting an interaction effect for different sample sizes 𝑁 and effect
size (vertical distance d).

and 𝑁 = 100 random curves, generated from

𝑦𝑖 (𝑡) = 𝛽0(𝑡) + 𝛽1(𝑡)𝑥𝑖1 + 𝛽2(𝑡)𝑥𝑖2 + 𝛽3(𝑡)𝑥𝑖3 + 𝜖𝑖 (𝑡), 𝑖 = 1, ..., 𝑛, 𝑡 ∈ [0, 1] (2.16)

where 𝜖𝑖 (𝑡) ∼ 𝑁 (0, 1) is smoothed as in Section 2.4.1. In the case of independent covariates, 𝑥𝑖2

and 𝑥𝑖3 are derived independently from 𝑁 (0, 1). In the case of dependent covariates, 𝑥𝑖2 = 𝑥𝑖1 + 𝛿1

and 𝑥𝑖3 = 𝑥𝑖2 + 2 ∗ 𝛿2, where 𝛿1, 𝛿2 ∼ 𝑁 (0, 1) and the correlations fall roughly in (0.3, 0.5).

The nonzero coefficient function are shown in the middle panel of Figure 2.3. Results of 1000

simulations are shown in Table 2.2; full histograms of the 𝑝-values are provided in Figure A.1 in

Appendix A.

We first look at the results when covariates are independent. In column 1 (effects removed),

the results are the same when betas are zero or nonzero, due to the same random seed being

used. As 𝑁 increases, the performances become better in that the sizes are closer to 0.05. This is

expected as larger sample sizes better estimate the covariate effects and thus are more effective at

“removing” those effects in the permuted data. In column 2 (effects neglected), the sizes are all

close to 0.05, which is expected as the independent covariates are not associated in any way to the
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group difference along the tract.

Next, we look at the results when covariates are dependent. In column 3 (effects removed),

the results are the same when betas are zero or nonzero, again due to the same random seed being

used. Although the sizes decrease for larger 𝑁 , the results are still quite anti-conservative even

for 𝑁 = 100. In column 4 (effects neglected), when betas are zero, the sizes are close to 0.05,

as would be expected. In fact, this mirrors the case in which independent covariate effects are

neglected. This is because when effects are neglected, it doesn’t matter whether the covariates are

independent or not. When betas are nonzero, however, the performance when neglecting covariates

is affected dramatically by sample size.

From this simulation we can conclude that in the case of independent covariates, what we

propose in Section 2.3.2 is appropriate for reasonably large 𝑁 . For small or moderate 𝑁 , however,

removing effects is not helpful. In that case, it is recommended that effects not to be removed.

When there is strong dependence among the covariates, removing those effects provide tests that

are generally anti-conservative. According to our simulation results, although the null distribution

of the 𝑝-values seems to be converging to the uniform distribution as 𝑁 increases, the convergence

is slow. Thus for small and even moderate sample sizes, the 𝑝-values cannot be taken at face

value. With this knowledge, however, it is possible to attempt to calibrate 𝑝-values in a manner

such as the Monte Carlo approach proposed by Hall and York (2001) (this approach has also been

taken by Henderson et al. (2008), Candelon and Metiu (2013), among others). Naturally, such

a requirement constitutes a significant limitation of this testing procedure, yet to our knowledge,

there are no existing published alternatives. On the other hand, if such effects are neglected, the

result is a test with doubtful validity.

2.4.3 Comparison of circular permutation procedure to label permuting procedure

In this section, we conduct simulation studies to compare the performance of the circular per-

mutation procedure to the label permuting procedure. Namely, under model (2.16), we wish to test

hypothesis (2.15) with 𝑝 = 3. The methodology is as described in Section 2.3.3. We construct
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Table 2.2: Simulation results: From examining the removal of covariate effects, values shown are
sizes under the null hypothesis.

Independent X’s Dependent X’s
Effects removed Effect neglected Effects removed Effects neglected

N=10
Betas zero 0.279 0.049 0.399 0.049
Betas nonzero 0.279 0.038 0.399 0.196

N=50
Betas zero 0.067 0.040 0.167 0.040
Betas nonzero 0.067 0.048 0.167 0.811

N=100
Betas zero 0.056 0.054 0.151 0.054
Betas nonzero 0.056 0.044 0.151 0.984

1000 datasets for each of three sample sizes: 𝑁 = 10, 𝑁 = 50, and 𝑁 = 100 random curves. The

curves are generated from (2.16), where 𝑥𝑖2 and 𝑥𝑖3 are derived independently from 𝑁 (0, 1), and

𝜖𝑖 (𝑡) is generated under low correlation or high correlation. In either case, 𝜖𝑖 (𝑡) is smoothed using

cubic smoothing splines with smoothing parameter 𝑠𝑝𝑎𝑟 = 0.7 (corresponds to tuning parame-

ter 𝜆 ≈ 0.00062), as implemented in the smooth.spline() function in the stats package (R

Core Team, 2013). 𝛽0(𝑡), ..., 𝛽3(𝑡) are constant functions, as shown in the right panel of Figure 2.3.

With 1000 permutations, the sizes for testing the hypothesis of constant 𝛽0(𝑡), ..., 𝛽3(𝑡) in (2.15)

are shown in Table 2.3; full histograms of the 𝑝-values of the circular permutation procedure and

the label permutation procedure are provided in Figure A.2 and Figure A.3, respectively, in Ap-

pendix A. It is apparent that the circular permutation procedure performs better than the label

permutation procedure. The estimated sizes for the circular permutation procedure are relatively

close to the nominal size but the label permutation procedure gives large sizes. In the previous

sections, we see that the label permutation procedure performs well when it comes to testing for

a group or interaction effect, but that is not the case here. The reason is that permuting all labels

simultaneously is actually testing if any of the covariates have an effect on the curves, which is not

specific to the homogeneity of the coefficient functions.

2.5 Application

We are interested in investigating the difference in binding patterns between groups and char-

acterizing any such effect. We first consider the simplest model, with just a diagnosis effect, then
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Table 2.3: Simulation results: From comparing the circular permutation procedure to label
permutation procedure, values shown are sizes under the null hypothesis.

Method N=10 N=50 N=100

Circular permu
Low corr 0.079 0.063 0.048
High corr 0.054 0.057 0.072

Label permu
Low corr 0.589 0.521 0.516
High corr 0.278 0.294 0.310

the full model, allowing for other covariates. Furthermore, we wish to assess the homogeneity of

the binding patterns throughout each region.

2.5.1 Group effect, model without covariates

Considering model (2.6) with only an intercept term and a group term, we begin with testing

for group effect, i.e., the hypothesis in (2.7). The algorithm is laid out in Section 2.3.1, where

group labels are permuted. The results, as shown in the top row of Figure 2.7, indicate that there

is a group effect, and thus we conclude that the mean SERT binding pattern is different at at least

some locations along the tract between groups (𝑝 = 0.001).

Next, allowing for a group “main” effect, we test for an interaction effect, i.e., the hypothesis

in (2.9). The algorithm is laid out in the same section, where the vertical difference between the two

mean curves, 𝜂, is estimated then subtracted, followed by permuting group labels of the resulting

data. The results, as shown in the bottom row of Figure 2.7, suggest that there is evidence for an

interaction effect between diagnostic group and location along the tract (𝑝 = 0.018).

2.5.2 Group effect, model with covariates

Next, we present results under the full model in (2.13) which includes two covariates in addition

to the intercept and the group difference function. Specifically, 𝑥𝑖1 = diagnostic group (0 for normal

control, 1 for MDD patient), 𝑥𝑖2 = age (in years) and 𝑥𝑖3 = sex (0 for female, 1 for male). The

estimated coefficient functions 𝛽0, 𝛽1, 𝛽2, 𝛽3 corresponding to each of the predictors are shown

in Figure 2.8. The effect of diagnostic group, comparing MDD patients to normal controls, is

characterized by 𝛽1(𝑡), the effect of increasing age by one year is characterized by 𝛽2(𝑡), and the
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Figure 2.7: (Top row) Results of group difference test (simplest model): (Left) Spaghetti plot of
𝛽1(𝑡) from 1000 permutations, 𝛽1(𝑡) fitted from original data is shown in red. (Right) Histogram

of 1000 permuted statistics, observed statistic is shown in purple. (Bottom row) Results of
interaction test (simplest model).
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effect of sex, comparing males to females, is characterized by 𝛽3(𝑡).

Before testing the group effect, we first evaluate the effects of each covariate. We first con-

sider a model in which age is the only predictor and then one in which sex is the only predictor,

and test for the significance of these effects using the label permuting strategies discussed in Sec-

tion 2.3.1. The results shown in the top row of Figure 2.9, suggest that, at least in these simple

models, neither the effects of age (𝑝 = 0.170) nor sex (𝑝 = 0.295) are strongly indicated. Fur-

thermore, the correlation between the covariates are 𝑐𝑜𝑟𝑟 (𝑥1, 𝑥2) = 0.28, 𝑐𝑜𝑟𝑟 (𝑥1, 𝑥3) = 0.006,

and 𝑐𝑜𝑟𝑟 (𝑥2, 𝑥3) = 0.0009 suggesting that the situation of our data resembles the scenario of de-

pendent covariates in the simulation study in Section 2.4.2. Our simulation results suggest that the

model with covariates and their effects removed may be appropriate for testing the group effect as

outlined in Section 2.3.2.

We consider the model with covariates and remove their effects when performing the testing

for group effect as outlined in Section 2.3.2. The permutation test first removes covariate effects of

age and sex (resulting in (2.14)), then permutes the group labels using the algorithm described in

Section 2.3.1. The results, as shown in the bottom row (left panel) of Figure 2.9, suggest that the

mean SERT binding pattern is different at at least some locations along the tract between patients

with MDD and normal control subjects (𝑝 = 0.005). As mentioned earlier in Section 2.4.2, due

to the anti-conservative nature of this testing procedure, some calibration is needed to correct the

𝑝-values. Following the general approach laid out by Hall and York (2001), we reference our

calculated 𝑝-value with the empirical null distribution from our Monte Carlo simulation study.

This calibration results in a 𝑝-value of 0.029 for the group test. Lastly, we test for an interaction

effect, i.e., does the group effect differ along the tract. The results shown in the bottom row (right

panel) of Figure 2.9, suggest that there is evidence of interaction effect between diagnostic group

and location along the tract (𝑝 = 0.018). Both conclusions agree with those under the simplest

model in Section 2.5.1.
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Figure 2.8: Estimated coefficient functions by fitting model (2.1), corresponding to 𝑥𝑖1 =
diagnostic group (0 for normal control, 1 for MDD patient), 𝑥𝑖2 = age (in years) and 𝑥𝑖3 = sex (0

for female, 1 for male).

2.5.3 Homogeneity of effects

Finally, we test model (2.13) for homogeneity of the log transformed subject curves, i.e., the

hypothesis in (2.15) with 𝑝 = 3. The algorithm is laid out in Section (2.3.3) and Figure A.4 in

Appendix A shows the log transformed observed binding potential for a random subset of subjects.

The results shown in Figure 2.10, indicate that binding of the subjects along the tract is non-uniform

(𝑝 ≤ 0.001), adjusting for diagnostic group, age and sex effects, i.e., at least one of the 𝛽 𝑗 functions

is non-constant. A natural follow-up question would be: which of the four coefficient functions

is/are constant? Judging by Figure 2.8, it seems reasonable to test homogeneity on model (2.6),

since 𝛽2 and 𝛽3 are fairly flat across 𝑡. It is clear that 𝛽0(𝑡) is non-constant, so it remains to test the

constancy of 𝛽1(𝑡), which is equivalent to the interaction test described in Section 2.3.1 and the

results for this test were previously presented in Section 2.5.1.

2.5.4 Conclusions

In summary, the covariate effects (age and sex) are not apparent along the tract, thus a simple

model with no covariates is likely to be sufficient for describing the data. By investigating the
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Figure 2.9: Left column: Spaghetti plot of 𝛽(𝑡) from 1000 permutations, 𝛽(𝑡) fitted from original
data is shown in red. Right column: Histogram of 1000 permuted statistics, observed statistic is

shown in purple.
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Figure 2.10: Results of homogeneity test: (Left) Spaghetti plot of 𝛽0(𝑡), ..., 𝛽3(𝑡) from 1000
permutations, 𝛽0(𝑡), ..., 𝛽3(𝑡) fitted from original data is shown in red. (Right) Histogram of 1000

permuted statistics, observed statistic is shown in purple.

binding patterns continuously, a group effect is clearly present, signifying the mean SERT binding

pattern between MDD patients and normal controls is different at at least some locations along the

tract. Furthermore, the results of the test for interaction with distance along the tract suggest that

such a group effect varies by tract location. Moreover, the heterogeneous binding is most evident

in 𝛽0(𝑡), which represents the mean SERT binding pattern of normal controls. Our findings are

further supported by Bartlett et al. (2022).

2.6 Discussion

There are several aspects of our procedure that would be interesting to consider further. Firstly,

we take the penalized least squares approach with cubic 𝐵-spline basis to fit model (2.1) due to its

computational efficiency and retention of within-function dependence. Alternatives to spline-type

basis functions include kernel and local polynomial smoothers and wavelets.

Secondly, when fitting the function-on-scalar regression models (2.6, 2.16), in our implemen-

tation the tuning parameter is chosen using GCV separately for the original data and then again for

each permutation. Both in our simulation studies and in our application to the imaging data, the se-

lected tuning parameter values are quite homogeneous, so some computational time could be saved
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by applying the tuning parameter selected for the original data to all permuted datasets. It takes

about 4.5 minutes on a MacBook Pro with 1.4GHz CPU to run one test with 1000 permutations

for each of the scenarios.

Thirdly, individual testing of constancy of each covariate can be done, by subtracting out other

covariate effects and using permutation methods that are discussed in Section 2.3.2. Removing

covariate effects, however, will depend on the correlation among the covariates and a reasonably

large 𝑁 would be needed to ensure valid inference.

Lastly, alternative to our proposed circular permutation procedure, we could consider other

block bootstrapping techniques. The pseudo time series generated from MBB is not stationary,

even if the original series is. To address this, Politis and Romano (1994) proposed a stationary

bootstrap (SB) method that has random block lengths, where the lengths follow a geometric distri-

bution and showed that the resulting pseudo time series is also stationary. Although earlier studies

on block bootstrap have established asymptotic properties of the mean and covariance, later works

attempted to address the issue of “discontinuities” that arise at block boundaries, which could dis-

rupt the stationarity assumption. For instance, Paparoditis and Politis (2001) proposed the tapered

block bootstrap (TBB) which downweights the observations at the endpoints to reduce the influ-

ence of discontinuities. This provides better convergence rate in the bias and mean squared error

than previous studies. An extension of this method, extended tapered block bootstrap, was pro-

posed by Shao (2010) that widens the scope of applicability of TBB. Others have considered data

smoothing within resampling that can improve bootstrap approximations (Gregory et al., 2015).
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Chapter 3: Ensemble Classification using Shape-based Distance for

Dynamic PET Imaging Data

3.1 Introduction

Positron Emission Tomography (PET), a nuclear medicine imaging technique, is an invaluable

tool to study a broad range of mental illnesses as it offers quantitative, although indirect, mea-

surements of the density of various proteins throughout the brain. For instance, PET studies of

the serotonin 1A receptor have shown different patterns between controls and patients with mental

illnesses such as depression or post-traumatic stress disorder. Similarly, in the study of the progres-

sion of Alzheimer’s disease, PET imaging has been widely used to quantify the amount of amyloid

beta present throughout the brain.

A PET study begins with the injection of a radioactive substance, a radiotracer, that has affinity

for the protein of interest. Then, a sequence of PET images acquired over time after radiotracer

injection provides measurements of the concentration of the radiotracer throughout the brain over

time. The density of the target protein at each location can then be inferred from the concentration

data by modeling the kinetic behavior of the radiotracer. The sequence of measured PET concen-

trations of the radiotracer across time is called the time activity curve (TAC), which can be modeled

as a convolution between two functions:

𝑐(𝑡) =
∫ 𝑡

0
𝑓 (𝑠)𝑔(𝑡 − 𝑠)𝑑𝑠. (3.1)

The function 𝑔, called the input function, represents the supply of radiotracer to the brain at each

time, corrected for radioactive decay and metabolites. This measures the amount of radiotracer

available to enter the brain over time by taking a sequence of arterial blood sampled from the sub-
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ject’s arm. The function 𝑓 , called the impulse response function (IRF), describes the concentration

of the radiotracer under an idealized instantaneous bolus infusion, i.e., the rate at which it leaves

the system over time. Since the tracer is designed to bind to the protein of interest, the IRF is

related to the density of that protein. If a hypothetical instantaneous bolus input occurs at time

0, then the density of the tracer would be highest at time 0 and gradually decrease as the tracer

exits the brain. Thus, the IRF is nonnegative and non-increasing over time. IRF provides the key

to understanding the kinetic behavior of the tracer, and thus all PET modeling methods involve

calculating estimates of this function.

The current state of the art in the analysis of PET data involves applying compartmental kinetic

modeling (or one of its variants) in virtually every application. When applying compartment mod-

eling to PET data, the IRF can be estimated using standard nonlinear least squares regression based

on a solution to a system of linear differential equations (Cunningham and Jones, 1993; Gunn et al.,

2001). The extensive use of compartmental models in quantifying PET data has provided valuable

insights and led to new findings about neuropsychiatric diseases, but these procedures are only

valid when the underlying kinetic model assumptions hold.

For some tracers, compartmental models can provide a reasonable approximation to the tracer

kinetic processes being studied, but for other radiotracers they can be inadequate for modeling the

complex kinetics. In situations like this, new methods that use some form of nonparametric de-

convolution of the observed PET data can serve as a viable alternative, and valid inference can be

made even when the usual parametric kinetic assumptions are violated. By using a nonparametric

deconvolution method, it is possible to obtain model-free estimates of the IRF. In part due to diffi-

culties in implementation and interpretation, this novel approach has not yet been widely applied

in PET data. O’sullivan et al. (2009) proposed to estimate the uptake rate of radiotracers with

irreversible kinetics by using a regularized cubic B-spline approximation, Zanderigo et al. (2015)

proposed to use singular value decomposition (SVD) to estimate binding of radiotracers with re-

versible kinetics, and Jiang et al. (2016) proposed to a functional principal component (FPCA)

approach to esetimate IRF.
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Regardless of estimating IRFs parametrically or nonparametrically, a common practice in-

volves summarizing the estimated IRF using a single scalar measure, such as the total volume

of distribution of tracer 𝑉𝑇 =
∫ ∞
0

𝑓 (𝑡)𝑑𝑡 and comparing it across subjects or groups using standard

univariate analyses such as 𝑡 tests. Although this approach is straightforward and easy to inter-

pret, such a simple metric neglects the structure and nature of 𝑓 (𝑡); a proper metric should respect

the shape of the function. However, the idea of comparing PET-derived estimates of protein den-

sity across individuals according to the principles of functional data analysis (FDA), which is the

analysis of smooth curves, has not been widely explored (Y. Chen et al., 2019).

Most FDA modeling is done in the L2 space that computes L2 distances, point-wise means

and variances etc., but this is not the natural space for IRFs. Additionally, when analyzing these

real-valued smooth curves, i.e. compare, align, average and model, we observe differences in

heights and locations of their peaks and valleys. By registering any two functions, their peaks and

valleys are better aligned. However, the L2-norm approach has it’s limitations when it comes to

analyzing aligned functions. For instance, lack of isometry under warping, pinching effect and

inverse inconsistency.

In order to avoid the pinching effect and satisfy the invariance property, the first step involves

transforming 𝑓 (𝑡), absolutely continuous on [0, 1], into a square-root velocity function (SRVF)

𝑓 (𝑡) = 𝑓 ′(𝑡)/
√︁
| 𝑓 ′(𝑡) |, where 𝑓 : [0, 1] −→ R. Specific tools can then be used to separate vari-

abilities in heights and locations of the functions’ peaks and valleys, such as phase and amplitude

(Srivastava, W. Wu, et al., 2011). Such tools have been shown to be more successful at discrim-

inating between groups of subjects (Cordova et al., 2018; Kurtek et al., 2013; Samir et al., 2016;

Tucker, W. Wu, et al., 2013; Tucker, W. Wu, et al., 2014; W. Wu and Srivastava, 2014)

We therefore propose to develop analytic tools that are based on principles of functional data

analysis (Ramsay and Silverman, 2005) and shape data analysis (Srivastava and Klassen, 2016) for

comparison of individual IRFs across groups without requiring any parametric assumptions on the

data. The proposed distances for PET data will take into account the nature of the PET imaging

data.
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The rest of this article is organized as follows. In Section 3.2, we describe our methodol-

ogy, where we present the shape-based distance metrics and the classification framework. In

Section 3.3, we conduct simulation studies that resemble our motivating dataset, comparing our

proposed method to the conventional approach. In Section 3.4, we illustrate our method through

application to the motivating data. Finally, we present the summary and discussion in Section 3.5.

3.2 Methods

We propose to utilize distance metrics according to functional and shape data analysis (Srivas-

tava and Klassen, 2016) principles to quantify the difference between subjects or between groups.

The first step involves estimating IRF curves nonparametrically, as in Y. Chen et al. (2019), for each

subject in different anatomically defined regions of the brain. Then distance metrics are computed

based on these IRFs, and we use an ensemble method to combine them and obtain the weights

associated with each metric.

3.2.1 Distance metrics

In this section, we describe the distance metrics that we use to measure the proximity of func-

tional data. These metrics consider the functional features of the curves and focus on specific curve

characteristics. We consider pairwise distance metrics based on alignment: phase and amplitude.

The variability associated with heights (along the vertical axis) is termed "amplitude" and the vari-

ability associated with locations is termed "phase" (Srivastava and Klassen, 2016). The amplitude

distance between functions 𝑓1 and 𝑓2 is defined as

𝑑𝑎 ( 𝑓1, 𝑓2) = inf
𝛾∈Γ

| | 𝑓1 − ( 𝑓2 ◦ 𝛾)
√︁
𝛾′| |, (3.2)
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Table 3.1: Distance metrics used in the 𝑘-nearest-neighbor ensemble.

Distance metric Measures...

𝑑𝑝 ( 𝑓𝑖 (𝑡), 𝑓 𝑗 (𝑡)) = 𝑐𝑜𝑠−1
( ∫ 1

0

√︁
𝛾′(𝑡)𝑑𝑡

) the phase difference, i.e., the amount
of warping 𝛾(𝑡) to minimize 𝑑𝑎

𝑑𝑎 ( 𝑓𝑖 (𝑡), 𝑓 𝑗 (𝑡)) = | | 𝑓1(𝑡) − 𝑓2(𝛾(𝑡))
√︁
𝛾′(𝑡) | | the amplitude difference of the curves

in square-root velocity representation

where 𝑓1 and 𝑓2 are the SRVF of 𝑓1 and 𝑓2, respectively. 𝛾 : [0, 1] −→ [0, 1] is a warping function

that satisfies: 𝛾(0) = 0, 𝛾(1) = 1, 𝛾 is invertible, and both 𝛾 and 𝛾−1 are smooth. By letting

𝛾∗ = argmin
𝛾∈Γ

| | 𝑓1 − ( 𝑓2 ◦ 𝛾)
√︁
𝛾′| |, (3.3)

the phase distance between functions 𝑓1 and 𝑓2 is defined as

𝑑𝑝 ( 𝑓1, 𝑓2) = cos−1
( ∫ 1

0

√︁
𝛾∗′(𝑡)𝑑𝑡

)
. (3.4)

Phase and amplitude are computed by using the elastic.distance() function in the fdasrvf

package (Tucker, 2017). A summary of the distance metrics is shown in Table 3.1.

3.2.2 𝑘-nearest-neighbor (knn) ensemble method

In this section, we review the functional 𝑘-nearest neighbor (fkNN) ensemble method of Fuchs

et al. (2015). Given a training set (𝑦𝑖, 𝑓𝑖 (𝑡)), 𝑖 = 1, ..., 𝑛, where 𝑦𝑖 is the group membership and 𝑓𝑖 (𝑡)

is the functional data, we wish to predict the unknown group membership 𝑦∗ of a new observation

𝑓 ∗(𝑡) given a distance metric 𝑑 (·, ·). The observations are ordered such that

𝑑 ( 𝑓 ∗(𝑡), 𝑓(1) (𝑡)) ≤ ... ≤ 𝑑 ( 𝑓 ∗(𝑡), 𝑓(𝑛) (𝑡)), (3.5)
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where 𝑓(1) (𝑡), ..., 𝑓(𝑛) (𝑡) are the ordered observations from the training set. A neighborhood N( 𝑓 ∗(𝑡))

of the 𝑘 nearest neighbors of 𝑓 ∗(𝑡) can be defined as:

N( 𝑓 ∗(𝑡)) =
{
𝑓 𝑗 (𝑡) : 𝑑 ( 𝑓 ∗(𝑡), 𝑓 𝑗 (𝑡)) ≤ 𝑑 ( 𝑓 ∗(𝑡), 𝑓(𝑘) (𝑡))

}
. (3.6)

Then the estimated probability 𝜋𝑔 that 𝑓 ∗(𝑡) belongs to group 𝑔 is given by:

𝜋𝑔 =
1

𝑘

∑︁
𝑓 𝑗 (𝑡)∈N ( 𝑓 ∗ (𝑡))

𝐼(𝑦 𝑗=𝑔) , (3.7)

where 𝐼(𝑦 𝑗=𝑔) is the indicator function taking 1 if 𝑦 𝑗 = 𝑔 and 0 otherwise. The final prediction of

𝑦∗ is then 𝑦∗ = argmax𝑔 (𝜋𝑔), which is the group that is most frequent within the neighborhood

N( 𝑓 ∗(𝑡)).

This can be extended to incorporate several metrics, 𝑑𝑙 (·, ·), 𝑙 = 1, ..., 𝑝, in a similar way. For

distance 𝑑𝑙 (·, ·), the neighborhood N𝑙 ( 𝑓 ∗(𝑡)) can be defined in the same way with the correspond-

ing posterior probability estimates:

𝜋𝑔𝑙 =
1

𝑘

∑︁
𝑓 𝑗 (𝑡)∈N𝑙 ( 𝑓 ∗ (𝑡))

𝐼(𝑦 𝑗=𝑔) . (3.8)

Then the final posterior probability for 𝑓 ∗(𝑡) belonging to group 𝑔 is set up as a linear combination

𝜋𝑔 =

𝑝∑︁
𝑙=1

𝑐𝑙𝜋𝑔𝑙 , (3.9)

where

𝑐𝑙 ≥ 0,

𝑝∑︁
𝑙=1

𝑐𝑙 = 1. (3.10)

The coefficient 𝑐𝑙 is the contribution of the distance metric 𝑑𝑙 (·, ·) to the estimated probability

𝜋𝑔, where higher values indicate higher contribution and yields more information for discrimina-

tion of groups. The coefficients are estimated by minimizing the global Brier score (Brier et al.,
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1950) subject to constraints in (3.10), which is a Lasso-type penalty and enables feature selection:

𝑄 =

𝑛∑︁
𝑖=1

𝐺∑︁
𝑔=1

(𝑧𝑖𝑔 − 𝜋𝑖𝑔)2 (3.11)

where 𝑧𝑖𝑔 = 1 if 𝑦𝑖 = 𝑔 and 𝑧𝑖𝑔 = 0 if otherwise. To solve this optimization problem, we use the

lsei() function in the limSolve package (Soetaert et al., 2019).

3.3 Simulation study

In this section, we describe a simulation study to compare the performance of our proposed

method to that of only using an estimate of 𝑉𝑇 , area under the curve 𝐴𝑈𝐶 =
∫ 1

0
𝑓 (𝑡)𝑑𝑡, under dif-

ferent scenarios. To simulate new subject curves, we use functional principal components (FPCA)

in the SRVF space, then transform back to IRF space. We begin by setting the mean warping

function 𝜈𝑔 (𝑡) and mean IRF 𝜇𝑔 (𝑡) of group 𝑔 (𝑔 = 0, 1), then aligning all observed curves in

group 𝑔 to 𝜇𝑔 (𝑡). Next, FPCA is performed on the observed curves aligned in SRVF space, giving

eigenvalues 𝜆 𝑗𝑔 and eigenfunctions 𝜙 𝑗𝑔 (𝑡), where 𝑗 = 1, 2 are the first two components. From

the alignments, warping functions are generated and FPCA is again performed on these warping

function in SRVF space, giving eigenvalues 𝜁 𝑗𝑔 and eigenfunctions 𝜓 𝑗𝑔 (𝑡).

Next, using the principal components, we simulate SRVF curves, ¤̃𝑓𝑖 (𝑡), and SRVFs of warping

functions, 𝛾𝑖 (𝑡), that would be used to generate the final data. Let

¤̃𝑓𝑖 (𝑡) = 𝜇𝑔 (𝑡) +
2∑︁
𝑗=1

𝜆 𝑗𝑔𝛼 𝑗𝑔𝜙 𝑗𝑔 (𝑡) (3.12)

𝛾𝑖 (𝑡) = 𝜈𝑔 (𝑡) +
2∑︁
𝑗=1

𝜁 𝑗𝑔𝛽 𝑗𝑔𝜓 𝑗𝑔 (𝑡) (3.13)

where 𝛼 𝑗𝑔 and 𝛽 𝑗𝑔 are 𝑁 (0, 1) multiplied by a scalar value. We then warp ¤̃𝑓𝑖 (𝑡) with 𝛾𝑖 (𝑡) (rescaled

to be in [0, 1]) to get

𝑓𝑖 (𝑡) = ( ¤̃𝑓𝑖 ◦ 𝛾𝑖) (𝑡)
√︃
𝛾′𝑖 (𝑡). (3.14)
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Finally, 𝑓𝑖 (𝑡) is transformed to IRF space

𝑓𝑖 (𝑡) = 𝑓𝑖 (0) +
∫ 𝑡

0
𝑓𝑖 (𝑠) | 𝑓𝑖 (𝑠) |𝑑𝑠 (3.15)

where 𝑓𝑖 (𝑠) ∼ 𝑁 (𝑠, 𝜏2), 𝑠 is the mean of the values of the observed curves at time 0 and 𝜏2 is the

variance of those values.

Next, we describe the simulation setup. By fixing 𝜇0(𝑡) and 𝜈0(𝑡), we let

𝜇1(𝑡) = 𝑎𝜇0(𝑡), 𝑎 = 1, 1.5, 2 (3.16)

𝜈1(𝑡) = 𝜈0(𝑡) + 𝑏𝜈𝛿 (𝑡), 𝑏 = 0, 1, 2 (3.17)

where 𝜈𝛿 (𝑡) is the difference between 𝜈0(𝑡) and another chosen warping function. Figure 3.1 shows

the different 𝜇1(𝑡) and 𝜇1(𝑡) under different 𝑎 values and Figure 3.2 shows the different 𝜈1(𝑡) and

𝜈1(𝑡) under different 𝑏 values. We use parameter values of (𝛼1𝑔, 𝛼2𝑔, 𝛽1𝑔, 𝛽2𝑔) = (20, 19, 5, 4)

times 𝑁 (0, 1), (𝜆10, 𝜆20, 𝜁10, 𝜁20) = (0.0036, 0.0001, 0.0229, 0.0076), and (𝜆11, 𝜆21, 𝜁11, 𝜁21) =

(0.0041, 0.0002, 0.0203, 0.0113). Figure 3.3 shows the eigenfunctions 𝜙 𝑗𝑔 (𝑡) and 𝜓 𝑗𝑔 (𝑡) in the

phase SRVF space and amplitude SRVF space in group 0 and group 1, respectively.

Under each scenario, we simulate 100 datasets with sample size of 𝑛 = 60, where the first half

of subjects are group 0 and the second half are group 1. Next, distance matrices based on phase,

amplitude, and 𝐴𝑈𝐶 are computed. Specifically, phase and amplitude are computed based on the

𝑓𝑖 (𝑡) that is rescaled by dividing by 𝑓𝑖 (0). Whereas 𝐴𝑈𝐶, which is an estimate of 𝑉𝑇 , is computed

based on the un-scaled 𝑓𝑖 (𝑡). Each dataset is then randomly split into testing and training sets with

a 2 : 8 ratio, where the testing and training set each contains an equal number of subjects from

group 0 and group 1. The training set is then used to determine the coefficients 𝑐𝑙 in (3.9) and the

respective probabilities 𝜋𝑔 for the testing set are calculated. In addition to the Brier score (lower

score means better performance), we give the misclassification rate.

Figure 3.4 and Figure 3.5 show the Brier score and misclassification rate, respectively, of the
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knn ensemble method, in comparison with using only 𝐴𝑈𝐶 and each distance metric individually

(under different 𝑘 values), under different scenarios. When there are no phase differences, the

conventional approach of using 𝐴𝑈𝐶 outperforms our approach in terms of mean Brier score and

misclassification rate, with different 𝑎 levels. However, for 𝑏 = 1 and 𝑏 = 2, our approach performs

better and the precision increases as 𝑎 increases. While holding 𝑎 fixed, our approach performs

better as 𝑏 increases, and has lower mean Brier score and misclassification rate than the 𝐴𝑈𝐶

approach. Additionally, in this scenario, the mean Brier score and mean misclassification rate for

𝐴𝑈𝐶 do not change much as 𝑏 increases. While holding 𝑏 fixed, however, there is a decrease in

mean as 𝑎 increases. In other words, 𝐴𝑈𝐶 is sensitive to changes in amplitude, as it considers the

area under the IRF curve. On the other hand, our method is able to detect the changes in phase

and amplitude better. This is evident in the drastic decrease in both the mean Brier score and mean

misclassification rate as 𝑎 or 𝑏 increases.

Figure 3.1: Mean curves by varying 𝑎 levels; 𝜇0(𝑡) = 𝜇1(𝑡) and 𝜇0(𝑡) = 𝜇1(𝑡) when 𝑎 = 1. (Left)
𝜇1(𝑡). (Right) 𝜇1(𝑡).

36



Figure 3.2: Mean warping functions by varying 𝑏 levels; 𝜈0(𝑡) = 𝜈1(𝑡) and 𝜈0(𝑡) = 𝜈1(𝑡) when
𝑏 = 0. (Left) 𝜈1(𝑡). (Right) 𝜈1(𝑡).

Figure 3.3: First two principal components for group 0 and group 1. (Left) 𝜓10 and 𝜓20. (Right)
𝜙10 and 𝜙20.
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Figure 3.4: Brier score for 100 datasets of sample size of 𝑁 = 60, the value after phase and
amplitude represents the number of neighbors 𝑘 . The red cross represents the mean across 100

datasets.

Figure 3.5: Misclassification rate for 100 datasets of sample size of 𝑁 = 60, the value after phase
and amplitude represents the number of neighbors 𝑘 . The red cross represents the mean across

100 datasets and the black solid line represents a 50% misclassification rate for comparison.
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3.4 Application

The available dataset for this project is taken from PET scans from 72 subjects, including

25 normal controls and 47 patients with Alzheimer’s disease. Each subject was imaged with the

11C-6-OH-BTA-1 radiotracer, which binds to amyloid-𝛽 that is implicated in Alzheimer’s Disease.

Details of data collection and modeling of the PET imaging data can be found in Mikhno et al.

(2008). Figure 3.6 shows the estimated IRFs from the hippocampus (hip), cingulate (cin), parietal

cortex (par), and posterior intraparietal (pip), obtained by Y. Chen et al. (2019)’s method.

Figure 3.6: Original measurements: Estimated IRFs of four regions obtained by Y. Chen et al.
(2019)’s method, colored by diagnostic group.

To illustrate the modeling techniques described here, we provide analysis of IRFs in the four

regions mentioned above and perform the knn ensemble method for classification between normal

controls and patients with Alzheimer’s disease. We first compute distance matrices based on phase,

amplitude and 𝑉𝑇 . Based on these distance matrices, we perform classification by using the knn
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ensemble method. The data is then divided into 5 folds, where each fold takes turn being the testing

set and the remaining folds as the training set. For each fold, we measure the error through Brier

score and misclassification rate.

The results ar shown in Figure 3.7 and Figure 3.8. For regions hippocampus and cingulate, 𝑉𝑇

outperforms the knn ensemble method in terms of misclassification rate. As for regions parietal

cortex and posterior intraparietal, the knn ensemble performs as good as or better than 𝑉𝑇 .

Figure 3.7: Brier score, where each dot represents one fold and the value after phase and
amplitude represents the number of neighbors 𝑘 . The red cross represents the mean across 5 folds.
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Figure 3.8: Misclassification rate, where each dot represents one fold and the value after phase
and amplitude represents the number of neighbors 𝑘 . The red cross represents the mean across 5

folds and the black solid line represents a 50% misclassification rate for comparison.

3.5 Discussion

We proposed a knn ensemble approach that utilizes shape-based distance metrics that reflects

the principles of functional data analysis and shape data analysis. As opposed to using only 𝑉𝑇 ,

which summarizes the entire IRF with a single measure, our approach is able to capture both the

variability associated with heights (amplitude) and locations (phase). Our simulations demon-

strated that our proposed approach has good predictive classification performance under various

scenarios. Our real data analysis showed that for certain regions of interest, our method is compet-

itive in terms of predictive classification performance, although overall the misclassification rates

were around 40%.

With the flexibility of our method, it can be extended to include other imaging modalities and

additional distance metrics depending on the nature of the dataset.
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Chapter 4: Nonlinear Mixed-Effects Modeling Approach for Simplified

Reference Tissue Model

4.1 Introduction

Positron Emission Tomography (PET) is a nuclear medicine imaging technique which repre-

sents an invaluable tool to study a broad range of neuropsychiatric conditions as it offers quanti-

tative, although indirect, measurements of the density of various molecules throughout the brain.

For instance, PET studies of the serotonin 1A receptor have shown different patterns of binding

between control subjects and patients with mental illnesses such as depression (Miller et al., 2013;

Parsey, Ogden, et al., 2010). Similarly, in the study of the progression of Alzheimer’s disease

(Zeng and Goodman, 2013), PET imaging has been widely used to quantify the amount of amy-

loid beta present throughout the brain.

A PET study begins with the injection of a radioactive substance, a radiotracer, that has affinity

for the protein of interest. Once it enters the bloodstream, the radiotracer is continuously delivered

to the brain as it crosses the blood-brain barrier. Then, a sequence of PET images acquired after

radiotracer injection provides measurements of the concentration of the radiotracer at each location

throughout the brain over time. The density of the target protein at each location can then be

inferred from the concentration data by modeling the kinetic behavior of the radiotracer. The

sequence of measured PET concentrations of the radiotracer across time is termed the time activity

curve (TAC), which can be modeled as a convolution between two functions:

𝐶𝑇 (𝑡) = (𝐻 ⊗ 𝐶𝑃) (𝑡) (4.1)

The function 𝐻, called the impulse response function (IRF), specifies what the concentration of the
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radiotracer would be after an idealized instantaneous bolus delivery to the brain from the blood.

The function 𝐶𝑃, called the input function, represents the supply of radiotracer to the brain at each

time, corrected for radioactive decay and metabolites. This can be measured by taking a sequence

of arterial blood samples from the subject during the PET measurement.

Quantification of PET is generally performed using compartmental models, a widely used ap-

proach to describe the kinetic behavior of the radiotracer over time, in which the physiological

system is divided into “compartments” with movement of the radiotracer between compartments

assumed to be at constant (but unknown) rates. For instance, we could consider the tracer molecule

to be in one of three states: it can be “free” and not bound to any molecules; it can be bound

“specifically” to the target molecule; or it can be bound “nonspecifically” to other molecules not

of interest. In such a case, the kinetics of the tracer can be approximated by a three-tissue com-

partment (3TC) model (the compartments are: free; specifically bound to target molecule; and

nonspecifically bound to other molecules). A simpler alternative to this is the two-tissue compart-

ment (2TC) model in which the free tracer and tracer nonspecifically bound are together considered

as a single compartment under the assumption of rapid equilibrium between them). The simplest

model is the one-tissue compartment (1TC) model in which the three compartments in the 3TC are

combined into a single compartment in which equilibrium between all compartments within the

brain are assumed to be rapid.

In order to fit the model (4.1), it is necessary to perform arterial cannulation on the subject

to obtain blood and metabolite measurements for generating metabolite-corrected input function.

Such a procedure, however, is invasive and time-consuming and comes with many disadvantages,

including discomfort of the patient, increased risk of blood-borne disease, and the need for addi-

tional personnel and equipment. Thus, an analysis that does not require arterial blood sampling

would be beneficial. One way to accomplish this is through the use of TAC in a “reference region,”

i.e., a region with only negligible amount of the target molecule. Such a region would thus repre-

sent only the background concentration of the radiotracer, i.e. originating from only the free and

nonspecific compartments, without any contribution of the specific compartment.
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Motivated by this, Cunningham, Hume, et al. (1991) proposed the (“full”) reference tissue

model (FRTM) that allows for quantification of receptor kinetics without the need for collecting

blood samples for measuring an input function. This approach relies on the TAC of a reference re-

gion, denoted𝐶𝑅 (𝑡), and expresses𝐶𝑃 (𝑡) as a function of𝐶𝑅 (𝑡). The FRTM involves estimation of

four parameters (𝑅1, 𝑘2, 𝑘3, 𝑘4) (Innis et al., 2007) and is based on the following assumptions: (1)

the reference region is devoid of specific binding; (2) the target region can be adequately described

by the 2TC model, since the equilibrium between the free and nonspecific compartment is so rapid

that it can be neglected and considered to be part of a larger compartment; the reference region can

be described as a one- or two-compartment model; (3) 𝐾1/𝑘2 (equal to the non-displaceable bind-

ing, 𝑉ND) is constant across regions. Lammertsma, Bench, et al. (1996) later compared the FRTM

to equivalent plasma input models, i.e., compartment models relying on a metabolite-corrected

plasma curve as input function.

Although the estimation of 𝐵𝑃𝑁𝐷 in FRTM is robust, Lammertsma and Hume (1996) pointed

out that the model provides imprecise estimates of the other parameters, has slow convergence

rates, and can become trapped in local minima. They refined the FRTM by introducing the simpli-

fied reference tissue model (SRTM), which reduced the number of estimated parameters to three

(𝑅1, 𝑘2, 𝐵𝑃𝑁𝐷), and overcame the problem of convergence rates and parameter estimation. The

SRTM makes the same assumptions as the FRTM except that (2) above is replaced by (2′): the

target region can be adequately described by the 1TC model, due to the fast exchange between the

one large compartment (of free and nonspecific compartment) and the specific compartment.

The SRTM models the observed data as follows:

𝐶𝑇 (𝑡) = 𝑅1𝐶𝑅 (𝑡) +
(
𝑘2 −

𝑘2𝑅1

1 + 𝐵𝑃𝑁𝐷

)
𝐶𝑅 (𝑡) ⊗ 𝑒−

𝑘2
1+𝐵𝑃𝑁𝐷

𝑡 (4.2)

where 𝐶𝑅 (𝑡) and 𝐶𝑇 (𝑡) are the observed TACs of the reference and target regions respectively. 𝑅1

is the relative target to reference rate of delivery (ratio of influx, i.e. 𝐾1
𝐾1′), 𝑘2 is the efflux rate

constant, and 𝐵𝑃𝑁𝐷 is the binding potential in the target region. The three parameters can then be

estimated using nonlinear least squares (NLS).
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Y. Wu and Carson (2002) later introduced SRTM2, a two-step approach that first estimates

a global value of 𝑘′2 (using all brain regions except the reference region), the rate constant for

transfer from the reference region to the plasma compartment, and subsequently fits the model

while constraining 𝑘′2 to be equal to the global estimate. By using fewer parameters, they are

able to reduce variance of the parameter estimates and increase robustness to noise, but this is

accompanied by slight bias in the parameter estimates (Mandeville et al., 2016). By substituting

𝑘2 = 𝑘
′
2𝑅1, the model can be written as:

𝐶𝑇 (𝑡) = 𝑅1𝐶𝑅 (𝑡) + 𝑅1
(
𝑘′2 −

𝑘′2𝑅1

1 + 𝐵𝑃𝑁𝐷

)
𝐶𝑅 (𝑡) ⊗ 𝑒−

𝑘′
2
𝑅1

1+𝐵𝑃𝑁𝐷
𝑡
. (4.3)

The conventional approach to the analysis of dynamic PET data can be described as a two-stage

approach: in Stage 1, individual kinetic parameter estimates are obtained by performing modeling

such as just described on each subject’s PET data. Then in Stage 2, those parameter estimates

are treated as observed data and compared across subjects and groups using standard statistical

analyses. Although this two-stage approach is statistically valid, it makes inefficient use of the

PET data. It limits the precision of population-level estimates and the power to detect population-

level differences. We propose an alternative approach in which data from all subjects are modeled

simultaneously, by fitting a nonlinear mixed-effects (NLME) model that can account for subject-

level variation. This approach can estimate not only the individual-level parameters, but also the

effects of covariates on the parameters. In this way, estimation of kinetic parameters and statistical

inference can be performed simultaneously.

NLME has been used in the context of PET data, some of which focus on models such as 2TC

and Emax model, which describes the pharmacokinetic–receptor occupancy (PK-RO) relation-

ship (Berges et al., 2013; Y. Chen et al., 2018; Kågedal, Cselényi, Nyberg, Jönsson, et al., 2012;

Kågedal, Cselényi, Nyberg, Raboisson, et al., 2013; Lim et al., 2013). Some previous proposals

have been made to apply NLME models in the context of SRTM for modeling occupancy. Zamuner

et al. (2002) proposed a NLME approach to account for intra- and inter-subject variability on the
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time activity curve using SRTM. Kågedal, Varnäs, et al. (2015) developed a NLME approach that

accounts for differences between subjects and regions in terms of non-specific concentrations un-

der the assumption of SRTM. NLME has also been applied to variations of the reference tissue

model, such as Vandenhende et al. (2008), who proposed the Bayesian hierarchical model under

the multilinear reference tissue model (MRTM).

In this paper, we describe a NLME framework for modeling Model (4.3), in favor of Model (4.2),

as it is less variable and offers a level of bias comparable to Model (4.2). Our proposed model in-

corporates adaptively regularizing 𝑘′2 instead of pre-setting it to a estimated global value and is a

more general application than previous work. For simplicity, we will refer to Model (4.3) as SRTM

for the rest of the paper. In contrast to previous work, which is limited to examining changes in

occupancy using NONMEM, our algorithm is implemented in R and can be applied to comparing

diagnostic groups.

The rest of this article is organized as follows. In Section 4.2, we present our methodology,

where we describe the NLME modeling framework for SRTM. In Section 4.3, we conduct sim-

ulation studies that resemble our motivating dataset, comparing our proposed NLME method to

the two-stage approach. Specifically, we focus on power for detection of group differences and

population- and individual-level parameter estimation. In Section 4.4, we illustrate our method

through application to the motivating data. Finally, we present the summary and discussion in

Section 4.5.

4.2 Methodology

We will now describe how Model (4.3) can be cast in the general NLME framework. A general

NLME model can be written as

𝑦𝑖 𝑗 = 𝑓 (𝜽𝑖, 𝑧𝑖 𝑗 ) + 𝜖𝑖 𝑗 , 𝑖 = 1, ..., 𝑛, 𝑗 = 1, ..., 𝑛𝑖 (4.4)
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where 𝑦𝑖 𝑗 is the 𝑗 th observation of the 𝑖th subject, 𝑛 is the total number of subjects, 𝑛𝑖 is the number

of observations for subject 𝑖, 𝑓 is some real-valued function of a subject-specific parameter vector

𝜽𝑖 and a vector of measurements 𝑧𝑖 𝑗 , and 𝜖𝑖 𝑗 is the error. The errors are assumed to be uncorrelated

and independent over time and the errors of the 𝑖th subject are:

𝝐 𝑖 =
(
𝜖𝑖1, ..., 𝜖𝑖𝑛𝑖

)𝑇 ∼ N(0, 𝜎2𝑾−1
𝑖 ) (4.5)

where 𝑾𝑖 = diag(𝑤𝑖1, . . . , 𝑤𝑖𝑛𝑖 ) is a 𝑛𝑖×𝑛𝑖 diagonal matrix with fixed and known weights on the

diagonal. The continuous-valued function 𝐶𝑇 in Model (4.3) is observed on a discrete grid of time

points {𝑡𝑖 𝑗 }. Hence, for a single region of interest, the response 𝑦𝑖 𝑗 is the TAC observations𝐶𝑇 (𝑡𝑖 𝑗 );

𝑓 is defined by the right hand side of Model (4.3); 𝜽𝑖 consists of log transformed parameters of

𝑅1, 𝑘
′
2 and 𝐵𝑃𝑁𝐷 , i.e., 𝜽𝑖 = (𝑙𝑜𝑔(𝑅1𝑖), 𝑙𝑜𝑔(𝑘′2𝑖), 𝑙𝑜𝑔(𝐵𝑃𝑁𝐷𝑖

)); and 𝑧𝑖 𝑗 is the observation from the

reference region TAC, i.e., 𝐶𝑅 (𝑡𝑖 𝑗 ) with additive noise.

The subject-level parameter vector 𝜽𝑖 in Model (4.4) consists of two components. The first

component accounts for subject-level fixed effects such as diagnostic group, sex, or age and the

second component accounts for natural variability among subjects with the same fixed effect spec-

ification. 𝜽𝑖 can be modeled as:

𝜽𝑖 = 𝜷𝑇𝒙𝑖 + 𝒃𝑖 (4.6)

where 𝜷 is a matrix of fixed effect coefficients, 𝒙𝑖 is the vector of covariates for subject 𝑖, and

𝒃𝑖 ∼ N(0,𝚺) (4.7)

is the vector of random effects for subject 𝑖, which represents the subject-specific deviations from

the population mean after adjustment for the covariates. Through this modeling of subject-level

parameters, the population averages can be separated from subject-specific deviations and the

population-level and subject-level kinetic behaviors can be understood. This approach allows us to

simultaneously model all subjects, estimate properties of the distribution, and test for the signifi-
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cance of effects of covariates on the individual rate parameters all through fitting a single model.

The fixed and random effects of the NLME model can be estimated by maximum likelihood

(ML) or restricted maximum likelihood (REML) using the Lindstrom and Bates (LB) algorithm

(Lindstrom and Bates, 1990). Our algorithm is implemented using the nlme package (Pinheiro

et al., 2017) in R version 4.1.2.

4.3 Simulation Study

In this section, we describe simulation studies to compare the performance of our proposed

method to that of the two-stage approach. To simulate new subject data, we would require simu-

lated 𝑧𝑖 and 𝐶𝑇 . We begin by simulating TACs in the reference region, 𝑧𝑖 𝑗 = 𝐶𝑅 (𝑡𝑖 𝑗 ) + 𝜖′𝑖 𝑗 , where

𝐶𝑅 (𝑡𝑖 𝑗 ) is generated using the 2TC model assumption with no covariates, following the simulation

design as illustrated in Y. Chen et al. (2018). We use parameter values of (𝐾1, 𝑘2, 𝑘3, 𝑘4, 𝑉𝑏) =

(0.0701, 0.2707, 0.0480, 0.0714, 0.0130), obtained from fitting the 2TC model to the cerebellar

TACs. Simulated errors 𝜖′
𝑖

are generated from a normal distribution with mean 0 and variance

9.4 × 10−5 (equal to 3% of the overall mean TAC value) for the reference region, where the vari-

ance is obtained from the NLME fit to the 2TC model. The input function 𝐶𝑃 is set to be the same

for all subjects and has the same form as in Parsey, Slifstein, et al. (2000), which is provided in

Appendix B. This way, we can prevent any correlation between the parameter estimates that may

be caused by variation in input functions.

Next, we fit Model (4.3) to the observed data. From this model fit, we extract estimates of

the fixed effects 𝜷, the random effect covariance 𝚺, and the error variance 𝜎2 = 3.2 × 10−3, as

shown in (4.6), (4.7) and (4.5). Values of 𝜷 and 𝚺 are provided in Appendix B. The simulated

𝑧𝑖 and generated random effects are combined with estimated fixed effects to form simulated 𝐶𝑇

according to Model (4.3). Simulated errors 𝝐 𝑖 are generated from N(0, 𝜎2𝑾−1
𝑖 ), and the values

of 𝑾−1
𝑖 are set to the duration of the time frame corresponding to 𝑡𝑖 𝑗 . We simulate datasets with

sample sizes of 𝑛 = 20, 40, 60, 80, 100, ..., 200, where the first half of subjects are controls and the

second half are patients. 1000 datasets of each sample size are simulated.
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Figure 4.1: False positive rate for a true effect size of 0% in 𝐵𝑃𝑁𝐷 for different sample sizes 𝑛.
The dashed line represents a 5% false positive rate for comparison.

4.3.1 Evaluation of false positive rate for group difference

We first evaluate the false positive rate for our method when data are simulated with no group

differences in 𝐵𝑃𝑁𝐷 . For the two-stage approach, we perform a simple linear regression on the

individual parameters that are estimated from subject-specific NLS fits. Figure 4.1 shows results of

the false positive rate of the test under different samples sizes, where false positive rate is estimated

by the proportion of rejected null hypotheses across the 1000 simulated datasets for each sample

size. The false positive rate of NLS is close to the nominal 5%, for every sample size. For NLME,

however, it is apparent that the false positive rate is greater than the nominal 5% when the sample

size is small, i.e., the testing procedure based on NLME is somewhat anti-conservative, leading to

inflated false positive rates for small sample sizes.

4.3.2 Comparison of power for detecting group difference

Next, we evaluate the power of detecting group differences in binding potential of our method

compared to the two-stage approach. We simulate two groups of subjects, with a true group dif-

ference of 15% in 𝐵𝑃𝑁𝐷 . Since we saw in Section 4.3.1 that the NLME testing procedure is

anti-conservative for small sample sizes, we also employed a permutation testing procedure for
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Figure 4.2: Power curves for detecting a true effect size of 15% in 𝐵𝑃𝑁𝐷 for different sample
sizes 𝑛. NLME.permu is the permutation procedure to NLME.

comparison to ensure that false positive rates do not exceed 5%. Details of this permutation testing

procedure are provided in Appendix B.

Figure 4.2 shows the power under different sample sizes, where power is estimated by the

proportion of rejected null hypotheses across the 1000 simulated datasets for each sample size.

Power of the NLME procedure without using the permutation procedure is inflated for small 𝑛, but

for larger 𝑛 (𝑛 > 40), NLME and the permutation procedure are nearly indistinguishable. The two-

stage approach has worse power than either of the other approaches for detecting group differences

for all 𝑛 considered.

4.3.3 Population-level parameter estimation

In addition to improvements in power, we also compare the procedures in terms of how well

each method estimates the “true” fixed effects. To do so, we use the 1000 simulated datasets

generated for Section 4.3.2, for which the true group difference in 𝐵𝑃𝑁𝐷 is equal to 15%, and

compare the estimated values for both approaches to the “truth”.

We calculate the root mean square error (RMSE) of the group differences, and the results

are shown in Figure 4.3. We observe greater correspondence between true group difference and
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Figure 4.3: Root mean square error (RMSE) of estimated group difference when the true effect
size of 𝐵𝑃𝑁𝐷 is 15%, for different sample sizes 𝑛. (Outliers greater than 0.5 are removed prior to

calculating the RMSE).

estimated values using NLME compared to the NLS estimates. For both NLME and NLS, there is

a clear trend of increasing precision as 𝑛 increases, with NLME exhibiting the equivalent accuracy

obtained by NLS in sample sizes of approximately 1.13 to 1.5 times greater. With NLME providing

more accurate estimates of the fixed effect, this approach could potentially lower the cost of PET

scans significantly.

4.3.4 Individual-level parameter estimation

Next, we assess the accuracy of individual-level parameters. A new set of 1000 subjects is

simulated, where there are no differences between groups. We fit NLS on this new set of subjects.

For NLME, we evaluate the accuracy by grouping the 1000 into different sample sizes, namely

𝑛 = 20, 𝑛 = 40, and 𝑛 = 100 (50 datasets with 𝑛 = 20, 25 datasets with 𝑛 = 40, and 10 datasets

with 𝑛 = 100). This is because NLME uses the whole sample to estimate subject-level parameters,

and the performance will therefore improve with larger sample sizes.

We observe smaller error between true simulated parameter values and the estimated values

using NLME compared to the NLS estimates, in terms of root mean square error. The results are

shown in Table 4.1. Differences between NLS and NLME are most pronounced for estimation of
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Table 4.1: RMSE of individual-level parameter estimates when there are no differences between
groups.

NLS NLME
𝑛 −− 20 40 100

𝐵𝑃𝑁𝐷 1.58 1.09 1.06 1.06
𝑘′2 0.0120 0.0089 0.0085 0.0081
𝑅1 0.0954 0.0836 0.0815 0.0791

Figure 4.4: Bias of individual estimated outcomes and true parameter values for different methods
and different sample sizes 𝑛 (NLME only). (For NLS, two points in 𝐵𝑃𝑁𝐷 are removed to ensure

the readability of the figure.)

𝑘′2 and 𝐵𝑃𝑁𝐷 , although NLME still shows improvement in estimating 𝑅1. Specifically, we observe

that NLS shows nearly 50% more estimation inaccuracy compared to NLME for 𝐵𝑃𝑁𝐷 , a 35% to

48% increase for 𝑘′2 and a 14% to 21% increase for 𝑅1. We also see that with larger sample sizes,

the accuracy increases for the NLME estimates, although notably much of the benefit over NLS is

already present even with sample sizes of 𝑛 = 20.

Additionally, we assess the bias between individual estimated outcomes and true parameter

values, as shown in Figure 4.4. For both NLS and NLME, we observe a small degree of negative

bias in the estimates of 𝐵𝑃𝑁𝐷 and 𝑅1, and a very small degree of positive bias in the estimated of

𝑘′2. The distribution of bias for NLME has less outlying values and is more narrow, compared to

that of NLS.
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4.4 Application to PET data

The serotonin 1A receptor (5-HT1𝐴) has been implicated in major depressive disorder (MDD)

(Kaufman et al., 2016; Parsey, Ogden, et al., 2010; Savitz et al., 2009). The [11C]WAY100635

radiotracer has been frequently used to quantify 5-HT1𝐴 binding.

To illustrate the modeling techniques described here, we provide analysis of TACs in the hip-

pocampus, using the cerebellar white matter as the reference region, extracted from PET scans of

97 subjects imaged with the [11C]WAY100635 radiotracer. There are 56 normal controls and 41

patients with major depressive disorder (MDD), of whom 21 have been exposed to antidepressants

(AE) and 20 have not recently been medicated (NRM) (Parsey, Slifstein, et al., 2000). In this sec-

tion, we apply the NLME approach described in Section 4.2 to the PET data under the assumption

of a simplified reference tissue model. TACs in both the reference and target region are scaled

by dividing by the individual injected dose, which accounts for differences in measurement error

between measurements. To this end, we fit a model that includes diagnostic group (AE, NRM, con-

trol), sex and age as covariates and compare the NLS estimates of the parameters obtained from

the two-stage approach by fitting a SRTM to each subject with those obtained from the NLME fit.

Figure 4.5 plots these estimates for all the parameters. We see that relative to NLS estimates,

NLME estimates tend to be higher in the lower ranges of the parameter and lower in the upper

ranges of the parameter. This illustrates the shrinkage of individual-level parameters that is inherent

in the NLME modeling structure and is the reason why the NLME approach is less vulnerable to

individual outliers than NLS estimates.

Model fits using NLME and the two-stage approach are given in Table 4.2. Results of the

two-stage approach are obtained by simple linear regression. Although there are no big changes

in the 𝑝-values, all the standard errors of NLME are smaller than the corresponding SEs of NLS.

Moreover, there are also noticeable changes in variables AE - Control and Male - Female for

parameter 𝑙𝑜𝑔(𝐵𝑃𝑁𝐷).
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Figure 4.5: Individual NLS estimates vs. NLME estimates. The solid line is the identity line.

Table 4.2: Results of the NLME and two-stage approach

Parameter Variable
NLS NLME

Estimate Std.Error 𝑝−value Estimate Std.Error 𝑝−value

𝑙𝑜𝑔(𝑅1)

AE - Control 0.0122 0.0359 0.734 0.0128 0.0347 0.713
NRM - Control 0.0027 0.0365 0.941 0.0172 0.0344 0.617
Male - Female -0.0213 0.0294 0.470 -0.0188 0.0280 0.502

Age (1 year diff.) -0.0009 0.0010 0.389 -0.0009 0.0010 0.360

𝑙𝑜𝑔(𝑘′2)

AE - Control -0.0319 0.0460 0.490 -0.0308 0.0415 0.458
NRM - Control 0.0197 0.0467 0.675 -0.0053 0.0340 0.895
Male - Female -0.0150 0.0376 0.690 -0.0177 0.0330 0.592

Age (1 year diff.) 0.0009 0.0014 0.527 0.0008 0.0012 0.485

𝑙𝑜𝑔(𝐵𝑃𝑁𝐷)

AE - Control -0.0166 0.0768 0.830 -0.0288 0.0724 0.691
NRM - Control -0.0010 0.0781 0.899 -0.0052 0.0728 0.943
Male - Female -0.0611 0.0628 0.333 -0.0707 0.0589 0.230

Age (1 year diff.) -0.0017 0.0023 0.478 -0.0015 0.0022 0.490
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4.5 Discussion

We proposed a NLME approach for fitting the simplified reference tissue model to PET data.

As opposed to the two-stage approach, this approach fits all subjects simultaneously and estimates

covariate effects all in one step. Our simulations demonstrated that our proposed approach is

more powerful for detecting differences between groups. We showed that the NLME approach

improves the estimation of both population differences and individual parameter values, although

its estimates still exhibited a similar bias to the NLS estimates. Our real data analysis showed that

the NLME estimates of individual parameters have narrower distributions than those of NLS.

One advantage of our NLME approach is the improved efficiency of collected data for no

additional financial cost and very little computational cost. The computational time for running

NLS separately for each individual of our dataset was a total of 2 seconds on a MacBook Pro with

1.4GHz CPU, but this does not include the statistical analysis in Stage 2. It takes about 14 seconds

to run the NLME, including the analysis and inference of the estimates of the kinetic parameter,

which is a separate step for NLS.

As part of our exploration of simultaneous modeling of subjects using reference tissue models,

we also considered the FRTM. This application turned out to be problematic in three ways. Firstly,

the identifiability issues with NLME resulted in unreasonable parameter estimates of 𝑘2 and 𝑘4

even when estimates for 𝐵𝑃𝑁𝐷 were reasonable. This was also apparent when applying NLS. We

repeated the fitting while imposing upper limits on 𝑘2 or 𝑘4 but the resulting estimates were often

equal to the constraint and the other estimate was unstable. Secondly, the NLME modeling when

applied to FRTM was quite sensitive to starting values, i.e., small differences in starting values

led to very different parameter estimates. Lastly, the NLME modeling often failed to converge

even after significantly relaxing convergence criteria. We conclude that, at least with our data, the

identifiability problems of FRTM model cannot be overcome through the application of an NLME

modeling approach.
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Chapter 5: Conclusions

The overall theme of this dissertation focuses on methods for functional data and nonlinear

mixed-effects model with applications to PET data.

In Chapter 2, we consider a permutation-based inference for function-on-scalar regression.

While PET imaging data analysis is most commonly performed on data that are aggregated into

several discrete a priori regions of interest, our primary interest is on measures of 5-HTT binding

potential that are made at many locations along a continuous anatomically defined tract, one that

was chosen to follow serotonergic axons. Our goal is to characterize the binding patterns along

this tract, determine how such patterns differ between diagnostic groups, and also to investigate

the question of homogeneity. We utilize function-on-scalar regression modeling to make optimal

use of our data and inference is made using permutation testing strategies that do not require

distributional assumptions. For scenarios with which covariates are present, we describe a method

to account for their effects simultaneously. Simulations are conducted to examine the validity of

our methods and compare the performance of competing methods. We illustrate this approach by

applying it to PET data.

In Chapter 3, we introduce shape-based distance metrics for comparison of IRFs. IRF provides

the key to understanding the kinetic behavior of the tracer, and thus all PET modeling methods

involve calculating estimates of this function. The common practice involves summarizing the

estimated IRF using a single scalar measure, such as the total volume of distribution of tracer

𝑉𝑇 , and comparing it across subjects/groups using standard univariate analyses. However, this ap-

proach neglects the nature and structure of the IRFs and overlooks their shapes. We propose a

k-nearest-neighbor ensemble approach that optimally combines distance metrics based on princi-

ples of functional data analysis and shape data analysis. Simulations are conducted to compare

the predictive performance of our approach to the traditional approach of using 𝑉𝑇 . The results
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indicate that our approach has better predictive performance, as it has lower mean Brier score and

misclassification rate. We illustrate this approach by applying it to PET data.

In Chapter 4, we discuss the a nonlinear mixed-effects modeling approach for PET data analysis

under the assumption of a simplified reference tissue model. The conventional two-stage approach

uses NLS estimates of the population parameters. We propose a nonlinear mixed-effects (NLME)

model that can estimate not only the individual-level parameters, but also the effects of covariates

on the parameters. In this way, estimation of kinetic parameters and statistical inference can be

performed simultaneously. Simulations are conducted to compare the power for detection of group

differences and population- and individual-level parameter estimation for both NLS and NLME

models. The results indicate that when compared to the NLS approach, our NLME approach

shows improved power for detecting group differences and greater consistency of population and

individual-level parameter estimation. We apply our NLME approach to PET data to illustrate the

modeling procedure.
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Appendix A: Appendix for Chapter 2

Figure A.1: Histogram of 𝑝-values of simulation study in Section 2.4.2: Distribution of 𝑝-values
under sample sizes of 𝑁 = 10, 50, 100. The horizontal line indicates the theoretical uniform

distribution.
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Figure A.2: Histogram of 𝑝-values of simulation study in Section 2.4.3: Distribution of 𝑝-values
under sample sizes of 𝑁 = 10, 50, 100 and stationary noise, using circular permutation procedure.

The horizontal line indicates the theoretical uniform distribution.

Figure A.3: Histogram of 𝑝-values of simulation study in Section 2.4.3: Distribution of 𝑝-values
under sample sizes of 𝑁 = 10, 50, 100 and stationary noise, using label permutation procedure.

The horizontal line indicates the theoretical uniform distribution.
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Figure A.4: Original measurements: A random subset of observed (un-smoothed and log
transformed) binding potential curves, colored by diagnostic group.
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Appendix B: Appendix for Chapter 4

B.1 Simulation setup

Here we present the form of the input function 𝐶𝑃 (𝑡) and the multivariate normal distribution

used to generate individual parameters 𝜷,𝚺 in Section 4.3.

𝐶𝑃 (𝑡) = 1[0,𝑡𝑐) (𝑡)𝑏𝑡 + 1[𝑡𝑐 ,∞) (𝑡)
3∑︁
𝑖=1

𝐴𝑖𝑒𝑥𝑝(−𝜆𝑖𝑡)

𝜷 =

©­­­­­«
𝑙𝑜𝑔(𝑅1)

𝑙𝑜𝑔(𝑘′2)

𝑙𝑜𝑔(𝐵𝑃𝑁𝐷)

ª®®®®®¬
∼ N

©­­­­­«
©­­­­­«
0.1438

−2.5019

2.1241

ª®®®®®¬
,

©­­­­­«
0.0140 −0.0082 0.0181

−0.0082 0.0129 −0.0043

0.0181 −0.0043 0.0705

ª®®®®®¬
ª®®®®®¬

B.2 Permutation Testing

Here we describe the permutation procedure taken in Section 4.3.2 and show its validity through

permutation distribution. Traditionally for each simulated dataset, 𝑀 permutations are generated.

Each permutation is computationally intense, so by repeating this process 𝑁×𝑀 times is computa-

tionally prohibitive. Thus for the purposes of this simulation only, we use a simplified permutation

procedure that is more computationally efficient and is equally valid. We take 𝑀 = 𝑁 = 1000.

Instead of generating 1000 permuted datasets for each of the 1000 simulated datasets, we only

take five of the simulated dataset and generate 1000 permuted datasets from each of the simulated

datasets. In this way, we have 5000 permuted datasets and they form a permutation distribution

for reference. We then simulate 1000 additional datasets and compare their test statistics to the

permutation distribution.

We illustrate the permutation distribution generated from this simplified approach in Figure B.1
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and Figure B.2. It can be seen from Figure B.3 and Figure B.4 that each of five permutation

distributions closely align with one another, as well as the overall distribution.

Figure B.1: Permutation distribution generated from 5 simulated datasets when there are no group
differences. The black line represents the combined permutation distribution.

Figure B.2: Permutation distribution generated from 5 simulated datasets when the true group
difference is 15%. The black line represents the combined permutation distribution.
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Figure B.3: Q-Q plot of the permutation distribution generated from 5 simulated datasets when
the true group difference is 0%. The black dots represent the combined permutation distribution.

Figure B.4: Q-Q plot of the permutation distribution generated from 5 simulated datasets when
the true group difference is 15%. The black dots represent the combined permutation distribution.
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