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Abstract

Non-Euclidean Representation Learning with Applications to Metagenomics

Philippe Chlenski

Machine learning relies on high-quality data representations to enable accurate modeling

and prediction. However, biological data, particularly in fields like metagenomics, presents

unique challenges for machine learning due to its high dimensionality, noisiness,

compositionality, and complex latent interactions and hierarchies. We explore the adaptation of

non-Euclidean representation learning techniques to metagenomics. First, we present two works

on modeling metagenomic samples’ latent structure and dynamics: MiSDEED, a tool for

generating realistic synthetic data based on generalized Lotka-Volterra dynamics, and a method

for inferring microbial growth rates from 16S amplicon data by extending peak-to-trough ratio

analysis. Next, we develop novel machine learning models that can operate on non-Euclidean

data representations: first, we introduce decision tree and random forest algorithms for hyperbolic

spaces, then generalize these to mixed-curvature product spaces. We further introduce two major

engineering efforts to improve the efficiency and accessibility of non-Euclidean machine learning:

a method for speeding up non-Euclidean decision trees by three or more orders of magnitude, and

a comprehensive Python library supporting end-to-end machine learning on product manifolds.

Finally, we present preliminary explorations into the role that non-Euclidean representations can

play in metagenomic settings. We propose using weighted centroids to aggregate feature

(species)-level embeddings into sample embeddings, aiming to learn biologically meaningful

representations that can improve downstream tasks such as sample classification. We also explore



the empirical distribution of curvature measurements via Monte Carlo sampling, offering a

much-needed calibration for curvature estimation in the presence of confounding variables. By

adding new methods for probing and evaluating non-Euclidean embeddings, we strive to unlock

the potential of representation learning to advance microbiome research and its applications in

human health and beyond.
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Chapter 1: Introduction

1.1 Metagenomics background

1.1.1 Sequencing

DNA sequencing has enabled scientists to study the structure of life from genetic building

blocks [5]. In recent years, high-throughput sequencing technology has made it feasible to se-

quence DNA from mixed microbial communities at scale, which in its turn has given rise to

metagenomics [6], the study of such communities [7, 8].

The metagenomics revolution produced a diverse set of discoveries. By enabling the sequenc-

ing of organisms in their natural environments rather than under restrictive laboratory conditions,

metagenomics revealed vast genomic diversity among previously “unculturable” microbes that had

only been theorized to exist [9]. Additionally, metagenomic sequencing revealed deep relation-

ships between the microbial communities in the body—the human microbiome—on human health

[10]. In particular, the microbiome has been linked to conditions such as in�ammatory bowel dis-

ease (IBD) [11, 12], obesity [13, 14], type 2 diabetes [15], and preterm birth [16, 17]. This has

launched comprehensive, large-scale explorations of diverse microbial communities such as the

(integrative) Human Microbiome Project (HMP) [18, 19], the American Gut Project [20], and the

Earth Microbiome Project [21].

Metagenomic data can be generated through two primary sequencing approaches, each with

distinct advantages and limitations. Initially, metagenomics was carried out using 16S rRNA am-

plicon sequencing, the technique used by Woese and Fox [22] to sketch the �rst tree of life and

discover the Kingdom of Archaea. In 16S rRNA sequencing, the 16S Ribosomal RNA (rRNA)

gene is selectively ampli�ed via the Polymerase Chain Reaction (PCR) [23] and sequenced. Op-

erational Taxonomic Units (OTUs), which are 16S rRNA sequences canonically clustered at 97%
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average nucleotide identity [24, 25], are often used as a pragmatic proxy for prokaryotic species.

Modern methods may use Amplicon Sequence Variants (ASVs), which have nucleotide-level res-

olution, instead [26]. Whole-Genome Shotgun (WGS) sequencing captures all DNA in a sample,

with sequencing depth roughly proportional to the actual abundance of DNA molecules. This ap-

proach was not feasible until recently due to the enormous diversity of microbial DNA and the

orders-of-magnitude variation in species abundances [27, 28]. Because WGS sequences all DNA

in a sample, it can be used to assemble draft genomes for individual organisms in a sample [29,

30].

1.1.2 OTU Tables

In this thesis, we are primarily concerned with one metagenomic1 data type: the OTU table,

which is illustrated in Figure 1.1. In an OTU table, rows represent samples, columns represent

OTUs, and cells represent sequence counts (usually determined through some form of reference

mapping, although this can vary signi�cantly depending on the pipeline used to produce these

tables). There are many challenges to working with OTU tables, some of which are geometric in

nature:

• Compositionality: Since we typically can observe only relative abundances (i.e. the total

number of reads in a sample is an artifact of the sequencing procedure rather than a true

signal about the biomass/amount of DNA in a sample), OTU tables lie on the= � 1–simplex

of =-dimensional ambient space [31, 32, 33, 34].

• Latent structure: Matrix representations imply that basis dimensions are orthogonal, but in

fact there is a rich spectrum of (evolutionary and functional) relatedness between two OTUs

that is not captured in such a representation [35, 36].

• Noise: zero-in�ation, sparsity, over-dispersion, and incredible coverage demands not only

1The use of the term “metagenomics” to refer to 16S RNA sequencing data has been the subject of some contro-
versy. More contemporary sources will refer to this asmetataxonomicdata.
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bury signal in metagenomic samples, they can also be quite treacherous for simple off-the-

shelf statistical analyses [37, 38].

• High dimensionality: OTU tables can have thousands of rows, most of which contain zeros

for any given sample, necessitating some kind of dimensionality reduction technique, such

as principal coordinate analysis (PCoA) for preprocessing [39].

• Batch effects:Sequencing artifacts are often the strongest signal in metagenomic data, and

machine learning classi�ers will often pull this out as a spurious “shortcut” rather than learn-

ing actual features [40, 41, 42].

Planococcus Pseudomonas Bacteroides Sphingopyxis Escherichia Akkermansia
maitriensis viridi�ava uniformis alaskensis coli muciniphila

Alice 20 0 0 1 3 0
Bob 13 2 0 0 5 22

Carol 0 0 0 3 1 3
Dave 11 9 4 1 0 0
Erin 40 21 10 0 0 0

Frank 10 0 5 1 1 1

Entries are raw, normalized, or absolute abundances

R
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s
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e
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m
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Phylogeny imposes latent structure on the features of this table

Figure 1.1: A diagram showing how phylogeny imposes a latent structure on a sample-by-feature
abundance table. Rows represent different samples (e.g., patients, time points), while columns
represent different microbial species (features). This thesis seeks to understand how feature-level
structure in metagenomic data, which is informed by phylogenetic relationships, can inform the
application of machine learning algorithms to metagenomic data.
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1.1.3 Machine learning on metagenomic data

Machine learning approaches to microbiome analysis have evolved signi�cantly over the past

decade. Early work focused on leveraging metadata for classi�cation and biomarker discovery [43,

44], alongside ecological models of microbial dynamics [45, 46, 47, 48]. As deep learning gained

prominence, researchers began applying neural architectures including multilayer perceptrons, re-

current networks, and convolutional models to microbiome data [49, 50]. Representation learning

approaches using Euclidean embeddings have also been explored [51, 52, 53].

Despite these advances, tree-based methods remain dominant in microbiome classi�cation.

Pasolliet al. [54] demonstrated in 2016 that random forests achieve state-of-the-art performance

for metagenomic classi�cation, and they continue to serve as strong baselines today [55]. This

persistence re�ects a broader pattern in machine learning, where tree-based models consistently

outperform neural networks on tabular data [56]. While deep learning has shown promise in spe-

ci�c contexts, the microbiome community has yet to reach consensus on whether neural methods

offer suf�cient advantages to justify moving beyond decision tree-based approaches. This ongo-

ing debate motivates a deeper investigation into representation learning and its potential to unlock

meaningful advances in machine learning for metagenomics.

Data asymmetry and the promise of representation learning

A critical but underappreciated aspect of metagenomic data is the asymmetry between feature-

level and sample-level data availability. While metagenomic samples are expensive and dif�cult to

obtain—requiring careful collection, storage, and sequencing protocols—public databases contain

millions of 16S rRNA sequences and hundreds of thousands of assembled genomes [57].

This asymmetry, plus the non-orthogonal nature of OTU features and the need for dimensional-

ity reduction discussed above, suggests a natural opportunity: by pretraining on abundant sequence

data, we may be able to learn representations that capture the inherent biology of these OTUs and

transfer this knowledge to improve the downstream analysis of scarce metagenomic samples.
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1.2 Representation learning background

1.2.1 Foundations and de�nitions

Representation learning has a rich prehistory rooted in classical statistical and machine learn-

ing methods. Early approaches to learning data representations emerged from linear dimensionality

reduction techniques such as Principal Component Analysis (PCA) [58, 59] and Independent Com-

ponent Analysis (ICA) [60], which sought to �nd lower-dimensional projections that preserved key

statistical properties of the data.

Two fundamental concepts motivated the development of these techniques: the curse of di-

mensionality and the manifold hypothesis. The curse of dimensionality [61] describes the various

phenomena that arise when analyzing data in high-dimensional spaces, including the counterin-

tuitive behavior of distance measures, exponential growth in computational complexity, and the

requirement for exponentially more data to maintain statistical power [62]. Complementing this

challenge, the manifold hypothesis posits that real-world high-dimensional data often lies on or

near lower-dimensional manifolds embedded within the ambient space [63]. This hypothesis sug-

gests that while natural data such as images or speech may formally exist in very high-dimensional

spaces, their intrinsic dimensionality is much lower, making dimensionality reduction both feasible

and meaningful.

The limitations of linear methods motivated the development of nonlinear manifold learning

techniques in the early 2000s. Seminal methods included Isometric Mapping (IsoMap) [64], which

preserves geodesic distances on the data manifold, and Locally Linear Embedding (LLE) [65],

which maintains local neighborhood relationships. Laplacian Eigenmaps [66] provided a spectral

approach to manifold learning, while Multidimensional Scaling (MDS) [67] offered �exible dis-

tance preservation criteria. These methods demonstrated that many high-dimensional datasets lie

on or near lower-dimensional manifolds, establishing a key insight that would later in�uence deep

learning approaches.

The term “representation learning” was formally introduced by Bengioet al. [68], who de-
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�ned it as “learning representations of the data that make it easier to extract useful information

when building classi�ers or other predictors.” This formalization uni�ed the disparate threads of

dimensionality reduction, manifold learning, and feature learning under a common framework,

emphasizing the goal of discovering representations that disentangle underlying factors of varia-

tion in the data.

1.2.2 Non-Euclidean representations

A signi�cant development in representation learning came with Bronsteinet al. [69]'s argu-

ment for non-Euclidean representations. In particular, hyperbolic representations—motivated by

[70] and popularized by embeddings techniques in [71, 72, 73]—have gained substantial traction

in the machine learning community [74]. The appeal of hyperbolic geometry lies in its natural

ability to represent hierarchical and tree-like structures with exponentially growing capacity as one

moves away from the origin. Hyperbolic embeddings have found applications across diverse do-

mains, including knowledge graph representations [75, 76], natural language processing [77, 78,

79, 80], computer vision [3, 81, 82, 83, 84], social networks and recommender systems [85, 86, 87,

88], hierarchical planning (e.g. in robotics contexts) [89, 90, 91, 92], chemistry (for embedding

molecular structure graphs) [93, 94, 95], and, of course, computational biology [96, 97, 98, 99,

100].

Concomitant with the growth in hyperbolic applications, researchers have developed special-

ized architectures designed to work with hyperbolic data. Classic predictors have been adapted to

hyperbolic spaces, including logistic regression [73], support vector machines based on geodesics

[101] and horospheres [102], and decision trees using both geodesic [1, 103] and horospherical

[104] splitting criteria. Neural network architectures have also been extended to hyperbolic spaces,

including hyperbolic convolutional neural networks [83], attention [105] and Transformers [106,

107], and graph neural networks [108, 109, 110]. Generative models have been developed for

hyperbolic spaces, including variational autoencoders [111, 112] and generative adversarial net-

works [113]. Specialized embedding techniques have emerged for different data types, including
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methods to embed general features, graph structures [114], and tree structures speci�cally [115,

116, 117].

1.2.3 Other geometric representations

Beyond hyperbolic geometry, other notable geometric representations have emerged in ma-

chine learning. The(� ¹3º rotation-equivariant representations played a crucial role in protein

structure prediction models such as AlphaFold2 [118, 119], though they were removed in Al-

phaFold 3 [120]. Hyperspherical representations have been explored both in output spaces [121]

and as latent spaces for variational autoencoders [97, 122], alongside spherical convolutional neu-

ral networks [123, 124]. Symmetric positive de�nite (SPD) matrices provide another important

class of non-Euclidean representations [125, 126, 127]. Finally, product manifolds allow for the

combination of multiple geometric spaces to capture data with mixed geometric properties [4, 128,

129, 130, 131, 132, 133].

1.2.4 Riemannian optimization

Many of these techniques are powered by Riemannian optimization techniques which allow us

to apply gradients derived from deep learning to non-Euclidean parameters [134, 135, 136].

1.3 The need for non-Euclidean decision trees

Three chapters of this thesis deal with generalizing decision trees, speci�cally the CART algo-

rithm [137] and random forests [138], to datasets whose features have non-Euclidean structure.

Decision trees offer a composable approach to learning decision boundaries (for classi�cation)

or scalar functions (for regression), naturally falling between simple linear classi�ers and more

complex neural network-based methods. This level of complexity is particularly well-suited to

non-Euclidean representations, which are typically learned without explicit classi�cation objec-

tives. Linear probing—using simple linear classi�ers to evaluate the quality of learned representa-

tions [139, 140, 2]—is a common evaluation methodology for evaluating the semantics of learned

7



representations. However, linear probes may be overly restrictive for unsupervised geometric em-

beddings: Unlike representations from models with implicit classi�cation pressure (such as BERT

�ne-tuned on sentiment analysis, or vision transformers trained on ImageNet), non-Euclidean em-

beddings tend to be learned via metric learning or variational autoencoders, which prioritize geo-

metric structure over linear separability.

Furthermore, the representations we work with are often low-dimensional, further reducing the

likelihood that classes will be linearly separable by default and making more �exible classi�cation

approaches necessary. This is important even for neural network models working in the manifold

geometry, such aŝ-GCNs [128], where the latent representations are also restricted to be on the

same manifold as the input. Therefore, even for neural methods that respect manifold structure in

the data, representational capacity (speci�cally layer width) can be very restricted.

Beyond their modeling �exibility, decision trees serve as strong baselines across many do-

mains, particularly for tabular datasets [56] (a category that includes microbiome OTU tables [54]).

Their hierarchical splitting structure provides inherent interpretability, making them valuable for

scienti�c applications where understanding the decision process is as important as predictive accu-

racy. In product manifold settings, the distribution of splits across different manifold components

can reveal the relative importance of individual geometric structures for speci�c classi�cation or

regression tasks.

From a computational perspective, decision trees offer signi�cant practical advantages when

working with non-Euclidean data. They are both ef�cient and numerically stable, avoiding the

convergence issues and computational bottlenecks commonly encountered when applying Rie-

mannian optimization methods to complex geometric spaces. Additionally, trees exhibit robust

performance in the presence of outliers and maintain good behavior out of distribution. These are

important properties when working with learned representations whose statistical characteristics

may be less well-understood than traditional engineered features.

Although decision trees are rarely used to probe neural representations, their ability to form

piecewise-linear classi�ers aligns well with the polytope-centric representation geometry hypoth-
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esized in Blacket al. [141]. However, we note that the chief reason that decision trees are fa-

vored in tabular settings is that their inductive bias of using axis-aligned splits matches the strong

semantics of basis dimensions in tabular data. It is far from clear that such semantics exist in

non-Euclidean embeddings; in fact, since most embeddings are learned through rotation-invariant

objectives based on pairwise distances, this is quite likely not to be the case. Nevertheless, we �nd

that non-Euclidean decision trees exhibit very strong empirical performance in benchmarks even

with arbitrary basis dimensions.

1.4 Is metagenomic data non-Euclidean?

This is the central motivating question of this work. Certainly we know that there is a tree

structure over the OTUs, but does that translate into hyperbolic structure over samples? Answering

this de�nitively is harder than it might initially appear, requiring several methods that have been

lacking in the literature.

The standard approach to assessing whether data bene�ts from non-Euclidean representa-

tions typically relies on downstream task performance comparisons between Euclidean and non-

Euclidean methods. Yet, as discussed in the previous section, linear probing may be insuf�ciently

�exible to detect the advantages of geometric embeddings, particularly for unsupervised represen-

tations that prioritize structural relationships over linear separability. This creates a methodolog-

ical catch-22: we cannot de�nitively assess whether microbiome data is non-Euclidean without

appropriate evaluation tools, but developing those tools requires �rst establishing non-Euclidean

methods for the domain.

Similarly, direct geometric analysis of microbiome data faces signi�cant challenges. While

measures like Gromov'sX-hyperbolicity [142] can theoretically assess the intrinsic geometry of

datasets, their practical application to complex microbiome data raises questions about robustness,

calibration, and interpretability that remain largely unaddressed in the literature.

This thesis, therefore, takes a foundational approach, developing the methodological infrastruc-

ture necessary to properly investigate the geometric properties of microbiome data. We establish
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non-Euclidean decision tree methods that can serve as more �exible evaluation probes, and explore

preliminary applications of metric-based embedding techniques to phylogenetic and genomic data.

Speci�cally, we adapt recent work on tree metric embeddings [143] to embed OTU phylogenetic

relationships, and present initial investigations into hyperbolic representations of entire metage-

nomic samples.

While these contributions do not provide a de�nitive answer to whether microbiome data is fun-

damentally non-Euclidean, they establish the analytical framework needed to rigorously address

this question. The tools developed here enable future work to move beyond the limitations of linear

evaluation methods and towards more nuanced geometric analysis of microbiome representations,

setting the stage for de�nitive empirical investigation of this central question.

1.5 Contributions and structure

This thesis contributes to the �elds of metagenomics and non-Euclidean representation learn-

ing. In addition to publications or manuscripts, many of the works in this thesis also have extensive

open-source software components. The structure of the rest of this thesis is as follows:

Chapters 2 and 3 concern bothclassical modeling approaches to metagenomics. Chapter 2

introduces MiSDEED, an open-source tool for generating synthetic metagenomic data, which is

useful for power analysis and experimental design. Chapter 3 describes a method for inferring

microbial dynamics from OTU tables leveraging knowledge about the distribution and sequence

of 16S rRNA genes in the sample.

Chapters 4 and 5 concernnon-Euclidean learning algorithms. Chapter 4 introduces the

HYPERDT and HYPERRF algorithms, which generalize decision trees and random forests (re-

spectively) to hyperbolic space. Chapter 5 describes the further generalization of this idea to all

constant-curvature manifolds, as well as product manifolds.

Chapters 6 and 7 describenon-Euclidean machine learning softwarecontributions. Chapter

6 describes a way to speed up theHYPERDT algorithm by more than 3 orders of magnitude,

and to extend it to work with off-the-shelf tree-based algorithms like XGBoost[144]. Chapter 7
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describesManify , a software library supporting embeddings, predictions, curvature estimation,

and clustering in product manifolds.

Finally, Chapter 8 describes preliminary results concerning the application of non-Euclidean

methods to metagenomic data. Speci�cally, 8.1 describes the generation of sample-level hyper-

bolic metagenome embeddings from OTU embeddings, and 8.2 describes calibration and hypoth-

esis testing for delta-hyperbolicity estimation.

Table 1.1: Summary of publications discussed in this thesis. Conference abbreviations are: MLCB
= Machine Learning in Computational Biology, ICLR = International Conference on Learning
Representations, ICML = International Conference on Machine Learning. Journal abbreviations
are: Bioinform. Adv. = Bioinformatics Advances, TMLR = Transactions on Machine Learning,
JMLR MLOSS = Journal of Machine Learning, Machine Learning Open Source Software track.

Section Title Venue Year Status GitHub

2 MiSDEED: a synthetic data engine for

microbiome study power analysis and

study design [145]

Bioinform.

Adv.

2022 Accepted misdeed

3 Signals of microbial growth learned from

single amplicon samples [146]

MLCB

(abstract)

2023 Preprint aptr

4 Fast hyperboloid decision tree algorithms

[1]

ICLR 2024 Accepted hyperdt

5 Mixed-curvature decision trees and ran-

dom forests [132]

ICML 2025 Accepted manify

6 Even faster hyperbolic random forests: a

Beltrami-Klein wrapper approach [103]

TMLR 2025 Submitted hyperdt

7 Manify: a Python library for learning

non-Euclidean representations [147]

JMLR

MLOSS

2025 Submitted manify
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Chapter 2: MiSDEED: synthetic data engine for microbiome study design

This work was carried out jointly with Melody Hsu and Itsik Pe'er. It was published as an

application note inBioinformatics Advances[145]. An implementation is available athttps:

//github.com/pchlenski/misdeed .

Figure 2.1: The graphical model underlying MiSDEED's synthetic data engine. The abundance
vector for node8at timeC, I 8–Cis determined by the growth rates68. The HCvectors are sampled
from a multinomial distribution parameterized by the total number of reads and the probability
vectorGC.
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2.1 Introduction

The behavior of the microbiome, partially elucidated by improvements in genome sequencing

and data analysis, is generating considerable research interest. For instance, the Human Micro-

biome Project [18] endeavors to collect data on a mass scale to investigate the role of the micro-

biome in the context of human health and disease. However, despite improvements in sequencing,

sample collection itself still incurs signi�cant overhead and many niches remain understudied.

Furthermore, microbial relative abundance data, the most typical form of data collected in such

studies, has a number of properties that make classical statistical analysis challenging: it is longi-

tudinal, compositional, noisy, and stochastic [148]. Thus, investigators who wish to study speci�c

ecosystems or develop new tools for inference on such datasets must commit to the costly pro-

cess of gathering real data at scale, generate synthetic data from scratch, or submit to potentially

inappropriate assumptions of conventional power analysis.

The genetic power calculator [149] streamlined research in statistical genetics by facilitating

closed-form power analysis of hypothetical studies. Similarly, several tools help design micro-

biome studies: Web-GLV [150] enables researchers to visualize the dynamics of microbial systems

using assumed ecological parameters, and [151] provide a power calculator for case-control studies

on microbial ecosystems near equilibrium. The steady-state assumptions underlying the closed-

form estimation of statistical power here can be inappropriate in trajectory-dependent contexts such

as dynamical systems with chaotic responses to noise or studies examining the dynamics of a sys-

tem's transition between steady states. Moreover, for data-dependent applications such as machine

learning model development, closed-form estimates of statistical power are unhelpful, whereas di-

rect access to the actual underlying simulation is useful. The generalized Lotka-Volterra (gLV)

modeling assumptions underlying the steady-state characterization are already used to generate

synthetic data when designing inference methods for longitudinal microbial relative abundance

data [152].

Here we present MiSDEED: theMicrobialSyntheticDataEngine forExperimentalDesign, a
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�exible tool for generating synthetic longitudinal data from dynamic simulated ecosystems. Syn-

thetic data generated by MiSDEED can be used in study design to simulate the analysis of real data

collected under varying regimes, or in machine learning for model design and transfer learning.

2.2 Overview

2.2.1 Generative model

MiSDEED's synthetic data generator (drawn in Figure 2.1) samples reads from probability

distributions governed by gLV dynamics over a discrete set of time points) . Each generator has

a set� of nodes which may represent different data types (e.g. metagenomics and metabolomics

measurements of the same system) or two interacting ecosystems with the same data type.

Each node82 � is initialized with a �xed dimensionality38, a vector of growth rates®68, and an

initial abundance vectorI 8–0. A generator also has up toj� j2 pairwise directed interactions between

nodes. An interactionM8–80 between some nodes8and80 is a matrix of dimension38 � 380. The

matrixM8–80 describes the elementwise effects of each element in node8on each element in node80.

Finally, the generator has a set� of interventions which may be applied to any node82 � such that

each intervention9has a vectorD9 of intervention magnitudes and another vector19 of responses

to the intervention. If intervention9is applied to node8, thenD9 should havej) j dimensions and

19 should have38dimensions.

Once generator parameters have been set, synthetic data can be produced in one of three ways:

as a single timecourse, as multiple timecourses from varying initial conditions, or as multiple

timecourses following a case-control split. In each case, the generator numerically solves the

following equations with a biological noise termY:

3I8–C

3C
= I 8–C� 1 �

 

68¸
Õ

802�

" 8–80I 80–Ç

Õ

92�

D9–C19 ¸ Y

!

– Y� N
�
®0– f I

�
(2.1)

Each timecourse contains three derived matrices of synthetic data:Z (latent absolute abundances),

X (latent relative abundances/probabilities), andY (observed relative abundances sampled from

14



X). To simulate read sampling, at each time pointCa �xed number of reads' is drawn according

to a multinomial distribution parameterized by the relative abundances- C, i.e. theC-th row ofX:

. C� "D;C8=><80;¹'– - Cº (2.2)

This generative process is outlined graphically in Figure 2.1.

Each gLV parameter (the growth rates68, initial abundancesI 8–0, and interaction matricesM8–80)

can be speci�ed by the user. Guidelines for convenient inference of gLV parameters later on, in the

“parameter inference” section. In practice, users may not have good estimates of gLV parameters,

in which case the generator de�nes the gLV parameters according to the following distributions:

68 � * ¹� 1–1º– I8–0 � !>6=¹0–1º (2.3)

Interaction matrices are generated using the method described in [153]: �rst a square� � � matrix

M is constructed, where� =
Í

82� 38 is the sum of all of the node dimensions in the generator.

Then off-diagonal symmetric entries of" 8– 9and " 9–8where8 < 9are populated by pairs drawn

from the following multivariate normal distribution:

h" 8– 9– " 9–8i � N
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­
­
«
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(2.4)

The entries ofM are subsequently sparsi�ed according to the connectivity parameter� such

that each entry is turned to 0 with probability1 � � :

�8 9� �4A=>D;;8¹� º– " 8 9= " 8 9� �8 9

The diagonal entries" 8–8of M are set to3, the self-interaction penalty. Finally, the matrixM

is divided up into node-node interaction matrices according to the dimensions of each node: the

square submatrices of size38� 38on the diagonals become self-interactions, whereas off-diagonal
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submatrices become cross-node interactions. The parameters for generating the interactions can

be set by the user, as noted in Table 2.1.

2.2.2 Generalized generative model

The previous section described the generation of a single timecourse, which would correspond

to a single community. Users may wish to generate multiple timecourses at once, for instance

simulating an entire community of patients at once. MiSDEED allows partial or complete sharing

of gLV parameters and sampling parameters across individuals. By default, all gLV parameters

are kept constant with the exception of initial abundancesI 8–0, which are randomly drawn from the

same distribution for each individual.

MiSDEED also provides rudimentary case-control functionality: interventions are modeled as

an always-on intervention with a random response vector parameterized by the effect sizeB:

D� = ®1– 12 � * ¹� B•2– B•2º (2.5)

2.2.3 Usage

MiSDEED is designed to be used as a standalone command line tool. The MiSDEED reposi-

tory also contains the Python package underlying MiSDEED, a handful of utility scripts to support

data visualization and learning gLV parameters, and a set of Jupyter notebooks showing common

uses of the MiSDEED Python package. MiSDEED can produce, save, and plot large amounts of

synthetic data with varying initial conditions and model assumptions. To support power analysis,

many variables can freely be changed by the user. These are listed in Table 2.1.

2.2.4 Visualization

The MiSDEED command-line tool and Python package contain two functions for data visu-

alization. One function allows the visualization of individual timecourses as stacked bar plots, as

seen in Figure 2.1 subplot B. This is one of the most typical data visualization used for microbial
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Table 2.1: Variable parameters in MiSDEED.

Category Parameters

Generator Number of time points, number of nodes, node names, node di-
mensions, time to �rst sample

Random interaction matrices� (connectivity),3 (negative self-interaction size),f (multivari-
ate normal variance),d (multivariate normal correlation)

Custom gLV parameters Interaction matrices, growth rates, initial abundances, interven-
tions and intervention responses

Synthetic data generation Biological noise variance, number of reads, time step size, down-
sampling rate

Multiple samples Number of individuals, probability of 0-valued initial abundances

Case-control Case-control ratio, intervention node, intervention effect size

relative-abundance data, and it allows inspection of changes in relative abundance over time or

in response to interventions. When stacked bar plots are generated for multiple systems at once,

they can provide some intuition into the convergence time and existence of stable attractive states

for a particular system of equations. A second function allows the visualization of many trajec-

tories at once by projecting38-dimensional trajectories down to their top 2 principal components,

similar to the plot in 2.1, subplot C.. PCA visualizations facilitates easy inspection of trajectory

convergence and change of states under interventions. For example, in 2.1, subplot C, it becomes

evident that the case and control trajectories diverge in PCA space, corroborating the intuition that

their differences should be detectable by an appropriate choice of statistical test and experimental

conditions.

2.2.5 Power analysis example

As an example use case, one may use a community matrix and growth rates learned from a

pilot dataset and initialize `metagenomics' and `metabolomics' nodes such that the latter has no

intrinsic growth rates or self-interactions, but interactions with the `metagenomics' node according

to somea priori assumptions. Perturbing metabolite abundances directly, the user may investigate

how many patients must be enrolled in order to distinguish reliably between samples with and
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without this perturbation applied.

In our example, we demonstrate that for a �xed number of study participants, increasing the

read depth has a marked effect on the probability of observing a statistically signi�cant difference

between samples. For a study with 30 participants, it is suf�cient to use a read depth of 300 to

distinguish between case and control samples with high probability.

A Jupyter notebook demonstrating a detailed approach to power analysis using MiSDEED

generators is included in the MiSDEED Github repository.

2.2.6 Parameter inference

Many users may �nd themselves in the situation of having some pilot dataset they wish to use

as a basis for their simulations, but no existing gLV parameters. To facilitate the use of MiSDEED

in this common situation, an implementation of the method for gLV trajectory inference given in

[45] is provided as part of the MiSDEED Python package. Using the notation used earlier in this

paper, the [45] method consists of computing the matrix

¹M8–8– 68– 18º = FY)
�
YY ) ¸ D_

� � 1
(2.6)

whereF is the matrix of time-scaled changes inI C between successive time points andY is a

row-by-row concatenation of the abundancesI C, a vector®1 of 1s, and all time-varying intervention

indicator vectorsD8.

It is worth noting that this method is sensitive to noise, demands a relatively large sample size

in order to be accurate, and presumes that absolute abundances are observed. Users who wish

to do inference on relative abundance trajectories should consider looking into the compositional

Lotka-Volterra method laid out in [34].
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2.2.7 Data realism

Researchers considering the use of MiSDEED for power analysis may naturally be curious

about benchmarking the realism of the MiSDEED-synthesized data according to some metrics of

interest, or altering the generative model underlying MiSDEED to more closely match an alterna-

tive set of assumptions about the way that their data should look.

We provide a Jupyter notebook demonstrating how all probability distributions can be overrid-

den in the MiSDEED package, as well as a general outline of how data realism can be compared

across synthetic and empirical datasets. The empirical data from [45] is used for comparisons.

Speci�cally, datasets are compared in terms of the distribution of alpha-diversities across samples,

differential abundance between real and simulated datasets, and sparsity of various samples. Since

the realism of MiSDEED's simulations can be quite sensitive to the quality of the gLV parame-

ter inference described earlier, we perform the comparisons to empirical data side by side with

comparisons to gLV parameters inferred from MiSDEED simulations.

Figure 2.2: (A) Simulated metagenomic (top) and metabolomic (bottom) relative-abundance time-
courses with an intervention atC= 20 (blue line). This intervention affects metabolite abundances
directly and propagates into the metagenomics node gradually via metabolomics-metagenomics
interactions. (B) 20 noiseless PCA-transformed case (red) and control (blue) metagenomic trajec-
tories show how interventions induce convergence to distinct �xed points.
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2.3 Discussion

MiSDEED dispatches the steady-state of classical microbiome power analysis, instead offer-

ing a �exible framework for rapidly generating large amounts of realistic microbial trajectory data

which can be used for study design, transfer learning, and algorithm development. MiSDEED re-

lies on gLV, which fails to model ecosystems with a high degree of mutualism and therefore limits

some of its uses; however, its modular design allows makes it possible to use other models. Future

development will focus on expanding code-free interfaces to MiSDEED; more �exible modeling

assumptions for broader use cases, including non-uniform time points, individual variation in inter-

action matrices and growth rates, and population clusters; alternatives to gLV-based modeling for

dynamics like mutualism; methods for modeling spatial ecological dynamics; phylogenetically-

related dimensions on nodes; and investigation into the value of MiSDEED-generated data for

transfer learning and algorithm development.
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Chapter 3: Signals of microbial growth learned from single amplicon

samples

This work was carried out jointly with Deirdre Ricaurte and Itsik Pe'er. It was accepted as

an extended abstract at the Machine Learning in Computational Biology (MLCB) conference

held in 2023. A more complete preprint is available on bioRxiv [146]. An implementation of

the algorithm described in this paper is available athttps://github.com/pchlenski/

aptr .

3.1 Introduction

Figure 3.1:Left: Circular microbial genomes can be “cut” at the origin of replication, yielding a
linear representation.Middle: in traditional peak-to-trough ratio analysis, whole-genome shotgun
coverage is computed along the entire genome, and the slope of the log-coverages is correlated
with growth rates.Right: when only 16S rRNA coverages are observed, we must adjust for (1)
sparse coverage, (2) the need for precise genomic locations for each gene, and (3) the possibility
of shared sequences between and across genomes.

3.1.1 Peculiarities of 16S amplicon sequencing

Amplicon sequencing of the 16S ribosomal RNA gene is one of the key techniques in analyzing

microbiomes. It is popular in large part because the diversity of the 16S gene is reasonably well
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Figure 3.2: The generative model used to jointly infer PTRs (R) and Abundances (A) from ob-
served coverages (Y). The distance matrices, genomes, and sequences are taken from an external
reference.

understood, and analysis is streamlined by the short length of the regions being ampli�ed (avoid-

ing the need for contig assembly) and the existence of reference databases such as SILVA[154]

and Greengenes[155]. These 16S sequences are commonly clustered into operational taxonomic

units (OTUs), a coarse-grained bin corresponding to all sequences within some level of nucleotide

identity (commonly 97%) of one another.

On the other hand, 16S amplicon sequencing suffers from several shortcomings compared to

whole-genome shotgun (WGS) methods: at the inter-genome level, 16S gene sequences can fail to

distinguish organisms at many taxonomic levels [156]. At the intra-genome level, the 16S gene can

be both multicopy and diverged [157, 158]. Multicopy 16S genes can produce OTU counts that are

several times higher than what would be consistent with the actual species abundances, creating a

need for copy number correction [159, 160, 161]. Diverged 16S sequences, on the other hand, can

look like correlated but distinct OTUs. Several studies have looked explicitly at 16S copy number

variation and its connection to growth rate by way of ecological adaptation [162, 163, 164, 165].

Finally, amplicon datasets provide little insight into the chromosomal content of the species in

the sample. They may be unable to distinguish between structural variants for genes distinct from
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the markers being surveyed, and amplicon reads can only be mapped to very small subregions of

the entire reference genome.

3.1.2 Peak-to-trough ratios

In most Prokaryote species, replication proceeds bidirectionally from a single origin of repli-

cation (OOR) and ends at the replication terminus (RT) at the opposite end of the chromose. WGS

reads from actively replicating species exhibit a log-linearly decreasing coverage pattern from the

OOR to the RT. This pattern can be thought of as the limit of the sum over copy numbers for many

chromosomes in partial states of replication. The coverage ratio between the OOR and the RT,

called the peak-to-trough ratio (PTR), can be shown to be correlated to bacterial growth rate [166].

Since classical PTR estimation looks at irregularities in WGS read coverage across the entire

chromosome to estimate the rate of replication in bacterial species, this analysis cannot straight-

forwardly be applied to marker genes. However, the multicopy diverged nature of the 16S gene

offers us an opportunity to seek out signals of replication in amplicon sequences: if two 16S genes

can be distinguished by their sequence, and if their positions are known relative to that genome's

OOR, then in principle this is suf�cient to �t an entire coverage curve consistent with microbial

growth rate estimation.

3.1.3 Contributions

In this paper, we propose a mathematical framework for inferring PTRs from 16S amplicon

data. By explicitly modeling the expected coverage at each position in the genome and binning

genes according to their sequence similarity, our method simultaneously corrects for 16S copy

numbers and estimate microbial growth rates.

Additionally, we conduct a number of benchmarks on synthetic and real data. We derive cov-

erage bounds within which our method can learn PTRs with reasonable accuracy and experiment

with various aspects of our model. We compare to coPTR, the leading method for PTR inference

in WGS data, on simulated and real data.
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We �nd that our method works well in simulated cases, but fail to demonstrate effectiveness

in existing datasets. We stipulate that this is largely a function of dataset quality and outline

experimental validation techniques that can determine the empirical usefulness of our technique

more explicitly.

3.2 Methods

3.2.1 Reference data collection

To generate the database of viable specimens, we downloaded the sequences and genomic

locations of the 16S rRNA and dnaA genes for all PATRIC [167, 57] representative genomes.

Then we �ltered them as follows:

1. Truncate reference 16S sequences according to the primer used in the study (e.g., keep only

the V3-V4 hypervariable regions of the gene)

2. Remove genomes without any contig that has multiple distinct 16S sequences

3. Remove genes that share a 16S sequence with any of the genomes removed in step (1)

4. Remove any additional genomes that fail criterion (1) after step (2)

5. Repeat steps 1–3 until convergence

6. Keep only genomes with a single known OOR

This series of strict �lters guarantees that each 16S sequence that appears in the database is

only known to appear on contigs with multicopy diverged 16S genes and is not thought to be

confounded by any singleton RNA signals.

It can also be helpful to incorporate priors as a preprocessing step. For instance, when working

with a sample that is known to contain a limited set of species, pre-�ltering the database can result

in a richer set of genomes for testing as fewer are removed to avoid confounding in step (2).
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3.2.2 Generative model

All generation and inference code is implemented in PyTorch [168].

Notation

Let (– )– �– and # be the number of samples, OTUs, genes, and distinct 16S rRNA gene

nucleotide sequences in an experiment. LetB– C– 6–and= be indices for speci�c samples, OTUs,

genes, and sequences. So, for instance, an OTU table would be represented by a) � ( matrix Y,

and. C–Bwould be the count of reads mapping to OTUCin sampleB.

Modeling coverage

Under exponential growth assumptions, the log ratio of reads from the OOR to reads from the

RT is summarized in the matrixR, where

' C–B= log
�
dC–B

gC–B

�
– (3.1)

anddC–Bis the replication time andgC–Bis the generation time. Coverage decays log-linearly from

the OOR to the RT at a rate set by the PTR.

For a known PTR, let8be the total number of bases in a microbial genome and9be the locus for

the OOR. We computeXC¹;º, the distance of locus; from the OOR;0–Con a circular chromosome

of size! C, as

XC¹;º =
min

�
j; � ;0–Cj– !C� j ; � ;0–Cj

�

! C
• (3.2)

Then, lettingA be the) � ( matrix of abundances (de�ned as coverage at the OOR), we model

coverage at locus; as

E»� C–B¹;º¼=� C–Bexp
�
� ' C–B2XC¹;º

�
• (3.3)

These expectations can be used directly as the_ parameter of a Poisson distribution to model
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read count expectations. Alternatively, they can be transformed into read probabilities by a simple

normalization:

PC–B¹;º =
E¹� C–B¹;ºº

Í )
C=1

Í ! C
;=1 � C–B¹;º

(3.4)

Figure 3.3:Left: Read probabilities decay log-linearly from the OOR (atG = 0) to the RT (at
G = 0•5). Per-position read probabilities are shown for a 100,000-base chromosome for differ-
ent PTRs. Right: There is no substantial difference between Poisson and MSE-based regres-
sion approaches, although Poisson regression is more well-motivated in the biological context and
matches the modeling approach used to generate synthetic data. There may be some performance
decrease for very large scaling factors, but these correspond to coverage depths much larger than
those typically encountered in amplicon datasets.

Determining OTU read probabilities

Let A andR be) � ( matrices of microbial relative abundances and log-PTRs, respectively.

Letting ;6–Cdenote the locus at which gene6 starts in the genome of OTUC, we additionally de�ne

an# � � sequence-sharing matrixS, a� � ) distance-to-OOR matrixD, and a� � ) gene-genome

membership matrixM.
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( =6 =

8>>>><

>>>>
:

1 if gene6 has sequence=

0 otherwise
(3.5)

� 6C=

8>>>><

>>>>
:

XC¹;6–Cº if OTU Chas gene6

0 otherwise
(3.6)

M = sign¹Dº (3.7)

The matricesS, D–andM fully describe the way a sample with known abundances and growth

rates will behave. Putting this all together, we can produce the# � ( coverage matrix̂Y:

Ŷ ¹A–Rº = S¹exp¹� DRº � MA º (3.8)

Likelihood model for read counts

It is natural to adopt a Poisson likelihood function for unnormalized count data. Since the

entries of matrixŶ already correspond to expected read counts, they can be used directly as a

Poisson likelihood function parameter. LetY refer to the# � ( empirical OTU count matrix.

! ¹A–Rº =
#Ö

==1

(Ö

B=1

exp
�
� .̂ ¹A–Rº=B

�

. =B!
.̂ ¹A–Rº. =B

=B (3.9)

� ¹A–Rº = ln¹! ¹A–Rºº (3.10)

=
#Õ

==1

(Õ

B=1

� .̂ ¹A–Rº=B¸ . =Bln
�
.̂ ¹A–Rº=B

�
� ln¹. =B!º (3.11)

=
�k Ŷ¹A–Rº � Y � ln¹Ŷ ¹A–Rºº ¸ ln¹Y!ºk1

#(
(3.12)

Negating Eq. 3.12 yields the negative log-likelihood, which is used in practice for optimization.
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3.2.3 Inference model

General formulation

A matrix of empirical observationsY and matricesS, D, andM re�ecting our knowledge of

the distribution of 16S RNA sequences, plus some loss functionL¹ Ŷ–Yº, can also be used to

estimate unknown abundance and log-PTR matricesA andR. In other words, we are trying to �nd

approximationŝA–R̂ such that we attain:

¹Â–R̂º = arg min
¹Â–̂Rº

L¹ Ŷ–Yº (3.13)

This problem can be solved using gradient descent. The general form of the gradients is:

m�¹A–Rº
mA

= M ) X (3.14)

m�¹A–Rº
mR

= � D) X (3.15)

WhereX := exp¹exp¹� DRº � MA º � S) m�¹A–Rº

mŶ
(3.16)

Mean squared error loss

WhenL¹ Ŷ–Yº is a mean squared error loss function (corresponding to a gaussian likelihood

model), then the gradients are

mL¹ Ŷ–Yº

mŶ
= 2¹Ŷ � Yº (3.17)

mL¹ Ŷ–Yº
mA

= 2M ) exp¹exp¹� DRº � MA º � S) ¹Ŷ � Yº (3.18)

mL¹ Ŷ–Yº
mR

= � 2D) exp¹exp¹� DRº � MA º � S) ¹Ŷ � Yº (3.19)
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Poisson negative log-likelihood loss

Let � denote elementwise division. WhenL¹ Ŷ–Yº is the negative Poisson log-likelihood (the

negation of Eq 3.13) the gradients are

� ¹A–Rº =
1

#(

�
�Ŷ � Y � ln¹Ŷº ¸ ln¹Y!º

�
�
1 (3.20)

m�¹A–Rº

mŶ
=

1
#(

�
1 � Y � Ŷ

�
(3.21)

m�¹A–Rº
mA

=
1

#(
M )

�
exp¹exp¹� DRº � MA º � S) ¹1 � Y � Ŷº

�
(3.22)

m�¹A–Rº
mR

=
� 1
#(

D)
�
exp¹exp¹� DRº � MA º � S) ¹1 � Y � Ŷº

�
(3.23)

3.2.4 Further optimizations

Regularization

Regularization is straightforward to apply to this model, as an additive term to the loss function.

For instance, applying an! 1 penalty to the values of the estimated abundance matrixÂ encourages

sparsity, which can be consistent with patterns of complete species absence across samples in

microbiome datasets.

Clipping and �ltering estimates

Another way of incorporating domain knowledge into the model is to clip the values of the

log-PTR estimateŝR, for instance, to the interval [0,1]. This has the desirable effect of keeping

all PTRs within biologically plausible bounds, which can force the system out of consistent but

nonsensical con�gurations of log-PTRs, and in particular, avoids the problem of inverted coverage

curves corresponding to negative log-PTRs.
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Modeling amplicon bias

Amplicon bias is a phenomenon that can seriously distort OTU abundances, but it is not well-

characterized in a way that lends itself to explicit, reference-based correction. [169] Instead, we

can introduce an amplicon bias term directly into our model. We assign each OTU its learnable

bias parameter but assume that biases are consistent across samples. Thus, we have an# -length

bias vectorh, and we model

Ŷ0¹A–Rº = h � Ŷ ¹A–Rº (3.24)

where� means each column vector ofŶ is multiplied byh.

h is learnable by gradient descent, but this approach is only theoretically justi�ed when( is

larger than# , so that the system is not underdetermined. In practice, the empirical investigation

into the effects of modeling amplicon bias in Section 3.3.4 suggests that this requirement can be

relaxed, however.

3.2.5 Data generation and processing

Synthetic data

The likelihood model in Eq. 3.3 speci�ed how a system of) OTUs across( samples with

known abundances, log-PTRs, and distributions of 16S sequences can be used to derive expected

read counts for) OTUs in( samples.

To model OTU counts, we took real genomes from the database constructed in Section 3.2.1,

restricted to the subset of complete (single contig) genomes, and simulated reads by drawing from

a Poisson distribution parameterized by the expected read-count matrixŶ¹A–Rº for known but

held-outA andR. We used the resulting (sampled) OTU table directly as amplicon sequence data.

To model a greater diversity of possible microbial systems, we introduce an optional sparsity

term1, such that a) � ( sparsity matrixB is drawn with each entry corresponding to an indepen-

dent Bernoulli trial with probability1 of success. MultiplyingA by B encourages sparsity in the

simulated system.
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For �ner-grained control over the read expectations, we also introduced a convenience multi-

plier term< , referred to as the “scale” variable. This can be thought of as the total amount of time

spent on sequencing: thus, it is semantically different from multiplying all absolute abundances by

a scalar factor, although the actual effect on the expectations is the same.

To generate whole-genome shotgun (WGS) data, we used the single-sample variation of the

simulation framework to sample each possible position in the genome. To generate reads, we �rst

downloaded the corresponding FASTA �les from PATRIC. Then, for each observation count at

each locus, we drew the corresponding number of 300-base reads from the FASTA �le. The full

list of reads was then shuf�ed and concatenated into one FASTQ �le. This single-sample process

was repeated( times to generate a full set of samples.

To control the ratio of WGS to amplicon reads, we introduce an optional downsampling term?

such that WGS reads are only kept with probability?, whereas all amplicon counts are kept with

probability 1 so long as they fall within a 16S RNA region.

Pipeline for processing 16S data

We used VSEARCH[170] to process FASTQ reads from amplicon sequences into deduplicated

FASTA �les with per-sample multiplicities. After trimming the reference sequences according to

the primers used in the study, we used VSEARCH with an exact identity requirement (-id 1.0 )

to enforce exact matches to reference sequences.

A second phase of OTU table postprocessing checks the OTU sequences against the reference

database. OTUs are kept only if candidate genomes are found such that each OTU corresponding

to that genome has nonzero multiplicity in the OTU table. Finally, the �ltered OTU table is run

through a script that performs the optimizations laid out in Section 3.2.3 and outputs tables corre-

sponding to the estimated abundancesÂ, log-PTRsR̂, estimates of the number of reads used per

cell, and amplicon bias termsh if applicable.
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Processing WGS data

To infer PTRs on metagenomic data, we use coPTR[171] with several modi�cations. First, for

the read mapping portion of the coPTR pipeline, we created a special database of whole genome

sequences for the reference genomes in our database. This ensures that IDs match during compari-

son and speeds up processing by avoiding mapping to genomes that do not have multiple diverged

16S RNA sequences.

For comparing coPTR on real data, we used the DIABIMMUNE dataset [172, 173, 174],

restricted to the 1,009 samples for which WGS and 16S amplicon sequencing were performed

in parallel. The corresponding NCBI SRA accessions are PRJNA290380, PRJNA231909, and

PRJNA290381.

3.3 Results

3.3.1 Poisson vs. Gaussian likelihood

We analyzed errors in PTR estimates for synthetic datasets with 10 genomes, 20 samples,

and varying scaling factors< using both Poisson (blue) and Gaussian likelihood functions (mean

squared error; red) to score estimates. A boxplot of experiment results is shown in the right half of

Fig. 3.3.

We found no appreciable difference in errors in most parts of the range, except for when the

scaling factor was 100. In this case, the Gaussian likelihood outperformed the Poisson likelihood

model. This is an interesting observation but may be of limited practical use since (according to

the number of reads plotted in the right half of Fig. 3.4) this would yield more than 10,000 reads

per OTU per sample—a sequencing depth rarely seen in actual experiments.

3.3.2 Effect of number of OTUs

We sampled a synthetic dataset with abundances of 100 per OTU and log-PTRs drawn from

a uniform distribution on the interval»0–ln¹2º¼, varying the total number of OTUs simulated and
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tracking the average error in each log-PTR estimate inR̂. The effect of the number of OTUs on

error is shown in the left of Fig. 3.4.

There was no appreciable trend in mean (red) or median (blue) error as the number of OTUs

increased, nor was there any trend in the overall distribution of errors. In total, it appears that simul-

taneously estimating PTRs for a large number of OTUs, as one might encounter in real microbial

ecosystems, causes any decline in predictive accuracy.

3.3.3 Effect of number of reads

We analyzed the errors in PTR estimates for a synthetic dataset with 5 OTUs, 20 samples, and

uniformly drawn log-PTRs as we varied the expected read count by changing the multiplier term<

for the expected read counts. The results of this experiment are shown in the right half of Fig .3.4.

We found that, for very small multipliers, predictive performance was no better than random.

However, performance improved greatly with higher read count expectations. We found that the

total substantially constricted around 1,000 reads per OTU per sample, suggesting this is a rea-

sonable minimum number of hits to perform PTR estimation. Past this minimum, improvement in

predictive performance was negligible.

3.3.4 Amplicon bias modeling

We explored estimate performance for Poisson regression on systems of 20 samples and 10

OTUs over various expected value multipliers. We modeled amplicon bias according to the method

described in Section 3.2.4, by applying an OTU-speci�c bias matrix identically to each sample and

each column of the estimated abundancesŶ¹A–Rº. We used a solver with a free# -length bias term

both with and without actual bias in the system. The results for this experiment are summarized in

Fig. 3.5.

In both �gures, red boxplots represent an unbiased estimator, i.e. one which does not have a

learnable amplicon bias term. Blue boxplots represent identical estimators, except that they do have

learnable amplicon bias terms. In the left half of Fig. 3.5, both estimators are used in the absence
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Figure 3.4:Left: No trend in PTR estimation error is observed as the number of OTUs increases.
Right: Error goes down substantially with the number of reads. This suggests that estimates with
at least 1,000 hits per OTU per sample can be analyzed with high precision.

of actual simulated amplicon bias with no detectable difference in performance. This indicates that

correcting for amplicon bias when it is not needed does not degrade model performance.

On the other hand, the left half of Fig. 3.5 shows the performance of these same classi�ers in a

system where amplicon bias has been simulated. Here, the biased estimator achieves substantially

lower error than the unbiased estimator. Thus, although there appears to be relatively little risk in

accounting for bias when it is not needed, it is catastrophic not to account for bias when it actually

is present in the system.

3.3.5 Comparison with coPTR

Synthetic data generation

In order to evaluate the performance of our proposed method against coPTR, synthetic datasets

were generated. The synthetic read counts were drawn from Poisson distributions, with parameters

determined by the genome size, abundance, and PTR as elaborated in Section 3.2.5. Three distinct

systems were sampled, characterized by multipliers< 2 f0•1–1–10g and a sparsity matrixB with

an expected density1. The synthetic data generation was conducted with the following parameters:
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Figure 3.5:Left: Without any actual amplicon bias in the modeling process, an estimator with a
free bias term does not do substantially worse than an estimator without a free bias term.Right:
On the other hand, when amplicon bias is built into the modeling process, an estimator with a free
bias substantially outperforms an estimator without a free bias term.

• Number of genomes per sample: 20

• Number of samples: 10

• Sparsity matrix elements� C–B� �4A=>D;;8¹1º

• Abundance matrix elements� C–B� �G?¹1º

• log-PTR values' C–B� *=8 5 >A<¹0–ln¹2ºº

• Read counts. C–B� %>8BB>=¹< B � E»� C–B¹;º¼º, as in Eq. 3.3.

• WGS reads were downsampled uniformly by a factor of 100

We found that our method beats coPTR at lower read counts, but even with downsampling,

the amount of reads coPTR had available tended to be much higher. These results are shown in

Fig 3.6.

In Fig 3.6, we show scatterplots of true versus predicted PTRs for both coPTR and our method

at scaling factors of< = f 0•1–1–10g. For< = 0•1 (top left), we did not produce any estimates. For
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< = 1 (top right), we produce some low-reliability estimates. However, at< = 10 (bottom left),

we noticeably outperform coPTR.

In the bottom right plot of Fig 3.6, we summarize the total number of reads per OTU per sample

used to generate each estimate, pooled across all< values. This �gure reveals that coPTR always

uses more reads than our method, even when comparing coPTR with< = 0•1 and our method with

< = 10. This partially explains the performance gaps at lower expectations, but also reveals that

we can outperform coPTR when controlling for the number of reads.

DIABIMMUNE dataset comparison

Finally, to determine the accuracy of our method on real data, we explored the correlation

between coPTR estimates and our predictions on the DIABIMMUNE dataset. The 16S component

of the dataset consisted of paired-end reads from the V4 hypervariable region sequenced on the

Illumina HiSeq 2500 platform.

First, we ran the 1,009 samples, which had both WGS and 16S reads available through a

VSEARCH pipeline forde novoOTU table creation. Then, we applied our inference pipeline with

the amplicon bias term and without PTR clipping or regularization. Finally, for the 78 samples for

which we produced any estimates satisfying our con�dence criteria, we produced coPTR-based

PTR estimates using the method described in Section 3.2.5.

We found that there was no correlation between our method and the estimates produced by

coPTR (Spearman' = 0•01, Pearson' = 0•08). A scatterplot of our estimates compared to

coPTR's is found in Fig 3.7. This �gure not only shows our lack of correlation to coPTR, it also

reveals a tendency to wildly overestimate PTRs in the absence of clipping, with the top estimated

PTR being over 16 million. Other combinations of hyperparameters (e.g. turning off amplicon

bias modeling, increasing regularization, etc) produced similarly uncorrelated results.
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Figure 3.6:Top left, top right, bottom left: A comparison of coPTR to our method for synthetic
data. We see that even when downsampled so that there is 100-fold more coverage on 16S regions
than other areas of the chromosome, coPTR outperforms our method at low count expectations.
This is most likely driven by 16S regions covering less than 1% of the chromosome, causing there
to be far more WGS reads overall.Bottom right: We aggregate the other three �gures and plot the
relationship between read count and error. This shows that, when controlled for the overall number
of reads per genome, our method actually outperforms coPTR on synthetic data.

3.4 Discussion

While our method effectively recovered PTRs under synthetic conditions matching our gener-

ative hypothesis, we could not �nd a dataset to observe the corresponding coverage patterns. We37



Figure 3.7: No correlation between coPTR PTR estimates and our amplicon estimates. In par-
ticular, our method tends to greatly overestimate PTRs, sometimes by many orders of magnitude.
This may be driven by a mis-speci�cation of how actual noise looks, low read coverage, or other
factors.

present an incomplete list of reasons why this may have been the case:

1. Inadequate coverage.For most genomes in most samples, there was insuf�cient coverage

to produce accurate estimates of PTRs. Our investigation into synthetic data suggests that

several thousand reads should be suf�cient, but other sources of non-sampling-based noise

may increase coverage demands in empirical contexts. In the future, deeper sequencing of

communities may bring read counts within an acceptable range.

2. Short reads. Most 16S datasets are sequenced using amplicon primers that amplify short

subsequences of the 16S gene such as the V4 hypervariable region used in the DIABIM-

MUNE study. This substantially constricts our method's resolution by reducing the effective
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database size and increasing the probability of contamination from identical sequences in

non-target genomes. While our method is theoretically robust to gene sequences observed

in multiple genomes, it makes the nontrivial assumption that we have a complete catalog

of genomes to which a given read can map. As longer-read sequencing technologies be-

come more common, more studies sequencing the entire V1-V9 region of the 16S gene may

appear. These would be especially useful for testing our model.

3. Dataset complexity.Gut communities are quite complex, with several orders of magnitude

differences in abundance and extensive strain-level variation. This could create variation pat-

terns that disrupt the signal we are looking for. Simple synthetic datasets, such as amplicon

sequences of simplein vitro communities, might be better for a proof of concept.

4. Confounding by evolutionary strategy. As mentioned earlier, the 16S copy number has

been associated with different evolutionary strategies at the strain level. It is reasonable to

assume that evolutionary strategies may also have implications for growth rates, and there-

fore true PTRs, in empirical case studies, and that this is inadequately controlled for in our

study. In the absence of an explicit model of the relationship between variables, it is not

clear how these variables can be controlled for in a principled way.

5. Amplicon bias. We use a naive model of amplicon bias based onin silico performance. This

may fail to model the more complex ways in which amplicon bias actually manifests.

6. Poor reference data. Our reference data is approximate, and some of it is derived from

metagenome assemblies. It is quite likely that there are some errors in our references or that

we have inadequate resolution to capture the full range of 16S copy number variation at the

OTU-bin level.

7. Copy number variation below the strain level. If 16S sequences are unreliable predictors

of copy number, our ability to model 16S coverage collapses.
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8. Correlation with coPTR. Since coPTR estimates are also approximate, we lose some in-

sight into true microbial dynamics by comparing our estimates with coPTR.

It is also possible that the coverage model we are using is �awed, imprecise, or based on wrong

assumptions. We have been unable to demonstrate the anticipated patterns of growth dynamics

in the data available to us. Still, we present this method to enable more conclusive experimental

validation in the future.
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Chapter 4: Fast hyperboloid decision tree algorithms

This work was carried out jointly with Ethan Turok, Antonio Khalil Moretti, and Itsik Pe'er.

It was accepted as a poster at the International Conference on Learning Representations (ICLR)

held in 2024 [1]. An implementation of theHYPERDT and HYPERRF algorithms, as described

in this paper, is available in the “legacy” submodule of the HyperDT repo on GitHub:https:

//github.com/pchlenski/hyperdt/tree/main/hyperdt/legacy .

4.1 Introduction

4.1.1 Background: hyperbolic embeddings

The adoption of hyperbolic geometry for graph embeddings has sparked a vibrant and rapidly

growing body of machine learning research [115, 175, 4, 176, 177]. This surge in interest is driven

by the compelling advantages offered by hyperbolic spaces, particularly in capturing hierarchical

and tree-like structures inherent in various real-world datasets. In hyperbolic space, neighborhoods

grow exponentially rather than polynomially, allowing for embeddings of exponentially growing

systems such as phylogenetic trees or concept hierarchies. Hyperbolic embeddings have proven to

be highly effective, showcasing state-of-the-art results across various applications including ques-

tion answering [77], node classi�cation [176], and word embeddings [79]. These achievements

underscore the growing interest in classi�ers that operate natively within hyperbolic spaces [105,

178, 104].

While hyperbolic classi�ers leverage the curvature properties of hyperbolic geometry to make

more nuanced and accurate predictions of hierarchical data, such techniques often face a dilemma.

Methods employing Riemannian optimization often exhibit sluggishness due to the increased com-

putational complexity associated with operations on Riemannian manifolds, which require intri-
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Figure 4.1: Geodesic partitions in the hyperboloid modelH2–1 (left) and Poincaré modelP2–1 (right)
into two halves (purple/yellow). InH2–1, a geodesic can be expressed as the intersection of the
hyperboloid with an angled plane through the origin of the ambient space (transparent white).
While these two representations are equivalent these partitions can be expressed more compactly
in H2–1.

cate geometric calculations. The sensitivity of Riemannian optimization to initialization and the

presence of complex geometric constraints can further contribute to slower convergence. Other

methods are consistent with hyperbolic geometry but incur time-complexity penalties associated

with horosphere calculations (see, for example, Fanet al. [102] and Doorenboset al. [104]). Oth-

ers apply Euclidean methods to hyperbolic data transformed with logarithmic maps [108, 179],

whitening techniques [177], or directly on hyperbolic coordinates [180]. While effective, such

methods can ignore the geometric structure of the data or introduce additional complexity to the

inference process, adversely affecting both speed and interpretability.

4.1.2 The need for hyperbolic decision trees and paper contributions

Decision trees are workhorses of machine learning, favored for a variety of reasons, including:

• Speed. Decision trees are relatively fast to train, and ef�cient prediction makes them suitable

for real-time or near-real-time applications.

• Interpretability. Decision trees provide a highly interpretable model, unlike random forest
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methods that can be opaque regarding how features combine to form a predictor.

• Simplicity. Decision trees involve straightforward logic, making them easier to implement

and explain than multilayered, highly parameterized network models.

The additional complexities introduced by hyperbolic geometry, which often necessitate intricate

optimizations over Riemannian manifolds, introduce a disparity between the existing availability of

ef�cient decision tree algorithms tailored to such spaces and their potential transformative impact.

This paper introduces a novel approach to extend traditional Euclidean decision tree algorithms

to hyperbolic space. This approach, called HYPERDT, is conceptually straightforward and main-

tains constant-time decision complexity while mitigating the scalability issues inherent in high-

dimensional Euclidean spaces. Building upon HYPERDT, we introduce an ensemble model called

HYPERRF, which is an extension of random forests tailored for hyperbolic space. Our contribu-

tions in this work are summarized as follows:

1. We develop HYPERDT, a novel extension of decision trees to data in hyperbolic space, e.g.

learned hyperbolic embeddings. HYPERDT avoids computationally expensive Riemannian

optimization, numerically unstable exponential or logarithmic maps, and quadratically scal-

ing pairwise comparisons between all data points. Instead, we reframe decision trees in

Euclidean space in terms of inner products, yielding a natural extension to hyperbolic spaces

of arbitrary negative curvature. Like other decision tree algorithms, HYPERDT repeatedly

partitions the input space into decision areas, i.e. subspaces labeled with the majority class

for the points in the training set for that region. However, because it uses geodesic subman-

ifolds to partition the space, HYPERDT is the �rst decision tree predictor whose decision

areas maintain convexity and topological continuity for arbitrary partitions.

2. We generalize HYPERDT to random forests in a second algorithm which we refer to as

HYPERRF. In select cases, HYPERRF demonstrates enhanced accuracy and reduced sus-

ceptibility to over�tting when contrasted with HYPERDT.
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3. We demonstrate state-of-the-art accuracy and speed of HYPERDT and HYPERRF on classi-

�cation problems compared to existing counterparts on various datasets.

4. We provide a Python implementation of HYPERDT and HYPERRF for classi�cation and

regression followingSCIKIT-LEARN API conventions [181].

4.1.3 Related work

Several graph embedding methods have been proposed in the Poincaré disk [71, 175], hyper-

boloid model [72], and even in mixed-curvature products of manifolds [4]. De Saet al. [116]

provides a thorough overview and comparison of graph embedding methods in terms of their met-

ric distortions.

Hyperbolic embeddings have found diverse applications across domains, particularly in com-

putational biology and concept ontologies, both of which are structured by latent branching rela-

tionships. In biology, inheritance patterns are tree-like: at evolutionary scales, hyperbolic embed-

dings successfully model well-known phylogenetic trees [182, 176, 180]. Furthermore, Corsoet

al. [143] learn faithful hyperbolic species embeddings directly from nucleotide sequences, bypass-

ing phylogenetic tree construction. On shorter timescales, such as single-cell RNA sequencing

data, where cell types evolve from progenitors, a tree-like structure emerges once more. Ding

and Regev [97] showcased that variational autoencoders with a hyperbolic latent space effectively

capture the branching patterns of cells' developmental trajectories.

For concept ontologies like WordNet, hyperbolic embeddings effectively capture subclass re-

lationships among nouns, improving link prediction accuracy [73]. Additionally, Tifreaet al. [79]

showcase the utility of hyperbolic embeddings for unsupervised learning of latent hierarchies when

explicit ontologies are absent, a capability possibly underpinned by the hierarchical nature of con-

cepts within WordNet. Moreover, a recent study by [2] unveils that text-image representations in

hyperbolic space exhibit enhanced interpretability and structural organization while maintaining

performance excellence in standard multimodal benchmarks.

Machine learning on hyperbolic embeddings is an emerging and evolving research area. Choet
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al. [101] and [102] have proposed approaches for adapting support vector machines to hyperbolic

space, which has proven useful in biological contexts [183]. In the realm of neural methods,

there have been developments such as hyperbolic attention networks [105], fully hyperbolic neural

networks [179], and hyperbolic graph convolutional networks [177]. A recent contribution by

[104] introduced HORORF, a variant of the random forest method that employs decision trees with

horospherical node criteria. Our approach is most similar to [104]; however, it differs in that it

utilizes geodesics as opposed to horospheres and does not require pairwise comparisons between

data points, leading to an algorithm that maintains constant time decision complexity.

Improving decision tree and random forest algorithms has also attracted considerable research

attention, although except for HORORF, none of these methods are designed for use with hyper-

bolic embeddings. In particular, improvements like gradient boosting [144] and optimization based

on branch-and-bound methods [184, 185, 186] have been proposed to circumvent some of the sub-

optimal qualities of classic CART decision trees [137], which uses a greedy heuristic to select each

split in the tree.

4.2 Preliminary

4.2.1 Hyperbolic spaces

Hyperbolic geometry, characterized by its constant negative curvature, can be represented by

various models, including the hyperboloid (also known as the Lorentz or Minkowski model), the

Poincaré disk model, the Poincaré half-plane model, and the (Beltrami-)Klein model. We use the

hyperboloid model due to its simplicity in expressing geodesics using plane geometry, which we

exploit to de�ne our decision boundaries. While prior research in this �eld has predominantly

centered on the Poincaré disk model, the straightforward conversion between Poincaré disk coor-

dinates and hyperboloid coordinates (See Section A.1 for details) allows for seamless integration

of techniques across different hyperbolic representations, a �exibility we leverage in our work.

The � -dimensional hyperboloid model is embedded inside an ambient¹� ¸ 1º-dimensional
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Minkowski space, a metric space equipped with the Minkowski inner product:

hx–x0i L = � G0G0
0 ¸

�Õ

8=1

G8G0
8• (4.1)

The above is equivalent to an adaptation of the Euclidean inner product, where the �rst term is

negated. This distinguished �rst dimension, often termed the “timelike” dimension, earns its name

due to its signi�cance in the context of special relativity theory.

Let the hyperboloid have constant negative scalar curvature�  . Inside the Minkowski space,

points are assumed to lie onH�– , the hyperboloid of dimension� and curvature :

H�– =
�
x 2 R� ¸ 1 : hx–xi L = � 1•  – G0 ¡ 0

	
• (4.2)

That is, the hyperboloid model assumes points lie on the surface of the upper sheet of a two-sheeted

hyperboloid embedded in Minkowski space (see Figure 4.1). The distance between two points on

H�– is

X¹x–x0º = cosh� 1¹�  hx–x0i L º•
p

 • (4.3)

This distance can be interpreted as the length of the geodesic, the shortest path on the manifold con-

nectingGandG0. In the hyperboloid model, all geodesics are intersections ofH�– with respective

2D planes that pass through the origin of the Minkowski space.

4.2.2 Decision tree algorithms

TheClassi�cation and Regression Trees(CART) algorithm is a mainstay of machine learning,

alongside extensions such as random forests [138] and XGBoost [144]. CART recursively parti-

tions the feature space into increasingly homogenous subspaces by maximizing the information

gain at each split( , �� ¹( º. It measures improved homogeneity due to splitting a datasetX into
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subsetsX0–X1 of respective fractions58 = jX8j•X:

�� ¹( º = � ¹Xº � 50� ¹X0º � 51� ¹X1º– (4.4)

where� ¹�º is the impurity or cost function of each set. Objective functions like Gini impurity,

mean squared error (MSE), and entropy are popular choices for� ¹�º. The tree is iteratively con-

structed until further splits will constitute over�tting. A decision tree is often used as is to make

predictions. TheRandom Forestalgorithm integrates predictions across ensembles of decision

trees trained on randomly subsampled subsets of the training data using a majority voting proce-

dure.

4.3 Hyperboloid decision tree algorithms

Extending CART to hyperbolic space involves several essential steps. First, as outlined in Sec-

tion 4.3.1, we express Euclidean decision boundaries in terms of inner products, providing the

requisite geometric intuition for hyperbolic decision trees. In Section 4.3.2, we utilize these inner

products to establish a streamlined decision process based on geodesic submanifolds in hyper-

bolic space. Section 4.3.3 discusses the selection of candidate hyperplanes, Section 4.3.4 presents

closed-form equations for decision boundaries, and Section 4.3.5 describes the Hyperbolic Ran-

dom Forest extension HYPERRF.

4.3.1 Formulating decision trees with inner products

Traditionally, a split is perceived as a means to ascertain whether the value of a pointx in a

given dimension3, is greater or lesser than a designated threshold,\ , namely,

( ¹xº = If G3 ¡ \ g• (4.5)
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This decision boundary can also be thought of as the axis-parallel hyperplaneG3 = \ , and thus we

can rewrite the same split as follows

( ¹Gº = max¹0–sign¹x � n¹3º � \ ºº – (4.6)

wheren¹3º is the one-hot base vector along dimension3, i.e. the normal vector of our decision

hyperplane. Of course, Eq. 4.5 is the practical,$ ¹1º condition. The slower,$ ¹� º Eq. 4.6 is in-

structive towards the hyperboloid generalization, and can still be computed in$ ¹1º due to sparsity

of n¹3º.

4.3.2 Extension to the hyperboloid model

We will now modify decision tree splits for hyperbolic space. Splitting a decision tree along

standard axis-aligned hyperplanes is inappropriate when all the datapoints lie on the hyperboloid:

the intersection of an axis-aligned� ¸ 1 dimensional hyperplane with the hyperboloidH�– in

¹� ¸ 1º-dimensional Minkowski space results in a� -dimensional hyperbola, which lacks any

meaningful interpretation within the hyperboloid model. Euclidean CART generates such decision

boundaries, but they are likely ill-suited to capture the geometry of hyperbolic space.

On the other hand,� -dimensional homogeneous hyperplanes, i.e. hyperplanes that contain the

origin, intersectH�– as geodesic submanifolds. In 3D Minkowski space, geodesics between any

f x–x0g � H2–1 lie on the intersection ofH2–1 with some homogeneous 2D plane, as in Figure 4.1.

In higher dimensions, homogeneous hyperplanes intersectH�– as¹� � 1º-dimensional geodesic

submanifolds, which likewise contain all geodesics between their elements. Partitions by homoge-

neous hyperplanes maintain convexity and topological continuity: all pairs of points in a subspace

are reachable by shortest paths that stay completely within their own subspace.

Building upon the inner product formulation of splits Euclidean CART (Eq. 4.6), we can sub-

stitute a set of geometrically appropriate decision boundaries without altering the rest of the CART

framework. Speci�cally, we replace axis-parallel hyperplanes with homogeneous ones.
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To maintain the dimension-by-dimension character of Euclidean CART and enforce sparse

normal vectors for ef�cient inner product calculations, we further restrict the number of decision

boundary candidates to$ ¹� jXjº by only considering rotations of the planeG0 = 0 along a single

other axis3. These hyperplanes are fully parameterized by3 and the rotation angle\ , yielding

corresponding normal vectors

n¹3– \º := h=0 = � cos¹\ º–0– • • • –0– =3 = sin¹\ º–0– • • • –0i • (4.7)

They de�ne hyperplanes that satisfy

G0 cos¹\ º � G3 sin¹\ º = 0 (4.8)

The sparsity ofn¹3– \º yields a compact$ ¹1º decision procedure:

( ¹Gº = sign¹max¹0–sin¹\ ºG3 � cos¹\ ºG0ºº (4.9)

Notably, this procedure determines points' position relative to a geodesic decision boundary with-

out computing the actual location of the geodesic onH�– . Because of this, it is also curvature-

agnostic. Hyperbolic decision trees compose splits analogously to Euclidean CART: the same ob-

jective functions are applicable, and so is the consideration of a single candidate decision boundary

per point per (space-like) dimension, resulting in identical asymptotic complexity.

4.3.3 Choosing candidate hyperplanes

In Euclidean CART, candidate thresholds are classically chosen among midpoints between

successive observedG3 values in the data. The hyperbolic case is slightly more nuanced.

Each decision boundary for dimension3 is parameterized by an angle\ , instead of a coordinate

value. Each pointx lies on a plane of angle\ = tan� 1¹G0•G3º. The midpoint angle\ < between

two angles\ 1 Ÿ \ 2 is de�ned in terms of points lying on the intersection of these hyperplanes with
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H�– . By setting all dimensions besides 0 and3 to zero, we can solve for the angle corresponding

to the point onH�– that is exactly equidistant to the points corresponding to angles\ 1– \2:

\ < =

8>>>><

>>>>
:

cot� 1
�
+ �

p
+2 � 1

�
if \ 1 Ÿ c � \ 2

cot� 1
�
+ ¸

p
+2 � 1

�
if \ 1 ¡ c � \ 2

(4.10)

where+ := sin¹2\ 1� 2\ 2º
2 sin¹\ 1¸ \ 2º sin¹\ 2� \ 1º . See Appendix Section A.3 for a full derivation.

4.3.4 Parameterizing decision boundaries

Let P¹\ º be a decision hyperplane learned by HYPERDT (without loss of generality, assume

3 = 1). We derive closed-form equations for the geodesic submanifold whereP¹\ º intersectsH�– .

When all other dimensions are0, this occurs when

G0 = U¹\–  º sin¹\ º; G1 = U¹\–  º cos¹\ º– (4.11)

whereU¹\–  º :=
p

� sec¹2\ º•
p

 . Note that this is also the point on the intersection ofP¹\ º and

H�– that is closest to the origin. We use this to parameterize the entire geodesic submanifoldGd

resulting from intersecting the plane withH�– :

v0 = hsin¹\ º–cos¹\ º–0– • • •i (4.12)

ud = h0– • • • – D3
3 = 1– • • • –0i –2 � 3 � � (4.13)

G1¹\–  º =
n
cosh¹Cº � U¹\–  º � v0 ¸ sinh¹Cºu2•

p
 : C2 R

o
(4.14)

Gd¹\–  º =
n
cosh¹Cºvd� 1 ¸ sinh¹Cºud¸ 1•

p
 : vd� 1 2 Gd� 1¹\–  º– C2 R

o
(4.15)

For visualization, we useH2–1 projected to the Poincaré diskP2–1. We recursively partition the

space, plotting decision boundaries at each level and coloring the partitioned space by the majority

class. Figure 4.2 shows an example of such a plot. See Appendix Section A.2 for a full derivation.
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Figure 4.2: Learned HYPERDT decision boundaries for 2, 3, 4, and 5-class mixtures of wrapped
normal distributions visualized on the Poincaré disk. All trees have a maximum depth of 3 and
forgo post-training pruning. In the visualization, regions are colored according to theirpredicted
class labels while data points are colored according to theirtrueclass labels.

4.3.5 Hyperboloid random forests

Analogously to the Euclidean case, creating a hyperboloid random forest is possible by training

an ensemble of hyperboloid decision trees on randomly resampled versions of the training data. For

speed, we implement HYPERRF, a multithreaded version of hyperboloid random forests wherein

each tree is trained as a separate process.

4.4 Classi�cation experiments

4.4.1 Performance benchmark Baselines

For decision trees, we compare our method to standard Euclidean decision trees as imple-

mented inSCIKIT-LEARN [181]. Since we use the same parameters as theSCIKIT-LEARN decision

tree and random forest classes, we can ensure that implementation details like maximum depth and

number of points in a leaf node can be standardized. We additionally compare our random forest

method to HORORF [104], another ensemble classi�er for hyperbolic data.

Since HORORF does not implement a single decision tree method, we modi�ed its code to

avoid resampling the training data when training a single tree. We call this version HORODT.

For all predictors, we use trees with depth� 3 and� 1 sample per leaf. For random forests, all

methods use an ensemble of 12 trees. We explore performance in� = 2, 4, 8, and 16 dimensions.
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4.4.2 Datasets

Synthetic datasets. We create a hyperbolic mixture of Gaussians, the canonical synthetic dataset

for classi�cation benchmarks, following Choet al. [101]. We use the wrapped normal distribution

on the hyperboloid for each Gaussian as described in [187]. We draw the means of each Gaussian

component from a normal distribution in the tangent plane at the origin and project it onto the

hyperboloid directly using an exponential map. The timelike components of random Gaussians

may grow quite large in high dimensions, creating both numerical instability and trivially separable

clusters. We thus shrink the covariance matrix� -fold. See Section A.4 for details.

NeuroSEED RNA embeddings. NeuroSEED [143] is a method for embedding DNA sequences

into a (potentially hyperbolic) latent space by using a Siamese neural network with a distance-

preserving loss function. This method encodes DNA sequences directly into latent space without

�rst constructing a phylogenetic tree—or, equivalently, it embeds a dense graph of pairwise edit

distances. We trained 2, 4, 8, and 16-dimensional Poincaré embeddings of the 1,262,987 16S

ribosomal RNA sequences from the Greengenes database [99], then �ltered them to the 37,215

that have been identi�ed in the American Gut Project [20]. This downsampling yields a clinically

relevant subset of all Prokaryote species. For the purposes of these benchmarks, however, we

restricted ourselves to predicting the six most abundant phyla: Firmicutes, Proteobacteria, Bac-

teroidetes, Actinobacteria, Acidobacteria, and Plantomycetes.

Polblogs graph embeddings. We use Polblogs [188], a canonical dataset in the hyperbolic em-

beddings literature for graph embeddings. In the Polblogs dataset, nodes represent political blogs

during the 2004 United States presidential election, and edges represent hyperlinks between blogs.

Each blog is labeled according to its political af�liation, “liberal” or “conservative.” We use the

hypll [189] Python implementation of the Nickel and Kiela [71] method to compute 10 randomly

initialized Poincaré disk embeddings in 2, 4, 8, and 16 dimensions.
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4.4.3 Benchmarking procedure

We benchmarked our method against Euclidean random forests as implemented inSCIKIT-

LEARN, and against HORORF. Each predictor was run with the same settings, including dataset

and random seed. HORORF and HORODT used Poincaré disk coordinates and all other model-

sused hyperboloid model coordinates. Each dataset was converted to the appropriate model of

hyperbolic space for its predictor before training.

For Gaussian and NeuroSEED datasets, we drew 100, 200, 400, and 800 samples using the

same �ve seeds. We recorded micro- and macro-averaged F1 scores, AUPRs, and run times under

5-fold cross-validation. Cross-validation instances were seeded identically across predictors. We

could not produce per-fold timing for HORORF, so instead we recorded the time it took to run

the full 5-fold cross-validation. For fairness, we timed the data loading scripts separately and

subtracted these times from the reported HORORF times.

We conducted paired, two-tailed t-tests comparing each pair of predictors and marked signi�-

cant differences in Table 4.1. A full table of?-values is available in Section A.7 in the Appendix.

Benchmarks were conducted on an Ubuntu 22.04 machine equipped with an Intel Core i7-

8700 CPU (6 cores, 3.20 GHz), an NVIDIA GeForce GTX 1080 GPU with 11 GiB of VRAM,

and 15 GiB of RAM. Storage was handled by a 2TB HDD and a 219GB SSD. Experiments were

implemented using Python 3.11.4, accelerated by CUDA 11.4 with driver version 470.199.02.

4.4.4 Results

Classi�cation scores. The results of the classi�cation benchmark are summarized in Table 4.1.

Out of 36 distinct dataset, dimension, and sample size combinations, HYPERDT had the highest

score 28 times (one of which was a tie withSCIKIT-LEARN). We demonstrated a statistically

signi�cant advantage overSCIKIT-LEARN decision trees in 7 cases, and over HoroRF in 27 cases.

SCIKIT-LEARN statistically outperformed HYPERDT once, on the 8-dimensional Polblogs dataset.

Similarly, HYPERRF won 22 times, tying once each withSCIKIT-LEARN and HoroRF, and sta-

tistically outperformingSCIKIT-LEARN in 11 cases and HORORF in 13 cases.SCIKIT-LEARN sta-
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tistically outperformed HYPERRF in 4 cases, all on 8-dimensional NeuroSEED data, and HoroRF

statistically outperformed HYPERRF in 2 cases, both on 16-dimensional NeuroSEED data.

Overall, both HYPERDT and HYPERRF showed substantial advantages over comparable meth-

ods on the datasets and hyperparameters tested. In high dimensions, classi�ers tended to converge

to uniformly high performance. The best model for NeuroSEED embeddings varied by dimen-

sionality, a phenomenon that warrants further investigation.

Runtime Analysis. In addition to accuracies, we report runtimes for each classi�er on each task.

In particular, we are interested in the asymptotic behavior of our predictors as a function of the

number of samples being considered. These runtimes are plotted by dataset in Figure 4.3. We

demonstrate that our method, while slower than theSCIKIT-LEARN implementation by a constant

factor, is always faster than HORORF and grows linearly in runtime with the number of sam-

ples. In contrast, HORORF grows quadratically in runtime as the number of samples increases.

This is likely due to the additional complexity of learning horospherical decision boundaries using

HoroSVM.

Because HORORF is optimized for GPU, whereas HYPERRF is optimized for parallelism on

CPU, exact runtime ratios can be misleading and highly machine-dependent. Similarly, HYPERRF

may lack some optimizations found inSCIKIT-LEARN. Therefore, we emphasize the asymptotic

aspect of this benchmark, which is agnostic to hardware details and constant-time optimizations.

Additional experiments The results of additional experiments can be found in the Appendix.

Section A.6 contains additional scaling benchmarks. Sections A.6.1 and A.6.2 extend benchmarks

to other hyperbolic classi�ers and other models of hyperbolic geometry, respectively. Sections

A.6.3 and A.6.4 test performance on image and text embeddings, respectively. Finally, Section

A.6.5 tests the impact of ablating the midpoint computation described in Equation 4.10.
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Figure 4.3: Time to run 5-fold cross-validation, averaged over 10 seeds for each classi�er as a
function of the number of points. Shaded regions are 95% con�dence intervals. Split by dataset:
(a) wrapped normal mixture,(b) NeuroSEED OTU embeddings, and(c) Polblogs embeddings.

4.5 Conclusion

We have introduced HYPERDT, a novel formulation of decision tree algorithms tailored for

hyperbolic spaces. This approach leverages inner products to establish a streamlined decision pro-

cedure via geodesic submanifolds. HYPERDT exhibits constant-time evaluation at each split and

does not rely on Riemannian optimization nor pairwise point comparisons in training or predic-

tion. We extended this technique to random forests with HYPERRF, providing versatile tools for

classi�cation and regression tasks. HYPERDT is more accurate than analogous methods in both

Euclidean and hyperbolic spaces, while maintaining asymptotic complexity on par with Euclidean

decision trees.

The methodological innovation centers on selecting the appropriate decision boundary element

to substitute for axis-parallel hyperplanes in the hyperbolic space context. Remarkably, homoge-

neous hyperplanes serve as highly effective building blocks, preserving continuity and convexity

of subspaces at each partition and deviating from traditional approaches by offering straightfor-

ward expressions that avoid Riemannian optimization. The trick of using single-axis rotations of

the base plane further simpli�es and speeds up computation.

HYPERDT and HYPERRF stand out for their speed, simplicity, and stability. The hyperboloid

model uses a small, constant number of simple trigonometric expressions at each decision tree
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node, thereby minimizing numerical instability concerns arising from �oating-point issues. Finally,

the alignment of hyperboloid geometry to the tree-like structural features of hierarchy-oriented data

manifests in single trees performing extraordinarily well, reducing the need for ensemble methods.

Such single trees are faster to learn and use. More importantly, they offer full interpretability.

We offer an implementation adhering to standardSCIKIT-LEARN API conventions, ensuring

ease of use. Future research avenues can expand HYPERRF with popular features such as gradient

boosting, optimization enhancements (e.g., pruning), and additional applications for classi�cation

and regression within hyperbolic space. Additional optimizations can greatly improve both per-

formance and usability e.g. through optimizing performance per the standards ofSCIKIT-LEARN.

Furthermore, new advanced decision tree methods such as Linet al. [184], McTavishet al. [185],

and Mazumderet al. [186], which are based on axis-parallel hyperplanes but apply non-greedy

optimizations over multiple splits, can be reformulated in terms of dot-products and applied to

homogeneous hyperplanes instead.

56



Table 4.1: Mean micro-F1 scores for classi�cation benchmarks over 10 seeds and 5 folds. The
highest-scoring decision tree and random forests are bolded separately.� means a predictor beat
HYPERRF,y means a predictor beat HORORF, andz means a predictor beatSCIKIT-LEARN, with
? Ÿ 0•05.

Decision Trees Random Forests
Data � = HYPERDT SKLEARN HORODT HYPERRF SKLEARN HORORF

G
au

ss
ia

n

2 100 89.10y 87.90 84.60 90.70zy 87.50 86.30
200 90.05y 89.55 84.60 90.60 89.15 89.10
400 90.97zy 89.53 85.55 91.32zy 89.00 88.88
800 91.88zy 90.14 85.75 91.99zy 89.33 89.45

4 100 98.70y 97.70 93.60 98.40 97.90 97.90
200 98.75zy 98.10 95.80 98.85zy 97.90 98.05
400 99.25zy 98.25 96.92 99.30zy 98.22 98.50
800 99.30zy 98.36 97.27 99.36zy 98.21 98.76

8 100 99.70y 99.60 97.70 99.70 99.50 99.10
200 99.65y 99.60 98.20 99.75 99.70 99.75
400 99.90y 99.88 99.10 99.88 99.93 99.88
800 99.96y 99.90 99.38 99.96 99.91 99.94

16 100 99.80y 99.50 98.80 99.80 99.60 99.60
200 99.95 100.00y 99.50 99.90 99.95 99.80
400 100.00y 99.97 99.90 100.00 100.00 99.95
800 100.00 99.99 99.90 100.00 99.99 99.92

N
eu

ro
S

E
E

D

2 100 56.60y 55.60 49.70 57.20 55.70 56.80
200 59.60zy 58.45 50.35 60.10 58.20 60.25
400 61.78zy 61.00 50.62 61.58zy 59.47 59.33
800 61.69y 61.68 54.11 62.05zy 59.75 59.94

4 100 80.40y 80.30 53.40 80.90y 79.20 71.50
200 83.60 83.70y 52.70 84.45zy 82.00 70.40
400 83.88y 83.83 54.08 84.65zy 82.33 65.20
800 84.49 84.50y 55.69 84.96zy 82.03 65.70

8 100 73.80 74.00y 52.60 79.50 82.80* y 70.80
200 78.30 78.40y 55.35 81.40 84.35* y 65.55
400 79.45 79.57y 52.30 82.42 86.40* y 62.88
800 80.76y 80.76y 50.55 82.03 86.34* y 57.69

16 100 74.10y 73.50 61.80 80.70 79.90 83.30
200 75.90y 75.55 66.75 82.70 82.55 83.85
400 77.05y 77.03 68.80 82.30 84.73 85.90*

800 79.21 79.22y 69.59 82.44 84.44 85.49*

P
ol

bl
og

s 2 979 71.04y 70.35 64.73 71.40 71.65y 66.33
4 979 71.53y 70.83 62.38 72.31y 72.10 68.53
8 979 74.02 74.85* y 61.58 74.87 75.36y 63.60
16 979 75.06y 75.05y 63.70 76.36 76.80y 69.12
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Chapter 5: Mixed-curvature decision trees and random forests

This work was carried out jointly with Quentin Chu, Raiyan R. Khan, Kaizhu Du, Antonio

Khalil Moretti, and Itsik Pe'er. An earlier version of this work appeared as an extended abstract

poster at the ELLIS Workshop on Geometry-grounded Representation Learning and Generative

Modeling (GRaM) at the International Conference on Machine Learning (ICML) in 2024. It was

subsequently accepted as a conference poster at ICML 2025 [132]. An implementation of the

mixed-curvature decision tree and random forest algorithms, as well as an archive of the bench-

marking experiments, is available in the archivalnotebook-archive branch of theManify li-

brary repository on GitHub:https://github.com/pchlenski/manify/tree/notebook_

archive .

5.1 Introduction

Most machine learning algorithms assume Euclidean geometry, but real datasets often have

non-Euclidean structure: tree-like hierarchies �t naturally in hyperbolic space [117], while cyclical

patterns suit spherical representations [97]. Moreover, many real-world datasets don't conform to

a single geometric structure. Any single constant-curvature geometry—hyperbolic, spherical, or

Euclidean—struggles to capture all of their structural nuances simultaneously.

Product manifolds [4], which combine multiple constant-curvature components into a single

product space, are more expressive than single manifolds, facilitating faithful representations of

more kinds of underlying structure in the data. Although product manifolds have made inroads

in biology [133] and knowledge graph applications [190], general-purpose machine learning on

product manifolds remains underexplored. In particular, decision trees (DTs) and random forests

(RFs)—some of the most successful and widely-used algorithms in machine learning—still lack a
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X–y sampled fromP Signature:P = S1 � S1

Split X

\ 1 = c•4
Split X¸

\ 2 = 3c•4

Split X �

\ 1 = c

Decision regions onP

Figure 5.1: Given a sample of labeled points¹X–yº from a torusP = S1 � S1, we can factorize
X into coordinates on each component manifold. Our DTsplits these factorized coordinates,
partitioningP into disjoint regions (coloredpositiveor negativeto re�ect the classes).
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Continuity Convexity Equidistance

Figure 5.2: Decision treesplits are based on Euclidean distances in theambient space, and their
assumptions sometimes fail to hold for geodesic distances onnon-Euclidean manifolds. For ex-
ample, splits can create disconnected regions (Continuity), geodesics may cross boundaries within
regions (Convexity), and distances to splits become unequal (Equidistance).

Hyperspherical

G3

G0

\

Euclidean

G3

G0

\

Hyperbolic

G3

G0

\

Figure 5.3: Decision boundaries in any constant-curvature manifold can be found by projection
into 2-dimensional subspaces. Depending on the manifold, points end up inside a circle, a line,
or a hyperbola; from there, data and splits can both be represented as a single angle\ . Eachsplit
divides the manifold intopositiveandnegativeregions.
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product space variant.

A natural approach would be to simply apply standard DTs/RFs to the coordinate representation

of points embedded in the product manifold. However, this naive strategy ignores the underlying

geometry: splits that appear reasonable in coordinate space can violate fundamental geometric

properties when interpreted on the manifold itself. We conjecture that the success of DTs stems

from �ve key desiderata that standard Euclidean splits naturally preserve:

1. Continuity : Leaves partition space into connected regions;

2. Convexity: Leaves correspond to geodesically convex subsets of the input space;

3. Equidistance: Splits maintain equal distance to nearest points on either side;

4. Ef�ciency : ConsiderO¹=3º candidates per split; and

5. Speed: Evaluate splits inO¹1º time.

Figure 5.2 illustrates how these desiderata fail on curved manifolds: standard linear splits

through the ambient space leave room for topologically discontinuous leaves, geodesics that cross

decision boundaries, and unequal distances to the decision boundary. Such issues could lead to

misgeneralization, undermining the geometric intuition that makes decision trees interpretable and

effective.

We present a uni�ed framework that preserves all �ve desiderata across arbitrary product man-

ifolds. By representing splits as angles in two-dimensional subspaces, our approach naturally

handles hierarchical data (hyperbolic components), cyclical patterns (spherical components), and

traditional features (Euclidean components) within a single, principled framework.

Our contributions:

1. We generalize DTs and RFs toall constant-curvature manifolds: By representing data and

splits as angles in two-dimensional subspaces, we guarantee the �ve desiderata above. For

single manifolds, this extends existing Euclidean and hyperbolic models or introduceshyper-

sphericalDTs and RFs.

2. We introduce novel DT and RF algorithms for product manifolds.
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3. We extend techniques for sampling mixtures of Gaussians to product manifolds.

4. We show how problems like link prediction in graphs and signal analysis can be recast as

inference problems on product manifolds.

5. We demonstrate the effectiveness of our algorithms on a diverse suite of 57 benchmarks.

5.1.1 Related work

Non-Euclidean representation learning. Important background on manifolds in machine

learning is given in Cayton [63] and Bengioet al. [68]. Much of the work on product manifolds is

indebted to early works on hyperbolic spaces, including Nickel and Kiela [71] and Chamberlainet

al. [175], and Ganeaet al. [73].

Machine learning in product manifolds. Tabaghiet al. [129] describe linear classi�ers, in-

cluding perceptron and support vector machines; Tabaghiet al. [131] adapt principal component

analysis; and Choet al. [130] generalize transformer architectures to product manifolds.

Product manifold-derived features.Sunet al. [191] and Bordeet al. [192] use product man-

ifolds to compute rich similarity measures as features for classi�cation.Giovanniet al. [193] intro-

duce a heterogeneous variant of product manifolds; Bordeet al. [194] combine quasi-metrics and

partial orders for graph representation.

Manifold random forests. Our method is inspired by recent work by Doorenboset al. [104]

and Chlenskiet al. [1] extending RFs to hyperbolic space. Other work has explored general-

izations of random forests to manifolds, including random forest regression for manifold-valued

targets[195], manifold oblique random forests [196], and Fréchet random forests [197]. Chlenski

and Pe'er [103] explores faster ways to train hyperbolic random forests.

Applications of product manifolds. Product manifolds are used to embed knowledge graphs

[190, 198, 199]. In biology, they have been used to represent pathway graphs [133], cryo-EM

images [200], and single-cell transcriptomic pro�les [129]. Skopeket al. [201] also embed image

datasets into product manifolds.
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5.2 Preliminaries

We review relevant details of different Riemannian manifolds (Euclidean spaces, hyperspheres,

hyperboloids, and product manifolds), along with key properties of the Euclidean and hyperbolic

variants of DTs and RFs.

5.2.1 Riemannian manifolds

We will begin by reviewing key details of hyperspheres, hyperboloids, and Euclidean spaces.

For more details, readers can consult Do Carmo [202].

Each space described is a Riemannian manifold, meaning that it is locally isomorphic to Eu-

clidean space and equipped with a distance metric. The shortest paths between two pointsu andv

on a manifold are called geodesics. As all three spaces we consider have constant Gaussian curva-

ture, we de�ne simple closed forms for geodesic distances in each of the following subsections in

lieu of a more general discussion of geodesics in arbitrary Riemannian manifolds.

Any constant-curvature manifoldM is parameterized by a dimensionality� and a curvature

 , and resides in an ambient spaceR� ¸ 1. Finally, for each pointx 2 M , the tangent plane atx,

) xM , is the space of all tangent vectors atx:

) xM = f v 2 R� ¸ 1 : hv–xi M = 0g• (5.1)

Euclidean space

Euclidean spaces are naturally understood asR� , but we will use the notationE� = R� when

treating Euclidean spaces as manifolds. In contrast, we will continue to useR� to refer to ambient

spaces. Euclidean spaces use the familiar inner product (dot product), norm (� 2 norm), and distance
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function (Euclidean distance):

hu–vi = D0E0 ¸ D1E1 ¸ • • •̧ D2E2– (5.2)

kuk =
p

hu–ui – (5.3)

XE¹u–vº = ku � vk• (5.4)

Hyperspherical space

Hyperspherical space is characterized by constant positive curvature. In such spaces, angles in

any triangle sum to more thanc and there are no parallel lines. The familiar examples of circles

and 2-spheres are low-dimensional examples of hyperspherical spaces.

Hyperspheres can be viewed as surfacesembeddedin a higher-dimensional, Euclidean ambient

space. Hyperspherical space uses the same inner products as Euclidean space. The hypersphere

is the set of points in the ambient space having a Euclidean norm equal to some radius inversely

proportional to the curvature ¡ 0:

S�– = f x 2 R� ¸ 1 : kGk = 1•  g• (5.5)

Because shortest paths between two pointsu andv in S�– through the ambient space leave the

surface of the manifold, we must de�ne the hyperspherical distance function for the shortest path

entirely inS�– betweenu andv:

XS¹u–vº = cos� 1¹ 2hu–viº•  • (5.6)

Hyperbolic space

Hyperbolic space is characterized by constant negative metric curvature. This has several con-

sequences: for instance, the angles in any triangle sum to less thanc, many lines through a point

can be parallel to any given line, and neighborhoods grow exponentially with radius.
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There are several equivalent models of hyperbolic space. For our purposes, we will describe

the hyperbolic space from the perspective of the hyperboloid model. First, we must de�ne the

ambient Minkowski space. This is a vector space equipped with the Minkowski inner product:

hu–vi L = � D0E0 ¸ D1E1 ¸ • • •̧ D=E=• (5.7)

Similar to the Euclidean case, we letkukL = hu–ui L (we do not wish to take the square root of a

negative number). The hyperboloid of dimension� and curvature Ÿ 0, writtenH�– , is a set of

points with constant Minkowski norm:

H�– = f x 2 R� ¸ 1 : kxkL = � 1•  2– G0 ¡ 0g– (5.8)

Finally, the hyperbolic distance function for geodesic distances betweenu–v 2 H�– is given by

XH¹u–vº = � cosh� 1¹ 2hu–vi L º• • (5.9)

Mixed-curvature product manifolds

We reiterate the de�nition of product manifolds from Guet al. [4]. Following the convention

of using
Î

8X i to refer to the iteratedCartesianproduct over sets, the product manifold is de�ned

as

P =
=Ö

8=1

SB8– 8 �
<Ö

9=1

H� 9– 0
9 � E3• (5.10)

The total number of dimensions is
Í =

8 B8 ¸
Í <

9 � 9 ¸ 3. Each individual manifold is called a

component manifold, and the decomposition of the product manifold into component manifolds

is called the signature. Informally, the signature can be considered a list of dimensionalities and

curvatures for each component manifold.
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Distances inP decompose as the� 2 norm of the distances in each of the component manifolds:

XP ¹u–vº =
s Õ

M2P

XM ¹uM –vM º2– (5.11)

whereuM andvM denotes the restriction ofu andv to their components inM andXM refers the

distance function appropriate toM .

For x 2 P, the tangent plane atx, ) xP, is the direct sum (concatenation) of all component

tangent planes:

) xP =
Ê

M2P

) xM M • (5.12)

We additionally de�ne the origin ofP, ` 0, as the concatenation of the origins of each respective

manifold. The origin is¹1•j  j–0– • • •º for H�– andS�– , and¹0–0– • • •º for E� .

5.2.2 Decision trees and random forests

The Classi�cation and Regression Trees (CART) [137] algorithm �ts a DTT to a set of labeled

data¹X–yº. At each step, it greedily selects the split which partitions the dataset with maximum

information gain,

IG¹yº = � ¹yº �
jy¸ j
jyj

� ¹y¸ º �
jy� j
jyj

� ¹y� º• (5.13)

Here, � ¹�º is some impurity function (we use Gini impurity for classi�cation and variance for

regression). A splitting function( ¹�º partitions thelabelsy into y¸ andy� and theinput spaceinto

decision regions. Classically,( ¹�º is a thresholding function which partitions the input space into

high-dimensional boxes given dimension3 and threshold\ :

( ¹xº = If G3 ¡ \ g• (5.14)

This algorithm is applied recursively to each decision region until a stopping condition is met

(e.g., maximum number of splits is reached). The result is a �tted DT,T , which can be used for

inference. During inference, an unseen pointx is passed throughT until it reaches a leaf node
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corresponding to some decision region. For classi�cation, the point is then assigned the majority

label inside that region; for regression, it is assigned the mean value inside that region.

Finally, a RF is an ensemble of DTs, typically trained on a bootstrapped subsample of the

points and features inX [138].

Hyperbolic decision tree algorithms

The hyperplane perspective on DTs is helpful background for understanding our method: math-

ematically, thresholdingx on a dimension is equivalent to taking its dot product with the normal

vector of a separating hyperplaneP, even in hyperbolic space. Although this is easy to compute

for classical thresholding boundaries, which are zero in all dimensions but3, this perspective prin-

cipally admitsany hyperplanePas a valid decision boundary.

Naturally, considerations around choosing an appropriate (and computationally ef�cient)P

abound. To this end, Chlenskiet al. [1] impose homogeneity and sparsity constraints on the hy-

perplanes they consider for hyperbolic DTs. In hyperbolic space, homogenous hyperplanes— hy-

perplanes that contain the originof the ambient space—intersectH�– at geodesic submanifolds:

that is,P \ H�– is closed under shortest pathsaccording toXH. The sparsity constraint enforces

that the normal vectors ofPmust be nonzero only in two positions: the timelike coordinateG0 and

some otherG3, which ensures that onlyO¹=3º candidate hyperplanes are considered per split, and

each decision can be computed inO¹1º time using sparse dot products.

5.3 Mixed-curvature decision trees

For any DT, we must transform the inputX into a set of candidate hyperplanes. To this end,

we reframe and generalize the hyperplane approach of hyperbolic DTs. First, we observe that

homogenous hyperplanes are geodesically convex inany constant-curvature manifold; therefore,

we can extend the hyperbolic DT approach toE andS. Second, we observe that �tting sparse,

homogenous DTs is equivalent to thresholding on angles under 2-dimensional projections.

We consider the set of all projections onto the basisf G0– G3g, which are computable inO¹1º
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Algorithm 1 Product Space Decision Tree

1: ProcedureFIT(P–X–y):
2: for each componentM of P do
3: for each dimension3 ¡ 0 of M do
4: \ 8–3 tan� 1¹G8–0•G8–3º {Eq. 5.15}
5: end for
6: end for
7: return FITNODE¹� –y–0º
8:

9: ProcedureFITNODE(� –y–depth):
10: if depth = max_depth or other stopping criteriathen
11: return Leaf¹yº
12: end if
13: ¹3� – \� – �� � º  ¹� –� –�1º
14: for each dimension3 of � do
15: for each\ 2 GETCANDIDATES¹� – 3º do
16: Partition¹� –yº ! ¹ � � –y� º via Eq. 5.16
17: ��  Eq. 5.13 on¹y¸ –y� º
18: if �� ¡ �� � then
19: ¹3� – \� – �� � º  ¹ 3– \– �� º
20: end if
21: end for
22: end for
23: if �� � = �1 then
24: return Leaf¹yº
25: else
26: N  Node¹3� – \� º
27: N •left  FITNODE¹� � –y� , depth+1)
28: N •right  FITNODE¹� ¸ –y¸ , depth+1)
29: return N
30: end if
31:

32: ProcedureGETCANDIDATES(� – 3):
33: ~\  sorted unique� :–3
34: return f < M ¹ ~\ 8–~\ 8̧ 1ºg8 {Eqs. 5.18–5.22}

time per projection by coordinate selection. First, we compute the projection angle:1

\ ¹x– 3º = tan� 1¹G0•G3º• (5.15)

1We use the PyTorcharctan2 function to ensure that we can recover the full range of angles in»0–2cº. This is
essential for properly specifying decision boundaries inS.
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Next, we use a modi�ed splitting criterion to account for the geometry of angular splits:

( ¹x– 3– \º = If \ ¹x– 3º 2 »\– \ ¸ cºg• (5.16)

Once the best angle is selected, we must compute angular midpoints to selectP that intersects

M at a pointgeodesically equidistantfrom the two points to either side of it (Euclidean DTs do

this by sample-averaging the threshold values). Angular midpoints for each component manifold

are described in the following sections and summarized in Table B.1 in the Appendix.

With the angular features and manifold-informed midpoint modi�cations in place, the rest of

the algorithm follows Section 5.2.2 unmodi�ed.

5.3.1 Euclidean decision trees

To unify our treatment of all three geometries, we �rst reformulate the standard Euclidean DT

in a geometrically-informed, albeit unconventional, way that is equivalent to the classical model.

While the intersections of homogenous hyperplanes inR� with E� are (trivially) convex, these

lack the expressiveness of an ambient-space formulation. Thus, we embedE� in R� ¸ 1 by a trivial

lift:

q : E� ! R� ¸ 1– q¹uº = ¹1–uº• (5.17)

For two pointsu–v 2 E� , the midpoint angles inE� can be described in terms of the coordinates

of u andv or their respective projection angles¹\ u– \vº as

< E¹u–vº = tan� 1 ¹2•¹ D3 ¸ E3ºº (5.18)

= tan� 1 ¹2•¹ cot¹\ uº ¸ cot¹\ vººº (5.19)

See Appendix B.2 for a proof that this formulation is equivalent to thresholding on basis dimen-

sions.
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5.3.2 Hyperbolic decision trees

For two pointsu–v 2 H�– , we compute\ u and\ v according to Eq 5.15 and follow Chlenski

et al. [1] in computing the hyperbolic midpoint angle inH�– as:

+ :=
sin¹2\ u � 2\ vº

sin¹\ u ¸ \ vº sin¹\ v � \ uº
– (5.20)

< H¹u–vº =

8>>>><

>>>>
:

cot� 1¹+ �
p

+2 � 1º if \ u ¸ \ v Ÿ c

cot� 1¹+ ¸
p

+2 � 1º otherwise•
(5.21)

5.3.3 Hyperspherical decision trees

The hyperspherical case is quite simple, except that unlike hyperbolic space and the “lifted”

Euclidean space after applying Eq 5.17, we lack a natural choice ofG0. We adopt the convention

of �xing the �rst dimension of the embedding space asG0, which intuitively corresponds to �xing

a “north pole” at the origiǹ 0 = ¹1•j  j–0– • • •º.

Angular midpoints are particularly well-behaved in hyperspherical manifolds: givenu–v 2

S�– , the hyperspherical midpoint angle is computed by �nding\ u and \ v using Eq 5.15 and

taking their mean:

< S¹u–vº = ¹\ u ¸ \ vº•2• (5.22)

5.3.4 Product decision tree algorithm

Intuitively, the transition from DTs in a single component manifold to a product manifold is

that we now iterate over all preprocessed angles together, using the angular midpoint formula ap-

propriate to each component. The complete pseudocode for this algorithm is given in Algorithm 1.

Letting a single DT span all components—as opposed to an ensemble of DTs, each operating

in a single component—allows the model to independently allocate its splits across components

according to their relevance to the task at hand. Recasting DT learning in terms of angular com-

parisons has three major advantages over �nding planar decision boundaries directly:
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1. We can consider angles underarbitrary linear projections (not just projections onto basis

dimensions) while maintainingO¹1º decision complexity.

2. It becomes possible to subsample the features (precomputed angles) as is typical in RFs.

3. Product manifolds can always represent additional features in a new Euclidean manifold.

5.3.5 Geodesic convexity

Having detailed our algorithm, we now demonstrate that its splits satisfy the geodesic convexity

property. Establishing this is essential to our stated goals: geodesic convexity implies topological

continuity. The remaining desiderata (3–5) follow straightforwardly from our angular preprocess-

ing and midpoint splitting strategy.

A subset of a manifoldS � M is said to be geodesically convex ifp–q 2 S implies that the

geodesicWp–q � S . That is, for any two points inS, all points in the shortest path between them stay

in S. Lack of geodesic convexity is a potential source of misgeneralization for models, and several

classi�ers in hyperbolic spaces explicitly seek to partition the feature space in a geodesically-

convex manner [101, 1].

Building on Udrişte [203], Chapter 3.1, we present a proof sketch that ifS � M is geodesically

convex and partitionsM into disjoint regionsM ¸ andM � , then these regions are geodesically

convex.

By way of contradiction, suppose there existp–q 2 M ¸ such that their geodesicWp–q crosses

into M � . SinceS separatesM ¸ andM � , Wp–q must follow this path:

M ¸ ! S ! M � ! S ! M ¸ • (5.23)

However, this implies the existence ofp0–q0 2 S such thatWp0–q0 crosses intoM � , implyingWp0–q0 *

S, contradicting our initial assumption thatS is geodesically convex. Tabaghiet al. [129] shows

that a linear classi�er (that is, a classi�er inducing a geodesically convex decision boundary) with
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weightsw and bias1 takes the form

;P
w = sign¹hwE–wEi ¸ US sin� 1¹hwS–xSiº

¸ UH sinh� 1¹hwH–xHi L º ¸ 1º– (5.24)

wherevM means the restriction of somev 2 P to component manifoldM andUM is a weight

term.

Under our angular reformulation, this simpli�es to

;P
w = sign¹G0 cos¹\ º � G3 sin¹\ ºº– (5.25)

where\ is our splitting angle and3 is the dimension along which the split happens; because our

split is con�ned to a single manifold, the weightsUM do not affect the split. By restricting our

attention to two dimensions within a single manifold, our formulation bypasses almost all of the

complexity of evaluating geodesic splits in product manifolds.

This simpli�ed form directly corresponds to our angular splitting criterion from Equation 5.16.

Since this is an instance of the geodesically convex linear classi�ers, our method is guaranteed to

produce convex splits.

5.4 Benchmarks

We carried out benchmarks to evaluate which model, given a labeled set of mixed-curvature

embeddings, achieves the lowest error on a test set. While we produced embeddings using a range

of datasets and embedding techniques, our results focus only on performance on downstream tasks.

We describe our data generation/embedding methods in more detail in Appendix Section B.4.

We summarize our benchmark results, with references to speci�c �gures and tables, in Ta-

ble 5.1.
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Table 5.1: Benchmarks summary. The “Task” column is C (Classi�cation), R (Regression), or LP
(Link prediction). “#Top-: ” columns count how often product DTs or RFs were among the top:
predictors for a given set of benchmarks.

Manifold Task Ref #Top-1 #Top-2 Total

Single C Fig. 5.4 7 11 11
Single R Fig. 5.5 7 9 11
Product C Tab. 5.2 6 10 18
Product R Tab. 5.3 8 10 11
Product LP Tab. 5.4 1 1 6

Total 29 41 57

Figure 5.4: Classi�cation accuracies on mixtures of 8 Gaussians in single manifolds of curvature
 . We omit results for all models that never achieved competitive results.

.

Figure 5.5: Regression benchmarks (RMSE) on mixtures of 8 Gaussians in single manifolds of
curvature . We follow the convention of Figure 5.4 in omitting non-competitive models.

5.4.1 Experiment details

Given a datasetX, a set of labelsy, and a product manifoldP, we evaluate a variety of clas-

si�ers on their ability to predicty from X. We apply an identical 80:20 train-test split to all of

our data, train our models on the training set, and evaluate performance on the test set. We report

95% con�dence intervals for accuracy scores for classi�cation, root mean squared error (RMSE)
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for regression, and accuracy scores again for link prediction benchmarks. Con�dence intervals are

based on 10 runs with different random seeds.

5.4.2 Datasets

Synthetic data.We develop a novel method to sample mixtures of Gaussians inP to generate

classi�cation and regression datasets. For classi�cation, we generate 8 classes using 32 clusters.

For regression, we generate a single scalar response variable using 32 clusters with randomly

generated intercepts. For more details, see Appendix Section B.1.

Graph embeddings.For classi�cation and regression on graph datasets, we generate embed-

dings that approximate shortest-path distances in the graph using the method described in Guet al.

[4]. We select the optimal signature from the candidate setf¹ H2º2–H2E2–H2S2–S2E2–¹S2º2–H4–E4–S4g

by generating embeddings in each signature and selecting the signature with the lowest metric dis-

tortion. For link prediction, we embed all datasets inP = ¹S2E2H2º, then create a binary classi-

�cation dataset by associating each pair of nodes with a point inP2E1, where each pair of points

is included and the last Euclidean dimension is the manifold distanceXP ¹xi–xj º; labels are simply

whether there is an edge between nodes8and 9. Full details on graph embeddings are described in

Appendix Section B.4.4.

Mixed-curvature VAE latent space. We follow Skopeket al. [201] in training variational

autoencoders (VAEs) whose latent space isP. Once the VAE is trained, we use its encoder to

generate embeddings for our dataset and classify these embeddings. Full details on VAE training

and downstream inference are described in Appendix Section B.4.5.

Empirical datasets. Some datasets can be represented in a non-Euclidean geometry without

generating embeddings: for instance, geospatial data lives inS2, while cyclic time series embed

in S1. We describe our approach to generating embeddings for these empirical datasets in Ap-

pendix B.4.6.
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Table 5.2: Accuracies for all product manifold classi�cation benchmarks. The highest scores for
each dataset are shown inbold, while second-best predictors are underlined. For brevity, we omit
columns for three low-performing methods: product space perceptrons, ambient-space GNNs, and
product space MLR.

Dataset Signature Product RF Ambient RF Tangent RF : -Neighbors Ambient MLP ^-GCN

S
yn

th
et

ic
(m

ul
ti- 

)

Gaussian E4 34.4 ± 3.0 34.2 ± 2.9 34.2 ± 2.9 34.1 ± 2.8 27.9 ± 3.1 26.5 ± 3.9
H4 69.3 ± 3.3 53.1 ± 2.9 63.8 ± 3.4 67.3 ± 4.0 42.4 ± 5.3 28.8 ± 3.3

H2E2 43.0 ± 2.8 40.4 ± 4.0 43.0 ± 3.3 44.7 ± 2.9 29.9 ± 2.7 26.9 ± 2.6
¹H2º2 49.0 ± 3.0 42.6 ± 2.4 46.6 ± 2.8 50.8 ± 3.2 33.7 ± 3.9 26.2 ± 2.4
H2S2 41.8 ± 2.5 37.3 ± 2.6 37.6 ± 2.7 38.0 ± 1.9 28.7 ± 2.5 16.4 ± 4.4

S4 37.7 ± 2.8 38.4 ± 2.4 33.5 ± 2.2 40.6 ± 2.6 26.4 ± 1.9 21.1 ± 1.9
S2E2 34.4 ± 3.0 33.4 ± 2.4 31.7 ± 2.2 31.6 ± 2.5 23.7 ± 2.0 16.0 ± 2.7
¹S2º2 33.1 ± 2.5 32.6 ± 3.0 29.2 ± 2.3 28.1 ± 3.3 24.3 ± 2.1 15.0 ± 2.2

G
ra

ph

CiteSeer ¹H2º2 26.2 ± 1.2 26.7 ± 1.8 26.3 ± 1.6 22.2 ± 1.7 23.7 ± 1.3 24.9 ± 1.5
Cora H4 29.4 ± 1.1 29.1 ± 0.8 29.1 ± 0.7 20.8 ± 0.7 29.8 ± 0.9 29.6 ± 0.9

PolBlogs ¹S2º2 92.8 ± 0.9 93.0 ± 1.0 93.3 ± 0.5 92.8 ± 1.2 92.2 ± 0.9 69.9 ± 10.1

VA
E

Blood S2E2¹H2º3 14.5 ± 1.4 18.5 ± 1.4 18.7 ± 1.5 16.9 ± 1.7 12.8 ± 0.9 11.4 ± 0.9
CIFAR-100 ¹H2º4 10.4 ± 0.9 10.2 ± 1.2 10.8 ± 1.1 8.4 ± 0.9 7.6 ± 0.9 5.2 ± 0.7
Lymphoma ¹S2º2 84.4 ± 2.0 81.4 ± 2.1 81.2 ± 2.2 78.3 ± 2.5 78.0 ± 0.4 66.9 ± 13.9

MNIST S2E2H2 36.0 ± 5.3 38.1 ± 5.6 38.2 ± 5.5 34.8 ± 7.5 35.9 ± 6.8 14.0 ± 2.9

O
th

er

Landmasses S2 88.5 ± 1.1 87.8 ± 1.4 86.2 ± 1.5 91.5 ± 1.1 72.5 ± 2.3 73.2 ± 2.8
Neuron 33 ¹S1º10 64.2 ± 2.2 66.3 ± 2.9 66.5 ± 3.0 50.7 ± 1.9 47.3 ± 2.0 47.3 ± 2.0
Neuron 46 ¹S1º10 24.1 ± 3.7 24.4 ± 3.5 22.0 ± 5.7 30.4 ± 4.7 3.1 ± 1.0 79.1 ± 22.8

Table 5.3: Regression performance (RMSE) for all product manifold classi�cation benchmarks.
Following the conventions of Table 5.2, we emphasize high-scoring predictors and omit columns
for predictors that never achieve the highest score. CS PhDs is a graph embedding dataset, whereas
Temperature and Traf�c are empirical.

Dataset Signature Product RF Ambient RF Tangent RF : -Neighbors

S
yn

th
et

ic
(m

ul
ti- 

)

Gaussian E4 0.023 ± 0.004 0.023 ± 0.003 0.023 ± 0.003 0.023 ± 0.004
H4 0.015 ± 0.003 0.020 ± 0.003 0.017 ± 0.003 0.016 ± 0.003

H2E2 0.023 ± 0.004 0.024 ± 0.004 0.024 ± 0.004 0.023 ± 0.004
¹H2º2 0.021 ± 0.004 0.024 ± 0.003 0.022 ± 0.003 0.021 ± 0.003
H2S2 0.025 ± 0.004 0.026 ± 0.004 0.026 ± 0.004 0.027 ± 0.004

S4 0.023 ± 0.003 0.023 ± 0.003 0.024 ± 0.004 0.024 ± 0.004
S2E2 0.027 ± 0.004 0.027 ± 0.004 0.027 ± 0.004 0.028 ± 0.005
¹S2º2 0.028 ± 0.004 0.028 ± 0.005 0.029 ± 0.005 0.031 ± 0.005

O
th

er CS PhDs H4 205.842 ± 34.454 208.723 ± 36.638 207.872 ± 35.043174.759 ± 25.074
Temperature S2S1 77.942 ± 23.689 48.221 ± 23.516 99.561 ± 24.984 138.650 ± 25.130

Traf�c E¹S1º4 0.307 ± 0.039 0.220 ± 0.017 0.229 ± 0.021 0.255 ± 0.021

5.4.3 Baselines

We train two variants of Scikit-Learn [181] DTs and RFs: The ambient variant operates directly

on coordinates in the ambient spaceR� ¸ 1, while the tangent plane variant preprocesses points by
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Table 5.4: Accuracies for all link prediction benchmarks, also following the conventions in Ta-
ble 5.2. Thê -GCN is trained using a conventional link prediction approach; the other classi�ers
are trained as binary classi�ers on the product of input embeddingsX2. All graphs were embedded
into H2E2S2.

Dataset Product RF Ambient RF Tangent RF : -Neighbors Ambient MLP ^-GCN

AdjNoun 94.3 ± 0.0 94.5 ± 0.0 94.3 ± 0.0 94.5 ± 0.0 94.1 ± 0.0 94.3 ± 0.0
Dolphins 94.1 ± 0.0 93.5 ± 0.0 94.1 ± 0.0 90.5 ± 0.0 94.1 ± 0.0 92.9 ± 0.0
Football 91.8 ± 0.0 93.9 ± 0.0 91.8 ± 0.0 71.4 ± 0.0 95.9 ± 0.0 95.9 ± 0.0

Karate Club 93.9 ± 0.0 91.8 ± 0.0 87.8 ± 0.0 77.6 ± 0.0 95.9 ± 0.0 95.9 ± 0.0
PolBooks 91.4 ± 0.0 91.6 ± 0.0 91.8 ± 0.0 89.8 ± 0.0 91.4 ± 0.0 91.4 ± 0.0

Figure 5.6: We color a world map with each model's predictedP¹Landº for the “Landmasses”
dataset, a land vs. water classi�cation benchmark inS2. Each RF consists of 12 DTs with a max
depth of 5. Note the artifacts learned byEuclidean RFs, tangent RFs, and: -Neighbors, as well
as the diffuse probabilities learned by theambient MLP and^-GCN.

projecting fromP to T̀ 0P via the logarithmic map at̀ 0. We use: -nearest neighbor (: -NN)

classi�ers and regressors with precomputed pairwise distance matrices according toXP (Eq. 5.11).

We also use the product space perceptron algorithm [129] and multilayer perceptron (MLP) and

^-GCN model [128], as implemented in the Manify library [147].

For our own models, we set hyperparameters identically to Scikit-Learn DTs and RFs, except

we consider all
� �

2

�
projections—for a total of 3 features per 2-dimensional component manifold,

just like ambient space methods use. Full details for each model can be found in Appendix B.4.2.
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5.4.4 Results

For single-curvature synthetic datasets, our method was the best classi�er in 7 out of 11 signa-

tures (Figure 5.4) and the best regressor (Figure 5.5) for 7 out of 11 signatures. In Tables 5.2, 5.3,

and 5.4, we demonstrate consistently good performance across a diverse range of benchmarks: We

consistently outcompete baseline models in classi�cation and regression, and perform on par for

link prediction tasks. All in all, our method was the best for 29 out of 57 benchmarks (51%), and

was in the top-2 best for 41 out of 57 benchmarks (72%).

Further experiments can be found in the Appendix: we provide ablations in Appendix B.5,

detailed tables and latent space visualizations in Appendix B.6, runtime and computational com-

plexity analysis in Appendix B.7, interpretability experiments in Appendix B.8, and benchmarks

on more manifolds and baselines in Appendix B.9.

5.5 Conclusion

We present strong evidence supporting the use of mixed-curvature DTs and RFs. In particular,

we motivate and describe our entire algorithm and demonstrate its effectiveness across a highly

diverse set of 57 benchmarks.

Product DTs and RFs offer a valuable balance of expressiveness and simplicity, positioned

between extremely legible but underpowered linear classi�ers and powerful but uninterpretable

neural networks operating in product manifolds. We believe that these qualities, combined with

their demonstrated performance across our benchmark datasets, are compelling evidence of our

method's usefulness in a non-Euclidean data analysis toolkit.

Limitations. While our work is downstream of signature selection and embedding generation,

it relies heavily on the availability of good product manifold embeddings. Product manifolds face

challenges when selecting appropriate signatures [204], and representing certain complex patterns

in data [205]. Furthermore, generating embeddings can be computationally intensive. Finally, the

lack of a privileged basis [206] in non-Euclidean embeddings makes the inductive bias of decision
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trees less well-motivated compared to the classical tabular setting.

Future work. It may be possible to exploit non-privileged basis dimensions using approaches

such as rotation forests [207], random 2-D subspace angles, or oblique decision trees. A continuous

uni�cation of all three geometries, like thê-stereographic model described in [201], may be more

robust and elegant. Extensions to simplex geometry [208] are also worth considering.
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Chapter 6: Even faster hyperbolic random forests: a Beltrami-Klein

wrapper approach

This work was carried out jointly with Itsik Pe'er. It is currently under review in Transactions

on Machine Learning (TMLR), and available as a preprint on arXiv [103]. The Fast-HYPERDT

and Fast-HYPERRF algorithms are currently the main implementations athttps://github.

com/pchlenski/hyperdt .

6.1 Introduction

All machine learning classi�ers implicitly encode geometric assumptions about their feature

space. Among these, standard decision trees and classi�ers built on them stand out as being re-

markably indifferent to geometry: Decision tree learning is ultimately a discrete optimization over

label statistics, one feature at a time. The metric structure of the multi-feature space only matters

when evaluating its �nal partition.

In contrast, all linear and neural models relying on matrix multiplication implicitly work with

signed distances to a decision-boundary hyperplane; probabilistic methods based on Gaussian den-

sities such as Naive Bayes have probability densities that depend on distance to the centroid; not to

mention explicitly distance-based methods such as support vector machines (SVMs) and: -nearest

neighbors. Yet decision trees rely only on label statistics for candidate partitions which depend

only on the ordering of features along each dimension: a property we exploit to reformalize their

behavior in hyperbolic space.

There are two existing approaches in the literature to extending decision trees to hyperbolic

spaces. Doorenboset al. [104] proposes HORORF, an ensemble of horospherical support vector

machines [102], equating between horospheres in hyperbolic and hyperplanes in Euclidean space,
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as well as between SVMs and linear splits at a decision tree node. In contrast, Chlenskiet al.

[1] proposes HYPERDT taking a hyperplane-based perspective on Euclidean decision tree learn-

ing and following up with a modi�cation of the splitting criterion to accommodate axis-inclined

hyperplane splits.

By exploiting the (almost-Euclidean) behavior of hyperplanes in the ambient space of the

Lorentz model of hyperbolic space, HYPERDT is able to more closely parallel Euclidean tree learn-

ing. In particular, it is able to consider each spacelike dimension separately and has identical train-

ing and inference complexity to its Euclidean counterparts. However, its modi�ed, hyperplane-

based splitting criteria are no longer compatible with the threshold-based decision tree algorithms,

necessitating its own ad hoc implementation. This implementation cannot make use of the many

optimizations made to the speed and accuracy of existing decision tree methods.

In this paper, we rewrite HYPERDT as Fast-HYPERDT, relying on the Beltrami-Klein model

of hyperbolic space. This representation allows geodesic decision boundaries to become (axis-

parallel) Euclidean hyperplanes, recovering a thresholding-based variant of HYPERDT. Fast-HYPERDT

unlocks three advantages:

1. Leveraging optimized implementations is thousands of times faster than existing HYPERDT;

2. It is intrinsically compatible with well-known Euclidean methods like SCIKIT-LEARN; and

3. It easily extends to other tree-based paradigms, such as oblique decision trees or XGBOOST.

6.1.1 Related work

Non-Euclidean Decision Trees.This work is most closely related to other works proposing the

use of tree-based models in non-Euclidean spaces. Chlenskiet al. [1] is the starting point for our

model; Chlenskiet al. [132] extends decision trees to (products of) any constant-curvature space;

Doorenboset al. [104] offers a complementary, horosphere-based perspective on random forests

in hyperbolic space. Tsagkrasoulis and Montana [195] proposes a method to �t random forests

for non-Euclideanlabels, while [209] explores connections between random spanning forests and
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hyperbolic symmetry. More recently, Suganthanet al. [210] explores generalizing XGBoost to the

Poincaré Ball.

Hyperbolic Classi�ers. The problem of classi�cation and regression in hyperbolic spaces has

received a lot of attention in the literature. Many approaches involve modifying neural networks to

work with hyperbolic data [108, 73, 179, 82, 100]. We are indebted to the literature on hyperbolic

SVMs [101, 102]; the former makes use of the Klein model as well. Regression on hyperbolic

manifolds has been studied by Marconiet al. [178].

Machine Learning in the Beltrami-Klein Model. Mao et al. [211] extends the Klein model

for neural nets and provides an excellent overview of the state of the literature, including appli-

cations of the Klein model for graph embeddings [212, 213], protein sequences [214], minimal

spanning trees [215], and scene images [216]. We highlight Nielsen and Nock [217], an early

work using the Klein model to �nd Voronoi diagrams in hyperbolic space, whose discussion of

partitions of the Beltrami-Klein model was foundational for our work.

6.2 Preliminaries

Notation. Angle bracketsh�–�i and double barsk � k denote the Euclidean inner product and

norm; the Lorentz form ish�–�i L. Unless subscripted,h�–�i and k � k are Euclidean. We write

B (Beltrami–Klein) andL (Lorentz) for the hyperbolic models (dimension3 and curvature 

understood unless stated). Where necessary, we useB andL as subscripts to make it clear which

model is being referred to: in particular,XB refers to the distance function in the Beltrami-Klein

model, andXL refers to the distance function in the Lorentz model. We letu–v denote elements of

L, whereasp–q denote elements ofB. Where appropriate, we relateu–v andp–q explicitly through

projections. Finally,e8 refers to a canonical basis vector, i.e. a vector that is one-hot in dimension

8.
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Figure 6.1: Original HYPERDT decision boundaries visualized in the Poincaré model (top) and
in the Beltrami-Klein model (bottom). The top half of the �gure is a reproduction of Figure 2 in
Chlenskiet al. [1].

6.2.1 Hyperbolic Space

The Lorentz Model of Hyperbolic Space

The Lorentz Model with sectional curvature�  in 3 dimensions,L3
 , is embedded inside

Minkowski space, a vector space inR3¸ 1 equipped with the Minkowski inner product:

hu–vi L = � D0E0 ¸
3Õ

8=1

D8E8• (6.1)

Points in the Lorentz Model are constrained to lie on the upper sheet of a two-sheeted hyperboloid

with a constant Minkowski inner product� 1•  :

L3
 =

�
u 2 R3¸ 1 : hu–ui L = �

1
 

– D0 ¡ 0
�

• (6.2)

Distances between two pointsu–v 2 L, called geodesic distances, are computed as

XL ¹u–vº =
1

p
 

arccosh¹�  hu–vi Lº • (6.3)
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