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Abstract

Phenotype Projections Enhance Pan-biobank Genome-wide Association Studies

Michael Zietz

Understanding the genetic basis of complex disease is a critical research goal due to the

immense, worldwide burden of these diseases. Observational data, such as electronic health

records (EHR), offer numerous advantages in the study of complex disease genetics. These

include their large scale, cost-effectiveness, information on many different conditions, and

future scalability with the widespread adoption of EHRs. Observational data, however, are

challenging for research due to noise and confounding. EHR data reflect factors including

the healthcare process and access to care, as well as broader societal effects like systemic

biases. Billing codes for complex diseases may be recorded when no diagnosis is intended,

and they may be missing when a diagnosis would be correct. Overall, systematic errors

distort the genetic signal available for study and motivate taking a closer look at the ways

that phenotypes can be defined using observational data.

In Chapter 3, we introduce MaxGCP, a novel phenotyping method designed to purify

the genetic signal in observational data. Our approach optimizes a phenotype definition to

maximize its coheritability with the complex trait of interest. We first validated this method

in simulations of 5000 different phenotypes across a wide range of simulation parameters,

demonstrating that the method improves genome-wide association study (GWAS) power

compared to conventional methods. Having evaluated it in simulation, we next applied the

method in real data analyses of stroke and Alzheimer’s disease. By comparing GWAS asso-

ciations to high-quality, independent test data, we were able to compare both the sensitivity

and specificity of our method. This analysis similarly found that MaxGCP boosts GWAS

power compared to previous methods.

In Chapter 4, we extend this work to increase the speed and re-usability of pan-biobank

GWAS with another new method, Indirect GWAS. Large scale, pan-biobank studies provide



a powerful resource in complex disease genetics, generating shareable summary statistics

on thousands of phenotypes. Biobank-scale GWAS have two notable limitations: they are

resource-intensive to compute and do not inform about hand-crafted phenotype definitions,

which are often more relevant to study. Our method uses summary statistics to addresses

these limitations. It computes GWAS summary statistics for any phenotype defined as a

linear combination of other phenotypes. We demonstrate a number of useful applications,

including an order of magnitude improvement in runtime for large-pan-biobank GWAS and

ultra-rapid (less than one minute) GWAS on hand-crafted phenotype definitions using only

summary statistics.

Through the development of new computational and statistical methods, this work

demonstrates the importance and power of the phenotype side of genetic association stud-

ies, and it provides two new approaches that can improve future genetic studies of complex

disease.
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Chapter 1

Introduction

Complex diseases are among the central challenges facing the world. Genetics underlie a

large fraction of variation in complex disease risk1. The genetic basis of complex disease

remains imperfectly characterized despite decades of theoretical and experimental advances

and thousands of studies into the genetics of various complex diseases2. Piecing apart this

causality will involve|among many other things|characterizing the associations between

individual genetic variants and disease risk for millions of genetic variants for thousands of

phenotypes. Observational data provide a practical source of information about complex

diseases due to their abundance, representativeness, low cost to use, and the fact that they

have already been collected. However, observational data bring additional challenges such

as incompleteness, noise, and bias3, which reduce the power of genetic studies.

Careful phenotype de�nitions are one way to strengthen the genetic signal available

in observational data. Previous work has sought to develop phenotype de�nitions that

prioritize genetic over environmental causes4,5. Complex phenotypes are often correlated,

leading researchers to analyze multiple phenotypes at once in the hopes of increasing study

power6. Combining related phenotypes in an optimal way is challenging, and previous work

has dealt primarily with combining phenotypes that are knowna priori to be related to
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the phenotype of interest4,5,7. Such approaches do not scale to biobank datasets, in which

thousands of phenotypes are available, and they are inapplicable to phenome-wide analyses.

Moreover, by requiring features to be pre-selected, such methods are not able to incorporate

weak genetic signals across large numbers of seemingly unrelated phenotypes. A method

that can be applied to thousands of phenotypes without manual feature selection could lead

to phenome-wide increased study power.

While improved phenotype de�nitions can improve genetic studies that use observational

data, new phenotype de�nitions also have drawbacks. For example, new phenotype de�ni-

tions require genetic studies to be repeated, slowing the pace of improvement and limiting the

re-usability of large-scale study results. Repeating studies can be costly or even prohibitive,

particularly in the case of pan-biobank studies8,9. A method that could extrapolate genetic

study results for a new phenotype de�nition without running additional genetic analyses

would accelerate the study of complex disease.

The complexity, computational requirements, and data access restrictions involved in

performing GWAS make pre-computed summary statistics a valuable resource for studying

complex disease genetics. Pan-biobank GWAS have several advantages over combining indi-

vidually published GWA studies, including uniform processing, careful quality control, and

standardized phenotype de�nitions. Importantly, they provide researchers with access to

valuable data that might otherwise be inaccessible or impractical to compute themselves.

However, pan-biobank GWAS can be extraordinarily resource-intensive, owing both to the

expertise necessary and the massive computational costs of performing GWAS on thousands

of phenotypes across millions of genetic variants and hundreds of thousands of samples8,9.

In addition, researchers actively develop new phenotype de�nitions and new GWAS meth-

ods/best practices, meaning pan-biobank GWAS must be recomputed with some regularity

to ensure current best practices are followed. This all amounts to a massive cost to research

that would bene�t from fast approximations and methods to reuse summary statistics.
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Chapter 2

Background

2.1 Complex disease genetics

Complex diseases are the most important class of human disease. They represent the ma-

jority of morbidity and mortality worldwide 10. Complex diseases arise due to a combination

of genetic and environmental causes2. Elucidating the genetic basis of complex disease is a

major research challenge.

The genetic basis of complex disease is largely due to the combined e�ects of many, com-

mon genetic variants11,12. Characterizing such a genetic architecture is challenging for several

reasons. Many causal variants have small e�ects12. While many variants are associated, a far

larger number of variants must be tested to determine which are associated. Modern genetic

studies of complex diseases nearly always involve data with more variants than samples.

In addition, genetic variants are correlated with nearby variants, making it challenging to

identify the speci�c variant with a causal e�ect13. These problems{small e�ect sizes, many

statistical tests, comparatively small research cohorts, and abundant multicollinearity{mean

that comprehensively characterizing the genetic basis of complex disease will require large

study cohorts and thoughtful, powerful analysis.
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2.2 Research using observational data

Recruiting a large study cohort for any particular disease is a major e�ort. Recruiting such

a cohort for every complex phenotype|of which there are thousands that merit study|is

impractical. Observational data, such as electronic health records, are an alternative to

traditional study recruitment, providing more sweeping information about a large number

of individuals14. While observational data are abundant, they present their own challenges

as well. Among other challenges, observational data vary in quality, can include misleading

information, include selection bias and abundant missingness, and can include various sources

of confounding3. Signi�cant previous research has sought to address the challenges of using

observational data for disease research. As an example, the Observational Health Data

Sciences and Informatics (OHDSI) program has prioritized methods to increase the quality

and portability of phenotype de�nitions through projects like the Common Data Model15

and ATLAS16. Overall, observational data provide a practical means to study many complex

diseases, but they are accompanied by challenges that require careful consideration.

2.3 Genome-wide Association Studies

GWAS is a key method for determining associations between genotypes and phenotypes.

In a GWAS, individual genetic variants (most commonly single nucleotide polymorphisms;

SNPs) are tested for association with a phenotype of interest. As of December 2023, there are

nearly 60,000 GWAS results stored in the GWAS Catalog, an online repository17. In the past

15 years, GWAS have produced a variety of replicated associations18, such as the association

between variation in the FTO gene and obesity19. A major limitation of GWAS is that

these studies cannot inform about the functional connections between genetic variation and

phenotypes13. Nonetheless, GWAS are useful for a variety of purposes, including heritability

estimation, genetic risk estimation, and even causal investigation of exposures and outcomes
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(via, for example, Mendelian randomization)20.

GWAS methods and best practices have been the subject of considerable research. Qual-

ity control and data pre-processing are important to ensure reliable GWAS. In particular,

�lters often remove genetic variants with poor imputation scores, high missingness, low minor

allele frequencies, or variants with possible genotyping errors20 (detected via, for example, a

Hardy-Weinberg equilibrium test21). Samples are also �ltered, often removing closely-related

individuals, individuals with high genotype missingness, or who otherwise represent outliers

or possible errors. As in many other study designs, confounding variables such as age and

sex are typically adjusted by including them as covariates.

Sample relatedness and population structure in research cohorts present a major chal-

lenge to GWAS. A common approach to accounting for population structure is to remove

closely-related individuals and use genetic principal components as covariates22. Linear

mixed models (LMM), in which sample relatedness is explicitly estimated and incorporated

into the analysis, have emerged as a powerful tool for mitigating spurious associations and

increasing power23. LMM and whole-genome regression models are considerably slower than

simple regression, but much previous work has sought to reduce this burden24,25. An an

example, Mbatchou et al. introduced Regenie, a method for whole-genome regression that

makes a number of insightful optimizations to speed up the analysis26. In particular, Regenie

can analyze multiple phenotypes at once and only loads small chunks of the genotype matrix

into memory at any one time.

2.4 Increasing GWAS power

To summarize so far, a challenging but promising path toward better understanding com-

plex disease involves genetic association testing, particularly using observational data. This

approach is challenging because it seeks to uncover many small e�ects in a vast landscape of
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potential associations, and the signal available for study is noisy. In short, greater statistical

power is needed.

A wealth of previous work has sought to increase the power of GWAS or similar genetic

analysis methods. Many approaches incorporated contextual information about the tested

genetic variants to prioritize certain regions above others27. Other approaches sought to

reduce the burden of multiple testing correction by reducing the number of tests that must be

performed28. Of particular interest to the current work, some previous work increased GWAS

power via phenotypic transformations29{32 , such as binary-to-continuous transformations or

substituting the naive phenotype for a transformed phenotype in GWAS after incorporating

additional information.

As an example, LT-FH31 incorporates family disease history to compute a posterior mean

genetic liability. The result of this transformation is a continuous phenotype that is enriched

for genetic signal, and which, thereby, a�ords greater statistical power in GWAS. The present

work has a similar goal, but instead of family history, it uses other phenotypic information to

gain a deeper picture of each individual's genetic risk for a particular phenotype. Previous

work that is directly related to the present study is described in further detail in Section 2.7.

2.5 Genetic statistics

To boost the power of GWAS, a phenotype de�nition should selectively prioritize genet-

ics, which can be quanti�ed through heritability and genetic correlation. Heritability is the

proportion of phenotypic variance in a population that is due to genetic variation. Coher-

itability is the proportion of phenotypic covariance in a population that is due to shared

genetic e�ects. Genetic correlation refers to the correlation between genetic e�ects. These

statistics are summarized below.
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Heritability h2(x) = Var( gx )
Var( x)

Coheritability h2(x; y) = Cov( gx ;gy )p
Var( x)Var( y)

Genetic correlation rg(x; y) = Cov( gx ;gy )p
Var( gx )Var( gy )

Table 2.5.1: De�nitions of heritability and genetic correlation. These assume a basic
phenotypic model: x = gx + ex , y = gy + ey.

Heritability and genetic correlation represent variance components, and they can be fur-

ther partitioned in a variety of di�erent ways. The genetic variance can be broken down

into additive, dominant, and epistatic components33,34. For the purposes of this work, we

will deal only with the additive genetic variance (Var(gA )) and the narrow-sense heritability

(Var( gA )=Var(x)), as this is the component which we can estimate most easily and which

has been the focus of most previous work35.

2.6 Heritability estimation

Many methods have been developed for estimating heritability and genetic correlation. For

simplicity, we will here refer to these methods collectively as methods for heritability esti-

mation. Broadly, heritability estimation methods can be split into methods that use genetic

kinship (e.g. residual maximum likelihood; REML) and methods that use summary statistics

(e.g. LDSC). Kinship methods can be employed even in the absence of genotype informa-

tion, for example with pedigrees36. For large cohorts of mostly unrelated individuals|as are

common in biobanks and electronic health records|genotype data can be used to estimate

kinships, which can be used with phenotypic data in LMM to obtain heritability estimates34.

Kinship methods use individual-level data, which are problematic for several reasons.

First, such data are often legally protected health information, which cannot be shared

widely. Even when such data can be shared, their open sharing presents concerns about

privacy and safety to the individuals whose data are included. Individual-level genotype and
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phenotype data are very large, particularly for large cohorts like the UK Biobank. Accord-

ingly this requires signi�cant ongoing resources to facilitate storage and distribution, and it

requires researchers to employ considerable resources for data analysis. Finally, individual-

level methods are computationally expensive. For example, REML scales as the cube of sam-

ple size37, while methods that employ Markov chain Monte Carlo (MCMC) like BSLMM38

require expensive sampling to obtain estimates. Methods requiring individual-level data are

generally infeasible for computations involving hundreds of thousands of samples and thou-

sands of phenotypes, at least given the computing resources available in a typical academic

lab.

Summary-statistic methods have several advantages compared to individual-level meth-

ods. Speci�cally, summary statistics do not contain private health information about par-

ticipants and can be shared publicly. Methods that estimate heritability from summary

statistics can also be much faster than individual-level methods. LDSC was the �rst method

to estimate heritability using GWAS summary statistics39. LDSC assumes a polygenic ge-

netic architecture, positing that variants which tag more genetic variants will capture a

greater portion of heritability. LDSC is fast to compute (less than 30 seconds under typi-

cal conditions on a laptop, in our anecdotal experience), can estimate both heritability and

genetic correlation, and requires only GWAS summary statistics, making it appropriate for

large-scale estimation. More recent methods have been developed which extend the LDSC

approach, including MQS40, SumHer41, and HEELS42. Unlike LDSC and MQS, SumHer

can estimate heritability using an arbitrary heritability model. In particular, the authors

of SumHer propose using the LDAK model, in which each SNP is expected to contribute

to heritability di�erently, on the basis of its minor allele frequency and local levels of LD41.

We will primarily deal with SumHer for the remainder of this work, on account of its fast

computation speed and lack of dependence on an LD matrix.

In our current work, we need to estimate a genetic covariance matrix. As pointed out
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by Li et al.43, independently estimating the heritability and pairwise genetic correlation of

every phenotype will not necessarily produce a positive de�nite genetic covariance matrix.

Optimizing the heritability of a linear combination of phenotypes using poor estimates within

the optimization may lead to errors, non-convergence, or instability. Li et al. describe MRR,

a multivariate ridge regression method for estimating the heritability of a linear combination

of phenotypes43. Unfortunately, this procedure is infeasible given our computing resources,

as it requires inverting ann � n matrix, where n is the study sample size.

For the purposes of estimating a genetic covariance matrix across thousands of phenotypes

using genotype data from the UK Biobank, the most feasible approach therefore involves

GWAS and summary-statistic-based heritability estimation methods like SumHer, paired

with careful selection of estimates based on quality. As further validation of this approach,

consider the Pan-UK Biobank project44. This project computed ancestry-speci�c GWAS and

heritability estimates for thousands of phenotypes using data from the UK Biobank. Two

main methods of heritability estimation were used, LDSC and a genotype-based method

(Randomized Haseman-Elston regression). Ancestry-speci�c LDSC heritability estimates

were released for all phenotypes, while only a small subset of phenotypes had genotype-based

heritability estimates released in the European ancestry cohort|by far the largest group

within the UK Biobank. To explain, the Pan-UK Biobank team cites the large computational

costs to genotype-based heritability estimation as the reason for why no more phenotypes

were included44.

2.7 Combinations of phenotypes

Both methods we present here deal with linear combinations of phenotypes. This topic has

been explored previously by a number of researchers. Early work considered how researchers

might optimally combine a set of disease-relevant measurements on study subjects. Given
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many measurements, individual studies (e.g. GWAS, linkage analysis) of each measurement

would introduce the need for multiple testing correction, reducing the power of the overall

study.

Alternatively, researchers could combine measurements into one or a few maximally in-

formative phenotype de�nitions. As di�erent measurements may provide non-overlapping

information about a phenotypic state, an ideal method would carefully integrate the various

sources of information to boost study power. For example, the top few principal components

can be used to summarize a set of related measurements6,45,46.

An important class of methods developed within this general framework seeks to boost

the genetic signal of a combination. Ott and Rabinowitz introduced a method that creates

maximally heritable, orthogonal linear combinations of measurements4. Their method relies

on family- and individual-speci�c covariance matrices to compute the principal components

of heritability. Several subsequent methods have worked toward similar aims, including

FBAT-PC 7, PCHAT 47, MaxH5, and MHT-O48.

MaxH is an illustrative example of previous work, and it is closely related to the methods

introduced here. MaxH is a method for de�ning phenotypes (using a linear combination) to

maximize the power of GWAS. Compared with previous methods, MaxH optimizes a pheno-

type de�nition for its overall heritability, rather than re-�tting to optimize the heritability

at each genetic variant. In applying MaxH, the original study authors used GCTA49 to

estimate the genetic relatedness matrix from genotype data, then estimated the genetic and

phenotypic covariance matrices using maximum likelihood, implemented in Mendel50. To

optimize the heritability of a linear combination of phenotypes, MaxH performs an eigen-

decomposition on the matrixG1=2P � 1G1=2 (whereG and P are the genetic and phenotypic

covariance matrices, respectively), then picks the eigenvector corresponding to the largest

eigenvalue as the optimal coe�cient vector. Zhou et al. found that MaxH leads to greater

GWAS power compared to previous methods.
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2.8 Overview

In the chapters that follow, I describe two methodological contributions that seek to improve

the study of complex disease genetics.

Aim 1 describes and evaluates MaxGCP, a new statistical method for de�ning pheno-

types. As MaxGCP seeks to estimate an un-observable quantity{the genetic component of

a phenotype{we used two di�erent methods to determine its validity. First, we simulated

genotypes and phenotypes to evaluate how well our method can capture the true genetic ge-

netic signal underlying a complex phenotype. Second, to evaluate the method's performance

toward its stated goal, we compared the power of GWAS using phenotypes de�ned with

MaxGCP to naive phenotypes de�ned by single UK Biobank51 data �elds. This analysis

incorporated the results of Aim 2 to speed up the computation.

Aim 2 seeks to improve large-scale GWASs themselves. Speci�cally, we describe an ap-

proximation to GWAS using a linear combination of phenotypes and implement the method

in code. This tool has two main applications: to increase the speed of pan-biobank GWAS

and to approximate GWAS for new phenotype de�nitions using pan-biobank GWAS re-

sults. To verify the correctness of our derivation and our implementation, we compared

direct regressions to indirect regressions, anticipating that these will produce identical re-

sults. Brie
y, a direct regression �rst evaluates a projected phenotype at the individual

level, then regresses it against the genotypes, while an indirect regression regresses each fea-

ture phenotype against the genotypes, and then computes the association statistics for the

projected phenotype using the projection coe�cients. To evaluate whether Indirect GWAS

can increase the speed of pan-biobank GWAS, we compared the runtime of our method to

existing methods using real data under a variety of realistic conditions. We tested whether

our method can generate GWAS results for new phenotypes using only summary statistics

as inputs by attempting to do so using real data. As the performance of our method depends
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on a variety of factors, we additionally evaluated whether the phenotypic �t quality predicts

the degree of �t between GWAS summary statistics, �nding a strong relationship between

the two.
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Chapter 3

MaxGCP

The present work seeks to boost the power of GWAS by prioritizing the genetic component

of a phenotype de�nition. Increasing the heritability of a phenotype de�nition prioritizes the

genetic signal and can increase the power of GWAS5. A phenotype de�nition that prioritizes

genetic signal will maximize heritability5. Since we are interested in applying this method

to GWAS|a type of study that deals with a speci�c phenotype of interest|we seek to

maximize not just generic genetic signal but the speci�c genetic covariance between our

de�nition and the phenotype of interest.

To simplify this work, we focus on linear combinations of feature phenotypes. We term

such linear combinations as projections or indices, in reference to Smith's genetic selection

index, which takes similar form52. Smith's 1936 exposition of this index is also the �rst

publication providing the heritability and genetic covariance of a linear combination of phe-

notypes. A brief overview of these relations follows.

De�ne an index (y) as a linear combination of (feature) phenotypes (x1, ..., xm ), where

� is an arbitrary coe�cient vector.

y = x | �

Denote the genetic and phenotypic covariance matrices of the feature phenotypes asG and
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P, respectively (i.e.Gi;j = Cov( gx i ; gx j ) and Pi;j = Cov( x i ; x j )). Denote the vector of genetic

covariances betweenz and each feature phenotype asv (i.e. vi = Cov( gx i ; z)). Using this

notation, the de�nitions of heritability, genetic correlation, and coheritability are as follows:

h2(x | � ) =
� | G�
� | P�

(3.1)

rg(z;x | � ) =
� | v

p
Var(gz) � | G�

(3.2)

h2
c(z;x | � ) =

� | v
p

Var(z) � | P�
(3.3)

3.1 Coheritability optimization

To boost the genetic signal of an index, we seek to amplify genetic covariance while min-

imizing phenotypic variance. Coheritability is the appropriate objective for this task, as

it is proportional to genetic covariance and inversely proportional to phenotypic variance.

Fortunately, coheritability can be optimized directly, as we will show below. However, co-

heritability is not the most interpretable metric for summarizing an index relative to a

phenotype, because it is not on a standard scale. Instead, coheritability is bounded by the

positive and negative heritability of the phenotype, meaning that index coheritabilities are

not directly comparable to one another across phenotypes. A more useful summary for com-

paring indices is of our own creation,j h2(y) � 1 j + j rg(z; y) � 1 j, which we term the genetic

loss. The genetic loss is precisely zero wheny is equal to the genetic component ofz (gz),

and it has a maximum value of 2. We use the genetic loss as a convenient quanti�cation of

the extent to which an index capturesgz.

We seek to �nd �̂ that maximizes the coheritability betweeny and z.

�̂ = argmax� h2
c(x | �; z ) (3.4)
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Note that the coheritability does not change based on a scaling of� . Accordingly, we can

require that � be scaled so that the resulting index has unit variance. This allows us to

simplify the problem to the following:

maximize� � | v

subject to � | P� = 1

This can be solved using a Lagrange multiplier approach. We'll de�ne the Lagrangian

function and take it's gradient.

L = � | v � � (� | P� � 1)

r � L = v � 2� P�

r � L = � | P� � 1

We set the gradient equal to zero and solve.

P �̂ =
v
2�

Applying the constraint, we can �nd � :

1 = �̂ | P�̂ =
�̂ | v
2�

) � =
�̂ | v

2

This allows us to rewrite the gradient equation:

P �̂ =
v

�̂ | v

The matrix P is positive de�nite and can be inverted. We scale the result to ensure the
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index has unit variance, and obtain the solution as follows:

�̂ =
P � 1v

p
v | P � 1v

: (3.5)

To summarize, a set of coe�cients�̂ that maximize the coheritability betweenx | � and an

arbitrary phenotype z can be determined by solving the linear systemP� = v and scaling

the resulting coe�cients by
p

� | P� . Linear solvers such as those in LAPACK have been

extensively optimized, meaning that MaxGCP can be �t very quickly, even for very large

datasets.

3.2 Implementation

As shown above, MaxGCP is a straightforward operation that can be computed by libraries

in nearly every programming language. We implemented this in a Python package53 in

order to pair the method with related functionality. Speci�cally, we added summarization

functions that compute the heritability, genetic correlation, coheritability, and genetic loss

given �tted coe�cients, using Equations 3.1, 3.2, and 3.3.

We also added functions to optimize a phenotype de�nition according to its heritability or

genetic correlation, rather than its coheritability. These functions mirror previous methods

such as MaxH, which optimized heritability5. For the purposes of this dissertation, however,

optimizing coheritability is the desired behavior.

We also implemented MaxGCP to �t every phenotype in a dataset at once. We �nd the

matrix B that solvesPB = G, whereG and P are the genetic and phenotypic covariance

matrices for a set of phenotypes, respectively. Our implementation uses NumPy, which calls

optimized LAPACK functions for all of these computations. This is a very fast method, able

to �t thousands of phenotypes in milliseconds on a laptop.
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3.3 Input data collection

MaxGCP requires two inputs: genetic and phenotypic covariance matrices. Phenotypic

covariance matrices can be computed easily in a number of di�erent ways. First, they

are trivially computed as the empirical covariance given individual-level phenotype data.

Phenotypic covariances are also non-private summary statistics which can be shared freely,

as done by the Pan-UKBB44. Second, phenotypic covariances can be estimated from LDSC

summary statistics54,55, which can also be shared freely.

Genetic covariances matrices are more tricky to compute. Some previous methods have

sought to estimateG in its entirety, automatically ensuring positive de�nite-ness. For exam-

ple, Tyrisev•a et al. estimated the genetic covariance matrix for a set of 25 phenotypes using

REML 56. Such methods produce genetic and phenotypic covariance matrices that satisfy

relevant theoretical properties. However, these methods are computationally expensive with

respect both to sample size and the number of phenotypes. Moreover, such methods are

generally not immune to producing overdispersed eigenvalues of the covariance matrix (i.e.

largest values are too large, smallest are too small)57.

An alternative is to estimate each element of the genetic covariance matrix separately.

A variety of pairwise methods can be used, such as REML, Haseman-Elston regression,

LDSC, or SumHer. Methods that use only summary statistics, such as LDSC or SumHer,

are computationally e�cient, though less precise compared to methods that use individual-

level data40. For large datasets such as the UK Biobank, where thousands of phenotypes

and hundreds of thousands of samples are available, the increased computational speed of

summary-statistics methods is an overwhelming advantage. Accordingly, we used SumHer

to construct every real-data genetic covariance matrix in this work.

Despite the computational e�ciency of summary-statistic methods, we still encountered

unacceptable computational requirements. In previous validations, we constructed genetic
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covariance matrices across thousands of phenotypes. This computation proved to be infea-

sibly expensive given the resources at our disposal, despite our parallelizing the analysis.

LDAK/SumHer has an e�cient implementation in C. However, a number of computations

are repeated for each estimation, such as aligning variants and processing the tag �le. While

pro�ling the execution of SumHer, we discovered that these repeated computations repre-

sented a major fraction of computation time. As LDAK is free software, we were able to

develop a wrapper around the SumHer components of LDAK58. Our wrapper is optimized

for parallel computations and massively increased computation speed. It reduced computa-

tion time for a full genetic covariance matrix (2,616 phenotypes, 1.1 million variants) from

an estimated 50 days to roughly 70 hours.

3.3.1 Handling missing estimates

Having overcome the computational challenge of constructing a genetic covariance matrix,

we were left with the fundamental challenge of pairwise analyses|the matrices produced

are unlikely to satisfy the constraints that our model assumes, namely positive de�niteness

and heritabilities between zero and one43. MaxGCP is not compatible with missing inputs,

so we post-processed each matrix to satisfy these properties.

Naively dropping all phenotypes with any missing genetic covariances estimates is un-

necessarily restrictive. Instead, we considered maintaining the largest possible number of

phenotypes with valid estimates. This is equivalent to taking the largest clique (complete

subgraph) of a graph in which all phenotypes with valid heritability estimates become nodes,

and all valid pairwise genetic covariance estimates become edges. Unfortunately, identifying

the largest clique in a graph is challenging1. We found an e�cient parallel approximate solver

for this task in pmc, a command-line tool written in C++60, that makes this step reasonably

fast in all analyses we have conducted.

1This problem is one of Karp's 21 NP-complete problems59.
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3.3.2 Matrix bending

Having constructed a genetic covariance matrix without any missing values, we still face the

possibility that the genetic covariance matrix is not positive de�nite. Transforming matrices

to the nearest positive de�nite matrix is a well-studied problem in numerical linear algebra.

Hayes and Hill introduced matrix bending, which involves modifying the eigenvalues of a

matrix to make it positive de�nite 61. In their procedure, a scaled identity matrix is added to

the P � 1G, ensuring that the result is positive de�nite. Subsequent methods added scaling

factors62, applied REML63, and directly modi�ed eigenvalues64.

Building upon previous approaches, we developed a simple, e�cient method for bend-

ing the genetic covariance matrix to ensure both that it is positive de�nite and that all

possible linear combinations have in-bounds heritabilities. Importantly, and unlike previous

methods, our method incorporates both the phenotypic covariance matrix and the matrix of

estimated genetic covariance standard errors, ensuring that less precise estimates are prefer-

entially adjusted. Our method uses aspects of previous methods due to Jorjani et al. (direct

manipulation of eigenvalues)62, Meyer and Kirkpatrick (transformation involving genetic and

phenotypic covariance matrices)63, and Nilforooshan (iterative, weighted transformation)64.

A brief overview follows.

Given estimated genetic covariance matrixG, a matrix of corresponding standard errors

(or other uncertainty measurements)S, and a phenotypic covariance matrixP, we �nd a

transformed matrix ~G such that 8� , 0 � � | ~G� � � | P� . To do so, we compute the Cholesky

decomposition ofP = LL | , invert this to obtain T = L � 1, then scaleG as G � = TGT | .

We scale the standard errors to unit maximum,S� = S=max(S). Next, we compute the

eigendecomposition ofG � = Q�Q � 1, then set all eigenvalues below zero to a small value

(e.g. 10� 5) and all eigenvalues above one to one minus this small value. Denote the modi�ed

eigenvalue diagonal matrix as� � . Now, we updateG �  (I � S� ) 
 G � + S� 
 Q� � Q � 1.

This procedure is repeated until all eigenvalues ofG � are between zero and one. Finally, we
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invert the previous transformation to obtain the bent matrix ~G = LG � L | .

Intuitively, this method iteratively shifts the matrix closer to a positive de�nite version

of itself. By weighting each change according to the corresponding standard error, it ensures

that more precise estimates will not move as much as less precise estimates. I implemented

this procedure in a simple Python package (pymbend) to facilitate easy reuse65. Compared

to mbend64, which in
uenced this method, pymbend is vastly more e�cient (> 38x faster for

a 500x500 matrix), which is particularly noticeable for large matrices.

3.4 Summary of the method

MaxGCP is applied somewhat di�erently depending on whether the data are real or simu-

lated. The overall pipeline is as follows:

1. Compute the (covariate-adjusted) phenotypic covariance matrix

2. Compute the genetic covariance matrix

Real data: 1. Perform GWAS on all phenotypes (e.g. Plink2). 2. Compute estimates

of heritability and genetic correlation for and between all phenotypes and pairs

of phenotypes (e.g. via SumHer through our wrappersumher rs ).

Simulated data: Estimate all heritabilities and pairwise genetic correlations using

individual-level methods (e.g. REML, HE regression, if appropriate for the given

simulation), or using the simulated genetic components of each phenotype.

3. Keep the largest clique of phenotypes with valid pairwise genetic covariance estimates

(e.g. via pmc).

4. Bend the resulting matrix using the phenotypic covariance, genetic covariance, and

genetic covariance standard errors (e.g. using our packagepymbend).
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5. Fit MaxGCP phenotypes to the genetic and phenotypic covariance matrices (e.g. using

our packagemaxgcp).

Overall, MaxGCP is a straightforward method that can be applied to any dataset with

genetic and phenotypic covariance estimates. Fitting a MaxGCP model itself very fast, even

for very large datasets, though constructing the genetic covariance matrix can be computa-

tionally expensive.

3.5 Simulation study

MaxGCP seeks to boost the causal genetic signal in a phenotype de�nition. Because causal

genetic signal cannot be quanti�ed directly in real data, we �rst evaluated MaxGCP in a

simulation where all causality can be controlled and observed.

3.5.1 Data generation

Realistic e�ect sizes and correlations among phenotypes are essential for evaluating MaxGCP.

The PhenotypeSimulator R package66 is designed for this purpose, and it can simulate phe-

notypes using real genetic data. We used this package to generate phenotypes with known

e�ect sizes and correlations. To construct the cohort for this simulation, we randomly sam-

pled 10,000 (White British, QC-passing) individuals and 100,000 (imputed, HapMap3, QC-

passing) variants from the UK Biobank.

PhenotypeSimulator has many tunable parameters that control the genetic and pheno-

typic properties of the simulated phenotypes. Heritability, genetic correlation, and phe-

notypic correlation were the only relevant parameters for this study. We took a two-step

approach to setting these parameters. First, we picked two sets of values that we believed to

be realistic. Second, to evaluate the sensitivity of our results to these choices, we individually

varied each parameter while keeping the others constant at realistic values.
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To determine realistic settings for these parameters, we estimated the heritability, genetic

correlation, and phenotypic correlation of real diseases in the UK Biobank. For convenience,

we used only the 20 most common ICD-10 codes in our QC-passing White British cohort.

Heritability and genetic correlation were estimated using SumHer41, and phenotypic correla-

tion was estimated using the Pearson correlation coe�cient. SumHer uses GWAS summary

statistics, so we �rst performed GWAS on the 20 ICD-10 codes using Plink 267, with adjust-

ment for age, sex, and 10 genetic principal components. We followed the advice of Speed

and Balding41 to estimate heritability with the BLD-LDAK model and genetic correlation

with the LDAK-Thin model. As a �nal QC step, and to match the QC steps used later in

this study, we removed all estimates that were outside the range of possible true values (i.e.

heritability outside [0, 1] and genetic correlation outside [-1, 1]).

After estimating these values in real data and performing QC on the results, we found that

the median heritability was 0.05, the median genetic correlation was 0.49, and the median

phenotypic correlation was 0.10. We sought to simulate phenotypes that approximately

matched these values. PhenotypeSimulator input parameters de�ne distributions, not the

actual values of the resulting phenotypes. Accordingly, we adjusted the PhenotypeSimulator

parameters so that the correlations match (Figure 3.5.1). We set heritability to 0.01, genetic

correlation to 0.5, and phenotypic correlation to 0.0.

This simulation resulted in individual-level genotypes, phenotypes, and phenotypic ge-

netic components. The format and structure of these data are very similar to real data,

with a few notable exceptions. First, the simulated variant e�ect sizes are independent of

one another, and there is no relationship between variant e�ect size and LD. This means

that LDSC-like methods for heritability estimation are inapplicable. Second we did not gen-

erate any covariates or confounders, as they are not relevant to the current analysis. Our

simulation is intentionally much smaller than the UK Biobank dataset, with fewer variants,

samples, and phenotypes. Our goal was not to recreate the UK Biobank in simulation, but
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Figure 3.5.1: Distributions of heritability and correlation in real and simulated
data Shown is a comparison between simulation and the 20 most common ICD-10 codes in
the UK Biobank, in terms of heritability, genetic correlation, and phenotypic correlation. The
simulated phenotypes were generated using PhenotypeSimulator with expected heritability
0.01, genetic correlation 0.5, and phenotypic correlation 0. These simulation parameters
were chosen so that the resulting simulation is similar or more conservative than the real
data shown.

to evaluate the feasibility of MaxGCP, the correctness of our de�nitions, derivation, and

implementation, and whether MaxGCP achieves its aims.

We simulated phenotypes with these settings and computed the actual heritability, ge-

netic correlation, and phenotypic correlations. The distributions of these values showed

good correspondence to their distributions in real data (Figure 3.5.1). MaxGCP depends on

correlations and genetic signal to function, so it is expected to perform better with larger

values of these parameters. We set the values of the simulation parameters conservatively, so

that the resulting distributions have similar or smaller means than we observe in real data.

Overall, these results suggest that the simulation is reasonably similar to real data, albeit

with known genetic e�ects.
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3.5.2 Other phenotype de�nitions

Our ultimate goal with MaxGCP is to evaluate real, binary phenotypes, such as complex

diseases, but PhenotypeSimulator produces quantitative phenotypes. Additionally, while

missingness is prevalent in real data, the simulated phenotypes are complete. To make

the simulation more realistic, we generated two additional phenotypes|one binary and one

binary with missingness|for each simulated phenotype. This resulted in a total of four phe-

notype de�nitions for each simulated phenotype: the simulated quantitative phenotype itself

(\liability"), the binarized phenotype (\binary"), the binarized phenotype with missingness

(\naive"), and the quantitative genetic component (\genetic component").

Missingness is a challenging problem for disease research. Quantitative phenotypes can

only be missing explicitly. For example, an individual's blood pressure reading is either a

number or missing, but it cannot be missing implicitly. Binary phenotypes, on the other

hand, can be missing implicitly. For example, an individual could have several diagnosis

codes but not have a diagnosis recorded for a disease they actually have. Since binary

phenotypes naively de�ne the absence of a code as the absence of the disease, missingness

results in cases being falsely labeled as controls.

Unlike heritability or phenotypic correlation, missingness is generally impossible to eval-

uate in real data, so we cannot directly evaluate whether our simulation is realistic. As we

had to pick a value, we arbitrarily set the degree of missingness to 10%, meaning that 10%

of true cases were randomly set to controls. The degree of missingness became a parameter

in our simulation, which we later varied to evaluate the sensitivity of MaxGCP to various

degrees of missingness.

Finally, we included an optimal linear phenotype de�nition, computed by directly regress-

ing phenotypes on the genetic component. MaxGCP optimizes coheritability, which should,

theoretically, perform the same optimization. However, MaxGCP is much more constrained

than the optimal method, as it can only use summary statistics (genetic and phenotypic
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covariances), whereas the optimal method has full access to the genetic components. The

optimal method is only possible in simulation, where the genetic components are known.

We include it to evaluate how well a linear combination of features could possibly perform

in a given simulation. In other words, it represents a more realistic upper bound on perfor-

mance than the genetic component itself, which may be only imperfectly approximated by

the phenotypes.

3.5.3 Covariance matrix estimation

MaxGCP is �t on genetic and phenotypic covariance matrices. In simulation as in real

data, the phenotypic covariance matrix can be computed directly from the phenotypes.

Conversely, the genetic covariance matrix cannot be estimated using methods that work in

real data, such as LDSC, because the simulated variant e�ect sizes do not depend on LD.

Instead, we computed the genetic covariance matrix directly as the empirical covariance of

the phenotypic genetic components. This matrix cannot be observed outside simulation, but

represents the genetic covariance matrix that could be estimated by a perfect heritability

estimation method.

Real genetic covariance estimates are noisy. To simulate such noisy estimates, we added

random noise directly to the genetic covariance matrix. Elements of the genetic covariance

matrix have very di�erent values, so we added noise multiplicatively, rather than additively.

We arbitrarily set the variance of the noise to 0.05, meaning that the noise was 5% of the

true genetic covariance matrix. The variance of this noise became an additional parameter

in our simulation, which we varied to evaluate the sensitivity of MaxGCP to the quality of

the genetic covariance matrix.
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3.5.4 MaxGCP phenotypes

We �t two MaxGCP models for every simulated phenotype. The �rst model (\MaxGCP

(optimal)") was �t to the exact genetic covariance matrix, while the second (\MaxGCP

(noisy)") was �t to the noisy genetic covariance matrix. We included both models because,

together, they represent a realistic upper and lower bound on performance, where the di�er-

entiating factor is the quality of estimates in the genetic covariance matrix. The phenotypic

covariance matrix input to both models was the same|the empirical covariance matrix of

the binarized phenotypes with missingness.

There are two important ways to quantify whether MaxGCP strengthens the genetic

signal in a phenotype de�nition. First, as MaxGCP explicitly maximizes the coheritability

of the phenotype with its target, this coheritability itself should be higher for MaxGCP

phenotypes than for naive phenotypes. Since the coheritability of a phenotype with itself is

its heritability, we included naive phenotype heritabilities as a baseline upon which MaxGCP

seeks to improve. This comparison is a direct measure of how well MaxGCP achieves its goal

of boosting the genetic signal in a phenotype. Since MaxGCP both targets and is compared

to the naive phenotype here, it cannot gain coheritability by increasing its genetic covariance

with the naive phenotype. Instead, the only way to improve coheritability beyond the naive

phenotype is to decrease the phenotypic variance, e�ectively subtracting environmental noise

while maintaining a high level of genetic covariance.

Second, because coheritability is on an arbitrary scale that depends on the phenotypic

variances involved, we also evaluated the genetic loss of the phenotypes, or the sum of the

absolute di�erences between the heritability and genetic correlation from 1. Compared to

coheritability, the genetic loss is a more interpretable measure of how well MaxGCP captures

the genetic signal in a phenotype.

Figure 3.5.2 shows the results of this analysis. Compared to naive phenotype de�nitions,

MaxGCP phenotypes had greater coheritability and lower genetic loss. However, while the
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Figure 3.5.2:MaxGCP increases coheritability and reduces genetic loss. Shown is a
comparison of three methods for de�ning phenotypes in simulated data. Naive refers to the
binarized phenotype with missingness. MaxGCP (noisy) refers to a MaxGCP phenotype �t
to a noisy covariance matrix (variance = 0.05). MaxGCP (optimal) is, by contrast, �t on a
noiseless covariance matrix, equivalent to one produced by a perfect heritability estimation
method. The improvement due to MaxGCP is less apparent in coheritability than in genetic
loss because coheritability values are not on the same scale.

distributions of coheritabilities and genetic losses for MaxGCP phenotypes shifted towards

better performance, there was still substantial overlap with the naive phenotypes, and there

were numerous phenotypes with worse performance compared to the naive de�nitions. Of

note, the evaluation metrics here are the true values, not the noisy estimates that would

be computed when �tting MaxGCP. Because the noisy genetic covariance matrix is not

necessarily positive de�nite, the noisy estimates can be out of bounds. Conversely, the true

values are always in bounds and are therefore a more reliable measure of performance.

3.5.5 Consistency check

MaxGCP depends on strong correlations between direct and indirect estimates of coheri-

tability. Direct estimates are computed using heritability estimation methods, while indirect
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Figure 3.5.3: Comparison of true vs indirect coheritability estimates Estimated
coheritability refers to the indirect coheritability computed using Equation 3.1. Shown is
the excellent correlation between direct and indirect coheritability estimates.

estimates are computed with projection coe�cients and the genetic and phenotypic covari-

ance matrices (Equation 3.1). Speci�cally, since MaxGCP maximizes coheritability, only

proportionality is needed. We evaluated how well this assumption holds by comparing indi-

rect coheritability estimates to their true values in the simulation (Figure 3.5.3). While the

actual values are far from unity, the indirect estimates are highly correlated with the true

values (Pearson correlation> 0:95), indicating that our assumptions are satis�ed in these

data. This indicates that maximizing the indirect coheritability should maximize the direct

coheritability as well.

3.5.6 GWAS power evaluation

The goal of MaxGCP is to improve the accuracy of GWAS. To evaluate this, we performed

GWAS and compared variants identi�ed by each method to ground truth associations. Here,

ground truth associations are de�ned as variants which have a non-zero true e�ect size and

which were associated withp < 0:05 in a GWAS on the genetic component. The genetic

component is simply a linear combination of the variants and their e�ect sizes, so requiring

detectable associations in this GWAS ensures that only variants which could be identi�ed by
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a theoretically optimal method are included for evaluation. Negatives are similarly de�ned

as variants which have zero true e�ect and which were not associated withp < 0:05 in

the GWAS on the genetic component. The latter �lter is necessary to ensure that variants

which have no true e�ect but are associated by chance are also excluded from the evaluation.

Throughout this comparison, we used a signi�cance threshold of 0.05 to de�ne associations.

This threshold would not be appropriate for identifying associated variants in real data.

In the present comparison, though, the signi�cance threshold is arbitrary. We used a larger

threshold because it results in more variant associations and allows more reliable performance

evaluation.

We compared seven di�erent methods for de�ning phenotypes: the simulated quantita-

tive phenotype, the binarized phenotype, the binarized phenotype with missingness (here

called naive), the genetic component, the optimal linear combination, and two MaxGCP

phenotypes, noisy and optimal. We performed GWAS on each of these phenotypes and

compared the results to the ground truth associations.

Because the genetic component GWASs were used to de�ne ground truth, their per-

formance in every metric is perfect. This is by design, as the genetic component is the

theoretically optimal phenotype de�nition. The optimal linear phenotype performed second

best, and best among all linear combination methods. This result was expected, given that

it represents the theoretically optimal linear combination of phenotypes for this task.

Of the remaining phenotypes in this comparison, only naive and MaxGCP can be applied

in real data. The optimal MaxGCP phenotype outperformed the noisy MaxGCP and naive

phenotypes in all metrics. The noisy MaxGCP phenotype outperformed the naive phenotype

in terms of F1 and sensitivity, but it lagged in speci�city. With the exception of speci�city,

the naive phenotype was generally the worst performing method. Finally, the liability and

binarized phenotypes performed better than the naive phenotype (binarized with missing-

ness) in all metrics. This was an expected result, as the naive phenotype is nothing but
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Figure 3.5.4:GWAS performance of various phenotyping methods Shown are GWAS
performance metrics for seven methods to de�ne phenotypes in simulated data. Only naive
and MaxGCP can be used in real data. These are indicated by the white strip through the
middle of the plot. MaxGCP noisy and optimal provide bounds of reasonable performance,
with the di�erence being the quality of genetic covariance estimates. Performance metrics
are computed using a p-value cuto� of 0.05 to declare variants as positive or negative, and
associations are compared to those correctly identi�ed by the genetic component GWAS.

these phenotypes with varying degrees of noise added.

Overall, these results suggest that MaxGCP can improve the accuracy of GWAS, but the

degree of this improvement depends on the quality of inputs used. When excellent estimates

of genetic covariance are used, MaxGCP performs nearly optimally. However, when poor

estimates are used, MaxGCP performs equivalently or even worse than naive phenotypes.

The previous comparison, though repeated with 50 phenotypes over 100 replicates, rep-

Method Sensitivity Speci�city Precision F1 AUROC
Genetic component 1.00 1.00 1.00 1.00 1.00
Optimal linear 0.72 0.96 0.92 0.81 0.93
MaxGCP (optimal) 0.69 0.96 0.92 0.79 0.91
MaxGCP (noisy) 0.47 0.94 0.84 0.60 0.82
Naive 0.28 0.96 0.80 0.41 0.72
Binary 0.37 0.96 0.85 0.52 0.79
Liability 0.55 0.96 0.91 0.68 0.89

Table 3.5.1: GWAS performance of each phenotype de�nition. Each reported metric
is the median of per-phenotype values. A p-value cuto� of 0.05 was used to declare variants as
predicted positives or negatives, and associations were compared to those correctly identi�ed
by the genetic component GWAS, making it perform perfectly by construction.
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resents a single setting of the simulation parameters. Heritability, genetic correlation, phe-

notypic correlation, missingness, and noise in the genetic covariance matrix were all set to

ostensibly realistic values in this comparison. However, these are not guaranteed to be re-

alistic in practice. To gain a more complete view of performance as a function of these

parameters, we repeated this entire analysis while we varied each parameter individually,

keeping the others constant at realistic values (Figure 3.5.5). We used between �ve and ten

di�erent intermediate values for each parameter and used a generalized additive model to

interpolate a smoothed curve between them.

Several of the previous phenotypes were excluded from this sensitivity analysis, as they

were not a�ected by the parameters being varied. We retained only the naive and MaxGCP

phenotypes, as these are the only methods that can be applied in real data, though we still

include the genetic component in each plot to demarcate perfect performance.

The results of this sensitivity analysis were consistent with the previous comparison.

MaxGCP generally outperformed the naive phenotype, but the degree of improvement de-

pended on the quality of the inputs. When excellent estimates of genetic covariance were

used, MaxGCP performed nearly optimally. In general, MaxGCP was more sensitive and

less speci�c than the naive phenotype, and noise in the genetic covariance matrix uniformly

degraded performance, no matter the evaluation metric.

3.6 Real data evaluation

Having demonstrated that MaxGCP improves GWAS estimates in simulated data, the next

step was to evaluate the method in real data. Compared to simulations, real data evaluations

are much more challenging, because the true underlying genetic architecture is unknown. In

short, while MaxGCP phenotypes can be used in GWAS to identify associated variants, it

remains challenging to determine whether the associated variants are correct. Increasing
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Figure 3.5.5:Sensitivity of GWAS performance to simulation parameters Shown are
marginal variations of parameters while all others are held constant at the realistic values.
Each simulation parameter setting was simulated across 50 phenotypes and 100 replicates.
GWAS performance was evaluated as before, relative both to true causality and the genetic
component GWAS.
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the number of GWAS hits is not, in itself, a su�cient evaluation, because only hits for the

speci�c phenotype of interest are desired.

We developed MaxGCP with the goal of increasing the sensitivity of GWAS. A more

powerful GWAS can identify more associated variants, but it can also identify more false

positives. Thus, the challenge in evaluating MaxGCP is to determine whether the increased

sensitivity is due to true associations or to false positives. Selecting reference data is an

important challenge to evaluations in real data. The UK Biobank data are included in many

modern GWAS and meta-analyses, but as these are our source/training data, they are not

suitable for evaluation. Subsampling the UK Biobank data is also not ideal, as high-quality

reference phenotype de�nitions are needed to evaluate the method.

3.6.1 Reference GWAS

To address this challenge, we used two large GWAS as references: MEGASTROKE68, a study

of �ve stroke types and the International Genomics of Alzheimer's Project (IGAP) GWAS69.

For MEGASTROKE, we used only results from the European ancestry cohort, excluding

data from Biobank Japan and other non-European cohorts. Within this cohort, there were

�ve stroke phenotypes de�ned: any stroke (N=40,585), any ischemic stroke (N=34,217),

large-artery atherosclerotic stroke (N=4,373), cardioembolic stroke (N=7,193), and stroke

caused by small-vessel disease (N=5,386). The MEGASTROKE European ancestry cohort

included 407,111 controls, and it included data from 17 di�erent studies. The IGAP GWAS

included data from 17,008 Alzheimer's cases and 37,154 controls, all of European ancestry.

Neither study included data from the UK Biobank. Both studies used clinician-adjudicated

phenotypes, which are much more reliable than single instances of diagnosis codes from

medical records. As such, they are both suitable references for this study.
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3.6.2 Data processing

To begin, we selected a cohort using only White British individuals to reduce the e�ects

of population structure on our analysis. Next, we removed individuals whose data were


agged for various reasons as being potentially 
awed or erroneous. Speci�cally, we removed

individuals whose genetic sex was mismatched with their self-reported sex, individuals who

were outliers for heterozygosity or missingness (de�ned by the UK Biobank using the outlier

detection algorithm, abberant70), individuals with ten or more third degree relatives in the

UK Biobank, individuals with sex chromosome aneuploidy, and we restricted to individuals

used in the computation of genetic principal components by the UK Biobank. Finally, we

restricted to individuals with both binary and quantitative phenotype data available, as

described below.

We gathered phenotypic data for this cohort using both binary and quantitative pheno-

types. For binary phenotypes, we considered all International Statistical Classi�cation of

Diseases and Related Health Problems, 10th revision (ICD-10) codes. In the UK Biobank,

these can be obtained from six di�erent data �elds, and we included them all. These �elds

are hospital inpatient ICD-9 codes, hospital inpatient ICD-10 codes, self-reported non-cancer

illness codes, primary cause of death, secondary cause of death, and general practitioner out-

patient diagnoses. We used mappings provided by the UK Biobank to convert each coding

to ICD-10. Only codes with at least 100 observations were retained.

For quantitative phenotypes, we considered all quantitative data �elds and excluded

�elds that were not relevant to this study. Speci�cally, we chose �elds meeting the following

criteria: only �eld data (exclude all bulk data, e.g. imaging), unisex �elds only, only �elds

with continuous or integer values, only �elds with at least 75,000 samples (per the August

2023 UK Biobank data dictionary), no strictly genetic �elds (e.g. exclude genetic principal

components (PCs), exclude pre-computed polygenic scores), no �elds dealing with sample

quality control (QC) or calibration (e.g. genotyping batch, A�ymetrix QC metrics), no
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�elds dealing with home location (e.g. amount of tra�c around home location), and no

�elds dealing strictly with data collection (e.g. number of samples taken). We manually

�ltered �elds using these criteria.

Many �elds have both instance and array indices. Instances correspond to visits to the

UK Biobank assessment center. Array indices indicate that multiple measurements or values

result from a single investigation instance. We kept array indices as separate �elds, and took

the per-individual mean across instances for each �eld. Finally, we transformed all quanti-

tative phenotypes using the inverse rank normal transformation, leading to approximately

standard normal distributions. Applying the above QC and �ltering procedure resulted in

1378 quantitative phenotypes, 1238 binary phenotypes, and 342,350 samples. Because we

only used GWAS for heritability estimation and evaluation, we restricted to HapMap3 SNPs,

resulting in 1,166,145 SNPs in our �nal dataset.

As mentioned previously, MaxGCP's performance depends heavily on the quality of its

inputs, the genetic and phenotypic covariance matrices. In real data, the quality of genetic

covariance estimates is massively a�ected by sample size. In order to provide a comparison

between poor and good genetic covariance estimates, we conducted the analysis using both

a full cohort (referred to as N=350k for convenience) and a subset of the cohort (referred

to as N=15k for convenience). The exact numbers of samples in these cohorts were 342,350

(mentioned previously) and 14,944, respectively.

Because this comparison involves GWAS cohorts that are external to the UK Biobank,

we were limited to using summary statistic methods to compute genetic covariances. We

performed a GWAS on each phenotype using a standard linear regression (in the Plink

2 software67,71), treating both binary and continuous traits as continuous. Each GWAS

included the following covariates: age, sex, and the �rst ten genetic PCs (as computed by

the UK Biobank). While this GWAS method is sub-optimal compared to a whole-genome

regression approach, the reduced computation time of OLS makes this analysis feasible
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given our computing resources, and the genetic PC covariates do provide some adjustment

for population structure.

3.6.3 Results

Stroke comparison

We �t MaxGCP to the MEGASTROKE phenotype using genetic covariance estimates from

SumHer, as described previously. The feature phenotypic covariances were estimated using

individual-level phenotype data after adjusting for age, sex, and the �rst ten genetic prin-

cipal components, just as were included as covariates in the GWAS. Since MEGASTROKE

included �ve stroke phenotypes, we �t a separate MaxGCP model for each de�nition. After

applying QC �lters on the genetic covariance estimates, the large artery stroke phenotype

had no remaining feature phenotypes, and was excluded from further analysis.

Before running GWAS, we �rst examined the MaxGCP coe�cients and phenotype values

to ensure that the method was producing sensible results. MaxGCP coe�cients for the

remaining four stroke phenotypes and select top features are shown in Figure 3.6.1A. The

top features are related or known risk factors, including cerebral infarction itself (ICD-10

code I63), acute ischemic heart disease (code I24), and pulmonary heart diseases (I27). Since

binary feature phenotypes were not scaled, their coe�cients are not directly comparable to

continuous feature phenotypes. Nonetheless, the coe�cient heatmap indicates that MaxGCP

selects sensible features for the MEGASTROKE phenotype.

To gain a better sense of what in
uences MaxGCP coe�cients, we compared them to

genetic covariance estimates (Figure 3.6.2A). MaxGCP coe�cients for all four stroke types

had positive correlations exceeding 0.5 with the genetic covariance estimates. These results

indicate that, while MaxGCP prioritizes features with high genetic covariance, it is correctly

taking into account other factors, namely, the phenotypic covariances among features.
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Figure 3.6.1: Top MaxGCP coe�cients. Shown are �tted coe�cient values of the
MaxGCP model. The corresponding MaxGCP phenotypes are linear combinations of the
features with the shown coe�cients. Most features received essentially zero weight, so we
selectively visualize top coe�cients along with known risk factors to present an interpretable
view into MaxGCP.

Figure 3.6.2: Genetic covariance vs MaxGCP coe�cients. Each point represents a
single feature phenotype. The y-axis represents the coe�cient it received in the MaxGCP
phenotype, while the x-axis represents the estimated genetic correlation between the target
phenotype (i.e. stroke on the left, Alzheimer's on the right) and the feature phenotype.
Shown are the same features as in Figure 3.6.1 and Table 3.7.1.
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MaxGCP phenotypes should di�erentiate between cases and controls for the top features.

To visually evaluate this, we strati�ed MaxGCP phenotype values by top features (Figure

3.6.3). MaxGCP phenotypes with large coe�cients for top features indeed separate cases and

controls for top features. For example, pulmonary heart disease (I27) has a large coe�cient

for all four MaxGCP phenotypes, and all four phenotypes separate cases and controls for this

feature. Conversely, for example, acute ischemic heart disease (I24) has a small coe�cient

for small vessel stroke. Accordingly, the MaxGCP phenotype for small vessel stroke does

not separate cases and controls for acute ischemic heart disease. Overall, these results are in

line with expectations, suggesting that MaxGCP is correctly identifying relevant features.

Next we evaluated whether MaxGCP's GWAS results resemble those of top features or the

reference GWAS. Figure 3.6.4 shows summary statistics for four GWASs: MEGASTROKE's

any stroke phenotype, the corresponding MaxGCP phenotype, the corresponding naive phe-

notype de�nition (cerebral infarction, ICD-10 I63), and the top feature in the MaxGCP

phenotype (pulmonary heart diseases, I27). Overall, MaxGCP identi�ed variants with far

more extreme p-values than any of the other methods. It identi�ed six peaks with p-values

reaching 10� 20, while MEGASTROKE had only one peak exceeding 10� 12:5. Several of the

peaks in the MaxGCP GWAS clearly correspond to peaks in the MEGASTROKE and naive

phenotype GWASs. Overall, this comparison suggests that MaxGCP is not simply iden-

tifying obvious false positives by including other phenotypes, though it cannot adjudicate

whether associations are true or false.

After performing the above visual checks, we evaluated GWAS sensitivity and speci-

�city using the MEGASTROKE GWAS as the reference. Sensitivity and speci�city were

de�ned using two types of thresholds: a single p-value cuto� (\p-value") and target sen-

sitivity/speci�city (\�xed"). We �rst evaluated sensitivity and speci�city using a single

p-value cuto� (arbitrarily chosen as p < 0:05) to de�ne hits. Under this evaluation condi-

tion, MaxGCP improved sensitivity at the expense of speci�city for all stroke phenotypes
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Figure 3.6.3: Stroke MaxGCP strati�es top features. Each facet represents a top
feature, the coe�cients of which are shown in Figure 3.6.1. The y-axis represents the target
phenotype, which de�nes each of the four MaxGCP phenotypes shown. The x-axis shows
the value of the MaxGCP phenotype itself. Colors are used to distinguish between cases and
controls for the feature phenotype. For example, the top row in the top left facet has two
violins. The upper one gives the distribution of the \Any stroke" MaxGCP phenotype in
individuals who do not have a history of acute ischemic heart disease, while the lower violin
gives the distribution in individuals who do.
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Figure 3.6.4:Comparison of GWAS results for stroke phenotypes. The results of four
di�erent GWAS are shown. First is the target GWAS (the MEGASTRKOE \any stroke"
phenotype), which is used as the reference for evaluating the performance of other methods.
Second and third are the MaxGCP model and the naive phenotype, stroke. Fourth is a top
feature in the MaxGCP phenotype de�nition, pulmonary heart disease.
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(Figure 3.6.5a, Table 3.6.1). However, there is an inherent trade-o� between sensitivity and

speci�city. To compare the methods more directly, we evaluated sensitivity at a speci�city

of 90% and speci�city at a sensitivity of 10%. As before, these are arbitrary thresholds, but

they were chosen to ensure that enough hits were present to evaluate the method.

MaxGCP performed well in this evaluation, with the full-cohort version performing best

among all the methods for three of the four stroke types (Figure 3.6.5b, Table 3.5.1). It

achieved comparable (though slightly worse) performance to the naive phenotype de�nition

for small vessel stroke. In the subsampled cohort, however, MaxGCP underperfomed the

naive phenotype de�nition for all phenotypes and across both measures. These results further

highlight the importance of the genetic covariance matrix in MaxGCP's performance, as

genetic covariance estimates in the subsampled cohort will be worse than those made in the

full size dataset.

Overall, these results show that MaxGCP can improve GWAS sensitivity in real data.

They demonstrate that this improvement in sensitivity comes at the expense of reduced

speci�city. However, the �nal comparison of �xed thresholds shows that the gain in sensi-

tivity is substantial, outweighing the loss in speci�city when compared to naive phenotype

de�nitions.

Alzheimer's comparison

The Alzheimer's comparison was conducted in the same manner as the stroke comparison,

with the notable di�erence that the IGAP Alzheimer's GWAS included only one phenotype

de�nition. Genetic covariance estimates were made using GWAS summary statistics and

SumHer, and feature phenotypic covariances were estimated using individual-level phenotype

data.

Select MaxGCP coe�cients and top features are shown in Figures 3.6.1B and 3.6.6. The

MaxGCP phenotype for Alzheimer's disease had one major positive coe�cient, several minor
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Figure 3.6.5:GWAS performance for MEGASTROKE. Phenotype de�nitions are com-
pared in their ability to match variant associations with the MEGASTROKE GWASs. Four
phenotype de�nitions are compared, two MaxGCP and two naive. Each analysis was per-
formed in both the full and subsampled cohorts (N=350k and N=15k, respectively).A
Sensitivity and speci�city are evaluated using a single p-value threshold (p < 0:05). B Sen-
sitivity and speci�city are evaluated at 90% speci�city and 10% sensitivity, respectively.
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P-value Fixed

Target Cohort Phenotype Sens. Spec. Sens. Spec.
MaxGCP 0.120 0.910 0.130 0.929

N=350k
Naive 0.065 0.947 0.114 0.913
MaxGCP 0.055 0.947 0.101 0.901

Any stroke

N=15k
Naive 0.057 0.948 0.105 0.906
MaxGCP 0.120 0.911 0.132 0.931

N=350k
Naive 0.065 0.947 0.113 0.913
MaxGCP 0.054 0.948 0.104 0.904

Ischemic stroke

N=15k
Naive 0.057 0.948 0.105 0.905
MaxGCP 0.075 0.931 0.108 0.909

N=350k
Naive 0.059 0.947 0.107 0.906
MaxGCP 0.052 0.947 0.098 0.898

Cardioembolic stroke

N=15k
Naive 0.055 0.948 0.102 0.902
MaxGCP 0.083 0.924 0.109 0.909

N=350k
Naive 0.062 0.947 0.110 0.909
MaxGCP 0.061 0.944 0.104 0.904

Small vessel stroke

N=15k
Naive 0.060 0.948 0.108 0.908
MaxGCP 0.065 0.948 0.117 0.915

N=350k
Naive 0.059 0.950 0.115 0.914
MaxGCP 0.050 0.950 0.102 0.902

Alzheimer's

N=15k
Naive 0.053 0.950 0.104 0.904

Table 3.6.1: GWAS performance in real data. \P-value" results were computed by
applying a p-value threshold of 0.05. \Fixed" results were computed by applying a �xed
threshold to one metric (either 90% speci�city or 10% sensitivity) and evaluating performance
in the other. In both cases, predicted associations were compared to those made in the
corresponding target GWAS (MEGASTROKE or IGAP). These values are the same as
shown in Figure 3.6.5.
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positive coe�cients, and a few major negative coe�cients 3.7.1. Compared to the stroke

results, the Alzheimer's phenotype de�nition is more concentrated on the naive phenotype

(ICD-10 code G30). Unlike the stroke results, a few sizeable negative coe�cients resulted

from the MaxGCP model. Pulmonary heart diseases (I27) and type 1 diabetes (E10) are

the top negative features in terms of the magnitude of their coe�cients.

Compared to the stroke results, the genetic covariance estimates for Alzheimer's disease

were far more tightly correlated to the MaxGCP coe�cients (Figure 3.6.2). MaxGCP phe-

notypes for Alzheimer's disease similarly stratify cases and controls for top features (Figure

3.6.6). As in the stroke comparison, the Alzheimer's MaxGCP phenotypes achieve better

sensitivity but worse speci�city for constant p-value cuto�s. Similarly, they improve both

sensitivity and speci�city when these are compared on a equal threshold (Figure 3.6.8).

Figure 3.6.6: Alzheimer's MaxGCP strati�es top features. The y-axis gives four top
features. The x-axis shows the value of the MaxGCP phenotype. Each index on the y-axis
has two violins, representing cases and controls of that feature. For example, the bottom two
violins (\Pulmonary heart diseases") show that individuals with pulmonary heart diseases
have lower values of the MaxGCP Alzheimer's phenotype compared to individuals without
pulmonary heart diseases.
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Figure 3.6.7:Comparison of GWAS results for Alzheimer's phenotypes. The result
of four di�erent GWAS are shown. First is the target GWAS (the IGAP Alzheimer's pheno-
type), which is used as the reference for evaluating the other methods. Second and third are
the MaxGCP model and the naive phenotype, Alzheimer's disease as de�ned by the ICD-10
code G30. Fourth is the top non-Alzheimer's feature in the MaxGCP model, type 2 diabetes
mellitus.
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Figure 3.6.8:GWAS performance for Alzheimer's disease. Four phenotype de�nitions
are compared, two MaxGCP and two naive. Each analysis was performed in both the full
and subsampled cohorts (N=350k and N=15k, respectively).A Sensitivity and speci�city
are evaluated using a single p-value threshold (p < 0:05). MaxGCP improves sensitivity
but reduces speci�city compared to the naive phenotype. Note that the two plots have
very di�erent scales. B Sensitivity and speci�city are evaluated at 90% speci�city and
10% sensitivity, respectively. MaxGCP improves sensitivity at 90% speci�city and improves
speci�city at 10% sensitivity.
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Comparison to MTAG

We compared MaxGCP's performance in real data to MTAG72. We were not able to per-

form a full comparison for two reasons. First, MTAG requires pairwise LD score regressions

among all feature phenotypes. As a consequence, the number of LD score regressions re-

quired for MTAG grows quadratically in the number of features used. MaxGCP, on the

other hand, requires only a linear number. Because of this, the MTAG comparison was not

computationally feasible for us using large numbers of features (e.g.� 50). Second, because

the IGAP Alzheimer's disease GWAS summary statistics do not include allele frequencies,

we excluded Alzheimer's from this comparison.

For this comparison, we used four di�erent phenotype methods: the naive phenotype (a

single ICD code), MTAG (with 10 features), MaxGCP (with 10 features), and MaxGCP

(unrestricted features). The unrestricted MaxGCP was the model used previously, where

features are selected for each phenotype using quality control only. For the �xed feature com-

parisons, we selected the 10 features in decreasing order of their absolute genetic correlation

to the target phenotype. Because the p-value cuto� plays such a large role in performance

in this comparison, we evaluated across a range of p-value cuto�s.

We found that MaxGCP performs similarly to or better than the naive phenotype

throughout this comparison. Without restricting the number of features used, MaxGCP out-

performed MTAG throughout this comparison. With only 10 features, MaxGCP performed

similarly or slightly better than MTAG in all comparisons. For example, with a p-value cuto�

of 0.05, MTAG outperformed MaxGCP-10 for the All stroke phenotype (MTAG sensitivity

at 95% speci�city was 0.089, MaxGCP was 0.085) when using 10 features for both methods.

However, with a p-value cuto� of 0.005, MaxGCP-10 performed better in the same metric

(MTAG: 0.137, MaxGCP 0.144).

Figure 3.6.9 shows the results of this comparison. Overall, MaxGCP was the best per-

forming method, particularly when unrestricted in the features it could use. MTAG per-
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formed well for all stroke and acute ischemic stroke, but underperformed for cardioembolic

stroke. Compared to MTAG, MaxGCP has the advantages of signi�cantly better compu-

tational complexity and no dependence on allele frequency information. This allowed us to

use far more features for MaxGCP than for MTAG, leading to improved performance and

reduced computation time.

Figure 3.6.9: Comparison between MTAG and MaxGCP. Shown are the sensitivi-
ties and speci�cities of MaxGCP and MTAG in three phenotype GWAS. Sensitivity and
speci�city are evaluated at 90% speci�city and 10% sensitivity, respectively, to ensure a fair
comparison. Four phenotype methods are compared: MaxGCP (unrestricted), MaxGCP*
(using 10 features), MTAG* (using 10 features), and Naive (a single ICD-10 code).

3.7 Discussion

This chapter described MaxGCP, a method for de�ning phenotypes in observational data.

Using both simulations and real data, we showed that it improves sensitivity, that it reduces

speci�city, that the increase in sensitivity out-weighs the loss of speci�city, and that this

performance depends on the quality of estimates used as inputs.
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MaxGCP �ts into a line of research stretching at least as far as Smith's 1936 work on

the genetic selection index52. The most similar method to MaxGCP is MaxH, a compara-

tively recent method published in 2015. While MaxH maximizes heritability alone, MaxGCP

maximizes the coheritability against a particular target. MaxH is appropriate for its target

use case, in which only relevant phenotypes have any potential to be included in the phe-

notype de�nition. This is precisely the case for many early GWAS studies, where multiple

phenotype-relevant measurements are taken. For example, studies into the genetics of osteo-

porosis often gather multiple measurements of bone mineral density from di�erent locations

in the body or from di�erent timepoints for each individual73.

Conversely, large observational datasets like the UK Biobank include phenotypes that

are not obviously related to a particular phenotype under consideration. A method like

MaxH cannot be naively applied to data like the UK Biobank, as a maximally heritable

phenotype de�nition may not have any relation to the speci�c phenotype under consideration.

Continuing the osteoporosis example, applying MaxH to a few hand-picked bone mineral

density measurements increases the power of GWAS for osteoporosis. On the other hand,

�tting MaxH to thousands of phenotypes from the UK Biobank is unlikely to pick out a key

osteoporosis genetic factor. In the example, MaxGCP would optimize a phenotype de�nition

not just for heritability but heritability and genetic correlation with, for example, ICD-10

M81 (Osteoporosis without current pathological fracture). In this respect, MaxGCP is more

applicable to large-scale, biobank data than previous methods.

3.7.1 Simulation

Across a large number of realistic simulated phenotypes, MaxGCP generally improved the

accuracy of GWAS in terms of its ability to identify true causal variants. We �rst found

simulation parameters that produce realistic phenotypes, then con�rmed that the result-

ing simulated heritabilities, genetic correlations, and phenotypic correlations are comparable
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to the distributions in real data. The simulation settings we chose did not perfectly align

the simulated phenotypes to real data. To ensure that the overall �nding of improved per-

formance was not due to chance or the speci�c settings chosen, we varied each parameter

individually while keeping the others constant. This showed that the improvement in per-

formance was robust across a range of realistic values. Overall, these results suggest that

MaxGCP can improve the accuracy of GWAS, but the degree of this improvement depends

on the quality of the inputs used. When excellent estimates of genetic covariance are used,

MaxGCP performs nearly optimally, but poor estimate degrade its performance.

As expected, we observed that less noisy versions of the naive phenotype (i.e. liability

and binary phenotypes) performed better than the more noisy versions (i.e. naive). As real

binary phenotypes include noise and missingness, the naive phenotype is a more realistic

representation of real data.

The major concern with any simulation study is whether it is realistic. In this simulation

study, we used real genotypes to remove one source of error. Heritability, genetic correlation,

and phenotypic correlation all have limited bounds, and we simulated across all of these to

ensure that the results were robust. However, missingness and variance are the two simulation

parameters that cannot easily be compared to real data. Both were simulated only in limited

ranges, so it is unclear how to interpret these results in the context of real data. Without

an ability to estimate these parameters in real data, it is di�cult to say how realistic this

aspect of the simulation is. This is a major limitation of the simulation study.

3.7.2 Real data

The results of the real data evaluation show that MaxGCP can improve GWAS estimates

(sensitivity and speci�city) in real data as well. Unlike in the simulation, this evaluation

provided an opportunity to con�rm that the features selected by MaxGCP were sensible.

Intuitively, maximizing coheritability should select features that are related to the target

50



phenotype. In both the stroke and Alzheimer's evaluations, MaxGCP selected features that

were related to the target phenotypes, including known risk factors like heart disease for

stroke and type 2 diabetes for Alzheimer's (Figure 3.6.1). However, MaxGCP does not seek

simply to identify genetically correlated phenotypes, but to weight them appropriately to

ensure a strong signal for the target phenotype. Comparing genetic correlations to MaxGCP

coe�cients showed imperfect correlation (Figure 3.6.2), indicating that MaxGCP was able to

prioritize features with high genetic covariance while also considering phenotypic covariances

among features.

Manhattan plots of GWAS results provide an intuition for the types of variants that

MaxGCP identi�es. Comparing speci�cally the naive, MaxGCP, and target Manhattan

plots shows that MaxGCP GWAS identi�es target peaks that are not present in the naive

GWAS but are in the target. In the context of any other estimation methods, the more

relevant comparison would be to plot these summary statistics against one another. Such

an approach is not ideal in the current context for two reasons. First, a direct p-value vs

p-value plot is not visually informative as the exact p-values re
ect di�erent sample sizes and

covariates (Figure 3.7.1). Second, spatial proximity is centrally important in GWAS. Tested

variants may not perfectly tag the true causal variant, leading to peaks of associations that

really represent the same signal.

Throughout this analysis, we only compared di�erent GWAS in terms of p-values, not

e�ect sizes. While nearly all HapMap3 variants were available in all cohorts, the variant

e�ect sizes are not directly comparable across cohorts due to di�erences in disease preva-

lence. By considering only p-values, this comparison is not able to evaluate a key aspect

of GWAS performance, direction of e�ect. When comparing GWAS results to a reference,

variants should both meet similar p-value thresholds and have e�ects in the same direction.

Otherwise, genetics may appear to be shared between the two phenotypes when in fact they

are not. This is a minor limitation of the current analysis that is only particularly impor-
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tant for some GWAS use-cases, such as risk prediction, genetic correlation estimation, and

Mendelian randomization.

In dealing with p-values, we primarily considered binarized associations using p-value

cuto�s. This is a common approach in GWAS, but, as noted before, any p-value cuto� is

arbitrary. Larger (i.e. more lenient) p-value cuto�s ensured that enough hits were present

to evaluate the method. This means that the sensitivity and speci�city values reported here

may not be the same when using typical GWAS cuto�s, such as 5� 10� 8. However, as shown

in various studies over the last 15 years, the majority of SNP heritability is not captured by

genome-wide signi�cant variants but by many variants with small e�ects that do not reach

statistical signi�cance in current cohorts11,74. Thus, though more lenient p-value cuto�s are

used here, our results may still be informative about the variants/e�ects underlying the true

genetic architecture of the phenotypes.

A major limitation of the current analysis is that the reference GWAS are not well-

captured by either naive or MaxGCP phenotypes. The replicability of GWAS in new cohorts

is a major challenge. Directly comparing associated variants is one way to evaluate the

performance of our method, but it is far from perfect. In particular, di�erences in sequencing

technology and imputation, as well as di�erences in phenotype de�nitions, can all lead to

di�erences in GWAS results. As a potential future direction, we could consider whether

GWAS associations are colocated with one another (e.g. via HyPrColoc75), as this would

provide a more robust evaluation of the method and reduce the e�ects of irrelevant technical

choices in the production of reference GWAS.

We used the same QC pipeline to construct all genetic covariance matrices in this study.

In brief, this pipeline involved removing out-of-bounds estimates (e.g. heritability greater

than 1), selecting the largest clique of the graph of features with remaining estimates, and

bending the matrix using the phenotypic covariance matrix to ensure that the two matrices

are properly conditioned. The steps in this pipeline are not necessarily optimal, and the
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choice of pipeline could a�ect the performance of MaxGCP. There are many choices made

in this pipeline that could be fruitfully evaluated in future work, including what methods

are used to make genetic covariance estimates (e.g. REML vs SumHer), how features are

selected or pruned (e.g. perhaps standard errors should be �ltered as well), how estimates

are transformed, etc.

MaxGCP relies on estimated genetic covariances, which may be biased by indirect genetic

e�ects. For example, consider the relationship between type 2 diabetes and the ZIP code

that one inhabits. ZIP code does not have a genetic basis, but neighborhood segregation

along ancestry lines creates an association between genetics and ZIP code. As a consequence,

a study which does not fully adjust for the e�ects of ancestry could �nd a genetic correlation

between ZIP code and type 2 diabetes, even though the relationship is not causally genetic.

MaxGCP coe�cients are correlated with genetic covariance estimates, so biases like this will

bias MaxGCP. Future work could address this directly. To give an example, a method could

be devised in which MaxGCP penalizes genetic covariance estimates that are likely biased

by population strati�cation (e.g. approximated via LD score regression intercept).

In future work, we plan to evaluate MaxGCP using both additional reference GWAS and

additional evaluation methods. A possible alternative evaluation is to compare the predictive

performance of polygenic scores as a measure of GWAS quality, as this would provide a more

direct measure of the utility of the GWAS results. This approach is challenging because the

individual-level data used in other GWASs are not generally available. Heritability or genetic

correlation estimates could also be used as a measure of GWAS quality, though estimation

methods using GWAS summary statistics are already imprecise, so such a comparison may

not be feasible.

Finally, we could evaluate the method using a more diverse set of phenotypes, as the

current evaluation was limited to stroke and Alzheimer's disease. Straightforwardly, we

could use additional published GWAS as references. An alternative approach would be to
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use the same UK Biobank cohort, but create a reference GWAS using hand-crafted phenotype

de�nitions. Either method could provide further evidence of the utility of MaxGCP in real

data.

3.7.3 Conclusion

MaxGCP is a method for optimizing the coheritability of a linear combination of phenotypes

with a target phenotype of interest. In the simulation analysis (Section 3.5), we compared a

phenotype de�nition created using a direct regression of the phenotypes against the genetic

components. These two can be thought of as method-of-moments and maximum likelihood

estimators for the genetic component of the target phenotype, respectively. As expected,

we found that the maximum likelihood estimator (\optimal") was more powerful. However,

in real data, only the method-of-moments estimator (MaxGCP) is possible, as the genetic

component cannot be observed directly. We showed that the method-of-moments estimator

can perform nearly as well as the maximum likelihood estimator and that the di�erence in

their performances depends on the quality of inputs to MaxGCP, particularly the genetic

covariance estimates. We expect MaxGCP to perform well given high-quality estimates of

genetic covariance.

The stated goal of MaxGCP is to improve the power of genetic association studies.

However, as a method for estimating the genetic component of a phenotype, MaxGCP could

be used for other purposes as well. First, future work should evaluate the portability of

MaxGCP phenotypes across cohorts. Because only summary statistics are required, one

could �t matching MaxGCP phenotypes in two di�erent cohorts (e.g. in the UK Biobank

and Biobank Japan) and compare their coe�cients. Should the coe�cients be similar, this

would suggest that the overall covariances among phenotypes and genetic components are

similar across the two cohorts. Once �t using genetic and phenotypic covariance, a MaxGCP

phenotype de�nition could then be applied to a new cohort without the need for matching
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genetic data. This presents another opportunity for future research to evaluate the utility

of MaxGCP in other contexts. For example, MaxGCP could be used as a very rough proxy

for polygenic scores, which are used to predict phenotypes in individuals based on their

genetic data. MaxGCP could also be used to estimate the heritability of a phenotype using

clinical data and pedigrees, as was done by Polubriaginof et al.76. Overall, future work

should address the portability and generalizability of MaxGCP phenotypes across cohorts

and applications.

In developing this method, we frequently compared two phenotype de�nitions (naive and

MaxGCP) in subsampled data against the naive phenotype in the full cohort. The thinking

behind this approach was that a more powerful method should be able to identify more

associated variants, and using a much larger cohort as the reference allows positives and

negatives to be de�ned simply using associations. However, such an approach is far from

ideal, as a greater sample size does not improve the quality of a phenotype de�nition. In

other words, GWAS results from the naive phenotype in a larger cohort are not a good

standard for comparison. Instead, evaluations of MaxGCP performance should compare

the method to a high-quality standard set of estimates or associations, which can only be

obtained through GWAS with high-quality phenotype de�nitions. Accordingly, we evaluated

MaxGCP against two high-quality GWAS, MEGASTROKE and IGAP, �nding that the

method is able to improve sensitivity and speci�city in real data as well. The downside to

this approach is that only a few comparisons can be made, and the cost to include additional

comparisons is high. As discussed previously in Section 3.7.2, several other methods could

be used to compare naive and MaxGCP, such as comparing the predictiveness of polygenic

scores, comparing the quality of heritability estimates, or comparing the replicability of e�ect

estimates/associations in other cohorts.

MaxGCP is limited by the quality of its inputs. In our empirical studies, we use esti-

mates of genetic covariance from SumHer41, a fast, summary-statistic-based method. Other
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methods could produce better estimates, which would lead to better MaxGCP results. We

only use estimates for additive heritability and genetic correlation, ignoring potentially rel-

evant genetic signal, as this component is easiest to estimate. Future work could use more

comprehensive measures of heritability to improve the performance of our method.

MaxGCP generally improves the power of genetic association studies at the expense of

some speci�city. This trade-o� is not appropriate for all studies, particularly those that

require high speci�city for downstream analyses. However, in studies where sensitivity and

speci�city can be evaluated, a threshold can be chosen that balances the two, as we did

in the real data analyses. If these cannot be evaluated, a more stringent threshold can be

chosen to reduce the burden of false positives. Overall, MaxGCP's boost to heritability is

generally larger than it's cost in speci�city, meaning the method is likely to be useful in

many contexts.
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3.7.4 Supplemental �gures and tables

Figure 3.7.1: Direct comparison of p-values between GWAS. A Results for stroke
types. B Results for Alzheimer's disease. Each point is a single genetic variant. The y-axis
gives a p-value from the respective reference study (i.e. MEGASTROKE or IGAP). The
x-axis gives a p-value from the phenotype method to be compared (i.e. naive or MaxGCP).
A phenotype method which perfectly matched the reference study would produce p-values
on the dotted grey line of unity. Only full-cohort (N=350k) summary statistics are shown.

Target Feature MaxGCP rG SE
Any Cerebral infarction 2.467 0.847 0.160

Other cerebrovascular 1.665 0.745 0.146
Acute ischemic heart disease 3.589 0.679 0.147
Other heart disease 0.503 0.635 0.085
Ischemic heart disease 0.311 0.607 0.045
Essential hypertension 0.488 0.584 0.043
Pulmonary heart diseases 4.865 0.538 0.293
Acute myocardial infarction 0.898 0.511 0.053
Type 2 diabetes mellitus 0.901 0.389 0.041
Obesity 0.329 0.310 0.041
Triglycerides -0.003 0.193 0.035
Type 1 diabetes mellitus 1.988 0.189 0.142
HbA1c -0.159 0.179 0.037
Glucose -0.044 0.179 0.047
Creatinine 0.010 0.066 0.032
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Apolipoprotein B 0.024 -0.019 0.044
Lipoprotein A -0.031 -0.045 0.081
Cholesterol 0.109 -0.143 0.046
HDL cholesterol 0.003 -0.199 0.035

Cardioembolic Pulmonary heart diseases 9.772 0.715 0.725
Cerebral infarction 3.281 0.682 0.204
Other heart disease 0.248 0.397 0.145
Ischemic heart disease 0.467 0.349 0.080
Acute ischemic heart disease 2.124 0.318 0.171
Essential hypertension 0.275 0.286 0.075
Other cerebrovascular 0.025 0.249 0.179
Acute myocardial infarction 0.237 0.230 0.081
Type 2 diabetes mellitus 0.527 0.176 0.061
Glucose 0.009 0.142 0.060
Obesity 0.039 0.112 0.071
HbA1c -0.088 0.083 0.053
Creatinine 0.032 0.062 0.054
Type 1 diabetes mellitus 0.221 0.047 0.210
Triglycerides -0.058 0.017 0.054
Apolipoprotein B -0.013 -0.057 0.065
HDL cholesterol -0.013 -0.064 0.051
Lipoprotein A -0.042 -0.097 0.148
Cholesterol 0.107 -0.100 0.066

Ischemic Cerebral infarction 2.770 0.844 0.148
Other cerebrovascular 1.528 0.675 0.135
Acute ischemic heart disease 3.737 0.648 0.143
Ischemic heart disease 0.324 0.567 0.045
Other heart disease 0.400 0.552 0.078
Essential hypertension 0.471 0.533 0.040
Acute myocardial infarction 0.946 0.485 0.052
Pulmonary heart diseases 4.036 0.430 0.254
Type 2 diabetes mellitus 0.896 0.365 0.040
Obesity 0.267 0.266 0.040
Type 1 diabetes mellitus 2.409 0.199 0.162
Triglycerides 0.003 0.183 0.032
HbA1c -0.157 0.181 0.036
Glucose -0.043 0.180 0.044
Creatinine 0.015 0.068 0.031
Apolipoprotein B 0.038 -0.012 0.043
Lipoprotein A -0.027 -0.014 0.053

58



Cholesterol 0.095 -0.132 0.044
HDL cholesterol 0.010 -0.185 0.033

Small vessel Obesity 1.435 0.919 1.390
Type 1 diabetes mellitus 7.876 0.767 1.197
Pulmonary heart diseases 4.953 0.733 1.290
HbA1c -0.052 0.565 0.913
Glucose -0.024 0.551 0.872
Triglycerides 0.132 0.452 0.666
Creatinine -0.007 0.057 0.208
Lipoprotein A -0.023 -0.263 0.648
Apolipoprotein B 0.038 -0.388 0.632
HDL cholesterol 0.007 -0.487 0.699
Cholesterol -0.093 -0.606 0.912

Alzheimer's Alzheimer's disease 10.719 0.793 0.245
Other cerebrovascular 0.508 0.151 0.154
Apolipoprotein B 0.017 0.125 0.060
Cholesterol 0.022 0.116 0.056
Glucose 0.029 0.092 0.053
Type 2 diabetes mellitus 0.699 0.075 0.064
Triglycerides 0.025 0.061 0.044
Cerebral infarction 0.244 0.058 0.150
Acute ischemic heart disease 0.684 0.015 0.159
HbA1c -0.017 0.007 0.043
HDL cholesterol 0.005 -0.001 0.041
Essential hypertension -0.012 -0.013 0.053
Lipoprotein A -0.001 -0.022 0.142
Creatinine -0.040 -0.062 0.044
Obesity -0.255 -0.070 0.068
Type 1 diabetes mellitus -2.277 -0.085 0.263
Acute myocardial infarction -0.485 -0.100 0.068
Ischemic heart disease -0.173 -0.103 0.063
Other heart disease -0.159 -0.136 0.120
Pulmonary heart diseases -5.594 -0.365 0.205

Table 3.7.1: MaxGCP coe�cients for target phenotype Shown are selected features
for each target phenotype. Genetic correlations and standard errors were estimated using
SumHer and the LDAK-Thin model.
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Chapter 4

Indirect GWAS

MaxGCP �ts a linear combinations of phenotypes to maximize the genetic component of the

resulting index. A central goal of MaxGCP is to boost study power by using the resulting

index as the outcome variable in GWAS. To test whether MaxGCP achieves this aim requires

GWAS to be computed on each MaxGCP index. Ultimately, however, these new summary

statistics must have a mathematical relationship to the feature GWAS summary statistics.

Faced with computing additional thousands of GWAS to evaluate MaxGCP, and having in

hand GWAS summary statistics for all the feature phenotypes, I worked out the relationships

that must exist between the GWAS summary statistics of feature phenotypes and a MaxGCP

index. The result of this exploration was Indirect GWAS, the relatively straightforward

mathematical method described here. Upon implementing Indirect GWAS and applying it

to evaluate MaxGCP, several additional and perhaps even more compelling applications of

this method became clear. These applications are described and evaluated in the subsequent

sections.
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4.1 Motivation

Performing GWAS across large-scale resources like the UK Biobank can be challenging and

time-consuming. Hurdles to this research include restricted access to personally-identifying

genetic and health information, resource-intensive computations, necessary expertise in de�n-

ing phenotype data and �ltering genetic data, and evolving GWAS best-practices. Pan-

biobank GWAS|studies in which GWAS are run on hundreds to thousands of phenotypes|

provide a solution to these challenges44,77{79 . These studies pre-compute and publicly release

GWAS summary statistics for all phenotypes in a dataset, eliminating the need for many

GWAS to be duplicated. Pan-biobank GWAS provide a useful starting point for genetic

analysis of complex phenotypes, but they have two major limitations: they are highly re-

source intensive to compute, and they only release summary statistics on a limited number

of prede�ned phenotypes. As a consequence, any new GWAS method, phenotype de�nition,

or cohort selection requires GWAS to be re-computed, representing a major cost to research.

I developed Indirect GWAS, a method that aims to resolve these two limitations. In-

direct GWAS is a mathematical method for computing GWAS summary statistics for a

phenotype de�ned as a linear combination of other phenotypes, using only summary infor-

mation about the input phenotypes. This approach has two aims: to increase the speed

of pan-biobank GWAS and to enable researchers to compute GWAS for custom phenotype

de�nitions using only pan-biobank GWAS summary statistics. Indirect GWAS enables large

speed improvements for pan-biobank GWAS, potentially reducing computation time by an

order of magnitude or more for the largest pan-biobank studies by reducing the dimension

of phenotype data. Additionally, Indirect GWAS enables researchers to compute GWAS

for arbitrarily-de�ned phenotypes using pan-biobank GWAS summary statistics extremely

rapidly. Together, these improvements accelerate the computation of pan-biobank GWAS

and increase the usefulness of pan-biobank GWAS results for studying speci�c traits and
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diseases.

In the sections that follow, I develop a method which can approximate summary statistics

for a large number of phenotypes using only summary statistics from a smaller number of

phenotypes. This will be paired with a method to reduce the number of phenotypes and a

way to gauge the quality of the resulting summary statistics. Finally, I aim to make pan-

biobank GWAS summary statistics more valuable by allowing researchers to study arbitrarily

de�ned phenotypes using pre-computed, pan-biobank summary statistics.

4.2 Overview of the method

Many GWAS methods are exactly or essentially OLS regression, which has an exact, closed-

form solution. As a consequence, any GWAS method that can be framed as OLS (e.g. LMM

after �tting mixed e�ects) has an exact solution as well. Moreover, GWAS of projected

phenotypes should have exact solutions that can be written in terms of projection coe�cients

and input phenotypes alone. In this section, I derive these relationships.

GWAS summary statistics primarily include the following pieces of information for each

genetic variant tested: coe�cient estimate, coe�cient standard error, t-statistic, p-value,

and sample size. We take the indirect sample size to be the minimum of the sample sizes

available for each feature trait, as this is the number of samples that would be available

in the equivalent direct approach. We will focus our attention on the coe�cient estimate

and its standard error, as the t-statistic and p-value can be computed directly from these

statistics.

Consider a regression involving a single genetic variant, a single phenotype, andN sam-

ples. Let y be the N -vector of phenotype values,g be the N -vector of genotype values

(coded in any way), andZ be theN � C matrix of covariates that includes an intercept and
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is assumed to be full-rank.

y = Z� + g� + "

Above, � is the C-vector of covariate �xed e�ects, � is the scalar e�ect of the genotype

on the phenotype, and" is the N -vector of errors. Covariate e�ects can be removed using

a residual projection matrix, P = I N � Z(Z | Z)� 1Z | . Removing covariates results in residu-

alized phenotype (~y � Py ), genotype (~g � Pg), and error (~" � P") vectors, and it allows

writing the regression more compactly.

~y = ~g� + ~" (4.1)

Equation 4.1 is a univariate least squares regression. Accordingly, estimates of its coe�-

cient �̂ and standard error \SE(�̂ ) are the following standard results:

�̂ =
~g| ~y
~g| ~g

(4.2)

\SE(�̂ )
2

=
1

N � C � 1

�
Var(~y)
Var(~g)

� �̂ 2

�
(4.3)

Now, supposey can be written as a linear combination ofm feature phenotypes. Let

X be an N � m matrix of feature phenotypes and letp be an m-vector of the projection

coe�cients.

y = Xp

Suppose that for every phenotype inX , the same genotype-phenotype regression has

been performed. Let̂� and !̂ be m-vectors holding coe�cient estimates and standard errors,

respectively, from these regressions (e.g.�̂ i = ( ~g| ~x i )=(~g| ~g)). To estimate the standard error

for �̂ , we �rst need an estimate of Var(~g), which we obtain by solving equation 4.3 usinĝ�

63



and !̂ .

Var(~g) i =
Var( ~x i )

!̂ 2
i (N � C � 1) + �̂ i

2

This equation for the genotypic partial variance is written in terms of variables that can

be obtained from a GWAS study|the phenotypic partial variance, the estimated coe�cient,

the estimated coe�cient standard error, and the number of degrees-of-freedom (N � C � 1).

Note that every input phenotype i will result in a di�erent estimate for this value. For

Indirect GWAS, we use the mean of these values across phenotypes as the genotype partial

variance (Var(~g) = Var(~g) i ). Unless cohorts are di�erent for the di�erent input GWAS, this

value will be the same for every phenotype. The �nal term that remains to be estimated

is Var(~y), which can be computed using the partial covariance matrix of the feature traits,

Cp;X .

Var(~y) = p | Cp;X p

Finally, we can write the coe�cient and standard error estimates fory as follows:

�̂ = �̂ | p

\SE(�̂ ) =

s
1

N � C � 1

�
p | Cp;X p

Var(~gi )
� (�̂ | p)2

�

Code and pseudocode explanations are often informative. Below, we provide a simple R

implementation of this method for a single variant and a single projected phenotype.

1 indirect_gwas <- function(
2 p, # m-vector (projection coefficients)
3 C_px, # m x m matrix (input phenotype partial covariance matrix)
4 gwas_beta, # m-vector (input phenotype GWAS coefficient estimates)
5 gwas_se, # m-vector (input phenotype GWAS standard error estimates)
6 df # scalar (degrees of freedom, N - C - 1 above)
7 ) {
8 # Partial variance of g
9 var_p_g_vec <- diag(C_px) / (gwas_se^2 * df + gwas_beta^2)
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10 var_p_g <- mean(var_p_g_vec)
11

12 # Partial variance of y
13 var_p_y <- t(p) %*% C_px %*% p
14

15 # Indirect GWAS summary statistics (all scalars)
16 coefficient <- gwas_beta %*% p
17 standard_error <- sqrt((var_p_y / var_p_g - coefficient^2) / df)
18 t_statistic <- coefficient / standard_error
19 p_value <- 2 * pt(abs(t_statistic), df, lower.tail = F)
20

21 return(c(coefficient, standard_error, t_statistic, p_value))
22 }

4.3 Implementation

Indirect GWAS has more stringent computational requirements than MaxGCP. The current

method requires potentially thousands of input �les, including GWAS summary statistics

for every input phenotype, a phenotypic covariance matrix, and a phenotype projection

matrix. As the total size of these �les is larger than the memory of machines to which

we have access, our Indirect GWAS implementation processes only one chunk of one input

phenotype at a time. Speci�cally, it keeps track only of running su�cient statistics, loading

GWAS summary statistics in one thread, aligning them in another, then updating su�cient

statistics with the processed data in a third thread. In addition, as each genetic variant is

independent of all other genetic variants for the purposes of Indirect GWAS, it processes each

set of GWAS summary statistics in chunks of variants. The method returns a complete set of

GWAS summary statistics for every projected phenotype for every variant in the summary

statistics. I implemented Indirect GWAS as a command line tool using Rust and made the

implementation publicly-available on GitHub80.
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4.4 Validation in real data

We veri�ed the mathematical correctness of Indirect GWAS by comparing direct to indirect

regressions for several GWAS methods using data from the UK Biobank. First, we randomly

sampled 100,000 individuals, 500,000 variants, and 10 quantitative phenotypes, and we gen-

erated 10 random projections of these phenotypes. Then, we computed GWAS summary

statistics for the 10 random phenotypes using both direct and indirect approaches, applying

four di�erent GWAS methods: univariate OLS (only genotype and intercept), multivariate

OLS (genotype, intercept, age, sex, 10 genetic PCs), FastGWA25 (with covariates), and Re-

genie26 (with covariates). As Regenie involves an initial LMM step in the computation, we

used the �rst step residuals to compute the covariate-adjusted phenotypic covariance matrix.

For each method, we compared GWAS chi-squared statistics to verify that Indirect GWAS

produces equivalent results. Indirect GWAS produced accurate summary statistics for all

GWAS methods (R2 > 0:97, Figure 4.4.1), indicating that Indirect GWAS is mathemati-

cally correct and applicable to both linear and linear mixed models. The small errors in

FastGWA and Regenie summary statistics are due to the fact that these methods are only

approximately OLS.

4.5 Increased pan-biobank GWAS speed

Indirect GWAS a�ords an approximation to traditional pan-biobank GWAS when quanti-

tative phenotypes are correlated. To do so, we reduce the dimensionality of a large set of

phenotypes, perform direct GWAS on the latent space, then reconstruct full-dimensional

summary statistics using Indirect GWAS. By reducing the number of GWAS that must be

computed using slower methods like LMM, our approach can save a large fraction of com-

putation time. The only constraint for the dimensionality reduction step is that the latent

space must be linearly approximable from the full-dimensional space.

66



Figure 4.4.1: Validation of Indirect GWAS using four GWAS methods. GWAS
chi-squared statistics are compared between direct and indirect approaches for 10 randomly
projected phenotypes, 500,000 genetic variants using data from the UK Biobank. Each point
represents one genetic variant and one phenotype (5,000,000 total points in each facet).R2

values indicate goodness of �t between the direct and indirect statistics.

4.5.1 Feasibility of compression via PCA

As an example, we applied our approach to 1238 binary phenotypes from UK Biobank (see

Section 3.6.2). We �rst determined how well these phenotypes could be compressed using

PCA, a linear dimensionality reduction method. A large fraction (roughly 80%) of these

quantitative phenotypes could be reconstructed withR2 > 0:8 using 50% of the PCs, and

with R2 > 0:9 using 75% of the PCs (Figure 4.5.1), demonstrating that these real phenotypes

can be compressed using a linear method while retaining high reconstruction �delity.

Next, we evaluated the correspondence between direct and indirect GWAS summary

statistics as more PCs are included in Indirect GWAS (Figure 4.5.2B). We found that Indirect

GWAS is able to approximate statistically signi�cant variant p-values using even very small

fractions of the PCs, achieving very high recall (> 0:98) at all PC dimensions and precision

that improves as the latent dimension increases (Table 4.5.1).
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Figure 4.5.1: Real phenotypes can be compressed using a small fraction of PCs.
1238 real binary phenotypes from the UK Biobank are shown (ICD-10 codes).
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