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Abstract

Decoupling Compression and Demixing:

A Modular Penalized Matrix Decomposition Framework

for Calcium and Voltage Imaging Data

Ian August Kinsella

Calcium and voltage imaging produce high-dimensional fluorescence movies in which neural

activity must be recovered from low-SNR measurements and is often obscured by structured

backgrounds and acquisition artifacts. The objective is to recover and demix signals attributable

to distinct sources. Most pipelines attempt this in a single stage; in practice, joint formulations are

sensitive to initialization and hyperparameters and are computationally demanding. This thesis

develops a modular alternative: perform compression and denoising first to obtain a compact,

noise-reduced representation, and then demix on that representation.

First, the thesis introduces a patch-wise Penalized Matrix Decomposition (PMD) that constructs a

structured, low-rank representation aligned with characteristics shared across modalities, without

requiring modality-specific assumptions. Framing the initial stage as signal approximation rather

than source separation yields robust compression and denoising without parameter tuning and

compares favorably with standard dimensionality reduction baselines. This positions PMD as a

general-purpose tool and a foundation from which to revisit the design of demixing.

Second, the thesis turns to demixing through targeted case studies, using the PMD representation

as the substrate for redesigned, modality-adapted algorithms. Working directly in the compressed

space improves conditioning, enables more stable and data-driven initialization, and reduces

computational cost. These designs are translated into usable software and reproducible pipelines,

and deployed in collaborative settings, illustrating how the modular framework supports scalable,

routine analysis.
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Chapter 1: Introduction

Optical recording techniques have become foundational to modern neuroscience, enabling

large-scale, high-resolution measurements of activity across neuronal populations. Rather than

measure electrical signals directly, these methods record �uorescence emitted by calcium- or

voltage-sensitive proteins that correlates with neuronal �ring. Calcium imaging, in particular,

has seen widespread adoption and is now routinely used in vivo during complex behavioral tasks,

yielding rich spatiotemporal datasets for downstream analysis.

As scientists continue to expand the frontiers of what can be measured through innovations

in optical recording, the complexity of the resulting data — and the techniques required to ex-

tract meaningful signals — have grown in parallel. These recordings are often contaminated with

substantial noise, motion artifacts, and structured background signals, all of which complicate the

recovery of accurate and interpretable neural activity. Their structural properties — including cell

morphology, signal-to-noise ratio, baseline activity, and temporal dynamics — also vary widely

across modalities, brain regions, and cell types. Together, these factors hinder the development of

one-size-�ts-all approaches and motivate methods tailored to the distinct properties of each modal-

ity.

This thesis addresses these challenges by developing and evaluating methods for processing

and extracting signals from functional imaging data, with a focus on calcium and voltage imag-

ing. Its core contribution is a modular framework for signal extraction: a multi-step approach

in which data are �rst compressed and denoised, and then demixed to isolate individual neural

components. The compression/denoising stage is broadly applicable across imaging modalities,

serving as a general-purpose preprocessing algorithm that improves signal quality and reduces di-

mensionality. Building on this foundation, we develop and apply demixing algorithms adapted to

modality-speci�c structure. Coupled with the general-purpose compression stage, these methods
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yield pipelines that are scalable, robust, and adaptable across datasets. Finally, we address deploy-

ment through a cloud-based platform that enables ef�cient and reproducible execution. Collec-

tively, these contributions aim to improve the reliability and ef�ciency of signal extraction from

functional imaging data.

The remainder of this introduction is organized as follows. Section 1.1 describes the structure

and characteristics of calcium and voltage imaging data, introducing notation to formalize their

signal properties into a structured observation model. Section 1.2 reviews the statistical challenges

of extracting meaningful neural signals and integrates a targeted review of nonnegative matrix fac-

torization (NMF) — covering core theory, algorithmic approaches, and functional imaging adap-

tations. This discussion motivates a modular compress–then–demix framework that underpins the

rest of the thesis. Finally, Section 1.3 outlines the primary contributions and the organization of

the chapters.

1.1 Data & Notation

Calcium and voltage imaging have become standard optical techniques for recording neuronal

activity in vivo. Compared to electrophysiological recordings, which provide high temporal pre-

cision but are typically limited to a smaller number of recording sites, these techniques enable

simultaneous recording across large neural populations. While similar in nature, these techniques

offer complementary tradeoffs. Calcium imaging provides strong, relatively stable �uorescence

signals that enable long-term tracking of individual neurons [1], while voltage imaging enables the

detection of rapid electrical events with high temporal �delity [2, 3]. Each has expanded the range

of questions that can be addressed beyond what was possible with only electrophysiology.

Calcium imaging uses �uorescent indicators — most commonly from the GCaMP family —

that emit light when calcium enters a cell in response to neuronal �ring. Calcium indicators tend to

be relatively bright, which presents the opportunity for recording with higher signal-to-noise ratios

in standard applications [4, 5]. However, the �uorescence is an imperfect surrogate for spiking

activity that re�ects the slower dynamics of calcium binding. The recorded signal is often well
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modeled as a spike train convolved with a kernel representing the calcium and indicator dynamics,

but the nonlinearity of the signal and saturation at high �ring rates can limit the ability to resolve

precise spike timing and to disentangle overlapping signals from nearby neurons [6, 7, 8].

Voltage imaging provides a more direct measure of neural activity by using genetically encoded

voltage indicators (GEVIs) that respond to changes in membrane potential. Unlike calcium indi-

cators, which are expressed throughout the cytoplasm, GEVIs are con�ned to the cell membrane,

where voltage changes occur. As a result, fewer �uorescent molecules produce correspondingly

dimmer signals, leading to lower signal-to-noise ratios and increased sensitivity to motion artifacts,

photobleaching, and other experimental contamination. However, this more direct signal can de-

tect action potentials and subthreshold �uctuations with kHz precision. While low SNR presents

challenges that can make voltage imaging less robust than calcium imaging in many current ap-

plications, it offers great potential for studying precise single-cell dynamics and for demixing

overlapping signals that are tightly spaced in time or space [2, 3, 9].

Despite their differences, calcium and voltage imaging datasets share several structural proper-

ties that inform the way they are modeled for signal extraction. Datasets are naturally represented

as a collection of pixels, each corresponding to a �xed spatial location and recording a �uores-

cence time-series. Each pixel may contain a mixture of signals from a small number of sources

— including neurons, background processes, and noise [10]. Neural signals themselves tend to

be spatially localized and sparse, with each source spanning a small cluster of spatially adjacent

pixels — re�ecting the compact physical footprints of individual neurons relative to a large �eld-

of-view [8, 9]. Temporally, neural activity produces autocorrelated transients that are separated

by periods of inactivity, motivating assumptions of both smoothness and sparsity in time [6, 7].

In contrast, background signals are often spatially broad and temporally smooth, arising from

out-of-focus neuropil, hemodynamic �uctuations, or other experimental contamination such as un-

corrected motion [11]. Together, these properties motivate signal extraction methods that model

the data as structured low-rank components corrupted by noise, with priors on spatial localization,

temporal dynamics, and source separability.
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To formalize this representation, we express each imaging dataset as a matrix Y 2 R3�) , where

3 is the number of pixels (or voxels) in each frame and ) is the number of frames in the recording.

We assume that motion correction has been applied, so each row of Y corresponds to a �xed

spatial location over time, and each column represents a single imaging frame. A typical modeling

strategy is to express the observed data as a linear combination of interpretable components:

Y = AC ¸ B ¸ E•

Here, A 2 R3� encodes the spatial footprints of  neural sources, and C 2 R �) contains their

corresponding time courses. The term B 2 R3�) captures background signals that are not easily

assigned to individual neurons, such as the previously discussed neuropil or hemodynamic �uctu-

ations. Finally, E 2 R3�) represents spatially and temporally uncorrelated noise. This observation

model for the signal serves as a reference point for the methods reviewed and developed throughout

this thesis.

1.2 Statistical Challenges and Existing Methodologies

Before functional imaging datasets can be studied to yield scienti�c insight, analysts must

contend with two intrinsically coupled challenges:

1. compression — to facilitate storage, transfer, and manipulation of large video datasets;

2. signal extraction — to recover estimates of the spatial footprints A, temporal activity C,

and background �uorescence B from raw movies Y contaminated by artifacts and noise.

Both challenges arise at scale and are exacerbated by low signal-to-noise ratio (SNR) and biolog-

ical or optical heterogeneity, which simultaneously make neural activity harder to recover and the

raw videos less amenable to ef�cient compression.

This coupling has motivated many pipelines to treat compression and signal extraction jointly,

often by �tting a structured factor model directly to the raw movie Y [12, 13, 10, 11, 14, 15, 16, 8,
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17]. Modeling A, C, and B in this way naturally yields a compact (i.e., compressed) representation

via low-dimensional parameterization. As a result, comparatively little work targets compression

or denoising as independent sub-problems [18, 19], leaving a considerable gap in tools that decou-

ple these objectives.

Generic video denoising and compression tools do not �ll this gap. Standard denoisers im-

prove SNR but do not reduce data volume [20]; conversely, general-purpose codecs optimize for

perceptual �delity/PSNR rather than performing task-speci�c demixing and can introduce block-

ing/ringing artifacts at high compression, especially under low SNR [21, 22]. Finally, �uorescence

movies exhibit spatial locality, temporal sparsity, and low-rank structure that generic tools are not

tailored to exploit [10, 13, 23].

However, the bene�ts of compressing the movie Y before signal extraction, while less obvious,

are numerous. Reliable compression could facilitate routine open data sharing and reproducibil-

ity; enable untethered in vivo experiments where wireless transmission imposes strict bandwidth

limits; and accelerate downstream analysis by allowing model �tting to operate on a compact rep-

resentation rather than the full-resolution movie [9, 24].

Moreover, �tting unstructured noise requires degrees of freedom on the order of the ambient

dimension [25]; thus, compressing with a compact parameterization that preserves AC ¸ B neces-

sarily yields a higher-SNR intermediate [26]. This creates an opportunity to improve downstream

nonnegative matrix factorization (NMF) based signal extraction, which is sensitive to initialization

and regularization [27]. To set the stage, we �rst review NMF — from its emergence as a cross-

domain workhorse through the introduction of variants adapted to our signal-extraction problem

— to provide context for the challenges and opportunities of a multi-stage approach.

1.2.1 NMF – Origins and Applications

Nonnegative matrix factorization (NMF) is among the most widely studied matrix factoriza-

tions because it often yields additive, interpretable representations of high-dimensional data. Given

a nonnegative data matrix Y 2 R3�)
�0 , NMF seeks nonnegative factors A 2 R3�:

�0 and C 2 R: �)
�0
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with : Ÿ min¹3– )º such that Y � AC. A variety of losses have been used (e.g., Euclidean/Frobe-

nius, Kullback–Leibler, Itakura–Saito), but the Frobenius norm is the most common [28, 29, 27],

yielding the objective

min
A– C�0

kY � ACk 2
� • (1.1)

The nonnegativity constraints distinguish NMF from unconstrained factorizations such as princi-

pal component analysis (PCA): PCA permits subtractive combinations of basis vectors, whereas

NMF restricts representations to purely additive combinations. In domains with naturally additive

generative structure (e.g., audio recordings containing mixtures of voices, document–topic models,

or functional imaging videos with overlapping neural sources), this constraint can aid in demixing

and produce directly interpretable factors. Empirically, this often manifests in parts-based repre-

sentations, where the extracted components correspond to localized or semantically meaningful

elements rather than holistic global modes [30, 28, 31].

Although nonnegative factor models have a longer history in applied �elds such as chemomet-

rics and environmental science [32, 33], it was the demonstrated utility of NMF's parts-based rep-

resentations in image analysis and topic modeling that brought the method to broad attention [30,

28, 31]. These successes catalyzed adoption, driving the development of faster algorithms and

domain-tailored variants, which in turn expanded NMF's reach. Consequently, NMF has become

a cross-domain workhorse for extracting interpretable latent structure. Applications include audio

source separation and music transcription [34, 35]; hyperspectral unmixing in remote sensing [36,

37]; multivariate time-series factorization in �nance and econometrics [38]; clustering in social

and biomedical networks [39, 40]; tumor subtyping and gene expression analysis in genomics [41];

and signal extraction from calcium imaging data in neuroscience [18, 10, 8, 42]. In parallel, this

breadth of use spurred a body of theoretical work aimed at clarifying when factors are uniquely

identi�able and how they can be recovered with robustness guarantees in certain regimes [43, 27,

44].
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From an optimization perspective, the NMF objective (1.1) is biconvex — convex in A for �xed

C and in C for �xed A, but not jointly convex — naturally motivating alternating minimization al-

gorithms. These methods are highly effective in practice but offer limited theoretical traction on

uniqueness and robustness (see Section 1.2.3). The nonconvexity of (1.1) is fundamental rather

than incidental: computing a globally optimal factorization is NP-hard in general [45]. Beyond

hardness, the factors themselves need not be unique, raising the question of under what additional

assumptions NMF becomes identi�able. This has motivated a rich theory establishing conditions

— most notably separability assumptions and geometric formulations based on minimum-volume

simplices — that guarantee uniqueness and, in some cases, enable robustness analyses in the pres-

ence of noise [46, 47, 48, 49, 50, 36, 51, 52].

1.2.2 NMF – Theoretical Insights

A central line of theoretical work is built on the concept of separability: the assumption that

each latent factor appears somewhere on its own in the dataset. Intuitively, this requires the ex-

istence of anchor observations — samples explained solely by a single factor. Examples include

a pure pixel in hyperspectral imaging that contains only one material, or an anchor word in topic

modeling that appears exclusively in a single topic [46, 53, 54]. In our setting, an anchor would

correspond to a pure pixel (or, more rarely, a pure frame) whose �uorescence is attributable to a

single neuron. Although restrictive, the separability assumption is powerful: it renders the NMF

decomposition identi�able and enables recovery by polynomial-time algorithms [46, 55, 44, 27].

A particularly in�uential class of algorithms — such as SPA and XRAY — recovers anchors by

iteratively selecting extreme points on the conical hull of the data and then �tting all other samples

as nonnegative combinations of those anchors via nonnegative least squares [54, 48]. In practice,

however, exact separability is rarely satis�ed: measurement noise, outliers, and broader model

mismatch can obscure or distort the purity of anchors that these methods rely on.

A number of re�nements have extended separability theory to more realistic regimes. Anchor-

�nding algorithms have been analyzed for robustness, showing that anchors can still be recovered
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reliably under bounded noise [48, 49]. Preconditioning further improves stability by making the

anchor structure easier to detect and reducing sensitivity to small perturbations [50]. Other lines

of work relax the strictness of separability altogether — for example, generalized separability as-

sumptions and related complexity bounds [56, 55]. For a consolidated overview of these directions,

see [44]. Collectively, these developments highlight both the appeal and the limitations of sepa-

rability: while it offers a clean theoretical lens and ef�cient algorithms, its assumptions are rarely

met exactly in practice, motivating alternative identi�ability conditions.

A complementary line of work drops the need for explicit anchors and instead exploits geom-

etry: seeking the minimum-volume simplex that encloses the observed data and taking its vertices

as the factors [36]. Identi�ability in this regime does not hold unconditionally. Instead, it can

be established under additional assumptions — most notably the suf�ciently scattered condition

— which also yield robustness results under bounded noise [51, 52, 57]. This approach is attrac-

tive in applications lacking pure anchor observations — for example, calcium imaging datasets

with pervasive background �uctuations — but in practice verifying whether data are suf�ciently

scattered is dif�cult and rarely exact [44]. Moreover, compared to explicit anchor-based methods,

minimum-volume objectives typically entail heavier optimization, with practical implementations

relying on convex surrogates or nonconvex alternating schemes [52, 27].

Taken together, separability- and minimum-volume–based approaches show how additional

structure can render NMF theoretically well-posed, with clear identi�ability and, in some regimes,

robustness guarantees [44, 27]. In many modern applications, however, direct end-to-end use

of these formulations is less common at scale [44, 41, 58]. Their in�uence in practice is nonethe-

less substantial: anchor-�nding perspectives inform initialization strategies for seeding alternating-

update algorithms, while minimum-volume criteria motivate regularizers that stabilize decompo-

sitions [41, 58]. This perspective — leveraging theory to shape initialization and regularization

while relying on empirically strong solvers — sets the stage for the practical algorithms discussed

next.
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1.2.3 NMF – Practical Algorithms

In practical applications, NMF is rarely �t to the bare objective (1.1): domain knowledge

is often encoded via additional constraints and regularizers (e.g., sparsity, smoothness, locality),

de�ning families of NMF models [27, 44]. The algorithms discussed here are therefore best viewed

as workhorse solvers for �tting such models. Most are alternating minimization schemes that pro-

vide monotone descent of the objective under standard update rules. The three canonical families

are multiplicative updates (MU) [30, 28], projected-gradient (PG) methods [29], and alternating

nonnegative least squares (ANLS) [59]. These methods are effective in practice but, in general,

converge only to stationary points rather than globally optimal factorizations [29, 27, 44]. Conse-

quently, solution quality depends strongly on initialization and problem structure.

Building on these foundations, a large literature has focused on accelerating and stabilizing

alternating minimization schemes. For MU, re�nements such as rescaling, extrapolation, and

safeguarding have been developed [27]; for PG, line-search strategies and principled stopping

criteria improve ef�ciency and reliability [29]; and for ANLS, block- and coordinate-descent vari-

ants such as HALS, along with fast NNLS solvers, yield substantial speedups on large or sparse

problems [59]. At scale, additional advances exploit sparse data structures, parallel and GPU im-

plementations, and online or streaming adaptations [27, 44]. Collectively, these directions have

greatly improved ef�ciency and robustness, but convergence remains local, keeping initialization

central to the quality of the achieved solution.

Empirical work on NMF initialization has coalesced around a few key concepts: deterministic

SVD-based starts (e.g., NNDSVD; SVD-LRC) [60, 61]; theory-inspired seeds (anchor-based from

the separability viewpoint; geometric from the minimum-volume viewpoint) [48, 49, 50, 56]; and

randomized or hybrid schemes [58]. However, across applications there is no dominant strategy

and performance depends on how well the seeds mirror the structure of the data. Just as the

choice of seeds matters, so does their number: the nonnegative rank :, where underestimation

merges distinct sources and overestimation introduces spurious ones; selecting : is NP-hard in

general [45]. Ultimately, there is no universal, domain-agnostic recipe — in practice, NMF is most
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reliable when domain-informed heuristics, guided by empirical and theoretical insights, start the

solver near plausible solutions [41].

Beyond initialization, practitioners stabilize factorizations by encoding structure in the model.

Sparsity constraints promote parts-based, interpretable factors [62]; graph- or network-based penal-

ties propagate similarity along known relationships in social/biomedical data [39, 40]; and spatial

smoothness or weighted-residual formulations improve robustness in imaging and hyperspectral

settings [63]. Regularization aligns with the theoretical focus on identi�ability and interpretability

— biasing the factorization toward plausible decompositions — and, in practice, stabilizes alternat-

ing updates without altering their convergence to stationary points rather than global optima [44,

27].

Taken together, these considerations point beyond formal guarantees and toward methods that

bias alternating updates toward realistic decompositions using domain-speci�c structure and adap-

tive re�nement. This perspective comes into sharp focus in functional imaging, where datasets are

characterized by low SNR, residual motion, structured background signals, and densely overlap-

ping sources; we next review how NMF has been adapted to these conditions.

1.2.4 NMF – Functional Imaging Extensions

The challenges �agged in the general survey are routine in functional �uorescence imaging.

Raw recordings frequently exhibit low SNR from shot noise, residual motion after correction, and

pervasive neuropil background; heterogeneity in optics and indicator kinetics further complicates

analysis. Applied directly to such data, unconstrained NMF yields factors that are unstable, seed-

sensitive, and readily confounded by background structure. Accordingly, the calcium and voltage

imaging analysis literature has adapted NMF by introducing domain-speci�c structure — con-

straints, explicit background terms, and heuristic stabilizations — with constrained NMF (CNMF)

serving as a canonical template [10, 8, 42].

Compared to the basic objective in (1.1), CNMF embeds domain structure in both temporal

and spatial factors. Temporally, activity is deconvolved to approximate spike-rate traces and regu-
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larized for sparsity and smoothness; spatially, footprints are constrained to be compact and (often)

sparse [10]. On large, noisy recordings these choices materially stabilize �tting and yield inter-

pretable components; they also change how the factorization behaves in practice — the constraints

and penalties implicitly denoise and compress as they demix. Consequently, regularization can

trade off recall for precision: signals that depart from the single-cell template (e.g., diffuse neu-

ropil, very slow trends from background dynamics or bleaching, low SNR or overlapping cells)

tend to remain in the residual rather than be represented explicitly.

To address model mismatch explicitly, extensions add structured background terms. CNMF-E,

for example, introduces an endoscopic background model to capture broad, low-frequency back-

ground �uorescence that would otherwise corrupt cell footprints [8]. Such models improve ro-

bustness in challenging regimes (e.g., one-photon microendoscopy), yet they are necessarily pa-

rameterized and constrained; in real recordings, substantial structured signals (out-of-focus layers,

vasculature, motion or bleaching transients) often fall outside both the background model class and

the single-cell template — and thus persist in the residual.

Because the optimization remains nonconvex, CNMF variants inherit the sensitivity to initial-

ization of alternating-update NMF. Pipelines therefore propose candidate components from local

statistics — e.g., pixelwise correlations with neighbors, thresholded variance or activity maps —

or via simple unsupervised grouping such as local PCA, clustering, and greedy region growing;

constrained �tting then re�nes these seeds. Many implementations also interleave merge–split

heuristics between batches of alternating updates to consolidate redundant components and sub-

divide mixed ones, improving robustness to modest initialization errors [42]. These strategies

perform well in typical regimes, but as conditions deteriorate — low SNR, extreme cellular den-

sity, or substantial background mismatch — both seeding and re�nement become unstable, and

overall performance degrades.

As a result of these challenges, CNMF pipelines are iterative and intervention-heavy: propose

seeds ! �t constrained NMF ! adjust parameters and repeat, often with manual inspection at

each stage. At modern data scales, each pass over the movie can be costly, creating latency between
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these steps and making thorough parameter exploration impractical. Consequently, these methods

serve best as tunable demixers for suitably prepared data — not as out-of-the-box solutions for

compression or denoising of raw movies, where substantial structured �uorescence lies outside the

highly constrained component model and is therefore left in the residual.

1.2.5 Opportunities

The review above makes the gap clear: as pipelines are tailored to modality-speci�c imaging

challenges, they become less general and increasingly sensitive to parameter choices. CNMF-

style methods also bundle denoising, compression, and demixing into a single optimization — a

coupling that is fragile, computationally heavy, and rarely usable without substantial practitioner

intervention.

A natural alternative is a modular, multi-stage compress–then–demix work�ow. Preprocessing

that reliably compresses and denoises recordings can raise SNR, suppress motion residuals and

other artifacts, and lower the effective rank, bringing data closer to regimes in which NMF is iden-

ti�able and stable. In turn, cleaner, lower-dimensional inputs (i) improve initialization — stabiliz-

ing heuristics and enabling theory-driven seeding; (ii) accelerate �tting — reducing per-iteration

cost and the number of human-in-the-loop iterations; and (iii) stabilize outcomes — decreasing

sensitivity to noise and model mismatch.

In particular, there remains a need for domain-aware, generalizable preprocessing tools that de-

noise and compress functional imaging data while preserving signal, reducing dimensionality, and

facilitating subsequent demixing — with minimal tuning. Such tools would yield clean, structured

inputs aligned with modeling assumptions, thereby accelerating innovation in demixing. Address-

ing this need is a central motivation for the methods developed in this thesis.

1.3 Contributions and Organization

This thesis introduces a generalizable compress–then–demix framework for signal extraction

from functional imaging data that addresses many of the challenges outlined above. The frame-
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work is modular and multi-stage: it begins with a domain-adapted method for compressing and

denoising raw imaging data and builds toward scalable, �exible approaches for demixing and anal-

ysis. Each stage of the pipeline is designed to be extensible, accommodating the diverse structural

and statistical properties of modern calcium and voltage imaging datasets.

Chapter 2 presents the �rst major contribution of this thesis: a Penalized Matrix Decomposition

(PMD) pipeline for compressing and denoising functional imaging data via structured dimension-

ality reduction. This PMD approach is designed to preserve �ne-grained neural signals while

discarding noise and background activity, yielding a compact, low-dimensional representation that

supports both visualization and downstream analysis.

Chapter 3 builds on this foundation by demonstrating how the structured, low-rank represen-

tations produced by PMD can accelerate and improve the application of NMF-based algorithms

for demixing. By operating directly on these compressed outputs, the chapter introduces modeling

and implementation advances that would be impractical on raw data — establishing PMD's role as

an enabler of scalable, domain-adapted demixing rather than merely a generic preprocessing tool.

Chapter 4 shifts focus to the design and deployment of complete PMD-based pipelines, show-

ing how the modular framework developed in earlier chapters supports scalable, domain-speci�c

work�ows. By showcasing projects where PMD was paired with tailored demixing methods to

support practical, reproducible analysis at scale, this chapter illustrates how the framework helps

bridge the gap between methodological innovation and real-world scienti�c application.

Chapters 3 and 4 develop these ideas through a series of case studies, each corresponding

to a collaborative publication in which the advances presented in this thesis were developed, ex-

tended, and/or integrated into working pipelines. Each case study highlights relevant content from

the associated work, situates it within the central narrative of the thesis, and outlines my speci�c

contributions to the projects. Full texts of the included publications are deferred to Appendix B, ac-

companied by contextual notes and cross-references to the sections of the main text where they are

described. This organization was chosen to preserve a complete record of supporting contributions

while maintaining a coherent, narrative-driven presentation in the body of the thesis.
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Chapter 2: Dimensionality Reduction for Compression & Denoising

Functional imaging datasets are large, noisy, and highly structured. While considerable effort

has been devoted to developing advanced demixing algorithms that aim to extract neural signals

directly from raw data, these approaches typically attempt to perform denoising and demixing

simultaneously. In doing so, they often con�ate distinct challenges — such as noise suppression,

redundancy reduction, and source separation — into a single complex step. This chapter proposes

an alternative: decoupling the preprocessing stage from demixing by �rst applying a general-

purpose compression and denoising procedure. This modular design allows each stage of the

pipeline to be independently designed and evaluated.

More formally, we break the signal extraction processing pipeline into three subproblems:

1. Denoising: separating neural signalŶ � AC ¸ B from noise E;

2. Compression: ef�ciently encoding the signal estimateŶ;

3. Demixing: estimating neural factors such thatÂĈ ¸ B̂ � Ŷ.

Most existing approaches attempt to solve denoising and demixing jointly by estimatingÂ andĈ

directly from the raw data Y. After all, if the underlying components A, C, and B could be accu-

rately recovered, the resulting representationŶ = ÂĈ¸ B̂ would provide both a highly compressed

and denoised approximation of the original data. In practice, state-of-the-art methods for this task

are typically based on non-negative matrix factorization (NMF), which incorporates strong struc-

tural priors about the data [10]. While these assumptions can lead to good performance when

well-matched to the underlying signal, they also make the methods more sensitive to variability

across imaging modalities and experimental conditions. As a result, performance often degrades

in challenging scenarios — e.g., low-SNR settings — where initialization is unreliable and hy-

perparameter tuning becomes more fragile [42]. These limitations increase the risk of missing
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components inÂ and Ĉ, making such approaches suboptimal when the primary goal is robust

compression and denoising rather than full demixing.

Empirically, we �nd that a sequential approach — separating compression and denoising from

demixing — is more robust and effective. In particular, we propose computing a compressed

estimate of the signal in the form̂Y = UV, where U and V are low-rank, structured matrices. These

matrices are chosen conservatively such that noise reduction is pursued only to the extent that it

does not risk the loss of substantial signal. The structure imposed on U and V is deliberately loose,

re�ecting only properties common across most functional imaging data — such as spatial locality

and temporal smoothness — without relying on modality- or experiment-speci�c assumptions. In

particular, U and V are modeled such that UV � AC ¸ B, but notably, we do not enforce any

constraints between ¹U– Vº and ¹A– C– Bº. Computing a suitable pair ¹U– Vº.1 solves subproblems

1 and 2 simultaneously and is the focus of the current chapter. Chapters 3 and 4 will return to the

demixing subproblem, demonstrating the advantages of working directly with a compressed and

denoised representation of the original data.

2.1 Methods

In this section, we present the full details of the proposed compression and denoising frame-

work. The method builds on the idea that functional imaging data are locally low-rank and exhibit

structured spatial and temporal smoothness. To exploit this, we divide the �eld of view (FOV) into

spatial patches and apply a penalized matrix decomposition (PMD) within each patch to extract

a compact, denoised representation of the signal. The PMD formulation we use is based on the

framework introduced in [64], but incorporates smoothness constraints tailored to neural imag-

ing data while remaining broadly applicable across modalities. The patch-wise processing strat-

egy follows prior work applying localized matrix factorization in calcium imaging pipelines [42].

Patch-wise results are then combined to form a global approximation of the full dataset. We begin

1One important note: many matrix factorizations are possible here to obtain a compressed representation ¹U– Vº.
This non-uniqueness does not pose an issue for either compression or denoising. This makes these problems inherently
easier than the demixing problem, where the identi�ability of A, C, and B (perhaps up to permutations of the rows and
columns of A and C) is critical.
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by outlining the core structural assumptions that motivate this strategy.

2.1.1 Strategy

To achieve a high quality compression and denoising result, we leverage three key structural

properties of functional imaging data:

1. Low-Rank: Signal (mostly) exists within the span of a low-dimensional subspace;

2. Locality: Signal sources are (mostly) small & spatially contiguous;

3. Smoothness: Signal is autocorrelated, whereas noise is spatiotemporally uncorrelated.

The �rst assumption provides a justi�cation for modeling the signal as a matrix factorization

Ŷ = UV. The second highlights the sparsity and compactness of individual sources, motivat-

ing constraints on the spatial support of each column of U. The third enables both regularization

and model selection by distinguishing signal from noise via their differing spatiotemporal autocor-

relation structure. In particular, it presents an opportunity to dynamically determine the rank of the

decomposition by requiring that the residual exhibit no signi�cant structure.

To integrate these structural assumptions, we form multiple partitions of the FOV, decomposing

the data matrix Y into a collection of overlapping spatial patches. Within each patch, we compute

an iterative factorization that favors smoothness in the extracted spatial and temporal bases. This

step is applied in parallel across patches, and the resulting local factorizations are then aggregated

into global spatial and temporal matrices U and V, representing the decomposition for the full FOV

(see CaImAn [42] for a similar patch-wise approach to the demixing problem).

For clarity of exposition, we begin by describing the patch-wise decomposition in the case of

a single, non-overlapping partition.Let the FOV be divided into � spatially contiguous patches

c1– � � � – c� , each containing 30 = 3•� pixels. A natural choice for this partitioning is, e.g., a

uniform grid. For each patch 1, we extract the corresponding data Y1 = fY¹8– �º : 8 2 c1g and

factorize it as Y1 � U 1V1. These local factors are then aggregated into a block-sparse matrix U
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and a stacked matrix V:

U =

2
6
6
6
6
6
6
6
6
4

U1 0 0

0
••• 0

0 0 U�

3
7
7
7
7
7
7
7
7
5

; V =

2
6
6
6
6
6
6
6
6
4

V1

•••

V �

3
7
7
7
7
7
7
7
7
5

• (2.1)

This construction implicitly yields a spatial matrix U with sparse, localized columns — without

the need for explicit regularization — and enables ef�cient parallel implementation over patches.2

2.1.2 Single-Patch Factorization

We begin by applying a standardization such that each pixel time-series is centered and nor-

malized according to an estimate of its noise variance. More speci�cally, for each raw pixel Y¹8– �º

the standardized pixel~Y¹8– �º is computed as

~Y¹8– �º =
Y¹8– �º � `8

f̂ 8
; ` 8 = mean

�
Y¹8– �º

�
– f̂28 � var

�
E¹8– �º

�
•

The factors f̂28 are estimated using the frequency domain method described in [10], which exploits

the spectral separation between signal and noise in high-frame-rate recordings. Standardization

aligns noise scales across pixels, enabling the decomposition to proceed under the assumption of

spatiotemporal homogeneity.

Next, we develop a penalized matrix decomposition (PMD) based on the framework proposed

in [64] and apply it to factorize each patch of data. Let~Y1 denote the standardized data matrix

for patch 1, and let k � k� denote the Frobenius norm. The decomposition is computed using an

iterative rank-one de�ation procedure: at the :C� iteration, the best rank-one approximation u: v)
:

to the current residual R: = ~Y1 �
Í : �1

==1 u=v)
= is obtained by solving

¹u: – v: º = arg min
u–v

kR: � uv ) k� subject to %temporal¹vº � 2 :
1– %spatial¹uº � 2 :

2• (2.2)

2It is important to acknowledge that some neural signals will inevitably be split across patch boundaries. This
redundancy creates two notable �aws: boundary artifacts and rank in�ation. We address these issues in subsequent
sections by further increasing redundancy through the use of overlapping patches and introducing a pruning procedure.
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The objective (2.2) can be ef�ciently descended via an alternating minimization on uk and vk.

Note that if we remove the %temporal¹vº and %spatial¹uº constraints above, then we can solve

for u: and v: directly by computing the rank-1 singular value decomposition (SVD) of R: ; in

other words, PMD without regularization generalizes to an application of PCA within the patch.

Since we have normalized the noise scale within each pixel, PCA should identify the signal sub-

space within the patch, given enough data (because the normalized projected data variance in any

direction will be equal to one plus the signal variance in that direction; since PCA searches for

directions that maximize variance, it will recover the signal subspace in the limit of in�nite data).

Indeed, as will be demonstrated in Section 2.2, simple patch-wise PCA (with an appropriate adap-

tive method for choosing the rank) often performs well, but incorporating spatial and temporal

constraints biases u: and v: toward the signal subspace, resulting in improved compression and

SNR.

There are many ways to de�ne domain-appropriate spatial and temporal penalty functions

%spatial and %temporal. A natural starting point is to consider quadratic smoothing penalties, which

admit closed-form linear updates for u: and v: . However, these penalties impose uniform notions

of smoothness that are often too restrictive. For example, they may over-smooth apical dendrites,

which are typically smooth along their axis but not across it, or fail to preserve spike-related tran-

sients in voltage traces, which contain a mixture of gradual �uctuations and sharp discontinuities.

As a result, linear smoothing can lead to a combination of under- and over-smoothing across dif-

ferent regions of the signal.

As discussed in Section 1.2, the spatial and temporal structure of neural signals can vary sub-

stantially across preparations — both in morphology and dynamics. Consequently, we aim to

strike a balance between generality and utility by selecting penalty functions that promote spa-

tiotemporal smoothness in a �exible sense, without being overly tailored to the attributes of any

particular modality. To this end, we have empirically found non-linear smoothing methods to be

more effective in practice, as they are more adaptable to a range of spatial and temporal structures.

In our implementation, we use trend �ltering (TF) [65] and total variation (TV) [66] penalties to
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regularize the temporal and spatial factors, respectively. These non-linear penalties are well-suited

to the types of neural signals we have observed in functional imaging data, favoring piecewise-

smooth structure in a way that permits sharp transients. Formally, we de�ne

%temporal¹vº = kD¹2ºvk1 =
) �1Õ

C=2

jvC�1 � 2v C¸ v C¸1j

and

%spatial¹uº = kr Guk1 =
Õ

¹8– 9º2E

ju8 � u 9j•

where D¹2º is the discrete second-order difference operator and rG is the incidence matrix of the

nearest-neighbor adjacency graph over pixels (i.e., ¹8– 9º 2 E if 8 and 9 are adjacent in the image

plane).

Following [10], we reformulate the alternating updates that minimize (2.2) as denoising prob-

lems, allowing the constraint levels 2:
1 and 2:2 to be implicitly selected based on estimated noise

variance. Let~v: = R)
: u: and ~u: = R : v: denote the unconstrained updates at iteration :. Fur-

ther, de�ne f̂2
~v and f̂2

~u as their respective noise estimates, computed using the frequency-domain

method described earlier. When the residual consists only of noise, then the squared error between

the unconstrained and constrained updates should be approximately equal to the expected noise

energy. That is,

k~v: � v : k2
2 � f̂ 2

~v ) and k~u: � u : k2
2 � f̂ 2

~u 3

by the law of large numbers. This observation implies that there exist values of 2:
1 and 2:2 for which

the constrained solutions lie within a noise-consistent tolerance. In particular, the update steps for
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v: and u: can be expressed in both penalty- and noise-constrained forms:

v: = arg min
v

kR)
: u: � vk 2

2 B•C• kD¹2ºvk1 � 2 :
2; (2.3)

v: = arg min
v

kD¹2ºvk1 B•C• kR)
: u: � vk 2

2 � f̂ 2
~v ) ; (2.4)

u: = arg min
u

kR: v: � uk 2
2 B•C• krGuk1 � 2 :

1; (2.5)

u: = arg min
u

kr Guk1 B•C• kR: v: � uk 2
2 � f̂ 2

~u 3• (2.6)

In practice, we solve the noise-constrained forms of the update problems (Equations 2.4 and 2.6),

which amounts to a data-adaptive procedure for setting the penalty constraints 2:
1 and 2:2. Complete

details are presented in sequence in Algorithm 1.

Algorithm 1: Rank-one factorization via the PMD objective function (2.2).

Function Rank_One_Decomposition¹R 2 R3�) º :
1: u0  Initialize¹Rº // See Algorithm 2
2: v0  Temporal_Update¹R– u0º
3: =  0
4: while not converged do
5: u=¸1  Spatial_Update¹R– v=º
6: v=¸1  Temporal_Update¹R– u=¸1 º
7: =  = ¸ 1
8: end while
9: return u =– v=

Subroutine Spatial_Update¹R 2 R3�) – v 2 R) º:
1: ~u  Rv
2: f̂ 2

u  Image Noise Estimate¹~uº // Frequency Domain
3: u  arg min u kr Guk1 B•C• k~u � uk 2

2 � f̂ 2
u 3

4: return u•kuk2

Subroutine Temporal_Update¹R 2 R3�) – u 2 R3º:
1: ~v  R ) u
2: f̂ 2

v  Timeseries Noise Estimate¹~vº // Frequency Domain
3: v  arg min v kD¹2ºvk1 B•C• k~v � vk 2

2 � f̂ 2
v )

4: return v•kvk2

To solve the noise-constrained problems (2.4) and (2.6), we implement Chambolle's Parameter

Selection (CPS) procedure as described in [67]. The method performs an ef�cient line search
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over values of the Lagrange multiplier for the dual problem to �nd the value that corresponds to

the solution for a given constraint level. We solve the dual form of (2.4) using the Primal-Dual

Active Set method from [68], and the dual form of (2.6) using the proxTV package [69]. Both

implementations exploit warm starts, a critical advantage since CPS requires sequentially solving

a series of closely related optimizations. Empirically, the trend �ltering (TF) optimization scales

linearly with the length of the movie ). In contrast, the total variation (TV) problem is con�ned to

small spatial patches, so we have not investigated its scaling behavior.

Figure 2.1: Illustration of trend �ltering. Each row shows a temporal component v: extracted from
a sample patch in the voltage imaging dataset (see Results for details). Red traces correspond to
the unconstrained update~v: = R)

: u: ; blue traces show the corresponding noise-constrained update
obtained using the trend �ltering penalty. Error bars on the left indicate 2� estimated noise scale;
right panels show zoomed region indicated by dashed lines in left panel.

Figure 2.1 illustrates the effect of the trend �ltering penalty on a selection of temporal com-

ponents v: , comparing the unconstrained and noise-constrained updates for each. Common ap-

proaches for denoising calcium imaging data [70, 10] rely on sparse autoregressive models, which

require estimation of both autoregressive coef�cients and sparsity penalties. In contrast, the trend

�ltering penalty avoids these requirements entirely. Moreover, it naturally accommodates both pos-

itive and negative �uctuations in the signal, whereas the sparse non-negative autoregressive model

cannot, by construction. This �exibility is especially important in the context of general-purpose
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denoising, where components of V are not constrained to represent individual sources and may

instead capture mixtures of cellular activity with varying timescales and both positive and negative

weights.

To complete the speci�cation of the single patch decomposition, it remains to de�ne an initial-

ization and a stopping criterion. For the former, setting u0 / 1 provides a simple and effective

starting point. To accelerate early iterations, we begin by alternating unconstrained updates (i.e.,

omitting the denoising steps). This iterative projection approximates the rank-1 SVD using power

iterations. In other words, we aim to use the top component of PCA applied to the current residual

as our initialization. Repeated matrix-vector multiplications are a rate limiting step here; thus,

these initial iterations can be further accelerated by spatially and temporally decimating R: . Em-

pirically, decimation also improves signal-to-noise ratio by averaging out noise across neighboring

pixels and frames, and can aid in extracting weak components in low-SNR regimes; see [11] for

a related discussion. This initialization completes the speci�cation of the rank-one decomposition

procedure; full details are assembled in Algorithm 2.

Algorithm 2: Accelerated initialization via decimation.

Function Initialize¹R 2 R3�) º :
1: R3B  Decimate¹Rº // Low Pass + Downsample
2: v0  R )

3B1•kR)
3B1k2 // Implicit u0 / 1

3: =  0
4: while not converged do
5: u=¸1  R 3Bv=•kR3Bv=k2
6: v=¸1  R )

3Bu=¸1 •kR)
3Bu=¸1 k2

7: =  = ¸ 1
8: end while
9: return Upsample¹u=º // Output 2 R3

For the stopping criterion, the goal is to adaptively determine the rank by terminating when the

residual is statistically consistent with uncorrelated noise. Formally, we de�ne a pair of spatial and

temporal test statistics:

) temporal¹vº =
kD¹2ºvk1

kvk1
– )spatial¹uº =

kr Guk1

kuk1
•
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For each extracted component pair ¹u: – v: º, we compute the corresponding test statistics and ap-

ply a one-sided hypothesis test under the null hypothesis that R: consists of uncorrelated Gaussian

noise with unit variance. The critical values for these tests, denoted by C�
spatialand C�temporal, are pre-

computed by Monte Carlo under the unit-variance Gaussian null. During compression, we favor

a conservative approach, erring on the side of retaining more components than strictly necessary

to avoid inadvertently discarding meaningful signal; accordingly, we terminate the outer loop only

after multiple components are consecutively rejected. The stopping criterion completes the exten-

sion of the rank-one decomposition into a full rank-adaptive decomposition for a single patch; the

details are compiled in Algorithm 3.

Algorithm 3: Rank-adaptive PMD.

Function Rank_Adaptive_Decomposition¹Y 2 R3�) º :
1: U  » ¼– V  » ¼– R  Y– consec_fails  0
2: while consec_fails Ÿ fail_thresh do
3: u– v  Rank_One_Decomposition¹Rº
4: R  R � uv )

5: if ) spatial¹uº Ÿ C�spatialand ) temporal¹vº Ÿ C�temporalthen
6: U  append¹U– uº
7: V  append¹V– vº
8: consec_fails  0
9: else

10: consec_fails  consec_fails ¸ 1
11: end if
12: end while
13: return U– V

With the core building-block of our strategy established, we return to the task of scaling its

application to full datasets. For ease of demonstration, we began by assuming that the FOV is

partitioned into disjoint, localized patches (e.g., a grid), as described in Section 2.1.1. Under this

assumption, each application of the rank-adaptive decomposition is fully independent, trivializing

the process of scaling to the full FOV: the global problem decomposes into a collection of parallel

sub-problems, each con�ned to a local region and solvable without coordination. Indeed, we have

observed in our implementation that using multiprocessing to distribute patch-wise computations

across available CPU cores achieves near-linear speedup, owing to the embarrassingly parallel
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structure of the task and minimal inter-process communication overhead. However, the use of

non-overlapping patches can introduce artifacts near patch boundaries, degrading the quality of

local estimates in these regions. Addressing these limitations is the focus of the next section,

in which we extend the framework to multiple partitions of the FOV and establish aggregation

strategies to smoothly combine their estimates.

2.1.3 Multi-Patch Extension

Applying PMD independently to non-overlapping patches provides a straightforward and par-

allelizable approach for processing large-scale imaging data. However, the quality of the aggregate

estimate degrades near patch boundaries, where limited spatial context and abrupt discontinuities

introduce visible artifacts. To address this shortcoming, we repeat the full-FOV decomposition

multiple times, each with a different non-overlapping partition. By using a set of suf�ciently di-

verse partitions, we obtain a collection of estimators with complementary strengths. Finally, we

de�ne an ensemble estimate by weighted average, allowing the weights to vary pixelwise for each

constituent estimator. In particular, each contribution is modulated based on the pixel's position

relative to the center of the patch from which it was derived. This locally adaptive weighting

approach ensures a smooth fusion of the spatially overlapping estimates.

In practice, we implement this strategy using four partitions, each de�ned by translating a grid

with �xed dimensions. Offsetting the grid by half the patch length per axis ensures that each pixel

falls near the center of a patch in at least one partition. Conceptually, this is equivalent to a rolling-

window decomposition with stride equal to half the window dimension along each axis. This

design parallels common practices in image processing, where overlapping windows and tapered

weights are used to reduce edge artifacts and produce smooth reconstructions. Motivated by this,

we apply spatial weighting functions that taper near the window boundaries (i.e., the edges of

each patch) to smoothly blend overlapping estimates. In our implementation, we use triangular

windowing functions, with weights that increase linearly from zero at the patch boundaries to one

24



at the center.3

To formalize the aggregation, let̂Y ¹8º = U ¹8ºV ¹8ºdenote the PMD estimate for the 8th partition,

as de�ned in Equation 2.1. Let~w¹8º 2 R3 denote a spatial weight map for partition 8, designed to

emphasize the center of each patch and taper near its boundaries. Let % denote the total number of

partitions; we compute the normalized weights as

w¹8º¹Gº =
~w¹8º¹Gº

Í %
9=1 ~w¹ 9º¹Gº

– (2.7)

where the sum is over all partitions 9 for which pixel G lies within the support of a patch. These

normalized weights are then used to compute a pixelwise weighted average of the overlapping

reconstructions, producing a smooth global estimate:

Ŷ =
%Õ

8=1

w¹8º � Ŷ ¹8º =
%Õ

8=1

w¹8º �
�
U¹8ºV ¹8º

�
–

where � denotes elementwise multiplication. This weighted average de�nes a global low-rank

approximationŶ = UV, where U is a union of reweighted local spatial components and V stacks

the corresponding temporal factors:

U =
h
w¹1º � U ¹1º � � � w¹%º � U ¹%º

i
– V =

2
6
6
6
6
6
6
6
6
4

V ¹1º

•••

V ¹%º

3
7
7
7
7
7
7
7
7
5

• (2.8)

This formulation enables seamless integration of overlapping estimates while preserving the

spatial localization and low-rank structure imposed by the decomposition. The resulting spatial

matrix U remains highly sparse and locally supported, re�ecting the compactness of the underly-

ing sources. However, this robustness comes at a cost: overlapping partitions increase the number

of independently compressed patches, typically in�ating the rank of the combined factorization by

3Any smooth windowing function (e.g., cosine or Hamming) could be used here. Because the weights are nor-
malized per pixel (see Equation 2.7), the effective contribution of each patch adjusts naturally to the degree of local
overlap.
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a factor of %. In our implementation using four half-offset grids, for example, the rank increases

approximately fourfold, even though the true signal dimensionality remains unchanged. This re-

dundancy hinders the ef�ciency of the �nal compression. To address this, the following subsections

introduce a secondary, truncated factorization based on an ef�cient application of the singular value

decomposition (SVD), reducing the decomposition back to an appropriate rank while preserving

the structured sparsity of U.

2.1.4 Post-Factorization Compression

The use of overlapping partitions introduces redundancy by design, ensuring that each pixel

is covered by multiple patches and bene�ts from multiple, spatially offset estimates. While this

strategy improves robustness and reduces boundary artifacts, it also in�ates the dimensionality of

the resulting decomposition. The resulting spatial matrix U is approximately overcomplete, with

many columns contributing redundant or highly correlated structure toŶ. This overparameteriza-

tion reduces compression ef�ciency and increases storage and downstream computational costs.

To address this issue, we apply a secondary factorization and truncation to reduce the decom-

position back to an appropriate rank while preserving the captured signal. Importantly, this can

be achieved via application of an SVD and does not involve any assumptions about the generative

structure of the data; thus, it is both fast and broadly applicable.

Our goal is to compute a compact approximation of the form UpostVpost � Ŷ, where Upost 2

R3�A 0
and Vpost 2 RA0�) for some target rank A0 Ÿ A. Fortunately, the factorized form̂Y = UV

provides a natural starting point for an ef�cient solution. To ensure this step is maximally ef�cient,

we compute the approximation directly from the factorized representation, avoiding the substantial

memory and computational cost of explicitly reconstructingŶ. In addition, we aim to preserve

and exploit the blockwise sparse structure of U where possible, as it further supports ef�cient

computation and storage. The speci�c steps required to perform this computation are detailed in

Algorithm 4 4.

4Note that since Algorithm 4 returns the full rank-A SVD rather than truncating to rank A0. If one determines the
value A0 ahead of time, further optimizations may be made by truncating the size of the manipulated matrices as soon
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Algorithm 4: Fast post-factorization SVD for block-sparse U.

Function Factorized_SVD¹U 2 R3�A – V 2 RA�) º :
1: L– Q  QR¹Vº // V = LQ
2: ~�  U ) U
3: �  L ) ~�L
4: �– D  Eigen¹�º // � = �D� )

5: ~U  UL�D �1•2

6: ~S  D 1•2

7: ~V)  � ) Q
8: return ~U– ~S– ~V)

The steps detailed in Algorithm 4 are chosen to exploit both the already factorized form of

Ŷ = UV and the structured sparsity of U. The process starts by orthogonalizing V with a QR

decomposition, yielding a lower-triangular matrix L 2 RA�A and an orthonormal temporal basis

Q 2 RA�) . This decomposition allows us to express the covariance ofŶ in a reduced coordinate

system as � = L) U) UL. We begin by computing~� = U ) U, which captures the inner products

between extracted spatial components. Due to the construction of U, inner products are nonzero

only between components from overlapping patches. As a result,~� is itself highly sparse and

the remaining multiplications — L) ~�L — involve only small A � A matrices and can be carried

out ef�ciently. Next, an eigendecomposition of � is performed to obtain the singular values and

right singular vectors of̂Y, after a �nal change of basis. Finally, the spatial components U are

transformed into an orthonormal basis through a sequence of small matrix multiplications and

rescaling.5 Crucially, at no point does the algorithm form or operate on the full matrixŶ, ensuring

both memory ef�ciency and computational tractability.

Algorithm 4 produces the full rank-A SVD of the aggregate decomposition,Ŷ = ~U~S~V) . In

order to obtain an appropriately reduced representation, we simply truncate, retaining only the

as the Eigen decomposition is performed at step 4.
5As a direct consequence of orthogonalization, the new basis~U no longer preserves the structured sparsity of

the original spatial components U. This is unavoidable due to the mixing introduced by L and � which necessarily
combines information from all of the patches. For this reason, it is often desirable to express the �nal, truncated
representation using the original matrix U. This will be discussed in further detail in section 2.1.5.
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leading A0singular values and their associated components:

Upost = ~U¹:–1:A0º ~S¹1:A0–1:A0º– Vpost = ~V)
¹:–1:A0º•

This yields a truncated approximation̂Ypost � U postVpost, with the singular values absorbed into

the spatial factors Upost.

With the truncation procedure fully de�ned, we address the task of selecting a value A0. A

common approach is to choose A0based on the cumulative explained variance of the singular values,

but this introduces a tunable threshold and often requires manual inspection. Instead, we leverage

the structure of the aggregation step: because each pixel is covered by % overlapping patches, the

decomposition is typically %-fold overcomplete. Based on this, we de�ne the target rank as

A0 �
A
%

¹1 ¸ Yº–

where Y ¡ 0 is a small in�ation factor used to conservatively retain signal components. This

heuristic avoids dataset-speci�c tuning and aligns with our emphasis on robustness. In practice,

we �nd that Y = 0•1 (i.e., 10% rank in�ation) performs reliably across datasets. The approach

generalizes to other settings where redundant decompositions are used and is agnostic to the details

of the initial compression.

2.1.5 Compressed Output Representation

As de�ned in the preceding section, the post-factorization compression step yields the truncated

decompositionŶpost = UpostVpost, in which both matrices are now dense. This representation is

conceptually straightforward and can be dropped into existing analysis pipelines without requiring

any special handling. However, the new spatial basis Upostsurrenders the block-sparse structure of

the original spatial matrix U, and this has important implications when prioritizing the ef�ciency

of storage and downstream computation.

Recall that in the aggregated spatial matrix U, each column is supported on only a single patch
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and is therefore highly sparse, containing just 30 = 3•� non-zero elements. When Upost is formed,

the % overlapping decompositions are merged — reducing the number of columns by roughly %

but simultaneously incurring a �-fold increase in the number of stored elements per column. In

total, this transformation changes the number of non-zero entries in the spatial matrix by a factor

of �•%, shrinking it when � Ÿ % and in�ating it when � ¡ %.

Because � � % in every dataset we have encountered — often by one to two orders of magni-

tude — this transformation almost always expands the spatial matrix, sometimes dramatically. For

long movies with modest spatial resolution, this inef�ciency can be tolerated:

size¹Vº ¡ size¹Vpostº � size¹U postº ¡ size¹Uº–

so the reduction in temporal storage from using Vpost outweighs the in�ation in Upost. But for

high-resolution movies (large 3) or in contexts where maximum ef�ciency is required, this trade-

off becomes untenable — the increased spatial cost signi�cantly diminishes the bene�ts of rank

reduction.

To resolve this inef�ciency, we retain the block-sparse structure of U while achieving the same

temporal reduction. Speci�cally, we express the rank-reduced decomposition in an alternative

mixing matrix representation:

Ŷpost = URpostVpost–

where U is the original block-sparse spatial matrix and Rpost = L� ¹:–1:A0º is a dense mixing matrix

computed from intermediate quantities in Algorithm 4. Because Rpost 2 RA�A0
is negligible in size

relative to both U and V, this representation preserves the sparsity of U while still achieving the

same temporal reduction through Vpost.

Downstream tools that build on this method often handle the truncated PMD output in the most

ef�cient form, internally retaining the original block-sparse U together with a mixing matrix for

compactness. Explicitly carrying this representation — and the associated “post” subscripts —
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forward into every equation would add unnecessary complication, particularly when discussing

NMF methods in Chapter 3. For the rest of this thesis, we therefore write the �nal output as

Ŷ = UV, with the understanding that U and V refer to the truncated PMD factor matrices regardless

of the internal representation used for U.

2.1.6 Practical Considerations

We conclude with several implementation-related observations that improve the practical per-

formance and adaptability of the method. While the core algorithm is broadly applicable, real-

world datasets often present structural or computational constraints that motivate targeted re�ne-

ments. The considerations below address background signal handling, patch sizing, and strategies

for scalability.

In some cases — such as wide�eld or microendoscopic imaging — strong background signals

extend across much of the FOV and violate the assumptions of patch-wise independence. These

background signals often span multiple patches and manifest as globally correlated components,

which are poorly captured by purely local factorizations. To address this, we recommend running

a few iterations of PMD(TV,TF) on the full data matrix Y prior to patch-wise decomposition.

The extracted global components can then be subtracted from the raw data before proceeding

with compression. This two-stage approach separates background and localized signals, allowing

background activity to be stored as a small number of dense components in U, followed by sparser

components, thereby improving both interpretability and compression. See the microendoscopic

imaging background video for a demonstration.

Patch size plays an important role in the balance between compression ef�ciency and spatial lo-

calization. In practice, performance is not highly sensitive to the exact patch dimensions, provided

they are matched to the spatial correlation scale of the data. If patches are much smaller than this

scale, the resulting V components become highly redundant across neighboring patches, degrading

compression performance. Conversely, overly large patches reduce the sparsity and spatial local-

ization of U, undermining one of the primary advantages of the patch-wise decomposition. We
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�nd that using patch sizes comparable to the typical size of signal sources (e.g., neurons or local

activity domains) yields consistent results.

The patch-wise PMD approach scales linearly with three critical parameters: ) (due to the

sparse nature of the second-difference operator in the TF step), 3 (due to the patch-wise decom-

position), and the rank of U and V. Additional speedups are achieved by exploiting warm starts

and parallel processing across patches. For very long datasets, further gains can be obtained by

computing U on an initial subset of the data and then updating V on the remainder of the movie;

this latter step requires no PMD iterations (since the spatial signal subspace has already been iden-

ti�ed) and is therefore extremely fast, amounting only to a single temporal update call per element

of V.

2.2 Results

To evaluate PMD's performance as a general-purpose compression and denoising tool, we

applied it to �ve functional imaging datasets selected to span a wide range of spatial and tempo-

ral characteristics. These datasets — which include one-photon microendoscopic calcium imag-

ing, two- and three-photon calcium imaging, wide�eld calcium imaging, and one-photon voltage

imaging — differ substantially in resolution, signal density, and noise structure. Some exhibit

large-scale background activity, others contain sparse dendritic signals or extremely low-SNR

voltage traces. Demonstrating consistent performance across this spectrum is essential: the goal

of PMD is not to provide a narrowly tuned solution for a single modality, but to deliver a ro-

bust, low-maintenance preprocessing step that can adapt across experimental settings. Detailed

descriptions of each dataset, including acquisition context and preprocessing steps, are provided in

Appendix A.1.

2.2.1 Benchmark Comparisons

Evaluation is centered on two primary criteria — compression and denoising — which corre-

spond to the central themes of this chapter. Denoising performance is quanti�ed using a signal-to-noise
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ratio (SNR) metric, de�ned as the pixelwise average of relative SNR restricted to a subset of infor-

mative pixels 
:

SNR Metric =
1

j
j

Õ

?2


SNR
�
.̂ ¹?– �º

�

SNR
�
. ¹?– �º

� •

Per-pixel SNR is estimated using the spectral method introduced earlier in this chapter, which

partitions each pixel's total variance into signal- and noise-attributable components. We restrict

the calculation to 
, the top 10% of pixels ranked by their raw SNR, to avoid instability in regions

where denoising drives the variance nearly to zero and the corresponding SNR estimates become

unstable. An SNR metric of 1 indicates no improvement over the raw data, while increasing values

correspond to proportional increases in signal quality — providing a consistent and interpretable

way to summarize denoising performance across diverse datasets.

Likewise, we quantify compression using the compression ratio, de�ned as

Compression Ratio =
==I¹Yº

==I¹Uº ¸ ==I¹Vº
–

where ==I¹Aº counts the number of nonzero entries in matrix A. This metric directly re�ects how

much the raw data can be compressed while preserving the recorded signal — higher values in-

dicate that the factorization captures the same information in fewer stored elements. Importantly,

greater compression not only reduces storage requirements but also accelerates any downstream

analysis that operates directly on the factorized representation ¹U– Vº. Finally, we pro�le all bench-

marked methods and report the recorded runtimes as a direct evaluation of scalability.

Table 2.1 aggregates the compression ratio, SNR metric, and pro�led runtime for PMD along-

side two PCA-based baselines across all �ve benchmark datasets. The �rst baseline, global PCA,

applies PCA to the full FOV, while the second, patch-wise PCA, applies PCA as the underlying de-

composition following the framework presented in Section 2.1.3. Together, these baselines provide

complementary reference points: patch-wise PCA demonstrates the bene�t of localized decompo-

sition, and global PCA illustrates the limitations of applying PCA to the entire dataset without
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incorporating assumptions about spatial or temporal structure.

Both PCA baselines are con�gured under a fairness-oriented setup to perform as favorably as

possible. Patch-wise PCA uses the same grid and rank-selection rule as PMD, ensuring that differ-

ences in performance re�ect only the absence of PMD's regularization penalties. For global PCA,

that same rule left substantial signal in the residuals, so we instead manually selected the rank for

each dataset — using the minimum rank necessary to retain all visible signal. The benchmark

for global PCA was evaluated using a truncated SVD with prior knowledge of this pre-selected

rank, thus bypassing any model selection overhead. These choices ensure that comparisons in Ta-

ble 2.1 isolate the impact of methodological differences — such as localization and regularization

— rather than artifacts of implementation or parameter tuning.

Dataset Dimensions Method Compression SNR Total

Frames FOV Patch Ratio Metric Runtime (s)

Endoscopic 6000 256x256 16x16 Patch-wise PMD 23 2.3 220.4
16x16 Patch-wise PCA X X X
N/A Standard PCA 2 1.3 595.5

Dendritic 1000 192x192 16x16 Patch-wise PMD 52 3.7 3.2
16x16 Patch-wise PCA 32 2.5 1.2
N/A Standard PCA 2 1.1 18.3

Three-photon 3650 160x240 20x20 Patch-wise PMD 94 1.8 12.4
20x20 Patch-wise PCA 44 1.4 3.5
N/A Standard PCA 2 1.0 187.2

Wide�eld 1872 512x512 32x32 Patch-wise PMD 298 3.5 12.5
32x32 Patch-wise PCA 265 3.4 10.1
N/A Standard PCA 10 1.6 80.1

Voltage 6834 80x800 40x40 Patch-wise PMD 180 2.8 30.5
40x40 Patch-wise PCA 213 2.7 8.7
N/A Standard PCA 8 1.0 185.1

Table 2.1: Quantitative comparison of PMD, patch-wise PCA, and global PCA across �ve func-
tional imaging datasets. "X" indicates that the tested method failed by leaving visible signal in the
residual, invalidating the omitted metrics. Results for patch-wise methods are reported for a single,
non-overlapping tiling of the FOV. All benchmarks were run on an Intel Core i7-6850K (6-core)
processor.

Across all datasets, PMD delivers a consistent balance of strong compression and improved sig-

nal quality. Compression ratios ranged from roughly 20× on lower-resolution endoscopic record-

33



ings to nearly 300× on wide�eld data, re�ecting PMD's ability to adapt to datasets with very

different spatial scales. SNR improvements were uniformly positive, typically doubling or tripling

the estimated signal-to-noise ratio and peaking at nearly 4× on dendritic recordings.

Similarly, patch-wise PCA delivered strong results on four of the �ve benchmark datasets, cap-

turing all visible signal. The exception was the endoscopic dataset, where patch-wise PCA missed

notable residual structure that PMD successfully recovered. In addition to yielding more stable per-

formance on this challenging dataset, PMD's spatial and temporal penalties showed modest gains

— for both SNR and compression — on three of the four remaining datasets. Taken together,

these results demonstrate that most of the compression and denoising gains stem from the shared

patch-wise factorization strategy, with the additional regularization in PMD providing incremental

improvements at the cost of increased complexity.

Consistent with these performance trends, the pro�ling results underscored the scalability ben-

e�ts of the shared patch-wise processing strategy. Operating on small, independent patches enables

ef�cient parallelization and avoids global memory bottlenecks, allowing computation to scale lin-

early with the number of frames ()), spatial dimension (3), and rank (A). Empirically, the observed

runtimes closely matched these expected scalings across all datasets. PMD's regularization intro-

duces predictable additional computation, making it incrementally slower than patch-wise PCA,

though both methods remain notably faster and far more memory-ef�cient than their global alter-

native.

By contrast, global PCA performed poorly across all evaluation axes — achieving only min-

imal compression and negligible SNR improvements across the pixels most relevant for down-

stream analysis. This underperformance is a consequence of needing a substantially higher-rank

decomposition to avoid discarding neural signal. These results underscore that global approaches

are ill-suited for datasets composed of sparse, spatially-localized signals — particularly when the

same method, applied in the patch-wise framework, yields dramatically better outcomes. Overall,

the results in Table 2.1 illustrate that PMD's combination of localized decomposition and penalized

factorization consistently yields superior compression and denoising across diverse experimental
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conditions.

2.2.2 Diagnostic Comparisons

While the benchmark comparisons af�rm PMD's performance across datasets, the reported

metrics provide only a high-level summary. Equally important is verifying that the method pro-

duces visually desirable outputs across the same range of diverse conditions. To that end, we

present examples from each — comparative �gures and videos — to illustrate the impact of de-

noising. These materials serve a diagnostic purpose: the �gures highlight instances where neu-

ral footprints appear sharper, temporal events emerge more clearly against the noise �oor, and

residuals re�ect only unstructured variation. The accompanying videos offer frame-by-frame vi-

sualizations, enabling inspection of temporal continuity and con�rmation that residuals contain

no apparent signal or artifacts. Together, these resources complement the quantitative results by

directly illustrating the qualitative characteristics of PMD's outputs.

For each dataset, two complementary �gure types are provided in Appendix A.2. The �rst

presents representative raw, denoised, and residual frames side-by-side, along with selected pixel

traces. The second shows heatmaps of pixel-wise SNR and local correlation before and after

denoising, as well as for the residual. Here, SNR is computed using the same spectral method

described in Section 2.2.1, and local correlation refers to the mean correlation between each pixel

and its immediate neighbors. Together, these �gures serve complementary purposes: the snap-

shot images are intended to build intuition for the structure of PMD's outputs, offering a direct

before-and-after comparison of spatial detail and temporal dynamics. In contrast, the global sum-

mary images serve as diagnostic tools for evaluating key structural features across all time points

— in particular, the residual correlation and SNR panels should be inspected for the absence of

meaningful structure.

Figures A.2–A.11 demonstrate that PMD performs well across the range of benchmark datasets,

adapting effectively to variations in spatial scale and temporal dynamics. In each case, the denoised

outputs preserve detailed neural structure while suppressing pixel- and frame-wise noise. These
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outcomes are further supported by the global SNR and local correlation heatmaps, which show that

signal components become more readily identi�able in the denoised movies, and that the residuals

exhibit no persistent or interpretable structure — observations that af�rm the suitability of PMD-

denoised outputs for subsequent demixing.

To complement the static �gures, we also provide paired video comparisons for each dataset.

While less ef�cient to browse than summary images, these videos serve as the most complete

diagnostic tool for evaluating denoising performance. Frame-by-frame comparison of the syn-

chronized raw, denoised, and residual panels offers a comprehensive view of the denoising output,

permitting detailed inspection for temporal continuity, preservation of �ne spatial structure, and

absence of signal in the residual. These videos also provide the clearest representation of the spa-

tial and temporal characteristics of each dataset. Links to online-hosted videos are presented in

Appendix A.36.

2.3 Discussion

This chapter introduced a scalable approach for compressing and denoising functional imaging

data based on localized Penalized Matrix Decomposition (PMD). Designed as a general-purpose

preprocessing step, the method produces compact, noise-reduced representations that are well

suited for downstream analysis. Its performance derives from three core elements: the identi�-

cation of a suitable low-rank signal model to separate signal from noise; a patch-wise factorization

strategy that adapts to spatially localized signal structure; and the application of spatial and tem-

poral smoothness penalties to enhance coherence in the extracted components.

Together, these elements yield a practical and reliable algorithm that achieves strong compres-

sion and SNR improvements across diverse datasets without requiring parameter tuning. Quanti-

tative benchmarks show that PMD consistently outperforms standard PCA baselines, while qual-

itative evaluations con�rm that it preserves interpretable signal without introducing artifacts. The

result is a robust, modular method that performs well across a wide range of imaging conditions.

6Due to the constraints of online hosting, these videos are subject to standard compression, which may introduce
minor viewing artifacts. For access to uncompressed TIFF videos, please contact the author.
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While this chapter focused on compression and denoising in isolation, the broader utility of

PMD lies in what it enables. The low-rank, noise-reduced outputs produced by this method provide

a clean and compact foundation for the demixing algorithms introduced in Chapter 3, and they

support the scalable pipelines deployed in Chapter 4. In this sense, PMD serves as the starting

point for a modular framework for functional imaging analysis — one that is scalable, adaptable,

and empirically validated across modalities. We next turn to demixing on PMD outputs, showing

how this representation improves both initialization and solver ef�ciency.
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Chapter 3: PMD-Enabled Demixing

The preceding chapter introduced a modular approach to functional imaging analysis, in which

compression and denoising are treated as distinct subproblems from demixing. With this foun-

dation in place, this chapter turns to the �nal subproblem — demixing — and demonstrates how

operating directly on the compressed, denoised output of PMD provides both modeling and com-

putational advantages.

Focusing �rst on modeling, the enhanced SNR and increased local correlation in the denoised

outputs — as demonstrated in Figures A.2–A.11 — make it easier to isolate weak, correlated signal

sources. These observations enabled a novel superpixel-based initialization strategy, introduced

alongside PMD in Buchanan et al. [9], that leverages local correlations in the denoised output to

reliably disentangle overlapping, synchronous components into distinct seeds for demixing. This

approach was critical in enabling LocalNMF to operate effectively on voltage and Bessel dendritic

imaging data, where signal sources are highly overlapping and traditional initialization methods

based on stereotyped neuron shapes often fail.

More broadly, this example highlights a central challenge in NMF-based demixing: most meth-

ods require initialization with a �xed number of components and their approximate locations, and

the quality of the �nal output is largely determined by the accuracy of these initial estimates.

Model �tting primarily serves to re�ne these initial guesses and often fails to correct errors such as

missing or over-merged sources, instead relying on ad hoc splitting and merging heuristics embed-

ded within the alternating minimization procedure [10, 8, 9, 42]. PMD mitigates this bottleneck

by increasing the separability of sources prior to initialization, enabling more advanced strategies

such as superpixel-based or neural network-guided seeding that are otherwise unreliable in noisy

data regimes. The improved signal quality also reduces the burden on the NMF model itself, al-

lowing more expressive factorizations that are better aligned with the structure of speci�c imaging

38



modalities.

In addition to these modeling bene�ts, working directly with the factored matrices U 2 R3�A

and V 2 RA�) — rather than the full data matrix Y 2 R3�) — can substantially reduce the

computational burden of demixing. As discussed in Section 1.1, the rank A �  is typically

much smaller than either 3 or ), and in practice, A¹3 ¸ )º � 3) often by two orders of magnitude

(see Table 2.1). Consequently, widely adopted implementations of state-of-the-art NMF pipelines

— including CNMF-E [8] and CaImAn [42] — must contend with the challenge of operating

on datasets too large to �t in memory. To remain tractable, these methods process small spatial

patches sequentially, following a strategy similar to the one introduced in Section 2.1.3. While

this patch-wise approach circumvents hardware constraints, it does so at the cost of substantial I/O

latency and introduces delays for operations that span multiple patches.

An alternative implementation was introduced alongside PMD in Buchanan et al. [9], where the

LocalNMF algorithm was designed to operate directly on the compressed representation. This ap-

proach circumvents the hardware bottleneck altogether: computations are mapped directly onto the

matrices U and V, eliminating the need to reconstruct Y. As a result, the memory constraints that

hinder traditional pipelines are avoided entirely. Moreover, by replacing expensive matrix opera-

tions involving Y — such as multiplications, projections, or residual updates — with lightweight

equivalents involving U and V, the implementation yields computational bene�ts proportional to

the relative sizes of these matrices. This dual advantage — eliminating memory overhead and

reducing per-iteration cost — lays the groundwork for scalable demixing strategies that can be

deployed on large datasets without compromising model expressiveness or �exibility.

Computational bottlenecks become especially disruptive in practical work�ows, where NMF-

based models are rarely �t just once. Instead, demixing typically involves iterative re�nement:

initialization strategies and model parameters must be tuned to accommodate dataset-speci�c vari-

ability. In traditional pipelines, this process is hindered by the latency of repeated disk access

and the computational cost of operating on the full data matrix, making it dif�cult to explore

alternatives or adjust parameters ef�ciently. These constraints are particularly limiting for human-
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in-the-loop interactions, where researchers would ideally inspect results and adjust parameters in

real time — but in practice, the high cost of model �tting prohibits responsive feedback. By ap-

plying PMD as a reliable, one-time preprocessing step, we alleviate these bottlenecks and open the

door to new model �tting work�ows built around the compact, denoised representation — enabling

pipelines that would otherwise be prohibitively slow or cumbersome.

While these modeling and computational advances were �rst demonstrated in Buchanan et

al. [9], the underlying insight runs deeper: once a compact, denoised representation has been re-

liably extracted, the design space for demixing broadens considerably. Rather than viewing com-

pression and denoising as auxiliary preprocessing steps, this perspective treats them as enablers

— allowing downstream initialization strategies to be more data-driven, models to be more ex-

pressive, and usability restructured around ef�ciency and scalability. The work that follows builds

directly on this foundation.

The following sections revisit this foundation in two distinct experimental settings, each pre-

senting challenges that stretch the assumptions of conventional demixing pipelines. Section 3.1

introduces LocaNMF [71], which extends constrained non-negative matrix factorization to wide-

�eld calcium imaging by incorporating localization priors derived from anatomical atlases. Sec-

tion 3.2 turns to MaskNMF [72], a pipeline that combines convolutional neural network–based

initialization with a variant of LocalNMF tailored to densely overlapping signals. In both cases,

the compressed representation produced by PMD enables GPU-accelerated implementations that

unlock substantial performance gains — supporting automated model selection in LocaNMF and

responsive, researcher-in-the-loop re�nement in MaskNMF.

These sections are not intended to reproduce the technical details or comprehensively explain

each method in full; rather, they highlight the dataset-speci�c challenges posed by each experimen-

tal setting and the corresponding methodological extensions developed to address them. Each case

study also clari�es my speci�c contributions to the resulting pipelines. Full texts of both papers

are included in Appendix B, accompanied by contextual notes and cross-references to the relevant

sections of this chapter. Taken together, these examples illustrate how PMD served as a critical
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enabler, reinforcing the central thesis that general-purpose compression and denoising, when cou-

pled with domain-adapted demixing, provides an effective framework for building novel pipelines

across diverse experimental conditions.

3.1 Compression-Accelerated LocaNMF

We �rst consider wide�eld calcium imaging — a departure from conventional single-cell res-

olution modalities that trades �ne spatial resolution for broad coverage across the dorsal surface

of the brain. In addition to being structurally distinct, these recordings are also massive in size,

typically comprising on the order of 104–105 frames, each with approximately 105 pixels — with

longer sessions routinely yielding hundreds of gigabytes of raw data. These characteristics —

diffuse spatial signals and extreme data scale — pose fundamental challenges for traditional NMF-

based models. First, the notion of a “neural component” must be reconsidered: without single-cell

resolution, wide�eld signals re�ect the aggregate activity of 104–105 neurons, structured by corti-

cal dynamics into anatomically and functionally coherent regions. As a result, the effective rank

of the signal is far lower than the number of contributing cells, and models must ground the def-

inition of “spatial components” in mesoscopic structure rather than discrete cellular boundaries.

Second, the scale of wide�eld data poses a computational bottleneck: raw recordings often ex-

ceed available memory, and full-resolution factorizations are too slow to support iterative model

selection or exploratory analysis. LocaNMF [71] was developed to address these challenges, com-

bining anatomically constrained spatial priors to adapt the component model to wide�eld data with

compressed representations from PMD — enabling scalable, high-throughput inference.

A common approach to analyzing wide�eld imaging data segments the cortex into anatomi-

cally de�ned regions using a standardized reference atlas, such as the Allen Mouse Brain Common

Coordinate Framework [73]. However, rigid atlas-based segmentation is inherently limited — it

discards subject-speci�c functional variability and fails to accommodate the inter-animal morpho-

logical differences that preclude one-to-one anatomical alignment. Rather than hard atlas-based

segmentation, LocaNMF uses the atlas as a localization prior, encouraging-but-not-forcing com-
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ponents to reside within regions. This preserves interpretability while allowing subject-speci�c

variation.

This increased �exibility, however, comes with a proliferation of tuning parameters. Each re-

gion is assigned a user-de�ned rank to capture local signal complexity, and each component is

associated with a localization weight that controls its adherence to anatomical boundaries. While

these parameters allow �ne-grained control over model expressiveness, they introduce a large

search space that must be navigated to obtain a high-quality �t. Although these settings can,

in principle, be selected heuristically via model selection criteria, doing so requires navigating a

high-dimensional parameter space, with each evaluation incurring a model re�t. As a result, the

modeling challenge quickly gives way to a computational one — a problem exacerbated by the

scale of wide�eld data.

3.1.1 Compression-Enabled Model Fitting

Early prototypes of LocaNMF made the severity of the computational bottleneck immediately

apparent: even with moderate-sized datasets, a single model �t could consume the better part of

a day on a local workstation. At this stage, I joined the project to bridge the gap between the

conceptual model and a tractable implementation, focusing my efforts towards the central aim of

reducing the data to the most compact representation that still preserved the information essential

for model �tting — a goal naturally aligned with the compressed, noise-reduced outputs of PMD.

PMD's compressed output representation revealed an opportunity for further acceleration: the

model could be �t without any dependence on the full temporal dimension ). Critically, LocaNMF

leaves the temporal factors C entirely unconstrained and unregularized, so any valid solution must

lie within the row space of the input data; for PMD outputs, this coincides with the row space

of the temporal matrix V. Motivated by this, we introduced an additional preprocessing step that

applies an LQ decomposition V = LQ, where Q 2 RA�) is an orthonormal basis for this row

space1. Leveraging these precomputed factors, LocaNMF could be �t in one of two mathematically

1Sections 2.1.4-2.1.5 describe a post-processing and data representation scheme that ensures the temporal matrix V
is already orthonormal — making the LQ decomposition described here redundant. When LocaNMF was developed,
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equivalent ways: either with the original full-size factorization UV � AC, with C 2 R �) , or with

the reduced rank-space factorization UL � AB, where B 2 R �A and C = BQ.

This reduction in problem size yielded two key advantages. First, the cost of model �tting

became entirely independent of movie length, depending only on the spatial dimension 3 and

the PMD rank A. Second, the compressed representation �t comfortably within GPU memory,

allowing the entire �tting procedure to run on accelerated hardware and eliminating the remaining

bottleneck imposed by matrix operations involving the spatial factors. Together, these changes

enabled a line-search–based exploration of the expansive parameter space, fully automating model

selection, with the full temporal factors C = BQ reconstructed only for the �nal selected model.

These computational optimizations enabled the full �exibility of the atlas-constrained model

to be applied at realistic data scales, yielding more interpretable and reproducible decompositions

for multi-session and multi-animal analyses. In early prototypes, a single �t could require tens of

hours; with the PMD-enabled implementation, an exhaustive parameter sweep for the same dataset

could be completed in minutes. More broadly, the relationship between PMD and LocaNMF exem-

pli�es a central theme of this chapter: general-purpose compression and denoising can transform

otherwise impractical methods into scalable, domain-adapted analysis tools by removing compu-

tational bottlenecks.

3.1.2 Contribution Summary

My participation in the LocaNMF project focused on translating the conceptual model from

a prototype into a computationally viable tool for large-scale wide�eld analysis. I contributed

to the conceptualization, implementation, and validation of the optimizations described in Sec-

tion 3.1.1 — applying PMD-based compression to generate low-rank, noise-reduced inputs; in-

troducing a reduced rank-space formulation by orthogonalizing the temporal factors; developing

a GPU-optimized implementation operating entirely on the compressed representation; and pack-

aging these advances into a complete, publicly available software release. These contributions

these post-processing steps were not standard practice. Therefore, we present the redundant LQ factorization here in
order to maintain consistency with the full-text publication included in Appendix B.1.
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reduced initial per-�t runtimes from tens of hours to minutes for exhaustive parameter sweeps,

enabling routine multi-session and multi-animal analysis. Building on this foundation, the same

optimized implementation was later integrated into the wide�eld imaging analysis pipeline for

Couto et al. [74], enabling large-scale studies of learning-related cortical dynamics. This down-

stream application will be described in the context of scalable infrastructure in Section 4.2, with

additional details provided in Appendix B.5.

3.2 Enabling Interactive Demixing with MaskNMF

We next consider Bessel imaging — where activity from a large axial volume is integrated

onto a single imaging plane — sources exhibit substantially greater overlap [75]. This high de-

gree of spatial mixing makes accurate initialization particularly challenging for standard demixing

methods, where common seeding strategies often rely on summary images in which overlapping

signals are indistinguishable without the full spatio-temporal context [10, 8, 42, 9]. When initial

estimates are inaccurate, the model-�tting procedure tends to preserve these errors — merging

distinct sources, splitting single sources into fragments, or omitting them entirely — rather than

correcting them. In this setting, PMD's noise-suppressed representation, in which moments of

reduced overlap between sources are more apparent, provides a stable foundation for novel initial-

ization approaches that capitalize on the full spatio-temporal context.

MaskNMF [72] is an example of such an approach, introducing a temporal sparsening pro-

cedure for PMD-denoised data to highlight short intervals in which individual sources are more

distinct. This sparsening combines pixelwise temporal deconvolution with additional cleanup sta-

bilized through projection onto the PMD-de�ned spatial subspace. The resulting representation

provides a spatio-temporal context with reduced temporal overlap, within which it is possible to

identify frames where even highly overlapped sources exhibit temporally distinct activity. Convo-

lutional neural networks (CNNs) are well suited to identifying such component-isolating frames,

and MaskNMF introduces one to do so while extracting spatial masks from the neural shapes they

reveal — providing targeted seeds for the subsequent demixing stage.
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Following initialization, demixing is carried out using LocalNMF [9], with the implementation

here adapted for GPU execution with minor alterations, most notably a simpli�ed version of the

ring background model introduced in CNMF-E [8]. As demonstrated in Section 3.1.1, implemen-

tations designed to exploit PMD's compact representation in combination with GPU acceleration

can eliminate major computational bottlenecks. In the MaskNMF setting, however, quantitative

metrics alone often fail to guarantee demixing quality, so model selection instead relies on expert-

driven visual inspection and targeted adjustments rather than heuristic-driven parameter sweeps.

Such an approach depends on rapid model re�ts and low-latency updates in response to visual in-

spection and user-guided adjustments — a capability enabled here by the same acceleration strate-

gies that make large-scale automated parameter sweeps feasible in LocaNMF. Leveraging this,

MaskNMF was delivered with a graphical application designed for researcher-in-the-loop analy-

sis, allowing users to interactively inspect data, adjust parameters, and iteratively re�ne demixing

results.

3.2.1 Contribution Summary

My primary contributions to this project centered on establishing the computational foundation

for the interactive demixing work�ow described above. I was responsible for the early conceptual-

ization and prototyping of an implementation adapting LocalNMF to operate on PMD-compressed

data, retooling the original model for GPU execution, and incorporating practical re�nements such

as the simpli�ed CNMF-E ring background model into this software. I also used this software to

develop preliminary web-based interfaces demonstrating the feasibility of interactive, researcher-

in-the-loop work�ows. These early contributions informed the eventual redesign and release of the

software package and graphical application accompanying MaskNMF.

3.3 Discussion

This chapter demonstrated how PMD can be leveraged to design more expressive and computa-

tionally ef�cient demixing. By addressing compression and denoising as a distinct subproblem, the
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subsequent demixing stage becomes both better conditioned and less computationally demanding,

enabling new approaches to initialization, model �tting, and work�ow design.

Section 3.1 described the development of a PMD-enabled implementation of LocaNMF [71],

a novel demixing model for wide�eld data incorporating atlas-based localization priors to obtain

more reproducible decompositions. Here, the compression yielded by PMD reduced the �tting

problem to a scale compatible with GPU execution, transforming a conceptually appealing but

previously computationally prohibitive model into a high-throughput tool for large-scale, multi-

animal analyses.

Section 3.2 highlighted MaskNMF [72], a pipeline designed to demix highly overlapping sig-

nals in dense calcium imaging. In this setting, the stability afforded by PMD-denoised data made

possible a novel, CNN-guided initialization procedure that searches the full spatio-temporal con-

text to identify brief intervals of reduced overlap and seed demixing more accurately. The same

acceleration strategies used in LocaNMF were applied here to support rapid model re�tting, en-

abling real-time, researcher-in-the-loop re�nement — an essential capability in settings where

expert visual inspection remains the gold standard for assessing demixing quality.

Taken together, these examples underscore the central theme of this thesis: by decoupling com-

pression and denoising from modality-speci�c modeling, PMD frames demixing not as a mono-

lithic algorithmic challenge, but as a modular design problem. The initial stage yields a high-SNR,

low-rank substrate agnostic to downstream modeling choices, while the subsequent demixing stage

can be specialized to the spatial and temporal structure of a given modality without inheriting the

full computational burden of the raw data. This separation not only broadens the design space

for new algorithms, but also enables work�ows — such as interactive re�nement or large-scale

automated searches — that are otherwise impractical.
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Chapter 4: PMD-Based Pipelines

The preceding chapters introduced a modular framework for functional imaging analysis, struc-

tured around a two-stage process: general-purpose compression and denoising followed by domain-

speci�c demixing. Chapter 2 presented a scalable approach to structured dimensionality reduction

using patch-wise Penalized Matrix Decomposition (PMD), designed to preserve �ne-scale neural

signals while removing noise and background structure. Chapter 3 built on this foundation by

introducing ef�cient demixing algorithms — such as LocaNMF [71] and MaskNMF [72] — that

leverage the structure of the compressed data to address domain-speci�c modeling challenges and

computational bottlenecks.

This chapter turns to the practical deployment of these methods in collaborative neuroscience

projects, spanning both voltage and calcium imaging modalities. Each section presents a case

study selected to highlight a novel analysis pipeline that enabled large-scale, reproducible work-

�ows within a speci�c experimental context. These examples demonstrate how the core methods

developed in this thesis provided the foundation for scalable work�ows, and they clarify my con-

tributions to the development, implementation, and dissemination of the resulting tools.

Appendix B includes the full text of each methods paper featured in this chapter, accompanied

by contextual notes and references to related work. In several cases, the pipelines described in

these papers also supported downstream scienti�c studies. Since those follow-up publications do

not introduce additional technical contributions, their full texts are omitted in favor of summaries

and contribution notes provided in Appendix B.5.
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4.1 Scalable Demixing for Voltage Imaging

Voltage imaging offers the promise of millisecond-precision measurement of neural activity

across large cortical areas [2], but the practical realization of this promise introduces substantial

challenges. The datasets collected for Xie et al. [76] exemplify many of these dif�culties: �u-

orescence signals from genetically encoded voltage indicators are dim and noisy, particularly at

high temporal sampling rates, and are often contaminated by motion artifacts, photobleaching, and

optical interference from blood vessels. Moreover, the high frame rates required to resolve fast

dynamics yield extremely large data volumes. These challenges limit the applicability of existing

calcium imaging pipelines, motivating the development of methods that accommodate the unique

properties of voltage imaging data. In particular, this necessity informed the design of the PMD and

LocalNMF methods introduced in Chapters 2 and 3, which were deliberately formulated to avoid

calcium-speci�c assumptions and tested extensively on voltage imaging datasets in their original

publication [9]. Building on this foundation, through a collaboration that combined our existing

implementations with additional preprocessing steps tailored to common experimental artifacts,

these tools were adapted into a complete pipeline for voltage imaging in Xie et al. [76].

Motion contamination is a familiar issue in functional imaging — small shifts in the sub-

ject, microscope drift, and tissue deformations are all capable of introducing artifacts that degrade

downstream signal extraction. Over the course of our work developing PMD- and NMF-based

pipelines, it has become standard practice to apply NoRMCorre [77] at the outset to minimize

frame-to-frame translation errors such that the data more closely adhere to spatial-stationarity as-

sumptions. Consequently, after extensive use during the publication of Buchanan et al. [9], the

same approach was carried over as the �rst stage of the SGPMD-NMF pipeline.

Unlike motion artifacts, which are broadly present across imaging modalities, photobleaching

is a challenge that is especially pronounced in voltage imaging, where baseline �uorescence decays

rapidly and unevenly across the �eld of view. Left uncorrected, this drift can violate the low-rank

structure that PMD- and NMF-based methods require to separate signal from background. To
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address this, we developed a pixel-wise photobleaching correction tool based on robust B-spline

regression, which �exibly models baseline �uorescence while ignoring the fast voltage transients

that punctuate these recordings. We initially implemented this correction to prepare data for the

Buchanan et al. [9] project, and it served to robustly center data in preparation for factorization

within SGPMD-NMF.

The preprocessing steps described above were intended to prepare the data for PMD, allowing

for its unmodi�ed application. The resulting noise reduction provided an opportunity to isolate

and address additional structured, non-signal contamination, motivating the introduction of several

intermediate steps between PMD and LocalNMF. Subtle z-axis motion, for instance, can create

�uorescence �uctuations that resemble subthreshold voltage signals, motivating a new procedure

in which the lateral-motion-traces applied during NoRMCorre were regressed against the denoised

pixel-wise �uorescence in order to remove correlated �uctuations. Once the noise level had been

reduced, it also became practical for our collaborators to manually identify other structured sources

of contamination — most prominently large surface blood vessels — so that these regions could

be masked and excluded from the subsequent demixing stage.

With the preprocessing steps complete, the data were �nally in a state where segmentation was

practical — the sequence of motion and baseline correction, denoising, and artifact removal pro-

duced a more stable movie where �uorescence could be con�dently assigned to individual sources

without confounding contamination. Building on the same approach developed for Buchanan et

al. [9], LocalNMF was applied to segment neural components, followed by light cell-shape re�ne-

ments and debiasing in preparation for presentation.

The resulting segmentation proved robust and ef�cient enough for broader use, and was ulti-

mately adopted in downstream scienti�c work — most notably Adam et al. [78] (see Appendix B.5).

Both papers placed an emphasis on thorough validation, using both simulations and composite

datasets synthesized from experiments with simultaneous voltage imaging and electrophysiology

recordings. These tests con�rmed that the pipeline — and, by extension, the core methods intro-

duced in Chapters 2 and 3 — could correctly separate signals with overlapping spatial structures

49



and highly correlated temporal components. As anticipated, the inclusion of targeted preprocessing

steps to address experiment-speci�c contamination further improved performance, underscoring

the broader lesson that thoughtful adaptation is often necessary when extending general-purpose

methods to uniquely challenging experimental contexts.

This project grew out of an early collaboration in which data from these experiments was shared

during the development of PMD and LocalNMF in Buchanan et al. [9], informing several core de-

sign choices. For example, the fast dynamics of voltage data motivated the inclusion of trend

�ltering in PMD for temporal modeling, while the presence of highly correlated signals inspired

the superpixel initialization strategy in LocalNMF. Alongside PMD and LocalNMF, implemen-

tations of several preprocessing tools we developed during that period — including NoRMCorre

registration, robust B-spline photobleaching regression, and z-motion decorrelation — were car-

ried forward directly. These shared foundations provided a starting point for SGPMD-NMF, from

which our collaborators integrated and expanded the pieces into a full pipeline, layered on addi-

tional stages, and implemented a comprehensive validation framework.

4.2 Tools for Scalable Deployment

As the analytical methods introduced in Chapters 2 and 3 matured, their practical utility became

increasingly bottlenecked by the ease with which they could be deployed, shared, and reproduced

by others. While these methods were designed to operate ef�ciently on large datasets, real-world

adoption demanded more than algorithmic optimization — it required thoughtful use of tooling

and infrastructure to lower the barrier to entry for experimental practitioners.

To address this broader challenge, we began collaborating with the creators of the Neuro-

CAAS [24] platform during its early development. Their goal was to improve the scalability and

reproducibility of neuroscience data analysis by introducing infrastructure-as-code abstractions

that allowed researchers to de�ne analysis environments — including data handling, execution

logic, and compute provisioning — in a declarative and version-controlled manner. In contrast to

traditional lab-speci�c work�ows, this approach enabled consistent deployment of complex anal-
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yses without requiring users to install software or manage system dependencies. The challenges

we faced in deploying our pipelines aligned closely with the motivating use cases for the platform,

making our work an early proving ground for its capabilities.

My contributions to this effort focused on transforming our internal PMD and NMF pipelines

into modular, reproducible tools suitable for deployment on NeuroCAAS. I worked closely with the

platform developers to test and re�ne early prototypes, de�ne execution containers, and assemble

a suite of Docker images, Amazon Machine Images (AMIs), and scripts that encapsulated the core

computational stages of each work�ow. These efforts ensured that collaborators could apply the

methods from Chapters 2 and 3 in consistent, portable execution environments, independent of

local hardware or software con�gurations.

These deployment tools were initially developed to support LocaNMF-based pipelines for

wide�eld calcium imaging, as introduced in Section 3.1. Although the method was designed

for scalability, applying it in practice revealed a range of logistical bottlenecks. The preprocess-

ing stages — particularly the application of PMD to raw imaging data — were highly resource-

intensive, bene�tting from access to high-memory, multi-core instances to ef�ciently process long-

duration patches of data in parallel. In contrast, the compressed output was far more compact and

could be demixed using GPU-accelerated implementations of LocaNMF that operated directly on

the reduced representation. However, this shift in computational requirements introduced a new

challenge: the demixing stage was best executed on GPU-equipped instances, where the CPU and

memory resources required for preprocessing would otherwise go unused. NeuroCAAS provided

a natural solution by enabling each pipeline stage to be deployed on hardware matched to its spe-

ci�c demands. By chaining these resource-appropriate environments into a uni�ed work�ow, we

eliminated the need for manual data transfers or hardware switching, enabling seamless end-to-end

analysis, even in settings without access to heterogeneous compute infrastructure.

The ef�cacy of this approach was validated through benchmarks in Abe et al. [24], which

demonstrated the pipeline's performance and reproducibility across a range of hardware con�gu-

rations and usage scenarios (see Appendix B.4 for full text). Among the practical applications of
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this infrastructure, one particularly impactful use case was its role in enabling the wide�eld imag-

ing protocol developed in Couto et al. [74], where the complete LocaNMF pipeline was deployed

on NeuroCAAS to analyze large, multi-session datasets. This deployment allowed collaborators to

perform high-throughput, cloud-based analyses with minimal setup, illustrating the broader utility

of these tools and their role in extending the reach of our methods beyond our immediate collabo-

rators.

4.3 Discussion

This chapter presented a pair of case studies demonstrating how the methods developed in

Chapters 2 and 3 were adapted and deployed in collaborative neuroscience projects. These ex-

amples illustrate the broader impact of the modular framework introduced in this thesis, showcas-

ing instances where thoughtful adaptation to domain-speci�c challenges led to further innovation.

They also underscore the importance of deliberate implementation and deployment when translat-

ing new methods into accessible, user-facing pipelines.

Section 4.1 described the development of SGPMD-NMF [76], a pipeline tailored for voltage

imaging. Core components introduced in Buchanan et al. [9] were integrated with additional pre-

processing tools to address modality-speci�c artifacts present in these recordings. This enabled

robust signal extraction from cortex-wide, high-speed datasets and supported downstream analysis

in Adam et al. [78].

Section 4.2 focused on practical deployment challenges, emphasizing the engineering work

required to make advanced analysis tools accessible to a broader community. In collaboration

with the creators of the NeuroCAAS platform [24], I contributed to the development and distribu-

tion of software containers, cloud-ready AMIs, and reproducible scripts implementing PMD- and

NMF-based pipelines. By decoupling these tools from local computing environments, these tools

provided low-barrier-to-entry access to scalable, reproducible analyses — directly supporting the

development and dissemination of the wide�eld imaging protocol presented in Couto et al. [74]

Taken together, these case studies illustrate the complementary roles of modeling, implementa-
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tion, and deployment in achieving broad scienti�c impact. They lay the groundwork for extending,

packaging, and disseminating the methods developed in earlier chapters to support new experi-

mental contexts and foster new collaborations. These outcomes underscore the value of building

modular, adaptable tools that bridge the gap between methodological innovation and real-world

scienti�c application.
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Conclusion

This thesis advances a modular approach to functional imaging analysis that treats compression

and denoising as a distinct stage preceding demixing. The motivating principle is to �rst construct

a compact, noise-reduced, low-rank representation that captures structure shared across

modalities, and then perform source separation on that representation.

Chapter 2 introduces a patch-wise Penalized Matrix Decomposition (PMD) that constructs a

structured, low-rank approximation aligned with statistical attributes shared across functional

imaging datasets, without relying on modality-speci�c assumptions. By simplifying the objective

— approximating the signal rather than disentangling its constituent components — PMD

delivers robust compression and denoising without parameter tuning and compares favorably with

standard dimensionality-reduction baselines. Consistent results across a diverse set of

benchmarks establish PMD as a broadly applicable preprocessing tool and set the foundation for

the central theme of the thesis: decoupling compression and denoising from domain-speci�c

modeling enables more reliable and ef�cient source extraction.

Building on this foundation, Chapters 3 and 4 present collaborative case studies that redesign

demixing to operate in the compressed space and translate the approach into working pipelines.

Across experimental settings, using the compressed representation improves conditioning and

stabilizes data-driven initialization, yielding more ef�cient computation and more reproducible

results. Operating directly on the compressed representation reduces memory use and runtime

enough to make two complementary work�ows practical: large-scale automated parameter

exploration and responsive, researcher-in-the-loop re�nement. In parallel, the pipelines are

deployed on NeuroCAAS, providing versioned, containerized, cloud-based execution that

provisions appropriate hardware automatically—lowering barriers to use and ensuring scalable,

reproducible analyses. These examples lay the groundwork for broader application and extension,
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showing that modular preprocessing can anchor modality-adapted demixing and that the resulting

implementations can be delivered as deployable tools for routine scienti�c practice.
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Appendix A: Datasets, Figures, and Videos

A.1 Dataset Details

A.1.1 Microendoscopic Imaging

This dataset was analyzed previously in [8]; see the "Dorsal Striatum Data" subsection of

the Methods section of that paper for full experimental details. Brie�y, a 1 mm gradient index

of refraction (GRIN) lens was implanted into dorsal striatum of a mouse expressing AAV1-Syn-

GCaMP6f; imaging was performed using a miniature one-photon microscope with an integrated

475 nm LED (Inscopix) while the mouse was freely moving in an open-�eld arena. Images were

acquired at 30 Hz and then downsampled to 10 Hz.

A.1.2 Bessel Dendritic Imaging

All surgical procedures were in accordance with protocols approved by the Howard Hughes

Medical Institute Janelia Research Campus Institutional Animal Care and Use Committee. C57BL/6J

mice over 8 weeks old at the time of surgery were anesthetized with iso�urane anesthesia (1–2%).

A craniotomy over nearly the entire left dorsal cortex (from Bregma +3 mm to Bregma -4.0

mm) was performed with the dura left intact, with the procedure described in detail previously

in [79]. AAV2/9-synapsin-�ex-GCaMP6s (2.5�1013 GC/ml) was mixed with AAV2/1-synapsin-

Cre (1.5�1013 GC/ml, 1000�dilution with PBS) at 1:1 to make the working viral solution for

intracerebral injections. 30 nl viral solution was slowly injected into exposed cortex at 0.5 mm be-

low dura. Injection sites were evenly spaced (at 0.7-0.9 mm separation) along two lines at 2.3 mm

and 3.3 mm parallel to the midline. A custom-made glass coverslip (450 `m thick) was embedded

in the craniotomy and sealed in place with dental acrylic. A titanium head bar was attached to the

skull surrounding the coverslip. After recovery from surgery, the mice were habituated to head
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�xation. Four weeks after surgery, the head-�xed mouse was placed on a �oating ball in the dark.

The spontaneous neural activity as indicated by GCaMP6s �uorescence signal was recorded in the

somatosensory cortex.

Volumetric imaging of dendrites was achieved by scanning an axially extended Bessel focus

in [80] and [75]. An axicon-based Bessel beam module was incorporated into a 2-photon random

access mesoscope (2p-RAM) in [80]. Details of the 2p-RAM have been described previously

in [79]. Brie�y, the system was equipped with a 12kHz resonant scanner (24 kHz line rate) and

a remote focusing unit that enabled fast axial movements of the focal plane. The system has an

excitation numerical aperture (NA) of 0.6 and a collection NA of 1.0. The measured lateral full

width at half maximum (FWHM) of the Gaussian focus at the center of the �eld of view was 0.65

`m. The lateral and axial FWHMs of the Bessel focus were 0.60 `m and 71 `m, respectively.

Scanning the Bessel focus in two dimensions, therefore, probed brain volumes within a 100 `m

axial range. The volumetric dendritic data presented in this paper were obtained by placing the

center of the Bessel focus at 62 `m below dura to probe structures at 12 `m to 112 `m below dura

(�gure A.1). Dendrites within this volume were imaged at an effective volume rate of 3.7 Hz, with

each image having 1924�2104 pixels at 0.33 `m/pixel in the x-y plane. The wavelength of the

excitation light was 970 nm and the post-objective excitation power was 120 mW. Images were

spatially decimated and cropped for the analyses shown here.

A.1.3 Three-Photon Imaging

All procedures were carried out in accordance with the ethical guidelines of the National Insti-

tutes of Health and were approved by the Institutional Animal Care and Use Committee (IACUC)

of Baylor College of Medicine. Cranial window surgeries over visual cortex were performed as

described previously [81]. Brie�y, a 4 mm cranial window was opened under iso�urane anesthesia

and sealed with a 4 mm glass coverslip and surgical glue. The dura was removed before applying

the coverslip to increase optical access to the cortex. Imaging was performed in a triple-transgenic

mouse (Slc17a7-Cre x Dlx5-CreER x Ai148) expressing GCaMP6f pan-neuronally throughout
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Figure A.1: (a) Maximum intensity projection of a 3D volume (635 `m x 694 `m x 100 `m)
of dendrites. The sampling size was 0.33 `m/pixel. Post-objective power: 24 mW. (b) Image of
the same volume collected by scanning a Bessel focus with 0.60 `m lateral FWHM and 71 `m
axial FWHM. The effective volume rate was 3.7 Hz. Post-objective power: 120 mW. Excitation
wavelength: 970 nm. Scale bar: 100 `m.

cortex. Three-photon imaging data were collected as described previously [82]. Three-photon

excitation of GCaMP6 was at 1320nm, which also enabled visualization of unlabeled vasculature

and white matter via THG (third harmonic generation). Power was calibrated prior to each day

of scanning and carefully maintained below 1.5 nJ at the focal plane. For this study, scans were

collected at 680 microns and 710 microns below the cortical surface with a 540 x 540 micron �eld

of view at 0.59 pixels/micron spatial resolution and a frame rate of 5 Hz. Imaging was performed

at the border of V1 and LM during presentation of oriented noise stimuli.

A.1.4 Wide�eld Imaging

See [83, 84] for full details.
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A.1.5 Voltage Imaging

Q-State's proprietary Optopatch all-optical electrophysiology platform was used to record �u-

orescence recordings from induced pluripotent stem (iPS) cell-derived NGN2 excitatory neurons

from a cohort of human subjects [85]. Stimulation of action potentials was achieved with a blue

light-activated channelrhodopsin (CheRiff). Fluorescent readout of voltage was enabled by an Ar-

chaerhodopsin variant (QuasAr). NGN2 neurons were produced at Q-State using a transcriptional

programming approach. Recordings were performed with an ultra-wide�eld instrument with a

resolution of 800x80 pixels (corresponding �eld of view of 2 mm2) at a frame rate of 987 Hz.

The obtained data displayed breaks during stimulus resets and photobleaching. To remove

these effects from the raw data, we removed frames during stimulus resets; �t a robust B-spline to

extract slow trends; and �t a quadratic baseline to photobleaching using no-stimulus frames.
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A.2 Figures

A.2.1 Microendoscopic Imaging

Figure A.2: Illustration of the compression approach applied to microendoscopic imaging data.
Top: individual frame extracted from the raw movie Y (left), denoised movieŶ (middle), and
residual Y � Ŷ (right). Bottom: example single-pixel traces from the movie (locations of pixels are
circled in the top plots; �rst trace indicated by the black circle and second trace indicated by the
gray circle). Note that the denoiser increases SNR signi�cantly, and minimal signal is left behind
in the residual. These results are best viewed in video form; see microendoscopic imaging video
for details.
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Figure A.3: Further analysis of microendoscopic imaging data. Top: per-pixel SNR estimated from
the raw movie Y (left), denoised moviêY (middle), and residual Y �Ŷ (right). Red box indicates
zoomed-in region shown in the previous �gure. Bottom left panel: ratio of denoised vs. raw SNR;
compression boosts SNR by roughly a factor of two here. Bottom middle and right: “correlation
images" quantifying the average correlation of the temporal signals in each pixel vs. those in the
nearest neighbor pixels [86], computed on raw and residual data, indicating that minimal signal is
left behind in the residual. All results here and in the previous �gure are based on background-
subtracted data, for better visibility.
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A.2.2 Bessel Dendritic Imaging

Figure A.4: Frames and traces from Bessel dendritic imaging data. Conventions as in Figure A.2.
See Bessel dendritic imaging demixing video for details.
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Figure A.5: Summary quanti�cation for denoising of Bessel dendritic imaging data. Conventions
as in Figure A.3.
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A.2.3 Three-Photon Imaging

Figure A.6: Frames and traces from three-photon imaging data. Conventions as in Figure A.2. See
three-photon imaging video for details.
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Figure A.7: Summary quanti�cation for denoising of three-photon imaging data. Conventions as
in Figure A.3.
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A.2.4 Wide�eld Imaging

Figure A.8: Frames and traces from wide�eld imaging data. Conventions as in Figure A.2. See
wide�eld imaging video for details.
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Figure A.9: Summary quanti�cation for denoising of wide�eld imaging data. Conventions as in
Figure A.3.
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A.2.5 Voltage Imaging

Figure A.10: Frames and traces from voltage imaging data. Conventions as in Figure A.2. See
voltage imaging demixing video for details.
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Figure A.11: Summary quanti�cation for denoising of voltage imaging data. Conventions as in
Figure A.3.
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A.3 Video Links

1. Microendoscopic imaging background video

(left) Raw movie Y; (middle) background Y�� estimated via rank-5 PMD; (right) estimated

foreground Y � Y �� . Ticks along the horizontal and vertical axes (in this video and in the

videos below) indicate patch borders; note that no edge artifacts are visible at these borders.

2. Microendoscopic imaging video

(left) Foreground; (middle) denoised foregroundŶ; (right) residual Y � Ŷ.

3. Three-photon imaging video

(left) Raw movie Y; (middle) denoised moviêY; (right) residual Y � Ŷ.

4. Wide�eld imaging video

(left) Raw movie Y; (middle) denoised moviêY; (right) residual Y � Ŷ.

5. Bessel dendritic imaging video

(left) Raw movie Y; (middle) denoised moviêY; (right) residual Y � Ŷ.

6. Voltage imaging video

(top) Detrended movie Y; (middle) denoised movieŶ; (bottom) residual Y � Ŷ.
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Appendix B: Additional Publications & Preprints

This appendix provides a comprehensive record of my supporting contributions to collabora-

tive projects. Selected publications — in which I played a supporting role through efforts such

as implementing and optimizing core algorithms, adapting methods to new data modalities, and

informing pipeline design — are included to illustrate the practical deployment and application of

the methods developed in this thesis1. For each included publication, a corresponding section in

Chapter 3 or Chapter 4 describes the experimental challenges addressed, details my contributions,

and highlights their methodological connection to the foundational method developed in Chapter 2.

In several instances, methods from the included publications were later applied in co-authored

studies that produced novel scienti�c �ndings. For example, the SGPMD-NMF pipeline introduced

in Xie et al. [76] contributed to analysis in Adam et al. [78], and the deployment of the GPU-

accelerated LocaNMF implementation developed in Saxena et al. [71] on the NeuroCAAS platform

developed in Abe et al. [24] provided the analytical core of the protocol presented in Couto et

al. [74]. These contributions are summarized in Section B.5 and referenced from Chapter 4 to

illustrate scienti�c impact, but the full-texts are omitted as the relevant technical details are already

illustrated in the corresponding methods papers.

Finally, Section B.6 contains brief summaries of supporting contributions to two additional

collaborative projects — Zhou et al. [87] and Lee et al. [88] — whose focus lies outside the primary

scope of this thesis. In both cases, my contributions were peripheral to the primary methodological

focus of the publications, thus the full-texts are omitted here. However, in the case of [88], a

code excerpt has been included to preserve a novel implementation that has not been previously

documented.

1Selected publications are reproduced in full with their original formatting, including any supplementary materials.
Pagination is preserved from the originals and does not denote placement within the context of this thesis.
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B.1 Localized semi-nonnegative matrix factorization (LocaNMF) of wide�eld calcium imag-

ing data (Saxena et al., 2020)

The following publication presents LocaNMF, a non-negative matrix factorization variant that

incorporates atlas-derived spatial priors to extract localized components from cortex-wide calcium

imaging data. As described in Section 3.1, my contributions focused on translating the conceptual

model into a computationally viable tool for large-scale analysis — integrating PMD-based com-

pression, introducing a reduced rank-space formulation, and developing a GPU-optimized imple-

mentation operating on the compressed representation. These optimizations enabled an automated

model selection procedure that would have otherwise been computationally prohibitive. The es-

tablished tools were later applied in studies such as Couto et al. [74], see Appendix B.5 for a

summary.
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