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Abstract

Statistical Methods for Complex, Biased, and Sparse Health Record Data

Zain Khan

Biomedical research increasingly relies on statistical and machine learning methods to ex-

tract meaningful insights from complex, high-dimensional data. Standard approaches often fail to

capture the full scope of dependencies, biases, and heterogeneity inherent in biomedical datasets.

Three major challenges hinder our ability to draw accurate conclusions from such data: (1) the lim-

itations of conventional statistical methods in detecting complex relationships, (2) datasets affected

by nonrandom sample selection, which distorts what we are able to learn, and (3) capturing com-

plex patterns given limited data size and sparsity. This dissertation develops novel methodological

solutions to address these challenges, with applications in structure learning, causal mediation

analysis, and longitudinal disease modeling.

A fundamental goal in biomedical research is to accurately learn dependencies between biomark-

ers in physiological systems. Graphical models may be used for this purpose, however, standard

approaches rely on independence assumptions that often miss associations occurring at the tails

of distributions. This is important in many biological settings where extreme values signal dis-

ease or dysfunction. We introduce Quantile Association via Conditional Concordance (QuACC),

a novel measure of conditional association designed to capture quantile-specific dependencies in

multivariate data. We use this statistic to construct quantile-specific graphical models that reveal

dependencies overlooked by traditional methods. When applied to biobank data, we reveal tail-

dependent interactions between biomarkers in individuals with mitochondrial disease.



Beyond understanding biomarker associations, causal inference is necessary for evaluating the

impact of social and medical factors on health outcomes. In clinical decision-making, sample

selection bias can distort causal effects estimates. For example, in liver transplantation, only a

subset of referred patients complete the evaluation process, with dropout often influenced by social

determinants of health (SDOH), including race and neighborhood deprivation factors. Using causal

graphical models, we develop a method to correct for selection bias in causal mediation analysis,

and recover unbiased direct, indirect, and path-specific effects from socioeconomic position to

transplant listing status. This approach enables the study of causal questions that are affected by

sample selection bias.

Finally, improving health outcomes requires not only an understanding of causal mechanisms,

but also the ability to accurately model complex covariate behavior, particularly in the presence of

small sample sizes and data sparsity. The long-term effects of severe illnesses, such as COVID-19

acute lung injury (ALI)/ARDS, remain poorly understood, especially regarding persistent biomarker

abnormalities and physical function impairments. Using longitudinal modeling and time series

clustering, we investigate persistent elevations in inflammatory and endothelial biomarkers among

COVID-19 ALI/ARDS survivors over a three-year period. These findings show the lasting phys-

iological and physical function impacts of severe COVID-19 and emphasize the need for targeted

post-recovery interventions.

Together, these contributions advance the statistical foundations of biomedical data analysis by

developing new methodologies for dependency modeling of biomarkers, drawing causal inference

under selection bias, and characterizing diseases in small, sparse datasets. These methods aim to

inform both scientific discovery and clinical decision-making.
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Introduction

0.1 The Promise and Challenge of Biomedical Data

The healthcare landscape has changed tremendously in the last decade, largely driven by an

explosion of biomedical data generation and collection. Electronic health records (EHRs) capture

comprehensive patient information across healthcare systems, high-dimensional omics datasets

carry diverse genetic information, wearable devices monitor routine biosignals, and biobanks store

vast amounts of diverse health information [1, 2, 3]. The diversity and scale of this information

embodies the classic three "V's" of big data: volume, as seen in the scale of modern biobanks;

velocity, given how rapidly data is generated; and variety, as evidenced by the diverse types of

biomedical data available [4, 5]. This accumulation of biomedical data represents a shift from

silo-ed clinical data approaches to a shared data environment with greater analytical potential [6,

7].

The wealth of biomedical data presents opportunities to transform biomedical research. Per-

sonalized medicine can leverage multimodal patient data to create custom treatment plans based on

individual genetic pro�les and clinical histories [8, 9]. Drug discovery processes are being accel-

erated by linking genetic pro�les with clinical outcomes [10, 11]. Healthcare policy is bene�ting

from statistical and machine learning approaches through improved patient outcome prediction and

resource allocation [12, 13]. These applications promise a more ef�cient and effective healthcare

experience.

However, the availability of data does not inherently ful�ll this promise. Raw biomedical data

1



is challenging to work with and it must be properly analyzed before meaningful knowledge is

extracted [14, 15]. As biomedical systems are complicated, understanding the relationships that

comprise these systems is a signi�cant undertaking. For example, systems where high dimensional

data is observed, i.e. the number of features exceeds the number of observations, leads to the "curse

of dimensionality" and makes it dif�cult for machine learning models to generalize [16]. The in-

herent heterogeneity of biomedical data presents both opportunities and obstacles: while diversity

offers insights, distribution shifts across patient populations and measurement techniques compli-

cate analyses [17, 18]. Real world artifacts only make such challenges more dif�cult. Nonrandom

missingness and selection biases are a common phenomenon in biomedical data that confound

analytical results [19, 20]. Additionally, the longitudinal nature of many biomedical processes

complicates modeling further by requiring methods that can of capture relationships over time.

Navigating the volume of modern biomedical datasets requires methods that can adapt to high-

dimensional heterogeneous datasets. Statistical and machine learning methods have permanently

joined many biomedical work�ows. From regression techniques applied to small biomedical pi-

lot studies to deep learning models for nonlinear and high-dimensional EHR data, there is only

a growing interest in developing methods to approach many of the aforementioned challenges.

Causal inference and Bayesian methods offer complementary perspectives, providing a formal

framework to de�ne treatment effects and outcomes [21, 22]. Despite promising developments

in these �elds, fundamental issues persist in biomedical data analysis. To properly contextualize

these challenges and what approaches are needed to address them, we �rst establish foundational

statistical concepts used in data analysis.

0.2 Foundational Concepts

This section introduces core principles of statistical and causal inference that appear in modern

biomedical data analysis. An understanding of these concepts and their limitations when applied to

real-world health data is necessary to appreciate the contributions presented in subsequent chapters.

2



0.2.1 Statistical Inference

Statistical inference is the process of drawing conclusions or making predictions about a larger

population observations from a representative sample. It provides a framework necessary to quan-

tify uncertainty, evaluate hypotheses, and discover patterns within observed data. In biomedical

research, statistical inference is fundamental for assessing treatment ef�cacy, identifying biomark-

ers, and informing public health interventions [21, 23, 24].

An integral aspect of many statistical models is statistical independence. Two random vari-

ables,- and. , are statistically independent if the realization of one does not affect the probability

distribution of the other. Mathematically, for both discrete and continuous cases, independence

between- and. can be de�ned in terms of their joint cumulative distribution function (CDF)

� ¹G– Hº:

� ¹G– Hº = %¹- � G–.� Hº = %¹- � Gº%¹. � Hº = � - ¹Gº� . ¹Hº

for all real numbersGandH. This assumption simpli�es mathematical models and interpretations.

While simplifying, strict assumptions of independence may oversimplify the interconnected depen-

dencies within systems [25]. Properly specifying and quantifying these dependencies is necessary

for valid inference.

Correlation is one widely used measure of dependence that quanti�es the strength and direction

of an association between two random variables. The most common variation is the Pearson corre-

lation coef�cient, d-–. , de�ned for two variables- and. with �nite means (̀ - – .̀ ) and standard

deviations (f - – f. ) as:

d-–. =
Cov¹-– . º

f - f .
=

� »¹- � ` - º¹. � ` . º¼
f - f .

where Cov¹-– . º is the covariance between- and. , and� »�¼denotes the expected value. The

value of d-–. ranges from� 1 to ¸ 1, which represent perfect negative or perfect positive linear

relationships, respectively. Despite its utility, Pearson correlation captures average, linear rela-
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tionships and is insensitive to non-linear patterns (e.g. dependencies that manifest at the tails of

distributions) [26]. This limitation is notable in biomedical contexts where extreme values may

carry critical diagnostic or prognostic information [27, 28]. Observing a correlation in a sample

does not automatically imply its existence or signi�cance in the underlying population.

While correlation coef�cients provide a useful measure of pairwise linear associations, they

cannot capture the complex multivariate dependencies often present in real-world data. In biomed-

ical contexts, variables frequently interact through networks where relationships may be mediated

or confounded by other variables [29, 30, 31, 32]. Graphical models address these limitations by

representing conditional independence relationships through graphs, a set of vertices and edges

� = ¹+– � º, moving beyond pairwise relationships to reveal underlying structures.

Graphical models broadly fall into two main categories:

• Markov Random Fields (MRFs): In MRFs, edges are undirected, indicating symmetric sta-

tistical associations. The absence of an edge between two variables- 8 and- 9 directly im-

plies that- 8 and - 9 are conditionally independent given all other variables in the graph.

Formally, for a given node- 8 and another node- 9 not in its neighborhood# ¹- 8º, - 8 ?

- 9j# ¹- 8º. These models are effective for capturing symmetric associations [33].

• Directed Acyclic Graphs (DAGs): DAGs feature directed edges (arrows) and no directed cy-

cles, making them suitable for representing asymmetric relationships, such as those that are

causal in nature. Bayesian Networks (BNs) are a common type of DAG used for probabilis-

tic modeling. In a BN, a directed edge- ! . typically indicates that- is a direct parent of

. , meaning- directly in�uences. . The joint probability distribution for a set of variables

+ = f - 1– • • • – -=gcan be factorized according to the graph structure as seen in [34]:

%¹+º =
=Ö

8=1

%¹- 8jPa¹- 8ºº

Conditional independencies in DAGs are inferred via rules such as d-separation [34]. D-

separation rules and exposition are explored more in Chapter 2.
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Both MRFs and DAGs provide frameworks for representing multivariate relationships. For ex-

ample, they are widely used to infer gene regulatory networks, analyze protein-protein interaction

maps, or visualize biomarker interactions [29, 30, 31]. However, many common graphical model

learning algorithms rely on speci�c assumptions, such as Gaussianity or linearity [35]. In addition,

these algorithms often utilize conditional independence tests that, similar to simple Pearson corre-

lation, may miss complex forms of association, namely non-linear interactions and tail dependence

[35].

While statistical inference, including the study of dependencies through graphical models, is

essential for identifying patterns and quantifying associations within data, it stops short of estab-

lishing causal relationships: this requires causal inference.

0.2.2 Causal Inference

While statistical inference is a powerful tool that can identify relationships and learn associ-

ations, it fails to answer the question: what would happen if an intervention occurred? Causal

inference provides the tools to formalize interventions and assumptions underlying causal claims.

The potential outcomes framework provides a formal notion of causality [36]. For an individual

8and treatmentG, the potential outcome. 8¹Gº represents the outcome that would be observed if

individual8were to receive treatmentG. TreatmentGmay differ from the treatment individual8has

received. The possibility of being contrary to fact adequately describes why potential outcomes

are referred to as counterfactuals.

Under a binary treatment, an individual has two potential outcomes:. 8¹1º and. 8¹0º. The

individual level causal effect can then be de�ned as

Individual Causal Effect= . 8¹1º � . 8¹0º

The fundamental problem of causal inference can now be stated: only one of these potential

outcomes are ever observed in practice based on which treatment individual8actually received
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[37]. This missing counterfactual lies at the heart of causal identi�cation theory.

Potential outcomes are often used as they can �exibly depict what interventions would impact

the outcome. For example. ¹- = G– / = I º de�nes the outcome under simultaneous interven-

tions setting treatment- = Gand / = I , enabling researchers to model nontrivial systems of

interventions.

This �exible depiction of causal relationships is not unique to potential outcomes. Causal

DAGs are a speci�c case of the probabilistic DAGs introduced earlier. The distinction lies in the

meaning behind edges in causal DAGs: the edge- ! . implies - causes. in such a DAG.

Explicit causal assumptions are clearly depicted in such graphs. For this reason, adjusting for

confounders, or common causes of both treatment and outcome, is straightforward in a graphical

setting.

Pearl introduces much of the theory that meshes causal inference within graphical settings

[34]. Namely, the rules behind d-separation bridge graphical structure and statistical relationships

as d-separation in a causal DAG implies conditional independence between two random variables.

Relevant rules also include Pearl's do-calculus, which are a set of three rules that allow the manipu-

lation of intervened quantities. For example,%¹. = Hj3>¹- = Gºº represents the probability of ob-

serving. = Hif an intervention set- = G, which differs from observing- = Gas%¹. = Hj- = Gº

re�ects.

The do-calculus provides three fundamental rules for manipulating expressions involving the

do-operator [34].

• Insertion/deletion of observations: Under certain conditions, can add or remove observa-

tional conditioning from interventional expressions

• Action/observation exchange: Under speci�c circumstances, interventions can be replaced

with observations

• Insertion/deletion of actions: Interventions can sometimes be added or removed from ex-

pressions
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These rules, combined with the graphical assumptions necessary for their application, provide

a method for determining when causal effects can be written as a function of observational data

and how they can be computed.

0.3 Biological Context and Motivations

The statistical and causal inference frameworks discussed above provide a theoretical founda-

tion for analyzing complex data relationships. However, to develop methodological contributions,

grounding these mathematical tools in speci�c biological contexts is necessary. The following sec-

tion examines key biological settings that motivate the methodological developments presented in

subsequent chapters.

0.3.1 Mitochondrial Disorders and Extreme Physiological States

Mitochondria are specialized structures present in nearly all human cells. They are often re-

ferred to as the "powerhouses" of the cell due to their energy production capabilities. This pri-

mary function of cellular energy generation occurs through a process called oxidative phospho-

rylation [38]. This process involves �ve protein complexes inside of the inner membrane of the

mitochondria, known as the electron transport chain (ETC). First, electrons are transferred from

energy-carrying molecules (NADH and FADH2) to a carrier molecule (coenzyme Q10), via protein

Complexes I and II. These electrons then move through Complexes III and IV in order until they

reach oxygen, which acts as the �nal electron acceptor [39]. As electrons move through the ETC,

protein complexes move protons (hydrogen ions) across the mitochondrial membrane to create an

electrochemical gradient. This gradient provides energy for Complex V, known as ATP synthase,

which aptly produces adenosine triphosphate (ATP). ATP is a fundamental energy resource cells

use [39]. The mitochondria also have other roles not related to energy production. Namely, they

regulate cell death (apoptosis), control intracellular calcium level,s and synthesize molecules that

aid in hormone production [40].

Mitochondrial disorders arise from a dysfunction in one or more of the aforementioned com-
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plexes. These disorders can be caused by genetic mutations and can lead to a variety of clinical

issues. Because of the multifaceted roles that the mitochondria has, mitochondrial diseases may

present differently though they tend to share the common feature of being implicated with other

diseases including diabetes, neurodegenerative diseases, and multi-organ failures [40]. Other clin-

ical symptoms of mitochondrial disorders include fatigue, muscle weakness, and other chronic

conditions including mitochondrial encephalomyopathy, lactic acidosis, and stroke-like episodes

(MELAS) [38].

One notable characteristic of mitochondrial diseases is its threshold-dependent behavior. Phe-

notypes of mitochondrial genetic defects do not appear until a speci�c defect proportion threshold

is exceeded, dubbed as the "phenotypic threshold effect" [41]. Below this threshold, the body is

able to maintain near-normal physiological function, but exceeding it can lead to disparate disease

phenotypes. This inherent nonlinearity implies that traditional statistical modeling approaches,

which may focus on averages or linear models, may fail in detecting associations present in ex-

treme physiological responses, such as crossing a phenotypic threshold.

The organs that are most susceptible to mitochondrial dysfunction are those with the greatest

energy demands. This includes the brain, heart, and liver, but notably the central nervous system

at large seems susceptible [40]. Susceptibility arises from the high demands under exertion. For

example, the central nervous system may be asymptomatic at rest, although physiological stres-

sors such as disease or physical exertion may place too heavy a load on the mitochondria. This

may lead to massive consequences including seizures, cognitive decline, or the aforementioned

MELAS [40, 41]. These harrowing consequences require properly speci�ed models to better un-

derstand underlying biology in those with mitochondrial disease. The physiology of such diseases

involve many organ systems with complex, nonlinear patterns that vary greatly under physiolog-

ical stress. In Chapter 1, I investigate the "All of Us" biobank which includes a cohort that has

mitochondrial diseases. Speci�cally, these conditions include mitochondrial cytopathy, mitochon-

drial metabolism defects, mitochondrial myopathy, depletion of mitochondrial DNA, Kearns-Sayre

syndrome, Leber's hereditary optic neuropahty, progressive external ophthalmoplegia, and other
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inborn errors of metabolism.

To explore the physiological pro�les in this cohort, I analyze a panel of available serum

biomarker recordings that re�ect various organ systems. These biomarkers re�ect a variety of

functions including metabolism, oxygen transport, electrolyte balance, in�ammation, and cardio-

vascular function. Speci�cally, I analyze albumin, calcium, chloride, cholesterol, systolic and

diastolic blood pressure, erythrocyte (red blood cell) counts, leukocyte (white blood cell) counts,

hematocrit, hemoglobin, and glucose.

Albumin, primarily synthesized in the liver, is in�uenced by both (im)proper nutrition and

systemic in�ammation. Aberrant albumin levels in individuals with mitochondrial disorders may

indicate in�ammatory tissue injury [42].

Calcium and Chloride are essential electrolytes necessary for cellular signaling and maintain-

ing cellular homeostasis. Their levels being altered can re�ect higher levels of oxidative stress.

Notably, mitochondrial calcium overload is a recognized trigger of cell death (apoptosis) and im-

proper regulation of calcium levels may lead to neuro-degenerative diseases [43, 44].

Cholesterol, while typically associated with cardiovascular disease, plays an important role in

maintaining healthy mitochondrial membranes. Higher levels of cholesterol within mitochondrial

membranes may re�ect liver abnormalities and nuerodegenerative diseases such as Alzheimer's

[45].

Blood Pressure measurements are often used to peer into autonomic nervous system and car-

diovascular health. Abnormal blood pressure recordings are implicated with hypertension and

obesity. This results from a worsening of organ metabolism due to mitochondrial differences [46].

Erythrocyte related variables, including hematocrit (proportion of red blood cells in blood)

and hemoglobin (oxygen-carrying protein in red blood cells), reveal oxygen transport health and

capacity. Anemia, often due to chronic in�ammation, is frequently observed in individuals with

mitochondrial disorders alongside abnormal blood cell counts [47].

Leukocytes (white blood cells) are a marker of immune system activation or suppression. Not

necessarily speci�c to mitochondrial pathologies, but patients with mitochondrial disease experi-
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ence compromised immune systems and greater immune cytokine suppression [48]

Glucose levels are regulated through metabolic pathways that involve mitochondrial gluconeo-

genesis (glucose production) and insulin signaling. Mitochondrial disease impairs these pathways

and abnormally low (hypoglycemia) levels typically appear in conjunction with these impairments

[49].

Examining these biomarkers not only individually but jointly aims to uncover distinct physio-

logical signatures associated with mitochondrial failure. Speci�cally, exploring tail dependencies

and distributional extremes of biomarker values, which are often overshadowed in traditional anal-

yses, is consistent with mitochondrial disease presentation. This approach aligns with the idea

of "phenotypic threshold effects" [41] that appear when boundaries of homeostasis are crossed

leading to future disease phenotypes and adverse outcomes. A central goal of this dissertation

is to develop and apply statistical methodologies that more effectively detect such nonlinear pat-

terns and are thereby better suited to characterize complex physiological patterns within disease

subgroups.

0.3.2 Healthcare Disparities in Organ Transplantation

The liver, the largest internal organ in the human body, functions as a complex biological struc-

ture that governs detoxi�cation, nutrient processing, and homeostatic function. It features a dual

blood supply wherein it receives oxygenated blood from the hepatic artery and deoxygenated blood

from the gastrointestinal tract. This dual blood supply allows the liver to both process nutrients

while metabolizing toxins and maintaining a metabolic balance in the body [50, 51]. Other key

function include synthesis for vital proteins that control �uid balance, blood coagulation, and im-

mune response. Additionally, liver produces bile for digestion of fat and stores numerous vitamins,

minerals, and glycogen [52]. The liver also possesses an incredible regenerative ability and can

restore over a majority of its initial mass following injury through activation of stem cells and

proliferation of hepatocytes [53].

End-stage liver disease represents a severe deterioration of hepatic function and results from
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diverse etiologies including viral hepatitis (e.g., hepatitis B and C), alcoholic or drug induced liver

disease, non-alcoholic fatty liver disease, autoimmune conditions, or via inherited genetic disorders

[54]. As liver function progressively declines, patients develop serious complications arising from

portal hypertension (increased pressure in the portal vein system). This includes ascites (�uid

accumulation in the abdomen), varices (enlarged blood vessels prone to bleeding), and hepatic

encephalopathy (brain dysfunction due to toxin buildup) [55]. Furthermore, the liver's impairment

leads to bleeding/clotting disorders, low albumin levels, and various metabolic abnormalities [52].

Complete liver failure is a life-threatening condition and requires immediate care as mortality

rapidly follows if left untreated.

Liver transplantation has emerged as the modern treatment for end-stage liver disease and has

seen signi�cant advancements since its introduction. A patient survival rate of 48% at 18 years

is a testament to how far this procedure has come [56]. The surgery involves the replacement

of the diseased liver with a healthy donor organ. This requires surgical expertise to reestablish

connections for the hepatic artery, portal vein, and bile ducts [51]. Post-transplantation manage-

ment is exceptionally important as well and requires lifelong immunosuppression to prevent organ

rejection. This involves taking immunosuppressant medication including, but not limited to, cor-

ticosteroids, antimetabolites, and calcineurin inhibitors [57]. Despite the life-saving potential of

liver transplantation, this surgical procedure carries substantial risks including non-function of the

new organ, vascular complications, bile processing complications, and reduced immune system

functionality leading to future disease and infection [58].

An ongoing challenge in liver transplantation is the scarcity of donor organs. In the United

States, the waiting list for a liver transplant is substantial: several thousands of patients have been

seen on the waiting list at a given moment. Due to the massive demand for livers and a �xed

quantity of donors in each geographic region, not every patient is able to immediately procure

a new liver. The United Network of Organ Sharing (UNOS), governed by the US health human

services, undertakes the task of matching, allocating, and procuring livers for transplantation due to

the underlying resource allocation problem [59]. Due to the complexity of allocation, the median
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wait time for liver transplantation can vary considerably. This is impacted by factors like blood

type and geographic region, and can often extending beyond one year. In 2013, over 1600 listed

patients died while waiting for transplantation [60]. This highlights the necessity for urgent action

in the case of liver disease and highlights how crucial it is for organ transplantation to be equitable.

The liver transplantation process comprises multiple sequential steps, each in�uenced by com-

plex decisions related to biological factors and broader social determinants of health. The initial

step involves patient referral to a specialized transplant center, usually by their hepatologist or

primary care provider. This stage requires timely recognition of transplant candidacy, access to

specialized medical care, and often, geographic proximity to one of the limited number of trans-

plant centers. Following referral, patients undergo a comprehensive medical and psychosocial

evaluation to assess their suitability for transplantation. Here, evaluation factors include disease

severity (objectively quanti�ed by the Model for End-Stage Liver Disease [MELD] score), co-

morbid conditions, cardiac function, availability of social support systems, and patients ability

to adhere to post-transplant care. Candidates deemed suitable by a committee are placed on the

national waiting list, where organ allocation follows standardized algorithms based on medical

urgency (through the aforementioned MELD score) and relevant geographic constraints [32].

Substantial evidence demonstrates the existence of racial and ethnic disparities that appear in

this complex transplantation process [61, 32, 62]. For instance, individuals from areas with higher

area deprivation indices, which is related to racial and ethnic distribution, were found to be less

likely to be referred for transplant evaluation than their low area deprivation index counterparts

[32]. These observed disparities cannot be fully explained by differences in disease severity or

clinical factors alone. This instead suggests that social determinants of health, which include

insurance status, geographic location, health literacy, and potentially systemic racism, play signi�-

cant causal roles in in�uencing access to transplantation [32]. While social determinants of health

cannot be explicitly used as criteria for listing rejection or acceptance, their downstream effects

impact clinical listing factors making equity dif�cult to navigate.

From a biological perspective, understanding these intricate causal pathways is paramount.
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Liver disease progression and the ultimate success of transplantation are intrinsically in�uenced

by the same social factors that impact healthcare access. For example, delayed referral and evalu-

ation can lead to patients developing severe complications, such as liver cancer or severe malnutri-

tion due to impaired liver function. These complications can impact downstream listing decision

making criteria such as the MELD score and thereby preclude these individuals from receiving a

transplant. Similarly, socioeconomic stress can exacerbate underlying liver disease through var-

ious mechanisms, including non-adherence to medications, poor nutrition, continued alcohol or

substance abuse, or an inability to regularly attend medical appointments [63]. This complex inter-

play among social determinants, the biological progression of disease, and the broader healthcare

system factors creates extensive causal relationships. Traditional analytical approaches may strug-

gle to disentangle these relationships, particularly when selection bias limits the ability to analzye

the full population of interest and accurately assess risk.

0.3.3 Long-term Consequences of COVID-19

COVID-19 is a respiratory illness caused by the severe acute respiratory syndrome coronavirus

2 (SARS-CoV-2). Emerging in late 2019, SARS-CoV-2 triggered a global pandemic and public

health crisis [64]. Here, I provide an overview of COVID-19's pathophisiology, clinical manifes-

tation, treatment strategies, and biological signals.

SARS-CoV-2 is a single-stranded RNA virus that is housed within a lipid envelope. It enters

human cells via a key-lock mechanism: the viral spike (S) protein acts as a key and binds to the

angiotensin-converting enzyme 2 (ACE2) receptor on human cells, which functions as a lock. This

ACE2 receptor is not con�ned to the respiratory system and is prevalent across a host of human

tissues, including the lungs, the inner lining of blood vessels (vascular endothelium), the kidneys,

the gastrointestinal tract, and the heart [65]. The broad receptor distribution explains the biological

impact of COVID-19's multi-system effects, which often extend beyond the respiratory system.

The clinical presentation of COVID-19 is largely heterogeneous and subject to high variance.

Patients can range from asymptomatic carriers to those that develop severe life-threatening respi-
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ratory failure. One critical progression in severe cases is the development of Acute Respiratory

Distress Syndrome (ARDS). ARDS is characterized by widespread in�ammation and �uid accu-

mulation within the lung tissue (parenchyma), which in turn impairs alveolar gas exchange. This

process is necessary for oxygen and carbon dioxide removal. ARDS represents a major component

of critical COVID-19 illness, contributing greatly to its morbidity and mortality [66].

One important note is that a large amount of the tissue damage that occurs in severe COVID-

19 cases is caused by an extraordinary immune response rather than direct viral toxicity. When

SARS-CoV-2 infects cells, namely in the lung tissue, it triggers an immune reaction. This response

involves the release of soluble mediators, namely cytokines and chemokines [66]. Cytokines are

small proteins that function as intercellular signaling molecules which are used to regulate immune

cell activity and other in�ammatory processes. Chemokines are a subset of cytokines that govern

chemotaxis, the movement of immune cells towards site of infection or in�ammation.

In severe COVID-19, a dysregulated and elevated release of pro-in�ammatory cytokines, such

as interleukin-6 (IL-6), interleukin-1V (IL-1V), and tumor necrosis factor alpha (TNF-U), can

create a self-reinforcing positive feedback loop and amplify in�ammation. If this feedback loop

remains uncontrolled, it can cascade into a "cytokine storm" which leads to widespread tissue

injury, multi-organ dysfunction, and potentially fatal outcomes [67].

An important subject of the altered pathology due to COVID-19 is the vascular endothelium,

the monolayer of specialized cells lining the interior surface of blood vessels. These endothelial

cells are crucial for maintaining vascular homeostasis. This balance requires regulation of blood

clotting, modulation of in�ammatory signals, and control of blood vessel permeability. In severe

COVID-19 endothelial cells become dysfunctional, either due to direct viral infection or, more

commonly, in response to circulating in�ammatory signals. This dysfunction leads to:

• Increased vascular permeability: This results in �uid leaking into surrounding tissues.

• Activation of pro-coagulant pathways: This increases the likelihood of abnormal clots form-

ing.
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• Disruption of normal blood �ow: This alters normal oxygen �ow and nutrient delivery.

Endothelial damage and injury contributes to lung pathology and also introduces greater risk

of thromoembolic events, such as deep vein thrombosis, pulmonary embolism, and stroke [68, 69].

The blood coagulation system is frequently disrupted in the presence of COVID-19, and often

appears in a hypercoagulable state. Elevated levels of clot formation and �brinolysis (clot break-

down), such as D-dimer and �brin degradation products, are commonly observed and are often

correlated with disease severity. These changes are thought to stem from both in�ammation, as

driven activation of coagulation have downstream consequences on observing higher levels of clot

formation/breakdown, and direct effects on endothelial cells and platelets. These processes rep-

resent COVID-19 speci�c coagulopathy, a characterization of increased risk from microvascular

(small vessel) and large-vessel thrombosis [70].

Therapeutic interventions for COVID-19, especially in severe cases, have focused on two pri-

mary objectives: supporting physiological function where it may have degraded (e.g. assisting

in lung function through mechanical ventilation) and modulating the elevated immune response.

Pharmaceutical interventions such as corticosteroids are broadly used to suppress systemic in�am-

mation. More targeted therapies, such as IL-6 receptor blockers, aim to speci�cally inhibit key

pro-in�ammatory signaling pathways. These approaches are supported across clinical trial studies

and form a new gold standard for care in hospitalized patients with severe COVID-19 illness [71].

The systemic nature of SARS-CoV-2 infection and its intensity in associated immune and vas-

cular responses lead to persistent symptoms and long term complications in patients. These symp-

toms and complications persist long after the resolution of acute infection. These ongoing effects

are often collectively referred to as "long COVID" or "Post-Actue Sequelae of SARS-CoV-2 infec-

tion (PASC)," and may include persistent in�ammation, endothelial dysfunction, and dysregulation

of immune or coagulation pathways [72]. Understanding the biological causes of these processes,

and their correlation with measurable biomarkers over time, is necessary for characterizing patient

recovery trajectories and developing proper long-term interventions.

To further investigate the complex mechanisms underlying COVID-19, especially the mecha-
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nisms that involve disease severity and development of Post-Acute Sequelae of SARS-CoV-2 infec-

tion (PASC), researchers frequently analyze various biomarkers of in�ammation and endothelial

dysfunction. These measurable biomarker indicators provide insights into in�ammation, vascu-

lar integrity, caogulopathy, and immune system dysregulation. The following section overviews

many key biomarkers of in�ammation and endothelial dysfunction and have proven instrumental

in understanding COVID-19 pathophysiolgocy and long term effects:

Angiopoietin-2 (Ang-2) is a protein released by endothelial cells under stressful conditions. Its

physiological role involves disrupting vascular processes and regulating endothelial permeability

[73]. In the context of acute COVID-19, elevated levels of Ang-2 are associated with endothelial

dysfunction and predict worse clinical outcomes [74]. Persistent elevation of Ang-2 in the post-

acute phase may indicate vascular instability, which could contribute to symptoms such as fatigue

or shortness of breath that are observed in Long COVID.

Soluble Intercellular Adhesion Molecule-1 (sICAM-1) and Soluble Vascular Cell Adhesion

Molecule-1 (sVCAM-1) are adhesion molecules that are shed from the surface of activated en-

dothelial cells. Their presence into the bloodstream is an indicator of endothelial activation and

in�ammation. In COVID-19 patients, elevated levels of sICAM-1 and sVCAM-1 suggest sustained

endothelial injury. Persistent elevated levels post acute COVID-19 are likely tied with ongoing in-

�ammation or microvascular injury [75].

ADAMTS-13 is an enzyme responsible for breaking down multimers known as von Wille-

brand factor (vWF). This procedure prevents excessive blood clot formation. In acute COVID-19,

lower levels of ADAMTS-13 are associated with increased microvascular complications and mor-

tality [76]. Prolonged altered ADAMTS-13 levels may re�ect lingering coagulopathy, one of the

hypothesized contributors of Long COVID.

Growth Differentiation Factor 15 (GDF-15) is a cytokine that becomes elevated in response to

cellular stressors and mitochondrial dysfunction. GDF-15 is widely seen in skeletal tissue and in-

creases during and post-exercise. Additionally, it is commonly seen in higher levels in older adults

and in critically ill patients. In COVID-19, higher levels of GDF-15 have been correlated with
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increased disease severity. Although it typically acts as a protective cytokine, persistent levels of

elevated GDF-15 may indicate endothelial dysfunction via aberrant vascular contraction/relaxation

[77].

Soluble Tumor Necrosis Factor Receptor 1 (sTNFR1) is a circulating receptor for tumor necro-

sis factor-alpha (TNF-U), a pro-in�ammatory cytokine. Elevated sTNFR1 levels therefore indicate

elevated chronic immune response. In COVID-19, higher sTNFR1 levels have been identi�ed in

individuals with more severe disease and may signal persistent in�ammation during recovery [78].

Interleukin-17A (IL-17A) is an in�ammatory cytokine that is primarily produced by a set of

T helper cells known as Th17 cells. This biomarker is responsible for neutrophil recruitment and

for regulating in�ammatory responses. Its upregulation in the presence of COVID-19 has been

implicated in lung tissue damage and �brosis [79]. Continued dyregulation of IL17a levels post

acute COVID-19 can lead to chronic in�ammation and pulmonary symptoms seen in Long COVID.

Interleukin-8 (IL-8) is a chemokine that acts as a chemoattractant for neutrophils to sites of

infection or injury. It is consistently elevated in the presence of severe COVID-19 and is tied to

tissue damage from increased neutrophil activation [80]. Akin to IL-17a, it is also implicated in

lung tissue damage and �brosis [79]. Elevated IL-8 levels detected after recovery may be due to

similar reasons as IL-17a and also re�ect respiratory symptoms in Long COVID.

Interleukin-6 (IL-6) plays an important role in the acute phase of illness response and is a well

studied cytokine, especially in the presence of COVID-19. High levels of IL-6 are a characteristic

feature of the "cytokine storm" effect and are associated with higher severity of illness [67]. As

with the previous two interleukin variables, IL-6 is related to lung tissue damage and �brosis [79].

IL-6 remaining elevated may indicate chronic in�ammation and tissue repair delays.

These biological applications reveal challenges that existing statistical methods struggle to ad-

dress effectively. The complex nature of biological systems, combined with practical constraints

in data collection, reveal that current methodological approaches require improvement.
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0.4 Gaps and Methodological Challenges

The foundational concepts above provide a view on data analysis procedures, however many

gaps remain when we apply these concepts to real world datasets. This section examines three

challenges that motivate the contents of the thesis: the inadequacy of mean based models for

capturing tail dependencies, the challenge of causal inference under sample selection bias, and the

dif�culties posed by small sample longitudinal studies.

0.4.1 Limitations of Dependency Detection

Traditional statistical methods predominantly focus on relationships between the means of vari-

ables, potentially missing important behaviors at the extremes or tails of distributions [27, 28]. In

biomedical contexts, tail dependencies can correspond to signi�cant events. For example, envi-

ronmental stress and gene expression may be loosely related at the means of their distributions,

however gene expression levels have been shown to dramatically change in individuals at the up-

per quantiles of environmental stress [27]. Conventional correlation-based methods and standard

regression techniques may fail to detect these tail-speci�c associations, limiting their utility in

precision medicine applications where understanding extreme responders is necessary [26].

Beyond tail dependence, existing statistical frameworks do not address measures of tail depen-

dence in the presence of complex biomedical systems. Likewise, graphical modeling approaches

lack the capability to explore relationships speci�cally at tails, much less at speci�ed quantile ex-

tremes. Combining novel statistical tail dependence measures with graphical models meets an

unful�lled need.

0.4.2 Causal Inference under Nonrandom Sampling

Real world causal inference is often criticized for idealized assumptions that affect causal iden-

ti�cation. Sample selection bias is one such problem that affects causal quantities and occurs when

the sample used for analysis is not representative of the target population, leading to systematic dif-
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ferences between observed and true causal effects [81, 82]. This bias is widespread in biomedical

research due to, but not limited to, non-random patient enrollment, non-random patient dropout,

and healthcare disparities [83, 84]. These sampling imperfections can compromise causal effects

and lead to improper conclusions.

0.4.3 Analytical Dif�culties in Small Sample Longitudinal Studies

Despite the emphasis on big data in modern biomedical research, small sample pilot studies

are important for exploratory research [85]. However, longitudinal data from small samples poses

a unique challenge that conventional methods, e.g. longitudinal neural network approaches may

not be appropriate for limited samples sizes with repeated measurements [86]. These limitations

can lead to inconclusive results or missed opportunities to identify disease progression and conse-

quences.

These three data analysis challenges limit our ability to extract reliable insights from biomed-

ical data. Addressing these gaps requires targeted methodological innovations that can better cap-

ture the complexity and constraints inherent in real-world biomedical datasets.

0.5 Contributions and Signi�cance

This dissertation addresses methodological challenges that often appear in complex biomedi-

cal data. My contributions are structured around developing novel statistical methodologies and

applying advanced analytical techniques to overcome limitations in dependency modeling, causal

inference, and longitudinal data analysis.

In Chapter 1, I discuss a new method for quantifying complex dependencies in high-dimensional

biomedical data. Standard approaches, which rely on conditional independence tests, may not be

sensitive to associations that manifest at the tails of joint distributions. This limitation means they

can miss dependencies among variables that exhibit associations at lower or upper quantiles: these

relationships may be indicative of extreme physiological states or disease. To address this, I pro-

pose a statistic of quantile-speci�c conditional association called QuACC: Quantile Association
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via Conditional Concordance. For a pair of variables and a conditioning set, QuACC quanti�es

the agreement between the residuals from two quantile regression models (which may be linear or

more complex). Using this measure as the basis for a test of null (quantile) association, I introduce

a new class of quantile-speci�c graphical models. Through simulation, I demonstrate the power

of QuACC for detecting dependencies that manifest at the tails of distributions. I then apply this

method to biobank data from the All of Us Research Program, uncovering novel quantile-speci�c

patterns of conditional association in patients with mitochondrial disease, and contrasting these

with patterns observed in healthy individuals.

In Chapter 2, I present a method to overcome selection bias in causal mediation analysis, par-

ticularly in the context of understanding healthcare disparities. The study of disparities in the liver

transplantation process may focus on quantifying causal effects. Here, these effects are specif-

ically the average, direct, or indirect effects of social determinants of health on being listed for

transplant. A signi�cant challenge arises from selection bias, where the data sample available

for analysis does not fully represent the target population. Here, I de�ne the target population as

all individuals referred to a transplant clinic. However, listing decisions are made only for the

subset of patients who complete the comprehensive evaluation process. This "selected" subset is

non-random, and evidence suggests that this selection is linked to patient characteristics that may

also impact health outcomes. Relying solely on data from this selected population yields biased

estimates of the true causal effects for the entire referred population. I demonstrate how, by lever-

aging a subset of demographic data from the broader referred population and hypothesized causal

relationships among the selection mechanism, the outcome (getting listed), and other relevant vari-

ables (including exposures and mediators), the in�uence of selection on the evaluation population

can be analytically corrected. I establish graphical conditions under which a reweighted mediation

formula can identify causal effects of interest despite the presence of selection bias. This approach

provides an accurate assessment of the direct causal effect of a patient's socioeconomic position on

being listed for transplant, allowing selection to depend on key demographic factors such as race,

gender, age, and other social determinants.
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In Chapter 3, I investigate long-term disease progression and biomarker trajectories in a small,

clinically de�ned cohort, showcasing methods for robust analysis with limited data. Understanding

the long-term effects of severe illnesses like COVID-19 acute lung injury (ALI)/ARDS requires

statistical models capable of handling repeated measures data while accounting for heterogeneity

across patient subgroups, even when sample sizes are small. In this chapter, I apply general-

ized linear models and time series clustering algorithms to analyze the longitudinal trajectories of

in�ammatory and endothelial biomarkers in survivors of COVID-19 ALI/ARDS. The study ex-

amines associations between initial disease severity, long-term biomarker pro�les, and functional

recovery over a three-year period. My �ndings identify reduced physical function capacity up to

15-months after hospital discharge, revealing the lasting physiological and physical function im-

pacts of severe COVID-19 ALI/ARDS and characterizing endothelial and in�ammatory biomarker

trajectories over time.

0.6 Structure

This dissertation is organized as follows. This section provides a comprehensive introduc-

tion to the challenges in analyzing complex biomedical data and outlines the contributions of this

work. Chapter 1 introduces Quantile Association via Conditional Concordance (QuACC) and its

application in building quantile-speci�c graphical models for biobank data. Chapter 2 develops a

novel methodology for correcting selection bias in causal mediation analysis, with an application to

understanding healthcare disparities in liver transplantation. Chapter 3 presents an in-depth longi-

tudinal analysis of in�ammatory and endothelial biomarker trajectories in COVID-19 ALI/ARDS

survivors. Finally, I summarize the key �ndings, discuss the overall scienti�c contributions, and

suggest directions for future research.
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Chapter 1: Quantile Graph Discovery through QuACC: Quantile

Association via Conditional Concordance

In this chapter, I develop a new measure of quantile-speci�c conditional associations, QuACC:

Quantile Association via Conditional Concordance. For any two variables and a conditioning set of

other variables, QuACC measures how well the residuals from their conditional quantile regression

models are concordant. This captures relationships that may manifest across various parts of the

data distribution rather than just through their means.

Using QuACC as the foundation for a new statistical test, I then develop a novel class of

quantile-speci�c graphical models (QGM). Through simulations, I demonstrate that QuACC effec-

tively detects dependencies at the tails of distributions. Furthermore, an analysis against existing

quantile graphical models reveals that QuACC exhibits better structure learning performance in a

nonparametric simulation setting.

Finally, QGMs are applied to real-world data from the All of Us biobank. I examine serum

biomarker measurements from individuals with and without mitochondrial disease and show that

QuACC reinforces edges that agree with studied biological phenomena, such relationships be-

tween biomarkers of blood pressure and red blood cell related variables, while also revealing new

biomarker dependencies.

The analytical methodology was developed by Professor Ying Wei, Professor Daniel Malinsky,

and I. Professors Alan Cohen and Martin Picard provided valuable insight for biological model-

ing. The Columbia Science of Health (SOH) group provided motivation and guidance through the

development of this method.
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1.1 Biological Motivation

Mitochondrial diseases feature complex nonlinear physiological phenomena and innate biomarker

associations for those in the diseased group may not be captured by standard methods such as Pear-

son correlation. Speci�cally, I refer to the "phenotypic threshold effect," where disease pathologies

emerge only after a speci�c threshold of mitochondrial dysregulation is achieved [41]. Below this

threshold, individuals may remain asymptomatic despite underlying disease status [40, 41].

This clearly motivates statistical tools that can capture associations with nonlinear behavior and

associations that manifest at tails of distributions. The rationale lies in the step function behavior of

the threshold effect. Before this point passed, no biomarker aberrance may be exhibited. However,

after, potentially extreme values of biomarkers, such as dysregulated red blood cell features (e.g.

hemoglobin and hematocrit) and in�ammatory markers (e.g. leukocyte counts), can appear due to

the lack of homeostasis [47, 48]. This pattern is obviously nonlinear.

Further examples of biomarker tail dependencies in the presence of mitochondrial disease in-

clude calcium and glucose level deviations [43, 49] and extreme blood pressure, hemoglobin, and

glucose levels in individuals with severe organ damage [49, 46, 47]. These effects may be dif�cult

to detect at the median, however at distributional extremes QuACC is well poised to approach such

relationships.

1.2 Introduction

Structure learning and graphical models have seen growing use in discovering relationships

in a variety of disciplines [87, 88, 89, 90, 91]. The popularity of these methods is driven by

their potential to uncover important relationships in complex systems and their interpretability, as

multivariate dependence and conditional independence are easily visualized. In a graphical model,

a missing edge between two variables represents some conditional independence between them. In

biological contexts, identifying conditional independencies is valuable for understanding intrinsic

physiological symptoms.
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In the study of mitochondrial disorders, it is has been observed that phenotypes emerge only

when a proportion of pathogenic mitochondrial DNA mutations surpass a particular threshold [41].

This phenomenon is termed the “phenotypic threshold effect." The relationship between underly-

ing disease and observable clinical measurements is inherently nonlinear and characterized by

points where dependencies can abruptly appear or vanish. This discontinuous behavior represents

a challenge in biological modeling as it deviates from conventional linear assumptions. Moreover,

this phenomenon has appeared widely in biological systems beyond mitochondrial function [92].

Addressing biological dependencies requires careful consideration of appropriate measures of

association and tests of independence. Among parametric tests for continuous variables, Pearson's

(partial) correlation coef�cient is a popular association measure. Many nonparametric tests of

conditional independence also exist, and may be more accurate when the data are non-normally

distributed [93, 94, 95]

In many complex biological systems, the relationships among variables often depend on the

relative positions of observations within their distributions, which can be understood via their

quantile levels. For example, it has been reported that high environmental stress could alter gene

expressions [27]. This impact, whether up-regulating or down-regulating, is more evident among

highly expressed genes (at upper quantile levels). Similarly, our immune response (antibody pro-

duction) also depends on pathogen load. When the pathogen load is low, the correlation between

pathogen and antibody loads is expected to be weak. When the pathogen load is moderately high

(near median), there is a robust positive correlation between the pathogen load and antibody pro-

duction. When the pathogen load is very high (at upper quantiles), the associations become more

volatile and sometimes trigger the overproduction of antibodies (extreme upper quantiles) [96, 28].

Hence, a single association measure would be inadequate to capture such complexity and miss the

opportunities to characterize the boundary behaviors, which is of great scienti�c interest.

Building on these observations, we propose a new dependence measure, Quantile Association

via Conditional Concordance (QuACC), designed to capture boundary behavior of biomarkers

within their conditional distributions. QuACC is constructed in two steps. First, for two continuous
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biomarkers. and- with covariates/ , we de�ne the quantile concordance probability

dg¹.– - j/ º =

8>>>><

>>>>
:

%¹. ¡ & . ¹gj/ º– - ¡ & - ¹gj/ ºº if g � 0•5

%¹. Ÿ & . ¹gj/ º– - Ÿ & - ¹gj/ ºº if g Ÿ 0•5

where& . ¹gj/ º and & - ¹gj/ º are the conditional quantile functions of. and - given a set of

covariates/ at the quantile levelg. Intuitively, dg measures the probability that both biomarkers

simultaneously exceed (for upper quantiles) or fall below (for lower quantiles) their respective

conditional quantiles. In other words, it measures the probability two biomarkersmove together

towards the extremes, after accounting for/ .

To turn this raw concordance probability to an association measure, we center it against the

concordance under independence. Speci�cally, we de�ne QuACC statistic as:

Ag¹.– - j/ º = dg¹.– - j/ º � d2

whered2 is the expected concordance under the null, i.e.

d2 =

8>>>><

>>>>
:

¹1 � gº2 if g � 0•5

g2 if g Ÿ 0•5

Thus,Ag quanti�es the excess (or de�cit) concordance beyond independence.Ag ¡ 0 indicates

stronger-than-expected concordance, whileAg Ÿ 0 suggests discordance. For ease of interpretation,

we can be further normalized2 to the interval»� 1–1¼to resemble a correlation measure (see the

Appendix).

Our work connects to the literature on tail dependence and copula-based methods, which also

aim to characterize boundary behavior. However, copula estimation typically relies on parametric

assumptions about the copula family, which may limit �exibility in complex biological systems.

[97] estimate a conditional copula nonparametrically with univariate conditioning variable and

25



does not extend naturally to higher-dimensional conditioning sets.

[98] establish asymptotic properties for nonparametric conditional copula estimators and de-

rived association measures such as conditional Kendall's tau. While their approach focuses on

overall conditional dependence, QuACC speci�cally targets quantile-level associations that are

particularly suited for capturing threshold effects in biological systems.

In addition to copula framework, quantile-speci�c association metrics have been developed,

e.g., the quantile odds ratios [99], which have drawn applications in medical research[100]. Like

QuACC, the quantile odds ratio can incorporate covariate adjustment through quantile regression,

but its interpretation is distinct: it quanti�es relative differences in conditional odds of exceed-

ing quantiles. By contrast, QuACC is not an odds-based ratio but a probability-based measure,

constructed directly from concordance probabilities. This difference has two consequences: �rst,

QuACC quanti�es tail co-occurrence in absolute terms rather than as a relative contrast; second, it

requires fewer modeling assumptions, making it well-suited for graphical modeling.

Building on this foundation, we develop a statistical framework to estimate and test QuACC,

formally evaluating the null hypothesisAg¹.– - j/ º = 0, for a givend2. We then combine these

tests with the PC algorithm [101] to construct QuACC Graphical Models (QGMs), which represent

multivariate networks of conditional quantile concordance. Unlike traditional graphical models,

which are built on measures of (partial) correlation or conditional independence, QGMs capture

quantile-speci�c tail concordance. This distinction provides a new and complementary lens for

exploring boundary dynamics in complex biological systems. We illustrate the utility of QGMs

with an application to data on participants with mitochondrial diseases from the All of Us database,

uncovering biological insights missed by standard correlation-based analysis.

The intersection of quantile methods and graphical modeling is still emerging. Existing ap-

proaches, such as Conditional Independence Quantile Graphical Models (CIQGM) and Predic-

tion Quantile Graphical Models (PQGM) [102], the Multiple Quantile Graphical Model (MQGM)

[103], and Bayesian quantile graphical models [104], rely on penalized or Bayesian quantile re-

gressions to test whether one variable helps predict the conditional quantile of another. In contrast,
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QuACC is not based on predictive regression but on the joint concordance of variables at the tails,

providing a different lens on dependence.

Our methodological contributions are threefold: (i) we develop estimators for the QuACC

statistic and establish their asymptotic properties; (ii) we construct hypothesis tests for tail concor-

dance; and (iii) we embed these tests into structure-learning algorithms, yielding QuACC Graph-

ical Models. Although we focus on linear quantile regression for estimation, extensions to non-

parametric quantile regression (e.g., quantile forests) are also discussed.

The remainder of the paper is organized as follows. Section 1.3 presents the estimation and test-

ing framework; Section 1.4 evaluates performance in simulations; and Section 1.5 applies QuACC

Graphical Models to electronic health record data from the All of Us Research Program.

1.3 Methods

1.3.1 Cross-�tted Plug-in estimator of QuACC

Recall that we consider two continuous biomarkers. and- and a (possibly high-dimensional)

vector of covariates/ . We observe¹. 8– -8– /8º, 8= 1– • • • – =, drawn i.i.d. from the joint distribution

of ¹.– -– / º. We propose a cross-�tting plug-in estimator for the concordance probabilitydg,

the key building block of QuACC. Speci�cally, we randomly partition¹. 8– -8– /8º into  folds

( 1– • • • – ( of sizes=: = j( : j and use the following algorithm to estimatedg.

1. For each fold : ,

(a) Fit conditional quantiles on training data. For each fold: , we use only the com-

plement set( � : to estimate the conditional quantiles, denoted asb& � :
. ¹g j I º and

b& � :
- ¹g j I º. As we shown in later theorem,b& � :

. and b& � :
- can be estimated by any

consistent method (e.g., linear quantile regression, random forests, gradient boosting,

neural networks). When estimating multipleg's, impose monotonicity ing if desired.
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(b) Evaluate on the held-out fold.Compute

bd :
g =

8>>>>>><

>>>>>>
:

1
=:

Õ

92( :

�
�
. 9 ¡ b& � :

. ¹g j / 9º– -9 ¡ b& � :
- ¹g j / 9º

	
– g� 0•5–

1
=:

Õ

92( :

�
�
. 9 Ÿ b& � :

. ¹g j / 9º– -9 Ÿ b& � :
- ¹g j / 9º

	
– g Ÿ0•5–

where� f�g is the indicator function.

2. Aggregate the fold-wise estimates by their sample shares:

bdg =
 Õ

: =1

=:

=
bd :

g • (1.1)

With equal-sized folds, (1.1) reduces to the simple average¹1•  º
Í

: bd :
g .

We incorporate sample splitting in the algorithm sinceusing the same observations to both�t

b& . ¹g j / º, b& - ¹g j / º and toevaluatethe indicator events induces “own-observation” optimism.

Consequently small, in-sample estimation errors inb& can mechanically push. 9 or - 9 to the fa-

vored side of the threshold, in�ating apparent concordance. Cross-�tting removes the over�tting

bias, and also allow �exible ML quantile estimators without stringent constraints. Additionally,

cross-�tting de-tangles the estimation errors from sample errors, resulting in standard
p

=-rate in-

ference under mild conditions, which is essential for constructing formal hypothesis testing.

Practical Considerations in estimating QuACC:In evaluating QuACC in practice, we take into

consideration the problem of non-unique quantiles. In the case where.– - are not fully continuous,

as is common with many clinical lab tests (as instruments have limited precision), tied quantiles

will pose a problem for QuACC. To address this, we introduce jittering to the data. For each

variable+ considered, we add a small amount of uniform noise~+ = + ¸ Unif ¹� 3•5– 3•5º, where

3 is the smallest difference between adjacent values in+ . The added noise is scaled such that

quantile crossings will not occur and that the noise does not dominate the original variance. As we

shown in later theorem,b& � :
. and b& � :

- can be estimated by any consistent method. This �exibility
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in the choice of estimator for the conditional quantile models&̂ � :
. and&̂ � :

- ranging from simple

parametric models to complex nonparametric approaches [105, 106, 107]. We select linear quantile

regression for this purpose because of its interpretability and linear properties [105].

1.3.2 Asymptotic behavior and inferential properties of QuACC

Evaluating the asymptotic distribution ofbAg¹.– - j/ º depends both on the rate of convergence of

the nuisance estimators,b& . and b& - , to the true conditional quantile functions and on the variance

of concordance of the test set of.– - with its corresponding estimated conditional quantiles. Cross-

�tting strategies allow for the separation of two sources of uncertainties and consequently ensure

valid downstream inference. It also helps reduce over-�tting bias and improve the ef�ciency of the

estimates, particularly when dealing with high-dimensional covariates and using machine learning

to learn the conditional quantile function [108, 109].

We select = 5 folds as this number balances robust estimates with reasonable computational

cost. Each QuACC estimate requires2 �  trained conditional quantile models, and training

each conditional quantile model varies nonlinearly with sample size. Having greatly exceed 5

would have diminishing estimation returns while increasing time spent calculating QuACC. Higher

values of lead to less variance in the models for each fold, as each fold is trained on more data

and validated on a smaller set. Towards the other extreme, little or no sample splitting encounters

the opposite problem where each fold has models that greatly differ due to drastically different

training and validation sets [110].

We denote by& ! ¹gj/ º the true conditional quantile of! 2 f.– - g given / and denote the

estimated ones asb& ! ¹gj/ º. For an arbitrary partition of size=: where=� : is the size of data

outside the partition, we have=: ¸ =� : = =. In studying the asymptotic behavior ofÂg, we look to

the properties ofdg. We �rst decompose the estimated concordance probabilitybd:
g for the: th fold

by

bdg¹.– - j/ º = dg¹.– - j/ º0 ¸ f bdg¹.– - j/ º � dg¹.– - j/ º0g–

wheredg¹.– - j/ º0 is the joint concordance evaluated under the true conditional quantile& ! ¹gj/ º– ! 2
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f .– - g. The variance ofbdg¹.– - j/ º, and thereby the variance of QuACC, is then composed of two

elements: the variance of the approximation error between the estimated versus true conditional

quantile, and the variance of sample concordance with true conditional quantiles. The asymp-

totic variances and convergence rates of the estimated conditional quantiles vary depending on the

choice of models, so the expression for the variance will need to be adjusted to match the estimators

being used. In what follows, we begin by establishing a general result for the cross-�tted plug-in

estimator; followed by a corollary where we derive its specialization when the conditional quan-

tiles are estimated via linear quantile regression. We �rst introduce the assumption for Theorem

1.

C1 max8=1–•••–=j j/ 8j j•
p

= ! 0

C2 The conditional distributions of- and. given/ are absolutely continuous, whose densities

5! ¹& ! ¹gj/ ºº– ! = .– - and joint density5. - ¹& . ¹gj/ º– &- ¹gj/ ºº are uniformly bounded

away from0 and1 at the respective points& ! ¹gj/ 8º– ! 2 f.– - g– 8= 1– •••– =.

C3 The conditional quantile estimators,&̂ ! ¹gj/ º– ! 2 f.– - g, are consistent. i.e.j&̂ ! ¹gj/ º �

& ! ¹gj/ º j = >?¹
p

B•=º for any / 2 Z whereBis the dimension of the training model for

&̂ ! ¹gj/ º– ! 2 f.– - gand;8<B!1 –=!1
B
= ! 0.

C4 The joint CDF, or copula, function,� ¹.– - j/ º = %¹. Ÿ & . ¹gj/ º– - Ÿ & - ¹gj/ ºº is con-

tinuously differentiable and has unbounded partial derivatives with respect to the quantiles

& ! ¹gj/ º– ! 2 f.– - g for all / .

Condition C1 bounds the moments of the covariate space and is a weaker assumption than

assuming the covariate space is uniformly bounded. The combination of C1 and C2 ensure the

estimated quantiles have valid asymptotic properties. C2 also guarantees a valid asymptotic co-

variance matrix for the parameters in the conditional quantile models. C3 makes the estimator for

the conditional quantiles converge to the true quantiles. C4 is necessary for evaluating the concor-

dant behavior between- and. , since if these partial derivatives are incalculable then QuACC is

not estimable. Under these assumptions, we have Theorem 1 on the asymptotic normality ofd̂:
g.
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Theorem 1 Suppose conditions C1 - C4 hold for an arbitrary partition of size=: . Let1= = =: •B=,

whereB= � 1 captures the effective complexity of the �rst-stage learners (B= � 1 under root-=

parametric estimation). Then

11•2
=

�
bd :

g ¹.– - j / º � dg¹.– - j / º
	 3

! #
�
0– f 2

g
�
–

with variance

f 2
g = .̂ f 2

&. .̂ ¸ ^- f 2
& -

^- ¸ 2 .̂ ^- +-. ¹gº ¸ + ¹gº•

The variance components are as following.

• ^- is de�ned as

^- =

8>>>><

>>>>
:

5- f & - ¹gj/ º j. ¡ & . ¹gj/ ºg¹1 � gº if g � 0•5

5- f & - ¹gj/ º j. Ÿ & . ¹gj/ ºgg if g Ÿ 0•5
(1.2)

where5- is conditional density of- at the quantile level& - ¹gj/ º conditioning on the event

. ¡ & . ¹gj/ º. .̂ is de�ned similarly by exchanging- and. in the de�nition of^- .

• The cross-learner covariance term can be written as

+-. ¹gº = lim
=: !1

1
=:

Õ

92( :

� . ¹/ 9º � - ¹/ 9º– � ! ¹/ º := b& � :
! ¹g j / º � & ! ¹g j / º– ! 2 f -– . g•

Finally, let dg be the population parameterPrf . ¡ & . ¹g j / º– - ¡ & - ¹g j / ºgfor g � 0•5

(and the lower-tail analog forg Ÿ 0•5),

+ ¹gº =

8>>>><

>>>>
:

g2¹1 � gº2 ¸
�
1 � 4¹1 � gº ¸ 4¹1 � gº2� �

dg � ¹ 1 � gº2
�
– g� 0•5–

g2¹1 � gº2 ¸
�
1 � 4g ¸ 4g2� �

dg � g2
�
– g Ÿ0•5•
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Theorem 1 shows that the estimated concordance probability distribution converges to the true

concordance distribution and allows us to construct Wald con�dence intervals.

We note that the convergence rate is dependent on the limiting distribution of the conditional

quantile estimator convergence rates. (i) If the conditional quantiles are estimated by parametric

models with root-= rates, takeB= � 1 so1= = =: . (ii) For �exible models whose effective dimension

grows with=, B= ! 1 and1= = =: •B=; in this case+ ¹gº = >¹1º and is negligible relative to the

�rst-stage terms.

The coef�cients .̂ and^- are the partial derivatives of the concordance functional with respect

to the true conditional quantile functions& . ¹g j / º and& - ¹g j / º. Equivalently, they scale the

�rst-stage errors� ! ¹/ º = b& � :
! ¹g j / º � & ! ¹g j / º, ! 2 f -– . g, in the linearization ofbdg. For the

intrinsic variance term+ ¹gº is the variance of sample quantile concordance when the true quantiles

are used). Under the independence null,+ ¹gº = ¹1 � gº2g2.

Although Theorem 1 accommodates any consistent �rst–stage quantile learners, a particularly

transparent and widely used choice islinear quantile regression. Specializing the theorem to linear

quantile regression yields
p

=-rates (soB= � 1), explicit in�uence functions, and closed-form ex-

pressions for the components in the variance decomposition. We therefore state a corollary under

the standardlinear working-model, which provides a practical baseline for implementation and

benchmarking against more �exible learners.

In the corollary, we maps the high-level conditions (C1–C4) to familiar, veri�able assumptions

for linear quantile regressions (i.e., full-rank design, positive and continuous conditional density at

the quantile, bounded moments), and derived sandwich standard errors with closed-form^- – .̂ and

+-. ¹gº, avoiding additional nonparametric nuisance estimation. We now introduce a replacement

assumption.

C5 For! 2 f.– - g, there exist positive de�nite matrices� 0 and� 1–! ¹gº such that

1. lim=!1 =� 1 Í
/ 8/ )

8 = � 0

2. lim=!1 =� 1 Í
5! ¹& ! ¹gj/ 8ºº/ 8/ )

8 = � 1–! ¹gº
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C5(i) and C5(ii) replace C2 and are typical assumptions that are necessary to ensure the asymp-

totic behavior of linear quantile regression. C3 is not necessary as linear quantile regression is

already a consistent estimator by C5.

Corollary 1.1 Suppose conditions C1 and C4-C5 hold for an arbitrary partition of size=: and the

conditional quantiles are estimated via linear quantile regression, then

=1•2
:

�
d̂:

g ¹.– - j/ º � dg¹.– - j/ º0
	 ?

! # ¹0– .̂ f 2
&. .̂ ¸ ^- f 2

& -
^- ¸ 2 .̂ ^- +-. ¹gº ¸ + ¹gºº (1.3)

Wheref 2
&.

– f 2
& -

are the asymptotic variances of quantile convergence for linear quantile regres-

sion estimators [105]:

f 2
&.

= g¹1 � gº/ � � 1
1–. � 0� � 1

1–. /
)

f 2
& -

= g¹1 � gº/ � � 1
1–- � 0� � 1

1–- /
)

and+-. ¹gº and+ ¹gº as de�ned as seen in Theorem 1.

For theoretical results when generalized random forests [107] are used in place of linear models

for the conditional quantile estimators, see the Appendix.

1.3.3 Hypothesis Testing

Having established the estimation procedure and asymptotic distribution of QuACC, we now

turn to statistical inference. In particular, we are interested in testing the null hypothesis that, at a

�xed quantileg,

� 0 : Ag¹.– - j / º = 0•

Under this null hypothesis, the conditional quantile concordance between- and. is zero given a

set of conditions/ . This hypothesis plays a central role in our framework because it provides the

building block for constructing QuACC-based quantile graph. As discussed in the Introduction,

the edge set of such a graph is determined by whether conditional quantile concordance between
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pairs of variables persists after adjust for any subset of remaining nodes.

Following Theorem 1, under the null hypothesis we have that, for each fold: ,

=1•2
: bA:

g ¹.– - j/ º � # ¹0– .̂ f 2
&. .̂ ¸ ^- f 2

& -
^- ¸ g2¹1 � gº2º

Regarding inference in practice, requisite densities are estimated using the Hendricks-Koenker

sandwich [111]. We denote an arbitrary density function5! and its corresponding quantile as

& ! ¹gj•º, without loss of generality. The Hendricks-Koenker sandwich uses the following repre-

sentation:

5! ¹& ! ¹gj•ºº =
2� =

& ! ¹g ¸ � =j•º � & ! ¹g � � =j•º

Where� = is a bandwidth parameter that corresponds to either the [112] bandwidth ($ � 1•3) or

the [113] bandwidth ($ � 1•5).

With these estimated variances, we could can construct the Wald-type test statistic as follows

Í  
: =1bA:

gq Í  
: =1 +0A¹bA:

gº•=:

� # ¹0–1º

.

1.3.4 QuACC Graphical Models (QGMs)

Testing hypotheses of the formAg¹.– - j / º = 0 enables us to decide whether to retain or

remove edges in a graph. Hence we could embeds quantile-speci�c dependence into a graphical

structure. To place this into context, we brie�y review existing classes of graphical models and

explain why our framework focuses on DAG-based models. Graphical models provide a natural

way to encode and visualize conditional independence, a property that has proved useful in various

biomedical applications. The two most commonly used frameworks are Markov Random Fields

(MRFs), based on undirected graphs, and Bayesian networks, based on directed acyclic graphs

(DAGs). In an MRF, a missing edge between some pair of variables corresponds to conditional

independence given a speci�c conditioning set: the set of all remaining variables represented in the
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graph. In contrast, a missing edge in a DAG (Bayesian network model) represents a conditional

independence where the conditioning set is some subset of the remaining variables; this could be

the empty set (marginal independence), some small number of variables, or many. The correspon-

dence between pathways in a graph and conditional independence relationships encoded by that

graph is captured by the criterion of d-separation [34]. We focus on structure learning for DAGs

here, rather than MRFs for two reasons: 1) algorithms that learn MRFs can produce output that

is overly dense in some biomedical applications, due to “spurious” dependence induced by con-

ditioning on colliders [114], and 2) the tests involved in learning MRFs require conditioning on

potentially high-dimensional covariate sets (all remaining variables) which leads to tests that may

have low power. In any case, the QuACC statistic can be used as the basis of procedures that learn

MRFs or Bayesian network structures, as long as these procedures are based on hypothesis tests

of independence. For the difference between models based on MRFs and models based on DAGs,

see [115].

To learn DAG structures from QuACC-based independence tests, we adopt the PC algorithm, a

widely studied procedure for estimating the equivalence class of DAGs [101, 116]. The procedure

begins with a complete graph, where each pair of vertices is connected by an undirected edge.

A sequence of conditional QuACC-independence hypotheses are tested, beginning with marginal

independence tests, and then with conditioning sets of increasing cardinality. For every pair of

variables, if any independence hypothesis is accepted (not rejected at the chosen signi�cance level),

the edge between the corresponding pair of vertices is removed. PC then performs additional steps

to orient some edges as directed based on a series of graphical rules which we do not discuss here;

we limit ourselves to the “adjacency” phase of PC that is concerned only with the presence or

absence of edges. Thus, we use PC only to estimate what is called the undirected skeleton of a

DAG. Though the resulting graph is undirected, it is important to keep in mind that this is not a

Markov Random Field. In the output of PC, missing edges correspond to conditional independence

given some subset of the remaining variables.
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1.4 Simulation Studies

1.4.1 QuACC Simulations

We conduct simulations to show that QuACC correctly identi�es quantile dependence when

it exists under different conditions. Speci�cally, we assume a modi�ed version of the simulated

data generating processes from [99]. Suppose that.– - share the same marginal behavior that

depends on/ 1– /2, where/ 1 follows a standard normal variable truncated at -2 and 2, and/ 2 �

�4A=>D;;8¹0•5º.

& . ¹Dj/ º = &=>A<¹D; 0–0•22º ¸ U1/ 1 ¸ U2f &=>A<¹D; 0–0•42º � &=>A<¹D; 0–0•22ºg/ 2

& - ¹Dj/ º = &=>A<¹D; 0–0•32º � U3/ 1 ¸ U4/ 2

Here&=>A<¹D; `– f 2º denotes theDth quantile of a standard normal distribution with mean`

and variancef 2.

We consider similar associations between.– - as seen in [99] through three data generating

processes labelled( 1– (2–and( 3. The simulation parameters have been adjusted such that quantile

dependence at particularg levels are magni�ed or attenuated.

Under( 1, .– - are related through a Plackett copula with parameter\ = 41•42 andU1 = U2 =

0•25;U3 = U4 = 0. Such a DGP exhibits quantile association throughout the distribution but

notably symmetrically at the quantile extremes.

The setting( 2 exhibits heterogeneity in dependence across values of/ 2. When/ 2 = 1, .– - are

associated through a �ipped Clayton copula with parameter\ = 1. When/ 2 = 0, .– - 's marginals

are independent and not related through a copula. HereU1 = U2 = 0•25;U3 = 1;U4 = 0•5. / 2

in�uences association strength, through the presence or absence of the �ipped Clayton copula, and

structure, through its effect on the marginal distributions of.– - . We expect associational strength

at the extreme upper quantiles via the �ipped Clayton and not elsewhere due to the independence

when/ 2 = 0.

( 3 is identical to( 2 except for the case when/ 2 = 0. Instead of allowing conditional indepen-
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dence between.– - in this case, we let.– - be associated through a (regular) Clayton copula with

parameter\ = 1. Since the strength of association is identical when/ 2 = 1 and/ 2 = 0, this case

signi�es an example where a covariate in�uences the structure of association without in�uencing

strength of association. In this setting, we would expect to detect signi�cant dependence with

QuACC across all quantiles except the nonzero effect from/ 2 sinceU3 = 1;U4 = 0•5 confounds

lower quantile association, and instead we see a linearly increasing association as the quantile level

rises.

For more details on these data-generating processes, refer to [99]. Samples from( 1– (2– (3 are

visualized in Figure 1.1.

We evaluate the empirical rejection rate of the null hypothesis, thatAg¹.– - j/ 1– /2º = 0 con-

ditioned on/ 1– /2. The null hypothesis is tested using the linear QuACC statistic across500

iterations with sample sizes of= = 200and= = 400for a grid of copula parameters from0 to 10

with a spacing of0•25. Results are presented in Figure 1.2.

The rejection rate of the null hypothesis,� 0, for the copula parameters de�ned above for

( 1– (2– (3 is also evaluated acrossg from 0•1 to 0•9, with a spacing of0•05, for the linear QuACC

statistic across 100 iterations for a sample size of= = 200. Alongside the rejection rates we show

the normalized̂A� (scaled to be in [-1,1]), calculated across 100 iterations and= = 5000samples to

showcase the underlying statistic. These results are seen in Figure 1.3.

1.4.2 QuACC Graphical Model Simulations

To test the ability of our statistic to recover graphical relationships we apply a combination

of the PC algorithm with QuACC to a known multivariable data-generating process that exhibits

quantile dependence. The true (synthetic) graph,� , contains 5 vertices:/– -– .– , , and' , with

edges as displayed in Figure 1.4.

The data is generated according to the following system of equations, which includes linear

relationships alongside indicator terms that induce tail dependence. The coef�cients that determine

the strength of tail relationships are sampledV8– W8 � *=8 5 >A<¹0•3–0•8º. In the main text we
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(a) ( 1 (b) Plackett in( 1

(c) ( 2 (d) Flipped Clayton + independence in( 2

(e) ( 3 (f) Flipped Clayton and Clayton in( 3

Figure 1.1: Example draws from simulation settings( 1– (2– (3 alongside the copula relationship
present in each. In( 1 and( 3 there is strong quantile concordance at each quantile level, although
it is heightened at the tails. In( 2, the concordance increases with the quantile level.
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g = 0•1 g = 0•5 g = 0•9

S1

S2

S3

Figure 1.2: Rejection rate of null hypothesis versus copula parameter across different simulation
settings( 1– (2– (3. Note that in( 1 and( 3 there is strong quantile concordance across all quantile
levels while in( 2 the concordance increases after the lower quantile level as the copula strengthens
the association towards the upper tail. Note that this is not a strict increase in rejection rate as the
median “sees” the upper tail concordance in its calculation and has more power in seeing the copula
concordance from the 0.5 quantile and above.
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(a) ( 1

(b) ( 2

(c) ( 3

Figure 1.3: Rejection rates acrossg levels for simulation settings( 1– (2– (3. Empirical d̂� visual-
ized alongside rejection rate showcasing the dependence acrossg and how it aligns with rejection
rate. For( 1 and( 3, there is strong concordance at each quantile level and we �nd the null hypoth-
esis is rejected across all quantile levels - although note that the median has the most power for
detecting association and thereby we see greater rejection there. In the case of( 2, concordance is
strongest at the median, which sees the upper quantile dependence, followed by the upper quantile
and �nally the lower quantile. Thus we expect to see null hypothesis rejection rate generally in-
crease with quantile level, with a peak at the median, which is illustrated in the �gure.

40



Figure 1.4: True graph underlying the data generating process in simulation studies.

present results in the setting where the linear coef�cientsU8 = 0, and in the Appendix we present

additional results where linear coef�cients are sampledU8 � *=8 5 >A<¹� 0•4–0•4º.

/– *– & � )AD=2#¹0–1– <8== � 2– <0G= 2º

. � U1/ ¸ V1/ � f / � & / ¹0•9ºg ¸ W1/ � f / � & / ¹0•1ºg ¸ # ¹0–1º

- � U2/ ¸ V2/ � f / � & / ¹0•9ºg ¸ W2/ � f / � & / ¹0•1ºg ¸ # ¹0–1º

, � U3- ¸ V3- � f - � & - ¹0•9ºg ¸ W3- � f - � & - ¹0•1ºg¸

U4. ¸ V4. � f . � & . ¹0•9ºg ¸ W4. � f . � & . ¹0•1ºg ¸ # ¹0–1º

+ � U5, ¸ V5, � f , � & , ¹0•9ºg ¸ W5, � f , � & , ¹0•1ºg ¸ # ¹0–1º

) � U6* ¸ V6* � f * � &* ¹0•9ºg ¸ W6, � f * � &* ¹0•1ºg ¸ # ¹0–1º

( � U7* ¸ V7* � f * � &* ¹0•9ºg ¸ W7, � f * � &* ¹0•1ºg ¸ # ¹0–1º

' � U8) ¸ V8) � f ) � & ) ¹0•9ºg ¸ W8) � f - � & ) ¹0•1ºg¸

U9, ¸ V9, � f , � & , ¹0•9ºg ¸ W9, � f , � & , ¹0•1ºg ¸ # ¹0–1º
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& ! ¹gº denotes thegth marginal quantile of vertex! . We generate= 2 f500–1000–5000g

samples from the above process across 100 replicates. For each replicate, we apply QuACC in

conjunction with the PC algorithm to estimate the underlying graph structure. We compare this to

two existing approaches: the integral test proposed by [99], and the quantile graphical model of

[102], implemented with_1 = 10� 3 and_2 = _1•6, with tuning chosen to match the number of

edges estimated by QuACC.

As a baseline that does not rely on quantiles, we also evaluate a method based on conditional

independence testing via partial correlations. Because this approach is not quantile-dependent, we

report its performance once per sample size.

Figure 1.5 summarizes the mean and standard deviation of precision and recall for each method

and sample size setting. Across most settings, QuACC outperforms alternative approaches, par-

ticularly at extreme quantiles and larger sample sizes. Its performance is attributable in part to its

nonparametric estimation, which is suited to detecting the piecewise, quantile-speci�c dependen-

cies introduced in this simulation. In contrast, [99] and [102] methods rely on quantile regression

models, which may not adequately capture the nonlinear relationships in the data generating pro-

cess.

Figure 1.5: Performance metrics (mean and standard deviation) for QuACC, quantile-based base-
lines (Belloni and Li), and a partial correlation method across varying sample sizes and quantile
levelsg. Values are averaged over 100 replicates. The partial correlation method does not vary
with g and is reported for each sample size.

We note that precision and recall values being higher at the median (g = 0•5) may not necessar-
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ily indicate better performance. In this setting, the data are conditionally independent at the median

due to the lack of quantile dependence, despite a �xed underlying causal graph across quantiles.

Consequently, methods may recover edges at the median due to noise or in�uence from the tails,

whereas meaningful dependencies manifest primarily in the distributional tails.

1.5 Application

The All of Us research program features a diverse set of participants spanning a myriad of

backgrounds [117]. Among the conditions present in the All of Us dataset related to mitochon-

drial disorders. These disorders are prevalent in a minimum of 1 in 5000 individuals with often no

clear treatment path and debilitating symptoms including nervous system and muscular disorders,

such as paralysis of key bodily functions [118]. Inappropriate energy transformation by the mito-

chondria has many expressions; however, we focus on individuals in All of Us with mitochondrial

cytopathy, mitochondrial metabolism defect, mitochondrial myopathy, depletion of mitochondrial

DNA, Kearns-Sayre syndrome, Ceber's optic atrophy, progressive external ophthalmoplegia, and

inborn errors of metabolism, all of which are forms of mitochondrial disorders. Consistent with

the mitochondrial research literature, we denote this population as the MitoD group.

The bene�t of biobank data such as All of Us is that they enable large scale statistical anal-

yses. Our motivation in applying QuACC graphical models to this af�icted subpopulation is to

compare graphical structures estimated from this cohort and a match “healthy” cohort (i.e. without

mitochondrial disorders). This comparison can elucidate which biomarker relationships manifest

in those with mitochondrial disorders compared to a control sample. This is of special interest at

extreme tails of biomarker relationships, as it is well understood that many biomarkers have signi�-

cantly different values in the exposed population compared to the control, and thus we hypothesize

that behavior at these quantile extremes will differ between these groups [119]. We consider the

following biomarkers in our comparison: albumin, calcium, chloride, cholesterol, blood pressure

(systolic and diastolic), erythrocytes, leukocytes, hematocrit, hemoglobin, and glucose. It is known

that biomarkers from complete blood counts (erythrocytes, hematocrit, and hemoglobin) are signif-
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icantly different in those with mitochondrial disorders [119]. These biomarkers were also selected

to maximize sample size (since not all biomarkers are measured on the same set of participants in

All of Us) while elucidating potentially meaningful relationships.

While biobank datasets have compelling positives, we note that our analysis has limitations

with respect to data collection. The lack of standardization of biomarker collection can confound

biomarker levels (e.g. the time of day the biomarkers were collected and a subjects eating habits

before collection are not typically standardized in biobank data). One additional limitation is that

there is clinical bias in when blood tests were ordered for which biomarkers. As a result, inter-

vals between measurements could differ systematically for some groups of patients, for speci�c

biomarker pairs. This could lead to systematic bias across groups (i.e., control vs. exposed) in

the detection of associations that might not be constant across temporal scales. However, this lim-

itation is minor given that our objective here is not to draw strong biological conclusions but to

establish the potential utility of the QuACC method.

Our preprocessing of the data included a quantile-quantile transform on each column indepen-

dent of the rest. To do this, the rank of each observation in every column was found and normalized

by the total number of observations (with ties being averaged in rank) giving us an estimated quan-

tile for each observation. This estimated quantile is projected onto a standard normal variable using

the standard normal quantile function. We did not remove any outliers as our method is aiming to

detect boundary behavior.

The MitoD population will represent the “exposed” population (= = 1968). A corresponding

control group was constructed from �rst encounter visits across All of Us that had data from at least

one of our biomarkers listed above and that did not have any participant overlap with the exposed

group (= = 138043). Because our hypothesis test is capable of testwise deletion, we do not require

that an individual in the control/exposed group has data from all biomarkers simultaneously.

44



1.5.1 Pairwise Effects

Before we perform structure learning, we calculate the marginal (/ = ;º QuACC pairwise for

all covariates. These pairwise associations simply show what proportion of the time the quantiles

of two biomarkers are concordantly extreme. We compared the pairwise relationships from the

control group (= = 138043) to the pairwise concordance proportions on the MitoD population in

Figure 1.6.

The differences in Figure 1.6 (a) and (b) as well as Figure 1.6 (e) and (f) support the hypothesis

that individuals with mitochondrial de�ciencies experience biomarker dysregulation at extremes

relative to their control counterparts. Certain biomarker QuACC values reinforce our method,

such as those of systolic and diastolic blood pressure. While the median graphs, Figure 1.6 (c) and

(d), appear similar, there are differences at the quantile extremes for most other pairwise biomarker

combinations.

We include pairwise QuACC plots where/ = + n f -– . g, similar to MRFs, in the Appendix.

1.5.2 Structure Learning

Due to technical limitations on the virtual environments needed to access All of Us, running

QGM for a sample size above50000was not possible, therefore our control graphs were aggre-

gated over 15 replicates with= = 1968 independent draws from the total control group where

edges were only kept in the �nal graph if a majority of the replicates included said edge. Keeping

the same sample size as the exposed population was done to preserve the same power of detecting

effects for each replicate.

The left side of Figure 1.8 displays the QuACC graphical models results acrossg 2 f0•1–0•5–0•9g

for the constructed control group while the right side displays the corresponding QuACC graph-

ical models for the group with mitochondrial disease. Several edges persist across quantiles and

exposure status, such as those between systolic and diastolic blood pressure and those between

hematocrit, hemoglobin, and erythrocytes, which re�ect established physiological dependencies

related to cardiovascular red blood cell function, respectively.
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Quantile-based graphical model comparison using QuACC atg = 0•1 reveals distinct struc-

tural differences between mitochondrial disease patients and healthy controls. The disease group

exhibits novel chloride-based edges connecting to erythrocytes, hematocrit, and glucose that are

absent in controls. These connectivity patterns likely re�ect metabolic adaptations where impaired

oxidative phosphorylation forces anaerobic metabolism, leading to lactic acid accumulation and

systemic acidosis [120]. The resulting need for acid-base buffering may strengthen chloride corre-

lations with metabolic and hematological markers [121]. Conversely, the control group uniquely

displays a calcium–albumin edge representing typical homeostatic protein-electrolyte relationships

that appear disrupted in mitochondrial dysfunction. The absence of cholesterol-related edges in

the disease population further supports literature on disrupted lipid homeostasis under mitochon-

drial stress [122, 123]. These differential connectivity patterns provide quantitative evidence for

metabolic rewiring in mitochondrial pathologies beyond simple biomarker changes.

At g = 0•5, the control group features dependencies between glucose, chloride, and albumin.

These are absent in the MitoD group where instead calcium serves as a hub connecting to albumin,

chloride, cholesterol, and hematocrit. The loss of glucose-related edges may indicate disruptions

in glucose regulation pathways, potentially re�ecting glucose-induced mitochondrial dysfunction,

a mechanism commonly implicated in diabetic and metabolically compromised individuals [124,

125].

At g = 0•9, edge density decreases in both groups, but more sharply in the control population.

This sparsity likely re�ects increased physiological variability and reduced biomarker regulation

at extreme biomarker values. As biomarkers approach their distributional extremes, underlying

control mechanisms may be less effective, resulting in weaker or less consistent dependencies.

We note that the dynamic systems governing biomarker regulation are not perfectly understood,

and the true causal structure of quantile-speci�c dependencies remains unknown. These �ndings

should therefore be viewed as insights into possible biological disruptions, rather than de�nitive

mappings of physiological ground truth.

For comparison, Figure 1.7 displays partial correlation graphical model (detecting linear asso-
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ciations) results for both the control and mitochondrial diseases group. While the partial correlation

model is much more dense, there are differences in the graph such as the lower tail graph in the

exposed population (e.g. Figure 1.8 (b)) : the green edges from chloride to erythrocytes and hema-

tocrit are missing in the partial correlation model for the exposed group. Overall, this models'

graphs are more dense as the threshold for signi�cance scales with1p
=
, although most of the edges

in the QuACC graphs appear in the partial correlation graphs. While the partial correlation struc-

ture learning method is standard, there are limitations in comparing it to QuACC as the underlying

parameters differ in purpose: QuACC is designed to detect tail behavior while partial correlations

summarize linear associations. While QuACC may have weaker detection of overall dependence,

the trade off is that QuACC can generate graphs at arbitraryg values, namely at the tails, and has

more power to detect effects there.

To illustrate uncertainty in structure learning, we additionally provide QuACC graphs when the

threshold of signi�cance,U, is doubled and halved from the defaultU = 0•05, in the Appendix.

1.6 Conclusion

The aim of our method is to provide a novel hypothesis test of quantile association and to

integrate this with graph learning algorithms to learn graphical models at speci�c quantile levels.

The asymptotic properties of such a test show that it is �exible and able to be applied to popular

quantile regression model types, including linear quantile regression and quantile random forest

models. Our robust synthetic results and application on real world medical data reveals that this

method has potential for uncovering new quantile relationships in multivariable settings.

There are many elements of the statistical theory here that can be expanded. Relaxing the

assumption that quantile levels need to be the same for. and - , such as is done in the quantile

association test by [99], or even across conditioning sets, is one such example. Additionally, theory

for broader classes of quantile regression, e.g. neural network quantile regressions [126], requires

further consideration. Application of this quantile association test outside of graphical learning is

another topic that may be worth pursuing, as there are many other potential applications. Future
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work will be motivated by these considerations.
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(a) g = 0•1, Control (b)g = 0•1, Exposed

(c) g = 0•5, Control (d)g = 0•5, Exposed

(e) g = 0•9, Control (f)g = 0•9, Exposed

Figure 1.6: The graphs on the left are the pairwise marginal (/ = fg) QuACC statistics on the All of
Us control population forg 2 f0•1–0•5–0•9g. The right side features the pairwise marginal QuACC
statistics for the MitoD population for the sameg. Note that testwise deletion was performed in
calculating the QuACC for each pair.

49



(a) Control (b) Exposed

Figure 1.7: The graph on the left is the result of aggregating 15 partial correlation PC graph
replicates with majority voting for edges in the All of Us control population. The right graph
features the same graphical model result in the All of Us MitoD population. Edges that are colored
red do not appear in the QuACC graphs for the corresponding population. Edges that are gray
appear in both QuACC and Pearson correlation graphs.
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(a) g = 0•1, Control (b)g = 0•1, Exposed

(c) g = 0•5, Control (d)g = 0•5, Exposed

(e) g = 0•9, Control (f)g = 0•9, Exposed

Figure 1.8: The graphs on the left are the result of aggregating 15 replicates with majority voting
for edges in the All of Us control population forg 2 f0•1–0•5–0•9g. The right side features the
QuACC graphical models in the All of Us MitoD population for the sameg. Edges that are colored
green do not appear in the graphs obtained using Pearson correlation versus QuACC for the same
population. Edges that are gray appear in both QuACC and Pearson correlation graphs.
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Chapter 2: Mediation Analysis in the Presence of Sample Selection Bias

In this chapter, I present a method to adjust for selection bias in causal mediation analysis. This

method is relevant for uncovering healthcare disparities and is applied to an a cohort of individuals

seeking liver transplantation. The study of transplantation disparities often focuses on quantifying

the direct or indirect effects of social determinants of health on being listed for transplant.

Selection bias poses a large challenge in this type of analysis: listing decisions are made only

for patients who complete the evaluation process, but these individuals may differ systematically

from all individuals referred to the transplant clinic. Using data only from the selected population

would yield biased causal effect estimates for the broader referred population.

I demonstrate how incorporating demographic data from the broader referred population cor-

rects for this bias. Using directed acyclic graphs (DAGs), I establish graphical conditions under

which a reweighted mediation formula can identify direct, indirect, and path-speci�c effects in the

presence of selection bias. In a case study using clinical data, I focus on the direct effect of so-

cioeconomic position on transplant listing, where I assume selection is determined by race, gender,

age, and other social determinants.

Professor Daniel Malinsky and I developed the methodology and theoretical results, Tyrus

Vong, Lynnette Segueira, Eric Moughames, and Aly Strauss collected and processed the data.

I wrote all simulation and data analysis code. Tyrus Vong used this code to analyze the data

from Johns Hopkins. Daniel Malinsky and I drafted the manuscript. All authors reviewed the

manuscript.
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2.1 Biological Motivation

The process for liver transplantation is biologically and socially complex and is shaped by

patients clinical status and their social environment. End stage liver disease cannot go untreated

without signi�cant risk of mortality, making liver transplantation the only viable treatment [55,

52]. However, social determinants of health including insurance status, geography, and race are

not biological yet also affect transplantation candidacy [32, 61].

These social determinants impact transplant candidacy through many pathways. For exam-

ple, race can impact language or measures of socioeconomic position, namely insurance status,

and these downstream covariates can be used to make listing decisions [32]. The set of relation-

ships can grow more complex as more covariates and edges are introduced. This necessitates the

use of causal mediation analysis to answer questions about effects along certain pathways. How-

ever, traditional analyses may not account for selection bias, as the population of interest-referred

individuals-may differ from the observed population-evaluated individuals-and therefore produce

inaccurate effect estimates.

Inaccurate estimates can lead to consequences in organ transplant allocation and equity. Failing

to account for structural biases can lead to disparate impacts across transplant candidates and lead

to poorer understanding of why certain patients get listed while others don't. In my approach to

estimate mediation effects in the presence of selection bias, I correct for these biases of this type

so that equity can be properly addressed.

2.2 Introduction

A growing body of literature has been examining systematic biases and sources of unfairness

in medical decision-making, especially where (partially) automated algorithms are involved in di-

recting patient care [127, 128, 129, 130]. Some approaches to evaluating mechanisms underlying

health disparities and unfairness make use of tools from observational causal inference, including

the estimation of exposure effects. In particular, many studies leverage mediation analysis: a statis-
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tical approach to decomposing the effect of an exposure along “indirect” (through an intermediate

variable) versus “direct” (not through an intermediate variable) causal pathways [131]. More com-

plicated decompositions of causal effects may target path-speci�c effects (PSEs), which aim to

isolate the effects propagating along some speci�c pathways in settings with multiple intermediate

variables between exposure and outcome. The goal is often to understand, and potentially miti-

gate, the different causal mechanisms by which some social determinant of health affects decisions,

possibly through some intermediary variables.

Organ transplantation, in particular liver transplantation, is one domain where gender, racial,

and socioeconomic position (SEP) disparities have been recognized [61, 132, 133] and interest

in using machine learning for patient prioritization has been growing [134, 135]. This has raised

concerns about fairness and possible disparities: algorithms may allocate organ transplants based

in part on social determinants of health or measures downstream of these determinants [136, 137,

138]. Associations between a patient's SEP and race and their “listing" status, or eligibility to re-

ceive a liver transplant, have been documented [132, 32]. Our interest is in distinguishing possible

causal pathways from SEP to listing status. In the evaluation phase of the transplant process, social

workers perform a “psychosocial review" and evaluate factors such as the patient's level of social

support. This information may in part determine if a patient is listed. For example, social support

may be related to SEP: family of patient's with low SEP may be less able to leave work and be

present for their loved one's medical appointments compared to their high SEP counterparts [32].

So, one of the mechanisms by which SEP may affect listing decision is via information used for

the psychosocial assessment.

In practice, estimating mediation effects from available clinical data may be affected bysample

selection bias. The population of interest is comprised of all patients referred to the transplanta-

tion clinic (and thus “at risk” of being listed for transplant). But the sample available for analysis

typically only contains individuals that “survive” the entire evaluation process and receive a listing

decision. There may be various reasons that some patients do not complete the evaluation process,

including the possibility that some patients terminate due to �nancial hardship, dif�culty in at-
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tending all requisite appointments (which requires social resources: e.g., time and transportation),

or unstable housing. Thus the analysis sample may not be entirely representative of the referred

population. However, it may be possible to analytically adjust for selection bias in this setting,

provided that certain baseline data on the target population are available.

Causal graphical models, especially directed acyclic graphs (DAGs) and their generalizations,

have been useful for representing assumptions about complex data-generating processes and eval-

uating potential sources of bias that may impact the estimation of causal effects from observational

data. Identi�cation theory based graphical models has been applied to questions in both mediation

analysis and to address selection bias, but not simultaneously.

Our contributions in this manuscript are the following. First we provide suf�cient graphical

conditions to identify mediation effects and PSEs under selection bias. We provide corresponding

formulas for mediation effects and PSEs in the presence of selection bias for when these identi�-

cation conditions hold. We apply this theory to clinical data from a large urban medical system,

estimating direct and indirect effects of SEP on transplant listing decision relative to an important

mediator, the outcome of psychosocial review (which is a precursor to listing decision). We con-

trast our selection adjusted estimated mediation effects with estimates that make no adjustment for

selection bias.

2.3 Background

2.3.1 Graphical Models and Mediation

We use graphical models along with the potential outcomes notation to describe causal effects

and selection/confounding biases. For relevant background see [34, 139]. A graph� = ¹+– � º

consists of a set of vertices+ and edges� , and we allow that� may include both directed (! )

and bidirected ($ ) edges. We assume� is acyclic here, and so� is formally an acyclic di-

rected mixed graph (ADMG). A directed edge+8 ! +9 represents that+8 is “direct” cause of+9

and a bidirected edge+8 $ +9 represents that+8 and+9 are associated due to a shared unmea-

sured common cause. In the special case with only directed (no bidirected) edges,� is a directed
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acyclic graph (DAG). For a vertex+8 2 +, we use common graph theoretic de�nitions such as

Ch¹+8º–Pa¹+8º–De¹+8º–An¹+8º to denote the children, parents, descendants, and ancestors, respec-

tively, of +8 in � . A vertex+: lying on a path from+8 to +9 is called a collider on that path if both

edges incident to+: have arrowheads at+: , e.g.,! +:  , $ +: $ , ! +: $ , or $ +:  . A

path from+8 to +9 is blocked by/ � + n f+8–+9g if there exists a non-collider on the path that is in

/ or if there exists a collider on the path that is neither in/ and nor an ancestor of/ . We say- is

m-separated from. given/ in � if every path from an element of- to an element of. is blocked

by / in � . d-separation is the special case of m-separation when� is a DAG. We use the term

causal pathfrom +8 to +9 to refer to a directed path from+8 to +9. We use� - and� - to denote�

with directed edges into- removed and directed edges out of- removed, respectively.

We will primarily be concerned with disjoint subsets of variables-– "– . � + , where- is

a set of exposures," is a set of post-exposure intermediary variables, and. is a set of outcome

variables. We refer to the potential outcome (a.k.a. counterfactual) random variable. ¹Gº as the

value. would take if the random variable- were set to valueG. The distribution?¹. ¹Gºº can also

be written as?¹Hj do¹Gºº using Pearl's do-notation [34]. The average (or total) causal effect of-

on . is written � ». ¹Gº � . ¹G0º¼on the mean-difference scale, for two different valuesG– G0. We

may consider potential outcomes with multiple arguments: e.g., the counterfactual. ¹G– <º refers

to the value. would take if - is set toGand" is set to< . Quantities in mediation analysis may

refer to nested potential outcomes, such as. ¹G– "¹G0ºº, which represents the value. would take

if - is set toGbut " behaves as if- were set to another valueG0.

The decomposition

� ». ¹Gº � . ¹G0º¼= � ». ¹Gº � . ¹G– "¹G0ºº¼ ¸

� ». ¹G– "¹G0ºº � . ¹G0º¼
(2.1)

splits the total effect of exposure into the natural indirect effect (NIE)� ». ¹Gº � . ¹G– "¹G0ºº¼and

natural direct effect (NDE)� ». ¹G– "¹G0ºº � . ¹G0º¼[140, 141, 142, 131]. The NIE quanti�es the

effect of exposure- on the outcome. through the intermediate variable" and the NDE quanti�es
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the effect along all other pathways (not through" ).

The total effect of exposure may also be represented on a risk ratio scale, useful when the

outcome. is discrete, which is written� ». ¹Gº¼•� ». ¹G0º¼for two different valuesG– G0. The

decomposition on the risk ratio scale

� ». ¹Gº¼
� ». ¹G0º¼

=
� ». ¹Gº¼

� ». ¹G– "¹G0ºº¼
�

� ». ¹G– "¹G0ºº¼
� ». ¹G0º¼

(2.2)

similarly splits the total effect of exposure into the natural indirect effect (NIE-RR)� ». ¹Gº¼
� ». ¹G–"¹G0ºº¼

and natural direct effect (NDE-RR)� ». ¹G–"¹G0ºº¼
� ». ¹G0º¼ [143].

When there is more than one mediator or set of pathways of interest, path-speci�c effects

generalize mediation effects by considering the effects of exposure along an arbitrary set of proper

causal paths. A proper casual path between from- to . in a graph� is a causal path that does

not intersect- except at the source of the path. Letc be a set of proper causal paths in graph� .

The potential outcome+8¹c– G– G0º is de�ned by setting- to Gfor the purposes of paths inc and

- to G0 for all proper causal paths not inc. +8¹c– G– G0º is said to be edge inconsistent if potential

outcomes of the form+9¹G: – • • •º and+9¹G0
: – • • •º occur in+8¹c– G– G0º, otherwise it is said to be

edge consistent. Edge inconsistent quantities are not generally identi�ed [144] so we will only

consider edge consistent quantities in this work.

We depict a simple mediation model in Figure 2.1 and a more complex mediation model with

multiple mediators in Figure 2.3. In the latter model, one PSE of interest may be along the paths

highlighted in red, with corresponding counterfactual. ¹c– G– G0º = . ¹G0– " 1¹Gº– " 2¹G0– " 1¹Gººº

for c = f - ! " 1 ! .– - ! " 1 ! " 2 ! . g. Note that with a single mediator" , the

direct or indirect effects studied in mediation analysis are special cases of path-speci�c effects.

For example, in Figure 2.1 (a) and (b), by choosingc = f - ! " ! . g, thec-speci�c effect is

the indirect effect.
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2.3.2 Confounding and Selection Bias

One possible source of bias in observational studies is bias from confounding. Given an as-

sumed graphical representation of the causal relationships among study variables, confounding

bias may be addressed analytically if some subset of the measured covariates comprise a valid

adjustment set.

De�nition 1 Adjustment Set. Given a causal graph� , and variables-– . � + , the set of vari-

ables/ � + n f -– . g is called an adjustment set for the effect of- on . if for all possible joint

distributions,?¹Eº, the following holds:

?¹. ¹Gºº =
Õ

I

?¹Hj G– Iº ?¹I º (2.3)

The identi�cation formula (2.3) is referred to as the “adjustment formula” or “g-formula.”

Given a graph� , there is well-known graphical criterion for determining whether some set of

covariates is a valid adjustment set: the backdoor criterion. To satisfy the backdoor criterion/

must satisfy two conditions: (a)8/ 8 2 / , / 8 8 De¹- º and (b) / blocks all non-causal paths

between- and. [34]. Condition (b) can be equivalently stated as the requirement that/ m-

separates- and. in the proper backdoor graph between- and. , � ?13
-–. [145].

De�nition 2 Proper Backdoor Graph. Given a causal graph� , and disjoint subsets-– . of + ,

the proper backdoor graph,� ?13
-–. , removes the �rst edge along every proper causal path from- to

. .

The backdoor criterion thus provides a graphical tool to determine which sets of covariates, if

any, are suf�cient to control for confounding bias.

Another important source of possible bias is (sample) selection bias. This type of bias arises

from non-random selection into the analysis sample such that certain units, e.g. candidates for

transplantation, are differentially less likely to be included in the analysis and the likelihood of
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inclusion is related to important covariates, such as demographics or socioeconomic position [32,

62]. This selection may happen unintentionally.

To graphically represent the selection phenomenon, one may augment a causal graph with a

binary selection node, denoted as( . Observed (selected) units will have the value( = 1 while

unobserved units will have( = 0. This selection node is either a child of or bidirected-connected

to some other study variables. For example if older patients were less likely to be included in the

analysis sample for liver transplant evaluation (having not completed the evaluation process),(

would be a child of the node that corresponds to age.

To analytically correct for the effect of selection bias in practice, one may use an approach

closely related to confounding adjustment. Graphical identi�cation results for causal inference in

the presence of selection have been developed by several authors [146, 81, 147, 148, 149, 150,

151]. One approach combines covariate adjustment with “external” data (i.e., data from the full

population of interest, not affected by the selection mechanism) on some covariates. For example,

in some studies certain baseline covariates such as demographic variables are recorded for the

full target population, even if most study variables (including outcomes) are available only for the

selected. Using this information, [149] have introduced an adjustment formula that identi�es causal

effects from selected samples. Corresponding to this adjustment formula, there is a graphical

criterion that [149] call the Generalized Adjustment Criterion (GAC).1 In the following,/ is a set

of covariates and/ ) � / is the subset of covariates for which “external” data (data from the full

target population) is available.

De�nition 3 Generalized Adjustment Criterion. Given a causal graph� augmented with selec-

tion node( , disjoint sets of variables/– -– . � + , and a set/ ) � / ; ¹/– / ) º is an admissible

pair relative to-– . in � if

1. No element in/ is a descendant in� - of any, 8 - lying on a proper causal path from-

to .
1The authors present several adjustment criteria; the one here is their GAC Type 3.
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2. All backdoor paths between- and. are blocked by/ and( , i.e., ¹- ? . j /– ( º� ?13
-–.

3. / ) m-separates. from ( in the proper backdoor graph, i.e.,¹. ? ( j / ) º� ?13
-–.

[149] proved that a pair¹/– / ) º is admissible according to the criterion above if and only if the

following formula holds:

?¹. ¹Gºº =
Õ

I

?¹Hj G– I– (= 1º ?¹I n I ) j I ) – ( = 1º ?¹I ) º (2.4)

This can be seen as a version of the backdoor adjustment formula (2.3) extended to the setting

with selection bias and some external data. On the right-hand side, all quantities except one appear

conditional on( = 1, indicating that these refer to distributions in the selected sample. The last

quantity, the distribution of/ ) , does not condition on( = 1 because information on/ ) is assumed

to be available from the full target population.

- " .

(a) Simplest mediation model.

( �

- " .

(b) Mediation model with confounder� and selection
node( .

Figure 2.1: Examples of mediation models

2.4 Identi�cation of Path Speci�c Effects under Selection Bias

The identi�cation of mediation quantities (including direct/indirect effects and path-speci�c

effects) depends on additional assumptions beyond those encoded directly in the graphical model

� . In particular, there are three distinct causal models that have �gured prominently in discussions

of mediation analysis: the NPSEM-IE (nonparametric structural equations model with indepen-

dent errors a.k.a. the “multiple worlds model”), the FFRCISTG model of Robins [152], and the
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“extended graph” or “split-treatment” approach �rst proposed by [153] and then generalized and

expanded by [154, 155, 156]. See [156] for extensive discussion of the relationship among these

approaches. We adopt a version of the “extended graph” approach here. (Our results also apply

under the NPSEM-IE model.)

2.4.1 Mediation and Path-Speci�c Effects with Extended Graphs

Given a causal graph� , outcome. , exposure- , and set of mediators" , mediation and path

speci�c effects can be formulated using a construction called the extended graph of� , denoted

as� 4 as presented in [154].� 4 is identical to� except that on every proper causal path from

- to . , the path will be extended with a new child of- . That is, the �rst edge out of- on

any path of the form- ! . or - ! " ! ••• ! . is replaced with- ! - 4
H ! . and

- ! - 4
< ! " ! ••• ! . , respectively. The set of extended nodes in� 4 introduced via this

construction is denoted as- 4. The edges from- to - 4 are understood to represent deterministic

relationships: the extended children take on the same values as their parent nodes. Refer to Figure

2.2 for the extended variants of the causal graphs presented in Figure 2.1. (Note: in earlier work the

extended graph included extended nodes for all edges out of- , but our restriction here to proper

causal paths is simpler and suf�cient for the quantities in this work.)

- - 4
< "

- 4
H

.

(a) Simplest mediation model with extended nodes
- 4

< and- 4
H.

( �

- - 4
< "

- 4
H

.

(b) Mediation model with confounder� , selection
node( , and extended nodes- 4

< and- 4
H.

Figure 2.2: Extended causal graphs for the mediation models in Fig. 2.1.

Given the close relationship between� 4 and� , we have the following result: an adjustment set

61



-

" 1

" 2

.

(a) A mediation model with two mediators," 1 and
" 2. Red edges indicate a set of paths of possible in-
terest,c = f - ! " 1 ! .– - ! " 1 ! " 2 ! . g.

-

- 4
< 1 " 1

- 4
< 2

- 4
.

" 2

.

(b) Extended node expansion of (a).

Figure 2.3: Example mediation models with multiple mediators.

¹/– / ) º that is valid to address confounding and selection given� is also valid when considering

- 4 as the exposure in the extended graph� 4. This will be useful for establishing an analagous

statement for the mediation setting.

Theorem 2 ¹/– / ) º is an admissible pair relative to-– . in � if and only if ¹/– / ) º is an admis-

sible pair relative to- 4–. in � 4.

The proof makes use of the Generalized Adjustment Criterion above and is deferred, with all

other proofs, to the appendix.

Extended graphs enable a rede�nition of mediation and path-speci�c quantities in terms of joint

interventions (do-interventions) on extended nodes. That is, we can replace complex nested coun-

terfactual quantities with quantities that resemble plain interventional distributions. For example,

in Figure 2.3 (a), the path-speci�c effect of interest (the effect along all paths through" 1) in-

volves the nested counterfactual. ¹G0– " 1¹Gº– " 2¹G0– " 1¹Gººº, which we can equivalently express

as a joint intervention that sets- 4
< 1

to “active” valueGand all remaining extended nodes to the

reference valueG0:

� ». ¹G0– " 1¹Gº– " 2¹G0– " 1¹Gººº¼= � ». j do¹- 4
H = G0– -4

< 1
= G– -4< 2

= G0º¼
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2.4.2 Selected Mediation Formula

[141] introduced a popularmediation formulafor the purposes of calculating direct and in-

direct effects. This formula expresses the mean nested counterfactual� ». ¹G– "¹G0ºº¼– the key

ingredient of the NIE and NDE – as a function of the observed data distribution (in the setting with

no sample selection bias).

� ». ¹G– "¹G0ºº¼=
Õ

I–<

� ». j - = G– <– I¼?¹< j - = G0– Iº ?¹I º (2.5)

First we consider the simplest setting with only a single mediatior between- and . . A

commonly-stated suf�cient condition for the validity of (2.5), in addition to the assumption that

/ blocks all backdoor paths between. and - , is the “cross-world” independence assumption

. ¹G– <º ? " ¹G0º j / . This assumption is called “cross-world” because it simultaneously evokes

the “world” where. behaves as if- = Gand the “world” where" behaves as if- = G0 [153, 157].

Alternatively, with the introduction of extended nodes and the corresponding extended graphical

formalism, the relevant assumption may be stated with respect to the extended nodes- 4
H– -4

< – that

is, one considers a joint intervention that sets- 4
H = G4

Hand sets- 4
< = G04

< . If . ¹G4
H– <º ? " ¹G04

< º j /

(and/ blocks all backdoor paths between. and- 4
H– -4

< ), then (2.5) holds. We combine this ex-

tended graph formalism with the Generalized Adjustment Criterion to present our main theoretical

result, which extends the mediation formula to settings with sample selection.

In the setting with selection bias, we propose theselected mediation formula:

� ». ¹G– "¹G0ºº¼=
Õ

I–<

� ». j - = G– <– I– (= 1¼?¹< j - = G0– I– (= 1º ?¹I n I ) j I ) – ( = 1º ?¹I ) º

(2.6)

Theorem 3 Given a causal graph� augmented with selection node( and a single mediator" =

Ch¹- º \ Pa¹. º, the selected mediation formula (Eq. 2.6) holds if:

1. The GAC conditions hold given¹/– / ) º in � for the total effect of- on. , and
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2. All backdoor paths between" and. are blocked by/ and( , i.e., ¹" ? . j /– ( º� ?13
¹-–" º–.

In the more general setting with multiple mediators, we can state a similar result for arbitrary

path-speci�c effects.

Theorem 4 Given a causal graph� augmented with selection node( , the edge-consistentc-

speci�c effect of- on. , written ?¹. ¹c– G– G0ºº, is identi�ed by the adjustment formula below if:

1. The GAC conditions hold given¹/– / ) º in � for the total effect of- on. , and

2. All backdoor paths between" 8 2 " and . are blocked by/ and ( , i.e., ¹" 8 ? . j

/– ( º� ?13
¹-–" 8º–.

for all " 8, where " contains all nodes along proper causal paths from-

to . .

?¹. ¹c– G– G0ºº =

Õ

I–<

?¹Hj G\ Pac
H– G0 \ Pa�c

H– <– I– (= 1º
j" jÖ

8=1

?¹< 8 j G\ Pac
< 8

– G0 \ Pa�c
< 8

–Pa" ¹" 8º– I– (= 1º

� ?¹I n I ) j I ) – ( = 1º?¹I ) º
(2.7)

HerePa" ¹" 8º � Pa¹" 8º \ " . The notationG\ Pac
H denotes that parents of. in - on c are set to

values inGwhile G0 \ Pa�c
H denotes that parents of. in X not onc are set to values inG0.

This can be seen as a fusion of what [158] call the “edge g-formula” with the GAC approach

to adjusting for selection bias with external data. In both results above, the second condition rules

out certain pathways between mediators and outcomes. This is closely related to the prohibition

of “recanting witnesses” and “recanting districts” in the identi�cation theory of path-speci�c ef-

fects [144, 159]. A recanting district is a subset of variables in� that precludes identi�cation

of path-speci�c effects by inducing associations that makes it impossible to decompose the joint

distribution into components that isolate effects along different pathways. (A recanting witness is
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a special case of a recanting district when there are no unmeasured confounders, i.e., the model

is a DAG rather than an ADMG.) The formal de�nitions are deferred to the appendix, where we

prove an auxiliary lemma to show that assuming the second condition in above is suf�cient to rule

out recanting districts for the effects of interest.

Given these identi�cation results, in applied settings that are judged to meet the requisite con-

ditions we may adapt popular estimation procedures for direct, indirect, and path-speci�c effects

with inverse probability of selection weights. Following the approach proposed in [149], de�ne

weights based on the external data:

F8 =
%¹( = 1º

%¹( = 1 j I )
8º

• (2.8)

These weights may be estimated using a parametric model for the conditional probability of selec-

tion given covariates in/ ) and then combined with existing estimators for mediation effects. To

illustrate, we use logistic regression to estimate the weights and incorporate these into counterfac-

tual imputation estimators for the NDE and NIE [160].

2.5 Simulation Study

To illustrate the proposed selection mediation formula and how it correctly mitigates sample

selection bias, we present a a brief simulation study. The data generating process is designed based

on Figure 2.1 (b) where a mediator-outcome confounder determines selection into the sample. The

DGP is as follows:

- � Bernoulli¹0•5º

� � N ¹ 0–1º

" = 1•0 � - ¸ 1•0 � � ¸ n" , wheren" � N ¹ 0–1º

. = 0•5 � - ¸ 1•0 � " ¸ 2•0 � ¹" � - º ¸ 0•5 � � ¸ n. , wheren. � N ¹ 0–1º
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Selection bias was introduced post-data generation based on the confounder� . The probability of

being selected into the sample,( = 1, was modeled using a logistic regression with� : logit %¹( =

1 j � º = V( � � . The parameterV( was varied across values in the range»0–2¼to represent different

levels of confounding-induced selection bias. A value ofV( = 0 indicates random sample selection

and higher values ofV( indicate stronger selection bias.

For every value ofV( , we estimated the NIE and NDE using both a standard (“naive”) estima-

tor and the selection adjusted estimator, which incorporates inverse probability weights based on

estimated selection probabilities. This was repeated500 times for datasets of size=0 = 10–000.

After inducing dropout due to selection in this sample, we randomly sampled a subset of= = 1000

unique rows with which we estimated the NIE and NDE. This was done to enable fair comparisons

at a �xed sample size across choices ofV( . The true NIE and NDE were �xed to3 and0•5, respec-

tively. The simulation results are presented in Figure 2.4. We see that with increasing selection

bias strength, the NDE estimate produced by the naive approach is increasingly biased, whereas

the selection adjusted estimator remains unbiased for the true effect, as expected. Both naive and

selection adjusted estimates of the NIE are unbiased because in this DGP the NIE does not vary

with � .

Figure 2.4: Comparison of mediation effect estimates across selection bias strength levels. The red
line represents the naive (standard) method, the blue line represents the selection adjusted method,
and the dashed black line indicates the true effect which is constant. The plots show the mean
effect estimates and 95% con�dence intervals.
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2.6 Case Study: Disparities in Liver Transplant Decisions

2.6.1 Overview of the Transplantation Pipeline

Liver transplantation is a life-saving procedure that requires patients with acute liver failure,

cirrhosis, or liver cancer to make it through an arduous evaluation process with complicated criteria

(e.g., laboratory testing, imaging, appointments). Patients that complete evaluation are reviewed

by a transplant selection committee that discusses factors related to medical, surgical, and psy-

chosocial risks to determine their eligibility for transplant listing. While many individuals are

referred to transplant centers, only a fraction complete the evaluation process and are ultimately

deemed eligible for a transplant. These are the “listed” patients who are candidates for transplant,

anticipating to be matched with an appropriate donor organ if one becomes available. The process

consists of four major stages. First, a patient is referred to a transplant clinic. Next, a workup

is performed to evaluate the patient's candidacy based on considerations including disease condi-

tion, health biomarkers, and psychosocial evaluations. A committee meeting is held to discuss the

candidate, and �nally a listing decision is made. For more details on this process, consult [32].

Patient dropout may occur between the start of the transplant referral stage and the �nal trans-

plant listing decision. The likelihood of patient dropout in this process is nonrandom and evi-

dence suggests that this may be linked to social determinants of health. Speci�cally, patients from

underrepresented race/ethnicity groups that were socially disadvantaged – as measured by lower

neighborhood area deprivation index (ADI) scores – were less likely to complete evaluation and

experience a positive listing decision [32, 62]. These disparities are of great interest to the scienti�c

community and are being investigated via novel approaches [161].

2.6.2 Data and Research Questions

We analyze data from a retrospective cohort of liver transplant candidates at Johns Hopkins

Hospital. The target population consists of patients referred for liver transplantation from 1/1/2016-

12/31/2017. The data includes patient information across �ve categories: baseline SDOH, SEP,
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disease-related variables, the outcome of psychosocial review evaluation, and �nal listing decision.

Baseline SDOH variables include age, sex, race/ethnicity, and neighborhood ADI. Other social

determinants such as educational attainment and native language were considered but ultimately

not included in the analysis, since either reliable information was not recorded in available data

or there was insuf�cient variation across these variables in the analysis. We use insurance status

(private vs. not private) as a proxy for SEP, following previous research [162, 163].

The psychosocial assessment is captured by the social worker evaluation. Examples of factors

they consider to make their assessment are substance use history, social support, psychiatric history,

adherence to treatment plans, education, housing, and transportation. We summarize the outcome

of this assessment with a binary �ag indicating approval without any reservations versus concerns

for transplant.

Baseline characteristics of the full cohort, including a comparison between patients who com-

pleted the evaluation and those who dropped out, are presented in Table 2.1. For the cohort that

completed the evaluation, we present characteristics strati�ed by the �nal listing decision in Table

2.2.

Our focus is on the natural indirect and direct effects of SEP on transplant listing decision

through the psychosocial review outcome as a potential mediator. We assume the data-generating

process may be approximately described by the DAG depicted in Figure 2.5. Though this model is

certainly a simpli�cation of a complex reality, we use it summarize some key variable relationships

and highlight pathways of interest that may underlie socioeconomic disparities in listing status.

The indirect effect of SEP through psychosocial review quanti�es one potential mechanism by

which SEP may affect listing decision. The “direct” effect parameter, in contrast, amalgamates the

effect of SEP on listing decision through all other pathways (all pathways not through psychosocial

review), which include disease-related pathways and potentially other mechanisms not mediated

through any variables on the DAG.

Other pathways through which insurance may affect listing decision include disease etiology,

disease severity, comorbidities, and surgical assessment since SEP affects which stage a patient is
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Table 2.1: Baseline Characteristics of the Study Cohort

Characteristic Referred Evaluated Not Evaluated p-value
(n=593) (n=419) (n=174)

Age, median [IQR] 56 [49, 62] 56 [49, 63] 54 [48, 61] 0.083
Sex, Male, n (%) 350 (59.0) 243 (58.0) 107 (61.5) 0.486
National ADI, median [IQR] 35 [21, 53] 34 [19, 51.5] 37 [25, 59.75] 0.016
Race/Ethnicity 0.012

White (non-Hispanic), n (%) 375 (63.2) 280 (66.8) 95 (54.6)
Black (non-Hispanic), n (%) 122 (20.6) 81 (19.3) 41 (23.6)
Other, n (%) 96 (16.2) 58 (13.8) 38 (21.8)

IQR: interquartile range; SD: Standard Deviation; ADI: Area Deprivation Index.

P-values compare the `Evaluated' and `Not Evaluated' groups.

presented to the clinic. Since our effect is identi�ed by the formula that only includes the pathway

of interest, i.e. the pathway through psychosocial review, our effect estimation procedure does not

require measurement of these disease-related variables.

We aim to estimate the target NIE and NDE parameters while accounting for any potential

bias from sample selection. For patients who do not complete the evaluation process, there is no

information on psychosocial review or listing outcomes, so our estimates of the NIE and NDE can

only be based on the361out of497patients with complete data. We assume that selection into the

analysis sample may be caused by some or all of the baseline SDOH as illustrated in the DAG. For-

tunately, information on baseline SDOH is available for all patients referred to the transplantation

clinic, so we may use this information to estimate selection weights and reweigh naive estimates

of the NIE/NDE. Our DAG encodes the assumption that the available SDOH covariates satisfy the

conditions of Theorem 2.

2.6.3 Analysis

Certain categorical variables were consolidated due to sample size limitations. Psychosocial re-

view is assessed on a four point scale on a dimension that measures social worker support of the ap-

plication, but this was binarized to indicate social worker support of the application versus caution.

Race/ethnicity categories were reduced to three: White (non-Hispanic), Black (non-Hispanic), and
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Figure 2.5: Hypothesized relationships among liver transplant variables, visualized in a directed
acyclic graph (DAG). SDOH = social determinants of health, SEP = socioeconomic position (here,
insurance status).
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Figure 2.6: An expanded hypothetical DAG for the liver transplantation variables.

Hispanic or Other.

All estimates were obtained using a modi�cation of the counterfactual imputation estimator
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Table 2.2: Characteristics of the Evaluated Cohort, Strati�ed by Listing Decision

Characteristic Evaluated Not Listed Listed p-value
(n=419) (n=172) (n=247)

Age, median [IQR] 56 [49, 63] 57 [50, 63] 56 [49, 62.5] 0.245
Sex, Male, n (%) 243 (58.0) 100 (58.1) 143 (57.9) 1.000
National ADI, median [IQR] (SD) 34 [19, 51.5] 38 [20.75, 55] 30 [19, 50] 0.027
Private Insurance, n (%) 171 (40.8) 48 (27.9) 123 (49.8)Ÿ0.001
Psychosocial Assessment, mean (SD) 0.58 (0.49) 0.39 (0.49) 0.70 (0.46)Ÿ0.001
Race/Ethnicity 0.006

White (non-Hispanic), n (%) 280 (66.8) 101 (58.7) 179 ( 72.5)
Black (non-Hispanic), n (%) 81 (19.3) 45 (26.2) 36 ( 14.6)
Hispanic/Other, n (%) 58 (13.8) 26 (15.1) 32 ( 13.0)

IQR: interquartile range; SD: Standard Deviation; ADI: Area Deprivation Index.

P-values compare the `Not Listed' and `Listed' groups.

in the R packageCMAverse [164] that has been modi�ed to allow incorporation of selection

weights. This estimator requires the speci�cation of two nuisance models: a model for the mediator

and a model for the outcome, both conditional on all preceding variables in the DAG. We use

logistic regression models with pairwise interactions for both. Selection weights are also estimated

using logistic regression with pairwise interactions among SDOH variables. Results obtained using

our selection bias adjustment formula alongside a naive estimation of the NIE/NDE are displayed

in Table 2.3. We report effect estimates on the risk ratio scale.

The results indicate that there is a signi�cant effect of insurance status on listing decision. In

the naive analysis, the estimated risk ratio for the NIE is1•11 ¹1•04–1•19º and for the NDE is

1•26 ¹1•06–1•56º. Thus, given our model assumptions, the evidence supports the existence of

both indirect and direct effects of insurance status on listing decisions with respect to psychosocial

review. The effect estimates remain largely unchanged after adjusting for selection bias using

our estimated weights: the selection adjusted NIE and NDE estimates are1•10 ¹1•03–1•19º and

1•26 ¹1•05–1•49º, respectively. This suggests sample selection has minimal on the effect estimates

in this data and the NDE and NIE effect sizes are substantial even taking sample selection into

account.

One important limitation in our study is that our model assumes there are no post-exposure
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Table 2.3: Summary of mediation effects of insurance status on transplant listing, comparing stan-
dard estimates to estimates adjusted for selection bias.

Effect Risk Ratio (95% CI)

Standard (Naive) Mediation Analysis
Natural Indirect Effect (NIE-RR) 1.11 (1.04, 1.19)
Natural Direct Effect (NDE-RR) 1.26 (1.06, 1.56)
Total Effect 1.39 (1.20, 1.63)

Selection Adjusted Mediation Analysis
Natural Indirect Effect (NIE-RR) 1.10 (1.03, 1.19)
Natural Direct Effect (NDE-RR) 1.26 (1.05, 1.49)
Total Effect 1.39 (1.19, 1.67)

CI: Con�dence Interval. Reported intervals are at the 95% threshold.
The NIE-RR represents the effect of insurance status mediated through the psychosocial as-
sessment.
The NDE-RR represents the effect of insurance status through all other pathways.

variables that may act as recanting witnesses. It is possible that some additional factors, including

a patient's access to transportation and their health literacy, may be affected by SEP and also affect

the outcomes of psychosocial review. This possibility is illustrated in Figure 2.6. Unfortunately,

data on these factors is not available in our study and so we cannot assess the potential impact of

these confounders on our estimates. In future work, data collection efforts may focus on extracting

information on some of these more challenging-to-measure variables that are post-exposure.

2.7 Conclusion

This work introduces selection adjusted formulae for mediation and path-speci�c effects and

establishes a set of suf�cient conditions for the validity of these formulae by extending previous

work on adjustment for selection bias. There may however be other conditions under which the tar-

get effects are identi�ed in the presence of selection bias. Future work may focus on identi�cation

strategies that are more complicated than adjustment but known to have completeness guarantees

[158, 165, 82]. Compete algorithms for studying mediation analysis in the presence of selection

bias is a topic left to future work.

Our application to a liver transplant case study revealed that that socioeconomic position (as

72



captured by insurance status) has potentially strong indirect effects on listing decision through the

outcome of psychosocial review and that selection bias did not have a substantial impact on these

results. These �ndings are consistent with existing work which show insurance status as a predictor

for liver transplant listing [166, 161]. Furthermore, insurance status is linked to a variety of socioe-

conomic characteristics including income level [167], housing status [168], social support [169],

and neighborhood poverty levels [168]. Although the psychosocial review considers these factors,

our data did not parse out which of these play a signi�cant role. Future research to collect this data

and better understand which speci�c aspects are most impactful in the psychosocial review can

guide targeted clinical interventions. This also highlights the potential areas where latent factors

may be at play, such as racial implicit biases, with patients who may have similar socioeconomic

backgrounds receiving differential priority for listing [168]. These �ndings highlight the need to

further explore strategies for inequity mitigation in liver transplant listing.
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Chapter 3: Investigating Persistent In�ammation, Endothelial Dysfunction,

and Frailty Trajectories in COVID Survivors

In this chapter, I investigate long-term disease progression and biomarker trajectories in a clin-

ical cohort, using statistical methods for longitudinal data when small sample sizes are at play.

Understanding the long-term effects of severe illnesses like COVID-19 acute respiratory distress

syndrome (ARDS) requires models that are capable of handling repeated measures data while ac-

counting for complex study designs and (nonrandom) missingness.

The data of focus is a single-center prospective cohort study of 150 adults hospitalized dur-

ing the �rst wave of the COVID-19 pandemic. Long-term outcomes between COVID-19 ARDS

survivors and those with simple COVID pneumonia are compared. This study examines whether

ARDS survivors experience prolonged differences in in�ammation, endothelial dysfunction, and

physical function over three years post-discharge.

To address complexities arising from participant attrition and repeated measures, I apply ap-

proaches including time-weighted average models, adjusting for demographic and clinical factors.

I also use longitudinal clustering analyses to identify biomarker-de�ned subgroups over time. This

approach allows for assessment of long-term trajectories despite the challenges arising from pilot

clinical studies.

The analytical methodology was developed by Dr. Matthew Baldwin, Professor Ying Wei, and

I. Clinical data collection and dataset creation was done by treating clinicians Ansley Jones, Claire

McGroder, Scarlett Murphy, Margarita-Mira Sanchez, and Christine Garcia. Christopher Depender

and Charity Ogunlusi assisted with cohort assembly. All authors contributed to manuscript review.
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3.1 Biological Motivation

Acute COVID-19 illness, namely in individuals who have experienced acute respiratory dis-

tress syndrome (ARDS), leads to catastrophic tissue damage, immune system dysregulation, and

vascular abnormalities long after infection. Long term effects, referred to as Long COVID or

Post-Acute Sequelae of SARS-CoV-2 infection (PASC), include endothelial dysregulation and

chronic in�ammation [72]. These effects manifest over a wide range of time periods and can

be measured through biomarkers of endothelial function and in�ammation, such as IL-6, GDF-15,

Angiopoietin-2, and sTNFR1 [74, 77, 67].

Understanding how these biomarker trajectories change over time, and how they differ between

those with severe COVID experiences compared to those who experienced a simpler COVID pneu-

monia, is necessary to properly understand the biology of Long COVID and design proper treat-

ments. Directly modeling biomarker progressions is non-trivial due to the abnormalities in the

underlying data structure: repeated measures data, non-random dropout, and small sample sizes

make it dif�cult to capture time-varying effects.

Constrained by sample size, cross sectional models at individual follow up time points provide

a picture long term disease progression. Supplementing biomarker models with models of physical

function can characterize recovery patterns and inform therapeutic interventions [170].

It is critical to note that many of the physiological abnormalities associated with Long COVID

may not be organ speci�c and instead span across organ systems, leading to large scale biomarker

aberrations [72]. Unsupervised longitudinal clustering methods aim to locate latent multi-system

abnormalities.

3.2 Introduction

Greater severity of acute COVID-19 illness, including hospitalization with intensive care has

emerged as a major risk factor for post-acute sequelae of COVID-19 [171]. Yet PASC is common

in both survivors of COVID-19 pneumonia who required only nasal cannula oxygen therapy, and
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in survivors of ARDS who required either non-invasive or invasive mechanical ventilation [171,

172].

Higher levels of in�ammation and endothelial dysfunction during acute COVID-19 are asso-

ciated with greater severity of illness, prolonged mechanical ventilation, and higher short-term

mortality [173, 174], but whether greater in�ammation and endothelial dysfunction persists in

COVID-19 ARDS survivors compared to COVID-19 pneumonia survivors remains unknown.

Major features of PASC include fatigue and post-exertional malaise [175, 176], symptoms

associated with physical frailty in longitudinal studies of aging [177, 178]. Physical frailty is

associated with greater in�ammation and endothelial dysfunction, measured by many of the same

biomarkers implicated in in�ammation and endothelial dysfunction in acute-COVID-19 [179, 180,

181].

In this study, we tested the hypothesis that COVID-19 ARDS is associated with worse in�am-

mation, endothelial dysfunction, and frailty over three years post-discharge compared to COVID-

19 pneumonia survivors. Like other longitudinal studies of critical illness and COVID-19 survivors

[182], we had attrition over three years. After the �rst year, additional funding enabled expansion

of the cohort; new participants were carefully selected at subsequent follow-up visits to minimize

selection bias [183, 184]. Nonetheless, the moderate sample size and study design precluded the

use of traditional mixed effect models or growth mixture models. Rather than evaluating biomarker

predictors of acute COVID-19 disease severity, we compared prospective repeated measures of

biomarkers and physical function between survivors of COVID-19 ARDS and COVID-19 pneu-

monia across the three-year follow-up. To address these study design aspects, we developed a novel

time-weighted average modeling approach to evaluate longitudinal differences in biomarker and

physical functional levels between groups. Additionally, to investigate whether multi-biomarker

patterns differed between COVID-19 ARDS versus pneumonia survivors in the three years af-

ter hospital discharge, we conducted three separate longitudinal cluster analyses using different

modeling approaches. Lastly, we conducted exploratory cross-sectional latent class analyses of

biomarkers at each follow-up time, using an approach to work that elucidated in�ammatory sub-

76



phenotypes of acute non-COVID-19 and COVID-19 ARDS [185, 173].

3.3 Methods

3.3.1 Study Design and Participants

The Columbia COVID-19 Acute Lung Injury/Acute Respiratory Distress Syndrome (ALI/ARDS)

cohort has been described in detail previously [183, 186, 184]. We conducted a single-center

prospective longitudinal cohort study of ambulatory, community-dwelling adults ages� 21 years

and hospitalized at Columbia-af�liated tertiary-care and community-level hospitals between March

and May of 2020. We excluded those with a history of interstitial lung disease or lung transplan-

tation. Sampling was weighted to include approximately 50% survivors of invasive mechanical

ventilation at each follow-up.

We de�ned COVID-19 ALI/ARDS survivors based on the global de�nition [187], including

those who required non-rebreather masks, non-invasive ventilation, or invasive mechanical venti-

lation; had bilateral patchy opacities not explained by pulmonary edema; and had a PaO2/FiO2

Ÿ 300or SpO2/FiO2� 315if oxygenation saturation by pulse oximetry was� 97%. Those who

used non-rebreather facemasks were eligible for high-�ow nasal oxygen or noninvasive positive

pressure ventilation, but no machines were available at the time due to high numbers of severe

COVID-19 patients. We de�ned COVID-19 pneumonia survivors as those treated with only nasal

cannula oxygen at 1-6 liters/minute during their hospitalization (n=49).

We enrolled 76 participants at the initial 4-month follow-up and invited them to participate at

15 months and 3 years. We enrolled 47 and 27 additional participants with the same inclusion

criteria at 15 months and 3 years, respectively, to increase and then maintain the sample size

at about 100 participants. We ensured that demographics, genomics, comorbidities, and acute

COVID-19 hospitalization characteristics did not differ between those who did and did not follow-

up [186, 184]. The study was approved by the Columbia Institutional Review Board (AAAT5605

and AAAS7370).
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3.3.2 Frailty and Functional Measurements

We measured the frailty phenotype at 4 months, 15 months, and 3 years. We assessed four-

meter gait speed, grip strength, and exhaustion using the Cardiovascular Health Study methodology

[178]. Low activity was measured with the Duke Activity Status Index [188], which has strong

construct validity in acute respiratory failure survivors [189]. Weight loss was de�ned as >10

pounds lost between acute COVID-19 hospital admission and the follow-up visit. Each frailty do-

main was assigned 1 point if present and 0 points if absent (range, 0-5). Patients were categorized

as robust (0), pre-frail (1-2), and frail (3-5), consistent with prior studies validating these pheno-

types in community-dwelling older adults [178]. Additionally, we assessed the short performance

physical battery (SPPB) [190] and six-minute walk distance [191, 192] using established methods.

3.3.3 Biomarkers

Hospital discharge samples were collected from remaining blood samples used for clinical care

with a median [IQR] 2 [4 to 1] days prior to hospital discharge. Follow-up samples were collected

via phlebotomy, centrifuged immediately, and serum was cryopreserved at� 80� � . Biomarkers

were quanti�ed in duplicate and averaged using the Luminex xMAP bead-based multiplex assay

platform (Milipore Sigma, USA). Biomarkers included interleukin (IL)-6, IL-8, IL17a, soluble

tumor necrosis factor receptor inhibitor-1 (sTNFR-1), growth differentiation factor (GDF)-15, von

Willebrand factor-cleaving protease (ADAMTS13), angiopoietin, soluble intracellular adhesion

molecule (sICAM)-1, and soluble vascular cell adhesion molecule (sVCAM)-1.

3.3.4 Statistical Analyses

Dependent variable was COVID-19 ARDS versus COVID-19 pneumonia during the index

hospitalization. The independent variables were biomarkers at hospital discharge, 4-months, 15-

months, and 3-years, and the frailty phenotype score, SPPB score, and percent predicted 6-minute

walk distance at 4 months, 15 months, and 3 years.

First, we used generalized linear models to test associations of individual biomarkers at each
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follow-up time with COVID-19 ARDS status. Then, we used generalized linear models to test

associations of physical function measures at each follow-up time with prior COVID-19 ARDS

status. We tested both unadjusted models and models adjusted for age, sex, body mass index

(BMI), cardiovascular disease, COPD, asthma, diabetes, and days from positive SARSCoV-2 test

to follow-up. Nominal statistical signi�cance was de�ned as p<0.05 prior to correction for mul-

tiple comparisons. Statistical signi�cance was de�ned as a p-value remaining signi�cant after

Benjamini-Hochberg adjustment for multiple comparisons within biomarker classes (in�amma-

tion and endothelial function). Models were run in R (4.4.1).

To test the longitudinal association of prior COVID-19 ARDS with average biomarker level and

percent-predicted six-minute walk distance over the follow-up period, we created time weighted

average (TWA) models. Because only 41 of 150 patients had biomarker data at hospital discharge

and participated in all three follow-up visits, we used linear interpolation to impute missing values

at the 4- and 15-month assessments. Missing values were estimated by drawing a straight line

between the nearest observed time points, assuming a linear biomarker trajectory. This approach

was motivated by two main factors: biomarker values were natural log-transformed prior to in-

terpolation which linearizes exponential decay patterns typical of biological recovery pro�les and

our limited sample size limited feasibility of �tting more complex non-linear trajectory models.

Biomarker data were reshaped into long format indexed by subject and follow-up visit time; in-

dividual trajectories were summarized using TWA to account for irregular observation intervals

(0-4 months, 4-15 months, and 15-36 months). TWA was computed as the area under the linearly

interpolated curve divided by the total follow-up time:

), � =

¯ C=
C1

Biomarker¹Cº3C

C= � C1
=

�*�
C= � C1

The discrete analog of the TWA, applied in practice, uses the trapezoidal rule for estimating

the area under the curve (AUC).
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For repeated categorical measures (frailty phenotype category and weak grip strength), where

interpolation was not applicable, we calculated the time-weighted mode (category in which the

participant spent the greatest proportion of observed time). This approach assigned each observed

category to persist until the next measurement, calculating the total duration spent in each cate-

gory, and selecting the category with the largest cumulative duration as the representative value.

Analyses were performed in Python & R.

To assess whether multi-biomarker patterns differed by prior COVID-19 pneumonia vs ARDS

over three years, we used longitudinal cluster analyses: K-means for longitudinal data (KML),

model-based clustering (MCLUST), and time-series clustering with dynamic time warping (DTW).

KML treats each trajectory as a single unit; model-based clustering �ts Gaussian probability dis-

tributions and selects the best-�tting model; DTW clusters time series with similar shapes, even

if occurring at different times or rates. Clustering performance was evaluated using the Silhou-

ette score, Calinski-Harabasz Index (CHI), and Davies-Bouldin Index (DBI). For MCLUST with

one cluster, Akaike Information Criterion (AIC) and Bayesian Information Criterion (BIC) were

assessed. To address missing longitudinal biomarker data, we used two-stage interpolation: (1)

linear interpolation for intermediate values at 4 and 15 months; (2) nearest observed value for

boundary missing values at discharge or 36 months.

We conducted cross-sectional latent class analyses (LCA) of the nine biomarkers at the 4

months, 15 months, and 3 years using prior methodology to identify ARDS in�ammatory subtphe-

notypes [185]. We selected the optimum number of classes based on (1) the Bayesian Information

Criteria (BIC); (2) Bayes Factor; (3) model entropy; (4) the size of the smallest class; and (5), the

Vuong-Lo-Mendell-Rubin (VLMR) likelihood ratio test. Analyses were conducted using MPlus

(V8.0).

Post-hoc, we used ordinal logistic and generalized linear models to test longitudinal associa-

tions of GDF-15 and sICAM-1 at hospital discharge with subsequent frailty and SPPB, as these
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biomarkers and physical function measures were both found to be associated with prior COVID-19

ARDS. We adjusted for the same covariables described for the generalized linear models.

3.4 Results

3.4.1 Participant Characteristics

Among all 150 study participants, age, sex, race/ethnicity, and proportions of participants with

cardiometabolic and pulmonary comorbidities remained similar or identical across study visits

despite attrition and resampling (Table 3.1). Fewer participants at 4 months had received invasive

mechanical ventilation than at 15 months or 3 years (42% vs 51% and 49%), but median admission

SOFA scores were similar across visits.

Table 3.1: Patient characteristics by follow up time period.

Characteristics Hospital 4-month 15-month 3-year
Discharge (n=150) follow-up (n=76) follow-up (n=104) follow-up (n=102)

Age, years, mean (SD) 56 (13) 54 (14) 54 (11) 56 (12)
Male 83 (56%) 45 (61%) 61 (59%) 55 (54%)
Body Mass Index (kg/m2), mean (SD) 33 (8.1) 32 (6.9) 32 (6.8) 32 (6.2)
Hispanic, n (%) 100 (67%) 43 (57%) 62 (60%) 69 (68%)
Race, n (%)

White 55 (37%) 30 (39%) 30 (29%) 40 (40%)
Black 35 (23%) 22 (30%) 28 (27%) 25 (25%)
Asian 5 (3.3%) 1 (1%) 4 (4%) 4 (4%)
Other 54 (36%) 23 (30%) 42 (40%) 33 (32%)

Comorbidities
Ever smoker* 58 (39%) 31 (41%) 40 (38%) 39 (38%)
Active smoker 4 (2.7%) 2 (3%) 3 (3%) 2 (2%)
COPD 7 (4.7%) 4 (5%) 4 (4%) 2 (2%)
Asthma 30 (20%) 18 (27%) 24 (23%) 22 (22%)
Cardiovascular disease 19 (13%) 7 (9%) 13 (13%) 13 (13%)
eGFR, mean (SD) 95 (45) 96 (44) 98 (45) 98 (45)

Acute COVID-19 Illness Characteristics
Admission SOFA score, median [IQR] 3 [2-5] 3.5 [3-6] 3 [2-5] 3 [2-5]
Steroid use, n (%) 67 (47%) 39 (51%) 43 (41%) 47 (46%)
IL-6 receptor inhibitor use, n (%) 31 (21%) 17 (22%) 26 (25%) 23 (23%)
Oxygen use

None 0 (0%) 0 (0%) 0 (0%) 0 (0%)
Nasal Cannula 49 (32%) 23 (30%) 31 (30%) 32 (31%)
Non-Rebreather 28 (19%) 17 (22%) 18 (17%) 18 (18%)
NIPPV or HFNO 4 (2.7%) 4 (5%) 2 (2%) 2 (2.0%)

Mechanical ventilation, n (%) 68 (46%) 32 (42%) 53 (51%) 50 (49%)
Ventilator days, median (IQR) 34 [14-46] 31 [12-42] 35 [18-46] 35 [17-46]
Hospital Days, median [IQR] 18 [7-42] 18 [7-35] 23 [8-47] 23 [7-46]
*Ever smoker: former or active smoker.
COPD: chronic obstructive pulmonary disease.
eGFR: estimated glomerular �ltration rate based upon CKD-EPI equation.
SOFA: sequential organ failure assessment.
NIPPV: non-invasive positive pressure ventilation.
HFNO: high-�ow nasal oxygen.
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Of all participants, 49 (33%) had COVID-19 pneumonia and 101 (67%) met study criteria for

ARDS (Table 3.2). Compared to pneumonia patients, those with ARDS were younger (mean [SD]

54 [13] vs 59 [12] years old, p=0.027), more often male (63% vs 41%, p=0.015), and more often

Hispanic (73% vs 55%, p=0.046). Comorbidity prevalence was similar between groups. ARDS

patients had longer median [IQR] hospital stays (33 [18-50] vs 5 [3-7] days, p<0.001). Among

those requiring invasive mechanical ventilation, the median [IQR] ventilator days was 34 [14-46].

Table 3.2: Patient characteristics by COVID severity status: simple pneumonia vs ALI/ARDS.

Characteristic Simple Pneumonia (n=49) ALI/ARDS (n=101) P-value
Demographics
Age (mean (SD)) 59.18 (11.65) 54.31 (12.91) 0.027
BMI (mean (SD)) 32.84 (7.79) 32.31 (7.46) 0.691
Sex (%)

Female 29 (59.2) 37 (36.6)
Male 20 (40.8) 64 (63.4) 0.015

Ethnicity (%)
Hispanic or Latino 27 (55.1) 73 (73.0) 0.046

Race (%)
White 19 (38.8) 36 (36.0)
Black 17 (34.7) 18 (18.0)
Asian 1 (2.0) 4 (4.0)
Other 2 (4.1) 2 (2.0)
Multiple or Unknown 10 (20.4) 40 (40.0) 0.071

Comorbidities
Toci (%) 0 (0.0) 31 (30.7) Ÿ0.001
Steroids (%) 4 (10.8) 49 (57.0) Ÿ0.001
Ever Smoked (%) 25 (51.0) 33 (32.7) 0.047
COPD (%) 1 (2.0) 6 (5.9) 0.516
Asthma (%) 11 (22.4) 19 (18.8) 0.761
Cardiovascular Disease (%) 7 (14.3) 12 (11.9) 0.878
Diabetes (%) 12 (24.5) 29 (28.7) 0.727
COVID-19 Characteristics
Hospital LOS (median [IQR]) 5.00 [3.00, 7.00] 33.00 [18.00, 50.00]Ÿ0.001
Vent. Days (median [IQR]) 0.00 [0.00, 0.00] 14.00 [0.00, 42.00]Ÿ0.001

3.4.2 Biomarkers in Generalized Linear Model Analyses

There was substantial overlap in biomarker levels over the 3-year study period between COVID-

19 pneumonia and ARDS participants with some exceptions (Figure 3.1). Mean GDF-15 and
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