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Abstract 

Deep Learning Artifact Identification and Correction Methods for Accessible MRI  

Marina Manso Jimeno 

 

Despite its potential, 66% of the world's population lacks access to magnetic resonance 

imaging (MRI). The main factors contributing to the uneven distribution of this imaging modality 

worldwide are the elevated cost and intricate nature of MRI systems coupled with the high level 

of knowledge and expertise required for its operation and maintenance. To improve its worldwide 

accessibility, MRI technology and techniques must undergo modifications to deliver a more cost-

effective system that is easier to site and use without compromising on the diagnostic quality of 

the images. This thesis presents two deep learning methods, ArtifactID and GDCNet, developed 

for artifact detection and correction and tailored for their integration into accessible MRI systems.  

ArtifactID is targeted to resource-constrained settings where skilled personnel are scarce. 

It automates part of the quality assessment step, critical during image acquisition to ensure data 

quality and the success of downstream analysis or interpretation. This study utilized two types of 

T1-weighted neuroimaging datasets: publicly available and prospective. Combining the two, 

ArtifactID successfully identified wrap-around and rigid head motion in multi-field strength and 

multi-vendor data. We leveraged the public datasets for artifact simulation, model training, and 

testing. In contrast, prospective datasets were reserved for validation and testing and to assess the 



 

 

modelsô performance in data representative of clinical and deployment settings. We trained 

individual convolutional neural networks for each artifact. The wrap-around models perform 

binary classification, while the multi-class motion classification model allows distinction between 

moderate and severe motion artifacts. Our models demonstrated strong agreement with ground 

truth labels and motion metrics and proved potential for generalization to various data 

distributions. Furthermore, Grad-CAM heatmaps allowed early identification of failure modes, 

artifact localization within the image, and fine-tuning the pre-processing steps. 

GDCNet correction applies to imaging techniques highly susceptible to local B0 deviations 

and systems whose design entails high B0 inhomogeneity. The method estimates a geometric 

distortion map by non-linear registration to a reference image. The self-supervised model, 

consisting of a U-Net and a spatial transform function unit, learned the correction by optimizing 

the similarity between the distorted and the reference images. We initially developed the tool for 

distortion correction of echo-planar imaging functional MRI images at 3 T. This method allows 

dynamic correction of the functional data as a distortion map is estimated for each temporal frame. 

For this model, we leveraged T1-weighted anatomical images as target images. We trained the 

model on publicly available datasets and tested it on in-distribution and out-of-distribution datasets 

consisting of other public datasets unseen during training and a prospectively acquired dataset. 

Comparing GDCNet to state-of-the-art EPI geometric distortion methods, our technique 

demonstrated statistically significant improvements in normalized mutual information between the 

corrected and reference images and 14 times faster processing times without requiring the 

acquisition of additional sequences for field map estimation. 

We adapted the GDCNet method for distortion correction of low-bandwidth images 

acquired in a 47 mT permanent magnet system. These systems are characterized by large B0 spatial 



 

 

inhomogeneity and low signal sensitivity. In this case, the model used high-field images or images 

acquired with higher acquisition bandwidths as reference. The goal was to exploit the signal-to-

noise ratio improvements that low bandwidth acquisition offers while limiting geometric distortion 

artifacts in the images. We investigated two versions of the model using different similarity loss 

functions. Both models were trained and tested on an in vitro dataset of image-quality phantoms. 

Additionally, we evaluated the modelsô generalization ability to an in vivo dataset. The models 

successfully reduced distortions to levels comparable to those of the high bandwidth images in 

vitro and improved geometric accuracy in vivo. Furthermore, the method indicated robust 

performance on reference images with large levels of noise.  

 Incorporating the methods presented in this thesis into the software of a clinical MRI 

system will alleviate some of the barriers currently restricting the democratization of MR 

technology. First, automating the time-consuming process of artifact identification during image 

quality assessment will improve scan efficiency and augment expertise on-site by assisting non-

skilled personnel. Second, efficient off-resonance correction during image reconstruction will ease 

the tight B0 homogeneity requirements of magnet design, allowing more compact and lightweight 

systems that are easier to refrigerate and site. 
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Chapter 1: Introduction  

1.1  Overview 

Magnetic resonance imaging (MRI) is one of contemporary medicine's most powerful 

diagnostic and research tools. Despite its potential, a 2018 WHO report revealed that 66% of the 

world's population lacks access to this technology. The elevated cost and intricate nature of MRI 

systems, coupled with the constant pursuit of faster imaging and improved image resolution and 

the high level of knowledge and expertise required for its operation and maintenance, are the main 

factors contributing to the uneven distribution of MRI scanners worldwide. Notably, the magnet 

subsystem plays a pivotal role in most of these challenges, as its design significantly influences 

these critical aspects. Currently, the stringent magnetic field (B0) homogeneity standards for 

accurate spin excitation and spatial encoding pose limitations on magnet design. As a result, many 

accessible MRI strategies compromise by reducing field strength or employing specialty systems 

tailored to specific anatomical regions, inevitably sacrificing image quality and application 

versatility. Nevertheless, this imaging modality is still limited to advanced healthcare facilities 

with adequate infrastructure and skilled personnel, highlighting the urgent need for transformative 

solutions to democratize MRI technology. 

In response to these challenges to MRI accessibility, this dissertation aims to develop 

software methods for artifact identification and correction.  On the one hand, artifact identification 

methods contribute to delivering consistent image quality and ease of operation by assisting the 

MR technician and alleviating the requirement for a highly trained workforce. On the other hand, 

correction of B0 homogeneity artifacts will provide flexibility to magnet design without 

compromising image quality.  
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This chapter introduces the topic by first providing the background and context, followed 

by the problem statement, the specific research aims, and their significance and contribution to the 

research problem. Part of the content of the background section has been published as a review 

paper in the journal NMR in Biomedicine [1]. 

1.2  Background 

1.2.1 The Uneven Distribution of MRI: Problem and Causes 

Despite its potential for biomedical research and clinical medicine, access to MRI is 

predominantly limited to wealthy countries and healthcare facilities [2]. Low and lower-middle-

income regions, particularly in Africa, the Americas, and Southeast Asia, suffer from the lowest 

scanner densities (Figure 1.1), with numbers below the global average. In particular, the number 

of MRI systems per million people in African and Southeast Asian regions was reported to be 0.7 

and 1.1, respectively, with some countries having three or fewer MRI units and some not at all [3]. 

In contrast, in the Eurasian region, this number corresponds to 11.6 [4]. The global average scanner 

density is approximately 5.3 [5]. Besides the income group, scanner density correlates with other 

demographic factors such as population, life expectancy, and internet use. Low MRI density 

regions are often characterized by large population concentrations in rural and remote areas, a 

shortage of trained personnel, and frequent power outages [5]. Conversely, countries exhibiting 

higher scanner densities show increased life expectancy and are classified in higher income groups. 

However, the accessibility issue is likewise applicable to developed nations, where insufficient 

scanner density results in lengthy wait times for diagnostic care [5,6].  
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Figure 1.1: Proportion of MR units classified by field strength in various countries 

worldwide. Country gray scale coding is based on the WHO's country classification by 

income 2021ɬ2022. The number in parentheses next to the name of each country is the MR 

density, that is, the number of MR units per million inhabitants.  

MRI scanners are sophisticated instruments that operate through the diligent orchestration 

of multiple subsystems, including the magnet, gradient and radio-frequency (RF) coils, and 

advanced software for image acquisition and reconstruction. The intricacy of its nature enables the 

extensive array of techniques and applications attainable with MRI. However, it imposes tight 

constraints on hardware design, manufacturing, production, and infrastructure requirements and 

contributes to the elevated cost of MRI compared to other imaging modalities [6]. Moreover, MRI 

is a resource-intensive imaging modality. Its operation requires large quantities of helium, which 

is scarce, not locally available, and expensive [7]. In addition, it demands dependable power 

sources, powerful computer stations, a robust internet connection, and trained personnel for the 

safe and efficient operation and interpretation of the images. These factors (Figure 1.2) contribute 

to the elevated costs that this imaging modality entails. Besides a high acquisition price of roughly 
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$ 1 M per Tesla, installation, operation and maintenance costs are large and often result in elevated 

charges to the patients.  These ensembles of attributes constitute the main barriers to the 

widespread availability of MRI. 

 
Figure 1.2: Diagram of the main components of an MRI system. The drawing represents the 

system's complexity  along with the infrastructure requirements and resources it demands.  

The goals of improving MRIôs spatial resolution and signal sensitivity have driven it 

toward higher B0 strengths since its early days [8]. The first whole-body superconducting scanners 

were operated at 0.12 and 0.15 T [9ï11], while conventional clinical field strengths today are 1.5 

and 3 T [8,9,12]. Nevertheless, higher field strengths come with increased complexity, costs, and 

infrastructure challenges, further exacerbating the accessibility problem. For instance, the length 

and weight of a 60-cm bore 1.5 T clinical MRI are 1.71 m and 4.5 tons, respectively. It requires a 

minimum space of 28 m2 and less than 1500 L of liquid helium for cooling purposes. By contrast, 

the first available clinical 7 T scanner is 2.97 m long and weighs approximately 20 tons, demanding 

a 65 m2 room and 4000 L of cryogen. 

The negative impact of system cost and complexity on MRI accessibility is evident in the 

distribution of MR systems and their field strength across the globe (Figure 1.1). Field strengths 

of 1.5 T and above represent 85% of the MRI market in the United States and Europe [13]. 

Conversely, scanners below 1.5 T are still the most abundant in low-resource settings [3,14]. 

Figure 1.3 shows how manufacturers have progressively reduced the length and weight of their 
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magnets relative to early models thanks to innovations in optimization algorithms and 

superconducting wire design. However, conventional MRI hardware and software methods for 

image acquisition and reconstruction must undergo urgent transformation to impact cost and MR 

access significantly [2].  

 
Figure 1.3: Evolution of whole -body superconducting cylindrical MR magnets across the last 

three decades (years). The magnets are classified by field strength from 0.5 ɬ3 T, indicated by 

the marker diameter, and each color represents one magnet design.  

1.2.2 Superconducting Magnet Design and MRI Accessibility 

Superconducting magnet-based MRI systems present the most cost-effective 

configurations that deliver optimal image quality, signal sensitivity, and a wide range of contrasts 

and image applications [15,16]. Conventional high-field magnets are large in size and bathed in 

abundant liquid helium to maintain superconductivity, impacting the scanner's overall dimensions, 

weight, and cost [15]. Together with the refrigeration subsystem, they account for approximately 

38% of the total scanner cost [6], primarily dictated by the type and length of superconducting 

wire. Therefore, optimizing the superconductor volume and using superconducting materials that 

reduce liquid helium usage would render scanners more compact and affordable. This section 



6 

 

explores how modifications to the ubiquitous cylindrical superconducting magnet design can 

improve MRI accessibility. 

Bore Diameter and Length 

 B0 homogeneity requirements dictate the lower limit on magnet size, which for a whole-

body scanner must be 10 parts per million (ppm) peak-to-peak (p-p) over a 45ï50 cm diameter of 

spherical volume (DSV) [15,16]. Some imaging techniques even require B0 homogenization active 

shimming to reduce this value below 2 ppm pïp over the field of view (FOV) during image 

acquisition [17]. When the spatial uniformity condition is not met, off-resonance effects pose 

difficulties for spin excitation, refocusing, and spatial encoding [2] and negatively affect image 

quality [2,18]. Thus, magnet design algorithms optimize B0 uniformity by constraining other 

parameters [19]. 

Minimizing field deviations and conductor wire volume in the magnet coils are the primary 

objectives of magnet design algorithms. Coil volume is a measure of the length of superconducting 

wire required to build the magnet, given by:  

 
ὠ
ς“

ὐ
ὶȿὭȿ (1.1) 

where ὶ and Ὥ are the radius and current in the Ὧth coil, respectively, and ὐ is the current density 

in all ὔ coils [19]. The current density depends on the superconducting wire critical current, which 

is determined by the type of superconducting material, its wire composition, and other wire 

parameters [20]. The iterative optimization process returns the optimum values for parameters 

such as the magnet's number of coils, the number of turns per coil, their spatial coordinates, and 

dimensions. These parameters guarantee that the resultant magnetic field distribution fulfills the 

homogeneity requirements. Theoretically, only an infinitely long solenoid can achieve a perfectly 



7 

 

homogeneous field. Because of the unfeasibility of such configuration, algorithms set constraints 

on field strength, DSV size, final magnet dimensions, weight, and cost depending on the target 

application [19]. However, the tradeoff between field uniformity and magnet length often results 

in exceedingly large and heavy MRI scanners.  

 
Figure 1.4: Magnetic field homogeneity (Vrms) at 40 cm DSV versus magnet length (left) and 

weight (right) for different commercially available magnets. The data represent publicly 

available specifications of the magnets used by the most common MRI vendors, classifie d 

according to patient bore diameter (60 and 70 cm) and field strength (1.5 and 3 T).  

 Short, narrow-bore magnets can significantly reduce superconductor volume. Additionally, 

short-bore systems improve patient comfort by allowing the head to lie outside the cylinder in most 

procedures [16,21]. However, Parizh et al. [22] demonstrated that, in order to achieve 10 ppm 

homogeneity over the DSV and maintain the same stray field, the field strength has to rise by 0.1 

T per cm cut off of magnet length. Bore length ranges from approximately 1.25 to 1.95 m for 1.5 

T systems and from 1.65 to 2.13 m for 3 T systems. Figure 1.4 exemplifies the effects of magnet 

length, bore diameter, and B0 on field homogeneity. Shorter magnets entail increased field 

inhomogeneity, while long magnets are needed to attain satisfactory field uniformity for higher 

B0. Ultrashort magnets may even require more than the standard eight coils (six primary coils, two 

shield coils) to fulfill uniformity standards [15,16]. The magnet length also determines the 



8 

 

dimensions of the homogeneity volume, which sometimes can be an ellipsoid instead of a sphere 

because of reduced uniformity along the axial direction.  

 The quest for openness has moved the standard patient bore from a 60 to a 70 cm diameter. 

The advent of the so-called ñwide-boreò MRI occurred in 2004, and most new MRI installations 

now present this configuration [22]. Despite the benefit to patient comfort, superconductor length 

increases with patient bore for fixed field strength, as it directly impacts the magnet warm bore 

diameter. Similarly, a fixed patient bore size requires more extensive superconductor lengths to 

generate higher field strengths. Xu et al. [23] determined that decreasing the patient bore diameter 

is the best method to reduce magnet cost and minimum magnet length.  

Choice of Superconductor and Refrigeration Mechanism 

Niobium-titanium (NbTi) is a mature, mechanically robust, manufacturing-friendly 

superconductor material optimized for MRI production. However, its low critical temperature of 

9.3 K requires operation at liquid helium temperature, which results in a higher refrigeration and 

installation cost [22]. The regular NbTi liquid helium-bathed magnets operate at 4.2 K and contain 

approximately 1500ï2000 L of this cryogen [24].  Liquid helium is a nonrenewable resource 

paramount in the field of superconducting magnets. Its high demand and the limited number of 

suppliers have led to increased and fluctuating prices, global shortages [25], and uncertainty about 

its future availability [6]. Furthermore, the lack of liquid helium sources is a crucial cause of the 

reduced access to high-field MRI in remote areas and developing countries [26,27].  

Recently, conduction cooling has emerged as an alternative refrigeration mechanism to 

move away from liquid helium. These so-called ñdryò magnets eliminate the liquid helium bath, 

achieving magnet refrigeration via thermal conduction. Additionally, conduction-cooled magnets 

are fully sealed and do not require the construction of a venting pipe, allowing a more flexible and 
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affordable siting of these systems. NbTi-based commercially available examples of this magnet 

configuration reduced their liquid helium use to 7 and 0.7 L.  

Table 1.1: Characteristics of three different magnet configurations using Low versus High -

Temperature Superconductors (LTS and HTS) and conventional Liquid helium bath versus 

conduction cooling assuming a field strength of 1.5  T. 

Characteristic 

(A)  

Liquid helium-bathed 

NbTi magnets 

(B)  

Conduction-cooled NbTi 

magnet 

(C)  

Conduction-cooled HTS 

magnet 

Refrigeration 

Liquid helium capacity 

(L) 
~1500 ~7 ~1 

Liquid helium refills In the event of quench NA NA 

Operating temperature Top 

(K) 
4.2 Higher than (A) 4-20 

Stability  

Temperature margin (K) 1 1 
Depends on Top but higher 

than NbTi 

MQE (mJ) 1-10 1-10 Up to several Joules 

Quench protection 

Protection system type Passive Passive Active (research stage) 

Quench pipe Required NA (sealed magnet) NA (sealed magnet) 

Persistence 

Joint resistance (ɋ) 10-12 10-12 
Must allow persistent 

operation (research stage) 

Iop/Ic ~70% 
Lower than (A) due to 

reduced Iop 

It depends on the material 

N-value and Ic but is 

usually lower than (A) 

Commercialization 

Conductor cost $ $ 
$$$ (expected to decrease 

if mass-produced) 

kAmp-km 15-20 
Larger than (A) due to 

reduced Iop 

Larger than (A) due to 

reduced Jc 

 

Conduction cooling is more appropriate for high-temperature superconductor (HTS)-based 

magnets that allow larger temperature margins. These superconductors include magnesium 

diboride (MgB2), yttrium barium copper oxide (YBCO), rare earth barium copper oxide (ReBCO), 
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and bismuth strontium calcium copper oxide (BSCCO). They offer higher critical temperatures 

than NbTi and allow higher operating temperatures, eliminating the need for a liquid helium bath. 

Furthermore, HTSsô high minimum quench energy (MQE) of up to 1-2 Joules (J) renders very 

stable magnets and practically eradicates accidental quenches.  

1.2.3 Accessible MRI: Challenges and Opportunities 

Previous accessible MRI strategies have included reducing the field strength, decreasing 

the DSV, or compromising B0 uniformity. Novel ultra-low, permanent Halbach array magnets 

[28ï30] deliver substantial benefits in portability and cost but entail prolonged scanning times and 

reduced signal sensitivity and image quality [31]. Moreover, advanced imaging techniques are not 

readily feasible at such low field strengths. MRI manufacturers are also revisiting lower field 

strength superconducting magnets [32] to reduce costs and infrastructure requirements by 

decreasing the amount of superconducting material and liquid helium usage. On the other hand, 

specialty magnets preserve field homogeneity by reducing the imaging volume [15]. Their 

anatomy-targeted design and efficient use of bore space render compact magnets with reduced 

costs and footprints, facilitating siting and operation while maintaining image quality [33ï35]. 

However, their implementation in traditional clinical settings is scarce because they lack clinical 

universality compared to whole-body scanners [22]. Table 1.2 summarizes these approaches with 

examples of these systems and their respective most relevant advantages and disadvantages.  

In a thorough review of superconducting magnet configurations and their impact on MRI 

accessibility [1], we found that an accessible MRI system calls for intelligent systems based on a 

compact, conduction-cooled, mid-field (~1 T) whole-body HTS superconducting magnet able to 

deliver diagnostic image quality and high MR value. Whole-body, mid-field superconducting 

magnets can deliver sufficient image quality for most clinical applications regarding signal 
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sensitivity and image resolution while limiting the superconductor volume. Prioritizing compact 

and lightweight designs will further reduce costs and infrastructure requirements, and the use of 

HTS will allow conduction cooling and lower or eliminate the dependency on liquid helium. 

Additionally, integrating intelligent software to optimize image quality and provide more effortless 

system operation, maintenance and assistance on routine tasks will be critical for successfully 

deploying an accessible MRI in low-resource settings where this technology is most scarce. 

Table 1.2: Approaches to novel magnet configurations for accessible MRI.  

System name System type 
Field 

strength 

Approach to 

improve 

accessibility 

Advantages and 

disadvantages 

Swoop by 

Hyperfine 

Ultra-low field 

permanent magnet 
0.064 T 

- Reduce B0 

- Reduce 

DSV 

- Compromise 

B0 

homogeneity 

V Portable 

V Low-cost 

U Long scan times 

U Reduced signal 

sensitivity and image 

quality 

U Limited applications 

Synaptive 

MRI 

Specialty 

superconducting 

magnet (head-

only) 

0.5 T 

- Reduce B0 

- Reduce 

DSV 

V Efficient use of bore 

space 

V Small footprint 

V No cryogen 

V High-performance 

gradients 

U Reduced efficiency 

and versatility 

MAGNETOM 

Free.Max 

Low-field 

conduction-cooled 

superconducting 

magnet 

0.55 T - Reduce B0 

V Reduced liquid 

helium and no quench 

pipe required 

V Ease of siting 

V Whole-body 

capabilities 

U Reduced signal 

sensitivity  

U Limited gradient 

performance 
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This accessible MRI design requires significant changes to the entire scanner and imaging 

process as we currently know them [2,6,24]. While significant efforts are being devoted to allow 

its realization, the development of specific components and their successful integration into a 

functional system remains a work in progress at the time of the writing of this thesis. There are 

still pending challenges before manufacturing a viable commercial HTS-based scanner. These 

include the conductor properties and price [15,22], availability of joints for persistent operation 

[36ï38], and safe active quench protection systems [26,39]. Furthermore, minimizing the 

superconductor volume will inevitably entail increased B0 inhomogeneity, posing difficulties for 

image acquisition and resulting in loss of image quality due to artifacts. 

1.3  Research Aims and Significance 

There is a critical need for an accessible MRI system that reduces costs and infrastructure 

requirements while delivering diagnostic image quality and whole-body capabilities. Such a 

system will require a superconducting magnet of approximately 1 T to deliver clinical image 

quality and allow advanced imaging methods. This magnet should reduce B0 homogeneity 

constraints to render a compact and lightweight system that allows conduction cooling and reduces 

the amount of liquid helium required.  Additionally, an accessible system must ensure consistent 

image quality and ease of operation by leveraging autonomous operation, remote assistance, 

artifact correction, and image quality optimization. This thesis proposes three specific aims that 

contribute to the software methods required to realize such a system.  

Artifact correction may require a simple adjustment of the acquisition scheme, but spotting 

and correcting them requires expertise and MR physics knowledge [40]. The MR technician 

performs a quality assessment (QA) check after acquiring each series, including inspection for 

unwanted artifacts. However, personnel with the mentioned skills are scarce in developing 
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countries [3,41]. Specific aim 1, covered in Chapter 2, seeks to implement an artificial intelligence 

(AI)-based quality assessment tool to assist MR technicians in identifying and localizing wrap-

around and motion artifacts during image acquisition. We developed binary and multi-class 

classification models for artifact identification and employ explainable AI (XAI) methods to 

interpret the modelsô decisions and localization within the images.  

Inhomogeneities in the main magnetic field disturb the frequency-space relationship of 

spins, leading to off-resonance effects, including signal loss, geometric distortion, and blurring. B0 

inhomogeneity artifacts may be intrusive and challenging to eliminate by merely modifying the 

acquisition parameters. Even small local B0 perturbations produce severe off-resonance artifacts 

in standard clinical scanners. At 3 T, gradient-echo (GE) based sequences with long readout 

trajectories, such as spirals and echo planar imaging (EPI), produce the most disruptive off-

resonance artifacts. Phase errors accumulate along the long readout trajectory, especially in areas 

with rapid changes in magnetic susceptibility, such as air-tissue interfaces in the brain. Specific 

aim 2, covered in Chapter 3, focuses on developing tools for mitigating these artifacts using 

analytical and deep learning (DL) methods.   

B0 artifact correction strategies will allow the relaxation of the field uniformity constraints 

currently restricting the flexibility of superconducting magnet design for accessible MRI. The 

optimal magnet design is characterized by lesser amounts of superconducting material and cryogen 

to lower its cost, complexity, and siting requirements but inevitably entails compromising its B0 

homogeneity. Because this system is not yet technically viable, specific aim 3, covered in Chapter 

4, focuses on evaluating the feasibility of the proposed DL distortion correction methods in highly 

inhomogeneous fields produced by a 47 mT Halbach-array permanent magnet-based MRI system. 

Although this system lacks some of the characteristics of our definition of an accessible MRI, the 
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high inhomogeneity produced by Halbach-array magnets makes it a suitable testing ground for 

new software while other hardware-related challenges are addressed.  

The convergence of the proposed aims will advance the field closer to realizing an MRI 

system for the world. Integrated into the final system, our efforts will contribute to democratizing 

MRI diagnostic capabilities by easing geographical, financial, and time-opportunity barriers to 

MRI access. This technology will contribute to making MRI accessible to a larger population and 

facilitating earlier access to diagnostic care and treatment, ultimately improving patient outcomes 

and reducing healthcare expenditures. Furthermore, it will aid in reducing health disparities, 

particularly in underserved communities. We conclude the thesis in Chapter 5 with a final 

summary and discussion on future directions.  
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Chapter 2: ArtifactID: Identifying Artifacts in Brain MRI Using 

Deep Learning 

The content of this chapter has been published in part as a manuscript in the journal 

Magnetic Resonance Imaging [42]. Part of it is currently under review in the journal NMR in 

Biomedicine.  

2.1  Introduction  

Magnetic Resonance Imaging (MRI) offers good quality soft-tissue contrast compared to 

computed tomography but suffers from long acquisition time and artifacts [43,44]. Sources of these 

artifacts include subject motion, acquisition parameters, and hardware imperfections. These 

artifacts negatively affect the diagnostic quality and are sometimes confused with pathology [43]. 

Artifact-corrupted images may be unsuitable for diagnostic interpretation, requiring scan repetition 

and leading to patient discomfort and additional costs, time, and resources [45,46]. 

Artifact correction may require a simple adjustment of the acquisition scheme by the 

technician, but spotting them requires expertise, and eliminating them demands prior knowledge 

of their source and underlying phenomena [40]. Identifying artifacts in MRI is challenging due to 

the expertise requirements, the variety of artifacts that can occur, and the imaging techniques 

available [47]. Skilled personnel with the mentioned expertise are scarce in developing countries 

[3,41]. In these regions, low MR scanner densities (scanners per million people) and low magnetic 

field strengths (< 1.5 T) are prevalent and further compound this scarcity [5]. This results in poorly 

managed systems that lead to errors, such as artifacts in the data [48]. Wrap-around and motion 

artifacts frequently occur and could lead to misdiagnosis and misinterpretation, especially in brain 

imaging [49,50].  
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Wrap-around or aliasing artifacts occur when the chosen field of view (FOV) is smaller 

than the body region being imaged [49]. The anatomy outside the FOV folds over the anatomy 

within it. The artifact can manifest through-plane or in-plane (Figure 2.1 A&B) depending on the 

axis chosen for phase-encoding. Despite being easily recognizable, this artifact may present 

challenges during diagnosis and analysis when the overlap reduces the region of interest's visibility 

[50].  

 
Figure 2.1: Commonly observed artifacts in brain MRI. (A) Through -plane wrap -around. (B) 

In -plane wrap -around. (C) Rigid head motion [51]. 

Patient voluntary or involuntary physical motion is a common cause of artifacts in today's 

MR imaging [52], resulting in an estimated cost of $115,000 per MR scanner per year [45]. Factors 

such as pain, restlessness, agitation, and anxiety due to long scan times and claustrophobia 

sensation can contribute to patient movement [53]. Images corrupted by motion may include 

blurring and ghosting artifacts (Figure 2.1 C)[52,54,55], degrading image quality, and potentially 

impacting image interpretation and quantitative analyses [56ï58]. The random nature of motion 

patterns makes their prediction and correction challenging [59]. While prospective and 

retrospective correction strategies [51,60] can be applied to mitigate motion artifacts, recovering 

ideal images is not possible once the data is corrupted. Therefore, inline motion detection and 

control or prevention during image acquisition represent more effective methods to ensure data 
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quality [52,61]. Table 2.1 summarizes the cause and state-of-the-art correction or prevention 

strategies for wrap-around and rigid motion artifacts available in brain imaging at the time of image 

acquisition. 

Table 2.1: Wrap-around and rigid motion artifact source and correction, mitigation, and 

prevention strategies  

 
Artifact source Correction/Prevention strategies 

Wrap-

around 
Signal aliasing due to small FOV 

¶ Increase FOV 

¶ Swap frequency- and phase-encoding 

axes 

¶ Saturation bands 

Rigid 

motion 

Voluntary and involuntary 

patient motion 

¶ Acceleration techniques like parallel 

imaging 

¶ Motion insensitive sequences  

¶ Foam restraints  

¶ Sedation 

¶ Prospective and retrospective correction 

methods 

 

Recent studies demonstrate the application of deep learning (DL) to correct artifacts across 

multiple imaging modalities. In MRI, DL methods have been employed to denoise [62,63], remove 

Gibbs ringing artifacts [63], deblur [64], and correct motion [65] and spectral artifacts [66], among 

others. These correction strategies are typically applied post-acquisition to improve the quality of 

the images before diagnosis. However, they do not alleviate the burden on acquisition time and 

cost arising from artifacts. Nonetheless, artifact detection techniques need to be applied post-

correction to ensure complete artifact removal.  

Existing DL-based artifact identification methods primarily focus on identifying motion 

artifacts at high fields (>1.5 T). Iglesias et al.[67] and Kustner et al.[68] implemented 

convolutional neural networks (CNN) to derive voxel- and patch-wise motion probability maps, 

respectively. Fantini et al. [69] and Mohebbian et al. [70] combined the results of four specialized 

CNNs for ensemble motion classification, while Vakli et al. [71] used a lightweight 3D CNN 
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yielding comparable results to models trained on image quality metrics. Despite the ability of deep 

CNNs to capture complex data patterns, lightweight model architectures capable of fast inferences 

are preferred for inline artifact detection during image acquisition [72], especially in low-resource 

settings where high-performance computing systems might be unavailable. This requisite favors 

volume-wise or slice-wise classification over patch- or voxel-wise approaches, which entail 

additional layers or processing steps to compute the overall motion score or class [67ï69]. Except 

for the work of Mohebbian et al. [70], all methods implemented binary classification to determine 

data viability without considering scenarios where motion levels might be tolerable or confined to 

areas outside the region of interest (ROI). Furthermore, the laborious task of data annotation and 

the scarcity of motion-corrupted publicly available datasets often led to small prospective datasets 

[67ï69] or the need to synthesize motion artifacts for training, testing,  and generalization 

assessment [70,71]. Thus, to enhance trust in the models' results and facilitate their interpretability 

[73], two of these methods incorporated explainable artificial intelligence (XAI ) tools [68,70]. 

Finally, Graham et al. [74] demonstrated the detection of intra-volume movement on diffusion-

weighted MR data. Ideally, the artifact is first detected and later corrected using DL [66,75]. So 

far, this has only been demonstrated on MR spectra data for poor-quality spectra and ghosting 

artifacts.  

The MR technician performs a quality assessment (QA) check of the images after acquiring 

each series during an MR scan. This QA includes inspecting for unwanted artifacts and checking 

for full-region coverage, among others. The technician flags data that do not pass these checks and 

repeats the corresponding sequences before the subject exits the MR scanner. A comprehensive 

QA check is performed off-site when local expertise is unavailable or as an additional review, as 

in the case of multi-site neuroimaging studies. Any tests failing downstream will result in 
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discarding the data. DL methods can be leveraged to bring this expertise on-site to support the MR 

technician in performing an exhaustive QA and provide timely intervention. These tools are 

advantageous when dealing with time-consuming and skill-demanding tasks such as artifact 

identification. The eventual outcome of our tool, ArtifactID, is to perform artifact identification 

after each series while re-scanning is still possible, assisting the technician on-site and potentially 

eliminating the requirement of an additional off-site artifact evaluation.  Figure 2.2 depicts the 

changes proposed in the artifact identification QA pipeline. As the first step in this direction, we 

demonstrate ArtifactID for brain MRI, including low-field MRI data. 

 
Figure 2.2: Benefits of leveraging deep learning methods in the MR image Quality 

Assessment (QA) pipeline over present -day workflow. This work only demonstrates  wrap -

around and motion  artifact identification among the QA tests.  

This chapter presents ArtifactID to identify wrap-around and rigid head motion artifacts on 

T1-weighted brain MR images. Sequences with long scan durations, such as 3D T1-weighted 

acquisitions, are particularly susceptible to motion and other artifacts [76]. Given the crucial role 

of this sequence in structural analysis and as anatomical reference images in functional MRI and 

diffusion-weighted imaging (DWI) studies [77ï80], early artifact detection is crucial to prevent 

downstream errors. We leverage a lightweight 2D CNN for binary and three-class classification 



20 

 

trained on synthesized artifact-corrupted images. We tested our models on artifact-free and 

artifact-synthesized images from publicly available and prospectively acquired datasets to assess 

the modelsô generalization ability to multiple field strengths, vendors, and acquisition parameters. 

Additionally, we utilize XAI tools to develop trust and interpret the model results. 

2.2  Methods 

2.2.1  Model Development 

 We trained separate classification models to independently identify the occurrence of wrap-

around and motion artifacts. Figure 2.3 shows the network architectures of the models 

implemented with Keras-TensorFlow 2.1 [81]. These architectures utilize the Adam optimizer [82] 

to reduce the sparse categorical cross-entropy loss with the rectified linear unit (ReLU) [83] as the 

layer activation function. The last dense layer of the motion model has three filters to allow a three-

class classification and two filters in the wrap-around models for binary classification. The 

rationale behind employing individual models for artifact identification was motivated by 

differences in the underlying physical nature responsible for the occurrence of the artifacts. 

Furthermore, we adopted such a modular implementation to simplify implementation and improve 

explainability. 

We trained the models by simulating the artifacts on artifact-free datasets using Python's 

Numpy library [84]. The following sections explore the datasets, artifact simulation pipeline, and 

preprocessing steps leveraged for each artifact. 
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Figure 2.3: Architectures of the 2D convolutional neural networks implemented in  Keras-

TensorFlow. Motion artifact identification was treated as a three-class classification  problem , 

whereas wrap -around artifact identification was treated as a binary classification problem .  

2.2.2 Wrap-Around 

 The wrap-around artifact can be classified into two types based on the axis of overlap: in-

plane and through-plane. Therefore, we trained two independent models to separately identify the 

occurrence of these two types of wrap-around artifacts. We categorize in-plane wrap-around as the 

top-bottom or left-right regions of the image overlapping onto the center and through-plane wrap-

around as bottom slices overlapping onto the top slices of the dataset.  
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Prior to artifact simulation, data preprocessing included four steps, applied per slice: 1) 

reorienting to the axial plane, 2) resizing to 256 × 256, 3) masking the background, and 4) intensity 

normalization between [0,1]. Steps 1) and 2) were applied if the input images were not axially 

oriented or had different image dimensions. Post-artifact simulation, step 4 was repeated, and each 

slice was saved as a separate Numpy file of float-16 datatype. We resized the input images to 256 

× 256 and saved the simulated output as float-16 data type to mitigate potential memory exhaustion 

issues during model training. 

The wrap-around artifact models utilized two datasets. The first dataset was the publicly 

available Information eXtraction from Images (IXI, https://brain-deve lopment.org/ixi-dataset/). It 

contained 581 T1-weighted brain images, which were artifact-free to the best of our knowledge 

and were acquired on a combination of Philips 1.5 T, GE 1.5 T, and Philips 3.0 T scanners. The 

second was a low-field dataset acquired on a 0.36 T MagSense 360 (Mindray, China) open MRI 

scanner from University College Hospital, Ibadan, Nigeria. It consisted of 129 T1-weighted 

pathological brain images acquired from subjects aged <80 years. The acquisition parameters were 

TE = 15 ms, TR = 569ï814 ms, slice thickness = 4-6 mm. The acquisition matrix size varied from 

192 × 192 to 512 × 512. Two experienced low-field MRI neuro-radiologists annotated the 

occurrence of wrap-around artifacts in the low-field dataset per subject. From the volumes labeled 

as wrap-around corrupted, two neuroradiologists with expertise in low-field validated the hand-

picked slices for training, validation, and testing to enable slice-wise classification. 

Through-Plane Wrap-Around 

Across all IXI volumes, the bottom 15 slices were overlaid onto the top 15 slices with a 

gradient opacity gradually decreasing from 0.9ï0.2 to simulate the artifact. We chose the number 

of slices and overlay opacity to match the artifact appearance observed in the low-field data. 810 
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slices were manually selected from the low-field dataset: 405 through-plane wrap-around and 405 

no-artifact slices. From the IXI-based dataset, 17,567 slices were used. 

 
Figure 2.4: Representative slices of forward modeled in -plane (top row) and through -plane 

(bottom row) wrap -around artifacts.  

In -Plane Wrap-Around 

 Across 82 IXI volumes, 30 voxels-wide patches from each volume's left/right or 

top/bottom edges were extracted slice-wise and overlaid onto the central region. We discarded the 

slices below the brain-stem level as the anatomy was considerably smaller than the FOV and, 

therefore, unlikely to be distorted by in-plane wrap-around. The code randomly chose the vertical 

or horizontal overlap orientation while ensuring a 50ï50% distribution. We only used 82 volumes 

for simulation to approximate the number of slices in the through-plane model. The final number 

of IXI slices was 16,631. From the low-field dataset, 13 slices exhibiting horizontal wrap-around 

and 13 no-artifact slices were chosen, totaling 26. There were no slices with vertical wrap-around 

in the low-field dataset.  
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Input to the models were magnitude slices. Figure 2.4 presents representative examples of 

each type of wrap-around artifact. We combined wrap-around simulated and artifact-free images 

from the IXI dataset. The training split included 95% of this combined dataset, from which 5% 

was assigned to the validation split. The test set included the remaining 5%. Additionally, we hand-

picked wrap-around corrupted and wrap-around free slices from the low-field dataset and evenly 

distributed them among the validation and test sets. Figure 2.5 illustrates the data splits for both 

types of wrap-around artifacts. We trained separate models for each wrap-around artifact for five 

epochs using a batch size of 32 on Google's Colaboratory platform with hardware acceleration 

enabled. The number of trainable parameters for both wrap-around models was 15,481,970. 

 
Figure 2.5: Dataset splits for training, validation , and test sets for the two wrap -around 

artifact identification models.  

2.2.3  Rigid Head Motion 

The motion artifact model utilized both retrospective and prospectively acquired datasets. 

The retrospective dataset included T1-weighted data from publicly available sources. In particular, 

we leveraged the IXI [85], HCP [86], ADNI-3 [87], SUDMEX [88], SRPBS [89], and LAC [90] 

datasets, and assume their images are motion-free. We used the first 100 volumes of the IXI 

dataset and 36 subjects from each of the other five public datasets. These contained images from 

healthy volunteers or an even split of healthy and pathological data, wherever applicable, across 

three vendors (Siemens, GE, and Philips) and two field strengths (1.5 T and 3 T). 
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The prospective dataset included artifact-free and artifact-induced data from five healthy 

volunteers acquired in a GE SIGNA Premier 3 T scanner. Before data acquisition, all subjects 

provided written informed consent per the protocol approved by the institutional review board 

(IRB). The acquisition protocol included three 3D T1-weighted sequences. On the first sequence, 

the subject was instructed to lay as still as possible to avoid motion artifacts; on the second one, 

we instructed the subject to slightly move the head during the center portion of the sequence; and 

on the third one, we encouraged the subject to freely move the head during the entire duration of 

the sequence. The acquisition parameters were: TE=3.1 ms, TR=7.6 ms, TI=450 ms, matrix 

size=256x256, number of slices=140. 

Motion artifact simulation followed the method proposed by [91] on T1-weighted sagittal 

images. This method assumes that motion events happen along the phase encoding direction. 

Involuntary, rigid head motion requires six degrees of freedom, comprising three translations and 

three rotations[52]. We generated a gradual motion curve of four motion events for each forward-

simulated volume, each event occurring near the k-space center at the 93rd, 118th, 238th, and 

163rd phase-encoding lines. For motion class 1, the motion events had random extent of rotation 

and translation along the three axes of up to 1° and 1 mm, respectively. For motion class 2, the 

extent of rotation and translation along the three axes was within (3-4]° and (3-4] mm, respectively. 

We experimentally set these values as they provided the best visual discrimination between motion 

classes 1 and 2. At each phase encoding step, we applied the corresponding rigid transformation 

given by the motion curve to the 3D image volume. After each rigid transformation, the relevant 

k-space lines were concatenated in a new volume that was ultimately converted back to image 

space to obtain the motion-corrupted volume. Figure 2.6 illustrates the forward-modeling pipeline. 
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Figure 2.6: Pipeline for the forward modeling of motion artifacts on sagittal brain T 1-

weighted images. Based on the motion curve, the 3D volume iteratively undergoes rigid 

transformation, and the corresponding k -space lines are concatenated in a new motion -

corrupted volume.  

We performed artifact simulation on the IXI dataset. Figure 2.7 illustrates the results of 

motion synthesis on the same subject. Motion artifacts in the images labeled as class 1 primarily 

manifest as ringing and blurring. In contrast, label 2 artifacts severely corrupt the images with 

ghosting and smearing, challenging the visualization of the brain structures. It is important to note 

that motion levels are not strictly equivalent to image quality or clinical acceptance levels. After 

motion level classification, the user should visually or experimentally assess which artifact level 

is tolerable for the specific imaging purpose or application. 

 
Figure 2.7: Representative slices of forward modeled motion artifacts on the same dataset. 

Class 1 motion includes mild ghosting and blurring artifacts while class 2 artifacts are severe  
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We used the IXI dataset for training, validation, and testing. The motion simulation 

pipeline randomly assigned classes to each subject's volume while ensuring class balance. We split 

the IXI motion-simulated data subject-wise and maintained class balance within each set. The split 

proportions were 80-20% between the training and testing sets, and 20% of the training set was 

used for validation. Before training and testing, each volume was intensity normalized to [0,1] and 

slices with less than 10% of signal were removed. The total number of slices used for training was 

6,296. We trained the model for 20 epochs using a batch size of 32. The number of trainable 

parameters was 15,481,987.  

2.2.4 Experiments 

We evaluated the trained models on the test datasets to obtain the class-wise and overall 

accuracies. We leveraged Grad-CAM [92] to develop trust in the models' predictions and analyze 

failure modes. Grad-CAM's heatmaps highlighted regions of the input that most significantly 

contributed to the model's decision. We obtained these heatmaps for true-positive (TP), false-

positive (FP), true-negative (TN), and false-negative (FN) inputs for all models. Besides testing 

on the artifact-simulated IXI datasets unseen during training, we further tested the models on other 

artifact-free and artifact-corrupted datasets to assess their performance on out-of-distribution data. 

For the wrap-around models, out-of-distribution testing was performed on the low-field dataset, 

previously annotated by two experienced neuroradiologists. In contrast, the motion models' out-

of-distribution testing included clean and motion-simulated publicly available datasets and 

motion-induced prospectively acquired datasets.  

For statistical analysis of the wrap-around models, we computed Cohen's Kappa coefficient 

to assess the level of agreement of the models with the ground truth labels in the low-field test sets. 

Due to the lack of annotations by an image quality specialist for the motion prospective dataset, 
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we compared the modelôs predictions to the image quality metric average edge strength (AES). 

This metric is an indirect metric of blurriness in the image and has been reported to correlate with 

motion [56,93]. To assess the agreement between AES as a motion metric and our modelôs 

predictions, we computed the non-parametric Spearman's rank correlation coefficient and Cohenôs 

Kappa statistic between the two. We modified AES to be a categorical variable by thresholding 

the histogram using Otsuôs method and binning the values into the three classes to calculate 

Cohenôs Kappa values. 

Segmented Acquisitions 

 We implemented segmented acquisitions to reduce scan time by minimizing re-acquisition 

events. The approach consists of partitioning a sequence into segments and leveraging ArtifactID 

to automate inline artifact identification. The segmented sequences cover adjacent sections of the 

entire FOV such that the whole volume can be obtained by concatenating the segmented data. 

After the first segment, ArtifactID notifies the technician about the presence of artifacts, allowing 

the acquisition parameters to be adjusted for the following segments, saving time and reducing 

data loss .  

 Figure 2.8 compares the conventional image acquisition workflow to the proposed 

segmented acquisition approach. Conventionally, if severe artifacts are identified, the full FOV 

sequence, of duration T has to be repeated after the necessary modifications have been applied to 

the sequence. This results in twice the acquisition time (2T). In contrast, by segmenting the 

acquisition in two or more partitions, the technician can scout for artifacts on the first segment of 

duration tseg. If artifacts are identified, only the corresponding segment has to be repeated, and the 

time lost is only tseg.  
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Figure 2.8: Comparison of conventional and proposed workflows. (a) Conventionally, if 

severe artifacts are identified, the full -FOV sequence (duration T) has to be repeated. (b) 

Proposed workflow - a full -FOV sequence is partitioned into two segments (duration tseg). If 

artifacts are identified, only the corresponding segment has to be repeated.  

We leveraged vendor-supplied sequences for the full-FOV and segmented acquisitions on 

GE 3 T Signa Premier and Siemens 3 T MAGNETOM Prisma scanners. The full-FOV acquisition 

was a 3D T1-weighted sequence with FOV=256 x 256 mm, N=256 x 256 and 172 slices, 

duration=5:12 (minutes:seconds). The slice offsets of the segmented acquisitions were hard-coded 

to cover a specific section of the entire FOV. Each segment acquired 96 slices with the same FOV 

and matrix size, duration=3:01.  

2.3  Results 

Training the two wrap-around identification models required 9 min for five epochs. Figure 

2.9 presents the loss and accuracy curves as a function of epochs for both the wrap-around 

identification models. In prior experiments, we trained the models for ten epochs. Since the 
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training accuracy and loss value stabilized before the fif th epoch, we deemed training for more 

than five epochs unnecessary. 

 
Figure 2.9: Loss and accuracy curves for training the in -plane and through -plane wrap -around 

artifact identification models for five and ten epochs.  

The through-plane wrap-around model achieved an accuracy of 99% with precision and 

recall metrics of 98.8% and 93.5% for the validation set and 98.8% and 93.7% for the test set. The 

in-plane wrap-around model achieved a training accuracy of 100% after five epochs with 100% 

precision and recall metrics for validation and testing sets. The confusion matrices on the 

validation and test sets are displayed in Figure 2.10. 
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Figure 2.10: Confusion matrices (CM) for the two wrap -around models across the validation 

and test splits.  

Figure 2.11 presents the Grad-CAM visual explanations for TP, FP, TN, and FN input brain 

images across the validation and test sets for wrap-around artifact identification. TP and TN images 

indicate that the models can distinguish the occurrence of through-plane and in-plane overlap of 

anatomies from ordinary brain volume surrounded by background voxels.  

 
Figure 2.11: Representative Grad -CAM heatmaps localized both types of wrap -around 

artifacts across TP, TN, FP, and FN samples from the validation and test sets. The heatmaps 

are overlaid on input slices and displayed next to the original images. There were no 

incorre ctly classified FP or FN samples for the model identifying in -plane wrap -around.  
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Agreement analysis of the models and the radiologists' labels returned Cohen's kappa 

values of 0.768 ± 0.062 and 1.00 ± 0.00 for the through-plane and in-plane wrap-around models, 

respectively. These kappa values imply substantial to perfect agreement. 

The motion model achieved training and validation accuracies of 100% and 96.5%, 

respectively. Macro-averaged precision and recall metrics on the IXI motion-simulated test set 

were 98.29% and 98.33%. Figure 2.12 shows the confusion matrix and receiver operating 

characteristic (ROC) curve resulting from inference on the IXI forward-modeled test set. The area 

under the curve (AUC) scores were 1.00 for the no-motion class and 0.98 for motion classes 1 and 

2. 

 
Figure 2.12: Receiver operating characteristic (ROC) curve and confusion matrix for the three -

class motion artifact classification model on the forward -modeled IXI test set.  

Figure 2.13 presents the Grad-CAM visual explanations after inference on the IXI motion-

simulated test set. A small fraction of the no-motion and motion class 1 slices were incorrectly 

classified as motion class 1 (Figure 2.13 ii)) and motion class 2 (Figure 2.13 iv)). However, no 

slices of classes 1 or 2 were classified as class 0 (motion-free). The Grad-CAM heatmaps indicate 

that the model pays attention to regions within the anatomy when motion artifacts are identified. 

In contrast, background regions are highlighted in the heatmaps of slices classified as no-motion. 
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We observed that the magnitude of the Grad-CAM heatmaps increases from class 0 to 2 as the 

severity of the artifact grows. 

 
Figure 2.13: Representative Grad -CAM heatmaps localized two levels of motion artifacts on 

the IXI motion -simulated test sets. The heatmaps are overlaid on input slices and displayed 

next to the original images. Blank spaces mean there were no misclassified samples.  

As expected, performance was reduced after testing on the other five forward-modeled 

datasets (Table 2.2). Inference on the ADNI-3 dataset resulted in the best performance after the 

IXI dataset, with precision and recall metrics above 90%. In contrast, average precision and recall 

values for the HCP, LAC, SUDMEX, and SRPBS datasets were 81.3% and 71.3%, respectively. 

Table 2.2: Precision and recall metrics on the motion -simulated retrospective test sets.  

Dataset Precision Recall 

IXI  0.983 0.983 

ADNI-3 0.940 0.927 

HCP 0.825 0.752 

LAC 0.769 0.661 

SUDMEX 0.762 0.693 

SRPBS 0.825 0.725 



34 

 

Motion classification performance initially dropped after testing on the prospectively 

acquired dataset. After inference, we observed good accuracy for the data acquired with the first 

sequence (assumed motion-free), with at least 95% of the total slices classified as class 0 for all 

subjects. However, large percentages of slices from sequence 2 and sequence 3 were classified as 

motion-free but were visibly corrupted by motion. Figure 2.14 shows the distribution of the 

reference motion estimation metric AES for the slices classified as class 0, 1, and 2, along with the 

confusion matrix comparing the model and AES classifications. We obtained a Spearman 

correlation coefficient of -0.58 (p-value < 0.01), indicating a moderate inverse association between 

the two variables. The figure shows a large percentage of slices with AES values typical of motion 

classes 1 or 2 being incorrectly classified as no motion, resulting in poor agreement (K=0.16) 

between the two classification methods.  

 

Figure 2.14: (Left) Violin plot s of the average edge strength (AES) distribution for slices of 

the prospective dataset classified as class 0, class 1, and class 2.  The dotted lines represent 

the computed  thresholds for AES classification. (Right) Confusion matrix of the model 

versus AES classification.  

Evaluating the Grad-CAM heatmaps of misclassified instances (Figure 2.15 ii) -iii)) 

suggested that the modelôs classification is based on the background of the images rather than on 

the head or brain. We noticed that the training data was characterized by a smaller FOV. The FOV 
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was well-centered and was more fitted to the subjectôs head, with reduced background regions on 

each slice. To assess if FOV was the confounding factor, we manually cropped the background 

while maintaining squared matrix sizes and repeated the analysis.  

 
Figure 2.15: Representative slices from the prospective dataset and their respective Grad -

CAM heatmaps. Average edge strength (AES) values for cases ii) and iii) indicate motion 

presence, but the heatmaps highlight the background, suggesting no artifact was detected by  

the model.  

After cropping, the Spearman correlation coefficient increased to -0.84 (p-value < 0.01), 

indicating a very strong inverse association between the modelôs predictions and AES. Figure 2.16 

portrays the improved correlation between motion classes and AES, which decreases for slices 

with mild and severe motion from sequences 1 and 2. We obtained a Kappa value of 0.415, 

indicating moderate agreement between AES and the modelôs classifications. The two methods 

agree in classifying motion-free versus motion-corrupted slices but exhibit differences in their 

discrimination between mild and severe motion.  
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Figure 2.16: (Left) Violin plot s of the  average edge strength (AES) distribution for slices of 

the prospective dataset after cropping and FOV centering are  classified as class 0, class 1, and 

class 2.  The dotted lines represent the thresholds for AES classification. (Right) Confusion 

matrix of the model versus AES classification.  

After these modifications, the Grad-CAM heatmaps (Figure 2.17) showed increased 

heatmap magnitude with motion severity, highlighting areas of motion artifact within the anatomy 

for slices classified as classes 1 and 2. 

 
Figure 2.17: Representative slices of the prospective dataset and their respective Grad -CAM 

heatmaps after fitting and centering the anatomy  within the FOV . Average edge strength (AES) 

value ranges present improved  agreement  ÞÐÛÏɯÛÏÌɯÔÖËÌÓɀÚɯ×ÙÌËÐÊÛÐÖÕÚȭ 
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2.4  Discussion 

In this work, we demonstrated that DL classification models can effectively identify the 

occurrence of wrap-around and motion artifacts in brain MR T1-weighted datasets. 

We resized the input images to 256 × 256 for two reasons. First, we observed multiple data 

matrix sizes in the prospective dataset but our models only handled fixed-size inputs. Therefore, 

we standardized the images by resizing them to 256 × 256 as a balance between the smaller and 

larger matrix sizes. Second, we encountered memory exhaustion issues when training the wrap-

around models on Google's Colaboratory platform. Therefore, to mitigate any potential memory 

exhaustion issues during model training, we resized the images to 256 × 256.  

2.4.1  Wrap-Around Artifact Identification  

 Classifying in-plane wrap-around is typically straightforward to the human eye. However, 

it can be cumbersome when dealing with a large number of images. One can quickly notice that 

these images seem zoomed-in and lack zero-value background voxels (Figure 2.4). Given the large 

number of training slices and the small low-field test set, it is not surprising that the model achieved 

100% accuracy both during validation and testing. 

 The large number of trainable parameters, the fast convergence of the training loss, and 

high accuracies and precision suggest that the wrap-around artifact identification models are 

overfitting on the training data. To rule out this possibility, we tested the model on data acquired 

on a Siemens 3 T and a GE 3 T scanner and different image orientations. The artifacts on these 

two datasets were purposely induced by modifying the acquisition parameters of a 3D T1-weighted 

sequence. Therefore, we assumed all slices were corrupted. We validated the presence of the 

artifact by manual inspection subsequently. The model faithfully localized the occurrence of in-

plane wrap-around in the Siemens data (Figure 2.18) with 100% and 99.17% accuracy for the axial 
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and sagittal data, respectively. However, in cases where the regions outside the FOV appeared to 

wrap underneath the central region (third column in Figure 2.18), the faithfulness of artifact 

localization deteriorated. We attribute this degradation to the fact that the model was trained on 

data where the wrapped anatomies were always overlaid on top of the central region, as opposed 

to being under, as in the case of the GE 3 T data. The model's accuracy values achieved on this 

data were 78.26%. 

 
Figure 2.18: Representative Grad -CAM heatmaps after inference of the in -plane wrap -around 

model on multi -vendor, multi -orientation data. The model correctly identifies wrap -around 

artifact independently of dissimilarities with the training data.  

Through-plane wrap-around can be harder to spot as the overlap intensity gradually 

decreases from the first slice. An FP could be caused by noise or any other intensity abnormality 

near the edges of the skull. In the case of an FN, the opposite occurs - the opacity of the wrapped 

slice is subtle, and the model identifies it as background (Figure 2.11). 

2.4.2  Rigid Head Motion Artifact Identification  

Motion artifacts are common in MRI and result in blurring and ghosting artifacts in the 

images with several ranges of severity. We synthesized motion on the publicly available IXI 

dataset to train and test the model. Inference on the IXI test set resulted in optimal classification 

performance (Figure 2.12), validated by Grad-CAM heatmaps of each class, which show increased 
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magnitude with increased artifact severity (Figure 2.13). Testing the model on other motion-

simulated retrospective datasets led to a modest drop in performance compared to the IXI test set. 

Still, it achieved average precision and recall metrics of 82.42% and 75.16%, respectively. To 

further assess the generalization ability of the method, we performed inference on a prospective 

dataset and observed a strong inverse association between the modelôs classifications and AES.  

Our modelôs classification performance is comparable to other methods employing more 

sophisticated architectures or heavier models [69,70]. We adopted slice-wise detection and tailored 

the networkôs architecture for inline motion detection and optimal efficiency during the scanning 

session. Patch-wise training allows the localization of the artifact within the slice and ensures that 

input dimensions remain independent of the acquisition matrix size [68]. However, this approach 

results in longer inference times due to the increased number of samples and requires additional 

post-processing steps to compute an overall motion score and reassemble the patches into the slice 

or volume for interpretation. In contrast, our model achieves rapid processing times, averaging 1.8 

seconds per volume for the prospective dataset on an Intel Xeon ES-2690 v4 CPU with one 

NVIDIA Quadro M6000 24 GB GPU. Unlike existing methods primarily focused on binary 

classification [67ï69,71], our model discriminates between motion-free data and the presence of 

mild and severe artifacts. This capability facilitates a more flexible QA of the images based on the 

scan purpose and ROI. Furthermore, while other methods are often constrained by small or 

imbalanced prospective datasets [68,69,71] or rely uniquely on synthesized data cohorts [70], our 

utilization of Grad-CAM heatmaps and extensive testing across both retrospective and prospective 

datasets allow the assessment of the methodôs robustness and its ability to generalize across diverse 

acquisition parameters, system vendors, field strengths, and clinical conditions. 
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Figure 2.19: Representative Grad -CAM heatmaps after inference on the assumed artifact -free 

retrospective test sets. The numbers on the top -left corner of the images correspond to the 

percentage of slices classified as the corresponding class.  

The performance decline observed in four motion-synthesized retrospective datasets (HCP, 

SUDMEX, LAC, and SRPBS) could stem from differences in data distribution compared to the 

IXI training dataset. In these datasets, subjectsô faces are masked, and some are registered to other 

image spaces or brain atlases, such as the Montreal neurological institute (MNI) space. To test this 

hypothesis, we conducted two additional experiments: first, we performed inference on the data, 

assumed motion-free, and calculated the percentage of total slices for each prediction; second, we 

defaced the ADNI-3 dataset and repeated the first experiment. Figure 2.19 displays the results of 

the first experiment. Pre-processed datasets exhibit higher percentages of slices classified as 

motion-corrupted (class 1 and 2) than the IXI and ADNI-3 datasets. Images previously co-

registered show background pixels around the anatomy, including at the base of the slice where 

the neck should naturally continue (yellow ellipses in Figure 2.19). The model tends to misclassify 

these slices as severely motion-corrupted since some motion-synthesized volumes with large 

ranges of translation in the training set display the same effect of detachment from the image base 

(Figure 2.13v)). Additionally, we presume that smoothing steps during defacing or co-registration 
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may induce blurring, which the model may interpret as mild motion. Our second experiment 

validated these insights, for which inference on the defaced ADNI-3 dataset led to a notable change 

in the modelôs predictions, with 69% of total slices classified as class 0 and 13% and 18% as 

classes 1 and 2, respectively. 

The motion simulation pipeline was optimized to replicate artifacts induced by subject 

motion in 3D acquisitions. The type (gradual versus abrupt), extent, and timing of the motion event 

along the encoding of the k-space trajectory all influence the appearance and severity of the 

artifact, posing challenges to the labeling of the synthetic images and sometimes resulting in 

inaccuracies. Despite efforts to mitigate the effect of these confounding factors by confining the 

motion events to specific phase-encoding lines and constraining the extent of rotation and 

translation per class, this remains a limitation of the study and could contribute to disagreements 

between the modelôs prediction and AES values in the prospective set. 

Evaluating the model across various publicly available datasets and the prospective dataset 

revealed its susceptibility to image pre-processing steps. Sensitivity was notably observed towards 

variations in background/anatomy proportion within the slices, masking of facial features, and 

transformations resulting from co-registration. Testing on a variety of distributions and leveraging 

Grad-CAM heatmaps helped identify these sensitivities and refine data pre-processing. Given our 

focus on artifact identification from raw DICOM images immediately post-acquisition, we 

perceive this limitation as manageable. Nevertheless, future model iterations can address this issue 

by training the model on a more heterogeneous dataset or implementing data augmentation 

techniques. 

The lack of expert data annotations for the prospective dataset posed challenges in 

evaluating classification performance. To address this limitation, we opted to employ a heuristic 
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metric to estimate motion in the images. We chose AES due to its implementation's simplicity and 

ability to quantify blurring, a characteristic of motion-corrupted images. While statistical analysis 

demonstrated agreement between model classifications and AES, qualitative examination of slices 

classified as class 1 and 2 revealed inconsistencies between AES measurements and motion 

severity (Figure 2.20i)-ii), Figure 2.20iii) -iv)). Thus, while AES is a helpful reference in the 

absence of annotations, it cannot be deemed ground truth. Additionally, standardizing motion 

severity levels across subjects proved challenging in this proof-of-concept prospective study. 

Automatic system post-processing steps such as signal averaging could also impact motion 

severity before exporting the data for inference.  

 
Figure 2.20: Representative Grad -CAM heatmaps after inference on the prospective dataset. 

Slices with the same average edge strength (AES) motion score present visually diverse 

severity, correctly captured by the model prediction.  

2.4.3  ArtifactID Dissemination  

We packaged all ArtifactID models for testing and dissemination using different platforms. 

Besides the models introduced in this thesis for wrap-around and rigid head motion artifact 

identification, ArtifactID includes a Gibbs ringing binary classification model. 
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First, we developed a Python-based command line interface (CLI) approach tailored to our 

collaborators at the University College Hospital (Ibadan, Nigeria). This method required copying 

the acquired DICOM images to an input folder after running the CLI. The CLI checked for input 

in this source folder and ran inference on the models. Once processed, the images were moved to 

an output folder, and the generated heatmaps were saved to disk (Figure 2.21). This method only 

requires Python installation, and it was designed to run without internet connection and with 

minimal input from the user, aimed to ensure seamless integration in low-resource settings where 

internet connection is unreliable, and personnel often lack programming skills. 

 
Figure 2.21: Pipeline for the offline deployment of ArtifactID  in low -resource settings. After 

each sequence and while the following  sequence runs, the data is copied to a workstation 

where the CLI is deployed for inference. The program waits for input DICOM images and 

outputs the heatmaps for artifact localization in a predefined folder.  

Second, we tested our models on segmented acquisitions (introduced in the methods 

section of this chapter) in a 3 T research scanner, leveraging a simple HTML-based graphical user 

interface (GUI). After the first segment, we performed inference on the data, and the tool notified 

the user about the presence of artifacts, allowing the acquisition parameters to be adjusted for the 

following segments, saving time and reducing data loss. The acquisition times for the entire FOV 

and two segmented acquisitions were 5:12 and 6:02, respectively. However, in the case of 

sequence repetition due to artifact corruption, the total acquisition time for the full-FOV sequence 

will be 10:24 versus 9:03 for the segmented acquisitions, saving 1:21 of scan time. The reported 
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time gain does not include the time spent manually examining the images. In this way, ArtifactID 

saves additional time by automating the artifact identification process.  

The GUI included a series of blocks representing the sequences in the protocol. It auto-

refreshed every five seconds to reflect the status of the current and previous sequences, turning 

each block orange, red, or green. The color of the blocks reflects if the inference is in progress 

(orange), if there were artifacts detected on the acquired images (red), or if the sequence passed 

the artifact identification checks (green). If the tool detected any artifact, the Grad-CAM heatmaps 

localizing the artifact on the images were saved to the workstation. A demonstration of this 

implementation can be found online for in-plane wrap-around artifact identification [94].  

Lastly, we integrated our models as an image QA pre-processing step in a commercial 

workflow for brain volumetry analysis. A preview of this tool can be found online on the 

MediOMX website (PMX Inc. 2023). 

2.5  Conclusion 

 In this chapter, we trained DL models to identify wrap-around and rigid head motion 

artifacts. To our knowledge, this is the first DL-based tool for identification of wrap-around across 

any field strength. Our models demonstrated strong potential for generalization to diverse sequence 

parameters, vendors, and field strengths, and the use of Grad-CAM allowed early identification of 

failure modes and the fine-tuning of pre-processing requirements. 

 ArtifactID will help MR technicians identify artifacts occurring in the data that may 

interfere with diagnosis at the time of radiological reading, especially in low-resource settings 

where personnel often lack the required MR scanning expertise to identify and localize artifacts. 

The ability to reacquire data before the conclusion of the scanning session will help avoid the 



45 

 

logistical burden of rescheduling an appointment with the subject and alleviate the associated 

costs.   

Future studies will  focus on improving the motion model and motion synthesis pipeline, 

and deploying the tool in a clinical setting, including quantifying its impact on scan efficiency and 

comparing the modelsô results to image quality specialists' annotations. A more detailed 

description of future directions is included in Chapter 5.  
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Chapter 3: Mitigating Off -Resonance Artifacts  in High-Field MRI  

3.1  Overview 

Magnetic resonance imaging (MRI) relies on the spatial uniformity of the main magnetic 

field B0 over the imaging volume to deliver optimal image quality. This requirement is rooted in 

the spin excitation and spatial encoding of the MR signal as a function of B0 [2], as seen in the 

equations in Figure 3.1. The standard for clinical whole-body MRI systems is to deliver 

approximately 10 parts-per-million (ppm) over a diameter of spherical volume (DSV) of 40 cm 

[15,16]. In practice, however, local perturbations may arise from magnet imperfections, improper 

shimming, differences in tissue magnetic susceptibility, and chemical shift [96]. When B0 

uniformity is compromised, the spins within the imaging volume experience disparate precessing 

frequencies, disrupting the frequency-space relationship and resulting in a phenomenon called off-

resonance. 

 
Figure 3.1: Accurate spin excitation and spatial encoding mandates tight requirements on the 

spatial uniformity of the magnet's main magnetic field B0 over the diameter of spherical 

volume (DSV).  

Single-shot trajectories such as echo-planar imaging (EPI) and spirals are advantageous 

due to their ability to efficiently acquire the entire k-space in a single repetition time (TR). These 

trajectories deliver extremely fast sequences suitable for applications that demand high temporal 

resolution to capture dynamic processes, such as functional MRI (fMRI)[97ï99]. However, they 

are highly sensitive to local B0 perturbations due to their low acquisition bandwidth, causing the 
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accumulation of phase errors [100ï102]. These errors result in off-resonance artifacts that degrade 

image quality and may interfere with diagnosis, spatial localization of brain activations, or image 

analysis [103ï105].  

 
Figure 3.2: Image simulations  of EPI and spiral off -resonance artifacts. (A) Shepp-Logan 

phantom numerical simulations. (B) Brain numerical simulations reproduced from [105]. 

Blue arrows indicate regions of geometric distortion in the EPI images, including anatomy 

compression or stretching, whereas red arrows point to blurred areas in the spiral images.  

Off-resonance artifacts manifest differently for spirals and EPI trajectories due to their 

distinct k-space trajectory patterns. Figure 3.2 illustrates the effect on the images - geometric 

distortion is characteristic of EPI, whereas blurring is a common feature of spiral acquisitions 

[105]. Moreover, B0 inhomogeneities cause rapid spin dephasing, shortening T2* and resulting in 

signal loss in images acquired with long echo time (TE) gradient-echo (GE) sequences, commonly 

employed in fMRI. Multi -shot [106ï108] and point spread function (PSF) EPI [109,110] methods 

include modifications to the sequence parameters or k-space trajectory to mitigate these artifacts, 

albeit at the expense of acquisition time and temporal resolution. Consequently, off-resonance 

correction strategies are often favored and applied during data pre-processing [111ï114]. 
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In this chapter, we present different retrospective off-resonance mitigation strategies. 

These methods are applicable for off-resonance correction in standard clinical 3 T MRI systems 

with small B0 inhomogeneity levels. First, we proposed OCTOPUS, a Python-based open-source 

software package that implements state-of-the-art off-resonance correction methods. We leveraged 

OCTOPUS as a benchmark correction method when applicable throughout this thesis. Second, we 

developed GDCNet, a method for calibrationless geometric distortion correction of EPI images 

using deep learning.  

3.2  OCTOPUS: Off-Resonance Correction Open-Source Software 

The content of this section has been published in part as a manuscript in the Journal of 

Open Source Software [115]. 

3.2.1  Introduction and Statement of Need 

Multiple widely-used off-resonance correction methods have been reported in the literature 

[114]. Conjugate phase reconstruction (CPR) is a family of methods that counteract the phase 

errors accumulated along the long read-out by demodulating k-space data with its conjugate [116]. 

Faster and more efficient implementations of the original CPR technique have been developed, 

such as frequency-segmented CPR [117] and multi-frequency interpolation (MFI) [118]. 

Frequency-segmented CPR reconstructs the corrected image by combining the pixels of ñLò base 

images according to each pixel value on a field map. Each base image corresponds to the data 

demodulated at a fixed frequency, with the frequency values for each base image equally spaced 

within the field map frequency range. MFI works similarly to frequency-segmented CPR, with the 

main differences being that it requires fewer base images (L) and that these images are added 

together into the corrected image as a weighted sum using a set of linear coefficients derived from 
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the field map. Because the exact k-space trajectory is often unavailable for vendor EPI sequences, 

other approaches are used to correct the off-resonance artifacts of this imaging technique. 

One can find optimized off-resonance correction capabilities within existing packages. 

Examples are SPIRiT [119], a MATLAB-based approach for auto-calibrated parallel imaging 

reconstruction; Ostensonôs MFI implementation for magnetic resonance fingerprinting (MRF) 

[120]; FUGUE, a tool for EPI distortion correction part of the FSL library [121]; and the MIRT 

toolbox, a MATLAB-based MRI reconstruction package that offers field inhomogeneity 

correction using iterative reconstruction methods [122,123]. Nylundôs thesis [124] also contains 

source MATLAB code for fs-CPR and MFI correction of spiral images. 

These implementations are highly specific, defined for a particular k-space trajectory or 

application, or include a single correction method. SPIRiT is devoted to correcting data acquired 

using parallel imaging methods; Ostensonôs package only corrects MRF spiral images and 

implements only the MFI method, and FUGUE corrects distortion solely on EPI images. These 

limitations typically lead researchers to adapt their data to fit them into the available pipelines or 

write their own version of the methods. Either approach results in a significant investment of time 

and effort and can generate isolated implementations and inconsistent results. Furthermore, most 

of the available packages are also MATLAB-based, which requires users to pay a license fee, 

unlike Python. 

3.2.2 Methods 

We implemented OCTOPUS (Off-resonance CorrecTion Open soUrce-Software) in 

Python leveraging standard libraries, specifically NumPy [84], SciPy [125], scikit-image [126], 

NiBabel [127], Matplotlib [128], OpenCV, Pydicom [129], and PyNUFFT [130]. 
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To demonstrate the package off-resonance simulation and correction capabilities, we 

performed in silico numerical simulations using a single-shot EPI trajectory, a single-shot spiral 

trajectory, and a simulated field map. We used a Shepp-Logan head phantom for these 

experiments, which mimics a section of the skull and is widely used to test image reconstruction 

algorithms [131]. We simulated a 2D phantom with 128 x 128 matrix size and 256 x 256 mm2 

FOV. The single-shot EPI and spiral trajectories had a total read-out duration of 65.5 and 63.7 ms, 

respectively. The field map consisted of a blurred version of the phantom image obtained by 

convolution with a Gaussian filter and rescaled to have off-resonance ranges of ±100, ±150, and 

±200 Hz. We simulated the off-resonance artifacts using OCTOPUS forward model capabilities 

and then corrected the resulting images using the three implemented methods: CPR, fs-CPR, and 

MFI. To test the effect of noise on the correction performance, we introduced different levels of 

Gaussian noise (ů=0.025 and ů=0.05) to the single-shot EPI trajectory-based simulation and 

measured the peak signal-to-noise ratio (PSNR) and structural similarity index metric (SSIM) 

before and after correction with the three methods. 

We performed in vitro studies using the ACR phantom to demonstrate the correction 

capabilities in 3D multi-slice and multi-channel data. We corrected images acquired with a 3D 

stack-of-spirals sequence with a matrix size of 72 x 72, FOV of 240 x 240 x 180 mm2, and 54 

slices. Each slice was acquired by a spiral-in shot of 9.66 ms read-out duration. The shot is rotated 

by 120° at each slice and time-frame, with three consecutive time-frames summing up to a fully-

sampled k-space volume. The images were acquired on a Siemens 3 T MAGNETOM Prisma 

scanner using a 20-channel head coil. Additionally, Section 6.1 demonstrates the use of OCTOPUS 

on an open-source end-to-end pipeline for analysis of spiral-based resting-state (RS) fMRI images 

and Section 6.3 leverages OCTOPUS for off-resonance correction in highly inhomogeneous fields. 
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3.2.3 Results 

The qualitative evaluation of the results of the numerical simulation experiments allowed 

the validation of OCTOPUS both as a forward-modeling and off-resonance correction tool. Figure 

3.3 depicts how artifact simulation resulted in geometric distortion along the phase encoding (PE) 

direction for the single-shot EPI trajectory, with regions of the phantom being either stretched or 

compressed. In contrast, the artifact that arose from the single-shot spiral trajectory was primarily 

blurring of high-frequency components, such as the edges. Note that the non-cartesian 

reconstruction pipeline also introduced artifacts on the background of the image. As expected, the 

severity of the artifacts increased proportionally with larger off-resonance ranges. Visual 

inspection of the correction results in Figure 3.3 suggests that the three methods implemented in 

OCTOPUS successfully mitigate the off-resonance-induced geometric distortion and blurring for 

the three off-resonance ranges explored with no discernible differences between them.  

 
Figure 3.3: Top row (left -right): Original Shepp -Logan phantom image, simplified single -shot 

EPI k-space trajectory, simplified single -shot spiral k -space trajectory, and simulated field 

map. Bottom row (left -right): numerical simulation results for the EPI and spir al trajectories.  
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 Corrupting the phantom image with Gaussian noise prior to geometric distortion simulation 

along the single-shot EPI trajectory resulted in a drop in correction performance. Figure 3.4 

displays the quantitative results after forward modeling and correction using CPR, fs-CPR, and 

MFI. PSNR and SSIM dropped as the off-resonance range widens and the noise level in the image 

increases. These metrics were computed using the original, noise-free phantom image as the 

reference Nevertheless, in all cases, the three implemented methods improved both metrics 

compared to the off-resonance corrupted image and their corrections showed minimal differences. 

 
Figure 3.4: Effect of noise introduction on OCTOPUS correction performance measured using 

PSNR and SSIM.  

Figure 3.5 shows three representative slices of the ACR phantom acquired with a stack-of-

spirals slices and their off-resonance corrected versions. The regions of the images pointed by the 

red arrows show improved image quality and sharper edges after correction with OCTOPUS. 
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Figure 3.5: Off -resonance correction results of three representative slices of a stack -of -spirals 

3D acquisition of the ACR phantom. The red arrows point to regions of the phantom where 

off -resonance blurring was significantly reduced after correction.  

3.2.4 Discussion 

OCTOPUS aims to fill the gap in MR off-resonance correction packages for researchers 

working with long-readout or field-inhomogeneity susceptible k-space trajectories or acquisition 

methods. It implements three fundamental methods (CPR, fs-CPR, and MFI). The correction is 

independent of the application and the image acquisition scheme, facilitating integration into any 

reconstruction pipeline. OCTOPUS can also run in the browser through Google Colab, a freely 

hosted Jupyter notebook environment that allows the execution of Python code in the browser. 

Given this feature, OCTOPUS is the first zero-footprint off-resonance correction software, 
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meaning it does not require any download, installation, or configuration on the userôs local 

machine. 

OCTOPUS is independent of the k-space trajectory used to acquire the data, including 

Cartesian or non-Cartesian sampling. The input of the correction methods can be either image or 

k-space data. However, using k-space data as input is more efficient and may avoid non-cartesian 

trajectory-dependent artifacts. Additionally, OCTOPUS capabilities include the correction of 3D 

multi-slice and multi-channel data by structuring the input in a slice- and channel-wise manner 

and then applying channel combination with the userôs method of choice.  

The software limitations include correction restricted to data acquired without acceleration 

techniques, long correction times for large datasets, and degraded correction quality in the presence 

of highly-inhomogeneous fields. Additionally, the tool has been only tested on Cartesian, EPI, and 

spiral data. 

3.3  GDCNet: Calibrationless Geometric Distortion Correction of Echo Planar 

Imaging Data Using Deep Learning 

This section is currently under review in the journal NMR in Biomedicine.  

3.3.1 Introduction  

EPI acquires k-space in a zig-zag manner, alternating the frequency-encoding direction for 

each consecutive k-space line and applying short and weak "phase-blip" gradients along the PE 

direction between lines. Assuming ώ as the PE direction, the acquired k-space data [132] can be 

represented as: 

 ὛάЎὯȟὲЎὯ

”ὼȟώὩ Ў ȟ Ў ϽὩ Ў Ў ὨὼὨώ 
(3.1) 



55 

 

where ”ὼȟώ is the spin density of the scanned object, ɾ is the gyromagnetic ratio, Ўὄὼȟώ is the 

spatial deviation from the central B0 value, Ὕ is the echo spacing, i.e., the time interval between 

two consecutive echoes, and Ўὸ is the dwell time. Í and Î are the indexes along the frequency and 

phase directions, respectively, which range between ὔȾς ά ὔȾς and ὔȾς ὲ

ὔȾς. ЎὯ and ЎὯ are gradient area increments in the read-out and phase-encoding directions, 

respectively. 

EPI's long total read-out duration renders a low bandwidth along the PE direction compared 

to the bandwidth along the frequency-encoding direction. Off-resonance artifacts in EPI images 

lead to notable geometric distortion, which appears as shifts in local positions and stretched or 

compressed areas in the images along the PE direction. Traditional EPI distortion correction 

methods estimate a voxel displacement map (VDM), which portrays the shift of each voxel 

required to unwrap the distorted images and reduce the severity of geometric inaccuracies. The 

VDM can be estimated using multiple approaches, the most common being from a field map 

acquisition [103,133], or a pair of reversed-PE-polarity EPI sets [134,135].  

 
ὠὈὓ

Ўὄὼȟώ

ὄὡ
ЎὄὼȟώϽὝϽὔ  (3.2) 

Analytical Methods 

Field map-based methods estimate the B0 field distribution from two GE-based images 

with different TEs. Equation (3.2) illustrates the computation of the VDM from the field map 

( ),B x yD  and the bandwidth along the PE direction ὄὡ , which is then utilized for unwrapping 

the distorted EPI images. Multi-echo EPI [106,107] approaches estimate dynamic field maps from 

the EPI data to avoid additional sequence acquisitions. The dynamic correction is more robust to 
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patient motion, but the estimated field maps are susceptible to distortion and other artifacts [136], 

impacting the correction performance.  

In contrast, the reversed encoding method involves acquiring a pair of EPI sets with 

opposite PE polarity, commonly dubbed "blip-up/blip-down" acquisitions. This method assumes 

that the distortions have equal magnitude but opposite directions in the corresponding 

reconstructed images [134]. The VDM is estimated voxel-wise by calculating the displacement 

that minimizes the error between the pair of EPI images after unwrapping. Existing tools compute 

it using discrete cosine basis functions (TOPUP in the FSL toolbox [137]) or by solving a non-

linear registration cost function [135]. Additionally, reversed encoding methods may include 

signal intensity correction and non-linear regularizers to anatomical reference scans for optimized 

performance. Nevertheless, voxel-wise iterative optimization is time-consuming and 

computationally burdensome.  

Both approaches require additional scans and rely on a static VDM to correct the fMRI 

time-series data, leading to prolonged scanning times and susceptibility to errors arising from 

motion-induced B0 changes [107]. Another approach involves non-linear registration of the EPI 

images to available anatomical images, traditionally T1-weighted [138,139] images commonly 

acquired in fMRI imaging protocols less susceptible to B0 perturbations. Various approaches exist, 

including different fitting methods and cost functions, such as the sum of squared differences and 

mutual information. Although this method avoids additional acquisitions, it is computationally 

intensive and slow in practice [140,141]. 

Learning-based Methods 

 Deep learning-based methods have been employed to learn complex distortion patterns and 

provide EPI distortion correction. In the realm of supervised training, Liao et al. [142] proposed a 
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referenceless cascaded CNN architecture to correct single-shot EPI distortions using distortion-

free simulated data as ground truth. Hu et al. [143] utilized a U-Net [144] architecture and images 

acquired with a PSF-EPI sequence as distortion-free ground truth to correct single-shot EPI 

diffusion-weighted images (DWI). However, the dependence on ground truth data presents 

challenges as undistorted EPI images are difficult to obtain via acquisition or post-processing, and 

simulation-based results may not accurately reflect real clinical scenarios. 

 Since the introduction of the unsupervised medical image registration framework 

VoxelMorph [145], several studies have explored its potential for correcting EPI susceptibility 

artifacts. VoxelMorph architecture involves a U-Net that predicts a displacement field based on 

two input volumes and a spatial transform function that unwraps the moving input volume to align 

it with the fixed target volume. Leveraging a similar approach, S-Net [146] addresses susceptibility 

artifacts in 3D reversed-PE EPI images. It applies the predicted displacement field with opposite 

signs to unwrap the two input volumes and computes a similarity loss function between the 

outputs. Legouhy et al. [147] proposed a similar semi-supervised method incorporating Jacobian 

signal intensity modulation and a supervised loss for the displacement map. Deep flow net [148] 

adds density weighting to the unwrapping operation to jointly correct signal intensity errors. It 

computes the smoothing loss function at two image resolutions, including a penalty term to restrict 

the displacement map values within reasonable ranges. FD-Net [149] and DLRPG-net [150] both 

leverage a forward-distortion module that applies the predicted displacement field to the predicted 

distortion-corrected image to generate a forward-distorted pair of reversed-PE images for which 

the similarity loss is calculated against the inputs. Additionally, DLRPG-net predicts the 

coefficients of predefined cubic spline vectors that determine the displacement maps instead of 

predicting the displacement map directly and includes a loss term that maximizes normalized 
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mutual information (NMI) against a reference image. However, all studies mentioned required the 

acquisition of reversed-encoded EPI images. The input images used were in the majority Spin-

Echo (SE) EPI, which have a direct application for distortion correction of DWI or diffusion tensor 

imaging (DTI) images. However, their application to correction of GE-EPI fMRI images has not 

been tested, and only Duong et al. [146] demonstrated this unsupervised approach on an fMRI 

dataset using double-encoded GE-EPI images as input. In contrast, we leverage T1-weighted 

images, making our model applicable for distortion correction of both GE and SE-EPI images 

while saving acquisition time. 

This study presents GDCNet (Geometric Distortion Correction Network), a technique 

partly motivated by VoxelMorph [145], for dynamic distortion correction of GE-EPI images. Our 

method estimates a geometric distortion map (GDM) from ssEPI fMRI and T1-weighted images 

and applies it for distortion correction of the functional data. By utilizing the readily available T1-

weighted anatomical data, we avoid the need for additional sequence acquisitions, reducing scan 

time and improving efficiency. A predecessor of this version of the GDCNet model is presented 

in Section 6.2.  

3.3.2 Methods 

Network Architecture and Implementation 

 Let 
GDEPI and 

1T w be the two input ὲD images with ὲ = 2, 3. We leverage a convolutional 

neural network (CNN) to map the function Ὢ ὝύȟὉὖὍ ὋὈὓ, where — are the network 

parameters. The input images are concatenated as a two-channel input with dimensions 64 x 64 x 

2 or 64 x 64 x 32 x 2 for 2D and 3D images, respectively. The GDM is an ὲD image that reflects 

the displacement field that registers the input images along the PE direction (first dimension Ὥ). 
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The CNN architecture follows a U-Net, consisting of an encoder and a decoder path with 

skip connections between the two, as depicted in Figure 3.6. We apply 2D or 3D convolutions 

across all layers of the CNN depending on the input dimensions with a kernel size of 3, followed 

by LeakyReLU activations. We add a stride of 2 to the convolutions of the encoding layers to 

reduce the image dimensions by half, whereas, in the decoding path, we include upsampling blocks 

between convolution layers to obtain an output GDM of the same spatial resolution as the input 

images. The outputs of the decoding and encoding layers with equal image resolution are 

concatenated via skip connections to reduce the effects of vanishing gradients during training and 

retain high-frequency information. This configuration allows the localization of the distortion 

regions and enables correction of the EPI images. 

 
Figure 3.6: U-Net architecture. The two inputs are concatenated before the first convolutional 

layer. The number below each layer corresponds to the number of filters, and the arrows 

represent skip connections and concatenation between the encoder and decoder layers . The 

last layer is a single -filter convolution to output the GDM along the phase encoding 

dimension.  

The output of the U-Net and the EPI image are then fed to the unwrapping module to 

generate the distortion-corrected image 
GDCEPI . The final objective is to minimize the cost 

function between 
GDCEPI  and 

1T w. The network parameters are updated after computing the loss; 

therefore, the unwrapping module operations must be differentiable. Based on the GDM, the 
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unwrapping module (Figure 3.7) computes the voxel location shift and applies it to the distorted 

image. It approximates the voxel values in the unwrapped image by linear interpolation of the 

values of neighboring voxels at the original voxel position. Since EPI distortions are negligible 

along the frequency encoding direction, the spatial transform unit only unwraps the image along 

the PE direction. 

 
Figure 3.7: The unwrapping module applies the spatial transformation or image shift (red 

arrows) provided by the input GDM to the distorted EPI image. After transformation, linear 

interpolation approximates the voxel intensities in the distortion -corrected image. 

We trained the network in supervised, semi-supervised, and self-supervised formulations. 

Inputs and outputs for each of the model implementations and loss functions are depicted in Figure 

3.8. The supervised network consists exclusively of the U-Net, and its loss function minimizes the 

mean squared error (MSE) voxel-wise difference between the estimated GDM and the ground truth 

VDM. The semi-supervised model includes the differentiable STU and adds a self-supervised term 

to the loss function. This loss term penalizes differences in appearance between the distortion-

corrected and anatomical reference T1-weighted images by optimizing their local cross-correlation 

[151]. We utilized this loss function because of its robustness to intensity variations due to the 

difference in contrast between T1-weighted and T2* -weighted GE-EPI images. Finally, the self-

supervised model substitutes the supervised MSE loss term with a smoothness constraint that 
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penalizes abrupt spatial variations in the estimated GDM using a diffusion regularizer on its spatial 

gradients [145]. 

The three model configurations were trained on 2D and 3D data, rendering six models in 

total. Due to the large number of models, we primarily report the results of the self-supervised 

models in this work, as they achieved the best distortion correction performance and do not require 

ground truth data for training. The results of the other models are reported in Appendix A.  We 

implemented our method using the Tensorflow-Keras [81] framework and ADAM optimizer [82] 

with a learning rate of 10-5. We trained our models for 100 epochs with a batch size of 1. 

 
Figure 3.8: Network diagrams and loss functions for the supervised, semi -supervised, and 

self -supervised implementations . Inputs and outputs are color -coded with the legend at the 

top of the figure.  
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Datasets 

1) Retrospective 

We used four publicly available OpenNeuro datasets to train and test our models. The total 

number of subjects across datasets is 48, each including at least a reference T1-weighted anatomical 

scan, a GE-EPI resting-state fMRI session, and magnitude and phase difference images to calculate 

a field map. Certain acquisition parameters, subject age ranges, and health conditions are different 

for each dataset. The most relevant parameters for each dataset are summarized in Table 3.1. All 

EPI images had an in-plane base resolution of 64 x 64. Image pre-processing was performed using 

the FSL toolbox and included brain extraction and co-registration of T1-weighted images to the 

EPI data space, field map calculation, selection of ten time-frames out of the EPI functional data, 

and their geometric distortion correction using FUGUE. Before training, T1-weighted and EPI 

images were scaled to 32 brain slices and normalized to the range [0, 1], and the VDM was 

computed from the field map as in Equation 3.2. All ten subjects from ds000224 were considered 

only for out-of-distribution testing. We split the remaining 38 subjects by 80%-20% for training 

and in-distribution testing, respectively. 

Table 3.1: Demographics and acquisition parameters for the retrospective dataset.  

 

Dataset 

Number 

Number 

of 

Subjects 

Age 

[years] 

Male/Female 

[%] 
Condition Scanner 

Isotropic 

resolution 

[mm] 

ὄὡ  

[Hz] 

1: ds000224 

[152] 

10 24-34 50/50 Healthy Siemens  

Trio 

4 26.48 

2: ds001454 

[153] 

24 19-38 42/58 Healthy  Siemens 

Skyra 

3 47.35 

3: ds002799 

[154] 

9 30-50 44/56 Refractory  

epilepsy 

Siemens  

Trio 

3 27.9 

4: ds004101 

[155] 

5 43-61 0/100 Emotional 

dysregulation 

Siemens 

Verio 

3 30.64 
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2) Prospective 

We tested our models on a prospective dataset consisting of 2 sessions from 15 subjects 

acquired in a 3 T Siemens MAGNTETOM Skyra. This data included T1-weighted data (TE=2.07 

ms, TR=2.4 s, TI=1 s, isotropic resolution=0.8 mm), two sets of SE-EPI acquisitions (TE=65 ms, 

TR=8.6 s, FA=80°, isotropic resolution=2.1 mm) with reversed PE polarity and a resting state and 

task-based GE-EPI acquisition (TE=35 ms, TR=1 s, FA=60°, isotropic resolution=2.1 mm) with 

at least 600 time-points (approximately 10 minutes of acquisition time). The bandwidth along the 

PE direction for the EPI acquisitions was 13.62 Hz. The total number of 50 GE-EPI fMRI 

acquisitions across subjects and scans were considered for correction using GDCNet. We 

calculated the field map and VDM from the reversed-encoded data using FSL's TOPUP and used 

it as a benchmark method. All images were downsampled from 108 x 108 to 64 x 64 to fit the 

model's input dimensions prior to inference. The remaining pre-processing steps were the same as 

for the retrospective datasets. 

Experiments and Evaluation Metrics 

We conducted a regularization analysis on the self-supervised models to refine the weight 

of the smoothness loss term. We investigated its impact on distortion correction performance by 

training the model for 25 epochs with various values of the regularization parameter ‗. 

The performance evaluation of the proposed GDCNet models involved qualitative and 

quantitative assessments using three different testing scenarios: in-distribution (ID) testing, out-

of-distribution (OOD) testing, and prospective testing. For ID testing, we used a subset of 20% of 

the subjects from datasets 2-4 (Table 3.1). In contrast, the OOD test set included all ten subjects 

from dataset 1. This experiment evaluated the generalization capability of the models on data that 

differed from the training distribution. Prospective testing was carried out to assess the real-world 
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performance of the model on new, unseen data acquired prospectively and generalization to 

differences in acquisition parameters. 

To assess EPI distortion correction performance, we compared GDCNet unwrapped EPI 

images with the corrected images obtained by the benchmark methods, namely FUGUE and 

TOPUP. FUGUE was utilized when field maps were available, whereas TOPUP was used with 

reversed-PE data. We calculated SSIM and PSNR for quantitative analysis. Additionally, we 

computed NMI to evaluate the anatomical alignment of the EPI images to the T1-weighted image 

before and after correction with GDCNet and the benchmark methods. NMI values range from 0 

(no mutual information) to 1 (complete correlation). All metrics were computed slice-wise. 

Additionally, we compared the processing speeds of GDCNet and TOPUP on the prospective 

dataset. This experiment was performed on an Intel Xeon ES-2690 v4 CPU with one NVIDIA 

Quadro M6000 24 GB GPU. 

Statistical analysis to compare distortion correction performance between the GDCNet 

models and the benchmark methods included the non-parametric repeated-measures Friedman test 

of NMI values among the groups, followed by post-hoc analysis using Conover test to determine 

specific group differences. The null hypothesis for the Friedman test was that there were no 

significant differences in NMI among the correction methods. Subsequently, the null hypothesis 

for each pair-wise comparison was that there was no significant difference in NMI between the 

two groups being compared. 

3.3.3 Results 

Regularization Analysis 

We evaluated the self-supervised models using varying values of the smoothness 

regularization parameter ͒Шon the ID and OOD test sets. Figure 3.9 illustrates the resulting average 
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Dice scores for each model, along with a representative slice for their predicted GDM and 

distortion-corrected EPI images. Not imposing any constraint on the GDM (=͒0) resulted in a large 

and unrealistic signal displacement in the corrected images. Among the remaining models, both 

quantitative and qualitative analyses indicated that setting =͒0.5 as the regularization parameter 

yielded optimal distortion correction. However, the reduced smoothness of the GDM caused voxel 

displacement in undistorted brain regions, occasionally leading to undesired changes in brain 

anatomy, such as a shrinkage of the size of the ventricles in the example in Supplementary Figure 

1.   We opted for a more conservative approach, and the results presented here correspond to 

models trained with ͒=1. Training for 100 epochs took 4 h, 6 min, and 39 min for the 2D and 3D 

self-supervised models, respectively. 

 
Figure 3.9: Quantitative and qualitative results of the regularization analysis of the 2D and 

3D self -supervised models evaluated on the in -distribution and out -of -distribution test sets. 

For visualization purposes, we chose the display range of the GDM based on the a bsolute 

ÔÈßÐÔÜÔɯËÐÚ×ÓÈÊÌÔÌÕÛɯÖÍɯÛÏÌɯ×ÙÌËÐÊÛÌËɯ&#,ÚɯÖÍɯÛÏÌɯÔÖËÌÓÚɯÛÙÈÐÕÌËɯÞÐÛÏɯϞǻƔȭƙȮɯƕȮɯÈÕËɯƕȭƙȭ 

EPI Distortion Correction  

The unwrapping of EPI images is achieved by the STU integrated within the semi-

supervised and self-supervised models or performed independently as a post-processing step 

utilizing the output of the U-Net in the supervised models. Representative slices of the unwrapping 

results from the ID and OOD test sets are shown in Figure 3.10. Upon visual inspection, the 
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unwrapped images demonstrate better alignment with T1-weighted images. Areas of voxel 

stretching, pointed out by the arrows in Figure 3.10, are notably improved by the self-supervised 

models, whereas for areas of voxel compression (rectangles in Figure 3.10), the correction is 

analogous to FUGUE. Supplementary Figure 2 shows the distortion correction results from the 

supervised and semi-supervised models. 

 
Figure 3.10: EPI distortion correction results for representative slices of the in -distribution 

and out -of -distribution test sets. The top -right numbers over the images are NMI values 

computed with respect to the T 1-weighted  images. The red contours correspond to the edges 

of the T 1-weighted  images, overlaid over the models' results for visual reference. The colored 

arrows and rectangles indicate areas of distortion, such as voxel stretching, compression, and 

signal loss.  

 Quantitative results revealed that the self-supervised models achieve unwrapped images 

with improved NMI compared to uncorrected EPI images and corrections using the reference 
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method FUGUE for both the ID and OOD test sets (Figure 3.11). The unwrapped images achieved 

average SSIM values above 0.85 and PSNR values of approximately 25 dB compared to FUGUE 

corrections. Supplementary Figure 3 displays the quantitative analysis of distortion correction 

results for all models. The corrections of the supervised models show modestly higher NMI than 

the uncorrected images but are outperformed by FUGUE. In contrast, the semi-supervised models 

achieved NMI values analogous to FUGUE.  

 
Figure 3.11: (Top) NMI values of the EPI and T 1-weighted images before and after correction 

with FUGUE and the models' correction results on the in -distribution and out -of-distribution 

tests. (Bottom): SSIM and PSNR values of the models' EPI geometric distortion correction 

results on the in -distributio n and out -of -distribution test sets with respect to the benchmark 

FUGUE correction  

Prospective Testing 

Figure 3.12 illustrates the results of the qualitative analyses on the prospective dataset. 

Visual examination of the GDM predicted by the self-supervised models indicates increased 

similarity to the TOPUP-estimated VDM than those derived from field map acquisitions. Both 

methods achieved similar distortion correction performance. The predicted GDMs are smooth and 

lack regions of abrupt magnitude changes within the brain, such as regions of large tissue 
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susceptibility differences. TOPUP correction resulted in overstretching in areas where EPI images 

exhibit signal loss artifacts (yellow circle in Figure 3.12). The corrections of the self-supervised 

models avoided such an effect. Supplementary Figure 4 includes inference results for the other 

four models.  

 
Figure 3.12: GDM prediction and EPI geometric distortion correction results of representative 

slices of the prospective test set. The top -left and top -right numbers over the estimated 

GDMs correspond to SSIM and PSNR values computed using TOPUP estimated VDM as the 

reference image. The top-right numbers over the EPI -corrected images are NMI values 

computed with respect to the T 1-weighted  images. The red contours correspond to the edges 

of the T 1-weighted  images, overlaid over the models' results for visual reference. The colored 

arrow, rectangle, and circle indicate areas of voxel stretching, compression, and signal loss, 

respectively . 

Quantitatively, mean SSIM and PSNR values exhibited improvement for GDM prediction 

on the prospective set (Figure 3.13) compared to the ID and OOD test sets. Regarding distortion 
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correction, NMI values indicated that both self-supervised models outperformed all the other 

models (Supplementary Figure 5) and the benchmark method for the prospective test set TOPUP.   

 
Figure 3.13: (Top) GDM prediction and (Bottom) EPI geometric distortion correction results 

for the prospective test set. We calculated NMI between the correction methods and the T 1-

weighted  images. SSIM and PSNR metrics used the benchmark TOPUP method as reference 

images.  

 Table 3.2 presents the runtime results of the proposed models and TOPUP for the 

correction of the prospective dataset. Supplementary Table 1 includes the runtime results of all six 

models. The benchmark method includes reversed-PE SE-EPI acquisition, VDM estimation, and 

unwrapping of the images using the resulting estimated field map. The average processing time 

was 14:04 (minutes:seconds) for an EPI acquisition of 600 time-points using a standard 

implementation of FSL running in the CPU. In contrast, all GDCNet models provided faster 

processing times on the same dataset and eliminated the need for additional sequence acquisition 

for GDM estimation. The 2D supervised model had the slowest processing speed, taking 

approximately 8 minutes, while the 3D semi- and self-supervised models offered the fastest 

processing time, completing VDM estimation and EPI distortion correction in 13 seconds. 
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Table 3.2: Acquisition, computation time, and processing speed for sequence acquisition, 

VDM or GDM estimation, and EPI correction.  

 TOPUP 2D self-supervised 3D self-supervised 

Sequence acquisition [s] 34    

VDM/GDM estimation [s] 432.53 ± 2.13  
74.27 ± 1.56 12.63 ± 0.08  

EPI correction [s] 377 ± 6.18  

Total time [minutes:seconds] 14:04 01:14 00:13 

Processing times are reported as mean ± standard deviation of 15 fMRI datasets of 600 time-points each. Note that for TOPUP, a 

single VDM is used to correct all the time frames of the functional data. In contrast, the proposed models estimate a GDM for 

each time frame. 

 

Statistical Analysis 

Table 3.3 presents the results of the statistical comparison of the self-supervised GDCNet 

models versus the images before and after correction using FUGUE or TOPUP baseline methods 

on the three test sets. The tests with p-values below 0.05 are highlighted in bold, and for such 

cases, we rejected the null hypothesis with 95% confidence. These p-values were adjusted for false 

discovery control using the Benjamini-Hochberg method. Both models demonstrated significant 

improvements to NMI compared to uncorrected data, FUGUE correction, and TOPUP correction 

in all test sets. 

Table 3.3: Statistical analysis of NMI between the GDCNet models, uncorrected images, and 

benchmark corrections.  

 

 

 
2D self-supervised 3D self-supervised 

  Mean diff. Sig. Mean diff. Sig. 

ID test set 
Uncorrected vs. GDCNet 0.02 0.000 0.014 <0.001 

FUGUE vs. GDCNet 0.017 <0.001 0.011 <0.001 

OOD test set 
Uncorrected vs. GDCNet 0.03 0.000 0.023 0.000 

FUGUE vs. GDCNet 0.022 <0.001 0.015 <0.001 

Prospective test set 
Uncorrected vs. GDCNet 0.03 0.000 0.023 0.000 

FUGUE vs. GDCNet 0.014 <0.001 0.007         <0.001 

A p-value below 0.05 (bold) indicates that the null hypothesis of no differences in NMI is rejected with a 95% confidence level. 

The p-values in red indicate the models for which the mean NMI improved compared to no correction or correction with a 

benchmark method with statistical significance. 
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3.3.4 Discussion 

In this study, we evaluated the performance of the proposed GDCNet models for distortion 

correction of GE-EPI-based fMRI images by non-linear registration to a non-distorted anatomical 

reference image. Our approach explored and compared six neural networks that estimate a GDM 

from the distorted EPI and T1-weighted images in a supervised, semi-supervised, and self-

supervised manner, depending on the loss term minimized during training. We trained three 

models slice-wise or 2D and three models volume-wise or 3D. Since we used the same training 

data for both types of models, the training of the 3D models took less time, as 32 slices were 

processed in a single batch. The training and testing data included EPI data of healthy and 

pathological subjects acquired in multi-site, multi-model 3 T Siemens systems with varying ranges 

in PE bandwidth (Table 3.1). Our models demonstrated the ability to mitigate geometric distortion 

without additional sequences, such as dual-echo GE or a pair of reversed-PE EPI acquisitions. 

Instead, the GDCNet models leverage T1-weighted images, which are always included in 

neuroimaging studies for structural analysis and anatomical reference [77ï80]. This feature and 

the contrast-independent nature of the cross-correlation loss function used to train the semi and 

self-supervised models make this approach adaptable to the correction of other EPI-acquired 

images, such as those for DWI and DTI.  

VDM hotspots indicate areas where distortions are more pronounced, such as regions near 

air-tissue interfaces. When estimated from reversed-encoded EPI or dual-echo GE images, pixel 

distortions in the VDM are proportional to perturbations to the main magnetic field B0. As the self-

supervised models estimate the GDM by non-linear registration of the input images, the prediction 

of these models reflects only regions of distortion with respect to the T1-weighted images and does 

not reflect all hotspots of B0 perturbations. Therefore, it cannot be considered proportional to the 
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B0 map as the VDM introduced in Equation 3.2. The predicted GDMs were more similar to 

TOPUP-estimated VDMs compared to dual-echo GE field maps (Supplementary Figure 6). The 

increase in SSIM and PSNR may stem from the fact that both displacement maps were estimated 

only along the PE direction. Additionally, these maps are not masked to remove background 

regions as dual-echo GE field maps do, improving distortion correction in cases where the EPI 

images stretch out of the anatomy boundaries of the T1-weighted images.  

The self-supervised models exhibit the best distortion correction performance across the 

three test sets measured by the alignment between the EPI corrected and the anatomical T1-

weighted images. These models achieved statistically significant improvements in NMI compared 

to traditional methods such as FUGUE and TOPUP (Table 3.3). In particular, the self-supervised 

models perform best at correcting areas of voxel stretching where the EPI voxels stretch out of the 

contours of the T1-weighted images (Figure 3.10), and they avoid overstretching in regions of 

signal voids (circle in Figure 3.12) characteristic FUGUE and TOPUP correction. The benefit of 

self-supervised training compared to supervised or semi-supervised training and methods that rely 

on a field map is that their performance does not depend on the accuracy of the ground truth field 

map acquisition, which often may be impacted by phase unwrapping, signal loss, poor 

generalization to different acquisition parameters, poor alignment between both image volumes, 

and other errors [142,150,156] 

Testing the models' performance on data unseen during training is essential to assess their 

ability to generalize to diverse data distributions and gauge their success in real-world deployment 

scenarios, where data is often heterogeneous. This study evaluated the proposed models on an 

OOD retrospective dataset and a prospective dataset acquired with different protocol and 

acquisition parameters. Figure 3.12 and Figure 3.13 demonstrate that the self-supervised models 
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achieved the best EPI distortion correction compared to the other models, with statistically 

significant improvements in anatomical NMI over TOPUP correction (Table 3.3). This experiment 

demonstrates successful distortion correction of EPI images acquired with a very low PE 

bandwidth of 13.62 Hz. Although with non-statistically significant differences for the ID test set, 

the 2D models outperformed the 3D models in all cases. Our hypotheses are 1) the more extensive 

data size used to train the 2D models and 2) the effect of the smoothness constraint in the 3D self-

supervised model. Slice-wise 2D models were trained using a dataset 32 times larger than the 3D 

training dataset, as each time point had 32 slices. Furthermore, the ground truth field maps were 

estimated from 2D acquisitions with a gap between slices, making 2D kernels more suitable for 

the VDM estimation task. 

The runtime analysis on the prospective dataset demonstrated that all models outperform 

TOPUP in terms of processing time and savings to scan times due to the elimination of 

supplemental sequences for VDM estimation. The 3D semi- and self-supervised models exhibited 

the fastest processing time, completing the correction with an average of 13 seconds for an EPI 

acquisition of 600 time-points. Despite the faster computation of 2D convolutions, the 3D models 

show reduced inference time due to the ability to process a full  time-point simultaneously instead 

of individual slices. The 2D self-supervised model completed GDM estimation and EPI correction 

of the same dataset in 1 minute and 15 seconds, approximately 14 times faster than TOPUP (Table 

3.2). In all cases, the GDCNet models offer the advantage of dynamic correction of the functional 

series, whereas traditional methods correct it by leveraging a static VDM. Theoretically, dynamic 

VDM estimation renders a more robust EPI correction due to the reduced sensitivity to B0 temporal 

changes and intra- and inter-sequence motion. Consequently, we expected that the standard 

deviation of NMI across time-points would be smaller after correction with the 2D self-supervised 
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GDCNet model compared to TOPUP. This observation holds for some prospective functional 

datasets (Figure 3.14), but we could not isolate these differences exclusively to motion robustness. 

 
Figure 3.14: Volume -wise NMI distribution computed across the 600 time -points of 15 

prospective functional datasets for the 2D self -supervised GDCNet model and TOPUP 

corrections. In all cases, GDCNet renders higher NMI values between the EPI corrected and 

the T1-weighted reference images . 

 A limitation of this study is the fixed input size of 64 x 64 for the 2D models and 

64 x 64 x 32 for the 3D models. Images with different acquisition matrices require resampling 

prior to inference. However, our experiment testing the models on the prospective dataset of input 

size 108x108 did not affect the performance of the self-supervised models. The other limitation is 

the dependence on the T1-weighted images, for which acquisition and the results of post-

processing steps such as brain extraction and co-registration must be carefully evaluated and 

sometimes fine-tuned for each subject to avoid artifacts and downstream errors. Future studies will 

further investigate the differences between the 2D and 3D self-supervised models and investigate 

the potential robustness of GDCNet to motion. 

3.4  Conclusion 

In this chapter, we demonstrated off-resonance mitigation tools leveraging analytical and 

DL-based methods. OCTOPUS is an open-source software toolbox implementing three state-of-

the-art methods to correct artifacts caused by B0 inhomogeneities and long read-out trajectories. 
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We demonstrated the tool's off-resonance simulation and correction capabilities in both in silico 

and in vitro experiments with single-shot spiral and EPI k-space trajectories. The code and 

extensive tutorials, including installation instructions, are available on OCTOPUSô GitHub 

repository [157]. However, the methods implemented in OCTOPUS require a field map for off-

resonance correction of the artifact-corrupted data. GDCNet demonstrated fast EPI distortion 

correction of fMRI images without acquiring additional sequences for B0 map estimation. Among 

the compared models, the 2D self-supervised configuration resulted in the best NMI between 

distortion-corrected EPI and anatomical reference T1-weighted images, outperforming the 

benchmark methods FUGUE and TOPUP in both correction performance and processing speed. 

Our code and link to the models' weights are available online at GitHub [158]. 

Future studies will  focus on evaluating GDCNetôs robustness to intra and inter-acquisition 

motion. A more detailed description of future directions is included in Chapter 5. 
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Chapter 4: Feasibility of Geometric Distortion Correction Methods 

in Highly Inhomogeneous Fields 

4.1  Introduction  

Magnetic resonance imaging (MRI) is a valuable diagnostic and research imaging modality 

due to its excellent soft-tissue contrast and variety of imaging methods and applications [159,160]. 

However, the availability of high filed MRI scanners is primarily limited to specialized radiology 

departments in wealthy institutions or developed countries [1,2,5]. The intricacy of the system and 

stringent infrastructure requirements are the main factors contributing to the uneven access to MRI 

worldwide, leading to high acquisition, installation, and operation costs [5,24].  Thus, recent efforts 

to improve MRI accessibility have focused on developing novel low-field systems that reduce 

costs and facilitate the integration of MRI in other clinical settings [6,161]. 

Permanent Halbach-array ultra-low-field (ULF) (<0.1 T)[162ï165] scanners have emerged 

as complementary systems to high-field MRI scanners, mainly intended for point-of-care (POC) 

diagnosis. The substantial reduction in field strength compared to conventional clinical scanners 

eliminates infrastructure requirements and the need for cryogens, impacting the overall cost and 

facilitating their deployment in virtually any setting [165]. Imaging at lower field strengths also 

reduces susceptibility artifacts and higher specific absorption rate (SAR) limits, allowing more 

efficient pulse sequences and imaging near metal implants [166]. Nevertheless, ULF scanners 

entail other hardware-related artifacts and penalties [161,165] that currently hinder their clinical 

adoption and their diagnostic value [167], including loss to signal-to-noise ratio (SNR) and large 

B0 inhomogeneity of up to thousands of parts-per-million (ppm)s.  
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Figure 4.1: Typical configuration of a MRI Halbach -array magnet (reproduced from [30]) (a) 

Two layers of magnets in each Halbach -array ring. (b) Halbach -array design of variable ring 

diameter. (c) Constructed Halbach array.  

The field of a discrete Halbach cylindrical magnet result from the field combination of 

arrays of permanent magnets (Figure 4.1). Analogous to superconducting magnets, only infinitely 

long systems can generate a perfectly uniform magnetic field within the bore [168]. Shortening 

the length and reducing the bore length-to-diameter ratio significantly disturbs field inhomogeneity 

[30,168]. Manufacturing imperfections of the individual magnets, typically neodymium boron iron 

(NdBFe) magnets for MRI application, coupled with the large number of magnets required to 

produce enough field strength for in vivo imaging, further compromise B0 homogeneity. These 

factors result in highly inhomogeneous magnet designs, as Table 4.1 shows, which summarizes 

the magnet specifications and B0 homogeneity levels of three Halbach-array MRI systems.  

Table 4.1: Magnet specifications and B 0 homogeneity of three Halbach -array MRI systems.  

 
Field 

strength 

[mT] 

# Permanent 

magnets 

Magnet bore 

diameter [cm] 

Magnet bore 

length [cm] 

B0 

homogeneity 

@ 20 cm 

DSV [ppm] 

OôReilly et al. 

[30,163] 
50 mT 

3,000  

(12 mm3) 
27 50.6 2,500 

Guallart-Naval 

et al. [165] 
72 mT 

4,200 (12 mm3) 

1,100 (64 mm3) 
27 53 3,100 

Cooley et al. 

[169,170] 
80 mT 

641  

(25.4 mm3) 
35 49 13,670 
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Field inhomogeneity results in rapid spin dephasing and accumulation of phase errors 

[105,171]. It limits the use of gradient-echo-based sequences in ULF MRI due to signal loss and 

results in off-resonance artifacts in the images such as severe geometric distortion. Traditional 

methods at high-fields correct these artifacts by reversing phase errors along the k-space trajectory 

using a map of the B0 field spatial distribution as a guide [116,118,172]. Since dual-echo gradient-

echo-based acquisitions are not feasible at ultra-low field strengths [173], efforts to correct off-

resonance effects in ULF MRI have focused on alternative methods to estimate the field map. 

Koolstra et al. [173] implemented an iterative method to compute a field map from a 3D dual-echo 

turbo spin-echo (TSE) sequence and corrected geometric distortion using conjugate phase 

reconstruction (CPR) [116] and model-based reconstruction approaches. Schote et al. [174] 

implemented a physics-constrained deep learning (DL) model that estimates the spherical 

harmonics of the phase difference between two dual-echo acquisitions and reconstructs the field 

map from those coefficients. In contrast, Rodriguez et al.[175] leveraged reversed-encoded images 

to jointly estimate the field map and correct distortion and signal errors by non-linear registration 

of the two corrupted images. However, field map estimation from images with low SNR can lead 

to errors during phase difference calculation [176] and B0 temporal instability [174,175] may limit 

the application of the estimated field map to other sequences acquired in the same scanning session. 

In this chapter, we present a self-supervised DL method for distortion correction of ULF 

MRI images without the need for a field map. Our method jointly estimates a distortion map from 

a distorted and a reference image and corrects geometric distortion artifacts on 3D TSE data by 

non-linear registration. We build on GDCNet, a method for geometric distortion correction of 3 T 

functional MRI echo-planar imaging (EPI), and tailor it for distortion correction at 47 mT. A 
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preliminary study on off-resonance correction and image quality repeatability at low field is 

included in Section 6.3. 

4.2 Methods 

4.2.1 Approach and Model Implementation 

The proposed approach leverages two input images as input, the target and the moving 

images. The aim is to mitigate distortions in the moving image by non-linear registration to the 

target image. Our concept centers around leveraging images acquired with a high acquisition 

bandwidth as target images (Ὅά ). These images suffer from reduced SNR but exhibit less 

distortion artifacts due to the shorter read-out duration. However, the framework is not restricted 

by a particular bandwidth and can utilize other images with reduced distortion as a reference. The 

moving image can be acquired at lower acquisition bandwidths (Ὅά ), optimizing SNR (Figure 

4.2). 

The self-supervised model is partially motivated by VoxelMorph [145] and uses a 

convolutional neural network (CNN) to map a deformation field that non-linearly registers the two 

input images. This field is then applied to unwrap of the moving image utilizing a spatial transform 

unit function (STU). The CNN architecture is a U-Net [144] (Figure 3.6) with skip connections 

between encoder and decoder paths. Each layer performs 2D convolutions with a kernel size of 3 

and are activated using the LeakyReLu function. Depending on the model configuration, the output 

of the U-Net is a 1D or 2D geometric distortion map (GDM). This map and the distorted image 

are the input to the STU, which applies spatial transforms and linear interpolation to generate the 

distortion corrected image. Figure 4.2 summarizes the approach and the main components of the 

model. The STU is not trainable but is differentiable, enabling gradient backpropagation to 

optimize the U-Netôs weights that minimize the loss function in Equation 4.1. 
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 flὍά ȟὍά ȟὋὈὓ fl Ὅά ȟὛὝὟ Ὅά ȟὋὈὓ ‗fl ὋὈὓ (4.1) 

The similarity term fl  minimizes differences between the target image and the distortion 

corrected moving image while the smoothness loss term fl  ensures spatially smooth 

variations on GDM. ‗ is a regularization parameter that weights the smoothness loss function. 

 

Figure 4.2: Summary of the approach and main components of the model. The model applies 

non-linear registration of a low -bandwidth image ( ╘□■▫◌) to a less distorted image acquired 

with a higher acquisition bandwidth ( ╘□▐░▌▐)  to mitigate distortion while maintaining the 

signal -to-noise ratio. The U -Net generates a geometric distortion map that the spatial 

transform unit then applies to the low -bandwidth image BW: bandwidth; TE: echo time; 

Nacq: number of acquisitions, xͅ, ͅ y, zͅ: voxel dimensions.  

We initially tested the feasibility of the approach for distortion correction in ULF MRI by 

experimenting with a high-field version of the method (Chapter 2) on low-field images. This model 

was implemented to correct EPI geometric distortion in gradient-echo fMRI images of 64 x 64 

input size by non-linear registration to a T1-weighted image. It was trained for 100 epochs using 

normalized local cross-correlation (NCC) as similarity loss function and ‗ ρ. Since EPI 

distortions only manifest along the phase-encoding direction, the predicted GDM of this method 

is 1D. We utilized a cascade approach by concatenating two of these models to address the 

distortion along the two dimensions of the ULF images.  

We developed a new model with the same architecture with an input shape of 144 x 144 to 

predict 2D GDMs and correct distortion along both directions. We trained two models on ULF 

images with different acquisition bandwidths, one utilizing NCC and the other leveraging mean 
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squared error (MSE) as the similarity loss term. Based on regularization analyses performed on a 

test set, we set ‗ to be 0.75 for the NCC model and 0.02 for the MSE model. We implemented the 

models using the Tensorflow-Keras [81] and ADAM optimizer [82] with a learning rate of 10-5 

and batch size of 1 and trained each of them for 100 epochs. The code for our implementation is 

available in GitHub [158].  

4.2.2 Datasets 

In vitro  

We acquired in vitro images in a 50 mT Halbach-array permanent magnet system 

(MultiWave Technologies, France) using two phantoms, the ProMRI phantom (ProProject, USA) 

and a Copper sulfate-filled spherical phantom. The magnet specifications are reported in Table 

4.1(first row).  We acquired three 3D TSE sequences for each phantom with TE=20 ms, TR=500 

ms, ETL=4, FOV=230 x2 30 x 125 mm3, and reconstructed matrix size of 155 x 155 x 25. The 

two first sequences had an acquisition bandwidth of 50 kHz and differed in TE by 49 ɛs. From the 

phase difference of these acquisitions, we estimated a field map and used it for distortion correction 

using the CPR implantation of OCTOPUS [115]. The resulting distortion corrected images were 

used for performance assessment of the proposed models. The third sequence was acquired with 

25 kHz bandwidth and presented severe geometric distortions. The ProMRI phantom was 

additionally scanned at high-field using a Siemens MAGNETOM Skyra 3 T system with a 2D 

TSE sequence (acquisition bandwidth=56 kHz, TE=103 ms, TR=6000 ms, ETL=18, FOV=192 x 

192 x 125, matrix size=256 x 256 x 25). The resulting images were manually co-registered to the 

ULF images of the ProMRI phantom. 

We performed data augmentation on these datasets for the training of the low-field model 

by randomly applying rotation, translation, flipping, and scaling to obtain 100 3D datasets of each 
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phantom. Figure 4.3 shows data augmented examples of the center slice of both phantoms. We 

performed volume-wise intensity normalization within 0 to 1, removed slices with no signal, 

masked the object to remove background noise, and center-cropped them to 144 x 144 prior to 

training or inference. We used 80% of the data for training and 20% for testing, ensuring equal 

number of datasets form each phantom on each test set. 

 
Figure 4.3: Representative examples of data augmentation on the center slice of the two 

phantoms used for the in vitro dataset.  Data augmentation included random combinations of 

rotation, translation, flipping, and scaling.  

In vivo 

A healthy subject volunteered for the in vivo dataset. Prior to data acquisition, the subject 

provided written informed consent according to the protocol approved by the institutional review 

board (IRB). We acquired a T1-weighted 3D TSE sequence and a T2-weighted 3D TSE sequence 

with FOV=220 x 220 x 160 mm3 and matrix size=110 x 110 x 16. The T1-weighted sequence had 

an acquisition bandwidth of 40 kHz, TE=20 ms, TR=500 ms, and ETL=4. In contrast, the T2-
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weighted sequence acquisition bandwidth was 25 kHz, with TE=22 ms, TR=3000 ms, and 

ETL=16. Additionally, we acquired the same subject in a GE SIGNA Premier 3 T system using a 

3D T1-weighted sequence with acquisition parameters TE=3.1 ms, TR=7.6 ms, TI=450 ms, matrix 

size=256 x 256, number of slices=140.  The high-field images were manually co-registered to the 

ULF in vivo images. All images were resized to 144 x 144 to fit the modelsô input shape and 

intensity normalized between 0 and 1.  

4.2.3 Experiments and Evaluation Metrics 

To assess the modelsô distortion correction performance on the in vitro dataset, we 

calculated normalized mutual information (NMI), structural similarity index measure (SSIM), and 

peak signal-to-noise ratio of the modelsô results using Ὅά  as reference image. Additionally, we 

computed the eccentricity of the phantom before and after correction. Because the phantoms are 

known to have circular cross-sections, we expect eccentricity to decrease after distortion 

correction. For the qualitative analysis of the results, we leveraged OCTOPUS correction to 

visually compare the modelsô corrections with those of a field map-based method. Furthermore, 

we assessed the models' capability  to generalize by correcting ULF images using the high-field 

data as target image. This type of correction is beneficial for longitudinal studies, for which it is 

customary to acquire a high-field dataset at the beginning of the study and low-field acquisitions 

for follow-up scans. We repeated the qualitative analyses and calculation of NMI before and after 

correction for the in vivo dataset.  

We evaluated the modelsô robustness to noise by adding random Gaussian noise of varying 

variance to the high bandwidth images of the copper-sulphate phantom. The resulting five 

simulated images had SNR values of 10.69, 8.91, 7.83, 6.92, and 6.38 dB. Figure 4.4 displays the 

middle slice of each of these datasets. We calculated SNR as the mean of the sum of the phantom 
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signal in two consecutive slices divided by the standard deviation of the difference image within 

the same region of interest (ROI)[177]. The computation was corrected by a factor of ρȾЍς. We 

tested the models using these images as reference for the low-bandwidth images and calculated 

NMI and eccentricity of the results. 

 
Figure 4.4: Center slice of the CuSO4 phantom after the introduction of random Gaussian 

noise. The top-left image corresponds to the original phantom with no added noise. N was 

computed as the standard deviation of the difference image of two consecutive slices within 

the phantom region.  

4.3  Results 

4.3.1 In Vitro Distortion Correction Performance  

Figure 4.5 illustrates the qualitative performance of the models. The images acquired with 

25 kHz bandwidth show more severe distortions than the ones acquired at 50 kHz. Visual 

comparison indicates that the three models perform similarly, demonstrated by the alignment of 

the contours of Ὅά  with those of the corrected images. However, the cascade model images 

appear blurred due to the downsampling operation to match the network input shape of 64 x 64 
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and the effect of repeating the interpolation step. On the other hand, OCTOPUS correction 

performed best at recovering the circular shape of the phantom but left some outer regions 

uncorrected. These errors occurred due to applying a field map calculated from high-bandwidth 

images to an image with lower acquisition bandwidth showing more considerable distortions. 

 
Figure 4.5: Representative examples of the inference results on the in vitro test set. Green 

contours correspond to the edges ╘□▐░▌▐ while red contours correspond to the edges of the 

respective image on the panel. The overlap of green and red contours denotes optimal 

distortion correction.  

Quantitative analysis in Table 4.2 showed the improved alignment of the low-bandwidth 

images to the reference images after correction, as all NMI, SSIM and PSNR increased after the 

modelsô inference. Eccentricity also decreased for the modelsô outputs, with the model trained with 

MSE loss showing the most similar value to  Ὅά . The MSE model demonstrated the best 

distortion correction performance, achieving the best values for all performance metrics except 

SSIM. This model showed an average relative improvement of 24%, 19%, 26%, and 36% in NMI, 

SSIM, PSNR, and eccentricity over the uncorrected images. The average relative improvement for 

the NCC model was 21% for NMI, 20% for SSIM and PSNR, and 34% for eccentricity. 
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Table 4.2: Quantitative analysis of the inference results on the in vitro test set.  

 Ὅά  Ὅά  
GDCNet 

(Cascade) 

GDCNet 

(NCC) 

GDCNet 

(MSE) 
OCTOPUS 

NMI 1.0 
0.376 ± 

0.067 

0.433 ± 

0.062 

0.454 ± 

0.061 

0.466 ± 

0.062 

0.370 ± 

0.054 

SSIM 1.0 
0.679 ± 

0.109 

 0.78 ± 

0.084 

0.816 ± 

0.072 

0.806 ± 

0.078 

0.638 ± 

0.092 

PSNR Inf. 
20.823 ± 

2.933 

23.986 ± 

2.240 

24.916 ± 

2.511 

26.186 ± 

2.651 

20.851 ± 

2.299 

Eccentricity 
0.288 ± 

0.085 

0.475 ± 

0.061 

0.329 ± 

0.098 

0.315 ± 

0.091 

0.304 ± 

0.094 

0.389 ± 

0.107 

 

Using 3 T data as the target image demonstrated the modelsô ability to generalize to diverse 

data distributions unseen during training. Figure 4.6 displays representative slices of the phantom 

before and after correction of Ὅά . While significant improvement is observed for the correction 

both GDCNet models, the slices containing finer structures such as grids are challenging to correct 

due to the smoothness constraint on the GDM. The difference in performance between the two 

modelsô version is noticeable in Figure 4.6. The MSE model favors minimizing errors between the 

target in moving images, resulting in overstretching of certain phantom structures to correct areas 

of signal loss in the moving image.  In contrast, the model trained with NCC loss maximizes the 

structural similarity between the two input images, paying less attention to local signal differences 

compared to the MSE model. 
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Figure 4.6: Representative examples of the inference results on the ProMRI phantom images 

using 3 T data as target image. Green contours correspond to the edges of the high -field 

images while red contours correspond to the edges of the respective image on the panel. The 

overlap of green and red contours denotes optimal distortion correction.  

4.3.2 Robustness to Noise 

Testing the robustness of the models to images with decreasing levels of SNR resulted in a scant 

reduction in the performance metrics NMI and eccentricity (Figure 4.7). Quantitative results 

demonstrated decreasing performance with decreasing SNR on the reference images. 

Nevertheless, all corrections significantly improved NMI and the phantom eccentricity compared 

to no correction (Ὅά ). Consistent with previous qualitative and quantitative results, the MSE 

model demonstrated slightly better metrics compared to the NCC model for all slices. Furthermore, 

the model trained with MSE as similarity loss resulted more robust to noise as the difference 

between the curves in Figure 4.7 are smaller. 
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Figure 4.7: Distortion correction quantitative results after inference on a test set including 

╘□▐░▌▐ images of varying signal -to-noise ratio (SNR).  

4.3.3 Generalization to In Vivo Distortion Correction  

Inference on the in vivo dataset resulted in moderate distortion correction of the low-

bandwidth images. Figure 4.8 shows representative brain slices and corresponding corrected 

images. Due to the difference in ETL (4 for Ὅά , 16 for Ὅά ), the distortion in both images 

is very similar. The overlap of the contours of both types of images in Figure 4.8 validates the 

similarity. Nevertheless, the models attempted to maximize the similarity of the corrected and the 

reference images by stretching and contracting the brain on specific regions (blue arrow and yellow 

arrows in Figure 4.8, respectively). The MSE loss function resulted in additional deformations in 

the corrected images. This effect may result from the contrast difference of the input images or the 

stretching of the objectôs edges to minimize signal differences, as observed in the in vitro dataset. 

Conversely, the models trained using NCC as the similarity loss function favored structural 
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similarity between the corrected and reference images, favoring the alignment of inner structures 

such as the brainôs ventricles. 

 
Figure 4.8: Representative examples of the inference results on the in vivo test set. In this 

dataset, the input images had different acquisition bandwidth and contrast. Green contours 

correspond to the edges of the target images,  while red contours correspond to the edges of 

the respective image on the panel.  Yellow and blue arrows point to regions of compression 

and stretching due to distortion correction, respectively.  
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Distortion correction of the low-bandwidth images improved using 3 T data as reference 

images. Figure 4.9 depicts the outputs for the same brain slices as in Figure 4.8. Both models 

successfully corrected areas of voxel stretching (yellow arrows), but only the MSE model 

corrected areas of compression (blue arrows) in the uncorrected images. However, improving the 

overall shape of the brain resulted in modest distortions in the inner brain structures, such as the 

ventricles, specifially for the MSE model corrections.   

In contrast, the cascade GDCNet modelôs results did not suffer from this issue. This model 

was trained on high-field brain images of different contrast and acquisition bandwidths. However, 

distortion correction is less perceptible, and the model introduced blurriness in the output images 

due to the lower resolution and the repetition of the interpolation step. This modelôs correction 

resulted in the best improvement to NMI in both testing scenarios (Table 4.3), followed by the 

low-field model trained with the MSE loss term. 

Table 4.3: Normalized mutual information (NMI) values of the images before and after 

correction with the three models using low -field images acquired with higher acquisition 

bandwidth and high -field 3 T data as reference. 

 Uncorrected 
Cascade 

GDCNet 
GDCNet (NCC) GDCNet (MSE) 

Imhigh 0.256 ± 0.015 0.306 ± 0.012 0.274 ± 0.013 0.276 ± 0.013 

3 T 0.215 ± 0.005 0.248 ± 0.003 0.231 ± 0.003 0.243 ± 0.006 

 

4.4 Discussion 

This work demonstrates the feasibility of a self-supervised DL approach for the distortion 

correction of low-bandwidth in vitro and in vivo images at 47 mT. Low-bandwidth images 

manifest severe geometric distortion due to increased susceptibility  to B0 inhomogeneities, which 

are particularly large in ULF Halbach-array systems. By non-linear registration to a less distorted 

reference image such as an image acquired with higher acquisition bandwidth of a high field image, 
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we demonstrated mitigation of geometric distortion artifacts while maintaining the SNR benefit of 

low bandwidth acquisitions.  

 
Figure 4.9: Representative examples of the inference results on the in vivo test set using 3 T 

data as target input images. Green contours correspond to the edges of the target images,  

while red contours correspond to the edges of the respective image on the panel.  Yellow and 

blue arrows point to regions of compression and stretching due to distortion correction, 

respectively.  




































































































