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Abstract

From Myerson to Automated Markets: Foundations of Decentralized Finance Microstructure

Jason Milionis

Recent years have seen the development of a new paradigm of internet-native markets: decentralized

systems. These systems have enabled decentralized finance (DeFi), namely, the proliferation

of automated financial markets that operate without trusted intermediaries. This thesis lays the

foundations for decentralized finance and, in doing so, explores the design space of automated

financial markets. Our starting point is automated market makers (AMMs)—the core primitive

in DeFi—which implement continuously operating algorithmic markets that enable traders to

exchange one asset for another programmatically. We introduce a general framework for exchange

design wherein liquidity providers (LPs) who deposit the assets traded on these markets specify

non-increasing demand curves representing the quantity of risky assets to be held at each price. This

framework captures both the novel paradigm of AMMs and the traditional trading paradigm of limit

order books (LOBs). We define an exchange complexity measure that formalizes the approximation–

expressiveness trade-off such designs need to make. We then use this setting to pose the problem of

incentive-compatible (IC) exchange design for a monopolist LP in the spirit of Myerson’s optimal

auction theory. We characterize the profit-maximizing IC AMM via a generalization of Myerson’s

virtual values. Using these generalized virtual values, we interpret bid–ask spreads as the joint effect

of adverse selection and monopoly pricing. We quantify LP welfare in AMMs under asymmetric

information, identifying what we term “loss-versus-rebalancing” (LVR, pronounced “lever”) as the

central adverse selection cost resulting from stale prices on AMMs being exploited by informed



traders (arbitrageurs). We validate our model empirically against observed LP returns and show how

AMMs can be redesigned to reduce or eliminate LVR. Finally, we extend this model by introducing

exchange trading fees proportional to trading volume and stochastic, discrete arbitrageur arrivals,

and obtain scaling laws for arbitrage profits. Together, these contributions place exchange market

microstructure and mechanism design on common ground and provide a microstructural foundation

for analyzing and engineering trading markets.
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Chapter 1: Introduction

In the increasingly digital era, decentralized systems (such as those of public blockchains) have

birthed a novel ecosystem of financial protocols that aim to implement traditional market primitives

(e.g., payments, lending, investing, and especially asset exchange) as publicly verifiable programs.

Such systems promise a future of transparent, secure, and democratized economic transactions.

The most basic primitive of an economic transaction since time immemorial is that of exchange,

“a fundamental economic practice long prevalent in our system of commerce.” (Koeltl, 2026) An

exchange is really a mechanism that repeatedly converts one divisible resource into another. The

growing web of decentralized infrastructure has given rise to novel blockchain-based marketplaces

focused on managing an exchange without the need for any trusted intermediary that continuously

interprets information and manually updates quotes. These marketplaces represent billions of U.S.

dollars in daily financial trading volume globally, and have caused significant changes in the broader

market for asset exchange (Lehar and Parlour, 2025). In this thesis, we treat an exchange as an

algorithmic mechanism: it specifies a demand schedule—a mapping from prices to desired amounts

of resources—and a rule for how this schedule updates over time as trades arrive.

The goal of the research in this thesis is to develop new models and results to reason about the

fundamental market design problem of asset exchange in automated, financial markets with strategic

participants. Before this thesis, there was little work in reasoning about the different objectives

of participants and trade-offs present in automated financial markets. We provide the first deep

understanding of the inherent trade-offs (e.g., between gains from trade, revenue/profit, and pricing

accuracy) that different designs in the space of automated markets make.

More broadly, exchange design has been underexplored in the field of (algorithmic) mechanism

design, despite the fact that its tools are critical to understanding the problem (as exchanges involve

strategic and self-interested participants, whose incentives should be taken into account in the
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designed mechanism). The closest paradigm is that of double auctions (including continuous double

auctions), where participants selling resources and participants buying resources need to be matched

(see, e.g., Babaioff and Nisan, 2001). The typical goal there is to continuously clear a standing set

of bids and offers, i.e., to determine allocations and prices from the joint set of sellers and buyers.

Despite the common toolkit to part of our study, our optimal market design work will rather be on

sequentially managing ongoing inventory in a profitable in expectation manner, i.e., what is termed

as (the activity of) market making. The core viewpoint of the market design part of this thesis is that

of a dynamic, stateful mechanism—rather than a static or repeated market clearing rule—with a

state-coupled objective, posting a demand schedule for inventory of resources.

1.1 Automated Market Makers and Adverse Selection

To build intuition for the mechanisms we will grapple with, consider an always-open, automated

currency–exchange kiosk that exchanges U.S. dollars for Euros. The kiosk holds amounts (inven-

tories) of both currencies and posts an exchange rate that is a deterministic function of its current

inventories; that is, as the amounts of currencies it possesses increase or decrease, the exchange rate

it provides to customers also changes dynamically. A customer who executes a trade (i.e., requests

some amount of currency), hence, alters these inventories (for example by requesting Euros from the

inventory and paying in U.S. dollars, which then enter into the exchange’s inventory). As a result,

the customer causes an update to the exchange rate the kiosk will offer to future customers (via its

deterministic function). The customer also pays an added fee on top of their order, to compensate

the kiosk. Crucially, the kiosk does not continuously refresh its quote as the global market (of U.S.

dollars for Euros) moves; it updates only when customers trade.

Automated market makers (AMMs) implemented on blockchains are algorithmic programs

resembling in many respects precisely such always–open kiosks: they maintain on-chain inventories

of assets (typically referred to as “reserves”), use a stateful algorithmic quoting rule that depends on

the levels of those reserves, and update quotes only in response to trades. We will call the customers

of such an always–open kiosk traders.

2



Where does the algorithm of an AMM find the inventory of assets that it exposes? The answer

is from participants (different than traders) called “liquidity providers” (LPs), who precisely agree

to let the algorithm trade their assets collectively via a shared pool of assets. We refer to the act of

supplying this inventory and committing it to the AMM’s quoting algorithm as liquidity provision

or market making.1 In exchange for LPs depositing their assets into the pool, LPs thereby receive a

pro-rata (at the time of their contribution) claim of the algorithm’s inventory, as well as of the fees

paid by traders transacting with the AMM.

Automated market makers (AMMs) are also the predominant venue of trading on blockchains.

They arose naturally in decentralized financial markets initially due to their simplicity (as the

processing power of most blockchain protocols is scarce and therefore expensive). They have

minimal storage needs (just the current reserves of the shared pool) and admit fast, closed-form

computations. We are going to later formalize these trade-offs such efficiency makes with expressive

power in Chapter 3.

Adverse Selection. Going back to our kiosk analogy, whenever prices change in the global market

(e.g., the going rate of Euros for U.S. dollars changes from 1.10 to 1.11), AMM quotes become

stale relative to the global market because the AMM only updates its quotes in response to trades.

A better–informed or faster trader can profit, e.g., if the going rate of the broader (outside to the

AMM) market increased by buying Euros cheaply at the kiosk’s stale quote and immediately selling

them in the broader market. As a result, participants (traders) who can observe (or even predict)

the new market price can profit with certainty; such traders are called arbitrageurs, and we are

saying that they made an arbitrage. Their goal is to bring the AMM’s quoted price back in line with

(or, more accurately, close to) a fair value of the asset (net of fees). This selection effect—traders

arriving disproportionately when the AMM’s quote is stale— is called adverse selection. Adverse

selection reflects the folk intuition that “any time someone is eager to sell something, one ought

to consider their motives for that act.” In the case of an AMM, the arbitrageur (who poses as yet

1Market making is also more generally used to refer to the broader activity of committing inventory to any specific
standing-quote algorithm with the expectation of profit from it.
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another trader to transact with) has ulterior profit motives connected with their trade.

With these basic notions in place, we now summarize the thesis’ contributions.

1.2 Overview of Contributions

Our work is focused on market design questions around automated financial markets. This

thesis puts at the forefront the perspective of liquidity providers in these markets. These liquidity

providers supply the assets to be used as the automated market maker prescribes; precisely because

the mechanism acts on their behalf, this thesis contends that market making is best understood

through the desires (or demand) of the liquidity providers. This perspective enables us to derive a

number of market insights.

More specifically, we view—interchangeably—an automated market maker and a liquidity

provider as specifying non-increasing demand curves representing the quantity of risky assets to be

held at each price, either by the exchange as a whole (for the former) or by the liquidity provider

themselves. In this light, an exchange is a stateful algorithm represented by such a demand curve,

which at “current” price 𝑝 aims to hold 𝑔(𝑝) amount of risky asset. In the earlier kiosk example,

perhaps the automated kiosk desires to have 100 Euros (“risky asset”) in the case that the current

exchange rate of Euros to U.S. dollars (“price”) is 1.10. Such a stateful automated exchange always

allows anyone to shift its state from any “current” price 𝑝0 to any “new” price 𝑝1, and contribute

the difference of the resulting required reserves 𝑔(𝑝1) − 𝑔(𝑝0). Note that this is a signed difference,

i.e., if positive, the trader who requested this trade gives some risky asset to the exchange (and

receives some amount of, say, U.S. dollars for it2), or if negative, the trader gets some risky asset

(in exchange for giving some amount of, say, U.S. dollars for it). We say that traders coming to

the exchange to change its state to a new one are expressing their price beliefs about the asset to

the exchange. Different price beliefs hence lead to different feasible trades on such demand curves.

Chapter 2 introduces all aspects of this new framework that we put forward as a central object in the

thesis, including how these exchanging amounts are derived (spoiler: a marginal quantity of asset is

2This could be any numéraire asset in which the price of the risky asset is denominated in.
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bought at a marginal price of 𝑝 hence the marginal payment given can be roughly thought of as

𝑝 × 𝑔′(𝑝)), and the correspondence of trading to an auction—traders are market participants who

choose their favorite point on a demand curve.

The following Chapter 3 (Milionis et al., 2023b) resolves the long-standing open question of how

limit order books (LOBs)—the traditional exchange primitive used in financial markets—compare

to AMMs by formally proposing a notion of exchange complexity. In this work, we also give

tightly matching upper and lower bounds on the necessary exchange complexity to approximate LP

positions represented by arbitrary demand curves with finite precision.

In Chapter 4 (Milionis et al., 2024), we then formulate the incentive-compatible (IC) exchange

design problem in a monopolist setting in the spirit of Myerson’s optimal auction theory, and

characterize the profit-maximizing IC AMM via a generalization of Myerson’s virtual values.

This is the first connection made in the literature between exchange design and auction-based

optimization methods. Using these generalized virtual values, we interpret bid–ask spreads as the

joint effect of adverse selection and monopoly pricing.

Our second set of contributions seeks to ask classical market maker adverse selection questions

in the context of decentralized finance. More specifically, we examine the market microstructure of

AMMs. When the trades expressed in an automated market have underlying short-term or immediate

informational content, they result in adverse selection highlighted in the previous section—that

is, the automated market maker (and the LPs it represents) are at a relative disadvantage because

they are unaware of more up-to-date global market information. Arbitrageurs can therefore derive

profits by trading with the AMM that are a form of welfare loss for the LPs of the AMM. This

is commonly termed in the finance literature as “adverse selection cost.” Chapter 5 (Milionis

et al., 2022a) establishes a now-well-known metric (LVR, short for loss-versus-rebalancing) that is

precisely this adverse selection cost incurred by liquidity providers (LPs) in AMMs, in a manner

inspired by the most classical model of option pricing of Black and Scholes (1973). Central to this

thesis is our special result in the case of a constant function market maker—which is, in various

formats, the most popular method of decentralized exchange as of the time of this writing—that its
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LVR normalized to the portfolio value is 𝜎2/8 where 𝜎 is the volatility, a proxy for the standard

deviation of stochastic asset price fluctuations. Since our introduction of the concept, LVR has

evolved into a centerpiece in practical applications and analyses, having had wide impact within

decentralized finance. Both our work and later works (see, e.g., Elsts, 2023; CrocSwap, 2022) have

shown that our model is quantitatively realistic in its measurement of LP returns in actual AMMs.

Our work also derived implications for the redesign of AMMs to reduce or eliminate LVR, and a

number of industry groups are working to build AMMs which utilize our insights to attempt this

(see, e.g., Canidio and Fritsch, 2023; Cata Labs, 2023; Fenbushi Capital, 2023; Algebra Protocol,

2023; Klages-Mundt and Schuldenzucker, 2022; Aori Protocol, 2023; Adams et al., 2024, for an

illustrative list).

Last but not least, in work developed in Chapter 6 (Milionis et al., 2023d), we improve upon

this model by introducing exchange trading fees proportional to trading volume and discrete

Poisson arbitrageur arrival times, obtaining scaling laws for the expected instantaneous arbitrage

profit rate. To do this, we introduce novel techniques in the analysis of stochastic processes, and

specifically, jump diffusion processes. Empirical work by Fritsch and Canidio (2024) then provided

strong validation of our theoretical predictions regarding the relationship between block times

and arbitrage profits. The implications developed herein have been used extensively in practice to

improve decentralized finance and blockchains more generally, for example, by providing concrete

theoretical motivation for the welfare benefits of faster blockchains and lower gas fees.
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Chapter 2: The Demand Curve Framework of Automated Market Makers

This chapter introduces a demand-curve framework for exchange design that serves as a unifying

lens for this thesis. All parts of this framework have appeared in joint work with collaborators;

since the ensuing chapters are meant to be self-contained, this synthesis has been performed from

these individual segments. The side of this framework that concerns liquidity providers (LPs), i.e.,

how multiple demand curves of LPs aggregate into a single exchange mechanism, and the resulting

expressiveness/complexity trade-offs, is developed in Chapter 3. The trader-side, i.e., under what

conditions an AMM is incentive compatible, the associated payment rule for exchange, and optimal

liquidity provision for a monopolist LP, is developed in Chapter 4. Finally, Chapters 5 and 6 use

demand curves together with portfolio values to analyze LP losses and arbitrage profits due to stale

prices (adverse selection).

2.1 Liquidity Provision via Demand Curves

Suppose there are two assets, a risky asset and a numéraire asset.1 Each LP comes separately

to the exchange, and declares the amount of risky asset they would like to hold at each possible

price 𝑝, i.e., a non-increasing, non-negative function 𝑔𝑖 : (0,∞) → R+. We call the function 𝑔𝑖 (·)

the 𝑖th LP’s demand curve for the risky asset, because it refers to the demand of the LP for the

risky asset (i.e., we are considering the perspective of the LP). Assuming that the current price is 𝑝0,

the LP simultaneously deposits a quantity 𝑔𝑖 (𝑝0) of the risky asset in the common pool, along with

an amount of numéraire given by the Riemann–Stieltjes integral

−
∫ 𝑝0

0
𝑝 𝑑𝑔𝑖 (𝑝) . (2.1.1)

1A numéraire is simply an asset in terms of which any other’s asset’s value is computed. For example, a numéraire
could be U.S. dollars. Here, the risky asset is priced in terms of the numéraire asset.
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Note that this integral is well-defined (though possibly infinite) since 𝑔𝑖 (·) is monotonic. Moreover,

the integral is non-negative since 𝑔𝑖 (·) is non-increasing. In cases where 𝑔𝑖 (𝑝) is differentiable, the

differential takes the form 𝑑𝑔𝑖 (𝑝) = 𝑔′𝑖 (𝑝) 𝑑𝑝. As shown in Chapter 3, this deposit of numéraire

is necessary and sufficient for the exchange to be budget-balanced or solvent, i.e., the exchange

system does not extend credit.

The exchange mechanism maintains the demand curves of the LPs, along with the current price

𝑝0. Assuming that 𝑛 liquidity providers have contributed to the exchange their demand curves along

with respective payments of risky asset and numéraire, the aggregate demand curve (i.e., the total

quantity of risky asset that the exchange will hold at any given price) is given by the non-increasing

function

𝑔(𝑝) =
𝑛∑︁
𝑖=1

𝑔𝑖 (𝑝) . (2.1.2)

Addition and removal of liquidity (LP “mints” and “burns”, as they are known in practice) simply

occur through additions and removals of particular 𝑔𝑖’s to the aggregate demand curve of the

exchange. These demand curves of the LPs can arise through bonding curves of traditional CFMMs

(i.e., functions 𝑓 such that the holdings of the joint pool (𝑥, 𝑦) satisfy 𝑓 (𝑥, 𝑦) = 𝑐 for some 𝑐) but

this is not necessary; i.e., the exchange mechanisms defined by this framework strictly generalize

AMMs.

Trading. A liquidity demanding trader who wants to trade with the exchange will do so by

specifying a target (new) price 𝑝1 ≠ 𝑝0. The trader gets a quantity 𝑔(𝑝0) − 𝑔(𝑝1) of risky asset,

and pays the following amount in numéraire:

−
∫ 𝑝1

𝑝0

𝑝 𝑑𝑔(𝑝) , (2.1.3)

as determined by the aggregate liquidity of the exchange 𝑔(𝑝) of Eq. (2.1.2). As was the case for

Eq. (2.1.1), this integral is well-defined, it is non-negative if 𝑝1 ≥ 𝑝0, and non-positive if 𝑝1 ≤ 𝑝0.
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Uniswap v2 Example. To give a simple example, the particular case of a constant product market

maker (CPMM), such as Uniswap v2, arises from this mechanism as follows: restrict the set of

allowable demand curves 𝑔𝑖 that an LP may submit to the form

𝑔𝑖 (𝑝) =
𝑐𝑖√
𝑝
,

for some constant 𝑐𝑖 > 0. Then, the aggregate demand curve of the exchange will be of the form

𝑔(𝑝) =
𝑛∑︁
𝑖=1

𝑔𝑖 (𝑝) =
𝑐
√
𝑝
,

for 𝑐 =
∑𝑛
𝑖=1 𝑐𝑖 > 0. A trader who will trade with this exchange at a current price 𝑝0 with a target

price 𝑝1 (or equivalently, with a specific quantity of risky asset to be purchased, since there is a

one-to-one correspondence) will obtain a quantity 𝑔(𝑝0) − 𝑔(𝑝1) = 𝑐
(

1√
𝑝0

− 1√
𝑝1

)
of risky asset,

and pay in numéraire

−
∫ 𝑝1

𝑝0

𝑝𝑔′(𝑝) 𝑑𝑝 =

∫ 𝑝1

𝑝0

𝑐

2√𝑝 𝑑𝑝 = 𝑐
(√
𝑝1 −

√
𝑝0

)
.

Comparing this to the same expressions for an “𝑥𝑦 = 𝑘” CPMM, the trader gets exactly the same

quantity of risky asset and pays exactly the same amount of numéraire as they would in the “𝑥𝑦 = 𝑘”

CPMM, with 𝑘 = 𝑐2. Essentially, the curve 𝑔(𝑝) above is just a reparameterization of the CPMM

curve 𝑥𝑦 = 𝑘 in terms of prices (Angeris et al., 2021b) where the risky asset is available in quantity

𝑥 in the pool and the amount of numéraire is 𝑦2.

Significance of LPs’ Demand Curves. In this mechanism, we view the individual demand curves

chosen by the LPs as their ideal preferences with respect to risky asset holdings at each price in

regards to their market making activity. They are in some sense “forced” to make the market —this

is tautologically the reason that they participate in the exchange as LPs3— but exactly how they do
2In particular, 𝑥 = 𝑔(𝑝) = 𝑐/√𝑝 and 𝑦 = 𝑐

√
𝑝 at all times in the pool for the corresponding defined price 𝑝.

3Note that LPs may also hold other portfolios of the risky asset, which of course need not be restricted to be
non-increasing in the asset price, but their individual demand curves when they participate in an exchange mechanism
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𝑝min 𝑝max

𝑔𝑎 (𝑝)

𝑝 𝑝min 𝑝max

𝑔𝑏 (𝑝)

𝑝 𝑝min 𝑝max

𝑔𝑐 (𝑝)

𝑝

Figure 2.1: 𝑔 ∈ cone(G) for three typical cases: (a) CPMM, (b) LOB, (c) Uniswap v3

this is specified by the shape of their demand curves. The requirement that each 𝑔𝑖 be non-increasing

can be explained through this argument: each demand curve of any LP has to always correspond to

making the market; as the price of the risky asset increases, a market maker may only decrease their

holdings of the asset (i.e., sell the asset), because if at any given price their holdings as defined in

the exchange mechanism marginally increased (i.e., the LP would buy the risky asset at the marginal

price), then any trader would sweep such a marginal quantity as it is to their advantage.

Core High-Level Properties. Two high-level properties of this framework are that (i) arbitrage

aligns the exchange price with an external market price (price discovery), and (ii) the exchange

remains budget-balanced (i.e., solvent) under feasible operations. Detailed development is deferred

to Sections 3.2.1 and 3.2.2.

2.2 Special Cases of Demand Curves

CFMMs. CFMMs are generated by the restriction to non-negative scalar multiples of a single

basis function, i.e., G = {𝑐 · 𝑔(𝑝) : 𝑐 ≥ 0}, where 𝑔(𝑝) is one reference demand curve, out of all the

possible curves of the CFMM. The coefficient 𝑐 of this basis function can then be interpreted as the

liquidity parameter. As an example, for the CPMM, we can choose 𝑔(𝑝) = 1/√𝑝 (cf., Figure 2.1a);

the coefficient can be interpreted as
√
𝑘 for the 𝑘 in “𝑥𝑦 = 𝑘 .”

need to reflect exactly and only the activity of making the market.
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LOBs. Limit order books consist of limit orders, which are (buy or sell) orders of quantities of the

risky asset at some price. The predetermined prices at which limit orders can be specified are called

ticks. In this framework, limit orders can be represented by a set of basis functions in which each

function corresponds to a limit order at a specific tick (i.e., a step function, where the step occurs at

the tick).

Uniswap v3. Uniswap v3 (cf., Figure 2.1c) can be viewed as a hybrid of a CFMM and a LOB,

with the CPMM curve applied only within a short price interval (in between two of the pre-defined

ticks). By allowing multiple intervals, Uniswap v3 allows concentrated positions in the spirit of

LOBs, a property known as concentrated liquidity. If there are 𝑘 ticks contained in the interior of

an interval [𝑝min, 𝑝max], then there is one basis function for each price segment [𝑡𝑖, 𝑡𝑖+1] between

two successive ticks; the function is constant up until the interval, decreases as in a CPMM within

the interval, and is zero after the interval:

𝑔𝑖 (𝑝) =



1√
𝑡𝑖
− 1√

𝑡𝑖+1
, for 𝑝 ≤ 𝑡𝑖

1√
𝑝
− 1√

𝑡𝑖+1
, for 𝑡𝑖 ≤ 𝑝 ≤ 𝑡𝑖+1

0 , for 𝑝 ≥ 𝑡𝑖+1

(2.2.1)

2.3 Trading via Demand Curves and Incentive Compatibility

We now present the trader-facing side of the same framework. An AMM according to the

framework is defined by a demand curve 𝑔 : (0,∞) → R+ such that the function 𝑔(·) represents

the current demand of the market maker for the risky asset as a function of price, i.e., the amount of

risky asset that the market maker wishes to hold at each possible price, along with a payment rule

𝑦 : (0,∞) → R such that the function 𝑦(·) specifies the quantity of numéraire that a trader needs to

pay depending on the current AMM price 𝑝0 and what they declare to the AMM that their price

estimate is.
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Trading. A trader who wants to trade with the AMM has some (hidden) belief about the asset

price. The trader will come to the mechanism and specify a price bid 𝑝. Based on their bid, the

trader will get a quantity 𝑔(𝑝0) − 𝑔(𝑝) of risky asset. Finally, the AMM revises its current price

(which was previously 𝑝0) according to some update rule (developed in detail from Section 4.3

onwards). We say that the trader was allocated a quantity 𝑥(𝑝) ≜ 𝑔(𝑝0) − 𝑔(𝑝) of asset. This

interpretation makes it natural to consider the transaction with the trader as an auction with one

bidder; the trader has a price estimate (valuation) for the risky asset, will be allocated a portion of

the risky asset (provided by the market maker) based on their submitted price bid, and will need

to pay the market maker an amount 𝑦(𝑝) of numéraire for it. Notice that it may be the case that

𝑥(𝑝) < 0, which means that the trader will sell risky asset to the AMM, and the market maker will

now need to come up with the corresponding payment to the trader for it.

2.3.1 Incentive-Compatible AMMs

We will now consider that traders interacting with AMMs have utility functions that emerge

naturally from their true belief about the asset price versus what they bid to obtain a quantity of

risky asset from the AMM. In particular, a trader who has a true belief of 𝑝 for the asset’s price, and

submits a bid 𝑝 to the AMM seeks to optimize (maximize) their utility defined by

𝑢(𝑝, 𝑝) ≜ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) , (2.3.1)

because they consider that the asset’s true value to them is 𝑝 per unit, they obtain a quantity 𝑥(𝑝) of

it, and pay 𝑦(𝑝) for this trade.

Definition 2.3.1 (Incentive Compatible AMM). An AMM defined according to a demand curve

𝑔(𝑝) and a payment rule 𝑦(𝑝) is called incentive compatible (IC), if any trader whose utility follows

Eq. (2.3.1) has as an optimal strategy for interacting with the AMM to submit their true belief about

the asset price as their bid to the AMM.

Is an AMM defined by an arbitrary demand curve 𝑔(𝑝) and an arbitrary payment rule 𝑦(𝑝)
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incentive compatible? The answer is no, and the characterization of IC AMMs follows standard

results of dominant-strategy incentive-compatible (DSIC) single-parameter auctions.

Proposition 2.3.2 (Characterization of IC AMMs). An AMM defined according to a demand curve

𝑔(𝑝) can be paired with a payment rule 𝑦(𝑝) to obtain an IC AMM, if and only if 𝑔(𝑝) is a

non-increasing function.

The next question to be answered is whether arbitrary payment rules 𝑦(𝑝) are allowed to be

requested by an IC AMM. Not surprisingly, as is the case for payments defined by an allocation

rule of a DSIC mechanism, the payments need to be precisely defined by the demand curve for an

IC AMM. The below formula is familiar from Myerson’s single-parameter DSIC auction design.

Corollary 2.3.3 (Payments of traders on IC AMMs). Suppose that any trader who is allocated a

quantity 0 of risky asset pays 0 amount of numéraire to an IC AMM according to Definition 2.3.1

with a demand curve 𝑔(𝑝). The IC AMM’s payment rule 𝑦(𝑝) for a trader submitting a price bid 𝑝

needs to be exactly:

𝑦(𝑝) =
∫ 𝑝

𝑝0

𝑠 𝑑𝑥(𝑠) = −
∫ 𝑝

𝑝0

𝑝 𝑑𝑔(𝑝) . (2.3.2)

The above integrals are Riemann–Stieltjes integrals. In cases where 𝑔(𝑝) is differentiable, the

differential takes the form 𝑑𝑔(𝑝) = 𝑔′(𝑝) 𝑑𝑝.

Note that the integral that defines the payments is non-negative if 𝑝 ≥ 𝑝0, and non-positive if

𝑝 ≤ 𝑝0. This is compatible with the direction of the trade, as defined by the allocation rule and

Proposition 2.3.2, which is that 𝑥(𝑝) ≥ 0 for 𝑝 ≥ 𝑝0, and 𝑥(𝑝) ≤ 0 for 𝑝 ≤ 𝑝0.

2.4 Portfolio Value Function and Bonding Curves Reparameterization

The Pool Value Function 𝑉 (𝑃). The composition of a CFMM’s reserve pool depends only on

the risky asset’s price: at any time 𝑡, if the risky asset’s price is 𝑃𝑡 , arbitrageurs will move the pool’s

reserves to the point on the 𝑓 (𝑥, 𝑦) curve where the slope is −𝑃𝑡 . The mark-to-market value of the

pool’s reserves at any point in time, 𝑃𝑡𝑥𝑡 + 𝑦𝑡 , is thus also fully determined by the current price 𝑃𝑡 .
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A convenient way to analyze the monetary value of pool reserves at any given point in time is to

define the pool value function 𝑉 : R+ → R+, as the solution to the optimization problem:

𝑉 (𝑃) ≜ minimize
(𝑥,𝑦)∈R2

+

𝑃𝑥 + 𝑦

subject to 𝑓 (𝑥, 𝑦) = 𝐿.

(2.4.1)

The intuition behind Eq. (2.4.1) is that, at any point in time, arbitrageurs can access any point on

the invariant curve 𝑓 (𝑥, 𝑦) = 𝐿; arbitrageur profits are maximized by minimizing the value of the

pool’s reserves. Geometrically, the pool value function implicitly defines a reparameterization of

the pool state from primal coordinates (reserves) to dual coordinates (prices).

Let
(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
denote an optimal solution to Eq. (2.4.1) at price 𝑃. Under mild regularity

assumptions (made explicit in Chapter 5), the pool value function satisfies the following envelope

relationships:

Lemma 2.4.1. For all prices 𝑃 ≥ 0, the pool value function satisfies:

1. 𝑉 (𝑃) ≥ 0.

2. 𝑉 ′(𝑃) = 𝑥∗(𝑃) ≥ 0.

3. 𝑉 ′′(𝑃) = 𝑥∗′(𝑃) ≤ 0.

Part 2 of Lemma 2.4.1 establishes that the slope of the pool value function is equal to the

reserves in the risky asset. Part 3 establishes that the pool value function is concave. Note that this

concavity does not depend on the nature of the feasible set C or the bonding function 𝑓 (·). This

part also establishes that the second derivative of the pool value function is the marginal liquidity

available at the price level.

In this notation, 𝑥∗(𝑃) is what we have been calling the demand curve of the AMM. We remark

that the concavity of the pool value function along with Item 3 of Lemma 2.4.1 establish that the

demand curves of all CFMMs must be non-increasing functions of the implied pool price. This is

14



exactly the same monotonicity structure that appears in the incentive compatibility characterization

on the trader side.

Note also that the optimization problem in Eq. (2.4.1) is isomorphic to the expenditure minimiza-

tion problem from classical demand theory: under price 𝑃, a consumer minimizes total expenditures

𝑃𝑥 + 𝑦, subject to staying on the indifference curve 𝑓 (𝑥, 𝑦) = 𝐿. The envelope theorem thus gives

that the first derivative of the expenditure function is the Hicksian demand function, and the second

derivative gives the slope of Hicksian demand.
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Chapter 3: Complexity-Approximation Trade-offs in Exchange Mechanisms:

AMMs vs. LOBs

NOTE. The results of this chapter are based on joint work with Ciamac C. Moallemi and Tim
Roughgarden (Milionis et al., 2023b).

3.1 Introduction

Decentralized exchanges are now an integral part of the broader ecosystem of blockchains,

as evidenced by their ever growing volume of transactions (Kaiko, 2022). On model centralized

exchanges, the exchange of a risky asset for a numéraire is typically carried out by an exchange

mechanism known as an electronic limit order book (LOB), in which market participants specify

quantities of shares of the risky asset they would like to trade at specified prices. Trades then occur

as orders are matched in a greedy way: whenever there is overlap between bid and ask prices (i.e.,

between a buy and a sell), a trade is executed, and the matched orders are cleared from the LOB.

LOBs therefore maintain and update a list of all the currently outstanding buy and sell orders.

LOBs face two types of challenges in an decentralized environment such as the Ethereum

blockchain. First, because storage and computation in such an environment tend to be so scarce,

implementing an LOB can be prohibitively expensive. Second, LOBs are well known suffer from

liquidity problems in thin markets (markets with few buyers or sellers), for example, for “long-tail”

crypto assets.

These challenges have motivated an alternative exchange design that has become very widely

used in blockchains: automated market makers (AMMs) and, in particular, constant function market

makers (CFMMs). Uniswap (Adams et al., 2021; Adams et al., 2020) is the most well known and

widely used example of a CFMM.
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AMMs address the second challenge above by offering guaranteed liquidity, meaning at all

times there is a spot price between 0 and ∞ at which the AMM is willing to buy or sell. AMMs

like Uniswap address the first challenge by using only simple calculations and data structures. For

example, for the canonical (“𝑥𝑦 = 𝑘”) constant product market maker, the state of mechanism

can be described by two numbers (the quantities 𝑥 and 𝑦 held by the pool), and there is a simple

closed-form formula (requiring only a small number of additions, multiplications, divisions, and

square roots) for computing the quantity of the risky asset received in exchange for a specified

amount of the numéraire (as a function of 𝑥 and 𝑦).

In this chapter, we provide a general framework for describing and reasoning about exchange

mechanisms, which enables “apples-to-apples” comparisons between LOBs and AMMs on metrics

such as complexity and expressiveness. More specifically, our contributions can be delineated as

follows:

1. We provide a common framework for describing exchange mechanisms that encompasses

both CFMMs and LOBs. In our general model, liquidity providers (LPs) submit to the

exchange their preferences (in the form of what we define as demand curves for the risky

asset) along with appropriate deposits of the risky asset and numéraire (see Section 3.2 for

details).

2. We formalize the sense in which some methods of exchange are simpler than others, intro-

ducing a general notion of exchange complexity. Exchange complexity is defined by the

minimal set of basis functions that generate, through their conical hull, all of the demand

functions allowed by an exchange. We classify the complexity of all the prominent types of

exchange mechanisms (see Section 3.3 for details).

3. We characterize the fundamental trade-off between the complexity of an exchange (in a

sense that we define) and the expressibility of an exchange as measured by its ability to

approximate arbitrary preferences of the LPs (i.e., arbitrary demand curves). In particular, we

prove matching (up to constant factors) upper and lower bounds on the minimum exchange

17



complexity necessary to attain a specified approximation error (see Section 3.4 for details).

4. As a case study, we interpret the complexity-approximation trade-offs in the widely-used

Uniswap v3 AMM through the lens of our framework (see Section 3.5 for details).

3.1.1 Literature Review

The use of AMMs for decentralized exchange mechanisms was first proposed by Buterin (2016)

and Lu and Köppelmann (2017). The latter authors suggested a constant product market maker,

which was first analyzed by Angeris et al. (2019). Angeris et al. (2021a) and Angeris et al. (2021b)

define and use a reparameterization of a CFMM curve (established by Angeris and Chitra (2020))

in terms of portfolio holdings of the pool with respect to the price as a tool to replicate payoffs

and compute the pool’s value function; we use this same reparameterization for different purposes,

to define a general (i.e., not AMM-specific) framework of exchange and identify fundamental

complexity-approximation trade-offs in exchange design.

A separate line of work seeks to design specific CFMMs with good properties by identifying

good bonding functions, variations and combinations of CFMMs in a dynamic setting with a specific

focus on optimizing fees, and minimizing arbitrage and slippage (Angeris et al., 2022; Engel and

Herlihy, 2021a; Engel and Herlihy, 2021b; Port and Tiruviluamala, 2022; Wu and McTighe, 2022;

Ciampi et al., 2022; Forgy and Lau, 2021; Krishnamachari et al., 2021a; Wang and Krishnamachari,

2022; Felekis and Kristensen, 2022; Jensen et al., 2021). While fees could be easily integrated into

our model, they have no bearing on complexity-approximation trade-offs and thus we generally

ignore them in this chapter for simplicity.

Some previous papers propose generalizations of CFMMs to somewhat wider classes of ex-

changes (Bichuch and Feinstein, 2022; Xu et al., 2021) without considering LOBs.

CFMMs and LOBs have been compared before (in ways orthogonal to the questions studied

here) (Barbon and Ranaldo, 2021; Lehar and Parlour, 2025; Capponi and Jia, 2021). Most of these

works either compare the observed liquidities and the price efficiency of these mechanisms (Lehar

and Parlour, 2025; Capponi and Jia, 2021) or study the same through the lens of arbitrage bounds
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(Barbon and Ranaldo, 2021). Young (2020) argues that AMMs can be interpreted as “smooth order

books” and notes a type of non-uniform converse (with each possible state of a smooth order book

represented using a different AMM). Chitra et al. (2021) compare CFMMs and LOBs in terms of

the number of arbitrage transactions necessary to recover from a liveness attack on the underlying

blockchain.

Another line of work analyzes competition between CFMMs and LOBs and the consequent

liquidity properties of both at equilibrium (Aoyagi, 2020; Aoyagi and Ito, 2021; Capponi and Jia,

2021). Goyal et al. (2022a) consider the computational complexity of computing such equilibria.

There is a large literature on the market microstructure of limit order books; see the textbook

by O’Hara (2011) and references therein. There are some examples of on-chain LOBs on high-

throughput blockchains (Shuttleworth, 2022; Moosavi and Clark, 2021).

Finally, Adams et al. (2021) suggest that Uniswap v3’s key feature is that “LPs can approximate

any desired distribution of liquidity on the price space,” with empirical backing provided by Huynh

(2022); one application of our work is to put this intuition on sound mathematical footing. There is

also work on Uniswap v3 from the LP perspective, such as how beliefs about future prices should

guide the choice of an LP’s demand curve (Fan et al., 2022; Yin and Ren, 2021; Neuder et al., 2021).

3.2 Model

3.2.1 Model Primitives

We begin by describing our framework for exchange design. While this chapter uses this

framework specifically to study fundamental complexity-approximation trade-offs in exchange

mechanisms, we believe it can serve also as a starting point for many future investigations.

Suppose there are two assets, a risky asset and a numéraire asset. Each LP comes separately

to the exchange, and declares the amount of risky asset they would like to hold at each possible

price 𝑝, i.e., a non-increasing, non-negative function 𝑔𝑖 : (0,∞) → R+. We call the function 𝑔𝑖 (·)

the 𝑖th LP’s demand curve for the risky asset, because it refers to the demand of the LP for the

risky asset (i.e., we are considering the perspective of the LP). Assuming that the current price is 𝑝0,
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the LP simultaneously deposits a quantity 𝑔𝑖 (𝑝0) of the risky asset in the common pool, along with

an amount of numéraire given by the Riemann–Stieltjes integral

−
∫ 𝑝0

0
𝑝 𝑑𝑔𝑖 (𝑝) . (3.2.1)

Note that this integral is well-defined (though possibly infinite) since 𝑔𝑖 (·) is monotonic. Moreover,

the integral is non-negative since 𝑔𝑖 (·) is non-increasing. In cases where 𝑔𝑖 (𝑝) is differentiable, the

differential takes the form 𝑑𝑔𝑖 (𝑝) = 𝑔′
𝑖
(𝑝) 𝑑𝑝. We will show later that this deposit of numéraire

is necessary and sufficient for the exchange to be budget-balanced or solvent, i.e., the exchange

system does not extend credit.

The exchange mechanism maintains the demand curves of the LPs, along with the current price

𝑝0. Assuming that 𝑛 liquidity providers have contributed to the exchange their demand curves along

with respective payments of risky asset and numéraire, the aggregate demand curve (i.e., the total

quantity of risky asset that the exchange will hold at any given price) is given by the non-increasing

function

𝑔(𝑝) =
𝑛∑︁
𝑖=1

𝑔𝑖 (𝑝) . (3.2.2)

Addition and removal of liquidity (LP “mints” and “burns”, as they are known in practice) simply

occur through additions and removals of particular 𝑔𝑖’s to the aggregate demand curve of the

exchange. These demand curves of the LPs can arise through bonding curves of traditional CFMMs

(i.e., functions 𝑓 such that the holdings of the joint pool (𝑥, 𝑦) satisfy 𝑓 (𝑥, 𝑦) = 𝑐 for some 𝑐) but

this is not necessary; i.e., the exchange mechanisms defined by our framework strictly generalize

AMMs.

Trading. A liquidity demanding trader who wants to trade with the exchange will do so by

specifying a target (new) price 𝑝1 ≠ 𝑝0. The trader gets a quantity 𝑔(𝑝0) − 𝑔(𝑝1) of risky asset,
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and pays the following amount in numéraire:

−
∫ 𝑝1

𝑝0

𝑝 𝑑𝑔(𝑝) , (3.2.3)

as determined by the aggregate liquidity of the exchange 𝑔(𝑝) of Eq. (3.2.2). As was the case for

Eq. (3.2.1), this integral is well-defined, it is non-negative if 𝑝1 ≥ 𝑝0, and non-positive if 𝑝1 ≤ 𝑝0.

Uniswap v2 Example. To give a simple example, the particular case of a constant product market

maker (CPMM), such as Uniswap v2, arises from our mechanism as follows: restrict the set of

allowable demand curves 𝑔𝑖 that an LP may submit to the form

𝑔𝑖 (𝑝) =
𝑐𝑖√
𝑝
,

for some constant 𝑐𝑖 > 0. Then, the aggregate demand curve of the exchange will be of the form

𝑔(𝑝) =
𝑛∑︁
𝑖=1

𝑔𝑖 (𝑝) =
𝑐
√
𝑝
,

for 𝑐 =
∑𝑛
𝑖=1 𝑐𝑖 > 0. A trader who will trade with this exchange at a current price 𝑝0 with a target

price 𝑝1 (or equivalently, with a specific quantity of risky asset to be purchased, since there a

one-to-one correspondence) will obtain a quantity 𝑔(𝑝0) − 𝑔(𝑝1) = 𝑐
(

1√
𝑝0

− 1√
𝑝1

)
of risky asset,

and pay in numéraire

−
∫ 𝑝1

𝑝0

𝑝𝑔′(𝑝) 𝑑𝑝 =

∫ 𝑝1

𝑝0

𝑐

2√𝑝 𝑑𝑝 = 𝑐
(√
𝑝1 −

√
𝑝0

)
.

Comparing this to the same expressions for an “𝑥𝑦 = 𝑘” CPMM, the trader gets exactly the same

quantity of risky asset and pays exactly the same amount of numéraire as they would in the “𝑥𝑦 = 𝑘”

CPMM, with 𝑘 = 𝑐2. Essentially, the curve 𝑔(𝑝) above is just a reparameterization of the CPMM

curve 𝑥𝑦 = 𝑘 in terms of prices (Angeris et al., 2021b) where the risky asset is available in quantity

21



𝑥 in the pool and the amount of numéraire is 𝑦1.

Significance of LPs’ Demand Curves. In this mechanism, we view the individual demand curves

chosen by the LPs as their ideal preferences with respect to risky asset holdings at each price in

regards to their market making activity. They are in some sense “forced” to make the market —this

is tautologically the reason that they participate in the exchange as LPs2— but exactly how they do

this is specified by the shape of their demand curves. The requirement that each 𝑔𝑖 be non-increasing

can be explained through this argument: each demand curve of any LP has to always correspond to

making the market; as the price of the risky asset increases, a market maker may only decrease their

holdings of the asset (i.e., sell the asset), because if at any given price their holdings as defined in

the exchange mechanism marginally increased (i.e., the LP would buy the risky asset at the marginal

price), then any trader would sweep such a marginal quantity as it is to their advantage.

3.2.2 Price Discovery and Budget Balance

In the previous section, we defined a framework for an exchange mechanism. In order for

an exchange to be reasonable, two properties would be necessary: (1) price discovery should

occur, i.e., given an outside market with a fixed external market price, the exchange’s price should

eventually become identical to the market price; and (2) the exchange should at no point in time

become insolvent, i.e., any feasible trade should always keep the amount of numéraire non-negative.

(Because demand curves are non-negative, the amount of the risky asset is automatically non-

negative.) Equivalently, the second property is broadly known in financial markets as a “no credit”

requirement, i.e., that the exchange does not incorporate the ability of LPs to take credit. In the

remainder of the section, we formalize and prove these properties for our model.

Proposition 3.2.1 (Price discovery). If there exists an outside market with fixed external market

price 𝑝 of the risky asset with respect to the numéraire, then external market participants (arbi-

1In particular, 𝑥 = 𝑔(𝑝) = 𝑐/√𝑝 and 𝑦 = 𝑐
√
𝑝 at all times in the pool for the corresponding defined price 𝑝.

2Note that LPs may also hold other portfolios of the risky asset, which of course need not be restricted to be
non-increasing in the asset price, but their individual demand curves when they participating in an exchange mechanism
need to reflect exactly and only the activity of making the market.
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trageurs) always have financial incentive to trade with an exchange defined as per the framework of

Section 3.2.1 until the price of such exchange becomes equal to the external market price.

Proposition 3.2.2 (Budget balance). An exchange defined as in the framework of Section 3.2.1 is

budget-balanced or solvent, i.e., the amount of numéraire that the joint pool contains at all times

(with any sequence of feasible trades, or liquidity additions/removals) is non-negative.

We defer the full proofs of these two propositions to Section 3.7.

3.3 Exchange Description Complexity & Examples

Our general model in Section 3.2.1 allows LPs to submit arbitrary downward-sloping demand

curves. Such arbitrary continuous curves are not generally representable in a finite amount of space,

so practical considerations suggest restricting the space of demand curves that LPs are allowed to

submit. We will say that an exchange mechanism is a restriction of the general exchange framework

of Section 3.2.1 in which each LP demand curve is required to belong to a set of allowable demand

curves, i.e., 𝑔𝑖 ∈ G for some class G of non-increasing, non-negative functions over the positive

reals. An exchange mechanism, then, is defined by the choice of class G.

Towards defining a measure of exchange complexity, we will be interested in succinct ways of

representing all the demand functions 𝑔 in a class G. Specifically, given an arbitrary such class G,

we can consider its conical hull. This is the smallest convex cone that contains3 G or, equivalently,

the closure of G under finite non-negative linear combinations:

cone(G) =
{

𝑘∑︁
𝑖=1

𝑐𝑖𝑔𝑖 (𝑝) : 𝑔𝑖 (𝑝) ∈ G, 𝑐𝑖 ≥ 0, 𝑘 ∈ N

}
.

In our context, non-negative linear combinations can be interpreted as aggregations of multiple LP

positions.

A basis of a cone is a minimum-cardinality set of elements that generates the cone, meaning a

3This definition makes sense because the intersection of convex cones is again a convex cone; see, e.g., Rockafellar
(1996) for further background.
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𝑝min 𝑝max

𝑔𝑎 (𝑝)

𝑝 𝑝min 𝑝max

𝑔𝑏 (𝑝)

𝑝 𝑝min 𝑝max

𝑔𝑐 (𝑝)

𝑝

Figure 3.1: 𝑔 ∈ cone(G) for three typical cases: (a) CPMM, (b) LOB, (c) Uniswap v3

set S such that cone(S) = cone(G). We then define the exchange complexity of an exchange (i.e.,

a choice G of allowable demand functions) as the cardinality of a basis for cone(G).4 By definition,

if a set G of demand functions has exchange complexity 𝑘 , every function of G can be represented

by a 𝑘-tuple of non-negative real numbers (one coefficient for each of the basis functions).5

Our measure of exchange complexity is, by design, well defined for an arbitrary collection G

of allowable demand functions. In all the real-world examples that we are aware of, this set G

is already closed under non-negative linear combinations (i.e., is a cone). In this case, exchange

complexity effectively counts an exchange’s “primitive” LP positions from which all possible

aggregations of LP positions can be derived.

This definition of exchange complexity allows us to formalize the intuition that some exchanges

are easier to represent than others (e.g., that CFMMs are simpler than LOBs). Next, we evaluate the

exchange complexity of all of the most popular types of exchanges used to trade crypto assets.

CFMMs. CFMMs are generated by the restriction to non-negative scalar multiples of a single

basis function, i.e., G = {𝑐 · 𝑔(𝑝) : 𝑐 ≥ 0}, where 𝑔(𝑝) is one reference demand curve, out of all the

possible curves of the CFMM. The coefficient 𝑐 of this basis function can then be interpreted as the

liquidity parameter. As an example, for the CPMM, we can choose 𝑔(𝑝) = 1/√𝑝 (cf., Figure 3.1a);

4While our formalism in principle accommodates exchanges with infinite exchange complexity, any practical
exchange needs to be defined by a finite basis on any compact (sub-)domain. Additionally, our results only make use of
exchanges that have a finitely generated conic closure to approximate any demand curve within a finite approximation
error under reasonable assumptions about the error metrics.

5The focus of this work is on information-theoretic complexity – approximation trade-offs, and we do not explicitly
model computation. However, our positive results only make use of mechanisms for which computation with basis
functions is straightforward.
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the coefficient can be interpreted as
√
𝑘 for the 𝑘 in “𝑥𝑦 = 𝑘 .” In general, irrespective of the bonding

curve, the exchange complexity of a CFMM is 1. Under standard assumptions (e.g., as in Angeris

et al. (2021a)) on a CFMM’s bonding curve 𝑓 , the corresponding basis function 𝑔 can be derived

from 𝑓 in a mechanical way, through optimization.

LOBs. Limit order books consist of limit orders, which are (buy or sell) orders of quantities of

the risky asset at some price. The predetermined prices at which limit orders can be specified are

called ticks. In our framework, limit orders can be represented by a set of basis functions in which

each function corresponds to a limit order at a specific tick (i.e., a step function, where the step

occurs at the tick). According to our definition of exchange complexity above, then, the exchange

complexity of a limit order book (cf., Figure 3.1b) with 𝑘 ticks is 𝑘 . If we restrict our attention to a

price range [𝑝min, 𝑝max] with ticks 𝑝min, 𝑝min + 𝜖 , 𝑝min + 2𝜖 , . . . , 𝑝max, the exchange complexity of

such a LOB would be (𝑝max − 𝑝min)/𝜖 .

There is a superficial difference in convention between traditional LOBs and our model of them

in the preceding paragraph, concerning the default action after a trade that crosses the price of a

limit order. In an LOB, the matching limit order would be automatically removed from the order

book, whereas in our framework here the corresponding LP would, in effect, automatically place a

new limit order in the opposite direction at the same price. In other words, a LOB basis function is

equivalent to both a limit buy and a limit sell at the tick price, and which one takes effect depends

on the current price 𝑝0 and the trade to be executed. Because limit orders can be easily added to or

removed from traditional LOBs, and because our model accommodates LP mints and burns, there is

no material difference between the two viewpoints.

Uniswap v3. Uniswap v3 (cf., Figure 3.1c) can be viewed as a hybrid of a CFMM and a LOB,

with the CPMM curve applied only within a short price interval (in between two of the pre-defined

ticks). By allowing multiple intervals, Uniswap v3 allows concentrated positions in the spirit of

LOBs, a property known as concentrated liquidity. If there are 𝑘 ticks contained in the interior of

an interval [𝑝min, 𝑝max], then Uniswap v3’s complexity on this interval is 𝑘 . (There is one basis
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function for each price segment [𝑡𝑖, 𝑡𝑖+1] between two successive ticks; the function is constant up

until the interval, decreases as in a CPMM within the interval, and is zero after the interval, as in

Eq. (3.3.1)).

𝑔𝑖 (𝑝) =



1√
𝑡𝑖
− 1√

𝑡𝑖+1
, for 𝑝 ≤ 𝑡𝑖

1√
𝑝
− 1√

𝑡𝑖+1
, for 𝑡𝑖 ≤ 𝑝 ≤ 𝑡𝑖+1

0 , for 𝑝 ≥ 𝑡𝑖+1

(3.3.1)

Thus, the exchange complexity of both LOBs and Uniswap v3 is controlled by the number of

ticks (independent of the spacing between them). In practice, ticks are sparser in Uniswap v3 than

in a traditional LOB, and the former accordingly has lower exchange complexity than the latter.

For an example calculation, if the ticks in Uniswap v3 are assumed to be of the form 1.0001𝑖, and

𝑝min = 1.0001𝑠, 𝑝max = 1.0001𝑠+𝑡 , then Uniswap v3’s complexity in the price interval [𝑝min, 𝑝max]

is

𝑡 =
log(𝑝max/𝑝min)

log 1.0001
≈ 10000.5 log(𝑝max/𝑝min) .

We note that range orders in Uniswap v3 correspond to sums of single-interval positions (with one

position per interval in the range) and are therefore automatically included in the cone generated by

the basis functions defined above.

3.4 Complexity – Approximation Trade-offs

3.4.1 Notions of Approximation

Having defined the complexity of an exchange mechanism, we turn to defining the expressiveness

of such a mechanism and proving fundamental trade-offs between complexity and expressiveness.

Informally, we will measure the expressiveness of an exchange mechanism via the extent to which

its allowable demand curves (i.e., the functions in the class G) can represent arbitrary LP preferences

(i.e., an arbitrary demand curve).

Precisely, denote by F the class of all non-increasing functions 𝑓 : [𝑝min, 𝑝max] → [ 𝑓min, 𝑓max].

This is the most general class of bounded demand curves according to our framework. Any arbitrary
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(bounded) preference of an LP will be some specific non-increasing function 𝑓 ∈ F .6 We next

define the extent to which some allowable demand curve 𝑔 ∈ G (with the same domain and range)

approximates 𝑓 . (In this section we use 𝑔 rather than 𝑔𝑖 to denote an arbitrary function of G.)7

First, we introduce the weighted ℓ𝑝 norm in the function space as a distance metric; without loss

of generality, assume we have a normalized (and integrable) weight function 𝑤 : [𝑝min, 𝑝max] → R+

such that
∫ 𝑝max

𝑝min
𝑤(𝑝) 𝑑𝑝 = 1. Then, the weighted ℓ𝑝 distance of two functions 𝑓 , 𝑔 ∈ F is

𝑑 ( 𝑓 , 𝑔) =
(∫ 𝑝max

𝑝min

𝑤(𝑠) | 𝑓 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠
)1/𝑝

.

The weight function 𝑤 can be interpreted as a measure on the price space, for example reflecting

a belief (by an LP, the AMM designer, or the community) that some prices may be more relevant

than others. On a first read, we encourage the reader to take 𝑤 to be the constant function

𝑤(𝑠) = 1/(𝑝max − 𝑝min) for all 𝑠 ∈ [𝑝min, 𝑝max].

Given this definition, we define the approximation error of the exchange defined by G as

the worst-case (over arbitrary LP preferences/demand curves 𝑓 ∈ F ) distance from the best-case

approximation (over allowable functions 𝑔 ∈ cone(G)) of 𝑓 , as above:

err(G) = sup
𝑓 ∈F

{
inf

𝑔∈cone(G)
𝑑 ( 𝑓 , 𝑔)

}
. (3.4.1)

3.4.2 Upper and Lower Bounds

From the AMM designer’s perspective, an “optimal” AMM would enable LPs to have their

preferences expressed closely; a bit more formally, the worst-case approximation error through

6Note that in what follows 𝑓 is a demand curve, as defined in Section 3.2.1, and not a bonding curve of a CFMM.
7The restricting to a bounded domain and range is convenient but can be relaxed considerably. The fundamental issue

is that, to meaningfully speak about function approximations and avoid infinite distances between distinct functions,
we need to impose constraints on allowable demand functions and/or the choice of distance function and underlying
measure (on prices). Functions with bounded domain and range are convenient because they are integrable no matter
what the distance notion and measure. Our results can be generalized by considering combinations of demand function
classes and classes of measures for which the same integrability properties are guaranteed.

Additionally, it will be apparent from our lower bound (Theorem 3.4.2) that, if the family of functions F was
not bounded by some finite bound 𝑓max < ∞, there would be no finite approximation error guarantee with any finite
complexity (under any natural notion of approximation error).
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the AMM for arbitrary LP demand curves should be low, and intuitively should decrease with the

complexity of the exchange mechanism: the higher exchange complexity should result in a payoff of

lower worst-case approximation error. The results below characterize this trade-off, by identifying

the best-possible worst-case approximation error as a function of the exchange complexity. For

example, for the special case in which the approximation metric between two functions is the

(unweighted) ℓ1 distance, an exchange complexity (equivalently, number of basis functions) of

Θ(1/𝜖) is necessary and sufficient to achieve an 𝜖 worst-case approximation error.

Our upper bound argument also implies the (intuitive but previously unformalized) fact that limit

order books at appropriately defined price ticks attain the optimal approximation error guarantee for

a given level of exchange complexity (up to a factor of 2). In other words, when computation and

storage are not first-order constraints, LOBs are nearly optimally expressive exchange mechanisms.

Theorem 3.4.1 (Upper bound). For every 𝜖 > 0, there exists a limit order book (LOB) exchange

mechanism G with exchange complexity 𝑘 = O(1/𝜖 𝑝) that attains ℓ𝑝 approximation error

err(G) ≤ 𝜖 · 𝑓max − 𝑓min

2
.

Theorem 3.4.2 (Lower bound). For every 𝜖 > 0, every exchange mechanism G with exchange

complexity O(1/𝜖 𝑝) suffers ℓ𝑝 approximation error

err(G) ≥ 𝜖 · Ω( 𝑓max − 𝑓min) .

For the detailed proofs of Theorems 3.4.1 and 3.4.2 we refer to Sections 3.6.1 and 3.6.2

respectively.

3.5 Uniswap v3

Next, we answer the question: to what extent do various formats in practice come close to this

complexity – approximation trade-off? Historically, constant product market makers (CPMMs)
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were first built for gas efficiency purposes (Adams et al., 2020), but when it was realized that this

came often at the expense of capital efficiency, the proposal of Uniswap v3 came around (Adams

et al., 2021), which trades like a CPMM curve inside tight intervals at a pre-defined tick spacing,

which are otherwise independent. In this section, we consider Uniswap v3, which is at the time

of writing a widely used AMM, as an enlightening example to showcase how our theory can be

applied to formally prove approximation guarantees for AMMs employed in practice.

More specifically, we can prove that —under a particular assumption of the returns distribution

with maximum entropy, i.e., a uniform prior in the returns space— a variation of Uniswap v3 with

variable tick spacing 𝛿 achieves an approximation error that matches (up to a constant multiplicative

factor) the lower bound in Theorem 3.4.2. The precise formulation follows.

Theorem 3.5.1. For every 𝜖 > 0 and every 𝑝 ≥ 1, there exists a Uniswap v3-like exchange

mechanism G with 𝑛 = O(1/𝜖 𝑝) ticks at prices 𝑝min(1+ 𝛿)𝑖 for 𝑖 ∈ {0, 1, . . . , 𝑛} where log(1+ 𝛿) =

𝜖 𝑝 log(𝑝max/𝑝min), that attains approximation error according to Eq. (3.4.1) with a normalized

weight function 𝑤(𝑝) which assigns measure at most O(1/𝑛) to each of the intervals defined by

these ticks, of

err(G) ≤ O(𝜖 · ( 𝑓max − 𝑓min)) .

The detailed proof of Theorem 3.5.1 is relegated to Section 3.6.3.

3.6 Proofs

3.6.1 Proof of Theorem 3.4.1

Let 𝜖 > 0, and a normalized weight function 𝑤 : [𝑝min, 𝑝max] → R+ such that
∫ 𝑝max

𝑝min
𝑤(𝑝) 𝑑𝑝 =

1. Then, since 𝑤(𝑝) ≥ 0 ∀𝑝 ∈ [𝑝min, 𝑝max], split the interval [𝑝min, 𝑝max] into 𝑛 = 1/𝜖 𝑝 equal

measure (according to the weight function) sub-intervals [𝑡𝑖, 𝑡𝑖+1], ∀𝑖 ∈ {1, 2, . . . , 𝑛}, i.e., such that∫ 𝑡𝑖+1
𝑡𝑖

𝑤(𝑝)𝑑𝑝 = 1
𝑛
. Define the limit order book (LOB) exchange mechanism G = cone(G) as the

conical hull of the following set of basis functions: each basis function represents a limit order at

each price point 𝑡𝑖 above, i.e., the basis function is a unit step function dropping from 1 to 0 at price
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𝑡𝑖. The exchange complexity of this G is therefore 1/𝜖 𝑝.

Consider any 𝑓 ∈ F , and define the following 𝑔 𝑓 ∈ cone(G) that will “approximate” this 𝑓 :

∀𝑝 ∈ (𝑡𝑖, 𝑡𝑖+1), 𝑔 𝑓 (𝑝) =
𝑓 (𝑡𝑖) + 𝑓 (𝑡𝑖+1)

2
. (3.6.1)

It is true that this 𝑔 𝑓 ∈ cone(G), because 𝑔 𝑓 is piecewise constant, with function value drops

occurring only at the prices 𝑡𝑖 (see Figure 3.1b for an example representation).

We have that

∀𝑝 ∈ (𝑡𝑖, 𝑡𝑖+1), | 𝑓 (𝑝) − 𝑔 𝑓 (𝑝) | ≤
𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1)

2
,

since 𝑓 is non-increasing, and by the definition of 𝑔 𝑓 in Eq. (3.6.1).

Hence, we obtain the desired result:

err(G) = sup
𝑓 ∈F

{
inf

𝑔∈cone(G)
𝑑 ( 𝑓 , 𝑔)

}
≤ sup

𝑓 ∈F

(
𝑛∑︁
𝑖=1

∫ 𝑡𝑖+1

𝑡𝑖

𝑤(𝑠)
�� 𝑓 (𝑠) − 𝑔 𝑓 (𝑠)��𝑝 𝑑𝑠)1/𝑝

≤ sup
𝑓 ∈F

(
𝑛∑︁
𝑖=1

∫ 𝑡𝑖+1

𝑡𝑖

𝑤(𝑠)
(
𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1)

2

) 𝑝
𝑑𝑠

)1/𝑝

=
1

2𝑛1/𝑝 sup
𝑓 ∈F

(
𝑛∑︁
𝑖=1

[ 𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1)] 𝑝
)1/𝑝

≤ 1
2𝑛1/𝑝 sup

𝑓 ∈F

𝑛∑︁
𝑖=1

[ 𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1)]

≤ 𝜖 · 𝑓max − 𝑓min

2
,

where the second-to-last inequality follows from the inequality between ℓ1 and ℓ𝑝 norms in the

function space.

3.6.2 Proof of Theorem 3.4.2

Let 𝜖 > 0, and a normalized weight function 𝑤 : [𝑝min, 𝑝max] → R+ such that
∫ 𝑝max

𝑝min
𝑤(𝑝) 𝑑𝑝 =

1. Similarly to the upper bound, but with double the amount of intervals, split the interval

[𝑝min, 𝑝max] into 2(𝑛 + 2) (where 𝑛 = 1/𝜖 𝑝) equal measure (according to the weight function)
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sub-intervals [𝑡𝑖, 𝑡𝑖+1], ∀𝑖 ∈ {1, 2, . . . , 2𝑛 + 4}, i.e., such that
∫ 𝑡𝑖+1
𝑡𝑖

𝑤(𝑝)𝑑𝑝 = 1
2(𝑛+2) . Now, con-

sider any exchange mechanism G with exchange complexity ≤ 1
𝜖 𝑝

− 1, i.e., such that cone(G)

is generated by ≤ 1
𝜖 𝑝

− 1 basis functions; suppose without loss of generality that these are

𝑔1, 𝑔2, . . . , 𝑔𝑛−1 ∈ cone(G).

Lemma 3.6.1. For every basis function 𝑔𝑖 (where 𝑖 ∈ {1, 2, . . . , 𝑛 − 1} as above), there exists at

most one interval of the form [𝑡2𝑙+1, 𝑡2𝑙+3] for some 𝑙 ∈ {1, . . . , 𝑛} (where 𝑡’s are defined as in the

above paragraph) such that

𝑔𝑖 (𝑡2𝑙+1) − 𝑔𝑖 (𝑡2𝑙+3) >
𝑔𝑖 (𝑡3) − 𝑔𝑖 (𝑡2𝑛+3)

2
.

Proof. Let 𝑔𝑖 be any basis function. Assume that the lemma’s hypothesis is not true, i.e., there exist

at least two intervals [𝑡2𝑙+1, 𝑡2𝑙+3] and [𝑡2𝑚+1, 𝑡2𝑚+3] for some 𝑙, 𝑚 such that the lemma’s equation

holds for each of these intervals. But since 𝑔𝑖 is non-increasing, this would necessitate that

𝑔𝑖 (𝑡3) − 𝑔𝑖 (𝑡2𝑛+3) ≥
[
𝑔𝑖 (𝑡2𝑙+1) − 𝑔𝑖 (𝑡2𝑙+3)

]
+

[
𝑔𝑖 (𝑡2𝑚+1) − 𝑔𝑖 (𝑡2𝑚+3)

]
> 𝑔𝑖 (𝑡3) − 𝑔𝑖 (𝑡2𝑛+3) ,

which completes the proof by contradiction. □

From Lemma 3.6.1 and the pigeonhole principle (there exist 𝑛 odd-indexed intervals of the form

[𝑡2𝑙+1, 𝑡2𝑙+3] for some 𝑙 ∈ {1, . . . , 𝑛}, but only 𝑛 − 1 basis functions), we get that there exist at least

one interval of the form [𝑡2𝑙+1, 𝑡2𝑙+3] (for some 𝑙 ∈ {1, . . . , 𝑛}) such that for all 𝑖 ∈ {1, 2, . . . , 𝑛− 1},

𝑔𝑖 (𝑡2𝑙+1) − 𝑔𝑖 (𝑡2𝑙+3) ≤
𝑔𝑖 (𝑡3) − 𝑔𝑖 (𝑡2𝑛+3)

2
,

and because cone(G) is finitely generated, it holds that for all 𝑔 ∈ cone(G),

𝑔(𝑡2𝑙+1) − 𝑔(𝑡2𝑙+3) ≤
𝑔(𝑡3) − 𝑔(𝑡2𝑛+3)

2
. (3.6.2)
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Note that the interval is not the leftmost [𝑡1, 𝑡3] or the rightmost [𝑡2𝑛+3, 𝑡2𝑛+5] interval.

Consider the following specific 𝑓𝑎 ∈ F :

𝑓𝑎 (𝑝) =


𝑓max , for 𝑝min ≤ 𝑝 < 𝑡2𝑙+2

𝑓min , for 𝑡2𝑙+2 ≤ 𝑝 ≤ 𝑝max

.

Consider any 𝑔 ∈ cone(G). We distinguish a few cases for the extreme values of 𝑔 outside of

the outermost odd-indexed intervals, i.e., 𝑔(𝑡3) and 𝑔(𝑡2𝑛+3):

• If 𝑔(𝑡3) ≥ 𝑓max + 𝑓max− 𝑓min
4 , then

∫ 𝑡3

𝑡1

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠 ≥
( 𝑓max − 𝑓min)𝑝
(𝑛 + 2) · 4𝑝

.

• If 𝑔(𝑡2𝑛+3) ≤ 𝑓min − 𝑓max− 𝑓min
4 , then

∫ 𝑡2𝑛+5

𝑡2𝑛+3

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠 ≥
( 𝑓max − 𝑓min)𝑝
(𝑛 + 2) · 4𝑝

.

• Otherwise, we have that 𝑔(𝑡3) − 𝑔(𝑡2𝑛+3) < 3
2 ( 𝑓max − 𝑓min). We now distinguish 3 sub-cases:

– If 𝑔(𝑡2𝑙+1) ≥ 𝑓max, then 𝑔(𝑡2𝑙+2) ≥ 𝑔(𝑡2𝑙+3) ≥ 𝑓max+3 𝑓min
4 by Eq. (3.6.2), thus

∫ 𝑡2𝑙+3

𝑡2𝑙+2

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠 ≥
( 𝑓max − 𝑓min)𝑝
(𝑛 + 2) · 21+2𝑝 .

– If 𝑔(𝑡2𝑙+3) ≤ 𝑓min, then 𝑔(𝑡2𝑙+2) ≤ 𝑔(𝑡2𝑙+1) ≤ 3 𝑓max+ 𝑓min
4 by Eq. (3.6.2), thus

∫ 𝑡2𝑙+2

𝑡2𝑙+1

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠 ≥
( 𝑓max − 𝑓min)𝑝
(𝑛 + 2) · 21+2𝑝 .

– Otherwise, for some 𝛿1, 𝛿2 > 0 we have that 𝑓min < 𝑓min + 𝛿2 = 𝑔(𝑡2𝑙+3) ≤ 𝑔(𝑡2𝑙+1) =
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𝑓max − 𝛿1 < 𝑓max; then by Eq. (3.6.2) we get 𝛿1 + 𝛿2 ≥ 𝑓max− 𝑓min
4 , therefore

∫ 𝑡2𝑙+3

𝑡2𝑙+1

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠 ≥
𝛿
𝑝

1 + 𝛿𝑝2
2(𝑛 + 2) ≥ (𝛿1 + 𝛿2)𝑝

(𝑛 + 2) · 2𝑝
≥ ( 𝑓max − 𝑓min)𝑝

(𝑛 + 2) · 8𝑝
,

where the second-to-last inequality follows from Hölder’s inequality.

Hence, we obtain the desired result:

err(G) = sup
𝑓 ∈F

{
inf

𝑔∈cone(G)
𝑑 ( 𝑓 , 𝑔)

}
≥ inf
𝑔∈cone(G)

(∫ 𝑝max

𝑝min

𝑤(𝑠) | 𝑓𝑎 (𝑠) − 𝑔(𝑠) |𝑝 𝑑𝑠
)1/𝑝

≥ 𝜖 · Ω( 𝑓max − 𝑓min) .

3.6.3 Proof of Theorem 3.5.1

Let 𝜖 > 0, and consider ticks 𝑡𝑖 = 𝑝min(1 + 𝛿)𝑖 for 𝑖 ∈ {0, 1, . . . , 𝑛} where log(1 + 𝛿) =

𝜖 𝑝 log(𝑝max/𝑝min), and 𝑛 = log(𝑝max/𝑝min)/log(1 + 𝛿), so that 𝑡0 = 𝑝min and 𝑡𝑛 = 𝑝max. Consider

the normalized weight function 𝑤 : [𝑝min, 𝑝max] → R+ such that
∫ 𝑝max

𝑝min
𝑤(𝑝) 𝑑𝑝 = 1, with the

property that for some constant 𝐶 > 0, ∀𝑖 ∈ {0, 1, . . . , 𝑛 − 1},
∫ 𝑡𝑖+1
𝑡𝑖

𝑤(𝑝) 𝑑𝑝 ≤ 𝐶 𝑝

𝑛
. Our Uniswap

v3-like exchange mechanism G = cone(G) is described with the following 𝑛 + 1 basis functions:

one basis function for each of the intervals [𝑡𝑖, 𝑡𝑖+1] for 𝑖 ∈ {0, 1, . . . , 𝑛 − 1} defined by

𝑔𝑖 (𝑝) =



1√
𝑡𝑖
− 1√

𝑡𝑖+1
, for 𝑝min ≤ 𝑝 ≤ 𝑡𝑖

1√
𝑝
− 1√

𝑡𝑖+1
, for 𝑡𝑖 ≤ 𝑝 ≤ 𝑡𝑖+1

0 , for 𝑡𝑖+1 ≤ 𝑝 ≤ 𝑝max

,

along with the additional basis function 𝑔𝑛 (𝑝) that is everywhere 18.

8Note that this additional basis function is always necessary whenever 𝑓min ≠ 0 to obtain an arbitrarily good
approximation of any curve, due to the construction of the Uniswap curves to end at exactly 0 at the end of each interval.
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Consider any 𝑓 ∈ F , and define the following 𝑔 𝑓 ∈ cone(G) that will “approximate” this 𝑓 :

𝑔 𝑓 (𝑝) = 𝑓 (𝑝max)𝑔𝑛 (𝑝) +
𝑛−1∑︁
𝑖=0

𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1)
1√
𝑡𝑖
− 1√

𝑡𝑖+1

𝑔𝑖 (𝑝) .

Then, it holds that

∀𝑝 ∈ (𝑡𝑖, 𝑡𝑖+1), | 𝑓 (𝑝) − 𝑔 𝑓 (𝑝) | ≤ 𝑓 (𝑡𝑖) − 𝑓 (𝑡𝑖+1) .

Hence, we obtain the stated result by a similar argument to that of Section 3.6.1.

3.7 Deferred Proofs of Section 3.2.2

Price discovery. Assume that the current price of the exchange is 𝑝0 ≠ 𝑝. Suppose that an external

market participant comes to the exchange and is willing to trade to some price 𝑝1, and then uses

the external market to trade back. We prove that the maximum profits will be obtained at 𝑝1 = 𝑝;

therefore, if the trader does not maximize their profits, other external market participants will

continue to have an incentive to trade until the price of the exchange is 𝑝 and the conclusion follows.

Due to Eq. (3.2.3), the external market participant’s optimization problem for their profit is:

max
𝑝1∈R+

𝑝(𝑔(𝑝0) − 𝑔(𝑝1)) +
∫ 𝑝1

𝑝0

𝑝𝑑𝑔(𝑝) = max
𝑝1∈R+

(𝑝1 − 𝑝)𝑔(𝑝1) −
∫ 𝑝1

0
𝑔(𝑝)𝑑𝑝

First-order conditions then prove that the optimum is attained at 𝑝1 = 𝑝. □

Budget balance. Assume that the current price of the exchange is 𝑝0. First, we note that liquidity

additions and removals, due to the linear nature of the aggregate demand curves and the numéraire

contributed/removed by Eq. (3.2.1) with respect to the curves 𝑔𝑖 (𝑝), do not affect the rest of the

joint pool, i.e., if the amount of numéraire was non-negative before the operation, so it is after it.

Trading is the only action which is yet unclear how it affects the amount of numéraire in the pool.
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In aggregate, the joint pool contains a quantity 𝑔(𝑝0) of risky asset, and in numéraire by Eq. (3.2.1):

𝑛∑︁
𝑖=1

−
∫ 𝑝0

0
𝑝𝑑𝑔𝑖 (𝑝) = −

∫ 𝑝0

0
𝑝𝑑𝑔(𝑝) ≥ 0 ,

because 𝑔 is non-increasing (as the sum of non-increasing functions) and 𝑝0 ≥ 0. Suppose that a

trader comes and moves the pool price to 𝑝1. The new amount of numéraire contained in the pool

by the above equation and Eq. (3.2.3) is

−
∫ 𝑝0

0
𝑝𝑑𝑔(𝑝) −

∫ 𝑝1

𝑝0

𝑝𝑑𝑔(𝑝) = −
∫ 𝑝1

0
𝑝𝑑𝑔(𝑝) ≥ 0 ,

thereby completing our argument. □
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Chapter 4: A Myersonian Framework for Optimal Liquidity Provision in

Automated Market Makers

NOTE. The results of this chapter are based on joint work with Ciamac C. Moallemi and Tim
Roughgarden (Milionis et al., 2024).

4.1 Introduction

4.1.1 Exchanges and Market Makers

The purpose of an exchange is to enable the trade of two or more assets. At a stock exchange,

for example, shares of a stock might be exchanged for US dollars via a mechanism known as a

“limit order book” (LOB), in which buyers and sellers post “limit orders” (offers to buy or sell a

specified quantity at a specified price) that are then matched greedily.

Every trade has two sides: for one user to buy a risky asset at a given price, there must be a

corresponding seller willing to sell at that same price. Such trades can occur organically due to

a coincidence of wants from two traders, but in practice many trades are enabled by professional

market makers who continually match buy and sell orders whenever the price is right. This chapter

is about the profit-maximization problem faced by such a market maker. In particular, the market

maker is continually updating their beliefs around the asset price, according to a Bayesian-like

belief inference framework, from a prior belief in conjunction with observations by traders who

report price estimates.

Digital assets secured by blockchains, such as cryptocurrencies, are also traded via exchanges.

In centralized exchanges such as Coinbase or Binance, users hand control of their assets over to

the exchange and, therefore, accept the credit risk of not getting them back. Such exchanges are

typically based on the CLOB design. Decentralized exchanges (DEXs), on the other hand, operate
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purely programmatically (i.e., “on-chain”), are typically non-custodial (meaning that traders at all

times have direct control of their assets in the sense that assets are not entrusted to a third party),

and often depart from the CLOB model. There are several reasons for this departure: on-chain

computation and storage can be expensive, and CLOBs need a lot of both; the markets for many

digital assets (especially long-tail ones) are thin and have no dedicated market makers, in which

case CLOBs may fail to provide an acceptable level of liquidity; and a general openness in the

blockchain world to experimental designs. The DEX design space is large, and many different

designs have been deployed (on Ethereum and other general-purpose smart contract platforms) over

the past years.

For example, Uniswap (especially in its earliest iterations, v1 and v2) is a canonical example

of an automated market maker (AMM). In an AMM (unlike in a CLOB), the roles of traders and

market makers are clearly separated. A market maker, which in this context is called a liquidity

provider (LP), deposits into the AMM some amounts of the assets being traded (and is, by default,

passive thereafter). At all times, the AMM defines a marginal price as a function of its current

reserves of those assets. (In the case of Uniswap v1 and v2, the spot price of an AMM is simply

the ratio of the quantities of its two assets.) The AMM is willing to take either side of a trade (buy

or sell) at its current marginal price, and in this sense is always providing liquidity to traders. The

latest iteration of Uniswap (v3) blurs the line between AMMs and CLOBs by allowing a much

wider range of LP demand curves than in v2 (to some extent approximating what can be expressed

by limit orders in a CLOB), thereby encouraging an LP to more actively manage its demand curve

as market conditions evolve.

The goal of this chapter is to characterize the solution to the following fundamental question:

What is the optimal liquidity demand curve for a profit-maximizing market maker? This question is

relevant for a market maker in a CLOB, an LP of an expressive AMM such as Uniswap v3, or even

the designer of a new AMM (in which case the market making liquidity demand curve is defined

programmatically rather than submitted by a third-party LP). This chapter offers a new model for

reasoning about this question and a quite general answer, which resembles in many respects, and in
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fact generalizes, Myerson’s theory of optimal auctions (Myerson, 1981). To get a feel for our model

and results, we next discuss a highly restricted but nonetheless illuminating special case, and give a

very brief overview of our general theory.

4.1.2 The Pure “Noise Trading” Case and an Overview of the General Case

The theory of market microstructure (see e.g., O’Hara (2011)) differentiates between “informed

traders,” who have better information about the fundamental value of an asset than the market

maker does, and “noise traders,” who trade for idiosyncratic reasons that do not reflect any private

information about the fundamental value of the asset. Generally speaking, market makers lose

money to informed traders due to adverse selection: by virtue of such a trader being willing to

trade, it expects a profit, which, due to the zero-sum nature of common-value assets, comes at the

expense of the market maker. Market makers can, however, generally profit from noise traders. In

this section, we first consider (as an instructive warm-up) the special case in which all traders are

noise traders (and hence adverse selection plays no role). Our general model, the results of which

are briefly presented in the end of this section, and which is detailed in Section 4.3 accommodates

arbitrary mixtures of informed and noise traders, and our general results must therefore reflect

adverse selection effects in addition to the aspects identified in this section.

Fundamentally, a market maker must decide, as a function of the information available to it,

how much of a risky asset they are willing to buy or sell at different prices. For this example, we

will assume that the market maker knows the true value 𝑝0 of the risky asset that it is trading.

An obvious strategy for such a market maker is to accept exactly the orders on which it makes

money: all (and only) the buy orders with offered price more than 𝑝0, and all (and only) the

sell orders with offered price less than 𝑝0. However, as we will see, this is not in general the

profit-maximizing strategy for a market maker.

It will be convenient to encode a market maker’s strategy via the choice of a demand curve 𝑔,

which maps prices to quantities (i.e., an amount of risky asset that will be held by the market maker).

The interpretation is that the market maker would be interested in selling 𝑔(𝑝0) − 𝑔(𝑝) units of
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the risky asset at the price 𝑝. (Note that this may be a negative number of units, in which case the

market maker will be buying the risky asset from the trader.) A choice of 𝑝0 and 𝑔 induces the

allocation rule 𝑥(𝑝) = 𝑔(𝑝0) − 𝑔(𝑝), the amount of the risky asset allocated to a trader who reports

a price of 𝑝.

Next, we assume that a trader reports a price 𝑝 ∼ D that is drawn according to a distribution D

known to the market maker. We assume that the trader is willing to buy or sell at most a bounded

amount of the risky asset (normalized to be 1 only for notational convenience, since there is no

difference whatsoever for any arbitrary finite bound on the results), and that the demand curve 𝑔

and price 𝑝0 accordingly satisfy 𝑔(𝑝0) − 𝑔(𝑝) ∈ [−1, 1] for all 𝑝. When the noise trader reports

their price 𝑝, they receive an allocation 𝑥(𝑝) = 𝑔(𝑝0) − 𝑔(𝑝) of the risky asset and must remit a

payment 𝑦(𝑝) to the AMM for this provision. As we will see in Section 4.2, the natural notion of

incentive-compatibility in this setting — that a utility-maximizing trader who values the risky asset

at a price 𝑝 will in fact report 𝑝 to the AMM — uniquely pins down the payments (the 𝑦(𝑝)’s) as a

function of the allocation rule (the 𝑥(𝑝)’s).1

With informed traders, a rational market maker will update its estimate 𝑝0 of the risky asset’s

true price following a trade (generally increasing it after a trader buys the risky asset from the market

maker and decreasing it after a sell). Our general model in Section 4.3 accommodates this through

a generic update rule 𝜋(𝑝0, 𝑝) that specifies the market maker’s new estimate as a function of its

old estimate 𝑝0 and the new information conveyed by a trader reporting the price 𝑝. For example, 𝜋

might correspond to a Bayesian update with respect to some assumed information structure, and the

update rule may come from and be revised according to a no-regret learning algorithm used by the

market maker on successive rounds. In the simple special case of only noise traders being present,

because the behavior of noise traders is (by assumption) independent of the true value of the risky

asset, the market maker has no cause for updating its internal price (i.e., 𝜋(𝑝0, 𝑝) = 𝑝0 for all 𝑝0

and 𝑝).

1As the reader might guess, it is also essential that the allocation rule 𝑥 is monotone in 𝑝, or equivalently that the
demand curve 𝑔 is downward-sloping, with the market maker selling more and more of the risky asset as the going
price gets higher and higher. See Section 4.2 for details.
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What is the optimal strategy (i.e., choice of demand curve 𝑔) for the market maker? That is,

which choice of 𝑔 maximizes

E[Profit] = E[𝑦(𝑝) − 𝑝0 · 𝑥(𝑝)], (4.1.1)

where the expectation is with respect to 𝑝 ∼ D, 𝑥(𝑝) = 𝑔(𝑝0) − 𝑔(𝑝) is the allocation rule, and 𝑦 is

the uniquely defined payment rule mentioned above?2 (In the general case, the “𝑝0” term in (4.1.1)

is replaced by 𝜋(𝑝0, 𝑝), with the market maker evaluating its portfolio according to its new belief

about the value of the risky asset, conditioned on observing the trader’s report of 𝑝.)

The results in this chapter imply that the answer to this question is always defined by a posted-

price-like mechanism with two prices (depending on D), 𝑝𝑙 ≤ 𝑝0 and 𝑝ℎ ≥ 𝑝0. These two prices

split the price range into three intervals, and the optimal strategy is to always buy the maximum

amount in the lowest price interval, always sell in the highest price interval, and refuse to trade in

the middle price interval.

We will be interested in the length of this middle price interval, which we call the no-trade

gap. Bigger no-trade gaps are generally worse from a welfare perspective, with welfare-increasing

trades sacrificed in the name of higher profit to the market maker. The no-trade gap is reminiscent

of the “bid-ask spread” in CLOBs, which occupies a central position in the study of traditional

market-making in CLOBs.3 Traditionally, theoretical justifications for non-trivial bid-ask spreads in

CLOBs have relied on frictions (like transaction fees or inventory costs) or adverse selection (with a

market maker needing to exploit noise traders to cover the losses to informed traders). In the current

example, with neither frictions nor adverse selection, the no-trade gap arises for a different reason,

namely the monopolist position of the market-maker. In our general model, with the possibility of

informed traders, monopoly pricing and adverse selection both contribute to the no-trade gap. For

2Note that, obviously, the choice of the optimal mechanism does not need the knowledge of the reported price by
the trader; only its probabilistic characteristics are known according to the distribution D.

3In a CLOB, the “bid” and “ask” refer to the highest price of an outstanding buy order and the lowest price of an
outstanding sell order, respectively. Because limit orders in a CLOB are always matched greedily, the bid-ask spread is
always non-negative. Small spreads are generally viewed as a good thing, indicating a “highly liquid” market (with
lower trading costs, at least for small quantities).
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example, no matter what the distribution D is, if all traders have perfect information (i.e., extreme

adverse selection), then the no-trade gap encompasses the full price range.

The prices 𝑝𝑙 and 𝑝ℎ that split the price range into three intervals, and hence the no-trade gap, are

distribution-dependent. For example, intuitively, one might expect a smaller gap for distributions D

that are tightly concentrated around 𝑝0. In general, our analysis shows that these two prices can be

characterized as roots of two functions that resemble the virtual valuation functions used in optimal

auction theory (Myerson, 1981).

We next give two example cases for pure noise-trading: if D is the uniform distribution on

[𝑝min, 𝑝max], then 𝑝𝑙 = (𝑝min + 𝑝0)/2 and 𝑝ℎ = (𝑝0 + 𝑝max)/2; the resulting optimal allocation

rule is depicted in Figure 4.1a. If D is the exponential distribution with parameter 𝜆 (on [0,∞)),

then 𝑝ℎ = 𝑝0 + 1
𝜆

. The lower price 𝑝𝑙 does not have a closed-form expression in this case, but can

be easily approximated numerically (given 𝑝0 and 𝜆); Figure 4.2 enumerates some examples of how

these lower prices vary, and an illustration of the optimal allocation rule is contained in Figure 4.1b.

𝑝0 𝑝max+𝑝0
2

𝑝max

-1

0

1

𝑝min
𝑝min+𝑝0

2

𝑥𝑎 (𝑝)

𝑝

𝑝0 𝑝0 + 1
𝜆

-1

0

1

𝑝𝑙

𝑥𝑏 (𝑝)

𝑝

Figure 4.1: Optimal allocation rule 𝑥(𝑝) in “pure noise trading” showing the no-trade gap around
𝑝0 when the distribution 𝑝 ∼ D is: (a) the uniform distribution on [𝑝min, 𝑝max], (b) the exponential
distribution on [0,∞) with parameter 𝜆 = 2 for 𝑝0 = 1 (the computation of 𝑝𝑙 can only be done via
numerical methods; see Figure 4.2).

The rest of this chapter develops a similarly precise understanding of optimal market-maker

strategies in a more general setting. We will now briefly present here the general results in an

informal way. For the details, the reader is referred to Section 4.3.

Informal Theorem 4.1.1. There exist virtual valuation functions 𝜙𝑢 (𝑠) and 𝜙𝑙 (𝑠), such that the

expected profit, shown in Eq. (4.1.1) in the general case where the “𝑝0” term is replaced by 𝜋(𝑝0, 𝑝),
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𝑝0 \ 𝜆 0.5 1 2
0.25 0.123 0.121 0.118
0.5 0.242 0.235 0.221

0.75 0.358 0.342 0.314
1 0.470 0.443 0.396

1.5 0.684 0.627 0.537
2 0.886 0.792 0.653

Figure 4.2: Table of lower prices 𝑝𝑙 in “pure noise trading” when the distribution 𝑝 ∼ D is the
exponential distribution on [0,∞) with parameter 𝜆.

is equal to the expected virtual welfare of an auction with virtual values derived by 𝜙𝑢 (𝑠) if 𝑠 ≥ 𝑝0

and 𝜙𝑙 (𝑠) if 𝑠 < 𝑝0.

Informal Theorem 4.1.2. There exist two prices 𝑝𝑙 ≤ 𝑝0 and 𝑝ℎ ≥ 𝑝0, such that the optimal

allocation rule of a market maker that maximizes their expected profit is to buy the maximum amount

if the trader reports a price 𝑝 ≤ 𝑝𝑙 and sell the maximum amount if the trader reports a price

𝑝 ≥ 𝑝ℎ, and refuse to trade in the interval between these two prices, i.e., when 𝑝 ∈ (𝑝𝑙 , 𝑝ℎ).

The formal statements of the above results are Theorem 4.3.2 and Theorem 4.3.3 respectively.

Finally, in Section 4.4, we examine how our general theory above applies in the interesting special

case of a linear update rule. Through this special case, we naturally show that the structure of

the no-trade gap captures precisely the complex effect that is the interpolation between the effects

of adverse selection (observed when all traders have perfect information) and monopoly pricing

(observed when all traders are noise traders). For further details, we refer the interested reader to

Section 4.4.

4.1.3 Related Work

Auctions. This chapter is closely related to revenue maximizing auction design, initiated under

the pioneering work of Myerson (1981). Since then, various versions of virtual values have been

used in a variety of settings among others for specifying optimal auctions and their approximations,

including as to how they relate to no-regret learning in auctions (e.g., Bulow and Roberts (1989),

Chawla et al. (2007), Hartline (2012), Haghpanah and Hartline (2015), Chawla et al. (2019),
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Chawla et al. (2010), Alaei et al. (2013), Roughgarden and Talgam-Cohen (2019), Roughgarden

and Talgam-Cohen (2016), and Hartline and Roughgarden (2009)); in a similar spirit, we define

and use functions that can be interpreted as virtual valuations. For a survey of results around

revenue-optimal mechanisms, virtual values, optimal auctions, and their approximations, see the

book by Hartline (2021).

AMMs. Constant function market makers (CFMMs) have arisen from the idea of holding some

function constant across “trading states” (from states of the world, previously, on the utility-based

framework of AMMs for prediction markets by Chen and Pennock (2007)), and are characterized by

such an invariant called a bonding function. This means that the AMM is willing to take the other

side of any trade that corresponds to remaining on a constant level curve of the particular bonding

function chosen. Tools from convex analysis —familiar to both the algorithmic game theory and

machine learning theory communities— are crucially used to analyze CFMMs and prove “optimal

behavior” properties for participating traders (Milionis et al., 2022b; Milionis et al., 2023d; Angeris

and Chitra, 2020; Angeris et al., 2021a; Angeris et al., 2021b).

The description of the framework that we use for AMMs — inspired by a reparameterization of

a CFMM curve (established by Angeris and Chitra (2020)) in terms of portfolio holdings of the

pool with respect to the price — resembles that in Milionis et al. (2023c), who used a similar AMM

framework for a different purpose, namely unifying constant function market makers (CFMMs) and

limit order books (LOBs) and complexity-approximation trade-offs between them. The latter work

considers neither incentive-compatibility constraints nor the problem of optimal liquidity provision.

Asset Price Beliefs in AMMs. Goyal et al. (2022b) also examine beliefs of LPs (specifically on

CFMMs) around future asset prices; however, in their model, these beliefs are static (i.e., similar to

a single prior that remains unchanged throughout the trades’ occurrence) or modeled by a fixed price

dynamic discounted to the present (i.e., still not dynamically revised in response to incoming trades).

The focus of Goyal et al. (2022b) is the design of CFMMs that maximize the fraction of trades that

the CFMM can satisfy with small slippage under the stationary distribution of the Markov chain
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induced by their model. Our work focuses instead on LP profit-maximization with informed traders

and noise traders, showing a formal relation between the optimal auction design literature, including

computational considerations in approximations of those, and the market microstructure literature.

There is also work specific to Uniswap v3 from the LP perspective around how beliefs about

future prices should guide the choice of an LP’s demand curve (Fan et al., 2022; Yin and Ren, 2021;

Neuder et al., 2021).

Market Microstructure. There is a large literature on the market microstructure of limit order

books; see the textbook by O’Hara (2011) and references therein. Closest to the present work is the

paper of Glosten (1989). Focusing on the role of asymmetric information, Glosten (1989) considers

the problem of a monopolist optimizing their liquidity demand curve, but in the presence of risk

averse traders (in contrast to our setting, where the traders can be viewed as risk neutral). The

risk averse setting is more technically challenging, and hence Glosten (1989) is required to make

very strong and highly specific technical assumptions (normally distributed values and observation

noise) that are not necessary in our setting. Instead, the intuition provided by our model is much

stronger and more general. Moreover, our risk neutrality assumption unlocks a fruitful connection

between optimal market-making and the Myersonian theory of optimal auction design. Glosten

(1994) considers the related problem of the liquidity demand curve in a competitive equilibrium.

The latter paper is restricted to a limit order book, and does not consider more general forms of

liquidity provision in exchange mechanisms, like the ones we do. Glosten and Milgrom (1985b)

operate in a competitive regime with zero expected profits, which gives a completely different

reason for bid-ask spreads to arise than the one given in our work. Kyle (1985) develops a model

where a single informed trader (“insider”) competes with noise traders and market makers, showing

the incorporation of insider information into the equilibrium price. In this work, the focus is on

the informed trader who is a monopolist (there is only one), whereas in our work informed traders

are unrestricted and the market maker is a monopolist in their liquidity provision. Kyle (1989b)

continues to examine the informational efficiency of equilibrium prices in a slightly more general
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setting, where there is competition among informed traders, showing that prices are less informative

than in the competitive equilibrium. Both of these papers use strong assumptions, predominantly

the normal distribution over both the values and the order sizes. While their models are related to

ours in their considerations of types of participants present and observations in the optimal case, the

present results were not known in either of these two works; neither of these models is as general as

ours, neither relates whatsoever to mechanism design and incentive compatibility constraints, and

both are based on very strong technical assumptions that our work does not need.

Sequential Market-Making. Finally, the framework we describe is similar to sequential market-

making procedures in its use of iterative belief updating. Such procedures have been studied

in the past including in the context of online learning frameworks (Abernethy and Kale, 2013;

Brahma et al., 2012; Das and Magdon-Ismail, 2008; Das, 2005). Closer to our Bayesian setting,

Das and Magdon-Ismail (2008) consider the liquidity present across trade sizes in a multi-period

monopolistic market making model (and subsequently shows the superiority of this compared to a

competitive multi-dealer market). The above works, however, do not show a connection between

optimal market-making and the Myersonian theory of optimal auction design, which is the key

focus in our results.

4.2 Automated Market Makers

We begin by presenting a general framework of exchange for automated market makers (AMMs)

that allows us to consider market making as conducting an auction, and is based on market

participants (traders) trading with the AMM on the basis of future price beliefs.

More specifically, suppose there are two assets, a risky asset and a numéraire asset. An AMM

according to this framework is defined by a demand curve 𝑔 : (0,∞) → R+ such that the function

𝑔(·) represents the current demand of the market maker for the risky asset as a function of price, i.e.,

the amount of risky asset that the market maker wishes to hold at each possible price, along with a

payment rule 𝑦 : (0,∞) → R such that the function 𝑦(·) specifies the quantity of numéraire that a
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trader needs to pay depending on the current AMM price 𝑝0 (which instantiates a specific state of

this AMM’s demand curve, i.e., a current demand of the AMM for 𝑔(𝑝0) of risky asset) and what

they declare to the AMM that their price estimate is (see the following paragraph on trading for the

precise definition). The market maker is assumed to have no inventory costs or budget constraints.

The demand curve 𝑔 along with an appropriately defined payment rule can arise through bonding

curves of traditional constant function market makers (CFMMs, i.e., functions 𝑓 such that the

holdings of the joint pool (𝑥, 𝑦) satisfy 𝑓 (𝑥, 𝑦) = 𝑐 for some 𝑐) but this is not necessary: the

exchange mechanisms defined by this framework strictly generalize CFMMs (see also Milionis

et al. (2023c)). Additionally, a non-continuous demand curve 𝑔 can also be used to express limit

orders, with the discontinuities representing limit buy or limit sell orders at the corresponding price,

of quantity of risky asset equal to the jump at that price (Milionis et al., 2023c).

Trading. A trader who wants to trade with the AMM has some (hidden) belief about the asset

price. The trader will come to the mechanism and specify a price bid 𝑝. Based on their bid, the

trader will get a quantity 𝑔(𝑝0) − 𝑔(𝑝) of risky asset. Finally, the AMM revises its current price

(which was previously 𝑝0) according to some update rule (we will see more about the update rule

from Section 4.3 onwards; it will play no role in this section). We say that the trader was allocated

a quantity 𝑥(𝑝) ≜ 𝑔(𝑝0) − 𝑔(𝑝) of asset. This interpretation makes it natural to consider the

transaction with the trader as an auction with one bidder; the trader has a price estimate (valuation)

for the risky asset, will be allocated a portion of the risky asset (provided by the market maker)

based on their submitted price bid, and will need to pay the market maker an amount 𝑦(𝑝) of

numéraire for it. Notice that it may be the case that 𝑥(𝑝) < 0, which means that the trader will sell

risky asset to the AMM, and the market maker will now need to come up with the corresponding

payment to the trader for it.

Example: Uniswap v2. Let’s consider the simple case of a constant product market maker

(CPMM), such as Uniswap v2, to show how it emerges from the framework above. Consider the

demand curve of the AMM to be of the form 𝑔(𝑝) = 𝑐√
𝑝
, for some 𝑐 > 0, and the payment rule to be
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of the form 𝑦(𝑝) = 𝑐
(√︁
𝑝 − √

𝑝0

)
, for the same 𝑐 > 0. A trader who will trade with this exchange

at a current price 𝑝0 with a price bid 𝑝 will obtain a quantity 𝑥(𝑝) = 𝑔(𝑝0) − 𝑔(𝑝) = 𝑐
(

1√
𝑝0

− 1√
𝑝

)
of risky asset. Since the curve 𝑔(𝑝) above is just a reparameterization (in terms of prices) of the risky

asset holdings of the CPMM curve4 𝑥𝑦 = 𝑘 where 𝑘 = 𝑐2 (Angeris et al., 2021b), by comparing

the expression of the quantity of risky asset that the trader gets, we conclude that they get the same

quantity as in the CPMM.

4.2.1 Incentive-Compatible AMMs

We will now consider that traders interacting with AMMs have utility functions that emerge

naturally from their true belief about the asset price versus what they bid to obtain a quantity of

risky asset from the AMM. In particular, a trader who has a true belief of 𝑝 for the asset’s price, and

submits a bid 𝑝 to the AMM seeks to optimize (maximize) their utility defined by

𝑢(𝑝, 𝑝) ≜ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) , (4.2.1)

because they consider that the asset’s true value to them is 𝑝 per unit, they obtain a quantity 𝑥(𝑝) of

it, and pay 𝑦(𝑝) for this trade.

Definition 4.2.1 (Incentive-compatible AMM). An AMM defined according to a demand curve

𝑔(𝑝) and a payment rule 𝑦(𝑝) is called incentive compatible (IC), if any trader whose utility follows

Eq. (4.2.1) has as an optimal strategy for interacting with the AMM to submit their true belief about

the asset price as their bid to the AMM.

Is an AMM defined by an arbitrary demand curve 𝑔(𝑝) and an arbitrary payment rule 𝑦(𝑝)

incentive compatible? The answer is no, and the characterization of IC AMMs follows standard

results of dominant-strategy incentive-compatible (DSIC) single-parameter auctions.

4Note that here 𝑥 and 𝑦 — without the parentheses — are not the functions above, but rather the current total reserves
of the AMM pool.
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Proposition 4.2.2 (Characterization of IC AMMs). An AMM defined according to a demand curve

𝑔(𝑝) can be paired with a payment rule 𝑦(𝑝) to obtain an IC AMM, if and only if 𝑔(𝑝) is a

non-increasing function.

Proof. First, we observe the analogy drawn to allocations of asset for trades: 𝑥(𝑝) = 𝑔(𝑝0) − 𝑔(𝑝).

Since the utility function for the auction with a single bidder (the trader) is of the form of Eq. (4.2.1),

the proposition follows from the characterization of dominant-strategy incentive-compatible (DSIC)

single-parameter auctions’ allocation rules 𝑥(𝑝) as only those functions which are monotone, and

specifically non-decreasing functions, because 𝑥(𝑝) is non-decreasing precisely if and only if 𝑔(𝑝)

is non-increasing.

More specifically, we follow the standard analysis to showcase the exact correspondence of the

settings but do not show the entire analysis, as this follows Myerson’s. In order for the optimal

strategy of any trader with true belief 𝑝 to be to submit 𝑝 to the AMM, we need to have that for any

𝑝, 𝑝:

𝑢(𝑝, 𝑝) ≥ 𝑢(𝑝, 𝑝) ⇔ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) ≥ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) ⇔ 𝑝 · [𝑥(𝑝) − 𝑥(𝑝)] ≥ 𝑦(𝑝) − 𝑦(𝑝) .

Additionally, if the converse holds, and the true belief of the trader was 𝑝 while it is considering

submitting 𝑝 to the AMM, then we also need to have that for any 𝑝, 𝑝:

𝑢(𝑝, 𝑝) ≥ 𝑢(𝑝, 𝑝) ⇔ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) ≥ 𝑝 · 𝑥(𝑝) − 𝑦(𝑝) ⇔ 𝑝 · [𝑥(𝑝) − 𝑥(𝑝)] ≤ 𝑦(𝑝) − 𝑦(𝑝) .

Combining these two inequalities, we get that for any 𝑝, 𝑝:

𝑝 · [𝑥(𝑝) − 𝑥(𝑝)] ≤ 𝑦(𝑝) − 𝑦(𝑝) ≤ 𝑝 · [𝑥(𝑝) − 𝑥(𝑝)] ,

hence it is immediate (from the derived inequality (𝑝 − 𝑝) · [𝑥(𝑝) − 𝑥(𝑝)] ≥ 0) that 𝑥(𝑝) needs to

be non-decreasing. □

The next question to be answered is whether arbitrary payment rules 𝑦(𝑝) are allowed to be
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requested by an IC AMM. Not surprisingly, as is the case for payments defined by an allocation

rule of a DSIC mechanism, the payments need to be precisely defined by the demand curve for an

IC AMM. The below formula is familiar from Myerson’s single-parameter DSIC auction design.

Corollary 4.2.3 (Payments of traders on IC AMMs). Suppose that any trader who is allocated a

quantity 0 of risky asset pays 0 amount of numéraire to an IC AMM according to Definition 4.2.1

with a demand curve 𝑔(𝑝). The IC AMM’s payment rule 𝑦(𝑝) for a trader submitting a price bid 𝑝

needs to be exactly:

𝑦(𝑝) =
∫ 𝑝

𝑝0

𝑠 𝑑𝑥(𝑠) = −
∫ 𝑝

𝑝0

𝑝 𝑑𝑔(𝑝) . (4.2.2)

The above integrals are Riemann–Stieltjes integrals. In cases where 𝑔(𝑝) is differentiable, the

differential takes the form 𝑑𝑔(𝑝) = 𝑔′(𝑝) 𝑑𝑝.

Proof. From Myerson’s single-parameter auction design, we know that there is a unique payment

rule (up to an additive constant) for DSIC single-parameter auctions; that is, 𝑦(𝑝) =
∫ 𝑝

𝑝0
𝑠 𝑑𝑥(𝑠) ,

where the arbitrary additive constant is no longer present, as we have integrated the required

normalization that for an allocation of 𝑥(𝑝0) = 𝑔(𝑝0) − 𝑔(𝑝0) = 0 asset, the payment needs to be

𝑦(𝑝0) = 0. This directly translates to the formula given in the corollary’s statement in terms of the

demand curve 𝑔(𝑝) of the AMM. □

Note that the integral that defines the payments is non-negative if 𝑝 ≥ 𝑝0, and non-positive if

𝑝 ≤ 𝑝0. This is compatible with the direction of the trade, as defined by the allocation rule and

Proposition 4.2.2, which is that 𝑥(𝑝) ≥ 0 for 𝑝 ≥ 𝑝0, and 𝑥(𝑝) ≤ 0 for 𝑝 ≤ 𝑝0.

4.3 Optimal Liquidity Provision via Revenue Maximization

4.3.1 Bayesian Model for Optimal Allocation Rule

First, we describe our model for how the market maker should optimize their allocation rule for

the asset. From now on, the market maker will be assumed to be risk-neutral, i.e., be indifferent to

“risk,” and only care to be profit-maximizing.
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The Bayesian belief framework operates as follows: the market maker has a prior belief

distribution on the asset price, and the (single) price it decides to use is 𝑝0; for example, and most

commonly, 𝑝0 will be the mean of this prior distribution. A trader then comes to the AMM with

an estimate 𝑝 (that is the true belief of the trader, if the AMM is IC according to Definition 4.2.1).

Traders are on the market to buy or sell up to 1 unit of the asset;5 that is, the allocation rule

should satisfy −1 ≤ 𝑥(𝑝) ≤ 1 for all 𝑝. The trader’s estimate 𝑝 is perceived by the market maker

as one observation of an asset price estimate coming from a distribution D that is included in

the market maker’s model. For this distribution D, we assume that it has a continuous, positive

density function 𝑓 (𝑝) on a compact support [𝑝min, 𝑝max] and a cumulative density function (CDF)

𝐹 (𝑝) =
∫ 𝑝

𝑝min
𝑓 (𝑠) 𝑑𝑠.6

Applying Bayes’ theorem allows the market maker to specify the posterior distribution of the

asset price, conditional on the observation from the trader. The market maker then sets this posterior

distribution as their new prior for future observations (trades). We will assume that the way this

posterior is used by the AMM is through valuing the quantity of asset given or obtained at a price of

𝑝(𝑝0, 𝑝) which can be, for instance, the mean of the posterior distribution according to the Bayesian

framework. (A very interesting special case as to how a linear dependence arises on the mean of the

posterior with normally distributed prior and observational error is shown in Section 4.4.)

In general, we will call 𝑝(𝑝0, 𝑝) the “update rule” and — for generality — we will not impose

further constraints arising from the Bayesian framework on what it may be other than that:

Assumption 4.3.1. The following conditions have to hold for the update rule:

• 𝑝(𝑝0, 𝑝) lies in the interval between 𝑝0 and 𝑝.

• 𝑝(𝑝0, 𝑝) is non-decreasing in 𝑝.

• 𝑝(𝑝0, 𝑝0) = 𝑝0, i.e., if the trader’s estimate is the same as the market maker’s prior, then the

5This is just for notational convenience. In fact, it generalizes easily for demand up to any arbitrary finite bound,
and a subsequent normalization enables using exactly our results here with unit demand.

6Our results can be extended to non-continuous density functions supported at possibly non-compact intervals, e.g.,
(0,∞), but for simplicity of exposition, we do not focus on handling these edge cases here, since they do not add to the
general discussion in this chapter.
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updated valuation of the market maker for the asset should be the same as their prior.

• E𝑝∼D [𝑝(𝑝0, 𝑝)] = 𝑝0, i.e., the prior is consistent with the update rule.

Therefore, according to the above, the market maker’s next best estimate for the asset’s price is

𝑝(𝑝0, 𝑝) conditioned on receiving the trader’s estimate 𝑝. It is then natural to consider that, when

selling (respectively, buying) some quantity 𝑥(𝑝) of the asset from the trader, the AMM will not

only consider the amount of money that they receive (respectively, give) but also their perceived

best estimate of the value of the asset that they lost (respectively, gained). This, then, arises as

an interesting contrast to traditional auction theory, where the revenue of the auction is only the

payment that is made. Here, according to the above reasoning, it makes sense for the AMM to value

their profit according to

Profit = 𝑦(𝑝) − 𝑝(𝑝0, 𝑝) · 𝑥(𝑝) . (4.3.1)

Therefore, an AMM choosing an optimal strategy to provide liquidity will consider the strategy that

maximizes their profit, among all feasible, incentive-compatible (for the traders) strategies.

4.3.2 Equivalence of Expected Profit and Virtual Welfare, and Virtual Value Functions

By re-working Myerson’s optimal auction theory under the new objective that we want to

optimize and the constraints that come with the definition of the allocation rule from an AMM, we

get that:

Theorem 4.3.2 (Expected Profit = Expected Virtual Welfare). The expected profit according to

Eq. (4.3.1) of a market maker under the assumptions of Section 4.3.1 is equal to the expected virtual

welfare, i.e.,

E
𝑝∼D

[Profit] = E
𝑝∼D

[
|𝑥(𝑝) | ·

(
𝜙𝑢 (𝑝) · 1𝑝≥𝑝0 + 𝜙𝑙 (𝑝) · 1𝑝≤𝑝0

) ]
where 1𝐴 is the indicator function that is 1 when 𝐴 holds and 0 otherwise, and 𝜙𝑢 (𝑠), 𝜙𝑙 (𝑠) are the
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virtual value functions defined by

𝜙𝑢 (𝑠) ≜ 𝑠 − 1 − 𝐹 (𝑠)
𝑓 (𝑠) − 𝑝(𝑝0, 𝑠) (4.3.2)

and

𝜙𝑙 (𝑠) ≜ 𝑝(𝑝0, 𝑠) − 𝑠 −
𝐹 (𝑠)
𝑓 (𝑠) . (4.3.3)

Proof. By Eq. (4.2.2) and re-writing 𝑥(𝑝) using the normalization condition, we have that7

𝑦(𝑝) =
∫ 𝑝

𝑝0

𝑠𝑥′(𝑠) 𝑑𝑠 and 𝑥(𝑝) =
∫ 𝑝

𝑝0

𝑥′(𝑠) 𝑑𝑠 ,

so that the expected profit E𝑝∼D [Profit] is

∫ 𝑝max

𝑝min

∫ 𝑝

𝑝0

(𝑠 − 𝑝(𝑝0, 𝑝)) 𝑥′(𝑠) 𝑓 (𝑝) 𝑑𝑠 𝑑𝑝

=

∫ 𝑝max

𝑝0

∫ 𝑝

𝑝0

(𝑠 − 𝑝(𝑝0, 𝑝)) 𝑥′(𝑠) 𝑓 (𝑝) 𝑑𝑠 𝑑𝑝 −
∫ 𝑝0

𝑝min

∫ 𝑝0

𝑝

(𝑠 − 𝑝(𝑝0, 𝑝)) 𝑥′(𝑠) 𝑓 (𝑝) 𝑑𝑠 𝑑𝑝

=

∫ 𝑝max

𝑝0

∫ 𝑝max

𝑠

(𝑠 − 𝑝(𝑝0, 𝑝)) 𝑥′(𝑠) 𝑓 (𝑝) 𝑑𝑝 𝑑𝑠 −
∫ 𝑝0

𝑝min

∫ 𝑠

𝑝min

(𝑠 − 𝑝(𝑝0, 𝑝)) 𝑥′(𝑠) 𝑓 (𝑝) 𝑑𝑝 𝑑𝑠

=

∫ 𝑝max

𝑝0

𝑥′(𝑠)
(
𝑠(1 − 𝐹 (𝑠)) −

∫ 𝑝max

𝑠

𝑝(𝑝0, 𝑝) 𝑓 (𝑝) 𝑑𝑝
)
𝑑𝑠

−
∫ 𝑝0

𝑝min

𝑥′(𝑠)
(
𝑠𝐹 (𝑠) −

∫ 𝑠

𝑝min

𝑝(𝑝0, 𝑝) 𝑓 (𝑝) 𝑑𝑝
)
𝑑𝑠

= −
∫ 𝑝max

𝑝0

𝑥(𝑠) (1 − 𝐹 (𝑠) + (𝑝(𝑝0, 𝑠) − 𝑠) 𝑓 (𝑠)) 𝑑𝑠 +
∫ 𝑝0

𝑝min

𝑥(𝑠) (𝐹 (𝑠) + (𝑠 − 𝑝(𝑝0, 𝑠)) 𝑓 (𝑠)) 𝑑𝑠

=

∫ 𝑝max

𝑝0

|𝑥(𝑠) |
(
𝑠 − 𝑝(𝑝0, 𝑠) −

1 − 𝐹 (𝑠)
𝑓 (𝑠)

)
𝑓 (𝑠) 𝑑𝑠 +

∫ 𝑝0

𝑝min

|𝑥(𝑠) |
(
𝑝(𝑝0, 𝑠) − 𝑠 −

𝐹 (𝑠)
𝑓 (𝑠)

)
𝑓 (𝑠) 𝑑𝑠 ,

where the third line arises from switching the order of the integrals (and the correct switching

depends on the relative order of 𝑝0 and 𝑝 which is why the second line is needed; the first integral

7This proof assumes differentiability of 𝑥(𝑠) for simplicity of the technical exposition but carries through verbatim
in terms of Riemann–Stieltjes integrals where 𝑥′ (𝑠) 𝑑𝑠 = 𝑑𝑥(𝑠), which always exist because 𝑥(𝑠) is guaranteed to be
monotonic by Proposition 4.2.2.
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when 𝑝 ≥ 𝑝0 and the second vice-versa), the fifth line from integration by parts, and the sixth line

because 𝑥(𝑠) ≤ 0 for 𝑠 ≤ 𝑝0 and 𝑥(𝑠) ≥ 0 for 𝑠 ≥ 𝑝0.

Therefore, the two virtual value functions are as in the theorem description. □

4.3.3 Derivation of the Optimal Allocation Rule and the No-Trade Gap

We now turn our attention to optimizing the expected profit, i.e., finding the allocation rule

(equivalently, the demand curve up to an arbitrary positive additive constant) which maximizes the

expected profit.

Theorem 4.3.3. The optimal allocation rule 𝑥★(𝑝) that maximizes the expected profit according to

Eq. (4.3.1) under the assumptions of Section 4.3.1 has the form

𝑥★(𝑝) =



1, for 𝑝1 ≤ 𝑝 ≤ 𝑝max

0, for 𝑝2 < 𝑝 < 𝑝1

−1, for 𝑝min ≤ 𝑝 ≤ 𝑝2

,

where 𝑝1 ≥ 𝑝0 and 𝑝2 ≤ 𝑝0 are some roots of the upper and lower virtual value functions

𝜙𝑢 (𝑠), 𝜙𝑙 (𝑠) of Eqs. (4.3.2) and (4.3.3) respectively.

Proof. We will use the equivalence of expected profit and expected virtual welfare established by

Theorem 4.3.2. Because we operate under the constraints that 𝑥(𝑝0) = 0, 𝑥(𝑝) ≥ 0 for 𝑝 ≥ 𝑝0, and

𝑥(𝑝) ≤ 0 for 𝑝 ≤ 𝑝0, we can just equivalently optimize the two integrals arising from the right

hand side of Theorem 4.3.2 separately to obtain the optimal allocation rule. Additionally, since

𝜙𝑢 (𝑝0) = −1−𝐹 (𝑝0)
𝑓 (𝑝0) ≤ 0, 𝜙𝑢 (𝑝max) = 𝑝max − 𝑝(𝑝0, 𝑝max) ≥ 0, 𝜙𝑙 (𝑝min) = 𝑝(𝑝0, 𝑝min) − 𝑝min ≥ 0,

and 𝜙𝑙 (𝑝0) = −𝐹 (𝑝0)
𝑓 (𝑝0) ≤ 0, there always exists a non-trivial optimal solution to the optimization

problem.

If 𝜙𝑢 (𝑠) was monotone (increasing), then by the above sign changes, there would exist a (unique)

root 𝑝1 such that 𝜙𝑢 (𝑝1) = 0. A simple argument by contradiction then shows that the structure of

the optimal allocation rule is to allocate the maximum allowable quantity of asset (by the constraint
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of unit demand, 𝑥(𝑠) ≤ 1) to be sold from the price 𝑝1 onwards; that is,

𝑥★(𝑠) =


1, for 𝑝1 ≤ 𝑠 ≤ 𝑝max

0, for 𝑝0 ≤ 𝑠 < 𝑝1

. (4.3.4)

For the lower virtual value function, a similar argument shows that, if 𝜙𝑙 (𝑠) was monotone

(decreasing), and 𝑝2 is its unique root (which is guaranteed to exist by the aforementioned sign

changes), then the optimal allocation rule obeying the constraint of unit demand 𝑥(𝑠) ≥ −1 would

be

𝑥★(𝑠) =


0, for 𝑝2 < 𝑠 ≤ 𝑝0

−1, for 𝑝min ≤ 𝑠 ≤ 𝑝2

. (4.3.5)

In full generality, if the virtual value functions are not monotone, then there may now be multiple

roots of those functions. In this case, and with an argument by contradiction that if the allocation rule

were to switch in between roots then we could obtain better or equal expected profit by modifying

the allocation rule to remain constant in between roots, along with the argument that if the allocation

rule were not to allocate the entire available demand (1, −1, respectively) then we could obtain

better or equal expected profit by increasing (or decreasing, respectively) the allocated quantity of

the asset until the limit (of 1 or −1, respectively), we obtain that the optimal allocation rule is exactly

characterized by Eqs. (4.3.4) and (4.3.5), where this time the choice of the roots as 𝑝1 (and 𝑝2,

respectively) needs to be the root of the upper (lower, respectively) virtual value function that gives

the maximum expected profit under the allocation rule that has the form of Eq. (4.3.4) (Eq. (4.3.5),

respectively). Therefore, the optimal allocation rule is as per the theorem statement. □

Therefore, in any case, we observe that the optimal solution of Eqs. (4.3.4) and (4.3.5) has a

well-specified no-trade gap around 𝑝0 where the market maker is not willing to buy or sell any

quantity of the asset to the trader. More specifically, the length of this no-trade gap is precisely

𝑝1 − 𝑝2, where 𝑝1 ≥ 𝑝0, 𝑝2 ≤ 𝑝0 are as per the above analysis roots of the upper and lower virtual
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value functions respectively.

We can now specialize in the two interesting extreme cases that were examined in Section 4.1.2

to obtain the respective observations there: first, consider the pure noise trading case, where the

traders are assumed to offer no information on the true asset price, and hence the market maker’s

prior is static, i.e., in the case that the update rule is 𝑝(𝑝0, 𝑝) = 𝑝0, ∀𝑝 ∈ [𝑝min, 𝑝max]. In this

case, we see that there is a non-trivial no-trade gap, since we have for the extremal values that

𝜙𝑢 (𝑝0) < 0, 𝜙𝑢 (𝑝max) > 0, 𝜙𝑙 (𝑝min) > 0, and 𝜙𝑙 (𝑝0) < 0 (see the beginning of Section 4.3.3 for

the expressions), hence the respective roots are contained strictly in between their corresponding

intervals (by continuity of the virtual value functions). This no-trade gap is akin to a bid-ask spread

observed in traditional CLOB-based markets, and is attributable to the monopoly pricing power

of the market maker. In addition, it is distribution-dependent and its length can be intuitively

understood as being smaller under distributions D, according to which the traders’ estimates 𝑝

are distributed, that are more “concentrated” around 𝑝0
8. To mention an example that illustrates

this intuition, the no-trade gap under pure noise trading and a uniform distribution supported

on [𝑝 (1)min, 𝑝
(1)
max] will be smaller than the one under another uniform distribution supported on

[𝑝 (2)min, 𝑝
(2)
max], where 𝑝 (1)min > 𝑝

(2)
min and 𝑝 (1)max < 𝑝

(2)
max.

At the other extreme, consider the case where the traders always have perfect information about

the true asset price, i.e., the market maker’s update rule is 𝑝(𝑝0, 𝑝) = 𝑝, ∀𝑝 ∈ [𝑝min, 𝑝max]. In this

case, we observe that the two virtual value functions become

𝜙𝑢 (𝑠) = −1 − 𝐹 (𝑠)
𝑓 (𝑠) ≤ 0 and 𝜙𝑙 (𝑠) = −𝐹 (𝑠)

𝑓 (𝑠) ≤ 0 ,

thus the optimal allocation rule is everywhere zero: 𝑥★(𝑝) = 0, ∀𝑝 ∈ [𝑝min, 𝑝max]. It is therefore

the case that this corollary which may be phrased as a version of a no-trade theorem in the presence

of perfect adverse selection is distribution-independent: that is, regardless of the distribution D of

the traders’ asset price estimates 𝑝 ∼ D, if the market maker believes that the traders have perfect

8With this statement, we intend to only give intuition around the length of the interval, because there can be
pathological cases of pairs of distributions that do not follow this generic intuition, and hence it need not be true in full
generality.
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information, then their optimal allocation rule is to perform no-trade at all. More specifically:

Corollary 4.3.4 (No-trade theorem when all traders have perfect information). If the update rule

𝑝(𝑝0, 𝑝) = 𝑝, ∀𝑝 ∈ [𝑝min, 𝑝max], then for every distribution D, the optimal allocation rule is

𝑥★(𝑝) = 0, ∀𝑝 ∈ [𝑝min, 𝑝max].

4.4 An Important Special Case: Linear Instantiation of the Update Rule

We move on to consider an interesting special case of the update rule of Section 4.3.1: the

simplest specialization that allows us to capture an arbitrary mixture of both noise trading and

adverse selection, and enables us to show exactly how they intermingle with one another. More

specifically, we consider the case when the update rule is a convex combination of the two above

extreme cases, controlled by a parameter 𝜆 ∈ [0, 1]:

𝑝(𝑝0, 𝑝) = 𝜆𝑝0 + (1 − 𝜆)𝑝 (4.4.1)

The extreme cases arise as follows: for 𝜆 = 1, we obtain that the update remains the same as the

market maker’s prior (𝑝0), i.e., the pure noise trading model, where the trader is assumed to provide

no information on the asset price. For 𝜆 = 0, we obtain that the update always follows exactly the

trader’s estimate (𝑝), thus the trader is considered as having perfect information around the asset

price, i.e., pure adverse selection is attained.

There are standard normality assumptions under which this linear update rule naturally emerges

as the update rule for Bayesian updating. For example, if we consider that the asset value 𝑉 ∼

N(𝑝0, 𝜎
2
0 ) where N is the normal distribution, and the trader’s estimate is 𝑝 = 𝑉 + 𝜖 , where

𝜖 ∼ N(0, 𝜎2
𝜖 ), i.e., 𝑝 ∼ N(𝑝0, 𝜎

2
0 + 𝜎2

𝜖 ), then the posterior according to a Bayesian update step

would also be a normal distribution with mean 𝑝(𝑝0, 𝑝) = 𝜆𝑝0 + (1 − 𝜆)𝑝, where 𝜆 =
𝜎2
𝜖

𝜎2
0+𝜎

2
𝜖

(Gelman et al., 2014). Of course, this is just an illustration of the motivation behind the linear update

rule; it ignores the fact that asset prices cannot obtain negative values, but a similar calculation can

be performed for log-normal distributions, for instance, and also holds approximately for truncated
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Gaussian distributions in the case of the standard deviation being small compared to the mean value.

However, in this section, we will not be necessarily making any such Gaussian assumptions; we will

only be assuming that the conducted update corresponds to a linear interpolation (in fact, convex

combination) of the two cases of 𝑝0 and 𝑝 that we have seen in Section 4.1.2 as indicative of noise

trading and adverse selection.

In order to proceed with a more precise characterization of the interval of no-trade around 𝑝0,

we will make a similar assumption to the regularity of the distribution D made by Myerson (1981):

Assumption 4.4.1. The upper and lower virtual value functions, obtained by plugging in Eq. (4.4.1)

to Eqs. (4.3.2) and (4.3.3),

𝜙𝑢 (𝑠;𝜆) = 𝜆(𝑠 − 𝑝0) −
1 − 𝐹 (𝑠)
𝑓 (𝑠) and 𝜙𝑙 (𝑠;𝜆) = 𝜆(𝑝0 − 𝑠) −

𝐹 (𝑠)
𝑓 (𝑠)

are non-decreasing and non-increasing (respectively) with respect to 𝑠 for all 𝜆 ∈ [0, 1].

Discussion of Assumption 4.4.1. Assumption 4.4.1 can be intuitively understood as stating that

the distribution of 𝑝 (i.e., D) does not have heavy tails away from 𝑝0 on either direction (i.e., left

or right tails). We now explain in a detailed way why this is the case and why this assumption is

standard and naturally motivated. First, observe that the original regular distributional assumption

of Myerson (1981) is equivalent to the assumption that 𝜙𝑢 (𝑠;𝜆) is strictly increasing for 𝜆 = 1.

Additionally, notice that an equivalent re-statement of Assumption 4.4.1 is that the respective

monotonicities hold for 𝜆 = 0, since this implies the monotonicities for all 𝜆 ∈ [0, 1]. In particular,

for the monotonicity of the upper virtual value function, we observe that it exactly corresponds to

having a monotone hazard rate, where the hazard rate of a distribution is defined as

ℎ(𝑠) ≜ 𝑓 (𝑠)
1 − 𝐹 (𝑠) .

Distributions that have a monotone hazard rate (MHR) have been widely used before as common

distributional assumptions in revenue maximizing settings (Hartline, 2021; Cole and Rao, 2017;
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Cole and Roughgarden, 2014; Ewerhart, 2013). More generally, 𝜙𝑢 (𝑠;𝜆) being non-decreasing

for a specific 𝜆 corresponds to the notion of an 𝛼-strongly regular distribution (Definition 1.1) of

Cole and Roughgarden (2014) where 𝛼 = 1 − 𝜆. As for the monotonicity of the lower virtual value

function assumption, we observe that if we make the change of variables 𝑝′ = 𝑝0 − 𝑝 (where 𝑝 ∼ D

is our original random variable, and 𝑝′ is the new one), then 𝜙𝑙 (𝑠; 0) being non-increasing would be

equivalent to the distribution of 𝑝′ having a monotone hazard rate (MHR), because if we denote by

𝐺 (𝑠) and 𝑔(𝑠) the CDF and the PDF of 𝑝′ respectively, then from standard probabilities, we get

that 𝐺 (𝑠) = 1 − 𝐹 (𝑝0 − 𝑠), and 𝑔(𝑠) = 𝑓 (𝑝0 − 𝑠), hence

𝑔(𝑠)
1 − 𝐺 (𝑠) =

𝑓 (𝑝0 − 𝑠)
𝐹 (𝑝0 − 𝑠)

,

and 𝜙𝑙 (𝑠; 0) = −𝐹 (𝑠)
𝑓 (𝑠) being non-increasing is equivalent to 𝑓 (𝑝0−𝑠)

𝐹 (𝑝0−𝑠) being non-decreasing.

Intuitively, distributions satisfying Assumption 4.4.1 are well-behaved, in the sense that they

correspond to distributions with MHR on both of their tails, i.e., distributions that have both left and

right tails that are no heavier than an exponential.

Many interesting distributions satisfy the “non-heavy-tailed” property that Assumption 4.4.1

refers to. For example, all uniform and exponential distributions satisfy the assumption. More

generally, all distributions with log-concave densities have a monotone hazard rate (Ewerhart,

2013), and if centered around 𝑝0 (for instance symmetrically on both sides), both tail ends would

not be heavy and they would satisfy the assumption. As with classical non-MHR distributions,

Assumption 4.4.1 is not satisfied by most heavy-tailed distributions; the difference is that this

assumption includes both left and right tails of the distribution. A good example of a double-sided

(left and right) heavy-tailed distribution that would fail to satisfy Assumption 4.4.1 would be the

Cauchy distribution with a location parameter of 𝑝0, for which the moment generating function

does not exist anywhere: in this case, both of its left and right tails around 𝑝0 are heavy (Mantel,

1976).

We now move on to characterize the length of the no-trade interval present in the optimal
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solution of Eqs. (4.3.4) and (4.3.5) as 𝜆 varies.

Proposition 4.4.2. The length of the no-trade gap in the optimal solution that obtains the maximum

expected profit under Eq. (4.4.1) is a decreasing function of 𝜆, when the distribution D satisfies

Assumption 4.4.1.

Proof. First, observe that under Assumption 4.4.1, the optimal allocation rule is exactly character-

ized by Eqs. (4.3.4) and (4.3.5), whereby there exists exactly one root for each of the corresponding

upper and lower virtual value functions. We now need to show how the roots move, while 𝜆 varies.

In particular, we will prove that the root of the upper virtual value function increases as 𝜆 decreases;

the proof that the root of the lower virtual value function decreases is similar. These two combined

facts mean that, as 𝜆 decreases, the length of the interval of no-trade increases (because each of the

roots moves away from 𝑝0), thus proving the desired result.

We finish the proof as follows: consider 𝜆1 ≤ 𝜆2. The roots 𝑝1, 𝑝2 of the upper virtual value

functions 𝜙𝑢 (𝑠;𝜆1), 𝜙𝑢 (𝑠;𝜆2) for 𝜆1, 𝜆2 respectively satisfy

𝜙𝑢 (𝑝1;𝜆1) = 0 and 𝜙𝑢 (𝑝2;𝜆2) = (𝜆2 − 𝜆1) (𝑝2 − 𝑝0) + 𝜙𝑢 (𝑝2;𝜆1) = 0 .

Additionally, (𝜆2 − 𝜆1) (𝑝2 − 𝑝0) ≥ 0 since 𝜆1 ≤ 𝜆2 and 𝑝2 ≥ 𝑝0 (by definition of the upper

virtual value function), so the latter equality means that 𝜙𝑢 (𝑝2;𝜆1) ≤ 0 = 𝜙𝑢 (𝑝1;𝜆1). Therefore,

by the monotonicity of 𝜙𝑢 (𝑠;𝜆1), the latter is equivalent to the ordering 𝑝2 ≤ 𝑝1 of the respective

roots, as desired. □

Proposition 4.4.2 allows us to make precise the important interpretation of how the effects of

monopoly pricing and adverse selection interplay in a model of trading that incorporates both

noise trading and better-informed traders. More specifically, in the optimal solution to the profit

maximization problem of the market maker, there is a minimal interval of no-trade (corresponding

to the pure noise trading case, 𝜆 = 1) that exhibits the monopoly pricing power being the sole

driving force of the shape of the optimal mechanism. As 𝜆 gets smaller, and the market maker’s

model for the trader pre-supposes more and more traders with perfect information, according to
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Proposition 4.4.2, the interval around 𝑝0 on which the AMM is not willing to trade grows larger and

larger. This change is attributed to adverse selection being added in the mixture because of the traders

that are better informed than the market maker. At the other extreme, where pure adverse selection

is observed (𝜆 = 0), the optimal solution is to provide no liquidity, or equivalently, perform no trade.

This is a distribution-independent result that is due to the corresponding virtual value functions (both

upper and lower) being purely non-positive in that case (c.f., the expressions of Assumption 4.4.1

for 𝜙𝑢 (𝑠; 0) and 𝜙𝑙 (𝑠; 0) where we substitute 𝜆 = 0), making the optimal solution that obtains the

maximum profit be exactly the no-trade-anywhere solution 𝑥(𝑝) = 0, ∀𝑝min ≤ 𝑝 ≤ 𝑝max.

4.5 Conclusion and Future Directions

The goal of this work is to isolate the most essential and salient properties of the problem of

optimal liquidity provision: the zero-sum game between traders and liquidity providers, uncertain

valuations, asymmetric information, and price updates conditioned on trade. We show how a

“no-trade gap” (that arises as a “bid-ask spread” in traditional market microstructure literature for

reasons other than the ones considered here) surprisingly arises in very general settings of liquidity

provision in exchange mechanisms, like the ones we consider, allowing us to unlock a fruitful

connection between optimal market-making and the Myersonian theory of optimal auction design.

This connection has not been made in prior literature to the best of our knowledge.

Our general framework for reasoning about AMMs is based on a Bayesian-like belief inference

procedure. Such Bayesian updating procedures are well-known and widely used in machine learning,

even in the specific context of market-making (Das and Magdon-Ismail, 2008). The generality of

our framework has the exact intention of capturing any possible exchange mechanism, including

the most prominent examples of both limit order books and automated market makers (see also

Milionis et al., 2023c). At the same time, for the optimal allocation rule whose structure we hereby

characterize, it would be interesting to give the complexity of the market maker’s computation with

update rules other than the linear one, which we gave as an indicative example of the mixing effects

of both adverse selection and noise trading. In the case of update rules that can arise from an online
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learning framework with iterative belief updates, what makes the complexity determination not

straightforwardly arise from these online learning frameworks is exactly the needed calculation of

the roots in Theorem 4.3.3.

It might seem, at a first glance, that the market maker in the framework given in this work is not

just risk-neutral but also myopic, i.e., maximizes expected profit from the next trade given its update

rule, belief distribution over traders’ estimates, and its own current asset value estimate. However,

our framework can capture much more generic structures of dependencies that allow the market

maker to not be myopic, including a (possibly discounted) cumulative profit/reward structure. It

would be an interesting future direction to examine whether the insights we give in this work change

in such cases; we conjecture that they do not, but additional effects could be observed. In fact,

our Bayesian (update rule) framework can be adjusted to accommodate these more complicated

structures, where the updated belief (through the update rule) can have any future expectations

already baked in. In particular, sequentially, the market maker’s new updated belief of the prior

round of trading becomes their prior belief in the next trade, so that the prior at each round depends

on the entire past history of trades; the update rule at each time holds the best (future) expectation

of the market maker.

Finally, future empirical work that probes the model’s assumptions and results could be explored,

just as empirical work on revenue-maximizing auctions and online learning has served to usefully

probe Myerson’s original theoretical framework.
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Chapter 5: Automated Market Making and Loss-Versus-Rebalancing

NOTE. The results of this chapter are based on joint work with Ciamac C. Moallemi, Tim Roughgar-
den, and Anthony Lee Zhang (Milionis et al., 2022a).

5.1 Introduction

In recent years, automated market makers (AMMs) have emerged as the dominant mechanism

for decentralized exchange on blockchains. Most (but not all) of the deployed AMMs have the form

of a constant function market maker (CFMM) such as Uniswap (Adams et al., 2020; Adams et al.,

2021). Compared to electronic limit order books (LOBs), which are the dominant market structure

for traditional, centralized exchange-based electronic markets, CFMMs offer some advantages.

First of all, they are efficient computationally. They have minimal storage needs, and matching

computations can be done quickly, typically via constant-time closed-form algebraic computations.

In an LOB, on the other hand, matching engine calculations may involve complex data structures

and computations that scale with the number of orders. Thus, CFMMs are uniquely suited to the

severely computation- and storage-constrained environment of the blockchain. Second, LOBs are

not well-suited to a “long-tail” of illiquid assets. This is because they require the participation of

active market makers. In contrast, AMMs mainly rely on passive liquidity providers (LPs).

The goal of this chapter is to understand the returns to providing liquidity in an AMM, in a man-

ner which is inspired by the Black and Scholes (1973) model of option pricing. The Black-Scholes

model builds on the insight that options can be replicated by dynamically trading the underlying

stock. From this insight, the model can be used to analyze option returns both qualitatively and

quantitatively. Qualitatively, the Black-Scholes model shows how option returns are related to the

underlying stock’s return, volatility, and other parameters. Quantitatively, the model is realistic
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enough that it can be used to price options, by plugging in values for model parameters.

Analogous to the Black-Scholes approach, we aim to construct a model of AMM LP returns,

which both delivers qualitative insights about the factors that affect LP profitability, and is quan-

titatively realistic enough to bring to data. We begin with the idea of replicating the AMM’s

trades by dynamically trading the underlying asset at market prices; we call this trading scheme

the rebalancing strategy. The AMM LP position systematically underperforms relative to the

rebalancing strategy; we call the performance gap loss-versus-rebalancing, (or LVR, pronounced

“lever”). The source of underperformance is price slippage: due to the passive nature of AMM

liquidity provision, whenever risky asset prices move, AMMs trade at worse-than-market prices.

The concept of loss-versus-rebalancing, as we present it hereby, applies for any AMM with mild

regularity assumptions. Therefore, LVR does not only refer to and is not a quantity specific to

CFMMs; LVR characterizes the behavior of general AMMs. We derive a simple expression for

LVR on locally-smooth AMMs (of which CFMMs is only a special case), which depends only on

two parameters: the volatility of the underlying asset, and the marginal liquidity of the AMM’s

demand curve. We then use our model to empirically analyze the Uniswap v2 WETH-USDC pair.

Our model quantitatively performs well in matching LP returns. Our results have implications for

measuring the returns to providing liquidity for AMMs, as well as for redesigning AMMs to limit

LVR and thus decrease the effective trading fees charged to AMM traders.

We model trading between a risky asset and a numéraire. The two assets can be traded on an

AMM and a centralized exchange (CEX). We assume the CEX is infinitely deep, so the risky asset

can be traded on the CEX with no price impact. As in the Black-Scholes model, we assume the risky

asset’s price follows a geometric Brownian motion with possibly stochastic volatility. There are two

kinds of traders in the model. Noise traders trade with the AMM, contributing fees to AMM LPs.

Arbitrageurs trade with the AMM and the CEX to maximize profits. We assume arbitrageurs pay no

fees, implying that arbitrageurs ensure that the AMM’s price is always equal to the CEX price. In

the case that the AMM is a CFMM, the CFMM is described by an invariant curve 𝑓 (𝑥, 𝑦) = 𝐿; the

CFMM is willing to make any trade such that it stays on this level curve.
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We define the rebalancing strategy as a trading strategy which holds whatever amount of the

risky asset the AMM holds at any point in time, but adjusts its positions in the risky asset by

trading at CEX prices, rather than AMM prices. Shorting the rebalancing strategy effectively

delta-hedges the AMM LP position. We show that, ignoring fees, AMM LPs always do worse

than the rebalancing strategy. We define loss-versus-rebalancing, or LVR, as the gap between

the rebalancing strategy’s performance, and the AMM LP’s performance. The intuition for this

underperformance is related to the phenomenon of “sniping” in high-frequency trading settings. In

the model of Budish et al. (2015), a market maker quotes prices to trade a risky asset. Whenever

public information arrives causing the fair price of the risky asset to move, there is a “speed race”

between the quoting market maker to cancel her order, and other traders to “snipe” the market

maker’s stale quotes.

AMMs can be thought of as quoting market makers who do not proactively update their price

quotes; they only ever change prices in response to trades. Thus, whenever CEX prices move, AMM

quotes become “stale”, giving arbitrageurs opportunities to profit by “sniping” the AMM, until the

point where AMM prices are equal to CEX prices. AMMs thus lose money from price slippage:

every trade which the AMM makes is executed at slightly worse prices than the rebalancing strategy,

which buys and sells at CEX prices. LVR consists of the aggregate losses incurred from such price

slippage.

Instantaneous LVR depends on only two parameters on locally-smooth AMMs: the instantaneous

variance of asset prices, and the marginal liquidity available — the slope of the AMM’s demand

function for the risky asset — at the current price level in the pool. That is, AMM losses from

price slippage are greater when prices move more, and when the AMM trades more aggressively in

response to price movements. Asset price volatility is straightforward to measure, and marginal

liquidity can be calculated based on the formula for the AMM’s demand curve (in the special

sub-case of CFMMs, this comes from the CFMM’s level sets), implying that our model can be used

to measure LVR for any asset pair and AMM empirically.

The Black-Scholes model also implies that options can be delta-hedged by trading the underlying
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stock; a delta-hedged call option is a pure bet on whether the volatility implied by option prices is

greater than realized volatility. Analogously, the concept of LVR can be used the basis of a trading

strategy involving delta-hedging LP positions. A portfolio which holds a long position in the AMM

LP, and a short position in the rebalancing strategy, is always hedged to first-order at any point

against directional movements in the risky asset’s prices. At any point in time, the position is thus a

bet on whether accrued trading fees are large enough to compensate for LVR losses due to price

slippage; the strategy profits if fees are large relative to the product of price volatility and marginal

liquidity, and loses money otherwise.

We use our model to empirically analyze the Uniswap v2 ETH-USDC trading pair. The analysis

has two goals. First, we show that our model-predicted LVR is very close to the returns from

delta-hedged LPing — a trading strategy which holds a long position in the CFMM LP, and a short

position in the rebalancing strategy. Second, our analysis shows how “hedged LP” methodology

can be used to improve the measurement of LP returns. Hedged LPing is much less risky than

unhedged LPing: hedged LP P&L has a standard deviation of returns of around 1%–6% (depending

on the hedging frequency) of the standard deviation of returns of unhedged LP P&L, according to

the empirical analysis in this chapter. This indicates that the vast majority of variation in unhedged

LP returns is driven simply by the LP position’s exposure to market risk in the underlying assets,

which can be easily eliminated by shorting the rebalancing strategy. Researchers analyzing the

economic drivers of LP profitability should thus analyze hedged LP returns: by removing LP

positions’ mechanical exposures to market risk, this methodology allows the researcher to focuses

on the economic tradeoff of whether fees, pool token incentives, and other such benefits to LPs

are large enough to outweigh losses from price slippage. Our procedure requires very little data to

apply: the researcher simply needs a time series of the asset holdings of the CFMM LP, as well as

any mints and burns, and a time series of CEX prices of the risky asset.

Next, we discuss connections between AMM LP positions and the three classical ways that

volatility can be traded: static (European) options, dynamic trading strategies, and variance swaps

(Carr and Madan, 2001). We model the AMM reserves at the static payoff of a pool value function.
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This relates to Clark (2020), Fukasawa et al. (2022), and Deng et al. (2023), who show that AMM

LP payoffs, over any finite time horizon, can be replicated by shorting a bundle of European options.

These option positions, in turn, are equivalent to dynamic trading strategies which sells (buys) the

asset when prices increase (decrease). In our setting, the rebalancing strategy plays the role of

delta-hedging. Finally, an delta-hedged LP position can be thought of as a generalized variance

swap, whose payoff over any given time period is equal to realized variance weighted by the

marginal liquidity of the AMMs.

A common benchmark used by practitioners to measure AMM LP losses is “impermanent loss”.

Impermanent loss compares the performance of a AMM LP position to a portfolio which simply

holds the LP’s initial bundle of assets; this differs from LVR, which compares LP performance

to the rebalancing strategy. On the one hand, we show that the risk-neutral expectation of LVR

and impermanent loss — and in fact with any other benchmark strategy which trades at market

prices — is the same. On the other hand, LVR is the unique choice of benchmark which eliminates

differences attributable to market risk. Mathematically, the loss of an AMM LP position relative to

any other benchmark can be thought of as LVR, plus a noise term due to difference between the

market risk exposures of the benchmark and the AMM LP.

Our results have implications for AMM design. LVR can be used by AMM protocol designers

for guidance to set fees. This is because in a competitive market for liquidity provision, there

should be no excess profits for LPs, and hence fees should balance with LVR. For example, since

LVR scales with variance, one might imagine fee mechanisms that also scale with variance. Or,

alternatively, protocols could be constructed that compare LVR versus fee income in a backward

looking window, increasing fees if they are below LVR, and decreasing fees if they are above

LVR. More speculatively, our results suggest a potential approach to redesign AMMs to reduce

or eliminate LVR: an AMM which has access to a reliable and high-frequency price oracle could

in principle quote prices arbitrarily close to market prices for the risky asset, thus eliminating

losses from price slippage, and achieving payoffs arbitrarily close to that of the rebalancing strategy.

Relatedly, AMMs could sell special rights to arbitrage LPs to special wallets, “capturing” expected
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LVR and redistributing the profits to AMM LPs.

5.1.1 Related Literature

We make a number of contributions relative to the literature. Theoretically, we are the first to

propose, for CFMMs with general bonding functions, that LP positions’ losses should be measured

relative to the rebalancing strategy. Our analysis shows that the losses of AMM LPs can be

thought of as arising from price slippage, due to systematically trading at worse-than-market prices.

Quantitatively, our model shows how LVR can be calculated based on price volatility and bonding

function curvature. The fact that LP losses are qualitatively related to these quantities is known

in the literature,1 but our quantification for general bonding functions is, to our knowledge, new.2

Finally, our novel “delta-hedging” methodology for LVR measurement may also be useful for future

empirical work on CFMM LP profitability.

Since we introduced the concept, LVR has evolved into a centerpiece in practical applications

and analyses, having had wide impact within decentralized finance. LVR and markouts have been

used in practice to measure hedged LP returns of AMM pools, including those of concentrated

liquidity market makers (Elsts, 2023; CrocSwap, 2022), and A number of industry groups are also

working to build AMMs which utilize our insights to attempt to reduce or eliminate LVR (Canidio

and Fritsch, 2023; Cata Labs, 2023; Fenbushi Capital, 2023; Algebra Protocol, 2023; Klages-Mundt

and Schuldenzucker, 2022; Aori Protocol, 2023; Adams et al., 2024).

This chapter relates to a sizable recent literature on automated market makers. Lehar and

Parlour (2025) compare liquidity provision in limit order books and AMMs. In their model, as in

ours, liquidity providers make profits from liquidity traders, and lose when risky asset prices move

and arbitrageurs “snipe” stale CFMM quotes. Lehar and Parlour (2025) show theoretically and

empirically that equilibrium pool size is smaller when asset volatility is higher, and characterize

1See, for example, Evans (2020), Lehar and Parlour (2025), and Capponi and Jia (2021)
2Outside the financial economics literature, similar results to our decomposition have been derived for specific

bonding functions. For example, Boueri (2021) also derives an explicit expression for impermanent loss, in the special
case of geometric mean market makers; in this specific case, the impermanent loss is isomorphic to LVR. A number of
subsequent papers have built on our approach (Hasbrouck et al., 2023), some using different terminology from LVR
(Cartea et al., 2022; Cartea et al., 2023).
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a number of other stylized facts of Uniswap liquidity pools. In a similar setting, Capponi and Jia

(2021) also show that CFMM LPs suffer losses when risky asset prices move, analyzing both the

“rebalancing” arbitrage we study in this chapter, as well as “reversal” arbitrage from exploiting noise

traders. Capponi and Jia (2021) calculate the optimal convexity of the CFMM invariant, for trading

off losses from arbitrage and increased price impact from investors. Lehar and Parlour (2025) and

Capponi and Jia (2021) go beyond the scope of this chapter in that they are equilibrium models

for liquidity provision. The intuition that LP losses are related to the size of price movements

and the curvature of bonding functions has been made in many of these papers. These existing

papers use stylized two-period models which are not amenable to quantification; these papers also

generally focus on expected losses of CFMM LPs. Our richer continuous-time framework allows us

to conceptually distinguish “market risk” from LVR; moreover, our model can be used to empirically

quantify CFMM LP losses, using either our analytical formula based on price volatility and bonding

function curvature, or our simpler empirical “delta-hedging” methodology.

More broadly, Lehar et al. (2024) and Hasbrouck et al. (2022) theoretically and empirically

analyze CFMM fees, and their effects on trade volume and price efficiency. Barbon and Ranaldo

(2021), Foley et al. (2023), Lehar and Parlour (2025), and Han et al. (2021) empirically compare

price impact, price efficiency, and net trading fees on centralized and decentralized exchanges.

Other papers analyzing CFMMs include Augustin et al. (2024), Brolley and Zoican (2023), Aoyagi

(2020), Aoyagi and Ito (2021), Park (2021), Fang (2024), and Hasbrouck et al. (2023). Arbitrage

profits are a form of miner extractable value (MEV). Qin et al. (2022) empirically quantifies this

and other types of CFMM related MEV, including “sandwich” attacks. Sandwich attacks are also

considered by Zhou et al. (2021) empirically. Our results also show how CFMM LP losses are

analogous to the “quote-sniping” losses of market makers in high-frequency trading models (Budish

et al., 2015; Biais et al., 2015; Baldauf and Mollner, 2020; Aquilina et al., 2022).

A number of papers outside the financial economics literature apply tools from convex analysis

to analyze CFMMs. Angeris et al. (2019) show analytically and through agent-based simulations

that CPMMs are able to closely track the reference prices of underlying assets. In a manner related
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to this chapter, Angeris and Chitra (2020) and Angeris et al. (2021a) and Angeris et al. (2021b)

apply tools from convex analysis (e.g., the pool reserve value function) to study the more general

case of constant function market makers. Angeris et al. (2021b) also analyze LP profits, but do not

relate them to the rebalancing strategy or express them in closed-form. Relative to these earlier

papers, our contribution is to explicitly decompose LP losses into the returns on the rebalancing

strategy and LVR for general CFMMs, to show how the LVR component corresponds to arbitrageur

profits, and to show how these ideas can be used to measure LP losses empirically.3

Another group of papers draws analogies between CFMMs and options; we discuss the relation-

ship between our results and these papers in detail in Section 5.7. Clark (2020) replicates the payoff

of a constant product market over a finite time horizon in terms of a static portfolio of European put

and call options. Tassy and White (2020) compute the growth rate of a constant product market

maker with fees. Lambert (2022) considers a number of related issues. Boueri (2021) considers

the profitability of geometric mean market makers under geometric Brownian motion dynamics;

his (re-)definition of “impermanent loss” in that setting is equivalent to LVR. Boueri (2021) also

does not show the relationship between LVR and arbitrageur profits. Subsequent to the first publicly

available version of our result, Cartea et al. (2022) and Cartea et al. (2023) discussed the concept of

“predictable loss”; the “convexity cost” component of predictable loss in their setting is equivalent

to LVR.

Outline. The chapter proceeds as follows. Section 5.2 describes some institutional details of

AMMs. Section 5.3 describes our model. Section 5.4 contains our main results. Section 5.5

shows expressions for loss-versus-rebalancing for a number of CFMM invariants used in practice.

Section 5.6 contains our empirical analysis. Section 5.7 discusses the relationship of AMM LPs to

3In particular, a number of papers have characterized expected losses of CFMM LPs – sometimes referred to as
expected “impermanent loss” – in more or less general cases. To our knowledge, the 𝜎2

8 formula for the constant
product market maker first appeared in Evans (2020), and has appeared in many papers since. As we discuss in Section
5.8, the (risk-neutral) expectations of “impermanent loss” and LVR are equal, but LVR does not contain market risk; we
view this as an important conceptual distinction, and it also leads to cleaner empirical measures of LP losses. Moreover,
the literature applying tools from convex analysis has not emphasized that convexity losses are equivalent to arbitrageur
profits; as we discuss in Section 5.9, this insight is key to showing how AMMs could be redesigned to reduce or
eliminate LVR.
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options and other ways to trade volatility. Section 5.8 discusses the relationship between LVR and

other benchmarks, such as impermanent loss. We discuss practical implications of our results for

AMM design in Section 5.9, and conclude in Section 5.10. Proofs and supplementary results appear

in later sections of this chapter.

5.2 Institutional Background

Automated market makers have their origin in the classic literature on prediction markets and

market scoring rules; see Pennock and Sami (2007) for a survey of this area. Constant function

market makers, which are characterized by a invariant or bonding function, build on the utility-based

market making framework of Chen and Pennock (2007). In that framework, utility indifference

conditions define a bonding function for binary payoff Arrow-Debreu securities. More recent interest

in CFMMs has been prompted by an entirely new application: its functioning as a decentralized

exchange mechanism, first proposed by Buterin (2016) and Lu and Köppelmann (2017).

An automated market maker (AMM) is a smart contract which allows market participants

to trade one cryptoasset with another directly on the blockchain, rather than using a centralized

exchange. Suppose, for example, that a market participant wanted to trade an asset such as ETH

held in her blockchain wallet for another asset, such as USDC. She could do so on a custodial

centralized exchange (CEX), such as Binance, by “depositing” her ETH by sending it to Binance on

the blockchain; trading Binance-custodied ETH for custodied USDC; and then “withdrawing” the

USDC, directing Binance to send USDC back into her personal blockchain wallet. This process

has a number of costs. The market participant must give the CEX custody over her cryptoassets,

exposing her to exchange credit risk. Market participants must have a CEX trading account; many

CEXs impose jurisdictional and identification requirements, often imposed by national regulators

to satisfy know-your-customer or anti-money-laundering laws, which market participants may be

unwilling or unable to satisfy. The CEX must enable trading of the asset pair in question; many

tokens with small market caps are simply not listed on CEXs for trade. Moreover, the rules for

determining trade priority and prices on CEXs are not always transparent, and CEXs may impose
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deposit, withdrawal, and settlement fees or delays on their users.

AMMs present an alternative to CEX trading which circumvents many of these costs. Techni-

cally, AMMs are “smart contract” wallets, meaning they are blockchain wallets which can hold

cryptoassets, but whose behavior is determined fully by blockchain code rather than human discre-

tion. In this example, the AMM wallet holds some inventory of ETH and USDC. When a trader

submits a blockchain transaction to trade ETH for USDC, ETH is sent from the user to the AMM’s

inventory, and USDC is sent from the AMM’s inventory to a user, in a single atomic transaction. We

will discuss how the trade price is determined in Section 5.3 below. There are no barriers to access

to AMMs: any individual can initiate a transaction with any AMM. There is no credit risk, since

trades are completed in a single step, and it is not possible to lose the sold assets without gaining

the purchased assets. The mechanisms through which trade prices are calculated is comparatively

transparent: for example, the Uniswap v2 smart contract consists of under a thousand lines of

publicly available code.4 Once “deployed” to the blockchain, no one, not even the creator, can

modify the code. AMMs thus present an attractive trading option for market participants who do

not want exposure to exchange credit risk, who face barriers to accessing CEXs, or who value the

transparency of AMM behavior.

The asset inventory AMMs use to trade is provided in a decentralized manner: any market

participant can become a “liquidity provider” (LP) in a ETH-USDC AMM, or any other pair of

tokens,5 by contributing ETH and USDC to the AMM’s inventory. The AMM pool then trades

using these contributed assets as a part of its inventory, and any trading fees accrue proportionately

to the liquidity inventory providers depending on her share. At any point, the liquidity providers

can withdraw ETH and USDC corresponding to her share of the pool; however, the amounts of

ETH and USDC withdrawn will generally differ from what the liquidity provider first contributed,

as inventory adjusts with market participants’ trade requests and fees are collected. The economic

problem facing LPs, which is the core focus of this chapter, is how to evaluate the costs and benefits

4See the Uniswap v2 repository.
5In particular, a market participant can begin LPing a pair of assets even if no one else is providing liquidity for it,

thus effectively listing the pair of assets for trade.
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of providing liquidity to AMMs.

5.3 Model

In what follows, we describe the frictionless, continuous-time Black-Scholes setting of our

model.

Assets. Fix a filtered probability space
(
Ω, F , {F𝑡}𝑡≥0,Q

)
where Q is a risk-neutral or equivalent

martingale measure, satisfying the usual assumptions. Suppose there are two assets,6 a risky asset

𝑥 and a numéraire asset 𝑦. We assume that the risk-free rate is zero.7 There is an infinitely deep

centralized exchange, where the risky asset can be traded with zero fees. The price on the centralized

exchange is observable, and evolves exogenously according to a geometric Brownian motion that is

a continuous Q-martingale, i.e.,

𝑑𝑃𝑡

𝑃𝑡
= 𝜎𝑡 𝑑𝐵

Q
𝑡 , ∀ 𝑡 ≥ 0,

with a stochastic volatility process8 given by 𝜎𝑡 > 0, and where 𝐵Q
𝑡 is a Q-Brownian motion.

CFMM Pool. The state of a constant function market maker (CFMM) pool is characterized by

the reserves (𝑥, 𝑦) ∈ R2
+, which describe the current holdings of the pool in terms of the risky asset

and the numéraire, respectively. Define the feasible set of reserves C according to

C ≜ {(𝑥, 𝑦) ∈ R2
+ : 𝑓 (𝑥, 𝑦) = 𝐿},

6This assumption is without loss of generality, we describe the multi-dimensional case where there are 𝑛 ≥ 2 assets,
none of which need be the numéraire, in Section 5.12.3.

7This assumption is without loss of generality. In order to incorporate a non-zero risk-free rate, one need only add a
cost of capital for the value of LP assets deposited as pool reserves.

8Volatility will be an important input in the analysis that follows. A natural question is how to calibrate volatility
as a model parameter. As in the general application of Black-Scholes style models, for ex ante analysis of a possible
future LP position, an implied volatility is the appropriate input. On the other hand, for ex post LP return performance
analysis as in Section 5.6, a historical or realized volatility is appropriate.
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where 𝑓 : R+2 → R is referred to as the bonding function or invariant, and 𝐿 ∈ R is a constant. In

other words, the feasible set is a level set of the bonding function. The pool is defined by a smart

contract which allows an agent to transition the pool reserves from the current state (𝑥0, 𝑦0) ∈ C

to any other point (𝑥1, 𝑦1) ∈ C in the feasible set, so long as the agent contributes the difference

(𝑥1 − 𝑥0, 𝑦1 − 𝑦0) into the pool; see Figure 5.1a.

Example 5.3.1. The constant product market maker is defined by the invariant
√
𝑥𝑦 = 𝐿.

To simplify our analysis, we will also assume that, aside from trading with arriving liquidity

demanding agents, the pool is static otherwise. In particular, we assume that the liquidity providers

do not add (“mint”) or remove (“burn”) reserves over the time scale of our analysis. In other words,

LPs are passive. We also ignore the details of the underlying blockchain on which the pool operates.

In particular, we assume away any blockchain transaction fees such as “gas” fees, and also ignore

the discrete-time nature of block updates.

Besides liquidity providers, there are two kinds of agents in the model: arbitrageurs and noise

traders.

Arbitrageurs. There is a population of arbitrageurs, able to frictionlessly trade at the external

market price, continuously monitoring the CFMM pool. When an arbitrageur interacts with the

pool, we assume they maximize their immediate profit by exploiting any deviation from the external

market price. In other words, they transfer the pool to a point in the feasible set C that allows them

to extract maximum value assuming that they unwind their trade at the external market price 𝑃.

Geometrically, the presence of arbitrageurs implies that, if the price of the risky asset is 𝑃, pool

reserves will move to the point on the curve 𝑓 (𝑥, 𝑦) = 𝐿 where the slope of the bonding curve is

equal to −𝑃, as indicated in Figure 5.1b.

Noise Traders. There is also a population of DEX-specific noise traders. Noise traders trade

only in the CFMM pool, and trade for totally idiosyncratic reasons. In most models of equilibrium

liquidity provision on decentralized exchanges, it is important that there are at least some noise

73



𝑥1 − 𝑥0

𝑦0 − 𝑦1

𝑓 (𝑥, 𝑦) = 𝐿

(𝑥0, 𝑦0)

(𝑥1, 𝑦1)
𝑥

𝑦

(a) Transitions between any two points on the bond-
ing curve 𝑓 (𝑥, 𝑦) = 𝐿 are permitted, if an agent
contributes the difference into the pool.

𝑓 (𝑥, 𝑦) = 𝐿

slope = −𝑃

(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
𝑥

𝑦

(b) Arbitrageurs ensures that, when the price is 𝑃,
pool reserves shift to the point on the bonding curve
where the slope is equal to −𝑃.

Figure 5.1: Illustration of a CFMM.

traders who strictly prefer trading on CFMMs to CEXs, since these traders are the source, since the

equilibrium amount of CFMM liquidity is zero in the absence of noise traders (Lehar and Parlour,

2025). There are many reasons in practice why certain market participants might prefer trading on

CFMMs to CEXs. Market participants may not be able or willing to satisfy the know-your-customer

requirements imposed by CEXs, or may not trust that centralized exchanges will safely custody their

assets. Market participants may, due to jurisdictional restrictions, not have access to a CEX on which

a particular asset trades, whereas DEXes have no jurisdictional restrictions; market participants may

also value the ability to atomically combine DEX trades with other smart contract operations on

blockchains.9

Noise traders’ trades have an initial impact on CFMM pool prices, but these effects are immedi-

ately offset by arbitrageurs, who immediately move the CFMM back to the CEX price 𝑃. Thus,

from the LP’s perspective, noise traders simply contribute a flow of fees. Denote by FEE𝑇 the

cumulative fees paid by noise traders up to time 𝑇 . For simplicity, we assume fees are paid in units

of the numéraire; this simplifies the analysis, since fees do not affect the level curve that the CFMM

9There could also be noise trading on the CEX; however, since we have assumed the CEX is infinitely deep, these
trades do not affect prices and can be ignored in our model. If there are noise traders who can trade on either the CEX
or the DEX, in our model they will choose to trade on the infinitely deep CEX. For the purposes of our model, we only
need that there are some noise traders who exogenously prefer to trade on the DEX, with strong enough preferences
that they are willing to use the DEX despite higher fees and price impact.
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trades on.10 In practice, fees are sometimes (e.g., in Uniswap v2 but not in Uniswap v3) reinvested

into the pool reserves; another way to think about this assumption is to assume LPs immediately

withdraw any accrued fees from the CFMM.

When discussing arbitrageurs, we will distinguish between two conceptually different forms

of arbitrage activity. The first, which we call rebalancing arbitrage, is arbitrage of a pool when

mispricing arises due to movements of the CEX price. The second, which we call reversion

arbitrage, is arbitrage following the arrival of noise traders who move DEX prices away from 𝑃

— this type of arbitrage is sometimes called “back-running”. Our model allows us to quantify the

magnitude of profits of rebalancing arbitrageurs, but not reversion arbitrageurs.

5.3.1 Discussion of Assumptions

We assume the CEX is infinitely deep, so trades have no price impact; this is analogous to the

assumption in the Black-Scholes model that trades of the underlying stock have no price impact.

It is not entirely clear how true this is in practice, and for which assets this is true. On the one

hand, Barbon and Ranaldo (2021) and Liao and Robinson (2022) argue that transaction fees are in

fact lower on DEXs than CEXs at certain transaction sizes. Moreover, since the barriers to listing

tokens on DEXs are so low, many less liquid tokens begin trading on DEXs before they are traded

on large CEXs. On the other hand, a large majority of trade volume in the USD-ETH pair, around

90%, occurs on centralized exchanges relative to decentralized exchanges. Moreover, according

to our conversations with industry participants, large orders are in practice often executed through

OTC desks, so liquidity may be deeper than what is implied by CEX limit order books; the CEX in

our model can be thought of as capturing limit order books, OTC desks, and any other sources of

liquidity outside the DEX, including in fact other DEXes. Our model is a reasonable approximation

so long as any individual DEX does not constitute more than a small fraction of total liquidity in

the market available for an asset. Even in settings where this assumption does not hold, our model

may still be a useful conceptual benchmark that is cross-sectionally consistent and arbitrage-free,

10The same assumption is made by Lehar and Parlour (2025).
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analogous to the use of option pricing models to value options with illiquid underlying assets, such

as employee stock options in privately held companies, or as in real options valuation (Dixit and

Pindyck, 1994).

A number of other papers, such as Lehar and Parlour (2025), Capponi and Jia (2021) Hasbrouck

et al. (2022), Barbon and Ranaldo (2021), and Foley et al. (2023), argue that the equilibrium level of

pool liquidity – 𝐿 in our model – should equating LPs’ gains from trading fees to their losses from

“adverse selection.” We take 𝐿 as given, thinking of it as determined by such an equilibrium process.

We will show that LVR only depends on price volatility, and the marginal liquidity of the CFMM

level set, both of which are observable objects. Thus, given price volatility, any model of liquidity

providers’ strategic behavior which leads the CFMM LP to reach a given level set implies the same

level of LVR. The cost of not modeling strategic LP behavior is that our framework cannot make

sharp predictions about how the level of CFMM liquidity provision responds to changes in market

design. However, the benefit is that our quantification of CFMM LP losses is robust to different

underlying models of strategic LP behavior.

We assume away many frictions to trading which are present in practice: we assume arbitrageurs

pay no trading fees on CEXs or DEXs, we ignore gas fees (fixed fees being paid on every trade),

and we ignore the discrete, block-based nature of trading on blockchain CFMMs. As in Black-

Scholes, these approximations allow us to derive particularly simple expressions for model outcomes.

Accounting for fees will imply that the profits arbitrageurs make will tend to be lower than our

expressions. In particular, in practice, arbitrageurs tend to engage in “gas races”, bidding high gas

fees so that block miners have an incentive to include their arbitrage trades in the blockchain first.

These gas races will tend to redirect some of the profits from CEX-DEX arbitrage towards block

miners.11 We will show in our empirical analysis of Section 5.6 that our model appears to match the

actual delta-hedged returns of LP positions from the data fairly closely, suggesting that the omission

of fees from our model has a quantitatively small effect on estimated LP returns in the examples we

11CEX-DEX arbitrage is one form of “miner extractable value”, or MEV, a set of circumstances in which miners’
ability to determine the ordering of transactions allows them to extract monetary value; Daian et al. (2020b) discusses
MEV in detail.
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analyze. Moreover, we note that the analysis of arbitrage profits in the presence of fees is the subject

of follow-on work (Milionis et al., 2023a), and we defer a more careful discussion of the impact of

fees to that work. We also assume noise trader fees are paid in the numéraire, and we assume away

minting and burning of LP shares for simplicity. However, we relax both these assumptions in the

empirical application in Section 5.6.

5.4 Loss-Versus-Rebalancing

We proceed to analyze losses of AMM LPs in the context of our model.

The Pool Value Function 𝑉 (𝑃). Figure 5.1b shows that the composition of the CFMM’s reserve

pool depends only on the risky asset’s price: at any time 𝑡, if the risky asset’s price is 𝑃𝑡 , arbitrageurs

will move the pool’s reserves to the point on the 𝑓 (𝑥, 𝑦) curve where the slope is −𝑃𝑡 . The mark-

to-market value of the pool’s reserves at any point in time, 𝑃𝑡𝑥𝑡 + 𝑦𝑡 , is thus also fully determined

by the current price 𝑃𝑡 . A convenient way to analyze the monetary value of pool reserves at any

given point in time is to define the the pool value function 𝑉 : R+ → R+, as the solution to the

optimization problem:

𝑉 (𝑃) ≜ minimize
(𝑥,𝑦)∈R2

+

𝑃𝑥 + 𝑦

subject to 𝑓 (𝑥, 𝑦) = 𝐿.

(5.4.1)

The intuition behind (5.4.1) is that, at any point in time, arbitrageurs can access any point on the

invariant curve 𝑓 (𝑥, 𝑦) = 𝐿; arbitrageur profits are maximized by minimizing the value of the pool’s

reserves. The minimizing choice of 𝑥, 𝑦 is the tangency point illustrated in Figure 5.1b; 𝑉 (𝑃)

measures the monetary value of reserves, 𝑃𝑥 + 𝑦, at this minimal point. If we denote by 𝑉𝑡 the value

of pool reserves at time 𝑡, the presence of arbitrageurs implies that at any point, 𝑉𝑡 is equal to 𝑉 (𝑃𝑡).

Geometrically, the pool value function implicitly defines a reparameterization of the pool state from

primal coordinates (reserves) to dual coordinates (prices).

We assume that the pool value function satisfies:
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Assumption 5.4.1. 1. An optimal solution
(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
to the pool value optimization (5.4.1)

exists for every 𝑃 ≥ 0.

2. The pool value function 𝑉 (·) is everywhere twice continuously differentiable.

3. For all 𝑡 ≥ 0,

EQ
[∫ 𝑡

0
𝑥∗(𝑃𝑠)2𝜎2

𝑠 𝑃
2
𝑠 𝑑𝑠

]
< ∞.

Parts 1–2 are easily verified for many CFMMs, see Section 5.5 for examples. Part 3 is a

square-integrability condition that will be used in Section 5.4. Parts 1–2 are a sufficient condition

for the following:

Lemma 5.4.2. For all prices 𝑃 ≥ 0, the pool value function satisfies:

1. 𝑉 (𝑃) ≥ 0.

2. 𝑉 ′(𝑃) = 𝑥∗(𝑃) ≥ 0.

3. 𝑉 ′′(𝑃) = 𝑥∗′(𝑃) ≤ 0.

Proof. The first part follows from the fact that C ⊂ R2
+ and 𝑃 ≥ 0. The second part is the envelope

theorem or Danskin’s theorem (Bertsekas, 1971). The third part follows from the concavity of 𝑉 (·),

as a pointwise minimum of a collection of affine functions. □

Part 2 of Lemma 5.4.2 establishes that the slope of the pool value function is equal to the

reserves in the risky asset. Part 3 establishes that the pool value function is concave. Note that this

concavity does not depend on the nature of the feasible set C or the bonding function 𝑓 (·). This

part also establishes that the second derivative of the pool value function is the marginal liquidity

available at the price level.

We call 𝑥∗(𝑃) the demand curve of the AMM. We remark that the concavity of the pool value

function along with Part 3 of Lemma 5.4.2 establish that the demand curves of all CFMMs must be

non-increasing functions of the implied pool price. This fact has deep economic roots, in that it is

fundamentally implied by and equivalent to Myerson’s lemma when LPs exchanging a risky asset
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with traders is viewed as an auction for which incentive compatibility of traders reporting their true

valuations for the asset is required; this has been the subject of later investigations by Milionis et al.

(2024) and Milionis et al. (2023b), and the monotonicity of demand curves holds for and forms the

basis of a broader class of AMMs that are more general than CFMMs, and also include limit order

books.

Remark 5.4.3. The setting we accommodate and rely on is that of a locally-smooth demand curve

𝑥∗(𝑃). It is neither important nor required that this format comes from a CFMM, i.e., it is not

necessary for our results and LVR in particular that there is an invariant curve. So long as for

some (instantaneous) interval of time, the LP is committing to a fixed demand curve according

to Assumption 5.4.1, the definition and characterization of LVR in Theorem 5.4.4 carries through

precisely as-is with no modification. For one example, this remark means that the LVR calculation

of Theorem 5.4.4 can be applied with absolutely no adjustments in general concentrated liquidity

AMMs, such as Uniswap v3 (in fact, see Example 5.5.3 and Example 5.5.4, where this is analyzed).

This means that the concept of loss-versus-rebalancing, as we present it hereby, applies for any

AMM with a locally-smooth demand curve 𝑥∗(𝑃). Therefore, LVR does not only refer to and is

not a quantity specific to CFMMs; LVR characterizes the behavior of general AMMs; also refer to

Footnote 19 for how to apply this to even more general, non-locally-smooth settings.

Note also that the optimization problem in (5.4.1) is isomorphic to the expenditure minimization

problem from classical demand theory: under price 𝑃, a consumer minimizes total expenditures

𝑃𝑥 + 𝑦, subject to staying on the indifference curve 𝑓 (𝑥, 𝑦) = 𝐿. The solution to this problem is to

choose the point where the level curve of 𝑓 (𝑥, 𝑦) is tangent to the budget set. The envelope theorem

thus gives that the first derivative of the expenditure function is the Hicksian demand function,

which is isomorphic to 𝑥∗(𝑃), and the second derivative of the expenditure function is the slope of

Hicksian demand.

The pool value function allows us to write the profit and loss of an CFMM, from time 0 to time

𝑡, as:

LP P&L𝑡 = 𝑉𝑡 −𝑉0 + FEE𝑡 . (5.4.2)
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In words, LP P&L𝑡 is the monetary value of the pool reserves at time 𝑡, minus the value at time 0,

plus the cumulative fees collected until time 𝑡.

Rebalancing Strategy 𝑅𝑡 . The key idea of this chapter is to decompose the change in pool value

𝑉𝑡 −𝑉0 into the sum of the returns on a particular trading strategy, which we call the rebalancing

strategy, and a residual term. Informally, the rebalancing strategy aims to hold exactly the same

amount of the risky asset as the CFMM at any point in time. Whenever prices move in a way which

causes the CFMM to buy or sell, the rebalancing strategy makes exactly the same buys and sells;

however, the rebalancing strategy executes these trades at CEX prices, rather than CFMM prices.

An alternative way to think of the rebalancing strategy is that it aims to replicate the exposure of the

CFMM to the risky asset at any point in time. Thus, taking a long position in the CFMM LP, and

a short position in the rebalancing strategy, delta-hedges the LP position, neutralizing first-order

exposure to shifts in the risky asset’s price.

We first define general trading strategies. A trading strategy is a process (𝑥𝑡 , 𝑦𝑡) defining

holdings in the risky asset and numéraire at each time 𝑡. For a trading strategy to be admissible, we

require that it be adapted, predictable, and satisfy

EQ
[∫ 𝑡

0
𝑥2
𝑠𝜎

2
𝑠 𝑃

2
𝑠 𝑑𝑠

]
< ∞, ∀ 𝑡 ≥ 0. (5.4.3)

We further restrict admissible trading strategies to be self-financing, i.e., to satisfy

𝑥𝑡𝑃𝑡 + 𝑦𝑡 − (𝑥0𝑃0 + 𝑦0)︸                        ︷︷                        ︸
P&L𝑡

=

∫ 𝑡

0
𝑥𝑠 𝑑𝑃𝑠, ∀ 𝑡 ≥ 0. (5.4.4)

Equation (5.4.4) states that the change in the profit of the strategy in a small period of time is equal

to the holdings of the risky asset, 𝑥𝑠, times the change in price, 𝑑𝑃𝑠. The total P&L of the strategy

is just the integral of these instantaneous changes. Intuitively, a self-financing strategy executes all

rebalancing trades at market prices; hence, trades do not affect the profit of the strategy, and no

money needs to be injected into the trading strategy. In the special case where 𝑃𝑡 is a martingale,
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so the expected profit from holding the risky asset is zero, any self-financing strategy makes zero

profits in expectation, since any strategy which dynamically trades a asset with zero expected returns

also has zero expected returns.12

The self-financing condition implies that, if we specify 𝑦0, the initial amount of the numéraire,

and {𝑥𝑡}𝑡≥0 the amount of the risky asset that is held in any possible future history, the future path of

the numéraire {𝑦𝑡} is implicitly determined through (5.4.4). The P&L of the resulting self-financing

strategy can be directly expressed in terms of {𝑥𝑡}, via the right side of (5.4.4). Intuitively, the right

side of (5.4.4) is the integrated form of the envelope formula: if the trading strategy holds a position

𝑥𝑡 in the risky asset, the change in profits in an instant 𝑑𝑡 is 𝑥𝑡𝑑𝑃𝑡 , the amount of the risky asset held

times the change in price. Note that, since 𝑃𝑡 is a Q-martingale, the P&L process given by (5.4.4)

is also Q-martingale, and by (5.4.3) it is square-integrable.

We then define the rebalancing strategy to be the self-financing trading that starts initially

holding
(
𝑥∗(𝑃0), 𝑦∗(𝑃0)

)
(the same position as the CFMM), and continuously and frictionlessly

rebalances to maintain a position in the risky asset given by 𝑥𝑡 ≜ 𝑥∗(𝑃𝑡). Let 𝑅𝑡 denote the monetary

value of the rebalancing strategy at time 𝑡; that is, if the rebalancing strategy holds 𝑥𝑡 , 𝑦𝑡 at time 𝑡,

𝑅𝑡 is 𝑃𝑡𝑥𝑡 + 𝑦𝑡 . Applying the self-financing condition (5.4.4) the rebalancing portfolio has value:

𝑅𝑡 = 𝑉0 +
∫ 𝑡

0
𝑥∗(𝑃𝑠) 𝑑𝑃𝑠, ∀ 𝑡 ≥ 0. (5.4.5)

Because of Assumption 5.4.1 Part 3, the rebalancing strategy is admissible and 𝑅𝑡 is a square-

integrable Q-martingale. In particular, being a self-financing strategy, the rebalancing strategy

breaks even in expectation under the risk-neutral measure Q; it only makes expected returns to the

extent that the underlying risky asset has nonzero risk premia.

As a matter of accounting, we then express the change in pool value from time 0 to time

𝑡 as the sum of the rebalancing strategy’s profits, and a residual term which we will define as

12In the general case, the risky asset may have positive expected returns due to risk premia; self-financing strategies
may thus have positive expected profits, proportional to how much portfolio weight they put on the risky asset. However,
the positive expected returns of the strategy derive only from the risk premia on the underlying asset: if the strategy is
delta-hedged, it makes zero expected profits.
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loss-versus-rebalancing:

𝑉𝑡 −𝑉0 = (𝑅𝑡 −𝑉0) − LVR𝑡 ,

LVR𝑡 ≜ 𝑅𝑡 −𝑉𝑡 . (5.4.6)

Equivalently, LVR𝑡 can be thought of as the losses from a delta-hedged LP position, ignoring fees.

In other words, a strategy which takes a long position in the CFMM LP position, and a short

position in the rebalancing strategy, pays 𝑉𝑡 − 𝑅𝑡 at time 𝑡, disregarding any fees collected. The core

contribution of this chapter is the characterization of LVR𝑡 in the following theorem.

Theorem 5.4.4. Loss-versus-rebalancing takes the form:

LVR𝑡 =

∫ 𝑡

0
ℓ(𝜎𝑠, 𝑃𝑠) 𝑑𝑠, ∀ 𝑡 ≥ 0, (5.4.7)

where we define, for 𝑃 ≥ 0, the instantaneous LVR by:

ℓ(𝜎, 𝑃) ≜ 𝜎2𝑃2

2
|𝑥∗′ (𝑃) | ≥ 0. (5.4.8)

Note that ℓ(𝜎, 𝑃) is always positive, so LVR is a non-negative, non-decreasing, and predictable

process. Moreover, the cumulative profits of rebalancing arbitrageurs up to time 𝑡 is equal to LVR𝑡 .

Comparative Statics. The core intuition behind Theorem 5.4.4, which we will demonstrate below,

is that the CFMM systematically loses money relative to the rebalancing strategy due to price

slippage: every trade made by the CFMM is made at slightly worse prices than the rebalancing

strategy. Eq. (5.4.8) of Theorem 5.4.4 characterizes these losses: LVR is large when volatility 𝜎𝑡

is high, so price move more; and when |𝑥∗′ (𝑃𝑡) | is large, so the CFMM trades more of the risky

asset when prices move a given amount. We will refer to |𝑥∗′ (𝑃𝑡) | as the marginal liquidity of the

CFMM at price 𝑃𝑡 . In Section 5.11.2, we derive an expression for |𝑥∗′ (𝑃) | in terms of the CFMM

bonding function 𝑓 (·), and show that |𝑥∗′ (𝑃) | is related to the curvature of the level sets of 𝑓 (·):
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𝐴

𝐵

𝐵∗

𝑃𝑡

𝑃𝑡 + 𝑑𝑃𝑡
𝑑𝑥𝑡

Figure 5.2: LVR and a stylized depiction of CFMM LP price slippage. Suppose prices begin at 𝑃𝑡 ,
the slope of the red line; the CFMM reserves then begin at point 𝐴. If prices increase to 𝑃𝑡 + 𝑑𝑃𝑡 ,
the slope of the brown line, the CFMM trades to point 𝐵. The rebalancing strategy trades instead at
the price 𝑃𝑡 + 𝑑𝑃𝑡 , to point 𝐵∗. LVR is the vertical gap between 𝐵 and 𝐵∗.

CFMMs with “flatter” bonding curves have higher marginal liquidity.13

The idea that the losses of CFMM LP positions are related to volatility and curvature are not

new to the financial economics literature (Aoyagi, 2020; Aoyagi and Ito, 2021; Lehar and Parlour,

2025; Capponi and Jia, 2021; O’Neill, 2022). Our contribution is to build a model which, like the

Black-Scholes model for option prices, both delivers qualitative comparative statics, and is also

quantitatively realistic enough to be used to measure CFMM losses in practice.

Intuition: Price Slippage. A rigorous proof that LVR is equal to (5.4.12), and that rebalancing

arbitrage profits are equal to LVR, is contained in Section 5.11. Here, we present an intuitive

derivation, based on Figure 5.2.

Suppose the market price changes from 𝑃𝑡 to 𝑃𝑡 + 𝑑𝑃𝑡 . Arbitrageurs thus trade with the CFMM,

13An interesting implication of these results for the design of CFMM invariants is that, in our model, under our
assumptions, the only feature of CFMMs which matters for losses is the curvature of the CFMM bonding function,
which determines 𝑥∗′ (𝑃). Any two CFMM invariants for an asset pair which have the same local convexity at any given
price have the same LVR.
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moving from point 𝐴 to point 𝐵 on the CFMM invariant curve. Let 𝑑𝑥𝑡 denote the amount of the

risky asset sold, indicated by the green horizontal line. When the price moves from 𝑃𝑡 to 𝑃𝑡 + 𝑑𝑃𝑡 ,

the rebalancing strategy sells exactly the same amount, 𝑑𝑥𝑡 , of the risky asset as the CFMM does.

However, the rebalancing strategy trades at the CEX price, 𝑃𝑡 + 𝑑𝑃𝑡 ; it trades along the the brown

line of slope 𝑃𝑡 + 𝑑𝑃𝑡 passing through 𝐴, reaching point 𝐵∗, which is higher than point 𝐵. Thus,

after prices move, the LP position and the rebalancing strategy hold the same amount of the risky

asset, but the rebalancing strategy holds more cash. The gap is equal to the height of the line

connecting 𝐵 and 𝐵∗.

To calculate the height of the 𝐵 − 𝐵∗ line, note that the rebalancing strategy trades at the slope

of the brown line, which is 𝑃𝑡 + 𝑑𝑃𝑡 . The CFMM trades at the slope of the purple line — that is, the

secant line connecting points 𝐴 and 𝐵. Since the tangency lines at points 𝐴 and 𝐵 have slopes 𝑃𝑡

and 𝑃𝑡 + 𝑑𝑃𝑡 respectively, the secant line has slope 𝑃𝑡 + 𝑑𝑃𝑡
2 . Thus, the 𝐵 − 𝐵∗ line has height:

𝑑𝑥𝑡 ×
(
(𝑃𝑡 + 𝑑𝑃𝑡) −

(
𝑃𝑡 +

𝑑𝑃𝑡

2

))
=
𝑑𝑥𝑡 𝑑𝑃𝑡

2
. (5.4.9)

This is thus the loss of the CFMM, relative to the rebalancing strategy. This is also exactly the profit

extracted by arbitrageurs when prices move: arbitrageurs purchase quantity 𝑑𝑥𝑡 from the CFMM at

price 𝑃𝑡 + 𝑑𝑃𝑡
2 , and selling to the CEX at price 𝑃𝑡 + 𝑑𝑃𝑡 , thus earning a profit of 𝑑𝑥𝑡𝑑𝑃𝑡

2 .

Next, we write the amount traded 𝑑𝑥𝑡 as a function of 𝑑𝑃𝑡 :

𝑑𝑥𝑡 =

����𝑑𝑥∗(𝑃)𝑑𝑃

���� 𝑑𝑃𝑡 = |𝑥∗′ (𝑃𝑡) | 𝑑𝑃𝑡 , (5.4.10)

where 𝑥∗ (𝑃𝑡) is the demand function of the CFMM. Expression (5.4.9) then becomes:

𝑑𝑥𝑡 𝑑𝑃𝑡

2
= |𝑥∗′ (𝑃𝑡) |

(𝑑𝑃𝑡)2

2
. (5.4.11)

Now, for a geometric Brownian motion, in a small amount of time 𝑑𝑡, the quadratic variation

(𝑑𝑃𝑡)2 = 𝑑 [𝑃𝑡] is equal to 𝜎2
𝑡 𝑃

2
𝑡 𝑑𝑡, that is, the instantaneous variance 𝜎2

𝑡 𝑑𝑡 multiplied by the
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square of the price. Hence, plugging in to (5.4.11), in any instant of time 𝑑𝑡, the CFMM LP position

loses:

|𝑥∗′ (𝑃𝑡) |
𝜎2
𝑡 𝑃

2
𝑡

2
𝑑𝑡. (5.4.12)

This is (5.4.8) of Theorem 5.4.4.

Figure 5.2 thus illustrates that LVR — that is, the losses CFMMs incur relative to the rebalancing

strategy — arises entirely from price slippage. The fact that CFMMs rebalance, selling when prices

rise and buying when prices fall, is not in itself the source of losses. The rebalancing strategy

makes exactly the same trades of the risky asset as the CFMM LP position, but does not lose money

because it executes all trades at CEX prices. For that matter, any trading strategy which executes all

trades at CEX prices exactly breaks even under the risk-neutral measure. LVR arises from the fact

that CFMMs execute all trades at worse-than-market prices.

Price slippage is intrinsic to the design of CFMMs. CFMMs are fully passive liquidity providers,

making markets for risky assets without access to external price feeds from centralized exchanges.

CFMMs rely on arbitrage to “inform” them about current market prices: whenever CEX prices

move, the CFMM’s quotes become “stale”, offering to trade some quantity of the risky asset at

better-than-market prices. Arbitrageurs trade the CFMM against the CEX until the CFMM’s price is

equal to the CEX price, and these profitable trades are exhausted. In other words, the slippage built

into CFMM design is what gives arbitrageurs the incentive to align CFMM prices with CEX prices.

Relationship to High-Frequency Trading Models. Our work is related to models of “quote

sniping” in high-frequency trading. Budish et al. (2015) analyzes a model in which, whenever

prices move, bid-ask quotes become “stale”, creating a speed race between the quoting market

maker to update her quotes, and arbitrageurs to “snipe” the stale quote. In these models, purely

public information creates “informed-trader” risk, because arbitrageurs occasionally win speed

races and are able to act on public information before the quoting market maker can. In relation

to these models, CFMMs can be thought of like quoting market makers that, by design, never

update prices proactively. An CFMM only ever increases its quoted price when it receives orders to
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buy the risky asset; in other words, CFMMs’ price quotes only ever move when they are sniped.

Thus, any movement in CEX prices causes CFMM quotes to become stale, creating a speed race

to snipe the CFMM. CFMMs always lose these races, and loss-versus-rebalancing consists of the

cumulative losses LPs suffer from getting “sniped” to trade at worse-than-market prices. One

technical difference from the setting of Budish et al. (2015) is that, in this chapter, asset price

innovations are purely diffusive, as opposed to arriving at discrete instances (i.e., jumps).

Volatility versus Informed Trading. Our results are reminiscent of classic results in market

microstructure, which state that market makers charge fees to make up for losses from adverse

selection. However, the literature on AMMs have analyzed two slightly different narratives for the

source of the adverse selection CFMM LPs face. The first, reminiscent of microstructure models

such as Glosten and Milgrom (1985a), is that LPs lose money when traders with knowledge of

future market prices trade with the CFMM, creating “wrong-way” risk. This channel is often called

“informed trading”. The second, which we focus on in this chapter, is that LPs lose money when

traders with knowledge of current market prices on the CEX snipe the CFMM LP. We will refer to

this channel as “volatility” or “slippage”.

In our model, the losses of CFMM LPs arise entirely from the latter “slippage” effect. Slippage

is straightforwards to quantify, because it depends on easily measurable objects: the volatility of

CEX price movements, and the CFMM’s marginal utility. A number of recent papers in the financial

economics literature have pointed out qualitatively that CFMM losses are linked to the volatility of

the underlying asset; our contribution relative to these papers is to is to show that this relationship

can be quantified, under exactly the canonical Black-Scholes model of risky asset prices.14 Informed

trading is more difficult to quantify in practice, since it requires estimating the extent to which order

flow tends to be informative about future price movements. In the context of our model, since we

assumed the CEX is infinitely deep, informed traders would only trade on the CEX, since they have

lower price impact. Thus, in our model, informed trading does not directly contribute to adverse

14Outside of the finance literature, some earlier papers in the crypto literature have derived related quantification
results, such as Angeris et al. (2020). Our contribution relative to this literature is to construct a clean “rebalancing
strategy” benchmark, and to link these results to ideas about adverse selection in market making.
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selection losses to CFMM LPs.

Decomposing LP P&L. Next, we plug the LVR expression into (5.4.2), to decompose the P&L

of the LP position into three components,

LP P&L𝑡 = FEE𝑡︸︷︷︸
accumulated fees

+ 𝑉𝑡 −𝑉0︸  ︷︷  ︸
change in pool
reserve value

=

∫ 𝑡

0
𝑥∗(𝑃𝑠) 𝑑𝑃𝑠︸             ︷︷             ︸

market risk

+FEE𝑡 − LVR𝑡︸          ︷︷          ︸
fees minus LVR

(5.4.13)

The right side of expression (5.4.13) decomposes the profit of an CFMM LP position, from time

0 to time 𝑡, into three components. The first is “market risk”, which from (5.4.5) is exactly the

P&L of the rebalancing strategy. The CFMM is long the risky asset; hence, at any given point

in time, it accrues gains and losses when the risky asset’s price fluctuates. However, market risk

contributes nothing to the CFMM’s profits under the risk-neutral measure; equivalently, the market

risk component of the CFMM’s profits can be costlessly hedged, simply by shorting however much

of the underlying asset the CFMM holds at any point in time, as the rebalancing strategy does.

Besides market risk, CFMM LP positions attain positive returns from the strictly increasing process

FEE𝑡 , and negative returns from the strictly decreasing process −LVR𝑡 .

The Black-Scholes framework for classic options indicates that the directional risk exposure of

options can be hedged, simply by taking positions in the underlying asset. Option market makers

use this principle in practice, delta-hedging the directional risk of their options portfolios, and

profiting from collecting bid-ask spreads and betting on differences between realized volatility

and the volatility implied by option prices. Analogous to this, the decomposition in (5.4.13) also

corresponds to a tradable strategy: one can delta-hedge CFMM LP positions, simply by combining

a long position in the CFMM LP with a short position in the rebalancing strategy. The time-𝑡 payoff

of the long-LP, short-rebalancing-strategy position is:

delta-hedged LP P&L𝑡 = LP P&L𝑡 − (𝑅𝑡 −𝑉0) = FEE𝑡 − LVR𝑡︸          ︷︷          ︸
fees minus LVR

. (5.4.14)
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Intuitively, the delta-hedged LP position is always short as much ETH in the rebalancing strategy as

it is long in the LP position, and is thus insulated against directional movements in ETH prices. This

is thus a pure bet on whether fees are large enough to offset losses from slippage. Delta-hedging

a CFMM LP position is particularly simple because it only requires shorting the amount of ETH

held by the risky asset.15 In particular, while we have framed our analysis from the perspective of a

single liquidity provider who holds the entire CFMM LP position, an individual liquidity provider

can hedge her own LP position by shorting as much ETH as her individual position currently holds,

that is, the amount of ETH she would receive if she burned her LP position, at any point in time.

The individual does not need to keep track of any mints and burns by other LPs, since these events

do not change the quantity of ETH held in her LP position.

5.5 Examples

In this section, we calculate LVR for a number of specific CFMM examples.

Example 5.5.1 (Weighted Geometric Mean Market Maker / Balancer). Consider the bonding

function 𝑓 (𝑥, 𝑦) ≜ 𝑥𝜃𝑦1−𝜃 , for 𝜃 ∈ (0, 1). Solving the pool value optimization (5.4.1) allows us to

obtain the closed-form optimal solutions

𝑥∗(𝑃) = 𝐿

(
𝜃

1 − 𝜃
1
𝑃

)1−𝜃
, 𝑦∗(𝑃) = 𝐿

(
1 − 𝜃
𝜃

𝑃

)𝜃
.

Then,

𝑉 (𝑃) = 𝐿

𝜃𝜃 (1 − 𝜃)1−𝜃 𝑃
𝜃 , 𝑉 ′′(𝑃) = 𝑥∗′(𝑃) = −𝐿𝜃1−𝜃 (1 − 𝜃)𝜃 1

𝑃2−𝜃 ,

and

ℓ(𝜎, 𝑃) = 𝜎2

2
𝜃 (1 − 𝜃)𝑉 (𝑃).

The weighted geometric mean market maker generalizes the constant product market maker. For

15In contrast, for example, standard European or American options cannot be delta-hedged in a model-free way: in
the Black-Scholes framework, the delta of an option depends on volatility and other parameters.
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these market makers, the instantaneous LVR normalized per dollar of pool reserves is constant, i.e.,

ℓ(𝜎, 𝑃)
𝑉 (𝑃) =

𝜎2

2
𝜃 (1 − 𝜃). (5.5.1)

In fact, with a minor caveat, weighted geometric market makers are the only CFMMs for which this

is true. We discuss this in Section 5.12.2. Finally, observe that LVR is maximized when 𝜃 = 1/2,

and goes to zero as 𝜃 → {0, 1}.16

Example 5.5.2 (Constant Product Market Maker / Uniswap v2). Taking 𝜃 = 1/2 in Example 5.5.1,

we have that

𝑉 (𝑃) = 2𝐿
√
𝑃, ℓ(𝜎, 𝑃) = 𝐿𝜎2

4
√
𝑃,

ℓ(𝜎, 𝑃)
𝑉 (𝑃) =

𝜎2

8
. (5.5.2)

This example shows that the constant product market maker admits particularly simple ex-

pressions for LVR: ℓ(𝜎, 𝑃)/𝑉 (𝑃), the loss per unit time as a fraction of mark-to-market pool

value, is simply 1/8 times the instantaneous variance. This formula is straightforward to apply

empirically: for example, if the ETH-USDC volatility is 𝜎 = 5% (daily), this formula implies that

the ETH-USDC LP pool loses approximately 𝜎2/8 = 3.125 (bp) in pool value to LVR daily.

Example 5.5.3 (Uniswap v3 Range Order). Given liquidity parameter 𝐿 ≥ 0 and prices in the given

range [𝑃𝑎, 𝑃𝑏), consider the bonding function of the “range order” Adams et al. (2021),

𝑓 (𝑥, 𝑦) ≜
(
𝑥 + 𝐿/

√︁
𝑃𝑏

)1/2 (
𝑦 + 𝐿

√︁
𝑃𝑎

)1/2
.

Solving the pool value optimization (5.4.1),

𝑥∗(𝑃) = 𝐿

(
1
√
𝑃
− 1
√
𝑃𝑏

)
, 𝑦∗(𝑃) = 𝐿

(√
𝑃 −

√︁
𝑃𝑎

)
.

16See also Proposition 1 of Evans (2020), evaluating a weighted geometric mean market maker over a finite horizon
using risk-neutral pricing.
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Then, for 𝑃 ∈ (𝑃𝑎, 𝑃𝑏),

𝑉 (𝑃) = 𝐿

(
2
√
𝑃 − 𝑃/

√︁
𝑃𝑏 −

√︁
𝑃𝑎

)
, 𝑉 ′′(𝑃) = 𝑥∗′(𝑃) = − 𝐿

2𝑃3/2 ,

so that

ℓ(𝜎, 𝑃) = 𝐿𝜎2

4
√
𝑃.

Observe that the instantaneous LVR is the same in Example 5.5.2. However, the pool value

𝑉 (𝑃) is lower. Indeed 𝑉 (𝑃) → 0 if 𝑃𝑎 ↑ 𝑃 and 𝑃𝑏 ↓ 𝑃, so

lim
𝑃𝑎→𝑃
𝑃𝑏→𝑃

ℓ(𝜎, 𝑃)
𝑉 (𝑃) = +∞,

i.e., the instantaneous LVR per dollar of pool reserves can be arbitrarily high in this case, if the

liquidity range is sufficiently narrow. This is consistent with the idea that range orders “concentrate”

liquidity.

Example 5.5.4 (Uniswap v3 Pool). A “concentrated liquidity” pool such as Uniswap v3 (Adams

et al., 2021) aggregates the liquidity across a set of range orders 𝑖 = 1, . . . , 𝑁 , where order 𝑖 is a

range order with liquidity 𝐿𝑖 over range17 [𝑃(𝑖)
𝑎 , 𝑃

(𝑖)
𝑏
). Following Example 5.5.3, for each order 𝑖,

17In addition, the endpoints of each price range may be constrained to predefined endpoints or “ticks”.
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we have that

𝑥∗𝑖 (𝑃) =



𝐿𝑖
©­­«

1√︃
𝑃
(𝑖)
𝑎

− 1√︃
𝑃
(𝑖)
𝑏
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(5.5.3)

𝑦∗𝑖 (𝑃) =


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(5.5.4)

𝑉𝑖 (𝑃) =


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(5.5.5)

𝑉 ′′
𝑖 (𝑃) = 𝑥∗′𝑖 (𝑃) =


−1

2𝐿𝑖𝑃
−3/2, if 𝑃 ∈ [𝑃(𝑖)

𝑎 , 𝑃
(𝑖)
𝑏
),

0, otherwise.
(5.5.6)

The aggregate reserves and pool value are given by (see Milionis et al., 2023b)

𝑥∗(𝑃) =
𝑁∑︁
𝑖=1

𝑥∗𝑖 (𝑃), 𝑦∗(𝑃) =
𝑁∑︁
𝑖=1

𝑦∗𝑖 (𝑃), 𝑉 (𝑃) =
𝑁∑︁
𝑖=1
𝑉𝑖 (𝑃).

When we compute (instantaneous) LVR, we need marginal liquidity 𝑉 ′′(𝑃) = 𝑥∗′(𝑃). Observe from

(5.5.6) that 𝑉 ′′
𝑖
(𝑃) is zero when order 𝑖 is not in-range, i.e., when 𝑃 ∉ [𝑃(𝑖)

𝑎 , 𝑃
(𝑖)
𝑏
). Hence, only
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in-range orders contribute to LVR, i.e.,

ℓ(𝜎, 𝑃) = −𝜎
2𝑃2

2
𝑉 ′′(𝑃) = −𝜎

2𝑃2

2

∑︁
𝑖=1
𝑉 ′′
𝑖 (𝑃) =

𝜎2

4
√
𝑃 ×

𝑁∑︁
𝑖=1

𝐿𝑖1{
𝑃∈[𝑃 (𝑖)

𝑎 ,𝑃
(𝑖)
𝑏

)
}︸                   ︷︷                   ︸

≜𝐿̄ (𝑃)

.

The quantity 𝐿̄ (𝑃) is the aggregate in-range liquidity, given the current price 𝑃. From the

perspective of the set of range orders which comprises the pool, this is a sufficient statistic for

computing LVR.

Example 5.5.5 (Linear Market Maker / Limit Order). For 𝐾 > 0, consider the linear bonding

function 𝑓 (𝑥, 𝑦) ≜ 𝐾𝑥 + 𝑦. Solving the pool value optimization (5.4.1),

𝑥∗(𝑃) =


𝐿/𝐾 if 𝑃 < 𝐾 ,

0 if 𝑃 ≥ 𝐾 ,
𝑦∗(𝑃) =


0 if 𝑃 < 𝐾 ,

𝐿 if 𝑃 ≥ 𝐾 .

Hence, this pool can be viewed as similar to a resting limit order18 that is, depending on the relative

value of the price 𝑃𝑡 versus limit price 𝐾, either an order to buy (if 𝑃𝑡 ≥ 𝐾) or an order to sell (if

𝑃𝑡 < 𝐾) up to 𝐿/𝐾 units of the risky asset at price 𝐾 . In this case,

𝑉 (𝑃) = 𝐿min {𝑃/𝐾, 1} .

Observe that 𝑉 (·) does not satisfy the smoothness requirement of Assumption 5.4.1 Part 2: the first

derivative is discontinuous at the limit price 𝑃 = 𝐾. Thus, the characterization of Theorem 5.4.4

does not apply.19

18While the linear market maker is statically identical to a resting limit order, observe that they are dynamically
different. In particular, once the price level 𝐾 is crossed, in a traditional LOB, the limit order is filled and removed
from the order book. With a linear market maker, the order remains in the pool at the same price and quantity, but with
opposite direction. This merely refers to a superficial change of the default strategy after a trade execution.

19Note that the pool value function remains concave and thus the pool value process is a super-martingale. Hence,
from the Doob-Meyer decomposition, a non-negative monotonic running cost process (analogous to LVR) exists.
However, this process is not described by (5.4.7)–(5.4.8). Instead, it can be constructed using the concept of “local time”
and the Itô-Tanaka-Meyer formula, but we will not pursue such a generalization here (see, e.g., Carr and Jarrow, 1990).
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5.6 Empirical Analysis

Next, we bring our model to data. This section has two goals. First, we illustrate that our

analytical expressions for LVR, in practice, are nearly equal to the returns from a “delta-hedged

LPing strategy” which takes a long position in the CFMM LP, and a short position in the rebalancing

strategy. Second, we show that hedged LPing is dramatically less risky than unhedged LPing:

accounting for the rebalancing strategy’s profits decreases the standard deviation of daily LP returns

by a factor of almost 20.

Repeating (5.4.14), we have

LP P&L𝑡 −
∫ 𝑡

0
𝑥∗(𝑃𝑠) 𝑑𝑃𝑠︸                             ︷︷                             ︸

delta-hedged LP P&L

= FEE𝑡 − LVR𝑡︸          ︷︷          ︸
fees minus LVR

. (5.6.1)

The left side of (5.6.1) can be thought of as the P&L from a delta-hedged LP position: the P&L of

the LP position, minus that of the rebalancing strategy. This quantity can be estimated empirically

under very weak assumptions. The profits of the rebalancing strategy are simply the returns on a

portfolio which holds just as much of the risky asset as the LP position holds at any point in time,

adjusting holdings always at market prices. This quantity is simple to calculate for any CFMM, at

arbitrarily high frequency, since the entire history of the amount of each asset held by any CFMM is

generally publicly available on the blockchain; moreover, since only asset holdings are needed, this

procedure can be applied regardless of the specific bonding used by the CFMM. The P&L of an

LP position over any period of time can be calculated simply as the mark-to-market value of pool

reserves, at CEX prices at the start and end of the time period, accounting for mints, burns, swaps,

and trading fees.20

The right side of (5.6.1) can be thought of as our model’s prediction for the delta-hedged P&L,

20Note that delta-hedging an LP position does not incur any flow gas costs, since simply holding an LP position in a
CFMM, without doing any minting or burning, does not require spending any gas. Thus, compared to executing this
trading strategy in practice over a fixed time period, the only fees that the left side of (5.6.1) does not account for are the
transaction fees from executing the rebalancing strategy on a CEX; any financing costs for maintaining a short position
on a CEX; and two one-time gas costs, for minting an LP position at the start of the period and then burning it at the
end of the period.
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i.e., left side of (5.6.1). The first term on the right side corresponds to trading fees, which are

observable. The second term is LVR, which we can measure as a function of realized volatility

using expressions (5.4.7) and (5.4.8) of Theorem 5.4.4. In this way, the degree to which the right

side of (5.6.1) is close to the left side measures the effectiveness of LVR in quantifying LP returns.

We bring the model to data using the WETH-USDC trading pair21 on Uniswap v2 for the

period from August 1, 2021 to July 31, 2022. Details of the data sources we use, and how we

measure various quantities, are described in Section 5.13. Essentially, to measure the left side

of (5.6.1), we measure the P&L of an LP position simply as the mark-to-market value of pool

reserves, periodically valuing “mints” and “burns” — that is, tokens withdrawn or deposited from

the LP position — at market prices. We measure the profits of the rebalancing strategy simply by

rebalancing to match the CFMM LP holdings at a number of different discrete time frequencies.

For example, suppose we rebalance each minute, and suppose we observe that the CFMM LP

position holds 10,000 ETH at 12:01am on January 1st, 2022. The rebalancing strategy then holds

10,000 ETH at 12:01am, so the P&L of the rebalancing strategy from 12:01am to 12:02am is simply

10, 000 (𝑃12:02𝑎𝑚 − 𝑃12:01𝑎𝑚), the amount of ETH held times the change in ETH prices over the

next minute. In general, if the rebalancing strategy holds 𝑥𝑅𝐵𝑡 of the risky asset at time 𝑡 until time

𝑡 + Δ𝑡, then ΔRB P&L𝑡 , the rebalancing strategy’s net profit from period 𝑡 to 𝑡 + Δ𝑡, is:

ΔRB P&L𝑡 = 𝑥𝑅𝐵𝑡 (𝑃𝑡+Δ𝑡 − 𝑃𝑡) . (5.6.2)

Expression (5.6.2) is the discrete-time analog of the envelope formula expression, (5.4.5), for the

returns on any strategy which trades at market prices. Note that ΔRB P&L𝑡 is not directly affected

by rebalancing trades – changes in 𝑥𝑅𝐵𝑡 over time – because these rebalancing trades are made at

fair market prices on the CEX, and we assumed CEX trades have no price impact. We calculate

total profits of the rebalancing strategy over any time period by summing the increments (5.6.2)

over time. As we will show below, our results are relatively insensitive to the rebalancing horizon

21“WETH”, or “wrapped ETH” is a variation of ETH that is compliant with the ERC-20 token standard. For our
purposes, we will view ETH and WETH as equivalent.

94



chosen.

To measure the right side of (5.6.1), we observe FEE𝑡 , fees paid into the LP pool over any given

time period.22 For LVR𝑡 , since Uniswap v2 is a constant-product CFMM, percentage LVR has the

particularly simple expression in (5.5.2) of Example 5.5.2,

LVR𝑡 =

∫ 𝑡

0

𝜎2
𝑠

8
×𝑉 (𝑃𝑠) 𝑑𝑠. (5.6.3)

We measure LVR in each period simply by plugging in realized volatility and pool value to a version

of equation (5.6.3) that is discretized over time.

Note that, empirically, we measure the total fees paid by all kinds of traders. This differs slightly

from our model, where we assume arbitrage traders pay no fees. Practically, since fees are simply

an increasing process which potentially compensates for LVR, whether fees arise from noise trade

or arbitrage trade does not substantially impact the returns on LP positions. If we assumed arbitrage

traders paid trading fees in the model, this would decrease the amount of arbitrage: instead of prices

on the CFMM moving immediately to match CEX prices at all times, prices would have to move

more than fees in order for arbitrage trade to have nonnegative payoffs. The analysis of arbitrage

profits in the presence of fees is the subject of follow-on work (Milionis et al., 2023a).

Markouts. Industry participants have recently begun using a “markouts” approach to evaluate

CFMM LP P&L (see, e.g., CrocSwap, 2022). Markouts essentially attribute profits to trades by

comparing the price of each trade to a future price, usually at some fixed time offset from the trade

(e.g., 10 minutes) either from a CEX, or the CFMM itself. However, delta-hedging and the markout

approach are in a sense closely related: the P&L of delta-hedged LPing, when rebalanced at discrete

periods, turns out to be exactly equivalent to markout profits, marked to CEX prices at the end of

discrete periods of the same frequency. In other words, the main difference between delta-hedging

and markout analysis is whether the marking price is obtained in a fixed offset of time in the future

22Uniswap v2 also allows for assets to be borrowed for “flash loans” for a fee; however, in v2, these loans are
accounted for as swaps, thus FEE𝑡 contains revenue from flash loans. We discuss this briefly in Section 5.13.1.
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Figure 5.3: Daily realized volatility for the ETH-USDC pair, computed from Binance minutely
closing prices, sampled at 60 minute intervals.

after a trade, or based on the ending price of the interval the trade was contained in. These two are

likely to be very close, especially when the markout offset or delta-hedging interval are short. Thus,

delta-hedged LPing can be thought of as a microfoundation for markout-style analysis.

5.6.1 Empirical Results

The daily realized volatility estimates are illustrated in Figure 5.3. Here, it is clear that, not only

is the volatility of this asset pair high, but the volatility in turn is also highly volatile, varying by a

factor of five over the observation interval.

In Figure 5.4, we see the daily average aggregate value for this pool over the time period. The

average pool value was $209 million, and the pool value ranged between $90 million and $310

million.

Next, we show why it is important to account for the profits of the rebalancing strategy in

analyzing LP returns. The pool_pnl series in Figure 5.5a shows the raw aggregate LP P&L𝑡 (i.e.,

without delta-hedging by subtracting the rebalancing strategy). The pool P&L fluctuates wildly,

and ultimately loses money. In particular, as shown in Table 5.1, the pool has an overall annualized
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Figure 5.4: The daily average pool value of the Uniswap v2 WETH-USDC pair.

return of −6.20%, and a Sharpe ratio of −0.15.

However, these returns are largely driven by market risk: at any point in time, the pool maintains

half of its value in ETH, and ETH prices varied significantly over this interval. The hedged_pnl

series in Figure 5.5 illustrate hedged P&L, that is, LP P&L𝑡 minus the profits of the rebalancing

strategy, which is the left side of (5.6.1). This hedges directional exposure to ETH prices to

first-order, and is just a bet on whether fees are greater than LVR.

Visually, these lines are substantially less volatile than the raw LP P&L𝑡 . This is quantified in

Table 5.1, where we see that a delta-hedged LP position can achieve very low standard deviation

of returns and high Sharpe ratios, and that, in general, standard deviations of returns decrease and

Sharpe ratios increase with more frequent rebalancing. Moreover, the delta-hedged LP position

actually makes positive returns, though this finding is specific to the setting we study here: in

general, delta-hedged returns may be higher or lower than unhedged returns.23 From the perspective

of individual investors, suppose a hypothetical market participant minted a small LP position at

the start of our sample period (ignoring gas fees), immediately delta-hedged the position on a

23Note that these returns assume no trading or financing costs for the rebalancing strategy.
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Avg Return Stdev Return Sharpe Ratio
(%, annual) (%, annual) (annual)

pool_pnl -6.20 42.08 -0.15
hedged_pnl_1D 5.04 2.87 1.75
hedged_pnl_4H 8.21 1.50 5.47
hedged_pnl_1H 9.75 0.90 10.81
hedged_pnl_5min 8.45 0.57 18.16
hedged_pnl_1min 9.04 0.39 23.33
fees_minus_lvr_pnl 8.16 0.48 17.03

Table 5.1: Overall return statistics for the cumulative P&L series of Figure 5.5.

CEX, and costlessly updated her delta-hedge at various time horizons. If we value the market

participant’s position at the CEX price of ETH at any point in time, our results imply that the

market participant would have attained a Sharpe ratios between 1.75 and 23.33, depending on the

rebalancing frequency.

Accuracy of the Model. In Figure 5.6, we analyze the accuracy of our model, that is, the difference

between the left and right sides of (5.6.1), for various choices of frequency of rebalancing. This

analyzes how well our model is able to predict delta-hedged LP returns in the data. Fees minus LVR

in our model tracks the pattern of hedged LP P&L: differences between the two seem to be stationary

over the observed interval. Moreover, in general, as the frequency of rebalancing increases, the

differences are smaller in magnitude. This is consistent with LVR as being a continuous rebalancing

approximation.

Using Delta-Hedged LPing in Other Contexts. Our procedure is easily generalizable: any

researcher interested in analyzing the economic determinants of AMM LP returns can use our

“hedged LPing” methodology to eliminate LP positions’ market risk exposures. The procedure has

very low data requirements: to construct profits of the rebalancing strategy, (5.6.2), the researcher

only needs 𝑥𝑅𝐵𝑡 , the time series of risky asset holdings of the CFMM LP, and 𝑃𝑡 , the CEX price of

the risky asset. Hedged LP P&L is then just the difference between raw pool PNL and the return on

the rebalancing strategy.
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(a) Including the aggregate pool P&L series.
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(b) Excluding the aggregate pool P&L series.

Figure 5.5: Cumulative pool P&L, delta-hedged P&L, and predicted P&L from our expressions
for LVR, for the Uniswap v2 WETH-USDC trading pair. In the first panel, the pool_pnl series
shows the raw P&L of the LP position. In both panels, the various hedged_pnl series show
delta-hedged LP P&L, that is, the P&L from a long position in the pool, and a short position in the
rebalancing strategy, rebalanced at various frequencies (daily, every four hours, every hour, every
five minutes). The fees_minus_lvr_pnl series shows fees minus LVR, this is the delta-hedged
P&L predicted by our theory. The data source for prices is Binance, and LP P&L is calculated
using data on Uniswap trades, mints, and burns from the Ethereum blockchain. Details of how we
calculate these quantities are in Section 5.13.
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We believe our methodology is a substantial improvement over existing methods in the literature

to remove market risk exposures from LP P&L. Some papers, such as Fang (2024), use risk factor

models to account for the component of LP returns attributable to market risk. Our methodology is

much simpler: since a CFMM holds risky assets, it has first-order exposure to risky asset prices at

any point in time equal to whatever amount of the risky asset it holds. These risk exposures can be

accounted for simply by shorting the risky asset itself: this does not require taking a stance on a risk

factor model, and estimating factor loadings.

Other papers, such as Lehar et al. (2024) and Augustin et al. (2024), decompose LP P&L by

subtracting “impermanent loss” — loss versus a strategy which holds the initial asset position.

“Impermanent loss” — which we will refer to as “loss versus holding” or LVH— compares LP

performance to a benchmark which simply holds the initial bundle of risky assets. As we discuss in

Section 5.8, this combines losses from price slippage, which are always greater than 0, with the

returns from the rebalancing strategy, which can be thought of as a particular trading strategy that

bets on mean reversion. Impermanent loss is always equal in expectation to LVR under risk-neutral

measure, but will always be noisier than LVR. Subtracting “impermanent loss” from LP returns

thus results in, at best, a much noisier measure of returns, relative to LVR, reducing the likelihood

that the researcher can elucidate economic effects with high statistical power.

Finally, note that delta-hedging in practice requires periodic rebalancing; these rebalancing

trades, if executed on centralized exchanges, incur costs such as bid-ask spreads, trading fees, and

possibly margin and asset borrowing costs. Transaction-based fees can be limited somewhat by

rebalancing less frequently; this implies that the hedged LP position will accrue some market risk in

intervals between rebalancing trades. Our analysis in Figure 5.6 suggests that, for the WETH-USDC

pair, rebalancing every 4 hours produces similar results to higher frequencies, though this finding

would vary depending on the volatility of the underlying asset’s price.
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Figure 5.6: Cumulative differences between the delta-hedged P&L (various hedged_pnl series
of Figure 5.5) and predicted P&L from our model (fees_minus_lvr_pnl series of Figure 5.5).

5.7 Option Pricing

We have shown that CFMM LPs behave like a bet on volatility, in the sense that LVR is large

when volatility is high. In this section, we briefly discuss the relationship of CFMM LPs to

three classical and inter-related ways that volatility can be traded (Carr and Madan, 2001): static

(European) options positions, dynamic trading strategies, and variance swaps. In Section 5.12.1,

we also demonstrate the equivalences between CFMM LP positions and these concepts in a simple

two-step binomial tree model.

5.7.1 Static Options Positions

Our results are related to Clark (2020), Fukasawa et al. (2022), and Deng et al. (2023), who show

that, over any finite time horizon, an AMM LP position’s payoff, ignoring fees, can be replicated by

shorting a bundle of European options. Technically, this follows from the facts that the CFMM’s

asset position and value are both path-independent: if the price is 𝑃𝑇 at time 𝑇 , the CFMM holds
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𝑥∗(𝑃𝑇 ) of the risky asset and has pool value𝑉𝑇 = 𝑉 (𝑃𝑇 ) corresponding to the final “payoff function”

𝑉 (·), regardless of the path that prices took to reach 𝑃𝑇 . More intuitively, at any time 𝑇 , the CFMM

simply offers a menu of quantities of the asset to buy or sell at any given price, identically to a

portfolio of European options. Ignoring fees, the CFMM exactly breaks even if prices do not move,

𝑃𝑇 = 𝑃0, and loses money otherwise; hence, the CFMM LP position is essentially equivalent to

giving away a bundle of European options. This intuition is consistent with the fact that the 𝑉 (·) is

a concave function (cf. Lemma 5.4.2).

Expected LVR until period 𝑇 can be thought of as the value of the European options given away.

This analogy gives another intuition for the comparative statics of expected LVR. European options

are worth more when volatility is higher, so LVR is increasing in the volatility of the underlying

asset. When the marginal liquidity of the AMM bonding curve is greater, the replicating portfolio

of European options is larger: AMMs that trade more aggressively essentially give away more

European options, also increasing LVR.

As previous papers have discussed, the European option replication result also implies that, over

any finite time horizon, the exposure of the AMM LP position to underlying prices can be totally

hedged, by taking a long position in the replicating bundle of European options. This trade — a long

position in the AMM LP, plus a short position in the replicating bundle of European options — is

essentially a trading fee swap, betting on whether accrued trading fees from time 0 to 𝑇 are greater

than European option premia of the replicating portfolio at time 0. The trader enters an LP position,

and pays a premium for buying the replicating bundle of European options upfront. The AMM LP

position then loses no money from price movements; the total position profits if the accrued trading

fees until time 𝑇 are greater than the European option premia paid upfront, and loses otherwise.

5.7.2 Dynamic Trading Strategies

Classic options theory implies that static option positions are equivalent to dynamically trading

the underlying asset in a certain way. The static option position is a combination of short straddles

and strangles, selling out-of-money calls and puts. This position is equivalent to a dynamic trading
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strategy which sells the asset when prices increase, and buys when prices decrease. This is exactly

what the AMM LP position does: observe that, from Lemma 5.4.2 Part 3, 𝑥∗(·) is non-increasing. If

prices decrease slightly from 𝑃0 to 𝑃𝑡 < 𝑃0, the rebalancing strategy responds by buying the risky

asset. The rebalancing strategy thus makes a profit, relative to simply holding the initial position

𝑥∗ (𝑃0), if prices increase back to 𝑃0, and makes a loss if prices decrease further from 𝑃𝑡 . This

argument holds symmetrically for price decreases, implying that the rebalancing strategy makes

losses if prices diverge from 𝑃0, and profits when prices make small movements away from 𝑃0 and

back. In the special case where the risky asset’s price is a random walk, the rebalancing strategy

thus breaks even on on average. In contrast, when prices move away from 𝑃0 and back, the CFMM

reverts to the initial value 𝑉 (𝑃0), exactly breaking even: there is no profit from price convergence,

to offset the losses the CFMM makes when prices diverge from 𝑃0.

5.7.3 Variance Swaps

Finally, as discussed by Fukasawa et al. (2022), variance can be traded directly by trading swaps

on realized variance. The VIX is such a contract, operating on a fixed finite time horizon. Applying

Lemma 5.4.2 Part 3, the instantaneous LVR of (5.4.8) can be re-written as

ℓ(𝜎, 𝑃) = 1
2 × (𝜎𝑃)2 × |𝑥∗′(𝑃) |.

Here, the first component, (𝜎𝑃)2, is the instantaneous variance or quadratic variation of the price,

i.e., for small Δ𝑡, Var[𝑃𝑡+Δ𝑡 |𝑃𝑡 = 𝑃] ≈ (𝜎𝑃)2 Δ𝑡. Recalling that 𝑥∗(𝑃) is the total quantity of risky

asset held by the pool if the price is 𝑃, the second component, |𝑥∗′(𝑃) | corresponds to the marginal

liquidity available from the pool at price level 𝑃. Now, integrating over time, we have that

LVR𝑡 =
1
2

∫ 𝑡

0
(𝜎𝑠𝑃𝑠)2 × |𝑥∗′(𝑃𝑠) | 𝑑𝑠 = 1

2

∫ 𝑡

0
|𝑥∗′(𝑃𝑠) | 𝑑 [𝑃]𝑠, ∀ 𝑡 ≥ 0.

This expression is the payoff of the floating leg of a continuously sampled generalized variance swap

(Carr and Lee, 2009, see, e.g., ), specifically a price variance swap that is weighted by marginal
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liquidity.

5.8 Other Benchmarks and “Impermanent Loss”

In this section, we consider the possibility of alternative benchmarks aside from the rebalancing

strategy. We first define a broad class of benchmark strategies: the only restrictions we impose on

these strategies are that they begin holding the same position in the risky asset as the CFMM, and

that they adjust holdings at CEX prices. Specifically, we define a benchmark as a self-financing

trading strategy, described by a position 𝑥𝑡 in the risky asset. We assume that initial holdings match

the pool, i.e., (𝑥0, 𝑦̄0) ≜
(
𝑥∗(𝑃0), 𝑦∗(𝑃0)

)
. We assume that 𝑥𝑡 satisfies the square-integrability

condition (5.4.3), so that the resulting trading strategy is admissible. Denote the value of that

strategy by 𝑅̄𝑡 , so that

𝑅̄𝑡 = 𝑉0 +
∫ 𝑡

0
𝑥𝑠 𝑑𝑃𝑠, ∀ 𝑡 ≥ 0.

For any such benchmark, we can thus define the loss-versus-benchmark according to LVB𝑡 ≜ 𝑅̄𝑡−𝑉𝑡 .

The following result characterizes the loss process LVB𝑡 as a function of the underlying benchmark

strategy 𝑥𝑡 .

Corollary 5.8.1. For all 𝑡 ≥ 0,

LVB𝑡 = LVR𝑡 +
∫ 𝑡

0
[𝑥𝑠 − 𝑥∗(𝑃𝑠)] 𝑑𝑃𝑠︸                       ︷︷                       ︸

≜Δ(𝑥)𝑡

,
(5.8.1)

and at the same time,

EQ [LVB𝑡] = EQ [LVR𝑡] . (5.8.2)

The loss process has quadratic variation

[LVB]𝑡 = [Δ(𝑥)]𝑡 =
∫ 𝑡

0
[𝑥𝑠 − 𝑥∗(𝑃𝑠)]2

𝜎2
𝑠 𝑃

2
𝑠 𝑑𝑠 ≥ [LVR]𝑡 = 0. (5.8.3)

Therefore, among all benchmark strategies, the rebalancing strategy uniquely defines a loss process

104



with minimal (zero) quadratic variation.

Proof. The first part is an immediate corollary of Theorem 5.4.4 and (5.4.5). The second part

is immediate by the definition of the risk-neutral measure. The third part follows from the Itô

isometry. □

There are two ways to interpret Corollary 5.8.1. On the one hand, in (5.8.1), the expected

value of Δ(𝑥)𝑡 is always 0 under the risk-neutral measure. Thus, the second part of Corollary 5.8.1

expresses that the risk-neutral expectation of LVB is the same for any choice of benchmark, including

LVR and the HODL benchmark. This is because CFMM LP losses arise from trading at off-market

prices: any benchmark which trades at market prices, in expectation, does equally well under

the risk-neutral measure, and thus the gap between any market benchmark and LVR is equal in

expectation. In this sense, the market price of the expected losses of CFMM LPs is invariant to the

particular choice of market-based benchmark.

On the other hand, LVR is the unique choice of benchmark which eliminates differences in

performance between the CFMM and the benchmark strategy due to market risk, and isolating losses

due to price slippage. All benchmarks outperform the CFMM LP position by the same amount in

expectation; however, on any given price path 𝑃𝑡 , any given benchmark may over- or underperform

to the CFMM LP position, because the benchmark may adopt different holding strategies for the

risky asset from the CFMM. As an example, we showed in Section 5.6 that the CFMM LP position

underperforms a benchmark which sells all ETH and holds 𝑥𝑡 = 0 throughout, because of the fact

that the CFMM LP holds a larger ETH position and ETH prices dropped over the time horizon

we analyze, implying the misleading conclusion that the CFMM LP position underperformed a

market-based benchmark.

The LVR benchmark is useful because the rebalancing strategy exactly matches the risky asset

holdings of the CFMM, removing differences in market risk exposure and isolates losses due to

slippage. Theorem 5.4.4 showed that LVR is a strictly increasing process: it is always positive,

regardless of the path prices take. Expression (5.8.3) thus shows that the rebalancing strategy is

the unique choice of benchmark which minimizes the quadratic variation of the loss process: that
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is, any other choice of benchmark can be thought of as LVR, plus a noise term which has mean

0 under risk-neutral measure, caused by differences in market risk exposures. Thus, in our view,

benchmarks other than the rebalancing strategy confound two concepts: LVR, which captures losses

of the CFMM LP position due to trading at off-market prices, and Δ(𝑥), which captures differences

between the risky asset holdings of the CFMM and the benchmark.24

One benchmark of particular interest is a strategy that simply holds the initial position, i.e.,

𝑥HODL
𝑡 ≜ 𝑥∗(𝑃0), with value

𝑅HODL
𝑡 = 𝑉0 +

∫ 𝑡

0
𝑥∗(𝑃0) 𝑑𝑃𝑠 = 𝑉0 + 𝑥∗(𝑃0) (𝑃𝑡 − 𝑃0) , ∀ 𝑡 ≥ 0.

Loss versus the HODL benchmark, introduced by Pintail (2019), is sometimes known by practition-

ers as “impermanent loss” or “divergence loss” (e.g., Engel and Herlihy, 2021b). Motivated by the

aforementioned analysis, in our view this is more accurately described as “loss-versus-holding”:

LVH𝑡 ≜ 𝑅HODL
𝑡 −𝑉𝑡 . Like LVR, LVH is LVH is always non-negative:

Proposition 5.8.2. For all 𝑡 ≥ 0,

LVH𝑡 ≥ 0, (5.8.4)

i.e., LVH is a non-negative process.

Proof. We have that

LVH𝑡 = 𝑅
HODL
𝑡 −𝑉𝑡 = (𝑃𝑡𝑥∗(𝑃0) + 𝑦∗(𝑃0)) − (𝑃𝑡𝑥∗(𝑃𝑡) + 𝑦∗(𝑃𝑡)) ,

and, by the optimality of Eq. (5.4.1) for 𝑃 = 𝑃𝑡 , this quantity is always non-negative. □

While LVH is non-negative, it cannot be viewed as a true “running cost”: LVH, like any LVB

for any non-rebalancing benchmark, contains a market risk component, and it can always revert.

24Examining (5.8.1), it is clear that LVB is a super-martingale and that, as per the Doob-Meyer decomposition, it
must decompose uniquely into an increasing predictable process (the “compensator”) and a martingale. LVR is the
compensator for LVB independent of the choice of benchmark, while Δ(𝑥) defines the martingale component and
depends on the choice of benchmark.
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Indeed, from (5.8.1), the only permanent and non-reverting component of LVH is LVR. Beyond that,

there are other disadvantages to LVH as a cost metric. First, LVH depends on the initial position

at time 𝑡 = 0. This means that two different LPs investing in a pool will realize different LVH

over the same interval of time, depending on the pool holdings at their respective initial times of

investment. To contrast, LVR over the same interval of time is the same (up to proportionality of the

investment size) for all LPs. Another disadvantage of LVH is that it is path independent: the value

of LVH depends only on the asset price at the beginning and end of the observation interval. On

the other hand, LVR is path dependent and depends on the entire sample path. This makes more

sense for an adverse selection cost: intuitively, the profitability of market making should depend on

quantities such as realized volatility or quadratic variation which measure the rate new information

is incorporated into prices over the time interval, as LVR does.

A common argument in the industry discourse for the benchmark of “impermanent loss” states

that, as long as prices revert to their initial values, AMM holdings will also revert to their initial

state, resulting in zero losses. We analyze this argument in Section 5.12.1. In a slight departure

from our baseline model, we assume prices evolve according to a two-step binomial tree. In the first

step of the tree, the risky asset’s price either increases or decreases; in the second step, prices can

either revert to their initial level, or diverge further. The basic trading strategy of an CFMM is to sell

the risky asset when its price increases, and buy when its price decreases. Trading in this manner

is a bet on mean reversion: when implemented trading at CEX prices, as the rebalancing strategy

does, the strategy profits if prices mean-revert, and loses if prices diverge further, thus breaking

even on average. The CFMM executes the same trades as the rebalancing strategy, but attains worse

prices on each trade. Thus, the CFMM exactly breaks even if prices mean-revert, and loses more

money than the rebalancing strategy if prices diverge, thus losing money on average. This example

illustrates that, for an CFMM to perform well, it is not sufficient to break even when prices revert;

a trading strategy which sells into price rises and buys into price decreases must actually make

strictly positive profits when prices revert, in order to compensate for the losses it makes when

prices diverge. An AMM’s performance should thus be benchmarked to the rebalancing strategy —
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making the same trades at CEX prices — rather than the intuitive but misleading benchmark that

the CFMM should break even upon price reversion.

5.9 Discussion and Implications

Besides their positive value for understanding and quantifying the losses from AMM LPing,

our results also suggest ways that these losses could be reduced or eliminated. We showed that

CFMM LPs lose money from price slippage: when CEX prices move, CFMM quotes become

“stale” and are vulnerable to sniping by rebalancing arbitrageurs. This slippage can in principle be

eliminated: if an AMM had access to a high-frequency oracle for the CEX price 𝑃𝑡 , the AMM could

in principle quote prices arbitrarily close to 𝑃𝑡 , up to the desired asset position 𝑥∗ (𝑃𝑡).25 Quoting

prices this way would reduce arbitrageurs’ profits, allowing the AMM to achieve a payoff arbitrarily

close to that of the rebalancing strategy. This design has a number of risks — it relies heavily on

the accuracy of the oracle for 𝑃𝑡 , and leaves open the potential for oracle manipulation — but in

principle an oracle-based AMM could substantially reduce or eliminate LVR.

A related set of AMM designs revolve around selling the right to arbitrage the pool to certain

special wallets, and redistributing profits to AMM LPs. This could be done in several ways. Suppose

a particular crypto wallet address, which we call the “authorized participant” or AP, had the unique

right for the first AMM trade in every block. This first execution right effectively conveys the right

to arbitrage the pool (Josojo, 2022). Alternatively, the AP could be provided the right to trade with

the AMM paying zero fees (Jump Crypto, 2022). The AP would then have a large advantage in

arbitrage trading, since the AP could profitably trade against arbitrarily small price movements,

whereas prices would have to move at least as much as the AMM’s percentage trading fees for

non-AP wallets to profit from arbitrage trade. The AP would thus be able to capture a large fraction

of fees from arbitrage trade. In either of these designs, an AMM protocol aiming to reduce LVR

could thus run an AP wallet itself, doing CEX-DEX arbitrage, and redistributing arbitrage profits

to LPs. Alternatively, AMM protocols could simply run periodic auctions — over longer periods,

25A similar design is proposed in Krishnamachari et al. (2021b).
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such as weeks or months — in which wallets can bid for the right to be authorized participants

for some period of time. In principle, potential arbitrageurs should bid the ex ante expectation

of arbitrage profits, which includes LVR; the protocol can then redistribute these profits to LPs.

Adams et al. (2024) analyzes this design in detail.26 Both these methods capture either LVR or its

expectation, and redistribute the profits to pool LPs. Another strand of work has argued that LVR

would be reduced or eliminated if orders were sold in batch auctions, rather than placed directly in

mempools; this design is discussed in Ramseyer et al. (2022) and Canidio and Fritsch (2023), and

related “request-for-quotes” mechanisms are now in use in a number of widely used protocols.27

We believe that these are interesting directions for future AMM design research.

An earlier line of work seeks to design specific CFMMs with good properties by identifying

good bonding functions (Port and Tiruviluamala, 2022; Wu and McTighe, 2022; Forgy and Lau,

2021; Krishnamachari et al., 2021a). Our work suggests that bonding functions only affect LVR

insofar as they change the marginal liquidity of CFMMs. In certain cases, it may be desirable for

marginal liquidity should vary with prices in a systematic way – this may be the case, for example,

for stablecoin swap pairs. In other cases, different bonding functions, or “universal” AMM designs

such as Uniswap v3, have equivalent infinitesimal LVR whenever they have equivalent amounts of

marginal liquidity for an asset pair.

5.10 Conclusion

In this chapter, we constructed a model of AMM LP profits. We defined the losses suffered

by LPs as “loss-versus-rebalancing”, or LVR; this is the gap between the profits of an AMM LP

position, and the returns from a trading strategy which perfectly mimics the AMM’s position in the

risky asset, but performs all trades at market prices. LVR arises from the fact that AMMs always

trade at off-market prices, leaving money to arbitrageurs trading the AMM against a CEX. LVR is

26Note that one subtlety about the zero fee design is that, in addition to rebalancing arbitrage profits, APs would be
able to capture reversion arbitrage profits; hence, LVR provides a lower bound for how much revenue wallets could
capture from having preferential access to arbitrage the pool.

27“Batching” is used in CoWswap; a number of AMM protocols have also implemented related RFQ-like systems,
such as Uniswap X, 1inch fusion, and Paraswap AugustusRFQ.
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greater when prices are more volatile, and when the AMM’s “marginal liquidity” is greater, that is,

it trades more aggressively in response to price movements. A delta-hedged AMM LP position —

a position which is long the LP position, and short the rebalancing strategy — is profitable if the

AMM collects more in fees than it loses in LVR. The model is quantitatively realistic enough to be

brought to data; we show that our expressions for LVR predict AMM LP losses fairly accurately

in practice. Our results have implications for how to measure AMM LP losses, and also how to

redesign AMMs to reduce or eliminate LVR, which could lower the effective trading fees paid by

market participants relying on AMMs for token pair liquidity.

5.11 Proofs

5.11.1 Proof of Theorem 5.4.4

First, we show that LVR𝑡 is equal to expression (5.4.7). The smoothness condition of Assump-

tion 5.4.1 Part 2 allows us to apply Itô’s lemma to 𝑉 (·) to obtain

𝑑𝑉𝑡 = 𝑉
′(𝑃𝑡) 𝑑𝑃𝑡 + 1

2𝑉
′′(𝑃𝑡) (𝑑𝑃𝑡)2

= 𝑉 ′(𝑃𝑡) 𝑑𝑃𝑡 + 1
2𝑉

′′(𝑃𝑡) 𝜎2𝑃2
𝑡 𝑑𝑡

= 𝑥∗(𝑃𝑡) 𝑑𝑃𝑡 + 1
2𝑉

′′(𝑃𝑡) 𝜎2𝑃2
𝑡 𝑑𝑡,

(5.11.1)

where the last step follows from Lemma 5.4.2 Part 2. Comparing with (5.4.5), we obtain (5.4.7).

Finally, the fact that ℓ(𝜎, 𝑃) ≥ 0 follows from Lemma 5.4.2 Part 3.

Next, we show that the cumulative profits of rebalancing arbitrageurs over the time interval

[0, 𝑇] is equal to LVR𝑇 . We start with a discrete approximation to the arbitrage profit, indexed

by 𝑁 ≥ 1. Suppose arbitrageurs arrive sequentially, so that the 𝑖th arbitrageur arrives at time

𝜏𝑖, for 1 ≤ 𝑖 ≤ 𝑁 . For convenience, set 𝜏0 ≜ 0 and 𝜏𝑁+1 ≜ 𝑇 . For each 1 ≤ 𝑖 ≤ 𝑁 , at time

𝜏𝑖, the 𝑖th arbitrageur observes the price 𝑃𝜏𝑖 , rebalances the pool from
(
𝑥∗(𝑃𝜏𝑖−1), 𝑦∗(𝑃𝜏𝑖−1)

)
to(

𝑥∗(𝑃𝜏𝑖 ), 𝑦∗(𝑃𝜏𝑖 )
)
. In other words, the arbitrageur purchases 𝑥∗(𝑃𝜏𝑖−1) − 𝑥∗(𝑃𝜏𝑖 ) units of the risky
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asset from the CFMM at average price :

𝑃CFMM
𝑖 ≜ −

𝑦∗(𝑃𝜏𝑖 ) − 𝑦∗(𝑃𝜏𝑖−1)
𝑥∗(𝑃𝜏𝑖 ) − 𝑥∗(𝑃𝜏𝑖−1)

.

The arbitrageur can then sell these units on the external market at price 𝑃𝜏𝑖 and earn profits (in the

numéraire) from the difference in price according to

(
𝑃𝜏𝑖 − 𝑃CFMM

𝑖

) [
𝑥∗(𝑃𝜏𝑖−1) − 𝑥∗(𝑃𝜏𝑖 )

]
= 𝑃𝜏𝑖

[
𝑥∗(𝑃𝜏𝑖−1) − 𝑥∗(𝑃𝜏𝑖 )

]
+

[
𝑦∗(𝑃𝜏𝑖−1) − 𝑦∗(𝑃𝜏𝑖 )

]
.

Denote by ARB(𝑁)
𝑇

the aggregate arbitrage profits. Summing over 1 ≤ 𝑖 ≤ 𝑁 , telescoping the sum,

and applying summation-by-parts yields

ARB(𝑁)
𝑇

≜
𝑁∑︁
𝑖=1

{
𝑃𝜏𝑖

[
𝑥∗(𝑃𝜏𝑖−1) − 𝑥∗(𝑃𝜏𝑖 )

]
+

[
𝑦∗(𝑃𝜏𝑖−1) − 𝑦∗(𝑃𝜏𝑖 )

]}
=

𝑁∑︁
𝑖=1

𝑃𝜏𝑖
[
𝑥∗(𝑃𝜏𝑖−1) − 𝑥∗(𝑃𝜏𝑖 )

]
+ 𝑦∗(𝑃0) − 𝑦∗(𝑃𝜏𝑁 )

= 𝑃0𝑥
∗(𝑃0) + 𝑦∗(𝑃0) +

𝑁∑︁
𝑖=0

𝑥∗(𝑃𝜏𝑖 )
[
𝑃𝜏𝑖+1 − 𝑃𝜏𝑖

]
− 𝑃𝑇𝑥∗(𝑃𝜏𝑁 ) − 𝑦∗(𝑃𝜏𝑁 ).

Observe that the sum in the final expression is the discrete approximation of an Itô integral.

Assume that the time partition mesh over [0, 𝑇] shrinks to zero as 𝑁 → ∞. Taking the limit as

𝑁 → ∞ and passing to continuous time, the sum converges to an Itô integral, which is well-defined

under Assumption 5.4.1 Part 3. Further, 𝜏𝑁 → 𝑇 , so that 𝑃𝜏𝑁 → 𝑃𝑇 , and 𝑥∗(𝑃𝜏𝑁 ) → 𝑥∗(𝑃𝑇 ),

𝑦∗(𝑃𝜏𝑁 ) → 𝑦∗(𝑃𝑇 ). Thus, it holds that

ARB𝑇 ≜ lim
𝑁→∞

ARB(𝑁)
𝑇

= 𝑉 (𝑃0) +
∫ 𝑇

0
𝑥∗(𝑃𝑡) 𝑑𝑃𝑡 −𝑉 (𝑃𝑇 ).

Hence, the cumulative profits of rebalancing arbitrageurs from time 0 to time 𝑇 are equal to LVR,

defined in (5.4.6).
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5.11.2 LVR, Marginal Liquidity, and Bonding Function Curvature

For sufficiently smooth CFMM bonding functions, the marginal liquidity can be expressed in

terms of derivatives of the CFMM bonding function:

𝑑𝑥

𝑑𝑃
=

𝜕 𝑓

𝜕𝑦(
𝜕2 𝑓
𝜕𝑥2 + 𝑃2 𝜕2 𝑓

𝜕𝑦2 − 2𝑃 𝜕2 𝑓
𝜕𝑥𝜕𝑦

) (5.11.2)

Qualitatively, (5.11.2) implies that marginal liquidity, 𝑥′ (𝑃), is related to the curvature of the

CFMM invariant curves. The denominator of (5.11.2) is equal to 𝑃2 times the negative of the

determinant of the bordered Hessian of 𝑓 . 𝑓 is strictly quasiconcave — that is, the upper level

sets of 𝑓 are convex — if and only if this determinant is positive; moreover, the magnitude of the

determinant is related to the curvature of the level curves of 𝑓 (Simon, Blume, et al., 1994, p. 542).

Thus, CFMM invariants with “flatter”, more linear level curves will have greater marginal liquidity

𝑑𝑥
𝑑𝑃

, and also greater LVR.

(5.11.2) is also useful because it can be used to calculate 𝑑𝑥
𝑑𝑃

using analytic expressions for

bonding functions, which may be useful for computing LVR in practice.

Derivation of (5.11.2)

The Lagrangian of the pool expenditure minimization problem, (5.4.1), is:

Λ = 𝑃𝑥 + 𝑦 + 𝜆 [ 𝑓 (𝑥, 𝑦) − 𝐿]

The optimal solution is characterized by the FOCs:

𝜕Λ

𝜕𝑥
: 𝑃 + 𝜆𝜕 𝑓

𝜕𝑥
= 0 (5.11.3)

𝜕Λ

𝜕𝑦
: 1 + 𝜆𝜕 𝑓

𝜕𝑦
= 0 (5.11.4)

𝜕Λ

𝜕𝜆
: 𝑓 (𝑥, 𝑦) − 𝐿 = 0 (5.11.5)
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Now, we will take 𝑑𝑥
𝑑𝑃

by applying the implicit function theorem to this system of first-order

conditions. The derivatives of the FOCs are:

𝜕

𝜕𝑃

𝜕Λ

𝜕𝑥
: 1

𝜕

𝜕𝑃

𝜕Λ

𝜕𝑦
: 0

𝜕

𝜕𝑃

𝜕Λ

𝜕𝜆
: 0

𝜕

𝜕𝑥

𝜕Λ

𝜕𝑥
: 𝜆

𝜕2 𝑓

𝜕𝑥2

𝜕

𝜕𝑥

𝜕Λ

𝜕𝑦
: 𝜆

𝜕2 𝑓

𝜕𝑥𝜕𝑦

𝜕

𝜕𝑥

𝜕Λ

𝜕𝜆
:
𝜕 𝑓

𝜕𝑥

𝜕

𝜕𝑦

𝜕Λ

𝜕𝑥
: 𝜆

𝜕2 𝑓

𝜕𝑥𝜕𝑦

𝜕

𝜕𝑦

𝜕Λ

𝜕𝑦
: 𝜆

𝜕2 𝑓

𝜕𝑦2

𝜕

𝜕𝑦

𝜕Λ

𝜕𝜆
:
𝜕 𝑓

𝜕𝑦

𝜕

𝜕𝜆

𝜕Λ

𝜕𝑥
: −𝜕 𝑓

𝜕𝑥

𝜕

𝜕𝜆

𝜕Λ

𝜕𝑦
: −𝜕 𝑓

𝜕𝑦

𝜕

𝜕𝜆

𝜕Λ

𝜕𝜆
: 0
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Hence, we wish to solve the following system of equations for 𝑑𝑥
𝑑𝑃

:

𝜕

𝜕𝑃

𝜕Λ

𝜕𝑥
+ 𝜕

𝜕𝑥

𝜕Λ

𝜕𝑥

𝑑𝑥

𝑑𝑃
+ 𝜕

𝜕𝑦

𝜕Λ

𝜕𝑥

𝑑𝑦

𝑑𝑃
+ 𝜕

𝜕𝜆

𝜕Λ

𝜕𝑥

𝑑𝜆

𝑑𝑃
= 0

𝜕

𝜕𝑃

𝜕Λ

𝜕𝑦
+ 𝜕

𝜕𝑥

𝜕Λ

𝜕𝑦

𝑑𝑥

𝑑𝑃
+ 𝜕

𝜕𝑦

𝜕Λ

𝜕𝑦

𝑑𝑦

𝑑𝑃
+ 𝜕

𝜕𝜆

𝜕Λ

𝜕𝑦

𝑑𝜆

𝑑𝑃
= 0

𝜕

𝜕𝑃

𝜕Λ

𝜕𝜆
+ 𝜕

𝜕𝑥

𝜕Λ

𝜕𝜆

𝑑𝑥

𝑑𝑃
+ 𝜕

𝜕𝑦

𝜕Λ

𝜕𝜆

𝑑𝑦

𝑑𝑃
+ 𝜕

𝜕𝜆

𝜕Λ

𝜕𝜆

𝑑𝜆

𝑑𝑃
= 0

Substituting, we have:

1 + 𝜆𝜕
2 𝑓

𝜕𝑥2
𝑑𝑥

𝑑𝑃
+ 𝜆 𝜕

2 𝑓

𝜕𝑥𝜕𝑦

𝑑𝑦

𝑑𝑃
− 𝜕 𝑓

𝜕𝑥

𝑑𝜆

𝑑𝑃
= 0 (5.11.6)

0 + 𝜆 𝜕
2 𝑓

𝜕𝑥𝜕𝑦

𝑑𝑥

𝑑𝑃
+ 𝜆𝜕

2 𝑓

𝜕𝑦2
𝑑𝑦

𝑑𝑃
− 𝜕 𝑓

𝜕𝑦

𝑑𝜆

𝑑𝑃
= 0 (5.11.7)

𝜕 𝑓

𝜕𝑥

𝑑𝑥

𝑑𝑃
+ 𝜕 𝑓

𝜕𝑦

𝑑𝑦

𝑑𝑃
= 0 (5.11.8)

Now, applying (5.11.3) and (5.11.4), we have:

𝜕 𝑓

𝜕𝑥
= 𝑃

𝜕 𝑓

𝜕𝑦
(5.11.9)

Thus, we can simplify (5.11.8) to:
𝑑𝑦

𝑑𝑃
= −𝑃 𝑑𝑥

𝑑𝑃

Substituting into (5.11.6) and (5.11.7), we have:

1 + 𝜆𝜕
2 𝑓

𝜕𝑥2
𝑑𝑥

𝑑𝑃
+ 𝜆 𝜕

2 𝑓

𝜕𝑥𝜕𝑦

(
−𝑃 𝑑𝑥

𝑑𝑃

)
− 𝜕 𝑓

𝜕𝑥

𝑑𝜆

𝑑𝑃
= 0

0 + 𝜆 𝜕
2 𝑓

𝜕𝑥𝜕𝑦

𝑑𝑥

𝑑𝑃
+ 𝜆𝜕

2 𝑓

𝜕𝑦2

(
−𝑃 𝑑𝑥

𝑑𝑃

)
− 𝜕 𝑓

𝜕𝑦

𝑑𝜆

𝑑𝑃
= 0

Rearranging, (
𝜕2 𝑓

𝜕𝑥2 − 𝑃 𝜕2 𝑓

𝜕𝑥𝜕𝑦

)
𝜆
𝑑𝑥

𝑑𝑃
=
𝜕 𝑓

𝜕𝑥

𝑑𝜆

𝑑𝑃
− 1 (5.11.10)
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(
𝜕2 𝑓

𝜕𝑥𝜕𝑦
− 𝑃𝜕

2 𝑓

𝜕𝑦2

)
𝜆
𝑑𝑥

𝑑𝑃
=
𝜕 𝑓

𝜕𝑦

𝑑𝜆

𝑑𝑃
(5.11.11)

Now, multiply (5.11.11) by 𝑃, applying (5.11.9), and subtract (5.11.10), to get:

(
𝜕2 𝑓

𝜕𝑥2 + 𝑃2 𝜕
2 𝑓

𝜕𝑦2 − 2𝑃
𝜕2 𝑓

𝜕𝑥𝜕𝑦

)
𝜆
𝑑𝑥

𝑑𝑝
= −1

Now,
𝑑𝑥

𝑑𝑃
=

−1

𝜆

(
𝜕2 𝑓
𝜕𝑥2 + 𝑃2 𝜕2 𝑓

𝜕𝑦2 − 2𝑃 𝜕2 𝑓
𝜕𝑥𝜕𝑦

)
Now, to solve for 𝜆, we simply use (5.11.4). Hence, we have:

𝑑𝑥

𝑑𝑃
=

𝜕 𝑓

𝜕𝑦(
𝜕2 𝑓
𝜕𝑥2 + 𝑃2 𝜕2 𝑓

𝜕𝑦2 − 2𝑃 𝜕2 𝑓
𝜕𝑥𝜕𝑦

) (5.11.12)

This is (5.11.2).

5.12 Other Results

5.12.1 LVR and Impermanent Loss in a Two-Step Binomial Tree

In this subsection, we consider the performance of the CFMM and the rebalancing strategy,

as well as the simple buy-and-hold benchmark, on a two-step binomial tree. This discrete-time

model is a departure from our baseline model, but usefully illustrates the intuitions behind how

the rebalancing strategy behaves relative to the buy-and-hold strategy, why the CFMM strategy

under-performs the rebalancing strategy, and why the benchmark behind the “impermanent loss”

concept — that the CFMM should not lose money if prices revert to their original state — is

inappropriate.

The binomial tree is a two-period discrete-time model, where prices can either go up or down in

each time period. The tree is depicted in Panel A of Figure 5.7. The price begins at 𝑃0 = 1. In the

first step of the tree, the price can then increase to 𝑃𝑈1 = 1.4, or decrease to 𝑃𝐷1 = 0.6. In the second
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step, from 𝑃𝑈1 , the price can increase to 𝑃𝑈𝑈2 = 1.8, or decrease to the original level 𝑃𝑈𝐷1 = 1. From

𝑃𝐷1 , the price can increase to the original level 𝑃𝐷𝑈2 = 1, or decrease further to 𝑃𝐷𝐷2 = 0.4. Note

that the tree is set up so that, assuming 0 interest rates, the risk-neutral probabilities of up and down

movements are all 0.5 — in other words, prices are martingales if the probabilities of up and down

movements are equal, so no strategy trading at market prices should be able to make or lose money

in expectation.

We then calculate the asset positions and profits of three strategies in each tree state: the buy-

and-hold strategy, which simply holds the initial endowment (𝑥0, 𝑦0) = 1, 1 forever; the CFMM;

and the rebalancing strategy. To calculate these quantities, for the CFMM, we simply compute what

(𝑥𝑡 , 𝑦𝑡) is as a function of the tree price and the initial state (𝑥0, 𝑦0). For the rebalancing strategy, in

each tree state, if the CFMM trades from (𝑥𝑡 , 𝑦𝑡) to (𝑥𝑡+1, 𝑦𝑡+1), we assume the rebalancing strategy

trades to 𝑥𝑡+1 at the price 𝑃𝑡+1; hence, the rebalancing strategy’s cash position is:

𝑦𝑡+1 = 𝑦𝑡 − 𝑃𝑡 (𝑥𝑡+1 − 𝑥𝑡)

The results are shown in Figure 5.7. Panel B considers the profits of the buy-and-hold strategy,

which simply holds the initial endowment (𝑥0, 𝑦0) = 1, 1 forever. This strategy is exposed to market

risk, making mark-to-market profits if prices rise and losing if prices fall.

Panel C shows the performance of the rebalancing strategy. Since this strategy trades at market

prices, it does not make or lose money in expectation under the risk-neutral measure. In period

1, the rebalancing strategy has exactly the same profits as the buy-and-hold strategy in each state.

However, the rebalancing strategy sells the risky asset when prices increase to 𝑃𝑈1 = 1.4. This is

essentially a bet that prices will decrease; indeed, if prices decrease to 𝑃𝑈𝐷2 = 1, the rebalancing

strategy makes Π𝑡 = 2.062, which is slightly higher than the buy-and-hold’s final inventory value of

Π𝑡 = 2.000. Conversely, if prices increase further to 𝑃𝑈𝑈2 = 1.8, the rebalancing strategy makes

2.738, slightly lower than the buy-and-hold strategy’s value 2.800. On average, the rebalancing

strategy makes 2.400 conditional on reaching 𝑃𝑈1 , like the buy-and-hold strategy, or any other
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strategy trading at market prices.

Analogously, if prices first decrease to 𝑃𝐷1 = 0.6, the rebalancing strategy buys the risky asset;

it profits relative to buy-and-hold when prices increase to 𝑃𝐷𝑈2 = 1, and loses if prices decrease

further to 𝑃𝐷𝐷2 = 0.2. This example shows that the rebalancing strategy is essentially a bet on price

convergence. The rebalancing strategy sells into price increases and buys into price decreases; this

pays off if prices mean-revert, and loses money if prices diverge further. However, the rebalancing

strategy does not make or lose money on average.

The performance of the CFMM is shown in Panel D. The CFMM makes the same trades as the

rebalancing strategy; thus, 𝑥𝑡 is the same in each tree state in panels 𝐶 and 𝐷. However, the CFMM

always trades at worse-than-market prices; as a result, 𝑦𝑡 is higher state-by-state on the rebalancing

strategy compared to the CFMM. A natural definition of loss-versus-rebalancing in discrete time

would be the gap between the CFMM’s 𝑦𝑡-position, and the rebalancing strategy’s 𝑦𝑡-position, in

each state.

Note that the CFMM strategy has the elegant feature that, if prices revert to 1 — as in states

𝑃𝑈𝐷2 and 𝑃𝐷𝑈2 — the CFMM always holds exactly the same position as the buy-and-hold strategy.

This is the basis of the colloquially popular idea that CFMM losses are “impermanent”. However,

the CFMM loses money in expectation: the average profit of the CFMM, across states, is lower than

the buy-and-hold strategy in both periods 1 and 2. Essentially, the CFMM bets on convergence, like

the rebalancing strategy, but does so in a very inefficient way. The CFMM exactly breaks even if

prices revert to their initial state, and loses money — even relative to the rebalancing strategy —

if prices diverge. The CFMM strategy thus cannot break even without fees, because there is no

state of the world where the CFMM strategy makes positive amounts. Using the options analogy,

an CFMM LP position is a dynamic trading strategy which performs like giving away a straddle

without collecting premia: the position loses money whenever prices move, and exactly breaks even

when prices end where they started.

This example also shows that the gap between the simple CFMM strategy and the buy-and-hold

strategy can be decomposed into two distinct components: the performance of the rebalancing
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strategy relative to buy-and-hold, and the performance of the CFMM relative to the rebalancing

strategy. The gap between the rebalancing strategy and buy-and-hold is a bet on convergence: the

rebalancing strategy makes money if prices converge, and loses if prices diverge. The gap between

the CFMM and the rebalancing strategy, which is the discrete-time version of LVR, is a systematic

loss from slippage which accrues whenever prices move.

Relationships to Option Strategies. The binomial tree example also helps illustrate the analogy

between CFMM LP payoffs and European options. The time-2 difference between the payoffs of the

rebalancing strategy and the buy-and-hold strategy is positive when prices mean-revert, and negative

when prices diverge. Hence, payoffs are similar to those of a short European straddle or strangle

position, which involves selling calls and puts which expire after two periods. The positive payoff

when prices revert can be thought of as the option premia collected from selling the straddle, and

the negative payoffs when prices diverge can be thought of as the payouts to the option buyer, which

are made if either the call or the put sold expire in-the-money. The CFMM LP position has a similar

pattern of payoffs, but makes 0 profits if prices end where they started. An CFMM LP position,

ignoring fees, can thus be thought of like giving away a straddle position, without collecting any

upfront option premia. Viewed this way, the equivalence between the rebalancing strategy and the

static European strangle on the binomial tree reflects the classic idea that static option positions

can be replicated by dynamically trading the underlying asset; in this case, European straddles and

strangles are replicated by a strategy which sells the risky asset when prices increase and buys when

prices decrease.

5.12.2 Weighted Geometric Mean Market Makers

Weighted geometric mean market makers have the special property that the instantaneous LVR

per dollar of pool value, i.e., ℓ(𝜎, 𝑃)/𝑉 (𝑃), is a constant. The following theorem establishes that

these are essentially the only CFMMs for which this is true:
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Panel A: Binomial Tree

𝑃0 = 1.0

𝑃𝑈1 = 1.4

𝑃𝑈𝑈
2 = 1.8

𝑃𝑈𝐷
2 = 1.0

𝑃𝐷
1 = 0.6

𝑃𝐷𝑈
2 = 1.0

𝑃𝐷𝐷
2 = 0.2

Panel B: Buy and Hold Strategy

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 2.400
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 2.800
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 1.600
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Π𝑡 = 1.200
(𝑥𝑡 , 𝑦𝑡 ) = (1.000, 1.000)

Panel C: Rebalancing Strategy

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.00, 1.00)

Π𝑡 = 2.400
(𝑥𝑡 , 𝑦𝑡 ) = (0.845, 1.217)

Π𝑡 = 2.738
(𝑥𝑡 , 𝑦𝑡 ) = (0.756, 1.378)

Π𝑡 = 2.062
(𝑥𝑡 , 𝑦𝑡 ) = (1.014, 1.048)

Π𝑡 = 1.600
(𝑥𝑡 , 𝑦𝑡 ) = (1.291, 0.825)

Π𝑡 = 2.116
(𝑥𝑡 , 𝑦𝑡 ) = (1.032, 1.084)

Π𝑡 = 1.084
(𝑥𝑡 , 𝑦𝑡 ) = (2.308, 0.622)

Panel D: CFMM LP

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1, 1)

Π𝑡 = 2.366
(𝑥𝑡 , 𝑦𝑡 ) = (0.845, 1.183)

Π𝑡 = 2.683
(𝑥𝑡 , 𝑦𝑡 ) = (0.745, 1.341)

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.00, 1.00)

Π𝑡 = 1.549
(𝑥𝑡 , 𝑦𝑡 ) = (1.291, 0.775)

Π𝑡 = 2.000
(𝑥𝑡 , 𝑦𝑡 ) = (1.00, 1.00)

Π𝑡 = 0.894
(𝑥𝑡 , 𝑦𝑡 ) = (2.236, 0.447)

Figure 5.7: Performance of a buy-and-hold position, the rebalancing strategy, and a constant-product
CFMM on a two-step binomial tree. Panel A shows the price tree. Panels B–D report the holdings
(𝑥𝑡 , 𝑦𝑡) and portfolio value Π𝑡 = 𝑦𝑡 + 𝑃𝑡𝑥𝑡 for the buy-and-hold strategy, rebalancing strategy, and
CFMM LP, respectively.
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Theorem 5.12.1. Suppose a CFMM satisfies

ℓ(𝜎, 𝑃)
𝑉 (𝑃) = 𝑐(𝜎), ∀ 𝑃 ≥ 0. (5.12.1)

Then, we have

𝑉 (𝑃) = 𝐿1𝑃
𝜃 (𝜎) + 𝐿2𝑃

1−𝜃 (𝜎) , (5.12.2)

for free constants 𝐿1, 𝐿2 ≥ 0, where

𝜃 (𝜎) ≜
1 −

√︁
1 − 8𝑐(𝜎)/𝜎2

2
≤ 1

2
.

Comparing with Example 5.5.1, observe that (5.12.2) states that is the pool can only be the

“sum” of 𝜃 and 1 − 𝜃 weighted geometric mean market makers. The two degrees of freedom are

intuitive, since 𝜃 and 1 − 𝜃 are exchangeable in (5.5.1).

Proof of Theorem 5.12.1. We construct the following ODE from the (5.12.1) along with (5.4.8),

𝑃2𝑉 ′′(𝑃) + 𝑐𝑉 (𝑃) = 0,

with constant 𝑐 ≜ 2𝑐/𝜎2. Make the substitution 𝑃 = 𝑒𝑧, to arrive at the equivalent ODE,

𝑉 ′′(𝑧) −𝑉 ′(𝑧) + 𝑐𝑉 (𝑧) = 0,

which when solved, along with the known limit condition from (5.4.1) that 𝑉 (𝑧) → 0 as 𝑧 → −∞,

by the usual method of linear ODEs results in the generic solution,

𝑉 (𝑃) = 𝐿1𝑃
1−

√
1−4𝑐̄
2 + 𝐿2𝑃

1+
√

1−4𝑐̄
2 = 𝐿1𝑃

𝜃 + 𝐿2𝑃
1−𝜃 .

Note that the above calculation is allowed because the quantity under the root is necessarily non-

negative, as if it were not, then 𝑉 (𝑃) would not be everywhere concave, which must be the case by
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Lemma 5.4.2. □

5.12.3 Multi-Dimensional Generalization

In this section, we describe the multi-dimensional generalization of our results. Specifically,

denote by vectors 𝑥 ∈ R𝑛+ the reserves in 𝑛 ≥ 2 assets (none of which need be the numéraire), and

𝑃𝑡 ∈ R𝑛+ a vector of prices (in terms of the numéraire). We assume that the price vector evolves

according to geometric Brownian motion, i.e.,

𝑑𝑃𝑡 = diag(𝑃𝑡)Σ1/2
𝑡 𝑑𝐵

Q
𝑡 , ∀ 𝑡 ≥ 0,

with covariance matrix of returns Σ𝑡 ∈ R𝑛×𝑛, Σ𝑡 ⪰ 0, and where 𝐵Q
𝑡 is a standard Q-Brownian

motion on R𝑛.

Given a bonding function 𝑓 : R𝑛+ → R, define the pool value function 𝑉 : R𝑛+ → R+ according to

𝑉 (𝑃) ≜ minimize
𝑥∈R𝑛

+
𝑃⊤𝑥

subject to 𝑓 (𝑥) = 𝐿.

Analogous to Assumption 5.4.1, we will assume that an optimal solution 𝑥∗(𝑃) exists for all 𝑃 ∈ R𝑛+,

that 𝑉 (·) is twice continuously differentiable, and a suitable square-integrability condition on 𝑥∗(·).

Analogous to Lemma 5.4.2, we have

Lemma 5.12.2. For all prices 𝑃 ∈ R𝑛+, the pool value function satisfies:

(i) 𝑉 (𝑃) ≥ 0.

(ii) ∇𝑉 (𝑃) = 𝑥∗(𝑃) ≥ 0.

(iii) ∇2𝑉 (𝑃) = ∇𝑥∗(𝑃) ⪯ 0.

Define the rebalancing strategy by 𝑥𝑡 = 𝑥∗(𝑃𝑡), with value

𝑅𝑡 = 𝑉0 +
∫ 𝑡

0
𝑥∗(𝑃𝑠)⊤𝑑𝑃𝑠, ∀ 𝑡 ≥ 0.
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Then, we have the following multi-dimensional analog of Theorem 5.4.4:

Theorem 5.12.3. Loss-versus-rebalancing takes the form

LVR𝑡 =

∫ 𝑡

0
ℓ(Σ𝑠, 𝑃𝑠) 𝑑𝑠, ∀ 𝑡 ≥ 0,

where we define, for 𝑃 ≥ 0, the instantaneous LVR

ℓ(Σ, 𝑃) ≜ −1
2 tr [diag(𝑃)Σ diag(𝑃) ∇𝑥∗(𝑃)] ≥ 0,

where we have applied Lemma 5.12.2. In the case where Σ = 𝜎2𝐼, i.e., i.i.d. assets, we have that

ℓ(Σ, 𝑃) = −𝜎
2

2
tr

[
diag(𝑃)2 ∇𝑥∗(𝑃)

]
= −𝜎

2

2

𝑛∑︁
𝑖=1

𝑃2
𝑖

𝜕

𝜕𝑃𝑖
𝑥∗(𝑃) ≥ 0.

In particular, LVR is a non-negative, non-decreasing, and predictable process.

Proof. Applying Itô’s lemma to 𝑉𝑡 = 𝑉 (𝑃),

𝑑𝑉𝑡 = ∇𝑉 (𝑃𝑡)⊤ 𝑑𝑃𝑡 + 1
2 (𝑑𝑃𝑡)

⊤∇2𝑉 (𝑃𝑡) 𝑑𝑃𝑡

= 𝑥∗(𝑃𝑡)⊤ 𝑑𝑃𝑡 + 1
2 tr

[
Σ

1/2
𝑡 diag(𝑃)∇2𝑉 (𝑃𝑡) diag(𝑃)Σ1/2

𝑡

]
𝑑𝑡

= 𝑑𝑅𝑡 − ℓ(Σ𝑡 , 𝑃𝑡) 𝑑𝑡.

The rest of the result follows as in the proof of Theorem 5.4.4. □

5.13 Data and Measurement

5.13.1 Data

Prices. We download minute-level USDC-ETH prices from the Binance API. We use close prices

at the end of each minute for 𝑃𝑡 .
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Uniswap. We download data on the Uniswap v2 WETH-USDC pool from Dune Analytics, a data

provider which aggregates data from the Ethereum blockchain into SQL databases. The queries we

use to extract this data are included in Section 5.13.2.

Mints and Burns. In each minute, we observe the gross amounts of each asset in which are

withdrawn through “burns”, and deposited through “mints”. Let (𝑥mint
𝑡 , 𝑦mint

𝑡 ) and (𝑥burn
𝑡 , 𝑦burn

𝑡 ) be

the total amounts of each asset 𝑥 and 𝑦 which are minted and burned respectively, between time

𝑡 − 1 and time 𝑡. We will value minted and burned assets at the time-𝑡 closing price 𝑃𝑡 . Thus, the

monetary value of mints and burns respectively are:

Πmint
𝑡 ≜ 𝑦mint

𝑡 + 𝑃𝑡𝑥mint
𝑡 , Πburn

𝑡 ≜ 𝑦burn
𝑡 + 𝑃𝑡𝑥burn

𝑡 .

Let (𝑥𝑡 , 𝑦𝑡) be the total asset holdings of the pool at time 𝑡. As in the model, define the pool value at

time 𝑡 by

𝑉𝑡 ≜ 𝑦𝑡 + 𝑃𝑡𝑥𝑡 .

We can calculate ΔLP P&L𝑡 , the change in P&L of the pool, from period 𝑡 − 1 to 𝑡, as

ΔLP P&L𝑡 ≜ 𝑉𝑡 + Πburn
𝑡 − Πmint

𝑡 −𝑉𝑡−1. (5.13.1)

In words, this is the value of pool reserves at time 𝑡 valued at price 𝑃𝑡 , plus burned assets and minus

minted assets valued at 𝑃𝑡 , minus the value of pool reserves at time 𝑡 − 1 valued at 𝑃𝑡−1. Note

that, in contrast to our simplifying assumption in the model that fees are paid in the numéraire, in

practice in Uniswap v2 fees are paid directly into the pool reserves; hence, the pool P&L includes

transaction fees paid into the pool.

Rebalancing Strategy. We rebalance the pool at different time frequencies. For each rebalancing

frequency, we compute the returns of a strategy which at any point in time holds as much ETH as

the pool holds at the start of the period. For example, if the rebalancing frequency is daily, we set
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𝑥𝑅𝐵𝑡 at any minute 𝑡 equal to the LP pool reserves at the start of the day containing the minute 𝑡. We

then calculate the returns on the rebalancing strategy using expression (5.6.2), that is:

ΔRB P&L𝑡 = 𝑥𝑅𝐵𝑡 (𝑃𝑡+1 − 𝑃𝑡) . (5.13.2)

Fees. In each minute, we compute the gross amount of each asset in the pair bought and sold. The

Uniswap v2 pool has a fixed fee rate of 30bps on the contributed asset; we thus calculate fees in

each asset by multiplying the gross amount contributed of each asset by 0.003. Call these fees 𝑥 𝑓 𝑒𝑒𝑡

and 𝑦 𝑓 𝑒𝑒𝑡 in period 𝑡. We value fees at the period 𝑡 price; thus, the monetary value of fees in period 𝑡,

which we will call ΔFEE𝑡 , is:

ΔFEE𝑡 ≜ 𝑦
𝑓 𝑒𝑒
𝑡 + 𝑃𝑡𝑥 𝑓 𝑒𝑒𝑡 . (5.13.3)

Note also that Uniswap v2 allows for “flash loans”, in which assets are withdrawn and returned

within a single transaction. Flash loans which are accounted for simply as swaps in Uniswap v2;

thus, the calculation in (5.13.3) also correctly accounts for flash loans revenues.28

LVR. We compute a realized daily volatility using USDC-ETH prices from the Binance API

sampled at 60 minute intervals. Let ΔLVR𝑡 be the increment of LVR in period 𝑡. As in Example 5.5.2,

we then calculate ΔLVR𝑡 simply as

ΔLVR𝑡 ≜
𝜎̂2
𝑡

8
×𝑉𝑡 × Δ𝑡, (5.13.4)

where 𝜎̂𝑡 denotes the realized daily volatilty estimate for the day containing period 𝑡, and Δ𝑡 =

1/(24 × 60) corresponds to a one minute period. This is a discrete approximation of (5.6.3).

Adding Everything Up. We then calculate the cumulative returns, the left side of (5.6.1), as:

LP P&L𝑡 −
∫ 𝑡

0
𝑥∗(𝑃𝑠) 𝑑𝑃𝑠 ≜

𝑇∑︁
𝑡=1

(ΔP&L𝑡 − ΔRB P&L𝑡) ,

28See the Uniswap v2 documentation of flash swaps.
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using the definitions of ΔLP P&L𝑡 and ΔRB P&L𝑡 in (5.13.1) and (5.13.2) respectively. Note that

different rebalancing frequencies give slightly different values of for ΔRB P&L𝑡 . We calculate the

right side of (5.6.1) as:

FEE𝑡 − LVR𝑡 ≜
𝑇∑︁
𝑡=1

(ΔFEE𝑡 − ΔLVR𝑡) ,

using the definitions of ΔFEE𝑡 and ΔLVR𝑡 in (5.13.3) and (5.13.4) respectively.

5.13.2 Dune SQL Queries

This subsection contains the SQL queries we use on Dune to extract Uniswap v2 WETH-USDC

data.

Mints.

1 SELECT to_char(evt_block_time, ’YYYY-MM-DD"T"HH24:MI:SSOF’) AS ts, *
2 FROM uniswap_v2."Pair_evt_Mint"
3 WHERE contract_address = ’\xb4e16d0168e52d35cacd2c6185b44281ec28c9dc’
4 ORDER BY evt_block_number, evt_index ASC

Burns.

1 SELECT to_char(evt_block_time, ’YYYY-MM-DD"T"HH24:MI:SSOF’) AS ts, *
2 FROM uniswap_v2."Pair_evt_Burn"
3 WHERE contract_address = ’\xb4e16d0168e52d35cacd2c6185b44281ec28c9dc’
4 ORDER BY evt_block_number, evt_index ASC

Trades.

1 SELECT
2 date_trunc(’minute’, evt_block_time) AS minute,
3 SUM("amount0In") as "amount0In",
4 SUM("amount1In") as "amount1In",
5 SUM("amount0Out") as "amount0Out",
6 SUM("amount1Out") as "amount1Out"
7 FROM uniswap_v2."Pair_evt_Swap"
8 WHERE contract_address = ’\xb4e16d0168e52d35cacd2c6185b44281ec28c9dc’
9 GROUP BY 1

10 ORDER BY 1 ASC

Pool Reserves.
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1 SELECT
2 minute,
3 latest_reserves[3] AS reserve0,
4 latest_reserves[4] AS reserve1
5 FROM
6 (SELECT date_trunc(’minute’, evt_block_time) AS minute,
7 (SELECT MAX(ARRAY[evt_block_number, evt_index, reserve0, reserve1]))
8 AS latest_reserves
9 FROM uniswap_v2."Pair_evt_Sync"

10 WHERE contract_address = ’\
xb4e16d0168e52d35cacd2c6185b44281ec28c9dc’

11 GROUP BY 1) AS day_reserves
12 ORDER BY 1 ASC
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Chapter 6: Automated Market Making and Arbitrage Profits in the Presence

of Fees

NOTE. The results of this chapter are based on joint work with Ciamac C. Moallemi and Tim
Roughgarden (Milionis et al., 2023a).

6.1 Introduction

For automated market makers (AMMs), the primary cost incurred by liquidity providers (LPs)

is adverse selection. Adverse selection arises from the fact that agents (“arbitrageurs”) with an

informational advantage, in the form of knowledge of current market prices, can exploit stale prices

on the AMM versus prices on other markets such as centralized exchanges. Because trades between

arbitrageurs and the AMM are zero sum, any arbitrage profits will be realized as losses to the AMM

LPs. Milionis et al. (2022c) quantify these costs through a metric called loss-versus-rebalancing

(LVR). They establish that LVR can be simultaneously interpreted as: (1) arbitrage profits due

to stale AMM prices; (2) the loss incurred by LPs relative to a trading strategy (the “rebalancing

strategy”) that holds the same risky positions as the pool, but that trades at market prices rather than

AMM prices; and (3) the value of the lost optionality when an LP commits upfront to a particular

liquidity demand curve. They develop formulas for LVR in closed form, and show theoretically and

empirically that, once market risk is hedged, the profit-and-loss (P&L) of an LP reduces to trading

fee income minus LVR. In this way, LVR isolates the costs of liquidity provision.

Despite its benefits, LVR suffers from a significant flaw: it is derived under the simplification

that arbitrageurs do not pay trading fees. In practice, however, trading fees pose a significant friction

and limit arbitrage profits. The main contribution of the present work is to develop a tractable

model for arbitrage profits in the presence of trading fees. We are able to obtain general formulas
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for arbitrageur profits in this setting. We establish that arbitrage profits in the presence of fees are

roughly equivalent to the arbitrage profits in the frictionless case (i.e., LVR), but scaled down to

adjust for the fraction of time where the AMM price differs from the market price significantly

enough that arbitrageurs can make profits even in the presence of fees. That is, the introduction of

fees can be viewed as a rescaling of time.

Our goal is to introduce fees and understand how they impact arbitrageur behavior. As a starting

point, one could directly introduce fees into the model of Milionis et al. (2022c), where prices

follow a geometric Brownian motion and arbitrageurs continuously monitor the AMM. However,

this approach suffers a major pathology: when arbitrageurs monitor the market continuously in the

presence of even negligible non-zero fees, the arbitrage profits are zero! Intuitively, when there are

no fees, every instantaneous price movement provides a profitable arbitrage opportunity. With fees,

this is true only for movements outside a (fee-dependent) “no-trade region” around the AMM price

which, with continuous monitoring, then results in an immediate repositioning of that region. One

can show that the fraction of time for which this happens is zero, with the market price inside the

no-trade region at all other times. This is analogous to the fact that, in continuous time, a reflected

random walk spends almost none of its time at the boundaries. In reality, however, arbitrageurs

cannot continuously monitor and trade against the AMM. For example, for an AMM implemented

on a blockchain, the arbitrageurs can only act at the discrete times at which blocks are generated.

Thus, in order to understand arbitrage profits in the presence of fees, it is critical to model the

discreteness of block generation.

6.1.1 Model

Our starting point is the model of Milionis et al. (2022c), where arbitrageurs continuously

monitor an AMM to trade a risky asset versus the numéraire, and the risky asset price follows

geometric Brownian motion parameterized by volatility 𝜎 > 0. However, we assume that the AMM

has a trading fee 𝛾 ≥ 0, and that arbitrageurs arrive to trade on the AMM at discrete times according

to the arrivals of a Poisson process with rate 𝜆 > 0. The Poisson process is a natural choice because
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of its memoryless nature and standard usage throughout continuous time finance. It is natural to

assume arrival times correspond to block generation times, since the arbitrageurs can only trade at

instances at which a block is generated, so the parameter 𝜆 should be calibrated so that the mean

interarrival time Δ𝑡 ≜ 𝜆−1 corresponds to the mean interblock time.

When an arbitrageur arrives, they seek to make a trade that myopically maximizes their immedi-

ate profit. Arbitrageurs trade myopically because of competition. If they choose to forgo immediate

profit but instead wait for a larger mispricing, they risk losing the profitable trading opportunity to

the next arbitrageur. If the AMM price net of fees is below (respectively, above) the market price,

the arbitrageur will buy (sell) from the pool and sell (buy) at the market. They will do so until

the net marginal price of the AMM equals the market price. We describe these dynamics in terms

of a mispricing process that is the difference between the AMM and market log-prices. At each

arrival time, a myopic arbitrageur will trade in a way such that the pool mispricing jumps to the

nearest point in the band. The width of the band is determined by the fee 𝛾. We call this band the

no-trade region, since if the arbitrageur arrives and the mispricing is already in the band, there is

no profitable trade possible. At all non-arrival times, the mispricing is a diffusion, driven by the

geometric Brownian motion governing market prices.

6.1.2 Results

In our setting, the mispricing process is a Markovian jump-diffusion process. Our first result

(Theorem 6.4.2) is to establish that this process is ergodic, and to identify its steady state distribution

in closed form. Under this distribution, the probability that, at the time a block is generated, an

arbitrageur can make a profitable trade, i.e., the fraction of time that the mispricing process is

outside the no-trade region in steady state, is given by

Ptrade ≜
1

1 +
√

2𝜆𝛾/𝜎︸    ︷︷    ︸
≜𝜂

.
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This can also be interpreted as the long run fraction of blocks that contain an arbitrage trade. Ptrade

has intuitive structure in that it is a function of the composite parameter 𝜂 ≜ 𝛾/(𝜎
√︁
𝜆−1/2), the

fee measured as a multiple of the typical (one standard deviation) movement of returns over half

the average interarrival time. When 𝜂 is large (e.g., high fee, low volatility, or frequent blocks),

the width of the no-fee region is large relative to typical interarrival price moves, so the mispricing

process is less likely to exit the no-trade region in between arrivals, and Ptrade ≈ 𝜂−1.

Given the steady state distribution of the pool mispricing, we can quantify the arbitrage profits.

Denote by ARB𝑇 the cumulative arbitrage profits over the time interval [0, 𝑇]. We compute the

expected instantaneous rate of arbitrage profit ARB ≜ lim𝑇→0 E[ARB𝑇 ]/𝑇 , where the expectation

is over the steady state distribution of mispricing. We derive a semi-closed form expression

(involving an expectation) for ARB (Theorem 6.4.4). For specific cases, such as geometric mean or

constant product market makers, this expectation can be evaluated resulting in an explicit closed

form (Corollary 6.4.5).

We further consider an asymptotic analysis in the fast block regime where 𝜆 → ∞ (Theo-

rem 6.5.1). Equivalently, this is the limit as the mean interblock time Δ𝑡 ≜ 𝜆−1 → 0). In order to

explain our asymptotic results, we begin with the frictionless base case of Milionis et al. (2022c),

where there is no fee (𝛾 = 0) and continuous monitoring (𝜆 = ∞). Milionis et al. (2022c) establish

that the expected instantaneous rate of arbitrage profit is

LVR ≜ lim
𝑇→0

E [LVR𝑇 ]
𝑇

=
𝜎2𝑃

2
× 𝑦∗′ (𝑃) . (6.1.1)

Here, 𝑃 is the current market price, while 𝑦∗(𝑃) is the quantity of numéraire held by the pool when

the market price is 𝑃, so that 𝑦∗′(𝑃) is the marginal liquidity of the pool at price 𝑃, denominated in

the numéraire. In the presence of fees and discrete monitoring, our rigorous analysis establishes
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that as 𝜆 → ∞,

ARB ≜ lim
𝑇→0

E [ARB𝑇 ]
𝑇

=
𝜎2𝑃

2
× 𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2︸                                ︷︷                                ︸
= 𝑦∗′ (𝑃) +𝑂 (𝛾) for 𝛾 small

× 1
1 +

√
2𝜆𝛾/𝜎︸          ︷︷          ︸

=Ptrade

+𝑜
(√︁
𝜆−1

)
.

(6.1.2)

Equations (6.1.1) and (6.1.2) differ in two ways. First, (6.1.1) involves the marginal liquidity 𝑦∗′(𝑃)

at the current price 𝑃, while (6.1.2) averages the marginal liquidity at the endpoints of the no-trade

interval of prices [𝑃𝑒−𝛾, 𝑃𝑒+𝛾]. This difference is minor if the fee 𝛾 is small. The second difference,

which is major, is that arbitrage profits in (6.1.2) are scaled down relative to (6.1.1) by precisely the

factor Ptrade. In other words, if the fee is low, in the fast block regime we can view the impact of

the fee on arbitrage profits as scaling down LVR by the fraction of time that an arriving arbitrageur

can profitably trade: ARB ≈ LVR × Ptrade.

Focusing on the dependence on problem parameters, when 𝛾 > 0, (6.1.2) implies that in the fast

block regime arbitrage profits are proportional to the square root of the mean interblock time (
√
𝜆−1),

the cube of the volatility (𝜎3), and the reciprocal of the fee (𝛾−1). These scaling dependencies are

consistent with the results of Nezlobin and Tassy (2025), who consider a similar problem with a

stylized AMM and general block-time distributions. Equation (6.1.2) also highlights an interesting

phase transition with the introduction of fees. Specifically, in the absence of fees (𝛾 = 0), in the fast

block regime (𝜆 → ∞), we have the ARB = LVR + 𝑜(1) = Θ(1), i.e., up to a first order, arbitrage

profits per unit time are constant and do not depend on the interblock time. On the other hand, when

there are fees (𝛾 > 0), we have that ARB = Θ(
√
𝜆−1), arbitrage profits per unit time scale with the

square root of the interblock time. 1 In other words, our model yields an important practical insight:

that LP losses to arbitrageurs are reduced on faster blockchains.

Considering the fees paid by arbitrageurs to the pool, define FEE to be the instantaneous rate of

arbitrage fees. We establish that (Theorem 6.5.2), asymptotically, FEE ≈ LVR × (1 − Ptrade) when

1We note the diffusion-driven nature of the price process. In the limit of 𝜆 → ∞, the introduction of jumps to
the price process could drive a non-zero lower bound of arbitrage profits, as remarked in Section 6.7.1. Additionally,
another reason for a non-zero lower bound to arbitrage profits could be the inherent latency in arbitrageurs’ reaction
times compared to market prices updating.
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the fee 𝛾 is small in the fast block regime. This implies that, assuming fee 𝛾 is small and we are

in the fast block regime, ARB + FEE ≈ LVR, which can be interpreted as LVR being split among

fees and arbitrage profits, according to Ptrade. In particular, as the blocks become more and more

frequent (for a fixed fee 𝛾), LVR is redirected from arbitrage profits to fees paid by arbitrageurs.

Finally, we construct a model as above with the addition of gas fees (Section 6.6), i.e., fixed

transaction costs associated with executing any potential arbitrage transaction. Our results in the

fast block regime show that lower gas fees result in smaller losses to LPs. We also establish in this

model that, when both fixed (gas) and marginal (trading) fees are small, all of these LP losses leak

to the validators in gas fees, elucidating that they are the true recipients of the informational losses

due to the stale prices of AMMs.

6.1.3 Conclusion

This work has broad implications around liquidity provision and the design of automated market

makers:

• Blockchain Architecture Implications: The asymptotic regime analysis 𝜆 → ∞ above

points to a significant potential mitigator of arbitrage profits: running a chain with lower

mean interblock time Δ𝑡 ≜ 𝜆−1 (essentially, a faster chain), since we show that this effectively

reduces arbitrage profit without negatively impacting LP fee income derived from noise

trading. Similarly, reduction of gas costs reduces arbitrage profits. We discuss this in

Section 6.7.1.

• Pricing Accuracy: Setting a low fee enables accurate prices, since arbitrageurs can then

correct even small discrepancies, but this comes at the cost of higher arbitrage profits. Our

model can crisply characterize this tradeoff. We discuss this in Section 6.7.2.

• Improved LP Performance Modeling. Our model provides a more accurate quantification of

LP P&L, accounting both for arbitrageurs paying trading fees and discrete arbitrageur arrival

times. Our results thus have the potential to better inform AMM design, and in particular,
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provide guidance around how to set trading fees in an AMM to balance LP fee income from

noise traders and LP loss due to arbitrageurs. Our results can also be used to construct

equilibria for LPs in counterfactual settings. We discuss this in Section 6.7.3.

These findings provide a comprehensive framework for understanding and optimizing automated

market maker performance in the presence of realistic market frictions.

6.1.4 Literature Review

There is a rich literature on automated market makers. Angeris and Chitra (2020) and Angeris

et al. (2021a) and Angeris et al. (2021b) apply tools from convex analysis (e.g., the pool reserve

value function) that we also use in this chapter. In the first paper to decompose the return of an LP

into an instantaneous market risk component and a non-negative, non-decreasing, and predictable

component called “loss-versus-rebalancing” (LVR, pronounced “lever”), Milionis et al. (2022c)

analyze the frictionless, continuous-time Black-Scholes setting in the absence of trading fees to

show that it is exactly the adverse selection cost due to the arbitrageurs’ informational advantage to

the pool. This work extends the model of Milionis et al. (2022c) to account for arbitrage profits both

in the presence of fees and discrete-time arbitrageur arrivals. Broader classes of AMMs that have

locally smooth demand curves but are not necessarily constant function market makers have been

given by Milionis et al. (2023b) and Milionis et al. (2024); our model here applies to such a general

case as well. Evans et al. (2021) observe that, in the special case of geometric mean market makers,

taking the limit to continuous time while holding the fees 𝛾 > 0 fixed and strictly positive yields

vanishing arbitrage profits; this is also a special case of our results. Angeris et al. (2021b) also

analyze arbitrage profits, but do not otherwise express them in closed-form. Black-Scholes-style

options pricing models, like the ones developed in this chapter, have been applied to weighted

geometric mean market makers over a finite time horizon by Evans (2020), who also observes that

constant product pool values are a super-martingale because of negative convexity. Clark (2020)

replicates the payoff of a constant product market over a finite time horizon in terms of a static

portfolio of European put and call options. Tassy and White (2020) compute the growth rate of a
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constant product market maker with fees. Dewey and Newbold (2023) develop a model of pricing

and hedging AMMs with arbitrageurs and noise traders and conjecture that arbitrageurs induce the

same stationary distribution of mispricing that we rigorously develop here.

Since it first appeared, our model has been influential in the broader discussion of Maximal

Extracted Value (MEV) (Daian et al., 2020a). Arbitrage profit in our setting models real world

CEX-DEX arbitrage profits, which are thought to be the dominant form of MEV. Reducing this

MEV has been an important goal for practitioners, and our work has been cited by practitioners

as a motivation to seek smaller block times in order to reduce MEV. Recent empirical work by

Fritsch and Canidio (2024) (discussed in Section 6.7.1) provides strong validation of our theoretical

predictions regarding the relationship between block times and arbitrage profits.

Subsequent to the initial publication of this work, Nezlobin and Tassy (2025) consider a setting

similar to ours, and the main innovation of their important work is to propose an alternative

methodology which allows for more general block-time distributions. They study a specific, stylized

AMM where the arbitrageur needs to trade ℓ × Δ in numéraire value to move the quoted price

by Δ units of return, where ℓ is a constant marginal liquidity parameter. In this setting, they can

asymptotically compute the intensity of arbitrage profits ARB, and derive a general decomposition

of the form ARB ≈ Ptrade × LVR, as we do here. In the case of a Poisson block-generation process,

their results recover and validate our original results (using a different technical methodology).2

However, their results are more general than ours in that they can handle arbitrary block-time

distributions. Indeed, they establish the striking result that ARB is minimized (among all block-

time distributions with fixed mean) by the deterministic block arrival process. That said, their

methodology has some limitations with respect to our methodology. Our results are more general

in that they are applicable to all AMMs that satisfy very mild technical conditions, and are not

restricted to a stylized constant marginal liquidity AMM. We also derive closed form as well as

2To see the equivalence, two observations need to be made: first, Nezlobin and Tassy (2025) derive formulas for the
per block rates of ARB and LVR; we derive per unit of time (i.e., instantaneous) rates, hence their rates need to have the
units changed by dividing with the block time to match ours. Secondly, they use the no-trade interval [0, 𝛾] while in
our fee framework, it is given by [−𝛾,+𝛾]. Hence, their internal spread needs to be doubled to be comparable to ours.
After performing these two adjustments, their formulas for Poisson block arrivals match our original formulas.

134



asymptotic expressions, are able to derive the fees obtained by the AMM, and are able to handle gas

fees.

Equilibrium Considerations. Our work does not construct an equilibrium model of liquidity

provision. Fees are typically endogenous in equilibrium models, arising from competitive liquidity

provision. In this sense, Cao et al. (2025), Malinova and Park (2024), and Campbell et al. (2025)

theoretically and empirically derive characterizations for optimal fees.

HFT Literature. This chapter provides insights into the dependence of arbitrage rents on block

frequency. Related points have been made regarding auction frequency in the market microstructure

literature on different schemes, such as limit order books, and with different model assumptions.

Budish et al. (2015) provide a jump-driven model, where trade happens for a constant amount

(one order) whenever there is a jump, whereas for example in the constant product market maker,

the traded amount scales (locally) with the square of the mispricing. Another difference with

respect to the block time dependency is that they treat the “latency advantage” 𝛿 as fixed while they

vary the auction interval Δ; in our model, both are governed by the block time and vary together.

Lastly, in our model, liquidity providers are not strategic and do not respond to actions taken by

arbitrageurs. More broadly, O’Hara et al. (2019) show how relative tick size affects order-submission

strategies and that larger relative ticks can advantage high-frequency market makers. Baldauf and

Mollner (2020) model the tradeoff between liquidity provision and information production under

HFT and analyze policy responses (including frequent batch auctions and cancellation-delay-type

mechanisms) that can reduce socially excessive speed investment. Aquilina et al. (2022) quantify

the HFT “arms race” using granular exchange data, documenting pervasive race-like competition for

fleeting opportunities and measuring its aggregate resource cost. Shkilko and Sokolov (2020) study

microwave connectivity and show how reductions in cross-market communication latency affect

trading costs and the allocation of trading profits. Kyle and Lee (2017) propose continuous scaled

limit orders as an alternative to both continuous-time price–time priority and discrete auctions,

aiming to reduce queue-racing incentives while retaining near-continuous trading. Haas et al. (2021)
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study periodic call markets and show that the welfare effects of speed depend on the market design,

highlighting that in batch-auction settings, faster participation can improve liquidity by intensifying

competition among arbitrageurs (rather than purely increasing sniping rents). Foucault et al. (2016)

model fast vs. slow traders reacting to news and characterize how speed changes trading volume,

short-run price dynamics, and welfare. Pagnotta and Philippon (2018) show how competition

among trading venues can lead to excessive equilibrium investment in speed. Hoffmann (2014)

models a dynamic limit order market with fast and slow traders, highlighting how fast quote revision

mitigates pickoff risk but changes slow traders’ order-submission incentives.

6.2 Model

Assets. Fix a filtered probability space
(
Ω, F , {F𝑡}𝑡≥0) satisfying the usual assumptions. Consider

two assets: a risky asset 𝑥 and a numéraire asset 𝑦. Working over continuous times 𝑡 ∈ R+, assume

that there is observable external market price 𝑃𝑡 at each time 𝑡. The price 𝑃𝑡 evolves exogenously

according to the geometric Brownian motion

𝑑𝑃𝑡

𝑃𝑡
= 𝜇 𝑑𝑡 + 𝜎 𝑑𝐵𝑡 , ∀ 𝑡 ≥ 0,

with drift 𝜇, volatility 𝜎 > 0, and where 𝐵𝑡 is a Brownian motion.

AMM Pool. We assume that the AMM operates as a constant function market maker (CFMM).3

The state of a CFMM pool is characterized by the reserves (𝑥, 𝑦) ∈ R2
+, which describe the current

holdings of the pool in terms of the risky asset and the numéraire, respectively. Define the feasible

set of reserves C according to

C ≜ {(𝑥, 𝑦) ∈ R2
+ : 𝑓 (𝑥, 𝑦) = 𝐿},

3For ease of exposition, we present our results here with the background of a CFMM, but our results generally hold
for any locally smooth AMM, in the notion of Milionis et al. (2022c), i.e., LPs committing to an integrable and locally
continuously differentiable demand curve function 𝑥∗ (𝑃) as in Assumption 6.2.1; hence almost all AMMs are covered
by our same theorems under their mild technical conditions, regardless of whether they are CFMMs.
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𝑥1 − 𝑥0

𝑦0 − 𝑦1

𝑓 (𝑥, 𝑦) = 𝐿

(𝑥0, 𝑦0)

(𝑥1, 𝑦1)
𝑥

𝑦

(a) Transitions between any two points on the bond-
ing curve 𝑓 (𝑥, 𝑦) = 𝐿 are permitted, if an agent
contributes the difference into the pool.

𝑓 (𝑥, 𝑦) = 𝐿

slope = −𝑃

(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
𝑥

𝑦

(b) The pool value optimization problem relates
points on the bonding curve to supporting hyper-
planes defined by prices.

Figure 6.1: Illustration of a CFMM.

where 𝑓 : R+2 → R is referred to as the bonding function or invariant, and 𝐿 ∈ R is a constant.4 In

other words, the feasible set is a level set of the bonding function. The pool is defined by a smart

contract which allows an agent to transition the pool reserves from the current state (𝑥0, 𝑦0) ∈ C

to any other point (𝑥1, 𝑦1) ∈ C in the feasible set, so long as the agent contributes the difference

(𝑥1 − 𝑥0, 𝑦1 − 𝑦0) into the pool, see Figure 6.1a.

Define the pool value function 𝑉 : R+ → R+ by the optimization problem

𝑉 (𝑃) ≜ minimize
(𝑥,𝑦)∈R2

+

𝑃𝑥 + 𝑦

subject to 𝑓 (𝑥, 𝑦) = 𝐿.

(6.2.1)

The pool value function yields the value of the pool, assuming that the external market price of the

risky asset is given by 𝑃, and that arbitrageurs can instantaneously trade against the pool maximizing

their profits (and simultaneously minimizing the value of the pool). Geometrically, the pool value

function implicitly defines a reparameterization of the pool state from primal coordinates (reserves)

to dual coordinates (prices); this is illustrated in Figure 6.1b.

Following Milionis et al. (2022c), we assume that the pool value function satisfies:

4We assume that liquidity providers hold their positions fixed over the interval of analysis, i.e., no mints or burns of
liquidity. Moreover, while the overall liquidity is held constant, the marginal liquidity of each asset available to trade
varies as a function of the price level.
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Assumption 6.2.1. (i) An optimal solution
(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
to the pool value optimization (6.2.1)

exists for every 𝑃 ≥ 0.

(ii) The pool value function 𝑉 (·) is everywhere twice continuously differentiable.

(iii) For all 𝑡 ≥ 0,

E
[∫ 𝑡

0
𝑥∗(𝑃𝑠)2𝑃2

𝑠 𝑑𝑠

]
< ∞.

We refer to
(
𝑥∗(𝑃), 𝑦∗(𝑃)

)
as the demand curves of the pool for the risky asset and numéraire,

respectively. Assumption 6.2.1(i)–(ii) is a sufficient condition for the following:

Lemma 6.2.2. For all prices 𝑃 ≥ 0, the pool value function satisfies:

(i) 𝑉 (𝑃) ≥ 0.

(ii) 𝑉 ′(𝑃) = 𝑥∗(𝑃) ≥ 0.

(iii) 𝑉 ′′(𝑃) = 𝑥∗′(𝑃) = −𝑃𝑦∗′(𝑃) ≤ 0.

The proof of Lemma 6.2.2 follows from standard arguments in convex analysis; see Milionis

et al. (2022c) for details.

Fee Structure. Suppose that (Δ𝑥,Δ𝑦) is a feasible trade permitted by the pool invariant, i.e., given

initial pool reserves (𝑥, 𝑦) with 𝑓 (𝑥, 𝑦) = 𝐿, we have 𝑓 (𝑥 + Δ𝑥, 𝑦 + Δ𝑦) = 𝐿. We assume that an

additional proportional trading fee is paid to the LPs in the pool. The mechanics of this trading fee

are as follows:

1. The fee is paid in the input asset, i.e., the asset that is contributed to the pool.

2. The fee is realized as a separate cashflow to the LPs.5

3. We allow for different fees to be paid when the risky asset is bought from the pool and when

the risky asset is sold to the pool.
5This is consistent, for example, with Uniswap v3 (Adams et al., 2021). On the other hand, Uniswap v2 (Adams

et al., 2020) reinvests fees in the pool reserves. Over short time horizons of practical interest, these differences are of
second order.

138



4. We denote the fee in units of log price by 𝛾+, 𝛾− > 0. In particular, when the agent purchases

the risky asset from the pool (i.e., Δ𝑥 < 0, Δ𝑦 > 0), the total fee charged is

(
𝑒+𝛾+ − 1

)
|Δ𝑦 |, (6.2.2)

while the total fee charged when the agent sells the risky asset to the pool (i.e., Δ𝑥 > 0,

Δ𝑦 < 0 is (𝑒+𝛾− − 1) |Δ𝑥 |, or, valued in the numéraire at price 𝑃,

𝑃
(
𝑒+𝛾− − 1

)
|Δ𝑥 |. (6.2.3)

Note that, for notational simplicity, we have chosen to denominate the fee in units of log price.

This is mathematically equivalent to standard proportional fees, as illustrated in the following

example:

Example 6.2.3. In our notation, a 30 basis point proportional fee on either buys or sales (e.g., as in

Uniswap v2) would correspond to setting 𝛾+, 𝛾− so that

𝑒+𝛾+ − 1 = 𝑒+𝛾− − 1 = 0.003,

so that

𝛾+ = 𝛾− = log(1 + 0.003) ≈ 0.002995509.

To a first order, 𝛾+ = 𝛾− ≈ 30 (basis points).

6.3 Arbitrageurs & Pool Dynamics

At any time 𝑡 ≥ 0, define 𝑃̃𝑡 to be the price of the risky asset implied by pool reserves, i.e., the

reserves are given by
(
𝑥∗(𝑃̃𝑡), 𝑦∗(𝑃̃𝑡)

)
. Denote by

𝑧𝑡 ≜ log 𝑃𝑡/𝑃̃𝑡 , (6.3.1)
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the log mispricing of the pool, so that 𝑃̃𝑡 = 𝑃𝑡𝑒−𝑧𝑡 .

We imagine that arbitrageurs arrive to trade against the pool at discrete times according to a

Poisson process of rate 𝜆 > 0. Here, we imagine that arbitrageurs are continuously monitoring

the market, but can only trade against the pool at discrete times when blocks are generated in a

blockchain. Hence, we will view the arrival process as both equivalently describing the arrival of

arbitrageurs to trade or times of block generation. For a proof-of-work blockchain, Poisson block

generation is a natural assumption (Nakamoto, 2008). However, modern proof-of-stake blockchains

typically generate blocks at deterministic times. In these cases, we will view the Poisson assumption

as an approximation that is necessary for tractability.6 In any case, the mean interarrival time

Δ𝑡 ≜ 𝜆−1 should be calibrated to the mean interblock time in a blockchain.

Denote the arbitrageur arrival times (or block generation times) by 0 < 𝜏1 < 𝜏2 < · · · . When an

arbitrageur arrives at time 𝑡 = 𝜏𝑖, they can trade against the pool (paying the relevant trading fees)

according to the pool mechanism, and simultaneously, frictionlessly trade on an external market at

the price 𝑃𝑡 . We assume that the arbitrageur will trade to myopically maximize their instantaneous

trading profit.7 While we presently ignore any blockchain transaction fees such as “gas”, we will

revisit this in Section 6.6.

The following lemma (with proof in Section 6.8) characterizes the myopic behavior of the

arbitrageurs in terms of the demand curves of the pool and the fee structure:

Lemma 6.3.1. Suppose that an arbitrageur arrives at time 𝑡 = 𝜏𝑖, observing external market price

𝑃𝑡 , and implied pool price 𝑃̃𝑡− or, equivalently, mispricing 𝑧𝑡− . Then, one of the following three

cases applies:

1. If 𝑃𝑡 > 𝑃̃𝑡−𝑒+𝛾+ or, equivalently, 𝑧𝑡− > +𝛾+, the arbitrageur can profitably buy in the pool

6As discussed in Section 6.1.2, our results have the same parameter scaling dependencies as the results of Nezlobin
and Tassy (2025), who consider a similar problem for a stylized AMM under general block-time distributions. This
suggests that, at least from the perspective of parameter scaling laws, the particular choice of Poisson block-times is not
important.

7Given trading fees, if there was a single, monopolist arbitrageur, this may not be optimal, e.g., it may be optimal to
wait for a large mispricing before trading. However, we assume that there exists a universe of competing arbitrageurs,
and that an arbitrageur that forgoes any immediate profit will lose it to a competitor. Hence, in our setting, competition
forces arbitrageurs to trade myopically.
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and sell on the external market. They will do so until the pool price satisfies 𝑃̃𝑡 = 𝑃𝑡𝑒−𝛾+ or,

equivalently, 𝑧𝑡 = +𝛾+. The arbitrageur profits are then

𝑃𝑡
{
𝑥∗

(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑥∗ (
𝑃𝑡𝑒

−𝛾+ )} + 𝑒+𝛾+ {
𝑦∗

(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑦∗ (
𝑃𝑡𝑒

−𝛾+ )} ≥ 0.

2. If 𝑃𝑡 < 𝑃̃𝑡−𝑒−𝛾− or, equivalently, 𝑧𝑡− < −𝛾−, the arbitrageur can profitably sell in the pool

and buy on the external market. They will do so until the pool price satisfies 𝑃̃𝑡 = 𝑃𝑡𝑒+𝛾− or,

equivalently, 𝑧𝑡 = −𝛾−. The arbitrageur profits are then

𝑃𝑡𝑒
+𝛾− {

𝑥∗
(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑥∗ (
𝑃𝑡𝑒

+𝛾− )} + {
𝑦∗

(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑦∗ (
𝑃𝑡𝑒

+𝛾− )} ≥ 0.

3. If 𝑃̃𝑡−𝑒−𝛾− ≤ 𝑃𝑡 ≤ 𝑃̃𝑡−𝑒+𝛾+ , or, equivalently, −𝛾− ≤ 𝑧𝑡− ≤ +𝛾+, then the arbitrageur makes no

trade, and 𝑃̃𝑡 = 𝑃̃𝑡− or, equivalently, 𝑧𝑡 = 𝑧𝑡− .

Considering the three cases in Lemma 6.3.1, it is easy to see that, at an arbitrageur arrival time

𝜏𝑖, the mispricing process 𝑧𝑡 evolves according to8

𝑧𝜏𝑖 = bound
{
𝑧𝜏−

𝑖
,−𝛾−,+𝛾+

}
. (6.3.2)

On the other hand, applying Itô’s lemma to (6.3.1), we have that, at other times 𝑡 > 0, the process

evolves according to

𝑑𝑧𝑡 =

(
𝜇 − 1

2𝜎
2
)
𝑑𝑡 + 𝜎 𝑑𝐵𝑡 . (6.3.3)

Combining (6.3.2)–(6.3.3), for all 𝑡 ≥ 0,

𝑧𝑡 =

(
𝜇 − 1

2𝜎
2
)
𝑡 + 𝜎𝐵𝑡 +

∑︁
𝑖: 𝜏𝑖≤𝑡

𝐽𝑖, 𝐽𝑖 ≜ bound
{
𝑧𝜏−

𝑖
,−𝛾−,+𝛾+

}
− 𝑧𝜏−

𝑖
. (6.3.4)

Therefore, the mispricing process 𝑧𝑡 is a Markovian jump-diffusion process. Possible sample paths

of these stochastic processes are shown in Figure 6.2.
8Define bound{𝑥, 𝑢, ℓ} ≜ max(min(𝑥, 𝑢), ℓ).
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+𝛾+

−𝛾−

time 𝑡

mispricing 𝑧𝑡

time 𝑡

price

Figure 6.2: Top: example sample path of the mispricing process 𝑧𝑡 . Bottom: in red, example
external market price process 𝑃𝑡; in blue, example implied pool price process 𝑃̃𝑡− . The no-trade
interval is shown in shaded gray; whenever the external market price is within this interval, no trade
will happen even if a block is generated. The red- and green-colored crosses in the x-axis show the
(Poisson-distributed) times of block generation; red indicates blocks where arbitrageurs do not trade
with the pool because the mispricing does not exceed the trading fee, while green indicates blocks
where the arbitrageurs do trade. At the green instances, the arbitrageurs trade until the mispricing is
equal to the fee and the marginal profit is zero, i.e., the market price is at the edge of the no-trade
interval.

6.4 Exact Analysis

We will make the following assumption:

Assumption 6.4.1 (Symmetry).

𝜇 = 1
2𝜎

2, 𝛾+ = 𝛾− ≜ 𝛾.

Assumption 6.4.1 ensures that the mispricing jump-diffusion process, with dynamics given by

(6.3.2)–(6.3.3), is driftless and has a stationary distribution that is symmetric around 𝑧 = 0. This

142



assumption will considerably simplify notation and expressions and is without loss of generality. All

of our conclusions downstream can be derived without this assumption, at the expense of additional

algebra. We discuss this in greater detail in Section 6.10, where we also provide a non-symmetric

variation of Theorem 6.4.2.

6.4.1 Stationary Distribution of the Mispricing Process

The following lemma characterizes the stationary distribution of the mispricing process.9 We

defer the proof of this lemma until Section 6.9.

Theorem 6.4.2 (Stationary Distribution of Mispricing). The process 𝑧𝑡 is an ergodic process on R,

with unique invariant distribution 𝜋(·) given by the density

𝑝𝜋 (𝑧) =



𝜋+ × 𝑝exp
𝜂/𝛾 (𝑧 − 𝛾) if 𝑧 > +𝛾,

𝜋0 × 1
2𝛾 if 𝑧 ∈ [−𝛾,+𝛾],

𝜋− × 𝑝exp
𝜂/𝛾 (−𝛾 − 𝑧) if 𝑧 < −𝛾,

for 𝑧 ∈ R. Here, we define the composite parameter 𝜂 ≜
√

2𝜆𝛾/𝜎. The probabilities 𝜋−, 𝜋0, 𝜋+ of

the three segments are given by

𝜋0 ≜ 𝜋
(
[−𝛾,+𝛾]

)
=

𝜂

1 + 𝜂 , 𝜋+ ≜ 𝜋
(
(+𝛾,+∞)

)
= 𝜋− ≜ 𝜋

(
(−∞,−𝛾)

)
= 1

2
1

1 + 𝜂 .

Finally, 𝑝exp
𝜂/𝛾 (𝑥) ≜ (𝜂/𝛾)𝑒−(𝜂/𝛾)𝑥 is the density of an exponential distribution over 𝑥 ≥ 0 with

parameter 𝜂/𝛾 =
√

2𝜆/𝜎.

The stationary distribution is illustrated in Figure 6.3.

9Contemporaneous with the present work, Dewey and Newbold (2023) conjecture this stationary distribution.

143



pool mispricing 𝑧

𝑝𝜋 (𝑧)

∝ 𝑒−𝑧/𝜎
√
𝜆−1/2∝ 𝑒+𝑧/𝜎

√
𝜆−1/2

−𝛾 +𝛾0

no-trade

w.p. 𝜋0
sell trade

w.p. 𝜋−

buy trade

w.p. 𝜋+

Figure 6.3: The density 𝑝𝜋 (𝑧) of the stationary distribution 𝜋(·) of mispricing 𝑧, illustrating trade
and no-trade regions for an arbitrageur.

Under this distribution, the probability that an arbitrageur arrives and can make a profitable

trade, i.e., the fraction of time that the mispricing process is outside the no-trade region in steady

state, is given by

Ptrade ≜ 𝜋+ + 𝜋− =
1

1 +
√

2𝜆𝛾/𝜎
.

Equivalently, Ptrade can be interpreted as the long run fraction of blocks that contain an arbitrage

trade.

Note that Ptrade does not depend on the bonding function or feasible set defining the CFMM

pool; the only pool property relevant is the fee 𝛾. Ptrade has intuitive structure in that it is a function

of the composite parameter 𝜂 ≜ 𝛾/(𝜎
√︁
𝜆−1/2), the fee measured as a multiple of the typical (one

standard deviation) movement of returns over half the average interarrival time. When 𝜂 is large

(e.g., high fee, low volatility, or frequent blocks), the width of the no-fee region is large relative to

typical interarrival price moves, so the mispricing process is less likely to exit the no-trade region

in between arrivals, and Ptrade ≈ 𝜂−1. Example calculations of Ptrade are shown in Table 6.1 for

𝜎 = 5% (daily) volatility and varying mean interblock times Δ𝑡 ≜ 𝜆−1 and fee levels 𝛾, as well as

in Figure 6.4a.

The following immediate corollary quantifies the magnitude of a typical mispricing. This is

illustrated in Figure 6.4b.
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Δ𝑡 \ 𝛾 1 bp 5 bp 10 bp 30 bp 100 bp

10 min 96.7% 85.5% 74.7% 49.6% 22.8%
2 min 92.9% 72.5% 56.9% 30.5% 11.6%
12 sec 80.7% 45.6% 29.5% 12.3% 4.0%
2 sec 63.0% 25.4% 14.5% 5.4% 1.7%

50 msec 21.2% 5.1% 2.6% 0.9% 0.3%

Table 6.1: The probability of trade Ptrade, or, equivalently, the fraction of blocks containing an
arbitrage trade, given asset price volatility 𝜎 = 5% (daily), with varying mean interblock times
Δ𝑡 ≜ 𝜆−1 and fee levels 𝛾 (in basis points).
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(a) The probability of trade Ptrade, or, equivalently,
the fraction of blocks containing an arbitrage trade,
as a function of the fee 𝛾.
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Figure 6.4: Probability of trade and typical mispricing errors as a function of the fee, with 𝜎 =

5% (daily) and mean interblock time Δ𝑡 ≜ 𝜆−1 = 12 (seconds).
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Corollary 6.4.3 (Standard Deviation of Mispricing). Under the invariant distribution 𝜋(·), the

standard deviation of the mispricing is given by

𝜎𝑧 ≜
√︃
E
𝜋
[𝑧2] =

√√√
(1 − Ptrade) × 1

3𝛾
2 + Ptrade ×

{(
𝛾 + 𝜎

√
2𝜆

)2
+ 𝜎2

2𝜆

}
.

Note that Figure 6.4b quantifies the typical mispricing under the invariant distribution 𝜋(·), this

is the steady-state distribution that would be observed at the instance of block generation (at the

“top-of-the-block”, i.e., before any arbitrage transaction). In the fast block regime (𝜆 → ∞), we

have that

𝜎𝑧 =
𝛾
√

3
+𝑂 (𝜆−1/2).

In this regime, there is a nonvanishing limit to the mispricing that scales with size of the fee. This is

intuitive, as the no-fee band creates a friction that inhibits price corrections.

6.4.2 Rate of Arbitrageur Profit

Denote by 𝑁𝑇 the total number of arbitrageur arrivals in [0, 𝑇]. Suppose an arbitrageur arrives

at time 𝜏𝑖, observing external price 𝑃𝜏𝑖 and mispricing 𝑧𝜏−
𝑖

. From Lemma 6.3.1, the arbitrageur

profit is given by

𝐴(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) ≜ 𝐴+(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) + 𝐴−(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) ≥ 0,

where we define

𝐴+(𝑃, 𝑧) ≜
[
𝑃

{
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗ (𝑃𝑒−𝛾)

}
+ 𝑒+𝛾

{
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗ (𝑃𝑒−𝛾)

}]
I{𝑧>+𝛾} ≥ 0,

𝐴−(𝑃, 𝑧) ≜
[
𝑒+𝛾𝑃

{
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗

(
𝑃𝑒+𝛾

)}
+

{
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗

(
𝑃𝑒+𝛾

)}]
I{𝑧<−𝛾} ≥ 0.

Similarly, the fees paid by the arbitrageur in this scenario are given by

𝐹 (𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) ≜ 𝐹+(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) + 𝐹−(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ) ≥ 0,
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where we define

𝐹+(𝑃, 𝑧) ≜ −
(
𝑒+𝛾 − 1

) [
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗

(
𝑃𝑒−𝛾

) ]
I{𝑧>+𝛾} ≥ 0,

𝐹−(𝑃, 𝑧) ≜ −
(
𝑒+𝛾 − 1

)
𝑃

[
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗

(
𝑃𝑒+𝛾

) ]
I{𝑧<−𝛾} ≥ 0.

We can write the total arbitrage profit and fees paid over [0, 𝑇] by summing over all arbitrageurs

arriving in that interval, i.e.,

ARB𝑇 ≜
𝑁𝑇∑︁
𝑖=1

𝐴(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ), FEE𝑇 ≜
𝑁𝑇∑︁
𝑖=1

𝐹 (𝑃𝜏𝑖 , 𝑧𝜏−𝑖 ).

Clearly these are non-negative and monotonically increasing processes. The following theorem

characterizes their instantaneous expected rate of growth or intensity:10

Theorem 6.4.4 (Rate of Arbitrage Profit and Fees). Define the intensity, or instantaneous rate of

arbitrage profit, by

ARB ≜ lim
𝑇→0

E [ARB𝑇 ]
𝑇

.

Given initial price 𝑃0 = 𝑃, suppose that 𝑧0− = 𝑧 is distributed according to its stationary distribution

𝜋(·). Then, the instantaneous rate of arbitrage profit is given by

ARB = 𝜆 E
𝜋
[𝐴(𝑃, 𝑧)] = 𝜆Ptrade

√
2𝜆
𝜎

∫ ∞

0

𝐴+(𝑃, 𝑥 + 𝛾) + 𝐴−(𝑃,−𝑥 − 𝛾)
2

𝑒−
√

2𝜆𝑥/𝜎 𝑑𝑥. (6.4.1)

Similarly, defining the intensity of the fee process by

FEE ≜ lim
𝑇→0

E [FEE𝑇 ]
𝑇

,

10Mathematically, ARB is the intensity of the compensator for the monotonically increasing jump process ARB𝑇 at
time 𝑇 = 0, similarly FEE is the intensity of the compensator for FEE𝑇 .
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we have that

FEE = 𝜆 E
𝜋
[𝐹 (𝑃, 𝑧)] = 𝜆Ptrade

√
2𝜆
𝜎

∫ ∞

0

𝐹+(𝑃, 𝑥 + 𝛾) + 𝐹−(𝑃,−𝑥 − 𝛾)
2

𝑒−
√

2𝜆𝑥/𝜎 𝑑𝑥. (6.4.2)

Proof. This result follows from standard properties of Poisson processes. The smoothing formula

(e.g., Theorem 13.5.7, Brémaud, 2020) yields that, for 𝑇 > 0,

E [ARB𝑇 ] = E

[
𝑁𝑇∑︁
𝑖=1

𝐴(𝑃𝜏𝑖 , 𝑧𝜏−𝑖 )
]
= E

[∫ 𝑇

0
𝐴(𝑃𝑡 , 𝑧𝑡− ) 𝑑𝑁𝑡

]
= E

[∫ 𝑇

0
𝐴(𝑃𝑡 , 𝑧𝑡− ) × 𝜆 𝑑𝑡

]
.

Applying Tonelli’s theorem and the fundamental theorem of calculus,

lim
𝑇→0

E [ARB𝑇 ]
𝑇

= lim
𝑇→0

𝜆

𝑇

∫ 𝑇

0
E [𝐴(𝑃𝑡 , 𝑧𝑡− )] 𝑑𝑡 = 𝜆 E [𝐴(𝑃0, 𝑧0− )] ,

and the result then follows from Theorem 6.4.2. The same argument applies to the intensity of the

fee process. □

6.4.3 Example: Constant Product Market Maker (CPMM)

Theorem 6.4.4 provides an exact, semi-analytic closed form expression for the rate of arbitrage

profit, in terms of a certain Laplace transform of the functions {𝐴±(𝑃, ·)}. This expression can be

evaluated as an explicit closed form for many CFMMs. For example, consider the case of constant

product market makers:

Corollary 6.4.5. Consider a constant product market maker, with invariant 𝑓 (𝑥, 𝑦) ≜ √
𝑥𝑦 = 𝐿.

Under the assumptions of Theorem 6.4.4, the intensity per dollar value in the pool of arbitrage

148



profits and fees are given by11

ARB
𝑉 (𝑃) =


𝜎2

8
× Ptrade ×

𝑒+𝛾/2

1 − 𝜎2/(8𝜆)
if 𝜎2/8 < 𝜆,

+∞ otherwise,

FEE
𝑉 (𝑃) =

𝜎2

8
× 𝑒+𝛾/2 − 𝑒−𝛾/2

𝛾
× 1(

1 + 𝜎/
(√

2𝜆𝛾
)) (

1 + 𝜎/
(
2
√

2𝜆
)) ,

where the quantities on the right side do not depend on the value of 𝑃0 = 𝑃.

The proof of Corollary 6.4.5 is deferred until Section 6.11. Under the normalization of Corol-

lary 6.4.5, where the intensity of arbitrage profits is normalized relative the pool value, the resulting

quantity does not depend on the price. The same property will hold for the more general class of

geometric mean market makers; this is analogous to the property that LVR is proportional to pool

value for this class (Milionis et al., 2022c).

As a comparison point, for a constant product market maker, Milionis et al. (2022c) establish

that

LVR ≜ lim
𝑇→0

E [LVR𝑇 ]
𝑇

=
𝜎2

8
×𝑉 (𝑃),

so that, when 𝜎2/8 < 𝜆,

ARB = LVR × Ptrade × 𝑒+𝛾/2︸︷︷︸
≈1+𝑂 (𝛾)

× 1
1 − 𝜎2/(8𝜆)︸          ︷︷          ︸
≈1+𝑂 (𝜆−1)

. (6.4.3)

Factor Explanation. The factor 𝑒+𝛾/2 is a byproduct of the particular form of the fee model

that we use, and as for the factor 1
1−𝜎2/(8𝜆) , it is due to the discrete nature of trading on blocks.

To see the latter, observe that it survives even with no fee; consider the case 𝛾 = 0. Then, a

profitable arbitrage trade exists every block, i.e., Ptrade = 1. Because blocks arrive according to a

11Note that there are infinite expected arbitrage profits if 𝜆 < 𝜎2/8. This is a consequence of the interaction of the
lognormal returns and the exponential interblock time. When blocks arrive very slowly, the interblock price changes
can have very large tails. This regime is not practically relevant, however. In particular, if 𝜎 = 5% (daily), then this
occurs when the mean interblock time satisfies Δ𝑡 ≜ 𝜆−1 > 8/𝜎2 = 3200 (days).
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Poisson process (exponential inter-arrival time Δ𝑡) with rate 𝜆, and a price moving according to a

geometric Brownian motion corresponds to a normally distributed mispricing 𝑧 ∼ N(0, 𝜎2Δ𝑡) over

the next block, we are mixing a normal distribution over a random variance distributed according

to an exponentially-distributed waiting time; this produces a symmetric Laplace distribution for

the mispricing 𝑧, with a double exponential tail of decay rate
√

2𝜆/𝜎. At the same time, the

extracted profit (per block) is 𝑒𝑧/2+𝑒−𝑧/2

2 − 1 = cosh(𝑧/2) − 1 (we refer to this expression as the

normalized per-block profit, i.e., normalized by the pool’s value) multiplied by the pool’s value.

A finite profit requires the corresponding moment of 𝑧 to converge, which when 𝑧 comes from

a symmetric Laplace distribution, happens if and only if 1/2 <
√

2𝜆/𝜎 ⇔ 𝜆 > 𝜎2/8, since
√

2𝜆/𝜎 is the decay rate of the tails. Under this convergence condition, the normalized per-block

profit becomes E [cosh(𝑧/2) − 1] = 1
1−𝜎2/(8𝜆) − 1 = 𝜎2

8𝜆 · 1
1−𝜎2/(8𝜆) , which yields the multiplicative

correction, since the normalized LVR is 𝜎2/8, and to convert the per-block profit into a rate, we

need to multiply by 𝜆. Finally, note that using the approximation cosh(𝑧/2) − 1 ≈ 𝑧2/8 on the

symmetric Laplace distribution would yield the approximate normalized profit of 𝜎2/(8𝜆) (per

block, hence matching LVR per unit time as a rate) because the variance of the double exponential

tail is Var[𝑧] = E[𝑧2] = 𝜎2/𝜆.

Asymptotics for CPMM. Therefore, from Eq. (6.4.3), when fees are small (𝛾 → 0) and the block

rate is high (𝜆 → ∞), we have the approximation

ARB ≈ LVR × Ptrade. (6.4.4)

In Figure 6.5b, we see that for typical parameter values this approximation is quite accurate, with a

relative error of less than 10−2.

6.5 Asymptotic Analysis

In this section, we consider a fast block regime, where 𝜆 → ∞. In this setting, blocks are

generated very quickly, or, equivalently, the interblock time Δ𝑡 ≜ 𝜆−1 → 0 is very small. First, we
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Figure 6.5: The constant product market maker case, with 𝜎 = 5% (daily) and mean interblock
time Δ𝑡 ≜ 𝜆−1 = 12 (seconds).

characterize asymptotic arbitrage profits in this regime:

Theorem 6.5.1. Define

𝐴̄(𝑃, 𝑥) ≜ 𝐴+(𝑃, 𝑥 + 𝛾) + 𝐴−(𝑃,−𝑥 − 𝛾)
2

≥ 0.

Assume that, for each 𝑃 > 0, 𝐴̄(𝑃, ·) is twice continuously differentiable, and that there exists 𝐴0

and 𝑐 (possibly depending on 𝑃) such that

𝜕𝑥𝑥 𝐴̄(𝑃, 𝑥) ≤ 𝐴0𝑒
𝑐𝑥 , ∀ 𝑥 ≥ 0. (6.5.1)

Consider the fast block regime where 𝜆 → ∞. Then,

ARB =
𝜎2𝑃

2
× 𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2
× Ptrade + 𝑜

(√︁
𝜆−1

)
. (6.5.2)
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Equation (6.5.2) highlights the dependence of arbitrage profits on the problem parameters. In

the regime where volatility 𝜎 is large, the fee 𝛾 is small, and the block rate 𝜆 is high, we have that

Ptrade ≈ 𝜂−1 = 𝜎
√︁
𝜆−1/2/𝛾. This implies that arbitrage profits are proportional to the square root

of the mean interblock time (
√
𝜆−1), the cube of the volatility (𝜎3), and the reciprocal of the fee

(𝛾−1). This result suggests that faster blockchains (higher 𝜆) will result in reduced arbitrage profits.

We discuss this result in more detail in Section 6.7.1.

The next result will similarly characterize fees in this regime:

Theorem 6.5.2. Define

𝐹̄ (𝑃, 𝑥) ≜ 𝐹+(𝑃, 𝑥 + 𝛾) + 𝐹−(𝑃,−𝑥 − 𝛾)
2

≥ 0.

Assume that, for each 𝑃 > 0, 𝐹̄ (𝑃, ·) is continuously differentiable, and that there exists 𝐹0 and 𝑐

(possibly depending on 𝑃) such that

𝜕𝑥 𝐹̄ (𝑃, 𝑥) ≤ 𝐹0𝑒
𝑐𝑥 , ∀ 𝑥 ≥ 0. (6.5.3)

Consider the fast block regime where 𝜆 → ∞. Then, the instantaneous rate of fees (defined similarly

to Theorem 6.4.4) is

FEE =
𝜎2𝑃

2
× (1 − 𝑒−𝛾)𝑦∗′ (𝑃𝑒−𝛾) + (𝑒+𝛾 − 1)𝑦∗′ (𝑃𝑒+𝛾)

2𝛾
× (1 − Ptrade) + 𝑜 (1) . (6.5.4)

The proofs of Theorems 6.5.1 and 6.5.2 are deferred to Section 6.12. Eq. (6.5.1) is a mild

technical condition bounding the convexity of the arbitrage profit as a function of the mispricing.

Theorem 6.5.1 provides theoretical justification for the discussion in Section 6.1.2 comparing

(6.1.1)–(6.1.2): we have that, for arbitrary AMMs satisfying the technical condition of (6.5.1),

ARB ≈ LVR×Ptrade when the fee 𝛾 is small in the fast block regime. Additionally, the instantaneous

rate of fees is shown by Eq. (6.5.4) to be FEE ≈ LVR × (1 − Ptrade) when the fee 𝛾 is small in the

fast block regime. The last two results mean that, conditioned on the fee 𝛾 being small in the fast
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block regime, ARB + FEE ≈ LVR, which can be interpreted as LVR being split among fees and

arbitrage profits, according to Ptrade. In particular, as the blocks become more and more frequent

(for a fixed fee 𝛾), LVR switches from arbitrage profits to fees, where it is eventually consumed.

Empirically, this decomposition that ARB+FEE ≈ LVR was implicitly validated in the original

work of Milionis et al. (2022c). There, the authors empirically validated that delta-hedged LP

P&L in a pool with fees matches the difference between total fees collected and LVR. This is

consistent with our setting: since total fees can be decomposed into fees from noise traders plus

fees from arbitrageurs, the difference between total fees collected and LVR is noise trading fees

minus arbitrage profits.

6.6 Modeling of Fixed Gas Fees

In this section, we give a formulation of arbitrage profits that takes into account the presence of

gas fees as costs for arbitrageurs, and analyze these profits in an asymptotic way as in Section 6.5.

Gas fees are a cost required to be paid to include the arbitrage transaction in a block. From a

financial perspective, they are a fixed cost in that they do not depend on the size of a trade. Gas

fees occur due to the competition of arbitrage transactions with other transactions to be included

in a finite block with limited blockspace for transactions. As such, we hereby treat gas fees as

exogenously determined.12 While the proportional swap transaction fees determined by (𝛾+, 𝛾−) go

to the AMM (a smart contract living at the application layer) where they are then distributed to LPs

(cf. Section 6.2), gas fees go to the infrastructure, where they are typically earned by the producers

of a block (also called the “validators” or “proposers” of a block). Intuitively, then, one might hope

that gas fees act as a second but analogous friction to arbitrage, with the main difference being the

recipient of the fees paid by arbitrageurs (LPs vs. the protocol/validators). Our results formalize

this intuition.

At each block, every arbitrage transaction must pay the gas fee which is constant for that block,

just for interacting with the pool. Here, we are interpreting the fixed gas fee of a block as the
12In reality, there’s strategic agent considerations that occur due to implicit competition of transactions via the block

supply ecosystem (such as Ethereum’s “Proposer-Builder Separation”) that is out-of-scope for the present treatment.
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market-clearing price for transaction inclusion in the block (i.e., for blockspace). Even though for a

given block the gas fee is fixed, it can vary from block to block, due to dynamic pricing mechanisms

of the underlying blockchain or competition with other transactions. Fixing the gas cost, and given

a fixed price of the AMM and liquidity, charging a fixed gas fee (i.e., reducing any arbitrageur’s

profit by this fixed amount) is equivalent to an additional threshold 𝛿+ ≥ 0 (in the same units as

log-mispricing, e.g., basis points) on top of the boundary 𝛾+ (and 𝛿− ≥ 0 on top of the boundary 𝛾−,

respectively) that needs to be overcome in the mispricing process for a profitable trade to exist for

the arbitrageur. More details on this are provided in Section 6.16. For analytical tractability, we will

make the assumption that 𝛿+ and 𝛿− are constant, independent of the current price of the AMM or

liquidity thereof. In Section 6.16, we also discuss why in practice this is a good approximation.

Formally, as per our model of Lemma 6.3.1, suppose that a block is generated at time 𝑡, so that

the arbitrageur observes the price 𝑃𝑡−. According to the analysis there, we had that if 𝑧𝑡− > +𝛾+,

then the pool is underpriced, and the arbitrageur can buy from the pool and earn a profit. Once they

committed to buying from the pool, they were doing so until their marginal profit was zero, i.e., until

𝑧𝑡 = +𝛾+. To incorporate gas fees, we define the quantities of the new boundaries 𝛾̄+ ≜ 𝛾++𝛿+ ≥ 𝛾+

and 𝛾̄− ≜ 𝛾− + 𝛿− ≥ 𝛾−, such that the effect to the mispricing process will now be:

Assumption 6.6.1. The mispricing process with gas fees follows the rules:

• If 𝑧𝑡− > 𝛾̄+ = 𝛾+ + 𝛿+, we will have that 𝑧𝑡 = 𝛾+ (after the arbitrageur’s trade).

• If 𝑧𝑡− < −𝛾̄− = −𝛾− − 𝛿−, we will have that 𝑧𝑡 = −𝛾− (after the arbitrageur’s trade).

• Otherwise, 𝑧𝑡− = 𝑧𝑡 .

Summary of Results. Our theorems below in the fast block regime indicate the following

observations: first, the losses to liquidity providers (measured as the sum of the profits of the

arbitrageurs and the gas fees)13 increase with increasing gas fees. This means that the lower the

gas fees, the smaller the losses to LPs. Effectively, gas fees act as a friction to arbitrageurs which
13Note that all trades are zero-sum between the trader/arbitrageur, the LPs, and the validators or other parties who

obtain the gas fees.
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delays profits and artificially decreases competition in a similar manner to the action of block times,

analyzed in Section 6.5. Second, arbitrageurs trade less frequently with higher gas fees, but make

higher profits per arbitrage trade. Third, we can quantify the instantaneous rates of each of: the

arbitrage profits (ARB), the trading fees paid to the AMM (FEE), and the gas fees paid to validators

(GAS) as a split of LVR akin to the split we had without gas fees. This shows again that LVR is the

fundamental quantity due to the stale information induced by the structure of any AMM. Finally,

asymptotically in the fast block regime, all of the LP losses leak to the validators in gas. In effect, in

this regime, arbitrageurs compete all of their profits away to validators.

6.6.1 Stationary Distribution of Mispricing

We continue the rest of the section (for ease of exposition) under the symmetric Assump-

tions 6.4.1 and 6.6.1 along with 𝛿+ = 𝛿− ≜ 𝛿, so that 𝛾̄+ = 𝛾̄− ≜ 𝛾̄. The following result

characterizes the stationary distribution of the mispricing process in this case. This result is analo-

gous to Theorem 6.4.2, however it is not mathematically equivalent to setting a fee of 𝛾̄ ≜ 𝛾 + 𝛿 in

that setting. In particular, in Theorem 6.4.2, the threshold that determines whether a trade occurs (𝛾)

is the same as the mispricing the arbitrageur trades to (cf. Lemma 6.3.1) if the threshold is exceeded.

Under Assumption 6.6.1, however the threshold that determines trading (𝛾̄ ≜ 𝛾 + 𝛿) is different

than the trade-to mispricing (𝛾). We defer the proof to Section 6.13.

Theorem 6.6.2 (Stationary Distribution of Mispricing). Under Assumptions 6.4.1 and 6.6.1, the

process 𝑧𝑡 is an ergodic process on R, with unique invariant distribution 𝜋(·) given by the density

𝑝𝜋 (𝑧) =



𝜋+ × 𝑝exp
𝜂/𝛾̄ (𝑧 − 𝛾̄) if 𝑧 > +𝛾̄,

𝜋+ × 𝜂

𝛾̄

[
𝑢(𝑧 + 𝛾̄) − 𝑢(𝑧 − 𝛾̄)

+ 𝜂

𝛾̄
(𝑟 (𝑧 + 𝛾̄) + 𝑟 (𝑧 − 𝛾̄) − 𝑟 (𝑧 + 𝛾) − 𝑟 (𝑧 − 𝛾))

]
if 𝑧 ∈ [−𝛾̄,+𝛾̄],

𝜋− × 𝑝exp
𝜂/𝛾̄ (−𝛾̄ − 𝑧) if 𝑧 < −𝛾̄,

for 𝑧 ∈ R, where 𝑢(𝑥) ≜ I{𝑥≥0} is the standard unit step function, and 𝑟 (𝑥) ≜ max(𝑥, 0) is the
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standard ramp function. Here, we re-define the composite parameter 𝜂 =
√

2𝜆𝛾̄/𝜎. The probabilities

𝜋−, 𝜋+ are given by

𝜋+ ≜ 𝜋
(
(+𝛾̄,+∞)

)
= 𝜋− ≜ 𝜋

(
(−∞,−𝛾̄)

)
=

1

2 + 2𝜂 + 𝜂2
(
1 −

(
𝛾

𝛾+𝛿

)2
) . (6.6.1)

Finally, 𝑝exp
𝜂/𝛾̄ (𝑥) ≜ (𝜂/𝛾̄)𝑒−(𝜂/𝛾̄)𝑥 is the density of an exponential distribution over 𝑥 ≥ 0 with

parameter 𝜂/𝛾̄ =
√

2𝜆/𝜎.

pool mispricing 𝑧

𝑝𝜋 (𝑧)

−𝛾 − 𝛿 +𝛾 + 𝛿−𝛾 +𝛾0

no-trade

w.p. 𝜋0
sell trade

w.p. 𝜋−

buy trade

w.p. 𝜋+

Figure 6.6: The density 𝑝𝜋 (𝑧) of the stationary distribution 𝜋(·) of mispricing 𝑧 with gas fees,
illustrating trade and no-trade regions for an arbitrageur. Comparing to Figure 6.3, notice the
regions [−𝛾 − 𝛿,−𝛾] and [+𝛾,+𝛾 + 𝛿] where no arbitrage trade happens and which have a different,
trapezoid shape.

The stationary distribution is illustrated in Figure 6.6. Comparing the stationary distributions of

Theorem 6.4.2 and Theorem 6.6.2, observe that they both have exponential tails for large mispricings

𝑧, as well as a uniform density near 𝑧 = 0. However, the distribution in Theorem 6.6.2 introduces

two additional intervals [−𝛾 − 𝛿,−𝛾] and [+𝛾,+𝛾 + 𝛿] where the density is linear.

Probability of Trade. Note that according to Eq. (6.6.1), the probability of a profitable trade, i.e.,

𝜋+ + 𝜋−, is decreasing in gas fees.
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6.6.2 Asymptotic Analysis

In this section, we will characterize the asymptotic rate of arbitrage profits, trading fees, gas fees,

and LP losses, in the fast block regime, similar to the analysis of Section 6.5. Proofs are relegated

to Section 6.14.

Arbitrage Profits and Trading Fees

We characterize arbitrage profits as follows:

Theorem 6.6.3. Re-define

𝐴̄(𝑃, 𝑥) ≜ 𝐴+(𝑃, 𝑥 + 𝛾̄) + 𝐴−(𝑃,−𝑥 − 𝛾̄)
2

≥ 0,

where the rate of arbitrageurs’ profits is re-defined to exclude gas fees paid to validators, i.e.,

𝐴+(𝑃, 𝑧) ≜
[
𝑃

{
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗ (𝑃𝑒−𝛾)

}
+ 𝑒+𝛾

{
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗ (𝑃𝑒−𝛾)

}
− 𝑔+

]
I{𝑧>+𝛾̄} ≥ 0, and

𝐴−(𝑃, 𝑧) ≜
[
𝑒+𝛾𝑃

{
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗

(
𝑃𝑒+𝛾

)}
+

{
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗

(
𝑃𝑒+𝛾

)}
− 𝑔−

]
I{𝑧<−𝛾̄} ≥ 0,

where 𝑔+, 𝑔− are the expressions preceding each one, evaluated at 𝑧 = +𝛾̄, 𝑧 = −𝛾̄ respectively, i.e.,

𝑔+ ≜ 𝑃

{
𝑥∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑥∗ (𝑃𝑒−𝛾)

}
+ 𝑒+𝛾

{
𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

}
≥ 0, and

𝑔− ≜ 𝑒+𝛾𝑃
{
𝑥∗

(
𝑃𝑒+𝛾+𝛿

)
− 𝑥∗

(
𝑃𝑒+𝛾

)}
+

{
𝑦∗

(
𝑃𝑒+𝛾+𝛿

)
− 𝑦∗

(
𝑃𝑒+𝛾

)}
≥ 0 .

Here, (𝑔+, 𝑔−) are the gas costs (+𝛿,−𝛿) valued in the numéraire rather than as a proportional fee.

Assume that, for each 𝑃 > 0, 𝐴̄(𝑃, ·) is continuously differentiable, and that there exists 𝐴0 and

𝑐 (possibly depending on 𝑃) such that

𝜕𝑥 𝐴̄(𝑃, 𝑥) ≤ 𝐴0𝑒
𝑐𝑥 , ∀ 𝑥 ≥ 0. (6.6.2)
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Consider the fast block regime where 𝜆 → ∞. Then,

ARB =
𝜎2𝑃

2
×
𝑦∗′

(
𝑃𝑒−𝛾−𝛿

)
+ 𝑒+𝛾+𝛿 · 𝑦∗′

(
𝑃𝑒+𝛾+𝛿

)
2

×(1−𝑒−𝛿)×
√

2𝜆
𝜎

×Ptrade+𝑜
(√︁
𝜆−1

)
. (6.6.3)

Next, we consider the trading fees generated:

Theorem 6.6.4. Re-define

𝐹̄ (𝑃, 𝑥) ≜ 𝐹+(𝑃, 𝑥 + 𝛾̄) + 𝐹−(𝑃,−𝑥 − 𝛾̄)
2

≥ 0,

where

𝐹+(𝑃, 𝑧) ≜ −
(
𝑒+𝛾 − 1

) [
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗

(
𝑃𝑒−𝛾

) ]
I{𝑧>+𝛾̄} ≥ 0, and

𝐹−(𝑃, 𝑧) ≜ −
(
𝑒+𝛾 − 1

)
𝑃

[
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗

(
𝑃𝑒+𝛾

) ]
I{𝑧<−𝛾̄} ≥ 0. .

Assume that, for each 𝑃 > 0, 𝐹̄ (𝑃, ·) is continuous, and that there exists 𝐹0 and 𝑐 (possibly

depending on 𝑃) such that

𝐹̄ (𝑃, 𝑥) ≤ 𝐹0𝑒
𝑐𝑥 , ∀ 𝑥 ≥ 0. (6.6.4)

Consider the fast block regime where 𝜆 → ∞. Then,

FEE = (1−𝑒𝛾)×
𝑃 ·

(
𝑥∗

(
𝑃𝑒𝛾+𝛿

)
− 𝑥∗ (𝑃𝑒𝛾)

)
+ 𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

2
×𝜆Ptrade+𝑜 (1) . (6.6.5)

No-Gas Fee Limits of ARB,FEE. When there is no gas fee, Eqs. (6.6.3) and (6.6.5) of Theo-

rems 6.6.3 and 6.6.4 yield the same results as our previous Eqs. (6.5.2) and (6.5.4) of Theorems 6.5.1

and 6.5.2 respectively. To show that, one needs to be careful in handling the asymptotic limits as

𝜆 → ∞. For the full details, please reference Section 6.15, where this consistency is proven.

Asymptotic Block Time Rate with Gas Fees. Comparing with the previous setting where there

is no gas fee (of Theorem 6.5.1), the rate of the decrease of arbitrage profits with block times
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remains Θ(
√
𝜆−1). It is interesting to observe that the rate of the probability of a profitable arbitrage

decreases, and the rate of the arbitrage profits conditioned on trade increases. More specifically, the

rate of the probability of a profitable arbitrage becomes Θ(𝜆−1), and the rate of arbitrage profits

conditioned on a profitable trade becomes Θ(
√
𝜆). Due to the differences illustrated in Figure 6.6,

since gas fees are a roadblock to arbitrageur profitability, they make arbitrage trades more infrequent,

and at the same time, conditioned on trade, more profitable, because (in the same intuitive fashion

as block times) it delays trading on the AMM. Due to prices deviating farther (i.e., varying with the

delay time), there’s higher expected rate of return to be made by the arbitrageurs.

Gas Fees and LP Losses

We now compute the gas fees that go to the validators, as follows. This is a straightforward

corollary of Theorem 6.6.2.

Corollary 6.6.5 (Gas fees). Under Assumptions 6.4.1 and 6.6.1, in the setting described by Sec-

tion 6.4.2, the instantaneous rate of the gas fees that go to validators is given by14

GAS ≜ 𝜆 · (𝑔+ · 𝜋+ + 𝑔− · 𝜋−)

=
𝜆

1 + (𝛾 + 𝛿)
√

2𝜆/𝜎 + 𝜆((𝛾 + 𝛿)2 − 𝛾2)/𝜎2
·
(
𝑃

{
𝑥∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑥∗

(
𝑃𝑒−𝛾

)}
2

+
𝑒+𝛾

{
𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗

(
𝑃𝑒−𝛾

)}
2

+
𝑃𝑒+𝛾

{
𝑥∗

(
𝑃𝑒+𝛾+𝛿

)
− 𝑥∗

(
𝑃𝑒+𝛾

)}
2

+
𝑦∗

(
𝑃𝑒+𝛾+𝛿

)
− 𝑦∗

(
𝑃𝑒+𝛾

)
2

)
, (6.6.6)

where 𝑔+, 𝑔− are the instantaneous transactional costs at the mispricing boundaries that go to the

validators (formally defined in Theorem 6.6.3).

In the limit of the fast block regime where 𝜆 → ∞, the first factor of the product (which is the

14The first line is by definition.
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only 𝜆-dependent factor) of Eq. (6.6.6) becomes

𝜎2

(𝛾 + 𝛿)2 − 𝛾2 ,

and separately, for small gas fees, the second factor of Eq. (6.6.6) becomes

𝑃𝛿2

2
· 𝑦

∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)
2

.

Losses in the Asymptotically Fast Regime. Comparing Eqs. (6.5.2) and (6.6.6) in the asymptotic

fast block regime, if we take the limit 𝜆 → ∞, the arbitrageurs do not make any profits, but there is

leakage to validators in the form of positive gas fees paid. Therefore, in this limit of fast blocks,

LPs still lose a constant amount of money, but this is taken by validators rather than arbitrageurs.

More specifically, the rate with respect to 𝜆 is Θ(1). We highlight that this observation does not

require any assumption of small gas fees.

Corollary 6.6.6 (Gas fees 𝛿-asymptotics). Consider the limit of the fast block regime where 𝜆 → ∞,

and small gas fees. Then, Eq. (6.6.6) becomes

GAS =
𝜎2𝑃

2
× 𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2
× 𝛿

2𝛾
+ 𝑜(𝛿) . (6.6.7)

Parametric Dependence of Asymptotics. From Eq. (6.6.7), we see that the gas fees given to

validators in the fast block regime with small fee are proportional to the ratio of the gas margin

to the roundtrip swapping fee 𝛿/(2𝛾), the quadratic variation of the price process, as well as the

marginal liquidity available on the AMM at the mispricing boundary. Note that this quantity is

bounded away from zero even as the block rate tends to infinity, thus LPs lose money to validators

no matter how fast the block arrival rate is. This loss to validators decreases with lower gas fees,

asymptotically vanishing with zero gas fees.
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LP Losses. Finally, in a similar manner to Theorem 6.4.4, we define the rate of the profits of

LPs as LP. Here, the losses of LPs are no longer just the trading profits of arbitrageurs (because

validators also exist here which are obtaining their own gas fees), and are thus going to be lost to

both arbitrage profits and total gas fees, i.e., Eqs. (6.6.3) and (6.6.6), so that LP = −ARB − GAS.

Therefore, in the fast block regime, the dominating term will be the Θ(1) term of the gas fees

given to validators, according to Eq. (6.6.7). In particular, following the observation of the previous

paragraph, lower gas fees yield less losses for LPs.15

LVR as the Total Sum Due to Stale Prices. In the fast block regime with small fees (𝛿 as well as

𝛾), from Eqs. (6.6.3), (6.6.5) and (6.6.7) as well as Corollary 6.6.5, we have that ARB + FEE +

GAS = LVR, namely that the entire quantity existing in the system due to the informational lag

imposed by the stale prices of AMMs is LVR. In particular, when fees (gas and trading) are small

but finite, in the fast block regime, the split is as follows:

ARB ≈ LVR ×
√︁
𝜎2/(2𝜆)
𝛾 + 𝛿

2
(6.6.8)

GAS ≈ LVR × 𝛿

2𝛾
, and (6.6.9)

FEE ≈ LVR ×
(
1 − 𝛿

2𝛾
−

√︁
𝜎2/(2𝜆)
𝛾 + 𝛿

2

)
. (6.6.10)

Example calculations of the split into ARB and GAS are shown in Table 6.2 for 𝜎 = 5% (daily)

volatility and varying mean interblock times Δ𝑡 ≜ 𝜆−1, fee levels 𝛾, and gas fees 𝛿. For these

calculations, we use the formulas from Eqs. (6.6.3) and (6.6.6) that make fewer asymptotic assump-

tions than the ones above which show the parametric dependencies. Also, as per the discussion in

Section 6.16, the gas mispricing 𝛿 mostly depends on 𝑔/
√
𝐿, and is not expected to vary much with

either the proportional trading fee of the AMM or the block time.16

15Deviating from the framing throughout this Section, we also note that our framework can be used to reason even in
the case that “gas fees” are fixed trading costs that go back to LPs, rather than being lost to validators. In this case, per
the dynamics highlighted here, the only relevant shift is the one in arbitrageurs’ profits, the rate of which remains the
same with block time, while introducing an additional dependency on 𝛿.

16This is assuming fixed gas fee to a first order; second order effects empirically show that faster blockchains exhibit
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Δ𝑡 \ 𝛾 1 bp 5 bp 10 bp 30 bp 100 bp

12 sec (34.5%, 37.3%) (23.3%, 25.1%) (16.5%, 17.8%) (7.6%, 8.3%) (2.7%, 2.9%)
2 sec (22.0%, 58.4%) (13.6%, 36.1%) (9.2%, 24.4%) (4.0%, 10.7%) (1.4%, 3.6%)

50 msec (4.6%, 77.5%) (2.7%, 45.3%) (1.8%, 29.8%) (0.8%, 12.6%) (0.2%, 4.2%)

(a) Table varying mean inter-block times Δ𝑡 ≜ 𝜆−1 and fee levels 𝛾 (in basis points), given gas fee 𝛿 = 9bp.17

Δ𝑡 \ 𝛿 1 bp 5 bp 10 bp 30 bp 100 bp

12 sec (2.4%, 0.3%) (6.4%, 3.8%) (7.8%, 9.4%) (7.7%, 27.8%) (4.8%, 58.4%)
2 sec (2.0%, 0.6%) (3.8%, 5.6%) (4.0%, 11.9%) (3.5%, 30.9%) (2.1%, 60.8%)

50 msec (0.7%, 1.3%) (0.8%, 7.3%) (0.7%, 13.9%) (0.6%, 32.9%) (0.3%, 62.2%)

(b) Table varying mean inter-block times Δ𝑡 ≜ 𝜆−1 and gas fee levels 𝛿 (in basis points), given trading fee
𝛾 = 30bp.

Table 6.2: The percentage split of LVR = ARB + FEE + GAS into (ARB,GAS) for each entry
of the table respectively, given asset price volatility 𝜎 = 5% (daily). The two tables vary different
parameters.

6.7 Implications

This section discusses the practical implications of our model for AMM design and blockchain

architecture.

6.7.1 Blockchain Architecture Implications

Our results provide clear guidance for reducing arbitrage profits and improving LP performance.

The key insight is that faster block times directly reduce arbitrage profits through the Ptrade factor,

which decreases as 𝜆 increases (or, equivalently, as the mean block-time Δ𝑡 ≜ 𝜆−1 decreases). In

particular, arbitrage profits per unit time scale according to Δ𝑡1/2, while arbitrage profits per block

scale according to Δ𝑡3/2. This suggests that blockchain designers should prioritize faster block times

to protect LPs from adverse selection. Similarly, blockchain designers can reduce arbitrage profits

by reducing gas fees.

Indeed, in our model, arbitrage profits go to zero in the limit as Δ𝑡 → 0. However, this is likely

lower gas fees (see, e.g., Solmaz et al., 2025).
17Per Section 6.16, a gas fee 𝛿 = 9 (bp) corresponds to a typical value calibrated to a real deployment of a Uniswap

trading pool.
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an artifact of the fact that prices are diffusions in our model, and are thus continuous. In reality,

at very short time scales, market prices are better described with discontinuous jump-diffusion

processes. Such processes may exhibit greater movements over short time horizons and result in

larger arbitrage profits.

Our results have been empirically validated by Fritsch and Canidio (2024). They simulated

arbitrage profits on an AMM against real world asset prices. Their work tests two assumptions used

in this chapter: the assumption of Poisson block times (they assume deterministic block times),

and the assumption that asset prices follow a diffusion process (they used historical data from the

Binance exchange). In their simulation, they considered counterfactuals involving varying the block

time. With respect to the “square-root” decay of arbitrage profits predicted by the results in this

chapter, they conclude

While our empirical findings come close to [the square model of Milionis et al.] for

most pairs and block times larger than 1s, we observe a different regime for block times

shorter than 1s. More precisely, arbitrage profits appear to decline more slowly than

the theoretical model would suggest.

These empirical results suggest our model is useful in a broad range of settings. However, on

sub-second time scales, it is likely that the absence of jumps in our model limits its reach. An

interesting direction for future exploration would be to model arbitrage profits when the asset price

follows a jump process.

Our model of arbitrage profits also motivates the discussion of “multi-block” MEV. Here,

consider a situation where a single agent controls many blocks in a row. By censoring the arbitrage

trades of other agents, this agent can effectively increase the block time. Since the arbitrage profits

increase as the block time increases, the agent now has incentive to seek control on contiguous

blocks in order to censor the competing trades of others. Consensus mechanisms should factor these

incentives in their design.
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6.7.2 Pricing Accuracy

Rao and Shah (2023) suggest a trade-off for AMM designers between pricing accuracy, measured

by the standard deviation of mispricing 𝜎𝑧, and arbitrage profits. Setting fees that are low ensures

accurate prices, but results in high arbitrage profits, while setting fees that are high has the opposite

effect.

In our setting, we can crisply and analytically quantify this trade-off. Namely, the standard

deviation of mispricing can be computed by Corollary 6.4.3, while the arbitrage profits can be

computed by Theorem 6.4.4 (exactly) or Theorem 6.5.1 (asymptotically).

Figure 6.7 illustrates this trade-off for a constant product market maker, where the arbitrage

profits are computed exactly using Corollary 6.4.5.18 This figure illustrates two bounds in the

low fee regime (𝛾 → 0). First, as 𝛾 → 0, ARB/𝑉 (𝑃) ↑ LVR/𝑉 (𝑃) = 𝜎2/8. In this sense, LVR

captures the worst-case loss to arbitrageurs. Second, as 𝛾 → 0, 𝜎𝑧 ↓ 𝜎
√
𝜆−1. The latter quantity is

the standard deviation of log-price changes over the mean interblock time Δ𝑡 ≜ 𝜆−1. This is the

minimal mispricing error forced by the discrete nature of the blockchain.

6.7.3 LP P&L Decomposition

In this section, we consider the original liquidity provider profit and loss decomposition frame-

work established by Milionis et al. (2022c). This foundational work provides the theoretical basis

for understanding how LPs generate returns in automated market makers. We extend this framework

to incorporate our structurally micro-founded model for arbitrage profits, and discuss how this can

be utilized in broader settings to understanding LP economics.

Noise Traders. First, we will augment our model to incorporate a population of AMM-specific

noise traders. Noise traders trade only in the AMM, and trade for totally idiosyncratic reasons (e.g.,

convenience of executing on chain) and not for informational reasons.

While noise traders’ trades have an initial impact on AMM pool prices, these effects are

18Note that this does not reason about what an optimal fee would be in an equilibrium model.
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Figure 6.7: Efficient frontier between mispricing error and arbitrage profits for different choices of
fees, for a constant product market maker. Here, we set 𝜎 = 5% (daily) and 𝜆−1 = 12 (seconds).
The horizontal axis is the standard deviation of the steady state pool mispricing, 𝜎𝑧. The vertical
axis is the intensity per unit time of arbitrage profits per dollar value of the pool, ARB/𝑉 (𝑃).
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mitigated by arbitrageurs, who immediately move (or, “backrun”) the AMM so that its marginal

price (net of fees) is consistent with the external price. For tractability, we will make the simplifying

assumption that noise traders do not have an impact on the price dynamics of the asset. Thus, from

the LP’s perspective, noise traders simply contribute a flow of fees. We denote by NT_FEE𝑁 the

total fees collected from noise traders over the first 𝑁 blocks.

Rebalancing Strategy. The rebalancing strategy is a self-financing strategy that takes exactly the

same position in the risky asset as the AMM pool, but does so at external market prices. We denote

by 𝑅𝑁 the rebalancing strategy P&L over the first 𝑁 blocks. This is given by

𝑅𝑁 =

𝑁−1∑︁
𝑖=0

𝑥∗
(
𝑃̃𝜏𝑖

) (
𝑃𝜏𝑖+1 − 𝑃𝜏𝑖

)
,

where 𝑃̃𝑡 is the spot price of the AMM pool at time 𝑡, and {𝜏𝑖} is the sequence of block times.

LP P&L Decomposition. Following Milionis et al. (2022c), we decompose the LP P&L over the

first 𝑁 blocks into three components: the rebalancing strategy P&L (i.e., directional P&L from the

holdings of the AMM pool), the noise trader fees (i.e., pure revenue from noise traders), and the

arbitrage profits (i.e., the value extracted by arbitrageurs from the LP position), according to

LP P&L𝑁 = 𝑅𝑁 + NT_FEE𝑁 − ARB𝑁 .

The rebalancing strategy can be perfectly hedged through delta-hedging techniques. By taking

offsetting positions in the underlying asset, LPs can eliminate the directional risk associated with

price movements. This leaves only the fee revenue from noise traders minus the arbitrage profits as

the net economic benefit to the LP. In expectation, this is given by

E
[
delta-hedged LP P&L𝑁

]
= E [NT_FEE𝑁 ] − E [ARB𝑁 ] . (6.7.1)
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Applications. This chapter provides a structural model for quantifying expected arbitrage profits

(E[ARB𝑁 ]), which represents the second term in (6.7.1). This structural approach can be combined

with reduced-form models of noise trader activity to create a comprehensive framework for under-

standing LP economics. The structural model allows for micro-founded predictions of arbitrage

costs under different market conditions and parameter settings. For example:

• Consider a setting where a monopolist LP wants to set optimal fees. Such an agent would

pick the fees to maximize (6.7.1). This LP faces a trade-off: higher fees reduce noise trader

activity (decreasing E [NT_FEE𝑁 ]) but also reduce arbitrage profits (decreasing E [ARB𝑁 ]).

Our model provides the analytical framework for understanding how fees affect the second

term of (6.7.1), allowing the LP to optimize the fee level that maximizes net revenue.

• From a modeling perspective, our framework enables analysis of counterfactual equilibria

in AMM markets. For instance, we can determine the equilibrium level of liquidity that

would emerge if fees were changed. In a competitive market with free entry and exit of LPs,

economic theory suggests that the delta-hedged LP P&L should be zero in equilibrium. Our

model provides the analytical foundation for the arbitrage cost component of this equilib-

rium condition, allowing researchers to predict how changes in market parameters affect

equilibrium liquidity levels. This approach is taken by Adams et al. (2024), for example.

6.8 Proof of Lemma 6.3.1

Proof of Lemma 6.3.1. We consider Part (1), the others follow by analogy. Suppose the arbi-

trageur considers buying from the pool, and selling on the external market at price 𝑃𝑡 . Then, the

arbitrageur will face the optimization problem

maximize
Δ𝑥,Δ𝑦

𝑃𝑡Δ𝑥 − 𝑒+𝛾+Δ𝑦

subject to 𝑓
(
𝑥∗(𝑃̃𝑡− ) − Δ𝑥, 𝑦∗(𝑃̃𝑡− ) + Δ𝑦

)
= 𝐿,

Δ𝑥,Δ𝑦 ≥ 0,
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where (𝑥∗(𝑃̃𝑡− ), 𝑦∗(𝑃̃𝑡− )) are the reserves of the pool immediately prior to the arrival of the ar-

bitrageur. Here, the decision variables Δ𝑥 describes the quantity of risky asset purchased by the

arbitrageur, while Δ𝑦 is the amount of numéraire paid. Instead, we can parameterize the decision

through the variables

𝑥 ≜ 𝑥∗(𝑃̃𝑡− ) − Δ𝑥, 𝑦 ≜ 𝑦∗(𝑃̃𝑡− ) + Δ𝑦,

which describe the post-trade reserves of the pool. Thus, we can equivalently optimize

minimize
𝑥,𝑦

𝑃𝑡𝑒
−𝛾+𝑥 + 𝑦

subject to 𝑓 (𝑥, 𝑦) = 𝐿,

𝑥 ≤ 𝑥∗(𝑃̃𝑡− ), 𝑦 ≥ 𝑦∗(𝑃̃𝑡− ).

(6.8.1)

Comparing to (6.2.1) and using the fact that 𝑥∗(·) is monotonically decreasing while 𝑦∗(·) is

monotonically increasing, it is clear that the solution to (6.8.1) is given by

𝑥 =


𝑥∗

(
𝑃𝑡𝑒

−𝛾+ ) if 𝑃𝑡𝑒−𝛾+ > 𝑃̃𝑡− ,

𝑥∗
(
𝑃̃𝑡−

)
otherwise,

𝑦 =


𝑦∗

(
𝑃𝑡𝑒

−𝛾+ ) if 𝑃𝑡𝑒−𝛾+ > 𝑃̃𝑡− ,

𝑦∗
(
𝑃̃𝑡−

)
otherwise.

Therefore a profitable trade where the arbitrageur purchases from the pool is only possible when

𝑃𝑡 > 𝑃̃𝑡−𝑒
+𝛾+ , and the profit is as given in Part (1). □

6.9 Proof of Theorem 6.4.2

Define the infinitesimal generator A by

A 𝑓 (𝑧) ≜ lim
Δ𝑡→0

1
Δ𝑡

E [ 𝑓 (𝑧Δ𝑡) − 𝑓 (𝑧0) | 𝑧0 = 𝑧] ,

for 𝑓 : R → R that is twice continuously differentiable. Then, it is easy to verify that

A 𝑓 (𝑧) = 𝜎2

2
𝑓 ′′(𝑧) + 𝜆 [ 𝑓 (+𝛾) − 𝑓 (𝑧)] I{𝑧>+𝛾} + 𝜆 [ 𝑓 (−𝛾) − 𝑓 (𝑧)] I{𝑧<−𝛾} .
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Lemma 6.9.1. The process 𝑧𝑡 is ergodic with a unique invariant distribution 𝜋(·) on R, and this

distribution is symmetric around 𝑧 = 0.

Proof. Consider the Lyapunov function 𝑉 (𝑧) ≜ 𝑧2. Then,

A𝑉 (𝑧) = 𝜎2 − 𝜆
[
𝑧2 − 𝛾2] I{𝑧∉(−𝛾,+𝛾)} ≤ 𝜎2 + 𝜆𝛾2 − 𝜆𝑉 (𝑧),

i.e., this function satisfies the Foster-Lyapunov negative drift condition of Theorem 6.1 of Meyn

and Tweedie (1993). Hence, the process is ergodic and a unique stationary distribution exists.

This stationary distribution 𝜋(·) must also be symmetric around 𝑧 = 0. If not, define 𝜋̃(𝐶) ≜

𝜋 ({−𝑧 : 𝑧 ∈ 𝐶}) , for any measurable set 𝐶 ⊂ R. Since the dynamics (6.3.4) are symmetric

around 𝑧 = 0 by Assumption 6.4.1, 𝜋̃(·) must also be an invariant distribution, contradicting

uniqueness. □

Proof of Theorem 6.4.2. The invariant distribution 𝜋(·) must satisfy

E
𝜋
[A 𝑓 (𝑧)] =

∫ +∞

−∞
A 𝑓 (𝑧) 𝜋(𝑑𝑧) = 0, (6.9.1)

for all test functions 𝑓 : R → R. We will guess that 𝜋(·) decomposes according to three different

densities over the three regions, and compute the conditional density on each segment via Laplace

transforms using (6.9.1).

Define, for 𝛼 ∈ R, the test function

𝑓+(𝑧) =


𝑒−𝛼(𝑧−𝛾) if 𝑧 > +𝛾,

1 − 𝛼(𝑧 − 𝛾) otherwise.
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Then, from (6.9.1),

0 = E
𝜋
[A 𝑓+(𝑧)]

=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼(𝑧−𝛾)I{𝑧>+𝛾}

]
+ 𝜆 E

𝜋

[(
1 − 𝑒−𝛼(𝑧−𝛾)

)
I{𝑧>+𝛾}

]
+ 𝜆𝛼 E

𝜋

[
(𝑧 + 𝛾) I{𝑧<−𝛾}

]
=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼(𝑧−𝛾)I{𝑧>+𝛾}

]
+ 𝜆 E

𝜋

[(
1 − 𝑒−𝛼(𝑧−𝛾)

)
I{𝑧>+𝛾}

]
− 𝜆𝛼 E

𝜋

[
(𝑧 − 𝛾) I{𝑧>+𝛾}

]
,

where for the last step we use symmetry. Dividing by 𝜆𝜋+ and conditioning,

0 =

(
𝛼2𝛾2

𝜂2 − 1
)
E
𝜋

[
𝑒−𝛼(𝑧−𝛾)

��� 𝑧 > +𝛾
]
+ 1 − 𝛼 E

𝜋
[ 𝑧 − 𝛾 | 𝑧 > +𝛾] .

Then,

E
𝜋

[
𝑒−𝛼(𝑧−𝛾)

��� 𝑧 > +𝛾
]
=
𝛼 E𝜋 [ 𝑧 − 𝛾 | 𝑧 > +𝛾] − 1

𝛼2𝛾2/𝜂2 − 1

The denominator of this Laplace transform has two real roots, ±𝜂/𝛾. We can exclude the positive

root since 𝜋(·) is a probability distribution. Then, conditioned on 𝑧 > +𝛾, 𝑧 − 𝛾 must be exponential

with parameter 𝜂/𝛾 =
√

2𝜆/𝜎. This establishes that 𝜋(·) is exponential conditioned on 𝑧 > +𝛾, and

by symmetry, also conditioned on 𝑧 < −𝛾. Note that

E
𝜋
[ 𝑧 − 𝛾 | 𝑧 > +𝛾] = 𝛾/𝜂. (6.9.2)

Next, consider the test function

𝑓0(𝑧) =



𝑒−𝛼𝛾 − 𝛼𝑒−𝛼𝛾 (𝑧 − 𝛾) if 𝑧 > +𝛾,

𝑒−𝛼𝑧 if 𝑧 ∈ [−𝛾,+𝛾],

𝑒𝛼𝛾 − 𝛼𝑒𝛼𝛾 (𝑧 + 𝛾) if 𝑧 < −𝛾.
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Then, from (6.9.1),

0 = E
𝜋
[A 𝑓0(𝑧)]

=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼𝑧I{𝑧∈[−𝛾,+𝛾]}

]
+ 𝜆𝛼𝑒−𝛼𝛾 E

𝜋

[
(𝑧 − 𝛾)I{𝑧>+𝛾}

]
+ 𝜆𝛼𝑒𝛼𝛾 E

𝜋

[
(𝑧 + 𝛾) I{𝑧<−𝛾}

]
=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼𝑧I{𝑧∈[−𝛾,+𝛾]}

]
+ 𝜆𝛼

(
𝑒−𝛼𝛾 − 𝑒+𝛼𝛾

)
E
𝜋

[
(𝑧 − 𝛾)I{𝑧>+𝛾}

]
,

where for the last step we use symmetry. Dividing by 𝜆𝜋0, conditioning, and using (6.9.2),

0 =
𝛼2𝛾2

𝜂2 E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾,+𝛾]] + 𝛼𝛾 𝑒

−𝛼𝛾 − 𝑒+𝛼𝛾
𝜂

𝜋+
𝜋0
.

Rearranging,

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾,+𝛾]] = 𝜂

𝛾

𝑒+𝛼𝛾 − 𝑒−𝛼𝛾
𝛼

𝜋+
𝜋0
.

Inverting this Laplace transform, conditioned on 𝑧 ∈ [−𝛾,+𝛾], 𝜋(·) is the uniform distribution.

Moreover, we must have

1 = lim
𝛼→0

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾,+𝛾]] = 2𝜂𝜋+/𝜋0,

so that 𝜋0/𝜋+ = 2𝜂. Combining with the fact that 𝜋0 + 2𝜋+ = 1, the result follows. □

6.10 Non-Symmetric Analysis

In this section, we consider dropping Assumption 6.4.1. The central implication of Assump-

tion 6.4.1 is that the log-price process 𝑧𝑡 is a driftless Brownian motion. In the absence of Assump-

tion 6.4.1, 𝑧𝑡 is a Brownian motion with drift, and a separate analysis is required for the stationary

distribution. This is analogous to the two cases for stationary distribution of reflected Brownian

motion (e.g., Prop. 6.6, Harrison, 2013). In this section, we will establish the stationary distribution

in the non-symmetric case with drift. Once this result is established, the balance of the results in

this chapter can be derived as in the symmetric case.
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In what follows, we will assume that the drift of the mispricing process with dynamics (6.3.2)–

(6.3.4) is non-zero, i.e.,

Δ ≜ 𝜇 − 1
2𝜎

2 ≠ 0.

Here, the generator takes the form

A 𝑓 (𝑧) = Δ 𝑓 ′(𝑧) + 1
2𝜎

2 𝑓 ′′(𝑧) + 𝜆 [ 𝑓 (+𝛾+) − 𝑓 (𝑧)] I{𝑧>+𝛾+} + 𝜆 [ 𝑓 (−𝛾−) − 𝑓 (𝑧)] I{𝑧<−𝛾−},

Theorem 6.10.1. The process 𝑧𝑡 is an ergodic process on R, with unique invariant distribution 𝜋(·)

given by the density

𝑝𝜋 (𝑧) =



𝜋+ × 𝑝exp
𝜁+

(𝑧 − 𝛾+) if 𝑧 > +𝛾+,

𝜋0 × 𝜁0𝑒
−𝜁0𝑥

𝑒+𝜁0𝛾−−𝑒−𝜁0𝛾+ if 𝑧 ∈ [−𝛾−,+𝛾+],

𝜋− × 𝑝exp
𝜁−

(−𝛾− − 𝑧) if 𝑧 < −𝛾−,

for 𝑧 ∈ R. Here, the parameters are given by

𝜁+ ≜

√
Δ2 + 2𝜆𝜎2 − Δ

𝜎2 > 0, 𝜁0 ≜
2Δ
𝜎2 , 𝜁− ≜

√
Δ2 + 2𝜆𝜎2 + Δ

𝜎2 > 0.

The probabilities 𝜋−, 𝜋0, 𝜋+ of the three segments are given by

𝜋0 ≜
{
1 + 𝜁0

[
1
𝜁+

· 1
1 − 𝑒−𝜁0 (𝛾++𝛾−)

+ 1
𝜁−

·
(

1
1 − 𝑒−𝜁0 (𝛾++𝛾−)

− 1
)]}−1

,

𝜋+ ≜
{
1 + 𝜁+ · 𝜎

2

2Δ
+ 𝜁+

(
1
𝜁−

− 𝜎2

2Δ

)
𝑒−𝜁0 (𝛾++𝛾−)

}−1

,

𝜋− ≜
{
1 + 𝜁−

[
1
𝜁+

+ 𝜎2

2Δ
{
1 − 𝑒−𝜁0 (𝛾++𝛾−)}] 𝑒𝜁0 (𝛾++𝛾−)+𝛾−)

}−1

.

Finally, 𝑝𝜁 (𝑥) ≜ 𝜁𝑒−𝜁𝑥 is the density of an exponential distribution over 𝑥 ≥ 0 with parameter 𝜁 .

Proof. The proof follows that of Theorem 6.4.2.
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Upper Test Function:

𝑓+(𝑧) =


𝑒−𝛼(𝑧−𝛾+) if 𝑧 > 𝛾+,

1 − 𝛼(𝑧 − 𝛾+) otherwise.

0 = E
𝜋
[A 𝑓+(𝑧)]

= 𝛼

(
1
2𝜎

2𝛼 − Δ

)
E
𝜋

[
𝑒−𝛼(𝑧−𝛾+)I{𝑧>𝛾+}

]
− Δ𝛼 (𝜋0 + 𝜋−)

+ 𝜆 E
𝜋

[(
1 − 𝑒−𝛼(𝑧−𝛾+)

)
I{𝑧>𝛾+}

]
+ 𝜆𝛼 E

𝜋

[
(𝑧 − 𝛾−) I{𝑧<𝛾−}

]
Dividing by 𝜋+ and conditioning,

0 = 𝛼

(
1
2𝜎

2𝛼 − Δ

)
E
𝜋

[
𝑒−𝛼(𝑧−𝛾+)

��� 𝑧 > 𝛾+] − Δ𝛼
𝜋0 + 𝜋−
𝜋+

+ 𝜆 E
𝜋

[ (
1 − 𝑒−𝛼(𝑧−𝛾+)

)��� 𝑧 > 𝛾+] + 𝜆𝛼 E
𝜋
[ 𝑧 − 𝛾− | 𝑧 < 𝛾−]

𝜋−
𝜋+

=

{
𝛼

(
1
2𝜎

2𝛼 − Δ

)
− 𝜆

}
E
𝜋

[
𝑒−𝛼(𝑧−𝛾+)

��� 𝑧 > 𝛾+] − Δ𝛼
𝜋0 + 𝜋−
𝜋+

+ 𝜆 + 𝜆𝛼 E
𝜋
[ 𝑧 − 𝛾− | 𝑧 < 𝛾−]

𝜋−
𝜋+

Rearranging,

E
𝜋

[
𝑒−𝛼(𝑧−𝛾+)

��� 𝑧 > 𝛾+] = Δ𝛼
𝜋0+𝜋−
𝜋+

− 𝜆 + 𝜆𝛼 E𝜋 [𝛾− − 𝑧 | 𝑧 < 𝛾−] 𝜋−𝜋+
1
2𝜎

2𝛼2 − Δ𝛼 − 𝜆

The denominator has two real roots, only one of which is negative. Then, the conditional distribution

of 𝑧 − 𝛾+ must be exponential, with parameter

𝜁+ =
1
𝜎2

(√︁
Δ2 + 2𝜆𝜎2 − Δ

)
> 0.

Additionally, note that

E
𝜋
[ 𝑧 − 𝛾+ | 𝑧 > 𝛾+] =

1
𝜁+
. (6.10.1)
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Lower Test Function:

𝑓−(𝑧) =


𝑒−𝛼(𝛾−−𝑧) if 𝑧 < 𝛾−,

1 + 𝛼(𝑧 − 𝛾−) otherwise.

By analogous arguments to the above, we have that

E
𝜋

[
𝑒−𝛼(𝛾−−𝑧)

��� 𝑧 < 𝛾−] = −Δ𝛼 𝜋0+𝜋+
𝜋−

− 𝜆 + 𝜆𝛼 E𝜋 [ 𝑧 − 𝛾+ | 𝑧 > 𝛾+] 𝜋+𝜋−
1
2𝜎

2𝛼2 + Δ𝛼 − 𝜆
,

and therefore, the distribution of 𝛾− − 𝑧, conditioned on 𝑧 < 𝛾−, is exponential with parameter

𝜁− =
1
𝜎2

(√︁
Δ2 + 2𝜆𝜎2 + Δ

)
> 0.

Similarly, note that

E
𝜋
[𝛾− − 𝑧 | 𝑧 < 𝛾−] =

1
𝜁−
. (6.10.2)

Middle Test Function:

𝑓0(𝑧) =



𝑒−𝛼𝛾+ − 𝛼𝑒−𝛼𝛾+ (𝑧 − 𝛾+) if 𝑧 > 𝛾+,

𝑒−𝛼𝑧 if 𝑧 ∈ [𝛾−, 𝛾+],

𝑒−𝛼𝛾− − 𝛼𝑒−𝛼𝛾− (𝑧 − 𝛾−) if 𝑧 < 𝛾−.

0 = E
𝜋
[A 𝑓0(𝑧)]

= 𝛼

(
1
2𝜎

2𝛼 − Δ

)
E
𝜋

[
𝑒−𝛼𝑧I{𝑧∈[𝛾− ,𝛾+]}

]
− Δ𝛼 (𝑒−𝛼𝛾+𝜋+ + 𝑒−𝛼𝛾−𝜋−)

+ 𝜆𝛼𝑒−𝛼𝛾+ E
𝜋

[
(𝑧 − 𝛾+)I{𝑧>𝛾+}

]
+ 𝜆𝛼𝑒−𝛼𝛾− E

𝜋

[
(𝑧 − 𝛾−) I{𝑧<𝛾−}

]
.
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Dividing by 𝜋0 and conditioning,

0 = 𝛼

(
1
2𝜎

2𝛼 − Δ

)
E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [𝛾−, 𝛾+]]

− Δ𝛼

(
𝑒−𝛼𝛾+

𝜋+
𝜋0

+ 𝑒−𝛼𝛾− 𝜋−
𝜋0

)
+ 𝜆𝛼

(
𝑒−𝛼𝛾+ E

𝜋
[ 𝑧 − 𝛾+ | 𝑧 > 𝛾+]

𝜋+
𝜋0

− 𝑒−𝛼𝛾− E
𝜋
[𝛾− − 𝑧 | 𝑧 < 𝛾−]

𝜋−
𝜋0

)
.

Rearranging, and using (6.10.1) and (6.10.2),

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [𝛾−, 𝛾+]] =

Δ

(
𝑒−𝛼𝛾+ 𝜋+

𝜋0
+ 𝑒−𝛼𝛾− 𝜋−

𝜋0

)
− 𝜆

(
𝑒−𝛼𝛾+ E𝜋 [ 𝑧 − 𝛾+ | 𝑧 > 𝛾+] 𝜋+𝜋0

− 𝑒−𝛼𝛾− E𝜋 [𝛾− − 𝑧 | 𝑧 < 𝛾−] 𝜋−𝜋0

)
1
2𝜎

2𝛼 − Δ

=

𝑒−𝛼𝛾+
(
Δ − 𝜆

𝜁+

)
𝜋+
𝜋0

+ 𝑒−𝛼𝛾−
(
Δ + 𝜆

𝜁−

)
𝜋−
𝜋0

1
2𝜎

2𝛼 − Δ

=
1

𝛼 − 𝜁0

(
−𝜁+ · 𝜋+

𝜋0
𝑒−𝛼𝛾+

+ 𝜁− · 𝜋−
𝜋0
𝑒−𝛼𝛾−

)
Inverting this Laplace transform, conditioned on 𝑧 ∈ [𝛾−, 𝛾+], 𝜋(·) is the superposition of two

appropriately-centered truncated exponential distributions. Moreover, we must have

1 = lim
𝛼→0

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [𝛾−, 𝛾+]] =

𝜁+ · 𝜋+
𝜋0

− 𝜁− · 𝜋−
𝜋0

𝜁0
,

and additionally, since the Laplace transform corresponds to the conditional density for 𝑧 ∈ [𝛾−, 𝛾+],

the density

𝜁+ · 𝜋+
𝜋0

[exp (𝜁0(𝑧 − 𝛾−)) 𝑢(𝑧 − 𝛾−) − exp (𝜁0(𝑧 − 𝛾+)) 𝑢(𝑧 − 𝛾+)]

−𝜁0 exp (𝜁0(𝑧 − 𝛾−)) 𝑢(𝑧 − 𝛾−)
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must be zero for 𝑧 > 𝛾+, yielding the equation (only if 𝜇 ≠ 𝜎2/2)

𝜁+ · 𝜋+
𝜋0

= (𝜁0)
/
(1 − exp (−𝜁0(𝛾+ − 𝛾−))) .

Finally, solving the linear system of equations, combining with the fact that 𝜋0 + 𝜋+ + 𝜋− = 1,

yields the result (only if 𝜇 ≠ 𝜎2/2)

𝜋0 = 1

/ {
1 + 𝜁0 ·

[
1
𝜁+

· 1
1 − exp (−𝜁0(𝛾+ − 𝛾−))

+ 1
𝜁−

·
(

1
1 − exp (−𝜁0(𝛾+ − 𝛾−))

− 1
)]}

𝜋+ = 1

/ {
1 + 𝜁+ · 𝜎

2

2Δ
+ 𝜁+

(
1
𝜁−

− 𝜎2

2Δ

)
exp (−𝜁0(𝛾+ − 𝛾−))

}
𝜋− = 1

/ {
1 + 𝜁−

[
1
𝜁+

+ 𝜎2

2Δ
{1 − exp (−𝜁0(𝛾+ − 𝛾−))}

]
exp (𝜁0(𝛾+ − 𝛾−) − 𝛾−))

}
.

□

6.11 Proof of Corollary 6.4.5

Proof of Corollary 6.4.5. For this pool, we have that

𝑉 (𝑃) = 2𝐿
√
𝑃, 𝑥∗(𝑃) = 𝐿/

√
𝑃, 𝑦∗(𝑃) = 𝐿

√
𝑃.

Following from Theorem 6.4.4,

ARB
𝑉 (𝑃) = 𝜆 E

𝜋

[
𝐴+(𝑃, 𝑧) + 𝐴−(𝑃, 𝑧)

𝑉 (𝑃)

]
. (6.11.1)

Note that, in this case,

𝐴+(𝑃, 𝑧)
𝑉 (𝑃) =

1
2𝐿

√
𝑃

[
𝑃

{
𝑥∗

(
𝑃𝑒−𝑧

)
− 𝑥∗ (𝑃𝑒−𝛾)

}
+ 𝑒+𝛾

{
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗ (𝑃𝑒−𝛾)

}]
I{𝑧>+𝛾}

= 1
2
[{
𝑒+𝑧/2 − 𝑒+𝛾/2} + 𝑒+𝛾 {

𝑒−𝑧/2 − 𝑒−𝛾/2}] I{𝑧>+𝛾}
= 1

2𝑒
+𝛾/2 [

𝑒+(𝑧−𝛾)/2 − 2 + 𝑒−(𝑧−𝛾)/2] I{𝑧>+𝛾} .
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Taking a conditional expectation over 𝑧 > +𝛾,

E
𝜋

[
𝐴+(𝑃, 𝑧)
𝑉 (𝑃)

���� 𝑧 > +𝛾
]
=


1
2𝑒

+𝛾/2
[

𝜂/𝛾
𝜂/𝛾−1/2 − 2 + 𝜂/𝛾

𝜂/𝛾+1/2

]
if 1/2 < 𝜂/𝛾,

+∞ otherwise,

=


1
2𝑒

+𝛾/2
[ √

2𝜆/𝜎√
2𝜆/𝜎−1/2

− 2 +
√

2𝜆/𝜎√
2𝜆/𝜎+1/2

]
if 𝜎/

√
2𝜆 < 2,

+∞ otherwise,

=


𝑒+𝛾/2

8𝜆/𝜎2−1 if 𝜎2/8 < 𝜆,

+∞ otherwise.

For the remainder of the proof, assume that 𝜎2/8 < 𝜆. Taking an unconditional expectation and

multiplying by 𝜆,

𝜆 E
𝜋

[
𝐴+(𝑃, 𝑧)
𝑉 (𝑃)

]
= 𝜋+ × 𝜆 E

𝜋

[
𝐴+(𝑃, 𝑧)
𝑉 (𝑃)

���� 𝑧 > +𝛾
]

=
𝜎2

8
× Ptrade ×

𝑒+𝛾/2

2
(
1 − 𝜎2/(8𝜆)

) .
Combining with the symmetric case for 𝐴−(𝑃, 𝑧)/𝑉 (𝑃), and applying (6.11.1), the result follows.

Now, we consider fees. Following from Theorem 6.4.4,

nFEE = 𝜆 E
𝜋

[
𝐹+(𝑃, 𝑧) + 𝐹−(𝑃, 𝑧)

𝑉 (𝑃)

]
. (6.11.2)

Then,

𝐹+(𝑃, 𝑧)
𝑉 (𝑃) = − 1

2𝐿
√
𝑃

(
𝑒+𝛾 − 1

) [
𝑦∗

(
𝑃𝑒−𝑧

)
− 𝑦∗ (𝑃𝑒−𝛾)

]
I{𝑧>+𝛾}

= −1
2
(
𝑒+𝛾 − 1

) [
𝑒−𝑧/2 − 𝑒−𝛾/2] I{𝑧>+𝛾}

=
𝑒+𝛾/2 − 𝑒−𝛾/2

2
[
1 − 𝑒−(𝑧−𝛾)/2] I{𝑧>+𝛾} .
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Taking a conditional expectation over 𝑧,

E
𝜋

[
𝐹+(𝑃, 𝑧)
𝑉 (𝑃)

���� 𝑧 > +𝛾
]
=
𝑒+𝛾/2 − 𝑒−𝛾/2

2

[
1 − 𝜂/𝛾

𝜂/𝛾 + 1/2

]
=
𝑒+𝛾/2 − 𝑒−𝛾/2

4
× 1
√

2𝜆/𝜎 + 1/2

Taking an unconditional expectation,

E
𝜋

[
𝐹+(𝑃, 𝑧)
𝑉 (𝑃)

]
= 𝜋(𝑧 > +𝛾) × E

𝜋

[
𝐹+(𝑃, 𝑧)
𝑉 (𝑃)

���� 𝑧 > +𝛾
]

=
𝑒+𝛾/2 − 𝑒−𝛾/2

4
× 1(√

2𝜆𝛾/𝜎 + 1
) (√

2𝜆/𝜎 + 1/2
)

=
𝑒+𝛾/2 − 𝑒−𝛾/2

4𝛾
× 𝜎2

4𝜆
× 1(

1 + 𝜎/
(√

2𝜆𝛾
)) (

1 + 𝜎/
(
2
√

2𝜆
)) .

Combining with the symmetric case for 𝐹−(𝑃, 𝑧)/𝑉 (𝑃), and applying (6.11.2),

nFEE =
𝜎2

8
× 𝑒+𝛾/2 − 𝑒−𝛾/2

𝛾
× 1(

1 + 𝜎/
(√

2𝜆𝛾
)) (

1 + 𝜎/
(
2
√

2𝜆
)) .

□

6.12 Proof of Theorems 6.5.1 and 6.5.2

Proof of Theorem 6.5.1. Fix 𝑃 > 0. Note that, from the definitions of 𝐴+(𝑃, ·) and 𝐴−(𝑃, ·), it

is easy to see that

𝐴̄(𝑃, 0) = 0, 𝐴̄(𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0, (6.12.1)

𝜕𝑥 𝐴̄(𝑃, 0) = 0, 𝜕𝑥 𝐴̄(𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0, (6.12.2)

𝜕𝑥𝑥 𝐴̄(𝑃, 0) = 𝑃
𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2
. (6.12.3)
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Define the Laplace transform

𝐹 (𝑠) =
∫ ∞

0
𝐴̄(𝑃, 𝑥)𝑒−𝑠𝑥 𝑑𝑥, (6.12.4)

for 𝑠 ∈ R. Observe that, from (6.4.1),

ARB = 𝜆Ptrade

√
2𝜆
𝜎

𝐹

(√
2𝜆
𝜎

)
. (6.12.5)

Applying the derivative formula for Laplace transforms (integration-by-parts) twice to (6.12.4), and

using (6.12.1)–(6.12.2),

𝑠𝐹 (𝑠) = 𝐴̄(𝑃, 0)︸  ︷︷  ︸
=0

+
∫ ∞

0
𝑒−𝑠𝑥𝜕𝑥 𝐴̄(𝑃, 𝑥) 𝑑𝑥,

𝑠2𝐹 (𝑠) = 𝜕𝑥 𝐴̄(𝑃, 0)︸     ︷︷     ︸
=0

+
∫ ∞

0
𝑒−𝑠𝑥𝜕𝑥𝑥 𝐴̄(𝑃, 𝑥) 𝑑𝑥.

Observe that 𝑠2𝐹 (𝑠) is the Laplace transform of the function 𝜕𝑥𝑥 𝐴̄(𝑃, ·). Then, applying the initial

value theorem for Laplace transforms19 and (6.12.3),

lim
𝑠→∞

𝑠 × 𝑠2𝐹 (𝑠) = lim
𝑥→0

𝜕𝑥𝑥 𝐴̄(𝑃, 𝑥) = 𝑃
𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2
.

Comparing with (6.12.5),

𝑃
𝑦∗′ (𝑃𝑒−𝛾) + 𝑒+𝛾 · 𝑦∗′ (𝑃𝑒+𝛾)

2
= lim
𝜆→∞

(√
2𝜆
𝜎

)3

𝐹

(√
2𝜆
𝜎

)
= lim
𝜆→∞

ARB
𝜎2/2 × Ptrade

.

The result follows. □

Proof of Theorem 6.5.2. We will follow the proof of Theorem 6.5.1. Fix 𝑃 > 0. Note that, from

19This, in turn, relies on the dominated convergence theorem, with the dominating function provided by (6.5.1).
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the definitions of 𝐹+(𝑃, ·) and 𝐹−(𝑃, ·), it is easy to see that

𝐹̄ (𝑃, 0) = 0, 𝐹̄ (𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0, (6.12.6)

𝜕𝑥 𝐹̄ (𝑃, 0) = 𝑃
(1 − 𝑒−𝛾)𝑦∗′ (𝑃𝑒−𝛾) + (𝑒+𝛾 − 1)𝑦∗′ (𝑃𝑒+𝛾)

2
, 𝜕𝑥 𝐹̄ (𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0. (6.12.7)

Define the Laplace transform

𝐺 (𝑠) =
∫ ∞

0
𝐹̄ (𝑃, 𝑥)𝑒−𝑠𝑥 𝑑𝑥, (6.12.8)

for 𝑠 ∈ R. Observe that, from (6.4.2),

FEE = 𝜆Ptrade

√
2𝜆
𝜎
𝐺

(√
2𝜆
𝜎

)
. (6.12.9)

Applying the derivative formula for Laplace transforms (integration-by-parts) to (6.12.8), and using

(6.12.6),

𝑠𝐺 (𝑠) = 𝐹̄ (𝑃, 0)︸  ︷︷  ︸
=0

+
∫ ∞

0
𝑒−𝑠𝑥𝜕𝑥 𝐹̄ (𝑃, 𝑥) 𝑑𝑥.

Observe that 𝑠𝐺 (𝑠) is the Laplace transform of the function 𝜕𝑥 𝐹̄ (𝑃, ·). Then, applying the initial

value theorem for Laplace transforms20 and (6.12.7), we get that

lim
𝑠→∞

𝑠 × 𝑠𝐺 (𝑠) = lim
𝑥→0

𝜕𝑥 𝐹̄ (𝑃, 𝑥) = 𝑃
(1 − 𝑒−𝛾)𝑦∗′ (𝑃𝑒−𝛾) + (𝑒+𝛾 − 1)𝑦∗′ (𝑃𝑒+𝛾)

2
.

Comparing with (6.12.9),

𝑃
(1 − 𝑒−𝛾)𝑦∗′ (𝑃𝑒−𝛾) + (𝑒+𝛾 − 1)𝑦∗′ (𝑃𝑒+𝛾)

2𝛾
=

1
𝛾

lim
𝜆→∞

(√
2𝜆
𝜎

)2

𝐺

(√
2𝜆
𝜎

)
= lim
𝜆→∞

FEE
𝜎2/2 × (1 − Ptrade)

.

20This, in turn, relies on the dominated convergence theorem, with the dominating function provided by (6.5.3).
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The result follows. □

6.13 Proof of Theorem 6.6.2

Define the infinitesimal generator A by

A 𝑓 (𝑧) ≜ lim
Δ𝑡→0

1
Δ𝑡

E [ 𝑓 (𝑧Δ𝑡) − 𝑓 (𝑧0) | 𝑧0 = 𝑧] ,

for 𝑓 : R → R that is twice continuously differentiable. Then, it is easy to verify that

A 𝑓 (𝑧) = 𝜎2

2
𝑓 ′′(𝑧) + 𝜆 [ 𝑓 (+𝛾) − 𝑓 (𝑧)] I{𝑧>+𝛾̄} + 𝜆 [ 𝑓 (−𝛾) − 𝑓 (𝑧)] I{𝑧<−𝛾̄} .

Lemma 6.13.1. The process 𝑧𝑡 is ergodic with a unique invariant distribution 𝜋(·) on R, and this

distribution is symmetric around 𝑧 = 0.

Proof. Consider the Lyapunov function 𝑉 (𝑧) ≜ 𝑧2. Then,

A𝑉 (𝑧) = 𝜎2 − 𝜆
[
𝑧2 − 𝛾2] I{𝑧∉(−𝛾̄,+𝛾̄)} ≤ 𝜎2 + 𝜆𝛾2 − 𝜆𝑉 (𝑧),

i.e., this function satisfies the Foster-Lyapunov negative drift condition of Theorem 6.1 of Meyn

and Tweedie (1993). Hence, the process is ergodic and a unique stationary distribution exists.

This stationary distribution 𝜋(·) must also be symmetric around 𝑧 = 0. If not, define 𝜋̃(𝐶) ≜

𝜋 ({−𝑧 : 𝑧 ∈ 𝐶}) , for any measurable set 𝐶 ⊂ R. Since the dynamics (6.3.4) are symmetric

around 𝑧 = 0 by Assumption 6.4.1, 𝜋̃(·) must also be an invariant distribution, contradicting

uniqueness. □

Proof of Theorem 6.6.2. The invariant distribution 𝜋(·) must satisfy

E
𝜋
[A 𝑓 (𝑧)] =

∫ +∞

−∞
A 𝑓 (𝑧) 𝜋(𝑑𝑧) = 0, (6.13.1)

for all test functions 𝑓 : R → R. We will guess that 𝜋(·) decomposes according to three different
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densities over the three regions, and compute the conditional density on each segment via Laplace

transforms using (6.13.1).

Define, for 𝛼 ∈ R, the test function

𝑓+(𝑧) =


𝑒−𝛼(𝑧−𝛾̄) if 𝑧 > +𝛾̄,

1 − 𝛼(𝑧 − 𝛾̄) otherwise.

Then, from (6.13.1),

0 = E
𝜋
[A 𝑓+(𝑧)]

=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼(𝑧−𝛾̄)I{𝑧>+𝛾̄}

]
+ 𝜆 E

𝜋

[(
1 + 𝛼(𝛾̄ − 𝛾) − 𝑒−𝛼(𝑧−𝛾̄)

)
I{𝑧>+𝛾̄}

]
+ 𝜆𝛼 E

𝜋

[
(𝑧 + 𝛾) I{𝑧<−𝛾̄}

]
=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼(𝑧−𝛾̄)I{𝑧>+𝛾̄}

]
+ 𝜆 E

𝜋

[(
1 + 𝛼(𝛾̄ − 𝛾) − 𝑒−𝛼(𝑧−𝛾̄)

)
I{𝑧>+𝛾̄}

]
− 𝜆𝛼 E

𝜋

[
(𝑧 − 𝛾) I{𝑧>+𝛾̄}

]
,

where for the last step we use symmetry. Dividing by 𝜆𝜋+ and conditioning,21

0 =

(
𝛼2𝛾̄2

𝜂2 − 1
)
E
𝜋

[
𝑒−𝛼(𝑧−𝛾̄)

��� 𝑧 > +𝛾̄
]
+ 1 + 𝛼(𝛾̄ − 𝛾) − 𝛼 E

𝜋
[ 𝑧 − 𝛾 | 𝑧 > +𝛾̄] .

Then,

E
𝜋

[
𝑒−𝛼(𝑧−𝛾̄)

��� 𝑧 > +𝛾̄
]
=
𝛼 E𝜋 [ 𝑧 − 𝛾̄ | 𝑧 > +𝛾̄] − 1

𝛼2𝛾̄2/𝜂2 − 1

The denominator of this Laplace transform has two real roots, ±𝜂/𝛾̄. We can exclude the positive

root since 𝜋(·) is a probability distribution. Then, conditioned on 𝑧 > +𝛾̄, 𝑧 − 𝛾̄ must be exponential

with parameter 𝜂/𝛾̄ =
√

2𝜆/𝜎. This establishes that 𝜋(·) is exponential conditioned on 𝑧 > +𝛾̄, and

by symmetry, also conditioned on 𝑧 < −𝛾̄. Note that

E
𝜋
[ 𝑧 − 𝛾̄ | 𝑧 > +𝛾̄] = 𝛾̄/𝜂. (6.13.2)

21We remind that Theorem 6.6.2 re-defined 𝜂 to be with respect to 𝛾̄.
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Next, consider the test function

𝑓0(𝑧) =



𝑒−𝛼𝛾̄ − 𝛼𝑒−𝛼𝛾̄ (𝑧 − 𝛾̄) if 𝑧 > +𝛾̄,

𝑒−𝛼𝑧 if 𝑧 ∈ [−𝛾̄,+𝛾̄],

𝑒𝛼𝛾̄ − 𝛼𝑒𝛼𝛾̄ (𝑧 + 𝛾̄) if 𝑧 < −𝛾̄.

Then, from (6.13.1),

0 = E
𝜋
[A 𝑓0(𝑧)]

=
𝜎2𝛼2

2
E
𝜋

[
𝑒−𝛼𝑧I{𝑧∈[−𝛾̄,+𝛾̄]}

]
+ 𝜆

(
𝑒−𝛼𝛾 − 𝑒−𝛼𝛾̄

)
𝜋+ + 𝜆𝛼𝑒−𝛼𝛾̄ E

𝜋

[
(𝑧 − 𝛾̄)I{𝑧>+𝛾̄}

]
+ 𝜆

(
𝑒+𝛼𝛾 − 𝑒+𝛼𝛾̄

)
𝜋− + 𝜆𝛼𝑒𝛼𝛾̄ E

𝜋

[
(𝑧 + 𝛾̄) I{𝑧<−𝛾̄}

]
.

Dividing by 𝜆𝜋0, conditioning, using symmetry, and using (6.13.2),

0 =
𝛼2𝛾̄2

𝜂2 E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾̄,+𝛾̄]] +

(
𝛼𝛾̄
𝑒−𝛼𝛾̄ − 𝑒+𝛼𝛾̄

𝜂
+ 𝑒−𝛼𝛾 + 𝑒+𝛼𝛾 − 𝑒+𝛼𝛾̄ − 𝑒−𝛼𝛾̄

)
· 𝜋+
𝜋0
.

Rearranging,

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾̄,+𝛾̄]] = 𝜋+

𝜋0

(
𝜂

𝛾̄
· 𝑒

+𝛼𝛾̄ − 𝑒−𝛼𝛾̄
𝛼

+ 𝑒𝛼𝛾̄ + 𝑒−𝛼𝛾̄
𝛼2 · 𝜂

2

𝛾̄2 − 𝑒𝛼𝛾 + 𝑒−𝛼𝛾
𝛼2 · 𝜂

2

𝛾̄2

)
.

Inverting this Laplace transform, conditioned on 𝑧 ∈ [−𝛾̄,+𝛾̄], 𝜋(·) is the trapezoid distribution

with the following conditional density:

𝜋+
𝜋0

· 𝜂
𝛾̄
·
[
𝑢(𝑧 + 𝛾̄) − 𝑢(𝑧 − 𝛾̄) + 𝜂

𝛾̄
· (𝑟 (𝑧 + 𝛾̄) + 𝑟 (𝑧 − 𝛾̄) − 𝑟 (𝑧 + 𝛾) − 𝑟 (𝑧 − 𝛾))

]
,

where we use the standard notation 𝑢(·), 𝑟 (·) for the unit and ramp functions, respectively.

Moreover, we must have

1 = lim
𝛼→0

E
𝜋
[ 𝑒−𝛼𝑧 | 𝑧 ∈ [−𝛾̄,+𝛾̄]] = 𝜋+

𝜋0
· 𝜂
𝛾̄
·
(
2𝛾̄ + 𝜂

𝛾̄
(𝛾̄2 − 𝛾2)

)
.
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Combining with the fact that 𝜋0 + 2𝜋+ = 1, the result follows. □

6.14 Proof of Theorems 6.6.3 and 6.6.4

Proof of Theorem 6.6.3. Fix 𝑃 > 0. We continue from the proof in Section 6.12. Note that the

re-defined ARB formula has 𝑔+, 𝑔− which are not dependent on 𝑧; therefore, when differentiating

with respect to 𝑧, these terms will no longer be there. We only have the mismatch between the

boundary (±𝛾̄) and the expressions inside (with ±𝛾), basically, along with the modified stationary

distribution. Note that, from the definitions of 𝐴+(𝑃, ·) and 𝐴−(𝑃, ·), it is easy to see that

𝐴̄(𝑃, 0) = 0, 𝐴̄(𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0, (6.14.1)

𝜕𝑥 𝐴̄(𝑃, 0) = 𝑃 ×
𝑦∗′

(
𝑃𝑒−𝛾−𝛿

)
+ 𝑒+𝛾+𝛿 · 𝑦∗′

(
𝑃𝑒+𝛾+𝛿

)
2

× (1 − 𝑒−𝛿). (6.14.2)

Define the Laplace transform

𝐹 (𝑠) =
∫ ∞

0
𝐴̄(𝑃, 𝑥)𝑒−𝑠𝑥 𝑑𝑥, (6.14.3)

for 𝑠 ∈ R. Observe that, from (6.4.1),

ARB = 𝜆Ptrade

√
2𝜆
𝜎

𝐹

(√
2𝜆
𝜎

)
. (6.14.4)

Applying the derivative formula for Laplace transforms (integration-by-parts) to (6.14.3), and using

(6.14.1),

𝑠𝐹 (𝑠) = 𝐴̄(𝑃, 0)︸  ︷︷  ︸
=0

+
∫ ∞

0
𝑒−𝑠𝑥𝜕𝑥 𝐴̄(𝑃, 𝑥) 𝑑𝑥.

Observe that 𝑠𝐹 (𝑠) is the Laplace transform of the function 𝜕𝑥 𝐴̄(𝑃, ·). Then, applying the initial
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value theorem for Laplace transforms22 and (6.14.2),

lim
𝑠→∞

𝑠 × 𝑠𝐹 (𝑠) = lim
𝑥→0

𝜕𝑥 𝐴̄(𝑃, 𝑥) = 𝑃 ×
𝑦∗′

(
𝑃𝑒−𝛾−𝛿

)
+ 𝑒+𝛾+𝛿 · 𝑦∗′

(
𝑃𝑒+𝛾+𝛿

)
2

× (1 − 𝑒−𝛿)

Comparing with (6.14.4),

𝑃 ×
𝑦∗′

(
𝑃𝑒−𝛾−𝛿

)
+ 𝑒+𝛾+𝛿 · 𝑦∗′

(
𝑃𝑒+𝛾+𝛿

)
2

× (1 − 𝑒−𝛿) = lim
𝜆→∞

(√
2𝜆
𝜎

)2

𝐹

(√
2𝜆
𝜎

)
= lim
𝜆→∞

ARB

𝜎2/2 × (
√

2𝜆/𝜎) × Ptrade
.

The result follows. □

Proof of Theorem 6.6.4. We will follow the proof of Theorem 6.6.3. Fix 𝑃 > 0. Note that, from

the definitions of 𝐹+(𝑃, ·) and 𝐹−(𝑃, ·), it is easy to see that

𝐹̄ (𝑃, 0) = (1 − 𝑒𝛾) ×
𝑃 ·

(
𝑥∗

(
𝑃𝑒𝛾+𝛿

)
− 𝑥∗ (𝑃𝑒𝛾)

)
+ 𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

2
, (6.14.5)

𝐹̄ (𝑃, 𝑥) ≥ 0, ∀ 𝑥 ≥ 0.

Define the Laplace transform

𝐺 (𝑠) =
∫ ∞

0
𝐹̄ (𝑃, 𝑥)𝑒−𝑠𝑥 𝑑𝑥, (6.14.6)

for 𝑠 ∈ R. Observe that, from (6.4.2),

FEE = 𝜆Ptrade

√
2𝜆
𝜎
𝐺

(√
2𝜆
𝜎

)
. (6.14.7)

22This, in turn, relies on the dominated convergence theorem, with the dominating function provided by (6.6.2).
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Applying the initial value theorem for Laplace transforms23 and (6.14.5), we get that

lim
𝑠→∞

𝑠𝐺 (𝑠) = lim
𝑥→0

𝐹̄ (𝑃, 𝑥) = (1 − 𝑒𝛾) ×
𝑃 ·

(
𝑥∗

(
𝑃𝑒𝛾+𝛿

)
− 𝑥∗ (𝑃𝑒𝛾)

)
+ 𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

2
.

Comparing with (6.14.7),

(1 − 𝑒𝛾) ×
𝑃 ·

(
𝑥∗

(
𝑃𝑒𝛾+𝛿

)
− 𝑥∗ (𝑃𝑒𝛾)

)
+ 𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

2
= lim
𝜆→∞

(√
2𝜆
𝜎

)
𝐺

(√
2𝜆
𝜎

)
= lim
𝜆→∞

FEE
𝜆Ptrade

.

The result follows. □

6.15 Consistency of Asymptotic Results with No Gas Fee

We start from the asymptotic case in arbitrage profits. Define ARB0 to be the formula from

Eq. (6.5.2). By taking the limiting ratio of lim
𝛿→0+

lim
𝜆→∞

ARB
ARB0

, and showing that this is 1, we observe

that Eq. (6.6.3) correctly yields the same asymptotics as Eq. (6.5.2) without gas fees when 𝛿 → 0+.

Specifically, the following calculation confirms this:24

lim
𝛿→0+

lim
𝜆→∞

(1 − 𝑒−𝛿) ·

√
2𝜆
𝜎

(
1 + 𝛾

√
2𝜆
𝜎

)
1 + (𝛾+𝛿)

√
2𝜆

𝜎
+ 𝜆

𝜎2 · ((𝛾 + 𝛿)2 − 𝛾2)
= lim
𝛿→0+

(1 − 𝑒−𝛿) · 2𝛾
(𝛾 + 𝛿)2 − 𝛾2 = 1 .

For the case on fees, our technique needs to be a bit different, and we need to be mindful of the

limits of 𝛿 → 0+, since the second factor in Eq. (6.6.5) goes to zero, while the third to infinity. First,

observe that

lim
𝛿→0+

lim
𝜆→∞

𝛿 · 𝜆Ptrade =
𝜎2

2𝛾
.

23This, in turn, relies on the dominated convergence theorem, with the dominating function provided by (6.6.4).
24It is important to carefully consider the order of limiting operations, so that the asymptotic result is correctly

computed. Specifically, we show that the limit of the ratio of the asymptotic expressions goes to 1.
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Then, note that

lim
𝛿→0+

1
𝛿
·
𝑃 ·

(
𝑥∗

(
𝑃𝑒𝛾+𝛿

)
− 𝑥∗ (𝑃𝑒𝛾)

)
+ 𝑦∗

(
𝑃𝑒−𝛾−𝛿

)
− 𝑦∗ (𝑃𝑒−𝛾)

2
= −𝑃𝑒−𝛾 · 𝑦∗′ (𝑃𝑒−𝛾) ,

by first-order expansion. Finally, combining these two limiting equations along with the remaining

terms of Eq. (6.6.5) yields the matching terms of the asymptotics of Eq. (6.5.4).

6.16 Discussion of Fixed Gas Costs

An alternative model would be to assume that the gas fee is a fixed cost 𝑔 ≥ 0, paid in the

numéraire, every time that a trade occurs. This alternative assumption (as opposed to keeping the

boundary shifts 𝛿+, 𝛿− constant) closely corresponds to our setting; specifically, it is an accurate

depiction with smaller block times (we assume that we are in the fast block regime for most of the

core analysis of arbitrageur profit rates) and larger fees 𝛾+, 𝛾− such that 𝛿+/𝛾+, 𝛿−/𝛾− are small.

In the setting of Lemma 6.3.1, with a fixed gas cost, an arbitrageur will only buy from the pool

if the total profit exceeds the gas cost 𝑔, i.e., if

𝑃𝑡
{
𝑥∗

(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑥∗ (
𝑃𝑡𝑒

−𝛾+ )} + 𝑒+𝛾+ {
𝑦∗

(
𝑃𝑡𝑒

−𝑧𝑡− ) − 𝑦∗ (
𝑃𝑡𝑒

−𝛾+ )} ≥ 𝑔.

What we would then take as 𝛾̄+ ≥ 𝛾+ would be the value of the mispricing 𝑧𝑡− for which the

arbitrageur would break even, i.e., the unique solution to

𝑃𝑡
{
𝑥∗

(
𝑃𝑡𝑒

−𝛾̄+ ) − 𝑥∗ (
𝑃𝑡𝑒

−𝛾+ )} + 𝑒+𝛾+ {
𝑦∗

(
𝑃𝑡𝑒

−𝛾̄+ ) − 𝑦∗ (
𝑃𝑡𝑒

−𝛾+ )} = 𝑔.

Then, the mispricing process would behave as per Assumption 6.6.1: if 𝑧𝑡− > 𝛾̄+, we will have

that 𝑧𝑡 = 𝛾+. In full generality, 𝛾̄+ will depend on 𝑃𝑡 . Our model makes the assumption that 𝛾̄+

is constant. This is substantiated in many cases, where the asset volatility is not as high as to

significantly move the boundary. The symmetric case holds for negative mispricing. We show that

Assumption 6.6.1 is an appropriate assumption as in the example case of a CPMM below.
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Example 6.16.1 (CPMM). The dependence of 𝛾̄+ on 𝑃𝑡 is indicated as follows:

𝑃𝑡√
𝑃𝑡𝑒

−𝛾̄+
− 𝑃𝑡√

𝑃𝑡𝑒
−𝛾+

+ 𝑒𝛾+
(√︁
𝑃𝑡𝑒

−𝛾̄+ −
√︁
𝑃𝑡𝑒

−𝛾+
)
= 𝑔/

√
𝐿 ⇔

𝑒𝛾̄+/2(1 + 𝑒𝛾+−𝛾̄+) − 2𝑒𝛾+/2 =
𝑔

√
𝑃𝑡𝐿

. (6.16.1)

Plotting this dependence (via the inverse function), for example with a normalized instantaneous

price of 1, a fee of 30 bps, and gas-equivalent quantity 𝑔/
√
𝑃𝑡𝐿 = 2 · 10−7 (examples taken from

calculations according to the Uniswap v2 ETH-USDC pool), we notice from Figure 6.8 that the

boundary moves only slightly by 0.3 bps with the price within a 6% variation, and is roughly

constant around 39 bps, hence 𝛿+ ≈ 9 bps.

0.94 0.96 0.98 1.00 1.02 1.04 1.06
Pt38.80

38.85

38.90

38.95

39.00

39.05

39.10
γ+

Figure 6.8: Sample plot of variation of 𝛾̄+ (in bps) with price 𝑃𝑡 based on the parameter settings
above.

Getting the Taylor expansion of Eq. (6.16.1), we notice that for the CPMM, as 𝛾̄+, 𝛾+ → 0,25

𝛾̄+ ≈ 𝛾+ + 2
√︂

𝑔
√
𝑃𝑡𝐿

.

25We note that this approximation results in very good accuracy with the above price variation.
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Conclusion

The broader research direction revealed by this thesis has the potential to blossom into an area

in its own right, mirroring the traditional market microstructure literature (see, e.g., Glosten (1994),

Glosten and Milgrom (1985a), and Kyle (1989a) that focus squarely on limit order books and their

properties). This chapter concludes the thesis with a summary of our contributions and states some

open questions and conjectures.

The core object in this thesis, through which market making is viewed, is that of a “demand

curve:” specifically, that is the demand curve of the liquidity providers (LPs) who provide the

assets that the (automated) market making algorithm will use to (automatically) trade. Using

this object, our main objective has been to survey four key aspects of automated exchange: the

efficiency–expressivity trade-offs between different formats of exchange, the optimal behavior of a

monopolist LP in an incentive-compatible AMM, the cost to LPs of adverse selection due to stale

prices (LVR), and how this cost is affected by fees being paid by traders and block times.

In Chapter 3, we take the view that an exchange mechanism is a restriction over the set of

allowable demand curves, specifying the implementable representations of the possibly arbitrary

liquidity provider preferences around their demand curves. Exchange complexity is then defined as

the size of the minimal basis required to generate these feasible preferences. This indicates that

exchange designs could pay in state size in order to represent richer preferences required by the

LPs, a trade-off that has been made for example with Uniswap v3 (Adams et al., 2021).

While this notion of complexity captures optimal state representation, an open question that

remains is what would be an appropriate notion to additionally capture the computational complexity
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of an exchange class. Is this even relevant, or are all achievable representations—in the format

owing to demand curves—efficiently computable (and in what complexity class)? In the latter case,

which we conjecture, it would be clear that a minimal state representation of an exchange matters

the most.

In Chapter 4, we turn to the optimal exchange design question: if we restrict our attention

to incentive-compatible AMMs (with respect to arriving traders with private information about

the asset’s price), what is the optimal such design for a monopolist LP? We prove that the profit-

maximizing exchange design when the ex-post value of the asset for the LP or exchange is deter-

mined in conjunction with the (unknown and arbitrary) arriving trade information corresponds to a

rule allocating the maximal quantity outside of a bid–ask spread, using generalized virtual values;

specifically, a notion of an upper (generalized) and a lower (generalized) virtual value. This bid–ask

spread arises for reasons different to the ones present in traditional market microstructure literature.

The result passes through a Myerson-like characterization of incentive-compatible AMMs, i.e.,

non-increasing demand curves which need to be defined with respect to a familiar payment rule.

Overall, our contributions in this chapter connect two literatures that have largely run distinctly and

in parallel: the optimal auction design and market microstructure literatures.

In terms of this chapter, there is a rich set of open questions that arise as promising future

directions: can the results be generalized in the case of a non-monopolistic (for instance, a perfectly

competitive) landscape? If so, how does the optimal exchange mechanism change? Secondly, in

the case of multiple assets, how can an incentive-compatible AMM be defined similarly to our

work? We conjecture this generalization to potentially involve cyclic monotonicity (Ashlagi et al.,

2010). With multiple assets, does the optimal rule even retain such a simple and powerful format as

a maximally allocative rule? Strides towards answering the latter question have been made by Curry

et al. (2024). Third, in the case of multiple traders arriving simultaneously at the exchange, how

should the asset be allocated to each of them by an optimal mechanism? Do considerations of

a trader posing with multiple identities—a practice typically referred to as “Sybiling”—in this

case affect the characterization of incentive compatibility (perhaps similarly to the prediction
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market literature)? Fourth, how does this model work in a multi-period setting, where traders’

information potentially evolves over time? For the latter case, the exchange could be allowed to

shift throughout time subject to various types of restrictions, such as either only through its tracked

price, its aggregate demand curve as well, or a richer set of parametric choices. Finally, one can

imbue this model also with signals for AMMs that use oracles with delay, noise, or manipulation

risk. These AMMs have been arising lately in the practical field, and it would be impactful to study

how they could improve the liquidity provisioning landscape.

In Chapter 5, we inititate the study of the welfare cost that stale prices offered by an AMM

impose on liquidity providers. We define these adverse selection costs as LVR. The formula becomes

sharp in the constant-product AMM (such as the one used by Uniswap v2): the instantaneous LVR

normalized to the AMM’s portfolio value equals 𝜎2/8 where 𝜎 is the volatility of the asset. Our

model has been shown to accurately predict the practical returns of LPs, and yielded concrete AMM

design ideas, including oracle-based AMMs, the use of dynamic fees—for example covarying with

volatility—and mechanisms that sell the rights to arbitrage the pool. In Chapter 6, we add trading

fees, discrete block arrivals, and gas fees to our model. Crucially, this extended model still shows

that LVR is the fundamental quantity that represents the overall exchange dislocation due to stale

pricing, to be distributed among validators (in the form of gas fee revenue), arbitrageurs’ profits,

and a portion returning to the LPs via trading fees. As a consequence of our work, we show—for

the first time—an economic reason for the reduction of block times: faster blockchains reduce LP

losses from arbitrage on AMMs. Lower gas costs have the same positive impact. The fundamental

reason comes down to intensifying arbitrageur competition, whether making it more frequent or

easier to occur.

There is a rich set of questions pertaining to these chapters as well: for instance, how would

strategic validator behavior (such as MEV auction dynamics) affect arbitrage profits? We conjecture

that the marginal arbitrageur latency advantage (in terms of exploiting the stale prices) would be the

sole remaining value appearing as arbitrage profits in such a strategic environment, and the common

component of the arbitrageur gains among many competing arbitrageurs would be converted into
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validator revenue. One can also extend our model to incorporate signals for AMMs that rely on

delayed, noisy, or manipulable oracles. These AMMs have recently emerged in practice, and it

would be impactful to study how they might improve the liquidity provisioning landscape.

A broader set of fruitful directions could involve parallels to the framework used at the core

of the thesis to study the problem of automated exchange: is there a similar viewpoint of such a

central object as demand curves in lending markets and markets for on-chain derivatives?

Last but not least, another consideration worthy to be pursued in future research is how liquidity

provisioning and trading strategies work, when automated market makers play a more significant

role in price discovery, e.g., when the proportion of traded volume on AMMs is comparable to that

on off-chain markets. The author of the thesis predicts such a regime to be significant in future

applications.
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