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Abstract

Dose Optimization Methods for Novel Cancer Therapies in the Presence of Patient Heterogeneity

Rebecca B. Silva

Poor dose optimization in cancer trials leads to poor patient outcomes in tumor suppression

and drug tolerance as well as failures in the drug development process. Most phase I clinical

cancer trials still use traditional dose-finding methods, which are inadequate for evaluating novel

cancer therapies, such as molecularly targeted agents and immunotherapies. Traditional

approaches include using rule-based designs instead of model-based designs, assuming one dose

should be recommended to all patients, and assuming the higher the dose, the better. This

dissertation aims to address each of the inefficiencies that exist in phase I trials to optimize patient

and trial outcomes in oncology, specifically in settings where the patient population is

heterogeneous, i.e., settings where eligibility criteria have been expanded or settings evaluating a

therapy that targets multiple tumor types and mutations.

In the first part of this work, we address the inefficiencies of rule-based designs and the

barrier to implementation of model-based designs. We use published phase I trials that used the

most common rule-based method, the 3+3 design, and compare the trial outcomes to those

obtained with novel model-based designs. In the second part of the work, we propose a broadened

eligibility dose-finding design to address the situation of unknown patient heterogeneity in phase I

cancer trials where eligibility is expanded, and multiple eligibility criteria could potentially lead

to different optimal doses for patient subgroups. Lastly, we address patient heterogeneity in

efficacy by developing a dose-optimization design that accounts for patient-specific



characteristics, toxicity, pharmacokinetic data, and efficacy to identify the target population and

inform the optimal dose for each subpopulation.

The findings in each work highlight the advantages of model-based designs, particularly

when tailored for the therapy and patient population in question. Using published dose-finding

trials, we show that novel designs would recommend different doses about 40% of the time and

confirm the advantages of these designs compared with the 3 + 3 design, as suggested previously

by simulation studies. When accounting for heterogeneity in toxicity, the broadened eligibility

design identified when the expanded subpopulation should be recommended a lower dose due to

their tolerance and identified the criteria affecting toxicity at least 60% of the time in simulation

studies. The dose-optimization design, focusing on heterogeneity in efficacy, demonstrated that a

model-based approach to identifying the target population can be effective. Further, in the

presence of heterogeneity, patient characteristics relating to molecular tumor characteristics were

identified correctly, and a different optimal dose was recommended for each identified target

subpopulation. The simulation studies of all proposed designs show that accounting for

heterogeneity, even when the source of heterogeneity is unknown, is beneficial. In addition, the

simulation studies highlight the poor performance of a naive method that recommends one dose

for all.

Our findings in this dissertation reveal the large proportion of the patient population that

will be incorrectly dosed if inappropriate dose-finding designs are used. While we cannot directly

understand the effect of dose selection on cancer trial outcomes, it is likely that not handling

characteristics of novel cancer therapies early on contributes to the high attrition rates of cancer

trials and the toxicity burden encountered in later trials and post-approval studies.
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Chapter 1: Introduction

Dose-�nding oncology clinical trials aim to �nd the recommended dose of a new cancer ther-

apy, combination of therapies, or dosing schedule for cancer patients. Dose-�nding studies are

usually conducted in the �rst phase of drug development, otherwise known as a phase I trial or

�rst-in-human study. Figure 1.1 provides an overview of how phase I relates to other phases in

drug development including the other clinical phases, phase II and phase III, pre-clinical studies,

drug approval, and post-marketing studies. In the clinical phase there are three phases. In the �rst

phase, the primary focus is to understand the safety of the therapy in cancer patients and �nd a dose

that is safe and potentially effective. The secondary objective is to understand the pharmacokinet-

ics (PK) and pharmacodynamics (PD) of the therapy in the body. The dose levels tested in a phase

I trial are determined through the toxicities observed in animals in preclinical studies. Phase I trials

only enroll cancer patients and typically consist of 20-100 patients who all receive the therapy of

interest. Phase II trials study ef�cacy while continuing to monitor safety and determine whether

there is enough evidence of bene�t from the therapy to continue to a larger Phase III study. In a

Phase III trial, a suf�cient level of drug ef�cacy must be demonstrated, along with other require-

ments, for U.S. Food and Drug Administration (FDA) approval. The focus of this dissertation is

on the early stages of drug development and the dose-�nding methods that are used to determine

the optimal dose of a cancer therapy.

Dose-�nding designs can be categorized into three categories: rule-based designs, model-based

designs, and model-assisted designs. Each design sequentially adds cohorts of patients to a dose

and depending on the observed toxicities of a given cohort and rule-based or model-based spec-

i�cations, the dose is either escalated, de-escalated, or kept the same for the next cohort. The

toxicity endpoint for most dose-�nding designs is the binary outcome of a dose-limiting toxicity

(DLT), de�ned as a severe adverse event occurring in the �rst cycle of treatment from a speci�c
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Figure 1.1: Stages of the cancer drug development process

dose. Speci�cally, a DLT is any grade 4 or higher hematologic toxicity or any grade 3 or higher

non-hematologic toxicity, where toxicity grade is de�ned by the Common Terminology Criteria

for Adverse Event (CTCAE) (US Department of Health and Human Services, 2017). In tradi-

tional rule-based dose-�nding methods, the number of observed DLTs at the currently assigned

dose determines the next dose, and eventually the recommended dose. In model-based methods,

the probability of a DLT is estimated at each dose using all trial data and prior information, and the

recommended dose is the dose with an estimated DLT rate closest to the target toxicity rate, de�ned

as the highest rate of DLT that clinicians deem acceptable. In cancer trials, the target toxicity rate

is often between0•20and0•35, meaning20%to 35%of patients are expected to experience a DLT

at the recommended dose. Model-assisted designs can be seen as a mix between rule-based and

model-based designs; they use prior information and statistical models to determine pre-speci�ed

de-escalation and escalation rules for the trial.

An optimal dose-�nding design should maximize the recommendation and assignment of pa-

tients to the true optimal dose and minimize the recommendation and assignment of patients to

subtherapeutic or highly toxic doses. The challenge in dose-�nding is to balance simplicity in im-

plementation, effectiveness in optimizing patient outcomes, and safety. For example, rule-based

designs are easy to implement and conservative in regard to safety, limiting their adaptability, ef-

�ciency, and accuracy in identifying the recommended dose. Model-based designs, on the other

hand, demonstrate more accuracy in �nding the recommended dose and assigning more patients

to the recommended dose, but require model speci�cations and model re�tting before each patient

cohort is assigned a new dose. Figure 1.2 gives a list of advantages and disadvantages of each of

2



Figure 1.2: Features of rule-based, model-assisted, and model-based designs in comparison.

the three broad categories of dose-�nding designs.

The type of cancer therapy evaluated in a phase I trial plays a major role in the type of

dose-�nding design that should be used. Characteristics of traditional cancer therapies such as

chemotherapies and radiotherapies differ greatly from those of more novel anticancer agents such

as molecularly targeted agents (MTA) and immunotherapies. For traditional cytotoxic cancer ther-

apies, it is assumed that as dose increases, both toxicity and ef�cacy of the therapy increases.

Therefore, the recommended dose is known as the maximum tolerated dose (MTD) and toxicity

tends to be the primary endpoint in dose-�nding designs. The systemic nature of chemotherapies

also makes them generally more toxic than novel anti-cancer agents. Therefore, for these newer

agents, the expectation of reaching such a high target toxicity rate may not be necessary. Addi-

tionally, for more novel cancer therapies, it may not be the case that tumor suppression increases

with dose. While it is still assumed that toxicity increases with dose, the highest safe dose, or

MTD, might not be the most ef�cacious or might be just as ef�cacious as a safer dose (Korn, 2004;

Parulekar & Eisenhauer, 2004; Reynolds, 2010; Brock et al., 2021). Therefore, identifying the

recommended dose through both toxicity and ef�cacy endpoints is more relevant when evaluating

more novel cancer therapies.
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Most current dose-�nding trials make the default assumption that the highest dose below some

toxicity limit should be the dose that is recommended for subsequent phases. Poor dose optimiza-

tion is evident in FDA-approved cancer therapies and is a likely cause of failure for many therapies

in the drug development process (Zirkelbach et al., 2022). While many novel cancer therapies

have been developed which have alternate ef�cacy pro�les, many dose-�nding trials still identify

the MTD as the optimal dose. This dose selection paradigm is incompatible with novel therapies

since a higher dose often leads to increased toxicity but may not lead to increased bene�t in re-

sponse. Additionally, many of these therapies have longer expected treatment durations between

months to years, making the goal of long-term toleration more pressing (Shah et al., 2021). A

recent review of FDA approved therapies between 2019 and 2021 found that dose modi�cations,

interruptions, and discontinuations were frequent at the recommended dose, where the MTD was

the recommended dose a third of the time (Zirkelbach et al., 2022). Poor dose optimization pre-

vents patients from getting the most out of therapy and can have a long-lasting impact on a patient's

quality of life.

The FDA, Friends of Cancer Research, and many cancer clinicians and statisticians have ad-

vocated for a paradigm shift in dose-�nding (Bullock et al., 2016; Nie et al., 2016; Friends of

Cancer Research, 2021; Shah et al., 2021; Zirkelbach et al., 2022). Improved dose selection will

require integrating multiple data sources into clinical trials such as exposure, clinical response,

and toxicity, including long-term toxicity, across a range of doses. Project Optimus, an initiative

by the FDA and others, gives recommendations for the dose-optimization paradigm, starting with

the framework that less is more with regard to dose (Food and Drug Administration, 2022). Due

to the toxicities seen post-approval and the failure of many cancer trials, the exposure-response

relationship of a therapy must be integrated into dose-�nding trials. Even in the case of cytotoxic

chemotherapies, it has been argued that the MTD should only be chosen with strong justi�cation

that there is a worthwhile increase in ef�cacy compared to other doses, given the toxicity burden

on patients (Zirkelbach et al., 2022). Another key aspect of dose-optimization is randomization

of patients among considered doses. Since newer therapies often treat patients across different
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tumor types and genetic characteristics, randomization allows comparison across many different

patient characteristics. In addition to ensuring tolerability across considered doses, it is important

to understand ef�cacy to evaluate the risk-bene�t trade-off of each dose and the exposure-response

relationship. Often, the objective response rate (ORR) is used to estimate ef�cacy, but other clinical

biomarkers have also been suggested (Guo et al., 2018; Biard et al., 2021; Guo et al., 2023). Lastly,

patient heterogeneity, a focus of our work, is a key consideration of the new paradigm as newer

therapies treat patients across a range of tumor or mutation types and thus different subpopulations

may have different optimal doses.

Many current strategies of dose-�nding do not fully address the complexities of cancer dose

selection. Traditionally, to understand the exposure-response relationship further, dose-expansion

cohorts are added to the estimated MTD after an initial dose-escalation trial. The dose-expansion

phase aims to re�ne the estimated recommended dose by understanding initial evidence of ef�-

cacy and further informing the therapy's safety pro�le and PK and PD effects, data that is not

usually integrated into the dose-escalation phase. Cohorts typically range from two to 60 patients

(Bugano et al., 2017) but some trials have involved a few hundred (Apolo et al., 2020) to over

1,000 patients (Merck Sharp & Dohme LLC, 2021). Phase I trials with dose-expansion cohorts

are becoming increasingly common for non-cytotoxic agents (Manji et al., 2013), however most

expansion cohorts are added without using a formal design or set sample size since few statistical

designs exist for the dose-expansion setting. Instead of assigning all patients in this phase to the

estimated MTD, many recommend exploring more doses during this phase to better understand

the dose-toxicity and dose-ef�cacy curves and some designs have been proposed to formalize this

structure (Iasonos & O'Quigley, 2013, 2016; Dehbi et al., 2021, 2023). These methods address

the use of randomization to compare the risk-bene�t trade-off between doses with similar ef�cacy

and offer strategies similar to those used in later phase trials such as hypothesis testing for ef�cacy

(Iasonos & O'Quigley, 2016) or selecting among doses based on a margin of practical equivalence

(Dehbi et al., 2023), but do not address certain complexities of the trial population in cancer trials,

speci�cally target subpopulations and patient heterogeneity.
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In an effort to expedite the drug development process, instead of using the traditional phase I

plus dose-expansion cohort paradigm, seamless phase I/II designs have been proposed which aim

to merge phase I and phase II goals of �nding a recommended dose and evaluating the effectiveness

of the therapy, respectively. Many designs proposed for this setting account for a potentially non-

monotone ef�cacy pro�le and recommend a dose that achieves a desired ef�cacy given tolerability.

Speci�cally, Bayesian designs that jointly model ef�cacy and toxicity and consider some risk-

bene�t trade-off between ef�cacy and toxicity have been proposed (Thall & Cook, 2004; Yuan &

Yin, 2009). Others model toxicity and ef�cacy separately and �nd the optimal dose as the dose

that maximizes ef�cacy or reaches a plateau point of ef�cacy given it satis�es safety and ef�cacy

criteria (Pan et al., 2014; Wages & Tait, 2015; Riviere et al., 2018; Yan et al., 2019). For more detail

on many Bayesian phase I/II designs, refer to Thall et al. (2016) where the phase I/II paradigm

is thoroughly discussed. More recently, methods have also considered other endpoints besides

the common objective response endpoint for ef�cacy and the dose-limiting toxicity endpoint for

toxicity, including progression-free survival (PFS), immune response, and time to toxicity (Guo et

al., 2018; Liu et al., 2018; Biard et al., 2021). Many of these methods address key aspects of dose

optimization, including approaches to evaluate the risk-bene�t trade-off of each dose, estimate the

optimal dose, and randomize patients using an effective and safe procedure. The limitation of many

is that they assume the patient population is homogeneous with respect to ef�cacy, whether that

means the therapy is futile for all or meets the same ef�cacy threshold for all. In phase I/II designs

it is often assumed that all patients enrolled are part of the target population, or the population that

bene�ts most from the therapy. However, the target population is often not known this early, which

limits the number of trials that can be conducted as proposed. Furthermore, many assume that one

dose should be recommended across the target population, even though heterogeneity likely exists.

In this dissertation, we address many current issues in early-phase dose-�nding trials pertaining

to how traditional dose-�nding approaches are inef�cient when dealing with the complexities of

novel cancer therapies. One issue that precedes any model-based development in dose-�nding is

the slow uptake of model-based or model-assisted designs in phase I trials. We start by addressing
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the barriers to implementation of model-based designs and add a unique perspective designed for

clinicians to demonstrate how past trials could have resulted in alternate dose recommendations

had model-based designs been used. We then address issues with assuming patient homogeneity

in the cancer patient population and propose designs that can account for patient characteristics

to identify more than one recommended dose when necessary. We �rst discuss the expansion of

eligibility criteria in phase I trials evaluating novel cancer therapies, where the patient population

could be heterogeneous in toxicity. Our work is motivated by a phase I cancer trial assessing the

immunotherapy Selumetinib, in which the trial population could have been expanded to be more

representative of the patient population. With the push to broaden the trial population, we develop

a method that can account for the expanded eligibility criteria to assess whether more than one

dose should be recommended depending on patient characteristics to maintain patient safety. We

then address issues of patient heterogeneity in ef�cacy and the assumption that the highest safe

dose is the optimal dose for novel cancer therapies. In this setting, we target many complexities

of dose-�nding, including late-onset of patient outcomes, subpopulations for which the therapy is

futile, and the potential need to recommend more than one dose across the patient population.

1.1 Slow uptake of model-based designs

Traditional rule-based methods such as the 3 + 3 design (Storer, 1989) continue to be the most

commonly used method for �nding the MTD in phase I clinical trials because of their simplicity

(van Brummelen et al., 2016; Chiuzan et al., 2017). Criticisms of the 3 + 3 design include that

it has slow dose escalation and a rigid structure that does not allow for �exibility in de�ning the

target toxicity rate or incorporating previous data (Le Tourneau et al., 2009; Paoletti et al., 2015).

Furthermore, many characteristics of novel cancer therapies cannot be accounted for through a

rule-based design. It may be unnecessary to reach the �xed target toxicity rate in the 3+3 design

(33%) since lower doses may be just as ef�cacious as ones reaching higher toxicity (Brock et al.,

2021). Model-based designs allow �exibility in de�ning the target toxicity rate. Additionally, de-

layed toxicities have been evident in many targeted therapies and immunotherapies, indicating a
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longer observation period should be accounted for (Postel-Vinay et al., 2009; Lee et al., 2016; Ji

et al., 2018). Model-based designs can account for longer observation windows and unobserved

outcomes when making a dose recommendation through using a weighted likelihood method or

missing data methods (Cheung & Chappell, 2000; Yuan & Yin, 2009). Beyond the stated ad-

vantages of toxicity-focused model-based designs, model-based and model-assisted designs are

required when including any additional endpoints, such as ef�cacy, to better inform dose recom-

mendations.

Simulation studies have been the primary tool used to demonstrate the inef�ciencies of the

3+3 design since they allow researchers to assume a true MTD and evaluate the frequency with

which various designs select the correct dose under various trial scenarios. Multiple simulation

studies have shown that model-based or model-assisted designs such as the continual reassessment

method (CRM) (O'Quigley et al., 1990) and the Bayesian optimal interval (BOIN) design (Yuan

et al., 2016) outperform the 3 + 3 design in terms of identifying the true MTD more often while

using fewer patients, allotting more patients to the MTD, and accommodating the design to suit

speci�c drug characteristics (Babb et al., 1998; Storer, 2001; Thall & Lee, 2003; Iasonos et al.,

2008; Yuan et al., 2016). Additionally, the 3 + 3 design has been shown to give biased estimates of

the MTD by selecting a dose whose toxicity rate is not close to the target toxicity rate (He et al.,

2006) and the CRM exposes fewer patients to highly toxic doses compared with the 3 + 3 design

(O'Quigley, 1999).

Despite the advantages of these novel designs in simulation studies, model-based and model-

assisted designs are yet to be fully accepted and adopted in clinical research (Rogatko et al., 2007;

Jaki, 2013; van Brummelen et al., 2016). This slow uptake could be due in part to the designs'

statistical complexity or clinicians' lack of familiarity with the designs (Love et al., 2017; Wheeler

et al., 2017). These barriers have been addressed, with limited success, through the addition of

tutorial papers on implementation, modi�cations of designs, new software, and acknowledgment

of adaptive designs in guidance documents (Garrett-Mayer, 2006; Cheung, 2011; O'Quigley et al.,

2017; Wheeler et al., 2017; Food and Drug Administration, 2019). A review of phase I trials even
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found that using model-based designs yields a substantially higher proportion of effective agents

in successful phase III trials compared with the 3 + 3 design (Conaway & Petroni, 2019). Another

common reason mentioned by clinical investigators is that simulation studies are not suf�ciently

convincing to warrant the additional design complexity given that these novel designs have not

been compared in the context of real dose-�nding clinical trials.

In the �rst part of this dissertation, we apply novel model-based designs to published phase

I oncology trials that used the 3 + 3 design to evaluate the trial-speci�c level bene�ts of using

novel designs and ask the question: would the recommended dose have been different using novel

dose-�nding designs?

1.2 Patient heterogeneity in toxicity

We also focus on the issues in dose-�nding for patient populations in which cancer eligibility

criteria have been expanded. The majority of phase I trials recommend one MTD, assuming all

eligible patients have similar tolerability to the new treatment. Over the past decade, the expan-

sion of eligibility criteria for cancer trials which were initially designed for cytotoxic chemother-

apies has been advocated. Several authors have found that the inclusion of patients with brain

metastases, HIV, or prior cancers, does not affect trial outcomes and better re�ects the intended

patient population (George, 1996; Kim et al., 2015; Beaver et al., 2017; Kim et al., 2017; Malik &

Lu, 2019). In 2017, the American Society of Clinical Oncology (ASCO), Friends of Cancer Re-

search, and the US Food and Drug Administration published new recommendations for exclusion

criteria that should be reconsidered including brain metastases, HIV and AIDS, organ dysfunc-

tion, prior or concurrent cancers, and a minimum age for enrollment (Kim et al., 2017; Food and

Drug Administration, 2020). Moreover, eligibility criteria such as concomitant medications, prior

therapies, performance status, liver or renal dysfunction, and laboratory values such as levels of

bilirubin, platelets, hemoglobin and alkaline phosphatase, continue to be questioned and evalu-

ated by ASCO and Friends of Cancer Research (Harvey et al., 2021; Liu et al., 2021; Magnuson

et al., 2021; Osarogiagbon et al., 2021). While many of the expanded eligibility criteria are not
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expected to necessarily lead to increased toxicity in these populations, expansions must be done

cautiously to ensure patient safety. Speci�cally, dose-�nding methods should account for the po-

tential of heterogeneous populations where patient subpopulations could have different tolerances

and subpopulation-speci�c doses should be recommended.

The methods that have been proposed in the phase I setting to account for patient heterogeneity

require the speci�cation of patient covariates or subpopulations that are assumed to differentiate

the population with respect to toxicity pro�les and MTD. These methods include extensions of

the Continual Reassessment Method (CRM) (Piantadosi & Liu, 1996) and the Escalation with

Overdose Control which allow for the addition of a patient-speci�c covariate to the dose-toxicity

model (Babb & Rogatko, 2001; Cheng et al., 2004). Moreover, there are methods that allow for

the pre-speci�cation of subpopulations including the two-sample CRM (O'Quigley et al., 1999),

the two-sample CRM for ordered groups (O'Quigley & Paoletti, 2003), and isotonic designs for

multiple ordered risk groups (Yuan & Chappell, 2004) and partially ordered risk groups (Conaway,

2017). More recently, Morita et al. (2017) proposed a hierarchical Bayesian approach that uses

subgroup-speci�c intercepts and Chapple and Thall (2018) proposed a Bayesian method that uses

Spike and Slab priors on subgroup parameters to account for multiple subgroups. These methods

can adaptively combine subgroups based on similar risk. None of these proposed methods is

ef�cient or appropriate in the setting of broadened eligibility criteria where heterogeneity is either

suspected but the source is not known, or heterogeneity is not generally expected beforehand, but

should be accounted for to ensure safety. Methods addressing multiple patient covariates have been

proposed in the phase I/II setting where the canonical partial least squares method (Guo & Yuan,

2017) or Bayesian Lasso (Kakurai et al., 2019) is used to determine a personalized optimal dose.

In the setting of broadening eligibility criteria, there is motivation to separate phase I and II trials

or �rst focus on toxicity and identify the upper threshold of safety. Lack of understanding toxicity

can lead to major safety concerns in subsequent trials, and the assumed subgroups for safety may

differ from those for ef�cacy.
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1.2.1 Motivating example 1

We are motivated by a phase I trial that evaluated intermittent dosing of Selumetinib, a mitogen-

activated protein kinase kinase (MEK) inhibitor, in patients with uveal melanoma. The study

evaluated six doses of Selumetinib (100, 125, 150, 175, 200, 225 mg) and estimated the MTD

using the Time-to-Event CRM (TITE-CRM) with a target toxicity rate of 25% in 28 patients.

Given the rarity of uveal melanoma, accrual took over three years with three large sites. The

principal investigator of the trial identi�ed four criteria (creatinine, hemoglobin, platelet levels,

and the presence of known or suspected brain metastases) that could have been loosened to allow

more patients to bene�t from the trial. For example, creatinine level captures renal function and

between 12% and 53% percent of cancer patients have chronic kidney disease (Kitchlu et al., 2018).

If eligibility criteria were to expand, the design of this phase I trial would require accounting for

these four criteria to ensure patient safety, since knowledge about their association with toxicity

is limited. Some of these criteria could affect the probability of toxicity of Selumetinib. For

example, renal impairment has been associated with increased risk of toxicity, leading investigators

to account for degree of renal dysfunction when determining dose (Leal et al., 2011; LoRusso et al.,

2012; Lameire, 2014). However, dose reductions have been found to not always be necessary (Leal

et al., 2011). If the loosened criteria are not accounted for and at least one criterion is associated

with increased risk of toxicity, the design could overestimate the MTD for these patients. A dose-

�nding design that can screen for the expanded eligibility criteria, assess whether it is necessary to

account for them, and recommend more than one MTD if needed is missing in the literature.

1.3 Patient heterogeneity in ef�cacy

Some of the phase I/II designs mentioned previously, have been extended to account for patient

heterogeneity and identify more than one optimal dose for de�ned subpopulations. Extensions in-

clude accounting for a binary patient biomarker that differentiates the patient population into two

subgroups (Guo & Zang, 2022a, 2022b). Others allow for more subgroups by accounting for
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subgroup effects and using shared information to adaptively combine and re-separate subgroups

(Lee et al., 2021; Curtis et al., 2022; Guo et al., 2023). While these methods all address patient

heterogeneity in a dose-optimization framework, there is less focus on identifying the target popu-

lation since most assume the therapy is ef�cacious for all, even if the optimal doses differ among

subpopulations. Additionally, even though some methods are �exible with their subpopulation

assumptions by adaptively combining subgroups or dividing combined subgroups if supported by

data, the designs are intended for trials where heterogeneity is known or suspected for speci�c

pre-de�ned subpopulations. The designs are not as applicable for trials with limited knowledge

about patient heterogeneity even when it is suspected, and therefore the subpopulations should be

learned through the design instead of modi�ed by the design.

Some proposed phase I/II methods include a more realistic number of patient characteristics

or biomarkers and let the data reveal the subgroups instead of making those assumptions pre-trial

(Guo & Yuan, 2017; Kakurai et al., 2019). Guo and Yuan (2017) propose a phase I/II dose-�nding

method that can incorporate many patient covariates potentially associated with toxicity or ef�cacy

using canonical partial least squares (CPLS) and a latent variable approach. Along a similar line,

Kakurai et al. (2019) propose a phase I/II design that uses a Bayesian Lasso method to identify

covariates associated with toxicity or ef�cacy and determine an individualized optimal dose (IOD)

based on gene mutation pattern. The motivating example used in the two proposed methods is a

phase I trial evaluating entrectinib in patients with locally advanced or metastatic cancer targeting

�ve molecular alterations (Drilon et al., 2017). Since these methods were proposed, however, more

information on the entrectinib trial was obtained revealing complexities in the patient population

that neither method is able to account for. For example, these methods only considered the binary

covariate of molecular alteration gene location (NTRK1/2/3, ROS1, or ALK), however, in the pa-

tient population, no patient had more than one molecular alteration location so the binary variables

should have been treated as one categorical variable and other patient characteristics should have

been accounted for to address patient heterogeneity. Additionally, it is dif�cult to extract clear

information learned from these designs, since there is more focus on patient-speci�c dosing rather
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than learning about subpopulations through variable selection.

The dose-�nding literature is missing a dose-�nding design that can account for unknown

patient heterogeneity under the dose-optimization paradigm for novel cancer therapies. Patient

heterogeneity is increasingly common in trials evaluating novel therapies. In a review of 122

dose-�nding trials between 2008 and 2014, one third of the trials had patient populations that were

heterogeneous among solid tumor type (Brock et al., 2021). At such an early stage of dose-�nding,

much of the heterogeneity cannot and should not be assumed and a design should be able to iden-

tify the subgroups of patients that respond from those that do not, and among those that do respond,

account for the possibility of more than one optimal dose.

1.3.1 Motivating example 2

Our proposed dose-optimization design to handle patient heterogeneity in ef�cacy is motivated

by two phase I trials conducted to evaluate the safety and antitumor activity of entrectinib, a se-

lective inhibitor of the tyrosine kinases TRK A/B/C, ROS1, and ALK in patients with locally

advanced or metastatic cancer with con�rmed NTRK 1/2/3, ROS1, or ALK molecular alterations

(Drilon et al., 2017). Drilon et al. (2017) summarizes the two phase I trials, study STARTRK-1

(n = 65) and study ALKA-372-001 (n = 54), which assigned patients to body surface area based

doses of 100, 200, and 400mg/m2 and �xed doses of 600mg and 800mg using the traditional 3+3

dose-escalation design.

Toxicity was indicated by the occurrence of a �rst-cycle DLT, de�ned as any Grade2 or higher

central nervous system toxicity, Grade3 or higher non-hematologic toxicity, or Grade3 or higher

hematologic toxicity according to the National Cancer Institute Common Terminology Criteria for

Adverse Events (v4.03) (Drilon et al., 2017). The ef�cacy outcome analyzed was the objective

response rate (ORR), de�ned as the proportion of patients with con�rmed complete response or

partial response that persisted on repeat imagining� 4 weeks after initial documentation of re-

sponse (Drilon et al., 2017). Entrectinib was found to be well-tolerated and 600mg was found to

be the �xed-dose MTD at which additional patients were added and the recommended phase II
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dose (RP2D) was con�rmed as 600mg. Figure 1.3 shows the distribution of patients among the

�ve doses in the STARTRK-1 trial. About 50% of the trial population was assigned to dose level

4 (600mg). No exploration around dose level 4 was conducted after the MTD was identi�ed, leav-

ing signi�cant uncertainty about the ef�cacy at other doses, even though as a molecularly targeted

agent, entrectinib could have similar ef�cacy at lower doses than the MTD.

The phase II-eligible population was identi�ed as the subpopulation of tyrosine kinase inhibitor

(TKI) treatment-naive patients with a gene fusion involving NTRK1/2/3, ROS1, or ALK, after

analyzing data from the STARTRK-1 and ALKA-372-001 trials. Among the identi�ed phase II-

eligible population, different ORR was found between gene type (NTRK 1/2/3, ROS1, and ALK)

at the MTD, however, no exploration around the MTD seems to have been formally conducted.

The MTD identi�cation is unclear since it does not match the protocol de�nition of “the highest

dose associated with �rst-cycle DLT inŸ 33% of patients” as two DLTs were observed in 12

patients treated at 800mg in the STARTRK-1 trial (Drilon et al., 2017). Furthermore, while PK

data analysis was conducted, it is also unclear how it was used to inform the RP2D since no

design or formal method is used. Instead of determining the MTD with a limited sample size

and then assigning more patients to that dose, more doses should have been explored with the

additional patients. Additionally, enrolled patients were heterogeneous with respect to the type of

molecular alteration, the location of molecular alteration (NTRK1/2/3, ROS1, or ALK genes), and

other patient characteristics such as prior treatments, however no characteristics were incorporated

into dose-�nding. Since many of these patient characteristics are potential predictive markers of

the optimal biological dose and target population, a dose-optimization design could have more

ef�ciently explored doses around the MTD to comprehensively understand their risk-bene�t trade-

off, learned about target subset populations, and accounted for possible heterogeneity in optimal

dose.
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Figure 1.3: Entrectinib dosing in the STARTRK-1 phase 1 trial: number of patients assigned to
each dose. Percentage above bars gives the percent of patients in the trial population assigned to
each dose. Doses are 100mg/m2, 200mg/m2, 400mg/m2, 600mg and 800mg. MTD and Recom-
mended Dose (RD) = 600mg.

1.4 Dissertation overview

The rest of the dissertation seeks to address the complexities of dose-�nding we have discussed

thus far. In Chapter 2, we focus on the barrier to implementation of model-based designs. We ad-

dress the inef�ciency of rule-based designs and demonstrate exactly how different the results of

a phase I cancer trial would be had a model-based or model-assisted design been used instead

of the 3 + 3 design. We compare the estimated MTD based on the observed data to the pre-

dicted MTD had we applied the novel designs for each dose assignment, allowing us to evaluate

the trial-speci�c level bene�ts of using novel designs. In Chapter 3, we propose a model-based

dose-�nding approach to address patient heterogeneity in toxicity, speci�cally for the setting of

expanded eligibility criteria where heterogeneity may be suspected but the source of heterogeneity

in the patient population is unknown. We develop both a frequentist and Bayesian approach and

apply the designs to a redesigned trial of Selumetinib, where four eligibility criteria are expanded

and thus accounted for, and more than one dose is recommended if necessary to ensure patient

safety. The designs are compared with the naive method of assuming all patients should receive

the same dose, highlighting the frequency with which patients would be recommended an unsafe
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or potentially subtherapeutic dose in the presence of heterogeneity. In Chapter 4, we address the

current recommendations of the FDA and Friends of Cancer Research that endorse a paradigm

shift from �nding the highest safe dose to �nding the optimal biological dose. We target many

complexities of dose-�nding in the new setting of addressing both toxicity and ef�cacy, including

longer observation periods, patient heterogeneity in ef�cacy and the need to identify the target

population from the trial population. We apply the design to our motivating example of the entrec-

tinib trial, where ef�cacy depended on genetic characteristics. Finally, in Chapter 5 we discuss the

limitations of the proposed designs, the future direction of our work, and how the work contributes

to the current status of dose-�nding in cancer trials.
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Chapter 2: Comparing dose-�nding designs in published trials

2.1 Introduction

The rule-based 3+3 design is the most common dose-�nding design used in cancer clinical

trials. While there has been extensive development in dose-�nding model-based designs, their

actual implementation lags far behind that of rule-based designs. Speci�cally, in a web of science

search of phase I cancer trials published between 2008 and 2014, about 93% of the studies used

a rule-based design and only 5.4% used model-based designs (Chiuzan et al., 2017). To handle

any of the complexities of novel cancer therapies, we need to move to model-based designs so

that we are able to set a therapy-speci�c target toxicity rate and can potentially use an adaptive

design that accounts for longer observation periods and ef�cacy endpoints. Since the rule-based

designs aim to estimate the MTD, we focus on only toxicity in this chapter, using model-based and

model-assisted designs that also estimate the MTD.

While many simulation studies have shown that model-based designs such as the Continual

Reassessment Method (CRM) or model-assisted designs such as the Bayesian Optimal Interval

Design (BOIN) outperform the 3+3 design in that they identify the true MTD more often, require

a smaller sample size, and assign more patients to the MTD, there has been very slow uptake of

the designs and the 3+3 continues to be the most widely used design. An often cited reason for the

slow uptake is that there is no evidence that results would differ in the context of a real trial. Since

no prior literature directly compares these methods, we explore whether these designs would yield

different results using observed trial data.

The rest of the chapter is organized as follows. In Section 2.2, we introduce the most well-

known rule-based, model-based, and model-assisted designs, the 3+3, the CRM, and the BOIN,

respectively. The rest of the chapter contains contents of the peer-reviewed manuscript published
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in the Journal of Clinical Oncology (JCO) Precision Oncology and publically avaiable at https:

//ascopubs.org/doi/full/10.1200/PO.21.00136(Silva et al., 2021). In Section 2.3, we discuss how

data from phase I trials was obtained and the comparison approaches we implement. We then

demonstrate how these novel designs are different from the 3+3 design in Section 2.4. Lastly, in

Section 2.5, we discuss the signi�cance of the �ndings and how they complement what simulation

studies have previously shown.

2.2 Background

2.2.1 The rule-based 3+3 design

A basic �owchart of the 3+3 design is shown in Figure 2.1. The design assigns patients to a

drug in cohorts of three, starting at the �rst dose level and escalates if no DLTs are observed. If

one DLT is observed at the given dose level, the new cohort is assigned the same dose and if two

DLTs are observed, the trial is stopped and the dose level below is chosen as the MTD. If the trial

continues, once two or more patients out of six experience a DLT at the same dose, the MTD is

de�ned as the dose below (Storer, 1989). There are many modi�cations of the 3+3 design that

use a different cohort size or rule to select the MTD (Storer, 1989). Criticisms of the 3+3 design

and its modi�cations include slow dose escalation, slow convergence to the true MTD, and a rigid

structure that does not allow for �exibility in de�ning the target toxicity rate or incorporation of

past data or assumptions.

2.2.2 Model-based designs

Since many model-based dose-�nding designs use Bayesian inference to estimate model pa-

rameters, we �rst give a brief introduction to Bayesian estimation. Bayesian inference uses the

current evidence and prior information to estimate the distribution of the parameter of interest,\ .

Prior information of a parameter is incorporated by specifying a `prior' distribution,5¹\ º. Current

evidence is given through the likelihood function of the data^ , ! ¹\ j^ º = 5¹^ j\ º. An updated
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Figure 2.1: Flowchart of dose escalation in 3+3 design.

distribution of\ , known as the posterior distribution, is found using Bayes rule,

5¹\ j^ º =
5¹^ j\ º 5¹\ º

5¹^ º
– (2.1)

where 5¹^ º =
¯
\ 5¹^ j\ º 5¹\ º3\ is the marginal density of the data. The mean or mode of

the posterior distribution is often used for the estimate of\ . Phase I trials are typically performed

with a small sample size (= = 20 - 100) so Bayesian inference as opposed to maximum likelihood

estimation can have the advantage of giving more reliable estimates with the ability to incorporate

prior information.

For notation in this chapter, let. 8be the8th patient's binary DLT outcome with. 8 = 1 indicating

a DLT was observed and consider a total of� doses,31– •••– 3� . Denotec¹?9º as the probability of

DLT at dose39 where?1– •••– ?� are the standardized doses. Denote?) as the target toxicity rate

and let the current data with= patients beD = = f¹ G8–.8º; 8= 1– •••– =g, where- 8 = G8 is the dose

assigned to the8th patient.

The most well-known model-based design is the Continual Reassessment Method (CRM), de-

veloped by O'Quigley et al. (1990). The CRM estimates the probability of DLT by modeling
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a monotone increasing relationship between dose and toxicity. Common examples for the dose-

toxicity function are the one-parameter power model,c¹?9– Vº = ?4G?¹Vº
9 , and the one- or two-

parameter logistic model, logitf c ¹?9– U– Vºg= U¸ ?9exp¹Vº whereUis �xed for the one-parameter

model. To ensure the function is reasonably speci�ed over the dose levels, a prior guess of DLT

probabilities at each dose,00, known as theskeleton, is speci�ed such that?9 satis�esc09 = c¹?9º

for 9= 1– •••– �. Given the working model, a prior distribution for the model parameters, the scaled

doses, and the binomial likelihood,

! ¹VjD=º =
=Ö

8=1

c¹G8– Vº. 8»1 � c¹G8– Vº¼1� . 8– (2.2)

the estimate forV, V̂=, is obtained through Bayesian inference and the next dose for the=¸ 1th

patient is

G=¸ 1 = argminG2f ?1–•••–?� gjc ¹G–̂V=º � ?) j• (2.3)

Similarly, the MTD is the dose with estimated probability of toxicity closest to the target tox-

icity rate once the maximum sample size is reached. Therefore,G=¸ 1 would be the MTD is= ¸ 1

is the maximum sample size for the trial. Often, a no-skipping rule is imposed so that the next

dose level assigned is at most one dose level away from the current dose. Maximum likelihood

estimation can be used to estimateVbut a dose-escalation scheme such as the up-and-down design

(Liu et al., 2013) must be used until both. 8 = 1 and. 9 = 0, 8< 9, are observed.

The Bayesian Optimal Interval Design (BOIN) is another novel dose-�nding method classi�ed

as a model-assisted design (Yuan et al., 2016). Model-assisted designs rely on statistical models

but can be summarized with a decision tree similar to rule-based methods. The BOIN uses two

pre-speci�ed cutoff boundaries, the dose escalation_4 and de-escalation_3 boundaries, which are

determined through Bayesian inference, to determine the next dose. The observed DLT rate at

the current dose is compared to the escalation and de-escalation boundaries to indicate whether

to escalate to the next highest dose, stay at the current dose, or de-escalate to the next lowest
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dose. The boundaries are determined to minimize the probability of assigning an incorrect dose.

Incorrect and correct decisions are formulated using the following three hypotheses,

� 0 : ?: = ?) ; � 1 : ?: = ?) 1; � 2 : ?: = ?) 2–

where?: is the true probability of MTD at doseG: , ?) 1 is the highest toxicity probability deemed

subtherapeutic such that dose-escalation should occur, and?) 2 is the lowest toxicity probabil-

ity deemed overly toxic such that de-escalation should occur. Thus, the correct decisions for

� 0– � 1–and� 2 are to stay at the current dose, escalate, and de-escalate, respectively. Default

values for?) 1 and ?) 2 to obtain desirable power given a reasonable sample size are¹0•6º?) and

¹1•4º?) , respectively. Giving each hypothesis a noninformative prior probability of being true, Liu

and Yuan (2015) �nd the interval¹_4– _3º which minimizes the expected decision error rate as,

_4 = log
n1 � ?) 1

1 � ?)

o
• log

n?) ¹1 � ?) 1º
?) 1 ¹1 � ?) º

o
(2.4)

_3 = log
n1 � ?) 2

1 � ?)

o
• log

n?) 2 ¹1 � ?) º
?) ¹1 � ?) 2º

o
• (2.5)

When the prior probabilities of each hypothesis are equal, as with a noninformative prior, the

boundaries are independent of current sample size and dose level. Thus, no adjustment is required

during the trial. Finally, to choose the recommended MTD, isotonic regression is performed on the

observed DLT rates to ensure a monotonic relationship between dose and toxicity and the MTD is

chosen as the highest dose at which the isotonic-adjusted DLT rate is closest to the target toxicity

rate,?) .

2.3 Methods

To obtain a representative sample of at least 20 dose-�nding trials, we randomly sampled 60

rule-based studies published from 2008 to 2014 from Chiuzan et al. (2017). We �rst sampled 30

and obtained 11 trials after excluding designs that did not reach an MTD or include toxicity data,
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Figure 2.2: Selection of dose-�nding trials. DLT, dose-limiting toxicity; MTD, maximum tolerated
dose.

those that did not follow the standard 3 + 3 design in practice, and those that had less than three

dose levels. We then sampled another 30, which yielded 11 more eligible trials (Figure 2.2). Thus,

a total of 22 trials were systematically reviewed to obtain the number of dose-limiting toxicities

(DLTs) and patients at each dose, which we refer to as the published data for each trial. We

estimated the MTD using two approaches, �rst applying the CRM and BOIN to the published

data and second applying each design for each dose assignment and implementing design-speci�c

characteristics, such as cohort size and starting dose on the basis of the recommendations for these

designs. The MTDs were then compared with the original published MTD.
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2.3.1 Using published data

We estimated the MTD with the published toxicity data using the CRM and BOIN designs

assuming the target toxicity rate (TTR) of 0.25 and 0.30 without using any simulations. Rates of

0.25 and 0.30 are common targets used to compare the 3 + 3 design with the CRM and BOIN,

respectively (Iasonos et al., 2008; Yuan et al., 2016). For the CRM, we used the Bayesian esti-

mation in the R package “dfcrm” (Cheung, 2011) and selected the skeleton using the approach by

Lee and Cheung (2009), specifying the prior guess of MTD as the median or greatest dose level

below the median number of total doses. Since the CRM requires the order of dose assignment and

most publications only list the number of patients assigned to each dose level, if the order was not

speci�ed, we obtained the most plausible order of dose escalation assuming a 3 + 3 design. For

example, given six patients on dose level one, followed by three on dose level two, we assumed that

there was one DLT in the �rst cohort of three and zero in the subsequent cohort on dose level one.

For the BOIN, we used the R package “BOIN” and the function select.mtd, which �t an isotonic

regression to select the dose at which the �tted DLT rate is closest to the TTR (Yan et al., 2020).

We did not include the expansion cohort data here because these cohorts were not considered for

dose escalation in the 3 + 3 designs. We compared the selected MTD using the CRM and BOIN

designs with the one in the original published paper.

2.3.2 Using novel methods for actual dose assignments

We applied the CRM and BOIN from the start of the trial and assigned doses on the basis of

the recommendations for these methods. If the dose assignment was to a dose level for which

we had published data and the design used a cohort size of 3, the DLT information for the entire

cohort was taken. If the design used a cohort size of one, we sampled the DLT information without

replacement from the cohort. If published data were not available or already used, we generated

data with a probability of toxicity equal to the observed rate of DLT at the given dose level or the

isotonized DLT rate to ensure monotonicity in the dose-toxicity relationship.

For the CRM, we used the crm function from the “dfcrm” package with each new cohort and
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getprior function for our initial skeleton. We started each trial at the median dose level, did not

allow for dose skipping, and considered cohort sizes of one, CRM(1), or three, CRM(3). The

sample size was calculated on the basis of the approach by Cheung (2013) with a probability of

correction selection of 0.60 and an odds ratio of two. We chose the sample size for all designs as

the closest number larger than or equal to the recommended size that was a multiple of three.

For the BOIN, we used the get.boundary function from the “BOIN” package, with 0.6 × TTR

and 1.4 × TTR as the highest toxicity probability deemed subtherapeutic and overly toxic, re-

spectively, a cutoff of 0.95 to eliminate an overly toxic dose, and an offset of 0.05 to obtain the

escalation and de-escalation parameters (Yan et al., 2020). The select.mtd function was applied

after the maximum sample size recommended for the CRM was reached. We considered an accel-

erated BOIN using cohorts of one until the �rst DLT is observed, BOIN(A), and cohorts of three

throughout, BOIN(3) (Yuan et al., 2016). We started both designs at the �rst dose level (Liu &

Yuan, 2015). For both CRM and BOIN, we repeated this process 1,000 times for each trial and ob-

tained the following measures of comparison from each trial, design, and TTR: the proportion that

each dose was selected as the MTD, the proportion and number of patients assigned to each dose,

the proportion of patients with toxicities at each dose, and the proportion of patients generated.

To contrast the designs, dose assignment and DLT using the trial by Mita et al. (2011) are

displayed in Figure 2.3 along with dose assignments had the CRM and BOIN been implemented

with a sample size of 27 and a TTR of 0.25. The 3 + 3 design had six dose levels with 24 patients

and recommended dose level 5 as the MTD with zero DLTs of four patients and two of six at the

above dose. It also had an expansion cohort where one of 13 patients experienced a DLT. Both

the CRM and BOIN designs recommended dose level 6 as the MTD instead. Starting at dose level

3, the CRMs homed in on the eventual MTD faster and assigned more patients to dose level 6

compared with the BOIN methods, starting at dose level 1.
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Figure 2.3: Dose assignment for one retraced trial by Mita et al. (2011) compared with original
data. (A) CRM(1), (B) CRM(3), (C) BOIN(A), and (D) BOIN(3). The original data are denoted by
circles, and the compared method is denoted by triangles. Solid indicates a dose-limiting toxicity.
BOIN, Bayesian optimal interval; CRM, continual reassessment method.

2.4 Results

Table 2.1 summarizes the observed DLT data from each trial of the 22 trials, ordered by the

number of dose levels in the trial. The median number of dose levels was four, and the median

sample size was 18. Eight trials (36%) included an expansion cohort. The median sample size

including expansion cohorts was 21.5.

2.4.1 Using published data

The recommended MTD level in the published paper and the one obtained from applying the

CRM and BOIN to the published data are shown in Table 2.2. The recommended MTD by the

CRM, using a TTR of 0.25, matched the published MTD in 12 trials (55%), was higher by one

dose level in nine trials (41%), and was lower by one dose level in one trial (4%). The estimated
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Table 2.1: Number of Dose-Limiting Toxicities and Patients Assigned to Each Dose Level in the
Published Study

Dose Levels
Trial d1 d2 d3 d4 d5 d6 d7 d8 d9 d10
Berenson et al 0/3 0/3 3/6

Frost et al 1/6
0/6
(1/6)

2/2

Kunz et al0 0/3 1/9 1/6
Ghobrial et al 0/3 0/3 0/3 1/6
Kim et al 0/3 0/6 1/6 3/6

Ma et al0 0/1 0/1
0/5
(0/7)

2/5

Oki et al 0/3 0/3
0/3
(0/19)

2/2

Pollyea et al 0/5 0/3 0/4 1/6
Sadahiro et al 0/3 0/3 0/3 2/6
Sanborn et al 0/3 0/3 1/6 2/4

Simonelli et al 0/3 0/3 1/6
1/6
(0/9)

Tevaarwerk et al 0/3 1/6 0/3 3/3

Gerecitano et al 0/3 0/3 0/3
0/7
(0/4)

2/2

Jakacki et al 0/3 0/3 0/3
1/6
(2/17)

2/4

Kurzrock et al 0/3 0/3 0/3 0/3 2/6
Wood et al 0/3 0/6 0/6 1/6 2/3

Mita et al 0/3 0/4 0/3 0/4
0/4
(1/13)

2/6

Garcia et al 0/4 0/4 0/3 0/4 0/5 0/5 2/6
Kantarjian et al 0/6 0/3 0/4 0/3 0/3 1/6 2/4
Harada and Omura 0/3 0/3 0/3 0/3 0/3 0/60/3 2/6
Younes et al 0/3 0/4 0/3 0/3 0/3 0/41/12 3/12 1/1
van Laarhoven et al1 0/3 0/3 0/5 1/7 0/3 0/3 0/3 0/3 0/3 1/6

Notes: Maximum tolerated dose identi�ed is in bold; the numbers in parentheses are additional
patients enrolled in an expansion cohort.0Maximum tolerated dose selection was not based on
3+3 design.1van Laarhaven et al have 17 dose levels for d11-d15: 0/3, d16:0/6, and d17: 2/3.
Expansion cohort for d16: 0/4.

DLT rate for the chosen dose ranged from 0.13 to 0.31. The recommended MTD by the BOIN,

using a TTR of 0.25, matched the published MTD in 14 trials (64%) and was higher by one dose

level in eight trials (36%). The estimated DLT rate for the chosen dose ranged from approximately
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0.01-0.40.

Table 2.2: Comparison of Dose Level Recommended as the MTD with the Original Published Data
MTD Using CRM MTD Using BOIN

DLT Rate DLT Rate
Trial Publication MTD 25% 30% 25% 30%
Berenson et al. 2 2 3 2 3
Frost et al. 2 2 2 2 2
Kunz et al.0 20 3 3 3 3
Ghobrial et al. 4 4 4 4 4
Kim et al. 3 3 4 3 3
Ma et al.0 30 4 4 4 4
Oki et al. 3 3 3 3 3
Pollyea et al. 4 4 4 4 4
Sadahiro et al. 3 4 4 4 4
Sanborn et al. 3 3 4 3 3
Simonelli et al. 4 4 4 4 4
Tevaarwerk et al. 3 2 3 3 3
Gerecitano et al. 4 4 5 4 4
Jakacki et al. 4 4 5 4 4
Kurzrock et al. 4 5 5 5 5
Wood et al. 4 4 5 4 4
Mita et al. 5 6 6 6 6
Garcia et al. 6 7 7 7 7
Kantarjian et al. 6 7 7 6 6
Harada and Omura 7 8 8 8 8
Younes et al. 7 8 9 8 8
van Laarhoven et al. 16 16 17 16 16

Notes: Numbers in bold indicate different dose levels selected from MTD in the publication.
Abbreviations: BOIN, Bayesian optimal interval; CRM, continual reassessment method; DLT,
dose-limiting toxicity; MTD, maximum tolerated dose.0MTD selection differs from 3+3 de-
sign.

For the eight trials for which both the CRM and BOIN recommended higher doses, the DLT rate

in the published data was between 0.18 and 0.40, whereas the observed DLT rate of the dose below,

chosen by the original design, was 0.167, with a median DLT rate of 0 (Table 2.1). The estimated

DLT rate by the CRM and BOIN for a TTR of 0.25 was below 0.31 and 0.40, respectively. There

were nine trials for the CRM and one for the BOIN in which the design with a TTR of 0.30 chose

a higher MTD than that chosen with a TTR of 0.25.
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2.4.2 Using novel methods for actual dose assignments

Comparison of the MTD selected with a TTR of 0.25 compared with the original study is

displayed in Figure 2.4. For both cohort sizes, the MTD selected by the CRM and BOIN was

similar most of the time. In general, the designs would have recommended one dose level higher

than the recommended MTD in the published paper in 8 (36%) of the 22 trials most of the time and

the same dose as the published paper in 14 (64%). For trials in which the designs recommended

one dose higher, the observed DLT rate of the chosen dose was between 0.17 and 0.40, which was

closer to the TTR of 0.25 than the dose below. In six of eight of these trials, the 3 + 3 design chose

the dose level below with a DLT rate of 0. The trials for which the MTD was the same had a DLT

rate of 0.17 or less with the dose above the chosen MTD having a rate 0.50. The BOIN(3) results

differed from the CRM and BOIN(A) for the trials by Kunz et al. (2012) and Kim et al. (2009).

Increasing the sample size by at least three would result in a recommended MTD that matched

the other designs. The CRM(3) chose the dose level above more frequently than the CRM(1) and

BOIN designs in the trial by Tevaarwerk et al. (2009) and van Laarhoven et al. (2010).

With a TTR of 0.30, the CRM was more aggressive for a few of the trials and the BOIN(3) more

closely matched the other designs, shown in Appendix Figure A.1. The inconsistency between

BOIN(3) with the TTR of 0.25 and 0.30 is a result of slow dose escalation with a TTR of 0.25

since it de-escalates after observing a DLT rate higher than 0.30, which is more conservative than

the 3 + 3 design.

For trials with less than �ve dose levels, the sample sizes recommended by the CRM were

typically similar to those used in the 3 + 3 design without an expansion cohort. For trials with �ve

or more dose levels, the CRM had a smaller sample size than what was typically used in 3 + 3

designs. Figure 2.5 shows the distribution of the proportion of patients assigned to the respective

MTD of each method, excluding the expansion cohort for the 3 + 3 design. The proportions of

patients assigned to the respective MTD in the BOIN(A) and both CRM designs were higher than

those in the original 3 + 3, most notably with the CRM designs. For trials without an expansion

cohort, or independent of their expansion cohort, the original design tended to assign a similar
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Figure 2.4: Selection proportion of MTD with a target toxicity rate of 0.25 compared with the
original published data. Information within parentheses of column headers denotes cohort size or
structure. BOIN, Bayesian optimal interval; CRM, continual reassessment method; MTD, maxi-
mum tolerated dose.
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Figure 2.5: Distribution of the proportion of patients assigned to the chosen maximum tolerated
dose of each respective design across all 22 trials, with a target toxicity rate of 0.25. Information
within parentheses on x-axis denotes cohort size or structure. BOIN, Bayesian optimal interval;
CRM, continual reassessment method.

if not greater proportion of patients to doses with high DLT rates (¡ 0.50) compared with the

CRM(1), CRM(3), and BOIN(3).

It should be noted that given that the CRM started at a higher dose level, approximately half

of the patient DLT information was simulated; for the BOIN that started at the same dose as the

original trial, about a quarter was simulated (Appendix Table A.1). Finally, stopping rules can be

imposed for the CRM and BOIN designs, although they were not included in this study.

2.5 Discussion

Using published data from 22 dose-�nding clinical trials, we demonstrated that using novel

designs, the selected MTD would have been the dose above the published MTD for approximately

40% of the trials, both using the published data or if the novel design had been used for the actual

dose assignments instead of the 3 + 3 design. The doses selected by the novel designs were closer

to the target rate than the previous dose, which had observed rates of 0 most of the time. The

CRM with a TTR of 0.30 sometimes resulted in a more aggressive MTD selection when using the
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published data, but matched closely to the CRM with a TTR of 0.25 when using the CRM for each

dose assignment. However, we recommend using a TTR of 0.25 since a TTR of 0.30 does increase

the selection of overly toxic doses. On the contrary, when applying the BOIN to published data, the

recommended MTD across TTRs was similar, but when using the BOIN at each dose assignment,

with a TTR of 0.25, the BOIN(3) sometimes had slow dose escalation, which allowed less patients

to be evaluated at higher doses. Therefore, a TTR of 0.30 is recommended for the BOIN design

or using the option of having a 3 + 3 design run with a TTR of 0.25. Applying both the CRM and

BOIN to published data was for illustration purposes only, demonstrating that even �tting a model

at the end using data that were produced by the 3 + 3 design would have given a different dose

selection more than a third of the time.

Although some investigators may assume that the 3 + 3 design targets right below 33%, it

actually overlooks any dose with an observed toxicity rate higher than 1/6, which is lower than

that previous simulations have found (Ivanova & Wang, 2006). For example, in the trial by Younes

et al. (2010), the 3 + 3 design selected a dose with a DLT rate of 1/12 instead of selecting the

dose with a DLT rate of 0.25 (3/12). Although the 3 + 3 design is favored for its simplicity, its

rule-based nature does not allow for �exibility in choosing a range of acceptable DLT rates or in

making common ad hoc decisions such as altering cohort sizes or adding an intermediate dose

mid-trial.

Our study allows comparison of trials with a range of dose levels. For trials with three levels,

the simplicity of the 3 + 3 design is bene�cial and can offer similar ef�ciency. As the number of

dose levels increased, model-based designs in general had smaller sample sizes and treated more

patients around the MTD. The 3 + 3 design is inef�cient as we found 21 trials (95%) had their �rst

DLT at a dose level greater than or equal to the median dose level and 22 trials (100%) chose an

MTD at or above this dose level. The BOIN(A), CRM(1), and CRM(3) all mitigate inef�ciency

through faster dose escalation, starting at median dose level or both.

Our approach for comparing the 3 + 3, CRM, and BOIN designs against each other is novel

in its ability to compare them in the context of real trials. However, one limitation is that we do
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not know the true MTD or DLT rates like in a simulation study. Thus, we can only compare the

recommended MTDs against each other and make judgements on the basis of the observed and

estimated DLT rates. Moreover, we were not able to connect most trials to later phase trials or

approved dosages since many did not lead to successful trials. High attrition rates pose a large

problem in the success of oncology trials, which could be due in part to overly conservative MTDs

that do not lead to ef�cacy in later phases.

In summary, our study using data from 22 dose-�nding trials suggests that approximately 40%

of the studies would have recommended one dose higher if the CRM or BOIN with a TTR of

25%-30% were used. It also con�rms the advantages of the CRM and BOIN that have been

demonstrated through simulation studies mentioned earlier. Finally, model-based designs while

more complex also offer more �exibility such as inclusion of ad hoc decisions, late-onset toxicities,

dose combinations, and ef�cacy information, which are crucial for novel anticancer treatments.
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Chapter 3: Dose-�nding cancer clinical trials in the setting of broadened

eligibility

3.1 Introduction

In this chapter, we address dose-�nding designs for scenarios when the patient population is po-

tentially heterogeneous with respect to toxicity, and more than one dose should be recommended.

Broadening eligibility criteria in cancer trials has been advocated as eligibility criteria have been

found to be too restrictive and not re�ective of the actual patient population that could bene�t

from a therapy (Fehrenbacher et al., 2009; Gerber et al., 2014; Malik & Lu, 2019; Harvey et al.,

2021; Liu et al., 2021). One study examining the ineligibility rates of 326 patients consecutively

diagnosed with non-small cell lung cancer (NSCLC) found that about 80% of patients are inel-

igible based on traditional eligibility criteria (Fehrenbacher et al., 2009). Strict criteria limit the

generalizability of study results and signi�cantly slow down patient accrual (Malik & Lu, 2019).

While the advantages of broadening eligibility are clear in terms of generalizability and re-

cruitment, there are some important considerations in terms of design for ef�ciency and patient

safety. Many eligibility criteria that have been in consideration were initially included because

of their expected association with toxicity, making the newly included subpopulations potentially

less tolerant to the therapy. To deal with the possible heterogeneity in toxicity, investigators have

conducted separate dose escalation schemes for heterogeneous groups of patients classi�ed by cer-

tain clinical or genetic characteristics. In two phase I trials of Bortezomib, patients were strati�ed

by liver and renal dysfunction into four and �ve cohorts, respectively (Leal et al., 2011; LoRusso

et al., 2012). Although separate dose-escalation using the rule-based 3+3 design was implemented

for each group, LoRusso et al. (2012) found that only two different MTDs were needed instead of

four. Alternatively, Leal et al. (2011) found that renal dysfunction did not affect toleration of Borte-
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zomib and no dose reduction was necessary. As another example, Jacene et al. (2017) strati�ed

patients with refractory or recurrent Hodgkin lymphoma based on having had a prior transplant or

not, �nding initial evidence of two different but close MTDs. These studies highlight the interest in

studying speci�c populations of patients based on characteristics potentially affecting the pharma-

cology and safety of a therapy, many of which are commonly related to eligibility criteria in phase

I trials. However, conducting separate dose escalation studies for similar groups of patients limits

the information that can be gained, especially when the sample size of a phase I trial is already

small and when one subgroup has an insuf�cient sample size to conduct an accurate study on its

own. In addition, conducting separate dose escalation studies is not possible if the characteristics

that may lead to differential toxicity or MTD are unknown in advance of a phase I trial.

To account for shared information between patients and their potential heterogeneity in toxic-

ity, many statistical-based methods have been developed. Methods include extensions of the CRM,

Escalation with Overdose Control, and Isotonic designs, which incorporate two or more risk groups

(Piantadosi & Liu, 1996; O'Quigley et al., 1999; Babb & Rogatko, 2001; O'Quigley & Paoletti,

2003; Cheng et al., 2004; Yuan & Chappell, 2004; Conaway, 2017). Many of these designs either

add a patient-speci�c covariate or subgroup effect to the dose-toxicity model. Some designs ac-

count for pre-speci�ed subgroups but use shared information to adaptively combine subgroups if

the data demonstrates that the subgroups are homogeneous (Morita et al., 2017; Chapple & Thall,

2018). These designs tackle patient heterogeneity when the source is known, however there are

limited designs for when heterogeneity should be accounted for, but the source of heterogeneity is

unknown, which applies to the setting when eligibility criteria is expanded. While the expansion

may not affect toxicity, designs should be able to recommend safe and precise doses if subpop-

ulations with different toxicity pro�les exist. We propose a dose-�nding design that can account

for these expanded criteria and assess whether they are in�uential and should be included in the

dose-toxicity model and thus estimate the MTD. Our proposed design focuses solely on toxicity to

address the limited understanding of heterogeneity when eligibility criteria are broadened in cancer

trials.
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While precision medicine has been generally advocated for in later stages of drug development

and with larger data sets, in our early stage of drug development, it would be ideal to have a method

that can screen for the expanded eligibility criteria, assess whether it is necessary to account for

them, and be able to recommend more than one MTD if needed. Beaver et al. (2017) propose

that “a logical approach to de�ning eligibility could allow for detection of safety signals in early

clinical trials that use broad eligibility criteria" (p. 1504). As eligibility criteria in oncology trials

expand, having a method that can learn and assess for signals of patient heterogeneity in toxicity

will be key to ensuring the safety of patients who have traditionally been thought to be at increased

risk of adverse outcomes.

We propose two approaches to address the case where we want to consider and learn about

multiple patient characteristics, which contribute to a broader patient population. As a motivating

example, we use the phase I trial evaluating intermittent dosing of Selumetinib, introduced in Sec-

tion 1.2.1, to treat patients with uveal melanoma (Khan et al., 2022). If the eligibility criteria were

expanded in the Selumetinib trial, we would want to consider evaluating four patient criteria since

the MTD could differ based on one or more of these criteria. We initially proposed a frequentist

design, the Frequentist Broadened Eligibility CRM (F-BE-CRM), which selects patient criterion

to add to the dose-toxicity model sequentially, based on their marginal correlation with toxicity

after accounting for dose, analogous to the stepwise selection approach. With each new enroll-

ment cohort, given the additional information on toxicity and patient characteristics, the criteria

are tested for inclusion or removal. Dose assignment is based on the selected patient criteria given

the current data and the �nal subpopulation-speci�c MTD is determined using the selected criteria

in the �nal model after the total sample size is reached. Considering this frequentist approach may

not be optimal in handling high dimensional data given the limited sample size, we also considered

a Bayesian design, the Bayesian Broadened Eligibility CRM (B-BE-CRM), which selects patient

criterion to add to the dose-toxicity model using the Bayesian variable selection method, Stochastic

Search Variable Selection (SSVS). With each new enrollment cohort, given the additional informa-

tion on toxicity and patient characteristics, the criteria are reevaluated. Similar to the F-BE-CRM,
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dose assignment and subpopulation-speci�c MTD estimation depend on the criteria selected in the

model. We compare each approach and compare these approaches to the CRM which assumes

there is no need for MTD differentiation.

The rest of the chapter is outlined as follows. The frequentist and Bayesian broadened eligi-

bility dose-�nding methods are described in Section 3.2. In Section 3.3, we present a simulation

study based on the redesigned Selumetinib trial and compare the performance of the F-BE-CRM to

the B-BE-CRM and to the naive approach of not accounting for any patient heterogeneity. Finally,

the signi�cance and limitations of the proposed designs are discussed in Section 3.4.

3.2 Methods

In model-based designs, a total of� doses,31– • • • – 3� , are evaluated, and the probability of

toxicity, or DLT, is estimated using a dose-toxicity model. We specify the dose labels, or scaled

doses here as?1– •••– ?� . The MTD, de�ned as the dose whose toxicity is closest to?) , the highest

rate of toxicity that clinicians deem acceptable, or target toxicity rate, is estimated sequentially.

For all future notation, let. 8 be the binary toxicity outcome for the8th patient and- 8 = G8 be the

dose assigned to this patient.

3.2.1 Dose-toxicity model

Traditionally, it is assumed that the entire patient population has the same probability of toxicity

at each dose, and therefore has the same MTD. Assuming a logistic model and complete patient

homogeneity,c¹?9– V0– V1º = %¹. 8 = 1j- 8 = 39º is modeled as

logitf c ¹?9– V0– V1ºg= V0 ¸ V1?9– 9= 1– • • • – �• (3.1)

In the late 1990s, the patient homogeneity assumption in dose-�nding models started being

questioned. A dose-toxicity model incorporating a patient covariate,I , was proposed, where
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c¹?9– I8–) º = %¹. 8 = 1j- 8 = 39– I8º is modeled as,

logitf c ¹?9– I8–) ºg= V0 ¸ V1?9 ¸ WI8– (3.2)

where) = ¹V0– V1– Wº) (Piantadosi & Liu, 1996). Equation (3.2) assumes that we know beforehand

which covariate contributes to the heterogeneity and that heterogeneity is completely due toI , both

of which are strong assumptions.

In this work, we consider a potentially large collection of patient covariates,z = ¹I 1– •••– I" º) ,

which could be responsible for dose heterogeneity. We modelc¹?9–z8–) º = %¹. 8 = 1j- 8 = 39–z8º

as

logitf c ¹?9–z8–) ºg= V0 ¸ V1?9 ¸
"Õ

< =1

W< I <8, (3.3)

where) = ¹V0– V1– W1– •••– W" º) • In addition, we make the following sparsity assumption

"Õ

< =1

1W< <0 =  � "• (3.4)

In the setting of expanded eligibility criteria, Equation (3.3) represents a more realistic model

which is potentially high dimensional, but we assume that only a small subset of these criteria are

responsible for the heterogeneity. Assumption (3.4) is consistent with clinicians' belief that there

are only a few expanded criteria/covariates or none at all for which we need to actually differentiate

the MTD.

Therefore, assuming there are" total patient covariates suspected to be associated with tox-

icity of which a small subset actually differentiate the MTDs, our objective is two-fold. One is

to identify the subset of covariates that are responsible for the heterogeneity in MTDs, and the

other is to implement a procedure that determines the subpopulation-speci�c MTDs.

Let � = f W8– 8= 1– • • • – "g, and� 0 = f W8 : W8 < 0g. By Equation (3.4),� 0 is an unknown

small subset of� that must be estimated because it is responsible for the heterogeneity in MTDs.

Given the potentially large number of patient criteria we may want to include and the sparsity
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assumption, we propose two designs, a frequentist dose-�nding procedure and a Bayesian dose-

�nding procedure, to estimate� 0.

3.2.2 Frequentist BE-CRM

The proposed Frequentist BE-CRM (F-BE-CRM) design, comprises two stages. In the �rst

stage, patient characteristic information is collected, but dose assignment is not patient-speci�c.

In the second stage, once enough information is obtained, the method sequentially selects patient

covariates to add to the dose-toxicity model based on their marginal correlation with toxicity after

accounting for dose level. With each new enrollment cohort, given the additional information

on toxicity and patient characteristics, the selected covariate or covariates are tested for removal.

Note that these are enrollment cohorts and not dose cohorts, and thus patients within a cohort are

assigned to different dose levels depending on their patient characteristics. Dose assignment is

then based on the selected patient covariates given the current data. The �nal covariate-speci�c

MTD is determined using the selected covariates in the �nal model after the total sample size is

reached. The dose-�nding stages of the F-BE-CRM, in more detail, are as follows.

Stage I: For the �rst # 1 patients, the regular one-sample CRM method based on working model

(3.1) is used (O'Quigley et al., 1990). Covariate information is collected but not used until Stage II.

The skeleton can be elicited from physicians or calibrated through the approach by Lee and Cheung

(2009) after specifying a target toxicity rate,?) , cohort size, and initial guess of MTD. The dose

label, or standardized dose,?9, for the 9th dose is determined through equation logit¹?09º = ~V0 ¸

~V1?9, where ~V0 and ~V1 are the prior guesses of parametersV0 andV1 in Model (3.1), respectively,

and?09 is the skeleton,9 = 1– • • • – �. The dose labels are updated using a new skeleton based on

the posterior probabilities of toxicity from# 1 patients.

Stage II: After # 1 patients have been assigned and dose and toxicity are observed, patient

covariates are sequentially assessed for inclusion after each patient enrollment cohort.

1. In this stage, patients are enrolled in cohorts of size! .

2. Once the �rst cohort is enrolled, we start the selection of covariates. For each covariate
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I < – < = 1– •••– ", we �t the following working model

logitf c ¹?9– I<–8–) mºg= V0< ¸ V1< ?9 ¸ W< I <–8 (3.5)

and denote the p-value associated with covariateI < as?1¹I < º. Let< 1 = arg min< ?1¹I < º. If

?1¹I < 1º � U�
1 for some prespeci�edU�

1 ¡ 0, then no covariate is added and dose assignment

is conducted as in Stage I. If?1¹I < 1º Ÿ U�
1, then covariateI < 1 is selected, and the¹= ¸ 1º-th

cohort of patients is assigned to the dose closest to the target toxicity rate?) :

G=¸ 1 = argminG2f ?1–•••–?� gjc ¹G–zm1–=̧ 1–)̂ m1–=º � ?) j• (3.6)

3. Once the data from a new enrollment cohort are collected, we proceed to select the next co-

variate and consider removal of the selected covariate. For each of the remaining covariates

I < , < < < 1, we �t working model (3.5). Let?2¹I < º be the p-value associated with covari-

ateI < – < < < 1, and let< 2 = arg min< << 1 ?2¹I < º. CovariateI < 2 is selected if and only if

?2¹I < 2º Ÿ U�
2 for some prespeci�edU�

2.

Similarly, given that@covariatesI < 1– • • • – I< @ are selected, to select the¹@¸ 1º-th co-

variate, the remaining" � @covariates are tested one by one under Model (3.5) where

< 8 f < 1– • • • – <@g. Let ?@̧1¹I < º be the p-value associated with covariateI < in Model (3.5),

and let< @̧1 = arg min< 8f < 1–•••–<@g ?@̧1¹I < º. Then, covariateI < @̧ 1 is selected if and only if

?@̧1¹I < @̧ 1º Ÿ U�
@̧1 for someU�

@̧1 ¡ 0.

4. To assess for removal of the selected covariates, supposing@covariatesI < 1– • • • – I< @ have

been selected, we �t a working model

logitf c ¹?9– I<–8–) mºg= V0< ¸ V1< ?9 ¸
@Õ

;=1

W< ; I < ;–8• (3.7)

Let < �
@= arg max< f ?@¹I < 1º– • • • – ?@¹I < @ºg. CovariateI < �

@ is removed if?@¹I < �
@º ¡ U ��

@•
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5. Given@remaining covariates that have not been removed, dose assignment follows from

Equation (3.6) based on working model (3.7). If after removal, no covariates remain, dose

assignment is conducted as in Stage I.

6. Repeat Steps 3 to 5 until# max patients are assigned a recommended dose in this manner.

Once# max is reached, estimate the MTD as follows:

If no covariates remain selected, the MTD is estimated using the one-sample CRM and a

single MTD is recommended for all patients. If: ¡ 0 covariatesI < 1– • • • – I< : remain in the

model, letz�
: = ¹I < 1– • • • – I< : º

) , then the MTD is

MTDz�
:

= argminG2f ?1–•••–?� gjc ¹G–z�
: –)̂ m–#maxº � ?) j– (3.8)

wherec¹G; z�
: –)̂ m–#maxº comes from the �nal model

logitf c ¹?9–z�
:–8–) mºg= V0< ¸ V1< ?9 ¸

:Õ

;=1

W< ; I < ;–8• (3.9)

The inclusion thresholdsU�
@and exclusion thresholdsU��

@– @= 1– • • • – ", should depend on the

number of marginal models that are �t for a new cohort. If" is the total number of covariates being

tested in the trial and@is the number of covariates already selected in the model, we recommend

usingU�
@= U¹" � @º• " for inclusion andU��

@ = U•@for exclusion, withU = 0•20. Our suggested

choice of the inclusion thresholdU�
@is a decreasing function in@, indicating that we put more

penalty for including more covariates, in consistency with the sparsity assumption (3.4).

3.2.3 Bayesian BE-CRM

For the Bayesian dose-toxicity model, we assume a power working model instead of the coun-

terpart logistic regression model used in Equation (3.3). We modelc¹?9–z8–) º = %¹. 8 = 1j- 8 =
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39–z8º with a power model as,

c¹?9–z8–) º = ?
expf U¸

Í "
< =1 W< I <8g

9 (3.10)

where0 Ÿ ?1 Ÿ ••• Ÿ ?� Ÿ 1 is the prior probability of toxicity at each dose, otherwise known

as the skeleton and) = ¹U– W1– •••– W" º) . Exponentiation of the dose effect,U, and patient criteria

effects,
Í "

< =1 W< I <8, is based on the assumption that toxicity increases with dose. The sparsity

assumption remains as

"Õ

< =1

1W< <0 =  � "• (3.11)

Parameter Estimation

To estimate� 0, an unknown small subset of� , we use an extension of Bayesian variable selec-

tion called the Stochastic Search Variable Selection (SSVS) on$ = ¹W1– •••– W" º, to identify which

patient criteria, if any, are associated with toxicity (George & McCulloch, 1993; Brown et al.,

1998).

O'Hara and Sillanpää (2009) give a detailed overview and comparison of many Bayesian

variable selection methods, all of which use some variation of a “spike and slab” prior. We

found through simulations that compared to other Bayesian variable selection methods such as

the Bayesian Lasso or Kuo and Mallick method, SSVS is most optimal in this setting, speci�cally

demonstrating improved variable selection with a lower false positive rate (Kuo & Mallick, 1998;

Park & Casella, 2008).

In the SSVS method, the prior of the patient covariate regression parameter,W< , is conditional

on an indicator variable,1< , and can be written as the mixture of two normal distributions, one

representing a “spike” around zero (1< = 0º with a small varianceg2, and the other representing a
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“slab”, a wider distribution around 0 with varianceZg2, whereZ ¡ 0,

W< j1< � ¹ 1 � 1< º# ¹0– g2º ¸ 1< # ¹0– Zg2º•

We modify the mixture distribution by imposing truncated normal distributions,)# ¹0– g2º

and)# ¹0– Zg2º which take negative values only, instead of normal distributions in the mixture

model of eachW< , when the direction of association between the patient covariate and toxicity, if

association exists, is known or strongly assumed to be positive. Namely, we assume

W< j1< � ¹ 1 � 1< º)# ¹0– g2º ¸ 1< ) # ¹0– Zg2º• (3.12)

If less is known about the covariate but investigators still wish it to be in the model, a normal

mixture model can be used. This allows �exibility in specifying different mixture priors for each

patient covariate and is reasonable in the setting of expanded eligibility criteria since tolerance

direction can often be assumed. For example, the subpopulation meeting a criteria may have a

lower or similar tolerance to the traditional trial population when the criteria was previously in the

exclusion criteria due to concerns about safety, and dose reductions for that trial population were

assumed. Some examples in which the direction can be assumed include prior cancer or kidney

dysfunction.

The hyperparametersg2 andZ are assumed known, but must be carefully tuned for appropriate

variable selection. Inclusion of each covariate is then determined by the mean posterior inclusion

probability of each1< exceeding some threshold	 . 	 is often set around .50 so that covari-

ates included in at least half of the Markov chain Monte Carlo (MCMC) models are identi�ed as

in�uential.

Given toxicity data� = = f¹ . 1– G1º– •••¹. =– G=ºg, the likelihood is,

! ¹) j� =º =
=Ö

8=1

»c¹G8–z8–) º¼. 8»1 � c¹G8–z8–) º¼1� . 8• (3.13)
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Let b = ¹11– • • • – 1< º be the vector of the latent indicators. We propose to estimate the posterior

distribution of) = ¹U– W1– •••– W" º as the marginal distribution of the joint posterior of¹) –bº, which

will be estimated by the Gibbs sampler method.

Speci�cally, let ¹) ¹0º–b¹0ºº be an initial value. We implement the following iterative algorithm.

Given the: -th iteration value of¹) ¹: º–b¹: ºº, the next iteration value¹) ¹: ¸ 1º–b¹: ¸ 1ºº is drawn from

the following conditional distributions

1: ¸ 1
< � Bernoulli

�
?¹W¹: º j1< = 1º?¹1< = 1º

?¹W¹: º j1< = 0º?¹1< = 0º ¸ ?¹W¹: º j1< = 1º?¹1< = 1º

�
– (3.14)

?¹) ¹: ¸ 1º j� =–b¹: ¸ 1ºº =
! ¹) j� =º?¹Uº

Î "
< =1 ?¹W< j1¹: ¸ 1º

< º?¹1¹: ¸ 1º
< º

¯
) ! ¹) j� =º?¹Uº

Î "
< =1 ?¹W< j1¹: ¸ 1º

< º?¹1¹: ¸ 1º
< º3)

(3.15)

/ ! ¹) j� =º?¹Uº
"Ö

< =1

?¹W< j1¹: ¸ 1º
< º?¹1¹: ¸ 1º

< º• (3.16)

Here ?¹Uº, ?¹W< j1< º, and ?¹1< º, < = 1– •••– ", are the prior distributions. From (3.15), we

know that there is no closed form for the conditional posterior distribution of?¹) ¹: ¸ 1º j� =–b¹: ¸ 1ºº,

so the Adaptive Rejection Metropolis-Hastings Sampling algorithm (ARMS) will be used based

on (3.16) where the proposal density will be obtained by the adaptive rejection sampling method

(Gilks et al., 1995).

Bayesian Dose-�nding Procedure

Using Equation (3.10), Assumption (3.4), and a Bayesian variable selection method to estimate

� 0, we implement a dose-�nding procedure that determines whether the patient population is het-

erogeneous and estimates the MTD for each patient population identi�ed. The proposed design,

the Bayesian Broadened Eligibility CRM (B-BE-CRM), also comprises two stages. In the �rst

stage, patient characteristic information is collected, but dose assignment is not patient-speci�c. In

the second stage, once enough information is obtained, the method selects patient criteria to add to

the dose-toxicity model, for each new patient cohort. The dose-�nding stages of the B-BE-CRM,

in more detail, are as follows.
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Stage I: Stage I is conducted as described in the F-BE-CRM procedure in Section 3.2.2 except

using a power working model,c¹?9– Uº = ?expf Ug
9 , instead of the logistic regression working model.

Thus, the dose label, or skeleton,?9, for the9th dose is the prior guess of probability of toxicity,9=

1– • • • – �and the dose labels are updated using a new skeleton based on the posterior probabilities

of toxicity from # 1 patients.

Stage II: After # 1 patients have been assigned a dose and toxicity is observed, patient criteria

are assessed for inclusion after each patient enrollment cohort. The dose-�nding algorithm in Stage

II follows.

1. Patients are enrolled in cohorts of size! .

2. Using all previous data, we model the probability of toxicity using Equation (3.10) with

priors for W< – < = 1– •••– "as speci�ed in Equation (3.12). Patient criteria are selected if

%¹1< = 1j� =º ¡ 	 .

3. If no criteria are selected, no covariate is added to the dose-toxicity model and dose assign-

ment is conducted as in Stage I. If: ¡ 0 criteria I < 1– •••– I< : are identi�ed as in�uential, let

z�
: = ¹I < 1– • • • – I< : º

) . z�
: is then added to the dose-toxicity model as,

c¹?9– I<–8–) mº = ?
expf U¸

Í :
;=1 W< ; I < ; 8g

9 – (3.17)

and the posterior estimates,)̂ m = ¹Û–̂W< 1– •••–̂W< : º, are obtained. Dose assignment for the

(n+1)-th cohort of patients is the dose closest to the target toxicity rate,?) , which depends

on each patient's covariate pattern,

G=¸ 1 = argminG2f ?1–•••–?� gjc ¹G–z�
:–=̧ 1–)̂ m–=º � ?) j• (3.18)

4. Steps 1 to 3 are followed until# max patients are assigned a recommended dose in this man-

ner.
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Once# max is reached and the toxicity information of all# max patients has been obtained, the prob-

ability of toxicity is modeled using Equation (3.10) with priors forW< – < = 1– •••– "as speci�ed in

Equation (3.12). Patient criteria are selected if%¹1< = 1j� =º ¡ 	 � .

If no covariates are selected, the MTD is estimated using the one-sample CRM and thus a

single MTD is recommended for all patients. If: ¡ 0 covariatesI < 1– • • • – I< : remain in the model,

thenz�
: = ¹I < 1– • • • – I< : º

) is added to the dose-toxicity model as in Equation (3.17). The MTD for

the subgroup with covariate patternz�
: is then determined using a Bayesian criterion,

MTDz�
:

= argmaxG2f ?1–•••–?� g%¹jĉ ¹G; z: � –)̂ mº � ?) j Ÿ Xº– (3.19)

whereXis a pre-speci�ed threshold calibrated through simulation. That is, the estimated MTD

is the dose with the maximum posterior probability that the estimated toxicity and target toxicity

rate,?) , are within some threshold,X.

3.3 Numerical studies

3.3.1 Simulation setting: redesigning the Selumetinib study

We performed a simulation study to examine the operating characteristics of the Frequentist

and Bayesian BE-CRM dose-�nding designs. We redesigned the Selumetinib trial to consider

expanding four patient criteria and evaluated the need for a criteria-speci�c MTD. We compare the

two designs and also compare them to the one-sample CRM to demonstrate how ignoring patient

heterogeneity if it exists affects MTD recommendation.

We tested four binary patient criteria (" = 4), and examined seven scenarios of dose-toxicity

relationships with six dose levels (� = 6). For each scenario, we considered each criterion having

a prevalence of 50% and 25%,%¹I < = 1º = 0•50–0•25, for < = 1–2–3–4. The dose-toxicity

relationships for each scenario are illustrated in Figure 3.1 and the exact probability of DLT at each

dose is provided in Appendix B.1. None of the scenarios were generated from the dose-toxicity

models speci�ed previously.
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Figure 3.1: Dose-toxicity relationships for Scenarios 1-7. Scenarios 1, 2, 3, and 4 have one crite-
rion associated with toxicity, differentiating the MTD by one or two doses levels. Scenarios 5 and
6 have two criteria associated with toxicity, differentiating the MTD by one or two doses levels.
In Scenario 7, no criteria are associated with toxicity, so there is one MTD for the population.
Horizontal dotted lines represent the target toxicity rate of 0.25. Star-shaped points represents the
criteria-speci�c MTD.

The scenarios include cases when zero, one, or two of the four eligibility criteria are strongly

associated with toxicity, leading to one, two, or three subgroups with different dose-toxicity rela-

tionships, respectively. In Scenarios 1 through 4,I 2 is associated with toxicity and the MTD for

newly eligible patients satisfying the loosened criterion,I 2 = 1, differs from the MTD for patients

who meet the originally published criterion,I 2 = 0. In both Scenarios 1 and 2, the MTDs of the

subpopulations differ by one dose but in Scenario 1, the lower MTD is on the boundary of dose

levels. In both Scenarios 3 and 4, the MTDs of the subpopulations differ now by two doses but

in Scenario 3, the lower MTD is on the boundary of dose levels. These scenarios explore how the

method performs when the MTDs exist on the boundary of the range of dose levels versus inside

the range of dose levels and the degree of heterogeneity between subgroups. In Scenarios 5 and

6, I 2 andI 3 are associated with toxicity and the MTD for newly eligible patients satisfying both

criteria differ from those satisfying one criteria and those satisfying neither. In Scenario 5, the

MTDs are each one dose apart and in Scenario 6, the MTDs are each two doses apart, representing

increasingly more heterogeneous subpopulations. Lastly, in Scenario 7, no criteria are associated

with toxicity so no heterogeneity exists and the MTD is the same for all patients.

F-BE-CRM Simulation Settings:In Stage I of the F-BE-CRM, we started the CRM at dose
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level two and a target toxicity rate,?) , of 0•25, as in the original trial. We used the logistic dose-

toxicity model with a �xed intercept of 3 and assumed a normal prior of mean0 and variance

1•34 on the dose covariate,V. The dose-toxicity model was calibrated to select a dose that yields

between a 17% and 33% DLT rate (Lee & Cheung, 2009). The cohort size was three and we set

# 1 = 24. After # 1 patients were assigned a dose using the CRM, we obtained the updated scaled

dose as?9 = log¹
?�

09

1� ?�
09

º � 3; 9= 1– •••– �, where?�
09 is the posterior probability of toxicity at dose9,

assuming a dose effect coef�cient of 1 and intercept of3. In Stage II, we used a �xed-intercept of3

in each marginal logistic regression model and a cohort size of three. Although three patients were

added at a time, dose-assignment depended on their respective covariate pattern and the covariates

chosen in the dose-�nding algorithm.

B-BE-CRM Simulation Settings:In Stage I of the B-BE-CRM, we started the CRM at dose

level two and set the target toxicity rate,?) , to 0•25, as in the original trial. We used the power

dose-toxicity model and assumed a normal prior of mean0 and variance1•34on the dose covariate,

U. The dose-toxicity model was calibrated to select a dose that yields between a 17% and 33% DLT

rate (Lee & Cheung, 2009). The cohort size was three and we set# 1 = 24. After # 1 patients were

assigned a dose using the CRM, we obtained the updated scaled dose as the posterior probability

of toxicity at dose9, ?�
09. In Stage II of the B-BE-CRM, we assign each dose using a cohort size of

one,! = 1. In the dose-toxicity model, we assume a prior forUasU � # ¹0–1•34º. We setg = 1•30

and6 = 10 so that that prior variance of the spike is narrow enough such that we are likely to

identify criteria. We used the `R2jags' package in R to implement MCMC simulations and sample

the posterior distribution. Bayesian variable selection was determined using a posterior mean

cutoff of 	 = 0•50 and the �nal variables for MTD estimation were determined using	 � = 0•50.

At such an early phase, we are interested in screening for criteria but if the desire is to only identify

a signal when the signal is very strong, increasing6 or 	 � will decrease the false positive rate.

Lastly, the threshold for MTD estimation,X, was tuned using a range between0•05 and0•20, and

chosen asX= 0•20.

CRM Simulation Settings:The one-sample CRM was conducted assuming a power working
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model,c¹?9– Uº = ?4G?¹Uº
9 , and started at dose level two with?) = 0•25, as in the original trial. A

normal prior of mean0 and variance1•34was assumed for the dose covariate,U.

For all methods, we did not allow skipping a dose that had not yet been assigned to a patient.

We ran 1,000 simulations of the Selumetinib trial with four different total sample sizes of# max =

45–60–72–90 to evaluate the impact of sample size.

For each scenario and criteria prevalence, we were interested in three performance measures:

the probability of correct MTD selection (PCS), and the weighted probability of MTD selection

(WPS) (Morita et al., 2017), and the probability of correct and incorrect criteria selection. The PCS

was obtained by estimating the MTD for the observed patients based on the covariates chosen in

the �nal model at# max = 45–60–72–90. For each observed patient covariate pattern, we used the

�nal model obtained from the dose-�nding procedure and estimated the criteria-speci�c MTD as

discussed in Section 3.2. If no covariates were chosen, the one-sample CRM was used to estimate

the MTD. To obtain a weighted probability of selection, we used the measure de�ned by Morita

et al. (2017), which accounts for dose selection close to the MTD using a weight characterized by

the distance in probability of toxicity at the selected dose and the target toxicity rate. LetA9–:be

the true probability of DLT at dose level9, 9 = 1– • • • –6 for the : th subgroup, where subgroups

are de�ned by the true MTD as shown in Figure 1 such that: = 1–2 for Scenarios 1 through 4,

: = 1–2–3 for Scenarios 5 and 6, and: = 1 for Scenario 7, ordered by increasing true MTD, and

?) is the target toxicity rate. Then the WPS for subgroup: , WPS: , is de�ned as

WPS: =
�Õ

9=1

F 9–:%¹39 is selected as the MTD for subgroup: º–

where

F 9–:=
¹max90=1–•••–�jA90–: � ?) jº � j A9–:� ?) j

¹max90=1–•••–�jA90–: � ?) jº � ¹ min90=1–•••–�jA90–: � ?) jº
•

The WPS gives no weight to the least desirable dose and relatively higher weight for doses

yielding true toxicity rates closer to the target toxicity rate, while the PCS gives no weight to all

doses except the true MTD. The subgroup PCS and WPS from the BE-CRM were compared to the
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subgroup PCS and WPS from the one-sample CRM.

Lastly, to measure the probability of correct and incorrect criteria selection, we assessed the

True Positive Rate (TPR) and the False Positive Rate (FPR). The TPR was de�ned as the average

number of correct criteria selected in the �nal model from Equation 3.9 (F-BE-CRM) and Equa-

tion 3.17 (B-BE-CRM) divided by the total number of correct criteria. The FPR was de�ned as the

average number of incorrect or non-in�uential criteria selected in the �nal model divided by the

total number of non-in�uential criteria. For Scenarios 1 through 4, the correct �nal model includes

one additional covariate besides dose,I 2. For Scenarios 5 and 6, the correct �nal model includes

two additional covariates besides dose,I 2 and I 3, and for Scenario 7, it includes no additional

covariates.

3.3.2 Simulation results

The PCS and WPS for the F-BE-CRM, B-BE-CRM, and one-sample CRM across total sample

size for prevalence of 50% and 25% for each criterion are shown in Figures 3.2 and 3.3, respec-

tively. The TPR and FPR of criteria selection for the F-BE-CRM and B-BE-CRM when the preva-

lence of each criterion is 50% and 25% is given in Table 3.1 for# max = 60. Additional simulation

results for criteria selection for# max = 45, # max = 72 and# max = 90 and probability of selection

of each dose under the F-BE-CRM, B-BE-CRM, and one-sample CRM for a prevalence of 50%

with # max = 60can be found in the Appendix B.2, B.4, and B.4, respectively.

Figure 3.2 (A and B) compare the subpopulation-speci�c PCS and WPS, respectively, between

the F-BE-CRM, B-BE-CRM, and one-sample CRM when prevalence of each criterion is 50%

across# max = 45–60–72–90. As heterogeneity of the subgroups grows and as total sample size

increases, both proposed methods demonstrate substantially improved PCS and WPS over the

one-sample CRM. Performance of the one-sample CRM indicates that when there is more than

one true MTD, ignoring patient criteria will lead to incorrectly dosing at least one subgroup, and

often both. When the subgroups differ in true MTD by at least two doses, the one-sample CRM

most often assigns a dose in between which is a potentially sub-therapeutic dose to one subgroup
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and an unsafe dose to the other, misidentifying each true respective MTD, whereas the proposed

methods most often assign the true subgroup MTD. The B-BE-CRM performs slightly better than

the F-BE-CRM, obtaining about a 5 to 10% increase in PCS across scenarios and sample size.

For both proposed methods, the PCS is at least around 10% higher for subpopulations whose true

MTD lies on the boundary than the other subpopulations. Focusing on the B-BE-CRM, we �nd

that for scenarios in which one criterion differentiates the MTD, the average PCS exceeds 60%

by # max = 45 when one MTD lies on the boundary, and by# max = 60 when no MTD lies on the

boundary. For scenarios in which two criteria differentiate the MTD, the average PCS exceeds 60%

by # max = 72. For a homogeneous population, the case in which the B-BE-CRM is not necessary,

there is a decrease in PCS by 20% for# max = 45 compared to the one-sample CRM, but as# max

increases the performance of the B-BE-CRM improves at a faster rate than the one-sample CRM,

reaching a PCS within 10% of the one-sample CRM by# max = 72. For the F-BE-CRM, an increase

in # max by about 5 to 10 patients would reach the same PCS as the B-BE-CRM. The high WPS

across all scenarios indicates that both proposed methods rarely assign a dose that is more than one

dose away from the true MTD. Detail of selection rates across each dose for the F-BE-CRM, B-

BE-CRM, and one-sample CRM are given in the Appendix Tables B.2, B.3, and B.4, respectively,

for criteria prevalence of 50% and# max = 60, showing that the subgroup with a lower MTD is

more likely to be recommended a dose lower than the subgroup without the expanded eligibility

criterion even when the exact MTD assignment is incorrect.

Figure 3.3 (A and B) compare the PCS and WPS, respectively, between the F-BE-CRM, B-

BE-CRM, and the one-sample CRM when the prevalence of each criterion is 25% across# max =

45–60–72–90. Compared to when the prevalence is 50%, the PCS for the subgroups that satisfy

the broadened eligibility criteria (I 8 = 1– 8= 2–3) is lower on average by about 10%. However,

even though estimating the exact criteria-speci�c MTD for this subgroup is more challenging, the

proposed designs are more likely to assign a lower dose to the less tolerant subgroup and therefore

recommend a dose closer to the true MTD, as evidenced by the still favorable WPS compared to the

one-sample CRM. Under the one-sample CRM when the criteria prevalence is 25%, the subgroup
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Figure 3.2: A) Proportion of Correct Selection of MTD (PCS) and B) Weighted Probability of
Selection (WPS) for each subgroup under the BE-CRM and one-sample CRM across# max =
45–60–72–90 for criteria prevalence of 50%.
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Figure 3.3: A) Proportion of Correct Selection of MTD (PCS) and B) Weighted Probability of
Selection (WPS) for each subgroup under the BE-CRM and one-sample CRM across# max =
45–60–72–90 for criteria prevalence of 25%.

satisfyingI 2 = 1 is completely ignored and for any heterogeneity where the subgroups have MTDs

more than one dose apart, the PCS is close to 0% with a decreasing WPS as heterogeneity increases.

For the homogeneous case, there is a smaller decrease in PCS for the proposed designs compared

to the one-sample CRM since the criteria are less likely to be identi�ed as in�uential. When one

criterion differentiates the MTD, the B-BE-CRM and F-BE-CRM perform similarly however as

heterogeneity increases and more MTDs in the patient population exist, the B-BE-CRM attains

slightly higher PCS than the F-BE-CRM.

Table 3.1 gives the TPR and FPR of criteria selection when%¹I < = 1º = f 0•50–0•25g– < =

1–2–3–4 and# max = 60 for the F-BE-CRM and B-BE-CRM. In Scenarios 1 through 4 only one

criterion, I 2, should be selected, in Scenarios 5 and 6 two criteria,I 2 andI 3, should be selected,

and in Scenario 7, no criteria should be selected.

Both designs demonstrate higher TPR for increasingly heterogeneous dose-toxicity relation-
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ships between subpopulations. For example, for criteria prevalence of 50%, when the MTDs are

at least two dose levels apart, the B-BE-CRM design has a high selection rate of the true criterion,

I 2, of around 95%, but in the more challenging case of Scenarios 1 and 2, where the MTDs are

only one dose apart, the method selectsI 2 around 60% of the time. Even though in these cases, the

TPR is lower, the FPR remains similar to more heterogeneous cases, demonstrating that when the

method does not correctly select the true criterion, it will most often select no criteria, defaulting to

the naive method of assuming a homogeneous population. When two criteria are associated with

toxicity, the B-BE-CRM method has a TPR of 64% when the true MTDs are only one dose apart

and a TPR of 89% when the doses are two dose levels apart. In Scenario 7, when no criteria are

associated with toxicity, the method selects none of them 58% of the time and maintains a low

FPR below 15%. Compared to the B-BE-CRM, the F-BE-CRM displays slightly worse variable

selection with an average decrease in TPR of 12% and increase in FPR of 3% across scenarios.

Speci�cally, when the MTDs are only one dose apart or when there is more than in�uential crite-

rion, the F-BE-CRM does not identify the in�uential criteria as often.

When the prevalence of each criterion is 25%, there is a slight decrease in criteria selection

performance. For the B-BE-CRM and F-BE-CRM the TPR decreases by an average of 3.5% and

5.3%, respectively, and the FPR increases by an average of 2.7% and decreases by an average of

.9%, respectively. Decreasing the total sample size to# max = 45 has a similar effect on TPR and

FPR as decreasing the prevalence does, as shown in the Appendix B.5. For larger sample sizes of

# max = 72 and# max = 90, the TPR improves and the FPR is controlled below 11% for the B-BE-

CRM and 16% for the F-BE-CRM, shown in the Appendix, Tables B.6 and B.7, respectively.

Overall, we �nd that even when the proposed designs do not correctly identify the true MTD,

particularly when the prevalence of the criteria is low, the designs tend to recommend a dose that

is close to the true MTD rather than assign the same dose as the one recommended for the more

prevalent subgroup. The B-BE-CRM performs better than the F-BE-CRM speci�cally with respect

to variable selection and we hypothesize that the improvement would be even more apparent as the

number of covariates increase. The poor performance of the one-sample CRM highlights how
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Table 3.1: True Positive Rate (TPR) and False Positive Probability (FPR) of Criteria Selection with
Four Total Criteria, M = 4, Each with Prevalence of 50% and 25% for# max = 60

F-BE-CRM B-BE-CRM
Prevalence = 50% Scenario TPR FPR TPR FPR

1 52 13 66 9
2 48 12 59 9
3 89 10 95 9
4 88 10 96 9
5 48 11 64 6
6 73 10 89 8
7 NA 16 NA 13

Prevalence = 25%
1 45 12 59 11
2 42 12 56 12
3 83 9 91 12
4 84 9 92 10
5 43 11 61 9
6 69 8 86 13
7 NA 15 NA 15

Notes: NA = Not applicable.

assuming patient homogeneity and ignoring patient criteria leads to unsafe or sub-therapeutic dose

recommendations.

3.4 Discussion

The broadened eligibility dose-�nding designs proposed in this chapter allow for learning and

assessing the need to account for expanded eligibility criteria in MTD estimation, unlike previously

proposed methods which assume heterogeneity. As expansion of eligibility criteria in cancer trials

is considered, safety pro�les for newly eligible patients could differ and a method accounting

for eligibility criteria is needed to ensure patient safety. One recommendation for how to deal

with the broadening of eligibility criteria in early-stage trials is to use expansion cohorts after an

initial traditional dose-�nding trial (Kim et al., 2017; Malik & Lu, 2019). However, the number

of potential cohorts could be large and the speci�c cohorts that should be included are unknown.

The second stage of the F-BE-CRM and B-BE-CRM is comparable to an expansion cohort in

that it accounts for potential subpopulations, but the designs are also able to adjust the dose for
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those populations accurately through a continued dose-�nding procedure and learn more about

subpopulations that are truly heterogeneous.

The F-BE-CRM uses marginal logistic regression models to determine whether each covariate

is associated with toxicity. Covariates are sequentially added to the dose-toxicity model if they

demonstrate signi�cant association with toxicity and are assessed for removal after patient data

from each cohort is obtained and other selected covariates are accounted for. The B-BE-CRM

uses Bayesian variable selection to determine whether each criteria is associated with toxicity. The

design requires no assumption about which criteria differentiate the patient population but can

incorporate assumptions about the direction of each criterion effect through the prior distribution,

if association exists.

Our simulation study found that both approaches can correctly identify the criteria associated

with toxicity while maintaining control over the false positive rate, can identify different doses

for each true subgroup, and speci�cally recommends a lower dose to the less tolerant subgroup

if heterogeneity is identi�ed. Although the designs perform most favorably when large patient

heterogeneity exists, we �nd that across any patient heterogeneity scenario, the F-BE-CRM and

B-BE-CRM still outperform the naive approach of ignoring patient heterogeneity when MTD dis-

tinction is necessary. When subpopulations were less heterogeneous, the probability of choosing a

desirable dose was still high since the true MTDs in that case are close together. Furthermore, when

the prevalance of the less tolerant subgroup decreased by half, the proposed designs did not as ac-

curately choose the true MTD for these subgroups, but still chose a dose closer to their respective

true MTD than the true MTD of the more prevalent subgroups. When there was no heterogene-

ity and the approaches were unnecessary, there was a slight decrease in PCS and the B-BE-CRM

performed better than the F-BE-CRM. While the PCS for the B-BE-CRM and F-BE-CRM was at

most 10% different on average, the F-BE-CRM did not have as high a TPR and generally had a

higher FPR. The simulation study showed that ignoring patient characteristics can lead to overly

toxic or sub-therapeutic dose recommendations for at least one but possibly all subpopulations

within the patient population. Thus, ignoring patient criteria for a heterogeneous population is far
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worse than incorporating patient criteria for a homogeneous population.

The frequentist approach offers the most simple approach, which does not require a lot of

model calibration and prior speci�cation. Therefore, it might be recommended for when one wants

to consider only a few covariates, since it did not perform signi�cantly worse than the B-BE-CRM

in this case. However, there are already methods that deal with considering one or two covariates

and this approach is not optimal since no assumptions are made. As the number of covariates to

consider increases, Bayesian variable selection is the most natural approach and is most suitable

for high-dimensional data.

We recommend the B-BE-CRM design be used when heterogeneity in toxicity is either un-

expected but possible, or expected but of an unknown source. Existing designs that account for

patient heterogeneity should be used in cases where toxicity heterogeneity is both suspected and

prior knowledge about the source of heterogeneity exists. Since the proposed methods are the �rst

phase I designs to consider expanded eligibility criteria and assume no prior knowledge on hetero-

geneity, we do not compare them to other methods that account for known patient heterogeneity.

For example, the two-sample CRM proposed by O'Quigley et al. (1999), the Hierarchical Bayesian

CRM proposed by Morita et al. (2017), and the Sub-TITE design proposed by Chapple and Thall

(2018), assume that the patient subpopulations are already known or there is suf�cient evidence

to assume they exist. Although the latter two designs can adapt when the subgroups identi�ed are

not heterogeneous, the prior speci�cation relies on identifying the heterogeneous populations. The

consideration of even just three criteria leads to8 (23) identi�ed subgroups and the recommended

number of subgroups of these designs, as demonstrated through simulation studies would be two to

four total potential subgroups. Additionally, the R package for the Sub-TITE design, `Sub-TITE',

does not support more than six assumed subgroups and prior speci�cations must be different for

each group. Unlike these methods, the B-BE-CRM starts from the assumption that only one MTD

may be necessary. If there are heterogeneous populations, it must �rst identify in�uential patient

covariates and subsequent subgroups, and then determine the dose for each one. Focusing on pa-

tient covariates rather than subpopulations supports a precision dose-�nding approach and allows
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us to learn and adapt more easily when knowledge is limited at an early stage.

A limitation of this work is that it evaluates patient heterogeneity in the context of toxicity only.

With novel anticancer treatments, it may be more appropriate to consider both heterogeneity in tox-

icity and ef�cacy for estimation of the optimal dose. However, it is worth noting that the covariates

leading to heterogeneity in toxicity and ef�cacy may not be the same. Thus, it may be necessary

to �rst identify a tolerable set of doses and limit the optimal dose selection in terms of ef�cacy to

these. The proposed methods could be used to recommend a tolerable set by recommending all

dose levels at or below the estimated MTD that ful�ll a pre-speci�ed ef�cacy threshold.

Although larger sample sizes are needed to accommodate the expansion of many patient cri-

teria compared to traditional phase I trials, the advantage of accounting for heterogeneity is clear.

Furthermore, with the broadening of eligibility, more patients will be available to recruit into the

trial and bene�t from a safe dose. A more precise determination of MTD and identi�cation of

the possible sources of patient heterogeneity can be an asset in the long term, leading to more

successful phase II and III trials and having direct application to the true patient population.
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Chapter 4: Precision dose optimization in cancer clinical trials

4.1 Introduction

With the advent of many novel non-cytotoxic cancer therapies, many have advocated for an

extensive shift from the traditional dose-�nding paradigm developed for chemotherapies to a dose-

optimization paradigm suitable for newer oncology therapies. Project Optimus, initiated by the

FDA's Oncology Center of Excellence, is an ongoing initiative to reform the dose optimization and

dose selection paradigm in oncology (Friends of Cancer Research, 2021; Zirkelbach et al., 2022).

The initiative challenges the misconception that higher doses lead to more ef�cacy and suggests a

similar paradigm to that of non-oncological drug development, in which randomized dose-ranging

trials are conducted to identify the recommended dose. Some expectations under the new paradigm

include identifying a dose using safety information that integrates PK and PD data and assessing at

least two doses in a randomized manner to understand the risk-bene�t trade-off across doses. The

initiative also emphasizes the importance of understanding the dose-response and dose-toxicity

curves. Traditionally, this has not been a focus of dose-�nding designs since many designs aim

to home in on the MTD as quickly as possible so that as many patients are assigned to the MTD

during the trial. Understanding the relationship across doses between toxicity and ef�cacy better

informs the optimal dose and allows for more seamless post-trial and post-registration adjustments.

Furthermore, a key consideration outlined in guidance documents is patient heterogeneity. Identi-

fying the target population, which we de�ne as those who are expected to respond to the therapy,

and the heterogeneity within the target population is key to �nding the optimal dose. Phase I trials

tend to enroll a more general population whereas phase II trials are more likely to only enroll the

subset of patients expected to respond. We aim to address many of the aspects of an optimal dosing

framework by accounting for ef�cacy pro�les that increase and then plateau, integrating PK data to
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inform the exposure-toxicity relationship, and accounting for target subpopulations after learning

about patient covariates that affect ef�cacy. We also account for delayed or late-onset of toxicity

and ef�cacy outcomes.

We are motivated by the entrectinib trial, discussed in Section 1.3.1, in which patients with

locally advanced or metastatic cancer with con�rmed NTRK 1/2/3, ROS1, or ALK molecular

alterations were evaluated for tolerability and antitumor activity. Entrectinib was found to be well-

tolerated and 600mg was found to be the �xed-dose MTD. The target population was identi�ed,

after analyzing data from the STARTRK-1 and ALKA-372-001 trials, as the subpopulation of

tyrosine kinase inhibitor (TKI) treatment-naive patients with a gene fusion involving NTRK1/2/3,

ROS1, or ALK. Therefore, prior treatment and the molecular alteration type determined the target

population. Among the identi�ed target population, different objective response rates (ORR) were

found between gene type (NTRK 1/2/3 (100%), ROS1 (86%), and ALK (57%)) at the MTD. As

a molecularly targeted agent, entrectinib could have had similar ef�cacy at lower doses than the

estimated MTD, however, that was not explored in the phase I trial conducted.

Our proposed dose-optimization design learns through accounting for patient covariates, which

subpopulation of patients should be considered in the target population and considers possible het-

erogeneity in optimal dose between subpopulation. The design employs a Dose-escalation stage

and Dose-ranging stage. In the Dose-escalation stage, cancer patients are assessed as in a �rst-in-

human study and dose-assignment follows sequentially based on the toxicity information obtained,

using a model-based dose-escalation method that accounts for delayed outcomes. From the Dose-

escalation stage, we aim to identify a set of safe doses which we want to explore further. The set of

safe doses is adjusted based on PK incorporation, an integral part of Project Optimus. Additionally,

before enrolling more patients, we assess futility after the initial stage to evaluate lack of activity in

identi�ed subpopulations to minimize exposure of an ineffective therapy to these subpopulations

and expand the population demonstrating activity. In the Dose-ranging stage, we aim to explore

doses, optimize ef�cacy, and learn about patient heterogeneity. In this stage, doses and subpopu-

lations are explored through an Adaptive Randomization and Optimization phase using Bayesian
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variable selection. Another futility assessment is conducted in the Dose-ranging stage, between

the two phases. These futility assessments help identify the target population. Finally, depending

on patient characteristics found to be in�uential in predicting ef�cacy, we recommend one optimal

biological dose (OBD) for each identi�ed subpopulation within the target population, if needed.

The proposed design differs from a phase I dose-escalation plus dose-expansion cohort (DEC)

design in which a dose-escalation stage identi�es the maximum tolerated dose (MTD) and ad-

ditional patients are assigned to the MTD to understand initial evidence of ef�cacy or further

understand PK and PD effects (Food and Drug Administration, 2022). Assigning all patients in

the expansion cohort to the estimated MTD limits the amount of information that can be gathered

from other doses in the trial. In the dose-optimization paradigm, it is critical to understand ef�-

cacy at other doses below the MTD. While some have proposed formalizing the dose-expansion

cohort stage by using randomization in a dose-expansion phase to assign patients to more than one

dose (Dehbi et al., 2021, 2023) or using hypothesis testing to sequentially monitor safety and ef�-

cacy (Iasonos & O'Quigley, 2016, 2017), these methods have not addressed patient heterogeneity

which could include subpopulations for which the therapy is futile and recommending more than

one OBD to take forward to subsequent phases. Furthermore, in the dose-escalation plus DEC

setting, it is common for PK and PD analyses and dose-�nding designs to be conducted separately,

one reason being that these measures are often not readily available before each dose assignment.

Therefore, it is often unclear how PK or PD is incorporated to inform the recommended dose. By

incorporating PK analysis after the Dose-escalation stage, our proposed design can better under-

stand the dose-toxicity relationship and seamlessly adjust the therapeutic window.

Our design also differs from the phase I/II design paradigm, in which a dose is recommended

for a registrational trial and therefore must target a speci�c ef�cacy threshold and patient popula-

tion. Many dose-�nding methods have been proposed in the phase I/II setting to evaluate toxicity

and ef�cacy and recommend an OBD. Beyond methods that recommend one optimal dose to the

entire patient population, discussed previously in Section 1, patient heterogeneity has been ad-

dressed by many recent methods. Some take an individualized precision medicine approach where
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many patient characteristics are introduced and each patient is considered to have an individual

OBD (Guo & Yuan, 2017; Kakurai et al., 2019). These designs also used the motivating example

of entrectinib, but did not account for aspects of dose-optimization (Section 1.3). Phase I/II designs

have also been proposed to account for subpopulations, some of which pre-specify the subpopula-

tions that differ by ef�cacy (Guo & Zang, 2022a, 2022b), and some of which allow for �exibility in

the subpopulation speci�cation by allowing adaptive clustering of the prede�ned subgroups (Lee

et al., 2021; Curtis et al., 2022). These methods, however, do not allow for unknown heterogeneity

and require prior speci�cations for each assumed subgroup. Guo et al. (2023) allow the most �ex-

ibility in identifying subgroups in their design, where multiple characteristics can be speci�ed and

the number of subgroups do not have to be known. However, the design in practice seems to work

best when the number of subgroups is prespeci�ed, since if the number of subgroups is not known,

the number of models that must be compared signi�cantly grows. Furthermore, the motivating

example and corresponding simulation studies only consider two characteristics and assume only

two subgroups exist. Our design aims to use the strengths of many proposed designs in the phase

I/II setting including adaptive randomization and estimation of the optimal dose, but also accounts

for unknown heterogeneity in the patient population through both identifying subpopulations in

which the drug is futile and subpopulations in which the optimal dose may differ.

While many of the mentioned designs have addressed key considerations of an optimal dose-

�nding design by accounting for the response-toxicity trade-off and some patient heterogeneity,

as a phase I/II design, they assume all enrolled patients are in the target population and thus can

all be evaluated for ef�cacy and antitumor activity. This is a major limitation of many phase I/II

designs since often the target population may not be known before the therapy is tested in humans

and strict enrollment for an assumed target population could lead to missing ef�cacy signals in

unexpected populations (Paoletti & Postel-Vinay, 2018). To demonstrate this limitation, Paoletti

and Postel-Vinay (2018) use the well-known model-based phase I/II design, EffTox, developed

in 2004 by Thall and Cook (2004), to show that these designs cannot be used widely in practice.

Speci�cally, between 2004 and 2018, only four trials used the EffTox design. Even in a trial that
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might seem well-suited for a phase I/II design, given the agent's mechanism of action speci�cally

characterizes the target population, it may still be inef�cient or not practical to only include this

population. For example, in the entrectinib trial where it was suspected that patients with gene

fusions involving NTRK1/2/3, ROS1, or ALK would respond, in both phase I entrectinib trials

described in Section 1.3.1, only about 50% of the trial population had patients with a gene fusion.

This demonstrates that even in the case of a targeted agent where there may be strong justi�cation

about the target population, initial enrollment may include a broader population. Toxicity informa-

tion can be evaluated across patients with different molecular alterations, and thus is it ef�cient to

sequentially evaluate the two endpoints of toxicity and ef�cacy, unlike many phase I/II designs that

evaluate toxicity and ef�cacy as co-primary endpoints. Another strength in separating evaluation of

toxicity and ef�cacy is that different observation periods for toxicity and ef�cacy can be speci�ed.

For example, in the entrectinib trial, the evaluation period was four weeks for toxicity and eight

weeks for ef�cacy. In our proposed dose-optimization design, we consider that the trial population

may not be the target population and learn, through modeling approaches, which subpopulations

are not responding to the therapy.

The rest of the chapter is outlined as follows. The dose-optimization design is detailed in

Section 4.2. In Section 4.3, we present a simulation study based on the redesigned entrectinib

trial, discussed in Section 1.3.1, and compare the performance of the proposed design to the naive

approach of not accounting for any patient heterogeneity. Finally, we discuss the signi�cance and

limitations of our proposed design in Section 4.4.

4.2 Methods

Consider a total of� doses levels,31– • • • – 3� , that will be evaluated in the dose-optimization

trial. Using the entrectinib phase I trial as a motivating example, we consider a binary endpoint

for toxicity, . ) , and a binary endpoint for ef�cacy,. � , where. )8 = 1 and. �8 = 1 indicate a

DLT and objective response, respectively, for patient8. We also account for" patient covari-

ates,z = ¹I 1– •••– I" º) , which could be responsible for heterogeneity in response. Our objective
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is to identify the target population that responds to the therapy, identify the subpopulations within

the target population that have different optimal doses, and estimate the OBD for each identi�ed

subpopulation within the target population. We evaluate the two primary endpoints sequentially,

starting with toxicity to understand safety, for the �rst=1 patients, and subsequently understand-

ing patient response and accounting for" patient covariates, for=2 patients, to learn about the

subpopulations that respond to the therapy and the heterogeneity with respect to optimal dose.

4.2.1 Dose-toxicity model

Our objective in assessing toxicity is to identify a set of acceptable doses,A 3, which should

be explored further using ef�cacy. In order to de�neA 3, we estimate a toxicity-based MTD.

To model the dose-toxicity curve, we use the Bayesian Time-to-Event (TITE) CRM, proposed

by Cheung and Chappell (2000). Considering- 8 = G8 is the dose assigned to patient8, and the

probability of toxicity at39, 9 2 f1– •••– �g is c) ¹?9– 0º = %¹. )8 = 1j- 8 = 39º, we use a power

model as our working model for toxicity,

c) ¹?9– 0º = ?exp¹0º
9 – 9= 1– •••– �– (4.1)

where0 Ÿ ?1 Ÿ ••• Ÿ ?� Ÿ 1 are the prior probabilities of toxicity at each dose, otherwise known

as the dose skeleton. The TITE-CRM accounts for both complete and partially observed patients

through a weighted binomial likelihood function where the toxicity weight,F )8, is proportional

to the toxicity follow-up time of the8th patient:F )8 = min¹C8•) ) –1º when. )8 = 0 andF )8 = 1

when. )8 = 1, where) ) is the toxicity observation period andC8 is the length of time patient8has

been followed. AssumingD = = f¹ . ) 1– F) 1– G1º– •••¹. )= – F)= – G=ºg is the current data of= patients

treated so far, the binomial weighted likelihood is,

! ¹0jD=º =
=Ö

8=1

»F )8c) ¹G8– 0º¼. )8 »1 � F )8c) ¹G8– 0º¼1� . )8 • (4.2)

Under a Bayesian framework, the posterior mean is obtained by updating the prior with the
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observed data and �nding the mean of the posterior distribution,

0̂= =

¯
0! ¹0jD=º 5¹0º30

¯
! ¹0jD=º 5¹0º30

– (4.3)

where 5¹0º is the normal prior distribution on0 such that0 � # ¹0–1•34º. The probability of

toxicity at39, c) ¹?9– 0º, is then estimated by plugging the posterior mean of0 into Equation (4.1).

The dose assigned to the next patient (=¸ 1) is de�ned asG=¸ 1 = arg minG2f ?1–•••–?� g jbc¹G; 0̂=º � ?) j,

where?) is the target toxicity rate. When= = =1 patients have been assigned a dose, thenG=¸ 1 is

the estimated toxicity-based MTD, denotedšMTDTOX. We de�ne the set of safe doses as all doses

up to and including the MTDTOX,

cA 3 = f 39 : 39 � šMTDTOXg• (4.4)

4.2.2 Dose-PK model

To better understand the dose-concentration relationship, we also estimate a PK-de�ned MTD,

MTDPK, based on the area under the concentration curve (AUC), and use estimated MTDPK to

updatecA 3, the estimated set of acceptable doses. We assume that patient8experiences a toxi-

city if their AUC exceeds a certain threshold and assume that for the prespeci�ed=1 patients in

which toxicity was evaluated, PK-sampling is done and AUC is analyzed. Other PK measures

that could also be used include the maximum observed plasma concentration or time of maximum

concentration (Ursino et al., 2017). Following Ursino et al. (2017), we use a modi�ed version of a

hierarchical PK-toxicity model proposed by Patterson et al. (1999) and Whitehead et al. (2001), to

model PK to dose using a linear regression model,

E8j# � # ¹V0 ¸ V1 log¹� 9º– f 2º– (4.5)

where� 9– 9= 1– •••– �is the actual dosage, i.e., 200mg,E8 = log¹ �*� 8º and# = ¹V0– V1º with prior

distributions#jf � # 2¹m– f 2Mº andf � Beta¹0– 1º. Using the relationship�*� 8 = � »8¼•CL8,
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where� »8¼is the actual dosage assigned to patient8, f re�ects the inter-individual variation in

drug clearance (CL). Constantsm–M– 0, and1 re�ect prior knowledge about the assumed linear

relationship betweenE8 and� 8. The logarithm of dose and logarithm of AUC was found to best

describe a linear relationship in simulations (Ursino et al., 2017).

The probability of toxicity at39 is estimated as the probability that AUC exceeds a known

threshold,! , given as%¹E8 ¡ log¹! º j#– � 9º. MTDPK is de�ned as the dose level� � such that

%¹E8 ¡ log¹! º j#– � � º is closest to the target toxicity rate,?) . We de�ne the adjusted MTD, MTD� ,

following the PKCRM approach described in Ursino et al. (2017),

MTD � = minf MTDTOX–MTDPKg (4.6)

and update the set of safe doses,cA �
3, as,

cA �
3 = f 39 : 39 � šMTD

�
g• (4.7)

4.2.3 Dose-ef�cacy model

Let . � be the binary response outcome and assume we have a potentially large collection of pa-

tient covariates,z = ¹I 1– •••– I" º) , which could be responsible for dose heterogeneity with respect

to ef�cacy. Our objective in assessing ef�cacy is to understand the dose-response relationship,

considering thatz may contribute to the relationship and lead to different dose-response curves

across the patient population. We use the estimation of the dose-response relationship to identify

the target population and potential subpopulations within the target population, and estimate the

optimal dose for each respective subpopulation, given the tolerability assessment identi�ed through

cA �
3 = f 39 : 39 � šMTD

�
g, and the predicted probability of response.

We modelc � ¹?9–z8–) º = %¹. �8 = 1j- 8 = 39–z8º as,

c � ¹?9–z8–) º = expf� expf U0gg¹1 � expf�¹ expf U1 ¸
"Õ

< =1

W< I <8g?9gº– (4.8)
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where) = ¹U0– U1– W1– •••– W" º) . Equation (4.8) models a dose-ef�cacy plateau curve such that ef�-

cacy is a non-decreasing function of dose whereU1 accounts for the dose effect,expf
Í "

< =1 W< I <8g

represents the shift in ef�cacy given the patient covariate vectorz8, andexpf� expf U0ggrepresents

some plateau limit between 0 and 1.

In addition, we make the following sparsity assumption,

"Õ

< =1

1W< <0 =  ŸŸ "• (4.9)

Speci�cally, although there could be many potentially relevant patient covariates and we do

not have prior knowledge about which affect ef�cacy, we assume only a small subset of covariates

will actually differentiate dose and are clinically relevant to account for in the dose-optimization

design. Figure 4.1 displays three dose-ef�cacy curves generated from Equation (4.8) whenI 2 and

I 3 are the only patient covariates associated with ef�cacy. WhenI 2 = 0 and I 3 = 0, ef�cacy

plateaus at dose level 2. WhenI 2 = 1– I3 = 0 andI 2 = 0– I3 = 1, ef�cacy plateaus at dose level

3, and whenI 2 = 1– I3 = 1, ef�cacy plateaus at dose level 4. Thus, for those that respond to the

therapy, the target population, there are three subpopulations with different optimal doses.

Figure 4.1: Example of the dose-ef�cacy model with three Optimal Biological Doses (OBD),
denoted with a triangle, whenI 2 andI 3 are the only patient covariates associated with ef�cacy.

66



At such an early phase of drug evaluation, we want to bring forward and identify covariates that

signal a strong enough difference in dose that subgroups could be identi�ed by them. The sparsity

constraint allows us to bring forward only a few subgroups for realistic clinical application. Unlike

other methods, we do not assume we know these covariates or subgroups going into the trial and

want to account for as many potentially in�uential covariates as possible.

Given Equation (4.8) and Assumption (4.9), we want to identify the subset of covariates

that are responsible for heterogeneity in OBD. O'Hara and Sillanpää (2009) give an overview and

comparison of many Bayesian variable selection methods, all of which use some variation of a

“spike and slab” prior. Jreich et al. (2022) give an overview of Bayesian selection methods with

grouped covariates which extend standard Bayesian variable selection. In application, categorical

variables are most relevant in medicine since they can account for binary variables, categorical

variables with more than two levels, and categorized continuous variables. For example, PD-L1

expression level in a tumor, which has been shown to be a predictor of response (Guo et al.,

2018), can be categorized as binary, however, in a clinical setting it may be most informative

to categorize expression into three groups based on Tumor Proportion Score (TPS) (Lin et al.,

2017). We use a modi�cation of the Stochastic Search Variable Selection (SSVS) method called

the Bayesian Sparse Group Selection (BSGS) proposed by Chen et al. (2016). The modi�cation

allows for inclusion of categorical variables with more than two levels and the identi�cation of

in�uential levels within each variable through specifying a hierarchical prior for each level within

the categorical variable.

Consider� categorical patient characteristics where each characteristic� , has� � levels,� =

1– • • • – �. Then, there are
Í �

� =1¹� � � 1º = " total patient covariates besides dose in the ef�cacy

model, after excluding the reference level of each categorical covariate. The ef�cacy model from

Equation (4.8) can be rewritten as,

c � ¹?9–z8–) º = expf� expf U0gg¹1 � expf�¹ expf U1 ¸
�Õ

� =1

� � � 1Õ

;=1

W; � I ; �8g?9gº• (4.10)

67



The BSGS method considers binary indicators for the inclusion of each patient characteristic,

b� – � = 1– •••– �, and each level within the characteristic,a; � ; ; = 1– •••– �� � 1, where the level

indicators are nested within the characteristic indicators as,

b� � Ber¹@� º– (4.11)

a; � jb� � ¹ 1 � b� ºX0 ¸ b� Ber¹@; � º– (4.12)

where@� and@; � are the prior probability of inclusion of covariate� and level; in covariate� ,

respectively, for� = 1– •••– �and ; = 1– •••– �� � 1, andX0 is the Dirac distribution on 0. The

inclusion indicator of the regression coef�cient corresponding to the;th level of category� is then

[ ; � = a; � � b� .

The prior of each regression parameter,W; � , is conditional on the inclusion parameter,[ ; � , and

can be written as the mixture of a point mass at zero,X0, and a Gaussian distribution,

W; � ja; � b� � ¹ 1 � a; � b� ºX0 ¸ a; � b� # ¹0– g2;� º• (4.13)

That is, if a; � = b� = 1, the prior distribution is a wide distribution around 0 with varianceg2
;� ,

the “slab", and ifa; � = 0 or b� = 0, the prior distribution is a point distribution at 0, the “spike". As

an example, consider three covariates (� = 3), with levels� 1 = 2, � 2 = 4, � 3 = 3. If only the third

level in the second covariate (� = 2) is in�uential, thenb1 = a11 = 0– b2 = a22 = 1– a12 = a23 = 0,

andb3 = a13 = a23 = 0.

The parameters@� , @; � , andg; � , � = 1– •••�, ; = 1– •••– �� � 1 must be tuned for desired model

performance. We use@� = 0•5 and@; � = 0•5 for � = 1– •••�, ; = 1– •••– �� � 1 based on �ndings by

Jreich et al. (2022) that for small sample sizes, �xing@� and@; � demonstrated more robust correct

selection of covariates compared to Uniform or Beta distributions. We choseg; � to represent a rea-

sonable range forW< and further tunedg; � in simulation studies for reasonable variable selection.

Inclusion of each covariate and their respective levels were based on the mean posterior inclusion

probability of [ ; � satisfying some threshold,	 � . Speci�cally, level; of covariate� was included
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if %¹[ ; � = 1º ¡ 	 � .

Furthermore, we modify the prior distribution ofW; � by imposing a truncated Gaussian distri-

bution instead of a Gaussian distribution in the mixture model when the direction of association is

known for all levels of category� . If less is known about a covariate, but investigators still wish it

to be in the model, a Gaussian mixture model as in Equation (4.13) is used. This allows �exibility

in specifying different mixture priors for each patient covariate. For example, across many cancer

types, PD-L1 positive patients have shown improved response compared to PD-L1 negative pa-

tients, however both expression types may bene�t from the therapy so the direction of expression

type could be a potential covariate in which knowing the direction adds information to the model.

Another example is the binary indicator of having had a speci�c prior cancer therapy, which may

have a negative association with ef�cacy.

Similar to the dose-toxicity model, we also account for partially observed ef�cacy outcomes

using a weighted binomial likelihood. Given ef�cacy data for= patients,

� �= = f¹ . � 1– F� 1– G1º– •••¹. �= – F�= – G=ºg–

the weighted likelihood is,

! ¹) j� �= º =
=Ö

8=1

»F �8 c � ¹G8–z8–) º¼. �8 »1 � F �8 c � ¹G8–z8–) º¼1� . �8 – (4.14)

whereF �8 is the ef�cacy weight representing the proportion of ef�cacy follow-up time of the

8th patient: F �8 = min¹C8•) � –1º when. �8 = 0 and F �8 = 1 when. �8 = 1, where) � is the

ef�cacy observation period andC8 is the length of time patient8has been followed. This allows

subsequent dose assignment before all previously assigned patients have been fully observed over

the observation period, which is relevant when we want to account for longer observation periods

so late-onset outcomes can be observed.

The posterior distribution of) = ¹U0– U1– W1–1– •••– W� � � 1–� º is then,
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5¹) j� �= º / ! ¹) j� �= º 5¹U0º 5¹U1º
�Ö

� =1

 
� � � 1Ö

;=1

5¹W; � ja; � b� º 5¹a; � jb� º

!

5¹b� º– (4.15)

where 5¹�º denotes the prior distribution of the parameters in) . We use the `R2jags' package

in R to implement Markov chain Monte Carlo (MCMC) simulations and sample the posterior

distribution to compute the posterior estimates of) . Given)̂ =, we obtain the estimated probability

of ef�cacy for the ¹= ¸ 1º-th patient,c � ¹?9–z=¸ 1–)̂ =º from Equation 4.10.

Depending on the stage of the dose-optimization trial, we assign a dose to the¹=¸ 1º-th patient

using different approaches that depend onc � ¹?9–z=¸ 1–)̂ =º, described in Section 4.2.5. The ap-

proaches used to identify the target population and the OBD, which use the estimated probability

of ef�cacy, c � ¹?9–z=¸ 1–)̂ =º, are also detailed in Section 4.2.5.

4.2.4 Dose-optimization design

The proposed dose-optimization design uses model-based approaches to de�ning a set of ac-

ceptable doses, identify the target population, and �nd the patient characteristics that affect ef�cacy,

thus determining the subpopulation-speci�c OBD. A schema of the proposed design is shown in

Figure 4.2. In the initial toxicity-focused stage, the Dose-escalation stage, an initial acceptable set

of doses is identi�ed after sequential dose-escalation of=1 patients. This is done through using the

TITE-CRM which estimates a DLT-based MTD after=1 patients have been observed, discussed in

Section 4.2.1. In this initial stage, we assume a realistic phase I population, in which safety can

be evaluated for all, but a proportion of patients may not respond to the therapy, as they are not in

the true target population. To integrate additional information on safety, we incorporate PK data

through �tting a dose-PK model to �nd the upper limit of safety according to the observed PK data,

and adjust the set of acceptable doses using a PK-based MTD, as de�ned in De�nition 4.7. Before

more patients are enrolled into the ef�cacy-focused Dose-ranging stage, a futility assessment is

done, where we introduce patient characteristics and initial evidence of ef�cacy is evaluated across
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