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Abstract

In an era where data-driven decisions increasingly influence high-stakes outcomes, from
financial risk assessment and healthcare resource allocation to AI model alignment, the demand for
algorithms that are both statistically principled and computationally scalable has become increas-
ingly urgent. Classical methods grounded in probabilistic modeling and statistical inference offer
strong theoretical guarantees, including unbiasedness, consistency, and well-calibrated uncertainty
estimates. However, these methods often struggle to adapt to the scale, complexity, and hetero-
geneity of modern machine learning tasks. In contrast, contemporary machine learning models are
highly expressive and flexible, but frequently lack transparency, reliability, and rigorous control
over uncertainty. This thesis aims to bridge this divide by developing hybrid frameworks that inte-
grate the scalability and adaptability of modern machine learning with the foundational strengths
of statistical methodology, preserving properties such as unbiasedness, (local) consistency, and
uncertainty quantification while enabling practical performance across complex real-world appli-
cations. The work spans three major threads: black-box optimization, preference-based fine-tuning,
and simulation-based evaluation. In Chapter 2, we propose Pseudo-Bayesian Optimization (Pseu-
doBO), a general-purpose framework for black-box optimization that extends beyond Gaussian
processes. By decomposing exploration-based black-box optimization algorithms into modular
surrogate predictors, uncertainty quantifiers, and acquisition functions, and formalizing their inter-
action via a set of axioms, PseudoBO provides convergence guarantees for a wide class of functions
using non-Bayesian models such as neural networks and local regressors. In Chapter 3, we intro-

duce MallowsPO, a novel generalization of Direct Preference Optimization (DPO) that explicitly



accounts for heterogeneity in human preferences through dispersion modeling. By leveraging Mal-
lows ranking theory, MallowsPO adapts the training objective of language models based on how
consistently users agree on different types of prompts, enhancing robustness, generalization, and
controllability in LLM alignment tasks. In Chapter 4, we develop Prediction-Enhanced Monte Carlo
(PEMC), a hybrid estimation method that combines cheap, parallelizable simulation features with
machine-learned predictors to reduce variance while preserving unbiasedness and valid confidence
intervals. PEMC offers a drop-in enhancement to classical Monte Carlo workflows, demonstrating
substantial runtime and sample efficiency gains across domains such as ambulance diversion poli-
cies evaluation and exotic financial derivative pricing. Taken together, these contributions advance
anew paradigm in statistical machine learning that embraces a stronger interplay between predictive
modeling and uncertainty quantification. By designing learning-augmented algorithms that remain
grounded in theoretical rigor, this thesis lays the foundation for more trustworthy, scalable, and

efficient decision-making systems in uncertain and high-stakes environments.
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Chapter 1: Introduction and Background

In many domains of science, engineering, and policy, modern decision-making increasingly
relies on data-driven models that are both predictive and prescriptive. From optimizing clinical
resource allocation and simulating emergency systems to ne-tuning large language models (LLMs)
for aligned outputs, a common thread persists: decisions must be made under uncertainty, using
limited resources, and often with high stakes. This poses a central challemgedo we design
learning-based algorithms that are not only e cient and scalable, but also reliable, interpretable,
and theoretically grounded?

Traditional methods in statistical inference and Monte Carlo simulation o er rigorous guaran-
tees, such as unbiasedness, convergence, and valid con dence intervals, but often fall short in terms
of scalability and computational tractability. On the other hand, machine learning (ML) models,
particularly neural networks, are powerful in high-dimensional regimes and excel at approximation
and prediction. However, they typically lack guarantees for uncertainty quanti cation, convergence
behavior, or unbiasedness, which are essential in high-stakes applications such as nancial risk
management or healthcare policy. Bridging this divide, between statistical rigor and modern ML
exibility, is the central motivation of this thesis.

This thesis contributes to bridging these worlds by exploring two complementary directions: (i)
enhancing learning-based frameworks, such as black-box optimization and preference modeling,
through structured and theoretically grounded uncertainty quanti cation, enabling more robust,
interpretable, and generalizable learning; and (ii) augmenting classical statistical estimation pro-
cedures with machine-learned predictive components, reducing computational cost and variance

while preserving core properties such as unbiasedness and con dence calibration.



1.1 Pseudo-Bayesian Optimization: A Uni ed Theory Beyond Gaussian Processes

Bayesian Optimization (BO) is a widely used framework for optimizing expensive black-box
functions, but its classical formulations rely heavily on Gaussian processes (GPs) as surrogates.
While GPs o er strong theoretical guarantees, they scale poorly and are not always well-suited for
complex or high-dimensional problems. In practice, practitioners often replace GPs with alternative
surrogates, such as random forests, local regressors, or neural networks, that work better empirically
but lack convergence guarantees.

In our rst contribution, we develop Pseudo-Bayesian Optimization (PseudoBO) [1], an ax-
iomatic framework that generalizes the theoretical foundations of BO to non-GP settings. We
decompose BO algorithms into three components surrogate predictors, uncertainty quanti ers,
and acquisition functions and establish a set of conditions under which the overall algorithm is
provably consistent. Our framework accommodates a wide range of surrogates and uncertainty
models, o ering theoretical tools for understanding and designing modern BO algorithms that were

previously outside the reach of classical analysis.

1.2 MallowsPO: Modeling Dispersion in Human Feedback

Fine-tuning language models with human preferences has become a cornerstone of alignment
e orts in LLMs. Among recent techniques, Direct Preference Optimization (DPO) [2] has gained
traction for its simplicity and e ectiveness. However, DPO assumes that all human preferences are
equally reliable and consistent, an assumption that fails in subjective or ambiguous prompts where
human agreement varies signi cantly.

To address this, we propose Mallows Preference Optimization (MallowsPO) [3], a novel ex-
tension of DPO that incorporatpsompt-dependent dispersiasing tools from Mallows ranking
theory. MallowsPO learns a dispersion index that quanti es how consistent human feedback is
for each prompt, and reweights optimization accordingly. This allows the model to focus more

on clear-cut preferences while accounting for uncertainty in ambiguous cases. We develop two



variants based on Spearman and Kendall distances, and demonstrate strong empirical gains over

DPO in both in-distribution and out-of-distribution evaluation tasks.

1.3 Prediction-Enhanced Monte Carlo: E cient Evaluation with Theoretical Guarantees

Monte Carlo (MC) methods remain a gold standard for unbiased estimation in complex stochas-
tic systems, with applications in option pricing, queueing networks, and healthcare simulations.
However, MC can be prohibitively slow, especially in nested or path-dependent scenarios where
each sample is expensive to generate. Standard variance reduction techniques such as control
variates often require closed-form auxiliary expectations, which are unavailable in most realistic
settings.

To overcome this, we introduce Prediction-Enhanced Monte Carlo (PEMC) [4], a general-
purpose method that integrates machine learning predictors into the MC pipeline while preserving
unbiasedness and allowing valid error quanti cation. The core idea is to train a predictive model
on previously simulated data and use it to construct a control variate that reduces variance without
requiring analytical expectations. We prove that PEMC is unbiased, derive its optimal sample
allocation strategy, and demonstrate signi cant speed-ups in tasks such as ambulance dispatch

simulation and exotic options pricing.

1.4 Unifying Themes and Contributions

While each of the three contributions targets a di erent problem class optimization, preference

learning, and simulation they share several unifying principles:

" Learning-Augmented Structure: Each method integrates predictive ML models within a

statistically principled framework to enhance performance while preserving core guarantees.

" Modularity and Flexibility: All frameworks are modular and extensible, enabling practition-

ers to plug in task-speci ¢ models or architectures without sacri cing rigor.



" Theoretical Guarantees with Practical Gains: Each method o ers both provable statistical

properties and strong empirical performance in real-world scenarios.

In doing so, this thesis contributes to the emerging paradigm of trustworthy machine learning,
a domain at the intersection of learning theory, simulation, and decision-making. The frameworks
developed here are broadly applicable to many modern applications, including automated model
tuning, Al alignment, and risk-sensitive evaluation.

Complementary to these e orts, our prior work on calibrated prediction intervals via constrained
empirical risk minimization [5] demonstrates how learning theory and optimization can jointly
guide uncertainty estimation in regression. [6] develops a formal framework for calibrating non-
identi able simulation models, which extends the scope beyond point estimation by introducing
eligibility-set-based validation and hypothesis testing. Recent advances in token-level uncertainty
estimation for LLMs show how ne-grained epistemic modeling can serve as an internal reliability
signal during complex generation, reinforcing the growing need for uncertainty-aware learning [7].
Moreover, our recent work introduces a continuous-time reinforcement learning framework for
ne-tuning di usion generative models, providing theoretical guarantees for policy optimization
while aligning outputs with human preferences [8].

The remainder of this thesis is structured as follows. Chapter 2 presents the PseudoBO frame-
work and its theoretical and empirical validations. Chapter 3 develops the MallowsPO model for
preference learning with dispersion. Chapter 4 introduces the PEMC method for simulation and

estimation. Chapter 5 concludes with a discussion of future directions and broader implications.



Chapter 2: Pseudo-Bayesian Optimization

Bayesian Optimization is a popular approach for optimizing expensive black-box functions. Its
key idea is to use a surrogate model to approximate the objective and, importantly, quantify the
associated uncertainty that allows a sequential search of query points that balance exploitation-
exploration. Gaussian process (GP) has been a primary candidate for the surrogate model, thanks
to its Bayesian-principled uncertainty quanti cation power and modeling exibility. However, its
challenges have also spurred an array of alternatives whose convergence properties could be more
opaque. Motivated by these, we study in this chaptemdiomaticframework that elicits the
minimal requirements to guarantee black-box optimization convergence that could apply beyond
GP-based methods. Moreover, we leverage the design freedom in our framework, which we
call Pseudo-Bayesian Optimizatioto construct empirically superior algorithms. In particular,
we show how using simple local regression, and a suitable randomized prior" construction to
guantify uncertainty, not only guarantees convergence but also consistently outperforms state-of-
the-art benchmarks in examples ranging from high-dimensional synthetic experiments to realistic

hyperparameter tuning and robotic applications.

2.1 Introduction

Bayesian Optimization (BO) is a popular method for the global optimization of black-box
functions that are typically multimodal and expensive to evaluate. Its main idea is to model the
objective landscape using observed data in order to guess" where the global optimum is, rather
than following a solution trajectory. One of the earliest works in BO is [9], initially proposed for
automotive and semiconductor designs and motivated by long runtimes of their computer codes.

Nowadays, BO has been widely applied in machine learning including hyper-parameter tuning and



Auto-ML [10], reinforcement learning [11, 12], robotics [13], experimental design such as A/B
testing [14], simulator calibration [15, 16], and engineering applications such as environmental
monitoring [17] aerospace system design [18] and multi-agent control [19]. Extensive overviews
arein [20, 21, 22].

More precisely, a typical BO procedure sequentially searches for next design points to evaluate
by updating a surrogate model to predict the objective and, moreover, quantify the associated
uncertainty. Both the prediction and the uncertainty quanti cation are important as they work
together, via a so-called acquisition function, to balance exploitation-exploration in the evaluation
sequence. In this regard, Gaussian process (GP) has been a primary candidate of surrogate model,
thanks to its Bayesian-principled uncertainty quanti cation power and modeling exibility [23, 24,
25, 26, 27]. However, it has a cubic-order scalability due to the inversion of the Gram kernel
matrix in computing the posterior and, despite its principled design, it is conceivable to construct
algorithms that could leverage problem structures more e ciently. To this end, there has been a
surge of active studies to improve BO. These include the sparsi cation of GP using pseudo-inputs
[28, 29, 30, 31, 32, 33] or kernel approximation [34] to reduce its time complexity, substitution of
GP with other surrogates such as random forests [35] and neural networks [36, 37, 38, 39], and
most recently the direct modeling of acquisition functions over the search space instead of through
a surrogate [40, 41, 42].

Most of the state-of-the-art procedures mentioned above (and expanded further in Section 2.2)
are practically motivated. In other words, they are shown to be superior via empirical comparisons,
and designed via nicely intuited but ad hocideas. Atthe same time, the theory of BO has been largely
con ned to GP-based procedures. Among them, algorithmic consistency, i.e., convergence to the
true optimum as the algorithm evolves inde nitely, can be attained with broader assumptions and
algorithmic structures (but still GP-based; e.qg., [43, 44, 45, 46]). Convergence rate results, while
giving stronger conclusion, typically require more opaque assumptions, such as those associated
with reproducing kernel Hilbert space (RKHS) and the tail decay behaviors of the GPs' gradients

or the kernel's spectrum, as well as algorithmic restrictions such as upper con dence bound (UCB)



instead of general acquisition functions [47, 48, 49]. In either case, there appears to be a mismatch
between theory and practice: On one hand, practically superior algorithms do not have guarantees;
on the other hand, BO theory is largely con ned to GP and is not broad enough to cover more
practical algorithms.

Given the above, our rst high-level goal of this chapter is to build a theory for exploration-based
optimization that encompassgsneralalgorithms beyond GP. This makes a step forward to reduce
the gap between theory and practice in the realm of BO. To clarify our scope, by theory here we focus
on algorithmic consistency While this is weaker than rate results, algorithmic consistency is still
largely open for procedures beyond GP, and moreover avoids the opaque assumptions and restrictive
settings encountered in rate analysis. With this, our second high-level goal is to leverage our theory
to locate strongly performing algorithms. Here, by strongly performing we mean algorithms that are
empirically competitive against state-of-the-art benchmarks, while simultaneously have theoretical
guarantees.

With these goals in mind, our main contribution is axomaticframework that elicits the
minimal requirements on any exploration-based algorithms to guarantee convergence. Speci cally,
we dissect an exploration-based algorithm into three independent basic ingrediantgate
predictor (SP) uncertainty quanti er (UQ) andacquisition function (AF)SP aims to provide
point predictions at di erent design points. UQ quanti es the uncertainty of SP and indicates how
reliable is the current prediction. AF transforms SP and UQ into the decision on which design
point to evaluate next. We derive the axiomatic properties of SP, UQ and AF to attain theoretical
convergence. In a nutshell, we call these propettiesl consistencythesequential no-empty-ball
property, and theimprovement propertyespectively. These basic ingredients, along with their
axiomatic properties, appear in GP-based algorithms however, and as our key message, GP is
not the only approach that exhibits these properties; instead, there are many more algorithms that
could lead to similar convergence guarantees. We call our above fram@&serdo-Bayesian
Optimization (PseudoBOJThis is because, intuitively, we hinge on the Bayesian insight of BO

in dissecting convergent procedures, but at the same time, a Bayesian perspective is generally not



required for optimization convergence. Essentially, our framework extracts the minimally needed
features in BO from the view of exploration-based optimization.

Our PseudoBO framework creates a recipe, with a list of SP, UQ and AF candidates that can be
shown to satisfy the respective properties and hence altogether lead to algorithmic convergence. Our
next endeavor is to assemble candidates in this recipe that perform competitively against existing
benchmarks in empirical experiments. This resulting algorithm would then be one that exhibits both
empirical and theoretical advantages over the benchmarks. In particular, we show how combining
a simple local regression as SP, a suitably constructed randomized prior" as UQ, and expected
improvement (El) as AF, can consistently outperform some state-of-the-art BO benchmarks across
examples ranging from high-dimensional synthetic experiments to realistic hyperparameter tuning
and robotic applications.

The remainder of this chapter is as follows. Section 2.2 reviews related works on both practical
and theoretical fronts. Section 2.3 presents the general theory of PseudoBO. Section 2.4 compiles
the recipe that comprises a range of exemplifying ingredients under the PseudoBO framework.
Section 2.5 discusses some details in turning our theory into implementation. Section 2.6 presents
our empirical performances and comparisons with benchmark approaches. Section 2.7 concludes
this chapter and discusses future directions. All proofs and additional numerical details are

presented in the Appendix.

2.2 Related Works

We review the existing literature. We categorize it roughly into two parts, one focusing
on practical algorithms and implementations (Section 2.2.1) and one on theoretical guarantees

(Section 2.2.2).

2.2.1 Literature on BO Practical Enhancements

We overview some existing approaches that aim to increase the scalability or e ciency of BO:

Sparse GR The rst approach comprises sparse pseudo-input GP [28, 29, 30, 31, 32, 33].



The idea is to select inducing pseudo-inputs by minimizing information loss, withsmaller

than number of collected data to reduce the rank of the involved covariance matrix and subse-
guently the computational complexity. The second approach is GP with sparse spectrum [34]. By
Bochner's theorem [50], the kernel can be approximated by random features and thus GP can then
be approximated by Bayesian linear regression with nite basis functions oksiz@ terms of
complexity, both approaches reduce the time complexity @3 to O1=<?2 _ <3° for the pos-

terior distribution updating. A hybrid method of speeding up the posterior sampling by combining
the two approximations is [51]. However, the involved approximation and hence information loss
may cause imprecise surrogate prediction or uncertainty quanti cation [21].

Surrogate Substitution. Rather than working on scaling GP, there has been a surge of research
on replacing BO with other surrogate models. SMAC [35] leverages random forest regressor and
the standard deviation among trees to quantify uncertainty. However, the uncertainty quanti cation
approach in this method, which utilizes bootstrapping, is unstable and can be overly small for
unexplored areas. An alternative is to use neural networks for surrogate modeling. DNGO [37]
adopts Bayesian linear regression on top of the the representations learnt by a neural network. Based
on this, [38] proposes ABLR that improves the two-step learning in [37] to joint Bayesian learning
but with additional computational complexity. BOHAMIANN [36] uses a modi ed Hamiltonian
Monte Carlo to improve robustness and scalability of the surrogate model. [39] uses neural network
ensemble. [52] introduces a hybrid model combining neural networks and multi-output Gaussian
processes to tackle contextual bandit problems. [53] proposes two neural network-based methods
that use o ine simulations to enable real-time decisions in covariate-dependent stochastic systems
without further online evaluation. However, they require retraining the neural network after new
data is collected, which is computationally expensive. Moreover, the performance appears sensitive
to the network architecture [37].

Density Ratio Estimation-based Methods Another line of research focuses on directly
modeling the acquisition function [40, 41, 42]. [40] proposes tree-structured Parzen estimator

(TPE) by establishing the equivalence between expected improvement (El) and the relative ratio



between two densities, speci cally for handling discrete and tree-structured inputs. Recently, BORE
[41] is invented to estimate this density ratio directly with likelihood-free inference and LFBO [42]
generalizes this framework to model any acquisition function in the form of expected utility.

Prior-data Fitted Networks (PFNs). PFNs, initially proposed in [54], leverage in-context
learning technique and transformer architectures to approximate Bayesian inference. While PFNs
signi cantly speed up the posterior inference, they require substantial pretraining. This pretraining
procedure involves repeatedly drawing data points from the prior distribution to e ectively learn
the probabilistic predictions needed for Bayesian inference. Applications of PFNs to BO include
[55] and [56].

Other Approaches There are a variety of other works to speed up the computation of BO.
One way is to leverage batch acquisition function, by proposing points in batch to be evaluated at
once. Ensemble Bayesian Optimization [57] employs an ensemble of additive GPs as well as a
batch acquisition function to scale BO to tens of thousands of observations. Other batch acquisition
functions are proposed [58, 59, 60, 61, 62]. Another line of works focus on dimension reduction,
such as BOCK [63] and HeSBO [64]. Recently, TURBO [65] is proposed to incorporate BO with
the trust region method and batch acquisition through Thompson sampling [66]. In terms of imple-
mentation, GPyTorch [67] scales GP computation to thousands of queries, with conjugate descent
to solve linear systems and Lanczos process to approximate the log-determinant. By leveraging
hardware development, BoTorch [68] is invented as the state-of-the-art implementation of BO,
speeding up the computation of acquisition with Monte Carlo sampling, sample average approx-
imation (SAA) and computational technologies like auto-di erentiation and parallel computation
on CPUs and GPUs.

As explained in our introduction, the above approaches are practically oriented, in the sense
that they are empirically attractive but can lack theoretical guarantee even on basic consistency. A
contribution from our PseudoBO framework is our investigation of simple and cheap algorithms
that can perform competitively against these benchmarks, while at the same time exhibit consistency

guarantee. Furthermore, we also note that PseudoBO is not meant to separate from the above works,
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in the sense that these developed tools can be combined with PseudoBO to o er better performance

or accelerate the computation even more.

2.2.2 Literature on BO Theory

We divide the study of BO algorithms with theoretical guarantees into the investigation of
consistency and more elaborate convergence rate analysis.

Consistency [43] analyzes the consistency of BO with one-dimensional GP (in particular,
Brownian motion) with El. This is expanded upon in [44], which extends the consistency of
El to multi-dimensional settings, assuming the GP is stationary with the inverse of its spectral
density exhibiting at most polynomial growth. [69] studies the consistency of Bayesian information
collection strategies on noisy observations following exponential family distributions, and applies
their su cient conditions to optimal computing budget allocation and knowledge gradient (KG).
Later, [46] generalizes the consistency to acquisitions of both El and KG for any GP with continuous
sample paths. Besides, consistency results have also been established in various non-standard
settings. For instance, [70] considers objectives that are sums or integrals of multiple black-box
functions. [71] considers objectives with inner network structures, where each node represents a
black-box function with deterministic outputs. More generally, [72] studies composite objectives
where a black-box function is composed with a function that has an explicitly known form. In the
realm of simulation optimization, BO is applied to optimize expectation-form objective functions,
and the simulator can generate aleatory uncertainties via possibly common random numbers, e.g.,
[73, 74]. Additionally, [75] considers black-box functions with input parameters that are unknown
but observed via external data (i.e., the so-called input uncertainty in the stochastic simulation
literature, e.qg., [76, 77]). They propose Bayesian Information Collection and Optimization (BICO),
which balances the trade-o between simulation and real data collection.

Convergence Rate Analysis This is cast commonly in the form of cumulative regret or simple
regret. Cumulative regret measures the cumulative di erence between the attained objective value

and the oracle best objective value attained by the unknown ground-truth optimal solution. Simple
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regret, on the other hand, measures the di erence between the best objective value obtained so far
and the oracle best objective value.

Assuming the underlying true objective resides in the RKHS space of linear, RBF, or Matern
kernel, [47] derives the rst cumulative regret that scales linearly with the maximum information
gain a kernel-dependent complexity measure and the square root of the total steps, in the noisy
setting for UCB acquisition. However, this bound does not guarantee sub-linear regrets for practical
kernels like Matérn. More recently, [78] re nes the analysis of UCB for objectives in RKHS induced
by Matérn, ensuring sub-linear regrets. Similarly, [79] proposes KernelUCB, a kernelized UCB
algorithm, improving the cumulative regret bound by reducing the linear dependence on maximum
information gain to square root, though the algorithm is less practical. On the lower bound end,
[80] derives the rst sub-linear lower bound for any algorithm with Matérn and RBF kernels.
There are algorithms focusing more on exploration: [81] proposes an algorithm called Maximum
Variance Reduction (MVR), attaining an optimal order simple regret proportional to maximum
information gain and the inverse of the total steps for objectives with bounded norm in an RKHS.
[82] studies random exploration, proposing an algorithm with region shrinking, which achieves
order-optimal cumulative regret in both noiseless and noisy settings. Additionally, [83] analyzes
the regret for the EGO algorithm in deterministic settings. [84] establishes a regret bound for UCB
when the objective belongs to a parametric family of functions, and [85] gives a concentration
bound especially when usimggreedy procedures in radial basis function interpolations. Notably,
all these bounds are developed for speci ¢ algorithms, except for [80]. Lastly, we also note the
work of [86] that studies con dence region construction for optimal solution and objective value
by using the solution iterates from BO.

It is worth mentioning the extensive literature on multi-armed bandit problems, including for
instance [87, 88] that develop Bayesian regret bounds for so-called Thompson sampling. However,
the discrete or linear structures of these problems appear di erent from continuous-space black-box
optimization. In particular, their uncertainty typically arises from data noise, while in our setting

there can be zero noise from data and the uncertainty comes solely from the lack of knowledge
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about the unexplored portion of the objective function.

With the exceptions of [84] and [85], all works above on analyzing BO focus on GP-based
procedures. In contrast, PseudoBO derives an axiomatic dissection on consistent exploration-
based algorithms beyond GP. In this way, we expand the scope of algorithms above that satisfy
consistency. On the other hand, we do not o er rate results as in the second line of works above.
However, we note that the theory on consistency already appears largely open beyond GP, and

moreover avoids the more opaque assumptions typically needed for sharper rate analyses.

2.3 Theory of Pseudo-Bayesian Optimization

Suppose we are interested in solving the optimization proberyx 5'@, where the objective
function 5 : X I R is unknown andX RS is the decision space. The observations are
deterministic. To introduce PseudoBO, we start with a simple but general algorithmic framework
as follows. We optimizeb by using sequential function evaluations, where selecting which point
to evaluate next is guided by soraealuation worthiness (EWheasure, say -G D-°. Here,=
is the step index in the procedure, add = f1 G— 3G°%— e« « «1G— 3GC°gdenotes the collected
data up to the=th step. For convenience, we also denote= fG—+++—=& In PseudoBO, at each
step=we solvemaxzx , =1G D=° and the solutior ; is set as the next point to evaluate. Thus,
in summary, the PseudoBO algorithm is:

For each iteration= = 1-2— ees—)
Evaluate 5'G9;
Update, -1GD-9;

SetG 1 2 argmaxgy, =G D-=°.

The estimated optimal solution at any steis & 2 argmax,_ _ 5'G which gives the maximum

evaluated function value so far.
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2.3.1 Basic Algorithmic Consistency

Our rst result characterizes the algorithmic consistency of PseudoBO. We dénote
maxzx 5'G as the optimal value of the target problemtG—{ = minp kG HK as the set
distance fronG2 X tothese{ X ,and 5'(°=f1G-8¥°: G2 (gas the set of evaluated pairs
1G—%3°forall G2 (.

Assumption 2.3.1(Sequential no-empty-ball property) =* ; ° satis es the following:

1. For any G 2 X and nite-cardinality set sequencé- X , if inf- 1G—£ j 0, then

liminfo; , =G =°j Owhere -= 5%(=°.

2. For any convergent sequenGe?2 X, i.e.,G ! @for some® 2 X, we havg -G; - 1]
D-1°! O,whereD:- 1 =f1G— BG°%—eeelG — 3G 1°°gand -= 51(=Cforany nite-

cardinality set sequende- X .

Roughly speaking, part 1 of Assumption 2.3.1 stipulates that as along as there is no in nites-
imally close evaluated point in the neighborhoodGfthe EW ofGis positive. Part 2 plays a
converse role to state that@®entails an approaching sequence, then the E@vajuld shrink to O,
and this is true with or without any additional data represented by the set sedueigcd he nite
cardinality condition on the considered set sequences is imposed since we focus on realistic algo-
rithms that can evaluate only a nite number of points, even though conceptually the assumption
can be relaxed to include any set sequences (but in this case the EW for speci c examples need to
be properly de ned). Note that Assumption 2.3.1 is purely about the functioand its interaction
with 5, and does not assume anything about the optimization procedure. We call Assumption 2.3.1
thesequential no-empty-ball (SNEBoperty, where the no-empty-ball (NEB) notion follows from
[44] and indicates that a zero value,of at a pointGmeans any ball surroundir@gmust contain
some evaluated points in the past data, and vice versa. It is sequential" because part 2 of the
assumption modi es the original NEB property to consider the value ofat the sequencé

instead of its limit® as in [44]. Moreover, we also allow - to be step-dependent, i.e., depend on
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step=. The former modi cation facilitates the argument of our basic guarantee, while the latter is
useful to apply to some important examples as we will see in the sequel.

We introduce our rst theoretical result: As long as the EWsatis es the SNEB property,
PseudoBO asymptotically reaches the true optimal value, or in other wordalgasthmically

consistent

Theorem 2.3.1(Algorithmic consistency of PseudoBO$uppose EW - satis es Assumption

2.3.1 andX is compact. Then:

~ Xiseventually populated by the PseudoBO iterates, i.e., foGh)X, we havenf- 1G—-=° =

Ofor - - = fG—e++—=@whereG is the=-th output iterate in the PseudoBO algorithm.

" Consequently, if furthermorg is continuous, then PseudoBO is algorithmically consistent,

i.e., the estimated optimal solutié 2 argmax,_._5'@ satises 5'G°! / as=!1

Theorem 2.3.1 reveals the exploration-based nature of PseudoBO: It achieves convergence by
populating the search space. More precisely, the rst part of the theorem concludes eventual pop-
ularization, which means that a®2 X has arbitrarily close evaluated points from the PseudoBO
iterates eventually. By selecting the historically best evaluated point, this popularization then turns
into asymptotic convergence to the optimal value, which is the second part of the theorem. Here,
while EW can incorporate many sources of information, a requirement is that it must contain
information about the local popularity to guide us in this space popularization. In reality, we would
like to make guesses and evaluate at points that are likely close to the best (exploitation), but also
be cautious about missing out other potentially good regions (exploration). Accounting for this
tradeo requires a more specialized framework that contains ingredients to handle this issue more

explicitly. We will describe these ingredients in the next subsection.

2.3.2 A More Specialized Framework

We consider a more specialized version of PseudoBO that materializes EW via three ingre-

dients: surrogate predictor (SRuncertainty quanti er (UQ)and acquisition function (AE)As
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discussed earlier, these ingredients appear in GP-based algorithms in BO but could be designed
substantially more generally. Each of these ingredients needs to satisfy its own basic, indepen-
dent, assumption, which we cé#dical consistencySNEB(introduced before) and theprovement

propertyrespectively.

Assumption 2.3.2(Local consistency of SPThe SP5 ; ©: X 51X°! Rsatis es that for any
convergentsequené&g X ,i.e.,G! @forsome®2 X, wehaves'G; - 1[D = 1°! 5GP,
whereD= 1 = f1G— BG®0—ee el — BG °°gand -= 5!(-=°for any set sequende 2 X.

In Assumption 2.3.2,5!G D° represents the predictor &using dataD . This assumption
stipulates that the true function value at a target point can be approximated with increasing precision
by 5constructed at evaluation points converging to this target, with the historically evaluated points

and any additional data.
Assumption 2.3.3(SNEB property of UQ) The UQf*t; °: X 51X° ! Rsatis es:
1. For anyG 2 X and nite-cardinality set sequencé- X , if inf- 1G—£° j 0O, then
liminfo; 'G -°j Owhere == 5(-=°.

2. For any convergent sequen@e?2 X, i.e.,G! @for some® 2 X, we haveM'G; = 1|
D-1°! O, whereD=- 1 = f1G— BG°°—eeelG — 3G (°°gand - = 51(=° for any

nite-cardinality set sequencgé- X .

Note that the SNEB property in Assumption 2.3.3 on the UQ is exactly the same as Assumption
2.3.1. This highlights the key role of UQ as the driver of exploration and ultimately solution
convergence via the EW framework. However, by incorporating the SP via the AF (discussed

momentarily), we can induce exploitation to enhance practical performances.

Assumption 2.3.4(Improvement property of AF)The AF6-1 -° : R R ! R satises the

following (where?- and @ are any real sequences):

1. liminfz; 622?2-——@ j Oifliminfz; ?-j 1 andliminfz; @ O.
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2. 6=1?7—@! Oiflimsup,; ?- Oand@! O.

AF can be viewed as a channel to convert SP and UQ into EW. That is, the higher is the output
of 6= is, the more worthy to evaluate is the considered point. In Assumption 223.4% the
argument for the potential improvement regarding point estimation@uiglthe argument for the
uncertainty. Part 2 of the assumption states that if there is, with eventual certainty, no improvement,
then the worthiness to evaluate becomes zero. In contrast, part 1 stipulates that, as long as there is
uncertainty, then there is some worthiness to evaluate the considered point (note that the condition
liminfoy ?-j 1 there is largely a technicality that avoi@s being unboundedly negative).
Finally, we allow AF to be step-dependent which is intended to make our PseudoBO framework
general enough to cover common existing algorithms.

We are now ready to put together all the above ingredients into algorithmic consistency. First,
for a setD 51X°, denote 5'D° = fH: 1G-H2 D for someG2 Xg as the projection oD

onto the output dimension.

Theorem 2.3.2(From SP+UQ+AF to EW)Suppose S, UQ f*, and AF6- satisfy Assumptions
2.3.2, 2.3.3 and 2.3.4 respectively. Suppose also Hriatcontinuous. Then the EW constructed
by, -1GD-° = 6-1Z15:GD-° max s5'D-°-"1GD-°°, whereZ!° is continuous and non-

decreasing and*0® 0, satis es Assumption 2.3.1.
Based on Theorems 2.3.1 and 2.3.2, we obtain the following guarantee:

Corollary 2.3.1 (Algorithmic consistency via SP+UQ+AF)Mnder the same assumptions as The-
orem 2.3.2, for any compat, PseudoBO with EW constructed by!G D -° = 6-1Z1 5!G D -°

max 5D -2 1G D -°°is algorithmically consistent.

2.3.3 1X-tRelaxation of PseudoBO

The above PseudoBO framework guarantees eventual popularization and subsequently algo-
rithmic consistency. In this subsection, we relax the popularization requirement to only a certain

resolution, i.e., any point iX has eventually evaluated points within sa}¢sized neighborhood.
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This in turn leads to algorithmic consistency up to an error relating ¥/e study this relaxation

for two reasons. One is that, in many problems, it makes sense to aim for near-optimality instead
of exact optimality, because a small optimality gap can play a negligible practical role which is
not cost-e ective to close in. Second, and more importantly, we will see that some SPs are in fact
fundamentally accurate only up to a certain level of error. For such SPs, their pairing UQs are
naturally SNEB up to an associated relaxation level, which in turn inducextbkaxed eventual
popularization.

We rst state a relaxation of the SNEB property.
Assumption 2.3.50%relaxed SNEB property)For a givenX 0,, =! ; ©°satis es the following:

1. For any G 2 X and nite-cardinality set sequencé- X , if inf- 1G—{ | X, then

Ilm Inf =1 y :1G :0 | OWhere == 51( :o-

2. For any convergent sequenG?2 X, i.e.,G ! @for some® 2 X, we have -G; =]
D-1°! O,whereD:- 1 =f1G— 8G°%—eeelG — 3G 1°°gand -= 51(=Cfor any nite-

cardinality set sequende- X .

Compared to Assumption 2.3.1, Assumption 2.3.5 only requiredithatf-; , =!G =i O
if inf- 1G—4{° j X instead ofinf- 1G—4{° j 0. That is, the point has positive EW if it is
su ciently, i.e., Xunit, far away from any eventually evaluated points. All other parts of the
assumption remain the same as before. Assumption 2.3.5 is weaker than Assumption 2.3.1 when
X'i 0, and reduces back to Assumption 2.3.1 whkenO.

With the above updated assumption, we obtain a corresponding relaxed version of algorithmic
consistency. For this, we need to strengthen the continuity assumption of the objective fuinction
to Lipschitzness continuity. We call !-Lipschitz if j5:®@ 5'@°j | kG GkforanyG-& X

for some given constantj O.

Theorem 2.3.3(Xrelaxed algorithmic consistency of PseudoBSlppose EW - satis es As-

sumption 2.3.5 an¥ is compact. Then:
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~ X is eventually populated by the PseudoBO iterates up-teighborhoods, i.e., for any
G2 X, we havenf- 1G-=° Xfor - -=fG—-ee*+*=GwhereG is the=-th output iterate in

the PseudoBO algorithm.

" Consequently, if furthermorBis ! -Lipschitz continuous, then PseudoBO is algorithmically
consistent up tdX error, i.e., the estimated optimal solutiéh 2 argmax,. _ 5'@ satis es

liminf- 5'G° / IX.

Like Theorem 2.3.1, part 1 of Theorem 2.3.3 concludes that the decisionXpa@ventually
populated, but now up t&-sized neighborhoods. Part 2 then translates this popularization to
algorithmic consistency, now with an error that dependXand the Lipschitz constaht

Next, like Section 2.3.2, we specialize our relaxed framework to the use of SP, UQ and AF. We

rst consider a relaxed version of local consistency of SP.

Assumption 2.3.6(n-relaxed local consistency of SPjor a givenn 0, the SP5!; © : X
51X° 1 R satis es that for any convergent sequer@e2 X, i.e.,G ! @for some® 2 X, we
have

limsupj5'G; -1[D -1° 5G% n

whereD= 1 = f1G— BG%—eeelG — BG °°gand - = s1(-=° for any nite-cardinality set

sequencé- 2 X.

Compared to Assumption 2.3.2, Assumption 2.3.6 stipulates&fisaccurate only up to am
error even when there is a sequence of evaluated points that gets in nitesimally close. That is, the
predictor is fundamentally erroneous at lemelNote that, whem = 0, Assumption 2.3.6 reduces
back to Assumption 2.3.2.

Next, the following is the relaxed version of SNEB for the ®#Qwhich is the same as that for

EW in Assumption 2.3.5.

Assumption 2.3.7(Xrelaxed SNEB property of UQ)For a givenX 0, the UQf1; ©: X

51X° ! Rsatis es:
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1. For any G 2 X and nite-cardinality set sequencé- X , if inf- 1G—{ | X, then

liminfo; ™G -°j Owhere -= 51(-=°.

2. For any convergent sequen@e 2 X, i.e.,,G ! @ for some@® 2 X, we havel''G; - 1|
D-1°! O,whereD- 1 =f1G— BG®o—eeelG ;— BG °°gand -= 5(-=°forany nite-

cardinality set sequende- X .

Finally, the improvement property of AF remains the same under the relaxed framework as

before, i.e., we would still use Assumption 2.3.4 for AF. We then have the following guarantee.

Theorem 2.3.4(From SP+UQ+AF to EW undéin— %relaxation) Suppose SB, UQf*, and AF
6- satisfy Assumptions 2.3.6, 2.3.7 and 2.3.4 respectively. Suppose al§oditaintinuous. Then
the EW constructed hy-1GD-°= 6-1Z1 5'GD-° max 5'D-° nP-"1GD-°°, whereZ!®is

continuous and non-decreasing agtD® 0, satis es Assumption 2.3.5.

Compared to Theorem 2.3.2, in Theorem 2.3.4 we use the relaxed versions of the local con-
sistency and SNEB properties. Moreover, we @& GD-" max s'D-° r° instead of
Zt5:GD-> max s'D-°inthe rstargument oB-t —° when de ning the EW. Recall that the
rstargument of6=* —° represents the potential improvement regarding point estimation. When the
SP has a fundamental inaccuracyhamit, we naturally consider potential improvement only up to
the same amount of prediction inaccuracy, thus leading to therexé@duction in this improvement
calculation.

Lastly, based on Theorems 2.3.3 and 2.3.4, we obtain the following guarantee:

Corollary 2.3.2 (Algorithmic consistency via SP+UQ+AF under— %relaxation) Under the same
assumptions as Theorem 2.3.4, for any compaahd assuming additionally thdis ! -Lipschitz,
PseudoBO with EW constructed by!GD-° = 6-!1Z:5:GD-° max s'D-° nP-1GD-°°

is algorithmically consistent up tbX error.

Corollary 2.3.2 concludes that, when we de ne the potential improvementin away that addresses

then prediction inaccuracy, and the UQ is obtained witkieelaxed SNEB property, the resulting
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PseudoBO procedure would have algorithmic consistency up tbXaerror. Note that when

n= X= 0, Corollary 2.3.2 reduces back to the non-relaxed case in Corollary 2.3.1. In fact, we
note that the requirement ofand X are separate, i.e., the corollary holds even if only ona of
andXis non-zero. That is to say, we can opt to aim for popularization ufrteighborhoods, and
consequently X -optimality, when the SP has no fundamental error. Similarly, we might have an
n-inaccurate SP, but we choose an UQ that has a precise SNEB property instead ofiedarxgd.

This is indeed possible; however, as we will see in the next section, some natural choices of UQs
that couple with am-relaxed locally consistent SP would only bear ¥aeelaxed SNEB property.

This latter behavior deems the relaxation on both the local consistency and the SNEB property
important and naturally coupled.

We close this section by explaining why it is important to consider SPs thatrataxed locally
consistent. This arises from the fact that many common machine learning predictors contain
hyperparameters typically needed to be tuned in relation to the sample size. Such tuning would
ensure the predictor is locally consistent, but only if the design points are sampled according to
certain distributions. As we de ne our local consistency (Assumptions 2.3.2 and 2.3.6) in a way
that is free of any distributional assumption on flé&g sequence, standard tuning approaches that
aim for consistency would not apply. Omrelaxation serves to remedy this issue since, to achieve
the relaxed local consistency, we can simply choose a xed hyperparameter value instead of scaling

it with the number of evaluated points.

2.4 The PseudoBO Cookbook

We present a range of examples for SP, UQ and AF to demonstrate the generality of PseudoBO
and how it applies to existing algorithms as well as new ones. Importantly, it also paves the way for
us to select practically superior algorithms. Our results can be summarized as a PseudoBO recipe

in Figure 2.1.
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Figure 2.1:A general recipe for con guring a PseudoBO algorithm.

2.4.1 SP with Local Consistency

The essence of local consistency is that the SP can correctly estimate the objective value with
su cient data around, given continuity of the objective. An exemplifying type of locally consistent
SP is the class of interpolating models, which give prediction values exactly as the evaluated values
for all the evaluated points, and similar to the values of the surrounding evaluated points otherwise.
GP posterior mean, nearest neighbor and over-parameterized neural networks are examples. For
our discussion below, we recall the notation=fG—+++—=G X as a nite set of points that we
select to evaluate, arid- = f1 G— 3G°°—+« ¢1G— B3G°gas the collection of evaluated pairs.

We start with GP posterior mean predictor. To de ne this, we rst choose a positive semi-
de nite kernel functionK : R® R®! R, andamean functiong: R3! R. The mean function
is commonly a constant functiong*@ = 0 for centered GPs or a low-order polynomial ([22]).
Given dataD -, the GP posterior mean predictor is de ned as

%F,lq); D-°=K1G—--K1- —-0 ligi. o » ol- 00 " o1GO— (2.1)

5

whereK! G—-=° := »K1G— @— oo k! G— YK - — --° 1= »K G- @%: g_9=, 0'- =2 1= » o'GO—eee— G Y4
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and 51- 0 = »5lGO0—eee—1GOY; for a test pointy 2 X. The kernel functiorK and mean
function "¢ correspond to the prior covariance and mean of the GP, and with Riatae

output the posterior mean of the GP as the SP (2.1). Note that the GP posterior mean pre-
dictor is an interpolator. Speci cally, for any observed data péi@ 3GP° 2 D-, we have

8% 1G D= = 5!GP. The intuition behind this is that G- --=° - —-=° ! = 4, leading to

BpLG D20 = 4150 0 “gl- 00 " l@P = B

Proposition 2.4.1(Local consistency of GP mean predictoAssume a GP's covariance function

K is continuous and positive de nite. Also assuB2 H , the RKHS induced b . Then the GP

posterior mean is locally consistent.

Note that we do not make any probabilistic assumption regarding the black-box function in
Proposition 2.4.1. This is the essence of our PseudoBO framework, that we only extract properties
needed to guarantee algorithmic convergence instead of using probabilistic assumptions from the
Bayesian framework.

Next, we consider the nearest neighbor predictor
aNG; D-° = SlargminkG Gk (2.2)
@--

for a test poiny 2 X.

Proposition 2.4.2(Local consistency of nearest neighbofssume5 is continuous. Then the

nearest neighbor predictor is locally consistent.

Next, a neural network predictor at poi@fis given by:

Qletlci); D-°= 5]#-H# %# 1—H# 1 oo 511_H11(i)0_ (23)

where B 1,1 CP = qgtHg@-1va0H, 2 R%1 " 3. " Hg2 R3%1" 3 1 forg 2, # denotes the number

I -
::11 51#-H#

1=

of layers,ggdenotes an activation function, abid ,— ¢+ *H,° 1= argminy _..,4,,

Bie 1Hs 1 °** 9H,1G°  BLG°%2. Moreover, by over-parametrization we mean that for any
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dataseD -, the hyperparameters, such as the depth of the neti#&aakd the hidden dimensions
f3sh g # can be adjusted so thakl,—<++H,° can be chosen to perfectly t the dafa-, i.e.,

Net'G D =° = 5!@ for anyG2 - -.

Proposition 2.4.3(Local consistency of over-parameterized neural netwolgsume a neural

network predictor id -Lipschitz and over-parameterized. Then it is locally consistent.

In fact, a scrutiny at the proof of Proposition 2.4.3 reveals that its conclusion holds as long as the
SP is! -Lipschitz and over-parameterized. That is, we do not need the neural network structure in
our argument. Nonetheless, neural network o ers a natural class of SP where the needed properties
can be attained.

Another type of locally consistent SP is the family of models that, in some sense, average the
values of the surrounding evaluated points, and the prediction values at any evaluated points are not
necessarily the evaluated values. This includes, for instance, regression trees and local regression.

We start with the regression tree predic&reelGa; D -°, where the tree structure is parameter-

ized by some splitting rulé. The tree predictor at poil is given by:

~

TreetG; D=  FgGy;\°5'GP— (2.4)

&1

and' ..g-p denotes the region covered by the leatletermined by both the inp@ and\. If

| _ I _
511fG2" .1geg =0, then we de neSelG; D=1 5, 5'GP.

Proposition 2.4.4(n-relaxed local consistency of regression tre&suming5is ! -Lipschitz, the
regression tree predictor (2.4) parameterized by splitting kue2! maxzpyx diam'' ..g_1%-relaxed

locally consistent, where diarh® for a region' refers tomaxg_py kG Hke

Proposition 2.4.4 stipulates that if we con gure the regression tree such that all its leaves are
small, then it isn-relaxed locally consistent with amthat scales with this small leaf size and the

Lipschitz constant ob.
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Next we present the local regression predictor:

i ki k
g G G BLGP

1G5 D _0 = .
Br1G; D= T (2.5)

where is a non-negative function with bounded support0n" Yfor some" ;| 0,i.e., *H =0
forHj" and ' j Ofor H " . The hyperparameterj O is the bandwidth. De nition

(2.5) is well-de ned as long as there is &ifor 8 =suchthakG Gk " . Ifthe latter does

not hold, we output a pre xed constant, e.g., 0, as the prediction value. Note that we can modify
all the above slightly if the bounded support is @k "°, i.e., whenH=", 1 = 0instead of

being positive, and all the discussion can be easily adopted accordingly. De nition 2.5 mimics the
Nadaraya-Watson estimator. As a simple example, we can taketo be a positive constant for

H2 »0-" Y4

Proposition 2.4.5(n-relaxed local consistency of local regressiof)r local regression predictor
(2.5), where is a non-negative function with bounded support @ " ¥for some” ;| O,
and | Ois the bandwidth. AssumB&is ! -Lipschitz. Then the local regression estimator is

" -relaxed locally consistent.

In typical statistical contexts, the hyperparameteasd inregressiontreesandlocal regression
scale with the sample size However, here we take and to be xed. As discussed before,
unlike in conventional statistical contexts, we make no assumption onGave distributed; in
fact,gcan be selected according to a completely deterministic process in the PseudoBO algorithm,
and thus the standard way of tuning these hyperparameters does not apply. Instead, we x them
and aim fom-relaxed local consistency, i.e., we pay a small price on the convergence due to xing
these hyperparameters, in exchange for our capability to bypass the tuning issue.

Local consistency can be preserved if we apply the locally consistent SP together with a
randomized prior". This randomized prior means we rst sample from a random eld to obtain
a function, then we perturb the function values of the evaluated points by this randomly generated

function and construct a predictor. When we output the prediction values, we compensate the
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prediction from the perturbed data by this function. This idea is more relevant when we discuss
UQ, where the randomized prior serves as a natural artifact to quantify uncertainty. Here, we want
to point out that an average over these perturbed predictions also give rise to valid SPs.

More precisely, leA: X! R be a continuous function randomly generated from a generating

distributionR. Suppose a base" predictor & The randomized prior mean prediction is
RptG; D=0 = Ear »571Gy; D 0% (2.6)

where 5%1G;D° = AG° , 5'G; DX is a perturb-then-compensate” predictor using the
functionA andD ¥ := f1G- 3G AGPogis theAperturbed data set.

Proposition 2.4.6(Preservation afi-relaxed local consistency of randomized prior me&yppose
Ais a continuous function randomly generated from the generating distrib&jcand 5 is n-
relaxed locally consistent in predictingfor almost surely anj Also assumé -5 are uniformly

bounded. Then the randomized prior méar6) is n-relaxed locally consistent.

Lastly, we have another useful preservation result for local consistency. Speci cally, if we have
a class of f-relaxed) locally consistent SPs, then their convex combination, which we call a hybrid

SP, will also enjoy If-relaxed) local consistency.

Proposition 2.4.7(Preservation ofi-relaxed local consistency of hybrid SFGiven a nite set of

: - o i ey,
n-relaxed locally consistent S := f 55— g, the hybrid SP ;! Us% where ;] Us= 1 and

Us O, isn-relaxed locally consistent.

Clearly, Propositions 2.4.6 and 2.4.7 apply to the basic notion of local consistency in De nition
2.3.2 as a special case when taking 0. Moreover, in the latter case, Proposition 2.4.7 can be

strengthened to allowsto be negative by using a similar proof.

2.4.2 UQ with SNEB Property

SNEB in a UQ entails that the quanti ed uncertainty at the queried points decreases to 0 as

the surrounding evaluated points populate, while the uncertainty stays positive for any unexplored
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area. To verify SNEB for a UQ that is associated with a particular SP, it is typically the case that
if the SP is locally consistent and that the UQ is a truthful” representation of the uncertainty, then
part 2 of the SNEB property in Assumption 2.3.3 holds. On the other hand, the veri cation of part
1 of that assumption would require further conditions, as it is about the unexplored region where
local consistency property does not touch upon.

We rst consider the GP posterior variance (or standard deviation). This UQ, at @pirsgt
given by:

PNEolG; D=2 = K1G-@ K! G—-0K!-—-° Ki-_—@ (2.7)

which is derived through modelin§as a GP with prior covariance represented/ig89]). Note
thatf'\éplq); D -° does not depend on the prior mean functignor the labels in the data as seen
from (2.7).

Furthermore, we call a covariance function stationary if it has the propér&~H= K1 G .
That is, the function evaluations on the two inp@sand Honly depend on their di erence.
This property is commonly imposed for modeling black-box functions, and popular examples are

Gaussian covariance and Matérn covariance:

kG H?

K opBsotG—HE expf — — (2.8)
where the bandwidth is a positive hyperparameter, and
2l & P__kG Hk P—kG Hk
Krocaa2G-H= 1a°1 2a . od 1 2a . o— (2.9)

where is the gamma function, 5 is the modi ed Bessel function of the second kind, ahd are
positive hyperparameters for the covariance function.

Finally, the spectral density of a GP characterizes its frequency domain. For a stationary GP, the
covariance functioK* g°, whereg := G H can be transformed into the frequency domain using

the Fourier transform, which gives us the spectral density. Mathematically, the spectral density
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S1| °js de ned as the Fourier transform of the covariance function:

1
1

Si°= KigPexpt 8lg°dge
1

With all the above, we have the following guarantee:

Proposition 2.4.8(SNEB of GP posterior standard deviatiotjnder the same assumption as
in Proposition 2.4.1, and additionally, the GP is stationary and has spectral deS8sityith
the property thatS ! has at most polynomial growth, then the GP posterior standard deviation

f\Gplc@; D-°is SNEB.

Proposition 2.4.8 largely follows from the seminal GP result in [44]. Next, we also have that

the minimum distance UQ is SNEB.
Proposition 2.4.9(SNEB of minimum distance) is SNEB.

Next we present a UQ utilizing randomized prior, which we have brie y discussed in the SP
examples in Section 2.4.1. This method rst randomly generates a continuous fuAdtam a
generating distributiolR. We t the SP 5#1G; D> = AGP ., 5'G:; D*°, where %is a base
SP andD ¥ is a data set perturbed By i.e., DX = 1G- 5GP A'GP°% ;. Upon repeating the
sampling ofAmany times, the UQ can be computed-larag »57°1G; D 04,

Here is the rationale of this randomized prior UQ. Suppose a test @@@istsurrounded by
many evaluated points. Then, is continuous andb s locally consistent, we havB'Gy: D -*°
roughly equal t05!G° ALGP, so that5”1G; D -° becomes roughly6tG° by canceling out the
ALGP. Thus,Varar »571G; D -°“becomes close to zero. This signals a low uncertainty.at
On the other hand, suppo&g has no surrounding evaluated points, or in other words the region
surroundingG is sparsely evaluated. The®'G; D o would have weak reliance oA For
example,5 could just output a constant f@ when there is no neighboring evaluated points. In
this case 5”°1G; D -° will equal ALG°, which has a high variance. This signals a high uncertainty

atG. This perturb-then-compensate" principle of randomized prior thus naturally distinguishes

between densely and sparsely evaluated regions.
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As far as we know, the concept of randomized prior appears initially in [90] to quantify
uncertainty in deep reinforcement. Compared to the bootstrap [91], this approach appears proce-
durally similar but conceptually di erent. In particular, randomized prior uses the perturb-then-
compensate" principle to signal high uncertainty for unexplored regions, while the bootstrap is
designed to quantify the statistical errors arising from data randomness. The latter arguably works
only when data are su ciently abundant, since its underlying resampling can accurately resemble
the sampling distribution only in such situations. Moreover, the uncertainty it captures comes from
data randomness, while in the PseudoBO setting there is no data randomness and the uncertainty
comes purely from the lack of knowledge on the objective function. Finally, we mention that
[90] proposes randomized prior with neural network; however, we generalize it here to broader
regressors and can pair it with any other locally consistent SPs.

Finally, if the SP is-relaxed locally consistent instead of exactly locally consistent, we can use
11Varag »571G; D-oVi®# e (2.10)

for any pointG, where'H is the positive part function, i.e5 Hif H j 0 and= O otherwise.
This de nition allows for then prediction error, so that when the prediction uncertainty signi ed
by 1Varar »5‘”’16‘3; D -°%4®* js less tham, we take the UQ as 0 in the PseudoBO procedure.
Correspondingly, the UQ is positive only if the test potis su ciently far away from all

evaluated points, giving rise toXarelaxed notion of SNEB.

Proposition 2.4.10(X-relaxed SNEB of randomized prior standard deviatidgider the same as-
sumptions as Proposition 2.4.6, and th¥arag »5*1G; D -°%4® ; n whenevemnf- 1G;D-C

Xfor anyG andD -, for some xedX j 0. Then the UQ2.10)is X-relaxed SNEB.

We can apply randomized prior variance to local regression SP de ned in (2.5), giving the

following:

Corollary 2.4.1 (Xrelaxed SNEB of randomized prior standard deviation for local regression)

Under the same assumptions as Proposition 2.4.5, suppasea ™Lipschitz and uniformly
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bounded function randomly generated from the generating distrib&Rijomith Varag »A @Y,
1 ro"  foranyG2 X. Also assuméis bounded. Then the UQVarar »571G; D -0V4
1, ro" 0 for any pointGy, with base SK2.5),is" -relaxed SNEB.

5

Finally, like our discussion of SP, we also have the preservatiox-oélaxed) SNEB for a

combination of UQs which we call hybrid UQ:

Proposition 2.4.11(Preservation ok-relaxed SNEB of hybrid UQ)Given a nite set ofx-relaxed
i i |

SNEB UQs" := ffA—%— g, the hybrid UQ ) Ufs where' ] Us=1andUs O, is Xrelaxed

SNEB.

Similar to our discussion of SP in Section 2.4.1, Proposition 2.4.11 reduces to the case of exact
SNEB whenX= 0. Onthe other hand, unlike there, we can readily see from the proof of Proposition
2.4.11 that we can relax the convex combination of UQs to any linear combination of UQs with
weightsUs O for all 8with at least one of the weights being strictly positive. Nonetheless, from
a practical perspective, scaling the UQs by a multiplicative factor does not change the PseudoBO

performance as long as we suitably rescale the AF function.

2.4.3 AF with Improvement Property

The improvement property of AF, which signi es a zero EW for points that certainly lead to no
improvement while positive for uncertain points, is satis ed by classical criteria such as probability

of improvement (PI) and expected improvement (El). These criteria can be written as

% =8 - if@i o
6E17—@ = (2.11)
_Elf?: gij Og- if @=0e
for PI, and g
@qt ?= Jdo 1. P 17= Go_ jf @i 0-
6@ = © @ (2.12)
_Emaxf ?- 909 if @=0e
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for El, whereqg! © and *° denote the standard normal density and distribution functions, and
g Ois a small hyperparameter to ensure smoothness at the boundary" be@vee® and

@ i O, especially in the PI case where we will get 0. Typically, the potential improvement
?-isdened as®GD-° max s5!D-° which is the value of the SB above the best evaluated
objective valuemax s5!D-°, and the uncertainty estimag@ is taken as our U@ *G D -°. With

these, (2.11) and (2.12) give

g B1GD=° max s'D=° g

max_ - if PIGD; O-
PLGD-° = rep- (2.13)
_ElfélGD:O max s!D= g Og- if "1GD==0e°
and
EIlGD-:°
[ _o 1D _° 51 _o 1D _°
PGDoqr TR 7P %o 1 BiGD max siDL° o 12 T P Go
if " \GD=°; O-
max 5:GD-° max s'D-° g¢g-0g-
if P21GD=°=0e
(2.14)

The above de nitions are precise$#/ i g °and »¥  g° Yaespectively, wheré denotes a
normal variable with meafl- = 5:GD-° max 5!D-° and standard deviatio@ = f*1G D -°.
To facilitate discussion, leg = 0 for now. In the BO literature,5:G D =° corresponds to the
posterior mean an#t1G D -° the posterior standard deviation, so tB&f ; 0° is the posterior
probability under the GP model that a po@lhas a higher objective value thamax 5D -°, and

» Yis the expectation of this excess objective value. The following veri es that these classical

Pl and El criteria satisfy our improvement property:

Proposition 2.4.12(Improvement Property of PI)With g j 0, Pl dened as (2.11) has the
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improvement property.

Proposition 2.4.13(Improvement Property of EI)With g 0O, El de ned as (2.12) has the

improvement property.

Another important acquisition approach is the upper con dence bound (UCB) widely used in
online learning, de ned as UCK3D-° = 5:GD-°, \.1"'G D-° where\. is a step-dependent
positive hyperparameter to trade-o exploitation and exploration. To connect to our AF notion,
consider

?_
6UCBio__ @ = "Tg @ (2.15)

whereg 0Ois again a hyperparameter like Pl and El described earlier (in fact, we can merely
setg = 0 in this case). Plugging iff- = 5'GD-° max 5!D-°and@ = "1GD-°, we can

see that (2.15) is a rescaling of the more familiar form UGHB -° and thus the maximizer is
retained. More precisely, we hageg maxyy 5*GD=°, V-G D-° = arg maygy : 5:G D -°

max s'D-=° ¢@°, \-"1GD-=° = arg maxyy °T:g . @where?-= 5'GD-° max s'D-°and

@=MGD-".

Proposition 2.4.14(Improvement Property of UCB)Supposey is xed, V= 0 is a sequence

that goestdl as=!1 , and?-is bounded. Then UCB de ned as (2.15) has the improvement

property.

Note that we have assumed the seque®ces bounded in Proposition 2.4.14. When the
objective function5 and SP5 are bounded, thefi- when plugged in a$'GD-° max s5!D-°
would be bounded as well, so that this additional assumption is readily achieved.

Finally, like SP and UQ, the improvement property is also preserved if we consider a combination

of AFs, which we call hybrid AF:

Proposition 2.4.15Improvement property of hybrid AFXGiven a nite setof AFS = f6,— 6— ¢
[ in: .
with the improvement property, the hybrid ARS! Us where' [SUs= 1andUs 0, has the

improvement property.
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Similar to hybrid UQ, we can strengthen Proposition 2.4.15 to relax the convex combination to
any linear combination of AFs with weightg O for any8where at least one of these weights is
strictly positive. Nonetheless, since arescaling does not a ect the maximizer of the AF, considering

only convex combination is without loss of generality.

2.5 From Theory to Implementation

Our next goal is to leverage the PseudoBO recipe to construct empirically superior algorithms.
We consider the following in choosing our ingredients for implementation:
Measuring UQ Quality. To look for a good UQ, we propose a criterion callealibrated
coverage rate (CCR)which considers the quality of both SP and UQ. Given a training set
Dtrain 1= *- train—rain’, @ validation seDyal 1= - va—va®, and a test seDiest = *- tesr st
suppose we have a pretrained 5P, D yrair® and UQP L ; D yain®. We compute the test-set coverage

rate of a prediction interval'’®5!G D iair® _vaf*1G D train®5'G D train® . _vall*1G D yain’¥hy
I:)1G—CI-D testhz »glel Dtrain0 _valf\ 1G Dtraino—glel Dtrain0 R _valf\ 1G |:)trainol/4g

where_ya = min_ o_is chosen such th@g 4p ,1G2 »5'G D yrair® _*1G D 12in®~5'G D rair?,
_ MG Dyain®%% 1, which ensures that the prediction interval is just wide enough to perfectly cover
the validation set. This can be done by a bisection algorithm, with its details in Appendix A.2.2. The
higher the coverage is on the test set, the better is the SP+UQ intuited. If two SP+UQ combinations
share the same coverage, we desire the one with narrower prediction intervals, as it indicates less
conservativeness.

We consider four di erent SP+UQ pairs (Table 1) and compare their qualities via CRRs.

We test on three one-dimensional (1D) benchmark functions:

1. 5@ =1sintcFo9? 1 F 192 11 sint2cF°%, whereF :=1,1G 1°4, G2 » 10-10%4
2. 1@ = 204 044 4o0s%C 20 4 G2 » 10-5Y
3. BI@ =SIM10CP*12@ , 1 G 1°% G2 »05-2:5Y4

33



Method Name SP uQ

GP GP posterior mean GP posterior std
NN + MD Nearest neighbor Minimum distance

RP Randomized prior mean Randomized prior std
LR + Hyb Local regression Hybrid

Table 2.1: All combinations of SP + UQ. The randomized prior method here has base SP as local
regression. Hybrid UQ is de ned as a convex combination of minimum distance and randomized
prior std.

We generate the training sBXyin, the validation seD 4 and the test seb yain by uniformly
samplingl5, 15 and50 points from the decision space at random, with their labels are evaluated

by the objective function. The bisection method is used to_nr4l.

Figure 2.2:A sample run of GP, NN + MD, RP, LR + Hyb to model the SP (the solid line) and the associated
UQ (the shaded area). The training data points are marked with red dots.

5 2 3
SP+UQpair  CCRY) width (%) CCR () width (%) CCR () width (%)

GP 0494810073 79911248 0496410023 83511+86° 04936 10:041° 20331087
NN+ MD | 0491210098 7461 1299 095610:041) 5488410792 0494410:03° 1.59 10-04°

RP 0490010081° 99702111202652° | 090010077 725827 11427474 | 070810108 690054 1255329
LR +Hyb | 096810:02C° 8034 1229 0497610032 1539 1539 04960100522 33111022

Table 2.2:Coverage rate and width of calibrated prediction interval" on the test set. Results are repeated
for 5 runs. The reported numbers are the empirical averages of these runs, with the values in brackets
representing the empirical standard deviations. Bold numbers represent the best and the underlined numbers
represent the runner-up.

From Table 2.2, we see that LR + Hyb has the highest CCR across all three test cases. GP ranks
as the runner-up in two cases, while NN + MD secures the runner-up position in one. In contrast,
RP exhibits lower CCRs and wider calibrated intervals, possibly because while RP is designed to

ag large uncertainty for unexplored areas, without bootstrapping on the training set, its uncertainty
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guanti cation ability for explored areas can be less precise. To be concrete, Figure 2.2 shows some
exempli ed results on the three benchmark problems.

Model Con guration . We con gure the following models: PseudoBO with SP and UQ as random-
ized prior mean and standard deviation (PseudoBO - RP) with the base SP as local regression, and
PseudoBO with SP and UQ as local regression and a hybrid of minimum distance and randomized

prior standard deviation (PseudoBO - LR + Hyb), de ned as:

fip!GD=U !GP 11 Pf rplGD O— (2.16)

The intuition of constructing this UQ stems from our previous discussion on measuring UQ
guality. We observe that relying solely on either the minimum distance or the randomized prior
standard deviation fails to achieve CCR performance comparable to that of GP. Minimum distance
considers only the nearest explored point, leaving out the e ect of other nearby explored points.
Speci cally, as shown in Figure 2.2, GP posterior assigns higher uncertainty to the boundaries of
the decision space -where points are not surrounded by explored data - than to the region
aroundG = 0, which is well-surrounded by explored points. In contrast, the minimum distance
metric assigns similar uncertainty across all three regions. On the other hand, the randomized
prior standard deviation underestimates uncertainty in explored areas while overestimating it in
unexplored regions.

Theoretically, this hybrid UQ also satis es the SNEB property according to Proposition 2.4.11.

Optimizing EW. From our empirical investigation, we recommend using a scrambled Sobol

sequence and pick the point with the largest EW among the sequence.

2.6 Empirical Evaluations

In this section, we perform extensive empirical experiments on a wide range of tasks: a toy

example for testing the quality of U@, synthetic black-box function optimization problens,
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hyperparameter tuning tasks, aBdobotic tasks. All these tasks are challenging and contain
many local minima. The baseline models we consider in all the tasks comprise the standard BO,
Random Search (RS) [92], SMAC [35], TPE [40], BORE [41], and LFBO [42]. In particular, BO
is implemented using BoTorch [68], and SMAC is implemented using AutoML [10].

For AF, the benchmarks BO, SMAC, and our PseudoBO variants use El; TPE, BORE are
designed to model PI; LFBO models El. Additional details regarding our experiments can be found

in Appendix A.2.

2.6.1 Synthetic Black-Box Function Optimization

We test our considered methods on the minimizatiod afell-known benchmark functions,
including a 2D Goldstein-price function, a 2D Drop-wave function, a 6D Hartmann function, and a
10D Ackley function. For all the methods, we rtii0iterations with5 initial samples for the two
2D functions,500iterations withlQinitial samples for the other two with higher dimensions. From
Figure 2.3, we see that PseudoBO - LR + Hyb achieves the lowest objective in three out of four
tasks within the query budget. Moreover, we report the cumulative regret in Figure 2.4. PseudoBO

- LR + Hyb is the best in three out of four tasks.

Figure 2.3:Best objective queried against number of iterations for the synthetic black-box function mini-
mization tasks. Each curve is an average dmns.
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Figure 2.4: Cumulative regret in the synthetic black-box function minimization tasks. Each curve is an
average ovetOruns.

Figure 2.5:Instant regret against number of iterations for the neural network tuning task. At each iteration,
the instant regret is de ned as the current best validation loss subtracted by the validation loss of the optimal
structure. Each curve is an average dW@runs.
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2.6.2 Hyperparameter Tuning

We test the methods on a more realistic task of neural network tuning [93]. Our main goal
here is to nd the optimal set of hyperparameters for a two-layered fully connected neural network,
to achieve the best training outcomes on four UCI datasets [94]. Thei@ layperparameters,
including initial learning rate, learning rate schedule, batch size, dropout rates, number of units,
and activation function type for each of the two layers. This results in an expansive search space
comprising62-208 possible con gurations in total. Figure 2.5 reveals that among all the methods,
PseudoBO - LR + Hyb is the fastest one to uncover the optimal con guration in three out of
four tasks. PseudoBO - RP underperforms in this task possibly because the randomized prior std
underestimates the uncertainty in or near explored regions, thus neglecting good hyperparameters
nearby. Relatively competitive models in this task are LFBO, BORE, and SMAC: LFBO achieves
the best in the Naval task. BORE and SMAC are able to locate the optimal con gurations in three
out of four tasks. Besides, we also record the cumulative regret for all methods in Figure 2.6. The
plot shows that PseudoBO - LR + Hyb has sublinear cumulative regret in the iteration number and
has the lowest cumulative regret in three out of four tasks. In the second task, BO has the lowest

cumulative regret, and remains competitive across the other tasks.

Figure 2.6:Cumulative regret against number of iterations in the neural network tuning task. Each curve
is an average overf0runs.
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2.6.3 Robot Arm Pushing

This problem aims to control two robot arms with parameters to push two objects to target
positions. The reward is evaluated by the ending positions of the two objects pushed by the two
robot arms. See [57] for more details. In this task, we follow the procedure and setup in [65],
conducting a batch of 50 queries in each iteration and performing optimization with a budget of
10000queries. All methods are initialized withD0 queries. As demonstrated in Figure 2.7 (1),
all PseudoBO variants, particularly PseudoBO - LR + Hyb, converge signi cantly faster than other
methods iteration-wise and eventually achieve the highest rewards. When measured in runtime,
Figure 2.7 (2) illustrates that PseudoBO - LR + Hyb takes merely 10 seconds to achieve a reward
of around 9.75 followed by PseudoBO - RP and TPE, both achieveing reward around 8.5. Another
point to note is that Hyperopt (the package implementing TPE) does not support batch evaluation.
Consequently, TPE queries and proposes the next point sequentially, leveraging more information
per query than other methods. This suggests that its performance might decline if batch evaluation

were possible.

2.6.4 Rover Trajectory Planning

An additional robotic task we test is rover trajectory optimization by determining the locations
of 30 points on a 2D plane, where the nal reward is estimated by the ending position of the rover
and cost incurred by collision. See [57] for more details. We follow the procedure and setup in
[65] to perform a batch of queries of size 100 in each iteration and execute optimization within a
20-000-query budget. All methods start wit©Oqueries. Due to the memory issue, BO is di cult
to run and not tested here. Besides, TPE is also excluded from the test, as sequentially querying and
proposing next evaluations took excessively long time to 26000 queries. As illustrated in
Figure 2.7(3), all PseudoBO variants, in terms of iterations, converge faster than the other methods
and achieve the highest nal rewards. A similar trend is observed when measured by runtime, as

shown in Figure 2.7(4).
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Figure 2.7:Robot pushing task ( rst two) and Rover Trajectory task (last two). At each iteration, the best
reward so far is recorded. Each curve is an averaged®euns. Shaded area is formed byne standard
deviation. BO ceases at the 9,250-th query due to GPU being out of memory in the robot pushing task.

2.6.5 Runtime Record

We close our discussion by comparing the runtimes of the considered methods. Table 2.3
enumerates the runtimes of all tested methods to complete the target number of queries in various
tasks. Some entries are vacant because the corresponding methods were not included in our
experiments due to memory or excessive runtime issues. In the larger-scale tasks, BO is eliminated
due to memory exhausion, while SMAC and TPE are not included due to their packages' inability
to support batch selection of candidates.

In small-sized tasks, our record reveals that RS and TPE demonstrate shorter runtimes than
others. Immediately following these are the methods including BORE, LFBO, PseudoBO - RP,
and PseudoBO - LR + Hyb, which all exhibit comparable runtimes. Despite being not as fast as
the two methods above, their performances are usually more promising in comparison (especially
in the neural network tuning task). Finally, both BO and SMAC consistently take the longest to
complete the designated number of queries.

As the query budget grows up to tens of thousands in the robotic tasks, RS and TPE still stand
in the fastest tier in terms of the runtime, immediately followed by the PseudoBO family. Notably,
the scalability of the latter becomes even more apparent in these tasks in the sense that the time
gap with TPE narrows and the PseudoBO family outperforms in terms of attained objective value

signi cantly. Compared with other methods, in the 14D robotic task, the fastest PseudoBO model
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(PseudoBO - RP) is 4X faster than BORE, 4X than LFBO, 484 than BO. Likewise, in the 60D

robotic task, PseudoBO - RP is 2.5X faster than BORE, and 4X than LFBO. Figure 2.8 shows a

Pareto plot to illustrate the balance between the best objective value attained eventually and runtime.

We see that PseudoBO variants yield better e ciency than BO, BORE and LFBO.

Tasks Synthetic (10D) NN Tuning (12D) Robot Push (14D) Rover (60D)
Queries 500 300 10,000 20,000
RS 1.00 2.00 5.37 16.73
BO 399.90 791.40 6202.55 -
SMAC 747.4 200.14 - -
TPE 16.50 6.00 67.78 -
BORE 37.10 17.20 514.37 1361.19
LFBO 66.70 23.88 575.38 2130.78
PseudoBO - RP 42.03 32.90 127.55 513.08
PseudoBO - LR + Hyh 72.01 20.60 343.93 1453.00

Table 2.3:The recorded runtime for all task types in seconds. A * on the top right of a method indicates
that its implementation leverages GPU acceleration; otherwise, only CPUs are used. Even without GPU ac-
celeration, PseudoBO variants demonstrate strong competitiveness in low-dimensional tasks (10D and 12D)
with small query budgets and scale e ciently to high-dimensional tasks with larger query sizes, achieving
shorter runtimes than other methods, except for TPE. Note that PseudoBO variants can be implemented in
PyTorch to take advantage of GPU acceleration for further speed improvements.

Figure 2.8:Pareto plots of runtimes vs best objective values attained eventually in the robotic tasks (left for
robot pushing and right for rover trajectory). In these visual representations, the e ectiveness of a method
increases alongside its position towards the upper right quadrant. The x-axis denotes the runtime with the

transformation ofog?!
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2.7 Conclusion and Future Works

In this chapter, we have re-evaluated the core principle of exploration-based black-box optimiza-
tion. Our study is motivated by an apparent mismatch between BO theory and practice, in the sense
that practical BO algorithms often lack theoretical guarantees o ered by BO theory, which largely
builds on GP-based procedures. To alleviate this mismatch, we propose a PseudoBO framework,
which axiomatically dissects the minimal properties needed by the key ingredients in convergent
black-box optimization algorithms. In particular, we show that if SP, UQ and AF satisfy their
respective properties of local consistency, SNEB and improvement, then the assembled algorithm
would eventually populate the decision space and consequently converges, and these properties can
be further relaxed to achieve correspondingly relaxed consistency notions. Importantly, PseudoBO
provides a recipe of algorithmic convergence beyond GP. That is, while GP is in the list of admis-
sible ingredients, it is by no means the only option. From the recipe, we locate a combination of
local regression as SP, a hybrid of randomized prior and minimum distance as UQ, and EIl as AF,
that gives rise to a consistent algorithm that performs competitively against existing state-of-the-art
benchmarks across a wide range of tasks.

We view our work as a foundation for furthering the development of exploration-based black-box
optimization that is beyond GP and theory-practice-balanced. Immediate extensions include the
adaptation of our framework to handle noisy evaluations. In this situation, we face both epistemic
uncertainty (due to lack of knowledge on the black-box objective function) and aleatory uncertainty
(due to the evaluation noise). Much like the deterministic case, there has been works on extending
GP-based algorithms to handle such problems, and our PseudoBO approach that dissects the key
algorithmic ingredients could be generalized to tackle the additional aleatory uncertainty. Next is
grey-box optimization. This consists of objective functions that can be composition of (multiple)
black-box functions and analytically known functions. In this situation, we can individually model
the SP and UQ for each underlying black-box functions and suitably aggregate them via a single

AF, and achieve similar algorithmic consistency as in the full black-box case. A more challenging
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next step is to study rate results, but this likely requires an extent of opaque assumptions like in
GP-based methods. Finally, an important direction is to provide a more principled approach to
construct UQ, which is the core ingredient in inducing exploration, that can pair with speci ¢ SP

in some arguably optimal sense, and also study the performance of such UQ relative to that of GP

posterior.
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Chapter 3: MallowsPO: Fine-Tune Your LLM with Preference Dispersions

Direct Preference Optimization (DPO) [2] has recently emerged as a popular approach to
improve reinforcement learning from human feedback (RLHF), leading to better techniques to
ne-tune large language models (LLM). A weakness of DPO, however, lies in its lack of capability
to characterize the diversity of human preferences. Inspired by Mallows' theory of preference
ranking, we develop in this chapter a new approach,MadowsPQ A distinct feature of this
approach is aispersion indexwhich re ects the dispersion of human preference to prompts. We
show that existing DPO models can be reduced to special cases of this dispersion index, thus
uni ed with MallowsPO. More importantly, we demonstrate empirically how to use this dispersion
index to enhance the performance of DPO in a broad array of benchmark tasks, from synthetic
bandit selection to controllable generation and dialogues, while maintaining great generalization
capabilities. MallowsPO is also compatible with other SOTA o ine preference optimization
methods, boosting nearly 2% extra LC win rate when used as a plugin for ne-tuning Llama3-

Instruct.

3.1 Introduction

Reinforcement Learning from Human Feedback (RLHF) [95, 96, 97] has made signi cant
contributions to the success of Large Language Models (LLMs) sucbhasGPT and GPT4
[98]. Recently, Direct Preference Optimization (DPO) [2] is proposed as a way to bypass RL,
thus leading to faster training and better resource e ciency. More importantly, DPO achieves
comparable or superior performance against RLHF in downstream tasks such as ne-tuning LLMs
in Llama3 [99], Zephyr [100], BTLM-DPO [101], etc. DPO's success has attracted much research

attention, leading to variants beyond pairwise ranking such as KTO [102], uni ed perspectives on
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loss parameterization such as IPO [103], GPO [104], and reference-free alternatives such as CPO
[105], ORPO [106], SImPO [107], etc. See [108] for a comprehensive survey.

Notwithstanding the successes by RLHF and DPO, both are limited by the assumption that
preference follows the Bradley-Terry (BT) model [109]. In particular, this does not account for
varying degrees of agreement in response to di erent prompts. For instance, people are more likely
toagreeonl, 1=?//2. asopposedto What is the best city to live in the U.S.? // New York.

In language models, this concerns tispersionof next-token prediction, which is reminiscent
to personalizationin recommendation systems [110, 111]. See Figure 3.1 for more illustrative
examples of prompts in Anthropic HH [112] dataset.

The purpose of this chapter is to formalize the idea of prompt dispersion in the design of DPO.
We adapt Mallows' preference ranking theory [113, 114], a family of ranking models that provide
a natural carrier for prompt dispersion, and propose the following decomposition/factorization of

the (latent) reward function:

reward-prompt, completioh= dispersioAprompf scaled rewarttompletionj prompf—

where prompt and completion correspond, respectively, to question and answer. This decom-
position allows us to specify the diverse level of prompt dispersions hidden in the DPO, which is
translated into a prompt-dependent factor thspersion indexin the preference likelihood. The
scaled reward is given by the relative rank of the (possible) completions, which further enhances
model interpretability. We then leverage the change of variables technique to propose two models,
MallowsPO\ and MallowsPQg, by two choices of the discrepancy function in the Mallows model

which we will elaborate in Section 3.3.1.
The main contributions of this chapter are three-fold.

(1) We formalize the idea of prompt dispersion in DPO, and develop the MallowsPO approach
to implement this idea, so as to improve and generalize DPO. To the best of our knowledge, this is
the rstwork in preference optimization that considers a mathematically well-grounded preference

ranking model (Mallows) beyond the BT model.
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Figure 3.1: Prompts with low/high neg-log dispersion estimate values from Anthropic HH dataset.

(2) We propose approximations to the dispersion index, a critical component of the Mallows
model, so as to facilitate computation and validate the approximation through a synthetic example.
This allows Mallows model to serve as a foundation for developing versatile preference optimization
objectives, including MallowsP®-a generalization of DPO) and MallowsR{-We also provide
various analytical results for MallowsPOs, uncovering various new insights on existing DPO models,
and a generalized PO model that uni es all DPO models (including MallowsPO).

(4) We conduct extensive experiments, from synthetic bandits, controllable generation, ne-
tuning Pythia 2.8B on o -policy Anthropic HH dataset, to ne-tuning Llama3-8B-Instruct on a
on-policy UltraFeedback prompts based dataset. Notably, we perform an exclusive hyperparameter
search for a fair comparison, and repeat for di erent random seeds to justify the signi cance of the
improvement. The results show clear advantages of MallowsPO over (BT-)DPO, highlighting the
potential of considering preference/prompt dispersion.

Related Works. Existing work on personalization in dialogue generation such as [111] and
[115] has also paid attention to the diversity of human preferences ( there are a thousand Hamlets
in a thousand people's eyes); [116] proposes a Nash game model to incorporate the diversity.
There are also other DPO variants:DPO [117] considers gener&tdivergence in DPO; ODPO
[118] adds a margin to account for the preference signi cance. Recent works propose to learn
online preferences [119, 120], or learn from Al feedbacks [121, 122, 123]. For classical RLHF,
studies to improve the design and capabilities of RLHF include [124, 125, 126, 127, 128, 129],

whose ideas can also benet DPO. A notable extension for improving DPO lies in preference
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data curation, as demonstrated in RPO [130], where rich visual-language feedback is leveraged
to generate actionable image-editing instructions, enabling the creation of high-quality synthetic
preference pairs that enhance di usion model alignment through preference-based ne-tuning. See
[108] for a survey on learning from preferences.

The remainder of the chapter is organized as follows. Background materials on RLHF and DPO
are highlighted in Section 3.2. Section 3.3 focuses on the development of MallowsPO, followed by
more analytical results and various perspectives in Section 3.4. Experimental results are detailed

in Section 3.5, and concluding remarks in Section 3.6.

3.2 Preliminaries

Both RLHF and DPO start with ne-tuning a pre-trained LLM by supervised learning on high-
quality data for some downstream tasks of interest, to acquire a mébkl This step is referred
to as the supervised ne-tuning (SFT) phase. For instance, for training InstructGPT [95], GPT-3
[131]is rst ne-tuned on the given input prompt distribution.

} RLHF [95, 96, 97]. On top otSFT, RLHF is proposed to serve as the next step to conduct
further ne-tuning to generate high-quality outputs as judged by humans. Given a generative model
c, itis prompted with prompt&to produce pairs of answers (or, completiond };h—bg cHj
@, which are then presented to human labelers who express preferences for one completion over
the other. Denote by+ H j G meaning thatt 2 fH- kg is preferred oveH 2 fH— Kg.
The preferences are assumed to be generated by some latent reward\riiedéli Based on the
collected preference dat&®— hl:i?— Fﬁ’@l RLHF consists of rstlearning a reward mod&8iG—H
followed by learning a policgalHj @ in which the prompGis the state, and the completibtis
the action.

(a) Reward model To capture the underlying human preferences, RLHF assumes the Bradley-

Terry model [109] that stipulates the pairwise preference distribution:
21H Hj@:=f IAIG- AIG—4P- (3.1)
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wheref 1B = 1’—}15. Given access to a static dataset of comparigbns f G¥— hl:i?— I;i?%l_..._#
RLHF seeks to approximate the latent rewaAr8G—4Hboy a family of functionsf A 1G—%, and
estimate the parameters by minimizing the (negative) log-likelihood lossy L A-D =
Eigrwp logf AcG—#? A 'G—H . Denote by *G-%the solution to the problem.
(b) RL. The learned reward functioly 1G—Hs then used to provide feedback to the language

model. More precisely, the following KL-regularized RL problem is considered:

mcaxEGD Eh ciHe A 1G-H WKL Ic! jGkcrer! jG° — (3.2)

whereV | Ois a hyperparameter controlling the deviation from the reference poliey: ¢cSF'. In
view of (3.2), RLHF uses the reward functi®dfG—H= A 1G—H VilogciHj @ logcrestHj G°,
and solves the RL problem by proximal policy optimization (PPO) [132].

} DPO [2]. One disadvantage of RLHF is that the RL step often requires substantial computa-
tional e ort (e.g., to carry out PPO). The idea of DPO is to combine the two steps (a) (b) in RLHF
into a single one, bypassing the computation in the RL step.

The key idea is that given a reward functigfG—%l the prob!em in (3.2) has a closed-form

) ) ) [ )
solution: Ca'Hj @ = 5 Cref 1Hj @ explALG-H\P, where/ 1@ = | Cret 1Hj @ exptALG—H\P.

Rewrite the above asAtG—H= Vlog C‘i::ﬂ'% , Vlog/ 1@. Through this change of variables, the

latent rewardA 1G—%tan be expressed in terms of the optimal poticyHj @, the reference policy
Cref tHj @ and a constant 1@. Substituting this\ expression into (3.1) yields:
cHj@ c hj@

21 i = - 4 == _
?1H Hj&E&=f Vlog ca H]G Viog IETTR Y (3.3)

where/ 1@ cancels out. The expression in (3.3) motivates the DPO objective:

1 i 1 i
c'H | @ Vio CH|@

minL Icicef® = EBE1 _ logf Vlog——— _
c DPO ref G—pH—l"PD g g Cref 1|_': J @ Cref 1H J @

(3.4)
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3.3 DPO based on Mallows Ranking Models

3.3.1 Mallows ranking models

The Mallows model is built upon the analysis of rankings, instead of scores or ratings that play
the central role in BT models. Concretely, for a positive integérat represents e.gs, possible
items, letS = be the set of permutations st%+= f 1— ¢ « « .grand the space of rankings. We consider
that the probability of observing a ranking(which represents the preference=dafems, e.g., the

top ranked item is preferred over the others) follows a exponential family characterized as:
Ppyd °:=q% " /1g-3 for’ 2S— (3.5)

whereq 2 10-1vis the dispersion parameterg is the central ranking3! —° is a discrepancy
function that is right invariant:31" —,° = 3 "1 21—83for 19— 2 2 S, and/ 1g-3 =
! »s. %"~ @ is the normalizing constant. Intuitively, the Mallows model is probabilistic ranking
model in which the probability of a rank decreases exponentially with its distance from the central
rank. The greater the di erence between a ran&nd the central rank, the lower its probability.
Notice that the dispersion indeed re ects how dispersed the probability distribution de ned by
(3.5) on the space of rankings is: Whgh 0, itis point pass concentrated 0p, and wherg = 1,
it is uniformly distributed. In an attempt to study ranking models (ovétems) with pairwise
preferences, [114] further conside[ed two speci c cases of the discrepancy function in (3.5):
Mallows-\ model: 31" ;— ,° = ! el 118 ->1®°2 is the Spearman's rho,
Mallows-q model: 31" 1—° =inv "1 °,! isthe Kendall's tau,
whereinvt = # 18-92 >=14:8 Y 9and " ® j ° 1Pgis the number of inversions of.

Example. Consider the central ranking of three items beigg 11-2-3°, with the observation

T = 13210, If the underlying model is Mallow$-or Mallows-q, we have

(TP =13 197,12 0% 11 202=4; 31" = invi3-2-1° = 3
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See more examples and visual plots in Appendix B.3. Notably, di erent discrepancy functions
are usually not consistent, thus they de ne di erent Mallows Ranking Models, see an example in
B.3.4.

As a remark, the general form in (3.5) was suggested by [113] along with other discrepancy
functions (e.g., Cayley, Ulam distances, etc.) See[133, 113, 134]for the related group representation
approach to ranked, or partially ranked data. Note that the Mallows models can be extended to
in nite ranking models with== 1 (see [135, 136, 137].) In the context of language models,
this conforms to a possibly in nite number of completions given a prompt, and allows interpreting

unseen completions.

3.3.2 MallowsPO

We adapt Mallows ranking models highlighted above to the setting of language models. First,
denote by * j @ aranking of completions given the pron@@isuch that the preference distribution
is:

?H Bj@=PUIH[GY Hja°. (3.6)

Next, for the preference probability in (3.5), given an input proi@ptve assume it induces a
conditional central rankingo® j &, and a dispersion index}¢@ 2 10-1% As pointed outin [137],
nding " o' j @ is computationally hard. Fortunately, we discover that in RLHF, this part can be
cleverly" circumvented. By representilytG—Has the (negative) rank™ otHj @, our goal now
becomes:

mcaxEGD Eny c\ tH@ » ) olHj G&Y%: WKL 1ct j G’kCrefl J @° — (37)

Note that asmallerrank is preferred as per (3.6). Hence, this provides a natural candidate for the
scaled reward that enhances model interpretation. This perspective leads to the discovery of a novel
family of preference optimization objectives, each of which corresponds to an instance of Mallows

models.
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MallowsPO-\. For Mallows\ model, we show by Proposition 3.3.1 that, if we have the paired-

comparison probability of ranking itetd, before itemh as
PUIH @Y " 1Hj@°=f 12logql®L ¢lHj@® " o'HjE%°: 6_qaBP- (3.8)

wherelogq!@ 211 0°andB:= ¢!H @ "o'H j @, thenunder Spearman's distargand

givenq'@®, we can recover (3.5) under the assumptions of consistent pairwise probabilities.

Proposition 3.3.1(Probability of rank’ in Mallows-\). Suppose thaP! 1H j@ Y " 1H j @°
i = N N 0. . N
satis es (3.8) with giverg and central ranking o, then we hav@®! ° / i@ &1 '@ 08 je.

. . . . (. .
is drawn from Mallows:- (with Spearman’s rho distanc& " — ,° =  g;1 11& 21892),

The pairwise probability in (3.8), which yields Mallowsmodel, leads to our following opti-

mization objective.

Theorem 3.3.1(MallowsPO\). Given a prompgG its associated dispersiart@ and the underly-
ing central rank’ ¢! j@, suppose for anit— Hthe preference probability satis e *H H @
as (3.8), and thus the preference distributionHtis MallowsA. Then, the optimal RLHF policy
c,l j@for (3.7) satises? ' Hj@®=f 2logq'@ Vlog% Viog ;S
Therefore, the MallowsP®-olicy optimization objective is:

1 i 1 i
C'H @ Vio CH]j@

_— ———— Oe 3.9
Cref 1H ]G Cref 1H | @ (3:9)

min Eig_gpp logf ' 2logq!@  Vlog
¢ ’ | {z '}

neg-log dispersion dB

The proof of Proposition 3.3.1 and Theorem 3.3.1 are given in Appendix B.2.

The expression in (3.8) shows that in the Mallowsanking, the representation 8f* j @,
with a link function 6_g@* °, resembles a sigmoid function but diers in that it is scaled by
the term 2logql@, which re ects the distribution's dispersion. Compared to BT, where the
distribution is exactly in the form of sigmoid, Mallowsallows for greater exibility in controlling

the spread of the distribution function. This is particularly important in language modeling, as
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the concept of dispersion provides insight into how diverse people's preferences are for di erent
completions/responses. A43& ! 0,? 1 j @is getting closer to a step function (i.e., Dirac delta)
(as shown in Fig. 3.2), corresponding to cases where the pr@has a clear, standard answer.
Conversely, ag'@ ! 1, ? 1 j @ approaches a constant value of 0.5 (i.e. uniform), indicating
that any answer to the prom@is equally reasonable.

In (3.8), by setting 21logq*@ = 1, we recover the DPO in (3.4). Comparing the objective of
the DPO with that of MallowsPQ; the key di erence is the presence of an extra terfog g1,
which re ects the dispersion of the prom@t Thus, MallowsPO- can be viewed as a generalized
version of DPO that incorporates prompt dispersion. To see the e ect of this additional term:
When dispersion is highgt@ 1), the term 2logq!@ approaches 0, reducing the weight on
preference pairs; when dispersigh® decreases, 2 logq*Q@ increases, assigning more weight to

preference pairs.

MallowsPO-q. The consistent pairwise probability can be derived for the Mallgwsodel.
As shown in [114] (see also [138, 139]), the probability that a random permutatioom the

Mallows-g model with dispersiomn agrees with o onf H— Hgis

PUIH @Y  1H|j®°=64ga' o' & "olH j&°- (3.10)
where %
B1 B .
1 1 B |0_
byqei® = L YO 1A (3.11)

B1 B v
-El TqG BI 1q@8 B Y0

Similarly, using the (consistent) pairwise probability (3.10) derived from the Mallpwmadel,

we formulate our policy optimization objective.

Theorem 3.3.2(MallowsPO+4). Given a promp(3 suppose the completioffollow a Mallows
preference distributior? as in (3.10), i.e. ~ is drawn from Mallowsg with chosenq'!@ and

central ranking’ o, then for anyH and H, the optimal RLHF policy satis es-,* j @ satis es
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?H K@ =644 Viog CZE‘;@% Vlogm . Therefore, the MallowsP@-policy

optimization objective is:

. cC'H | @ CH|@
min E: _ log 64— Vlog—————— Vlog————— 3.12
! G+HD 1096q ga gCrele:jG’ gCreleJG’ (3.12)

By specifying the underlying ranking to Mallowg-we get a di erent link function6g_ge,
which also contains the dispersion indgX®, resulting in a new preference optimization objective.
We include more discussions about uni ed perspectives of Mallowsd Mallowsg in Appendix

B.3.5.

Figure 3.2: Distribution plot. Figure 3.3: Our proposed estimate matches
the true (neg-log) dispersion under a Mal-
lows model.

3.3.3 How to choose the dispersion indgp3?

As the dispersion indeg'@ 2 0-1¥4s unknown, computation or estimation of it requires
learning via neural networks or other algorithms [135]. Here, however, we propose a more direct
approach to estimatg!@ without any pretraining or learning. The idea is to qualitatively relate
g1@ to the empirical output distribution of the pretrained model, on which we propose an "easy-
to-compute’ proxy to the negative log dispersiotogtgq1@° for each prompG

Suppose the preference follows the Mallogvshodel. There are two extreme cases: When

%l— if "olH Y "ok j C-
log*gq*G°!1 ,wehave? 1H H @@= Thus, the proba-
Z0- i oM G othhj G
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bility distribution of the next token will concentrate on a point mass. Whég!ql!G°! 0, we
have:? 'H H @@= %—so the next token will be uniformly distributed.
The above observation motivates us to use Shannon's entrbpy Note that - °© = 0 when

- isapoint mass, and*- ° = log=when- is uniform on=points. Thus, we propose:
g logt *c! j@°elog="-foragiven constang j O- (3.13)

as a proxy to logql@, wherec! j @ can be either the pretrained LM mod#iRE or the SFT

modelcSFT. Furthermore, we approximate the entropy term in (3.13) via a realization of a sequence

of # = maxj. Fj. 'j° tokensf. & — 40s-1-..._given the prompt :
e 19Y Fo 4 .
ctj- 5 .g1].8=.g°, g1j.8=.g° - (3.14)
2 g1

which can besasilycomputed by the logits of the model given the output data. In this sase”,
where: is the token size. This is also related to the predictive entropy [140, 141] of the next-token
predictions.

Accuracy of the estimate. To validate our proposed estimate (3.13), we consider the similar
“bandit' setup in [137]. We draw rankings from a Mallowsq ranking model, and then obtain
a pair of winning/losing actions by choosing the highest/lowest ranked elements in the ranking

1 Fo 1 ;0

We plot q log , given the preferences data#xis) and the true dispersioktaxis)

. 2Ic’>g=.
that these data are generated from. Figure 3.3 shows that our proposed estimator indeed matches

the true dispersion, which heuristically re ects the accuracy of our estimate.

3.4 Perspectives on MallowsPO

In this section, we provide several alternative perspectives on MallowsPO in Theorem 3.3.1
3.3.2, with the proofs given in Appendix B.2. We say a DPdirected by6* ° if the preference

distribution can be expressed2stH H j&@ =6*A1G-#1 A 1G—H°for some reward func-
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tion A. Thus, Bradley-Terry based DPO is directed by the sigmoid funétiof

3.4.1 Dispersion weighted objectives

The following results show that MallowsPO can be viewed as a DPO with either the reward or

the KL-regularizer weighted by the dispersion index.

Proposition 3.4.1(MallowsPOA as dispersion weighted DPO)Let 2@ = 2logg'@. Then,
MallowsPO\ is the same as a DPO with either the reward weighte@46¥ or the KL-regularizer
weighted bW2@: max. Ecgp Ep ¢, 1He 2@ 'A1G-H WKL ic! j @kt jG° ,or
max. Eep EH ¢, 1He A 1G—Hs V2GEKL ¢t j Bkcrer! j G° .

Proposition 3.4.2(MallowsPO4 as dispersion weighted DPODenotingq*@ = Cin Eqn. 3.11

yields
1 s9%B e 8.1 B (3.15)

61B = : .
1 @1 1 @8

Let2'@ = 2logq*@ as before. Then, MallowsP@-s the same as a DPO directed By ° as
in (3.15) and with either the reward weighted ByG or the KL-regularizer weighted by2@:
max. Eep En ¢ iHe 2!@ A1G-H WKL Ict j ket jG° , or

max Eep En ¢, iHe M 1G-Hs V2GKL ict j @kcrert j G0 .

3.4.2 Connectionto PO

The objective of PO [103] ismax Ecp *EH c1jo-A a2 j@» 1? H Hj®ov, WKLict j
Gkecreft ] @°%awhere : »0-1% ! Ris a non-decreasing function, aeél j G is an arbitrary
policy (referred to as théehavior policy. It is readily veri ed that setting B = log 1—BB
reduces PO to the Bradley-Terry based DPO. Roughly speaking, the functioan be viewed as

f1B

the inverse of the link function, !f 1B° =log +=5 = B The question is whether MallowsPO

can be reduced to PO for some suitably chosen! °. Assume such a function exists, which we
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denote as ~ ! °. From the Mallowsgq model in Theorem 3.3.2, we have

En ctjie 2 H HjG° =Ey cjo 66AG-# AG-H°

<AG-f1 En crjoAG—H%

(3.16)

i.e., forany ° 1°thatis prompt-independent, MallowsPO cannot be an instanceP@. This
calls for extending PO to take into account prompt dispersion.
Generalized PO.Let ~1G—®depend on the promgas well as the preference distribution

?. The generalized PO takes the form:
maxEep Enciijo-mejo ~G-2H Hj@ WKLIic! j@kcrett jG° »  (3.17)
C
A special instance is when1G—-®= 51@ 17°is separable:

maxEep B c,1je-A et j@ »5'@ 17 *H Hj®1s WKL 1c! j ket j&° « (3.18)

Theorem 3.4.1(MallowsPO as generalizedPO). (i) MallowsPOA (directed byf 1 °) can be
reduced to the generalizedPO in(3.18)with !B =log 125 and 5'@ = W.
(i) MallowsPO-q (directed by6! °) can be reduced to the generalized?O in (3.18) with

‘B=61Band 5@ = i

3.5 Experiments

In this section, we evaluate the capability of our proposed MallowsPO to learn the preferences in
comparison with DPO. First, we use the preferences dataset of IMDB [142] datasets and Anthropic
Helpful and Harmless dialogue [112] dataset to provide evidence that human preferences may be
diversed. Next, we consider a synthetic bandit problem to demonstrate the e ectiveness of our
proposed MallowsPQ@ even without prompt dispersions. We further conduct experiments on

tasks such asonditional generation(IMDB) and dialogue (Anthropic HH, UltraFeedback). Our
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ndings show that MallowsPO outperforms DPO with an evident margin, both for in-distribution

performance and out-of-distribution generalization capability.

3.5.1 Evidence of preference dispersion

A rst natural question is: are human preferences dispersed? To verify this key motivation for
our work, we plot the distribution of the dispersion estimators given the SFT model and pairwise
preferences. Recall from Section 3.3 that the dispersion estimator is:

H1

1 1, i.a=H?° 1 j.g= Ho °— 3.19
2og” g1j-8=H°, g1j.8= H (3.19)

q log

and we take the hyperparameterj O such that the empirical mean is equal to 1 (as in DPO),

so wedo not need to tune this scaling constant. Note that this scaling results in our nal estimate
acting as a relative dispersion level compared to the whole dataset: when a prompt's dispersion
parameter is large, i.e., close to 1, (3.19) will be smaller than 1. In contrast, (3.19) will be much
larger than 1 if the prompt's dispersion parameter is close to O (or there is less disagreement about
the answer to the prompt). We formally call tlnieg-log dispersion estimateroughout the rest of

this chapter.

(a) IMDB preference dispersion distribution. (b) Anthropic-HH preference dispersion distribution.

We nd that for the task of conditional generation such as IMDB, its human preferences (Fig.
3.4a) are not quite diverse: the neg-log dispersion estimates are locateld ardralmost all the
estimates range fro®8 to 1+2. However, for tasks such as single dialogue, Fig. 3.4b shows that

human preferences are relatively more dispersed: the distribution is both skewed and of higher

1Our code is available albttps:/github.com/haoxian-chen/MallowsPO
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variance. As shown in Figure 3.1, prompts with high dispersion or those that will lead to human
disagreement on preferences indeed have a neg-log dispersion estimate smallawtiithose
with low dispersion have the neg-log dispersion estimate located at the right-hand side (larger than

1). More examples with low/high dispersion are provided in Appendix B.1.

3.5.2 MallowsPOg mitigates reward collapse

We study MallowsPO in a synthetic bandit experiment with no contextual inform&iand
compare it with DPO to test their ability to produce diversi ed policies and avoid reward collapse.
Moreover, we operate under the constraint of having a limited number of observations. There are
two reasons to explore this setting. First, the bandit facilitates a clear analysis without introducing
the complication of the contexéd Second, the limited data availability tests the ability of the
approaches to produce diversi ed policies and avoid reward collapse.

Concretely, we consider ve arms, each associated with a random reward drawn from a prob-
ability distribution. Preference between any two picked arms is determined by the random reward
realizations, with larger reward being preferred. In the experiment, we chbgeirwise observa-
tions, and evaluate the performance of di erent approaches by computing the e cient frontiers (1)
across di erent parametekg and (2) across di erent epochs. The details are provided in Appendix
B.1.

Figure 3.5 displays the e cient frontiers for MallowsP@-and DPO. Figure 3.5a shows that
MallowsPO+g has a more e cient frontier: (1) With the same KL divergence, MallowsgO-
achieves a higher reward, especially whéis small. (2) Over all possibl¥, the best reward that
MallowsPO4g achieves is higher than that of DPO. (3) MallowsB@voids reward collapse as
gets smaller. That is, MallowsP@-assigns a certain probability to the potentially good arms, as
opposed to DPO that tends to assign only to the best arm (see Figure 3.6). Figure 3.5b shows
that during the training process, MallowsReads to the policies that have both high rewards and

small KL divergence.
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(@) (b) (©)

Figure 3.5:(a). Reward vs KL for the policy with di erentVs. (b). Reward vs KL everyl00
epochs, averaging over the four policies Wit f0«05-0+1-05-10g. (c) Accuracy vs KL achieved
by MallowsPO and DPO.

Figure 3.6: Training curves of MallowsP®and DPO forV = 0«05 andV = 0e1.
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3.5.3 MallowsPO yields better tradeo between accuracy and regularization

In the task of conditional generation for IMDEgis a pre x of movie review, and LM is to
generate outputiwith positive sentiment. Following the setting in [2], we rst ne-tune GPT-2-
large on the training split of IMDB datasets until convergence to get the SFT model, and use the
pairwise preference data from [117] to further ne-tune it by DPO and MallowsPO.

Figure 3.5c displays the e cient frontiers (during the training process) for DPO and MallowsPO.
We observe that the performances of MallowsPanrd DPO are close. The similarity is likely due
to the nature of the task controllable comment generation, which is expected to exhibit smaller
dispersion, as evidenced in Figure 3.4a. MallowslPOutperforms both, achieving the same

accuracy (evaluated by the reward model) at a smaller KL divergence to the SFT model/policy.

3.5.4 MallowsPO enhances both in/out-of distribution performances

We compare the performances of MallowsPO and DPO in terms of the win rate evaluated by
GPT4, and generalization capability on the out-of-distribution datasets. In the experiment, we
chooseVto be0<1 and0s5 since it has been observed [125] that increagedlue leads to a drop
both in performance and per-input diversity of RLHF and DPO. Results are shown in Figure 3.7.

For thein-distribution testwe rst ne-tune a pretrained Pythia-2.8B model on the training set
of Anthropic HH dataset using MallowsPO and DPO, and then evaluate their responses on a subset
of its test split. GPT-4 serves as the evaluator, and compares pairs of responses. We observe that
MallowsPO has an edge over DPO. For thee-of-distribution testwe apply the models, ne-tuned
on the train split of the Antropic HH dataset, to other datasets with di erent input distributions.
The H4 Stack Exchange Preferences Dataset (SE) [143] and Stanford Human Preferences (SHP)
[144] are used for evaluation. The advantage of dispersion on generalization becomes apparent, as
MallowsPO shows more improvement compared to the in-distribution case.

We also compare MallowsPDwith DPO in ne-tuning the Pythia-2.8B model, with ArmoRM
[145] serving as the evaluator. The result indicates that MallowsR€hieves consistently higher

win rates than DPO across all cases, with an impressive win rate of around 70% in the in-distribution
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test. Details are provided in Appendix B.6.1.

Figure 3.7: Win rates computed by GPT-4 for responses on both the in- and out-of distribution
dataset.

3.5.5 MallowsPO enhances SOTA Llama3-8B-Instruct Models

We illustrate the scalability of our method through experiments on ne-tuning Llama3-8B-
Instruct Model on UltraFeedback Dataset. We follow the same setup in RLHFlow [146] and SimPO
[107], as we generate ve answers from Llama3-8B-Instruct for each promptin UltraFeedback, rank
them with scores evaluated by ArmoRM [145], and choose the best/worst one as winning/losing
answer to form the preference datasets. For a fair comparison, we compare MallowsPO with DPO,
using di erent hyperparameterd/and learning rateAfor the task of Alpaca Eval V2. The results

are shown in Appendix B.6.2:

\Y A LC Win Rate Win Rate
} DPO MallowsPO | DPO MallowsPO
0.01 547 ' 42.55% (0.79) 43.10%(0.77) ' 42.02% (1.53) 43.02%(1.57)
l IPO MallowsIPO | IPO MallowsIPO

0.005 14 © | 43.38% (0.84) 44.73%(0.87) , 43.52% (1.45) 44.87%/(1.46)

. SimPO MallowsSimPO SimPO MallowsSimPO
10 14 8 | 50.04% (0.77) 51.89%(0.81) | 42.11% (1.46) 43.76% (1.47)

Table 3.1: Win rate comparison between SOTA ne-tuning methods and their enhanced versions
using our MallowsPO as a plugin with optimizétand;A Standard deviations are right next to
the reported metric.

WhenV = 0«01 and;A= 54 7, for which DPO and MallowsPO both achieve the best perfor-

mance, we used 10 random seeds to show the statistical signi cance: MallowsPO outperforms
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Figure 3.8: Win rates computed by GPT-4 for responses on Alpaca Eval V2.

DPO both in mean or the best performance across random seeds, and also has smaller variance (see
Figure 3.8).

We also adapt the idea of dispersion index in MallowsPO to IPO and SimPO, leading to
MallowsIPO and MallowsSimPO. As shown in Table 3.1, both MallowsIPO and MallowsSimPO

beat their vanilla counterparts (using hyperparameters proposed in [103] and [107]).

3.6 Conclusion

We have presented in this chapter a novel approach, the MallowsPO, to ne-tune LLM. A
distinct feature of this approach is a dispersion index, which naturally captures the dispersion of
human preference to prompts, and can be systematically incorporated into the reward function as a
weight factor, thus ushering in a new class of dispersion-weighted DPO models. We demonstrate
empirically how MallowsPO achieves improved performance in a broad array of benchmark tasks,
including synthetic bandit selection, controllable generation, and dialogues. The e ectiveness
holds for both small and large representative models, such as Pythia 2.8B and Llama3-8B-Instruct.

Furthermore, both curriculum learning and personalization alignment through contextual scal-
ing present promising future directions and can be expanded based on our work (see Appendix

B.7).
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There are a few issues that we have yet to address in this study, for instance, to explore why
MallowsPO outperforms DPO, how the dispersion index contributes to performance improvement,
what guidelines to follow to set th¥ value, and how dispersion index can be more accurately

approximated. These will be pursued in our future work.
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Chapter 4: Prediction-Enhanced Monte Carlo

For many complex simulation tasks spanning healthcare, nance, and beyond Monte Carlo
(MC) stands out due to itsnbiasedestimates and preciggror quanti cation. Yet, Monte Carlo
can become prohibitively expensive in nested, multi-level or path-dependent evaluations where no
e ective variance reduction methods exist. Naive attempts to replace MC evaluation with machine
learning (ML) surrogates typically introduce unquanti able bias. We address this challenge by
introducing Prediction-Enhanced Monte Carlo (PEMC), a framework that leverages modern ML
models adearned predictors using cheap and parallelizable simulationfeatures to output
unbiased evaluation with reduced variance/runtime. We demonstrate PEMC's e cacy through
two examples: First, an ambulance dispatch and hospital load-balancing example for emergency
medical services, where estimates of mortality rates guide ethically imperative decisions. Second,
we consider an exotic option pricing problem on variance swaps a widely used instrument
in derivative markets for hedging volatility risk under stochastic local volatility models. In
both applications, PEMC achieves computational gains, while maintaining MC's hallmark of
unbiasedness and error quanti cation, highlighting its broad utility as an enhancement to any MC

baseline.

4.1 Introduction

Monte Carlo (MC) is a fundamental tool for evaluating complex stochastic models where
closed-form solutions are unavailable. Its main strengths unbiasedness and rigorous uncertainty
guanti cation make it essential in high-stakes, high-complexity applications like healthcare re-
source allocation and nancial risk management, where fairness or regulatory compliance are

crucial. For example, transparent and bias-aware methods in healthcare are vital to ensure equi-
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table outcomes and prevent disparities in care access [147, 148, 149]. Similarly, nancial risk
assessments rely on MC estimation to support robust hedging, re-balancing decisions, and valid
error bounds, as minor biases in nancial simulations can accumulate [150].

Despite these advantages, classical MC faces signi cant challenges in nested, multilevel, or
path-dependent simulations that are di cult to parallelize. Complex stochastic dynamics can make
each sample path extremely costly to generate sometimes taking hours for one sample (e.g.,
credit valuation adjustment [151]) and e ective variance reduction methods, such as control
variates, are often unavailable [152]. Consequently, MC's inhe(tielrfhliloEO convergence rate
often prohibits real-time decision-making with adequate precision. This is also problematic in
exotic option pricing, where sample paths are generated sequentially under complex dynamics,
making parallelization unavailable [153].

Conversely, machine learning (ML) based predictive modeling has emerged as a fast alternative
for approximating MC evaluations, including pricing nancial derivatives [154, 155, 156]. Neu-
ral networks and other ML techniques can learn complex mappings and, once trained, generate
predictions quickly o ering fast evaluation [157]. However, these black-box models lead to
unquanti able biases, rendering them unsuitable for reliability and error quanti cation. Thus, MC
and ML represent opposite ends of the spectrum: MC is reliable but slow, while ML is fast yet
lacks rigorous statistical guarantees.

Bridging the Gap. Given this trade-o between the speed of ML and the reliability of MC,

a natural question arises: can we design a method that combines both advantages while avoiding
their respective pitfalls? In this chapter, we answer a rmatively by introducingRnediction-
Enhanced Monte Carlo (PEMG@)amework. PEMC leverages predictive ML modeling to replace

a large portion of costly simulations with cheap/parallelizable samples from ML models, reducing
variance on a scheme-wide level. Moreover, despite relying on black-box predictive models, PEMC
maintains unbiasedness, balancing computational savings with rigorous statistical guarantees.

Contributions. PEMC innovates in two aspects. First, PEMC integrates ML predictive models

into any MC baseline while preserving unbiasedness and error quanti cation of MC. Second,
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we show how the predictive modeling of ML combined with cheap, parallelizable samples will
result in a scheme-wide reduction of variance and costly samples, enhancing real-time e ciency
for complex MC simulations. We demonstrate PEMC's e ectiveness in high-stakes domains: (i)
ambulance dispatch and hospital load-balancing simulation, where unbiased estimates of mortality
rates are vital for fair resource allocation, and (ii) exotic option pricing under stochastic volatility

models, where traditional variance reduction methods are unavailable.

4.1.1 Related Works

Even though our focus on unbiased MC enhanced by machine learning (ML) is novel, related
ideas have appeared in multiple contexts. For instance, auto-evaluation methods for large language
models (LLMs) [158, 159] and Prediction-Powered Inference [160, 161] combine cheap ML-
generated labels or synthetic labels from LLMs with smaller sets of annotated, gold-standard data
to produce unbiased performance metrics, just as PEMC combine cheap, parallelizable samples
with costly samples for overall e ciency improvement. These hybrid strategies also mirror causal
inference frameworks e.g., doubly robust estimators [162, 163, 164] and orthogonal learning
[165, 166] which pair predictive models with classical statistical principles, although they do not
aim to (nor can they guarantee to) eliminate bias.

PEMC method can also be viewed as a modernized variant of the control variate (CV) technique,
a classical MC approach that reduces variance via auxiliary outputs [153, 152]. Unfortunately,
the classical CV requires knowledge of a closed-form mean of the auxiliary output, which quickly
becomes prohibitive in complicated stochastic systems. Although specialized methods such as
Stein kernels [167, 168, 169], Neural CV [170], regularized CV [171, 172, 173], adaptive CV
[174, 175] and quasi CV [176] relax certain assumptions, they typically require strict conditions,
limiting real-world applicability. Beyond CV-based variance reduction, Multilevel Monte Carlo
(MLMC) [177] has proven e ective by coupling di erent simulation discretizations. However,
MLMC is often intricate to implement, needing careful design to ensure stable coupling [178, 179,

180, 181, 182]. The Prediction-Enhanced Monte Carlo (PEMC) framework addresses these gaps
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by adopting a scheme-wide approach that completely forgoes the need to access CV's mean thus

allowing modern ML predictors to serve as CVs while still preserving exact unbiasedness.

4.2 Background

In this section we provide an overview of the PEMC estimator, using abstract notation general
enough to apply to a wide range of Monte Carlo methods. Suppose we want to produce unbiased
evaluation of the quantity,

TN)0=E»§t % (4.1)

for arbitrary parametey 2 R%, where is the parameter space. 2 R3" represents a
high-dimensional random vector governediyand 5 is the evaluation functioR3+ 1 R3. In
general, both§ andE) depend or) . The goal is to produce an unbiased estimate9P for any

) 2 , while the primary bottleneck stems from costly and time-consuming simulation of

4.2.1 Motivation and Example

One such setting is options pricing, whereepresents sequentially generated price paths under
a complex pricing probability measure, also referred to as the risk-neutral probability measure in
nancial engineering, and the simulation is path-dependent and di cult to parallelize. The quantity
of interest is:

Option Pricé) © = Erisk neutral measuty»%ayo 1) o _ % (4.2)

Here,E) is calibrated from real-time market data afgy, 1o speci es contract details or client's

requirements. To illustrate how these pieces t together, consider pricing an Asian option under

the Heston model [183], the most well-known stochastic volatility model in options pricing [184].

Asian options are path-dependent derivatives whose payo s depend on the average price of the

underlying asset over a speci ed period and closed-form solutions are generally not available.
Inthis example) can be broken down into three main compongnts 1) moder) simulatior™) payo °-

First,  :=f( @cconsists of the full asset price path generated under the stochastic di erential equa-
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tions (SDE) driven by twal correlated Brownian motion ¢ and, 2:

3(c=A@C Tad B, &
3ac=n]  a03C X'as, & (4.3)

which fully speci es the dynamics using a 5-dimensional model parameigi .= *A—[- X— -2

R®, calibrated from market data using methods such as [185]. We thejsisfiion t0 specify

the initial stock price( o, the initial volatility ag, the time horizon , and discretization time step
Ct, which together with) mogel fully describesE). The parameteypayo parametrizes thpayo

function§ . by specifying the details of the contract. For Asian optippsg, takes the form

|

1 6
e (¢ -0-

5 o (0 = 4 ) max
&1

where) payo Speci es the strike level , the observation frequency and the observation dates
f Q= 1

MC vs ML. In this example, each sample path= f( gcinvolves O )—C sequential, non-
parallelizable simulation, and the payo depends on the entire paiir; While standard Monte
Carlo simply generate many such pathsg and averagey *_ ¢ remains unbiased, it becomes
prohibitively expensive, particularly whénis re-calibrated in real time and) © must be evaluated
within some precision before a new calibration cycle. In such scenarios, each new pajameter
necessitates a fresh and costly batch of Monte Carlo path generation, discarding most of the
previously simulated data since those paths were tied to di erent parameters. This ine ciency
naturally motivates the idea of retaining simulation data to train a ML predittp?, enabling
much cheaper/faster estimates for subsequehtowever, when reliability and error quanti cation
are critical, purely ML-based approximations face inherent challenges. While ML can produce fast
approximations™) ©, it generally comes with unquanti able bias and a lack of instance-speci c

con dence intervals as the training procedure only hinges on aggregate generalization error.

For instance, one could choose an Euler scheme or any alternative numerical method also inclyd@gifion
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A natural parallel arises in on-policy reinforcement learning [186, 187], where each new policy
c) prompts a fresh round of data collection for policy evaluation. Remedies such as classical MC
technigue importance sampling (IS) [188, 189, 190] does not apply to (4.1) when the likelihood
ratio becomes intractable. Another classical variance reduction method is the control variate (CV)
technique [153, 152], where one augments each safple® with a highly-correlated auxiliary
variable6) 1” © with analytically known mea?) © := E) »6) 1" °%4 However, the need for closed-

form at) © has severely limited their usage in complex stochastic systems [153].

4.3 Prediction-Enhanced Monte Carlo

4.3.1 Framework

The aforementioned discussion reveals a methodological gap: how to (1) preserve Monte
Carlo's unbiasedness and straightforward error quanti cation, (2) reuse simulation data rather than
discarding it each timg¢ changes, and (3) exploit fast, inexpensive ML predictions to achieve
variance/runtime reduction without relying on analytical knowledge of the stochastic system such
as intricate ratio densities or closed-form means of highly correlated auxiliary variables.

We introduce Prediction-Enhanced Monte Carlo (PEMC), a framework that ful lls these ob-
jectives. PEMC leverages the classical control variate idea but generalizes its variance-reduction
notion to a scheme-wide, modernized view, allowing for e ective integration of MC with modern

ML. Concretely, PEMC aims to estimate (4.1) by

Op " l)O

10 10
P 5 1_80 61) _A 8o . E 61) _h-go. (4_4)
&1 =1

Here,” is an auxiliary variable, coupled with, that serves as features for predictisly ° and
has a marginal distribution that is both e ciently simulatable and highly parallelizable, allowing

large numbe# independent samples 6f with the same marginal a5 to be generated at low
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cost. The functior6 is a prediction model trained via squared-error loss using MC sample under
n— © P forvarious) , Which aims to approximate the functién) - E 5_ )" .

As we will see, the selection of an appropridtes a pivotal component of PEMC, analogous to
feature selection in common ML tasks. The key lies in selectingp be both a feature for
predicting 5 _° and an e ciently simulatable, parallelizable random variable. Finding a gbod
often requires domain knowledge. In particular, given the whole patime can choose := gt _°

to be some low-dimensional transformatignof _ (e.g., ingredients for constructing). For
instance, for SDESs, one can de reas the sum of driving Brownian increments that generate
This choice could capture a substantial portion of the SDE's variance, makagood feature for
predicting5'_°, while its Gaussianity allows it to be generated cheaply and in parallel. We explore

this in detail in subsequent sections.

4.3.2 Algorithm

In this section, we present the rst part of PEMC algorithms, the prediction nbdelPEMC,
one could choose any black-box model capable of expressing complex dependencies and being
straightforward to train by easily accessible solvers.

First, de ne a parameter spacehat encompasses all combination$ of 1) moder) simulatior™) payo °
that are of practical interest. This space covers the range of parameters that would likely be en-
countered in real-world calibration scenarios on a daily, weekly or monthly basis, depending on the
model update frequency. Then, sample eagdnom 2 and generate a coupled pair— B,

Next, compute the payo5,t_° as the label, and record thgs" °© as the feature. Repeating this
#rain time to yield a training set of sizé# i, consisting of feature label pairs. Finally, train a
model6 to minimize mean squared error (MSE) between the labelGafehtur€. The result is a
pre-trained functiom that, once integrated into the PEMC scheme, acts as an ML-driven predictor
with e ciently simulated feature.

Algorithm 1 outlines these steps. For data generation, although generatag be time-

2Here we mean sampling in a broad sense: one can opéimough any procedure e.g., real-world calibrations
or designed sweeps that traverses the parameter space
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Algorithm 1 Prediction Model: Data Generation & Training
Input: # yrain—
Initialize empty datasetdeaturesiabel?®
for 8= 1t0 #rain dO
Sample parametejs (e.q., by realization of or uniformly by sampling)
Generate* - E,
labeg 5.t °
feature ) g
Store*featurgabel’ into ‘featuresiabels
end for
Output: *featureslabel®

Input: featuresiabel®

Initialize model6

#uain  lengthifeature$

Minimize: 5
. 1"(Dain 5
m6|n labek 6featurg?

train &1
Output: trained modeb

consuming, we perform it o ine during pre-training, while also taking advantage of asgmples

from past calibrations thereby avoiding waste of previously generated data. This trades memory
for computational speed and ensures minimal overhead in real-time evaluation. For model training,
for example, training neural networks is a well-established practice, facilitated by open-source
frameworks such as [191, 192] and GPU acceleration, which collectively streamline the training.
We omit extensive details here, noting that o -the-shelf optimizers [193] and standard architectures

[194, 195, 196] can be adopted.

4.3.3 Evaluation

Having completed the training phase, the evaluation stage leverages the ML6no@ahance
Monte Carlo simulations. Given a xedl usually derived from real-time calibration one
rst generates= coupled pairs_ g g, then independently draws additional sample$ g from
the marginal of*, before plugging both into the PEMC estimator in (4.4). This procedure

is summarized in Algorithm 2. Typically# is chosen to exceed by one or more orders of
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Algorithm 2 Evaluation

Input: calibrated) , sample sizes and# , model6
Generate i.i.d. pairs g E) for8=1-eee==
Generate i.i.d. sampleSg E) for 9= 1—eee—#
Compute% " 1)°:

G G

61) N 90.

InNileE

5 1_80 61) =t 80 5 #1
&1 1

Output: % " 1)°

magnitude, as these samples are cheap and parallelizable. Section 4.4 explores how to optimally

pick these sample sizes.

4.3.4 PEMC: An Example on Asian Options

To demonstrate the PEMC framework, we return to our Asian option example in Section 4.2.1.
For this example, let's say we use a neural network (NN) as the prediction model. Importantly, the
PEMC framework does not impose constraints on the speci c type of NN architecture. Depending
on the structure of the underlying simulation, various models such as fully connected neural
networks (FCNs) [197], convolutional neural networks (CNNs) [198], and Transformer-based
architectures [199, 200, 201, 202] can be utilized. Then, the PEMC framework could proceed as
follows:

1. De ne the parameter spacethat encompasses realizationg abf practical interest:

) = A-[-X—d-§—F C-)— —=F GOz 12°

2. Uniformly sample from . This step is straightforward if the parameter space is a Cartesian
product of intervals. For each sampledyenerate process:= 1( = @cusing a Euler scheme

with step size G according to the Heston model speci ed by
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3. During the sampling of , we collect™ to be the sum of Brownian increment

B C B C
(= , §¢c and , = ,

")
=1 =1

[{e}}]
)

simulated during each step of the Euler scheme. This makes the margifasiaiply a

two-dimensional Gaussiam%: N 0>l
4. Save

1
label:=4 M1 — (g ©
&1

feature:=tA—[- X—d—§—@— C—)-—

= _f%): v, )(_’ )aO.

5. Repeat steps 2#hain times to generate dataséeaturglabelPe ., 1.0f Siz€# yain.

6. Train a NN with weightsv to minimize the MSE loss:

~

O
llabek ## ,featurgP®?

train Dot e

min
w

and use the argmi® to approximate

C_)_ _:_f%)i Vi, )(_a )a °
7. At evaluation, a calibratedis given with

) A [-X-d-6—4~ C-)-

—-= _f%)ﬁ 3/4_!)(.) )ao 2
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we generate paired sampledabekfeature’y =, We also generate i.i.d. p)_N 0—»é ‘;1/4

samples and store them Heature o1,

| i
8. Output% " =1 glabek ## g'featurel®, + o## pifeaturap.

5

4.4 Analysis and Performance

In this section, we provide a theoretical analysis of the PEMC estimator. All properties of PEMC
discussed only pertains to evaluation, wheilie xed. Henceforth, we omit the dependence)on
in the notation (e.g., writing: vs E) , 61" © vs 61) - ©) and note that results holds for arbitrgry

All omitted proofs can be found in the Appendix.

4.4.1 Bias Analysis

We begin by establishing the unbiasedness of our estimator, which surprisingly holds for any

blackbox6.

Theorem 4.4.1(Unbiasedness)PEMC is unbiased:

1C
E : 1 51_80 61/\ 800
Tl

R Y N T
# =1

Proof. First note that6 is pre-trained. The proof then follows sin€g and ~ 9 have the same
marginal distribution for an$—.9 f

4.4.2 Variance Analysis and Error Quanti cation

To facilitate the analysis, we introduce some notations.

De nition 4.4.1. Given function5 that takes input  and 6 that takes input*® (so both5-6
are considered xed here), we dendté . := Vart5t_° 617 °— {2 := Varl5!_%-andf § :=
Varl6i” °°, Likewise, leR5 g be the cost of generating the coupled samfle® 61 °, and let

25 and 2 be the respective costs of generatiig © and 61 © separately.
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We make two remarks. First, we usesthere in a broad, context-dependent sense: it could
denote the number of samples, the wall-clock time for generating and evaluating them, or a joint
consideration. Hence, cost" acts as an umbrella term, re ecting di erent practical constraints in
di erent settings. Second, we generally obtéinn the same process during the generation of

thus typically in either sense of the cost, we hdyes  2s.

Lemma 4.4.1. The variance of the PEMC estimator is

InNilkF

1
Vart% " °==f2 .. Efg-
Proof. First note thab is pre-trained. Then, during evaluation, data" £ .=,are independent

of 1~ Lo f

Just as MC, PEMC also permits standard inference and construction of asymptotically valid

con dence intervals.

Theorem 4.4.2(Statistical Con dence Intervals)n the set up of the evaluation algorithm 2, we

I _ | _ |
2 -1 =1 o inpg 11" = 1 0 1A 0002_ 2 1" # 1A~ 0
de'ne f\5 6 = &1 5 _8 6 8 = 8= 5_8) 6 & and f\6 — # =1 6 9

[ ) . .
#1 fp:l 61/ g° 2, be the respective sample variances. Iiet., denote thél Ue2°-quantile of

the standard normal. Then, the interval

% " lt w2 —., &~

is an asymptotically exact-coveragje U con dence interval for , as=—#!1

Proof. PEMC is unbiased. Moreovef2

2 ¢ are consistent estimates bf —f¢, the results

follows from Lemma 4.4.1, central limit theorem and Slutsky's theorem. f

4.4.3 Cost Reduction

Having discussed PEMC's bias and variance, we now ask: witha xed resource budget whether

measured in sample count, computational time, or other constraints when does PEMC outperform
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standard MC? By showing how PEMC's variance reduction scales with its cost, we pinpoint the

regimes in which PEMC is more e cient.

Lemma4.4.2.Assuming—#2 R- and2s— 2 s 2 R:, the optimal allocation betweenand# for

PEMC, for any positive budget, follows as

,
:f56
fe

>

. (4.6)

|0
N

ol

(o]

In practice25 ¢ 26 often holds, and Lemma 4.4.2 suggests choosging =. Although the
lemma treatsand# as continuous, it o ers near-optimal guidance in practice. However, standard
MC case, corresponding tb = 0, is excluded from Lemma 4.4.2, and must be handled separately.
Building on Lemma 4.4.2, we can obtain an upper bound on the variance reduction PEMC can

achieve relative to MC.

Lemma 4.4.3.Assume&s g = 25. In the same setup as Lemma 4.4.2, the variance %
between PEMC under the optimal allocation and standard MC follows as:

2 r

6§ fse LB 2

£ 2., 4.7
*fse 25’f§ 6 25° 25 (4.7)

—
a1 N
(o)}

-
(o2}

—
—

. . f2 f2 . , .
A natural question arises: how can we gauégE or f—‘; in practice and what do these ratios
5 5

reveal about the quality @? As we'll see, PEMC's variance reduction depends on how @vedl

trained. To illustrate this, we rst consider the case wh&ezjuals the true regression function.

Lemma4.4.4.Dened :=corrt5-%and2 = 5—‘; Supposes g = 25, 5t °is square-integrable

and61”"° = E»5t °j~ Y, Thend = I—Z and% becometd-2 := 11 d?0i] pﬁ
p

p__
2, 1 t% Py o

Lemma 4.4.4 shows that PEMC's variance reduction, compared to standard MC, can be ap-

proximated byAld—-2, whered := f—f_) measures how welb1” ° predicts 5t °, and2 =

2
25

indicates the relative cost of evaluating chégp © versus generating costly full samplé&s_°.
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Figure 4.1 visualizegld— 2 overd— 22 10-1°. The left panel's contour plot includes a red line at
Atd-2 = 1, marking the break-even boundary where PEMC matches MC's variance. Below that
curve!Ald—2 Y 1°, PEMC improves upon MC, requiring su ciently largd (strong predictor)

and small2 (cheap predictor). The right panel plo¥sd—2 at 2 = 10 2, showing thatd = 05
yields about a 22% variance reduction, wheréas07 yields nearly 46%. In practice, we design

A and6 sothatd j 05and2 10 2 or 10 3. Lemma 4.4.2 then suggests an optimal rati¢ ef

between 5 and 20; in our experiments, setting 10= proved e ective.

Figure 4.1:L : contour map oftd—2. R: Atd—2 for 2= 0001

4.4.4 Learning Theory Estimates

Lemma 4.4.2 assumésis the exact conditional expectati@n := E»5' _°j”~ % In practice,
however6 only approximates it by nite training data, and also varies witha ecting d. To
account for learning errors, one can apply statistical learning tools (e.g., uniform convergence
bounds, VC-dimension, or Rademacher complexities [203, 204, 205]), which relate the function
class complexity and training Sizg;ajn to guarantee how stays close to thé . Although many
technigues exist, we provide a placeholder result (detailed in Lemma 4.4.5 in the Appendix) showing
the typical form of guarantees one could expect from PEMC. Roughly, as both the sampig.gize

and the complexity of the hypothesis class increase, one approaches the result of Lemma 4.4.2.
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Lemma 4.4.5. Under the regularity conditions speci ed in the Appendix, for anmyX 0, there
exists a su ciently large sample sizé,i, and a suitably chosen neural network class from which
Vart% " ©

we select and train a predict@ s.t., <77 A'd-2, n, for arandoml with probability

atleastl X

4.45 Control Variate Coe cient

In this section we explore a connection between the PEMC and traditional CV. As in CV,
note that one could generalize PEMC by introducing a free pararQetercreate a variant:

| _ [ L .
%" 100:=1 g,15t @ 06100, 1 % 06, where one tune§to minimize variance.

5

In PEMC, this step is redundant sin@é is another predictor and the,optimal scalghould be
learned by training. Nevertheless, suppdsis xed, one caninterpreiI g 61, #il 961~

as a readily available, zero-mean control variate. We can then optOrtizeninimize variance.
The optimal0 is then: 0 = %- In the ideal case# =and61”° = E»5t °jr Y,
which impliesCovt 5t °© 611°-8~0% = QandCow 5t °-8~"0% = Vart6l”°° This would
further imply0 = 1,+# 1. Consequently, we can view PEMC as using a default choice of

0 = 1, which saves the trouble of estimatifig and gives PEMC a degree of robustness.

4.5 Numerical Experiments

We conduct experiments to showcase PEMC's performance. Supplementary results and details

can be found in Appendix.

45.1 Toy Example: Asian Options

For illustration, we follow up on the PEMC procedure detailed in Section 4.3.4, utilizing a
neural network (NN) as the predictive model. Each path simulation is carried out for one year
duration (i.e.,= = 252 using daily increments ([.e.,C: 1). For our feature™, we tried
just the whole sum of Brownian incrementg( = ! 22 { with 3g := dimt"° = 1. We

also tried a more granular resolution where we partition 252 Brownian increments evenly into 14
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parts, each summing 18 consecutive incrememsig = ! gi“isls 1 g for 82 »14%yielding

3c = dim~° = 14, A neural network is trained on a dataset compristhgin = 128 10°
samples. We adopt a straightforward two-branch MLP input architecture: one branch prgcesses
with two fully connected layers (width 32, each with ReLU activations), and the other processes
A with two fully connected layers (widtmaxt32—2-dim*” °°, also with ReLU). The outputs are
concatenated and fed into two additional layers with skip connections and dropout (0.5), trained
with the Adam optimizer at a learning rate 10 3.

For evaluation, we implement PEMC and MC for a randomly sampled . We use the
average o 10° MC samples as the ground-truth value to compare the root mean squared error
(RMSE) for each method. For both MC and PEMC (with= 10=, see discussions in 4.4.3),
we generate averages usmg 100040069000samples, repeating each setup 300 times. This
yields 300 estimates (for eastand method), which we compare against the ground truth. TPa&ble
summarizes the results. Across all tested sample sizes, PEMC notably outperforms MC. Even the
simpler variantdim?”~ © = 1 cuts root mean squared error (RMSE) by 30 40%, while the more
sophisticatedlim*” °© = 14 version achieves a 65 70% reduction. In this example, ugirng 10=
adds almost no overhead to the evaluation phase, because genérasirfyghly e cient and

parallelizable, thus keeping overall wall-clock time nearly unchanged.

Method ==1000 4000 9000

MC 0.238  0.117 0.085
PEMC13g=1° 0.151  0.081 0.048
PEMC13g=14° 0.078 0.040 0.026

Table 4.1:RMSE of Asian option pricing over 300 runs

4.5.2 Variance Swaps Pricing

We now turn to a derivative pricing tasks - variance swaps under stochastic (local) volatility
[206, 207, 184], which are routinely used to hedge volatility risks. Speci cally, variance swaps
let investors trade future realized volatility for current implied volatility [208], but involve path-

dependent simulations where variance-reductions are often unavailable. We illustrate PEMC's
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exibility in two prominent stochastic volatility models: the Heston model (4.3), and Stochastic
Local Volatility (SLV) [209], a data-intensive and widely used model in practice. In both cases,
PEMC achieves variance reduction within the same allotted timeframe, showing its versatility in

exotic options pricing.

Variance swaps under Heston model

For Heston model (4.3), thg procedure follows as the steps in Section 4.3.4 and Section C.4.1,

i 252 ) Sogi(o(c® - _
except the payo is§ (gL = Yo C . For the training data we sétyain =

3 10°, where parameter is sampled over postulated market conditions: the initial stock price
(o from »50-150v4 risk neutralA from »0401-0205Y initial varianceag from »0¢12-0:375Y, the
mean-reversion ratefrom »le5-45Y4long-run variancg from »012-0-3%/,volatility of volatility
Xfrom »01-1+0% and correlatiord from » 09— 0s2¥% We set the time horizon tp = 1 year,
discret’ized at C= 1252 Thg" is chosen to be the two correlated sum of Brownian increment
, )( ::I )g;lc , § cand, N ::I )g;lc , & sForthe prediction model training, a basic ResNet-style
architecture [195] is adopted with two Multi-Layer Perceptron (MLP) blocks with 256-dimension
hidden layer and 256-dimension output layer,”foand) , respectively. At evaluation stage, we set
0 = 100-A= 0:02- @ = 0:25°— "= 3—[ = 02— X= 06— d= 04 and repeat the evaluation 200

times at= = 1006-20004006-1000Q As shown in Table C.4, PEMC achieves 30-50% reduction

in root mean squared error compared MC, with same number of costly sample and essentially the

same runtime.

Method ==1000 2000 4000 10000

MC 0.0996 0.0659 0.0517 0.0290
PEMC 0.0599 0.0387 0.0263 0.0179

Table 4.2:RMSE of variance swaps under Heston model
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Variance swaps under SLV model

SLV models is a hybrid approach that combines the market-implied local volatility surface
with stochastic volatility dynamics [209], providing practitioners with greater calibration exibility
to capture market dynamics [184]. The increased modeling power of SLV, however, comes with
computational burdens for MC. It is known that SLV has no closed-form formula for even vanilla
options [210]. Unlike the Heston model's compactSLV requires handling a dense 2D grid for
the local volatility surface, e ectively creating a much more high-dimensionalTo e ciently
process this grid-structured volatility data, we adopt a CNN architecture [194] for training PEMC
predictor, e ectively feeding the local volatility surface as iamageinto PEMC. Under the SLV

model, we adopt the standard SDEs:

d(c= A@C, f 1(c-BP(d, &

dac= M[c aQdC, Xd, & (4.8)

with hd, {~d, & = d and[c:= ;‘-ill, 42°® asin[209]. Herf 1—=°: R R ! R is
2D function representing the local volatility surface am@'a® is a stochastic multiplier with
expta® = 1 andEx?2YE 1.

In practice,f * —° is market-calibrated and stored on a 2D g8d T whereS is a set of
asset-price points (spot levels) oveerg:j[‘facg e @ndT is a set of time pointscgﬂr”face— O e
At each grid point, we recorﬂgaselG—OOJased on a formula from [211] and interpolate the grid
values at arbitrary( —— (details in Appendix). When sampling to producef grid, we
add aN10-B° noise independently to all thgsj jTj points in the grid, on top of baseline
f 1084 The feature!) " °is ff 21B—Qps_gr—A—X—"—do—af -1, )(—, )a° . We employ a
two-branch neural network to handle the 2D grid. The rst branch, a VGG-style CNN [212],
processes the discretized volatility surfdc&'G-°C Meanwhile, the second branch ingests the

remaining parameters in - through fully connected layers, before merging to the nal layer.

Asin Section4.5.2, Table C.7 shows that, with high-dimensional volatility surfaces, PEMC achieves
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Method ==1000 2000 4000 10000

MC 0.0206  0.0145 0.0101 0.0065
PEMC 0.0130 0.0088 0.0061 0.0040

Table 4.3:RMSE of variance swaps under SLV model

a 30 40% reduction in RMSE.

45.3 Ambulance Diversion Policies Evaluation

During the early COVID-19 surge, New York City's EMS system faced a drastic spatial shift in
emergency calls, pushing certain hospitals to crisis-level overload [149, 213]. In response, a load-
balancing rule was devised to divert non-critical ambulance patients away from the closest hospital
if that facility nears capacity, balancing travel time against queue length through an optimization-
based assignment approach [213]. A stochastic simulation based on historical EMS data [149] was
used to evaluate how load-balancing reduces peak occupancy and hospital congestion showcasing
how simulation can improve patient outcomes in EMS networks.

The simulation work ow spans nested simulation system. We focus here on arepresentative sub-
problem the two-hospital ambulance diversion to illustrate PEMC's advantage. The discrete-
event simulation models two emergency departments, ED-1 and ED-2, each with physicians,
patients, and arrival streams whose rategvary by hour and day3. Ingredients include nonho-
mogeneous Poisson process with hourly arrival/service ratgse.g., ArrivalsC NHPP _1C ;

Triage levels and service times where each patient is assigned a triage B¥&i-2-3-4-5g via

a (possibly crisis-adjusted) multinomial distribution; Priority queueing and threshold diversion
where physicians are modeled as resources and patients forms priority queue ordered by triage. A
thresholdy controls ambulance diversion: if the quelaén one hospital exceeds new ambulance
arrivals divert to the other hospital, incurring additional travel timand so on. The evaluation
needed is how weekly mortality counts depends on the diversion threghdBy varying g in

the simulation, we obtain mortality counts (or rates) as a function of policy choices, enabling
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downstream decisions. For PEMC predictor we employ a random forest estimator well-suited for
context[214, 215]. We gather a training siZ®, and sampl¢ froma calibrated from EMS data.
The ” are readily simulated components for the nested MC drawing on Weibull, Exponential,
Gamma, and Poisson distributions withm'~ © = 12 -and is also parallelizable. The results are

summarized in Figure 4.2 and Table 4.4.

Figure 4.2: Ambulance diversion policies evaluation

Threshold MSE # MAE #
MC PEMC MC PEMC
0 10.974 4.142 2.765 1.587
20 9.535 3.266 2.497 1.416
40 9.174 3.122 2.428 1.376

Table 4.4:MSE and MAE for mortality evaluation at variogs

4.6 Conclusion

We introduced Prediction-Enhanced Monte Carlo (PEMC), a method that combines ML pre-

dictors with cheap, e ciently simulated samples to preserve any MC baseline's unbiasedness and

rigorous error control, while substantially reducing runtime.
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Appendix A: Supplementary Materials to Chapter 2

A.1 Proofs

A.1.1 Proof of Theorem 2.3.1

Proof. Proof. We rst prove part 1 of the theorem. Dendt&g as the sequence of evaluation
points chosen by PseudoBO, and correspondiBgly= f1 G— 53G°0— e« «1G— 3G °gis the data
collection up to step. SinceX is compactfGg has a convergent subsequence, fSay-g. By
Assumption 2.3.1 part 2, we have'!Gi=; D10 1°! Oandhencéminfsy , =1G;D-= 1°=0.
On the other hand, suppose there is a point, @& X, that is non-adherent thG.g, i.e., there
is no subsequence iNG.g that converges t@®. Then, by Assumption 2.3.1 part 1, we have
liminfoy , -1&D-° j 0. But this is impossible because PseudoBO requires at each step
G 1 2 argmaxpy, =G D-=°, hence a contradiction.

Part 2 of the theorem follows by a straightforward use of the continuity. dflore precisely, as
X is compact ands is continuousG 2 argmaxgy 5tG is well-de ned and there is a subsequence
of fGg, sayfGu=g, converging toG by our rst conclusion above. Then we ha¥#Gou° !

51G° =/ Dby the continuity of5. This gives

/ S1G°  5'Gux®! 5G°=/ —

which concludesst@e ! /. f

A.1.2 Proof of Theorem 2.3.2

Proof. Proof. Consider an arbitrary nite-cardinality set sequefigce X and - = 51(-=°.

Supposenf- 1G—{° i 0. Then, by Assumption 2.3.3 part 1, we hdwveinf-; "'G -°; O.
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By Assumption 2.3.4 part 1, we must hdiminf-; , =*G--°j 0.
To verify Assumption 2.3.1 part 2, consider a seque@ee? - that converges t&®, and
== 5%(=°for an arbitrary nite-cardinality set sequen¢e - . By Assumption 2.3.3 part 2,
we have*'G; - 1[D = 1°! OwhereD- 1 = f1G— 8G°%—e« G ;— 853G 1°°g Moreover, by

Assumption 2.3.2 we havB'G; - 1[D - 1°! 5G®. Thus,

Zlélﬁ; :1[D:1° max st :1[D_1°° ZlélG;; :1[D:10 51G ]_00! Z10° 0O-

by the assumed continuity & and Z, the non-decreasing property afandZ*0° 0. Thus, by

Assumption 2.3.4 part 2, we further have

, 21G; - 1[D = 1°=6-1Z15'G; = 1[D = 1° max st - q[D = 1°°N!G; - 4[D = 1°°! Oe

This concludes Assumption 2.3.1 part 2. f

A.1.3 Proof of Theorem 2.3.3

Proof. Proof. We rst prove part 1 of the theorem. Dendt&g as the sequence of evaluation
points chosen by PseudoBO, and correspondiBgly= f1 G— 3G90« ¢ «1G— 3G0°gis the data
collection up to step. SinceX is compactfGg has a convergent subsequence, fSay-g. By
Assumption 2.3.5 part2, we have!Gi=; D10 1°! 0Oandhencéminf=, , =2G;D-= 1°=0.
On the other hand, suppose there is a point,@a¥ X, that satis esinf- 1&---° j X. Then,
by Assumption 2.3.5 part 1, we haliminf=; , =!G D-°; 0. But this is impossible because
PseudoBO requires at each s@p, 2 argmaxpy, =G D-=°, hence a contradiction.

Now we prove part 2 of the theorem. First, Asis compact and5 is continuous,G 2
argmaxpy 5'G is well-de ned. By our rst conclusion above, for arfyj 0O, we can nd anG

suchthakG Gk X, [. Then we have

51@__0 51&0 51G0 | 1X> [0_
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by the Lipschitzness 05. Since[ is arbitrary, we have
liminf 5'G° 5'G° IX =/ IX
which concludes the theorem. f

A.1.4 Proof of Theorem 2.3.4

Proof. Proof. Consider an arbitrary nite-cardinality set sequefee X , and - = 5(-=°.
Supposenf- 1G—£° j X. Then, by Assumption 2.3.7 part 1, we hdweinf-; G -°; O.
By Assumption 2.3.4 part 1, we must hdirainfo; , =G—--°j 0.
To verify Assumption 2.3.5 part 2, consider a seque@ee - that converges t@, and
== (2 for an arbitrary nite-cardinality set sequen¢e - . By Assumption 2.3.7 part 2,
we havel''G; - ;[D = 1°! OwhereD:- ; = f1G— 3G%°—+++lG ;— 3G ,°°g Moreover, by
Assumption 2.3.6 we halensup. 5'G; - 1[D =1 5@ n. Thus,

Z'151G; -1[D-1° max s' -1[D-1° n° Z'5G; -1[D-1° 5G° n°
and so

Iimsupzlﬁl(‘z; :1[D:1° max st :1[D:1° ne
Zlimsupf 5'G; = 1[D = 1° 5'G ° ng°

215:8®* n 51G° P
Z10°

0

by the assumed continuity & and Z, the non-decreasing property afandZ*0° 0. Thus, by
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Assumption 2.3.4 part 2, we further have
y :1Q; = _‘]_[D = _‘]_O = 6:121 gle; = 1[D = 10 max 51 = ]_[D = 10 no—fl\ 1&; = ]_[D = ]_00 I O.
This concludes Assumption 2.3.5 part 2. f

A.1.5 Proof of Proposition 2.4.1

Proof. Proof. Proposition 10 in [44] assumes tha2 H, whereH denotes the RKHS oK.
Consider two sequencé&g, fHg X thatis compact. Suppose ! Hsuch thatfis adherent
to fGg. This is the condition (i) in Proposition 10 of [44]. A partial result of Proposition 10
demonstrates that under this condition, GP mean predfitorH; D-°! 5tH®.

To further show it satisfying our local consistency assumption, consider a seq@e@c¥
that converges t@, and - = 5%(=° for an arbitrary nite-cardinality set sequen¢e X . By

de nition, @is an adherent point af=[ - -. Therefore, we havé'G; - ;[D - °! 5.
f

A.1.6 Proof of Proposition 2.4.2

Proof. Proof. SupposéGg is a sequence iX that converges t&, and - = 5(=° for an
arbitrary nite-cardinality set sequende X . De ne @ := arg ming._ (. ,liG Hjwhere
-2 1 = fG—+s+=Gg We haven!'G; - 1[D = 1° = 5:@°. Note that@ ! @& Thus,
BNIG; - 1[D - 1°= 5@ ! 5@ by the continuity of5. f
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A.1.7 Proof of Proposition 2.4.3

Proof. Proof. SupposéGg is a sequence iX that converges t&, and - = s(=° for an

arbitrary nite-cardinality set sequeng¢e X . We have

iNet!G; = 1[D =1° Met!G 1; = 1[D = 1°]
| kG G 1k sinceBeris! Lipschitz

' 0 by the convergence and hence Cauchy propertyzj (A1)

Thus,

jNet!G; = 1[D = 1° 5GP
i Net!G; =1[D =1° RettG 1, =1[D =19, RNet!G 1; =1[D = 1° 5

o

by the triangle inequality, (A.1) anBei!G 1; = 1[D = 1° = 5!@thanks to the over-parametrization.
f

A.1.8 Proof of Proposition 2.4.4

Proof. Proof. Suppos&: is a sequence iX that converges t6, and - = s(=° for an arbitrary

nite-cardinality set sequencé- 2 X. Then there existg | 0 such that for alE  #, we have
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kG Gk diam'' .q@°. For= #,we have

Ol 1fG2" ..avg

jBee'Gs =1[D =1° 5Cj=] = . 5GP 5P
&1 &11 1f1G2 ;1%—\09
. 1 .
e —— 5iGP  5LGP]

I I I

1 o)
— j5!1G° 513Yj
=1 g JG;ZI: g

1 O
—_— kG Gk
= 1" %) o o

1 O
T 1 o I idiamt’ 1G0\0 diamt' ;1@;\000
= 1Y nev0ly, B et

=2 maxdiamt' .1g\0%—
@X '

wherejl - 1% .1g_v°] represents the cardinality of the det ' ..q_©° comprising all points in
- 1[D = 1located inside the regidn..g v, the last but one inequality follows by theLipschitz

property, and the last inequality follows from the triangle inequality. f

A.1.9 Proof of Proposition 2.4.5

Proof. Proof. Supposé& is a sequence iX that converges t&, and == s(=° for an arbitrary

nite-cardinality set sequencé= X . HenceG is Cauchy. So, for any su ciently large, we

havekG G 1k " . Forany such, we have
i
- K& Gk mgp
1 _ _ .0 = .
9R'G; =1[D =1 i < o
8=1 —
i
- kG Gk 151G0 | 4.0
B | kG Gk
8=1 —
wherejd-j ! kG Gkbythe! -Lipschitzness ob. Thus, the above is equal ®G° , 4 where

J4] ! since has supportO—""Y4
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So, we have

limsupj3riG; - 1[D = 1° 5GP
limsupj9r'G; =1[D =1° 5'G%, Imj5'G°® 5'C

which concludes the proposition. f

A.1.10 Proof of Proposition 2.4.6

Proof. Proof. SupposéGgconverges t@, and == s(=°for an arbitrary nite-cardinality set

sequenc€- X . ForeachA R , byn-relaxed local consistency and the continuitydpive have

8R1G; - ([D - P =AG®, BG; S [D P

NG, 516 NG, 4=5C, 4 (A.2)

5

wherelimsup.j4=j n. Thus, since5-5* are bounded, we have

limsupj ar »5%1G; - 1[D - 1°% 5!@%] g Mimsupj5”™1G; - 1[D - 1° 5!G%Y ne

f
A.1.11 Proof of Proposition 2.4.7
Proof. Proof. SupposéGgconverges t@, and == s(=°for an arbitrary nite-cardinality set
sequencé- X . Givena nite class ofi-relaxed locally consistent SHS = f &g, we have
] @i
imsup W%'G; -1[D -.° 5GP Uslimsupj %'G; - 1[D - 1© 5@ n-—
R S &1 =
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| LA
with the assumption that Q Us= 1. f
Recall the NEB property of GP in [44]:

Assumption A.1.1(NEB property) A GP has the NEB property if, for all sequerféagin X and

all @in X, the following statements are equivalent:
1. @is an adherent point dfG.g, i.e., there is a subsequencefi@.gthat converges t6.

2. P31& D! Oas=!1

Heref"épld‘, D -° denotes the posterior variance of the GP with datacollected. We are

ready to prove Proposition 2.4.8:

A.1.12 Proof of Proposition 2.4.8

Proof. Proof. Proposition 10 in [44] veri es the NEB property of GP, under the assumptionX that
is compact, the GP is centered, the kernel funddoof the GP is continuous and stationary, and its
spectral densitp satisfying thaS 1 is at most polynomial growth. We show our SNEB property
below based on this result. Moreover, clearly it is equivalent to show the required properties for the
posterior variancé32.'@, D -° as the posterior standard deviatibgp* @, D =°.

To show part 1 of Assumption 2.3.3, suppade G (=°j Oforan arbitrary nite-cardinality
set sequenc¢- X . This impliesinf- 1G[. =(.° j 0. Therefore,Gcannot be an ad-
herent point off . =(.. The implication of Assumption A.1.1 from statement 2 to statement
1 tells usTZ 1@ [ . =(.° 6! 0, and sinceN2,'&;[ . =(.° 0 and is monotonically non-
increasing orr by the non-decreasing property[of =(:, we must havéim inf_; f"épldl, (=°
liminfo, NE2E [ =(.°j O.

Denote the GP alst °. To show part 2 of Assumption 2.3.3, supp@econverges ta®, and
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== s(=°for an arbitrary nite-cardinality set sequen¢e X . We have

P21G; - 1[D = °(a)f‘2 1G; D= °
GP = =1 =1 GpP = lY=1

(b)
= Vanb!lG® 5p'G; D= 1°V4

(c)
VarblG° bl'G 1°Va

(d) (e)
= KIG-& 2KI1G-G°,K*'G 1-G°! O~

where %p is the posterior mean of the GP, and inequality (a) follows from the non-increasing
property of the posterior variance as more points are sampled; the equality (b) follows by the
de nition of variance; the inequality (c) follows by the fact that the posterior mean is thbest

linear predictor; the inequality (d) follows by expanding out the variance; and the convergence

of (e) follows by the continuity oK and the convergence and hence Cauchyne&s of f

A.1.13 Proof of Proposition 2.4.9

Proof. Proof. To verify part 1 of Assumption 2.3.3, suppdsé- G(=[ -=° i 0. Then
liminfos  1G(=[ -=° inf- 1G(=[ -=°; O.

To verify part 2 of Assumption 2.3.3, suppd@e  Pfor some®. We have 1G; (= 1 - = 1°
jiG G 41jj! 0OsinceG is Cauchy. f

A.1.14 Proof of Proposition 2.4.10

Proof. Proof. Part 1 of Assumption 2.3.7 follows directly from the assumption of the proposition.
To verify part 2, supposeG.g converges t@, and == 5!(=° for an arbitrary nite-cardinality
set sequencé- X . Fromn-relaxed local consistency &8 and the continuity ofA we have

limsup.j5%1G; - 1[D = 1° 5'@j nforanyAalmost surely by following the rst part of
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the proof of Proposition 2.4.6. Then, sin8&° is uniformly bounded, we have

lim supl+0AR »571G; - 1[D = 1°%¢ limsup' ar »57%1G; = 1[D = 10%4#?
1 aAr Mimsup5¥1G; - 1[D = 10202

n

and so

11+ 0AR >>§1N1@; = 1[D = ;|_01/4Joz n°, I 0

A.1.15 Proof of Corollary 2.4.1

Proof. Proof. To apply Proposition 2.4.10, we verify the assumptions in Proposition 2.4.6 for the

local regression SP, with= ! ™" To this end, note that with the assumptions in Proposition

2.4.5 and the additional assumptions in Corollary 2.41, Ais an'! | °-Lipschitz function.

Thus, together with the continuity @ 5% is 1! | " -relaxed locally consistent for almost

surely anyA Moreover, the uniform boundednessfAénd 5 also implies the same property for

5% driven by the local regression SP. These verify all the assumptions in Proposition 2.4.6.
Next, note that wheimf- 1G:D=C;" ,we haveke!G; D o equal to a pre xed constant

by the construction of the local regression SP. In this cB4&.Gy; D -° = ALG°. So, by assumption

we havelVarag »5%1G; D0V = 1Varag »AG°Y4® j 11 "  This veries the last

assumption in Proposition 2.4.10 wi¥= " . Hence we conclude the corollary. f

A.1.16 Proof of Proposition 2.4.11

Proof. Proof. Given a class of UQS := ffA—f— g with the Xrelaxed SNEB property, to

show part 1 of Assumption 2.3.7, supposé- 1G(=° j X, with - = 51(=° for an arbitrary
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nite-cardinality set sequence= X . For any convex combination &,

@i ()]
Ii[pinf Ufg!G = 1[D =1°= Ugliminff"glG =1[D =1°j O-
e &1 =

where the last inequality is inherited from part 1 of Assumption 2.3.7 for the individual UQs and
that at least one dfiss is positive since they sum up to 1.
To show part 2 of Assumption 2.3.7, suppdsgg converges tad®, and - = s(=° for an
arbitrary nite-cardinality set sequende X . For any convex combination df,
@i @i

lim  UfeG: =1[D=1°= Wlim MgG; -1[D -1°=0
B ] &1

A.1.17 Proof of Proposition 2.4.12

Proof. Proof.

To verify part 1 of Assumption 2.3.4, supposminfo; ?-j 1 andliminfoy @ O.
Then, for= # for some large#, we have?- 2;j 1 and@ 2 i Ofor some2; and2y,
and soBE't?—@ inf= 4 112, @°~@° whichis atleast 112; gP*2,°if 2; g YO0, andls2
if21 g 0. Thusliminfz; 6E2—@ O.

To verify part 2 of Assumption 2.3.4, suppomsup,; ?- Oand@ ! 0. Then
limsupy; ?= g Y Osinceg | 0 and thus eventualy?- g 2 Y 0 for some2, giving

6E'12— @ ! 0 by directly using (2.12). f

Proof of Proposition 2.4.13To verify part 1 of Assumption 2.3.4, suppdsainfo; ?-j 1
andliminfu; @ j 0. Then, for= # for a large enough#, we have?- 2; i 1 and
@ 2, Oforsome2—3. NotethabE'1?-—- @ = #1?2-—@ ¢° , where# 12— @ denotes
a normal variable with meafi- and standard deviatio@. Suppose= #. We have#1?— @

stochastically dominates'2;— @, and thus #1?7-—-@ ¢° #121-@ ¢° since! @°
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isanon-decreasing. Moreover, we h&/2,— @ second-order stochastically dominate,— 2°,
andthus #12-@ ¢o° 14#12:—-2° @° since! @° isnon-decreasing and convex. Hence
6E'1?2—@ 6E'12;—2°; 0. Thisgivediminfa; 6-12-——@ i O.

To verify part 2 of Assumption 2.3.4, suppoSmsup,; ?- Oand@ ! 0. Then

6E'12-—@ ! 0by directly using (2.12) and noting that the function is continuous evé atO.
f

A.1.18 Proof of Proposition 2.4.14

Proof. Proof. Sincegis xed, V=11 and?-is bounded,?i,—:g I 0. To verify part 1 of Assump-
tion 2.3.4, supposiniminf—u; @ i 0, we havdiminf=; 6Y°B12—@ = liminfay f% .
-

@g=liminf-; @ 0. Toverify part2, supposin@! 0, wehaves?“B12-@ =52 @!
0. f

A.1.19 Proof of Proposition 2.4.15

Proof. Proof. Both parts of Assumption 2.3.4 can be straightforwardly shown to preserve under

convex combinations. f

A.2 Additional Experiment Details

A.2.1 Implementation Details

The methods we compare with are listed in Table A.1.

Methods Software library URL
RS Hyperopt https://github.com/hyperopt/hyperopt
BO BoTorch https://botorch.org
TPE Hyperopt https://github.com/hyperopt/hyperopt
BORE Syne Tune https://github.com/awslabs/syne-tune
LFBO - https://github.com/Ifbo-ml/Ifbo

Table A.1: Package information.
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In particular, for standard BO, we use Matérn Kernel with the default hyperparameter values
in BoTorch. For BORE and LFBO, we use XGBoost as the classi er with preset parameters in its
original implementations, since LFBO and BORE with XGBoost has relatively good and stable
performances across tasks and are computationally much faster than other classi ers (e.g., random
forest or neural network).

All experiments are conducted on a computer with a 4-core Intel(R) Xeon(R) CPU @ 2.30GHz

and a Tesla T4 GPU.

Hyperparameters for PseudoBO Methods

Randomized prior functions. The random functions in all tasks are sampled from a random
3-layer neural networl®d® =, sTanht, ,Tanh, 1G, 1;°, 1,°, 13, with the Glorot random

initialization [216].
Kernel. We use Gaussian kernel throughout all models and all tasks.
Hybrid weight. We x Uto be 0.95 in all tasks.

Bandwidths. PseudoBO - RP uséBl 1X g1 X gg° for synthetic functions optimization;8 =
Oel » 1e2-1e2-]e¢2-1e2-1e4-1e3-1e3-1e6-12-1+ 2161+ 6%40r neural network tuning, where
the denominators in the vector represents the number of candidates in each hyperparameter (see
Section A.2.3 for further details),&sz 011 Xgy X gg° for both robotic tasks.
PseudoBO - LR + Hyb use@01 » le2-1e2-1e2-1e2-1e4—+3-1¢3-1¢6-1¢2-1¢2-1¢6-16Y4
for neural network tuning, an@®001 X g1 X gg° for all other tasks for UQ. For SP, we
use 0l X g3z X gg° EE; = 021Xgs X gg° for synthetic functions optimizationQs75
»wle2—1e2—1e 212142313161 2121+ 61+ 6%40r neural network tuningfel 1X gs

Xgg® for robot pushingfe2 1X g1 X gg° for rover trajectory planning.
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Perturbation probability of Sobol sequence. As in [65], we use the Sobol sequence for inner
optimization of all PseudoBO methods, with perturbing probabilityiofthe 2D synthetic function
tasks,0¢75in the 6D synthetic function taske5 in the 10D synthetic function tasRs4 in the 12D
neural network tuning taske35 in the 14D robot push task, afil5in the 60D rover trajectory

task.

A.2.2 Calibrated Coverage Rate

We employ our proposed CCR criterion to assess how well the UQs of the considered methods,
GP, NN + MD, RP and LR + Hyb, are calibrated. We generate the trainirig ggt, the validation
setD y4 and the test sdd 4, by uniformly sampling20, 10 and150points from the decision space
at random, with their labels evaluated by the black-box function.

We have purposefully designed the sizePafin, Dva, andD s The size of the validation
set is smaller than the size of training set so that the calibration over the validation set does not
disclose excessive information about the unknown function's shape. Consequently, the quality
of calibration depends on a combination of learning from the training set and the supplementary
information from the validation set. Moreover, the size of test set is much larger than both for the
purpose of a more accurate evaluation of the true performance of each UQ method.

To nd _ya = min_ o_ such that

Pigap o, G2 »5'G Dyain® _11G Dyain®~5'G Drain® , _'1G D yrain®¥e® 1—

we use the bisection approach in Algorithm 3:

Additional sample runs on the objectidg, % and 5 are shown in Figures A.1, A.2 and A.3.

A.2.3 Hyperparameter Tuning

This task originates from HPOBench [93]. The parameters to be tuned are shown in Table A.2.

In this task, we follow the procedure in [41] to densify the search space by one-hot encoding for
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Algorithm 3 Pre-trained SP and UQ Combo Calibration

Require: Pretrained SP5 ;D air?, pretrained U@ ; D y4in°, validation seD 4, and tolerance
leveln
Ensure: Multiplier _yq
1: Initialize _. 0, _init 1, p 1l
2: while_p=1 do
3 Compute’ jnit Prhc_sp val G2 »@1@, Dyrain®  _inith* G Dtraino—glel D train® , _init!* *G D train® ¥4

4 if ' it Y 1then
5 _init 2 _init
6 else

7 _D  _init

8 end if

9: end while

10: while_p _. jn do

11: _Va| 1 s _DO.2

12: Compute' o  Prgsgp , G2 »5LG Dyrain® _vaf*'G Dtraino—glg D train® , _valf* *G D train®¥s

— _val
15: else
16: _D _val
17: end if
18: end while
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