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Abstract

Essays on Decisions Under Risk

Hanyao Zhang

This dissertation studies the topic of decision making under risk from three main perspectives:

(1) The roles played by preferences, complexity, and mistakes in shaping observed decisions;

(2) How to robustly identify preferences from observed decisions; and (3) The decision making

procedures underlying observed decisions. The dissertation studies these questions by developing

new experimental and analytical methods.

In Chapter 1, I study the procedural aspects of decision making under risk by introducing a

novel experimental design tracking experimental subjects’ calculations when valuing lotteries. The

calculations predominantly fall into three groups: expected values, linear functions of monetary

outcomes, or those unmatched to lottery primitives. Calculations exhibit remarkable within-subject

stability alongside substantial between-subject heterogeneity. Calculations strongly predict valua-

tions: subjects performing expected values-related calculations display near risk-neutrality, while

on average, other subjects’ valuations display extreme unresponsiveness to changes in probabili-

ties. An analysis by calculation group reveals distinct behavioral mechanisms driving behaviors:

adoption of expected-value calculations is consistent with the reductions in implementation costs

from the provided calculator, while the linear functions of monetary outcomes are consistent with

the theory of attribute substitution (Kahneman and Frederick, 2002).

In Chapter 2, I turn to the statistical aspects of decision making under risk by decomposing

the observed decisions into preferences and mistakes. Risk preferences recovered from lottery



valuation data are not robust to unverifiable assumptions about the structure of mistakes in the

valuations. To address this, I develop a novel approach utilizing Oprea’s (2024b) deterministic

mirrors – deterministic payments that preserve key structural features of lotteries. I estimate the

mistake structure in deterministic mirrors – where certain payments enable identification of mistake

patterns – through a mixture model incorporating two types of mistakes frequently observed, then

apply these estimates to correct lottery valuations. The corrected valuations are closer to risk

neutrality than raw valuations; when they deviate from risk neutrality, they are predominantly

risk averse. The corrected valuations are more aligned with expected utility theory, in contrast to

the raw valuations which exhibit strong probability weighting. Our approach offers a generalizable

framework for preference recovery: researchers can use auxiliary tasks with known correct answers

to discipline assumptions about mistakes.

In Chapter 3, joint with Mark Dean, we revisit the debate between Oprea (2024b) on the one

side, and Banki et al. (2025) and Wu (2025) on the other side, over whether the apparent fourfold

pattern (FFP) of risk in mirrors, documented in Oprea (2024b), reflects complexity or confusion.

In response to Oprea, Wu (2025) makes several changes from the experimental design of Oprea

aimed at reducing confusion. Wu reports an absence of FFP in mirrors, and interprets this as

evidence against Oprea’s interpretation of his data. In this Chapter, we present results from a new

set of experiments that suggest that this is not the case. Building off the experiments of Wu, which

were designed to eliminate these sources of confusion, we find robust evidence for the four fold

pattern for mirrors. The difference in results is instead be driven by two other sources. First, the

choices in Wu are designed to be symmetric around the expected value of the lottery, meaning

that ‘trembling hand’ errors do not contribute to the four fold pattern. It turns out this channel is

important. Second, the training regime of Wu appears to teach subjects how to calculate expected

values, rather than simply removing confusion.
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Chapter 1: Calculations Behind Lottery Valuations

1.1 Introduction

A common finding in the literature on risk attitudes is that individuals’ valuations (certainty

equivalents) of risky lotteries are unresponsive to changes in probabilities: When probabilities in

the lotteries change, the resulting changes in lottery valuations are generally smaller in magnitude

than the changes in lottery expected values. The pattern of unresponsiveness unifies the fourfold

pattern documented in Tversky and Kahneman (1992):1 risk aversion for gains of high probability

and losses of low probability; risk seeking for gains of low probability and losses of high probabil-

ity. This unresponsiveness is also a leading example of the broader theme of behavioral attenuation

that has been observed across multiple decision-making domains (Enke et al., 2024).

The literature studying unresponsiveness has mainly focused on “as-if” models that capture

this pattern through parameter fit, but do not aim to describe the decision-making processes under-

lying the valuations.2 For instance, while the theory of probability weighting (e.g, Kahneman and

Tversky, 1979, Quiggin, 1982, Prelec, 1998) successfully describes unresponsiveness, it does not

reveal whether this pattern arises from how people perceive or represent probabilities, or from how

they integrate probabilities and monetary outcomes into valuations. In light of this gap in the litera-

ture, understanding the underlying decision-making processes behind lottery valuations represents

a crucial next step. Studying these decision-making processes moves beyond the descriptive fit

of “as-if” models and sheds light on the behavioral mechanisms behind unresponsiveness, with

implications for both theory and applications.

In this study, I focus on a specific aspect of the decision-making processes: the calculations

1To see how unresponsiveness unifies the fourfold pattern, see Section 1.3, and also Blavatskyy (2007).
2Notable exceptions include Payne, Bettman and Johnson (1988), Arieli, Ben-Ami and Rubinstein (2011), Pachur

et al. (2013, 2018), Harrison and Swarthout (2019), Alós-Ferrer, Jaudas and Ritschel (2021), and Arrieta and Nielsen
(2023).

1



performed when valuing lotteries. To identify these calculations, I conduct an online experiment in

which I provide subjects with a calculator in the experimental interface when they value lotteries,

and track the calculations subjects perform. These calculations provide a unique window into

the processes by which lottery valuations are generated. Further, the data allow me to classify

subjects by the calculations they use, and ultimately, to compare the observed calculations with the

predictions of behavioral theories of decisions under risk.

The lotteries included in this study are the binary-outcome lotteries ($X, p; $0) that pay X ∈

{26,−26} with probability p ∈ {0.08, 0.25, 0.75, 0.92}, and $0 otherwise. In addition to the eight

lotteries, I elicit subjects’ valuation of the deterministic mirror of each lottery (Oprea, 2024b).

Each lottery’s deterministic mirror is presented in a similar, disaggregated form as the lottery –

a sequence of monetary amounts and their weights – but pays out the corresponding lottery’s

expected value with certainty. For example, the mirror of the lottery ($26, 0.08; $0) is presented

as two monetary amounts ($26 and $0) and two weights (0.08 and 0.92), but the subjects are told

that they can calculate $26× 0.08 + $0× 0.92 to know its certain payout of $2.08. I study mirrors

to understand how subjects make decisions under a problem closely related to lotteries but that

has an unambiguous correct answer, with the goal of examining whether subjects’ calculations and

mistakes in the mirror tasks are related to how they approach the lottery tasks.

The experiment consists of two within-subject treatments. In the main treatment (Calc), sub-

jects have access to a calculator in the experimental interface when providing valuations for lotter-

ies and their corresponding mirrors. In an additional treatment (NoCalc), the calculator is removed

from the interface, and subjects provide valuations for the same set of lotteries and mirrors.

The lottery valuations from the Calc treatment reproduce the well-documented unresponsive-

ness: when the probability changes, the resulting changes in valuations are on average smaller

than those of the expected value. Comparing the Calc and NoCalc treatments, the average subject

is more responsive in the Calc treatment, but only by a small magnitude. Echoing Oprea (2024b),

unresponsiveness also appears in the valuations of deterministic mirrors – when the probabilities

of their corresponding lotteries change, the changes in valuations are smaller than the changes in
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their deterministic payouts.

Next, I analyze the calculations performed by subjects. My data consist of sequences of nu-

merical expressions that the subjects calculate. This novel data present several challenges. First,

the calculation data only captures the part of subjects’ decision-making processes that is based on

explicit calculation rules, as opposed to process-opaque decision-making. Second, even when the

decision-making processes are based on explicit calculation rules, for them to be captured in the

data, the subjects have to actually perform calculations in the calculator, not in their minds. I refer

to these two challenges as the incomplete record limitation of the data. Given this limitation, my

analysis focuses on extracting meaningful insights from the calculations that subjects do choose

to perform explicitly. While I cannot recover complete decision-making processes when subjects

rely primarily on process-opaque decision-making or mental calculations, the data still provide

valuable information about the explicit computational approaches subjects employ when they do

engage with the calculator. For example, observing a subject calculate the expected values would

suggest that they incorporate expected values into their valuation process.

Using the calculation data, I first address the descriptive question: what do subjects calculate

when they determine their lottery valuations? Subjects predominantly employ one of three main

calculation groups (ordered by frequency): (1) EV group: calculations related to expected values;

(2) Number group: calculations that cannot be matched to task primitives (monetary outcomes and

probabilities);3 (3) Linear money group: calculations that are linear in the monetary outcomes.4

Individual subjects typically employ only one calculation group rather than mixing calculation

groups within a valuation task. Moreover, the calculations exhibit within-subject stability across

tasks – a fixed subject generally uses the same group of calculations across different tasks. This

within-subject stability extends beyond lottery tasks: for a majority of observations, the groups of

calculations employed for lottery tasks are exactly the same as those employed for mirror tasks.

This observation suggests that their underlying decision-making processes for valuing lotteries and

3For example, facing the lottery ($26, 0.08; $0), calculating 2× 4 would be categorized into the number group.
4For example, facing the lottery ($26, 0.08; $0), calculating 0.5 × 26 would be categorized into the linear money

group.
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mirrors share similarity. Given the within-subject stability of calculations, I categorize subjects

based on their calculations in lottery tasks. This yields three primary types that directly correspond

to the three main calculation groups – (1) the EV type, (2) the number type, and (3) the linear

money type – plus two minor types that correspond to two additional minor calculation groups.

The analysis then proceeds in two steps. First, I examine how subject types relate to valuations

across both treatments, and in both lottery and mirror tasks. Second, for each subject type, I search

for behavioral mechanisms that are consistent with the joint patterns of their calculations in the

Calc treatment and their valuations in both treatments. I present this analysis by examining each

type in turn.

EV Type The EV-type subjects (38.1% of all subjects), characterized by their use of calcula-

tions related to the expected values, tend to submit highly responsive lottery valuations and appear

close to risk neutral in the Calc treatment. To quantify this responsiveness, I estimate separate

regressions for each subject using their lottery valuation data, where I regress their valuations of

the lotteries on the expected values of these lotteries. I then use each subject’s estimated slope

on expected value as an individual-level measure of responsiveness. The analysis reveals that the

average responsiveness of the EV-type subjects is 0.85. In other words, when the expected value of

the lottery increases by $1, on average the valuation of the lottery increases by $0.85. In the mirror

tasks in the Calc treatment, the EV-type subjects are also highly responsive (average = 0.82). In

the no calc treatment, the subject is less responsive for both lotteries and mirrors (lottery average

= 0.56, mirror average = 0.60).

Moreover, when given an incentivized opportunity to reconcile their inconsistent choices across

the two treatments (the reconciliation stage, Nielsen and Rehbeck, 2022), these EV-type subjects

generally consider their responsive, near-risk-neutral valuations in the Calc treatment to more ac-

curately reflect their welfare-relevant risk preferences than their moderately responsive valuations

in the NoCalc treatment.

Moving to the behavioral mechanisms, their dramatic increase in responsiveness from the No-
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Calc to the Calc treatment is consistent with the theory of implementation costs – costs of im-

plementing procedures despite knowledge of optimal approaches. Although these subjects have

near-risk-neutral preferences, as evident by their choices in the reconciliation stage, implement-

ing the computational procedure that optimizes against this preference – namely, calculating the

expected values – involves implementation costs. When the implementation costs are relatively

high due to the absence of a calculator in the NoCalc treatment, these subjects (rationally) resort

to less costly decision-making processes that generate unresponsive valuations. In contrast, the

Calc treatment lowers the implementation costs of their optimal procedure due to the presence of

a calculator. As a result, these EV-type subjects choose to implement their optimal procedure and

exhibit high responsiveness.

Number Type The number type subjects (36.6% of all subjects) are characterized by their use

of calculations that cannot be matched to task primitives. These subjects tend to submit highly

unresponsive lottery valuations (average = 0.20) and appear well-described by the fourfold pattern

of risk attitudes (Tversky and Kahneman, 1992) in the Calc treatment. These subjects are also

highly unresponsive in both the mirror tasks in the Calc treatment (average = 0.21) and in the

NoCalc treatment (lottery average = 0.25, mirror average = 0.24). The valuations of the number

type subjects are statistically indistinguishable between the NoCalc and Calc treatments.

The calculator provides limited insights into why the number type subjects exhibit unrespon-

siveness, since their calculations do not reveal much about how the subjects map the task primitives

to their valuations. However, what I do observe is that these subjects also largely use the same num-

ber group calculations – those that cannot be matched with any task primitives – in mirror tasks,

when objectively correct answers are available that can be reached by simply calculating the ex-

pected values. Perhaps a bit speculatively, this suggests that the unresponsiveness of the number

type in lottery tasks is not solely driven by the fact that lotteries are risky, but partly related to the

fact that lotteries are disaggregated objects.
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Linear Money Type Despite employing explicit calculation approaches – linear functions of

monetary outcomes – linear money type subjects (16.8% of all subjects) also exhibit high unre-

sponsiveness across all treatments and across lottery and mirror tasks (lottery Calc: 0.26, mirror

Calc: 0.25, lottery NoCalc: 0.25, mirror NoCalc: 0.25), suggesting that their explicit calculations

do not translate into more responsive decision-making.

I begin by evaluating probability weighting as a potential behavioral mechanism underlying the

linear money type. If subjects literally implement probability weighting to determine valuations,

their calculations can be shown to appear as a linear function of monetary outcomes. To test this

possibility, I recover the probability weighting function implied by calculations, contrasting with

traditional approaches that infer probability weights from valuations. The recovered probability

weighting function shows an extremely flat slope (0.093) with respect to the actual probability,

indicating that these subjects apply similar weights across widely different probabilities. The ex-

treme degree of unresponsiveness is difficult to reconcile with probability weighting as a literal

account.

Instead, the emergence of linear money type subjects, who value lotteries mainly based their

potential monetary outcomes, is consistent with the attribute substitution theory (Kahneman and

Frederick, 2002). The theory predicts monetary outcome-based valuation heuristics due to two

facts: (1) Valuing lotteries is complex, since it is often not obvious how to properly value lotteries

or a proper valuation involves implementation costs; (2) The monetary outcomes are semantically

related to the valuations since both involve monetary amounts, and thus can serve as a “substi-

tute” for the valuation. The observed unresponsiveness to probabilities is explained by this theory

through the neglect of probabilities in these outcome-based heuristics. This theory can also explain

an important empirical pattern: lottery valuations are substantially more responsive to changes in

monetary outcomes than to changes in probabilities. Finally, the theory generates a novel testable

prediction – responsiveness to a monetary outcome should decrease as its probability increases,

which is verified with Enke and Graeber’s (2023) data.

Summarizing the type-by-type analysis above, the calculation data reveal three primary sub-
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ject types: the EV type, the number type, and the linear money type. Each type’s calculations

and valuations reveal distinct behavioral mechanism. The unresponsiveness exhibited by EV-type

subjects in the NoCalc treatment predominantly reflects implementation costs. In contrast, the

calculations and unresponsive valuations of linear money-type subjects provide strong evidence of

attribute substitution, where subjects substitute the readily accessible monetary outcomes for the

more complex lottery valuation task, thereby neglecting probabilities. For number-type subjects,

the calculations reveal that the unresponsiveness is unlikely to be solely driven by risk. Moreover,

among the remaining subjects in the minor types, I find evidence that many suffer from incomplete

understanding of the lottery valuation task.

The rest of this paper is organized as follows. Section 1.2 describes my experimental design.

Section 1.3 describes subjects’ valuations. Section 1.4 outlines the methodology of analyzing

the calculations, and provides descriptions of the calculations arising in my experimental data.

Section 1.5 links the calculations to the valuations, and Section 1.6 discusses the implications

of the calculations over the behavioral mechanisms underlying unresponsive lottery valuations.

Finally, Section 1.7 discusses how the current study relates to the literature.

1.2 Experimental Design

1.2.1 Lotteries and Their Deterministic Mirrors

In the experiment, I elicit certainty equivalents for a set of 8 distinct lotteries using the Becker-

Degroot-Marschak (BDM) mechanism (Becker, Degroot and Marschak, 1964). I focus on simple,

two-outcome lotteries ($X, p; 0) ($X is paid with probability p, and $0 is paid with the remaining

probability). Two groups of lotteries are included. In the first group, “gain lotteries,” X = 26 and

the subject gains $26 with probabilities p ∈ {0.08, 0.25, 0.75, 0.92}. These lotteries are referred

to as G8, G25, G75, and G92, respectively. In “loss lotteries,” X = −26 and the subject loses

$26 with probabilities p ∈ {0.08, 0.25, 0.75, 0.92}. These lotteries are referred to as L8, L25,

L75, and L92, respectively. The lottery G25 is repeated, leading to a total of 9 lottery tasks. The

experimental instructions depict the gain (loss) lottery Gn (Ln) as 100 boxes, of which n contain
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$26 (-$26) and the rest contain $0. To determine the payment from the lottery, one of these boxes

will be randomly selected, and the amount of money in the selected box will be paid.

Moreover, I elicit the valuations of the deterministic mirror of each lottery (Oprea, 2024b), with

the mirror of lottery G25 again repeated. A deterministic mirror is presented in a similar format

as its corresponding lottery, but features a modified payoff rule that eliminates risk and pays the

expected value of its corresponding lottery with certainty. Specifically, a mirror is also depicted as

100 boxes, each containing some amount of money. However, instead of paying out a randomly

selected box like a lottery does, a mirror pays the average amount of money across the 100 boxes.

I use tuples such as (G8, lottery) and (L25, mirror) to refer to individual valuation tasks, and use

task type to refer to the two different payoff rules: Lottery and mirror.

Addressing the concerns raised by Banki et al. (2025) and Wu (2025) over Oprea’s (2024b)

instructions, which I adopt extensively, I replicate all the analysis in this paper with two exercises.

First, I replicate the main experiment using an entirely new set of instructions that combine Wu’s

(2025) explanations of lotteries and mirrors, and Healy’s (2020) explanations of the BDM mech-

anism. Second, I use the data from the main experiment, but restrict the sample to those subjects

who perfectly answer all comprehension questions and are unlikely to be confused about the ex-

perimental design. The vast majority of the results in this paper are robust in both exercises. See

Section A.4 for a more thorough discussion.

1.2.2 Experimental Treatments

The experiment includes two within-subject treatments: NoCalc and Calc.

NoCalc Treatment In the NoCalc treatment, the subject values the 9 lotteries and mirrors by

typing their valuations into a text box. The subject is given $30 as their initial money for them

to bid under the BDM mechanism, and their gains and losses are calculated on top of the initial

money. The valuations are restricted to be between $0 and $26 for tasks involving gains, and

between -$26 and $0 for tasks involving losses.
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Calc Treatment In the Calc treatment, the subject values the same 9 lotteries and mirrors. The

key innovation is the inclusion of a calculator in the experimental interface, whose input I can

track and record. The calculator can perform basic arithmetic operations. Numbers and operations

can be typed into the calculator by either clicking the buttons on the graphical interface or using a

keyboard. The calculator can store multiple calculations. All expressions calculated are displayed

in the calculator as a table, in the order of being performed. Each line in the table consists of a

Calculation column, where the expression calculated is displayed, and a Result column, where the

calculated result appears. The calculator refreshes after each task, clearing all previous expressions

and results. A screenshot of the experimental interface with example calculations performed can

be seen in Figure 1.1.

Figure 1.1: The experimental interface in the Calc treatment with example calculations performed

As in the NoCalc treatment, a text box is provided asking for the valuation of the subject (seen

on the left of Figure 1.1). However, the text box is grayed out, and the subject is not able to directly

type numbers into the text box. Instead, to submit a valuation, the subject needs to make it appear
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in the Result column of the last line of the calculator. Then, the subject would click the Fill button

(shown in the bottom-left of the calculator interface in Figure 1.1) to fill the number into the grayed-

out text box. This submission process is designed to balance two goals. On the one hand, it gently

encourages subjects to use the calculator. On the other hand, it minimizes potential distortions of

behaviors. Particularly, the design accommodates subjects who wish to submit valuations without

performing calculations in the calculator. Such a subject can simply type their intended valuation

as a single number in the calculator, and then “calculate” this number, and finally fill the number

into the text box.

The subject does not receive any specific instructions as to how the calculator may help them

in the task, and they are free to use the calculator to perform whatever calculations they deem

useful. The payment of the subject does not depend on what calculations the subject performs in

the calculator, and only depends on the valuations that they submit.

Timeline The experiment starts with the NoCalc treatment. The NoCalc treatment consists of

two blocks – one containing all lottery tasks and the other containing all mirror tasks. The order

of blocks and the order of tasks within each block are randomized at the subject level. The subject

is not informed about the second block while completing the first block, but receives instructions

about the new task type before starting the second block.

After finishing the NoCalc treatment, the subject enters the Calc treatment. Within the Calc

treatment, there are again two blocks for lottery tasks and mirror tasks, respectively. The order

of lottery and mirror blocks in the Calc treatment is the same as that in the NoCalc treatment.

Figure 1.2 shows the diagram for the main experimental timeline.

Before each of the four blocks, the subject is required to answer four comprehension questions.

These comprehension questions serve the purpose of training the subjects on the payoff rules in

lottery tasks and mirror tasks, and also as a reminder that the payoff rule has changed from the one

used previously. The four comprehension questions are shown on the same screen. The subject

has unlimited opportunities to answer the questions, but they have to answer all four questions
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correctly at a single trial in order to proceed.

NoCalc Treatment

Block 1
(9 tasks)

Block 2
(9 tasks)

Lottery/Mirror Mirror/Lottery

Calc Treatment

Block 1
(9 tasks)

Block 2
(9 tasks)

Same order as NoCalc

Instructions
for Calc

Treatment

Figure 1.2: Main Experimental Timeline

After the Calc treatment, following Nielsen and Rehbeck (2022), the subject is asked to recon-

cile their potentially different valuations for the same task between NoCalc and Calc treatments.

This exercise aims to reveal which valuations better reflect subjects’ welfare-relevant risk prefer-

ences. Finally, the subject responds to a few additional questions, including an incentivized choice

among four deterministic mirrors.

The complete experimental instructions can be found in Section A.7.

1.2.3 Implementation Details

The experiment was conducted on Prolific in January 2025. A total of 202 subjects completed

the experiment. The experiment was programmed using OTree (Chen, Schonger and Wickens,

2016). Each subject was paid a participation fee of $7 for completing the experiment. With a 20%

chance, a subject was also paid the outcome of a randomly chosen task. The median subject spent

around 50 minutes on the experiment, and the average total earnings from the experiment were

$13.19.

1.3 Valuations of Lotteries

This section focuses on the valuations of lotteries and mirrors. Analysis of the calculations is

left to the following sections.

The four panels of Figure 1.3 show the average absolute valuations for all lotteries and mirrors

in both NoCalc and Calc treatments, pooling all subjects. First, the lottery valuations exhibit
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substantial unresponsiveness – when the probabilities of lotteries change, the lottery valuations

change by a smaller magnitude than the expected values. This pattern of unresponsiveness unifies

the classic fourfold pattern documented in Tversky and Kahneman (1992). To see this, note that

unresponsiveness usually implies a pull-to-the-center effect in the valuations. When the probability

of the non-zero outcome is small, the absolute valuations are greater than the absolute expected

values for both gain and loss lotteries, indicating patterns conventionally interpreted as risk-loving

preferences for small probability gains, and risk-averse preferences for small probability losses.

In contrast, when the probability of the non-zero outcome is large, the relationship between the

absolute valuations and the expected values reverses. As a result, the average subject appears

to have risk-averse preferences for large probability gains, and risk-loving preferences for large

probability losses.
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Figure 1.3: Average valuation of each lottery and their deterministic mirror. 95% confidence
intervals are shown with the bars, and the 45-degree line is shown as a dashed line.

Second, replicating Oprea (2024b), unresponsiveness also appears in mirror tasks, where an

unambiguous correct answer exists that should have entirely eliminated unresponsiveness.

Third, the absolute valuations are similar for gain and loss lotteries with the same probability

of non-zero outcome, for example G8 and L8.5 To simplify the presentation of my results, from

5This pattern repeatedly appears in experiments measuring lottery valuations. See, for example, Tversky and
Kahneman (1992, Table 3, page 307) and l’Haridon and Vieider (2019, Figure 2, page 196).
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now on, I treat pairs of gain and loss lotteries with the same probability of non-zero outcome (such

as G8 and L8) as the same lottery. That is to say, for a loss lottery, I take absolute values for

any characteristics related to it, such as valuation, expected value, and monetary outcomes. In the

following text, I will simply use the terminology valuation to refer to the absolute valuation, and

similarly for other characteristics. Separately analyzing gain and loss tasks does not meaningfully

alter any of the results in this paper.

Finally, I examine whether providing access to a calculator affects subjects’ lottery and mirror

valuations. Figure 1.3 shows that providing a calculator to subjects does not eliminate the unre-

sponsiveness in their lottery and mirror valuations. However, it is also clear from the slopes shown

in the graph that valuations in Calc are somewhat more responsive than those in NoCalc. I will

return to the comparison between NoCalc and Calc in Section 1.5.3 with a more granular analysis

focused on subsets of subjects.

1.4 Descriptions of Calculations

This section first outlines the methodology for analyzing the calculator input data, and then

provides descriptive statistics of the data.

1.4.1 The Data: Calculator Inputs

Since this paper analyzes a novel type of data – the sequence of calculations performed by

subjects using the calculator – I first provide a brief overview of the structure of the data.

For each task completed by each subject in the Calc treatment (referred to as a round), I collect

two main pieces of data. First, I collect the subject’s valuation of this lottery or mirror. Sec-

ond, I collect the calculator input of the subject. The calculator input is a sequence of numerical

expressions typed into the calculator by the subject and evaluated by the calculator. The order of

numerical expressions in the calculator input reflects the order by which the subject performs them.

Table 1.1 visualizes a hypothetical observation of calculator input, where a subject faces the

task (G75, Lottery). This calculator input reveals that, when facing the task, the subject first typed
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75×26/100+25×0/100 into the calculator and evaluated it, and then did the same for 19.5−4.5.

Since the experimental design requires the valuation to appear in the Result column of the last line

of the calculator before it is submitted (See descriptions for the Calc treatment in Section 1.2.2),

the result of the last line, 15, is also the valuation.

Line Numerical Expression Result

1 75× 26/100 + 25× 0/100 19.5

2 19.5− 4.5 15

Table 1.1: An example calculator input by a hypothetical subject facing the task (G75, Lottery)

Analyzing the calculator input data involves several important challenges. Most critically,

the calculator inputs only provide an incomplete record of subjects’ decision-making processes

when completing valuation tasks. Specifically, the calculator data may fail to capture the complete

mapping from task primitives to final valuations for two reasons. First, subjects may rely on

process-opaque decision-making that cannot be decomposed into explicit mathematical operations

or explicit computational rules. Second, even when the underlying decision-making processes are

based on explicit calculation rules, subjects may perform part or all of the calculations mentally

without entering them into the calculator, making these computational steps invisible in the data.

Given these limitations, I do not claim to recover the complete decision-making process for every

subject. However, when subjects do perform calculations using the calculator, this data provide

valuable insights into the computational approaches they employ when determining their lottery

valuations.

Finally, the calculator inputs are high-dimensional objects that require transformation into sum-

mary features for quantitative analysis. While any transformation will inevitably lose some infor-

mation, the features are designed to capture capture key aspects of the calculations. In fact, in

Section 1.5, I show that the summary features I construct predict distinctive patterns of valuations.

To rigorously define the objects and describe the algorithms involved in the analysis, a formal

structure of mathematical expressions is needed. An introduction to the formal structure and rigor-
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ous descriptions of the algorithms used in this section are provided in Section A.6. In what follows,

I rely on examples to illustrate the definitions and algorithms.

1.4.2 Recovering Symbolic Expressions

While subjects can only calculate numerical expressions in the calculator, their corresponding

symbolic expressions (in terms of the task primitives) can be recovered to shed light on the calcu-

lation approaches by which subjects reach their valuations. Four primitives describe each task: b1

denotes the number of boxes with non-zero amount of money, m1 denotes the (absolute) amount

in each of these boxes, b2 denotes the number of boxes with zero amount, and m2 denotes the

amount in each of these boxes. For example, when facing the task (G75, Lottery), where these

primitives take values b1 = 75, b2 = 25, m1 = 26, m2 = 0, a subject who calculates 75 × 26 is

actually computing b1 ×m1. This symbolic expression reveals how subjects utilize task primitives

to construct their valuations and facilitates comparisons across tasks with different primitives.

To recover the symbolic expressions, I use a simple match-and-replace algorithm. There are

three key features of this algorithm. First, the algorithm processes the calculator input sequen-

tially, from the first to the last line. Second, the algorithm matches the numbers in the numerical

expressions against the task primitives. A number that matches a task primitive is replaced with

the corresponding symbol. Third, taking into consideration the sequential nature of how subjects

perform calculations, starting from the second line, the algorithm also matches the numbers against

the set of previous results. A number that matches a previous line result is replaced with the recov-

ered symbolic expression of that line. Any number that does not match any primitive or previous

result remains as the same number.

Line Numerical Expression Result Symbolic Expression
1 75× 26/100 + 25× 0/100 19.5 b1 ×m1/100 + b2 ×m2/100
2 19.5− 4.5 15 b1 ×m1/100 + b2 ×m2/100− 4.5

Table 1.2: Symbolic expressions of the example in Table 1.1, where a hypothetical subject faces
the task (G75, Lottery).

Here, the algorithm is illustrated using the example in Table 1.2. As the first step, the algorithm
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matches the numbers in the numerical expression in line 1 against the set of primitives for the task

(G75, Lottery): {(b1, 75), (b2, 25), (m1, 26), (m2, 0)}. Replacing the matched numbers with their

corresponding symbols leads to the symbolic expression of line 1 – b1 ×m1/100+ b2 ×m2/100 –

where the number 100 doesn’t find a match in the primitives and is left intact.6 Next, the algorithm

moves to line 2. While the number 19.5 does not match any task primitive, it matches the result of

line 1. Thus, the algorithm replaces the number 19.5 with the recovered line 1 symbolic expression

(b1 ×m1/100 + b2 ×m2/100). In this way, the algorithm recovers the line 2 symbolic expression:

b1 ×m1/100 + b2 ×m2/100− 4.5.

The incomplete record limitation of the calculator input data can be illustrated by comparing

the two examples Table 1.2 and Table 1.3. In line 1, the subject in Table 1.3 performs the same

expected value calculation as Table 1.2. However, suppose that after computing the expected value,

instead of explicitly subtracting of 4.5 from the expected value as in Table 1.2, the subject performs

this fairly simple calculation in their head, and types 15 directly into the second line and submits

this as their valuation. Now, in Table 1.3, the number 15 in line 2 cannot be matched to any task

primitives or previous results. As a result, the symbolic expression is simply the constant function

15, and the connection between the number 15 and the task primitives cannot be seen from this

recovered symbolic expression.

Line Numerical Expression Result Symbolic Expression
1 75× 26/100 + 25× 0/100 19.5 b1 ×m1/100 + b2 ×m2/100
2 15 15 15

Table 1.3: An example calculator input by a hypothetical subject facing the task (G75, Lottery).

6When implementing the algorithm, the set of primitives that the algorithm matches against is expanded to include
common calculation shortcuts that subjects may use, in order to mitigate the incomplete record limitation. For example,
in G75, the primitive set also includes (b1/100, 0.75) to capture the scenario where a subject transform the number of
boxes to probability in their mind. The matched shortcuts also include the expected value itself – i.e., if a subject simply
submits the number corresponding to the expected value as their valuation, without doing any explicit calculation in the
calculator, the symbolic expression will be identified as b1×m1/100. For a list of matched shortcuts, see Section A.6.
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1.4.3 Procedures and Base Terms

To address the high-dimensionality of the calculator input data, I develop two complementary

features of calculator inputs to facilitate the analysis. Both features rely on the recovered symbolic

expressions, but they differ in terms of their focus. First, I construct the procedure to capture how

the subject maps task primitives to their final valuation. Second, I construct the set of base terms

to summarize all functional forms of task primitives a subject calculates in a round, not just those

that can be directly linked to the final valuation.

Procedures For a round, its procedure is defined as the recovered symbolic expression of the

last line of the calculator input.7 Since the experimental design requires the valuation to appear

in the Result column of the last line of the calculator before it is submitted, the procedure is the

function mapping task primitives to the final valuation. For example, in the calculator input shown

in Table 1.2, its procedure is b1 ×m1/100 + b2 ×m2/100− 4.5.

Ideally, the definition of procedures attempts to capture the function that the subject uses to

map the primitives of the task to their valuations. However, the example illustrated in Table 1.3

has shown a potential pitfall of this attempt. In Table 1.3, the procedure itself, being the constant

function 15, is silent on the fact that the subject also calculates the expected value of the lottery, and

may have used the calculated expected value in a way that is not captured by the calculator input

data to construct their valuation. To address this problem, I introduce base terms to complement

procedures in the analysis of calculator inputs.

Base Terms and Base Term Sets I decompose a calculator input into its base terms: All terms

that appear in the symbolic expressions of the calculator input, with their numerical factors dropped.

The process of identifying base terms involves three steps:

7More precisely, the procedure is the function of task primitives represented by the recovered symbolic expression
of the last line of the calculator input. This definition emphasizes the fact that a procedure is a function, not an
expression. In other words, two expressions with different syntaxes but representing the same function, for example,
2× b1 ×m1/200 and (b1 ×m1)/100, should be viewed as the same procedure.
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1. First, I break down each symbolic expression in the calculator input into terms.8 For exam-

ple, in the symbolic expression b1×m1/100+b2×m2/100, there are two terms: b1×m1/100

and b2 ×m2/100.

2. Next, I generate the base term of each term by dropping all its numerical factors. For ex-

ample, starting from the term b1 × m1/100, dropping the numerical factor 1/100 from it

generates its base term b1 ×m1. If a term contains only numerical factors and no symbolic

factors (Examples: (i) 4; (ii) 4× 2), its base term is defined as C.

3. Finally, I define the base term set of a calculator input as the collection of all base terms that

appear in any of its symbolic expressions.

This definition is illustrated again using the example in Table 1.1. In the symbolic expression

of line 1 (b1 × m1/100 + b2 × m2/100), two base terms appear: b1 × m1 and b2 × m2, whereas

in the symbolic expression of line 2 (b1 × m1/100 + b2 × m2/100 − 4.5), a total of three base

terms appear: C in addition to b1 ×m1 and b2 ×m2. Therefore, the base term set of this example

calculator input is {b1 ×m1, b2 ×m2, C}.

The base terms provide a summary of the functional forms of all calculations, while the pro-

cedures capture the exact functional form of the final valuation. These two features both reduce

the dimension of the calculator input, and in the meantime complement each other. First, proce-

dures complement base terms by showing how the base terms are combined to form the valuations.

Second, since the procedures lose any information over the calculations that cannot be directly

connected to the valuation, base terms complement procedures by preserving the information in

these calculations. For instance, though the examples in Table 1.2 and Table 1.3 generate different

8The concept of terms, and by extension base terms, suffers from an indeterminacy problem with syntactically
different but mathematically equivalent expressions. For example, the mathematically equivalent expressions b1 ×
m1/100 + b2 × m2/100 and (b1 × m1 + b2 × m2)/100 lead to different base terms. To solve this problem, I first
expand all the products in all expressions by applying the distributive law of multiplication (a×(b+c) = a×b+a×c),
wherever applicable. This way, I transform the original symbolic expression into its distributed form expression. The
base term set of a calculator input is defined as the collection of all base terms that appear in any of its distributed form
expressions. Using distributed form expressions solves the aforementioned indeterminacy problem and generates the
same set of base terms for b1 ×m1/100 + b2 ×m2/100 and (b1 ×m1 + b2 ×m2)/100.
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procedures, they generate the same base term set {b1 × m1, b2 × m2, C}, which emphasizes the

similarity of these two calculator inputs.

Procedure Groups and Base Term Groups For parsimony and interpretability, I categorize

base terms into five groups, listed in Table 1.4. Beyond their intuitive appeal, this categoriza-

tion is also supported by fitting an unsupervised machine learning classification model using the

calculator inputs.9 Parallel to the base term groups, I also classify all procedures into five groups.

Group Base Terms Procedures

Expected value b1 ×m1, b2 ×m2 b1 ×m1/100 or (b1 ×m1 + b2 ×m2)/100

Number C Constant functions (e.g., 5)

Linear box b1, b2 θ0 + θ1 × b1 + θ2 × b2, where θ0, θ1, θ2 are constants

Linear money m1,m2 γ0 + γ1 ×m1 + γ2 ×m2, where γ0, γ1, γ2 are constants

Non-linear Anything else Anything else

Table 1.4: Classification of base terms and procedures into five groups

1.4.4 Descriptions of Calculator Inputs

Now, I provide descriptions of the calculator inputs appearing in the experiment. First, in 75%

of all rounds, some explicit calculations are performed, while in the remaining 25% of all rounds,

no explicit calculation is performed at all, and the subjects simply type a number into the calculator

and submit this number.

What calculations do subjects perform when they value lotteries and mirrors? Particularly,

besides the calculations of the expected value, does there exist any other functional form of task

primitives that is repeatedly calculated by different subjects? To answer this question, in Panel

9I use Latent Dirichlet Allocation (LDA, Blei, Ng and Jordan, 2003) to find latent topics from calculator inputs,
and group base terms by the topic that they are strongly associated with. The five groups of base terms listed in the
main text are each associated with an individual topic. This exercise draws an analogy between calculator inputs and
text documents in natural language. LDA is a popular unsupervised technique in natural language processing to find
latent semantic topics from text documents. Details of this unsupervised machine learning approach can be found in
Section A.2.
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A of Table 1.5, I list all non-number procedures that appear in more than 0.5% of all rounds, in

addition to their shares in the two task types separately. Except for the expected value procedures

and a few linear money procedures, other non-number procedures appear in only a tiny share of

rounds.

Table 1.5: Frequencies of procedures and procedure groups.

PANEL A: PROCEDURES PANEL B: PROCEDURE GROUPS

lottery mirror lottery mirror
b1 ×m1/100 29.0% 32.9% expected value 34.7% 37.0%
m1 11.3% 6.6% number 31.9% 34.8%
b1 ×m1/100 + b2 ×m2/100 5.7% 4.1% linear money 20.6% 14.8%
m1/2 0.8% 2.8% nonlinear 9.0% 9.4%
m2 2.1% 0.9% linear box 3.7% 4.1%
b2 ×m1/100 1.5% 1.0%
m1/4 1.0% 0.4%
b1 ×m1/200 0.4% 1.0%
m1 +m2 0.8% 0.6%
3× b1/10 0.7% 0.6%
100/b1 0.6% 0.7%

Notes. Panel A: Shares of all non-number procedures that appear in more than 0.5% of all rounds (lottery
and mirror). Panel B: Shares of all five procedure groups (see the text for the definition).

Looking at the base terms paints the same picture. Across the 3636 Calc rounds, only 44

distinct base terms appear, and only 8 of these appear in more than 1% of rounds (listed in Panel A

of Table 1.6). These most frequently used base terms often have interpretable functional forms: the

components of expected value calculations (b1×m1 and b2×m2) and the linear terms m1,m2, b1, b2.

The number term C, which represents unmatched number terms in the calculations, appears in

38.0% (36.9%) of lottery (mirror) rounds.10 All unlisted base terms together appear in only 5.9%

(6.7%) of lottery (mirror) rounds. In other words, even when given the flexibility to perform any

calculation, subjects overwhelmingly restrict themselves to expected value or linear functions of

task primitives, while other functional forms are only used sporadically. In addition, in 85.0%

of rounds, subjects employ base terms from only a single group, which indicates that subjects

10Most of these number terms consist of only one number factor, such as 4, as opposed to a few number factors
multiplied together, such as 4 × 2. More specifically, if I only look at the frequency of terms with only one number
factor, they appear in 28.6% of lottery rounds and 27.9% of mirror rounds.
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typically do not combine multiple base term groups to construct more complex valuation rules.

These results rule out the possibility that a non-negligible fraction of subjects develops highly

complicated non-EV valuation rules that are explicitly implementable in the calculator.

Table 1.6: Fractions of rounds where each base term (group) appears

PANEL A: BASE TERMS PANEL B: BASE TERM GROUPS

lottery mirror lottery mirror
b1 ×m1 40.6% 43.7% expected value 40.7% 43.7%
C 38.0% 36.9% number 38.0% 36.9%
m1 20.1% 18.3% linear money 23.4% 20.5%
b2 ×m2 7.0% 6.4% linear box 7.8% 7.3%
b1 6.5% 5.8% nonlinear 7.1% 7.0%
m2 4.9% 3.6%
b2 4.1% 3.4%
b2 ×m1 1.9% 1.4%
All others 5.8% 6.4%

Notes. Panel A: Fractions of all base terms that appear in more than 1% of all
rounds (lottery and mirror). Panel B: The fractions of all five base term groups
(see the text for the definition).

Result 1. Subjects predominantly employ one of three main groups of calculations when valuing

lotteries: (1) expected value; (2) number; or (3) linear money. These three groups account for the

vast majority of calculations, other calculations are rare, and subjects typically use a single group

of calculations per round.

Moreover, across lottery and mirror tasks, the shares of procedures and base terms are similar.

The finding micro-founds the similar lottery and mirror valuations documented in Oprea (2024b)

and in Section 1.3 of this paper. Examples of calculator inputs appearing in the data can be found

in Section A.3.

1.4.5 Within-Subject Stability of Calculator Inputs

Next, I ask the following question: Does the same subject use stable calculations across tasks?

There are two facets of this stability. First, I examine within-task-type stability of procedures: Does
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the same subject use the same procedure across tasks within the same task type? For each com-

bination of subject and task type, I identify the modal procedure: The most frequently occurring

procedure within that subject’s calculator inputs for all rounds of that task type. I then compute

what fraction of that subject’s rounds use their modal procedure. Taking the median of these frac-

tions across subjects shows that the median subject uses their modal procedure in 5 out of 9 rounds

for both lottery and mirror tasks.

Using exactly the same procedure for multiple tasks requires that every step in the valuation

process is explicitly performed in the calculator. If a subject performs part of their valuation pro-

cess implicitly in their mind, their procedures as defined here will differ across rounds, but the

actual valuation processes may still be similar. This argument demonstrates the value of con-

ducting an additional analysis using the coarser notion of procedure groups, as opposed to raw

procedures. Using the same procedure group in two rounds indicates a generally similar approach

to constructing the valuations.11 An analogous analysis as what has been done above for proce-

dures reveals that the median subject uses their modal procedure group in 8 out of 9 rounds for

both lottery and mirror tasks. This analysis strongly suggests that the majority of subjects maintain

a fairly stable procedure group for a given task type.

Second, I examine between-task-type stability: Does the same subject use the same procedure

when valuing a lottery and its corresponding mirror? I refer to all lottery-mirror round pairs where

the same subject faces a lottery and its matched mirror as within-subject pairs. I find that 44.9%

of within-subject pairs have identical procedures, while as a benchmark, the analogous figure for

all lottery-mirror round pairs (including pairs across different subjects) is only 11.2%. Looking

at the coarser notion of procedure groups instead of the procedures, among within-subject pairs,

68.9% have identical procedure groups (benchmark using all lottery-mirror pairs: 28.0%). The

result strongly suggests that subjects typically use similar approaches to valuing a lottery and its

11For example, in the extreme case where a subject’s valuation process is fully process-opaque and indescribable
in the calculator, the subject will simply submit a number as their valuation without performing any calculation in the
calculator. In this case, all the subject’s procedures will be in the number group, indicating that the subject uses a
similar (process-opaque) way to approach different tasks, despite the fact that the procedures are different.
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corresponding mirror.12

Although I have focused on the stability of procedures in this section, the analysis using base

terms leads to identical results.

Result 2. The procedures and base term sets are generally stable within-subject either within lot-

tery tasks, within mirror tasks, or between lottery and mirror tasks.

Moreover, among the within-subject pairs where lottery and mirror procedures do differ, there

is only a weak tendency for subjects to switch from non-EV procedures in lotteries to EV proce-

dures in mirrors. Appendix Table A.1 shows the joint distribution of lottery procedure group and

mirror procedure group among all within-subject pairs. In 8.0% of all within-subject pairs, the

subjects switch from an EV-group procedure in the mirror task to a non-EV-group procedure in

the lottery task, while in 5.8% of all these pairs, the subjects switch in the opposite direction. The

difference between the frequencies of these two opposite switch directions is economically small.

1.5 Linking Calculator Inputs to Valuations

The next question I study is the connection between the calculator inputs and valuations. Sec-

tion 1.5.1 looks at the round-level predictive power of calculator inputs for valuations. I categorize

rounds by the base terms in their calculator inputs, and then examine the distributions of valuations

conditional on employing different base terms. Next, in Section 1.5.2, I turn to the subject level

and aggregate across rounds. I assign types to subjects based on their calculator inputs in lottery

tasks, and analyze the link between the types of subjects and their responsiveness in the Calc treat-

ment. Section 1.5.3 examines the link between the types of subjects and their responsiveness in

the NoCalc treatment.
12The between-task-type stability is not entirely driven by the prevalence of the expected value and the number

group procedures. Appendix Table A.1 shows the fractions of within-subject pairs that have identical procedure
groups, conditional on the procedure group in the lottery task. All these conditional fractions are substantially higher
than the benchmark of 28.0%.
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1.5.1 Round-Level Calculator Inputs and Valuations

How does calculator inputs predict valuations? Figure 1.4 shows the cumulative distribution

functions (CDF) of the valuations in lottery tasks in the Calc treatment, where each panel plots the

CDF conditional on employing a group of base terms. When multiple groups of base terms are

used within a single round, the valuation from that round appears in the CDF for each applicable

group.
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Figure 1.4: Distributions of lottery valuations in the Calc treatment, conditional on employing each
group of base terms.

The data reveal that when subjects employ EV terms in a round, their resulting valuations tend

to be risk neutral. In principle, even when EV terms are employed, valuations could still deviate

from expected values through two mechanisms. First, since numerical factors are dropped when

constructing base terms, a subject who calculates, for example, 0.9× b1 ×m1/100 would produce

a valuation that differs from the expected value. Second, since Figure 1.4 shows data conditional

only on the presence of EV terms, subjects may simultaneously employ additional non-EV terms

in their calculations. For instance, a subject might calculate b1 × m1/100 − 1, and this round

would still be included in the EV terms panel of Figure 1.4 despite the subtraction of a constant.

Nevertheless, the data show that when EV terms are employed, valuations remain predominantly
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clustered around the expected value.13

Result 3. At the round-level, EV terms are predictive of lottery valuations that are responsive and

are tightly concentrated around the expected value. In contrast, non-EV terms are predictive of

valuations that are less responsive and more dispersed.

Although the previous analysis has focused on lotteries, quantitatively similar results also ap-

pear for mirrors: EV terms in a mirror round predict responsive and concentrated mirror valuations,

while non-EV terms predict the opposite. Appendix Figure A.4 replicates Figure 1.4 using the mir-

ror tasks.

1.5.2 Subject Types and Their Responsiveness

Do the calculator inputs of a subject predict their responsiveness? I categorize subjects based

on their modal base term in lottery tasks in the Calc treatment. For a subject, their modal base

term is the base term that is used in the highest number of rounds, among all lottery rounds of this

subject. Their type is the base term group to which their modal base term belongs.14 The types

are a simple but powerful summary of the calculator inputs at the subject-level, due to the within-

subject stability of calculations documented in Result 2. The five base term groups correspond to

five subject types: 1) Expected value; 2) Number; 3) Linear box; 4) Linear money; 5) Non-linear.

To validate that the subject within a type indeed primarily used the base term group associated with

that type, Table 1.7 shows the fractions of rounds where each base term group appears (similar to

Panel B of Table 1.6), conditional on each subject type. All types use their associated base term

group in more than 80% of rounds, and non-associated base term groups are only used sporadically.

I construct a measure of an individual subject’s responsiveness using the regression slope of

13Appendix Figure A.3 displays the CDF of lottery valuations separated into three disjoint groups of rounds: 1)
rounds employing only EV terms; 2) rounds employing only non-EV terms; and 3) rounds employing both EV and
non-EV terms. The figure demonstrates that when valuations do deviate from expected values despite the presence of
EV terms, these deviations are primarily attributable to the concurrent use of non-EV terms rather than to the dropped
numerical factors.

14The categorization is robust to a machine learning-based categorization based on the estimated unsupervised topic
model, mentioned in Footnote 9. See Section A.2 for more details.
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Subject Type

Base Term Group expected value number linear money linear box nonlinear

expected value 92.2% 5.7% 6.2% 40.0% 12.7%
number 5.5% 89.0% 14.4% 15.6% 3.2%
linear money 4.6% 15.8% 86.3% 11.1% 22.2%
linear box 2.5% 4.8% 3.9% 88.9% 1.6%
nonlinear 8.1% 1.8% 1.3% 6.7% 81.0%

Table 1.7: Fractions of lottery rounds where each base term group (the row) appears, conditional
on subject type (the column)

valuations on expected values. Specifically, I run the regression

|valuation| = α + r |expected value|+ ϵ (1.1)

using all lottery tasks completed by the subject in the Calc treatment. The subject’s responsiveness

in lottery tasks is the estimated coefficient r. A responsiveness of 0 indicates complete unre-

sponsiveness – on average, the valuations do not change with the expected values. On the other

hand, a responsiveness of 1 indicates complete responsiveness – the valuations change by the same

magnitude as the expected values. This measure of an individual subject’s responsiveness can be

expanded to the mirror tasks and the NoCalc treatment by the slopes of analogous regressions.

Figure 1.5 shows the histograms of individual responsiveness in lottery tasks in the Calc treat-

ment, first for all subjects and then separately for each subject type. The responsiveness is cen-

sored at a lower bound of −0.2 in the graphs for improved visibility. From the upper-left panel

encompassing all subjects, it is immediate to see that responsiveness has a bimodal distribution –

most subjects concentrate around complete responsiveness (r = 1) and complete unresponsiveness

(r = 0), and only a small fraction of subjects are in the middle range. The average responsiveness

in the subject population is 0.48.

The distributions of responsiveness for different subject types reveal substantial heterogeneity

beneath the bimodal aggregate distribution. These two distinct modes correspond to two broad

groups of subjects. The EV-type subjects (38.1% of the population) tend to exhibit responsiveness
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Figure 1.5: Histograms of individual responsiveness in lottery tasks in the Calc treatment

of nearly one (average = 0.85), which implies their lottery valuations closely track expected values.

For example, these subjects value lotteries G8/L8 (with |EV | = 2.08) at an average of $3.36, while

valuing lotteries G92/L92 (with |EV | = 23.92) at an average of $21.48. In contrast, non-EV-type

subjects (61.9% of the population) exhibit much lower responsiveness (average = 0.25). Their

valuations increase only minimally as probability increases: their average valuation of lotteries

G8/L8 is $11.40, while their average valuation of lotteries G92/L92 is only $16.38, despite the large

difference in expected values. In aggregate, this stark difference between EV-type and non-EV-type

subjects produces the bimodal distribution of responsiveness observed in the overall sample. Most

strikingly, a substantial proportion of non-EV-type subjects exhibit responsiveness close to or even

below zero. Among all non-EV-type subjects, 26.4% exhibit responsiveness between 0 and 0.1,

and another 26.4% exhibit responsiveness below 0.15

15 It is worth pointing out that the fraction of subjects who are extremely unresponsive in this study is at the higher
end of the literature, but not unprecedented. In this study, 17.3% of all subjects exhibit lottery responsiveness strictly
below 0 in the NoCalc treatment, and 18.3% in the Calc treatment. To facilitate comparison with other studies, it
is important to note that many experiments ask subjects to value binary lotteries that vary in both probabilities and
monetary outcomes, whereas the responsiveness measure in this paper primarily captures responsiveness to changes
in probabilities. Accordingly, I define responsiveness in other studies at the subject-outcome pair level, where a
given subject values lotteries with fixed monetary outcomes but varying probabilities. Using this definition, in the
experiments Risk A and B of Enke and Graeber (2023), 16.5% and 14.2% of subject-outcome pairs, respectively,
exhibit responsiveness strictly below 0. Studies that are conducted in physical labs or with student subjects usually
have lower fraction of extremely unresponsive subjects – l’Haridon and Vieider (2019) report 8.5%, and Beauchamp
et al. (2020) report 8.3% combining their Parts A and B. Across the three experiments in Bruhin, Fehr-Duda and Epper
(2010), this fraction ranges from 4.8% to 5.8%.
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Moreover, although subject types are constructed only using calculator inputs in lottery tasks,

they can also predict the responsiveness in mirror tasks. Appendix Figure A.1 shows the histograms

of individual responsiveness in mirror tasks in the Calc treatment by subject type. For all types, the

responsiveness in mirror tasks is quantitatively similar to that in lottery tasks. The EV-type subjects

submit responsive mirror valuations (average = 0.82), but interestingly, their mirror valuations are

on average slightly less responsive than their lottery valuations. The non-EV-type subjects submit

highly unresponsive mirror valuations, and their mirror responsiveness is similar to that in lottery

tasks.

Result 4. In both lottery and mirror tasks, EV-type subjects tend to be highly responsive, while

non-EV-type subjects tend to be highly unresponsive. In aggregate, the distribution of unrespon-

siveness is bimodal.

The low responsiveness of the non-EV-types is not entirely driven by subjects submitting iden-

tical valuations across many tasks. Appendix Figure A.5 reproduces Figure 1.5 excluding those

subjects who submit the exact same valuation to no fewer than 7 out of a total of 9 lottery rounds.

The apparent bimodal distribution of responsiveness is robust to excluding these subjects, and the

remaining non-EV-types still exhibit very low responsiveness.

1.5.3 Types and Responsiveness in the NoCalc Treatment

After documenting the responsiveness of each subject type in the Calc treatment, I now turn

to their responsiveness in the NoCalc treatment. I study this with two purposes. First, I examine

to what extent the calculator design is externally valid – capturing the approaches subjects would

naturally take facing decisions under risk in the absence of the calculator. Second, if for some

types of subjects the valuations do differ between treatments, I study how the valuations change

between treatments, and which set of valuations better reflect their risk preferences.

Figure 1.6 shows the distributions of individual responsiveness in lottery tasks in the NoCalc

treatment by subject type. First, even though types are constructed only using calculator input data

from the Calc treatment, they are still predictive of the responsiveness in the NoCalc treatment – the
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Figure 1.6: Histograms of individual responsiveness in lottery tasks in the NoCalc treatment

EV-types exhibit higher responsiveness than the non-EV-types in the NoCalc treatment. Second,

the aggregate distribution of responsiveness in the subject population differs between treatments –

there are relatively fewer subjects with high responsiveness (near 1) and relatively more subjects

with intermediate responsiveness in NoCalc. Third, this difference is attributable solely to the

EV-types. The EV-types exhibit lower responsiveness in the NoCalc treatment when compared

with the Calc treatment, while the other types show similar responsiveness across treatments.16

Using the Kolmogorov-Smirnov (K-S) test to compare the distributions of valuations in the two

treatments separately for each subject type and task confirms this result. After applying the Holm-

Bonferroni method to control the familywise error rate, the K-S tests reject the null hypotheses of

equal distributions for EV-types in 7 of the 8 lottery tasks, while the K-S tests fail to reject the null

hypotheses for 31 out of the 32 (8 tasks × 4 non-EV-types) tests involving non-EV-types.

16Comparing the Calc treatment with the NoCalc treatment, the two patterns of (1) a slight increase of aggregate
responsiveness and (2) a sharp increase of subject masses around complete responsiveness are broadly consistent with
previous studies. Beauchamp et al. (2020) conduct lottery valuation experiments with a treatment condition where
they explicitly provide the expected value on subjects’ screens when they value the lotteries. I conduct a re-analysis of
Beauchamp et al.’s (2020) data by constructing responsiveness at the subject-outcome pair level (See Footnote 15 for
the definition of subject-outcome pairs). Providing subjects with the expected values increases the fraction of subject-
outcome pairs with r > 0.9 from 24.4% to 33.7%, and the average responsiveness from 0.57 to 0.65. Moreover, Gao
and Garagnani (2025) provide subjects with a calculator when they value lotteries, without tracking the calculations.
They show the calculator leads to an increase of risk-neutral choices, but no decrease of choices violating first order
stochastic dominance. This is consistent with my data, since the calculator only changes the valuations of the EV-
types, who become almost risk neutral with the calculator, and tend not to make dominated choices in the NoCalc
treatment.
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Result 5. Comparing across treatments reveals an overall shift toward higher responsiveness in

the Calc treatment. This shift is entirely driven by EV-type subjects, while non-EV-types submit

largely statistically indistinguishable valuations across treatments.

Overall, these observations indicate that, for non-EV-types, the calculator design seems to well

capture the natural approaches subjects would take facing decisions under risk, while the EV-types

take a different approach in the presence of a calculator.

For the EV-types, a natural follow-up question is: Which valuations better represent their

welfare-relevant risk preferences? The reconciliation stage speaks to this question, where the sub-

jects are given a chance to reconcile their inconsistent valuations in the NoCalc and Calc stages

for the same task. In the reconciliation stage, the EV-type subjects revise their valuation in the

NoCalc treatment to the one in the Calc treatment more than three times as frequently as they do

the opposite. This suggests that their almost risk-neutral valuations in Calc better represent their

risk preferences than their moderately unresponsive valuations in NoCalc. See Section A.5 for

more details from the analysis of the reconciliation stage. For the EV-types, the between-treatment

change of valuations and the reconciliation stage results have important theoretical implications,

which I will return to in Section 1.6.

1.6 What Drives Unresponsiveness?

The key advantage of my experimental design is that the calculator input data can help dis-

tinguish between behavioral mechanisms that are indistinguishable using only valuations. This

section uses the joint patterns of the calculator inputs and valuations to examine the mechanisms

behind unresponsive lottery valuations through three perspectives. First, I briefly revisit the debate

of whether the unresponsive lottery valuations mainly reflect risk preferences or cognitive com-

plexity. Second, to the extent that complexity can explain unresponsiveness, the exact nature of

this complexity remains understudied. I study the nature of this complexity by focusing on two

broad camps of complexity, implementation costs and incomplete understanding. Third, I examine

whether two specific theories – probability weighting and attribute substitution – can explain the
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linear money calculations.

1.6.1 Risk Preferences or Complexity-Driven Mistakes? A Revisit

A central question in decision-making under risk concerns whether observed unresponsive

lottery valuations primarily reflect underlying risk preferences (individuals’ welfare-relevant or-

dering) or complexity-driven mistakes (costs or difficulty to make decisions according to the risk

preferences), which is a distinction with profound implications and that has sparked a recent debate

(Oprea, 2024b, Banki et al., 2025, Wu, 2025, Li et al., 2025, Wakker, 2025). If unresponsiveness

stems mainly from risk preferences, it should guide both economic welfare analysis and policy de-

sign. Conversely, if it reflects primarily complexity-driven mistakes, this calls for careful treatment

of valuation data in welfare analysis and suggests policy interventions to improve decision quality.

Using only the lottery valuation data – without relying on information from the calculations or

mirror tasks – I document a distinctive empirical pattern that informs this question: the bimodal

distribution of responsiveness when subjects are provided with calculators. As becomes evident

from comparing Figure 1.5 with Figure 1.6, the probability mass in the middle range of responsive-

ness diminishes substantially after providing subjects with calculators, creating two distinct modes.

This bimodal pattern offers important insights into the interpretation of measured responsiveness.

For both modes in the Calc treatment, the evidence suggests that the unresponsiveness these

subjects exhibit in the NoCalc treatment (which resembles prior experiments measuring risk atti-

tudes) is unlikely to be solely driven by risk preferences. On the one hand, for the highly responsive

mode (largely overlapping with the EV-types), the reconciliation stage suggests that these subjects’

preferences are approximately risk-neutral. Therefore, their unresponsiveness in the NoCalc treat-

ment largely stems from complexity. On the other hand, for the extremely unresponsive mode with

r < 0, their unresponsiveness cannot be attributed to risk preferences since their valuations violate

first order stochastic dominance on average.

To quantify how much of the aggregate unresponsiveness is due to the two modes and how

much is due to the moderately responsive, I decompose the aggregate unresponsiveness into the
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contribution of each subset of subjects. The contribution of any subset G is defined as C(G) :=∑
i∈G(1−ri)∑
j∈S(1−rj)

,17 where S is the set of all subjects, and ri is the responsiveness of subject i as defined in

Equation (1.1). This decomposition exercise reveals that the mode exhibiting high responsiveness

in the Calc treatment (defined as r > 0.9, 34.7% of subjects) contributes 21.1% to the aggregate

unresponsiveness in the NoCalc treatment,18 the mode exhibiting extreme unresponsiveness (de-

fined as r < 0, 18.3% of all subjects) contributes 24.5%, and the rest (47.0% of subjects) contribute

55.6%.

In summary, nearly half of the aggregate unresponsiveness in the NoCalc treatment can be

clearly traced to subjects whose behavior in the Calc treatment rules out genuine risk preferences.

It is important to note that even the the remaining unresponsiveness may not purely reflect prefer-

ences. The subjects outside of the two modes likely also reflect a mixture – some whose valuations

largely reflect their preferences and others whose choices remain affected by complexity. In par-

ticular, the subjects with r ∈ [0, 0.1) (16.8% of all subjects) in the Calc treatment contribute 25.3%

to the aggregate unresponsiveness. Although their valuations do not violate dominance (submit-

ting higher absolute valuations for lotteries with higher probabilities of the non-zero outcome) on

average, these subjects’ valuations are also unlikely to reflect their genuine risk preferences due to

their extreme degree of unresponsiveness.

1.6.2 Implementation Costs Or Incomplete Understanding?

To the extent that complexity can explain unresponsiveness, the exact nature of this complexity

remains understudied. I classify complexity into two broad camps, and seek evidence in the data

that supports or contradicts each camp. The camp of implementation costs attributes unrespon-

siveness to costs of implementing optimal procedures despite awareness of them, while the camp

17In my data where all subjects perform the same set of tasks, it can be shown that
∑

i∈G ri
|G| (i.e., the average

individual responsiveness in subset G) is the regression slope of Equation (1.1) using the data from all subjects in any
G ⊆ S (i.e., the aggregate responsiveness in subset G). This gives C(G) its interpretation as the contribution of subset
G to the aggregate unresponsiveness. In other words, C(G) measures how much the aggregate unresponsiveness would
decrease, if all subjects in G exhibited complete responsiveness.

18In comparison, these responsive subjects only contribute 0.1% to the aggregate unresponsiveness in the Calc
treatment.
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of incomplete understanding attributes it to a lack of complete conceptual understanding of the

lotteries. The two camps are not strictly mutually exclusive, but are useful as a broad classification

of the mechanisms behind unresponsiveness (Handel and Schwartzstein, 2018).

The conceptual distinctions between implementation costs and incomplete understanding are

of fundamental interest – if the implementation costs prevail, unresponsive lottery valuations docu-

mented in the lab experiments will have limited predictive power for high-stakes real-life decisions

under risk, since the implementation costs can be overcome with the high-stakes, while incomplete

understanding indicates the opposite, and calls for policy solutions to help people make decisions

under uncertainty. See more discussions on this distinction in Handel and Schwartzstein (2018)

and Enke et al. (2023).

Implementation Costs The theory of implementation costs explains unresponsive lottery valua-

tions by the costs of implementing valuation procedures that represent their risk preferences (see,

e.g., Payne, Bettman and Johnson, 1988, Oprea, 2024a). For example, it might be costly for indi-

viduals to calculate the expected values of lotteries. As a result, even if some agents are risk neutral

and understand that calculating the expected values leads to their preferred lottery valuations, these

subjects may resort to less costly calculations and, in turn, submit lottery valuations that are unre-

sponsive. When valuing mirrors, these agents face analogous implementation costs in calculating

the expected values, and may similarly choose simpler calculations that generate valuations similar

to those of lotteries.

The theory of implementation costs offers two predictions testable in the current study. First,

decreasing the implementation costs should lead to more responsive valuations. This prediction is

verified in Result 5, where I document that the EV-type subjects become more responsive in the

Calc treatment, where implementation costs for explicit computational procedures are arguably

smaller than in the NoCalc treatment.

The second prediction of implementation costs is that the calculations generating unresponsive

valuations should involve smaller implementation costs than those generating responsive valua-
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Subject Type Lottery Avg Length Mirror Avg Length

Expected value 11.3 11.5
Number 4.4 5.4
Linear money 4.5 5.1
Linear box 11.0 9.9
Nonlinear 13.0 12.7

Table 1.8: Length of Calculator Inputs (in Characters) by Subject Type and Task Type

tions. I test this prediction by constructing a proxy of the implementation costs: the length of

calculator inputs, which is defined as the total number of characters (digits, operation signs, and

decimal points) in all numerical expressions in the calculator input. This metric directly captures

implementation costs in our experimental environment since, by design of the calculator, each char-

acter requires a separate operation – either a button click or a keystroke – to type. For example,

calculating 75× 26/100 requires nine operations, while entering 15 requires only two.

Table 1.8 shows the average length of calculator inputs by subject type and task type. The

data reveal a clear pattern: the number types and linear money types consistently perform less

costly calculations than the EV types, for both lottery and mirror tasks. This is consistent with the

predictions of implementation costs. However, the current experimental design cannot establish a

causal link between implementation costs and the choice of shorter calculator inputs, and in turn,

the unresponsive valuations they generate.

Result 6. There is strong evidence that implementation costs play a significant role in the unre-

sponsiveness exhibited by EV-type subjects in the NoCalc treatment. For number and linear money

types, there is suggestive evidence supporting the roles of implementation costs.

Incomplete Understanding Unresponsiveness could also arise through incomplete conceptual

understanding of the valuation task for a variety of reasons. For example, a subject may not

understand how probabilities should quantitatively relate to their valuations.

Taking advantage of the calculator input data, I can identify a subset of calculations that are

strongly indicative of incomplete understanding. This identification process uses the feature of
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procedures defined in Section 1.4.3, which capture the functional form that the subjects use to map

the primitives of the task to their valuations. If a procedure is strictly decreasing in any of the

monetary outcomes, the procedure would imply a lower valuation when the monetary outcome

increases. Similarly, if a procedure is a strictly decreasing function in b1, the procedure would

imply a lower (absolute) valuation when the probability of the non-zero outcome increases. These

two types of procedures, when observed, strongly suggest that the observed valuations are due to

incomplete understanding. I refer to these two types of procedures as decreasing procedures.19

The identification of decreasing procedures provides stronger evidence of incomplete under-

standing than simply observing valuations that violate monotonicity. While monotonicity viola-

tions in stated valuations could arise from multiple sources – including typos, cognitive imprecision

(Khaw, Li and Woodford, 2021), or other factors that introduce randomness into responses – such

violations do not necessarily demonstrate that subjects fundamentally misunderstand some aspects

of the lotteries or the valuation task. In contrast, decreasing procedures reveal systematic errors in

subjects’ approach to the task itself. When a subject employs a decreasing procedure, this reflects

a deliberate approach that leads to incorrect valuations. The procedural data thus provides direct

evidence of incomplete understanding: subjects are not merely making noisy responses around a

correct understanding, but are systematically implementing flawed approaches to lottery valuation.

Subject Type Lottery % Decreasing Mirror % Decreasing

Expected value 2.2% 2.2%
Number 3.3% 3.3%
Linear money 5.0% 6.1%
Linear box 2.5% 16.7%
Nonlinear 39.9% 37.9%

Table 1.9: Share of decreasing procedures by subject type and task type

Table 1.9 shows the shares of decreasing procedures for each subject type. Nonlinear type

subjects disproportionately use decreasing procedures in both lottery and mirror tasks, while other
19Formally, I define a procedure to be decreasing if the procedure (after substituting b2 with 100 − b1) is strictly

decreasing in any of the primitives m1, m2, or b1, at any point within the range {(m1,m2, b1) : m1 ≥ 0,m2 ≥ 0, 0 ≤
b1 ≤ 100}. For example, among all procedures listed in Panel A of Table 1.5, there are two decreasing procedures:
b2 ×m1/100 and 100/b1.

35



types mostly avoid using decreasing procedures. It is important to note that while the presence of

a decreasing procedure strongly suggests the presence of incomplete understanding (sufficiency),

the absence of a decreasing procedure does not meaningfully suggest the absence of incomplete

understanding (necessity). For example, a number procedure is by definition never decreasing,

since none of the primitives appears in the procedure.20 But a number procedure may still be a

result from incomplete understanding.

Result 7. There is strong evidence supporting the presence of incomplete understanding in the

non-linear type subjects, since these subjects disproportionately use decreasing procedures.

1.6.3 What Can Explain the Linear Money Calculations?

Linear money calculations are the third-largest group of calculations. They are relatively more

structured and easier to analyze compared with number and nonlinear calculations. Thus, lin-

ear money calculations offer unique insights into the decision-making processes of an substantial

fraction of subjects. Here, I examine whether two theories – probability weighting and attribute

substitution – can explain the emergence of these calculations and their resulting valuations in the

data.

Probability Weighting Probability weighting is when individuals evaluate lotteries by applying

subjective probability weights to monetary outcomes rather than using the objective probabilities.

Formally, these weights are determined by a probability weighting function w(·) that transforms

objective probabilities into probability weights. In the current context, assuming the utility is

linear for small stakes, for a lottery Gn, the valuation generated by probability weighting would

be w(n/100)× 26, where w(·) is the probability weighting function, and analogously for a lottery

Ln.

If we take probability weighting as a literal description of the valuation process, it has the

20Though number (and expected value) procedures are by definition not decreasing, since Table 1.9 shows the shares
of decreasing procedures by subject type instead of procedure group, the shares of decreasing procedures among these
subject types can still be positive.
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Figure 1.7: Probability weighting function recovered from linear money procedures for linear
money subjects

potential to explain the appearance of linear money procedures. To illustrate, consider an agent

valuing (G75, Lottery) by literally implementing probability weighting. This agent would calculate

their valuation using the expression w(0.75)×26. If, for example, w(0.75) = 0.6, the agent would

perform 0.6 × 26 in the calculator. From the experimenter’s perspective, this calculation would

appear as a linear money procedure – specifically, one that multiplies the monetary outcome (26)

by a coefficient (0.6) that differs from the true probability (0.75) and cannot be matched with any

task primitives.

Moreover, when the linear money procedures are interpreted as literally implementing proba-

bility weighting, it should be possible to directly recover subjects’ probability weighting function

from their calculations. Specifically, when a subject valuing a lottery Gn/Ln uses a linear money

procedure that assigns coefficient γ1 to the money amount m1, this reveals that their probability

weight would be w(n/100) = γ1 under this interpretive framework. To invert the example in the

previous paragraph, if I see a subject using the procedure 0.6 ×m1 when valuing (G75, Lottery),

through the lens of probability weighting, I can infer that the probability weight is w(0.75) = 0.6.21

Figure 1.7 displays the recovered probability weighting function as the average of the recov-

ered probability weights. The sample is restricted to the rounds where linear money procedures

21I only use the coefficient of m1, but not the coefficient of m2, to recover the probability weighting function. This
is because m2 is always zero in our experimental design. As a result, subjects may rationally omit terms involving m2

from their calculations, making it impossible to reliably recover the probability weights placed on m2.
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are used by linear money-type subjects.22 The extremely low slope (0.093) of the probability

weighting function demonstrates that the probability weights are almost entirely unresponsive to

changes in the actual probability. Such extreme unresponsiveness is difficult to reconcile with

probability weighting as a theoretical account of these subjects’ calculations. Moreover, the prob-

ability weighting function recovered using the calculations presents a stark contrast to the inverse

S-shaped probability weighting function typically recovered using valuation data (e.g., Gonzalez

and Wu, 1999). Thus, while subjects’ use of linear money procedures superficially aligns with

probability weighting’s functional form predictions, evidence from the coefficients in these linear

money procedures casts significant doubt on probability weighting as the underlying mechanism

leading to these calculations.

It is important to note that this analysis should not be interpreted as rejecting probability

weighting as a descriptive model of choice patterns. Rather, it suggests that when subjects en-

gage in explicit valuation calculations, they do not appear to be literally implementing probability

weighting procedures. The theory may still provide an accurate “as-if” characterization if, for in-

stance, non-linear probability cognition automatically generates probability weighting patterns at

a subconscious level.

Attribute Substitution The theory of attribute substitution (Kahneman and Frederick, 2002)

provides a framework for understanding the linear money calculations observed in the data. Ac-

cording to this theory, “an individual assesses a specified target attribute of a judgment object by

substituting another property of that object – the heuristic attribute – which comes more readily

to mind” (p. 53). For attribute substitution to govern judgment, the necessary conditions include:

“(1) the target attribute is relatively inaccessible; and (2) a semantically and associatively related

attribute is highly accessible” (p. 54). In the context of lottery valuation tasks, these conditions

are plausibly satisfied: the target attribute (the valuation according to the preference) may be rel-

atively inaccessible, while the heuristic attribute (the monetary outcomes of the lottery) is highly

accessible and semantically related to valuation since both involve monetary amounts.

22Expanding the sample to all linear money procedures regardless of subject type leads to similar results.
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The attribute substitution theory provides a framework for jointly understanding the linear

money type and their unresponsive lottery valuations. When subjects substitute monetary outcomes

for proper lottery valuations, they are essentially replacing a complex task (combining probabili-

ties and outcomes to form their valuations) with a simpler one (focusing primarily on the monetary

amounts). Therefore, the theory predicts that subjects will employ outcome-based calculations to

value lotteries. Since linear money calculations are a clear example of such outcome-based calcu-

lations, the calculations are explained by the attribute substitution theory. In the meantime, since

the decision-making process is primarily based on the monetary outcomes, it inherently neglects

the probabilities and induces unresponsiveness to changes in probabilities.

The attribute substitution theory can also explain an empirical pattern observed across multiple

studies: lottery valuations are much more responsive to changes in monetary outcomes than to

changes in probabilities, particularly in the small-stakes experimental settings that are common in

the literature. Attribute substitution theory provides a compelling explanation for this asymmetric

responsiveness because subjects who substitute monetary outcomes for proper valuations attend

primarily to the monetary amounts, while probabilities become largely irrelevant to their decision-

making.

To illustrate this asymmetric responsiveness, I analyze lottery valuation data from Enke and

Graeber (2023),23 which contains valuations of lotteries in the form of ($X, p; $0) that vary sys-

tematically along both probability (p) and monetary outcome (X > 0) dimensions. I measure re-

sponsiveness by regressing valuations on expected values within subsets of lotteries that hold one

dimension constant while varying the other – this generates separate responsiveness measures for

probability changes (using lotteries with identical monetary outcomes but different probabilities)

and monetary outcome changes (using lotteries with identical probabilities but different monetary

outcomes).24 Across all probabilities of the non-zero outcome (5%–99%), responsiveness to mon-

etary outcomes is remarkably high, ranging from 0.83 to 6.29 (see Figure 1.8). In contrast, respon-

23I focus on Enke and Graeber’s (2023) Risk A experiment, since the valuations there are elicited with the BDM
mechanism, the same as in this paper.

24A risk neutral agent would exhibit unit responsiveness to monetary outcomes (r = 1).
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siveness to probabilities is substantially lower across all non-zero monetary outcomes ($15–$25),

ranging from 0.48 to 0.59. The asymmetric responsiveness has considerable theoretical signifi-

cance – under standard expected utility theory with any strictly concave utility function, valuations

should be less responsive to changes in the monetary outcome than to changes in probabilities –

precisely the opposite of what is observed empirically.25
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Figure 1.8: Responsiveness of valuations to the positive monetary outcome across different prob-
abilities. The data is from Enke and Graeber (2023).

The attribute substitution theory offers an additional testable prediction: responsiveness to a

monetary outcome should be higher when the probability of the outcome is smaller. The logic

is straightforward: under attribute substitution, when a monetary outcome changes, the resulting

valuation changes are independent of the probability placed on this monetary outcome. Since

responsiveness is defined as change in valuation divided by change in expected value, a smaller

probability implies a smaller change in expected value, making responsiveness higher. For exam-

ple, suppose a subject values lotteries ($X, p; $0) at 0.7 × X , increasing X by 1 increases their

valuation by $0.7, but increases the expected value by only $1× p. Therefore, the responsiveness

to X is equal to 0.7/p.

This prediction is verified in Figure 1.8, which shows that responsiveness to the non-zero mon-

25For any binary-outcome lottery ($X, p; $Y ) where X > Y , under expected utility with concave utility function,
it is straightforward to show that responsiveness to X is smaller than the responsiveness to p, which is in turn smaller
than the responsiveness to Y . Since Enke and Graeber (2023) only involves lotteries where Y is fixed at $0 and X is
positive, the responsiveness of interest is to X .
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etary outcome decreases markedly as the probability increases. With small probabilities of the

non-zero outcome, valuations are extremely responsive to changes in the non-zero outcome, with

responsiveness reaching 6.29 at 5% probability and 4.02 at 10% probability. The responsive-

ness remains above 1 for probabilities of 25%, 35%, and 50%, and becomes smaller than 1 for

probabilities of 65% and beyond, clearly demonstrating the predicted inverse relationship between

probability and responsiveness.

Result 8. The linear money type subjects are consistent with the attribute substitution theory.

These subjects base their valuations predominantly on the monetary outcomes, while largely ne-

glecting the probabilities.

1.6.4 Summary

Combining evidence from the three perspectives, the calculator input data provide new insights

into the behavioral mechanisms driving unresponsiveness. As a starting point, although some

subjects may have primarily expressed their risk preferences when valuing lotteries in the NoCalc

treatment, most subjects’ behavior is inconsistent with models that assume valuations solely reflect

risk preferences. Separate examination of each subject type reveals distinct mechanisms driving

the unresponsiveness of each type. First, the unresponsiveness exhibited by EV-type subjects is

primarily consistent with implementation costs. Second, for number-type subjects, the underlying

mechanism is less clear given the limited interpretability of their calculations. Third, the unre-

sponsiveness of linear money-type subjects provides strong support for the attribute substitution

theory. Finally, there is strong evidence that many non-linear type subjects suffer from incomplete

understanding.

1.7 Connections to the Literature

This study makes contributions to a few strands of literature. First, it contributes to the literature

that studies the roles played by cognitive complexity in the measured risk attitudes. The literature

has amassed significant evidence that, at least to some extent, the observed departure of small-stake
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lottery valuations from their expected values are consequences of cognitive complexity, as opposed

to fully reflecting the risk preferences (Harbaugh, Krause and Vesterlund, 2010, Woodford, 2012,

Benjamin, Brown and Shapiro, 2013, Martínez-Marquina, Niederle and Vespa, 2019, Khaw, Li

and Woodford, 2021, Frydman and Jin, 2021, Nielsen and Rehbeck, 2022, Choi et al., 2022, Enke

and Graeber, 2023, Enke and Shubatt, 2023, Oprea, 2024b, Puri, 2025). The extant literature has

proposed a few candidate sources of complexity, but has not yet reached a consensus over the

most important sources. My main contribution to this literature is that, by revealing subjects’

calculations behind the elicited lottery valuations and linking the calculations to measured risk

attitudes, I provide new insights on the sources of this complexity.

Second, the study contributes to the interdisciplinary literature that measures the decision-

making processes that generate observed choices. To reveal this usually unobserved layer, studies

in this literature use various techniques including mouse tracking (Payne, Bettman and Johnson,

1988), eye tracking (Reutskaja et al., 2011), intermediate choice tracking (Caplin, Dean and Mar-

tin, 2011), and verbal descriptions of decision-making processes (Ericsson and Simon, 1980). Most

relevantly, a branch of this literature has applied these techniques to risk attitudes, the very question

studied here (Payne, Bettman and Johnson, 1988, Arieli, Ben-Ami and Rubinstein, 2011, Pachur

et al., 2013, 2018, Harrison and Swarthout, 2019, Alós-Ferrer, Jaudas and Ritschel, 2021, Arrieta

and Nielsen, 2023). The techniques developed so far have mostly focused on the information ac-

quisition aspect of the decision-making process, that is, what information is accessed. This study

makes an important methodological contribution to this literature by developing the calculator

design that recovers the computational aspect of the decision-making process, i.e., how decision-

makers utilize the accessed information to perform calculations, which cannot be recovered by

previous techniques. The calculator design developed in this study, along with the features of pro-

cedures and base terms, can be easily transplanted and deployed to studying the computational

aspect of the decision-making processes in other domains of individual and strategic decision-

making.

This study also contributes to the literature that explicitly models and measures procedural
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decision-making (Simon, 1955, Payne, Bettman and Johnson, 1988, Oprea, 2020, Arrieta and

Nielsen, 2023, Banovetz and Oprea, 2023, Oprea, 2024a). This literature takes procedures as

the fundamental object that economic decision-makers need to choose in the decision-making pro-

cesses. While the standard theory aims to describe how people choose from feasible actions, this

literature aims to describe how people choose from feasible procedures, each of which is a mapping

from the task primitives to the actions. A particular focus of this literature is how the characteristics

of the decision-making environment and the implementation costs of these procedures affect the

use of these procedures and the actions resulting from these procedures. The current study records

the computational aspect of the procedures and constructs a measure of the implementation costs,

and thus provides direct tests of the predictions made by this literature.

More broadly, this study joins a long list of literature studying anomalies in choices under

risk (e.g., Kahneman and Tversky, 1979, Tversky and Kahneman, 1992, Gonzalez and Wu, 1999,

Wakker, 2010, Bruhin, Fehr-Duda and Epper, 2010, O’Donoghue and Somerville, 2018, Beauchamp

et al., 2020, Bernheim and Sprenger, 2020, Oprea, 2024b, McGranaghan et al., 2024). This study

micro-founds the observed unresponsiveness and fourfold patterns in lottery valuations by docu-

menting the decision-making processes behind these valuations.
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Chapter 2: Mistake Structure and Risk Attitudes

If one makes the wrong assumptions about the stochastic structure of the noise, then

one usually makes wrong inferences from the data. (Hey, 2005)

2.1 Introduction

Risk preferences, when interpreted as a welfare-relevant ordering of alternatives, are impor-

tant in designing and evaluating economic policies. These preferences are typically recovered by

applying a revealed preference argument to observed choices under risk. However, one caveat of

applying the recovered preferences for welfare analysis is the possibility that some choices reflect

mistakes – failure to make the choice that reflects their preferences – due to the complexity in-

volved in decisions under risk (Martínez-Marquina, Niederle and Vespa, 2019, Oprea, 2024b), or

in the context of experimentally-collected data, the complexity involved in correctly responding to

experimental incentives (Plott and Zeiler, 2005, Cason and Plott, 2014, Danz, Vesterlund and Wil-

son, 2022, de Clippel, Oprea and Rozen, 2024). If choices fail to reflect preferences, the revealed

preference argument fails to generate the true welfare-relevant ordering, which poses a threat to

subsequent welfare and policy analysis based on the recovered preferences.

A by-product of the mistakes is the stochasticity of choices, i.e., making different choices fac-

ing the same decision. If mistakes are stochastic within-individual (Khaw, Li and Woodford, 2021),

or heterogeneous between-individuals in pooled data sets, choices would become stochastic.1 To

recover preferences from stochastic mistakes, the dominant approach is to first make parametric as-
1We acknowledge that stochastic choices are most commonly interpreted as fluctuations of preferences within-

individual or unobserved heterogeneity of individual preferences in a pooled data set (e.g., McFadden, 1974). Both
interpretations above are preference-based, implying that the stochasticity is conceptually distinct from mistakes and
instead, should enter into welfare analysis. As will be made clear later, in this paper, we view stochastic choices
as resulting from both mistakes and preferences. Our approach aims to correct for the mistakes in the stochastic
choices while leaving the stochastic preferences intact. As a result, our final measure of preference will not be a single
preference that is representative of the entire population, but a distribution of preferences in the population.

44



sumptions over the stochastic structure of these choices, i.e., the distribution of choices conditional

on the preference. The stochastic structure specifies the possible mistakes that individuals make,

along with the probability of each specific mistake. This approach then proceeds by jointly esti-

mating the preferences and the parameters of the stochastic structure. A problem of this approach

is that the assumptions over the stochastic structure have been shown to greatly affect the recovered

preferences (e.g., Buschena and Zilberman, 2000, Carbone and Hey, 2000, Alós-Ferrer, Fehr and

Netzer, 2021, O’Donoghue and Somerville, 2024). Making things worse, these assumptions are

typically unverifiable, since the stochastic structure can be precisely measured only when the pref-

erences are known, which is typically not the case if one’s very goal is to learn these preferences

(Alós-Ferrer, Fehr and Netzer, 2021). Since the recovered preferences are not robust to unverifi-

able assumptions over the stochastic structure of choices, their interpretability as a welfare-relevant

ordering and applicability in welfare analysis and policy design are severely limited.

In this paper, we develop an approach that reduces reliance on unverifiable assumptions about

the stochastic structure by measuring it in a related context where it is observable. We achieve

this by eliciting subjects’ valuations of an object with a known valuation that is closely related

to lotteries – namely, the deterministic mirrors of the lotteries (Oprea, 2024b). The deterministic

mirrors have two key advantages. First, the mirrors have objectively correct valuations, allowing us

to directly observe the mistakes and estimate the stochastic structure. Second, as will be discussed

in more details below, the mistakes in mirror valuation tasks plausibly serve as a lower bound of

those in lottery valuation tasks, in the sense that any mistakes present in the mirror tasks should

also manifest in the lottery tasks. Given this lower bound interpretation, we may use the mistakes

measured in the mirror tasks to partially correct for the mistakes in the lottery tasks.

In our experiment, each subject values a set of binary lotteries ($X, p%; $0) (with probability

p% winning a prize of $X , and $0 otherwise). In the experiment, each subject faces a fixed

X ∈ {25, 100} and five different p ∈ {10, 25, 50, 75, 90}. The valuations of lotteries are elicited

with price lists (Holt and Laury, 2002) with enforced single-switching rule, yielding a unique

response – the switching point where subjects shift from preferring the lottery to preferring a sure
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payment.

In addition to the lotteries, each subject also values the deterministic mirror of each lottery that

they value. For a lottery ($X, p%; $0), both itself and its mirror are presented to subjects as 100

boxes, p of which containing $X and others $0. The key difference is in the payment rule. For

lotteries, one box is randomly drawn to determine the payout, creating uncertainty. For mirrors,

subjects are told the payout equals the average across all 100 boxes with certainty. This means the

mirror pays out the expected value of its corresponding lottery. Subjects make valuation decisions

using the same price list mechanism for both the lottery and the mirror.

Crucially, mirrors are designed to hold constant the information processing required to un-

derstand the disaggregated presentation of outcomes. Both lotteries and mirrors require subjects

to process the same visual information and to navigate the same price list elicitation mechanism.

Mistakes arising from the complexity of processing this disaggregated format or from misunder-

standing how price lists work should therefore manifest similarly in both contexts. The presence of

risk in lotteries may introduce additional mistakes specific to decision-making under uncertainty

(Martínez-Marquina, Niederle and Vespa, 2019), but it should not eliminate the mistakes already

present in the deterministic mirror tasks. This argument supports using mirror-estimated stochastic

structure to correct lottery responses: we can identify and measure the mistakes common to both

contexts through mirrors and correct for them in lottery valuations, while recognizing that lotteries

may contain additional risk-specific mistakes.

Before describing our approach, we need to clarify a few key terminologies. We use genuine

valuation to refer to the response that ranks the highest according to a subject’s preference or-

dering facing a price list. When the response differs from the genuine valuation, we refer to this

discrepancy as a mistake. In mirror tasks, genuine valuations are known, which, in turn, makes the

mistakes observable. In lottery tasks, however, genuine valuations are unknown and heterogeneous

across individuals, and the mistakes are not directly observable. The stochastic structure captures

the relationship between genuine valuations and the distribution of responses – formally, it is the

distribution of responses conditional on genuine valuation.
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Our approach proceeds in two steps to recover a measure of risk preferences referred to as

risk-induced valuations (RIV). All analysis in this paper works with aggregate distributions pooled

across subjects. In Step 1, we estimate the stochastic structure in mirror tasks. In Step 2, we use this

estimated structure to correct the lottery responses and construct the RIV. The RIV represents the

distribution of responses that are attributable to risk – capturing both genuine valuations and any

risk-specific mistakes absent in mirrors. Importantly, RIV is a distributional measure rather than

an individual-level preference: we correct for mistakes in the aggregate distributions of responses

while recognizing that the responses contain inherent stochasticity from preference-based sources,

including within-individual fluctuations and between-individual heterogeneity in preferences. We

do not attempt to recover a single preference or utility model that applies to the whole population.

Step 1 estimates the stochastic structure in mirror tasks. Because we ultimately need to apply

this structure to lottery valuations in Step 2, we need more than just the distributions of responses

for the in-sample mirrors that we elicit valuation for. Instead, we need to fully characterize the re-

lationship between any out-of-sample mirror’s genuine valuation and its distribution of responses.

This allows us to predict the distribution of responses for genuine valuations we do not directly

observe. This is necessary because we only elicit valuations for a limited set of mirrors that do not

span the full range of genuine valuations that arise when subjects evaluate lotteries. We refer to

this as the domain expansion problem.

We approach the domain expansion problem by observing that the vast majority of mistakes

made by subjects when valuing mirrors belong to either of the two types: difference-dependent

mistakes or unconditional mistakes. Difference-dependent mistakes refer to the mistake where

subjects submit valuations that are close to, but not equal to, the genuine valuation, with their

probabilities depending only on the difference between the response and the genuine valuation.

On the other hand, unconditional mistakes refer to the mistake where subjects submit responses

that follow a distribution that is invariant with the mirror. With this observation, we then build a

mixture model assuming that the stochastic structure in mirror tasks is a weighted average of three

component distributions: the genuine valuation, difference-dependent mistakes, and unconditional
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mistakes. Estimating the three component distributions and their respective weights in this mix-

ture model allows us to expand the stochastic structure from in-sample mirrors to out-of-sample

mirrors, and thus solving the domain expansion problem. Moreover, the estimated mixture model

provides a characterization of the stochastic structure in mirror tasks as a by-product. The uncon-

ditional mistakes mainly take the form of submitting the highest or lowest feasible responses, as

well as the responses right in the middle of the price list. On the other hand, the difference depen-

dent mistakes exhibit systematic downward bias for prize X = 25 and is symmetrically distributed

around the genuine valuation for prize X = 100.

Having estimated the stochastic structure in mirror tasks, Step 2 applies the estimated stochas-

tic structure from mirror tasks to correct lottery responses and construct RIV. For the RIV to be a

good measure of risk preferences, the key condition is that the stochastic structure in lottery tasks

is similar to that in mirror tasks. This condition is inherently unverifiable due to the unobserv-

ability of risk preferences, but we offer several arguments in support of our approach. First, any

method for recovering risk preferences from observed choices requires assumptions about stochas-

tic structure. The standard approach assumes parametric forms such as uniform mistake, normal

mistake, or random utility models with parametric assumptions over the noises. However, we

show that these standard assumptions miss important features of the stochastic structure in mirror

tasks, which casts doubt on whether they would accurately capture the stochastic structure in lot-

tery tasks either. In contrast, our approach grounds the assumption in mirror data, where we can

verify that the estimated structure accurately describes observed behavior in at least one closely

related decision environment. Second, both empirical evidence and theoretical considerations sug-

gest mistakes transfer across decision contexts. Our own data reveal parallels between mirror and

lottery responses. In particular, both exhibit stable masses at extreme and mid-range responses

regardless of the lottery or mirror characteristics, which is a pattern commonly attributed to mis-

takes. Moreover, theories explaining common behavioral anomalies under risk – such as cognitive

imprecision (Khaw, Li and Woodford, 2021) and salience (Bordalo, Gennaioli and Shleifer, 2012)

– are based on psychological mechanisms that are not specific to risky choices. These theoretical
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foundations suggest that similar mistake patterns should appear in both risky and risk-free settings.

However, the condition that stochastic structures are similar across contexts may not hold per-

fectly. Martínez-Marquina, Niederle and Vespa (2019) find that while most mistakes in risky

settings already appear in risk-free settings, people make more mistakes when facing risky choices

– suggesting that mirrors capture a lower bound of mistakes in lotteries. This has implications

for interpreting our results. By correcting for the mistakes that are already present in the risk-free

mirror tasks, the RIV we recover represents the distribution of valuations in the population that are

attributable to risk, which captures both genuine risk preferences and any additional risk-specific

mistakes. While we cannot further decompose RIV into its preference and risk-specific mistake

components without additional assumptions, correcting for the mistakes we directly observe in

mirrors – which plausibly persist in lottery tasks – is more disciplined than imposing parametric

assumptions about the stochastic structure with limited empirical foundations.

Our findings reveal several important patterns in the recovered RIV. Compared with raw re-

sponses, the RIV distributions are substantially more concentrated around the expected values

of the lotteries. When the RIV deviates from expected values, it predominantly exhibits risk-

aversion, with risk-lovingness being less common. Even for lotteries involving small probabilities

of gains (p = 0.1), the RIV shows roughly equal proportions of risk-averse and risk-loving val-

uations. This contrasts sharply with both the raw responses in our data and the classic fourfold

pattern documented by Tversky and Kahneman (1992), where the majority of responses exhibit

risk-lovingness for low-probability gains. Finally, the RIV are less heterogeneous than the raw

responses, suggesting that heterogeneity in responses (Bruhin, Fehr-Duda and Epper, 2010) partly

reflects heterogeneity in mistakes rather than solely heterogeneity in genuine risk preferences.

These patterns have several implications. First, since the expected utility theory (EUT) predicts

approximate risk-neutrality under small stakes (Rabin, 2000), the RIV are more aligned with the

EUT predictions than raw responses. The RIV also exhibit near risk-neutrality under the smaller

prize of $25 and weak risk-aversion under the larger prize of $100, consistent with EUT under

concave utility functions. Together, these patterns suggest that previous literature has overesti-
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mated the degree of deviation of risk preferences from EUT. Second, our evidence suggests that

past estimates of prospect theoretic parameters – particularly the strong overweighting of small

probabilities – should not be interpreted as solely reflecting genuine preferences, but at least partly

reflect mistakes in responding to preference elicitation tasks.

To assess the robustness and generalizability of our findings, we apply the same two-step pro-

cedure to two additional data sets: Oprea (2024b) and Zhang (2025a). Both data sets collect

valuations of lotteries and mirrors from the same subjects, allowing seamless applications of our

approach. The key findings in this paper are robust to using alternative data sets. First, the mixture

model with difference-dependent and unconditional mistakes provides an excellent fit to mirror re-

sponses in both datasets, demonstrating that these two mistake types are robust features of behavior

in mirror valuation tasks across different experimental implementations. Second, the RIV recov-

ered from both datasets exhibit patterns similar to our main results: compared to raw responses,

the RIV are more concentrated around expected values.

Moreover, we conduct a validation test using Zhang’s (2025a) data, which includes the same

subjects valuing the same set of lotteries and mirrors twice under two different treatments – one

with and one without a calculator to aid calculations. The raw responses differ significantly across

treatments, as the calculator reduces calculation costs and thus reduces certain types of mistakes.

However, the recovered RIV are statistically indistinguishable across treatments. This is precisely

what we would expect if the RIV successfully isolate genuine risk preferences: since the same

subjects face the same lotteries under both treatments, their genuine preferences should remain

unchanged, and only the stochastic structure (mistakes) should differ. The fact that our procedure

recovers similar RIV across treatments – despite different raw responses – provides support that

the RIV capture stable preferences while successfully filtering out treatment-specific mistakes.

Topically, this study contributes to the literature studying the stochasticity of choices under

risk (Hey and Orme, 1994, Hey, 1995, 2005, Loomes and Sugden, 1998, Buschena and Zilberman,

2000, Carbone and Hey, 2000, Khaw, Li and Woodford, 2021). Relatedly, there is also a literature

studying the roles of non-preference factors in choices under risk (Woodford, 2012, Martínez-
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Marquina, Niederle and Vespa, 2019, Frydman and Jin, 2021, Nielsen and Rehbeck, 2022, Enke

and Graeber, 2023, Enke and Shubatt, 2023, Oprea, 2024b, McGranaghan et al., 2024, Zhang,

2025a). Non-preference factors in choices under risk are also found in field settings, especially in

the context of insurance choices (e.g., Barseghyan et al., 2013, Handel et al., 2024). This study

contributes to these threads of literature by characterizing the stochastic structure of mistakes for

the mirror tasks through the mixture model, and utilize the stochastic structure in mirror tasks to

correct for the mistakes in lottery tasks, which yields a better measure of genuine risk preferences

than the raw responses of lotteries.

Speaking of experimental methodology, this paper follows the leads of Cason and Plott (2014),

Martínez-Marquina, Niederle and Vespa (2019), Enke and Shubatt (2023), and Oprea (2024b).

This literature develops the experimental technique of asking subjects to value auxiliary objects of

known valuations (e.g., mirrors) that are closely related to the objects of interest (e.g., lotteries),

which typically have unknown valuations. One focus of this literature has been identifying the

structure of mistakes when valuing the auxiliary objects, and utilizing the identified stochastic

structure to shed light on the structure of mistakes when valuing the objects of interest. This paper

advances on this literature in two aspects. First, by adopting a mixture modeling approach, we

provide a characterization of the stochastic structure when valuing the auxiliary objects. Second,

this paper provides a formal way to correct for the identified mistakes when valuing the objects of

interest.

In terms of statistical modeling, this paper is related to the literature in psychology that uses

mixture modeling to estimate and correct for unconditional mistakes2 (Wichmann and Hill, 2001a,b,

Treutwein and Strasburger, 1999, Prins, 2012, Clark and Merfeld, 2021). This literature typically

applies mixture modeling to binary choice data. The current paper expands the mixture mod-

eling to multinomial choices and even a continuum of possible options (see our application of

the mixture modeling to the data set of Zhang, 2025a, in Section 2.6). In economics, mixture

modeling has been employed to study risk preference in Bruhin, Fehr-Duda and Epper (2010)

2The terminology used in the psychology literature for what we refer to as unconditional mistakes is lapses.
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and Conte, Hey and Moffatt (2011), and a related hierarchical Bayesian modeling approach is

employed in Balcombe and Fraser (2025). While studies in this literature employ these model-

ing approaches mainly to uncover the heterogeneity of lottery valuations at within-individual or

between-individual levels, we rely on mixture modeling to characterize and correct for the mis-

takes made by subjects.

The rest of this paper is organized as follows. Section 2.2 describes the experimental design.

Section 2.3 outlines our conceptual framework. Section 2.4 describes our Step 1 of estimating the

stochastic structure in mirror tasks. Section 2.5 illustrates our Step 2 of recovering risk-induced

valuations. Section 2.6 applies the two-step procedure developed in this paper to the data sets of

Oprea (2024b) and Zhang (2025a). Finally, Section 2.7 discusses the implications of our findings

and concludes.

2.2 Experimental Design

We elicit subjects’ valuations for a set of binary lotteries ($X, p%; $0). Each subject faces

five different p in the experiment: p ∈ {10, 25, 50, 75, 90}, and is randomized into one of the two

prizes $25 and $100. The prize stays the same for a fixed subject throughout the experiment. In

the experiment, each lottery is presented as 100 boxes, each containing some amount of money.

The subjects are told that the realized payout of a lottery will be determined by the amount in a

randomly drawn box.

In the same experimental session, subjects are also asked to value the deterministic mirrors of

each of the five lotteries (Oprea, 2024b). For a lottery, its deterministic mirror is presented visually

as the same set of 100 boxes. However, the subjects are told that given a set of boxes, the mirror

pays out the average amount of money contained in these 100 boxes with certainty. In other words,

a mirror pays out the expected values of its corresponding lottery with certainty.

All valuations are elicited through price lists (Holt and Laury, 2002). An example price list is

provided in Table 2.1. In each row of a price list, the subjects have to indicate whether they would

like to choose a lottery/mirror, which is fixed in a price list, or a sure payment, which varies from
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the top to the bottom of the price list. The chosen option in each row is marked with green shade,

as we do in the actual experimental interface. Each price list has 26 rows with equal increments –

under prize $25, subjects choose between a lottery/mirror and 26 sure payments ranging from $0

to $25, with increments of $1; under prize $100, subjects choose between a lottery/mirror and 26

sure payments ranging from $0 to $100, with increments of $4.

Decision Option A Option B

1 Being paid according to the boxes $0.00 for sure
2 Being paid according to the boxes $1.00 for sure
3 Being paid according to the boxes $2.00 for sure
4 Being paid according to the boxes $3.00 for sure
5 Being paid according to the boxes $4.00 for sure
...

...
...

25 Being paid according to the boxes $24.00 for sure
26 Being paid according to the boxes $25.00 for sure

Table 2.1: An example price list

We enforce single switching in the price lists. That is to say, if a subject chooses a sure payment

$x over the lottery/mirror, they have to also choose $x′ over the lottery/mirror for all x′ > x. Due

to enforced single switching, for each price list, there is a highest sure payment $x∗ that the subject

chooses the lottery/mirror over $x∗, but chooses $x′ over the lottery/mirror for every x′ > x∗.3

We refer to this highest x∗ as the response. For example, in Table 2.1, the response is $2. The

response differs slightly from the certainty equivalent, since the latter is the sure payment that

makes a subject indifferent between the lottery and the sure payment. In our design with discrete

payment increments, the certainty equivalent lies between the response and the next higher sure

payment.

The experiment is split into two blocks – one containing all lottery tasks and the other contain-

ing all mirror tasks. The order of blocks is randomized at the subject level. The subjects are not

informed about the second block while completing the first block, but receives instructions about

3Two special cases are: (1) the subject always chooses the sure payment; and (2) the subject always chooses the
lottery/mirror. In the former case, the switching point is coded as $0, while in the latter, the switching point is coded
as the prize.

53



the new block before starting the second block. Before each block, the subjects are first explained

the payment rule (lottery or mirror) in the coming block. Then, the subjects are shown three ex-

amples. In each example, we present them with a set of 100 boxes, and generated 10 simulated

payouts from the set of boxes according to the payment rule that is currently in effect. Finally, the

subjects are asked to answer the five comprehension questions from Wu (2025) that tests their un-

derstanding of the payment rule in effect. If a subject fails two or more comprehension questions in

any of the two blocks, they will be screened out of the experiment. The subjects only start a block

after passing the comprehension check. The instructions over the price lists follow McGranaghan

et al. (2024). The complete experimental instructions are provided in the Appendix.

The experiment was conducted on Prolific in May 2025. Each subject received $3 payment

upon completion. We incentivize the responses by the following mechanism: At the end of the

experiment, with a probability 1/X , where X is the subject-specific prize, a row in a price list

is randomly selected, and the subject’s choice in that row determines their payment. The median

subject spent 22 minutes to complete, and the average total payment is $3.51. In total, 292 subjects

finished the experiment, of which 149 have prize X = 25, and 143 have prize X = 100. In

addition, 214 subjects failed the comprehension check in either of the blocks and were screened

out.4 Our data only includes the subjects who finished the experiment.

2.3 Conceptual Framework

This section outlines our two-step approach for recovering the distribution of genuine lottery

valuations from observed responses. We apply this two-step procedure separately for each prize

level X ∈ {25, 100}, allowing the stochastic structure to differ across prizes. We begin by intro-

ducing key terminology and notation, then describe the fundamental identification problem that

necessitates our approach, and finally explain how we solve this problem using data from mirror

tasks.

Consider a subject facing a lottery l ∈ L who submits a response r(l) ∈ R via a multiple price
4If a subject passed the comprehension check of the first block but failed the second, we paid them $1.5 to com-

pensate for their time.
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list, where R denotes the finite set of feasible responses (switching points). Each subject has a

risk preference—an ordering over all feasible responses in R conditional on lottery l. We denote

by v(l) ∈ R the response that ranks the highest according to this preference ordering, which we

call the genuine valuation. The genuine valuation represents what the subject would choose in

the absence of any mistakes. Risk preferences may vary across the subject population, giving rise

to a probability mass function ql(v) over genuine valuations for each lottery l. Throughout this

paper, we work with aggregate distributions pooled across all subjects, analyzing behavior at the

population level rather than the individual level. To simplify notation, we drop the dependence of

r and v on l when context makes it clear.

Subjects may fail to submit responses that coincide with their genuine valuations due to factors

such as inattention, misunderstanding of price lists, calculation errors, reliance on simplifying

heuristics, or perceptual noise. When a response differs from the genuine valuation, we refer to

this discrepancy as a mistake. Conditional on genuine valuation v, the response r has a probability

mass function g(r|v), which we call the stochastic structure. The stochastic structure captures the

probabilistic relationship between what subjects genuinely prefer and what they actually choose.

By the law of total probability, the marginal distribution of responses for lottery l, denoted

f l(r), satisfies

f l(r) =
∑
v

g(r|v)ql(v). (2.1)

One interested in recovering the distribution of genuine valuations ql(v) can collect lottery valu-

ation data revealing the distribution of responses f l(r). However, Equation (2.1) reveals a funda-

mental identification problem: g(r|v) and ql(v) are only jointly identified. Without assumptions

about the stochastic structure g(r|v), the distribution of genuine valuations ql(v) cannot be recov-

ered from observed responses alone.

One might be tempted to assume parametric forms for the stochastic structure. For instance,

the Normal Mistake model assumes

g(r|v) ∝ exp

(
−(r − v)2

σ2

)
, for some σ > 0, (2.2)
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while the Uniform Mistake model assumes

g(r|v) = (1− ϵ)1[r = v] + ϵ
1

|R|
, for some ϵ ∈ [0, 1]. (2.3)

With such parametric assumptions, one can jointly estimate ql(v) and the parameters of g(r|v)

(e.g., σ or ϵ). This approach may provide adequate predictive fit. However, if the functional form

assumptions are incorrect, the recovered ql(v) will be biased. For example, experimental evidence

shows that subjects using multiple price lists tend to bias their responses toward the middle of

the list (Andersen et al., 2006, Beauchamp et al., 2020). If one incorrectly assumes Normal or

Uniform Mistake structures that ignore this bias, the recovered distribution ql(v) will inherit this

bias, leading to erroneous conclusions about genuine risk preferences.

Deterministic mirrors provide a solution to this identification problem. For a mirror m ∈ M ,

the genuine valuation v(m) ∈ R is known because the mirror pays a deterministic amount with

certainty. By collecting subjects’ valuations for both lotteries L and mirrors M , we can employ a

two-step procedure to recover the distribution of genuine lottery valuations.

Step 1: Estimate the stochastic structure in mirror tasks. Since we know v(m) for each

mirror m, we can estimate the stochastic structure in mirror tasks, gM(r|v), from mirror valuation

data. We need the estimated stochastic structure to apply not just to the specific mirrors we elicit

valuations for, but to the full range of genuine valuations that may arise when subjects evaluate

lotteries. To achieve this, we exploit empirical regularities in the mistakes committed by subjects

and build a statistical model that characterizes the complete stochastic structure gM(r|v) for all

possible genuine valuations v ∈ R. We defer the details of this estimation approach to Section 2.4.

Step 2: Apply the estimated structure to recover genuine lottery valuations. Having es-

timated the stochastic structure from mirror data, denoted ĝM(r|v), we use it to correct lottery

responses. Specifically, we use the estimated stochastic structure in mirror tasks ĝM(r|v) to ap-

proximate the theoretical stochastic structure g(a|v) in lottery tasks. Making this approximation in

56



Equation (2.1) yields

f l(r) =
∑
v

ĝM(r|v)q̃l(v). (2.4)

Since both f l(r) (from lottery data) and gM(r|v) (from Step 1) are known, we can recover a

distribution q̃l(v), referred to as the distribution of risk-induced valuations (RIV). The RIV q̃l(v)

represents our estimate of the true distribution of genuine valuations ql(v). If the approximation in

Equation (4) holds exactly, the RIV successfully recovers ql(v). However, to the extent that lottery

tasks involve additional mistakes beyond those present in mirror tasks, the RIV may differ from

the true ql(v). The validity of this approximation and the interpretation of the RIV is provided in

Section 2.5.4.

Before we get into more details, it is worthwhile for us to summarize our use of terminologies

in Table 2.2.

Terminology Notation Meaning in this paper

Response r The raw valuations reported by subjects in the

experiment.

Risk-induced valuation (RIV) q̃l The distribution recovered through Equa-

tion (2.4). Not identified at the individual task-

level, but identified as a distribution over R for

each lottery l.

Genuine valuation v, with dis-

tribution ql

The response that would optimize the underly-

ing welfare-relevant preference ordering. Not

directly observed.

Table 2.2: Conceptual distinction between responses, risk-induced valuations, and genuine valua-
tions
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2.4 The Stochastic Structure in Mirror Tasks

This section estimates the stochastic structure gM(r|v) in mirror tasks. Because mirrors have

known genuine valuations, we can directly observe and measure mistakes – the foundation of our

Step 1 approach.

2.4.1 Distributions of Responses

Figure 2.1 shows the distributions of responses for each deterministic mirror. The genuine

valuation is indicated by the red vertical line. We highlight several consistent features of these

distributions.

Obs 1 The peak of the distribution is always the genuine valuation. The probability mass at the

genuine valuation is remarkably stable across p for the same prize, at around 0.3 under prize

$25 and around 0.5 under prize $100.

Obs 2 Fixing a prize, the probability masses of responses adjacent to the peak are stable across

p. For example, when the prize is $25, the responses immediately before the peak have

probability masses around 0.15.

Obs 3 Regardless of p, there are non-negligible probability masses at the extreme responses (e.g.,

$0, $24, $25 under prize $25), and at certain mid-range responses (e.g., $9 and $10 under

prize $25). The probability masses at these responses are stable.5

5This observation is stronger under prize $25, but is still visible under prize $100.
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Figure 2.1: Distributions of responses in mirrors tasks

These observations suggest that the responses in mirror tasks mainly fall into three types, one

rational choice and two types of mistakes. First, some subjects perfectly understand the task and

choose the genuine valuation (Obs 1). Second, instead of choosing the genuine valuation, some

subjects commit difference-dependent mistakes by choosing a response close to the rational one

(Obs 2). Such mistakes likely arise from subjects who generally understand the concept of mirrors

and respond systematically to the probability parameter p of the corresponding lottery, but who

occasionally miscalculate the mirror’s payout or misreport their choice in the price lists. Finally,

some subjects commit unconditional mistakes by completely ignoring changes in p (Obs 3). This

type of mistake potentially reflect subjects who are inattentive throughout the experiment, or who

employ some decision-making heuristic that disregards information about p. Moreover, the relative

frequencies of these three types of responses are stable across mirror tasks, as indicated by the

stability of the probability masses documented in Observations 1–3.

Crucially, the stochastic structure we observe in mirror tasks are inconsistent with commonly

employed assumptions about the stochastic structures in valuation tasks. For example, Bruhin,

Fehr-Duda and Epper (2010) assume that the stochastic structure adds a zero-mean normal noise

to the genuine valuation, which would imply the distribution of response to be normally distributed

and symmetric around the genuine valuation. In the meantime, Barseghyan et al. (2013) assume,

following McFadden (1974), that the noise is a Type-I extreme value distribution added to the
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utility. This assumption would lead to a single-peaked probability mass function of responses, with

the peak at the genuine valuation. Both assumptions are inconsistent with the actual stochastic

structure in Figure 2.1. As a result, had we not known the genuine valuations in mirrors and

need to estimate them from the responses, adopting these assumptions would lead to inaccurate

conclusions about the genuine valuations.

2.4.2 Mixture Modeling of Responses

The three types of responses identified above, together with the stability of their relative fre-

quencies, naturally motivate a statistical model that represents the distribution of responses as a

probability mixture of three component distributions, each corresponding to one type of responses.

This framework is commonly referred to as a mixture model in statistics. Now, we introduce some

notations. Each observation in our mirror valuation data set DM = {(m, rm)} consists of a re-

sponse rm ∈ R when facing a mirror m ∈ M . For each mirror m, the genuine valuation is known

and denoted v(m). The set of in-sample genuine valuation is VM = {v(m) : m ∈ M} ⊆ A, while

the set of out-of-sample genuine valuations is V c
M = A − VM . To make the definitions concrete,

under prize $25, the set of possible responses is A = {0, 1, 2, . . . , 25}, and the set of in-sample

genuine valuations is VM = {2, 6, 12, 18, 22}. Under prize $100, the set of possible responses is

A = {0, 4, 8, . . . , 100}, and the set of in-sample genuine valuations is VM = {8, 24, 48, 72, 88}.6

Before describing the model in detail, let us first explain why we need to estimate a statistical

model describing gM(r|v). Our immediate goal is to estimate the function gM(r|v). For in-sample

genuine valuations (v ∈ VM ), the conditional probabilities {gM(r|v) : a ∈ R, v ∈ VM} can

be estimated nonparametrically by the empirical frequencies of r conditional on v, as illustrated in

Figure 2.1. However, for out-of-sample genuine valuations (v ∈ V c
M ), without further assumptions,

we do not know the conditional probabilities {gM(r|v) : a ∈ R, v ∈ V c
M}. There are two possible

strategies to expand the domain of gM(r|v) from in-sample to out-of-sample. First, we could

6For example, for the mirror of the lottery (10%, $100; 0), which involves a sure payout of $10, the subject should
choose a response of $8, since the subject prefers the mirror to $8, but prefers $12 (the sure payment in the next row)
to the mirror. For the other mirrors, their corresponding v(m) are computed accordingly.
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expand the set of mirrors that we elicit valuation for, so that VM = A. However, this approach

would substantially increase the number of observations required, since there will be |R|2 possible

combinations of r and v, compared with 5× |R| in the current data. Alternatively, we can exploit

the empirical regularities documented in Observations 1–3 by specifying a statistical model that

incorporates the three observed types of responses, and use the statistical model to predict gM(r|v)

for out-of-sample v. The mixture model serves exactly this purpose, and we will later show that it

indeed achieves strong out-of-sample predictive power.

Formally, the mixture model is specified in Model 1 as a mixture of three component distribu-

tions:

1. A degenerate rational distribution 1[r = v], which assigns probability one on the genuine

valuation v;

2. A difference-dependent mistake distribution hdd(r − v), which allocates probability based

on the difference r − v, restricted to a window of radius K;

3. A unconditional mistake distribution huc(r), which allocates probability mass independent

of v.
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Model 1 (Mixture Model for Mirror Responses).

gM(r|v; Ψ) = wrational1[r = v] + wddhdd(r − v) + wuchuc(r) (2.5)

s.t wrational + wdd + wuc = 1

hdd(x) =


πx if 1 ≤ |x| ≤ K

0 otherwise
(2.6)

s.t
∑

x∈{−K,...,−1,1,...,K}

πx = 1

huc(r) = λr (2.7)

s.t
∑
r∈R

λr = 1

The complete set of parameters in this model is

Ψ = {wrational, wdd, wuc, {πx}x∈{−K,...,−1,1,...,K}, {λr}r∈R}.

We impose no restrictions on the functional forms of the unconditional distribution huc(a). For

the difference-dependent mistake distribution hdd(a− v), the only restriction is that hdd(a− v) can

only place probability to r that is within a window of radius K around v. Otherwise, the functional

form is fully flexible. In our data, it is feasible to estimate such a flexible model because the set

of possible responses R is finite. Crucially, since the mixture model is set up and estimated under

flexible functional forms, we avoid any bias from misspecified functional forms in the process of

domain expansion.

The difference-dependent mistake distribution hdd(a − v) are parameterized by probabilities

{πx}x∈{−K,...,−1,1,...,K} that sum to one. The unconditional distribution huc(a) is parameterized by

probabilities {λa}a∈R, also summing to one. In the model, the window size of the difference-

dependent mistake distribution, K, is a “hyperparameter,” which is not estimated, but chosen by

the econometrician. In our main specification, we choose K = 2 under prize $25, and accordingly
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choose K = 8 under prize $100.7 Other choices of K yield similar results.

The log likelihood function of this model is given by

LM(Ψ;DM) =
∑

(m,rm)∈DM

log gM(rm|v(m); Ψ). (2.8)

We estimate the parameters Ψ by maximum likelihood estimation

Ψ̂ = argmax
Ψ

LM(Ψ;DM),

through the expectation-maximization algorithm (Dempster, Laird and Rubin, 1977), which is a

standard method of estimating mixture models.

2.4.3 The Estimated Mixture Model

Figure 2.2 presents the estimated distributions of the two mistake components, hdd and huc,

under prize $25. The difference-dependent mistakes occur primarily when subjects choose the

response immediately below the genuine valuation, while other deviations are relatively rare. The

unconditional mistakes disproportionately places weights on the highest response (25), as well as

on mid-range responses (9 and 10) and the lowest response (0). In terms of estimated mixture

weights, unconditional mistakes account for wuc = 0.538, which is more than twice the weight of

the difference-dependent mistakes (wdd = 0.203). Both types of mistakes are important, however,

with magnitudes comparable to the rational component (wr = 0.259).

7We choose K = 2 under prize $25 for two reasons. First, for the mirror of lottery ($25, 10%; $0) (v(m) = 2), if
K is greater than 2, the difference-dependent distribution will place positive probability on v(m)−K, which is smaller
than 0 and is not a possible response. This raises technical difficulty. Second, K = 2 seems to be a good approximation
based on visual inspection – outside this window, the difference-dependent mistakes seem to be negligible. The reason
why K = 8 under prize $100 is similar.
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Figure 2.2: The distributions ddd and huc under prize $25

Note: hdd’s domain is {−2,−1, 1, 2} due to our choice of W = 2

Figure 2.3 reports the corresponding estimates under prize $100. Difference-dependent mis-

takes are concentrated on responses just below or just above the genuine valuation, but not further

away. Unconditional mistakes are most prominent at the mid-range points (e.g., 36, 48, 56), the

low responses (e.g., 8, 16), and the two highest responses (96 and 100). The estimated mixture

weights again indicate that unconditional mistakes are substantially more frequent than difference-

dependent mistakes (wuc = 0.396 vs. wdd = 0.108).

-8 -4 0 4 8
a - v (difference)

0.00

0.05

0.10

0.15

0.20

0.25

0.30

0.35

0.40

Pr
ob

ab
ilit

y 
M

as
s F

un
ct

io
n

Difference-Dependent Mistake Distribution hdd (gap at 0)

0 20 40 60 80 100
a (switching point)

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

Unconditional Mistake Distribution huc

Figure 2.3: The distributions ddd and huc under prize $100

Note: hdd’s domain is {−8,−4, 4, 8} due to our choice of W = 8

To assess overall fit, Figure 2.4 juxtaposes the empirical distributions of responses with the

distributions simulated from the estimated mixture model. The simulated distributions reproduce
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the key empirical features documented in Observations 1–3, delivering a great in-sample fit. Im-

portantly, the good fit does not arise simply from flexibility of the functional forms of hdd and

huc. Despite the flexibility, the mixture model imposes strong restrictions on the distributions of

the responses by requiring the distributions to be fixed-weight mixtures of the three types of re-

sponses. In Section 2.4.4, we will further show that the mixture model has not just great in-sample

fit, but strong out-of-sample predictive power, which is not achievable through functional form

flexibility alone. Therefore, the close alignment between simulated and empirical distributions

therefore provides strong evidence in favor of the three-type interpretation of the mirror response

distributions.
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Figure 2.4: Simulated distribution of mirror responses against the empirical distribution

2.4.4 Out-of-Sample Predictive Power

The mixture model provides a great fit of the function gM(r|v) in-sample over {gM(r|v) : a ∈

R, v ∈ VM}. However, how well does it predict the function out-of-sample over {gM(r|v) : a ∈

R, v ∈ V c
M}? Borrowing techniques from machine learning, we now assess the out-of-sample

predictive power of the mixture model, and compare its predictive power with several benchmark

specifications of the stochastic structure.

The in-sample fit of the mixture model is not suitable for assessing its out-of-sample predictive
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power, since the model is estimated using exactly the same data set that the model is assessed on

(see, e.g., Hastie, Tibshirani and Friedman, 2009, Section 7.4). Instead, to assess the out-of-sample

predictive power, we need to use a different data set than the one on which the model parameters are

estimated. To this end, we employ the algorithm of leave-one-m-out cross-validation. This algo-

rithm works by first excluding all observations involving a fixed mirror m from DM and generating

a sub-data set Destimation
−m . Next, the procedure estimates the parameters of the mixture model using

the new data set Destimation
−m and generate parameter estimates Ψ̂−m. Then, the procedure evalu-

ates the parameter estimates Ψ̂−m using the sub-data set Dvalidation
m that includes all observations

involving the mirror m. The metric for our assessment is the log likelihood L(Ψ̂−m;D
validation
m ).

Therefore, the data set that the model is evaluated on, Dvalidation
m , is entirely different from the data

set on which the model is estimated, Destimation
−m . Finally, the algorithm repeats the process above

for all m ∈ M , and use the average log likelihood

L̄ :=
1

|M |
∑
m∈M

L(Ψ̂−m;D
validation
m ) (2.9)

as the measure of the out-of-sample predictive power. Similar cross-validation procedures are

widely adopted in machine learning in evaluating the out-of-sample performance of predictive

models (Hastie, Tibshirani and Friedman, 2009, Section 7.10), and have been increasingly adopted

in economics (see, e.g., Kleinberg et al., 2018, Fudenberg et al., 2022, Mullainathan and Ober-

meyer, 2022).

The predictive power L̄ is a relative measure that only becomes meaningful when compared

between different models. To this end, we also construct the same measure, L̄, for a few benchmark

specifications of the stochastic structure gM(a|v) for comparison. For each of these benchmark

specifications, we first estimate its parameters, if any, and then compute the predictive power L̄

through the same leave-one-m-out cross validation explained above. The benchmark specifications

include the following.

• Uniform Choice Lower Bound assumes uniform choice of responses conditional on any v:
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gM(r|v) = 1
|R| . This “guess the choice at random” model can be viewed as a “lower bound”

of L̄ since any reasonable prediction should not be worse than uniform choice.

• Omniscient Upper Bound uses the empirical distribution of r conditional on v observed in

the data to “predict” itself:

gM(r|v) = gM,empirical(r|v) :=
∑

(m,rm)∈DM
1[rm = r, v(m) = v]∑

(m,rm)∈DM
1[v(m) = v]

,

the predictive power L̄ achieves the theoretical upper bound for the data set DM . This bound

is unattainable in practice but provides a natural upper scale for L̂.

• Uniform Mistake assumes that with probability 1− ϵ, the subjects choose the genuine valu-

ation, and with the remaining probability ϵ, they make a mistake by choosing responses uni-

formly in R. The formal definition is in Equation (2.3). The set of parameters in this stochas-

tic structure is {ϵ}. This stochastic structure is a generalization of Harless and Camerer

(1994).

• Normal Mistake assumes that the mistakes are normally distributed and simply add white

noise to the genuine valuation, as in Equation (2.2). The variance of the mistake is assumed

to be heterogeneous across individual subjects. The set of parameters is {σi for each subject i}.

The stochastic structure is a generalization of Hey and Orme (1994) that is adopted by

Bruhin, Fehr-Duda and Epper (2010).8

We also include two restricted versions of Model 1 in the comparison. These models are described

in terms of restrictions we impose on the parameters Ψ, but otherwise they are identical to Model 1.

• Uniform Unconditional Mistake restricts the unconditional mistake in Model 1 to be a
8When implementing the normal stochastic structure, we impose a restriction that σi > σ for all i, where σ is a

lower bound. The rationale can be explained by an example. Suppose that a subject i chooses ri,m ̸= v(m) for m, but
ri,m′ = vm′ for all other m′ ̸= m. Without the lower bound on σi, the σi,−m estimated using Destimation

−m will be 0.
However, with σi,−m = 0, the likelihood of the observation (m, rim) is zero and the log likelihood is negative infinity.
Therefore, by imposing a lower bound for σi, we avoid this scenario and get better predictive power. The lower bound
σ is chosen by maximizing the predictive power L̄.
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uniform distribution over all r ∈ R: λr = 1
|R| for all r ∈ R. This differs from the Uniform

Mistake above by allowing for difference-dependent mistakes.

• Unconditional Mistake Only restricts Model 1 by not allowing for difference-dependent

mistakes: wdd = 0.

Prize $25 Prize $100
Baseline Mixture Model 1 0.664 0.891
Uniform Choice Lower Bound 0 0
Omniscient Upper Bound 1 1
Uniform Mistake 0.463 0.832
Normal Mistake 0.289 0.388
Uniform Unconditional Mistake 0.639 0.867
Unconditional Mistake Only 0.337 0.494

Table 2.3: The normalized predictive power for each specification of stochastic structure

Table 2.3 shows the predictive power of each specification of stochastic structure. To make

the table easier to read, the predictive power is normalized by a linear transformation so that the

Omniscient Upper Bound has predictive power of 1, and Uniform Choice Lower Bound has pre-

dictive power of 0.9 Three main takeaways arise from Table 2.3. First, the mixture model has

better predictive power than the stochastic structures of Uniform Mistake and Normal Mistake

commonly assumed in the literature. Second, comparing the mixture model with its two restricted

versions, the mixture model has better predictive power than the Uniform Unconditional Mistake

specification, and much better than the Unconditional Mistake Only specification. These findings

show that both the existence of the difference-dependent mistakes and the flexible functional form

of the unconditional mistakes are important in describing the stochastic structure.10 Third and per-
9The notion of normalized predictive power is related to the notion of completeness in Fudenberg et al. (2022).

However, the key distinction is that the object that we try to predict a distribution of values, while most applications
of Fudenberg et al. (2022) pertains to providing a point prediction. The fact that we predict distributions makes it
very hard for us to define and estimate the “irreducible noise” as defined in Fudenberg et al. (2022), which is a key
component in measuring completeness. In the meantime, the normalized predictive power can be seen as a lower bound
of completeness, because any definition of irreducible noise will lead to a completeness higher than the normalized
predictive power.

10A “Difference-Dependent Mistake Only” specification is not possible, since the combination of the rational dis-
tribution and the difference-dependent mistake only allows the support of r to be {v − K, . . . , v + K}. However,
the empirical support of r will be outside this window, and without a component distribution that allows for positive
probability at all r ∈ R, the log likelihood will approach negative infinity.
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haps most importantly, the predictive power of the mixture model is not too far away from that

of the Omniscient Upper Bound, especially under prize $100. Thus, the mixture model cannot be

improved much by adopting a different specification of the stochastic structure.

2.4.5 Discussion

By estimating Model 1, we obtain an accurate description of the stochastic structure gM(r|v) in

mirror tasks, for both in-sample and out-of-sample. We measure how good the model describes the

stochastic structure mainly through the metric of out-of-sample predictive power, not Akaike infor-

mation criterion (AIC), or Bayesian information criterion (BIC). Although, generally speaking, all

of these are measures of how good the model describes the stochastic structure, the out-of-sample

predictive power has a few advantages. First, one of our primary goals for a model of stochastic

structure is that we want to predict out-of-sample values of gM(r|v) using its in-sample values,

which is a prediction task that is naturally assessed with out-of-sample predictive power. Second,

compared with AIC and BIC, the out-of-sample predictive power imposes minimal assumptions

and is a more robust measure of how good the model describes the stochastic structure. Mean-

while, we note that when using AIC as the model selection criterion, Model 1 is still selected as

the best performing model over its two restricted versions and the two benchmarks of Uniform

Mistake and Normal Mistake.

Beyond expanding the domain of gM(r|v), the mixture model provides valuable insights over

the deviations of the responses from the genuine valuations. In particular, since the mixture model

turns out to be an accurate description of the stochastic structure, we know that the two types of

mistakes, difference-dependent and unconditional, do capture the main source of mistakes, while

other types of mistakes – for example, submitting a response of v/2 when the genuine valuation is

v – are relatively rare. In Section 2.6, we will further show that the same two types of mistakes can

largely capture the stochastic structure in two other data sets collected with different methods. To

be clear, our finding does not prove that other mistake forms don’t exist, but shows that these two

types of mistakes capture the dominant empirical regularities.
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2.5 Estimating Risk-Induced Valuations

Having estimated the stochastic structure in mirror tasks in Section 2.4, we now apply it to

lottery responses to recover risk-induced valuations (Step 2). Lottery tasks differ from mirror tasks

in two important respects. First, unlike in mirror tasks, the genuine valuation is unknown. Second,

the genuine valuation may be heterogeneous across subjects. In this section, we apply the estimated

stochastic structure from mirror tasks to recover the distribution of risk-induced valuations from

lottery responses.

2.5.1 Distributions of Responses

Figure 2.5 shows the distributions of responses in lottery tasks. The risk-neutral benchmark

– the response that would have been chosen by a risk-neutral agent who makes no mistakes – is

marked with a red vertical line. Three observations emerge that are parallel to Observations 1-3 in

mirror tasks.

Obs 1’ Unlike the mirror tasks, where the distribution features a sharp single peak at the genuine

valuation, the lottery tasks exhibit a peak area – a cluster of responses with relatively high

probability mass. This peak area is typically centered around the expected value of the

lottery.

Obs 2’ For a given prize, the height of the peak area is approximately stable across different proba-

bilities p.

Obs 3’ As in the mirror tasks, there are substantial and stable probability masses at the extreme

responses and at selected mid-range responses.
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Figure 2.5: Distributions of responses in lottery tasks

Together, these observations suggest that the empirical regularities documented in the mirror

tasks – the existence of peaks, stable near-peak deviations, and stable extreme or mid-range prob-

ability masses – seem to carry over to the lottery tasks in modified form. The key difference is

that, the heterogeneity of genuine valuations in lottery tasks make the responses less concentrated.

Similar response distributions – with stable extreme responses and near-peak concentrations – also

appear in other lottery valuation datasets, including (e.g., Enke and Graeber, 2023, Zhang, 2025a).

2.5.2 Mixture Modeling of Risk-Induced Valuations

Having estimated the stochastic structure in mirror tasks in Section 2.4, we now apply it to re-

cover the distribution of genuine lottery valuations, following the approach outlined in Section 2.3.

Now we need some notations about the lottery valuation data. Each observation in our lottery

valuation data set DL = {(l, rl)} consists of response rl ∈ R facing mirror l ∈ L. The mix-

ture model can be described by the set of equations in Model 2. Equation (2.10) writes down the

probability of choosing an response r when facing a lottery l, f l(r), using the law of total prob-

ability. When recovering the RIV q̃l(v), Equation (2.10) uses the stochastic structure in mirrors,

gM(r|v; Ψ̂), to approximately the one, g(r|v), in lotteries. The stochastic structure gM(r|v; Ψ̂) is

defined in Model 1 and estimated with the mirror data DM through Equation (2.8).
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Model 2 (Mixture Model of Lottery Responses).

f l(r) =
∑
v

gM(r|v; Ψ̂)q̃l(v) (2.10)

s.t
∑
v∈R

q̃l(v) = 1 for any l

We impose no restrictions on the functional form of gl(a) to avoid any bias from misspecified

functional forms. Therefore, the set of parameters in Model 2 includes the complete probability

mass function in the RIV q̃l(v):

Λ = {q̃l(v) : l ∈ L, v ∈ R}.

The log likelihood function of Model 2 is given by

LL(Λ; Ψ̂, DL) =
∑

(l,rl)∈DL

log f l(rl).

The notations suppress the dependence of f l(ail) on the parameters Λ and Ψ̂. Again, we estimate

the parameters Λ by maximum likelihood estimation:

Λ̂ = argmax
Λ

LL(Λ; Ψ̂, DL).

While we adopt this approximation gM(r|v) ≈ g(r|v) to proceed with estimation of the RIV,

we recognize that the assumption may not hold exactly. In particular, Martínez-Marquina, Niederle

and Vespa (2019) document that subjects make more mistakes in a risky environment compared

with a related, similar risk-free environment. If their findings generalize to our setting, our ap-

proach of using gM(r|v) to approximate g(r|v) will fail to correct for the risk-specific mistakes,

biasing the RIV q̃l(v) away from the distribution of genuine valuations. This emphasizes the need

to be careful when interpreting the RIV. We leave a more thorough discussion of the assumption
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gM(r|v) ≈ g(r|v) and the interpretations of the RIV to Section 2.5.4.

2.5.3 The Risk-Induced Valuations

Figure 2.6 shows the distributions of RIV along with the empirical distributions of responses.

Table 2.4 provides the averages and medians of the distributions of RIV, along with the risk-neutral

benchmark for comparison.
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Figure 2.6: Distributions of risk-induced valuations

Comparing RIV with responses, the most striking observation is that RIV is generally closer

to the risk-neutral benchmark than responses. This distinction exhibits in both the complete dis-

tributions in Figure 2.6 and the summary statistics in Table 2.4. As for the distributions, the RIV

are more concentrated around the risk-neutral benchmark than the responses, while there are fewer

extreme RIV than extreme responses.11 More quantitatively, we measure the fraction of responses

that fall within the window consisting of the risk-neutral benchmark and the two responses im-

mediately above it and the two immediately below it. Under prize $25, 65.2% of RIV are within

this window, while only 42.0% of responses are. Under prize $100, the numbers are 55.2% and

41.7%, respectively. Turning to the summary statistics for the RIV, under prize $25, the median

11By extreme responses, we refer to those responses that would manifest extremely risk-averse or risk-loving pref-
erences, such as choosing a response of $24 facing the lottery ($25, 10%; $0) or a response of $0 facing the lottery
($25, 90%; $0).
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Panel A: Prize $25

p
Risk-Neutral Mean Median RIV-Based Risk Attitude

Benchmark RIV Responses RIV Responses Averse Neutral Loving

10 2 3.34 6.44 2 4 0.46 0.16 0.38
25 6 5.54 8.10 5 6 0.65 0.13 0.22
50 12 11.11 11.35 12 11 0.49 0.28 0.23
75 18 16.45 14.44 17 15 0.50 0.13 0.37
90 22 20.87 16.80 22 19 0.42 0.36 0.21

Panel B: Prize $100

p
Risk-Neutral Mean Median RIV-Based Risk Attitude

Benchmark RIV Responses RIV Responses Averse Neutral Loving

10 8 16.68 26.52 8 12 0.32 0.31 0.37
25 24 21.94 29.85 20 24 0.60 0.22 0.18
50 48 35.23 38.63 44 40 0.57 0.24 0.18
75 72 53.54 50.49 64 52 0.51 0.34 0.15
90 88 67.99 60.76 80 68 0.55 0.26 0.19

Table 2.4: Average and median risk-induced valuations

subject’s RIV are fairly close to the risk-neutral benchmark, as well as the average subject. Under

prize $100, both the median and the average subject exhibit weak risk aversion12 in terms of RIV,

except for p = 10 where the average is risk-loving and the median is risk-neutral. In contrast, for

the responses, under both prize levels and regardless of the choice of the summary statistic, the

subjects exhibit pronounced risk-lovingness facing a low probability prize, and pronounced risk-

aversion facing a high probability prize, replicating the “fourfold pattern” documented in Tversky

and Kahneman (1992).

The shift from responses to risk-induced valuations in Figure 2.6 and Table 2.4 can be under-

stood through the stochastic structure in mirror tasks. Recall from Section 2.4 that subjects make

unconditional mistakes by placing weight on extreme or mid-range responses, regardless of p. The

mixture model uses this empirical pattern of mistakes to reweight the lottery data. In particular,

an extreme or mid-range response observed in a lottery task is classified as more likely to arise

12We use risk-aversion to refer to the scenario where the RIV is smaller than the risk-neutral benchmark, but not
in a strict welfare-relevant sense due to the above-mentioned caveats of interpreting RIV as genuine valuations. The
terminology is used similarly for other risk attitudes.
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from unconditional mistakes unrelated to risk than from the underlying risk-induced valuations.

By contrast, a response that is not flagged as a typical mistake in the mirror tasks is more likely to

be attributed to risk. In this way, the model systematically discounts probability mass at extreme

and mid-range responses.

Moreover, Table 2.4 lists the fractions of risk-averse, risk-neutral, and risk-loving RIV. The

majority of deviations from the risk-neutral benchmark are in the direction of risk-aversion, and

risk-lovingness is less common. Even for the lotteries involving a prize with probability p = 10,

risk-averse RIV are as common as risk-loving RIV. This pattern stands in clear contrast with the

distributions of the responses, where under p = 10, the majority of responses are risk-loving,13 as

documented in Tversky and Kahneman (1992) and replicated in countless follow-up works.

The two findings above – concentration of RIV around the expected values and predominant

risk-aversion given deviating from the expected values – have a few implications. First, since

the expected utility theory (EUT) predicts approximate risk-neutrality under small stakes (Rabin,

2000), the RIV are more in line with the predictions of EUT than the responses. In addition, the

facts that the RIV exhibit near risk-neutrality under the smaller prize of $25 and weak risk-aversion

under the larger prize of $100 are consistent with EUT under concave utility functions. Together,

these patterns suggest that the previous behavioral economics literature has overestimated the de-

gree of deviation of risk preferences from EUT. Second and relatedly, our evidence suggests that

the past estimates of prospect theoretic parameters in the literature should not be interpreted as

solely reflecting genuine preferences. In particular, the strong overweighting of small probabilities

documented in the literature should not be solely attributed to genuine preferences for gambling,

but at least partly to mistakes in responding to preference elicitation tasks. Finally, the RIV are less

heterogeneous than the responses, suggesting the heterogeneity of responses in the population (e.g,

Bruhin, Fehr-Duda and Epper, 2010) exaggerates the underlying heterogeneity of risk preferences.

13This can be seen from the medians of the responses.
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2.5.4 Discussion

Facing the identification problem in lottery tasks, we choose to use the stochastic structure in

mirror tasks to approximate it. How close the RIV is from the genuine valuations depends on the

quality of this approximation. There are two main arguments that we believe offer support for our

use of gM(r|v) to approximate g(r|v).

First, we emphasize the fact that any researcher who aims to measure risk preferences needs

to make assumptions over the stochastic structures that cannot be directly evaluated and are in-

evitably misspecified to some degree. From Section 2.4, we already know that the most common

assumptions in the literature – Uniform Mistake and Normal Mistake – are clearly inaccurate in the

context of mirror tasks. Moreover, from Observations 1’–3’, it does not seem like these previous

assumptions will become a good approximation in lottery tasks. Therefore, the best we can do in

this case to get closer to the genuine valuations is to take into consideration the two types of mis-

takes that we already documented in mirror tasks, by using gM(r|v) to approximate g(r|v). Even

if g(r|v) differs from gM(r|v) by bringing more mistakes into decisions under risk, as suggested

by Martínez-Marquina, Niederle and Vespa (2019), we believe it is still better to account for the

mistakes we already document in the context of mirror tasks than not, since they are likely still

present in the context of lottery tasks. In this sense, the mistake identified in mirror tasks can be

seen as the “lower bound” of all mistakes in lottery tasks.

Second, the quality of the approximation crucially depends on the primary source of mistakes

in lottery tasks. If the mistakes in lottery tasks primarily stem from a set of common mistakes

that are present in both risky (lottery) and risk-free (mirror) tasks, then gM(r|v) will be a good ap-

proximation of g(r|v), and the RIV will closely track the genuine valuations. However, if instead

the primary source of mistake is risk-specific, the RIV will not be a good measure of the genuine

valuations. In fact, various theories of lottery valuations are built on the premises that the primary

source of mistakes in lottery tasks is not risk-specific. For example, the prospect theory, which is

intended to describe behaviors under risk that depart from rationality, is based on psychological

principles of diminishing sensitivity and reference dependence that are not risk-specific (Kahne-
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man and Tversky, 1979, Tversky and Kahneman, 1992, Wakker, 2025). More recently, the theory

of cognitive imprecision (Woodford, 2012, Khaw, Li and Woodford, 2021, Frydman and Jin, 2021)

and the theory of salience (Bordalo, Gennaioli and Shleifer, 2012) offers explanations to many

well-documented anomalies in decisions under risk. However, both of these theories are based

on psychological foundations that are not risk-specific – cognitive imprecision is based on im-

perfections in perceptions of numerical quantities, and salience is based on the context-dependent

allocation of the scarce resource of attention. However, since both theories have psychological

foundations that are not risk-specific, similar forces should also be present in risk-free settings.

To make a more quantitative examination of the primary source of mistakes in lottery tasks, we

turn to Martínez-Marquina, Niederle and Vespa (2019). Their experiment consists of two related

settings, one risk-free and another risky, similar to the mirror and lottery tasks in the current paper.

Importantly, in both of their settings, there is a known correct decision. As a result, mistakes can

be detected and measured independent of risk preferences. They find that in their risk-free setting,

58.5% of subjects make mistakes, while in their risky setting, an additional 21.8% of subjects

make mistakes, making the total fraction 80.3%. The above figures suggest that most mistakes in

the risky setting already appear in the risk-free setting, and offers additional support to the claim

that the primary source of sources of mistakes is shared in risky and risk-free settings.

However, the main point of Martínez-Marquina, Niederle and Vespa (2019) is that people make

more mistakes in a risky setting than a risk-free setting. Moreover, even in our data, there is also

evidence that gM(r|v) may miss some important aspects of g(r|v). In particular, comparing the

distributions of mirror responses in Figure 2.1 and those of lottery responses in Figure 2.5 under

prize $100, there are many more cases where subjects choose the smallest response $0 in lottery

tasks than mirror tasks, regardless of p. In addition, in lottery tasks under prize $100, the masses

at $0 is stable across p. These patterns lead to the spike at $0 for the RIV under prize $100, as is

visible in Figure 2.6. We believe that the most likely explanation behind these spikes at $0 is that

there are more subjects making unconditional mistakes in lottery tasks than mirror tasks, in the

form of choosing a response of $0 regardless of p.
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Despite the above caveats, we still believe using gM(r|v) to approximate g(r|v) is probably

the best approach we can realistically take. First, we note that there is a level of subjectivity in

interpreting the spikes of RIV at $0. Although, in our opinions, the spikes most likely reflect

unconditional errors, alternatively, a group of subjects with extremely risk-averse preferences can

also generate these spikes. At the end of the day, neither of the possibilities can be directly verified

and we need to go back to our subjective opinions in determining the genuine valuations. In

contrast, by assuming g(r|v) ≈ gM(r|v), where gM(r|v) is constructed in a data-driven and purely

objective fashion using the mirror tasks, we tie our hands with principles and prevent this level of

subjectivity. Second, by using the stochastic structure in the risk-free mirror tasks gM(r|v), the

recovered RIV can be solely attributed to risk, and not to mistakes unrelated to risk, such as those

documented in Section 2.4. In other words, the RIV can be viewed as the treatment effects of risk

on responses. If we instead recover ql(a) through other assumptions over the stochastic structure,

the recovered ql(a) will lose this clear interpretation.

Another threat to our use of gM(r|v) to approximate g(r|v) is the possibility where the subjects

do not fully understand the experimental instructions. In particular, if some subjects mistake mirror

tasks for lottery tasks, the subjects may perceive the mirror tasks as risky, and the interpretation of

RIV as the treatment effect of risk is no longer valid. To prevent this, we adopt our experimental

instructions from Wu (2025), who explains the difference between lottery and mirror tasks through

“clear and straightforward instructions, training to reinforce comprehension of the payoff structure,

[and] subject screening through comprehension questions” (Wu, 2025). For more information on

the training and subject screening, we refer the Reader to the Appendix and Wu (2025).

2.6 Applying the Mixture Modeling to Other Data Sets

In this section, we apply the same two-step procedure of recovering the RIV to other data

sets and see if the main results generalize. We are interested in whether the main findings in

Section 2.4 and Section 2.5 are robust in the data sets of Oprea (2024b) and Zhang (2025a). Both

of these studies conduct experiment collecting valuations of lotteries and mirrors from the same
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set of subjects, allowing for seamless applications of the two-step procedure.

Oprea (2024b) To assess the robustness and generalizability of our findings, we apply the same

two-step procedure to data from Oprea’s (2024b) main experiment. Oprea (2024b) elicits valua-

tions of lotteries and their deterministic mirrors are elicited through price lists, where the subjects

are recruited from Prolific, and the prize is $25. However, the main difference lies in the exper-

imental instructions and subject screening procedures. Despite procedural differences, the data

allow us to test whether our methodological findings generalize across experimental implementa-

tions. To implement the mixture modeling using Oprea’s (2024b) data with the greatest compara-

bility with the current paper, we exclude from his data set the lotteries that involve losses, along

with the mirrors corresponding to these excluded lotteries.

Figure 2.7 demonstrates that the mixture model Model 1 continues to provide excellent fit to

mirror responses in Oprea’s data. The simulated distributions closely track the empirical distri-

butions across all probability levels, indicating that the three-component mixture model – with

difference-dependent and unconditional mistakes alongside rational responses – captures the dom-

inant patterns of behavior in mirror valuation tasks even under different experimental protocols.

This robustness suggests that these two mistake types represent fundamental features of how sub-

jects respond in mirror valuation tasks, rather than artifacts specific to our experimental design.
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Figure 2.7: Model fit in mirror tasks using data from Oprea (2024b)

Table 2.5 shows that the main substantive finding from Section 2.5 replicates in Oprea’s data:

The RIV are substantially closer to the risk-neutral benchmark than raw responses, making them

more consistent with expected utility theory’s prediction of approximate risk neutrality under small
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stakes (Rabin, 2000). This pattern is particularly striking for small-probability gains. For the

lottery with p = 10%, the median response is $8, reflecting strong risk-lovingness. In contrast, the

median RIV equals the risk neutral benchmark ($2), and the mean RIV is only moderately above

it ($3.21). This represents a dramatic shift from the pronounced risk-lovingness in raw responses

toward risk neutrality after correcting for mistakes common to mirror and lottery tasks.

However, Oprea’s data also reveal two important differences from our main results. First, for

large-probability gains (p = 75%, 90%), the RIV exhibit risk aversion in Oprea’s data but are close

to risk neutral in ours, as evidenced by both means and medians. Second, for small-probability

gains (p = 10%), while both datasets show RIV close to risk neutrality in terms of summary

statistics, Oprea’s data exhibit more risk-lovingness when RIV deviate from the expected value.

Nonetheless, the core finding remains: correcting for mistakes observable in mirror tasks moves

lottery valuations substantially closer to expected utility theory predictions.

p
Risk-Neutral Mean Median RIV-Based Risk Attitude

Benchmark RIV Responses RIV Responses Averse Neutral Loving

10 2 3.21 8.55 2 8 0.18 0.37 0.45
25 6 5.66 9.47 6 9 0.37 0.34 0.29
50 12 9.81 11.28 12 12 0.44 0.25 0.31
75 18 13.38 13.55 14 14 0.68 0.27 0.05
90 22 18.04 15.94 19 18 0.73 0.22 0.05

Table 2.5: Average and median risk-induced valuations in Oprea (2024b)

Zhang (2025a) We apply the mixture modeling approach to the data set of Zhang (2025a, Chap-

ter 1 of this dissertation), which has a few key advantages. First, Zhang’s (2025a) data set of lottery

and mirror valuations is incentivized through the Becker-DeGroot-Marschak (BDM) mechanism

(Becker, Degroot and Marschak, 1964), unlike the price lists in this paper. Therefore, a test of the

mixture modeling on this data set expands the potential scope of the approach. Second and more

importantly, Zhang’s (2025a) data set includes the same set of subjects performing the same set

of lottery and mirror tasks twice, once with the help of a calculator (the Calc treatment) and once

without (the NoCalc treatment). Zhang (2025a) shows that elicited lottery valuations are somewhat
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different between the NoCalc and Calc treatments, and demonstrates that the differences are largely

due to different stochastic structures in the two treatments, since the Calc treatment reduces mis-

takes through reducing the costs of performing explicit calculations. The fact that Zhang’s (2025a)

data set includes repeated elicitations of lottery and mirror valuations under different stochastic

structures provides a testing ground for whether RIV closely approximates genuine valuations.

To be specific, if the RIV does approximate the genuine valuations, a necessary condition is that

the recovered RIV should be similar across the NoCalc and Calc treatments, since both of them

measure the genuine valuations of the same set of subjects, which is assumed to be the results

of a stable underlying preference order and should not change across treatments. This necessary

condition is testable with Zhang’s (2025a) data.
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Figure 2.8: Model fit in mirror tasks using data from Zhang (2025a)

To maximize the comparability with the current study, we only use lotteries involving gains

from Zhang (2025a), while dropping any lotteries involving losses. Moreover, since the valuations

under the BDM mechanism can take a continuum of possible values, we need to discretize the

BDM valuations, in order to make them suitable for estimating the flexible functional forms of hdd,

huc, and gl(v), which has been shown to be important in how well the mixture model describes the

data (Section 2.4.4). To achieve this, we round down the BDM valuations to integers and generate
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the “responses.” The RIV is then recovered by fitting Model 1 and Model 2 separately using the

valuation data from each of the NoCalc and Calc treatments.

Figure 2.8 shows the fit of Model 1 using Zhang’s (2025a) mirror valuation data, by juxtaposing

the empirical distributions of responses with the distributions simulated from the estimated mixture

model, separately in the two treatments. Visibly, Model 1 again provides a great fit for the empirical

distributions, which shows that the three-type decomposition of mirror responses generalize to

another data set collected using a different method.

Panel A of Figure 2.9 shows the cumulative distribution functions (CDF) of the RIV using

data from Zhang (2025a). In both the NoCalc and Calc treatment, the RIV is highly concentrated

around the expected values of the lotteries – For all combinations of lottery and treatment, the RIV

has more than 50% probability mass at exactly the expected value of the lottery. For comparison

with the RIV in Panel A, Panel B of Figure 2.9 juxtaposes the CDFs of the responses in the NoCalc

and Calc treatments. The RIV are much more similar between the NoCalc treatment than responses

are. More specifically, for the responses, the Calc treatment has much larger probability masses

at the expected value of the lottery than the NoCalc treatment. In contrast, for the RIV, the two

treatments have more similar probability masses at the expected value.
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Figure 2.9: The cumulative distribution function of elicited lottery valuations and recovered risk-
induced valuations in Zhang (2025a)

Next, we test the prediction of similar RIV across treatments. Two hypotheses are tested:

(1) equal distribution of RIV (Hq
0 : qlNoCalc = qlCalc); and (2) equal distribution of responses

(Hf
0 : f l

NoCalc = f l
Calc). We employ a constrained-versus-unconstrained likelihood ratio test and

generate the p-values through a subject-clustered bootstrap procedure. Details of this hypothesis

testing procedure can be found in the Appendix. The test cannot reject the null hypothesis of

equal distribution of RIV (p = 0.92), while it rejects the null hypothesis of equal distribution

of responses (p < 0.01). In other words, although the empirical distributions of responses are

significantly different between treatments, the RIV, which is recovered by correcting some mistakes

in the responses, is statistically indistinguishable. This result provides strong support for the claim

that RIV is a good approximation of the genuine valuations.

2.7 Conclusion

This paper contributes to our understanding of risk preferences by distinguishing between gen-

uine preferences and mistakes in experimental responses. By correcting for mistakes that are com-

mon to both risky and risk-free decision contexts – using deterministic mirror tasks where correct
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valuations are known – we find that subjects’ valuations are substantially closer to risk neutral-

ity than raw responses suggest. When risk-induced valuations deviate from expected values, they

predominantly exhibit risk aversion rather than the pronounced risk-lovingness for low-probability

gains documented in prior work. These findings suggest that the literature may have overesti-

mated the extent to which risk preferences deviate from expected utility theory, and that estimates

of prospect-theoretic parameters – particularly the strong overweighting of small probabilities –

should not be interpreted as solely reflecting genuine preferences, but also reflect systematic mis-

takes in responding to preference elicitation tasks.

Beyond these substantive findings, this paper’s primary contribution may be methodological.

We develop a two-step procedure that reduces reliance on unverifiable parametric assumptions

about stochastic choice by estimating the structure of mistakes in a related context where they are

observable. The key innovation is the use of deterministic mirrors – objects with known valuations

that share important features with the target decision problem. In our setting, both lotteries and

their mirrors require processing the same disaggregated visual information and navigating the same

price list mechanism, allowing us to identify mistake patterns that plausibly carry over to lottery

tasks. By estimating a mixture model that characterizes these patterns, we obtain an empirically

grounded correction for lottery responses that avoids arbitrary functional form assumptions. The

validation evidence from Zhang (2025a) – where recovered risk-induced valuations remain stable

across treatments that alter mistake rates – suggests the method successfully isolates preferences

from treatment-specific errors.

This approach may prove useful beyond the study of risk preferences. Whenever researchers

seek to recover preferences from observed choices, they face the challenge that choices reflect

both preferences and mistakes. Our method suggests a path forward: identify an auxiliary deci-

sion problem – a “mirror” – that shares key features with the target decision context, particularly

those features likely to generate mistakes. The spirit of the mirror design is to match the cog-

nitive demands of the original task; if disaggregation is a likely source of mistakes, the mirror

should involve similar disaggregation; if the incentivizing mechanism, like price lists or the BDM
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mechanism, is likely to cause confusion, the mirror should be elicited with the same mechanism.

Researchers can then pursue one of two strategies. If mistakes in the mirror setting are negligible,

cancel out on average, or if the statistical method employed by the researchers correctly recovers

preferences despite mistakes, the mirror serves as a validation device without requiring explicit

correction. However, if mistakes in the mirror would lead to erroneous conclusions about prefer-

ences, then a correction procedure similar to our two-step approach becomes necessary: estimate

the mistake structure in the mirror setting, then apply it to correct choices in the target domain.

Researchers adopting this correction approach must be explicit about what their corrected measure

captures and what it does not. In our case, the risk-induced valuations represent the treatment

effect of risk on responses – capturing genuine risk preferences plus any risk-specific mistakes

not present in the deterministic mirror tasks – but cannot be interpreted as genuine preferences

without additional assumptions. Any application of this methodology requires similar careful de-

lineation of what has been corrected for (mistakes common to both contexts) and what remains

(domain-specific mistakes), along with transparent discussion of the assumptions required for the

correction to recover genuine preferences. While substantial work remains to understand when

and how mistake structures transfer across contexts, this paper demonstrates that empirically disci-

plined approaches to correcting for mistakes are feasible and can materially change our conclusions

about preferences.
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Chapter 3: Apparent Probability Weighting in Mirrors: Choice Set

Symmetry and Training

3.1 Introduction

A vast experimental literature has demonstrated systematic violations of expected utility theory

in lottery choice. One classic example is the so-called ‘four fold’ pattern of risk (henceforth FFP),

which can be interpreted as a lack of responsiveness in valuations to changes in probability pa-

rameters. Recent work by Oprea (2024b, henceforth Oprea) found a similar pattern of behavior in

valuations of deterministic ‘mirrors’ – choice alternatives that have a structure similar to lotteries,

but which pay out deterministically and so have an objectively correct value. This has led people

to consider the possibility that at least some of the FFP in lotteries is driven by a response to their

complexity rather than preferences for risk.

In response to Oprea, work by Banki et al. (2025, henceforth BSWW) and Wu (2025, hence-

forth Wu) has argued that the similarity between lottery and mirror valuations has been driven

by two types of subject confusion – specifically (i) that subjects find that mirrors task confusing,

and therefore respond mindlessly and (ii) that subjects may incorrectly believe that deterministic

mirrors are in fact lotteries. BSWW rely on a reinterpretation of the data from the original Oprea

paper. Their main result is to show differences in behavior between subjects that accurately an-

swered comprehension first time and those that did not, interpreting the former as the group that

do not suffer from confusion. Wu describes a new experiment, which makes several changes from

the design of Oprea aimed at reducing confusion, which they report as showing FFP for lotteries

but not mirrors.

In this paper we argue that the main results of Oprea – FFP appearing in mirrors with strength

close to lotteries – are not driven by experimental confusion. We conduct new experiments whose
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design adheres closely to that of Wu – in particular keeping the instructions and the training regime.

From these experiments, we identify two non-confusion factors that lead to the discrepancy be-

tween Oprea and Wu. First, we show that the FFP remains in mirrors if the range of values that

a subject can express is fixed across lotteries, rather than being symmetrically centered on the

expected value of the lottery as it is in Wu. This observation helps to rationalize the finding of Har-

baugh, Krause and Vesterlund (2010), that FFP is stronger in valuation tasks than binary choice

tasks. Second, we provide evidence that Wu’s original training works by teaching subjects how

to calculate expected values, rather than merely reducing confusion about what the experiment is

asking. In sum, we argue that Wu’s result differ from Oprea’s not because Wu’s design eliminates

confusion, but because of other changes Wu makes to Oprea’s experimental design and statistical

procedure.

In clarifying the source of difference between Oprea and Wu’s work, we identify two distinct

causes of FFP type behavior. One - ‘trembling hand’ type errors - i.e. choice mistakes that are

not a function of the utility difference between alternatives - are common to mirrors and lotteries.

The other - smaller errors centered around a lottery’s expected value - are unique to lotteries. The

change in design from Oprea to Wu negated the former, but not the latter, explaining the different

results.

Oprea’s original design involved using a multiple price list (MPL) to extract the certainty equiv-

alence of binary lotteries and mirrors which varied in the probability p of winning a fixed prize x.

For lotteries, the subject would receive the prize x with probabity p, while for mirrors the sub-

ject would receive the expected value px for sure. Wu makes several changes to address potential

sources of confusion in Oprea’s design, specifically introducing (a) a between subject design (b)

a training stage in which simulated results of lotteries and mirrors are shown (c) comprehension

questions that route subjects away from the experiment if too many fail (d) simplified lotteries

($100 prize vs $25 in Oprea) (e) binary choices rather than MPL valuation tasks and (f) the certain

payments that make up the lottery choice are symmetric around the expected value of each lottery.

Given that all these changes are made at once it is hard to know which is responsible for the
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differential results between the two papers. Our hypothesis is twofold. First, that the change

from an MPL fixed across lotteries to certain prospects which are centered on the expected value

of each lottery effects the range of behaviors that can be expressed. This eliminates a particular

channel through which FFP may operate - ‘trembling hand’ errors. As we show in section 3.2.1,

if subjects are faced with an MPL or set of binary choices which are invariant across decision

problems, trembling hand errors can lead to big deviations from expected value maximization

when probabilities are high or low, leading to the FFP. In contrast, if subjects are asked to make a

set of choices which are centered on the EV of each lottery, as in Wu, then trembling hand errors

will average out to zero.

Our second hypothesis is that the training regime of Wu might mean be implicitly teaching

subjects how to calculate the expected value of a mirror, rather than simply reducing confusion.

Both training and choices involved lotteries with a prize of $100. If you are told that the amount

you will get paid from an 80% chance of $100 is $80, $80, $80, $80..., and a 60% chance of $100

is $60, $60, $60, $60... it may become obvious how to translate p into values in this particular

problem, even if you do not understand how to calculate expected values more generally. Arguably,

this goes beyond removing confusion about the payoff rule, and helps to inform people how to

answer the question. One potential way to differentiate between these explanations is to vary the

prize x between the training and the choices that people make: if Wu’s design is simply clearing

up confusion about the payoff rule, then it should work to reduce the four fold pattern in choice

problems which have a different x. In contrast, if subjects are mechanically learning about the

mapping from p to value in one environment then they may still exhibit the four fold pattern in a

different environment.

In order to test our two hypotheses we run a set of new experiments using the online platform

Prolific. Our baseline set up mimics that of Wu by making use of his training stage and com-

prehension questions (points (b) and (c) above). For efficiency reasons we run a within subjects

design (point (a)), but we show our results are robust to analyzing only the first round for each

subject, mimicking a between subject design. To better help understand the difference between
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the Oprea and Wu results we run experiments based on both MPLs and binary choice (point (e)),

but with a set of choice not centered on the expected value of the lottery. This allow us to test

our first hypothesis - that trembling hand errors can contribute to the FFP when choice options are

asymmetric (point (f)). We also run the experiment with different prize levels (point (d)) to test our

second hypothesis - that training can teach people how to calculate expected values.

Our main experiment contrasts a treatment in which the prizes are $100 in both the training

regime and experimental questions, as in Wu, to a second treatment with $100 used in the training

regime and a $25 prize used for the experimental questions. A difference in behavior between

the two treatments in the main experiment could be driven by the exposure to a similar prize in

training and experimental questions. It could also be driven by the fact that subjects simply find

it harder to calculate expected values for prizes other than $100. Arguably, this would be in line

with Oprea’s original explanation. However, to differentiate between the two possibilities we run

a second alternative training experiment in which we introduce a new training regime that replaces

the $100 prizes with $50 prizes. This change has two implications. First it means that neither the

$25 or $100 prizes in the experimental question are an exact replication of the training regime.

Second, the mapping between probabilities and expected values is less clear in the training regime.

We would anticipate the first feature to reduce the asymmetry between the simple and complex

treatments. Ex ante, the second feature could go either way. On the one hand it could reduce the

effectiveness of the training, because it is more confusing. As we show in section 3.2, this should

cause a decrease in responsiveness in both lotteries and mirrors, with a bigger effects on mirrors.

On the other hand, it could be that the $50 training lottery provides better training, because it causes

people to think harder about the pattern they are seeing. This would act to increase responsiveness,

more for mirrors than for lotteries.

We organize our results as follows. In section 3.4 we show that the training regime and com-

prehension questions of Wu do not, on their own reverse the result of Oprea. When we pair these

design features with the $25 prizes and MPL design from Oprea’s original paper, we find strong

and consistent FFP behavior in both mirrors and lotteries. The degree of FFP is correlated across
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the two stimuli. Furthermore, we show that neither a between subject design or a switch to binary

choices reverses Oprea’s findings.

In section 3.5 we argue that the difference between the two results is driven at least in part by

the symmetry or otherwise of questions around the expected value of the lottery. We replicate the

analysis of Wu by treating each line in the MPL as a binary choice question, then fitting a logistic

regression. We show that, using all the questions from the MPL, we continue to find FFP behavior

for both lotteries and mirrors. However, if we restrict our analysis to questions which are selected

such that the certain options are symmetrically distributed around the expected value of the lottery,

then the FFP weakens significantly - albeit more so for mirrors than lotteries. A similar pattern

obtains - although more noisily - if we replace data from our MPL experiment with that from our

binary choice experiment.

Further unpacking this result, we show that choices are very similar between lotteries and mir-

rors when the certain value is a long way from the expected value of the prospect. In both cases a

stable fraction of subjects make the ‘wrong’ choice regardless of how far the certain option is from

the expected value. When the logistic regression is fit over the entire sample, these observations

carry a lot of weight, meaning that estimates are similar between lotteries and mirrors.

In contrast, when close to the expected value, there are significant differences between lotteries

and mirrors. In particular significantly more people switch exactly at the expected value for mirrors

than they do for lotteries. When fit only to the symmetric set of questions with options close to

the expected value it is this pattern that drives the results, leading to different estimates between

lotteries and mirrors.

Overall, this points to two different types of behaviors that can lead to FFP. First, trembling

hand errors, which are common to both lotteries and mirrors, and can be observed using Oprea’s

original design but not that of Wu. Second, small deviations from expected value maximization,

which can be spotted in both designs, but occur more often in lotteries than mirrors.

Finally, in section 3.6, we show that there training regime matters. In Experiment 1 we find that

subjects on average exhibit more FFP behavior for mirrors in the $25 prize treatment than they do
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in the $100 prize treatment. This different disappears when the $100 training lotteries are replaced

with the $50 training lotteries. While our design does not allow for a clean comparison between

the two training regimes, if anything it appears that the $50 training leads to more responsiveness

in both lotteries and mirrors.

3.2 Conceptual Framework

Let mp,x and lp,x be, respectively, binary mirrors and lotteries with probability p of winning

a fixed prize x. Let vi(mp,x) be the stated value of a mirror for subject i, assuming that the DM

recognizes it as a mirror. We assume that

v(mp,x) = px+ εicalc + εiconf

where εicalc is an error caused by a failure to perform the relevant calculation px and εiconf an

error term caused by confusion in the instructions about what it is the subject is being asked to do

- i.e. if the subject fully understood the incentive structure in the task then εiconf would be zero.

We assume that εicalc and εiconf are stochastic, with mean zero and variances σ2
ε,calc and σ2

ε,conf

respectively. Note that, generically, for a Bayesian agent, increases in the variance of εicalc and

εiconf will reduce the responsiveness of v(mp) to p and so increase the four fold pattern of risk.1

Let vi(lp,x) be the stated value of a lottery lp,x. We assume that

vi(lp,x) = ui(lp,x) + µi
u +

µi
calc

1 + µi2
u

+ µi
conf

where ui(lp,x) is the true utility of lp,x to the subject. µi
u is the uncertainty about that utility - i.e.

1For example, if we assume that the error terms are normal and that the DM has a normal prior for the value of a
mirror v̄ with variance σ2

v then mean valuation for mp,x will be

λpx+ (1− λ)v̄

where

λ =
σ2
v

σ2
v + σ2

ε,calc + σ2
ε,conf

And so the DM will be risk averse for mirrors with values above v̄ and risk loving for mirrors with values below v̄.
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uncertainty about how to value a lottery which is unrelated to any ability to carry out calculations.

Implicitly we can think of mirror valuations as having an equivalent noise term which is set equal

to zero. The term µi
calc

1+µi2
u

is designed to capture that fact that, if the subject is very uncertain about

their true utility, calculation errors are relatively unimportant and reducing them will do little to

reduce decision noise.

We also allow for the possibility that a subject is confused between lotteries and mirrors. Let

v′i(mp,x) be the true stated valuation for the mirror p then

v′i(mp,x) = I ivi(mp,x) + (1− I i)vi(lp,x)

Where I is an indicator function which takes the value 1 if the subject correctly understands a

mirror as a mirror and 0 otherwise.

Within this framework, our interpretation of Oprea’s original argument is that the variance of

εicalc is highly correlated with the variance in µi
calc in the population, and this is the primary driver

of the four fold pattern of risk for both lotteries and mirrors. This explains both the existence of the

four fold pattern in the mirrors and the between-subject correlation between the four fold pattern

in mirrors and lotteries. A more extreme version of this argument would set ui(Ip,x) = px and

µi
u = 0, essentially saying that calculation errors are identical between lotteries and mirrors, and

are the only source of noise in lottery choice

In contrast, we interpret BSWW as claiming that I i = 0 for a significant fraction of the popu-

lation, and/or that εiconf is high, and has a variance strongly related to that of µi
conf . Both of these

claims would indeed explain the findings in the original Oprea experiment. Moreover, they inter-

pret the experiment in Wu as correcting both these features (i.e. setting I i = 0 for most subjects

and reducing the variance of εiconf and µi
conf ). The finding that v(mp,x) = px for many subjects

is then taken as proof that εicalc is essentially unimportant, both in their experiment and Oprea’s

original study.
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3.2.1 Trembling Hand Errors and Asymmetric Valuations

We next show how asymmetric valuations can lead to FFP in a set up where the same set of

possible valuations can be expressed for each mirror, but not if the set of possible valuations is

centered on the EV of each lottery.2 Consider a simplified version of the set up above in which

v(mp,x) = px+ ε

Assume that the DM can pick from a continuum of possible values between v∗(xp) and v∗(xp)

which may depend on the underlying problem x, p. Assume that ε has a ’trembling hand’ structure,

such that the DM makes no errors with probability q but with probability (1−q) they pick randomly

from [v∗(xp), v
∗(xp)]. Formally,

ε =

 0 with probability q

U [v∗(xp), v
∗(xp)]− xp with probability 1− q

where U is the uniform distribution. Then, for the problem xp

E (v(mp,x)) = qpx+ (1− q)
v∗(xp) + v∗(xp)

2

In the Oprea case,3 v∗(xp) and v∗(xp) are fixed such that v∗(xp)+v∗(xp)
2

= 12.5. Thus, for px <

12.5, E (v(mp,x)) > px, while for px > 12.5, E (v(mp,x)) < px - i.e. the FFP. In contrast, in Wu,

effectively v∗(xp) and v∗(xp) are chosen such that v∗(xp)−v∗(xp)
2

= xp, and so E (v(mp,x)) = px

for every px.

2For simplicity we model a valuation task. A similar argument applies to binary choice tasks.
3We only consider the case of gains, and the case of losses follows a similar logic.
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3.3 Experimental Design

All our experiments are based on binary lotteries ($x, p; $0) (with p chance winning $x, and $0

otherwise). Each subject faces five different p in the experiment: p ∈ {10, 25, 50, 75, 90}, and is

randomized into one of the two prizes: $25 and $100. The prize stays the same for a fixed subject

throughout the experiment. In the same experimental session, subjects are also asked to value the

deterministic mirrors of each of the five lotteries.

In our experiments, a lottery lp,x and its deterministic mirror mp,x are both presented as 100

boxes, among which 100p contain $x and 100(1−p) contains $0. Although lottery and mirror share

exactly the same visual presentation, they differ in how the payment is determined from the boxes.

The realized payout of a lottery is determined by the amount in a randomly drawn box, while the

mirror pays out the average amount of money contained in these 100 boxes with certainty.

All our experiments are split into two blocks – one containing all lottery tasks and the other

containing all mirror tasks. The order of blocks is randomized at the subject level. Since we do not

inform the subjects of the second payment rule when they are performing tasks with the first, we

are always able to drop the second payment rule of each subject and revert to the between-subject

payment rule treatment in Wu.4

All our experiments adopt Wu’s experimental instructions, subject training, and comprehension

checks. However, one key point of difference between our paper and Wu is that the amount used in

the training and comprehension check, $y, may differ from the prize $x. Before each payment rule

block, our subjects go through three rounds of training. In each training round, the subjects are

presented with a set of 100 boxes, and are shown 10 simulated outcomes according to the payment

rule in this block. For example, if the block involves lotteries, and lp,y is involved in the simulation,

10 independent realizations will be sampled using lp,y. On the other hand, if if the block involves

mirrors, and mp,y is involved in the simulation, the certain payout $py will be showed 10 times.

After the training, the subjects need to pass the comprehension check before moving to the actual

4Contrary to BSWW, the results turn out to be similar regardless of which payment rule comes first. Thus, we
focus on our full data set in this paper and relegate the between-subject payment rule results to the appendix.
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tasks. There are five questions in the comprehension check, and the subject has to correctly answer

four to pass. Subjects who fail more than 1 questions are screened out from the experiment, and

are not included in our data. An example question is shown in Figure 3.1. Each question in the

comprehension check gives the subjects 100 boxes, among which p contain $y and 100−p contain

$0. The question asks the subject to select all possible payout from these 100 boxes, according to

the current block’s payment rule. If the current payment rule is lottery, the subjects should select

both $0 and $y, and if the current payment rule is mirror, the subjects should select $py only.

Figure 3.1: An example comprehension check

We conduct three experiments in total. Our main experiment follows Oprea’s experimental

design, where we elicit valuations of lotteries and mirrors using multiple price list (MPL), with

enforced single switching. Since Wu’s experimental instructions do not involve MPL, we adopt

the MPL instructions from McGranahan et al (2024). The amount used in training is $100, the

same as in Wu. The price list we use has 26 rows with equal increments – under prize $25, subjects

choose between a lottery/mirror and 26 sure payments ranging from $0 to $25, with increments of

$1; under prize $100, subjects choose between a lottery/mirror and 26 sure payments ranging from

$0 to $100, with increments of $4.

We also conduct two additional experiments. The first (binary choice experiment) is the binary

choice experiment. Each subjects make 10 binary choices, randomly selected from 40 candidate

binary choice tasks for their prize, as shown in Table 3.1. The amount used in training is $100,

95



the same as in Wu. The experiment is almost the same as Wu’s experiment except for two aspects.

First and most crucially, while Wu only includes binary choices such that the sure payment is

symmetric around the expected value of the lottery/mirror, and are not too far away from the

expected value, we included binary choices that involve asymmetric sure payments. For example,

for choices involving the lottery l75,100 (expected value = $75), the smallest sure payment that Wu

asks subjects to choose against the lottery is $60, and the largest is $90. In contrast, we ask subjects

to choose between l75,100 and sure payment as small as $4, or as large as $96. This design choice

is to test our hypothesized effects of choice set symmetry. Second, as in all of our experiments, we

let the same set of subjects value both lotteries and mirrors in two separate blocks.

p sure payments ($) (Prize $25) sure payments ($) (Prize $100)

10 1, 2, 3, 4, 10, 15, 21, 24 4, 8, 12, 16, 40, 60, 84, 96

25 1, 4, 6, 7, 10, 15, 21, 24 4, 16, 24, 28, 40, 60, 84, 96

50 1, 4, 10, 12, 13, 15, 21, 24 4, 16, 40, 48, 52, 60, 84, 96

75 1, 4, 10, 15, 18, 19, 21, 24 4, 16, 40, 60, 72, 76, 84, 96

90 1, 4, 10, 15, 21, 22, 23, 24 4, 16, 40, 60, 84, 88, 92, 96

Table 3.1: All choices tasks in the experiment

In the second additional experiment (alternative training experiment), we keep all the design

choices in the main experiment with only one exception: We use $50 as the amount in the training

and comprehension check. This experiment is to test our theory about Wu’s training teaching more

than just the distinctions between lottery and mirror, but also involving mechanically memorizing

patterns.

The main experiment was conducted on Prolific in May 2025. The binary choice and the alter-

native training experiment were conducted on Prolific in June and September 2025, respectively.

Each subject received $3 payment upon completion. If a subject is screened out in their second

payment rule block, they are paid $1.5 instead. Table 3.2 shows the number of participants who

started each experiment (provided their informed consent) and who finished each experiment. It
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also shows the fraction of started subjects who finished the experiment, who failed the compre-

hension check in the first payment rule, and who failed the comprehension check in the second

payment rule. The three fractions do not add to 100% since some subjects withdrew in other parts

of the experiment. The fractions of people who failed the first comprehension check is comparable

to the number in Wu (2025) (13.6%).

Experiment Started Finished Finished (%) Failed 1st (%) Failed 2nd (%)

Main 571 292 51.1% 15.4% 22.1%

Alternative training 545 273 50.1% 16.7% 24.4%

Binary choice 548 295 53.8% 18.1% 13.1%

Table 3.2: Participant completion and comprehension check failure in the experiments

We incentivize the responses by the following mechanism: For a subject who completes both

blocks, at the end of the experiment, with a probability 1/X , where X is the subject-specific prize,

one randomly chosen task determines their bonus payment.

3.4 Oprea’s Conclusions Survive Well-Trained Subjects

In this section, we replicate Oprea’s original analysis using the data set from the main experi-

ment. To maximize comparability with Oprea, we focus on lotteries with prize $25.

Our Figure 3.2 re-establishes Oprea’s main result. As in Oprea’s Figure 1 (pg. 3796), on the

x-axis, we plot the probability of winning the prize, and on the y-axis, we show the mean deviation

of the valuations from expected value. In both Lottery and Mirror treatments, the valuations exhibit

the classic probability weighting pattern – overvaluing small probability gains and undervaluing

high probability gains. This is true even when mirrors entail no risk. Moreover, in the Mirror

treatment, the probability weighting is almost as strong as in the Lottery treatment.
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Figure 3.2: Mean Deviations from Expected Value in Lotteries (Solid Gray Dots) and Mirrors
(Hollow Dots)

Figure 3.3 replicates Oprea’s Figure 4 (pg. 3801), which examines the correlation between a

subject’s deviation from expected value in the Lottery and Mirror treatments. The left panel shows

this correlation for the absolute deviations. Each scatter is an individual subject, and the x-axis is

that subject’s mean absolute deviation from the expected value-maximizing choice in mirrors and

the y-axis plotting the same deviation in lotteries.

The right panel differs from the left by plotting the normalized deviations, defined as

normalized deviation = sign(fourfold pattern)× (valuation − EV), (3.1)

where sign(fourfold pattern) = −1 if p ≥ 0.5, and sign(fourfold pattern) = 1 otherwise. This sign

is the direction of deviation predicted by fourfold pattern. Therefore, the normalized deviation has

the interpretation as the strength of the fourfold pattern.
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Figure 3.3: Deviations from Expected Value-Maximizing Choices in Mirrors (x-axis) versus Lot-
teries (y-axis), by Subject

Figure 3.3 re-establishes Oprea’s findings on this correlation. First, the Pearson coefficient of

correlation is 0.50 for the absolute deviations, and 0.51 for the normalized deviations, showing a

strong correlation between lottery and mirror deviations.5 Second, in the right panel, most of the

scatters are in the first quadrant, showing deviations consistent with probability weighting in both

Lottery and Mirror treatments.

Since one main point of difference between Oprea and BSWW is the choice of summary statis-

tic, it is also worth it to go beyond the mean and closely examine the complete distribution of

responses. Figure 3.4 shows the cumulative distribution function of valuations. As documented

in Oprea’s reply to BSWW (Figure 2 in Oprea, 2025), we find that for both lottery and mirror,

the probability mass that is consistent with the FFP is much larger than that is inconsistent. For

example, facing both l0.1,x and m0.1,x with EV $2.5, many more people value it higher than $3

(consistent with FFP) than those who value it lower than $2 (inconsistent with FFP). Moreover, the

primary difference between lottery and mirror CDFs are around the expected values, but the CDFs

tend to be similar away from the expected values. We will return to this observation in Section 3.5.

5For comparison, in Oprea’s original data, this correlation is 0.68 for the absolute deviations and 0.62 for the
normalized deviations.
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Figure 3.4: CDF of Valuations

We also directly examine one of BSWW’s key claims that Oprea’s results are driven by an

unusually high fraction of subjects who respond mindlessly. One particularly strong indication of

mindless responding is the violation of first order stochastic dominance (FOSD): In other words,

some subjects do not give higher valuations to lotteries with higher probability to win. Table 3.3

compares the rate of FOSD violation in our main experiment with Oprea. Following BSWW, we

detect FOSD violation by running the regression

valuation = β0 + β1 × p,

for each subject, separately for lottery and mirror. If the responsiveness β1 is strictly smaller than

zero, we say this subject violates FOSD.

In the main experiment under prize $100, the average responsiveness is 0.502 for lottery and

0.552 for mirror. Table 3.3 shows the fraction of subjects who violates FOSD in the main exper-

iment and in Oprea. The main experiment does achieve much lower rate of FOSD violations due

to extensive training and subject screening. However, as we have established previously in this

Section, this decrease of FOSD violation does not translate into the invalidation of Oprea’s core

claim.
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Oprea (2024b)’s main experiment Main experiment, Prize $25

Lottery 19.57% 8.24%

Mirror 22.28% 7.16%

Table 3.3: Fraction of subjects who have responsiveness strictly smaller than 0

Notes: To better compare with this paper, only the lotteries with a positive prize (the “G” lotteries) are included in

Oprea (2024).

At this stage we have ruled out (b) the existence of a training stage and (c) comprehension

checks that route subjects away from the experiment as the driver of the difference between Oprea

and Wu’s results. In Section C.1 we show that neither (e) binary choices nor (a) a between-subject

design are responsible, the former using results of our Binary Choice experiment, the latter by

restricting analysis to the first block that each subject faced. In Section 3.5 we should that (f) —

symmetry of certain payments — plays a big role in the difference in results, while in section 3.6

we further examine the role of (b) the training regime and (d) simplified lotteries.

3.5 Choice Set Symmetry Reconciles Oprea and Wu

The key point of controversy between Oprea and Wu lies in whether mirrors exhibit the proba-

bility weighting patterns with strength broadly comparable to that in lotteries. As we hypothesize

in Section 3.2.1, trembling hand errors can lead to patterns akin to probability weighting when the

range of expressible choices is asymmetric around the expected value of the lottery. Since this

asymmetry is built into the MPL employed in Oprea (2024), but is absent in Wu’s list of binary

choices, it may reconcile the seemingly contradictory findings in Oprea and Wu.

To test this hypothesis in our main treatment, we compare the valuations estimated from the

standard MPL and the symmetrized MPL. We view the standard MPL as a list of binary choices

in this data analysis. For example, the MPL involving the lottery lp,25 can be decomposed into the

26 binary choices between lp,25 and $0, $1, . . . , $25. To symmetrize an MPL, we only consider

the four binary choices that are closest to the expected value. For example, for the lottery l90,25
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(EV=$22.5), we consider the four binary choices between the lottery and $21, $22, $23, $24, and

discard the binary choices between it and, for example, $15, to achieve symmetry. In other words,

we test our hypothesis using two nested data sets collected in a single experimental interface, where

the symmetrized MPL is simply a subset of the binary choices contained in the standard MPL.

Following Wu, we estimate the valuations by fitting logistic regressions on the binary choices

in the standard MPL or the symmetrized MPL. We first break down each complete or symmetrized

MPL to a list of binary choices. Then, for each lottery and each mirror, we estimate the following

model using the binary choices

P (the lottery/mirror is chosen over $x) = f(α + βx),

where f(·) is the standard logistic (sigmoid) function. The valuation x∗ of this lottery or mirror

is then defined implicitly by f(α̂ + β̂x∗) = 0.5. Note that although the standard MPL allows for

a tight interval identification of the valuation, we deviate from this standard approach, and use

the logistic regression approach to facilitate comparisons with the symmetrized MPL, where the

standard approach is no longer applicable.

For brevity, we only illustrate the results for prize $25 in this section. Figure 3.5 shows the

recovered valuation of each lottery and mirror, along with the bootstrap 95% confidence interval.

Under standard MPL, consistent with Figure 3.2, we replicate the classic probability weighting

patterns in both lottery and mirror using this logistic regression method. Moreover, the strength of

probability weighting is broadly comparable between lottery and mirror. The average normalized

deviation (defined in Equation (3.1)) across the five lotteries is $2.64, and across the five mirrors

is $2.05. In contrast, under symmetrized MPL, the probability weighting patterns become sig-

nificantly weaker than under standard MPL, with average normalized deviation $1.55 and $0.75,

for lotteries and mirrors respectively. This pattern validates our hypothesis over the relationship

between symmetry and probability weighting. In addition, in the symmetrized MPL, probability

weighting becomes visibly weaker in mirrors than in lotteries.
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Figure 3.5: Logistic regression-estimated valuations, standard MPL versus symmetrized MPL

Note: The confidence intervals are constructed by subject-level bootstrap with 1000 replications.

To explain how choice set symmetry affects the valuation estimates and the lottery-mirror dis-

crepancy, we look more closely at the distributions of choices subjects make. When we view the

MPL as a table of binary choices, Figure 3.6 shows the fraction of subjects that prefer the certain

payment, for each binary choice between a lottery/mirror and a certain payment. Each panel shows

for a fixed lottery/mirror, the share of subjects who prefer the certain payment in the y-axis as a

function of the certain payment in the x-axis. The expected value is marked with the red vertical

line. Two key observations arise. First, as pointed out by BSWW and Wu, the fraction of subjects

preferring the certain amount rises sharply in mirrors around their certain values, but more gradu-

ally in lotteries around their expected values. Second, however, the lottery and mirror choice shares

tend to converge when the certain amount is far away from the expected values. For example, when

choosing between lottery l10,25 and a certain payment of $20, 9.0% of the 144 subjects choose the

lottery over $20, while in the choice between mirror m10,25 and $20, a similar fraction of 9.7%

choose the mirror. In other words, a 9-10% of subjects state a preference for the lottery/mirror,

even when the the expected value of the lottery or the certain value of the mirror is much smaller

than the certain payment. We refer to these choices as the trembling hand errors.
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Figure 3.6: Choice shares in lottery and mirror in the MPL treatment, along with the logistic
regression fit using the standard MPL data

Each panel of Figure 3.6 also shows the logistic regression fit in dashed lines, using the standard

MPL data. These fits generally track the choice shares accurately in the regions far away from the

expected value, but fail to accurately characterize the sharp increase of choice shares around the

expected value. Since lottery and mirror choice shares converge in the regions away from the

expected value, this explains why the valuation estimates are similar across lottery and mirror

when using standard MPL data.

In contrast, Figure 3.7 shows the same series of choice shares and the logistic regression fit

using the symmetrized MPL data (the shadowed region). The results are the exact opposite of

Figure 3.6: the fits fail to accurately characterize the regions far away from the expected value by

predicting more extreme probabilities than the actual data. On the flip side, the fits mechanically

captures the sharp increase around the expected value. Since the region around the expected value

are where mirrors differ from lotteries the most, this explains why the valuation estimates become

quite different across lottery and mirror when using symmetrized MPL data.
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Figure 3.7: Choice shares in lottery and mirror in the MPL treatment, along with the logistic
regression fit using only the symmetrized MPL data

We also briefly discuss the data from our binary choice experiment, where asymmetric choice
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sets again lead to probability weighting patterns. We symmetrize the binary choice data set by

only keeping the four binary choices closest to the expected value. We focus on mirrors here since

lottery valuations cannot be precisely estimated with our sample size using logistic regression,

especially with the symmetrized data set.6 As can be seen in Figure 3.8, mirrors exhibit substantial

probability weighting patterns in the complete data set, with average normalized deviation $1.74.

However, the valuations become close to their actual values in the symmetric data set, with average

normalized deviation only $0.39.
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Figure 3.8: Logistic regression-estimated valuations, complete versus symmetrized choice set
Note: The confidence intervals are constructed by subject-level bootstrap with 1000 replications.

Choice set symmetry has strong impact on the valuation estimates due to the fact that the trem-

bling hand errors are not well accounted for in the econometric techniques that estimate valuations

from observed choices. Although we have focused on using logistic regressions to estimate the

valuations, we show in Section C.2 that symmetry has similar impacts on the valuations estimated

through other statistical methods, including structural estimations of cumulative prospect theory

models. More generally, trembling hand errors may not be the only errors that arise when subjects

6Our sample size is a bit smaller than Wu’s. After symmetrizing, we again lose half of our data. This turns out to
be important for lotteries, where genuine heterogeneity of preferences and additional complexity in valuing them add
other layers of uncertainty to the valuation estimates.
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make choices in experiments, and other forms of subject response errors may also affect the valu-

ation estimates. Since it is difficult to identify the specific functional forms of mistakes, this poses

a severe challenge for economists to identify people’s preferences from the observed choices. See

(Zhang, 2025b, Chapter 2 of this dissertation) for a thorough discussion using the same data set

and a proposed procedure to robustly identify valuations.

Our results also speak to the puzzling finding of Harbaugh, Krause and Vesterlund (2010),

who finds the probability weighting patterns to appear only in valuation tasks using the BDM

mechanism, but not in binary choice tasks. The BDM mechanism is inherently asymmetric, since

it usually restricts the possible valuation to be between the two possible payouts of the lottery.7 On

the other hand, since the only binary choices they elicit are between the lotteries and their expected

values, their binary choices data set is symmetric. As illustrated in this section, this variation in

symmetry between their two elicitation methods can explain why they find fourfold pattern only in

BDM but not in binary choices.

3.6 Wu’s Training Teaches More Than Lottery/Mirror Distinctions

Wu’s experimental design makes use of $100 prizes in both training and choice tasks. This may

act to reduce FFP in mirrors through two channels, beyond reducing subject confusion. First, it may

be that subjects find it easier to calculate the EV of gambles with a prize of $100. Second, Wu’s

training may have taught more than just the distinctions between lottery and mirror: it may also

have taught people how to calculate the value of a mirror. Specifically, under Wu’s experimental

design, both the lottery lp,100 and the mirror mp,100 are presented as 100p boxes each containing

$100 and 100(1 − p) boxes each containing $0. During the simulation in the training, the subject

may simply realize that no calculation is needed in order to see how much the mirror pays out,

since he can simply look at the number of boxes that contains $100 and realizes the certain payout

is equal to this number. By offering training in this fashion, Wu may be doing more than simply

7Even when the possible valuation are not restricted, people can still easily realize that the correct valuation has to
be between the two possible payouts, and are much less likely to make mistakes by submitting valuations outside of
this range.
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removing confusion about payoff rules.

We have two ways to test this theory. First, we compare the $25 and $100 prizes in the main

experiment. If there is something special about the $100 prize – either due to the fact that it is

inherently easier to calculate EVs for these prospects or due to the training – then we should expect

to see more FFP in the $25 prize treatment than the $100 prize. Figure 3.9 shows the average

relative deviation for both prizes in the main experiment, where relative deviation is defined as

deviation as a fraction of the prize. Looking at the mirrors (left panel) as we hypothesized, the

fourfold pattern is visibly weaker.8 On the other hand, for lotteries if anything there is more FFP

for the $100 that for the $25 prize.
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Figure 3.9: Mean Relative Deviations from Expected Value, under $100 training and for Both $25
and $100 Prizes

These results are supported by regression analysis. As we mention in the previous text, FFP is

closely related to the unresponsiveness of valuations with respect to changes in probabilities. To

examine the statistical significance of the difference in FFP between prizes $50 and $100, we run

the following regression separately for mirror and lottery valuations, and for each training regime:

relative valuation = β0 + β1 × 1[prize = 100] + β2 × p+ β3 × 1[prize = 100]× p, (3.2)

8Since we use the same 26-row MPL to elicit valuations under both prize, many alternative explanations – for
example the trembling hand errors we focused on in Section 3.5 – cannot be responsible for any difference in relative
valuations between prizes.
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where relative valuation is defined as valuation as a fraction of the prize. This regression measures

how responsive valuations are with respect to changes in probabilities, and how this responsiveness

changes with different prizes. As shown in table 3.4, the regression coefficient on the interaction

term for mirrors is positive at 0.097 (p = 0.025), showing that the responsiveness is significantly

higher under prize $100, and thus FFP is lower under prize $100.

training rule resp 25 resp 100 coef interaction p interaction

100 mirror 0.552 0.649 0.097 0.025

100 lottery 0.502 0.425 -0.077 0.123

50 mirror 0.778 0.751 -0.026 0.444

50 lottery 0.560 0.618 0.059 0.204

Table 3.4: Estimated Responsiveness of Valuations and Prizes under Different training Regimes.
Table reports the result from regression (2). Columns resp 25 and resp 100 report estimated respon-
siveness of valuations to prizes under the $25 and $100 prizes respectively, for the training regime
reported in column training. coef. interaction and p.interaction report the estimated difference in
slope between the two training regimes and the associate p values.

Next, we examine how the prize $100 increases responsiveness and weakens the FFP. We are

mainly interested in two types of valuation behaviors. First, the $100 prize increases the fraction of

subjects who value the mirror correctly by 24.8 percentage points (p < 0.001). Second, the $100

prize decreases the fraction of subjects who make trembling hand errors, defined conservatively

as those failing to make the payout-maximizing choice even when the payoff difference is greater

than 60% of the prize, by 4.1 percentage points (p = 0.002). This is consistent with the idea that

subjects find it easier to exactly identify the expected value under the $100 prize and training.

While our results indicate that there may be something special about the $100 prizes used in

Wu’s original design they do not tell us whether the difference is due to the fact that $100 prizes are

easier to deal with, or because of the match between the training regime and the questions being

asked. To differentiate between these explanations, we use the results of Experiment 2, where we

keep the prizes at $25 and $100, but change the amount used in training regime to $50. Under this
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new training regime, neither of the two prizes, $25 or $100, is an exact replication of the training

regime. In this environment the difference in strength of the FFP between the two treatments

disappears, as can be seen in Figure 3.10 and Table 3.4. The interaction terms in Equation (3.2) is

−0.026 (p = 0.44). If anything, the responsiveness becomes weaker under prize $100 than prize

$25. This suggests that the match between the training regime and actual prize does play a role.
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Figure 3.10: Mean Relative Deviations from Expected Value, under $50 training and for Both $25
and $100 Prizes

It is interesting to note that FFP is less marked for both the $25 and $100 prizes in the alternative

training experiment relative to the main experiment. It is tempting to conclude that the $50 training

is more effective than the $100 training in helping subjects to calculate expected values. However,

we emphasize that it is dangerous to compare between the two. First, the difficulty of passing the

comprehension test varies across the two experiments. When the training uses $100, it is easy

to recognize that, for mirrors, the certain pay is the same as the number of boxes with $100. In

contrast, when the training uses $50, the same strategy is not possible. Therefore, the subjects who

pass the comprehension check and finish the alternative training experiment may be those who

pay more attention or possess higher cognitive abilities than those who finish the main experiment.

Second, the alternative training experiment is conducted a few months after the main experiment.

Therefore, the subjects recruited in the alternative training experiment may not be fully comparable

to the one in the main experiment. As a result, we focus on comparisons between the two prizes
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within each treatment, but not between the two treatment but fixing a prize.

In summary, by comparing the degree of responsiveness between the two prizes separately for

the main treatment and the alternative training experiment, the results suggest that Wu’s training

directly teaches people how to calculate the value of a mirror in his original experiment.

3.7 Discussion and Conclusion

We take our results as, on the one hand, providing evidence that Oprea’s original results are not

driven by confusion, and on the other providing important evidence on the type of behavior that

leads to FFP in lotteries and mirrors.

Our first observation is that there we observe significant FFP for mirrors and lotteries — and

correlation between the behavior in the two domains — when we use Wu’s instructions, training

regime, comprehension questions, binary choices and a between subject design. Thus the differ-

ence between Wu and Opera’s results cannot be driven by any of these elements reducing confusion

- either by reducing εiconf or increasing the probability of I i in terms of our conceptual framework.

Instead we find that if we restrict ourselves to looking at symmetric choices round the EV of a

lottery/mirror, then there is a significant reduction in FFP behavior, particularly for mirrors. This is

because there is a significant ’trembling hand’ error component to both lottery and mirror choices,

which leads to FFP in the asymmetric, but not symmetric design. Our preferred interpretation is

that this represents a component that is common to εicalc and µi
calc. In principle we could assign this

behavior to the ‘confusion terms’ εiconf and µi
conf . However, this would imply that such confusion

remains an important driver of behavior even under the carefully curated experimental instructions

of Wu, which have successfully reduced one obvious measure of confusion (violations of stochas-

tic dominance). As such, we would argue that it is likely an important part of essentially any

experimental study into choice under risk, rather than an artifact of Oprea’s design.

Our results do uncover an important difference between mirror and lottery valuations: the latter

have additional variation around — and close to — the expected value. This could be due either to

subjects’ true utilities ui(lp,x), or lottery-specific errors µi
u. This variation leads to some FFP even
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in the symmetric choice set case.

Finally, we find evidence that the training regime of Wu can act to reduce calculation errors

locally, but not generally: the FFP for mirrors is weaker when the training regime and questions

use the same prizes than when they are different. If the training was reducing confusion — either

by reducing εiconf or increasing the probability of I i — then it should act to reduce FFP even

when training and experimental prizes are not matched. We interpret the training regime of Wu as

providing very specific information about how to calculate EV for a particular prize, but subjects

do not find this information generalizable. This is why it does not have the same effect for mirrors

with other prizes, or lotteries with the same prize.
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Appendix A: Appendices for Chapter 1

A.1 Additional Figures and Tables

lottery procedure group

mirror procedure group expected value linear box linear money nonlinear number

expected value 28.9% 0.2% 2.9% 2.5% 2.5%

linear box 0.7% 1.6% 0.5% 0.3% 1.0%

linear money 1.8% 0.5% 9.0% 0.8% 2.7%

nonlinear 2.2% 0.6% 1.4% 4.5% 0.8%

number 1.1% 0.9% 6.9% 0.9% 24.9%

P(same group|lottery group) 83.4% 42.6% 43.5% 50.0% 78.1%

Table A.1: Joint distribution of lottery procedure groups and mirror procedure groups, among
within-subject pairs. The final row is the probability that the lottery and mirror procedure groups
are the same, conditional on the lottery procedure group.
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Subject Type

Base Term Group expected value number linear money linear box nonlinear

expected value 88.0% 12.8% 16.3% 38.9% 23.8%

number 5.3% 79.9% 31.4% 6.7% 12.7%

linear money 11.7% 13.7% 54.6% 20.0% 25.4%

linear box 2.3% 5.7% 5.6% 61.1% 9.5%

nonlinear 7.2% 2.9% 3.9% 7.8% 63.5%

Table A.2: Fractions of mirror rounds where each base term group (the row) appear, conditional
on subject type (the column), which is constructed using calculations in lottery tasks
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Figure A.1: Histograms of individual responsiveness in mirror tasks in the Calc treatment
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Figure A.2: Histograms of individual responsiveness in mirror tasks in the NoCalc treatment
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Figure A.3: CDF of lottery valuations for three disjoint groups of rounds
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Figure A.4: CDF of mirror valuations in the Calc treatment, conditional on employing each group
of base terms.
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Figure A.5: Histograms of individual responsiveness in lottery tasks in the Calc treatment, exclud-
ing those subjects who give the same valuation in no fewer than 7 out of a total of 9 tasks, and
separately for each type of subjects.
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To examine the validity of Result 3 in the NoCalc treatment, for each round in the NoCalc treat-

ment, I match it with the round in the Calc treatment where the same subject faces the same lottery

task. I then reproduce Figure 1.4 using valuations from the NoCalc rounds and the calculator input

from their matched Calc rounds. The reproduced graph can be found in Figure A.6. The headline

observations from Result 3 still hold. NoCalc rounds where the subjects employ an EV term in

their matched Calc rounds generate responsive and concentrated lottery valuations, though they

are not quite to the same degree as their matched Calc rounds. Moreover, NoCalc rounds where

the subjects employ any non-EV term in their matched Calc rounds again generate unresponsive

and dispersed lottery valuations. Many of the idiosyncratic patterns conditional on groups are also

preserved. For example, conditional on the matched Calc round using a money base term, the

NoCalc valuations again have large point masses at $26 (the maximum absolute valuation).
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Figure A.6: Distributions of lottery valuations in the NoCalc treatment, grouped by the base terms
used by the same subjects in the corresponding Calc treatment rounds (see the text for details)
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A.2 Topic Modeling of Calculator Inputs

Latent Dirichlet Allocation (LDA) is an unsupervised machine learning technique designed to

discover hidden thematic structures in collections of documents (Blei, Ng and Jordan, 2003). In the

context of this paper, I apply LDA to uncover natural groupings in the calculator inputs provided

by subjects.

LDA operates on the intuition that documents (in this case, calculator inputs) can be represented

as mixtures of topics, where each topic is characterized by a distribution over words (in this case,

base terms). LDA simultaneously estimates both the topic composition of each document and

the word distribution of each topic. Formally, LDA models each topic k ∈ {1, 2, . . . , K} as a

multinomial distribution ϕk over the vocabulary of base terms. Each ϕk is a vector where the

component ϕk,v represents the probability of base term v appearing in topic k. These probabilities

satisfy
∑

v ϕk,v = 1 for all topics k. For each calculator input d, LDA also estimates a topic

mixture θd, where each component θd,k represents the proportion of terms in document d that are

drawn from topic k.

The key advantage of using LDA in this study is that it allows for the identification of the “se-

mantic” relationship between base terms without imposing a predetermined structure. Rather than

manually categorizing base terms, LDA provides an unsupervised, data-driven approach to uncov-

ering natural groupings based on how base terms co-occur within calculator inputs. This helps

validate the intuitive categorization of base terms into the five groups (Expected value, Number,

Linear money, Linear box, and Non-linear) used in the main analysis.

To implement the LDA model, I represented each calculator input in lottery tasks as a “doc-

ument” defined by its corresponding base term set.1 This approach treats the collection of base

terms associated with a calculator input as analogous to the words in a text document. For model

specification, I set the number of topics (a hyperparameter that needs to be manually set) K = 5 to

align with the five base term groups hypothesized in the main text. This parameter choice facilitates

1Therefore, each document is a vector that only contains elements 0 or 1, indicating the presence or absence of a
base term.
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direct comparison between the data-driven topics and the conceptually defined groups.

Figure A.7 presents the LDA-generated topics and the associated probabilities of base terms

appearing in each topic. The clustering of specific base terms within topics reflects their tendency

to co-occur in subjects’ calculations, providing a natural basis for grouping functionally similar

terms. The results strongly support the classification of base terms into the five groups used in the

main analysis. Topic 0 (34.1%) is dominated by terms involving the product of box quantities and

monetary amounts (b1 ×m1, b2 ×m2), clearly corresponding to the expected value group. Topic

1 (33.4%) is primarily characterized by the constant term C, validating the number group. Topic

2 (19.5%) shows high probabilities for the monetary terms m1 and m2, aligning with the linear

money group. Topic 3 (9.9%) features box quantities b1 and b2 as its most prominent terms, corre-

sponding to the linear box group. Finally, Topic 4 (3.1%) captures various non-linear combinations

of primitives (b2×m1, 1/b1, etc.) that do not fit into the other categories, supporting the non-linear

group. This unsupervised classification thus provides strong empirical validation for the five base

term groups employed throughout the paper.

It is worth noting that LDA estimation involves random initialization, which can affect the

resulting topic and word distributions. Different initializations may produce somewhat different

topic structures. However, in testing with multiple random initializations, I found that the vast

majority of estimation runs generated at least 3-4 topics that clearly corresponded to the base term

groups described above.
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Figure A.7: LDA-generated topics and the probabilities of base terms in each topic

The topic model results can also be leveraged to construct an alternative approach to subject

categorization. Rather than using modal base terms as described in Section 1.5.2, I aggregated

the topic distributions of all calculator inputs to the subject level by averaging the document-

topic mixtures (θd) across all documents (calculator inputs) produced by each subject in lottery

tasks. This produces a subject-level topic distribution. I then classified each subject according

to their dominant topic – the topic with the highest average probability. For example, subjects

whose calculator inputs showed the highest average probability for Topic 0 (expected value) were

classified as expected value type subjects. Remarkably, this LDA-based classification method

yielded 95.0% agreement with the modal base term approach used in the main text. This high

level of consistency between two methodologically distinct approaches to subject categorization

provides strong evidence for the robustness of the subject type classifications and further validates

the analysis of type-specific behaviors presented in the paper.
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A.3 Example Calculator Inputs

Below, I show randomly drawn example calculator inputs corresponding to the top 15 most

frequent base term sets in lottery rounds. For each base term set, I give two examples, first a

lottery round and then a mirror round. These top 15 base term sets collectively account for 90.5%

of lottery rounds and 88.1% of mirror rounds.

Please note that, the experimental program elicits the willingness to pay for the lottery/mirror

in gain tasks. However, the program instead elicits willingness to prevent (the maximum amount

willing to forgo to prevent the lottery/mirror from happening) in loss tasks. In these tasks, the

certainty equivalent is the negative of the willingness to prevent. As a result, the last row of the

Result column represents the valuation in gains tasks, but the negative of the valuation in loss tasks.

See Section A.7 for the complete instructions.

• Base term set: {C}, frequency in lottery: 28.82%, frequency in mirror: 30.58%

– Subject ID: 5iu9eyzk

– Task: L25 lottery

Line Numerical Expression Result

1 24 24

– Subject ID: 6n65prfw

– Task: L92 mirror

Line Numerical Expression Result

1 7× 3 21

• Base term set: {b1 ×m1}, frequency in lottery: 27.39%, frequency in mirror: 29.92%

– Subject ID: 88171s3p

129



– Task: L8 lottery

Line Numerical Expression Result

1 8/100× 26 2.08

– Subject ID: 7vzs5is7

– Task: L25 mirror

Line Numerical Expression Result

1 26× 25 650

2 650/100 6.5

• Base term set: {m1}, frequency in lottery: 13.20%, frequency in mirror: 10.29%

– Subject ID: hgqqa7bl

– Task: L75 lottery

Line Numerical Expression Result

1 26 26

– Subject ID: id6e5867

– Task: L92 mirror

Line Numerical Expression Result

1 26× 1 26

• Base term set: {b1 ×m1, b2 ×m2}, frequency in lottery: 4.95%, frequency in mirror: 5.50%

– Subject ID: cef3c6ir
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– Task: L25 lottery

Line Numerical Expression Result

1 25× 26 + 75× 0/100 650

2 650/100 6.5

– Subject ID: cef3c6ir

– Task: G92 mirror

Line Numerical Expression Result

1 92× 26 + 8× 0 2392

2 2392/100 23.92

• Base term set: {C, b1 ×m1}, frequency in lottery: 3.03%, frequency in mirror: 2.31%

– Subject ID: qqoqux4t

– Task: G25 lottery

Line Numerical Expression Result

1 26× .25 6.5

2 13 13

– Subject ID: sysy515p

– Task: G25 mirror

Line Numerical Expression Result

1 25× 26 650

2 Ans1/100 6.5

3 Ans2− 3 3.5

131



Please note that the calculator has an Ans button, which is a shortcut to use the result

from the previous calculation. Numbers after ‘Ans’ are labels indicating which earlier

line is being reused. For example, Ans1 refers to the result of Line 1, and similarly for

others.

• Base term set: {C,m1}, frequency in lottery: 2.75%, frequency in mirror: 1.60%

– Subject ID: wshvt3vq

– Task: G75 lottery

Line Numerical Expression Result

1 26/2 + 1 14

– Subject ID: 668q3qjp

– Task: G25 mirror

Line Numerical Expression Result

1 26/2 13

2 Ans1− 8 5

• Base term set: {m2}, frequency in lottery: 1.98%, frequency in mirror: 1.21%

– Subject ID: lhxiwlwe

– Task: L8 lottery

Line Numerical Expression Result

1 2× 0 0

– Subject ID: l5hdvvcc
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– Task: L8 mirror

Line Numerical Expression Result

1 0 0

• Base term set: {b1}, frequency in lottery: 1.38%, frequency in mirror: 1.82%

– Subject ID: 9ny75gkz

– Task: G25 lottery

Line Numerical Expression Result

1 30× 0.25 7.5

– Subject ID: y1vfs7ou

– Task: G25 mirror

Line Numerical Expression Result

1 30× .25 7.5

• Base term set: {m1,m2}, frequency in lottery: 1.32%, frequency in mirror: 1.32%

– Subject ID: 7k9gkzry

– Task: L25 lottery

Line Numerical Expression Result

1 0. 0

2 26.00 26

– Subject ID: pgwtf1kz
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– Task: G75 mirror

Line Numerical Expression Result

1 26 + 0 26

• Base term set: {b1, b1 ×m1, b2, b2 ×m2}, frequency in lottery: 1.27%, frequency in mirror:

0.00%

– Subject ID: si04ncfg

– Task: L25 lottery

Line Numerical Expression Result

1 25/100 0.25

2 75/100 0.75

3 0.25× (26) + 0.75× 0 6.5

– This base term set does not appear in any mirror task

• Base term set: {b1, b1 ×m1}, frequency in lottery: 1.16%, frequency in mirror: 0.94%

– Subject ID: 7bfat155

– Task: G25 lottery

Line Numerical Expression Result

1 25/100 0.25

2 0.25× 26 6.5

– Subject ID: n4kcm1vv

– Task: G75 mirror
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Line Numerical Expression Result

1 75× 261 19575

2 75× 26 1950

3 1950/100 19.5

• Base term set: {b2 ×m1}, frequency in lottery: 0.88%, frequency in mirror: 0.44%

– Subject ID: 98qa7bdb

– Task: G92 lottery

Line Numerical Expression Result

1 .08× 26 2.08

– Subject ID: ze63xdkx

– Task: L75 mirror

Line Numerical Expression Result

1 26× 0.25 6.5

• Base term set: {C,m2}, frequency in lottery: 0.83%, frequency in mirror: 0.33%

– Subject ID: 00f2schi

– Task: G25 lottery

Line Numerical Expression Result

1 5 + 0 5

– Subject ID: ehfz4yq0

– Task: L92 mirror
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Line Numerical Expression Result

1 0 + 6 6

• Base term set: {b1, b2}, frequency in lottery: 0.77%, frequency in mirror: 0.94%

– Subject ID: dwiup06z

– Task: G25 lottery

Line Numerical Expression Result

1 75 + 25 100

2 100/2 50

3 50/4 12.5

– Subject ID: dwiup06z

– Task: L8 mirror

Line Numerical Expression Result

1 92 + 8 100

2 100/2 50

3 50/4 12.5

• Base term set: {b2}, frequency in lottery: 0.77%, frequency in mirror: 0.88%

– Subject ID: i1uphqli

– Task: L25 lottery

Line Numerical Expression Result

1 75/100 0.75

2 0.75× 30 22.5
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– Subject ID: i1uphqli

– Task: G25 mirror

Line Numerical Expression Result

1 75/100 0.75

2 0.75× 30 22.5

137



A.4 Robustness of the Results to Understandings of Instructions

A.4.1 Replication with Instructions from Wu (2025) and Healy (2020)

I conducted the main experiment with a set of instructions that followed heavily from Oprea’s

(2024b), whose validity is currently under debate. In particular, Banki et al. (2025) and Wu (2025)

argue that Oprea’s (2024b) instructions may be overly complex for the subjects to understand,

which may have led to (1) subjects submitting unresponsive valuations due to not understanding

the instructions; and (2) subjects mistaking mirror tasks for the more familiar lottery tasks.

In this appendix, I report results from a replication study using an entirely new set of instruc-

tions following Wu (2025), who criticized Oprea’s (2024b) instructions and developed new in-

structions and comprehension checks to ensure subjects’ understanding of the concepts of lotteries

and mirrors. Since Wu’s (2025) instructions pertain to binary choice tasks involving lotteries and

mirrors, while my main experiment relies on the Becker-DeGroot-Marschak (BDM) mechanism,

I develop instructions for the BDM mechanism following Healy (2020) and with only minimal

changes. Healy’s (2020) instructions have been widely adopted by experimental economists to

explain the BDM mechanism to lab subjects.2 My final instructions in this replication are a combi-

nation of Wu (2025) and Healy (2020), with the former providing explanations for the two different

task types, and the comprehension checks to ensure subjects’ understanding of the two task types,

and the latter providing explanations for the BDM mechanism.

The replication was conducted on Prolific in July 2025. A total of 49 subjects completed the

replication. Each subject was paid a participation fee of $7 for completing the experiment. With a

20% chance, a subject was also paid the outcome of a randomly chosen task. The median subject

spent around 50 minutes on the experiment, and the average total earning from the experiment was

$11.23. The instructions for the replication can be found in Section A.8.

Figure A.8 replicates Figure 1.3. Out of the four observations in Section 1.3, two still hold

in the replication: (1) unresponsiveness to changes in probabilities in lottery tasks; and (2) the

2For example, Enke and Graeber (2023) and Martínez-Marquina and Shi (2024).
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calculator increasing the responsiveness. However, two of the observations are weakened. First,

as Wu (2025) points out, the responsiveness is now higher in mirrors compared to lotteries after

comprehensive subject training and screening, but in the meantime, the responsiveness in mirror

tasks is still far from the complete responsiveness benchmark (1). Second, gain and loss tasks are

no longer symmetric, and gain tasks are significantly more responsive than loss tasks.
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Figure A.8: Average valuation of each lottery and their deterministic mirror in the replication

Figure A.9 replicates Figure 1.4. The two salient observations in the main text regarding the

discriminability and the dispersion of valuations conditional on employing a group of base terms

still hold.
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Figure A.9: Distributions of lottery valuations in the Calc treatment of the replication, conditional
on employing each group of base terms.

Figure A.10 replicates Figure 1.5. The fraction of EV-types in the replication is higher than

that in the full sample. The EV-type subjects are still close to complete responsiveness, but not as

responsive as in the main experiment (average responsiveness = 0.78). The non-EV-type subjects

(average responsiveness = -0.02) exhibit even more extreme unresponsiveness than in the main

experiment (0.25). The unresponsiveness is so extreme that the non-EV-types violate monotonicity

on average. The bimodal distribution of responsiveness is still present.

Figure A.11 replicates Figure 1.6. Again, the EV-types (average responsiveness = 0.48) are

more responsive than the non-EV-types (0.07) in the NoCalc treatment. A comparison between

treatments reveals that the EV-types again show significantly higher responsiveness in the Calc

treatment (Figure A.10 and Figure A.11).
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Figure A.10: Histograms of individual responsiveness in lottery tasks in the Calc treatment
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Figure A.11: Histograms of individual responsiveness in lottery tasks in the NoCalc treatment
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A.4.2 Restricting the Sample as Proposed by Banki et al. (2025)

This appendix replicates the main results using only the 49 subjects who answer all four batches

of comprehension questions correctly at their first trial. This sample selection is proposed by Banki

et al. (2025) to address the potential confusion arising from Oprea’s (2024b), and by extension, my

experimental instructions. These subjects who correctly answer the comprehension questions are

argued by Banki et al. (2025) to have better understanding of the experimental instructions. No-

tably, 12.2% of the subjects in this subset exhibit responsiveness smaller than 0 in the Calc treat-

ment, which is more comparable to the figures reported by most papers in the previous literature,

especially those conducted in physical labs or using students subjects (see Footnote 15).

Figure A.12 replicates Figure 1.3. The four observations in Section 1.3 still hold in this sub-

sample of subjects.
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Figure A.12: Average valuation of each lottery and their deterministic mirror, only including the
49 subjects who answer all four batches of comprehension questions correctly at their first trial.

Figure A.13 replicates Figure 1.4. The two salient observations in the main text regarding the
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discriminability and the dispersion of valuations conditional on employing a group of base terms

still hold.
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Figure A.13: Distributions of lottery valuations in the Calc treatment, conditional on employing
each group of base terms, only including the 49 subjects who answer all four batches of compre-
hension questions correctly at their first trial.

Figure A.14 replicates Figure 1.5. The fraction of EV-types in the restricted sample is higher

than that in the full sample. The EV-type subjects are still close to complete responsiveness (aver-

age responsiveness = 0.86). However, the non-EV-type subjects (average responsiveness = 0.33)

are more responsive than in the full sample (0.25). Specifically, there are fewer non-EV-type sub-

jects who exhibit extreme unresponsiveness in their lottery valuations. As a result, the bimodal

distribution of responsiveness in the full sample has been replaced by the unimodal distribution in

the restricted sample.

Figure A.15 replicates Figure 1.6. Again, the EV-types are more responsive than the non-EV-

types as a whole in the NoCalc treatment, though the difference is a little bit smaller than when

using the full sample, and the non-linear-types are a bit more responsive than the EV-types in

the NoCalc treatment. A comparison between treatments reveals that the EV-types again show

significantly higher responsiveness in the Calc treatment (Figure A.14 and Figure A.15).
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Figure A.14: Histograms of individual responsiveness in lottery tasks in the Calc treatment, only
including the 49 subjects who answer all four batches of comprehension questions correctly at their
first trial.
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Figure A.15: Histograms of individual responsiveness in lottery tasks in the NoCalc treatment,
only including the 49 subjects who answer all four batches of comprehension questions correctly
at their first trial.

Does the weakening of the bimodality of responsiveness distribution invalidate the results in

Section 1.6.1, where I show that a substantial fraction of the aggregate unresponsiveness can be

traced to the very responsive and the extremely unresponsive subjects, whose unresponsiveness in
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the NoCalc treatment is unlikely to be solely driven by risk preference? I replicate the exercise

decomposing the aggregate unresponsiveness to the contributions of each subset of subjects in

Section 1.6.1, and find that very responsive subjects (r > 0.9 in the Calc treatment, 40.8% of no-

error subjects) contribute 25.0% of the aggregate unresponsiveness in the NoCalc treatment, the

extremely unresponsive (r < 0 in the Calc treatment, 12.2% of no-error subjects) contribute 27.0%,

and the rest (47.0% of no-error subjects) contribute 48.0%. The numbers are broadly comparable

to those in Section 1.6.1. If anything, the contribution of the subjects outside of the two modes is

lower than that in the full sample, since the moderately responsive subjects (defined as r ∈ [0, 0.9])

conditional on making no errors in the comprehension checks are on average more responsive than

the moderately responsive subjects in the full sample.
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A.5 Reconciliation and Survey

A.5.1 Reconciliation

After the Calc treatment, all subjects enter the reconciliation stage, whose design follows

Nielsen and Rehbeck (2022). Specifically, the subject is presented with a subset of all inconsis-

tent valuations they submitted, and is given a chance to revise either of the choices to make them

consistent, or leave the choices as they are. Inconsistent valuations are when a subject submits

different valuations for the same task in the NoCalc and Calc treatment. For example, a subject

may submit a valuation of $10 for the task (G25, Lottery) in the NoCalc treatment, but instead $6.5

for the same task (G25, Lottery) in the Calc treatment.

In the reconciliation stage, a subject is presented with the task to which they submit inconsistent

valuations, the valuations they submit in both treatments, and the calculator input recorded in the

Calc treatment. I explain to the subject that their valuations are inconsistent for this task, and the

subject is then given a chance to reconcile their inconsistent valuations by choosing among three

options: (1) Selecting the Calc valuation (changing their valuation in the NoCalc treatment to that

in the Calc treatment); (2) Selecting the NoCalc valuation (changing their valuation in the Calc

treatment to that in the NoCalc treatment); (3) Keep the valuations inconsistent as they are. The

subject is not allowed to change both the valuations in NoCalc and Calc. The order of the three

options is randomized between-subject, but fixed within-subject. The instructions and the subject

interface can be found in Section A.7.3

The reconciliation stage is incentivized – if the task is randomly chosen to determine the sub-

ject’s payment, the outcome of the BDM mechanism will depend on the valuation after reconcili-

ation.
3Each subject faces at most four reconciliation tasks. If a subject submits three or more inconsistent valuations in

lottery tasks, they will reconcile three randomly chosen inconsistent lottery valuations. Otherwise, they will reconcile
all their inconsistent lottery valuations. The rest of the reconciliation tasks involve inconsistent mirror valuations.

146



type Calc NoCalc Keep Inconsistent

expected value 55% 17% 28%

number 38% 29% 33%

linear money 44% 20% 35%

linear box 27% 30% 43%

non-linear 57% 19% 24%

Table A.3: Percentages of inconsistent valuations revised and direction of reconciliation for lottery
tasks

Table A.3 shows the choices of whether to reconcile and the direction of reconciliation, by

subject type (defined in Section 1.5.2) and only for lottery tasks. The EV-type subjects select their

Calc valuations in 55% of reconciliation tasks, while they only select their NoCalc valuations in

17% of tasks. I interpret this pattern as showing the responsive and near risk-neutral valuations

submitted by the EV-type subjects in the Calc treatment better reflect their genuine risk attitudes

than the moderately unresponsive and prospect theoretic valuations they submit in the NoCalc

treatment. Figure A.16 further corroborates this interpretation by showing the CDF of the selected

and unselected valuations by lottery task for the EV-type subjects, conditional on a reconciliation

(i.e., not keeping valuations inconsistent as they are). The selected valuations have larger mass

around the expected values than the unselected valuations.

As for the non-EV types, the number-type subjects show a much smaller gap between the two

different directions of reconciliation. This should be expected since many number-type subjects

do not perform any calculation in the Calc treatment and directly submit a number, which makes

Calc similar to NoCalc. The linear money and non-linear types select their Calc valuations much

more often than their NoCalc valuations, while the linear box type select their Calc and NoCalc

valuations at similar frequencies.
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Figure A.16: CDF of selected and unselected valuations for EV-type subjects. The expected value
of each lottery is marked with the red vertical line.

A.5.2 Survey

After the main tasks and the reconciliation stage, I included two additional questions testing

subjects’ basic understanding of lotteries. No calculator is provided for either question. In the

first question (referred to as EV), I show subjects 100 boxes, 30 of which contain $20, and the

remaining $0. The question asks subjects for the average amount of money in these 100 boxes.

With elementary knowledge of arithmetic and some attentiveness, a subject can easily tell that

the answer should be $6 without the need to incur much implementation costs. The EV question

is unincentivized. The second question (referred to as FOSD) is a choice task where the subject

needs to choose among four mirrors. The mirrors are designed such that one of them apparently

dominates the other three by having both (weakly) higher positive money amounts, and more boxes

containing a positive amount of money. For a subject who understands the basics of the payment

rule, the choice should be obvious after comparing the primitives of the sets of boxes and without
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the need to perform any calculations. The FOSD question is incentivized, and the mirror a subject

chooses will be paid out with certainty. The specific questions can be found in Section A.7.

type %EV %FOSD

expected value 96.1% 93.5%

linear box 60.0% 90.0%

linear money 58.8% 88.2%

nonlinear 42.9% 100.0%

number 71.6% 81.1%

Table A.4: Fraction of subjects who correctly answer each question

Table A.4 shows the fraction of subjects who correctly answer each question, by subject type.

The vast majority of EV-type subjects correctly answer the EV question, while many non-EV-type

subjects make mistakes. Table A.5 shows the average responsiveness for subjects who answer

the EV question correctly and incorrectly, respectively, conditional on type. Generally speaking,

responsiveness is higher in subjects who correctly answer the EV question even conditional on

type, except for the nonlinear types and the EV types. In the meantime, for most non-EV types

(except for linear box), the responsiveness is still quite low even conditional on correctly answering

the EV question.

type %(ev=6) resp|ev=6 resp|ev ̸= 6

expected value 0.96 0.85 0.86

number 0.72 0.30 0.13

linear money 0.59 0.28 0.08

linear box 0.60 0.84 0.24

nonlinear 0.43 -0.20 0.04

Table A.5: Average responsiveness in lottery tasks in the Calc treatment, conditional on type and
their correctness in the EV question
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From Table A.4, it is also clear that the vast majority of subjects answer the FOSD question

correctly, although the FOSD question is incentivized and thus cannot be directly compared with

the unincentivized EV question.
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A.6 Mathematical Expressions and Algorithms

This section first introduces a tree structure of mathematical expressions. Then, it explains the

algorithm with which I recover the symbolic expressions, and the algorithm constructing the base

terms. I implement the tree structure and the algorithm using the open-source package sympy in

Python.

A.6.1 Mathematical Expressions as Trees

A mathematical expression can be represented as an expression tree. The tree has a few fea-

tures:

• Leaf nodes represent operands (numbers or symbols).

• Non-leaf nodes represent operators (such as +, ×, or Power).

• Each non-leaf node generates a subtree, representing a sub-expression.

• Both + and × are defined as n-ary operators (as opposed to binary operators), meaning they

can take any finite number of arguments.

• The operators − and / are represented in the tree using +, ×, and Power. For example, a− b

is represented as a+ (−1× b), and a/b is represented as a× Power(b,−1).

• The parent-child structure of the tree represents the order of operators. A parent operator is

evaluated later than its children.

As an example, Figure A.17 shows the tree representation of the expression 5×4+3−1. This

representation preserves the order of operations because + is a parent node of the ×. For more

information, I refer the Reader to the sympy documentation.
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Figure A.17: The expression tree representing 5× 4 + 3− 1

For my purpose, one of the most important features of sympy’s implementation of this expres-

sion tree is that any subtree with root operator + or × will automatically “flatten” itself to the

shallowest subtree possible. For example, an alternative (and illegal) expression tree representing

the expression 5× 4 + 3− 1 is shown in Figure A.18. Since the operator + is allowed to be n-ary

(as opposed to binary), the right subtree will be automatically flattened to form the shallower tree

in Figure A.17. For more information, see here for + and here for ×.
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Figure A.18: An unflattened expression tree representing 5× 4 + 3− 1

A.6.2 Recovering Symbolic Expressions

I denote each calculator input as its sequence of calculator lines L = (ln)n, where ln represents

the numerical expression (represented as an expression tree) in line n ∈ {1, . . . , n̄}. I also use rn

to denote the numerical result from evaluating the numerical expression ln. Let P = {(xn, vn)}n

denote the set of task primitives that the algorithm matches against, where xn represents a symbol

or a symbolic sub-expression, and vn represents its corresponding numerical value.
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When implementing the algorithm, the following symbolic primitives are being matched:

{b1, b2,m1,m2, b1/100, b2/100,m1/100, b1 ×m1, b1 ×m1/100}.

The set of primitives is expanded beyond {b1, b2,m1,m2} to include common calculation shortcuts

that subjects may use. For example, in G75, the primitive set includes (b1/100, 0.75) to capture the

possibility that a subject divides the number of boxes by 100 implicitly in their mind before they

use the result of this mental calculation directly in the calculator.

Having defined the necessary notations, I now describe the matching algorithm that recovers

the symbolic expression from numerical expressions. Starting with the first line l1, the algorithm

iterates through all its leaf nodes (the numbers in the expression). If a number in a leaf node

matches some vn, the node’s content is replaced with the corresponding symbolic sub-expression

xn. Any leaf node with a number that does not match any primitive remains as the same node. In

this way, the algorithm constructs the symbolic expression for the first line, s1.

Since the calculations made in a line n > 1 may build upon previous results, the algorithm

must iteratively incorporate these intermediate calculations. Therefore, for each subsequent line

n > 1, the algorithm expands its matching set to Mn = (∪i<n(si, ri)) ∪ P , which includes both

the original primitives and all previous line results. Specifically, ∪i<n(si, ri) contains the pairs of

symbolic expressions and their computed results from all previous lines i < n. When processing

line n, for any leaf node with a number that matches a previous result ri, its content is replaced

with the corresponding symbolic expression si. In the meantime, matches with primitive values vk

continue to be replaced with xk. This process yields the symbolic expression sn for each line n.

Through this iterative construction, the algorithm generates a sequence of symbolic expressions

S = (sn)n from the numerical expressions L.
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A.6.3 Terms and Base Terms

For any symbolic expression l, if its root node is the operator +, its terms are all the second-

level subtrees (whose roots are the immediate child nodes of the root node) of the symbolic ex-

pression. Otherwise, the symbolic expression has only one term: the symbolic expression itself.

I implement the algorithm recovering terms via the function as_ordered_terms (see here) in

sympy.

Then, for each term t, I first find all its factors. If the root node of a term is ×, the factors

are all the second-level subtrees. Otherwise, the only factor of this term is the term itself. See

the documentation of as_ordered_factors for more information. Finally, I drop all factors

that are a single number (as opposed to symbols, or sub-expressions) from the term to generate

its corresponding base term. If all factors are number factors (for example: (1) 4; (2) 4 × 2, as

opposed to symbols or sub-expressions, the base term is defined as C.

The concept of terms, and by extension base terms, runs into an indeterminacy problem with

syntactically different but mathematically equivalent expressions – for example, the mathemati-

cally equivalent expressions b1 ×m1/100 + b2 ×m2/100 and (b1 ×m1 + b2 ×m2)/100 lead to

different terms and in turn base terms. To address this problem, I first expand all the products in all

expressions by applying the distributive law of multiplication (a× (b+ c) = a× b+ a× c), wher-

ever applicable. This way, I transform the original symbolic expression into its distributed form

expression. Using distributed form expressions solves the aforementioned indeterminacy problem

and generates the same set of base terms ({b1 × m1, b2 × m2}) for b1 × m1/100 + b2 × m2/100

and (b1 ×m1 + b2 ×m2)/100. The use of distributed form expression ensures that all base terms

have roots (the upper-level operand) other than the operator +. For example, (b1+b2) is not a valid

term in the context of this paper.

154

https://docs.sympy.org/latest/modules/core.html#sympy.core.expr.Expr.as_ordered_terms
https://docs.sympy.org/latest/modules/core.html#sympy.core.expr.Expr.as_ordered_factors


A.7 Experimental Instructions of the Main Experiment
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If the next tasks are lottery tasks, the following instructions appear.

Instead, if the next tasks are mirror tasks, the following instructions appear.
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Four comprehension questions are asked on the same page as the instructions over the pay-

off rules of lotteries. The subject needs to simultaneously answer all four questions correctly to

proceed. The answers to the first three questions differ across lottery and mirror.
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After introducing the payout rules of lottery (or mirror), instructions for the BDM mechanism

is shown. First, all subjects are shown the instructions for the gain tasks, eliciting the willingness

to pay.
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Then, all subjects are shown the instructions for the loss tasks, eliciting the willingness to

prevent (negative of the valuation).

There is a typo in the instructions above. The statement at the end of the third paragraph: “If

your maximum amount is less than the random price, the computer will open the boxes on your

screen and you will simply earn your initial amount (and you will not pay the random price).” The

statement should be “you will earn your initial amount net of the decrease of earnings from the

boxes.”
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The last part of instructions before the main tasks.

Experimental interface in the NoCalc treatment:
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After completing the first block of 9 tasks with the first payment rule, the subjects are notified

with a change of payment rule.
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The same set of 4 comprehension questions are asked again.
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After the NoCalc treatment, the subjects enter the Calc treatment and are shown the next in-

structions.
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Experimental interface in the Calc treatment, before the subject performs any calculation:

Experimental interface in the Calc treatment, after the subject performs some calculations and

clicked Fill:
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The interface in the reconciliation tasks (data analyzed in Section A.5) is shown below. On the

left hand side of the interface, the subjects are shown their valuations in the NoCalc treatment. On

the right hand side, the subjects are shown their valuations in the Calc treatment, along with their

calculations performed that lead up to the valuations.
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The order of the three options is randomized across subjects, but fixed for the same subjects

across reconciliation tasks.
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After the reconciliation task, the subject is asked to perform a choice task between four mirrors

(data analyzed in Section A.5).

Finally, the subject is asked a simple question testing their understanding of the concept of

averages (data analyzed in Section A.5). The question is unincentivized, and the page title “Incen-

tivized Survey” is a typo.
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A.8 Experimental Instructions for the Replication Adopting Instructions from Wu (2025)

The instructions differ from those in Section A.7 in four aspects: (1) How the lotteries and

mirrors are described; (2) How to ensure subjects’ comprehension of the different payment rules

in lotteries and mirrors; (3) How to screen out subjects when they fail comprehension checks; and

(4) How the BDM mechanism is described to subjects.

At the beginning, the subjects are introduced with the first payment rule. Depending on the

payment rule, one of the two screenshots below will be shown.

If the first payment rule is lottery:
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Instead, if the first payment rule is mirror:
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The subjects are then shown 10 randomly simulated outcomes from the current payment rule,

using 3 example sets of boxes which all involve an non-zero outcome of $100. One example set of

boxes are shown in the screenshot, under the lottery payment rule.
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Next, the subjects go through the comprehension check. A total of 5 questions are asked, and

if the subject answers 2 or more incorrectly, they will be screened out of the experiment. The

questions differ in the set of boxes shown, which all involve an non-zero outcome of $100.

The correct answer of the question above is 50 for mirror payment rule, and 0 and 100 for

lottery payment rule.
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Next, the subject gets into the descriptions of the BDM mechanism, adopted from Healy (2020)

with minimal changes.

The subjects are also shown the instructions of the BDM mechanism for tasks involving losses.
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Then the subjects enter the NoCalc treatment with the interface below.
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After completing the first block of 9 tasks with the first payment rule, the subjects are notified

with a change of payment rule.

Then, the subjects again go through the 3 simulated outcomes and the 5 comprehension ques-

tions. Again, if the subjects answer 4 or fewer comprehension questions correctly, they will be

screened out of the experiment and will be paid $2.50 for their time.

If they pass the second set of comprehension questions, they will enter the second block of the

NoCalc treatment.
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After finishing the NoCalc treatment, the subjects enter the Calc treatment and are shown the

calculator instructions shown in Section A.7.

Then, the subjects will again be notified the change of payment rule that goes back to their

first block in the NoCalc treatment. The 3 simulated outcomes are shown again, but there is no

comprehension questions and subject screening in the Calc treatment, due to the fact that subjects

have already passed two comprehension checks in the NoCalc treatment.

The remaining instructions are exactly the same as Section A.7, except for the correction of the

typo in the last screenshot of Section A.7.
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Appendix B: Appendices for Chapter 2

B.1 Experimental Instructions
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3 simulations are provided
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5 comprehension questions are asked
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181
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The main choice task interface
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After 5 tasks, the subjects enter the second payment rule and are shown information about the

second payment rule like below

The simulation and comprehension checks will appear again, but this time for the new payment

rule.
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Appendix C: Appendices for Chapter 3

C.1 Oprea’s Results Survive Alternative Experimental Designs

Figure C.1 shows the mean deviation from expected values for lotteries involving $25 prize,

restricting the sample to the first payment rule of each subject. This restricted data set effectively

comes from a between-subject treatment design. The graph is virtually the same as Figure 3.2.
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Figure C.1: Mean Deviations from Expected Value in Lotteries (Solid Gray Dots) and Mirrors
(Hollow Dots), restricting to the first payment rule of each subject

Figure C.2 shows the mean deviation from expected values for lotteries involving $25 prize,

estimated from the binary choice experiment. We can only estimate an interval of valuation from

the binary choice experiment, and the specific procedure through which we generate these esti-

mates will be explained at the end of this section. From Figure C.2, it is clear that Oprea’s headline

findings still hold – mirror also exhibits probability weighting patterns despite the fact that it does

not entail risk. In the binary choice treatment, we do find that the probability weighting patterns in
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mirrors become somewhat weaker than in lotteries.
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Figure C.2: Upper and Lower Bounds of the Mean Deviations from Expected Value in Lotteries
and Mirrors in the Binary Choice Experiment

Below we detail how we construct the estimates for mean valuation from the binary choice

data. Readers are free to skip these paragraphs.

For each lottery L$x
p or mirror M$x

p , subjects choose between the lottery/mirror and a sure

payment drawn from a fixed grid M = {m1 < · · · < mk} ⊂ [0, x], listed in Table 3.1. Let qp(mj)

denote the fraction of subjects who choose the sure payment mj over the lottery/mirror. If subjects

have a well-defined valuation v and choose rationally, and if we have a large enough sample size,

then qp(mj) estimates the CDF of valuations at mj: the fraction of subjects with v ≤ mj . A CDF

must be non-decreasing, yet in finite samples qp may fail to be monotone due to sampling noise.

We cannot simply read off probability masses via first differences of qp because negative masses

would result.

To resolve this, we construct two monotone functions that bracket qp from above and below, and

use them to bound the mean valuation. The key insight is that a CDF that lies higher corresponds

to a stochastically smaller distribution: more probability mass is placed on low values. A higher

CDF therefore implies a lower mean. With this in mind, we define:

q
p
(mj) := max

i≤j
qp(mi), q̄p(mj) := min

i≥j
qp(mi).
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q
p

is the smallest non-decreasing function weakly above qp (a forward running-maximum), and q̄p

is the largest non-decreasing function weakly below qp (a backward running-minimum). Because

q
p
≥ qp ≥ q̄p, the distribution induced by q

p
is smaller than the true one in the sense of first

order stochastic dominance, and the distribution induced by q̄p is stochastically larger. This is why

we call them the lower and upper bound CDFs, respectively, even though q
p

is the larger of the

two functions: “lower” and “upper” refer to the implied mean valuation, not to the value of the

function.

From each corrected CDF we recover the probability mass on each interval [mj−1,mj) (with

m0 := 0, mk+1 := x) by taking first differences, appending a tail mass for the interval [mk, x]. We

then estimate the mean valuation by assigning every subject in an interval a single representative

value:

E[v] :=
k+1∑
j=1

mj−1

[
q
p
(mj)− q

p
(mj−1)

]
,

E[v] :=
k+1∑
j=1

mj

[
q̄p(mj)− q̄p(mj−1)

]
,

where q
p
(m0) = q̄p(m0) := 0 and q

p
(mk+1) = q̄p(mk+1) := 1. For the lower bound E[v], subjects

in each interval are assigned the left endpoint mj−1; combined with the fact that q
p

already places

more mass on low-value intervals, this produces a conservative lower estimate of the mean. For

the upper bound E[v], subjects are assigned the right endpoint mj; combined with q̄p placing more

mass on high-value intervals, this produces a conservative upper estimate. The interval [E[v], E[v]]

is our identified set for the population mean valuation.

C.2 The Effects of Symmetry on CPT-Estimated Valuations

The analysis in Section 3.5 uses logistic regression to estimate valuations. Here we show

that the same conclusion holds under a structural estimation of a Cumulative Prospect Theory

(CPT) model, confirming that the result is not an artifact of the logistic regression approach. We
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estimate the CPT model for both lottery and mirror. We do not interpret our estimates as a literal

combination of a utility function and a probability weighting function, but a unified approach to

construct valuations from both the standard and symmetrized MPL data.

CPT model. We model the probability that a subject chooses the lottery lp,x over a certain pay-

ment $m using a CPT utility function with a probit stochastic choice rule:

P (choose lp,x or mp,x over $m) = Φ

(
U − u(m)

σ

)
, (C.1)

where Φ is the standard normal CDF and σ > 0 governs choice noise. The utility of the lot-

tery/mirror is

U = π(p) · u(x), π(p) =
pγ

[pγ + (1− p)γ]1/γ
, u(x) = xα

and the utility of the certain payment is u(m) = mα. The parameter α captures the curvature of the

value function, and γ captures the curvature of the probability weighting function. When γ < 1,

the weighting function has an inverse-S shape, generating the fourfold pattern (CE > EV for small

p, CE < EV for large p). When γ = 1, probability weighting is linear and the model reduces to

expected utility. The valuation implied by the estimated parameters is

ĈE = [π(p) · xα]1/α .

As in Section 3.5, we first break down an MPL into binary choice, and then estimate the CPT

model using the binary choices. We estimate (α, γ, σ) by maximum likelihood.

Results. We apply this model to our MPL data with prize $25, separately for the standard (asym-

metric) MPL and the symmetrized MPL defined in Section 3.5. Figure C.3 plots the CPT-estimated

deviations of the certainty equivalent from the expected value.
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Figure C.3: CPT-estimated valuations, standard MPL versus symmetrized MPL

Note: Valuations are certainty equivalents implied by CPT parameters estimated separately for each condition. The

confidence intervals are constructed by subject-level bootstrap with 1000 replications. (Section 3.5).

The qualitative pattern replicates the logistic regression findings. Under the standard MPL, the

estimated γ is well below one for both lotteries (γ̂ = 0.63) and mirrors (γ̂ = 0.72), and the average

normalized deviations are mostly comparable in magnitude ($2.65 and $1.74, respectively). After

symmetrization, the mirror γ rises substantially to 0.89, and its average normalized deviation falls

to $0.55, while the lottery γ increases only modestly to 0.76 with average normalized deviation

$1.43. Thus, the CPT estimates confirm that choice set asymmetry can lead to fourfold patterns in

mirrors in this setting, and that symmetrization disproportionately attenuates this pattern in mirrors

relative to lotteries.
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