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Abstract

Scheduling and Routing under Uncertainty with Predictions

Hao-Ting Wei

Uncertainty surrounds us daily, indicating the need for effective decision-making strategies.

In recent years, the large amount of available data has accelerated the development of novel

methods for decision-making and optimization. This thesis studies this inquiry, centering on a

framework that employs predictions to enhance decision-making in various optimization

problems.

We investigate scheduling and routing problems, which are fundamental in the �eld of

sequential decision-making and optimization, within the framework of algorithms with

predictions. Our goal is to improve performance by integrating predictions of unknown input

parameters. The central question is: “Can we design algorithms that use predictions to enhance

performance when the prediction is accurate while still maintaining worst-case guarantees, even

when the predictions are inaccurate?”

Through theoretical and experimental analyses, we demonstrate that by incorporating

appropriate predictions of unknown input parameters, we design algorithms to outperform

existing results when predictions are accurate while maintaining worst-case guarantees even when

the predictions are signi�cantly erroneous.



Table of Contents

Acknowledgments. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .ix

Dedication. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

Chapter 1: Scheduling with Speed Predictions. . . . . . . . . . . . . . . . . . . . . . . . 9

1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.1.1 Our results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

1.1.2 Technical overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.2 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

1.3 Consistent Algorithms are not Robust . . . . . . . . . . . . . . . . . . . . . . . . 17

1.4 The Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

1.4.1 Description of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 18

1.4.2 Analysis of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

1.5 Improved Trade-offs for Special Cases . . . . . . . . . . . . . . . . . . . . . . . . 23

1.5.1 Improved trade-off by IPR for special job processing times . . . . . . . . . 24

1.5.2 New algorithm and lower bounds for thef 0,1g-speed case . . . . . . . . . 26

1.6 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

1.6.1 Experiment settings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

i



1.6.2 Experiment results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

Chapter 2: Energy-Ef�cient Scheduling with Predictions. . . . . . . . . . . . . . . . . . . 35

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2.1.1 Our results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.1.2 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

2.2 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

2.3 The Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.3.1 Description of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.3.2 Analysis of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

2.3.3 Results for well-studied GES problems . . . . . . . . . . . . . . . . . . . 47

2.3.4 Discussion on the competitive ratio . . . . . . . . . . . . . . . . . . . . . . 48

2.4 The Extension to Small Deviations . . . . . . . . . . . . . . . . . . . . . . . . . . 48

2.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

2.5.1 Experimental setting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

2.5.2 Experiment results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

Chapter 3: Learning-augmented Packet Scheduling with Deadlines. . . . . . . . . . . . . 52

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

3.1.1 Our results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.1.2 Technical overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.1.3 Related works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

3.2 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.3 Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

ii



3.3.1 Warm up: A simple consistent, smooth, non-robust algorithm . . . . . . . . 60

3.3.2 Description of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.3.3 Analysis of the algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.4 Lower bound . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

3.5.1 Experimental settings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

3.5.2 Experimental results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

3.6 Summary and open problems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

Chapter 4: Online TSP and Online Dial-a-ride with Predictions. . . . . . . . . . . . . . . 72

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.2 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.2.1 Problem Setting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.2.2 Prediction Models and Error Measure . . . . . . . . . . . . . . . . . . . . 79

4.3 Predict a Sequence of Requests . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.3.1 The LAR-TRUST Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.3.2 The LAR-SEQUENCEAlgorithm . . . . . . . . . . . . . . . . . . . . . . 84

4.3.3 The Sequence Prediction with an Arbitrary Size . . . . . . . . . . . . . . . 85

4.3.4 The LAR-ARBITRARYSIZE Algorithm . . . . . . . . . . . . . . . . . . . 87

4.4 Predict the Last Arrival Time . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.4.1 The REDESIGNAlgorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.4.2 The LAR-LAST Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.5 The Online Dial-a-Ride Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

iii



4.5.1 The OLDARP with Unlimited Capacity . . . . . . . . . . . . . . . . . . . 98

4.5.2 The OLDARP with Limited Capacity . . . . . . . . . . . . . . . . . . . . 102

4.6 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.6.1 Experiment Settings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.6.2 Experiment results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

References. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .107

Appendix A: Appendix for Chapter 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . .117

A.1 Additional Discussion of the Model . . . . . . . . . . . . . . . . . . . . . . . . . 117

A.1.1 Learning the speeds of the machines . . . . . . . . . . . . . . . . . . . . . 117

A.1.2 Choice of the prediction error . . . . . . . . . . . . . . . . . . . . . . . . . 117

A.2 Missing Analysis from Section 1.3 . . . . . . . . . . . . . . . . . . . . . . . . . . 118

A.3 Missing Analysis from Section 1.4.2 . . . . . . . . . . . . . . . . . . . . . . . . . 122

A.4 Additional Details of the Experiment Setups . . . . . . . . . . . . . . . . . . . . . 135

A.4.1 Data generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

A.4.2 Computing a solution to the makespan minimization problem . . . . . . . . 136

A.5 Additional Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

A.5.1 The parameterU . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

Appendix B: Appendix for Chapter 2. . . . . . . . . . . . . . . . . . . . . . . . . . . . .138

B.1 Consistent algorithms are not robust . . . . . . . . . . . . . . . . . . . . . . . . . 138

B.1.1 Warm-up: no1-consistent algorithm is robust . . . . . . . . . . . . . . . . 138

B.1.2 Consistency-robustness trade-off . . . . . . . . . . . . . . . . . . . . . . . 139

iv



B.2 Missing analysis from Section 2.3 . . . . . . . . . . . . . . . . . . . . . . . . . . 147

B.3 The Extension with Job Shifts (Full version) . . . . . . . . . . . . . . . . . . . . . 152

B.4 Missing analysis from Appendix B.3 . . . . . . . . . . . . . . . . . . . . . . . . . 158

B.5 Additional Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

B.6 Comparison with [4, 38] . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

B.6.1 Discussion about the prediction and error model in comparison to [4, 38] . 166

B.6.2 Comparison with the theoretical guarantees in [4] . . . . . . . . . . . . . . 169

B.6.3 Comparison with the algorithm (LAS) in [4] . . . . . . . . . . . . . . . . . 169

Appendix C: Appendix for Chapter 3. . . . . . . . . . . . . . . . . . . . . . . . . . . . .172

C.1 Missing proofs in section 3.3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

Appendix D: Appendix for Chapter 4. . . . . . . . . . . . . . . . . . . . . . . . . . . . .176

D.1 Parameters' Learnability of the OLSTP . . . . . . . . . . . . . . . . . . . . . . . . 176

D.2 Properties of Online Routing Problems . . . . . . . . . . . . . . . . . . . . . . . . 176

D.3 Additional Details of the Experiment . . . . . . . . . . . . . . . . . . . . . . . . 177

v



List of Figures

1 Flowchart depicting the high-level idea of algorithms with predictions. . . . . . . . 2

1.1 Illustration of one iteration of the IPR algorithm on an example with< = 3 bags
and machines and= = 5 jobs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

1.2 The approximation ratio achieved by our algorithm, IPR, and the two benchmarks
as a function of the standard deviation of the prediction errorf err for different
job processing time and true speed distributions (row 1) and as a function of the
number of jobs=, the number of machines< , the standard deviationf ? of the
job processing time distribution, and the standard deviationf B of the true speed
distribution (row 2). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.1 The competitive ratio achieved by our algorithm, TPE-S, and the benchmark al-
gorithm, as a function of the error parameterf (from left-most to the second from
the right), and the competitive ratio of TPE-S for a larger range off , as a function
of f (right-most). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

2.2 The competitive ratio achieved by our algorithm, TPE-S, and the benchmark algo-
rithm, as a function of the shift tolerance parameter[ shift (left) and as a function of
the con�dence parameter_ (right). . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.1 Illustration of one iteration of the local test (Lines 4-7) of the LAP algorithm. The
�rst two rows with a gray background represent the job in the predicted sched-
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Ŝ¹J º ¹Cº (green) or ONLINEALG¹J n Pº ¹Cº (orange). In this example, we assume
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Introduction

Uncertainty exists in our daily lives, and people need to �nd a solution to deal with the

resulting challenges. In many real-world scenarios, parts of the input are not known in advance

and are realized over time. For instance, in ride-sharing platforms such as Lyft and Uber, drivers

are dispatched once the platform receives a request from a rider; obviously, these requests arrive

over time and cannot be known in advance. Another example is task scheduling in data centers;

each data center may need to process many tasks daily, and it is usually dif�cult to obtain the

exact input for these tasks beforehand. To address uncertainty, different optimization approaches

have been developed for decades, such as online algorithms and robust algorithms. Most analyses

focus on the worst-case scenario; that is, the algorithms need to handle all possible scenarios. On

the other hand, recently, several powerful machine learning techniques have been developed to

utilize historical data to make predictions, achieving signi�cant improvements in many �elds.

These achievements include more accurate forecasting of future events in �nance and healthcare,

enhancing decision-making processes in smart manufacturing, and better predicting climate

impact. However, one of the shortcomings is that such approaches may not hold for some extreme

cases. For instance, rare or unprecedented events, such as economic crises, natural disasters, or

sudden market shifts, can present challenges that these models are not equipped to handle, leading

to potential negative outcomes and the need for further re�nement.

In this thesis, we study different optimization problems centered on the framework of

algorithms with predictions, which aims to bridge the gap between traditional online algorithms

and machine learning predictions from historical data. Therefore, the main question that we
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Figure 1: Flowchart depicting the high-level idea of algorithms with predictions.

would like to investigate in the thesis is as follows: “Can we design an algorithm that incorporates

predictions to achieve better results when the predictions are accurate but also obtain worst-case

guarantees even when the predictions are way off?”

In the rest of this section, we �rst introduce the framework ofalgorithms with predictionsthat

was mentioned earlier. Then, we outline our key contributions for each chapter.

Algorithms with Predictions. In recent years, different machine learning tools and algorithms

have been used to help people make better guesses about the future. In this model, our goal is to

use given predictions about future events or their features and then combine those predictions

with new or existing algorithms to better handle uncertainty. This idea is shown in the chart from

Fig. 1.

For example, when scheduling tasks in a data center, we can often obtain predictions about

future tasks through historical data or patterns. However, these predictions will not always be

perfect. Therefore, we expect that our new algorithm will perform almost as effectively as if we

had complete information in advance when our predictions are accurate, a measure we refer to as

the ”consistency” of the algorithm. Simultaneously, we aim for our proposed algorithm to

maintain worst-case guarantees even when predictions are signi�cantly inaccurate, a

characteristic that we refer to as the ”robustness” of the algorithm.

The line of online algorithms with predictions was initiated by two papers: one by Lykouris

and Vassilvitskii [1], who studied the online caching problem in the presence of predictions.

The online caching problem is as follows: Consider a cache that maintains a �xed number of

2



distinct pages from a universe of pages. The input to the problem is an ordered sequence of pages.

Upon the arrival of a page, the algorithm incurs a cost if that page is not in the cache, and no cost

otherwise. The algorithm then has to �nd a page inside the cache to be replaced by the newly

arrived page. The objective is to minimize the total number of replacements for any input

sequence. In the model incorporating predictions, upon the arrival of each page request, it is

assumed that the online algorithm is also provided with a prediction of when the request will

occur again in the future. The competitiveness of the algorithm is quanti�ed in terms of the� 1

distance between prediction and realization.

Almost simultaneously, Kumar et al. [2] studied the ski rental problem with predictions. The

ski rental problem is a classic problem in the �eld of online algorithms and decision-making

under uncertainty. In this problem, the skier must decide whether to rent skis each day or to

purchase them. The objective is to develop a strategy that minimizes the total cost without

knowing in advance how long the skier will continue to ski. In the model incorporating

predictions, the predicted number of ski days is provided at the beginning of the problem. The

algorithm sets two thresholds based on the relationship between the predicted ski days and the

actual ski days and makes the purchase at the start of the day when the threshold is met. They

quanti�ed the competitive ratio of their algorithm in terms of the� 1 distance between predicted

ski days and actual ski days.

Many scheduling and routing problems have been studied in this framework. In the following

paragraphs, we introduce some previous works related to the chapters of this thesis.

Lattanzi et al. [3] studied the online makespan minimization problem with restricted

assignments with predictions. In this problem, each job has an integer processing time, arrives in

an online fashion, and is restricted to being assigned to a subset of machines. The objective is to

assign each job to one of the feasible machines to minimize the makespan. This paper predicts the

weights of each machine, corresponding to the fractional assignment for each job. The paper

shows that based on these weights, one can recover a near-optimal fractional solution with an

approximation guarantee that scales logarithmically with the error. The error in this context is

3



de�ned as the maximum ratio of predicted weight to actual weight across all machines.

Bamas et al. [4] studied the problem of energy minimization via the speed scaling problem

with predictions. In this problem, there is one machine that can adjust its running speed

dynamically. Each job arrives in an online fashion with an integer processing time and an integer

deadline. The energy consumption is proportional to the running speed raised to the power ofU,

whereU is a prede�ned input parameter, typically ranging from 2 to 3. The objective is to set the

running speeds of the machine to process all jobs by their deadlines while minimizing total

energy consumption. In this paper, the prediction is the total number of jobs at each discretized

time point. The author proposed an algorithm that utilizes both the existing algorithm without

prediction and the solution from the predictions. They also quanti�ed the competitiveness of the

proposed algorithm in terms of the sum of the differences for all time points between the

prediction and the realization.

Bernardini et al. [5] studied both the online Steiner tree and the online Traveling Salesman

Problem (TSP). In this paper, the authors propose a novel universal error measure using a

minimum-cost hyperedge cover to mitigate the negative impact of the difference between the

number of predicted arrivals and actual arrivals. For instance, in the online routing problem, the

absence of a predicted request may cause the decision-maker to make the wrong decision, such as

waiting for a predicted request that never appears. This could cause a signi�cant negative impact

when trying to incorporate predictions. In this study, the authors proposed an algorithm that

incorporates predicted requests by delaying the start of following the optimal predicted schedule

using a con�dence factor_ 2 ¹0–1º. This paper demonstrated that robustness can be maintained

by leveraging an existing competitive online algorithm in a black-box manner. Moreover, the

proposed algorithm is also error-dependency with respect to the cover error that we mentioned

earlier.

In addition to the studies we have introduced in the previous paragraph, many online

optimization problems have been studied in this framework such as paging [1, 2, 6, 7], set

cover [8], routing [5], resource allocation [9], secretary problem [10, 11], knapsack [12, 13, 14],
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prophet [15], dynamic acknowledgement [16], matching [10, 17, 18], online convex

optimization [19, 20], markov decision process [21], facility location [22], queueing [23, 24, 25,

26], graph problems [27, 28, 29, 5, 30, 31], mechanism design [32, 33, 34], data structure [35, 36,

37, 31] and scheduling [38, 4, 3, 39, 40]. See the survey website [41] for more information.

Finally, we formally introduce key measures in the �eld ofalgorithms with predictions, which

are used throughout this thesis. Consider a minimization problem. LetĴ andJ denote the

predicted and realized inputs, respectively. De�neopt¹Jº as the optimal value ofJ and

alg¹Ĵ –Jº as the value returned by the algorithmA with predictionĴ . We say that algorithmA

is U-consistent ifalg¹J –Jº• opt¹J º � U, andV-robust ifmax¹Ĵ –Jº alg¹Ĵ –Jº• opt¹J º � V. Let

[ be the error measure of the prediction̂J we say algorithmA is smooth if the value of

alg¹Ĵ –Jº• opt¹J º smoothly degrades fromUto Vas the prediction error[ grows. We would like

to mention that in different chapters, we may use different notations for each speci�c problem.

Outline and contributions. The rest of this thesis is divided into four chapters. In each chapter,

we examine an optimization problem by incorporating predictions of uncertainty. Next, we

provide an overview of our contributions to each chapter.

In Chapter 1, we study a problem motivated by the operations of large data centers. In such

environments, systems such as MapReduce often require tasks to be partitioned into different

“groups” before distributing them between various machines or devices for further processing. The

primary challenge lies in ef�ciently partitioning tasks into different unsplittable “groups” while ac-

commodating various potential machine speeds. The objective is to minimize the makespan, which

is the maximum completion time of all machines. Stein and Zhong [42] �rst studied this problem

under the setting of binary speed; that is, each machine is either available or unavailable, and each

available machine has the same running speed. This paper de�nes the ratio between the makespan

achieved by the proposed algorithm and the optimal makespan (assuming the number of available

machines is known in advance) as therobust ratio. Eberle et al. [43] extended the model to gen-

eral speeds. Both studies present upper- and lower-bound results for the robust ratio. However, it
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would be natural to predict machine speeds by accessing historical data. Therefore, in this study,

our central question is as follows: “If we have a prediction of unknown speeds, can we utilize such

a prediction to design an algorithm that achieves better performance when the prediction is accu-

rate while still maintaining bounded guarantees even when the prediction is arbitrarily wrong?”

We answer this question by proposing an algorithm that achieves¹1 ¸ Uº consistency and2 ¸ 2•U

robustness. Additionally, we demonstrate a necessary trade-off between consistency and robust-

ness. Finally, we experimentally analyze our proposed algorithm by comparing it with different

benchmarks, showcasing superior performance when errors are small and satisfactory performance

even when errors are large.

In Chapter 2, we explore another problem driven by the need to ef�ciently manage power

usage in modern computer systems and large data centers. We address a generalized speed scaling

problem where a single machine must schedule a sequence of jobsJ arriving in an online manner

where each job consists of a release timeA9, a processing time?9. The decision-maker determines

the running speeds( = f BC¹ 9ºg for each job9at each timeC, with the total running speed at time

Cgiven byB¹Cº =
Í

9BC¹ 9º. Energy consumption� ¹( º is proportional to the running speed raised

to the power ofU, whereU is a prede�ned parameter typically ranging from 2 to 3. Additionally,

we incorporate a quality cost function� ¹(–Jº for schedule( over jobsJ , which can be applied

to different settings like deadline adherence of jobs or �ow minimization. Our goal is to minimize

the total energy consumption� ¹( º along with the quality cost function� ¹(–Jº .

We consider the predictions as follows: at timeC= 0, a setĴ containing=̂ predicted jobs

¹ 9–̂A9–?̂9º is given before the algorithm execution begins. This chapter introduces a general frame-

work with mild assumptions on the quality cost function� ¹(–Jº by leveraging of�ine and online

algorithms corresponding to quality cost function� ¹(–Jº .

Our �rst main result is that for any instance of the problem with a speci�c quality function

� ¹(–Jº , where there exists a constant competitive algorithm and an optimal of�ine algorithm,

there exists an algorithm incorporating predictions that achieves1 ¸ n consistency and$ ¹1º ro-

bustness for any constantn 2 ¹0–1¼. This means we achieve a near-optimal consistency while
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maintaining constant robustness for these problems. Additionally, we demonstrate a necessary

trade-off between consistency and robustness for the setting where� ¹(–Jº = min
Í

92J 29, where

29 is the completion of job9. For any_ ¡ 0, there is no algorithm that is1 ¸ _-consistent and also

>¹
p

1 ¸ 1•_º-robust.

The second main result is that our algorithm achieves a competitive ratio that smoothly inter-

polates from the1 ¸ n consistency to the constant robustness as a function of the prediction error

[ . To de�ne the prediction error, we denote byJ ¸ = J \ Ĵ the jobs that are correctly predicted.

We de�ne the prediction error[ = 1
OPT¹Ĵ º

maxf [ 1– [2g–where[ 1 = OPT¹J n J ¸ º is the optimal

cost of scheduling the jobs that arrived but were not predicted to arrive and[ 2 = OPT¹J ¸ n Jº is

the optimal cost of scheduling the predicted to arrive but did not arrive.

Moreover, we improve our results to satisfy jobs that are approximately predicted correctly

by generalizing our algorithm and the previous result to allow the correctly predicted jobsJ ¸

to include jobs that are approximately predicted correctly, where the tolerable approximation is

parameterized by a parameter chosen by the algorithm designer.

In Chapter 3, we delve into a problem prompted by the quality of service (QoS) switches preva-

lent in modern network systems. With the increasing usage of networks and various applications

such as video or audio processing, prioritizing critical traf�c over non-critical traf�c and ef�ciently

managing traf�c �ow has become paramount. This necessitates adept buffer management to avert

the loss of crucial traf�c while minimizing the impact on noncritical traf�c.

We explore the problem of online packet scheduling with deadlines, wherein a single machine

schedules a set of jobsJ arriving in an online fashion. In our problem setting, each job9 2 J

has a unit processing time and carries both a speci�c deadline39 and a weightF 9. The algorithm

decides which job should be processed at each time point to maximize the total weight of processed

jobs.

Our study focuses on predicting the entire input sequence, providing a predicted schedule at

each time step. We start by comparing the best overall solution with the best local solution to

show that accurate predictions result in the best outcome when following the predicted schedule.
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However, predictions might be inaccurate; to overcome this challenge, our proposed algorithm sets

a threshold to switch between the predicted schedule and the current-best online algorithm. Our

main result is to propose an algorithm that achieves 1-consistent and$ ¹1º-robust. Additionally,

we extend our result to a competitive ratio that smoothly interpolates from the1 consistency to the

constant robustness as a function of the prediction error[ . In our analysis, we demonstrate that any

loss resulting from incorrect decisions can be limited by performing a local test. In Chapter 4, we

study the online Traveling Salesman Problem (TSP) and the online Dial-and-Ride problem. With

the pandemic reshaping work and lifestyle, hybrid work setups have become widespread globally.

Consequently, online delivery platforms like DoorDash and Uber Eats have seen a surge in usage,

making better routing strategies a crucial concern for these companies.

We �rst investigate the classic online Traveling Salesman Problem (TSP), a key challenge in

routing problems. In this setup, a server starts from the origin, serving requests as they arrive.

Each request has an arrival time and position, requiring the server to plan the best route to serve all

requests and return to the origin, minimizing the total distance traveled.

To understand how prediction can be useful, we look at two models: one that considers the

whole sequence of requests and another that focuses only on the arrival time of the last request.

Our main �ndings are as follows: for the �rst model, which predicts the entire sequence of requests,

we designed an algorithm that is 1-consistent and 3-robust. For the second model, which predicts

only the arrival time of the last request, we created an algorithm that is 1-consistent and 4-robust.

Additionally, we provide the necessary trade-offs between consistency and robustness for both

models.

Furthermore, we extended it to the online Dial-and-Ride problem, a natural extension of the

online TSP where each request includes pick-up and drop-off locations. We addressed both unca-

pacitated and capacitated versions of the problem, allowing us to explore the details of optimizing

dynamic routing in situations with different passenger capacities.
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Chapter 1: Scheduling with Speed Predictions

In this chapter, we study thescheduling with speed predictionsproblem. This chapter is based

on the article [44] written in collaboration with Eric Balkanski, Tingting Ou and Clifford Stein.

This article is published at The International Workshop on Approximation and Online Algorithms

(WAOA '23).

1.1 Introduction

In many optimization problems, the decision maker faces crucial information limitations due

to the input not being completely known in advance. A natural goal in such settings is to �nd

solutions that have a good worst-case performance over all potential input instances. However,

even though worst-case analysis provides a useful measure for the robustness of an algorithm, it is

also known to be a measure that often leads to needlessly pessimistic results.

A recent, yet extensive, line of work onalgorithms with predictionsmodels the partial informa-

tion that is often available to the decision maker and overcomes worst-case bounds by leveraging

machine-learned predictions about the inputs (see [45] for a survey of the early work in this area).

In this line of work, the algorithm is given some type of prediction about the input, but the predic-

tions are not necessarily accurate. The goal is to design algorithms that achieve stronger bounds

when the provided predictions are accurate, which are calledconsistencybounds, but also main-

tain worst-caserobustnessbounds that hold even when the predictions are inaccurate. Optimization

problems that have been studied under this framework include online paging [1], scheduling [2],

secretary [46], covering [8], matching [18, 47, 17], knapsack [12], facility location [22], Nash

social welfare [48], and graph [27] problems. Most of the work on scheduling in this model has

considered predictions about the processing times of the jobs [2, 45, 3, 4, 49, 50, 51].
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There is a large body of work considering uncertainty in the input to scheduling problems, in-

cluding whole �elds like stochastic scheduling. Most of it studies uncertainty in the jobs. A recent

line of work considers scheduling problems where there is uncertainty surrounding the available

machines (e.g. [52, 53, 42, 43]). In particular, we emphasizescheduling with an unknown number

of parallel machines, introduced in [42] where, given a set of jobs, there is a �rstpartitioningstage

where they must be partitioned intobagswithout knowing the number of machines available and

then, in a secondschedulingstage, the algorithm learns the number of machines and the bags must

be scheduled on the machines without being split up. This problem was generalized tospeed-

robust scheduling[43] where there are< machines, but speeds of the machines are unknown in

the partitioning stage and are revealed in the scheduling stage1. We will use the speed robust

scheduling model in the rest of this paper, as it captures applications where partial packing deci-

sions have to be made with only partial information about the machines. As discussed in [42], such

applications include MapReduce computations in shared data centers where data is partitioned into

groups by a mapping function that is designed without full information about the machines that

will be available in the data center, or in a warehouse where items are grouped into boxes without

full information about the trucks that will be available to ship the items.

In this paper, we introduce and study the problem of scheduling with machine-learned pre-

dictions about the speeds of the machines. In the two applications mentioned above, MapReduce

computations and package shipping, it is natural to have some relevant historical data about the

computing resources or the trucks that will be available, which can be used to obtain machine-

learned predictions about these quantities. In thescheduling with speed predictionsproblem, we

are given jobs and predictions about the speeds of the< machines. In the �rst,partitioning stage,

jobs are partitioned into< bags, using only the predictions about the speeds of the machines. Then,

in the second,scheduling stage, the true speeds of the machines are revealed, and the bags must be

scheduled on the machines without being split up. The goal is to use the predictions to design algo-

rithms that achieve improved guarantees for speed-robust scheduling. The fundamental question

1This problem strictly generalizes the �rst problem by setting speed to1 for actual machines, and speed to0 for
the other (non)machines.
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we ask is:

Can speed predictions be used to obtain both improved guarantees when the predictions are

accurate and bounded guarantees when the prediction errors are arbitrarily large?

We focus on the classical makespan (completion time of the last completed job) minimization

objective. Two main evaluation metrics for our problem, or for any algorithms with predictions

problem, are robustness and consistency. The consistency of an algorithm is the approximation

ratio it achieves when the speed predictions are equal to the true speeds of the machines, and its

robustness is its worst-case approximation ratio over all possible machine speeds, i.e., when the

predictions are arbitrarily wrong. The main focus of this paper is on general job processing times

and machine speeds, but we also consider multiple special cases.

Without predictions, [43] achieves a¹2 � 1•< º-approximation. Thus, if we do not trust the

predictions, we can ignore them and use this algorithm to achieve a2� 1•< consistent and2� 1•<

robust algorithm. On the other hand, if we fully trust the predictions, we can pretend that the

predictions are correct and use a polynomial time approximation scheme (PTAS) for makespan

minimization on related machines to obtain a1 ¸ n consistent algorithm, for any constantn ¡ 0.

However, as we show in Section 1.3, this approach would have unbounded robustness. Thus, the

main challenge is to develop an algorithm that leverages predictions to improve over the best known

2 � 1•< approximation when the predictions are accurate, while maintaining bounded robustness

guarantees even when the predictions are arbitrarily wrong.

1.1.1 Our results

Our main result is a deterministic algorithm for minimizing makespan in the scheduling with

speed predictions (SSP) model that is1 ¸ U consistent and2 ¸ 2•U robust, for anyU 2 ¹0–1º

(theorem 1.4.5). When the predictions are accurate, the1 ¸ U consistency outperforms the best-

known approximation for speed-robust scheduling without predictions of2 � 1•< [43], while

maintaining a2 ¸ 2•U robustness guarantee that holds even when the predictions are arbitrarily
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Job sizes Speeds Upper bound Lower bound
General General 2 ¸ 2•U (theorem 1.4.6) 1 ¸ ¹ 1 � Uº•2U� $ ¹1•< º (theorem 1.3.2)

Equal-size General 2 ¸ 1•U (theorem 1.5.1) 1 ¸ ¹ 1 � Uº•2U� $ ¹1•< º (theorem 1.3.2)
In�nitesimal General 1 ¸ 1•U (theorem 1.5.5) 1 ¸ ¹ 1 � Uº2•4U� $ ¹1•< º (theorem 1.3.2)

General f 0,1g 2 (theorem 1.5.11) ¹4 � 2Uº•3 (theorem 1.5.13)

Table 1.1: Robustness of deterministic1¸ Uconsistent algorithms, whereU 2 ¹0–1º except for the
¹4 � 2Uº•3 lower bound, for whichU 2 ¹0–1•2º•
wrong. To obtain a polynomial time algorithm, the consistency and robustness both increase by a

1 ¸ n factor, for any constantn 2 ¹0–1º, due to the PTAS for makespan minimization on related

machines that we use as a subroutine [54].

We extend this result to obtain an approximation ratio that interpolates between1 ¸ U and

2 ¸ 2•U as a function of the prediction error. More precisely, for anyU 2 ¹0–1º, our algorithm

achieves an approximation ofminf [ 2¹1 ¸ Uº–¹2 ¸ 2•Uºg (Theorem 1.4.6), where the prediction

error [ := max82»< ¼
maxf B̂8–B8g
minf B̂8–B8g

is the maximum ratio between the predicted speedB̂8 and the true

speedB8of the< machines. The following hardness result motivates this choice for the prediction

error: for anyU 2 ¹0–1º, any deterministic1 ¸ U consistent algorithm has robustness at least

1 ¸ 1� U
2U � $ ¹ 1

< º, even when a single machine speed is incorrectly predicted (theorem 1.3.2). Thus,

a single incorrectly predicted machine speed can cause a strong lower bound on the approximation

ratio. We also note that the maximum ratio over all the predictions is a common de�nition for

the prediction error in scheduling with predictions (see, e.g., [3, 55]). Additionally, we obtain the

following results (summarized in table 1.1):

• When the job processing times are equal or in�nitesimal, the best-known approximations

without predictions are 1.8 and4•¹ 4 � 1º � 1•58 [43], respectively. For these cases, our

1¸ Uconsistent algorithm achieves a robustness of2¸ 1•U(theorem 1.5.1) and1¸ 1•U(the-

orem 1.5.5), respectively.

• When the machine speeds are either0 or 1, which corresponds to the scenario where the

number of machines is unknown, the best-known approximation without predictions is5•3

[42]. We develop an algorithm that is1 consistent and2 robust (theorem 1.5.11). We also
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show that, for anyU 2 »0–1•2º, any deterministic1 ¸ U consistent algorithm has robustness

at least¹4 � 2Uº•3 (theorem 1.5.13).

• Even when the prediction error is relatively large, our algorithm often empirically outper-

forms existing speed-robust algorithms that do not use predictions.

We note that, subsequent to our work, a scheduling with predictions problem where the ma-

chine speeds are unknown was also studied in [55], but in an incomparable online setting where

the speeds can be job-dependent.

1.1.2 Technical overview

We give an overview of the main technical ideas used to obtain our main result (theorem 1.4.6).

The second stage of the SSP problem corresponds to a standard makespan minimization problem

in the full information setting, so the main problem is the �rst stage where jobs must be partitioned

into bags given predictions about the speeds of the machines. At a high level, our partitioning

algorithm initially creates a partition of the jobs in bags, and a tentative assignment of the bags to

machines, assuming that the predictions are the true speeds of the machines. This tentative solution

is optimal if the predictions are perfect, but as we discuss in Section 1.3, if the predictions are

wrong, its makespan may be far from optimal. To address this concern, the algorithm iteratively

moves away from the initial partition in order to obtain a more robust partitioning, while also

maintaining that the bags can be scheduled to give a¹1 ¸ Uº-approximation of the makespan if

the predictions are correct. The parameterU 2 ¹0–1º is an input to the algorithm that controls

the consistency-robustness trade-off, i.e., it controls how much the predictions should be trusted.

Starting from a consistent solution and then robustifying has been used in some other algorithms

with predictions. Our main technical contribution is in designing such a robusti�cation algorithm

for the SSP problem.

More concretely, let the total processing time of a bag be the sum of the processing time of the

jobs in that bag. The partitioning algorithm always maintains a tentative assignment of bags to the

machines. To robustify this assignment, the algorithm iteratively reassigns the bag with minimum
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total processing time to the machine that is assigned the bag with maximum total processing time.

If there are now� bags assigned to this machine, we break open these� bags, and reassign the

jobs to � new bags using the Longest Processing Time �rst algorithm, which will roughly bal-

ance the size of the� bags assigned to this machine. Thus, at every iteration, the bags that had

the maximum and minimum total processing times at the beginning of that iteration end up with

approximately equal total processing times, which improves the robustness of the partition. The

algorithm terminates when the updated partition would not achieve a1 ¸ U consistency anymore.

The analysis of the2 ¸ 2•U robustness consists of three main lemmas. The algorithm and

analysis use a parameterV, which is the ratio of the maximum total processing time of a bag that

contains at least two jobs to the minimum total processing time of a bag. We use this particular

parameter partly to handle the case of very large jobs. Informally, both the algorithm and the ad-

versary will need to put that one job in its own bag and on its own machine, so we can just “ignore”

such jobs. We �rst show that if we can solve the second-stage scheduling problem optimally, then

the robustness achieved by any partition is at mostmaxf 2– Vg. Then, we show that at each iteration,

the minimum total processing time of a bag is non-decreasing. Finally, we use this monotonicity

property to show that, for the partition returned by the algorithm,V � 2 ¸ 2•U. Together with the

�rst lemma, this implies that the algorithm achieves a2¸ 2•Urobustness. The last lemma requires

a careful argument to show that, ifV ¡ 2 ¸ 2•U, then an additional iteration of the algorithm does

not break the1 ¸ U consistency achieved by the current partition. To obtain a polynomial-time

algorithm, we pay an extra factor of1 ¸ n in the scheduling stage by using the PTAS of [54].

Finally, we provide an empirical evaluation of our algorithm that shows that, even when the

prediction error is relatively large, it often outperforms existing speed-robust algorithms that do

not use predictions.

1.2 Preliminaries

We �rst describe the speed-robust scheduling problem, which was introduced by [43] and

builds on the scheduling with an unknown number of machines problem from [42]. There are=
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jobs with processing timesp = ¹?1– • • • – ?=º � 0 and< machines with speedss = ¹B1– • • • – B< º ¡ 0

such that the time needed to process job9on machine8is ?9•B8.2 The problem consists of the fol-

lowing two stages. In the �rst stage, called the partitioning stage, the speeds of the machines

are unknown and the jobs must be partitioned into< (possibly empty) bags� 1– • • • – �< such that

[ 82»< ¼� 8 = »=¼(where»=¼= f 1– • • • – =g) and � 81 \ � 82 = ; for all 81– 82 2 »< ¼, 81 < 82. In the

second stage, called the scheduling stage, the speedss are revealed to the algorithm and each bag

� 8 created in the partitioning stage must be assigned, i.e., scheduled, on a machine without being

split up.

The paper on speed-robust scheduling, [43], considers the classical makespan minimization ob-

jective. LetM 8be the bags assigned to machine8; the goal is to minimizemax82»< ¼¹
Í

� 2M 8

Í
92� ?9º•B8.

An algorithm for speed-robust scheduling isV-robust if it achieves an approximation ratio ofV

compared to the optimal schedule that knows the speeds in advance, i.e.,maxp–s alg¹p–sº•opt¹p–sº �

V wherealg¹p–sº andopt¹p–sº are the makespans of the schedule returned by the algorithm (that

learnss in the second stage) and the optimal schedule (that knowss in the �rst stage).

We augment the speed-robust scheduling problem with predictions about the speeds of the

machines and call this problem Scheduling with Speed Predictions (SSP). The difference between

SSP and speed-robust scheduling is that, during the partitioning stage, the algorithm is now given

access to, potentially incorrect, predictionsŝ = ¹B̂1– • • • –̂B< º � 0 about the speeds of the machines

(see Appendix A.1 of the full version of the paper for additional discussion about how we learn the

machine speeds and obtainB̂). The true speeds of the machinessare revealed during the scheduling

stage, as in the speed-robust scheduling problem. We also want to minimize the makespan.

Consistency and robustness are two standard measures in algorithms with predictions [1]. An

algorithm is2-consistent if it achieves a2 approximation ratio when the predictions are correct,

i.e., if maxp–s alg¹p–s–sº•opt¹p–sº � c wherealg¹p–̂s–sº is the makespan of the schedule returned

by the algorithm when it is given predictionsŝ in the �rst stage and speedssin the second stage. An

2The non-zero speed assumption is for ease of notation. Having a machine with speedB8 = 0 is equivalent toB8 = n
for n arbitrarily small since in both cases no schedule can assign a job to8without the completion time of this job
being arbitrarily large.
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algorithm isV-robust if it achieves aVapproximation ratio when the predictions can be arbitrarily

wrong, i.e., ifmaxp–̂s–s alg¹p–̂s–sº•opt¹p–sº � V. We note that aV-robust algorithm for speed-

robust scheduling is also aV-robust (andV-consistent) algorithm for SSP which ignores the speed

predictions.

The main challenge in algorithms with predictions problems is to simultaneously achieve

“good” consistency and robustness, which requires partially trusting the predictions (for consis-

tency), but not trusting them too much (for robustness). In particular, the goal is to obtain an

algorithm that achieves a consistency that improves over the best known approximation without

predictions (2 � 1•< for speed-robust scheduling), ideally close to the best known approximation

in the full information setting (1¸ n, for any constantn ¡ 0, for makespan minimization on related

machines), while also achieving bounded robustness.

Even though consistency and robustness capture the main trade-off in SSP, we are also in-

terested in giving approximation ratios as a function of the prediction error. It is important, in

any algorithms with predictions problem, to de�ne the prediction error appropriately, so that it

actually captures the proper notion of error in the objective. It might seem that, for example,! 1

distance between the predictions and data is natural, but for many problems, including this one,

such a de�nition would mainly give vacuous results. We de�ne the prediction error[ � 1 to

be the maximum ratio3 between the true speedss and the predicted speedsŝ, or vice versa, i.e.,

[ ¹ŝ–sº = max82»< ¼
maxf B̂8–B8g
minf B̂8–B8g

(see Appendix A.2 of the full version for further discussion on the

choice of error measure). Given a bound[ on the prediction error, an algorithm achieves aW¹[ º

approximation ifmaxp–̂s–s:[ ¹ŝ–sº� [ alg¹p–̂s–sº•opt¹p–sº � W¹[ º.

Given arbitrary bags� 1– • • • – �< , the scheduling stage corresponds to a standard makespan

minimization problem in the full information setting, for which polynomial-time approximation

schemes (PTAS) are known [54]. Thus, the main challenge is the partitioning stage. We de�ne the

consistency and robustness of a partitioning algorithmA % to be the consistency and robustness

achieved by the two-stage algorithm that �rst runsA % and then solves the scheduling stage opti-

3We scales–̂ssuch thatmax8B8 = max8B̂8 before computing[ , to make sure the speeds are on the same scale.
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mally. If we want to require that algorithms be polynomial time, we may simply run the PTAS for

makespan minimization in the scheduling stage, and the bounds increase by a¹1 ¸ nº factor. We

will not explicitly mention this in the remainder of the paper.

1.3 Consistent Algorithms are not Robust

A natural �rst question is whether there is an algorithm with optimal consistency that also

achieves a good robustness. We answer this question negatively and show that there exists an

instance for which any1-consistent algorithm cannot be>¹=º-robust. This impossibility result is

information-theoretic and is not due to computational constraints. The proofs in this section can

be found in Appendix B of the full version.

Proposition 1.3.1. For any = ¡ < , there is no algorithm that is1-consistent and=� < ¸ 1
d=•< e -robust,

even in the case of equal-size jobs. In particular, for< = =•2, there is no algorithm that is

1-consistent and>¹=º-robust.

More generally, we show that there is a necessary non-trivial trade-off between consistency

and robustness for the SSP problem. In particular, the robustness of any deterministic algorithm

for SSP must grow inversely proportional as a function of the consistency.

Theorem 1.3.2.For anyU 2 ¹0–1º, if a deterministic algorithm for SSP is¹1¸ Uº-consistent, then

its robustness is at least1¸ 1� U
2U � $ ¹ 1

< º, even in the case where the jobs have equal processing times.

In the special case where the processing times are in�nitesimal, the robustness of a deterministic

¹1 ¸ Uº-consistent algorithm is at least1 ¸ ¹1� Uº2

4U � $ ¹ 1
< º•

Recall that in the setting without predictions, the best known algorithm is¹2 � 1•< º-robust

(and thus also¹2 � 1•< º-consistent) [43]. Since we have shown that algorithms with near-optimal

consistency must have unbounded robustness, a main question is thus whether it is even possible

to achieve a consistency that improves over¹2 � 1•< º while also obtaining bounded robustness.

We note that the natural idea of randomly choosing to run the¹2 � 1•< º-robust algorithm or an

algorithm with near-optimal consistency (with unbounded robustness), aiming to hedge between
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robustness and consistency, does not work since the resulting algorithm would still have unbounded

robustness due to SSP being a minimization problem.

1.4 The Algorithm

In this section, we give an algorithm for scheduling with speed predictions with arbitrary-sized

jobs that achieves aminf [ 2¹1¸ nº¹1¸ Uº–¹1¸ nº¹2¸ 2•Uºgapproximation for any constantn 2 ¹0–1º

and anyU 2 ¹0–1º. The proofs in this section can be found in Appendix C of the full version.

1.4.1 Description of the algorithm

Our algorithm, called IPR and formally described in algorithm 1, takes as input the processing

times of the jobsp, the predicted speeds of the machinesŝ, an accuracy parametern, a consistency

goal1 ¸ U, and a parameterd that in�uences the ratio between the size of the smallest and largest

bags. For general job processing times and machine speeds, we used = 4. For some special cases

in section 1.5, we used = 2. IPR �rst uses the PTAS for makespan minimization [54] to construct a

partition of the jobs into bags� 1– • • • – �< such that scheduling the jobs in� 8on machine8achieves

a1¸ n approximation when the predictions are correct. In other words, it initially assumes that the

predictions are correct and creates a¹1 ¸ nº-consistent partition of the jobs into bags. In addition,

it also creates a tentative assignmentM 1 = f � 1g– • • • –M < = f � < g of the bags� 1– • • • – �< on the

machines.

Even though this tentative assignment achieves a good consistency, its robustness is arbitrarily

poor. To improve the robustness, IPR iteratively rebalances this partition while maintaining a

¹1 ¸ nº¹1 ¸ Uº bound on its consistency. The design and analysis of such an iterative rebalancing

procedure is the main challenge.

At each iteration, the subroutine LPT-REBALANCE rebalances the bags and modi�esM 1– • • • –M < .

We de�ne the processing time?¹� º of a bag to the total processing time of the jobs in that bag,

i.e., ?¹� º =
Í

92� ?9. The algorithm terminates either when scheduling the bags in eachM 8 on

machine8violates the desired¹1¸ nº¹1¸ Uº consistency bound or when the ratio of the largest pro-
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cessing time of a bag containing at least two jobs to the smallest processing time of a bag is at most

d. To verify the consistency bound, the algorithm compares the makespan of the new tentative as-

signment to the makespanOPT� of the initial assignment, assuming that the speed predictions are

correct.

Algorithm 1 ITERATIVE-PARTIAL -REBALANCING (IPR)
Input: predicted machine speedŝB1 � � � � � B̂< , job processing times?1– • • • – ?=, consistency

1 ¸ U, accuracyn 2 ¹0–1º, maximum bag size ratiod � 1.

1: f � 1– • • • – �< g  a ¹1 ¸ nº-consistent partition such that?¹� 1º � • • •� ?¹� < º

2: OPT�  max82»< ¼?¹� 8º• B̂8

3: M 1– • • • –M <  f � 1g– • • • –f � < g

4: while max� 2[ 8M 8–j� j� 2 ?¹� º ¡ d min� 2[ 8M 8 ?¹� º:

5: M 0
1– •••–M 0

<  LPT-REBALANCE(M 1– • • • –M < )

6: if max82»< ¼
Í

� 2M 0
8
?¹� º• B̂8 ¡ ¹1 ¸ UºOPT� :

7: f � 1– • • • – �< g  [ 82»< ¼M 8

8: return f � 1– • • • – �< g

9: M 1– • • • –M <  M 0
1– • • • –M 0

<

10: f � 1– • • • – �< g  [ 82»< ¼M 8

11: return f � 1– • • • – �< g

The LPT-Rebalance subroutine.This subroutine �rst moves the bag� min with the smallest

processing time to the collection of bagsM max that contains the bag with the largest processing

time among the bags that contain at least two jobs. Let� be the number of bags inM max, including

� min. The subroutine then balances the processing time of the bags inM maxby running the Longest

Processing Time �rst (LPT) algorithm over all jobs in bags inM max, i.e. jobs in[ � 2M max� ,

to create� new, balanced, bags that are placed inM max. LPT-REBALANCE �nally returns the

updated assignment of bags to machinesM 1– • • • –M < . We note that among these< collections

of bags, only two,M min andM max, are modi�ed. We use Figure 1.1 to illustrate this rebalancing

procedure.
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Figure 1.1: Illustration of one iteration of the IPR algorithm on an example with< = 3 bags and
machines and= = 5 jobs.

Algorithm 2 LPT-REBALANCE

Input: assignments of bagsM 1– • • • –M <

1: � min  arg min� 2[ 8M 8 ?¹� º

2: M min  the collection of bagsM such that� min 2 M

3: M max  arg maxM 8:82»< ¼max� 2M 8:j� j� 2 ?¹� º

4: M max  M max [ f � ming–M min  M min n f � ming

5: � max  [ � 2M max�– �  jM maxj

6: � 0
1– • • • – �0�  fg – • • • –fg

7: while j� maxj ¡ 0 do

8: 90  arg max92� max ?9

9: � 0  arg min� 2f � 0
1–•••–�0� g ?¹� º

10: � 0  � 0 [ f 90g– �max  � max n f 90g

11: M max  f � 0
1– • • • – �0� g

12: return M 1– • • • –M <

1.4.2 Analysis of the algorithm

We �rst show that IPR with parameterd = 4 in the general case is a¹1 ¸ nº¹1 ¸ Uº-consistent

and¹2 ¸ 2•Uº-robust partitioning algorithm (lemma 1.4.1 and theorem 1.4.5). Then, we use these

consistency and robustness guarantees to obtain theminf [ 2¹1 ¸ nº¹1 ¸ Uº–¹1 ¸ nº¹2 ¸ 2•Uºgap-

proximation as a function of the prediction error[ (theorem 1.4.6). Finally, we analyze the running

time (lemma 1.4.7). The main challenge is to analyze IPR's robustness.
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The consistency

The consistency almost comes from the de�nition of IPR.

Lemma 1.4.1. For any constantsU– n2 ¹0–1º, IPR is a ¹1 ¸ nº¹1 ¸ Uº-consistent partitioning

algorithm.

Proof. To prove the consistency, we consider the �nal tentative assignment of the bags on the

machinesM 1– • • • –M < when IPR terminates. With true speedss, the makespan of this schedule

is max82»< ¼
Í

� 2M 8
?¹� º•B8. When the speed predictions are correct, i.e.,s = ŝ, we have

max
82»< ¼

Í
� 2M 8

?¹� º

B8
= max

82»< ¼

Í
� 2M 8

?¹� º

B̂8

� ¹ 1 ¸ UºOPT�

� ¹ 1 ¸ Uº¹1 ¸ nºopt¹p–sº•

Line 6 of IPR enforces the �rst inequality. For the second inequality, observe that whens = ŝ,

OPT� is the makespan of the initial assignment, which is a1 ¸ n approximation to the optimal

makespanopt¹p–sº. Since there exists an assignment of the bags returned by IPR that achieves a

¹1¸ nº¹1¸ Uº approximation whens = ŝ, IPR is a¹1¸ nº¹1¸ Uº-consistent partitioning algorithm.

�

The robustness

The main part of the analysis is to bound the algorithm's robustness. First, we show that the

ratio V¹Bº =
max� 2B–j � j � 2 ?¹� º

min� 2B ?¹� º of the maximum total processing time of a bag containing at least

two jobs to the minimum total processing time of a bag can be used to bound the robustness of any

partitionB.

Lemma 1.4.2.LetB = f � 1–� � � – �< gbe a partition of= jobs with processing times?1– • • • ?= into

< bags. ThenB is amaxf 2– V¹Bºg-robust partition, whereV¹Bº =
max� 2B–j � j � 2 ?¹� º

min� 2B ?¹� º .
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By Lemma 1.4.2, it remains to bound the ratioVof the bagsB returned by IPR. LetB ¹8º denote

the collection of all bags� at iteration8of the algorithm and de�ne1¹8º
min = min� 2B ¹8º ?¹� º to be

the minimum processing time of a bag at each iteration8. To bound the ratioV, we �rst show in

Lemma 1.4.3 that1¹8º
min is non-decreasing in8.

Lemma 1.4.3.At each iteration8of IPR with d = 4, 1¹8̧ 1º
min � 1¹8º

min.

Using Lemma 1.4.3, we bound the size ratioVneeded for Lemma 1.4.2.

Lemma 1.4.4.LetBIPR = f � 1– • • • – �< gbe the partition of the= jobs returned byIPR with d = 4.

Then, we have thatV¹BIPRº � 2 ¸ 2•U•

Proof sketch; full proof in Appendix A.3.Let M 1– • • • –M < , andM max be the collections of bags

when IPR terminates. By using the balancedness of bags inM max, we �rst show that we have

V¹BIPRº �
2

Í
� 2M max ?¹� º

¹� ¸ 1º min� 2BIPR ?¹� º .

Let l be the total processing time of the� � 1 bags with the minimum processing time that

are added toM max by LPT-REBALANCE over all the iterations of the algorithm. LetM 9 be

the collection of bags such thatM 9 = M max when the algorithm terminates. We show that
Í

� 2M max
?¹� º � B̂9OPT� ¸ l• Since the minimum processing time of a bag is non-decreasing

by lemma 1.4.3, we also have thatl � ¹ � � 1º min� 2BIPR ?¹� º when the algorithm terminates.

If l is large (l � ¹� � 1ºU
� B̂9OPT� ), then, by a series of inequalities, we get thatV¹BIPRº �

2 ¸ 2•U. The main part of this proof is whenl Ÿ ¹� � 1ºU
� B̂9OPT� . In this case, we exploit the fact

that, in the last iteration, adding bag� min to M max breaks the1 ¸ U consistency of the partition to

show thatmin� 2BIPR ?¹� º = ?¹� minº � ¹ U• � ºB̂9OPT� , which implies thatV¹BIPRº � 2¸ 2•U. �

We are now ready to show the algorithm's robustness.

Theorem 1.4.5.For any constantsU– n2 ¹0–1º, IPR with d = 4 is a ¹2¸ 2•Uº-robust partitioning

algorithm.

Proof. Let BIPR = f � 1– • • • – �< g be the partition of the= jobs returned by IPR withd = 4. By

Lemma 1.4.4, we have thatV¹BIPRº � 2¸ 2•U. Thus, by Lemma 1.4.2, the robustness of IPR with

d = 4 is 2 ¸ 2•U. �
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The approximation as a function of the prediction error

We extend the consistency and robustness results for IPR to obtain our main result. We show

that for the SSP problem, the algorithm that runs IPR in the partitioning stage and then a PTAS in

the scheduling stage achieves an approximation ratio that gracefully degrades as a function of the

prediction error[ from ¹1 ¸ nº¹1 ¸ Uº to ¹1 ¸ nº¹2 ¸ 2•Uº.

Theorem 1.4.6.Consider the algorithm that runsIPRwith d = 4 in partitioning stage and a PTAS

for makespan minimization in scheduling stage. For any constantn 2 ¹0–1º and anyU 2 ¹0–1º,

this algorithm achieves aminf [ 2¹1 ¸ nº¹1 ¸ Uº–¹1 ¸ nº¹2 ¸ 2•Uºgapproximation for SSP where

[ = max82»< ¼
maxf B̂8–B8g
minf B̂8–B8g

is the prediction error.

If we do not care about the computation runtime; that is, we can solve each scheduling problem

optimally including the initial step of IPR in the partition stage and the scheduling stage, then our

result improves to aminf [ 2¹1 ¸ Uº–¹2 ¸ 2•Uºgapproximation.

The running time of IPR

We show that the main algorithm performs$ ¹< 2º iterations, which implies that its running

time is polynomial in= and< .

Lemma 1.4.7.At most$ ¹< 2º iterations are needed forIPR with d = 4 to terminate.

1.5 Improved Trade-offs for Special Cases

In this section, we consider two different special cases where all job processing times are either

equal or in�nitesimal (section 1.5.1), or all machines have speeds either 0 or 1 (section 1.5.2).

These special cases were considered without predictions in [43] and [42].

In the �rst special case where all job processing times are either equal or in�nitesimal, we

prove that the IPR algorithm withd = 2 achieves a better robustness. In the second special case

where the machine speeds are inf 0–1g, we no longer use the IPR algorithm. Instead, we propose
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a new partitioning algorithm that is¹1 ¸ nº-consistent and2¹1 ¸ nº-robust in this special case. We

also prove that for anyU 2 »0–1•2º, any deterministic¹1 ¸ Uº-consistent algorithm has robustness

at least¹4 � 2Uº•3.

1.5.1 Improved trade-off by IPR for special job processing times

In this section, we show improved bounds on the robustness of IPR for the special cases where

the jobs either have equal processing time or are in�nitesimally small. To obtain these improved

bounds, we use IPR with parameterd = 2 instead ofd = 4.

Equal-size jobs

In the case where jobs have equal processing times, i.e.?9 = 1 for all 9 2 »=¼, we obtain an

improved robustness of¹2 ¸ 1•Uº for the returned partition by IPR withd = 2.

Theorem 1.5.1.If ?9 = 1 for all 92 »=¼, then, for any constantn 2 ¹0–1º and anyU 2 ¹0–1º, IPR

with d = 2 is a ¹1 ¸ nº¹1 ¸ Uº-consistent and¹2 ¸ 1•Uº-robust partitioning algorithm.

The proof of theorem 1.5.1 relies on the following two lemmas. The �rst lemma, Lemma 1.5.2,

shows the monotonicity property for1¹8º
min whend = 2 in the equal-size jobs case.

Lemma 1.5.2.Assume all jobs have the same total processing time, i.e.?9 = 1 for all 92 »=¼. At

each iteration8of IPR with d = 2, 1¹8̧ 1º
min � 1¹8º

min.

Proof. In this proof, we extensively use the notations introduced in the proof of lemma 1.4.3.

Consider the8C� iteration of the IPR algorithm (Line 4). In this special case where all jobs have total

processing time 1, the LPT-REBALANCE subroutine will partition all of the jobs into bags such that

the difference of the total processing time between any two bags is at most 1, i.e.8�– � 0 2 M ¹8º
max

we have?¹� º � ?¹� 0º ¸ 1. Note that we have1¹8º
max ¡ 21¹8º

min, otherwise the algorithm will not

execute the¹8¸ 1ºC� iteration. Let� 8be the number of bags inM ¹8º
max before we add� ¹8º

min.
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The sum of the total processing time of bags inM ¹8º
max after we add� ¹8º

min is:

Õ

� 2M ¹8º
max

?¹� º ¸ 1¹8º
min ¡ ¹� 8 � 1º¹21¹8º

min � 1º ¸ 1¹8º
max ¸ 1¹8º

min ¡ ¹2� 8¸ 1º1¹8º
min � ¹ � 8 � 1º•

Next, we argue that the minimum processing time of a bag inM ¹8º
max after balancing is at least

1¹8º
min, i.e. X � 1¹8º

min. If all jobs have the same total processing time, LPT-REBALANCE will simply

assign the9C� job to the (9mod ¹� 8¸ 1º)C� bag. If we need all the¹� 8¸ 1º LPT-rebalanced bags to

have total processing time at least1¹8º
min, we only need to make sure there are at least1¹8º

min¹� 8 ¸ 1º

jobs as input. Since1¹8º
min � 1 in this special case, we have:

1¹8º
min¹� 8¸ 1º = ¹2� 8¸ 1º1¹8º

min � � 81
¹8º
min

� ¹ 2� 8¸ 1º1¹8º
min � � 8

� ¹ 2� 8¸ 1º1¹8º
min � ¹ � 8 � 1º

Ÿ
Õ

� 2M ¹8º
max

?¹� º ¸ 1¹8º
min

which shows thatX � 1¹8º
min. Thus, we have1¹8̧ 1º

min � minf 1¹8º
min– Xg = 1¹8º

min. �

The second lemma, Lemma 1.5.3, gives an upper bound of1max.

Lemma 1.5.3.LetBIPR = f � 1– • • • – �< gbe the partition of the= jobs returned byIPR with d = 2.

Then1max � ,
� ¸ 1 in the case of equal-size jobs.

Proof. Since all of the jobs have processing time 1, the balancing process that generatedM max

simply distributed, unit-length jobs into� bags evenly, so1max � d ,
� e � , • � ¸ 1. �

Combining these two lemmas, we can apply Lemma 1.4.4 withd = 2 to prove theorem 1.5.1.

Proof of theorem 1.5.1.IPR is¹1¸ nº¹1¸ Uº-consistent by Lemma 1.4.1. To prove the robustness,

by Lemma 1.5.2 and 1.5.3, we can apply Lemma 1.4.4 withd = 2, 21 = 1
� and22 = 1. Then,V �

maxf 2–
�

¹� � 1º
� ¸ 1

U

�
¸ �

UB̂9OPT�
g. Note that in the proof of Lemma 1.4.4 we have shown that1min �
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¹U• � ºB̂9OPT� , so �
UB̂9OPT�

� 1
1min

� 1. Therefore, the robustness boundV � maxf 2–
�

¹� � 1º
� ¸ 1

U

�
¸

�
UB̂9OPT�

g � 2 ¸ 1
U. �

In�nitesimal jobs

We also consider the “continuous” case with in�nitesimal jobs, i.e, there are in�nitely many

jobs with processing time?9 = ? for some extremely small? ¡ 0. In this setting, in the partitioning

stage, it's possible to divide the load of all jobs into< bags, each of which can have an arbitrary

total processing time. Again, to apply Lemma 1.4.4, we need the monotonicity property of1¹8º
min

(implied by Lemma 1.5.2) and an upper bound of1max (proved in Lemma 1.5.4).

Lemma 1.5.4.LetBIPR = f � 1– • • • – �< gbe the partition of the= jobs returned byIPR with d = 2.

Then1max � ,
� in the case of in�nitesimal jobs.

Proof. Since the jobs are in�nitesimal, the re-balancing process can be done perfectly, and within

each group, all bags have the same total processing time. Therefore, each bag inM max has the

same total processing time, • � . �

Using lemma 1.4.4, we obtain an improved robustness of¹1 ¸ 1•Uº for the returned partition

by IPR withd = 2 when all the jobs are in�nitesimal.

Theorem 1.5.5.If all jobs are in�nitesimal, then, for any constantn 2 ¹0–1º and anyU 2 ¹0–1º,

IPR with d = 2 is a ¹1 ¸ nº¹1 ¸ Uº-consistent and¹1 ¸ 1•Uº-robust partitioning algorithm.

Proof. IPR is¹1¸ nº¹1¸ Uº-consistent by Lemma 1.4.1. To prove the robustness, by Lemma 1.5.2

and 1.5.4, we can apply Lemma 1.4.4 withd = 2, 21 = 1
� and22 = 0. Then we derive that the

robustness boundV � maxf 2–
�

¹� � 1º
� ¸ 1

U

�
g � 1 ¸ 1

U• �

1.5.2 New algorithm and lower bounds for thef 0,1g-speed case

In this section, we consider a special case where each machine has either speed 0 (unavailable)

or speed 1 (available). Recall that< denotes the total number of machines, the speeds of which
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are either 0 or 1. In this case, the predicted speeds vectorŝ is uniquely determined by the number

of ones in the vector, i.e. the number of available machines. Therefore, instead of a predicted

speeds vector, we let the prediction be a scalar<̂ which denotes the predicted number of available

machines. In addition, we let< 0 denote the actual number of available machines. An algorithm

in the f 0,1g-speed special case is2-consistent ifmaxp–<0 alg¹p–m0–m0º•opt¹p–m0º � c where

alg¹p–m̂–m0º is the makespan of the schedule returned by the algorithm when it is given prediction

<̂ in the �rst stage and actual number of machines available< 0 in the second stage. An algorithm

is V-robust if it achieves aV approximation ratio when the predictions can be arbitrarily wrong,

i.e., if maxp–<̂–<0 alg¹p–m̂–m0º•opt¹p–m0º � V.

A new algorithm

In this section, we �rst show that there is a¹1 ¸ nº-consistent and2¹1 ¸ nº-robust partitioning

algorithm in the binary speeds case. Then, we can pay an extra¹1¸ nº factor for the approximation

ratio by using PTAS on the scheduling stage.

We now brie�y introduce the idea of the¹1 ¸ nº-consistent and2¹1 ¸ nº-robust partitioning

algorithm. First, we run PTAS with accuracy parametern, assuming that̂< machines are available,

and create<̂ subsets of jobsF = f � 1– • • • – �̂< g. Next, we partition each subset intob<
<̂ c or d<

<̂ e

bags by the LPT algorithm, resulting in a total of< bags. The details are presented in Algorithm 3.

Algorithm 3 Thef 0–1g-speed SSP algorithm
Input: the predicted number of available machines<̂ , job processing times?1– • • • – ?=, accuracy

n 2 ¹0–1º

1: Partition jobs with PTAS¹nº into <̂ subsetsf � 1– • • • – �̂< gsuch that?¹� 1º � � � � � ?¹� <̂ º

2: for 8= 1 to <̂ do

3: Partition� 8with LPT into b<
<̂ c or d<

<̂ ebags such that there are a total of< bags

4: Returnf � 1– • • • – �< g

Recall thatopt¹p–m0º andalg¹p–m̂–m0º are the optimal makespan and the makespan that is

obtained by algorithm 3 with job processing timesp, <̂ available machines in predictions and
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< 0 machines in reality. Note thatopt¹p–m0º is just the optimal makespan of the makespan

minimization problem on< 0 identical parallel machines with job processing timesp. We let

B � = f � �
1– � �

2– • • • – ��< g be the optimal partition of the jobs when all< machines are available in

reality, the optimal makespan of which is exactlyopt¹p–mº.

We �rst list a few important properties about the optimal makespan in the makespan minimiza-

tion problems for identical machines. These properties (Lemma 1.5.6, 1.5.7 and 1.5.8) will be used

later.

Lemma 1.5.6. [42] opt¹p–xº � opt¹p–yº, 8G� H.

Lemma 1.5.7. [56] opt¹p–xº � maxf
Í

j pj•x–maxj pjg.

Lemma 1.5.8. [57] Consider the makespan minimization problem on identical parallel machines

with job processing timesp. Given integersH� G, let H= DĢ E, whereD– Eare integers such that

D� 1–1 � E � G. Then,
opt¹p–xº
opt¹p–yº

� d
H
G

e = D¸ 1•

In the remainder of this section, we analyze the robustness of algorithm 3 as the consistency is

¹1¸ nº by construction. First, we show that the ratiomax� 2B ?¹� º
max� 02� � ?¹� 0º of the maximum total processing

time of a bag inB to the maximum total processing time of a bag inB � is an upper bound for the

robustness of any partitionB.

Lemma 1.5.9.Let B = f � 1– �2– • • • – �< g be a partition of= jobs with processing timesp into <

bags. If max� 2B ?¹� º
max� 02� � ?¹� 0º � \ whereB � is the optimal partition of the jobs when all< machines are

available, thenB is amaxf \–2g-robust partition.

Proof. If the number of nonempty bags inB is smaller than or equal to< 0, then by lemma 1.5.6,

we havealg¹p–m̂–m0º = maxB2B p¹Bº � \ maxB02B� p¹B0º = \ � opt¹p–mº � \ � opt¹p–m0º.

Otherwise, some bags need to be scheduled on the same machine in order to �t< 0 machines. If

we can “merge” some bags and end up with< 0 bags after the merging process, then we can simply

follow a one-on-one schedule. To achieve this, after learning the number of machines available
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< 0, we merge the smallest two non-empty bags until there are< 0 non-empty bags. Through this

process, if the total processing time of the largest bag does not change, then by Lemma 1.5.6,

we havealg¹p–m̂–m0º = maxB2B p¹Bº � \ � maxB02B� p¹B0º = \ � opt¹p–mº � \ � opt¹p–m0º.

Otherwise, if the total processing times of the largest bag increases through merging, then we

claim that after the merging process, the total processing time of each bag is at least11•2 where11

is the total processing time of the largest bag. We prove the above claim by contradiction. Assume

there exists a bag with total processing time less than11•2 after the merging process. Since we

know 11 must be the sum of the total processing time of two smallest bags, every other bag must

have a load larger than or equal to11•2. Therefore, we have a contradiction. With the above claim,

we havealg¹p–m̂–m0º � 2
m0¸ 1

Í
B2B p¹Bº. Then by Lemma 1.5.7, if

Í
9 ?9 ¡ < 0 max9 ?9, we have

alg¹p–m̂–m0º � 2
m0¸ 1

Í
B2B p¹Bº � 2m0

m0¸ 1opt¹p–m0º � 2 � opt¹p–m0º, where the second inequality

holds becauseopt¹p–m0º �
Í

j pj•m0. Otherwise, if
Í

9 ?9 � < 0 max9 ?9, thenalg¹p–m̂–m0º �

2
m0¸ 1

Í
B2B p¹Bº � 2m0

m0¸ 1 maxj pj � 2 maxj pj � 2 � opt¹p–m0º, where the second inequality holds

becauseopt¹p–m0º � maxj pj. �

We now prove a very important property of the LPT algorithm, which we will use along with

lemma 1.5.9 to prove the robustness of algorithm 3.

Lemma 1.5.10.For any job processing timesp and the total number of machines< , let BLPT =

f � 1–� � � – �< g be the partition of= jobs into< bags by the LPT algorithm with?¹� 1º � • • • �

?¹� < º. If j� 1j ¡ 1, then?¹� 1º � 2
Í

� 2B ?¹� º•¹< ¸ 1º.

Proof. Assume, for the sake of contradiction, that?¹� 1º ¡ 2
Í

� 2B ?¹� º•¹< ¸ 1º. We must have

?¹� < º Ÿ
Í

� 2B ?¹� º•¹< ¸ 1º; otherwise,
Í

� 2B ?¹� º � ?¹� 1º ¸ ¹ < � 1º?¹� < º ¡
Í

� 2B ?¹� º

which leads to a contradiction. Letj� 1j = : ¡ 1. If we sort the jobs in� 1 in a non-decreasing order,

then the largest: � 1 jobs in� 1 have total processing time at least: � 1
: ?¹� 1º ¡ ¹ : � 1

: º2
Í

� 2B ?¹� º•¹< ¸

1º ¡
Í

� 2B ?¹� º•¹< ¸ 1º ¡ ? ¹� < º. Since LPT in each iteration always adds a job to the bag with

the smallest total processing time, there's a contradiction. �

Using the above lemmas, we can prove that algorithm 3 is a¹1 ¸ nº-consistent and2¹1 ¸ nº-
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robust partitioning algorithm.

Theorem 1.5.11.For any constantn ¡ 0, Algorithm 3 is a¹1 ¸ nº-consistent and2¹1 ¸ nº-robust

partitioning algorithm.

Proof. If < 0 = <̂ , since Algorithm 3 would partition all of the jobs intô< subsets according to the

PTAS, it is¹1¸ nº-consistent. If< 0 < <̂ , we compare the returned partitionB = f � 1– • • • – �< gby

algorithm 3 with the optimal partitionB � = f � �
1– • • • – ��< gwhen all< machines are available. We

claim thatmax� 2B ?¹� º � 2¹1¸ nº �max� 02B � ?¹� 0º. If this claim is satis�ed then by lemma 1.5.9,

the robustness is at most2¹1 ¸ nº. Let � 1 = arg max� 2B ?¹� º, and� 1 be the subset that contains

� 1. If j� 1j = 1, then the bag only has a large job and we have?¹� 1º = max� 02B � ?¹� 0º. By

lemma 1.5.9 the robustness is at most 2. Otherwise, ifj� 1j ¡ 1, since for each subset we partition

it into at leastb< • <̂ c bags, by Lemma 1.5.10 we have?¹� 1º � 2
Í

� 2� 1
?¹� º•¹b< • <̂ c ¸ 1º. By

Lemma 1.5.8, we haveopt¹p–m̂º � d m•m̂eopt¹p–mº. Then we have

?¹� 1º � 2
Õ

� 2� 1

?¹� º•¹b< • <̂ c ¸ 1º

� 2¹1 ¸ nºopt¹p–m̂º•¹bm•m̂c ¸ 1º

� 2¹1 ¸ nºd< • <̂ eopt¹p–mº•¹bm•m̂c ¸ 1º

� 2¹1 ¸ nºopt¹p–mº•

Finally, by lemma 1.5.9, we conclude that Algorithm 3 is a2¹1 ¸ nº-robust partitioning algo-

rithm. �

Lower bounds

In this section, we �rst show that there exists an instance on which any1-consistent algorithm

in the f 0–1g-speed case has a robustness that is at least2¹< � 1º
< . We then show that there is a

consistency-robustness trade-off for any deterministic algorithm in thef 0–1g-speed case.

Lemma 1.5.12.Any 1-consistent algorithm for thef 0–1g-speed SSP problem has a robustness at
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least 2¹< � 1º
< , where< is the total number of machines.

Proof. Consider an instance with a total of< machines,<̂ = < and= = < ¹< � 1º unit-sized jobs,

i.e. ?9 = 1 for all 92 f1– • • • – =g.

We �rst argue that a1-consistent algorithm must partition the jobs into< bags with each bag

having exactly< � 1 job. Assume the predictions are correct, i.e.,< 0 = < . By Lemma 1.5.7, the

optimal makespan is at least< � 1. Therefore, such a partition can obtain the optimal makespan

< � 1. Now, consider a partition� 1– • • • – �< of the jobs such that some bag does not contain exactly

< � 1 jobs. In this case, there exists at least one bag that contains more than< � 1 jobs. Since the

optimal makespan is< � 1, an algorithm that makes such a partition is not1-consistent.

Next, consider the case where the predictions are incorrect and the actual number of available

machines is< 0 = < � 1. Then the 1-consistent algorithm has to schedule two bags, each of which

contains< � 1 jobs, on the same machine. Therefore, the makespan of the 1-consistent algorithm

is 2¹< � 1º if < 0 = < � 1. However, the optimal schedule if< 0 = < � 1 is to schedule< jobs on

each machine. Therefore the robustness is2¹< � 1º•< . �

Theorem 1.5.13.For any U 2 »0–1•2º, if a deterministic algorithm for thef 0–1g-speed SSP

problem is¹1 ¸ Uº-consistent, then its robustness is at least¹4 � 2Uº•3.

Proof. Consider an instance witĥ< = < = 3 and= = 6: unit-sized jobs, i.e.?9 = 1 for all

92 f1– • • • – =gwhere: is a large positive integer. LetB = f � 1– �2– �3gbe the partition generated

by an arbitrary¹1 ¸ Uº-consistent algorithm with?¹� 1º � ?¹� 2º � ?¹� 3º. We letalg¹p–3–m0º

denote the makespan achived by the¹1 ¸ Uº-consistent algorithm when there are< 0 machines

available in reality, with prediction beinĝ< = 3. We �rst prove by contradiction that we must

havealg¹p–3–3º = p¹B1º when < 0 = 3. Assume thatalg¹p–3–3º = p¹Biº ¸ p¹Bjº where8 <

9– 8– 92 f1–2–3g. Since the algorithm of our interest is¹1 ¸ Uº-consistent, we havealg¹p–3–3º �

¹1 ¸ Uºopt¹p–3º = ¹1 ¸ Uº2k Ÿ 3k. Then for the other bag� C, the total processing time of it is

?¹� Cº ¡ = � ¹ ?¹� 8º ¸ ?¹� 9ºº = 3: , which contradicts thatalg¹p–3–3º = p¹Biº ¸ p¹Bjº Ÿ 3k.

Now we consider the approximation ratio when< 0 = 2. In this case, the algorithm would

schedule� 2 and � 3 on the same machine. Then the makespan of the algorithm isalg¹p–3–2º =
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p¹B2º ¸ p¹B3º � 6k � ¹ 1 ¸ Uº2k = 4k � 2Uk with opt¹p–2º = 3k. Thus, the approximation ratio is

at leastalg¹p–3–2º
opt¹p–2º � 4� 2U

3 . �

1.6 Experiments

We empirically evaluate the performance of IPR on synthetic data against benchmarks that

achieve either the best-known consistency or the best-known robustness for SSP.

1.6.1 Experiment settings

Benchmarks

We compare three algorithms.IPR is Algorithm 1 with d = 4 andU = 0•5. The Largest

Processing Time �rst partitioning algorithm, which we callLPT-PARTITION , creates< bags

by adding each job, in decreasing order of their processing time, to the bag with minimum total

processing time. LPT-PARTITION is 2-robust (and2-consistent since it ignores the predictions)

[43]. The1-CONSISTENT algorithm completely trusts the prediction and generates a partition that

is 1-consistent (but has arbitrarily poor robustness due to our lower bound in Proposition 1.3.1).

In practice, PTAS algorithms for scheduling are extremely slow. Instead of using a PTAS for the

scheduling stage, we give an advantage to the two benchmarks by solving their scheduling stage via

integer programming (IP). However, since we want to ensure that our algorithm has a polynomial

running time, we use the LPT algorithm to compute a schedule during both the partitioning and

scheduling stage of IPR, instead of a PTAS or an IP and we use IP to compute the optimal solution.

Data sets

In the �rst set of experiments, we generate synthetic datasets with= = 50 jobs and< = 10

machines and evaluate the performance of the different algorithms as a function of the standard

deviation of the the prediction error distribution. The job processing times?9 are generated i.i.d.

either fromU¹ 0–100º, the uniform distribution in the interval¹0–100º, or N ¹ 50–5º, the normal

distribution with meaǹ ? = 50 and standard deviationf ? = 5. The machine speedsB8 are also
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generated i.i.d., either fromU¹ 0–40º or N ¹ 20–4º. We evaluate the performance of the algorithms

over each of the4 possible combinations of job processing time and machine speed distributions.

The prediction errorerr¹iº = ŝi � si of each machine is sampled i.i.d. fromN ¹ 0– Gº and we varyG

from G= 0 to G= ` B (the mean of machine speeds).

In the second set of experiments, we �x the distributions of the processing times, machine

speeds, and prediction errors to beN ¹ 50– f?º, N ¹ 20– fBº–andN ¹ 0–4º respectively, with default

values off ? = 5 and f B = 4. We evaluate the algorithms' performance as a function of (1)

the number= of jobs, (2) the number< of machines, (3)f ?, and (4)f B. For each �gure, the

approximation ratio achieved by the different algorithms are averaged over100instances generated

i.i.d. as described above. Additional details of the experiment setup are provided in A.4.

1.6.2 Experiment results

Experiment set 1

From the �rst row of Figure 1.2, we observe that, in all four settings, when we vary the magni-

tude of the prediction error, IPR outperforms LPT-PARTITION when the error is small and outper-

forms 1-CONSISTENTwhen the error is large. Since LPT-PARTITION does not use the predictions,

its performance remains constant as a function of the prediction errors. Since 1-CONSISTENT

completely trusts the predictions, it is optimal when the predictions are exactly correct but its

performance deteriorates quickly as the prediction errors increase.

IPR combines the advantages of LPT-PARTITION and 1-CONSISTENT: when the predic-

tions are relatively accurate, it is able to take advantage of the predictions and outperform LPT-

PARTITION. When the predictions are increasingly inaccurate, IPR has a slower deterioration rate

compared to 1-CONSISTENT. It is noteworthy that, in some settings, IPR simultaneously outper-

forms both benchmarks for a wide range of values of the standard deviationf err of the prediction

error distribution. When the distributions of job processing times and machine speeds areN ¹ 50–5º

andN ¹ 20–4º respectively, IPR achieves the best performance whenf err• ` B � 0•2. When they are

N ¹ 50–5º andU¹ 0–40º, IPR outperforms both benchmarks whenf err• ` B � 0•4.
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Figure 1.2: The approximation ratio achieved by our algorithm, IPR, and the two benchmarks as a
function of the standard deviation of the prediction errorf err for different job processing time and
true speed distributions (row 1) and as a function of the number of jobs=, the number of machines
< , the standard deviationf ? of the job processing time distribution, and the standard deviationf B
of the true speed distribution (row 2).

Experiment set 2

The number of jobs has almost no impact on the performance of any of the algorithms. How-

ever, the approximations achieved by the algorithms do improve as the number of machines<

increases, especially for LPT-PARTITION. The reason is that< is also the number of bags, so

when the number of bags increases, there is more �exibility in the scheduling stage, especially

when the total processing times of the bags are balanced.

IPR is the algorithm most sensitive to the standard deviationf ? of the job processing times. It

has performance close to that of 1-CONSISTENTwhenf ? is small, and similar to LPT-PARTITION

whenf ? is large. The approximation ratio of LPT-PARTITION increases asf B increases, while

our algorithm and the 1-CONSISTENTpartitioning algorithm are relatively insensitive to the change

in f B. Since the LPT-PARTITION algorithm generates balanced bags of similar total processing

times, it performs well when the machine speeds are all almost equal, but its performance then

quickly degrades asf B increases. An additional set of experiments that studies the impact of theU

parameter in the performance of the IPR algorithm can be found in section A.5.
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Chapter 2: Energy-Ef�cient Scheduling with Predictions

In this chapter, we study theenergy-ef�cient scheduling with predictionsproblem. This chap-

ter is based on the article [58] written in collaboration with Eric Balkanski, Noemie premier and

Clifford Stein. This article is published at the Thirty-seventh Annual Conference on Neural Infor-

mation Processing Systems (NeurIPS '23).

2.1 Introduction

Large data centers and machine learning models are important contributors to the growing

impact that computing systems have on climate change. An important goal is thus to ef�ciently

manage power usage in order to not only complete computing tasks in a timely manner but to

also minimize energy consumption. In many operating systems, this tradeoff can be controlled by

carefully scaling the speed at which jobs run. An extensive area of scheduling has studied such

online (and of�ine) speed scaling problems (see, e.g., [59]). Since the speed of many processors

is approximately the cube root of their power [60, 61], these works assume that the power of a

processor is equal to speed to some powerU � 1, whereU is thought of as being approximately

3 [62, 63] and the total energy consumption is power integrated over time.

Online energy-ef�cient scheduling algorithms have mostly been evaluated using competitive

analysis, which provides robust guarantees that hold for any instance. However, since competitive

analysis evaluates algorithms over worst-case instances, it can often be pessimistic. In particular,

it ignores the fact that, in the context of scheduling, future computation requests to computing

systems can often be estimated from historical data. A recent line of work on algorithms with

predictions aims to address this limitation by assuming that the algorithm designer is given access

to machine-learned predictions about the input. In the context of online algorithms, where this
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line of work has been particularly active, the predictions are about future requests and the goal is

to achieve improved competitive ratios when the predictions are accurate (consistency), while also

maintaining the bene�ts of worst-case analysis with guarantees that hold even when the predictions

are arbitrarily wrong (robustness).

In this framework with predictions, [4] and [38] recently studied the energy minimization with

deadlines problem, which is a classical setting for energy-ef�cient scheduling (see, e.g., [62, 63]).

However, there are many scenarios where the jobs do not have strict deadlines and the goal is

instead to minimize the job response time. In energy plus �ow time minimization problems, which

are another family of energy-ef�cient scheduling problems that have been extensively studied in the

setting without predictions, the objective is to minimize a combination of the energy consumption

and the �ow time of the jobs, which is the difference between their release date and completion

time (see, e.g., [64, 65, 66, 67]).

In this paper, we study a general energy-ef�cient scheduling problem that we augment with pre-

dictions. This general problem includes both energy minimization with deadlines, which has been

previously studied with predictions, and energy plus �ow time minimization, which has not been

previously studied with predictions, as well as many other variants and generalizations. In par-

ticular, the �ow time problem with predictions introduces challenges that require novel learning-

augmented scheduling algorithms (see Section 2.3 for additional discussion).

2.1.1 Our results

An instance of the General Energy-ef�cient Scheduling (GES) problem is described by a col-

lection J of = jobs and an arbitrary quality of service cost function� . Each job¹ 9– A9– ?9º 2 J

consists of a release timeA9, a processing time?9, and an identi�er9 (and potentially other pa-

rameters such as weightsE9 or deadlines39). A schedule( is speci�ed by the speedsB9¹Cº at

which job 9is processed by the machine at timeC. The goal is to �nd a schedule of minimum cost

� ¹( º ¸ � ¹(–Jº , where the energy consumption of a schedule is� ¹( º =
¯
C� 0¹

Í
9B9¹CººUdt, for

some constantU ¡ 0. In the general energy-ef�cient scheduling with predictions (GESP) problem,
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Problem
Previous results Our results with predictions

without
predictions

with
predictions

Consistency Robustness

Flow time 2 [67]
None (1 ¸ ¹ 2_º

1
U ºU 1¸ 22U¸ 1_

1
U

_Fractional weighted
�ow time

2 [66]

Integral weighted
�ow time

$ ¹¹ U
logUº2º [65] (1 ¸ ¹¹ U

logUº2_º
1
U ºU 1¸¹ U

log Uº222U_
1
U

_

Deadlines 4U [63] [4, 38] 1 ¸ _ $ ¹ 4U2

_U� 1 º

Table 2.1: The best-known competitive ratios for4 energy-ef�cient scheduling problems, previous
work studying these problems in the algorithms with predictions framework, and our consistency
and robustness results, for any_ 2 ¹0–1¼. Note that when_ is suf�ciently small, the consistency
improves over the best-known competitive ratios, while also maintaining bounded robustness. A
detailed comparison with the results of [4, 38] for deadlines is provided in Section 2.1.2.

the algorithm is given at timeC= 0 a collectionĴ of =̂ predicted jobs¹ 9–̂A9–?̂9º, which is a sim-

ilar prediction model as in [4]. For all our results, we assume that the quality cost function� is

monotone and subadditive, which are two mild conditions that are satis�ed for the problems with

�ow times and with deadlines.

Near-optimal consistency and bounded robustness.Our �rst goal is to design an algorithm for

the GESP problem that achieves a good tradeoff between its consistency (competitive ratio when

the predictions are exactly correct) and robustness (competitive ratio when the predictions are ar-

bitrarily wrong). Our �rst main result is that for any instance of the GES problem for which there

exists a constant competitive algorithm and an optimal of�ine algorithm, there is an algorithm with

predictions that is1 ¸ n consistent and$ ¹1º robust for any constantn 2 ¹0–1¼(Corollary 2.3.5).

Since problems with the �ow time and the problem with deadlines admit constant-competitive

algorithms, we achieve a consistency that is arbitrarily close to optimal while also maintaining

constant robustness for these problems (see Table 2.1 for a summary of problem-speci�c upper

bounds). We complement this result by showing that there is a necessary trade-off between con-

sistency and robustness for the �ow time problem: for any_ ¡ 0, there is no1 ¸ _-consistent

algorithm that is>¹
p

1 ¸ 1•_º-robust (Appendix B.1.2).
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The competitive ratio as a function of the prediction error. The second main result is that our

algorithm achieves a competitive ratio that smoothly interpolates from the1 ¸ n consistency to the

constant robustness as a function of the prediction error (Theorem 2.3.4). To de�ne the prediction

error, we denote byJ ¸ = J \ Ĵ the jobs that are correctly predicted. We de�ne the prediction

error[ = 1
OPT¹Ĵ º

maxf OPT¹J n J ¸ º–OPT¹Ĵ n J ¸ ºg–which is the maximum between the optimal

cost of scheduling the jobsJ n J ¸ that arrived but were not predicted to arrive and the cost of the

jobsĴ n J ¸ that were predicted to arrive but did not arrive. This prediction error is upper bounded

by the prediction error in [4] for the problem with uniform deadlines.

Extension to jobs that are approximately predicted correctly. We generalize our algorithm

and the previous result to allow the correctly predicted jobsJ ¸ to include jobs that are approx-

imately predicted correctly, where the tolerable approximation is parameterized by a parameter

chosen by the algorithm designer. The result for this extension requires an additional smoothness

condition on the quality cost� ¹(–Jº of a schedule. This condition is satis�ed for the �ow time

problem, but not by the one with deadlines.1

Experiments. In Section 2.5, we show that when the prediction error is small, our algorithm

empirically outperforms on both real and synthetic datasets the online algorithm that achieves the

optimal competitive ratio for energy plus �ow time minimization without predictions.

2.1.2 Related work

Energy-ef�cient scheduling. Energy-ef�cient scheduling was initiated by [62], who studied the

energy minimization with deadlines problem in both of�ine and online settings. These of�ine and

online algorithms were later improved in [68, 63]. Over the last two decades, energy-ef�cient

scheduling has been extended to several other objective functions. In particular, [64] proposed the

problem of energy plus �ow time minimization, which has been studied extensively (see, e.g., [67,

1We note that [4] give an alternate approach to transform an arbitrary algorithm with predictions for the problem
with uniform deadlines to an algorithm that allows small deviations in the release time of the jobs. This approach can
be applied to our algorithm for the problem with uniform deadlines.
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69, 66, 65, 70, 71, 72]).

Learning-augmented algorithms. Algorithms with predictions is a recent and extremely active

area, especially in online algorithms, where it was initiated in [1, 2]. Many different scheduling

problems have been studied with predictions (see, e.g., [3, 40, 49, 39, 44, 73, 74, 55]).

Learning-augmented energy-ef�cient scheduling. Energy-ef�cient scheduling with predictions

has been studied by [38] and [4], who focus on the problem with deadlines, which is a special case

of our setting. The prediction model in [4] is the closest to ours. For the problem with dead-

lines, the algorithm in [4] achieves a better consistency-robustness tradeoff than our algorithm,

but their algorithm and prediction model do not extend to more general energy-ef�cient schedul-

ing problems such as the �ow time problem. In addition, the competitive ratio as a function of

the prediction error is only obtained in [4] in the case of uniform deadlines where the difference

between the deadline and release date of a job is equal for all jobs (the authors mention that de�n-

ing algorithms for general deadlines becomes complex and notationally heavy when aiming for

bounds as a function of the prediction error). Thanks to our algorithmic framework and de�nition

of prediction error, our bound generalizes to the non-uniform deadlines without complicating our

algorithm. [38] propose a signi�cantly different prediction model that requires an equal number of

jobs in both the prediction̂J and true set of jobsJ . Consequently, their results are incomparable

to ours and those by Bamas et al. [4].

Finally, we note that [75] also study energy scheduling with predictions, but with the different

challenge of deciding if demand should be covered by local generators or the external grid.

2.2 Preliminaries

In theGeneral Energy-Ef�cient Scheduling (GES)problem, an instance is described by a col-

lectionJ of = jobs and a real-valued cost function� ¹(–Jº that takes as input the instanceJ and

a schedule( for J , and returns some quality evaluation of the schedule. Each job¹ 9– A9– ?9º 2 J

consists of a release timeA9, a processing time?9, and an identi�er9(and potentially other param-
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eters such as weightsE9 and deadlines39). We often abuse notation and write9 2 J instead of

¹ 9– A9– ?9º 2 J . For any time interval� , we letJ � = f 9 2 J : A9 2 � g be the subset of jobs ofJ

with release time in� . For intervals� = »0– C¼or � = »C–1¼, we writeJ � CandJ � C.

A feasible schedulefor a set of jobsJ is speci�ed by( = f B9¹CºgC� 0– 92J � C, whereB¹Cº :=
Í

92J � C
B9¹Cº is the speed at which the machine runs at timeC. Thus, B9¹Cº•B¹Cº is the frac-

tion of the processing power of the machine allocated to job9 at timeC.2 During a time inter-

val � , there are
¯

� B9¹Cºdt units of work for job 9 that are completed and we let( � be the sub-

schedulef B9¹CºgC2�– 92J � . The cost function we consider is a combination of energy consump-

tion and quality cost for the output schedule. The energy consumption incurred by a schedule is

� ¹( º =
¯
C� 0 B¹CºUdt, whereU ¡ 1 is a problem-dependent constant, chosen so that the power at

timeCis B¹CºU. To de�ne the quality of a schedule, we introduce thework pro�le , (
9 := f F (

9¹CºgC� A9

of schedule( for job 9, whereF (
9¹Cº := ?9 �

¯ C
A9

B9¹Dºdu is the amount of work for9remaining at

timeC.

We consider general objective functions of the form cost¹(–Jº = � ¹( º ¸ � ¹(–Jº and the

goal is to compute a feasible schedule of minimum cost.� ¹(–Jº = 5¹¹, (
1 – 91º– • • • –¹, (

=– 9=ºº

is an arbitraryquality costfunction that is a function of the work pro�les and the jobs' param-

eters. In the energy minimization with deadlines problem,� ¹(–Jº = 1 if there is a job 9

with completion time2(
9 such that2(

9 ¡ 3 9, and � ¹(–Jº = 0 otherwise. In the energy plus

�ow time minimization problem, we have� ¹(–Jº =
Í

92J 2(
9 � A9 (see Section 2.3.3 for addi-

tional functions� ). A function � ¹(–Jº is subadditive if for all sets of jobsJ1 andJ2, we have

� ¹(–J1 [ J 2º � � ¹(–J1º ¸ � ¹(–J2º. � is monotone if for all sets of jobsJ and schedules(

and( 0 such thatF (
9¹Cº � F ( 0

9 ¹Cº for all 9 2 J andC� A9, we have that� ¹(–Jº � � ¹( 0–Jº . We

assume throughout the paper that� is monotone subadditive, which holds for the deadlines and

�ow time problems. We let( � ¹J º andOPT¹Jº := cost¹( � ¹J º –Jº be an optimal of�ine schedule

and the optimal objective value.
2For ease of notation, we allow the machine to split its processing power at every time stepCover multiple jobs.

In practice, this is equivalent to partitioning time into arbitrarily small time periods and splitting each time period into
smaller subperiods such that the machine is processing one job during each subperiod.
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The general energy-ef�cient scheduling with predictions problem. We augment the GES

problem with predictions regarding future job arrivals and call this problem the General Energy-

Ef�cient Scheduling with Predictions problem (GESP). In this problem, the algorithm is given at

time C= 0 a predictionĴ = f¹ 9–̂A9–?̂9ºg regarding the jobsJ = f¹ 9– A9– ?9ºg that arrive online.

An important feature of our prediction model is that the number of predicted jobsjĴ j can differ

from the number of true jobsjJ j .

Next, we de�ne a measure for the prediction error which generalizes the prediction error in [4]

for the problem with uniform deadlines to any GES problem. WithJ ¸ = J \ Ĵ being the correctly

predicted jobs, we de�ne the prediction error as

[ ¹J –Ĵ º =
1

OPT¹Ĵ º
maxf OPT¹J n J ¸ º–OPT¹Ĵ n J ¸ ºg–

whereOPT¹J n J ¸ º is the optimal cost of scheduling the true jobs¹ 9– A9– ?9º such that either

the prediction for9 was wrong or there was no prediction for9 and thatOPT¹Ĵ n J ¸ º is the

optimal cost of scheduling the predicted jobs¹ 9–̂A9–?̂9º such that either the prediction for9was

wrong or 9 never arrived. The prediction error[ ¹J –Ĵ º is then the maximum of these costs,

normalized by the optimal costOPT¹Ĵ º of scheduling the predicted jobs. We assume thatĴ < ;

to ensure that[ ¹J –Ĵ º is well-de�ned. This prediction error is upper bounded by the prediction

error j jF true � Fpredj jUU considered in [4] for the problem with uniform deadlines, which we prove

in Appendix B.6.1. HereF true andFpred are the true and predicted workload at each time stepC,

i.e., the sum of the processing times of the jobs that arrive atC.

We note that in the above error model, a job9 is in the set of correctly predicted jobsJ ¸

only if all the parameters of9have been predicted exactly correctly. To overcome this limitation,

we introduce in Section 2.4 a more general error model where some small deviations between

the true and predicted parameters of a job9are allowed for the correctly predicted jobsJ ¸ . In

Appendix B.6.1, we provide further discussion of this prediction model in comparison with [4, 38].
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Performance metrics. The standard evaluation metrics for an online algorithm with predictions

are its consistency, robustness, and competitive ratio as a function of the prediction error [76, 1].

The competitive ratio of an algorithm ALG as a function of a prediction error[ is

2¹[ º = max
J –Ĵ : [ ¹J –Ĵ º� [

costALG ¹J –Ĵ º
OPT¹Jº

•

ALG is d-robust if for all[ � 0, 2¹[ º � d (competitive ratio when the error is arbitrarily large) and

` -consistent if2¹0º � ` (competitive ratio when the prediction is exactly correct). The competitive

ratio of ALG is called smooth if it smoothly degrades from` to d as the prediction error[ grows.

2.3 The Algorithm

In this section, we develop a simple and general algorithmic framework for GESP and analyze

the resulting consistency, robustness, and competitive ratio as a function of the prediction error.

We �rst note that the algorithm with predictions from [4] for the problem with deadlines does not

easily generalize to some of the other problems that we consider, including the �ow time problem

(see Appendix B.6.3 for additional discussion). A major difference is that our algorithm consists

of two distinct phases.

Predictions cannot be completely trusted. We also note that a �rst natural approach is to as-

sume that the predictions are exactly correct and aim for a1-consistent algorithm. For the problem

with deadlines, [4] showed that there is no1-consistent algorithm with bounded robustness. In

Appendix B.1.1, we show that this approach would also fail for the �ow time problem because

the algorithm might start by processing jobs too fast and consume too much energy when trusting

the predictions. More generally, in Appendix B.1.2, we show that there is a necessary trade-off

between consistency and robustness for the �ow time problem by proving that any1¸ _-consistent

algorithm must be$ ¹
p

1 ¸ 1•_º-robust.
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2.3.1 Description of the algorithm

The algorithm, called TPE, takes as input an arbitrary quality of service cost function� , pre-

dictionsĴ , a con�dence level_ 2 ¹0–1¼in the predictions, an of�ine algorithm OFFLINEALG for

� , and an online algorithm ONLINEALG for � (without predictions). We denote byOFF¹Jº :=

cost¹OFFLINEALG¹J º –Jº the objective value achieved by OFFLINEALG overJ .

The algorithm proceeds in two phases. In the �rst phase (Lines 1-5), TPE ignores the predic-

tions and runs the auxiliary online algorithm ONLINEALG over the true jobsJ � Cthat have been

released by timeC. More precisely, during the �rst phase of the algorithm,B9¹Cº is the speed accord-

ing to the online algorithm ONLINEALG for all jobs. The �rst phase ends at the timeC_ when the

cost of the of�ine schedule computed by running OFFLINEALG on jobsJ � Creaches the threshold

value_ � OFF¹Ĵ º . As we will detail in the analysis section, this �rst phase guarantees a bounded

robustness since we ensure that the of�ine cost for the true jobs reaches some value before starting

to trust the predictions (hence, TPE does not initially `burn' too much energy compared to the

optimal of�ine cost, unlike the example described in Appendix B.1.1).
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Algorithm 4 Two-Phase Energy Ef�cient Scheduling (TPE)

Input: predicted and true sets of jobŝJ and J , quality of cost function� , of�ine and online

algorithms (without predictions) OFFLINEALG and ONLINEALG for problem� , con�dence level

_ 2 ¹0–1¼.

1: for C� 0 do

2: if OFF¹J � Cº ¡ _ � OFF¹Ĵ º then

3: C_  C

4: break

5: f B9¹Cºg92J � C  ONLINEALG¹J � Cº¹Cº

6: f B̂9¹CºgC� C_– 92Ĵ � C_
 OFFLINEALG¹Ĵ � C_º

7: for C� C_ do

8: f B9¹Cºg92J � CnĴ � C_
 ONLINEALG¹J � Cn Ĵ � C_º¹Cº

9: f B9¹Cºg92J »C_–C¼\ Ĵ � C_
 f B̂9¹Cºg92J »C_–C¼\ Ĵ � C_

10: return f B9¹CºgC� 0– 92J

In the second phase (Lines 6-9), TPE starts leveraging the predictions. More precisely, TPE

needs to set the speeds for three different types of jobs: (1) the remaining jobs that were correctly

predicted (i.e.,J � C_ \ Ĵ � C_ ) (2) the remaining jobs that were not predicted (i.e.,J � C_ n Ĵ � C_ ) (3)

the jobs that were not correctly scheduled in the �rst phase and still have work remaining at the

switch pointC_ (which are a subset ofJ ŸC_ ). To schedule these jobs, TPE combines two different

schedules. The �rst one is the of�ine schedulê( := OFFLINEALG¹Ĵ � C_º for the jobsĴ � C_ that are

predicted to arrive in the second phase. Each future job in the true set that was correctly predicted

(i.e., 9 2 J »C_–C¼\ Ĵ � C_ on Line 9) will then be scheduled by followinĝ( . The second schedule is

an online schedule for the set of jobsJ n Ĵ � C_ = J ŸC_ [ J � C_ n Ĵ � C_ , which includes all jobs that

have not been completed during the �rst phase (� J ŸC_ ) and the incorrectly predicted jobs that are

released during the second phase (J »C_–C¼n Ĵ � C_ ). This online schedule is constructed by running

ONLINEALG on the setJ n Ĵ � C_ (Line 8). Note that the total speed of the machine at each time

step is the sum of the speeds of these two online and of�ine schedules.
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2.3.2 Analysis of the algorithm

We analyze the competitive ratio of TPE as a function of the prediction error[ , from which the

consistency and robustness bounds follow. Missing proofs are provided in Appendix B.2. We sep-

arately bound the cost of the algorithm due to jobs inJ ŸC_ , J � C_ nĴ � C_ andJ � C_ \ Ĵ � C_ . We do this

by analyzing the costs of schedules( >= := ONLINEALG¹J n Ĵ � C_º and(̂ := OFFLINEALG¹Ĵ � C_º.

In the next lemma, we �rst analyze the cost of combining, i.e., summing, two arbitrary schedules.

Lemma 2.3.1.LetJ1 be a set of jobs and( 1 be a feasible schedule forJ1, let J2 be a set of jobs and

( 2 be a feasible schedule forJ2. Consider the schedule( := ( 1¸ ( 2 for J1 [ J 2 which, at each time

C, runs the machine at total speedB¹Cº = B1¹Cº¸ B2¹Cº and processes each job92 J1 at speedB1– 9¹Cº

and each job92 J2 at speedB2– 9¹Cº. Then, cost¹(–J1 [ J 2º �
�
cost¹( 1–J1º

1
U ¸ cost¹( 2–J2º

1
U

� U
•

We next upper bound the cost of the schedule output by TPE as a function of the prediction

error[ , which we decompose into[ 1 = OPT¹Jn Ĵ º
OPT¹Ĵ º

and[ 2 = OPT¹ĴnJº
OPT¹Ĵ º

. The proof uses the previous

lemma repeatedly, �rst to analyze the cost of the schedule( >= := ONLINEALG¹J n Ĵ � C_º for the

set of jobsJ n Ĵ � C_ = ¹J ŸC_º [ ¹J � C_ n Ĵ � C_ ), then to analyze the cost of the �nal schedule, which

combines( >= and(̂ := OFFLINEALG¹Ĵ � C_º.

Lemma 2.3.2.Assume thatOFFLINEALG is Woff-competitive and thatONLINEALG is Won-competitive.

Then, for all_ 2 ¹0–1¼, the schedule( output byTPE run with con�dence parameter_ satis�es

cost¹(–Jº � OPT¹Ĵ º
�
W

1
U
off ¸ W

1
U
on¹¹_Woffº

1
U ¸ [

1
U
1 º

� U

•

Proof. We start by upper bounding cost¹( >=–J n Ĵ � C_º. First, by the algorithm, we have that

OFF¹J ŸC_º � _ � OFF¹Ĵ º . Since OFFLINEALG is Woff-competitive, we get

OPT¹J ŸC_º � OFF¹J ŸC_º � _ � OFF¹Ĵ º � _Woff � OPT¹Ĵ º •

We also have thatOPT¹J � C_ n Ĵ � C_º � OPT¹J n Ĵ º � [ 1OPT¹Ĵ º where the �rst inequality

is sinceJ � C_ n Ĵ � C_ � J n Ĵ and the second is by de�nition of[ 1. Recall that( � ¹•º denotes the
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optimal of�ine schedule for the problem and consider the schedule( 0 = ( ¢ ¹J ŸC_º ¸ ( ¢ ¹J � C_ nĴ � C_º

for J n Ĵ � C_ = J ŸC_ [ ¹J � C_ n Ĵ � C_º. We obtain that

OPT¹J n Ĵ � C_º � cost¹( 0–J n Ĵ � C_º �
�
OPT¹J ŸC_º

1
U ¸ OPT¹J � C_ n Ĵ � C_º

1
U

� U

�
�
¹_WoffOPT¹Ĵ ºº

1
U ¸ ¹ [ 1OPT¹Ĵ ºº

1
U º

� U

= OPT¹Ĵ º
�
¹_Woffº

1
U ¸ [

1
U
1

� U

–

where the second inequality is by Lemma 2.3.1. Since we assumed that ONLINEALG is Won-

competitive,

cost¹( >=–J n Ĵ � C_º � Won � OPT¹J n Ĵ � C_º � Won � OPT¹Ĵ º
�
¹_Woffº

1
U ¸ [

1
U
1

� U

•

We now bound the cost of schedule( . First, note that cost¹(̂–Ĵ � C_º = OFFLINEALG¹Ĵ � C_º �

Woff �OPT¹Ĵ � C_º � Woff �OPT¹Ĵ º –where the �rst inequality is since OFFLINEALG is Woff-competitive

and the last one sincêJ � C_ � Ĵ . Therefore, by applying again Lemma 2.3.1, we get:

cost¹(–Jº �
�
cost¹(̂–Ĵ � C_º

1
U ¸ cost¹( >=–J n Ĵ � C_º

1
U

� U

�
�
¹Woff � OPT¹Ĵ ºº

1
U ¸

�
Won � OPT¹Ĵ º

�
¹_Woffº

1
U ¸ [

1
U
1

� U� 1
U � U

= OPT¹Ĵ º
�
W

1
U
off ¸ W

1
U
on¹¹_Woffº

1
U ¸ [

1
U
1 º

� U

• �

We next state a simple corollary of Lemma 2.3.1.

Corollary 2.3.3. OPT¹J \ Ĵ º �
�
1 � [

1
U
2

� U

OPT¹Ĵ º , and, assuming thatOFFLINEALG is Woff-

competitive, we have: ifOFF¹Jº � _OFF¹Ĵ º , then[ 2 �
�
1 � ¹ _Woffº

1
U

� U
.

We are ready to state the main result of this section, which is our upper bound on the competi-

tive ratio of TPE.

Theorem 2.3.4.For any _ 2 ¹0–1¼, TPE with a Won-competitive algorithmONLINEALG and a
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Woff-competitive of�ine algorithmOFFLINEALG achieves a competitive ratio of

8>>>>>>><

>>>>>>>
:

Won if OFF¹Jº � _OFF¹Ĵ º
�
W

1
U

off ¸ W
1
U

on ¹¹_Woffº
1
U ¸ [

1
U
1 º

� U

max
�

_
Woff

–[1¸
�
1� [

1
U
2

� U� otherwise•

The consistency and robustness immediately follow (for simplicity, we present the results in the

case where OFFLINEALG is optimal). Additional discussion on this competitive ratio is provided

in Appendix 2.3.4.

Corollary 2.3.5. For any_ 2 ¹0–1º, TPEwith a Won-competitive algorithmONLINEALG and an

optimal of�ine algorithmOFFLINEALG is 1 ¸ Won2U_
1
U competitive if[ 1 = [ 2 = 0 (consistency)

and maxf Won–
1¸ Won22U_

1
U

_ g-competitive for all[ 1– [2 (robustness). In particular, for any constant

n ¡ 0, with _ = ¹ n
Won2U ºU, TPEis 1 ¸ n-consistent and$ ¹1º-robust.

2.3.3 Results for well-studied GES problems

We apply the general framework detailed in Section 2.3 to derive smooth, consistent and robust

algorithms for a few classically studied objective functions.

Energy plus �ow time minimization. Recall that29
( denote the completion time of job9. The

quality cost function is de�ned as:� ¹(–Jº =
Í

92J ¹29
( � A9º, with total objective cost¹(–Jº =

� ¹(–Jº ¸ � ¹( º. By a direct application of Corollary 2.3.5, we get that for all_ 2 ¹0–1¼, Al-

gorithm 4 run with the 2-competitive online algorithm from [67] and con�dence parameter_ is

¹1 ¸ 2
1
U_

1
U ºU-consistent and1¸ 2�22U_

1
U

_ -robust.

Energy plus fractional weighted �ow time minimization. In this setting, each job has a weight

E9. The quality cost is� ¹(–Jº =
Í

92J E9
¯
C� A9

F (
9¹Cºdt. We can use as ONLINEALG the 2-

competitive algorithm from [66].
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Energy plus integral weighted �ow time minimization. In this setting, each job has a weight

E9. The quality cost function is de�ned as:� ¹(–Jº =
Í

92J E9¹2
9
( � A9º. We can use as ONLIN -

EALG the$ ¹¹U• logUº2º-competitive algorithm from [65].

Energy minimization with deadlines. In this setting, there is also a deadline39 for the comple-

tion of each job. By writing the quality cost as� ¹(–Jº =
Í

92J X29
( ¡3 9

, whereX29
( ¡3 9

= ¸1 if

29
( ¡ 3 9 and0 otherwise, the total objective can be written as cost¹(–Jº = � ¹( º ¸ � ¹(–Jº . We

can use as ONLINEALG the AVERAGE RATE heuristic [62] (which is2U-competitive for uniform

deadlines [4]). In particular, for uniform deadlines, and for alln 2 ¹0–1¼, by setting_ = ¹ n
� 2U ºU,

we obtain a consistency of¹1 ¸ nº for a robustness factor of$ ¹4U2
•nU� 1º.

2.3.4 Discussion on the competitive ratio

We assume in this section that OFFLINEALG is optimal. Note that for small[ 1 and[ 2, the

competitive ratio is upper bounded as

�
1¸ W

1
U

on ¹_
1
U ¸ [

1
U
1 º

� U

[ 1¸
�
1� [

1
U
2

� U , which smoothly goes to¹1¸ W
1
U
on_

1
U ºU (con-

sistency case) when[ 1– [2 go to 0. Moreover, our upper bound distinguishes the effect of two

possible sources of errors on the algorithm: (1) when removing jobs from the prediction ([ 1 = 0

and[ 2 goes to1), the upper bound degrades monotonically to$ ¹ 1
_º. (2) when adding jobs to the

prediction ([ 2 = 0 and[ 1 goes to̧ 1 ), the upper bound �rst degrades, then improves again, with

an optimal asymptotic rate ofWon. This is since our algorithm mostly follows the online algorithm

when the cost of the additional jobs dominates.

2.4 The Extension to Small Deviations

Note that in the de�nition of the prediction error[ , a job 9 is considered to be correctly pre-

dicted only ifA9 = Â9 and?9 = ?̂9. In this extension, we consider that a job is correctly predicted

even if its release time and processing time are shifted by a small amount. We also allow each

job to have some weightE9 ¡ 0, that can be shifted as well. Assuming an additional smooth-

ness condition on the quality cost function� ¹•– •º, which is satis�ed for the energy plus �ow time
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minimization problem and its variants, we propose and analyze an algorithm that generalizes the

algorithm from the previous section.

The algorithm, called TPE-S and formally described in Appendix B.3, takes the same input

parameters as Algorithm TPE, with some additional shift tolerance parameter[ shift 2 »0–1º that

is chosen by the algorithm designer. Two main ideas are to arti�cially increase the predicted

processing timê?9 of each job9 (because the true processing time?9 of job 9could be shifted

and be slightly larger than̂?9) and to introduce small delays for the job speeds (because the true

release timeA9 of some jobs j could be shifted and be slightly later thanÂ9). Details can be found

in Appendix B.3.

2.5 Experiments

We empirically evaluate the performance of Algorithm TPE-S on both synthetic and real

datasets. Speci�cally, we consider the energy plus �ow time minimization problem where� ¹(–Jº =
Í

92J 29 � A9 and consider unit-work jobs (i.e.,?9 = 1 for all 9) and �x U = 3.

2.5.1 Experimental setting

Benchmarks. TPE-Sis Algorithm 13 with the default setting_ = 0•02, [ shift = 1 andf = 0•4,

wheref is a parameter that controls the level of prediction error, that we call the error parameter.

2-COMPETITIVE is the2-competitive online algorithm from [67] that sets the speed at each time

Cto =¹Cº
1
U , where=¹Cº is the number of jobs withA9 � Cun�nished at timeC, and uses the Shortest

Remaining Processing Time rule.

Data sets. We consider two synthetic datasets and a real dataset. For the synthetic data, we �rst

generate a predicted set of jobŝJ and we �x the value of the error parameterf ¡ 0. To create

the true set of jobsJ , we generate, for each job9 2 Ĵ , some errorerr¹jº sampled i.i.d. from

N ¹ 0– f º. The true set of jobs is then de�ned asJ = f¹ 9–̂A9 ¸ err¹jºº : j 2 Ĵ g , which is the set

of all predicted jobs, shifted according tof err¹jºg. Note that for all9 2 J , 9 2 J shift only if
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Figure 2.1: The competitive ratio achieved by our algorithm, TPE-S, and the benchmark algo-
rithm, as a function of the error parameterf (from left-most to the second from the right), and the
competitive ratio of TPE-S for a larger range off , as a function off (right-most).

Figure 2.2: The competitive ratio achieved by our algorithm, TPE-S, and the benchmark algo-
rithm, as a function of the shift tolerance parameter[ shift (left) and as a function of the con�dence
parameter_ (right).

jÂ9 � A9j = jerr¹jº j Ÿ [ shift

V¹Ĵ º
� OPT¹Ĵ º

jĴ j
. Hence, a largerf ¡ 0 corresponds to a larger prediction error

[ 6. For the �rst synthetic dataset, called the periodic dataset, the prediction is a set of= = 300

jobs, with8C� job's arrivalA8 = 8•U. For the second synthetic dataset, we generate the prediction by

using a power-law distribution. More precisely, for each timeC2 f1– • • • – )g, where we �x) = 75,

the number of jobs' arrivals at timeCis set to" ¹1 � ?¹0ºº, where?¹0º is sampled from a power

law distribution of parameter0, and" is some scaling parameter. In all experiments, we use the

values0 = 100, " = 500.

We also evaluate the two algorithms on the College Message dataset from the SNAP database

[77], where the scheduler must process messages that arrive over9 days, each with between 300

and 500 messages. We �rst �x the error parameterf ¡ 0, then, for each day, we de�ne the true set

J as the arrivals for this day, and we create the predictionsĴ by adding some errorerr¹iº to the

release time of each job8, whereerr¹iº is sampled i.i.d. fromN ¹ 0– f ).
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2.5.2 Experiment results

For each of the synthetic datasets, the competitive ratio achieved by the different algorithms is

averaged over10 instances generated i.i.d., and for the real dataset, it is averaged over the arrivals

for each of the 9 days.

Experiment set 1. We �rst evaluate the performance of the algorithms as a function of the error

parameterf . In Figure 2.1, we observe that TPE-S outperforms 2-COMPETITIVE when the error

parameter is small. In the right-most �gure of Figure 2.1, the competitive ratio of TPE-S plateaus

when the value off increases, which is consistent with our bounded robustness guarantee.

Experiment set 2. In the second set of experiments, we study the impact of the parameters

[ shift and_ of the algorithm for the periodic dataset (results for the other datasets can be found

in Appendix B.5) and �x f = 0•4. In the left plot of Figure 2.2, we observe the importance of

allowing some shift in the predictions as the performance of our algorithms �rst rapidly improves

as a function of[ shift and then slowly deteriorates. The rapid improvement is because an increasing

number of jobs are treated by the algorithm as being correctly predicted when[ shift increases.

Next, in the right plot, we observe that the competitive ratio deteriorates as a function of_, which

implies that the algorithm can completely skip the �rst phase that ignores the predictions and run

the second phase that combines the of�ine and online schedules when the prediction error is not

too large. Note, however, that a larger value of_ leads to a better competitive ratio when the

predictions are incorrect. Hence, there is a general trade-off here.

51



Chapter 3: Learning-augmented Packet Scheduling with Deadlines

This chapter studies theLearning-augmented packet scheudling with deadlinesproblem. This

chapter is based on the article [78] written in collaboration with Ya-chun Liang and Clifford Stein.

3.1 Introduction

In today's interconnected world, ef�cient and reliable data transmission is paramount. Busi-

nesses, governments, and individuals depend on seamless communication for various time-sensitive

applications. Managing network traf�c �ow is critical to ensure that essential data takes precedence

over non-critical information. One approach to achieving this goal is through the use of Quality of

Service (QoS) switches [79, 80, 81]. Here, in contrast to switches that process all traf�c in FIFO

order, we differentiate between different types of packets, and perhaps allow a packet to specify

a deadline by which it must be processed. Buffer management at such routers a critical issue in

providing effective quality of service to the various applications that use the network, and our goal

is to develop effective algorithms that prioritize critical traf�c, which is traf�c that has a higher

weight.

More concretely, our input will be a series of packets, each of which arrives at its release date,

and has a weight and deadline. Each packet takes one unit of time to process (this assumption is

common in packet routing applications), and our router can process one packet in each time step.

Our scheduling algorithm decides which packet should be processed at each step. Some packets

may miss their deadlines and need to be discarded. To ensure that critical traf�c is processed, our

objective is to maximize the total weight (pro�t) of processed packets. To evaluate the performance

of such algorithms, we use competitive analysis, a standard metric in online algorithms. The

competitive ratio is used as a measure, representing the ratio of the optimal of�ine pro�t to the
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pro�t achieved by online algorithms in worst-case scenarios when considering the maximization

problem.

Traditional competitive analysis can be overly pessimistic, as it considers only the worst-case

scenario and overlooks the potential bene�ts of leveraging historical data to predict future inputs.

To address these limitations, a new �eld calledalgorithms with predictionsor learning-augmented

algorithmshas emerged. These algorithms assume that the designer has access to predictions about

the input, aiming to improve competitive ratios when predictions are accurate (consistency) while

maintaining bounded competitive ratios even if the predictions are inaccurate (robustness).

In this paper, we augment online packet scheduling with deadlines with predictions. Online

algorithms for packet scheduling with deadlines has been studied extensively [82, 83, 84, 85, 86,

87, 88, 89, 90, 91], but this problem has not been previously studied with predictions.

3.1.1 Our results

In an instance of thepacket scheduling with deadlinesproblem, a collectionJ of = jobs with

unit processing time is given. Each job¹A9– 39– F9º 2 J consists of a release timeA9, a nonnegative

weight F 9, and an integer deadline39, indicating the time by which it must be processed. The

goal is to �nd a schedule that maximizes the total weight of the processed jobs, with at most one

packet being processed at each step. In thelearning-augmented packet scheduling with deadlines

problem, the algorithm is provided with a collection̂J of =̂ predicted jobs,¹Â9–3̂9–F̂ 9º, at time

C= 0.

Optimal consistency and bounded robustness.Our �rst goal is to design an algorithm that strikes

a good balance between consistency (competitive ratio when the predictions are exactly correct)

and robustness (competitive ratio when the predictions are arbitrarily wrong). Our �rst result

shows that for the learning-augmented packet scheduling with deadlines problem, given an of�ine

prediction and an online algorithm (for the problem without predictions) with a competitive ratio

of Won , there exists a learning-augmented algorithm that achieves 1 consistency (Lemma 3.3.3)

andWon ¸ $ ¹1º robustness (Lemma 3.3.6). We complement this result by showing that there is a
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necessary trade-off between consistency and robustness (Section 3.4).

The competitive ratio as a function of the prediction error. The second main result is that

our algorithm achieves a competitive ratio that smoothly interpolates from consistency to ro-

bustness as a function of the prediction error (Lemma 3.3.4). We de�ne the prediction error

[ = maxC2»0–)¼
, ¹OPT¹J � Cº ¹ � Cºº

, ¹Ŝ¹J º ¹ � Cºº
, which represents the maximum ratio between the total weight of

the processed jobs in the optimal schedule for all released jobs until timeCand the processed

weights obtained by following the choices of the optimal schedule for the prediction until timeC,

considering all possible values ofC. Here,J � CandJ ¹� Cº denote the set of jobs inJ with release

time at mostCand the set of processed jobs in the interval»0– C¼, respectively. (See Section 3.2 for

a detailed discussion of the prediction error[ ).

Experiments. In Section 3.5, we empirically assess the performance of our proposed algorithm by

comparing it with different benchmark algorithms. We speci�cally investigate the impact of pre-

dictions of both weights and deadlines. Our results demonstrate that, when the prediction error is

small, our algorithm outperforms the benchmark algorithms empirically on both real and synthetic

datasets in the context of online packet scheduling with deadlines.

3.1.2 Technical overview

This paper proposes a general algorithmic framework for learning-augmented online packet

scheduling with deadlines. We say general algorithmic framework because there are many special

cases of the packet scheduling with deadlines problem that have received attention. These include

agreeable deadlines[86], where job's deadlines are (weakly) increasing in their arrival times;: -

uniform delay[86, 88], where each job has the same: amount of time available for processing;

and: -bounded delay[84, 92], where each job has at most: units of time available for processing,

where: is a positive integer. For these, and other variants, we give one framework that converts

a traditional online algorithm for that variant into an algorithm with predictions. Precisely, this

framework relies on two critical components: an of�ine prediction and the online algorithm ON-

LINEALG without prediction given as input. For the of�ine setting of online packet scheduling
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with deadlines, one can solve a maximum weight bipartite matching problem to obtain the opti-

mal solution [82]. Various online algorithms are available for different variants of online packet

scheduling with deadlines. See [93] for a survey.

Initially, our algorithm computes an of�ine schedulê( based on the prediction. (We don't

immediately run this schedule, we just use it in our algorithm.) While this schedule is optimal

for perfect predictions, it may not be so in the presence of errors. Our algorithm will look at the

decisions and progress of an online algorithm for the problem without predictions and an of�ine

algorithm, compute some quantities and make a scheduling decision. We now describe this process

in more detail.

At each timeC, the algorithm �rst checks whether̂S¹Jº ¹Cº 2 P, whereŜ¹Jº ¹Cº is the processed

job corresponding tô( at timeC, andP denotes the processed jobs of the algorithm until timeC� 1.

If Ŝ¹J º ¹Cº has not been processed, the algorithm calculates two quantities and derives the ratio

between them. One is, ¹OPT¹J � Cº¹� Cºº, the total weight of jobs in the optimal schedule for all

jobs released until timeC, and also processed by timeC. The other is the total weight of the jobs

processed by the algorithm until timeC� 1, denoted by, ¹Pº, with the addition of, ¹Ŝ¹J º ¹Cºº.

If eitherŜ¹J º ¹Cº 2 P, or if the ratio exceeds the threshold, the algorithm immediately switches

to ONLINEALG until Ŝ ¹J º ¹Cº 8 P and the local test ratio becomes no greater than the threshold.

After that, the algorithm resumes following the choice of the predicted schedule. Other algorithms

with predictions for other problems switch between an online and of�ine algorithm. [1, 38, 94].

Our algorithm is different than most of the others because it can switch back and forth between the

online and of�ine schedule.

Our analysis �rst shows that with an appropriate benchmark for the local test, we can ensure

that when the prediction is correct, the algorithm will always follow the choice of the predicted

schedule; that is, the output schedule is optimal. Additionally, we show that our proposed algorithm

achieves constant robustness. The analysis involves partitioning the entire time interval into two

smaller intervals, namely»0– C_ � 1¼and»C_– )¼, whereC_ � 1 is the last time that the local test ratio

is not greater than the threshold. The high-level idea behind the analysis is as follows: suppose a
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job in the optimal solution is processed in the interval»C_– )¼. In this case, it is either processed

by our proposed algorithm in the interval»0– C_ � 1¼or feasible to be processed by our proposed

algorithm. In either case, the algorithm does not incur signi�cant losses even if a wrong decision

is made in the interval»0– C_ � 1¼. Next, consider the case where a job in the optimal solution is

processed in the interval»0– C_ � 1¼. If the deadline is no later thanC_, the competitive ratio can be

safeguarded by the guarantees of the local test, which ensures the performance of our algorithm

until time C_ � 1. Otherwise, if its deadline is later thanC_, it is feasible to process it with our

algorithm, ensuring the algorithm's performance.

3.1.3 Related works

Online packet scheduling with deadlines.The problem of online packet scheduling with dead-

lines was initially introduced by [95] and [82]. There are many studies for deterministic algorithms,

including both the general model and different special cases [86, 82, 84, 96]. Recently, [85] gave

an optimalq � 1•618-competitive algorithm for the general model, which matches the lower bound

for deterministic algorithms [97, 98, 82].

For randomized algorithms, different adversary models and results have been explored as pre-

sented in studies such as [84, 90, 91]. Additionally, other variants of the online packet scheduling

with deadlines problem have been investigated [99, 96]. Notably, in [96], a lower bound of a 1.25-

competitive ratio was proven for any constant lookahead, where the algorithm can access future

input information for the next few steps. More information about online packet scheduling with

deadlines and related problems can be referred to in survey papers [93, 100].

Learning-augmented algorithms. In recent years, a signi�cant body of research has emerged

on algorithms with prediction models, which seeks to address the challenge of partial information

often available to decision-makers. This line of work utilizes machine-learned predictions about

the inputs to design algorithms that achieve stronger bounds (consistency) when provided with

accurate predictions. Furthermore, this research aims to maintain a worst-case guarantee (robust-

ness) that holds even in the presence of inaccurate predictions. Optimization problems investigated
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under this framework include online paging [1, 2], routing [5], matching [10, 17], online convex

optimization [19, 20, 94], Markov decision process [21], queueing [23, 24, 25, 26], and graph

problems [27, 28, 5] (see [45] for a survey of works in this area). Many different scheduling prob-

lems have been studied with predictions [38, 44, 58, 4, 3, 39, 40]. See the survey website [41] for

more information.

3.2 Preliminaries

We �rst describe the online packet scheduling with deadlines problem. An instance of online

packet scheduling with deadlines is characterized by a collectionJ of = unit-length jobs, where

each job arrives in an online fashion. Each job, denoted as¹A9– 39– F9º 2 J , is de�ned by a release

timeA9, a deadline39, and a weightF 9, whereA9 and39 are integers, andF 9 is a non-negative real

number. In addition, we assume distinct weights for all packets, as any instance can be adjusted

to have unique weights through in�nitesimal perturbation while maintaining the competitive ratio.

Let ) be a �nite time horizon of the problem. At each timeC 2 »0– )¼, only one job can be

processed, and it must satisfyA9 � Cand39 � 1 � C; that is, a job can only be processed after its

arrival and before its deadline. The objective is to process a set of jobs of maximum total weight.

We also letJ � Cbe a set of jobs inJ with release time at mostC.

We refer to a collection of processed jobs in the interval»0– )¼as aschedule. Additionally, we

let S = ¹S1–� � � –S) º denote a set ofchoicesfor processing jobs. To determineS8 at each time

8 2 ») ¼, we use the information on the release time and the rank of the weight-to-lifespan ratio
�

F 9

39� A9

�
in non-decreasing order, with ties broken by prioritizing the job with the earliest deadline.1

With the above de�nition ofchoices, we can now de�ne the jobs that are processed in any

realization of jobs instance. For any realizationJ of the job instance, we de�neS¹Jº as the

corresponding jobs processed according toS (adding zero-weight dummy jobs if there are no

jobs to be processed). Thus,S¹Jº represents a schedule for the job instanceJ . Finally, we let

, ¹S¹Jºº =
Í

92S¹Jº F 9 be the total weight of the jobs inS¹Jº .

1For example, if there are two candidate jobs atC= 3, such as¹2–4–4º and¹2–6–8º, we choose¹2–4–4º for ( 3 at
timeC= 3 since it has an earlier deadline of 4.
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De�nition 3.2.1 (Dominance Relation [86]). For any two jobs9and 90which are released but not

yet processed at a certain time,9is said to dominate90 if F 9 ¡ F 90 and39 � 390.

According to [86], any schedule can be arranged in canonical order in the following way.

Assign the earliest deadline feasible (i.e., a job that has been released but not yet processed and is

not dominated by any other job) to each successive time step. The resulting schedule is referred

to as acanonical schedule. For any job instanceJ , let OPT¹Jº be the optimal schedule forJ

andOPT¹J � Cº be the optimal schedule forJ � C, respectively. In the following, we let an optimal

schedule be a canonical schedule.

We also letOPT¹Jº ¹Cº and OPT¹Jº ¹� Cº be the job processed at timeCand the set of jobs

processed in the interval»0– C¼of OPT¹Jº , respectively (add a dummy zero-weight job if there is

no job processed). Likewise, for any scheduleS¹Jº , we letS¹Jº ¹Cº andS¹Jº ¹� Cº denote the job

processed at timeCand the set of jobs processed in the interval»0– C¼of S¹Jº , respectively. Also,

for any algorithmA and job instanceJ , we letA¹Jº be the output schedule of runningA on

J . Finally, for any job instanceJ , we let D¹ C–Jº be the set of expired jobs at timeC; that is,

39 Ÿ Ç 1 and which have not been processed.

The learning-augmented online packet scheduling with deadlines problem.The �rst impor-

tant modeling task in the learning-augmented framework is to choose the prediction. To answer

this question, we augment the online packet scheduling with deadlines problem with predictions re-

garding future job arrivals, and we call this problem the learning-augmented online packet schedul-

ing with deadlines problem. The algorithm is given a predictionĴ = f¹ Â9–3̂9–F̂ 9ºgregarding the

jobsJ = f¹ A9– 39– F9ºgthat arrive online (note that we do not necessarily havejJ j = jĴ j ). Here,

one may consider a prediction scenario in which, at timeC, the algorithm has access to extra infor-

mation about arrivals in a few future steps, essentially representing a constant lookahead setting.

However, according to [96], there exists a strong 1.25-competitive lower bound for any constant

lookahead. Therefore, to achieve better consistency, we adopt a model in which the algorithm is

given with predictions about the entire input sequence in the beginning.

Another important modeling task in the learning-augmented framework is to design an appro-
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priate measure for the prediction error. With the de�nition ofscheduleand a set ofchoices, we

denoteŜ as the optimal choices for the predicted set of jobsĴ , represented aŝS¹Ĵ º = OPT¹Ĵ º .

We will now de�ne the prediction error,

[ ¹J –Ĵ º := max
C2»0–)¼

, ¹OPT¹J � Cº¹� Cºº

, ¹Ŝ¹J º ¹� Cºº
–

as the maximum ratio between the total weight of the processed jobs in the interval»0– C¼of the

optimal schedule for all released jobs until timeCand the processed weights obtained by following

the choices of the optimal schedule for the prediction until timeC, considering all possible values

of C. In the following, we use[ to denote the error whenJ andĴ are clear.

Choice of the prediction error. We de�ne the prediction error as the� 1 norm of the ratio between

the total weight of the processed jobs in the interval»0– C¼of the optimal schedule for all released

jobs until timeCand the processed weights by following the choices of the optimal schedule for the

prediction until timeC, considering all possibleC. Other types of prediction errors, such as the� 1

norm of the weight difference between the prediction and the realization, may also be considered,

but there are tradeoffs between different errors. For instance, the� 1 norm does not distinguish

between instances with one large prediction error and those with many small prediction errors.

The� 1 norm, on the other hand, does not distinguish between one large prediction error and many

large prediction errors.

The reason for choosing this error measurement is that the competitive ratio is highly sensitive

to both the weight and deadline of jobs, making it crucial to capture their effects accurately. There-

fore, the error measure is involved in the optimal solution. We believe that our choice of error

captures the essence of the problem. However, we also recognize that other error measurements

could be explored as interesting directions for future research. For instance, our error measure is

sensitive to small shifts in the job's release time, such as when the realization occurs one time unit

earlier than predicted. In this case, although the predictions capture the pattern of realization, it

results in a large error based on the proposed error measure. It would be worthwhile to investigate
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an alternative error measure as in [4] that can accommodate small shifts in job release time.

Performance metrics. The standard evaluation metrics for an online algorithm with predictions

are its consistency, robustness, and competitive ratio as a function of the prediction error [1]. We

let a function2 of error[ , where[ � 1 using a given predictor such that2¹[ º represents the worst-

case competitive ratio given that the error is at most[ . We say an algorithmA is U-consistent

if 2¹1º � U (competitive ratio when the prediction is exactly correct) and we sayA is V-robust

if for all [ � 1– 2¹[ º � V (competitive ratio when the error is arbitrarily large). We say that the

competitive ratio ofA is smooth if it smoothly degrades fromU to V as the prediction error[

grows.

3.3 Algorithms

3.3.1 Warm up: A simple consistent, smooth, non-robust algorithm

We �rst show that an algorithm that blindly follows the predictions is[ -competitive. Clearly,

when J = Ĵ , since the algorithm follows the choices for the prediction, it returns an optimal

schedule. However, this approach is not robust, as the competitive ratio can be arbitrarily large in

case of incorrect predictions.

Algorithm 5 A SIMPLE 1-CONSISTENT, SMOOTH ALGORITHM BUT NOT ROBUST

Input: A set of predicted jobsĴ .

1: Compute a set of optimal choiceŝS for the predicted jobsĴ , whereŜ¹ Ĵ º = OPT¹Ĵ º

2: return Ŝ¹J º

Lemma 3.3.1.Algorithm 5 is[ -competitive.

Proof. SinceŜ¹Jº follows the same choices asOPT¹Ĵ º , we have

, ¹OPT¹Jºº

, ¹Ŝ¹J ºº
� max

C2»0–)¼

, ¹OPT¹J � Cº¹� Cºº

, ¹Ŝ¹J º ¹� Cºº
= [ –

where the last equality comes from the de�nition of[ . �
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Figure 3.1: Illustration of one iteration of the local test (Lines 4-7) of the LAP algorithm. The
�rst two rows with a gray background represent the job in the predicted scheduleŜ¹ Ĵ º ¹Cº and
the corresponding job in̂S¹Jº ¹Cº at timeC, while the last two rows indicate the processed jobsP
(yellow) as well as two potential operations for LAP and the jobs inOPT¹J � Cº¹� Cº. For each local
test at timeC, LAP compares, ¹OPT¹J � Cº¹� Cºº with , ¹P [ Ŝ¹J º ¹Cºº to decide whether LAP
processes either̂S¹Jº ¹Cº (green) or ONLINEALG¹J n Pº ¹Cº (orange). In this example, we assume
Ŝ¹Jº ¹Cº 8 P andD¹ C–Jº = ; .

The main problem with Algorithm 5 is its lack of robustness. Particularly, the competitive ratio

can be unbounded if the prediction is completely wrong. Our next step is to robustify the algorithm

to achieve a bounded competitive ratio and maintain its consistency at the same time.
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Algorithm 6 LEARNING-AUGMENTED ONLINE PACKET SCHEDULING WITH DEADLINES

(LAP)
Input: A set of predicted jobsĴ , an online algorithm ONLINEALG, and a thresholdd � 1.

1: Compute a set of optimal choiceŝS for the predicted jobsĴ , whereŜ¹ Ĵ º = OPT¹Ĵ º

2: P = ;

3: for C� 0 do

4: if Ŝ ¹J º ¹Cº 8 P and , ¹OPT¹J � Cº ¹ � Cºº
, ¹P[ Ŝ¹J º ¹Cºº

� d then

5: P = P [ Ŝ¹J º ¹Cº

6: else

7: P = P [ ONLINEALG¹J n ¹P [ D¹ C–Jººº ¹Cº

8: return P

3.3.2 Description of the algorithm

The proposed algorithm, known as LAP, is a general algorithm designed for the online packet

scheduling problem with deadlines. The algorithm takes a set of predicted jobsĴ , a threshold

d, and an online algorithm ONLINEALG that solves the online packet scheduling with deadlines

problem without predictions as inputs. Initially, LAP computes a set of choices of the optimal

schedule for the predicted jobŝJ , namely,Ŝ (Line 1). At each timeC, LAP performs a local

test to determine whether to folloŵS or switch to ONLINEALG (Lines 4-7). The local test �rst

checks whether̂S¹Jº ¹Cº 2 P. If not, LAP computes the ratio of the total weight of the processed

jobs in the interval»0– C¼for the optimal schedule of all the released jobs until timeCand the

current processed weights until timeC� 1, with the addition of the weight of the processed job

corresponding to the predicted choice at timeC. See Fig. 3.1 for an illustration of an iteration of

the local test. Note that LAP could switch back and forth between following the prediction or

ONLINEALG.

The underlying principle of LAP is to switch to ONLINEALG whenŜ¹Jº ¹Cº 2 P or the current

ratio is larger than the threshold (¡ d ) to prevent the competitive ratio from worsening. However,

62



if Ŝ ¹J º ¹Cº 8 P and the current ratio is no greater thand, the algorithm will continue to trust the

prediction and followŜ until a signi�cant deviation occurs. The formal description of LAP is

provided in Algorithm 6.

3.3.3 Analysis of the algorithm

The following paragraph analyzes the performance of LAP. Initially, we demonstrate that LAP

is 1-consistent (Lemma 3.3.3). Subsequently, we establish that LAP is[ -competitive under the

condition that[ � d (Lemma 3.3.4). Finally, we investigate the scenario where[ ¡ d and

demonstrate that LAP maintains a bounded competitive ratio ofd ¸ Won ¸ 1 (Lemma 3.3.6).

We begin with an important observation of the optimal solution.

Lemma 3.3.2.For everyC2 »0– )¼, , ¹OPT¹Jº ¹� Cºº � , ¹OPT¹J � Cº¹� Cºº.

Proof. The core concept of the proof is that the optimal schedule prioritizes processing jobs with

later deadlines only if there are other jobs with signi�cant weights arriving in the future with the

same deadline. Assume that, ¹OPT¹Jº ¹� Cºº Ÿ , ¹OPT¹J � Cº¹� Cºº. This implies the existence of a

pair of distinct jobs9and 90, whereF 9 ¡ F 90, such that92 OPT¹J � Cº¹� Cº and 90 2 OPT¹Jº ¹� Cº.

First, consider the case where9 8 OPT¹Jº ¹¡Cº. In this case, by adjusting the sequence of

processed jobs, we can replace90 with 9. Such a replacement increases, ¹OPT¹Jº ¹� Cºº without

affecting, ¹OPT¹Jº ¹¡Cºº, contradicting the optimality ofOPT¹Jº .

Next, consider the case where9 2 OPT¹Jº ¹¡Cº. In this case, there must exist a job900 2

OPT¹J � Cº¹¡Cº such that9008 OPT¹Jº ¹¡Cº. Otherwise, by processing9 in OPT¹J � Cº¹¡Cº, we can

process an extra job inOPT¹J � Cº¹� Cº to increase, ¹OPT¹J � Cºº, contradicting the optimality of

OPT¹J � Cº.

Consider the relationship between90 and 900. According to our assumption, each job has a

unique weight, whereF 90 < F 900. In this case, again, we can adjust a sequence of processed jobs

to replace9and 900with 90 and 9(or vice versa), which would increase the total weight of either

OPT¹Jº or OPT¹J � Cº, contradicting the optimality of eitherOPT¹Jº or OPT¹J � Cº. Thus, we

complete the proof.
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�

Lemma 3.3.3.LAP is 1-consistent.

Proof. To prove 1-consistency, one needs to ensure that LAP satis�es the condition in Line 4 for

all C2 »0– )¼. To achieve this, we leverage the insights provided by Lemma 3.3.2. WhenJ = Ĵ ,

we haveŜ¹ Ĵ º = OPT¹Jº , and the condition of Line 4 can be represented as:

, ¹OPT¹J � Cº¹� Cºº
, ¹OPT¹Jº ¹� Cºº

� d •

Sinced � 1, we have
, ¹OPT¹J � Cº¹� Cºº
, ¹OPT¹Jº ¹� Cºº

� 1 � d –

which satis�es the condition of Line 4. Therefore, the algorithm will folloŵS from the beginning

to the end, thus completing the proof. �

Lemma 3.3.4.LAP is [ -competitive if[ � d.

Proof. Initially, by applying the de�nition of[ , we have

, ¹OPT¹Jºº

, ¹Ŝ¹J ºº
� max

C2»0–)¼

, ¹OPT¹J � Cº¹� Cºº

, ¹Ŝ¹J º ¹� Cºº
= [ • (3.1)

Next, by our assumption[ � d, we are in the case where LAP followŝS from the beginning

to the end (Lines 4-5). Therefore, we have

, ¹OPT¹Jºº
, ¹Pº

=
, ¹OPT¹Jºº

, ¹Ŝ¹J ºº
� [ –

where the second inequality comes from the result of (3.1). �

To prove the robustness of LAP, we partition the output scheduleP into P ¹� C_ � 1º andP ¹� C_º

as processed jobs of LAP within the intervals»0– C_ � 1¼and»C_– )¼, respectively, whereC_ � 1 =

arg maxC:C2»0–)¼
, ¹OPT¹J � Cº ¹ � Cºº

, ¹P ¹ � Cºº
� d is the last time that the local test ratio is not greater than the

thresholdd. In this case, LAP follows ONLINEALG from C_ to the end.
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Before diving into the proof of robustness, we �rst show that if the total processed weight in

the interval»0– C_ � 1¼of OPT¹Jº is larger than the total processed weight in the interval»0– C_ � 1¼

of OPT¹J � C_ � 1º, then the intersection betweenOPT¹Jº ¹� C_ � 1º andOPT¹J � C_ � 1º¹¡C_ � 1º is a non-

empty set.

Lemma 3.3.5.

If , ¹OPT¹Jº ¹� C_ � 1ºº ¡ , ¹OPT¹J � C_ � 1º¹� C_ � 1ºº–thenOPT¹Jº ¹� C_ � 1º \ OPT¹J � C_ � 1º¹¡C_ � 1º < ; •

Proof. We prove the lemma by contradiction. AssumeOPT¹Jº ¹� C_ � 1º \ OPT¹J � C_ � 1º¹¡C_ � 1º = ; .

By replacingOPT¹J � C_ � 1º¹� C_ � 1º with OPT¹Jº ¹� C_ � 1º, we have

, ¹OPT¹Jº ¹� C_ � 1ºº ¸ , ¹OPT¹J � C_ � 1º¹¡C_ � 1ºº

¡ , ¹OPT¹J � C_ � 1º¹� C_ � 1ºº ¸ , ¹OPT¹J � C_ � 1º¹¡C_ � 1ºº

= , ¹OPT¹J � C_ � 1ºº –

which contradicts the optimality ofOPT¹J � C_ � 1º. �

We are now ready to show the algorithm's robustness.

Theorem 3.3.6.LAP is d ¸ Won ¸ 1-robust.

Proof sketch; full proof in Appendix.We approach the proof by considering two different cases of

the optimal solution, each addressing different scenarios of the relationship between the processed

weights after timeC_ � 1 and the processed weights on or before timeC_ � 1, where\ ¡ 0 is a

parameter that we could optimize later:

Case 1:, ¹OPT¹Jº ¹¡C_ � 1ºº ¡ \ � , ¹OPT¹Jº ¹� C_ � 1ºº

In this case, the processed weights after timeC_ � 1 signi�cantly exceed the processed weights

on or before timeC_ � 1. Since LAP follows ONLINEALG after timeC_, we can utilize the com-

petitiveness of ONLINEALG to show that the competitive ratio of this case is\ ¸ 1
\ Won.
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Case 2:, ¹OPT¹Jº ¹¡C_ � 1ºº � \ � , ¹OPT¹Jº ¹� C_ � 1ºº

We analyze this case by looking at the following two sub-cases:

(a) , ¹OPT¹Jº ¹� C_ � 1ºº = , ¹OPT¹J � C_ � 1º¹� C_ � 1ºº•

For this case, since the processed weights of LAP in the interval of»0– C_ � 1¼is at least

1
d, ¹OPT¹J � C_ � 1º¹� C_ � 1ºº, we can obtain the competitive ratio of this case as¹\ ¸ 1ºd.

(b) , ¹OPT¹Jº ¹� C_ � 1ºº ¡ , ¹OPT¹J � C_ � 1º¹� C_ � 1ºº

In this sub-case, there is an overlapping scenario. By utilizing Lemma 3.3.5, we can handle

the overlapping part. Finally, we can show that the competitive ratio is¹\ ¸ 1º¹d ¸ 1º.

By optimizing\ = Won
d¸ 1, we conclude that the overall competitive ratio isWon ¸ d ¸ 1. �

We are ready to state the main result of this section, which is our upper bound on the competi-

tive ratio of LAP.

Theorem 3.3.7.LAP with a Won -competitive algorithmONLINEALG and an optimal solution for

the predictionĴ achieves a competitive ratio of

8>>><

>>>
:

[ if [ � d

d ¸ Won ¸ 1 if [ ¡ d ,

whered � 1 is an error tolerance parameter chosen byLAP.

3.4 Lower bound

This section shows some impossibility results about learning-augmented algorithms in the con-

text of Online Packet Scheduling with Deadlines. We �rst show that there exists an instance for

which any1-consistent algorithm cannot be2-robust.

Proposition 3.4.1. Assume a deterministic learning-augmented algorithm is 1-consistent; then,

the competitive ratio cannot be better than 2.
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Proof. Consider the following two problem instances:J1 andJ2, whereJ1 = f¹ 0–1– nº–¹0–2–1ºg

andJ2 = f¹ 0–1– nº–¹0–2–1º–¹1–2–1ºg, respectively.

Assume that, initially, a 1-consistent algorithmA is givenJ1 as the prediction. We �rst argue

that, for any 1-consistent algorithm, it will process the job with weightn at timeC= 0; otherwise,

if such an algorithm does not process it, the job will expire at timeC= 1, leading to a contradiction.

After observing the decision made by algorithmA , the adversary will choose the problem

instanceJ2. Therefore, at timeC= 1, algorithmA realizes that there is another arrival with the

same deadline atC= 2 and weight1, and the algorithm can only process one of the two.

On the other hand, the optimal solution forJ2 would �rst process the job with weight1 at time

C= 0, resulting in a total processing weight of2. Therefore, the competitive ratio would be21¸ n.

By letting the value ofn be very small, the ratio becomes2, and we conclude the proof. �

Subsequently, we show that there is a necessary trade-off between consistency and robustness

for the deadline model by extending the previous instance.

Theorem 3.4.2.Assume a deterministic learning-augmented algorithm is1 ¸ U-consistent; then,

the competitive ratio cannot be better than21¸ U.

Proof. Consider the following two problem instances:J1 andJ2, whereJ1 = f¹ 0–1– U̧ nº–¹0–2–1ºg

andJ2 = f¹ 0–1– U̧ nº–¹0–2–1º–¹1–2–1ºg, respectively.

Assume that, initially, a1 ¸ U-consistent algorithmA is givenJ1 as the prediction. We �rst

argue that, for any1¸ U-consistent, it will process the job with weightU¸ nat timeC= 0. Otherwise,

if such an algorithm does not process this job, it will expire at timeC= 1, resulting in a consistency

value of 1¸ U¸ n
1 ¡ 1 ¸ U, which leads to a contradiction.

Upon observing the decision made by algorithmA regarding the job with weightU ¸ n, the

adversary will select problem instanceJ2. At time C= 1, the adversary releases another job,

9 = ¹1–2–1º. Consequently, at timeC= 1, algorithmA realizes that there is another arrival with

the same deadline and weight, and the algorithm can only process one of the two.

On the other hand, the optimal solution forJ2 processes the job with weight1 at timeC= 0,

67



resulting in a total processing weight of2. Therefore, the competitive ratio becomes2
1¸ U by letting

the value ofn be very small, concluding the proof. �

3.5 Experiments

We empirically evaluate the performance of the proposed algorithm LAP on both synthetic

and real datasets against benchmarks without using predictions, where LAP is the �rst attempt at

a model that incorporates predictions within the problem context to understand the behavior of the

algorithm. We speci�cally consider the agreeable deadline model, in which jobs with later arrival

times cannot have earlier deadlines. This choice is motivated by an experimental study in a related

paper [101].

3.5.1 Experimental settings

Benchmarks. LAP is Algorithm 1 with the default settingd = 1•1. MG is the Modi�ed Greedy

Algorithm from [86], which achieves a tight 1.618-competitive ratio for the agreeable deadline

setting. GREEDY is the Greedy Algorithm from [82], which always processes a packet with the

largest weight in the buffer in each step and has been proven to be 2-competitive.EDF is the

heuristic earliest-deadline-�rst algorithm, where the algorithm processes the packet with the ear-

liest deadline in the buffer of each step. Despite the absence of theoretical guarantees on this

problem, it performs well in many scheduling problems. Finally, we considerEDFU from [84].

For each time step, the algorithm �rst identi�es the maximum weight� of all packets in the buffer

and processes a packet with a weight at leastU� � and the earliest deadline. It has been proven that

the competitive ratio is no better than 2 in the agreeable deadline setting [86].

Data sets. We consider two synthetic datasets and two real datasets. For the synthetic data, we

begin by generating a set of real jobs denoted asJ . To create the predicted set of jobŝJ , we

introduce some errorerr¹jº for either weight or deadline, examining the effects on both weight and

deadline. The predicted set of jobs is then de�ned as: (1)Ĵ = f¹ 9– A9– 39– F9 ¸ err¹jº : j 2 J g ,

whereerr¹jº is sampled i.i.d. fromN ¹ 0– f º and (2)Ĵ = f¹ 9– A9– 39 ¸ err¹jº–wj : j 2 J g where
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Figure 3.2: The competitive ratio achieved by our algorithm, LAP, and the benchmark algorithms, varies as a
function of the error parameterf on packet weight (upper four sub�gures), as well as as a function of deadline shift
»� :– :¼(lower four sub�gures).

err¹jº is uniformly random sampled i.i.d. from the range»� :– :¼, and: is an integer.

For the �rst synthetic dataset, we generate predictions using a uniform distribution. Speci�-

cally, for each timeC2 1– • • • – ), where we set) = 75, the number of job arrivals at timeCfollows

a uniform distribution with a range of [2,8]. For the second synthetic dataset, predictions are gen-

erated using a power-law distribution. More precisely, for each timeC2 1– • • • – )(with ) = 75

�xed), the number of job arrivals at timeCis determined by" ¹1 � ?¹0ºº, where?¹0º is sampled

from a power-law distribution with parameter0, and " is a scaling parameter. Throughout all

experiments, we consistently use the values0 = 150and" = 500.

We also evaluate all the benchmarks on the College Message dataset [77] and the Brightkite

dataset [102] from the SNAP database. The college dataset spans 23 days, each with between 300

and 500 data points, while the Brightkite dataset covers 10 days within this range. We note that the

�rst dataset was previously used in the context of learning-augmented algorithms by [58] and the

second one was used in the [1] and [4].

We �rst �x the error parameterf ¡ 0, then, for each day, we de�ne the true setJ as the

arrivals for this day, and we create the predictionsĴ by adding some errorerr¹iº to either weights

or deadlines of each job8, whereerr¹iº is sampled i.i.d. fromN ¹ 0– f ).
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3.5.2 Experimental results

For each synthetic dataset, the competitive ratio achieved by the different algorithms is aver-

aged over 10 instances generated i.i.d. For the real datasets, the ratio is averaged over the arrivals

for each of the 23 days and 10 days, respectively.

Experiment set 1. We �rst evaluate the performance of the algorithms as a function of the error

parameterf on packet's weight. In the upper four sub�gures of Fig. 3.2, we observe that LAP

outperforms all of the benchmarks when the error parameter is small. Also, the competitive ratio

of LAP plateaus when the value off increases, which is consistent with our bounded robust-

ness guarantee. As previously stated,EDF demonstrates effective performance across various

scheduling problems. Consequently, we observe that it outperforms other benchmarks without any

augmented predictions for synthetic datasets. Furthermore, when arrival times follow a power-

law distribution, the performances of benchmarks become more comparable. This is due to one

de�ning feature of the power-law distribution: its heavy tail, often expressed by the 80-20 rule.

To be more speci�c, when the majority of jobs arrive infrequently, with occasional bursts, the

differences in the performance of algorithms become less noticeable, except forGREEDY. How-

ever,EDF encounters challenges in real-world scenarios, as shown in the two �gures on the upper

right-hand side of Fig. 3.2. Given the impracticality of sending a very light earliest-deadline packet

when heavy packets are prevalent,MG addresses this dif�culty by intelligently identifying packets

that merit transmission. It then selectively sends either the earliest-deadline or maximum-weight

packet, depending on the ratio of their weights.

Experiment set 2. In the second set of experiments, we examine the impact of the shift on the

packet's deadline. In the lower four sub�gures of Fig. 3.2, we observe that LAP outperforms all

of the benchmarks until a large deadline shift. We also observe that the competitive ratio of LAP

deteriorates as a function of the deadline shift»� :– :¼, implying that there is a higher possibility

of processing the wrong packet when enlarging the shift.

Overall, we observe that LAP outperforms all the benchmarks when the error parameter is

small, both on packet weight and deadline shift, while still maintaining the competitive ratio when
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the error is large.

3.6 Summary and open problems

This paper explores learning-augmented online packet scheduling with deadlines, presenting a

deterministic algorithm as its main contribution. The algorithm achieves optimality with accurate

prediction and demonstrates improved competitive ratios with small errors, maintaining a constant

competitive ratio even with large errors. Additionally, a novel method is introduced to analyze

the algorithm by partitioning the time interval into two smaller intervals. A lower-bound tradeoff

between consistency and robustness is also proposed.

Lastly, we introduce some open problems. It would be worthwhile to design a new algorithm

or error measure where the competitive ratio is entirely smooth in response to prediction errors.

It would also be interesting to narrow the gap between robustness and the 2-competitive lower

bound for any 1-consistent algorithm. Another direction is to explore the First-In-First-Out (FIFO)

model with prediction. In the FIFO model, each packet has no deadline, but the buffer has limited

capacity, and each packet must be transmitted in the order of its arrival.
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Chapter 4: Online TSP and Online Dial-a-ride with Predictions

This chapter studies theOnline TSP and Online Dial-a-ride with Predictionsproblem. This

chapter is written in collaboration with Hsiao-Yu Hu, Meng-Hsi Li, Kai-Min Chung, and Chung-

Shou Liao. This article is under the minor revision of the INFORMS Journal on Computing.

4.1 Introduction

In many real scenarios, people usually make decisions without knowing the future, and two

approaches have been widely used to address this issue: machine learning and online algorithms.

While machine learning approaches usually lack theoretical guarantees, online algorithms are often

evaluated based on the ratio of the optimal of�ine cost to the cost derived by online algorithms over

worst-case instances (i.e., the competitive ratio).

In recent years, a rapidly growing �eld of research known as learning augmentation has at-

tempted to merge the above two approaches: incorporating machine-learned predictions into on-

line algorithms from a theoretical point of view. In this line of work, such an algorithm is given

some type of prediction to the input, but the prediction is not always accurate. The goal of these

studies is to design a novel algorithm that has the following three properties: (1) the algorithm

achieves good performance when the given prediction is perfectly accurate, which is calledconsis-

tency, (2) the algorithm maintains worst-case bounds when the prediction is terribly wrong, which

is calledrobustness, and (3) its performance should not degrade signi�cantly when the prediction is

slightly inaccurate, which is calledsmoothness. As the competitive ratio of a learning-augmented

algorithm depends on prediction errors, we de�ne it to be a function2 of error Y using a given

predictor such that2¹Yº represents the worst-case competitive ratio given that the error is at most

Y. Note that the de�nition ofYis subject to the problem setting (as shown in Section 4.2). Let the
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of�ine optimal cost and the cost achieved by an online algorithm be denoted by/ OPT and/ ALG,

respectively. To measure the performance of an learning-augmented online algorithm, we follow

the de�nitions proposed in [4, 1]. An algorithm is said to beU-consistent if2¹0º = U, and it is said

to beV-robust if2¹Yº � V for anyY. Since the performance of an algorithm degrades as the error

increases, it is said to be5¹Yº-smooth if / ALG � U � / OPT ¸ 5¹Yº holds on any input for some

continuous function5 with 5¹0º = 0.

Optimization problems that have been studied under this framework include online paging

[103, 1], ski-rental [2, 104], scheduling [2, 4, 3, 44], matching [10], bin packing [105], queueing

[25], secretary [10, 46, 11], covering [8], bidding [106], buffer management [78], knapsack [12],

facility location [22], and graph [27, 28, 29, 30] problems.

Compared with the above online optimization problems, in this study we investigate online

routing problems, accompanied by many real-world applications. For example, due to COVID-

19, people have become heavily reliant on online food delivery platforms, such as Seamless and

Uber Eats. There have been many studies which exploited machine learning techniques to improve

their overloaded service. However, most of the studies did not provide worst-case guarantees. We

look into how the learning-augmented framework can be applied to online routing problems. We

remark that previous research inonline learningalso studied the combination of online algorithms

and machine learning for routing problems; readers may refer to the survey [107] for more details.

In contrast, our study aims at designing a route with predictions which learned from historical

information rather than choosing the best possible strategy adaptively based on some given routes.

We particularly study the online TSP problem proposed by Ausiello et al. [108] and then extend to

the online dial-a-ride problem.

Online TSP.We consider one of the classic online routing problems, the online traveling salesman

problem (OLTSP), in which the input is a sequence of requests that arrive in an online fashion.

A salesman, i.e., the server, is out to visit every request after it arrives and eventually returns

to the origin such that the completion time is minimized. Ausiello et al. [108] showed that in a

metric space the problem has a lower bound of 2 and they presented an optimal 2-competitive
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algorithm, assuming that the of�ine TSP route can be optimally derived. Meanwhile, the currently

best polynomial-time algorithm, SMARTSTART, is approximately2•65-competitive [109].

Online TSP with Predictions. The �rst question for developing learning-augmented algorithms

is: “what kind of predictions are required for the problem?” For the OLTSP, it is natural to have

some relevant historical data about the parameters of online requests such as the information of

arrival time and location that is going to be available, which can be used to obtain machine-learned

predictions about these quantities (see D.1 for additional discussions about learning the parameters

of the requests). In this study, we thus investigate two different prediction models. Notice that

the signi�cant difference between these two models is the amount of the information from the

predictions.

More precisely, in the �rst prediction model, intuitively, we forecast the whole sequence, called

the sequence prediction. Formally, each request in the prediction has its own predicted arrival time

and position. We �rst assume that the total number of predicted requests is the same as that of actual

requests. Then, we extend it to the case where the prediction has an arbitrary size. Secondly, we

consider a special prediction model, calledthe prediction of the last arrival time, where the server

receives less amount of information compared to the previous model. The reason of choosing such

a prediction is that the arrival time of the last request not only provides a lower bound for the

optimal route but also can effectively help the server �nish the trip in polynomial time.

OLDARP. We also consider the online dial-a-ride problem (OLDARP), which is a generalization

of the OLTSP and has the same lower bound of2. The key modi�cation is that a server needs

to transport each request from its pickup position to its delivery position. The SMARTSTART al-

gorithm proposed in [109] was proved to be2-competitive for this problem. We investigate the

uncapacitated version (denoted as OLDARP-1 ) and show a generalization where the server has a

given capacity of: (denoted as OLDARP-: ). Readers can refer to Section 4.5 for further details.

Our Contributions. The key contribution is to develop the two models: 1) the sequence predic-

tion and 2) the prediction of the last arrival time, for the OLTSP in each of which we present a
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learning-augmented algorithm with consistency, robustness and smoothness, and achieve the fol-

lowing results. Letd1 andd2 be the approximation ratio of the of�ine TSP with and without release

time, respectively. Using the errors de�ned in Section 4.2, we derive the following results:

Theorem (Theorem 4.3.5-restated). We design an algorithm with a competitive ratio ofminf 2 ¸

d2– d1 ¸ ¹¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPTg for the sequence prediction model, whereYtime

denotes the time error andYpos denotes the position error.

Theorem(Theorem 4.4.5-restated). We design an algorithm with a competitive ratio ofminf maxf 2•5¸

d2–1¸ 2d2g–¹1¸ d2º ¸ j Ylastj• / OPTgfor the model with the prediction of the last arrival time, where

Ylast is the prediction error of the last arrival time.

When the predictions are accurate, thed1-consistent algorithm withd1 = 1 outperforms the

best-known non-polynomial competitive ratio of2 for the OLTSP without predictions [108], and

the ¹1 ¸ d2º-competitive algorithm withd2 = 1•5 beats the currently best polynomial-time2•65-

competitive algorithm, i.e. SMARTSTART [109], when using Christo�des' heuristic. These al-

gorithms simultaneously maintain robustness guarantees of2 ¸ d2 and maxf 2•5 ¸ d2–1 ¸ 2d2g

respectively that hold even when the predictions are arbitrarily wrong. Moreover, we show the

results in a clear way below. (See Table 4.1 for a summary.)

Problem Model Consistency Robustness

OLTSP
OLDARP-1

Sequence
(theorem 4.3.5, theorem 4.5.2)

d1 2 ¸ d2

Last
(theorem 4.4.5, theorem 4.5.4)

1 ¸ d2 maxf 2•5 ¸ d2–1 ¸ 2d2g

OLDARP-:

Sequence
(theorem 4.5.6)

d1 2 ¸ 2d2

Last
(theorem 4.5.8)

1 ¸ 2d2 1•5 ¸ 3d2

Table 4.1: The results of consistency and robustness of the sequence prediction and the prediction
of the last arrival time for OLTSP, OLDARP-1 , and OLDARP-: , respectively. The competitive
ratio of SMARTSTART, our benchmark, is¹4d2 ¸ 1 ¸

p
1 ¸ 8d2º•4, whered2 is assumed to be 1.5.

Other results are as follows:
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1. Consider the model of predicting a sequence of requests. For any_ 2 ¹0–1
2º, a ¹1 ¸ _º-

consistent algorithm has robustness at least2 � 2_. For the model of predicting the arrival

time of the last request, there is no algorithm with a consistency better than2; that is, partial

information is not enough for breaking the original lower bound of the OLTSP.

2. Even when the prediction errors are large, our algorithm still empirically outperforms exist-

ing online algorithms without using predictions. See Section 4.6 for details.

3. We generalize the proposed two models and algorithms to the online dial-a-ride problem

with unlimited capacity.

Technical Overview. We �rst give an overview of the technical idea for the sequence prediction.

At a high level, our algorithm initially computes a tentative route, assuming the predictions are

the actual requests. This tentative route is near optimal if the predictions are perfect; however, if

the predictions are wrong, the tentative route needs to be adjusted. To address this concern, the

algorithm iteratively updates this route by inserting the actual requests one by one into the current

sequence and serving them. After visiting an actual request, the algorithm continues the route

for the remaining predicted requests. Since the model assumes the total number of the predicted

requests is the same as the number of the actual ones, the predicted sequence also gives us a

“signal” when the last request is released. At this moment, the algorithm can optimize the route by

comparing the total distance of �nishing the current route with that of designing a route that goes

back to the origin and then serves the remaining requests. More precisely, to robustify the total

distance of the algorithm, the algorithm makes use of the end signal. Since the worst case happens

when the server goes back home to start the last route once the last request arrives, we can bound

the total distance of the algorithm not too far from the optimal route.

Next, consider the second model for the prediction of the last arrival time. If the prediction of

the arrival time of the last request is correct, we can force our algorithm to get the server to reach

the origin at the predicted moment and the algorithm can use the currently best algorithm for the

of�ine TSP to serve all of the remaining requests. However, if the prediction is wrong, we need

76



to ensure that the remaining work is bounded. To address this concern, the algorithm follows an

online algorithm that is similar to the idea of the “replan” algorithm. That is, the distance between

any request and the origin is bounded so that the total loss of the algorithm can be bounded.

Concurrent Independent Work. Note that very recently, Bernardini et al. [5] studied the same

problems in parallel but from a different perspective. While they mainly focused on de�ning a uni-

versal error measure which can be used for different problems, including OLTSP and OLDARP, our

study investigates the performance of different prediction models. Also, for the different require-

ments of the processing time (polynomial or non-polynomial), this paper discusses the amount of

required information: the whole input sequence or only the last arrival time. The model in [5] can

be seen as a generalization of our �rst model, the sequence prediction with the number of requests.

The main reason is that the algorithm they proposed requires the information of the “end signal”

of the arrival of the last request when the server lies on the origin, whereas we further assume that

the number of requests is given and each predicted request corresponds to an actual request. Our

algorithm, LAR-SEQUENCE, can thus achieve better consistency and robustness and operate more

ef�ciently. We also want to clarify that in Section 4.3.3, we particularly consider the setting where

there is no such assumption about the “end signal” when the last request arrives. In this even more

general setting, we propose an algorithm that gives a trade-off between consistency and robustness

for both upper and lower bounds.

We would also like to mention three related works: [110] and [111], which studied a simpli�ed

version of the OLTSP with predictions on the line and various special graphs. In their model,

they assumed that the total number of requests is known. In addition, Chawla and Christou [112]

investigated a variant of OLTSP where each request has a pro�t and a deadline. In this variant, the

algorithm may not be able to serve all requests by their deadlines, and the objective is to earn as

many pro�ts as possible.
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4.2 Preliminaries

We give the formal de�nition of the OLTSP and OLDARP and then de�ne error measurements

for the two models.

4.2.1 Problem Setting

Recall the metric OLTSP in which the input is a sequence of= online requestsx = ¹G1– • • • – G=º

in a metric space. Each requestG8 2 x can be represented byG8 = ¹C8– ?8º, whereC8 denotes the

arrival time and?8 denotes the position of the request. In addition, we assume the requests are in

non-decreasing order of arrival time; that is,C8 � C9 for any8 Ÿ 9, andC= is the arrival time of the

last request inx. A server is required to start at the origin> at time0, visit each requestG8 in x at

position ?8 no earlier than its arrival timeC8, and at last come back to the origin>, which is also

called home. Assuming the server moves with unit speed, the goal is to �nd a route) x such that

the completion time, denoted byj) x j, is minimized.

With a slight abuse of notation, we also usex, a sequence of= online requests in a metric space,

to denote the input of the OLDARP when the context is clear. However, every request inx is now

denoted byG8 = ¹C8– 08– 18º whereC8 is the time when the request becomes known,08 is the pickup

position, and18 is the delivery position. Accordingly, a server starts and ends at the origin>, and

it has to collect a requestG8at position08at or after its arrival timeC8and move it to18. The goal is

to minimize the completion timej) x j of a route) x. Let : denote the maximum amount of requests

the server can carry at a time. We focus on the uncapacitated (i.e.,: = 1 ) OLDARP. Throughout

this paper, we study the non-preemptive version: once the server picks up a requestG8 at position

08, it cannot drop it anywhere else except position18.

To describe the behavior of an algorithm, let?¹Cº denote the position of the server at any

momentCduring the execution of the algorithm and3¹?– ?0º denote the shortest distance between

positions? and?0. See D.2 for some properties of online algorithms for the OLTSP and OLDARP.
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4.2.2 Prediction Models and Error Measure

We present two different models of prediction: the sequence prediction and the prediction of

the last arrival time. First, we assume the number of requests= is given and consider predicting a

sequence of requests with the same size of the actual requests; that is,x̂ = ¹Ĝ1– • • • –̂G=º. Formally,

for the OLTSP, each request in the prediction is de�ned byĜ8 = ¹Ĉ8–?̂8º whereĈ8 and ?̂8 are its

predicted arrival time and position, respectively. We thus assume that there is a one-to-one corre-

spondence between the requests in the two sequencesx̂ andx. That is, each predicted requestĜ8

is exactly paired with the actual requestG8. Let »=¼:= f 1– • • • – =g. We �rst de�ne the time error,

denoted byYtime, as the maximum difference between the arrival time of a predicted request and

its corresponding actual request.

Ytime := max
82»=¼

jĈ8 � C8j

Then, we de�ne the position error, denoted byYpos, as the sum of distances between the positions

of the predicted and actual requests.

Ypos :=
=Õ

8=1

3¹ ?̂8– ?8º

For the OLDARP, each predicted request inx̂ is de�ned asĜ8 = ¹Ĉ8–0̂8–1̂8º whereĈ8 is the

predicted arrival time and̂08 and1̂8 are the predicted pickup and delivery positions, respectively.

The de�nition of Ytime can be applied to this problem directly. However, as the OLDARP involves

two positions, we modify the position errorYpos and de�ne it as follows:

Ypos :=
Õ

8

»3¹0̂8– 08º ¸ 3¹1̂8– 18º¼

Next, we consider the prediction of the arrival time of the last request, denoted byĈ=. We

de�ne the error of the prediction, denoted byYlast, to be the difference between the predicted and
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the actual arrival time of the last request:

Ylast := jĈ= � C=j•

The motivation of making such a prediction is that the arrival time of the last request provides a

guess of the lower bound for the optimal route. For the OLDARP in this model, we de�ne the

error in the same way. Note thatx̂ reveals much more information compared toĈ= so that the �rst

prediction model would be expected to help achieve better performance than the second model,

assuming the prediction is perfect. However, when the prediction is not good, we must carefully

control bothYtime andYpos to avoid paying too much extra cost.

Here we remark that very recently [27] and [28] proposed a framework for designing learning-

augmented online algorithms for some graph problems such as Steiner tree/forest, facility location,

etc. They also presented a novel de�nition of prediction errors. In contrast, online routing has to

carefully cope with the predicted arrival time of future requests. While we explore the power of

different predictions, [5] proposed another way to de�ne error for routing problems.

4.3 Predict a Sequence of Requests

Given a predicted sequence of requestsx̂, we present the LAR-SEQUENCE algorithm. The

intuition behind this setting is that a learning model can make predictions based on the features of

each request individually. Note that the server acquires the entire sequence of predictionsx̂ in the

beginning.

We remark that, analogous to the discussion in [108], one can disregard the computational

complexity of online algorithms and assume that the server has access to the of�ine optimal route

for a sequence of requests, by settingd1 andd2 to 1. This is similar to the assumption in [108] that

the server is given the optimal solution to visit requests without time constraints.

Lower Bound. We consider having access to the number of requests, i.e.,=. Given a sequence

prediction, we �rst show the limitation of this prediction.
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Theorem 4.3.1.Given a sequence of predicted requestsx̂ with the size of=, any¹1¸ _º-consistent

algorithm has robustness at least2 � 2_ for any_ 2 ¹0–1•2º.

Proof. Consider the OLTSP on the real line, a special metric space, and the predictionx̂ = f Ĝ1 =

¹0•5–0•5º–Ĝ2 = ¹1–1ºg. Assuming the prediction is perfect, i.e.,x = x̂, we know that any¹1 ¸ _º-

consistent algorithm has to visit requestG2 at time no later than1 ¸ 2_ and return to the origin at

time no later than2 ¸ 2_. Thus, at time1, the server must be at a position between1 � 2_ and1.

On the other hand, if the actual input isx = f G1 = ¹0•5–0•5º– G2 = ¹1–0ºg, the algorithm

recognizes the error at time1 and cannot go back home until time2� 2_. However, the completion

time of the OPT is1. Thus, the robustness is/ ALG• / OPT � ¹ 2 � 2_º. �

The difference between previous work and ours is whether the number of requests is known. As

mentioned in Section 4.1, Ausiello et.al. [108] proved any online algorithm without prediction has

a competitive ratio of at least 2 if the number of requests is unknown. However, here we show

that the robustness of a learning-augmented algorithm can perform better with a ratio lower than

2, under our assumption that the number of requests is given. This result aligns with our intuition

that the number of requests is the crucial information for the server.

4.3.1 The LAR-TRUST Algorithm

An intuitive way is that the server �nds an approximate route) x̂ for the requests in the predic-

tion x̂ at time0 and just follows the route) x̂ directly. It is clearly a 1-consistent algorithm, which,

however, may result in an arbitrarily bad robustness.

The LAR-TRUST algorithm follows a route for the prediction and only adjusts the predicted

route when an error is discovered. Formally, the server gets an approximate route) x̂ to visit the

requests in̂x in the beginning and starts following) x̂ immediately. As the requests arrive, the

server modi�es the route) x̂ in two ways: (1) if a requestG8 arrives, the server adjusts the route) x̂

by inserting the actual requestG8 after the corresponding predicted oneĜ8; (2) if the server moves

to a request's position̂?8 but the requestG8 has not arrived, the server waits for it to move. In this
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case, the server can visit all requests inx by following the adjusted route of) x̂. Note that) x̂ decides

the order when the server visits these requests, and the server does not change the order even when

the prediction errors are large.

Algorithm 7 LEARNING-AUGMENTED ROUTING TRUST (LAR-TRUST)
Input: The current timeCand a sequence predictionx̂

1: Compute an approximate route) x̂
2: Start to follow the route) x̂
3: For any8= 1– • • • – =do
4: If C= C8 then
5: Update the route) x̂ by adding the requestG8after the predicted requestĜ8
6: ElseIf ?¹Cº = ?̂8andC Ÿ C8 then
7: Wait at position?̂8until timeC8

To analyze the performance of the LAR-TRUST algorithm, we recall that) x denotes the ap-

proximate route for the requests inx. We let / ALG be the completion time of LAR-TRUST and

/ OPT be the completion time of) x. To connect/ ALG and/ OPT, we consider the completion time of

the following two “abstract” routes. We let/ 0
x̂ denote the completion time of) x̂ and let/ �

x̂ denote

the completion time if the server visits the requests inx̂ by following the order of the route) x. The

following theorem shows that/ ALG is associated with the error termYtime andYpos, respectively;

that is, LAR-TRUST is smooth.

Theorem 4.3.2.The competitive ratio of theLAR-TRUST algorithm isd1 ¸ ¹¹ 1¸ d1ºYtime ¸ 2¹1¸

d1ºYposº• / OPT.

The proof of the Theorem 4.3.2 is split into the following two parts: we �rst connect/ ALG with

/ 0
x̂ and then connect/ 0

x̂ with / OPT. Finally, we obtain the desired result by combining the results

of the two parts.

Lemma 4.3.3. / ALG � / 0
x̂ ¸ Ytime ¸ 2Ypos.

Proof. The idea is as follows: we modify the route) x̂, which is designed for̂x, to serve the requests

in x. Consider the following route as the adjusted) x̂: (1) for any8, the server waits at the position

?̂8 until the requestG8 arrives, and (2) after the server arrives?̂8, it moves to?8 and then to the
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position of the next predicted request to continue the route) x̂. We argue that by following the

updated) x̂, the server can visit all of requests inx and return to the origin at time/ 0
x̂ ¸ Ytime¸ 2Ypos.

For (1), it ensures thatG8has arrived at?8when the server is at̂?8. Also, the total waiting time is as

mostYtime. For (2), it takes at most23¹ ?̂8– ?8º to serve requestG8 and continue the route) x̂, which

is exactly the operation of the LAR-TRUST algorithm. Therefore, we derive that the server can

visit all of requests inx and then returns to the origin at time/ �!� � / 0
x̂ ¸ Ytime ¸ 2Ypos. Notice

that the server might need to adjust the route) x̂ if some request arrives later than expected, or if

some position error exists. �

Lemma 4.3.4. / �
x̂ � / OPT ¸ Ytime ¸ 2Ypos.

Proof. In contrast to lemma 4.3.3, now we modify the route) x to serve the requests in̂x.

Consider the route for/ �
x̂: (1) initially, the server waits at the origin> for time Ytime before

following ) x, and (2) after the server arrives at?8, it moves to?̂8 and goes back to?8 to continue

the route) x. We argue that the server can visit all of requests inx and then return to> at time

/ OPT ¸ Ytime ¸ 2Ypos. For (1), it guarantees that the server does not have to pay any extra waiting

cost compared to the of�ine optimal route plus the waiting timeYtime. For (2), it takes23¹?8–?̂8º

to serve request̂G8 then go back toG8. Combing (1) and (2) leads to that the server can visit all of

requests inx and then return to the origin at time/ �
x̂ � / OPT ¸ Ytime ¸ 2Ypos.

Note that the result implies that compared with) x, the server might �nd a longer route) x̂ if

there is some request expected to arrive later, or if the prediction error in positions exists.�

Proof of Theorem 4.3.2. The proof is obtained by combining Lemma 4.3.3 and Lemma 4.3.4.

/ ALG � / 0
x̂ ¸ Ytime ¸ 2Ypos

� d1/ �
x̂ ¸ Ytime ¸ 2Ypos

� d1¹/ OPT ¸ Ytime ¸ 2Yposº ¸ Ytime ¸ 2Ypos

� d1/ OPT ¸ ¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYpos
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4.3.2 The LAR-SEQUENCEAlgorithm

In this section, we propose the LAR-SEQUENCEalgorithm to robustify the LAR-TRUSTalgo-

rithm. The key observation is that the arrival time of the last requestC= gives a lower bound to the

cost of the optimal route. To be more speci�c, the LAR-SEQUENCEalgorithm keeps the impact

of errors under control; that is, the server �nds an approximate route) x̂ to serve the requests in̂x in

the beginning. Before timeC=, the server follows the route) x̂ and adjusts it when necessary. When

the last requestG= arrives (i.e.,C= C=), we compute the length of our two possible routes:A1 denotes

the remaining distance of) x̂ after updates, andA2 denotes the distance to go back to the origin and

follow the �nal route) * C=
to visit the requests in* C=, where* Cdenotes the set comprising every

unserved request that has been present before timeC. Then, the server chooses the shorter one to

visit the remaining requests inx. If the server choosesA1, then it is exactly the route by updating

the route of the LAR-TRUST algorithm sequentially that proposed in the previous section. In the

following theorem, we show that theA2 gives us the bounded robustness.

Algorithm 8 LEARNING-AUGMENTED ROUTING SEQUENCE(LAR-SEQUENCE)
Input: The current timeC, a sequence prediction̂x, and the set of current released unserved re-

quests* C
1: While C Ÿ C= do
2: Run LAR-TRUST

3: If C= C= then
4: CalculateA1 andA2
5: Follow the shorter route

Theorem 4.3.5.The competitive ratio of theLAR-SEQUENCEalgorithm isminf 2¸ d2– d1 ¸ ¹¹ 1¸

d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPTg.

Proof. At time C=, the algorithm decides whether the server continues on the current route or not.

Therefore, we discuss the following two cases depending on the relationship ofA1 andA2.

• A1 � A2. In this case, the LAR-SEQUENCEalgorithm completes its original route which fol-

lows exactly the same as the LAR-TRUST algorithm from the beginning to the end. By the-
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orem 4.3.2, the completion time can be bounded by/ ALG � d1/ OPT ¸ ¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸

d1ºYpos.

• A1 ¡ A2. In this case, the LAR-SEQUENCEalgorithm goes back to the origin and designs a

new route. The server returns to the origin> at timeC=¸ 3¹?¹C=º– >º and starts to follow a new

route) * C=
which visits all unserved requests in* C=. Because there is no more request, the

server completes all of the requests at time/ ALG = C= ¸ 3¹?¹C=º– >º ¸ j ) * C=
j. By Property 2,

3¹?¹C=º– >º � C=. Combining Property 1 and Property 3 leads to the result/ ALG � ¹ 2 ¸

d2º/ OPT.

As the server chooses the faster route among the two possible options, the competitive ratio can be

bounded byminf 2 ¸ d2– d1 ¸ »¹1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYpos¼•/ OPTg. �

4.3.3 The Sequence Prediction with an Arbitrary Size

Here we generalize the setting in the previous model by removing the assumption that the

number of actual requests is the same as the prediction. In this model, we present the LAR-

ARBITRARYSIZE algorithm, which is¹¹1•5 ¸ _ºd2º-consistent and¹¹3 ¸ 2•_ºd2º-robust for_ 2

¹0–1¼.

Formally, we consider predicting a sequence of requestsx̂ = ¹Ĝ1– • • • –̂G< º, where< denotes

the number of predicted requests in the sequence. Each request in the predictionx̂ is de�ned by

Ĝ8 = ¹Ĉ8–?̂8º, whereĈ8 and ?̂8 represent its predicted arrival time and position. Noting that the

de�nitions of Ypos and Ytime do not work for this model, we only care about whether any error

exists. That is, we simply distinguish whetherx̂ = x or not. We remark that from the perspective

of machine learning, this model forecasts by viewing the sequence as a whole, while the previous

model of sequence prediction makes predictions based on the features of each request individually.

Lower Bound. We show the limitation of this prediction. Since the algorithm has less information

about the input, compared with theorem 4.3.1, it guarantees a weaker robustness when achieving

the same consistency.
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Theorem 4.3.6.Given a sequence of predicted requests with an arbitrary sizex, any ¹1 ¸ _º-

consistent algorithm has robustness at least¹1 � _º•_ for any_ 2 ¹0–1•2º.

Proof. Consider the problem on the real line and the predictionx̂ = f Ĝ1 = ¹_– _º–Ĝ2 = ¹1–1ºg,

where_ 2 ¹0–1•2º. Suppose the actual input isx = x̂. Any ¹1¸ _º algorithm has to visit requestG2

at time no later than1¸ 2_. Thus, at time 1, the server must be at the position of at least1� 2_ and

return to the origin at no later than time2¸ 2_. By contrast, if the actual input isx = f G1 = ¹_– _ºg,

i.e. only one request, the algorithm recognizes the error at time1 and cannot go back home until

time2� 2_, since the number of requests is unknown. However, the of�ine optimal solution �nishes

at time2_. Thus, the competitive ratio is/ ALG• / OPT � ¹ 2 � 2_º•¹2_º = ¹1 � _º•_. �

The PAH Algorithm [108]. Before introducing the proposed online algorithms with predictions,

we �rst revisit the online algorithm, PLAN -AT-HOME (PAH) for the OLTSP in a metric space,

reported in [108], and see how we can attain the robustness of our algorithms. The greedy PAH al-

gorithm achieves a competitive ratio of2 when assuming the server can access an optimal solution

to visit a set of released requests (i.e.,d2 = 1). Although the optimal route cannot be computed

in polynomial time unless% = #%, the PAH algorithm is3-competitive by using Christo�des'

heuristic [113] to approximate the optimal route (i.e.,d2 = 1•5).

Algorithm 9 PLAN -AT-HOME (PAH)
Input: The current timeCand the set of current released unserved requests* C

1: While * C< ; do
2: If the server is at the origin> then
3: Start to follow an approximate route) * C

4: ElseIf the server is currently moving along a route) * C0, for
someC0 Ÿ C, and a requestG8 = ¹C8– ?8º arrivesthen

5: If 3¹?8– >º ¡ 3 ¹?¹Cº– >º then
6: Go back to the origin>
7: Else
8: Move ahead on the current route) * C0

Theorem 4.3.7([108], Theorem 4.2). The PAH algorithm is2-competitive for the OLTSP in a

metric space.
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Theorem 4.3.8([108], Theorem 5.3). The PAH algorithm is a3-competitive polynomial-time

algorithm for the OLTSP in a metric space when using Christo�des' heuristic.

The overview of the PAH algorithm has the following two operations: (1) �nd a route only

when the server is at the origin>, and (2) act differently in response to the requests that are rela-

tively close to the origin and those that are relatively far. Precisely, if the server is at the origin>,

it starts to follow an approximate route) * C, which visits all released unserved requests in* Cand

returns to the origin>. Otherwise, when the server is on a route) * C0, whereC0 Ÿ CandC0 denotes

the moment when the route was designed, and a new requestG8 = ¹C8– ?8º arrives, the server moves

depending on the relationship between3¹?8– >º and3¹?¹Cº– >º: if 3¹?8– >º ¡ 3 ¹?¹Cº– >º, request

G8 is considered far from the origin, and the server terminates the route) * C0 and goes back to the

origin > directly; otherwise, requestG8 is considered close to>, and thus the server ignoresG8until

it is back home and continues with the current route) * C0.

In addition, we can derive corollary 4.3.9 from the proof of PAH in [108].

Corollary 4.3.9. Assume the server waits at the origin> for timeCbefore followingPAH where

C� C=. The algorithm is still2d2-competitive using ad2-approximate heuristic.

4.3.4 The LAR-ARBITRARYSIZE Algorithm

The brief idea of the LAR-ARBITRARYSIZE algorithm is that the server �nds an optimal

route ) x̂ for the predictionx̂ at time 0 and follows the route based on a modi�ed framework

of PAH, which can guarantee a lower bound for/ OPT. Precisely, a server operated by LAR-

ARBITRARYSIZE is given a route) x̂ which serves the requests in the predictionx̂ with the con�-

dence level to the prediction, denoted by_, in the beginning. To obtain certain robustness, we set

a condition to see whether the current momentCis earlier than_j) x̂ j or not. If C Ÿ _j) x̂ j, we follow

the PAH algorithm, unless the route) * C is too long (i.e.,Ç j ) * Cj ¡ _ j) x̂ j). That is, we adjust the

route) * C by asking the server to return home at timeC102: such that it can reach the origin> exactly

at time_j) x̂ j. By adding such a gadget, we can ensure good robustness. Otherwise, ifC� _j) x̂ j, the
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server gets to follow the predicted route) x̂ once there are unserved requests (i.e.,* C< ; ). Finally,

we use the PAH algorithm to serve the remaining requests inx n x̂ . Note that we tend to set the

parameter_ to a small value if we believe the quality of the prediction is good.

Algorithm 10 LEARNING-AUGMENTED ROUTING WITH SEQUENCE PREDICTION OF ARBI-
TRARY SIZE (LAR-A RBITRARYSIZE)
Input: The current timeC, the predicted last arrival timêC=, and the set of current released unserved

requests* C
1: While C Ÿ _j) x̂ j do
2: If the server is at the origin> then
3: Compute an approximate route) * C

4: If Ç j ) * Cj ¡ _ j) x̂ j then
5: Update the route) * C to return at timeC102: such that it can reach the origin at time_j) x̂ j
6: Run PAH
7: Else
8: Run PAH
9: While C� _j) x̂ j do

10: Wait until * C< ;
11: Follow the route) x̂ until the server is back to the origin>
12: Run PAH

Lemma 4.3.10.The LAR-A RBITRARYSIZE algorithm is ¹¹1•5 ¸ _ºd2º-consistent, where_ 2

¹0–1¼.

Proof. The server gets to follow the modi�ed framework of the PAH algorithm at time0 and

returns to the origin at exactly time_j) x̂ j. Then, at time_j) x̂ j, the server follows the predicted

route) x̂ if * _j) x̂ j < ; ; otherwise, it waits until the next request arrives. Assume the prediction is

perfect, i.e.,x̂ = x and j) x̂ j � d2/ OPT. Since) x̂ is an optimal route, the server completes after

following ) x̂. We consider the following two cases:

1. * _j) x̂ j < ; . The server starts the route) x̂ at time _j) x̂ j, and the algorithm completes at

/ ALG = _j) x̂ j ¸ j ) x̂ j � ¹ 1 ¸ _ºd2/ OPT.

2. * _j) x̂ j = ; . In this case, after time_j) x̂ j, the server waits for the next request to move.

Let G9 = ¹C9– ?9º denote this request, which impliesC9 = minCf C ¡ _j) x̂ j : * C < ;g. The
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completion time of the algorithm is/ ALG = _j) x̂ j ¸ ¹ C9 � _j) x̂ jº ¸ j ) x̂ j. Note thatC9 � _j) x̂ j is

the time length that the server waits at the origin.

Next, we split the durationC9 � _j) x̂ j into two time intervals according to the operations of

the of�ine optimal server, i.e., OPT:Cmove andCidle. The former denotes how much time the

OPT is moving, and the latter denotes the time length the OPT just waits at the origin. That

is, Cmove ¸ Cidle = C9 � _j) x̂ j. Note that LAR-ARBITRARYSIZE is not visiting any request

duringCidle, either.

Then, because the caseCidle < 0 favors the algorithm, we simply consider the worst case

Cidle = 0 and thusCmove = C9 � _j) x̂ j. Intuitively, the OPT gains the advantage by moving

toward the next request duringCmove. Moreover, the time/distance the OPT saves by moving

earlier is at most12 / OPT due to the triangle inequality. Since the server moves at unit speed,

we haveCmove � 1
2 / OPT. To sum up, the completion time is/ ALG � _j) x̂ j ¸ Cmove ¸ j ) x̂ j �

¹1•5 ¸ _ºd2/ OPT.

�

lemma 4.3.10 shows the LAR-ARBITRARYSIZE algorithm outperforms the pure online algo-

rithm PAH when the predictionx is perfect andd2 = 1. Next, we show that LAR-ARBITRARYSIZE al-

gorithm can still be robust even when the prediction error is not properly de�ned.

Lemma 4.3.11.TheLAR-A RBITRARYSIZE algorithm is¹¹3 ¸ 2•_ºd2º-robust, where_ 2 ¹0–1¼.

Proof. To show the robustness, we consider the following cases:

1. The server �nishes before_j) x̂ j and acts exactly like the PAH algorithm. Thus, by corol-

lary 4.3.9, the server obtains the bound/ ALG � 2d2/ OPT.

2. The server cannot �nish before_j) x̂ j. In this case, there are some unserved requests at

time _j) x̂ j or some request arriving after time_j) x̂ j. In both scenarios, the algorithm �rst

follows j) x̂ j and then switches to the PAH algorithm if there remain some unserved requests.
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Also, since the algorithm cannot serve all of the requests before time_j) x̂ j, it implies that

/ OPT � _j) x̂ j•¹2d2º; otherwise, it contradicts corollary 4.3.9. To analyze the performance

of LAR-A RBITRARYSIZE in this case, we divide the case into the following four subcases:

2-1. * _j) x̂ j < ; andC= ¡ ¹1 ¸ _ºj) x̂ j. Since the LAR-ARBITRARYSIZE algorithm follows

PAH after time¹1 ¸ _ºj) x̂ j, we have/ ALG � 2d2/ OPT by Corollary 4.3.9.

2-2. * _j) x̂ j < ; andC= � ¹ 1 ¸ _ºj) x̂ j. By _j) x̂ j•¹2d2º � / $%) , the completion time of the

algorithm can be derived as follows:

/ ALG � _j) x̂ j ¸ j ) x̂ j ¸ j ) * ¹1¸ _º j) x̂ j j

� 2d2/ OPT ¸ ¹ 2d2•_º/ OPT ¸ d2/ OPT

� ¹ 3 ¸ 2•_ºd2/ OPT

2-3. * _j) x̂ j = ; andC= ¡ C9 ¸ j ) x̂ j, whereC9 is de�ned in the proof of lemma 4.3.10. Similar

to Case 2-1, the LAR-ARBITRARYSIZE algorithm follows PAH after timeC9 ¸ j ) x̂ j.

Thus, we have/ ALG � 2d2/ OPT by corollary 4.3.9.

2-4. * _j) x̂ j = ; andC= � C9 ¸ j ) x̂ j. Some request arrives when the server is on the route

) x̂, which implies that_j) x̂ j Ÿ C= � / $%) . Also, the server starts its last route at time

C9¸ j ) x̂ j, when it is back home. The completion time of LAR-ARBITRARYSIZE can be

obtained as follows:

/ ALG � C9 ¸ j ) x̂ j ¸ d2j) * C9̧ j ) x̂ j j

� / OPT ¸ ¹ 1•_º/ OPT ¸ d2/ OPT

� ¹ 2 ¸ 1•_ºd2/ OPT

The proof is complete. �

By combining lemma 4.3.10 and lemma 4.3.11, we derive the following result.
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Theorem 4.3.12.The LAR-A RBITRARYSIZE algorithm is ¹¹1•5 ¸ _ºd2º-consistent and¹¹3 ¸

2•_ºd2º-robust but not smooth, where_ 2 ¹0–1¼is the con�dence level.

Next, we can further bound the worst-case ratio if the error is de�ned as follows.

De�nition 4.3.13. For any two sets of requestsx andx0, we say there is a “good” mapping between

x andx0, if one of the conditions hold:

• for any G8 = ¹C8– ?8º 2 x, there exists anG0
9 = ¹C09– ?09º 2 x0 such thatC8 � C09 Ÿ Y1 and

3¹?8– ?09º Ÿ Y2, , whereY1 andY2 are constants;

• for any G0
8 = ¹C08– ?08º 2 x0, there exists anG9 = ¹C9– ?9º 2 x such thatC08 � C9 Ÿ Y1 and

3¹?0
8– ?9º Ÿ Y2.

Lemma 4.3.14.Given any set of predicted requestsx̂ and a set of actual requestsx, if there is

a “good” mapping between them, the completion time ofLAR-A RBITRARYSIZE can be further

bounded, i.e.,/ ALG � ¹ 2 ¸ _ºd2¹/ OPT ¸ Y1 ¸ 2¹< ¸ =ºY2º.

Proof. Note that such a mapping indeed exists sinceY1 andY2 can be set to a very large number.

To satisfy the properties in De�nition 4.3.13, several requests inx̂ might correspond to a particular

G9 in x. That is to say, a good mapping does not requirex andx̂ having the same size andG8 does

not necessarily correspond tôG8 for any8. To construct a one-to-one relationship between requests

in x andx̂, we may need to add some dummy requests. If: requests in̂x correspond to a request

G9 in x, we add: � 1 dummy requests that arrive at the same time and same location asG9 to

setx. Similarly, we add dummy requests to setx̂. After adding these requests, each request in

x corresponds to a particular request inx̂. Note that since dummy requests are identical to some

request in the original request setsx andx̂, the server can visit dummy requests without extra time

(cost). That is, adding dummy requests changes neither the route nor the completion time.

We cannot guarantee that all the requests inx can be served by route) x̂ due to prediction

errors. However, since a good mapping exists, the time length of) x̂ should be close to/ OPT.
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By theorem 4.3.2, we knowj) x̂ j � d2¹/ OPT ¸ Y1 ¸ 2¹< ¸ =ºY2º. Thus, the completion time is

/ ALG � _j) x̂ j ¸ j ) x̂ j ¸ j ) * ¹1¸ _º j) x̂ j j

� ¹ 1 ¸ _ºd2¹/ OPT ¸ Y1 ¸ 2¹< ¸ =ºY2º ¸ d2/ OPT

� ¹ 2 ¸ _ºd2¹/ OPT ¸ Y1 ¸ 2¹< ¸ =ºY2º

�

4.4 Predict the Last Arrival Time

To explain the motivation of this prediction, we �rst mention an important property about the

last request. When the last request arrives, if the server is at the origin, we can apply an of�ine

algorithm for the TSP to serve all the remaining unserved requests without dealing with the release

time of the requests. Based on the insight, it is fair to consider another simpler model by predicting

the arrival time of the last requestŝC= only, rather than predicting a whole sequence of future

requests.

We �rst show the restricted power of the prediction due to the relatively limited information

compared to the sequence of predictions Next, we introduce a pure online algorithm, REDESIGN,

and �nally present a polynomial-time learning-augmented algorithm LAR-LAST for this model,

where the number of requests= is unknown.

Lower Bound. Intuitively, if the arrival time of the last request is given, the server can just wait

until the last request arrives before starting a route. That is, the completion time is/ ALG = C= ¸

d2j) x j � ¹ 1 ¸ d2º/ OPT. Precisely, even when the prediction is correct, the lower bound of 2

(Theorem 3.2 in [108]) still holds.

Lemma 4.4.1([108], Theorem 3.2). There is no2-competitive algorithm for the OLTSP with2 Ÿ 2.
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Corollary 4.4.2. Given the arrival time of the last requestC=, there is no2-competitive algorithm

with 2 Ÿ 2.

4.4.1 The REDESIGNAlgorithm

In order to design a learning-augmented algorithm for the prediction of the last arrival time, we

�rst present an online algorithm, REDESIGN. Note that REDESIGN is similar to the REPLAN algo-

rithm discussed in [109]. Both algorithms compute an approximate route whenever a new request

arrives. However, while REPLAN �nds a route at the current position of the server, REDESIGNgoes

back to the origin before designing a new route. Speci�cally, at any timeC= C8 when a request is

arriving, REDESIGN returns to the origin> and designs an approximate route) * C that starts and

ends at> and serves the requests in* C. The following theorem shows that the REDESIGNalgorithm

is ¹1•5 ¸ d2º-competitive.

Algorithm 11 REDESIGN

Input: The current timeCand the set of current released unserved requests* C
1: While * C< ; do
2: If the server is at the origin> then
3: Start to follow a route) * C

4: ElseIf the server is currently moving along a route) * C0, for someC0 Ÿ Cthen
5: If a new requestG8 = ¹C8– ?8º arrivesthen
6: Go back to the origin>

Theorem 4.4.3.TheREDESIGNalgorithm is a¹1•5 ¸ d2º-competitive algorithm for the OLTSP.

Proof. The algorithm �nishes when the server receives the last requestG=, goes back to the origin

>, and follows the last route) * C=
found by and2-approximate algorithm. Namely, the completion

time is / ALG = C= ¸ 3¹?¹C=º– >º ¸ j ) * C=
j. By Property 1, Property 3, and Property 4, we know the

completion time of the REDESIGNalgorithm is bounded by/ ALG � / OPT ¸ 0•5/ OPT ¸ d2/ OPT �

¹1•5 ¸ d2º/ OPT. �
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4.4.2 The LAR-LAST Algorithm

In this section, we present the LAR-LAST algorithm and show that it isminf maxf 2•5¸ d2–1¸

2d2g–¹1¸ d2º ¸ Ylast• / OPTg-competitive. The idea of the algorithm is to ensure the server to arrive

at the origin> at timeĈ= and follow the REDESIGNalgorithm for the rest of the execution.

It is motivated by the desire to enable the server to approach the origin at timeC=, when the

last request arrives. An intuitive strategy is to wait at the origin> until the predicted last arrival

time Ĉ= and then follow a route) * Ĉ=
that serves whatever is in hands. It seems to beat the previous

result easily when the prediction is perfectly accurate, i.e.,Ĉ= = C=. However, waiting at the origin

is potentially costly when the quality of predictions is undisclosed. If the expected timeĈ= is too

late, the server might postpone serving requests for a long time. In consequence, the competitive

ratio might extend to in�nity so that the algorithm has no robustness.

The proposed learning-augmented algorithm, LAR-LAST, incorporates the predicted timêC=

into the REDESIGN algorithm by adding a gadget: we force the server to return to the origin at

time Ĉ=. The idea is that being at> at Ĉ= makes use of the prediction while REDESIGNhelps hedge

against the possible loss. At any timeC, if the server is at the origin>, it �nds an approximate

route) * C to visit all released unserved requests in* C. We add the gadget once the current route

is too long for the server to go back to the origin (i.e.,C ŸĈ= Ÿ Ç j ) * Cj). If this is the case, the

server �nds the momentCback to stop the route) * C and start moving towards the origin so that the

server can arrive at the origin exactly at timeĈ=. On the other hand, if the server is moving along a

route) * C0 and a new requestG8 arrives, the server goes back to the origin> immediately at timeC8,

as REDESIGNperforms.

Before analyzing the performance of Algorithm LAR-LAST, we �rst show the existence of the

Cback moment.

Lemma 4.4.4.During the execution of theLAR-L AST algorithm, when the server is at the origin

and the current timeCsatis�es the condition:C Ÿ̂C= andÇ j ) * Cj ¡ Ĉ=, there exists a time pointCback

such thatCback ¸ 3¹?¹Cbackº– >º = Ĉ=, whereC Ÿ Cback Ÿ Ç j ) * Cj.
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Algorithm 12 LEARNING-AUGMENTED ROUTING WITH LAST ARRIVAL TIME (LAR-LAST)
Input: The current timeC, the predicted last arrival timêC=, and the set of current released unserved

requests* C
1: While * C< ; do
2: If the server is at the origin> then
3: Compute an approximate route) * C

4: If C Ÿ̂C= Ÿ Ç j ) * Cj then
5: Update the route) * C which returns to origin at

timeCback
6: Run REDESIGN

7: Else
8: Run REDESIGN

Proof. De�ne the function 5 : »C– Çj ) * Cj¼ ! »C– Çj ) * Cj¼to be the moment when the server

returns to the origin>, given that it starts a route) * C at timeCbut stops following) * C and goes

back to the origin at a particular momentCback, i.e., 5¹Cbackº = Cback ¸ 3¹?¹Cbackº– >º. Note that

5¹Cº = Cmeans the server does not follow the route at all and5¹Ç j ) * Cjº = Ç j ) * Cj means the

server completes the whole route. Then, we let the function6¹Gº := 5¹Gº � Ĉ=, and it has two

properties:6¹Cº = C� Ĉ= Ÿ 0 and6¹Ç j ) * Cjº = Ç j ) * Cj � Ĉ= ¡ 0. Since6 is continuous, there must

be at least one pointCback 2 ¹C– Çj ) * Cjº such that6¹Cbackº = 0 and thusCback ¸ 3¹?¹Cbackº– >º = Ĉ=.

Without loss of generality, we choose the last one satisfying6¹Cbackº = 0. �

Theorem 4.4.5.The competitive ratio of theLAR-L AST algorithm is minf maxf 2•5 ¸ d2–1 ¸

2d2g–¹1 ¸ d2º ¸ Ylast• / OPTg.

Proof. The analysis is divided into two key cases depending on the relationship between the pre-

dicted and actual last arrival time,Ĉ= andC=. Note that we getC= � / OPT andj) * Cj � d2/ OPT for

anyCtrivially.

1. Ĉ= � C=. The server is at the origin> at timeĈ=. After then, it may receive more requests

and returns to the origin only when a request arrives or a route is completed. Therefore, the

completion time is/ ALG = C=¸ 3¹?¹C=º– >º ¸ j ) * C=
j. By the above two inequalities, this leaves

us/ ALG � ¹ 1 ¸ d2º/ OPT¸ 3¹?¹C=º– >º to discuss. Note that the above result directly implies

the consistency of LAR-LAST is ¹1 ¸ d2º since3¹?¹C=º– >º = 0 whenĈ= = C=.
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1-1. By property 4, we have3¹?¹C=º– >º � 0•5/ OPT. Therefore, we obtain our �rst bound

/ ALG � ¹ 1•5 ¸ d2º/ OPT.

1-2. Since the server moves with unit speed, the total distance of the server can travel

between timêC= and C= is at mostC= � Ĉ=. As the server is at the origin> at time

Ĉ=, we obtain3¹?¹C=º– >º � C= � Ĉ= = Ylast. Thus, our second bound for case 1 is

/ ALG � ¹ 1 ¸ d2º/ OPT ¸ Ylast.

2. Ĉ= ¡ C=. In this case, there is no request arriving after timeĈ= and the server could start its

last route) * Ĉ=
at Ĉ= (if needed), we have/ ALG � Ĉ= ¸ j ) * Ĉ=

j.

Let C! be the last moment beforêC= when a route is planned and) ! be the original route

planned at timeC! . Let ) 0! be the new route if) ! is adjusted and equal to) ! , otherwise.

Note thatC! ¸ j ) 0! j � Ĉ= due to the choice ofCback.

2-1. C! ¸ j ) ! j � Ĉ=. The server �nishes serving all requests inx before timeĈ= and thus

/ ALG � Ĉ=. Note that none of the routes the server has followed is too long and needs

to be adjusted. In this case, since the algorithm runs in the same way as the RE-

DESIGNalgorithm, we know that/ ALG � ¹ 1•5¸ d2º/ OPT still holds by Theorem 4.4.3.

2-2. C! ¸ j ) ! j ¡ Ĉ= andC= � C! . The route) ! is too long, and the algorithm �nd a timeCback

and a substitute route) 0! so that the server can reach the origin> at timeĈ=. Since every

request inx has arrived beforeC! , the server could have �nished visiting all requests

by following the original route) ! . However, the server chooses the adjusted route

) 0! instead. The additional cost of moving back to the origin is at most23¹?¹Cbackº– >º.

Thus, by property 4 and Theorem 4.4.3, the completion time is/ ALG � ¹ 1•5¸ d2º/ OPŢ

23¹?¹Cbackº– >º � ¹ 2•5 ¸ d2º/ OPT.

2-3. C! ¸ j ) ! j ¡ Ĉ= andC= ¡ C! . Again, the route) ! is too long, and moreover, at least one

request is unknown at timeC! . The server cannot visit all requests inx beforeĈ= and

has to start a new route at that moment, which is the last route since all requests have
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arrived by then. Noting that the route) 0! also satis�esj) 0! j � d2/ OPT, the completion

time is

/ ALG � Ĉ= ¸ j ) * Ĉ=
j

= C! ¸ j ) 0! j ¸ j ) * Ĉ=
j

Ÿ C= ¸ j ) 0! j ¸ j ) * Ĉ=
j

� ¹ 1 ¸ 2d2º/ OPT

Combining with the results in 2-1 and 2-2, we have our �rst bound/ ALG � maxf 2•5 ¸

d2–1 ¸ 2d2g/ OPT.

2-4. SinceĈ= ¡ C=, the server might have not reached the origin at timeC=. However, if the

error is small, it must be close to the origin since it has planned to reach there at time

Ĉ=. Formally, we have/ ALG � C= ¸ Ylast ¸ j ) * Ĉ=
j by replacingĈ= with C= ¸ Ylast, which

leads to our second bound/ ALG � ¹ 1 ¸ d2º/ OPT ¸ Ylast.

Based on the above, we show/ ALG � minf maxf¹ 2•5 ¸ d2º/ OPT–¹1 ¸ 2d2º/ OPTg–¹1 ¸ d2º/ OPT ¸

Ylastg, which completes the proof. �

4.5 The Online Dial-a-Ride Problem

In this section, we consider the more generalized online dial-a-ride problem (OLDARP). We

consider the two prediction models that are discussed in the previous sections and design learning-

augmented algorithms for the OLDARP. For the uncapacitated version of the OLDARP (OLDARP-

1 ), the biggest difference is that each request involves the pickup position and delivery position,

whereas the OLTSP can be seen as both points in the same position. Furthermore, we discuss

the conditions that the server has a capacity constraint. Surprisingly, the proposed two learning

augmented algorithms can be also extended to the capacitated version of the OLDARP (OLDARP-

: ), for a given constant: .
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4.5.1 The OLDARP with Unlimited Capacity

We notice that the OLDARP-1 has similar properties as the OLTSP and thus we get similar

results for this problem, as shown in Table 2.1. Remark that a route for the OLDARP can be

described as a series of pickup and delivery positions instead of requests.

The Sequence Prediction.We �rst consider the model of the sequence predictionx̂. Accordingly,

when a requestG8 = ¹C8– 08– 18º becomes known at timeC8, the server needs to update two positions,

08 and18. If we follow a route) x̂ for the prediction and updated it blindly, we have the following

result:

Theorem 4.5.1.Given a sequence prediction, there is an algorithm with the competitive ratio of

d1 ¸ ¹¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPT for the OLDARP-1 .

Proof. We modify the LAR-TRUST algorithm to �t the OLDARP-1 . Initially, the server gets a

sequence prediction̂x and an approximate route) x̂ for x̂ (Line 1), which is described as a series of

positions, and starts to follow) x̂ immediately (Line 2). However, when each requestG8arrives, the

server adds the actual positions08and18after their corresponding predicted positions (Line 5),0̂8

and1̂8. GivenYpos =
Í

8¹3¹0̂8– 08º ¸ 3¹1̂8– 18ºº, we argue that lemma 4.3.3 and lemma 4.3.4 hold

for the OLDARP.

• We �rst connect/ ALG and/ 0
x̂. To deliver the requests inx, the server waits at mostYtime for

the actual requests to come. In addition, for each requestG8, the extra cost of moving to08

and18 is at most2¹3¹0̂8– 08º ¸ 3¹1̂8– 18ºº. Thus,/ ALG � / 0
x̂ ¸ Ytime ¸ 2Ypos.

• Second, we connect/ �
x̂ and/ OPT. To adjust the route) x to serve the requests in̂x, again, the

server can wait forYtime and spend23¹0̂8– 08º to pick upĜ8 and3¹1̂8– 18º to deliver it. As a

result,/ �
x̂ � / OPT ¸ Ytime ¸ 2Ypos.
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Finally, since) x̂ is found by ad1-approximate algorithm, we have the following result:

/ ALG � / 0
x̂ ¸ Ytime ¸ 2Ypos

� d1/ �
x̂ ¸ Ytime ¸ 2Ypos

� d1¹/ OPT ¸ Ytime ¸ 2Yposº ¸ Ytime ¸ 2Ypos

� d1/ OPT ¸ ¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYpos

�

Similar to LAR-SEQUENCE, we design an algorithm with robustness by choosing a shorter

route once all requests have arrived. If the server is holding some requests but decides to skip the

predicted route) x̂ at timeC=, it carries these requests back to the origin> and design a route for

them as well as other unserved requests.

Theorem 4.5.2.Given a sequence prediction, there is an algorithm with the competitive ratio of

minf 2 ¸ d2– d1 ¸ ¹¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPTg for the OLDARP-1 .

Proof. We prove that the LAR-SEQUENCEalgorithm for the OLDARP-1 achieves the same com-

petitive ratio as for the OLTSP. At timeC=, if the server chooses to continue the predicted route) x̂,

it runs the same way as LAR-TRUST. Then, we have/ ALG � d1/ OPT¸ ¹ 1¸ d1ºYtime¸ 2¹1¸ d1ºYpos

by theorem 4.5.1. Otherwise, the server goes back to the origin and designs a new route to trans-

port the remaining requests. Thus, by Properties 1, 2 and 3, the completion time is/ ALG =

C= ¸ 3¹?¹C=º– >º ¸ j ) * C=
j � ¹ 2 ¸ d2º/ OPT. Given that the server follows the shorter route, we

complete the proof. �

The Prediction of the Last Arrival Time. Next, we show the REDESIGN algorithm for the

OLDARP-1 yields the same result as for the OLTSP and adapt the LAR-LAST algorithm for the

prediction of the last arrival time to the OLDARP. Recall that the idea of LAR-LAST is to return

to the origin> at the predicted last arrival timêC= and follow the REDESIGNalgorithm for the rest
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of the time. Again, the server might be carrying some requests when a new requestG8arrives or at

timeC102:, and it needs to bring them back to the origin.

Theorem 4.5.3.The competitive ratio of theREDESIGNalgorithm for the OLDARP-1 is 1•5¸ d2.

Proof. As REDESIGN for the OLTSP, the algorithm �nishes after the server follows the �nal route

j) * C=
j designed atC= ¸ 3¹?¹C=º– >º. Note that the server might be carrying some requests at time

C= ¸ 3¹?¹C=º– >º. However, following the routej) * C=
j � / OPT allows the server to visit all of these

requests and other unserved requests. Therefore, again, by Property 1, Property 4, and Property 3,

the completion time is/ ALG � ¹ 1•5 ¸ d2º/ OPT. �

Theorem 4.5.4.Given a prediction of the last arrival time, there is an algorithm with the compet-

itive ratio ofminf maxf 2•5 ¸ d2–1 ¸ 2d2g–¹1 ¸ d2º ¸ Ylast• / OPTg for the OLDARP-1 .

Proof. We adapt the LAR-LAST algorithm for the OLDARP-1 by adding the gadget ofC102:

to REDESIGN for the problem (similar to the proof of theorem 4.4.5). That is, the server needs to

be at the origin at timêC= and follows REDESIGN for the rest of the execution. We observe that the

server runs as the one for the OLTSP. We consider the following cases.

1. Ĉ= � C=. After Ĉ=, the server receives some request and returns to the origin. Therefore,

the completion time is/ ALG = C= ¸ 3¹?¹C=º– >º ¸ j ) * C=
j. By Property 1 and Property 3,

/ ALG � ¹ 1 ¸ d2º/ OPT ¸ 3¹?¹C=º– >º.

1-1. By Property 4, we have3¹?¹C=º– >º � 0•5/ OPT. Therefore, we obtain our �rst bound

/ ALG � ¹ 1•5 ¸ d2º/ OPT.

1-2. Since the server moves with unit speed, the distance between the server and the origin

is at mostC= � Ĉ=, i.e.,3¹?¹C=º– >º � C= � Ĉ= = Ylast. Then, our second bound for Case 1

is / ALG � ¹ 1 ¸ d2º/ OPT ¸ Ylast.

2. Ĉ= ¡ C=. No request arrives after timêC= and the server could start its last route) * Ĉ=
at Ĉ= (if

needed), we have/ ALG � Ĉ= ¸ j ) * Ĉ=
j.
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Let C! be the last moment beforêC= that a route is designed and) ! be the original route

planned at timeC! . Let ) 0! be the updated route if) ! is adjusted and equal to) ! if not.

Note thatC! ¸ j ) 0! j � Ĉ= due to the choice ofC102:.

2-1. C! ¸ j ) ! j � Ĉ=. The server serves all requests inx before timeĈ=. In this case, since the

algorithm runs in the same way as the REDESIGNalgorithm,/ ALG � ¹ 1•5 ¸ d2º/ OPT

by theorem 4.5.3.

2-2. C! ¸ j ) ! j ¡ Ĉ= andC= � C! . The route) ! is too long, and the algorithm �nds a moment

C102: so as to be at the origin> at timeĈ=. Since all requests inx have arrived beforeC! ,

the server could have served all requests by following the original route) ! . Instead,

the server chooses the adjusted route) 0! . The additional cost of moving back to the

origin and continuing the route) ! is at most23¹?¹C102:º– >º. Thus, by theorem 4.5.3

and Property 4, the completion time is/ ALG � ¹ 1•5 ¸ d2º/ OPT ¸ 23¹?¹C102:º– >º �

¹2•5 ¸ d2º/ OPT.

2-3. C! ¸ j ) ! j ¡ Ĉ= andC= ¡ C! . The route) ! is too long and at least one request is unknown

at timeC! . Unlike Case 2-2, the server cannot serve all requests by resuming the route

) ! after terminating it and returning to the origin. Noting the route) ! also satis�es

j) ! j � d2/ OPT, the completion time is

/ ALG � Ĉ= ¸ j ) * Ĉ=
j

Ÿ C! ¸ j ) ! j ¸ j ) * Ĉ=
j

Ÿ C= ¸ j ) ! j ¸ j ) * Ĉ=
j

� ¹ 1 ¸ 2d2º/ OPT

Combining with the results in 2-1 and 2-2, our �rst bound for Case 2 is/ ALG �

maxf 2•5 ¸ d2–1 ¸ 2d2g/ OPT.

2-4. By replacinĝC= with C= ¸ Ylast, we have/ ALG � C= ¸ Ylast ¸ j ) * Ĉ=
j , which leads to our
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second bound/ ALG � ¹ 1 ¸ d2º/ OPT ¸ Ylast.

Both cases show/ ALG � minf maxf¹ 2•5 ¸ d2º/ OPT–¹1 ¸ 2d2º/ OPTg–¹1 ¸ d2º/ OPT ¸ Ylastg. �

4.5.2 The OLDARP with Limited Capacity

A challenge arises when the server has only limited capacity. Consider the server carries some

requests back to the origin> and there are other unserved requests that it has not picked up. Due

to the capacity constraint, we ask the server to �rst deliver the requests on hand and then design

a route for other unserved requests when it returns to the origin. Compared with the OLTSP

or the OLDARP-1 , since the server may need more routes to serve the requests, obviously the

completion time of the algorithm increases.

The Sequence Prediction.First, we assume the server follows the predicted route) x̂ and modi�es

it as the actual requests arrives, as in LAR-TRUST. As the predicted route) x̂ is designed under

the capacity constraint and the server does not change the order of visiting requests, adjusting the

route would not violate the constraint.

Theorem 4.5.5.Given the sequence prediction, there is an algorithm with the competitive ratio of

d1 ¸ ¹¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPT for the OLDARP-: .

Proof. We observe that the LAR-TRUST algorithm for the OLDARP-1 can be extended to the

OLDARP-: and get the same result. Initially, the server gets the predicted route) x̂ and starts to

follow it (Line 1-2). When a requestG8arrives, the server adds08and18after0̂8and1̂8, respectively

(Line 5). Since the original route) x̂ has already taken the capacity constraint into consideration,

the adjusted route would work for the requests inx. By theorem 4.5.1,/ ALG � d1/ OPT ¸ ¹ 1 ¸

d1ºYtime ¸ 2¹1 ¸ d1ºYpos. �

Then, to incorporate robustness, we consider the LAR-SEQUENCEalgorithm for the OLDARP-

: .

Theorem 4.5.6.Given the sequence prediction, there is an algorithm with the competitive ratio of

minf 2 ¸ 2d2– d1 ¸ ¹¹ 1 ¸ d1ºYtime ¸ 2¹1 ¸ d1ºYposº• / OPTg for the OLDARP-: .
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Proof. At time C=, the server either continues the route) x̂ (with lengthA1) or goes back to the origin

> and serve the remaining requests (with lengthA2).

1. A1 � A2. The server follows the predicted route) x̂ after adjusting it during the whole execu-

tion. By Theorem 4.5.5, the completion time is bounded by/ ALG � d1/ OPT¸ ¹ 1¸ d1ºYtime¸

2¹1 ¸ d1ºYpos.

2. A1 ¡ A2. When the last requestG= arrives, the server might be carrying some requests on

its way back to the origin>. Thus, before �nding a route to serve other remaining requests,

it has to design a route to deliver these requests. The completion time is/ ALG � C= ¸

3¹?¹C=º– >º ¸ ) carry¸ ) next � ¹ 2¸ 2d2º/ OPT, where) carry and) next denote the time cost about

serving the current requests on hand and other remaining unserved requests in the next route,

respectively.

Hence, the competitive ratio can be stated asminf 2¸ 2d2– d1¸ ¹¹ 1¸ d1ºYtime¸ 2¹1¸ d1ºYposº• / OPTg.

�

The Prediction of the Last Arrival Time. We consider the OLDARP-: with the prediction of

the last arrival time,̂C=. Following the REDESIGN algorithm, the server returns to the origin>

whenever a new requestG8arrives. We have the following result:

Theorem 4.5.7.The competitive ratio of theREDESIGNalgorithm for the OLDARP-: is 1•5¸ 2d2

for the OLDARP-: .

Proof. Consider REDESIGN for the OLDARP-: . Similarly, the server may be carrying some re-

quests when a new request arrives. Thus, it �rst delivers these requests and then serves the re-

maining requests. The completion time is/ ALG � C= ¸ 3¹?¹C=º– >º ¸ ) carry ¸ ) next � 1•5/ OPT ¸

2d2/ OPT. �

Next, we use the LAR-LAST algorithm to incorporate the prediction̂C= for the OLDARP-: .
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Theorem 4.5.8.Given the prediction of the last arrival time, there is an algorithm with the com-

petitive ratio ofminf 1•5 ¸ 3d2–¹1 ¸ 2d2º ¸ Ylast• / OPTg for the OLDARP-: .

Proof. We distinguish between two main cases depending on the predicted and actual last arrival

time,Ĉ= andC=.

1. Ĉ= � C=. The server is at the origin atĈ= but receives some requests after then. Therefore, the

completion time is/ ALG = C= ¸ 3¹?¹C=º– >º ¸ ) carry ¸ ) next.

1-1. Trivially, we have/ ALG � ¹ 1•5 ¸ 2d2º/ OPT.

1-2. As3¹?¹C=º– >º � C= � Ĉ= = Ylast, the completion time is/ ALG = ¹1 ¸ 2d2º/ OPT ¸ Ylast.

2. Ĉ= ¡ C=. At timeĈ=, the server is at the origin> and ready to serve the remaining requests. Let

C! be the earliest moment the server needs to stay at the origin since a route is too long. Let

) ! be the route planned at timeC! . By the de�nition ofC! , we have/ ALG � Ĉ=¸ ) carry¸ ) next Ÿ

C! ¸ j ) ! j ¸ ) carry ¸ ) next.

2-1. C! ¸ j ) ! j � Ĉ=. The algorithm runs in the same way as the REDESIGN algorithm, by

Theorem 4.5.7, the completion time is/ ALG � ¹ 1•5 ¸ 2d2º/ OPT.

2-2. C! ¸ j ) ! j ¡ Ĉ= andC= � C! . If operated by the REDESIGN algorithm, a server would

complete at timeC! ¸ ) carry ¸ ) next. Thus, by Theorem 4.5.7, we have/ ALG � ¹ 1•5 ¸

2d2º/ OPT ¸ ) ! � ¹ 1•5 ¸ 3d2º/ OPT.

2-3. C! ¸ j ) ! j ¡ Ĉ= andC= ¡ C! . The completion time is bounded by/ ALG � C= ¸ 3d2/ OPT �

¹1 ¸ 3d2º/ OPT. Combining 2-1 and 2-2, we have our �rst bound/ ALG � ¹ 1•5 ¸

3d2º/ OPT.

2-4. The server might have not reached the origin at timeC=. However, the time needed to

arrive the origin,3¹?¹Cº– >º, is bounded bŷC= � C= = Ylast, as the server is expected

to be at the origin at timêC=. Thus, by replacinĝC= with C= ¸ Ylast, we have/ ALG �

C= ¸ Ylast ¸ ) carry ¸ ) next � ¹ 1 ¸ 2d2º/ OPT ¸ Ylast.

Both cases have shown/ ALG � minf¹ 1•5 ¸ 3d2º/ OPT–¹1 ¸ 2d2º/ OPT ¸ Ylastg. �
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4.6 Experiments

In this section, we empirically evaluate the performance of LAR-SEQUENCEand LAR-LAST on

open data against benchmarks without using predictions.

4.6.1 Experiment Settings

Benchmarks. For the two models that predict a sequence of requests and the last arrival time,

we use some famous online algorithms as benchmark algorithms, including: REDESIGN IGNORE

and SMARTSTART. In addition to the REDESIGN mentioned above, IGNORE is 3.5-competitive,

which repeatedly follows the of�ine routes with ignoring new arrival requests. Similar to IGNORE,

SMARTSTART adds a waiting strategy to decide whether the server starts to follow the routes

immediately or not. With the help of the waiting strategy, SMARTSTART achieves the currently

best2•65-competitive ratio in polynomial time.

Datasets. We select three networks from a TSP library, TSPLib.Net [114], where each network

contains different numbers of requests. For each run, we sample= requests from a network and

randomly generate their arrival time from a uniform distribution. Then, we generate errors from a

normal distribution to create a prediction. The result of each iteration is the average competitive

ratio of50 runs. We design two experiments for each prediction model.

For the model of the sequence prediction, we examine the impact of arrival time and position by

�xing the standard deviation of errors of the parameterf err = 0•5. For the model of the prediction

of the last arrival time, we show the performance of LAR-LAST as the standard deviation of the

error of the last arrival timef err grows.

In both experiments, we use Christo�des' heuristic as the replacement for the optimal solution,

which was also used in [5]. We consider the networks with= = 100 requests and analyze the

performance of these networks. We would like to mention that the competitive ratios of both

algorithms are lower than their actual values since we use Christo�des' algorithm to approximate

the of�ine solutions.
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Figure 4.1: The competitive ratios achieved by LAR-SEQUENCEand the benchmark algorithms,
as a function of the error parameterf err (the left and the middle ones) and the competitive ratios
achieved by LAR-TRUST and the benchmark algorithms, as a function of the error parameterf err
(the right one)

4.6.2 Experiment results

The Sequence Prediction.We �rst evaluate the performance of the LAR-SEQUENCEas a func-

tion of the error parameterf err for Ypos and Ytime, respectively. In Figure 4.1, we observe that

LAR-SEQUENCEhas a signi�cantly better performance than IGNOREand SMARTSTART for both

Ypos and Ytime. Moreover, forYtime, LAR-SEQUENCE slightly outperforms REDESIGN, but for

Ypos, their performance is also close and it outperforms REDESIGN when the error parameter is

smaller than one standard deviation. It is possible that REDESIGN is suitable for dealing with a

large number of intensive situations. Note that LAR-SEQUENCE seems to be more sensitive to

position errors than time errors. A possible reason is that the position error is the sum of each

prediction, while the time error only considers the maximum difference of all of the individual

errors.

The Prediction of the Last Arrival Time. We evaluate the performance of the LAR-LAST as

a function of the error parameterf err for Ylast. In Figure 4.1(right), we observe that LAR-LAST

performs well no matter how the magnitude of thef err changes. It is worthwhile to mention that

REDESIGNstill has a good and stable performance. Since LAR-LAST uses REDESIGNas a sub-

routine, the stability can be inferred from the result of REDESIGN from the practical perspective.
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