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Teachers College Columbia University 

{cp3280, ysuk}@tc.columbia.edu 

 

Abstract 

This study provides an approach to designing optimal dynamic treatment regimes (DTRs) using 

Targeted Maximum Likelihood Estimation (TMLE), coupled with ensemble learning algorithms, 

to build a personalized recommendation model for high school math course-taking plans. Our 

method uses backward induction and feasibility constraints to create personalized, data-driven 

recommendations under practical considerations. Our simulation study demonstrates that the 

proposed DTR-TMLE method yields more accurate recommendations compared to Q-learning 

based on linear regression. We apply the TMLE method to design math course recommendations 

using data from the High School Longitudinal Study of 2009 (HSLS:09), ultimately aiming to 

recommend the right math course for each student at the right time. 

 

1. Objectives 

In much of the United States, high school students typically follow a math course 

sequence including Algebra I, Geometry, Algebra II, and advanced courses like Trigonometry 

(Burkam & Lee, 2003; Dalton et al., 2007). This uniform approach often fails to optimize student 

achievement in math. Even though school counselors provide course recommendations, these do 

not always maximize students’ math achievement by the end of high school. For example, will a 

lower-level math course benefit students with low self-efficacy in the long run? 

Personalized recommendation models driven by data have become popular in fields like 

computer science and personalized medicine (Murphy et al., 2007; Nabi et al., 2019). One 

notable model in this field is the optimal dynamic treatment regime (DTR), which estimates a set 

of decision rules to maximize the expected value of final outcome based on all histories of 

information available from time 1 to k. However, there is a lack of research on their potential 

application in educational contexts, particularly for shaping education policies under practical 

considerations. 

This study proposes designing optimal DTRs using backward induction and Targeted 

Maximum Likelihood Estimation (TMLE, van der Laan and Rose, 2011) to develop personalized 

recommendation models for high school math course-taking plans. We also incorporate 

feasibility constraints with the domain knowledge into the design of optimal DTR to recommend 

a feasible math course-taking plan for each student. Our preliminary simulations reveal that our 

DTR-TMLE method shows robust performance, compared to Q-learning based on linear 

regression. Adding feasibility constraints to DTR-TMLE further enhances the practicability of 

the data-driven recommendations. Moreover, we apply the proposed DTR-TMLE method to 

develop personalized math course-taking plans using data from the High School Longitudinal 

Study of 2009 (HSLS:09). Lastly, this study offers practical implications for designing 

personalized education plans using optimal DTR methods in a longitudinal context. 
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2. Theoretical Framework 

2.1. Notation, Decision Rule, Potential Outcomes, and optimal regime 

We adopt the notation system from Tsiatis et al. (2019) and use the index 𝑘 = 1, 2, … , 𝐾 

to represent the 𝐾 decision points. Suppose we observe 𝑛 independent and identically distributed 

units 𝑂1, … , 𝑂𝑛 of 𝑂 = (𝑋1, 𝐴1, 𝑋2, 𝐴2, … , 𝑋𝐾, 𝐴𝐾 , 𝑌) , where 𝑋1 are the baseline covariates at 

𝑘 = 1 and 𝑋𝑘 (𝑘 = 2, … , 𝐾) are the additional information after Decision 𝑘 − 1. Let 𝑎𝑘 be an 

available option in the treatment set 𝐴𝑘 ∈ 𝒜𝑘 at the 𝑘th decision point. 𝑌 is the final outcome of 

interest. In addition, to make the math expressions concise, we denote the accrued information 

(also known as history) at Decision 𝑘 as 𝐻𝑘 ∈ ℋ𝑘. Specifically, ℎ1 = 𝑥1 and ℎ𝑘 =
(𝑥1, 𝑎1, … , 𝑥𝑘−1, 𝑎𝑘−1, 𝑥𝑘) = (𝑥̅𝑘, 𝑎̅𝑘−1), 𝑘 = 1, … , 𝐾 where  𝑥̅𝑘 = (𝑥1, … , 𝑥𝑘) and 𝑎̅𝑘 =
(𝑎1, … , 𝑎𝑘). 

Let 𝒟 denote the collection of all possible treatment regimes. A decision rule 𝑑𝑘 ∈ 𝒟 at 

𝑘th decision point is a function that maps an individual’s history to a treatment option in 𝐴𝑘: 

𝑑𝑘: ℋ𝑘 → 𝒜𝑘   𝑘 = 1, … , 𝐾. We use 𝑌𝑖
∗(𝑑) to represent the potential outcome if an individual 𝑖 

were assigned the 𝐾 rules in 𝑑. Therefore, the value of regime 𝑑 ∈ 𝒟 is: 𝑉(𝑑) = 𝐸{𝑌∗(𝑑)}. The 

optimal treatment regime 𝑑𝑜𝑝𝑡 ∈ 𝒟 is the set of rules that maximizes the value among all 𝑑 ∈ 𝒟. 

That is,  

𝑑𝑜𝑝𝑡 = argmax
𝑑∈𝒟

𝐸{𝑌∗(𝑑)} = argmax
𝑑∈𝒟

𝑉(𝑑)  for all 𝑑 ∈ 𝒟. 

2.2. Backward Induction  

By starting at the final stage 𝐾 and optimizing decisions backwards, the backward 

recursive method ensures that each decision is made optimally by accounting for its long-term 

impact. This approach allows for seemingly less beneficial treatment options at the current stage 

to reveal potential future advantages. Moreover, the backward induction reduces computational 

complexity by focusing on one decision point at a time, rather than considering all possible 

combinations of treatments over multiple stages simultaneously, such as the g-Computation 

(Robins, 1986). This method can be built using either parametric or non-parametric models. 

Specifically, as discussed in Tsiatis et al. (2019), at the final decision point 𝐾, an optimal 

treatment option 𝑎𝑘 ∈ 𝒜𝑘 should maximize the outcome under Decision 𝐾 treatment and the 

accrued history over all past decision points, 

𝑑𝐾
𝑜𝑝𝑡(ℎ𝐾) =  argmax

𝑎𝐾∈𝒜𝐾

𝑄𝐾(ℎ𝐾, 𝑎𝐾) = argmax
𝑎𝐾∈𝒜𝐾

𝐸(𝑌|𝑥̅𝐾, 𝑎̅𝐾). 

And the value after Decision 𝐾 is 

𝑉𝐾(ℎ𝐾) = 𝑉𝐾(𝑥̅𝐾, 𝑎̅𝐾−1) = max
𝑎𝐾∈𝒜𝐾

𝑄𝐾(ℎ𝐾, 𝑎𝐾). 

By acknowledging that an individual will follow the optimal treatment regime 𝑑𝐾
𝑜𝑝𝑡

 and 

achieve the maximal expected outcome 𝑉𝐾(ℎ𝐾) in the future, we step back to the Decision 𝐾 −
1. Given an individual’s history ℎ𝐾−1 and treatment 𝑎̅𝐾−1, the optimal treatment to maximize her 

expected outcome is given by 

𝑑𝐾−1
𝑜𝑝𝑡 (ℎ𝐾−1) =  argmax

𝑎𝐾−1∈𝐴𝐾−1

𝑄𝐾−1(ℎ𝐾−1, 𝑎𝐾−1) = argmax
𝑎𝐾∈𝐴𝐾

𝐸{𝑉𝐾(ℎ𝐾)|𝑥̅𝐾−1, 𝑎̅𝐾−1}, 

And the value is after Decision 𝐾 − 1 is 
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𝑉𝐾−1(ℎ𝐾−1) = max
𝑎𝐾−1∈𝐴𝐾−1

𝑄𝐾−1(ℎ𝐾−1, 𝑎𝐾−1). 

We can recursively apply this backward induction for each past decision point. Let 𝑑𝑜𝑝𝑡 =

(𝑑1
𝑜𝑝𝑡, … , 𝑑𝐾

𝑜𝑝𝑡) be an optimal treatment regime. Then, the value of the optimal DTR is 

𝑉(𝑑𝑜𝑝𝑡) = 𝐸{𝑌∗(𝑑𝑜𝑝𝑡)} = 𝐸{𝑉1(𝐻1)} = 𝐸{𝑉1(𝑋1)}. 

3. Methods 

3.1 Q-learning 

Within the framework of backward recursive induction, we focus on both parametric and 

non-parametric approaches in estimating the expected outcome under the Decision 𝑘 and accrued 

history 𝑎𝑘, i.e., 𝑄𝑘(ℎ𝑘, 𝑎𝑘) for 𝑘 = 𝐾, 𝐾 − 1, … ,1. Standard Q-learning relies on linear 

regression modeling for the outcome. However, a significant challenge is the potential model 

misspecification in practice. Additionally, misspecification at one stage can propagate backward 

through the subsequent series of Q function modeling processes. Furthermore, this parametric 

approach is often biased or inconsistent for estimating causal effects in observational studies due 

to parametric modeling assumptions. Nonetheless, we still choose to use it as a baseline model 

given its higher interpretability and compare the results with those obtained from advanced non-

parametric model. 

3.2 DTR-TMLE 

To achieve asymptotically consistent estimates for the values (i.e., 𝑉𝑘(ℎ𝑘)) at each 

decision point 𝑘, we utilize the TMLE method. This estimation process consists of a two-stage 

procedure. The first stage makes initial estimation on both outcome and treatment models using 

an ensembled machine learning technique called super learning (van der Laan et al., 2007). This 

powerful machine learning algorithm, combined with cross-validation, can reduce empirical 

process and second-order remainder in the overall estimation biases, quickly approaching zero, at 

a rate of 
1

√𝑛 
.   

The second stage of TMLE involves iteratively perturbing the initial estimate 𝜓(𝑃̂) (e.g., 

𝜓(𝑄̂𝑘), the expected outcome) towards another estimate 𝜓(𝑃̂∗) (e.g., 𝜓(𝑄̂𝑘
∗)) to remove the 

plug-in bias. This results in an asymptotically efficient linear estimate, as: 

𝜓(𝑃̂∗) − 𝜓(𝑃) =
1

𝑛
Σ𝜙𝑖 + 𝑂𝑝 (

1

√𝑛
) , 

where 𝜙 is the influence curve with mean of zero and 𝜓(𝑃) is the targeted parameter from the 

true distribution 𝑃. According to van der Laan and Luedtke (2014), the efficient influence curve 

(EIC, i.e., the 𝜙) under a user-defined optimal decision rule (i.e., 𝑑𝑘
𝑜𝑝𝑡 ) is 

𝜙̂𝑘 =
𝐼(𝑎𝑘 = 𝑑𝑘

𝑜𝑝𝑡
)

𝑔(𝑎𝑘|𝑥̅𝑘)
(𝑌𝑘 − 𝑄̂𝑘(𝑥̅𝑘, 𝑎̅𝑘)) + 𝑄̂𝑘(𝑥̅𝑘, 𝑎̅𝑘) − 𝜓(𝑄̂𝑘). 

At each iteration of backward induction, we take the average of each individual’s 

maximum potential outcome as the initial estimation (i.e., 𝜓(𝑄̂𝑘)) of value under optimal 

treatments (i.e., 𝑉𝑘(𝑑𝑘
𝑜𝑝𝑡) ). We then recursively perturb 𝜓(𝑄̂𝑘) with 𝜖̂ along 𝜙̂𝑘 to an updated 

value, i.e., 𝜓̃(𝑄̂𝑘) = (1 + 𝜖̂𝜙̂𝑘)𝜓(𝑄̂𝑘), where 𝜖̂ = argmax
ϵ

𝑙𝑜𝑔𝜓̃(𝑄̂𝑘) in each update until 𝜖̂ ≈ 0 
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to eliminate the plug-in bias (van der Laan and Rose, 2011). Consequently, at each decision 

point, we achieve a consistent estimation of value with lowest variance. Finally, under the 

framework of backward induction, we determine the value under the dynamic OTRs. 

3.3 Feasibility Constraints 

To design practically implementable recommendations, we consider feasible sets Ψ =
(Ψ1, Ψ2, … , Ψ𝐾) at each stage, which represent adjusted treatment options under practical 

constraints. For example, a data-driven algorithm might recommend a student in grade 12 retake 

the lower-level or even entry-level math course to maximize their GPA in grade 12. However, a 

responsible recommendation system should encourage students to challenge themselves beyond 

their comfort zones while considering the sequences of math courses. This study explores the 

feasible sets suitable for math course-taking plans in high school. One feasible set is given by: 

𝑎𝑘
Ψ ∈ (𝑎𝑘

𝑡𝑦𝑝
− 𝑐, … , 𝑎𝑘

𝑡𝑦𝑝
, … , 𝑎𝑘

𝑡𝑦𝑝
+ 𝑐), 

where 𝑐 is a user-defined tunning parameter that adjusts the recommended courses at stage 𝑘 to 

be within ±𝑐 difficulty levels from the typical math course at stage 𝑘. By adjusting the 

HSLS:09’s original coding strategy to avoid sparse data, we assign difficulty levels ranging from 

1 to 7 or 10 to math courses (see Table 1 for more details). For example, the typical math course 

for 9-th graders (𝑘 = 1) is Algebra 1, so 𝑎1
𝑡𝑦𝑝

= 4. We incorporate these feasibility constraints 

into the design of optimal DTR, and select the optimal, feasible treatment option associated with 

the maximum potential outcome. 

4. Simulation study 

In our preliminary simulation study, we compare our TMLE method with Q-learning in 

detecting the true OTR and estimating the value under the OTR. We test both methods on 

simulated datasets 20 times under scenarios with and without unobserved covariates cases (see 

Appendix I for simulation design). The simulated treatment is a categorical variable with four 

levels, where the third level is a hypothetical typical (most-chosen) treatment. Additionally, we 

evaluate performance under the feasibility constraint, where feasible treatments are those above 

level 1. We will expand our simulations to accommodate various simulation factors (e.g., sample 

sizes, the existence of unobserved covariates) under dynamic OTR settings. 

As shown in Table 2, in the scenario without unobserved covariates, the TMLE method 

demonstrates superior performance, with a decision accuracy of 0.582 and an average bias of 

0.212, compared to Q-learning’s accuracy of 0.291 and bias of 2.903. When feasibility 

constraints are applied, feasible TMLE achieves an accuracy of 0.594 with a slight increase in 

bias to 0.259. In the scenario with unobserved covariates, TMLE still outperforms Q-learning 

with an accuracy of 0.443 and a bias of 0.291, while Q-learning’s performance remains near 

random guessing accuracy (0.303 comparing to 0.25) and a high bias (3.240). Under feasibility 

constraints, the feasible TMLE method improves accuracy to 0.456 and reduces bias to 0.133, 

demonstrating the robustness of the TMLE method under various conditions. 

5. Real data analysis 

This proposal utilizes the restricted-use version of HSLS:09 data, comprising over 21,000 

observations from 944 schools (Ingels et al., 2011). We focus on the weighted cumulative math 

GPA at the end of 12th grade as the final outcome of interest, adjusting for school-effects to 

account for variations in grading policies and student enrollment selectivity. As shown in Table 
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1, the treatment variable is a multi-categorical math pipeline, originally comprising 13 levels, 

which we collapse into seven categories for 9th graders and 10 levels for grades 10-12, to 

manage sparse data and provide accurate recommendations.  

Confounders are identified at both student and school levels, including demographic 

information, prior math performance, self-expectations, household SES, parental education, and 

school characteristics such as type, location, and support systems. Key moderators, derived from 

previous studies and data-driven approaches, include students’ math self-efficacy, math identity, 

performance, student-to-math-teacher ratio, and school type.  

We recursively fit the models from grade 12 to 9 using both Q-learning and TMLE-based 

method constrained by feasible decision rules discussed above. We compare the results of 

optimal DTRs and estimate the maximum math achievement attainable from each method. 

Additionally, we examine additional practical considerations (e.g., school resources) behind data-

driven math course-taking patterns. By doing so, we highlight the importance of designing 

personalized recommendations using the TMLE-based DTR method under practical 

considerations. 

6. Scientific or Scholarly Significance of the study 

This study presents a novel approach to math education by developing personalized 

recommendation models for math course-taking plans, leveraging the framework of optimal 

DTR. By utilizing both parametric and non-parametric methods within the backward induction 

framework, this study addresses the limitations of the traditional one-size-fits-all course plan in 

math education. The use of HSLS:09 data provides a nationally representative foundation for the 

analysis to ensure that the findings are broadly applicable and grounded in real-world 

educational data. 

Furthermore, the methodological advancement presented in this study, i.e., DTR-TMLE, 

provides a doubly robust framework for designing optimal education policies. These methods 

allow for a nuanced understanding of the delay effects of educational interventions and offer an 

asymptotically efficient mean to optimize long-term educational outcomes. The implications 

extend beyond methodology development, and it provides actionable insights for educators and 

policymakers who wish to maximize student achievement through personalized education plans. 
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Tables 

 

Table 1. Math course types and difficulty levels 

Math Pipeline 
Original 

pipeline level 

Pipeline level 

for 9th grade 
Pipeline level for 10th, 11th, and 12th grade 

No math 0 1 1 

Basic math 1 2 2 

Other math 2 
3 3  

Pre-algebra I 3 

Algebra I 4 4 4 

Geometry 5 5 5 

Algebra II 6 6 6 

Trigonometry 7 

7 

7 

Other advanced math 8 

8  Probability and statistics 9 

Other AP/IB math 10 

Pre-calculus 11 9 

Calculus 12 
10 

AP/IB Calculus 13 

NOTE: In accordance with the HSLS:09 coding strategy, we use the same mathematics pipeline classification. The 

typical math courses for 9th, 10th, and 11th grades are Algebra I, Geometry, and Algebra II, respectively. Integrated 

Math I, II, and III correspond to difficulty levels 4, 5, and 6. To manage sparse data, we collapse some pipeline 

levels into one same level. For example, the Other math and Pre-algebra I are collapsed into same level 3. 

 

 

Table 2. Comparing the performance of Target Maximum Likelihood Estimation (TMLE) 

method with Q-learning for a single-decision optimal treatment regime. 

 

Simulation Scenario Method 
Decision 

Accuracy 

Average bias  

in value 

Without unobserved 

covariates 

Q-learning 0.291 2.903 

TMLE (ours) 0.582 0.212 

Feasible Q-learning 0.291 2.903 

Feasible TMLE (ours) 0.594 0.259 

With unobserved 

covariates 

Q-learning 0.303 3.240 

TMLE (ours) 0.443 0.291 

Feasible Q-learning 0.303 3.239 

Feasible TMLE (ours) 0.456 0.133 
NOTE: There are four categories in our simulated treatment variable. Therefore, the random guessing rate for the 

true optimal treatments, i.e., the decision accuracy, is 0.25. Bold fonts represent the best performance for each metric 

within each scenario. 
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Appendix I. Data simulation 

We initialize the simulation by generating covariates 𝑾 ∈  ℝ4 from a multivariate normal 

distribution with means of 0 and variances of 1. The covariates are orthogonalized using QR 

decomposition to avoid multicollinearity: 

𝑾 = QR(𝐑)[1: 𝑛, 1: 𝑚] ∙ 100,  

where QR(𝑹) is the orthogonal matrix obtained from the QR decomposition of a randomly 

generated 𝑛 by 𝑚 matrix R.  In this simulation, 𝑾  is a 5,000 by 4 matrix, i.e., 4 covariates for 

5000 observations.  

Next, we define treatment assignments for four levels. The propensity scores are modeled 

using a logistic regression framework with fixed coefficients 𝛼: 

𝛼 = (

−3 −2
0 0

−1 1
−1 0

−4 −3
−2 −1

−2 −1
0 1

). 

The logits for the propensity scores are calculated as: 

𝑙𝑜𝑔𝑖𝑡𝑠 = 𝑾 ∙ 𝛼𝑇 

and transformed into probabilities using the SoftMax-like function. Treatment levels are then 

sampled based on these probabilities. In this way, we can ensure that the observed most-chosen 

level is level-3. For example, the simulated observed treatments across four levels are 741, 1634, 

1754, and 871. The least-chosen level is level 1 as we assume that the 3-rd level is the typical 

treatment most students will choose. Feasible treatment should range from level 2 to level 4. 

Ideally, no one should choose level 1. 𝑾 is augmented with an initial column of 1 in the 

following process.  

To enhance the generalizability of simulation results, we augment the 𝑾 by adding 𝑊1
2, 

𝑊1 × 𝑊2, and 𝑊3 × 𝑊4 to increase the nonlinearity. The outcome for each observation is 

generated by calculating the baseline outcome for the reference treatment level, given by: 

𝑌1 = 𝑾 ∙ 𝛽 + 𝜖, 

where 𝛽 = (1, 3, 2, 1, −1, 2, −1, 1)𝑇 and 𝜖~ 𝑁(0,1) is a random error term.  

Heterogeneous effects for the other treatment levels are incorporated using fixed 

coefficients 𝛾: 

𝛾 = (

0 0 0
1.5 −1 1
2 −1 2
1 1 1.5

) 

The true moderators are the second and the third covariates, i.e., 𝑊2 and 𝑊3 . The final outcomes 

for each treatment level are given by combining the baseline outcome with the contrast part: 
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𝑌𝑘 = 𝑾𝑇[1,0,1,1,0,0,0,0] ∙ 𝛾𝑇 + 𝑌1 

The optimal treatment regime (OTR) is identified by selecting the treatment level that maximizes 

the outcome for each observation. One example of the distribution in OTRs is 528, 862, 2184, 

and 1426 for level 1 to level 4. Please note that both Q-learning and the proposed TMLE method 

are forced to choose OTR from level 2 to level 4 if feasibility constraints are applied. 

 In the scenario assuming unobserved covariates existed, we intentionally drop the 𝑊4 in 

the simulated dataset. The simulated data set, covariates, treatment assignments, observed 

outcomes, and the true OTR, are compiled for further analysis. 


