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Abstract
Constructing Task-Oriented Dialogue Systems with Limited Resources

Kun Qian

Task-oriented dialogue systems have increasingly become integral to our daily lives.
However, collecting dialogue data is notably expensive due to the necessity of human interaction.
These systems are used in various applications, such as customer service chatbots, virtual
assistants, and automated scheduling tools. Given the critical role of these systems, it is essential
to develop methods that can leverage limited resources efficiently, especially in data-driven
models like neural networks, which have demonstrated superior performance and widespread
adoption. This dissertation proposes systematic approaches to address the limited-data problem in
both modeling and data aspects, aiming to enhance the effectiveness and efficiency of
task-oriented dialogue systems even when data is scarce.

This dissertation is divided into three main parts. The first part introduces three modeling
techniques to tackle limited-data challenges. As the base dialogue model evolves from traditional
recurrent neural networks to advanced large language models, we explore meta-learning methods,
meta-in-context learning, and pre-training sequentially. Besides modeling considerations, the
second part of our discussion emphasizes evaluation benchmarks. We start by discussing our
work on correcting MultiWOZ, one of the most popular task-oriented dialogue datasets, which
enhances training and provides more accurate evaluations. We also investigate biases within this
dataset and propose methods to mitigate them. Additionally, we aim to improve the dataset by

extending it to a multilingual dataset, facilitating the development of task-oriented dialogue



systems for a global audience. The last part examines how to adapt our methods to real-world
applications. We address the issue of database-search-result ambiguity in Meta’s virtual assistants
by constructing disambiguation dialogue turns in the training data. Furthermore, we aim to
enhance Walmart’s shopping companion by synthesizing high-quality knowledge-based
question-answer pairs and constructing dialogue data from the bottom up.

Throughout this dissertation, the consistent focus is on developing effective approaches to
building task-oriented dialogue systems with limited resources. Our strategies include leveraging
limited data more efficiently, utilizing data from other domains, improving data quality, and
distilling knowledge from pre-trained models. We hope our approach will contribute to the field
of dialogue systems and natural language processing, particularly in building applications
involving real-world limited data and minimizing the need for manual data construction efforts.
By addressing these challenges, this dissertation aims to lay the groundwork for creating more
robust, efficient, and scalable task-oriented dialogue systems that better serve diverse user needs

across various industrial applications.
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Chapter 1: Introduction and Background

1.1 Background and Motivation

Virtual assistants such as Siri, Google Assistant, and Alexa play a critical role in everyday
activities, assisting millions of users with tasks ranging from smart home management to person-
alized travel planning. These Al-driven assistants have become pervasive in both personal and
professional settings, embedded within smartphones, smart speakers, and an array of other de-
vices, illustrating their profound integration into daily life. As the core technical model behind
virtual assistants, task-oriented dialogue (TOD) systems bridge the gap between human users and
backends by interpreting and responding to natural language inputs, thus eliminating the need for
users to navigate intricate interfaces or memorize command sequences. This ease of use has fa-
cilitated their widespread adoption across diverse sectors, including customer service, healthcare,
e-commerce, and nance.

The development of task-oriented dialogue systems can be traced back to the 1960s and 1970s,
with the creation of systems like ELIZA [2] and SHRDLU [3]. The 1980s and 1990s saw signif-
icant strides with the introduction of more complex rule-based systems [4] and the application of
statistical methods [5, 6, 7, 8]. These systems laid the groundwork for handling a wider range of
user inputs and performing more diverse tasks. However, they were often limited by their depen-
dence on prede ned rules and lack of contextual understanding.

Along with the rapid growth of deep learning, recurrent neural networks (RNN) [9, 10, 11]
quickly took the place of statistical models in the natural language process (NLP) area. However,
task-oriented dialogue tasks are still too complicated for a single RNN model. This led to the
adoption of pipeline-based approaches [12, 13] which typically included four connected modular

components: natural language understanding (NLU) [14, 15, 16, 17, 18, 19, 20, 21], dialogue



Figure 1.1: Modular Solution for Task-Oriented Dialogue Systems[1]

state tracker (DST) [22, 23, 24, 25, 26, 27, 28], dialogue policy learning (DPL) [29, 30] and
natural language generation (NLG) [31, 32, 33, 34, 35, 36, 37]. Fig. 1.1 illustrates the process
of generating a system response in the restaurant booking domain. The NLU module processes
the dialogue history to extract the user's intent and relevant slots. The DST module then records
and tracks the belief state, representing the user's requirements for a restaurant. This belief state
is subsequently used to perform a database search. Based on the search results, the DPL module
determines the next dialogue action, such as asking the user for additional information or providing

a restaurant booking suggestion. Finally, the NLG module converts the selected dialogue action
into a coherent natural language response.

Although the modular-based approach simpli es the whole task, it also introduces error prop-
agation and requires more annotations for each modular. Therefore, more and more works have
combined all the modules into a seq2seq model for easier model updates. [38] has introduced an
end-to-end dialogue system, Sequicity, constructed on a two-stage CopyNet [39] [40] augments
Sequicity with NLU and DPL modules for more comprehensive supervision. [41] considers multi-
ple appropriate responses under the same context in ToD and improves dialogue policy diversity by
balancing the valid output action distribution. As transformer-based model structures [42, 43] and
pre-trained models [44, 45] become popular, [46] and [47] introduce pre-trained language models

(LMs) to model task-oriented dialogues and netune LMs on in-domain data. As an augmenta-



tion to generative models, [48, 49, 50] introduce retrieval-based approaches to enhance dialogue
generation. Other improvements [51, 52, 53, 54, 55, 56] to the basic setup are also proposed,
such as contrastive state training [57], using belief state differences [58], distinct models for dif-
ferent roles [59]. Driven by the advent of pre-trained language models [60, 61, 62, 63], where the
pre-training data is plain text, dialogue-speci ¢ pre-training is introduced [64, 65, 66].

However, the availability of dialogue data is usually limited as a pair of real users has to be
involved to obtain the training dialogues, not to mention enough for pre-training. On the other
hand, modern personal assistants, such as Alexa and Siri, comprise thousands of tasks, where each
dialogue task is different due to the speci c domain knowledge and requires plenty of training data.
Therefore, building task-oriented dialogue systems with limited resources and using limited data
ef ciently becomes an essential task in dialogue system research.

In this dissertation, we mainly focus on building task-oriented dialogue (TOD) systems under
few-shot settings. We will introduce three methods we adopt for few-shot TOD tasks: meta-
learning (Chapter 2), meta-in-context learning (Chapter 3), and pre-training (Chapter 4). We will
also introduce our improvement and extension on a TOD benchmark dataset (Chapter 5) for few-
shot tasks. In the end, we will present two real-life applications of task-oriented dialogues (Chap-

ter 6) with limited resources.

1.2 Overview of Methods and Resources of Few-Shot Learning in Task-Oriented Dialogue

Systems

Modeling

Few-shot learning can be achieved in many ways, with transfer learning probably being the
most popular, where models can utilize rich-resource domain data to adapt to new low-resource
domains effectively [67, 68, 69, 70, 71, 72, 73, 74]. [75] adopt the transfer learning method to
build a user-adaptive dialogue model. [76] proposes a Hybrid Code Network that combines an
RNN with domain-speci ¢ knowledge encoded as software and system action templates. [77]

introduces an end-to-end dialogue model based on the Hybrid Code Netword for sentiment adap-
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tation. [78] proposes a zero-shot dialogue generation (ZSDG) framework with seed dialogues as
domain descriptions and conducts adaptation with action matching. [79, 80] adopt the typical
transfer learning method and learn latent variables in a domain-agnostic embedding space to solve
the problem. [81] rstintroduces a meta-learning method (DAML) for few-shot problems in the di-
alogue area. Many works follow that and apply meta-learning methods to other dialogue tasks [82,
83, 84, 85, 86, 87, 88, 89]. Data augmentation also supports few-shot learning by generating
additional training examples from the few-shot data [90, 91, 92, 93].

Pre-trained models like BERT [44], T5 [94] and GPT-2 [45] are also introduced to provide
decent initialized model parameters for adaption [95, 96, 97, 98, 99]. [1] combines a pre-trained
model and human instruction mechanism, achieving impressive results. In recent years, the de-
velopment of large language models has revolutionized the eld. Models like GPT-3[100] and
GPT-4 [101] have demonstrated unprecedented capabilities in understanding context, handling
multi-turn dialogues, and generating coherent and contextually appropriate responses. As intro-
duced in [100], in-context learning is a good solution to few-shot problems, and recent works
have increasingly been adopting in-context learning for few-shot dialogue problems [102, 103,
104, 105]. On the other hand, prompt-based learning has also been studied in many downstream
dialogue tasks. [106] incorporates slot description prompts into T5 [94] for zero-shot DST. [107]
extends this approach to few-shot NLU and NLG. [108] explores prompt-based few-shot learn-
ing for knowledge-grounded dialogue response generation, including both hard prompts and soft
prompts. In contrast, [109] explores prompt-based learning for NLU, DST, and NLG without any
gradient-updated. This approach has been further extended to a multilingual setting by[110]. These
advancements have propelled task-oriented dialogue systems to new heights, making them more

reliable, versatile, and scalable.

Datasets

Dialogue datasets are mainly collected in three ways: machine-to-machine, human-to-machine,

and human-to-human. Machine-to-machine dialogues are conducted between two chatbots, where



templates and rules are designed to generate complete dialogues [78, 111, 112]. Although this
method is ef cient and cheap, it cannot guarantee the naturalness or coherence of the generated di-
alogues, not to mention the noisy or non-collaborative conditions in real-life conversations. To
introduce more realistic human features, [113, 114] presents two human-to-machine dialogue
datasets for restaurant searching. However, the dialogue quality is highly biased and dependent
on the initial dialogue system for data collection. Naturally, human-to-human dialogue collection
leads to the best dialogue dataset with the highest quality. [115] introduces a single domain dataset
with a Wizard-of-Oz Framework [116], which was later extended to multi-domain by many follow-

up works [117, 118, 119, 120, 121, 122]. The most popular dataset is MultiwOZ [118] not only
because it is the rst large multi-domains dialogue dataset that contains more than 10k dialogues
but also because it contains detailed annotations for all NLU, DST, DPL, NLG modules. Many
works focus on improving its quality for better training and evaluation [123, 124, 125, 126, 127,
128]. Most of our works in this dissertation are also evaluated on this dataset. To achieve both
ef ciency and quality, [112] proposes to generate machine-to-machine dialogues rst and then re-
cruit crowd workers to paraphrase dialogue utterances. With the development of language models,
which bring high quality of initial dialogue models, more and more large-scale dialogue datasets

are collected following this method [129, 130, 131].

1.3 Thesis Outline and Contributions

Here, we provide a full outline of the chapters and summarize our contributions briey. The
whole dissertation can be divided into three parts. In the rsttwo parts, we describe how we handle
limited task-oriented dialogue data with modeling and data methods in academic areas. In the last
part, we introduce how we deal with limited-data problems in realistic applications:

Part I. Modeling methods for building task-oriented dialogue systems under few-shot settings:
* Chapter 2: We introduce domain-adaptive meta-learning (DAML), a novel approach to
domain-adaptive dialogue generation based on meta-learning. We propose to train a di-

alogue system by leveraging knowledge from various rich-resource tasks and seamlessly



adapting to new domains with minimal training data. By utilizing a two-step gradient update
in DAML, we facilitate the learning of generalized adaptation capability across different do-
mains. Our evaluations on a simulated dialogue dataset reveal that DAML not only achieves
state-of-the-art performance but also exhibits strong generalizability to new domains.
Chapter 3: Since meta-learning requires computation for second-order derivative, it is costly
to adapt DAML to large language models (LLMs). Therefore, prompting LLMs is intro-
duced for generation in a few-shot setting. In this chapter, We focus on improving the sta-
bility of prompting LLMs to solve task-oriented dialogue tasks under a few-shot setting. We
begin by adapting a meta-learning scheme speci cally for the dialogue domain, enhancing
the model's stability and performance across various prompts. Additionally, we design an
innovative training method that surpasses standard retrieval mechanisms, optimizing the se-
lection of ideal in-context examples. Lastly, we introduce a saliency model to limit dialogue
text length, enabling the inclusion of more exemplars per query. Our technique does not
require any gradient-based training for the target task and instead relies on in-context learn-
ing to guide model generation. Consequently, we achieve highly competitive results for the
few-shot dialogue state tracking (DST) task on the MultiwOZ dataset.

Chapter 4: While large language models (LLMs) excel in adapting to dialogue tasks, de-
veloping a pre-training language model speci cally for dialogues shows greater potential.
In this chapter, we perform LLMs pre-training for dialogue systems. We rst present Di-
alogStudio, the largest and most diverse collection of public dialogue datasets. Instead of
creating new datasets, we collect 80+ existing dialogue datasets and unify them under a
consistent format while preserving their original information. Our collection covers open-
domain dialogues, task-oriented dialogues, natural language understanding, conversational
recommendation, dialogue summarization, and knowledge-grounded dialogues, making it
an incredibly rich and diverse resource for dialogue research and model training. To fur-
ther enhance the utility of DialogStudio, we identify the licenses for each dataset and design

domain-speci ¢ prompts for selected dialogues to facilitate instruction-aware ne-tuning.



Furthermore, we propose our pre-trained dialogue system, DialogOhana, using the dataset
collection. Our experiments in both zero-shot and few-shot learning scenarios demonstrate
the superiority of our data and model.

Part Il. Data improvement for few-shot evaluation benchmarks of task-oriented dialogues.

» Chapter 5.1: To achieve a reliable evaluation result, we propose to clean up the evaluation
dataset. In this work, we rst identify a critical issue of inconsistent dialogue state anno-
tations in the dataset, where slot types are tagged inconsistently across similar dialogues,
causing confusion for Dialogue State Tracking (DST) models. To address this, we pro-
pose an automated correction method for these inconsistencies, which are present in 70% of
the dialogues. Additionally, we observe signi cant entity bias in the dataset. For instance,
“Cambridge” appears in 50% of the destination city slots in the train domain. This bias
leads to named entity memorization in generative models, which might go unnoticed due to
the test set suffering from a similar entity bias. To counter this, we release a new test set
where all entities have been replaced with previously unseen entities. Lastly, we benchmark
the joint goal accuracy (JGA) of state-of-the-art DST baselines on these modi ed versions
of the data. Our experiments show that correcting annotation inconsistencies results in a
7-10% improvement in JGA. Conversely, we observe a 29% drop in JGA when models are
evaluated on the new test set with unseen entities.

» Chapter 5.2: In this work, we propose extending MultiwOZ to other languages to bench-
mark the multilingual capabilities of dialogue models in a few-shot setting. We introduce
AllWOZ, a multilingual, multi-domain, task-oriented dialogue dataset encompassing eight
languages: English, Mandarin, Korean, Viethamese, Hindi, French, Portuguese, and Thai.
Additionally, we establish a benchmark for our multilingual dataset by employing a mT5
model trained using meta-learning.

Part Ill. Real-life applications of task-oriented dialogue with limited resources:
» Chapter 6.1: We propose Database Search Result (DSR) Disambiguation, a novel task that

focuses on disambiguating database search results, which enhances user experience by al-



lowing them to choose from multiple options instead of just one. To study this task, we
augment the popular task-oriented dialogue datasets (MultiwOZ and SGD) with turns that
resolve ambiguities by (a) synthetically generating turns through a pre-de ned grammar and
(b) collecting human paraphrases for a subset. We nd that training on our augmented dia-
logue data improves the model's ability to deal with ambiguous scenarios without sacri cing
performance on unmodi ed turns. Furthermore, pre- ne tuning and multi-task learning help
our model to improve performance on DSR-disambiguation even in the absence of in-domain
data, suggesting that it is learned as a universal dialogue skill.

Chapter 6.2: To improve Walmart's shopping companion, we propose to prompt LLMs to
generate high-quality dialogue data. Speci cally, we propose constructing a dialogue dataset
from the bottom up, offering greater control and precision in data generation. We start
by generating high-quality question-answer pairs. First, we introduce self-re nement for
prompt editing (SPRE) to iteratively improve prompt quality. Then, we construct dialogue
data bottom-up by connecting these question-answer pairs. To ensure coherence, factualness,
and realisticness, we introduce six principles for dialogue synthesis. We both recruit human
annotators and use LLM-based approaches to evaluate our synthetic dialogue data, nding
that SPREE leads to more realistic question generation, and its bottom-up approach helps to

ensure the quality of synthesized dialogues.



Chapter 2: Meta-Learning for Task-Oriented Dialogue

Domain adaptation is an essential task in dialogue system building because there are so many
new dialogue tasks created for different needs every day. Collecting and annotating training data
for these new tasks is costly since it involves real user interactions. We propose a domain-adaptive
dialogue generation method based on meta-learning (DAML). DAML is an end-to-end trainable di-
alogue system model that learns from multiple rich-resource tasks and then adapts to new domains
with minimal training samples. We train a dialogue system model using multiple single-domain
dialogue data with rich resources by applying the model-agnostic meta-learning algorithm to the
dialogue domain. The model is capable of learning a competitive dialogue system in a new domain
with only a few training examples in an ef cient manner. The two-step gradient updates in DAML
enable the model to learn general features across multiple tasks. We evaluate our method on a
simulated dialogue dataset and achieve state-of-the-art performance, which is generalizable to new

tasks.

2.1 Introduction

Modern personal assistants, such as Alexa and Siri, comprise thousands of single-domain task-
oriented dialogue systems. Every dialogue task is different due to the speci c domain knowledge.
An end-to-end trainable dialogue system requires thousands of dialogues for training. However,
the availability of the training data is usually limited as real users have to be involved to obtain the
training dialogues. Therefore, adapting existing rich-resource data to new domains with limited
resources is an essential task in dialogue system research. Transfer learning [67, 68, 69, 70], few-
shot learning [71, 72, 73, 74] and meta-learning [132] are introduced in solving such data scarcity

problems in machine learning. Because every dialogue domain is very different from one another,



generating information from rich-resource domains to another low-resource domain is dif cult.
Therefore, only a few studies have tackled domain adaptive end-to-end dialogue training methods
[78]. We propose DAML based on meta-learning to combine multiple dialogue tasks in training in
order to learn general and transferable information that is applicable to new domains.

[78] introduces action matching, a learning framework that could realize zero-shot dialogue
generation (ZSDG) based on domain description in the form of seed responses. With limited
knowledge of a new domain, the model trained on several rich-resource domains achieves both an
impressive task completion rate and naturally generated responses. Rather than action matching,
we propose to use a model-agnostic meta-learning (MAML) algorithm [132] to perform dialogue
domain adaptation. The MAML algorithm tries to build an internal representation of multiple tasks
and maximize the sensitivity of the loss function when applied to new tasks so that a small update
of parameters could lead to a large improvement of new task loss value. This allows our dialogue
system to adapt to new domains successfully, not only with little target domain data but also in a
more ef cient manner.

The key idea of this work is utilizing the abundant data in multiple resource domains and nd-
ing an initialization that could be accurately and quickly adapted to an unknown new domain with
little data. We use the simulated data generated by SimDial [78]. Speci cally, we use three do-
mains: restaurant, weather, and bus information search, as source data and test the meta-learned
parameter initialization against the target domain, movie information search. By modifying Se-
quicity [38], a seq2seq encoder-decoder network, improving it with a two-stage CopyNet [39],
we implement the MAML algorithm to achieve an optimal initialization using dialogue data from
source domains. Then, we ne-tune the initialization towards the target domain with a minimal
portion of dialogue data using normal gradient descent. Finally, we evaluate the adapted model
with testing data from the target domain. We outperform the state-of-the-art zero-shot baseline,

ZSDG [78], as well as other transfer learning methods [67]. We publish the code on'github

https://github.com/gbetterk/DAML.git
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2.2 Related Work

The traditional paradigm in machine learning research is to train a model for a speci ¢ task
with plenty of annotated data. Obviously, it is not reasonable to require a large amount of data to
train a model from scratch if we already have models for similar tasks. Instead, we want to quickly
adapt a trained model to a new task with a small amount of new data.

dialogue adaptation has been explored in various dimensions. [133] introduces an end-to-end
dialogue system that adapts to user sentiment. [70] and [75] also trains a user-adaptive dialogue
systems using transfer learning. Recently, effective domain adaptation has been introduced for
natural language generation in dialogue systems [134, 37]. Some domain adaptation work has
been done on dialogue states tracking [135] and dialogue policy learning [136] as well. However,
there is no recent work about domain adaptation for a seg2seq dialogue system, except ZSDG [78].
ZSDG is a zero-shot learning method that adapts action matching to adapt models learned from
multiple source domains to a new target domain using only its domain description. Different from
ZSDG, we propose to adapt meta-learning to achieve similar domain adaption ability.

Meta-learning aims at learning new tasks with few steps and little data based on well-known
tasks. One way to realize meta-learning is to learn an optimal initialization that could be adapted
to new tasks accurately and quickly with little data [137, 138]. Another way to learn the learning
progress is to train a meta-learner to optimize the optimizer of the original network for updat-
ing parameters [139, 140, 141]. Meta-learning has been applied in various circumstances such
as image classi cation [142, 132], machine translation [143], robot manipulation [144, 145], etc.
We propose to apply a meta-learning algorithm on top of the sequicity model to achieve dialogue
domain adaptation. Speci cally, we chose the recently introduced algorithm, model-agnostic meta-
learning(MAML) [132], because it generalizes across different models. This algorithm is compat-
ible with any model optimized with gradient descent, such as regression, classi cation, and even
policy gradient reinforcement learning. Moreover, this algorithm outperforms other state-of-the-art

one-shot algorithms for image classi cation.
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2.3 Problem Formulation

Seq2Seq-based dialogue models take the dialogue c@dethe input and generate a sentence
Aas the response. Given the abundant data in théferent source domains, we have the training

data in each source domdin, denoted as:

E::AO8: fl 2:: —é —(: o_— 10.0#9_ = 1000

we also denote the data in the target domaas:
)CA08§ f1 2):—A—)O— - 1"'#09

where#°YY # and#is only 1% of # in our setting.

During the training process, we generate a model

M gspaza (-

where is the set of context and is the set of system responses.
For the adaptation, we ne-tune the modwls>paswith target domain training data)CAOBa_md
obtain a new modd\l coasacOur primary goal is to learn a model that could perform well in the

new target domain:

M coaeac coasac) ! ' coasac

2.4 Proposed Methods

We rst introduce how to combine the MAML algorithm and the sequicity model. As illus-
trated in the Figure 2.1, the typical gradient descent includes (1) combining training data and
initialized model, (2) computing the objective loss and then (3) using the loss to update the model

parameters. However, with MAML, there are two gradient update steps. (1) We rst combine the
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Figure 2.1: (a) shows the classical gradient update steps. (b) shows how we use MAML to update
the model with gradient descent. The index numbers suggest the processing order of each step.

initialized modelM with training datat2™ °— A °© from each source doma{n separately. (2) For
each dialogue domain, we calculate the IbsBB and then use it to update every new temporary
domain modeM 0 (4) Again, we use the dat&': °— A °° from each domain and its corresponding
temporarily updated domain modmf) to calculate a new Ios*s>BE9 in each domain, (6) then
sum all the new domain loss to obtain the nal loss. (7) Finally, we use the nal loss to update the
original modelM .

In the following part, we describe the implementation details of the MAML algorithm and the
sequicity model separately. As illustrated in Algorithm 1, the sequicity model is used to combine
natural language understanding (NLU), dialogue managing, and response generation in a seq2seq
fashion, while meta-learning is a method to adjust loss function values for better optimization.
andVin the algorithm are the learning rate. As mentioned in Section2d&notes the context
and is the input to the model at each turn. In order to use the sequicity model, we amat
f c1—'c1—*@ at time C where 1 is the previous belief span at tint¢ 1, ' ¢1 is the last
system response arictis the current user utterance. The sequicity model introduces belief spans
to store values of all the informable slots and also records requestable slot names through the
history. In this way, rather than put all the history utterances into an RNN to extract context
features, we directly deal with the slots stored in the belief span as the representation of all history

contexts. The belief span is more accurate and simple to represent the history context and needs to
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Algorithm 1 DAML

Input: dataset on source domairf:Aoé;J; Vv
Output: optimal meta-learned model
'0=3><;H 8=8C80;814 <>34;
while =>C 3>=do
for (. 2 (>DA24 ><08=do
Sample dat@"° from  {,q_
MOP=M U yL¢M=27°
EvaluateL (, M 9—2:°°
end for i
M M Wy (LtMO-27
end while

Function loss functionL*M —2
return cross-entropyMm?* 20°
. 1 o9t:0 _ 1:0_'1:0_*1:0 o
Function M1 2 1.—f cimcie g
—_— . _| . _* -0
= Encodet [ —'C,—*c
c= BspanDecodér °
1-0 1-0
' c= ResponseDecoder  —<¢ °

return ' ¢

be updated at every turn. The informable and requestable slots are stored in the same span but with
different labels to avoid ambiguity. The context at ti@e 1 contains an empty set as the former
belief span ¢ and an empty string as the previous system respogse

The intuition behind the MAML algorithm is that some internal representations are more trans-
ferable than others. This suggests that some internal features can be applied to multiple dialogue
domains rather than a single domain.

Since MAML is compatible with any gradient-descent-based model, we denote the current
generative dialogue model &, which can be randomly initialized. According to the algorithm,
for each source domaify , a certain size of training data is sampled. We input the training data
12"°~ K into the sequicity model and obtain generated system response. We adopt cross-entropy
as the loss function for all the domains:

& ]

L IM=3"—A%= " A’ log% A °
=1
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For each source doma(n, We use gradient descent to update and get a temporary model.
M® M U gL M-2"-A"

To be consistent with [132], we only update the model for one step. In this way, we have an
updated model in each source domain, one step awayNtarkVe may consider multiple steps of
gradient update in future work. Then, we compute the loss based on the updated model with the

same training data in each source domain:
I>BB=L (. IM 9= 2"~ K"

After this step, we have a meta-loss value in each domain. We sum up the updated loss value from

all source domains as the objective function of meta-learning:

minMeta-Loss= min L (.M 0_2°— K"
(:

Finally, we update the model to minimize the meta-objective function:

~

o)
M M iy L IMO2-2"_ Ko

Unlike common gradient, in MAML, the objective loss we use to update the model is not calculated
directly from the current modé\i 0 but from the temporary modéh 0 The idea behind this
operation is that the loss calculated from the updated model is more sensitive to the changes in
original domains so that we learn more about the common internal representations of all source
domains rather than the distinctive features of each domain. Then in the adaptation step, since
the basic internal representation has already been captured, the model is sensitive to the unique
features of the new domain. As a result, one or a few gradient steps and a minimum amount of

data are required to optimize the model for the new domain.
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The sequicity model is constructed based on a single seq2seq model incorporating a copy-
ing mechanism and belief spans to record dialogue states. Given a c@ntexhe form of
f c1—'c1—*@, the belief span cat time Cis extracted based on the previous belief span

attimeC 1, the history responsec 1 attimeC 1 and the utterancecat timeC

c=seqg2sey ci1—'c1—*¢

Then, we generate a system response based on both the context and belief span extracted before:

‘c=seqz2sel c1—'c1—*d =<

< cis asimple label that helps generate the response. It checks whether or not requested information
is available in the database with constraints storeddn< chas three possible values: no match,
exact match, and multiple matck.c= “no match” denotes that the system cannot nd a match
in the database given the constraints, then the system would initiate a restart of the conversation.
<¢ = “exact match” indicates the system successfully retrieves the requested information and
completes the task, then the system ends the conversatign.“multiple matches”means there
are multiple items that match all the constraints, so more constraints are needed to reduce the
range of searches in the backend database. So the system will then output a question to elicit more
information.

The structure is illustrated in Figure 2.2, and it is compatible with any seq2seq model. To
have a simple architecture, we adopt the basic encoder-decoder structure. Both the encoder and
decoder employ GRU with the attention mechanism. The response is generated using belief span

and utterance at the current time. To simplify the model, we let the belief extractor and response
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Figure 2.2: Structure of dialogue system

generator share the same encoder. So, we reformulate the equations into:

= Encodet ¢c1—'c1—*&
c= BspanDecodér °

' ¢c= ResponseDecoder <¢®

We also need to apply the third attention-based GRU for the response decoding.

Because the response and the utterance usually share some word tokens, the sequicity model
also incorporates a copy-attention mechanism. Originally, to decode an encoded vector, the model
uses softmax to obtain a probability over vocabukdy 2?1 whereE 2 +. With copy-attention,
the decoder considers not only the word generation probability distribution over vocabulary but
also the likelihood of copying the word from input sequef@&’"H > whereE2 + [ * cand* cis
the current user utterance in the input conxthen, the total probability of worBat&h token in

the output sequence is calculated by summing these two probabilities (normalization is performed
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after the summation):
WE=11 6 %P 6 9% EP- 2+ *c

The copy probability is calculated similarly in [39] and is different for the belief span decoder and
response decoder.

For the belief span decoder, the copy probability is calculated as:

Od
ER=E /1 408
9Dg=E
where/ is a normalization factor anQy is the @h word tokens in the utteran¢e; We only add

the component whelyg is the same as the target wdedk 1Dg° is computed by:
k1D = f 11h4é=2b) W°h%42

whereh$~2is the hidden state in the encoder for ik word as inputh3*2is the hidden state in
the belief span decoder aid 2 R3 3 is the copy-attention weight.
For the response decoder, we apply the copy attention on the recently generated belief span

rather than utteranceg

~ .

Od
2>7Hm _ 1 Kile
o P = o A0
91o=E
kil =f 11hig4?o) Woh1342

where both hidden states come from the belief span decoder.

2.5 Experiment

We rst introduce the dataset and the metrics used to evaluate our models. Then, we describe

the models evaluated in the experiments and their implementation details.
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2.5.1 Dataset

For a fair comparison with the state-of-the-art domain adaptation algorithm, ZSDG [78], we
use the dataset, SimDial, rst introduced to evaluate ZSDG. Table 2.1 shows an example dia-
logue from SimDial. There are six dialogue domains in SimDial: restaurant, weather, bus, movie,
restaurant-slot, and restaurant-style, where restaurant-slot data has the same slot type and sentence
generation templates as the restaurant task but a different slot vocabulary. Similarly, restaurant-
style has the same slots but different natural language generation (NLG) templates compared to
the restaurant domain.

We choose restaurant, weather, and bus as source domains, denoted as following the experi-
ment setting of ZSDG in [78]. For each source domain, we have 900, 100, and 500 conversations
for training, validation, and testing correspondingly. Each conversation has nine turns, and each
utterance has 13 word tokens on average. The other three domains, which are considered target
domains, are for evaluation. The seed response used in ZSDG is a set of system utterances and
corresponding labels. To achieve a fair comparison, we use dialogue data of the same size for
adaptation training. We generate nine dialogues (1% of source domain) for each domain's adap-
tation training, and each, on average, contains about 8.4 turns. So, for each target domain, we
assume we have around 76 system responses, which is smaller than the 100 seed responses ZSDG
used as domain description. For testing, we use 500 dialogues for each target model. The movie
is chosen to be the new target domain for evaluation. Because the movie has completely different
NLG templates and dialogue structures, it shares very few common traits with the source domains
at the surface level.

To avoid any random results in this few-shot learning setting, we report the average of ten
random runs for all results. For further exploring the property of the proposed method, we have
also generated one dialogue for the one-shot experiment, 45 dialogues (5% of the size in source
domain), 90 dialogues (10% of the size in source domain) to study the adaptation ef ciency of our

methods.
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turn | speaker utterances | inform slots]  request slots
user What's up? hmm | am looking for a restaurant.

1 .
sys Which place?

5 user I uhm yeah | don't care. Oh sorry, Philadelphia. loc,Philadelphia
sys | believe you said Philadelphia.

3 user | | have more requests. What kind of parking does it have? loc,Philadelphia; parking
sys The restaurant has no parking. Anything else? food,Indian

4 user | have more requests. Is hmm ... it closed? loc,Philadelphia; opening
sys No, Itis open right now. What else can | do? food,Indian

5 user New request. I'm interested in food uhm at Seattle. loc,Seattle;
sys Do you mean Indian? food,Indian

6 user Uh-huh. loc,Seattle;
sys Restaurant 56 is a good choice. What else can | dg? food,Indian

7 user Not done yet. What's the average price? loc,Seattle; price
sys The restaurant serves moderate food. food,Indian
user | have all | need. See you. loc,Seattle;

8 . .
sys See you next time. food,Indian

Table 2.1: An example dialogue in the restaurant domain generated from SimDial. Both the domain
and sentence complexity can be adjusted. For each turn, bot the informable and the requestable
slots would be recorded and stored in the belief span.

2.5.2 Metrics

There are three main metrics in our experiments: BLEU score, entity F1 score, and adapting

time. The rst two are the most important and persuasive metrics used in [132], which has ex-

haustively demonstrated the MAML's fast adaptation speed to new tasks. It could even achieve

amazing performance with one step of gradient update incorporating half-cheetah, a simulated dy-

namic robot [146]. We would also like to count the number of epochs for adaptation to compare

the adaptation speed between our methods and the baseline of transfer learning.

 BLEU We use BLEU score [147] to evaluate the quality of generated response sentences

since generating natural language is also part of the task.

» Entity F1 Score For each dialogue, we compare the generated belief span and the Oracle

one. Since the belief span contains all the slots that constrain the response, this score also

checks the completeness of tasks.

» Adapting Time We count the number of epochs during the adaptation training. We only

compare the adaptation with the data of the same size.
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2.5.3 Baseline Models

To evaluate the effectiveness of our model, we compare DAML with the following two base-
lines:

» ZSDG [78] is the state-of-the-art dialogue domain adaptation model. This model strengthens
the LSTM-based encoder-decoder with an action matching mechanism. The model samples
100 labeled utterances as domain description seeds for domain adaptation.

» Transfer learning is applied to the sequicity model as the second baseline. We train the
basic model by simply mixing all the data from source domains and then following Figure
2.1 (a) to update the model. We also enlarge the vocabulary with the training data in the
target domain. Besides, we implement a one-shot learning version of this model by using
only one target domain dialogue for adaptation, as a comparison with the one-shot learning

case of DAML.

2.5.4 Implementation details

For all experiments, we use the pre-trained GloVe word embedding [148] with a dimension
of 50. We choose the one-layer GRU networks with a hidden size of 50 to construct the encoder
and decoder. The model is optimized using Adam [149] with a learning rate of 0.003. We reduce
the learning rate to half if the validation loss increases. We set the batch [150] size to 32 and the

dropout [151] rate to 0.5.

2.6 Results and Analysis

Table 2.2 describes all the model performance. We denote testing data from the combination
of restaurant, weather, and bus domains as “In Domain” data since they are in the same domains as
what we use to train. The data from the movie domain is denoted as “New Domain” as it is unseen
in training data. “Unseen Slot” and “Unseen NLG” represent restaurant-slot and restaurant-style

domains correspondingly. To keep a fair comparison, both Transfer and DAML use 1% of source
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In Domain | ZSDG  Transfer DAML Transfer-oneshot DAML-oneshot
BLEU 70.1 51.8 51.8 51.1 53.7
Entity F1 79.9 88.5 91.4 87.6 91.2
Epoch - 2.7 1.4 2.2 1.0
Unseen Slot | ZSDG  Transfer DAML Transfer-oneshot DAML-oneshot
BLEU 68.5 43.3(46.3) 41.7 (46.3) 40.8 (43.9) 40.0 (41.8)
Entity F1 746 78.7(78.5) 750.2 70.1(67.7) 72.0(73.0)
Epoch - 2.6 (2.4) 4.8 (3.4) 3.2(2.6) 5.0 (3.0)
Unseen NLG | ZSDG  Transfer DAML Transfer-oneshot DAML-oneshot
BLEU 70.1 30.6(32.4) 21.5(26.0) 20.0 (21.5) 19.1(19.1)
Entity F1 729 82.2(85.0) 77.5(82.4) 82.8 (86.2) 6%86.4)
Epoch - 3.2(3.0) 3.2(2.1) 12.3(20.3) 4.7 (5.7)
New Domain | ZSDG  Transfer DAML Transfer-oneshot DAML-oneshot
BLEU 54.6 30.1 32.7 21.5 22.4
Entity F1 52.6 64.0 66.2 55.9 59.5
Epoch - 5.6 4.5 14.2 5.8

Table 2.2: DAML outperforms both ZSDG and transfer learning when given similar target domain
data. Even the one-shot DAML method achieves better results than ZSDG. Values in parenthesis
are the results of the model with an extra step of ne-tuning on the restaurant domain in training.
“In Domain” uses all three source domainsgtaurant weatherandbug, while “New Domain”

refers to themoviedomain. “Unseen Slot” and “Unseen NLG” corresponddstaurant-sloand
restaurant-styleseparately.

domain data (9 dialogues, in total 76 system responses), which is equal to the seed response that
[78] uses. We nd that both transfer learning and DAML obtain better results than ZSDG. Espe-
cially for the “New Domain”, DAML achieves the entity F1 scoreGi#2, 258% relative improve-

ment compared with ZSDG. As for “In Domain” testing, DAML also obtalds4% improvement

beyond ZSDG. However, our method does not get a large improvement in the “Unseen slot” and
“Unseen NLG” domains. We notice that these two domains are actually generated from one of
the source domains (restaurant domain). So, even though the slots or templates are changed, they
should still share some features with the original domain data. If we could take advantage of the
original restaurant domain, the result would be improved. Following this intuition, in the “Unseen
slot” domain and the “Unseen NLG” domain, we rst ne-tune the model obtained from DAML

with the original restaurant data in training, and then we do further ne-tune with the adaptation

data. The results are further improved and presented in the parenthesis in Table 2.2. We see that in
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most cases, ne-tuning with restaurant data increases both the BLEU score and entity F1 score on
the “Unseen Slot” and “Unseen NLG” domains.

[132] emphasizes that meta-learning obtains decent results with an extremely small size of
data, even in one-shot cases. To verify this claim, we perform a one-shot version of the DAML
training along with one-shot transfer learning by using only one target domain dialogue. The result
shows that even the one-shot case of DAML outperforms the ZSDG baseline in all cases except the
“Unseen slot” in entity F1. For the “Unseen NLG” domain, the DAML one-shot case even obtains
the highest score. Considering that the DAML one-shot also has outstanding performance when
adapted to “In Domain,” this suggests that the “Unseen NLG” domain is relatively close to the “In
Domain.” And nearly every model achieves a similarly high score by ne-tuning the model, which
is already adapted to the “In Domain” data. Since the score of “In Domain” is already extremely
high, we assume the model has learned the common features well. We also mention in Sec. 2.4 that
MAML is sensitive to new knowledge. Given that the model already learns the common features
well, in the one-shot setting, the model focuses on learning the unique features of the target domain,
while the setting with 1% adaptation data still partially focuses on some common features.

Our method shows evident advantage not only with better scores but also with much fewer
update steps. We observe in Table 2.2, DAML only needs one epoch to nd the optimum when
adapting to the “In Domain.” Even for the “New Domain,” DAML only uge8 epochs on average
to converge, which is onl#0%of epochs used in transfer learning. The epoch numbers in Table 2.2
are not integers because all the results in our experiment are the average value of results from
ten random runs, explained in Sec 2.5.1. Therefore, we conclude that DAML is more ef cient
compared with simple transfer learning.

DAML's success mainly comes from three possible reasons. The rst is the CopyNet mecha-
nism. The copy model directly copies and outputs word tokens from the context, contributing to
the high entity F1 score. The belief span also helps to improve the performance. With the belief
span, we no longer need to extract slots from all the history utterances in each turn. Instead, we

only need the previous slots, stored in the belief span, that the copy model could directly deal with.
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This allows us to simplify our framework and improve the performance. Finally, meta-learning

allows our model to learn the inner features of the dialogue across different domains.

movie Transfer DAML
Entity F1 64.0 66.2
BLEU 30.1 32.7

restaurant | Transfer DAML
Entity F1 80.7 82.1

BLEU 46.1 47.9
bus Transfer DAML
Entity F1 60.0 61.9
BLEU 32.0 35.9

weather Transfer DAML
Entity F1 79.1 80.4
BLEU 38.9 43.3

Table 2.3: Performance on different dialogue domains

We also change different tasks used in source and target data to validate the robustness of our
model. We use the leave-one-out approach to compare the difference between movie, restaurant,
bus and weather domains. When we choose one of them as the target domain, we use the other
three as the source domains. The size of the dataset (1% target data for adaptation) and model
hyperparameters are kept the same as the main experiment described above. We observe in the
Table 2.3, the restaurant domain achieves both the highest entity F1 score and the highest BLEU
score, which means it is the easiest domain to adapt to. The bus domain receives the lowest entity
F1 score and the movie domain holds the second lowest one, as well as the lowest BLEU score.
This demonstrates that the movie domain is really a hard domain for adaptation and is worth being
chosen as the target domain. Among all combinations, DAML outperforms the transfer learning
algorithms in both Entity F1 and BLEU.

In addition, we investigate the impact of using different amounts of target domain data on
system performance. We use the best model trained on restaurant, bus and weather and test on
the movie domain. The size of target data varies from one dialogue in one-shot learning to 10%
of the data, which is 90 dialogues. Figure 2.3 shows the system performance positively correlates

with the amount of training data available in the target domain. We observe that both entity F1 and
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Figure 2.3: The system performance improves when the size of the target data increases. Even the
one-shot learning setting achieves decent performance.

BLEU scores nearly converge whd#o of the data is used. Althougho is three times the size

of the seed response used in [78], we notice that even the one-shot case of our model outperforms
ZSDG in the new domain. This demonstrates our method's capability to achieve good performance
with only little target data.

Although the DAML has demonstrated outstanding performance in dialogue domain adapta-
tion, it still cannot perfectly adapt to a new domain, especially when there are out-of-domain words
in the new domain, denoted Bs=:. If D=: lies in the utterance, such &sg/stem: Movie from what
country?” “user: Movie fromD=:" The system can hardly extract the needed slot since it does not
recognize the surface form of the slot, even if we recogniz®theas the entity. ID=: appears in
the belief span, when our system uses a copy model to generate the new belief span based on the
previous one, it is hard to handle tBe=: token.

The model also has dif culties in handling complex utterances, especially when a sentence
has corrections, such &sew request. in 2000-2010. oh no, in 70slh this case, our system
successfully adds onlyOsto the belief span, mainly because the advarbuggest§0sis a year.
However, the system keeps the original slot year, leadingrto matchresult. Moreover, in the

case“that's wrong. i love western ones."our system is confused on what the prondanes”
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refers to. So it does not recognizgestern” is a dialogue slot.

2.7 Summary

In this chapter, we propose a domain-adaptive dialogue generation method based on meta-
learning (DAML) in this chapter. We also construct an end-to-end trainable dialogue system that
utilizes a two-step gradient update to obtain models that are more sensitive to new domains. We
evaluate our model on a simulated dataset with multiple independent domains. DAML reaches
state-of-the-art performance in Entity F1 compared with a zero-shot learning method and a transfer
learning method. DAML is an effective and robust method for training dialogue systems with low
resources. The DAML also provides promising potential extensions, such as applying DAML to
a reinforcement learning-based dialogue system. We also plan to adapt DAML to multi-domain
dialogue tasks.

However, our DAML algorithm introduces a two-step gradient update, which requires comput-
ing second-order derivatives. This is computationally expensive and can hardly applied to large
language models. Therefore, in the next chapter, we will introduce using in-context learning to
generate with few-shot examples. Furthermore, we use meta-in-context learning to stabilize the

few-shot performance.
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Chapter 3: Stablized Meta In-Context Learning for Task-Oriented

Dialogues

In the previous chapter, we explored the application of meta-learning to language models to
improve their performance in few-shot settings. However, as language models grow larger due to
the scaling law [152], the computational cost of meta-learning increases because it requires cal-
culating second-order derivatives. Consequently, prompt-based methods have been developed to
work effectively with large pre-trained language models (PLMs). These methods, which utilize a
few labeled in-context exemplars to steer output generation, have demonstrated remarkable effec-
tiveness across a variety of NLP tasks. However, for more complex tasks such as dialogue state
tracking (DST), designing prompts that reliably convey the desired intent is nontrivial, leading to
unstable results. Furthermore, building in-context exemplars for dialogue tasks is dif cult because
conversational contexts are long, while model input lengths are relatively short.

To overcome these issues, we rst adapt a meta-in-context learning scheme to the dialogue
domain, which stabilizes the ability of the model to perform well under various prompts. We addi-
tionally design a novel training method to improve upon vanilla retrieval mechanisms to nd ideal
in-context examples. Finally, we introduce a saliency model to limit dialogue text length, allowing
us to include more exemplars per query. In effect, we are able to achieve highly competitive results

for few-shot DST on MultiwOZ.

3.1 Introduction

Tremendous gains have been made on dialogue state tracking (DST) using large pre-trained
language models (PLMs) [153, 1], Fine-tuning such systems, though, requires signi cant amounts

of data, which in turn require substantial effort to collect. Recently, prompting has emerged as a
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Figure 3.1: Our system squeezes multiple in-context exemplars, dialogue query with conversa-
tional context, and a full prompt into the nite input length of a large PLM to successfully perform
few-shot dialogue state tracking, without any need for task-speci c training.

technique for achieving strong performance in a less resource-intensive manner [154, 155]. Even
better performance is possible with in-context exemplars providing a pattern for the model to fol-
low [100]. Ideally, we should be able to apply these concepts to complex tasks like DST, but results
so far have been limited [156].

One reason for the lack of progress comes from the dif culty of hand-crafting prompts (pat-
terns) and targets (verbalizers), which are highly sensitive to exact phrasing [157]. While manually
designed prompts have been found to be brittle and unstable [158], automatically designed prompts
[159] cannot be easily applied to DST since many slots are non-enumerable [129]. A second major

hurdle is around dialogue sequence lengths, which are often much longer than those for other tasks
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[160, 161, 162], preventing the inclusion of many exemplars for guidance. Full conversations con-
sist of long histories going back many turns, such that the context itself (sans prompt) is already
capable of lling a model's entire input length. Since state tracking requires carrying over previ-
ous dialogue states, naively truncating prior context effectively equates to random guessing [163,
164]. A third issue is selecting the exemplars themselves. Prior work recommends choosing a
representative example from each class [159], but this is not possible in many cases since most
domain-slot-value label combinations simply do not appear in the dataset. Moving to the few-shot
scenario further exacerbates this sparsity.

Separately, recall that our main goal is to do welfemv-shotDST because we purposefully
operate in a practical, low-resource data setting. Correspondingly, we aim to achieve good results
with a similar low-resource model setting where training should be possible on a single publicly
available commodity server. This precludes the usage of gigantic models such as GPT-3, which
are prohibitively expensive to train and bear high economic and environmental costs for inference
alone [165, 166].

We directly tackle each of the three aforementioned issues to achieve state-of-the-art perfor-
mance on MultiwOZ when restricted to models under 100 billion parameters. To minimize prompt
issues, we introduce a meta in-context learning (ICL) framework to stabilize training and reduce
variance in prompt performance. To deal with long dialogues, we are inspired by summarization
work to condense dialogue histories and Iter out non-salient sentences. Our third contribution is
designing a novel loss function to train a retrieval model that selects ideal exemplars for priming
our downstream model. Our analysis and ablations show that all components help improve our
state tracking performance. Finally, we show that unlike other models which only work on spe-
cialized LMs, our proposed methods work on any sort of LM, and can be improved with additional

training.
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3.2 Related Works

3.2.1 Few-Shot Dialogue State Tracking

Nearly all recent works on dialogue state tracking leverage large pre-trained LMs to achieve
good performance [163, 164, 1]. These methods require ne-tuning on large amounts of annotated
data, whereas we hope to do well with minimal data.

Few-shot learning can be achieved in many ways, with transfer learning probably being the
most popular, where knowledge is transferred from one domain to another [124, 167]. Data aug-
mentation also supports few-shot learning by generating additional training examples from the
few-shot data [90, 91, 92, 168, 87, 169]. Clustering techniques like prototypical networks have

also shown prior success [138].

3.2.2 Meta In-context Learning with Prompting

This work leans on the few-shot techniques of meta-learning [132] and prompting with large
PLMs [156]. Meta-learning allows you to get away with only a few examples at test time by pre-
training a model to learn how to learn [170]. More recent methods which circumvent the need to
calculate second-order gradients [171] have been successfully applied to the task of DST [88], but
still require ne-tuning on the query set.

Using prompts as natural language instructions has been found to work well on a wide variety
of NLP tasks, including dialogue state tracking [172]. Prompts can be brittle, though, so prompt en-
gineering has become its own complex task with numerous ideas on nding discrete prompts [159]
or tuning soft prompts, such as through adapters [173], pre x tuning [174], or prompt tuning [175].
Others have even altered the prompt structure into code in order to t the capabilities of the net-
work [176]. Inspired by the success of meta in-context learning on classi cation tasks [177, 178],
our work aims to side-step the prompt design issue altogether. Concretely, our method applies
meta-learning to teach a model to recognize arbitrary instructions, thereby eliminating the need to

rely on domain expertise to craft an optimal prompt.
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Figure 3.2: Our method SM2 includes (1) meta-learning with various support sets, (2) saliency
Itering to remove irrelevant utterances and (3) improved exemplar retrieval from a few-s hot
candidate pool. Exemplars are full utterances with dialogue context, which we display as short
phrases for illustrative purposes only. They are concatenated and fed into the model for prediction
in Step (4). Items in green boxes, including the target value, are only available during meta-
training. Purple items are raw text, while yellow ones represent their embedding vectors.

3.2.3 Exemplar Retrieval

Lastly, our work is related to retrieval with dense vectors to nd good exemplars for in-context
learning [179]. Using dense vectors for similarity search has been applied to dialogue in the past,
but mainly in the context of open-domain chat [180, 181] or knowledge-base retrieval [182]. [176]

is concurrent work that leverages embeddings to search for exemplars in dialogue.

3.3 Our Method

This section describes our proposal @tabilized dialogue state tracker, which leveralyesta
in-context learning, dialoguBummarization and a nové ulti-part training loss for ne-tuning a

retrieval model, which we refer to &M2 for short.

3.3.1 Preliminaries

The goal of dialogue state tracking (DST) is to extract key information from the conversation
as a means of understanding the customer's intentions in each dialogue turn. More formally, given
the dialogue history = f 1— 1— o— >—e¢ee—gcomposed of a series of utterances between a

customer gand an agentg the model should predict the cumulative dialogue state up to cu@rent
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th turn. This state is represented as a s¢tlomain, slot, valuefuples, which our system produces

by iterating over valid domain-slot pairs and then aggregating all non-null, predicted values for
the given turn. A few-shot setup only allows access to K% of the available labeled data, with
k=[1,5,10] for our experiments, where samples are randomly selected from the full labeled dataset.
While we compare to modetsained on k-shot data, our system actually goes a step further since
our eventual model receive® gradient signafrom the task-speci ¢ data and instead relies solely

on in-context learning to perform inference.

3.3.2 Stabilized Meta-learning

The intuition behind prompting is that large PLMs understand instructions when written in
natural language [100]. Thus, we write natural language patterns in an attempt to elicit the dialogue
state from the model. However, as previously discussed, minor tweaks in the prompt text may
cause extreme changes in the generated output, leading to highly unstable results [158]. Recent
works on Meta-ICL [177, 178] have shown promise in stabilizing the variance of prompts such that
crafting the perfect prompt is no longer necessary, and instead, any reasonable natural language
prompt will suf ce. Classic meta-learning leverages abundant labeled data from support sets to
adapt a model to quickly learn a limited-data target task, denoted as the query set. [132] proposes
MAML that simulates the inner adaptation step during meta-training by conducting a temporary
one-step update before computing the loss. Afterward, a costly second-order gradient is calculated
in the outer loop to train the model for faster future adaptations. To get around the expensive
loss calculation, variants such as FOMAML have since been developed [170, 171]. Meta-ICL
ingeniously avoids this calculation by replacing the inner adaptation step with in-context learning,
which does not require computing gradients! More speci cally, in-context learning refers to the
use of exemplars to guide the model towards exhibiting ideal behavior. Critically, these exemplars
are included as part of the standard model input and thus do not require gradient updates to provide
a useful boost.

Following the idea of Meta-ICL, we consider each dataset as a single task and treat MultiwOZ
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as the held-out target task. Speci cally, all support datasets are transformed into the DST format
for meta-training, where the in-context inner loop consists of support set training examples. Al-
though the model does not learn about the query set in meta-trainiadamiliarizing itself with
complex DST prompts during that time, allowing it to quickly adapt to the target task in meta-
testing. Furthermore, since the prompt meaning is learned during meta-training, theoretically, any
prompt can be used to instruct the model, including prompts constructed from random tokens (See

Table 3.2).

3.3.3 Dialogue Compression

Condensing the dialogue context not only ts more exemplars into the model input sequence
but also helps the model focus on more relevant text for predicting dialogue states. We introduce

two general ideas under the umbrella of compressing long dialogues into shorter input sequences.

Context Summarization As the task name implies, DST requires tracking dialogue states over
long periods of time, including slot values that were carried over from the start of the conversation.
Indeed, initial experiments validated a monotonic decrease in joint goal accuracy as each marginal
utterance was removed. Therefore, as an alternative to simply removing prior utterances, we pro-
pose summarizing the dialogue history instead. The summary of all prior turns is represented as the
predicted dialogue state up to that point, which is represented as a series of (domain, slot, value)
tuples. We tried further limiting the input length by only including state tuples directly related to

the current slot prediction but surprisingly found that this formulation of the summary fared worse.

Saliency Filtering Many sentences within a conversation do not contain valuable information,
such as "Thanks, that is all | need today."” or "Good bye". In order to lter away these lines, the
rst instinct is to train a large model, but our situation only has access to a few labeled examples,
so to keep things simple, we instead gather a small handful of heuristics to identify non-salient
utterances. For example, lines that discuss a "reference number” or are excessively terse are tar-

geted for removal. We verify the performance of our heuristics on the limited few-shot examples,
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where we heavily weight the model's recall of salient utterances over its precision. We take a very
conservative approach since accidentally dropping a single relevant sentence can cause a severe

penalty in joint goal accuracy.

3.3.4 Multi-part Retrieval Training

Exemplars are the only guiding signal when dealing with in-context learning, so selecting qual-
ity cases is of utmost importance. To do so, we ne-tune the sentence embedder used during

retrieval by taking advantage of the limited, few-shot data available.

Exemplar Retrieval Exemplars are retrieved based on their proximity to the query example.
Concretely, we rst encode all available exemplars into a shared embedding space using an SBERT
embedder [183] where the raw text fed into the embedder is the exemplar's dialogue history. For
each incoming query, we encode the instance in the same manner and then compare their embed-
dings to rank the closest exemplars in the few-shot candidate pool (Step 3 in Figure 3.2). Finally,
we keep pulling exemplars from the top of the stack to feed into the model until the entire context
length of 512 is at capacity. Since the exemplar embeddings are pre-computed, looking for similar

exemplars during inference is a very quick operation.

Embedder Fine-tuning To improve the performance of our retrieval model, we explore two cat-
egories of training techniques. Inspired by the rise of contrastive learning [184] as a pre-training
method for NLP tasks [185, 186], we rst study eD@TRASTIVE loss which brings positive ex-
amples closer together while pushing negative examples further apart. In our case, exemplars
sharing the same domain and slot are positive (Y=0), while all others are negative (Y=1). The loss
becomes:

Lossi8—0=

»B8BCs- I°Y% | 'Ef<oelo-< 38BCs- IPo°df (3.1)

wherel g represents the embedding vector for utteraBadile < is a margin, set to 1. We
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explored various distance functions (e.g. euclidean) and found that distance based on cosine simi-

larity worked best:
g Io

388G |L=1 2 9%
50 19 ilg jld

(3.2)

Since we retrieve exemplars based on cosine score, we can directly optimize for this as a second
technique with a MAN-SQUARED ERRORI0ss. More speci cally, the positive pair is assigned a
target score of 1 when the two examples share the same domain and slot and 0 otherwise, mirroring
the setup of the contrastive loss. The model's predicted cosine score is then compared against this
target to calculate an averaged L2 loss. We genérptars for each off exemplars, and train our
ranker with:
160
18- jjTarget8—9 Pred8-%9j° (3.3)
81 o1

Multi-part Modi cation ~ The standard method for selecting negatives has a few drawbacks since
all negatives are treated the same. While this is necessary for unsupervised contrastive learning,
our case deals with labeled exemplars. Even binary labels would provide a useful training signal,
but we even have varying degrees of similarity. In particular, a positive example would be an
exemplar that has a matching domain, slot, and value. However, exemplars that contain a matching
domain or slot still deserve partial consideration rather than being deemed a pure negative example.
Consequently, we introduce alTI-CONTRASTIVE loss where the different elements of domain,

slot, and value are considered positive attributes, weighted with their respective lambdas. These

coef cients were chosen by tuning on a held-out development set:
3, B, _E _=
Losg8-B= =——==—>38BCs- I°Y% | - <0G0-< 38BGs- l°o0¢f (3.4)

where:

3=3 p=7- =10- _-=10- <0A68=10 (3.5)
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For a nalloss function, we also test a novel cosine similarity loss where the target label is modi ed
to include multiple parts, MLTI-MSE. The target is altered such that a matching domain for each
pair gets 3 = 03, a matching slot receives anothas = 03 boost, and matching values get an
additional_g = 04, where the weights are derived by tuning on the dev set. The nal target score
is the cumulative sum of the three components - positive pairs sharing all elements get a full score
of 1, negative pairs with no matching elements receive a 0, and most pairs lie somewhere in the

middle.

o)
Target8—9= _41fdg= 49384 2 f3—BgE (3.6)
4

st. 3, B, =1

3.3.5 Model Input

The eventual sequence we feed into the model takes all of the above ideas into account. We
start with a context summary represented as the predicted dialogue state, followed by the current
turn, which consists of two utterances. Each utterance includes a sgmgeat> or <customer>
token for the respective speaker. Next, a separator token is added, along with a discrete prompt
describing the domain and slot. Lastly, we prepend as many exemplars as we can t into the
model's maximum token length, truncating from the beginning when necessary. This results in a

nal model input of:

» 4G4<?;,0AB3A4E380;>6BC0Z864=CDCL

»DBC><4BCGG B4? | »?A><?@B0; D%

Notably, the nal[value] token is only present during meta-training and belongs to the support

datasets. This value is precisely what we hope to predict when testing the left-out query set.
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Dataset # Dialogs # Domains # Slots
MultiwOZ [187] 8,438 7 24
SGD [129] 16,142 16 214
GSIM [188] 1,500 2 13
DSTC2 [113] 1,612 1 8
ABCD [122] 8,034 30 231

Table 3.1: Statistics of involved task-oriented dialogue datasets. Note that the numbers reported
are for the training portions for all datasets.

3.4 Experiments

This section outlines our training implementation details as well as key experiments.

3.4.1 Training Setup

We consider Schema Guided Dialogue (SGD) [129], DSTC2 [113], Action-Based Conver-
sations Dataset (ABCD) [122], and Google Simulated Chat (GSIM) [188] as support sets (listed
in Table 3.1). We then use MultiwOZ 2.1 [118, 123] as a query set, as well as MultiwOZ 2.4
[189] which is the cleanest version of MultiwOZ at time of writing. All datasets have dialogue
compression techniques applied and use the best-performing embedder for exemplar retrieval.

For our training, we use T5 [190] with both the three and eleven billion parameter versions
(T5-3b/T5-11b), where our best models are selected through early stopping on validation data.
We set the learning rate 8 4 and employ an Adafactor [191] optimizer and cosine scheduler
with a warmup of 10,000 steps. Our best system uses an ensemble of exemplar embedders that
were trained with® = »20-30-40%and a learning rate @34 5. More details can be found in

Appendix A.

3.4.2 Prompt Variations

Model training can be considered stable if different prompts produce similar outcomes. To test
this, we collect six prompts based on common sense and prior work. As much as possible, we use

prompts designed by others to avoid biasing the rankings.
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Prompt Style, Prompt Example

Statement “The destined location of the taxi is”
Question “Where is the destination of the taxi ?”
Schema “<domain> taxi - rent cheap cabs to avoid traf-

c <slot> destination - what place you want the
taxi to take you”

Naive “destination of the taxi is”
None “taxi destination”
Random “pblue cobra”

Table 3.2: Examples for different prompt styles. Here we consider a domain of “taxi” and a slot of
“destination”.

Since LMs supposedly operate on prompts as a continuation of natural language Stagga)
mentprompt takes the form "The restaurant cuisine is <blank>," where we hope the model com-
pletes the sentence with the correct slot value. (l§)uestionprompt reverses the meaning with
"What is the restaurant cuisine?' (chemacomes from [176] and MultiwOZ 2.2 descriptions,
which aim to provide the model with the maximum amount of information. It includes a special
token, name, and full description for both the domain and slot. (See Table 31Rai{Btakes the
opposite approach by simply following the format of “<slot> of the <domain> is <blank>". (e)
Taken even further, thBloneprompt does not use any natural language at all, instead opting to
include only the domain and slot name for evaluation purposes. (f) Finally, we inclRdedm
prompt, which drops any notion of semantics by replacing the domain with a random color and the
slot with a random animal. To empathize with the dif culty of hand-engineering a prompt, note
that each option (except for random) seems reasonable, and it is hard to know a priori which one
works best.

As a baseline, we start with in-context learning without meta-training. We feed in the prompts
directly and measure their variance as the standard deviation among scores. Then, we perform
meta-learning with all prompts again and measure their results, where we expect that the variance

among the scores has now decreased.
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MRR@10 NDCG@10 MAP@100

Default 16.7% 9.59% 1.81%
Contrastive 17.4% 10.6% 2.28%
Multi-contrast 17.1% 9.89% 1.90%
Mean Squared 25.1% 15.5% 3.31%
Multi-MSE 26.8% 18.4% 5.24%

Table 3.3: Results of ne-tuning the sentence embedder with various loss functions. Multi-part
cosine is best.

Figure 3.3: Graph of precision, recall and F1 when varying the acceptance threshold. Joint goal
accuracy (JGA) correlates closely with recall due to the nature of DST.

3.4.3 Filtering Threshold

In order to verify that our saliency model successfully removes irrelevant sentences, we employ
two experts to annotate 50 dialogues, which is well below the allowed 1% of few-shot data. We
then run the saliency model on this tiny evaluation set with different Itering thresholds, ranging
from 0.1 to 0.9, with results illustrated in Figure 3.3. As the threshold increases, only sentences
with high relevance are left, as evidenced by high precision and low recall. A maximum F1-score is
reached at 0.6, but we would rather keep all relevant sentences at the expense of amassing a handful
of irrelevant sentences than risk missing important information. As a result, we choose 0.4 as the

Itering threshold, which achieves a recall of 0.998 and acceptably high precision. Qualitative

examples of irrelevant sentences that were removed can be found in section 3.5.4.
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Parameter Multiw0Oz2.1 Multiw0z2.4

Models
Size 1% 5%  10% 1% 5%  10%

TRADE [124] 12.58| 31.17| 36.19 - - -
SGPDST [176] <1B 32.11 43.1446.92 - - -
DS2-BART [192] 28.25 37.71 40.29 30.85 4253 41.73
DS2-T5[192] 33.76| 44.20 45.38 36.76 49.89 51.05
IC-DST GPT-Neo 2.7b [102] 16.70| 26.90, 31.65 17.36 29.62 34.38
IC-DST CodeGen 2.7b [102] 20.72 29.62 33.81 21(87 33.16 37.45
SM2-3b (Our Method) <100B 38.06 39.94 39.85 37.59 49{22 50.33

- Saliency Filtering 36.11 38.26 38.63 - - -

- Context Summarization 37.02 37.83 37.80 1 1 -

- Embedder Fine-tuning 27.15 30.88 31.40 1 4 -
SM2-11b (Our Method) 38.36| 44.64| 46.02| 40.03| 51.14| 51.97
IC-DST Codex-davinci 175b [102] >100B| 43.13 47.08 4867 48.35 5543 56.88

Table 3.4: DST performance using 1%, 5% and 10% of the training set. A naive prompt is used
for our method. Bolded numbers indicate the highest performance on models under 100 billion
parameters. Note that models <1B params ne-tune on task data. Ablation results are also included
for dialogue compression and embedder training.

3.4.4 Retrieval Methods

We adapt SBERT [183] to our DST task with four different objective functions: standard con-
trastive loss, multi-part contrastive loss, binary cosine similarity loss, and multi-part cosine simi-
larity loss. We test with a number of pairs per exemplar in a range from 10 to 100 in increments of
ten. We found* = 30 to work best, which we use moving forward. As a control, we also include
the default SBERT model without any further ne-tuning. We evaluate the results of training on the
few-shot examples with Mean Reciprocal Rank (MRR@10), Normalized Discounted Cumulative
Gain (NDCG@10), and Maximum Average Precision (MAP@100) as our metrics.

As is shown in Table 3.3, the multi-part cosine loss showcases the strongest ability to select
meaningful exemplars. This shows the bene t of providing partial credit to all elements of the
dialogue state. Surprisingly, though, the multi-part contrastive loss underperformed. Preliminary
error analysis revealed negative examples were successfully separated from positive examples, but
the different positive examples were mixed together. We adopt the embedder trained with the

MuLTI-MSE for all remaining experiments.
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Prompt Style , None Naive Schema Statement Question Random STDEV

Fine-Tune 353 39.2 38.7 41.1 39.3 24.7 6.02
In-Context 175 199 14.6 18.9 12.4 4.80 5.58
Pre-train 31.8 354 28.2 27.8 34.6 17.2 6.65
SM2 T5-3b 33.9 39.9 30.0 38.2 35.6 33.1 3.58
SM2 GPT-XL| 9.70 8.70 8.50 11.4 8.90 1.20 3.53

Table 3.5: Joint goal accuracy over different prompt styles. Models trained with 5% of training
data. The backbone model of Fine-tune and In-Context is T5-3b. Instability is measured as stan-
dard deviation of the accuracy scores.

3.5 Results and Analysis

The goal of this work is to achieve strong results on DST without worrying about tedious
prompt-engineering. Consequently, we rst analyze the ability of the best performing models and

then discuss performance stability across different prompts.

3.5.1 Main Results

Table 3.4 shows that methods based on in-context learning clearly surpass those based on ne-
tuning with few-shot data, as evidenced by the strong performance of SM2 as well as the concurrent
work of IC-DST [102]. In fact, our SM2-11b model is able to achieve the best joint goal accuracy
on MultiwOZ 2.1 and 2.4 for most few-shot splits when focused on models with less than 100B
parameters. Furthermore, when considering just models operating with in-context learning, SM2-
3b greatly outperforms the IC-DST 2.7b models in the same order of magnitude. We note that our
method is agnostic to model size, so it is certainly possible to combine them with systems larger
than 100B params. Doing so would likely yield strong performance without sacri cing stability.

On that note, Table 3.5 shows that models trained with SM2 exhibit roughly a 2x reduction in
variance over models trained under other regimes. While ne-tuning on certain prompts produces
some of the highest scores we observe, other prompts yield some of the lowest, highlighting how
hand-crafting prompts are wrought with danger. The instability is most pronounced for the random

prompt, which meta-learning is able to smooth over. Also worth noting is that meta-learning from
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SMZ2 is able to stabilize prompt performance across multiple model types, including sequence-to-
sequence (row 4) or auto-regressive LMs (row 5). This is in contrast to purely in-context models,
such as those that were pre-trained on code and must always obey a rigid coding structure during

inference.

3.5.2 Ablation Study

To evaluate the different contributions, we run three ablation experiments, each of which re-
moves one of the key components of SM2. The results presented in Table 3.4 show that each
change makes a noticeable impact. Without saliency Itering, model performance drops by a small
but consistent amount of roughly 1-2%. Disabling context summarization means truncating dia-
logue history to four utterances and precluding the previous dialogue state, which causes an even
bigger decrease in accuracy. Using the default SBERT embedder deals the most damage of all,
leading to a nearly 10% drop. This suggests that exemplar selection is most critical for in-context
learning methods.

The proposed ideas are also independently applicable to other NLP tasks. For example, com-
pressing inputs to t more exemplars into a model input sequence can be applied to dialogue
generation with large LMs or even reading compression, which requires reasoning over long sup-
porting paragraphs. A multi-part training mechanism can be applied to tasks that contain multiple

elements, such as the premise, hypothesis, and labels of NLI.

3.5.3 Additional Discussion

We now turn our attention to the impact of different training regimes, as shown in Table 3.5.
Fine-tuning (row 1) serves as an oracle since it represents training directly on the data in the
target domain. Unsurprisingly, SM2 reaches lower average results in comparison. In contrast,
SM2 signi cantly outperforms in-context learning (row 2) since neither performs gradient updates,
while SM2 includes a meta-learning stage. Finally, to disentangle the effects of pre-training and

meta-ICL, we also compare against a baseline that does not perform in-context learning (row 3).

42



Exemplar Retrieval

Dialogue ID Target Utterance Exemplar Score

E1l: | would love to help. any
particular food you'd like? no,
| am looking for a restaurant in 1'd just like for it to be in the east
SSNGO0074.json| themoderate price rangethat andmoderately priced.
servedvistro type food.

0.738

E2: Seventeen locations meet
your criteria. Would you prefer a 0.074
guesthouse or a hotel? A hoteljis ™

ne whichever you recommend

Saliency Filtering

<Agent>: The phone number is 01223259988. <Us&wesfect. Can
you help me with a reservation for 6 people at 14:30 this coming
: PAndpleasanakesurel-haveaconrmationnumbero-use.
PMUL0287 json|  Sunday
<Agent>:ourreservationsset!
<Agent>: What day will you be staying? <User>: Friday and Can you

book it for me and get a reference number/Agent>:Bookingwas
sueeessfulRefereneaumbers-—BMUKPTGE. Canl-helpyouwith

anhythingelseteday? <User>: | am looking to book a train that is

leaving from Cambridge to Bishops Stortford on Friday.

PMUL1635.json

Table 3.6: Examples of how exemplar retrieval and saliency Itering operate. Same colored text
represents matching domain and slots. The strikethrough of text means removal of the irrelevant
sentence by the saliency model.

Rather than learning the prompts, this baseline instead simply performs transfer learning from the
source datasets to the target dataset. Such a setup does not work as well due to the domain shift
from the source distribution to the target distribution.

Digging deeper, we notice that our method displays a meaningful jump in performance when
going from 1% to 5% data but not much when going to 10%. The increased amount of data fails
to provide much marginal value since the exemplars being selected did not change much despite
choosing from a larger candidate pool. Instead, the nite sequence length became the bottleneck
on downstream accuracy.

The performance of the in-context methods is interesting in its own right. Statement prompt
does best, while Random does worst, but despite having no training, is well above chance. This

surprising result con rms other research on prompt analysis, which found that large PLMs some-

43



times perforntoo well implying that the models are actually paying attention to super cial cues

rather than truly understanding the text within a prompt [193, 194].

3.5.4 Qualitative Analysis

The top half of Table 3.6 shows an utterance wittorhain=restaurarit and “slots=price

range, food type Despite having minimal n-gram overlap with the example, the rst exemplar,

E1, receives a high score by matching the same domain and slot of the target utterance. On the
other hand, the second exemplar, E2, discusses an entirely different topic, producing a low score.

This demonstrates the effectiveness of the sentence embedder in distinguishing the value of these
exemplars. The bottom half of Table 3.6 shows how the saliency model successfully conserves a

large amount of token space. Short sentences and those void of any dialogue state information are
safe for removal. When all sentences in an utterance are ltered, then we also remove the asso-

ciated speaker token. Despite our conservative thresholds, the majority of useless information is

successfully trimmed out to allow the model to focus on the most pertinent areas instead.

3.6 Limitations

Our method is model-agnostic and can be combined with the larger pre-trained model with
over 100 billion parameters for further improvement on the DST task. However, due to the budget
limit, this is unlikely to be directly validated. Ironically, our method also has the limitation that it
cannot be combined with smaller models since the emergent behavior of being able to understand
prompts only seems to occur with suf ciently large pre-trained models.

Separately, the proposed saliency Itering and the exemplar retrieval module are designed
based on the dialogue state tracking task but not speci cally for the MultiwOZ dataset. As a re-
sult, we planned to apply our framework to other task-oriented dialogue datasets, e.g. SGD [129]
to verify that our framework is generalizable, but have not done so yet due to time constraints.
We also ran our experiments with a different model type in GPT-XL but did not have a chance to

properly tune the parameters, leading to low performance.
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We would have liked to run our experiments with different random seeds. Considering the
stability of our framework among different prompt styles, different random seeds should not cause

high variance. However, we still need to run experiments to verify this assumption.

3.7 Summary

In this chapter, we present a method of performing few-shot dialogue state tracking by lever-
aging large pre-trained LMs with prompts. Our technique does not require any gradient-based
training for the target task and instead relies on in-context learning to guide model generation.
To enable success in this low-resource setting, we stabilize training across prompts with Meta-
ICL, apply saliency ltering and context summarization to reduce dialogue length, and ne-tune a
sentence embedder with a custom loss objective to improve exemplar retrieval. These techniques
combined allow us to reach state-of-the-art results on MultiwOZ when limited to models under
100 billion parameters.

While in-context learning enables large language models (LLMs) to adapt to various domains
and meta-in-context learning enhances their ability to adjust to new domains in few-shot scenarios,
studies such as [195, 196, 197] indicate that domain-speci ¢ pre-training yields superior results.
Therefore, in the upcoming chapter, we propose the pre-training of a dialogue-speci ¢ language
model. Additionally, we will introduce DialogStudio, the most extensive dialogue dataset collec-

tion to date, which will be used for this pre-training effort.
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Chapter 4: Pre-Training for Task-Oriented Dialogues

Despite advancements in conversational Al, language models encounter challenges to handle
diverse conversational tasks, and existing dialogue dataset collections often lack diversity and com-
prehensiveness. To tackle these issues, we introduce DialogStudio: the largest and most diverse
collection of dialogue datasets, uni ed under a consistent format while preserving their original
information. Our collection encompasses data from open-domain dialogues, task-oriented dia-
logues, natural language understanding, conversational recommendation, dialogue summarization,
and knowledge-grounded dialogues, making it an incredibly rich and diverse resource for dia-
logue research and model training. To further enhance the utility of DialogStudio, we identify
the licenses for each dataset and design domain-aware prompts for selected dialogues to facilitate
instruction-aware ne-tuning. Furthermore, we develop conversational Al models using the dataset
collection, and our experiments in both zero-shot and few-shot learning scenarios demonstrate the
superiority of DialogStudio. To improve transparency and support dataset and task-based research,
as well as language model pre-training, all datasets, licenses, codes, and models associated with

DialogStudio are made publicly accesstble

4.1 Introduction

Recent years have seen remarkable progress in Conversational Al, primarily driven by the
advent of language models [60, 61, 198, 62, 63, 199]. Despite the advancements, these models
often fall short when handling various tasks in a conversation due to the lack of comprehensive
and diverse training data. Current dialogue datasets [200, 201, 202, 203] are typically limited in
size and task-speci ¢, which thus results in suboptimal ability in task-oriented model performance.

Additionally, the lack of dataset standardization impedes model generalizability.

https://github.com/salesforce/DialogStudio
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NLU++ [204], BANKING77-00S [205], BANKING77 [206],
RESTAURANTSS8K [207], CLINC150 [208],
NLU CLINC-Single-Domain-O0S-banking [205],
CLINC-Single-Domain-O0S-credit_cards [205], HWU64 [209], SNIPS [210]
SNIPS-NER [210], DSTC8-SGD [207], TOP [211], TOP-NER [211],
ATIS-NER [212], ATIS [212], MIT-MOVIE [213], MIT-RESTAURANT [213]

KVRET [214], AirDialogue [131], DSTC2-Clean [115], CaSiNo [215],

FRAMES [216], WOZ2.0 [115], CraigslistBargains [217], Taskmasterl [130],
Taskmaster2 [130], Taskmaster3 [130], ABCD [218], MulDoGO [219], BiTOD [200],
TOD SimJointGEN [220], SimJointMovie [220], SimJointRestaurant [220],

STAR [221], SGD [222], MultiwOz2_1 [223], MultiwOZz2_2 [125],

HDSA-Dialog [218], MS-DC [224], GECOR [225], Disambiguation [226],
MetalWOZ [227], KETOD [228], MuDoCo [229]

SQA [230], SParC [231], FeTaQA [232], MultiModalQA [233], CompWebQ [234],
CoSQL [235], CoQA [236] , Spider [237], ToTTo [238], WebQSP [239],

KG-Dial WikiSQL [240], WIKITQ [241], DART [242], GrailQA [243], HybridQA [244],
MTOP [244], UltralChat-Assistance [245], Wizard_of Wikipedia [246]
Wizard_of_Internet [247]

TweetSumm [248], SAMSum [249], DialogSum [250], AMI [251], ICSI [252]
QMSum [253], MediaSum [254], ECTSum [255],
SummScreen_ForeverDreaming [256], SummScreen_TVMegaSite [256]
CRD3 [257], ConvoSumm [258]

ChitCHAT [259], SODA [260], Prosocial [261], HH-RLHF [262]
Empathetic [263], ConvAlI2 [264], AntiScam [51], PLACES [265]

SalesBot [266], Redial [267], Inspired [268]
DuRecDial 2.0 [269], OpendialKG [270]

Dial-Sum

Open-Domain

Conv-Rec

Table 4.1: All datasets included in DialogStudio, divided into the domain of Natural Language
Understanding (NLU), Task-Oriented Dialogue (TOD), Knowledge-Based Dialogue (KG-Dial),

Dialogue Summarization (Dial-Sum), Open-Domain Dialogue (Open-Domain), Conversational
Recommendation (Conv-Rec).

Some recent works [60, 245, 271, 272, 273] have introduced a large collection of datasets,
which includes diverse tasks based on public datasets. For instance, FlanT5 [60] presents the an
collections with a wide array of datasets and tasks. However, only a few of them are relevant to
conversational Al. Although DialogZoo [274] and OPT [275] have incorporated collections with
several dialogue datasets, these collections remain inaccessible to the public. Other efforts like
InstructDial [272] and ParlAl [276] consist of more dialogue datasets, but they lack diversity and

comprehensiveness. For instance, ParlAl mainly includes open-domain dialogue datasets, which
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are exclusively accessible through their platform. Additionally, these collections often process
datasets into a sequence-to-sequence format to support language model training, featuring dialogue
context and system response, but they often omit other vital dialogue information, which hinders
their usage for research interest on individual datasets and tasks.

To overcome the aforementioned challenges, we introduce DialogStudio, a large and compre-
hensive collection of 80 publicly available dialogue datasets uni ed under a consistent format. The
details and sources of 80 datasets can be found in Table 4.1. By aggregating dialogue from var-
ious sources, DialogStudio promotes holistic analysis and the development of models adaptable
to a variety of conversational scenarios. The collection spans an extensive range of domains, as-
pects, and tasks, and it includes six dialogue categories: Open-Domain Dialogues, Task-Oriented
Dialogues, Natural Language Understanding, Conversational Recommendation, Dialogue Sum-
marization, and Knowledge-Grounded Dialogues. Thus, it can provide support for research in
both individual dialogue tasks and large-scale language pre-training.

DialogStudio stands out not only for its comprehensive coverage but also for its accessibility.

It offers easy access with a uni ed format and documents. A straightforipati dataset 1°
command through HuggingFace allows users to seamlessly interact with the collection, and we
have included documentation for each dataset to enhance usability. We anticipate that this col-
lection will enable comprehensive and standardized training and evaluations of dialogue models,
fostering fair comparisons and propelling further advancements in Conversational Al.

Furthermore, we identify the dialogue domains of each dialogue and create tailored prompts
accordingly. Utilizing selected datasets from DialogStudio, we develop a suite of instruction-aware
models, known as DialogOhana, spanning from 220M to 3B parameters in capacity. These models
have the ability to handle various external knowledge and are adept at both response generation
and general tasks. The main contributions of this chapter are as follows:

« We introduce DialogStudfg a meticulously curated collection of 80 dialogue datasets. These

datasets are uni ed under a consistent format while retaining their original information, provid-

2https://huggingface.co/datasets/Salesforce/dialogstudio
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(a) Dataset Distribution

(b) Domain Coverage of TOD

Figure 4.1: (a) is the distribution of all datasets in DialogStudio. The outer and inner circles list
the names of datasets and the associated categories, respectively. (b) illustrates covered domains
of Task-Oriented Dialogues in DialogStudio.
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ing a comprehensive and diverse resource for both dialogue research and model training.

» To promote transparency and facilitate research, we made our collected datasets publicly ac-
cessible. Furthermore, we also release our pre-processing, data cleaning, and formatting code,
along with documentation.

* We release DialogOhana models, which outperform existing conversational models on both zero-

shot and few-shot abilities.

4.2 Data analysis

4.2.1 Data Visualization

The dialogue datasets are compartmentalized into several cate@pms:Domain Dialogues
Task-Oriented Dialogues (TODINatural Language Understanding Dialogues (NL.@pnversa-
tional Recommendation (Conv-Rgb)alogue Summarization (Dial-SupgndKnowledge-Grounded
Dialogues (KG-Dial) Figure 4.1a presents an overview of DialogStudio's dataset categories.
Note that the category boundaries are fuzzy as some datasets span multiple categories. For in-
stance, SalesBot [266] contains both casual and task-oriented conversations. Analogously, Multi-
WOZ [187], a task-oriented dialogue corpus, incorporates knowledge bases and dialogue acts to
enhance knowledge-grounded generation. Additionally, DialogStudio demonstrates its diversity

by covering a wide range of domains, part of which is shown in Figure 4.1b.

4.2.2 Data Quality Investigation

Due to the existence of noise in dialogue, we develop a simple yet effective way to verify the
guality of the datasets. Speci cally, we employ ChatGPT (GPT-3.5-turbo) to evaluate the quality
of system responses based on three perspectives [277,i260hformativeness, relevance, and
overall quality. Informativeness re ects whether the response provides unique and non-generic
information that is speci c to the dialogue context. Relevance demonstrates whether the response
covers the related domains and intents as in the immediate dialogue. Overall quality comprehen-

sively rates the quality of dialogue. All scores are in the range of 1-5. We delicately design the
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(a) DSTC2, =354  (b)DSTC2,” =377  (c) DSTC2,” =355

(d) FRAMES,” =321 (e) FRAMES, =376 (f) FRAMES, =331

(g) WOZz2,” = 3458 (h) WOz2,” =400 (i) WOZz2," =360

Figure 4.2: The score distribution for the quality of responses w.r.t. given dialogue context.

prompt by explaining the three perspectives and ask the ChatGPT masigttly rate the score.

After aligning ChatGPT and human veri cation on sampled dialogues, we view a score greater or
equal to 3 as a good quality response. The distributions of those scores on three datasets are illus-
trated in Figure 4.2. We also reveal the average score asitheach sub-caption. In general, the
dialogue response is related to the dialogue context. However, we also obseRRANIEF201]

has a slightly lower informativeness score compared to the other two datasets. We hypothesize that
responses ilFRAMESheavily rely on both the dialogue context and external knowledge bases,
which enlarges the dif culty for human annotators to create informative responses. Another rea-
son is thaFRAMEScontains greeting responses, which is also less informativeness. We release the

quality scores for those dialogue datasets, which bene ts future research w.r.t. dialogue qualities.
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4.3 Datasets Uni cation and Access

We collect and process 80 datasets, which totally results in more than one million dialogs
involving different domains, types, and tasks. Since these datasets originally contain various infor-
mation and formats, we propose a uni cation strategy to process all the datasets such that they can

be loaded in the same data loader.

4.3.1 Unication

Before unifying the format of those datasets, we xed several issues as follows: 1) we remove
those dialogues labeled as multi-turn dialogues, but actually, with only one turn and miss either
user utterance or system utterance. 2) We manually check the individual dialogues. If one dialogue
contains one or more empty user or system utterances, we |l utterances based on corresponding
dialogue contexts, dialogue acts, and dialogue information.

Additionally, we recognize the success of instruction tuning for dialogue models, and thus,
we manually pre-de ne ve different prompt templates for multi-turn dialogue datasets, such as
This is a bot helping users to {Task_Domain}. Given the dialogue context and external database,
please generate a relevant system response for theTisefTask _Domain}s associated with the
dialogue domain, and we manually create a corresponding description. For example, if a dialogue
is of domaintravel, we set{Task_DomainJasbook a trip A concrete example of the prompt is
demonstrated in Figure 4.3.

Next, we construct a uniform JSON dictionary format to store all relevant information of each
dialogue as illustrated in Figure 4.3. Compared with existing works, DialogStudio covers more di-
alogue information, and it is easier to retrieve the information for arbitrary dialogue-related tasks.
Concretely, we include all dialogue-related information, such as the dialogue ID, data split la-
bel, domain, task, and content. Additionally, we identify the external knowledge, dialogue state
tracking (DST) knowledge, and intent knowledge in the dialogue, which is the most bene cial

knowledge for a dialogue.
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Figure 4.3: A dialogue format example. Left: original example, right: converted example. Here
We only show the rst turn and partial information.

Regarding external knowledge, we construct it based on information such as databases and
dialogue acts. Since each dialogue dataset focuses on speci ¢ tasks or domains and has a different
database and annotation schema, we unify such informatiomxtéonal knowledge~or example,
if the user is looking for a hotel and asking for its address, the system response should be based
on both the search results from the database and the dialogue context. To simulate the realistic
situation and avoid directly providing the model with the ground truth resulting hotel, we also
randomly sample four other candidate results and mix them with the ground truth result. All
information is attened and converted into a string as external knowledge.

To complete tasks and generate coherent responses, a dialogue system needs to track users'

requirements for the task. Those requirements are usually represented as dialogue states. For
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example, regarding the hotel booking task, a dialogue system needs to extract information such as
price range and locations to enable searching hotels in the database. The type of dialogue states
varies across different tasks and datasets. As such, it is hard for dialogue systems to predict the
values of those dialogue states if they do not know the speci c dialogue states the task covers.
Therefore, we propose to insert the schema, consisting of pre-de ned dialogue state types and
values for each task, into the input sequence. For datasets like SGD [222], which already provides
annotation schema, we directly convert the dictionary-structured schema into a string. For the rest
of the datasets that have no such schema le, we iterate over all dialogues and collect potential state
annotations to construct a schema. We provide domains, slot types, and slot values in the schema
string. For those categorized dialogue slots like “hotel star-ratings”, which have a xed number of
candidate values, we provide all possible values. For others that have unlimited possible values,
e.g., “stay night”, we randomly sample ten values such that a model can learn what slot values are
relevant to these slot types. We put the turn-level ground-truth DST information in “dst” and the
general DST information under “dst knowledge”, as presented in Figure 4.3.

Analogously, intent prediction also requires models to know all possible intent types for each
task. Therefore, we extract the schema directly from the schema le if it exists. As to datasets
without schema, we also iterate over all dialogue in the dataset to collect all potential intents.
Then, we put the turn-level ground-truth intent information into "intent”, and the general intents
under "intent knowledge", as presented in Figure 4.3. Note that not all datasets provide detailed
annotation for dialogue states, intents, or even databases. For dialogue state tracking and intent
classi cation tasks, we only process dialogues with corresponding annotations. Since all data is
used for response generation, we leave the external knowledge value for the database blank if there

is no related database in the original dataset.

4.3.2 Access and Ethics

As aforementioned in the format, our DialogStudio data is easy to access via the JSON les.

We publish datasets on both GitHub and HuggingFace. GitHub mainly stores selected dialogue
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examples and relevant documents. We sample 5 original dialogues and 5 converted dialogues for
each dataset to facilitate users in comprehending our format and examining the contents of each
dataset. The complete DialogStudio dataset is maintained in our HugginFace repository, where all
the datasets can be directly downloaded or loaded with the Hugginggaate dataset 1° API.

We will continuously maintain and update both GitHub and HuggingFace.

DialogStudio is built based on public research datasets, and weragidal licensesfor all
datasets. All of them support academic research, and part of them support commercial usage. Our
code is under the widely used Apache 2.0 license.

Regarding the ethical concerns, we admit that DialogStudio is collected by the authors of this
work and we did not hire external annotators. Since it contains uni ed datasets across several
categories, it supports various research purposes, from individual tasks and datasets to language

model pre-training.

4.4 Experiments

In this section, we present the pre-training details, methodologies, and metrics used to assess
the performance of our DialogOhana model. The evaluation process aims to measure the model's

ability to both solve task-oriented dialogues and understand general prompt-based instruction.

4.4.1 Model Pre-training

In this section, we introduce more details about how we conduct our pre-training. In regards to
training models, we mix several datasets from DialogStudio.

For task-oriented and conversational recommendation datasets, we selected dialogues from a
range of sources, including KVRET [214], AirDialogue [131], DSTC2-Clean [115], CaSiNo [215],
FRAMES [216], WOZ2.0 [115], CraigslistBargains [217], Taskmaster1-2 [130], ABCD [218],
MulDoGO [219], BiTOD [200], SimJoint [220], STAR [221], SGD [222], OpenDialKG [270] and
DuRecDial-2.0 [269]. Meanwhile, for knowledge-grounded dialogues, we drew upon dataset from

SQA [230], SParC [278], FeTaQA [232], MultiModalQA [233], CompWebQ [234], CoSQL [235].
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For open-domain dialogues, we sample dialogues from SODA [260], ProsocialDialog [261], and
Chitchat [259].

For each dialogue dataset, we sample at most 11k dialogues. Additionaly, we extracted around
11k dialogue turns from question-answering dialogues featured in RACE [279], Narrative QA [280],
SQUAD [281], MCtest [282], OpenBookQA [283], MultiRC [284]. Here, a dialogue turn refers
to a pair consisting of a dialogue context and its corresponding system response. The rest of the
datasets in DialogStudio are preserved for future evaluations and downstream ne-tuning.

For each dialogue during the training, we shape the available external knowledge into a string,
which is included in the dialogue context, and instruct the model to generate a dialogue response
based on external knowledge. We use the formsatruction \n <USER> user utterance <SYS-
TEM> system response <USER> ... <USER> user utterance \n <EXTERNAL KNOWLEDGE>
supported knowledge train the model, whereUSER>, <SYSTEM>and<EXTERNAL KNOWL-
EDGE> are special tokens.

We follow the public HuggingFace transformer code [43, 285] to train the model. For initial-
izing our models, we adopt T5 [94] and Flan-T5 [60] as starting points to respectively establish
DialogStudio-T5 and DialogStudio-Flan-T5. For the training of DialogStudio-Flan-T5, we ex-
clude all translation-oriented tasks, limiting the sample size for each Flan task to a maximum of
150 examples. This leads to a cumulative total of 140,000 samples. We train the model up to 3
epochs with b oatl6 precision, a total batch size of 64. We set a constant learning rate of 5e-5
and 3e-5 for the large model and the 3B model, respectively. Experiments are conducted using 16

A100 GPUs, each with 40GB of GPU memory.

4.4.2 Evaluation for Response Generation

Settings. We evaluate the performance on MultiwOZ 2.2 [125], which is one of the largest and
most widely used multi-domain task-oriented dialogue corpora with more than 10000 dialogues.
Each dialogue involves with one or more domains sucfirag, Restaurant, Hotel, Taxand

Attraction The dataset is challenging and complex due to the multi-domain setting and diverse
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linguistic styles. Note that we exclude the MultiwOZ dataset during the pre-training stage in case
of data leakage.

We consider the lexicalized dialogue-act-to-response generation task where the model needs to
consider both the dialogue context and the dialogue acts during generation. We follow the prompt
from [286] to instruct models, i.eContinue the dialogue as a task-oriented dialogue system called
SYSTEM. The answer of SYSTEM should follow the ACTION provided next while answering the
USER's last utterance

We focus on zero-shot or few-shot evaluation and report the ROUGE-L and F1 score [276],
where ROUGE-L measures the longest common subsequence and F1 measures the Unigram F1
overlap between the prediction and ground-truth response. For the few-shot setting, we sample
50 dialogues from the training set [65] to ne-tune the model and use the original test set for
evaluation.

Baselines.We consider GODEL [65] and Flan-T5 [60] as our baselines. GODEL is a T5-based
large pre-trained model for goal-oriented dialogues. It is pre-trained with 551M multi-turn Reddit
dialogues and 5M knowledge-grounded dialogues. Flan-T5 is an instruction-aware model. It is
also initialized from T5 and pre-trained on the Flan collection, which consists of more than 1800
tasks and 400 datasets, including dialogue datasets.

Results. Table 4.2 presents the zero-shot and few-shot testing results. It is clear that DialogOhana
signi cantly outperforms baselines on zero-shot learning, showing strong zero-shot generalized
ability on response generation. DialogOhana-base outperforms GODEL-large and Flan-T5-large

on few-shot learning, regardless of the much smaller model size.

4.4.3 Evaluation on Super-Naturallnstructions

Settings. NIV2 [285] introduces an instruction-tuning benchmark with more than 1600 tasks.
We select 3 categories with 44 tasks from the held-out test set, which consists of 154 tasks, i.e.,
Coreference Resolution, Dialogue Act Recognition, and Textual Entailment. The selected tasks

and datasets are unseen in the training stage. Speci cally, we follow all settings, including metrics
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Zero-Shot Few-Shot
ROUGE-L Fl1 | ROUGE-L F1
Flan-T5-base [60] 6.53 0.0f7 42.74 0.47
GODEL-base [65] 12.43 0.14 41.90 0.46
DialogOhana-base 32.77 0.35 46.89 0.52
Flan-T5-large [60] 18.86 0.21 46.09 0.51
GODEL-large [65] 13.57 0.14 46.06 0.51
DialogOhana-large  36.28 0.39 49.10 0.54

Table 4.2: Zero-shot and few-shot results on MultiwOZ 2.2.

CR DAR TE avg. avg.
(14 tasks) (7 tasks) (27 tasks)| (48 tasks) (154 tasks)

OPT-30B [61] 21.3/1.1 35.2/41 40.3/0.8  32.3/2.0 -
OPT-IML-30B [275] 37.4/41.6 51.4/51.8 54.7/47.8 47.9/47.1 -
OPT-175B [61] 21.0/4.2 37.1/16.8 41.6/22 33.3/7.7 -
OPT-IML-175B [275] 39.0/49.8 61.260.2 54.3/51.0 51.553.6 -
Tk-INSTRUCT-11B [285]| 32.3/62.3 51.89.6 55.064.1| 46.165.3 46.160.1
TKk-INSTRUCT-3B [285] | 38.7/44.9 45.7/53.0 48.8/46.0 44.4/48.0 43.0/54.3
DialogOhana-3B 41.363.2 57.5/64.1 52.3/58.7 50.4/62.046.358.2

Table 4.3: 0-shot/2-shot ROUGE-L testing results on unseen datasets and unseen tasks. The results
of baselines are reported by original papers. CR, DAR, and TE are abbreviations for Coreference
Resolution, Dialogue Act Recognition and Textual Entailment, respectively.

in [285] and ne-tune DialogOhana-3B on the 756 training tasks, each task with 100 examples,
and we ne-tune it for 3 epochs.

Baselines.OPT [61] is a set of open decoder-only transformer models pre-trained on 180B tokens.
OPT-IML [275] is an instruction meta-learning model based on the OPT-IML bench with more
than 1500 tasks. Tk-INSTRUCT [285] is initialized from T5 and further pre-trained based on
NIV2 collections. Note that we neglect Flan-T5 because it trains with all the downstream datasets
and tasks.

Results. Table 4.3 shows the 0-shot and 2-shot results on unseen datasets and unseen tasks.
Based on the average performance on 48 tasks, DialogOhana-3B outperforms OPT-IML-175B
by 8.4% on 2-shot learning with more than 50 times fewer model parameters, and it surpasses
Tk-INSTRUCT-11B by 4.3% on 0-shot learning with more than 3 times fewer parameters. The

performance demonstrates the strong generalization ability of DialogOhana-3B. Compared with
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MMLU BBH
0-SHOT 5-SHOT| 3-SHOT
TK-INSTRUCT 11B [285] - 41.1 32.9
LLAMA 13B [63] - 46.2 37.1
Vicuna 13B [289] - 49.7 37.1
Flan-T5-Large [60] 41.5 41.9 37.1
Flan-T5-XL [65] 48.7 49.3 40.2
OPT-IML-Max 30B [275] 46.3 43.2 31.3
' DialogStudio-Flan-T5-Large ~ 40.1  40.9|  34.2
DialogStudio-Flan-T5-3B 48.3 47.8 40.3

Table 4.4: Test results on MMLU and BBH. Results come from original papers and InstructE-
val [290]

Tk-INSTRUCT-3B, DialogOhana-3B achieves 6.0% and 4.0% improvements on 0-shot and 2-shot
learning, respectively. Given that both Tk-INSTRUCT and our DialogOhana are ne-tuned from
the T5 model, this improvement indicates the effectiveness of pre-training with our dialogue col-

lection, DialogStudio.

4.4.4 Evaluation on MMLU and BBH

Table 4.4 presents results on MMLU [287] and Big Bench Hard (BBH) [288]. When comparing
the performance of DialogStudio-Flan-T5 with Flan-T5, we observe a minor decrease. However,

this is accompanied by a signi cant improvement in dialogue capabilities.

4.5 Summary

In this work, we introduce DialogStudio, a uni ed and diverse collection of 80 dialogue datasets,
retaining their original information. Utilizing DialogStudio, we developed the DialogOhana mod-
els, demonstrating superior performance in both zero-shot and few-shot learning scenarios. We re-
lease both DialogStudio and DialogOhana to foster transparency and support research into datasets,
tasks, and pre-training models for conversational Al.

So far, we have explored three modeling approaches for tackling few-shot problems in task-

oriented dialogue (TOD): meta-learning, meta-in-context learning, and pre-training. Two of these
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methods have been evaluated using the MultiwOZ dataset [118]. However, we have identi ed
issues with annotation inconsistency within MultiwOZ. In the next chapter, we will discuss the
inconsistency issue and our efforts to enhance this TOD benchmark. Speci cally, we will rst
address and correct the inconsistent annotations to ensure a more reliable evaluation. Subsequently,

we will expand MultiwOZ into a multilingual dataset.
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Chapter 5: Benchmark Improvement and Extension for Task-Oriented

Dialogues

In this chapter, we will discuss our work on improving MultiwOZ [118], one of the most
popular multi-domain task-oriented dialog datasets. Our improvements are divided into two parts.
For the rst part, we identify an overlooked issue with dialog state annotation inconsistencies in the
dataset, where a slot type is tagged inconsistently across similar dialogs leading to confusion for
DST modeling. We propose an automated correction for this issue, which is present in 70% of the
dialogs. Additionally, we notice that there is signi cant entity bias in the dataset (e.g., “cambridge”
appears in 50% of the destination cities in the “train” domain). The entity bias can potentially lead
to named entity memorization in generative models, which may go unnoticed as the test set suffers
from a similar entity bias as well. We release a new test set with all entities replaced with unseen
entities.

In the second part of this chapter, we focus on expanding MultiwOZ to a multilingual dataset.
State-of-the-art natural language technologies, like Amazon Alexa and Apple Siri, often fail to
cater to the populations of most developing countries due to language barriers. These communities
frequently lack the linguistic resources needed to develop NLP products. To address this gap, we
introduce AllWOZ, a multilingual, multi-domain, task-oriented customer service dialog dataset
that includes eight languages: English, Mandarin, Korean, Vietnamese, Hindi, French, Portuguese,
and Thai. Additionally, we establish a benchmark for this multilingual dataset using mT5 [291]

within a meta-learning framework [81, 292].
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5.1 Annotation Inconsistency Correction and Data Bias Exploration

5.1.1 Introduction

Commercial virtual assistants are used by millions via devices such as Amazon Alexa, Google
Assistant, Apple Siri, and Facebook Portal. Modeling such conversations requires access to high-
qguality and large task-oriented dialogue datasets. Many researchers have devoted great efforts
to creating such datasets and multiple task-oriented dialogue datasets, e.g., WOZ [293], Multi-
WOZ [187], TaskMaster [294], Schema-Guided Dialogue [295] with ne-grained dialogue state
annotation have been released in the recent years.

Among task-oriented dialogue datasets, MultiwOZ [187] has gained the most popularity. The
dataset contains 10k+ dialogues and covers eight domaitraction, Bus, Hospital, Hotel, Restau-
rant, Taxi, TrainandPolice Each dialogue can cover one or multiple domains. The inclusion of
detailed annotations, e.g., task goal, dialogue states, and dialogue acts for both user side and sys-
tem side, renders MultiwOZ a universal benchmark for many dialogue tasks, such as dialogue
state tracking [296, 297, 298], dialogue policy optimization [59, 299, 300] and end-to-end dia-
logue modeling [301, 47, 46]. Several recent papers, such as SimpleTOD [47], TRADE [302],
MarCo [300], evaluate their models solely on the MultiwOZ dataset, which makes their ndings
highly dependent on the quality of this dataset.

Over the last couple of years, several sources of errors have been identi ed and corrected on
MultiwOZ. [302] pre-processed the dataset by normalizing the text and annotations. [123] fur-
ther corrected the dialogue state annotations on over 40% dialogue turns and proposed MultiwOZ
2.1. Recently, [125] identi ed some more error types, xed annotations from nearly 30% of the
dialogues, and added span annotations for both user and system utterances, leading to the Multi-
WOZ 2.2. Concurrent with this work, [126] released MultiwOZ 2.3, further looking at annotation
consistency by exploring co-references.

While most of the previous work focuses on correcting the annotation errors and inconsisten-

cies within a dialogue, where annotation contradicts the dialogue context, we noticed another over-
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slot value Count Num.

cambridge 8,086
london liverpool street 760
leicester 746
stansted airport 711
stevenage 710
ely 695
norwich 692
bishops stortford 667
broxbourne 634
peterborough 630
birmingham new street 624
london kings cross 609
kings lynn 574
total 16,138

Figure 5.1:An example of two dialogues with inconsistent annotations. IlRigure 5.2: The distribu-
the left dialogue(a), théattraction hame” mentioned in the system utter-tion of slot values for slot
ance is not annotated in the dialogue state, while in the right dialogue(b), t)yge “destination” in the
dialogue state annotation includes tlatfaction name “train” domain.

looked source of confusion for dialogue state modeling, namely annotation inconsistency across
different dialogues. We rst show that the dialogues have been annotated inconsistently with re-
spect to the slot type 'Name." Figure 5.1 shows two dialogues inAttraction domain with

similar context. In one dialogue, the attraction name is annotated, while not in the other one. This
inconsistency leads to fundamental confusion for dialogue state modeling whether to predict the
attraction name or not in similar scenarios. In Sec. 5.1.3, we dive deeper into this problem and
propose an automated correction for this problem.

We further found a second source of potential issue, entity bias, where the distribution of
the slot value in the dataset is highly imbalanced. In Figure 5.2, we observed that “cambridge”
appears as the train destination5@% of the dialogues in the “train” domain while there dr@
destinations. As a result, a dialogue system trained on this imbalanced data might be more likely
to generate “cambridge” as the slot value even though “cambridge” might not even be mentioned
in the dialogue history. In Sec. 5.1.4, we discuss this problem in more detail and suggest a new
test set with all entities replaced with ones never seen during training. Finally, in Sec. 5.1.5, we
benchmark the state-of-the-art dialogue state tracking models on these new versions of data and
conclude with our ndings.

Our contributions to this work can be summarized as follows:
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Figure 5.3: (a) The generated dialogue state results (in green rectangles) using SimpleTOD. The
model generates tHattraction name all saints church’in the second turn; (b) The distribution

of the number of turns where SimpleTOD makes a mistake. The slot tyggaé from domains
“attractior’, “ hotel’ and “restaurant and slot type typ€ from “hotel’ domain have more error

turns than others.

* We identify annotation inconsistency across similar dialogues as a new source of error that
leads to confusion for DST modeling. We also propose an automated correction for these
inconsistencies, which result in changes in 66% of the dialogues in the dataset, and release
the new training/validation/test data.

» We identify that several slot types suffer from severe entity bias that potentially leads to
models memorizing these entities. We release a new test set where all entities are replaced
with ones not seen in training data.

* We benchmark state-of-the-art DST models on the new version of data and observe a 7-10%
performance improvement in joint goal accuracy compared to MultiwOZ 2.2. For the data
bias, we observe that models evaluated on the new test set with unseen entities suffer from a

29% performance drop potentially caused by memorization of these entities.

5.1.2 Related Work

MultiwOZ 2.1 [123] mainly focuses on the semantic annotation errors. It identi es ve main

error types for dialogue state annotation: delayed markups, multi-annotations, mis-annotations,
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typos, and forgotten values. The delayed markups refer to the slot values that are annotated one or
more turns after where the values show up in the utterances. Multi-annotations mean that multiple
slots share the same slot value in a single turn. Mis-annotations represent the errors where a slot
value is assigned to a wrong slot type, and the forgotten values refer to the missed annotations.

To solve those kinds of errors, [123] adopted both manual corrections and automated correc-
tions. After asking the human annotator to go over each dialogue turn-by-turn, they also wrote
scripts to canonicalize slot values to match the entities from the database. Besides, they also kept
multiple slot values for ove250turns in the case that multiple values are included in the dialogue
context. In addition to correcting dialogue states, MultiwOZ 2.1 also corrects typos within dia-
logue utterances for better research exploration of copy-based dialogue models. As a result, over
40% of turns (around30% of the dialogue state annotations) are modi ed. Finally, MultiwOZ
2.1 also adds a slot description for exploring few-shot learning and dialogue based on the pipeline
from [303].

Building on version 2.1, MultiwOZ 2.2 [125] further proposes four remaining error types for
dialogue state annotations: early markups, annotations from the database, more typos, and implicit
time processing. Apart from those semantic errors, MultiwOZ 2.2 also identi es the inconsistency
of the dialogue state annotations. For example, a slot value can be copied from a dialogue utterance,
derived from another slot, or generated based on the ontology. They also identify issues with the
ontology, e.g., the format of values is not consistent, ah%b of the values do not match the
database.

MultiwOZ 2.2 designed a schema to replace the original ontology and divided all slots into two
types: categorical and non-categorical. For categorical slots, the possible slot values are limited
and less tha0. Any value that is outside the scope of the database is labeled as “unknown”.
On the other hand, values of non-categorical slots are directly copied from the dialogue context,
and the slot span annotation is introduced to record the place and type of those non-categorical
slots. Since typographical errors are inevitable in practice, MultiwOZ 2.2 leaves such errors in

dialogue utterances, hoping to train more robust models. In total, MultivOZ 2.2 xes af{rbd
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Figure 5.4: More examples of dialogue with or without slot annotations for different slot types.

of dialogue state annotations, involving arol8@$6 of the dialogues.

In addition to the correction for the dialogue states, MultiwOZ 2.2 also improves the annota-
tions for the dialogues. Though MultiwOZ 2.1 has added the dialogues for the user side, there are
still 582% of turns @-333turns including both user and system sides) lacking dialogue act anno-
tations. After employing crowdsourcing to complete the annotations, MultiwOZ 2.2 also renames
the dialogue acts by removing the pre x so that the annotation of dialogues can be used across all
domains.

Our work builds on MultiwOZ 2.2 and further explores the annotation inconsistency (Sec. 5.1.3)

and entity bias issues (Sec. 5.1.4) in the dataset.
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5.1.3 Annotation Inconsistency

MultiwOZ is collected following the Wizard-of-Oz setup [116], where each dialogue is con-
ducted by two crowd-workers. One crowd worker plays the role of a human user, and another one
plays the role of the dialogue system. The user would be assigned a task goal, which describes the
information of the task object and is required to conduct the conversation sticking to the task goal.
The dialogue system is required not only to respond to the user and complete the task but also to
take down the task-related information in the form of slot values. Since the slots are annotated
by the crowd-worker, and different dialogues employ different crowd-workers, the strategies they
decide whether to take the information down are also different. Especially for the information
provided by the dialogue system, some crowd-workers decide to take it down while some do not.

In Figure 5.1, we show two dialogues with similar contexts. Both of the users ask for an
“architectural attraction” in the “centre” area, and both of the dialogue systems respond with a
result, “all saints church”. Then, both users acknowledge the result and ask for more information
on the result. However, in the left dialogue, the attraction name, “all saints church”, is not annotated
as one of the slot values, whereas the right dialogue includes it in the dialogue state. The source of
this discrepancy may be that the annotator in the left dialogue thinks the dialogue system already
knows this information and that only information provided by the user should be annotated. On
the other hand, the annotator in the right dialogue might notice that the user has acknowledged the
result, the attraction name, and asked questions based on this result, hence it should be included in
the dialogue state. Having said that, the system cannot answer such follow-up questions without
the annotation of the attraction name in the dialogue state. More examples of the inconsistency
from other slot types or domains are listed in Figure 5.4.

After exploring all the dialogues from the test set, we manually examine and correct each test
dialogue turn by adding the missing annotations. We rst check whether there are any missing
annotations from the user utterance. For example, in the sixth turn of dialogue“MUL0690.json”,
the user is asking ford'moderate hotel with free wi and parkirigHowever, the tokenfhoderaté

from “pricerangé type is not included in the annotations. So, we added the blatEl pricerange
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Figure 5.5:The proportion of whether the newly-added slots are extracted from user utterances (dark blue)
or system responses (light red).

moderaté to this turn. On the system side, for each dialogue turn, we identi ed a possible slot
value in the system response that is not included in the annotations, algaihts church in

the left dialogue(“MUL1088.json) in Figure 5.1, which is determined to be a possible slot value
from “attraction” domain and slot typerfamé based on the database and ontology le. Then, we
examined those dialogues with slot annotationsatfraction” domain and slot typerfamé. If

we could nd such dialogues with similar dialogue context and containing annotations of the same
domain and slot type, we complemented the annotations by adding the missing slot value.

In Figure 5.5, we illustrate the fraction of added annotations that come from the user utterance
vs. the system side. Each row corresponds to a slot type from a certain domain. As can be seen, the
majority of the added utterances are from the system side, which con rms our original hypothesis:
annotators often have no disagreement to take down information from the user utterance. However,
they have different opinions about whether to annotate slots based on system responses.

For the training and validation sets, we write regular expressions that match the test set correc-
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Domain | Slot Type | Train Valid Test
area 491 (18.3%) 86 (21.2%) 76 (19.0%)
. name 1019 (38.0%) 151 (37.3%) 142 (35.6%)
attraction
type 674 (25.1%) 102 (25.2%) 107 (26.8%)
total 1773 (66.1%) 283 (69.9%) 256 (64.2%)
area 810 (24.0%) 120 (28.6%) 97 (24.6%)
internet 657 (19.5%) 86 (20.5%) 75 (19.0%)
name 1319 (39.1%) 166 (39.6%) 150 (38.0%)
hotel parking 638 (18.9%) 87 (20.8%) 71 (18.0%)
pricerange| 970 (28.8%) 114 (27.2%) 104 (26.3%)
stars 665 (19.7%) 106 (25.3%) 91 (23.0%)
type 1460 (43.3%) 195 (46.5%) 185 (46.8%)
total 2907 (86.2%) 360 (85.9%) 346 (87.6%)
area 799 (20.8%) 99 (22.0%) 82 (18.4%)
food 689 (17.9%) 80(17.8%) 88 (19.8%)
restaurant name 1520 (39.6%) 189 (42.1%) 131 (29.4%)
pricerange| 792 (20.6%) 105 (23.4%) 82 (18.4%)
total 2635 (68.6%) 318 (70.8%) 257 (57.8%)
departure | 18 (1.2%) 1 (0.5%) 0 (0.0%)
taxi destination| 14 (1.0%) 1 (0.5%) 1 (0.5%)
total 31 (2.1%) 2 (0.9%) 1 (0.5%)
departure | 70 (2.4%) 5 (1.0%) 8 (1.6%)
train destination| 124 (4.2%) 19 (4.0%) 1 (0.2%)
total 185 (6.2%) 23 (4.8%) 8 (1.6%)
total 5950 (74.2%) 768 (76.8%) 715 (71.5%)

Table 5.1: Number and (percentage) of modi ed dialogues to correct dialogue annotation incon-

sistencies.

tions, apply the scripts to automatically correct the annotations based on the database and ontology

le, and modify the dialogues automatically. Table 5.1 lists the corrected dialogue numbers of each

slot type and each domain, as well as the percentage of the corrected dialogues from all the dia-

logues in that domain. On average, about 20% of the dialogues involved slot modi cation for each

slot type. The “name” and “type” slot types involve the most modi cation with around 40%. As

we mainly focus on the missing slots extracted from system responses in these automated scripts,
we ignore the slot types that can be solely modi ed by the user utterance, such as “book day” and
“book people”. As can be seen, this process resulted in the modi cation of totally morg@8an

of the dialogues. Table 5.2, on the other hand, presents the numbers of corrected dialogue turns for
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domain | slottype train valid test
area 2081 (13.18%) 367 (15.17%) 350 (14.33%)
attraction | "@me 3738 (23.67%) 558 (23.06%) 505 (20.67%)
type 2915 (18.46%) 426 (17.60%) 468 (19.16%)
total 7288 (46.15%) 1163 (48.06%) 1078 (44.13%)
area 3486 (15.72%) 530 (18.96%) 454 (17.37%)
internet 3175(14.32%) 400 (14.31%) 340 (13.01%)
name 3998 (18.03%) 616 (22.03%) 479 (18.32%)
hotel | Parking 3122 (14.08%) 431 (15.41%) 326 (12.47%)
pricerange| 4342 (19.59%) 485 (17.35%) 443 (16.95%)
stars 2989 (13.48%) 472 (16.88%) 406 (15.53%)
type 7061 (31.85%) 985 (35.23%) 919 (35.16%)
total 15048 (67.88%) 1929 (68.99%) 1822 (69.70%)
area 2906 (12.57%)  435(14.99%) 352 (12.21%)
food 2648 (11.45%) 361 (12.44%) 349 (12.11%)
restaurant name 4705 (20.35%) 702 (24.20%) 458 (15.89%)
pricerange| 3036 (13.13%) 441 (15.20%) 367 (12.73%)
total 9932 (42.95%) 1363 (46.98%) 1051 (36.46%)
departure | 32 (0.70%) 2 (0.29%) 0 (0.00%)
taxi destination| 23 (0.50%) 1 (0.15%) 1 (0.16%)
total 53 (1.16%) 3 (0.44%) 1 (0.16%)
departure | 235 (1.29%) 14 (0.48%) 35 (1.19%)
train destination| 441 (2.43%) 61 (2.10%) 5 (0.17%)
total 658 (3.62%) 75 (2.59%) 35 (1.19%)
total 27656 (50.50%) 3783 (51.92%) 3467 (47.68%)

Table 5.2: Number and (percentage) of modi ed turns involving modi cation for inconsistency
distribution.

each slot type and each domain. To verify the correctness of the automated correction method, we
randomly sampl&00modi ed dialogues and00unchanged dialogues and check them manually.
The veri cation result is shown in Table 5.4, based on which we compute the recall, precision, and

F1 score: 0.970, 0.961, 0.974.

5.1.4 Entity Bias

As discussed previously, another issue that we observe with MultiwOZ is the entity bias (e.qg.,

“cambridge” appears in train destination in the majority of dialogues — Figure 5.3). Besides the
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Domain-Slot_Type 1° 0 1° 0
hotel-parking 0.217 0.060
hotel-internet 0.225 0.053
hotel-stars 0.592 0.249
restaurant—food 0.638 0.377
hotel-name 0.743 0.472
train—destination 0.753 0.269
hotel-stay 0.757 0.673
train—departure 0.776 0.288
attraction—area 0.792 0.355
train—leaveat 0.801 0.681
restaurant—area 0.824 0.384
restaurant—time 0.833 0.758
train—arriveby 0.850 0.732
attraction—type 0.852 0.514
attraction—name 0.855 0.636
restaurant—name 0.877 0.709
train—people 0.886 0.615
taxi—arriveby 0.890 0.736
taxi—departure 0.901 0.579
hospital-department 0.926 0.530
taxi—destination 0.936 0.685
taxi—leaveat 0.942 0.781
hotel—pricerange 0.944 0.662
hotel-area 0.954 0.658
hotel-type 0.969 0.729
restaurant—pricerange  0.971 0.746
train—day 0.999 0.947
hotel-day 0.999 0.954
restaurant—day 0.999 0.955
restaurant—people 0.999 0.969
hotel-people 0.999 0.973

Table 5.3: The unbalanced distribution among different slot types, measured uging (nor-
malized Shannon entropy) and ¢ o (normalized min-entropy).

71



True | False
Positive | 97 3
Negative| 96 4

Table 5.4: Veri cation of the automated correction of the training/validation set.

“train-destination” slot type, we further explore the similar bias problem in all @Bestot types.
For each slot type, we quantify the frequency at which each possible slot value appears in the
training data.

We quantify the entity bias using two metrics. For a ve&er 1A— -+ * » —Aof frequencies of

' entities, we de ne the normalized Shannon entropy as

@)
1* 0= Alog:
25 v,

. (5.1)

Fl-

Normalized Shannon entropy is bounded betw@andl, where ¢ o = 0implies a determin-
istic distribution with all weight on a single entity addmplies a perfectly uniform distribution.
Since Shannon entropy does not capture the tail of the distribution, we also report the normalized

min-entropy, which is given by

1* o .= maxlog (5.2)

1
—_— [
D Yy Ag

Min-entropy captures the normalized likelihood of the most frequently appearing entity in the list
of all possibilities. For example, as in Figure 5.3, the frequency of the entity “cambridge” is about
50% which is much higher than 7% (which would have been its frequencyliBalbssible entities
were uniformly distributed).

The entity bias for all 30 slots in the dataset is depicted in Table 5.3, ordered from the least
uniform to the most uniform as measuredrymalized Shannon entropWe observe that some
slot types, such as “hotel parking” and “hotel-internet” are signi cantly biased. There are only
three possible slot values for the slot type “hotel-internet™: “yes”, “no” and “free”, where their

count numbers ar@0-023 326 and9 correspondingly. We also nd that many other slot types,
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Figure 5.6:The rst two turns from dialogue*PUML1812" with generated dialogue states from the Sim-
pleTOD [47], which is trained on MultiwOZ 2.2. The dialogue context does not mention “cambridge”, but
the model generates this token.

such as “restaurant-food” suffer from severe entity bias besides “train-destination” as well.

On the other hand, the slot types involving day and people seem to be nicely balanced, such as
“hotel-day” and “hotel-people”. This might be because those values are actually uniformly made
up, while values of other slot types like “type”, “food” are real values and indeed follow certain
real-world distributions.

These entity biases are potentially ampli ed by the learning models, which would lead to biased
generation. In Figure 5.6, we show one such case from SimpleTOD [47] where in the current turn,
the user is providing the information of “day” in the “train” domain. The dialogue state tracking
model successfully extracts the token “wednesday” and updates dialogue states in the red rectangle.
However, the model also adds the dialogue state “train destination cambridge”, while “cambridge”
has never been mentioned in the dialogue history, which is potentially explained by the severe
entity bias present in the “train-destination.”

Different from the annotation inconsistency problem, we do not make any modi cations to
the training dataset based on our observation with respect to the entity bias. Strictly speaking,

bias cannot be considered a source of error in the dataset, and it needs to be tackled via better

73



Models Standard Results Fuzzy Results

2.1 2.2 Ours 2.1 2.2 Ours
TRADE [302] 44403 45605 5520.2| 45103 46.90.2 58204
SimpleTOD [47] | 54.7 0.5 53.61.0 62.10.2| 552 0.5 54412 64.70.2
DST-BART [305] | 57.90.5 56.00.7 67.405| 58.70.2 57502 72304

Table 5.5: The performance of TRADE, SimpleTOD, and DST-BART in terms of joint goal ac-
curacy on MultiwOZ 2.1, 2.2, and our modi ed version. Fuzzy Results considers the model-
predicted slot value to be correct if it is very similar to the ground truth, even if they are not exactly
the same.

modeling efforts. Although the entity bias hurts the prediction accuracy of low-frequency slots and
results in generating extra high-frequency slots, it also re ects certain real-world facts/biases as the
dialogues are conducted by humans. This usually helps the learning task with limited training data,
e.g., dialogue domain adaptation [81, 304].

While we keep the bias in the original dataset intact, we propose a new test set with all entities
replaced with new ones unseen in the training data to facilitate the identi cation of whether models
capitalize on such biases. For each slot type from each domain in the MultiwOZ, we nd a similar
slot type in the Schema-Guided dataset [295]. For the slot values belonging to those slot types,
we replace them with unseen values from the Schema-Guided dataset. Examples of dialogue with
replaced entities, along with predicted slots by our benchmark model, are shown in Figure 5.7 and

Figure 5.8.

5.1.5 Benchmarking State-of-the-Art Models

To verify our corrections of the dialogue state annotations, we benchmark state-of-the-art dia-
logue state tracking (DST) models on our modi ed dataset.

Traditionally, for DST tasks, the slot value is predicted by selecting from pre-de ned candidates
or extracting from dialogue context. We adopt TRADE [302] as a representative of the mixture
of these two methods. More recent works focus more on ne-tuning the pre-trained model, which
purely generates slot values based on dialogue history. We choose SimpleTOD [47] and ne-tuned

BART [305] as benchmark models for DST as well.
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Figure 5.7: Example of dialogue with new entities by replacing “bridge guest house” with “best
western of long beach”

TRADE [302] integrates GRU-based [306] encoder-decoder model and pointer-generator [307] to
learn to copy slot values either from the dialogue context or from the pre-de ned value candidates.
SimpleTOD [47] builds a DST model by ne-tuning GPT2 [45], a large pre-trained language
model. It combines all the condition information, including dialogue history, previous dialogue
states, and user utterances, into a single sequence as input and lets the language model learn to
generate a sequence containing dialogue states and system responses. Here, we only feed in dia-
logue states as ground truth output during the training step so that the trained model is specially
designed for DST.
DST-BART builds a DST model by ne-tuning BART [305] on the DST task in MultiwOZ. BART
is a denoising autoencoder pre-trained with corrupted text, making it more robust to noisy data. It
consists of a bidirectional encoder and a left-to-right autoregressive decoder.

We adopt joint goal accuracy and slot accuracy as our metrics of interest to evaluate the perfor-
mance of the benchmark models. The joint goal accuracy measures the ratio of the dialogue turns
in the entire test set, where all the slots, in the form of triplets (domain, slot type, slot value), are

predicted precisely and correctly. Instead of checking every dialogue turn, slot accuracy checks
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Figure 5.8: Example of dialogues with new entities

each slot individually for all slot types.

The evaluation results are reported in Table 5.5. As can be seen, the performance of all base-
lines increased by about 7-10%, where the largest jump happened in TRADE. We also observe that
while DST-BART and SimpleTOD are within a statistical error on MultivOZ 2.2, DST-BART out-
performs SimpleTOD by 5% points on our modi ed dataset. We suspect one potential reason is
that BART is pre-trained on corrupted text, which improves its robustness and ability to handle
noisy text. Another reason might be that BART consists of an encoder and a decoder, containing
400M parameters, while GPT2 is a decoder only with 117M parameters.

The improvement from previous dataset versions comes mostly from the removal of the confu-
sion because of the inconsistency. With the added slots, some of the predictions previously marked
as erroneous are now recognized as correct. As shown in Fig. 5.10(a), the “attraction name all
saints church” was not included in the ground truth in the old dataset version, so the prediction

made by SimpleTOD was considered wrong. With the modi ed dataset, SimpleTOD makes the
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Figure 5.9: Fraction of error turns on the new corrected data.

same prediction, and since the annotation is more consistent, the models are more con dent in
learning the pattern and less likely to miss predicting slots. The changes in these two aspects lead
to the drop of error turn numbers, shown in Fig 5.10(b), especially for the slot type “name” related,
which involves the most slot modi cations, corresponding to Table 5.1. This happens at the cost
of a slight increase in the error turn numbers for other slot types resulting from the increase of
the total turn number for those slot types since we added slot annotations in the modi ed dataset.
Overall, the percentages of turns with error all decrease, as shown in Fig. 5.9.

There is another issue that multiple slot values can refer to the same item. For example, in the
fth turn of dialogue“MUL0148.json”, the user and system are talking about booking at the “hunt-
ingdon marriott hotel”. The ground truth annotation for the hotel name is “huntingdon marriott”,
while SimpleTOD predicts “huntingdon marriott hotel”, which is also the value in the dialogue
context. We believe these kinds of mismatches should be ignored (as they can be xed via simple
wrappers to nd the closest match), and attention should be focused on other dominant problems

to improve building greatly-performing DST models. As such, we adopt Levenshtein distance to
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Figure 5.10: (a) The generated dialogue state results (in green rectangles) using SimpleTOD. The
model generates tHattraction name all saints church’in the second turn. However, the slot is
included in the ground truth after the annotation correction; (b) The distribution of the numbers
of turns where SimpleTOD makes a mistake, testing on MultiwOZ 2.2 test set (red bars) and
our modi ed version (blue bars), showing a drop in errors associated with “attraction-name” and
‘restaurant-name”.

compute the similarity between the ground truth and the predicted slot values. We consider the
prediction to be correct if the similarity is above 90%. The result is listed in the Table 5.5. The

performances after the fuzzy matching increase by 1-5%, consistent with the standard results.

Joint Goal Acc.
MultiwOZ 2.1 test set 56.00.7
New test set with replaced entities 2720

Table 5.6: Performance of DST-BART on MultiwOZ 2.1.

Similar with [308], we evaluate SOTA models on a new test set, where we replace the slot
entities with unseen values, resulting in a 29% performance drop in the terms of joint goal accuracy
on DST-BART. In Figure 5.11, we show an example dialogue, which was correctly predicted by
DST-BART on the original test set. As can be seen, on the new test set, the model predicts entities

that never appear in the dialogue context, hinting at severe memorization of these named entities.
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Figure 5.11: The outputs from DST-BART on the rst turn of dialogue “SNG0293.json”, before
and after replacing the entities.

5.1.6 Concluding Remarks

MultiwOZ is a well-annotated task-oriented dialogue dataset, and widely used to evaluate
dialogue-related tasks. Previous works like MultiwOZ 2.1 and MultiwOZ 2.2 have carefully
identi ed and corrected several errors in the dataset, especially for the dialogue state annotations.
Building on MultiwOZ 2.2, we identify annotation inconsistency across different dialogues as a
source of confusion for training dialogue state tracking models. We propose a correction and re-
lease a new version of the data with corrections. We also identify named entity bias as another
source of the issue and release a new test set with all named entities replaced with unseen ones.
Finally, we benchmark a few state-of-the-art dialogue state tracking models on the new versions
of the data, showing 5-10% performance improvement on the new corrected data and 29% perfor-
mance drop when evaluation is done on the new test set with replaced entities. We hope a better
understanding of MultiwOZ helps us gain more insights into dialogue evaluation on this dataset.

While we correct some errors in this work, we observe a few remaining problems in Multi-
WOZ. First, there are some cases where the annotation contradicts the database. For example, in
dialogue “MUL2523.json”, the user is asking about “autumn house”, which is annotated as the

type of “guest house” in the database. However, the dialogue state annotation labels the hotel type
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as “hotel”. This disagreement might not hurt the training of dialogue state tracking models but
affects the now popular end-to-end dialogue models, which are trained on MultiwOZ. There are
still some annotation errors. For example, in dialogue “MULO0072.json”, “monday” has never been
mentioned, while the dialogue states include the slot “hotel day monday”.

Finally, the source of the inconsistencies identi ed in this work is the Wizard of Oz data col-
lection strategy, where different crowd-workers may annotate the dialogues differently. One way
to mitigate such confusion might be to provide annotators with crystal clear annotation guidelines

or to have each dialogue annotated by multiple annotators.

5.2 AIWOZ: Extending to A Multilingual Benchmark

5.2.1 Introduction

Task-oriented dialogue systems are crucial for business solutions. While task-oriented dialogue
systems have made tremendous success in English, there is still a pressing urgency to build systems
that can serve 6,900 other languages all over the world to enable universal technology access [309,
310, 311]. 94% of the world's population do not have English as their rst language, and 75% do
not speak English at all. Most developing countries’ citizens cannot bene t from state-of-the-art
language technologies due to language barriers.

Building dialogue systems for most languages is challenging due to a lack of data. Automatic
translation is a powerful tool to generate more resources. However, the state-of-the-art translations
still suffer from low uency and coherence. Moreover, they have dif culties dealing with the
mentioned entities in the dialogue, which is essential in serving the functional purposes of task-
oriented dialogue systems.

To facilitate the development of multilingual task-oriented dialogue systems, we create a new
dataset, AllWOZ, based on MultiwOZ [312, 125]. AIIWOZ is a multilingual, multi-domain, task-
oriented dialogue dataset with intent and state annotation. It has eight languages across various
language families: English, Mandarin, Korean, Viethamese, Hindi, French, Portuguese, and Thai.

We will extend the dataset to more than 20 languages in our future work.
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Figure 5.12: Three stages of our data collection: Data selection, machine translation, and human
correction.

Many languages have similarities in syntax and vocabulary, and multilingual learning ap-
proaches that leverage the shared structure of the input space have proven to be effective in al-
leviating data sparsity. In this work, we applied a meta-learning training schema for multilingual
adaptation to take advantage of shared language structures.

Our contributions are as follows: (1) We collect a new dataset, AllWOZ, for multilingual task-
oriented dialogue systems. (2) Extensive experiments show that few-shot learning could improve

the model performance on our dataset. We would make our dataset and models public.

5.2.2 Related Work

Early work in this direction focused on individual tasks, such as grammar induction [309,
313], part-of-speech (POS) tagging [314], parsing [315], and text classi cation [316]. General-
purpose multilingual representation learning has gained increasing attention during the past few
years. Approaches that are applicable to multiple tasks have been researched on both word-level
[317, 318, 319] and sentence-level [44, 320]. However, previous work processed text within a
short context window due to the lack of datasets with long texts. There is little publicly available
dialogue resource that contains a diverse set of languages. A multilingual multi-domain natural
language understanding (NLU) dataset with Thai, English, and Spanish [321]. [322] annotated
only two additional languages in WOZ 2.0 and [323] proposed a mixed-language training method

for cross-lingual NLU and dialogue state tracking (DST) tasks.
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In terms of algorithms, [321] found that in low resource settings, multilingual contextual word
representations produce better results than using cross-lingual static embeddings. This suggests
that simply using pre-trained multilingual embedding, such as MASS [324] and mBART [325],
which trained on auto-encoding objectives are not ideal for solving the dialogue task. This prompts
us to propose new algorithms that not only utilize pre-trained multilingual embedding but also

consider dialogue context information.

5.2.3 Multilingual Dialogue Collection

To build a multilingual task-oriented dialogue system, we collect a new dataset, AIWOZ,
consisting of paired dialogues between different languages based on the MultiwOZ dataset. We
rst carefully sample dialogues from MultiwOZ and then translate those dialogues into different
languages with Google Translation Tool. To ensure the quality of the translation, we recruit native

speakers for each language to correct the translation results.

Data Selection

MultiwOZ [312] is the most popular task-oriented dialogue dataset, covering seven domains
and containing 10K+ dialogues. Many works devote effort to correcting and improving the dataset [326,
128, 327, 328]. We conduct translation jobs on the MultiwOZ 2.2 [125] since it is the most widely
accepted version. As mentioned in Sec. 5.2.1, most languages lack dialogue training data, so our
goal is to build dialogue models under few-shot settings. Therefore, we sample 100 dialogues
(1476 turns) from the test set in total. In order to maintain the prior knowledge of each domain, we
keep the same domain distribution of the whole test set during sampling. For example, as shown in
Table 5.7, there are 38 out of 100 sampled dialogues involved in the attraction domain and 399 out
of 1000 dialogues involved in the attraction domain in the test set. Those two ratios are very close.
Similarly, for all ve domains, the ratio of the dialogue number counted for sampled dialogues
(left side of slash in Table 5.7) over the number for the whole test set (right side of slash) keeps

consistent. The same case happens when it comes to the turn number. As for each domain, we
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Figure 5.13: Data generated from machine translation are noisy when there are entities in the
sentence.

Num. of | Attraction Hotel Restaurant Taxi Train
dialogue | 38/399 40/395 39/445 13/198 55/489
Turn 213/2433 254/2588 224/2867 38/640 331/2946
Slot Type| 3/3 10/10 717 4/4 6/6

Table 5.7: The statistics for the sampled 100 dialogues/whole test set in terms of dialogue number,
turn number, and the number of different slot types over all ve domains in the test set. The
sampled dialogues are evenly distributed across the ve domains.

expect the sampled dialogues to cover as much information as possible. So, during the sampling,
we record the dialogue state annotations of chosen dialogues and skip the dialogue with similar
annotations. As shown in the last row of Table 5.7, the sampled dialogue covers all possible slot

types.

Machine Translation

In order to reduce the human workload of translation, we rst utilize the Google Translation
Tool to automatically translate both dialogue utterances and dialogue state annotations. Fig. 5.12
shows an example of the translation ow. Machine-translated utterances are usually of low quality,
mainly because some entity tokens like “Carolina Bed and Breakfast” are hard for machines to

translate.
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Human Correction

To build a high-quality dataset, we recruit native speakers to correct the errors in the machine-
translated utterances. Our dataset currently covers eight languages: English, Mandarin, Korean,
Vietnamese, Hindi, French, Portuguese and Thai. For each language except English, we recruit a
bilingual speaker to edit the machine-translated utterances based on the original English dialogues.
In addition to dialogue utterances, we also require the translators to edit the machine translations
of the dialogue states (e.g. “Carolina Bed and Breakfast” in Fig. 5.12), because tasks like dialogue
state tracking and end-to-end dialogue generation require those states. However, some entity to-
kens in dialogue states have polysemy and the translation of the dialogue states does not match the
semantic meaning in the dialogue utterance. For example, the token “moderate” refers to price by
default in the dialogue utterance. However, as an isolated token in dialogue states, it is translated
as “mild”. To ensure that all the translations of dialogue states are natural and coherent, we ask
the translator to translate all dialogue states rst. Then, they should translate dialogue utterances
based on the dialogue states' translations in order to avoid inconsistency between utterances and
slots. If any state looks not coherent or natural in an utterance, translators are required to edit the

translation of dialogue states and translate all related utterances again.

5.2.4 Experiments

In this section, we introduce how we divide the dataset for train, validation and evaluation, as

well as the experiment setting.

Data Partition

For each language, the translated 100 dialogues are divided into two partitions, each with
40/10/50 dialogues. We rst randomly sample a target language, and then all the other seven
languages are considered source languages. The experiments aim to explore whether the paral-
lelism among source languages can help learn the target language under few-shot settings. For the

source languages, we use 40 dialogues as training data and 10 dialogues as validation data. For
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the target language, since we focus on few-shot learning, we utilize the partition of 10 dialogues

as training data and 40 dialogues for validation. The remaining partition of 50 dialogues is used as
the test set. In order to achieve trustful results, we run each experiment two times. Each time, we
randomly re-sample the data partition, and in the table, we report the average score, along with the

standard deviation.

Benchmark Models

Inspired by the success of pre-trained multilingual model [324, 325, 329], we choose mT5 [330]
as our backbone model, a multilingual pre-trained encoder-decoder language model. It is pre-
trained on mC4 [331], which covers 101 languages in total, including the 8 languages that we
propose to translate. The experiment is conducted under the following settings:

* Vanilla Training The vanilla method is directly ne-tuning the mT5 model with mixed

dialogues from each source language and then testing on the target language.

 Vanilla + English Pretrain Inspired by the success of pre-trained language models, we rst

pre-train the model on the full-size MultiwOZ dataset (English), then conduct ne-tuning
with the parallel dialogues of different source languages.

 DAML In order to explore the relation between the parallel dialogues, we adopt DAML [81]

to train our model.

Metrics

Following [312], we adopt Inform Rate, Success Rate, and BLEU [332] score as our main
evaluation metrics.Inform Rate represents the accuracy of successfully providing the correct
entity (e.g., the name of a restaurant that satis es all users' constraints in the restaurant domain).
Success Rateneasures how well the system answers all the requested informBti&tJ score is
adopted to evaluate the quality of the generated response, compared with the ground truth response.

We also useélot Accuracyto evaluate the quality of dialogue state tracking.
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Results

The results of all three benchmark models for each language are included in Table 5.8. From
the table, we observe that pre-training on the English MultiwOZ corpus improves all the met-
rics. With the English pre-training, the model does not only perform better on the dialogue state
tracking task, but also better on the language generation task. The improvement for non-English
language indicates that dialogue knowledge from the English pre-training data can be adapted to
a new language through paralleled dialogue data. Therefore, the similar structures that different
languages share help the model to generalize to new languages based on the embedded information
about English data.

The DAML approach, without introducing extra English corpus, improves the average BLEU
score and inform rate. It also has the best success rate among all approaches. By forcing the model
to learn the similar structures that different languages share, the DAML approach works well in
the few-shot setting and outperforms the model pre-trained on English corpus for both Thai and
Portuguese. The performance of DAML over the “Vanilla” setting also shows that parallel corpus
brings signi cant advantages when the pre-trained multilingual models are used for downstream

tasks in a language that we do not have a lot of available data.

5.2.5 Summary

We created a new multilingual dialogue data with eight languages focusing on customer service
tasks. We nd that our model, which uses meta-learning to learn the shared structures between lan-
guages, performs signi cantly better than normal training in a few-shot setting and could achieve
comparable results when there is enough training data. One limitation of our work is that we only
have 8 languages so far. In future work, we plan to expand the dataset to 30 languages. In ad-
dition, we will study how to perform zero-shot generation in all languages and how to improve

performance in both tasks and generations in the zero-shot setting.
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Language Model BLEU Inform Success  Slot Accuracy
English Vanilla 1534 1,90 4300 2400 600 2.3 7107 1.75
+Eng|ish Pretrain 2039 3402 5700 1273 1100 1273 7527 819
DAML 1832 058 5400 283 700 4024 7329 010
French Vanilla 1693 151 2600 2483 5400 141 7048 2486
+Eng|ish Pretrain 1994 3.4, 2300 1.1 400 q.00 7374 g3
DAML 1807 guy7 1900 g.g5 600 o.00 6580 7.39
Viethamese Vanilla 1695 1,099 2300 1,41  6°00 2.g3 6846 1.7
+English Pretrain 1963 1.15 2500 1.41 600 2.3 76036 4.76
DAML 18489 1.74 2300 141 500 1.41 7061 g.36
Portuguese Vanilla 1335 451 2300 1.41 500 1.1 7513 5.16
+English Pretrain 14¢13 g.16 2400 .00 400 q.00 6968 1.75
DAML 1666 1.94 2400 oo 6°00 2.83 7282 248
Korean Vanilla 729 009 2400 000 400 000 6993 142
+Eng|ish Pretrain 9459 1.17 2500 1.1 400 q.00 7804 o.77
DAML 815 5.5 23409 1.1 400 .00 74942 1.9
Mandarin Vanilla 3442 1556 26°00 2.83 500 1.41 74953 408
+English Pretrain 7413 2.0 2400 .00 600 2.3 7940 .05
DAML 393 029 2400 000 4+00 o.00 6983 1.31
Hindi Vanilla 1524 o790 26°00 2.3 500 1.1 7162 2.36
+English Pretrain 1637 gip6 2300 1.41 400 q.00 7579 1.56
DAML 1455 5upq 2300 141 6°00 2.83 72952 1.4
Thai Vanilla 1236 082 2500 141 600 000 7684 2436
+Eng|ish Pretrain 1076 143 22900 2.g3 400 q.00 6517 0.66
DAML 1039 671 2500 1e41 700 4024 77415 330
Average Vanilla 1261 1,50 27400 3.9 5625 1.1 7226 1.31
+Eng|ish Pretrain 14.75 143 27.88 104 538 2.30 74.18 277
DAML 1374 246 2763 53  5.63 1.04 7206 1.73

Table 5.8: Performances of three benchmark models in terms of BLEU score, Inform Rate, Suc-
cess Rate and Slot Accuracy for each language.
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Chapter 6: Application of Task-Oriented Dialogue Systems

The three modeling methods and enhancements to MultiwOZ that we have discussed so far are
primarily focused on academic research. However, there exists a signi cant gap between academic
ndings and their practical implementation, both in terms of methodology and data. To bridge this
divide and enhance the impact on real-world applications, we introduce two projects speci cally
tailored for industrial use.

The rst work focuses on ambiguity in multiple search results when querying a database. We
notice that current dialog systems cannot effectively handle this problem due to the lack of such
scenarios in existing public datasets. Therefore, we propasabase Search Result (DSR) Dis-
ambiguation a novel task that focuses on disambiguating database search results, which enhances
user experience by allowing them to choose from multiple options instead of just one. To study
this task, we augment the popular task-oriented dialog datasets (MultiwOZ and SGD) with turns
that resolve ambiguities by (a) synthetically generating turns through a pre-de ned grammar and
(b) collecting human paraphrases for a subset. We nd that training on our augmented dialog data
improves the model's ability to deal with ambiguous scenarios without sacri cing performance on
unmodi ed turns. Furthermore, pre- ne tuning and multi-task learning help our model to improve
performance on DSR-disambiguation even in the absence of in-domain data, suggesting that it can
be learned as a universal dialog skill.

In the second application, we focus on conversational shopping assistants. Due to privacy and
safety concerns, real-world user interaction data remains limited despite the necessity of suf cient
in-domain data when building speci ¢ applications. Building on existing literature that leverages
large language models (LLMs) to synthesize conversational data, we propose constructing a dia-
logue dataset from the bottom up, offering greater control and precision than the standard top-down

approach to data generation. We both recruit human annotators and use LLM-based approaches to
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evaluate our synthetic dialogue data, nding that our overall framework leads to realistic dialogue

data.

6.1 Database Search Results Disambiguation for Task-Oriented Dialogue Systems

6.1.1 Introduction

Task-oriented dialogue systems have been widely deployed for popular virtual assistants like
Siri and Google Assistant. They help people with tasks such as booking restaurants and looking
for a hotel by searching databases with constraints provided by users. After retrieving a result from
the database, a system may continue by conducting actions like making a reservation or providing
more information about receiving the result. However, there can be multiple results from the
database that match the same constraints. For example, as shown in Fig. 6.1, the system nds two
available hotels at different locations when the user asks the system to help book a hotel. This kind
of ambiguity stops the system from proceeding until the system nds out which result the user is
looking for. Therefore, we need to enhance the system with the ability to resolve such ambiguity
brought out by multiple items returned from database searches. We call this type of ambiguity as
database search result ambiguity (DSR-ambiguity).

Different from semantic ambiguous words (e.g., “orange” can be referred to as either color
or fruit), the DSR-ambiguity focuses on results from multiple database search results. Solving
such disambiguation tasks consists of two steps: asking clari cation questions and understanding
the user's corresponding answers. While there is a relatively larger body of literature focusing
on when and how to give out the clari cation question [333, 334, 335], the focus on understand-
ing user's answers/intents has been relatively sparse. Our work mainly focuses on improving
the model's ability to understand the answers by augmenting two existing task-oriented dialogue
datasets: MultiwOZ [336] and Schema-Guided Dataset (SGD) [295].

MultiwOZ and SGD are the most popular large-scale task-oriented dialogue datasets, based
on which most of the state-of-the-art dialogue system models are commonly trained and evalu-

ated. According to our analysis, there are around 66% of the dialogues contain multiple dataset-
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Figure 6.1: Examples of the disambiguation turns over three different domains.

searching results, which means the DSR-ambiguity exists.

In this setting, ambiguities are skipped, and the model trained based on these datasets can
hardly handle the cases where users prefer to make their own choices among all the results satis-
fying the constraints. Furthermore, users should be given more detailed information about search
results. Ideally, dialogue models should provide the information and assist users in making choices
rather than picking one from the result list and recommending it to users. It is not necessary to list
all the results, but enumerating 2 or 3 options would help increase user engagement. To strengthen
the model with the ability to handle ambiguity, we propose to augment these two datasets with dis-
ambiguation turns, where the system provides all possible matched results and lets the user make
their own decision based on the complete information.

Speci cally, we rst extract templates from the SIMMC 2.0 dataset [337], which is a multi-
modal task-oriented dialogue dataset containing disambiguation turns but only covering two do-
mains. Based on the extracted templates and database from MultiwOZ and SGD, we synthesize
a one-turn dialogue dataset containing only the disambiguation turn to check whether the model
can learn the disambiguation from the data. To be applicable in reality, we expect the model to
learn the skill of disambiguation without compromising the performance of other dialogue skills.
So, we propose to augment the MultiwOZ and SGD with disambiguation turns and train dialogue
models with the augmented dataset. To ensure the naturalness and diversity of the automatically
augmented dataset, we additionally recruit crowd-workers to paraphrase the modi ed turns.

In conclusion, our contribution includes:

90



Figure 6.2: For this disambiguation task, we assume the dialogue context, system utterance includ-
ing result list, and user's answer are given. The goal is to extract the result that the user selects and
continue the dialogue.

1. We proposdatabase Search Result Disambiguatiannew dialogue task focused on un-

derstanding the user's needs through clari cation questions.

2. We provide a generic framework for augmenting disambiguation turns and apply this frame-
work to augment the two most popular task-oriented dialogue datasets with disambiguation

cases. We also conduct human paraphrasing for the augmented utterances in test sets.

3. We create a benchmark for the new task with the pre-trained GPT2 model. The results show
that our augmented dataset enhances the model's disambiguation ability, while maintaining

the performance on the original tasks.

6.1.2 Task Formulation

In this paper, we propose a new task called disambiguation in dialogue database search. As
shown in Fig. 6.2, the task assumes that we are provided with the dialogue cartextsystem
responsd& which includes all the optional results , and the user's utter&rtbat make a choice.

To avoid redundant option lists, we limit the number of options to less than ve. The target of the

task is to extract the entity of the result selected by the user.

6.1.3 Dataset

The most popular task-oriented dialogue datasets (MultiwOZ, SGD) do not contain many cases

for the disambiguation task. In order to enable the dialogue model to handle this task, we propose
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Figure 6.3: An example of the synthesized single-turn dialogue. The utterance templates are gen-
erated based on CFGs. Toandidate entitiegitalicized) are sampled from the database of Multi-
WOZ or SGD. Theselected entity(bolded) is sampled from the candidates.

to augment these two datasets in three steps described in the following subsections.

Synthesizing Single-Turn Dialogue

We rst develop a single-turn dialogue dataset. With this single-turn dataset, the ne-tuned
dialogue model can focus only on the disambiguation turns and learn the skill to solve the ambigu-
ity problem. Fig. 6.3 shows an example of the dialogue turn, which we will use in this section to
introduce the dataset. In this dataset, each dialogue turn consists of only a system utterance and a
user response. The system utterance gives a list of options (marked in blue) and the user response
makes a choice from the list (marked in red). The ground truth output is the named entity of the
chosen result.

To synthesize the system and user sentences, we extracted templates from disambiguation turns
from the SIMMC 2.0 dataset. For example, the system from SIMMC 2.0 asks questiotddike
you mind being a bit more precise about which shoes you're curious about, the red one or the
blue one”to solve the ambiguity. We delexicalize those utterances by removing all domain-related
tokens such ashoes”, “the red one”, “the blue one”based on the annotations from the dataset
and keep the rest as a template.

We then extract a list of context-free grammars (CFGs) from those templates and then generate

natural sentences based on the CFGs. For example, from the previous template, we can summarize

a grammar:

“SENT -> do you mind VERBING”
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where“VERBING” is a non-terminal token for a verb phrase in an “ING” form.

Here we list some other examples of the context-free grammars that we use for augmentation:

SIMPLE ->which OBJECT ((do | did) you VERB-2 | would you VERB-2-WOULD | (would
you be | (are | were) you) (VERB-2-ING | ADJ))

VERB-2 -> want [to (know | learn) [about]] | wish to (know | learn) [more] about | have in
mind | mean [by that| exactly | precisely] | need [information for |that info for] | refer to
VERB-2-WOULD -> want [to (know | learn) [about]] | wish to (know | learn) about | care
about | like VERB-2-WOULD-LIKE

VERB-2-WOULD-LIKE -> (further | more) information about | me to check | to (hear about

| know [more] about)

VERB-2-ING -> asking [about | for] | inquiring about | looking at | referring to [exactly] |
talking about | thinking [about | of] | (requesting | seeking) (further | more) information about

ADJ -> curious about | interested in [exactly | learning more about]

The CFG-based generator can potentially generate around 2 million different system questions

and 30K+ different user utterances, which ensures the diversity of the generated data. To cover

multiple domains, we utilize the database from the MultiwOZ and SGD datasets, which in total

covers 27 domains, each containing one named entity type. We randomly sample a certain number

of values from the database based on the domain and entity type and insert them into the system

response. The number of candidate values is also randomly sampled. To make the sentence more

natural, we limit the candidate number to be between three and ve. Then, we randomly sample

one from the candidate list as the selected result.

To make the task harder and more realistic, we also explore different entity addressing methods

to generate the user utterance:

Positional Addressing.Instead of directly addressing the named entity (Fig. 6.3), users use
the entity's list position, e.g., “the second one”.
Partial Addressing. User use part of the name for simplicity, e.g. “chiquito” instead of

“chiquito restauraant bar”
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SGD MultiwOzZ
train dev test train dev test
dialogue| 4.7k/16k 0.9k/2.5k 1.6k/4.2k 2.7k/8.4k 0.3k/ 1k 0.3k /1k
turn 5.1k / 330k 1.0k/48.7k 1.8k/84.6k 3.2k/105k 0.4k/13.8k 0.4k/13.7k

Table 6.1: The table presents the numbers of dialogues or turns that are modi ed for disambigua-
tion cases, and the numbers on the right side of the slash are the total number of dialogues or turns
in each dataset.

» Addressing with Typo. We add typos in the named entity to make the model more robust.

* Multiple Addressing. The user chooses more than one option at a single time, and the
model is expected to extract all their choices.

» Addressing with Attributes. User describes the selected result with more attributes, e.g.

“the restaurant in the north of the city”.

Automatic Augmentation

The single-turn dialogue dataset helps enable models to solve the disambiguation task. How-
ever, the single-turn is not an entire dialogue and the model barely trained with that can hardly
conduct a complete dialogue. Our goal is to enhance a complete dialogue model with the disam-
biguation skill while keeping the performance of other tasks. Currently, most of the state-of-the-art
task-oriented dialogue models are trained with the MultiwOZ and SGD datasets. Therefore, we
propose to augment these two datasets by adding disambiguation turns.

Fig. 6.4 shows the proportion of the dialogues in each domain that contains multiple results.
We nd that nearly 66.7% of dialogues involve multiple results, where ambiguity can occur. How-
ever, in both SGD and MultiwOZ, the system would always give a suggestion after searching the
database, e.g., “I have 10 suitable results, how about ...” and the user side would simply accept
it or ask about something else. This avoids the ambiguity in the dataset. However, the system,
in reality, would still face the ambiguity problem when interacting with real human beings who
would like to know more about other options. Therefore, we want to augment these two popular
datasets with disambiguation turns to improve the model's ability.

First, we locate the turns to be modi ed. In those turns, the system presents the database-
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Figure 6.4: The blue bar represents the number of dialogues that contain multiple database-search
results in each service from the SGD dataset. While the red bar represents the total number of
dialogues in each service.

searching results, where the ambiguity takes place. We also incorporate relevant annotation and
sentence structure to Iter out some inappropriate cases, e.g. the user does not make any choices
in this turn. Then, we generate a new system utterance to replace the original one. The generation
is conducted based on the same toolkit and CFGs from Sec. 6.1.3, and the slot values are extracted
from the corresponding database. As shown in Fig. 6.5 (highlighted in blue), the new system
utterance provides a list of speci ¢ searching results without giving any suggestion. Following the
language naturalness, we uniformly sample two to four candidate searching results and integrate
them with the original entity to compose the result list. After the system utterance, a user utterance
is also generated to make the choice, which should be consistent with the original suggestion
that the user accepts. If the user rejects the original system suggestion, we do not make any
modi cations. In the end, we concatenate the generated user utterance with the original one. In
this way, we ensure the other unchanged turns of the dialogue (especially the following turns) will
be coherent with the modi ed turns in order to eliminate the effects on the unchanged turns of the
dialogue as much as possible.

We conduct the same progress on both the SGD and MultiwOZ datasets. Note that the am-
biguity problem occurs only when there is a speci ¢ target entity, e.g. hotel name in the “hotel”

domain and not every domain includes such an entity (e.g. any car satisfying constraints is accept-
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