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Abstract

Newton-Raphson Approximate Re-optimization in High Dimensions: Theory, Corrections, and

Applications to Risk Estimation, Unlearning, and Influence Analysis

Haolin Zou

This dissertation develops a unified framework for approximate re-optimization in

high-dimensional statistical models using a few Newton–Raphson iterations. Motivated by

settings where the objective function is slightly perturbed, such as machine unlearning,

cross-validation, and data attribution, we study how to update model parameters efficiently

without retraining, while maintaining rigorous guarantees. Working under the proportional

high-dimensional regime, we establish finite sample error bounds for Newton-based

approximations and characterize the number of iterations required for statistical accuracy. We

apply this framework to three problems: (i) certified machine unlearning for smooth objectives

via Newton updates with calibrated noise, (ii) approximate leave-one-out cross-validation for

non-smooth regularizers, and (iii) bias correction of influence functions, leading to a consistent

estimator termed Newfluence.

Overall, the dissertation demonstrates that combining second-order approximations with

high-dimensional analysis yields a principled and efficient approach to re-optimization in modern

learning systems.
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Notations

1



Symbols Meanings

Plain English / Greek letters 𝐶, 𝑎, 𝜆 Scalar or scalar valued functions

Calligraphic uppercase letters D,X, F Sets, events or function families

R,R+,Z,Z+ The set of real, positive real, integer and positive integers

[𝑛] {1, 2, · · · , 𝑛}

R𝑝 𝑝-dimensional Euclidean space

Bold lower case 𝒙, 𝒛 Vectors (both deterministic and random)

Bold upper case 𝑿 Matrices (both deterministic and random)

∥𝑿∥, ∥𝑿∥𝐹𝑟 Matrix operator norm and Frobenius norm

𝜆min(𝑿), 𝜆max(𝑿) Minimal and maximal eigenvalue (for square matrix only)

𝜎min(𝑿), 𝜎max(𝑿) Minimal and maximal singular value

tr(𝑿) Trace of a matrix

∥𝑿∥𝑝,𝑞 Matrix norm induced by vector ℓ𝑝, ℓ𝑞 norms

Calligraphic subscript 𝑿M , 𝒙M Sub-vector and sub-matrix with row indices in setM

Dot accents over plain letters ¤ℓ, ¥ℓ, ℓ̈... First, second and third order derivatives.

Dot accents over bolded letters ¤ℓ, ¥ℓ... Vectors consisting of their plain letter versions

diag[𝒂] or diag[𝑎𝑖]𝑛𝑖=1 Diagonal matrices with diagonal elements 𝒂 = (𝑎1, · · · , 𝑎𝑛)

polylog(𝑛) Polynomials of log(𝑛)

Big-O notation 𝑏𝑛 = 𝑂 (𝑎𝑛) ∀𝑛, 𝑏𝑛 ≤ 𝐶𝑎𝑛 for some constant 𝐶 > 0

Big-O tilde notation 𝑏𝑛 = 𝑂̃ (𝑎𝑛) ∀𝑛, 𝑏𝑛 ≤ 𝐶𝑎𝑛polylog(𝑛) for some constant 𝐶 > 0

Small-O notation 𝑏𝑛 = 𝑜(𝑎𝑛) lim
𝑛→∞

𝑏𝑛/𝑎𝑛 = 0

Big omega notation 𝑏𝑛 = Ω(𝑎𝑛) The negation of 𝑏𝑛 = 𝑜(𝑎𝑛)

Small omega notation 𝑏𝑛 = 𝜔(𝑎𝑛) Asymptotic dominance: lim
𝑛→∞

𝑏𝑛/𝑎𝑛 = ∞

Big Theta notation 𝑏𝑛 = Θ(𝑎𝑛) Same order: 𝑏𝑛 = 𝑂 (𝑎𝑛) and 𝑎𝑛 = 𝑂 (𝑏𝑛)

𝑂𝑝, 𝑂̃𝑝, 𝑜𝑝,Ω𝑝, 𝜔𝑝,Θ𝑝 The in-probability version of 𝑂, 𝑂̃, 𝑜,Ω, 𝜔,Θ respectively.

⊥⊥ Probabilistic independency

Wedge and vee 𝑎 ∧ 𝑏, 𝑎 ∨ 𝑏 The smaller / larger between the two elements compared
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Chapter 1: Introduction and Background

1.1 Regularized Empirical Risk Minimization

Parameter estimation has long been one of the two pivots of statistics, together with statistical

inference ([1, 2]). Given a dataset D := {𝒛1, · · · , 𝒛𝑛} ∈ R𝑛×𝑝, suppose 𝒛𝑖 are drawn from a

parameterized distribution family:

𝒛𝑖 ∼ 𝑝(𝒛; 𝜷∗), 𝜷∗ ∈ Θ, (1.1)

where Θ is the set of parameters of interest. To estimate the unknown true parameter 𝜷∗, a widely

adopted method is the regularized empirical risk minimization (R-ERM) ([3]):

𝜷̂ := argmin
𝜷∈Θ

𝐿𝑛 (𝜷) := argmin
𝜷∈Θ

𝑛∑︁
𝑖=1

ℓ(𝒛𝑖, 𝜷) + 𝜆𝑟 (𝜷). (1.2)

Here ℓ(𝒛, 𝜷) is a loss function measuring how well 𝜷 fits the data 𝒛, a common choice of which

is the negative log-likelihood − log 𝑝(𝒛, 𝜷). 𝑟 (𝜷) is called the regularizer aiming at reducing the

variance of the estimate by penalizing large 𝜷, usually towards 0 ([4, 5]). It is usually a convex

function minimized at 𝜷 = 0. The scalar 𝜆 ≥ 0 controls the strength of regularization, and larger 𝜆

penalizes 𝜷 more towards 0. R-ERM is used in many classical and modern learning tasks, ranging

from simple tasks like estimating the mean of Gaussian sample, to more complicated ones such

as linear regression, Poisson and multinomial regressions ([6]), matrix completion ([7]) and neural

networks ([8]).

Example 1 (Gaussian Mean estimation). SupposeD = {𝑋1, · · · , 𝑋𝑛} is a sample of i.i.d. Gaussian

variables with known variance 𝜎2 = 1 and unknown mean 𝜇: 𝑋𝑖 ∼ 𝑁 (𝜇, 1). The parameter 𝜇 can
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be estimated using maximum likelihood estimator:

𝜇̂ := argmin
𝜇∈R

1
2

𝑛∑︁
𝑖=1
(𝑋𝑖 − 𝜇)2.

The solution is naturally the sample average: 𝜇̂ = 𝑋̄ = 1
𝑛

∑𝑛
𝑖=1 𝑋𝑖.

Example 2 (Neural Networks). Suppose D = {(𝑦𝑖, 𝒙𝑖)}𝑛𝑖=1 ∈ R𝑛×(𝑝+1) , where 𝑦𝑖 ∈ R is the label

and 𝒙𝑖 ∈ R𝑝 is the feature vector of observation 𝑖. A neural network is a parameterized function

class formed by compositions of layers, 𝑓 (𝒙; 𝜷) := 𝑇1 ◦ 𝑇2 ◦ · · · ◦ 𝑇𝐾 (𝒙), where each of the layers

𝑇𝑘 (𝒙) := 𝜎𝑘 (𝑾𝑘𝒙 + 𝒃𝑘 ) consists of a nonlinear activation function 𝜎𝑘 : R𝑝𝑘 → R𝑝𝑘 and a linear

transformation inside it. The parameter 𝜷 then consists of all the weight-bias pairs (𝑾𝑘 , 𝒃𝑘 ). In

principle, 𝜷 is estimated via R-ERM1:

𝜷̂ = argmin
𝜷

𝑛∑︁
𝑖=1

ℓ(𝑦𝑖, 𝑓 (𝒙𝑖, 𝜷)) + 𝜆𝑟 (𝜷).

Iterative optimization methods, such as the stochastic gradient descent and back-propagation, are

usually used to find the solution.

As mentioned earlier, the regularizer 𝑟 (·) aims at stabilizing the solution by pushing the solution

towards its own minimizer 𝜷 = 0. Common choices include the ℓ1 norm (LASSO) ([5]): 𝑟 (𝜷) =

∥𝜷∥1 =
∑𝑝

𝑘=1 |𝛽𝑘 | and the squared ℓ2 norm (ridge,[4]): 𝑟 (𝜷) = ∥𝜷∥22 =
∑𝑝

𝑘=1 𝛽
2
𝑘
, as well as their

variants and combinations, such as the grouped-LASSO ([9]) and the elastic net ([10]). Also note

that, in some models such as neural networks, regularizers can be applied separately to each layer,

e.g. 𝑟 (𝜷) = ∑𝐾
𝑘=1 𝜂𝑘 ∥𝑾𝑘 ∥22 where scalars 𝜂𝑘 ≥ 0 control the regularization strength of each layer

separately ([11]).

1In reality, however, due to the non-convex nature of neural networks, we almost never find the global minimum
of the R-ERM problem, but rather stop at "good" local minima using more complicated methods. But this is beyond
the scope of this dissertation.

4



In this dissertation, I will focus on the generalized linear models (GLM):

𝜷̂ = argmin
𝜷∈Θ

𝑛∑︁
𝑖=1

ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆𝑟 (𝜷). (1.3)

1.2 Newton-based Re-optimization

In many situations, after training a model (1.3), we are then interested in a new problems with

a slightly different objective function:

𝜷̂pert := argmin
𝜷∈Θ

𝐿𝑛 (𝜷) + Δ𝐿 (𝜷), (1.4)

where Δ𝐿 (𝜷) denotes a small change to the objective function. For example, in online learning

([12, 13]), a new training point may be added: Δ𝐿 (𝜷) = ℓ(𝑦𝑛+1, 𝒙
⊤
𝑛+1𝜷). Or the reverse might

happen, which is called machine unlearning ([14, 15]), where we seek to remove the influence of

one or several data points: Δ𝐿 (𝜷) = ∑
𝑗∈M ℓ(𝑦 𝑗 , 𝒙⊤𝑗 𝜷), whereM ⊂ [𝑛] denotes the deletion set.

Chapter 2 will discuss about machine unlearning in more details.

Solving the new problem (1.4) from scratch can be computationally demanding and also un-

wise. However, if Δ𝐿 (𝜷) is small compared to 𝐿𝑛 (𝜷), we can hope the new solution 𝜷̂pert should

not be far away from 𝜷̂, which becomes a good initialization for solving for 𝜷̂pert. This will be the

central idea of this dissertation.

The Newton method, also called Newton-Raphson method [16, 17], is essentially an iterative

root-finding algorithm:

Definition 1.2.1 (Newton Method). Suppose 𝒇 : R𝑝 → R𝑝 has an invertible Jacobian matrix 𝑮

anywhere in an open set Θ ⊂ R𝑝, and 𝒇 has a root 𝒇 (𝜷∗) = 0 in Θ. Starting from an initial point

𝒙 (0) ∈ Θ, the Newton method is the following iterative procedure: for step 𝑡 ≥ 1,

𝒙 (𝑡) := 𝒙 (𝑡−1) − 𝑮−1(𝒙 (𝑡−1)) 𝒇 (𝒙 (𝑡−1)).
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For more information about Newton method, please check Section 9.5 of [18].

If both 𝐿𝑛 (𝜷) and Δ𝐿 (𝜷) are smooth, then solving 𝜷̂pert in (1.4) is essentially finding the root

of the gradient of the perturbed objective 𝒈pert(𝜷) := ∇(𝐿𝑛 (𝜷) + Δ𝐿 (𝜷)). When Δ𝐿 (𝜷) is small

enough, and hopefully 𝜷̂ is close to 𝜷̂pert, and 𝜷̂ would be a good initialization for the Newton

iterations. We can then iteratively solve 𝜷̂pert via Newton iterations:

𝜷̃(0)pert = 𝜷̂,

𝜷̃(𝑡)pert = 𝜷̃(𝑡−1)
pert − 𝑮

−1
pert( 𝜷̃

(𝑡−1)
pert )𝒈pert( 𝜷̃(𝑡−1)

pert ). (1.5)

Here, 𝑮−1
pert(𝜷) = ∇2(𝐿𝑛 (𝜷) + Δ𝐿 (𝜷)) is the Hessian of the perturbed objective.

The main computational demand comes from the storage and computation of the Hessian in-

verse. Generally, inverting a 𝑝 by 𝑝 matrix has computation complexity 𝑂 (𝑝3), so it is desirable

to run as few iterations as possible. We note that the number of Newton iterations depends on the

loss landscape. For generalized linear models, where the objective is convex, a finite number of

Newton iterations is sufficient to reach the unique global optimum. For example, for our numerical

experiments in Section 2.5 using logistic regression and ridge penalty, naive leave-data-out retrain-

ing with Newton’s method required a constant number of iterations, typically between 4 and 20,

depending on the initialization and the curvature of the loss. According to our theoretical results

in Chapter 2, two Newton iterations would yield a reliable and accurate unlearned model. Thus,

replacing full retraining with two Newton updates reduces computational cost by approximately

50%–90%.

One example of solving the perturbed objective (1.4) is machine unlearning, where we aim to

solve

𝜷̂\M = argmin
𝑖∉M

ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆𝑟 (𝜷).

The Newton method have been used for approximately solving 𝜷̂\M in the literature of machine

unlearning, for example [14, 19].

Another line of work related to this chapter focuses on efficient approximations of the leave-
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one-out cross-validation (LO) estimate of the risk. LO is widely known to provide an accurate

estimate of out-of-sample prediction error ([20]). However, a major limitation of LO is its high

computational cost. As a result, recent studies have explored methods for approximating LO more

efficiently ([20–28]).

Among this body of work, the contributions of [20, 23] are most closely related to our own.

Specifically, [23] demonstrated that approximating the LO solution using a single Newton step

yields an estimate that falls within the statistical error of the true LO estimate.

1.3 High Dimensionality

Classical theoretical studies of machine learning methods are usually based on low-dimensional

statistical asymptotics, in which we assume the parameter space, especially its dimension 𝑝,

is fixed, and the number of observations is sufficiently large. For example, consider the lin-

ear regression 𝑦𝑖 = 𝒙⊤
𝑖
𝜷∗ + 𝜖𝑖 with 𝒙𝑖 ∼ 𝑁 (0, I𝑝), 𝜖𝑖 ∼ 𝑁 (0, 1). Consider the OLS estimator

𝜷̂ = (𝑿⊤𝑿)−1𝑿⊤𝒚. It can be shown that

𝜷̂ − 𝜷∗ |𝑿 ∼ 𝑁 (0, (𝑿⊤𝑿)−1),

∥ 𝜷̂ − 𝜷∗∥2 ≈ tr(𝑿⊤𝑿)−1.

When 𝑝 is fixed and 𝑛 is large, the empirical covariance matrix converges:

1
𝑛
𝑿⊤𝑿 → E𝒙1𝒙

⊤
1 = I𝑝,

so we have ∥ 𝜷̂ − 𝜷∗∥2 ≈ 𝑝/𝑛. This is the classical 𝑂 (1/
√
𝑛) convergence of OLS. However,

this approximation is only accurate when 𝑛 is sufficiently large compared to 𝑝. If, for example,

𝑝 = 5000, 𝑛 = 10000, then ∥ 𝜷̂ − 𝜷∗∥2 is no longer small. In fact, as both 𝑛, 𝑝 are large in this

example, it is more desirable to study the following regime: 𝑛, 𝑝 → ∞, 𝑛/𝑝 ≡ 𝛾0 = 2. It can be

shown that, under this asymptotic regime, 𝑿⊤𝑿 follows Wishart distribution and (see Section 6.2
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of [29])

tr(𝑿⊤𝑿)−1 → 1
𝛾0 − 1

= 1,

so ∥ 𝜷̂ − 𝜷∗∥ → 1. Neither is the low-dimensional asymptotics 𝑂 ( 1√
𝑛
) informative, nor is the OLS

𝜷̂ consistent in this case.

This motivates the proportional high dimensional asymptotic setting:

Definition 1.3.1 (Proportional High-dimensional Asymptotic Setting (PHAS)). Assume that both

𝑛 and 𝑝 grow to infinity, and that 𝑛/𝑝 → 𝛾0 ∈ (0,∞).

The proportional high-dimensional asymptotic setting (PHAS) has provided valuable insights

into the optimality and practical effectiveness of various estimators over the past decade [29–53].

We aim to study R-ERM (1.3) under high-dimensional settings in which both 𝑛 and 𝑝 are

large. Towards this goal, we use one of the most widely-adopted high-dimensional asymptotic

frameworks, proportional high-dimensional asymptotic setting (PHAS).

While our theoretical goal is to derive finite-sample results applicable to any values of 𝑛 and 𝑝,

PHAS (Definition 1.3.1) will serve as a basis for simplifying and interpreting these results in high-

dimensional settings. By default, all the following “𝑂, 𝑂̃, 𝑂𝑝, 𝑂̃𝑝” notations should be interpreted

under the directional limit of PHAS, i.e. 𝑛, 𝑝 →∞, 𝑛/𝑝 → 𝛾0 ∈ (0,∞). In contrast, in classical, or

low dimensional settings, the direction of limit is usually 𝑛→∞, 𝑝 ≡ 𝑝0, in which case 𝑛/𝑝 →∞.

1.4 Main Assumptions

Throughout my dissertation, I will adopt the following assumptions for the theoretical analysis.

They are predominantly used in high dimensional learning theory.

Assumption A1 (Separability). The regularizer is separable:

𝑟 (𝜷) =
∑︁
𝑘∈[𝑝]

𝑟𝑘 (𝛽𝑘 ).

Assumption A2 (Smoothness). The loss function ℓ : R×R→ R+ and is three times differentiable.
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Assumption A3 (Convexity). Both ℓ and 𝑟 are proper convex, non-negative, and 𝑟 is 𝜈-strongly

convex in 𝜷 for some constant 𝜈 > 0.

Assumption A4 (Gaussianity). The feature vectors 𝒙𝑖
𝑖𝑖𝑑∼ N(0,𝚺). Furthermore, we assume that

𝜆max(𝚺) ≤ 𝐶𝑋
𝑝

, for some constant 𝐶𝑋 > 0.

Assumption A5 (Polynomial Growth). ∃𝐶 > 0, 𝑠 > 0 such that 2

max{ℓ(𝑦, 𝑧), | ¤ℓ(𝑦, 𝑧) |, | ¥ℓ(𝑦, 𝑧) |, |ℓ̈(𝑦, 𝑧) |} ≤ 𝐶 (1 + |𝑦 |𝑠 + |𝑧 |𝑠).

Assumption A6 (Stochastically Bounded Labels). The label variables 𝑦𝑖 satisfy P( |𝑦𝑖 | > 𝐶𝑦 (𝑛)) ≤

𝑞
(𝑦)
𝑛 for some𝐶𝑦 (𝑛) = 𝑂 (polylog(𝑛)) and 𝑞 (𝑦)𝑛 = 𝑜(𝑛−1), and E|𝑦𝑖 |𝑡 exists , ∀𝑡 ≤ 2𝑠 for the constant

𝑠 in Assumption A5. We will denote E|𝑦𝑖 |2𝑠 by 𝐶𝑦,𝑠.

Assumption A1 can be generalized to include a linear transform: 𝑟 (𝜷) = ∑
𝑗∈[𝑙] 𝑟 𝑗 (𝒂⊤𝑗 𝜷), but

we make the simplified assumption that 𝒂 𝑗 = 𝒆 𝑗 where 𝒆 𝑗 is the jth canonical basis of R𝑝 to avoid

cumbersome notations. Generalizing the current proof to arbitrary 𝒂 𝑗 is trivial. Examples include

the ridge, LASSO, group LASSO ([54]) and SLOPE ([5]). Assumption A2 and A3 are common

assumptions in machine learning theory too ([55]). Assumption A3 ensure that the R-ERM esti-

mators 𝜷̂ and 𝜷̂\M are unique. Note that so far the assumptions do not include the smoothness

of 𝑟, which is needed for Hessian computation. In Chapter 2, I will study the perturbed estimator

𝜷̂pert with twice differentiable 𝑟, so that the Hessian is well defined. However, a large proportion

of popular regularizers is not smooth, such as the LASSO or elastic net. Chapter 3 will remove

the differentiability assumption on 𝑟 and generalize the Newton method using a Hessian proxy for

non-smooth 𝑟, such as the elastic net penalty (a convex combination of ridge and LASSO). We

also assumed ℓ and 𝑟 to be non-negative without loss of generality. This can always be achieved

by subtracting their minimum (which are finite since ℓ, 𝑟 are proper convex) from the function

themselves.
2For notational simplicity we assume the same constant 𝐶 and degree 𝑠 for the four quantities, and extending our

result to different 𝐶 and 𝑠 for the quantities is straightforward.
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The polynomial growth in assumption A5 is also a standard assumption in machine learning

theory ([29, 56]) and is satisfied by many frequently used loss functions such as the square loss,

Huber loss ([57]), cross entropy loss and negative log-likelihood of common distributions. It also

encompasses commonly used regularizers such as the ridge and LASSO. The purpose of this as-

sumption is to ensure that the partial derivatives 𝜕𝑘

𝜕𝑧𝑘
ℓ(𝑦, 𝑧) are 𝑂̃𝑝 (1) when 𝑦 and 𝑧 = 𝒙⊤𝜷 are

𝑂̃𝑝 (1). Otherwise consider a counterexample: suppose ℓ(𝑦, 𝑧) = exp (𝑦 + 𝑧).

The Gaussianity assumption A4 is prevalent in theoretical papers dealing with high-dimensional

problems, for example [23, 45, 58, 59]. This assumption is made to make the proofs more straight-

forward. The proofs can be generalized to sub-Gaussianity without much effort.

Heuristically, the scaling for 𝚺 is to guarantee a bounded signal to noise ratio as 𝑛, 𝑝 grow

under PHAS. When 𝒙𝑖 ∼ N(0,𝚺), we have var(𝒙⊤
𝑖
𝜷∗) = E(𝒙⊤

𝑖
𝜷∗)2 ≤ 𝐶𝑋

𝑝
∥𝜷∗∥22. When the “true

parameter” 𝜷∗ has 𝑂 (1) elements, we have ∥𝜷∗∥2 = 𝑂 (√𝑝), and hence E(𝒙⊤
𝑖
𝜷∗)2 = 𝑂 (1). On

the other hand, it is reasonable to assume that 𝑦𝑖 |𝒙⊤𝑖 𝜷 has Θ(1) variance. Therefore, under the

settings of this chapter we can see that the signal-to-noise ratio (SNR) of each data point, defined as
var(𝒙⊤

𝑖
𝜷∗)

var(𝑦𝑖 |𝒙⊤𝑖 𝜷∗)
, remains bounded. We now introduce two more assumptions on the likelihood function

ℓ and the response 𝑦. These are typically used in the analysis of high dimensional regression

problems and are satisfied for a host of natural examples including linear and logistic regression.

See, e.g., [60].

In addition to the aforementioned rationale, there is another compelling justification that we

explain below.

Let 𝜆∗(𝑛, 𝑝) denote the value of 𝜆 that minimizes the prediction error of 𝜷̂. Suppose that we

are interested in the asymptotic setting 𝑛, 𝑝 → ∞, such that 𝑛/𝑝 = 𝛾0 remains fixed. Then, if

Assumption A1 holds, for many problems it has been shown that 𝜆∗(𝑛, 𝑝) → 𝜆̄, in probability,

where 𝜆̄ is a fixed number in the range (0,∞). See for instance [36, 46, 47]. Intuitively speaking,

if under another scaling 𝜆∗(𝑛, 𝑝) goes to zero as 𝑛, 𝑝 → ∞, the estimation problem is becoming

easier as 𝑝 grows and hence a regularizer is not required. Similarly, if under a scaling where

𝜆∗(𝑛, 𝑝) → ∞ as 𝑛, 𝑝 → ∞, the estimation problem is becoming so difficult that we end up
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choosing zero estimator as the best one. Hence, the scaling we have chosen here seems to be one

of the most useful scalings for practice.

Assumption A6 essentially requires all |𝑦𝑖 | = 𝑂̃𝑝 (1) as 𝑛, 𝑝 increases. This is a reasonable

assumption for machine learning as well, since the label, such as class labels (e.g. cat vs dogs) or

continuous variables to be predicted (e.g. GDP per capita), usually do not scale with the dimensions

𝑛, 𝑝.

The main purpose of the polynomial growth assumption A5 is to ensure the partial derivatives

such as ¤ℓ(𝜷), ¥ℓ(𝜷) remain locally 𝑂̃𝑝 (1) as n and p grow, as shown in the following lemma:

Lemma 1.4.1. Under Assumption Group A, with probability at least 1 − 𝑛𝑞 (𝑦)𝑛 − 4𝑛1−𝑐 − 𝑛𝑒−𝑝/2 −

𝑒−𝑝 := 1 − 𝑞𝑛, we have the following hold simultaneously: ∀M ⊂ [𝑛], |M| ≤ 𝑚,∀𝜷1, 𝜷2 in a

convex neighborhood containing 𝜷̂ and 𝜷̂\M:

∥𝑿∥2 ≤ 𝐶,

max
𝑖∈[𝑛]
¤ℓ𝑖 (𝜷1) ≤ polylog(𝑛),

max
𝑖∈[𝑛]
¥ℓ𝑖 (𝜷1) ≤ polylog(𝑛),

∥ ¥ℓ\M (𝜷1) − ¥ℓ\M (𝜷2)∥
∥𝜷1 − 𝜷2∥

≤ polylog(𝑛),

∥∇2𝑟 (𝜷1) − ∇2𝑟 (𝜷2)∥
∥𝜷1 − 𝜷2∥

≤ polylog(𝑛).

The proof is postponed to Section 2.7.2 where Lemma 2.7.4 is a more rigorous statement of

Lemma 1.4.1 above.

Below are some examples where Assumptions A5 and A6 are satisfied. For simplicity we

assume 𝒙𝑖 ∼ N(0, 1
𝑝
I𝑝).

Example 3 (Linear regression). Suppose 𝑦𝑖 |𝒙𝑖 ∼ N(𝒙⊤𝑖 𝜷∗, 𝜎2), then we have 𝑦𝑖 ∼ N(0, 𝜏2) with

𝜏2 := 𝜎2 + 1
𝑝
∥𝜷∗∥2. Its negative log-likelihood is the ℓ2 loss:

ℓ(𝑦, 𝑧) = 1
2
(𝑦 − 𝑧)2, ¤ℓ(𝑦, 𝑧) = 𝑧 − 𝑦, ¥ℓ(𝑦, 𝑧) = 1, ℓ̈(𝑦, 𝑧) = 0.
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And by Lemma 1.6.15 we have the following concentration for 𝑦𝑖:

P( |𝑦𝑖 | ≥ 6𝜏
√︁

log(𝑛)) ≤ 1
√

6𝜋
𝑛−3.

Example 4 (Logistic regression). Suppose 𝑦𝑖 ∼ 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝑝𝑖) where 𝑝𝑖 = (1 + 𝑒−𝒙
⊤
𝑖
𝜷∗)−1. The

negative log-likelihood is then

ℓ(𝑦, 𝑧) = 𝑦 log(1 + 𝑒−𝑧) + (1 − 𝑦) log(1 + 𝑒𝑧), 𝑦 ∈ {0, 1} ≤ 2 log(2) + 2𝑧,

| ¤ℓ(𝑦, 𝑧) | =
���� 𝑒𝑧

1 + 𝑒𝑧 − 𝑦
���� ≤ 1 + |𝑦 |,

| ¥ℓ(𝑦, 𝑧) | =
���� 𝑒𝑧

(1 + 𝑒𝑧)2

���� ≤ 1

|ℓ̈(𝑦, 𝑧) | =
����− 1

1 + 𝑒𝑧 +
3

(1 + 𝑒𝑧)2
− 2
(1 + 𝑒𝑧)3

���� ≤ 6,

and obviously |𝑦𝑖 | ≤ 1 so that Assumption A6 is also satisfied.

Example 5 (Poisson Regression). Suppose 𝑦𝑖 ∼ 𝑃𝑜𝑖𝑠𝑠𝑜𝑛(𝜆) where 𝜆 = log(1 + 𝑒𝒙⊤𝑖 𝜷∗), then we

have, by Chernoff bound (see, e.g., Exercise 2.3.3 of [61]):

P(𝑦𝑖 > 𝑡) ≤ 𝑒−𝜆
(
𝑒𝜆

𝑡

) 𝑡
. (1.6)

Since 𝒙⊤
𝑖
𝜷∗ ∼ 𝑁 (0, 1

𝑛
∥𝜷∗∥2), we have

P( |𝒙⊤𝑖 𝜷∗ | > 2𝜈
√︁

log(𝑛)) ≤ 𝑛−2

where 𝜈2 = 1
𝑛
∥𝜷∗∥2. So we have, with probability at least 1 − 𝑛−2, that

𝜆 = log(1 + 𝑒𝒙⊤𝑖 𝜷∗) ≤ log(2) + |𝒙⊤𝑖 𝜷∗ |

≤ log(2) + 2𝑛−1/2∥𝜷∗∥
√︁

log(𝑛).

Setting 𝑡 = log(𝑛) in (1.6), since 𝜆 > 0, we have

12



P(𝑦𝑖 > log(𝑛)) ≤
(
𝑒(log(2) + 2𝜈

√︁
log(𝑛))

log(𝑛)

) log(𝑛)

≤
(

𝐶√︁
log(𝑛)

) log(𝑛)

= 𝑜(𝑛−1).

It can be checked that the negative log-likelihood loss is

|ℓ(𝑦, 𝑧) | = | log(𝑦!) + log(1 + 𝑒𝑧) − 𝑦 log log(1 + 𝑒𝑧) |

≤ 𝐶 (𝑦2 + 𝑧2 + 1)

where 𝐶 = 1 + log log(2) + (2 log(2))−1.

The derivatives of the loss function w.r.t. 𝑧 satisfy

| ¤ℓ(𝑦 |𝑧) | =| 1
1 + 𝑒−𝑧 −

𝑦𝑒𝑧

(1 + 𝑒𝑧) log(1 + 𝑒𝑧) | ≤ 1 + |𝑦 |,

| ¥ℓ(𝑦 |𝑧) | =
����𝑦 (

𝑒𝑧

(1 + 𝑒𝑧) log(1 + 𝑒𝑧)

)2

− 𝑦𝑒𝑧

(1 + 𝑒𝑧)2 log(1 + 𝑒𝑧)
+ 𝑒𝑧

(1 + 𝑒𝑧)2

����
≤ 1 + 2|𝑦 |,

|ℓ̈(𝑦 |𝑧) | ≤ 3 + 14|𝑦 |.

We use the fact that ((1 + 𝑒−𝑧) log(1 + 𝑒𝑧))−1 ≤ 1 for all 𝑧 ∈ R. We omit the exact expression for

ℓ̈(𝑦 |𝑧) for brevity.

1.4.1 Bounded signal-to-noise ratio

We briefly explain the point of ‘bounded signal to noise ratio (SNR)’ mentioned in the intro-

duction. Although our method and the conclusion of this chapter do not rely explicitly on the SNR,

the notion of keeping a delicate balance between the signal and noise is one of the most important

13



foundations of our theory. We define the signal to noise ratio as

SNR =
V𝑎𝑟 (𝒙⊤

𝑖
𝜷∗)

V𝑎𝑟 (𝑦𝑖 |𝒙⊤𝑖 𝜷∗)
.

It can be shown that the SNR is 𝑂𝑝 (1) in the three GLM examples in the previous section. In fact,

under Assumption A1

V𝑎𝑟 (𝒙⊤𝑖 𝜷∗) = (𝜷∗)⊤𝚺𝜷∗ ≤
𝐶𝑋

𝑝
∥𝜷∗∥22 = 𝑂 (1)

and for the three generalized linear models (linear, logistic, and Poisson regression) in the previous

subsection, we have

1
V𝑎𝑟 (𝑦𝑖 |𝒙⊤𝑖 𝜷∗))

=



𝜎−2 for linear(
e−

𝒙⊤
𝑖
𝜷∗

2 + e
𝒙⊤
𝑖
𝜷∗

2

)2
for logistic

(log(1 + 𝒙⊤
𝑖
𝜷∗))−1 for Poisson

all of which are 𝑂𝑝 (1) using the fact that

𝒙⊤𝑖 𝜷
∗ ∼ 𝑁 (0, 𝐶𝑋 ∥𝜷∗∥22/𝑝) = 𝑂𝑝 (1),

2 ≤ e−𝒙
⊤
𝑖
𝜷∗ + e𝒙

⊤
𝑖
𝜷∗ + 2 ≤ 2(e|𝒙⊤𝑖 𝜷∗ | + 1) = 𝑂𝑝 (1).

Moreover if we fix 1
𝑝
∥𝜷∗∥22 = 𝜉, then SNR−1 is also 𝑂𝑝 (1).

1.5 Organization of the Following Chapters

This dissertation is organized around the use of Newton-Raphson approximations for efficient

re-optimization in high-dimensional statistical models, with applications to machine unlearning,

risk estimation, and data attribution.

Chapter 2 develops the theoretical foundations of approximate machine unlearning for smooth
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regularized empirical risk minimization problems. We introduce a general framework for Newton-

based unlearning and establish finite sample error bounds under the proportional high-dimensional

asymptotic setting (PHAS). A key finding is that, in contrast to low-dimensional settings, a single

Newton step is generally insufficient, and multiple steps are required to achieve accurate approx-

imation. We also compare our approach with existing certified unlearning methods and provide

supporting numerical experiments.

Chapter 3 extends the analysis to non-smooth problems, with a focus on approximate leave-

one-out cross-validation. We develop theoretical guarantees for approximate cross-validation esti-

mators under non-differentiable regularizers, addressing challenges arising from changes in active

sets. The results provide a rigorous justification for approximate risk estimation methods in high-

dimensional settings, and are illustrated through the example of linear models with elastic net

penalties.

Chapter 4 studies data attribution and influence analysis, highlighting fundamental differences

between low- and high-dimensional regimes. We propose a corrected influence measure, termed

Newfluence, which accounts for high-dimensional effects neglected by classical influence func-

tions. Theoretical results and numerical experiments demonstrate that this correction significantly

improves approximation accuracy in modern high-dimensional models.

Finally, we conclude with a discussion of future research directions, including extensions be-

yond smooth and convex settings, computational considerations for large-scale problems and on-

line unlearning.

1.6 Preliminary Lemmas

In this section we provide some auxiliary lemmas to be used in the proofs of our lemmas and

theorems.
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1.6.1 Basic algebraic results

Lemma 1.6.1 (Weyl’s Theorem). [Theorem 4.3.1 in [62]] Let 𝑨, 𝑩 ∈ R𝑛×𝑛 be symmetric, and let

the singular values of 𝑨, 𝑩 and 𝑨+𝑩 be {𝜎𝑖 (𝑨)}𝑛𝑖=1, {𝜎𝑖 (𝑩)}𝑛𝑖=1 and {𝜎𝑖 (𝑨+𝑩)}𝑛𝑖=1, in increasing

order. Then

|𝜎𝑖 (𝑨 + 𝑩) − 𝜎𝑖 (𝑨) | ≤ 𝜎1(𝑩)

for 𝑖 = 1, . . . , 𝑛.

Lemma 1.6.2 (Woodbury Inversion Formula). Suppose 𝑨 ∈ R𝑛×𝑛 is nonsingular, and 𝑴 = 𝑨 +

𝑼𝑩𝑽, then

𝑴−1 = 𝑨−1 − 𝑨−1𝑼(𝑩−1 + 𝑽𝑨−1𝑼)−1𝑽𝑨−1

provided that all relevant inverse matrices exist.

Lemma 1.6.3. Let 𝑴 ∈ R𝑛×𝑛 be non-singular, and partitioned as a 2-by-2 block matrix

𝑴 =
©­­«
𝑨 𝑩

𝑩⊤ 𝑪

ª®®¬
where 𝑨 ∈ R𝑛1×𝑛1 , 𝑪 ∈ R𝑛2×𝑛2 with 𝑛1 + 𝑛2 = 𝑛. Then

𝑴−1 =
©­­«
𝑨−1 + 𝑨−1𝑩𝑫𝑩⊤𝑨−1 −𝑨−1𝑩𝑫

−𝑫𝑩⊤𝑨−1 𝑫

ª®®¬
where 𝑫 = (𝑪 − 𝑩⊤𝑨𝑩)−1, provided that all relevant inverse matrices exist.

Lemma 1.6.4. Suppose that 𝑨 ∈ R𝑝×𝑝 is an invertible matrix. Furthermore, assume that 𝑪 ∈ R𝑛×𝑛

is a diagonal matrix. Finally, 𝑩 ∈ R𝑝×𝑛. If 𝑨 + 𝑩𝑪𝑩⊤ is invertible, then its inverse is:

(𝑨 + 𝑩𝑪𝑩⊤)−1 = 𝑨−1 − 𝑨−1𝑩⊤𝑪𝑩𝑨−1

+ 𝑨−1𝑩𝑪𝑩⊤(𝑨 + 𝑩𝑪𝑩⊤)−1𝑩𝑪𝑩⊤𝑨−1
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Proof. First assume 𝑪 is invertible. Applying Woodbury formula twice yields

(𝑨 + 𝑩𝑪𝑩⊤)−1

=𝑨−1 − 𝑨−1𝑩(𝑪−1 + 𝑩⊤𝑨−1𝑩)−1𝑩⊤𝑨−1

=𝑨−1 − 𝑨−1𝑩𝑪𝑩⊤𝑨−1

+𝑨−1𝑩𝑪𝑩⊤(𝑨 + 𝑩𝑪𝑩⊤)−1𝑩𝑪𝑩⊤𝑨−1

If 𝑪 is not invertible, WLOG assume it has non-zero diagonal elements, i.e. by rearranging its

rows and columns there is a diagonal matrix 𝑪1 ∈ R𝑘×𝑘 such that

𝑪 = diag[𝑪1, 0, .., 0]

Split 𝑩 in the same way:

𝑩 = (𝑩1, 𝑩2)

where 𝑩1 ∈ R𝑝×𝑘 and 𝑩2 ∈ R𝑝×(𝑛−𝑘) , and we have

𝑨 + 𝑩𝑪𝑩⊤ = 𝑨 + 𝑩1𝑪1𝑩
⊤
1

so we can still use the above formula by replacing 𝑩,𝑪 by 𝑩1,𝑪1 respectively. □

Lemma 1.6.5. Suppose that 𝑨, 𝚪 ∈ R𝑛×𝑛 and that 𝑨 and 𝚪 are invertible. Then for any 𝒗 ∈ R𝑛 we

have

|𝒗⊤(𝑨 + 𝚪)−1𝒗 − 𝒗⊤(𝑨)−1𝒗 |

≤ 𝜎max(Γ)𝒗⊤𝒗
𝜎2

min(𝐴)
+

𝜎2
max(Γ)𝒗⊤𝒗

𝜎2
min(𝐴) |𝜎min(𝐴) − 𝜎max(Γ) |

.
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Proof. Using Woodbury formula (Lemma 1.6.2) twice we obtain

(𝑨 + 𝚪)−1 = 𝑨−1 − 𝑨−1(𝚪−1 + 𝑨−1)−1𝑨−1

= 𝑨−1 − 𝑨−1(𝚪 − 𝚪(𝑨 + 𝚪)−1𝚪)𝑨−1

So we have

|𝒗⊤(𝑨 + 𝚪)−1𝒗 − 𝒗⊤(𝑨)−1𝒗 |

≤ |𝒗⊤𝑨−1𝚪𝑨−1𝒗 | + |𝒗⊤𝑨−1𝚪(𝑨 + 𝚪)−1𝚪𝑨−1𝒗 |

≤ 𝜎max(Γ)𝒗⊤𝒗
𝜎2

min(𝐴)
+

𝜎2
max(Γ)𝒗⊤𝒗

𝜎2
min(𝐴) |𝜎min(𝐴) − 𝜎max(Γ) |

.

In the last inequality, we have used Weyl’s theorem for bounding the maximum singular value of

(𝑨 + 𝚪)−1. □

Lemma 1.6.6 (Lemma 14 of [59]). For 1 < 𝑠 ≤ 𝑁 and 𝑁 > 2, we have

1. (
𝑁

𝑠

)
≤ 𝑒𝑠 log 𝑒𝑁

𝑠

2. For 𝑚 ≤ (𝑛 + 1)/3,
𝑚∑︁
𝑠=0

(
𝑛

𝑠

)
≤ 2

(
𝑛

𝑚

)
Proof. We prove each part separately:

• The first part is exactly Lemma 14 of [59].

• Notice that for 𝑠 < 𝑚 < 𝑛,

(𝑛
𝑠

)( 𝑛
𝑚

) =

𝑛!
𝑠!(𝑛−𝑠)!
𝑛!

𝑚!(𝑛−𝑚)!
=

𝑚(𝑚 − 1) · · · (𝑠 + 1)
(𝑛 − 𝑠) (𝑛 − 𝑠 − 1) · · · (𝑛 − 𝑚 + 1) ≤

( 𝑚

𝑛 − 𝑚 + 1

)𝑚−𝑠
,
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so ∑𝑚
𝑠=0

(𝑛
𝑠

)( 𝑛
𝑚

) ≤ 1 +
𝑚−1∑︁
𝑠=0

( 𝑚

𝑛 − 𝑚 + 1

)𝑚−𝑠
≤
∞∑︁
𝑡=0

( 𝑚

𝑛 − 𝑚 + 1

) 𝑡
=
𝑛 − 𝑚 + 1
𝑛 − 2𝑚 + 1

≤ 1 + 𝑚

𝑛 − 2𝑚 + 1
≤ 2

provided 𝑚
𝑛−2𝑚+1 ≤ 1⇔ 𝑚 ≤ 𝑛+1

3 . □

1.6.2 Probability inequalities

Lemma 1.6.7 (Lemma 4.10 of [63], slightly modified). Let 𝑍𝑖 be 𝑁 dependent N(0, 𝜎2
𝑖
) random

variables with 𝜎𝑖 ≤ 𝜎max < ∞, then

E max
𝑖∈[𝑁]

𝑍𝑖 ≤ 𝜎max
√︁

2 log(𝑁).

Proof. The proof is essentially the same as Lemma 4.10 of [63], except for the absolute value. Let

𝑍 := max𝑖∈[𝑁] 𝑍𝑖. By Jensen’s inequality, ∀𝑡 > 0:

𝑒𝑡E𝑍 ≤ E𝑒𝑡𝑍 = E𝑒𝑡max𝑖∈[𝑁 ] 𝑍𝑖 ≤
∑︁
𝑖∈[𝑁]

E𝑒𝑡𝑍𝑖 =
∑︁
𝑖∈[𝑁]

𝑒
1
2 𝑡

2𝜎2
𝑖 ≤ 𝑁𝑒 1

2 𝑡
2𝜎2

max ,

which implies

E𝑍 ≤ 1
𝑡
[log(𝑁) + 1

2
𝑡2𝜎2

max] .

The right hand side minimizes at 𝑡2 =
2 log(𝑁)
𝜎2

max
, and hence we have E𝑍 ≤ 𝜎max

√︁
2 log(𝑁). □

Lemma 1.6.8 (Borel-TIS inequality, Theorem 2.1.1 of [64]). Let 𝑍𝑖 be 𝑁 dependent N(0, 𝜎2
𝑖
)

random variables with 𝜎𝑖 ≤ 𝜎max < ∞, and 𝑍 := max𝑖∈[𝑁] 𝑍𝑖, then ∀𝑡 > 0,

P(𝑍 − E𝑍 > 𝑡) ≤ 𝑒
− 𝑡2

2𝜎2
max .

Lemma 1.6.9 (Lemma 4.10 of [63]). Let 𝑉1, 𝑉2, . . . , 𝑉𝑝 denote dependent zero mean Gaussian
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random variables with mean zero and variances 𝜎2
1 , 𝜎

2
2 , . . . , 𝜎

2
𝑝 . We then have

E(max
𝑖
𝑉𝑖) ≤

√︁
2 log 2𝑝

(
max
𝑖
𝜎𝑖

)
.

Lemma 1.6.10 (Lemma 6 of [65]). Let 𝒙 ∼ N(0, 𝑰𝑝), then

P(𝒙⊤𝒙 ≥ 𝑝 + 𝑝𝑡) ≤ e−
𝑝

2 (𝑡−log(1+𝑡)) .

Lemma 1.6.11. Let 𝑍𝑖 be 𝑁 dependent N(0, 𝜎2
𝑖
) random variables. Suppose 𝜎2

𝑖
≤ 𝜎2

max < ∞.

Then ∀𝑡 ≥ 1, 𝑐 > 0:

P(max
𝑖∈[𝑁]
|𝑍𝑖 | > 2𝜎max

√︁
log(𝑁) + 𝑐 log(𝑡)) ≤ 2𝑡−𝑐 .

Proof. Let 𝑍 := max𝑖∈[𝑛] 𝑍𝑖. By Lemma 1.6.8,

P(𝑍 − E𝑍 > 𝑠) ≤ 𝑒
− 𝑠2

2𝜎2
max .

By Lemma 1.6.7, E𝑍 ≤ 𝜎max
√︁

2 log(𝑛). Setting 𝑠 = 𝜎max
√︁

2𝑐 log(𝑡) yields

P(𝑍 > 𝜎max(
√︁

2 log(𝑛) +
√︁

2𝑐 log(𝑡))) ≤ 𝑡−𝑐 .

Finally notice that

max
𝑖∈[𝑛]
|𝑍𝑖 | = max

{
max
𝑖∈[𝑛]

𝑍𝑖,max
𝑖∈[𝑛]
(−𝑍𝑖)

}
,

so by a union bound and the fact that
√
𝑎 +
√
𝑏 ≤

√︁
2(𝑎 + 𝑏) we have

P(max
𝑖∈[𝑛]
|𝑍𝑖 | > 2𝜎max

√︁
log(𝑛) + 𝑐 log(𝑡)) ≤ 2𝑡−𝑐 .

□
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Lemma 1.6.12. Suppose 𝒃 ∈ R𝑝 is a random vector with density

𝑝𝒃 (𝒃) ∝ 𝑒−𝐶∥𝒃∥ ,

then ∥𝒃∥ ∼ Γ(𝑝, 𝐶) with density

𝑝∥𝒃∥ (𝑟) =
𝐶 𝑝

Γ(𝑝) 𝑟
𝑝−1𝑒−𝑐𝑟 , and P

(
∥𝒃∥ > 2𝑝

𝐶

)
≤ 𝑒−(1−log(2))𝑝 .

Proof. Note that the pdf of 𝒃 depends only on its ℓ2 norm ∥𝒃∥. Thus, 𝒃 has a spherically symmetric

distribution. By Theorem 4.2 of [66] the pdf of ∥𝒃∥ is given by:

𝑝∥𝒃∥ (𝑟) ∝
2𝜋𝑝/2

Γ(𝑝/2) 𝑟
𝑝−1e−𝐶𝑟

and thus ∥𝒃∥ ∼ Γ(𝑝, 𝐶). This finishes the proof of the first part. For the second part we use the

moment generating function of the Gamma distribution to write:

P(∥𝒃∥ > 2𝑝
𝐶
) ≤ inf

0<𝑡<𝐶
E(e𝑡∥𝒃∥)e−

2𝑡 𝑝
𝐶 = inf

0<𝑡<𝐶

(
1 − 𝑡

𝐶

)−𝑝
e−

2𝑡 𝑝
𝐶 = 2𝑝e−𝑝 .

The last equality follows since the infimum in the previous line is achieved by 𝑡 = 𝐶
2 . □

Lemma 1.6.13. Let 𝑿⊤ = 𝚺1/2𝒁 be a 𝑝 ×𝑚 matrix, where 𝒁 ∈ R𝑝×𝑚 has elements 𝑍𝑖 𝑗
𝑖𝑖𝑑∼ N(0, 1)

and 𝚺 is positive semi-definite with 𝜎max(𝚺) := 𝜌max. Then, for any 𝑐 ≥ 1

P
(
∥𝑿⊤∥2,∞ ≥

√︁
𝑚𝜌max(1 + 4𝑐 log(𝑛))

)
≤ exp (−𝑐𝑚 log(𝑛)) .

Proof of Lemma 1.6.13. We know that the 2→∞ matrix norm can be written as

∥𝑿⊤∥2,∞ = max
1≤𝑘≤𝑝

∥𝒆⊤𝑘 𝑿
⊤∥2 = max

1≤𝑘≤𝑝
∥𝒆⊤𝑘 𝚺

1/2𝒁∥2.
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Note that 𝒆⊤
𝑘
𝚺1/2𝒁 ∼ N(0, 𝜎𝑘𝑘 I𝑚) for 1 ≤ 𝑘 ≤ 𝑝, where 𝜎𝑘𝑘 is the (𝑘, 𝑘) element of 𝚺 and thus,

P(∥𝑿⊤∥2,∞ ≥
√︁
𝑚𝜌max(1 + 4𝑐 log(𝑛))) ≤ exp(−𝑐𝑚 log(𝑛))

by concentration inequalities for 𝜒2 distributed random variables (see, e.g. [67]). □

Lemma 1.6.14 (Lemma 19 in [59]). Suppose the rows of 𝑿 satisfy Assumption A4, then

P(∥𝑿⊤𝑿∥ ≥ (√𝛾0 + 3)2𝐶𝑋) ≤ e−𝑝 .

Lemma 1.6.15. Let 𝒙1, . . . , 𝒙𝑛
𝑖𝑖𝑑∼ 𝑁 (0,𝚺) ∈ R𝑝 and suppose 𝜌max(𝚺) ≤ 𝑝−1𝐶𝑋 for some constant

𝐶𝑋 > 0, then

P(max
1≤𝑖≤𝑛

∥𝒙𝑖∥ ≥ 2
√︁
𝐶𝑋) ≤ 𝑛𝑒−𝑝/2.

Proof. Let 𝒛 = Σ−
1
2 𝒙, then 𝒛 ∼ 𝑁 (0, 𝑰𝑝) and

P(∥𝒙∥ ≥ 2
√︁
𝐶𝑋) = P(𝒛⊤𝚺𝒛 ≥ 4𝐶𝑋)

≤ P(𝒛⊤𝒛 ≥ 4𝑝)

≤ 𝑒−
𝑝

2 (3−log(4)) ≤ 𝑒−𝑝/2

The last line uses Lemma 1.6.10. A union bound over all 1 ≤ 𝑖 ≤ 𝑛 finishes the proof. □

Lemma 1.6.16. Theorem 1.1 in [68] Let 𝒙 ∈ R𝑝 be a random vector with independent sub-

Gaussian entries that satisfy E𝑥𝑖 = 0 and ∥𝑥𝑖∥𝜓2 ≤ 𝐾 . Let 𝑨 ∈ R𝑝×𝑝. Then for every 𝑡 > 0,

P( |𝒙⊤𝑨𝒙 − E𝒙⊤𝑨𝒙 | > 𝑡) ≤ 2𝑒
−𝑐min{ 𝑡

𝐾2 ∥𝑨∥
, 𝑡2

𝐾4 ∥𝑨∥2
𝐻𝑆

}
,

where ∥𝑨∥, and ∥𝑨∥𝐻𝑆 denote, respectively, the spectral norm and the Hilbert-Schmidt norm of

matrix 𝑨.
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Chapter 2: Machine Unlearning: A Theory for Smooth Problems

2.1 Introduction

Many real-world machine learning systems, including healthcare diagnostic tools and models

like ChatGPT and DALL-E, rely on diverse user and entity data during training. If a user requests

their data to be removed, it is reasonable to expect the responsible companies or entities to not

only delete the data from their datasets but also eliminate its trace from the trained models. This

process requires frequent and costly retraining of models. To address this challenge, the field of

machine unlearning has emerged, focusing on efficient and less computationally intensive methods

to remove dataset traces from models.

This field has made significant progress over the past few years [69–75]. Substantial empirical

research, coupled with rigorous theoretical results, have established a strong foundation for this

area.

As we mentioned in Chapter 1 and will clarify further in Section 2.4.2, existing theoretical

results in the field of machine unlearning usually have an implicit focus on low-dimensional set-

tings. However, in many real-world applications, the number of parameters is comparable to or

even exceeds the number of observations.

The goal of this chapter is to re-examine the existing Newton-based machine unlearning al-

gorithms under the high dimensional regime. More specifically, this chapter makes the following

contributions:

1. We study the performance of machine unlearning algorithms under proportional high-dimensional

asymptotic settings (PHAS).

2. We refine some of these existing notions and propose new metrics tailored to evaluating the
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certifiability and accuracy of machine unlearning algorithms in high-dimensional regimes.

As I will clarify later, some of the notions introduced for evaluating the certifiability and

accuracy of machine unlearning algorithms, such as 𝜖-certifiability from [14] and the excess

risk considered in [19], are not well-suited to high-dimensional settings.

3. We analyze the performance of Newton-based machine unlearning algorithms under PHAS.

As a result, we show that:

(a) Unlike the low-dimensional settings, machine unlearning algorithms based on a single

Newton step (similar to those introduced in [14] and [19]) are not reliable, even when

removing only one data point from the dataset.

(b) In contrast, a machine unlearning algorithm yields a reliable estimate with two New-

ton iterations when a number 𝑚 = 𝑂 (1) data points are unlearned. Furthermore, we

quantify the minimum number of steps needed when 𝑚 grows with 𝑛.

A comprehensive summary and comparison with existing theoretical results in machine un-

learning will be postponed to Section 2.4, after the framework is formulated, and main results are

stated. The reason is that in this way we could have a detailed comparison with the existing theories

within a concrete mathematical framework in order to avoid the ambiguity of natural language.

2.2 The Framework of Machine Unlearning

2.2.1 General framework of approximate machine unlearning

This section provides a general framework for machine unlearning beyond the R-ERM frame-

work and supervised learning.

Given a model such as generalized linear model or neural networks, an estimator 𝜷̂ of the

"ground truth" 𝜷∗ ∈ Θ, is obtained from a learning algorithm 𝐴 : R𝑛×(𝑝+1) → Θ. An example

would be the R-ERM estimator introduced in (1.3) in Chapter 1, Section 1.1.

To formalize the idea of machine unlearning problem, letM ⊂ {1, 2, ..., 𝑛} be the subset of

data indices to be removed, let DM := {(𝑦𝑖, 𝒙𝑖) : 𝑖 ∈ M} be the corresponding subset of D, and
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let D\M := D\DM be the retained dataset. In order to remove DM and all traces of it from the

model, ideally we need to obtain 𝜷̂\M = 𝐴(D\M) 1, which is also called ‘exact machine unlearn-

ing’. However, in many applications, it is considered impractical to exactly compute 𝐴(D\M), so

approximate unlearning methods are more desirable. Such methods calculate an efficient approx-

imation 𝜷̃\M of 𝐴(D\M).

To evaluate 𝜷̃\M , inspired by [14, 76], we consider the following two principles that a ’good’

machine unlearning algorithm should satisfy:

P1. [Certifiability] 𝜷̃\M should be random and statistically indistinguishable from 𝜷̂\M (or its

randomized version). This guarantees that no information about the deletion setD\M should

be inferred from the outcome of the unlearning algorithm, for example by comparing the

output before and after unlearning.

P2. [Accuracy] 𝜷̃\M should have similar performance with 𝜷̂\M in terms of down stream tasks

such as out-of-sample prediction.

The aforementioned principles serve as a conceptual framework for machine unlearning al-

gorithms. However, to enable systematic evaluation and facilitate objective comparisons, it is

essential that these principles be formalized into explicit, quantitative criteria and metrics.

Let us begin with the certifiability principle. Since 𝜷̃\M is only an approximation of 𝜷̂\M , it is

likely to inherently retain some information aboutDM . To hide such residual information, random

noise must be introduced into the estimate.2 For example, independent and confidential noise can

be directly added to 𝜷̃\M . Consequently, in studying the machine unlearning problem, I will focus

on randomized approximations. We use the notation 𝒃 for a random perturbation used to obtain

such randomized approximation. In addition, inspired by [19], we also allow the system to store

1Technically, 𝐴 refers to a sequence of functions {𝐴𝑛,𝑝 : R𝑛×(𝑝+1) → Θ| 𝑛, 𝑝 ∈ N+} so 𝐴(D) = 𝐴𝑛,𝑝 (D)
and 𝐴(D\M) = 𝐴𝑛−𝑚,𝑝 (D\M) where 𝑚 := |M|, as the two learning mappings are defined on different spaces thus
cannot be identical. But it is usually trivial to say they are the “same” learning model, for example using the same
architecture and optimization methods despite the difference in dimensions, and for this reason we drop the subscripts
for notational brevity.

2For more information about this claim, the reader can refer to the literature of differential privacy [76].
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and use a summary statistic 𝑇 (D) for the unlearning algorithm, so it can be formalized as:

𝜷̃𝑅\M = 𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃).

where the supersript 𝑅 in 𝜷̃𝑅\M stands for ‘randomized’. Inspired by differential privacy ([76])

and the existing literature of machine unlearning, including [14, 19], we propose the following

criterion for the certifiability principle, by comparing the distribution of the unlearned model with

a randomized baseline of exact unlearning.

Definition 2.2.1 ( (𝜙, 𝜖)- Probabilistically certified approximate unlearning (PAU)). For 𝜙, 𝜖 >

0, a randomized unlearning algorithm 𝐴̃ is called a (𝜙, 𝜖)-probablistically certified approximate

machine unlearning (PAU) algorithm, if and only if ∃X ⊂ R𝑛×(𝑝+1) with P(D ∈ X) ≥ 1 − 𝜙, such

that ∀D ∈ X and ∀M ⊂ [𝑛] with |M| ≤ 𝑚, ∀ measurable T ⊂ Θ, we have

e−𝜖 <
P

(
𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃) ∈ T

��D)
P( 𝐴̃(∅, 𝐴(D\M), 𝑇 (D\M), 𝒃) ∈ T |D)

≤ e𝜖 (2.1)

where 𝒃 encodes external randomness introduced in the randomized unlearning algorithm 𝐴̃, such

as noise injection.

Our criterion 2.2.1 differs slightly from similar definitions in the literature, such as the “𝜖-

certified removal” in [14], and the “(𝜖, 𝛿)-unlearning” in [19]. Although a detailed comparison is

postponed to Section 2.3.2 and Section 2.4.2, here we briefly outline the main differences and their

motivations in the following remarks.

Remark 2.2.2. The probabilities in (2.1) are conditional on D. This is stronger than previous

definitions based on marginal probabilities ([14, 19]), which can be regarded as an average effect

over all possible datasets through the tower rule P(·) = E[P(·|D)], whereas our definition aims

at guaranteeing the ratio in (2.1) close to 1 for almost all realizations of D. This requires an

additional source of randomness encoded by 𝒃, resulting in randomized unlearning algorithms.

Accordingly, the baseline estimator 𝐴̃(∅, 𝐴(D\M), 𝑇 (D\M), 𝒃) in the denominator refers to the
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hypothetical outcome of the unlearning algorithm given the exact unlearning result 𝐴(D\M) and

a null unlearning request. It should be interpreted as a perturbed version of the exact unlearned

model 𝐴(D\M).3

Remark 2.2.3. The parameter 𝜙 characterizes the chance of a ’bad dataset’ to break the inequality

(2.1). Within our framework, 𝜙 will depend on (𝑚, 𝑛, 𝑝) and we expect it to be small for large

enough 𝑛, 𝑝 and small enough 𝑚 (compared to 𝑛), which will be made more clear later in Theorem

2.3.1. The key motivation of such change is that the existing 𝜖 or (𝜖, 𝛿)-certifiability require worst-

case bounds of certain quantities over all possible realization of D, which can be prohibitively

large or even unbounded, such as the “gradient residual norm” in Theorem 1 of [14], and the

global Lipschitzness constant of ℓ in Assumption 1 of [19]. To overcome this, we obtain high-

probability bounds for corresponding quantities in high dimensions, for example Lemma 2.3.3,

following which there is a more detailed discussion about this claim.

Intuitively, injecting a large amount of noise 𝒃 into the estimates can conceal all residual in-

formation in 𝜷̃\M thus in favor of the certifiability principle and criterion 2.2.1, but it will harm

the accuracy of it when used in downstream tasks such as prediction. To address this, we need a

measure of accuracy:

Definition 2.2.4 (Generalization Error Gap (GEG)). Let ℓ(𝑦, 𝒙⊤𝜷) be a measure of error between

𝑦 and 𝒙⊤𝜷, and let (𝑦0, 𝒙0) independent with D. Then the Generalization Error Gap (GEG) of

the learning and unlearning algorithms 𝐴, 𝐴̃ is defined as:

GED(𝐴, 𝐴̃) := E
(
|ℓ(𝑦0, 𝒙

⊤
0 𝐴(D\M)) − ℓ(𝑦0, 𝒙

⊤
0 𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃)) |

��D)
, (2.2)

where the superscript 𝜖 in GED(𝐴, 𝐴̃) emphasizes on the fact that 𝐴̃ is (𝜙, 𝜖)-PAU.

3Technically we can make this more clear by defining a perturbation function 𝑅(𝜷, 𝒃) that returns a ran-
domized version of 𝜷 using a random perturbation 𝒃, and define the non-randomized unlearning algorithm
to be 𝐴̄(DM , 𝐴(D), 𝑇 (D)), and define 𝐴̃ := 𝐴̄ ◦ 𝑅. If we assume 𝐴̄(∅, 𝜷, 𝑇) ≡ 𝜷, then we have
𝐴̃(∅, 𝐴(D\M), 𝑇 (D\M), 𝒃) = 𝑅(𝐴(D\M)), a randomized version of 𝐴(D\M). But for notational brevity, we do
not introduce the notations above.
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This metric measures the difference between the generalization error of the approximate un-

learning algorithm 𝐴̃ and the exact unlearning 𝐴(D\M), which naturally arises when we want

to compare the prediction performance of 𝐴̃ on a new data point compared to exact unlearning

𝐴(D\M). Note that other notions have been introduced in the literature for measuring the accu-

racy of machine unlearning algorithms. For instance, [19] used the excess risk of 𝐴̃ against that

of the true minimizer of population risk, but I will show in Section 2.4.2 that such notions are not

useful in the high dimensional settings.

2.2.2 Newton unlearning for R-ERM

In this chapter we consider machine unlearning for the GLM model (1.3). Again, the objective

is to find an unlearning algorithm 𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃) that is (𝜙, 𝜖)-PAU (Definition 2.2.1)

and has small GED (Definition 2.2.4). In the following, we denote 𝜷̂\M to be the R-ERM estimator

using only the retained dataset D\M = D \ D\M :

𝜷̂\M = 𝐴(D\M) ≜ argmin
𝜷∈R𝑝

∑︁
𝑗∉M

ℓ(𝑦 𝑗 |𝒙⊤𝑗 𝜷) + 𝜆𝑟 (𝜷). (2.3)

Multiple Newton-based unlearning algorithms have been proposed for machine unlearning,

with theoretical guarantees only in low dimensional settings ([14, 19]). Note that, although some

existing results do not explicitly state 𝑝 ≪ 𝑛, their assumptions are essentially tailored for the low

dimensional settings and become invalid in high dimensions. A detailed discussion is postponed

to Section 2.4.2.

Our method is based on a few Newton iterations (1.5) initialized at 𝜷̂, and then applying a

direct perturbation to construct a (𝜙, 𝜖)-PAU algorithm with guaranteed prediction accuracy in

terms of GED.

Recall that the original objective function for 𝜷̂ is

𝐿𝑛 (𝜷) =
𝑛∑︁
𝑖=1

ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆𝑟 (𝜷)
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and that of 𝜷̂\M as 𝐿\M (𝜷):

𝐿\M (𝜷) :=
∑︁
𝑗∉M

ℓ(𝑦 𝑗 |𝒙⊤𝑗 𝜷) + 𝜆𝑟 (𝜷).

We then apply T Newton iterations to 𝐿\M , initialized at 𝜷̂:

𝜷̃(𝑡)\M = 𝜷̃(𝑡−1)
\M − 𝑮−1

\M ( 𝜷̃
(𝑡−1)
\M )∇𝐿\M ( 𝜷̃

(𝑡−1)
\M ), 1 ≤ 𝑡 ≤ 𝑇,

where 𝑮\M (𝜷) is the Hessian of 𝐿\M , and ∇𝐿\M is its gradient.

In order to obscure residual information of DM , we introduce direct perturbation, resulting

in the unlearning method we consider in this chapter, Perturbed Newton estimator4:

𝜷̃𝑅,𝑇\M = 𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃) ≜ 𝜷̃(𝑇)\M + 𝒃.

Throughout this chapter we consider Isotropic Laplacian distribution for 𝒃, which has the density

𝑝𝒃 (𝒃) =
𝐶 𝑝Γ( 𝑝2 )
2𝜋

𝑝

2 Γ(𝑝)
e−𝐶∥𝒃∥ ∝ e−𝐶∥𝒃∥ .

for some inverse scale parameter 𝐶 > 0. Drawing a sample from 𝑝𝒃 (𝒃) is equivalent to drawing

∥𝒃∥ from a 𝐺𝑎𝑚𝑚𝑎(𝑝, 𝐶−1) distribution, then sampling 𝒃 uniformly on the sphere with radius

∥𝒃∥ (see Lemma 1.6.12). The reason to consider this distribution is that its log density is Lipschitz

in ∥𝒃∥, thus naturally connected with the (𝜙, 𝜖)-PAU criteria. This will be shown later in more

details in Lemma 2.3.3.

It remains a question when to stop the Newton iteration. To find an ‘exact’ solution, it is usually

run until certain convergence criterion is met. In contrast, it has been proposed in the literature that

one Newton step suffices in the low dimensions, for example in [14, 19]. However, as will be

clarified later, under PHAS, even to remove a single data point (𝑚 = 1), we need at least two
4Note that even though we do not distinguish the perturbations 𝒃, it should be independently drawn each time it is

used.
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Newton steps to guarantee good prediction accuracy (i.e. GED→ 0). This will be discussed later

in Section 2.3.1.

2.3 Main Results

In this section, we present the main theoretical results on the certifiability and accuracy of the

Newton unlearning method under the proportional asymptotic regime. Before stating the results,

we first provide a detailed overview of the assumptions underlying our analysis.

2.3.1 Main theorem and its implications

The main objective of this chapter is to answer the following two questions:

Q1: Given a 𝑡-step Newton estimator 𝜷̃(𝑡)\M , can we find a large enough perturbation 𝒃 so that 𝜷̃𝑅,𝑡\M

is (𝜙, 𝜖)-PAU, for some 𝜙→ 0 under PHAS?

Q2: Given the perturbation level in Q1, can we find a sufficient number of Newton steps 𝑇 such

that , GED( 𝜷̂\M , 𝜷̃𝑅,𝑇\M) → 0 under PHAS?

In addition to Assumption group A, we make the following additional assumption on the

smoothness of the regularizer 𝑟:

Assumption B1. The regularizer 𝑟 is twice differentiable and that ∇2𝑟 (𝜷) = diag[ ¥𝑟𝑘 (𝛽𝑘 )]𝑘∈[𝑝] is

𝐶𝑟𝑟 (𝑛)-Lipschitz (in Frobenius norm) in 𝜷 for some 𝐶𝑟𝑟 (𝑛) = 𝑂 (polylog(𝑛)).

The two theorems below are the two main theoretical results of this chapter. They guarantee

the certifiability and accuracy of the perturbed Newton-based estimators and answer Q1 and Q2

respectively.

Theorem 2.3.1 (Certifiability). Under Assumption group A (A1 - A6) and B1, suppose that 𝑚 =

𝑜(𝑛 1
3 ) and that 𝒃 has density 𝑝𝒃 (𝒃) ∝ e−

𝜖
𝑟𝑡 ,𝑛
∥𝒃∥ with

𝑟𝑡,𝑛 = [𝐶1(𝑛)]2
𝑡−1

(
𝐶2(𝑛)𝑚3

2𝜆𝜈𝑛

)2𝑡−2

,

30



for some 𝐶1(𝑛), 𝐶2(𝑛) = 𝑂 (polylog(𝑛)) and 𝜖 > 0. Then 𝜷̃𝑅,𝑡\M = 𝜷̃(𝑡)\M + 𝒃 achieves (𝜙𝑛, 𝜖)-PAU

with

𝜙𝑛 = 𝑛𝑞
(𝑦)
𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝 → 0.

The proof, including the explicit expressions for 𝐶1(𝑛), 𝐶2(𝑛), can be found in Section 2.7.3.

Theorem 2.3.1 shows that, with a perturbation 𝒃 with a certain scale 𝑟𝑡,𝑛, we can obtain a (𝜙𝑛, 𝜖)-

PAU algorithm from any steps of Newton iterations. However, it does not provide information on

the accuracy of the approximations. Recall the metric of accuracy we defined:

GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) = E
(��ℓ(𝑦0, 𝒙

⊤
0 ( 𝜷̂\M)) − ℓ(𝑦0, 𝒙

⊤
0 ( 𝜷̃

𝑅,𝑡

\M))
��|D)

.

Our next theorem calculates the accuracy of the estimates that are obtained from the Newton

method.

Theorem 2.3.2 (Accuracy). Under Assumptions A1-A3 and B1-B3, with probability at least 1 −

𝑞𝑛 → 1,

max
|M|≤𝑚

GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) ≤
(2√𝑝
𝜖
+ 1
√
𝑝

)
𝑟𝑡,𝑛
√

2𝑚 + 2𝑠 · polylog(𝑛), ∀𝑡 ≥ 1.

where 𝑠 is the constant in Assumption A6, and

𝑞𝑛 = (𝑛 + 1)𝑞 (𝑦)𝑛 − 14𝑛1−𝑐 − 𝑛𝑒−𝑝/2 − 2𝑒−𝑝 − 𝑒−(1−log(2))𝑝 = 𝑜(1)

Moreover, let 𝛼 := log(𝑚 + 1)/log(𝑛). If 𝑡 > 𝑇 = 1 + log2

(
𝛼+1

1−3𝛼

)
, then under PHAS, we have

GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) = 𝑜𝑝 (1).

The proof of Theorem 2.3.2 can be found in Section 2.7.3.

Theorems 2.3.1 and 2.3.2 answer the Questions Q1 and Q2 we raised at the beginning of this

section:
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A1 : For any 𝑡 ≥ 1, if the perturbation scale 𝑟𝑡,𝑛 is Ω

(
(𝑚3/𝑛)2𝑡−2polylog(𝑛)

)
, then 𝑡 steps of

Newton is (𝜙, 𝜖)-PAU with 𝜙→ 0 under PHAS5.

A2 : If the number of iterations 𝑡 satisfies

𝑡 > 𝑇 = 1 + log2

(
1 + 𝛼

1 − 3𝛼

)
(2.4)

where 𝛼 = log(𝑚 + 1)/log(𝑛), then GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) → 0 in probability under PHAS.

Before discussing the sharpness of the upper bound obtained in Theorem 2.3.1 and Theorem

2.3.2, we first provide their implication on the number of Newton steps required for effective

unlearning. For now, suppose that the results of the theorems are sharp, in the sense that all 𝑂𝑝 (·)

cannot be reduced to 𝑜𝑝 (·). Then, 𝛼 = log(𝑚 + 1)/log(𝑛) > 0 for 𝑚 ≥ 1, and hence by (2.4) we

need at least 𝑡 > 1 + log2(1) = 1 Newton steps. This is consistent with our claim at the end of

Section 2.2.2 that one Newton step is not enough, even with 𝑚 = 1. In other words, one Newton

step will always make GED→∞ provided the bound in Theorem 2.3.2 is sharp.

On the other hand, two Newton steps suffice when 𝑚 = 𝑂 (1), because in this case 𝛼 = log(𝑚+

1)/log(𝑛) can be arbitrarily small when 𝑛 is large, in which case 1+ log2( 1+𝛼
1−3𝛼 ) < 2. Furthermore,

if 𝑚 = 𝑛𝛾 with some 𝛾 < 1
3 , then 𝛼 ≈ 𝛾 and the minimal number of step also increases according

to (2.4). If 𝑚 grows even faster than 𝑛1/3, it essentially makes 𝜷̂, as the initial point of Newton

iteration, out of the quadratic-converging area around the exact solution 𝜷̂\M (see Theorem 2.3.6

and 2.3.7 in Section 2.3.2).

Table ... summarizes different scenarios of deletion size 𝑚.

Figure 2.1 provides an illustrative evidence for removing a single data point ( M = {𝑖}),

plotting ℓ𝑖 ( 𝜷̃𝑅,𝑡\{𝑖}) against ℓ𝑖 ( 𝜷̂\{𝑖}) for 𝑡 = 1(left), 𝑡 = 2(middle) and plotting ℓ𝑖 ( 𝜷̃Guo
\{𝑖} ) (based

on Algorithm 1 in [14]) against ℓ𝑖 ( 𝜷̂\{𝑖}) (right).6 Ideally, the points should lie on the 𝑦 = 𝑥

5The polylog(𝑛) term here should match the form in Theorem 2.3.1, i.e. [𝐶1 (𝑛)]2
𝑡−1

(
𝐶2 (𝑛)

2𝜆𝜈

)2𝑡−2

. To reduce such

cumbersomeness in practice, the polylog(𝑛) term in can be replaced by 𝑛𝜖
′

for arbitrary 𝜖 ′ > 0, since 𝑛𝜖
′
> polylog(𝑛)

for large enough 𝑛.
6We remark that Algorithm 1 in [14] appears to omit the 𝜆I term in the Hessian. See line 12 of Algorithm 1:
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Deletion size 𝑚 Iterations 𝑇

𝑚 < 𝑛
1
7 2

𝑚 = 𝑛𝛼, 𝛼 < 1
3 ⌈1 + log2

(
1+𝛼

1−3𝛼

)
⌉

𝑚 ≥ 𝑛 1
3 No theoretical guarantees

Table 2.1: Deletion size 𝑚 and number of iterations 𝑇

Figure 2.1: Comparison between 𝑡 = 1 Newton step (left), 𝑡 = 2 steps (right) and the Guo et al.
(2019) for ridge logistic model. The quantities ℓ𝑖 ( 𝜷̃𝑅,𝑡\M), ℓ𝑖 ( 𝜷̂\M) and ℓ𝑖 ( 𝜷̃Guo

\M ) are plotted on the
y and x axis for eachM = {𝑖} respectively, i.e. by leaving each observation out separately. The
true unknown parameter vector is sampled as 𝜷∗ ∼ N(0, I𝑝), feature vectors as 𝒙 ∼ N(0, I𝑛/𝑛),
and responses as 𝑦𝑖 ∼ Bernoulli

(
𝜎(𝒙⊤

𝑖
𝜷∗)

)
where 𝜎(.) is the sigmoid function.

line (dashed black) suggesting ℓ𝑖 ( 𝜷̃𝑅,𝑡\{𝑖}) ≈ ℓ𝑖 ( 𝜷̂\{𝑖}). This is true for two steps (middle), where

the required noise is significantly smaller, enabling removal of the intended information while

preserving the rest of the model. However, in the left and the right panel the points scatter away

from 𝑦 = 𝑥 line, which suggests that the amount of noise required for certified unlearning with a

single Newton step is too large-it not only erases the targeted information but also corrupts parts

of the model that should remain intact. 7

𝐻 ← ∑
𝑖:𝑖∉𝐵1 ,𝐵2 ,...,𝐵 𝑗

∇2ℓ(w⊤x𝑖 , 𝑦𝑖). This point should be checked for accuracy. The figures in this chapter use the
corrected Hessian that includes the 𝜆I term.

7In Figure 2.1, the apparently smaller noise magnitude in required in [14] compared to our one-step procedure may
be attributable to two factors. First, the notions of certifiability are not directly comparable. In particular, [14] adopts
an (𝜖GUO, 𝛿GUO)-CR framework; in our comparison we use 𝜖GUO = 0.1 and 𝛿GUO = 10−4, whereas our simulations
are based on a different definition with 𝜖 = 0.1. Since the underlying certifiability criteria differ, a direct quantitative
comparison of the required noise levels is inherently difficult.

Second, [14] injects noise at the level of the empirical risk rather than directly perturbing the estimator. This
distinction may be advantageous, as it can induce an effectively directional noise distribution at the estimator level,
potentially reducing the apparent noise magnitude required to achieve certifiability.

33



2.3.2 Why a single Newton step is insufficient

In this section, we provide more theoretical discussions and results on why one Newton step

is not sufficient in high dimensions. This section could also serve as a proof sketch for our main

theorems (Theorem 2.3.1 and 2.3.2). Briefly speaking, for any approximate solution of 𝜷̂\M de-

noted by 𝜷̃\M , if we want to achieve certifiability through adding noise 𝒃, then both certifiability

(Definition 2.2.1) and accuracy (Definition 2.2.4) are connected to the key quantity: the ℓ2 error

∥ 𝜷̃\M − 𝜷̂\M ∥2.

Roughly speaking, if we have an accurate estimate 𝜷̂\M for 𝜷̂\M , then we only need a small noise

𝒃 to obscure the difference 𝜷̃\M − 𝜷̂\M , and a small noise means that the perturbed estimator

𝜷̃\M + 𝒃 is more accurate. This relation will be discussed in more details in Section 2.3.2. Upper

bounds for the ℓ2 error of t-step Newton estimators are then provided in 2.3.2.

ℓ2 error: a key for both certifiability and accuracy

Recall that we quantified certifiability by (𝜙, 𝜖)-PAU (Definition 2.2.1) and prediction accuracy

by GEG (Definition 2.2.4). The next lemma connects (𝜙, 𝜖)-PAU with ∥ 𝜷̂\M− 𝜷̃\M ∥2, and its proof

can be found in Section 2.7.1.

Lemma 2.3.3. Let 𝜷̂\M , 𝜷̃\M ∈ R𝑝 be any two estimators calculated from training data D. Sup-

pose 𝒃 ∈ R𝑝 is a random vector independent of D and has a density 𝑝𝒃 (𝒃) ∝ e− 𝜖𝑟 ∥𝒃∥ . Define

X𝑟 ≜ {D : max
|M|≤𝑚

∥ 𝜷̂\M − 𝜷̃\M ∥2 ≤ 𝑟},

then ∀ measurable set T ⊂ R𝑝, ∀M𝑠.𝑡.|M| ≤ 𝑚,

e−𝜖 <
P

(
𝜷̃\M + 𝒃 ∈ T |D

)
P( 𝜷̂\M + 𝒃 ∈ T |D)

≤ e𝜖 ,
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if and only if D ∈ X𝑟 .

This lemma essentially states that we can make any estimator 𝜷̃\M certifiable, as long as we

find a high-probability bound 𝑟 for its ℓ2 error ∥ 𝜷̃\M − 𝜷̂\M ∥ and use 𝑟 as the scale parameter

for the Laplace perturbation 𝒃. Moreover, it provides a necessary and sufficient condition for

(2.1) in the definition of PAU to hold: the set X𝑟 precisely characterizes the collection of dataset

D for which 𝜷̃𝑅\M := 𝜷̃\M + 𝒃 satisfies (2.1). So the failure probablity in PAU is exactly 𝜙𝑟 =

P( max
|M|≤𝑚

∥ 𝜷̂\M − 𝜷̃\M ∥2 > 𝑟).

Remark 2.3.4. Note that requiring 𝜙𝑟 to be exactly zero—as was done, for instance in [14], means

𝑟 is the worst-case bound for ∥ 𝜷̃\M − 𝜷̂\M ∥ over all possible realization ofD, which would neces-

sitate letting 𝑟 →∞ under the PHAS condition, rendering the outcome of the machine unlearning

procedure useless. This is one of the reasons we proposed the notion of (𝜙, 𝜖)-PAU in this chapter.

Lemma 2.3.3 establishes the connection between (𝜙, 𝜖)-PAU and the ℓ2 error ∥ 𝜷̂\M − 𝜷̃\M ∥2.

Next we connect GED( 𝜷̂\M , 𝜷̃𝑅\M) with ∥ 𝜷̂\M − 𝜷̃\M ∥2 by heuristically showing that8

GED = Θ𝑝 (
√
𝑝

𝜖
∥ 𝜷̃\M − 𝜷̂\M ∥2).

Recall Definition 2.2.4:

GED( 𝜷̂\M , 𝜷̃𝑅\M) = E
(
|ℓ(𝑦0 |𝒙⊤0 𝜷̂\M) − ℓ(𝑦0 |𝒙⊤0 ( 𝜷̃\M + 𝒃)) |

��D)
.

By mean-value theorem,

|ℓ(𝑦0 |𝒙⊤0 𝜷̂\M) − ℓ(𝑦0 |𝒙⊤0 ( 𝜷̃\M + 𝒃)) | = | ¤ℓ0(𝝃)𝒙⊤0 ( 𝜷̂\M − 𝜷̃\M − 𝒃) |,

for some 𝝃. In many cases, it can be shown that | ¤ℓ0(𝝃) | = Θ𝑝 (1) and for now we omit this term.

Denote 𝜷̂\M − 𝜷̃\M − 𝒃 by 𝒗 for brevity, and it suffices to show that max
|M|≤𝑚

|𝒙⊤0 𝒗 | = Θ𝑝 (
√
𝑝

𝜖
∥ 𝜷̃\M −

8Technically Theorem 2.3.2 is stronger by bounding max
|M |≤𝑚

GED, but the maximum doesn not affect the order of

quantities concerned in the discussion here, so we omit it for now.
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𝜷̂\M ∥2). Assume the covariance matrix 𝚺 of 𝒙0 has eigenvalues of the order Θ𝑝 (𝑝−1) (see As-

sumption B1 and the discussions thereafter for justification on this scaling). Observe that 𝒙0 is

independent from 𝒗, so E[|𝒙⊤0 𝒗 | |D, 𝒃] ≃
1√
𝑝
∥𝒗∥2, and by triangular inequality we can bound ∥𝒗∥2

by

∥𝒃∥2 − ∥ 𝜷̂\M − 𝜷̃\M ∥2 ≤ ∥𝒗∥2 ≤ ∥ 𝜷̂\M − 𝜷̃\M ∥2 + ∥𝒃∥2.

Actually both the upper and lower bounds are dominated by ∥𝒃∥2. This is because we choose

𝑝(𝒃) ∝ e− 𝜖𝑟 ∥𝒃∥ , and set 𝑟 to be a high-probability bound for ∥ 𝜷̂\M − 𝜷̃\M ∥2, according to Lemma

2.3.3. It can be shown that (Lemma 1.6.12) ∥𝒃∥2 ∼ Γ(𝑝, 𝜖
𝑟
), and it concentrates around its mean:

∥𝒃∥2 ≃ 𝑝𝑟

𝜖
. So both the upper and lower bounds are Θ𝑝 ( 𝑝𝑟𝜖 ± 𝑟) = Θ𝑝 ( 𝑝𝑟𝜖 ). So we get the rate we

claimed:

GED = Θ𝑝 (
1
√
𝑝
∥𝒗∥2) = Θ𝑝 (

√
𝑝

𝜖
∥ 𝜷̃\M − 𝜷̂\M ∥2).

Therefore we need to ensure that max
|M|≤𝑚

∥ 𝜷̂\M − 𝜷̃\M ∥2 = 𝑜𝑝 ( 1√
𝑝
) = 𝑜𝑝 ( 1√

𝑛
) for a machine

unlearning algorithm to be both certifiable and accurate under PHAS. However, this can only be

achieved by more than one Newton steps, as will be discussed in the next subsection.

Understanding the ℓ2 error ∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥

The discussion of the previous section implied that, if 𝜷̃(𝑡)\M is the outcome of the Newton

algorithm after 𝑡 steps, we can obtain a (𝜙𝑛, 𝜖)-PAU, and accurate (meaning max
|M|≤𝑚

GED( 𝜷̃(𝑡)\M −

𝜷̂\M) → 0) machine unlearning algorithm by adding Laplace noise, if and only if ∥ 𝜷̃(𝑡)\M− 𝜷̂\M ∥2 =

𝑜𝑝 ( 1√
𝑛
). Hence, in this section we aim to address the following two questions:

• Does ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 satisfy 𝑜𝑝 ( 1√
𝑛
)?

• Does ∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 satisfy 𝑜𝑝 ( 1√
𝑛
) for 𝑡 ≥ 2?

Recall that the Newton iterations have good performance only if 𝜷̂, its initial point, is close

enough to the exact solution 𝜷̂\M . We have the next Lemma to characterize their difference:
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Lemma 2.3.5. Under Assumptions A1, A2, and A3,

𝜷̂\M − 𝜷̂ = 𝑮̄−1

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂\M)𝒙𝑖

)
= 𝑮̄−1

\M

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖

)
where

𝑮̄ :=
∫ 1

0
𝑮 (𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M)𝑑𝑡

𝑮̄\M :=
∫ 1

0
𝑮\M (𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M)𝑑𝑡

𝑮 (𝜷) := 𝑿⊤diag[ ¥ℓ𝑖 (𝜷)]𝑖∈[𝑛]𝑿 + 𝜆diag[ ¥𝑟𝑘 (𝜷)]𝑘∈[𝑝]

𝑮\M (𝜷) := 𝑿⊤\Mdiag[ ¥ℓ𝑖 (𝜷)]𝑖∉M𝑿\M + 𝜆diag[ ¥𝑟𝑘 (𝜷)]𝑘∈[𝑝]

Proof. Consider the optimality conditions of 𝜷̂ and 𝜷̂\M :

∑︁
𝑖∉M

¤ℓ𝑖 ( 𝜷̂\M)𝒙𝑖 + 𝜆∇𝑟 ( 𝜷̂\M) = 0∑︁
𝑖∈[𝑛]

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖 + 𝜆∇𝑟 ( 𝜷̂) = 0

Subtracting one from another and applying the mean value theorem, we get

𝑮̄ · ( 𝜷̂\M − 𝜷̂) =
∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂\M)𝒙𝑖 . (2.5)

Multiplying 𝑮̄−1:

𝜷̂\M − 𝜷̂ = 𝑮̄−1

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂\M)𝒙𝑖

)
.

For the other version, rearranging the terms in we get (2.5):

𝑮̄\M ( 𝜷̂\M − 𝜷̂) =
∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖,
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therefore

𝜷̂\M − 𝜷̂ = 𝑮̄−1
\M

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖

)
.

□

Using Lemma 2.3.5, one can bound the initialization error ∥ 𝜷̂ − 𝜷̂\M ∥:

∥ 𝜷̂ − 𝜷̂\M ∥ ≃ ∥𝑮̄−1
\M ∥∥

∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖∥.

By strong convexity we have ∥𝑮̄−1
\M ∥ ≤ (𝜆𝜈)

−1. It can be shown that the 𝑚 terms in the sum are

nearly independent and each being 𝑂̃𝑝 (1), so ∥∑𝑖∈M ¤ℓ𝑖 ( 𝜷̂)𝒙𝑖∥ ≃
√
𝑚. This means that

∥ 𝜷̂ − 𝜷̂\M ∥ = 𝑂̃𝑝 (
√
𝑚).

This will be proven rigorously in (2.15) as part of Section 2.7.2. Intuitively, as long as 𝑚 remains

small compared to 𝑛, the initialization should not be too bad.

Next we will study the convergence of Newton iterations. I will start from 𝑡 = 1 case. Define

the set X (𝑡)𝑟 in the same way as in Lemma 2.3.3:

X (𝑡)𝑟 := {D : max
|M|≤𝑚

∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 ≤ 𝑟}.

Our first result obtains an upper bound for max
|M|≤𝑚

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2.

Theorem 2.3.6. Under Assumptions A1-A3 and B1-B3, if we set 𝑟 =
√︃
𝑚3

𝑛
polylog(𝑛), then we have

P(D ∈ X (1)𝑟 ) ≥ 1 − 𝑛𝑞 (𝑦)𝑛 − 8𝑛1−𝑐 − 𝑛𝑒−𝑝/2 − 2𝑒−𝑝,

where 𝑞 (𝑦)𝑛 was defined in Assumption B3.

The proof of this Theorem is prsented in Section 2.7.2. The exact form of 𝑟, including the

constant and polylog(𝑛) terms, can be found in Lemma 2.7.2.
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According to this theorem, max|M|≤𝑚 ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂𝑝

(√︃
𝑚3

𝑛
polylog(𝑛)

)
, but in the last

subsection we concluded that we need max|M|≤𝑚 ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑜𝑝 ( 1√
𝑝
) for accurate certified

unlearning. Even for the case 𝑚 = 1, polylog(𝑛)√
𝑛
≫ 1√

𝑛
. If this bound is indeed unimprovable, then

it indicates that one Newton step is not enough. We should note that Theorem 2.3.6 does not show

such sharpness of the bound, but numerical results support our findings. Figure 2.2 left panel plots

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 against p for single deletion (𝑚 = 1) case, and it indeed suggests a relationship of

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 ≃ 1√
𝑛
.

Figure 2.2: The approximation and exact unlearning error for ridge logistic regression as function
of 𝑝 for 𝑛/𝑝 = 1. Top: dense 𝑿. Bottom: sparse 𝑿. Left: The one Newton step approximation
error ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2. Middle: The two Newton step approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2. Right:

The exact unlearning error ∥ 𝜷̂\M − 𝜷̂∥2. Details of this simulation are described in Section 2.5.

Next we study multiple Newton steps:

Theorem 2.3.7. Under Assumptions A1-A3, B1-B3, if 𝑚 = 𝑜(𝑛1/3), then

P(D ∈ ∩∞𝑡=1X𝑟𝑛,𝑡 ) ≥ 1 − 𝑛𝑞 (𝑦)𝑛 − 8𝑛1−𝑐 − 𝑛𝑒−𝑝/2 − 2𝑒−𝑝
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for some 𝑟𝑛,𝑡 =
(
𝑚3

𝑛

)2𝑡−2

polylog(𝑛).

The proof can be found in Section 2.7.2, where we also provide the exact form of the polylog(𝑛)

term as well as constants. According to this theorem,

max
|M|≤𝑚

∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 = 𝑜𝑝

((
𝑚3

𝑛

)2𝑡−2

polylog(𝑛)
)
.

This for instance implies that as long as 𝑚 = 𝑜(𝑛1/6),

max
|M|≤𝑚

∥ 𝜷̃(2)\M − 𝜷̂\M ∥2 = 𝑂𝑝

(
𝑚3polylog(𝑛)

𝑛

)
= 𝑜𝑝

(
1
√
𝑛

)
.

This confirms that certifiable and accurate machine unlearning can be done with more than one

Newton-Step.

Figure 2.2 displays the accuracy of one-step and two-step Newton approximations (without

noise added) to the exact leave-M-out estimator in logistic ridge regression. The empirical results

(see the slopes) are consistent with the scalings predicted by Theorem 2.3.7: ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 =

𝑂𝑝 ( polylog(𝑛)√
𝑛
) and ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2 = 𝑂𝑝 ( polylog(𝑛)

𝑛
). Moreover, the right pannel shows empirically

that the exact unlearning error ∥ 𝜷̂ − 𝜷̂\M ∥2 has a constant scale regardless of problem dimensions.

Simulation details are given in Section 2.5.

2.4 Related Work

2.4.1 Summary of the existing results

As we discussed earlier, the machine unlearning problem has received significant attention in

recent years, both from theoretical and empirical perspectives [71], [77]. Among the existing work,

[14, 19, 78, 79] are most closely related to our contributions, as they focus on theoretical aspects

of the machine unlearning algorithms. Therefore, we provide a more detailed comparison between

their contributions and ours.
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In [14], the authors introduced the concepts of 𝜖-certified and (𝜖, 𝛿)-certified machine unlearn-

ing. Our notion of (𝜙, 𝜖)-probabilistically certified approximate machine unlearning, introduced

in Definition 2.2.1, is inspired by the 𝜖-certified machine unlearning notion of [14]. However, our

definition is more flexible, allowing the unlearning algorithm to be non-private on datasets that

occur with low probability. Furthermore, [14] analyzed the level of Laplacian noise that must be

added to the objective function to ensure that the output of a single-step Newton method satisfies

either 𝜖-certifiability or (𝜖, 𝛿)-certifiability. In these studies, the authors assumed that 𝑛 is large,

while 𝑝 is fixed.

The work of [19] builds upon and improves the results of [14] in several directions: (1) they

incorporate the dependence on the number of parameters or features 𝑝 in their analysis, and (2)

they introduce a notion of excess risk to evaluate the accuracy of the approximations produced

by machine unlearning algorithms. Their main conclusion is that a single Newton step suffices

to yield an accurate machine unlearning algorithm— a conclusion that stands in contrast to the

message of this chapter. We argue that the analysis presented in [19] lacks sharpness, and as a

result, the bounds they derive are not useful in many high-dimensional settings. In fact, under the

high-dimensional regime considered in our work, many of the bounds in [19] diverge as 𝑛, 𝑝 →∞.

Since a thorough clarification of this point requires several pages, we defer the detailed discussion

to Section 2.4.2.

The authors of [78] have studied gradient-based methods initialized with the pre-trained models

for machine unlearning, and established their theoretical performance—particularly in terms of the

number of gradient descent iterations required. The discussions we present in Section 2.4.2 can be

used for interpreting the results of [78] in high-dimensional settings as well.

The authors of [79] proposed a projection-based update method called projective residual up-

date (PRU), applicable to linear and logistic regression. It reduces the general 𝑂 (𝑚𝑝2) time com-

plexity of one Newton step to 𝑂 (𝑚2𝑝), as it considers only the projection onto the 𝑚−dimensional

subspace spanned by 𝑿M . However, it lacks performance guarantee even in the low dimensional

settings.
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In parallel with the theoretical advances in machine unlearning, many empirical methods have

also been studied, particularly for deep neural network models. A standard approach is to perform

the gradient ascent algorithm on a forget set or the gradient descent algorithm on a remaining set

([80, 81]).

We note that in unlearning complex learning paradigms including large language models, sec-

ond order methods or their approximations are popularly used. In particular, SOUL in [82] uses

gradient momentum as well as Hessian diagonals in the second order unlearning step, while re-

quiring multiple second order updates. In that work the authors show that SOUL has superior

performance over first order methods on several real data experiments, including LLMs.

In contrast, in the current work we show that two Netwon iterations suffice when using the full

Hessian matrix on strongly convex regression problems. Our work thus distinguishes from SOUL

in a number of ways:

1. We use the full Hessian matrix while SOUL uses diagonal elements for faster computation.

2. We show certifiability of unlearning in strongly convex regression problems, while SOUL

focuses on empirical validation on large language models.

3. We show that two full Hessian Newton iterations suffice while SOUL uses multiple updates

with partial Hessian.

4. We do not focus on the decrease of accuracy on the forget set as a measure of unlearning.

Instead our measure of accuracy is generalization error gap (GEG) which compares the ac-

curacy on new test data when using the unlearned and the retrained estimator.

While standard methods typically rely on either a forget set or a remaining set, [83] proposed

a novel loss function that leverages both datasets. Specifically, they proposed a new loss function

that encourages an unlearned model to remain similar to the original on the remaining data, while

diverging on the forget set. As an alternative approach, [84] proposed a training-free machine

unlearning algorithm, demonstrating solid performance at limited computational cost. Compared
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to our work, all these aforementioned approaches have shown promising empirical results, but they

rely on heuristics and lack theoretical guarantees on machine unlearning. Along these lines, [85]

demonstrated that many available machine unlearning algorithms are not effective in removing the

effect of poisoned data points across various settings, which calls for many principled research

works in this field. The readers may refer to [86, 87] for a comprehensive survey of machine

unlearning.

2.4.2 Detailed comparison with Sekhari et al. (2018)

To clarify some of the subtleties that influence the analysis in [19], we revisit the assumptions

and results of that work within the context of the setting and assumptions outlined in Section 1.4

of this chapter. To make our problem similar to the one studied in [19], define:

𝑓 (𝜷; 𝒙, 𝑦) = ℓ(𝑦 |𝒙⊤𝜷) + 𝜆
𝑛
𝑟 (𝜷).

We further define

𝐹̂𝑛 (𝛽) =
1
𝑛

𝑛∑︁
𝑖=1

𝑓 (𝜷; 𝒙𝑖, 𝑦𝑖),

and

𝐹 (𝜷) = Eℓ(𝑦, 𝒙⊤𝜷),

where the expected value is with respect to a new sample (𝑦, 𝒙). Assumption (1) of [19] states that:

Assumption 1 of [19]. For any (𝑦, 𝒙), 𝑓 (𝜷; 𝒙, 𝑦) as a function of 𝜷, is 𝜈-strongly convex, 𝐿-

Lipschitz, and 𝑀-Hessian Lipschitz, meaning: ∀𝜷1, 𝜷2 ∈ R𝑝,

• 𝜈 strongly convex:

𝑓 (𝜷2; 𝒙, 𝑦) ≥ 𝑓 (𝜷1; 𝒙, 𝑦) + ∇ 𝑓 (𝜷1; 𝒙, 𝑦) (𝜷2 − 𝜷1) +
𝜈

2
∥𝜷1 − 𝜷2∥22.
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• Lipschitzness:

| 𝑓 (𝜷2; 𝒙, 𝑦) − 𝑓 (𝜷1; 𝒙, 𝑦) | ≤ 𝐿∥𝜷1 − 𝜷2∥2.

• M-Hessian Lipschitzness:

∥∇2 𝑓 (𝜷1; 𝒙, 𝑦) − ∇2 𝑓 (𝜷2; 𝒙, 𝑦)∥2 ≤ 𝑀 ∥𝜷1 − 𝜷2∥2.

Also, [19] considered a slightly relaxed version of certifiability that they call (𝜖, 𝛿)-certifiability

which is defined in the following way. Again as before, we present their definition in our notations:

Definition 2 of [19] For all delete requests M of size at most 𝑚, and any T ⊂ Θ, the learning

algorithm 𝐴 and unlearning algorithm 𝐴̃ satisfy (𝜖, 𝛿)-unlearning property if and only if:

P
(
𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃) ∈ T

)
≤ e𝜖P

(
𝐴̃(∅, 𝐴(D\M), 𝑇 (D\M), 𝒃) ∈ T

)
+ 𝛿,

and

P
(
𝐴̃(∅, 𝐴(D\M), 𝑇 (D\M), 𝒃) ∈ T

)
≤ e𝜖P

(
𝐴̃(DM , 𝐴(D), 𝑇 (D), 𝒃) ∈ T

)
+ 𝛿.

Based on the assumptions above, [19] has proved the following theorem.

Theorem 2.4.1. [19] Consider a machine unlearning estimate obtained by adding i.i.d. Gaussian

noise (with variance specified in Algorithm 1 of that paper) to the estimate 𝜷̃(1)\M produced by a

single step of the Newton method. Under Assumption 1 of [19] mentioned above, and assuming

that the elements of the dataset are i.i.d., we have

1. Approximation accuracy of a single Newton method:

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 ≤
2𝑀𝐿2𝑚2

𝜈3𝑛2 .

2. The unlearning algorithm satisfies (𝜖, 𝛿)-unlearning.
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3. For any subsetM of size less than or equal to 𝑚:

E|𝐹 ( 𝜷̃𝑅,1\M) −min
𝜷
𝐹 (𝜷) | = 𝑂 ©­«

√
𝑝𝑀𝑚2𝐿3

𝜈3𝑛2𝜖

√︄
log

(
1
𝜖

)
+ 4𝑚𝐿2

𝜈𝑛

ª®¬ .
If one assumes that 𝐿 = 𝑂 (1), 𝑀 = 𝑂 (1), and 𝜈 = 𝑂 (1), as is implicitly assumed in most of

the conclusions in [19] it seems that a single step of the Newton method is sufficient for ensuring

that:

E|𝐹 ( 𝜷̃𝑅,1\M) −min
𝜷
𝐹 (𝜷) | → 0,

as 𝑝, 𝑛 → ∞, as long as 𝑚 = 𝑜( 𝑛

𝑝1/4 ). This conclusion is in fact mentioned in the abstract of [19].

Our claim is that

• One cannot assume that 𝐿, 𝑀 and 𝜈 are 𝑂 (1) in high-dimensional settings. These quanti-

ties are, in fact, expected to depend on 𝑛, 𝑝. It is therefore important to account for such

dependencies in the theoretical analysis.

• Once we obtain the correct order of these three parameters, we will notice that the bounds of

[19] are not sharp for high-dimensional settings.

In the remainder of this section, we aim to incorporate these considerations into a refined

analysis. Below we provide a detailed description of Assumption 1 of [19] mentioned above. To

make our discussion clear, similar to [14] we focus on the ridge regularizer,

𝑟 (𝜷) = ∥𝜷∥22.

1. Strong convexity assumption: The authors of [19] assume 𝑓 to be 𝜈-strongly convex in 𝜷,

which means the empirical loss function 𝐹̂𝑛 (𝜷) is 𝜈-strongly convex. Note that

∇2 𝑓 (𝜷; 𝒙, 𝑦) = ¥ℓ(𝑦 |𝒙⊤𝜷)𝒙𝒙⊤ + 𝜆
𝑛
𝐼.

Furthermore, ¥ℓ(𝑦 |𝒙⊤𝜷)𝒙𝒙⊤ is a rank-one matrix. Hence, it is straightforward to see that
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𝜈 = 𝑂 ( 1
𝑛
).

2. Lipschitzness of the loss function: Below we perform some heuristic calculations to suggest

what the order of the Lipschitz constant can be as a function of 𝑛, 𝑝. By using the mean

value theorem

|ℓ(𝑦, 𝒙⊤𝜷1) − ℓ(𝑦, 𝒙⊤𝜷2) | = | ¤ℓ(𝑦 |𝒙⊤𝝃)𝒙⊤(𝜷1 − 𝜷2) |

≤ | ¤ℓ(𝑦 |𝒙⊤𝝃) |∥𝒙∥∥𝜷1 − 𝜷2∥,

where 𝝃 is a point on the line that connects 𝜷1 and 𝜷2.

Hence, in order to understand the order of the Lipschitz constant we should understand the

orders of ∥𝒙𝑖∥ and | ¤ℓ(𝑦𝑖, 𝒙⊤𝑖 𝝃) |. Since we want the Lipschitz property to hold for every

(𝒙, 𝑦), using Cauchy-Schwartz inequality doesn’t compromise the sharpness as equality can

be attained for 𝜷1 = 𝜷2 + 𝑡𝒙 for some 𝑡 ∈ R.

Note that according to Assumption A4 we conclude that ∥𝒙𝑖∥ = 𝑂𝑝 (1). Moreover, it can be

shown that | ¤ℓ(𝑦𝑖 |𝒙⊤𝑖 𝝃) | = 𝑂𝑝 (1) (details can be found in Section 1.4.1). Hence, assuming

that the Lipschitz constant does not grow is an acceptable assumption. So far, we have

ignored the regularizer. Note that����𝜆𝑛 ∥𝜷1∥2 −
𝜆

𝑛
∥𝜷2∥2

���� ≤ 𝜆𝑛 ∥𝜷1 + 𝜷2∥∥𝜷1 − 𝜷2∥.

If we assume that each elements of 𝜷 is bounded by a constant, then 𝜆
𝑛
∥𝜷1 + 𝜷2∥ = 𝑂 (

√
𝑝

𝑛
).

Hense even under PHAS, we can assume that the Lipschitz constant of 𝑓 (𝜷; 𝑦, 𝒙) remains

𝑂 (1) for all values of (𝑦, 𝒙, 𝜷) of interest.

3. Hessian-Lipschitzness of the loss function: By straightforward calculations we obtain that

∇2 𝑓 (𝜷; 𝑦, 𝒙) = ¥ℓ(𝑦 |𝒙⊤𝜷)𝒙𝒙⊤ + 𝜆
𝑛
𝐼.

46



Then, we have

∥∇2 𝑓 (𝜷1; 𝑦, 𝒙) − ∇2 𝑓 (𝜷2; 𝑦, 𝒙)∥ = ∥ ¥ℓ(𝑦 |𝒙⊤𝜷1)𝒙𝒙⊤ − ¥ℓ(𝑦 |𝒙⊤𝜷2)𝒙𝒙⊤∥

≃ |ℓ̈(𝑦 |𝜉) |∥𝒙∥)∥𝜷1 − 𝜷2∥,

so it is acceptable to assume 𝑓 is 𝑂 (1)-Hessian-Lipschitz.

Putting all the scalings above together, we have:

𝜈 =𝑂

(
1
𝑛

)
; 𝑀 = 𝑂 (1) ; 𝐿 = 𝑂 (1).

Therefore the bound in Theorem 2.4.1 becomes

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 ≤
2𝑀𝐿2𝑚2𝑛

𝜈3 = 𝑂 (𝑚2𝑛).

In contrast, our Theorem 2.3.6 shows that

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂

(√︂
𝑚3

𝑛

)
,

which goes to zero even when 𝑚 growns with 𝑛 slowly enough.

Similarly, the excess risk of Theorem 2.4.1 becomes:

E(𝐹 ( 𝜷̃𝑅,1\M) −min
𝜷
𝐹 (𝜷)) = 𝑂 ©­«

√
𝑝𝑚2𝑛

𝜖

√︄
log

(
1
𝜖

)ª®¬ .
Note that the bounds on the excess risk is proportional to 𝑛3/2 even when we set 𝑚 = 1, hence it

does not provide useful information about the accuracy of the approximations. We should mention

that in this chapter we did not work with the excess risk, and instead we worked with the GEG

(Definition 2.2.4), since the excess risk does not converge to zero in high dimensional R-ERM

even for exact unlearning 𝜷̂\M without perturbation. To see this, consider a simple model of linear
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regression with ℓ2 loss, and 𝑦𝑖 |𝒙𝑖 ∼ N(𝒙⊤𝑖 𝜷∗, 𝜎2), 𝒙𝑖 ∼ N(0, 1
𝑛
I𝑝). Then

𝑓 (𝑦 |𝒙⊤𝜷) = (𝑦 − 𝒙⊤𝜷)2

𝐹 (𝜷) = E 𝑓 (𝑦 |𝒙⊤𝜷) = 𝜎2 + 1
𝑛
∥𝜷 − 𝜷∗∥2

min
𝜷
𝐹 (𝜷) = 𝜎2

E|𝐹 ( 𝜷̂\M) −min
𝜷
𝐹 (𝜷) | = 1

𝑛
∥ 𝜷̂\M − 𝜷∗∥2.

It is known that in high dimensions, for most R-ERM estimators including the MLE, 1
𝑛
∥ 𝜷̂\M −

𝜷∗∥2 → 𝛼∗ > 0 (e.g. [34, 47, 88]), so in general the excess risk does not converge to zero under

PHAS. In contrast, the Generalization Error Gap (GEG) we defined still converges to 0 under

PHAS by Theorem 2.3.2.

2.5 Numerical Experiments

We present numerical experiments to test our theoretical findings regarding the perturbation

scale 𝑟𝑡,𝑛, as well as the accuracy of the one-step and two-step Newton approximations, as functions

of 𝑛, 𝑝, and 𝑚.

In all numerical experiments in this chapter, we set 𝜖 = 0.1, which guarantees that the certifia-

bility condition in Lemma 2.3.3 is satisfied.

We emphasize that our notion of certifiability is a composite condition: in addition to the

likelihood-based requirement, it also demands that the GEG vanish, ensuring that the perturbed

estimator remains accurate after noise injection. A central objective of our simulations is to assess

whether the noise level can be chosen sufficiently small so that the GEG remains negligible. This

is precisely what our numerical results demonstrate.

In Section 2.5.1 we numerically study the scaling behavior of the errors of the one-step Newton

∥ 𝜷̃(1)/M − 𝜷̂/M ∥2, two-step Newton ∥ 𝜷̃(2)/M − 𝜷̂/M ∥2, and ∥ 𝜷̂ − 𝜷̂/M ∥2 with respect to 𝑝 (and 𝑛) for a

fixed 𝑚 = 1.

In Section 2.5.2, we numerically examine how the errors ∥ 𝜷̃(1)/M − 𝜷̂/M ∥2, ∥ 𝜷̃(2)/M − 𝜷̂/M ∥2, and
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∥ 𝜷̂ − 𝜷̂/M ∥2 scale with 𝑚 for fixed (𝑝, 𝑛). Both synthetic and real datasets are considered.

In Section 2.5.3, we evaluate our certified unlearning procedure by adding the required noise

to obscure the contribution of D\M in the estimate 𝜷̃(𝑡) .

2.5.1 Scaling of 𝑙2 errors of Newton estimators

As for the synthetic data, we randomly generate the true unknown parameter vector 𝜷∗ ∼

N(0, I𝑝).

• Dense design matrix. Each row 𝒙 ∼ N(0, I𝑝/𝑛).

• Sparse design matrix. Each row has 𝜌𝑝 nonzero entries (with 𝜌 = 0.1). The nonzero

coordinates are chosen uniformly at random, and each selected entry is drawn independently

from a zero-mean Gaussian distribution with variance 1/(𝜌𝑛).

Both constructions satisfy

V𝑎𝑟 (𝒙⊤𝜷∗) = 𝑝

𝑛
,

and are consistent with the finite-signal-to-noise, high-dimensional regime considered in this chap-

ter. We sample the responses as

𝑦𝑖 ∼ Bernoulli
(
𝜎(𝒙⊤𝜷∗)

)
,

where 𝜎(𝑧) = (1 + 𝑒−𝑧)−1 is the sigmoid function.

We used 100 MCMC samples to compute means and standard errors. The normalized degrees

of freedom

df/𝑝 := tr(H)/𝑝 (2.6)

where the generalized hat matrix is defined as

𝑯 := 𝑿𝑮 ( 𝜷̂)−1𝑿⊤diag[ ¥ℓ( 𝜷̂)] .
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In all the figures in this section, the plots are on a log-log scale, the error bars denote standard

errors across 100 trials, and dashed lines represent least squares fits in log-log scale, with the

slope, 95% confidence interval, and 𝑅2 displayed in each legend. The code for reproducing our

experimental results is available at [project repository link].

In Figures 2.2, 2.3, and 2.4 we empirically examine the scaling behavior of the errors of one-

step Newton ∥ 𝜷̃(1)/M − 𝜷̂/M ∥2, two-step Newton ∥ 𝜷̃(2)/M − 𝜷̂/M ∥2, and ∥ 𝜷̂ − 𝜷̂/M ∥2 with respect to

𝑝 ∈ {904, 1433, 2271, 3600, 5705}9 for 𝑚 = 1 and 𝑛/𝑝 ∈ {0.5, 1, 2}. These figures present a com-

prehensive three-panel log-log plot analyzing the scaling behavior (in terms of 𝑝 and equivalently

𝑛) of different unlearning approximation methods in logistic ridge regression with 𝜆 = 0.1. The

first row uses dense design matrices, and the second row uses sparse design matrices. Each panel

displays error measurements versus dimension 𝑝, and fitted regression lines showing the power-

law relationships. The left panel examines the 1-step Newton approximation error ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2,

measuring the difference between the single Newton step unlearned model and the exact unlearned

model. The middle panel shows the 2-step Newton approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2, quantify-

ing how well the two-step approximation recovers the true unlearned parameters. The right panel

presents the baseline perturbation magnitude ∥ 𝜷̂ − 𝜷̂\M ∥2, measuring the difference between the

original full-data model and the exact leave-M-out model, which represents the fundamental scale

of parameter changes when removing data points. Each panel includes a least squares regression

line, with the slope coefficients, confidence intervals, and 𝑅2 values displayed in the legends to

characterize the power-law scaling relationships. Based on these slopes, we can conjecture the

following scalings (for fixed 𝑚):

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂

(
𝑛−0.5

)
, (2.7)

∥ 𝜷̃(2)\M − 𝜷̂\M ∥2 = 𝑂

(
𝑛−1.5

)
. (2.8)

We should emphasize that (2.7) is consistent with the conclusion of Theorem 2.3.6, which suggests

9This is an equispace grid in the logscale.
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the sharpness of Theorem 2.3.6 in term of 𝑛. However, (2.8) conjectures rate 𝑛−1.5 for ∥ 𝜷̃(2)\M −

𝜷̂\M ∥2, while Theorem 2.3.7 has proved 𝑛−1 for this quantity.

The nature of this gap is very interesting yet not fully understood currently. One conjecture

is that the extra factor of 𝑂 (𝑛−0.5) observed from numerical experiments might be applicable to

broader model class beyond logistic. Taking a single removal datapoint as an example, recall

that by Theorem 3.5, the first Newton step does reduce the 𝑙2 error from | | 𝜷̂ − 𝜷̂\𝑖 | | = 𝑂𝑝 (1) to

𝑂𝑝 (𝑛−0.5). This 𝑂 (𝑛−0.5) actually comes from event 𝐹5, which essentially states that

∥ 𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿M ∥2,∞ = 𝑂𝑝 (

√︂
𝑚

𝑛
).

The key to this 𝑂 (𝑛−0.5) factor here is the independence between 𝑿̄\M𝑮−1
\M ( 𝜷̂\M) and 𝑿M , since

they are functions of D\M and D\M respectively.

For 𝑡 ≥ 2 Newton steps, however, we didn’t use the inf norm method, but an 𝑙2 norm bound,

resulting in the quadratic convergence in Lemma B.6 without an extra 𝑂 (𝑛−0.5) factor. However,

if we could establish the following results:

∥ 𝜷̃(𝑡+1)
\M − 𝜷̂\M ∥∞ ≃ ∥𝑿\M ( 𝜷̃(𝑡+1)

\M − 𝜷̂\M)∥∞ ≲
1
√
𝑛
∥ 𝜷̃(𝑡+1)
\M − 𝜷̂\M ∥2,

then we could use the same 𝑙∞ norm trick used in the first Newton step for all subsequent steps

and the extra 𝑛−0.5 factors would appear. But establishing the result above might need additional

assumptions (e.g. ruling out very sparse signals), and we would like to explore this in future

research.

In addition, there is no clear trend of ∥ 𝜷̂ − 𝜷̂/M ∥2 against 𝑛 in the right panels, which is also

consistent with our theory (Equation (2.15), where the bound depends only on 𝑚 but not on 𝑛, 𝑝).

2.5.2 Impact of 𝑚 = |M| on the perturbation

Our next set of synthetic and real data experiment aims to fix 𝑛, 𝑝 and explore the dependence

of ∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 on 𝑚, the number of samples that are removed.

51



Figure 2.3: The approximation and exact unlearning error for ridge logistic regression as function
of 𝑝 for 𝑛/𝑝 = 0.5. Top: dense 𝑿. Bottom: sparse 𝑿. Left: The one Newton step approximation
error ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2. Middle: The two Newton step approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2. Right:

The exact unlearning error ∥ 𝜷̂\M − 𝜷̂∥2.

As for the synthetic data, we study the performance of the ridge-regularized logistic regression,

under the setting 𝑛 = 1800, 𝑝 = 2000, and 𝜆 = 1, leading to df
𝑝
= 0.16.

As for the real data experiment, we used the IMDB movie-review dataset for binary classifica-

tion and evaluated ridge-regularized logistic regression under the setting 𝑛 = 25,000, 𝑝 = 12,610,

and 𝜆 = 100, yielding df/𝑝 = 0.12. The reviews were converted into features via a bag-of-words

representation, producing an extremely sparse design matrix. This example highlights that our the-

oretical predictions appear to extend beyond the original assumptions, since the method continues

to perform well even in this highly sparse real-data regime.

In Figures 2.5 and 2.6, we consider 𝑚 ∈ {1, 3, 7, 14, 27, 54, 105, 205, 400}, and calculate the

following quantities: ∥ 𝜷̃(1)\M− 𝜷̂\M ∥2 (left panel), ∥ 𝜷̃(2)\M− 𝜷̂\M ∥2 (middle panel), ∥ 𝜷̂\M− 𝜷̂∥2 (right

panel). As is clear from the three graphs, the estimates of log(∥ 𝜷̃(1)\M− 𝜷̂\M ∥2), log(∥ 𝜷̃(2)\M− 𝜷̂\M ∥2)
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Figure 2.4: The approximation and exact unlearning error for ridge logistic regression as function
of 𝑝 for 𝑛/𝑝 = 2. Top: dense 𝑿. Bottom: sparse 𝑿. Left: The one Newton step approximation
error ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2. Middle: The two Newton step approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2. Right:

The exact unlearning error ∥ 𝜷̂\M − 𝜷̂∥2.

and log(∥ 𝜷̂\M − 𝜷̂∥2) show linear behavior in terms of 𝑚. Based on these slopes (as presented in

the legends of Figures 2.5 and 2.6) we can conjecture the following scalings (for fixed 𝑝):

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂 (𝑚) (2.9)

∥ 𝜷̃(2)\M − 𝜷̂\M ∥2 = 𝑂

(
𝑚2

)
(2.10)

∥ 𝜷̂ − 𝜷̂\M ∥2 = 𝑂
(√
𝑚

)
. (2.11)

Note that among the conjectures above, (2.11) is consistent with our theory (Lemma 2.3.5 in

conjunction with Equation (2.15)).

However, we obtained in Theorem 2.3.6 that ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂 (𝑚1.5), in contrast with the

𝑂 (𝑚) rate in (2.9). Similarly, Theorem 2.3.7 suggests ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2 = 𝑂 (𝑚3) whereas (2.10)
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Figure 2.5: The approximation and exact unlearning error for ridge logistic regression as function
of 𝑚 = |M|. Left: The one Newton step approximation error ∥ 𝜷̃(1)\M − 𝜷̂\M ∥2. Middle: The two

Newton step approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2. Right: The exact unlearning error ∥ 𝜷̂\M − 𝜷̂∥2.

Figure 2.6: The approximation and exact unlearning error for ridge logistic regression as function
of 𝑚 = |M| for the IMDB dataset. The design matrix is constructed using a bag-of-words repre-
sentation, resulting in an extremely sparse matrix. Left: The one Newton step approximation error
∥ 𝜷̃(1)\M − 𝜷̂\M ∥2. Middle: The two Newton step approximation error ∥ 𝜷̃(2)\M − 𝜷̂\M ∥2. Right: The

exact unlearning error ∥ 𝜷̂\M − 𝜷̂∥2.

suggests 𝑂 (𝑚2) rate for the same quantity. Again, this discrepancy is left for future study.

2.5.3 Performance of the certified Newton approximation plus noise

As previously discussed, in certified machine unlearning, noise is injected to obscure the re-

mainder of D\M in the estimate 𝜷̃(𝑡)\M . In the algorithms we have studied in this chapter, noise is

added via a random vector 𝒃𝑡 ∼ Gamma(𝑝, 𝜖/𝑟𝑡,𝑛), where 𝜖 = 0.1 and 𝑟𝑡,𝑛 is an upper bound for

max
|M|≤𝑚




𝜷̂\M − 𝜷̃(𝑡)\M





2
.
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Figure 2.7: Comparison of the loss of the exactly unlearned model with its first-order (noiseless
and noisy) and second-order Newton-step approximations in ridge logistic regression, plotted as
a function of 𝑝 under the setting 𝑛 = 2𝑝. The top panel corresponds to the dense design matrix
𝑋 , and the bottom panel corresponds to the sparse design matrix 𝑋 . Within each panel: Left
shows the loss of the absolute error between the exact unlearned model and the one-step Newton
approximation; middle shows the absolute error between the exact unlearned model and the one-
step Newton approximation plus noise; right shows the absolute error between the exact unlearned
model and the two-step Newton approximation plus noise.

However, the implicit constants in Theorem 2.3.6 and 2.3.7 can sometimes be intractable or un-

favorably large. On the other hand, computing 𝑟𝑡,𝑛 requires evaluating all
( 𝑛
|M|

)
possible subsets,

which is computationally infeasible even for moderate 𝑛. Hence, instead of exhaustively enu-

merating all
( 𝑛
|M|

)
configurations, we select a random subset of size 𝑚0 = 100 and compute the

maximum ∥ 𝜷̂\M − 𝜷̃(𝑡)\M ∥2 over this subset. To approximate the global maximum, we rescale the

result by a factor of log
( 𝑛
|M|

)
/log𝑚0.

In Figures 2.8, 2.9, and 2.7, we empirically investigate the scaling behavior of three quantities:

the absolute difference between the exact loss and the single-step Newton approximation (first col-
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Figure 2.8: Comparison of the loss of the exactly unlearned model with its first-order (noiseless
and noisy) and second-order Newton-step approximations in ridge logistic regression, plotted as
a function of 𝑝 under the setting 𝑛 = 𝑝. The top panel corresponds to the dense design matrix
𝑋 , and the bottom panel corresponds to the sparse design matrix 𝑋 . Within each panel: Left
shows the loss of the absolute error between the exact unlearned model and the one-step Newton
approximation; middle shows the absolute error between the exact unlearned model and the one-
step Newton approximation plus noise; right shows the absolute error between the exact unlearned
model and the two-step Newton approximation plus noise.

umn), the absolute difference between the exact loss and the single-step Newton approximation

plus noise (second column), and the absolute difference between the exact loss and the two-step

Newton approximation plus noise (third column), with respect to 𝑝 ∈ {904, 1433, 2271, 3600, 5705}

for |M| = 𝑚 = 1 and 𝑛/𝑝 ∈ {0.5, 1, 2}. The first row of each figure shows in-sample results, while

the second row presents out-of-sample behavior. Together, these figures provide a comprehen-

sive set of three-panel log-log plots that illustrate how different unlearning approximation methods

scale (with respect to 𝑝, and equivalently 𝑛) in logistic ridge regression with 𝜆 = 0.1. As in all the

figures in this section, the plots are on a log-log scale, the scattered points are 100 distinct datapoint
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Figure 2.9: Comparison of the loss of the exactly unlearned model with its first-order (noiseless
and noisy) and second-order Newton-step approximations in ridge logistic regression, plotted as a
function of 𝑝 under the setting 𝑛 = 0.5𝑝. The top panel corresponds to the dense design matrix
𝑋 , and the bottom panel corresponds to the sparse design matrix 𝑋 . Within each panel: Left
shows the loss of the absolute error between the exact unlearned model and the one-step Newton
approximation; middle shows the absolute error between the exact unlearned model and the one-
step Newton approximation plus noise; right shows the absolute error between the exact unlearned
model and the two-step Newton approximation plus noise.

to be unlearned, and dashed lines represent least-squares fits in log-log scale, with the slope, 95%

confidence interval, and 𝑅2 displayed in each legend.

The out-sample error is defined as

• the absolute error between the loss of the exact unlearned model and the one-step Newton ap-

proximation (uncertified)
���ℓ (

𝑦0 | 𝒙⊤0 𝜷̃
(𝑡)
\M

)
− ℓ

(
𝑦0 | 𝒙⊤0 ( 𝜷̂\M)

)��� ; the first column of Figures

2.8, 2.9, and 2.7

• the absolute error between the loss of the exact unlearned model and the one-step Newton

approximation plus noise
���ℓ (

𝑦0 | 𝒙⊤0 (𝒃1 + 𝜷̃(1)\M)
)
− ℓ

(
𝑦0 | 𝒙⊤0 ( 𝜷̂\M)

)���; the second column
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of Figures 2.8, 2.9, and 2.7,

• the absolute error between the loss of the exact unlearned model and the two-step Newton

approximation plus noise
���ℓ (

𝑦0 | 𝒙⊤0 (𝒃2 + 𝜷̃(2)\M)
)
− ℓ

(
𝑦0 | 𝒙⊤0 ( 𝜷̂\M)

)���; the third column of

Figures 2.8, 2.9, and 2.7,

for 𝑖 ∈ M, where 𝒙0 is a dense or sparse Gaussian vector (as described at the beginning of this

section) and 𝑦0 ∼ Binomial
(
𝜎(𝒙⊤0 𝜷

∗)
)

is a new unseen data point.

Figures 2.8, 2.9, and 2.7 demonstrate that the amount of noise required for certified unlearning

in the single-step Newton model is so large that it not only removes the targeted information but

also adversely affects parts of the model that should be preserved.

In contrast, the third column shows that the error in the loss introduced by the two-step Newton

model decreases “approximately” as a power law with the model dimension 𝑝 (and equivalently

𝑛). The two-step Newton model requires significantly less noise, enabling it to effectively remove

only the targeted information while preserving the rest of the model’s learned patterns.

2.6 Conclusion

In this chapter, we introduced a framework for analyzing the performance of machine unlearn-

ing algorithms in high-dimensional settings. Focusing on algorithms that are based on a small

number of Newton updates, we demonstrated that the behavior of certifiability and accuracy in

high dimensions is significantly more nuanced than in low-dimensional regimes. For example, our

theoretical and empirical results show that one-step Newton-based unlearning may fail to provide

sufficient accuracy for certified unlearning. However, performing just one additional Newton step

can lead to successful unlearning—provided the unlearning set is not too large. Exploring alterna-

tive certifiability conditions and other machine unlearning algorithms under the high-dimensional

settings is an important direction for future research, aimed at developing a more comprehensive

understanding of the complexities inherent in high-dimensional settings.
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2.7 Proofs

2.7.1 Proof of Lemma 2.3.3

Proof. We first prove sufficiency. Conditional on the data D, 𝜷̃\M + 𝒃 is nothing but a translation

of 𝒃, so its conditional density is

𝑝 𝜷̃\M+𝒃 |D (𝜷) = 𝑝𝒃 (𝜷 − 𝜷̃\M),

and it is similar for 𝜷̂\M + 𝒃. Notice that log(𝑝𝒃 (𝒃)) = − 𝜖𝑟 ∥𝒃∥ is 𝜖
𝑟
-Lipschitz in 𝒃, therefore

∀ D ∈ X𝑟 ,

| log(𝑝 𝜷̃\M+𝒃 (𝜷)) − log(𝑝 𝜷̂\M+𝒃 (𝜷)) |

= | log(𝑝𝒃 (𝜷 − 𝜷̃\M)) − log(𝑝𝒃 (𝜷 − 𝜷̂\M)) |

≤ 𝜖
𝑟
∥ 𝜷̃\M − 𝜷̂\M ∥

≤ 𝜖

which is equivalent to

e−𝜖 ≤
𝑝 𝜷̃\M+𝒃 (𝜷)
𝑝 𝜷̂\M+𝒃 (𝜷)

≤ e𝜖 .

The result then follows by integrating the densities over the set T .

For the necessity part, for D0 ∉ X𝑟 , by definition ∃M ⊂ [𝑛], ∃𝛿 > 0, ∥ 𝜷̂\M − 𝜷̃\M ∥2 ≥ 𝑟 + 𝛿.

The proof is then straightforward since − 𝜖
𝑟
∥𝒃∥ is not 𝜖

𝑟+𝛿 -Lipschitz. To be more specific, define

T+ := {𝜷 ∈ R𝑝 |∥𝜷 − 𝜷̂\M ∥ − ∥𝜷 − 𝜷̃\M ∥ ≥ 𝑟 +
𝛿

2
},

T− := {𝜷 ∈ R𝑝 |∥𝜷 − 𝜷̃\M ∥ − ∥𝜷 − 𝜷̂\M ∥ ≥ 𝑟 +
𝛿

2
}.
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By basic geometry this is the areas within two pieces of a hyperboloid. Then ∀𝑇 ⊂ T+,

𝑝 𝜷̃\M+𝒃 (𝜷)
𝑝 𝜷̂\M+𝒃 (𝜷)

= e
𝜖
𝑟
(∥𝜷−𝜷̂\M ∥−∥𝜷−𝜷̃\M ∥) ≥ e𝜖 (1+

𝛿
2𝑟 ) ,

and similarly ∀𝑇 ⊂ T−,
𝑝 𝜷̃\M+𝒃 (𝜷)
𝑝 𝜷̂\M+𝒃 (𝜷)

≤ e−𝜖 (1+
𝛿

2𝑟 ) .

□

2.7.2 ℓ2 error of t-step Newton estimators

In this section, we prove Theorem 2.3.6 and Theorem 2.3.7. In fact we prove some statements

slightly stonger than what we discussed in the beginning of the Section: not only can we bound

the ℓ2 errors of t-step Newton estimators, but also we can bound them simutaneously. To be more

specific, we define a “failure event” 𝐹 for the dataset D, such that:

1. On event 𝐹,

∥ 𝜷̃(1)\M − 𝜷̂\M ∥2 = 𝑂

(√︂
𝑚3

𝑛
polylog(𝑛)

)
(Lemma 2.7.2),

2. P(𝐹) = 𝜙𝑛 → 0 (Lemma 2.7.3), and

3. On event 𝐹, the Hessian 𝑮\M is polylog(𝑛)-Lipschitz in 𝜷, so that the Newton estimators

satisfy quadratic convergence (Lemma 2.7.6) and we get

∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 = 𝑂

((
𝑚3

𝑛

)2𝑡−2

polylog(𝑛)
)
, ∀ 𝑡 ≥ 1

(Theorem 2.3.7).
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In the rest of the section, we adopt the following notations for brevity:

¥ℓ(𝜷) = [ ¥ℓ𝑖 (𝜷)]𝑖∈[𝑛] , ¥𝑳(𝜷) = diag[ ¥ℓ(𝜷)]

¥ℓ\M (𝜷) = [ ¥ℓ𝑖 (𝜷)]𝑖∉M , ¥𝑳\M = diag[ ¥ℓ\M (𝜷)]

¥𝒓 (𝜷) = [ ¥𝑟𝑘 (𝛽𝑘 )]𝑘∈[𝑝] , ¥𝑹(𝜷) = diag[ ¥𝒓 (𝜷)]

𝑮 (𝜷) = 𝑿⊤ ¥𝑳(𝜷)𝑿 + 𝜆 ¥𝑹(𝜷)

𝑮\M (𝜷) = 𝑿⊤\M
¥𝑳(𝜷)𝑿\M + 𝜆 ¥𝑹(𝜷).

ℓ2 error of one Newton step

We first provide a finer characterization of X (1)𝑟 = {∥ 𝜷̃(1)\M − 𝜷̂\M ∥ ≤ 𝑟} in terms of some

smaller “failure events” 𝐹𝑖, 𝑖 = 1, 2, ..., 5 that are easier to verify:

𝐹1 := {∥𝑿∥ > 𝐶1},

𝐹2 := {max
𝑖∈[𝑛]
| ¤ℓ𝑖 ( 𝜷̂) | > 𝐶ℓ (𝑛)},

𝐹3 := {∃M ⊂ D with |M| ≤ 𝑚, 𝜷 ∈ B1,M ,

∥ ¥ℓ\M (𝜷) − ¥ℓ\M ( 𝜷̂\M)∥ > 𝐶ℓℓ (𝑛)∥𝜷 − 𝜷̂\M ∥

or ∥∇2𝑟 (𝜷) − ∇2𝑟 ( 𝜷̂\M)∥ > 𝐶𝑟𝑟 (𝑛)∥𝜷 − 𝜷̂\M ∥}
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where 𝝃 (𝑡) := 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M , ¥ℓ\M (𝜷) := [ ¥ℓ𝑖 (𝜷)]𝑖∉M ,

B1,M := {𝜷 : 𝜷 = 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M , 𝑡 ∈ [0, 1]}.

𝐹4 := {∃M ⊂ D with |M| ≤ 𝑚, 𝜷1, 𝜷2 ∈ B2,M ,

∥ ¥ℓ\M (𝜷1) − ¥ℓ\M (𝜷2)∥ > 𝐶ℓℓ (𝑛)∥𝜷1 − 𝜷2∥,

or ∥∇2𝑟 (𝜷) − ∇2𝑟 ( 𝜷̂\M)∥ > 𝐶𝑟𝑟 (𝑛)∥𝜷 − 𝜷̂\M ∥}

where B2,M := B( 𝜷̂\M , 1)

𝐹5 := { max
|M|≤𝑚

∥ 𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞ > 𝐶𝑥𝑥 (𝑛)

√︂
𝑚

𝑛
},

where 𝑿̄\M =
©­­«
𝑿\M

I𝑝

ª®®¬ , 𝑿⊤M = (𝒙𝑖)𝑖∈M

𝐹 := ∪5
𝑖=1𝐹𝑖 (2.12)

Remark 2.7.1. Technically, 𝐹4 will not be used in this section, but will be used in the proof of

Theorem 2.3.7 in Section 2.7.2. However, we enlist it among other events as it is similar to 𝐹3 and

the proof is similar too.

Note that the undetermined constants, namely 𝐶1, 𝐶ℓ (𝑛), 𝐶ℓℓ (𝑛), 𝐶𝑟𝑟 (𝑛) and 𝐶𝑥𝑥 (𝑛), will be

decided later when we analyze their probabilities. Roughly speaking, these constants will be at

most 𝑂 (polylog(𝑛)) under Assumptions B1-B3. The next lemma shows that
(
X (1)𝑟

)𝑐
⊂ 𝐹 :=

∪5
𝑖=1𝐹𝑖 for a specific 𝑟:

Lemma 2.7.2. under Assumptions A1-A3, Let 𝐹 = ∪5
𝑖=1𝐹𝑖 be the failure event, then

(
X (1)𝑟

)𝑐
⊂ 𝐹

with

𝑟 =

[
2
√

3
3𝜆2𝜈2 [𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)]𝐶1(𝐶1 + 1)𝐶2

ℓ (𝑛)𝐶𝑥𝑥 (𝑛)
]
𝑚3/2
√
𝑛

:= 𝐶1(𝑛)
𝑚3/2
√
𝑛

i.e., under 𝐹𝑐,

max
|M|≤𝑚

∥ 𝜷̃(1)\M − 𝜷̂\M ∥ ≤ 𝐶1(𝑛)
𝑚3/2
√
𝑛
.

The proof of this Lemma is postponed to Section 2.7.2.
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Now that we have
(
X (1)𝑟

)𝑐
⊂ 𝐹 = ∪5

𝑖=1𝐹𝑖, we can bound 𝜙 = P(D ∉ X (1)𝑟 ) by bounding P(𝐹)

instead:

Lemma 2.7.3. Under Assumptions A1-A3 and B1-B3,

P(𝐹) ≤ 𝑛𝑞 (𝑦)𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝

where the constants 𝐶ℓ (𝑛), 𝐶ℓℓ (𝑛), 𝐶𝑟𝑟 (𝑛) and 𝐶𝑥𝑥 (𝑛) in (2.12) are all 𝑂 (polylog(𝑛)).

The proof is in Section 2.7.2 and the exact form of the constants can be found in the proof of

Lemma 2.7.4 and 2.7.5. Theorem 2.3.6 is then a direct application of Lemma 2.7.2 and Lemma

2.7.3:

Proof of Theorem 2.3.6. By Lemma 2.7.2, (X (1)𝑟 )𝑐 ⊂ 𝐹 with 𝑟 = 𝐶1(𝑛)𝑚
3
2√
𝑛

. By Lemma 2.7.3,

P(𝐹) ≤ 𝑛𝑞 (𝑦)𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝. Combining the two lemmas we immediately have

P(D ∈ X (1)𝑟 ) ≤ 𝑛𝑞 (𝑦)𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝,

where 𝑟 = 𝐶1(𝑛)𝑚
3
2√
𝑛

and 𝐶1(𝑛) = 𝑂 (polylog(𝑛)) by Lemma 2.7.3, which concludes the proof of

Theorem 2.3.6. □

Proof of Lemma 2.7.2

Proof. Recall that we denote 𝑮 (𝜷) and 𝑮\M (𝜷) to be the Hessian of the loss functions of the full

model and the unlearned model respectively, and

𝑮̄ :=
∫ 1

0
𝑮 (𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M)𝑑𝑡

𝑮̄\M :=
∫ 1

0
𝑮\M (𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M)𝑑𝑡
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By Lemma 2.3.5, we have, using the notations above and in (2.12),

𝜷̂\M − 𝜷̂ = 𝑮̄−1
\M

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖

)
= 𝑮̄−1

\M𝑿⊤M
¤ℓM

and by Definition 1.2.1 we have

𝜷̃(1)\M − 𝜷̂ = 𝑮−1
\M ( 𝜷̂)

(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖

)
= 𝑮−1

\M ( 𝜷̂)𝑿
⊤
M
¤ℓM .

If we define 𝒗M := 𝑿⊤M
¤ℓM , then by subtracting the two equations above, we have

𝜷̂\M − 𝜷̃(1)\M =

[
𝑮̄−1
\M − 𝑮

−1
\M ( 𝜷̂)

]
𝒗M

=

[
𝑮̄−1
\M − 𝑮

−1
\M ( 𝜷̂\M)

]
𝒗M +

[
𝑮−1
\M ( 𝜷̂\M) − 𝑮

−1
\M ( 𝜷̂)

]
𝒗M

:= 𝑴1𝒗M + 𝑴2𝒗M ,

thus we have

∥ 𝜷̂\M − 𝜷̃(1)\M ∥ ≤ ∥𝑴1𝒗M ∥ + ∥𝑴1𝒗M ∥.

Since 𝑴1 and 𝑴2 possess similar properties, I will bound ∥𝑴1𝒗M ∥ in the following, while ∥𝑴2𝒗M ∥

can be bounded using the same method.

𝑴1𝒗M =

[
𝑮̄−1
\M − 𝑮

−1
\M ( 𝜷̂\M)

]
𝒗M

= 𝑮̄−1
\M

[
𝑮\M ( 𝜷̂\M) − 𝑮̄\M

]
𝑮−1
\M ( 𝜷̂\M)𝒗M

Notice that we can write 𝑮\M ( 𝜷̂\M) − 𝑮̄\M in a more compact form:

𝑮\M ( 𝜷̂\M) − 𝑮̄\M = 𝑿⊤\M [ ¥𝑳( 𝜷̂\M) − ¥̄𝑳]𝑿\M + 𝜆[ ¥𝑹( 𝜷̂\M) − ¥̄𝑹]

:= 𝑿̄⊤\M𝚪𝑿̄\M ,
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where in the last step we define

𝑿̄\M :=
©­­«
𝑿\M

𝑰𝑝

ª®®¬ ,
𝚪 :=

©­­«
diag[

∫ 1
0
¥ℓ𝑖 (𝝃 (𝑡)) − ¥ℓ𝑖 ( 𝜷̂\M)𝑑𝑡]𝑖∉M , 0

0, diag[
∫ 1

0 ¥𝑟 (𝜉𝑘 (𝑡)) − ¥𝑟 (𝛽𝜆\M,𝑘 )]𝑘∈[𝑝]

ª®®¬ ,
𝝃 (𝑡) := 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M . (2.13)

We then have

∥𝑴1𝒗M ∥

= sup
∥𝒘∥=1

|𝒘⊤𝑴1𝒗M |

= sup
∥𝒘∥=1

���𝒘⊤𝑮̄−1
\M 𝑿̄⊤\M𝚪𝑿̄\M𝑮−1

\M ( 𝜷̂\M)𝒗M
���

≤ sup
∥𝒘∥=1

∥𝚪∥𝐹𝑟 ∥ 𝑿̄\M𝑮̄−1
\M𝒘∥2




𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝒗M





∞

=∥𝚪∥𝐹𝑟 · sup
∥𝒘∥=1

∥ 𝑿̄\M𝑮̄−1
\M𝒘∥2 ·




𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝒗M





∞
, (2.14)

where in the penultimate line we use Cauchy Schwarz inequality: for two vectors 𝒖, 𝒗 ∈ R𝑝 and

diagonal matrix 𝑫 = diag[𝑑𝑘 ]𝑘∈[𝑝] ,

𝒖⊤𝑫𝒗 =
∑︁
𝑘∈[𝑝]

𝑑𝑘𝑢𝑘𝑣𝑘 ≤
©­«
∑︁
𝑘∈[𝑝]

𝑑2
𝑘

ª®¬
1
2 ©­«

∑︁
𝑘∈[𝑝]

𝑢2
𝑘𝑣

2
𝑘

ª®¬
1
2

≤ ©­«
∑︁
𝑘∈[𝑝]

𝑑2
𝑘

ª®¬
1
2 ©­«

∑︁
𝑘∈[𝑝]

𝑢2
𝑘

ª®¬
1
2

max
1≤𝑘≤𝑝

|𝑣𝑘 |

= ∥𝑫∥Fr∥𝒖∥2∥𝒗∥∞.

Now we bound the three terms in (2.14) separately.
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1. Define

¥ℓ\M (𝜷) := [ ¥ℓ𝑖 (𝜷)]𝑖∉M

¥̄ℓ\M :=
[∫ 1

0
¥ℓ𝑖 (𝝃 (𝑡))𝑑𝑡

]
𝑖∉M

where 𝝃 (𝑡) = 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M

¥𝒓 (𝜷) := [ ¥𝑟 (𝛽𝑘 )]𝑘∈[𝑝]

¥̄𝒓 :=
[∫ 1

0
¥𝒓 (𝝃 (𝑡))𝑑𝑡

]
𝑘∈[𝑝]

,

Then

∥𝚪∥𝐹𝑟 ≤ ∥¥̄ℓ\M − ¥ℓ\M ( 𝜷̂\M)∥2 + 𝜆∥ ¥̄𝒓 − ¥𝒓 ( 𝜷̂\M)∥2.

where

∥ ¥̄ℓ\M − ¥ℓ\M ( 𝜷̂\M)∥2

=

√√√∑︁
𝑖∉M

[∫ 1

0
[ ¥ℓ𝑖 (𝝃 (𝑡) − ¥ℓ𝑖 ( 𝜷̂\M))]

]2

≤
√√∫ 1

0

∑︁
𝑖∉M
[ ¥ℓ𝑖 (𝝃 (𝑡) − ¥ℓ𝑖 ( 𝜷̂\M))]2𝑑𝑡

≤

√︄∫ 1

0
∥ ¥ℓ(𝝃 (𝑡)) − ¥ℓ( 𝜷̂\M)∥2𝑑𝑡 ≤

√︄∫ 1

0
𝐶2
ℓℓ
(𝑛)∥𝝃 (𝑡) − 𝜷̂\M ∥2𝑑𝑡

= 𝐶ℓℓ (𝑛)

√︄∫ 1

0
𝑡2∥ 𝜷̂ − 𝜷̂\M ∥2𝑑𝑡

=

√
3

3
𝐶ℓℓ (𝑛)∥ 𝜷̂ − 𝜷̂\M ∥.

By Lemma 2.3.5, under event 𝐹:

∥ 𝜷̂ − 𝜷̂\M ∥ = ∥𝑮̄−1
\M𝑿⊤M

¤ℓM ( 𝜷̂)∥ ≤
1
𝜆𝜈
∥𝑿⊤M ¤ℓM ( 𝜷̂)∥

≤ 1
𝜆𝜈
∥𝑿∥ · ∥ ¤ℓM ( 𝜷̂)∥ ≤

1
𝜆𝜈
∥𝑿∥
√
𝑚max
𝑖∈[𝑛]
| ¤ℓ𝑖 ( 𝜷̂) |

≤
√
𝑚

𝜆𝜈
𝐶1𝐶ℓ (𝑛), (2.15)

where the first line uses Lemma 2.3.5, the second uses strong convexity of the risk function,
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and the last line uses the definition of events 𝐹1, 𝐹2. Therefore we have

∥ ¥̄ℓ\M − ¥ℓ\M ( 𝜷̂\M)∥2 ≤
√

3𝑚
3𝜆𝜈

𝐶1𝐶ℓ (𝑛)𝐶ℓℓ (𝑛).

Similarly we have

∥ ¥̄𝒓\M − ¥𝒓\M ( 𝜷̂\M)∥2 ≤
√

3𝑚
3𝜆𝜈

𝐶1𝐶ℓ (𝑛)𝐶𝑟𝑟 (𝑛),

so we have

∥𝚪∥𝐹𝑟 ≤
√

3𝑚
3𝜆𝜈
[𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)]𝐶1𝐶ℓ (𝑛).

2.

sup
∥𝒘∥=1

∥ 𝑿̄\M𝑮̄−1
\M𝒘∥2 ≤ sup

∥𝒘∥=1
∥ 𝑿̄\M ∥∥𝑮̄−1

\M ∥∥𝒘∥

≤ ∥ 𝑿̄\M ∥∥𝑮̄−1
\M ∥.

Notice that ∥ 𝑿̄\M ∥ ≤ ∥𝑿\M ∥ + 1 ≤ ∥𝑿∥ + 1 ≤ 𝐶1 + 1, so we have

sup
∥𝒘∥=1

∥ 𝑿̄\M𝑮̄−1
\M𝒘∥2 ≤

𝐶1 + 1
𝜆𝜈

3.




𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝒗M





∞

=




𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M
¤ℓM ( 𝜷̂)





∞

≤



𝑿̄\M𝑮−1

\M ( 𝜷̂\M)𝑿
⊤
M





2,∞



 ¤ℓM ( 𝜷̂)

2 ,
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where in the last line we use the definition of the (2,∞) norm of a matrix 𝑨:

∥𝑨∥2,∞ := sup
∥𝒘∥2≤1

∥𝑨𝒘∥∞.

We know


 ¤ℓM ( 𝜷̂)

2 ≤

√
𝑚max𝑖∈M | ¤ℓ𝑖 ( 𝜷̂) | ≤

√
𝑚𝐶ℓ (𝑛), so by the definition of event 𝐹5,




𝑿̄\M𝑮−1

\M ( 𝜷̂\M)
(∑︁
𝑖∈M

¤ℓ𝑖 ( 𝜷̂)𝒙𝑖

)





∞

≤ 𝐶ℓ (𝑛)𝐶𝑥𝑥 (𝑛)
𝑚
√
𝑛
.

Combining all the results above we have

∥𝑴1𝒗M ∥ ≤
√

3
3𝜆2𝜈2 [𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)]𝐶1(𝐶1 + 1)𝐶2

ℓ (𝑛)𝐶𝑥𝑥 (𝑛)
𝑚3/2
√
𝑛
.

Similar arguments lead to the same bound for ∥𝑴2𝒗M ∥. So we finally have, under event 𝐹𝑐,

∥ 𝜷̃(1)\M − 𝜷̂\M ∥ ≤
2
√

3
3𝜆2𝜈2 [𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)]𝐶1(𝐶1 + 1)𝐶2

ℓ (𝑛)𝐶𝑥𝑥 (𝑛)
𝑚3/2
√
𝑛

:= 𝐶1(𝑛)
𝑚3/2
√
𝑛
.

□

Proof of Lemma 2.7.3

Lemma 2.7.4 (Formal Statement of Lemma 1.4.1). Under Assumption Group A, if we set

𝐶1 = (√𝛾0 + 3)
√︁
𝐶𝑋 ,

𝐶ℓ (𝑛) = polylog3(𝑛)

𝐶ℓℓ (𝑛) = max{polylog10(𝑛), polylog11(𝑛)},
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in the definition of 𝐹2, 𝐹3 and 𝐹4 in (2.12), then we have

P(𝐹1 ∪ 𝐹2 ∪ 𝐹3 ∪ 𝐹4) ≤ 𝑛𝑞 (𝑦)𝑛 + 4𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 𝑒−𝑝 .

The proof can be found in Section 2.7.2, and the definition of the polylog(𝑛) terms are summa-

rized in (2.20).

Lemma 2.7.5. Under Assumption A4, for any 𝑐 ≥ 0 we have P(𝐹5) ≤ 4𝑛−𝑐 + 𝑒−𝑝 with

𝐶𝑥𝑥 (𝑛) =
(√𝛾0 + 3)𝐶𝑋 ∨ 1

𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

The proof of Lemma 2.7.5 can be found in Section 2.7.2. By combining the above two lemmata

we have

Proof of Lemma 2.7.3. By Lemma 1.6.14,

P(∥𝑿∥ > (√𝛾0 + 3)
√︁
𝐶𝑋) ≤ 𝑒−𝑝 .

By Lemma 2.7.4, P(𝐹2 ∪ 𝐹3) ≤ 2𝑛1−𝑐 + 2𝑛𝑞 (𝑦)𝑛 + 𝑒−𝑝 + 𝑛𝑒−𝑝/2 with

𝐶ℓ (𝑛) = polylog3(𝑛) = polylog1(𝑛) +
4𝐶𝑋
𝜆𝜈
[1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠1(𝑛)]

𝐶ℓℓ (𝑛) = max{polylog10(𝑛), polylog11(𝑛)}.

Finally by Lemma 2.7.5, P(𝐹5) ≤ 4𝑛−𝑐 + 𝑒−𝑝 with

𝐶𝑥𝑥 (𝑛) =
(√𝛾0 + 3)𝐶𝑋 ∨ 1

𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝
.

Using a union bound over the events above we have

P(𝐹) ≤ 𝑛𝑞 (𝑦)𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝 .

69



□

Proof of Lemma 2.7.4

Proof. The proof can be divided into 4 steps. In the following we denote 𝜷̂\· to be the model

trained by excluding the observations indicated in ·, which can be the indices like 𝜷̂\𝑖, 𝑗 , or a subset

𝜷̂\M , or both, e.g. 𝜷̂\M,𝑖. We allow the content in · to overlap, in which case we simply take a

union, for example 𝜷̂\𝑖,𝑖 := 𝜷̂\𝑖. By slight abuse of notation, we use the index “0" as a placeholder

to denote no observations being excluded, so that max0≤𝑖≤𝑛 𝜷̂\𝑖 means the maximum among all 𝜷̂\𝑖

and also 𝜷̂. These additional definitions help us to keep the notations unified and simple.

Step 1

Define event 𝐸1 := {max𝑖 |𝑦𝑖 | ≤ 𝐶𝑦 (𝑛)} with probability at least 1 − 𝑛𝑞 (𝑦)𝑛 by Assumption B3

and a union bound. Under 𝐸1, ∀M ⊂ D (includingM = ∅ case where 𝜷̂𝜆,∅ := 𝜷̂). We have

𝜆𝜈∥ 𝜷̂\M ∥2
(𝑎)
≤

∑︁
𝑖∉M

ℓ𝑖 ( 𝜷̂\M) + 𝜆𝑟 ( 𝜷̂\M)
(𝑏)
≤

∑︁
𝑖∈[𝑛]

ℓ𝑖 (0)

(𝑐)
≤

∑︁
𝑖∈[𝑛]

1 + |𝑦𝑖 |𝑠 ≤ 𝑛(1 + 𝐶𝑠𝑦 (𝑛)),

where (𝑎) uses the 𝜈-strong convexity of 𝑟 (Assumption A2), (𝑏) uses 𝑟 (0) = 0 and ℓ(·) ≥ 0,

(𝑐) uses Asumption B2, and the last inequality uses the definition of event 𝐸1. By rearranging the

terms we have under 𝐸1 that, ∀M

∥ 𝜷̂\M ∥ ≤
√︃
(𝜆𝜈)−1(1 + 𝐶𝑠𝑦 (𝑛))𝑛. (2.16)

Step 2

Define event 𝐸2 := {max𝑖, 𝑗∈[𝑛] |𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 | ≤ polylog1(𝑛)} with 𝜷̂\𝑖,𝑖 := 𝜷̂\𝑖 and

polylog1(𝑛) := 2
√︃
(𝜆𝜈)−1𝛾0𝐶𝑋 (1 + 𝐶𝑠𝑦 (𝑛)) (1 + 𝑐) log(𝑛)
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for any arbitrary 𝑐 > 0 that will appear in the tail probability.

P(𝐸𝑐1 ∪ 𝐸
𝑐
2)

= P(𝐸𝑐1) + P(𝐸
𝑐
2 ∩ 𝐸1)

≤ 𝑛𝑞 (𝑦)𝑛 + P
(

max
𝑖, 𝑗∈[𝑛]

|𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 | > 2

√︄
𝐶𝑋

𝑝
∥ 𝜷̂\𝑖, 𝑗 ∥

√︁
(1 + 𝑐) log(𝑛), 𝐸1

)
≤ 𝑛𝑞 (𝑦)𝑛 +

∑︁
𝑖∈[𝑛]

EP

(
max
𝑗∈[𝑛]
|𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 | > 2

√︄
𝐶𝑋

𝑝
∥ 𝜷̂\𝑖, 𝑗 ∥

√︁
(1 + 𝑐) log(𝑛) |D\𝑖

)
≤ 𝑛𝑞 (𝑦)𝑛 + 2𝑛1−𝑐,

where the second line used ∥ 𝜷̂\𝑖, 𝑗 ∥ ≤
√︃
(𝜆𝜈)−1(1 + 𝐶𝑠𝑦 (𝑛))𝑛 under 𝐸1, the third line uses a union

bound over 𝑖 and the tower rule, and the last line uses Lemma 1.6.11 by observing that conditional

on D\𝑖, max 𝑗∈[𝑛] |𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 | is the maximum of 𝑛 Gaussians with 𝜎2
𝑖
= 𝜷̂⊤\𝑖, 𝑗𝚺 𝜷̂\𝑖, 𝑗 ≤

𝐶𝑋
𝑝
∥ 𝜷̂\𝑖, 𝑗 ∥2.

Step 3

Define 𝐸3 := {max𝑖∈[𝑛] ∥𝒙𝑖∥ ≤ 2
√
𝐶𝑋 , ∥𝑿∥ ≤ (

√
𝛾0 + 3)

√
𝐶𝑋 } then P(𝐸𝑐3) ≤ 𝑛𝑒

−𝑝/2 + 𝑒−𝑝 by

Lemma 1.6.14 and Lemma 1.6.15.

Under ∩3
𝑖=1𝐸𝑖, we have the following results: ∀1 ≤ 𝑖 ≤ 𝑛, 0 ≤ 𝑗 ≤ 𝑛,

| ¤ℓ𝑖 ( 𝜷̂\𝑖, 𝑗 ) | ≤ 1 + |𝑦𝑖 |𝑠 + |𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 |𝑠

≤ 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠1(𝑛) := polylog2(𝑛)

∥ 𝜷̂\ 𝑗 − 𝜷̂\𝑖, 𝑗 ∥ ≤
1
𝜆𝜈
| ¤ℓ𝑖 ( 𝜷̂\𝑖, 𝑗 ) |∥𝒙𝑖∥ ≤

2
√
𝐶𝑋

𝜆𝜈
polylog2(𝑛)

|𝒙⊤𝑖 𝜷̂\ 𝑗 | ≤ |𝒙⊤𝑖 𝜷̂\𝑖, 𝑗 | + |𝒙⊤𝑖 ( 𝜷̂\ 𝑗 − 𝜷̂\𝑖, 𝑗 ) |

≤ polylog1(𝑛) +
4𝐶𝑋
𝜆𝜈

polylog2(𝑛)

:= polylog3(𝑛) (2.17)

| ¤ℓ𝑖 ( 𝜷̂\ 𝑗 ) | ≤ 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠3(𝑛) := polylog4(𝑛).

Step 4
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Under ∩3
𝑖=1𝐸𝑖, ∀M ⊂ D, |M| ≤ 𝑚,∀ 𝑗 ∉M: by Lemma 2.3.5,

∥ 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ∥ ≤
1
𝜆𝜈
∥𝑿M ¤ℓM ( 𝜷̂\ 𝑗 )∥

≤
√
𝑚

𝜆𝜈
∥𝑿∥max

𝑖∈M
| ¤ℓ𝑖 ( 𝜷̂\ 𝑗 ) | ≤

√
𝑚

𝜆𝜈
(√𝛾0 + 3)

√︁
𝐶𝑋polylog4(𝑛). (2.18)

Define

𝐸4 := {max
𝑗∈[𝑛]

max
|M|≤𝑚
𝑗∉M

|𝒙⊤𝑖 ( 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ) | ≤ polylog5(𝑛)}

where polylog5(𝑛) := 2(√𝛾0+3)𝐶𝑋
𝜆𝜈

√︁
𝑚(2𝑚 + 𝑐)𝑝−1 log(𝑛)polylog4(𝑛). Note that it is indeed𝑂 (polylog(𝑛))

when 𝑚 = 𝑜(√𝑝). Then

P(∪4
𝑖=1𝐸

𝑐
𝑖 ) ≤ P(∪3

𝑖=1𝐸
𝑐
𝑖 ) + P(𝐸𝑐4 ∩ (∩

3
𝑖=1𝐸𝑖)),

and now we work on the second term since the first is already known. Let 𝑁 :=
∑𝑚−1
𝑠=0

(𝑛−1
𝑠−1

)
≤

2
( 𝑛−1
𝑚−1

)
= 2𝑚

𝑛

( 𝑛
𝑚

)
, then

log(𝑁) ≤ log(2) + log(𝑚) − log(𝑛) + 𝑚 log(𝑒𝑚/𝑛) ≤ 2𝑚 log(𝑛)

for 𝑛 ≥ 8, so that we have

√︁
(2𝑚 + 𝑐) log(𝑛) ≥

√︁
log(𝑁) + 𝑐 log(𝑛).
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Therefore we have

P(𝐸𝑐4 ∩ (∩
3
𝑖=1𝐸𝑖))

(𝑎)
≤ P(max

𝑗∈[𝑛]
max
|M|≤𝑚
𝑗∉M

|𝒙⊤𝑖 ( 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ) | > 2
√︁
𝐶𝑋/𝑝∥ 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ∥

√︁
log(𝑁) + 𝑐 log(𝑛), ∩3

𝑖=1𝐸𝑖)

≤
∑︁
𝑗∈[𝑛]

EP( max
|M|≤𝑚
𝑗∉M

|𝒙⊤𝑖 ( 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ) | > 2
√︁
𝐶𝑋/𝑝∥ 𝜷̂\M, 𝑗 − 𝜷̂\ 𝑗 ∥

√︁
log(𝑁) + 𝑐 log(𝑛) |D\ 𝑗 )

(𝑏)
≤ 2𝑛1−𝑐,

where in (𝑎) we used (2.18) under ∩3
𝑖=1𝐸𝑖, and in (b) we used Lemma 1.6.11 again.

We therefore have

P(∪4
𝑖=1𝐸

𝑐
𝑖 ) ≤ 𝑛𝑞

(𝑦)
𝑛 + 4𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 𝑒−𝑝 .

Under event ∩4
𝑖=1𝐸𝑖, ∀𝑖 ∈ [𝑛],∀|M| ≤ 𝑚, 𝑖 ∉M:

|𝒙⊤𝑖 𝜷̂\M,𝑖 | ≤ |𝒙⊤𝑖 𝜷̂\𝑖 | + |𝒙⊤𝑖 ( 𝜷̂\M,𝑖 − 𝜷̂\𝑖) |

≤ polylog1(𝑛) + polylog5(𝑛)

:= polylog6(𝑛)

| ¤ℓ𝑖 ( 𝜷̂\M,𝑖) | ≤ 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠6(𝑛) := polylog7(𝑛)

∥ 𝜷̂\M − 𝜷̂\M,𝑖∥ ≤
1
𝜆𝜈
∥𝒙𝑖∥ · | ¤ℓ𝑖 ( 𝜷̂\M,𝑖) | ≤

2
√
𝐶𝑋

𝜆𝜈
polylog7(𝑛)

|𝒙⊤𝑖 𝜷̂\M | ≤ |𝒙⊤𝑖 𝜷̂\M,𝑖 | + |𝒙⊤𝑖 ( 𝜷̂\M − 𝜷̂\M,𝑖) |

≤ polylog6(𝑛) +
4𝐶𝑋
𝜆𝜈

polylog7(𝑛)

:= polylog8(𝑛)

| ¤ℓ𝑖 ( 𝜷̂\M) | ≤ 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠8(𝑛) := polylog9(𝑛).

Step 5

Now we are ready to bound events 𝐹2 and 𝐹3 as stated in this lemma. For the convenience of
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the readers we re-state the definitions of these two events:

𝐹2 = {max
𝑖∈[𝑛]
| ¤ℓ𝑖 ( 𝜷̂) | > 𝐶ℓ (𝑛)},

𝐹3 = {∃𝑡 ∈ [0, 1],M ⊂ D with |M| ≤ 𝑚, ∥ ¥ℓ(𝝃 (𝑡)) − ¥ℓ( 𝜷̂\M)∥ > 𝐶ℓℓ (𝑛)∥𝝃 (𝑡) − 𝜷̂\M ∥},

where 𝝃 (𝑡) = 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\M , ¥ℓ(𝜷) := [ ¥ℓ𝑖 (𝜷)]𝑖∈[𝑛] .

Event 𝐹2 was actually bounded in (2.17) with 𝐶ℓ (𝑛) = polylog3(𝑛). Note that we allow 𝑗 = 0 in

(2.17), which indicates

P(𝐹2) ≤ P(∪3
𝑖=1𝐸

𝑐
𝑖 ) ≤ 𝑛𝑞

(𝑦)
𝑛 + 2𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 𝑒−𝑝 .

This proves part (a) of the lemma. For part (b), if 𝜷 ∈ B1,M , then it is a convex combination of 𝜷̂

and 𝜷̂\M , so

|𝒙⊤𝑖 𝜷| ≤ max{|𝒙⊤𝑖 𝜷̂|, |𝒙⊤𝑖 𝜷̂\M |} ≤ max{polylog3(𝑛), polylog8(𝑛)} := polylog9(𝑛).

Therefore

|ℓ̈𝑖 (𝜷) | ≤ 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠9(𝑛) := polylog10(𝑛). (2.19)

In addition, notice that ∀𝜷 ∈ B1,M ,∀𝑠 ∈ [0, 1], 𝜼(𝑠) := 𝑠𝜷+(1−𝑠) 𝜷̂\M ∈ B1,M as well. Therefore

under ∪4
𝑖=1, ∀|M| ≤ 𝑚,∀𝜷 ∈ B1,M ,

∥ ¥ℓ\M (𝜷) − ¥ℓ\M ( 𝜷̂\M)∥22 =
∑︁
𝑖∉M
[ ¥ℓ𝑖 (𝜷) − ¥ℓ𝑖 ( 𝜷̂\M)]2 =

∑︁
𝑖∉M
[ ¯̈ℓ𝑖𝒙⊤𝑖 (𝜷 − 𝜷̂\M)]2,

where ¯̈ℓ𝑖 :=
∫ 1

0 ℓ̈𝑖 (𝑠𝜷 + (1 − 𝑠) 𝜷̂\M)𝑑𝑠, so

| ¯̈ℓ𝑖 | ≤
∫ 1

0
|ℓ̈𝑖 (𝑠𝜷 + (1 − 𝑠) 𝜷̂\M) |𝑑𝑠 ≤ polylog10(𝑛),
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so

∥ ¥ℓ\M (𝜷) − ¥ℓ\M ( 𝜷̂\M)∥22 ≤
∑︁
𝑖∉M
[ ¯̈ℓ𝑖𝒙⊤𝑖 (𝜷 − 𝜷̂\M)]2

≤ polylog2
10(𝑛) (𝜷 − 𝜷̂\M)⊤𝑿⊤\M𝑿\M (𝜷 − 𝜷̂\M)

≤ polylog2
10(𝑛) (

√
𝛾0 + 3)2𝐶𝑋 ∥𝜷 − 𝜷̂\M ∥2

Also, notice that ∥ ¥𝒓 (𝜷) − ¥𝒓 ( 𝜷̂\M)∥ ≤ 𝐶𝑟𝑟 (𝑛)∥𝜷 − 𝜷̂\M ∥ is trivially satisfied by Assumption B2.

Simialrly, for 𝐹4, under ∪4
𝑖=1𝐸

𝑐
𝑖
, ∀|M| ≤ 𝑚,∀𝑖 ∉M,∀𝜷 ∈ B( 𝜷̂\M , 1),

|𝒙⊤𝑖 𝜷| ≤ |𝒙⊤𝑖 𝜷̂\M | + |𝒙⊤𝑖 (𝜷 − 𝜷̂\M) | ≤ polylog8(𝑛) + 2
√︁
𝐶𝑋

|ℓ̈𝑖 (𝜷) | ≤ 1 + 𝐶𝑠𝑦 (𝑛) + |polylog8(𝑛) + 2
√︁
𝐶𝑋 |𝑠 := polylog11(𝑛)

It then follows that

∥ ¥ℓ\M (𝜷1) − ¥ℓ\M (𝜷2)∥22 ≤
∑︁
𝑖∉M

¯̈ℓ𝑖 [𝒙⊤𝑖 (𝜷1 − 𝜷2)]2 ≤ polylog2
11(𝑛) (

√
𝛾0 + 3)2𝐶𝑋 ∥𝜷1 − 𝜷2∥2.

Finally, if we define 𝐶ℓ (𝑛) := polylog3(𝑛), 𝐶ℓℓ (𝑛) = max{polylog10(𝑛), polylog11(𝑛)}, we have

P(𝐹1 ∪ 𝐹2 ∪ 𝐹3 ∪ 𝐹4) ≤ P(∪4
𝑖=1𝐸

𝑐
𝑖 ) ≤ 𝑛𝑞

(𝑦)
𝑛 + 4𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 𝑒−𝑝 .
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To make the polylog𝑘 (𝑛) terms explicit, we repeat them here:

polylog1(𝑛) = 2
√︃
(𝜆𝜈)−1𝛾0𝐶𝑋 (1 + 𝐶𝑠𝑦 (𝑛)) (1 + 𝑐) log(𝑛)

polylog2(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠1(𝑛)

polylog3(𝑛) = polylog1(𝑛) +
𝐶𝑋

𝜆𝜈
polylog2(𝑛)

polylog4(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠3(𝑛)

polylog5(𝑛) =
2(√𝛾0 + 3)𝐶𝑋

𝜆𝜈

√︁
𝑚(2𝑚 + 𝑐)𝑝−1 log(𝑛)polylog4(𝑛)

polylog6(𝑛) = polylog1(𝑛) + polylog5(𝑛)

polylog7(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠6(𝑛)

polylog8(𝑛) = polylog6(𝑛) +
4𝐶𝑋
𝜆𝜈

polylog7(𝑛)

polylog9(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠8(𝑛)

polylog10(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + polylog𝑠9(𝑛)

polylog11(𝑛) = 1 + 𝐶𝑠𝑦 (𝑛) + |polylog8(𝑛) + 2
√︁
𝐶𝑋 |𝑠 . (2.20)

□

Proof of Lemma 2.7.5

Proof. Recall that the goal is to bound

P(𝐹5) = P

(
max
|M|≤𝑚

∥ 𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞ >

(√𝛾0 + 3)𝐶𝑋 ∨ 1
𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
.

Notice that

max
|M|≤𝑚

∥ 𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞

=max
{

max
|M|≤𝑚

∥𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞, max

|M|≤𝑚
∥𝑿\M𝑮−1

\M ( 𝜷̂\M)𝑿
⊤
M ∥2,∞

}
,
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and I will bound the two terms separately.

Let us fix a subsetM0 ⊂ [𝑛] of size |M0 | = 𝑠 ≤ 𝑚. Then 𝑿M0 is independent of 𝑮−1
\M0
( 𝜷̂\M0).

That is,

𝑮−1
\M0
( 𝜷̂\M0)𝑿⊤M0

= 𝚺1/2
∗ 𝒁⊤M0

where 𝚺∗ = 𝑮−1
\M0
( 𝜷̂\M0)𝚺𝑮−1

\M0
( 𝜷̂\M0) satisfies

𝜎max(𝚺∗) ≤ ∥𝑮−1
\M0
( 𝜷̂\M0)∥2 × ∥𝚺∥ ≤

𝐶

𝑝(𝜆𝜈)2

almost surely, due to the 𝜈-strong convexity of the penalty function. Thus by Lemma 1.6.13, since

|M0 | = 𝑠, we have for any 𝑐 ≥ 0 that

P

(
∥𝑮−1
\M0
( 𝜷̂\M0)𝑿⊤M0

∥2,∞ ≥
1
𝜆𝜈

√︄
𝑠(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
≤ exp(−(𝑐 + 1)𝑠 log(𝑛)).

Now taking a union bound over all possible choices ofM0 such that |M0 | ≤ 𝑠, we have

P

(
max
|M|≤𝑚

∥𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞ ≥

1
𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
≤

𝑚∑︁
𝑠=1

(
𝑛

𝑠

)
exp(−(𝑐 + 1)𝑠(log(𝑛)))

≤
𝑚∑︁
𝑠=1

exp(−(𝑐 + 1)𝑠 log(𝑛)) ≤ 2𝑛−𝑐 .

The proof technique for the second assertion is almost identical to the first part, with the fol-

lowing differences. We fixM0 with |M0 | = 𝑠 ≤ 𝑚, and just as in part i), we obtain:

P

(
∥𝑿\M0𝑮

−1
\M0
( 𝜷̂\M0)𝑿⊤M0

∥2,∞ ≥
𝐶∥𝑿M0 ∥
𝜆𝜈

√︄
𝑠(1 + 4(𝑐 + 1) log(𝑛))

𝑝

��𝑿M0

)
≤ exp(−(𝑐 + 1)𝑠 log(𝑛)).

Now by the independence of 𝑿M0 and 𝑿\M0 for any fixedM0, we can remove the conditioning on
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𝑿\M0 to write:

P

(
∥𝑿\M0𝑮

−1
\M0
( 𝜷̂\M0)𝑿⊤M0

∥2,∞ ≥
∥𝑿M0 ∥
𝜆𝜈

√︄
𝑠(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
= E(P(. . . |𝑿M0)) ≤ exp(−(𝑐 + 1)𝑠 log(𝑛)).

Then taking the union bound over all possibleM0 as before, we have:

P

(
∥𝑿\M0𝑮

−1
\M0
( 𝜷̂\M0)𝑿⊤M0

∥2,∞ ≥
∥𝑿∥
𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
≤ 2𝑛−𝑐 .

Now by Lemma 1.6.14, the final bound becomes

P

(
∥𝑿\M0𝑮

−1
\M0
( 𝜷̂\M0)𝑿⊤M0

∥2,∞ ≥
(√𝛾0 + 3)𝐶𝑋

𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
≤ 2𝑛−𝑐 + e−𝑝 .

Finally, by taking the maximum of the bounds obtained in the two parts above and a union

bound, we have

P

(
max
|M|≤𝑚

∥ 𝑿̄\M𝑮−1
\M ( 𝜷̂\M)𝑿

⊤
M ∥2,∞ >

(√𝛾0 + 3)𝐶𝑋 ∨ 1
𝜆𝜈

√︄
𝑚(1 + 4(𝑐 + 1) log(𝑛))

𝑝

)
≤ 4𝑛−𝑐 + 𝑒−𝑝 .

□

ℓ2 error of multiple Newton steps

To study multiple Newton steps, we first prove quadratic convergence for the Newton method

in a general setting:

Lemma 2.7.6. Suppose 𝒇 (𝜷) : R𝑝 → R𝑝 has Jacobian 𝑮 (𝜷) with 𝜆min(𝑮 (𝜷)) ≥ 𝜈 for all 𝜷, and

suppose 𝒇 (𝜷) = 0 has a unique solution 𝜷∗. Suppose {𝜷(𝑡)}𝑡≥1 is the path of Newton method in
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searching for 𝜷∗, i.e. ∀𝑡 ≥ 2,

𝜷(𝑡) := 𝜷(𝑡−1) − 𝑮−1(𝜷(𝑡−1)) 𝒇 (𝜷(𝑡−1)).

Let 𝑟𝑡,𝑛 := ∥𝜷(𝑡) − 𝜷∗∥ be the 𝑙2 error of the 𝑡th step. If ∀𝒙1, 𝒙2 ∈ 𝐵(𝒙∗, 𝑟1), ∥𝑮 (𝒙1) − 𝑮 (𝒙2)∥ ≤

𝐶∥𝒙1 − 𝒙2∥, then

𝑟𝑡,𝑛 ≤
𝐶

2𝜈
𝑟2
𝑡−1,𝑛.

Consequently,

𝑟𝑡,𝑛 ≤
(
𝐶

2𝜈

)2𝑡−2

𝑟2𝑡−1

1 .

Proof. By the definition of Newton steps,

𝜷(𝑡) − 𝜷∗ = 𝜷(𝑡−1) − 𝜷∗ − 𝑮−1(𝜷(𝑡−1)) 𝒇 (𝜷(𝑡−1)).

Notice that we can add 𝑮−1(𝜷(𝑡−1)) 𝒇 (𝜷∗) to the right hand side because 𝒇 (𝜷∗) = 0, so we have

𝜷(𝑡) − 𝜷∗ = 𝜷(𝑡−1) − 𝜷∗ − 𝑮−1(𝜷(𝑡−1)) 𝒇 (𝜷(𝑡−1)) + 𝑮−1(𝜷(𝑡−1)) 𝒇 (𝜷∗)

= 𝜷(𝑡−1) − 𝜷∗ − 𝑮−1(𝜷(𝑡−1)) [ 𝒇 (𝜷(𝑡−1)) − 𝒇 (𝜷∗)]

= 𝜷(𝑡−1) − 𝜷∗ − 𝑮−1(𝜷(𝑡−1))𝑮̄ (𝜷(𝑡−1) − 𝜷∗)

= 𝑮−1(𝜷(𝑡−1)) [𝑮 (𝜷(𝑡−1)) − 𝑮̄] (𝜷(𝑡−1) − 𝜷∗),

where in the penultimate step we used Taylor expansion with

𝑮̄ :=
∫ 1

0
𝑮 (𝑎𝜷(𝑡−1) + (1 − 𝑎)𝜷∗)𝑑𝑎,
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and the last step uses the trick that 𝜷(𝑡−1) = 𝑮−1(𝜷(𝑡−1))𝑮 (𝜷(𝑡−1))𝜷(𝑡−1) . Notice that

∥𝑮 (𝜷(𝑡−1)) − 𝑮̄∥ = ∥
∫ 1

0
[𝑮 (𝜷(𝑡−1)) − 𝑮 (𝑎𝜷(𝑡−1) + (1 − 𝑎)𝜷∗)]𝑑𝑎∥

≤
∫ 1

0
∥𝑮 (𝜷(𝑡−1)) − 𝑮 (𝑎𝜷(𝑡−1) + (1 − 𝑎)𝜷∗)∥𝑑𝑎

≤
∫ 1

0
𝐶∥(1 − 𝑎) (𝜷(𝑡−1) − 𝜷∗)∥𝑑𝑎

= 𝐶∥𝜷(𝑡−1) − 𝜷∗∥
∫ 1

0
(1 − 𝑎)𝑑𝑎

=
𝐶

2
∥𝜷(𝑡−1) − 𝜷∗∥

Therefore we have

𝑟𝑡,𝑛 = ∥𝜷(𝑡) − 𝜷∗∥ ≤ ∥𝑮−1(𝜷(𝑡−1))∥ · ∥𝑮 (𝜷(𝑡−1)) − 𝑮̄∥ · ∥𝜷(𝑡−1) − 𝜷∗∥

≤ 1
𝜈

𝐶

2
∥𝜷(𝑡−1) − 𝜷∗∥2 =

𝐶

2𝜈
𝑟2
𝑡−1,𝑛.

We then immediately have

𝑟𝑡,𝑛 =

(
𝐶

2𝜈

)2𝑡−2

𝑟2𝑡−1

1,𝑛 .

where 𝑟1,𝑛 = 𝐶1(𝑛)
√︃
𝑚3

𝑛
is the bound we obtained in Lemma 2.7.2. □

It is then a direct application of Lemma 2.7.6 to prove Theorem 2.3.7:

Proof of Theorem 2.3.7. It is a direct application of Lemma 2.7.6 together with several previous

results.

First, under event 𝐹𝑐, by Lemma 2.3.5, 𝑟1 := ∥ 𝜷̃(1)\M − 𝜷̂\M ∥ ≤ 𝐶1(𝑛)𝑚
3
2𝑛−

1
2 = 𝑜(1) since

𝑚 = 𝑜(𝑛1/3). Then for the Lipschiz condition of 𝑮\M (𝜷), notice that under event 𝐹𝑐4 , for large

enough 𝑛, ∀𝜷1, 𝜷2 ∈ B( 𝜷̂\M , 𝑟1) ⊂ B( 𝜷̂\M , 1),

𝑮\M (𝜷1) − 𝑮\M (𝜷2) = 𝑿⊤\M [ ¥𝑳\M (𝜷1) − ¥𝑳\M (𝜷2)]𝑿\M + 𝜆𝑟 [ ¥𝑹(𝜷1) − ¥𝑹(𝜷2)]

= 𝑿̄⊤\M𝚪𝑿̄\M
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where the last line is similar to (2.13). Under 𝐹𝑐4 , we have ∥𝚪∥2 ≤ ∥𝚪∥𝐹𝑟 ≤ (𝐶ℓℓ (𝑛)+𝜆𝐶𝑟𝑟 (𝑛))∥𝜷1−

𝜷2∥, so

∥𝑮\M (𝜷1) − 𝑮\M (𝜷2)∥ ≤ ∥ 𝑿̄\M ∥2(𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛))∥𝜷1 − 𝜷2∥

≤ (1 + (√𝛾0 + 3)
√︁
𝐶𝑋)2(𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛))∥𝜷1 − 𝜷2∥

:= 𝐶2(𝑛)∥𝜷1 − 𝜷2∥.

We then apply Lemma 2.7.6 with the Lipschitz constant 𝐶 = 𝐶2(𝑛) = 𝑂 (polylog(𝑛)) and the

strong convexity constant to be 𝜆𝜈. □

2.7.3 Proof of Theorem 2.3.1 and Theorem 2.3.2

Proof of Theorem 2.3.1. Recall that we defined

X (𝑡)𝑟𝑡 ,𝑛 := {D : max
|M|≤𝑚

∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥2 ≤ 𝑟𝑡,𝑛}.

By Lemma 2.3.3, 𝜷̃𝑅,𝑡\M = 𝜷̃(𝑡)\M + 𝒃 is (𝜙𝑛, 𝜖)-PAU if P(X (𝑡)𝑟𝑡 ,𝑛) ≥ 1 − 𝜙𝑛.

By Lemma 2.7.2,
(
X (𝑡)𝑟𝑡 ,𝑛

)𝑐
⊂ 𝐹 = ∪5

𝑖=1𝐹𝑖 defined in (2.12).

By Lemma 2.7.3,

P(𝐹) ≤ 𝑛𝑞 (𝑦)𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝 := 𝜙𝑛,

as long as we set the constants 𝐶1, 𝐶ℓ (𝑛), 𝐶ℓℓ (𝑛), 𝐶𝑟𝑟 (𝑛) in the definion of 𝐹 (2.12) as in Lemma

2.7.3, so that

𝑟𝑡,𝑛 = [𝐶1(𝑛)]2
𝑡−1

(
𝐶2(𝑛)𝑚3

2𝜆𝜈𝑛

)2𝑡−2

,

𝐶1(𝑛) =
2
√

3
3𝜆2𝜈2 [𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)]𝐶1(𝐶1 + 1)𝐶2

ℓ (𝑛)𝐶𝑥𝑥 (𝑛),

𝐶2(𝑛) = (1 + (
√
𝛾0 + 3)

√︁
𝐶𝑋)2(𝐶ℓℓ (𝑛) + 𝜆𝐶𝑟𝑟 (𝑛)).
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Therefore we conclude that 𝜷̃𝑅,𝑡\M = 𝜷̃(𝑡)\M + 𝒃 achieves (𝜙𝑛, 𝜖)-PAU with

𝜙𝑛 = 𝑛𝑞
(𝑦)
𝑛 + 8𝑛1−𝑐 + 𝑛𝑒−𝑝/2 + 2𝑒−𝑝,

if 𝒃 has density 𝑝(𝒃) ∝ 𝑒−
𝜖
𝑟𝑡 ,𝑛
∥𝒃∥ . □

Proof of Theorem 2.3.2. First notice that by Taylor expansion,

|ℓ0( 𝜷̃(𝑡)\M + 𝒃) − ℓ0( 𝜷̂\M) | ≤ | ¤̄ℓ0∥𝒙⊤0 ( 𝜷̃
(𝑡)
\M − 𝜷̂\M + 𝒃) |.

Let 𝐹 be the failure event defined in (2.12). Recall that by Equation (2.16) and (2.18), under 𝐹𝑐,

∥ 𝜷̂∥ ≤
√︃
(𝜆𝜈)−1(1 + 𝐶𝑠𝑦 (𝑛))𝑛

max
|M|≤𝑚

∥ 𝜷̂ − 𝜷̂\M ∥ ≤
√
𝑚

𝜆𝜈
(√𝛾0 + 3)

√︁
𝐶𝑋polylog4(𝑛).

Define events

𝐸5 :=
{
|𝒙⊤0 𝜷̂| ≤

√︃
(𝜆𝜈)−1𝐶𝑋𝛾0(1 + 𝐶𝑠𝑦 (𝑛)2𝑐 log(𝑛))

}
𝐸6 :=

{
max
|M|≤𝑚

|𝒙⊤0 ( 𝜷̂ − 𝜷̂\M) | ≤
2𝐶𝑋
𝜆𝜈
(√𝛾0 + 3)

√︄
𝑚(2𝑚 + 𝑐)

𝑝
log(𝑛)polylog4(𝑛)

}
.

Then for any D ∈ 𝐹𝑐, we have

P(𝐸𝑐5 |D) ≤ P

(
|𝒙⊤0 𝜷̂| ≤

√︄
𝐶𝑋

𝑝
∥ 𝜷̂∥

√︁
2𝑐 log(𝑛) |D

)
≤ 2𝑛−𝑐

P(𝐸𝑐6 |D) ≤ P

(
∃|M| ≤ 𝑚, |𝒙⊤0 ( 𝜷̂ − 𝜷̂\M) | >

√︄
𝐶𝑋

𝑝
∥ 𝜷̂ − 𝜷̂\M ∥ · 2

√︁
log(𝑁) + 𝑐 log(𝑛)

�����D
)

≤ 2𝑛−𝑐,
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where 𝑁 =
∑𝑚
𝑠=0

(𝑛
𝑠

)
≤ 2

( 𝑛
𝑚

)
, so

log(𝑁) ≤ log(2) + 𝑚 log(𝑒𝑛/𝑚) ≤ 2𝑚 log(𝑛).

Under 𝐸5 ∩ 𝐸6,

|𝒙⊤0 𝜷̂\M | ≤ |𝒙
⊤
0 𝜷̂| + |𝒙

⊤
0 ( 𝜷̂ − 𝜷̂\M) | ≤ polylog12(𝑛)

if 𝑚 = 𝑜(
√
𝑛).

Define

𝐸7 :=
{
∀|M| ≤ 𝑚, |𝒙⊤0 ( 𝜷̃

(𝑡)
\M − 𝜷̂\M + 𝒃) | ≤ 2

√︁
𝐶𝑋

(2√𝑝
𝜖
+ 1
√
𝑝

)
𝑟𝑡,𝑛 ·

√︁
(2𝑚 + 𝑐) log(𝑛)

}
,

𝐸8 := {∥𝒃∥ ≤ 2𝑝
𝜖
𝑟𝑡,𝑛, |𝑦0 | ≤ 𝐶𝑦 (𝑛)}.

Under 𝐹𝑐, ∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥ ≤ 𝑟𝑡,𝑛. Then for any D ∈ 𝐹𝑐

P(𝐸𝑐7 ∩ 𝐸8 |D) ≤ P(∃|M| ≤ 𝑚 : |𝒙⊤0 ( 𝜷̃
(𝑡)
\M − 𝜷̂\M + 𝒃) | >√︄

𝐶𝑋

𝑝
∥ 𝜷̃(𝑡)\M − 𝜷̂\M + 𝒃∥ · 2

√︁
log(𝑁) + 𝑐 log(𝑛) |D)

≤ 2𝑛−𝑐 .

Under (∩8
𝑖=5𝐸𝑖), ∀𝑎 ∈ [0, 1],

|𝒙⊤0 [𝑎( 𝜷̃
(𝑡)
\M + 𝒃) + (1 − 𝑎) 𝜷̂\M] |

≤ |𝒙⊤0 𝜷̂\M | + 𝑎 |𝒙
⊤
0 ( 𝜷̃

(𝑡)
\M − 𝜷̂\M + 𝒃) |

≤ polylog12(𝑛) + 2
√︁
𝐶𝑋

(2√𝑝
𝜖
+ 1
√
𝑝

)
𝑟𝑡,𝑛 ·

√︁
(2𝑚 + 𝑐) log(𝑛)

≤ polylog13(𝑛),
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provided 𝑟𝑡,𝑛 = 𝑜
(

𝜖√
𝑚𝑝polylog(𝑛)

)
so that the second term is 𝑂 (polylog(𝑛)). Thus, for any D ∈ 𝐹𝑐,

E
[∫
|𝒙⊤0 [𝑎( 𝜷̃

(𝑡)
\M + 𝒃) + (1 − 𝑎) 𝜷̂\M] |2𝑠𝑑𝑎 |D

]
≤ (polylog13(𝑛))2𝑠

+ 𝐶𝑠 (E∥𝒙0∥4𝑠)1/2(∥ 𝜷̂\M ∥4𝑠 + ∥ 𝜷̃(𝑡)\M − 𝜷̂\M ∥4𝑠 + E|𝒃 |4𝑠)1/2P((∩8
𝑖=5𝐸𝑖)

𝑐 |D)

≤ (polylog13(𝑛))2𝑠 + 𝐶𝑠𝐶𝑋
(
2𝑝
𝜖
+ 1

)2𝑠
𝑟2𝑠
𝑡,𝑛 · (

√︁
(2𝑚 + 2𝑠) log(𝑛))2𝑠 · 𝑛−2𝑠

≤ polylog14(𝑛) (2.21)

using events ∩8
𝑖=5𝐸𝑖 for some 𝑐 ≥ 2𝑠. Similarly we obtain

E
[
|𝒙⊤0 [( 𝜷̃

(𝑡)
\M − 𝜷̂\M) + 𝒃] |2𝑑𝑎 |D ∈ 𝐹𝑐

]
≤ 2𝐶𝑋

(2√𝑝
𝜖
+ 1
√
𝑝

)2

𝑟2
𝑡,𝑛 · (2𝑚 + 2) (log(𝑛)) (2.22)

using events ∩8
𝑖=5𝐸𝑖 for some 𝑐 ≥ 2. Finally we have that,

GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) = E
(
|ℓ0( 𝜷̃(𝑡)\M + 𝒃) − ℓ0( 𝜷̂\M) | |D

)
≤

(
E( | ¤̄ℓ0 |2 |D)

)1/2 (
E( |𝒙⊤0 𝒃 + 𝒙

⊤
0 ( 𝜷̃

(𝑡)
\M − 𝜷̂\M) |2 |D)|

)1/2

Now using the previous inequalities, I will bound each of the quantities on the right hand side of

the latest display. First notice that by (2.21), for any D ∈ 𝐹𝑐

E( | ¤̄ℓ0 |2 |D)

= E
(
|
∫ 1

0
¤ℓ0(( 𝜷̃(𝑡)\M + 𝒃) + (1 − 𝑎) 𝜷̂\M)𝑑𝑎 |2 |D

)
≤ 3𝐶2

(
1 + E|𝑦0 |2𝑠 + E

[∫
|𝒙⊤0 [𝑎( 𝜷̃

(𝑡)
\M + 𝒃) + (1 − 𝑎) 𝜷̂\M] |2𝑠𝑑𝑎 |D

] )
≤ 3𝐶2(1 + 𝐶𝑦,𝑠 + polylog14(𝑛))

where we use Assumption A6 for the last two inequalities. Similarly using (2.22) we have for any
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D ∈ 𝐹𝑐 that

GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M)

= E
(
|ℓ0( 𝜷̃(𝑡)\M + 𝒃) − ℓ0( 𝜷̂\M) | |D

)
≤ 3𝐶 (1 + 𝐶𝑦,𝑠 + polylog14(𝑛))1/2

√︁
𝐶𝑋

(2√𝑝
𝜖
+ 1
√
𝑝

)
𝑟𝑡,𝑛 ·

√︁
(2𝑚 + 2) (log(𝑛)).

This proves the first part of the theorem.

To prove the second part, notice that for any D ∈ 𝐹𝑐, GED( 𝜷̃𝑅,𝑡\M , 𝜷̂\M) = 𝑂 (1) if 𝑟𝑡,𝑛 =

𝑜

(
𝜖√

𝑚𝑝polylog(𝑛)

)
. To find the smallest 𝑡 such that this holds true, define 𝛼 = log(𝑚 + 1)/log(𝑛),

then we have

𝑟𝑡,𝑛 = [𝐶1(𝑛)]2
𝑡−1

(
𝐶2(𝑛) (𝑚 + 1)3

2𝜆𝜈𝑛

)2𝑡−2

= polylog(𝑛)𝑛(3𝛼−1)2𝑡−2
.

We need

𝑟𝑡,𝑛 = 𝑜

(
𝜖√︁

𝑚𝑝polylog(𝑛)

)
= 𝑜(𝑛− 1

2 (𝛼+1)),

which is satisfied when

𝑡 > 𝑇 = 1 + log2

(
𝛼 + 1

1 − 3𝛼

)
.

□

85



Chapter 3: Approximate Cross Validation: A Theory for Non-Smooth

Problems

3.1 Introduction

The Newton approximation can also be used for risk evaluation. Consider the problem of

estimating the out-of-sample prediction error (OO):

OO := E[𝜙(𝑦0, 𝒙
⊤
0 𝜷̂) |D]

where 𝜙(𝑦, 𝑧) is another loss function (possibly but not necessarily the same as ℓ(𝑦, 𝑧)), (𝑦0, 𝒙0) is

a new and independent data point from the same joint distribution 𝑞(𝑦 |𝒙⊤𝜷∗)𝑝(𝒙) generating the

training datasetD. As demonstrated through empirical and theoretical studies, in high-dimensional

settings, the leave-one-out cross validation (LO) estimator

LO :=
1
𝑛

𝑛∑︁
𝑖=1

𝜙(𝑦𝑖; 𝒙⊤𝑖 𝜷̂\𝑖) (3.1)

where

𝜷̂\𝑖 = argmin𝜷∈R𝑝

{∑︁
𝑗≠𝑖

ℓ(𝑦 𝑗 , 𝒙⊤𝑗 𝜷) + 𝜆𝑟 (𝜷)
}
, (3.2)

provides an accurate estimate of the risk: [20, 27, 60].

A significant limitation of LO is its necessity to fit the model repeatedly 𝑛 times, making it

computationally impractical for many high-dimensional problems. As a result, recently several

researches have considered the problem of approximating LO ([20–28]).

[23] proposed the approximate leave-one-out cross validation (ALO) as a computationally ef-
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ficient approximation for LO. It uses one Newton step initialized at 𝜷̂ to approximate 𝜷̂\𝑖:

𝜷̃\𝑖 = 𝜷̂ + 𝑮−1
\𝑖 ( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)𝒙𝑖, (3.3)

and ALO is obtained by replacing 𝜷̂\𝑖 with 𝜷̃\𝑖in LO (3.1). In [20, 23] it was theoretically and

empirically shown that, for generalized linear models (1.3) with smooth regularizer 𝑟 (·), approxi-

mate leave-one-out cross validation (ALO) is a statistically reliable and computationally efficient

approach to estimating LO and OO. Regarding non-differentiable regularizers, while the extensive

simulations in ([23, 26]) provided empirical evidence, the theoretical understanding of ALO’s error

remains unknown. More specifically, the theoretical analysis of the smooth case relies heavily on

the well-conditionedness of the Hessian 𝑮 ( 𝜷̂) = ∇2𝐿𝑛 ( 𝜷̂), meaning that its maximal and minimal

eigenvalues remain 𝑂𝑝 (1) as 𝑛, 𝑝 grows under PHAS. For non-smooth regularizers like LASSO,

however, the Hessian do not exist in the first place. Even if we think heuristically, the gradient has

a jump at 𝜷 = 0, and Hessian is a Dirac (pulse) function that has infinite value but finite integral at

0. This essentially makes the corresponding elements in the Hessian infinite too, causing the Hes-

sian to be extremely ill-conditioned. So the real difficulty is not to think of a smooth surrogate that

can approximate the LASSO penalty to arbitrary accuracy, but to theoretically study the Newton

approximation, despite of the ill-conditioned Hessian of such smooth surrogates.

In this chapter, we present a novel theory for non-differentiable regularizers applied to a wide

class of problems in the generalized linear model family, e.g., Poisson and logistic regression.

Using intuitive metrics such as the size of leave-𝑖-out perturbations in active sets, we bound the

error |ALO − LO| in terms of fundamental quantities such as sample size 𝑛, number of features 𝑝,

and the regularization parameters. For elastic net problems we place bounds on the size of leave-

𝑖-out perturbations in active sets, and as a consequence, show that |ALO − LO|
𝑝→∞
−−−−→ 0 when 𝑛/𝑝

and SNR remain bounded.

The remainder of this chapter is organized as follows. In Section 3.2 we briefly present and

review the key idea of ALO and the challenge of using it for non-differentiable regularizers. We
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review related work in section 3.2.2. In section 3.2.3 we briefly describe the main theoretical con-

tributions of this chapter. Section 3.3 formally introduces our theoretical framework and presents

Theorem 3.3.1 which allows us to bound the error |ALO−LO| in terms of intuitive metrics such as

the size of leave-𝑖-out perturbations in active sets for wide array of models models such as linear

Gaussian, logistic and Poisson. In Section 3.4 we present Theorem 3.4.1 which bounds metrics

related to the size of leave-𝑖-out perturbations in active sets for ℓ1 regularized problems. Next

we explain how Theorem 3.3.1 and Theorem 3.4.1 together prove that for ℓ1 regularized prob-

lems, when 𝑛 and 𝑝 grow, as 𝑛/𝑝 and SNR remain bounded, ALO is a consistent estimate of LO.

Detailed proofs are given in Section 3.6. Concluding remarks are given in section 3.5.

3.2 Approximate Leave-one-out Cross Validation

In this section, we briefly review the main idea of ALO and then describe the challenges of

using it for non-differentiable regularizers.

As described in the last section, the key idea behind ALO is approximating each 𝜷̂\𝑖 using one

single Newton step (3.3) initialized at 𝜷̂ in the LO formula. Since the Hessian inverse computation

(with time complexity 𝑂 (𝑝3) in general) has to be calculated 𝑛 times, it might seem that ALO is

computationally (nearly) as demanding as refitting the model, but this can actually be bypassed by

using the Woodbury lemma (see Lemma 1.6.2), which reduces the calculation of each 𝑮−1
\𝑖 ( 𝜷̂) to

only matrix-vector multiplications on the full Hessian inverse 𝑮−1( 𝜷̂):

𝑮\𝑖 ( 𝜷̂) = 𝑮 ( 𝜷̂) − ¥ℓ𝑖 ( 𝜷̂)𝒙𝑖𝒙⊤𝑖

𝑮−1
\𝑖 ( 𝜷̂) = 𝑮−1( 𝜷̂) +

𝑮−1( 𝜷̂)𝒙𝑖𝒙⊤𝑖 𝑮−1( 𝜷̂) ¥ℓ𝑖 ( 𝜷̂)
1 − 𝒙⊤

𝑖
𝑮−1( 𝜷̂)𝒙𝑖 ¥ℓ𝑖 ( 𝜷̂)

.

If we define the generalized ’hat matrix’ 𝑯 as

𝑯 := 𝑿𝑮−1
\𝑖 ( 𝜷̂)𝑿

⊤diag[ ¥ℓ𝑖 ( 𝜷̂)]𝑛𝑖=1, (3.4)
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then its diagonal elements are

𝐻𝑖𝑖 = 𝒙⊤𝑖 𝑮
−1( 𝜷̂)𝒙𝑖 ¥ℓ𝑖 ( 𝜷̂).

It then follows that the linear term 𝒙⊤
𝑖
𝜷̃\𝑖 has the following simplified expression:

𝒙⊤𝑖 𝜷̃\𝑖 = 𝒙⊤𝑖 𝜷̂ + 𝒙⊤𝑖 𝑮−1( 𝜷̂)𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂) +

(
𝒙⊤
𝑖
𝑮−1( 𝜷̂)𝒙𝑖

)2 ¥ℓ𝑖 ( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)

1 − 𝐻𝑖𝑖

= 𝒙⊤𝑖 𝜷̂ +
¤ℓ𝑖 ( 𝜷̂)
¤ℓ𝑖 ( 𝜷̂)

𝐻𝑖𝑖

1 − 𝐻𝑖𝑖
.

We then have the ALO formula:

ALO :=
1
𝑛

𝑛∑︁
𝑖=1

𝜙(𝑦𝑖; 𝒙⊤𝑖 𝜷̃𝑖) (3.5)

=
1
𝑛

𝑛∑︁
𝑖=1

𝜙

(
𝑦𝑖; 𝒙⊤𝑖 𝜷̂ +

( ¤ℓ(𝑦𝑖 |𝒙⊤𝑖 𝜷̂)
¥ℓ(𝑦𝑖 |𝒙⊤𝑖 𝜷̂)

) (
𝐻𝑖𝑖

1 − 𝐻𝑖𝑖

))

Since we only need to compute the inverse once for the full Hessian 𝑮 ( 𝜷̂), ALO effectively

reduces the matrix-inversion induced time complexity for LO from 𝑂 (𝑛𝑝3) to 𝑂 (𝑝3). Note that

we do not need to compute 𝑯, but only its diagonal elements 𝐻𝑖𝑖.

The application of Newton method necessarily depends on the existence of Hessian, and thus

requires twice-differentiable objective function, including both the loss ℓ and regularizer 𝑟. Most

of the theoretical work about the consistency of ALO in estimating LO (and OO) has hence focused

on differentiable regularizers, such as ridge, smoothed LASSO and Huber loss when 𝑛/𝑝 and SNR

remain bounded [20, 23, 28, 89]. For example, [23] proved the following accuracy result under

PHAS:

Theorem 3.2.1 (Rad et al. (2018)). For twice differentiable loss and regularizers, under PHAS

with certain regularity conditions,

|ALO − LO| = 𝑂̃𝑝 (
1
√
𝑛
).
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The regularity conditions in [23] are quite similar as our Assumption Group A (Section 1.4) and

Assumption B1 (smooth 𝑟), modulus minor technical differences, and here we provide a heuristic

proof:

|ALO − LO| ≤ 1
𝑛

𝑛∑︁
𝑖=1

��𝜙𝑖 ( 𝜷̃\𝑖) − 𝜙𝑖 ( 𝜷̂\𝑖)��
(Taylor expansion) = 1

𝑛

𝑛∑︁
𝑖=1

��� ¤̄𝜙𝑖𝒙⊤𝑖 ( 𝜷̃\𝑖 − 𝜷̂\𝑖)
���

≤ max
𝑖∈[𝑛]
| ¤̄𝜙𝑖 |∥𝒙𝑖∥∥ 𝜷̃\𝑖 − 𝜷̂\𝑖∥.

By Lemma 1.4.1 (since 𝜙 satisfies the same assumptions with ℓ, all results on ℓ can be applied to

𝜙 as well), 1.6.15 and 2.3.6, we have

max
𝑖∈[𝑛]
| ¤̄𝜙𝑖 | = 𝑂̃𝑝 (1),

max
𝑖∈[𝑛]
∥𝒙𝑖∥ = 𝑂̃𝑝 (1),

max
𝑖∈[𝑛]
∥ 𝜷̃\𝑖 − 𝜷̂\𝑖∥ = 𝑂̃𝑝 (

1
√
𝑛
),

so that

|ALO − LO| = 𝑂̃𝑝 (
1
√
𝑛
).

However, the same logic can not be simply applied to non-differentiable objectives. In fact, the

differentiability is only a minor issue in this case, as for many commonly used loss or regularizers

we can easily find a sequence of smooth functions that can uniformly approximate them up to ar-

bitrary precision. The real big problem lies in the ill-conditionedness of the Hessian. For example,

consider the LASSO penalty 𝑟 (𝜷) = ∥𝜷∥. Heuristically, its Hessian is a diagonal matrix with each

of its diagonal elements being a Dirac function, which takes +∞ as its value at 𝛽 = 0. This is

problematic, as the proof for the smooth case depends heavily on the assumption that ∇2𝑟 (𝜷) is

Lipschitz in 𝜷, for example to get ∇2𝑟 ( 𝜷̂) − ∇2𝑟 ( 𝜷̂\𝑖) ≃ ∥ 𝜷̂ − 𝜷̂\𝑖∥I𝑝 ≃ I𝑝. But this is substantially

wrong for LASSO. We know that the LASSO penalty forces some coefficients of 𝜷̂ to be zero,
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and that the zero elements of 𝜷̂ are not necessarily exactly the same as 𝜷̂\𝑖, so it must happen with

positive possibility that for some coefficient 𝑘 , we have 𝛽𝑘 = 0, 𝛽\𝑖,𝑘 ≠ 0. This immediately causes

the corresponding element in ∇2𝑟 ( 𝜷̂) − ∇2𝑟 ( 𝜷̂\𝑖) to be infinite and all subsequent bounds invalid.

To solve this issue, we must use a different approach.

3.2.1 ALO for non-differentiable regularizers

As discussed in the last section, the ALO formula (3.5) and the corresponding theory (Theorem

3.2.1) supporting it require twice differentiability but some of the most important regularizers, such

as elastic net, nuclear norm, or hinge loss are not twice-differentiable.

Consider the elastic-net penalty as an example: 𝑟 (𝜷) := (1−𝜂)∥𝜷∥1+𝜂∥𝜷∥22. Due to the regu-

larizer’s non-differentiability at 𝜷 = 0, we cannot directly use the one step Newton approximation

as proposed in the previous section. However, the following heuristic argument motivates our new

method. Let S denote the active set of 𝜷̂, i.e.,

S = { 𝑗 : 𝛽 𝑗 ≠ 0}.

Suppose that the active set of 𝜷̂\𝑖 remains the same as S for all 𝑖. Then, we can solve (3.2) on the

set S only. The validity of this heuristic assumption, and our remedies when it is mildly violated,

are discussed in later sections. For now, since the regularizer is twice differentiable on S, we can

use the ALO formula (3.5) with the Hessian evaluated only on S, the active set of 𝜷̂:

𝑯 := 𝑿S𝑮
−1
S ( 𝜷̂)𝑿

⊤
Sdiag[ ¥ℓ( 𝜷̂)], where

𝑮S ( 𝜷̂) := 𝑿⊤Sdiag[ ¥ℓ( 𝜷̂)]𝑿S + 2𝜆𝜂I. (3.6)

Here 𝑿S is the submatrix of 𝑿 containing the columns of 𝑿 that are in S.

Unfortunately, the heuristic assumption that the active set does not change when a data point is

removed, is not correct. While it is true that some of leave-𝑖-out estimated coefficients retain the

active set, most estimated active sets do change. Figure 3.1 confirms this claim.
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Figure 3.1: The histogram above shows the size of the difference in active sets when performing linear re-
gression with the elastic net penalty on the entire dataset, vs leave-𝑖-out (i.e., leaving out the 𝑖-th observation
for 𝑖 = 1, . . . , 𝑛). The parameters are 𝑛 = 500, 𝑝 = 1000 with 20% of the true coefficients being non-zero
and i.i.d. 𝑁 (0, 1). The design matrix 𝑿 has iid 𝑁 (0, 1/𝑛) rows. The penalty strengths are 𝜆 = 2, 𝜂 = 0.5.
We use the ElasticNet function from the Python library scikit-learn.

Despite the observation in Figure 3.1, extensive empirical results presented in [21–23, 26]

confirm that (3.5) offer an accurate estimation of LO (and OO).

To understand these two contradictory observations, we ran another simulation that appears in

Figure 3.2, which plots the logarithm of the size of change in active set due to leave-𝑖-out,denoted

as log(Δ𝑝), against log(𝑝) in a box plot. In this figure we find that, while the active set does

change, Δ𝑝 scales at a sub-linear rate with respect to 𝑝 (and hence 𝑛) as 𝑝, 𝑛 increases. Indeed,

the comparable points in the boxplots (e.g., the median, maximum) of the logarithms, lie on a line

that has slope smaller than one. A linear regression of the medians of log(Δ𝑝) on log(𝑝) showed a

slope of 0.43 when 𝑝 = 𝑛 and 0.52 when 𝑝 = 2𝑛.

This potentially suggests that Δ𝑝 ≈ 𝐶
√
𝑝, so Δ𝑝/𝑝 → 0 as 𝑝, 𝑛 increases. As will be clarified

later, this sub-linearity that will be proved in Theorem 3.4.1, is the main reason why the ALO

calculated on the active set S is still accurate.

3.2.2 Related work

Various approaches to estimating the out-of-sample error have been proposed. Examples in-

clude (but are not limited to) cross validation ([90]), predicted residual error sum of squares ([91]),
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Figure 3.2: The figure shows boxplots of the change in sizes of leave-𝑖-out active sets (denoted by Δ𝑝),
plotted against the dimension, (on a logarithmic scale) when performing linear regression with the elastic
net penalty. The upper and lower edges of the box in each boxplot represent the 1st and the 3rd quartiles
respectively, and the black line represents the median. The whiskers extend up to the most extreme value in
1.5 times the interquartile range. The parameters are taken as 𝑝 = 𝑛 (left) and 𝑝 = 2𝑛 (right), and in either
figure 𝑝 is then varied from 1000 to 10000 with six equal increments on the log scale. We take 20% of the
true coefficients to be non-zero. The design matrix 𝑿 has iid 𝑁 (0, 1/𝑛) rows, and the nonzero coefficients
are iid 𝑁 (0, 1). The penalty strengths are 𝜆 = 2, 𝜂 = 0.5. We use the ElasticNet function from the
Python library scikit-learn.

and generalized cross validation ([92, 93]), just to name a few.

Until recently the use of 𝑛-fold cross validation (also known as LO) had been limited due to

the high computational cost of repeatedly refitting the model 𝑛 times, and due to concerns about

the high variance, especially when 𝑛 and 𝑝 grow unboundedly. Recently, these concerns have been

(mostly) alleviated by a large body of work that showed:

1. The variance of LO in estimating OO goes to zero as 𝑛 grows ([94, 95]). These results have

been extended to high-dimensional settings. In particular, ([20]) has obtained an upper bound

for the estimation error of leave-one-out for the class of regularized empirical risk minimiza-

tion techniques under the asymptotic setting used in this chapter. In a similar setting, [28]

has obtained a uniform convergence for the ridge estimator under the linear model.

2. Computationally efficient and statistically reliable approximations to the leave-one-out cross

validation can be obtained ([21–23, 26, 36, 47, 89, 96–105]). These approximations are de-

rived from a variety of methods and assumptions, incorporating concepts from e.g. statistical

physics and optimization techniques. A few papers have also obtained approximations/fast

computations of the leave-one-out in the Bayesian setting ([106, 107]) as well.
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In high-dimensional regime, most theoretical work about the consistency of ALO in estimating LO

has focused on differentiable regularizers, such as ridge, smoothed LASSO and Huber loss ([23,

28]). Assuming that the SNR grows unboundedly, as 𝑛 grows, [22] considered ℓ1 regularizers. In

this regime the optimal value of the regularization parameter 𝜆 goes to zero, and tuning becomes

(nearly) unimportant because of the unbounded SNR.

Despite significant empirical evidence, to the best of our knowledge, there is no theoretical

study of the consistency of ALO for non-differentiable regularizers in a regime where 𝑛 and 𝑝

grow to infinity while 𝑛/𝑝 and SNR remain bounded, a framework typical in high dimensional

risk estimation problems ([20, 23, 28, 34, 36, 38, 46, 47, 89, 108, 109]). Given the importance of

risk estimation for non-differertiable estimation problems, this chapter addresses the problem in the

finite-SNR regime where tuning significantly impacts the selected model and estimated coefficients

(as we discuss in Section 3.3.1).

Finally, we should mention another line of work that provides new estimates for the out-of-

sample prediction error, which are accurate under the asymptotic setting considered in this chap-

ter. In this research, [36, 47, 89, 103] utilized the approximate message passing framework to

obtain estimates of the out-of-sample prediction error. These formulas assume that all features are

independent and identically distributed. Recent extensions of these formulas have been made for

cases where 𝑥𝑖 ∼ 𝑁 (0, Σ) [104, 105], assuming the true model is linear. Notably, our approxi-

mate leave-one-out formula does not require the linearity assumption. Additionally, a fundamental

assumption in [104, 105] is that all data points are identically distributed. Extensive simulation re-

sults have shown that both the leave-one-out estimate and the approximate leave-one-out are robust

to violations of this assumption [20, 26].

3.2.3 Our technical contributions

The non-smooth ALO formula, obtained by discarding the features in 𝑿 that are not in the

active set S, is a bold move if without theoretical guarantees, yet not completely surprising. The

primary focus of this chapter is not just to theoretically validate this practice, but to also propose

94



a methodological framework dealing with non-smooth problems, and more broadly, extremely ill-

conditioned Hessians, which could open up a whole new gate for the theorists. Proving the error

bound |ALO − LO| for the non-smooth case is just one of the applications of such methodology.

To demonstrate this methodology, in this section we outline some of the key theoretical innova-

tions that have enabled us to undertake a comprehensive analysis of |ALO−LO| with the example

of the elastic net penalty 𝑟 (𝜷) = (1−𝜂)∥𝜷∥1+𝜂∥𝜷∥22, and extensions to other non-smooth penalties

are analogous.

Just as a practitioner would suggest, the initial step would be using a smooth approximation

𝑟𝛼 (𝜷) for the ℓ1-norm ∥𝜷∥1, where 𝛼 is an indexing parameter such that, as 𝛼 approaches infinity,

this approximation becomes increasingly accurate. However, while smoothing techniques have

been extensively employed for deriving approximate minimizers, their theoretical perspectives are

unexplored in high dimensions. Existing theoretical results for the smooth case do not carry along

by simply letting 𝛼→ ∞. The primary challenge arises from the fact that as 𝛼 → ∞, the function

becomes more and more singular at 𝜷 = 0. The constant 𝐶 in Theorem 3.2.1 in [23] actually

increases with the inverse of the curvature (minimum eigenvalue of the Hessian), and it explodes

as 𝛼→∞. New theoretical methods must be applied to deal with this issue.

This is where our non-changing-active-set heuristic becomes valuable. In fact, the key is to

show that Hessian inverse 𝑮−1 has most of its information in the subspace of S, meaning that

𝑮−1 − 𝑮−1
S is negligible, and so are the leave-i-out Hessians, 𝑮−1

\𝑖 − 𝑮−1
\𝑖,S\𝑖 . Here S\𝑖 is the active

set of 𝜷̂\𝑖. Since we do not want to compute 𝜷̂\𝑖 directly, S\𝑖 is unknown to us too. In the non-

smooth version of 𝑯 (3.6), we are essentially replacing 𝑮−1
\𝑖 by 𝑮−1

\𝑖,S\𝑖 , and further 𝑮−1
\𝑖,S\𝑖 by 𝑮−1

\𝑖,S .

The second replacement requires additional attention: it is valid if S is close to S\𝑖 too. This is the

second bottleneck of the theory.

Hence, the second main contribution of this chapter is to develop new techniques linking

|ALO − LO| with S − S\𝑖 (proof of Theorem 3.4.1). We anticipate that this technique will prove

valuable for other problems that involve non-smooth objectives or ill-conditioned Hessians, where

the subspace causing trouble is nearly non-informative (to the specific problem of interest) as well.
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3.3 Main Theoretical Result

We begin by introducing some additional assumptions in Section 3.3.1. Then we present our

main theorem in Section 3.3.2.

3.3.1 Assumption group C

In addition to the main assumption group A, we make the following assumptions:

Assumption C1 (𝑂̃𝑝 (1) partial derivatives). There exists
★
𝜖> 0, and 𝑞𝑛, 𝑞𝑛, 𝑞𝑛, 𝑞𝑛 ∈ [0, 1), such

that

P ©­« sup
1≤𝑖≤𝑛
𝒗∈D

¤ℓ𝑖 (𝒗) ≤ polylog(𝑛)ª®¬ ≥ 1 − 𝑞𝑛, (3.7)

P ©­« sup
1≤𝑖≤𝑛
𝒗∈D

¤𝜙(𝒗) ≤ polylog(𝑛)ª®¬ ≥ 1 − 𝑞𝑛, (3.8)

P ©­« sup
1≤𝑖≤𝑛
𝒗∈D

¥ℓ𝑖 (𝒗) ≤ polylog(𝑛)ª®¬ ≥ 1 − 𝑞𝑛, (3.9)

P
(

sup
𝒗,𝒗′∈D

∥ ¥ℓ(𝒗) − ¥ℓ(𝒗′)∥
∥𝒗 − 𝒗′∥2

≤ polylog(𝑛)
)
≥ 1 − 𝑞𝑛 (3.10)

where

D := ∪
1≤𝑖≤𝑛

∪
𝑡∈[0,1]

B(𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\𝑖,
★
𝜖),

B(𝒘, 𝑟) := {𝒛 : ∥𝒛 − 𝒘∥2 ≤ 𝑟} .

Note that this assumption is a slightly stronger version of the result in Lemma 1.4.1. In fact, by

Lemma 1.4.1, if we also assume polynomial growth of ¤𝜙, then Assumption group A implies As-

sumption C1 with 𝑞𝑛 = 𝑞𝑛 = 𝑞𝑛 = 𝑞𝑛 = 𝑞𝑛 where 𝑞𝑛 is the failure probability in Lemma 1.4.1.Here
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the only difference is that we allow them to differ in order to get a tighter failure probability.

Assumption C2 (Bounded tuning parameters). 𝜂 ∈ (0, 1), and 𝜆 ∈ (0, 𝜆max] for an arbitrary

constant 𝜆max > 0.

The assumption 𝜂 > 0, in our analysis, makes the elastic net penalty strongly convex and eases

some of the computation in our theoretical analysis. We focus on the case 𝜂 > 0 and not cover the

pure LASSO case for easier illustrative purposes.

Our proofs do allow 𝜂 → 0 sufficiently slowly. For large 𝑝 and 𝑛, this would allow a prac-

titioner to effectively use pure LASSO while still using the strength of our results. This follows

from the bounds in Theorem 1.

We should also mention that removing the elastic-net penalty for every 𝑛 and 𝑝 (and not asymp-

totically, as we described above) is possible without significant additional work when 𝑝/𝑛 < 1,

since then the problem automatically becomes strongly convex.

3.3.2 Main theorem

Our main theorem uses two important sets related to the active set of 𝜷̂ and 𝜷̂\𝑖. In their

definitions, we require the notion of the subgradient vector 𝑔(𝜷) that we introduce below. Define

𝑔(𝜷) as

𝑔(𝜷) :=
1

𝜆(1 − 𝜂)

𝑛∑︁
𝑖=1

¤ℓ(𝒚𝑖 |𝒙⊤𝑖 𝜷) −
2𝜂

1 − 𝜂 𝜷 (3.11)

It can be directly verified that 𝑔( 𝜷̂) ∈ 𝜕∥ 𝜷̂∥1. In fact, the first order derivative of the elastic net

penalty gives:

0 ∈
𝑛∑︁
𝑖=1

¤ℓ(𝒚𝑖 |𝒙⊤𝑖 𝜷̂) + 𝜆(1 − 𝜂)𝜕∥ 𝜷̂∥1 + 2𝜆𝜂 𝜷̂

where 𝜕∥ 𝜷̂∥1 denotes the subgradient of ∥𝜷∥1 evaluated at 𝜷̂. We then obtain (3.11) by rearranging

the terms. Hence we hereafter refer to 𝑔( 𝜷̂) as ‘the’ subgradient of ∥ 𝜷̂∥1. Based on the subgradient,
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define the following subsets of [𝑝] = {1, 2, 3, . . . , 𝑝}:

S (1) := {𝑘 ∈ [𝑝] : |𝛽𝑘 | > 𝜅1(𝑛)},

S (0) := {𝑘 ∈ [𝑝] : |𝑔( 𝜷̂)𝑘 | ≤ 1 − 𝜅0(𝑛)}, (3.12)

where 𝜅1(𝑛) and 𝜅0(𝑛) both are 𝑜(1) as 𝑛 → ∞.1 We will clarify our choice of these parameters

later. Likewise, we can define S (1)\𝑖 ,S
(0)
\𝑖 for the leave-𝑖-out problems.

Note that S (1) is a subset of the active set of 𝜷̂ by only including active elements that are not

too close to zero. On the one hand, the condition 𝜅1(𝑛) → 0 implies that S (1) is close to the active

set. On the other hand, when the gap 𝜅1(𝑛) is selected to be sufficiently large (the choice will

be clarified later), it is intuitively expected that only a very small fraction of the indices in S (1)

will move out of the active set (i.e. the corresponding coefficient becomes zero) in the leave-𝑖-out

problem. These two points makes S (1) a good substitution of the active set discussed in Section

3.2.1.

To understand S (0) , consider the non-active set of 𝜷̂, i.e. the indices of zero coefficients of 𝜷̂.

S (0) is actually a subset of the non-active set, which only includes elements with sub-gradients

bounded away from 1, as indicated by its definition {𝑘 ∈ [𝑝] : |𝑔( 𝜷̂)𝑘 | ≤ 1 − 𝜅0(𝑛)}. Again

𝜅0(𝑛) → 0 makesS (0) close to the non-active set, and by setting the right rate of the convergence of

𝜅0(𝑛), it should be expected that only a very small number of regression coefficients corresponding

to indices in S (0) will become nonzero in the leave-𝑖-out problem.

To sum up, our choice ofS (1) andS (0) serve as proxies of the active and non-active set of 𝜷̂ that

are more resilient to the leave-𝑖-out procedure. In other words, we expect the size of (S (1) ∪S (0))𝑐

to be small compared to 𝑝. As is clear from the above discussion, the speed at which 𝜅1(𝑛) and

𝜅0(𝑛) go to zero must be carefully selected to satisfy the two contrasting objectives. On the one

hand, we want them both to go to zero as slowly as possible so that S (1) and S (0) only include

elements from which we have strong evidence to be active and non-active, respectively. On the

1eg. 𝜅0 (𝑛) = (log 𝑝)1/6𝑝−𝛿 where 𝛿 ∈ (0, 1
6 ), and 𝜅1 (𝑛) = 𝑝−1/12 as we will see in later sections.
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other hand, we want 𝜅1(𝑛) and 𝜅0(𝑛) to go to zero as fast as possible, so that (S (1) ∪ S (0))𝑐 is as

small as possible. The details are presented in Theorem 3.4.1.

To describe our first theoretical result, consider the following sets:

B1,𝑖 := S (1) ∩ S (1)\𝑖 ,

B0,𝑖 := S (0) ∩ S (0)\𝑖 ,

B1,𝑖,+ := B1,𝑖 ∩ {𝑘 : 𝛽𝑘 · 𝛽\𝑖,𝑘 > 0}. (3.13)

Heuristically, B1,𝑖 contains the indices of large coefficients that remain large after leaving the 𝑖th

observation out, and B0,𝑖 contains the indices of zero coefficients with small subderivative (of

LASSO component) that remain so after leaving the 𝑖th observation out. Note that B1,𝑖 and B0,𝑖

are mutually exclusive, and B1,𝑖,+ is the subset of B1,𝑖 that rules out the coefficients with flipped

signs. Ideally we wish leaving-𝑖-out would not change the fact of each coefficient being zero or

non-zero, i.e., B1,𝑖 ∪ B0,𝑖 = [𝑝]. This is clearly not true according to Figure 3.1, but the violation

is actually controllable. Indeed, Figure 3.2 shows that the size of the leave-𝑖-out perturbations, i.e.,

| (B0,𝑖 ∪ B1,𝑖,+)𝑐 | scale at a rate which is slower than 𝑝. Our main theoretical result proves that the

difference between LO and the ALO formula of (3.5) is proportional to | (B0,𝑖 ∪ B1,𝑖,+)𝑐 |/𝑛 and

thus disappears for large 𝑝, 𝑛.

Theorem 3.3.1. Under Assumptions A1-A5 and assume that 𝜆𝜂 = 𝜔(𝑝−1/2), for a sufficiently large

constant 𝐶 > 0, let 1 ≤ 𝑑𝑛 ≤ 𝑝/𝐶 be such that

max
1≤𝑖≤𝑛

| (B0,𝑖 ∪ B1,𝑖,+)𝑐 | ≤ 𝑑𝑛
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with probability at least 𝑞𝑛. Then we have

|ALO − LO|

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝑑𝑛polylog(𝑛)

𝑛𝜆2𝜂2 +

√︄
polylog(𝑛)

𝑛𝜆𝜂

with probability at least 1 − (𝑛 + 1)e−𝑝 − (𝑛 + 2)𝑝−𝑑𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛.

Let us now clarify the statement of the theorem. First note that while the bound we have

obtained for the difference between ALO and LO is a finite sample bound, one way to interpret

and understand the result is through the PHAS, i.e. 𝑛, 𝑝 → ∞ while 𝑛/𝑝 = 𝛾0. Under this

asymptotic regime, as argued in [23] for twice differentiable losses and regularizers, LOOCV

offers a consistent estimate of out-of-sample risk estimate, while any K-fold cross validation for 𝐾

fixed does not. Theorem 3.3.1 shows that ALO, while being computationally much more tractable,

is a valid approximation to LOOCV in the regime we have considered. Indeed, according to

Theorem 3.3.1, suppose 𝜆, 𝜂 remain fixed and 𝑑𝑛 = 𝑜(𝑝𝜁 ) with some 𝜁 < 1, then the upper bound

of Theorem 3.3.1 is 𝑜(𝑝 1
2 (𝜁−1)polylog(𝑛)), which goes to zero as 𝑛, 𝑝 → ∞. Thus, ALO provides

a computationally efficient, consistent estimate of the out-of-sample risk.

Proof of Theorem 3.3.1. As we mentioned in the introduction, one of ingredients of the proof is

the smoothing idea that we would like to describe first. Define

ℎ(𝜷) :=

{
𝑛∑︁
𝑖=1

ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆(1 − 𝜂)∥𝜷∥1 + 𝜆𝜂∥𝜷∥22

}
. (3.14)

If ℎ(𝜷) were a differentiable function we could use one step of the Newton method to obtain an

approximate leave-one-out estimate. However, the main issue here is the non-differentiability of

∥ · ∥1. For that reason we start with approximating the ∥ · ∥1 with a smooth function. Let

𝑟
(1)
𝛼 (𝑧) =

1
𝛼
(log(1 + 𝑒𝛼𝑧) + log(1 + 𝑒−𝛼𝑧)) (3.15)
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denote the 𝛼-smoothed ℓ1 regularizer. The following lemma proved in [23] shows the accuracy of

this approximation:

Lemma 3.3.2 (Lemma 13 in [23]). If 𝑟 (1)𝛼 (𝑧) denotes the 𝛼-smoothed ℓ1 regularizer. Then we have

𝑟
(1)
𝛼 (𝑧) ≥ |𝑧 |,

and

sup
𝑧

|𝑟 (1)𝛼 (𝑧) − |𝑧 | | ≤
2 log 2
𝛼

.

This lemma suggests that for large values of 𝛼, 𝑟 (1)𝛼 (𝑧) can be a good approximation of |𝑧 |.

Hence, based on this approximation we now introduce the smoothed cost function

ℎ𝛼 (𝜷) =
𝑛∑︁
𝑗=1
ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆𝑟𝛼 (𝜷), (3.16)

where

𝑟𝛼 (𝜷) := (1 − 𝜂)
𝑝∑︁
𝑖=1

𝑟
(1)
𝛼 (𝛽𝑖) + 𝜂𝜷⊤𝜷 (3.17)

denotes the smoothed regularizer. If we define

𝜷̂𝛼 = arg min
𝜷
ℎ𝛼 (𝜷), (3.18)

and 𝜷̂𝛼\𝑖 as its leave-𝑖-out estimate, then we can use Theorem 3 of [23] to prove that

max
1≤𝑖≤𝑛
|𝒙⊤𝑖 𝜷̂𝛼\𝑖 − 𝒙

⊤
𝑖 𝜷̂

𝛼 −
( ¤ℓ𝑖 ( 𝜷̂𝛼)
¥ℓ𝑖 ( 𝜷̂𝛼)

) (
𝐻𝛼
𝑖𝑖

1 − 𝐻𝛼
𝑖𝑖

)
|

≤ 𝐶0(𝛼)polylog(𝑛)
√
𝑝

, (3.19)

where 𝑯𝛼 is defined as

𝑿
(
𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤ [diag[ ¥ℓ(𝜷𝛼)]]𝑿

)−1
𝑿⊤diag[ ¥ℓ( 𝜷̂𝛼)] . (3.20)
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The main issue in the approximation of (3.19) is that 𝐶0(𝛼) → ∞ as 𝛼 → ∞. This creates

a dilemma. On one hand we would like 𝛼 to be large to make |𝑟 (1)𝛼 (𝑧) − |𝑧 | | small. But on the

other hand, the upper bound in Theorem 3 of [23] goes to infinity as 𝛼 → ∞. In addition to these

two problems, as will be discussed later, some of the elements of diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] go to infinity as

𝛼 → ∞ that may cause inaccuracies and instabilities if this procedure is used in practice. Despite

the fact that smoothing idea is not useful for approximating the leave-one-out risk of the elastic

net, as will be shown in this proof, it still serves as a good theoretical tool for proving the accuracy

of (3.5). Hence, we pursue two goals here:

• Use a different strategy to find an upper bound of max
1≤𝑖≤𝑛
|𝒙⊤
𝑖
𝜷̂𝛼\𝑖 − 𝒙⊤

𝑖
𝜷̂𝛼 −

( ¤ℓ𝑖 ( 𝜷̂𝛼)
¥ℓ𝑖 ( 𝜷̂𝛼)

) (
𝐻𝛼
𝑖𝑖

1−𝐻𝛼
𝑖𝑖

)
|.

Our new bounds will not go off to infinity as 𝛼→∞.

• We will then prove that for large values of 𝛼, 𝑯𝛼
𝑖𝑖

is close to 𝑯𝑖𝑖 used in (3.5).

To understand the challenge for achieving the above two goals, let us start with the following

lemma:

Lemma 3.3.3 (Lemma 14 in [23]). 𝑟 (1)𝛼 (𝑧) is infinitely many times differentiable, and

¤𝑟 (1)𝛼 (𝑧) =
𝑒𝛼𝑧 − 𝑒−𝛼𝑧

𝑒𝛼𝑧 + 𝑒−𝛼𝑧 + 2
,

¥𝑟 (1)𝛼 (𝑧) =
2𝛼

(𝑒𝛼𝑧 + 𝑒−𝛼𝑧 + 2)2
.

Suppose that 𝑧𝛼 = 𝑂 ( 1
𝛼
). Then, as 𝛼 → ∞, ¥𝑟 (1)𝛼 (𝑧) → ∞. It may seem to the reader that

𝑧𝛼 = 𝑂 ( 1
𝛼
) is a condition that may not happen and hence it won’t cause any issues. However, this

is not the case. In fact, as will be shown in the next lemma, many of the regression coefficients

satify the condition | 𝜷̂𝛼\𝑖,𝑘 | = 𝑂 (
1
𝛼

log 𝑝). For these elements as 𝛼→∞, ¥𝑟 ( 𝜷̂𝛼\𝑖,𝑘 ) → ∞.

Lemma 3.3.4. Suppose Assumptions A1-A5 hold. Let S (1) and S (0) be as defined in (3.12). Then

we have:

1. max
1≤𝑖≤𝑛

∥ 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖∥ ≤
√︂

4 log(2)𝑝
𝛼𝜂

.
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2. ∥ 𝜷̂𝛼 − 𝜷̂𝛼\𝑖∥ ≤
| ¤ℓ( 𝜷̂𝛼) |∥𝒙𝑖 ∥

2𝜆𝜂

3. ∥ 𝜷̂ − 𝜷̂\𝑖∥ ≤ |
¤ℓ( 𝜷̂) |∥𝒙𝑖 ∥

2𝜆𝜂 .

4. max
1≤𝑖≤𝑛
∥𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)∥ ≤ polylog(𝑛)

𝜆2𝜂(1−𝜂) with probability at least 1 − 𝑞𝑛 − 𝑞𝑛 − e−𝑝 − 𝑛𝑒−𝑝/2.

5. Suppose 𝛼 = 𝜔

(
𝑝

𝜅2
1𝜂

)
, then for large enough 𝑝,

min
0≤𝑖≤𝑛

min
𝑘∈S (1)\𝑖

|𝛽𝛼\𝑖,𝑘 | ≥
𝜅1
2
.

6. Suppose 𝛼 = 𝜔

(
𝑛polylog(𝑛)
𝜅2

0𝜆
2 (1−𝜂)𝜂

)
, then for large enough 𝑝, with probability at least 1 − 𝑞𝑛 − 𝑒−𝑝:

max
0≤𝑖≤𝑛

max
𝑘∈S (0)\𝑖

|𝛽𝛼\𝑖,𝑘 | ≤
1
𝛼

log
(

4
𝜅0

)
.

The proof of this lemma is presented in Section 3.6.1.

Part (1) of this lemma confirms what we expected. In fact the difference ∥ 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖∥ shrinks as

𝛼→∞. We will use this bound later in our proof.

Part (6) of Lemma 3.3.4 confirms the claim we made before the proof. If 𝑘 ∈ S (0)/𝑖 then |𝛽𝛼\𝑖,𝑘 | is

proportional to 𝛼−1. Hence, combined with 3.3.3 we expect the second derivative of the smoothed

regularizer at |𝛽𝛼\𝑖,𝑘 | to go to infinity as 𝛼 → ∞ fast enough. Note that this issue does not happen

for 𝑘 ∈ S (1)/𝑖 as confirmed by part (5) of this lemma; In fact, for 𝑘 ∈ S (1)/𝑖 since |𝛽𝛼\𝑖,𝑘 | is bounded

away from zero, we can use Lemma 3.3.3 to show that as 𝛼→∞, ¥𝑟 (𝛽𝛼\𝑖,𝑘 ) goes to zero.

Another source of difficulty in handling the smoothed regularizer is that we do not have much

control over the curvature, ¥𝑟 (1)𝛼 (𝛽𝛼\𝑖,𝑘 ) when 𝑘 ∈ (S (1)/𝑖 ∪ S
(0)
/𝑖 )

𝑐. Keeping this issue in mind, let

us first simplify the error between the leave-one-out cross validation risk and the ALO for the

smoothed problem. To simplify the calculations we introduce the following notations. Let ¤𝑟𝛼 (𝜽)

denote the vector [ ¤𝑟𝛼 (𝜃1), ¤𝑟𝛼 (𝜃2), . . . , ¤𝑟𝛼 (𝜃𝑝)]⊤. Similarly,

¤ℓ(𝜽) := [ ¤ℓ(𝑦1; 𝒙⊤1 𝜽), ¤ℓ(𝑦2; 𝒙⊤2 𝜽), . . . , ¤ℓ(𝑦𝑛; 𝒙
⊤
𝑛 𝜽)]𝑇 ,
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and ¤ℓ/𝑖 (𝜽) is the same vector as ¤ℓ(𝜽) except that its 𝑖th element is removed. Furthermore, define

𝒇\𝑖 (𝜽) as the gradient of ℎ𝛼 (·) at 𝜽, i.e.,

𝒇\𝑖 (𝜽) := 𝜆 ¤𝑟𝛼 (𝜽) + 𝑿⊤\𝑖
¤ℓ\𝑖 (𝜽). (3.21)

Notice that 𝒇\𝑖 ( 𝜷̂𝛼\𝑖) = 0, where 𝜷̂𝛼\𝑖 is the true LO estimate. Similarly, define the Hessian of ℎ𝛼 (·)

and its leave-one-out coounter part as

𝑮 (𝜽) = 𝜆diag[ ¥𝒓𝛼 (𝜽)] + 𝑿⊤diag[ ¥ℓ(𝜽)]𝑿, (3.22)

and

𝑮\𝑖 (𝜽) = 𝜆diag[ ¥𝒓𝛼 (𝜽)] + 𝑿⊤\𝑖diag[ ¥ℓ\𝑖 (𝜽)]𝑿\𝑖 . (3.23)

By using the first order optimality conditions, we have

𝒇 ( 𝜷̂𝛼) = 0,

𝒇\𝑖 ( 𝜷̂𝛼\𝑖) = 0. (3.24)

Define Δ𝛼\𝑖 := 𝜷̂𝛼\𝑖 − 𝜷̂𝛼, and the whole point of ALO is providing a easy-to-compute estimate of

Δ𝛼\𝑖 via one step Newton. Using integration over a line segment we have

0 = 𝒇\𝑖 ( 𝜷̂𝛼\𝑖)

= 𝒇\𝑖 ( 𝜷̂𝛼 + Δ𝛼\𝑖)

= 𝒇\𝑖 ( 𝜷̂𝛼) +
(∫ 1

0
𝑮\𝑖 ( 𝜷̂𝛼 + 𝑡Δ𝛼\𝑖)𝑑𝑡

)
Δ𝛼\𝑖 . (3.25)

Moreover,

0 = 𝒇 ( 𝜷̂𝛼) = 𝒇\𝑖 ( 𝜷̂𝛼) + ¤ℓ𝑖 ( 𝜷̂𝛼)𝒙𝑖 . (3.26)
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Combining (3.25) and (3.26) we have

Δ𝛼\𝑖 = ¤ℓ𝑖 ( 𝜷̂𝛼)
(∫ 1

0
𝑮\𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)𝑑𝑡

)−1

𝒙𝑖 . (3.27)

As is clear from (3.3), the ALO approximation of Δ𝛼\𝑖 is given by

Δ̂𝛼\𝑖 =
¤ℓ𝑖 ( 𝜷̂𝛼)

(
𝑮\𝑖 ( 𝜷̂𝛼)

)−1
𝒙𝑖 . (3.28)

So it is straightforward to see that

|ALO𝛼 − LO𝛼 |

=
1
𝑛

𝑛∑︁
𝑖=1
(𝜙(𝑦𝑖, 𝒙⊤𝑖 ( 𝜷̂𝛼 + Δ̂𝛼\𝑖)) − 𝜙(𝑦𝑖, 𝒙

⊤
𝑖 𝜷̂

𝛼
/𝑖))

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | ·

1
𝑛
·
𝑛∑︁
𝑖=1
|𝒙⊤𝑖 Δ𝛼𝑖 − 𝒙⊤𝑖 Δ̂𝛼\𝑖 |, (3.29)

where 𝜽𝛼
𝑖
= 𝑡𝑖 𝜷̂

𝛼
\𝑖 + (1 − 𝑡𝑖) 𝜷̂

𝛼 for some 𝑡𝑖 ∈ [0, 1] according to the Mean Value Theorem. By

Assumption A4, max1≤𝑖≤𝑛 | ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | = 𝑂𝑝 (polylog(𝑛)).

Hence, it is enough to obtain an upper bound for |𝒙⊤
𝑖
Δ𝛼
𝑖
− 𝒙⊤

𝑖
Δ̂𝛼\𝑖 |. From equations (3.27) and

(3.28), we have

|𝒙⊤𝑖 Δ𝛼\𝑖 − 𝒙
⊤
𝑖 Δ̂

𝛼
\𝑖 |

≤ | ¤ℓ𝑖 ( 𝜷̂𝛼) | 𝒙⊤𝑖
[ (∫ 1

0
𝑮\𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)𝑑𝑡

)−1

−
(
𝑮\𝑖 ( 𝜷̂𝛼)

)−1
]
𝒙𝑖 (3.30)

We again emphasize that we cannot let 𝛼→∞ in these expressions directly, since some of the

elements of 𝑮\𝑖 go to infinity. Hence we have to find proper ways for obtaining an upper bound

for (3.30) for large values of 𝛼, especially taking care of ¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 ). The next lemma provides some

information about these quantities:
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Lemma 3.3.5. Suppose the assumptions of Lemma 3.3.4 hold, and assume 𝛼 = 𝜔

(
𝑛polylog(𝑛)
𝜅2

0𝜆
2 (1−𝜂)𝜂 ∨

𝑝

𝜅2
1𝜂

)
.

Let B0,𝑖 and B1,𝑖,+ be defined as in (3.13). Then the following statements hold with probability at

least 1 − 𝑞𝑛 − 𝑒−𝑝:

1. ∀𝑖,∀𝑘 ∈ B0,𝑖: ∫ 1

0
¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 − 𝑡Δ

𝛼
\𝑖,𝑘 )𝑑𝑡 ≥ 2𝜂 + 1

8
𝛼(1 − 𝜂)𝜅0

2. ∀𝑖,∀𝑘 ∈ B0,𝑖:

¥𝑟𝛼 (𝛽𝛼𝑘 ), ¥𝑟𝛼 (𝛽
𝛼
\𝑖,𝑘 ) ≥ 2𝜂 + 1

8
𝛼(1 − 𝜂)𝜅0.

3. ∀𝑖,∀𝑘 ∈ B1,𝑖,+:

|
∫ 1

0
¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 − 𝑡Δ

𝛼
\𝑖,𝑘 )𝑑𝑡 − 2𝜂 | ≤ 2𝛼𝑒−

1
2𝛼𝜅1 .

4. ∀𝑖,∀𝑘 ∈ B1,𝑖,+:

| ¥𝑟𝛼 (𝛽𝛼𝑘 ) − 2𝜂 | ≤ 2𝛼𝑒−
1
2𝛼𝜅1 ,

| ¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 ) − 2𝜂 | ≤ 2𝛼𝑒−
1
2𝛼𝜅1 .

Note that the rate assumption on 𝛼 ensures that both rates hold in both Part 5 and Part 6 of

Lemma 3.3.4. The proof of Lemma 3.3.5 is presented in Section 3.6.2. This lemma confirms that

we have some control over the curvature of the regularizer on sets B0,𝑖 and B1,𝑖,+. The following

lemma enables us to obtain an upper bound for the error between the leave-one-out estimate and

ALO by finding an upper bound on the error over the set B𝑐0 . In other words, the next lemma

enables us to remove the indices 𝑘 for which we are certain ¥𝑟𝛼 (𝛽𝛼𝑘 ) converge to infinity from our

analysis.

Theorem 3.3.6. Suppose Assumptions A1-A5 hold, 𝛼 = 𝜔

(
𝑛polylog(𝑛)
𝜅2

0𝜆
2 (1−𝜂)𝜂 ∨

𝑝

𝜅2
1𝜂

)
and 𝛼 ≥ 4𝑝 log(2)

(★𝜖)2𝜂(1 − 𝜂)
.
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Then we have ����𝒙⊤𝑖 ( ∫ 1

0
𝑮\𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)𝑑𝑡

)−1
𝒙𝑖

−𝒙⊤𝑖,B𝑐0,𝑖
(
𝜆diag[ ¥̄𝒓𝛼\𝑖B𝑐0,𝑖 ] + 𝑿⊤\𝑖,B𝑐0,𝑖

diag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,B𝑐0,𝑖
)−1

𝒙𝑖,B𝑐0,𝑖

����
≤ 16∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)𝜅0

(polylog(𝑛)∥𝑿⊤𝑿∥
2𝜆𝜂

+ 1
)2
, (3.31)

and similarly����𝒙⊤𝑖 (
𝑮\𝑖 ( 𝜷̂𝛼)

)−1
𝒙𝑖 − 𝒙⊤𝑖,B𝑐0,𝑖 (𝜆diag[ ¥̃𝒓𝛼\𝑖B𝑐0,𝑖 ] + 𝑿⊤\𝑖,B𝑐0,𝑖

diag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,B𝑐0,𝑖 )
−1𝒙𝑖,B𝑐0,𝑖

����
≤ 16∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)𝜅0

(polylog(𝑛)∥𝑿⊤𝑿∥
2𝜆𝜂

+ 1
)2

(3.32)

Here ¥̄𝒓𝛼\𝑖
𝑘

:=
∫ 0
−1( ¥𝑟𝛼 ( 𝜷̂

𝛼
\𝑖 + 𝑡Δ

𝛼
\𝑖))𝑘𝑑𝑡, ¥̄ℓ

𝛼\𝑖
𝑘

:=
∫ 0
−1( ¥ℓ\𝑖 ( 𝜷̂

𝛼
\𝑖 + 𝑡Δ

𝛼
\𝑖))𝑘𝑑𝑡, ¥̃𝒓

𝛼\𝑖 := ¥𝑟𝛼 ( 𝜷̂𝛼) and ¥̃ℓ𝛼\𝑖 :=

¥ℓ\𝑖 ( 𝜷̂𝛼).

The complete proof of this theorem is presented in Section 3.6.3. Again, the rate assumptions

of 𝛼 ensures the bounds in Theorem 3.3.6 goes to zero as 𝑛, 𝑝 →∞.

Applying (3.30) and Theorem 3.3.6, we have reduced the problem to the quadratic forms on

the subset B𝑐0 . The main remaining difficulty is that for the indices outside B𝑐0,𝑖 \ B1,𝑖,+ we do not

have much control over ¥𝑟𝛼 (𝛽𝛼𝑘 ). So the question is whether those terms can cause any issue in our

approximations. Our next theorem will show that these elements will not cause any issue if there

are not too many of them. More specifically, if the size of the set |B0,𝑖 \ B1,𝑖,+ | is sublinear in 𝑛,

then the difference between ALO and LO converges to zero.

Theorem 3.3.7. Suppose the assumptions of Lemma 3.3.4 hold, and assume 𝛼 = 𝜔

(
𝑛polylog(𝑛)
𝜅2

0𝜅
2
1𝜆(1−𝜂))𝜂

)
.

Moreover, for a sufficiently large constant 𝐶 > 0, let 1 ≤ 𝑑𝑛 ≤ 𝑝/𝐶 be such that

max
1≤𝑖≤𝑛

|B𝑐0,𝑖 \ B1,𝑖,+ | ≤ 𝑑𝑛
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with probability at least 1 − 𝑞𝑛. Let F denote a set such that B1,𝑖,+ ⊂ F ⊂ B𝑐0,𝑖. Then we have����𝒙⊤𝑖,F (𝜆diag[ ¥̄𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿F )−1𝒙𝑖,F

− 𝒙⊤
𝑖,F (𝜆diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿F )−1𝒙𝑖,F

����
≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

with probability at least 1− (𝑛+1)e−
𝑝

2 − (𝑛+2)𝑝−𝑑𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛, for sufficiently large

𝑝.

The proof of this claim is long and will be presented in Section 3.6.4. We will now use this

theorem to complete the proof of Theorem 3.3.1.

According to (3.30), Theorem 3.3.6, and Theorem 3.3.7 we have that with probability at least

1 − (𝑛 + 1)e−
𝑝

2 − (𝑛 + 2)𝑝−𝑑𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛:

|𝒙⊤𝑖 Δ𝛼\𝑖 − 𝒙
⊤
𝑖 Δ̂

𝛼
\𝑖 | ≤ | ¤ℓ𝑖 ( 𝜷̂

𝛼) | × 𝒙⊤𝑖
[ (∫ 1

0
𝑮\𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)𝑑𝑡

)−1

−
(
𝑮\𝑖 ( 𝜷̂𝛼)

)−1
]
𝒙𝑖

≤ | ¤ℓ𝑖 ( 𝜷̂𝛼) | ×
���𝒙⊤𝑖,B𝑐0,𝑖 [(𝜆diag[ ¥̄𝒓𝛼\𝑖B𝑐0,𝑖 ] + 𝑿⊤\𝑖,B𝑐0,𝑖

diag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,B𝑐0,𝑖 )
−1

− (𝜆diag[ ¥̃𝒓𝛼\𝑖B𝑐0,𝑖 ] + 𝑿⊤\𝑖,B𝑐0,𝑖
diag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,B𝑐0,𝑖 )

−1
]
𝒙𝑖,B𝑐0,𝑖

���
+ 32| ¤ℓ𝑖 ( 𝜷̂𝛼) |∥𝒙𝑖∥2

𝜆𝛼(1 − 𝜂)𝜅0

(polylog(𝑛)∥𝑿⊤𝑿∥
2𝜆𝜂

+ 1
)2

≤ | ¤ℓ𝑖 ( 𝜷̂𝛼) |
(

polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

)
+ 32| ¤ℓ𝑖 ( 𝜷̂𝛼) |∥𝒙𝑖∥2

𝜆𝛼(1 − 𝜂)𝜅0

(polylog(𝑛)∥𝑿⊤𝑿∥
2𝜆𝜂

+ 1
)2
. (3.33)

As is clear from this equation, as 𝛼→∞, and for large values of 𝑛, 𝑝, if 𝑑𝑛/𝑛→ 0, the bound will
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be negligible. Inserting (3.33) back into (3.29) we have

|ALO𝛼 − LO𝛼 |

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | ·

1
𝑛
·
𝑛∑︁
𝑖=1
|𝒙⊤𝑖 Δ𝛼𝑖 − 𝒙⊤𝑖 Δ̂𝛼\𝑖 |

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) ¤ℓ𝑖 ( 𝜷̂𝛼) |(

polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

+ 32∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)𝜅0

(polylog(𝑛)∥𝑿⊤𝑿∥
2𝜆𝜂

+ 1
)2

)
. (3.34)

Note that the leave-one-out cross validation risks of elastic net and smoothed elastic-net are

LO(𝜆) = 1
𝑛

𝑛∑︁
𝑖=1

𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜷̂/𝑖).

LO𝛼 (𝜆) = 1
𝑛

𝑛∑︁
𝑖=1

𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜷̂𝛼/𝑖). (3.35)

Hence the difference of the two is

|LO(𝜆) − LO𝛼 (𝜆) | ≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | |𝒙⊤𝑖 ( 𝜷̂/𝑖 − 𝜷̂𝛼/𝑖) |

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) |∥𝒙𝑖∥∥ 𝜷̂/𝑖 − 𝜷̂𝛼/𝑖)∥

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) |∥𝒙𝑖∥

√︄
4 log(2)𝑝

𝛼𝜂
. (3.36)

where the last line uses part 1 of Lemma 3.3.4.

The last step of the proof is to show that |ALO − ALO𝛼 | is also negligible. Note that S is the

active set, i.e. indices of non-zero elements of 𝜷̂, and our ALO formula in (3.5) can be rewritten as

ALO =
1
𝑛

𝑛∑︁
𝑖=1

𝜙(𝑦𝑖, 𝒙⊤𝑖,S 𝜷̂S + 𝒙
⊤
𝑖,SΔ̂/𝑖), (3.37)
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where

Δ̂\𝑖 = ¤ℓ𝑖 ( 𝜷̂) (2𝜆𝜂I + 𝑿⊤\𝑖,Sdiag[ ¥ℓ\𝑖 ( 𝜷̂)]𝑿\𝑖,S)−1𝒙𝑖,S .

Hence, we have

|ALO − ALO𝛼 |

=
1
𝑛

𝑛∑︁
𝑖=1
|𝜙(𝑦𝑖, 𝒙⊤𝑖,S ( 𝜷̂S + Δ̂\𝑖)) − 𝜙(𝑦𝑖, 𝒙

⊤
𝑖 ( 𝜷̂𝛼 + Δ̂𝛼\𝑖)) |

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | · |𝒙⊤𝑖 𝜷̂𝛼 − 𝒙⊤𝑖,S 𝜷̂S |

+ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | · |𝒙⊤𝑖,SΔ̂/𝑖 − 𝒙

⊤
𝑖 Δ̂

𝛼
/𝑖 |

≤ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) |∥𝒙𝑖∥

√︄
4 log 2𝑝
𝛼𝜂

+ max
1≤𝑖≤𝑛
| ¤𝜙(𝑦𝑖, 𝒙⊤𝑖 𝜽𝛼𝑖 ) | · |𝒙⊤𝑖,SΔ̂/𝑖 − 𝒙

⊤
𝑖 Δ̂

𝛼
/𝑖 |, (3.38)

where to obtain the last inequality we have used the first part of Lemma 3.3.4.

Similar to the proof of Theorem 3.3.7 we can prove that

|𝒙⊤
𝑖,SΔ̂\𝑖 − ¤ℓ𝑖 ( 𝜷̂)𝒙

⊤
𝑖,B1,𝑖,+

(2𝜆𝜂I + 𝑿⊤\𝑖,B1,𝑖,+
diag[ ¥ℓ𝑖 ( 𝜷̂)]𝑿\𝑖,B1,𝑖,+)−1𝒙𝑖,B1,𝑖,+ |

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

(3.39)

with probability at least 1− (𝑛+1)e−
𝑝

2 − (𝑛+2)𝑝−𝑑𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛, for sufficiently large

𝑝. Similarly,

|𝒙⊤𝑖 Δ̂𝛼\𝑖 − ¤ℓ𝑖 ( 𝜷̂
𝛼)𝒙⊤𝑖,B1,𝑖,+

(𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B1,𝑖,+
diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B1,𝑖,+)−1𝒙𝑖,B1,𝑖,+ |

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

with probability at least 1− (𝑛+1)e−
𝑝

2 − (𝑛+2)𝑝−𝑑𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛 −2𝑞𝑛, for sufficiently large

𝑝. In the rest of the proof, for the notational simplicity, we use the notation B+ instead of B1,𝑖,+.
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|𝒙⊤
𝑖,SΔ̂\𝑖 − 𝒙

⊤
𝑖 Δ̂

𝛼
\𝑖 | ≤ | ¤ℓ𝑖 ( 𝜷̂) × 𝒙

⊤
𝑖,B+

[
(2𝜆𝜂I + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂)]𝑿\𝑖,B+)−1

− (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+)−1]𝒙𝑖,B+ |
+ 2polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

≤ | ¤ℓ𝑖 ( 𝜷̂) | ×
��𝒙⊤𝑖,B+ [(2𝜆𝜂I + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂)]𝑿\𝑖,B+)−1

− (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+)−1]𝒙𝑖,B+ ��
+ | ¤ℓ𝑖 ( 𝜷̂) − ¤ℓ𝑖 ( 𝜷̂𝛼) | × 𝒙⊤𝑖,B+ (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+)−1𝒙𝑖,B+

+ 2polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

. (3.40)

Since the minimum eigenvalue of (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+) is larger than 2𝜆𝜂,

we can conclude that

| ¤ℓ𝑖 ( 𝜷̂) − ¤ℓ𝑖 ( 𝜷̂𝛼) | × 𝒙⊤𝑖,B+ (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+)−1𝒙𝑖,B+

≤
∥𝒙𝑖∥22
2𝜆𝜂
| ¤ℓ𝑖 ( 𝜷̂𝛼) − ¤ℓ𝑖 ( 𝜷̂) |

(𝑎)
=
∥𝒙𝑖∥22
2𝜆𝜂
| ¥ℓ𝑖 (𝜃) (𝒙⊤𝑖 ( 𝜷̂ − 𝜷̂𝛼)) |

≤
∥𝒙𝑖∥32
2𝜆𝜂
| ¥ℓ𝑖 (𝜽) |∥ 𝜷̂ − 𝜷̂𝛼∥

(𝑏)
≤
∥𝒙𝑖∥32
2𝜆𝜂
| ¥ℓ𝑖 (𝜽) |

√︄
4 log(2)𝑝

𝛼𝜂

(𝑐)
≤ polylog(𝑛)

𝜆𝜂

√︂
𝑝

𝛼𝜂
, (3.41)

with probability larger than 1−𝑛e−𝑝 −𝑞𝑛−𝑞𝑛. To obtain Equality (a) we have used the mean value

theorem and 𝜽 = 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂𝛼 for some 𝑡 ∈ [0, 1]. To obtain inequality (b) we have used Part 1

of Lemma 3.3.4. Inequality (c) is based on Assumption A.4 along with Lemma 1.6.15.
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Also, using Lemma 1.6.5 we have that

|𝒙⊤𝑖,B+ (2𝜆𝜂I + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂)]𝑿\𝑖,B+)−1𝒙𝑖,B+

− 𝒙⊤𝑖,B+ (𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+)−1𝒙𝑖,B+ |

≤ ∥𝒙𝑖∥
2𝜎max(𝚪)
(2𝜆𝜂)2

+
∥𝒙𝑖∥2𝜎2

max(𝚪)
(2𝜂𝜆)2(2𝜆𝜂 − 𝜎max(𝚪))

, (3.42)

where

𝚪 := 𝜆diag[ ¥𝒓𝛼 ( 𝜷̂𝛼)] + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂𝛼)]𝑿\𝑖,B+

− (2𝜆𝜂I + 𝑿⊤\𝑖,B+diag[ ¥ℓ( 𝜷̂)]𝑿\𝑖,B+). (3.43)

Therefore, by using Weyl’s theorem

𝜎max(𝚪) ≤ 𝜎max(𝜆diag[ ¥𝒓𝛼B+ ( 𝜷̂
𝛼)] − 2𝜆𝜂I)

+ 𝜎max(diag[ ¥ℓ( 𝜷̂)] − diag[ ¥ℓ( 𝜷̂𝛼)] ∥𝑿⊤𝑿∥

≤ 2𝜆𝛼e−
1
2𝛼𝜅1 + ∥ 𝜷̂𝛼 − 𝜷̂∥∥𝑿⊤𝑿∥polylog(𝑛)

≤ 2𝜆𝛼e−
1
2𝛼𝜅1 +

√︄
4 log 2𝑝
𝛼𝜂

∥𝑿⊤𝑿∥polylog(𝑛)

≤ 1
√
𝑝
, (3.44)

for large enough 𝑝 with probability larger than 1 − e−𝑝 − 𝑞𝑛 − 𝑞𝑛. To obtain the two penultimate

two inqualities we have used Lemma 3.3.5 and (3.7). The last inequality uses

𝛼 = 𝜔

(
𝑝2polylog(𝑛)

𝜂
∨ polylog(𝑛)

𝜅1

)
, where we use Lemma 1.6.14 to conclude that ∥𝑿⊤𝑿∥ ≤ (√𝛾0 + 3)2𝐶𝑋 with probability at least

1 − e−𝑝.
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Plugging in these bounds into (3.40) we obtain

|𝒙⊤
𝑖,SΔ̂\𝑖 − 𝒙

⊤
𝑖 Δ̂

𝛼
\𝑖 |

≤ | ¤ℓ𝑖 ( 𝜷̂) |
(
∥𝒙𝑖∥2√
𝑝(2𝜆𝜂)2

+ ∥𝒙𝑖∥2
(2𝜂𝜆)2𝑝(𝜆𝜂)

)
+ polylog(𝑛)

𝜆𝜂

√︂
𝑝

𝛼𝜂

+ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

≤ polylog(𝑛)
√
𝑝(𝜆𝜂)2

+ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑛𝜆𝜂

(3.45)

where we use 𝛼 = 𝜔

(
𝑝2polylog(𝑛)

𝜂
∨ polylog(𝑛)

𝜅1

)
and 𝜆𝜂 = 𝜔(𝑝−1/2).

Returning to (3.38) we thus write

|ALO − ALO𝛼 | ≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝑑𝑛polylog(𝑛)

𝑛𝜆2𝜂2 +

√︄
polylog(𝑛)

𝑛𝜆𝜂
, (3.46)

Combining (3.34), (3.36) and (3.46), we have

|ALO − LO| ≤ |ALO − ALO𝛼 | + |ALO𝛼 − LO𝛼 | + |LO𝛼 − LO|

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝑑𝑛polylog(𝑛)

𝑛𝜆2𝜂2 +

√︄
polylog(𝑛)

𝑛𝜆𝜂

provided 𝛼 = 𝜔

(
𝑛2polylog(𝑛)
𝜅2

0𝜅
2
1𝜆(1−𝜂))𝜂

∨ polylog(𝑛)
𝜅1

)
, with probability at least 1 − (𝑛 + 1)e−𝑝 − (𝑛 + 2)𝑝−𝑑𝑛 −

2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛. This finishes the proof of Theorem 3.3.1.

□

3.4 Example: Linear Regression with Elastic Net Penalty

Theorem 3.3.1 shows that if 𝑑𝑛 grows slowly enough (e.g. 𝑑𝑛 = 𝑝𝛼 for 𝛼 < 1), then the dif-

ference between ALO and LO will go to zero in probaility. To see what the growth rate of 𝑑𝑛 in

terms of 𝑝 is, in this section we focus on the concrete example of linear regression and obtain an
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upper bound for 𝑑𝑛 = |B𝑐0,𝑖 \ B1,𝑖,+ |. Even though the result of this section is given for the linear

models, it is expected that a similar conclusion holds for more general models and under more

general assumptions. However, given the length of the current chapter, the complete investigation

of the size of |B𝑐0,𝑖 \ B1,𝑖,+ | under the generalized linear model is left for a future research. Let us

start with our modelling assumptions:

Assumption group D

D1 𝒚 = 𝑿𝜷∗ + 𝒘, where 𝒘 ∼ 𝑁 (0, 𝜎2
𝑤 𝐼) is the noise in the observations.

D2 The loss function 𝑙 (𝑦 |𝒙⊤𝜷) = 1
2 (𝑦 − 𝒙

⊤𝜷)2

D3 The true coefficients 𝜷∗ satisfy:
1
𝑝
∥𝜷∗∥22 ≤ 𝜉

for some constant 𝜉 > 0.

D4 𝑿 has iid entries 𝑋𝑖 𝑗 ∼ 𝑁 (0, 1
𝑛
).

D5 𝜆2(1 − 𝜂)2 = 𝜔(𝑝− 7
12 )

Note that Assumptions B1-B3 are standard in the literature of linear regression. Assumption

B4 is also frequently encountered in the high-dimensional asymptotic analysis of estimators [31,

35, 45, 47, 48, 52, 58, 110–113]. However, it is expected that this assumption can be relaxed as

well given the more recent results in the literature [105]. Finally, Assumption B5 is a technical

assumption on the rate of 𝜆 and 𝜂. We note here that it shows that for large values of 𝑝, one

can choose 𝜆 to be quite small. The following theorem uses Assumptions B1-B5 to find an upper

bound for 𝑑𝑛.

Theorem 3.4.1. Under Assumptions A1-A5 and B1-B5, in (3.12) set 𝜅0 = ( 8 log 𝑝
𝑐𝑝
)1/6 and 𝜅1 =

𝑝−1/12(log 𝑝)1/4 where 𝑐 is the constant 𝑐2 in Lemma 3.4.6. Then there exist constants 𝐶,𝐶′ > 0

such that

max
1≤𝑖≤𝑛

| (B1,𝑖,+ ∪ B0,𝑖)𝑐 | ≤ 𝐶𝑝11/12(log 𝑝)1/4
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with probability at least 1 − 𝐶′𝑝−6 − 𝑞𝑛 − e−𝑐𝑝.

Before outlining the proof, we would like to hilight an important remark.

Remark 3.4.2. Roughly speaking, by combining Theorems 3.4.1 and 3.3.1, we find that |ALO −

LO| = 𝑂𝑝

(
polylog(𝑛)

𝑛
1
24

)
. This rate is significantly slower than the error rate suggested by the example

in Figure 3.2, which indicated an error close to𝑂𝑝 (𝑛−0.5). Consequently, determining whether our

bounds are sharp remains an open question for future research.

Sketch of the proof. One of the main components of this proof uses concentration results on the

empirical distribution of 𝜷̂, the subgradient of ℓ1-regularizer (see below for precise definition), and

the sparsity of 𝜷̂, where 𝜷̂ is the minimizer of

1
2
∥𝒚 − 𝑿𝜷∥22 + 𝜆𝜂∥𝜷∥

2
2 + 𝜆(1 − 𝜂)∥𝜷∥1.

In order to state the results, we first introduce the following terms:

• Let 𝜇̂ denotes the empirical distribution of 𝜷̂.

• Let Θ be a random variable with its value uniformly distributed among the elements of 𝜷∗,

and let 𝑍 ∼ 𝑁 (0, 1) and independent of Θ.

• Let soft(𝑥, 𝑟) denote the soft thresholding function

soft(𝑥, 𝑟) = ( |𝑥 | − 𝑟)+sign(𝑥).

• For a couple (𝜏, 𝑏), define

𝑤̂ 𝑓 (𝜏, 𝑏) = 𝑏

𝑏 + 2𝜆𝜂𝜏
soft

(
𝜏𝑍 + Θ, 𝜆(1 − 𝜂)𝜏

𝑏

)
− Θ.
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• Let the couple (𝜏∗, 𝑏∗) be the unique solution of the following equations:2

𝜏2 = 𝜎2 + 1
𝛾0

E[𝑤̂ 𝑓 (𝛽, 𝜏)]2, (3.47)

𝛽 = 𝜏 − 1
𝛾0

E𝑍 · 𝑤̂ 𝑓 (𝛽, 𝜏). (3.48)

• Let 𝜇∗ denote the law of the random variable 𝑤̂ 𝑓 (𝜏∗, 𝑏∗) + Θ.

• Let 𝑠∗ be defined as

𝑠∗ = P
(
|Θ + 𝜏∗𝑍 | ≥

𝜆𝜏∗
𝑏∗

)
.

Lemma 3.4.3 (Theorem A.2 of [114]). Under Assumptions A1-A5 and B1-B5, there exist constants

𝐶, 𝑐 > 0 such that for all 𝜖 ∈ (0, 0.5]:

P
(
𝑊2( 𝜇̂, 𝜇∗)2 > 𝜖

)
≤ 𝐶𝜖−2𝑒−𝑐𝑝𝜖

3 (log 𝜖)−2
,

where𝑊2 denotes the Wasserstein 2-distance.

We can now start the proof of the theorem. By the definition of B0,𝑖 and B1,𝑖 we have, for each

2The uniqueness of the solution is proved in Lemma A.1 of [114].
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fixed 𝑖 that:

(B1,𝑖 ∪ B0,𝑖)𝑐 =
{
𝑘 :

(
|𝛽𝑘 | ≤ 𝜅1 or |𝛽\𝑖,𝑘 | ≤ 𝜅1

)
and

(
|𝑔(𝛽𝑘 ) | > 1 − 𝜅0 or |𝑔(𝛽\𝑖,𝑘 ) | > 1 − 𝜅0

) }
⊂

{
𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1

}
∪

{
𝑘 : 0 < |𝛽\𝑖,𝑘 | ≤ 𝜅1

}
∪

{
𝑘 : 1 − 𝜅0 ≤ |𝑔(𝛽𝑘 ) | < 1

}
∪

{
𝑘 : 1 − 𝜅0 ≤ |𝑔(𝛽\𝑖,𝑘 ) | < 1

}
∪

{
𝑘 : |𝛽𝑘 | > 𝜅1; |𝑔(𝛽\𝑖,𝑘 ) | ≤ 1 − 𝜅0

}
∪

{
𝑘 : |𝛽\𝑖,𝑘 | > 𝜅1; |𝑔(𝛽𝑘 ) | ≤ 1 − 𝜅0

}
:= K1 ∪ K′1 ∪ K2 ∪ K′2 ∪ K3 ∪ K′3. (3.49)

We can now bound the sizes of each of the above sets. Since the full model and the leave-one-out

models are the same in nature, we only bound the sets (K1,K2,K3) related to the full model, since

the same proofs apply also to the leave-one-out models (K′1,K
′
2,K

′
3).

1. Bounding |K1 |: The following lemma helps us bound the size of this set:

Lemma 3.4.4. Suppose 𝜅1 = 𝑜(𝑝− 1
12 (log 𝑝) 1

4 ). Then, then there exists constants 𝐶,𝐶′ such

that for all 0 ≤ 𝑘 ≤ 𝑛,

|{𝑘 : 0 < |𝛽\𝑖,𝑘 | ≤ 𝜅1}| ≤ 𝐶𝑝
11
12 (log 𝑝) 1

4

with probability at least 1 − 𝐶′𝑝−7. It then follows from a union bound over 𝑖 that

max
0≤𝑖≤𝑛
|{𝑘 : 0 < |𝛽\𝑖,𝑘 | ≤ 𝜅1}| ≤ 𝐶𝑝

11
12 (log 𝑝) 1

4

with probability at least 1 − 𝐶′𝑝−6.
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Note that the size of the set |{𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1}| can be calculated from the empirical dis-

tribution 𝜇̂. Also, Lemma 3.4.3 connects 𝜇̂ with 𝜇∗. Hence, it is expected that we should be

able to find a concentration result for |{𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1}|. However, there are several tech-

nical issues that need to be addressed in order to prove Lemma 3.4.4. Hence, the complete

proof of this lemma will appear in Section 3.6.6.

Using Lemma 3.4.4, it is straightforward to confirm that

|K1 | ≤ 𝐶𝑝11/12(log 𝑝)1/4

with probability at least 1 − 𝐶′𝑝−7 for some 𝐶,𝐶′ > 0.

2. Bounding K2: To find an upper bound for the size of the set K2, consider the following two

sets:

T1 = {𝑘 : 𝛽𝑘 ≠ 0}

and

T2(𝜅0) = {𝑘 : |𝑔( 𝜷̂)𝑘 | ∈ [1 − 𝜅0, 1]}.

First note that

T1 ⊂ T2 and K2 = T2/T1.

Our first goal is to show that 1
𝑝
|T1 | and 1

𝑝
|T2 | are close to each other. The following two

lemmas enable us to compare the two sets.

Lemma 3.4.5 (Theorem A.4 in [114]). Under Assumptions A1-A5 and B1-B5, there exist

constants 𝐶,𝐶′, 𝑐 > 0 such that for all 𝜖 ∈ (0, 1],

P

(
1
𝑝

𝑝∑︁
𝑘=1

1{|𝑔( 𝜷̂)𝑘 |≥1−𝜖} ≥ 𝑠∗ + 𝐶𝜖
)
≤ 𝐶′𝜖−3𝑒−𝑐𝑛𝜖

6
.

Lemma 3.4.6 (Theorem A.5 in [114]). Under the same assumptions as the above theorem,
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there exist constants 𝐶, 𝑐 > 0 such that for all 𝜖 ∈ (0, 1] we have

P
(
| 1
𝑝
∥ 𝜷̂∥0 − 𝑠∗ | ≥ 𝜖

)
≤ 𝐶𝜖−6𝑒−𝑐𝑛𝜖

6
.

We should mention that the above two lemmas were originally proved in [45] for the LASSO

problem. Theorems A.4 and A.5 of [114] are the extensions of the results of [45] and their

proof strategies are the same.

From Lemma 3.4.6 and Lemma 3.4.5, it follows that, for some constant 𝐶, 𝑐1, 𝑐2,

| 1
𝑝
|T1 | − 𝑠∗ | ≤ 𝜅0 and

1
𝑝
|T2(𝜅0) | − 𝑠∗ ≤ 𝐶𝜅0

with probability at least 1 − 2𝑐1

𝜅6
0

exp(−𝑐2𝑝𝜅
6
0). Here 𝑠∗ ∈ [0, 1] is the constant in Lemma

3.4.5. Setting 𝜅0 = ( 8 log 𝑝
𝑐2𝑝
)1/6, using the above concentration, we obtain

|K2 | ≤ |T1 \ T2 | ≤ 𝐶𝑝5/6(log 𝑝)1/6

with probability at least 1 − 𝐶′𝑝−7.

3. To obtain an upper bound for |K3 |, let 𝑔( 𝜷̂), 𝑔( 𝜷̂\𝑖) denote the sub-gradients of the LASSO

penalty defined in (3.11). Note that |𝑔( 𝜷̂)𝑘 | = 1 and |𝑔( 𝜷̂\𝑖,𝑘 ) | ≤ 1 − 𝜅0 for 𝑘 ∈ K3, and

hence

|𝑔( 𝜷̂)𝑘 − 𝑔( 𝜷̂\𝑖)𝑘 | ≥ 𝜅0 for 𝑘 ∈ K3.
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Thus

√︃
𝜅2

0 |K3 | ≤
√︄ ∑︁
𝑘∈K3

|𝑔( 𝜷̂)𝑘 − 𝑔( 𝜷̂\𝑖)𝑘 |2

≤


𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)


≤ 2| ¤ℓ𝑖 ( 𝜷̂) |∥𝒙𝑖∥

𝜆(1 − 𝜂)

≤ 𝐶polylog(𝑝)
𝜆(1 − 𝜂)

with probability at least 1 − 𝑞𝑛 − e−𝑐𝑝. The penultimate line follows from Part 4 of Lemma

3.3.4, and the last line uses Assumption A4 and Lemma 1.6.15. Therefore

|K3 | ≤
𝐶polylog(𝑝)
𝜅2

0𝜆
2(1 − 𝜂)2

=
𝐶polylog(𝑝)
𝜆2(1 − 𝜂)2

𝑝
1
3 ≤ 𝐶𝑝 11

12

with probability at least 1 − 𝑞𝑛 − e−𝑐𝑝, provided 𝜆2(1 − 𝜂)2 = 𝜔(𝑝− 7
12 )

Note that the same arguments hold for all 1 ≤ 𝑖 ≤ 𝑛. By cases 1-3 above, along with (3.49), we

have proved that

max
1≤𝑖≤𝑛

| (B1,𝑖 ∪ B0,𝑖)𝑐 | ≤ 𝐶𝑝11/12(log 𝑝)1/4 (3.50)

with probability at least 1 − 𝐶𝑝−6 − 𝑞𝑛 − e−𝑐𝑝, for sufficiently large 𝑝.

The last step of the proof is to bound |B1,𝑖/B1,𝑖,+ | := |B1,𝑖,− |. The proof follows the arguments

made for K3 above. More precisely, note that

|𝑔( 𝜷̂)𝑘 − 𝑔( 𝜷̂\𝑖)𝑘 | = 2 for 𝑘 ∈ B1,𝑖,−.
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Thus

max
1≤𝑖≤𝑛

√︁
4|B1,𝑖,− | = max

1≤𝑖≤𝑛

√︄ ∑︁
𝑘∈B1,𝑖,−

|𝑔( 𝜷̂)𝑘 − 𝑔( 𝜷̂\𝑖)𝑘 |2

≤ max
1≤𝑖≤𝑛

∥𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)∥

≤ 2∥𝒙𝑖∥| ¤ℓ𝑖 ( 𝜷̂) |
𝜆(1 − 𝜂)

≤ 𝐶polylog(𝑝)
𝜆(1 − 𝜂)

with probability at least 1 − 𝑞𝑛 − e−𝑐𝑝, for sufficiently large 𝑝. The last inequality again follows

from Part 4 of Lemma 3.3.4. Hence with probability at least 1 − 𝑞𝑛 − e−𝑐𝑝 we have

max
1≤𝑖≤𝑛

|B1,𝑖,− | ≤
𝐶polylog(𝑝)
𝜆2(1 − 𝜂)2

≤ 𝐶𝑝 7
12 polylog(𝑝)

provided 𝜆2(1 − 𝜂)2 = 𝜔(𝑝− 7
12 ). Since B1,𝑖,+ = B1,𝑖 \ B1,𝑖,−, we therefore have from (3.50) that

max
1≤𝑖≤𝑛

| (B1,𝑖,+ ∪ B0,𝑖)𝑐 | ≤ 𝐶𝑝11/12(log 𝑝)1/4

with probability at least 1 −𝐶𝑝−6 − 𝑞𝑛 − e−𝑐𝑝, for sufficiently large 𝑝. This finishes the proof. □

3.5 Conclusion

In this chapter, we have introduced a novel theoretical framework that offers error bounds for

the disparity between the computationally intensive leave-one-out risk estimate (LO) and its more

computationally efficient approximation (ALO). We focus in a regime where 𝑛/𝑝 and SNR remain

fixed and bounded regardless of how large 𝑛 and 𝑝 growth. For problems in the generalized linear

model family such as linear Gaussian, Poisson and logistic, we bound the error between ALO

and LO in terms of intuitive metrics such as perturbation size of leave-𝑖-out active sets. Next, for

least squares problems with elastic-net regularization, we show that these purturbations scales sub-

linearly with 𝑛 and 𝑝, and consequently, the difference |ALO − LO| approaches zero as 𝑛, 𝑝 →∞.
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3.6 Detailed Proofs

3.6.1 Proof of Lemma 3.3.4

The elastic net objective function is

ℎ(𝜷) =
𝑛∑︁
𝑗=1
ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆(1 − 𝜂)

𝑝∑︁
𝑖=1
|𝛽𝑖 | + 𝜆𝜂𝜷⊤𝜷

and its surrogate smoothed objective function is

ℎ𝛼 (𝜷) =
𝑛∑︁
𝑗=1
ℓ(𝑦𝑖, 𝒙⊤𝑖 𝜷) + 𝜆(1 − 𝜂)

𝑝∑︁
𝑖=1

𝑟
(1)
𝛼 (𝛽𝑖) + 𝜆𝜂𝜷⊤𝜷.

where 𝑟 (1)𝛼 is defined in (3.15).

1. According to Lemma 3.3.2,

sup
𝜷
|ℎ(𝜷) − ℎ𝛼 (𝜷) | ≤

2𝜆(1 − 𝜂)𝑝(log 2)
𝛼

Hence,

0 ≤ ℎ𝛼 ( 𝜷̂) − ℎ𝛼 ( 𝜷̂𝛼)

= ℎ𝛼 ( 𝜷̂) − ℎ( 𝜷̂𝛼) + ℎ( 𝜷̂𝛼) − ℎ𝛼 ( 𝜷̂𝛼)

≤ ℎ𝛼 ( 𝜷̂) − ℎ( 𝜷̂) +
2𝜆(1 − 𝜂)𝑝(log 2)

𝛼

≤ 4𝑝𝜆(1 − 𝜂) (log 2)
𝛼

. (3.51)

In the first and second inequalities above, we have used the facts that 𝜷̂ and 𝜷̂𝛼 are the

optimizers of ℎ(𝜷) and ℎ𝛼 (𝜷) respectively. By the Taylor series expansion at 𝒛 = 𝜷̂𝛼, we
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obtain

ℎ𝛼 ( 𝜷̂) − ℎ𝛼 ( 𝜷̂𝛼)

= ∇ℎ𝛼 ( 𝜷̂𝛼)⊤( 𝜷̂ − 𝜷̂𝛼) + 1
2
( 𝜷̂ − 𝜷̂𝛼)⊤∇2ℎ𝛼 (𝝃) ( 𝜷̂ − 𝜷̂𝛼)

= ( 𝜷̂ − 𝜷̂𝛼)⊤∇2ℎ𝛼 (𝝃) ( 𝜷̂ − 𝜷̂𝛼)/2

≥ 𝜆𝜂∥ 𝜷̂ − 𝜷̂𝛼∥2. (3.52)

Here 𝝃 = 𝑡 𝜷̂𝛼 + (1− 𝑡) 𝜷̂ for some 𝑡 ∈ [0, 1]. Note that to obtain the second equality, we have

used the fact that ∇ℎ𝛼 ( 𝜷̂𝛼) = 0 due to the optimality of 𝜷̂𝛼. The last line of (3.52) is due to

the existence of the ridge penalty term 𝜆𝜂∥𝜷∥2 in ℎ𝛼. Comparing (3.52) and (3.51), one has

that

∥ 𝜷̂ − 𝜷̂𝛼∥ ≤

√︄
4𝑝(1 − 𝜂) (log 2)

𝛼𝜂
≤

√︄
4𝑝(log 2)

𝛼𝜂
(3.53)

Using a similar approach we can also prove that

∥ 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖∥ ≤

√︄
4𝑝(log 2)

𝛼𝜂
.

This finishes the proof of Part 1.

2. Consider the first-order optimality equations of 𝜷̂𝛼 and 𝜷̂𝛼\𝑖:

∑︁
𝑗

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂𝛼) + 𝜆(1 − 𝜂) ¤𝑟 (1)𝛼 ( 𝜷̂𝛼) + 𝜆𝜂 𝜷̂𝛼 = 0∑︁
𝑗≠𝑖

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂𝛼\𝑖) + 𝜆(1 − 𝜂) ¤𝑟
(1)
𝛼 ( 𝜷̂𝛼\𝑖) + 𝜆𝜂 𝜷̂

𝛼
\𝑖 = 0.

123



By subtracting one from the other we have

0 =
∑︁
𝑗≠𝑖

𝒙 𝑗 [ ¤ℓ 𝑗 ( 𝜷̂𝛼) − ¤ℓ 𝑗 ( 𝜷̂𝛼\𝑖)] + 𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂
𝛼)

+ 𝜆(1 − 𝜂) [ ¤𝑟 (1)𝛼 ( 𝜷̂𝛼) − ¤𝑟 (1)𝛼 ( 𝜷̂𝛼\𝑖)] + 2𝜆𝜂
(
𝜷̂𝛼 − 𝜷̂𝛼\𝑖

)
.

It is straightforward to simplify this expression by using the mean value theorem for ¤ℓ 𝑗 ( 𝜷̂𝛼)−
¤ℓ 𝑗 ( 𝜷̂𝛼\𝑖) and ¤𝑟 (1)𝛼 ( 𝜷̂𝛼) − ¤𝑟 (1)𝛼 ( 𝜷̂𝛼\𝑖):[

𝑿⊤\𝑖diag[( ¥ℓ𝛼\𝑖)]𝑿\𝑖 + 𝜆(1 − 𝜂)diag[ ¥𝒓 (1)
𝛼\𝑖)] + 2𝜆𝜂I𝑝

] (
𝜷̂𝛼 − 𝜷̂𝛼\𝑖

)
= −𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂𝛼). (3.54)

In this equation, 𝑿\𝑖 is identical to 𝑿, except for the removal of the 𝑖th row. As expected

from the mean value theorem, in each diagonal element of the two terms diag[( ¥ℓ𝛼\𝑖)] and

diag[ ¥𝒓 (1)
𝛼\𝑖] the second derivative of ℓ and 𝑟 are calculated at a point 𝜉 = 𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖

for some 𝑡 ∈ [0, 1]. The choice of 𝑡 can be different for different diagonal elements and is

dictated by the mean value theorem. Defining diag[ ¥𝒓𝛼] := (1 − 𝜂)diag[ ¥𝒓 (1)
𝛼\𝑖] + 2𝜂I𝑝, it is

straightforward to use (3.54) and obtain

∥ 𝜷̂𝛼 − 𝜷̂𝛼\𝑖∥ ≤




[𝑿⊤\𝑖diag[( ¥ℓ𝛼\𝑖)]𝑿\𝑖 + 𝜆diag[ ¥𝒓𝛼]

]−1




∥𝒙𝑖∥| ¤ℓ𝑖 ( 𝜷̂𝛼) |

≤ |
¤ℓ𝑖 ( 𝜷̂𝛼) |∥𝒙𝑖∥

2𝜆𝜂
,

where the last inequality is because of the existence of 2𝜂I𝑝 in diag[ ¥𝒓𝛼].

3. According to Part 1, lim𝛼→∞ 𝜷̂𝛼\𝑖 = 𝜷̂\𝑖, ∀0 ≤ 𝑖 ≤ 𝑛. The result then follows by letting

𝛼→∞ in Part 2, and using the fact that ¤ℓ is continuous.
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4. By Part 3,

∥ 𝜷̂ − 𝜷̂\𝑖∥ ≤
| ¤ℓ( 𝜷̂) |∥𝒙𝑖∥

2𝜆𝜂
(3.55)

Note that the first order optimaility equations of 𝜷̂ and 𝜷̂\𝑖 are:

∑︁
𝑗

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂) + 𝜆(1 − 𝜂)𝑔( 𝜷̂) + 2𝜆𝜂 𝜷̂ = 0∑︁
𝑗≠𝑖

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂\𝑖) + 𝜆(1 − 𝜂)𝑔( 𝜷̂\𝑖) + 2𝜆𝜂 𝜷̂\𝑖 = 0.

By subtracting one from another and applying the mean value theorem we have

𝜆(1 − 𝜂) [𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)]

= −
∑︁
𝑗≠𝑖

𝒙 𝑗
(
¤ℓ 𝑗 ( 𝜷̂) − ¤ℓ 𝑗 ( 𝜷̂\𝑖)

)
− 𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂) − 2𝜆𝜂( 𝜷̂ − 𝜷̂\𝑖)

= −
[
𝑿⊤\𝑖diag[ ¥ℓ]𝑿\𝑖 + 2𝜆𝜂I𝑝

]
( 𝜷̂ − 𝜷̂\𝑖) − 𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂).

Here, we have defined ¥ℓ as it was in the proof of Part 2. Under the event that

{sup
𝑖

sup
𝑗≠𝑖

sup
𝑡∈[0,1]

¥ℓ𝑖 (𝑡 𝜷̂ + (1 − 𝑡) 𝜷̂\𝑖) ≤ polylog(𝑛),

∥𝑿⊤𝑿∥ ≤ (√𝛾0 + 3)2𝐶𝑋 ,

sup
𝑖

∥𝒙𝑖∥ ≤ 2
√︁
𝐶𝑋 ,

sup
𝑖

| ¤ℓ𝑖 ( 𝜷̂) | ≤ polylog(𝑛)}

with probability at least 1 − 𝑞𝑛 − e−𝑝 − 𝑞𝑛 − 𝑛𝑒−𝑝/2 according to Assumption A4, Lemma

125



1.6.15 and Lemma 1.6.14, we have

𝜆(1 − 𝜂)∥𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)∥

≤ (polylog(𝑛)∥𝑿⊤𝑿∥ + 2𝜆𝜂)∥ 𝜷̂ − 𝜷̂\𝑖∥ + ∥𝒙𝑖∥| ¤ℓ𝑖 ( 𝜷̂) |

≤
(
(√𝛾0 + 3)2𝐶𝑋polylog(𝑛)

2𝜆𝜂
+ 2

)
∥𝒙𝑖∥| ¤ℓ𝑖 ( 𝜷̂) |

≤ polylog(𝑛)
𝜆𝜂

where in the second inequality we also used (3.55). Combining the above results we have

max
1≤𝑖≤𝑛
∥𝑔( 𝜷̂) − 𝑔( 𝜷̂\𝑖)∥ ≤

polylog(𝑛)
𝜆2𝜂(1 − 𝜂)

with probability at least 1 − 𝑞𝑛 − e−𝑝 − 𝑞𝑛 − 𝑛𝑒−𝑝/2.

5. (𝑘 ∈ S (1)) We only provide a proof for 𝜷̂ and 𝜷̂𝛼, since the arguments are exactly the same

for the leave-one-out estimators 𝜷̂\𝑖 and 𝜷̂𝛼\𝑖.

For 𝑘 ∈ S (1) , we have |𝛽𝑘 | > 𝜅1 so

|𝛽𝛼𝑘 | ≥ |𝛽𝑘 | − ∥ 𝜷̂ − 𝜷̂𝛼∥ ≥ 𝜅1 −

√︄
4𝑝(1 − 𝜂) log 2

𝛼𝜂
≥ 𝜅1

2

provided that 𝛼𝜂𝜅2
1 ≥ 16(1 − 𝜂) (log 2)𝑝. The second inequality uses (3.53) to bound

∥ 𝜷̂ − 𝜷̂𝛼∥.

6. (𝑘 ∈ S (0)) From the first order optimality conditions on 𝜷̂\𝑖 and 𝜷̂𝛼\𝑖, we have

∑︁
𝑗≠𝑖

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂\𝑖) + 𝜆(1 − 𝜂)𝑔( 𝜷̂\𝑖) + 2𝜆𝜂 𝜷̂\𝑖 = 0∑︁
𝑗≠𝑖

𝒙 𝑗 ¤ℓ 𝑗 ( 𝜷̂𝛼\𝑖) + 𝜆(1 − 𝜂)∇𝑟
(1)
𝛼 ( 𝜷̂𝛼\𝑖) + 2𝜆𝜂 𝜷̂𝛼\𝑖 = 0.
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By subtracting the two equalities we obtain

∇𝑟 (1)𝛼 ( 𝜷̂𝛼\𝑖) − 𝑔( 𝜷̂\𝑖)

=
1

𝜆(1 − 𝜂) ×
(∑︁
𝑗≠𝑖

𝒙 𝑗 ( ¤ℓ 𝑗 ( 𝜷̂\𝑖) − ¤ℓ 𝑗 ( 𝜷̂𝛼\𝑖)) + 2𝜆𝜂( 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖)
)

=
1

𝜆(1 − 𝜂) ×
(
𝑿⊤\𝑖diag[ ¥ℓ 𝑗 (𝝃𝑖)] 𝑗≠𝑖𝑿\𝑖 + 2𝜆𝜂I𝑝

)
( 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖) (3.56)

The last line follows from the mean value theorem applied to ¤ℓ(·), and 𝝃𝛼
𝑖
= 𝑡 𝜷̂\𝑖 + (1− 𝑡) 𝜷̂𝛼\𝑖

for some 𝑡 ∈ [0, 1], where 𝑡 can be different for different 𝑖, 𝑗 . By Parts 1-3, we have ∀𝑖, 𝝃𝑖

lies in set D in Assumption A4 for large enough 𝑝. To see this, let 𝝃𝑖 := 𝑡 𝜷̂\𝑖 + (1 − 𝑡) 𝜷̂\𝑖.

By definition of D, 𝝃𝑖 ∈ D. Now since

∥𝝃𝛼𝑖 − 𝝃𝑖∥2 = (1 − 𝑡)∥ 𝜷̂𝛼\𝑖 − 𝜷̂\𝑖∥2 ≤

√︄
4𝑝(log 2)

𝛼𝜂
,

the difference can be arbitrarily small for large 𝑝, when we assume 𝛼𝜂 = 𝜔(𝑝). So there

exists 𝑝0 such that ∀𝑝 ≥ 𝑝0, ∥𝝃𝛼
𝑖
− 𝝃𝑖∥2 ≤

★
𝜖 , i.e. 𝝃𝛼

𝑖
∈ D.

So max0≤𝑖≤𝑛, 𝑗≠𝑖 ¥ℓ 𝑗 (𝝃𝑖) ≤ polylog(𝑛) with probabilty at least 1 − 𝑞𝑛.3 Then we have

max
0≤𝑖≤𝑛
∥∇𝑟 (1)𝛼 ( 𝜷̂𝛼\𝑖) − 𝑔( 𝜷̂\𝑖)∥

≤ 1
𝜆(1 − 𝜂) ( max

0≤𝑖≤𝑛, 𝑗≠𝑖
| ¥ℓ 𝑗 (𝝃𝑖) |∥𝑿⊤𝑿∥ + 2𝜆𝜂)∥ 𝜷̂\𝑖 − 𝜷̂𝛼\𝑖∥

≤ 1
𝜆(1 − 𝜂) (polylog(𝑛) × (√𝛾0 + 3)2𝐶𝑋 + 2𝜆𝜂)

√︄
4𝑝(1 − 𝜂) (log 2)

𝛼𝜂

≤polylog(𝑛)
𝜆(1 − 𝜂)

√︄
𝑝(1 − 𝜂)
𝛼𝜂

(3.57)

with probability at least 1 − 𝑞𝑛 − 𝑒−𝑝. The second inequality uses Lemma 1.6.14 to bound

∥𝑿⊤𝑿∥ and Part 1 to bound ∥ 𝜷̂−𝜷̂𝛼∥. The last line uses boundedness of 𝜆 and 𝜂 (Assumption

3Please note that for notational simplicity we use the same notation for all the terms that are polynomial functions
of log(𝑛), and have dropped the subscript 2 of the term polylog(𝑛) that appeared in Assumption A4.
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A5) to absorb 2𝜆𝜂 into the constant 𝐶.

Without loss of generality we assume that 0 < 𝑔( 𝜷̂)𝑘 ≤ 1 − 𝜅0 (negative subgradients can be

handled similarly). We first obtain

∇𝑟 (1)𝛼 ( 𝜷̂𝛼\𝑖)𝑘 − 1 =
𝑒
𝛼𝛽𝛼\𝑖,𝑘 − 𝑒−𝛼𝛽

𝛼
\𝑖,𝑘

𝑒
𝛼𝛽𝛼\𝑖,𝑘 + 𝑒−𝛼𝛽

𝛼
\𝑖,𝑘 + 2

− 1

= − 2

1 + 𝑒𝛼𝛽
𝛼
\𝑖,𝑘
.

It follows from (3.57) that, with probability at least 1 − 𝑞𝑛 − e−𝑝, ∀𝑖 ≥ 0, 𝑘 ∈ [𝑝]:

−polylog(𝑛)
𝜆(1 − 𝜂)

√︄
𝑝(1 − 𝜂)
𝛼𝜂

≤ 1 − 𝑔( 𝜷̂\𝑖)𝑘 −
2

1 + 𝑒𝛼𝛽
𝛼
\𝑖,𝑘

≤ polylog(𝑛)
𝜆(1 − 𝜂)

√︄
𝑝(1 − 𝜂)
𝛼𝜂

(3.58)

By rearranging the terms in the second inequality of (3.58) and using the fact that 1−𝑔( 𝜷̂\𝑖)𝑘 ≥

𝜅0, we obtain

𝜅0 −
polylog(𝑛)
𝜆(1 − 𝜂)

√︄
(1 − 𝜂)
𝛼𝜂

≤ 2

1 + 𝑒𝛼𝛽
𝛼
\𝑖,𝑘
≤ 2𝑒−𝛼𝛽

𝛼
\𝑖,𝑘

Therefore

𝛽𝛼\𝑖,𝑘 ≤
1
𝛼

(
log 2 − log

[
𝜅0 −

polylog(𝑛)
𝜆(1 − 𝜂)

√︄
𝑝(1 − 𝜂)
𝛼𝜂

])

By our assumption that 𝛼 = 𝜔

(
𝑛polylog(𝑛)
𝜅2

0𝜆
2 (1−𝜂)𝜂

)
, we have

𝜅0 −
polylog(𝑛)
𝜆(1 − 𝜂)

√︄
𝑝(1 − 𝜂)
𝛼𝜂

≥ 1
2
𝜅0,
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therefore with probability at least 1 − 𝑞𝑛 − e−𝑝, ∀𝑖 ≥ 0, 𝑘 ∈ S (0)\𝑖 :

𝛽𝛼\𝑖,𝑘 ≤
1
𝛼

(
log 2 − log

(
1
2
𝜅0

))
=

1
𝛼

log
(

4
𝜅0

)
.

Using a symmetric argument on the case of negative subgradients, we conclude that

max
0≤𝑖≤𝑛

max
𝑘∈S (0)\𝑖

|𝛽𝛼\𝑖,𝑘 | ≤
1
𝛼

log
(

4
𝜅0

)
with probability at least 1 − 𝑞𝑛 − e−𝑝. □

3.6.2 Proof of Lemma 3.3.5

Recall that the penalty function is

𝑟𝛼 (𝑧) = 𝜂𝑧2 + 1 − 𝜂
𝛼
· (log(1 + 𝑒𝛼𝑧) + log(1 + 𝑒−𝛼𝑧)) ,

It can be verified that

¥𝑟𝛼 (𝑧) = 2𝜂 + (1 − 𝜂) · 2𝛼
𝑒𝛼𝑧 + 𝑒−𝛼𝑧 + 2

. (3.59)

We have ∫ 1

0
¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 − 𝑡Δ

𝛼
\𝑖,𝑘 )𝑑𝑡 =

¤𝑟𝛼 (𝛽𝛼𝑘 ) − ¤𝑟𝛼 (𝛽
𝛼
\𝑖,𝑘 )

𝛽𝛼
𝑘
− 𝛽𝛼\𝑖,𝑘

.

Note that ¤𝑟𝛼 (𝑧) = 2𝜂𝑧 + (1− 𝜂)
(
1 − 2

1+𝑒𝛼𝑧
)

is an increasing odd function, concave on [0,+∞) and

convex on (−∞, 0]. Furthermore, using the fact that 1
4𝑒
−𝑥 ≤ 𝑒𝑥

(1+𝑒𝑥)2 ≤ 𝑒
−𝑥 for 𝑥 ≥ 0, we have, for

𝑧 ≥ 0:

¥𝑟𝛼 (𝑧) ≥ 2𝜂 + 1
2
𝛼(1 − 𝜂)𝑒−𝛼𝑧, (3.60)
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and

¥𝑟𝛼 (𝑧) ≤ 2𝜂 + 2𝛼(1 − 𝜂)𝑒−𝛼𝑧 . (3.61)

With this background, we can now state the proof of each part.

1. (𝑘 ∈ B0,𝑖): By Part 6 of Lemma 3.3.4, for large enough 𝑝, with probability at least 1−𝑞𝑛−𝑒−𝑝

we have ∀𝑖,∀𝑘 ∈ B0,𝑖:

max
{
|𝛽𝛼𝑘 |, |𝛽

𝛼
\𝑖,𝑘 |

}
≤ 1
𝛼

log
(

4
𝜅0

)
.

With the same probability we then have

∫ 1

0
¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 − 𝑡Δ

𝛼
\𝑖,𝑘 )𝑑𝑡

(𝑎)
≥ ¥𝑟𝛼 (

1
𝛼

log( 4
𝜅0
))

(𝑏)
≥ 2𝜂 + 1

2
𝛼(1 − 𝜂) 𝜅0

4

= 2𝜂 + 1
8
𝛼(1 − 𝜂)𝜅0.

Inequality (a) is because ¥𝑟𝛼 (𝑧) is decreasing in |𝑧 |. Inequality (b) uses (3.61).

2. (𝑘 ∈ B0,𝑖): An argument similar to the one presented for part (1) proves

¥𝑟𝛼 (𝛽𝛼𝑘 ) ≥ 2𝜂 + 1
8
𝛼(1 − 𝜂)𝜅0.

with probability at least 1 − 𝑞𝑛 − 𝑒−𝑝.

3. (𝑘 ∈ B1,𝑖,+):

2𝜂 ≤
∫ 1

0
¥𝑟𝛼 (𝛽𝛼\𝑖,𝑘 − 𝑡Δ

𝛼
\𝑖,𝑘 )𝑑𝑡

≤ ¥𝑟𝛼
( 𝜅1

2

)
≤ 2𝜂 + 2𝛼𝑒−

1
2𝛼𝜅1 .
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4. (𝑘 ∈ B1,𝑖,+): Similarly we have

2𝜂 ≤ ¥𝑟𝛼 (𝛽𝛼𝑘 ) ≤ 2𝜂 + 2𝛼𝑒−
1
2𝛼𝜅1 .

5. (𝑘 ∈ B1,𝑖,+): The proof is identical to 4) by substituting 𝜷̂𝛼 with 𝜷̂𝛼\𝑖.

3.6.3 Proof of Theorem 3.3.6

We begin with the proof of (3.31). To simplify notation we will use the compact notation

¥𝑳\𝑖 and ¥𝑹\𝑖 to denote the diagonal matrices diag[
∫ 1

0
¥ℓ\𝑖 (𝜽 (𝑡))𝑑𝑡] and diag[

∫ 1
0 ¥𝒓𝛼 (𝜽 (𝑡))𝑑𝑡] respec-

tively, where 𝜽 (𝑡) = 𝑡 𝜷̂𝛼 + (1− 𝑡) 𝜷̂𝛼\𝑖. We also fix an index 𝑖 and write B1,+ and B0 to denote B1,𝑖,+

and B0,𝑖 respectively.

Plugging in 𝜽 = 𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖, with a possible permutation of the rows and columns of

𝑮\𝑖 (𝜽), by (3.22), we have that

∫ 1

0
𝑮\𝑖 (𝜽 (𝑡))𝑑𝑡 =:

©­­«
𝑨 𝑩

𝑩⊤ 𝑪

ª®®¬
=

©­­«
𝜆 ¥𝑹\𝑖,B𝑐0 + 𝑿⊤\𝑖,B𝑐0

¥𝑳\𝑖𝑿\𝑖,B𝑐0 𝑿⊤\𝑖,B𝑐0
¥𝑳\𝑖𝑿\𝑖,B0

𝑿⊤\𝑖,B0
¥𝑳\𝑖𝑿\𝑖,B𝑐0 𝜆 ¥𝑹\𝑖,B0 + 𝑿⊤\𝑖,B0

¥𝑳\𝑖𝑿\𝑖,B0

ª®®¬ .
By the block matrix inversion lemma, i.e. Lemma 1.6.3, we have

(∫ 1

0
𝑮\𝑖 (𝜽 (𝑡))𝑑𝑡

)−1

=
©­­«
𝑨−1 + 𝑨−1𝑩𝑫𝑩⊤𝑨−1 −𝑨−1𝑩𝑫

−𝑫𝑩⊤𝑨−1 𝑫

ª®®¬
where 𝑫 := (𝑪 − 𝑩⊤𝑨−1𝑩)−1. We will now estimate the norms of each of these terms separately,

using Lemma 3.3.5.
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Bounding ∥𝑨−1∥: Note that for 𝜽 (𝑡) = 𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖, we have

𝜎min(𝑨) = 𝜎min

(
𝜆 ¥𝑹\𝑖,B𝑐0 + 𝑿⊤\𝑖,B𝑐0

¥𝑳\𝑖𝑿\𝑖,B𝑐0
)

(𝑎)
≥ 𝜎min

(
𝜆 ¥𝑹\𝑖,B𝑐0

)
≥ 2𝜆𝜂,

where for inequality (a) we have used the fact that the matrix 𝑿⊤\𝑖,B𝑐0
¥𝑳\𝑖𝑿\𝑖,B𝑐0 is positive semidefi-

nite because of the convexity of the loss function. Hence,

∥𝑨−1∥ = 1
𝜎min(𝑨)

≤ (2𝜆𝜂)−1. (3.62)

Bounding ∥𝑩∥: If S𝑝−1 denotes the unit sphere in R𝑝, then we can write the cross term

∥𝑩∥ = sup
𝒖∈S | B

𝑐
0 | ,𝒗∈S | B0 |

𝒖⊤𝑩𝒗

≤ sup
𝒖∈S | B

𝑐
0 | ,𝒗∈S | B0 |

𝒖⊤
(
𝑿⊤\𝑖,B𝑐0

¥𝑳\𝑖𝑿\𝑖,B0

)
𝒗

≤ sup
𝒖̃,𝒗̃∈S𝑝

𝒖̃⊤
(
𝑿⊤\𝑖
¥𝑳\𝑖𝑿\𝑖

)
𝒗̃

≤ max
𝑗≠𝑖

1∫
0

¥ℓ 𝑗 (𝜽 (𝑡))𝑑𝑡∥𝑿⊤\𝑖𝑿\𝑖∥

≤ polylog(𝑛)∥𝑿⊤𝑿∥ (3.63)

In the third line above we define 𝒖̃ and 𝒗̃ based on 𝒖 and 𝒗 as follows. Let B𝑐0 = { 𝑗1, . . . , 𝑗 |B𝑐0 |}.

Then we define 𝒖̃ 𝑗𝑘 = 𝒖𝑘 for 𝑘 ∈ [|B𝑐0 |], and 𝒖̃ 𝑗 = 0 for all 𝑗 ∈ B0. 𝒗̃ is defined similarly. Note

that 𝒖̃, 𝒗̃ ∈ S𝑝−1 so that the supremum in the next line is justified. In the last line we use the second

part of (3.7), in conjunction with part 1) of Lemma 3.3.4.4

4Please note that as mentioned before, for notational simplicity, we have dropped the subscript of the term
polylog(𝑛) that appeared in the second part of (3.7), use the same notation for all the terms that are polynomial
functions of log(𝑛).

132



Bounding ∥𝑫∥: By the repeated usage of Weyl’s theorem, i.e., Lemma 1.6.1, we have

𝜎min(𝑪 − 𝑩⊤𝑨−1𝑩)

≥ 𝜆min
{∫ 1

0
¥𝑟𝛼 (𝜽 (𝑡))𝑘𝑑𝑡 : 𝑘 ∈ B0

}
− ∥𝑩∥2∥𝑨−1∥

≥ 𝜆min
{∫ 1

0
¥𝑟𝛼 (𝜽 (𝑡))𝑘𝑑𝑡 : 𝑘 ∈ B0

}
− (polylog(𝑛)∥𝑿⊤𝑿∥)2

2𝜆𝜂
, (3.64)

where in the last line we use the upper bounds on ∥𝑩∥ and ∥𝑨−1∥ we obtained above. From

Lemma 3.3.5 we have

min
𝑘∈B0

∫ 1

0
¥𝑟𝛼 (𝜽 (𝑡))𝑘𝑑𝑡 ≥ 2𝜂 + 1

8
𝛼(1 − 𝜂)𝜅0, (3.65)

By combining (3.64) and (3.65) we obtain

𝜎min(𝑪 − 𝑩⊤𝑨−1𝑩) ≥ 𝜆𝛼
16
(1 − 𝜂)𝜅0. (3.66)

provided

2𝜆𝜂 + 𝜆𝛼
16
(1 − 𝜂)𝜅0 ≥

(polylog(𝑛)∥𝑿⊤𝑿∥)2
2𝜆𝜂

Note that according to Lemma 1.6.14, ∥𝑿⊤𝑿∥ is bounded by a constant with probability at least

1−e−𝑝. By the assumptions of this theorem, we know that 𝛼 grows fast enough, and thus the above

event holds with probability at least 1 − e−𝑝.

Hence, under the event ∥𝑿⊤𝑿∥ ≤ (
√︁
𝛾0 + 3)2𝐶𝑋 := 𝐶, which occurs with probability at least

1 − e−𝑝, we expect ∥𝑫∥ to go to zero as 𝛼→∞. Therefore,

∥𝑫∥ = ∥(𝑪 − 𝑩⊤𝑨−1𝑩)−1∥

= (𝜎min(𝑪 − 𝑩⊤𝑨−1𝑩))−1 ≤ 16
𝜆𝛼(1 − 𝜂)𝜅0

. (3.67)
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By the block matrix inversion lemma,

��𝒙⊤𝑖 (∫ 1

0
𝑮\𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)𝑑𝑡

)−1

𝒙𝑖

− 𝒙⊤𝑖,B𝑐0 (𝜆diag[ ¥̄𝒓𝛼\𝑖B𝑐0 ]) + 𝑿⊤\𝑖,B𝑐0
diag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,B𝑐0 )

−1𝒙𝑖,B𝑐0
��

=
��𝒙⊤𝑖 ©­­«

𝑨−1 + 𝑨−1𝑩𝑫𝑩⊤𝑨−1 −𝑨−1𝑩𝑫

−𝑫𝑩⊤𝑨−1 𝑫

ª®®¬ 𝒙𝑖 − 𝒙⊤𝑖,B𝑐0 𝑨−1𝒙𝑖,B𝑐0
��

≤ 𝒙⊤𝑖,B𝑐0
𝑨−1𝑩𝑫𝑩⊤𝑨−1𝒙𝑖,B𝑐0 + 2|𝒙⊤𝑖,B𝑐0 𝑨

−1𝑩𝑫𝒙𝑖,B0 |𝒙⊤𝑖,B0
𝑫𝒙𝑖,B0

≤ ∥𝒙𝑖,B𝑐0 ∥
2∥𝑨−1∥2∥𝑩∥2∥𝑫∥ + 2∥𝒙𝑖,B𝑐0 ∥∥𝑨

−1𝑩𝑫𝒙𝑖,B0 ∥ + ∥𝒙𝑖,B0 ∥2∥𝑫∥

≤ ∥𝒙𝑖∥2∥𝑨−1∥2∥𝑩∥2∥𝑫∥ + 2∥𝒙𝑖,B𝑐0 ∥∥𝑨
−1∥∥𝑩∥∥𝑫∥∥𝒙𝑖,B0 ∥ + ∥𝒙𝑖∥2∥𝑫∥

≤ ∥𝒙𝑖∥2∥𝑫∥(∥𝑨−1∥2∥𝑩∥2 + 2∥𝑨−1∥∥𝑩∥ + 1)

= ∥𝒙𝑖∥2∥𝑫∥(∥𝑨−1∥∥𝑩∥ + 1)2

≤ 16∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)𝜅0

(
polylog(𝑛)∥𝑿⊤𝑿∥

2𝜆𝜂
+ 1

)2
.

In the last step we use the previously derived bounds on the operator norms of 𝑨−1, 𝑩 and 𝑫, along

with the Cauchy-Schwarz inequality. As discussed before, this error will be small for large values

of 𝛼.

To show (3.32), we replace 𝜽 by 𝜷̂𝛼. The bounds then follow by the same steps with very minor

modifications.

3.6.4 Proof of Theorem 3.3.7

We will use the notation

𝜔𝑠 := ∥𝑿⊤𝑿∥ sup
𝑡∈[0,1]

max
1≤𝑖≤𝑛

¥ℓ𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖) ;

𝜌(𝛼) := 𝜆
(
2𝜂 + 𝛼(1 − 𝜂)𝜅0

8

)
. (3.68)

By the assumptions of the Theorem we define the following two events:
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1. A𝐿 := {Assumption A4 holds}

2. A𝑠 := {max1≤𝑖≤𝑛 |B𝑐0,𝑖 \ B1,𝑖,+ | ≤ 𝑑𝑛}

which hold with probabilities at least 1 − 𝑞𝑛 and 1 − 𝑞𝑛 respectively. We will prove the theorem

assuming that the two events above both hold, which by the union bound, happens with probability

at least 1 − 𝑞𝑛 − 𝑞𝑛.

Our strategy will be to bound the following quadratic forms:����𝒙⊤𝑖,F (𝜆diag[ ¥̄𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F − 𝒙⊤𝑖,B1,𝑖,+

(𝜆diag[ ¥̃𝒓𝛼\𝑖B1,𝑖,+
] + 𝑿⊤\𝑖,B1,𝑖,+

diag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,B1,𝑖,+)−1𝒙𝑖,B1,𝑖,+

����
≤ 𝑓 (𝑑𝑛), (3.69)

and similarly ����𝒙⊤𝑖,F (𝜆diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F − 𝒙⊤𝑖,B1,𝑖,+

(𝜆diag[ ¥̃𝒓𝛼\𝑖B1,𝑖,+
] + 𝑿⊤\𝑖,B1,𝑖,+

diag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,B1,𝑖,+)−1𝒙𝑖,B1,𝑖,+

����
≤ 𝑓 (𝑑𝑛) (3.70)

for a suitable function 𝑓 (·) of 𝑑𝑛, i.e., the cardinality of set differences.

In the rest of the proof, we fix an index 𝑖 and write B1,+ and B0 to denote B1,𝑖,+ and B0,𝑖

respectively. Consider the following decomposition

𝑯1 := 𝜆 diag[ ¥̄𝒓𝛼\𝑖B𝑐0 ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,F =
©­­«
𝑨1 𝑩1

𝑩⊤1 𝑪1

ª®®¬ (3.71)

that is obtained by a permutation of rows and columns such that the rows and columns of 𝑨1 belong

to B1,+, and rows and columns of 𝑪1 belong to F \B1,+. Define 𝜽 (𝑡) = 𝑡 𝜷̂𝛼 + (1− 𝑡) 𝜷̂𝛼\𝑖. Then, we
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have

𝑨1 = diag

[
𝜆

{∫ 1

0
¥𝑟𝛼 (𝜽 (𝑡))𝑑𝑡

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[∫ 1

0
¥ℓ\𝑖 (𝜽 (𝑡))𝑑𝑡

]
𝑿\𝑖,B1,+

𝑩1 = 𝑿⊤\𝑖,B1,+
diag

[∫ 1

0
¥ℓ\𝑖 (𝜽 (𝑡))𝑑𝑡

]
𝑿\𝑖,F\B1,+

𝑪1 = diag
[
𝜆

∫ 1

0
¥𝑟𝛼 (𝜽 (𝑡))F\B1,+)𝑑𝑡

]
+ 𝑿⊤\𝑖,F\B1,+

diag
[∫ 1

0
¥ℓ\𝑖 (𝜽 (𝑡))𝑑𝑡

]
𝑿\𝑖,F\B1,+ .

Similarly, we define 𝑨2, 𝑩2,𝑪2 in the following way:

𝑯2 := 𝜆 diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,F =
©­­«
𝑨2 𝑩2

𝑩⊤2 𝑪2

ª®®¬ (3.72)

where

𝑨2 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼)

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B1,+

𝑩2 = 𝑿⊤\𝑖,B1,+
diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,F\B1,+

𝑪2 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼)

}
F\B1,+

]
+ 𝑿⊤\𝑖,F\B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,F .

We then obtain ����𝒙⊤𝑖,F (𝜆diag[ ¥̄𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

− 𝒙⊤
𝑖,F (𝜆diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

����
= 𝒙⊤

𝑖,F


©­­«
𝑨1 𝑩1

𝑩⊤1 𝑪1

ª®®¬
−1

−
©­­«
𝑨2 𝑩2

𝑩⊤2 𝑪2

ª®®¬
−1 𝒙𝑖,F .
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By matrix inversion of block diagonal matrices, Lemma 1.6.3, we have

𝑯−1
𝑘 =

©­­«
𝑨−1
𝑘
+ 𝑨−1

𝑘
𝑩𝑘𝑫𝑩⊤

𝑘
𝑨−1
𝑘
−𝑨−1

𝑘
𝑩𝑘𝑫𝑘

−𝑫𝑘𝑩
⊤
𝑘
𝑨−1
𝑘

𝑫𝑘

ª®®¬ (3.73)

where for 𝑘 = 1, 2 we define

𝑫𝑘 := (𝑪𝑘 − 𝑩⊤𝑘 𝑨
−1
𝑘 𝑩𝑘 )−1.

From (3.73) we have ����𝒙⊤𝑖,F (𝜆diag[ ¥̄𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

− 𝒙⊤
𝑖,F (𝜆diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

����
= 𝒙⊤

𝑖,F


©­­«
𝑨1 𝑩1

𝑩⊤1 𝑪1

ª®®¬
−1

−
©­­«
𝑨2 𝑩2

𝑩⊤2 𝑪2

ª®®¬
−1 𝒙𝑖,F

≤ |𝜓01 − 𝜓02 | + |𝜓11 − 𝜓12 | + |𝜓21 − 𝜓22 | + 2|𝜓31 − 𝜓32 |, (3.74)

where

𝜓0𝑘 := 𝒙⊤𝑖,B1,+
𝑨−1
𝑘 𝒙𝑖,B1,+ ,

𝜓1𝑘 := 𝒙⊤𝑖,B1,+
𝑨−1
𝑘 𝑩𝑘𝑫𝑘𝑩

⊤
𝑘 𝑨
−1
𝑘 𝒙𝑖,B1,+ ,

𝜓2𝑘 := 𝒙⊤
𝑖,F\B1,+

𝑫𝑘𝒙𝑖,F\B1,+ ,

𝜓3𝑘 := 𝒙⊤𝑖,B1,+
𝑨−1
𝑘 𝑩𝑘𝑫𝑘𝒙𝑖,F\B1,+ .

The last inequality of (3.74) is the result of the triangle inequality. Our goal is to prove that all the

terms in (3.74) are small with high probability for large values of 𝑛, 𝑝. Towards this goal, we will

first prove that 𝜓11, 𝜓12, 𝜓21, 𝜓22, 𝜓31, and 𝜓32 are all individually small. Then, we finally show
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that the difference 𝜓01 − 𝜓02 is small too.

• Finding upper bounds for 𝜓21 and 𝜓22:

Note that

𝜎max(𝑫𝑘 ) ≤ 𝜎max(𝑯−1
𝑘 ) =

1
𝜎min(𝑯𝑘 )

. (3.75)

It is then straightforward to see that since 𝑯1 and 𝑯2 are summations of 𝜆diag[ ¥̄𝒓𝛼\𝑖B𝑐0 ] and

𝜆diag[ ¥̃𝒓𝛼\𝑖B𝑐0 ] with a pair of positive semidefinite matrices, and that 𝑟 has a ridge component

in it, we have

𝜎min(𝑯) ≥ 2𝜆𝜂.

Using this fact and (3.75) we obtain

∥𝑫𝑘 ∥ ≤ (2𝜆𝜂)−1 for 𝑘 = 1, 2. (3.76)

It then follows that

𝜓2𝑘 ≤ ∥𝑫𝑘 ∥ × ∥𝒙𝑖,F\B1,+ ∥2

(𝑎)
≤

max𝑖 supT :|T |=𝑑𝑛 ∥𝒙𝑖,T ∥
2

2𝜆𝜂
. (3.77)

Note that the reason we have used the maximum on the set T in bounding ∥𝒙𝑖,F\B1,+ ∥2 is

that F/B1,𝑖 depends on 𝒙𝑖 and hence we cannot use standard concentration results for 𝜒2

random variables (e.g., Lemma 1.6.10). Furthermore, when taking the supremum over sets

T , we have to consider all the sets T whose sizes are smaller than 𝑑𝑛. But as is clear,

in (3.77) we have only considered T with sizes equal to 𝑑𝑛. This is because the norm of
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∥𝒙𝑖,T ′ ∥2 ≤ ∥𝒙𝑖,T ∥2 if T ′ ⊂ T . We have

P(max
𝑖

sup
T :|T |=𝑑𝑛

∥𝒙𝑖,T ∥2 > 𝑑𝑛𝜌max(1 + 𝑡))

≤
∑︁
𝑖

∑︁
T :|T |=𝑑𝑛

P(∥𝒙𝑖,T ∥2 > 𝑑𝑛𝜌max(1 + 𝑡))

≤ 𝑛

(
𝑝

𝑑𝑛

)
e−

𝑑𝑛
2 (𝑡−log(1+𝑡))

≤ 𝑛e
𝑑𝑛 log

(
𝑒𝑝

𝑑𝑛

)
e−

𝑑𝑛
2 (𝑡−log(1+𝑡)) , (3.78)

where to obtain the last two inequalities we have used Lemma 1.6.10 and Lemma 1.6.6.

Setting 𝑡 = 8 log 𝑝 in this equation, we conclude that

P(max
𝑖

sup
T :|T |=𝑑𝑛

∥𝒙𝑖,T ∥2 > 𝑑𝑛𝜌𝑚𝑎𝑥 (1 + 8 log 𝑝))

≤ 𝑛e
𝑑𝑛 log

(
𝑒𝑝

𝑑𝑛

)
e−

𝑑𝑛
2 (8 log 𝑝−log(1+8 log 𝑝)) . (3.79)

Combining (3.77) and (3.79) we conclude that

P
(
𝜓2𝑘 >

𝜌max𝑑𝑛 (1 + 8 log 𝑝)
2𝜂𝜆

)
≤ 𝑛e

𝑑𝑛 log
(
𝑒𝑝

𝑑𝑛

)
e−

𝑑𝑛
2 (8 log 𝑝−log(1+8 log 𝑝))

≤ e
log(𝑛)+𝑑𝑛 log

(
𝑒𝑝

𝑑𝑛

)
− 𝑑𝑛2 (8 log 𝑝−log(1+8 log 𝑝))

≤ 𝑛𝑝−𝑑𝑛 , (3.80)

provided 𝑑𝑛 ≥ e
√︁

1 + 8 log 𝑝.

• Finding upper bounds for 𝜓11 and 𝜓12: For better readability, we defer the proof of this

bound to Lemma 3.6.1:

Lemma 3.6.1. For 𝑘 = 1, 2 we have a sufficienty large constant 𝐶 > 0 depending only on
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𝛾0 and 𝐶𝑋 such that

𝜓1𝑘 := 𝒙⊤𝑖,B1,+
𝑨−1

2 𝑩𝑘𝑩
⊤
𝑘 𝑨
−1
𝑘 𝒙𝑖,B1,+

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +
𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+ 𝐶

𝑝𝜆𝜂

with probability at least 1 − (𝑛 + 1)e−
𝑝

2 − e−𝑑𝑛 log 𝑝 − 𝑞𝑛 − 𝑞𝑛 − 𝑞𝑛 − 𝑞𝑛, for sufficiently large

𝑝.

• Finding upper bounds for 𝜓31 and 𝜓32:

We have

𝜓3𝑘 ≤
√︃
𝜓2𝑘 × 𝒙⊤𝑖,B1,+

𝑨−1
𝑘
𝑩𝑘𝑫𝑘𝑩⊤𝑘 𝑨

−1
𝑘
𝒙𝑖,B1,+

≤
√︁
𝜓2𝑘𝜓1𝑘 ≤ (𝜓1𝑘 + 𝜓2𝑘 )/2. (3.81)

• Finding an upper bound for |𝜓01 − 𝜓02 |:

𝒙⊤𝑖,B1,+
(𝑨−1

1 − 𝑨−1
2 )𝒙𝑖,B1,+ .

The proof of this part is similar to our proof technique for bounding 𝜓11 and 𝜓12, with a few

important differences. As before, there are two sources of dependency between 𝑨1, 𝑨2 and 𝒙𝑖: (i)

The dependency of the input arguments of ¥ℓ and ¥𝑟 on 𝒙𝑖. (ii) the dependency between the set B1,+

and 𝒙𝑖. The goal is to remove these dependencies. We start with removing the dependency of the

input argument of 𝑟 on 𝒙𝑖. Define

★

𝑨2 := diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼/𝑖)

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B1,+ (3.82)
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Define

★

𝚫1 =
★

𝑨
−1

1 −𝑨−1
1 ,

★

𝚫2 =
★

𝑨
−1

2 −𝑨−1
2 . (3.83)

The goal is to obtain a bound on ∥
★

𝚫1∥ and ∥
★

𝚫2∥. Since the proofs are similar and for nota-

tional simplicity we show our claim for
★

𝚫2. Since
★

𝚫2= 𝑨−1
2 (𝑨2−

★

𝑨2)
★

𝑨
−1

2 , and 𝑨2−
★

𝑨2=

diag
[
𝜆

{
¥𝑟 ( 𝜷̂𝛼/𝑖)

}
B1,+

]
− diag

[
𝜆

{
¥𝑟 ( 𝜷̂𝛼)

}
B1,+

]
, we have

∥
★

𝚫2∥ ≤
∥𝑨2−

★

𝑨2∥

𝜎min(
★

𝑨2)𝜎min(𝑨2)
≤ 2𝜆𝛼(1 − 𝜂)e− 1

2𝛼𝜅1

(2𝜆𝜂)2

=
𝛼(1 − 𝜂)e− 1

2𝛼𝜅1

2𝜆𝜂2 . (3.84)

To obtain (3.84), we used Part (4) and (5) of Lemma 3.3.5 to find a bound on ¥𝑟𝛼 ( 𝜷̂𝛼/𝑖,𝑘 ) − ¥𝑟𝛼 ( 𝜷̂
𝛼
𝑘
).

Furthermore, given the ridge part of the regularizer, the minimum eigenvalues of 𝑨2 and
★

𝑨2 are

2𝜆𝜂. It is straight forward to see that

���𝒙⊤𝑖,B1,+

(
𝑨−1

2 −
★

𝑨
−1

2

)
𝒙𝑖,B1,+

��� ≤ ∥𝒙𝑖∥2∥★𝚫2∥

≤
∥𝒙𝑖∥22𝛼(1 − 𝜂)e

− 1
2𝛼𝜅1

2𝜆𝜂2 . (3.85)

It is clear that as 𝛼→∞, the upper bound in (3.85) goes to zero. By replacing 𝑨−1
2 , 𝑨−1

1 −
★

𝑨
−1

2 with
★

𝑨
−1

2 ,
★

𝑨
−1

1 we have removed the dependency between the input argument of ¥𝑟 and 𝒙𝑖. As before to

remove the dependency of the set B1,+ we lift the problem to a higher dimensional space. Towards

this goal, we define

𝑨̃2 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼\𝑖)

}
B+

]
+ 𝑿⊤\𝑖,B+diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B+ ,
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where B+ := B1,+ ∪ B0. We write 𝑨̃2 as

𝑨̃2 =
©­­«
★

𝑨2 𝑩

𝑩⊤ 𝑪

ª®®¬
where

𝑩 = 𝑿⊤\𝑖,B1,+
diag[ ¥ℓ𝛼\𝑖]𝑿\𝑖,B1,+ ,

𝑪 = 𝜆diag
[
{ ¥𝒓 (𝛽𝛼\𝑖)}B0

]
+ 𝑿⊤\𝑖,B0

diag[ ¥ℓ𝛼\𝑖]𝑿\𝑖,B0 .

Using the block matrix inversion lemma, i.e. Lemma 1.6.3, we have

𝑨̃−1
2 =

©­­«
★

𝑨
−1

2 +
★

𝑨
−1

2 𝑩𝑯𝑩⊤
★

𝑨
−1

2 −
★

𝑨
−1

2 𝑩𝑯

−𝑯𝑩⊤
★

𝑨
−1

𝑯

ª®®¬
where 𝑯 = (𝑪 − 𝑩⊤

★

𝑨
−1

2 𝑩)−1. Then we have

|𝒙⊤𝑖,B1,+

★

𝑨
−1

2 𝒙𝑖,B1,+ − 𝒙⊤𝑖,B+ 𝑨̃
−1
2 𝒙𝑖,B+ |

≤ |𝒙⊤𝑖,B1,+

★

𝑨
−1

2 𝑩𝑯𝑩⊤
★

𝑨
−1

2 𝒙𝑖,B1,+ | + 2|𝒙⊤𝑖,B1,+

★

𝑨
−1

2 𝑩𝑯𝒙𝑖,B0 | + |𝒙⊤𝑖,B0
𝑯𝒙𝑖,B0 |

≤ ∥𝒙𝑖∥2∥
★

𝑨
−1

2 ∥2∥𝑩∥2∥𝑯∥ + 2∥𝒙𝑖∥2∥
★

𝑨
−1

2 ∥∥𝑩∥∥𝑯∥ + ∥𝒙𝑖∥2∥𝑯∥

≤ ∥𝒙𝑖∥2∥𝑯∥
(
∥
★

𝑨
−1

2 ∥∥𝑩∥ + 1
)2

To bound the matrix norms in the above equation, we have

• ∥
★

𝑨
−1

2 ∥:

𝜎min(
★

𝑨) ≥ 2𝜆𝜂 and hence ∥
★

𝑨
−1

2 ∥ ≤
1

2𝜆𝜂
.
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• ∥𝑩∥: It follows by definition of 𝜔𝑠 in (3.68) that

∥𝑩∥ ≤ 𝜔𝑠 .

• ∥𝑯∥: Using a derivation similar to (3.66), we have

𝜎min(𝑪 − 𝑩⊤
★

𝑨
−1

2 𝑩) ≥ 𝜆𝛼
16
(1 − 𝜂)𝜅0.

Inserting the above bounds for matrix norms, we have

|𝒙⊤𝑖,B1,+

★

𝑨
−1

2 𝒙𝑖,B1,+ − 𝒙⊤𝑖,B+ 𝑨̃
−1
2 𝒙𝑖,B+ |

≤ ∥𝒙𝑖∥2∥𝑯∥
(
∥
★

𝑨
−1

2 ∥∥𝑩∥ + 1
)2

≤ 16∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)

(
1 + 𝜔𝑠

2𝜆𝜂

)2
, (3.86)

with probability larger than 1 − 𝑞𝑛. Again it is straightforward to check that as 𝛼 → ∞, the upper

bound in (3.86) goes to zero. Hence, we can now focus on the term 𝒙⊤
𝑖,B+ 𝑨̃

−1
2 𝒙𝑖,B+ . Note that in

matrix 𝑨̃−1
2 , there are ¥ℓ( 𝜷̂𝛼). In the next step, we would like to show that the difference between

this term and ¥ℓ( 𝜷̂𝛼\𝑖) is negligible for large values of 𝑛, 𝑝 and any 𝛼. Note that once ¥ℓ( 𝜷̂𝛼\𝑖) the

dependence between 𝑨̃−1
2 and 𝒙𝑖 reduces to only the dependence of the two terms on B1,+. Define

𝑨̌2 := diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼\𝑖)

}]
+ 𝑿⊤\𝑖,B+diag

[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
𝑿\𝑖,B+ , (3.87)

The goal is to show that ���𝒙⊤𝑖,B+ (
𝑨̌−1

2 − 𝑨̃−1
2

)
𝒙𝑖,B+

���
is small. Towards this goal, define

𝚫ℓ := diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] − diag

[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
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We have

𝑨̃2 = 𝑨̌2 + 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+

According to Lemma 1.6.4

𝑨̃−1
2 = 𝑨̌−1

2 − 𝑨̌−1
2 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌

−1
2 + 𝑨̌−1

2 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̃
−1
2 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌

−1
2 .

Hence, if we define

𝒗̌ = 𝑿\𝑖,B+ 𝑨̌
−1
2 𝒙𝑖,B+

𝒖̌⊤ = 𝒙𝑖,B+ 𝑨̌
−1
2 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̃

−1
2 𝑿⊤\𝑖,B+ , (3.88)

then we have

|𝒙⊤𝑖,B+ ( 𝑨̌
−1
2 − 𝑨̃−1

2 )𝒙𝑖,B+ | ≤ |𝒗̌
⊤𝚫ℓ 𝒗̌ | + |𝒖̌⊤𝚫ℓ 𝒗̌ |

≤
√︄∑︁

𝑖

𝚫2
ℓ,𝑖𝑖

√︄∑︁
𝑖

𝒖̌2
𝑖
𝒗̌2
𝑖
+

√︄∑︁
𝑖

Δ2
ℓ,𝑖𝑖

√︄∑︁
𝑖

𝒗̌4
𝑖

(𝑐)
≤

√︄∑︁
𝑖

𝚫2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖̌4
𝑖 )

1
4 (

∑︁
𝑖

𝒗̌4
𝑖 )

1
4 +

√︄∑︁
𝑖

Δ2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒗̌4
𝑖 )

1
2

≤
√︄∑︁

𝑖

𝚫2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖̌2
𝑖 )

1
2 (max

𝑖
|𝒗̌𝑖 |)

1
2 (

∑︁
𝑖

𝒗̌2
𝑖 )

1
4

+
√︄∑︁

𝑖

𝚫2
ℓ,𝑖𝑖
(max

𝑖
|𝒗̌𝑖 |) (

∑︁
𝑖

𝒗̌2
𝑖 )

1
2 . (3.89)

By our assumptions (see (3.130) for a more detailed calculation), we have

√︄∑︁
𝑗

Δ2
ℓ,𝑖𝑖
≤ polylog(𝑛)∥𝒙𝑖∥2

2𝜆𝜂
, (3.90)
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with probability larger than 1 − 𝑞𝑛 − 𝑞𝑛. Furthermore,

∥ 𝒗̌∥2 = ∥𝑿\𝑖,B+ 𝑨̌−1𝒙𝑖,B+ ∥

≤ ∥𝑿∥∥𝒙𝑖∥2
𝜎min( 𝑨̌)

≤ ∥𝑿∥∥𝒙𝑖∥2
2𝜆𝜂

(3.91)

and

∥𝒖̌∥ ≤
∥𝒙𝑖∥22∥𝑿∥

2∥𝚫ℓ∥
𝜎2

min( 𝑨̌)
≤

polylog(𝑛)∥𝒙𝑖∥32∥𝑿∥
2

8𝜆3𝜂3 , (3.92)

with probability larger than 1 − 𝑞𝑛. Finally,

P
(
max
𝑖

𝒗̌𝑖 > 𝛾5(𝑛) + 𝑡
)
≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 𝑛𝜆𝜂𝑡2

(
√
𝑛+3√𝑝)2𝜌max

)
. (3.93)

For the definition of 𝛾5(𝑛) and the detailed derivation of (3.93), please check (3.141) and

(3.146). Hence, if we set 𝑡 =
√︃
𝑑𝑛 log2 𝑝
𝜆𝜂𝑛

, and define

𝛾7(𝑛) = 𝛾5(𝑛) +

√︄
𝑑𝑛 log2 𝑝

𝜆𝜂𝑛

by combining (3.89), (3.90), (3.91), (3.92), (3.93), we obtain

P( |𝒙⊤𝑖,B+ ( 𝑨̌
−1
2 − 𝑨̃−1

2 )𝒙𝑖,B+ | > 𝛾7(𝑛))

≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 𝑑𝑛 log2 𝑝
(
√
𝑛+3√𝑝)2𝜌max

)
+ 𝑞𝑛 + 𝑞𝑛

≤ e−𝑑𝑛 log 𝑝 + 𝑞𝑛 + 𝑞𝑛 (3.94)

provided 𝑑𝑛 ≤
𝑝

𝐶
for a sufficiently large constant𝐶 > 0, where we use the fact that 𝜌max = 𝑂 (𝑝−1).
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Note that we were originally interested in bounding |𝒙⊤1,B1,+
(𝑨−1

1 − 𝑨−1
2 )𝒙1,B1,+ |. We have

|𝒙⊤1,B1,+
(𝑨−1

1 − 𝑨−1
2 )𝒙1,B1,+ |

≤ |𝒙⊤1,B1,+
(𝑨−1

1 −
★

𝑨
−1

1 )𝒙1,B1,+ |

+|𝒙⊤1,B1,+
(𝑨−1

2 −
★

𝑨
−1

2 )𝒙1,B1,+ |

+|𝒙⊤1,B1,+

★

𝑨
−1

1 𝒙1,B1,+ − 𝒙⊤1,B+ 𝑨̃
−1
1 𝒙1,B1,+ |

+|𝒙⊤1,B1,+

★

𝑨
−1

2 𝒙1,B1,+ − 𝒙⊤1,B+ 𝑨̃
−1
2 𝒙1,B1,+ |

+|𝒙⊤1,B+
(
𝑨̃−1

2 − 𝑨̌−1
2

)
𝒙1,B+ |

+|𝒙⊤1,B+
(
𝑨̃−1

1 − 𝑨̌−1
1

)
𝒙1,B+ |. (3.95)

Hence, by combining (3.85), (3.86), (3.94) we obtain that if

𝛾8(𝑛, 𝛼) := 2𝛾7(𝑛) + 2
∥𝒙𝑖∥22𝛼(1 − 𝜂)e

− 1
2𝛼𝜅1

2𝜆𝜂2

+ 2
∥𝒙𝑖∥2
𝛾𝑠1(𝛼)

(
1 + 𝜔𝑠

2𝜆𝜂

)2
, (3.96)

then

P( |𝒙⊤1,B1,+
(𝑨−1

1 − 𝑨−1
2 )𝒙1,B1,+ | > 𝛾8(𝑛, 𝛼))

≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 𝑑𝑛 log2 𝑝
(
√
𝑛+3√𝑝)2𝜌max

)
+ 𝑞𝑛 + 𝑞𝑛 + 𝑞𝑛

≤ e−𝑑𝑛 log 𝑝 + 𝑞𝑛 + 𝑞𝑛 + 𝑞𝑛, (3.97)

provided 𝑑𝑛 ≤
𝑝

𝐶
for a sufficiently large constant𝐶 > 0, where we use the fact that 𝜌max = 𝑂 (𝑝−1).

Equipped with the bounds on |𝜓01 − 𝜓02 |, 𝜓1𝑘 , 𝜓2𝑘 and 𝜓3𝑘 , we now return to equation (3.74)
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to obtain ����𝒙⊤𝑖,F (𝜆diag[ ¥̄𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̄ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

− 𝒙⊤
𝑖,F (𝜆diag[ ¥̃𝒓𝛼\𝑖F ] + 𝑿⊤\𝑖,Fdiag[¥̃ℓ𝛼\𝑖]𝑿\𝑖,F )−1𝒙𝑖,F

����
= 𝒙⊤

𝑖,F


©­­«
𝑨1 𝑩1

𝑩⊤1 𝑪1

ª®®¬
−1

−
©­­«
𝑨2 𝑩2

𝑩⊤2 𝑪2

ª®®¬
−1 𝒙𝑖,F

≤ |𝜓01 − 𝜓02 | + |𝜓11 − 𝜓12 | + |𝜓21 − 𝜓22 | + 2|𝜓31 − 𝜓32 |

≤ 𝛾8(𝑛, 𝛼) +
2𝜌max𝑑𝑛 (1 + 8 log 𝑝)

𝜂𝜆
+ 2(𝜓11 + 𝜓12)

≤ 2𝜌max𝑑𝑛 (1 + 8 log 𝑝)
𝜂𝜆

+ 2(𝜓11 + 𝜓12)

+ 2

√︄
(
√
𝑛 + 3√𝑝)2𝜌max

𝑛𝜆𝜂
log 2𝑛

+ 2

√︄
𝑑𝑛 log2 𝑝

𝑛𝜆𝜂
+ 16∥𝒙𝑖∥2
𝜆𝛼(1 − 𝜂)

(
1 + 𝜔𝑠

2𝜆𝜂

)2
+ 𝛼e− 1

2𝛼𝜅1

𝜆𝜂2

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝐶𝑑𝑛 log2 𝑝

𝑝𝜆𝜂

+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +

√︄
𝐶 log 𝑝
𝑝𝜆𝜂

with probability at least 1 − (𝑛 + 1)e−
𝑝

2 − (𝑛 + 2)𝑝−𝑑𝑛 − 2𝑞𝑛 − 2𝑞𝑛 − 2𝑞𝑛. This finishes the proof

of Theorem 3.3.7. □

3.6.5 Proof of Lemma 3.6.1

First note that by using (3.76) we obtain

𝒙⊤𝑖,B1,+
𝑨−1
𝑘 𝑩𝑘𝑫𝑘𝑩

⊤
𝑘 𝑨
−1
𝑘 𝒙𝑖,B1,+

≤ (2𝜆𝜂)−1𝒙⊤𝑖,B1,+
𝑨−1
𝑘 𝑩𝑘𝑩

⊤
𝑘 𝑨
−1
𝑘 𝒙𝑖,B1,+ .
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We will use the notation

𝜔𝑠 := ∥𝑿⊤𝑿∥ sup
𝑡∈[0,1]

max
1≤𝑖≤𝑛

¥ℓ𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖 ;

𝜌(𝛼) := 𝜆
(
2𝜂 + 𝛼(1 − 𝜂)𝜅0

8

)
. (3.98)

In the rest of the proof, we focus on 𝑘 = 2 and find an upper bound for |𝜓2𝑘 |. The proof for 𝑘 = 1

is similar and will hence be skipped. Furthermore, for notational simplicity, we drop the subscripts

of 𝑘 from matrices 𝑨𝑘 and 𝑩𝑘 .

Intuitively speaking, the matrix 𝑮 = 𝑨−1𝑩𝑩⊤𝑨−1 has rank 𝑑𝑛. Hence, if 𝑮 were independent

of 𝒙𝑖, we could have used concentration of 𝜒2 random variables to show that 𝜓1𝑘 = 𝑂𝑝 (𝑑𝑛𝜌max).

However, there are multiple sources of dependency between 𝒙𝑖 and 𝑮: (1) The input arguments of

¥𝑟, (2) the input arguments of ¥ℓ, and (3) The dependence of B1,+ and F on 𝒙𝑖. In the rest of the

proof, we aim to handle these three dependencies and show that 𝜓1𝑘 is still small. We remind the

reader that

𝑨 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼)

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B1,+

𝑩 = 𝑿⊤\𝑖,B1,+
diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,F\B1,+ .

We start by defining

★

𝑨= diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼/𝑖)

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B1,+ .

Note that in
★

𝑨 we have removed one source of dependence, i.e., the dependence of the input

argument of ¥𝑟 on 𝒙𝑖. As the first step we would like to show that the difference����𝒙⊤𝑖,B1,+

(
𝑨−1𝑩𝑩⊤𝑨−1−

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1 )

𝒙𝑖,B1,+

����
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is negligible for large values of 𝛼. Define

★

𝚫= (𝑨)−1 − (
★

𝑨)−1 = 𝑨−1(
★

𝑨 −𝑨)
★

𝑨
−1

(3.99)

Since
★

𝑨 −𝑨 = diag
[
𝜆 ¥𝑟𝛼 ( 𝜷̂𝛼/𝑖)B1,+

]
− diag

[
𝜆 ¥𝑟𝛼 ( 𝜷̂𝛼)B1,+

]
,

according to Lemma 3.3.5, ∥
★

𝑨 −𝑨∥ ≤ 4𝜆𝛼(1 − 𝜂)𝑒− 1
2𝛼𝜅1 . We conclude that

∥
★

𝚫∥ ≤ ∥𝑨−
★

𝑨∥

𝜎min(𝑨)𝜎min(
★

𝑨)
≤ 𝛼(1 − 𝜂)e

− 1
2𝛼𝜅1

𝜆𝜂2 ,

where we have used the lower bound 2𝜆𝜂 for 𝜎min(𝑨2) and 𝜎min(
★

𝑨). This lower bound is obtained

from the ridge part of the regularizer. Define

𝛾𝑠0(𝛼) :=
𝛼(1 − 𝜂)e− 1

2𝛼𝜅1

𝜆𝜂2 . (3.100)

As we will discuss later, we will ensure that 𝛾𝑠0(𝛼) → 0 as 𝛼 → ∞. Hence, ∥
★

𝚫 ∥ will be small

too. Using this result and the triangle inequality we have

|𝒙⊤𝑖,B1,+

(
𝑨−1𝑩𝑩⊤𝑨−1−

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1 )

𝒙𝑖,B1,+ |

≤ |𝒙⊤𝑖,B1,+

★

𝚫 𝑩𝑩⊤𝑨−1𝒙𝑖,B1,+ | + |𝒙⊤𝑖,B1,+

★

𝚫 𝑩𝑩⊤
★

𝑨
−1

𝒙𝑖,B1,+ |

≤ ∥𝒙𝑖∥2∥𝑩∥2∥
★

𝚫∥ ©­« 1
𝜎min(𝑨)

+ 1

𝜎min(
★

𝑨)

ª®¬
≤ ∥𝒙𝑖∥2∥𝑩∥2∥

★

𝚫∥ ©­« 1
𝜎min(𝑨)

+ 1

𝜎min(
★

𝑨)

ª®¬
≤ ∥𝒙𝑖∥2∥𝑩∥2𝛾𝑠0(𝛼)

(
1
𝜆𝜂

)
. (3.101)
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Similar to the proof of (3.63), it is not hard to see that

∥𝑩2∥ ≤ 𝜔𝑠

under event A𝐿 . Furthermore, given the scaling we have considered in this chapter, as will be

clarified later, ∥𝑿⊤𝑿∥ = 𝑂𝑝 (1). Hence, the term ∥𝒙𝑖∥2∥𝑩∥2𝛾𝑠0(𝛼) (
1
𝜆𝜂
) will go to zero with high

probability as 𝛼→∞.

In the rest of our proof, we will work with 𝒙⊤
𝑖,B1,+

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1

𝒙𝑖,B1,+ . Still there are two

sources of dependency between the middle matrix and 𝒙𝑖,B1,+: (1) the input argument of ¥ℓ, and (2)

The dependence of B1,+ and F on 𝒙𝑖. In order to remove the dependence of F and B1,+, we lift

the problem to a higher dimensional problem for the reasons that will become clearer later. Define

the two sets:

B+ := B1,+ ∪ B0,

B− := F \ B1,+. (3.102)

Use these two sets to define

𝑨̃ = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼/𝑖)

}
B+

]
+ 𝑿⊤\𝑖,B+diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B+
𝑩̃ = 𝑿⊤\𝑖,B+diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B− ,
As will be clarified later, working with B+ and B− will be helpful when we would like to remove

the dependence that are caused by B+ and B−. Hence, as the first step our aim is to obtain an upper

bound on the difference

|𝒙⊤𝑖,B1,+

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1

𝒙𝑖,B1,+− 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+ |.
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We write 𝑨̃ as

𝑨̃ =
©­­«
𝑬 𝑭

𝑭⊤ 𝑮

ª®®¬ , (3.103)

where

𝑬 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼\𝑖)

}
B1,+

]
+ 𝑿⊤\𝑖,B1,+

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B1,+ ,

𝑭 = 𝑿⊤\𝑖,B1,+
diag

[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B0 ,

𝑮 = diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼\𝑖)

}
B0

]
+ 𝑿⊤\𝑖,B0

diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] 𝑿\𝑖,B0 .

Similar to the proof of (3.63) it can be checked that

∥𝑭∥2 ≤ 𝜔𝑠 (3.104)

with probability at least 1 − 𝑞𝑛. Using the matrix inversion of block matrices (Lemma 1.6.3) we

have

𝑨̃−1 =
©­­«
𝑬−1 + 𝑬−1𝑭𝑯𝑭⊤𝑬−1 −𝑬−1𝑭𝑯

−𝑯⊤𝑭⊤𝑬−1 𝑯

ª®®¬ , (3.105)

where

𝑯 = (𝑮 − 𝑭⊤𝑬−1𝑭)−1.

Furthermore, similar to the derivation in (3.66) we have

∥𝑯∥ = (𝜎min(𝑮 − 𝑭⊤𝑬−1𝑭))−1

≤ 1

𝜌(𝛼) − (𝜔𝑠)22𝜆𝜂

, (3.106)

with probability 1 − 𝑞𝑛. Both 𝜌(𝛼) and 𝜔𝑠 are defined at the beginning of the proof. It follows
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from the definition of 𝜌(𝛼) that 1
𝜌(𝛼)− (𝜔𝑠 )22𝜆𝜂

goes to zero for large values of 𝛼 and hence the norm

of 𝑯 should be considered as a small number. If we define

𝑨̄† :=
©­­«

★

𝑨
−1

0|B1×B0 |

0|B0×B1 | 0|B0×B0 |

ª®®¬ , (3.107)

and

𝚫 := 𝑨̄† − 𝑨̃−1,

then it is straightforward to show that

|𝒙⊤𝑖,B1,+

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1

𝒙𝑖,B1,+− 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+ |

= |𝒙⊤𝑖,B+ 𝑨̄
† 𝑩̃𝑩̃⊤ 𝑨̄†𝒙𝑖,B+ − 𝒙⊤𝑖,B+ 𝑨̃

−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+ |

≤ |𝒙⊤𝑖,B+𝚫𝑩̃𝑩̃
⊤𝚫𝒙𝑖,B+ | + 2|𝒙⊤𝑖,B+𝚫𝑩̃𝑩̃

⊤ 𝑨̄†𝒙𝑖,B+ |

≤ ∥𝒙𝑖∥2∥ 𝑩̃∥2∥𝚫∥
(
∥𝚫∥ + 2∥ 𝑨̄†∥

)
. (3.108)

To find an upper bound for (3.108) we have to bound ∥𝚫∥, ∥ 𝑩̃2∥ and ∥ 𝑨̄†∥. Similar to our previous

calculations, we have under event A𝐿 that

∥ 𝑩̃2∥ ≤ 𝜔𝑠,

∥ 𝑨̄†2∥ =
1

𝜎min(
★

𝑨2)
≤ 1

2𝜆𝜂
. (3.109)
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Finally, by using Weyl’s theorem (Lemma 1.6.1), we have

∥𝚫∥ ≤








©­­«
𝑬−1𝑭𝑯𝑭⊤𝑬−1 0|B1×B0 |

0|B0×B1 | 0|B0×B0 |)

ª®®¬









+








©­­«
0|B1×B1 | 0|B1×B0 |

0|B0×B1 | 𝑯

ª®®¬









+








©­­«
0|B1×B1 | 𝑬−1𝑭𝑯

𝑯⊤𝑭⊤𝑬−1 0|B0×B0 |)

ª®®¬









≤ ∥𝑯∥∥𝑭∥
2

𝜎2
min(𝑬)

+ ∥𝑯∥ + 2
∥𝑭∥∥𝑯∥
𝜎min(𝑬)

≤ 1

𝜌(𝛼) − (𝜔𝑠)22𝜆𝜂

(
1 + 𝜔𝑠

2𝜆𝜂
+ (𝜔

𝑠)2
(2𝜆𝜂)2

)
, (3.110)

under event A𝐿 . To obtain the last inequality we have used (3.104), and (3.106). Define

𝛾𝑠1(𝛼) :=
1

𝜌(𝛼) − (𝜔𝑠)22𝜆𝜂

(
1 + 𝜔𝑠

2𝜆𝜂
+ (𝜔

𝑠)2
(2𝜆𝜂)2

)
. (3.111)

By combining (3.108), (3.109) and (3.110) we conclude that

|𝒙⊤𝑖,B1,+

★

𝑨
−1

𝑩𝑩⊤
★

𝑨
−1

𝒙𝑖,B1,+− 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+ |

= ∥𝒙𝑖∥2∥ 𝑩̃∥2∥𝚫∥
(
∥𝚫∥ + 2∥ 𝑨̄†∥

)
≤ ∥𝒙𝑖∥2(𝜔𝑠)2∥𝚫∥(∥𝚫∥ +

1
𝜆𝜂
),

≤ ∥𝒙𝑖∥2(𝜔𝑠)2𝛾𝑠1(𝛼)
(
𝛾𝑠1(𝛼) +

1
𝜆𝜂

)
, (3.112)

under event A𝐿 . As discussed before, we eventually show that as 𝛼 → ∞, 𝛾𝑠1(𝛼) → 0 and hence

the upper bound in (3.112) will go to zero. Hence, in the rest of the proof, we aim to show that

𝒙⊤
𝑖,B+ 𝑨̃

−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+ is small.

In the next step we would like to remove the dependence of the input argument of ¥ℓ on 𝒙𝑖.
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Define

𝑨̌ := diag
[
𝜆

{
¥𝑟 ( 𝜷̂𝛼/𝑖)

}]
+ 𝑿⊤\𝑖,B+diag

[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
𝑿\𝑖,B+ ,

𝑩̌ := 𝑿⊤\𝑖,B+diag
[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
𝑿\𝑖,B− .

Define

𝚫ℓ := diag
[ ¥ℓ\𝑖 ( 𝜷̂𝛼)] − diag

[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
We have

𝑨̃ = 𝑨̌ + 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+

According to Lemma 1.6.4,

𝑨̃−1 = 𝑨̌−1 − 𝑨̌−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌
−1 + 𝑨̌−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̃

−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌
−1 (3.113)

Also, we have

𝑩̃ − 𝑩̌ = 𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B− . (3.114)

Define 𝜹𝐵 = 𝑩̃ − 𝑩̌ and 𝜹𝐴−1 = 𝑨̃−1 − 𝑨̌−1. Then, we have

𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̃−1𝒙𝑖,B+

= 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤𝜹𝐴−1𝒙𝑖,B+

+ 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝜹⊤𝐵 𝑨̌

−1𝒙𝑖,B+

+ 𝒙⊤𝑖,B+ 𝑨̃
−1𝜹𝐵 𝑩̌

⊤ 𝑨̌−1𝒙𝑖,B+

+ 𝒙⊤𝑖,B+𝜹𝐴−1 𝑩̌𝑩̌⊤2 𝑨̌
−1𝒙𝑖,B+

+ 𝒙⊤𝑖,B+ 𝑨̌
−1 𝑩̌𝑩̌⊤ 𝑨̌−1𝒙𝑖,B+ . (3.115)
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Our goal is to show that each of the terms in (3.115) are small for large values of 𝑛, 𝑝.

The two terms 𝒙⊤
𝑖,B+ 𝑨̃

−1 𝑩̃𝑩̃⊤2 𝜹𝐴−1𝒙𝑖,B+ and 𝒙⊤
𝑖,B+𝜹𝐴−1 𝑩̌𝑩̌⊤ 𝑨̌−1𝒙𝑖,B+ can be bounded in very sim-

ilar ways and will have similar upper bounds. Also, the two terms 𝒙⊤
𝑖,B+ 𝑨̃

−1 𝑩̃𝜹⊤
𝐵
𝑨̌−1𝒙𝑖,B+ and

𝒙⊤
𝑖,B+ 𝑨̃

−1𝜹𝐵 𝑩̌
⊤ 𝑨̌−1𝒙𝑖,B+ can be handled in similar fashion and will have similar upper bounds.

Hence, we only study the following three terms:

1. Finding an upper bound for 𝒙⊤
𝑖,B+ 𝑨̌

−1 𝑩̌𝑩̌⊤ 𝑨̌−1𝒙𝑖,B+ :

Note that if it were not for the dependance of B+ on 𝒙𝑖 we could claim that 𝒙𝑖,B+ is indepen-

dent of 𝑨̌−1 𝑩̌𝑩̌⊤ 𝑨̌−1, and we could use the Hanson-Wright inequality (Lemma 1.6.16). So,

in order to remove the dependence to be able to use the Hanson-Wright inequality, we will

use union bound on sets B+ and B− in the following way. First note that |B+ | ≥ 𝑝 − 𝑑𝑛 and

|B− | ≤ 𝑑𝑛. Let T + and T − denote two fixed sets of size larger than 𝑝 − 𝑑𝑛, and smaller than

𝑑𝑛 (not dependent on 𝒙𝑖) respectively. We define

ˇ̌𝑨 := diag
[
𝜆

{
¥𝑟𝛼 ( 𝜷̂𝛼/𝑖)

}]
+ 𝑿⊤\𝑖,T +diag

[
¥ℓ\𝑖 ( 𝜷̂𝛼/𝑖)

]
𝑿\𝑖,T + .

ˇ̌𝑩 = 𝑿⊤\𝑖,T +diag
[
¥ℓ\𝑖 ( 𝜷̂𝛼/𝑖)

]
𝑿\𝑖,T − (3.116)

For fixed T + and T −, 𝒙𝑖,T is independent of ˇ̌𝑨 and ˇ̌𝑩. Therefore if

𝑮 =
ˇ̌𝑨−1 ˇ̌𝑩 ˇ̌𝑩⊤ ˇ̌𝑨−1,

then from the Hanson-Wright inequality, Lemma 1.6.16, we have:

P( |𝒙⊤𝑖,T +𝑮𝒙𝑖,T + − E(𝒙⊤𝑖,T +𝑮𝒙𝑖,T + | 𝑿/𝑖, 𝒚/𝑖) | > 𝑡 | 𝑿/𝑖, 𝒚/𝑖)

≤ 2e
−𝑐

(
(𝑝−𝑑𝑛 )2𝑡2

∥𝑮∥2
𝐻𝑆

∧ (𝑝−𝑑𝑛 )𝑡∥𝑮∥2

)
. (3.117)

To use this bound we have to calculate the three terms: ∥𝑮∥2, ∥𝑮∥𝐻𝑆, and
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E(𝒙⊤
𝑖,T +𝑮𝒙𝑖,T + | 𝑿/𝑖, 𝒚/𝑖):

(a) ∥𝑮∥2:

It is straightforward to see that (see e.g. the derivation of (3.63))

∥𝑮∥2 ≤
∥ ˇ̌𝑩∥2

𝜎2
min(

ˇ̌𝑨)
≤ 𝜔𝑠

4𝜆2𝜂2 , (3.118)

under event A𝐿 .

(b) ∥𝑮∥2
𝐻𝑆

:

The rank of matrix G is at most 𝑑𝑛 (the maximum size of T −). Hence,

∥𝑮∥2𝐻𝑆 ≤ 𝑑𝑛∥𝑮∥
2
2 =

𝑑𝑛 (𝜔𝑠)2
16𝜆4𝜂4 (3.119)

(c) E(𝒙⊤
𝑖,T +𝑮𝒙𝑖,T +):

Let 𝚺T the covariance matrix of 𝒙𝑖,T . We have

|E𝒙⊤𝑖,T +𝑮𝒙𝑖,T + | =
���Tr(𝚺1/2

T 𝑮𝚺1/2
T )

���
(𝑎)
≤ 𝑑𝑛∥𝚺1/2

T 𝑮𝚺1/2
T ∥

≤ 𝑑𝑛∥𝚺T ∥∥𝑮∥

≤ 𝑑𝑛𝜌max∥𝑮∥

≤ 𝑑𝑛𝜌max𝜔
𝑠

4𝜆2𝜂2 ,

with probability 1 − 𝑞𝑛. Here, to obtain Inequality (𝑎), we used the fact that the rank

of 𝚺1/2𝑮𝚺1/2 is less than or equal to the rank of 𝑮 which is less than or equal to 𝑑𝑛.

Furthermore, from Lemma 1.6.14 we have

P(𝜎max(𝑿⊤𝑿) ≥ (
√
𝑛 + 3

√
𝑝)2𝜌max) ≤ e−𝑝, (3.120)
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where 𝜌max = 𝜎max(Σ). Let the event E denote the event 𝜎max(𝑿⊤𝑿) < (
√
𝑛 + 3√𝑝)2𝜌max.

We know that

P(E) > 1 − e−𝑝 .

We remind the reader that

𝜔𝑠 = ∥𝑿⊤𝑿∥ sup
𝑡∈[0,1]

max
1≤𝑖≤𝑛

¥ℓ𝑖 (𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖 .

Combining (3.117), (3.118), (3.119), (3.120) and using the following definitions:

𝛾3 :=
(
√
𝑛 + 3√𝑝)2𝜌max

4𝜂2𝜆2 (3.121)

we have

P(𝒙⊤𝑖,T𝑮𝒙𝑖,T + > 𝑡 + E𝒙⊤𝑖,T +𝑮𝒙𝑖,T +)

≤ P(𝒙⊤𝑖,T +𝑮𝒙𝑖,T + > 𝑡 + E𝒙⊤𝑖,T +𝑮𝒙𝑖,T + , E) + P(E𝑐)

≤ 2e
−𝑐

(
(𝑝−𝑑𝑛 ) )2𝑡2

𝑑𝑛𝛾
2
3
∧ (𝑝−𝑑𝑛 )𝑡

𝛾3

)
+ e−𝑝 . (3.122)

Hence, we have

P(𝒙⊤𝑖,T +𝑮𝒙𝑖,T + > 𝑡 + 𝑑𝑛𝛾3)

≤ 2e
−𝑐

(
(𝑝−𝑑𝑛 )2𝑡2

𝑑𝑛𝛾
2
3
∧ (𝑝−𝑑𝑛 )𝑡

𝛾3

)
+ e−𝑝 . (3.123)
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If we define the event Ẽ as the event that (3.7) holds, then we have

P( max
T +

|T+ |≥𝑝−𝑑𝑛

max
T −

|T− |≤𝑑𝑛

𝒙⊤𝑖,T +𝑮𝒙𝑖,T + > 𝑡 + 𝑑𝑛𝛾3)

≤ P( max
T +

|T+ |≥𝑝−𝑑𝑛

max
T −

|T− |≤𝑑𝑛

𝒙⊤𝑖,T +𝑮𝒙𝑖,T + > 𝑡 + 𝑑𝑛𝛾3 |E, Ẽ) + P(E) + P(Ẽ)

≤
∑︁
T +

|T+ |≥𝑝−𝑑𝑛

∑︁
T −

|T− |≤𝑑𝑛

P(𝒙⊤𝑖,T +𝑮𝒙𝑖,T + > 𝑡 + 𝑑𝑛𝛾3 |E, Ẽ) + P(E) + P(Ẽ)

≤ 2𝑑𝑛
(
𝑝

𝑑𝑛

)2 ©­«2e
−𝑐

(
(𝑝−𝑑𝑛 )2𝑡2

𝑑𝑛𝛾
2
3
∧ (𝑝−𝑑𝑛 )𝑡

𝛾3

) ª®¬ + e−𝑝 + 𝑞𝑛

(𝑎)
≤ e4𝑑𝑛 log 𝑒𝑝

𝑑𝑛
©­«2e
−𝑐

(
(𝑝−𝑑𝑛 )2𝑡2

𝑑𝑛𝛾
2
3
∧ (𝑝−𝑑𝑛 )𝑡

𝛾3

) ª®¬ + e−𝑝 + 𝑞𝑛, (3.124)

where to obtain inequality (a) we used Stirling approximation together with the assumption

𝑑𝑛 < e𝑑𝑛 log(𝑒𝑝/𝑑𝑛) . By setting 𝑡 = 𝑑𝑛 log2 𝑑𝑛
𝑝−𝑑𝑛 we can obtain

P(𝒙⊤𝑖,B+ 𝑨̌
−1 𝑩̌𝑩̌⊤ 𝑨̌−1𝒙𝑖,B+ >

𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+ 𝑑𝑛𝛾3)

≤ e𝑑𝑛 log 𝑒𝑝

𝑑𝑛
©­«2e
−𝑐

(
𝑑𝑛 log4 𝑝
𝛾2

3
∧ 𝑑𝑛 log2 𝑝

𝛾3

) ª®¬ + 𝑞𝑛 + e−𝑝 . (3.125)

The probability in (3.125) is small for large values of 𝑑𝑛 and 𝑝.

2. Finding an upper bound for 𝒙⊤
𝑖,B+ 𝑨̃

−1 𝑩̃𝑩̃⊤𝜹𝐴−1𝒙𝑖,B+ :

Define

𝒗̌ := 𝑿\𝑖,B+ 𝑨̌
−1𝒙𝑖,B+ , (3.126)

and

𝒖⊤ := −𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̌−1𝑿⊤\𝑖,B+

𝒖̃⊤ := 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̌−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̃

−1𝑿⊤\𝑖,B+ (3.127)
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Using Lemma 1.6.4 we have

|𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤2 𝜹𝐴−1𝒙𝑖,B+ |

(𝑎)
≤ |𝒙⊤𝑖,B+ 𝑨̃

−1 𝑩̃𝑩̃⊤ 𝑨̌−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌
−1𝒙𝑖,B+ |

+ |𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤ 𝑨̌−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̃

−1𝑿⊤\𝑖,B+𝚫ℓ𝑿\𝑖,B+ 𝑨̌
−1𝒙𝑖,B+ |

= |𝒖⊤𝚫ℓ 𝒗̌ | + |𝒖̃⊤𝚫ℓ 𝒗̌ |
(𝑏)
≤

√︄∑︁
𝑖

𝚫2
ℓ,𝑖𝑖

√︄∑︁
𝑖

𝒖2
𝑖
𝒗̌2
𝑖
+

√︄∑︁
𝑖

Δ2
ℓ,𝑖𝑖

√︄∑︁
𝑖

𝒖̃2
𝑖
𝒗̌2
𝑖

(𝑐)
≤

√︄∑︁
𝑖

𝚫2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖4
𝑖 )

1
4 (

∑︁
𝑖

𝒗̌4
𝑖 )

1
4 +

√︄∑︁
𝑖

Δ2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖̃4
𝑖 )

1
4 (

∑︁
𝑖

𝒗̌4
𝑖 )

1
4

≤
√︄∑︁

𝑖

𝚫2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖2
𝑖 )

1
2 (max

𝑖
|𝒗̌𝑖 |)

1
2 (

∑︁
𝑖

𝒗̌2
𝑖 )

1
4 +

√︄∑︁
𝑖

𝚫2
ℓ,𝑖𝑖
(
∑︁
𝑖

𝒖̃2
𝑖 )

1
2 (max

𝑖
|𝒗̌𝑖 |)

1
2 (

∑︁
𝑖

𝒗̌2
𝑖 )

1
4 .

(3.128)

Note that since 𝜎min( 𝑨̃) > 1
2𝜆𝜂 and 𝜎min( 𝑨̌) > 1

2𝜆𝜂 we have

∥𝒖∥2 ≤ ∥𝒙𝑖∥2
∥ 𝑩̃∥2∥𝑿∥
(2𝜆𝜂)2

,

∥𝒖̃∥2 ≤ ∥𝒙𝑖∥2
∥ 𝑩̃∥2∥𝑿∥2∥𝚫ℓ∥

2(𝜆𝜂)3
. (3.129)

Furthermore,

∥𝚫ℓ∥ =
√︄∑︁

𝑗

Δ2
ℓ,𝑖𝑖

(3.130)

(𝑎)
≤ polylog(𝑛)∥ 𝜷̂𝛼 − 𝜷̂𝛼\𝑖∥2
(𝑏)
≤ polylog(𝑛) |

¤ℓ( 𝜷̂𝛼) |∥𝒙𝑖∥2
2𝜆𝜂

(3.131)

≤ polylog(𝑛)∥𝒙𝑖∥
2𝜂𝜆

(3.132)

under the event A𝐿 ∩ A𝑠. Here Inequality (a) is a result of (3.7) in Assumption A4. Note
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that we are using the same notation for all the terms that are polynomial functions of log(𝑛).

To obtain Inequality (b) we have used Part 2 of Lemma 3.3.4. Finally,

∥ 𝒗̌∥2 = ∥𝑿\𝑖,B+ 𝑨̌−1𝒙𝑖,B+ ∥

≤ ∥𝑿∥∥𝒙𝑖∥2
𝜎min( 𝑨̌)

≤ ∥𝑿∥∥𝒙𝑖∥2
2𝜆𝜂

. (3.133)

To finish our bound for (3.128) we have to bound ∥ 𝒗̌∥∞. Note that

𝒗̌ = 𝑿\𝑖,B+ 𝑨̌
−1𝒙𝑖,B+ .

The main difficulty in bounding this term is that due to the dependence of B+ on 𝒙𝑖 it is hard

to characterize the distribution of the elements of 𝒗̌. To remove this dependency we again

want to use the union bound on the different choices of B+. Towards this goal, suppose that

for a fixed set T of size larger than 𝑝 − 𝑑𝑛 we define:

ˇ̌𝒗 = 𝑿\𝑖,T
ˇ̌𝑨−1𝒙𝑖,T ,

where

ˇ̌𝑨 = diag
[
𝜆

{
¥𝑟 ( 𝜷̂𝛼\𝑖)

}]
+ 𝑿⊤\𝑖,Tdiag

[
¥ℓ\𝑖 ( 𝜷̂𝛼\𝑖)

]
𝑿\𝑖,T .

(3.134)

Note that the distribution of ˇ̌𝒗 given 𝑿\𝑖, 𝒚\𝑖 is 𝑁
(
0, 1

𝑛
𝑿\𝑖,T

ˇ̌𝑨−2𝑿⊤\𝑖,T

)
. Furthermore, we

have

∥𝑿\𝑖,T ˇ̌𝑨−2𝑿⊤\𝑖,T ∥ ≤
∥𝑿\𝑖𝑿⊤\𝑖 ∥

4𝜂2𝜆2 .
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Hence, using Lemma 1.6.11 we have

P ©­«max
𝑖

ˇ̌𝒗𝑖 >

√︄
∥𝑿\𝑖𝑿⊤\𝑖 ∥
𝑛𝜆𝜂

log 2𝑛 + 𝑡 | 𝑿\𝑖, 𝒚\𝑖
ª®¬

≤ 2e
− 4𝑛𝜆2𝜂2𝑡2

∥𝑿\𝑖𝑿
⊤
\𝑖 ∥ . (3.135)

It is straightforward to check that

max
𝑖
∥𝑿\𝑖𝑿⊤\𝑖 ∥ ≤ ∥𝑿𝑿⊤∥.

Furthermore, according to Lemma 1.6.14 with probability larger than e−𝑝 we have

P(∥𝑿⊤𝑿∥ ≥ (
√
𝑛 + 3

√
𝑝)2𝜌max) ≤ e−𝑝 . (3.136)

Define

𝛾4(𝑛) :=

√︄
(
√
𝑛 + 3√𝑝)2𝜌max

𝑛𝜆𝜂
log 2𝑛, (3.137)

and let the event E denote the event that ∥𝑿⊤𝑿∥ ≤ (
√
𝑛 + 3√𝑝)2𝜌max. Then, from (3.136)

and (3.135) we obtain

P
(
max
𝑖

ˇ̌𝒗𝑖 > 𝛾4(𝑛) + 𝑡
)

≤ P
(
max
𝑖

ˇ̌𝒗𝑖 > 𝛾4(𝑛) + 𝑡, E
)
+ P(E𝑐)

≤ e−𝑝 + 2e
− 4𝑛𝜆2𝜂2𝑡2

(
√
𝑛+3√𝑝)2𝜌max . (3.138)

Note that we expect 𝜌max = 𝑂 ( 1
𝑝
). Hence, 𝛾4(𝑛) is expected to be 𝑂

(√︃
log 𝑛
𝑛

)
. So far, we

have only considered a bound for ˇ̌𝒗 in which a fixed set T is only considered, despite the

fact that the quantity we are interested in is ∥ 𝒗̌∥∞ in which T is replaced with set B+. To
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resolve the issue we use the union bound. We have

P
(

max
T :|T |>𝑝−𝑑𝑛

max
𝑖

ˇ̌𝒗𝑖 > 𝛾4(𝑛) + 𝑡
)

≤
∑︁

T :|T |>𝑝−𝑑𝑛

P
(
max
𝑖

ˇ̌𝒗𝑖 > 𝛾4(𝑛) + 𝑡
)

≤ 𝑑𝑛
(

𝑝

𝑝 − 𝑑𝑛

) (
e−𝑝 + 2e

− 𝑛𝜆2𝜂2𝑡2

(
√
𝑛+3√𝑝)2𝜌max

)
≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 4𝑛𝜆2𝜂2𝑡2

(
√
𝑛+3√𝑝)2𝜌max

)
. (3.139)

Hence, we conclude that

P
(
max
𝑖

𝒗̌𝑖 > 𝛾4(𝑛) + 𝑡
)

≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 𝑛𝜆2𝜂2𝑡2

(
√
𝑛+3√𝑝)2𝜌max

)
. (3.140)

Setting 𝑡 = 1
𝜆𝜂

√︃
𝑑𝑛 log2 𝑝

𝑛
and combining this equation with (3.128), (3.129), (3.130), and

(3.133), we conclude that if we define

𝛾5(𝑛) :=
polylog(𝑛)∥𝒙𝑖∥2

2𝜆𝜂
©­«𝛾4(𝑛) +

1
𝜆𝜂

√︄
𝑑𝑛 log2 𝑝

𝑛

ª®¬
× ∥𝑿∥∥𝒙𝑖∥

2𝜆𝜂
∥𝒙𝑖∥∥ 𝑩̃∥2∥𝑿∥

4𝜆2𝜂2

×
(
1 + ∥𝑿∥𝑐3(𝑛)𝑐4(𝑛)

4𝜆2𝜂2

)
, (3.141)

then

P( |𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤𝜹𝐴−1𝒙𝑖,B+ | > 𝛾5(𝑛))

≤ 𝑞𝑛 + 𝑞𝑛 + e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 𝑑𝑛 log2 𝑝
(
√
𝑛+3√𝑝)2𝜌max

)
. (3.142)
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As discussed before, we have 𝛾4(𝑛) = 𝑂 (
√︃

log 𝑛
𝑛
). Also, all the norms ∥𝑿∥, ∥𝒙𝑖∥, ∥ 𝑩̃∥ are

𝑂𝑃 (1), hence we expect 𝛾5(𝑛) to go to zero at the rate
√︁
𝑑𝑛polylog(𝑛)/𝑛. This heuristic

argument will be be made rigorous later.

3. 𝒙⊤
𝑖,B+ 𝑨̃

−1 𝑩̃𝜹⊤
𝐵
𝑨̌−1𝒙𝑖,B+:

Using a similar argument as the one presented in (3.128) we obtain:

𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝜹⊤𝐵 𝑨̌

−1𝒙𝑖,B+

= 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑿/𝑖,B−𝚫ℓ𝑿/𝑖,B+ 𝑨̌

−1𝒙𝑖,B+

= 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑿/𝑖,B−𝚫ℓ 𝒗̌ = 𝒖̌𝚫ℓ 𝒗̌

≤
√︄∑︁

𝑖

𝚫2
ℓ,𝑖𝑖
∥𝒖̌∥(max

𝑖
|𝒗̌𝑖 |)

1
2 ∥ 𝒗̌∥ 1

2 . (3.143)

In the above equations we have used

𝒖̌⊤ := 𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑿/𝑖,B− ,

and

𝒗̌ = 𝑿\𝑖,B+ 𝑨̌
−1𝒙𝑖,B+ .

According to (3.130) and (3.140) we have

√︄∑︁
𝑗

Δ2
ℓ,𝑖𝑖
≤ polylog(𝑛)∥𝒙𝑖∥2

2𝜆𝜂
, (3.144)

with probability larger than 1 − 𝑞𝑛 − 𝑞𝑛, and

∥ 𝒗̌∥2 ≤
∥𝑿∥∥𝒙𝑖∥2

2𝜆𝜂
, (3.145)
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and

P
(
max
𝑖

𝒗̌𝑖 > 𝛾5(𝑛) + 𝑡
)

≤ e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 2e

− 4𝑛𝜆2𝜂2𝑡2

(
√
𝑛+3√𝑝)2𝜌max

)
. (3.146)

Hence, the only remaining term to bound is ∥𝒖̌∥. It is straightforward to see that

∥𝒖̌∥2 ≤
∥𝒙𝑖∥∥ 𝑩̃∥∥𝑿∥
𝜎min( 𝑨̃)

≤ ∥𝒙𝑖∥∥ 𝑩̃∥∥𝑿∥
2𝜆𝜂

. (3.147)

Hence, combining (3.143), (3.144), (3.145), (3.146), and (3.147) we will have that if we set

𝑡 = 1
𝜆𝜂

√︃
𝑑𝑛 log2 𝑝

𝑛
, and define

𝛾6(𝑛) :=
polylog(𝑛)∥𝒙𝑖∥

2𝜆𝜂
∥𝒙𝑖∥∥ 𝑩̃∥∥𝑿∥

2𝜆𝜂

× ∥𝑿∥∥𝒙𝑖∥
2𝜆𝜂

©­«𝛾5(𝑛) +
1
𝜆𝜂

√︄
𝑑𝑛 log2 𝑝

𝑛

ª®¬ , (3.148)

then

P( |𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝜹⊤𝐵 𝑨̌

−1𝒙𝑖,B+ | > 𝛾6(𝑛))

≤ 𝑞𝑛 + 𝑞𝑛 + e2𝑠 log 𝑒𝑝

𝑠

(
e−𝑝 + 2e

− 4𝑑𝑛 log2 𝑝
(
√
𝑛+3√𝑝)2𝜌max

)
. (3.149)

Plugging in the bounds from equations (3.125),(3.149) and similarly bounding the remaining
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terms in (3.115), we obtain

𝒙⊤𝑖,B+ 𝑨̃
−1 𝑩̃𝑩̃⊤2 𝑨̃

−1𝒙𝑖,B+

≤ 2𝛾5(𝑛) + 2𝛾6(𝑛) +
𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+ 𝑑𝑛𝛾3

≤ 𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+
(
√
𝑛 + 3√𝑝)2𝑑𝑛𝜌2

max

4𝜂2𝜆2

+ polylog(𝑛)∥𝒙𝑖∥3∥𝑿∥2𝜔𝑠
4𝜆3𝜂3

×
(
1 + 𝜔𝑠

2𝜆𝜂
+ 𝜔

𝑠∥𝑿∥polylog(𝑛)
8𝜆3𝜂3

)
× ©­«

√︄
(
√
𝑛 + 3√𝑝)2𝜌max

𝑛𝜆𝜂
log 2𝑛 + 1

𝜆𝜂

√︄
𝑑𝑛 log2 𝑝

𝑛

ª®¬ .
with probability at least

1 − e𝑑𝑛 log 𝑒𝑝

𝑑𝑛
©­«2e
−𝑐

(
𝑑𝑛 log4 𝑝
𝛾2

3
∧ 𝑑𝑛 log2 𝑝

𝛾3

)ª®¬ − 𝑞𝑛 − 𝑞𝑛
− e−𝑝 − 2e2𝑑𝑛 log 𝑒𝑝

𝑑𝑛

(
e−𝑝 + 4e

− 𝑑𝑛 log2 𝑝
(
√
𝑛+3√𝑝)2𝜌max

)
≥ 1 − e−𝑑𝑛 log 𝑝 − 𝑞𝑛 − 𝑞𝑛

provided e ≤ 𝑑𝑛 ≤ 𝑝

𝐶
for a sufficiently large constant 𝐶 > 0, where we use the definition of 𝛾3, 𝛾4,

𝛾5, 𝛾6 along with the fact that 𝜌max = 𝑂 (𝑝−1).

We now return to equations (3.101) and (3.112), along with the bound derived immediately
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above, to obtain

𝒙⊤𝑖,B1,+
𝑨−1𝑩𝑩⊤𝑨−1𝒙𝑖,B1,+

≤ ∥𝒙𝑖∥2(𝜔𝑠)2
(
𝛾𝑠0(𝛼)
𝜆𝜂

+ (𝛾𝑠0(𝛼))
2 + (𝛾𝑠1(𝛼))

2
)

+ 𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+
(
√
𝑛 + 3√𝑝)2𝑑𝑛𝜌2

max

4𝜂2𝜆2 + polylog(𝑛)∥𝒙𝑖∥3∥𝑿∥2𝜔𝑠
4𝜆3𝜂3

×
(
1 + 𝜔𝑠

2𝜆𝜂
+ 𝜔

𝑠∥𝑿∥polylog(𝑛)
8𝜆3𝜂3

)
× ©­«

√︄
(
√
𝑛 + 3√𝑝)2𝜌max

𝑛𝜆𝜂
log 2𝑛 + 1

𝜆𝜂

√︄
𝑑𝑛 log2 𝑝

𝑛

ª®¬ (3.150)

with probability at least 1− 𝑝−𝑑𝑛 − 𝑞𝑛 − 𝑞𝑛. We now simplify the above bound by plugging in high

probability bounds on the respective parameters. To this end, we first state:

• By Assumption A1, 𝜌max = 𝜎max(Σ) ≤ 𝐶𝑋/𝑝.

• By Lemmas 1.6.15 and 1.6.14,

max
1≤𝑖≤𝑛

∥𝒙𝑖∥ ≤ 2
√︁
𝐶𝑋 and ∥𝑿⊤𝑿∥ ≤ (√𝛾0 + 3)2𝐶𝑋

with probability at least 1 − (𝑛 + 1)e−𝑝/2.

• Next,

𝜔𝑠 = ∥𝑿⊤𝑿∥ sup
𝑡∈[0,1]

max
1≤𝑖≤𝑛

¥ℓ(𝑡 𝜷̂𝛼 + (1 − 𝑡) 𝜷̂𝛼\𝑖)

≤ (
√
𝑛 + 3

√
𝑝)2𝜌maxpolylog(𝑛)

≤ 𝐶𝑋 (
√
𝛾0 + 3)2polylog(𝑛)

with probability at least 1 − e−𝑝, by Lemma 1.6.14 and Assumption A4.
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• By equation (3.100), we have

𝛾𝑠0(𝛼) ≤
1
𝑝

provided 𝛼 ≥ 𝐶𝑝/𝜆2𝜂(1 − 𝜂)𝜅0 for sufficiently large 𝑝 and a sufficiently large constant

𝐶 > 0.

• By equation (3.111) and the above inequalities, we obtain

𝛾𝑠1(𝛼)

≤ 16
𝜆𝛼(1 − 𝜂)𝜅0

(
1 + 1

𝜆𝜂
(𝐶𝑋)2(

√
𝛾0 + 3)4polylog(𝑛)

)
≤ 1
𝑝

provided 𝛼 ≥ 𝐶𝑝polylog(𝑛)/𝜆2𝜂(1 − 𝜂)𝜅0 for sufficiently large 𝑝 and a sufficiently large

constant 𝐶 > 0.

Plugging in all these bounds into (3.150) we conclude that there is a sufficiently large numerical

constant 𝐶 > 0, depending only on 𝛾0, 𝐶𝑋 and such that

𝒙⊤𝑖,B1,+
𝑨−1𝑩𝑩⊤𝑨−1𝒙𝑖,B1,+

≤ polylog(𝑛)
𝜆3𝜂3(1 ∧ 𝜆𝜂)3

√︄
𝑑𝑛

𝑛𝜆𝜂
+ 𝐶𝑑𝑛

𝑛𝜆2𝜂2 +
𝑑𝑛 log2 𝑝

𝑝 − 𝑑𝑛
+ 𝐶

𝑝𝜆𝜂

with probability at least 1 − (𝑛 + 1)e−
𝑝

2 − 𝑝−𝑑𝑛 − 𝑞𝑛 − 𝑞𝑛.

3.6.6 Proof of Lemma 3.4.4

We prove the lemma only for 𝜷̂, because the same proof and constants apply to the leave-one-

out estimators 𝜷̂\𝑖.

Recall that in Lemmas 3.4.3, 3.4.5 and 3.4.6, 𝜇̂ is the empirical distribution of 𝜷̂, 𝜇∗ is the
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distribution of 𝑏∗
𝑏∗+2𝜆𝜂𝜏∗ soft(𝜏∗𝑍 +Θ, 𝜆(1−𝜂)𝜏∗𝑏∗

) with (Θ, 𝑍) ∼ 1
𝑝

𝑝∑︁
𝑘=1

𝛿𝛽∗
𝑘
⊗ 𝑁 (0, 1), and (𝑏∗, 𝜏∗) is the

unique solution of the equations (3.47) and (3.48). Note that by Lemma A.2 in [114], there exists

0 < 𝑏min < 𝑏max and 𝜎 < 𝜏max depending only on model parameters such that 𝜎 < 𝜏∗ < 𝜏max and

𝑏min < 𝑏∗ < 𝑏max.

Let us first define a smoothed indicator function as follows:

ℎ𝜁 (𝑥) =



0 , |𝑥 | ≥ 𝜅1 + 𝜁

1 − |𝑥 | − 𝜅1
𝜁

, 𝜅1 ≤ |𝑥 | < 𝜅1 + 𝜁

1 , |𝑥 | < 𝜅1

(3.151)

Note that ℎ𝜁 is 1
𝜁
-Lipschitz, and 1[−𝜅1,𝜅1] ≤ ℎ𝜁 ≤ 1[−𝜅1−𝜁,𝜅1+𝜁] . We then have

1
𝑝

#{𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1} = 𝜇̂( [−𝜅1, 𝜅1]) − 𝜇̂({0})

=

∫
1[−𝜅1,𝜅1] (𝑥)𝑑𝜇̂(𝑥) − 𝜇̂({0})

≤
∫

ℎ𝜁 (𝑥)𝑑𝜇̂(𝑥) − 𝜇̂({0})

≤
∫

ℎ𝜁 (𝑥)𝑑𝜇∗(𝑥) + |
∫

ℎ𝜁 (𝑥)𝑑𝜇∗(𝑥) −
∫

ℎ𝜁 (𝑥)𝑑𝜇̂∗(𝑥) | − 𝜇̂({0})

≤ 𝜇∗( [−𝜅1 − 𝜁, 𝜅1 + 𝜁]) − 𝜇∗({0}) + |
∫

ℎ𝜁 (𝑥)𝑑𝜇∗(𝑥) −
∫

ℎ𝜁 (𝑥)𝑑𝜇̂∗(𝑥) |

+ |𝜇∗({0}) − 𝜇̂({0}) |. (3.152)

We now aim to obtain upper bounds for the final three terms in (3.152). First note that 0 is the

unique discontinuity of 𝜇∗, therefore

𝜇∗( [−𝜅1 − 𝜁, 𝜅1 + 𝜁]) − 𝜇∗({0}) ≤ 2(𝜅1 + 𝜁)max
𝑥≠0

𝑓∗(𝑥)

where 𝑓∗ is the density of the absolutely continuous part of 𝜇∗ w.r.t. the Lebesgue measure. It can
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be verified directly via definition that

𝑓∗(𝑥) =
1
𝑝

(
1
𝜏∗
+ 2𝜆𝜂
𝑏∗

)
×

𝑝∑︁
𝑘=1

𝜙

(
𝑥

(
1
𝜏∗
+ 2𝜆𝜂
𝑏∗

)
+ sign(𝑥)𝜆(1 − 𝜂)

𝑏∗
−
𝛽∗
𝑘

𝜏∗

)
where 𝜙(·) is the standard Gaussian density, and therefore

𝑓∗(𝑥) ≤ (
√

2𝜋)−1
(

1
𝜏∗
+ 2𝜆𝜂
𝑏∗

)
≤ (
√

2𝜋)−1
(

1
𝜎
+ 2𝜆𝑚𝑎𝑥
𝑏𝑚𝑖𝑛

)
=: 𝐶 𝑓

So we have

𝜇∗( [−𝜅1 − 𝜁, 𝜅1 + 𝜁]) − 𝜇∗({0}) ≤ 2𝐶 𝑓 (𝜅1 + 𝜁). (3.153)

To bound the term |
∫
ℎ𝜁 (𝑥)𝜇∗(𝑥) −

∫
ℎ𝜁 (𝑥) 𝜇̂∗(𝑥) | in (3.152) we use the following approach. First,

note that ℎ𝜁 is 1/𝜁-Lipschitz. Thus,

|
∫

ℎ𝜁 (𝑥)𝜇∗(𝑥) −
∫

ℎ𝜁 (𝑥) 𝜇̂∗(𝑥) |

≤ 1
𝜁

sup
𝑔∈𝐿1

|
∫

𝑔(𝑥)𝑑𝜇∗(𝑥) −
∫

𝑔(𝑥)𝑑𝜇̂∗(𝑥) |

=𝑊1( 𝜇̂, 𝜇∗)/𝜁 ≤ 𝑊2( 𝜇̂, 𝜇∗)/𝜁 . (3.154)

In these equations,𝑊𝑞 denotes the Wasserstein-q distance between two measures for 𝑞 = 1, 2. The

last inequality uses monotonicity of𝑊𝑞 in 𝑞: for 0 < 𝑝 < 𝑞:

𝑊𝑝 (𝜇, 𝜈) := inf
𝑋∼𝜇,𝑌∼𝜈

∥𝑋 − 𝑌 ∥L𝑝

≤ inf
𝑋∼𝜇,𝑌∼𝜈

∥𝑋 − 𝑌 ∥L𝑞

=: 𝑊𝑞 (𝜇, 𝜈)
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Furthermore, by Lemma 3.4.3, for any 0 < 𝜖 < 1
2 , we have

𝑊2( 𝜇̂, 𝜇∗)/𝜁 ≤
√
𝜖/𝜁 (3.155)

with probability at least 1 − 𝐶1𝜖
−2e−𝑐1𝑝𝜖

3 (log 𝜖)−2
, for some constants 𝐶1, 𝑐1. Combining (3.154)

and (3.156) we conclude that

|
∫

ℎ𝜁 (𝑥)𝜇∗(𝑥) −
∫

ℎ𝜁 (𝑥) 𝜇̂∗(𝑥) | ≤
√
𝜖/𝜁 (3.156)

with probability at least 1 − 𝐶1𝜖
−2e−𝑐1𝑝𝜖

3 (log 𝜖)−2
.

For the last term of (3.152) we use Lemma 3.4.6 to get:

| 𝜇̂(0) − 𝜇∗(0) | = |∥ 𝜷̂∥0 − 𝑠∗ | < 𝜖′ (3.157)

with probability at least 1 − 𝐶2𝜖
′−6e−𝑐2𝑝𝜖

′6
.

Using (3.152), (3.153), (3.156), and (3.157) together we have

1
𝑝
|{𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1}| ≤ 2𝐶 𝑓 (𝜅1 + 𝜁) +

√
𝜖/𝜁 + 𝜖′

with probability at least 1 − 𝐶1𝜖
−2e−𝑐1𝑝𝜖

3 (log 𝜖)−2 − 𝐶2𝜖
′−6e−𝑐2𝑝𝜖

′6
. We observe first that the bound

is minimized at 𝜁 = (2𝐶 𝑓 )−
1
2 𝜖

1
4 without changing the probability.

Next, we set 𝜖 = 2(𝑐1𝑝)−
1
3 log 𝑝 and 𝜖′ = 3 1

3 (𝑐2𝑝)−
1
6 (log 𝑝) 1

6 to get:

|{𝑘 : 0 < |𝛽𝑘 | ≤ 𝜅1}|

≤ 2𝐶 𝑓 𝑝𝜅1 + 𝐶3𝑝
11
12 (log 𝑝) 1

4 + 𝐶4𝑝
5
6 (log 𝑝) 1

6

≤ 𝐶𝑝𝜅1 + 𝐶𝑝
11
12 (log 𝑝) 1

4

≤ 𝐶𝑝 11
12 (log 𝑝) 1

4
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with probability at least 1 − 𝐶′𝑝−7, for sufficiently large 𝑝 and some constants 𝐶,𝐶′, provided

𝜅1 = 𝑜(𝑝− 1
12 (log 𝑝) 1

4 ) By an identical argument, an analogous statement holds for 𝛽\𝑖,𝑘 . The proof

is completed by a union bound over 1 ≤ 𝑖 ≤ 𝑛.
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Chapter 4: Data Attribution: Difference Between Low and High Dimensions

4.1 Introduction

4.1.1 Background and literature review

The growing complexity and black-box nature of machine learning (ML) and artificial intel-

ligence (AI) models have made their assessment and interpretation critical challenges, especially

when it comes to informed decision-making. Attribution-based techniques, such as influence func-

tions (IF) [115–120] and Shapley values [121–126], have emerged as widely used tools for under-

standing model behavior.

One of the most widely used attribution-based techniques relies on the IF, a concept originally

developed in the field of robust statistics [127] and widely adopted in other fields such as differen-

tial privacy ([128]). IFs quantify the effect of small perturbations to individual data points on the

predictions of an ML or AI model. IFs have demonstrated promising results in a variety of down-

stream tasks, including interpreting model predictions ([129–131]), improving model alignment

([132, 133]), and analyzing training dynamics ([134, 135]).

To understand some of the challenges faced by IFs, consider again the R-ERM estimator 𝜷̂

(1.3). The prediction error of 𝜷̂ is then ℓ0( 𝜷̂) := ℓ(𝑦0, 𝒙
⊤
0 𝜷̂) for a test point 𝒛0 := (𝑦0, 𝒙0). To

measure how one training point 𝒛𝑖 := (𝑦𝑖, 𝒙𝑖) ∈ D affect the prediction, we define the influence to

be the difference in the prediction error between using 𝜷̂ and 𝜷̂/𝑖:

ITrue(𝒛𝑖, 𝒛0) := ℓ0( 𝜷̂\𝑖) − ℓ0( 𝜷̂) (4.1)

We call this quantity the true influence of 𝒛𝑖.

Calculating ITrue(𝒛𝑖, 𝒛0) requires retraining the model for calculating 𝜷̂/𝑖. Since this is com-
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putationally demanding [115] proposed the following approximations. First, using the first-order

Taylor approximation, we have

ITrue(𝒛𝑖, 𝒛0) ≈ ∇𝜷ℓ( 𝜷̂, 𝒛0)⊤( 𝜷̂/𝑖 − 𝜷̂) (4.2)

The second step of approximation is used to calculate ( 𝜷̂/𝑖 − 𝜷̂) efficiently. Defining:

𝜷(𝜖) :=
𝑛∑︁
𝑗=1
ℓ(𝜷, 𝒛 𝑗 ) − 𝜖ℓ(𝛽, 𝒛𝑖)

Note that 𝜷(1) = 𝜷̂/𝑖. Since 𝑛 is a large number, we have:

𝜷̂/𝑖 − 𝜷̂ ≈ − 𝑑𝜷(𝜖)
𝑑𝜖

�����
𝜖=0

. (4.3)

The derivative 𝑑𝜷(𝜖)
𝑑𝜖

���
𝜖=0

can be calculated using the Hessian of the empirical risk, i.e. 𝑮 =∑𝑛
𝑖=1 ∇2

𝜷ℓ(𝜷, 𝒛𝑖):
𝑑 𝜷̂

𝑑𝜖

���
𝜖=0

= −𝑮−1∇𝜷ℓ( 𝜷̂, 𝒛𝑖). (4.4)

Combining (4.2) and (4.4), [115] proposed the following approximation for ITrue(𝒛𝑖, 𝒛0):

IIF(𝒛𝑖, 𝒛0) = ∇𝜷ℓ0( 𝜷̂)⊤𝑮−1∇𝜷ℓ𝑖 ( 𝜷̂). (4.5)

Inspired by the analysis offered in [127] for low dimensional settings, i.e. the setting, where

the number of parameters 𝑝 is much smaller than the number of observations 𝑛 (𝑝 ≪ 𝑛), it is

widely believed that the approximations we mentioned in (4.2) and (4.3) are accurate. However,

many modern AI and ML models have many parameters, that challenges the assumption 𝑝 ≪ 𝑛.

Throughout the paper, we call the models in which 𝑝 is not much smaller than 𝑛, high-dimensional

models. Inspired by such models we would like to answer the following question:

Q1: Are the two approximations that led to (4.5) accurate under the high-dimensional settings?

Q2: If the answer to Q1 is negative, can the formula presented in (4.5) be improved to yield an
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Figure 4.1: Comparison of NEWFLUENCE and IIF(𝒛𝑖, 𝒛0). We use logistic ridge regression with
𝑛 = 500, 𝑝 = 1000, and 𝜆 = 0.01. The other details of the simulation are presented in Section 4.3
The figure shows results for all the influence of all the 𝑛 = 500 training points on the prediction loss
of 𝑚 = 100 unseen new test points generated from the true logistic model. Left: NEWFLUENCE

vs. true influence. Right: IIF(𝒛𝑖, 𝒛0) vs. true influence. The NEWFLUENCE offers a significantly
better approximation.

accurate approximation for ITrue(𝒛𝑖, 𝒛0)?

A few empirical papers have reported the inaccuracies in the conclusions of the IF; [115] and

[136] empirically showed that IFs are often inaccurate in estimating leave-one-out scores, particu-

larly when applied to deep neural network models. [137] studied how IFs change across different

model parameterizations and regularization techniques, showing they can be erroneous in some

circumstances. [138] examined the five major sources of inaccuracy and highlighted the potential

pitfalls of the Taylor expansion that is commonly used in IFs.

Our goal is to develop a theoretical framework for analyzing the accuracy of IFs. We argue that

the high dimensionality of modern AI and ML models undermines the approximations on which

IFs are based. To support this claim, we adopt a high-dimensional asymptotic regime where 𝑛, 𝑝 →

∞ with 𝑛/𝑝 → 𝛾, for some fixed 𝛾 [34, 37, 38, 48, 139, 140]. That is, both 𝑛 and 𝑝 are large,

but their ratio remains bounded. Our theoretical results show that the answer to Q1 is negative,

i.e. IFs can be inaccurate in high-dimensional settings. In response, we propose an alternative

approximation of ITrue(𝒛𝑖, 𝒛0), called NEWFLUENCE, that retains the computational simplicity of

classical IFs but remain accurate under high-dimensional conditions. Empirical results further

support our theoretical findings. Figure 4.1 compares the performance of NEWFLUENCE with that

of IIF(𝒛𝑖, 𝒛0).

As motivated in [115], evaluating the exact impact of each training data point on a model’s pre-
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diction is computationally demanding. Influence functions offer an efficient approximation of this

impact. However, this approximation raises a critical question that warrants careful investigation:

Q: How accurately do influence functions approximate the impact of individual data points on the

predictions of an AI model? Can we develop more precise and theoretically grounded alternatives

to influence function-based approximations?

The main objective of this paper is to address the two questions above through both theoretical

analysis and simulations. Motivated by modern AI and ML models with large numbers of pa-

rameters and data points, we study an asymptotic high-dimensional regime where 𝑛, 𝑝 → ∞ with

𝑛/𝑝 → 𝛿 for fixed 𝛿. This contrasts with classical low-dimensional settings where 𝑝 is fixed and 𝑛

grows.

As we show in this paper, both theoretical and empirical results indicate that influence func-

tions are unreliable in high-dimensional settings. However, a slight modification—at comparable

computational cost—yields significantly more accurate approximations.

4.2 Theoretical results

4.2.1 NEWFLUENCE for High dimensional R-ERM

In this section, we formalize our ideas using the generalized linear model and propose our new

measure of influence, called NEWFLUENCE.

In response to Q1 in Section 4.1.1, we study the error |IIF(𝒛𝑖, 𝒛0) − ITrue(𝒛𝑖, 𝒛0) | under PHAS

𝑛, 𝑝 →∞, 𝑛/𝑝 → 𝛾0.

The classical expectation was for the IF approximation IIF(𝒛𝑖, 𝒛0) to closely match the true

influence ITrue(𝒛𝑖, 𝒛0), making the difference negligible. However, our theoretical results in the

next section show that, contrary to this expectation,

IIF(𝒛𝑖, 𝒛0) = (1 − 𝐻𝑖𝑖)ITrue(𝒛𝑖, 𝒛0) +𝑂𝑝

(
polylog(𝑛)

𝑛

)
,
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where 𝐻𝑖𝑖 = (𝒙⊤𝑖 𝑮−1𝒙𝑖) ¥ℓ𝑖 ( 𝜷̂) is the diagonal element of the generalized hat matrix (3.4). As will

be clarified later, it follows from the definition of 𝑮 and our high-dimensional framework that

𝐻𝑖𝑖 = Θ𝑃 (1) and 0 ≤ 𝐻𝑖𝑖 ≤ 1.

This implies that the commonly used IIF formula underestimates the true influence by a

datapoint-dependent factor (1 − 𝐻𝑖𝑖). Since 1 − 𝐻𝑖𝑖 varies with the datapoint 𝒛𝑖, it is conceivable

that for points with large true influence ITrue(𝒛𝑖, 𝒛0), the value of 1 − 𝐻𝑖𝑖 may be small—causing

IIF(𝒛𝑖, 𝒛0) to be markedly lower and incorrectly suggesting that 𝒛𝑖 is non-influential in the predic-

tion.This underestimation phenomenon is also illustrated in Figure 4.1.

This motivates Q2 in Section 4.1.1: can we find a more accurate alternative? In response,

we propose a modified influence function framework that addresses this limitation while retaining

computational efficiency. First, note that the above calculation suggests the corrected estimator:

ĨIF :=
1

1 − 𝐻𝑖𝑖
IIF

which is in fact consistent for ITrue. However, both IIF and ĨIF require computing the gradient

∇𝜷ℓ( 𝜷̂, 𝒛0) for each new test point 𝒛0. We avoid this in our proposal called NEWFLUENCE, which

is given by

INew(𝒛𝑖, 𝒛0) = ℓ0

(
𝜷̂ +
¤ℓ𝑖 ( 𝜷̂)𝑮−1𝒙𝑖

1 − 𝐻𝑖𝑖

)
− ℓ0

(
𝜷̂
)
. (4.6)

Evaluating the loss function at any 𝜷 and 𝒛0 should have similar computational demand as eval-

uating the gradient, so this method generally does not increase computational complexity. As we

shall show in the next section, this estimator is consistent for the true influence ITrue.

This alternative approach retains the interpretability advantages of IFs while eliminating un-

necessary approximations and improving computational accuracy. This formula is inspired by the

recent work on the literature of risk estimation in high-dimensional settings [20, 23, 26, 59]. We

present the derivation of the formula in Section 4.4.
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4.2.2 Our main theoretical contributions: Smooth case

In this section, we formally state our main theoretical results. We adopt the same assumptions

as in Chapter 2.

Theorem 4.2.1. Under Assumption Group A and B, we have

1. |INew − ITrue | = 𝑜𝑃 ( 1𝑛polylog(𝑛))

2. |ITrue | = 𝑂𝑃 ( 1√
𝑛
polylog(𝑛)),

3. IIF = (1 − 𝐻𝑖𝑖)ITrue + 𝑜𝑃 ( 1𝑛polylog(𝑛)).

We present the proof in Section 4.5. We now present a few remarks on the above theorem.

Remark 4.2.2. For many common choices of loss functions and regularization parameters, ¥ℓ𝑖 ( 𝜷̂) =

Θ𝑃 (1), and max 𝑗 ¥𝑟 𝑗 ( 𝜷̂ 𝑗 ) = 𝑂𝑝 (1). Then it follows from the definition of 𝐻𝑖𝑖 and our assumptions

that 𝐻𝑖𝑖 = Θ𝑃 (1/(1 + 𝜆)). Thus the classical estimator IIF incurs considerable bias in such

situations, when 𝜆 is not very large. This is reflected in our simulation experiments in the next

section.

Remark 4.2.3. Comparing ITrue and IIF, we find that the approximation error in IIF is 𝐻𝑖𝑖 ·ITrue,

which, for moderate regularization strength 𝜆, is of the same order as the true influence itself. As

a result, a highly influential data point may appear non-influential due to approximation errors

involved in obtaining |IIF |, potentially leading to misleading conclusions—an issue also noted in

prior empirical studies ([136, 137]).

Remark 4.2.4. In contrast to IIF, the error |INew−ITrue | is much smaller than |ITrue |, indicating

that INew provides a reliable approximation of ITrue when 𝑛 and 𝑝 are large.

4.3 Numerical Experiments

We evaluate the accuracy of NEWFLUENCE and classical influence function in ℓ2-regularized

logistic regression. We generate synthetic binary classification datasets with feature dimensions

𝑝 ∈ {500, 1000, 2000} and set the sample size to maintain a fixed ratio 𝑛/𝑝 = 0.5. The true model
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coefficients 𝜷★ ∼ N(0, I𝑝) are drawn from a standard normal distribution, and input features are

sampled as 𝒙 ∼ N(0, I𝑝/𝑛). Labels 𝑦 ∈ {0, 1}𝑛 are generated according to a Bernoulli model with

success probabilities given by 𝜎(𝒙⊤𝜷★), where 𝜎 denotes the sigmoid function. The code used to

produce the numerical results is available online1.

We fit a logistic ridge model using Newton’s method, with regularization parameter 𝜆 ∈

{0.01, 10}. For each model, we compute the true influence function ITrue for 𝑚 = 100 unseen

test examples. These true influence values are compared against two first-order approximations:

(i) NEWFLUENCE, and (ii) the classical influence function, IIF. For each test point, we evaluate the

rank correlation between true and approximated influence across training points using Kendall’s 𝜏.

Remark 4.3.1. Kendall’s 𝜏 is defined as 𝜏 = (𝐶 − 𝐷)/
(𝑛
2
)
, where 𝐶 is the number of concordant

pairs and 𝐷 is the number of discordant pairs. A pair (𝑖, 𝑗) is concordant if the two ranking

methods agree on the ordering of 𝑖 and 𝑗 , and discordant otherwise.

The value of 𝜏 lies in the interval [−1, 1], with 𝜏 = 1 indicating perfect agreement between

rankings, 𝜏 = −1 indicating perfect disagreement (reversed order), and 𝜏 = 0 indicating no corre-

lation in pairwise orderings.

Results are summarized in Tables 4.1 and 4.2. When 𝜆 = 0.01, corresponding to an effective

degrees of freedom ratio df/𝑝 ≈ 0.344 (where df:=
∑𝑛
𝑖=1 𝐻𝑖𝑖), NEWFLUENCE estimates exhibit

nearly perfect rank agreement with the true influence ranking (𝜏 ≈ 1.00), while classical IFs are

notably less accurate (𝜏 ≈ 0.88). In contrast, when 𝜆 = 10, the regularization is strong and the

effective degrees of freedom is substantially smaller (df/𝑝 ≈ 0.023), placing the model in a low-

dimensional regime. In this setting, both Newfluence and the classical influence estimates achieve

perfect agreement with the true influence ranking.

These results illustrate that classical IFs can be accurate in the low-dimensional regime—i.e.,

when df/𝑝 ≪ 1—but fail to match the fidelity of NEWFLUENCE in high-dimensional settings

where the model complexity (as measured by df/𝑝) is non-negligible.

1https://anonymous.4open.science/r/corrected-influence-functions-2F7E/
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Table 4.1: Kendall’s 𝜏 (std in parentheses) for NEWFLUENCE and classical influence-based esti-
mates across different training set sizes computed over 𝑚 = 100 unseen test data points for logistic
ridge when 𝜆 = 0.01, leading to df/𝑝 = 0.344.

𝑛 𝑝 𝜏 (NEWFLUENCE) 𝜏 (IF)

250 500 0.99 (0.00) 0.88 (0.01)
500 1000 1.00 (0.00) 0.88 (0.01)

1000 2000 1.00 (0.00) 0.88 (0.00)

Table 4.2: Kendall’s 𝜏 (std in parentheses) for NEWFLUENCE and classical influence-based esti-
mates across different training set sizes computed over 𝑚 = 100 unseen test data points for logistic
ridge when 𝜆 = 10.00, leading to df/𝑝 = 0.023.

𝑛 𝑝 𝜏 (NEWFLUENCE) 𝜏 (IF)

250 500 1.00 (0.00) 1.00 (0.00)
500 1000 1.00 (0.00) 1.00 (0.00)

1000 2000 1.00 (0.00) 1.00 (0.00)

4.4 Derivation of NEWFLUENCE for smooth problems

Here we provide the detailed derivation of 𝜷̃Newton
\𝑖 . The key is to use one step of Newton

method to get an approximation of 𝜷̂\𝑖, and using Woodbury formula to reduce computational

complexity of the leave-one-out Hessian.

Note that when the objective function 𝐿𝑛,/𝑖 (𝜷) is smooth, 𝜷̂\𝑖 is the root of its gradient:

0 = ∇𝐿𝑛,/𝑖 ( 𝜷̂\𝑖) =
∑︁
𝑗≠𝑖

¤ℓ 𝑗 ( 𝜷̂\𝑖)𝒙 𝑗 + 𝜆∇𝑟 ( 𝜷̂\𝑖).

If we replace 𝒇 in Definition 1.2.1, then its Jacobian is just the Hessian of 𝐿𝑛,/𝑖:

𝑮/𝑖 ( 𝜷̂) =
∑︁
𝑗≠𝑖

𝒙 𝑗𝒙
⊤
𝑗
¥ℓ 𝑗 ( 𝜷̂) + 𝜆∇2𝑟 ( 𝜷̂). (4.7)

Moreover, since 𝐿𝑛,/𝑖 = 𝐿𝑛 − ℓ𝑖 and ∇𝐿𝑛 ( 𝜷̂) = 0, we have

∇𝐿𝑛,/𝑖 ( 𝜷̂) = ∇𝐿𝑛 ( 𝜷̂) − ∇ℓ𝑖 ( 𝜷̂) = −ℓ𝑖 ( 𝜷̂)𝒙𝑖 .
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Inspired by the corresponding literature (e.g. [20, 23, 59]), we initiate the Newton iteration at

the full model parameter 𝜷̂ and apply a single update, and call the result 𝜷̃Newton
\𝑖 :

𝜷̃Newton
\𝑖 := 𝜷̂ − 𝑮/𝑖 ( 𝜷̂)∇𝐿𝑛,/𝑖 ( 𝜷̂)

= 𝜷̂ + ¤ℓ𝑖 ( 𝜷̂)𝑮/𝑖 ( 𝜷̂)𝒙𝑖 . (4.8)

Furthermore, we use Lemma 1.6.2 to simplify the calculation of 𝑮/𝑖 without repeatedly taking

inverse for each 𝑖. For now we write 𝑮,𝑮/𝑖 and drop their dependence on 𝜷̂:

𝑮−1
/𝑖 = (𝑮 − ∇2ℓ𝑖 ( 𝜷̂))−1

= (𝑮 − 𝒙𝑖𝒙⊤𝑖 ¥ℓ𝑖 ( 𝜷̂))−1

( Woodbury Formula ) = 𝑮−1 +
𝑮−1𝒙⊤

𝑖
𝒙𝑖𝑮

−1 ¥ℓ𝑖 ( 𝜷̂)
1 − 𝒙⊤

𝑖
𝑮−1𝒙𝑖 ¥ℓ𝑖 ( 𝜷̂)

.

Inserting this back into (4.8):

𝜷̃Newton
\𝑖 = 𝜷̂ + ¤ℓ𝑖 ( 𝜷̂)𝑮/𝑖 ( 𝜷̂)𝒙𝑖

= 𝜷̂ + ¤ℓ𝑖 ( 𝜷̂)
[
𝑮−1 +

𝑮−1𝒙⊤
𝑖
𝒙𝑖𝑮

−1 ¥ℓ𝑖 ( 𝜷̂)
1 − 𝒙⊤

𝑖
𝑮−1𝒙𝑖 ¥ℓ𝑖 ( 𝜷̂)

]
𝒙𝑖

= 𝜷̂ + ¤ℓ𝑖 ( 𝜷̂)𝑮−1𝒙𝑖
1

1 − 𝐻𝑖𝑖
(4.9)

where 𝐻𝑖𝑖 is the (𝑖, 𝑖) element of

𝑯 = 𝑿𝑮−1𝑿⊤diag[ ¥ℓ𝑖 ( 𝜷̂)]𝑛𝑖=1,

and diag[ ¥ℓ𝑖 ( 𝜷̂)]𝑛𝑖=1 is the diagonal matrix with diagonal elements being { ¥ℓ𝑖 ( 𝜷̂), 𝑖 = 1, 2, ..., 𝑛}.
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Replacing 𝜷̂\𝑖 by 𝜷̃Newton
\𝑖 in the definition of the true influence ITrue yields our definition of INew:

INew = ℓ0( 𝜷̃Newton
\𝑖 ) − ℓ0( 𝜷̂)

= ℓ0

(
𝜷̂ + ¤ℓ𝑖 ( 𝜷̂)𝑮/𝑖 ( 𝜷̂)𝒙𝑖

1
1 − 𝐻𝑖𝑖

)
− ℓ0

(
𝜷̂
)

4.4.1 A Heuristic Lower Bound on 𝐻𝑖𝑖

We show that 𝐻𝑖𝑖 is bounded below by a constant with non-vanishing probability in the case of

linear regression, i.e., an ERM with squared loss.

𝐻𝑖𝑖 = 𝒙⊤𝑖 𝑮
−1( 𝜷̂)𝒙𝑖

≥ ∥𝒙𝑖∥2𝜎min(𝑮−1( 𝜷̂))

≥ ∥𝒙𝑖∥2(𝜎max(𝑮 ( 𝜷̂)))−1.

By standard concentration results for 𝜒2 distribution (Lemma 1.6.10), we know that P(∥𝒙𝑖∥2 >
1
2 ) ≥ 1 − 𝑒− 1

16 𝑝. Also, we have

𝜎max(𝑮 ( 𝜷̂)) = ∥𝑿⊤𝑿 + 𝜆∇2𝑟 (𝜷)∥

≤ ∥𝑿∥2 + 𝜆∥∇2𝑟 (𝜷)∥.

By Lemma 1.6.14, ∥𝑿∥ = 𝑂𝑃 (1). We claim without proof that, for most commonly used regu-

larizers we have ∥∇2𝑟 (𝜷)∥ = 𝑂𝑃 (1). For example, for the ridge penalty 𝑟 (𝜷) = ∥𝜷∥2 we have

∥∇2𝑟 (𝜷)∥ = 2. Therefore 𝐻𝑖𝑖 > 𝐶 w.p→ 1.
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4.5 Proof of Theorem 4.2.1

4.5.1 Proof of Part 1

It follows from Lemma 3.3 of [15] (with 𝑚 = 𝑡 = 1) that ∥ 𝜷̂\𝑖 − 𝜷̃Newton
\𝑖 ∥ = 𝑜𝑃 ( 1√

𝑛
polylog(𝑛)).

Thus

INew − ITrue = ℓ0( 𝜷̃Newton
\𝑖 ) − ℓ0( 𝜷̂\𝑖)

= ℓ(𝑦0, 𝒙
⊤
0 𝜷̃

Newton
\𝑖 ) − ℓ(𝑦0, 𝒙

⊤
0 𝜷̂\𝑖)

=

(∫ 1

0
∇𝜷ℓ(𝑦0, 𝒙

⊤
0 ( 𝜷̃

Newton
\𝑖 + 𝑡 ( 𝜷̃Newton

\𝑖 − 𝜷̂\𝑖)))𝑑𝑡
)⊤
( 𝜷̃Newton
\𝑖 − 𝜷̂\𝑖)

=

(∫ 1

0
¤ℓ0( 𝜷̃Newton

\𝑖 + 𝑡 ( 𝜷̃Newton
\𝑖 − 𝜷̂\𝑖))𝑑𝑡

)
𝒙⊤0 ( 𝜷̃

Newton
\𝑖 − 𝜷̂\𝑖)

≤ 𝐶
(
1 + |𝑦0 |𝑠 + |𝒙⊤0 𝜷̃

Newton
\𝑖 |𝑠 + |𝒙⊤0 𝜷̂\𝑖 |

𝑠
)
𝒙⊤0 ( 𝜷̃

Newton
\𝑖 − 𝜷̂\𝑖)

≤ 4𝐶
√︁
𝐶𝑋

(
1 + (𝐶𝑦 (𝑛))𝑠 + (3∥ 𝜷̂\𝑖∥

√︁
𝐶𝑋 log(𝑛)/𝑝)𝑠

)
∥ 𝜷̃Newton
\𝑖 − 𝜷̂\𝑖∥

√︁
log(𝑛)/𝑝

= 𝑂𝑝

(
polylog(𝑛)

𝑛

)
(4.10)

with high probability. Here the first inequality follows from Assumption A5. The second inequality

holds with high probability by Assumption A6 and by Lemma 1.6.10, since 𝒙0 ∼ N(0,𝚺) with

𝜆max(𝚺) ≤ 𝐶𝑋/𝑝, and 𝒙0 is independent of {(𝑦𝑖, 𝒙𝑖) : 1 ≤ 𝑖 ≤ 𝑛}, and hence of 𝜷̂\𝑖, 𝜷̃Newton
\𝑖 . In the

last step we use the fact that ∥ 𝜷̂\𝑖∥ = 𝑂𝑃 (
√
𝑝), and finally the above quoted bound on the error of

the Newton step, i.e., ∥ 𝜷̂\𝑖 − 𝜷̃Newton
\𝑖 ∥ = 𝑜𝑃 ( 1√

𝑛
polylog(𝑛)).
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4.5.2 Proof of Part 2

Next, note that by definition of INew, we have by a Taylor series expansion that

INew −
¤ℓ0( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)𝒙⊤0 𝑮

−1𝒙𝑖

1 − 𝐻𝑖𝑖
= ℓ0

(
𝜷̂ +
¤ℓ𝑖 ( 𝜷̂)𝑮−1𝒙𝑖

1 − 𝐻𝑖𝑖

)
− ℓ0( 𝜷̂) −

¤ℓ0( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)𝒙⊤0 𝑮
−1𝒙𝑖

1 − 𝐻𝑖𝑖

=

( ¤ℓ𝑖 ( 𝜷̂)𝒙⊤0 𝑮−1𝒙𝑖

1 − 𝐻𝑖𝑖

)2

¥ℓ0(𝜉)

= 𝑂𝑝 (polylog(𝑛)) · (𝒙⊤0 𝑮
−1𝒙𝑖)2 = 𝑂𝑃

(
polylog(𝑛)

𝑛

)
(4.11)

Here 𝜉 = 𝑡 𝜷̂ + (1 − 𝑡) 𝜷̃Newton
\𝑖 for some 𝑡 ∈ [0, 1]. To get the second last equality we use

Lemma 1.6.15 to conclude that ∥𝑮−1𝒙𝑖∥ = 𝑂𝑃 (1), Assumptions A5 and A6 to arrive at (1 −

𝐻𝑖𝑖)−1 = 𝑂𝑃 (1), ¤ℓ0( 𝜷̂), ¤ℓ𝑖 ( 𝜷̂), ¥ℓ𝑖 (𝜉) = 𝑂𝑃 (polylog(𝑛)). To get the last equality we again use the

conclusion that ∥𝑮−1𝒙𝑖∥ = 𝑂𝑃 (1) , and finally that 𝒙0 ∼ N(0,𝚺) with 𝜆max(𝚺) = 𝐶𝑋/𝑝, indepen-

dent of {(𝑦𝑖, 𝒙𝑖) : 1 ≤ 𝑖 ≤ 𝑛}. Note also that 𝑛/𝑝 → 𝛾0.

From (4.10) and (4.11) we then have

ITrue −
¤ℓ0( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)𝒙⊤0 𝑮

−1𝒙𝑖

1 − 𝐻𝑖𝑖
= 𝑂𝑃

(
polylog(𝑛)

𝑛

)
. (4.12)

By arguments identical to (4.11) we have (1−𝐻𝑖𝑖)−1 = 𝑂𝑃 (1), ¤ℓ0( 𝜷̂), ¤ℓ𝑖 ( 𝜷̂), ¥ℓ𝑖 (𝜉) = 𝑂𝑃 (polylog(𝑛)),

and ∥𝑮−1𝒙𝑖∥ = 𝑂𝑃 (1), and thus

¤ℓ0( 𝜷̂) ¤ℓ𝑖 ( 𝜷̂)𝒙⊤0 𝑮
−1𝒙𝑖

1 − 𝐻𝑖𝑖
= 𝑂𝑃

(
polylog(𝑛)
√
𝑛

)
.

This completes the proof of part 2. In fact, for many choices of loss functions, such as squared

loss, logistic loss, or Poisson negative log likelihood the above quantity is in fact Θ𝑃

(
polylog(𝑛)√

𝑛

)
.

We omit a more detailed analysis here.
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4.5.3 Proof of Part 3

Since we are in the setup of generalized linear models,

∇𝜷ℓ( 𝜷̂, 𝒛0) = 𝒙0 ¤ℓ0( 𝜷̂), ∇𝜷ℓ( 𝜷̂, 𝒛𝑖) = 𝒙𝑖 ¤ℓ𝑖 ( 𝜷̂).

Thus, definition of IIF and (4.12) together imply that

ITrue − IIF

1 − 𝐻𝑖𝑖
= 𝑂𝑃

(
polylog(𝑛)

𝑛

)
.

from where the conclusion of Part 2 follows immediately since 0 < 1 − 𝐻𝑖𝑖 ≤ 1.

4.6 Concluding Remarks

Interpreting today’s black-box systems—ranging from foundation models to the latent “world

models” that power model-based reinforcement learning—requires attribution tools whose guar-

antees scale with model dimensionality. In this work we have shown that the classical influence-

function approximation of [115] incurs a systematic, datapoint-specific bias in high dimensions:

it underestimates the true leave-one-out effect by a factor 1 − 𝐻𝑖𝑖. To remedy this, we proposed

NEWFLUENCE, a single-Newton-step correction that preserves the computational economy of in-

fluence functions while eliminating their high-dimensional bias. Our theory establishes consis-

tency under the proportional asymptotics 𝑝 ≍ 𝑛, and experiments with high-dimensional logistic

ridge regression confirm near-perfect rank agreement between NEWFLUENCE and ground truth,

whereas the classical estimator degrades markedly.

Although our theoretical analysis presently targets generalized linear models with strongly

convex, twice-differentiable objectives, the Newton-step correction is model-agnostic. We there-

fore view NEWFLUENCE as a first step toward principled influence estimation in the non-convex,

non-smooth, and sequential settings that characterize modern AI models.

We hope that recognizing and correcting the high-dimensional bias documented here will en-
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courage the community to reassess existing interpretability tools and to design influence-aware

debugging, data-valuation, and alignment pipelines that scale with the complexity of contempo-

rary AI systems.
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Future Research Directions

This dissertation develops a unified framework for Newton-based approximate re-optimization

with finite-sample guarantees under the proportional high-dimensional asymptotic regime. The

framework is instantiated in three settings: certified machine unlearning for smooth objectives,

approximate cross-validation for non-smooth problems, and bias-corrected influence-based

methods for data attribution.

One important research direction is the storage and computation of the Hessian-inverse operation

(𝑂 (𝑝2) in space, 𝑂 (𝑝3) in time). As we demonstrated in Chapter 2 and 3, the approximate

solution 𝜷̃pert for the re-optimization problem is useful if it reaches an accuracy of 𝑜𝑝 (𝑛−
1
2 ) for

machine unlearning (𝑂𝑝 (𝑛−
1
2 ) for ALO), measured by the ℓ2 error norm of the estimated

coefficients. To achieve such accuracy, one might not need to calculate the Hessian inverse

exactly. For example, in the scenario called online unlearning where unlearning requests arrive in

a sequential manner, the Hessian inverse could also be approximately calculated, for example

using a few steps of the Newton-Schulz algorithm. In fact, the Newton updates (and the ALO and

Newfluence formulae) can be calculated if we can efficiently obtain the matrix-vector product

𝑮−1
pert𝒗 for arbitrary vector 𝑣, where 𝑮−1

pert is the Hessian inverse for the re-optimization problem.

Developing such algorithms could avoid the Hessian-inverse calculation and storage altogether.

Another research direction is the certifiability framework itself for machine unlearning. Just like

the literature of differential privacy where various notions of “privacy” have been proposed for

different settings, so is “certifiability” and the right notion of it may also depend on real-world
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constraints, such as potential privacy leakage channels, adversarial attack methods, policies and

regulations. A comprehensive study and comparison of various definitions of certifiability and

accuracy (sometimes referred to as “utility”) would benefit the development of machine

unlearning algorithms as well as regulations.

Finally, since modern ML and AI models are essentially high-dimensional non-convex, it would

be a major breakthrough if the Newton-based re-optimization method could be generalized to

non-convex problems in scale. Existing methods, such as linearization ([120]), damping (adding

an identity matrix to the Hessian) and cubic-Newton [141] could be helpful in this direction.

This dissertation develops a unified framework for Newton-based approximate re-optimization

with finite-sample guarantees under the proportional high-dimensional asymptotic regime. The

framework is instantiated in three settings: certified machine unlearning for smooth objectives,

approximate cross-validation for non-smooth problems, and bias-corrected influence-based

methods for data attribution.

A primary direction for future research concerns the computational and storage complexity

associated with the Hessian inverse, which requires 𝑂 (𝑝2) memory and 𝑂 (𝑝3) time in general.

As demonstrated in Chapters 2 and 3, the approximate re-optimization solution 𝜷̃pert is practically

useful once it achieves an ℓ2 error on the order of 𝑜𝑝 (𝑛−1/2) for machine unlearning (and

𝑂𝑝 (𝑛−1/2) for approximate leave-one-out). Achieving this level of accuracy may not require

computing the Hessian inverse exactly. For instance, in online unlearning scenarios, where data

deletion requests arrive sequentially, the inverse Hessian can be updated approximately using

iterative schemes such as the Newton-Schulz method. More generally, the Newton updates (as

well as the ALO and Newfluence approximations) can be implemented as long as one can

efficiently compute matrix-vector products of the form 𝑮−1
pertv, where 𝑮−1

pert denotes the inverse

Hessian associated with the perturbed problem. Developing scalable algorithms that approximate

such operations without explicitly forming or storing the inverse Hessian is therefore a promising

direction.

A second important direction concerns the notion of certifiability itself in machine unlearning.
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Analogous to the multiple formalizations of privacy in the differential privacy literature, the

appropriate definition of certifiability may vary depending on the application context. Factors

such as adversarial capabilities, potential information leakage channels, and regulatory

requirements all influence what constitutes a meaningful guarantee. A systematic investigation of

different notions of certifiability, along with their associated accuracy (or “utility”) trade-offs,

would provide valuable guidance for both algorithm design and policy development.

Finally, extending the proposed Newton-based re-optimization framework to high-dimensional

non-convex models remains a significant open challenge. Since modern machine learning

systems are typically characterized by large-scale, non-convex objectives, such an extension

would substantially broaden the applicability of the methodology. Potential directions include

incorporating linearization techniques (e.g., [120]), damping strategies (such as adding a multiple

of the identity to the Hessian), and non-convex optimization methods like cubic-regularized

Newton schemes [141]. Establishing theoretical guarantees and scalable implementations in these

settings would represent a major advancement.
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Appendix A: Additional Contributions in Applied Probability

In addition to the theoretical analysis of Newton re-optimization in high dimensions, I have

also collaborated with my co-advisor Victor de la Peña in expectation and moment estimation in

applied probability.

First, in a recent work [142], we studied the Gini coefficient, a widely adopted inequality

measure in numerous fields, such as economics ([143]) and demography ([144]). Given a dataset

{𝑧𝑖}𝑛𝑖=1 ⊂ R+, the Gini coefficient is defined as

𝐺̂ :=
∑

1≤𝑖≠ 𝑗≤𝑛 |𝑧𝑖 − 𝑧 𝑗 |
2𝑛(𝑛 − 1)𝑧 ,

where 𝑧 := 1
𝑛

∑𝑛
𝑖=1 𝑧𝑖 is the sample mean. We established the unbiasedness of the Gini coefficient

under Gamma population with density 𝑝𝑧 (𝑥) = 𝛽𝛼

Γ(𝛼) 𝑥
𝛼−1e−𝛽𝑥1𝑥≥0, where 𝛼 ≥ 1, 𝛽 > 0 are the

parameters of the Gamma distribution and Γ(𝛼) :=
∫ ∞

0 𝑥𝛼−1e−𝛽𝑥d𝑥.

Theorem A.0.1 (Unbiasedness of Gini coefficient). Suppose 𝑧𝑖 are independently drawn from

𝐺𝑎𝑚𝑚𝑎(𝛼, 𝛽) distribution, then the Gini coefficient 𝐺̂ is an unbiased estimator of the popula-

tion Gini coefficient 𝐺 := E|𝑧1−𝑧2 |
2E𝑧 .

In a more recent work ([145]), we further proposed an exact formula for the bias and higher or-

der moments of a broader class of mean-power-normalized statistics that takes the Gini coefficient

as a special case:

𝑉 (𝑿) :=


𝑇 (𝑿)
𝑆𝛼𝑛

, 𝑿 ≠ 0;

𝑟 , 𝑿 = 0.
(A.1)

Here 𝑇 (𝑿) is the pre-normalization statistics of interest with 𝑇 (0) = 0, 𝑆𝑛 :=
∑𝑛
𝑖=1 𝑋𝑖 is the sample
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sum, 𝛼 > 0 is a finite power, and 𝑟 ≥ 0 is introduced to avoid division by zero. Common choices

are 𝑟 = 0 or 1 and is interpreted as the inequality level when all observations are zero, e.g. in a

hypothetical country where everyone earns zero income. The value of 𝑟 may be decided by domain

knowledge or statistical insight. If we use E𝐹 to refer to taking expectation over distribution 𝐹, and

define 𝐿 (𝜆) :=
∫
R e−𝜆𝑥d𝐹 (𝑥) to be the Laplace transform of 𝐹, then we have the moment formula

in the following theorem (Theorem 2.1 of [145]).

Theorem A.0.2. Let 𝑿 = (𝑋1, ..., 𝑋𝑛) be a random sample consisting of independent random

variables 𝑋𝑖 ∼ 𝐹𝑖 (𝑥), where {𝐹𝑖 (𝑥)}𝑛𝑖=1 are CDFs on [0,∞) with Laplace transforms 𝐿𝑖 (𝜆). Let

𝑉 (𝑿) have the form of (A.1), Then, with 𝐹 (𝜆) :=
∏𝑛
𝑖=1 𝐹

(𝜆)
𝑖

the joint CDF of the exponentially

tilted distributions, we have:

E𝑉 (𝑿) = 1
Γ(𝛼)

∫ ∞

0
𝜆𝛼−1

[
𝑛∏
𝑖=1

𝐿𝑖 (𝜆)
]
E𝐹 (𝜆) (𝑇 (𝑿)) d𝜆 + 𝑟

𝑛∏
𝑖=1

P(𝑋𝑖 = 0),

provided all integrals involved are finite.

As a special case, this theorem provides an alternative proof of the unbiasedness of Gini coef-

ficient under Gamma population in [142]. Details can be found in Corollary 2.3.1 of [145].

Also as special cases we have moment formulae for the Gini coefficient and the generalized

entropy index.

Although the large sample behavior of 𝐺̂ is well known, exact evaluation of its bias and higher

moments for finite samples is largely unexplored. [146] suggests the presence of a downward bias

of 𝐺̂ for heavy-tailed distributions, especially for small samples. We now provide an exact formula

for E𝐹 (𝐺̂), the ratio 𝑅𝐺̂ := E𝐹 (𝐺̂)
𝐺

and the second moment E𝐹 (𝐺̂2), for general sample distribution.

Theorem A.0.3. For a non-negative i.i.d sample 𝑿 = (𝑋1, ..., 𝑋𝑛) ∼ 𝐹 with 𝑛 ≥ 2, we have

(assuming all expectations involved are finite):

1.

E𝐹𝐺̂ =
𝑛

2

∫ ∞

0
𝐺𝑀𝐷 (𝐹 (𝜆)) 𝐿𝑛 (𝜆) 𝑑𝜆 + 𝑟 P𝑛 (𝑋1 = 0). (A.2)

201



where 𝐹 (𝜆) is the exponential tilting of 𝐹, 𝐿 (𝜆) is the Laplace transform of 𝐹, and 𝐺𝑀𝐷 (·)

is the Gini Mean Difference: 𝐺𝑀𝐷 (𝐹) :=
∫
R2
+
|𝑥1 − 𝑥2 | 𝑑𝐹 (𝑥1) 𝑑𝐹 (𝑥2) = E𝐹 |𝑋1 − 𝑋2 |

2. Let 𝑔(𝜆) := 𝐺𝑀𝐷 (𝐹 (𝜆))/𝐺𝑀𝐷 (𝐹) and 𝜇𝐹 :=
∫ ∞

0 𝑥𝑑𝐹 (𝑥), then we have

𝑅𝐺̂ :=
E𝐹 𝐺̂
𝐺

= 𝑛𝜇𝐹

∫ ∞

0
𝑔(𝜆) 𝐿𝑛 (𝜆) 𝑑𝜆 + 𝑟 P

𝑛 (𝑋1 = 0)
𝐺

. (A.3)

3.

E𝐹𝐺̂2 =
1

4(𝑛 − 1)2

∫ ∞

0
𝜆 [2𝑛(𝑛 − 1) 𝜉2(𝐹 (𝜆)) + 4𝑛(𝑛 − 1) (𝑛 − 2) 𝜉1(𝐹 (𝜆))

+ 𝑛(𝑛 − 1) (𝑛 − 2) (𝑛 − 3)𝜉0(𝐹 (𝜆))] 𝐿𝑛 (𝜆) 𝑑𝜆 + 𝑟2 P𝑛 (𝑋1 = 0),

where we let 𝜉0(𝐹) := E𝐹 |𝑋1−𝑋2 | |𝑋3−𝑋4 | = [𝐺𝑀𝐷 (𝐹)]2, 𝜉1(𝐹) := E𝐹 |𝑋1−𝑋2 | |𝑋1−𝑋3 |,

and 𝜉2(𝐹) := E𝐹 |𝑋1 − 𝑋2 | |𝑋1 − 𝑋2 | = 2V𝑎𝑟 (𝑋1).

The generalized entropy index was proposed by [147] as a decomposable entropy measure and

a generalization of the traditional Theil indices. It can be expressed as

𝐼0(𝑿) =
1
𝑛

𝑛∑︁
𝑖=1

log
(
𝑋̄

𝑋𝑖

)
; 𝐼1(𝑿) =

1
𝑛

𝑛∑︁
𝑖=1

𝑋𝑖

𝑋̄
log

(
𝑋𝑖

𝑋̄

)
;

𝐼𝑐 (𝑿) =
1

𝑛𝑐(𝑐 − 1)

𝑛∑︁
𝑖=1

[(
𝑋𝑖

𝑋̄

)𝑐
− 1

]
, 𝑐 ∉ {0, 1}. (A.4)

𝐼0(𝑿) and 𝐼1(𝑿) are known as the Theil-L and Theil-T index, respectively. We now provide a

formula for the generalized entropy index for a Gamma sample.

Theorem A.0.4 (Expectation of Generalized Entropy Index). For an i.i.d. sample 𝑿 from𝐺𝑎𝑚𝑚𝑎(𝛼, 𝛽)

distribution with density 𝑓 (𝑥) = 𝛽−𝛼

Γ(𝛼) 𝑥
𝛼−1𝑒−

𝑥
𝛽 , 𝑥 ≥ 0, we have the following mean formulae for the

generalized entropy index:

1. For positive integer 𝑐 ≠ 0, 1, E𝐼𝑐 (𝑿) = 1
𝑐(𝑐−1)

[
𝑛𝑐𝐵(𝑛𝛼,𝑐)
𝐵(𝛼,𝑐) − 1

]
.

2. (Theil-L) E𝐼0(𝑿) = 𝜓(𝑛𝛼) − log(𝑛) − 𝜓(𝛼), where 𝜓(𝑧) := 𝑑
𝑑𝑧

log Γ(𝑧) is the digamma

function.
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3. (Theil-T) E𝐼1(𝑿) = 𝑛𝛼
𝑛𝛼−1𝜓(𝛼 + 1) − 𝑛𝛼

(𝑛𝛼−1)2 − 𝜓(𝑛𝛼) + log(𝑛).

As a direct application of the exact bias formula, we can use it for debiasing the Gini coefficient

𝐺̂. Specifically, we construct a new estimator, 𝐺̂debiased, by subtracting an estimate of the bias

from 𝐺̂, utilizing the expectation formula provided in Theorem A.0.2. This method can be readily

extended to other statistics of the form (A.1), provided that the underlying distribution is partially

known. To be specific, suppose we have i.i.d. 𝐹𝜃-distributed samples X = (𝑋1, ..., 𝑋𝑛) with known

parameter 𝜃. We can debiase 𝐺̂ by subtracting the estimated bias 𝑏𝑖𝑎𝑠𝑛 (𝜃) as follows:

𝐺̂debiased := 𝐺̂ − 𝑏𝑖𝑎𝑠𝑛 (𝜃), (A.5)

where 𝜃 := 𝜃 (𝑿) is an estimate of 𝜃 and 𝑏𝑖𝑎𝑠𝑛 (𝜃) := E𝐹𝜃 𝐺̂ −𝐺 (𝜃). Here, we can explicitly calcu-

late the value E𝐹𝜃 𝐺̂. We conducted several numerical experiments on Pareto distributed samples,

and obverved that using MLE as the plug-in estimator 𝜃 yields lowest bias.
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