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Abstract

Gravitational wave topics: black hole ringdown and instrumental noise

Harrison Siegel

This thesis contributes new understanding of gravitational wave (GW) science in the form

of more refined data analysis methods, possible observation of new black hole ringdown

phenomena, phenomenological modeling of precessing binary black hole (BBH) coalescences,

and theoretical characterization of thermal charge carrier noise in semiconductor optics for future

GW detectors.

In chapter 1 (published in Ref. [1]), we lay some of the foundations for the analysis of

black hole ringdowns in timeseries data. We demonstrate that the posteriors of our analysis can be

corrupted if one does not carefully apply data conditioning operations such as downsampling,

filtering, and data segment truncation, and we show that sharp lines in the noise power spectral

density can necessitate the analysis of unusually long data segments in order to capture the entire

signal.

In chapter 2 (published in Ref. [2]), we perform an analysis of an exceptional ringdown,

from the GW190521 signal. We raise the possibility that previous analyses of this ringdown may

not have fully characterized the signal. We propose a model of this ringdown which may make it

the first known signal to demonstrate a previously underappreciated phenomenon, namely the

strong excitation of certain quasinormal modes (QNMs) due to binary spin-orbit misalignment.

In chapter 3 (published in Ref. [3]), we theoretically validate our phenomenological model

of QNM excitation and binary spin-orbit misalignment which we proposed in our analysis of



GW190521. We demonstrate that our model seems to accurately describe numerical relativity

(NR) simulations of precessing BBHs, i.e. BBHs with spin-orbit misalignment. We also show

how current GW models of precessing binaries may be systematically biased.

In chapter 4 (from Ref. [4]), we expand upon previous theoretical observations of a trend in

the amplitudes of overtone QNMs in NR simulations of BBH coalescences. Overtone amplitude

ratios in these simulations seem to respect a strict relationship that depends solely on their

excitation factors, parameters which are intrinsic to the geometry of the black hole spacetime. We

comment on both the theoretical and observational implications of this finding.

In chapter 5 (published in Ref. [5]), we compute the noise power spectrum from refractive

index variations induced by thermal fluctuations of charge carrier density in semiconductor optics

for future GW interferometer designs. We compare our computation with a similar previous

work, and show that our more general approach produces significantly different results.

We conclude with a brief discussion of what next steps could be taken to build on our work.
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duce recovered SNR if the analyzed data segment is shorter than the whitening
timescale associated with the line.Top Left:We inject a no-noise GW190521-like
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length. If the line were removed before analysis, much shorter data segments could
be used while recovering the full SNR (see dashed line posterior). . . . . . . . . . 43

1.6 Informed by Eq. (1.8), we can estimate the minimum necessary data segment
length for our no-noise analysis by computing the amount of time required to accu-
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Here we perform the same analysis as in Fig. 1.2, except that the QNM phase
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domain, differentq values can move the signal power from high to low frequencies
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2.1 We attempt to reproduce the Kerr {220} LVC remnant mass (abscissa) and spin
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2.2 We use remnant mass and spin samples from NRSur7dq4 along with theQNM
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interpret this behavior differently. . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

2.3 We attempt to reproduce the LVC {220, 221, 222} remnant mass and spin pos-
terior at their reported peak strain time. Fits with fewer overtones are shown for
reference. (Left) We use a Gaussian prior on each individual QNM amplitude.
This prior is similar to the triangular amplitude prior used by the LVC—crucially,
neither prior has support at zero. We plot 90% credible contours (red shades) and
recover the original LVC result, up to small technical differences. (Right) We re-
do the analysis, but now use a �at amplitude prior. Unlike the Gaussian prior, the
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these models' posteriors indicates that the overtones in these models are not strictly
required for better �ts to the data. . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

2.4 (Top) We attempt to reproduce the Capanoet al. remnant mass and spin poste-
rior shown in Fig. 3 of [9] (dashed grey), using the same {220, 330} model (gold)
starting 6.0 ms after their reported peak strain time. This start time is where Ca-
panoet al. �nd that the Bayes factor for the {220, 330} model over the {220} or
{220, 221} is maximized. We plot 90% credible contours and �nd we can largely
reproduce the posteriors of Capanoet al., up to small differences owing to choices
like their imposition of equatorial symmetry and QNM amplitude priors. We show
IMR distributions from NRSur7dq4 (black) and IMRPhenomTPHM (teal, from
data release of [218]) for comparison. (Bottom) We also reproduce the amplitude
ratio of the 330 and 220 modes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

2.5 (Top) At the �t start time that Capanoet al.claim produces the highest Bayes factor
for the {220, 330} model over {220} or {220, 221} models, two features stand out
when plotting QNM frequency and damping-rate: the frequency of our 220 �t lies
between the 210 and 220 frequencies of NRSur7dq4, and the frequency of our 330
�t is more consistent with that of the NRSur7dq4 320. The same 220 behavior
is present in Fig. 2.2. (Bottom) The {220, 330} model and NRSur7dq4 are in
tension until at least 20C" after the peak, at which time the SNR has decreased
substantially and uncertainties are large. All plots show 90% credible contours. . . 64
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2.6 (Left) The {220, 210} model produces remnant mass and spin posteriors whose
90% credible contours fully agree with those of NRSur7dq4 over a broad range
of times. (Right) The same �ts are shown in QNM frequency and damping-rate
space. At early times, our �ts of the 220 and 210 are in very close agreement with
the distributions of the 220 and 210 given by NRSur7dq4. This early agreement
may be related to the unusual lack of a prominent inspiral signal in GW190521,
or the large peak strain timing uncertainty. At times near the peak strain, there
are degenerate �t solutions: one solution agrees with NRSur7dq4, while the other
solution places the 220 at higher frequencies and smaller damping rates. The higher
frequency 220 �t corresponds to the location where the {220, 330} model places
the 330 mode, once again consistent with the 320 frequency of NRSur7dq4. By 20
C" , the posteriors begin reverting to the prior. . . . . . . . . . . . . . . . . . . . . 66

2.7 Capanoet al.claim that the IMRPhenomTPHM remnant mass and spin posterior is
consistent with the {220, 330} model [220], although the {220, 330} posteriors are
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2.8 Here we show 90% credible contours of {220, 210} amplitudes over �t start time
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2.9 (Top) QNM frequency and damping-rate of {220, 210, 320} �ts over a range of �t
start times. The posteriors of this model always contain a solution that fully agrees
with NRSur7dq4. However, at later times two other degenerate solutions can be
seen that are in disagreement with NRSur7dq4: one solution moves the 320 �t to
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2.10 (Top) Our peak strain time estimate (grey) in the LIGO Hanford detector, compared
to reference times used by the LVC [8] (red) and Capano et al. [9] (gold). Also see
Table 2.1. Timing uncertainties are shaded in the other two panels. (Middle) Net-
work matched �lter SNRs as a function of �t start time, 90% credible intervals. We
implement frequency cuts to avoid degenerate solutions (see Secs. 2.3.1 and 2.3.2).
The SNR of all models starts to decay similarly after� 5C" . The SNR of the full
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systems. Right: Identical to the other panel, but for the¹2–0–0º QNMs. Here
we only show a prediction for a@= 1, nonspinning system because models of the
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Introduction

Gravitational waves (GWs) are waves of spacetime curvature, predicted by Einstein's

theory of general relativity (and also by many alternative gravitational theories) [12, 13, 14]. GW

sources are diverse: current experiments are most sensitive to GWs of astrophysical origin, which

are mainly GWs produced by compact object coalescences. The LIGO-Virgo-KAGRA [15, 16,

17] network of terrestrial laser interferometer GW detectors has been successfully observing GWs

from the coalescences of black hole and neutron star binaries since 2015 [18]. At present, several

hundred GW signals have been con�dently identi�ed. The precision of these observations is

ever-increasing, and each observing run tends to reveal surprising new physics phenomena: this in

turn has necessitated the active development of more optimal data analysis methods [19], as well

as deeper understanding of fundamental physics and astrophysics theory. GW observations have

enabled novel fundamental probes of spacetime structure in the regime of strong spacetime

curvature [20, 21], as well as nuclear physics [22, 23]. GW observations have also provided

insight into the parameters of the astrophysical population of compact objects [24], which are

intimately linked to the lifecycles of the stellar progenitors of such objects as well as the

environments that compact objects inhabit. The constantly improving precision of the

LIGO-Virgo-KAGRA instruments is itself the result of an exceptional experimental and

theoretical effort to minimize the background noise of laser interferometers [25].

Throughout this thesis, we will focus on the GW signals from binary black hole (BBH)

coalescences. These signals have three stages: theinspiral of the two compact objects, their

merger, and theringdownof the remnant (see Fig. 1). We will place a special emphasis on the
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ringdown. We also will discuss computations of noise power spectra for terrestrial

interferometers. The rest of this introduction outlines some basic background to help

contextualize subsequent chapters.

0.1 Gravitational waves: basic theory

General relativity (GR) describes spacetime as a Lorentzian manifold which has a curvature

directly related to its mass-energy content. This idea is encapsulated in Einstein's equations1 as

� `a � ' `a �
1
2

'6 `a =
8c�
24

) `a – (1)

where' `a is the Ricci curvature tensor and' is the Ricci scalar (contractions of the Riemann

curvature tensor' df`a , which describes the change of vectors when parallel transported around

closed curves or equivalently the commutation of second covariant derivatives),6`a is the

spacetime metric,� without indices is the Newtonian gravitational constant,2 is the speed of

light, and) `a is the stress-energy tensor. The geodesic deviation equation demonstrates that there

is a relative acceleration between geodesics whenever the curvature is nonzero, and thus

spacetime curvature naturally is related to gravitational attraction [26, 27, 14]. We often

implement units with� = 2 = 1. Also note that we use Greek indices to denote spacetime

componentsf C– G– H– Ig, and Latin indices to denote the subset of spatial componentsf G– H– Ig.

In GR, the metric �eld6`a is dynamical. The metric �eld can support waves. This can be

seen by considering “linearized gravity”, e.g. writing the metric as a small perturbation� `a

(wherejj� `a j j � 1) to the Minkowski �at spacetime metric[ `a such that6`a = [ `a ¸ � `a . It turns

out to be convenient to work with the trace-reversed perturbation�� `a = � `a � 1
2[ `a � . One can

always �nd a coordinate transformation that satis�es Lorentz gauge, i.e.m̀ �� `a = 0, and

Einstein's equations then take the form of

1Eq. (1) assumes cosmological constant� = 0.
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ƒ �� `a = � 16c) `a – (2)

whereƒ is the d'Alembertian. Thus GR supports GWs. Solving Eq. (2) to leading order for a

source with internal velocities that are small compared to2 shows that GWs can be generated by

the motion of accelerating matter:

�� 8 9¹C–xº �
2
A

32�8 9¹C� Aº

3C2
– (3)

where�8 9¹Cº is the second spatial moment of the mass density distribution.

If one makes a further gauge choice such that� CC= � C8= � 8
8 = 0 (transverse-traceless, or

TT, gauge), it becomes clear that only the spatial degrees of freedom are radiative, and that GWs

in GR are transverse waves with 2 polarization degrees of freedom (non-GR metric theories

permit up to 6 polarizations). The 2 polarization degrees of freedom in TT gauge are

� ))
GG= � � ))

HH � � ¸ and� ))
GH= � � ))

HG� � � , colloquially “plus” and “cross” polarizations. GWs

inducestrainsas they pass by a given location, stretching and squeezing space along their 2

transverse polarizations. For example, for two freely falling “test masses” at different points on

theGaxis, passing GWs along theI axis make the proper separation! of the masses oscillate in

time with a fractional length changeX! • ! such that

X!
!

�
1
2

� ¸ (4)

[13, 12, 28]. It can also be shown that GWs only experience substantial dispersion and

absorption when encountering extremely dense media which are physically improbable, and thus

astrophysical GWs propagate from source to Earth basically undisturbed [12]. This implies that

one could measure GWs on Earth by using suf�ciently precise instruments sensitive to length

changes, e.g. instruments like LIGO, and learn directly about the GW sources.

While the experimentally measured strain is related to time-dependent changes of� `a , it

can be theoretically advantageous to consider more directly the traceless components of the
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Riemann tensor itself: these are the components of the Weyl curvature tensor, the part of the

Riemann tensor that is related to GWs in vacuum. It is common to choose a speci�c tetrad basis

(essentially a �eld of coordinate basis vectors) called the Newman-Penrose basis, which is

well-adapted to spacetime symmetries within GR: the ten independent Weyl tensor components

then get combined in this basis into 5 complex Weyl scalars	 0� 4, which encode different

radiative phenomena. In particular,	 4 is related to a source's outgoing radiation such that far

from the source,	 4 � m2
C¹� ¸ � 8�� º [27, 29].

0.2 Binary black hole coalescences at a glance

Stellar collapse can lead to the formation of astrophysical black holes, and these black

holes can often be found in binary systems [30, 31]. Mathematically, these black holes are treated

as asymptotically �at vacuum solutions of Einstein's equations. Astrophysical BBHs can have a

wide range of masses, mass ratios, and spin con�gurations. LIGO tends to observe BBHs which

have individual black holes with masses from of order a few [32] to roughly 45" � (solar

masses) [33], with mass ratios near 1, and with smallO(0.1) dimensionless spins [34]. However,

there have also been observations of more extraordinary binaries including those with large mass

ratios up to around 10 [35], as well as heavy binaries with component masses up to nearly

� 100" � and with large spins closer to 1 [36].

BBHs emit gravitational waves through their orbital motion and thus lose energy [38, 39].

As a result, their orbitsinspiral, meaning the binary's radius of separation shrinks with time. In

principle, these orbits can be eccentric. That being said, angular momentum radiated by GWs

ef�ciently reduces eccentricity when there are no external in�uences [40]; all of the work in this

thesis assumesquasi-circular orbits, i.e. orbits with negligible eccentricity. When the black holes

have spins which are misaligned with their orbital angular momentum, both the spins and the

orbital angular momentum vector canprecess, nutate, and even tumble and reorient2 [41, 42, 43,

2Tumbling occurs in a �ne-tuned case called transitional precession in which the total spin and orbital angular
momentum oppose such that the total angular momentum is close to zero.
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Figure 1: A numerical relativity simulation with similar parameters to those of GW150914 [18],
demonstrating the GW emission from the three main stages of binary black hole coalescences:
inspiral, merger, andringdown.Credit for �gure: Ref. [37].
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44], greatly complicating the emitted waveform. To leading order, the inspiral GW frequency5

evolves as [45]
35
3C

�
96
5

c8•3M 5•3 511•3– (5)

whereM = ¹< 1< 2º3•5

¹< 1¸ < 2º1•5 is the “chirp mass”. Note that the entire GW signal shifts to lower

frequencies for heavier binaries.

Exact solutions of the inspiral dynamics and resulting GW radiation are dif�cult to achieve

for general sources, and thus modeling of inspiral GWs is often done with approximation

methods like thepost-Newtonian (PN) expansion[46, 47]. The PN expansion is a perturbative

solution to Einstein's equations in terms ofE•2, whereEis an internal source velocity. Terms in

the expansion ofO¹1•2=º are generally referred to as of order=
2PN. The PN expansion assumes

that gravitational �elds in and around the orbiting bodies are weak, and thatE•2 � 1. Terms

beyond 0PN in the GW emission manifest as modi�cations to the quadrupole formula of Eq. (3).

The PN expansion works surprisingly well up until the last few orbits when the radial separation

approaches the order of the individual component radii. At this point,E•2 can approachO(0.1),

and the assumptions underlying the PN expansion begin to fail. Shortly thereafter, the binary

merges, and its emitted GW luminosity peaks [48]. The merger can also impart a signi�cant kick

velocity to the remnant, as high asO¹1000º km/s [49, 50].

Starting at the breakdown of PN and through the merger, there are no robust �rst-principles

analytical models for the GW emission. The best theoretical understanding of this regime comes

from numerical relativity(NR) simulations, which solve Einstein's equations via computer [51,

52]. Successful simulation of a full BBH orbit, merger, and ringdown was only �rst achieved in

2005 [53, 54, 55]. Since then, NR simulations withO(10-100) orbits and highly resolved

merger-ringdowns have become a standard tool for both fundamental study and GW modeling,

with the most precise simulations being made by the SXS collaboration with their SpEC

code [56].

The merger of a BBH leaves behind a single black hole remnant which is in a perturbed

state, and thus emits GWs as it settles towards the Kerr metric [57, 58]. This GW emission is
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called theringdown. Given a known perturbation, black hole perturbation theory can often make

robust predictions for what the subsequent ringdown radiation is [59, 60, 61, 62, 63]. However,

the speci�c perturbation morphology that applies to the remnants of binary mergers is not

well-understood, and neither is the transition from merger to ringdown - study of the ringdown in

NR simulations has revealed many surprises, including the fact that perturbative methods seem to

describe the ringdowns of BBH coalescences at times much closer to the peak of the waveform

than had been naïvely expected, and also that the ringdown emission seems to be dominated by

relatively simple content from linear perturbation theory rather than higher-order nonlinear

radiation [64]. As we will describe further in the following section, better understanding of these

issues promises great rewards in terms of both fundamental physics theory and also astrophysical

BBH parameter estimation.

To �t coalescence signals in GW data and estimate BBH parameters, several distinct

families of inspiral-merger-ringdown (IMR) models exist. These include the effective-one-body

(EOB) [65] and phenomenological (Phenom) [66] models, which combine PN-inspired inspirals

with various merger-ringdown ansatzë and often tune their free parameters to NR simulations; as

well as the numerical relativity surrogates (NRSur) [67], which are effectively a spline derived by

�tting directly to a catalog of NR simulations and then interpolating over the available parameter

space. These models all have different systematic errors, and tend to model the merger-ringdown

much more poorly than the inspiral, and also model precessing BBHs with less accuracy than

spin-aligned BBHs [68, 69]. When benchmarked against NR, the NRSur models are signi�cantly

more precise than EOB or Phenom. However, the NRSur models have technical limitations on

their inspiral duration in the time domain which do not affect EOB or Phenom, meaning they are

reserved for �ts to short GW signals. Currently, the highest signal-to-noise ratio (SNR) LIGO

signals are just starting to reach the level where systematic errors of models can be on the order of

or greater than statistical uncertainty, making accurate inferences more challenging in certain

extreme cases. See e.g. [70] for a concise overview of IMR models.
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0.3 Black hole ringdown: theory and observation

0.3.1 Theory

Black hole ringdown GWs are those obtained by solving the perturbation equations of

black hole spacetimes. Perturbations to the Kerr metric are described by the Teukolsky

equation [71], which is of the form (see Eq. 4.7 of Ref. [71])

$̂ 	 = S– (6)

where$̂ is a differential operator called the Teukolsky operator,	 is proportional to	 4 or 	 0,

andS is a source term which in vacuum is 0 at linear perturbative order and at higher orders is

constructed from combinations of the lower-order content [72, 73, 74]. The Teukolsky equation is

separable into radial and angular parts. The radial part can be cast as a scattering problem off of

an effective potential or a curvature potential for each perturbation multipole [27, 75]. This

perturbation equation and the one-dimensional Schrödinger equation are very similar, and many

basic intuitions from quantum mechanics scattering problems carry over [76].

To linear order, the ringdown radiation can be de�ned as having 3 main components

reasonably related to different parts of the complex contour integral of the Green's function used

in solving Eq. (6). Each component in turn dominates the signal at different stages, starting with

theprompt responsewhich can be considered somewhat like direct emission from the dynamics

of the perturbation itself and is related to the high-frequency arc of the contour integral. Then

there are thequasinormal modes(QNMs) which are damped sinusoidal waves with spin-weighted

spheroidal harmonic angular emission patterns; the QNMs are created through interactions with

the curvature potential peak and appear as poles in the contour integral. And �nally there are the

tails which are generated by backscattering of propagating radiation off of the background metric

and are related to a branch cut along the imaginary frequency axis [77, 60, 59, 78, 62, 61, 79].

The QNMs tend to dominate the majority of the observable ringdown signal power, and are
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also one of the better understood pieces of the signal overall. The QNMs have a frequency

morphology precisely calculable from perturbation theory and independent of the perturbation

initial conditions, whereas the prompt response does not have an agreed-upon morphology for

BBHs (and may not have enough power to be observable at all), and the tails are orders of

magnitude lower in power than the rest of the ringdown signal. Thus, the QNMs arguably receive

the bulk of attention in this �eld of research. The linear order QNM signal consists of an in�nite

sum of individual damped sinusoids such that

� =
Õ

f ?–�–<–=g

� f ?–�–<–=g 4� 8~l f ?–�–<–=gC
� 2( f ?–�–<–=g¹]– iº– (7)

wheref ?– �– <– =gare discrete indices related to rotation sense with respect to the black hole spin

axis ¹?º, angular emission¹�– <º, and radial content¹=º, � is a complex amplitude,~l is a

complex frequency, and� 2( is a spin-weighted spheroidal harmonic. All~l f ?–�–<–=g in GR are

speci�ed solely by the Kerr mass and spin, while the� f ?–�–<–=g are nontrivially related to the

initial conditions of the perturbation. For a more comprehensive review of the observational

properties of QNMs, see subsection 1.2.2 and Ref. [80].

The ringdown is of special interest in terms of both astrophysical parameter inference and

also fundamental tests of GR. In terms of astrophysics: measuring the frequency and damping

rate of any one given QNM gives a measurement of the black hole mass and spin in GR, meaning

this can be used to �nd the �nal mass and spin of the remnant from a BBH coalescence [80]. And,

because the properties of a BBH at a time near merger in principle are the initial conditions for

the perturbation to the remnant, the amplitudes of multiple measured QNMs can theoretically be

used to constrain properties of the BBH itself, even in cases where the inspiral signal of the binary

is not directly observed (e.g. due to its frequencies being out of band of the detector which can be

the case for heavier BBHs, or it being otherwise corrupted by instrumental non-stationary noise

which is rather common) [2]. In practice, this type of binary property inference is hard and not yet

fully realized, as we will discuss further below, although progress is being made. In terms of
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testing GR: modi�cations of the Einstein-Hilbert action of GR can lead to changes to the

curvature potential and �eld dynamics, and this produces directly calculable shifts to the QNM

complex frequencies [81, 82]. Thus, measuring multiple QNMs allows one to check the

consistency of the measured spectrum with predictions of the Kerr frequencies, and any

deviations indicate a violation of GR and also may even be mapped back to speci�c additional

terms in the action. This program of testing the Kerr QNM spectrum is often referred to asblack

hole spectroscopy. The intuition generally held is that this is one of the cleaner available tests of

GR in the strong-�eld regime (a regime where few experimental constraints exist) [83, 84],

especially because the ringdown is observationally insensitive to astrophysical environmental

effects unlike other GW signals such as the inspiral (e.g. environmental gas can induce drag on

the orbiting binary but is unlikely to alter the remnant black hole perturbative physics) [85].

If the initial conditions of the remnant perturbation in BBH coalescences were known, the

full ringdown emission (including the amplitudes of the QNMs) could be immediately derived

directly from the Teukolsky equation. Unfortunately, the remnant perturbation structure is poorly

understood. To theoretically extract QNM amplitudes, the main approach currently is to �t NR

simulations with QNM models as in, e.g., Ref. [4]. A key recent development in more accurately

extracting QNM amplitudes from NR simulations is Ref. [86], which shows how to �x the frame

of an NR simulation to correspond to that of the Teukolsky equation, namely thesuperrest frame

of the remnant. In this frame, the QNM amplitudes actually decay to zero as opposed to a constant

non-zero value, and mixing of power between different angular harmonics is mitigated [87].

Major advances in understanding of ringdowns in astrophysical BBHs have come from

analyzing ringdowns in NR. Prior to the �rst NR simulations, common intuition was that the

merger would be devilishly nonlinear, and that the linear perturbative ringdown regime would

take over long after the merger occurred and equivalently long after the GW strain peaked in

power. However, astrophysical NR simulations seem to indicate that the transition from binary

inspiral to ringdown is actually quite sudden and rather simple, and also that the ringdown is

almost immediately dominated by QNMs from linear perturbation theory. Debates about the
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origins and even the validity of this suppressed nonlinearity are still ongoing. The debate has

recently been fueled in part by a pair of results from 2019: the �rst result, Ref. [88], found that

essentially all of the post-peak strain of an NR BBH simulation could be �t with solely

linear-perturbative QNMs as long as the �t near the peak used the oft-overlookedovertones,

which are shorter-lived damped sinusoids indexed by= in Eq. (7); and the second result,

Ref. [89], analyzed the actual signal GW150914 and claimed that an overtone could be �t near the

peak of the strain and used for the �rst fully �edged ringdown test of GR. The �rst result has

since evolved to encapsulate a richer understanding where nonlinear 2nd order QNMs play some

subdominant role in NR [64, 90, 91, 92]: in particular, Ref. [64] showed that for two NR

simulations, QNM �ts using both 1st and 2nd order QNMs were able to reliably describe the

signal at least as early as 4 M (remnant spin of 0.75) and 8 M (remnant spin of 0.92), without

excluding the possibility of QNM �ts accurately describing even earlier times. Still, some

researchers would argue that the signal can't ever be �t reliably with QNMs (and especially linear

overtones) in NRor in actual data until at least 10 M post-peak [93, 94] (often in our �eld, we

implement geometrized units and denote times with respect to the peak in units of the �nal

remnant black hole mass M, where1 " � � 5 `B ). This 10 M rule of thumb has deleterious

implications for ringdown data analysis if true, as the 10 M timescale corresponds to the e-folding

time of the longest-lived QNMs for a Kerr hole with a typical astrophysical dimensionless spin of

� 0•7, and after one e-folding time most of the signal power in the already weak ringdown signals

observed by LIGO is lost. I personally err on the side of this 10 M belief not holding up to deeper

scrutiny of BBH coalescences, partly due to results like chapter 4. In that chapter, we build on

previous theoretical observations which �nd that the overtone amplitudes in BBH coalescences

with nonextremal spins seem to obey a universal and strict relationship directly related to

perturbation theory quantities, so long as the overtone amplitudes are extrapolated to times within

� � 2 " of the peak strain. This result seems to hint at a relationship between linear QNM

excitations and times near the peak strain, although more research is still required in order to

�rmly establish the exact regimes of validity of damped sinusoid models; for example, even to
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linear order the QNMs can have non-constant amplitudes for a period of time during their initial

excitation [95], and the timescale of this phenomenon in BBH coalescences is not known. Also,

while many researchers in the �eld �nd recent debates of the linearity of ringdown to be

controversial, perhaps the concept should not have come as such a surprise since hints of similar

�ndings were already appearing as early as 1994 [96, 97, 98, 78, 99, 100]. As for the GW150914

data analysis result, further discussion is presented in the following subsection.

Progress in understanding of astrophysical QNM amplitudes is made in chapter 3, where

we phenomenologically model the ringdown for precessing systems. In particular, we show that

precessing systems can strongly excite QNMs which previously were not considered to ever be

dominant in astrophysically plausible scenarios. We also �nd that previous ansatzë for these

precessional dynamics which are implemented in essentially all EOB and Phenom IMR GW

models are incomplete, and may result in systematic biases when �t to signals from highly

precessing sources. The thought process which led me to the concept that underpins the results

of chapter 3 relies on assuming that the merger is very short-lived, and that the angular content of

the remnant perturbation is consequently sourced via a roughly linear transfer function applied to

the PN binary content near the time of peak strain [101, 102, 103]. Prior to our writing Ref. [3],

some in our community believed that precessing BBH ringdown should be especially nonlinear or

even not amenable to Kerr perturbation theory because the angular momentum direction of the

spacetime in these systems as measured through BMS charges [104] is dynamically evolving

(which is not the case in spin-aligned systems), and a simple theoretical description using a

perturbation to a �xed Kerr background with a constant spin direction seemed at odds with this

behavior. My view was that the suddenness of the merger should preclude binary spin

orientations drastically changing the merger dynamics, and that this BMS charge behavior was

not indicative of precessing systems generating new features of the background spacetime but

rather new (still mostly linear) features of the remnant perturbation; given that chapter 3 suggests

that linear Kerr perturbation theory may work in a similar way in precessing NR simulations as to

how it does in non-precessing systems, I believe my perspective could be a reasonable one.
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0.3.2 Data analysis

How exactly do QNMs get extracted from actual data? One might assume that the

conventional IMR models which are �t to entire GW coalescence signals would readily provide

QNM information. In principle, this should be possible. In practice, none of the IMR models

currently �t QNMs explicitly in a way fully motivated by �rst-principles theory or unbiased by

connecting the ringdown to the inspiral signal. For those who are interested in probing QNMs

directly, this motivates a separate analysis program which exclusively �ts the ringdown portion of

full GW signals using models of the form in Eq. (7), with a �nite number of QNMs.

Throughout GW science, timeseries data of GWs is analyzed using Bayesian inference3,

and ringdown analysis is no exception. In the more conventional IMR analyses [107], analysis

tends to be done in the Fourier domain. This is because such IMR analyses commonly invoke the

Whittle approximation [108], which diagonalizes the noise power spectral density in the Fourier

domain and thus increases computational ef�ciency and ease of interpretation (although see e.g.

Ref. [109] for limitations of the Whittle approximation). Transforming to the frequency domain

in these IMR analyses relies on windowing the edges of the time series data, with a wide enough

window to avoid losing any signal in the center of the time series. However, for ringdown

analyses which start abruptly with a signal at the �rst time sample, windowing would lose

information, and Fourier transforming imposes circularity of the signal which can also corrupt its

frequency domain representation. Thus, ringdown analyses have mostly been performed in the

time domain, using a noise covariance matrix which does not have a diagonal representation in

the Fourier domain. See Ref. [80] or section 1.2 for more details.

Ringdown analysis is also advantageous as a consistency check of IMR models, producing

parameter estimates via distinct theoretical models and analysis techniques. The IMR models are

3Bayesian inference is a natural choice for a passively observing instrument like LIGO which cannot repeat obser-
vations of any individual event. More generally, Bayes' rule can be argued to be more fundamental than frequentist
methods, in part because it can be derived directly from a foundation of bitwise logical statements in�uenced by avail-
able background information. Bayesian thinking also avoids a slew of paradoxical logical problems which can arise
in frequentist analyses. The Bayesian posterior in essence captures all possible information about the measurement in
question, whereas any individual frequentist statistic is unlikely to do so [105, 106].
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known to have systematics in certain parts of quasi-circular precessing BBH parameter space, and

generally don't model eccentric dynamics and precession simultaneously; sums of QNMs are in

some sense a more �exible model, which can be �t agnostically without restriction to the signal

even being that of a BBH, e.g. in the case of exotic systems like circular cosmic string loops

collapsing to form perturbed black holes [110]. So long as there are damped sinusoids, a QNM

model can make parameter estimates.

While there are some promising QNM analyses of actual signals, speci�cally

GW150914 [89] and GW190521 [111, 2] (chapter 2), which suggest observation of multiple

QNMs, there is no single analysis which is universally accepted as achieving the ultimate goal of

black hole spectroscopy via multimodal QNM �ts. Signi�cant debate surrounded the �tting of

GW150914 in particular [112, 113, 114]. One criticism was offered in Ref. [112], which claimed

they could not reproduce Ref. [89] even using a similar time-domain analysis code. Ref. [115]

then showed this was a spurious claim, as the analysis of Ref. [112] had some technical issues

including a coding bug and insuf�ciently carefuldata conditioning, or operations to downsample,

�lter, and truncate the data segment duration prior to analysis. Once these issues were �xed, the

analysis code of Ref. [112] reproduced exactly the result of Ref. [89]. In part, the conditioning

issues central to this debate motivated chapter 1, which takes steps towards standardizing

ringdown analysis procedure in the hopes of avoiding such confusion in the future. We show how

downsampling and �ltering, as currently implemented in most analyses, can lead to signi�cant

corruption of posteriors and biased tests of general relativity in high SNR signals. We also

address one of the main issues of Ref. [112], namely the use of a short analysis data segment, and

highlight that unusually long data segments are required for our analysis due to the presence of

sharp lines in the LIGO noise power spectrum (see e.g. Fig. 2 for reference of lines). As for

GW190521, our work in chapter 2 found that previous analyses of GW190521 had possibly

missed information, since they did not seem to get parameter estimates of remnant mass and spin

fully consistent with those of IMR models like the numerical relativity surrogate NRSur7dq4.

Ultimately we showed that consistency with NRSur7dq4 could be achieved if previously
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unconsidered QNMs were added to the model, and the surprisingly large amplitudes of these

QNMs could possibly be explained by appealing to previously underappreciated precessional

effects (as described in chapter 3).

0.4 Laser interferometry for gravitational wave detection: in-

strumental noise

LIGO is essentially a Michelson interferometer utilizing a laser. The mirrors at the ends of

its 4 km arms are freely hanging, and called “test masses” because they probe changes in the

gravitational �eld due to GW strains on the interferometer arms. When GWs pass through the

interferometer and induce relative differences in the individual arm lengths, incoming and

circulating laser light is dephased and creates an observable interference signal.

GW strains are very small. To detect them, laser interferometers must be highly sensitive.

The strain amplitudes of in-band GW signals from compact object coalescences are expected to

be at most� 10� 21 [25, 48]. The optimal SNR of a time-domain strain signal� ¹Cº can be

described as its noise-weighted inner product in the Fourier domain via [19, 116]

SNRopt =

s

4
¹ 1

0

j ~� ¹ 5ºj2

( =¹ 5º
35 – (8)

where( =¹ 5º is the one-sidednoise power spectral density(PSD). To achieve a target SNR

measurement of SNRtarget for a signal with an amplitude of10� 21 and a characteristic timescale of

� would require an instrumental noise amplitude spectral density of
p

( = � SNR� 1
target10� 21

p
� .

For example, this means that to detect a signal with a characteristic timescale of� 100ms

(roughly the timescale of GW150914) and an SNR of 10 (roughly the lowest SNR typically

considered as a detection), one would require a noise amplitude spectral density (ASD) of at

minimum� 10� 22•
p

Hz. Appealing to Eq. (4), this ASD requires sensitivity to arm length

changes at least as small as� 10� 18 < •
p

Hz. To get a sense of just how precise this is, note that
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the charge radius of a proton is� 10� 15 < [117].

To achieve such precision requires an in-depth understanding of the noise processes

affecting the interferometer, of which there are several prominent types as shown in Fig. 2. At low

frequencies, these include seismic gravity gradient noise [119] whereby motion of the Earth under

the instrument couples gravitationally directly to the test mass itself, as well as more general

seismic vibrational noise which shakes the whole instrument. Radiation pressure noise from the

laser on the mirror face also has a signi�cant low frequency component. Higher frequencies are

dominated by shot noise in the number of detected photons at the interferometer's dark port

(where the interference pattern of the detector is measured). Lastly, at intermediate frequencies

thermal noiseof many varieties, owing to the random motion of miscroscopic degrees of freedom

in the materials of the interferometer, is an important background. Thermal noise is the main

focus of the work in this thesis, and will be given more attention below.

Most thermal noise computations use the Fluctuation-dissipation theorem (FDT) [120].

The FDT relates �uctuating macroscopic state changes of a linear dissipative system in thermal

equilibrium to power dissipation due to interactions involving microscopic degrees of freedom.

The FDT also tells us that we can probe equilibrium �uctuations of a system by applying weak

external �elds to it [121]. By applying a generalized force� = � 0 cos¹lCº to drive a generalized

coordinate& of a system and computing the time-averaged power, diss dissipated over one cycle

in the process, it can be shown using the FDT that the corresponding PSD( & ¹l º is given by [122]

( & ¹l º =
8, diss

l 2� 2
0

� 1
2

\ l ¸
\ l

4\ l •¹ : � ) º � 1

�
• (9)

In the classical limit of: � ) � \ l , this simpli�es to

( & ¹l º =
8: � ), diss

l 2� 2
0

• (10)

We can choose the coordinate& to correspond to, say, optical path length changes of our

measured interferometer light. Thus we have a tool for predicting thermal noise in GW detectors.
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Figure 2: Theoretical predictions of the amplitude spectral densities of the main sources of noise
in LIGO are shown against the actual noise from the O2 observing run in the LIGO Livingston
interferometer. “Total” in black refers to the total predicted noise. “Quantum” refers to both
radiation pressure and shot noise. Note the y axis is in units of< •

p
�I unlike other �gures in later

sections which are in units of1•
p

�I . Credit for �gure: Ref. [118].
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Thermal �uctuations of the test mass mirror coatings and substrates are prominent noise

sources [123]. The dominant thermal noise contributions for these mirrors include: “Brownian

thermal noise”4 in both the coatings and substrate, caused by dissipation from internal friction

during thermally excited mechanical vibrations [124, 125, 126, 127, 128]; and “thermo-optic

noise” of the coatings [129, 130], caused by the combined effects of both “thermoelastic

noise” [131, 132, 133] and “thermorefractive noise” [134, 135]. Thermoelastic noise arises from

�uctuations of the propagation distance to the mirror's surface caused by thermal expansion of the

mirror; thermorefractive noise is due to �uctuations in the overall phase of re�ected light caused

by the temperature dependence of each mirror layer's thickness and index of refraction. Many

gravitational wave interferometers employ re�ective optics [15, 16, 17, 136, 137, 138, 139, 140,

141], making these noise sources especially important. Thermal noise in the suspensions of the

test-masses is also signi�cant [142, 143]; thermal �uctuations in the suspension wires shake the

test masses undesirably.

Many of the LIGO noise sources have been ameliorated with a variety of instrumental

design choices. Higher laser powers help reduce shot noise; enhancements of the laser and signal

power come from the implementation of high-�nesse Fabry-Perot cavities in the interferometer

arms, which effectively increase the arm lengths, as well as additional power and signal recycling

mirrors near the beamsplitter and dark port designed to prevent losses of light. Higher powers

undesirably increase radiation pressure noise, but this noise can be reduced by increasing the test

mass weight as much as possible. To isolate the test masses from seismic motion, the test masses

are suspended from a multi-tiered pendulum and also have active isolation via electromagnetic

actuators [144]. Thermal noise is reduced via larger laser beam spot sizes and judicious selection

of optical materials [145, 129]. And so-called “optical squeezing” preferentially trades off

quantum uncertainty in amplitude and phase measurements of the light at different frequencies, in

order to improve overall sensitivity [146, 147]. For further details, see e.g. Refs. [25, 148].

Future gravitational wave detectors will make several technological advances beyond

4The term “Brownian” in this context is somewhat of a misnomer, as this noise does not involve mass diffusion.
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LIGO to further mitigate background noise, including thermal noise. Currently, test masses in

LIGO operate at room temperature and implement amorphous optical materials as substrates: in

future detector designs [137, 138, 136], there are plans to exchange these substrates for

semiconductor materials and cool to cryogenic temperatures. Cooling would reduce thermal noise

signi�cantly, and semiconductor materials are generally better-behaved when cooled than

amorphous materials. However, semiconductors have free charge carriers which can exhibit

random thermal motions, and these random thermal motions in principle could introduce new

noise sources. We show in chapter 5 that one possible new noise source related to these charge

carriers can be safely ignored, and semiconductor materials are still a leading contender for

next-generation substrates. The work of chapter 5 has not only been used to inform future

detector designs [141], but also was found to form the basis of a fundamental limiting noise

source in electro-optic integrated photonics [149] outside of GW science.
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Chapter 1: Analyzing black-hole ringdowns: data conditioning

H. Siegel, M. Isi, and W. M. Farr, Phys. Rev. D, vol. 111, no. 4, p. 044 070, 2025. arXiv:

2410.02704 [gr-qc].

1.1 Introduction

In the theory of general relativity, perturbed black holes produce gravitational wave signals

consisting primarily of a sum of individual damped sinusoids. This emission is referred to as the

ringdown, and the individual damped sinusoids are called quasinormal modes (QNMs) [71, 78,

150]. Astrophysical binary black hole mergers create perturbed remnant black holes [57, 151]

which subsequently emit ringdown radiation that is observable by detectors like LIGO, Virgo, and

KAGRA (LVK) [15, 16, 17]. Intense data analysis efforts have been undertaken to �t the QNMs

of black hole ringdown signals in the LVK catalogue [18, 152, 153, 154, 155, 156, 157, 158,

159, 114, 9, 160, 161, 162], motivated in part by hopes that these �ts can constrain strong �eld

predictions of general relativity. Several time-domain analysis techniques have been devised to

�t QNMs [80, 163, 164]. Additionally, Ref. [9] employs a frequency-domain technique which is

formally equivalent to the time-domain analysis of [80, 163]; other frequency-domain methods

include those in Refs. [165, 166, 167].

In this work, we discuss data analysis techniques and challenges associated with time-domain

�tting of time series data consisting of exponentially damped sinusoids in Gaussian noise. In

particular, we focus on data conditioning (i.e., the operations of downsampling, �ltering, and the

choice of data segment duration), and the issues which can arise in our ringdown analysis from

these operations. Although we study these effects using theRINGDOWN analysis code [168], our

conclusions are broadly applicable, including to analyses of non-ringdown time-domain data, such
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as in Refs. [154, 169]. The data conditioning issues discussed here are especially relevant for

hierarchical analyses of multiple signals, where any untamed biases can accumulate and easily

dominate the hierarchical model posteriors [170, 171]. Controlling such conditioning issues will

also be essential for data from the next generation of gravitational wave detectors [136, 137, 138,

172], because these instruments will be an order of magnitude more sensitive than LIGO.

Through analyses of simulated signals, in this work we demonstrate how the posterior proba-

bility distribution can be undesirably altered when insuf�ciently high sample rates or insuf�ciently

long data segments are used. If standard downsampling and �ltering methods are not carefully

applied, we �nd that conditioning-induced posterior alterations can lead to false-positive detec-

tions of deviations from general relativity. We also describe our preferred anti-alias �lter, dubbed

the “digital �lter," which has an instantaneous frequency-domain response at its roll-off frequency.

The digital �lter is found to be better at preserving posterior structure than traditional analog-like

anti-alias �lters commonly used in gravitational wave data analysis, such as the Chebyshev or But-

terworth �lters. Lastly we show that, in order to recover the full signal-to-noise ratio, exceptionally

long data segments may need to be analyzed in cases where sharp lines in the noise power spectral

density (PSD) overlap with central signal frequencies. We note that removing these sharp lines

before performing an analysis can signi�cantly reduce the required data segment length.

Throughout this work, we offer useful mathematical (Eq. (1.8)) and graphical diagnostics

(Sec. 1.2.3, Figs. 1.1, 1.2, 1.5, 1.6, and 1.7) to guide analysts and connect time-domain ringdown

analysis intuitions with those of more familiar gravitational-wave data analyses, which are typ-

ically performed in the Fourier domain. Eq. (1.8) states that, so long as data conditioning does

not change by close to or more thanO¹1º the log-likelihood differences of pairs of points over

all of parameter space between a conditioned and “unconditioned” analysis (i.e., an analysis with

the maximum possible sample rate, and an in�nitely long data segment), then the posteriors of the

conditioned and unconditioned analyses can be considered equivalent. The graphical diagnostics

used throughout help to indicate what types of signals are more sensitive to data conditioning, and

why.
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The work is organized as follows. In Sec. 1.2 we describe our time-domain likelihood and

model, and we explain both a statistical criterion for determining safe conditioning settings and a

way to approximately visualize our analysis in the frequency domain to gain additional intuition.

In Sec. 1.3 we explore the posterior alterations induced by different downsampling and �ltering

methods, and we show how a careful application of our currently implemented methods is required

to avoid false-positive detections of deviations from general relativity. In Sec. 1.4 we demonstrate

that long data segment durations are needed in order to recover the total signal-to-noise ratio (SNR)

whenever there are narrow spectral features (“lines”) in the PSD near the central frequencies of the

signal. In Sec. 1.5 we give concluding remarks. In Apps. 1.6 and 1.7 we illustrate the way in

which the posterior alterations caused by downsampling depend sensitively on QNM parameters

like phase, and we address a technical point related to a simpli�cation of our model which depends

on the number of interferometers used in the analysis.

A data release for this work can be found in Ref. [173]. Our notational convention in this

work is to denote vectors by lowercase bold letters, and matrices by uppercase bold letters. The

components of vectors and matrices are denoted with indices and are not bolded, and retain their

letter case.

1.2 Time-Domain Likelihood and Signal Model

1.2.1 Likelihood

The log-likelihood function of our Bayesian analysis [80] is formulated in the time domain as

ln L
�
d j s¹7 º

�
= �

1
2

# � 1Õ

8– 9=0

¹38 � B8º � � 1
8 9

�
39 � B9

�

¸ const.–

(1.1)

for a time series data segmentd of length # which is �t with a signal models dependent on a

set of parameters7 , whereC is the noise covariance matrix which—crucially—will have acyclic

boundary conditions in general. The constant in Eq. (1.1) equals� 1
2 ln detC � #

2 ln 2c. If the data
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has noisen, thend = n ¸ sT, wheresT is the true signal, which may or may not be representable

by our models (although in this work, our models will always be from the same class of func-

tions as the true signal). For stationary noise, the covariance matrixC can be derived from an

autocovariance function (ACF), which encodes covariance as a function of time lag. The ACF can

either be estimated directly in the time domain by taking the sample autocorrelation of a stretch

of noise, or alternatively by �rst estimating the noise PSD and then Fourier transforming since the

Wiener-Khinchin theorem states that the ACF and PSD are Fourier transform pairs.

We now formalize several useful tools which will allow us to re-express the likelihood in an

instructive alternate form. We can Cholesky decompose [174]C by de�ning a lower triangular

matrixL such that

� 8 9=
Õ

:

! 8:! : 9 • (1.2)

The matrixL � 1 acts on a given time seriesx drawn from a multivariate normal with covarianceC

to produce an uncorrelated, i.e. whitened, time series�x:

�G8 =
Õ

9

! � 1
8 9G9– (1.3)

whose terms are independent draws from a standard normal distribution. We de�ne a noise-

weighted inner product [19] between arbitrary time seriesx andy as follows:

hxjyi =
# � 1Õ

8– 9=0

G8� � 1
8 9H9 =

# � 1Õ

8=0

�G8�H8• (1.4)

The optimal SNR of a timeseriesx is de�ned by

SNRopt¹xº =
p

hxjxi • (1.5)

For a noisy timeseriesd = n ¸ sT, the matched-�lter SNR of a signal models(not necessarily equal
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to sT) is given by

SNRmf¹d–sº =
hsjdi

p
hsjsi

• (1.6)

Using the expressions above, Eq. (1.1) becomes

ln L ¹djsº = �
1
2

�
hdjdi � 2 hdjsi ¸ hsjsi

�

¸ const.•
(1.7)

Evidently, the three key terms in the log-likelihood are proportional to SNR2
opt¹dº, SNRmf¹d–sº � SNRopt¹sº,

and SNR2
opt¹sº.

Now let us consider generically the effects of conditioning operations. We are not required

to choose the same conditioning operations for the model and data, the only restriction being

that the operations for the model and data must both return timeseries with the same number of

data points# : we denote the matrix of all conditioning operations for the model byBs, and all

those for the data byBd. This distinction between the two conditioning operations is relevant

because many time-domain ringdown analyses [163, 80, 9, 153, 152, 162] have been performed

with Bs < Bd, the implications of which we will discuss further in Sec. 1.3. The operationsBs

and Bd act on the unconditioned1 vectorss and d such that the log-likelihood takes the form

of ln L cond¹dj sº � ln L ¹Bd djBs sº. Since the covariance should match the data, the uncondi-

tioned noise covariance matrixC is also implicitly acted on by the conditioning matrices, such

that it enters lnL cond asCcond � Bd C BT
d . We will denote the unconditioned log-likelihood by

ln L unc¹dj sº � ln L ¹dj sº.

The goal of this work is to determine how much downsampling and data segment length trun-

cation can be applied while keeping the structure of the posteriors unchanged. To this end, we note

that thehdjdi term in Eq. (1.7) depends only on the data itself, and as such is a constant offset

which does not affect inferences of the parameters7 . Thus, we are interested in how data condi-

tioning might alter thehdjsi andhsjsi terms in Eq. (1.7). With these considerations in mind, we

1By unconditioned, we mean no downsampling or �ltering and an in�nite data segment duration.

24



arrive at an important point: data conditioning should not signi�cantly alter the posteriors of our

analysis as long as, over all possible pairs of explored parameters71 and72,

�
�
�
�lnL cond

�
d j s¹71º

�
� lnL unc

�
d j s¹71º

�
�

h
lnL cond

�
d j s¹72º

�
� lnL unc

�
d j s¹72º

� i
�
�
�
� � 1• (1.8)

For intuition regarding the above criterion, consider Metropolis-Hastings sampling of the parame-

ter space using the unconditioned and conditioned likelihoods. For Metropolis-Hastings sampling

to be unaffected by conditioning, we requireL unc¹71º•L unc¹72º � L cond¹71º•L cond¹72º for all

explored parameters71 < 72. This implies Eq. 1.8. When the log-likelihood difference is bounded

by Y � 1, the difference in proposal acceptance probability is similarly bounded. Then, sampling

with both likelihoods using the same randomness and starting at the same parameters will proceed

through the same sequence of parameter samples for, on average, more than# = 1•Y steps. By

contrast,O¹1º log-likelihood differences lead to divergence in the �rst few steps. Over a large

number of steps, the chains become well-mixed in any case, so a single trajectory deviation does

not matter; but a deviation after only a few steps can lead to wildly divergent, statistically inequiv-

alent samplings.

In practice, computing Eq. 1.8 exactly is dif�cult without running the full analysis. One op-

tion for estimating log-likelihood changes before performing the full analysis is to use the ring-

down portion of an inspiral-merger-ringdown (IMR) analysis as a proxy fors, then track the log-

likelihood changes induced when that proxy signal is used in downsampling, �ltering, and data

segment length truncation, and determine from that some possible “safe” conditioning settings

which will not alter the posteriors in the real analysis. Once a ringdown analysis is completed

with these initial settings, the log-likelihood of that analysis can then be re-computed with more

conservative conditioning to see if this would have led to a signi�cant change.
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No-noise analyses

In this work, we will restrict ourselves to analyzing no-noise data such thatn = 0 andC sets

the SNR. We focus on no-noise analyses for demonstrative clarity, as they make it more straight-

forward to assess the systematic effects of our conditioning operations. In a no-noise injection,

as long as 1) the correct model for the data is used; 2) the prior is a �at function around the true

parameters; and 3) the data conditioning does not alter the posteriors at all; then the maximum

likelihood point of our full multidimensional posterior should coincide with the true parameters.

Marginalization can make lower-dimensional low-SNR distributions not peak at the truth, but we

are generally looking at high SNR analyses in this work. With a speci�c noise instantiation in-

cluded in the data, the maximum likelihood point will typically not coincide with the true value

even if conditioning is not altering the posteriors. The no-noise analyses essentially give the ex-

pectation of the noise over many different noise realizations. For readers interested in performing

injections with noise, in the data release for this work [173] we provide methods for generating

simulated time series with stationary noise drawn from any prescribed power spectral density.

When analyzing no-noise data, it is suf�cient to just check for differences in thehsjsi term of

Eq. (1.7) in order to evaluate Eq. (1.8), i.e., we can just compute optimal SNR changes. In general

however, when there is noise, such thatn < 0, it is necessary to evaluate all terms of Eq. (1.8), as

it is possible for the speci�c noise instantiation to strongly affect how sensitive the second term in

Eq. (1.7) is to conditioning.

1.2.2 Signal model and review of QNMs

For completeness, we now brie�y review QNMs, and then describe our signal model for �tting

them. A reader familiar with this topic should skip ahead to Sec. 1.2.3.

A QNM is an exponentially-damped sinusoidal gravitational wave with a spheroidal harmonic

angular emission pattern, produced by perturbed black hole spacetimes. At linear order in pertur-

bation theory and following the labeling in [80], every possible QNM can be uniquely identi�ed

by four values¹?– �– <– =º � 9, such that:? = ¸ and? = � respectively denote prograde and ret-
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rograde rotation senses of wavefronts relative to the black hole spin when< < 0, and they denote

polarization degrees of freedom when< = 0; � and< denote angular content; and= denotes radial

content. A QNM with= = 0 is called a fundamental mode, and QNMs with= ¡ 0 are called over-

tones. Increasing= corresponds to decreasing lifetime (except in the extremal spin limit, where

zero-damping modes occur [175]). For a given9, the QNM has four parameters: an amplitude, a

phase, an oscillation frequency and a decay rate, all denoted respectively by (� 9– q9– 59– W9). All

QNM frequencies59 and damping ratesW9 (or equivalently, damping timesg9 � 1•W9) are deter-

mined in general relativity solely by the mass and spin¹"– j º of the background Kerr metric, and

can be calculated theoretically to effectively arbitrary precision [7, 176, 177]. Each QNM ampli-

tude� 9 and phaseq9 is nontrivially related to the initial conditions of the system [3, 178, 179, 93,

180, 102, 181, 182].

In the rest of this section, we de�ne� 9� ¹ ?– �–�j < j– =º for < < 0, and� 9� ¹� – �–0– =º for

< = 0. This choice is motivated by the fact that, for Kerr black holes [183, 150], given a set of

(?, ;, =) andj< j ¡ 0, the� < modes share an identical5 andW; for the special case of< = 0, for

a given (;, =), the ? = � modes share identical5 andW.2 In the injection studies throughout this

work, we imposej< j ¡ 0 and? = ¸ , subsequently dropping the? index.

To begin constructing our signal modelsas in [80], we can express the two� 9QNM polariza-

tion degrees of freedom as functions of time
�
h¸

j 9j ¹Cº–h�
j 9j ¹Cº

�
in the linear polarization basis [185],

such that the full complex-valued gravitational strain ishj 9j ¹Cº = h¸
j 9j ¹Cº � 8h�

j 9j ¹Cº. Here we use

a subscriptj 9j to denote any quantity which combines information from the� 9polarizations, as

shown explicitly in Eqs. (1.10). The polarizations, when observed at a point on the angular 2-

sphere around the source (i.e., as observed from Earth), have the functional form

h¸
j 9j = � j 9j exp¹� W9tº

�
cos¹2c 59t ¸ qj 9jº cos\ j 9j

� nj 9j sin¹2c 59t ¸ qj 9jº sin\ j 9j
�

– (1.9a)

2In general relativity, the complex Kerr QNM frequencies~l 9 � 2c 59 � 8W9 satisfy ~l 9 = � ~l �
� 9. Modi�ed gravity

theories may break this condition [184].
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h�
j 9j = � j 9j exp¹� W9tº

�
cos¹2c 59t ¸ qj 9jº sin\ j 9j

¸ nj 9j sin¹2c 59t ¸ qj 9jº cos\ j 9j
�

– (1.9b)

where

� j 9j = j� 9j ¸ j � � 9j – (1.10a)

qj 9j =
�
q9 � q� 9

�
•2– (1.10b)

\ j 9j = �
�
q9 ¸ q� 9

�
•2– (1.10c)

nj 9j =
j� 9j � j � � 9j
j � 9j ¸ j � � 9j

• (1.10d)

We evaluate the timeCin a given detector at evenly spaced points dictated by the sample rate

and duration of the data-segmentd in Eq. (1.7). The amplitude� j 9j in Eqs. (1.9) and (1.10) has

implicitly absorbed the spheroidal harmonic angular dependence of the QNMs.

To �nish constructing our signal model, we must encode the detector's orientation with respect

to the source, by projecting the polarizations onto the detector through the antenna patterns� ¸•�

which are functions of the sky location. Our ringdown model for a single interferometer� is thus

a sum of& modes:

s� =
&� 1Õ

8=0

�
� �

¸ h¸
j 98j

¸ � �
� h�

j 98j

�
• (1.11)

The posterior for a multi-interferometer analysis is given by Bayes' rule and is proportional to the

multiplication of single-interferometer likelihoods under the reasonable assumption that the noise

in each interferometer is statistically independent,

?¹7 jdº / ?¹7 º
Ö

�

L
�
d� js� ¹7 º

�
• (1.12)

Offsets in the timeCof eachd� , related to the time taken for waves to propagate between each

interferometer, are determined by the sky location.

We can further build on the model of Eqs. ((1.9)–(1.11)) in order to test general relativity
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(TGR) independently of any particular modi�ed gravity theory, by introducing deviation parame-

ters¹X 5 – XWº [80, 186] such that

5TGR = 5Kerr exp¹X 5º–

WTGR = WKerr exp¹XWº•
(1.13)

For beyond-Kerr signals,X 5and/orXWmay be non-zero; however, note that non-zero values can

also be achieved for Kerr signals through model misspeci�cation, and conversely it is not clear

that all beyond-Kerr signal morphologies are guaranteed to be captured by this theory-agnostic

parameterization. This TGR model can be used when �tting 2 or more QNMs. There are enough

free parameters in the GR model such that between 1 and& � 1 of all of the model's¹ 59– W9º can

have TGR deviation parameters added.

Our models ignore other possible ringdown signal content, such as the early-time prompt re-

sponse which appears to be quickly dominated by QNMs in binary black hole mergers, the late-

time tail which seems to be very weak relative to the early-time signal, and higher-order nonlinear

QNMs which also generally appear to be subdominant [60, 59, 88, 64, 187, 90, 188]. While in

principle most of these effects can be added to our models, highly accurate �ts to data at current

LIGO sensitivities can generally be obtained with linear QNMs alone.

As a technical point, note that although Eq. (1.11) can be further simpli�ed, since any sum

of sines and cosines with identical frequencies but arbitrary amplitudes and phases can always be

re-expressed as a single sinusoid [189], it is preferable to draw posterior samples using Eq. (1.11)

when there are multiple detectors. See App. 1.7 for further discussion.

For further details regarding our analysis, see Ref. [80].

1.2.3 Relationship to frequency domain

Although our analysis is explicitly formulated in the time domain, it is still possible to build

useful intuitions by approximating our likelihood in the Fourier domain. To determine this ap-

proximate frequency-domain representation, we manipulate Eq. (1.1) and make use of the Fourier

29



transform
 8 9G9 = ~G8and its unitarity, i.e.,
 y
 = 1 where1 is the identity matrix. Concretely,

ln L ¹djsº = �
1
2

¹d � sºy C� 1 ¹d � sº

= �
1
2

h�

 y


�
¹d � sº

i y
C� 1

h�

 y


�
¹d � sº

i

= �
1
2

� ~d � ~s
� y

�

 C 
 y

� � 1 � ~d � ~s
�
• (1.14)

The Fourier transform of each QNM in the signal,~s, is well-approximated by a Lorentzian under

a discrete Fourier transform. As for the noise covariance matrix, the transformation applied in

the last line of Eq. (1.14) tells us that the covariance matrix of the Fourier-domain residuals is

~C = 
 C 
 y. In typical LVK analyses, the assumption of stationary noise and, crucially, the

enforcement of cyclic boundary conditions, are meant to ensure that this matrix can be treated as

diagonal and its entries are proportional to the noise PSD; however, in our case, the lack of cyclic

boundary conditions inC means that~C cannot be diagonal (see also e.g. Ref. [109]). Nonetheless,

we expect (and have checked in the case of simulated noise) that diagonal terms in~C dominate

and are nearly proportional to the noise PSD, suggesting that we can approximately visualize

our analysis in the frequency domain with Lorentzians plotted on top of the noise PSD, even if

their ratio does not exactly correspond to our likelihood (as it would in traditional LVK analyses).

Speci�cally, in the continuous-frequency limit, the likelihood approximately becomes an integral

over frequency ofj~sj2• PSD¹ 5º, or an integral over log-frequency of5j~sj2• PSD¹ 5º; in the plots

throughout our work, we show the latter so that such integrals can be estimated visually by the

difference of curves in log space. Figs. 1.1, 1.2, 1.5, and 1.7 depict this approximation, and give

valuable insights into how the analysis behaves.

1.3 Downsampling and Filtering

In this section, we describe the downsampling and �ltering procedures that we use in analyses

of LVK data; we then implement these techniques to perform studies of simulated signals in the

absence of noise. These so-called “no-noise injections” still presume a noise covariance matrixC
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Figure 1.1: Here we highlight key conditioning issues, and relate them to different Welch estimates
of the noise PSD from downsampled GW150914 LVK data [18] (yellow and blue). We compare
these PSDs to a GW150914-like signals, shown in black as5j~sj2 (Sec. 1.2.3). As shown in blue,
low and high-pass �lters with transient frequency-domain responses create dips in the power of low
and high-frequency data. These �lters impact our posteriors more than �lters with instantaneous
frequency-domain responses (Sec. 1.3). In yellow, we show our preferred way of simultaneously
downsampling and low-pass �ltering with a method dubbed the “digital �lter," and also manually
“patching" the PSD by in�ating it at low frequencies. The digital �lter applies a tophat function to
the data in the frequency domain from 0 to the Nyquist frequency, and Fourier transforms only data
below Nyquist. Patching alleviates �ltering-induced posterior changes by censoring corrupted low-
frequency data in our likelihood. Additionally, thin PSD lines near the signal peak can lower SNR
if insuf�ciently long data segments are analyzed (Sec. 1.4). It should be possible to subtract lines
from the data due to their long coherence times, allowing for analyses of shorter data segments
which still recover the full SNR.
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to set the expected noise level in the likelihood, but imposen = 0 so thatd = s in Eq. (1.1); see

Sec. 1.2.1 for more details.

The ringdown signals we are most often interested in have central frequencies below 1 kHz, as

well as low- and high-frequency tails; see Fig. 1.1, as well as discussion in Sec. 1.2.3 regarding

the frequency domain representation we use (and its limitations). The native sampling rate of

calibrated LVK data [10] is 16384 Hz; for most ringdown signals, there is seemingly little to

gain by utilizing this full frequency range and incurring the associated computational cost, since a

relatively small fraction of the total signal power lies at high frequencies. Also, the LIGO detector

is less accurately calibrated below 10–20 Hz and above a few kHz (depending on the observing

run in question) [190, 191, 192], meaning that very high and very low frequencies should be

viewed with additional caution. Downsampling, and low- and high-pass �ltering, are implemented

in our analysis to reduce computational cost, avoid analyzing less well-calibrated or overly noisy

frequency ranges in our data, and mitigate aliasing.

However, overly aggressive application of downsampling and �ltering can lead to SNR loss,

i.e., an increase in statistical uncertainty. Additionally, if the downsampling and �ltering operations

for the signal and data are not the same (as has been the case in many time-domain ringdown

analyses [163, 80, 9, 153, 152, 162]), then the differences between both operations effectively

introduce extra terms into the log-likelihood comparison of Eq. (1.8) which all must be collectively

much smaller than 1 in order to not affect the posteriors. This can be most easily seen as follows.

We denote the matrix of all conditioning operations for the model byBs, and all those for the data

by Bd. We also denote the difference between both operations asBb � Bs � Bd. When applying

data conditioning, the log-likelihood of Eq. (1.7) is modi�ed to give the conditioned log-likelihood,

ln L cond, as

ln L cond � ln L ¹Bd djBs sº

= ln L ¹Bd djBd sº

¸


BddjBbs

�
�



BdsjBbs

�
�

1
2



BbsjBbs

�
•

(1.15)
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Remember that the unconditioned noise covariance matrixC is also implicitly acted on by the

conditioning matrices, such that it enters lnL cond as Ccond � Bd C BT
d . It may be that in some

situations, a judicious choice ofBb < 0 could actually be advantageous; well-designed biased es-

timators can desirably reduce variance [106]. However, for the purposes of our analysis, we want

to keep our parameter estimation as close as possible to what we would have had without any data

conditioning, and thus any manipulation of the variance is not in keeping with our aims. We posit

that any information lost from the data through the operation ofBd in Eq. (1.15) cannot be recov-

ered for all possible parameters7 with any choice ofBb, and thus the additional terms in Eq. (1.15)

can only serve to increase log-likelihood differences induced by conditioning. Thus, if our con-

ditioned analysis aims to fully preserve the unconditioned likelihood by satisfying Eq. (1.8), the

additional terms introduced in Eq. (1.15) whenBb < 0 can only serve to necessitate more conser-

vative conditioning settings (e.g., higher sample rates).

Many previous ringdown analyses [163, 80, 9, 153, 152, 162] used conditioning operations

Bd < Bs because such operations were more straightforward and computationally ef�cient to im-

plement. One could in principle write a downsampling and �ltering method which guarantees that

the same operations are applied to the model and whatever data is provided by the LVK3, although

the implementation and testing of such a method is beyond the scope of this work. With such al-

ternative methods, the only changes to the posterior when downsampling and �ltering would occur

when such operations caused signal information in the data to be thrown out. Nonetheless, there

are useful regimes in which downsampling and �ltering as they are currently implemented should

be relatively safe, as we will discuss below. As such, we will proceed to describe our current

downsampling and �ltering methods.

3Technically, even if the conditioning operations for the data and model are made to be identical, there are still
other differences between our data and model which we do not account for, owing to the fact that our signal model
does not replicate the entire detector response process through which our data is obtained.
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1.3.1 Methods: downsampling and �ltering

For our signal model (Eqs. (1.9) – (1.11)), we downsample by �rst evaluating the model at

the native sample rate of the data and then simply taking every=th sample in the time domain

(always retaining the �rst sample of the original time series), where= is the factor by which we

are downsampling. This strategy would be a poor choice for the data due to the aliasing of high

frequency noise, since the high frequency noise in LIGO data is orders of magnitude larger than

the noise at relevant signal frequencies. Thus, a different downsampling procedure is required for

the data.

For the data, we simultaneously downsample and perform anti-alias �ltering, through a method

dubbed the “digital �lter" [174]. The digital �lter Fourier transforms the data and applies a top-hat

function extending from zero to the target Nyquist frequency, and then Fourier transforms back to

the time domain using only frequencies below the Nyquist frequency. We also roll the raw data

so that the �rst time stamp of each interferometer's time series is unchanged after downsampling.

This preserves time delays between interferometers. The digital �lter contrasts with traditional

LVK approaches to downsampling and anti-aliasing, which often involve the use of an analog-

like frequency-domain low-pass �lter such as the Butterworth or Chebyshev �lter. Such analog-

like functions generally do not have an instantaneous frequency-domain response at their roll-off

frequency; if one were to select the Nyquist frequency as the roll-off frequency when using these

analog-like �lters, frequencies below the Nyquist frequency would be affected. As a result, noise

PSD estimates and actual signal in data �ltered with such analog-like functions will have a dip

in power near the roll-off frequency (Fig. 1.1). These dips can lead to avoidable and undesirable

posterior corruption. Because our digital �ltering method better preserves the morphology of the

data up to the Nyquist frequency, it is a more stable choice for our analysis.

Currently, publicly available LVK strain data [10] has been �ltered below� 10 Hz. Internal

LVK data may not always have such treatment, in which case we apply the �ltering ourselves.

High-pass �ltering reduces the dynamic range of the PSD, which can increase the numerical sta-

bility of the time-domain likelihood. The �ltering also removes less well-calibrated low-frequency
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data.

We currently cannot apply to our signal model the �ltering methods we use on our data. This

is because the �ltering we currently apply to the data convolves the segment targeted for analysis

with data points preceding and following it. However, the domain of our signal model time series is

limited to only include times targeted for analysis. Thus there are no preceding or following points

that the signal model can be convolved with, and we don't apply �ltering to the signal model

as a result. This inequivalence of conditioning operations between data and model can lead to

undesirable posterior alterations, especially due to low frequency data which is more substantially

changed by �ltering. To get around this issue, we “patch" our PSD estimate to suppress the low-

frequency data: we manually set the PSD to be larger than any affected low-frequency signal power

(Fig. 1.1), which causes this data to contribute less signi�cantly in our likelihood. The outcome

of this patching is similar to increasing the lower limit of integration in the traditional Fourier-

domain likelihood [19]. In this work, our patching routine sets the PSD to be 10 times higher

than its maximum value in the patched frequency range. In principle, one may be able to design a

�ltering operation which only acts on time series points within the targeted analysis segment, and

thus can be applied identically to the data and model. We leave this for future work.

1.3.2 Injection studies: downsampling and �ltering

To better understand the posterior changes introduced by our downsampling and �ltering meth-

ods, we report here on several no-noise injection studies of damped sinusoids. We �rst investigate

single damped sinusoid injections which are downsampled using the digital �lter, as shown in

Fig. 1.2. We then study multi-mode injections which are downsampled with the digital �lter and

we perform a mock test of general relativity with them, as shown in Fig. 1.3. Finally, we compare

the digital �lter with more traditional anti-aliasing �lters in Fig. 1.4.

Our injected signals start with a “ring-up", which is made of exponentially growing sinusoids,

followed immediately by a (phase coherent) ringdown of exponentially decaying sinusoids with

the same frequencies as in the ring-up. The signals are injected into two different simulated inter-
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Figure 1.2: No-noise injections, showing posterior changes which are induced by our currently im-
plemented downsampling method.Top Left:We inject a single damped sinusoid with zero noise,
and use the aLIGO design PSD [15, 193, 194] to calculate the noise covariance matrixC in our like-
lihood, Eq. (1.1). The PSD is shown in grey, the signal5j~sj2 in black, different Nyquist frequencies
from downsampling are dashed lines. The injected signal has optimal network SNR� 113, and
parameters like those of the fundamental prograde¹�– <º = ¹2–2º QNM of GW150914 [18]; see
Table 1.1.Top Right, Bottom:Posteriors for QNM parameters, recovered with different downsam-
pling factors using the digital �lter. The posteriors change signi�cantly as the downsampling factor
increases. These changes depend sensitively on the true QNM parameters; see App. 1.6 for further
details. Note that the amplitude posterior does not peak exactly at truth when no downsampling is
applied; the amplitude prior is not fully �at around the true value.
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ferometers (Hanford and Livingston) from one sky location, and the PSDs of both interferometers

are assumed to be identical and are given by the Advanced LIGO (aLIGO) design [15, 193, 194]

as shown in Fig. 1.2. Note that this PSD has no lines, unlike the actual LIGO PSD in Fig. 1.1.

The start time of our analysis is chosen to be the peak of the signal. The native sample rate of the

simulated data is 16384 Hz. We apply anti-alias �ltering when downsampling, as well as high-pass

�ltering and low-frequency PSD patching. For computational ef�ciency, in this section we analyze

data segments of length) = 0•05 seconds, meaning they have at most 820 samples. This is a suf-

�ciently long data segment for the purposes of this speci�c analysis, as the whitened waveforms

accumulate their total power signi�cantly before the end of the data segment (see Fig. 1.5). For

the noise covariance matrix which enters our likelihood (Eq. (1.7)), we need an estimate of the

ACF of a long stretch of noise drawn from the aLIGO design PSD. The Wiener-Khinchin theorem

states that the ACF and PSD are a Fourier transform pair. We thus compute our ACF by Fourier

transforming a noise PSD which is a Welch estimate from 4096 seconds of noise; to allow for

acyclic boundary conditions, each periodogram is de�ned on a noise segment much longer than

our analysis segment and we truncate the resulting ACF to match the length of our analysis [80].

Amplitude, frequency, and damping rate posteriors

First we analyze a no-noise injected signal [173] consisting of a single damped sinusoid with

parameters similar to the fundamental prograde¹�– <º = ¹2–2º QNM of GW150914 [18] (see Ta-

ble 1.1). The results of this analysis are shown in Fig. 1.2. We investigated a range of optimal

network SNRs from roughly 10 to 110 (not all shown). We show the highest SNR injection simply

because conditioning-induced changes to the posteriors are the most severe at high SNRs. The

results for all investigated SNRs are qualitatively similar. We use a prior on the QNM amplitude

and phase which is approximately �at around the true values of these parameters, and a �at prior

on the black hole mass and spin. The amplitude prior we choose is designed to maximize com-

putational ef�ciency; its computational expense does not scale with the number of QNMs in the

model, whereas the expense of a �at prior scales proportionally with the number of QNMs [195].
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Figure 1.3: Downsampling can cause undesirable posterior changes in our analysis that could be
mistaken for deviations from general relativity.Left: We inject two Kerr-consistent GW150914-
like QNMs with optimal network SNR� 57, parameters in Table 1.1. The sum of both QNMs is
the analyzed signal, shown as a purple curve. Unwhitened strain shown.Right: No-noise TGR
analysis as in Eq. (1.13), allowing beyond-Kerr deviations of the¹�– <– =º = ¹2–2–1º QNM fre-
quency and damping rate. The noise PSD used to calculate the covariance matrixC which enters
our likelihood, Eq. (1.1), is the same as in Fig. 1.2, and we downsample with the digital �lter. For
moderate downsampling factors, the beyond-Kerr frequency deviation posteriors begin peaking
away from truth. Such undesirable effects of conditioning may become especially signi�cant in
hierarchical analyses.
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The true parameters of the injected sinusoid can be reasonably recovered when no downsam-

pling is applied. Without downsampling, the posteriors peak at their true values for the frequency

and damping rate, and close to the true value for the amplitude (because its prior is not entirely

�at). However, downsampling changes the posteriors relative to their “unconditioned” forms, and

these changes increase in severity with increasing downsampling factor. Furthermore, such poste-

rior changes depend in a nontrivial way on the parameters of the QNMs: for example, as shown

in Fig. 1.2 and App. 1.6, different QNM phases shift signal power between the signal's high and

low frequency tails in the Fourier domain, and signals with phases that maximize the power at low

frequencies can be downsampled more aggressively without altering the posteriors. While most

of the above cases involve the peaks of the posteriors shifting, we have also observed other cases

where downsampling instead causes the posteriors to tighten around their peak values, which is a

similarly undesirable behavior.

Tests of general relativity

Next, we show that the posterior changes introduced by our current downsampling and �l-

tering methods have rami�cations for tests of general relativity. In Fig. 1.3, we perform a mock

test of general relativity on a Kerr-like injection of 2 damped sinusoids, using the TGR model

of Eq. (1.13). When �tting a signal with multiple QNMs and downsampling, the conditioning-

induced changes to the frequency and damping-rate posteriors of each individual QNM can cause

a Kerr-consistent spectrum to look erroneously like a beyond-Kerr signal. Fig. 1.3 demonstrates

that this downsampling effect can be clearly seen in the TGR posteriors of a single signal. The

SNR of 57 in this signal is higher than what is currently accessible, but is lower than what will

likely be seen in next-generation detectors [136, 137, 138, 172]; at the higher SNRs expected in

the future, tests of general relativity using the ringdown will only become more sensitive to such

issues. Similarly, in a hierarchical analysis where the posteriors of many events are effectively

stacked [170], such posterior changes could propagate and become more severe if downsampling

is applied too aggressively.
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Filtering comparison

Finally, in Fig. 1.4 we compare the effects of downsampling with our digital �lter as opposed

to more traditional analog-like �lters for anti-aliasing. We �nd generally that analyses with the

digital �lter have less severe posterior changes when downsampling, which is why the previous

results in this section were only shown with the digital �lter applied. Although analog-like �lters

are commonly used in ringdown data analysis,4 there does not appear to be any strong motivation

for this choice of �lter over one more suitable to the analysis problem, such as our digital �lter for

example. The digital �lter is now the default in ourRINGDOWN package [168]. The SNR of the

signal in Fig. 1.4 is much lower than that of Fig. 1.2, and thus the systematic effects induced by

downsampling with the digital �lter in the latter are more readily apparent.

Log-likelihood changes from conditioning

For a given SNR, it seems that small downsampling factors may introduce acceptably small

posterior changes in some cases. As discussed in Sec. 1.2, the posteriors from analyses with

conditioning which satisfy Eq. (1.8) should be considered statistically equivalent to the posteriors

of unconditioned analyses. For our no-noise studies, Eq. (1.8) can be computed by just checking for

absolute differences in SNR2
opt¹sº before and after conditioning. We save the explicit computation

of this quantity in speci�c injections for future work

1.4 Data Segment Duration and PSD lines

The LIGO noise PSD contains many powerful and narrow spikes [19, 196], as shown in

Fig. 1.1, which we will refer to as “lines”. These lines can signi�cantly reduce the total recov-

ered SNR in our analysis if both (1) the lines have frequencies near the central frequencies of

QNMs in the signal, and (2) the analysis data segment is not chosen to be long enough to resolve

the width of the line in the Fourier domain, or equivalently capture the full length of the whitened
4Such anti-aliasing �lters are also routinely used in more general Fourier-domain gravitational wave analyses;

however, for those analyses, the effect of the slow �lter response is mitigated by simply truncating the likelihood
integration at a frequency much lower than Nyquist.

40



Figure 1.4: Analog-like anti-alias �lters, i.e. those with a transient frequency-domain response at
their roll-off frequency, induce more signi�cant posterior changes than our “digital �lter", which
has an instantaneous response (as described in Sec. 1.3). Here we compare the changes induced by
both �lters on the amplitude and damping rate posteriors of a GW150914-like¹�– <– =º = ¹2–2–0º
QNM, in an optimal network SNR� 17 no-noise injection of both the¹2–2–0º and the¹2–2–1º
(see Table 1.1). 90% credible contours are shown. The same noise PSD of Fig. 1.2 is used here to
calculate the covariance matrixC which enters our likelihood, Eq. (1.1).Left: Downsampling with
our digital �lter. Right: Downsampling with an analog-like �lter, in this case the Chebyshev �lter
of theSCIPY [6] package'ssignal.decimate method. This analog-like method is commonly
implemented in ringdown analyses. For all downsampling factors, the digital �lter retains more
posterior support for high amplitudes and high damping rates.

signal in the time domain. The longer data segments needed to compensate for the effects of lines

increase computational expense.

In this section, we demonstrate the interplay of PSD lines and data segment duration choices

by studying injected signals, and we then discuss methods for managing the SNR loss from lines.

Unlike in the case of downsampling and �ltering (see Sec. 1.3.2), the operation of selecting the

duration is performed identically in our model and the data. Thus, we only expect the widths of

the posteriors in our no-noise studies to depend on the data segment duration; their peaks should

remain in the same place regardless of the data segment length.

To begin, it is useful to build intuition in both the time and frequency domains for the interaction

of our analysis with PSD lines. In the time domain: lines have a long whitening response time (see

Fig. 1.5), meaning that any signal power near a line's central frequency will be spread over a long

timescale when whitened. Note that the whitened data and whitened signal model are the relevant

time series in our analysis, since they are the only quantities that enter our likelihood in Eq. (1.7).
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In order to recover the full SNR, our analysis has to analyze a data segment that is long enough

to capture all of the whitened signal ringing in the time domain. Especially if there are lines in

the PSD, this data segment may be much longer than the un-whitened signal. In the frequency

domain: the frequency bin width equals the inverse of the time domain data segment duration, and

thus shorter data segments correspond to larger frequency bin widths. Widening a bin that contains

a line will cause the line's power to spread over more frequencies, suppressing the signal in that

bin and lowering the recovered SNR.

Lines are especially problematic for longer-lived and lower-frequency signals like GW190521 [36,

8]. Longer-lived signals are narrower in the frequency domain, meaning that the PSD line, if

aligned with the signal, can potentially cover a larger fraction of the signal power if the frequency

bins are made too wide. Lower-frequency signals can also peak closer to the AC mains electricity

line [197, 198, 199, 200] (60 Hz in LIGO, 50 Hz in Virgo), which is one of the most powerful

narrow-band noise features.

To capture the full SNR when the PSD has lines near the signal, an alternative approach to

analyzing longer data segments is to instead clean the lines from the data before analysis. This type

of noise subtraction is possible because the lines are highly coherent in the time domain. As an

example, a code package to remove individual Lorentzian lines is available here [201]. Care must

be taken when removing lines, to avoid simultaneous subtraction of signal power. Line subtraction

allows for much shorter data segments to be analyzed while also recovering more total SNR than

an analysis with the line could achieve.

1.4.1 Injection studies: data segment duration

To better understand the whitening effects of PSD lines, we compare the analysis of no-noise

injections with and without a PSD line. The results of this comparison are shown in Fig. 1.5.

The signal is injected into a single interferometer and at a native sample rate of 4096 Hz (not

downsampled) for computational ef�ciency, but otherwise the analysis is similar to that described

in Sec. 1.3.2.
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Figure 1.5: Lines in the noise PSD, when overlapping with central signal frequencies, can reduce
recovered SNR if the analyzed data segment is shorter than the whitening timescale associated with
the line. Top Left:We inject a no-noise GW190521-like single damped sinusoid (see Table 1.1),
with optimal SNR� 18 when whitened using a noise covariance matrix derived from a PSD with
a Lorentzian line (Eq. (1.16)) at the signal's central frequency. The PSD is shown in grey, and the
signal 5j~sj2 in black (see Sec. 1.2.3).Bottom Left:The whitened signal, with and without PSD
line. Signal whitened with the line PSD will ring for a longer time.Right: With the line PSD,
SNR accumulates slowly with increasing data segment length. Correspondingly, the posteriors
slowly shrink in width with increasing data segment length. If the line were removed before anal-
ysis, much shorter data segments could be used while recovering the full SNR (see dashed line
posterior).

Figure 1.6: Informed by Eq. (1.8), we can estimate the minimum necessary data segment length
for our no-noise analysis by computing the amount of time required to accumulate SNR2

opt � 1 of
an effectively in�nite-duration data segment, denoted in the legend above bys1 . Here we perform
such an estimate for the signal in Fig. 1.5. Our heuristic gives estimates of� 0•2 s (no line in
the PSD) and� 0•325s (line) for the data segment length, which is in broad agreement with our
�ndings in Fig. 1.5, although we note that this heuristic is somewhat conservative. The above
�gure also shows that if the line in the PSD of Fig. 1.5 were removed before analysis, the total
recoverable SNR would increase by� 10%.
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To compute the ACF in our likelihood (Eq. (1.7)), we use a noise PSD which is a Welch

estimate from 4096 seconds of noise drawn from the smooth design PSD for aLIGO [15, 193, 194]

with and without an added Lorentzian line5, i.e.,

PSD¹ 5º = PSDLIGO
Design

¹ 5º ¸
%�

2c
�
¹ 5 � 50º2 ¸ ¹ � •2º2

� – (1.16)

where� = 0•05 Hz, %= 10� 45, and 50 is chosen to be the central frequency of the injected signal.

For data segment duration) , we use) 2 f0•05 s–0•1 s–0•2 sg. We perform high-pass �ltering at a

roll-off frequency of max¹) � 1–10 Hzº and we then “patch" the PSD below the roll-off frequency.

We do not perform any downsampling or low-pass �ltering.

As shown in Fig. 1.5, having a line in the PSD that overlaps with the signal can lead to sig-

ni�cant SNR loss unless the analysis is performed on a data segment long enough to capture the

prolonged ringing of the whitened signal. SNR loss widens the posteriors of any recovered pa-

rameters, since posterior width scales as� 1•SNR. For) = 0•05 s with the line in the PSD, the

SNR loss is roughly25%. However, when performing an analysis without the line (i.e., assuming

the line has been perfectly subtracted), a 0.05 s long data segment recovers more SNR than a 0.2

s long segment whitened with the line. The 0.05 s analysis is also in principle 16 times quicker to

run than the 0.2 s analysis, since the number of computations in our analysis scales asO¹# 2º for

# data points.

In Fig. 1.6, informed by Eq. (1.8), we estimate the minimum necessary data segment length

required to recover the full SNR. Such an estimation can be made before performing any analysis.

To do this, �rst choose a reasonable signal model which could approximately represent the true

ringdown signal. For example, one might choose the ringdown portion of an IMR �t to the data.

Next, whiten this chosen model and (since this is a no-noise injection) calculate its cumulative

SNR2
opt¹sº as a function of time. The time at which the cumulative SNR2

opt¹sº function becomes

5Strictly speaking, Eq. (1.16) approximates the full Lorentzian function that is derived from the stochastically
driven damped harmonic oscillator equation. The approximation in Eq. (1.16) is valid for frequencies near the central
line frequency. At frequencies far from the central frequency, where the approximation becomes worse, the aLIGO
design PSD should dominate the Lorentzian.
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“�at" denotes the data segment duration that is needed to recover the total signal power. More

formally, from Eq. (1.8), we aim to have a data segment long enough to accumulate at minimum

1 less than the total available SNR2
opt¹sº. Regarding motivation for this speci�c criterion: we

expect that this criterion should reasonably well bound the largest possible log-likelihood changes

at all points in the neighborhood of the parameters of our chosen model to be at mostO¹1º, and

we also expect that such log-likelihood changes should be reasonably uniform throughout the

neighborhood for suf�ciently high SNR signals. So long as these assumptions are valid, then we

expect this criterion should satisfy Eq. 1.8. An analysis on a data segment of this length should be

effectively equivalent to an analysis of an in�nite-duration data segment. If there is noise in the

data, then the full likelihood must be evaluated as in Eq. (1.8), which effectively means one must

also consider the accumulation of the matched-�lter SNR (see the discussion under Eq. (1.7)).

The minimum necessary data segment durations that we estimate in Fig. 1.6 closely correspond

to those we found empirically in the analysis of Fig. 1.5, although our heuristic estimates in this

case of� 0•2 s (no line) and� 0•325s (line) are somewhat conservative. Especially when using the

no-line PSD, we can go to data segments around half as long as what our estimate suggests and lose

only an additional value of 2 in SNR2opt¹sº, a fractionally small value. Judging by eye, one might

even conclude from the yellow curve in Fig. 1.6 that 0.05 seconds is suf�cient for this signal when

using the no-line PSD; we �nd correspondingly that longer segments than this produce posteriors

that are by eye indistinguishable. Fig. 1.6 also demonstrates that removing the line would increase

the total recoverable SNR by� 10%.

1.5 Conclusion

Although downsampling, �ltering, and short data segment durations can lead to computational

gains in our time-domain ringdown analysis, these operations can undesirably alter our posterior

distributions if applied without care. The main takeaways of this work are: (1) standard down-

sampling and �ltering techniques can not only undesirably alter posteriors, but can even introduce

systematic error if not applied carefully; (2) analyzed data segments may need to be much longer
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Fig.
Injected Signal

5 [Hz] g [ms] q [rad] � •10� 21

1.2, 1.7 246.7 4.3 5.4 or 1.2 9.1

1.3 (246.7, 241.7) (4.3, 1.4) (5.4, 2.0) (8.8, 13.8)

1.4 (246.7, 241.7) (4.3, 1.4) (1.2, -1.5) (2.3, 3.5)

1.5, 1.6 67.5 15.5 5.4 1.2

Table 1.1: Injected parameters of analyzed signals in this chapter. The multi-mode injections have
5 and g derived from a single Kerr mass and dimensionless spin using theQNM package [7].
Numbers in table are rounded.

than the duration of the unwhitened signal in order to capture the full signal-to-noise ratio, owing

to narrow lines in the noise power spectral density; and (3) we offer useful mathematical (Eq. (1.8))

and graphical diagnostics (Sec. 1.2.3, Figs. 1.1, 1.2, 1.5, 1.6, and 1.7) to guide analysts and connect

ringdown analysis intuitions with those of more familiar frequency-domain gravitational-wave data

analyses.

Currently implemented downsampling and �ltering methods in many ringdown data analy-

ses [163, 80, 9, 153, 152, 162] are designed in such a way that they are not applied identically to

the data and the model. We showed in Fig. 1.2 that, when applied too aggressively, these current

methods can not only alter the posteriors by changing the signal-to-noise ratio, but they can also

move the peaks of the posteriors even in the absence of noise. In Fig. 1.3 we demonstrated that

such undesirable effects could lead to false claims of deviations from general relativity. Adherence

to the criterion of Eq. (1.8) should prevent such erroneous general relativity violations. For the

lower signal-to-noise ratios that LIGO signals currently have, such systematic biases should not be

of much concern, but as the signals get louder with detector upgrades and next-generation instru-

ments [136, 137, 138, 172], such systematics may become more of an issue. In principle, it should

be possible in the future to implement alternative downsampling and �ltering methods which treat

the data and model in the same way. With such alternative methods, downsampling and �ltering

would only alter the posteriors when these operations threw out signal information; this would just

reduce the signal-to-noise ratio, and would not lead to false general relativity violations.
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In Fig. 1.4, we showed that our “digital" anti-alias �lter method better preserves the structure

of our posteriors when compared with other more traditional �ltering methods which are typically

used. The digital �lter simultaneously downsamples and low-pass �lters by applying a top-hat in

the frequency domain up to Nyquist and then only Fourier transforming frequencies below Nyquist.

We also highlighted in this work how sharp noise power spectral density lines like those found

in LIGO-Virgo-KAGRA data have very long data-whitening timescales in the time domain. Be-

cause of this, if these noise lines overlap with central ringdown signal frequencies, our analysis

will not recover the full signal unless segments of data much longer than the unwhitened signal are

analyzed. This effect is demonstrated in Fig. 1.5. In Fig. 1.6, we showed how one can estimate

the minimum data segment length needed in order to capture all of the signal. The longer data

segments needed to capture the full signal-to-noise ratio when a line is present can easily increase

the computational expense of our analysis by an order of magnitude compared to when there is no

line. However, we note that noise lines can be removed before analysis due to their coherence in

the time domain, which allows for short data segments to be used while also increasing the total

recoverable SNR signi�cantly.

The data conditioning challenges we have addressed herein have already been relevant in sev-

eral analyses of actual LIGO-Virgo-KAGRA data [163, 80, 9, 153, 152, 162, 202, 203, 204], and

are likely to affect more in the future. Many different time-domain ringdown analyses [80, 163,

164], time-domain-equivalent ringdown analyses [9], and more general truncated time-domain

gravitational-wave analyses [169] are susceptible to the sorts of systematics and computational

expense issues we have discussed here.

Chapter Appendices

1.6 Downsampling phase dependence

In Fig. 1.7, we demonstrate the phase-dependent behavior of single damped sinusoid posteriors

when downsampling. We perform the same analysis as in Fig. 1.2, except that the QNM phase
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Figure 1.7: Posterior alteration from downsampling is dependent on the true QNM parameters.
Here we perform the same analysis as in Fig. 1.2, except that the QNM phaseq = 1•2 rad. The
optimal network SNR of this signal is� 100. The posteriors do not change from their unconditioned
values until a larger downsampling factor than in Fig. 1.2. At top left, the signal is plotted as5j~sj2

(black). In the frequency domain, differentq values can move the signal power from high to
low frequencies (see Sec. 1.2.3); compared to Fig. 1.2, more of the signal power in this case lies at
low frequencies, allowing for more aggressive downsampling without changing the posteriors. The
amplitude posterior does not peak exactly at truth when no downsampling is applied; the amplitude
prior is not fully �at around the true value.
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q = 1•2 rad. Different phases can distribute signal power between high and low frequencies

differently. Given that in this case, more of the signal power lies at lower frequencies, one might

naïvely expect that this signal is less sensitive to downsampling when compared with the signal

shown in Fig. 1.2. This intuition appears to be correct.

This example illustrates the nontrivial and signal-dependent behavior of our analysis when

downsampling is applied. We �nd no de�nitive rule that would help in predicting the exact behav-

ior of the posteriors when downsampling an arbitrary signal, which is why we encourage conser-

vative downsampling whenever possible. In real signals, it is still not known what phases should

be expected for a given set of QNMs, and it is likely that the phases will vary widely depending

on the exact details of the binary black hole merger in question, as well as the time in the signal at

which the model is �t.

1.7 Reduction of number of terms in model

The model of Eqs. 1.9, 1.10, 1.11 is a sum of sets of damped sine and cosine functions with

the same frequency. Sums of sinusoids with the same frequency can always be re-expressed as a

single sinusoid [189]; we do this below, as it is an instructive exercise. In the following, we drop

QNM indices for convenience, andl = 2c 5.

First, we re-express the cosine terms in Eq. (1.9) as sine terms, such that

cos¹lC ¸ qº = � sin¹lC ¸ q � c•2º• (1.17)

Next, we plug Eq. (1.9) into Eq. (1.11):

s� =� exp¹� t•gº�
n�

� � �
¸ cos¹\ º � � �

� sin¹\ º
�

sin¹l t ¸ q � c•2º

¸ n
�

� � �
¸ sin¹\ º ¸ � �

� cos¹\ º
�

sin¹l t ¸ qº
o
•

(1.18)
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We then make use of the identity

2 sin¹G¸ \ 2º =0 sin¹G¸ \ 0º ¸ 1 sin¹G¸ \ 1º– (1.19)

where

22 =02 ¸ 12 ¸ 201cos¹\ 0 � \ 1º–

tan¹\ 2º =
0 sin¹\ 0º ¸ 1 sin¹\ 1º
0 cos¹\ 0º ¸ 1 cos¹\ 1º

•
(1.20)

This gives us a simpli�ed formula (Eq. (1.21)) for the signal in a single detector, and expresses the

4 observable quantities per QNM in the data (which are an amplitude, damping rate, frequency, and

phase) in terms of the 6 parameters per QNM which we aim to constrain in our model (amplitude,

damping rate, frequency, phase, ellipticity, and polarization angle).

s� =
Õ

9

� reduced
9 exp¹� t•g9º sin¹l 9t ¸ qreduced

9 º

� 2
reduced

� 2
= cos¹\ º2¹� 2

¸ ¸ n2� 2
� º ¸ sin¹\ º2¹� 2

� ¸ n2� 2
¸ º ¸ 2� ¸ � � cos¹\ º sin¹\ º¹1 � n2º

tan¹qreducedº =
� sin¹q � c•2º

�
� ¸ cos¹\ º ¸ � � sin¹\ º

�
¸ n sin¹qº

�
� � cos¹\ º � � ¸ sin¹\ º

�

� cos¹q � c•2º
�
� ¸ cos¹\ º ¸ � � sin¹\ º

�
¸ n cos¹qº

�
� � cos¹\ º � � ¸ sin¹\ º

�(1.21)

Eq. (1.21) shows that our most general Kerr model is underconstrained unless measurements are

made in at least 2 detectors (i.e. unless there are antenna patterns� ¸•� for at least 2 inteferometers).

However, if one uses a model where a pair of quantities is assumed to be known, e.g. when

analyzing spin-aligned or anti-aligned binaries we might choose to use a �xed viewing angle and

linear polarization, a single-detector measurement can then constrain all the parameters of our

model.

One might naïvely expect that it is generally preferable to draw posterior samples in terms of

the reduced parameters, since for a single interferometer this reduced model has less dimensions
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to sample from. However, the dimensionality of the sampling space for Eq. (1.21) grows with the

number of interferometers, whereas the dimensionality of Eq. (1.9) does not, meaning that when

analyzing data detected in more than 2 interferometers it is more ef�cient to use Eq. (1.9).

51



Chapter 2: The ringdown of GW190521: hints of multiple quasinormal

modes with a precessional interpretation

H. Siegel, M. Isi, and W. M. Farr, Phys. Rev. D, vol. 108, no. 6, p. 064 008, 2023. arXiv:

2307.11975 [gr-qc].

2.1 Introduction

In the theory of general relativity, a perturbed Kerr black-hole returns to equilibrium by radi-

ating gravitational waves in a process known as the ringdown [183, 150, 205, 71, 206, 207, 78,

208]. The ringdown emission begins with an initial burst that is quickly dominated by an in�nite

spectrum of discrete quasinormal modes (QNMs), which then themselves decay and give way to

a power-law tail. The ringdown is astrophysically relevant, as the merger of two black holes is

expected to produce a single perturbed remnant black hole which emits ringdown radiation. Gravi-

tational waves from these astrophysical events can be observed by detectors like LIGO, Virgo, and

KAGRA [15, 16, 17]. The QNM spectrum of the remnant black hole has been found to dominate

the observable gravitational-wave signal at times after the peak of the signal's strain. The indi-

vidual QNMs are essentially damped sinusoids; although their amplitudes and phases are related

nontrivially to the initial conditions of the perturbation, the frequency and damping rate of every

QNM depends solely on the mass and spin of the remnant black hole. Observation of the QNM

spectrum emitted by a merger remnant allows for the inference of progenitor properties and vali-

dation of the Kerr metric [209, 186, 210], and has recently been the subject of intense data analysis

efforts [153, 154, 155, 156, 159, 158, 114] following the dawn of gravitational-wave astronomy

[18, 211, 212].

GW190521_030229, henceforth GW190521, is one of the more exceptional gravitational-wave
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signals observed so far [213, 36, 8]. Due to the signal's unusual short-duration and low-frequency

morphology, many interpretations of the source of GW190521 have been proposed [214, 215, 216,

217, 218, 219]. Under the default hypothesis that the source of GW190521 is a quasi-circular

binary black-hole (BBH) coalescence, the remnant is an intermediate-mass black-hole and the

ringdown comprises the majority of the observed signal.

Previous ringdown analyses of GW190521 were performed by the LIGO-Virgo collaboration

(LVC) [36, 8, 155] and Capanoet al. [9, 220]. Both used different data analysis techniques and

implemented ringdown models in line with the existing literature on non-precessing quasi-circular

BBH coalescences. As we discuss in Section 2.2 and Appendix 2.7, we �nd that both analyses

produce remnant mass and spin posteriors which are not fully consistent with the posteriors of

many inspiral-merger-ringdown (IMR) waveforms including the numerical relativity (NR) surro-

gate NRSur7dq4 [221], the preferred waveform in the GW190521 detection and properties papers

[36, 8].

Most of the current IMR waveforms are only valid for quasi-circular binaries, and different

waveforms parameterize the merger-ringdown signal differently [221, 222, 223, 224, 225]: some

rely on QNM �tting formulas and inspiral-attachment conditions and assume rigid built-in rela-

tionships between the individual QNMs, while others entirely do away with an explicit damped

sinusoid parameterization. By comparison, our ringdown analysis is designed to be agnostic about

the amplitude and phase relationships of the QNMs, and is thus a less-constrained implementation

of perturbation theory; see [80] for more details. Our �ts serve as an independent check of the

IMR waveforms and may be able to model physics that the IMR waveforms do not account for.

The disagreement we �nd between posteriors of the IMR waveforms and the previous GW190521

ringdown studies raises the possibility that either some or all of these analyses have not modeled

essential physics phenomena in the signal, or alternatively that these analyses may have technical

systematic biases. These issues motivate our current work.

In this work, we analyze the ringdown of GW190521 by �tting both Kerr and non-Kerr spectra

of damped sinusoids to the signal in the time domain, using theRINGDOWN package [80, 168]. In
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the Kerr case, we only �t QNMs from �rst-order perturbation theory. In the non-Kerr case, some

QNMs are allowed to independently deviate their frequency and damping rate away from Kerr

values. Our primary aim is to either �nd a Kerr model of the QNM spectrum that gives remnant

mass and spin posteriors consistent with those of IMR waveforms, in particular NRSur7dq4, or to

otherwise show that an IMR-inconsistent Kerr model is preferred. In Section 2.2 we reproduce and

comment on key results of the previous GW190521 ringdown analyses, and then in Section 2.3 we

perform our own �ts with different sets of QNMs.

Ultimately, we �nd that a model which includes the angular; = 2, < = 1 fundamental QNM

together with the; = < = 2 fundamental QNM can produce remnant mass and spin posteriors con-

sistent with NRSur7dq4 over a range of �tting times. Moreover, we also �nd that this model can

accommodate a third QNM which is subdominant to the other two, and that we identify as the

; = 3, < = 2 fundamental mode. We �nd that statistical goodness-of-�t metrics do not de�nitively

prefer any one ringdown model at times after the strain peaks. Since there are no strong data-driven

model preferences, interpretation of the ringdown of GW190521 must rely on other aspects of the

QNM �ts such as the stability of their inferred parameters when �t over a range of start times

or their consistency with the physics assumptions of our default quasi-circular BBH hypothesis.

When testing general relativity by �tting non-Kerr spectra, we �nd a� � 20% constraint at the 90%

credible level around zero deviation from the Kerr frequency of the; = 3 QNM in our model, and

a less stringent constraint on the frequency of one; = 2 QNM. In Section 2.4 we propose that the

excitation of; < < QNMs could be related to precession; since NRSur7dq4 prefers large progeni-

tor spins in the orbital plane for GW190521, this proposal provides a cohesive physics explanation

for our QNM �ts. However, we do not rule out other interpretations, like eccentricity [215, 214].

We also address the implications of our analysis for parameter estimation of BBH coalescences.

We conclude in Section 2.5. In Apps. 2.6–2.8 we discuss technical aspects of both this analysis

and the previous ringdown analyses of GW190521. The data release for this work can be found

here [226].

Based on considerations of agreement with IMR analyses, self-consistency of �ts over time,
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theoretical motivations related to precession, and stability of �ts when testing general relativity,

we �nd the {220, 210, 320} QNM model to provide the most convincing interpretation of the

ringdown of GW190521; see the following section for our conventions when referring to a given

QNM model in writing.

2.1.1 Conventions

We will refer to each individual QNM with a sequence of three integers corresponding to the

indices;<=. We de�ne a ringdown model as the set of all QNMs included in a given �t, and we

will refer to each model by using a comma-separated list of each included QNM enclosed within

braces, e.g. {220, 210, 320}. The;< indices denote angular content, while the= index is re-

lated to radial content. QNMs that share the same;< also share similar frequencies, while QNMs

with the same= share similar damping rates. The positive and negative values associated with a

given j< j encode the two polarization degrees of freedom for a given mode [80, 28].1 Parity-

time symmetry of the Kerr metric in general relativity implies that the complex QNM frequencies

obey ~l ;<= = � ~l �
;� <= . This means that the temporal evolution of a given¸ < mode is indistinguish-

able from the corresponding� < mode when viewed from one point in the sky, and thus we will

implicitly only refer to j< j. We assume the QNM parameterization described in [80].

QNM decay rates increase with increasing=; = = 0 modes are the longest-lived so-called “fun-

damental” modes, whereas= ¡ 0 modes are the shorter-lived “overtones". While QNMs can have

a prograde or retrograde sense, for data-driven reasons we consider only prograde QNMs here.

Since the prograde 220 mode appears to be found around 70 Hz in GW190521, the retrograde

; = 2 modes would be at such low frequencies that they would likely be out of band given the

shape of the LIGO-Virgo noise power spectral density; as for the retrograde; = 3 modes, at low

SNRs they are degenerate in frequency and damping rate with the prograde; = 2 modes.

We will frequently make use of the ringdown evolution timescaleC" = � " •23, which is de-

1In the ringdown literature, the sign of< is often used to distinguish retrograde and prograde QNMs—we do not
adopt that convention, and instead restrict< to its native role as an angular-harmonic index. Note that prograde QNMs
are de�ned such thatsgn¹< º = sgn¹< ~l º. See discussion in [80].
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�ned in units of the �nal remnant mass" when natural units are taken such that� = 2 = 1. For

reference, we will use the median detector-frame remnant mass" = 258" � inferred by NR-

Sur7dq4 to set the value ofC" to be 1.27 ms, and we will interchangeably refer to this value as

C" NRSur.

Empirically, it has been found that the peak gravitational wave strain of a BBH coalescence

corresponds to the earliest time at which QNM models may accurately describe the signal [227,

228, 229, 230]. The previous GW190521 analyses and our own work all use slightly different

estimates of the peak strain time. The previous estimates lie within a standard deviation of our own

median estimate, with one standard deviation being� 2•5 C" ; see Table 2.1, as well as Fig. 2.10.

We will refer to the time at which a ringdown �t starts by either stating the GPS timeC0, or quoting

its relative difference with respect to the median peak time as� C0. In �gures, we will refer to the

peak times of previous analyses asC!+� [8] andC�0?0=> [9].

Table 2.1: Comparison of peak strain GPS time estimates (seconds) at the LIGO Hanford (H1)
detector for GW190521 analyses. Our own time estimate and sky locations come from a Monte-
Carlo sample corresponding to the median of the peak time distribution of� 2¹Cº �

Í
�< j� �< ¹Cºj2,

obtained with NRSur7dq4. The distribution of possible sky locations is broad, but all are consistent
with approximately constant arrival times in the Hanford and Livingston detectors.

Analysis
H1 Peak Time
-1242442967.0 s

Sky Location
(ra, dec)

LVC [8] 0.4306 (0.10, -1.14)
Capanoet al. [9] 0.4259 (3.50, 0.73)
Siegelet al. 0.4278� 0.0029 (5.75, -0.42)

2.2 Previous Analyses

We begin by reproducing and commenting on previous analyses of the QNM spectrum of

GW190521. These previous analyses were performed by the LVC [8] and Capanoet al. [9, 220].
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Figure 2.1: We attempt to reproduce the Kerr {220} LVC remnant mass (abscissa) and spin (ordi-
nate) posterior from Fig. 9 of [8], �tting 12.7 ms after the peak strain time reported by the LVC,
and we plot 90% credible contours. The LVC posterior is in dashed grey, and our own posterior is
in red. The NRSur7dq4 �t (solid black) is from the LVC data release. Here we have implemented
our own noise model but are otherwise performing similar data conditioning to that of the LVC,
i.e., low- and high-pass �ltering at the same frequencies, using the same duration of data segment
and the same sample rate; we also use a comparable QNM amplitude prior.
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Figure 2.2: We use remnant mass and spin samples from NRSur7dq4 along with theQNM package
[7] to infer the frequencies and damping rates of relevant QNMs (�lled contours), and we compare
these to the posteriors of our QNM �ts (un�lled contours). We show 90% credible contours, with
frequency and damping-rate as abscissa and ordinate respectively. In comparison with Fig. 2.1,
here it is more evident that there is tension between the {220} and NRSur7dq4 �ts. (Left) Our
{220} �t at the LVC's reported time 10C" after the peak has a frequency between the 220 and 210
frequencies of NRSur7dq4. (Right) We do not �nd a �t start time where our {220} �t fully agrees
with the 220 of NRSur7dq4. At later times we actually �nd that our single-mode �t becomes
consistent with the 210 of NRSur7dq4. At times past 20C" , our �t reverts to the prior. The LVC
�nds similar trends in their single-mode �ts over time, as shown in the left plot of Fig. 9 in [8],
although they interpret this behavior differently.
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Figure 2.3: We attempt to reproduce the LVC {220, 221, 222} remnant mass and spin posterior at
their reported peak strain time. Fits with fewer overtones are shown for reference. (Left) We use a
Gaussian prior on each individual QNM amplitude. This prior is similar to the triangular amplitude
prior used by the LVC—crucially, neither prior has support at zero. We plot 90% credible contours
(red shades) and recover the original LVC result, up to small technical differences. (Right) We
re-do the analysis, but now use a �at amplitude prior. Unlike the Gaussian prior, the �at prior
supports zero amplitude. This allows for the overtone models to reduce to the {220} model, which
increases the tension with NRSur7dq4. The nesting of these models' posteriors indicates that the
overtones in these models are not strictly required for better �ts to the data.
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2.2.1 LVC: Analysis Overview

The �rst ringdown analysis of GW190521 was performed by the LVC, using thePYRING

code [163, 152, 153, 155] to �t several distinct models consisting of damped sinusoids in the

time domain. At their de�ned peak strain time, the LVC �t a Kerr {220, 221, 222} model. At

� C0 = 12•7 ms� 10C" after the peak, the LVC �t a Kerr {220} model and a model with higher-

order angular modes up to; = 4 and< = ¹;– ;� 1º. The higher-order model uses amplitudes tuned

as functions of the binary parameters to numerical relativity (NR) simulations of non-precessing

systems [231]. Lastly, at 6.4, 12.7, and 19.1 ms (5, 10, and 15C" ) after the peak, the LVC �t

a model consisting of a generic single damped sinusoid. In the next two sections we comment

on the Kerr {220}, {220, 221, 222}, and generic damped sinusoid models; in Appendix 2.7 we

brie�y discuss the higher-order model and touch on more technical aspects of agreement between

ringdown and IMR posteriors. A separatePYRING analysis of GW190521 with minor technical

differences appears in [155].

2.2.2 LVC: {220} Fit

In Fig. 2.1 we attempt to reproduce the Kerr {220} �t of the LVC [8], and we recover a similar

result. At �rst glance, the remnant mass and spin posteriors of the NRSur7dq4 and {220} �ts

seem to agree reasonably well. However, as shown in Fig. 2.2, it is more evident that the {220}

and NRSur7dq4 �ts are in tension when we plot our measurements in the QNM frequency and

damping rate domain. To compare our results to NRSur7dq4 in this space, we use samples of

remnant mass and spin from NRSur7dq4 to estimate the frequencies and damping rates of relevant

QNMs. When we �t our own {220} model at the time used by the LVC, the frequency of the

single mode we measure lies between the 220 and 210 frequencies inferred from NRSur7dq4.

Furthermore, when we perform {220} �ts over a range of �t start times, a discrepancy is always

present and at later times the single mode we �t actually becomes more consistent with the 210

of NRSur7dq4. The posteriors of our {220} model do not fully encompass the 220 frequency and

damping rate inferred from NRSur7dq4 until20 � 30C" after the peak, when our �ts revert to the
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prior.

Since we use a �at remnant mass and spin prior which does not correspond to a �at QNM

frequency and damping rate prior, it is worth considering the extent to which the trend over time

in Fig. 2.2 is prior-driven. To this end, we note that the generic single damped sinusoid �ts of the

LVC have �at priors in frequency and damping rate, and also exhibit a similar trend (left plot of

Fig. 9 in [8]). One possible explanation for these trends is that the late-time GW190521 signal

might be better-described by a model with more than one fundamental QNM.

A single-mode {220} �t is only expected to accurately describe the late-time ringdown signal

in the special case of a non-precessing quasi-circular BBH coalescence with roughly equal-mass

progenitors. For these systems, the posteriors of late-time {220} ringdown �ts should fully overlap

with the 220 mode given by IMR waveforms. This type of agreement can be seen in Fig. 5 of [20]

for GW150914, a gravitational wave signal whose source is likely a non-precessing quasi-circular

BBH. By contrast, the source of GW190521 could be precessing, and it has not been shown that

the ringdowns of precessing systems are always dominated solely by the 220 at late times.

2.2.3 LVC: {220, 221, 222} Fit

In Fig. 2.3 we attempt to reproduce the LVC {220, 221, 222} remnant mass and spin posterior

at the time of peak strain. Although we can recover a similar posterior, we �nd that this is contin-

gent on the choice of QNM amplitude priors. The LVC analysis reports using a �at prior on the

amplitudes of the individual left and right circular polarizations of the signal. This can be seen in

Eq. (7) of [155], which shows the template for the QNM model of the analysis. Since this template

separately adds up the amplitudes of each� < angular index and both of these polarizations are

combined in our observational models (see Section 2.1.1), the resulting prior on the full amplitude

of each damped sinusoid in the �ts of the LVC is triangular instead of uniform; see Fig. 12 of [28]

for further details. The triangular prior prevents any mode included in the �t from having zero

amplitude, forcing every mode to signi�cantly contribute to the �t. If we instead use priors which

do allow the mode amplitudes to go to zero as in the right panel of Fig. 2.3, the resulting posteriors
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for �ts with overtones then contain the {220} posterior and are in greater tension with NRSur7dq4.

This suggests that, while forcing overtones to contribute to �ts of this signal can lead to improved

qualitative IMR agreement, the overtones in these models are not required to get better �ts to this

data.

De�ning “good agreement” between IMR and ringdown posteriors raises rather subtle issues.

We explore these issues further in Appendix 2.7 and contend that even partial overlaps like the one

exhibited between the LVC {220, 221, 222} and NRSur7dq4 posteriors may not constitute good

agreement.

2.2.4 Capanoet al.: {220, 330} Fit

Capanoet al. claim evidence of a higher-frequency subdominant QNM in GW190521. They

report that this mode has a frequency of roughly 100 Hz and an amplitude around one order of

magnitude smaller than that of the 220. Capanoet al. propose that this subdominant QNM is the

330, and observe the largest Bayes factor in favor of a {220, 330} model compared to a {220} or

{220, 221} model when �tting 6.0 ms after what they identify to be the time of peak strain (see Ta-

ble 2.1). Their analysis implements gating and in-painting [232] and performs �ts in the frequency

domain. Amplitude and phase tests of the Capanoet al. posteriors [233] show consistency with

predictions from NR.

In Fig. 2.4 we reproduce the {220, 330} �t of Capanoet al. 6.0 ms after their reported peak

time, and we �nd good agreement between our respective analyses when using this model. Notably,

we con�rm that the remnant mass and spin posterior of the {220, 330} model when �t at this time

does not fully agree with NRSur7dq4.

The 330 mode could plausibly be excited to the extent reported by Capanoet al. if the pro-

genitors of GW190521 have an unequal mass ratio. The mass ratio posteriors given by most IMR

waveforms tend to prefer an equal mass-ratio for GW190521, but there are also varying levels of

support for unequal mass-ratio solutions depending on the waveform in question and the priors

used [218, 219, 234].
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Figure 2.4: (Top) We attempt to reproduce the Capanoet al. remnant mass and spin posterior
shown in Fig. 3 of [9] (dashed grey), using the same {220, 330} model (gold) starting 6.0 ms after
their reported peak strain time. This start time is where Capanoet al. �nd that the Bayes factor for
the {220, 330} model over the {220} or {220, 221} is maximized. We plot 90% credible contours
and �nd we can largely reproduce the posteriors of Capanoet al., up to small differences owing to
choices like their imposition of equatorial symmetry and QNM amplitude priors. We show IMR
distributions from NRSur7dq4 (black) and IMRPhenomTPHM (teal, from data release of [218])
for comparison. (Bottom) We also reproduce the amplitude ratio of the 330 and 220 modes.
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Figure 2.5: (Top) At the �t start time that Capanoet al.claim produces the highest Bayes factor for
the {220, 330} model over {220} or {220, 221} models, two features stand out when plotting QNM
frequency and damping-rate: the frequency of our 220 �t lies between the 210 and 220 frequencies
of NRSur7dq4, and the frequency of our 330 �t is more consistent with that of the NRSur7dq4 320.
The same 220 behavior is present in Fig. 2.2. (Bottom) The {220, 330} model and NRSur7dq4 are
in tension until at least 20C" after the peak, at which time the SNR has decreased substantially
and uncertainties are large. All plots show 90% credible contours.
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Capanoet al. do �nd that the {220, 330} remnant mass and spin posterior overlaps with a

region of parameter space where one IMR waveform, IMRPhenomTPHM [223], supports a� 4:1

mass ratio. However, the mass ratio and remnant mass posteriors obtained by IMRPhenomTPHM

for GW190521 behave differently from the posteriors of most other IMR waveforms. NRSur7dq4

and IMRPhenomXPHM [222] both �nd the same detector-frame remnant mass of roughly250" � ,

largely independent of their mass ratio estimates. By contrast, IMRPhenomTPHM produces cor-

related estimates of the mass ratio and remnant mass such that at equal mass ratios the posterior

prefers the remnant mass to be� 250 " � , but at higher mass ratios the remnant mass increases

to 300� 350 " � , as shown in Fig. 2 of [220]. These correlations may be evidence of waveform

systematics.

In Fig. 2.5, we plot the QNM frequency and damping rate posteriors of our {220, 330} �ts. At

the �t start time for which Capanoet al. �nd the highest Bayes factor in favor of the {220, 330}

model, two aspects of the posteriors stand out: the frequency of the 220 �t lies between the 210 and

220 distributions inferred from NRSur7dq4, and the 330 �t has a frequency that is more consistent

with that of the 320 mode of NRSur7dq4. Note that the 220 frequency and damping rate in this

model behave in a similar way to the single-mode �ts in Fig. 2.2; the remnant mass and spin

posteriors of the {220, 330} and {220} �ts are nearly the same, which might be expected given the

low amplitude of the 330.

2.2.5 Summary of Previous Results

We �nd that we can largely reproduce the results of both the LVC Kerr {220} and {220, 221, 222}

models and the Capanoet al. {220, 330} model for GW190521. We also �nd that all of these anal-

yses produce mass and spin posteriors which are not fully consistent with NRSur7dq4, over a large

range of �t start times. In the case of {220} �ts, we �nd that at later times the QNM frequency

and damping rate become consistent with the 210 frequency and damping rate inferred from the

NRSur7dq4 IMR �t. For {220, 221, 222} �ts, the choice of QNM amplitude prior has a signi�cant

effect on the remnant mass and spin estimate; a �t that allows the overtone amplitudes to go to zero
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Figure 2.6: (Left) The {220, 210} model produces remnant mass and spin posteriors whose 90%
credible contours fully agree with those of NRSur7dq4 over a broad range of times. (Right) The
same �ts are shown in QNM frequency and damping-rate space. At early times, our �ts of the
220 and 210 are in very close agreement with the distributions of the 220 and 210 given by NR-
Sur7dq4. This early agreement may be related to the unusual lack of a prominent inspiral signal
in GW190521, or the large peak strain timing uncertainty. At times near the peak strain, there are
degenerate �t solutions: one solution agrees with NRSur7dq4, while the other solution places the
220 at higher frequencies and smaller damping rates. The higher frequency 220 �t corresponds to
the location where the {220, 330} model places the 330 mode, once again consistent with the 320
frequency of NRSur7dq4. By 20C" , the posteriors begin reverting to the prior.
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will produce posteriors in greater tension with NRSur7dq4. Finally, the frequency we measure for

the 330 in our {220, 330} �ts is more consistent with the 320 of NRSur7dq4.

In Figs. 2.1, 2.3, 2.4, and the top panel of Fig. 2.5, we have used similar data conditioning

as was implemented by the LVC and Capanoet al., to demonstrate that we can faithfully repro-

duce their results. Our own �ts shown in other �gures throughout this work use our own data

conditioning choices unless otherwise indicated; see Appendix 2.6 for further details.

2.3 Results: Siegel et al.

In this section we explore ringdown models beyond those proposed by the LVC and Capanoet

al., in an effort to �nd a ringdown solution fully consistent with NRSur7dq4. Using the differences

between the previous analyses' �ts and the posteriors of NRSur7dq4 as motivation, we are �rst led

to including the 210 mode in our �ts. We �nd that {220, 210} ringdown �ts for GW190521 give

remnant mass and spin estimates in full agreement with those of most IMR waveforms, including

NRSur7dq4, and these �ts produce posteriors which are self-consistent over a range of �t start

times. We then �nd that there is also some motivation for including a subdominant 320 mode in

addition to the 210 mode.

Our peak strain time estimate is slightly different from those of the LVC and Capanoet al.,

see Table 2.1. We implement �at priors on each QNM amplitude, a �at prior on the remnant mass

from 0.5 to 2 times the median NRSur7dq4 estimate, and a �at prior from 0 to 1 on the remnant

spin. For further technical details, see Appendix 2.6.

2.3.1 Siegelet al.: {220, 210} Fit

As argued above and shown in Figs. 2.2 and 2.5, previous analyses' �ts of the 220 QNM are

not fully consistent with NRSur7dq4. We �nd that these inconsistencies are resolved by including

the 210 QNM in our models.

In Fig. 2.6, we show that remnant mass and spin posteriors from {220, 210} �ts fully encom-

pass those of NRSur7dq4 over a broad range of times. The posteriors of the {220, 210} �ts at later
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Figure 2.7: Capanoet al. claim that the IMRPhenomTPHM remnant mass and spin posterior is
consistent with the {220, 330} model [220], although the {220, 330} posteriors are inconsistent
with most other IMR waveforms. Here we show that the {220, 210} model when �t at the peak
of the strain agrees with both NRSur7dq4 (black) and IMRPhenomTPHM (teal). We plot 90%
credible contours for two versions of the {220, 210} �t: the solid purple contour makes no QNM
frequency cuts, whereas the shaded region contains only the degenerate low-frequency solution
shown in Fig. 2.6. The low-frequency solution simultaneously agrees with both IMRPhenomT-
PHM and NRSur7dq4 (see Appendix 2.7). This level of agreement is not achieved by the {220}
or {220, 330} models.
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Figure 2.8: Here we show 90% credible contours of {220, 210} amplitudes over �t start time (green
shades). Degenerate high-frequency solutions have been removed. The 210 amplitude (ordinate)
is generally larger than the 220 amplitude (abscissa). This may explain the trends in Fig. 2.2: we
�nd that late-time single-mode �ts tend towards the NRSur7dq4 210 parameters, which might be
expected if the 210 has a larger amplitude than the 220 and is the last QNM to be obscured by
noise.
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times expand with increased uncertainty around the measurements from early-time �ts, as opposed

to shifting in parameter space over time, indicating that they are a robust description of the signal

as it decays.

However, our �ts starting around the peak strain do contain degenerate solutions which dis-

agree with the NRSurd7q4 parameters. These degeneracies can be seen more clearly in the QNM

frequency and damping-rate plot of Fig. 2.6, where the 220 posterior has a long excursion extend-

ing diagonally to the lower right, corresponding to higher frequencies and lower damping rates:

this excursion places one of the �t modes at a frequency consistent with that of the 320 mode of

NRSur7dq4 and places the other �t mode in between the 220 and 210 frequencies of NRSur7dq4.

In Fig. 2.7 we focus on the remnant mass and spin distributions of the degenerate solutions

around the peak time. Given that Capanoet al. interpret the higher-frequency content in the signal

as corresponding to the unequal mass-ratio part of the IMRPhenomTPHM posterior, we show that

waveform's posterior for reference. By imposing a frequency cut at 75 Hz to select only the lower-

frequency {220, 210} solution, we demonstrate that this solution has simultaneous agreement with

both IMRPhenomTPHM and NRSur7dq4. This level of simultaneous agreement is not achieved

by {220} or {220, 330} �ts. We will implement this 75 Hz frequency cut for the remainder of this

section. However, the higher frequency solution is still of interest as it indicates that there may

be signal content at frequencies around 95 Hz, a prospect that we will explore further in the next

section.

The {220, 210} remnant mass and spin posteriors closely overlap with those of NRSur7dq4 at

early �t start times. The uncertainty of our peak time estimate is� � 2•5 C" . The remnant mass and

spin posteriors almost fully agree even when �tting at� C0 = � 5 C" , meaning that the {220, 210}

model gives consistent estimates of remnant mass and spin� 2f before the median estimate of the

peak strain time. Going further back than� C0 = � 10C" , the ringdown posterior drifts away from

the NRSur7dq4 distribution. The early-time agreement of our �ts may be related to the lack of a

prominent inspiral in GW190521, or the large peak time uncertainty for this signal.

Capanoet al. �nd results similar to our early-time {220, 210} �ts, although they attribute
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the observed behavior to noise. In Fig. S.6 of [9], for a non-Kerr {220, 221} �t that starts 7.0

ms before the reported peak time of this analysis, the overtone in the �t gets pulled by the free

deviation parameters of the model towards the frequencies and damping rates of the 220 and 210

QNMs inferred by NRSur7dq4. Here the prior on the perturbed mode prevents its frequency from

going below 55 Hz and thus cuts off a small portion of the 210 distribution.

In Fig. 2.8 we show the evolution of the {220, 210} QNM amplitudes over time, restricting the

posteriors to the low-frequency solution. The inferred amplitude of the 210 is comparable to, if not

slightly larger than, that of the 220. This large 210 amplitude might explain the late-time trends

shown in Fig. 2.2, as it would imply that the 210 could conceivably be the only QNM detectable

above the noise at late times, given that both the 220 and 210 modes have similar damping rates.

Our �at amplitude prior allows each QNM's amplitude to go to zero; we �nd that imposing

very strict frequency cuts such that the 220 and 210 can only have frequencies within the narrow

ranges found by NRSur7dq4 results in amplitude distributions that are better constrained to be

non-zero, for many �t start times. This suggests that the ringdown solution implied by NRSur7dq4

has signi�cant contributions from both of these fundamental modes. See Appendix 2.8 for further

technical discussion on the detectability of the 220 and 210.

Our �ndings regarding the 210 may be consistent with [235], which claims that GW190521

exhibits signi�cant precessional power in the 21 spherical harmonic mode even more so than the

33 spherical harmonic mode.

2.3.2 Siegelet al.: {220, 210, 320} Fit

Degeneracies in the �ts of the last section suggest that there may be additional higher-frequency

content in the data. Assuming that the high-frequency content is signal, we are guided by NR-

Sur7dq4 to incorporate this content into our models as the 320 QNM.

In the top panel of Fig. 2.9 we show {220, 210, 320} �ts in QNM frequency and damping

rate space over a range of times. At early times, the inferred QNM frequencies and damping rates

agree almost completely with NRSur7dq4. Moving forward in time, the posteriors broaden while
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Figure 2.9: (Top) QNM frequency and damping-rate of {220, 210, 320} �ts over a range of �t start
times. The posteriors of this model always contain a solution that fully agrees with NRSur7dq4.
However, at later times two other degenerate solutions can be seen that are in disagreement with
NRSur7dq4: one solution moves the 320 �t to the frequencies of the NRSur7dq4; = 2 QNMs, and
another solution moves the 220 �t to the NRSur7dq4; = 3 frequencies as in Fig. 2.6. (Bottom) Am-
plitudes of the 210 (ordinate) and 320 (abscissa) QNMs from {220, 210, 320} �ts. Frequency cuts
are applied to eliminate label-switching from degenerate solutions, and to only consider solutions
consistent with NRSur7dq4. The 320 amplitude is much smaller than those of the; = 2 modes:
note, this �gure's axes are not scaled equally. The 210 and 220 amplitudes of this model are similar
to what is shown in Fig. 2.8, and the correlations of the 320 and 220 are similar to what is shown
here. 90% credible contours shown.

72



fully encompassing the NRSur7dq4 distributions. However, in addition to these IMR-consistent

�ts, two other degenerate �ts also appear at later times.

One of the degenerate solutions for the {220, 210, 320} model shifts all of the QNM frequen-

cies downwards: the 320 is moved towards the 220 frequency of NRSur7dq4; the 220 is �t closer

to the NRSur7qd4 210 frequency; and the amplitude of the 210 in our �ts is zeroed out. This

behavior is likely exacerbated by the fact that our uniform remnant mass and spin prior is so wide;

in frequency and damping rate space, the prior that this imposes on the 320 QNM is peaked at

frequencies below 75 Hz.

The second degenerate solution for the {220, 210, 320} model is similar to that seen in Fig. 2.6,

where the 220 is �t to higher frequency content around 95 Hz. If the signal of GW190521 had a

much higher SNR, or our priors were more physically motivated in a way that enforced amplitude

hierarchies for the modes in our �ts, all of the degenerate solutions we have discussed might be

avoided.

We impose frequency cuts to remove the degenerate solutions and select only those �ts that are

consistent with NRSur7dq4, and we then plot the inferred amplitudes of the 320 and 210 modes

over time in the bottom panel of Fig. 2.9. We �nd that the; = 3 mode is subdominant to the

; = 2 modes in our model, in agreement with Capanoet al. We also �nd that the amplitudes of

both ; = 2 modes in this model are essentially the same as what is shown in Fig. 2.8. Since the

{220, 210, 320} �ts that agree with NRSur7dq4 do not have amplitudes consistent with zero for

any of the three QNMs, we include all three modes in our non-Kerr analysis in Section 2.3.4.

2.3.3 Quantifying Goodness of Fit

Our primary aim in this work is to �nd Kerr ringdown solutions that agree with NRSur7dq4.

However, there is no guarantee that the data itself is best-described by an IMR-consistent ring-

down model, especially if the IMR waveforms are not accurate. Here we assess whether there are

data-driven ringdown model preferences, independent of physics interpretations. Of the models

discussed so far, we only consider those whose inferred QNM amplitudes are most consistent with
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Figure 2.10: (Top) Our peak strain time estimate (grey) in the LIGO Hanford detector, compared to
reference times used by the LVC [8] (red) and Capano et al. [9] (gold). Also see Table 2.1. Timing
uncertainties are shaded in the other two panels. (Middle) Network matched �lter SNRs as a
function of �t start time, 90% credible intervals. We implement frequency cuts to avoid degenerate
solutions (see Secs. 2.3.1 and 2.3.2). The SNR of all models starts to decay similarly after� 5C" .
The SNR of the full IMR NRSur7dq4 �t is 14.6� 0.4 [10]. (Bottom) We use the leave-one-out
cross-validation (LOO) to quantify data-driven goodness of �t for model comparison. Higher LOO
values indicate better �ts. We rescale the LOO such that its lowest absolute value over all times
is zero. The trend of absolute LOO values over �t start time is only weakly informative, due to
statistical uncertainty from the evolution of noise in each data segment. Still, the trends of LOO
and SNR are strikingly similar. Using thecompare method in theARVIZ package [11] to estimate
the signi�cance of LOO differences, we �nd� 1f preferences for {220, 210, 320} at� 5C" and
for {220, 330} at 0C" , and� 1 � 2f preferences for all models over {220} at the same early times.
After the peak, there are no strong preferences.
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being non-zero, and we thus exclude {220, 221, 222}.

To start, a simple way to compare models is by computing their recovered matched �lter SNRs.

We show in the middle plot of Fig. 2.10 that the SNRs of the models we have considered are all very

similar. The SNR of the ringdown signal in GW190521, while amongst the highest observed so

far, is still relatively low. Thus it is not surprising that many QNM combinations can capture most

of the signal's power, especially since our models of damped sinusoids are fairly unconstrained

and �exible. Interestingly, the SNR appears to begin consistently decaying around� 5C" . At this

time, we �nd that our models with the 210 QNM produce remnant mass and spin posteriors that

overlap closely with those of NRSur7dq4.

For statistical model comparison, we implement the leave-one-out cross-validation (LOO)

[236, 237]. Although Bayes factors [238, 239] are more commonly used for model selection

in gravitational-wave data analysis, we have chosen to instead implement the LOO because it is in

principle less sensitive to prior regions without posterior support than the Bayes factor is. In brief,

the LOO estimates the expected log pointwise predictive density from some observed data points

H1– •••– H= modeled as independent given model parameters\ :

elpdLOO =
=Õ

8=1

log ?¹H8jH� 8º– (2.1)

where

?¹H8jH� 8º =
¹

?¹H8j\ º ?¹\ jH� 8º d\ (2.2)

andH� 8denotes the dataset in question with the8th element removed. This quantity gives a measure

of how well a �t would predict any single data point in a signal given the other data points. We

compute the LOO from the whitened residuals of our QNM �ts: higher LOO values correspond

to whitened residuals which are more consistent with being white Gaussian-distributed noise. For

further discussion and extensions of this method, see [237, 240] and [241] respectively.

In the bottom plot of Fig. 2.10 we show LOO values for different ringdown models as a func-

tion of �t start time. It is reasonable to expect both from the lack of distinction in SNRs and
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from the degeneracies in our QNM posteriors that there will be no strong statistical preference

for any one model, and this is essentially what we �nd when comparing LOO values. We use the

compare method in theARVIZ package [11] to estimate the signi�cance of LOO differences.2

This method indicates� 1f preferences both for {220, 210, 320} at� 5C" and for {220, 330} at 0

C" respectively, and� 1� 2f preferences for all models over {220} at the same early times. After

the peak, we �nd no strong preferences for any model.

2.3.4 Non-Kerr Fits: Test of General Relativity

We have found the {220, 210, 320} Kerr model to give good agreement with NRSur7dq4. We

can test the stability of �ts with this model by introducing perturbationsX 5andXgto the frequen-

cies and damping times of all but one QNM, such that5 = 5GR¹"– j º exp¹X 5º andg = gGR¹"– j º exp¹Xgº.

Non-zero values ofX 5or Xgmay signal a non-Kerr effect or model systematics. We choose to per-

turb the lowest-amplitude modes in our �ts, the 220 and 320.

The prior placed on the perturbations needs to be chosen carefully to avoid mode switching and

ensuing degeneracies [242]. To this end, we implement uniform priors on the perturbations which

are not necessarily symmetric about zero, in order to allow for the largest possible perturbations

without label-switching.

The degeneracies that already exist within our Kerr �ts further complicate the QNM label-

switching issues, especially since some degenerate solutions zero out some QNM amplitudes. Any

measured deviations from the Kerr QNM frequencies and damping times are only meaningful for

modes with non-vanishing amplitudes. Thus, in addition to imposing a frequency cut at 75 Hz,

we also put a Gaussian amplitude prior on the 320 QNM to enforce a hierarchy of amplitudes

in our non-Kerr �ts, with the 320 tending to be subdominant, in order to keep every QNM near

the portion of parameter space where every amplitude is most consistent with being non-zero; see

Appendix 2.6 and our data release [226].

2For technical reasons, unless imposed during Monte Carlo sampling (see Appendix 2.6) we do not use frequency
cuts to remove degenerate solutions when computing the statistical signi�cance of LOO differences. The absolute
values of the LOO are not signi�cantly affected by any frequency cuts we make after sampling.
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Figure 2.11: Non-Kerr �ts of the {220, 210, 320} model at the peak strain time. Deviations are
simultaneously allowed for the frequencies and damping times of the 220 and 320 QNMs. (Top
Left) We constrainX 5320 (abscissa) to within� 20%at the 90% highest-density credible level when
�tting at 0 C" . The lower end of this constraint is in�uenced by our prior. The constraint improves
at � 5 C" , coming closer to� 10%(not shown). (Top Right) Our measurement ofX 5220 (abscissa)
is uninformative at 0C" . However,X 5220 is weakly peaked around 0 at� 5 C" (not shown). As for
Xg220 (ordinate), at �rst glance it seems to skew towards non-zero values, but this is the result of
correlations withj . (Bottom) Here we show that the skew ofXg220 (ordinate) is correlated withj
(abscissa). The correlations conspire to keepg220 constant, as can be seen in the inset �gure.
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In Fig. 2.11 we show the posteriors of Kerr-deviation parameters for �ts at the peak of the

strain. We recover a constraint of� 20%on X 5320 around zero at the 90% highest-density credible

level, which is similar to the constraint that Capanoet al. report in their own subdominant mode

analysis. We �nd that this constraint is further tightened when �tting at� 5C" (not shown). Our

constraint onX 5220 is less informative, although once again it is more peaked around 0 when �tting

at � 5C" (not shown). At �rst glance it looks likeXg220 is skewed towards large values. However,

this is the result of correlations betweenj andXg220 that conspire to keepg220 constant. This seems

to be a generic feature of this beyond-Kerr parameterization; the same effect appears in Fig. S.5

of [9] and Fig. 4 of [153], and also occurs when perturbing {220, 210} models for GW190521.

The astrophysical population of parameters likej may need to be jointly modeled alongside the

non-Kerr deviations to avoid erroneously �nding deviations from general relativity when analyzing

catalogues of ringdown signals [243].

2.3.5 Further GW190521 Ringdown Explorations

We have �t several other Kerr ringdown models to GW190521 beyond those shown above, and

we brie�y discuss these additional models here. We do not �nd evidence that would lead us to

prefer any of these �ts.

For both {220, 210, 200} and {220, 200} �ts, we �nd that the solutions that agree with NR-

Sur7dq4 have 200 amplitudes consistent with zero. The noise level at the frequencies where NR-

Sur7dq4 places the 200 is several times larger than it is at the 220 frequencies, and thus even a 200

excitation as large as those of the other; = 2 QNMs might be undetectable: in going from 55 to

40 Hz, the PSD rises by a factor of� 5 in all interferometers, and there are larger peaks at 50 Hz in

Hanford and Virgo.

We also investigated overtone �ts via {220, 210, 221} and {220, 210, 211} models, and did not

�nd a preference for non-zero overtone amplitudes. This is consistent with our �ndings regarding

{220, 221, 222} �ts in Section 2.2.3.

Lastly, we considered several �ts with; ¡ 2modes. We tried {220, 210, 310} and {220, 210, 330}
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�ts, and found that they either moved the 210 and 220 frequencies away from the NRSur7dq4

values or otherwise did not support non-zero amplitudes for the; = 3 modes. We also tried

{220, 320} �ts and found that their frequencies could either be similar to our {220, 330} �ts or our

{220, 210} �ts, but regardless were not fully consistent with NRSur7dq4. Finally, we performed

{220, 210, 320, 440} �ts and found no preference for non-zero 440 amplitudes.

Throughout this work, we con�ned ourselves mostly to three-mode �ts due to the computa-

tional expense of models with more modes. New features have since been added to theRING-

DOWN package to address this expense. We do not entirely rule out all possible �ts with more

than three modes, but given the SNR of the signal it seems unlikely that more modes could be �t

convincingly.

2.4 Discussion

Imprints of Precession and Eccentricity on Quasinormal Mode Spectra

Our results presented in Section 2.3 indicate that GW190521 ringdown �ts which include the

210 mode are consistent with the remnant mass and spin distributions of NRSur7dq4; we also �nd

some support for the inclusion of a subdominant 320 mode in our �ts. The amplitudes of the 210

and 220 QNMs in our �ts appear to be comparable in magnitude, as shown in Fig. 2.8. The 210 is

not expected to be excited to this extent in the ringdowns of non-precessing quasi-circular BBHs.

However, we propose that a large 210 amplitude could be excited in the ringdowns of precessing

BBH coalescences.

In precessing systems, the spin orientations of the progenitors allow for misalignment of the

binary's orbital angular momentum vectorL and the remnant's spin vector6. Since the angular

content of the remnant perturbations is carried over from the inspiral [244, 179] and is oriented

with respect toL, the projection of these perturbations onto the frame aligned with6 (where the

QNMs are de�ned) will involve a rotation when there is remnant spin misalignment. Rotations of

spherical harmonic strain are performed using Wigner D-matrices [245, 246, 228, 247], which mix

the amplitudes of harmonics that share the same;:
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� 0
;< 0 =

Õ

<

D ;
< 0< ¹Rº� ;< – (2.3)

whereD ;
< 0< ¹Rº is the D-matrix for a rotationR, and� ;< is the strain. Also, note that for both

non-precessing and precessing quasi-circular binaries, Post-Newtonian (PN) approximations [46,

103, 47] indicate that the dominant modes in the inspiral when observed in the co-orbital frame

are generally the quadrupolar¹2–� 2º modes [103]. Taken together, these facts suggest that the

precession-induced misalignment ofL and 6 could affect the ringdown by rotating the perturba-

tions themselves with respect to the remnant, in such a way that the dominant; = j< j = 2 pertur-

bations in the frame aligned withL are spread to; < j< j perturbations in the frame aligned with6

and thus excite; < j< j QNMs. We show in Ref. [3] that this picture holds, with the 210 and 220

amplitudes even being comparable in the most highly misaligned systems. Note that this argument

is not related to changes in viewing angle of the remnant; different QNMs are excited in precessing

coalescences when compared to spin-aligned coalescences.

Multiple analyses �nd support for the source of GW190521 being a precessing BBH [248, 219,

8, 36]. In particular, NRSur7dq4 prefers large in-plane progenitor spins. By contrast, the ringdown

models of the LVC and Capanoet al.are more likely compatible with non-precessing quasi-circular

BBHs, which could explain why their �ts are not fully consistent with NRSur7dq4. As argued

above, our IMR-consistent ringdown models have a reasonable interpretation in the context of

precession; nevertheless, we do not have suf�cient evidence to fully rule out other interpretations

of GW190521 such as those invoking eccentricity [215, 214], because it is unclear if the QNMs in

our models could be equally excited in alternative dynamical scenarios. Most theoretical studies of

QNM amplitudes from the ringdowns of BBH coalescences have been limited to non-precessing

binaries with equal or unequal mass ratios [229, 179, 249, 231, 87, 93, 250, 251]. Preliminary

progress has been made towards understanding the effects of spin misalignment on the ringdown

[244, 228, 252, 253, 3], but general models have yet to be developed for astrophysical ringdowns.

As we broaden our theoretical understanding of astrophysical QNM spectra, it may become

possible to make both eccentricity and precession measurements by analyzing the ringdown alone.
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For example, large 200 amplitudes should be tied to high eccentricity near the time of merger in

non-spinning systems, since head-on collisions (the limit of maximal eccentricity) of non-spinning

equal-mass black holes are dominated by the 200 [250]. Even non-detection of any QNMs asso-

ciated with eccentricity or precession could be used to place an upper bound on their amplitudes,

which in turn could set constraints on different dynamical scenarios. This type of ringdown-only

inference would improve upon traditional methods in the literature for measuring eccentricity and

precession, as it is often assumed that such measurements are only possible if several cycles of the

pre-merger strain are observed [254, 234].

2.5 Conclusion

Based on considerations of agreement with inspiral-merger-ringdown analyses, self-consistency

of �ts over time, theoretical motivations related to precession, and stability of �ts when testing gen-

eral relativity, we �nd a {220, 210, 320} quasinormal mode model to provide the most convincing

interpretation of the ringdown of GW190521.

We �nd that when we include both the 210 and 220 quasinormal modes in our ringdown models

of GW190521, we achieve agreement between the remnant mass and spin posteriors of our ring-

down �ts and the full inspiral-merger-ringdown �ts of NRSur7dq4 over a broad range of ringdown

�t start times. The inferred parameters of the 220 and 210 modes are stable over time; the posteri-

ors at later times expand around those of earlier times. We �nd that such inspiral-merger-ringdown

waveform agreement and self-consistency over time is not achieved by previous GW190521 ring-

down analyses, which were performed by the LVC and Capanoet al.

When we perform analyses with �at priors on the amplitudes of each quasinormal mode, we

�nd that the amplitude of the 210 mode is comparable to, if not slightly larger than, that of the 220.

While this is not expected in non-precessing systems, we propose that such a large 210 excitation

could be produced in the ringdown of a precessing system [3]. This adds to a growing body of

research which suggests that substantial information about binary progenitors may be encoded in

quasinormal mode spectra [244, 229, 179, 253].
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At �tting times near the peak strain, a degenerate solution can be found in our {220, 210}

posteriors that seems to �t content in the data at frequencies of� 95 Hz. This is the same frequency

range where Capanoet al. claim to �nd a 330 quasinormal mode. Guided by agreement with

NRSur7dq4, we interpret this mode to be the 320. We recover amplitude posteriors that are not

consistent with zero for the 320 quasinormal mode when �tting it alongside the 220 and 210,

and including this; = 3 mode in our �ts does not signi�cantly change our remnant mass and spin

estimates. We do not �nd support for the signi�cant presence of any other quasinormal modes in

this signal for �ts that are consistent with NRSur7dq4.

For models that include the 210, our �ts closely agree with NRSur7dq4 even when �tting at

times before our median peak strain time estimate. There may be technical reasons for this, related

to the unusual lack of a prominent inspiral signal in GW190521 or the large peak strain timing

uncertainty. We plan to further explore this early �t behavior in future work.

When perturbing the Kerr quasinormal mode frequencies and damping times of our {220, 210, 320}

�t at the peak strain time, we �nd a� � 20% constraint with 90% credibility around zero deviation

for the 320 frequency. We do not �nd as tight of a constraint on the 220 frequency deviation. There

is a moderate skew towards positive damping-time deviations for the 220, but this is the result of

correlations withj . These correlations seem to be a generic feature of this beyond-Kerr parameter-

ization, and indicate that the astrophysical population of parameters likej will need to be modeled

jointly with non-Kerr deviations to avoid biases in tests of general relativity at the population level

[243].

In order for ringdown analyses to provide viable tests of general relativity in the strong �eld

regime, it is important that we fully understand the astrophysical quasinormal mode spectra we

should expect to see in the LIGO-Virgo-KAGRA catalogue. Mismodeling of these spectra may

lead to erroneous measurements of deviations from general relativity. Even if the correct subset

of Kerr quasinormal modes is chosen for a �t, without physically-motivated prior constraints there

can still be many degeneracies in the posteriors of these models. It may be advantageous for future

ringdown analyses to move away from current models made up of small subsets of unconstrained
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quasinormal modes, and towards models that include as many modes as possible and tune physics

priors to determine which modes are likely to be dominant.

Chapter Appendices

2.6 Analysis Technical Choices

We analyze 0.4 second segments of data containing the ringdown signal from version 2 of

the released strain [10], at a sample rate of 4096 Hz. We use a median Welch estimate for our

noise model, computed from 256 s of data around the event. We high-pass �lter at 10 Hz, and

employ a digital anti-aliasing �lter to zero out frequencies above the Nyquist frequency while

avoiding the extended high-frequency corruption imposed by the roll-on of commonly used �lters

(e.g., Butterworth). We also arti�cially in�ate the value of the PSD below 10 Hz to censor those

frequencies in our likelihood calculations.

We estimate the peak time of the strain using an invariant sum of all;< modes and samples

from NRSur7dq4, as detailed in Table 2.1. We use a �at prior on remnant mass and spin, and gen-

erally use �at priors on QNM amplitudes unless otherwise speci�ed. We do not assume equatorial

symmetry of the QNM excitations. When performing Hamiltonian Markov-Chain Monte Carlo

(MCMC) sampling of our likelihood for models that have an; = 3 mode, we employ a frequency

constraint such that the higher-order mode frequencies cannot go below 75 Hz. This is to prevent

our sampler from getting stuck in regions where the; = 3 mode is �t to signal that is labeled as

; = 2 by NRSur7dq4. We also �nd that the degenerate solutions that our sampler gets stuck on of-

ten have lower likelihoods, which is further motivation for the frequency constraints. See our data

release for more details [226]. Other frequency cuts made throughout this work are implemented

after MCMC sampling.

Fundamental aspects of our analysis are described in [80]. A companion paper [1] discusses

further theoretical aspects of time-domain ringdown analysis and motivates the data conditioning

choices adopted here.
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Figure 2.12: The LVC performed late-time �ts using a higher-order angular mode model which is
tuned to non-precessing quasi-circular NR systems. The 90% credible contour of this higher-order
model's remnant mass and spin posterior (dashed) is inconsistent with that of NRSur7dq4 (solid),
which may indicate that GW190521 is not well-described by non-precessing models.

2.7 Further Discussion on Previous GW190521 Ringdown Analyses and IMR Consistency

Here we discuss the level of agreement that should be expected between remnant parameter

posteriors of IMR and ringdown analyses. It is reasonable to asssume that completely disjoint ring-

down and IMR posteriors are in disagreement and that completely overlapping posteriors agree,

but it is harder to de�ne an acceptable amount of partial overlap of these posteriors. This problem

is subtle: we contend that even partial overlaps such as those observed in Figs. 2.3 and 2.12 may

be insuf�cient.

For an accurate IMR waveform, we would generally expect a ringdown model consistent with

that IMR waveform to make similarly accurate but less precise parameter estimates. This means

that the ringdown posteriors should fully encompass the IMR posteriors. Insuf�cient overlap of

the ringdown and IMR posteriors can imply tension between the inspiral-merger portion of the

waveform and the ringdown model in question. To demonstrate this point, assume that if one were
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Figure 2.13: Using the assumption of Eq. (2.4), we demonstrate that seemingly small biases be-
tween ringdown (red) and IMR (black) posteriors may indicate mismodeling in at least one of the
analyses. We plot 90% credible contours and show that if one were to assume that the two-overtone
ringdown model shown here was consistent with the ringdown model preferred by NRSur7dq4, this
would imply that remnant mass and spin estimates given separately by the inspiral-merger (blue
dashed) of NRSur7dq4 and the two-overtone ringdown model are in disagreement.
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to perform separate analyses of the inspiral-merger (IM) and ringdown (R) portions of a signal,

they would produce two statistically independent measurements of the remnant mass and spin.

That is, assume the likelihood functions for" and j can be multiplied to give a joint likelihood

over the inspiral and ringdown stages of the signal:

? ¹3IM – 3' j "– j– IMRº = ? ¹3IM j "– j– IMº ? ¹3R j "– j– Rº (2.4)

This assumption is, in practice, violated by the colored noise in current gravitational wave detec-

tors: the likelihood for the inspiral is not independent of that for the ringdown. Nevertheless, the

implications of this assumption are instructive, and we expect the correlations introduced by noise

to be relatively small.

Given Eq. (2.4), partial overlap of remnant mass and spin posteriors obtained by separately

analyzing the ringdown and IMR signals consequently necessitates partial overlap of posteriors

obtained from the inspiral-merger and IMR signals. This can result in a signi�cant lack of overlap

between the posteriors from the inspiral-merger and ringdown, as shown in Fig. 2.13. Inconsisten-

cies like this are not expected if general relativity correctly describes the signals we observe, and

thus lack of overlap of the IMR and ringdown analyses may indicate that at least one suffers from

systematic inaccuracies.

Visually determining when suf�cient overlap has been achieved is further complicated by nu-

ances related to the spaces in which we plot our posteriors. The Jacobian used when transforming

between remnant mass and spin space and QNM frequency and damping-rate space can alter the

level of apparent disagreement between posteriors, making it harder in one of the spaces than the

other to judge by eye the overlap of Gaussian kernel density estimates. For this work, the QNM

frequency and damping-rate emerged as more useful for qualitative assessments, both because they

correspond more directly to observables in the data and also because trends like those in Fig. 2.2

may not be obvious without making comparisons to the individual modes given by IMR wave-

forms.
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2.8 Detectability of Two Fundamental Modes with Nearly Equal Frequencies

The 220 and 210 modes considered in this work are quite close to each other in frequency and

nearly identical in damping time. The separation in angular frequency isXl ' 10Hz � 2c, which

is comparable to their damping rateW' 60Hz. It is reasonable to ask whether such modes are even

detectable in principle, given the SNR of GW190521. Consider a simpli�ed model, where there

are two (complex) modes with small angular frequency separationXl and equal damping ratesW

in a signal,

� ¹Cº =
p

2W
�
� 148¹l ¸ 8WºC¸ � 248¹l ¸ Xl ¸ 8WºC

�
– (2.5)

which is embedded in white noise with unit variance for0 Ÿ C Ÿ1 . The SNR of any signal� in

this situation is

d2
� �

¹ 1

0
dCj� ¹Cºj2 ; (2.6)

the normalization above is chosen so that� 1 is the SNR of mode 1 and� 2 the SNR of mode 2.

Assuming that the frequencies and damping rates of the modes are known perfectly, the Fisher

matrix for the amplitudes is given by

� 8 9�
¹ 1

0
dC

m�� ¹Cº
m�8

m�¹Cº
m� 9

• (2.7)

In a measurement of mode amplitudes, the covariance matrix will be the inverse of this Fisher

matrix:

� � � � 1 =

2
6
6
6
6
6
4

1 ¸ 4b2 � 2b ¹8¸ 2bº

2b ¹8� 2bº 1 ¸ 4b2

3
7
7
7
7
7
5

– (2.8)

where

b =
W

Xl
(2.9)

is the dimensionless ratio of the damping rate to the “dephasing rate,” or angular frequency sepa-

ration.
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There are three interesting regimes. Whenb � 1 then the modes are long-lived compared to

their frequency separation, and the Fisher matrix approaches the identity, indicating that the am-

plitudes are measured with unit uncertainty (as expected for the measurement of an SNR) without

correlation. Whenb � 1 the modes damp rapidly compared to the rate at which they dephase, and

the Fisher matrix becomes degenerate; the amplitude measurements are perfectly correlated, and

this large degeneracy produces large uncertainty in the amplitude.

Finally, whenb ' 1 the modes are measurable, but with larger uncertainty, and the amplitude

measurements are correlated with each other. For GW190521, the 220 and 210 modes haveb '

1•1, which implies an uncertaintyf � '
p

1 ¸ 4b2 ' 2•4, or a signi�cance of detection for a mode

given by the mode's SNR divided by 2.4. The correlation coef�cient between the mode amplitudes

is � 0•9. Both of these features are observed in the posteriors we recover on the amplitudes of the

220 and 210 modes, shown in Fig. 2.8.
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Chapter 3: Black hole spectroscopy for precessing binary black hole

coalescences

H. Zhu, H. Siegel, K. Mitman, M. Isi, W. M. Farr, M. Boyle, N. Deppe, L. E. Kidder, S. Ma, J.

Moxon, K. C. Nelli, H. P. Pfeiffer, M. A. Scheel, S. A. Teukolsky, W. Throwe, V. Varma, N. L. Vu,

Phys. Rev. D, vol. 111, no. 6, p. 064 052, 2025. arXiv: 2312.08588 [gr-qc].

3.1 Introduction

According to general relativity, the coalescence of two black holes results in the formation of

a perturbed remnant, which equilibrates to a Kerr black hole by emitting gravitational waves, in a

process called the ringdown [71, 99, 57]. Ringdown emission can in general consist of a transient

burst that is succeeded by a spectrum of quasinormal modes (QNMs), which then themselves decay

to reveal a power-law tail [78, 59]. The QNMs are exponentially damped sinusoids with complex

frequencies that are uniquely determined by the mass and spin of the remnant black hole [255, 256,

71, 257, 176, 258] and complex amplitudes that are nontrivially related to the initial conditions of

the system [182, 181].

Much remains to be understood about how the progenitor properties of coalescing black holes

map to the QNMs radiated by the remnant black hole. Numerical relativity (NR) studies of the

ringdowns of comparable mass quasicircular binary black hole coalescences have largely been

con�ned to nonprecessing systems, where the black hole spins are perpendicular to the orbital

plane. These studies have shown empirically that some progenitor information, such as the mass

ratio and spin magnitudes, is encoded in the QNM amplitudes [102, 180, 178, 229, 179, 249, 93].

For precessing systems [41, 42, 43, 259], where the progenitor black holes possess spin compo-

nents parallel to the orbital plane, the picture becomes more complicated. In the extreme mass-ratio
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case, the relative amplitude ratios between QNMs are dictated by the spin magnitude of the heavier

black hole and a small number of orbital parameters [260, 261, 262, 263], which could be related

to the connection between geodesics and QNMs in the eikonal limit [264, 265, 266, 79, 267]. For

comparable mass systems, waveform models exist which map nonprecessing waveforms to pre-

cessing ones through a time-dependent, noninertial frame rotation to the coprecessing frame [259,

268, 269, 270, 271], and these mappings have been extended to ringdown waveform modeling in,

e.g., Refs. [269, 252, 272, 273, 274]. Studies of the mismatch between NR waveforms and explicit

QNM models, building on Ref. [88], have also been performed for precessing systems [275].

In this work, we analyze the ringdowns of precessing black hole binaries and present a de-

scription of QNM excitations from the perspective of observational black hole spectroscopy and

perturbation theory. We �t the amplitude of each individual QNM in the canonical frame for pertur-

bation theory—the superrest frame of the remnant [276, 277, 86, 278]. This means that any large

amplitudes we recover will correspond to large contributions of the associated QNM frequencies

in LIGO-Virgo-KAGRA [15, 16, 17] data, and correspond to a physically distinct state of the rem-

nant after the merger. We analyze the ringdown within 250 NR simulations of both precessing and

nonprecessing binary black hole coalescences [279].

We argue that the remnant perturbations in both precessing and nonprecessing systems share

approximately the same geometry, but are rotated away from theI -axis with respect to each other.

The angle of this rotation is determined by the misalignment of the total angular momentum �ux

dJ•dCnear the time of merger with the �nal spin6 5 of the remnant black hole. Because precess-

ing systems can also have asymmetric inspiral emission on either side of the orbital plane, there

should also be further structure in the QNM amplitudes related to properties of the system's kick

velocity [263].

We show that in some precessing systems, unlike commonly assumed in spectroscopic studies,

the dominant QNM willnot be an¹�– <– =º = ¹2–� 2–0º QNM, but rather the¹2–� 1–0º or ¹2–0–0º

QNMs. We also �nd that the precession-induced asymmetry in the gravitational wave emission

can, in extreme cases, result inO¹10º amplitude differences between� < QNMs that share the
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same frequency. Our �ndings have broad implications for the interpretation of ringdown signals

in data from LIGO-Virgo-KAGRA and future detectors, and may also inform investigations into

the nonlinear aspects of the ringdown. Furthermore, our work provides insight into how some sys-

tematic errors may arise in current phenomenological inspiral-merger-ringdown (IMR) waveform

models [69, 68].

Our work is organized as follows. In Section 3.2, we discuss our QNM �tting procedure, and

de�ne parameters quantifying precession dynamics which we make use of throughout the work.

In Section 3.4, we present our main results. We conclude in Section 3.5. In the appendices, we

discuss more technical aspects of our �tting procedure, and suggest an example of how our work

may help to inform phenomenological IMR waveform modeling.

Our �tting and plotting codes, as well as an example simulation output, can be found in

Ref. [280].

3.1.1 QNM conventions

Throughout this work, we will refer to individual QNMs by four indices¹?– �– <– =º, following

the notation in Ref. [281]. The angular structure of the QNMs is described by spin-weighted

spheroidal harmonics with angular indices� and< . The radial structure of the QNMs is denoted

by the index=, and is also tied to the lifetime of the QNMs: the longest-lived,= = 0, QNMs are

referred to as fundamental QNMs; and faster-decaying,= ¡ 0, QNMs are called overtones. For

a given set of¹�– <– =º, when< < 0, there are two distinct QNMs which are labeled by an index

? � sgn»< Re ¹l º¼, whereRe ¹l º is the real part of the complex QNM frequencyl , and whose

phase fronts are either corotating (? = ¸ ) or counterrotating (? = � ) with the black hole; solutions

with < = 0 are azimuthally symmetric, so that there is no notion of co vs counterrotating fronts and

the two possible signs ofRe ¹l º directly encode the polarization degrees of freedom. We de�ne

� ¹?–�–<–=º as the norm of the complex amplitude for a given¹?– �– <– =º QNM at the time of peak

luminosity.
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3.2 Methods

3.2.1 Extracting quasinormal modes

We analyzed simulations of 226 precessing and 24 nonprecessing binary black hole coales-

cences, with mass ratios@� 8 and component spin magnitudesj � 0•8, created with the spectral

Einstein code (SPEC) [279]. We computed the strain� and the �ve Weyl scalars at future null in-

�nity using the SPECTRE code's Cauchy-characteristic evolution (CCE) module [282, 283, 284].

With this asymptotic data, we mapped the simulated systems to the superrest frame of their remnant

black hole250" past the peak of the strain's luminosity (where" is the total Christodoulou mass

of the binary), using the BMS frame �xing procedure outlined in Ref. [86] and the codeSCRI [285,

245, 103, 286]. Consequently, each simulation has been transformed such that its remnant black

hole is at rest at the origin, has its spin in the positive-Î direction, and has no Moreschi super-

momentum [276, 86, 277]. This postprocessing is necessary in order to robustly extract physical

QNM amplitudes [277, 86].

For each simulation, we simultaneously �t the strain using a QNM model with all fundamental

modes¹?– �– <–0º for ? 2 f¸ –�g , � 2 f 2–3g, and< 2 f� �–� � ¸ 1– •••– �g. This model is �t over

the two-sphere using a linear least-squares routine [287, 229, 288] and the following procedure:1

• Fit the waveform fromC0 to 100" pastCpeak, whereC0 is the start time of the �t and is evenly

varied from20" to 80" , in increments of0•5" , pastCpeak—note thatCpeak is the time at

which the strain's luminosity reaches its maximum value (see Eq. (2.8) of Ref. [292]);

• Over a series of windows inC0 with a length of20" , compute the fractional uncertainty for

each of the QNM amplitudes;

• Compute the mean of these fractional uncertainties over the �tted QNMs;

• Check to see whichC0 window has the minimum mean fractional uncertainty and use this

window to extract the amplitude (as a mean over the window) of each of the QNMs in the

1Similar �tting procedures have also been used in Refs. [289, 290, 94, 291].
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ringdown model.

This routine ensures that the QNMs are extracted over the window of start times in which their

recovered amplitudes are all, on average, the most stable. We do this rather than simply �tting at

a �xed time because the timescales of the QNMs vary from system to system, depending on the

magnitude of the remnant's spin. Over our entire catalog, this routine results in �ts that have win-

dow start timesC� Cpeak � 33" � 7" and relative errors over the two-sphere of� 0•8%. Fitting at

such late times enables us to avoid having to consider overtones and nonlinearities in our analysis.

Nonetheless, for completeness we checked and con�rmed that the inclusion of the �rst overtone

for each QNM does not impact our results.

3.2.2 Precession parameters

In addition to the QNM amplitudes, we also compute two other precession-induced quantities

in the superrest frame of the remnant: the angle\ between the total angular momentum �uxdJ•dC

at Cpeakand the �nal remnant spin6 5, and the angleq of the remnant kick velocityv with respect

to 6 5. We formally de�ne the remnant spin misalignment angle\ as

\ = cos� 1

"
dJ•dC

�
C= Cpeak

�

j jdJ•dC
�
C= Cpeak

�
j j

�
6 5

j j6 5j j

#

– (3.1)

wheredJ•dCis the total angular momentum �ux (see Eq. (2.24) of Ref. [292]),6 5 is the spin of

the remnant black hole measured at future null in�nity (see Eq. (15) of Ref. [293]), andjj � j j is the

! 2 norm. This angle shares similarities with the precession angles and optimal emission direction

as identi�ed in, e.g., Refs. [252, 268, 269, 270] but, crucially, we will only use it to characterize

theoretical predictions of the remnant perturbation's structure at the time of peak luminosity and

not to track an effective “coprecessing” frame over time.
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The kick angleq is given by

q = cos� 1

"
vremnant

CoM � vbinary
CoM

j jvremnant
CoM � vbinary

CoM j j
�

6 5

j j6 5j j

#

= cos� 1

"

�
vbinary

CoM

j jvbinary
CoM j j

�
6 5

j j6 5j j

#

– (3.2)

wherevremnant
CoM = 0 in the superrest frame of the remnant, andvbinary

CoM is the premerger center-of-

mass velocity (see Eq. (12) of Ref. [293]) of the binary in the same frame. We extract the latter

over a500" window starting atC= Cpeak� 1000" using the procedure outlined in Ref. [86].

We make use of the Wigner-D matricesD �
< 0–<¹Rº that govern the mixing of spin-weighted

spherical harmonics under rotations through the transformation [245, 294, 247, 295]

B. 0
¹�–<0º =

Õ

<

D �
< 0–< ¹Rº B. ¹�–<º – (3.3)

whereR is some quaternion,B. ¹�–<º is a spin-weightBspherical harmonic, and primes indicate a

rotated frame. The Wigner-D matrices mix amplitudes of harmonics with the same� but different

< . Because we will be strictly interested in static rotations off theÎ axis by the remnant spin

misalignment angle\ , we simplify our notation to

D �
< 0–<¹Rº ! D �

< 0–<¹\ º– (3.4)

where nowD �
< 0–<¹\ º represents a rotation by an angle\ off the Î axis, but not about it. If we

consider corotating and counterrotating perturbations, it can be shown that a fully corotating¸ <

perturbation, when rotated by\ = c off the remnant spin axis, would instead excite fully counter-

rotating� < modes [296].
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3.3 Conceptual picture

Before delving into our results, we �rst provide a conceptual framework that explains the ring-

down amplitudes of precessing binary black hole coalescences by characterizing the structure of

the remnant perturbations.

Evidence from NR suggests that the merger stage of a comparable-mass binary black hole

coalescence is generally short-lived [297, 298, 99]. This implies that the state of the binary before

merger may be directly related to the structure of the remnant perturbation immediately following

merger [102, 180, 179].

In linear perturbation theory, the QNMs are sourced by perturbations to a �xed Kerr back-

ground corresponding to the �nal remnant. In keeping with this framework, we must study the

structure of the perturbation sourced by the binary in a frame whoseI axis is aligned with the �nal

remnant spin6 5.

Because the dominant angular content of the inspiral emission in the coorbital frame for pre-

cessing systems is similar to that of nonprecessing systems (up to asymmetries over the orbital

plane) [103, 270, 295, 299, 268], we assume the geometry (but not the orientation) of the remnant

perturbation is roughly the same in both cases. We assume the total angular momentum of the

perturbation is oriented along the binary orbital angular momentumL as evaluated at a time near

merger, e.g.,Cpeak. Because we do not have direct access toL in our simulations, in practice we

use the total angular momentum �uxdJ•dCwhich is parallel toL up to 1 post-Newtonian (PN)

order [42, 43].

In precessing systems,6 5 will not necessarily be parallel toL. This means that, as viewed by

the remnant in the6 5-aligned frame where QNMs are de�ned, the perturbation is rotated by the

angle\ betweenL and 6 5. Therefore, the QNMs of a precessing system should be approximately

sourced by a rotated version of the perturbation that acts on the remnant of a nonprecessing system,

and the QNM amplitudes of precessing and nonprecessing systems should thus be related by a

simple rotation of\ at a �xed time.
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Given the above conceptual picture, we can obtain an approximation for the amplitude ratios

of QNMs in precessing systems by rotating the angular content of the dominant perturbation ex-

pected in a nonprecessing\ = 0 system. For simplicity we assume, to reasonable approximation

for equal mass nonspinning binaries, that the dominant\ = 0 perturbation is comprised solely of

equal-amplitude corotating¹�– <º = ¹2–� 2º harmonics. We can also account for larger mass ra-

tios or spins by additionally rotating odd< perturbations [102, 180]. With the aforementioned

assumptions, we predict that counterrotating QNM amplitudes are large for\ ¡ c •2, and� < <

QNM amplitudes are large for\ ' c•2. As we will show below, these assumptions appear to ac-

curately describe the behavior of precessing systems. In the case of highly spinning antialigned

binaries, there may also be\ = 0 contributions from¹�– <º = ¹2–0º perturbative content, since

these binary con�gurations cause the �nal state to more closely resemble a head-on collision, and

in principle these contributions should also be included in our rotated-perturbation prediction; we

do not currently account for such perturbative content, and leave the study of this part of parameter

space for future work.

As an example, we explicitly show here how we derive our prediction for the QNM amplitude

ratio � ¹� –2–� 1–0º• � ¹� –2–� 2–0º, where we have de�ned

� 2
¹� –�–� <–0º = � 2

¹¸ –�–<–0º ¸ � 2
¹� –�–<–0º

¸ � 2
¹¸ –�–� <–0º ¸ � 2

¹� –�–� <–0º – (3.5)

i.e., the norm of a multidimensional amplitude vector. Our rotated-perturbation prediction for the

ratio � ¹� –2–� 1–0º• � ¹� –2–� 2–0º is given by

D �–�
10–2¹\– @– jdi� º

D �–�
20–2¹\– @– jdi� º

– (3.6)
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where

h
D �–�

< 0
1–<2

¹\– @– jdi� º
i 2

=
�
� ¹�–<1–0º

� ¹�–<2–0º
D �–�

< 0
1–<1

¹\ º
� 2

¸
h
D �–�

< 0
1–<2

¹\ º
i 2

•

(3.7)

For the ratio of perturbative� ¹¸ –2–1–0º• � ¹¸ –2–2–0º content to rotate by\ in Eq. (3.7), we use the result

of Ref [102] for spin-aligned binaries, i.e.,

� ¹¸ –2–1–0º• � ¹¸ –2–2–0º � j 0•43¹
p

1 � 4a � j di� º j– (3.8)

wherea is the symmetric mass ratio,

a =
@

¹1 ¸ @º2
(3.9)

and

j di� =
@

1 ¸ @
j 1 �

j 1 ¸ j 2

2¹1 ¸ @º
• (3.10)

One could also use the results of, e.g., Refs. [178, 300]; we use that of Ref. [102] because it is

simpler and nonetheless validates our argument. Note that in Eq. (3.7)

h
D �–�

< 0
1–<2

¹\ º
i 2

=
h
D �

< 0
1–<2

¹\ º
i 2

¸
h
D �

� < 0
1–<2

¹\ º
i 2

• (3.11)

3.4 Results

In Fig. 3.1, we show that the rotated-perturbation prediction of Eq. (3.6) tracks� = 2 funda-

mental QNM amplitude ratios well as a function of\ . Notably, we observe that for\ ' c•2, the

most dominant QNMs in comparable mass precessing systems willnot be the corotating or coun-

terrotating¹�– <– =º = ¹2–� 2–0º QNMs, as is often assumed in spectroscopic tests, but rather the

¹2–� 1–0º (left) or the¹2–0–0º QNMs (right). Even in cases where the¹2–� 2–0º QNMs are intrinsi-

cally dominant when measured over the entire celestial sphere as we do here, precession-ampli�ed

� < < QNMs can still appear dominant in observational data due to viewing angle effects and thus
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may play a signi�cant role in observational black hole spectroscopy.

Despite overall good agreement, our data does have some spread around our theoretical pre-

diction. Precessing systems exhibit asymmetries in their inspiral emission above and below the

orbital plane. The asymmetries of the binary can be passed on to the perturbations of the remnant

to create differences in the amplitudes of the� < QNMs [263, 93, 304]. This is partly responsi-

ble for the spread around our rotated-perturbation prediction in Fig. 3.1. Asymmetric emission is

associated with nonzero remnant kick velocities [305, 50, 49, 286, 306, 50, 307, 308, 309]. In

Fig. 3.2 we show how the kick direction leaves imprints on the ringdown which neatly correspond

to deviations from our rotated-perturbation predictions. It might be possible to model such effects

by using additional PN information, as in Ref. [179] for example; we save this for future work.

In the top panel of Fig. 3.2 we compare the kick direction with spreads around our rotated-

perturbation prediction for� ¹¸ –2–0–0º• � ¹¸ –2–2–0º; examining only one sign of< should make us more

sensitive to hemispheric asymmetries. For\ ® c•4, where the¹�– <– =º = ¹2–� 2–0º QNMs dom-

inate, we �nd that the spread is indeed correlated with the kick velocity's direction: a kick in

the positive-̂I direction corresponds to less radiated power in the¹2–2º mode, while a kick in

the negative-̂I direction corresponds to more radiated power in the¹2–2º mode. However, when

c•4 ® \ ® 3c•4, then� ¹¸ –2–0–0º ' � ¹¸ –2–2–0º, and the kick velocity is no longer as strongly correlated

with only one¹�–� <– =º QNM.

In the bottom panel of Fig. 3.2, we show a similar result when comparing the counterrotating

¹� –2–� 2–0º and corotating¹¸ –2–2–0º QNM amplitudes; these amplitudes should be related as

per the discussion in Section 3.2. When\ ¡ c •2, the counterrotating QNMs dominate over the

corotating QNMs [252]. Again, the spread of the amplitude ratio around the rotated-perturbation

prediction is in part governed by the direction of the kick velocity with respect to the remnant spin.

The spread of systems near\ = 0 in Fig. 3.1, even for nearly equal mass systems, can also be

partly attributed to asymmetric emission. Many of these systems are precessing despite having zero

remnant spin misalignment, as shown in Fig. 3.6 in Appendix 3.7. Most have progenitors whose

spins are almost equal and opposite, meaning that the remnant spin direction is dominated by the
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Figure 3.1:Left: Summed amplitude ratios de�ned, in Eq. (3.5), of the corotating and counterrotat-
ing ¹�– <– =º = ¹2–� 1–0º and¹�– <– =º = ¹2–� 2–0º QNMs, versus the remnant spin misalignment
angle\ , de�ned in Eq. (3.1). Color shows the binary mass ratio. One can roughly predict the QNM
amplitude ratio for comparable-mass precessing binaries by rotating an¹�– <º = ¹2–� 2º perturba-
tion by \ off the Î axis and taking the resulting ratio of different¹�– <º harmonics in the rotated
frame. The black curve shows this prediction for@= 1 systems, based on Eq. (3.6). For systems
with a higher mass-ratio and nonzero spins, the\ = 0 perturbation to be rotated will intrinsically
include signi�cant� < < content, dependent on the mass ratio and progenitor spins [102, 180, 301,
302, 303]. The yellow curve shows an example for the rotation of a@= 8, j di� = � 0•6 perturba-
tion, per Eq. (3.8). Higher mass-ratio systems can achieve larger values of\ , since the spin of the
more massive black hole contributes a larger fraction of the remnant's �nal spin in these systems.
Right: Identical to the other panel, but for the¹2–0–0º QNMs. Here we only show a prediction
for a @= 1, nonspinning system because models of the\ = 0 excitation of the¹2–0–0º QNM as
a function of@and j di� are not as readily available as those of the¹2–1–0º QNM [cf. Eq. (3.8)].
Error bars are the standard deviation of the QNM amplitudes over the most stable window of �tting
start times.
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Figure 3.2: Top: amplitude ratio of the corotating¹¸ –2–0–0º and¹¸ –2–2–0º fundamental QNMs,
versus the remnant spin misalignment angle\ ; see Eq. (3.1). Color shows the angle between the
kick velocity and the remnant spin direction; see Eq. (3.2). The black curve is the prediction for this
amplitude ratio based on the rotation of spin-weighted spherical harmonics assuming@= 1 and a
nonspinning binary. Bottom: identical to the top panel, but for the counterrotating¹� –2–� 2–0º
and corotating¹¸ –2–2–0º fundamental QNMs. The counterrotating QNMs dominate for\ ¦ c•2
[252]. Fractional uncertainties here are larger than in the top panel, since the absolute values of the
counterrotating amplitudes are close to zero for small values of\ .
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Figure 3.3: Amplitude ratio of corotating� < QNMs, using a small subset of simulations in our
catalog (see Table 3.1; order matches the order of the legend). Each color denotes a �t from an
individual simulation. In precessing systems there are asymmetries in the emission power above
and below the orbital plane, which are correlated with asymmetries in the QNM amplitudes over
the remnant equatorial plane. The asymmetries for a given� andj< j harmonics can be large,O¹10º
in the extreme cases shown here, and distributed in diverse ways for different systems. Errors in
the amplitude ratios are mostly too small to be seen.
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Table 3.1: Parameters for simulations in Fig. 3.3

ID [280] @ ®j 1 ®j 2

115 1•5 ¹� 0•55–̧ 0•41–� 0•41º ¹¸ 0•29–� 0•32–� 0•48º
124 1•2 ¹¸ 0•14–� 0•51–̧ 0•39º ¹¸ 0•32–̧ 0•67–� 0•21º
96 1•0 ¹� 0•73–� 0•34–̧ 0•01º ¹� 0•35–� 0•38–̧ 0•61º
97 1•0 ¹¸ 0•07–̧ 0•80–� 0•01º ¹� 0•29–� 0•45–̧ 0•59º
162 3•4 ¹¸ 0•19–� 0•11–̧ 0•75º ¹¸ 0•33–̧ 0•60–� 0•12º

direction ofL. These con�gurations can result in large kicks and consequently large asymmetries

in the QNM excitations.

Not only can precession induce asymmetric excitations of QNMs, but because the phases and

magnitudes of the precession-induced asymmetries in the inspiral are not the same for all� and<

in the remnant frame, the QNM amplitude ratio� ¹?–�–<–=º• � ¹?–�–� <–=º may vary for all� andj< j in

a given system. PN expansions suggest that the magnitude of asymmetry in the dominant modes

during the inspiral can becomeO¹1º close to merger [103]; we show in Fig. 3.3 that the degree of

asymmetry in certain QNMs can beO¹10º in the most extreme cases, and can be distributed in a

variety of ways, presumably based on the orbital phase and the particular spin con�guration of each

system. Note that these extreme cases of asymmetry emerge in systems which are astrophysically

plausible. As a result of emission asymmetries, precessing systems can produce radically different

observable QNM amplitude spectra depending on the viewing angle of any terrestrial detectors.

Lastly, we demonstrate that our conceptual picture seems to naturally extend to� = 3 modes,

and likely applies to higher� as well. For nonequal mass nonprecessing systems, the¹3–3º mode

typically dominates over the¹3–2º mode [102]; thus we will assume that we can predict the� = 3

QNM amplitudes of precessing systems by rotating a¹3–� 3º corotating perturbation by\ . In

Fig. 3.4, we show that the relative amplitudes between the corotating� = 3, < Ÿ 3 fundamental

QNMs and the¹¸ –3–3–0º QNM follow this prediction. However, the spread around the prediction

is no longer as clearly explained by the kick velocity angleq, because these modes are not as

centrally tied to the kick direction due to their subdominant amplitudes.
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Figure 3.4: Amplitude ratio between corotating¹3–2–0º, ¹3–1–0º, ¹3–0–0º, and the¹3–3–0º QNMs.
The rotated-perturbation predictions (black curves) are obtained by rotating a¹3–� 3º spherical
harmonic by\ , i.e., by implicitly assuming that the dominant perturbation for\ = 0 consists solely
of corotating¹3–� 3º content. Because our catalog mostly contains@< 1 precessing simulations,
this assumption is reasonable. The kick velocity is not as straightforwardly correlated with� = 3
QNM amplitudes as it is with� = 2 QNM amplitudes (see Fig. 3.2).

3.5 Conclusion

By �tting the �rst-order fundamental quasinormal mode amplitudes in the ringdowns of 250

numerical relativity simulations of both nonprecessing and precessing binary black hole coales-

cences, we demonstrate in Figs. 3.1 and 3.2 that the� = 2 remnant perturbations in precessing

systems are related to those of nonprecessing systems by a rotation away from theI -axis. By

this, we mean that the initial conditions which determine the loudness of ringdown frequencies

in precessing and nonprecessing systems are approximately related in a straightforward way. We

characterize this time-independent rotation by the misalignment of two quantities: the total angu-

lar momentum �uxdJ•dCnear the time of merger and the �nal spin6 5 of the remnant black hole.

In Fig. 3.4 we demonstrate that our framework for characterizing the remnant perturbation also

extends to� = 3.

Figs. 3.1 and 3.2 show that in some precessing systems the dominant quasinormal mode willnot

be an¹�– <– =º = ¹2–� 2–0º quasinormal mode, but rather an¹�– <– =º = ¹2–� 1–0º or an¹�– <º = ¹2–0–0º
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quasinormal mode, contrary to what is commonly assumed in ringdown analyses of LIGO-Virgo-

KAGRA data [310, 311, 112, 312, 313, 314, 115, 315, 113, 316, 114, 317, 318, 319, 320, 111,

21].

Additionally, we show in Fig. 3.3 that precession-induced emission asymmetries, which are

correlated with remnant kicks and other orbital dynamics, are encoded in the quasinormal mode

spectra. These asymmetries can be large, such that amplitude ratios of individual� < quasinormal

modes which share the same frequency can beO¹10º in some precessing systems. This implies

that, for real measurements, the viewing angle can alter the observed quasinormal mode amplitudes

of a precessing system more than would be possible in a nonprecessing system.

Crucially, the excitation of� < j< j– =QNMs does not arise as an artifact from operating in a

noninertial frame, as our �tting is performed in the superrest frame of the remnant, i.e., the inertial

frame in which quasinormal modes are de�ned by perturbation theory (see Section 3.2). Our �ts

return the amplitude attached to the speci�c frequency of a physical¹?– �– <– =º quasinormal mode.

This means that any large amplitudes we recover will correspond to large contributions of those

associated frequencies in observed LIGO-Virgo-KAGRA data, which must be taken into account

in order to accurately perform black hole spectroscopy.

Our results are consistent with a recent analysis [2] of the LIGO-Virgo gravitational wave

signal GW190521_030229 [36], wherein ringdown models with a large¹�–j< j– =º = ¹2–1–0º fun-

damental quasinormal mode amplitude were found to produce remnant mass and spin estimates in

agreement with those of the NRSUR7DQ4 waveform [67].2 Furthermore, our results are similar

to Ref. [262], where it was found that the excitation of quasinormal modes in extreme mass-ratio

systems is correlated with the polar angle of plunge of the smaller mass. The conceptual picture

presented in our work may be valid over all binary mass ratios.

Our work may also help improve understanding of systematic biases in phenomenological

inspiral-merger-ringdown waveforms [69, 68]. As one example, we discuss in Appendix 3.8 how

our work highlights where a common assumption [269] regarding the coprecessing frame optimal

2An alternative interpretation of this signal was originally put forth in Ref. [111], and replicated and commented
on at length in Ref. [2].
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emission direction in these waveform models may break down. We also note that a model which

explicitly �ts QNMs, such as Ref. [321], might bene�t from incorporating our simple rotated-

perturbation prediction for the individual QNM amplitudes.

One might think that at times immediately following the peak strain, the rapidly changing emis-

sion direction of precessing systems might preclude the application of perturbation theory [322].

Our work suggests however that, at least to linear order in perturbation theory, information from the

point of peak luminosity imprints itself on the ringdown of a precessing system in a straightforward

way.

Chapter Appendices

3.6 Error of QNM Fits

To characterize the quality of the QNM �ts, we de�ne the following �tting error:

� ¹C0º �
Õ

� 2f 2–3g

Õ

j< j� �

¯ 100"
C0

�
�
�� ¹�–<º � � QNMmodel

¹�–<º

�
�
�
2

3C
¯ 100"
C0

�
�� ¹�–<º

�
�2 3C

(3.12)

In Fig. 3.5, we plot the mean of� ¹C0º over the most stable window of each simulation versus the

magnitude of the remnant's spin, colored by the misalignment angle\ . As can be seen, the �tting

error is on the order of 1% for every simulation. Furthermore, we �nd that �tting error decreases

with the magnitude of the remnant's spin. This is likely because the QNMs decay faster as the spin

magnitude decreases, which implies that more of the �t to the numerical waveform is in�uenced by

numerical noise. As for the connection to the misalignment angle\ , precessing black hole binaries

require less �ne-tuning of their spin con�gurations to produce slowlyspinning remnants, since the

spin of the progenitor black holes need not be aligned with the angular orbital momentum. In the

future, it could be useful to perform �ts which have a varying end time based on the magnitude of

the remnant's spin, but we save this for future work.
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Figure 3.5: Relative error of QNM �t, versus the remnant spin, colored by the misalignment angle
\ . We �nd that the relative error decreases with increasing spin, as the QNMs are longer-lived.
Precessing binaries in our catalog in general yield remnant spins smaller than the nonprecessing
systems, thereby resulting in higher error, but the relative error remains on the order of 1%.
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Figure 3.6: Parity breaking of� < QNMs over the remnant equator as computed via Eq. (3.14),
versus the misalignment angle\ . Nonprecessing systems maintain re�ection symmetry over the
remnant equator in the ringdown, whereas precessing systems do not: here the events with small
asymmetries (below the vertical axis break) are nonprecessing. Note that many precessing systems
have\ � 0 or c, i.e., remnant spin misalignment is not necessitated by precession. Especially at
\ � 0, many precessing systems are characterized by large kick rapidities: many of these systems
have roughly equal component spins fully antialigned with each other [49], and thus the total
angular momentum of the binary and subsequently the spin of the remnant is dominated byL.
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3.7 Parity Breaking Over the Remnant Equator

One way to quantify the asymmetry of the� < QNMs is by looking at their behavior under the

I -parity operation, which is de�ned to act on the strain such that

%I ¹� ¹�–<ºº = ¹� 1º� � ¹�–� < º– (3.13)

where the overbar denotes a complex conjugate. We can quantify the overall parity violation in the

superrest frame by computing

%=

s Í
�–< j� ¹�–<º � ¹� 1º� � ¹�–� < º j2

4
Í

�–< j� ¹�–<º j2
– (3.14)

as described in [103]. For nonprecessing simulations,%will be zero, up to numerical noise. How-

ever, precessing systems can exhibit signi�cant parity breaking in the� < QNMs.

In Fig. 3.6 we show the parity violation of all the simulations in our catalog. The nonprecessing

systems are clearly separated from the precessing systems, as denoted by the vertical axis break.

Note that there are many precessing systems which have a remnant spin misalignment angle\ � 0

or c. Remnant spin misalignment is not strictly required in precessing systems: �ne-tuning of

the spins, such as is found in superkick con�gurations [49] for example, can allow for precessing

systems with\ � 0, and large mass ratio systems can have essentially arbitrary\ .

3.8 Implications for Phenomenological Inspiral-Merger-Ringdown Waveform Models

Our work may provide a novel way of interpreting systematic biases associated with the ring-

down stages of current phenomenological IMR waveform models. As one example, we consider

here the way in which some phenomenological waveform models attempt to model the copre-

cessing frame of the ringdown, and the breakdown of an associated approximation for the time

evolution of this frame.
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Phenomenological IMR waveform models of precessing binary black holes model the ring-

down by utilizing a noninertial “coprecessing frame” in which the angular harmonic mode decom-

position is simpli�ed [299, 295, 268]. In particular, these models take the angular harmonic mode

content in the coprecessing frame to look like a nonprecessing system and then twist this content

into an inertial frame via some time-dependent, noninertial rotation . During ringdown, some of

these models track this rotation via the coprecessing frame's Euler angles¹U– V– Wº, using an ansatz

for ¤U and ¤V[269]:

¤U = Re¹l 220 � l 210º–

¤V = Im ¹l 220 � l 210º–
(3.15)

wherel ;<= are complex frequencies associated with corotating QNMs. If the misalignment angle

\ (or equivalentlyV) exceedsc•2, counterrotating QNM frequencies are used instead. For¤W, some

models also adopt the minimal rotation condition [270]:

¤W= � ¤Ucos¹Vº• (3.16)

As discussed in Ref. [269] in its text around Eq. (20), Eq. (3.15) only is a good approximation

when the amplitude of the¹2–0–0º QNM in the remnant frame (i.e., the superrest frame) is zero.

Additionally, Eq. (3.15) assumes monotonic evolution of the Euler angles, though oscillations in

the angles may occur due to the angular structure of the spheroidal harmonics and the beating

between different modes (for evidence of this beating, see, e.g., Fig. 14 of Ref. [323]).

In Fig. 3.7, we provide empirical evidence of systematic bias from Eq. (3.15). The vertical

axis shows the mismatchM between ringdown waveforms in the inertial frame of the remnant;

the second waveform, however, has been mapped to this frame by mapping from the coprecessing

frame to the inertial frame via the Euler angles presented in Eqs. (3.15) and (3.16) over the interval

»0"– 100" ¼. Consequently, the �rst waveform is the exact solution while the second waveform

represents a waveform created in a similar fashion to phenomenological models. All� � 8 modes
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Figure 3.7: Systematic error associated with the coprecessing frame prescription for the ringdown
Euler angles of Eq. (3.15). This prescription is incorporated in some phenomenological IMR
waveform models, and breaks down if the¹�– <– =º = ¹2–0–0º QNMs are excited. As we show in
Fig. 3.1, the¹2–0–0º QNMs are excited in many precessing con�gurations, and thus Eq. (3.15) may
be a source of systematic error that affects current and future data analyses. On the horizontal axis
we show the misalignment angle\ . On the vertical axis, we show the mismatch (see Eq. (3.17))
between the inertial frame waveform and a waveform that has been mapped from the coprecessing
frame to the inertial frame using Eqs. (3.15) and (3.16). Only precessing systems are shown.
As the misalignment angle increases and the¹2–0º modes become relatively more excited, the
mismatch increases due to the inaccuracy of Eq. (3.15). Note that for\ � c•2, we replace the
corotating frequencies in Eq. (3.15) with counterrotating frequencies which have opposite-sign
real components.
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are used for producing the data shown in Fig. 3.7.

The ringdown mismatch is de�ned as:

M ¹� 1– �2º j
C5
C0 � 1 �

$ ¹� 1– �2º
p

$ ¹� 1– �1º$ ¹� 2– �2º
– (3.17)

where

$ ¹� 1– �2º �
¹ C5

C0

¹

( 2
� 1� 2 3
 3C– (3.18)

andC0 = 0" andC5 = 100" . Higher mismatches indicate more of an inability of Eq. (3.15)

to accurately track the true coprecessing frame. It can be seen that as the misalignment angle\

increases, the mismatch rises, reachingO¹10� 1º in regions where the¹2–0–0º QNMs dominate.

Systems with\ � c also tend to have high mismatches due to their unequal mass ratios, which

enable more re�ned polarizations and excitation of additional modes, complicating the optimal

emission direction's time-dependence.

To our knowledge, Eq. (3.15) is used explicitly in the following IMR waveform models, al-

though we note that this list may not be exhaustive:

• TEOBResumS: Eq. (21) in Ref. [324]

• SEOBNRv4PHM: Eq. (3.4) in Ref. [325]

• SEOBNRv5PHM: Eqs. (18–22) in Ref. [65], via the terml prec

• IMRPhenomTPHM: Eq. (24) in Ref. [326]

Eq. (3.15) also appears either explicitly or implicitly in the following works: IMRPhenomXO4A [66],

IMRPhenomPNR [322], Ref. [252] (through Eqs. (9–10), Eqs. (13–15), and Eq. (35), although they

also make use of NR tuning to the frequencies of some of the dominant modes), and Ref. [323].

Generally, when there are multiple options implemented for describing the ringdown coprecessing

frame Euler anglesU andVin one of the above models, Eq. (3.15) is the default.
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A model that explicitly �ts QNMs, such as Ref. [321], might bene�t from incorporating our

simple rotated-perturbation prediction for the individual QNM amplitudes.
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Chapter 4: A relationship between quasinormal mode amplitudes and their

excitation factors in the ringdown stages of astrophysical binary black hole

coalescences

K. Mitman, I. Pretto, H. Siegel, M. Scheel, S. Teukolsky, M. Boyle, N. Deppe, L. E. Kidder, J.

Moxon, K. C. Nelli, W. Throwe, N. L. Vu, arXiv:2503.09678 [gr-qc].

4.1 Introduction

This chapter is an excerpt from a longer work, Ref. [4], which is undergoing peer review for

journal publication. The full work is mainly concerned with developing a systematic method of

�tting quasinormal modes (QNMs) in the ringdown stages of numerical relativity (NR) simulations

of binary black hole (BBH) coalescences. My contribution to this work is primarily the application

of this �tting method to the study of the relationship between the quasinormal mode amplitudes

and theirexcitation factors, as is explained below. I also edited and contributed writing to most

of the other sections of Ref. [4], and provided input on how to improve future iterations of the

�tting method itself, although I was not directly involved in the development of the �tting method

in its current form. The excerpt in Sec. 4.2 starts at the point where the �tting method has already

been used to extract QNM complex amplitudes from a catalog of NR simulations, and then shows

analysis and interpretation of those �tted QNM amplitudes.

Here we provide some background to motivate the main result in the following subsection. We

will not go into the full details of how to solve the Teukolsky equation or explicitly derive the

excitation factors, but rather provide a broad overview of the key elements to give the reader some

basic intuition. For more detailed information on solving the Teukolsky equation and deriving the

excitation factors, the reader should consult e.g. Refs. [77, 59, 327, 328].
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The radial Teukolsky equation is a second-order linear ordinary differential equation which thus

permits two linearly independent homogeneous solutions. For astrophysical purposes, the most

useful solution is one with boundary conditions such that there are no out-going waves from the

black hole horizon. This solution will here be called' IN, following nomenclature of Chrzanowski

and Misner. ' IN includes both ingoing and outgoing waves at asymptotic spatial in�nity with

frequency-dependent amplitudes� in¹l º and � out¹l º respectively. After solving the Teukolsky

equation (see Eq. 6), one �nds that for a given QNM indexed byf ?– �– <– =g � 9, the complex

amplitude� 9 of the QNM piece of	 4 can be written as the product of some source term� 9 and an

excitation factor� 9, i.e.,

� 9 = � 9� 9– (4.1)

where � 9 is a spatial integral over the source and� 9 is a factor in the Green's function. The

excitation factors are source-independent, depending only on quantities related to the geometry of

the black hole itself, and give a measure of how easy it is to ring up a given QNM. The source and

excitation factor terms are [328]

� 9 =
� out

?�< ¹l 9º

2l 9

 
3� in

?�<

3l

! � 1�
�
�
�
�
l =l 9

– (4.2)

� 9 =
¹ 1

A̧
3A0

S?�< ¹l 9– A0º' IN
?�< ¹l 9– A0º

� out
?�< ¹l 9º� 2¹A0º

– (4.3)

whereA� are the outer and inner horizons and� = ¹A� A̧ º¹A� A� º.

The result in the subsequent subsection shows that when �ttingf¸ –2–2– =gand alsof¸ –3–3– =g

linear QNMs in NR BBH simulations at times far after the peak strain (i.e.O¹10 " º), if the �tted

amplitudes� 9 have their exponential decay extrapolated backwards from the times at which they

are �t to a certain special time near the peak strain, then the ratios of the different� 9 are almost

entirely given by their respective� 9 values. This implies that� 9 may be roughly constant as a
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function of the index= for the �tted QNMs being considered.

The importance of the result lies in the fact that it has implications not only for theoretical

understanding of binary black hole coalescences, but also for data analysis of their gravitational

wave signals. Constraining the classes of perturbations which can produce the type of amplitude

relationship shown here will help build a preliminary picture of the perturbation structure of BBH

coalescence ringdowns. And knowing that this amplitude relationship is a generic feature of astro-

physical ringdowns means that it can be used to validate �ts of overtones in real data, or even be

implemented as a prior. Also, the special time where this relationship is satis�ed being a time near

the peak strain seems to suggest the possibility that the QNMs may be physically relevant at those

early times, although more work is needed to understand what this special time represents.

All of the NR simulations considered in this work were created using the SXS Collaboration's

codeSpEC [56] and their waveforms and Weyl scalars were extracted toI ¸ using the public

SpECTRE code's Cauchy-characteristic extraction (CCE) module [283, 284, 282]. The binaries

were restricted to spin-aligned or anti-aligned systems, i.e. non-precessing, with varying spin

magnitudes and mass ratios. Their data will be made publicly available in the upcoming SXS

Collaboration's CCE catalog.

4.2 Probing the remnant perturbation's structure

We now turn to studying what some of the QNMs that we have extracted from our NR simula-

tions may tell us about the structure of remnant perturbations following a BBH merger. According

to perturbation theory, the Kerr geometry tends to excite certain QNMs more than others through

their correspondingexcitation factors. More explicitly, any complex QNM amplitude� QNM can

be written as the product of some source term�QNM and its excitation factor� QNM, i.e.,

� QNM = �QNM� QNM– (4.4)
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