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Abstract
Methods for modeling the dynamics of microbial communities

Tyler A. Joseph

Advances in DNA sequencing of microbial communities have revealed a complex
relationship between the human microbiome and our health. Community dynamics, host-microbe
interactions, and changing environmental pressures create a dynamic ecosystem that is just
beginning to be understood. In this work, we develop methods for investigating the dynamics of
the microbiome. First, we develop a model for describing community dynamics. We show that the
proposed approaches accurately describes community trajectories over time. Next, we develop a
method for modeling and eliminating technical noise from longitudinal data. We demonstrate that
the method can accurately reconstruct microbial trajectories from noisy data. Finally, we develop
a method for estimating bacterial growth rates from metagenomic sequencing. Using a
case-control cohort of individuals with irritable bowel disease, we show how growth rates can be
associated with disease status, community states, and metabolites. Altogether, these models can

be used to help uncover the relationship between microbial dynamics, human health, and disease.
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Chapter 1: Introduction and Background

The inception of the Human Microbiome Project (HMP) in 2007 [1] marked a new era in
genomics. At the time, it had long been recognized that microbial cells in the human body out-
number human ones [2, 3, 4], and that microbial communities play a role in disease [1]. Yet,
further characterization of microbial communities had remained dif cult because most microbes
cannot be cultivated in laboratory settings [5]. Rapid advances in DNA sequencing technolo-
gies provided a way around this limitation. Two studies in 2004 [6, 7] applied shotgun sequenc-
ing techniques—typically used to reconstruct the genomes of single organisms—to environmental
samples to generate random fragments from the genomes of all microbes in a community. This
new technique, termed whole-metagenome shotgun sequencing, created an opportunity to pro le
microbial genomes and gene content. In parallel, study designs based on targeted amplicon se-
guencing enabled quanti cation of a community's constituents [8, 9, 10], allowing researchers to
characterize microbial communities quickly and cheaply.

Since then, microbiome studies have expanded our knowledge of the structure and function of
microbial taxa and their communities. The rst phases of the HMP [11, 12] collectively generated
more than 2000 reference genomes from human body sites, and the complementary MetaHIT
project [13] identi ed over 9.75 million nonredundant microbial genes in the human gut [14].
From these and related efforts, we now know that community assembly across bodies sites is
nonrandom—suggesting that these communities are functionally important [15]—and associated
with several diseases and disorders [16]. For instance, chronic diseases such as obesity [17] and
irritable bowel disease [18] have been associated with differences in community composition of
the gut microbiome, and changes in the vaginal microbiome during pregnancy are predictive of
risk for pre-term birth [19]. The human microbiome also plays a role in treatment outcomes. In

hospital patients, for example, depletion of the gut microbiome in response to antibiotics increases



susceptibility to infection [20, 21]. Taken altogether, these and related studies suggest that the
human microbiome plays a fundamental role in human health and disease. Recent efforts now aim
to elucidate this role.

The focus of this dissertation is on methods for investigating microbiome dynamics. The hu-
man microbiome is a dynamic system that changes in response to host-microbiome interactions,
microbe-microbe interactions, and external perturbations. Understanding these changes can help
uncover mechanisms of disease. Yet, investigating microbiome dynamics is a challenging problem.
The microbiome is a relatively new study system, and there is no consensus on the right way to
model community dynamics. Measurement models can suffer from substantial technical noise, ob-
scuring biological signals. The sampling process is itself presents challenges—physiological and
logistical constraints place limitations on the frequency of sample collection, and thus place limits
on the time scales that can be explored. In this work we address some of these issues. Chapter 2
explores models for describing microbiome dynamics [22]. We take a rst principles approach to
de ne a dynamical system that describes community trajectories. Chapter 3 develops a computa-
tional method for modeling and eliminating technical noise in longitudinal amplicon experiments
[23]. Finally, Chapter 4 focuses on inferring instantaneous growth rates from metagenomic sam-
ples [24].

The remainder of this chapter is dedicated to reviewing the three major aims of many micro-
biome studies [25]: community pro ling, metagenomic assembly, and functional pro ling. Com-
munity pro ling describes how DNA sequencing is used to quantify the constituents of the micro-
biome. Metagenomic assembly is focused generating reference genomes from whole-metagenome
shotgun sequencing. Functional pro ling quanti es the functional genomic capabilities of the mi-
crobiome by looking at its gene content. Each of these provide a view into different aspects of the
microbiome. Community pro ling is the main way we measure the microbiome. The pro les are
the input to the models in Chapter 2 and Chapter 3. Genome and metagenome assemblies are the
foundation of the methods in Chapter 4. Functional pro ling combined with dynamic modeling

can help point to mechanistic changes in microbial communities over time.



1.1 Community Pro ling

The goal of community pro ling is to identify the taxa in a community and their abundances.
Community pro ling serves as a large component of many microbiome studies. Indeed, a major
aim of the rst phase of the HMP was understand the range of diversity and distribution of mi-
crobial taxa in healthy individuals, and several notable discoveries have been based on examining
the pro les of microbial communities. A common study design speci cally looks for differences
in community abundance pro les between healthy and disease states—among the most commonly
cited are a shift from Bacteriodetes to Firmicutes in the gut microbiome compositions of peo-
ple with obesity [17], and a decrease in community diversity in gut microbiomes of people with

Crohn's disease [26].

1.1.1 Amplicon Sequencing

The predominant technique for community pro ling uses targeted sequencing of the 16S rRNA
gene. The 16S rRNA gene is a popular sequencing target because it is present among all prokary-
otes, and contains conserved regions to serve as target for PCR primers that ank variable regions
useful for phylogenetic classi cation [27]. Typically, PCR primers are used to amplify one or more
variable subregions of the 16S rRNA gene that are then sequenced. However, sequencing the full
16S rRNA gene is also possible [28]. Nonetheless, the 16S rRNA gene does not measure viruses
and eukaryotes in a community. For these, other regions need to be targeted for ampli cation (e.g.
the internal transcribed spacer, or 18S rRNA gene).

The major challenge in amplicon sequencing is to distinguish sequencing error from biolog-
ical variation. One approach is to cluster sequences using a xed similarity threshold [29, 30].
Sequences are commonly clustered by 95% or 97% average nucleotide identity—approximately
clustering by genera or species respectively [31]. The clusters are treated as operational taxonomic
units (OTUs) for downstream analysis. However, this likely underestimates the phylogenetic di-

versity in a sample because it assumes that variation within each cluster is due to sequencing error.



Therefore, later approaches speci cally model and correct sequencing errors to identify exact se-
guence variants in a sample. DADA?Z iteratively partitions sequencing reads into clusters until all
reads are consistent with an error model. These clusters putatively represent the species or strains
in a sample. Deblur [32] takes a similar approach, calling these clusters sub-operational taxo-
nomic units (sOTUs). The resulting clusters have been shown to more accurately re ect sequence
variation in a sample.

After clustering sequences into operational units, units are assigned labels using a taxonomy
database [33] that matches 16S rRNA sequences to a taxonomic annotation. (e.g. the Green-
genes [34], SILVA [35], NCBI taxonomy [36], or RDP databases [37]). Because most microbes
are uncharacterized, they lack taxonomic classi cation. Therefore, each database attempts to infer
taxonomic labels of uncharacterized taxa based on their phylogenetic relationships to characterized
ones. For instance, the Greengenes database project constructed a phylogenetic tree from 408,135
reference 16S sequences. Reference sequences with taxonomic annotations are used to label refer-
ence sequences without annotations based on the inferred phylogeny. Other databases use similar
automated approaches to assign taxonomic labels. After a 16S rRNA sequencing experiment is
performed, clusters from a 16S sequencing experiment are assigned taxonomic labels using a ma-
chine learning classi er (e.g. Naive Bayes). The classi er is trained on a taxonomy database using
sequence features from the target region of the 16S rRNA gene.

Regardless of the clustering scheme, the output from amplicon sequencing is a count matrix
denoting the number of sequencing reads assigned to each OTU in each sample. Importantly,
the total number of sequencing reads does not represent population size. Therefore, amplicon
sequencing only provides information about the proportion of each OTU in a sample. Data that
only provides information on proportions are called compositional. An important consequence
is that an observed increase in the proportion of an OTU does not necessarily correspondence to
an increase in a abundance. These presents challenges to modeling the dynamics of microbial

communities that we explore in Chapter 2.



1.1.2 Metagenomic Sequencing

In contrast to amplicon sequencing, metagenomic sequencing generates sequencing reads from
random fragments of all the DNA in a sample. A useful mental model (though we show this is an
oversimpli cation in Chapter 4) is to conceptualize the sampling process as selecting random seg-
ments of the genomes of each microbe in a sample uniformly at random: the number of sequencing
reads from the genome of one species is proportional to the length of its genome and the fraction
of that species in the community [6].

Early approaches to community pro ling from metagenomic sequencing focused only on de-
tection of the taxa in a community by directly aligning reads to a database of reference genomes
such as NCBI RefSeq [38]. Reads are assigned a taxonomic classi cation based on the lowest
common ancestor of the genomes matching a read. However, accurately assigning reads to species
relies on the breadth of genomes in the reference. Novel species without a reference genome can
only be resolved at a higher phylogenetic classi cation, such as genus or family, and the resolution
of this assignment depends on the phylogenetic similarity to species in the reference database. A
2012 study comparing alignment methods for taxonomic classi cation found that only 67 % of
reads mapped to the correct strain, and 21 % of the remaining reads mapped to the correct genus
[39]. Obviously, completeness of databases is a moving target. Read length also signi cantly im-
pacts taxonomic assignment [38], with shorter read length200 bp) resulting fewer matches
against a reference database with more ambiguity [40]. This is particularly problematic because
shorter reads are more cost effective. Finally, alignment methods are computationally expensive
and will only become more cumbersome as the throughput of metagenomic sequencing increases
(see Woockt el.[41] for an exception).

An alternate approach forgoes alignment and instead tries to classify reads based on sequence
features such as frequencies of sequence patterns:[48gr pro les [43], or signatures from
interpolated Markov models [44]. In each case, a classi er is trained on a training set of refer-
ence genomes from a database, which is then applied to assign taxonomic classi cations on new

sequencing datasets. Hence, alignment-free approaches are more computationally attractive, and
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potentially mitigate issues with incomplete reference sets. However, they all suffer from loss of
delity with shorter sequence lengths, and do not (accurately) classify reads below the genus level.
A potentially more severe problem, shared by alignment methods, is the transformation from tax-
onomically classi ed reads to taxa relative abundances (the percentage of each taxa in a sample).
This requires normalization by genome size — which is unknown for novel species — as well as
mappability scores re ecting conservation of some sequencing regions among species [45].

A third class of methods mitigates these problems by building curated reference sets of phy-
logenetically informative marker genes, synthesizing alignment-based approaches and approaches
from 16S rDNA sequencing. Genes are selected based on their ability to discriminate between
species. Removing uninformative regions of the genome drastically reduces the search space for
aligning sequencing reads at the expense of throwing away useful data. These approaches have
been shown to accurately classify reads from short read technologies. Furthermore, the normaliz-
ing constant needed to transform read counts to relative abundance depends only on the database
itself, not unknown genomes. For example, Merdal. [46] used 3,496 prokaryotic reference
genomes to identify a set of 40 universal single-copy phylogentic marker genes. They demon-
strated that a 97 % sequence similarity threshold could accurately delineate species with high
precision { 98 %) and high recallj( 99 %). A major bene t of universal marker genes is the abil-
ity to identify novel species because single-copy genes among the reference genomes are likely
conserved. A method based on universal marker genes [47] found that 58 % of species in a dataset
of gut communities from HMP and MetaHit did not have available reference genomes. These
species represented an average df3 % observed species abundances in a sample. Yet, by limit-
ing the search space to a set of 40 marker genes, the majority of sequencing reads are thrown away.
In practice, this means that rare species are less likely to be detected, and estimates of relative
abundances for rare species are more error prone.

Another approach based on marker genes builds a reference set of clade-speci ¢ markers —
genes that uniquely identify a clade in a taxonomy — enabling a larger reference database retaining

more sequencing reads. Segetal. [45] built a catalog of 400,141 clade-speci ¢ marker genes



resulting in an average of 231 markers across 1,221 species, and more than 115,000 markers iden-
tifying higher taxnonomic levels. Novel species without references are assigned to a higher taxo-
nomic level based on their proximity to the reference. The authors demonstrated that clade-speci ¢
marker genes led to faster and more accurate estimates of species abundances than classi cation-
based approaches that compare reads against reference genomes. Moreover, clade-speci ¢ marker
genes provide a larger reference set than universal marker genes, meaning they provide more in-

formation given the same sequencing depth.

1.2 Metagenomic Assembly

Characterizing the complete genetic landscape of microbial communities requires the genomes
of its constituents. Thus genome assembly — genome reconstruction from DNA sequencing data
— is a major area of research in metagenomics. Databases of reference genomes are the crux of
many downstream studies. For instance, reference genomes are required to accurately assign short
reads from DNA sequencers to species and genes [1]. Yet, assembling genomes from metage-
nomic samples is challenging (Figure 1.1). In single-organism assemblies, sequencing reads orig-
inate from the same genome; the assembly problem is a matter of placing sequencing reads in the
right order. In metagenomic samples, however, sequencing reads originate from many different
genomes. Metagenomic assemblers need to disambiguate reads from multiple species or related
strains.

Assembly has been intensively studied, originally motivated by single genomes sequenced de-
liberately to create a reference. The dominant paradigm for assembly revolves around the use
of short-read sequencing technologies and de Bruijn graphs [48, 49, 50]. In de Bruin graph ap-
proaches, sequencing reads are broken down into overlapping subsequenaasiebtides called
. -mers. Then, overlapping-mers are stitched together to reconstruct a genome. Formally; the
mers serve as the vertices in a graph. An edge connects-orex to another if the  1-suf x of
the former is the pre x of the latter. The connected nodes thus correspond to a sequencé of

bases in the genome. If eachmer corresponds to a unique position in the fully-covered genome



Figure 1.1:Single-organism and metagenomic assembly) Construction of a de Bruijn graph

for single-organism assembly. Sequencing reads are broken down into subsequenocesrsf
(8-mers) which form the nodes of the graph. Twmners are connected by an edge of they share

a subsequence @fnucleotides. Traversing the graph reconstructions the genome. B) Illustration

of one of the challenges in metagenome assmebly. Two or more genomes share a subsequence
(red) that is longer than the-mer length (perhaps by horizontal gene transfer) that leads to an
ambiguous de Bruijn graph.



with no errors, a path through the graph that traverses each edge once corresponds exactly to the
genome of interest. In practice, assembly is more complicated due to repeated regions, structural
variants, polymorphisms, and sequencing errors that create ambiguities along the path that need to
be resolved. Furthermore, incomplete sequence coverage results in a disconnected de Bruijn graph,
with respective paths through each connected component, that when traversed produce short con-
tiguous sequences of bases caltedtigs. Contigs can further be grouped and ordered into larger
regions calledgcaffolds—for instance by using additional information provided by paired reads in
single organism assemblies [51]. An assembly can either consist of the scaffolds themselves, or
the scaffolds after an additionally processing step that attempts to order scaffolds and Il in the
gaps between them.

Genome assembly from metagenomic sequencing adds an additional level of complexity be-
cause sequencing reads not only have to be placed in the correct order but assigned to the correct
species, sub-species, or strain. Moreover, single-organism assemblers use heuristics to eliminate
errors and improve contig quality by removing erroneousers or graph paths based on the
assumption that sequencing depth is approximately uniform along the genome [52]. However,
this assumption is false for metagenomic samples, because the species in a community are not
uniformly represented and thus coverage acraessers is nonuniform. Furthermore, problems
with repeated regions are exacerbated because repeats can both occur within a genome and across
genomes [49]. For instance the presence of closely related species, evolutionary conserved genes,
or genes from horizontal gene transfer are challenging to detect during assembly, and can lead
to chimeric assemblies consisting of multiple species. To mitigate this issue, several assemblers
use an additional step of binning contigs into putative species based related sequencing coverage,
sequence composition, or using information from paired reads, then scaffolding the contigs within
a bin [53, 50]. More recent work [54] stringsmers into paths whenever possible, then aligns
them all-against-all to inform RepeatGraph structure that disambiguates orthologous versus par-
alogous repeating segments. Still, none of these heuristics are perfect, and disambiguating closely

related species or strains — that may only differ in a handful of genes — is incredibly challenging.



Further complicating matters is a lack of a gold standard for evaluaigngovoassemblies
where pre-existing reference genomes do not exist. One classical metric is N50, the contig length
of the median assembled bases [50]. Intuitively, a larger N50 means longer contigs and is indicative
of reference quality. Still, N50 does not indicate whether the order of bases in a contig is correct,
and thus a larger N50 does not always mean a better assembly (imagine arbitrarily concatenating
all contigs together). The proportion of mapped reads is sometimes used as a metric, reasoning
that a higher fraction of mapped reads means the assembly explains more of the data. Other quality
metrics include estimated completeness and contamination, computed using by counting universal
single copy marker genes [55].

The Critical Assessment of Metagenome Interpretation [56] (CAMI) challenge sought to bench-
mark metagenomic assembly methods on high quality reference data and using the same standards
of evaluation. The challenge highlighted many of the dif culties in metagenomic assembly. While
the benchmarked assemblers all performed well on low complexity samples where the genomes
among species were mostly distinct, all had dif culty in assembling high complexity datasets with
closely related species and substrains. Moreover, differences in the parameters provided to each
assembler lead to substantially different quality of assembly. Thus, metagenomic assembly is still
very much an open area of research. Nonetheless, assemblies from metagenomic samples are

valuable resources for downstream studies.

1.3 Functional Pro ling

Community pro ling tells us which taxa are in a community, but gives little information about
what they are doing. Functional pro ling of the genes in community provides knowledge about its
biological role — the potential proteins encoded and their molecular function. In general, func-
tional pro ling studies fall into two categories: upstream studies focused on resource generation
for the broader community, and downstream studies which uses these resources on particular sys-
tems of interest. Upstream studies focus on annotating genes in a genome by identifying open

reading frames, which are combined with a knowledge base of functional annotations that charac-
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terize biological processes. Downstream studies use such resources to obtain counts of functional
units (e.g. genes). For example, downstream studies can look for molecular targets for drug design,
or characterize differential gene content between healthy and disease states. Genome annotation
and functional annotation are not new problems, and earlier metagenomic studies relied on tooling
developed with single-organism samples in mind. However, new developments in these areas have
been driven by the challenges of metagenomic data.

For example, the MetaHIT Consortium's goal was to develop a catalog of nonredundant genes
across all human gut-associated microbiota [13, 14]. To achieve this, they generated metagenomic
sequences across a large cohort, assembled them into contigs, and used standard algorithms for
gene prediction to identify open reading frames. These open reading frames were further clustered
by sequence similarity to create a nonredundant gene set. The most recent iteration of the MetaHIT
project combined metagenomic sequences from three globally distributed cohorts with previous
characterized genomes of gut microbes, and covered an estimated 94.5% of the gene jcontent (
9.5 million genes) in the gut microbiome [14]. Nonetheless, accurately predicting open reading
frames in a metagenomic sample is challenging because single sequencing reads likely do not span
an entire gene, and generating contigs required for more accurate gene prediction is dif cult for
problems discussed in the section on Assembly.

Assigning genes to biological functions relies on carefully curated reference databases that
draw from the scienti c literature. For instance, the UniProt [57] database contains speci ¢ protein
sequences and functional annotations from the published literature. However, such annotation
requires speci ¢ functional characterization of a protein from a published study. For the vast
majority of thej 9.5 million genes in the gut microbiome, such detailed annotation is unfeasible.

Instead, function for uncharacterized proteins is inferred from homology to characterized ones.
An early and general example of that involves the Pfam [58] database that focuses on groups of
closely related protein families. These databases provide search functionality either based on a
variation of BLAST or a specialized hidden-Markov model [59]. More speci cally, orthologous

genes [60], homologs that descended from the same gene through a speciation event, are likely
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to retain their function; hence knowledge of the function of one ortholog informs the others [61].
The COG [61], eggNOG [60], and KEGG Orthology [62] databases are commonly used orthology
databases for metagenomic studies. Each use a heuristic to cluster groups of genes into putative or-
thologs, and assign functions to each cluster. The MetaHIT project used both the KEGG Orthology
and eggNOG databases to annotate genes.

The COG (Clusters of Orthologous Groups) database is a hand-curated database of functionally
annotated orthologous gene clusters. The most recent update [63] was speci cally tailored to
microbial sequencing studies. It contains 4631 functionally annotated COGs from 46 bacterial, 13
archaeal, and 3 eukaryotic genomes. One bene t of the COG database is that COGs are organized
by 26 broader function categories providing a high level overview of the major biological processes
within a community. Similarly, the eggNOG (evolutionary genealogy of genes: Non-supervised
Orthologous Groups) database uses the same principles as COG, but relies on automated annotation
instead of manual curation. It therefore contains a larger repertoire of orthologous groups.

The KEGG (Kyoto Encyclopedia of Genes and Genomes) Orthology database also provides
automatically generated clusters of orthologous genes [62]. Orthologous genes are given unique
identi ers called KO numbers, collections of which can used to identify hand curated molecu-
lar pathways (KEGG Pathways) representing networks of functional signi cance (e.g. protein-
protein interactions). Moreover, records in KEGG are organized hierarchically, allowing different
granularity of annotations. KEGG provides speci c tools to automatically annotate metagenomic
sequences [64].

The use of functional annotation databases has several caveats. For instance, factors such as
read length can affect the quality and number of annotations in a sample [59]. For this reason, there
has been interest in developing specialized pipelines for functional annotation from metagenomic
samples [65, 66]. These pipelines leverage additional, metagenomic speci c information, such as
the species [65] present and their annotated pan genomes [66], and can impute gaps in functional
pathways. Still, annotation databases are limited by the breadth of functional annotations, and data

from less well-studied systems are likely to have fewer functional predictions [59]. In practice,
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this means that common housekeeping functions, functions shared by many taxa, and functions of
human-associated communities, are more likely to be annotated.

In principle many of these databases present the same information in different ways, and many
rely on each other for their annotation schemes. The output of all these analyses are all matrices of
samples by a speci c, database dependent, functional unit (e.g. genes, proteins, protein families,

COG categories, KO numbers, KEGG pathways).
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Chapter 2: Compositional Lotka-Volterra Describes Microbial Dynamics in

the Simplex

2.1 Summary

Dynamic changes in microbial communities play an important role in human health and dis-
ease. Speci cally, deciphering how microbial species in a community interact with each other
and their environment can elucidate mechanisms of disease, a problem typically investigated using
tools from community ecology. Yet, such methods require measurements of absolute densities,
whereas typical datasets only provide estimates of relative abundances. Here, we systematically
investigate models of microbial dynamics in the simplex of relative abundances. We derive a
new nonlinear dynamical system for microbial dynamics, termed “compositional” Lotka-Volterra
(cLV), unifying approaches using generalized Lotka-Volterra (gLV) equations from community
ecology and compositional data analysis. On three real datasets, we demonstrate that cLV recapit-
ulates interactions between relative abundances implied by gLV. Moreover, we show that cLV is as
accurate as gLV in forecasting microbial trajectories in terms of relative abundances. We further
compare cLV to two other models of relative abundance dynamics motivated by common assump-
tions in the literature—a linear model in a log-ratio transformed space, and a linear model in the
space of relative abundances—and provide evidence that cLV more accurately describes commu-
nity trajectories over time. Finally, we investigate when information about direct effects can be
recovered from relative data that naively provide information about only indirect effects. Our re-
sults suggest that strong effects may be recoverable from relative data, but more subtle effects are

challenging to identify.
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2.2 Introduction

The completion of the second phase of the Human Microbiome Project has highlighted the
relationship between dynamic changes in the microbiome and disease [67]. Temporal changes
in the vaginal microbiome during pregnancy, for example, are associated with increased risk for
preterm birth [68], and the intestinal microbiome of individuals with in ammatory bowel disease
undergoes large-scale changes during active and inactive periods of the disease [69]. Changes to
the intestinal microbiome are also predictive of treatment outcomes. In hospitalized patients the
intestinal microbiome provides resistance to pathogenic bacteria, and depletion of the community
in response to antibiotics increases risk of infection [20, 70]. Moreover, some treatments for
disease are mediated through the intestinal microbiome itself [71]. Consequently, recent research
has focused on temporal modeling of the microbiome with the aim of understanding the etiology
of disease, predicting patient outcomes for personalized medicine, and elucidation of microbe-
microbe or host-microbiome interactions [72, 70, 73]. Yet, the gut microbiome is a complex
ecosystem, making realization of these goals a challenging task.

Approaches to modeling microbial dynamics originate across different domains with differ-
ent goals (e.g. community ecology, applied statistics, and compositional data analysis), and the
eld has yet to converge on a standard methodology for time-series modeling. For instance, tra-
ditional approaches based in community ecology describe temporal dynamics using generalized
Lotka-Volterra (gLV) differential equations (e.g. [72, 74, 75, 73]): a system of nonlinear differ-
ential equations modeling competitive and cooperative interactions, extended to include external
perturbations by Steiatal. [72]. Such models have been shown to accurately predict community
dynamics [72, 75]. However, gLV-based models describe dynamics in terms of absolute densi-
ties of taxa. Estimating model parameters requires measurements of community size—either from
guantitative PCR, spiked-in samples of known concentrations, uorescence-activated cell sorting,
or other cell counting methods—in addition to sequencing counts of constituent taxa [76]. While

measurements of community size are often required to infer direct interactions and effects, they
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are often unavailable.

In parallel, there has been an increasing appreciation for the compositional nature of many
microbial datasets [77, 78, 79, 80], motivating research that explores the boundaries of inference
from sequencing counts alone (e.g. [81, 82, 83]). Sequencing counts only contain noisy infor-
mation about the relative abundances of community members: the total number of sequencing
reads is independent of the size of the community. Approaches to time-series modeling from
relative abundances generally fall in to two categories: linear models using relative abundances,
and linear models using a compositional data transformation. For the former, McGeaahie
[84] and Gibbonset al. [85] model relative abundance trajectories as linear combinations of pre-
vious time points and external effects. However, these methods implicitly ignore the constraint
that relative abundances must sum to one and are therefore negatively correlated, making parame-
ter estimates dif cult to interpret. Letal. [86] suggest addressing this by inference of the latent
overall biomass. Alternatively, Shenhaval. [87] suggested a linear mixed model with variance
components, while representing the previous state microbial community using its quantiles instead
of relative abundances. Yet, binning taxa into quantiles may lose ne-grained information about
interactions. Indeed, correctly modeling relative abundance data is challenging because the data is
in a constrained space (the simplex, where relative abundances must sum to one), which can lead
to spurious associations if standard statistical tools are applied directly [79].

A promising alternative uses methods from compositional data analysis [88, 89], a branch of
statistics devoted to the analysis of simplex-valued data. Techniques from compositional data anal-
ysis alleviate problems of working in the simplex by transforming data from a constrained space
to an unconstrained one with orthogonal coordinates and statistically independent components.
Speci cally, relative abundances are transformed to log-ratios using a compositional data trans-
formation, such as the isometric log-ratio transformation [90] or additive log-ratio transformation
[88]. For example, Silvermaetal. [91] combine a phylogenetically motivated log-ratio transfor-
mation (PhyILR, [83]) with dynamic linear models to describe microbial dynamics. gk [92]

similarly provide a correction for sequencing noise by using a Gaussian process model to parame-
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terize a multinomial distribution on sequencing counts, thereby providing a statistical correction for
zero-in ation and over-dispersion common to microbial datasets. Their model implicitly describes
dynamics in an additive log-ratio transformed space. Alternatively, Jarauta Bragulat, Egeizcue,

al. [93] investigate predator-prey interactions using simplical linear differential equations coupled
with separate equations for community size. Their approach, however, is restricted to oscillatory
behavior of competitive interactions between two-species. Nonetheless, much remains unknown
about the compositional dynamics of the microbiome, and few studies compare these diverse ap-
proaches on equal footing.

In this chapter, we investigate models of microbial dynamics in the simplex. As a guiding
principle, we derive a new dynamical system for simplex-valued data from the generalized Lotka-
\olterra equations, which we term “compositional” Lotka-Volterra (cLV), synthesizing approaches
from community ecology and compositional data analysis. On three real datasets, we show that
the parameters of cLV recapitulate interactions in the simplex implied by gLV. Moreover, we show
that cLV is as accurate as gLV in forecasting microbial trajectories in terms of relative abundances,
suggesting that estimated concentrations are unnecessary for predicting community trajectories in
terms of relative abundances. We further compare cLV to two other models of relative abundance
dynamics: a linear models under the additive log-ratio transformation, and a linear on relative abun-
dances. We provide evidence that cLV better describes community dynamics than linear models,
suggesting that nonlinear models are important for accurately describing community dynamics in
the simplex. Finally, we investigate when direct effects can be recovered from relative data. We
provide a proof-of-concept demonstration where we recapitulate a proposed interaction network

with Clostridium dif cile inferred using absolute densities.

2.3 Results

2.3.1 Motivation

Our motivation for this work is three-fold. First, gLV has a strong theoretical foundation in

community ecology and dynamical systems theory, and has been shown to accurately describe

17



community dynamics of the microbiome. However, gLV models absolute abundances, and we
would like to extend the model to relative abundances. Second, approaches from compositional
data analysis have highlighted the bene ts—both statistical and practical—of transforming con-
strained relative abundances to an unconstrained space using a log-ratio transformation. Thus, we
would like to express microbial dynamics under such a transformation. Third, several models for
the dynamics of relative abundances exist in the literature, most of which are linear models using
relative abundances or linear models in a transformed space. Yet if we believe gLV, a nonlinear
model, then linear models will fail to accurately describe community dynamics and predict com-
munity changes. Hence, we want to compare linear and nonlinear models. We emphasize that
directly applying gLV to relative abundances lacks mathematical justi cation. Speci cally, gLV
models the change in the absolute abundance of each taxon over time, whereas the appropriate
model for relative abundances derived from gLV results in equations that depend on total commu-
nity size. This means an approximation is required. In the following sections we develop such an
approximate model, devise a method to infer its parameters, and explain its correspondence with

gLV.

2.3.2 Compositional Lotka-Volterra

The gLV equations describe the dynamics of microbial taxa in terms of their concentration or
density, i.e., number of cells per unit of volume. We standardly deno®!®/the concentration
of taxon8at time Cfor the chosen scale f@ = 1—e<es—, and letD,1C be an indicator variable
describing presence or absence of external perturba@timeCfor ? = 1— «e=—%hese equations
thus state that the change in concentratioGt® is determined by a taxon speci ¢ growth r&g
interactions between taxagg and the effect of each external perturbatidon each taxo® g2
Speci cally, gLV-based models use the following set of nonlinear (Riccati) differential equations:
&0 a
g1 1CRr (2.1)

-

o)
88= 1—see— : Siccye -GSy seic,
« 1 =1
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AssumingGtC j 0, equivalent equations describe compositional dynamics under the additive

log-ratio transformation:

3 o &
88=1-eee— : — |ogG!C = 6g, Westch g DrLC (2.2)
3C =1 ?=1

Dene #1C= 4, G'Candcg'C = %. Then, using the additive log ratio (alr) transformation

[ 89 87
3 e ZH {06z W &z I Ao
3—C|09 TG =163 6 °, g9 o°GIC, g LOD1C (2.3)
=1 ?=1
0 _ G _
=Bg, #'C g£d'C, sDr1C (2.4)
o1 ?=1

The volume scale o&&'C is arbitrary (it is de ned when a measurement is taken and can be
rescaled), so without loss of generality we pick a scale such that the mean community size is 1 (i.e.
Ex# 1C¥# 1). Hence

3 cetC O o

~-og B,  8€£d'C,  gD'C= HC (2.5)
3C c ¢ o1 =1

The termsB,  gg and g. now describe relative (to the denominator) growth rates, relative inter-
actions, and relative external effects respectively.

The additive log-ratio transformation makes explicit that model parameters describe changes
ratios of taxa, the only information provided by relative abundances. Growth rates, interactions,
and external perturbations can all be reasoned about through their effect on the log ratio between
pairs of taxa. While the choice of denominator in the additive log-ratio transform was arbitrary,
knowledge of the parameters for one choice of denominator provides information about how the
ratios of all pairs of taxa change (see Appendix A.1). This means that if we are interested in
the ratio of two particular taxa, we only need to learn model parameters once, then transform the

system to the appropriate parameters.
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We refer to equation 2.5 as “compositional” Lotka-Volterra (cLV). Notably, solvingg‘@'g

(see Appendx A.2) gives
3
88=1-eee— 1: 3—6;81(‘2= cg'C HC 5C (2.6)

where

O1
51C:=  ¢.1C51C (2.7)
=1

The rst set of terms of equation 2.6g'C 5'C, correspond to gLV on relative abundances, while
the second set of termsxcg!C 51C serve as a “compositional correction:” a correction to the dy-
namics ofcg!C due to constraint that thes!© must sum to one. Fig 2.1 depicts examples of the
phase space for compositional Lotka-Volterra.

There are several remarks to make about this derivation in light of our motivation:

» cLVisan approximation to gLV when the variance in community sizel#ae° = E» % 1C
1°2y,is low. Then, the parameters of cLV approximately correspond to differences in param-
eters of gLV. For example, the interaction terg= gog o IS the absolute interaction
between taxo®and taxon9minus the effect of the denominatoron taxon9 We suggest
that a useful metric for determining when the parameters correspond is a type of “signal-to-

noise” ratio for community size. Speci cally,

CEeY 1
PVart#ieo | Vari# 1o

SNR=

Thus, “noise” will dominate the “signal” when Va# 1C° | 1 and parameter estimates will
diverge. We provide empirical evidence for this claim in the seaiorrespondence with

the Parameters of gLV.

» While cLV is an approximation to gLV, the two models are distinct. Mathematically, equa-

tion 2.5 de nes its own stand-alone dynamical system. It is therefore interesting to inves-
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Figure 2.1: Example phase spaces and trajectories for compositional Lotka-Volterra.The

top row displays examples using the additive log-ratio transformation for three taxa. The bottom
row displays examples in relative-abundance space corresponding to the examples in the top row.
Arrows display the direction of the gradient, while the colors display its magnitude (lighter is
smaller). A) Phase space where dynamics depend on relative growth rates alone. B) Phase space
where dynamics depend on growth rates and interactions. The black dot denotes a xed point.
The solid line depicts a simulated trajectory, where an external perturbation (red line) moves the
system away from the xed point. C) Alternate view of the example in B. The red arrow denotes
an external perturbation causing the system to move away from the xed point. D) Phase space
in the simplex corresponding to A. Black dots denote xed points and only occur on the corners.
E) Phase space in the simplex corresponding to B. Black dots denote six possible xed points.
The line displays the same simulated trajectory as B. F) Simulation example corresponding to B
depicted as relative abundances. An external perturbation at time point 50 causes the system to
move away from the xed point in the interior of the simplex toward one at the boundary.
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tigate which of these models more accurately describes relative abundance dynamics, and
whether other models of relative abundance dynamics are potentially better. We focus on

this question in the sectiddodel Comparison.

» The correspondence between the parameters of cLV and gLV gives mathematical criteria
for which absolute terms are recoverable from relative data. For interactions speci cally,
if the magnitude of the interactionggis larger than the magnitude of the interaction ,
then cLV will recapitulate the sign of the absolute interaction. This also suggests that the
appropriate choice of denominator for the alr is one where the taxois approximately

log constant over time. We investigate this in the sechtiberpreting Model Parameters.

We note that our derivation using the alr transformation is easily extended to other composi-
tional data transformations, since the alr can be expressed as a linear transformation of the cen-
tered log-ratio transformation and of the isometric log-ratio transformation [90]. We derive the this
transformation in Appendix A.3. This opens the door for other domain-speci ¢ data transforma-
tions, such as the phylogenetic isometric log-ratio transformation [83]. Additionally, taking the alr
(or other) transformation has the bene t of expressing the system as an af ne function of relative

abundances, making it amenable to fast parameter inference procedures using least squares.

2.3.3 Parameter Inference

To examine each remark of our derivation we need to infer model parameters on real data. Thus,
we rstinvestigated methods for parameter inference. The challenge in inferring model parameters
is that the number of parameters often greatly outnumbers the sample size. Therefore some form
of regularization is required to avoid over tting. Previous work on inferring parameters of gLV
used ridge regression [72] for regularization, and pseudo-counts to address sequencing noise and
zeros. Later work by Bucaet al. [75] included more sophisticated methodologies for modeling
sequencing noise, however the form of our model (equation 2.6) does not allow us to readily apply
these methods. We therefore chose to focus on two standard approaches to regularization: ridge

regression [94] and elastic net [95].
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Figure 2.2:Comparison of performance between ridge regression and elastic néeerformance

was evaluated on simulated ground truth using three metrics: root-mean-square error (RMSE)
between true and estimated interactions, RMSE between true and estimated growth rates, and
RMSE between true and estimated hold out trajectorieS $amples per simulation replicate. Box

plots describe the distribution in RMSE over 50 simulation replications. Signi cance is computed
using the Wilcoxon signed-rank test (****? Y 10 4; ***: 2 Y 10 3; **: 2 ¥ 10 2;*: ? Y 0:05;

ns: not signi cant)

We evaluated each method by simulating data under cLV, varying sample size, sequencing
depth, and frequency of longitudinal samples (see Methods). Performance was measured using
three metrics: root-mean-square-error (RMSE) between estimated and ground truth interactions,
RMSE between estimated and ground truth growth rates, and prediction of unseen held out tra-
jectories from initial conditions. As a baseline, we evaluated both models using simulations with
and without sequencing noise. Importantly, the choice of denominator for our simulations was
arbitrary.

In our simulations without sequencing noise, elastic net regularization outperformed ridge re-
gression, particularly at low sample sizes (Figure 2.2). With the introduction of sequencing noise
the performance difference between models was negligible (Supplementary Figure A.1). Since
elastic net regularization outperformed ridge regression on the simulations without sequencing
noise, and because elastic net regularization includes ridge regression as a special case, we choose
to focus on elastic net regularization for the remaining simulations.

Simulations investigating sequencing depth demonstrated no noticeable gain in estimation ac-

curacy beyond a depth @0000sequencing reads (Supplementary Figure Performance of parame-
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ter estimation with elastic net regularization with respect to sequencing depth). Nonetheless, accu-
racy was poorer than the simulations without sequencing noise. Simulations investigating temporal
density revealed that sample size was more important than density in time. At smaller sample sizes
(5 and 10 samples), predictive performance on hold out trajectories started decline when the time
between samples was approximately 4 days apart (Supplementary Figure A.3). At larger sample
sizes, we observed little difference in ability to estimate model parameters or predictive accuracy.
We also performed simulations to evaluate how choice of denominator affected parameter in-
ference. In particular, we wanted to ensure that different choices of denominator do not affect
quality of inference. To do this, we simulated data under one choice of denominator, performed
inference with each taxon in the denominator, and computed the RMSE between inferred param-
eters and simulation parameters transformed to the appropriate denominator (see Appendix A).
Quality of inference was assessed by computing the variance in RMSE of parameter estimates.
A low variance suggests that inference is robust to choice of denominator. Supplementary Figure
A.4 displays box plots of the variance in RMSE across 20 simulation replicates. Notably, in all
cases the variance in estimates was low, particularly when assessing predictive performance. We
note that in our simulations we enforced constraints that each taxon existed at each time point,
and that its mean abundance across observations was greater than 0.001. Thus, our results suggest
so long as these criteria hold parameter estimates and prediction ability are robust to choice of

denominator.

2.3.4 Correspondence with the Parameters of gLV

We remarked that the parameters of cLV approximate differences between parameters of gLV,
and that the strength of this approximation depends on variability of community size. Therefore,
we next empirically investigated how well the approximation holds on three real datasets. Close
correspondence between parameters suggests that relative interactions learned by cLV are repre-
sentative of the true underlying relative interactions between taxa (if we treat gLV as the ground

truth). Moreover, if this correspondence holds, it is suggestive of when absolute interactions are
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Name Sample Size Description
Antibiotic | 9 mice (77 total obs) | Antibiotic treated mice [21, 72].
Data collected using 16S rDNA
sequencing and gPCR for biomass
guanti cation.

Diet 7 mice (330 total obs) High- ber to low- ber diet an
back [75]. Data collected using
gPCR with taxon speci ¢ primers.
C. diff 5 mice (130 total obs) C. dif cle challenge after 28 day
[75]. Data collected using 16
rDNA sequencing and gPCR for
biomass quanti cation.

joN

Uy o

Table 2.1:Description of the three real datasets investigatedSample sizes are listed along with
the total number of observations across samples.
recoverable from relative data, which we examine in the sedti@mnpreting Model Parameters.

We used three real datasets of mouse models (Table 2.1) that measured community density of
the gut microbiome, giving estimates of both relative abundances and bacterial concentrations. The
“Antibiotic” dataset consisted of 3 populations of mice (9 mice total) used to study susceptibility
to C. dif cle infection following administration of antibiotics. The “Diet” dataset included 7 mice:

5 mice were fed from a high- ber diet, switched to a low- ber diet, then returned to the high-
ber diet. The remaining mice were fed the high- ber diet. In thé.“diff” dataset, 5 gnobiotic

mice were orally gavaged with a bacterial mixture and subjected_tod#f cle challenge after 28

days. Administration of antibiotics, change in diet, and introductio@ odlif cle were treated as
external perturbations (in addition to includiy dif cle as a taxon in th&€. diff dataset). The

C. diff dataset and Antibiotic dataset combined 16S sequencing with gPCR to estimate relative
abundances and community size separately, while the Diet dataset used qPCR for individual taxa
to measure concentrations. Thus, the Antibiotic, Diet, @ndiff datasets display a wide range of
dynamics, from strong community shifts due to antibiotics, to relatively stable dynamics.

We trained cLV on relative abundances, and gLV on rescaled concentrations. We rescaled ob-
served concentrations such that the average community#si® was 1 across observed samples.

We note that this only rescales parameter estimates, and results in no loss of generality. Variance
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in #1C across samples is an estimator for variance in community size. For this particular task, we
chose to use ridge regression since elastic net may choose to zero out different parameters for each
model, making direct comparison challenging.

We observed a strong correspondence between the relative parameters estimated using cLV
and parameters from gLV (Fig 2.3). As expected, the strength of the correlation between pa-
rameter estimates corresponded with the observed variability in community siz& {@&J( The
strongest correlation was observed on the Diet dataset (Pears0t96 for interactionsA= 04993
for external effectsA = 0909 for growth rates), where the size of the community remained sta-
ble (estimated Va# 1C° = 0055, while the weakest correlation was observed on the Antibi-
otic dataset (Pearsoh= 0808 for interactions A = 04995 for external effectsA= 0141 for
growh rates), where community size uctuated rapidly after antibiotic administration (estimated
Vart#1C° = 1¢10). Nonetheless, correspondence between interactions and external effects was

strong among the three datasets we explored.

2.3.5 Model Comparison

cLV and gLV describe dynamics over time with respect to difference spaces. cLV describes
relative abundances, while gLV describes absolute abundances. Additionally, there have been
several other models of relative abundance dynamics proposed in the literature. A natural question
is therefore: which model better describes trajectoriaglative abundances? We thus compared

cLV to gLV, and to two other models similar to others proposed in the literature:

01 G

ALR 3% gC=863,  g§oC,  gDC (2.8)
=1 ?=1
3 0 G

linear —cg'C = 6g, g€ o'C, g D'C (2.9)
3C =1 ?=1

where[ gtC@ = logcg!Cec 1C°, the additive log-ratio transformation. The rst model (ALR) is
a linear model under the additive log-ratio transformation. The second model (linear) is a linear

model in relative abundances. We further compared cLV to gLV in two ways: inferring parameters
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Figure 2.3: Correspondence between relative parameters estimated using gLV and cLV on

three datasets. Each box plot displays the distribution of observed community size {#.82)

across all samples, rescaled such that 1C%= 1. Scatter plots display the relative parameters
estimated by cLV taxis), and the corresponding difference in parameters of gk¥x(s). cLV

better approximates interactions inferred using gLV when the variability in concentrations is low,
matching theoretical expectations. A strong correspondence is observed between external pertur-
bations across all datasets.
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Model # interactions # growth | # perturbations
gLv %
cLv 1 1° 1 1 1° %
ALR |1 10 1 1° 1 1 1° %
linear %

Table 2.2: Number of parameters of each model.Number of interaction parameters, growth
parameters, and external perturbation parameters taxa and¥effects.

on estimated concentrations (géM), and inferring parameters on estimated relative abundances
(gLVa4). The latter is equivalent to assuming constant community size. Table 2.2 displays the
number of parameters of each model.

We evaluated models based on a measure of generalization performance, or the ability to predict
unseen data. Generalization performance metrics inherently penalize models that over t, or use
parameters to t noise in data rather than model actual signal. These metrics allow for principled
comparison of models with different structures or numbers of parameters. In our case, we used a
metric that evaluated predicted trajectories on held out test data via leave-one-out cross validation.
That is, for each dataset we held out one time-series in turn, and trained models on the remaining
data.

We further t each model using elastic net to avoid differences in performance due to different
inference procedures. Speci cally, we wanted to avoid a scenario where one model outperformed
the others because it used a better inference procedure. Performance was evaluated by comput-
ing the RMSE between the held-out ground truth and predicted trajectories. As a baseline, we
compared all models to a constant trajectory that predicted no change from initial conditions. A
lower RMSE than the constant trajectory indicates that a model is predicting the right direction of
a trajectory, as it moves away from initial conditions.

Notably, across all three datasets cLV outperformed bothygt®nd gLVa4.(Fig 2.4). On the
Diet andC. diff datasets, the difference can be attributed to better predictions on the rst several
time points as the community moves from initial conditions toward a steady state (Supplemen-
tary Figure A.5 and Supplementary Figure A.6). This suggests that cLV better describes relative

abundances than gLV. All three models appeared to describe stable communities well. On the An-
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Figure 2.4:Comparing predicted trajectories from initial conditions across models. RMSE
(Haxis) between true and estimated trajectories per sample across three datasets (panels) and six
models. RMSE is computed on held out data using leave-one-out cross-validation: one sample is
held out at time and the models are trained on the remaining data. Trajectories are predicted on
the held out sample from initial conditions. Signi cance is computed relative using the one-sided
Wilcoxon signed rank test (**? Y 0:01; *: ? Y 0+05; ns: not signi cant).
tibiotic dataset, both gLV models were slower to predict recovery of the community in response to
antibiotics (Supplementary Figure A.7).

Our results comparing cLV to ALR and the linear model were less clear (Fig 2.4). On the
Diet dataset, cLV better predicted community trajectories than both mo@leis0¢008 for ALR,
? = 0039for linear, one-sided Wilcoxon signed-rank test). As before, much of the difference
in performance is from how well each model predicted movement from initial conditions toward
a stable state (Supplementary Figure A.5). All models performed similarly o8.tdéf dataset
(Supplementary Figure A.6). This is likely for two reasons. First, the community converged to a
stable state after few time points, which all models predicted well. Second, none of the models
captured a uctuation in community composition, where the community brie y moved away from
stability, in the 5 time points immediately after introduction@fdif cle (Supplementary Figure
A.6).

On the Antibiotic dataset, we observed a slight improvement of cLV when compared to the
ALR and linear models. However the result did not achieve signi cance. All models were slow

to predict community recovery after antibiotics. However, cLV appeared to better describe the

community after recovery than the ALR model: it more accurately predicted the nal time point,
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empirically closest to the new stable state (Supplementary Figure A.8). We did not observe a

signi cant difference when compared to the linear model.

2.3.6 Interpreting Model Parameters

Our derivation of cLV suggested criteria for when absolute growth rates, interactions terms,
and external perturbation terms, can be recovered from relative data. Recall that the parameters for

cLV are given by

B 65 6
89 89 9

8? 8? ?°

The terms on the left are for cLV, and the terms on the right are the absolute growth rates, interac-
tions, and external perturbations from gLV. In the secttmrespondence with the Parameters
of gLV we showed that the correspondence between all but the growth rates are strong. This means
we can derive criteria for when cLV will recapitulate the sign of an interaction or perturbation. We
can use the former to identify cooperative or competitive interactions, and the later to identify ben-
e cial or harmful external perturbations. For example, consider the interactiggs gg 9.
We want to know when the sign ofgewill be the same as the sign okg If goand ¢ have
opposite signs, thengowill always have the same sign agg If gsand o have the same sign,
then gowill have the same sign if and onlyjfgd i j oj. If we assume that . is drawn from
a distribution symmetric around zero, then the rst and second cases are equally likely to occur—
each with 0.5 probability. The rst case always recapitulates the sign, while the second does so
with Prtj g4 i J o j° Thus, the probability cLV recapitulates the sign is greater than 0.5—Dbetter
than random chance.

We can take this argument one step further, by suggesting a particular choice of denominator

where ¢ is small. Speci cally, for interactions one wants a denominator whege 0, hence
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So we should choose a denominator wHegec 2>=B@&cross all observations. For perturba-
tions, one wants a denominatolg c 2>=B@hen the perturbation occurs. Notably, these do
not need to be the same denominator: we previously showed parameters one denominator gives
the parameters for all other choices.

We tested this by attempting to recapitulate an interaction network@ittif cile proposed
by Steinetal. [72] on the Antibiotic dataset. By investigating learned model parameters of gLV,
the authors proposed a schematic for which infectiobgif cile may occur. We thus wanted to
see if we could suggest the same mechanism from the interaction network inferred using relative
abundances and cLV. To do this, we rst trained cLV using the denominator with the lowest log
variance (i.e. wherogc is approximately constant within a sample), and inspected interactions
with respect to this denominator. We then transformed the parameters with respect to a denomi-
nator with the lowest log variance after antibiotics, and obtained parameters for perturbations. We
then inspected these parameters to see if they matched the mechanism proposed dtyabtein
[72].

Fig 2.5 displays the interaction network proposed to Setial. [72], as well as the param-
eters of cLV with “uncl. Lachnospiraceae” in the denominator for interactions, and “und. uncl.
Mollicutes” for external perturbations. Notably, cLV recapitulates all but two of the interactions
originally proposed: the effect of clindamycin on Coprobacillus @ndif cle. When training gLV
using our inference procedure, the effect of clindamycin on Coprobacillus had the smallest magni-

tude of all observed effects — precisely the case where cLV will have dif culty recapitulating an
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Figure 2.5:cLV recapitulates absolute interactions. Estimated effect of external perturbations

(A) and interactions (B) inferred by cLV. Parameters are computed with respect to uncl. Lach-
nospiraceae in the denominator for interactions, and und. uncl. Mollicutes for perturbations.
Estimated parameters recapitulate the interaction networkQvithf cle (C) proposed by Steiet

al. [72].

effect (Supplementary Figure A.9). In addition, we estimate a positive effect of clindamy€n on

dif cle using gLV, matching the estimate by cLV. Taken together, this suggests that cLV has some

utility for recapitulating absolute interactions from relative data.

2.4 Discussion

Accurately describing microbial dynamics is crucial to understanding, modeling, and forecast-
ing microbial communities. Here, we investigated microbial dynamics in the space of relative

abundances. We introduced a new dynamical system, called compositional Lotka-Volterra (cLV),
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and demonstrated that cLV accurately captured relative abundance dynamics. By comparing cLV
to gLV, we demonstrated a correspondence between the parameters of cLV and gLV. We leveraged
this correspondence to show that cLV can sometimes recapitulate absolute interactions using rel-
ative data alone. We further evaluated how well cLV described relative abundance dynamics by
comparing cLV to gLV and two other models inspired by the literature. We demonstrated that cLV
more accurately predicted relative abundance trajectories than gLV, and was as good or better than
the other models explored.

We derived cLV as an approximation to gLV for relative abundances, and showed that there
was an approximate correspondence between the parameters of both models. The approximation
depends on the variance in community size over time. Importantly, the parameters of cLV are
not the same as gLV: cLV describes changes with respect to ratios between taxa, the only infor-
mation provided by relative abundances. Furthermore, cLV speci cally models dynamics in the
constrained space of relative abundances, while gLV does not. When the variance in community
size was low, we demonstrated the correspondence between the parameters of each model was
strong. As the variance increased, the correspondence between interaction terms and external per-
turbations remained somewhat strong, but the correspondence between growth rates did not. This
matched our formulation of a “signal-to-noise” ratio to measure parameter correspondence. Thus,
we expect the interaction and perturbation parameters of the two models to correspond well when
the variance in community size, after rescaling, is smaller than 1.

Notably, cLV more accurately forecast relative abundances than gLV across all three datasets
we explored. One possible explanation is that, without a statistical model, gLV is penalized twice
for sequencing noise: once for biomass estimation (e.g. qPCR) and once for relative abundance
estimation (e.g. 16S sequencing). However, the effect persisted even when gLV was trained on
relative abundances that eliminated one source of noise. This suggests that — if a researcher is
interested in predicting relative abundances alone — no usable information is gained by access
to community size data. Moreover, unless biomass is constant, our results suggest gLV is wrong

model for relative abundances.
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We further compared cLV to two models inspired by common assumptions in the literature: a
linear model on relative abundances, and linear model under the additive log-ratio transformation.
While cLV outperformed the other two models on one dataset, results were less clear on the other
two. Importantly, cLV did no worse than the other models we compared, and appeared to better
predict trajectories in at least some cases. Both our derivation of cLV and the results here provide
some evidence that nonlinear models are required to accurately describe community dynamics.
Nonetheless, our investigation is limited by lack of availability of high quality benchmark datasets.
As longitudinal sampling becomes more commonplace, availability of larger high quality datasets
will allow for more robust comparisons between competing methods.

Finally, we showed that in some cases cLV can recapitulate absolute interactions from relative
data. We did this by recapitulating a microbe-microbe interaction network @uitthif cile pro-
posed by Steiretal. [72]. This demonstrated that similar conclusions can sometimes be drawn
from relative and absolute data. While Buatial. [75] noted some ability to recapitulate the
parameters of gLV when training on relative abundances, our contribution is a mathematical for-
mulation of criteria for when absolute parameters can be recovered from relative abundance in-
formation. Given such a formulation, it may be possible to devise a statistical test for when an
absolute interaction can be recovered, and our work is a rst step toward this goal.

There are several limitations to our study. In particular, our inference procedure did not in-
corporate technical noise due to data generation. In practice, relative abundances are estimated
from sequencing counts, which can contain a considerable amount of technical noise. Indeed, our
simulations showed at least some loss of accuracy in the presence of sequencing noise. While we
applied a denoising step to tke diff dataset, we were unable to do so on the remaining two due to
differences in data collection methods and data reported. This is most likely to impact parameter
estimates for rare taxa, because zero values needed to be transformed using pseudo-counts, and
small differences in sequencing counts of rare taxa can cause large changes in estimated log-ratios.
Nonetheless, we t all models to data preprocessed with the same pseudo-count transformation—

they all suffer from this limitation. Thus, this uniform pre-processing allowed us to compare
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models on equal footing.

It should also be noted that the gLV equations are not without criticism. While useful for
guantifying dynamics, it is clear that they only describe an idealized system in which few real
world systems abide. Additionally, in uential work by Arditi and Ginzburg [96] strongly criticizes
the Lotka-\Volterra predator-prey model, of which gLV is a more general example. They suggest
that predation (negative interactions on the A matrix) depends on ratios between taxa. Our results
suggest that gLV, and cLV, described microbial trajectories well. However, an accurate model does
not say anything about the physical dynamics governing the system.

Finally, a fundamental limitation of all models based on log-ratios is the inability to describe
extinction and colonization. Indeed, while the compositional data analysis eld has techniques for
dealing with count zeros where a species falls below the detection threshold, there is no uniformly
accepted technique for essential zeros (i.e. extinction; [97]). Hence, each taxon is assumed to exist
at each time point. This suggests that the appropriate choice for denominator is one which does
not go extinct among any time points. It may not always be possible to select a taxon uniformly
present among all samples, necessitating alternate approaches to parameter inference.

Current blind spots of cLV highlight several areas for future research. One is to couple this
methodology with a statistical model that includes technical and biological variation. This would
allow us quantify variation not captured by the model. Another attractive extension of cLV would
include extinction and recolonization, allowing more accurate forecasting of long-term trajecto-
ries where the set of taxa in a community varies. Finally, future work should focus on develop-
ing statistical methodology to recapitulate direct interactions and direct effects from relative data.
By providing a theoretical understanding of microbial dynamics in the simplex, cLV represents a

promising rst step toward these goals.
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2.5 Methods

2.5.1 Simulation Evaluation

We simulated data under cLV to evaluate how well our inference procedure learned model
parameters using a similar framework to Buetal. [75]. We used MDSINE [75] to obtain de-
noised concentrations of taxa in tle diff, then rescaled estimated concentrations such that the
mean community sizeé# 1C, wasl across all samples. We then t the parameters gLV using ridge
regression with a small regularization parameter € g = _ = 0001, see below). We used
estimated parameters to calculate the mean and scale of growth@ajesi( 0, f £), mean and
scale of self interactions ggY 0, f 3,.), the scale of between taxa interactioh§, - ,,2nd the
mean and scale of initial concentratio, (f 2_o

For each simulation, we drew growth rates, self-interactions, and initial conditions from

6s N  16c40=— &0
N 1 f2,.0
88 B4,5 'B4:5

G0 N G-fig

We simulated sparse interactions by rst drawing the probability of an interaction between

taxon8and taxon9 then drawing the interaction itself

lgg BernoullitQs2°

%O if 1gg=0

_EN O_f§:C4A62C 9|89 if |89: 1
This follows estimates by Buceital. [75], who found &20% probability of an interaction matched
their real data. We further required that the resulting matrix be “stably dissapative,” which guaran-

tees existence of a steady state with all taxa present [98]. We therefore drew interaction matrix
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repeatedly for each simulation until we found one that satis ed our criteria.

Given the parameters of gLV, we transformed them to the relative parameters of cLV using
equation 2.3. We then simulated noisy sequencing counts using a Dirichlet-Multinomial model
with dispersion parameter 286, estimated by B@teil. [75] on theC. diff dataset. We evaluated
model performance by computing the root-mean-square-error (RMSE) between true and estimated
relative growth rates, relative interactions, and predicted trajectories from initial conditions on 5
hold out samples per simulation replicate.

We performed simulations over 30 time points, varying the sequencing depti @60gn200Q
5000 1000Q 2500Q and noise-free. We also varied the sample size 8ph0, 25, 50, and the time
between observations frofnday (consecutivel? days,4 days, and days. For each simulation
replicate we required that the mean relative abundance of each taxon was grea@0®iamnd
that no taxon took over the community (had abundance greateiO#8anFor each combination
of parameters we performed 50 simulation replicates obtain con dence intervals and calculate

signi cance.

2.5.2 Antibiotic Dataset

We downloaded and analyzed the dataset originally published by Batfad. [21] from the
supplementary material of Steet al. [72], who used it to investigate susceptibility @ dif -
cile infection following antibiotics. The data include bacterial concentrations from three mice
populations £ = 9 mice, 3 from each population), along with recorded antibiotic administration,
averaging 8.55 observed time points per population over 20 to 30 days. The rst population served
as a control and did not receive the antibiotic, the second population received a single dose of
the antibiotic, and the third population received a single dose of the antibiotic followedthy a
dif cile challenge. At each time point, a mouse from each population was euthanized, the con-
tents of the intestine collected and, the V1-V3 16S rRNA gene was ampli ed and sequenced using
454 pyrosequencing. Microbial densities were calculated by quantifying 16S rRNA gene copies

using quantitative PCR (qPCR). To reduce the number of missing entries (zerosgtsieir2]
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modeled the top 10 most abundant genera only, and aggregated the remaining taxa into a single
component marked “Other.” The resulting data matrix (taxon by time-point) had fewer #an 9
entries with zeros. We treated antibiotic administration as an external perturbation, encoding the

variableDstC = 1 for C= 1 for populations that received the antibiotic, dgC = 0 elsewhere.

2.5.3 Diet Dataset

We downloaded and analyzed the Diet dataset from the supplementary material oeBucci
al. [75]. The data consist of bacterial concentrations for 13 Clostridia strains collected from fecal
samples of 7 mice. Of these mice, 5 were fed a high- ber for 2 weeks, switched to a low- ber diet
for 2 weeks, then returned to the high- ber diet; the remaining mice were fed the high- ber diet
exclusively. The concentration for each strain was quanti ed separately using qPCR with taxon
speci c primers. Samples for diet-switched mice were collected either daily or on alternating days
for 65 days, for a total of 56 observed time points. The remaining 2 mice were kept on the high-
ber diet for 5 weeks, and data collected over 29 days for a total of 25 observed time points. We
treated change in diet as an external perturbation, encoding the vaddiBle 1 during all time
points when mice were switched the the low- ber diet, WiiC = 0 elsewhere. Fewer than 0.005

% of the remaining data matrix had zeros.

2.5.4 C. diff Dataset

We downloaded and analyzed t@ediff dataset, which was also from Buatial. [75]. In this
dataset, 5 gnotobiotic mice were orally gavaged with a bacterial mixture consisting of 22 different
species. DNA sequencing data from the V4 region of the 16S rRNA gene was collected along with
biomass from qPCR over the course of 56 days; there were 26 observed time points per mouse.
At day 28, mice were orally gavaged wih dif cile. For our analysis, we used MDSINE [75] to
produce denoised estimates of taxon concentrations. W'€®t= 1 for the time point wherC.

dif cile was introduced, treating it both as an external perturbation and observed taxon.
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2.5.5 Pseudocounts

Fitting each model requires taking a logarithm of either an observed concentration or a ratio of
concentrations, with the exception of the linear model on relative abundances. We used additive
smoothing (i.e. pseudocounts) on each dataset to avoid taking a logarithm of zero. To treat pseudo-
counts for models on relative abundances and concentrations equally, we rst added pseudocounts
to observed relative abundances, then transformed relative abundances to concentrations using the

total concentration of a sample. Speci cally, the smoothed relative abundance of a sample was

cg!C . n
C=—>— 2.10
erC= (2.10)
The smoothed concentration was
GC = #1CCELC (2.11)

We used pseudocounts nf= 10 2 for each dataset. We found that models that took a log of a
guantity (gLV, ALR, cLV) were sensitive to smaller pseudocounts when making predicting from

initial conditions.

2.5.6 Choice of Denominator for cLV

We argued in the Results that the appropriate taxon for the denominator for cLV is one that
is approximately log constant and common to all samples. We therefore selected a taxon for the

denominator by rst computing nite-difference estimates of

3 1
_ 1 oo
3CIog cgt® c logcg!C logcgtC 1

for all taxon8= 1—ee¢ and time point<C We then computed the variance V@@Iog cg!C for

each taxon, and selected for the denominator the taxon with the lowest observed variance.
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2.5.7 Correspondence with the Parameters of gLV

We compared parameter estimates from gLV to that of cLV on the three real datasets that
included community density estimates: the Diet datasetCthdiff dataset, and the Antibiotic
dataset. We transformed the concentrations of each of these datasets so that the were all on the
same scale, which also ensured the scale of parameters learned by cLV was approximately the
same as gLV. Speci cally, leG'C be the observed concgntration of tax@amd time pointC and
let &C be the transformed concentration. Then, if ll .1 G'CGC is the mean concentration

across all observed time points, the transformed concentration is

&'CO = Q”{C:o (2.12)

Hencel .1 &C° = 1. This is equivalent to changing the units for concentration. For example,
if the original units are L0 rRNA copies per cri(as in [72]), then the new units a8~ rRNA
copies per crh After adjusting concentrations, we then t the parameters for both models using

ridge regression. Speci cally, the objective function was

arg min® 6model —6- —° -, 0 PenaltyG—U-_ (2.13)
- . @f -6- g
with
Penalty® = _kGs G2f -6- ¢ (2.14)
6oLyl —B-——:°= % B, C1. 1C 1°, DIG 1° (2.15)
6Lyt ~6- —0= — 9% 16 G, ac 0, DIC 1 (2.16)

where[ gtC = logcg!Cec 1C°.
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2.5.8 Model Comparison

We compared cLV to gLV and two additional models with linear interactions in additive log-
ratio space and relative abundance space respectively. We t all models using the same inference
procedure, least squares with an elastic net penalty, to ensure that differences in model performance
we not due to different parameter inference methods. Speci cally, the objective function is given

by equation 2.13, with the functidd},oqe|for the two additional models:

_ . 41O _ _
6aolRY —B——:°= [l—Cl 6. [ 1 1!C1°, DIC {° (2.17)
oo
Blinearr —6— —°= Cl—C 16, c1. 1C 1°, DIC 1% (2.18)

where[ g'C = logtcg!Cec 1C°. The penalty term was
Penalty® = U_ck@&¢ | Ul _QPkES° G2f —6- ¢ (2.19)

We evaluated model performance by comparing forecasted trajectories from each model starting
from the same initial conditions using leave-one-out cross validation in the Antibiotic dataset, Diet
dataset, an€. diff dataset. For each cross-validation replicate on the Antibiotic, DietCamiff
datasets, we selected regularization parameters by again performing leave-one-out cross validation
on the remaining data, and selected regularization parameters that minimized the total squared error
across held-out data. The regularization parameters we exploréuere- g— °2& ' ' '

with ' = f0e1-0s5-0¢7-09g and& = f0+1-0-5-1-10g. Microbial trajectories were predicted using

the RK45 numerical interaction scheme fro8tiPy .
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Chapter 3: Ef cient and Accurate Inference of Mixed Microbial Population

Trajectories from Longitudinal Count Data

3.1 Summary

The recently completed second phase of the Human Microbiome Project has highlighted the re-
lationship between dynamic changes in the microbiome and disease, motivating new microbiome
study designs based on longitudinal sampling. Yet, analysis of such data is hindered by pres-
ence of technical noise, high dimensionality, and data sparsity. Here, we introduce LUMINATE
(LongitUdinal Microbiome INference And zero deTEction), a fast and accurate method for in-
ferring relative abundances from noisy read count data. We demonstrate on synthetic data that
LUMINATE is orders of magnitude faster than current approaches, with better or similar accu-
racy. We further show that LUMINATE can accurately distinguish biological zeros, when a taxon
is absent from the community, from technical zeros, when a taxon is below the detection thresh-
old. We conclude by demonstrating the utility of LUMINATE on a real dataset, showing that
LUMINATE smooths trajectories observed from noisy data. LUMINATE is freely available from

https://github.com/tyjo/luminate

3.2 Introduction

The human body is home to trillions of microbial cells that play an essential role in health
and disease [18]. The gut microbiome, for instance, encodes over 3 million genes [13] respon-
sible for a variety of normal physiological processes such as the regulation of immune response
and breakdown of xenobiotics [16]. Disturbances in gut communities have been associated with
several diseases, notably obesity [99] and colitis [26]. Changes to the vaginal microbiome during

pregnancy is associated with risk of preterm birth [19]. Consequently, investigating the human
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microbiome can provide insight into biological processes and the etiology of disease.

A major paradigm for microbiome studies uses targeted amplicon sequencing of the 16S rRNA
gene to produce read counts of each bacterial taxon in a sample [27]. Due to its low cost (com-
pared to shotgun metagenomics), 16S rDNA sequencing is a valuable tool for generating coarse-
grained pro les of microbial communities. Nonetheless, analysis of 16S datasets faces multiple
domain-speci c challenges. First, 16S datasets are inherently compositional [80]: they only con-
tain information about the relative proportions of taxa in a sample. In addition, technical noise,
such as uneven ampli cation during PCR, can produce read counts that differ substantially from
the underlying community structure [27]. In particular, taxa near the detection threshold may falil
to appear in a sample, necessitating a distinction between a biological zero — where a taxon is
absent in the community — from a technical zero where it drops below the detection threshold
[92]. Finally, the number of taxa and time points in a sample may be large, requiring methods that
scale to high dimensional data.

Increasingly, study designs based on 16S rDNA sequencing have incorporated longitudinal
sampling. This is exempli ed by a major aim of the second phase of the Human Microbiome
Project [67] being quanti cation of dynamic changes in the microbiome across disease-speci c
cohorts. Longitudinal sampling holds promise in elucidating causality between temporal changes
in the microbiome and disease. It further provides a unique opportunity to address the statistical
challenges of 16S sequencing by pooling information across longitudinal samples.

To this end, two recent methods have been proposed for analyzing noisy longitudinal count
data: TGP-CODA [92] and MALLARDSs [91]. TGP-CODA ts a Gaussian process model to lon-
gitudinal count data, providing estimates of denoised (latent) relative abundances and statistical
correction for technical zeros. MALLARDs, dynamic linear models with multinomial observa-
tions, t a state space model to count data to partition observed variation into biological and tech-
nical components. Both models highlight the importance of temporal modeling, and its utility in
providing insight into microbial systems. However, ef cient inference from time-series data is a

challenging problem, and both methods have dif culty scaling with sample size and taxa.
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Figure 3.1:lllustration of LUMINATE. LUMINATE is a method for estimating relative abun-
dance trajectories from noisy sequencing count data. Observed trajectories for each taxon (points)
are “smoothed” (lines) based on the full series of longitudinal observations. LUMINATE outputs
denoised relative abundance. For zeros observed in the sequencing count matrix, LUMINATE
additionally estimates the posterior probability of a “biological” zero versus a “technical” zero to
distinguish taxa absent from the community from taxa present but below the detection threshold.

We propose LUMINATE (LongitUdinal Microbiome INference And zero deTEction), an accu-
rate and ef cient method to infer relative abundances from microbial count data (Figure 3.1). Our
contribution is two-fold. First, using variational inference we reformulate the problem of posterior
inference in a state-space model as an optimization problem with special structure. Second, we
propose a novel approach to differentiate between biological zeros and technical zeros.

We demonstrate on synthetic data that LUMINATE accurately reconstructs community trajec-
tories orders of magnitude faster than current approaches. We further demonstrate LUMINATE's
ability to accurately distinguish biological zeros from technical zeros. Finally, we demonstrate the

utility of LUMINATE by using estimated relative abundances to infer the parameters of a dynami-

cal system, leading to more accurate predictions of community trajectories.
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3.3 Results

3.3.1 Design of Simulations to Evaluate Model Performance

Ground truth relative abundances are required for evaluating model performance. However, rel-
ative abundances in microbiome datasets are estimated from 16S sequencing, or alternative tech-
nologies, which inevitably suffer from technical noise. Therefore simulations where the ground
truth is known ground truth are required.

We designed simulation experiments to mimic dynamics and technical noise found in two real
longitudinal datasets [75]: i) a dataset of 5 gnotobiotic mice colonized with a bacterial mixture of
16 species (th€. diff dataset), and ii) a dataset of 7 germ-free mice colonized with a mixture of
17 Clostridia strains (thBiet dataset). Notably, both datasets include estimates of community size
using quantitative PCR, facilitating simulation of absolute abundance trajectories, not only relative
abundances. We used these datasets to learn the parameters of a generalized Lotka-Volterra (gLV)
model describing absolute abundance trajectories, shown previously to accurately describe the
dynamics of these datasets [75].

We rst evaluated the quality of simulated trajectories (Figure 3.2A, Figures B.1 & B.2). We
did this by simulating trajectories from observed initial conditions, and compared simulated trajec-
tories to observed. Simulated trajectories showed close correspondence between observed ground
truth (Figure 3.2B). Additionally, simulated trajectories were smoother than trajectories estimated
from sequencing counts, as would be expected from ground truth data (Figure 3.2B).

To model sequencing noise, we simulated noisy relative abundances from ground truth trajec-
tories, and sequencing counts from noisy relative abundances. We controlled the deviation of noisy
relative abundances to the ground truth by varying a type of signal-to-noise ratio (SNR) relating the
variance of longitudinal dynamics to the amount of technical noise (see STAR Methods). Impor-
tantly, the range of SNRs we explored captured observed levels of sequencing noise found in real
data, while a multinomial model for sequencing counts simulated from ground truth trajectories

underestimated noise (Figure 3.2C).
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Figure 3.2: Benchmarking of simulation framework used to evaluate LUMINATE. Ground

truth dynamics were simulated using the parameters of a generalized Lotka-Volterra model learned
from two real datasets—th@. diff dataset and thBiet dataset. Quality of simulations were as-
sessed by comparing simulated ground truth trajectories and noisy trajectories to those observed.
(A) Example of an observed trajectory and a simulated trajectory from the same initial conditions
on theDiet dataset.(B) Evaluation of the quality of simulated ground truth trajectories. Perfor-
mance was evaluated by computing the root-mean-square-error (RMSE) between observed and
simulated community trajectories from the same initial conditions, and the smoothness of each
taxon's trajectory (smaller values indicate smoother trajectories, while larger values indicate nois-

ier trajectories). Smoothness for each ta@mrelative abundance trajectof?ﬁ:) = 1??—---—3?
10 0 00
51¢ 51C 1
- c

was evaluated by computing Smoothness-Parabe(ga? = k'>+k2ma)@2"')
; =

where 31C = 22, §1(9 was estimated using nite differences. This approach was motivated by

the de nition of an L-smooth function. Simulated trajectories closely match observed trajectories
but are smoother, as would be expected from ground truth d@gEvaluation of the sequenc-

ing noise model. Smoothness of observed trajectories were compared to smoothness of simulated
trajectories under varying levels of sequencing noise measured by the signal-to-noise ratio (SNR).
The range simulation parameters explored spanned observed levels of noise — versus smoothness
— while a multinomial model simulated from ground truth trajectories underestimated observed
noise.

3.3.2 Simulations to Assess the Accuracy of LUMINATE

We next evaluated how well LUMINATE reconstructed (latent) community trajectories under
varying amounts of sequencing noise. Using our simulation framework, we simulated dense (daily)
longitudinal trajectories from observed initial conditions on both real datasets. Sparser datasets,
with observations occurring every 2, 4, and 6 days were simulated by holding our samples from

the dense simulations.
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Figure 3.3:LUMINATE ef ciently and accurately recapitulates relative abundance trajecto-

ries. (A-B) Simulation evaluation on reconstructing community trajectories from noisy sequence
count data. Mea# (y-axis) between ground truth and estimated relative abundance trajectories
for per taxon averaged over samples. Signi cance is computed using the Wilcoxon signed-rank
test (ns: not signicant; : ? Y 005 : ? Y 001, : ? Y 0:001). (A) Equally spaced

time points were simulated under generalized Lotka-Volterra with parameters learned from two
real datasetdJ. diff andDiet) with varying signal-to-noise ratio (SNRaxis). (B) Time between
observations was varied by holding out data from @aliff simulations with SNR=4(C) Run

time (measured as user time) in minutégakis) for each model on a single longitudinal sample
varying the number of time point&@xis). Break denotes estimated run times for LUMINATE

on 365 time points.(D) Simulations to evaluate LUMINATE's ability to accurately distinguish
biological from technical zeros. Receiver operating characteristic curve (ROC) using the posterior
probability of a biological zero as a predictor for biological zeros on 10 simulated datasets. (AUC:
area under the receiver operating characteristic curve; TP: True Positives; TN: True Negatives)
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We evaluated LUMINATE in comparison to three other models: i) a Dirichlet-Multinomial
model (i.e a pseudocount model with a psuedocount of 1), ii) TGP-CODA [92], and iii) the speci c
MALLARD model from Silvermaretal. [91]. Performance was compared by computing the mean
/& across samples between true and estimated trajectories per taxon. This bene cially treats rare
and common taxa on an equal scale.

Encouraging, LUMINATE had a signi cantly highe® (? Y 0405; Wilcoxon signed-rank
test) than the Dirichlet-Multinomial model across all 8 of our simulations with evenly spaced
time points (Figure 3.3A). We further observed signi cantly hig#&in 6 of 8 simulations when
compared with the MALLARD model, and on 8 out of 8 simulations when compared with TGP-
CODA. Importantly, LUMINATE performed no worse than the competing models across any of the
simulations we investigated. Taken altogether, this suggests that LUMINATE is better recreating
the latent community dynamics.

All models use a similar or more general noise model to our simulations. Nonetheless, we
wanted to assess the sensitivity of our results to the parameterization of sequencing noise. There-
fore, we also simulated sequencing noise under a Dirichlet-Multinomial model of sequencing noise
with dispersion parameter estimated from @aliff dataset. Importantly, LUMINATE performed
well under this alternate noise model (Figure B.3).

Real microbiome datasets tend to be sparse in time. We therefore performed simulations to
investigate sensitivity to temporal frequency. We simulated data under learned parameters from
C. diff data, and removed time points so that there was an observation every 2, 3, and 4 days on
average. Notably, LUMINATE was robust to the sparser simulations (Figure 3.3B), outperforming

TGP-CODA and the MALLARD model at 3 and 4 days between observations.

3.3.3 Simulations to Assess the Ef ciency of LUMINATE

Both TGP-CODA and MALLARD models rely on Markov Chain Monte Carlo (MCMC) al-
gorithms to compute posterior estimates of model variables. As MCMC can be computationally

expensive, we wanted to evaluate how each model scales with increasing number of observed time
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points and taxa. We thus simulated a single longitudinal sample varying the number of time points
and taxa.

Across all datasets, LUMINATE was faster then the other methods we investigated (Figure
3.3C), sometimes by more than 2 orders of magnitude. LUMINATE ravi it5 minutes on all
datasets. In contrast, it to the MALLARD mod@3 hours to run 50 taxa at 10 time points. On
this same dataset it took TGP-COOA&«28 minutes to run, buls7 hours to run on 50 taxa at 30
time points. In practice, this means that LUMINATE is the only method that can scale to datasets

with multiple longitudinal samples and many observed taxa.

3.3.4 LUMINATE Distinguishes Biological Zeros from Technical Zeros

We designed simulations to test LUMINATE's ability to distinguish biological zeros — where
a taxon is not presenting the community — from technical zeros, where it is below the detection
threshold. Speci cally, we simulated data where one taxon goes extinct over the course of the sim-
ulation, while another hovers near the detection threshold. For all zeros in the observed data, we
computed the posterior probability of a biological zero, and evaluated performance by computing
the area under the receiver operating characteristic (AUC-ROC). This measures the probability of
the event that a biological zero receives a higher posterior probability than a technical zero, an in-
dicator that the model differentiates the two. We performed 10 replicates with 10 samples each to
estimate con dence intervals for the AUC-ROC. Notably, the mean AUC was high across all repli-
cates (Figure 3.3D; mean0.91, std= 0.04), suggesting that our model accurately discriminates

biological from technical zeros.

3.3.5 Application to Real Data

To demonstrate the utility of LUMINATE on real data, we applied it to ediff dataset
used to generate the simulation parameters described in section 3.3.1. Figure 3.4A displays an
example of the observed and estimated trajectories for one sample (trajectories for all samples

are in Figures B.1-B.2). Across all samples, estimated trajectories per taxon are smoother than
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observed trajectories (Figure 3.4B), suggesting that LUMINATE is correcting some of the technical

noise from this dataset.

Figure 3.4: Application of LUMINATE to real data. We applied LUMINATE to the original

C. diff dataset used to generate simulation parame{&)sRelative abundances computed from
sequencing counts (left), example data points and estimated trajectories by LUMINATE (mid-
dle), and full denoised output by LUMINATE (right) on one samg(lB) Measure of smoothness
between observed trajectories and denoised estimates from all samplesolifielataset. LU-
MINATE smooths trajectories from observed data.

3.4 Discussion

Recent focus on dynamic changes in microbial communities has highlighted the importance
of longitudinal modeling and data collection. Thus, there is an increasing need for methods for
analyzing longitudinal data that are capable of scaling to large datasets spanning many taxa. With
these goals in mind, we have proposed LUMINATE: a method for estimating relative abundances
and differentiating biological from technical zeros in longitudinal datasets. We demonstrated that
LUMINATE runs orders of magnitude faster than the current state of the art without loss of accu-
racy, and can accurately detect biological zeros.

Though we emphasized variational inference as a tool to speed up computation, we note that
this is not the only approach. In particular, Silvermetral. [100] propose an ef cient algorithm
for posterior inference in models they call marginally latent matrix-t processes, of which MAL-

LARDs are a special case. However, there is currently no public implementation of MALLARDs
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in their framework. Still, MALLARDSs do not distinguish biological from technical zeros, a major
advantage of the present work.

There are several promising areas for future work. The biological zero detection framework
can be extended to include external perturbations, such as antibiotics, to assess how external factors
affect risk of colonization by pathogenic bacteria. We can further expand our downstream analysis

to learn biological interaction networks among taxa.

3.5 Methods

3.5.1 Probabilistic Model of Latent Variables

Methods for inference from time-series data are often formulated using state-space models.
State-space models describe latent dynamics as a sequence of time-indexed randomxgectors,
wherexcis dependent on time points in the past. Information about the hidden state of the sys-
tem is obtained through noisy observation of each time painSuch models are well suited for
describing microbial dynamicscccontain information about the true — hidden — relative abun-
dances, whileycare noisy sequencing reads. Furthermore, state-space models provide a exible
framework for more sophisticated modeling that better captures the data generating process. We
include two additional variables important for modeling microbial count datavhich describes
extinction and recolonization of taxa, amgwhich incorporates an additional layer of sequencing
noise (Figure 3.5).

Speci cally, our model is as follows. Suppose we have a sample)withserved time points.

Let yc2 N, be the sequencing reads amongaxa at timeC and letxc2 R ! be the additive
log ratio of the relative abundances of those taxa (the natural parameters of the multinomial dis-
tribution). The time between observatio@s 1 andCis denoted ¢ Further, letzc2 R ! be
variables that represent noisy realizations@fand letwc= 1F ¢~ F—eee—F° 2 f0-1g be indica-

tor variables denoting which taxa are alive at time p@ite. F& = 1 if taxa 3 is alive at timeG 0
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Figure 3.5:LUMINATE's probabilistic model for three time points. LUMINATE models latent
community compositions®) as a states in state-space model. Observed sequencing deints (
depend on noisy realizations of community statesgnd taxon presence-absenEe)( Observed
sequencing counts are used in an approximate inference procedure to estimate latent community
states and posterior probabilities of biological versus technical zeros.

otherwise). Our model is given by:
?1F?=10=C3 3 = Jeee

’?1':%: nglzs): g’g 3 = Jeee ’Czlooo)

2129 = N1x1j0- &°

?21X®@ = N1XgXc1— o&° C= 1ee9)
F3
MYG-Ro= NUHGA C= 1009
p l 1 1
be Fc i 3—11 F?:4|<3: Fealemsef lae - R C= 1eee)
?1ydzew® = Multinomialtyg# pe® C= 1ees)
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The zcdescribe additional sequencing noise not captured by the multinomial distribution. The
multinomial distribution makes a strong assumption that the technical variance is purely due to
otherwise uniform statistical sampling. Th% constitute a hidden Markov model with transition
probabilitiesf g@_yo_lg describing the extinction and reintroduction of certain taxa, distinguish-
ing biological from technical zeros. Settifgg = 0 removes the contribution df} from the
likelihood, and zeros out the relevant proportions in the multinomial counts. Conceptually the
Wy approximate extinction and recolonization events by making them orthogonal to the state of
the system. Finally, thecserve as a prior over the space of dynamics. The change in the system
between time points depends on the covariance between ratios of.taatad the time between
observations ¢ By learning the posterioxyy jy1) , we can estimate relative abundances from
sequencing counts through,) .

The covariancé& implicitly makes the assumptions that trajectories are smooth in time. How-
ever external perturbations such as antibiotics can rapidly induce changes in the community. We
model these changes by introducing a perturbation covari@ndéat replace# for time points
with known (i.e. provided as input) perturbations.

Our model is conceptually similar to TGP-CODA [92] and MALLARDSs [91]. Both models in-
troduce variables analogousZgfor technical noise, but take different approaches to modeling dy-
namics that come with increased computational cost. MALLARDS use a similar state-space model
(that describes dynamics under a phylogenetically motivated log-ratio transformation). However,
MALLARDSs require evenly spaced time points — each time point occurs after a xed interval of
time. After specifying a unit of time, time points without observations are integrated out compu-
tationally using a Kalman Itering/smoothing approach. Additionally, MALLARDs do not incor-
porate terms for biological zeros as we do here. TGP-CODA, in contrast, incorporates additional
variables for technical zeros similar Wg but not true zeros which we claim tivecrepresent.
Furthermore, TGP-CODA learns a state-space covariance matrix using a Gaussian process model.

This increased exibility comes at a considerable computational burden.
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3.5.2 Inference

Our main contribution is the demonstration that inference under such state-space models can
be performed quickly using variational inference without loss of accuracy. By inference, we mean
two things: posterior inference where the goal is to compute the pos®ng§ —z1) -Wi; jy1; °,
and parameter inference for the model parametérs, &, andA” 1. Variational inference trans-
forms both inference problems to an optimization problem by approximating the true posterior
21 jy° with model parameters by a variational posterio@! jy° with variational parameters
a. The parameterd\— & are optimized to minimize the Kullback-Leibler divergence, or equiv-
alently maximize the “evidence lower-bound”, between the true and approximate posterior. The

variational objective function is
L*y1y —\=&= E@log ?*w1y X1y —Z1) Y1) °%s E@log @w1) X1y —21) Y4

The main challenge in designing an inference algorithm for variational inference is choosing a
form for @that is capable of closely approximating the true posterior while maintaining the ability
to compute the expectations lin (while black-box approaches exist where the expectatiohs in
are not explicitly computed, a closed form inference procedure is more desirable). Assuming a
particular factorization of@and optimizing parameters using coordinate ascent, it is sometimes
possible to compute an optimal parametric form @for that also gives the optimal (see Blei
Blei etal. [101] for a derivation).

A common choice of factorization is to partition model variables into independent subsets

" #
O

@wiy X1y -21y°=  @W;,° @X1)°@z1)°°
3=1
For this choice of factorization, the optim@wi) ° and @x1; ° can be computed in closed form

using block coordinate ascent (which we will show), while we need to make a choice for the

parametric form of@z1) °. A sensible choice fo@13° = N*ISj[2-W. The[ andW are
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variational parameters that are optimized with respett.tdhe joint distribution acrosz,; is
@z1)°=N2z3yj(1y—°

where is a diagonal covariance matrix with entried W-— «ee—\Wtg. Given this choice 0@z, °

the optimal choice o for @x1, ° and @Wi) © are given by Bleketal. [101].

@x1)°/ exp E x;, »og ?*wiy —X1)—Z1) Y1) Y4
| exp E X1) »log ?1Xq) —z1) “Va
@Wi) o/ exan F, »og 21wy X1y —Z1) Y1) ol/(:
/ ?1F§:) °oexp E e, #0g ?1X1y —Z15 Y1) JW1y °1/i)

where the expectations are computed with respect t@akcept for the variable of interest. We
devote the remainder of this section to demonstrating that these can be computed ef ciently in
closed form.

First, the joint distribution of?1x1y °® = N10- 1o js Gaussian with precision matrix that is
block tridiagional. The simplest way to see this is to note that a Gaussian density is equivalent to

its Laplace approximation. Hence,is given by

1 12
1o 22 2-C
= ... ... ...

J 21 )b )b
3 1-) )-)

nt : :
c€-—— Mlog ?1xc 1jX& , log ?*XdXc 1%%4
K¢

c-a¢ = mXe 1XC»Iog ?1XQ X8 s log ?*XgXc 1°Ya

55



Simplifying @x1, ©/ exp E x;, »0g ?'xyy 21y -W1) °Va leaves us with@x1) © = N Xy j- 1) — ©

where and- 1, are given by

=1 1, gt (3.1)

1y = oo (3.2)

F = ‘diagtwy) °

Notably, if we're only interested the posterior means , we never need to explicitly compute the
entire posterior covariance. ! is block tridiagonal, which means its inverse can be computed
in 0Y) 3°time instead 0D?) 3 3° time [102]. Furthermore, the solution fer; only relies on

the diagonal blocks of ! and an intermediate computation from the inverse. Consequentially,
- 19 can be computed i©?)  2° after the inverse is computed, insteadd) 2 2°.

Simplifying the expression fo@wi) 0, reveals that the optim@wi) 0is given by

n o)
@F?:)O/ ?1':?:) °exp E Fe, »og ?1X1y) —Z1) Y1y W1y Ve

This is precisely the posterior under a hidden Markov model with (now xed) observations given by
the exponential term. Moreover, the only terms we need to conpute @F® and@FE-F ,°,
which can be computed i@14) ° time using the standard forward-backward equations for hidden
Markov models (HMMs) [103].

Finally, the update for the parameters@f;, ® cannot be computed in closed form due to the
structure of the problem. We instead rely on a conjugate gradient algorithm to opfigyi{since

(1) does not rely on the variance term&we choose not to optimi2é?).
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The only remaining dif culty is computing

O1 ’ &1 3!#
Eglog ?2'1Hjl - RO+  HEaFVE@I 3V Eg #dog Fc,  F24c | const
3=1
o1 .
HEGFSVE s #dog EgFcYs, E@FYEeA4 Y, const
3=1 3=1

=1
O1

in L « This lower bound orEglog ?*Hjl - R®¥bounds the objective by below, which we note
maintains a valid variational inference algorithm.

Once@has been formulated, optimizing model parametéfs—&—#A 1 are straightforward.

The expectations ih can all be computed (using the lower bound above), and taking the gradient
with respect to each parameter and setting equal to zero obtain a closed form for each.

In summary, we have derived an inference algorithm for the model parameters and variational
parameters of our model, where we can compute closed form block coordinate ascent updates for
all but one set of parameters. Moreover, we can compute such updates ef ciently by exploiting
the special structure of the covariance of the state-space. Thus, we are left with the following

algorithm.
Data: Sequencing countg;

while ¥ —A 1-&- 151y have not convergedo

Update@x1, ° using equations 3.1 & 3.2;
Update@F &° and@F 2- F2 ,° using the forward-backward equations for HMMs;

Update( 1; using a conjugate gradient algorithm;,

Update model parameters® —&—#A ! (all in closed form);

end

Algorithm 1: LUMINATE's inference algorithm

3.5.3 Design of Simulations to Evaluate Model Performance

We designed simulations to evaluate our model's ability to infer relative abundances from noisy

sequencing data. To this end, we downloaded two dense longitudinal datasets of bacterial concen-
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trations from Buccetal. [75]: i) a dataset of 5 gnotobiotic mice colonized with a bacterial mixture
of 16 species (th€. diff dataset), and ii) a dataset of 7 germ-free mice colonized with a mixture
of 17 Clostridia strains (th®iet dataset). The&. diff dataset mice were subject taCa dif cile
challenge after 28 days (average 26 observed time points observed over 56 dayipt Hagaset
mice were fed a high- ber diet for 5 weeks, switched to a low ber diet for 2 weeks, then returned
to the high- ber diet for 2 weeks (average 47.14 observed time points across 65 days). We used
these datasets to learn the parameters of a generalized Lotka-Volterra model (gLV) [72]. We chose
to simulate trajectories using gLV because gLV has been shown to accurately describe microbial
dynamics in some cases, in particular on the datasets we used to generate model parameters (see
Steinetal. [72] or Buccietal. [75]). Speci cally, we simulated data under the model:

@) G

3 100GIC =6, siC.  gDC (3.3)
3C o1 ?=1

The GC denote the concentration of bacte@at time C and theD,1C denote external pertur-
bations (such as introduction &. dif cle and change in diet). The parametégs sg and g-»
describe growth rates, interactions, and external effects respectively. We t equation (3.3) by dis-
cretizing it and performing least squares with elastic net regularization, similar toestdirj72].

Once we learned the model parameters for each dataset, we then forward simulated trajectories
for each dataset given initial conditions of each mouse using the Runge-Kutta 5(4) method of
numerical integration as implementedRiK45 from SciPy [104]. This generated evenly spaced
time points whose number corresponded to the number of observed time points of each mouse. We
gualitatively inspected the simulated trajectories to ensure they matched the ground truth dynamics
in the original data. Thus, we generated a dataset of 5 simulated trajectories for difecle
dataset and 7 simulated trajectories for the Diet dataset.

We simulated sequencing counts on top of each ground truth trajectory under varying levels
of sequencing noise, following the framework of Silvernedral. [91]. Briey, given temporal

covariance% and noise covariance, they de ned a signal-to-noise ratio as the total variance of
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& over the total variance of

We computed the SNR under the additive log-ratio transformatiohGaR° = log 1GICG 1C°,
using altx1C° = 1alrtG1Co%—eedr!G 11C°to compute the a diagonal covariance mafrigf the
state-space give by ak1C°. The diagonal entries & measure how quickly each taxon’ai!C°
changes over time. For xe& and xed SNR, we set = diagf A—ess—A1gwhereA = ﬁ?
Thus, the sequencing noise was proportional to the variability of each taxa.

Finally, we simulated sequencing reads for each time point from the following model

Zc N1 alrtx®-"'°
log" ¢ N log 10000605°
log#c PoissoA" @

— 1 I gt
Pc= 1 143 4'C—eee_ ]
3=1

5

yc Multinomial*# p®

Intuitively, this means the average sequencing depth is approximately 10000 reads. The log-normal
Poisson distribution on the number of sequencing réaglacreases the variance in depth across
samples, to better match the high variance of sequencing depth found in real data.

Importantly, all models we evaluated make the same or more general assumptions about tech-
nical noise, and none assume gLV dynamics. &ijal. [92] assume a model equivalent to noise
under the additive log-ratio transformation with additional noise from technical zeros, prior to ob-
served sequencing counts. Silvernegal. [91] assume noisy realizations occur under the isometric
log-ratio transformation (ilr). The ilr is a linear combination of the alr, and therefore simulating
under the alr is equivalent to the ilr under a transformed the covariance matrix.

To ensure a robust comparison between methods, we also performed simulations under an al-

59



ternative noise model: a Dirichlet-Multinomial model. Speci cally, we simulated noise as follows

1
pC: W 4(“%7_ ooo_cm_ 1_1
1, 4.4

Pc Dirichlet 2tU—ese?)

yc Multinomial*#—pe

The termspcare noisy relative abundances simulated from the ground pgtfihe parameteld,
sometimes referred to as the dispersion parameter, controls the variapggarotindtg LargerU
corresponds we less variability around the mean. We estimate®51-2809using the MGLM

package [105] on th€. diff dataset, following Buccet al. [75]. Because the MGLM package
assumes i.i.d. observations we only used observations after the system converged to a stable state.
We varied sequencing counts fro#n = 5000-L0006-20000to explore sensitivity to sequencing

depth.

3.5.4 Benchmarking the Simulation Framework

We benchmarked our simulation framework by investigating the quality of simulated dynamics
and quality of the of noise model. For the former, we wanted to ensure simulated trajectories are
representative of real microbial dynamics. For the later, we wanted to ensure that our noise model
adequately capture variation observed in real data.

We used two metrics to evaluate simulation parameters informed by the following intuition.
Sequencing noise is putatively independent of the underlying dynamics. Thus, since observed
relative abundances can uctuate above or below observed trajectories, sequencing noise should
appear less “smooth” than the latent ground truth.

To evaluate quality of simulated dynamics, we learned gLV parameters on each dataset and
simulated trajectories from the same initial conditions of each sample. We used two metrics to
benchmark quality of simulated dynamics: i) root-mean-square-error (RMSE) between observed

and simulated trajectories, and ii) “smoothness” of observed and simulated trajectories. Intuitively,
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simulated trajectories from the same initial conditions as an observed sample should correspond,
while the simulated trajectory should be smoother than the observed since observed data has addi-
tional technical noise.

Speci cally, let ?31: 0 = 1231 °—---—)3‘?: °0 gand 21:0 = 1731 °—---’.A§31: %0 phe the ground
truth and simulated relative abundances of ta8r2 fl-eee—g respectively in sample 2

f1—eee—g. We compute RMSE per sample as follows

To compute “smoothness” we adapted the de nition of an L-smooth function [106]. A function

5is L-smooth with smoothness parameiteif
ks"@ ik, ! kG H,

The constant bounds changes in the derivative ®fthus limiting how quickly5and change over
an interval»G—¥ The smaller the constaht the “smoother” a function must be.
De ne %@ = ?31C to be the trajectory of taxoB. We computed smoothness of tax8s

trajectory by rst estimating@le using nite differences in NumPy [107], then computing

1 1C 1C 1°
Smoothness-Parameter, © = maxC= 2¢se) 3 ?;
2

k23, k

The second term uses consecutive samples to estimate the interval»l—)% while the rst
term puts estimates on an equivalent scale. As Smoothness-PaP&ﬂ]’j)e‘léncreases trajectories

become less smooth (i.e. less smooth).

3.5.5 Model Comparison

We downloaded the code for TGP-CODA from GitHub [108]. As TGP-CODA only runs on

a single sample at once, we ran it on each sample in each dataset individually using the default
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parameters, then combined the results. We estimated latent relative abundances by taking the
mean of the posterior samples of variables computing using the No-U-Turn Sampler (NUTS)
in PyStan [109].

We downloaded the code for the MALLARD model from GitHub [110], and extracted the code
that performed posterior inference under their moddR8tan [111]. Because the MALLARD
implementation is not a complete software package, we needed to perform two modi cations to
the code to run on our simulated data. First, we used the canonical basis instead of the phyloge-
netic basis for the isometric log-ratio transformation. This results in no loss of generality because
it only affects the interpretation of the coordinates of the state-space. Second, we changed how
samples for MCMC were initialized. The original implementation uB&tan 's black box vari-
ational inference algorithm to compute initial samples before running the NUTS sampler. How-
ever,RStan's black box variational inference can fail unexpectedly, so we resorted to initializing
samples usingRStan 's default initialization. We estimated relative abundances by transforming
posterior samples df to relative abundances, then taking the mean.

To evaluate model performance, we computed the n#®amer taxon across samples be-
tween the ground truth and estimated trajectories. Speci cally?¥ét© = 1231 °—---—)3?: 00
and 710 = 1’?f1: °—---7.l§31: %9 pe the ground truth and estimated relative abundances of taxon

3 2 f1-eee—grespectively in sample 2 f1—e+es—g. For each taxon we computed

10 2
== Corrt?31;0_231:0

&

=1

per model. The legend of Figure 3.3 describes the statistical details of the model comparison.

3.5.6 Simulations for Detection of Biological Zeros

To determine the ability of our model to detect biological zeros from technical zeros, we sim-
ulated4 taxa acros80 days under gLV with carefully chosen parameters. We picked parameters

such that one taxon would go extinct during the simulation, while forcing another taxon to re-
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main near the detection threshold. The remair@ingxa were abundant throughout the simulation.
This resulted in an approximateByto-1 ratio of true zeros versus technical zeros. We trained our
model across 10 datasets of 10 longitudinal samples each, and for each observed zero computed

the posterior probability that it was a biological ze@F & = 0°.

3.5.7 Application to Real Data

We applied LUMINATE to the C. diff dataset used initially to generate simulation parameters.
TheC. diff dataset contains both sequencing counts using 16S sequencing, and biomass estimation
using quantitative PCR. We applied LUMINATE to the 16S sequencing counts only, and estimated
relative abundances across 5 samples. We treated introductibrlidf as an external perturbation

provided to LUMINATE, in addition to including it as an taxon in the time-series model.
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Chapter 4: Accurate and Robust Inference of Microbial Growth Dynamics

from Metagenomic Sequencing

4.1 Summary

Patterns of sequencing coverage along a bacterial genome—summarized by a peak-to-trough
ratio (PTR)—have been shown to accurately re ect microbial growth rates, revealing a new facet of
microbial dynamics and host-microbe interactions. Here, we introduce CoPTR (Compute PTR): a
tool for computing PTRs from complete reference genomes and assemblies. We show that CoPTR
is more accurate than the current state-of-the-art, while also providing more PTR estimates overall.
We further develop theory formalizing a biological interpretation for PTRs. Using a reference
database of 2935 species, we applied CoPTR to a case-control study of 1304 metagenomic samples
from 106 individuals with irritable bowel disease. We show that PTRs have high inter-individual
variation, are only loosely correlated with relative abundances, and are associated with disease
status. We conclude by demonstrating how PTRs can be combined with relative abundances and

metabolomics to investigate their effect on the microbiome.

Availability: CoPTR is available fronhttps://github.com/tyjo/coptr , with docu-

mentation orhttps://coptr.readthedocs.io

4.2 Introduction

Dynamic changes in the human microbiome play a fundamental role in our health. Understand-
ing how and why these changes occur can help uncover mechanisms of disease. In line with this
goal, the Integrative Human Microbiome Project and others have generated longitudinal datasets

from disease cohorts where the microbiome has been observed to play a role [70, 19, 69, 112,
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113]. Yet, investigating microbiome dynamics is challenging. On one hand, a promising line of
investigation uses time-series or dynamical systems based models to investigate community dy-
namics [72, 75, 114, 73, 87, 22]. On the other hand, the resolution of such methods is limited
by sampling frequency, which often has physiological constraints on sample collection for DNA
sequencing. Furthermore, while such methods accurately infer changes in abundance, they do not
assess changes in growth rates.

Koremetal. [115] introduced a complementary approach to investigate microbiome dynamics.
They demonstrated that sequencing coverage of a given species in a metagenomic sample re ects
its growth rate. They summarized growth rates by a metric called the peak-to-trough ratio (PTR):
the ratio of sequencing coverage near the replication origin to the replication terminus. Thus, PTRs
provide a snapshot of population growth at the time of sampling, and their resolution is not limited
by sampling frequency.

Their original method—PTRC—estimates PTRs using reads mapped to complete reference
genomes. It has been used as a gold standard to evaluate other methods [116, 117, 118]. How-
ever, most species lack complete reference genomes, reducing its utility to researchers in the eld.
Therefore, follow-up work has focused on estimating PTRs from draft assemblies: short sections
of contiguous sequences (contigs), where the order of contigs along the genome is unknown. Each
approach relies on reordering binned read counts or contigs by estimating their distance to the
replication origin. Although less accurate than PTRC, these methods allow PTRs to be estimated
for a larger number of species. iRep [116] sorts binned read counts along a 5Kb sliding window,
then ts a log-linear model to the sorted bins to estimate a PTR. GRID [117] sorts the contigs
themselves by sequencing coverage. It ts a curve to the log sequencing coverage of the sorted
contigs using Tukey's biweight function. DEMIC [118] also sorts contigs. However, it uses se-
guencing coverage across multiple samples to infer a contig's distance from the replication origin.
Speci cally, DEMIC performs a principal component analysis on the contig by log2 coverage ma-
trix across samples. The authors demonstrate that the scores along the rst principal component

correlate with distance from the replication origin. Mtal. [119] provide theoretical criteria for
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when such an approach is optimal. Finally, other estimators have focused on PTR estimation for
speci ¢ strains [120], or estimation using circular statistics [121].

Nonetheless, using PTRs has several limitations. From a theoretical perspective, it is not clear
what PTRs estimate and how they should be interpreted. Bremer and Churchward [122] demon-
strated that under exponential growth PTRs measure chromosome replication time and genera-
tion time, but this must be checked under arbitrary models of dynamics. From a practical per-
spective, estimating PTRs at scale requires running multiple tools across multiple computational
environments—a cumbersome task.

In the present work we seek to address these issues. Our contributions are threefold. First, we
provide theory that shows PTRs measure the rate of DNA synthesis and generation rate, regardless
of the underlying dynamic model. Second, we derive two estimators for PTRs—one for complete
reference genomes and one for draft assemblies. Third, we combined our estimators in a easy-to-
use tool called CoPTR (Compute PTR). CoPTR provides extensive documentation, a tutorial, and
a precomputed reference databases for its users. We demonstrate that CoOPTR is more accurate than
KoremPTR—a reimplementation of PTRC—on complete reference genomes, and more accurate
than the current state-of-the-art on metagenome-assembled genomes (MAGs). We conclude with
a large scale application to a dataset of 1304 metagenomic samples from a case-control cohort of

individuals with irritable bowel disease [69].

4.3 Results

4.3.1 CoPTR Overview

The method we developed models the density of reads along the genome in a sample by adapt-
ing an argument proposed by Bremer and Churchward [122]. Under an assumption of exponential
growth, they showed that the copy number ratio of replication origins to replication termini in a
population, , is given by

log, ' ° = 4.1)

g
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where is the time it takes to replicate a bacterial chromosome,caisdthe ( xed) generation

time. We generalize this (see Supplementary Note C.1) for dynamic quantities:

log, ' 1C° =

3 c 4.2)
The variableg now depends on collection tin®@ When a complete reference genome is available

the PTR is an estimator for'C. However, the PTR is only correlated withC on draft assemblies
because the assembly may not include the replication origin or terminus.

The derivation also suggests that copy number along the chromosome decays log-linearly away
from the replication origin (Supplementary Note C.2). We used this fact to develop CoPTR (Com-
pute PTR): a maximum likelihood method for estimating PTRs from complete genomes and draft
assemblies (Figure 4.1). CoPTR takes sequencing reads from multiple metagenomic samples and a
reference database of complete and draft genomes as input. It outputs a genome by sample matrix
where each entry is the estimated,(PTR) for each species in that sample. It has two modules:
CoPTR-Ref that estimates PTRs from complete genomes, and CoPTR-Contig that estimates PTRs
from draft assemblies. As such, it combines the improved accuracy enabled by complete genomes
with the exibility afforded by being able to work against draft and metagenomic assemblies. For
both methods, sequencing reads are rst mapped to the reference database. CoPTR-Ref estimates
PTRs by applying an adaptive Iter to remove regions of ultra-high or ultra-low coverage. Then
it ts a probabilistic model to estimate the PTR and replication origin. CoPTR-Contig estimates
PTRs by rst binning reads into approximately 500 non-overlapping windows. It Iters out win-
dows with excess or poor numbers of reads. Coverage patterns across multiple samples are used
to reorder bins using Poisson PCA. The reordered bins serve as approximate genomic coordinates

which are used to obtain maximum likelihood estimates of PTRs.
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Figure 4.1:CoPTR Work ow. Sequencing reads from multiple metagenomic samples are mapped

to a reference database containing representative strains from complete reference genomes and
high-quality assemblies ( 90% completenessY 5% contamination). Multi-mapped reads are
reassigned to a single genome using a probabilistic model. Then, PTRs are computed for each
genome in each sample. For species with complete reference genomes, PTRs are estimated by
maximizing the likelihood of a model describing the density of reads along the genome (CoPTR-
Ref). For species with high-quality assemblies, reads are binned across the assembly, bins are
reordered based on sequencing coverage across multiple samples using Poisson PCA, and the
slope along this order is estimated by maximum likelihood (CoPTR-Contig). CoPTR outputs a
table of thelog,(PTR) per genome in each sample.
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4.3.2 CoPTR-Ref Accurately Estimates PTRs using Complete Reference Genomes

We evaluated CoPTR-Ref on simulated data. Brie y, we simulated read counts based on read
density maps generated from high coverage genomic samplescberichia coli Lactobacillus
gasserj and Enterococcus faecalifom Koremet al. [115] (Supplementary Figure C.1). The
density maps re ect differences in coverage along a genome due to GC content and mappability.
To facilitate comparison with CoPTR-Ref, we also reimplemented PTRC using code provided by
the authors. The new implementation, called KoremPTR, was designed to work with simulated
read counts and reads mapped with Bowtie2. KoremPTR showed a good correspondence with the
original method (Pearsoh j 0499, Supplementary Figure C.2).

Notably, our simulations demonstrated that CoPTR-Ref more accurately estimates PTRs than
KoremPTR (Figure 4.2, Supplementary Figure C.3), requiring as few as 5000 reads to achieve
greater thai®+95 Pearson correlation across density maps (Supplementary Figure C.3). KoremPTR
appeared to underestimate the simulated PTR, causing the difference in accuracy (Figure 4.2B,
Supplementary Figure C.3). Nonetheless, PTR estimates by KoremPTR were highly correlated
with the ground truth (Pearsoh | 0.88°. We saw the same pattern acr@sgenomic (bacteria
grown in monoculture) and metagenomic datasets (Figure 4.2C). Both methods were correlated,
but CoPTR-Ref estimated larger PTRs than KoremPTR on the same samples.

To evaluate whether variation among representative genomes per 95 % ANI clusters—an oper-
ational threshold for de ning species [123]—affects the accuracy of COPTR, we mapped the same
samples to different strains. We found that PTR estimates were robust to strain variation when the
MASH distance [124] between strains was less than 0.05—corresponding366 ANI (Figure
4.2D). These results indicate that one reference genom@58eANI cluster can be included in a
reference database without loss of information.

We also compareltbg,(PTR) estimates to changes in population siz& ofoli grown in cul-
ture. If#1C is the size of the population at tinggour theory suggests that in this restricted setting
l0og,*PTR° 3§CIogzl# 1C@°. We found a strong correlatioA(j 0°96) betweerlog,*PTR° and a -

nite difference estimate dbg,*# *C° computed from optical density measurements of the culture
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(Supplementary Figure C.4).

4.3.3 CoPTR-Contig Accurately Estimates PTRs using MAGs

Because CoPTR-Contig reorders bins, not contigs, we could directly compare CoPTR-Ref to
CoPTR-Contig using the same simulation framework (Figure 4.3A, Supplementary Figure C.5).
Estimates by CoPTR-Contig were highly correlated (Peafsqr0+9) with the simulated ground
truth with as a few as 5000 reads, but were overall less accurate than CoPTR-Ref. Our results
highlight the bene t of using the additional information provided by complete reference genomes.

To assess the applicability of our method to metagenomic assemblies, which are of variable
guality and contamination levels, we performed simulations investigating the impact on the ac-
curacy of CoPTR-Contig. We found that CoPTR-Contig is robust to the level of genome com-
pleteness, providing comparable accuracy with completeness as low as 50%. We further found
that CoPTR-Contig's estimates are robust to moderate amounts of up to 5% contamination in the
assembly from other species (Supplementary Figure C.6).

We then compared CoPTR-Contig to GRID, DEMIC, and iRep across 5 real genomic and
metagenomic datasets &. coli and L. gasseriwhere both complete reference genomes and
metagenomic assembled genomes (MAGs) were available (Figure 4.3B). We considered 10 high-
quality MAGs ( 90% completenesy 5% contamination) from the IGGdb [125] and com-
puted the correlation between tlog,PTR® estimate from each method and tbg,*PTR° from
CoPTR-Ref. For CoPTR-Ref, reads were mapped to a single complete genome (see Methods). All
10 of theE. coli MAGs were assigned to the sar88% ANI species cluster, while 8 of the 10
gasseriMAGs were from one cluster, and the remaining 2 from another. To allow for a fair compar-
ison, we changed the default parameters of each method to allow estimates on each sample—with
the exception of DEMIC which provides no command line options to change ltering criteria. We
note that almost all the samples we explored were below the minimum recommended coverage for
iRep (Figure 4.3C, Supplementary Figure C.7).

We found that CoPTR-Contig signi cantly outperforme@-yalue Y 0+05 using a two-sided
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Figure 4.2:CoPTR-Ref is accurate on simulated and real data. (AAccuracy of CoOPTR-Ref
and KoremPTR on simulated data based orEacoli genome. Performance was compared by
computing the root-mean-square-error (RMSE) of lbg'PTR® (Haxis) across 100 replicates
while varying the number of read§séxis), varying the position of the replication origin, and
varying the PTR(B) Ground truth Gaxis) and estimatedH{axis)log,'PTR across 100 simula-
tion replicates with 20000 reads. KoremPTR appears to underestimate thegytRTR®. (C)
Comparison of KoremPTRog,'PTR® (Gaxis) and CoPTRog,'PTR® on 6 real genomic and
metagenomic dataset®) Evaluation of CoOPTR-Ref'tog,!PTRC estimates using representative
genomes from different strains . coli strains, 4L. gasseristrains, and %. faecalisstrains).
Each dataset in panel C was mapped to strains from the same species, and the Pearson correlation
(Haxis) was computed for each pair of strains. When the distance between sgaxis)(s small,
l0g,*PTR’'s are highly correlated.
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Figure 4.3:CoPTR-Contig is accurate on simulated and real data. (AComparison of COPTR-

Ref and CoPTR-Contig on simulated data usingEheoli density map. Performance was eval-
uated by computing the correlatiohtéxis) between simulated and estimaig,'PTR's across

read counts@axis), randomly chosen replication origins, and PTRs. CoPTR-Contig shows high
accuracy above 5000 readB) Comparison of CoOPTR-Contig to GRiID, DEMIC, and iRep across

5 genomic (monoculture) and metagenomic datase#xis). For each dataset, reads were mapped
to a single reference genome for each species (see Methods). Performance was evaluated by com-
paringlog,*PTR® estimates from CoPTR-Ref to thay,PTR® estimate from each method across

10 high-quality metagenome assembled genomes (MAGSs; points on the gure). Signi cance was
computed using a two-taile@test (*: ? Y 0:05; **: 2 Y 10 2; ¥**: 2 ¥ 10 3; **: 2 ¥ 10 4).

(C) Number of PTR estimates from species passing the ltering criteria for each model. The mean
and standard deviation are reported for Ehecoli metagenomic gut and genomic datasets across
MAGs from (B). Error bars depict one standard deviation. Each model was also applied to 10
samples from the IBD dataset (Section C.1) using 1,009 high-quality MAGs from the IGGdb. The
total number of PTRs passing ltering criteria for each model is reported.
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pairedCtest; the 4. gasserMAGs from a different species cluster were excluded) GRID, DEMIC,
and iRepon 3, 2, and 5 of the datasets respectively. All models performed poorly ob. tip@sBeri

MAGs that were from a differeri5%ANI cluster (outliers on Figure 4.3B), recapitulating results
from the strain comparison experiment using CoPTR-Ref (Figure 4.2D). Many of the comparisons
between CoPTR-Contig and DEMIC failed to reach signi cance because DEMIC estimated fewer
PTRs overall (Figure 4.3C, Supplementary Figure C.7), resulting in fewer MAGs for comparison
(points in Figure 4.3C).

An important aspect affecting the utility of PTR inference methods is the number of PTR esti-
mates they are able to provide for a given sample. We therefore compared the number of estimated
PTRs that passed the ltering criteria of each method (Figure 4.3C, Supplementary Figure C.7).
We mapped 10 samples from the IBD dataset (Section 4.3.5) to 1,009 high-quality MAGs from
the IGGdb, and counted the number of PTR estimates. The reported estimates for GRID are based
on GRID's published minimum coverage requirement: species witBs2x sequencing cover-
age. We were unable to run GRID's high-throughput model on two systems (Ubuntu 18.04.4 LTS
and macOS 10.15) to produce estimates on this dataset. We found that CoPTR-Contig produced
more PTR estimates overall than the other models we evaluated. Importantly, this number does
not include the additional estimates from complete genomes using CoPTR-Ref. Taken together
with the improved accuracy of CoOPTR (Figure 4.3B), these results show that COPTR outcompetes
previous PTR estimation methods in both the number of estimates produced and their accuracy,

demonstrating its utility for microbiome analysis.

4.3.4 PTRs Recapitulate a Signal of Antibiotic Resistance

We next evaluated if we could use CoPTR to detect a signal of antibiotic resistaDitmivac-
ter rodentium Koremetal. [115] generated 86 samples from 3 populations eftro culture ofC.
rodentium One population was treated with Erythromycin, a growth inhibiting antibiotic; another
was treated with Nalidixic acid to whic@. rodentiumis resistant. The nal population was a

control and received no treatment.
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We wanted to see if we could recapitulate this signal using CoPTR. Similar to the original
study, we observed a difference in PTRs between the populations exposed to Erythromycin and
Nalidixic acid (Supplementary Table C.1). In addition, our results add to the original study by
assigning an effect size to each condition. We found that Erythomycin has a strong negative effect

size on thdog,PTRC, while Nalidixic acid has a strong positive effect size.

4.3.5 PTRs Are Highly Personalized

We next sought to demonstrate how PTR measurements can be used in a large-scale study.
To this end, we considered 1304 metagenomic samples from 106 individuals in a case-control
study of irritable bowel disease (IBD) [69]. Individuals in the study had two different subtypes of
IBD: Crohn's disease and Ulcerative colitis. We mapped the metagenomic samples to a database
from 1IGGdb [125] consisting of 2935 complete genomes, assemblies, and MAGSs, selected as
representative genomes from 95 % ANI clusters.

A large dataset with multiple samples per individual allowed us to investigate questions about
sources of variation for PTRs. Thus, we estimated the fraction of variation explained by differ-
ences between individuals, disease-statuses, ages, and sex. Inter-individual differences in PTRs
accounted for the largest fraction of variance largest among variables explored (Figure 4.4A),
consistent with the original study that found inter-individual variation was the largest source of
variation among the other multi-omic measure types collected [69]. Notably, PTRs were mostly
uncorrelated with relative abundances, suggesting that PTRs tag a signal of biological variation

complementary to relative abundances (Figure 4.4B).

4.3.6 PTRs Are Associated with IBD

We then asked if we could associate species to disease status through their PTRs. We found
1 species that was signi cantly associated (FR 04025, effect size= 041574 with Crohn's
disease (Supplementary Table C2ybdoligranulum spand three species with Ulcerative colitis

(Supplementary Table C.3Roseburia intestinali§@= 107 10 3, effect size= 04094), Rumini-
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clostridium sp(@= 25 10 ?, effect size= 0+138), andSubdoligranum sp(@= 269 10 2,
effect size= 0-168). (Figure 4.5A). Notably, Vileet al. [126] also report an increased PTR in
R. intestinalisin individuals with Crohn's disease and Ulcerative colitis in a separate cohort, us-
ing PTRC. We did not not observe a signi cant association between the relative abunddtce of
intestinalisand disease status, nor did V#aal. [126]. Altogether, our results provide additional
evidence thaR. intestinalismay play a role in Ulcerative colitis, observable only through analysis
of growth dynamics.

For the remaining investigation we focused Rnintestinalis We asked if we could assess
the impact of various species éh intestinalisby associating relative abundances across species
estimated with MetaPhlAn2 [127] with ileg,'PTR® (Supplementary Table C.4). We found two
species with a positive association wig intestinalis and one with a strong negative associ-
ation (Figure 4.5B). Finally, we investigated if we could relate metabolomic measurements to
l0g,*PTR’s (Supplementary Table C.5). We found two metabolites with a positive association
with the log,'PTRC of R. intestinalis Notably, one of them—2-hydroxyglutarate—is part of the

butanoate metabolic pathway, aRdintestinaliss a known butyrate producing bacteria.
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Figure 4.4: PTRs are highly personalized and uncorrelated with relative abundances. (A)
Fraction of variance oflog,'PTR° explained per species by variation between individuals,
disease-statuses, age, and sex. Inter-individual variation accounts for most variation in among
log,*PTR’s of the variables explored.(B) Correlation between standardizéub,*PTR® and
log,trelative abundanéeon species matched to relative abundances from MetaPhlAn2 (left) and
directly estimated from read counts from reads mapped to the IGGdb reference database (right).
(C) Boxplots of thelog 2:PTR® (Haxis) of Parabacteroides distasongross individuals&axis).

P. distasonisvas the most signi cant species when testing for individual differences using the
Kruskal-Wallis test on controls only. Individuals are labeled by disease status (C: control; R:
Crohn's disease; U: Ulcerative colitis), and thiaxis are thdog,'PTR° per individual. Sam-

ple sizes are displayed in red. In most individuals the PTR.afistasonisexhibits only small
variations among samples, but large variation across individuals.
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Figure 4.5: Association of logp!PTRs with disease status (A), relative abundances (B), and
metabolomics (C). (A)log,!PTR°Bcan be used to associate species with disease status. Signi -
cance was assessed by a tting a linear moddbtn*PTR® per species and correcting for false-
discoveries @values denote false-discovery rate). PTRs can be combined with relative abundances
to assess species interactigB3 or the impact of metabolitgd<C).
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4.4 Discussion

Peak-to-trough ratios (PTRs) have the potential to be a valuable tool for investigating micro-
biome dynamics. Here, we provided theory giving PTRs a biological interpretation. We introduced
CoPTR, a software system combining two methods for estimating PTRs: CoPTR-Ref estimates
PTRs with the assistance of a complete reference genome, and CoPTR-Contig estimates PTRs
from draft assemblies. We showed that CoPTR-Ref is more accurate than KoremPTR, the cur-
rent gold standard for PTR estimation from complete reference genomes. We also showed that
CoPTR-Contig was more accurate than the current state-of-the-art for PTR estimation using draft
assemblies, while providing more PTR estimates overall. Importantly, COPTR is easy to use, has
extensive documentation, and provides a precomputed reference database for its users.

When building CoPTR we focused on estimating PTRs per species, rather than per strain. Our
goal was to allow CoPTR to be applied to recent database efforts that combined representative
genomes from MAGs, assemblies, and complete genomes clustered at approximately 95% aver-
age nucleotide identity [128, 129, 130, 125, 131, 132]. There are bene ts and drawbacks to this
approach. The major bene t is reduction in database size, and therefore in computational time re-
quired for read mapping. The larger IGGdb database of all high-quality gut MAGs from Nayfach
etal. [125] contains 24,345 genomes which is considerable larger than the 2935 genomes used
here. Our results showed that PTR estimates from the same samples mapped to different closely
related strains were highly concordant. Thus, there is not much to be gained from including all
strains in the reference database. Nonetheless, the drawback is that CoPTR may not distinguish
differences in PTRs across samples due to differences in strains.

We also focused on estimating PTRs from high-quality MAG80% completenessy5%
contamination). Inference from MAGs is more challenging than other assembly types, due to
differences in assembly completeness and contamination from other species. Many things can go
wrong during the assembly processes. These, in turn, can affect PTR inference. In our opinion, it

is better to have fewer high-quality estimates than more poor-quality ones, and for this reason we
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have chosen strict inclusion criteria for MAGs.

Our results on the IBD dataset showed that PTRs were highly personalized, mirroring results
from other measurements in the original study. The largest fraction of variance observed was
attributable to inter-individual variation. Additionally, PTRs were uncorrelated with relative abun-
dances. These facts combined suggest that PTRs are tagging some source of biological variation
not captured by other measurement types, and can complement other approaches for interrogating
the microbiome.

There are other bene ts to using PTRs as well. Compared to relative abundances, PTRs have
a clearer biological interpretation, because an increase in relative abundance does not necessarily
correspond to an increase in population size. In contrast, we showed that an increase in PTR in
a species corresponds to an increase in the rate of DNA synthesis, and that an increase in the log
PTR corresponds to a decrease in generation time. Either of these facts can be used to generate
hypotheses about the drivers of differences across conditions. Furthermore, because PTRs provide
a snapshot of growth at the time of sampling, they potentially alleviate the need to perform dense-
in-time sampling typically needed to detect dynamic changes. This suggests that it may be more
cost-effective to sequence more individuals, rather than more samples per individual. Finally, we
showed that relative abundances and metabolomic pro les can be used to associate species or
metabolites with PTRs. Altogether, our study demonstrates that PTRs can provide new approaches
for investigating community interactions, relating multiomic measurements to the microbiome,

and for investigating the relationship between microbiome dynamics and disease.

45 Methods

4.5.1 CoPTR Implementation

Read mapping. Reads are mapped using Bowtie2 [133] using the parardet&0 to allow up
to 10 mappings per read. We chose this parameter after observing that 99% of reads mapped to
10 or fewer locations on the IGGdb using a subset of 10 samples from the IBD dataset. Reads

with fewer than 10 mapping were assigned using a variational inference algorithm described in
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Supplementary Note C.3. In present work, reads with 10 (or more) mappings were discarded from
downstream analysis. However, COPTR has a command line argument to adjust this setting.
Before reassigning multiply mapped reads, reads are ltered by alignment score. Alignment
score is more sensitive than mapping quality, since different alignment scores can result in the same
mapping quality. Bowtie2 assigns penalties to mismatched bases weighted on their quality score.
Bases with a perfect quality score receive a -6 penalty for a mismatch, decreasing as the quality
score decreases. For aread of lerigtive Itered out reads with a score lesstha® ! 11 0¢95°.
Given a read with perfect quality scores, this corresponding to removing reads with less than 95%
identity to the reference sequence. Of course reads do not have perfect quality scores, so this

threshold is less strict than 95% identity.

CoPTR-Ref. PTRs from species with complete reference genomes are estimated with CoPTR-
Ref. Regions of the genome with excess or poor coverage per sample are rst Itered out in two
steps. In the rst step we apply a coarse-grained Iter by binning reads into 500 bins. hetthe
medianlog, read count across nonzero bins, @tte larger ofl or the standard deviation &g,
read counts in nonzero bins. Bins are ltered out if they fall outside the intérval Upgos—<,
Up.025°, WherelUg.zs is the two-sided1 04022 critical region from ar¥ *<— B distribution. After
the coarse-grained lter, we apply a ne-grained lter by computing read counts across a rolling
window encompassint2e5% of the genome. We apply the same ltering criteria around the center
of each window.

After ltering, the remaining bins are concatenated, and read positions normalized so that they
fall in the unit interval»0-1% Let G 2 »0-1V.be the coordinate of a rea@y be the coordinate

of the replication origin, an@z = G, 0°5° mod 1be the replication terminus. We estimate the
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log,*PTR° and replication origin across all samples by maximizing the likelihood of the model

U= log, A _log, 2'G° log, 7*Q°

G & G &

G=minfG-Q@

G=maxd¥G-Q@
élogz NFif G= G

2@ =
;Iog2 NRIFG=G
% UG G°, 21G° ifG G
log, 7?G=_wG G°, 21G° IfGQGYGY& (4.3)

UG G°, 2G° ifG G

We describe how to computeg, ?*GP, log, ?*G?, and the normalizing constant in Supple-
mentary Note C.2. We maximize the likelihood using 8ieSQPoptimizer inSciPy [104]. We
rst maximize with respect to each sample separately to get initial estimates ddghePTRC
per sample, then jointly estimate the replication origin given these estimates. Finally, given the

estimated replication origin from all samples, each individog}*PTR is updated once more.

CoPTR-Contig. PTRs from species with draft assemblies are estimated with CoPTR-Contig.
Reads across contigs are binned into approximately 500 bins (adjusted such that the average length
of each bin is divisible by 100bp). We choose 500 bins, rather than xed bin size, so that the model
would behave similarly across genomes of different lengths. We then apply a similar coarse-
grained lter to thelog, read counts binned into 500 bins. Bins that are Itered are marked as
missing for the Poisson PCA step.

The remaining bins are reordered by applying a Poisson PCA to read counts across samples.
Let be the number of bins, andl the number samples. L& gbe the read count in bih from

sample§ and let = fGg: bin 1is not missing from sampl@. In Poisson PCA, we model the
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read count in each binusingamatrix=+, 2R * R # with low-rank structure. Speci cally,

we assume rank 1 structure where2 R 1 and+ 2 R! #. The read counfgis modeled by

Gg Poissoaexpf F1EQg° (4.4)

The parameters and+ are estimated by iteratively maximizing the likelihood

1 —+0= © log ?'!Gg,—+ ° (4.5)
11-®
with respecttq then+ until convergence.

The scores for each biR; are used to rank bins from low to high, representing approximate
distance from the replication origin. Bins are reordered by their rank, then for each sample the top
and bottonb% of bins removed. Th#g,*PTR is estimated by maximizing a discretized version
of equatiomMs3 using theSLSQPoptimizing inSciPy , xing the replication origin at one end and

terminus at the other.

45.2 Simulations

To generate realistic simulations we computed read density maps by mapping reads from ge-
nomic (monoculture) samples to reference genomes where the strain was known. For each density
map, we computed the read count in 100bp bins, then divided by the total number of reads to obtain
empirical probabilities that a read originates from a location in the genome. These probabilities
are conditioned on the PTR in the sample. We therefore used KoremPTR to estimate the PTR for
each sample using the replication origin from the DoriC database [134], and reweighted the prob-
abilities by the estimated PTR. Speci cally, 18— *ee—?be the unadjusted probabilities that a
read originates from a bin, |&4— ¢*+2 be the probabilities under the model given the replication

origin and PTR, and le®—*+*2; be the adjusted probabilities. The adjusted probabilities are

log, %= l0g, % log, s, # (4.6)
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where# is the normalizing constant.

We generated density maps fiér coli from a genomic sample with 894,685 reads (14x cov-
erage), a.. gasserisample with 2,645,206 reads (104x coverage), Bnthecaliswith 581,836
reads (14.75x coverage) from Koregtal. [115]. Supplementary Figure C.1 displays the adjusted
density maps. When simulating data, we performed the reversed adjustment by the simulated
replication origin and PTR. Givef®—«e+2,  and theoretical probabilities for the simulated PTR
and replication origir?,— ee*2; , we computed the probability that a read is derived from8iig
computing

log, ?s=log, 5, log, 75, # 4.7)

To compare CoPTR-Ref and KoremPTR, we performed 100 simulations each for read counts
of 1000, 2500, 5000, 10000, and 20000. For each simulation, a random replication origin and PTR
is chosen. Reads counts in 100 bp bins are simulated based on the adjusted probabilities described
above, then converted to genomics coordinates. The coordinates are provided to CoPTR-Ref and
KoremPTR to estimate PTRs.

To evaluate CoPTR-Contig, we performed 20 simulation replicates consisting of 100 samples
each, while varying the number of simulated reads. Because PTR estimates can be sparse, we
processed samples in batchesbaio explore how well CoPTR-Contig reordered bins at small

sample sizes.

Completeness and contamination experimentsWe extended our simulation framework to in-
vestigate genome completeness and contamination usirg. tbeli density map to perform our
simulations. To simulate genome completeness, we held our random fragments of the reference
genome in 1% increments selected uniformly at random. The remaining sections of the genome
were treated as contigs, and reads were simulated from the contigs. To simulate genome con-
tamination, we simulated reads from two separate genofesoli andL. gasseri For a given
contamination percentadg reads were simulated from tlie coli genome, setting the complete-

ness percentage M0 2. Then, simulated read counts from contigd.irgasserigenome were
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added until the percentage of contaminatior_bgasseriwas2.

4. 5.3 Datasets and Reference Genomes

We downloaded genomic samples from Koretal. [115], and metagenomic samples from the
Human Microbiome Project [12] and the IBD dataset [69]. Vaginal and gut metagenomic samples
from the Human Microbiome Project were selected by mapping reads to reference gendnes of
coli andL. gasserj and retaining samples with more than 2500 mapped reads. Gut samples of
L gasserifrom the IBD dataset were selected based on whether CoOPTR had an estimated PTR.
Complete accession numbers per experiment are listed in Supplementary Table C.6.

To compare estimates across reference genomes, we downloaded reference genomes from
NCBI. Accession numbers for genomes and MAGs are listed in Supplementary Table C.6. We
selected genomes from eachkafcoli, L. gasserj andE. faecalismatching the strains reported by
Koremetal. [115], and performed comparison on genomic samples using these strains. Distances
between reference genomes were computed using MASH [124]. The genomes NC_007779.1,
NC_008530.1, and NZ_CP008816.1 corresponds to the strains used by &@kfi15].

To compare estimates across MAGs, we downloaded high-quality assemblies from Ngtyfach
al. [125]. On both complete references and MAGs, we noted.fgasserithat genomes were
from two different 95% ANI species clusters. For the MAGs, 8 were from one cluster and 2 from
another. To compare PTR estimates frongasseriMAGs to CoPTR-Ref estimates, we selected a
reference genome corresponding to the species cluster with 8 MAGs. We did this by downloading
a complete genome in the same species cluster identi ed by Nagfaadh[125], and computing
the MASH distance with genomes above. We found one genomeOMMASH distance to the
species cluster which we used for analysis.

When performing the model comparison and theodentiumexperiments, we mapped reads

to one genome at a time using Bowtie2's default parameters.

84



4.5.4 Antibiotic Resistance Experiment

We applied CoPTR to a dataset of 86 longitudinal samples from three populati@hs@f
dentium Samples were taken from three periods of the experiment: a treatment period where the
antibiotic was applied, a recovery period when the antibiotic was removed, and a stationary period.
The structure of the experiment requires variables to account for the sampling time under each
period. LetP = fTreatmentRecoveryStationary, and for eact? 2 P denote) , as the number

of time points. We t the following model:

0 B!
|0921PTR’ =0 AHL AH s 0#0; 1#0; . 1, 1, s O?C , N (48)
22P GO
The parameterg-, say that the mealog,!PTR® differs under each period, arh model direc-
tional changes within the period over time. The varialfleg; and O4o. measure the effect of
each antibiotic on théog,*PTR°. While the model is somewhat complex, it is a re ection of the

sampling process and dynamicsitofvitro populations in culture.

4.5.5 |BD Dataset Experiments

We downloaded a dataset of 1304 metagenomic samples from 106 individuals as part of a case-
control study investigating irritable bowel disease [69]. We genelagdP TR estimates using
CoPTR. Sequencing reads were mapped to the IGGdb [125] database of representative genomes
from high-quality MAGs, assemblies, and complete reference genomes selected from 95% ANI

clusters using CoPTR's wrapper around Bowtie2.

Computing the fraction of variance explained.Let A gbe the9th PTR of a species observed in

categorical variabl8(i.e. an individual, age group, sex, or disease status). To compute the fraction
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of variance explained we t the random effects model

log, A9= ", * 8, MNeo (4.9)
*g #10-fZ0 (4.10)
Neo #10-f20 (4.11)

2
and reporteqﬁ per species. Because individuals accounted for a large fraction of variation,
we selected one PTR at random from each individual to estimate variance components for disease
status, age, and sex. For age, we divided individuals into a younger and older group using 18 years

as a cutoff.

Correlation with relative abundances. We computed correlation with relative abundances in two
ways. We matched species nhames from PTRs to estimates from MetaPhlAn2 [127], and computed
relative abundances from the read counts mapped using CoPTR. For each species with more than
25 PTRs, we computed standardidzed,'PTR® and standardizelbg,*Rel Abur? by subtracting

the mean and dividing by the standard deviation, then concatenated the resulting estimates from

all species together.

Associating PTRs with disease statu3ecause individuals have multiple samples, PTR estimates
from the same individual are not independent. Therefore, we tested for a difference in means
between cases in controls by taking the mean per individual and adjusting by sample size. We
chose this strategy over a linear mixed model because it has higher statistical powgsbkedhe

9th estimate of aPTR in a,species for individ@det =gbe the total number of PTRs in individual

. [
8for that species, an& = :i o1 P89 We tthe model

8

P

~

Slog,A="5% | o

* =intercept, V lis 5 case
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We computed?-values separately for each species and disease status, and adjusted for the false
discoveries using the Benjamini-Hochberg procedure [135]. We limited our investigation to species

with at least 10 PTR estimates in both cases and controls.

Associating PTRs with relative abundances and metabolomicsBecause relative abundances
and metabolite quantities change per sample, we could not use the same association procedure. We

therefore used the linear mixed model

logAseo=", *g, VG, o

where™ is a xed mean* gis a random effect for each individudh is the measurement of in-
terest (a relative abundance or metabolite quantity). For metabolites, we used a log transformation
with pseudo count 1 for zeros following the original study [69]. For metabolites, we limited our
associations to named metabolites in the Human Metabolome Databasdues were adjusted

for false-discoveries using the Benjamini-Hochberg procedure [135].
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Conclusion

The human microbiome is a dynamic ecosystem with many factors that in uence how it changes
over time. Understanding these factors can help elucidate its role in human health and disease. This
dissertation focused on several challenges to modeling microbial dynamics. Chapter 2 focused on
modeling community dynamics using relative abundances. The predominant techniques for pro-

ling the microbiome using amplicon sequencing only provide information on the proportions of
taxa in a community, which has important statistical consequences. For instance, increases or
decrease in the relative abundance of a taxa over time may not re ect population size changes.
Thus,a priori relative abundance data only provides indirect information about the microbiome.
Chapter 2 focused on addressing these issues. In it, we introduced a compositional Lotka-Volterra
model for describing community dynamics from relative abundances. We showed the model accu-
rately described community trajectories over time. We then compared several common modeling
assumptions, and provided a proof-of-concept for when direct effects and direct interactions be-
tween community members are recoverable from relative abundance data. Chapter 3 focused on
modeling technical noise in longitudinal experiments. The relative abundances estimated from
DNA sequencing are only a noisy representation of a latent community state. Technical noise can
obscure biological signals. Eliminating technical noise by inferring latent community states may
help provide new insight into biological signals.

Advances in amplicon sequencing techniques, and other sequencing methods, may lead to al-
ternate approaches that avoid compositional data and its associated challenges. Amplicon sequenc-
ing can combined with quantitative PCR could provide density measurements of the microbiome.
However, quantitative PCR requires two separate sequencing processes. One to count the microbes
in a community, and another to estimate biomass. Alternatively, a promising approach introduces
“spiked-in” bacteria of a known concentration, avoiding the need for two separate sequencing pro-
cesses. The spiked-in bacteria is chosen so that it is likely not present in the community of interest.
The known concentration of the spiked-in bacteria can be used to infer the concentrations of the

other species in a sample. Approaches based on spiked-in sampling may alleviate the need for
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compositional modeling of dynamics. Nonetheless, it does not resolve compositional data chal-
lenges in data that have already been collected. Furthermore, “spiked-in” sampling still suffer from
limitations of technical noise, and the work of Chapter 3 could be adapted to this setting.

Advances in DNA sequencing technology will not solve problems posed by physiological and
logistical constraints on sample collection. The resolution of any method using longitudinal sam-
pling is limited on the collect time between samples. Pro ling the gut microbiome, for example,
requires the available of fecal material for DNA extraction. The frequency of sample collection is
limited by the frequency of bowel movements. In addition, costs may prohibit dense longitudinal
sequencing, particularly in exploratory studies or studies with large cohorts. Consequently, in hu-
mans, samples are often several days, weeks, or even months apart. It is not clear how relevant
dynamic models are these time scales, nor if the microbiome operates on a sub-daily scale. The
work of Chapter 4 provided a way around this limitation.

Bacterial growth rates are re ected in sequencing coverage along the genome of each species in
a sample. The work of Chapter 4 provided a method for estimating growth across a large number
of species. Because the growth rate is calculated from a single sample, the method developed
provides information about dynamics at the time the sample was collected. Chapter 4 provides a
complementary approach to the time-series modeling in Chapter 2 because it investigates growth
rate directly. In contrast, the work in Chapter 2 mostly focused on community interactions and the
effect of external perturbations.

Because the method in Chapter 4 provides an estimate of growth rates at the sampling time,
it facilitates alternate study designs that are not necessarily based on longitudinal sampling. In
particular, sample collection can be coordinated with speci c interventions to help uncover causal
effects. A study design based on longitudinal sampling would need to collect samples from imme-
diately before and after the intervention. With growth rate estimates, individuals can be assigned
to either receive the intervention, or to a control group, and a single sample collected from each in-
dividual. Growth rates could be compared among both groups. Consequently, the work of Chapter

4 also suggests that a more effective study design may generate samples from more individuals,
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rather than more samples within an individual. If longitudinal measurements from the same indi-
vidual are not required to uncover something about community dynamics, it may not be bene cial
to generate multiple samples from the same individual. Instead sequencing efforts should focus on
generating data from a larger cohort.

This dissertation leaves several interesting avenues for follow-up work. The modeling in Chap-
ter 2 uses a rudimentary correction for sequencing noise based on elastic net regularization, while
Chapter 3 develops more sophisticated methodology that models the data generation process. The
ideal approach would combine the model of community dynamics in Chapter 2 with the method
for modeling technical noise of Chapter 3. Combining these methods is not trivial. The computa-
tional approach of Chapter 3 does not apply if the model of dynamics is non-linear, as is the model
of Chapter 2. Additional methods development in parameter inference for non-linear dynamical
systems are likely required, which is beyond the scope of this work.

Chapter 4 showed that estimated growth rates corresponded to the number of genomes added
to a community, expressed in a time-scale related to the time it takes a species to replicate its chro-
mosome. If this could be combined with the number of genomes removed from a community, full
models of community dynamics could be t with single samples from each individual—provided
the dynamics across individuals or in a cohort are the same. The main dif culty is the time-scale.
For most bacteria, the time for chromosome replication is unknown and must be measured experi-
mentally. Since most bacteria cannot be cultured, this is not an easy task. Thus, for this approach
to be feasible two problems needed to be solved. First, a method needs to be developed to esti-
mate chromosome replication time from metagenomic sequencing. Second, a method is required
to estimate genome removal over this interval, or another interval where the time scale is known.
Solving these problems could be a major advance in the eld. The work of Chapter 4 is a small

step in this direction.
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Appendix A: Supplementary Material for Compositional Lotka-Volterra

Describes Microbial Dynamics in the Simplex

A.1 Changing the Denominator of the Additive Log-Ratio Transformation

Given parameters with respect to one choice of denominator of the additive log-ratio, <@y
we can obtain parameters for any other choice of denominator. For instance, if we are interested in
the relationship between speck&snd 9 we can express how their log ratio changes over time as

follows:

3 cgC 3 @ 3. cgC
2409 —5 =3dog —5  —log —= Al
3c¥ e 3c¥ e 3¢ (A1)
@) %
=16 6¢, 1 g 9:°Cc.1C, 1 go  ofDC (A.2)
=1 ?2=1

A.2  Solving For $cg'C

We can also express cLV as a dynamical system in terms of derivatives with respect to relative

abundanceé&gfor 8= 1—-ee¢ , First, note

O1
c =1 Co (A.3)
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where we have written the two matrices of the previous equation with a more suggestive form.

Applying the Sherman-Morrison formula allows us to write the inverse in closed form.

Ci Ci

o) & a
. -0, :9Co, 2 Dp (A.13)
« =1 ?=1

(A.14)

A.3 Compositional Lotka-Volterra under the Isometric Log-Ratio Transformation

We noted in the main text that we could de ne a compositional version of gLV under other
compositional data transformations. Here, we demonstrate a dynamical system based on the iso-
metric log-ratio transformation (ilr). First, we de ne column vector

h [

1~1(0 — Cg'C c i!C
alrtc:C — L (A.15)

[90] show that the additive log-ratio transformation can be expressed as a linear transformation of

the ilr transformation.

alrict@ = J)*) jlric1@e (A.16)

105



where

eee D 42R 7 T withDyDo= Xg9 (A.17)

) = 1 , 2R ¥ . (A.18)

Here we use ) and*) since [90] use row vectors instead of column vectors—the transpose en-
sures consistency between the different notations. The vebi@sse from a choice of basis,
432 S , in the simplex under the Aitchison geometry that de nes the isometric log-ratio transfor-

mation. If we substitute the alr for an equivalent representation of the ilr, we get a new system
3anciee=6. ¢1@. Die= )*) Sjriciee (A.19)
3¢ : = 3¢

Note that )*) 2 R® " T jsinvertible. Again following [90], de ne the Moore-Penrose

generalized inverse of F
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Given6;,, |, and i, we can directly solve for the relative paramet8rs , and  which

correspond to the relative parameters of gLV.

6= )*) 6y, (A.23)
EERARET (A.24)

A.4  Supplementary Figures

Figure A.1. Comparison between elastic net and ridge regression on simulations with se-
guencing noise. Root-mean-square-error (RMSE; y-axis) between ground truth and estimated
interactions, ground truth and estimated growth rates, and predicted trajectories from initial con-
ditions on held out data across 50 simulation replicates. Community trajectories were simulated
under cLV, then noisy sequencing counts to with depth of 25000 reads per sample.
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Figure A.2:Performance of parameter estimation with elastic net regularization with respect

to sequencing depth. Root-mean-square-error (RMSE; y-axis) between ground truth and esti-
mated interactions, ground truth and estimated growth rates, and predicted trajectories from initial
conditions on held out data across 50 simulation replicates. Community trajectories were simulated
under cLV, then noisy sequencing counts with increasing sequencing depth.
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Figure A.3:Performance of parameter estimation with elastic net regularization with respect

to time between observations.Root-mean-square-error (RMSE; y-axis) between ground truth
and estimated interactions, ground truth and estimated growth rates, and predicted trajectories
from initial conditions on held out data across 50 simulation replicates. Community trajectories
were simulated under cLV. Observations were selected from simulated sequenced space 1, 2, 4, or
6 days apart. Noisy sequencing counts were simulated with a depth of 25000 reads.
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Figure A.4: Robustness to choice of denominatorSimulated parameters were estimated once
for each taxon in the denominator per simulation replicate. The variance in RM&%&S) across
denominators per replicate was computed to assess how choice of denominator impacted parameter

estimates.
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Figure A.5: Ground truth and predicted trajectories on the Diet dataset. Ground truth relative abundances (top), and predicted
trajectories under each model. Each column is one sample. Scatter plots give the difference in square error per time point between each
model evaluated and cLV (sé#label). Values above 0 (dashed line) indicate cLV is making a better prediction, while values below zero

denote the opposite.
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Figure A.6: Ground truth and predicted trajectories on the C. diff dataset. Ground truth relative abundances (top), and predicted
trajectories under each model. Each column is one sample. Scatter plots give the difference in square error per time point between each
model evaluated and cLV (séfabel). Values above 0 (dashed line) indicate cLV is making a better prediction, while values below zero

denote the opposite.
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Figure A.7:Ground truth and predicted trajectories on the Antibiotic dataset. Ground truth relative abundances (top), and predicted
trajectories under each model. Each column is one sample. Scatter plots give the difference in square error per time point between each
model evaluated and cLV (sé#label). Values above 0 (dashed line) indicate cLV is making a better prediction, while values below zero

denote the opposite.



Figure A.8:Model performance when predicting the nal time point on the Antibiotic dataset.
RMSE (Haxis) between ground truth and predicted nal time point for each sample across models
(Gaxis).

Figure A.9: Estimated model parameters using gLV on the Antibiotic dataset. Estimated
external perturbations (A) and interactions (B) using gLV with elastic net on the Antibiotic dataset.
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Appendix B: Supplementary Material for Ef cient and Accurate Inference

of Mixed Microbial Population Trajectories from Longitudinal Count Data

B.1 Supplementary Figures
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Figure B.1:0bserved and simulated trajectories under theC. diff dataset Stacked bar plots
give the relative abundances from observed sequencing counts (left) and simulated trajectories
(right). Each row corresponds to one sample. Simulated trajectories closely recapitulate observed

ones.
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Figure B.2:0Observed and simulated trajectories under theDiet dataset Stacked bar plots give
the relative abundances from observed sequencing counts (left) and simulated trajectories (right).
Each row corresponds to one sample. Simulated trajectories closely recapitulate observed ones.
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Figure B.3: LUMINATE is robust to choice of noise model. Simulation evaluation on recon-
structing latent community trajectories using a Dirichlet-Multinomial model of sequencing noise.
Mean/ (y-axis) between ground truth and estimated relative abundance trajectories per taxon av-
eraged over samples, evaluated at varying sequencing depth and datasets (x-axis). Signi cance is
computed using the Wilcoxon signed-rank test (ns: not signi cant?*Y 0:05; ** : ? Y 0:01;

k2 Y 00001).
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Figure B.4:Reconstructed trajectories by LUMINATE on real data. Observed relative abun-
dances (left) and estimated relative abundances (right) by LUMINATE on th&rahiff dataset
used to estimate simulation parameters from prior experiments.
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Appendix C: Supplementary Material for Accurate and Robust Inference of

Microbial Growth Dynamics from Metagenomic Sequencing

C.1 PTRs Measure DNA Replication and Generation Time
Here we adapt an argument from Bremer and Churchward [122] to show that PTRs provide
information about DNA replication and generation time. We need two parameters

1. : The time required to replicate the bacterial chromosome after replication begins.

2. g: The generation time.

In microbiology, the generation time is de ned to be the population doubling time under expo-

nential growth. If the population size at tin@s given by
#1C = #0209

the generation time is equivalent to the cell doubling time, and is inversely proportional to the log
population growth raté[‘g—z.

Most bacteria have a single circular chromosome. Replication begins at a single replication
origin, and two replication forks move in either direction along the chromosome until the replica-
tion terminus. Under the above model Bremer and Churchward [122] showed that that the ratio of

average number of replication origins in a cetb average replication terimii
o) =2 °Je

Therefore



We want to show this hold in general—regardless of the fors &2. The argument has three
steps. First, we will compute the average rate of DNA synthesis. Second, we will x the rate
of DNA synthesis to compute how many genomes will be added over an interval of time. Third,
given the number of genomes added over an interval we can solve for the generation time using its
de nition.

Let 1C be the number of replication origins at tiffeand let) 1€ be the number of replication
termini. Once DNA replication begins, the two strands of the chromosome separate, and replication
forks proceed along both sides of the chromosome. This nm)gahgives the number of complete
genomes in the population, since once replication nishes a new completed genome, and therefore

terminus, has been added. It follows that the number of replication forks aCisyggven by
21 1(9 ) 1@0,

The rate of chromosome replication is essentially constant [136], so each fork produces DNA at a

rate of 2i Therefore, the rate of DNA synthesis in the population is
1 1 1@ ) 1@0 °

Since) 1C gives the number of complete genomes, dividing B gives the rate of DNA synthe-

sis per genome

111 )1@0 1

)1(9 = 110 10
'1 = 1(9: 1Go
Ty e

' 1C corresponds to the PTR. This demonstrates tH& is correlated with the average rate of
DNA synthesis.
Given a particular timgg we want to compute how many genomes will be added over an

interval. For convenience, 18p =) 1G° and' o = ' 1@°. The termi1' ; 1° says that each
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genome afg adds' ¢ 1 genomes over time. Hence, the number of genomes added over
»Mo— 6, Yds equal to the current number of genompgs,plus then number of genomes added,

)o' o 1°. Therefore
# genomes added oveG—€, ¥F)o, o' o 1°=)¢' o

Note that the equation says nothing about genomes removed during this period.

Now we want to apply the de nition of generation time. The de nition states that generation
time is equivalent to population doubling under exponential growth. Thus, we want to know how
long it would take for the number of genomes to doullegiven a xed' . Treating the number

of genomes as continuous, we can write
C . G
) G, — =)o, (C.1)
So we need to solve
o=)o' Y 9 log,' 0= —

which is what we wanted to show.

A consequence is that under exponential growth
)iC=)o g
Taking the derivative ofog,) we get
3 1 ,
3—C|092) 1C=—log," o°

In this speci c case; 1C corresponds to changes in population size.

There are key conceptual differences between our argument and Bremer and Churchward [122].
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Bremer and Churchward [122] start with an assumption of the #oA®, and derive expressions
for 1Cand) 1C using the parameters , and an additional parameterthat measures the time

between genome replication and cell division. Speci cally, they assume

#1Q = #2009
10 = (209
) 1C =) 2%9

Under exponential growth each of these quantities count the same thing but shifted in time, so

0=#021 . Oeg

Yo=#02 "9

In contrast, here we do not want to assume a speci ¢ form#fe®, 1C and) *C. In general,
we want 1C and) 1C to arbitrary, and re ect some underlying model of dynamics. We derive an
expression for DNA synthesis under arbitrad® and) *C. We solve forg*C by applying the

de nition of generation time.

C.2 Modeling the Density of Reads Along the Genome

The results of the previous section demonstrated|dtgt ) © = 3 where is the average
number of copies of the replication origin in a population, aind the average number of copies of
the replication terminus (we have dropped the explicit dependen@foomotation). Suppose we
are interested in the ratio of the average copies of an arbitrary positedong the chromosome
to the replication terminus. Let be the average copies of and let  be the time it takes the
replication fork to move from to the replication terminus. Note that before the replication fork

crosses there is only one copy, and after the fork crossdbere are two copies. Thus, replacing

123



with  and with  inthe previous argument shows that
1 ) [o]
also gives the rate of DNA synthesis. Therefore

log,t ) °= )

If we assume that chromosome replication happens at a constant rate along the genome, then
depends on the distance fromto the replication terminus. Lédtbe the shortest number of bases
between the origin and, such that if we move from origin to the we do not need to cross the
terminus. Let3 be the number of bases from the origin to the terminus, and d& rels 3. Then

= 11 5° Rearranging terms from above, we have

log,?) °©=log, ° —
9% 92 g

11 50
|ngl) 0 — Iogzl (o] E — Iogzl (o] -

g

Subtracting the rst equation from the second, and rearranging terms
5
5 logt °=logyt ° i

Consequentially, the average copies of positiotlecays log-linearly with distance from the repli-
cation origin.

This also means that any probabilistic model of reads along the genome, coverage should decay
log-linearly away from the replication origin. Therefore, we propose the following model. Let
»0-1Yrepresent coordinates along a continuous approximation of a reference genomé. i§ hus

the beginning of the reference, ahds the end. The model parameters are the origin pos@on
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terminus positiorz= G, 05° mod 1, and PTRA We want a probability density given by

U= log, A _log, 2'G° log, 7*Q°

G G G G
G=minfG-Q@
G=maxXG-Q

élog2 NFif G= G
2@ =

;Iog2 NRIFG=G

% UG G°, 21G° ifG G
log, 7?G=_wG G°, 21G° IfGQGYGY&

UG G°, 2G° ifG G

We need to computieg ?*G° andlog ?1GP such that

1
1
2log, 2@ _ 1,
0

We can use the integral, and the constraint tbgy ?*G® log, ?*G® = log, Ato solve for each.

There are two cases. & G; then

h i
log, 21GP = log,In2 log, % 2UG UG G° ol o U G°logA 5 logA

log, G = log, 'GP log, A
If &Y G then

h i
log, ?1G® =log,In2 log, %J UG UG G ol o Ul GYlogA o, logA

log 72*GP = log, ?*G? , log, A
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C.3 Variational Inference for Multi-Mapped Reads

Suppose we have the following model for drawing the assignment of sequencing reads from a

set of6 reference genomes indexed frdm+6

1. Draw probabilities that a read originates from a reference genome:

¢ DirichlettU;—eeee— 9

2. For each reafl= 1+++5 pick a reference genome:

Igc Categoricalc®

For notation, let g be an indicator vector, whelgg= 1 if Igis assigned to genom@ Let G =
1Gy— @—ee3@ 2 f0-1¢® whereGg= 1 if the read maps to a position in genor@eand is 0
otherwise. If readmaps to only one genome, thégn= G If read8maps to multiple genomes,
thenlgplaces a restriction oG if 1g9= 1 then it must be true th& o= 1—assuming that one of

the given mappings is always correct. Thus, we can mGgdgis

] %l if |89: 1
?1Go= 1jlgd =
;dgg otherwise.

Now consider that once a sequencing read is observed, all valid mappings are determined. Hence

dso= 1if read8has a valid mapping to genon8andO otherwise. Therefore

?1Gj|80 = 899
&1

if we deneQ®=1.
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If we could compute

?1| 1= q.G_::o

then we could assign reads to genomes based on the posterior. However, the normalizing constant
is

1 ~

o)
?1G.° = ?1G—h—©@3c
€l

which requires summing over an exponential number of combinations-oNonetheless, we can

compute

I C|89

. - 9G@sl 9
ANlge-@= 44— >
9Gg1C9

Additionally, since the Dirichlet distribution is a conjugate prior for the multinomial distribution

~ ]
G

?1cjl1.=— @=° = ?1cjl1.-° = Dirichlet c;U, Ig
&1

Therefore we can compute all of the complete conditionals. This means we can approximate
?1l1.-— ¢G.=° either using Gibbs sampling or mean eld variational inference [101]. We chose
variational inference.

Variational inference approximates an intractable posterior one by a tractabl@whese
parameters are optimized to minimize the a lower bound on the log-likelihood. Equivalently, vari-
ational inference minimizes Kullback-Leibler divergence between the true posterior and the ap-

L L I _ . .
proximation. For the mean eld approximatio@l 1.-—¢ = @c°® 4, @l&. The optimal choice
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for an approximatior@®I & is given by (see Blegtal. [101])

@l /| exp E gxog?lgc—@Ya

2

lgE 15409 Cgl/g

8§06

| exp
?9(359—-1
This set of equations give the natural parameters of a multinomial distributi@| o= Multinomaltlg 1— ¢°

wherelogqggo= E |Mogcds ,2>=B& Gg= 1, andggg= 0 otherwise. The optimal choice for

@cP° is given by

@c®/ expfE ¢ »og ?icjl1.-°%g
( " #

& )
/ exp E ¢ log ?tlgc® |, log ?c®
&1
8§ O & g
| exp goglogcg, 1Ug 1°logcg
:88:1 aGs1 o1 2
86 & 6
/exp> gologcog, 1Ug 1°I0909>
- S-St | o1 :
&
= Dirichlet c; U, Js
g1

The second set of equations gives the natural parameters of a Dirichlet distribut@c’so

Dirichlettc; [ °. Now we can compute for the nal expectation:

E pogcd/m L Céj [g)?@'
«¥=1

The nal component is computing the variational objective function. This is given by

¢;
I'11——G-—Cqgs=—[" = Eglog ?*l 1 —— G-—CYa Eg@log @lg q¥s Eglog @c; [ °Y4
81

The second two terms are the entropy of a multinomial and Dirichlet distribution respectively. The
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joint model likelihood is

_ Y 89.ls9
?1| 1= @:_(9 - ?100 9C9
&1 o1
Hence
G &
E@)Iog 21— G—CVF E@)Iog ?1coY, s E@)l 8@7@39, E@>| 8§/E@>|Og Co¥4
&1 91

We now can de ne an inference procedure for computing the approximate posterior.
1. Initialize variational parameterg - and .
2. While! I 1.—— @=— G qg=—[° has not converged:

N o]
I
(@) Set@lP/ exp gge1lsdE 1,409 Cg7a for 8= leee=

I _
(b) Set@c® = Dirichlet ¢c;U, 4,0s

The @1 £ de ne an approximate posterior oves

C.4 Supplementary Figures
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Figure C.1:Adjusted coverage maps used for simulated dataCoverage maps in 100bp win-
dows for three speciegA) E. coli,(B) L. gasseri, an@C) E. faecalis. Reported PTRs are computed
after adjustment for the estimated PTR on each dataset. Dashed red lines denote the replication

origin from DoriC database.
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Figure C.2:Comparison between PTRC and KoremPTR on two datasetsLeft: 55 genomic
samples oE. coli. Right: 25 genomic samples bf gasseri

C.5 Supplementary Tables

Parameter | Effect Size ?-value
Erythromycin 0:3412| »40 109
Nalidixic acid 0-2819| 399 10 %

Oca40c<a=c 0:0629| #67 10 %3
lcas0c<a=C 145183| 808 10 34
OA42>E4AH 0¢1939| 938 10 02
1aa2>E4AH 141945| 251 10 %4

OBCoC8>=0AH 00902 | 46 109

1ecocs>=0AH 06591 | »78 10 13

Table C.1:Effect sizes and p-values from the antibiotic resistance experiment.

131



	List of Figures and Tables
	Acknowledgments
	Introduction and Background
	Community Profiling
	Amplicon Sequencing
	Metagenomic Sequencing

	Metagenomic Assembly
	Functional Profiling

	Compositional Lotka-Volterra Describes Microbial Dynamics in the Simplex
	Summary
	Introduction
	Results
	Motivation
	Compositional Lotka-Volterra
	Parameter Inference
	Correspondence with the Parameters of gLV
	Model Comparison
	Interpreting Model Parameters

	Discussion
	Methods
	Simulation Evaluation
	Antibiotic Dataset
	Diet Dataset
	C. diff Dataset
	Pseudocounts
	Choice of Denominator for cLV
	Correspondence with the Parameters of gLV
	Model Comparison


	Efficient and Accurate Inference of Mixed Microbial Population Trajectories from Longitudinal Count Data
	Summary
	Introduction
	Results
	Design of Simulations to Evaluate Model Performance
	Simulations to Assess the Accuracy of LUMINATE
	Simulations to Assess the Efficiency of LUMINATE
	LUMINATE Distinguishes Biological Zeros from Technical Zeros
	Application to Real Data

	Discussion
	Methods
	Probabilistic Model of Latent Variables
	Inference
	Design of Simulations to Evaluate Model Performance
	Benchmarking the Simulation Framework
	Model Comparison
	Simulations for Detection of Biological Zeros
	Application to Real Data


	Accurate and Robust Inference of Microbial Growth Dynamics from Metagenomic Sequencing
	Summary
	Introduction
	Results
	CoPTR Overview
	CoPTR-Ref Accurately Estimates PTRs using Complete Reference Genomes
	CoPTR-Contig Accurately Estimates PTRs using MAGs
	PTRs Recapitulate a Signal of Antibiotic Resistance
	PTRs Are Highly Personalized
	PTRs Are Associated with IBD

	Discussion
	Methods
	CoPTR Implementation
	Simulations
	Datasets and Reference Genomes
	Antibiotic Resistance Experiment
	IBD Dataset Experiments


	Conclusion
	References
	Supplementary Material for Compositional Lotka-Volterra Describes Microbial Dynamics in the Simplex
	Changing the Denominator of the Additive Log-Ratio Transformation
	Solving For ddti(t)
	Compositional Lotka-Volterra under the Isometric Log-Ratio Transformation
	Supplementary Figures

	Supplementary Material for Efficient and Accurate Inference of Mixed Microbial Population Trajectories from Longitudinal Count Data
	Supplementary Figures

	Supplementary Material for Accurate and Robust Inference of Microbial Growth Dynamics from Metagenomic Sequencing
	PTRs Measure DNA Replication and Generation Time
	Modeling the Density of Reads Along the Genome
	Variational Inference for Multi-Mapped Reads
	Supplementary Figures
	Supplementary Tables


