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Abstract
Neural Mechanisms of Language Perception in Human Intracranial Neurophysiology
Laura Kathleen Long
Language has been the subject of academic fascination for centuries, and the ability to
communicate abstract notions through speech and writing allows humans to interact in ways that
would not otherwise be possible. While the mechanisms of language processing have been
studied extensively with behavioral and noninvasive neuroimaging methods, much about how
the brain encodes language remains unknown. In this dissertation, I describe experiments using
intracranial neurophysiology in humans to interrogate the mechanisms of language perception at
high spatiotemporal resolution. First, I explore the neural mechanisms of visual word recognition
in a large human intracranial dataset. By analyzing population sensitivity to a hierarchy of word
features, I create a high-resolution map of stimulus encoding during single-word reading that
reveals the early influence of lexical features in lingual and fusiform gyri followed by a cascade
of lexical, orthographic, and semantic information in temporal and frontal lobes. Along with
clustering analyses that show stimulus encoding in anatomically distributed populations, these
results demonstrate that feed-forward, feed-back, and distributed processing mechanisms
underlie visual word recognition. Second, I describe the development of an artificial language
task designed to characterize the neural mechanisms of auditory word segmentation. The task is
designed in three phases to probe how the brain tracks distributional regularity and the neural
mechanisms of word segmentation with and without lexical access. Taken together, this work
expands our understanding of the neural mechanisms of language processing using human
intracranial neurophysiology.
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Chapter 1 Introduction
1.1 Methods of Studying Language in Humans
Language is one of the most powerful systems available to humans. The ability to take an
abstract thought and, through a series of arbitrary sensory cues, transplant that notion into
another person’s head, allows for communication on a level that enables our species to cooperate
and compete in ways that would otherwise not be possible. It is no wonder, then, that language
has been the subject of academic fascination for centuries. Linguists have long busied themselves
with the study of language systems, developing careful descriptions of both rules and rulebreaking at different levels of structure. Psychologists and psycholinguists in turn developed
behavioral inquiries into language perception, curious which linguistic conceits were in fact
behaviorally relevant. As we have developed tools to study the human brain, neuroscientists have
jumped into the fray, seeking to understand the biological substrates on which these behavioral
phenomena are built. As our methodological toolbox evolves, we are able to study the
mechanisms of language at increasing resolution.
In this dissertation, I describe experiments designed to investigate the neural mechanisms
of language processing in humans, in particular 1) visual word recognition and 2) auditory word
segmentation. In this chapter, I introduce a variety of methods that have been used to study
language in humans, with a special focus on intracranial neurophysiology, the method of choice
in the enclosed work. I also review existing literature about the neural mechanisms of visual
word recognition and auditory word segmentation.
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1.1.1 Lesions and behavioral methods
Before the advent of neuroimaging methods, models of language in the brain were based
primarily on studies of language deficits after brain injury or resection. In particular, lesions to
left posterior inferior frontal cortex resulted in an inability to produce words, and lesions to left
posterior temporal cortex resulted in an inability to recognize speech. These regions, known as
Broca’s area and Wernicke’s area, respectively, gained massive prominence in the literature
(Price, 2012). In addition, Dejerine first described pure alexia, the impairment of reading ability
without damage to other language abilities, in 1892 after working with a patient with infarct to
the left posterior cerebral artery. Dejerine hypothesized that this projection implicated angular
and supramarginal gyri, but more recent work suggests the target may in fact be left fusiform
gyrus (Cohen, 2017). These initial clues were paramount to the development of language
neuroscience, but limited in their anatomical and behavioral scope by the happenstance of the
particular injuries.
Alongside lesion models, there has been extensive behavioral research into the nature of
language perception. Commonly used behavioral tasks include lexical decision, which presents
an auditory or visual stimulus to the reader and asks them to decide whether it is a valid word in
the language of question, and two-alternative forced choice, in which the subject is presented
with two stimuli and asked to decide which is a real word. By carefully manipulating the
stimulus sets and analyzing subjects’ resulting accuracy and reaction times, experimenters can
make inferences about how different word properties are processed. However, they necessarily
depend on the end-state of the recognition process and may be impacted by other cognitive
processes, such as decision making. Masked priming tasks, which present a brief prime stimulus
before the target, can more precisely probe timecourses of recognition by manipulating the
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information available in the prime and the duration of its presentation. Overall, behavioral
studies have demonstrated the relevance of a wide variety of factors on language perception,
including sensory, linguistic, and extralinguistic features (Carreiras et al., 2014; Massaro &
Cohen, 1994).
1.1.2 Noninvasive neuroimaging
With the advent of functional noninvasive neuroimaging methods, cognitive
neuroscientists gained the ability to study neural mechanisms in healthy subjects and selected
populations of interest. The most commonly used current methods include functional magnetic
resonance imaging (fMRI), electroencephalography (EEG), and magnetoencephalography
(MEG). fMRI uses magnetic fields to measure changes in blood oxygenation as a proxy for
neural activity, offering precise spatial resolution but poor temporal resolution, with precision of
several hundred milliseconds at best. EEG measures electrical activity using scalp electrodes at
millisecond temporal resolution, but the signal represents a spatially distorted combination of
electrical potentials, largely generated by the synchronous activity of pyramidal cells
perpendicular to a particular patch of scalp. MEG uses an array of magnetometers outside the
head to measure the magnetic fields generated by the brain’s electrical currents and has similar
temporal resolution to EEG. Because magnetic fields are less distorted than electrical fields by
the skull and scalp, source localization algorithms can be used to offer improved spatial
resolution in MEG as compared to EEG. These methods represent an enormous increase in our
capacity to probe the neural mechanisms of language, but are nonetheless restricted in terms of
resolution, with a tradeoff between spatial sensitivity (fMRI) and temporal precision (EEG,
MEG). Accordingly, noninvasive neuroimaging studies of language have generally been able to
identify the anatomical locus or timing of neural responses at high resolution, but rarely both.
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Moreover, while EEG directly measures the electrical activity of the brain, fMRI and MEG rely
on correlated measures. Despite these limitations, studies using these methods have greatly
expanded our understanding of language processing.
1.1.3 Intracranial neurophysiology
An additional avenue to studying language in the brain is the study of patients undergoing
chronic intracranial monitoring as treatment for pharmacologically intractable epilepsy. To
localize the anatomical origin of a patient’s seizures, clinicians implant electrodes into the
patient’s brain, either just under the dura (electrocorticography, ECoG) or through the depths of
the brain (stereotactic electroencephalography, sEEG). Together, these methods are often
referred to as intracranial electroencephalography (iEEG). After surgery, patients spend days to
weeks in the hospital until the clinical team can collect enough data to localize their seizures and
decide on a treatment plan, offering a rare opportunity for researchers to administer behavioral
tasks and collect intracranial data from the awake, behaving human brain (J. Ph Lachaux et al.,
2003; Jean Philippe Lachaux et al., 2012; Parvizi & Kastner, 2018).

A

B

Figure 1.1 Comparison of Extracellular Recording Methods (Buzsaki et al. 2012)
A. Simultaneous recordings from depth electrodes in amygdala and hippocampus (Depth LFP), a subdural
grid over left temporal cortex (Grid ECoG), strips under the inferior temporal surface (Strip ECoG in
purple), strips over the left orbitofrontal cortex (Strip ECoG in red), and scalp electroencephalography
(Scalp EEG) in an iEEG patient.
B (d). Simultaneous local field potential and spike recordings from an anesthetized cat.

iEEG data offers millisecond temporal resolution, millimeter spatial resolution
(depending on the size of the electrode), and a high signal-to-noise ratio. Figure 1.1A compares
4

simultaneous depth (LFP), surface (ECoG), and scalp EEG recordings from an epilepsy patient,
demonstrating increased amplitude and high-frequency resolution in the intracranial contacts.
Figure 1.1B compares simultaneous intracellular and LFP recordings in an anesthetized cat,
demonstrating that both depth and surface LFPs roughly correspond to changes in intracellular
firing rates (Buzsáki et al., 2012). Recordings from humans and macaques further suggest that
the high gamma frequency band (60-200Hz) of ECoG is correlated with local neuronal firing
rates and neuronal synchrony (Parvizi & Kastner, 2018; Ray et al., 2008), and this high gamma
power is commonly analyzed in cognitive studies of intracranial data, though the precise
frequency range varies (e.g. in the author’s lab, we commonly use 70-150Hz).
Naturally, iEEG is not without limitations. As patient selection and electrode placement
are determined by clinical factors, scientists designing iEEG experiments must be patient enough
to wait until their particular patient demographics and anatomical targets are met, opportunistic
enough to adapt to recording opportunities as they arise, or both. In particular, seizures are most
prevalent in temporal, limbic, and frontal lobes, making occipital and parietal coverage
especially rare. Access to each patient is limited by clinical and logistical factors, meaning that
data collection is most likely to succeed when experiments are flexible, simple, and short. And of
course, there is the concern of whether findings in epileptic brains apply to individuals without
epilepsy, though scientists take care to exclude electrodes with pathological activity from their
analyses (Parvizi & Kastner, 2018).
Nonetheless, iEEG has proven an extremely valuable tool in language neuroscience,
underlying major advancements including the discovery of phonetic feature encoding in superior
temporal gyrus (Mesgarani et al., 2014) and the organization of motor cortex during articulation
(Bouchard et al., 2013). Notably, iEEG recordings have enabled new insights that, once
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identified, can then be detected and studied further in noninvasive techniques like EEG and
fMRI. One such example is the discovery that attention in multi-talker scenarios can be decoded
from activity in auditory cortex; first demonstrated with ECoG (Mesgarani & Chang, 2012), it
was later achieved with EEG signals (J. O’Sullivan et al., 2015), opening the way to further
scientific and engineering advancement in this arena (J. O’Sullivan et al., 2019). Overall,
intracranial recordings in combination with careful behavioral design, computational analysis
methods, and noninvasive studies offer neuroscientists a powerful toolbox to further our
understanding of language in the brain.

1.2 Mechanisms of Visual Word Recognition
Written communication allows humans to convey messages across time and space, a
phenomenon which, in this increasingly digital age, is increasingly integrated into our daily lives.
Visual word recognition (VWR) is the process of mapping the written form of an individual
word to its underlying linguistic item. Successful VWR requires the ability to recognize
individual orthographic symbols (letters, in alphabetic systems), to recognize that the visual
tokens “CAT”, “CAT”, and “cat” all map to the same underlying linguistic item, while the token
“ACT” does not, and lastly to map a particular linguistic item to a particular meaning. Further,
reading is an inherently flexible process, allowing us to process letter strings that are
pronounceable but do not map to known words, such as “STONK”, or unpronounceable entirely,
such as “XKCD”. Disruption of reading abilities can pose a major handicap to academic
achievement and daily life; by some estimates, dyslexia is estimated to affect between 5-17% of
school-age children, and early detection and remediation are crucial to long-term
outcomes(Habib & Giraud, 2013). Expanding our understanding of the neural mechanisms of
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visual word recognition can provide hints about how to better mitigate the impact of reading
disorders.
As posited by Carreiras et al. in their 2014 review, a satisfactory model of VWR would
describe what features are important when perceiving a word and how those features are
processed to give rise to recognition (Carreiras et al., 2014). Behavioral studies of reading have
addressed the what question, demonstrating the relevance of a wide variety of factors on visual
word recognition including visual, orthographic, morphological, lexical, and semantic features
(Carreiras et al., 2014; Massaro & Cohen, 1994). In the neuroimaging literature, these questions
have often been approached indirectly through inferences about where (anatomical location) and
when (timecourse) reading-sensitive responses occur. fMRI studies of reading have implicated
dorsal regions including occipital lobe, supramarginal gyrus, angular gyrus, and pars opercularis
in inferior frontal cortex, as well as ventral regions including left fusiform gyrus, middle and
anterior temporal lobe, and pars triangularis in inferior frontal cortex (Carreiras et al., 2014;
Price, 2012), and EEG and MEG have found components related to visual word encoding as
early as 100ms (Carreiras et al., 2014). Below, I will review current evidence as it pertains to the
processing of different word features (what) before describing possible models of how these
features are processed.
1.2.1 Feature encoding during visual word recognition
Orthography: Role of left fusiform gyrus in reading
The study of orthographic processing in the human brain has largely focused on an area
at the ventral intersection of occipital and temporal lobes in left fusiform gyrus. This area gained
notoriety due to its selectivity to words and pseudowords and invariant responses to words in
different fonts, sizes, and locations (Allison et al., 1994; Baker et al., 2007; Cohen et al., 2002;
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Dehaene et al., 2002; Nobre et al., 1994). These findings led to claims that the area houses an
abstract representation of visual word identity and earned it the name “visual word form area”
(VWFA) (Cohen & Dehaene, 2004; Cohen et al., 2002; Dehaene et al., 2002), though some
question whether its function is in fact specific to reading (Price & Devlin, 2003, 2011; Vogel et
al., 2014). Some studies suggest that this area is a prelexical hub of information, processing
purely visual information in a distinctly bottom-up fashion (Coltheart et al., 1993; Dehaene &
Cohen, 2011; Dehaene et al., 2005, 2002; Jobard et al., 2003; Levy et al., 2009; Martin et al.,
2015; Norris et al., 2000; Sahin et al., 2009; Solomyak & Marantz, 2010), while growing
evidence has suggested that it is also modulated by higher-order properties including phonology,
lexical features, and semantic meaning (Fischer-Baum et al., 2017; Kronbichler et al., 2007,
2004; Kuo et al., 2003; Mechelli et al., 2005; Price & Devlin, 2003, 2011; Schuster et al., 2016;
Taylor et al., 2019; J. Wang et al., 2019; L. Wang et al., 2018; Zhao et al., 2017). Some studies
have posited that fusiform gyrus may in fact contain multiple anatomical territories with varying
levels of orthographic selectivity (Taylor et al., 2019; Vinckier et al., 2007) including one
selective for letter identity (Jacobs & Kahana, 2009; Thesen et al., 2012; van Gerven et al.,
2013), and its exact role in reading remains a subject of debate. Outside of fusiform gyrus, a
recent fMRI study found higher activation to Chinese characters than scrambled pictures in an
area at the junction of inferior and middle occipital gyri (Zhang et al., 2018), suggesting these
occipital areas may also be engaged in orthographic processing. In the temporal domain, the
event-related potentials (ERPs) N150 in EEG and M170 in MEG are sensitive to orthographic
stimuli over symbols in normal readers (Duñabeitia et al., 2012; Maurer et al., 2005; Tarkiainen
et al., 1999) but not in dyslexic children (Helenius et al., 2002; P. G. Simos et al., 2002;
Panagiotis G. Simos et al., 2007, 2005), while the N250 is modulated by orthographic similarity
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(Duñabeitia et al., 2012) and the phonological content of letters (Carreiras, Duñabeitia, et al.,
2009; Carreiras, Gillon-Dowens, et al., 2009; Carreiras et al., 2007; Holcomb & Grainger, 2007).
Phonology
Mapping orthography to phonology can be done in two ways: 1) sublexically, by
decoding the phonology of each part of a word, as required to map pronounceable pseudowords
to phonology (e.g. “STRUNK”), and 2) lexico-semantically, using prior knowledge of how the
entire word is pronounced, as required for words with irregular pronunciations (e.g. “YACHT”)
(dual-route theory (Price, 2012; Taylor et al., 2013)). fMRI manipulations have suggested that
the phonological-decoding route involves superior temporal gyrus, inferior parietal cortex, and
dorsal precentral gyrus (Levy et al., 2009; Price, 2012; Richardson et al., 2011), while the lexicosemantic route involves left ventral occipitotemporal cortex and inferior frontal gyrus (Price,
2012; Taylor et al., 2013), and some propose that both routes are ultimately resolved in inferior
frontal gyrus (Bokde et al., 2001; Taylor et al., 2013). The existence of multiple strategies means
that different subjects may use different strategies for the same words, and in fact highly-skilled
readers are more likely to use the semantic route (Seghier et al., 2012). Phonological features are
evoked early in the word response; a MEG masked priming paradigm showed stronger responses
to phonological than orthographic primes in inferior frontal and precentral gyri within 100ms
(Wheat et al., 2010), and the event-related potential N250 is modulated by the phonological
content of letters (Carreiras, Duñabeitia, et al., 2009; Carreiras, Gillon-Dowens, et al., 2009;
Carreiras et al., 2007; Holcomb & Grainger, 2007).
Lexical features
Before diving into “lexical features,” it is worth noting that which features are considered
“lexical” varies across the literature. Here, I refer to the more-or-less post-sensory, pre-semantic
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properties of a word, such as its frequency of occurrence within the language (e.g. “WORLD”
occurs much more frequently in English than “AARDVARK”), its number of close neighbors
(the number of words that can be reached by changing a single character or phoneme) (Coltheart,
1977), and its morphology (its internal structure, e.g. the observation that “DISHWASHER” can
be broken into the meaningful parts “DISH”, “WASH”, and “-ER”). These lexical features have
been well-studied in behavioral paradigms (Massaro & Cohen, 1994), particularly those
proposing an activation-based model of word recognition, which suggests that when a letter
string is presented, known words that sufficiently match its features are activated and evaluated
for the best match to the target. According to this model, orthographic neighborhood density (the
number of close neighbors) mediates how many competing options will be activated and word
frequency mediates how strongly each candidate is weighted (Lim, 2016). Neuroimaging studies
have produced evidence for the representation of lexical features in the brain. In particular,
fusiform gyrus shows sensitivity to word frequency (Kronbichler et al., 2004; Kuo et al., 2003)
and word/non-word status (Baeck et al., 2015). Outside of fusiform gyrus, an fMRI study
showed word frequency effects in a wide network of brain areas including lingual, fusiform,
inferior frontal, and middle frontal gyri and precuneus (Kuo et al., 2003), and in ERPs in the
range of 100-200ms (Assadollahi & Pulvermüller, 2003; Dambacher et al., 2006; Hauk et al.,
2006). Orthographic neighborhood density effects can be seen as early as 150-300ms in EEG
(Taler & Phillips, 2007) and mediate the size of the N400 ERP (Holcomb et al., 2002).
Morphology has been implicated in MEG studies in the M170 ERP (Solomyak & Marantz,
2009) and in superior temporal gyrus at 250ms (Cavalli et al., 2016).
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Semantic meaning
The question of semantic encoding in the brain has an extensive history in the reading
literature and beyond. Among the most prominent themes are that inferior frontal gyrus plays a
role (Price, 2012), and that the N400 ERP is associated with semantically unexpected words
(Kutas & Federmeier, 2011). Early reading studies additionally implicated middle posterior
temporal and angular gyri in semantic processing (Price, 2012). However, evidence is emerging
for earlier and more distributed semantic processing in language generally and reading
specifically. Multiple studies have shown inferior frontal gyrus responses to visual words as soon
as 160ms after word presentation (Cornelissen et al., 2009; Hauk et al., 2006; Pammer et al.,
2004; Wheat et al., 2010), and the N400 has been hypothesized to be an EEG summation of the
earlier MEG potentials M250 and M350 (Pylkkänen & Marantz, 2003). In 2016, a landmark
fMRI study found a consistent semantic “atlas” spread across cortex, suggesting that semantic
processing is in fact widely anatomically distributed (Huth, De Heer, et al., 2016), and a followup study showed that widespread semantic tuning was highly correlated between listening and
reading (Deniz et al., 2019). Within the VWR literature, multiple studies have reported semantic
sensitivity in fusiform gyrus (Fischer-Baum et al., 2017; L. Wang et al., 2018).
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1.2.2 Feed-forward vs connectionist models of visual word recognition

Figure 1.2 Feed-forward and Connectionist Models of Visual Word Recognition (Carreiras et al. 2014)
A. In the strictly feed-forward model of visual word recognition, visual information is first decoded into
letters before the word is identified in the orthographic lexicon, which then feeds forward to separate
phonological and semantic representations.
B. In the connectionist model of visual word recognition, visual features feed forward to letters, which feed
forward to lexical, semantic, and phonological representations. Crucially, these representations can also
feedback to each other.

While it is clear that many different features play a role in VWR, it is also important to
consider how those features are processed by the brain. A central debate in the reading literature
is the degree to which visual word processing is strictly feedforward or connectionist. The feedforward model (1.2A) postulates that visual input must first be decoded into letters, that VWFA
then maps the letter sequence to the corresponding item in the orthographic lexicon, and that
only then can higher-order features such as phonology and semantics be considered.
Alternatively, the connectionist model (1.2B) postulates that both feedforward and feedback
interactions play a major role in each step of processing. Under this model, letter information is
identified from visual features and feeds forward to the lexicon, semantics, and phonology, but it
also feeds back to visual processing and receives feedback from higher-order features.
Proponents of the strictly feed-forward model argue that feedback is not necessary to
explain reading behavior (Norris et al., 2000) and that fMRI evidence shows activation in brain
areas that could plausibly represent sequential processing of these features (Jobard et al., 2003).
12

While there is indeed ample evidence of feed-forward processing in VWR, mounting evidence of
feedback and the early influence of higher-order features supports the connectionist view. Some
examples already mentioned in this chapter include the detection of lexical, phonological, and
semantic information at early timepoints and in fusiform gyrus. In addition, some studies have
used models or connectivity analyses to directly interrogate the flow of information through the
brain, including an MEG modeling study that showed feedback from inferior frontal gyrus to left
fusiform gyrus within the first 200ms (Woodhead et al., 2014), and an fMRI study that
demonstrated top-down influence of middle frontal gyrus on fusiform (Zhou et al., 2019).
1.2.3 Contributions of intracranial neurophysiology
Noninvasive neuroimaging methods have offered a detailed picture of the anatomical or
temporal organization of visual word recognition, but lack the simultaneous spatiotemporal
resolution to definitively address the flow of information in the brain. iEEG is well-suited to
address this gap. In fact, some of the earliest evidence that led Cohen and Dehaene to investigate
orthographic encoding in fusiform gyrus came from intracranial recordings (Allison et al., 1994;
Nobre et al., 1994). Since then, a handful of iEEG studies of reading have emerged analyzing
gamma band activation to visually presented words (Crone et al., 2001). Mainy et al. (2008)
analyzed gamma band activation across several brain areas and found temporal activation at
150ms followed by fusiform at 200ms, with phonological and semantic responses in IFG after
400ms (Mainy et al., 2008). iEEG studies focused on fusiform gyrus have suggested that
different subregions of the ventral visual stream are sensitive to orthographic and lexical
information (Lochy et al., 2018), and a study centered on Broca’s area showed processing of
lexical information at 200ms, grammatical information at 320ms, and phonological information
at 450ms (Sahin et al., 2009). Additionally, two iEEG studies have analyzed the interaction
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between areas during VWR. Vidal et al. (2012) analyzed the correlation between gamma band
activation across anatomical areas and found different patterns of activation depending on task
demands (Vidal et al., 2012). During a phonological reading task, coupling was strengthened
between frontal, prefrontal, anterior parietal, and inferior temporal sites, while during a semantic
reading task, coupling increased between inferior frontal and middle temporal gyri. And in 2016,
Whaley et al. found bottom-up influence of fusiform gyrus on middle frontal gyrus, inferior
frontal gyrus, and postcentral gyrus, as well as top-down influence from middle frontal gyrus to
fusiform gyrus (Whaley et al., 2016). These studies have demonstrated the potential for iEEG to
further expand our understanding of reading mechanisms. In chapter 2, I investigate the response
to visual word presentation in an unusually large iEEG dataset and use clustering and
representational similarity analyses to investigate the encoding of a hierarchy of word features.

1.3 Mechanisms of Auditory Word Segmentation
Auditory word segmentation (AWS) is the process of dividing a continuous speech
stream into its component words, and is crucial for the successful comprehension of speech.
AWS has been widely studied in the behavioral literature and it is well established that human
listeners can easily segment speech into its component words despite a lack of reliable pauses
(Cutler, 2012), but the neuroscience of AWS is still evolving. Improved understanding of its
mechanisms could offer insight to linguistics, infant language acquisition, second-language
acquisition and education, language processing disorders, and computational speech processing.
1.3.1 Neural signatures of auditory word segmentation
EEG studies reveal that the ERP N100 is selective to word onsets (L D Sanders &
Neville, 2003; Lisa D Sanders & Neville, 2003; Lisa D Sanders et al., 2002), and that its
presence in early childhood predicts faster development of language skills (Kooijman et al.,
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2013). N400, which responds to semantically inappropriate words, has also been used as a
measure of AWS during word acquisition tasks (Goyet et al., 2010; L D Sanders & Neville,
2003; Lisa D Sanders & Neville, 2003). Further, neural oscillations measured in MEG track
word-level structure in speech (Ding et al., 2015), and additional EEG work has shown
differences in alpha band activity between segmented and unsegmented speech (Shahin & Pitt,
2012). Spatially, fMRI studies have implicated left superior temporal gyrus, right
temporoparietal junction, and inferior frontal gyrus in word segmentation tasks (Karuza et al.,
2013; K. McNealy et al., 2006; Kristin McNealy et al., 2010). While these studies provide strong
evidence for a neural signature of segmentation, the relationship between these findings remain
unclear. Furthermore, although extensive behavioral work has shown that listeners can use a
wide variety of acoustic and semantic cues to segment words (Beyersmann et al., 2015; Cutler,
2012; de Diego-Balaguer et al., 2015; Dumay et al., 2002; Johnson & Jusczyk, 2001; Johnson et
al., 2003; Johnson & Tyler, 2010; Mattys et al., 2005; McQueen, 1998; J. R. Saffran, Newport, et
al., 1996; White et al., 2012), these studies have typically neglected to separate how different
cues affect neural processing.
1.3.2 Distributional regularity
Word acquisition studies provide evidence for distributional regularity, or how frequently
a pattern of phonemes occur, as a sufficient cue for the segmentation of continuous speech
(Johnson & Jusczyk, 2001; Pelucchi et al., 2015; J. R. Saffran, Aslin, et al., 1996; Thiessen &
Saffran, 2003). Statistical learning studies have shown that human infants and adults can learn
novel words embedded in continuous speech given only distributional cues (Johnson & Jusczyk,
2001; Pelucchi et al., 2015; Peña & Melloni, 2012; J. Saffran et al., 1996; Thiessen & Saffran,
2003). When both stress and statistical cues are available, 7-month-old English-learning infants
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prioritize statistical information, but by 9 months of age they shift to prioritizing stress cues
(Thiessen & Saffran, 2003), suggesting that infants may use statistics to learn their first words
and determine the language’s metrical pattern (Gambell & Yang, 2006; Romberg & Saffran,
2010). This strategy could also be used by adults learning second languages in low-resource
conditions. fMRI studies have shown that superior temporal gyrus and inferior frontal gyrus
track auditory regularities in language and nonlanguage tasks (Abla & Okanoya, 2008; Karuza et
al., 2013; K. McNealy et al., 2006; Kristin McNealy et al., 2010; Myers et al., 2009; Schapiro &
Turk-Browne, 2015), but how these areas mediate this process has not been determined.
1.3.3 Lexical access

Figure 1.3 Hierarchy of Cues for Auditory Word Segmentation (Mattys et al. 2005)
Description of which cues are preferentially used for auditory word segmentation depending on availability.
Tier I cues (lexical) are most preferred, but when they are not available, tier II (segmental) cues will be used.
Only when neither tier I nor tier II cues are available will tier III (prosodic) cues be used.

Although distributional regularity may be a sufficient cue for segmentation, native
segmentation studies in adults suggest that if many cues are available, lexical knowledge or prior
familiarity with the word is preferentially used in concert with sentential context (1.3)
(Bergmann & Cristia, 2015; Mattys et al., 2005). Lexical knowledge enables lexical access,
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which is the process of mapping the phonological representation of a word to its semantic
representation. Evidence points to these representations being housed in different locations in the
brain, and the dual stream model of speech processing proposes that semantic representations are
widely distributed through cortex (Huth, Heer, et al., 2016) and mapped to auditory
representations in middle temporal lobe (Hickok, 2012; Hickok & Poeppel, 2007). Prefrontal
cortex has been implicated in semantic tasks (Gabrieli et al., 1998; Wagner et al., 2001) and
building associations (Fuster et al., 2000; Miller et al., 2001). Recent lesion studies implicate
hippocampus in semantic-to-phonological mapping during naming tasks (Hamberger et al., 2016,
2010), raising the possibility that hippocampus might also be involved in phonological-tosemantic mapping during semantic word learning. These findings point to a complex network
underlying lexical access during AWS that is not yet fully understood.
In chapter 3, I describe the development of an artificial language task designed to study
the neural mechanisms of auditory word segmentation, how the brain tracks distributional
regularity, and the neural mechanisms of lexical access.
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Chapter 2 Feed-forward, Feed-back, and Distributed Feature
Representation During Visual Word Recognition
The data analyzed in this chapter was collected as part of the DARPA Restoring Active Memory
Project, a collaboration across several hospitals including Columbia University Medical Center.
I am grateful to the researchers, physicians, and patients involved in this effort, and to Minda
Yang for his work preprocessing the data and his assistance with initial project conception.

2.1 Introduction
Visual word recognition (VWR), the process of mapping the written form of an
individual word to its underlying linguistic item, is a building block of fluent reading and critical
to successful written communication. Although reading has been a major topic of research in
human neuroimaging studies for decades, the neural mechanisms of VWR are not yet fully
understood. Behavioral literature has demonstrated that many features of a word may be relevant
to its recognition, including its low-level visual contours; the identity of its letters in an
alphabetic language (orthography); knowledge of how it would be pronounced aloud
(phonology); information about the word’s frequency of occurrence, similar words, and
composition (lexical features); and its semantic meaning, which invokes the reader’s prior
knowledge (Massaro & Cohen, 1994). Of particular debate is the extent to which the process is
feed-forward and sequential, first decoding visual features into a specific written item before
processing higher-order features (Dehaene & Cohen, 2011; Dehaene et al., 2005, 2002; Jobard et
al., 2003; Levy et al., 2009), or connectionist, processing visual, lexical, semantic, and other
information bidirectionally to reach a decision about word identity (Allison et al., 2014; Price &
Devlin, 2011).
A majority of VWR studies to date have used noninvasive neuroimaging methods in
humans to identify when and where different word features are represented in the brain. Studies
using the high spatial resolution of fMRI and PET have implicated dorsal regions including
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occipital lobe, supramarginal gyrus, angular gyrus, and pars opercularis in inferior frontal cortex,
as well as ventral regions including left fusiform gyrus, middle and anterior temporal lobe, and
pars triangularis in inferior frontal cortex (Allison et al., 2014; Price, 2012). Of particular debate
is the role of left fusiform gyrus, which shows selectivity to words and pseudowords over false
fonts and consonant strings (Allison et al., 1994; Baker et al., 2007; Dehaene et al., 2002; Glezer
et al., 2009; Nobre et al., 1994). It has been hypothesized to contain an abstract representation of
visual word identity, earning it the name “visual word form area” (VWFA) (Cohen & Dehaene,
2004; Cohen et al., 2000, 2002; Dehaene et al., 2002). Some studies suggest that it decodes this
identity in bottom-up fashion from orthography alone (Cohen & Dehaene, 2004; Dehaene &
Cohen, 2011; Dehaene et al., 2005, 2002; Jobard et al., 2003; Levy et al., 2009; Norris et al.,
2000; Sahin et al., 2009; Schurz et al., 2014; Solomyak & Marantz, 2010), while mounting
evidence suggests it receives additional top-down linguistic input (Kronbichler et al., 2004; Kuo
et al., 2003; Price & Devlin, 2003, 2011).
Meanwhile, EEG and MEG studies have produced some evidence of the putative
timecourse of VWR. The event-related potentials N150 in EEG and M170 in MEG are sensitive
to orthographic stimuli over symbols in normal readers (Duñabeitia et al., 2012; Maurer et al.,
2005; Tarkiainen et al., 1999) but not in dyslexic children (Helenius et al., 2002; P. G. Simos et
al., 2002; Panagiotis G. Simos et al., 2007, 2005), while N250 is modulated by orthographic
similarity and the phonological content of letters (Carreiras, Duñabeitia, et al., 2009; Carreiras et
al., 2007; Carreiras, Vergara, et al., 2009; Duñabeitia et al., 2012; Holcomb & Grainger, 2007),
and N400 is sensitive to semantics (Kutas & Federmeier, 2011).
Although the literature paints a detailed picture of VWR in either anatomical space or
over time, the lack of simultaneous spatiotemporal resolution has left the flow of information
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through the brain subject to debate. Furthermore, individual studies rarely manipulate or explore
a full hierarchy of word features (visual, phonological, lexical, semantic) at the same time, so
theories of how these hierarchical features interact are often patched together from separate
experiments.
To address these gaps, high simultaneous spatial and temporal resolution is required.
Intracranial neurophysiology provides this resolution by recording from electrodes implanted in
the awake behaving human brain, either on the surface under the dura (electrocorticography,
ECoG) or through the depths of the brain (intracranial electroencephalography, iEEG). Existing
ECoG studies of reading have shown gamma band activation to visually presented words
(Allison et al., 1994; Crone et al., 2001; Lochy et al., 2018; Mainy et al., 2008; Nobre et al.,
1994; Sahin et al., 2009) and have begun to exploit the high spatiotemporal resolution to
investigate interactions between brain areas; one study showed increased correlation between
frontal, prefrontal, anterior parietal, and inferior temporal responses during a phonological
reading task, and an increase in correlation between inferior frontal gyrus and postcentral gyrus
during a semantic reading task (Vidal et al., 2012). Another demonstrated bottom-up influence of
fusiform gyrus on middle frontal gyrus, inferior frontal gyrus, and postcentral gyrus, as well as
top-down influence from middle frontal gyrus to fusiform gyrus (Whaley et al., 2016). The
experimental paradigms of these studies vary; Vidal et al. found that across-region correlations
varied according to the task demand, while Whaley et al. required the subjects to articulate a
word from a partial word-stem. Furthermore, these studies had relatively small sample sizes of
12 and 15 patients, respectively, and had limited anatomical coverage. In fact, small patient
populations and sparse anatomical coverage are a major limitation of most intracranial
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neurophysiology studies, as access to patients is limited and electrode placement is determined
by clinical rather than research factors.
In this chapter, we address these limitations by investigating a large intracranial dataset of
151 neurophysiology patients with extensive surface and depth coverage across occipital,
temporal, parietal, and frontal lobes as they read 300 individual words. Furthermore, we
simultaneously investigate the encoding of visual, phonological, lexical, and semantic word
features, enabling direct comparison of these features in a single experiment. With these
approaches, we propose to characterize the brain network underlying VWR at high resolution to
clarify the flow of information through the brain.
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2.2 Results

Figure 2.1 Visual Word Recognition Task Response in Human Cerebral Cortex
A. Task schematic. Subjects viewed single words in white text on a black background for 1600ms followed by
a jittered 750-1000ms ISI. Words were presented in 12-item lists with 25 lists per session for a total of 300
words.
B. Electrode coverage. Count of electrodes (within 1cm3) across 151 subjects displayed on the Freesurfer
average brain. Areas with no coverage shown in gray.
C. Average t-value between blank screen and word presentation by anatomical subregion. Regions with at
least 50 electrodes with |t| > 6 were considered for analysis. Bars are color-coded by the lobe that most
electrodes within that subregion belong to; occipital is green, temporal blue, parietal yellow, and frontal red.
Error bars are standard error of the mean.
D. t-values between blank screen and word presentation displayed on the Freesurfer average brain, averaged
within 1cm3. Areas with no coverage shown in gray.

We recorded intracranial electroencephalography (iEEG) from 151 subjects as they
engaged in a free recall task designed to study memory. During the encoding phase of the task,
subjects viewed twenty-five 12-word lists for a total of 300 unique words. Each word was
presented for 1600ms, followed by a jittered interstimulus interval (ISI) between 750-1000ms
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(2.1A). After each list, the subjects engaged in a distractor math task for 20 seconds, then had 30
seconds for free recall. All 151 subjects included in this study completed the entire experiment at
least once. We excluded electrodes that showed epileptic activity or were located outside of
occipital, temporal, parietal, and frontal lobes, leaving 10949 electrodes considered for analysis.
A map of electrode coverage (2.1B, subject coverage 2.5A) shows broad coverage across all
areas, with up to 45 subjects and 80 electrodes per 1cm3 in high-density areas such as inferior
temporal lobe.
To investigate the neural response during visual word recognition, we first extracted the
high gamma power (70-150Hz) of each electrode and z-scored these responses to baseline (when
the screen was blank). To test task responsiveness, we ran a t-test between high gamma activity
during word presentation and a blank screen. Electrodes with t-values above 6 were considered
“task responsive” and kept for further analysis; 2775/10949 electrodes (25.34%) fit this criterion
(2.5B/C). We then calculated the average magnitude t-value and percentage of electrodes above
threshold by anatomical subregion, where areas with at least 50 task-responsive electrodes were
considered for further analysis. We observed task-responsive electrodes across all four lobes,
with the strongest average responses and highest proportion of electrodes over threshold in
occipital lobe. Cuneus had the highest percentage of task-responsive electrodes (72.55±4.44%),
followed by lingual gyrus (70.11±4.94%) and middle occipital gyrus (69.86±3.81%); these
regions are significantly higher than all others (2.5E/F, p<0.0001, unpaired t-test with FDR
correction), but not significantly different from each other. Middle occipital gyrus had the
highest average t-value (39.37±3.97), followed by cuneus (36.20±4.44) and lingual gyrus
(21.48±2.46; 2.1C/D). Next-highest was fusiform gyrus (10.70±0.86), followed by additional
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parietal, frontal, and temporal areas with significantly lower average t-values (2.5D, p<0.01,
unpaired t-test with FDR correction).

Figure 2.2 Response Latency and Peak Amplitude
A. Average latency by subregion, measured as the first time bin where each electrode reaches half of its
absolute maximum. Bars are color-coded by lobe.
B. Latency values displayed on the average Freesurfer brain.
C. Percent enhanced responses by subregion. Dotted line marks a 50%, a balanced ratio; greater than 50%
favors enhancement, while less than 50% favors suppression.
D. Peak amplitude (in arbitrary units) of each electrode’s average word response after z-scoring to baseline,
displayed on the average Freesurfer brain; values above baseline (enhanced) are red, while values below
baseline (suppressed) are blue.

Having identified these 2775 task-responsive electrodes, we investigated their average
response to word presentation. A video of the average response of each electrode projected on
the cortical surface shows activity beginning in occipital areas before the rest of the brain.
Notably, our task-responsive electrodes include both those that show increased high gamma
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power to word presentation, referred to as an “enhanced” response (red values), and those that
show decreased high gamma power to word presentation, referred to as a “suppressed” response
(blue values). The video shows primarily enhanced responses in occipital lobe, with more mixed
responses in the rest of cortex.
Quantitative analysis of electrode latency (measured as the point that the absolute value
of the average word response reached its maximum) corroborated our observation that occipital
subregions respond fastest; middle occipital gyrus peaks first (243.27±17.34ms), followed by
cuneus (304.72±26.56ms), fusiform gyrus (352.15±20.95) and lingual gyrus (433.46±51.67ms).
Additional temporal, parietal, and frontal regions respond significantly later (2.6B, p<.001 for all
regions except lingual gyrus, which is p<.05 except super parietal lobule, unpaired t-test with
FDR correction), with average latencies between 500-750ms. We also quantified the percentage
of electrodes with enhanced versus suppressed responses in each anatomical area. Lingual gyrus
(94.23±3.26%), middle occipital gyrus (92.86±2.61%), and fusiform gyrus (92.36±2.22%)
skewed overwhelmingly to enhanced responses (2.6C, p<0.05, unpaired t-test with FDR
correction). Cuneus, parietal, and temporal subregions follow, with frontal regions having the
lowest percentages. Superior frontal gyrus is the only subregion favoring suppression at
35.27±3.33% enhanced, significantly lower than all others (p<0.05) (2.6C/D).
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Figure 2.3 Hierarchical Clustering of Temporal Response Shapes
A. Raster of each electrode’s average word response organized by cluster (unsupervised agglomerative
clustering), normalized to response at blank screen. In the colormap, red indicates an increase in high gamma
power from baseline, while blue indicates a decrease. Horizontal dotted lines separate clusters. Black vertical
dotted line marks word onset and gray vertical dotted line marks word offset.
B. Average response of each cluster across electrodes. Error bars are standard deviation, colored red for
enhanced clusters (increase from baseline) and blue for suppressed clusters (decrease from baseline). Black
vertical dotted line marks word onset and gray vertical dotted line marks word offset. Horizontal dotted line
indicates baseline.
C. Distribution of each anatomical region across temporal response shapes (rows sum to 100%).

While latency and peak analyses quantify major features of each electrode’s response,
they do not fully describe the shape of the response over time. To assess the diversity of neural
responses, we conducted agglomerative hierarchical clustering of our task-responsive electrodes’
average word responses. This algorithm employs a bottom-up, data-driven approach, building a
hierarchy by initially considering each electrode to be its own cluster, then progressively
merging clusters until all observations have been united. We observe nine clusters with a wide
breadth of temporal response shapes, shown in a raster of all electrodes sorted by cluster (2.3A),
as well as the average response of each cluster (2.3B). Among this rich variety of temporal
response shapes, we see onset responses, responses sustained for the duration of the word, and
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transient responses at a variety of latencies. We further investigated the distribution of response
shapes within each anatomical area (2.3C) and found that occipital responses are concentrated in
the early, enhanced clusters 1 and 2 and 44.76% of fusiform gyrus electrodes belong to cluster 2.
Additional temporal, parietal, and frontal subregions are heterogeneous across response shapes,
with no more than 35% of electrodes belonging to a single cluster (2.3C/2.7A). Further, each
cluster is anatomically heterogeneous, spread across many subregions (2.7A). Because clinical
factors dictate electrode coverage, no single subject has electrodes in all subregions, though we
do observe anatomical heterogeneity at an individual level (2.7C-F). This clustering analysis
reveals a remarkable diversity of temporal response shapes within anatomical areas.
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Figure 2.4 Feature Sensitivity Over Time
Feature sensitivity by neural population over time. Features for ten example words are displayed in A-F:
A. Word bitmap, a downsampled version of the exact image presented to the subject. Here bitmaps are
displayed as 6x29-bit images; for RSA, each bitmap was unrolled into a vector of length 174.
B. Letters, a count of how many of each letter was in each word (keeping only letters with at least 5
occurrences across the word set).
C. Phonemes, a count of how many of each phoneme was in each word (keeping only phonemes with at least 5
occurrences across the word set).
D. Number of orthographic neighbors, the number of words that can be created by changing a single letter.
E. Word frequency, a count of how many times the word occurs in the language (x-axis scale is logarithmic).
F. Semantic meaning as represented by the pre-trained, 300-dimensional word embedding word2vec.
Sensitivity to each of these features is displayed by anatomical subregion in G-L, and by temporal response
shape in M-R. Colormap indicates the strength of the RSA correlation at each timepoint; negative values
have been set to 0 and significant values are indicated with black boxes. The black vertical dotted line marks
word onset, and the grey vertical dotted line marks word offset. For results by anatomical subregion (G-L),
horizontal dotted lines separate subregions by lobe, and subregion labels are color-coded by lobe (occipital
green, temporal blue, parietal yellow, frontal red). For results by temporal response shape (M-R), the
horizontal line separates enhanced and suppressed clusters, each cluster’s average word response is displayed
next to its label, and cluster labels and shapes are color-coded by enhanced (red) and suppressed (blue).

Previous iEEG studies have successfully demonstrated language-related stimulus
encoding, including the representation of the phonetic features of speech in superior temporal
gyrus (Mesgarani et al., 2014) and of individual letters in occipital cortex (Jacobs & Kahana,
2009). In this study, we leveraged our iEEG data to investigate the encoding of particular word
features, using representational similarity analysis (RSA (Nili et al., 2014)) to interrogate
stimulus representation in different anatomical areas over time. First, we collected a hierarchy of
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feature information about each word, including its bitmap (the image presented on screen),
letters (a count of how many times each letter occurred in each word), phonemes (a count of how
many times each phoneme occurred in each word), number of close orthographic neighbors (the
number of words that can be created by changing a single letter, also known as orthographic
neighborhood density), word frequency (how often it occurs in the English language), and
semantic content (represented by the word2vec pre-trained word embedding) (2.4A-F). These
features were selected to span visual, phonological, lexical, and semantic domains, and to
minimize inter-feature correlations (2.8). For each feature, we calculated the pairwise distances
between stimuli to create a feature representational dissimilarity matrix (RDM) with which to
conduct RSA. We then calculated neural RDMs across time for each anatomical area, taking
pairwise distances across all task-sensitive electrode responses at each timestep. Lastly, we
calculated the Spearman correlation between each neural RDM and each feature RDM. Results
are shown in 2.4G-L; significant values are outlined in black (p<0.05, permutation with FDR
correction).
This analysis allows us to evaluate feature sensitivity across the population of each brain
area with 20ms temporal resolution. Significant low-level visual processing of the bitmap begins
in lingual gyrus at 40ms and is quickly followed by activation of orthographic neighborhood at
80ms, earlier than previously reported (150ms (Taler & Phillips, 2007)). The next significant
sensitivity to emerge is to word frequency at 120ms in fusiform gyrus, in the same range as
previously seen in ERPs (Assadollahi & Pulvermüller, 2003; Dambacher et al., 2006; Hauk et
al., 2006), representing an early influence of lexical information. Next, semantic sensitivity
begins in inferior frontal gyrus at 240ms, later than the earliest reports of 160ms (Hauk et al.,
2006; Pammer et al., 2004; Wheat et al., 2010), but compatible with the hypothesis that M250
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could be an underlying component of the semantically-sensitive N400 (Pylkkänen & Marantz,
2003). This is followed by a cascade of frequency information through precentral, inferior
frontal, and postcentral gyri (areas previously implicated in frequency processing (Kuo et al.,
2003)) from 280-360ms, during which time phoneme and letter information emerge in fusiform
gyrus. After 400ms, we see a few distinct stages of processing: late activation of low-level and
orthographic visual features in middle occipital gyrus from 400-550ms; semantic representation
in frontal lobe and middle temporal gyrus from 600-1000ms; and along the lateral sulcus, early
frequency sensitivity is followed by letter, neighborhood, and bitmap information in postcentral
gyrus, and by letter and phoneme information in precentral gyrus. This analysis provides a
detailed account of a hierarchy of stimulus feature encoding across anatomical areas in time.
Notably, RSA allows us to interrogate the time course of feature sensitivity directly rather than
relying on the latency of the high gamma response. For example, the average latency in fusiform
gyrus is ~350ms, but our results show that feature encoding begins much earlier for word
frequency at ~120ms.
Having observed a wide variety of temporal response shapes in our clustering analysis,
we hypothesized that they could be functionally relevant to stimulus encoding. To test this
hypothesis, we repeated our RSA analysis, this time segmenting electrode populations by their
temporal response shape rather than their anatomical location (2.4M-R). We observe multifeature representation in the fast, enhanced, occipital-heavy clusters; cluster 1 represents
phoneme at 60ms, letter at 500ms, and neighborhood at 820ms, while cluster 2 displays
significant sensitivity to bitmap, neighborhood, and phoneme within 100ms of onset, followed
by frequency sensitivity at 200ms, raising the possibility that it may serve as an early hub of
multi-feature information. We also observe feature-specific sensitivity in the later, enhanced,
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transient clusters 4, 5, and 6: cluster 4 represents word frequency beginning at 160ms; cluster 5
represents semantics at 180ms; and finally, cluster 6 represents phoneme and letter more than a
second after word onset. The suppressive clusters show only sparse significant representation,
most notably to semantics in cluster 8 beginning at 400ms. Interestingly, sustained clusters 3 and
9 show no significant sensitivity to any of our selected features. These results demonstrate that
anatomically distributed electrode populations can in fact carry stimulus information and suggest
that distributed networks may play an important role in visual word recognition.

2.3 Discussion
Summary of findings
In this study, we found electrodes responsive to visual word presentation across occipital,
temporal, parietal, and frontal lobes with a wide variety of temporal response shapes, including
both increases (enhancement) and decreases (suppression) in high gamma power. Responses in
occipital lobe and fusiform gyrus were strongest, fastest, and had the highest percentage of
enhanced responses, while frontal subregions had the slowest responses with the lowest
percentage of enhanced responses. We further analyzed the diversity of temporal response
shapes among electrodes using agglomerative clustering and found both sustained and transient
responses at a variety of latencies. We analyzed neural sensitivity to a hierarchy of word features
including visual, phonological, lexical, and semantic features to provide a detailed account of
stimulus encoding over time and space. Anatomically, we found early occipital representation of
visual features, concurrent in lingual gyrus with sensitivity to word neighborhood size, followed
shortly by sensitivity in fusiform gyrus to frequency, letter, and phoneme, sensitivity in inferior
frontal gyrus to frequency and semantics, and late representation of several features along the
lateral sulcus. Furthermore, we found that the populations of different temporal response shapes
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revealed in our clustering analysis showed significant encoding of stimulus features; we found a
broadly-sensitive early, enhanced cluster with early representation of visual, phonological, and
lexical features; three separate mid-latency enhanced clusters with specialized sensitivity to
frequency, semantics, and phonemes and letters, respectively; and sparse representation of
semantics in a mid-latency suppressed cluster. Taken together, our results provide evidence of
both feed-forward and feed-back processing during visual word recognition and demonstrate that
stimulus encoding can be achieved by anatomically distributed networks.
Spatiotemporal feature sensitivity
Our results provide a detailed map of feature representation in time and space that builds
upon an extensive literature of visual word recognition. To that end, it is interesting to note how
our observations compare with previous findings. Previous studies had implicated occipital lobe,
fusiform gyrus, and the N150 in orthographic processing; we found low-level visual sensitivity
almost immediately in lingual gyrus and in the early, enhanced functional cluster 2, which might
underlie an early orthographic-specific ERP, though we do not see letter sensitivity in fusiform
until 380ms. Our observation of early phoneme sensitivity is plausibly consistent with the
finding that the N250 is modulated by phonological content (Carreiras, Duñabeitia, et al., 2009;
Carreiras et al., 2007; Carreiras, Vergara, et al., 2009; Duñabeitia et al., 2012; Holcomb &
Grainger, 2007), while late phonological encoding in precentral gyrus is consistent with literature
suggesting its involvement in phonological decoding (Levy et al., 2009; Price, 2012; Richardson
et al., 2011). Notably, we find that phonological sensitivity is similar but not precisely
overlapping with letter sensitivity, and in fact precedes letter sensitivity in most areas. These
similarities could be driven by the relatively high correlation between letter and phoneme
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information in English generally and in our stimulus set specifically (S3); a larger and more
carefully controlled stimulus set could more clearly tease these factors apart in future study.
We observe substantial lexical sensitivity both for orthographic neighborhood size and
word frequency. Neighborhood sensitivity largely overlaps with bitmap sensitivity in lingual
gyrus and the broadly representative cluster 2, suggesting that visual processing may coincide
with the activation of orthographically similar words, at higher spatial resolution and shorter
latency than previously found (150ms (Taler & Phillips, 2007)). Our frequency sensitivity is
consistent with previous studies implicating word frequency in fusiform gyrus (Kronbichler et
al., 2007; Kuo et al., 2003) and inferior frontal gyrus (Kuo et al., 2003), and in the range of 100200ms (Assadollahi & Pulvermüller, 2003; Dambacher et al., 2006; Hauk et al., 2006). We
further demonstrate that frequency sensitivity is specifically represented by an anatomically
distributed group of electrodes at 160ms. Our results suggest that lexical features are represented
early, robustly, and distributed across multiple brain areas.
Anatomically, semantic sensitivity is observed in areas that are reliably implicated in
semantic processing, including inferior frontal gyrus, superior frontal gyrus, and middle temporal
gyrus (Price, 2012). Further, we observe semantic sensitivity as early as 180ms in the
anatomically heterogeneous functional cluster 5, which could suggest an anatomically distributed
semantic encoding as suggested by recent landmark neuroimaging studies (Deniz et al., 2019;
Huth, De Heer, et al., 2016). This timing precedes the extensively-studied, semantically-sensitive
N400 ERP (Kutas & Federmeier, 2011), and is early enough to be compatible with the
hypothesis that the N400 is the summation of M250 and M350 (Pylkkänen & Marantz, 2003).
Interestingly, our analyses revealed several anatomical areas and a few clusters that did
not show significant sensitivity to any of the selected features. There are several possible
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explanations for this. First, this may reflect a limitation of the experimental design; while the
electrodes kept for analysis strongly respond to word presentation, our lack of a control task
means that this activity may not be specific to word presentation, but rather may reflect more
general visual or cognitive processing. Secondly, our analysis across time, space, and subjects
with varying levels of noise may simply lack the statistical power to detect all of the effects in
our data. Third, our feature list is not exhaustive, and it is possible that these areas are sensitive
to aspects of the stimulus that were not tested here.
Feed-forward vs. connectionist
Evaluating the simultaneous spatiotemporal resolution of a hierarchy of features allows
us to evaluate the flow of information through the brain and contribute to the feed-forward vs
connectionist debate. The strictest form of the feed-forward model posits that visual features are
first decoded into letters, then mapped to an item in the orthographic lexicon (likely in fusiform
gyrus) before additional representations can be activated (Dehaene & Cohen, 2011; Dehaene et
al., 2005, 2002; Jobard et al., 2003; Levy et al., 2009). Our anatomical results are incompatible
with such a strict feed-forward view in several ways: 1) we observe phonological sensitivity as
early as visual sensitivity; 2) sensitivity to orthographic neighborhood size occurs very shortly
following bitmap sensitivity and preceding letter sensitivity; 3) fusiform gyrus shows frequency
sensitivity at 180ms, followed by sensitivity to phoneme at 280ms and only then to letter at
380ms. Additionally, in our functional analysis, neighborhood and frequency sensitivity
preceded letter sensitivity. These results suggest an early role for lexical and phonological
representations, especially in occipital cortex and fusiform gyrus, which does not fit the strict
feed-forward model. However, neither do our results suggest a completely integrated response,
as we do observe some systematic separation of features in time and anatomical location.
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Anatomically, we see bitmap, neighborhood, and phoneme representation emerge within 100ms,
followed shortly by frequency encoding at 180ms, semantic encoding at 240ms, and letter
encoding at 380ms. Functionally, we observe clusters with early multi-feature representation, but
also individual clusters with feature-specific sensitivity at middle latencies. Overall, these results
suggest that the mechanisms underlying visual word recognition include both feed-forward and
feed-back processing.
Role of fusiform gyrus
Fusiform gyrus has received special attention in the reading literature and as the center of
two major debates: first, whether its function is specific to visual word processing and selective
to word identities (Allison et al., 2014; Baker et al., 2007; Binder et al., 2006; Cohen et al., 2000,
2002; Dehaene et al., 2002; Glezer et al., 2009; Nobre et al., 1994), and second, whether it serves
as a strictly feed-forward hub of orthographic information (Dehaene & Cohen, 2011; Dehaene et
al., 2005, 2002; Jobard et al., 2003; Kronbichler et al., 2007, 2004; Kuo et al., 2003; Levy et al.,
2009; Price & Devlin, 2011, 2003; Sahin et al., 2009; Schurz et al., 2014; P. G. Simos et al.,
2002; Solomyak & Marantz, 2009). In this study, we find significant fusiform sensitivity to
frequency (consistent with previous studies (Kronbichler et al., 2007, 2004; Kuo et al., 2003)) as
early as 120ms, phoneme as early as 280ms, and letter at 380ms. Further study is needed to
determine whether this lexical and phonological sensitivity arises from top-down or bottom-up
influences on fusiform gyrus, but our results demonstrate that fusiform is not limited to encoding
orthographic information. This result may be consistent with its role as sensitive to individual
words, and further ECoG research using traditional false font paradigms could address this
question more directly.
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Anatomically distributed feature encoding
The spatiotemporal resolution of iEEG allowed us to investigate encoding networks in
our data decoupled from anatomical boundaries. Using clustering analysis, we uncovered and
described a variety of temporal response shapes that were anatomically heterogeneous.
Moreover, we demonstrated that these functional populations had significant feature sensitivity,
suggesting that anatomically-distributed networks can in fact be relevant to stimulus encoding.
We find evidence for an early “hub” cluster which represents a combination of visual,
phonological, and lexical features within 100ms of word onset, which may then feedforward to
other functional groups. By 180ms, both frequency and semantic information have been decoded
in separate populations. Either by concurrent calculation or feedback, by 200ms the hub cluster 2
has also represented word frequency. After this initial rapid processing, additional feature
sensitivity emerges that could represent late-stage checking of the word identity (Lim, 2016).
Notably, we observed both clusters that encode multiple features across different timepoints and
clusters with sensitivity to specific features. Distributed encoding has gained recent traction in
the human language literature, especially in the semantic domain (de Heer et al., 2017; Deniz et
al., 2019; Huth, De Heer, et al., 2016), and could help explain the wide range of locations and
timepoints implicated in our anatomical sensitivity analysis and more broadly in literature that
analyzes data by region of interest; if a particular feature is encoded by a network of similarlybehaving neurons spread across multiple areas, anatomical analyses may reveal feature encoding
in several involved areas.
Limitations & future work
Limitations of this work include nonuniform coverage across subjects and brain areas,
which are inherent to invasive neurophysiology in humans. Due to the limited time for testing
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and the experiment’s dual role as a memory test, the range and quantity of stimuli were limited,
and many subjects saw each word only one time; further work with repeated trials would enable
useful decoding and reliability analyses. Because the words were selected for balanced memory
effects rather than designed to vary along useful VWR parameters, the features we studied varied
opportunistically rather than parametrically, requiring a correlational approach. Including useful
controls such as false fonts, consonant strings, or pronounceable pseudowords would allow more
fine-grained study of particular word features and neural mechanisms. The task demands on the
subject- to recall each list of words- may also impact the neural response; comparison with
lexical decision or other reading tasks would allow assessment of the task impact on processing.
Conclusion
In this work, we mined a large human intracranial dataset to characterize the flow of
information in the brain during visual word recognition. By analyzing electrode response
properties and population sensitivity to a hierarchy of word features, we created a high-resolution
map of stimulus encoding during single-word reading and showed evidence that anatomically
distributed populations can encode word features. Our results suggest that feed-forward, feedback, and distributed processing mechanisms contribute to visual word recognition.

2.4 Materials & Methods
Intracranial recordings
Over a period of several years, patients undergoing chronic intracranial monitoring as
treatment for pharmacologically intractable epilepsy were recruited to participate in the DARPA
Restoring Active Memory program, a multi-center collaboration of neurology and neurosurgery
departments across the United States. The research protocol was approved by the institutional
review board at each hospital, and informed consent was obtained from all participants or their
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guardians. 151 subjects were included in this study. Clinical need determined the electrode
number and placement for each subject; depending on patient need and technology specifications
at each hospital, grid, strip, and depth electrodes were implanted and recorded with Bio-Logic,
Natus, Nicolet, Grass Telefactor, or Nihon-Kohden EEG systems at 200, 256, 400, 500, 512,
1000, 1024, or 2000Hz. Electrodes were identified as bright spots on the post-op CT scan and
these points were then aligned to the MRI using FSL software (Brain Extraction followed by
FLIRT). We excluded electrodes located outside of brain tissue, showing pathological activity,
or in limbic and sublobar regions. A total of 10949 eligible electrodes in occipital, temporal,
parietal, and frontal lobes were considered for this study.
Behavioral task
Subjects completed a delayed free recall task. Each task session consisted of 25 12-word
lists per session for a total of 300 words. Each word was presented in white, 70-point Verdana
font on a black background for 1600ms with a jittered 750-1000ms ISI. After each list, subjects
completed a distractor math task for 20 seconds, then had 30 seconds for free recall from the
previous list. Patients who completed at least one complete task session in English were included
in this study for a total of 151 subjects.
Neural data preprocessing
The amplitude of the high gamma (HG, 70-150Hz) response of each electrode was
extracted using the Hilbert transform, then resampled to 100Hz. For subjects who completed the
task more than once, data was averaged over repetitions after resampling. Finally, for clustering,
latency, and peak calculation, each electrode’s data were normalized by z-score to the response
while viewing a blank screen; for sensitivity analyses, each electrode’s data were normalized by
z-score of its entire response.
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Task responsiveness
At each electrode, we ran a t-test between the HG response during word presentation and
the HG response when the screen was blank. We took the absolute value of all t-values to include
electrodes with both enhanced and suppressed responses to word presentation; electrodes with |t|
> 6 (2775/10949) were considered “task responsive” and kept for further analysis. The
percentage of task-responsive electrodes in each region was calculated as the ratio of electrodes
with t>6 to the total number of electrodes in each region; subregions with at least 50 taskresponsive electrodes were considered for further analysis. The average t-value was also
calculated by subregion.
Brain plots
All brain plots were generated with Brainstorm (Tadel et al., 2011), which is documented
and freely available for download online under the GNU general public license
(http://neuroimage.usc.edu/brainstorm). All plots used the Freesurfer average brain. For plots
including all 10949 electrodes, electrode density was high enough that smoothing created a more
intelligible plot (example 1D vs S1B), so each electrode location was first converted from MNI
to voxel space in nilearn (Abraham et al., 2014) (https://nilearn.github.io/authors.html) before
smoothing data over 1 cm3 spans and converting back into MNI space. For coverage plots (1B,
S1A), we counted the number of electrodes or subjects included in each 1 cm3 and smoothed
over .5 cm3 before converting back to MNI space. The t-value plot (1D) was calculated in the
same fashion, except values were averaged within each 1 cm3. For the remaining brain plots,
only task-responsive electrodes were included, so voxel conversion was unnecessary. Instead,
each individual electrode location was projected to the cortical surface of the average Freesurfer
brain and plotted as a sphere using Brainstorm.
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Latency and peak analysis
We calculated the peak amplitude of each electrode’s average word response as the
absolute maximum or minimum of the response, whichever was of greater magnitude. Latency
was calculated as the sample after word onset where each electrode’s average response reached
its peak value. Histograms of latency and peak amplitude are plotted in S2A/C. Electrodes with
positive peak values were classified as having an enhanced response, while those with negative
peak values were classified as suppressive. We calculated the average latency (2.2A) and
average enhancement vs. suppression ratio (2.2C) in each anatomical subregion, reporting
standard error of the mean and conducting unpaired t-tests with FDR correction for statistical
analysis (2.6B/D). We plotted raw latencies and peak values on the brain using Brainstorm
(2.2B/D)
Clustering analysis of temporal response shapes
To investigate the range of responses in the data, we averaged each electrode’s HG
response over words and conducted unsupervised agglomerative clustering (ward linkage,
Euclidean distance) on the responses from 450ms before word onset to 400ms after word offset,
smoothing with an 80ms hanning window. We chose to display 9 clusters after empirical
inspection of different numbers of clusters (gap, elbow, and other methods indicated either 2
clusters or the maximum number tested). Clusters were first separated into enhanced and
suppressive groups, then ordered by latency within each group. We plotted a raster of all
electrodes organized by cluster (3A) as well as plots of each average cluster’s waveform with
standard deviation error bars (3B). We also calculated and plotted the percentage of electrodes in
each anatomical lobe that belonged to each cluster, normalized by the total number of electrodes
in each lobe (3C), as well as the percentage of electrodes in each cluster that belonged to each
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lobe, normalized by the total number of electrodes in each cluster (2.7A). We plotted each
electrode’s cluster ID on the brain using Brainstorm, both for all subjects (2.7B), as well as four
example subjects with varying coverage, including right hemisphere (2.7C), left hemisphere
(2.7D), bilateral (2.7E), and occipital lobe implants (2.7F).
Word feature catalog and feature RDMs
We collected feature data for all 300 words. Bitmaps were constructed by recreating
exact images of each word that had been presented to the subjects (in 70-point white Verdana
font on a black background, centered on the screen), cropping to the smallest image where the
longest word could still be fully captured, and resizing to a 6x29 pixel image. To create the
feature RDM, each word’s image was unrolled into a vector of length 174. Letter vectors were
generated as a count of how many times each letter occurred in each word, deleting any letters
that occurred fewer than 5 times across the entire stimulus set for a vector of length 23.
Analogously, phoneme vectors were a count of how many times each phoneme occurred in each
word as listed in the P2FA dictionary (Yuan et al., 2008), deleting any phonemes that occurred
fewer than 5 times across the entire stimulus set for a vector of length 34. Orthographic
neighborhood size or number of neighbors, defined as the “number of words that can be obtained
by changing one letter while preserving the identity and positions of the other letters”, was
collected from the English Lexicon Project (Balota et al., 2007). Frequency data were also
collected from the English Lexicon Project, using Hyperspace Analogue to Language (HAL)
frequency norms based on approximately 131 million words (Lund & Burgess, 1996). Semantic
content was represented by Google word2vec embeddings
(https://code.google.com/archive/p/word2vec/ accessed using gensim
https://radimrehurek.com/gensim/index.html), using 300-dimensional vectors pre-trained on
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Google News (100 billion words). These features were selected to span visual, phonological,
lexical, and semantic domains, and to minimize inter-feature correlations.
For each feature, we calculated the pairwise distances between stimuli (using cosine distance for
multi-dimensional features (bitmap, letters, phonemes, semantics) or squared Euclidean distance
for one-dimensional features (neighborhood, frequency) to create a feature representational
dissimilarity matrix (RDM) with which to conduct representational similarity analysis (RSA
(Nili et al., 2014)). We calculated the inter-feature correlations as the Spearman correlation
between each pair of feature RDMs (S4).
Feature sensitivity
We conducted RSA using our feature RDMs for different electrode populations over
time. To balance temporal resolution with computation time, responses were downsampled to
50Hz after smoothing with a 250ms hanning window. For each anatomical area, we calculated a
neural RDM for each timestep by taking the pairwise distances (Pearson correlation) between the
response of all task-responsive electrodes in that area at that timestep. We repeated this process
across all timesteps and all anatomical areas. Next, we calculated the Spearman correlation
between each neural RDM and each feature RDM. To conduct statistical inference, we permuted
the stimulus labels 1000 times, recalculated neural RDMs with each permutation, and calculated
the correlation between each permuted neural RDM and each intact feature RDM to obtain a
permutation distribution of correlation values for every timestep, area, and feature. We used a
generalized Pareto distribution to estimate the tail of each distribution to obtain a precise p-value
for each comparison (Knijnenburg et al., 2009; Winkler et al., 2016), then corrected for multiple
comparisons by setting the false discovery rate across all areas, features, and timesteps to .05.
Data were displayed by image, setting negative correlations to 0 (negative correlations in RSA
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signify low representational similarity) and indicating significant values with a black box. Lastly,
we repeated the entire procedure, this time segmenting electrodes into populations by temporal
response shape (as assigned by the agglomerative clustering analysis) rather than by anatomical
area.
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2.5 Supplemental Material

Figure 2.5 Supplemental: Task Response
A. Subject coverage. Count of subjects with coverage within 1cm3 displayed on the Freesurfer average brain.
B. Absolute t-values. Data is the same as Figure 1D, but each electrode is plotted as a sphere projected to the
cortical surface of the Freesurfer average brain to demonstrate density of coverage and for visual comparison
to volume-smoothed data.
C. Histogram of absolute value t-values for all electrodes on a logarithmic scale. Vertical dotted line indicates
our task responsiveness threshold of t = 6.
D. Significance values corresponding to Figure 1C. Colormap indicates the p-value threshold met by each
pair of values, where white indicates no significant difference and black indicates p<.0001.
E. Percentage of task-responsive electrodes (|t|>6) by anatomical subregion. Bars are color-coded by lobe.
F. Significance values corresponding to Supplemental Figure 1E.
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Figure 2.6 Supplemental: Latency and Peak Magnitude
A. Histogram of latency values for task-responsive electrodes.
B. Significance values corresponding to Figure 3A. Colormap indicates the p-value threshold met by each
pair of values, where white indicates no significant difference and black indicates p<.0001.
C. Histogram of peak magnitude (arbitrary units, z-scored to baseline) for task-responsive electrodes.
D. Significance values corresponding to Figure 3C.
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Figure 2.7 Supplemental: Anatomical Distribution of Temporal Response Shapes
A. Distribution of each cluster across anatomical regions (columns sum to 100%).
B-F. Cluster membership of all task-responsive electrodes displayed on the average Freesurfer brain.
S3C-F show the cluster membership of task-responsive electrodes in single subjects. Example subjects were
selected with right-only coverage (C), left-only coverage (D), bilateral coverage (E), and occipital coverage
(F).
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Figure 2.8 Supplemental: Interfeature Representational Similarity
RSA correlations between word features in this stimulus set: bitmap, letters, phonemes, number of neighbors,
frequency, and semantics.
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Chapter 3 Developing an Artificial Language Task to Probe the
Mechanisms of Auditory Word Segmentation
3.1 Introduction
Humans can expertly and effortlessly detect word boundaries in their native language
despite a lack of explicit, reliable pauses between words (Cutler, 2012). This remarkable ability
is called auditory word segmentation (AWS), and while behavioral studies have shown that
listeners use a variety of acoustic and semantic cues to segment words (Cutler, 2012; Mattys et
al., 2005), our understanding of the neural mechanisms is still evolving. Noninvasive
neuroimaging studies have demonstrated that neural oscillations and event-related potentials
track word-level structure in speech(Ding et al., 2015; L D Sanders & Neville, 2003; Shahin &
Pitt, 2012), and have implicated left superior temporal gyrus, right temporoparietal junction, and
inferior frontal gyrus in word segmentation tasks (Karuza et al., 2013; K. McNealy et al., 2006;
Kristin McNealy et al., 2010). Behavioral studies have demonstrated that subjects can learn to
recognize novel words in continuous speech with sufficient exposure to distributional-only cues
(Peña et al., 2002; J. R. Saffran, Aslin, et al., 1996; Thiessen & Saffran, 2003), but when
segmenting native words from a speech stream, listeners rely heavily on lexical access, mapping
a word to its real-world, semantic meaning (Bergmann & Cristia, 2015; Mattys et al., 2005).
These studies support the idea that a detectable neural signature of word segmentation exists but
have not yet characterized its mechanism, nor have they sought to separate how different
segmentation cues such as distributional regularity and semantic knowledge affect neural
processing.
A limitation of many of these studies is that they have used natural language tasks to
probe the mechanisms of AWS. However, because humans automatically recognize and segment
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words of their native language, it is impossible to isolate the neural signature of segmentation
from the acoustics of the stimulus in a native language task. In this chapter, I describe the
development of a modular artificial language task designed to address this limitation. The task
separates segmentation from acoustics by presenting an identical acoustic stream to subjects
before and after they learn to segment novel words. It was originally designed to be recorded
with iEEG subjects to exploit the method’s high spatiotemporal resolution, but can be useful
with any method that has high temporal resolution. Results from this task can expand our
understanding of how the brain segments known words with and without semantic information,
and how it learns to segment words with distributional cues.
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3.2 Task Design
3.2.1 Task overview

Figure 3.1 Artificial Language Word Segmentation Task
A. Overview of task design showing the order of presentation of different stimulus blocks in each phase of the
task.
B. Content of each task component. Random syllables are shown in gray text; words are showin in bolded
black. 2AFC: two-alternative forced choice task.

To study the neural mechanisms of AWS, I developed an artificial language task
composed of a baseline block and three different phases designed to study the impact of different
cues on AWS (Fig 1A). During baseline, the subject listens to a test stimulus containing novel
artificial words. Phase 1 exposes the subject to the words in a speech stream without explicit
instruction to study how the neural signatures of word segmentation develop during statistical
learning, which occurs when a subject acquires knowledge from distributional-only
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cues(Johnson & Jusczyk, 2001; Pelucchi et al., 2015; Peña & Melloni, 2012; J. R. Saffran, Aslin,
et al., 1996; Thiessen & Saffran, 2003). Phase 2 explicitly trains subjects to segment the novel
words from the speech stream so that baseline and post-training responses can be compared to
identify the mechanism of segmentation. Phase 3 teaches the subjects meanings for the novel
words to study how lexical access changes their encoding. The test stimulus is repeated after
each training stimulus, and behavioral knowledge of the words is tested after each training and
test stimulus. This repetition allows the subject’s learning to be tracked throughout the task and
allows the neural response to identical acoustics to be compared across different behavioral
conditions. It also makes the task modular, so if time with a subject is short, a subset of the
experiment can be collected and additional or repeat phases can be completed in later sessions.
This flexibility is especially useful for iEEG patients, as the clinical recording environment can
be unpredictable. Task components are described in further detail below:
Test
In the test stimulus, a set of three artificial trisyllabic words (e.g. “zoopifay”) is pseudorandomly embedded in a stream of random syllables. To preserve natural acoustic variation but
eliminate acoustic segmentation cues, the stimulus was generated in the text-to-speech program
MacInText with the naturalistic voice Tom. Before the baseline test is played, the subject is
instructed that they will hear a stream of random syllables with occasional artificial words. To
ensure they are paying attention, the stimulus pauses every 60s and the subject is asked to repeat
the last few syllables. The test stimulus is designed to be sparse so that subjects are unlikely to
explicitly learn the words from exposure alone.
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Behavior
Behavior is collected after each experimental block to track the subject’s ability to
segment words. Two types of behavior are collected: 1) Recall: To test explicit knowledge, the
subject is asked to verbally report words they know in the language. 2) Two-Alternative Forced
Choice (2AFC): To ensure the subject is able to segment the word from continuous speech, the
subject is presented with two 3s speech streams, one of which contains a word. Each wordcontaining string is paired with 3 control strings in balanced order over 18 randomized trials. On
each trial, subjects are asked to select which stream they believe contains a novel word. Abovechance performance (>50%) suggests the subject can successfully segment the words.
Statistical Training
The statistical training block contains the artificial words pseudo-randomly embedded in
a string of random syllables, occurring twice as often as during the test stimulus. If a subject has
exhibited statistical learning, they are expected to fail recall but have improved performance on
the 2AFC, indicating implicit knowledge.
Explicit Training
Subjects are explicitly taught the novel words by visually displaying the words, playing
the words aloud, and being asked to repeat the words verbally. Afterwards, the subject completes
a shortened 2AFC; if they do not achieve >80% accuracy, the experimenter repeats the explicit
training until the subject improves to >80%.
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Semantic Training
Semantic training mirrors explicit training, adding pictures of simple objects paired to
each word to assign it meaning. Subjects will then be presented with the pictures in isolation and
asked to report the corresponding artificial word, as well as presented with the 2AFC and asked
to report the meaning associated with the embedded artificial word. This training will be
repeated until subjects reach >80% accuracy on the semantic behavioral test.
Importantly, the task includes control stimuli designed to test specific hypotheses about
AWS. These hypotheses and analyses designed to test them are discussed below.
3.2.2 Task analysis: Neural signatures of auditory word segmentation
Phase 2 presents subjects with an identical artificial speech stream before and after
explicitly teaching them to segment novel words. Once subjects are sufficiently trained to parse
the words from the continuous speech stream, comparing the neural responses to the test
stimulus before learning (baseline) to the responses after they have learned to segment the words
(after explicit training) can reveal the spatiotemporal encoding of AWS.
Spatial encoding
This task can address two possible hypotheses of the spatial mechanisms of AWS: H1)
alteration of already-present acoustic representations in auditory cortex; H2) downstream
emergence of a segmentation signal. Under H1, auditory cortex simultaneously encodes acoustic
and segmentation information, such that a particular sound is represented differently when
contained in a word. Previous invasive work shows that neural activity in superior temporal
gyrus electrodes is selective for phonetic features, particularly manner of articulation(Mesgarani
et al., 2014), and change in phonetically-selective responses at a single electrode or population
level could reflect a change in the temporal integration of cues over time. Under H2, non-
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auditory areas could respond to words after learning but not before; several non-auditory areas
have been implicated in segmentation, including temporoparietal junction and inferior frontal
gyrus. As in auditory cortex, these signals could be encoded locally or at a population level.
These hypotheses are not mutually exclusive; both auditory cortex and downstream areas may
encode segmentation. To test these hypotheses, we designed the task to enable specific analyses
which are described below.
Single-electrode responses can be compared for entire words before and after learning,
and for random syllables (e.g “fay” in a random stream) versus word-contained syllables (e.g.
“fay” in “zoopifay”) after training. Significant changes in the average response after learning or
for word-contained syllables can be attributed to AWS.

Figure 3.2 Predicted Multidimensional Scaling for Segmentation-Encoding Populations
Multidimensional scaling can be used to visualize population responses to particular syllables. Bold "fay"
(left) is word-final in "zoopifay"; blue "fay" (right) is not word-contained. If a population is involved in
AWS, syllables not contained in words should be close together before (gray, baseline) and after training
(blue), while syllables in words should move apart.

Population-level encoding can be also studied by comparing words and word-contained
vs. random syllables before and after training. In particular, population encoding can be
visualized using multidimensional scaling (MDS) across electrode populations (Fig 3.2). In
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populations involved in AWS, word-contained syllables should be separated before and after
training, while random syllables should not be separated after training.

Figure 3.3 Predicted Segmentation Decoding Accuracy for Segmentation-Encoding Responses
A decoding model can be trained to classify whether syllables belonged to words based on their neural
responses. For neural responses involved in AWS, decoding should be successful after (right) but not before
training (left).

Linear regression or another decoding model can also provide insight into which single
electrodes or populations contain information about AWS. If a particular neural signal contains
information about word segmentation, a model should be able to decode whether the responses
were to random (e.g “fay” in a random stream) or word-contained (e.g. “fay” in “zoopifay”)
syllables after training but not before. Positive results from these analyses in auditory cortex
would support H1, and outside of auditory cortex would support H2.
Temporal encoding
Once the locus of AWS has been identified, the temporal encoding can be investigated.
We foresee two possible mechanisms: H1) predictive coding, reflecting temporal integration
over the course of the word, and H2) boundary detection, where the segmentation signal emerges
only at the end of the word. These hypotheses are not mutually exclusive, as different brain areas
may encode segmentation in different fashions.
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Figure 3.4 Predicted Single-Electrode Responses for Predictive Coding vs. Boundary Detection
A. Predicted results for a predictive coding hypothesis in auditory (left) and downstream (right) areas.
Complete words in black; expectation violations in grey. Dotted line marks the onset of the final syllable.
B. Predicted results for a boundary detection hypothesis in auditory and downstream areas.

These hypotheses can be tested at a single electrode level by inspecting their temporal
responses to words before and after training. If coding is predictive (H1), the segmentation signal
should begin before the end of the word. This signal could manifest differently depending on the
brain area; in auditory cortex, predictive coding could manifest as a backwards shift in the timing
of auditory responses, while in a downstream area, a new signal could emerge partway through
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the word. In the case of boundary detection (H2), the response would occur only at the end of the
word. In auditory areas, this signal could manifest as an increased response to the last syllable
alone; in downstream areas, it could be a sharp response at the end of the word. The test stimulus
also contains strings of syllables referred to as “expectation violations”, which are the first two
syllables of an artificial word followed by a mismatched third syllable (e.g. “zoopisah” for the
word “zoopifay”). If an electrode or population exhibits predictive coding (H1), after training the
response to the first two syllables of the expectation violation (“zoopi…”) should be the same as
the response to the first two syllables of the word.

Figure 3.5 Predicted Neural Trajectories for Segmentation-Encoding Populations
Extension of Figure 3.2 over time. Solid lines are calculated from neural responses during baseline, while
dotted lines are calculated from responses after explicit training. Time increases as the lines move away from
the dot. For populations involved with AWS, the trajectories are expected to diverge during word-contained
syllables (left), but not for random syllables (right).

Population encoding can be probed by extending the previous MDS analysis over time to
create a neural trajectory. Electrode populations involved in AWS would be expected to show
divergent trajectories between sounds that are segmented (e.g. “fay” in “zoopifay”) before and
after learning, but not for sounds that are not segmented (e.g. “fay” in random stream).
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Figure 3.6 Predicted Next-Syllable Decoding Accuracy for Segmentation-Encoding Responses
A decoding model can be trained to predict the next syllable. Before training (left), next-syllable decoding
may be slightly better than chance due to acoustic cues like coarticulation. After training (right), if a neural
response is involved in predictive encoding of semantic words, next-syllable decoding accuracy should be high
for the first two syllables of the artificial words, and low for other syllable pairs.

To determine whether a particular neural signal contains predictive information, a
classifier can be trained on syllable pairs to decode which syllable comes next. In predictive
encoding (H1), successful decoding of word-final syllables from the response to wordbeginnings (e.g. predicting “fay” from “zoopi”) should be possible after, but not before, explicit
training.
3.2.3 Task analysis: Statistical learning
Phase 1 of the task is designed to measure statistical learning as a subject gains exposure
to the novel words through distributional regularity. Once a neural signature of AWS has been
identified using data from explicit training, its emergence can be studied using the statistical
training data. This could happen in two ways: H1) as an accumulating linear signal, or H2) by
nonlinear tracking.
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Figure 3.7 Proposed Mechanisms for Neural Tracking of Distributional Regularity
A. Predicted results for linear tracking of distributional regularities; plots how the magnitude of the neural
response to a particular word or syllable changes as a function of its number of repetitions.
B. Two possible examples of nonlinear tracking, including a categorical shift or a sigmoidal shift which
measures classic psychophysical curves.

Once a neural signature of AWS has been identified from phase 2 data, it can be
measured at each repetition during baseline and statistical training. For example, if AWS was
indicated by the change in magnitude at a single electrode, that magnitude could be plotted as a
function of accumulating word repetitions to observe whether the signal accumulates in a linear
or nonlinear fashion. The neural signal can also be compared with the subject’s implicit
knowledge as measured by behavioral performance. If tracking is nonlinear (H2), the
accumulating signal may be modulated by how well the word was learned.
3.2.4 Task analysis: Lexical access
Lexical knowledge is an important cue for native word segmentation(Mattys et al., 2005),
and lexical access (also known as semantic retrieval) is the process of mapping a word to its realworld meaning. Phase 3 is designed to separate lexical access from the recognition of the
acoustic word template by teaching subjects a meaning for the artificial words they have learned.
Lexical access could involve: H1) recruitment of semantic networks that were not involved in
non-semantic word segmentation, or H2) the alteration of networks that were involved in
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acoustic-only segmentation. These hypotheses are not mutually exclusive; lexical access could
result in both changes in segmentation-related responses and the emergence of new semanticspecific responses.
Single-electrode and population analyses can be conducted the same way as for phase 2
data, this time comparing responses to words after explicit training with responses to words after
semantic training. Differences in these two responses can be attributed to lexical access.

Figure 3.8 Predicted Semantic Decoding Accuracy for Responses Involved in Lexical Access
Analogous to Fig 3.3, a decoding model can be trained to predict whether neural responses to a specific word
occurred before or after semantic training. Successful decoding is expected from neural responses that are
involved in lexical access.

Additionally, if single electrodes or populations contain information about lexical access,
a decoding model should be able to classify whether neural responses were to words before or
after semantic training occurred. These analyses could implicate single electrodes or populations
that had been previously implicated in the task (H1), in new anatomical areas (H2), or both.
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3.3 Results
80
75

Percent Accuracy

70
65
60
55
50
45
40
ine

sel

Ba

licit

Exp

t

Tes

Figure 3.9 Behavioral Performance: Psychophysics Pilot
Accuracy on 2AFC after baseline, explicit training, and subsequent test in a psychophysics pilot (n = 12).
Dotted black lines show standard error of the mean, and the dotted gray line shows chance performance
(50%).

To test whether we could successfully train subjects to segment novel words, we ran a
pilot psychophysics experiment. We recruited twelve neurotypical, nonimplanted subjects to
complete the baseline and phase 2 blocks of the task, where explicit training consisted of a single
two-minute training session. On average, subjects showed improvement on a two alternativeforced choice task from baseline (51.4±5%) to after explicit training (65.7±5%, p<0.05), and
significant improvement of 16.2% between baseline and the subsequent test (67.6±5%) (p<0.05,
paired t-test with Bonferroni correction), demonstrating that even two minutes of explicit
training can improve subject ability to segment words.
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Figure 3.10 Behavioral Performance: iEEG Pilot
Accuracy on lexical decision after baseline, explicit training, and subsequent test in four iEEG subjects (each
line/color represents a single subject). Dotted gray line shows chance performance (50%).

After confirming the behavioral viability of the task with psychophysics, we collected
pilot data with four iEEG patients. Due to limited testing time, we collected only the baseline and
explicit training (phase 2) blocks, changed the behavioral task to lexical decision, and conducted
a single five-minute explicit training session. While three out of four patients showed
improvement in accuracy from baseline to after training, only one subject showed improvement
over chance levels after both explicit training and repeat of the test segment, raising questions
about whether subjects had successfully learned to segment the words and whether the task was
effective in our patient population.
To investigate the neural responses, we first extracted the high gamma power (70-150Hz)
of each electrode and z-scored these responses to baseline. We ran a t-test between high gamma
activity during the speech and silence, and found that only one subject had task-responsive
electrodes. Unfortunately, this subject’s behavioral performance showed no evidence of
successful learning (subject 39, red line in Fig 3.10).
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Figure 3.11 Single-Electrode Responses to Words Before and After Training
A. Average spectrograms of each artificial word (beesahmoo, koonohshee, zoopifay). Black dotted line marks
word offset.
B-F. Average response of sample electrodes e1-e5 in response to each word before (blue) and after (red)
training; shading indicates standard error of the mean across repetitions. Significant differences between
blue and red responses are shaded in gray (only applicable to the first column of D).

Nonetheless, we compared the response to words before and after training at these taskresponsive electrodes. Results for five sample electrodes are shown in Fig 3.11; we found only
one significant difference between signals (p<0.05, t-test with FDR correction across
timepoints), at e3 to the word “beesahmoo”.
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Figure 3.12 Population Decoding of Word-Contained vs. Random Syllables Before and After Training
We trained a regularized least squares classifier to decode whether neural responses to particular syllables
were word-contained or random both before and after training. The classifier was trained using the high
gamma response of the top five task-responsive electrodes. Blue bars decoding accuracy for baseline, while
red is after training; error bars are standard deviation. Comparison yielded no significant results.

To test for evidence of segmentation at a population level, we decoded whether each
syllable was word-contained or random using a regularized least-squares classifier using the high
gamma responses of the top five most task-responsive electrodes. We observed no significant
differences in decoding accuracy before and after training for any syllables. This overall lack of
significant results could be due to the subject failing to learn, noise in the data, or the task’s
failure to detect the effects of AWS.

3.4 Discussion
Summary of results
In this chapter, I described the development of an artificial language task designed to
elucidate the neural mechanisms of auditory word segmentation. The task design is modular,
consisting of a baseline block and three phases each designed to test a different aspect of AWS;
phase 1 uses statistical training to uncover how the neural signatures of AWS emerge in response
to distributional regularity; phase 2 uses explicit training of novel words to ensure subjects have
learned to segment them from the speech stream; and phase 3 teaches the subject meanings for
the words to study how lexical access changes encoding. I outline specific hypotheses and
analyses that the task has been designed to address and demonstrate that explicit training
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significantly improved the ability to segment words in a psychophysics study of 12 subjects.
However, pilot data from four iEEG subjects was insufficient to draw any conclusions, as the
subjects showed wide behavioral variability and only one subject had task-responsive electrodes.
Task viability in intracranial electroencephalography
Three major problems emerged with our iEEG pilot: a low subject count, a lack of taskresponsive electrodes in those subjects, and a lack of clear behavioral evidence that subjects
successfully learned to segment the novel words. The first two issues are not uncommon in iEEG
studies as data collection can be logistically challenging. Electrode placement is determined by
clinical factors, so patients with anatomical coverage of regions of interest can be rare. Even
when a particular patient’s coverage is ideal, testing windows may be short, disrupted, or
unavailable, and even when data is successfully collected, it may be noisy or contaminated with
pathological activity and therefore unsuitable for analysis. These factors resulted in collection of
just four subjects within the three months allotted for our pilot study, but a longer study duration
and improved institutional access to patients could improve both subject count and electrode
coverage.
The third issue is specific to this study, and the discrepancy between the successful
psychophysics result and the inconsistent patient results has a few plausible explanations. The
shift from 2AFC to lexical decision was made to shorten the experiment duration, but may have
had a detrimental effect on measuring behavior. In addition, cognitive tasks may be more
difficult for iEEG patients than for the average psychology subject, as cognitive deficits are
common in epilepsy (Helmstaedter & Witt, 2017), and even patients without such deficits are
subject to unusual stress and changes in medication during their hospital stay. To increase the
likelihood of successful data collection and word-learning in iEEG patients, the task could be
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simplified in a few ways: explicit training could be expanded and repeated until the subject
performed at >80%; behavior could be simplified to test isolated words rather than words in
context; the test stimulus could be simplified and/or shortened. Each of these changes would be
best piloted with psychophysics, but task versions could be tested opportunistically and
iteratively improved as iEEG patients become available. Overall, collection of this task in iEEG
presents substantial logistical challenges, but might be viable with adjustments to difficulty and
duration and a long study window.
Task viability in noninvasive neuroimaging methods
Independent of whether the task is continued in iEEG, it could be adapted for use in other
neuroimaging methods with high temporal resolution, including EEG and MEG. While the
analysis strategies were conceptualized with iEEG-level spatiotemporal resolution in mind, all of
these analyses can also be conducted with scalp electrodes or magnetometers, albeit with reduced
ability to localize the signal. Noninvasive recordings would allow for flexible subject recruitment
and task adaptation, and the psychophysics data demonstrate that training can be successful
under these conditions. Results from EEG or MEG would offer a novel contribution to the
literature, as the artificial language and modular design enable the investigation of segmentation,
statistical learning, and lexical access independent from acoustics.
Limitations & future work
The largest limitation of this work, that it has yet to be proven useful in neuroimaging
subjects, has been addressed above. Beyond that, if data collection is successful in iEEG or a
noninvasive method, the task could be expanded in several ways. Additional phases could be
developed to study how segmentation cues like metric regularity and syntactic structure
contribute to word segmentation in the brain by adding different types of training (e.g. metrical
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training). Another potential future task modification is to make the artificial language more
similar to English for more naturalistic performance. For ease of design, the current syllable
structure and stress patterns of the artificial language are simplified, so the task is more similar to
second-language learning than native-language listening. Making the language more English-like
should improve behavioral performance and elicit neural responses that are more similar to
native listening in native English speakers. Lastly, and most importantly, the results of this task
can be compared to neural responses during native listening. Although neural signatures of AWS
in artificial speech may not necessarily reflect how the brain would respond to word boundaries
in natural speech, identifying neural signatures in the artificial task will provide powerful insight
into what kinds of signals to look for during native listening, where segmentation and other
linguistic and acoustic responses cannot be easily separated.
Conclusion
In this work, I developed an artificial language task designed to expand our
understanding of how the brain learns to segment words with distributional cues and how it
segments known words with and without semantic information. Although a pilot study of four
iEEG patients proved inconclusive, psychophysics results demonstrated that subjects can be
successfully trained to segment novel words of an artificial language. Adjustments to the task
could improve viability in iEEG, and the current version can be useful in noninvasive methods
with high temporal resolution, including EEG and MEG.

3.5 Materials and Methods
Task materials
Task scripts were generated in MATLAB by randomizing the order of syllables and
words, rerolling to ensure words did not occur back-to-back. Speech stimuli were generated with
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MacInText using the naturalistic voice “Tom”, and phoneme, syllable, and word-level
transcriptions were generated with the Penn Forced Aligner and manually inspected in Praat.
Stimuli were presented to subjects using Presentation (NYU) or MATLAB (Northwell Health).
Psychophysics
Twelve (12) neurotypical subjects were recruited to participate in our psychophysics
pilot. Subjects completed the baseline and phase 2 blocks of the task (as described in “Task
Design”). Their accuracy on the 2AFC task were averaged for baseline, after testing, and after a
subsequent test block; results were
iEEG recordings
Four (4) patients undergoing chronic intracranial monitoring as treatment for
pharmacologically intractable epilepsy were recruited to participate in the task pilot at New York
University and Northwell Health hospitals. Clinical need determined the electrode number and
placement for each subject; depending on patient need and technology specifications at each
hospital, grid, strip, and depth electrodes were implanted and recorded with Natus or TuckerDavis Technologies EEG systems. Patients completed the baseline and phase 2 blocks of the test,
completing lexical decision rather than 2AFC behavioral testing to reduce testing time.
Neural data analysis
The amplitude of the high gamma (HG, 70-150Hz) response of each electrode was
extracted using the Hilbert transform, then resampled to 100Hz. Task response was then
measured using a t-test between silence and the artificial language presentation; electrodes with t
> 5 were further analyzed. Responses to each word before and after training time-locked to word
offset were then averaged and the top 5 most task-responsive electrodes were plotted in Fig 3.10.
Finally, we used a regularized least-squares classifier to decode whether responses to each
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syllable were word-contained or random. We trained the classifier with the high gamma
responses of the top 5 most word-responsive electrodes; 70% of data was used for training and
30% for testing, and the model was repeated 100 times for each syllable. Error bars are the
standard deviation of the model results over the 100 repetitions; a t-test with FDR correction did
not show any significant differences between decoding accuracy before and after training.
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Chapter 4 Conclusion
Although language perception has been the focus of study for centuries, only recently
have we been able to study the underlying brain processes at high resolution. In this dissertation,
I described projects designed to investigate the neural mechanisms of language processing using
intracranial neurophysiology in humans. First, I demonstrated feedforward, feedback, and
distributed processing of visual, phonological, lexical, and semantic information during visual
word recognition. Second, I developed a task to probe the mechanisms of auditory word
segmentation.

4.1 Visual word recognition
In chapter 2, I investigated a large intracranial dataset recorded during a reading task and
found task-responsive electrodes across occipital, temporal, parietal, and frontal lobes. The
strongest and fastest responses were concentrated in occipital lobe and fusiform gyrus, and
clustering analyses revealed a wide variety of temporal response shapes that are anatomically
heterogeneous. Using representational similarity analysis, we measured neural sensitivity to a
hierarchy of word features across time, showing significant representation of low-level visual
features and orthographic neighborhood density in lingual gyrus within 80ms, followed by word
frequency representation in fusiform gyrus at 120ms and semantic sensitivity at 240ms in
inferior frontal gyrus. From 280-360ms, sensitivity to frequency emerges in inferior frontal
gyrus, and to phonetic and letter information in fusiform gyrus. Past 400ms, we saw visual
information in middle occipital gyrus, semantic information in frontal lobe and middle temporal
gyrus, and multi-feature information along the lateral sulcus. We also found significant feature
sensitivity in populations with different temporal response shapes, including low-latency clusters
with multi-feature representation and mid-latency clusters with single-feature sensitivity. Taken
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together, our results demonstrated the early influence of lexical, phonological, and semantic
features in visual word recognition and revealed that feed-forward, feed-back, and anatomically
distributed processing mechanisms contribute to visual word recognition. Future work could
expand on these findings to directly investigate the communication between individual
electrodes and networks of electrodes by analyzing connectivity and causality between electrode
populations. Additionally, while we chose six features to sample the hierarchy of information
about each word, future work could study a further-expanded feature catalog, using weighted
models to interrogate the relative importance of different information in different areas and at
different timepoints. The relationship of feature encoding and memory could also be explored; is
it possible to predict which words a subject is going to remember by how strongly different
features are encoded during its presentation? Additionally, careful analysis of individual subjects
might reveal individual differences in encoding that reflect differences in strategy or ability
during word reading. Where the logistical limitations of iEEG hinder these questions,
noninvasive methods can be exploited; now that our study has demonstrated which features to
expect in which areas and when, those signals may be detectable in data with lower spatial or
temporal resolution.

4.2 Auditory word segmentation
In chapter 3, I described the development of an artificial language task to probe the neural
mechanisms of auditory word segmentation. In particular, it was designed to answer three
questions: 1) What is the neural signature of word segmentation? 2) How does the brain track
distributional regularities during statistical learning? and 3) What is the neural signature of
lexical access? By presenting identical acoustic stimuli repeatedly as the subject’s perception
changes with additional information (repetition, explicit training, semantic meaning), the task
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can separate the underlying cognitive processes from the specific acoustics of the stimulus, and
is designed with built-in analyses to test specific hypotheses about word segmentation. Although
psychophysics results demonstrated that we could successfully teach subjects to segment novel
words from a continuous speech stream, our pilot iEEG data was inconclusive. However, with
improved flexibility of both the task (to be shorter and simpler) and the experimenter (to record
the data opportunistically as ideal subjects trickle in), it could still be viable in iEEG.
Additionally, it can be of use in noninvasive methods, where both task design and subject
selection are faster and easier to manipulate. If ultimately the task does reveal specific neural
signatures of segmentation, they could be further studied in additional paradigms; if we know
where to look for a signature of segmentation, it might be possible to investigate how it changes
according to different task demands, for native versus second languages, and in clinical
populations with language processing disorders.

4.3 Conclusion
For centuries, academics have sought to understand language. As we develop the tools to
test how language is processed in the brain, we develop our ability to test linguistic hypotheses
against biology. For example, linguists and psychologists have long studied the many types of
information carried by visual words, and the work in chapter 2 shows that linguistic concepts
such as orthographic neighborhood and word frequency are in fact represented in the brain
during reading. The task in chapter 3 may ultimately be able to show how the brain encodes what
linguists call “juncture”, or how syllables of speech are strung together to inform word
boundaries. Overall, high-resolution methods like iEEG offer the opportunity for scientists to
investigate the biological relevance of linguistic theories. The work described here represents a
few small steps towards that pursuit.
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