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ABSTRACT
Particle Robotics: Achieving Deterministic Behaviors through Stochastic Interactions of
Loosely Coupled Components
Richa Batra

Natural and biological systems inspire novel approaches to robotic design and
control. This thesis applies principles of stochastic mechanics and collective intelligence to
develop amorphous robots composed of loosely coupled components, or particles. Like the
individual units that constitute many biological structures or swarms, the particles lack a
unique identity or specialized function, and they operate without a centralized control. Only
through interactions and external conditions do complex behaviors arise.
To provide greater scalability and robustness, individual particles are kept simple,
capable of a single degree-of-freedom motion that can be modulated; alone they are
incapable of directed locomotion. However, by loosely coupling and systematically
modulating the particles, the aggregate can migrate as a single entity and adaptively
reconfigure when interacting with unfamiliar environments. We call this stochastic
formation a particle robot.
The particle communication and coordination does not rely on the unique identity
or addressable position of individual particles, thereby removing any single point of failure

typical of traditional robots. Further, groups of particles may splinter into smaller groups
or annex additional particles without catastrophic effects. Through detailed modeling of the
interactions and dynamics of the particles and extensive simulations based upon this
modeling, the work presented in this thesis characterizes the scalability, robustness,
resilience, and adaptability of this paradigm.
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particles in the middle, assigned a mirrored phase offset pattern, turns. (e) A grid of particles with
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integration.
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(d) Plot of distance between the experimental and simulation-based centroids vs time (root mean
square error is 0.8015 cm).
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particle color ranges from green (at the minimum radius) to blue (at the maximum radius), whereas
dead particles are shown in grey. The initial configuration is superimposed in each panel with
transparency, with the centroid trace shown in red.
Figure 4 .13: Simulation results for random configurations of 100 particles with varying
percentages of dead. Particles are shown after 1,200 expansion-contraction cycles. The active
particle color ranges from green (at the minimum radius) to blue (at the maximum radius), whereas
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transparency, with the centroid trace shown in red.
Figure 4 .14 : Simulation results for random configurations of 1,000 particles with
varying percentages of dead. Particles are shown after 1,200 expansion-contraction cycles. The
active particle color ranges from green (at the minimum radius) to blue (at the maximum radius),
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Figure 4 .15 : Simulation results for random configurations of 10,000 particles with
varying percentages of dead. Particles are shown after 1,200 expansion-contraction cycles. The
active particle color ranges from green (at the minimum radius) to blue (at the maximum radius),
whereas dead particles are shown in grey. The initial configuration is superimposed in each panel
with transparency, with the centroid trace shown in red.
Figure 4 .16 : Statistical analysis of particle robots with varying percentage of inactive,
or dead, particles. (a) The speed of motion (expressed as the percentage of the minimum particle
diameter per cycle) towards the light source decays as the percentage of dead (malfunctioning)
particles increases. For each combination of number of particles and percentage of dead particles, ten

vi

56

57

63

64
65

67

68

68

69

69

randomly configured robots were simulated and analyzed. Increasing the number of particles also
reduces the variance in the speed, as indicated by the standard deviation (shaded area).
Figure 4 .17 : Variance of motion of particle robots. The angle of motion of the simulated
particles towards the light source was measured every 30 seconds. Data from the physical experiments
is included here for comparison.
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Figure 4 .20: Robot composed of 1,000 particles encountering a narrow gap. Simulations
of a 1,000 particle robot encountering a narrow gap were run for 4,500 cycles. The gap width varies
by the densest packing diameter (DPD). The light source, below, is not shown. The initial placement
of the robot is superimposed in each panel with transparency, and the centroid trace shown in red.
Figure 4 .21: Robot composed of 10,000 particles encountering a narrow gap. Simulations
of a 10,000 particle robot encountering a narrow gap were run for 4,500 cycles. The gap width varies
by the densest packing diameter (DPD). The light source, below, is not shown. The initial placement
of the robot is superimposed in each panel with transparency, and the centroid trace shown in red.
Figure 4 .22: Particle motion through a narrow gap. (a) The number of particles are varied
along with the gap size, which is proportional to the densest packing diameter (DPD). For each case,
ten simulations were run for 4,500 cycles respectively. The shaded area represents one standard
deviation.
Figure 4 .23: Carrying capacity of 1,000 particles. The circular object intended for transport,
shown in black, has the same mass and friction of a single particle, and there is no attraction between
the particles and the object. The diameter of the object was varied from 20%, 40%, 60%, and 80% of
the densest packing diameter (DPD) of the particles. The simulation was run for approximately 3,000
expansion-contraction cycles. The light source, below, is not shown. The initial placement of the
robot is superimposed in each panel with transparency, and the centroid trace shown in red.
Figure 4 .24 : Carrying capacity of 1,000 particles. The circular object intended for transport,
shown in black, has the same mass and friction of a single particle, and there is no attraction between
the particles and the object. The diameter of the object was varied from 20%, 40%, 60%, and 80% of
the densest packing diameter (DPD) of the particles. The simulation was run for approximately 3,000
expansion-contraction cycles. The light source, below, is not shown. The initial placement of the
robot is superimposed in each panel with transparency, and the centroid trace shown in red.
Figure 4 .25 : Carrying capacity of 1,000 particles. The circular object intended for transport,
shown in black, has the same mass and friction of a single particle, and there is no attraction between
the particles and the object. The diameter of the object was varied from 20%, 40%, 60%, and 80% of
the densest packing diameter (DPD) of the particles. The simulation was run for approximately 3,000
expansion-contraction cycles. The light source, below, is not shown. The initial placement of the
robot is superimposed in each panel with transparency, and the centroid trace shown in red.
Figure 4 .26 : Carrying capacity of 10,000 particles. The circular object intended for transport,
shown in black, has the same mass and friction of a single particle, and there is no attraction between
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phototaxis and obstacle avoidance.
Figure 5 .1: 3D particle robots with spherical particles capable of volumetric
modulation. a) A single spherical particle performing volumetric oscillations in response to a light
stimulus (not shown). The particle is not capable of locomotion by itself. b) A particle robot
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Figure 5 .2: Mean and standard deviations of speeds towards light source of a particle
robot comprising 20 particles. a) The particle robot was placed to have 1 level initially, and
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and standard deviations in the second column.
Figure 5 .3: Mean and standard deviations of speeds towards light source of a particle
robot comprising 500 particles. a) The particle robot was placed to have 1 level initially, b)
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different heights, or levels of particles. a) 100 particles, b) 500 particles, c) 2500 particles,
and d) 12,500 particles. The solid lines represent the mean across 10 simulations, and the shaded
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deviations being low.
Figure 5 .5 : Mean and standard deviation of speeds towards light source for different
number of particles (x-axis) and for different number of levels of initial particle
configuration. The solid lines indicate the mean whereas the shaded area represents the standard
deviation of the robot speeds across 6 different trials for a) 100-particle robot, b) 500-particle robot,
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Figure 5 .6 : Example of initial and final configurations of a 500-particle, when initialized
at different heights. 500-particle robot initialized to a) 1 level, b) 5 levels, and c) 9 levels. The
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Figure 5 .7 : Example of initial and final configurations of a 2,500-particle robot, when
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comprising 2500 particles. The robot can successfully navigate this terrain by crawling over the
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Figure 5 .9 : Navigation of a rocky terrain consisting of both small and large rocks. The
robot is able to successfully navigate this terrain by crawling over the small rocks, while moving
around the larger ones.
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Figure 5 .10: Navigation of an uneven terrain by a 3D particle robot comprising 500
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Figure 5 .11: Navigation of an uneven terrain by a 3D particle robot comprising 2500
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Figure 5 .13: Expansion and contraction achieved by the linkage mechanism using a
servo motor.
Figure 6 .1: Particle robot composed of loosely coupled vibrating particles. A visualization
of a vibrating particle robot, in which the vibration modulation is determined by an environmental
signal. In this illustration, the environmental signal shown is light intensity, and the particle robot
moves toward it.
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Figure 6 .2: Particle vibration concept modeled in simulation. The image in (a) illustrates a
rotationally vibrating particle, and (b) illustrates a linearly vibrating particle. The base of the particle
is colored gray and the object in pink. The passive connection between the object and the base is
shown in blue.
Figure 6 .3: Bimodal and linear frequency gradient modulation at different scales.
Images of rotationally vibrating particle robots with (a) 8 particles, (b) 32 particles and (c) 128
particles with bimodal frequency gradients and images of rotationally vibrating particle robots with
(d) 8 particles, (e) 32 particles and (f) 128 particles with linear frequency gradients. Blue particles
represent the minimum frequency, 1 Hz, and the red particles represent the maximum frequency,
3.5 Hz. The particles vibrating at a frequency between the minimum and maximum are colored
proportionally between red to blue. The first image shows the initial position and the second image
shows the position of the particle robot after three minutes, with the black line denoting the motion
traveled. The scale bar on the bottom right represents 0.5 m.
Figure 6 .4 : Characterizing the locomotive behavior of particle robots with varying
minimum and maximum frequencies. Both (a) bimodal and (b) linear frequency gradients
were studied with 8, 32, and 128 particles. In the plots, the three different colors correspond to
minimum frequencies of 0, 1, and 2 Hz. The x-axis represents the difference between the high and
low vibrational frequencies (or maximum frequency minus minimum frequency). The y-axis denotes
the motion after 180 seconds. The solid lines represent mean across 10 different random
configurations and the shaded area represents one standard deviation below and above the mean.
Figure 6 .5 : Characterizing the locomotive behavior of linearly vibrating particle
robots. The amplitudes of the motor force exhibit a constant gradient in the direction of the light
source. The x-axis represents the difference in the maximum and minimum motor force amplitude.
The y-axis depicts locomotion along the gradient over 180 seconds. The solid lines represent mean
across 10 different random configurations and the shaded area represents one standard deviation
below and above the mean. The three different colors correspond to minimum amplitudes of 0, 0.2,
and 0.4 respectively.
Figure 6 .6 : Scalability of vibrating particle robots. (a) Box and whisker plots of displacement
towards light source and (b) angle of locomotion relative to light source for rotationally vibrating
particle robots with gradient modulation. The data is gathered from simulations of 10 different
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Chapter 1
Introduction

1.1

Motivation
From the earliest water clocks1,2 to the surgical devices assisting doctors in

operating rooms today3–6, robotic technology has evolved greatly throughout history and
plays an ever increasing role in our everyday lives. As robots continue to expand beyond
the traditional areas of manufacturing, military applications, and space exploration, the
need for more personal interaction, adaptability, and responsiveness in contemporary
robotic technology has increased so as to keep on enabling robots to conduct work that is
considered too tedious, difficult, or dangerous for humans.
Most current robotic systems comprise monolithic, rigid mechanisms, capable of
performing finite tasks repeatably and precisely in a controlled environment. Such robots
require explicit coordination of individual components, each of which serves a specific
function, and the breakdown of a single component can lead to catastrophic failure,
rendering the entire robot inoperable.7–9 These machines can be powerful in certain
1

settings, for example an assembly line performing rapid, repetitive actions. However, these
robots tend to have limited adaptability, and the rigid components render them unsafe
for human interaction. Other robots that can be deployed in uncertain environments, such
as drones or mobile robotic toys, typically require a human operator and can still be
rendered ineffective in certain conditions.
The state-of-the-art robots lack the autonomy and adaptability necessitated by
applications such as assisting the elderly with at-home care or deploying a fleet of
machines after a natural disaster to facilitate debris removal. Consequently, researchers
are increasingly looking toward nature and biology to inspire technological innovations in
computation and design that can meet these needs.10–12

1.2

Inspiration from Nature and Biology
The natural world offers vast, diverse systems that are both responsive and robust to

external conditions. The numerous, complex behaviors we are able to study, from the
molecular scale to the species level, have evolved in diverse ways by adapting to survive
in dynamic environments. They have and continue to be an incredibly valuable resource
for further study and serve as an inspiration for scientific innovation.
A powerful illustration of this diversity is evident in the numerous mechanisms that
different species utilize for locomotion. For example, single-celled amebae are able to
migrate in response to chemical and physical signals, such as glucose concentration or

2

temperature, by means of metabolic oscillations, which produce cytoplasmic waves.13–15
Many cell types in multicellular organisms can aggregate and migrate in a collective
fashion through similar mechanisms, such as during wound healing, embryotic
morphogenesis, and cancer metastasis.16–19
Multicellular organisms at the individual level also demonstrate a diverse range of
structural characteristics that have evolved through natural selection to perform complex
functions. Snakes, for example, are able to traverse terrestrial and aquatic environments
with their limbless elongated bodies by coordinating muscular undulations.20,21 Geckos
have adapted to climb walls and ceilings with ease, achieving the necessary friction and
adhesion through van der Waals forces;22,23 the sub-micron scale spatulae located on
geckos’ toes yield such a significant surface area that those weak forces are able to generate
adherence with a smooth, dry substrate. This phenomenon has inspired the engineering
of materials and actuators capable of reversibly attaching to and detaching from dry
surfaces, including ceilings.24–27
A variety of species also demonstrate mutually beneficial behaviors through collective
action. The organized and systematic approach of ants foraging for food through
cooperative transport has been studied and analyzed in a variety of laboratory
experiments.28,29 Certain species of ants have also been observed working together to
achieve life-saving feats in nature, such as linking together to form a raft that can float
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during a flood or assembling a bridge out of their bodies to span an obstacle.30,31
Furthermore, caterpillars have been found to construct a rolling swarm, cyclically crawling
over one another to move at speeds several times faster than that of an individual insect.32
This ability to adapt and respond to uncertain environments, to configure and coordinate
to perform collective actions— often with limited sensory information — are all desirable
characteristics in robots as they are increasingly integrated with different parts of society
and with greater responsibilities.
When examining biological and natural systems at an elemental level, the various
attributes and behaviors can be understood using the basic principle of self-assembly.
When this aspect is regulated or controlled, reconfigurability, self-healing, and selfreplication can be achieved, and complex behaviors can rise from simple elemental
capabilities.33–35 This concept is recognizable in the study of molecular dynamics, in which
individual atoms stochastically assemble into complex structures,33,36 as well as research
on granular and thermodynamic systems that are able to be characterized by their global
attributes in lieu of modeling the individual units. In the latter case, as stochastic
interactions are difficult to discriminate, the aggregate behaviors are studied and, this
statistical understanding of the bulk mechanics allow for modeling and control of the
global effects.37,38
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1.3

Particle Robotics Paradigm
This thesis presents a novel robotic system whose overall behavior can be successfully

controlled by exploiting statistical mechanics phenomena. Our approach aims to reduce
constraints to a bare minimum to potentially afford better adaptability and robustness.
We refer to this minimalistic approach as particle robotics because each element is simple
and lack a unique identity or function, much like the stochastic systems described above.
In the proposed system, each particle is able to perform a single degree-of-freedom
motion that can be modulated, and the particles amorphous systems by loose coupling.
The individual particles are incapable of independent locomotion and do not possess an
addressable identity. Nevertheless, through nonspecific communication and coordination,
the cohort can display aggregate and robust behaviors. This paradigm can be defined by
the following three distinct characteristics which make particle robots uniquely resilient
and adaptive systems of a stochastic nature.
The particles are simple. Simple particles are easier to manufacture and
maintain in large numbers. This relates to the fact that individual particles are not
required to have independent locomotive ability, as in most swarm robotic systems,
where each module requires more complex degrees of freedom. This design
simplicity is particularly valuable at the microscale, where individual locomotion
is difficult to create and control.39–41 The lack of complexity and individual identity
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also naturally leads to redundancy, and subsequently robustness and resilience of
the aggregate system. The lack of independent locomotion for each particle could
also help provide insights into the role of collective mechanics in emergent swarm
locomotion.
The particles are loosely coupled. Loose coupling has the potential to lead to
emergent behaviors and collective capacity, facilitating more complex behaviors in
unfamiliar environments, such as object transport or obstacle avoidance. A particle
robot can be generated, self-healed, or made to grow in size and capacity simply
by pouring more particles that couple together. Moreover, loose coupling allows for
the formation of amorphous, adaptive robots even if the particles are made of rigid
components; this avoids the complications involved in material design and
optimization that typically arise in soft robotics.
Particles

coordinate

motion

through

decentralized

control.

By

coordinating through decentralized, non-specific means, and without the need for
individual identity and addressability, communication challenges typically
associated with very large swarms can be eliminated. Stochastic organization also
removes any single point of failure that is generally observed in modular and
monolithic robots. A single point of failure often requires specialized and possibly
prohibitively complicated repair and recovery routines.
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This work is also motivated by the need for greater scalability in modular and swarm
robots, which can be attained when robotic systems are composed only of such loosely
coupled particles without unique identities. Despite the stochastic interactions of the robot
and lack of direct control of its individual components, we demonstrate that particle
robots are capable of robust behaviors, including phototaxis, object transport, obstacle
avoidance, and maneuvering rough terrains. Additionally, we demonstrate the resilience
of these robots by showing that locomotion can be maintained when a certain percentage
of particles malfunctions. These findings indicate that stochastic systems may offer an
alternative approach to more complex and exacting robots via robust large-scale
amorphous robotic systems that exhibit deterministic behavior.

1.4

Organization of this Thesis
Chapter 2 provides a discussion of related work in the field of robotics and dynamic

simulations, and presents the argument for pursuing particle robotics. In Chapter 3, we
introduce the first implementation of the particle robot paradigm, in which the particles
can perform surface area modulation and are loosely coupled by magnetic attractions. In
Chapter 4, we model this physical system by developing a simulation framework, in which
we are able to increase the number of particles to scales that would be physically and
financially prohibitive in experimental work,
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and efficiently conduct a variety of

experiments that characterize the scalability, resilience, and other behaviors of particle
robots. In Chapter 5, we present a three-dimensional (3D) extension of the first
implementation, namely particle robots composed of spherical particles capable of
volumetric oscillations. We show that a 3D design may offer more versatile behaviors such
as the capability to navigate uncertain terrains. In Chapter 6, we present a different
particle robot model in which individual particles are capable of vibratory motion and are
loosely coupled by a passive membrane. We consider different designs for the vibratory
motion, and characterize the locomotive behavior, scalability, adaptability, and resilience
of vibrating particle robots. Finally, in Chapter 7, we summarize the key contributions of
this thesis, detail the specific contributions of others to this work, and discuss future
research avenues opened up by the work presented in this thesis.
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Chapter 2
Background and Related Work

2.1 Bio-Inspired Robotics
Bio-inspired robots offer the potential for greater flexibility and autonomy by
applying principles of self-organization and self-assembly and by utilizing novel materials
and designs that behave similar to biological and natural systems. In 1989 Fukuda et al.
were among the first to apply biological traits to robotics with their cellular robotic system
CEBOT.42,43 Today, the field has grown substantially, incorporating and intersecting with
several subfields. This chapter provides an overview of related areas of robotics, including
soft, modular, and swarm robotics, as well as the state-of-the-art in dynamic simulation
methods which enable the study of the particle robotics paradigm.

2.1.1

Soft Robotics

Unlike conventional robots, which consist of rigid bodies and linkages, soft robots
comprise compliant and flexible components and actuators. This distinction enables
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adaptive behaviors in response to unpredictable environments and affords greater
potential over traditional robots for safe human interaction, such as with the use of soft
structures that are able to manipulate non-uniform and variable objects.44–47
Many soft robotic actuation methods, materials, and structures are inspired by the
highly adaptive and sophisticated behaviors of biological systems.48–50 Biomimetic robots
aim to recreate specific characteristics of biological organisms, often employing soft
materials. For example, different approaches have been used to replicate fish morphology
and motion in aquatic environments including tissue-engineered actuators, composite
materials, and skeleton-like structures.27,51–53 The field has also spurred novel material
applications, design approaches, and actuation techniques, such as utilizing self-healing
materials,50 actuating origami and kirigami structures39,54,55, and employing tunable lattice
structures56 that can morph depending on the task at hand.
However, some challenges and limitations are inherent to soft robots. The compliance
of soft materials can introduce many degrees of freedom that are difficult to model and
control, possibly mandating underactuation.57–59 In addition, many components made of
soft materials are often unable to achieve the forces and precision of the order of rigidbodied robots. For example, soft robots that rely on thermal or electrical actuation are
typically slow to respond and are unable to apply large forces when compared to
traditional robots.60,61 While being more responsive and capable of applying larger forces,
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pneumatically actuated soft robots generally need to be tethered to external control
mechanisms, which limits their use in tasks that require lightweight, autonomous
functionality.62

2.1.2

Swarm and Modular Robotics
Modular and swarm robotic systems also demonstrate many complex bio-inspired

behaviors including coordinated locomotion, cooperative transport, and self-assembly.63–65
However, as in the case of many soft robots, most of these systems either require some
degree of centralized control66 or do not support completely flexible morphologies, limiting
the configurations and scalability of the entire system.64,67–69 For example, Kilobots66
require that the first four units be placed in a specific orientation to define the global
coordinates, which are propagated outward to the surrounding swarm. Most other
modular robotic systems have limited flexibility with regard to permitted configurations.
Examples include Crystal robots70 and Molecubes,63 which are constrained to lattice
structures. More amorphous systems, such as Slimebots,71 amoeboids,72 robotic stem cells73,
or digital hormone models,74 typically involve modules with a variety of design
complexities and multiple degrees of freedom that would be challenging to scale to large
numbers and small sizes.
There have been attempts to develop modular robotic systems that exploit
stochastic and/or statistical properties and computational tools have played an integral
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part in many of these efforts. Tolley et al.75 presented a simulator for stochastic modular
robotic assembly and validated it by comparing the results to those of a commercial
computational fluid dynamics (CFD) simulator and specific test case experiments. They
suggested that a combination of direct and stochastic processes used to form complex
machines would exhibit versatility, robustness, and adaptability.76 White et al.77 presented
the first example of a physical 3D stochastic robot system capable of self-assembly and
reconfiguration by individual units that are not powered when unattached from the
growing structure. They also developed simulations in which they scaled their system to
hundreds of units. Most recently, Savoie et al.78 proposed the supersmarticle robot, an
ensemble of periodically deforming particles called smarticles; the supersmarticle robot
can be considered another example of a particle robot. The smarticles lack addressable
identity, are incapable of independent locomotion, and are loosely coupled by a ring. The
robot is envisioned to rely on complex statistical interactions of the low-level components
to produce emergent behavior. They provide a statistical model that predicts that
controlled deactivation of individual components can provide directed locomotion.

2.2 Dynamic Simulation Methodology
Physics engines are valuable tools for simulating robotic systems. They allow for
experimentation to be conducted in smaller time scales and thus facilitate rapid
characterization and iterative development of novel systems. However, certain challenges
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are involved in scaling, particularly when considering multi-body robotic systems; parallel
computing can be used to alleviate this issue as long as the system dynamics can be
discretized and solved in parallel.
For tasks that exhibit data parallelism, graphics processing unit (GPU) computing
provides a low-power, cheaper, more accessible, and possibly faster alternative to using a
cluster of computers. CUDA (Compute Unified Device Architecture)79 is a framework
developed by NVIDIA to enable general purpose computing on GPUs. It allows developers
to exploit the large number of cores available on modern GPUs to execute algorithms in
a parallel fashion. Consequently, since the inception of CUDA, the use of GPUs as
manycore processers for scientific computing has become prevalent across many
disciplines, including artificial intelligence,80–82 systems biology,83–85 medical physics,86–88
chemistry,89,90, and physics91–93 amongst others.94
GPUs naturally lend themselves well to the simulation of multibody dynamics.95–99
This has led to the availability of open-source toolkits with GPU support for physical
simulations such as Project Chrono,100,101 SOFA (Simulation Open Framework
Architecture),102,103 and Titan.99 However, we implemented a customized framework for
particle robot simulations for the following reasons: (i) to gain complete flexibility in
employing control mechanisms for modulation of particle robots components (e.g., shape
modulation), (ii) to implement coupling force dynamics and optimize parameters to
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accurately model the physical prototype of the particle robot, and iii) to allow problemspecific optimizations enabling scalability to faster-than real-time simulations of particle
robots comprising hundreds of thousands of particles. The framework was built by
extending an open-source example for multi-body simulation based on the discrete element
method (DEM).104
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Chapter 3
Design and Analysis of Particle Robots
with Surface Area Modulation
3.1 Introduction
The first endeavor into particle robotics involved the design and construction of a
robot comprising many disk-shaped particles. Each particle is simple and is only capable of
radial expansion and contraction. The particles are designed to passively adhere to adjacent
particles with an attraction force greater than the static frictional force; yet this attraction
remains weak enough so that connectivity can be broken and re-established spontaneously
(Fig. 3.1a and b). Even though a particle is incapable of individual locomotion, movement
of the collective occurs when particles radially oscillate in a systematic fashion. The particles
are also designed to actively respond to their local environment with the aid of sensors and
communicate with each other through non-specific (broadcast only) means (i.e., no
deterministic coordination between individual particles). Despite the lack of individual
identities or addressable positions, the particles are capable of determining their relative
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positions within the group and timing oscillations to produce net motion towards an
environmental signal. The simplicity and stochasticity of the individuals are channeled into
systematic and robust collective locomotion (Fig. 3.1c). This chapter describes the diskshaped particle design and locomotion strategy of a robot comprising these particles.
Furthermore, the methods used to generate autonomous locomotion in response to an
environmental signal are discussed and implemented to successfully perform locomotion,
object transport and obstacle avoidance.

c

t=0 min

t=15 min

t=30 min

Figure 3.1: An illustration of particle robotics with radius modulated
components. (a) Each particle is only capable of oscillating along its radius. (b) Multiple
particles are loosely coupled to form an agglomerated organism, which is moving towards
a light source in the figure. By oscillating in relation to their distance from the light
source, the particles’ radii vary in an undulating fashion at a single frequency. (c) When
particles oscillate in a particular pattern, a global behavior emerges, including phototaxis
and obstacle avoidance. The color of oscillating particles ranges from green (minimum
radius) to blue (maximum radius), whereas dead particles are depicted in grey. The black
circles represent obstacles and the stimulus is denoted by a yellow circle.

16

3.2 Design of a Particle with Surface Area Modulation
The particle design consists of a cylindrical base, which houses the power, actuation,
control, sensor and communication components (Fig. 3.2a). It also supports the particle’s
structure

and

functional

parts,

including

the

servo,

micro-controller,

wireless

communication module, rechargeable battery, and power switch. A modified Hoberman
Flight Ringä is mounted to the top with magnetic connectors flexibly attached to its outer
edge, and a transmission mechanism translates the motor rotation into continuous radial
expansion and contraction of the ring. In addition, an array of six Cadmium Sulfoselenide
(CdS) photoelectric sensors were mounted on the top in the center to measure the intensity
of environmental light. Each particle has a weight of 576 g, a height of 7 cm and a diameter
that can range from 15.5 cm to 23.5 cm (Fig. 3.2b).
The circular, 6 mm-thick acrylic base plate offers a smooth bottom surface, allowing
the particle to slide on the ground. The electronic parts are listed in Table 3.1. The
structural parts—the base plate, guiding plates, rotating disk, and T-shaped connectors—
were cut from green acrylic sheets using laser beam. Nylon screws were used as the sliding
pins to drive the Hoberman Flight Ringä, as well as the pivots for the connectors on the
outer perimeter. To accommodate the pins and pivots, small holes were drilled on both the
inner and the outer Flight Ring perimeter. A set of nylon standoffs and metal screws was
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used to support the upper half of the structure, leaving enough space for the electronics
below.
b

Figure 3.2: Manufactured particles with radius modulation. (a) The
particle design (b) The particles in contracted (left) and expanded (right) view, with
diameters of 15.5 cm and 23.5 cm, respectively. (c) The particles are loosely coupled using
dangling magnets. a close-up view of magnetic connectors.
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Table 3.1: Electronic parts list of a particle with radius modulation
Item

Model

Manufacturer

Details

Microcontroller

Arduino Fio v3

SparkFun Electronics

ATmega32U4 running at 8MHz

Photo sensors

PDV-P9006

Advanced Photonix Inc

CdS Photoconductive photocells (×6)

Wireless module

XBee S1

Digi International Inc.

XBee 1mW wire antenna - Series 1 (802.15.4)

Rechargeable battery

31004

Tenergy Corporation

Li-Ion 7.4V 2600mAh rechargeable battery pack

Servo

HS-430BH

Hitec RCD USA, Inc

Maximum torque range: 5.0 kg.cm

Load

RNV14FAL1M50CT
-ND

Stackpole electronics Inc.

1.5 MΩ, high voltage anti-moisture metal film
resistor

Battery charger

TLP-2000

Tenergy Corporation

Li-Ion/Li-Po battery pack charger: 3.7V-14.8V

Particle expansion and contraction was driven by the servo motor and transmission
mechanism, which consisted of a rotating disk with curved slots, an upper and lower guiding
plate, and seven sliding pins fixed to the Flight Ring (Fig. 3.3). The rotating disk was
directly connected to the servo motor shaft. During rotation, constrained by the curved
slots of the rotating disk and the radial slots of the guiding plates, the pins fixed to the
Flight Ring slide outward and inward from the particle center, thereby expanding and
contracting the Flight Ring in congruity. Each particle can expand and contract in a
continuous manner, resulting in variable diameter ranging from 15.5 cm to 23.5 cm.
A key practical challenge that had to be overcome when designing the particles
pertained to the need to achieve loose temporary passive particle adhesion so that the
particles move as a cohesive and mutable unit. Conventional approaches, such as Velcro,
sticky tape or rigid magnets, were not suitable for this purpose, because they were either
too inflexible or too weak. Thus, an appropriate passive-adhesion mechanism was developed
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specifically for this work, using a series of weak magnets mounted in fourteen flexible Tshaped protrusions along the edge of each particle.

Figure 3.3: Particle transmission mechanism. (a) Transmission parts and
structure in exploded view. (b) Rotational disk dimensions. (c) Expansion process and
(d) contraction process.
The T-shaped connectors, with the ability to passively pivot, were arranged at equal
angular intervals along the outer perimeter of the top disk. Two 5 mm-diameter spherical
neodymium magnets were enclosed inside each connector with sufficient space to freely
rotate. Through small outward-facing openings, the magnets included in one particle can
directly connect with those attached to other particles (Fig. 3.2c). These magnetic forces
create adhesion between adjacent particles, resulting in densely packed configurations. The
design flexibility also allows for adjacent particles to maintain contact while they expand
and contract at different rates. This arrangement ensures that when a particle comes into
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contact with a nearby particle, they adhere to one another owing to the flexible magnetic
attraction of the outer edges of the oscillating rings. The flexibility of the protrusion permits
the particles to remain in contact even as their diameters or positions change, enabling
dense multi-particle agglomerations capable of directed locomotion.

3.3 Study of Motion
Because each particle can only expand and contract, it will remain stationary when
in isolation. Even a pair of connected particles will simply oscillate, and groups of particles
placed in close contact will at most perform a random walk as an aggregate. Interesting
behavior emerges, however, when particles are programmed to behave in systematic
patterns.
As the particles expand and contract radially, their center of gravity does not move
during this cyclical motion. Thus, to achieve a single step sliding motion on the ground, the
particle needs a larger, fixed object to collide with, including the surrounding static particles.
In other words, a particle must produce an outward force during expansion that is greater
that the static friction between its bottom layer and the ground but is less than the friction
experienced by the other particles, thereby causing it to slide away from the other members
of the aggregate. Furthermore, the magnetic forces must exceed the static friction
experienced by the particle but remain below the overall static friction of the group, to
ensure that the contracting particle will slide towards the other particles and maintain the
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connection. These force requirements for expansion and contraction of single particle are
described in Equations 3.1 and 3.2, where n is the number of the particles acting as the
static object and m is the mass of a single particle.
! × # × $%&'&() < +,-.'/%(0/ < 1 × ! × # × $%&'&()

(3.1)

! × # × $%&'&() < +)0/&2')&(0/ < 1 × ! × # × $%&'&()

(3.2)

Initially, various configurations with particles modulating at arbitrary phase offsets
were tested to observe the locomotion characteristics and formation behaviors of the
collective. Figure 3.4a, for example, shows particles initialized in a scattered, disconnected
configuration. Over time the particles begin to cluster into smaller amorphous groups, until
they are all coupled with at least one other particle. In Figure 3.4b, particles are placed in
a grid around an object intended for transport and then modulated at random phase offsets,
which results in an unpredictable, Brownian-like movement of the entire system.
However, directed motion of a particle robot comprising many particles is achieved
by modifying the phase of each particle’s expansion– contraction cycle with respect to its
relative position. When phase is modulated in proportion to that gradient, periodic waves
of oscillation emerge across the system. These peristalsis-like waves result in incremental
shifts in the center of mass of the system, yielding a net forward motion.
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Figure 3.4: Particles modulating in unstructured sequences. (a) Particles
with arbitrarily assigned phase offsets are initially scattered around an obstacle and
begin to cluster over time. (b) Particles with arbitrarily assigned phase offsets are
placed in a grid with an object intended for transport located in the center,
demonstrating locomotion in an unpredictable direction.
For a group of connected particles, locomotion can be achieved if their expansion
and contraction is coordinated (Fig. 3.5). Specifically, as expansion of one particle propels
its center of gravity outward. As the first particle contracts, the subsequent particle
expands, allowing it to maintain its new position. The center of gravity of the subsequent
particle has also moved outwards in the same direction. This motion propagates until the
final particle is reached, which also slides in that direction during its contraction. As a result
of this chain of motion, the group moves forward by some distance, ∆S, once all the particles
have finished their single step sliding motions. The distance traveled in one cycle is observed
to be less than the minimum diameter of a single particle. The actuation sequence of
individual particles determines the sliding direction of the group, whereby the particles
produce an expansion−contraction wave that propagates in the opposite direction of their
locomotion.
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Figure 3.5: Illustration of particle robot locomotion. Particles expand and
contract sequentially to generate a net forward locomotion.
In order to achieve a continuous movement, each particle in the group needs to
periodically run a full expansion−contraction cycle, with a pause (resting time) between
cycles. This pause is set to a constant time interval, in order to allow other particles in the
group to complete their sliding motion without canceling the net movement of the group.
Thus, the duration of this pause tp is determined by the minimum number of particles per
wave (N) for an efficient single step sliding, which was set as
1
4. ≥ (7 − 1) × <
2

(3.3)

In this study, the expansion and contraction of individual particles was set to follow a
sinusoid function:
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=(4) =

∆=
E
× (1 + sin D2EF4 − G) + =H(/
2
2

(3.4)

where R(t) represents the particle radius at moment t, =H(/ is its minimum radius (fully
contracted), ∆= denotes the maximum expanded radius of the particle (fully expanded), f
is the expansion−contraction frequency, and t is the relative time within a cycle. Moreover,
I

the delay between the sequential actuation is set to J <, ensuring that each particle starts
to run at 4K (global time):
1
4K = (L/ − 1) × <
2

(3.5)

where Sn is the actuation, or phase delay, sequence index of the particle in the group, and
T is the period of each expansion−contraction cycle.
To understand the effects of various wave propagation schemes, different particle
configurations were tested with respect to the assigned phase offsets. The behavior of a
coordinated expansion– contraction strategy was studied using small chains of particles,
demonstrating forward motion (Fig. 3.6a). Moreover, by manipulating the chain
configuration, turning with a consistent radius of curvature was achieved (Fig. 3.6b). In
addition, lattice configurations with different expansion and contraction schemes (Fig. 3.6c–
e) were employed to study the resultant motion.
It should be noted that similar coordinated push– pull locomotion strategies have
been used to operate traditional, lattice-type modular architectures, successfully
demonstrating multi-robot locomotion with both chain-shaped linear configurations and
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two-dimensional array configurations.105– 107 However, the proposed design does not require
a lattice structure, which in fact creates unnecessary constraints.
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Figure 3.6: Particle robots with systematic oscillations. (a) Three
particles in a row with sequentially assigned phase offsets exhibit forward locomotion.
(b) Reorienting the three particles into an asymmetric configuration produces turning
with a consistent radius of curvature. (c) A grid of particles exhibits forward locomotion
when assigned a phase offset relative to their respective distances from the top-central
particle. (d) A grid of particles incorporating a column of inactive particles in the
middle, assigned a mirrored phase offset pattern, turns. (e) A grid of particles with a
phase offset defined asymmetrically produces translation and rotation. The assigned
phase offsets are shown in the left columns. The number on each particle represents its
phase delay (in units of π, half cycle), whereas ‘S’ indicates that the particle is inactive,
or dead, and does not oscillate.
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3.4 Control Algorithms for Autonomous Locomotion
To achieve autonomous locomotion directed by an external stimulus, we designed an
experiment in which a light source creates a nonlinear gradient field on the surrounding
area, and particle robot motion is directed towards the light source. This is achieved by
photosensors on each particle measuring the light intensity and interpolate the relative
position from the measurement. This section describes the characterization of the light
sensors, the different methods used to interpolate relative position, the implementation of
these methods and controls to run the experiments, and the experimental environment.
3.4.1 Characterization of Light Sensors
CdS photocells are widely used for detecting environmental light, since their
resistances can vary depending on different light intensity levels. In the context of the
present study, light intensity is defined as the light illuminance level at the individual
particle’s radial position (distance) from the light source. It is further assumed that the
light intensity decays with the increase of radial distance following the inverse-square law,
yielding the following expression:
M/ =

N%
M%
= J
J
4EP/
P/

(3.6)

where Ls and Is are the light source’s luminous flux and luminous intensity, respectively,
and rn is the particle’s radial distance from the light source. In the present investigation,
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the luminous flux and intensity of the light source were maintained at the constant level
in all experiments.
The sensitivity performance of a CdS photocell can be characterized by Q, defined
as
Q=

log =IUU − log =IU
log MIU − log MIUU

(3.7)

where R100 and R10 are the resistances at 100 (I100) lux and 10 (I10) lux, respectively. The
Q value of the sensors employed in the present work is ≈1.0. This relationship can be used
to estimate a particle’s position in dark room environment based on the measured light
intensity. From Equation (7), the following equalities can be derived:
=/
log =/ − log =- log =Q=
=
=1
Mlog M- − log M/
log M
/

(3.8)

=/ M=
=- M/

(3.9)

where Rn and Rx are the resistances at different positions corresponding to the measured
light intensities of In and Ix. Introducing the light intensity definition into Equation 3.9
allows the relationship between the photocells’ resistances and the particles’ positions to
be expressed as:
MP/ J
=/ = =- = W X =M/
P-
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(3.10)

Figure 3.7: Characterization of the light intensity sensors. (a) Sensor
array and (b) measurement circuit.
To obtain the light intensity pseudo-value, the analog values of load resistor
voltages can be measured through the on-board voltage-divider circuits (Fig. 3.7) and
subsequently converted to their digital equivalents (0~1023). As previously noted, the
light intensity value Vn decreases as the particle’s distance rn increases and vice versa.
The digital equivalents of the load’s analog voltage values can also be calculated by:
Y/ = 1023 ×

=\
=\
= 1023 ×
P J
=/ + =\
DP/ G =- + =\
-

(3.11)

=\
=- + =\

(3.12)

(1023 − Y- )=\
Y-

(3.13)

Y- = 1023 ×

=- =
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where RR denotes the 1.5 MΩ load resistance. From these equations, the particle positions
can be estimated using the following relationship:
P/ J =

Y- (1023 − Y/ ) J
P
Y/ (1023 − Y- ) -

(3.14)

As indicated by Equation 3.14, for estimating a particle’s position rn, it is necessary
to obtain its intensity measurement (voltage) Vn, as well as determine the reference
particle’s position rx and light intensity Vx.
To characterize and verify the sensor system performance, measurements were
conducted using an array of nine particles arranged in a straight line, starting from the
light source’s projection center. In this experiment, the particle below the lamp was chosen
as the reference particle (see Fig. 3.8a), with r1 ≈ 28 cm and V1 measured at 980. The
particles’ planar positions (linear distances) Dn along the straight line on the ground can
be calculated by
]/ = ^P/ J − P- J
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(3.15)

Figure 3.8: Light intensity measurement and position estimation. (a)
Experimental setup and (b) test results.
The true positions and the estimated positions of the particles are shown in Fig.
3.8b, where each estimation represents an average based on five trials. This result
indicates that the particles’ relative positions can be successfully estimated using the light
intensity measurements. Similarly, the light intensity levels can also be predicted in this
experiment, if the true positions of the particles are known. The error bars represent one
standard deviation from the mean.
3.4.2 Determining Relative Position of a Particle within the Robot
Several methods can be used to determine the particle’s position based on light
intensity measurements. The simplest approach involves translating the input signal to a
phase offset directly using a static formula or a lookup table, eliminates the need for any
kind of explicit coordination among the particles. It should be noted that this method
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requires prior knowledge of the light intensity gradient field. A second, more adaptive
approach requires each particle to broadcast either the light intensity value that it is
measuring or a linearized value of the light intensity measurement. Each particle receives
the values broadcasted by other particles and interpolates its phase offset. Alternatively,
each particle can record only the number of received intensities that are greater than its
own and determine its relative position accordingly. It is also feasible to adopt more
sophisticated approaches based on statistical learning, which might yield slightly better
performance, but are not strictly required.
Irrespective of the method used, all particles must have a synchronized clock, which
can be achieved by adopting distributed clocks.108 The experiments performed as a part of
this investigation were sufficiently short to render clock drift negligible. In addition, while
all four methods were employed in the locomotion experiments, no statistically significant
differences in their effectiveness were noted.
A. Direct Estimation Without Communication
One of the simplest methods for estimating a particle’s relative position is based
on the application of Equations 3.14 and 3.15 given above. Once a reference position and
its light intensity are known—which can be chosen arbitrarily, corresponding to, for
example, the location with the highest intensity in the field—each particle’s position
(relative to the reference position) can then be estimated based on its intensity
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measurement. In the tests conducted as a part of this work, the point directly below the
light bulb was chosen as the reference position, at 28 cm vertical distance to the light
source center. The light intensity of 980 was measured at this reference position.
Therefore, each robot particle’s planar distance Dn to the reference point could be
calculated, and the actuation sequence index Sn could be obtained by applying the
expression below:
L/ =

]/
]

(3.16)

where D is the minimal diameter of the particle, which was approximately 15.5 cm in all
experiments, based on this particular particle design. This method offers a quick and
accurate means of estimating each particle’s relative position and intensity level within a
group, based on the a priori determined values of the chosen reference point’s position
and the corresponding light intensity.
B. Communication Based Linear Approximation Method
The actuation sequence index or the signal intensity level can also be quickly
approximated by applying a linear proportional method through particle−particle
communication. Here, it is assumed that the light intensity decreases linearly as the planar
distance between the particle and the light source increases. Thus, the particles can then
be equally divided into Nw groups separated by the intensity decrement of ∆V, which can
be calculated from the expression:
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∆Y =

YH'- − YH(/
7_

(3.17)

Using this value, the particle’s actuation sequence index or intensity level Sn can be
calculated via:
L/ =

YH'- − Y/
∆Y

(3.18)

While the communication-based method provides a quick estimate, its accuracy is
relatively low due to the assumption of the existence of a linear relationship between the
light intensity and distance.
C. Nonlinear Distance−Intensity Relationship-Based Method

Figure 3.9: Distance−intensity relationship-based estimation illustration.
If the light source and a group of particles are assumed to be located in a planar
field, then the relative position (signal intensity level) of a particle can be estimated from
the communications among the particles. The height difference between the sensors and
the light source is ignored in this case. As shown in Fig. 3.9, the reference point x was
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chosen, whereby its radial distance to the center of the light source is xD, where D
represents the diameter of a particle when contracted. The distance of the nearest (leader)
particle to the light source is defined as KD. As the body length of the robot group
comprising of N particles is ND in the radial direction, distance between the farthest
particle and the light source is (K+N)D. Similarly, an arbitrary particle’s radial distance
to the light source can be expressed as (K+n)D, where n is the particle’s relative position
(intensity level) within the group. The light intensities of the reference point, the nearest
particle, the farthest particle, and a particle in the group are denoted as Ix, Imax, Imin, and
In, respectively. As shown in Equations 3.19−3.29 given below, the ratios between those
distances are denoted by a, b, c, and ρ. Therefore, each of the particles’ relative positions
(intensity level) Sn can be estimated by applying Equation (30) based on its own intensity
level, the maximum intensity, and the minimum intensity of the group. This method
yields a very accurate estimation of the relative position (light intensity level) for each
particle in a 2D field.
M/ =

N%
M%
M%
= J=
J
(` + 1)J ]J
4EP/
P/

(3.19)
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J
a ]J
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(3.30)

D. Stronger Intensity Level Counting Method
The particle’s intensity level can also be estimated by conducting pairwise
comparisons of the intensity levels among the particles within the group through
particle−particle communication. In this estimation process, each particle broadcasts its
own light intensity level to the group, as well as receives the intensity levels from other
particles. The received information is then compared with the particle’s own intensity
level and the record of stronger intensity levels. A received intensity level is counted as a
new stronger intensity level only when it is stronger than the particle’s own intensity, and
it is distinct from any of the previously recorded stronger intensities. Finally, a count of
stronger intensity-level is obtained for each particle after this process, which can be
directly used as the relative position and intensity level Sn. The steps pertaining to this
method are given in Algorithm 3.3. In the experiments performed as a part of this
investigation, the distinguishable intensity difference was defined as ±10 for the intensitylevel comparison, and each particle’s intensity measurement was broadcast repeatedly five
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times during each estimation process. Although this method is simple and efficient, a
record of “stronger intensity” is needed for each particle.

3.5 Control Algorithms for Particle Robot Phototaxis
The following algorithms detail the controls and communications functions that
were implemented to run the phototaxis experiments. Step 3 in Algorithm 3.1 refers to
Methods A, B, C, or D described in Section 3.4. Method A does not require communication
between particles – simply referring to prior knowledge of the light intensity gradient –
and is therefore not explained in detail below. However, implementations of Methods B
and C are described in Algorithm 3.2 and Method D is described in Algorithm 3.3. The
electronic components utilized to measure and broadcast light intensities are detailed in
Section 3.6.
Algorithm 3.1: Automatic phototaxis motion
For each particle
1

Repeat

2

Measure light intensity/gradient

3

Get relative position estimation and actuation sequence index Sn

4

Set the local time t = 0

5

Wait for an initial time tI (Eq. 3.5)

6

Repeat

7

Run expansion−contraction cycle (Eq. 3.4)

8

Pause for a resting time tp (Eq. 3.3)

9

Until t > update time

10

Until the measured light intensity does not increase anymore or experiment is ended

11

End
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Algorithm 3.2: Relative position estimation (Methods B and C)
For each particle
1

Broadcast the measured light intensity

2

Receive the light intensity measurements from the group

3

Estimate its relative position to the light source from the received light intensity values

4

Return its actuation sequence index Sn based on the estimated position

5

End

Algorithm 3.3: Relative position estimation (Method D)
For each particle with current light intensity In
1

Initialize the stronger intensity counter and record, SI_Number ← 0 and SI_Record ← empty

3

Repeat

4

Receive intensity information Io from the group

5

If Io is not null and Io >In

6

If Io is not equal (within a small margin) to previous intensity records in SI_Record
then
Save Io into the stronger intensity record (array), SI_Record ← Io

7

Update the stronger intensity level counter, SI_ Number ← SI_ Number +1

8
9

End if

10

End if

11

Until broadcasts end

12

Return its actuation sequence index Sn based on SI_ Number

13

End

3.6 Experimental Design for Studying Phototaxis
As shown in Fig. 3.10, all locomotion tests were conducted in a dark room, and a
group of four lighting soft-boxes with 85 W bulbs (Neewer Technology Co., Ltd) were
used for videos and photos when needed. The particles were placed on a flat and clean
horizontal surface of 320 × 200 cm2 area. In order to build the test ground, a polypropylene
and latex rug of 5 mm thickness (Garland Sales, Inc.) was placed directly on the room
floor, and was covered by a blackout cloth projector screen film of 0.35 mm thickness
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comprising of 70% polyester and 30% cotton with rubber coating (Carl's Place LLC). A
high-definition webcam (C920 HD Pro, Logitech) situated 225 cm above the floor was
used to record the experiments from top-view. This camera setup can capture a test field
of approximately 285× 160 cm2 area. The static “wall” and “obstacle” in our experiments
were made of 38 cm tall cylindrical plastic shipping jugs of 29 cm diameter (McMasterCarr Supply Company).

Figure 3.10: Experimental set-up for robot locomotion. The photo shows
the space used for phototaxis experiments, including the test ground, environmental
signal, and lighting and camera equipment used to collect experimental data.
For the phototaxis experiments, 35 cm tall desktop lamps with 25 W yellow color
incandescent bulbs (McMaster-Carr Supply Company) served as light sources. The
particles and light bulb(s) were placed in random configurations by the experimenter (Fig.
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3.11). A voltage-divider circuit (1.5 MΩ load resistance) was used to provide an analog
reading of the voltage over the load, which was subsequently converted to a digital value
corresponding to the light intensity (1023~0). Each intensity reading is an averaged value
based on 50 independent measurements. A USB-based Xbee module (XBee Explorer,
SparkFun Electronics) and the X-CTU software (Digi International Inc.) were used to
receive the particles’ broadcasts and transmit global start/stop commands to the particles.
The communication baud rate was set at 9600.

Figure 3.11: Initial configurations of the nine phototaxis experiments.
Particle robots, composed of nine to ten particles, were arbitrarily configured and the
light source placement was varied in order to verify phototaxis behavior. These images
show the initial configurations of the nine experiments performed for this study. Several
images show a secondary light source, however for phototaxis verification only one
environmental signal was used at a time in order to measure the locomotion of
autonomous particle robots.
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3.7 Phototaxis Experiments and Results
In a series of phototaxis experiments, a desk lamp with a yellow light bulb, initially
placed approximately 1 m away from the particle robot, served as the external stimulus
signal source. To verify the phototaxis behavior, nine configurations of the particles
comprising either nine or ten particles were manually placed in an arbitrary orientation,
with each particle in contact with at least two other particles (see Fig. 3.11). The
orientations of the coupled particles and the location of light source were varied to eliminate
any potential directional bias of the experimental setup (due to possible directional friction
or tilt, for example). Using the interpolation approaches outlined in Sections 3.4 and 3.5,
each particle determined its relative position in the pack.
Each particle’s intensity reading and phase offset calculation, correspondent its
relative position within the group or its distance from the stimulus, were repeatably updated
at approximately 2– 5-min intervals. We used a central computer to broadcast a
synchronization message to the particles to initiate the update. Clock drift between these
synchronization events was negligible. There are many biologically inspired distributed
synchronization algorithms66,108– 111 that could be used for this purpose in future work. It
should be noted that the overhead lights, which greatly enhanced the video quality and
resolution of the experiments, were turned off during the phase update interval to avoid
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diluting the stimulus signal. These segments were typically cut from the experiment
recording to reduce the length and file size.
1. Apply binary gradient mask

2. Apply dilated gradient mask

3. Remove light source on right

4. Close image and remove holes

5. Open image to remove small artifacts

6. Calculate centroid

Figure 3.12: Analysis of phototaxis experiments. The steps used to process
the experiment recordings are shown with an example video frame. The final step shows
the original image with the centroid superimposed.
Videos of the experiments were taken from above, and subsequent data processing
allowed us to track the particle robot centroid position and determine whether movement
in the desired direction was statistically significant. The recordings were processed in
Matlab, first by converting the frames to grayscale and enhancing the contrast, followed
by edge detection, binarization, suppressing the light source, morphological operations,
and finally perimeter tracing of the agglomerate particles. The extracted perimeter was
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subsequently used to infer the particle robot centroid. Fig. 3.12 shows typical intermediate
results of the aforementioned sequence of processes for analyzing a single frame.
Table 3.2: Statistical results of phototaxis experiments. One-tailed t-tests
were performed on the motion results of nine locomotion experiments. The average
speed and peak speeds are also included. The ordering of the images in the table
corresponds to Fig. 3.11.
Number
1
2
3
4
5
6
7
8
9

Control Method
(A) Direct estimation without
communication
(A) Direct estimation without
communication
(A) Direct estimation without
communication
(C) Nonlinear distanceintensity relationship method
(D) Stronger intensity
counting method
(C) Nonlinear distanceintensity relationship method
(C) Nonlinear distanceintensity relationship method
(B) Communication based
linear approximation method
(A) Direct estimation without
communication

Average Speed
(% min.
diameter/cycle)

Peak Speed
(% min.
diameter/cycle)

P-Value

3.03

8.96

3.1309e-07

1.90

6.74

3.1668e-09

2.61

7.99

1.0892e-07

1.79

5.02

3.5582e-07

3.13

12.89

6.7304e-09

1.95

6.14

3.3364e-04

3.10

12.13

3.3641e-04

2.05

5.11

1.2635e-05

2.25

8.28

8.2513e-10

To facilitate automated video processing, the particle robot was approximated as
a continuous and uniform region when determining the centroid, as opposed to tracing
the position of each particle and treating the particles as point masses to calculate the
robot centroid. This approximation, however, introduces noise to the centroid data by
being biased towards the expanding particles in any given frame. Regardless, the centroid
does oscillate during an expansion contraction cycle and studying the motion between
each second demonstrates statistically insignificant motion, despite the visual locomotion
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towards the light source. To address the centroid oscillations and mitigate the noise
introduced by the uniform region approximation, subsequent statistical analysis on
centroid locations were performed at 30 s intervals, corresponding to approximately 3.5
expansion−contraction cycles.

-90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90
Locomotion angle relative to light source (o)

Figure 3.13: Direction of motion during phototaxis experiments.
Random configurations of 9–10 particles with different light-source locations were
tested. The angle of motion of the particle robot from its centroid to the light source
was measured at 30-s intervals and is plotted in a shifted fashion, with the Gaussian
distribution curve (solid) and the mean angle (dashed) overlaid. An image of each
experiment in its final configuration with its centroid traced is displayed underneath
each graph. As the particle robots moved, the change in the centroid position in this
coordinate system was recorded at 30-s intervals. It was imperative to consider the change
in position over longer time segments, instead of recording the centroid movement over 1s intervals, given the undulating behavior of the amorphous system.
To compare the motions in different experimental arrangements as a part of this
analysis, the image coordinates were transformed so that the particle robot centroid in the
first frame defined the coordinate system origin, and the light source centroid defined a
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point on the positive y axis. Within this frame of reference, one-tailed t-tests were
conducted for the motion in the y-direction, whereby the null hypothesis postulated that
the motion in the y-direction is random with a mean of zero. In each experiment, the null
hypothesis was rejected with p < 0.01, indicating statistically significant locomotion
towards the light source. These results are shown in Table 3.2.

a

t = 0 min

t = 10 min

t = 20 min

t = 30 min

b

t = 0 min

t = 15 min

t = 30 min

t = 45 min

t = 0 min

t = 5 min

t = 10 min

t = 15 min

c

Figure 3.14: Deterministic behavior emerges from collective stochastic
motion. (a) When particles oscillate in a phase proportional to their level of
illumination, the agglomeration moves towards the light source, demonstrating
phototaxis. (b) The organism can cooperatively transport an object and (c) maneuver
around obstacles.

d

-90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90 -90 0 90
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Locomotion angle relative
to light source (o)

3.8 Summary
In this chapter we presented a physical realization of the particle robotics paradigm
consisting of disk-shaped particles capable of surface area modulation, loosely coupled by
magnets. Using relatively simple control algorithms, we were able to exploit statistical
mechanics phenomena to elicit complex behaviors and characterize the particle robotics
paradigm.
In spite of the simple functionality and rigid body of an individual particle, the
cohort formed an amorphous group capable of directed locomotion and performing tasks
such as object transport and obstacle avoidance. However, this physical realization was
limited to approximately ten particles and, as such, the scalability of the paradigm could
not be investigated. Moreover, experimentation with the particles is time-consuming
which makes comprehensive characterization of desirable features such as adaptability
and resilience intractable. We were able to address these challenges by developing a
simulation framework based on this physical design in which robots comprising up to tens
of thousands of particles can be studied and their performance quantified. The simulation
framework and the ensuing results are detailed Chapter 4.
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Chapter 4
Modeling and Simulation of Particle
Robots with Surface Area Modulation
4.1 Introduction
Chapter 3 presented a prototype of a particle robot with surface area modulation
and

experimentally

demonstrated

deterministic

behaviors

directed

towards

an

environmental stimulus by means of distributed control. In this chapter, the physical system
is modeled and implemented in CUDA-enabled simulations to further study the capabilities
of this class of particle robotics. The number of particles is logarithmically scaled, and the
robustness of the robot is tested by randomly assigning particles to malfunction or act as
“dead” particles. Other tasks and behaviors are explored with a varying number of particles,
including object transport and movement through a narrow gap. The results demonstrate
the scalability and robustness offered by particle robots, indicating that stochastic systems
may provide an alternative approach to creating complex and exacting robots via large-
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scale robust amorphous robotic systems that exhibit deterministic behavior. Portions of this
chapter and Chapter 3 have been published in Nature.112

4.2 Characterization of Forces Acting on Individual Particles
The simulation environment was modeled on the physical system. Parameters, such
as particle mass and volumetric dimensions, were measured and the forces were
characterized using a universal testing machine (Instron 5944, Instron Corporation).
Specifically, the machine was used to calculate the adhesive force between the magnetic
connectors, the pulling and pushing forces generated by the particle, and the friction
between the particle and the test surface materials.

Figure 4.1: Measurements of particle-to-particle connection force. (a) The
adhesion between two magnetic connectors were studied using a universal testing
machine. (b) The force between two magnetic connectors was measured as they separated
at a speed of 0.1 mm/s. Five trials were run; the solid line represents the averaged values,
while the shadow area represents the standard deviations.
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For the adhesive force measurement, the Instron machine was programmed to pull
apart two joined magnetic connectors at a speed of 0.1 mm/s (Fig. 4.1a). The applied forces
versus separation distance were recorded, as shown in Fig. 4.1b. The peak adhesive force
exerted by the connectors was approximately 4.5 N, based on five trials.

Figure 4.2: Measurements of friction between the particle and surface.
(a) The friction force between the particle and the test surface was measured using a
pulley system and Instron machine. (b) The particle was pulled across the surface at 10
mm/s and the applied force was measured over five trials. The solid line represents the
average values, with the shadow area depicting the standard deviations.
To characterize the friction between the particle and the test surface, a flat platform
of 30×30 cm2 area was created, covered by the same materials used in the experiments. As
shown in Fig. 4.2a, a particle is placed on the platform and connected to the Instron machine
with a thin string wound about a miniature metal pulley. The Instron machine pulled the
string (and particle) at a constant speed of 10 mm/s, causing the particle to slide across the
platform. The displacement and measured force were recorded (Fig. 4.2b). The dynamic
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friction force between the particle and the test surface was approximately 2.3 N, averaged
across five trials. Therefore, the friction coefficient is roughly 0.4 N/m.

Figure 4.3: Measurements of force applied by a particle during
contraction. (a) The contraction force of a particle was measured with a string linking
the Instron to one magnetic connector and programming the Instron to measure the force
and distance required to maintain the tension. This was repeated over five trials, and (b)
shows the results.
To measure the pulling force applied during contraction, a particle was fixed
vertically, with one connector attached to the Instron machine’s upper gripper via a thin,
unyielding string (Fig. 4.4a). During this test, the particle contracted from the maximum
diameter to the minimum diameter. The Instron machine was programmed to maintain the
tension during the contraction cycle, measuring the force required to move in tandem with
the particle during contraction, as well as the distance traveled. The measured pulling force
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during contraction is maintained at approximately 4 N until rapidly increasing to a
maximum force of approximately 9 N and then decaying to 0 N.
To measure the pushing force applied during expansion, a single magnetic connector
was clamped in the Instron machine which maintained contact with the particle during
expansion by programming the Instron machine to move freely while maintaining the
contact force. The force required to maintain consistent contact was recorded along with
the distance traveled. During particle expansion, the force appears to decrease linearly with
respect to increasing radius, with a maximum force of approximately 8 N.
a

b

Figure 4.4: Measurements of force applied by a particle during
expansion. (a) The expansion force was measured by securing a magnetic connector to
the Instron machine and attach a particle. As it expanded, the Instron moved in tandem
to maintain the connection, recording the force as it moves. This was repeated over five
trials, and (b) shows the results.
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To characterize the particle radius as it modulates, a single particle was filmed at 60
frames per second as it expanded and contracted at different speeds. With a pulse width
modulation (PWM) period of 20 ms, the particle expansion-contraction was programmed
to run over 75-steps, 150-steps, and 300-steps. The radial changes over time were calculated
using an open source image analyzing software (Tracker, http://physlets.org/tracker/).
Figure 4.5 shows that the particle expands and contracts by approximately 35 mm in all
three tests, and the radius modulates along a sinusoidal curve, corresponding to the
controller design.

Figure 4.5. Particle expansion-contraction at different speeds. When the
number of motor steps during expansion and contraction are increased, the rate of change
of the particle radius decreases proportionally. The solid lines represent the results
averaged over five trials for each test, and the shadow areas denote the corresponding
standard deviations.

53

4.3 Simulation Framework
The simulation environment utilizes Compute Unified Device Architecture (CUDA)
enabled GPUs for parallel processing.113,114 The robot simulation is based on the CUDA
Toolkit example “Particle Simulation” by Nvidia.104 This platform allows for a) efficient
parallel processing of the interaction model and dynamics, and b) visualizations of the
simulations through OpenGL without the need to transfer the data back from the GPU
at every timestep.

Figure 4.6: Parallel processing structure of particle robot simulations on
CUDA-enabled GPUs. Each thread first calculates the actuation force acting on the
particle causing it to expand/contract. Each thread then processes forces from collisions
and magnetic attraction acting on the particle. Finally, the positions and velocities of the
particles are updated using simple integration.
Fig. 4.6 provides a simple overview of the parallel simulation process. Each thread
on the GPU calculates forces acting on a single particle and accordingly updates the
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particle’s position and velocity. For the blocks highlighted in blue, there is no interaction
among different threads and as such are embarrassingly parallelizable. However,
computing interactive forces (from collisions and magnetic attraction) acting on a particle
require looping over every other particle in the simulation. To calculate the interactive
forces efficiently, the simulation space is divided into square cells of dimension equal to
one maximum particle diameter. The particles are sorted and a map from cell index to
particles in the cell is created. Thereafter, for each particle in the simulation, interactive
forces are only processed between that particle and other particles in the same cell or
neighboring cells. For example, in Fig 4.7 the thread computing interactive forces for
particle 4 will only consider the particles in the red-numbered cells, specifically particles
2, 3, 5, 6, and 9. This exploits the fact that collisions cannot occur between particle more
than one cell block away, and magnetic coupling is effectively zero for particles more than
one maximum particle diameter apart, to allow for efficient computation of the interactive
forces. The net forces acting on each particle, along with its defined parameters and
previous state, are then used to update its positions and velocities. The use of parallel
processing allows for faster than real-time simulations even at very large scales (see
Section 4.3.2).
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Figure 4.7 : Example illustration of grid sorting method used in CUDAenabled simulations.104 A uniform grid divides the simulation space into cells of equal
size. The particles are sorted by grid index and the interactions of each particle with its
neighboring particles are processed in parallel.
The simulation environment was developed based on the physical characteristics and
motion of the manufactured particles, as well as the methods and algorithms used to
demonstrate phototaxis behavior. The initial placement of the particles in the simulation
environment is determined through a randomized algorithm, detailed in Algorithm 4.1. In
essence, the first three particles are placed adjacent to one another. The remaining particles
are positioned tangentially to at least one particle, without intersecting any previously
placed particles. Fig. 4.8 shows random initial configurations of ten particles.
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Algorithm 4.1: Initial placement of particles in simulation
1

Set the first particle’s position fI ← (0,0)

2

Set the second particle’s position fJ tangent to fI , in a random normal direction i

3

Set the third particle’s position fj tangent to both fI and fJ , randomly selected

4

Set fkbdlm ← 0

5

For particle n = 4: 7

6

While fkbdlm = 0

7

Randomly select placed particle from 1 to n − 1

8

Randomly select direction i

9

For n1dPl!l14 = 0: 2E
Set i( ← i + n1dPl!l14

10

Set f( adjacent to selected placed particle at i(

11

If f( does not intersect with any placed particles
Set i ← 2E and fkbdlm = 1

14

End if

15

End for

16
17
18

End while
End for

Figure 4.8: Initial configurations generated by simulation. Particles were
generated by the particle robotics simulation for the dead-particle study in random initial
configurations. The initial configurations of the ten-particle robots are shown in this
illustration.
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This placement method differs slightly from the experiments, in which each particle
is placed tangentially to at least two particles. At small scales this difference is negligible;
after one or two expansion-contraction cycles neighboring particles adhere to one another
to form a more compact particle robot, akin to the particle robots in the phototaxis
experiments. At larger scales, with 1,000 or 10,000 particles, this algorithm results in more
sparse configurations that don’t reconfigure as quickly into dense formations. However,
changing to algorithm to match the experimental method, such that each additional particle
is placed tangent to at least two particles, is computationally taxing. To remedy this initial
difference in particle density, the simulations are run for an extended period of time and
the first 30 minutes of data is not used to characterize the behavior. The length of the
disregarded data is based on the time it takes a 10,000-particle robot to settle to a consistent
speed. After the settling time, the particle configuration is more compact than when initially
placed and this particle density continues to remain stable as the experiment continues.
Algorithm 4.2 details a serial implementation of the simulation implementation using
the same notation as from Chapter 3. The simulation framework parallelizes lines 13 to 26
and the code is available at https://github.com/richa-batra/ParticleRobotSimulations.git.
The particle expansion-contraction is implemented in the same manner as the experiments,
with the radius modulating after the pause duration 4. (line 15). In addition, < denotes the
time length of an expansion−contraction cycle and 7 represents the number of particles per
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wave, which was set to 5 for the experiments. Given that the phase delay was updated at
2 or 5 minute intervals during experiments, variables d and dq.r'&, are introduced to
represent the number of cycles that have occurred since the last update and the number of
cycles that would occur over 2 minutes, respectively, thereby better replicating the
experimental process.
It should also be noted that the relative position and corresponding phase delay
methods were not replicated in the simulation (Section 3.4). The phase delay was set to be
a linear function of the distance between the particle and the light source and gaussian noise
was added to this calculation to account for sensor noise. Nonetheless the simulation is
primarily modeling the collective locomotion behavior to study potential applications at
larger scales. Therefore, we make the assumption that the environmental signal, sensor
fidelity, and communication technology can scale proportionally as the number of particles
is increased. The physical limitations of the electronic components with regards to such
scalability are discussed in Section 4.5.
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Algorithm 4.2: Particle robot simulation
1

Initialize 4 ← 0 and d ← 0

2

Determine positions f for each particle n

3

Set particle radius = ← =H(/ and velocity s ← 0 for each particle n

4

Update pause time 4. for each particle n

5

Repeat
If (4 ≥ <)

6

Set 4 ← 0 and d ← d + 1

7
8

End if

9

If td ≥ dufmb4l v

10

Set d ← 0

11

Update pause time 4. for each particle n

12

End if

13

For each particle n
If t4.,( < 4 < 4.,( + <w7v

14

Update =(

15
16

End if

17

Set repulsive forces +(2 ← 0, and attraction force +(' ← 0

18

For each neighboring particle x

19

Calculate shortest distance between particle centers m(y

20

If m(y < =( + =y
Update repulsive force +(2

21
Else

22

Update attraction force +('

23

End if

24

End for

25
26

End for

27

Update velocity s and position f each particle n

28

Increment cycle time 4 ← 4 + Δ4

29

Until
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4.3.1 Collision approximations and simulation verification
In order to model the interactions between particles and the environment, several
forces were defined based on the experimental measurements detailed above. Specifically,
the friction between a particle and the test surface, the attraction force function between
two magnetic connectors with respect to separation distance, and the radius profile of a
single particle oscillating were all based on the physical particle measurements.
Given that the pushing and pulling forces between particles as they expand and
contract in an amorphous collective is complex and difficult to model, the Discrete Element
Method115 was used to realize the interactions between particles. In this simulation, spring
and damper forces are applied when two particles collide, and the forces are proportional to
the particles’ overlap distance and relative velocity. To determine the spring and damper
coefficients, a grid search was conducted on a simulation configured to the same
specifications as a simple experiment comprising five particles in a row oscillating in
response to a light source. The spring and damper coefficients that produced simulation
results closest to this experimental data were used in all subsequent simulation studies.
To model the observed experimental behavior, that particles situated in the interior
of the robot were not able to expand and contract fully. We introduced constraint forces
acting against the expansion and contraction. The forces were determined based upon the
total repulsive (acting against expansion) and attractive (acting against contraction) forces
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experienced by the particle in the previous time step. The empirical profile of these
constraint forces was approximated based on comparisons of the simulations with the fiveparticle experiment and an additional experiment consisting of ten particles in an
amorphous configuration. Fig. 4.9 compares the results from the best fit simulation against
the single row five particle experiment and Fig. 4.10 verifies the simulation of the tenparticle robot using the same parameters. The centroid path of the simulated particles
approximately match that of the experiment (falling within 10 cm, or less than one
contracted particle).
Finally, an additional disparity between the experiments and simulation framework
exists in the form of sites of physical attraction between the particles. While the physical
particles are loosely coupled by magnets at fixed locations along the circumference, the
simulation framework assumes attraction is not constrained to discrete points. As a result,
the physical particle robots are more inclined to maintain their configuration and, based on
their mass distribution, and/or orientation towards the light, they are more likely to rotate
as they move. On the other hand, in the simulation, the attraction between the particles
was modeled as a continuous force acting along their outer surfaces, allowing the particle
arrangement to be more flexible, whereby the particles move along each other’s perimeter
in lieu of turning. We postulate that the majority of the remaining differences between the
experiments and the simulation are due to this disparity.
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Figure 4.9. Simulation parameter fitting results, based on a five-particle
linear robot. (a) Image of an experiment and the corresponding simulation model. (b)
Plot comparing the x-coordinate of the centroids obtained experimentally and through
simulation vs time. (c) Plot comparing the y-coordinate of the centroids obtained
experimentally and through simulation vs time. (d) Plot of distance between the
experimental and simulation-based centroids vs time (root mean square error is 0.8015
cm).
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b

c

d

Figure 4.10: Simulation verification results based on a ten-particle
amorphous robot. (a) Image of an experiment and the corresponding simulation model.
(b) Plot comparing the x-coordinate of the centroids obtained experimentally and through
simulation vs time. (c) Plot comparing the y-coordinate of the centroids obtained
experimentally and through simulation vs time. (d) Plot of distance between the
experimental and simulation-based centroids vs time (root mean square error is 7.3171
cm).
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4.3.2 Computational performance

Figure 4.11: Simulation performance as measured by calculating
particle-to-particle interactions per second.
Parallel processing of this dynamic system allowed simulations to run much faster
than real-time experiments, with up to two billion particle– particle interactions calculated
per second when the simulation was scaled to a robot comprising 200,000 particles. Fig.
4.11 depicts the relationship between particle robot size and the execution time for
simulating a 60 second experiment. The number of particle-to-particle interactions processed
per (real-world) second is depicted on the same graph. It can be noted that, even though
greater robot size corresponds to an increasing number of particle-particle interactions that
need to be processed, the execution time remains approximately constant for robots
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comprising up to 10,000 particles. This finding indicates that resource utilization on the
GPU employed (NVIDIA GTX 1070) is not saturated by the simulation environment when
the robot consists of fewer than 10,000 particles. In fact, the increase in total number of
interactions is balanced by the increase in number of particle-particle interactions processed
per second by the simulation environment. Furthermore, using a single GPU is faster than
real-time even when simulating a particle robot composed of 200,000 particles. While further
increasing the robot size will cause a noticeable increase in the execution time, this may be
mitigated by employing multiple GPUs.

4.4 Simulation Studies and Results
The simulation environment permitted examining the performance of particle robots
consisting of over 104 particles. In each simulation, the centroid was calculated to verify
that the particle robot moved towards the simulated light source. As described above, the
first 30 minutes of the simulation were not included in the speed calculation or performance
evaluation due to the placement algorithm; random, amorphous configurations required a
tradeoff between efficiency and particle density. During the first 30 minutes of the
simulations, the particle configuration changes from sparse to dense, particularly when there
are 103 particles or more.

66

4.4.1 Dead Particle Study
To test the robustness of the design, simulations with a fixed percentage of randomly
chosen inactive, or dead, particles were performed (Figs. 4.12-4.15). Ten randomly
initialized configurations were created for each system comprising 10, 100, 1,000 and 10,000
particles. The simulations were run for approximately 14.4 million loops, or 1,200
expansion– contraction cycles, with different percentages of dead particles, and the average
centroid speed was measured.

Figure 4.12: Simulation results for random configurations 10 particles
with varying percentages of dead. Particles are shown after 1,200 expansioncontraction cycles. The active particle color ranges from green (at the minimum radius)
to blue (at the maximum radius), whereas dead particles are shown in grey. The initial
configuration is superimposed in each panel with transparency, with the centroid trace
shown in red.
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Figure 4.13: Simulation results for random configurations of 100
particles with varying percentages of dead. Particles are shown after 1,200
expansion-contraction cycles. The active particle color ranges from green (at the
minimum radius) to blue (at the maximum radius), whereas dead particles are shown in
grey. The initial configuration is superimposed in each panel with transparency, with
the centroid trace shown in red.

Figure 4.14: Simulation results for random configurations of 1,000
particles with varying percentages of dead. Particles are shown after 1,200
expansion-contraction cycles. The active particle color ranges from green (at the
minimum radius) to blue (at the maximum radius), whereas dead particles are shown in
grey. The initial configuration is superimposed in each panel with transparency, with
the centroid trace shown in red.
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Figure 4.15: Simulation results for random configurations of 10,000
particles with varying percentages of dead. Particles are shown after 1,200
expansion-contraction cycles. The active particle color ranges from green (at the
minimum radius) to blue (at the maximum radius), whereas dead particles are shown in
grey. The initial configuration is superimposed in each panel with transparency, with
the centroid trace shown in red.
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Figure 4.16: Statistical analysis of particle robots with varying
percentage of inactive, or dead, particles. (a) The speed of motion (expressed as the
percentage of the minimum particle diameter per cycle) towards the light source decays as
the percentage of dead particles increases. For each combination of number of particles
and percentage of dead particles, ten randomly configured robots were simulated and
analyzed. Increasing the number of particles reduces the variance in the speed, as
indicated by the standard deviation (shaded area).
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These simulation findings revealed that the system speed declines as the percentage
of dead particles increases. Nonetheless, with 20% dead particles, the system was still able
to move at 48%– 60% of its fully functioning speed, illustrating the robustness of the particle
robot framework to individual component failures. Figure 4.16 presents the mean and
standard deviation of the robot speeds as a function of the percentage of dead particles.
The speed data is also presented in Table 4.1, (in mm/s) and Table 4.2 (in percent of
minimum diameter per cycle).
Table 4.1: Speed of dead-particle simulations (mm/s)
No. of
Particles
10
100
1,000
10,000

Percentage of Dead Particles
0%
1.24±0.44

10%
0.95±0.50

20%
0.74±0.47

30%
0.37±0.50

40%
0.21±0.26

50%
0.17±0.30

60%
0.01±0.07

70%
-0.01±0.04

80%
-0.00±0.00

0.64±0.19

0.43±0.09

0.31±0.11

0.16±0.07

0.84±0.04

0.03±0.02

0.00±0.00

0.00±0.00

0.00±0.00

0.45±0.05
0.27±0.01

0.33±0.04
0.20±0.01

0.22±0.02
0.14±0.01

0.13±0.02
0.09±0.01

0.63±0.01
0.05±0.00

0.02±0.01
0.02±0.00

0.01±0.01
0.01±0.00

0.00±0.00
0.00±0.00

0.00±0.00
0.01+0.00

Table 4.2: Speed of dead-particle simulations (% minimum diameter/cycle)
No. of
Particles
10
100
1,000
10,000

Percentage of Dead Particles
0%
9.60±3.40

10%
7.39±3.87

20%
5.76±3.63

30%
2.88±3.82

40%
1.65±2.01

50%
1.34±2.33

60%
0.06±0.54

70%
-0.07±0.32

80%
-0.01±0.02

4.99±1.43
3.47±0.41

3.33±0.70
2.53±0.28

2.44±0.82
1.73±0.18

1.22±0.51
0.98±0.17

0.65±0.33
0.49±0.11

0.22±0.14
0.19±0.09

0.03±0.03
0.08±0.05

0.03±0.01
0.08±0.00

0.00±0.00
0.00±0.00

2.09±0.07

1.57±0.08

1.12±0.06

0.73±0.04

0.41±0.02

0.19±0.02

0.07±0.00

0.07±0.00

0.01+0.00

The analytical results also indicate that the speed of particle robots with surface area
modulation decrease with increasing the number of particles. This may be dependent on
the effective wavelength of the phase offset response, defined as the length at which the
phase offset begins to repeat. For robots comprising 10 particles, there is typically just one
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oscillation sequence occurring across the particles at any given time. As the number of
particles in the robot increases, multiple waves of oscillation can be observed across the
system, and the average speed decreases proportionally. However, when considering the
deterministic motion of the system towards the light source, particle robots with greater
numbers of particles demonstrate more reliable and robust motion. Figure 4.17 plots the
directional variance of the particle simulations with fully functioning particles. The direction
of motion measurements from the nine experiments (combined) is included for comparison.

Number of 30 second time intervals

Experiments
10 particle simulations
100 particle simulations
1,000 particle simulations
10,000 particle simulations

Direction of motion relative to the light source (o)

Figure 4.17 : Variance of motion of particle robots. The angle of motion of
the simulated particles towards the light source was measured every 30 seconds. Data
from the physical experiments is included here for comparison.
4.4.2 Narrow Gap Study
The simulation framework was also used to study the performance of particle robots
when encountering a wall obstacle with a narrow gap. As in the dead-particle study, these
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simulations were defined using the physical particle characteristics and fitted coefficients.
The number of particles were varied from 10, 100, 1,000, and 10,000 particles. A parameter
referred to as DPD (densest packing diameter) was defined to approximate the diameter of
the particle robot, assuming all particles are contracted and in the most densely packed
circular configuration. The gap width was varied as a percentage of the DPD. This
parameter was also used to define the placement of the wall (0.75 DPD from the initial
centroid) and the position of the light source (2.5 DPD from the initial centroid). The gap
width amounts are listed in Tables 4.3 and 4.4 in centimeters and minimum particle
diameter, respectively. The thickness of the wall was fixed to one minimum particle
diameter. The walls are treated as opaque obstructions blocking the light from reaching the
particles outside of the beam angle created by the gap. The particles beyond that angle are
considered to measure negligible light intensity and therefore oscillate at the end of the
cycle, as if defining the lowest end of the signal gradient. Examples of these simulations are
shown in Figures 4.18-4.21.
Table 4.3: Gap widths for varying number of particles (cm)
Number
of
Particles

Densest
Packing
Diameter (cm)

20% Gap
(cm)

30% Gap
(cm)

40% Gap
(cm)

50% Gap
(cm)

60% Gap
(cm)

70% Gap
(cm)

80% Gap
(cm)

10

59.1

11.82

17.73

23.64

29.55

35.46

41.37

47.28

50

123.2

24.64

36.96

49.28

61.60

73.92

86.24

98.56

100

171.8

34.36

51.54

68.72

85.90

103.08

120.26

137.44

500

374

74.80

112.20

149.60

187.00

224.40

261.80

299.20

1000

526.4

105.28

157.92

210.56

263.20

315.84

368.48

421.12

5000

1165.8

233.16

349.74

466.32

582.90

699.48

816.06

932.64

10000

1644.9

328.98

493.47

657.96

822.45

986.94

1151.43

1315.92
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Table 4.4: Gap sizes for varying number of particles with units in particles
(minimum diameter)
Number
of
Particles

Densest
Packing
Diameter
(particles)

20% Gap
(particles)

30% Gap
(particles)

40% Gap
(particles)

50% Gap
(particles)

60% Gap
(particles)

70% Gap
(particles)

80% Gap
(particles)

10

3.81

0.76

1.14

1.53

1.91

2.29

2.67

3.05

50

7.95

1.59

2.38

3.18

3.97

4.77

5.56

6.36

100

11.08

2.22

3.33

4.43

5.54

6.65

7.76

8.87

500

24.13

4.83

7.24

9.65

12.06

14.48

16.89

19.30

1000

33.96

6.79

10.19

13.58

16.98

20.38

23.77

27.17

5000

75.21

15.04

22.56

30.09

37.61

45.13

52.65

60.17

10000

106.12

21.22

31.84

42.45

53.06

63.67

74.29

84.90

Figure 4.18: Robot composed of 10 particles encountering a narrow gap.
Simulations of a 10 particle robot encountering a narrow gap were run for 4,500 cycles.
The gap width varies by the densest packing diameter (DPD). The light source, below, is
not shown. The initial placement of the robot is superimposed in each panel with
transparency, and the centroid trace shown in red.
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Figure 4.19: Robot composed of 100 particles encountering a narrow
gap. Simulations of a 100 particle robot encountering a narrow gap were run for 4,500
cycles. The gap width varies by the densest packing diameter (DPD). The light source,
below, is not shown. The initial placement of the robot is superimposed in each panel with
transparency, and the centroid trace shown in red.

Figure 4.20: Robot composed of 1,000 particles encountering a narrow
gap. Simulations of a 1,000 particle robot encountering a narrow gap were run for 4,500
cycles. The gap width varies by the densest packing diameter (DPD). The light source,
below, is not shown. The initial placement of the robot is superimposed in each panel
with transparency, and the centroid trace shown in red.

74

Figure 4.21: Robot composed of 10,000 particles encountering a narrow
gap. Simulations of a 10,000-particle robot encountering a narrow gap were run for 4,500
cycles. The gap width varies by the densest packing diameter (DPD). The light source,
below, is not shown. The initial placement of the robot is superimposed in each panel
with transparency, and the centroid trace shown in red.
The results of the gap study are presented in Fig. 4.22 with the shaded area
representing one standard deviation. By increasing the number of particles, there is greater
and more reliable success of particles passing through the gap. Conversely, the results show
the benefits of smaller, more numerous particles when maneuvering through obstacles that
obstruct the environmental signal. While there are many different obstacle configurations
and variables that could be tested, this study demonstrates the benefits of particle robots
at large numbers.
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Percentage of particles that cross the gap

a

10 particles
100 particles
1,000 particles
10,000 particles

Obstacle gap (percentage of densest packing diameter)

b

5 cycles

1,500
1,500 cycles
cycles

Figure 4.22: Particle motion through a narrow gap. (a) The number of
particles are varied along with the gap size, which is proportional to the densest packing
obstacles
diameter (DPD). For each case, ten simulations were run for 4,500 cycles respectively.
The shaded area represents one standard deviation.
light source
4.4.3 Object Transport Study
3,000 cycles

4,500 cycles

Furthermore, a study on carrying capacity was conducted to demonstrate the
potential applications of particle robots. The transport object is circular, with the same
mass and friction coefficient as one particle. The diameter of the object is varied, between
20% to 80% DPD, along with number of particles. Examples of object transport by 10, 100,
1,000 and 10,000 particles are shown in Figures 4.23-4.26.
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Figure 4.23: Carrying capacity of 1,000 particles. The circular object
intended for transport, shown in black, has the same mass and friction of a single particle,
and there is no attraction between the particles and the object. The diameter of the object
was varied from 20%, 40%, 60%, and 80% of the densest packing diameter (DPD) of the
particles. The simulation was run for approximately 3,000 expansion-contraction cycles.
The light source, below, is not shown. The initial placement of the robot is superimposed
in each panel with transparency, and the centroid trace shown in red.

Figure 4.24: Carrying capacity of 1,000 particles. The circular object
intended for transport, shown in black, has the same mass and friction of a single particle,
and there is no attraction between the particles and the object. The diameter of the object
was varied from 20%, 40%, 60%, and 80% of the densest packing diameter (DPD) of the
particles. The simulation was run for approximately 3,000 expansion-contraction cycles.
The light source, below, is not shown. The initial placement of the robot is superimposed
in each panel with transparency, and the centroid trace shown in red.
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Figure 4.25: Carrying capacity of 1,000 particles. The circular object
intended for transport, shown in black, has the same mass and friction of a single particle,
and there is no attraction between the particles and the object. The diameter of the object
was varied from 20%, 40%, 60%, and 80% of the densest packing diameter (DPD) of the
particles. The simulation was run for approximately 3,000 expansion-contraction cycles.
The light source, below, is not shown. The initial placement of the robot is superimposed
in each panel with transparency, and the centroid trace shown in red.

Figure 4.26: Carrying capacity of 10,000 particles. The circular object
intended for transport, shown in black, has the same mass and friction of a single particle,
and there is no attraction between the particles and the object. The diameter of the object
was varied from 20%, 40%, 60%, and 80% of the densest packing diameter (DPD) of the
particles. The simulation was run for approximately 3,000 expansion-contraction cycles.
The light source, below, is not shown. The initial placement of the robot is superimposed
in each panel with transparency, and the centroid trace shown in red.
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We found that 10 particles and 100 particles were unable to manipulate and carry
the object, typically maneuvering around it like an obstacle. With 1,000 particle robots the
objects were carried a significant distance, however smaller objects were eventually left
behind. 10,000 particle robots consistently carried the objects placed in their paths,
demonstrating the value of large-scale particle robots. Additional studies of parameter
effects on object transport performance remain, such as varying the object mass, friction
between the object and surface, and adding attraction between the particles and the object.

4.5 Physical Limitations of Scalability

Figure 4.27 : Effects of distance estimation error on average speed of
10,000-particle robots.
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A study of signal/sensor noise effect was conducted with 10,000-particle robots as
well, given that they exhibited minimum variability with different random configurations.
The stimulus signal (light) was detected by the sensor and used to interpret relative position
of the particle and calculate its phase delay. In this test, the effect of varying the sensor
noise for estimating incident light was explored. The noise power was characterized by the
effect it has on distance estimation as a percentage of minimum particle diameter. For each
level, particle robots were simulated in eleven random initial configurations. Fig. 4.27 shows
the effects of sensor accuracy on the locomotion of these loosely coupled robots. When the
standard deviation of distance estimation error was equivalent to the minimum diameter of
one particle, the system speed declined by 33%, and a standard deviation exceeding two
minimum particle diameters resulted in a stationary robot. The shaded area represents one
standard deviation of the speed data. The results show that the performance of the particle
robot presented in this work is robust and degrades gracefully with increasing sensor noise.
However, it is conceivable that environmental sensing would be noisy in large physical
particle robots in real-world scenarios and it would be important in that case to study
control algorithms that can deal with a certain level of noisy measurements and still
maintain optimal performance.
In addition, we observe clusters of particles detach and create splinter groups in the
simulations, particularly when there are 1,000 particles or more. These groups may later be
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annexed by the concentration of particles or continue to move at a different speed. This
separation may be due to the particle placement algorithm and the sparse initial
configuration, or this behavior could be a consequence of the simulated particle parameters
fitted to model the physical prototype, such as mass or attraction. There may be an ideal
number of particles or configurations for a robot composed of these physical particles. It is
possible that particle design could be optimized to serve a specific function or environment.
The simulation framework allows for further study into the relationships between the
particle characteristics and the particle robots’ performance.
Although the simulations, which are modeled on the physical particles, suggest that
there is a degradation of locomotion speed with an increase in the number of particles, we
anticipate that physical realizations of particle robots with thousands of particles will be
most effective with microscale particles. For particles of that size, surface tension, electric
charge or chemical bonds could be used as the coupling mechanism, and the particle
behavior may be best modulated by an electric, magnetic or photonic field that can oscillate
at higher frequencies. For example, recent research demonstrating spatiotemporal
oscillations of colloidal swarms116,117 provides strong evidence that such methods of
mechanical adhesion are possible. However, the control and feasibility of consistent coupling
forces between microscale robots are an additional challenge and would still need to be
validated in the future. Furthermore, because the robot has no unique particles, it would
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be possible to increase its size by incorporating additional particles into the configuration;
the robot has the potential to grow by annexing stray particles in the environment or from
other robots—essentially ‘metabolizing’ other robots. Fig. 4.28 shows a simulation where
“dead” particles are detached and new particles in the environment are annexed by the
robot, increasing its size.

t = 0 min

t = 16 min

t = 32 min

t = 48 min

t = 64 min

t = 80 min

Figure 4.28: Demonstration of a particle robot capabilities. Particle robot
detaches from “dead” particles and annexes additional particles from the environment
while demonstrating phototaxis and obstacle avoidance.

4.6 Summary
In this chapter, we presented a simulation framework based on the particle robot
prototype with surface area modulation. The simulation environment empirically modeled
the dynamics of the prototype and as such it allowed us to demonstrate the capabilities of
the particle robot at various scales. The simulation studies demonstrated the resilience of
the particle robot, which maintained 50% of its fully functioning speed when 20% of its
particles were randomly deactivated or considered to be dead, regardless of the total number
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of particles. In addition, we were able to demonstrate other tasks with large numbers of
particles, specifically object transport and navigation through a narrow gap.
There are limitations to the proposed concept that would render it unsuitable for
certain applications; tasks such as directed self-assembly and self-organization into complex
pre-specified geometries would be difficult given the stochastic nature of the group and
unconstrained placement or coupling of the particles. Furthermore, the concept was
demonstrated in two dimensions only, whereas a 3D design would arguably be able to
achieve more versatile maneuvers and functions, such as lifting objects or navigating uneven
terrain (see Chapter 5).
Nonetheless, as demonstrated in this work, particle robots appear to exhibit scalable
control and robustness not seen in conventional robotic architectures, including traditional
(deterministic) modular robots, where often the destruction of even a single component
would typically result in catastrophic failure. This characteristic makes particle robotics a
potentially viable option for the rapidly developing fields of micro- and nanoscale robotics,
where consistent and deterministic mechanical performance is difficult to maintain the
stochastic components that cannot be addressed individually. Finally, the view of robots as
statistical machines, rather than deterministic ones, may offer new insight into the control
of biological systems comprising billions of cells, and inspire the fabrication of particle robots
of the same scale.
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Chapter 5
Particle Robots with Volumetric
Modulation
5.1 Introduction
In Chapters 3 and 4, we characterized a two-dimensional (2D) particle robot and
demonstrated that particle robots are scalable and robust, and can perform complex tasks
such as obstacle avoidance and object transport. However, the 2D nature of the robot is
a limiting factor when considering more versatile tasks such as navigating uncertain
environments. Such capabilities are necessary for many potential real-world applications
of particle robots.
In this chapter, we extend the 2D particle robot composed of disk-shaped particles
to a 3D particle robot with spherical particles capable of volumetric oscillations. Similar
to the 2D case, the particles are loosely coupled via magnetic forces. The particles are
incapable of locomotion by themselves. This is illustrated in Fig. 5.1a where the spherical
particle, in response to a light stimulus, modulates its diameter between 10 and 15 cm
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without moving. When many particles coupled to form an amorphous aggregate modulate
in response to the stimulus, the collective can perform directed locomotion (Fig. 5.1b).
We characterize the locomotive capabilities of this 3D particle robot through
simulations and test the versatility of its behavior by placing it in challenging
environments. Additionally, we present a design of a physical prototype of spherical
particles that are capable of expansion and contraction through a linkage mechanism.

Figure 5.1: 3D particle robots with spherical particles capable of
volumetric modulation. a) A single spherical particle performing volumetric
oscillations in response to a light stimulus (not shown). The particle is not capable of
locomotion by itself. b) A particle robot comprising 500 spherical particles performing
phototaxis.

5.2 Simulation Framework for 3D Particle Robots
To study the aggregate behavior of the particle robot with a large number of
spherical particles, we extended the simulation framework from Chapters 3 and 4 to
account for the 3D particles. The grid structure to ensure that particle-particle

85

interactions are only processed for nearby particles was extended to three dimensions
where each cell in the grid is a cube of length equal to one maximum particle diameter.
The Discrete Element Method (DEM) collision equations (see Section 6.2.3 for a detailed
description of the equations) and the attraction equations between particles were extended
to three dimensions as well. Additionally, interactions of the particles with the ground
surface were modeled using the DEM method as well. The attraction profiles between
particles and the constraint forces acting against expansion or contraction of the inner
particles were similar in nature to those empirically determined for the 2D disk-based
particle robots (Section 4.2). The particle radius varied from 5.0 cm to 7.5 cm; this
accounts for 50% expansion which is similar to the disk-shaped particles.
By virtue of parallel processing, we were able to achieve faster than real-time
simulations for the 3D robots as well. For example, the framework simulated a robot
comprising 12,500 spherical particles for 12 minutes in less than about 9 minutes on
average and the slowest run was 11 minutes, which is still faster than real-time.
The particles were initially placed in stacks of hexagonal grid configuration (see
Fig 5.1b). To achieve stochastic amorphous configurations after an initial settling time,
random Gaussian noise was added to the positions of the particles in all three dimensions.
The standard deviation of the noise was set to 5% of the minimum particle radius. This
jitter added to the particle positions resulted in the particles settling to different
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configurations, allowing us to characterize the robot characteristics quantitatively by
running the same experiment with multiple seeds. Additionally, similar to the simulations
for disk-shaped particles, random noise was added to the expansion/contraction phase
delays of the particle to ensure that the robots are able to perform reliably with noisy
sensors.

5.3 Characterization of Locomotion Behavior
We investigated the directed locomotive capability of 3D particle robots by running
a series of simulations that measured the robot’s locomotion speed and reliability while
varying the mass of the particle, the friction of the particle material, and the particle
robot size. The values investigated for the mass and friction coefficient were (0.1 kg, 0.15
kg, 0.2 kg, 0.25 kg) and (0.1, 0.2, 0.4, 0.8) respectively, and we considered robots
comprised of 20 particles and 500 particles. Additionally, we also varied the height of the
robot’s initial configuration by varying the number of levels (or stacks) the particles are
placed in at the outset. For each enumeration of mass, friction coefficient, number of
particles, and number of levels, simulations were run with ten different seeds of the
random number generator. The simulations were run for 720 seconds, and data from the
first 60 seconds was discarded for speed calculations to allow the robot to settle into a
stable configuration before probing the robot’s locomotive capability.
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In Fig. 5.2 and Fig. 5.3, we show the mean and standard deviations of the speeds
toward the light source for different parameter configurations. We notice that for many
cases, the particle robot moves away from the light source. Similar to particle robots with
disk-shaped particles, the frictional forces play a huge role in the aggregate locomotive
behavior of this particle robot. We expect the locomotive behavior to be disrupted when
a) there is little to no friction between the particles and the ground surface, and b) the
number of particles along the desired locomotion direction is low. Further, when the mass
of the particle is reduced without adjusting other design parameters such as the strength
of the coupling and the volumetric oscillation speeds, we found the aggregate behavior of
the robot to be unreliable. Finally, the experiments suggested that the 3D particle robot
with a low number of particles does not achieve reliable motion - for a particle robot
comprising 20 particles and initialized to have particles stacked in 3 layers initially, the
standard deviation of the speeds was larger than the mean speed for all parameter choices
where the mean speed towards the light source was positive. Contrarily, the particle robot
composed of 500 particles is able to achieve reliable locomotion towards the light source
except for the case when the mass is 0.1 kg. The ratio of standard deviation of speed to
mean speed is lowest for a mass of 0.15 kg when considering performance across the
different friction values and number of levels. As such, for further experiments, we will
choose the mass and friction values to be 0.15kg and 0.8 respectively.
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Figure 5.2: Mean and standard deviations of speeds towards light
source of a particle robot comprising 20 particles. a) The particle robot was
placed to have 1 level initially, and b) the particle robot was initialized to have 3 levels.
The means are depicted in the first column and standard deviations in the second
column.
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Figure 5.3: Mean and standard deviations of speeds towards light
source of a particle robot comprising 500 particles. a) The particle robot was
placed to have 1 level initially, b) the particle robot was initialized to have 3 levels, and
c) the particle robot was initialized to have 5 levels. The means are depicted in the first
column and standard deviations in the second column.

5.4 Scalability of the 3D Particle Robot
To demonstrate scalability, we conducted simulations where the robot size and the
number of initial levels of the particle placement configuration were varied between 100,
500, 2500, and 12500 particles, and 1, 3, 5, 7, and 9 levels respectively. For each pair of
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values for number of particles and number of levels, 720-second simulations were run with
six different seeds of the random number generator.

Figure 5.4: Average height over time of particle robots when initially
configured with different heights, or levels of particles. a) 100 particles, b) 500
particles, c) 2500 particles, and d) 12,500 particles. The solid lines represent the mean
across 10 simulations, and the shaded area represent standard deviation. Note that the
shaded area is barely visible due to the standard deviations being low.
Fig. 5.4 depicts the time evolution of the average height of the particle robot with
varying number of particles initialized with different levels (or correspondingly, height).
As can be seen from the figure, after an initial reconfiguration stage, the average height
of the particle robot tends to settle at a stable value. Additionally, it can be seen from
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Fig. 5.4 that robots initialized to either very low initial height (1 level) or very large initial
height (7 or 9 levels) reconfigure themselves to the same height of about two layers of
particles on average. Presumably, a robot of this height is the most stable configuration
for the particular choice of design parameters; we noticed that the stable height changes
with strength of magnetic coupling, friction coefficient of particle material and the mass
of the particles (results not shown). Further, we observed that robots with intermediate
initial heights (5 levels) settle to a larger height after reconfiguration but exhibit greater
variation in the settling height across trials. This suggests that while the reconfigured
robot in this case is not unstable, it is probably not the most optimal or stable
configuration.
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Figure 5.5: Mean and standard deviation of speeds towards light
source for different number of particles (x-axis) and for different number of
levels of initial particle configuration. The solid lines indicate the mean whereas
the shaded area represents the standard deviation of the robot speeds across 6 different
trials for a) 100-particle robot, b) 500-particle robot, c) 2500-particle robot, and d)
12,500-particle robot.
Fig. 5.5 plots the mean and standard deviations of speeds towards light source for
the same simulations. The first half of the data (360 seconds) was discarded to allow the
robot to reconfigure itself before probing at its locomotive capability. As can be seen from
the figure, the 3D particle robot is able to achieve directed locomotion with varying
number of particles and different initial configurations, demonstrating its scalability. The
results also reinforce the argument of a stable height configuration by exhibiting a Ushaped curve, where the locomotive speed is lowest for the robots initialized to
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intermediate heights. The greater speed observed for higher levels results from the robot
reconfiguring to the most stable configuration. More importantly, we notice that like the
2D case, the reliability of the locomotive behavior of 3D particle robots increases (the
standard deviation of the speeds decrease) as the number of particles increase, reinforcing
the scalability of the particle robotics paradigm. In Fig. 5.6 and Fig. 5.7, we show examples
of initial and final configurations of a 500-particle and a 2,500-particle robot placed with
different initial heights. It is worth noting the similarity between the final configurations
in Fig. 5.6a and 5.6c, and between Fig. 5.7a and Fig. 5.7c.
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Figure 5.6: Example of initial and final configurations of a 500-particle,
when initialized at different heights. 500-particle robot initialized to a) 1 level, b)
5 levels, and c) 9 levels. The left image in each subpanel depicts the state of the robot
at 0 seconds whereas the right image depicts the state of the robot after 720 seconds.
Robots initialized to be flat or have a large unstable height reconfigure to similar
amorphous shapes.
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Figure 5.7: Example of initial and final configurations of a 2,500particle robot, when initialized at different heights. 2,500-particle robot
initialized to a) 1 level, b) 5 levels, and c) 9 levels.

5.5 Rough and Uneven Terrain Navigation
The most promising aspect of using spherical particles as opposed to disks arises
from their potential to navigate uncertain terrain. To test this hypothesis, we first
designed an environment where ten hemispheres with sizes that are less than one
maximum particle diameter are introduced in the path of the robot, simulating an uneven
surface. We simulated a particle robot comprising 2,500 particles with an initial height of
3 and observed its behavior when placed in this environment. Fig. 5.8 depicts the results
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from this experiment. The particle robot is able to successfully traverse this bumpy
topography by crawling over the hemispheres. This behavior is in stark contrast to the
2D particle robots which would only be capable of moving around obstacles, not over
them.

Figure 5.8: Navigation of a rocky terrain by a 3D particle robot
comprising 2500 particles. The robot can successfully navigate this terrain by
crawling over the rocks. (a) and (b) show views from two different camera angles.
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To further probe at its versatility, we simulated the robot in a terrain where the sizes of
the obstacles varied. In this case the hemispheres were placed randomly - their positions
were drawn from Gaussian random distributions with means and standard deviations
chosen to ensure that most, if not all, of the hemispheres are places in the direct path of
the robot to the light source. Additionally, the sizes of the hemispheres were randomly
drawn from a Gaussian distribution with mean set to 1.5 times the maximum particle
diameter and standard deviation set to one maximum particle diameter. The realized
random values were such that the smallest hemisphere had a radius of less than one
maximum particle diameter and the largest was more than two times the maximum
particle diameter. Fig. 5.9 depicts the results from this experiment. As can be seen from
the figure, the robot is able to successfully navigate this terrain and move to the light
source by crawling over the small obstacles and maneuvering around the big ones,
ultimately finding the path of least resistance by navigating around the obstacles and
demonstrating adaptive and versatile locomotive behavior.
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Figure 5.9: Navigation of a rocky terrain consisting of both small and large rocks. The robot is able
to successfully navigate this terrain by crawling over the small rocks, while moving around the larger ones.

We further investigated additional capabilities of the 3D design by placing these
particle robots in a ridged terrain. The ridges were simulated by laying five triangular
prisms of varying sizes along the direct path of the robot to the light source. When a
particle robot comprising 500 particles was placed in this terrain, it was able to
successfully navigate the first few ridges. However, it got stuck at a point where two of
the ridges were placed immediately next to each other. Fig. 5.10 depicts the results from
this experiment. While the fact that the robot was able to navigate some of the ridges
before getting stuck was promising, it is possible that a particle robot with a different
initial configuration (for example, one having greater height) would be successful in
navigating across all the ridges. To test this claim, we placed a robot comprising 2,500
particles in the same environment; the results are presented in Fig. 5.11. The larger
particle robot was able to successfully navigate this terrain, providing yet another instance
of the improved performance with increasing number of particles, as well as the support
for pursuing a 3D design.
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a

b
_

Figure 5.10: Navigation of an uneven terrain by a 3D particle robot
comprising 500 particles. The robot successfully navigates the first few ridges but
then gets stuck. (a) and (b) show views from two different camera angles.
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b

Figure 5.11: Navigation of an uneven terrain by a 3D particle robot
comprising 2500 particles. The robot is able to successfully navigate through the
terrain to reach the light source. The two columns show views from two different
camera angles. (a) and (b) show views from two different camera angles.
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5.6 Design of a Spherical Particle Prototype
We present a prototype of the 3D spherical particle capable of volumetric
modulation. Initial attempts to design the expanding and contracting sphere using
origami/kirigami techniques and interconnected plastic surfaces are shown in Figure 5.10.
However, scissor-linkage mechanisms were identified as the best option to obtain
maximum volumetric oscillations while maintaining a spherical structure. We defined
parameters to guide the design – the expanded diameter should be less than 50 cm, the
expansion should be between 30%-50%, and an open space in the center of the robot must
be maintained for electronic components of approximately 125 cm3. We investigate
methods to achieve autonomous, untethered actuation, power, and decentralized
communication. The structure of the spherical particle must be able to house all the parts
required for actuations and communication.

Figure 5.12: Various examples and methods explored for spherical
particle design.
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The first iteration of the linkage design was inspired by a Hoberman sphere. It was
envisaged that contraction would be cable-actuated, and expansion would be passively
driven by compression springs. The scissor mechanism was composed of acrylic linkages
connected by nylon pins. The electronic components located in the particle center were
packaged in a cubic frame. The frame was also designed to route the cables and provide
air ventilation for the electronic components.
We used one motor to reel four cables connected to coplanar linkage nodes. The
cables were only attached to nodes within the same plane to minimize friction induced by
angled entry of the cables to the motor spool. For the cables to drive expansion and
contraction, we evaluated a number of stepper motors for controlled, continuous motion,
but discovered that the stepper motors failed to provide enough torque for full contraction
of the sphere given the nonlinear forces required for smooth cable actuation. Servo motors
were also tested, and some provided the necessary torque for the particle to contract;
however, those servo motors were too large to fit within the confines of the electronics
space.

Figure 5.13: Expansion and contraction achieved by the linkage
mechanism using a servo motor.
104

Ultimately, we retrofitted a Hoberman Sonic FX. The Hoberman Sonic FX is
designed to hold a music player at the center via linkages that contract and expand
passively with the linkage mechanism of the outer sphere. We adapted the inner linkages
to actuate the outer sphere by a motor driving a planetary gear mechanism attached to
the structure. Fig. 5.12 shows sequential frames from a video of the spherical particle
design expanding and contracting. This design was capable of self-containment, having
sufficient space to house all communication and actuation components. Despite the
promise of this design, it was clear that the overall weight of the particle would greatly
limit the capabilities when loosely coupled to other particles. Initial tests with magnetic
connectors attached to nodes demonstrated that attraction would need to be greatly
increased in order to oppose gravity, or the spherical particles would essentially be
confined to one level. A 3D particle robot in which the particles are unable to maneuver
over each other lacks most of the advantages of 3D particles over the 2D design presented
in Chapter 3. However, this prototype demonstrates the feasibility of a spherical particle
capable of radial modulation and provides a solid foundation for future work towards
building a physical 3D particle robot with volumetric oscillations.

5.7 Summary
We successfully demonstrated locomotive behavior arising from decentralized
control of particle robots composed of spherical particles. Through experiments with
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different parameters and configurations, we characterized the design constraints
associated with 3D particle robots. We tested the versatility of the robot and the
advantages of pursuing a 3D design by studying its behavior in challenging environments
such as a rocky terrain or an uneven terrain built by placing multiple ridges in the path
of the robot. The rocky terrain experiments can be contrasted with the 2D particle robot
navigating through a narrow gap, where a sufficiently narrow gap completely obstructed
the 2D robot. A useful and more versatile behavior in this case would have been the
capability to navigate over the obstacles when the robot cannot navigate through the
passage. We demonstrated this in 3D particle robots, which maneuver over obstacles and
are capable of locomotion on inclined surfaces. We also detailed the design of a physical
prototype of a spherical particle that is capable of expansion and contraction through a
linkage mechanism, providing a foundation for a viable design of physical 3D particle
robots. Portions of this work have been submitted for publication.
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Chapter 6
Particle Robots with Vibration
Modulation
6.1 Introduction
We demonstrate the generality of the particle robot paradigm in this chapter by
presenting a particle robot with an alternative form of coupling and modulation. As with
the surface area and volume oscillating particle robots, this design takes advantage of simple
identical components that can achieve higher order behaviors through decentralized
coordination and passive interactions.
However, in this implementation the particles are designed to vibrate with variable
frequency or intensity. The particles are bound together by a passive, inelastic membrane.
While the components themselves are rigid, when loosely coupled and modulated in a
systematic fashion they are able to form amorphous shapes capable of adapting to uncertain
environments. In this instance the particle vibration is varied with respect to its position
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in the group, giving rise to a non-uniform energy distribution, and this vibrational energy
gradient can result directed locomotion of the particle robot (Fig. 6.1).

Figure 6.1: Particle robot composed of loosely coupled vibrating
particles. A visualization of a vibrating particle robot, in which the vibration modulation
is determined by an environmental signal. In this illustration, the environmental signal
shown is light intensity, and the particle robot moves toward it.
Two types of vibratory motion are considered - rotational vibration with frequency
modulation and linear vibration with amplitude modulation. The vibrating particle robots
are modeled and simulated using CUDA-enabled GPUs for parallel processing; this allows
for the characterization of various parameters on the aggregate behavior at multiple scales.
While the simulation framework reflects a theoretical model, it has the capacity to guide
the design and fabrication of a vibrating particle robot prototype.
In addition, a physical prototype of the vibrating particle robot was actualized and
tested. Eight particles capable of variable rotational vibration were fabricated along with a
lightweight chain that encircles them. In the first set of experiments, the particles were
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manually assigned to high or low frequency and placed in various configurations to study
the behavior. These results were inconclusive; however, when testing the ability of the
particle robot to modulate its frequency in response to a fixed environmental stimulus,
specifically a light source, the net motion of the robot occurred in the direction of the lower
vibratory energy; this locomotion agrees with the simulation results.

6.2 Dynamic Model of Vibrating Particle Robots
In Sections 6.2.1 and 6.2.2, the dynamic equations for rotationally and linearly
vibrating particles are defined. In Section 6.2.3 a model of the passive membrane is
described. This boundary, which loosely couples the particles, is treated as a chain of
equidistant nodes connected by rigid links. The inelastic behavior of the chain introduces a
constraint equation which is not parallelable for implementation in simulation framework;
a numerical methods approach which addresses this constraint is therefore presented. Lastly
Section 6.2.4 the physical interaction forces between the particles, membrane, and
environment are defined.
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Figure 6.2: Particle vibration concept modeled in simulation. The image
in (a) illustrates a rotationally vibrating particle, and (b) illustrates a linearly vibrating
particle. The base of the particle is colored gray and the object in pink. The passive
connection between the object and the base is shown in blue.
The vibrating particle is modelled as a heavy object secured to a circular, freemoving base. A force applied to the object relative to the base leads to motion of the base
and, consequently, vibration of the aggregate particle. When describing the motion of the
particle and its components, subscripts O, B, and P are used to denote the object, base, and
particle respectively. For example, the total mass of the particle is defined in Equation
6.1, where m represents mass.
!| = !} + !~

(6.1)

Similarly, the center of mass of the particle is defined in Equation 6.2, with Äx⃑ denoting
position.
a⃑| =

!} a⃑} + !~ a⃑~
!} + !~
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(6.2)

6.2.1 Rotationally Vibrating Particle Motion
To produce rotational vibration, the object spins about a center shaft on the base
(Fig. 6.2a). The motor, which is attached to the object, operates a timing belt connecting
the base to the object, thereby applying a torque, ÇH , on both the object and the base. If
we assume the motor shaft and the center shaft of base have an equal radius P% and there
are no losses due to the timing belt, we can approximate the force applied on both the
object and base as
+⃑'.. =

Ç⃑H × P⃑%
|P⃑% |J

We can assume that we can vary the Pulse Width Modulated (PWM) signal to
the motor to achieve rotation of the object at the desired frequency. Finally, as there is
no net force acting on the center of mass of the particle, the force acting on the base may
be defined as
!~ b⃑~ = −!} b⃑}
6.2.2 Linearly Vibrating Particle Motion
To achieve linear vibration, we assume that the object is diametrically oscillating on
the base, perhaps by a linear synchronous motor. The motion of the object would be
translated to the base by springs, with a damping force included to account for losses. When
analyzing the internal motion particle, we consider the object motion relative to the base.
a⃑0,2,Ñ (4) = a⃑0 (4) − a⃑Ö (4)
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m
(4) = s⃑0,2,Ñ (4) = s⃑0 (4) − s⃑Ö (4)
a⃑
m4 0,2,Ñ
Σ+⃑0,2,Ñ (4) = !0

mJ
(4) = !0 b⃑0,2,Ñ (4) = !0 (b⃑0 (4) − b⃑Ö (4))
a⃑
m4 J 0,2,Ñ

The forces acting on the object relative to the base are the motor force and the spring
and damper force (Fig. 6.2b).
Σ+⃑0,2,Ñ (4) = +⃑H (4) − +⃑% (4) − +⃑r (4)
The motor force acting on the object is assumed to be sinusoidal wave
+⃑H (4) = ásin(à4)
and the spring and damper forces are defined as
+⃑% (4) = âa⃑0,2,Ñ (4)
+⃑r (4) = d

m
a⃑
(4)
m4 0,2,Ñ

The spring coefficient (â) and damper coefficient (d) were determined empirically, along
with the static and kinetic friction coefficients between the base and the ground ($% and $ä ,
respectively). The net forces acting on the particle can be approximated as
Σ+⃑. (4) = (!0 + !Ö )b⃑. (4) = +⃑H (4) + +⃑ã,ä(/,&() (4)
The motion of the base is governed by the spring and damper force and friction force.
Σ+⃑Ö (4) = !Ö b⃑Ö (4) = +⃑% (4) + +⃑r (4) − +⃑ã,ä(/,&() (4)
The above equation is conditional on either s⃑0 (4) > 0 or |+⃑% (4) + +⃑r (4)| > |+⃑ã,%&'&() |.
r

Solving !0 b⃑0,2,Ñ (4) = ásin(à4) − âa⃑0,2,Ñ (4) − d r& a⃑0,2,Ñ (4) with the initial conditions
a⃑0,2,Ñ (0) = 0 n. l a⃑0 (0) = a⃑Ö (0) = a⃑(
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s⃑0 (0) = s⃑Ö (0) = s⃑0,2,Ñ (0) = 0
The solution becomes
a⃑0,2,Ñ (4) =

−2á!J t(−2!J àj − d J à + 2â!à + dà) l é& + (2!J àj + d J à − 2â!à + dà) l è& v
(2â! − 2!J à J )(2d J − 2â! + 2!J à J )
+

−2á!J t(2â − 2!àJ )) sin(à4) − (2dà) cos (à4)v
(2â! − 2!J à J )(2d J − 2â! + 2!J à J )

where
ë=−

^d J − 4â!0
d
−
2!0
2!

^d J − 4â!0
d
e=
−
2!0
2!
and, by abuse of notation, ! = !0 . With the choice of parameters
d J = 4â!0
à=í

!
â

the solution simplifies to

a⃑0,2,Ñ (4) =

−2á!J Dt2â − 2!àJ )(√d J − 4â!v sin(à4) − t2dà√d J − 4â!v cos (à4)G
√d J − 4â!td√d J − 4â! − d J + 2â! − 2!J à J vtd√d J − 4â! + d J − 2â! + 2!J à J v

As can be seen from the equation above, by applying a sinusoidal motor force to the
object, we can achieve a sinusoidal motion of the object relative to the base. Additionally,
since the force acting on the base, ignoring friction with the ground, is a sum of terms
proportional to the relative position and velocity of the object, the motion of the base will
be sinusoidal as well when the friction is ignored.
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It should also be noted that the time for the motor to ramp-up is ignored, as we
assume the motor force acting on the particle as it ramps up from rest is negligible with
respect to static friction. Furthermore, as we are more concerned with the particle robot
collective behavior, the ramp-up time is inconsequential when considering the overall time
in which the particles vibrate and interact.
6.2.3 Loose Coupling of Particles
The bounding membrane is modeled as point nodes of mass !/ connected by
inflexible links which minimize energy loss during collisions. The link length, k, is fixed and
therefore the number of nodes and diameter of the boundary scale as the number of particles
increase. We maintain the distance between neighboring nodes n and x with the generalized
constraint equation
(a⃑( − a⃑y ) ∙ (a⃑( − a⃑y ) = k J

(6.3)

The first and second derivatives of the Equation 6.3 are
(6.4)

ta⃑( − a⃑y v ∙ ts⃑( − s⃑y v = 0
J

ta⃑( − a⃑y v ∙ tb⃑( − b⃑y v + ïs⃑( − s⃑y ï = 0
Where a⃑, s⃑ and b⃑ represent position, velocity and acceleration, respectively. Defining b⃑(,U
and b⃑y,U as the accelerations before applying the constraint forces, +⃑( and +⃑y , the equation
can be rewritten as
ta⃑( − a⃑y v ∙ ñb⃑(,U − b⃑y,U +

+⃑y
+⃑(
J
−
ó = −ïs⃑( − s⃑y ï
!/ !/
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Rearranging terms,
ta⃑( − a⃑y v ∙ ñ

+⃑y
+⃑(
J
−
ó = −ïs⃑( − s⃑y ï − ta⃑( − a⃑y v ∙ (b⃑(,U − b⃑y,U )
!/ !/

(6.5)

Equation 6.5 can be put in matrix form to solve for all n, x constraint forces. Unfortunately,
this analytical solution requires knowledge of all node positions and velocities, and as such
is not amenable to parallelization. Therefore, we employ an approximate numerical method,
where we solve for constraint velocities for each node pair locally and repeat the process till
there is convergence.
Let s⃑(,U and s⃑y,U , be the velocities of node i and node j respectively before applying the
constraint force. Let Δs⃑(y be the change in velocity of node n due to constraint force from
the link with node j and similarly, let Δs⃑y( denote the change in velocity of node j due to
constraint force from the same link. Equation 6.4 can then be rewritten as
ta⃑( − a⃑y v ∙ ts⃑(,U + Δs⃑(y − s⃑y,U − Δs⃑y( v = 0
We add a spring-like bias term to the above equation which corrects for any deviation of
the link length from l. The spring, with a large spring coefficient â/ , corrects for any possible
accumulation of approximation errors.
ta⃑( − a⃑y v ∙ ts⃑(,U + Δs⃑(y − s⃑y,U − Δs⃑y( v = −â/ (ïa⃑( − a⃑y ï − k)
Because the constraint forces between nodes n and x are equal and opposite and the masses
of the nodes are equal the equation becomes
ta⃑( − a⃑y v ∙ ts⃑(,U − s⃑y,U + 2Δs⃑(y v = −â/ (ïa⃑( − a⃑y ï − k)
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The change in velocity Δs⃑(y due to the link between nodes i and j must be along the direction
of the link. Therefore,
Δs⃑(y = Δs(y nò(y
Where unit vector nò(y is
nò(y =

a⃑( − a⃑y
ïa⃑( − a⃑y ï

The solution of the local constraint equation can then be determined as
1
k
Δs⃑(y = − ñâ/ −
+ nò(y ∙ (s⃑(,U − s⃑y,U )ó nò(y
2
ïa⃑( − a⃑y ï
The equation above is used to solve for the change in velocity of node i by iteratively solving
for the constraint forces experienced by the neighboring links until the change in velocity
does not vary between iterations within some error margin, ô- , or until having looped
through this numerical solver 100 times. To avoid a situation in which the calculation maxes
out over multiple time steps, which will result in an accumulation of error, a spring force
bias is introduced when the distance between the neighboring nodes is greater than a
predefined length error margin. This method generates in a passive boundary made of rigid
parts. It does not easily deform from its circular shape; however, parameters may be
adjusted to model a more flexible boundary design.

116

6.2.4 Modeling Collisions
In the simulation environment, the particle interactions are approximated by a
discrete element method.115 For particles m and n, in close proximity, the shortest distance
between their edges are calculated to be
mH/ = 2PÖ − ï(a⃑Ö,H − a⃑Ö,/ )ï
where PÖ is the radius of the particle bases and a⃑Ö,H and a⃑Ö,/ are the center positions of the
base of particles m and n, respectively. If mH/ < 0 the particles are colliding, and repulsive
forces are applied. For particle n, the normal force due to a collision with particle m is
modeled by a spring and damper
+⃑/ = (âÖ mH/ + dÖ sH/,/ )nòH/
where âÖ represents the spring constant between two particles, dÖ represents the damping
constant, and nòH/ is the unit normal vector with respect to the base centers,
nòH/ =

a⃑H − a⃑/
|a⃑H − a⃑/ |

The normal component of the relative velocity, s⃑H/,/ , is defined as
s⃑H/,/ = ts⃑Ö,H − s⃑Ö,/ + àH x (a⃑) − a⃑|,H ) − à/ x (a⃑) − a⃑|,/ )v ∙ nòH/
where s⃑Ö,H and s⃑Ö,/ are the translational velocities of the particles m and n respectively, a⃑|,H
and a⃑|,/ are the center of mass of the particles, a⃑) is the point of collision, and àH and à/ are
the angular velocities of the particle. The calculation methodology of àH and à/ is described
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later in this section. The shear force (+⃑% ) is calculated to be proportional to the relative
tangential velocity s⃑H/,&
s⃑H/,& = ts⃑Ö,H − s⃑Ö,/ v − s⃑H/,/
+⃑% = öÖ s⃑H/,&
öÖ is the shear co-efficient between two bases.
The tangential force (+⃑& ) is applied along the direction of the tangential velocity and its
magnitude is set to the minimum of the shear force and the friction force due to collision.
+⃑& = maxtï+⃑% ï, µù ï+⃑/ ïv

s⃑H/,&
ïs⃑H/,& ï

µù is the friction co-efficient between two bases.
Finally, the total force on the particle n due to collision with particle m is the sum of the
normal and tangential forces described above.
+⃑)0ÑÑ = +⃑/ + +⃑&
Collisions between non-neighboring nodes, while unlikely, are also treated in the same
manner. However, due to the high spring force between nodes and the density of particles
within the boundary, this type of collision has yet to be observed.
For collisions between the boundary and the particles, we calculate the total collision
forces similarly. However, the force acting on the boundary is translated from the point of
collision on the link to the two nodes connected by the link. The magnitude of the forces at
the two nodes are scaled based on the distance of the nodes from the collision point
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+⃑I =

1− m
+⃑Ñ
k

+⃑J =

m
+⃑
k Ñ

where +⃑I , +⃑J are the forces acting on the nodes, +⃑Ñ is the collision force acting on the link, m
is the distance of the node 1 from the point of impact on the link and l is the link length.
The total forces acting on the particles and nodes are used to update their
translational velocities, which in turn are used to update their positions. Additionally, for
the particle, we also keep track of its orientation (i). This orientation is updated based
upon the angular velocity of the center of mass (COM). The angular velocities of the particle
COMs are updated based on a) torques acting on the center of mass due to the collision
forces, and b) rotational friction. The net torque at the center of mass is
ΣÇ⃑| = M| û⃑| = ∑(a⃑) − a⃑| ) × +⃑)0ÑÑ + Ç⃑ã
where a⃑) is the point of collision, M| is the inertia of the particle and Ç⃑ã is rotational friction.
The inertia of the particle is calculated by treating the base as a thin, solid disk with radius
P~ , and the object as an overlaying disk of radius P} .
1
1
M| = !~ P~J + !~ |a⃑~ − a⃑| |J + !} P}J + !} |a⃑} − a⃑| |J
2
2
The magnitude of the rotational friction is approximated as
2
|Ç⃑ã | = $ä !| #|P⃑~ |
3
and its direction is such that it opposes the current angular velocity of the particle.
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6.2.5 Simulation Parameters
Certain parameters, such as base diameter, object weight, and boundary link length, are
defined with respect to the particle robot prototype. Other parameters, such as friction
coefficients, and spring, damper, and shear constants, are defined empirically (see Table
6.1). As in the previous particle robotics studies, the simulation environment was developed
using CUDA-enabled GPUs, which allow for efficient parallel processing of the model
dynamics and real-time visualization of the simulations.
Table 6.1: Model parameters for vibrating particle robot simulations.
Parameter

Notation

Value

Base Mass
Object Mass
Base Radius
Object Radius
Spring constant between boundary nodes
Spring constant between base-base
Spring constant between base-boundary
Damping constant between base-base
Damping constant between base-boundary
Shear constant between base-base
Shear constant between base-boundary
Static friction coefficient for base-ground
Static friction coefficient for boundary-ground
Kinetic friction coefficient for base-ground
Kinetic friction coefficient for boundary-ground
Friction coefficient for base-base
Friction coefficient for base-boundary
Spring constant between base-object (for linear vibration)
Damping constant between base-object (for linear vibration)

!~
!0
PÖ
P0
â/
âÖ
âÖ/
dÖ
dÖ/
sÖ
sÖ/
$%
$%,/
$ä
$ä,/
$Ö
$Ö/
â
d

15g
35g
32mm
4mm
5
200
300
0.2
0.2
0.1
0.1
0.25
0.2
0.1875
0.15
0.2
0.2
16
1.5
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In the simulations, the boundary radius of 8-particle robots is based on the physical
prototype. For robots with greater numbers of particles, the boundary radius was
empirically determined by trial and error so as to achieve a sufficient density of particles
to encourage interactions that result in locomotion. Various relationships between number
of particles and robot area were explored in order to determine a correlation with
boundary radius (see Table 6.2), however they did not produce comparable locomotion to
the 8-particle robots as had the empirically determined boundary radii. This relationship
is likely coupled with other parameters, such as vibration amplitude and number of
boundary nodes, or the distance between them.
Table 6.2: Characterizing boundary radius with respect to number of
particles.
Number of
Particles

Boundary
Radius (m)

Packing
Fill
Percent

Boundary Radius
with 65%
Packing (m)

Densest Packing
Number of Particles
based on Boundary

Densest
Packing Fill
Percent

8

0.12

56.9%

0.11

9

64.0%

32

0.22

67.7%

0.22

37

78.3%

128

0.43

70.9%

0.45

149

82.5%

512

0.89

66.2%

0.90

665

86.0%

2048

1.8

64.7%

1.80

2799

88.5%

Additionally, for easier and more diverse random placement of particles inside the
membrane, the boundary nodes are placed along a circle with a slightly larger radius when
the simulation is initiated. The boundary reduces to the appropriate size afterwards by
spring forces between boundary nodes, as described in Section 6.2.3. To allow for the
particles and boundary to settle into a stable configuration, the first 10 seconds of each
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simulation are discarded; while the experiments were run for 190 seconds the results
presented reflect 180 second trials. The vibration modulation parameters of individual
particles are updated every 10 seconds based on their relative positions as opposed to
continuously, to model a realistic implementation such as the one constructed, in which
power consumption is minimized while still allowing for adaptation to the stochastically
changing amorphous configuration of the robot.

6.3 Simulation Results and Discussion
The simulation framework was designed to be flexible to enable an analysis of the
vibrating particle robot characteristics with regards to different parameters as well as their
behavior in different scenarios. In addition to studying the differences between linearly and
rotationally vibrating particles, various other parameters were explored within the
simulation framework to study their effects on performance, i.e. the magnitude and direction
of the particle robot’s velocity. The energy gradient, as defined by frequency or amplitude,
was implemented in a bimodal fashion (either high or low energy state) and linearly (along
an axis defined by the high and low values). For both cases, the number of particles were
varied as well as the minimum and maximum values. Other behaviors, such as scalability,
resilience, and adaptability were studied by further increasing the number of particles,
deactivating (or “killing off”) different percentages of particles and placing obstacles in the
direction of motion.
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6.3.1 Effect of Energy Gradients on Vibrating Particle Robots’ Performance
We study both bimodal and linear energy gradients with rotationally vibrating particles.
In both cases, the gradient is defined with respect to the membrane, with individual
particle energy determined by its relative position on the x-axis. In Fig. 6.3 the gradient
methods are visualized with 8, 32, and 128 particles. The particles shown in blue are
vibrating at the minimum frequency, 1.0 Hz, while the red particles are vibrating at the
maximum frequency, 3.5 Hz. While the bimodal gradient appears as a step function, in
which half of the particles higher along the x-axis are fixed at the maximum frequency
and the other half set to the minimum frequency, the linear gradient varies along these
two values, as do the particle colors. The bimodal method is similar to the control
algorithm of the supersmarticle robot78, in which case the smarticles exhibit a frequency
range between zero and some value.
First, we studied particle robots with rotationally vibrating particles where the
particles are divided into high energy and low energy zones. The N/2 particles closest to
the light source, where N is the number of particles, vibrate at a minimum frequency of
fmin whereas the other particles vibrate at a maximum frequency of fmax. We varied N, fmin
and †F = fmax - fmin. The number of particles studied are 8, 32 and 128.
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Figure 6.3: Bimodal and linear frequency gradient modulation at
different scales. Images of rotationally vibrating particle robots with (a) 8 particles,
(b) 32 particles and (c) 128 particles with bimodal frequency gradients and images of
rotationally vibrating particle robots with (d) 8 particles, (e) 32 particles and (f) 128
particles with linear frequency gradients. Blue particles represent the minimum
frequency, 1 Hz, and the red particles represent the maximum frequency, 3.5 Hz. The
particles vibrating at a frequency between the minimum and maximum are colored
proportionally between red to blue. The first image shows the initial position and the
second image shows the position of the particle robot after three minutes, with the black
line denoting the motion traveled. The scale bar on the bottom right represents 0.5 m.
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a

b

Figure 6.4: Characterizing the locomotive behavior of particle robots
with varying minimum and maximum frequencies. Both (a) bimodal and (b)
linear frequency gradients were studied with 8, 32, and 128 particles. In the plots, the
three different colors correspond to minimum frequencies of 0, 1, and 2 Hz. The x-axis
represents the difference between the high and low vibrational frequencies (or maximum
frequency minus minimum frequency). The y-axis denotes the motion after 180 seconds.
The solid lines represent mean across 10 different random configurations and the shaded
area represents one standard deviation below and above the mean.
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The minimum frequency was varied between 0, 1 and 2 Hz, and the maximum
frequency was varied from 0 and 3.5 Hz greater than the minimum at 0.5 Hz steps, with
the maximum frequency capped at 3.5 Hz. Fig. 6.4a plots the mean and standard
deviations of displacement when the gradient is defined along the x-axis. Ten simulations
were run for each combination of parameters with different seeds provided to the random
number generator. As can be seen from the figure, the particle robot demonstrated reliable
locomotion in the desired direction when the number of particles is higher and the
difference between high and low frequency is greater.
We repeated the experiment with the particle vibrational frequency varying along
a continuous gradient, with the particle most negative on the x-axis vibrating at fmin and
the highest vibrating at fmax. Fig. 6.4b plots the mean and standard deviations of
displacement along the x axis across ten different seeds. This control methodology is able
to achieve more reliable locomotion - less variance - across a range of particle robots than
the bimodal method.
6.3.2 Linearly Vibrating Particles with Linear Energy Gradients
We also studied locomotive behavior of particle robots with linearly vibrating
particles. The motor force applied to the object in each particle is assumed to be a
sinusoidal function with a particular amplitude. The frequency was set to be equal to the
resonant frequency of the spring between the object and the base. The amplitude of each

126

particle’s motor force was varied with respect to its position along the x-axis, with the
particles most negative (left-most) operating their motors with a minimum amplitude of
Amin and those higher along the axis (right-most) operating at a maximum amplitude of
Amax. The number of particles studied were 8, 32 and 128. The minimum amplitude was
varied between 0, 0.2 and 0.4, whereas the maximum amplitude was varied between 0.6,
0.7, 0.8 and 0.9. For each combination of number of particles, minimum amplitude, and
maximum amplitude, ten randomly configured particle robots were simulated. Fig. 6.5
plots the mean and standard deviations of displacement along the x-axis.
The performance of linearly vibrating particle robots with bimodal amplitude
gradients were too noisy and inconclusive, and thus not included. With a constant
amplitude gradient (Fig. 6.5), the robot performance is significantly more variable than
rotationally vibrating particle robots (Fig. 6.4b). Given these results, and the challenges
that remain in designing a macroscale linearly vibrating particle with variable amplitude,
the following studies and results presented are solely considering rotationally vibrating
robots with variable frequency. However, there remain potential applications of linearly
vibrating particle robots in microscale environments employing simple magnetically
actuatable robotic components.40,41
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Figure 6.5: Characterizing the locomotive behavior of linearly
vibrating particle robots. The particles’ vibration amplitude is linearly varied with
respect to its relative distance from the light source. The x-axis represents the difference
in the maximum and minimum motor force amplitude. The y-axis depicts locomotion
along the gradient over 180 seconds. The solid lines indicate the mean across 10
different random configurations and the shaded area represents one standard deviation.
The three colors correspond to the minimum amplitudes of 0.0, 0.2, and 0.4.
6.3.3 Scalability of Vibrating Particle Robots
To demonstrate the scalability of this particle robot, we run simulations for 8, 32,
128, 512 and 2048 particles. The minimum and maximum frequencies of vibration are set
to 2 Hz and 3.5 Hz respectively. For each robot size, ten simulations with different initial
configurations of particles are performed. Fig. 6.6 shows the displacement towards light
source and the angle of locomotion relative to the light source.
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Figure 6.6: Scalability of vibrating particle robots. (a) Box and whisker
plots of displacement towards light source and (b) angle of locomotion relative to light
source for rotationally vibrating particle robots with gradient modulation. The data is
gathered from simulations of 10 different initial random configurations of robots
comprising 8, 32, 128, 512, and 2048 particles. The particles’ vibration frequency varies
from 2 Hz to 3.5 Hz. Examples of initial and final positions of simulations with 8
particles, 128 particles, and 2048 particles are shown in c-e, respectively. The black scale
bars represent 0.5 m.
As shown in the figure, the average speed degrades for 512 and 2048 particles. One
possible explanation could be the particle and boundary parameters, which are based on
the prototype design. Given these simulation parameters, the robot locomotion
performance appears to peak when the number of particles is between 32 and 512.
Alternatively, the parameters could be optimized for robots with specific number of
particles, however it is not practical given the indiscernible coupling and interdependence
of the empirically determined parameters (see Table 6.1). Another possible reason for
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performance degradation could be due to the particle packing density, which is determined
by brute force, incrementally increasing the boundary radius until the placement
algorithm is able to find a solution. We observe packing density increases with increasing
number of particles (Table 6.2), as greater density results in increased interactions of the
particles; perhaps even greater density would improve performance, however additional
simulations with more sophisticated random placement algorithms would be needed to
confirm or invalidate this hypothesis.
6.3.4 Resilience of Vibrating Particle Robots
To explore the resilience of the rotationally vibrating particle robot, we ran
simulations where a certain percentage of the particles were dead or inactive. We ran
these simulations for robots comprising 32 and 128 particles and where the percentage of
dead particles were varied between 0, 12.5, 25, 37.5, 50, 62.5 and 75%. Fig 6.7 provides a
visualization of particle robots comprising 128 particles with different proportions of dead
particles. The minimum and maximum frequencies were again set to 2 and 3.5 Hz
respectively. For each pair of number of particles and percentage of dead particles, we ran
10 simulations with different initial configurations.
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Figure 6.7: Examples of particle robots with inactive particles.
Locomotion of a 128-particle robot with (a) 0%, (b) 25%, (c) 50%, and (d) 75% inactive
particles over 180 seconds, with initial positions shown partially transparent and final
positions overlaid. The particle vibration frequency linearly varies from 2 Hz (blue) and
3.5 Hz (red). The inactive particles are colored gray. The black marking represents the
motion of the motion of the centroid over time.
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Figure 6.8: Characterizing the resilience of the rotationally vibrating
particle robot. Box and whisker plots of displacement towards light source (first
column) and the angle of locomotion relative to the light source (second column) for
robots comprising 32 (first row) and 128 (second row) particles. The x-axis represents
the percentage of dead particles.
Fig. 6.8 provides box and whisker plots for the displacement towards light source and the
angle of locomotion relative to the light source for robots comprising 32 and 128 particles.
As can be seen from the figures, 128-particle robots have linearly decreasing performance
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with increasing percentage of inactive particles; the robots are able to achieve
approximately 50% of peak speed when 50% of the particles are inactive. The 32-particle
robots show diminishing performance with increasing variability, however average speed
appears to improve with increasing percentage of dead particles up to 50%. These results
demonstrate clear advantages of vibrating particle robots over other robots, in which
component failure or deactivation renders the robot inoperative. Further, it lends itself
well to power conservation by strategically deactivating and activating particles without
hindering performance.
We also studied the ability of vibrating particle robots to maneuver around
obstacles. With robots comprising 128 particles, a rigid wall is placed in the path between
the robot and a light source. The light source acts as a signal to determine the direction
of the frequency gradient, i.e. the robot moves towards the light source. The wall interferes
with the robot motion but not the signal which directs vibration.

We varied the

placement of the wall such that it obstructs between 0% and 80% of the path width,
assuming the to be the particle robot diameter. For each scenario, we ran simulations
with ten different initial configurations. Examples of one configuration with varied
obstruction are shown in Fig. 6.9a-c.
Except for the case with 80% interference, the particle robot was able to navigate
around the obstacle. Fig. 6.10 provides box and whisker plots for the amount of time
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taken by the robot to cross the obstacle for various values of overlap. The lack of data
for 80% overlap indicates that the robot was not able to cross the obstacle in any of the
ten simulations.

a

0s

360 s

750 s

0s

600 s

850 s

0s

850 s

1300 s

b

c

Figure 6.9: Particle robot locomotion when encountering obstacles.
Examples of a robots composed of 128 particles, with minimum frequency of 2Hz and
maximum frequency of 3.5 Hz, obstructed along its most direct path to the light source
with (a) 20%, (b) 40% and (c) 60% interference by an obstacle.
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Figure 6.10: Time taken by the to move around obstacles. The time it
takes for the particle robot centroid to pass the obstacle is plotted, with 0%, 20%, 40%,
60%, and 80% obstruction and ten randomly initialized simulations each.

6.4 Rotationally Vibrating Particle Robot Prototype
6.4.1 Design and Construction of Rotationally Vibrating Particle Robot
Eight rotationally vibrating particles, shown in Fig. 6.11, were constructed for the
robot experiments. The base, made of acrylic, attaches to an aluminum shaft at its center.
Triangular sections of the base are removed to maximize the ratio of the rotating object
weight to the base weight, thereby increasing the amplitude of vibration. The rotating
object consists of two 3.7 V lithium polymer batteries and a gear motor, encased in
acrylonitrile butadiene styrene (ABS) plastic packaging. The object is attached to the base
at the center shaft, with ball bearings at the connection points to reduce friction. A timing
belt connects the gear motor to the shaft to allow for rotation. The particles are designed
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with a custom circuit board secured to the top of the ABS enclosure, which include LED
lights and a photoresistor. The overall weight of each particle is approximately 55 g. The
custom circuit board is designed to run the motor, either by manually programming the
PWM signal or setting the PWM signal based on light sensor measurements. The control
system dictates the behavior of each of the individual particles, without any internal
communication or coordination between them.

Figure 6.11. Oscillating rotational motion is achieved by spinning an
offset mass about the center of a free moving base. (a) The particle consists of an
object, which contains the batteries, controller, and geared motor, attached to the center
shaft of a base with a timing belt. (b) shows a close-up view of the membrane, which is
composed of acrylic links and acetal pins. (c) A particle robot consisting of eight vibrating
particles that are loosely coupled by the flexible membrane.
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For the experiments, a membrane was fabricated out of acrylic links connected by
acetal dowel pins. Each link has 2 holes spaced 19.5 mm apart, one sized for an interference
fit with the dowel pin and the other for a loose fit. The insertion of the dowel pin allowed
every other acrylic link to rotate while the other two links grip the dowel pin and held the
chain link together. This created a flexible yet inelastic chain to circumscribe the particles.
The light weight and low friction coefficients of these membrane components allow for it to
slide easily when particles collide with it, and the rigidity of the components minimize
energy loss that could occur with a flexible or stretchy material (see Fig. 6.3).
6.4.2 Experiment Design
Two methods of control are studied with the physical system. In the first study, the
frequency of rotation for each particle is preprogrammed, with an equal number of high
frequency and low frequency particles placed within the chain, as shown in Fig. 6.12a. The
high frequency particles are driven by a pulse width modulation (PWM) signal with a duty
cycle of 100% and the low frequency particles are driven by a PWM signal with a duty
cycle of 71%. This corresponds to approximately 2.5 Hz and 2.1 Hz, respectively. The
particles are placed with respect to frequency inside the boundary and the robot is allowed
to run for 30 seconds while tracking the particle positions. Each configuration is repeated,
but with the low frequency and high frequency particles switched to demonstrate that there
is no bias in the direction of motion resulting from the particle positions.
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For the second type of experiment, the frequency of vibration is determined by
measured light intensity (Fig. 6.4b). As in the first set of experiments, eight particles are
used. They were programmed to drive a PWM signal with a duty cycle of 100% when the
light intensity measurement was lower than a set threshold. Otherwise, when the light
intensity was greater than the threshold amount, the motor was driven by a PWM signal
with a duty cycle of 53%. This corresponds to a rotational frequency of 2.5 Hz and 1.4 Hz,
respectively.

Figure 6.12: Vibrating particle robotics experiments. (a) A particle robot in
which the frequencies are manually defined with respect to the particles’ initial position.
(b) A particle robot in which each particle’s vibration frequency is determined by its light
intensity reading. In (a) and (b), the red light indicates high frequency vibration and the
green light denotes low frequency vibration.
The robot is initialized with four particles in the light and four in the dark. After 60
seconds of motion, the number of particles in the light and dark regions are counted. The
experiments are repeated with the light source rotated 90° about the particle robot to ensure
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that observations are independent of the light orientation and the testing surface. In
addition, the initial positions of the particles were continuously moved, such that the same
particle did not always start in either the light or dark.
6.4.3 Experiment Results
The rotationally vibrating particle robot experiments with fixed frequencies were
ultimately inconclusive. We now know, after implementing an approximate model of the
robot, that the difference between the high frequency (2.5 Hz) and the low frequency (2.2
Hz) was not substantial enough to induce motion. In fact, the simulations of 8-particle
robots demonstrated significant variation in the direction of motion even with a larger
frequency gradient and with responsive particles that regularly updated their vibration
frequencies based on their current relative positions.
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b

Figure 6.13: Particles move against externally fixed energy gradient.
(a) Histogram showing the net motion of particles when the frequency gradient is fixed
in space for 20 trials. (b) In this example, at t = 0 s two particles were located in the
low light region, rotating at the low frequency, and six particles are in lighted area,
moving at high frequency. After 30 seconds, three particles are vibrating at the low
frequency. After 86 seconds, six particles are in the low light region.
However, the light-responsive frequency experiments agreed with the simulations.
As shown in Fig. 6.13, particles in the high frequency region (light) move to the low
frequency region (dark). An intuitive interpretation of this experiment is that the nonuniform energy gradient across the particle robot forces it into an unstable state.
Consequently, it will move towards the lower energy end, just as heat moves from high
to low temperature, increasing the entropy in the system. If the energy gradient isn’t
maintained, the particle robot will move to a more stable state at low energy.
Based on the simulation results, the success of this experiment may be attributed
to the larger frequency gradient (1.4 Hz to 2.5 Hz) used in this case. In the experiments,
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for easier control, the energy gradient was bimodal and was effectively based on the
absolute positions of the particles, i.e. whether a particle was in the high-light or low-light
region. However, for more robust and complex tasks, an adaptive gradient that relies on
relative positions as used in the simulations would be more versatile. Further, the
continuous gradient behavior outperformed bimodal gradient significantly in the
simulations, and therefore would be the more valuable avenue for further study.

6.5 Summary
In this chapter, we demonstrated the generality of the particle robotics system. As
instructed by the paradigm, the particles are simple, able to vibrate, and form amorphous
and adaptive shapes when loosely coupled by a passive, inelastic membrane. We simulated
two particle models based on realistic actuation mechanisms that can produce amplitudemodulated linear vibration and frequency-modulated rotational vibration. As with the
surface area and volumetric oscillating particles, we demonstrate that systematic
modulation produces directed locomotion.
While linearly vibrating particles exhibited poor performance, partly due to
limitations determined by the realistic actuation mechanism model, rotationally vibrating
particle robots showed reliable deterministic motion. Through the simulations, we studied
the effects of the frequency gradient and number of particles on performance, finding that
the advantages and disadvantages of scaling were similar to those of the disk-shaped particle
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robots. Specifically, increasing the number of particles reduces performance variance;
however, we observe diminishing returns beyond a certain scale, marked by a loss of
locomotion efficiency with negligible gain in reliability.
In addition, the resilience and adaptability of the vibrating particle robots were
explored by studying the effects of inactive particles and locomotion when encountering
obstacles with robots comprising 128 particles. The robot demonstrated robust performance
when particles are randomly deactivated, maintaining 50% of its peak speed when
approximately 50% of the particles are dead. The variance also appeared to be minimally
affected at this point. These results are especially significant for low-power applications as
the robot can deliberately deactivate particles to achieve the desired tradeoff between speed
and power efficiency.
A physical prototype of rotationally vibrating particle robots was attempted before
performing the simulation studies. However, it was only partly successful due to an
insufficient frequency gradient; the difference between the minimum and maximum
frequencies was not significant enough to achieve deterministic locomotion. However, the
simulation framework presented here has the potential to guide the design and control
methods of vibrating particle robots in the future. Portions of this work have been submitted
for publication.
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Chapter 7

Conclusion
7.1

Key Contributions to the Field
This thesis presents a robotics paradigm where amorphous robots are constructed as

a collective of loosely coupled simple particles and are capable of complex behaviors with
simple decentralized control algorithms by exploiting statistical mechanics phenomena. The
thesis puts forth decentralized cooperative assemblies of low-level stochastic components as
a viable alternative to conventional, soft, and swarm robots. The generality of the paradigm
is demonstrated by considering instantiations of particle robots with different designs and
the unique advantages offered by each design choice are explored by characterizing the
robots' scalability, efficiency, reliability, and ability to perform complex tasks. As opposed
to conventional rigid robots, the work presented here exhibits scalable control and
robustness. Drawing inspiration from biological systems comprising billions of cells, it
provides a novel perspective of robots as statistical machines. Envisioning the fabrication
of particle robots of the same scale provides inspiring potential for real-world applications.
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The specific contributions of the research projects detailed in this dissertation are
described below.
• Chapter 3 presents the first physical prototype of a particle robot. The ability of

particle robots to perform directed locomotion, and complex tasks such as
obstacle avoidance and object transport are experimentally demonstrated,
verifying the viability of the paradigm.
• Chapter 4 provides an efficient simulation framework that is used to demonstrate

the scalability of the paradigm. The framework enables us to perform simulated
experiments at scale and is used to further characterize the advantages of particle
robots, such as reliability and robustness.
• Chapter 5 describes a 3D particle robot with the ability to maneuver challenging

environments, demonstrating features that would be useful for real-world
applications. A physical prototype of a 3D particle is also presented.
• Chapter 6 demonstrates the generality of the paradigm by considering a design

where the particles, the modulations they perform, and the forms of their
coupling are significantly different from those studied in the earlier chapters. It
also reinforces the reliability and robustness of particle robots; the vibrating
particle robot is able to perform locomotion at 50% efficiency even when half of
the particles are deactivated.
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7.2

Future Work
The projects presented in this paper demonstrated the general concept of particle

robots, the feasibility of designing and fabricating the particles, and the capabilities and
applications of these particle robots. However, certain unexplored aspects of these projects
worthy of further investigation remain. For example, attempts to build physical prototypes
of the vibrating and 3D particle robots were only partly successful, and it would be
interesting to continue upon these efforts to demonstrate the advantages of these robots via
physical experiments as well.
Other practical questions remain for these prototypes, such as how environmental
signaling and nonspecific communication should be implemented for them. For the vibrating
particle robot, several possible approaches may be considered to autonomously establish
and maintain the frequency gradient across the group with respect to an environmental
signal. The most straightforward method would be to broadcast and receive signal intensity
measurements from the entire group or to have some prior knowledge of the environmental
signal or membrane configuration. The frequency of each particle could be determined by
communicating with neighboring particles alone, either by locally broadcasting and
receiving information or by transferring information through a physical contact mechanism
(as has previously been demonstrated in modular robots71,118,119). However, in order for the
particles to interpret their position within the group, localized communication would have
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to supplemented by global information; this could be addressed by allowing the membrane
to communicate or facilitate communication. Each of these methods would reach a steady
state at different rates and may even result in distinct gradient profiles. It would also be
interesting to explore alternate sensing mechanisms such as chemical concentration.
For the 3D particle robots, modulation contingent on light intensity would be
challenging even with particles that are mostly transparent. Alternative environmental
signals could be implemented, such as magnetic field strength or infrared radiation. Another
option could involve particle-to-particle communication through physical contact points, as
described above. If the environmental signal is obstructed by other particles, the particles
sensing it can communicate this information to their immediate neighbors and allow the
information to propagate through the robot thereby coordinating motion.
The simulation frameworks developed as part of this thesis provides a powerful
resource to further explore the unique advantages and disadvantages offered by the particle
robotics paradigm. Future work can also explore whether the particle robotics paradigm is
applicable in different ecosystems. For example, we can consider a robot composed of
particles suspended in a viscous medium or study the effect of different gravities for extraterrestrial applications. Also, real-world applications would require the optimization of
particles in terms of weight, size, speed and power efficiency. The simulation framework can
be easily extended for such studies.
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In addition, bio-inspired evolutionary computation techniques could be used to
evolve the design and/or control of the particle robots. They have been applied to both
swarm120 and modular robots121 to achieve task performance and environment adaptability.
They have also been applied for the assembly of a stochastic modular system,122 where the
structure evolves to achieve a particular target function such as locomotion with
prescribed kinematic and force constraints.
Finally, it would be worthwhile to analyze whether concepts from statistical
mechanics can be adapted to develop a high-level model for the aggregate behavior of the
particle as function of various design parameters. Such a model would complement the
experimental and simulation work presented here and provide a valuable resource for the
synthesis of application (or task)-specific particle robots. It may also provide insights into
emergent behavior in biological systems or swarm robotics.

7.3 Contributions by Others
The work presented in this dissertation would not have been possible without the
contributions of others. The concept of particle robotics was conceived in Professor Hod
Lipson’s Creative Machines Lab, having evolved from research on self-assembling, selfreplicating, and stochastic configurations. Dr. Shuguang Li led the design, fabrication,
and experimentation of the disk-shaped particle robot prototype with advisement and
support from Professor Chuck Hoberman, Professor Daniella Rus, and Professor Hod
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Lipson. David Brown, Hyun-Dong Chang, and Nikhil Ranganathan assisted with the
fabrication, testing, and early simulation efforts of these particles. The 3D particle
prototype would not have been possible without the efforts of Adekunle Balogun, Perrin
Jones, Jakub Ostrowski, Mojde Yadollahikhales, Zhiyao (Tommy) Xiong, and Farhan
Shabab. Lastly, Denise Wong, Stephane Constantin, Sarah Bates, and Adrian Wong
created the vibrating particle robot prototype which laid the foundation for the vibrating
particle simulation framework.
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