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Abstract

Improving Robotic Manipulation via Reachability, Tactile, and Spatial Awareness

Iretiayo Adegbola Akinola

Robotic grasping and manipulation remains an active area of research despite signi�cant

progress over the past decades. Many existing solutions still struggle to robustly handle

di�cult situations that a robot might encounter even in non-contrived settings. For example,

grasping systems struggle when the object is not centrally located in the robot’s workspace.

Also, grasping in dynamic environments presents a unique set of challenges. A stable and

feasible grasp can become infeasible as the object moves; this problem becomes pronounced

when there are obstacles in the scene. This research is inspired by the observation that

object-manipulation tasks like grasping, pick-and-place or insertion require di�erent forms

of awareness. These include reachability awareness{ being aware of regions that can be

reached without self-collision or collision with surrounding objects; tactile awareness{ ability

to feel and grasp objects just tight enough to prevent slippage or crushing the objects; and

3D awareness{ ability to perceive size and depth in ways that makes object manipulation

possible. Humans use these capabilities to achieve a high level of coordination needed for

object manipulation. In this work, we develop techniques that equip robots with similar

sensitivities towards realizing a reliable and capable home-assistant robot.

In this thesis we demonstrate the importance of reasoning about the robot’s workspace

to enable grasping systems handle more di�cult settings such as picking up moving ob-

jects while avoiding surrounding obstacles. Our method encodes the notion of reachability

and uses it to generate not just stable grasps but ones that are also achievable by the

robot. This reachability-aware formulation e�ectively expands the useable workspace of

the robot enabling the robot to pick up objects from di�cult-to-reach locations. While

recent vision-based grasping systems work reliably well achieving pickup success rate higher



than 90% in cluttered scenes, failure cases due to calibration error, slippage and occlusion

were challenging. To address this, we develop a closed-loop tactile-based improvement that

uses additional tactile sensing to deal with self-occlusion (a limitation of vision-based sys-

tem) and adaptively tighten the robot’s grip on the object{ making the grasping system

tactile-aware and more reliable. This can be used as an add-on to existing grasping sys-

tems. This adaptive tactile-based approach demonstrates the e�ectiveness of closed-loop

feedback in the �nal phase of the grasping process. To achieve closed-loop manipulation all

through the manipulation process, we study the value of multi-view camera systems to im-

prove learning-based manipulation systems. Using a multi-view Q-learning formulation, we

develop a learned closed-loop manipulation algorithm for precise manipulation tasks that

integrates inputs from multiple static RGB cameras to overcome self-occlusion and improve

3D understanding. To conclude, we discuss some opportunities and directions for future

work.
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2.4 Mean fraction of reachable grasps using di�erent energy functions for varying plan-

ning duration. The red plot shows that using pure grasp planning with no notion of
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3.3 Dynamic Grasping Tasks. Experimental scenarios for picking up objects on a con-
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4.2 Multi-Fingered Adaptive Tactile Grasping. Behavior of our policy given (a)
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5.4 Tasks with Varying Di�culty The value of multi-view task learning de-
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Chapter 1

Introduction

Robotic manipulation research has made signi�cant progress in developing high-performing

algorithms that work well in static well-structured environments. These largely open-

loop algorithms work well when the target objects are right in the middle of the robot's

workspace, singulated without clutter, �rmly a�xed so as not to move on contact, and

generally grasped from a limited approach direction (e.g. overhead). However, robotic ma-

nipulation becomes much harder in cluttered, dynamic environments where the objects can

be static or moving, collision avoidance is harder, and the target object may be near the

reachable limits of the robot workspace. For example, picking up a moving object from a

conveyor belt or during a human-robot handover requires the robot to reason about which

part of the object is within reach, what the motion pro�le of the object is, what geometric

properties of the object would aid a successful grasp, how tight to hold the object once

picked etc.

Humans are able to reason about these elements to seamlessly manipulate objects;

getting robots to achieve a similar level of coordination remains a challenge. One main

di�erence between human and robotic grasping systems is situational awareness of the en-
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vironment. Speci�cally, two of the main awarenesses possessed by humans to aid object

manipulation are spatial awarenessand sensor awareness. Using our eyes and head mo-

tions, humans are generally aware of the spatial arrangement of objects and obstacles in a

grasping environment; and we also possess proprioceptive kinesthetic awareness of our own

grasping hardware(i.e. arm, hand and �ngers). One aim of this thesis is to mimic these

sensibilities in robots.

1.1 Spatial Awareness

In this dissertation we present grasping and manipulation algorithms that equip robots with

reachability awareness - being aware of regions that can be reached without self-collision

or colliding with surrounding objects. Robotic grasping for static and moving objects in

the presence of clutter requires generating grasps that satisfy three requirements: 1) stable

grasps to enable pick up success; 2) feasible grasps that the robot can reach and 3) grasps

that can be achieved via collision free arm motion. Most grasping systems optimize for just

the �rst objective i.e. grasp stability. This assumes that the grasp generated can be reached

and achieved by the robot. However, the generated grasp solutions might be unusable for

the robot if they do not satisfy the other collision-free reachability requirement.

This challenge of generating stable infeasible grasps stems from the fact that grasp

planning and motion generation are decoupled in many systems. To address this, we use a

grasp planning formulation that incorporates information about the robot's workspace used

for arm motion generation into the grasp planning objective. We explore the application

of this reformulation in di�erent settings especially along two dimensions: �rst grasping a

target object in the presence of obstacles and second grasping static versus moving objects.
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1.2 Sensor Awareness

Adding external sensory data is a hallmark of the prototypical sense-perceive-act robotic

cycle. It is especially important in grasping, where many DOF's are in play in complex

spatial environments. Adding sensor awareness can create closed-loop algorithms that can

adjust to changing, dynamic conditions during grasping. The vision and tactile capabilities

of humans are amazing, and imbuing robots with some of these capabilities is a continuing

challenge.

1.2.1 Tactile Awareness

Even when the objects are well within the reachable region of the robot, high performing

grasping algorithms still su�er from common failure cases like poor calibration, object slip,

and collisions among others. These failure cases usually show up in the �nal moments of the

grasping process and require online adjustments which are di�cult for the popular purely

vision-based open-loop systems. Typically, a vision system is occluded by the robotic hand

when these problems occur, rendering it useless. One solution is to enable tactile feedback

from �nger/palm contacts to reason about the state of a grasp and also its potential recovery

if failing. We will present a closed-loop algorithm that uses tactile and proprioceptive

information to adaptively act through both �ne �nger motions and larger regrasp movements

to execute stable grasps.

1.2.2 Visual 3D Awareness

Beyond grasping, there are other manipulation tasks like stacking, insertion and precision

kitting, that require a higher level of manipulation precision. These sorts of tasks require

accurate 3D geometric knowledge of the task environment including object shape and pose,
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relative distances and orientation between key locations in the scene among others. For

example, solving an insertion task requires picking up an object using the geometry and

pose of the object and sticking it in a hole using the pose of object relative to the hole.

Many of the existing vision-based robotic manipulation systems employ a single camera

to observe the task scene. However, the rich 3D information required for solving precision-

based tasks is usually limited from a single camera input. For example, it is usually hard

to resolve scale and alignment from a single view. Even for humans, navigating a room

or completing a task with one eye closed becomes more challenging from a lack of depth

perception. In addition, single view systems are very susceptible to occlusion during task

learning requiring the robot to actively move out of the way and reset during task execution.

To address these limitations, we propose using a multi-view camera setup to solve

precision-based object manipulation. Since cameras are cheap and ubiquitous, adding a

few more cameras to capture multiple views of the task scene is a practical and feasible

option. This research develops techniques for combining multiple camera views to improve

the state estimation and increase the robustness of robot action in learning-based robotic

manipulation systems. Our approach is a reinforcement learning based method that takes in

multiple color (RGB) images from di�erent viewpoints as input and produces safe, collision-

free robot actions in a closed-loop fashion.

1.3 Contributions Per Chapter

Our contributions presented in the chapters of this dissertation are as follows:

ˆ In Chapter 2, we present a workspace-aware grasping framework that incorporates a

notion of reachability into the online grasp planning process. This framework greatly
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improves the performance of standard online grasp planning algorithms by biasing

the hand towards reachable end-e�ector con�gurations during grasp search e�ectively

reducing the search space. The bias keeps the grasp planner in accessible regions of the

planning scene so that the resulting grasps are tailored to the situation at hand. This

results in a higher percentage of reachable grasps, a higher percentage of successful

grasp executions, and a reduced planning time. We also present experimental results

using simulated and real environments.

ˆ In Chapter 3, we show that we can extend the reachability-aware grasping approach to

improve grasping in dynamic environments, where objects might be moving on a con-

veyor belt or during handovers between humans and robots. In addition, we use object

motion prediction and trajectory seeding to continually generate arm motion till the

grasp is realized. Experiments on linear and smooth nonlinear motions demonstrate

that our method outperforms the baseline methods in picking fast moving targets

within static obstacles.

ˆ In Chapter 4, we introduce Multi-Fingered Adaptive Tactile Grasping, or MAT{ a

high-performance deep reinforcement learning (RL) algorithm that leverages tactile

and proprioceptive information for multi-�ngered grasping in an adaptive, closed-loop

manner, improving state-of-the-art open-loop grasping systems. By smartly choos-

ing observation and action modalities that maintain small sim-to-real gaps, MAT is

trained in simulation and directly transfers to real in a high �delity way (without ad-

ditional learning). Finally, MAT demonstrates substantially improved pick-up success

rates in real-robot experiments over a vision-based, open-loop grasping system.

ˆ In Chapter 5, we present an e�ective multi-view approach to closed-loop end-to-end
5



learning of precise manipulation tasks that are 3D in nature. Our deep-RL algorithm

learns to accomplish these tasks using multiple statically placed but uncalibrated RGB

camera views without building an explicit 3D representation such as a pointcloud or

voxel grid. This multi-camera approach achieves superior task performance on di�cult

stacking and insertion tasks compared to single-view baselines.
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Chapter 2

Workspace Aware Online Grasp

Planning

In this chapter, we develop an approach that reasons about the robot arm kinematic struc-

ture and reachability during grasp generation1. Speci�cally, we encode a humanoid robot's

reachable spots into a novel signed-distance-�eld representation in an o�ine stage. This

representation is then used to constrain grasp planning within accessible regions, enabling

it to generate not just stable grasps but ones that are also achievable by the robot. This

approach leads to increased grasp execution success and reduced planning time. We demon-

strate that our method enables to robot to reliably grasp objects near the limit of the robot's

workspace, e�fectively expanding the usable workspace of the robot.

2.1 Workspace-Awareness during Grasp Planning

Grasp planning and motion planning are two fundamental problems in the research of

intelligent robotic manipulation systems. Most of the research has treated these problems as

1 This work �rst appeared in IROS 2018: Workspace Aware Online Grasp Planning , by Iretiayo Akinola,
Jacob Varley, Boyuan Chen, and Peter Allen[3]
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distinct research areas focusing either on: 1) how to get a set of high quality candidate grasps

[18][35] or 2) how to generate viable trajectories to bring the gripper to the desired hand

con�guration [96][92][25]. While it is often convenient to treat grasp and motion planning

as distinct problems, we demonstrate that solving them jointly can improve performance

and reduce computation time. Grasp planners unaware of the robot workspace and without

a notion of reachability often spend signi�cant time and resources evaluating grasps that

may simply be unreachable. For example, a reachability unaware planner is equally likely to

return impossible grasps that assume the robot will approach the object from the object's

side furthest from the robot (see Figure 2.1). Our planner avoids unreachable areas of the

workspace dramatically reducing the size of the search space. This lowers online planning

time, and improves the quality of the planned grasps as more time is spent re�ning quality

grasps in reachable portions of the workspace, rather than planning grasps that may be

stable but are unreachable.

In order to generate grasps which are stable and reachable, we propose a new energy

function for use with simulated annealing grasp planners [18][35]. This energy function is a

weighted combination of a grasp stability term, and a grasp reachability term. Our grasp

reachability term is inspired by the idea of a precomputed reachability space which has

demonstrated utility in other robotics tasks [85][100]. In our work, we generate a densely

sampled reachability space for our robot as shown in Figure 2.3(Top Row). This o�ine

computation checks whether aninverse kinematic (IK) solution exists for a given pose.

This database in and of itself has utility for �ltering lists of precomputed-grasps and quickly

removing unreachable grasps, leaving only reasonable grasps as possible results. We further

postprocess our reachability space and compute asigned distance �eld (SDF) representation

in Figure 2.3(Bottom Row). The SDF is used in our online grasp planning energy function
8



Figure 2.1: Reachability results for uniformly sampled grasps (Red arrows reachable, blue un-
reachable). Even for objects well within the bounds of the robot workspace, there are many invalid
approach directions which are not easily modeled by simple heuristics.

to guide the hand towards reachable regions of the robot's workspace. Obstacles present in

the grasping scene can be embedded into the space prior to SDF generation which results

in a �eld that repels the grasp search away from poses that collide with the obstacles.

Experiments in both simulation and physical environments have been performed to

assess the performance of our method on multiple objects and under various poses. We

demonstrate that our reachability aware grasp planner results in a larger number of reach-

able grasps, a larger number of successful grasp executions, and a reduced planning time

compared to other online grasp planning methods.

Our method for workspace aware online grasp planning is overviewed in Figure 2.2. This

framework has a number of advantages. First, it combines two closely coupled processes

into one; rather than going back and forth between grasp planning and trajectory planning
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Figure 2.2: Workspace Aware Online Grasping Framework -O�ine : 1) the robot's reach-
ability space is queried for IK solutions that are free of collisions with the robot itself and
�xtures such as walls and tables. 2) An SDF is created from the reachability space.Online :
3) Grasp planning is quickly accomplished utilizing the reachability space SDF. 4) A motion
plan for one of the planned grasps. 5) Trajectory executed by the robot for a stable grasp.

until a feasible grasp is found, we solve for a fully reachable grasp at once. It increases the

probability of �nding feasible grasps quickly since the optimization process is guided by our

energy function within reachable spaces. Also, our method is well suited for online planning

which in general is more adaptable and robust than the traditional o�ine grasp planning

approach and works in the case of novel objects for which precomputed grasps do not exist.

2.2 O�ine Reachability Space Generation

A grasp is reachable if a motion plan can be found to move the arm from its current

con�guration to a goal con�guration that places the hand at desired grasp location. This

is not always possible for a number of reasons typically because no inverse kinematics(IK)

solution exists to place the hand at the desired grasp pose, self collision with other parts of

the robot, or collision with obstacles in the planning scene.

2.3 Reachability Space Representation

We observe that this de�nition of the original reachability space is binary, either 1 (reach-

able), or 0 (not reachable), and has no gradient that indicates the direction from non-
10



reachable regions to reachable portions of the workspace. In the context ofsimulated an-

nealing for grasp planning, it is bene�cial to provide an energy function that has a landscape

that can guide solutions to more desired regions of the annealing space. This observation

informed a novel signed-distance-�eld (SDF) representation of the reachability space that is

amenable to optimization formulations. Our SDF maps a grasp pose to a value represent-

ing the distance to the manifold or boundary between the unreachable poses and reachable

poses and can be interpreted as followsdsdf = SDF (pose):

ˆ dsdf = 0: pose lies exactly on boundary between reachable and unreachable grasp

poses.

ˆ dsdf > 0: pose lies within the reachable region of the workspace, and is distancedsdf

away from the boundary.

ˆ dsdf < 0: pose lies outside the reachable region of the workspace, and is distancedsdf

away from the boundary.

This �eld can then serve as a criteria for classifying a grasp as either lying in a reachable

space or not. And nearby hand con�gurations can be ordered based ondsdf , their distance

from this boundary.

Grid resolution and metric choices are two important parameters for the reachability

space and SDF generation. The 6D hand pose of a given grasp has the 3D translational

(linear) component and the 3D rotation (angular) component, two physically di�erent quan-

tities with di�erent units. We systematically determine good resolution levels and a good

ratio between unit linear measurements and unit angular measurements, to obtain a uni�ed
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Figure 2.3: Top Row: Visualization of cross sections of the precomputed reachable space for a
Fetch Robot and Staubli Arm with Barrett Hand. Green arrows represent reachable poses, red
arrows unreachable. This space is computed o�ine, once for a given robot. Bottom Row: Signed
Distance Field generated from the above reachability spaces.
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6D metric space suitable for our purpose. E�ectively, our metric can be de�ned as:

dsdf = �
p

jj � xyz=reslin jj2 + r jj � rpy=resrot jj2 (2.1)

where � xyz and reslin (in centimeters) are the translational distance and resolution re-

spectively, � rpy and resrot (in radians) are the rotational distance and resolution, andr is

the relative metric ratio i.e. a distance of reslin cm � r � resrot rad.

We vary translational resolution reslin = 5 ; 10; 20 cm, angular resolution resrot =

�= 8; �= 4; �= 2 rad, and translational to rotational metric ratio r = 0 :1; 1; 2; 5; 10; and checked

the performance of the SDF generated for each combination. To evaluate di�erent reso-

lution combinations, we �rst randomly generate 10,000 grasp poses and checked for the

existence of an IK solution i.e. the grasp's reachability. Then, for each of the resolution

levels, we evaluate the quality of the resulting SDF by checking what percentage of the

random grasp poses were correctly classi�ed as reachable (or not) by the SDF manifold.

Reachable grasps evaluate to positive sdf values, unreachable grasps evaluate to negative

sdf values. The time to generate SDF from binary reachability space is recorded in each

case. From this parameter sweep, the densest resolution levelreslin = 5cm, resrot = �= 8rad

gives 0.992 & 0.973 as accuracy and precision respectively but takes 177secs to generate the

SDF. We observe that 10cm translational,�= 4 rotational resolution levels and metric ratio

r = 1 still gives a high accuracy (0.979) and precision (0.92) with the sdf generation time

under 3secs. These choices de�ne the metric space for the 6D hand pose reachability space:

a 10cm translation and a �= 4rad rotation are equidistance in the reachability space. This

resolution analysis is done on the Fetch robot and the resolution choices is found to work

well for other robots as well. Note that we take into consideration the cyclical nature of the
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rotational degrees of freedom during SDF generation as angles wrap around at 2� .

2.4 Online Reachability-Aware Grasp Planning

Grasp planning is the process of �nding "good grasps" for an object that can be executed

using an articulated robotic end e�ector. A grasp is typically classi�ed as "good" based

on how well it can withstand external disturbances without dropping the object. The

Ferrari-Canny method [30] is a common way to evaluate robot grasps; it de�nes how to

quantitatively measure the space of disturbance wrenches that can be resisted by a given

grasp. Other techniques are typically built around this metric as shown in this review [87].

Grasp planning frameworks such as GraspIt! use these grasp metrics of force and form

closure as objective functions for optimization. Since this formulation has no notion of

reachability, the grasp results, while stable, might require the end e�ector to be placed in a

pose that is impossible to reach given the robot's current location.

2.4.1 Simulated Annealing for Grasp Planning

Grasp planning can be thought of as �nding low energy con�gurations within the hand

object space. This search is done in a multidimensional space where grasps are sampled

and evaluated. The 6 dimensional (x, y, z, roll, pitch, yaw) space we generated with our SDF

is a subspace of the 6 + N dimensional grasp search space. The additional N dimensions

represent the EigenGrasps or eigen vectors of the end e�ector Degree of Freedom (DOF)

space as described in [18]. For the Fetch (1 DOF), N=1, and for the Barrett Hand (4 DOF),

N=2. These 6 + N dimensions describe both the pose and DOF values of the end e�ector.

The goal of grasp planning is to �nd low energy points in this 6 + N dimensional space.

These points represent the pose and hand con�guration of "good grasps".
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Simulated annealing (SA) [42] { a probabilistic technique for approximating global opti-

mums for functions lends itself nicely for our formulation. SA presents a number of advan-

tages in grasp planning[4]. For example, it does not need an analytical gradient which can

be computationally infeasible; it handles the high nonlinearity of grasp quality functions;

and it is highly adaptable to constraints. Our approach implicitly guides the annealing

process ensuring that sampling is done in regions of reachable space which increases the

probability of getting useful grasp solutions. While online grasping is typically avoided due

to time cost of exploring a larger search space, this work makes online grasping more fea-

sible since the majority of the space which is unreachable need not be searched. With our

new energy formulation, the annealing process will quickly drive the hand towards reachable

grasp locations. Section 2.5 below shows that this new energy function increases the success

probability of online grasping signi�cantly.

Algorithm 1 Reachability-Aware Energy (SA-OURS)

1: procedure ReachabilityAwareEnergy
2: ep = potentialEnergy()
3: ereach = reachabilityEnergy()
4: stable = ep > 0
5: reachable = ereach < 0
6: if reachable && stable then
7: return ep + � 1 � ereach

8: else if reachable && !stable then
9: econtact = contactEnergy()

10: return econtact + � 2 � ereach

11: else //!reachable
12: econtact = contactEnergy()
13: return econtact + � 3 � ereach

2.4.2 Novel Grasp Energy Formulation

In our work, we augment theContact and Potential grasp energy function from [18]. The po-

tential energy term (ep) measures the grasp's potential to resist external forces and torques
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while the contact energy term (econtact ) de�nes the proximity of the hand to the object

being grasped. These two terms de�ne the grasp �tness function used by the optimization

algorithm (simulated annealing) to search for good grasp con�gurations. OurReachability

Aware method augments the Contact and Potential energy function with a reachability

energy term (ereach ) that encodes the kinematic constraints of the robot. We use the reach-

ability SDF ( ereach := dsdf ) described previously as a regularizing term to obtain a new cost

functions that drives the grasp planning optimization towards reachable hand con�gura-

tions. As shown in [80] discretized SDFs still model and behave like a continuous function

so it can be used during the simulated annealing optimization process to drive the search

towards reachable hand con�gurations. Our reachability-aware energy functionE is given

as:

E = G + �R (2.2)

where G is a metric of grasp quality (e.g. force closure),R is a measure of reachability of a

given grasp pose and� de�nes the tradeo� between the conventional grasp metric and the

reachability value. To optimize the overall grasp energy, we use the simulated annealing

search according to [19].

In terms of implementation, we build on the GraspIt! simulator and combine the existing

energy metrics with the new reachable energy term. The energy components have forms

that we exploit. The grasp energy term (as described in [18]) is negative when the grasp

has force closure and positive otherwise. The reachability energy has similar meaning which

gives four quadrants of possibilities. We chose the weights of each quadrants so the range

of values for the reachability term and grasp term are of the same order of magnitude.

This provides a gradient from bad to good quality (reachable and force-closure) grasps.
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Algorithm. 1 shows speci�cally how the energy terms are combined.� values were set to

� 1 = � 0:1, � 2 = � 10, � 3 = � 10 to obtain a function where more negative energy values

correspond to more reachable stable grasps, and positive high energy values correspond to

unreachable and unstable grasps.

Since our reachability space is represented as a grid of discretized SDFs, we use multi-

linear interpolation to get ( ereach := dsdf ) for a given grasp pose from the reachability SDF

grid. Each query pose during the optimization is situated in the robot's reachable space to

get the cell location and the reachability value is given as the weighted sum of the values for

the 2N (N = 6) corners of the hypervoxel where the query point falls in the pre-computed

SO(6) reachable space. The 2N corner values are looked up in the pre-computed reachability

space.

R[pquery ] =
2NX

i =1

wi R[pi ] (2.3)

where pquery = [ xq; yq; zq; rq; pq; yq] is the query pose,pi = [ x i ; yi ; zi ; r i ; pi ; yi ] for i = 1 :::2N

correspond to the neighbouring corners in the reachability space grid andwi is the propor-

tion of the grid occupied by creating a volume from connecting the query point and the

corner pi . See [107] for more details on multilinear interpolation.

2.4.3 Embedding Obstacles in the Reachability Space

Obstacles whose poses are not expected to change in relation to the robot can be placed

in the scene while generating the initial reachability space. This approach is applicable to

modeling tables, walls and �xtures around �xed base robotic arms, or static room environ-

ments for mobile manipulators. This is useful for the Staubli Arm and attached Barrett

Hand as shown in Figure 2.3. This robot is �xed to the table, next to the walls, making it

reasonable to incorporate these obstacles during the initial reachability space creation.
17



In order to incorporate other static obstacles detected at runtime into our precomputed

reachability space, we mask out regions in the robot's binary reachability space that overlap

with any detected obstacle prior to generating the SDF representation; this corresponds to

modifying the reachable space in the �rst block of Figure 2.2. Given the obstacles' geome-

tries and poses, we �rst collate grid locations of the reachability space that overlap with

obstacle geometries. All grasp poses at these locations (including those that were other-

wise reachable) are marked as unreachable. Then, we regenerate an SDF representation

of the resulting binary reachable space. The SDF generation is fast, taking 2-3 seconds

on average, and this step is only required when the workspace changes. While this fast

obstacle-masking-procedure considers only the hand (not full arm con�guration) and might

miss out on some other grasp poses that become infeasible due to obstacles far from the

end-e�ector, we've found that it is a reasonable approximation that works well in prac-

tice, especially when the obstacles a�ect arm links close to the end-e�ector. The masked

out obstacle locations imposes a negative �eld that pushes the SDF manifold further away

from the obstacles and our experiments show that this e�ect results in an improved grasp

planner.

2.5 Experiments

We describe di�erent experiments in both simulation and physical environments to assess

the performance of our method on multiple objects and under various poses. All experiments

(simulated and real) are run on two robot platforms: the Fetch mobile manipulator and the

Barrett hand mounted on a Staubli Arm (Staubli-Barrett). The Staubli-Barrett set-up (see

Figure 2.3) has additional walls to limit the workspace of the robot as a safety precaution

to ensure the robot does not elbow objects outside of it's workspace during grasping. This
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safety box heavily constrains the range of grasping directions as many grasp poses will be

invalidated because of collision with the walls. Workspace �xtures such as the walls were

included in the scene when constructing the reachability space o�ine.

For each experiment, we compared a typical grasp planning method with our reachability-

aware method:

ˆ Sim. Ann. Contact and Potential (SA-C&P) : Simulated Annealing in GraspIt!

using the Contact and Potential energy function.

ˆ Sim. Ann. Reachability-Aware (SA-Ours) : Simulated Annealing in GraspIt!

using the newly proposed energy function from Algorithm 1.

2.5.1 Evaluation Metrics

The metrics used for evaluating our methods include:

ˆ Percent Reachable Grasps : The number of reachable grasps divided by the total

number of grasps generated from a run of a given grasp planner.

ˆ Number of Required Plan Attempts : The grasp planner returns a list of grasps

ordered according to quality. We record how many of these grasps we have to go

through until a valid arm trajectory can be planned.

ˆ Lift Success : Here we execute the �rst valid grasp from the set returned by the

planner. A grasp is successful if the gripper placed at the grasp pose can successful

lift the object o� the ground. We use the Klamp't simulator [36] to test this in

simulation. For the real world experiments, we executed the grasps on the real robot

and checked if the object was picked up.
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2.5.2 Grasp Planning with Runtime Obstacles Experiment

Here we set-up a typical grasp planning scenario: in a virtual scene, three objects are

placed on a table. One is the target object to be grasped while the other two are "runtime

detected" obstacles that the robot must not collide with during grasping (Figure 2.5). We

use 4 di�erent meshes as the target object. We place the target object in 9 di�cult-to-reach

poses that are either at the extent of the robot's workspace, or extremely close to the robot.

Both of these situations drastically limit the number of valid approach directions that the

robot can use to grasp the object. For each pose, GraspIt!'s Simulated Annealing planner is

run for varying number of planning steps using both theSA-C&P and SA-Ours energies.

We use two versions of our reachability-aware planner (SA-Ours ), one with unmodi�ed

SDF (Section 2.4.2) and the other with obstacles-embedded SDF(Section 2.4.3). For each

planner, we check the reachability of all planned grasps and evaluate the fraction of planned

grasps that are reachable after running the planner for a given number of steps.

The results (Figure 2.4) show the signi�cance of our reachability-aware grasp planning

approach compared with a typical grasp planner on the same setup. Given the same amount

of time, the planners each return twenty grasp solutions and we check what fraction of them

are achievable by the robot and report the average over all 36 simulated object poses (4

objects, 9 poses). As expected, a typical grasp planner that has no notion of reachability

(shown in red) will yield a large percentage of grasps that are not feasible for the robot.

Even with additional planning time, there is no improvement in the odds of returning

reachable grasps. On the other hand, our method (shown in blue) yields signi�cantly higher

fraction of reachable grasps (> 25% improvement). In addition, the fraction of reachable

grasps increases quickly with planning time as our method optimizes for both stability
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Figure 2.4: Mean fraction of reachable grasps using di�erent energy functions for varying planning
duration. The red plot shows that using pure grasp planning with no notion of reachability gives
grasp results that have a low chance of being reachable (48.2% for Fetch and 18.8% for the Staubli-
Barrett). The blue plot shows that our reachability aware grasp planner results in a higher fraction
(> 25% increase) of reachable grasps for both robots. The green plot shows the additional gain
obtained when we embed obstacles into the SDF reachability space. This results in reachable grasps
that have feasible IK results and do not collide with the obstacles hence an increase in the overall
fraction of reachable grasps.
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and reachability of grasps. While the blue plot uses the original o�ine SDF, the green

plot shows that by embedding the runtime detected obstacles into the precomputed SDF,

we are able to increase the percentage of reachable grasps (Fetch: 95.7%, Staubli-Barrett:

86.1%) compared to (84.3%, 50.2%) respectively when the precomputed SDF only avoids

self collision and collision with workspace �xtures such as the walls.

After demonstrating that our method increases the feasibility of grasp planning results,

we also observe that this method also leads to a signi�cant speedup of the grasp planning

process since the reachability energy term guides the annealing process quickly to reachable

regions hence reducing the search space. Once GraspIt! returns a list of grasps, we iterate

through the list in order of grasp quality and attempt to plan a valid path for each grasps.

When a valid grasp is found, we use the Klampt! simulator to get the lift success. For a

simple parallel jaw gripper like the Fetch gripper, there was no signi�cant di�erence in the

percentage of lift success (SA-C&P : 0.95 and SA-Ours : 0.93) but our method requires

less number of motion planning attempts (SA-C&P : 2.75 andSA-Ours : 1.10) to �nd a

valid grasp in the list and overall returns a higher percentage of useful grasps (reachable

and lift success). Our grasp energy formulation ensures that a top ranked grasp has a

high chance of being reachable. The di�erence in grasp quality was more pronounced with

the 4 DOF Barrett hand. Our method not only requires less number of motion planning

attempts (SA-C&P : 6.2 andSA-Ours : 1.27), it also achieves 20% higher lift success rate

(SA-C&P : 0.75 and SA-Ours : 0.95). This is because our planner spends most of it's

time re�ning grasps in the much-reduced reachable regions.
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Figure 2.5: Crowded scene for real world experiments.Top (Fetch Robot): Our Reachability-
Aware planner (SA-Ours) was able to successfully grasp the shaving cream bottle 3/3 times, while
annealing without the reachability space (SA-C&P) failed 2/3 times. Bottom (Staubli-Barrett
Robot): SA-Ours successfully grasped the pringles bottle 5/5 times, while SA-C&P failed 3/5 times.
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Table 2.1: Grasp success results on real robot (Fetch) with a crowded scene. Each method
was given 3 attempts to plan and execute a grasp on the shaving cream bottle.

Crowded Scene Grasp Planning (Fetch)
Search
Energy

# steps
Success

Rate
Mean Grasp

Planning Time (s)
SA-Ours 10K 100.0% 8.706
SA-C&P 10K 33.3% 8.360
SA-C&P 40K 66.6% 32.31

Table 2.2: Grasp success results on real Staubli-Barrett robot with a crowded scene (Figure
2.5). Each method is given 5 attempts to plan and execute a grasp on the pringles bottle.

Crowded Scene Grasp Planning (Barrett)
Search
Energy

# steps
Success

Rate
Mean Grasp

Planning Time (s)
SA-Ours 10K 100.0% 11.36
SA-C&P 10K 40% 9.53
SA-C&P 40K 60% 31.98

2.5.3 Real Robot Crowded Scene Experiment

To verify our planner and demonstrate that it works outside of simulation, the simulated

annealing based grasp planner is run with a variable number of annealing steps and the

success rate is reported in Table 2.1 and 2.2. This experiment compares two grasp energy

formulations: SA-Ours and SA-C&P .

Multiple objects are placed in the planning scene as shown in Figure 2.5. The additional

objects reduce the range of possible grasps since the obstacles make many grasp poses

infeasible. Note that both methods are aware of the obstacles during grasp planning and

avoid grasps that put the hand in collision with obstacles. Table 2.1 shows that our method,

SA-Ours , is able to achieve grasp success { with the Fetch robot picking the object three

times out of three within the limited planning time. Conversely, SA-C&P fails to produce

a reachable grasp 2/3 times when run for 10,000 steps, and fails once even when it is allowed

to run for 40,000 steps. Despite being allowed to run for a long duration, the naive planner
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spends much of its time exploring the back half of the bottle which is completely unreachable

to the Fetch robot.

We repeat the same experiment with Staubli-Barrett robot (bottom of Figure 2.5).

Though the objects are placed roughly at the centre of the workspace, the presence of walls

and distractor objects signi�cantly limit the range of feasible grasps for the target object.

Each method has 5 trials and we observe that the results follow the same pattern:SA-Ours

achieves grasp success all �ve times within the limited planning time (10,000 steps) while

SA-C&P fails 2/5 times even when run for 40,000 steps.

2.6 Summary

This chapter provides a framework for a workspace aware grasp planner. This planner

greatly improves performance over standard online grasp planning algorithms because of its

ability to incorporate a notion of reachability into the online grasp planning process. This

improvement is accomplished by leveraging a large precomputed database of over 675,840

unique end-e�ector poses which have been tested for reachability. At runtime, our grasp

planner uses this database to bias the hand towards reachable end e�ector con�gurations.

This bias allows the grasp planner to generate grasps where a signi�cantly higher percentage

of grasps are reachable, a higher percentage result in successful grasp executions, and the

planning time required is reduced. It has been experimentally tested in both simulated and

physical environments with di�erent arm/gripper combinations.

Several future research directions include: utilizing our computed reachability workspace

to help mobile robots navigate to optimal locations for manipulating objects and improve-

ments for speeding up the process of incorporating dynamic objects into our notion of

reachability to further assist the grasp planner.
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Chapter 3

Motion-Aware Reaching and

Grasping of Moving Objects in

Cluttered Environments

In the previous chapter, we introduced a novel approach of reasoning about reachability

of robot arms and showed how reachability awareness can e�ectively expand the useful

workspace of robots. The experiments show that our approach enables robotic grasping in

di�cult-to-reach regions in static settings.

In this chapter, we extend to notion of reachability awareness to grasping moving objects

and analyse other components required for dynamic grasping in a uni�ed framework. 1

Our framework is aware of the arm's reachability and the object's motion. Speci�cally,

we model the reachability space of the robot using a signed distance �eld and quickly

screen unreachable grasps. Also, we train a neural network to predict the grasp quality

conditioned on the current motion of the target. Using these as ranking functions, we

1 This is based on joint work: Dynamic Grasping with Reachability and Motion Awareness , Iretiayo
Akinola � , Jingxi Xu � , Shuran Song, and Peter K. Allen[2]
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quickly �lter a large grasp database to a few grasps in real time. In addition, we present a

seeding approach for arm motion generation that utilizes solution from previous time step.

This quickly generates a new arm trajectory that is close to the previous plan and prevents


uctuating arm motion. For modelling and predicting the object motion, we implement a

recurrent neural network (RNN). Our extensive experiments demonstrate the importance

of each of these components and we validate our pipeline on a real robot.

3.1 Introduction

Roboticists have made signi�cant progress in developing algorithms and methods for robotic

manipulation in static environments. However, robotic manipulation becomes much harder

in dynamic environments which is often the case in the real world. For example, in dynamic

grasping, ball catching, human-robot handover, etc., the targets and obstacles to be inter-

acted with might be moving with an unknown motion. Providing robots with the ability to

manipulate objects in dynamic environments, despite being less explored, can be extremely

important in realizing automation in both industry and daily life. Figure 3.1 illustrates a

conveyor belt setting; an ability to pick up the target object without pausing the conveyor

belt or knowing the speed of the target object a priori can improve the overall e�ciency of

the system.

There are many challenges brought by dynamic environments. First, continuous changes

in the environments require online and fast motion replanning. Sampling-based methods

(RRT, PRM, etc.) are not well-suited for this requirement because the randomness of solu-

tions leads to jerky and wavy motion due to the replanning at each time step. Optimization-

based methods (CHOMP, STOMP, etc.) can be time-consuming in highly cluttered scenes,

making fast replanning in dynamic environments extremely di�cult. Second, most works
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Figure 3.1: Dynamic Grasping Problem: A moving target object is to be grasped and lifted. The
object pose and motion is not known a priori and has to be estimated online. Full degree-of-freedom
grasps should be explored to come up with feasible grasps that can pick-up the object before it
escapes the robot's workspace.

in the grasp planning literature rarely consider the approach and close motion of the grasp,

which makes a di�erence for a moving target. For example, a grasp facing the moving di-

rection of a target can have a higher success rate than a grasp catching the target from the

back. Third, we need to understand and predict the motion of the object because computed

plans are obsolete when executed.

Previous works have addressed dynamic grasping by introducing a number of assump-

tions such as prior knowledge of the object motion [5], waiting for the object to come to rest

before grasping, limiting the grasping directions to a single direction (e.g. only top-down

grasps [119]). In this work, we relax some of these assumptions and tackle the problem of
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(a) Motion Prediction (b) Grasp Planning (c) Motion Generation (d) Grasp Execution

Figure 3.2: Dynamic Grasping Framework. a) Instantaneous pose estimation runs continuously
to keep track of the moving object and we use a recurrent neural network to model the motion of
the target object and predict its future pose. b) Full grasp database are ranked and �ltered based
on reachability. c) Pick the grasp from �ltered list that is closest to the current arm con�guration.
Arm trajectory is generated based on the future pose of the moving object. Arm trajectory from
previous time step is used to seed the planner in current step.d) Approach and grasp are executed
when CanGrasp condition is satis�ed.

robotic grasping for moving objects with no prior knowledge of the object's motion pro-

�le and no restrictions on the possible grasping directions of the object. The increase in

the range of possible grasping directions has the advantage of expanding the workspace of

the robot leading to more grasp options that can be very useful in the dynamic setting.

However, as the range of feasible grasp options grows, so does the range of infeasible ones.

Without a notion of reachability, it is usually preemptively time-consuming to compute IKs

for all the grasps in the database. Our method, illustrated in Figure 3.2, embraces the

advantage of an expanded workspace for full degree-of-freedom (DOF) grasps and mitigates

the reachability problem by constraining the grasp selection process to the more reachable

and manipulable regions of the workspace. In addition, we observe that the robustness of a

grasp may vary depending on the speed and direction of the moving object. To handle this,

we learn a function that predicts the robustness of grasps given the motion of the object.

This is used to rank and select a robust reachable grasp. To generate arm motion, rather

than planning from scratch each time, we seed the planning process by the solution from

the previous time step. This method allows the newly planned trajectory to be similar and
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also speed up the computation. In summary, our main contributions are:

ˆ Reachability and motion-aware grasp planning ranking functions that predict

the reachability and success probability for di�erent grasps based on target pose and

motion of the target. These ranking functions are used for real-time grasp �ltering.

ˆ Adaptive motion generation an e�ective trajectory generation approach that in-

corporates the solution from previous timestep to seed the search process to achieve

quicker and smoother transition between di�erent motion plans.

ˆ Simulation and real robot evaluation procedure of systematically evaluating dy-

namic grasping performance in simulation with randomized linear / nonlinear motion

with di�erent objects, and a real robot demonstration to pick up objects moving on

a conveyor belt.

3.2 Related Works

3.2.1 Grasping in Dynamic Environments

Grasping of static objects can be achieved via visual servoing [58] [102] [57] [38] [113] [101] [71] [117];

however, grasping in a changing environment presents a unique challenge. The robot not

only tracks the object but also has to reason about the geometry of the object to determine

how to pick it up. Some learning-based grasping systems [77] have been applied to slightly

moving scenes. Previous works demonstrate grasping of a static object in the midst of

moving obstacles [55]. Our work deals with picking a moving object while avoiding collision

with static obstacles.
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3.2.2 Database-based Robotic Grasping

Previous works [32] [31] have looked at the idea of grasping using a precomputed database.

Most of these methods sample di�erent grasps and evaluate them in simulation using a

geometry-based metric. These metrics use static analysis which does not account for the

dynamics of the approach and lift process. Some other methods [64] [83] generate grasp

database using a real robot which can be valuable but such data is very expensive to

collect. A recent concurrent work [26] used this technique to examine di�erent approaches

for sampling grasps when generating a grasp database and evaluated their coverage of

possible grasping directions. They very densely sample \billions" of grasping direction and

measure the robustness of each grasp candidate using the success rate of it's neighbours.

[112] collects grasps with randomly added perturbations on the object poses.

3.2.3 Object Tracking

Visual feedback is crucial to grasping and manipulation in dynamic environments. For

a position-based system like ours, the visual input from a camera (color and/or depth)

is continuously processed into the pose (position and orientation) of the objects in the

environment. Bayesian methods [44] [116] or deep learning techniques [99] [108] can be

applied to the input image stream to produce object poses in the camera's frame of reference.

The noisy pose results from object pose detection systems can be �ltered into more stable

values using methods such as Kalman �ltering [54]. Since Kalman �ltering builds a model

for the motion, this model serves as a good predictor for the future pose of the object being

tracked.
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3.2.4 Motion Generation

When obstacles are present, reaching a moving target requires some trajectory planning

(such as RRT [60], PRM [56]) or trajectory optimization methods (such as CHOMP [86],

STOMP [52]) that are able to generate collision-free paths for the arm. Recent works

[90] [89] presented an approach to generate a sequence of constraint-based controllers to

reactively execute a plan while respecting speci�ed constraints like collision avoidance. Our

work is more similar to works that generate arm motion from a library of stored arm motions

[8] [21] [43]. Building on these works, we propose an approach that only keeps the solution

from previous time step without a precomputed database of arm motions. This previous

solution is used to initialize tree/roadmap for sampling-based methods or as a seed for

trajectory optimization solver.

A recent work [119] presented an approach that uses motion prediction to grasp a moving

block using top-down grasps; they illustrated their approach using simulated experiments.

Our work di�ers from [119] in that we do not limit the grasp direction to only top-down

direction, we handle di�erent objects and we incorporate a notion of reachability [3] to guide

the grasping process. In addition, we demonstrate our method on real hardware. Another

recent work [73] looked holistically at the problem of dynamic grasping especially during

handover between a human and a real robot. As the object moves, approximate inverse

kinematics (IK) are computed on a database of pre-computed grasps and the quality of the

IK solutions are computed and ranked. In our work, we compare the IK of �ltered grasps

to the current robot joint values and pick the closest grasp.
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3.3 Problem De�nition

The task is for a robot to pick up a moving object whose motion is not known a priori and

avoid colliding with the surrounding obstacles. We assume that the models of the objects

and obstacles exist so the system can model the environment using object detection and

pose estimation. The task is successful if the robot is able to pick up and lift the correct

target object without knocking over the surrounding objects/obstacles. We also want target

object to be picked up as fast as possible. This task imitates many warehouse conveyor

belt scenarios when both the obstacle and target objects are fragile and moveable with

unplanned contact.

3.4 Method

In this section we describe the various components of our system (illustrated in Figure 3.2).

First, we describe the visual processing unit that detects object poses. We then discuss the

predictive component that estimates the future pose of the object. Next, we discuss the

online grasp planning component that produces motion-conditioned reachable and stable

grasps in real time. Finally, we present our arm motion generation method.

3.4.1 Overview

The overall algorithm is presented in Algorithm 2. Each grasp consists of a grasp pose

and a pregrasp pose generated by backing o� the grasp pose for distanceb. Our pipeline

takes in a known object O. It �rst retrieves a pre-computed database of graspsGDB for

the target object; grasps in GDB are all in object frame. In the dynamic grasping loop, it

estimates the current posepc of the target and predicts a future posepf with duration t.
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t is de�ned as a step function of the euclidean distanced from the arm end-e�ector to the

planned pregrasp: t = 2s if d > 0:3m, t = 1s if 0:1m < d � 0:3m, and t = 0s if d � 0:1m.

We convert the grasps inGDB from object frame to robot frame according to predicted pose

pf and then �ltered the grasps using the reachability and motion-aware ranking functions

described later in Section 3.4.3 and keep the shortlisted top 10 graspsGF . We pick the

grasp gc from GF that is closest to the current robot con�guration and move the arm if pc

is reachable otherwise we continue to the next loop. We keep executing the algorithm until

the condition for executing the grasp is satis�ed. De�ne the euclidean distance between the

end-e�ector position and the planned grasp position to bedp, and the absolute quaternion

distance between the end-e�ector orientation and planned grasp pose orientation to bedq,

then CanGrasp returns true if dp � 1:1b and dq � 20°, where b is the back-o� distance.

After the condition is met, we get an updated estimate of the object pose, predict with

horizon t0 = 1s, and convert gc using the newly predicted posep0
f . The arm is then moved to

gc. The hand is closed while moving with the target for another t00= 0 :1s. In our pipeline,

t, t0, and t00are con�gured experimentally but the optimal prediction horizon should be a

function of the end-e�ector speed, the distance between the end-e�ector and the planned

grasp pose, and the motion of the target. We leave this for future research. Finally, we

check if the object has been lifted to determine success.

3.4.2 Object Motion Modelling

Picking up moving objects requires instantaneously detecting the relevant objects in the

scene. We continuously track/model the motion of the object to be able to handle cases

where the motion pro�le changes with time.
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Algorithm 2 Dynamic Grasping Pipeline
1: function DynamicGrasp (O)
2: GDB  RetrieveGraspDatabase( O)
3: while True do
4: pc  DetectPose (O)
5: pf  Predict (pc , t )
6: GW  ConvertGrasps (GDB , pf )
7: GF  FilterGrasps (GW , pf )
8: gc  PickGrasp (GF )
9: Continue to next iteration if gc is not reachable

10: Move arm to gc

11: if CanGrasp () then
12: p0

c  DetectPose (O)
13: p0

f  Predict (p0
c , t0)

14: gc  ConvertGrasps (gc , p0
f )

15: Move arm to gc

16: Close hand while moving with the target for t00

17: Break loop
18: return CheckSuccess ()

3.4.2.1 Object Detection and Tracking

In real-world experiments of this work, we use a recent learning-based method (DOPE [99])

to get instantaneous poses of moving objects in the scene. DOPE trains a neural network

model that takes an RGB image as input and outputs the pose of a target object relative

to the camera frame. A di�erent model is trained for each object of interest and each

model can detect multiple instances of their target object. Images of the grasping scene

are captured using a kinect and passed through the DOPE models to detect objects and

obstacles in the scene. To achieve robustness, we use the published model [99] that was

trained on data collected in di�erent lighting condition. In simulation, we directly access

the pose of the objects and obstacles in the grasping scene.

3.4.2.2 Recursive State Estimation / Object Pose Prediction

Grasp / motion planning has a time cost and a computed grasp / motion plan can become

obsolete very quickly as the object moves. As a result, an ability to predict the future pose
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of the target object can improve the overall success of a dynamic grasping system. The

motion prediction ability is needed for both planning a grasp and executing a grasp (the

approach and close motion). While Kalman �ltering (KF) [54] is a practical approach for

linear motion prediction, we adopt a recurrent neural network (RNN) approach to be able

to generalize to non-linear motions as well. The RNN continuously takes in a sequence of

instantaneous pose measurements (pt � n ; � � � pt � 1; pt ) to update it's internal state which is

used to predict future pose at di�erent prediction horizon lengths (pt f 1 ; pt f 2 ; � � � ; pt fm ). To

train the RNN 2, we create a dataset contains planar linear, circular and sinusoidal sequence

of waypoints (2000 each) randomly generated along di�erent directions with di�erent start

points. To aid learning and generalization, each sequence data point is normalized to the

start of the sequence i.e. ((0; � � � ; pt � 1 � pt � n ; pt � pt � n ) ! (pt f 1 � pt � n ; pt f 2 � pt � n )). This

RNN approach can also be used to model object motion during human-robot handovers.

3.4.3 Grasp Planning for Moving Objects

3.4.3.1 Grasp Database Generation

To generate grasps for moving objects, we pre-compute a database of grasps for all target

objects while they remain static. Similar to [26], this database was collected and evaluated

purely in simulation with dynamics turned on. First, we densely generate 5000 stable grasps

for each object using a simulated annealling approach [19], and we then evaluate all the

grasps in simulation; each grasp is executed to lift the object 50 times and each time we add

random noise to the object pose [112]. The success rate gives a measure of the robustness

of the grasp and we choose the top 100 robust grasps.

2RNN model: LSTM(100), 2 � Dense(100), Dense(output shape).
output shape = num future � dim
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3.4.3.2 Reachability-Aware Grasping

In the dynamic grasping setting, it is important to have a fast way to choose a feasible grasp

out of the list of stable and robust grasps. Generating collision-free IK for all the grasps

can be time-consuming; instead, we use our pre-computed reachability space to quickly

rank the grasps for the given object pose estimate (See [3] for more details). The larger

reachability value the grasp has, with higher probability a valid IK can be found for that

grasp. Reachability can also be an index of manipulability and it follows the intuition that

the most reachable grasp has higher probability to continue being reachable in the future,

reducing the number of grasp switches while the target moves around. The interpolation

and indexing of a pre-computed 6D space gives a fast way to reduce the grasp database to

a few more reachable grasps whose IK can then be found. This approach is much faster

that computing IK for the entire database and is important in dynamic settings. We can

use this reachability computation as a rank function for FilterGrasp in Algorithm 2. An

example using reachability is shown in Figure 3.2.

3.4.3.3 Motion-Aware Grasping

We observe that the success rate of a stable grasp varies depending on the motion of

the object. For example, picking up an object from behind as it moves away can result

in di�erent success rate statistics compared to approaching in the direction opposite it's

motion. To address this, we learn a neural network modelM (g; pg; v; �) that predicts the

success probability of a graspg given the motion pro�le of the object (speed v and motion

direction � ). The input into the model includes:

ˆ The 6D grasp pose (g 2 R6) i.e. the f x; y; zg position and f roll; pitch; yaw g orientation

in the object's frame of reference.
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ˆ The 6D pre-grasp pose (pg 2 R6) which is the grasp pose backed o� (5 cm for Mico

hand and 7.5cm for robotiq hand) along the approach direction (i.e. a vector pointing

from the end-e�ector towards the object).

ˆ The speedv 2 R of the object.

ˆ The motion direction � 2 [0; 2� ]. We assume a 2D planar motion parameterized by a

polar angle direction around the z-axis of the object frame.

The model has two hidden layers (512 each) and an output predicting the success probability.

We generated a dataset of 10000 grasp attempts each on 7 di�erent objects in simulation

using the robot's end-e�ector only. For each grasp attempt, the end-e�ector starts at the

pregrasp pose and moves towards the object while the object moves in a randomly sampled

planar direction, at a speed sampled uniformly between 0.5cm=s and 5cm=s. We record

the result of the grasp attempts and use this as supervision to train the models (one for

each object). We train 100 epochs for each object. The average training time is� 5mins

and the average validation accuracy is 0:963 with False Positive Rate (FPR) 0.017 and

False Negative Rate (FNR) 0.117. Ultimately, the probability of success output by the

network can be used as a motion-aware quality conditioned on the object motion. We

can use this network to quickly �lter grasps that has the highest motion-aware quality for

FilterGrasp in Algorithm 2. In general, the motion-aware model prefers grasps facing

the moving direction of the target.

3.4.3.4 Combining Reachability and Motion-aware

We want to include grasps in the shortlisted poolGF that are both reachable and are stable

conditioned on the object motion. There are many di�erent ways to combine the reachability
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