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Abstract
Biological Inference from Single Cell RNA-Sequencing
Hanna Mendes Levitin
Tissues are heterogeneous communities of cells that work together to achieve a
higher-order function. Large-scale single cell RNA-sequencing (scRNA-seq) offers an
unprecedented opportunity to systematically map the transcriptional programs underlying
this diversity. However, extracting biological signal from noisy, high-dimensional scRNA-seq
data requires carefully designed, statistically robust methodology that makes appropriate
assumptions both for the data and for the biological question of interest. This thesis explores
computational approaches to finding biological signal in scRNA-seq datasets. Chapter 2
focuses on preprocessing and cell-centric approaches to downstream analysis that have
become a mainstay of analytical pipelines for scRNA-seq, and includes dissections of lineage
diversity in high grade glioma and in the largest neural stem cell niche in the adult mouse
brain. Notably, the former study suggests that heterogeneity in high grade glioma arises
from at least two distinct biological processes: aberrant neural development and
mesenchymal transformation. Chapter 3 presents a flexible approach for de novo discovery of
gene expression programs without an a priori structure across cells, revealing subtle
properties of a spatially sampled high grade glioma that would not have been apparent with
previous approaches. Chapter 4 leverages our prior work and a unique tissue resource to
build a unified reference map of human T cell functional states across tissues and ages. We
discover and validate a novel pan-T cell activation marker and a previously undescribed
kinetic intermediate in CD4+ T cell activation. Finally, ongoing work defines key programs
of gene expression in tissue-associated T cells in infants and adults and predicts their
candidate regulators.
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Chapter 1: Introduction

The human body is composed of an astonishing diversity of cells. Tiny spherical lymphocytes
circulate through the body, patrolling for harmful pathogens. Branching motor neurons
extend up to a meter from the spinal cord, carrying complicated motor instructions as
electrical potentials. In the gut, goblet cells secrete mucus that helps food travel smoothly as
the contractions of spindle-shaped smooth muscle cells propel it down the digestive tract.
However, despite their radical differences, these cell types also rely on shared molecular
programs. Lymphocytes and smooth muscle cells proliferate using the same cell cycle genes.
Neurons and muscle cells create action potentials with voltage-gated ion channels. And all
four cell types synthesize high energy ATP via glycolysis.
The introduction of DNA microarrays [1, 2, 3] and RNA-sequencing [4] made it possible to
detect genome-wide expression patterns across ensembles of cells, leading to profound insights
into the transcriptional programs underlying cellular identity, function and dysfunction.
However, these bulk approaches are restricted to aggregate measurements across populations
of cells, destroying crucial information about which cells actually express which genes.
Tissues are complex communities of cells engaged in potentially divergent molecular processes.
Yet many cell types lack unambiguous molecular markers, precluding profiling of sorted
populations. Even where markers exist, there may be enormous transcriptional diversity
within a sorted population due to unappreciated subtype heterogeneity, microenvironmental
differences or asynchronous responses to stiumuli. Bulk transcriptional profiling averages
these signals, making it impossible to determine which cell is engaged in a particular program
or if differences across conditions represent changes in expression versus changes in cellular
composition. Further, average expression profiles may actually misrepresent the signal
of interest, leading to inaccurate biological interpretations. Single cell measurements are
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necessary to avoid these pathologies, define cellular types, and aid generation of functional,
mechanistic, and causal hypotheses of cell and tissue function.
Shortly after the development RNA-sequencing (RNA-seq), techniques for genome-wide
expression profiling in single cells were developed [5, 6, 7, 8]. However, these approaches
were limited to tens to hundreds of cells, and therefore lacked the statistical power to
profile heterogeneous tissues. More recent techniques which combine DNA barcoding with
microfluidics or combinatorial indexing allow massively parallel single-cell RNA-sequencing
(scRNA-seq) of 1,000s or even 100,000s of cells in a single experiment [9, 10, 11, 12, 13, 14],
which can then be combined into even larger datasets. In addition to increasing statistical
power through scaling, these approaches avoid the sometimes massive amplification bias and
noise common in older methods without unique molecular identifiers.
This introduction reviews the key challenges, approaches, and open questions in computational analysis of massively parallel scRNA-seq. We first describe the structure of scRNA-seq
data, how its properties arise from both biological and technical factors, and how these
features make scRNA-seq data challenging to analyze. We discuss two of the major drivers
of cellular heterogeneity—lineage diversity and asynchronicity—and the cell-centric computational methods that have been developed to characterize them. Finally, we review a more
flexible set of approaches which exploit multi-dimensional representations to characterize
heterogeneity in biological situations which combine lineage diversity, asynchronicity, and
other factors like microenvironmental signals.

1.1

The structure of scRNA-seq data

From the perspective of an scRNA-seq experiment, we can think of a cell as a bag of mRNA
molecules1 . Each molecule was transcribed from one of tens of thousands of genes, and
each gene may be represented by any whole number of molecules, from zero to potentially
several thousand. Ideally, we would like to take a complete census of transcripts, identifying

2

exactly how many molecules transcribed from each gene are in the cell at the time of
measurement. Unfortunately that is not possible with current protocols. Instead, we use a
series of biochemical reactions to sample a small percentage of the total mRNA content, and
record the number of transcripts we observe in a gene by cell count matrix. More precisely,
massively parallel scRNA-seq measures global expression by capturing individual cells in
microscale reaction chambers (usually a droplet in an emulsion or a microwell), lysing the cells,
and reverse transcribing mRNA into barcoded cDNA, followed by pooled PCR amplification,
library construction, and sequencing. Sequencing reads are then computationally processed
into a gene by cell count matrix. For a more detailed discussion of scRNA-seq’s experimental
protocol and the analytical methods used to preprocess its output, see section 2.1. The
combined effects of biology, experimental sampling, and noise combine to give scRNA-seq its
characteristic structure.

1.1.1

Sparsity and noise

scRNA-seq data has several features that distinguish it from bulk RNA-sequencing. First
and foremost, scRNA-seq is sparse, with anywhere from 90-99% matrix elements being zero
depending on preprocessing. This sparsity arises from a combination of real biological and
experimentally induced factors. The human genome contains ∼20,000 protein coding genes,
and tens of thousands of noncoding elements that may still be transcribed. Although some
genes are constitutively expressed across all cells, many are restricted to specialized cell types
or particular environmental, developmental, or pathological contexts. Additionally, transcript
levels may fluctuate over time and diverge in otherwise identical cells due to transcriptional
bursting, mRNA degradation, and other stochastic factors. Thus, many fields in a cell’s count
vector are zero because the cell either does not express the gene, or because it may express it
in some contexts, but was not doing so at the time of measurement.
1

As with the abstraction of a document as a "bag of words" in computer science, the concept of a cell as
a "bag of molecules" is a reductive simplification. However, it is useful for understanding the structure of
scRNA-seq datasets, and is the perspective taken by most computational methods.
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However, not all zeros reflect biological variation. scRNA-seq samples only a small fraction
of a cell’s molecules. For some genes, we may fail to capture or amplify transcripts in some
cells entirely, even though the transcripts for the gene were in fact present. Such false negative
“dropout” events are especially likely for genes with low or moderate expression levels, such
as transcription factors. This means that if two genes are expressed in exactly the same cells
but one is expressed at a higher level than the other, the more lowly expressed gene will
appear more sparse in the expression matrix. Further complicating matters, sparsity may
vary across cells—or groups of cells—due to differences in lysis and capture efficiency or cell
size.
Although they are less frequently discussed, false positives are also of concern in scRNA-seq
datasets. False positives in massively parallel scRNA-seq arise from physical or biochemical
crosstalk, which occurs through at least three distinct mechanisms. First, cellular disruption
and lysis or experimentally independent cell death may yield intact objects like cell fragments
or pieces of extracellular matrix with RNA attached to them. If these RNA aggregates are
encapsulated in a droplet or microwell without a cell, they may appear similar to a small cell
in the data matrix, but will likely be removed by quality control. In other cases, debris may
be co-encapsulated with a cell, causing a large number of foreign molecules to be captured and
barcoded along with the cell’s mRNA. These molecules will appear to have originated from the
cell in the final data matrix. Because of this potentially large source of error, avoiding debris is
a principal concern in protocols for sample preparation. Second, cellular lysis and disruption,
apoptosis, or even cellular export may produce ambient, cell-free RNA that diffuses through
solution and is captured with cells’ mRNA at some concentration-dependent rate. Ambient
mRNA’s content is biased toward whatever cell type produced the largest fraction of it, but
should affect all cells in a sample approximately uniformly. Third, biochemical crosstalk
occurs when DNA recombination during pooled PCR causes some cDNA molecules to “swap”
barcodes. We note that PCR recombination is not likely to result in false negatives because
it generally occurs in later PCR rounds when there are already multiple cDNA copies of a
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molecule.

1.1.2

High dimensionality and scale

scRNA-seq data is extremely high-dimensional, and thus suffers from the “curse of dimensionality”. As the number of features (in our case genes) in a dataset increases, the volume of
the feature space—and thus the amount of data needed to train a predictive model—grows
approximately exponentially. Algorithms for analysis of scRNA-seq must take measures like
exploiting intrinsic low dimensionality and smoothness or otherwise introducing inductive bias
to account for the curse [15, 16]. For example, as in machine learning, many bioinformatic
methods depend on the distance between points (cells) rather than actual value of the points’
features (genes). One facet of the curse is that, as dimensionality increases, the distance to a
point’s nearest neighbor approaches the distance to its most distant neighbor [17]. This poses
a challenge for clustering, visualization, and trajectory inference algorithms which frequently
depend on cell-cell distances, and must take steps like reducing the feature space and/or
dimensionality reduction prior to computing distances.
Bulk RNA-sequencing shares scRNA-seq’s dimensionality, and also thus suffers from the
curse. In this respect, scRNA-seq has a considerable advantage over bulk RNA-sequencing,
as cells can be treated as biological replicates in some contexts. Due to cost and labor
constraints, bulk experiments frequently have only a few samples per condition. In contrast,
scRNA-seq can profile thousands of cells in each experimental condition. To take advantage of
this increase in power, algorithms for scRNA-seq analysis must scale to very large datasets. A
typical 10x Chromium experiment produces roughly 2,000 - 8,000 cells, depending on loading
and other experimental factors. These experiments are frequently combined into datasets with
tens or hundreds of thousands of cells in the context of a single study, and are being combined
across studies by consortia like the Human Cell Atlas [18]. Recently, technologies capable of
profiling millions of cells in a single experiment have been reported [19]. This enormous scale
presents difficulties for both basic processing and more sophisticated analysis. Many methods
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designed for bulk profiling cannot handle thousands, let alone hundreds of thousands or
millions of samples. Thus, while scRNA-seq’s scale presents enormous opportunities, highly
parallelized and “big data” approaches are necessary to take advantage of them.

1.1.3

Confounding and artifacts

In bulk high-throughput experiments, balanced experimental design distributes batches and
other sources of experimental and biological variation across processing groups [20]. This
setup avoids confounding experimental outcomes with other observed or unobserved factors
such as processing time, reagent quality, sequencing depth, or biological covariates. Because
scRNA-seq is best performed on healthy living cells, fully balanced experimental design
is often difficult or impossible to achieve—particularly in human studies where we cannot
control confounding biological and technical factors like relative composition, genotype,
or processing day. Compounding this issue, technical variables that affect the number of
molecules observed per cell (e.g. molecular capture efficiency and sequencing depth) can alter
not only the balance of genes observed, but also the sparsity structure of the data. Such
systematic coverage differences can be difficult to overcome in downstream analysis, especially
in processing pipelines that use analytical methods sensitive to coverage.
Experimental artifacts may further confound biological conclusions. Of particular concern,
two or more cells may be coencapsultated in the same microscale chamber, leading to an
experimental multiplet (more commonly called a “doublet” for the case of two cells). Similar
to physical cross-talk from debris, the cells’ mRNA will receive the same cell barcode, leading
to a single data point which represents a virtual hybrid. In some cases, multiplets that derive
from the same combination of cell types may form distinct clusters, facilitating their removal
[21, 22]. In others, their effects may be more subtle. Thus, substantial care must be taken
when analyzing apparent hybrid cell types.
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1.2

Modeling cell-centric heterogeneity

The two most common approaches to extracting biological signal from scRNA-seq data
are clustering and trajectory inference. These approaches are cell-centric in the sense that
they model a pre-specified type of heterogeneity across cells and then fit the data to that
structure. Clustering assumes that the biological heterogeneity of interest arises from discrete
phenotypes like lineage identity, and can be explained by finding appropriate groupings of
cells. Conversely, trajectory inference assumes that the biological signal of interest arises from
asynchronicity of a single continuous process like differentiation, and that heterogeneity can
therefore be fully explained by an appropriate ordering of cells along a continuous trajectory.
In both cases, gene level information, such as the genes most specific to a cluster, may be
extracted in post hoc analysis by additional computational procedures. This section provides
background on the appropriate biological contexts for each of these cell-centric approaches,
summarizes popular approaches, and highlights their use in articles in this thesis.

1.2.1

Discrete phenotypes and unsupervised clustering

Lineage diversity is one of the major drivers of cellular heterogeneity in complex tissue. For
example, the lung contains over forty cellular types [23], including multiple mesenchymal and
epithelial lineages, highly specialized resident innate and adaptive immune populations, and
stem and progenitor populations. Scientists have historically catalogued lineage diversity using
cellular morphology, tissue of origin, and studies of function. However, these descriptions have
been constrained by available measurement technology, and were largely accomplished through
microscopy, surface protein expression, and a handful of marker genes. Large-scale scRNAseq offers an unprecedented opportunity to systematically identify cellular specializations
across tissues, individuals, and species. In particular, researchers frequently attempt to
catalogue lineage diversity by finding groups of cells with similar gene expression profiles
using unsupervised clustering.
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Unsupervised clustering algorithms attempt to find natural groupings of data based on
some notion of similarity. These methods are attractive as a data-driven, automatic way
to catalogue the multiple discrete cellular types and states that may coexist in a single
tissue. However, most popular methods depend on the distances between points (cells)
rather than the actual values of features (genes). As previously discussed, the “curse of
dimensionality” complicates distance calculation for scRNA-seq datasets: in high dimensions,
distances between points become similar, and are not a robust way to identify clusters. As a
result, most scRNA-seq pipelines use feature selection and/or dimensionality reduction as an
initial processing step.
Feature selection involves identifying the most relevant features (in our case genes)
for downstream calculation under the assumption that some features are redundant or
uninformative. This assumption is often valid for scRNA-seq, as genes are co-regulated in
correlated modules [24, 25, 26]. Most scRNA-seq pipelines attempt to select highly variable
genes while controlling for mean expression [27]. For example, the popular Seurat [28] and
scanpy [27] software packages bin genes by the mean across cells and selects those with the
highest variance-to-mean ratio in their bins. Another approach (used by articles in this thesis)
leverages the sampling-induced relationship between genes’ mean expression and the fraction
of cells in which they are detected [22, 29]. After feature selection, many methods perform
an additional dimensionality reduction step on the selected genes. PCA is the most popular
method, but several other approaches have been developed specifically for scRNA-seq, some of
which are optimized for specific downstream applications [30, 31, 32]. Importantly, pipelines
that perform an additional dimensionality reduction step generally select many more genes
in their feature reduction step than those which compute distances on the selected features
directly.
After feature selection and/or dimensionality reduction, distances are calculated on the
resulting lower dimensional representation. Popular metrics include Euclidean distance,
cosine distance, and Spearman’s correlation. Euclidean distance is predominantly used
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after dimensionality reduction, as it is not suitable for sparse data and is sensitive to
differences in coverage (the number of molecules per cell). In contrast, both cosine distance
and Spearman’s correlation are scale-invariant, increasing their robustness to differences in
coverage. Spearman’s correlation is also robust to outliers, and cosine distance is thought to
be more robust to sparsity because it only considers non-zero dimensions.
Many methods are available to cluster scRNA-seq data once an appropriate means
of calculating distances has been determined. Early large-scale studies used a variety of
methods from the machine learning literature, including k-means, DBscan[33], and hierarchical
clustering. Other studies developed new methods specifically for scRNA-seq [34]. However,
more recent studies have predominantly employed the Louvain algorithm [35], as introduced
for single cell proteomic data in PhenoGraph [36]. Louvain clustering is a graph-based method
for finding densely interconnected communities in networks. In single cell data, Louvain
is applied to a k-nearest neighbors graph in which each cell is connected to the k most
similar cells. In the PhenoGraph implementation, this graph is re-weighted by the number
of shared nearest neighbors to improve robustness. More recently, a community detection
algorithm that works on the same general principles, but avoids an undesirable Louvain
edge case has been used by some scRNA-seq studies [37]. Louvain clustering has become
popular because it is highly scalable, tends to produce biologically interpretable clusters,
automatically determines the number of clusters in a graph, is robust to large differences in
cluster size, and is included in the popular Seurat and scanpy packages, as well as CellRanger,
the software that ships with the 10x Chromium system. However, we note Louvain is not
always the best choice for small datasets [38].
Many of scRNA-seq’s most notable successes to date have been realized through the
application of clustering to find discrete phenotypes. For example, two studies that profiled
the mouse and human airway epithelium used clustering to discover a new, rare cell type that
may be implicated in the pathogenesis of cystic fibrosis [39, 40]. These cells are the primary
producers of CFTR, a gene mutated in cystic fibrosis, and resemble ionocytes in Xenopus and
9

zebrafish. Scientists previously attributed CFTR expression to a different, more abundant
cell type in the lung. Montoro et al. [39] further found that, in mice, pulmonary ionocyte
dysfunction results in phenotypes that are characteristic of cystic fibrosis, including the build
up of a thick layer of mucus in the lung. These findings greatly enhanced our understanding
of cystic fibrosis’ cellular basis, and suggest new avenues for potential treatment.
Other studies have used clustering to identify previously unacknowledged states in a
known cell type, and in some cases found markers in types where they were previously
unknown. In Yuan et al. [29], we used clustering in combination with an orthogonal method
to identify malignant cells in high grade glioma (HGG), a devastating form of brain cancer.
This analysis led to the discovery of a pervasive, highly specific marker of malignancy in HGG
that is now used in clinical practice. In the same study, clustering revealed that malignant
HGG cells can resemble a previously unappreciated diversity of neural and non-neural cell
types, including neuronal precursors and even immature neurons.
Clustering has also proved especially useful in finding compositional differences between
sites and conditions. In Mizrak et al. [21], we found that the septal wall of the mouse
ventricular-subventricular zone is enriched for oligodendrocyte progenitor cells (OPCs) as
compared to the adjacent lateral wall, which is enriched for neural stem cells. Interestingly, this
septal enrichment is especially pronounced in males. Although the functional consequences of
differences in OPC abundance are unclear, we hypothesized that this difference may impact
adaptive myelination and injury response.
Limitations of clustering
Although clustering has been essential to the discovery of novel cellular types, subtypes and
states, it has important limitations. Most clustering algorithms will partition data regardless
of whether discrete groupings exist or are biologically meaningful. Further, although methods
like Louvain automatically determine the number of clusters in a dataset, these methods
still depend on qualitative parameter choices that can be tuned to produce an arbitrary
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number of clusters in nearly any dataset. Even in cases where some partitions correspond to
real biology, other clusters may not be biologically meaningful or correspond to a distinct
type. For example, cycling cells or stressed cells frequently cluster together, but may actually
originate from different lineages. Most importantly, clustering depends on the assumption
that cells have discrete phenotypes. While this is clearly a powerful abstraction that excels
in cataloguing lineage diversity, it cannot capture other sources of heterogeneity.

1.2.2

Ordered phenotypes and trajectory inference

Clustering assumes that all heterogeneity in scRNA-seq can be explained by discrete partitions.
However, even an otherwise homogeneous population may respond asynchronously to stimuli.
For example, a clonal population of T cells may activate, proliferate, and differentiate at
different rates (and with potentially different developmental outcomes) upon T cell receptor
stimulation. Such asynchronous responses have historically complicated studies of development
and cellular response to stimuli. However, with scRNA-seq, we can turn asynchronicity to
our advantage. Because an ensemble of cells undergoing a biological process may contain
cells at every stage of the process, we can treat the collective dataset as a snapshot of the
entire process. Methods for trajectory inference (TI) attempt to reconstruct such processes
under the assumption that cells at all phases are present in the sample.
More precisely, TI aims to find the developmental transitions between cellular states under
the assumption that cells are sampled at different points along a parsimonious developmental
trajectory. These methods attempt to reconstruct this trajectory by identifying paths through
cellular space that minimize transcriptional differences between adjacent cells. Different
methods impose various additional assumptions, including whether the trajectory may be
branched, how many branching points are possible, and if multiple disconnected trajectories
may exist. However, most methods are graph-based, reducing the problem to: (1) building a
suitable graph; (2) finding an optimal path through the graph, which is assumed to represent
an ordered biological phenotype; and in some cases (3) using that path to define a scalar
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pseudotime for each cell, which quantifies its position along the trajectory.
Extending previous work on microarrays [41], the Monocle algorithm introduced “pseudotime” as a scalar, quantitative measure of a cell’s progression through a developmental process
in scRNA-seq data [42]. Monocle first constructs a minimum spanning tree across cells using
their distance in a low dimensional space (computed using Independent Component Analysis)
and then uses that tree to reconstruct a trajectory along which cells are presumed to travel.
Finally, Monocle projects cells onto the trajectory and infers their pseudotime as the distance
along the trajectory to the root.
Several more recent methods use non-linear embeddings as a basis for TI graphs. In
particular, several methods exploit diffusion maps [43], a non-linear dimensionality reduction
method based on eigendecomposition of the graph Laplacian. Diffusion maps can be thought
of as a nonlinear version of PCA, and describe the behaviour of a random walk on the data.
They were first applied for trajectory inference in single cell data by Haghverdi et al. [44],
and have been used as the basis for several other trajectory inference methods [45, 46, 47,
48]. However, other approaches have used alternative nonlinear methods to great success.
For example, scTDA [49] leverages the the topological data analysis algorithm Mapper [50]
to build an unbiased, unsupervised, and statistically robust approach to TI that, unlike most
other methods, does not assume a tree-like trajectory structure or a fixed number of branching
points. Similarly, a newer version of Monocle [19] uses Uniform Manifold Approximation and
Projection (UMAP) [51] to indentify discontinuous trajectories.
Other studies have stopped short of assigning a scalar pseudotime or defined path, and
instead used graph-based methods to visualize and qualitatively infer relationships between
cellular populations. In Szabo et al. [52], we use diffusion trajectories to visualize T cell
activation trajectories and infer qualitative relationships between continuous states. Similarly,
in Yuan et al. [29] and Mizrak et al. [21] we visualize the relationships of different cellular
populations using Force Direct Embeddings (FDEs). FDEs are a class of algorithms for
visualizing graphs by modeling them as physical systems. They have been used extensively
12

to visualize lineage relationships in scRNA-seq datasets [40, 53, 54, 55] and are good at
capturing the global structure of single cell data.

1.3

De novo interpretation of scRNA-seq

The previously described methods for clustering and trajectory inference assert that a
particular type of biological heterogeneity exists in the data, and that all other signals are
noise. Notably, the two approaches’ assumptions of either discrete phenotypes or continuous,
ordered phenotypes are mutually incompatible. In actuality, both lineage diversity and
asynchronicity frequently exist simultaneously within a single tissue and even within individual
cells. Moreover, other sources of heterogeneity such as differences in microenvironmental
signals are ignored by both methods, but may also be of great biological interest. For example,
a T cell may lie along a spectrum of activated, quiescent, or disfunctional states; may be in
various stages of the cell cycle; may engage in multiple metabolic processes; and can belong
to one of many distinct subsets with different functional capacities, tissue locations, and
developmental potentials. While clustering and trajectory inference excel at finding discrete
and pseudotemporal phenotypes, their one-dimensional representations are too reductive to
capture the combinatorial space of transcription programs simultaneously active in a cell.
More flexible approaches are needed to capture the structure of scRNA-seq datasets and
deconvolve the factors that span the space of cellular identities

1.3.1

Latent spaces

Genes are co-regulated within transcriptional modules, leading to extensive gene-gene covariation structure [24, 25]. Because the number of modules active in a cell at any time is
much smaller than the number of genes it expresses, the effective dimensionality of expression
data is actually much lower than the 20,000-60,000 genes in an annotated transcriptome [26,
56]. Dimensionality reduction algorithms for scRNA-seq attempt to exploit this feature to
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represent cells in a lower dimensional, latent space which retains as much information as possible about cells’ observed gene expression. However, these algorithms must make additional
assumptions and methodological choices which affect their ability to recover meaningful representations. For the purpose of discovering gene expression programs and understanding how
these programs combine to determine cellular identity, we would ideally like to find a linear
representation2 of a cell, where each dimension corresponds to an interpretable biological
process or technical factor. In contrast, methods to visualize scRNA-seq must compress as
much biological signal as possible into only two or three dimensions while maintaining the
topological structure of the data. In order to find such representations, analytical methods
must encode appropriate assumptions about the structure of single cell data and the biological
question being asked.
1.3.1.1

Linear representations via matrix factorization

Expression data are generally reported in a matrix where each row represents a gene,
and each column represents a cell or sample. In scRNA-seq, matrix entries record the
number of molecules observed per gene and cell. Matrix factorization (MF) attempts to
find latent structure, or factors, in a data matrix by decomposing it into the product of
two low rank matrices: a feature matrix, which describes patterns across features (ie genes),
and coefficient matrix, which describes patterns across data points (cells). Importantly,
although all MF methods make assumptions about the structure and noise model of the
data they are decomposing, they do not force data to conform to an a priori structure
(e.g. clusters or trajectories) across points. Rather, they attempt to find low dimensional
representations that maximize the amount of information retained about the dataset. Under
appropriate assumptions, these representations may decompose different types of heterogeneity
simultaneously.
2
Non-linear representations have proven extremely useful in some contexts, and may aid in finding
transcription programs with additional, downstream analysis; however, they are generally difficult to interpret,
motivating our preference for linear representations in this context.
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An MF algorithm’s ability to detect biologically meaningful factors depends on its underlying assumptions. A diversity of MF algorithms with different mathematical formulations,
and thus different quantitative and qualitative consequences, are available, and have been
applied to micrarray, bulk RNA-seq, and scRNA-seq datasets. In analysis of scRNA-seq,
principal component analysis (PCA) and nonnegative matrix factorization (NMF) are the
most commonly applied MF methods, and have been used to define gene expression in a
variety of biological contexts [57, 58, 59, 60, 61]. PCA and NMF have different constraints on
their feature and coefficient matrices, leading to both quantitative and qualitative differences
between their resulting representations.
PCA finds the dominant sources of variation in a dataset and represents them as orthogonal
vectors whose coordinates may take any real value. PCA attempts to capture as much variation
as possible in each factor, such that the first principal component explains the most variance,
the second the second most, and so on. As a result, PCA representations have a clear
statistical interpretation and tend to capture global features of the data [62]. For example,
PCA on images of faces finds “eigenfaces” that frequently resemble distorted whole faces [63].
Applied to gene expression data, PCA captures similarly “global” patterns that may combine
aspects of multiple transcriptional programs into single factors. In contrast, NMF requires all
weights to be greater than or equal to zero and spreads variance more evenly across factors,
resulting in more local, parts-based representations [62]. On images of faces, NMF finds
localized features that correspond to more intuitive parts of the face (lips, eyebrows, etc.) [62].
These constraints and properties are well suited to detection of gene expression programs in
transcriptional data. For one, untransformed transcriptional data are non-negative. Secondly,
NMF’s parts-based representations are consistent with the combinatorial nature of gene
expression programs.
NMF has been applied to find gene expression programs in both bulk and single cell
RNA-sequencing. However, while NMF’s parts-based representations are appropriate for
transcriptional program detection, other aspects of its standard implementation do not
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align with the structure of scRNA-seq. First, NMF is sensitive to feature scale, and thus
requires prior data normalization. Normalizing scRNA-seq data is notoriously tricky. One
study found that when normalization is applied as a modular preprocessing step, different
scRNA-seq datasets require different normalization strategies [64]. Another recent work found
that the most commonly used scRNA-seq normalization method introduces a pathological
statistical artifact into scRNA-seq data with unique molecular identifiers (ie all massively
parallel scRNA-seq) [65]. Second, although NMF tends to produce sparse, parts-based
representations, it does not enforce them in its standard formulation. Third, NMF does not
account for the missing data or variable sparsity endemic to scRNA-seq datasets. Finally,
in contrast to PCA, most NMF formulations do not have unique solutions, and may give
different solutions with different initializations.
To address these issues, several groups have developed NMF variants specifically designed
for scRNA-seq. In Levitin et al. [22], we introduced single cell Hierarchical Poisson Factorization (scHPF), a Bayesian factorization method for de novo discovery of gene expression
programs. scHPF avoids prior normalization (it operates directly on count data), models
variable sparsity across both cells and genes, and does not require pre-selection of highly
variable genes. scHPF models each cell as having a "budget", which represents the cumulative
effects of limited cellular resources, cell size, and experimental sampling. Each cell distributes
its budget over the latent factors according to the activity of their underlying transcriptional
programs in the cell. Factor weights are gamma-distributed with a shape parameter less than
one to enforce sparse representations and ensure non-negativity. Symmetrically, each gene
has a budget that represents its dynamic range and sparsity under experimental sampling.
Genes distribute their budgets over factors according to their contribution to the underlying
expression program. Finally, scHPF posits that a cell’s expression count vector is drawn from
a bank of Poisson distributions whose rates are the inner products of the cell’s factor weights
with each gene’s factor weights. After fitting the model using coordinate ascent variational
inference [66, 67], we compute low-dimensional "cell scores" and "gene scores" by adjusting
16

each cell or gene’s factor weights by its budget. Programs of gene expression are identified by
ranking gene scores.
Single cell Coordinate Gene Association in Pattern Sets (scCoGAPS) also takes a Bayesian
approach, but applies an atomic prior to its factor weights and operates on normalized
counts [68]. The atomic prior causes a subset of factor weights to be set to zero, while
non-zero weights are gamma-distributed. This is preferable to a simpler gamma prior because
gamma-distributed weights can be very close to zero, but are never actually zero. scCoGAPS
posits that the log-transformed scRNA-seq matrix is drawn from a normal distribution whose
mean is the dot product of the gene and cell factor weights. To find programs of gene
expression, scCoGAPS first partitions cells into smaller groups and uses Markov Chain Monte
Carlo to train a separate model on each group of cells. Cells are partitioned using a sampling
scheme to ensure all annotated cell types are present in each partition. Finally, scCoGAPs
uses hierarchical clustering across models to define consensus gene signatures, with which it
recalculates cell weights.
Consensus NMF (cNMF) specifically attempts to correct the problem of robustness across
training runs for NMF on scRNA-seq data [69]. cNMF performs standard NMF on multiple
replicates of the normalized dataset (highly variable genes only). It then filters out factors
with high mean Euclidean distance (with respect to gene weights) from their nearest neighbors
across all replicates, and clusters the remaining factors using the K-means algorithm. Each
cluster of replicate components is collapsed to the median weight per gene, and a series of
computations is performed to adjust cell weights, achieve desired units, and add genes which
were not included in training back into the consensus programs. Finally, cNMF identifies
genes statistically associated with each consensus program using linear regression.
Importantly, although all of these methods make assumptions about the structure of
scRNA-seq data, they do not force conformity to a global model of heterogeneity across cells
such as discrete clusters. Instead, they attempt to find parts-based representations that are
sufficiently flexible to capture the multiple types of heterogeneity which may simultaneously
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occur in a sample.
1.3.1.2

Nonlinear representations

Gene expression has inherent nonlinearities that may be difficult to capture with linear
methods like MF. For example, linear methods are poorly suited to representing the topology
of scRNA-seq datasets in two or three dimensions for visualization. In this arena, nonlinear
dimensionality reduction methods are dominant. As discussed in 1.2.2, diffusion maps
and Force Directed Embeddings (FDEs) are commonly used to visualize developmental
relationships. Some studies have also used gene’s correlations with diffusion components
to identify expression programs, or used these methods to visualize the results of other
dimensionality reduction methods. For example, in Szabo et al. [52], we use diffusion maps
to visualize T cell activation trajectories based on the representations discovered by scHPF.
t-distributed Stochastic Neighborhood Embedding (tSNE) [70] and Uniform Manifold
Approximation and Projection (UMAP) [51] are the most popular visualization methods
for scRNA-seq. tSNE aims to preserve local structure, but does so at the expense of global
structure. Nevertheless, tSNE was sometimes used to reduce scRNA-seq data’s dimensionality
for clustering prior to the widespread adoption of the Louvain algorithm. UMAP (and
FDEs) are thought to better preserve the topological structure of scRNA-seq data than
other visualization methods [71, supplemental note 4]. UMAP has also been used as a lower
dimensional representation for downstream analysis [19]. In our work on T cell activation [52],
UMAP’s embedding revealed the two major axes of variation in our datasets: activation and
effector vs. non-effector status.
Recently, several groups have reported methods to find high quality latent space representations using variational autoencoders (VAEs) [32, 72, 73]. VAEs provide a flexible, scalable
solution to one of the most difficult and pervasive problems in statistics: fitting an arbitrary
model to data [74]. They accomplish this by leveraging artificial neural networks as arbitrary
function approximators. Despite their relatively recent development, VAEs are extraordinarily
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popular in both machine learning and applied science because (1) they are extremely flexible,
and can model unknown and nonlinear functions and (2) they are highly scalable because they
train on minibatches. For scRNA-seq, VAEs have largely been used to learn low dimensional
representation that can be used for downstream analysis. For example, scVI [32] uses a VAE
to account for measurement bias and uncertainty in ternary tasks within a single statistical
framework. However, due to their non-linearity, latent space representations derived from
VAEs are not generally interpretable as corresponding to biological processes. To address
this issue, Svensson et al. [75] recently reported a linearly-decoded VAE that combines the
scalability of VAEs with the interpretability of linear models. Although it remains to be
seen if this hybrid approach can match the interpretability of its fully linear counterparts, it
is a powerful and promising approach to extracting biological signals from ever-expanding
scRNA-seq datasets.

1.3.2

Gene regulatory networks

Gene expression data are inherently low-dimensional because genes are co-regulated at
the level of transcription by an intricate network of transcription factors and regulatory
interactions [24, 26, 56]. Gene regulatory networks (GRNs) attempt to “reverse engineer”
regulatory architecture based on the covariation structure of genes across samples or cells.
Many popular GRN algorithms were originally developed for microarray or bulk RNAsequencing data; however, in principle, these algorithms should also perform well on scRNAseq datasets, which offer more highly resolved measures of covariation because they do not
average signal across groups of cells. Further, a major limitation of GRNs on bulk expression
data was the "curse of dimensionality", as the number of potential gene-gene interactions
(108 for protein coding genes) exceeds the number of samples in a typical bulk experiment by
several orders of magnitude. Historically, some GRNs have limited the number of potential
interactions by restricting the number of genes they examine, while others have taken a
more model-based approach. For example, ARACNE [76] restricts candidate regulators to a
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predefined list of transcription factors. scRNA-seq greatly expands the scale of data available
to GRN algorithms, producing thousands of cells in a single experiment. While this still does
not approach the data scale necessary to infer all potential interactions with confidence, it
should greatly increase GRNs’ power to reverse engineer regulatory architecture. Several
GRN algorithms have been developed specifically for scRNA-seq, some of which use inferred
developmental trajectories or "RNA velocity" to aid in GRN construction [77]. However, thus
far, independent analyses of specialized and pseudotime-based approaches have yielded mixed
results [78, 79]. Despite these potential complications, in unpublished work in chapter 4, we
successfully use ARACNE in combination with a scHPF to infer known and novel (putative)
regulators of expression programs in T cells.

1.4

Overview

Cellular heterogeneity in complex tissues arises from at least three broad sources: lineage
diversity, asynchronicity and microenvironment. scRNA-seq allows scientists to dissect the
transcriptional programs underlying this heterogeneity in an unbiased, data-driven manner.
However, the biological signals that analytical methods are capable of extracting depends on
their underlying assumptions. This thesis explores the computational methods that may be
used to make biological inferences from scRNA-data across a range of biological systems and
questions.
Chapter 2.1 discusses the preprocessing and largely cell-centric approaches that have
become a mainstay of scRNA-seq processing pipelines, while sections 2.2 (Yuan et al. [29])
and 2.3 (Mizrak et al. [21]) demonstrate their application to high grade glioma and to
the largest neural stem cell niche in the adult mouse brain, respectively. Chapter 2 also
includes an opinion piece on how single cell transcriptomics might inform precision cancer
therapy. Chapter 3 takes a different perspective, introducing single cell Hierarchical Poisson
Factorization (scHPF) as a method of de novo inference of gene expression programs in
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scRNA-seq data. The introduction in 3.1 gives perspective on the method a year after its
publication, including an in depth discussion of the adaptations necessary for scRNA-seq
datasets (as opposed to movie recommendation and implicit feedback data) and commentary
on metrics for quantifying interpretability that was not included in the original manuscript.
Finally, the studies in Chapter 4 use a mix of both cell-centric and linear and nonlinear latent
space methods to characterize functional states in a reference map of human tissue-associated
T cells in adults (section 4.2, Szabo et al. [52]) and infants (section 4.3, unpublished). The
introduction in section 4.1 discusses the additional challenge of finding biological signal in
partially confounded datasets, and the three classes of data integration approaches we take
to do so. In particular, the unpublished material in section 4.3 serves as a capstone to the
entire thesis, and shows how we can use linear latent space methods to deconfound complex
datasets and generate testable hypotheses for functional perturbation experiments.
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Chapter 2: Preprocessing and downstream analysis of scRNA-seq

Contributions Dr. Jinzhou Yuan led the glioma study [29], supervised by Dr. Sims.
Dr. Sims, Dr. Yuan, and I designed the scRNA-seq preprocessing pipeline. Within the
preprocessing pipeline, I made significant contributions to the design of the UMI and CB
correction strategy, the selection of the read alignment method, the method for thresholding
cells, as well as several mechanistic steps in the pipeline (e.g. using interval trees for
nucleotide lookup). Dr. Sims, Dr. Yuan, and I conducted analysis with significant input
and assistance from Dr. Michele Ceccarelli, Dr. Anna Lasorella and Dr. Antonio Iavarone.
I made significant contributions to the selection of distance metric, kNN-graph creation,
data visualization, differential specificity analysis, analysis of whole genome sequencing,
development of our strategy for malignant cell identification, and downstream analysis of
subpopulations’ similarity to a reference database of cellular types, and contributed code
to various portions of the core analysis pipeline. Dr. Jinzhou Yuan performed scRNA-seq.
Dr. Jeffrey Bruce, Jorge Samanamud, and Dr. Peter Canoll procured glioma specimens. Dr.
Anna Lasorella and Dr. Veronique Frattini prepared glioma specimens for scRNA-seq. Erin
Bush performed whole-genome sequencing. Dr. Athanassios Dovas, Dr. George Zanazzi,
Deborah Boyett, and Dr. Canoll performed immuno-histochemistry. All authors contributed
to the manuscript. This was a second author work.
Dr. Dogukan Mizrak led the mouse study [21], supervised by Dr. Sims and Dr. Fiona
Doetsch. Dr. Mizrak, Dr. Sims, and I performed analysis. I ran all core analysis, including
the removal of doublets, clustering, visualization, and differential expression, and proposed
the strategy of re-analyzing lineages separately and using kNN-smoothing to visualize small
numbers of very lowly expressed transcription factors in low-coverage data. I made significant
additional contributions to quality control, to the definition of transcription factor modules,
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and to analysis of lineage potency bias. Dr. Mizrak and Dr. Yuan performed single cell
experiments. Valerie Crotet, Dr. Ana Delgado, Dr. Zayna Chaker, and Dr. Violeta SilvaVargas performed RNAscope validations and staining. Drs. Mizrak, Silva-Vargas, Sims,
Doetch and I wrote the manuscript. This was a second author work.
For the perspective piece [80], Dr. Sims and I wrote the manuscript with significant input
from Dr. Yuan. Dr. Yuan and I made the figures.

2.1

Introduction

Many of the earliest examples of large-scale single cell RNA-sequencing (scRNA-seq) profiled
highly heterogeneous tissues that had been difficult to study at high resolution and in
an unbiased, genome-wide manner. These studies primarily focused on cataloguing types,
subtypes, and other sources of heterogeneity into molecular maps of diverse tissue. For
example, several studies examined cancers in which intratumoral heterogeneity is a major
barrier to treatment [58, 59, 61, 81, 82]. Several others profiled the enormous diversity of
cellular types and subtypes in various brain regions [34, 83, 84, 85, 86, 87].
This chapter contains two examples of high-throughput single cell RNA-sequencing studies
and a perspective on how scRNA-seq might be leveraged in precision medicine. The first
article [29] investigates the cellular diversity of high grade glioma (HGG), the most common
and deadly brain tumor in adults [88]. Although HGG is widely studied, few advances have
been made in its treatment beyond surgery and radiochemotherapy [89]. HGG’s notorious
intratumoral heterogeneity is one of many factors preventing development of successful
therapies. Our work is the first application of massively parallel scRNA-seq to HGG. It
reveals the extent of phenotypic diversity in this devastating disease, as well as the biological
processes from which it may arise.
The second study [21] profiles the largest germinal center in the adult mouse brain, the
ventricular-subventricular zone (V-SVZ). V-SVZ neural stem cells (NSCs) reside in complex
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niches that support their self-renewal and differentiation, and generate different subtypes of
olfactory bulb interneurons and glia depending on their location within the V-SVZ [90, 91].
The included study is the first single cell transcriptomic atlas of the V-SVZ that includes
both the lateral and septal wall, and the first to examine differences across males and females.
Our work revealed important compositional and lineage potency biases across the two walls,
as well as subtle differences associated with sex.
Finally, the perspective article [80] discusses how single-cell transcriptomics might be
leveraged for precision oncology. The article briefly traces the technical development of
massively-parallel single cell transcriptomics, with a focus on how the then-new technology
might inform rational application of targeted therapy in cancer and clinical trial design.

2.1.1

Computational challenges and shared mechanics

The introduction of large-scale scRNA-seq necessitated development of companion computational methodology. While many methods existed to preprocess and analyze bulk
RNA-sequencing datasets, it was not clear which could be applied without modification,
which needed alteration, and where entirely new methods were needed.
The studies in this chapter and Chapter 3 were performed on the microwell-based system
reported in Bose et al. [9] and Yuan et al. [92]. They share a common core analysis pipeline
designed specifically for the platform, which we have found works well for other microfluidic
platforms after minor modification. The pipeline has several steps, which can be separated
into two phases: preprocessing and core analysis.
2.1.1.1

Preprocessing

scRNA-seq data are generally reported in a cell by gene count matrix; however, generating
this matrix requires substantial computational preprocessing, as scRNA-seq’s direct output
is a cDNA library. High-throughput scRNA-seq technologies co-capture single cells and
individual, barcoded mRNA capture beads in either a microfabricated well or an aqueous
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droplet in an oil-water emulsion. Beads harbor oligonucleotides designed to capture mRNA in
an identifiable manner using DNA barcoding. In the automated microwell platform reported
in Yuan et al. [92] and the droplet-based platform in Macosko et al. [10], each oligonucleotide
contains: (1) a universal PCR adaptor; (2) a random 12 nucleotide cell barcode (CB) that
is shared across all oligonucleotides on the bead, but different from CBs on all other beads
with high probability;1 (3) a random 8 nucleotide unique molecular identifier (UMI) that
can be used to collapse PCR duplicates after amplification; and (3) a 3’ oligo(dT) tail for
mRNA capture. Other platforms use similar schema, but vary the length of the cell barcode
or UMI. After encapsulation, cells are lysed, freeing polyadenylated mRNA to hybridize to
beads’ oligo(dT) tails. The captured mRNA is reverse transcribed, resulting in cDNA that
contains both a bead- (and therefore cell-)specific CB and a random UMI. Finally, beads
are combined into a single vessel for pooled amplification and construction of a sequencing
library. Importantly, the same cDNA molecule will be represented multiple times in the final
library, but will be distinguishable from cDNA derived from different copies of the same gene
in the same cell by the included UMI. Sequencing the resulting library generates paired reads,
where read 1 contains the CB and UMI, and read 2 contains a fragment of reverse transcribed
mRNA.
Preprocessing converts reads into a cell by gene count matrix by mapping cDNA sequence
to genes, de-multiplexing CBs, and correcting errors. This can be broken down into three
subproblems: (1) mapping reads to a reference genome or transcriptome; (2) converting reads
to addressed counts; and (3) distinguishing CBs that correspond to real vs artifactual cells.
Read mapping Fragments of sequence transcribed from captured mRNA are stored in
read 2 for libraries generated using Drop-seq beads [10], (used by Yuan et al. [92]). There are
well established methods for mapping short substrings of sequence (reads) to a full-length
Assuming all 412 barcodes are equally likely, and there are 1000 co-encapsulated bead-cell pairs, the
probability of at least two beads having the same barcode is 0.029. This means we expect 3 in 100 experiments
will contain a collision, and is much less of a concern than multiplets, in which more than one cell is accidentally
encapsulated with a single bead.
1
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reference, although there have been recent advances that improve efficiency and extract
alternative information [93, 94, 95]. However, many options exist for both mapping software
and reference genomes or transcriptomes. As many splice variants might be expressed in
a cell-specific manner —and might not be included in a reference transcriptome if they
are specific to a rare population that had not previously been isolated–we chose to use a
splice-aware aligner [96] and extensive transcriptomic reference (GENCODE). Together, these
measures improved the percentage of mapped reads over a prior pipeline which was not able
to detect novel splice variants and used a less extensive reference. We note that we do not
use any splice information in downstream analysis, and collapse all isoforms down to the
same gene. However, mapping in a splice-aware fashion allows us to detect reads from a
greater number of isoforms and that span alternative junctions.
Converting reads to addressed counts In libraries generated using Drop-seq beads,
read 1 contains a 12 nucleotide (nt) CB and 8-nt UMI, as well as a portion of the polyA tail.
As previously described, read 2 contains genomic information, which can be assigned to a gene
via alignment. Together, each CB, UMI and gene mapping triplet forms a unique address
such that all reads with the same address are assumed to arise from the same molecule.
Naively, we might count the number of unique UMIs with the same CB and gene mapping to
construct a cell by gene count matrix. However, this would erroneously increase the inferred
number of cells and molecules due to errors in CBs and UMIs2 . To get accurate molecular
counts, we must first correct errant CBs and UMIs caused by sequencing errors, PCR errors
during amplification, or imperfections in DNA synthesis during bead construction.
CB errors are especially problematic because they split a cell’s reads into multiple virtual
cells. During barcode syntheses, a round of split-pool DNA synthesis may fail for some beads,
resulting in beads with 11-nt (rather than 12-nt) CBs. By one analysis, such synthesis errors
may affect up to 5-10% of commercially produced Drop-seq beads [97]. Without correction,
incomplete extension errors split single cells’ reads across four erroneous 12-nt CBs that share
2

This is not an issue for gene mapping, as alignment algorithms have built in error handling.
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their first 11 bases but differ in the final position. Because this error 5’-shifts the UMIs
on the bead by one base, UMIs extracted under the assumption of a 12-nt CB will include
the first base of the polyT sequence. Empirically, >95% of such UMIs terminate in ‘T’, as
compared to ∼25% for UMIs from other beads. We can thus correct incomplete extension
errors by identifying cells where nearly all UMIs end in ‘T’, shortening their CB to 11-nt, and
right-shifting their UMI. To correct CB errors that are not caused by bead-wide incomplete
extension, we exploit the fact that two virtual cells which arise from the same real cell should
share reads from the same molecules. In the two studies in this chapter, we collapse two CBs
if they have Hamming distance 1, each have at least 20 apparent molecules, and share at
least 75% of their UMI-gene mapping pairs.
Our UMI correction is fairly straight forward, although recent work has introduced more
sophisticated algorithms [98, 99]. Because the number of possible UMIs (48 = 65, 536) is
several orders of magnitude higher than the number of UMIs per gene in a cell in (nearly) all
cases, we can reasonably assume that UMIs with Hamming distance 1 and the same CB-gene
mapping pair arise from the same molecule. This is supported by the typically bimodal
distribution of Hamming distances between UMIs with the same CB and gene mapping.
Calling cells In high throughput scRNA-seq, beads in microscale chambers without cells
still capture mRNA. Such cell-free RNA may arise from exocitosis or from cellular disruption
and lysis during dissociation. As in chambers with cells, the captured mRNA is reverse
transcribed and included in the final library. However, on average, we expect CBs from empty
wells or droplets to be associated with fewer molecules than CBs from chambers with a cell.
Consistent with this, the cumulative histogram of total molecules per CB typically has two
“shoulders”. The first is typically roughly consistent with the number of cells expected in the
experiment, whereas the second occurs near the estimated number of beads. We can therefore
select CBs that are associated with a real cell with high confidence by drawing a threshold
between the two shoulders. This is the method employed for all published work in this thesis.
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Unfortunately, thresholding methods may exclude genuine cells that have lower total
molecular counts for a variety of technical and biological reasons. Molecular capture rates are
inherently stochastic, and will have some distribution regardless of biological factors. More
problematically, some cellular populations may yield systematically fewer molecules than other
populations, either because the cells themselves are small or because of population-specific
inefficiencies in lysis and capture. An overly high threshold will exclude these populations,
while an overly low threshold will create artifactual cells. Pioneering work by Lun et al.
[100] developed a method for identifying CBs for genuine cells based on deviance from a null
distribution of ambient RNA, which is used to call cells in unpublished analysis in Chapter 4.
Putting it together Finally, once we have identified CBs that correspond to true cells
and corrected CBs and UMIs, we can total (CB, gene, UMI) triplets to produce a molecular
count matrix.
2.1.1.2

Downstream analysis

Conventional scRNA-seq analysis starts from the molecular count matrix. Much of the
analysis in this chapter depends on shared algorithmic infrastructure for computing distances
between cells, clustering, visualization, and differential expression. Portions of the analysis
in Chapters 3 and 4 use the same pipeline with minor modification. Whenever possible, we
attempt to exploit the structure of the data in our computation, which arises from biology
and experimental sampling.
Computing distances between cells As in machine learning, many algorithms for
scRNA-seq depend on the distances between data points (cells) rather than the actual values
of the points’ features (gene expression levels). Unfortunately, distances are unstable in high
dimensional data like scRNA-seq–as dimensionality increases, the distance to the nearest
data point approaches the distance to the farthest data point [17]. To get around this,
most scRNA-seq pipelines compute distance on a subset of highly variable genes. Selecting
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appropriate genes is thus critical to extracting biological signals.
In the articles in this thesis, we leverage experimental sampling to identify biologically
meaningful marker genes. Experimental sampling in scRNA-seq induces a relationship
between a gene’s log mean expression and the fraction of cells in which it is observed, which
we call the dropout curve. In most scRNA-seq experiments, a small fraction of genes deviate
from our expectation under sampling and have substantially lower detection rates than other
genes with the same mean. We have observed that this discrepancy occurs when a gene’s
expression is restricted to a subpopulation, making the gene highly informative for dissecting
biological heterogeneity across cells and computing similarity or distance. Thus, we select
marker genes based on their deviance from the dropout curve. The articles in Chapters 3
and 4 use an updated version of the same procedure.
Even with a perfectly chosen feature set, it is not immediately clear what distance
metric to use for single cell expression profiles. Metrics like Euclidean distance assume that
differences in features’ magnitude across data points are meaningful, and thus require prior
normalization to correct for differences in total counts across cells. Unfortunately, normalizing
scRNA-seq data is notoriously tricky. Even assuming perfect normalization, scRNA-seq
data’s variable sparsity, variable dynamic range across genes, and highly correlated gene
structure confound many popular metrics. For example, Euclidean distance on both raw
and normalized scRNA-seq profiles empirically depends on coverage (the total number of
molecules in a cell). Some pipelines attempt to get around these issues by performing PCA
on normalized highly variable genes, and then calculating Euclidean distance on the PCA
representation. However, normalized or unnormalized, scRNA-seq data break the assumptions
of PCA, giving rise to additional theoretical and applied problems.
Instead, we opt to use 1 - Spearman’s rank correlation (Spearman’s dissimilarity), a
nonparametric measure of rank correlation that does not assume genes’ expression magnitude
is comparable across cells. Spearman’s rank correlation assesses how well a monotonic
function describes the relationship between two cells’ expression profiles, and makes no
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assumptions about normality, homoscedasticity, or features’ comparability. We note that
Pearson’s distance also performs well after log-transformation to account for differences in
features’ dynamic range (otherwise distance is dominated by a few highly expressed genes). In
combination with the feature selection strategy described above, we have found Spearman’s
dissimilarity to be highly effective for downstream applications.
Force-directed graph embeddings Many analytical methods for scRNA-seq depend on
a k-Nearest Neighbors (kNN) graph, which is constructed using the distance between cells.
In a kNN graph, each cell is represented as a vertex that is connected by edges to each of the
k closest cells. Edges may be directed or undirected, and may be weighted according to the
similarity between cells. kNN graphs are highly effective at capturing the structure of single
cell data, and are used by the most popular clustering, trajectory inference, and visualization
algorithms for scRNA-seq. In both articles in this chapter, we use force-directed graph
embeddings (FDEs) to directly visualize kNN graphs and better understand the structure
of cellular populations. FDEs model graphs as physical systems of attractive and repulsive
forces, and visualize them in two or three dimensions by energy minimization. They have
proven effective at visualizing the structure of cellular populations in scRNA-seq data for
multiple biological systems [53]. In the HGG paper, FDEs revealed qualitative differences
in the structure of malignant tumor populations, which correspond to differences in lineage
resemblance and proliferation. In the V-SVZ paper, we used FDEs to derive the relationships
between cellular subpopulations, and visualize and contextualize transcription factor modules.
Clustering and differential expression We perform clustering using the graph-based
Louvain algorithm [35], as originally implemented for single cell mass cytometry data as
PhenoGraph in [36]. To use the algorithm with our single cell data, we applied it to the
previously described kNN graph calculated using Spearman’s dissimilarity on a biologically
informed feature set. Although the use of Louvain is now widespread for scRNA-seq analysis,
PhenoGraph had only recently been introduced and was one of several techniques in common
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use when we wrote our core analysis pipeline. We selected it because: (1) it automatically
determines the number of clusters given a kNN; (2) cluster definitions and number are fairly
robust to small changes in k, the number of nearest neighbors; (3) on an appropriate kNN
graph, Louvain generally finds clusters that make biological sense; (4) the algorithm is fast
and scales well.
Both papers in this chapter use the binomial differential expression test described in [97],
find genes most specific to a subpopulation relative to some other population. We take a
more conservative approach when computing corrected p-values, and do not filter on effect
size prior to correction (comparison based on R code released by [97]). We find this approach
works well for exploratory analysis and biological annotation of clusters because it aligns
with an intuitive, on-off model of cell type marker genes, avoids normalization, and reduces
the effect of coverage differences. Work in Chapter 4 uses a more sophisticated quantitative
differential expression testing approach, but still employed the binomial specificity test for
initial exploratory analysis.

2.1.2

Paper-specific highlights and analysis

The articles in this chapter use a shared analytical pipeline, but contain extensive further
analysis aimed at answering specific biological questions. In both cases, these analyses
revealed new biological insights and motivated fruitful followup studies.
2.1.2.1

High-grade glioma

One of the most immediately impactful findings of the glioma paper was the discovery of a
novel, specific, and pervasively expressed marker of malignancy in high grade glioma (HGG).
HGGs are highly heterogeneous, and may contain a variety of malignant and non-malignant
cell types. Because standard high-throughput scRNA-seq collects 3’-biased mRNA-expression
data and may fail to capture molecules containing somatic mutations, it is not immediately
obvious how to separate malignantly transformed cells from untransformed cells. Further,
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prior to this study, there was no known expression marker that specifically and consistently
identified malignant HGG cells. We developed two parallel approaches to identify transformed
cells using scRNA-seq data at the single cell and cluster level, which are described in detail in
the first article in this chapter. Using these classifications, we identified SOX2 as a pervasive
and highly specific marker of malignancy in HGG. We note that while SOX2 is not the most
specific marker we identified (it is expressed at low levels in some oligodendrocytes), it was
the most pervasively expressed marker with high specificity to malignant cells. Columbia
University Irving Medical Center’s neuropathology service validated this finding in >40
surgical specimens, and now uses SOX2 as part of its standard immunohistochemical panel
for brain tumors.
After identification of malignant cells, core analysis revealed that in a subset of HGGs,
malignant subpopulations coexist in states resembling a previously unappreciated diversity of
neural cell types. In these tumors, malignant subpopulations express markers of astrocytes,
oligodendrocyte progenitor cells, oligodendrocytes, neuroblasts, or even immature neurons,
and appear to follow the same rules for proliferative potential as the corresponding normal
cell type in the brain. When visualized with FDEs, cells from these tumors formed branching
structures that recapitulated normal neural development. Other tumors had less apparent
structure, with subpopulations that primarily express genes characteristic of astrocytes
or non-neural cell types, although some also contained populations with oligodendrocyte
progenitor-like marker expression.
To better understand phenotypic diversity across tumors, we compared the transcriptional
profiles of pseudo-bulk malignant subpopulations to a large database of transcriptional profiles
representing cell types from many organs. As expected, we found that many subpopulations
from branched tumors were most similar to neural cell types and had stem-like characteristics.
However, nearly all tumors had subpopulations that simultaneously resembled neural, mesenchymal, and immune types at the pseudo-bulk level. In two tumors, nearly all malignant
subpopulations strongly resembled mesenchymal and immune cells, but bore little resemblance
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to neural types. Together, these results suggest that the phenotypic diversity of malignant
HGG cells may arise from both aberrant neurodevelopmental processes and mesenchymal
transformation. Subsequent work has confirmed these findings.
2.1.2.2

Adult neural stem cells

The mouse ventricular-subventricular zone (V-SVZ) paper profiled >41,000 cells from the
largest neural stem cell niche in the adult mouse brain. Remarkably, this germinal zone
generates new neurons throughout the adult life of the animal. Our core, clustering-based
analysis pipeline revealed differences in cell type abundance across the V-SVZ’s lateral and
septal walls, and between male and female mice. Most notably, we found that (1) while both
walls can give rise to neurons and glia, the lateral wall is enriched in neurogenesis, while the
septal wall is enriched in gliogenesis and (2) that oligodendrocyte progenitor cells (OPCs)
are significantly enriched the septal wall of male mice (as compared to females). Although
the functional consequences of different numbers of OPCs is unclear, differences in OPC
number may relate to prior work showing oligodendrocyte numbers and myelination levels
are differentially sensitive to steroids like progesterone and dihydrotestosterone in males and
females [101].
FDEs on oligodendroglial or neuronal lineage cells elucidated developmental trajectories
across data-derived subpopulations in these lineages, and agreed with known developmental
transitions. To understand the transcriptional regulatory steps underlying oligodendroglial
and and neuronal differentiation, we used pointwise mutual information to find modules
of coexpressed transcription factors (TFs). These TF modules contained both known and
potentially novel neurodevelopmental regulators, and had distinct distributions across lineage
trajectories that agreed with prior knowledge for known regulators. To visualize lowly
expressed TFs in our low coverage data, we devised a kNN smoothing strategy in which gene
expression was averaged across a cell and its nearest neighbors. We note that kNN smoothing
may lead to artifactual structures when used in downstream analysis, and should not be used
33

for imputation, but that we used it here for visualization of averages only. Our smoothed
visualizations were regionally consistent with unsmoothed versions of the same plots.
To dissect lineage potency biases in neural potency bias, we again used correlation
structure. This time, we assessed correlations between individual neural progenitors (V-SVZ
astrocytes) and their potential progeny. Further analysis revealed the genes most associated
with these biases. Later work found that one such gene, Notum, regulates a key developmental
transition in neurogenesis.
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2.2

Single-cell transcriptome analysis of lineage diversity
in high-grade glioma [29]

The following is adapted from:
Yuan J, Levitin HM, Frattini V, Bush EC, Boyett DM, Samanamud J, Ceccarelli
M, Dovas A, Zanazzi G, Canoll P, Bruce JN. Single-cell transcriptome analysis of
lineage diversity in high-grade glioma. Genome Medicine. 2018 Dec;10(1):57.
Supplementary materials can be found in Appendix A.

2.2.1

Background

Gliomas are the most common malignant brain tumors in adults. High-grade gliomas (HGGs),
which include grade III anaplastic astrocytomas and grade IV glioblastomas (GBMs), the
deadliest form of brain tumor, are notoriously heterogeneous at the cellular level [58, 102, 103,
104, 105]. While it is well-established that transformed cells in HGG resemble glia [106, 107],
the extent of neural lineage heterogeneity within individual tumors has not been thoroughly
characterized. Furthermore, many studies have implied the existence of glioma stem cells—a
rare subpopulation that is capable of self-renewal and giving rise to the remaining glioma cells
in the tumor [108]. Finally, the immune cells in the tumor microenvironment belong primarily
to the myeloid lineage and drive tumor progression [109]. However, little is known about the
diversity of immune populations that infiltrate HGGs and a potential role of immune cells for
immunotherapeutic approaches in HGG remains elusive [110]. Therefore, questions about the
nature and extent of interaction between transformed cells and the immune microenvironment
in HGG persist despite extensive molecular profiling of bulk tumor specimens [104, 107, 111].
Single-cell RNA-Seq (scRNA-Seq) approaches are shedding light on immune cell diversity
in healthy contexts [112], and marker discovery for brain resident and glioma-infiltrating
immune populations is an area of active study [113, 114]. Pioneering work used scRNA-Seq to
provide a snapshot of the formidable heterogeneity characterizing human GBM [58, 59, 115].
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However, these early studies employed relatively low-throughput scRNA-Seq analysis which
lacked the resolution necessary to deconvolve the full complexity of tumor and immune cells
within individual HGGs. Later single-cell studies in glioma focused on lower-grade gliomas
and the effects of IDH1 mutational status [59, 115]. Lower-grade gliomas are typically more
diffuse, less proliferative, and associated with better survival compared to HGGs. Here, we
use a new scalable scRNA-Seq method [9, 92] for massively parallel expression profiling of
human HGG surgical specimens with single-cell resolution, focusing mainly on GBM. These
data allow us to ask important questions such as What is the relationship between the neural
lineage resemblance of HGG cells and their proliferative status? Are transformed HGG cells
directly expressing the inflammatory signatures commonly associated with certain glioma
subtypes or are these expression patterns restricted to tumor-associated immune cells? Is
there patient-to-patient heterogeneity in the structures of HGG cell populations? We report
the broad extent of neural and non-neural lineage resemblance among transformed glioma
cells, a relationship between neural lineage identity and proliferation among transformed
tumor cells, and new approaches to classifying HGGs based on population structure.

2.2.2

Results

Low-cost, scalable single-cell RNA-Seq of high-grade glioma surgical specimens
scRNA-Seq has emerged as a powerful approach to unbiased cellular and molecular profiling
of complex tissues. Recent reports have highlighted its particular utility in solid tumors [58,
59, 81, 82, 115], where phenotypic alterations resulting from both malignant transformation
and the tumor microenvironment may have great therapeutic or diagnostic significance, but
are difficult to dissect from conventional bulk analysis. However, these studies employed
relatively expensive and low-throughput technologies for scRNA-Seq, which complicate their
sensitivity to small cellular subpopulations and ultimate routine deployment for clinical
analysis. We recently reported a simple, microfluidic system for scRNA-Seq with a number of
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key advantages for profiling complex tissues including rapid cell loading, compatibility with
live cell imaging, high-throughput (i.e., thousands of cells per sample), and low cost without
requiring cell sorting [9, 92]. Here, we apply this system and demonstrate routine profiling of
thousands of individual cells in parallel from HGG surgical specimens. Our data set includes
∼24,000

scRNA-Seq profiles from eight patients and reveals new insights into the population

structures of these extremely heterogeneous tumors, relationships between neural lineages
and subpopulations of transformed cells, and the immune microenvironment.
We procure tissue from surgical resections and immediately subject it to mechanical and
enzymatic dissociation to produce a single-cell suspension. These cells are rapidly loaded into
a microfluidic device where they are captured in arrays of microwells (Figure A.1a), subjected
to imaging-based quality control and automated cDNA barcoding for pooled scRNA-Seq.
Importantly, we do not apply any cell sorting and attempt to randomly sample the cell
suspension. Table A.1 and Figure A.1b summarizes the data in terms of patient diagnosis and
cell numbers, molecular, and gene detection rates, which are comparable to those obtained in
previously reported, large-scale scRNA-Seq experiments in tissues [10, 86], and GBM subtype
as determined by comparing the single-cell average profiles to bulk RNA-Seq from previously
classified GBMs in TCGA [107].
Identification of malignantly transformed glioma cells with single-cell RNA-Seq
We used the Phenograph implementation of Louvain community detection [36], a commonly
used method for unsupervised clustering of scRNA-Seq data [12, 97], to analyze the diversity
of cell types in individual patients. Figure 2.1a shows t-distributed stochastic neighbor
embedding (t-SNE) projections of the single-cell profiles in each patient colored based on
the resulting Phenograph clusters. Differential expression analysis to identify genes specific
to each cluster revealed discrete populations of endothelial cells, pericytes, T cells, myeloid
cells, and oligodendrocytes (Figure 2.1a and Figure A.2-A.9) as expected in HGGs. In
addition, each tumor harbored a large, complex population of cells comprised of multiple
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Figure 2.1: Caption on next page...

Figure 2.1 (previous page): Identification of malignant cells in HGG (a) t-SNE projections of scRNA-Seq
profiles for each tumor colored by unsupervised clustering resulting from Phenograph analysis. We note that
while the putatively transformed populations in each tumor appear in red for simplicity, the majority of them
actually contain multiple Phenograph clusters as shown in d and detailed in Figure 2.3. The cell type labels are
based on marker expression patterns shown in Figure A.2-A.9. (b) Principal component analysis of the z-scored
matrix of average chromosomal expression for each tumor showing a characteristic axis of variation, which we
call the "malignancy score", on which the putatively transformed cells are separated from the untransformed cells
in each tumor. (c) Same as a but colored based on the malignancy score in b. (d) Distributions of malignancy
scores for each Phenograph cluster in a showing that all of the putatively transformed clusters have higher median
scores than all of the untransformed clusters within each tumor. Stars indicate the putatively transformed clusters.
(e) Heatmaps showing the average copy number of each chromosome based on low-pass, bulk WGS (top) and
heatmaps showing the average expression of each chromosome in each cell associated with a transformed cluster
relative to the average untransformed cell in each tumor (bottom).

clusters that were often contiguous in the corresponding t-SNE projection. These cells most
commonly resembled glia, expressing markers of astrocytes like GFAP, AQP4, and ALDOC
and oligodendrocyte progenitors like OLIG1, OLIG2, and PDGFRA. Because transformed
glioma cells typically resemble glia at the level of gene expression, we considered these cells to
be putatively transformed [106] and attempted to validate these candidate transformed cells
by orthogonal means. Importantly, there is no known universal marker or set of markers that
can be used for unambiguous sorting of transformed cells from glioma tissues [58]. Therefore,
an analytical approach for distinguishing transformed and untransformed cells, which will
inevitably be mixed in our scRNA-Seq data, is crucial.
Previous studies have shown that large copy number alterations and aneuploidies are
readily detectable by scRNA-Seq of tumor tissues [58, 59, 81, 82, 115]. We found that
aneuploidies were evident in certain cellular populations based on the average expression
of each chromosome in each cell. Principal component analysis (PCA) of the chromosomal
expression matrix for each patient consistently revealed an axis of variation that separated the
putatively transformed cells from those that expressed common markers of cells in the glioma
microenvironment (Figure 2.1b,c). We called this the malignancy score, which we found to
be either the first PC, second PC, or a linear combination thereof in each patient. Notably,
we did not detect putatively untransformed cells in PJ016.

∼90%

of cells in each PJ016

cluster express SOX2 (Figure A.10a), which is normally expressed in stem and precursor
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cells in the CNS and, as discussed below, is pervasively expressed in transformed HGG cells
compared to the adult brain. To address this, we included the combined set of endothelial
cells from all of the other tumors to enable comparative analysis. Importantly, each cluster
of putatively transformed cells had a significantly higher median malignancy score than the
microenvironmental cells in every patient (Figure 2.1d). Finally, when we considered the
relative expression of each chromosome for each putatively malignant cell compared to the
average chromosomal expression of the microenvironmental cells in each patient, we observed
clear evidence of aneuploidies that are common in HGG, such as amplification of chromosome
7 and loss of chromosome 10 (Figure 2.1e). For further validation, we conducted low-coverage
whole genome sequencing (WGS) of bulk tumor tissue from each patient and computed
the average copy number of each chromosome by comparison to a diploid reference. We
found that the copy number variants evident in bulk WGS were in good agreement with the
most prominent alterations in our scRNA-Seq data (Figure 2.1e). As expected, there are
some exceptions likely due to the lack of resolution at the single-cell level and the potential
for compensatory changes in gene expression. For example, there is an apparent loss of
chromosome 13 in PJ016 that is distinctly less prominent in the bulk WGS. High-resolution
analysis of the bulk WGS reveals that there is indeed loss of a large region of chromosome 13
(Figure A.11). While this analysis is not meant to enable quantitative assessment of copy
number alterations, it gives us confidence that the putatively transformed populations of
cells are indeed mutated.
SOX2 is pervasively expressed in high-grade glioma cells
There is currently no universal marker that can consistently and specifically label transformed
cells across HGGs. While it is unlikely that such a marker exists, we sought to determine
whether our scRNA-Seq profiles could reveal genes that are both highly specific to and
pervasively expressed in transformed glioma cells in HGG tissue. Taking advantage of the
results described above, we conducted a differential expression analysis between cells in all
40

Figure 2.2: SOX2 is a pervasive and highly specific marker of malignancy in HGG. (a) Analysis of the
pervasiveness of genes that are highly specific to the transformed cells across all eight patients based on differential
expression analysis (see Methods; all genes displayed have eightfold specificity for the transformed cells). The
colorbar represents the product of the x- and y-axes. SOX2 is the most pervasively detected gene specific to
transformed glioma cells in these eight HGG patients. (b) Drop-out curve for the total population of transformed
cells showing the characteristic sigmoidal shape that indicates how, for the majority of genes, higher expression
(counts per thousand or CPT) leads to detection in a higher fraction of cells. Because the detection frequency of
SOX2 is close to that of similarly expressed genes, SOX2 is unlikely to be associated with a specific subpopulation of
transformed cells and the frequency with which it is expressed among transformed cells is likely to be underestimated
by our data. (c) IHC analysis confirming widespread protein expression of SOX2 in tissue slices from the six of
the eight HGG patients in our cohort from which tissue was available for staining. We note that a considerable
fraction of unstained nuclei in these specimens appear to be associated with blood vessels
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transformed and untransformed clusters across our data set. We then asked which genes were
most frequently detected in the transformed population among those with at least eightfold
higher expression (𝑝 𝑎𝑑 𝑗 < 0.01) in transformed versus untransformed cells. Interestingly, we
found that SOX2, a gene with a well-known and crucial role in stem cell biology that is
commonly associated with glioma stem cells [116, 117], is the most frequently detected gene
with at least eightfold specificity for the transformed cells (Figure 2.2a). Indeed, previous
studies have suggested that SOX2 protein is significantly more widely expressed in glioma
tissue than in normal brain, with expression in the adult brain being typically restricted
to ventricular stem cell niches [118, 119]. We found pervasive expression of SOX2 across
all eight patients profiled in this study (Figure A.10); SOX2 is expressed by cells in every
transformed cluster identified in these tumors. In fact, analysis of transcript drop-out in
the transformed populations identified in these eight tumors suggests that the frequency
with which we detect SOX2 transcript likely underestimates its pervasiveness (Figure 2.2b).
This is unsurprising because we have limited sensitivity, and transcription factors like SOX2
tend to be lowly expressed. To confirm these results, we carried out immunohistochemical
(IHC) analysis of six of the eight tumors in our cohort and found widespread expression of
SOX2 protein in every tumor (Figure 2.2c). Notably, the fraction of SOX2+ cells in the IHC
specimens correlates strongly (𝑟 = 0.98, 𝑝 = 0.001) with the fraction of transformed tumor
cells inferred using our scRNA-Seq data and the analysis shown in Figure 2.1 (Figure A.12).
To further validate this finding, we performed quantitative immunohistochemical analysis
of SOX2 expression in a larger cohort of 40 surgical specimens from high-grade gliomas
(Figure A.13). SOX2+ cells were seen in all tumor samples, and the median labeling index of
SOX2 in this cohort was 0.87 (Figure A.10a), suggesting that the vast majority of transformed
HGG cells are SOX2+. SOX2 staining varied across samples, with the highest density of
SOX2+ cells seen in areas of highest cellularity (Figure A.13b, 𝑟 = 0.93, 𝑝 = 10−18 ), which is
also consistent with SOX2 expression in transformed HGG cells. Furthermore, regression
analysis also showed a significant relationship between SOX2 labeling index and total cellularity
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(Figure A.13c, 𝑟 = 0.36, 𝑝 = 0.02). These results support the findings from scRNA-Seq analysis
and suggest that SOX2 is a promising tumor cell marker for histopathological analysis of
HGGs. In addition, we found no significant difference between primary and recurrent tumors
in terms of SOX2 labeling index, suggesting that SOX2 is a useful marker of glioma cells in
both pathological settings. While the pervasiveness of SOX2 is inconsistent with the idea
that this protein marks a rare subpopulation of stem-like cells in HGG, the role of SOX2 in
pluripotency implies that the majority of transformed glioma cells are in an immature and
potentially plastic state.
Transformed cells resemble both glial and neuronal lineages in high-grade glioma
Previous studies of low-grade gliomas (LGGs) have used scRNA-Seq to draw comparisons
between populations of glioma cells and certain neural lineages in the brain [59]. Subpopulations resembling oligodendrocyte progenitors (OPCs) and astrocytes were reported [59]. Bulk
expression analysis of localized biopsies in HGG showed that different regions of the same
tumor resembled disparate expression subtypes (e.g., proneural, classical, and mesenchymal)
[103, 104] and subtype-specific differences in cellular composition and glial lineage resemblance
[104]. Relatedly, scRNA-Seq of relatively small numbers of cells (tens per patient) in GBM
found cellular subpopulations resembling different expression subtypes co-occurring in the
same tumor [58]. These findings have implications for both cell-of-origin and the possibility
that neurodevelopmental processes are occurring during glioma development and progression.
We sought to determine the extent to which subpopulations of transformed cells resemble
neural lineages in HGGs subjected to large-scale scRNA-Seq. We performed unsupervised
clustering of transformed glioma cells identified by the aneuploidy analysis described above
and identified markers of the resulting subpopulations (Figure 2.3a, see Methods) [36]. The
heatmaps in Figure 2.3b show the expression of a subset of neural lineage markers found to
associate specifically with certain subpopulations of transformed cells across our patients. As
expected, we found that many of the commonly differentially expressed genes were markers
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Figure 2.3: Clustering analysis of malignant HGG cells. (a) t-SNE projections of the transformed population
of cells from each of the eight HGGs from scRNA-Seq. The projections are colored based on the cellular
subpopulations identified from unsupervised clustering. (b) Heatmaps showing the detection frequency of canonical
astrocyte, OPC, oligodendrocyte, and neuroblast markers found to be specifically associated with transformed
cellular subpopulations shown in a across multiple patients along with SOX2, which is expressed across all
transformed populations. The orange heatmap below each green heatmap shows the average detection frequency
of cell cycle control genes found in each subpopulation. Note that some tumors have subpopulations resembling
multiple neural lineages (PJ016, PJ018, PJ030, PJ048), while others exhibit a relative loss of neural lineage
identity and concomitant reduction in proliferation
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of glial lineages including astrocytes (GFAP, AQP4, ALDOC ) and OPCs (OLIG1, OLIG2,
PDGFRA, DLL3 ). While multiple tumors contained cells that express genes associated with
more mature oligodendrocytes, the tumor PJ018 contained a well-defined subpopulation
that strongly resembled myelinating oligodendrocytes with specific expression of multiple
myelin genes including MBP, MOG, and MAG. Hence, HGGs harbor cells that resemble a
broad spectrum of glial developmental states and maturities. These findings are consistent
with the well-established glial nature of these tumors and the numerous studies pointing to
a glial cell-of-origin for gliomas [120, 121, 122, 123]. Interestingly, in multiple patients, we
also observed populations of transformed cells that closely resemble immature neurons or
neuroblasts—progenitors that give rise to neurons (purple boxes, Figure 2.3b). These cells
express genes associated with neuroblasts like CD24 and STMN2 along with genes primarily
expressed in the neuronal lineage in the brain, such as DCX [83, 124]. Interestingly, while we
observe subpopulations that co-express these genes and have low expression of canonical glial
markers (indicated by purple rectangles in Figure 2.3b), we also find subpopulations with
significant co-expression of neuroblast and OPC markers (e.g. OLIG2, PDGFRA), suggesting
potential plasticity between these two cell types in HGG. PJ048 harbored a particularly
well-defined population of immature neuronal cells, some of which even expressed markers of
more mature neurons (Figure A.14). Taken together, our results indicate that the lineage
resemblance of transformed glioma cells in HGG includes not only a diversity of glia, but
even extends into the neuronal lineage.
Relationship between proliferation and lineage resemblance in high-grade glioma
Many studies have demonstrated the efficacy of scRNA-Seq for assessing the proliferative
state of individual cells and even assigning cell cycle stage [10, 58, 59]. Recent scRNA-Seq
experiments in LGGs showed that glioma cells with clear lineage resemblance to astrocytes
and oligodendrocytes were generally non-proliferative, and cycling cells were largely restricted
to a stem-like compartment [59]. Conversely, an earlier study of GBM with scRNA-Seq
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reported that the stem-like glioma signature was anti-correlated with expression of cell cycle
control genes, suggesting that glioma stem cells are largely quiescent in GBM [58].
We used the expression of cell cycle control genes to assess active proliferation across the
subpopulations we identified in transformed cells (Figure 2.3b, Table A.2). Among transformed
subpopulations with a clear neural lineage relationship, we never observed high expression
of proliferation markers in those resembling astrocytes, myelinating oligodendrocytes, or
neuroblast-like cells that lack co-expressed OPC markers. In contrast, a subset of OPC-like
cells does express high levels of cell cycle control genes. These results are consistent with
the behavior of these neural cell types in the adult brain, where OPCs are the predominant
population of cycling cells and astrocytes, oligodendrocytes, and neuroblasts are generally
not found in the cell cycle [125, 126].
Observation of distinct cellular population structures among transformed cells
in high-grade glioma
Given the extent of neural lineage diversity represented in HGGs, we decided to investigate
the underlying structure of the transformed population on an individual patient basis. Recent
reports describe analytical methods for identifying branching events and even pseudo-temporal
ordering of scRNA-Seq profiles, particularly in the context of cellular differentiation [42, 44,
47, 49]. Most of these approaches construct a graph from scRNA-Seq profiles in which each
node represents a cell or group of cells and edges indicate similarity between nodes.
Our above analysis of cellular heterogeneity in HGG relies on the construction of a
k-nearest neighbor graph from our scRNA-Seq profiles, which is then used for modularity
clustering [36]. Therefore, to visualize the relationships between subpopulations, we plotted
the k-nearest neighbor graph of the transformed cells from each patient as a force-directed
graph in Figure 2.4 (see Methods). This analysis revealed clear differences in the structures
of these populations. In particular, the transformed cells in three of the tumors formed
multi-branched structures (e.g., PJ016, PJ018, and PJ048), harbored cells resembling a
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Figure 2.4: Force directed graphs reveal the population structure of malignant cells in HGG. Forcedirected graphs generated from the k-nearest neighbor graphs of the transformed cells profiled in each patient.
Colors indicate which of the astrocyte marker GFAP, the OPC marker OLIG1, the oligodendrocyte marker MOG,
or the neuroblast marker STMN2 is most highly expressed in a given cell. For example, a purple cell has higher
levels of STMN2 than the other three markers. None of the four markers are detected in white-colored cells.
PJ016, PJ018, and PJ048 form multi-branching structures associated specific neural lineages and their respective
single-cell average profiles closely resemble the proneural subtype of GBM. For example, one branch of PJ018
terminates with GFAP-expressing astrocytic cells, whereas the other resembles oligodendrocyte differentiation.
PJ030, PJ025, and PJ035 are somewhat less structured (although PJ030 contains clearly separated OPC- and
astrocyte-like branches) and have single-cell average profiles that closely resemble the classical subtype of GBM. In
contrast, PJ017 and PJ032 are unstructured, do not exhibit branching, show reduced neural lineage diversity, and
have single-cell average profiles that closely resemble the mesenchymal subtype of GBM
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diversity of neural lineages, and closely resembled the proneural subtype of GBM based on
comparison of the single-cell average profiles of these tumors and classified bulk RNA-Seq
data from TCGA [107]. A second set of three tumors resembled the classical subtype (PJ030,
PJ025, and PJ035). PJ030 exhibited a branched structure with both OPC- and astrocyte-like
branches and a small subpopulation of neuroblast-like cells, while PJ025 and PJ035 were
less structured and less diverse in terms of neural lineage resemblance. Finally, PJ017 and
PJ032 exhibited relatively unstructured populations and closely resembled the Mesenchymal
subtype. The number of cells sampled per tumor did not explain these structural differences
(Table A.1). In most cases, cells at the termini of the branches resemble differentiated glia.
For example, PJ016, PJ018, PJ030, and PJ048 each contain a branch that terminates in
a subpopulation that resembles astrocytes (Figure 2.4). PJ016 and PJ030 contain termini
that resemble OPCs. The non-astrocyte branch of PJ018 strongly resembles oligodendrocyte
differentiation. The terminus contains a subpopulation resembling an oligodendrocyte-like
cell that expresses myelin genes and is adjacent to a subpopulation that expresses OPC
markers (Figure 2.4). At the branch point, PJ018 contains a lineage-ambiguous cell type with
simultaneous expression of neuroblast and OPC markers, reminiscent of previous observations
of multi-potent progenitors in the brain [127, 128]. PJ048 is particularly remarkable in that
it harbors an astrocyte-like branch, an OPC-like branch terminating with a small population
of myelin-expressing oligodendrocyte-like cells, and a large branch resembling neuroblasts or
immature neurons (Figure A.14).
While the branching behavior represents neural lineage diversity and differentiation, the
cellular states of the less structured tumors are less clear. The heatmaps in Figure 2.3b
show that four of the less structured tumors (PJ017, PJ025, PJ032, and PJ035) express
relatively few neural lineage markers with the notable exception of astrocyte genes. We know
from substantial prior work that glioma cells, and particularly GBM cells, are capable of
differentiating along non-neural lineages. For example, some GBMs undergo mesenchymal
transformation [129, 130].
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Figure 2.5: Transformed cells in HGG may resemble non-neural cell types. (a) Hierarchical clustering of
the correlation between each transformed subpopulation and a database of cell type-specific expression profiles
with high variability across the data set. We find three cell type clusters referred to as Neural/ESC, Immune,
and Mesenchymal/MSC which divide the tumor cell subpopulations into three major groups. (b) Gene ontology
analysis of the differentially expressed genes between the group III tumors (PJ017/PJ032) and the remaining
tumors (PJ016, PJ018, PJ025, PJ030, PJ035, PJ048) after removal of genes specific to the untransformed immune
cells in PJ017 and PJ032. The group III tumors show a clear immunological gene signature that is specific to the
transformed cells

To better understand these tumors, we sought to analyze their lineage resemblance across a
large database of expression profiles representing cell types in many organs. We used a curated
gene expression database to identify cell types that resemble the cellular subpopulations
identified among the transformed glioma cells [82]. Figure 2.5a shows hierarchical clustering of
correlation coefficients between the average profile of each transformed subpopulation in our
data set and the cell type-specific expression profiles in the curated database. This analysis
immediately reveals three clusters of cell type-specific expression profiles—one enriched in
embryonic stem and neural cells (neural/ESC), one enriched in immune cells (immune), and
one enriched in mesenchymal and mesenchymal stem cells (mesenchymal/MSC)—along with
three multi-tumor groups of transformed subpopulations. The first group of transformed
cells (group I) is exclusively comprised of subpopulations from branched tumors PJ016,
PJ030, and PJ048. Glioma cells in group I are correlated with the ESC/neural cluster, but
bear the weakest resemblance to the MSC/mesenchymal and immune clusters. Group II
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contains clusters from all but one tumor (PJ032, a recurrent GBM) and is correlated with
the neural/ESC signature, but unlike group I has some mesenchymal/MSC and immune
character. Interestingly, group III is comprised of subpopulations from only two tumors,
PJ017 and PJ032, which strongly resemble both the immune and MSC/mesenchymal clusters,
but weakly resemble the ESC/neural cells.
The results in Figure 2.5a are consistent with the notion that the tumors lacking clear
neural lineage structure have undergone mesenchymal transformation. However, this analysis
also highlights crucial distinctions among these tumors. First, as has been recognized from
bulk expression analysis of GBM, mesenchymal gene expression is often accompanied by
expression of inflammatory genes [104, 107]. However, the extent to which this inflammatory
signature is expressed by transformed glioma cells has been difficult to discern from bulk
analysis due to the presence of both transformed and untransformed cells. Here, we find that
mesenchymally transformed glioma cells express many immune-related genes, but that there
is also significant variability in the expression of these genes among subpopulations with
mesenchymal gene expression (group II vs. group III). Second, the two tumors with high
levels of inflammatory gene expression (PJ017 and PJ032 in group III) also bear the least
resemblance to the neural/ESC clusters. Hence, expression of this mesenchymal-associated
immune signature is accompanied by loss of neural lineage identity.
PJ017 and PJ032 are notable not just because of their unbranched structure, strong
immunological gene expression, and loss of neural lineage identity, but also because they are
the only two tumors in our data set where transformed glioma cells are in the minority of
profiled cells. PJ017 is 48% myeloid cells, 5% T cells, and 45% transformed glioma cells;
PJ032 is 57% myeloid cell and 43% transformed glioma cells based on scRNA-Seq. While the
observation of extensive myeloid infiltration in tumors that express high levels of inflammatory
markers is intriguing, it also raises the possibility that our observation arises from experimental
cross-contamination either during mRNA capture or library construction. We compared the
transformed cells in PJ017/PJ032 to the remaining tumors after stringent filtration of the
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differentially expressed genes to remove any genes that are more highly expressed in the
myeloid compartment of these tumors and could result in cross-contamination (see Methods).
Figure 2.5b shows that, despite our stringent filter, the transformed cells in PJ017/PJ032
express high levels of immune genes compared to the remaining tumors (Table A.3), thus
indicating that tumor cells expressing an immune-like signature may recruit infiltration of
myeloid cells. Interestingly, we were able to validate this finding in an independent patient
cohort (Figure A.15) by re-analyzing an earlier, smaller-scale GBM data set from Patel et al.
[58] where one out of the five tumors profiled expressed this same signature at high levels
among transformed cells.
We next asked if any of the genes in this signature have known receptor-ligand interactions
with cognates expressed in the myeloid cells of these tumors. One interaction of potential
therapeutic interest in glioma is the macrophage proliferation cytokine CSF1 and its cognate
receptor CSF1R, which has been extensively validated in pre-clinical studies in glioma along
with its potential therapeutic efficacy [131, 132]. Figure 2.6 shows that CSF1R is widely
expressed in the myeloid populations in the seven tumors in which we detect myeloid cells.
However, CSF1 is most highly expressed in the transformed glioma cells PJ017 and PJ032,
the two tumors with the highest immune signature correlation in Figure 2.5a and the highest
proportion of tumor-associated myeloid cells. These results are consistent with a model in
which CSF1 secretion by glioma cells recruits CSF1R-expressing microglia or macrophages to
the tumor microenvironment, as demonstrated previously in murine models [131, 132], and
may point to a patient population that would be particularly susceptible to CSF1R blockade.
Previous studies have used scRNA-Seq to analyze the heterogeneity of tumor-associated
myeloid cells in gliomas. One study focusing on IDH1 mutant gliomas found a continuous
distribution of myeloid phenotypes ranging from more microglial on one extreme to more
macrophage-like on the other [115]. In contrast, a recent study focusing on HGGs found a
clear separation between cell of microglial origin and blood-derived macrophages [133]. We
applied similar analytical methods in our patient cohort and found significant differences
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Figure 2.6: Mesenchymally transformed HGGs express high levels of macrophage recruitment factor
CSF1. t-SNE projections of scRNA-Seq profiles from all eight tumors. The plots are colored by expression of either
CSF1, a macrophage stimulating cytokine, or the gene encoding its cognate receptor CSF1R. Receptor expression
is widespread among myeloid cells, but expression of the cytokine is significantly higher in the transformed glioma
cells of PJ017 and PJ032 than in the other tumors. We note that no myeloid cells were detected in PJ016
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in myeloid phenotype dominated mainly by expression of pro-inflammatory cytokines and
microglial versus macrophage lineage resemblance (Figure A.16–A.18).

2.2.3

Methods

Procurement and dissociation of high-grade glioma tissue
Single-cell suspensions were obtained using excess material collected for clinical purposes from
de-identified brain tumor specimens. Donors (patients diagnosed with HGG) were anonymous.
Tissues were mechanically dissociated to single cells following a 30-min treatment with papain
at 37 °C in Hank’s balanced salt solution. After centrifugation at 100g, the cell pellet was
re-suspended in Tris-buffered saline (TBS, pH 7.4) and red blood cells were lysed using
ammonium chloride for 15 min at room temperature. Cells were washed in TBS, counted,
and re-suspended in TBS at a concentration of 1 million cells per milliliter for immediate
processing.
Massively parallel single-cell RNA-Seq
We used a previously reported, automated microwell array-based platform for pooled scRNASeq library construction and followed the procedures for device operation, library construction,
and sequencing described by Yuan et al. [92] with the following two modifications: (1) Live
staining of single-cell suspensions was performed on ice for 15–30 min and (2) aliquots of
amplified cDNA were pooled together before purification with Ampure XP beads (Beckman).
Each device contained 150,000 microwells (50 µm diameter, 58 µm height) with center-tocenter distance of 75 µm.
Low-pass whole genome sequencing
For each tumor, a 2-3 mm3 piece was used for DNA extraction. Each section was re-suspended
in 400 µL of DNA/RNA Lysis Buffer (Zymo) and homogenized with a Dounce homogenizer
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if necessary. DNA and RNA were then extracted for the tissue using the ZR-Duet Kit
(Zymo) according to the manufacturer’s instructions. DNA was quantified using the Qubit
dsDNA High Sensitivity Kit (Thermo Fisher Scientific). Libraries for low-pass WGS were
constructed using by in vitro transposition the Nextera XT kit (Illumina). DNA inputs for
each sample were normalized to 1 ng and library preparation was performed according to the
manufacturer’s instructions, using unique i7 indices for each sample. Libraries from all eight
tumors were pooled at equimolar concentrations, denatured, diluted, and sequenced on an
Illumina NextSeq 500 using a 150-cycle High Output Kit (Illumina, 2 x 75 bp).
Whole genome sequencing analysis
Reads were aligned to the human genome (hg19) using bwa-mem, and coverage at each
nucleotide position was quantified using bedtools after removing PCR duplicates with samtools.
To generate the bulk WGS heatmaps in Figure 2.1e, we computed the number of de-duplicated
reads that aligned to each chromosome for each piece of tumor tissue and divided this by
the number of de-duplicated reads that aligned to each chromosome for a diploid germline
sample from one of the patients (pooled blood mononuclear cells) after normalizing both by
total reads. We then normalized this ratio by the median ratio across all chromosomes and
multiplied by two to estimate the average copy number of each chromosome.
Immunohistochemical analysis
Immunohistochemistry using standard immunoperoxidase staining was performed on formalinfixed paraffin-embedded tissue sections (5 µm thick) from specimens of each of the tumor
resections. Briefly, we used 3 x 3 min cycles of de-paraffinization in xylene, 2 x 1 min cycles
of dehydration in 100% ethanol, 2 x 1 min cycles of dehydration in 95% ethanol, and a
1-min cycle of dehydration in 70% ethanol. Slides were then washed in water. We used
0.01 M citrate buffer (pH 6) for antigen retrieval in a microwaved pressure cooker for 20
min. We then washed the slides three times in phosphage-buffered saline (PBS) after cooling
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for 30 min. We quenched endogenous peroxidase in 3% hydrogen peroxide in PBS for 10
min, washed three times in PBS, and blocked with 10% goat serum for 25 min. We then
incubated the slides with primary antibodies for 90 min at room temperature. We used the
following primary antibodies: rabbit anti-CD163 (Abcam, ab182422, 1:50 dilution), rabbit
anti-SOX2 (Abcam, ab92494, 1:100 dilution), rabbit anti-TMEM119 (Abcam, ab185333,
1:300 dilution). After washing three times in PBS, we incubated the slides with biotinylated
goat anti-rabbit secondary antibody (Vector Laboratories, 1:200 dilution) for 30 min at room
temperature, followed by additional PBS washing, 30-min incubation with ABC peroxidase
reagent, development in DAB-peroxidase substrate solution (DAKO), and counter-staining
in hematoxylin.
For the SOX2 validation cohort, tissue samples from 40 surgical resections of HGG (29
primary and 11 recurrent tumors) were fixed in 10% formalin and embedded in paraffin
for immunohistochemical analysis. Five-micrometer sections were immunostained for SOX2
and counter-stained with hematoxylin. The slides were then scanned and digitized at 40×
magnification on a Leica SCN400 system (Leica Biosystems). Total cell density and SOX2+
nuclei were measured using a semi-automated cell-counting algorithm as previously described
[134]. Algorithm-derived cell counts were manually verified, and total cell density and SOX2
cell density were assessed for one representative high-power field from each sample. The
labeling index was computed by dividing the total number of SOX2+ cells by the total cell
count for each high-power field.
Single-cell RNA-Seq alignment and data processing
As previously described, cell and molecular barcodes are contained in read 1 of our paired-end
sequencing data, while all genomic information is contained in read 2 [18]. We trimmed read
2 to remove 3’ polyA tails (>7 A’s), and discarded fragments with fewer than 24 remaining
nucleotides. Trimmed reads were aligned to GRCh38 (GENCODE v.24) using STAR v.2.5.0
with parameters –sjdbOverhang 65 –twopassMode Basic –outSAMtype BAM Unsorted [96].
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Only reads with unique, strand-specific alignments to exons were kept for further analysis.
We extracted 12-nt cell barcodes (CBs) and 8-nt unique molecular identifiers (UMIs)
from read 1. Degenerate CBs containing either ‘N’s or more than four consecutive ‘G’s were
discarded. Synthesis errors, which can result in truncated 11-nt barcodes, were corrected
similarly to a previously reported method [97]. Briefly, we identified all CBs with at least 20
apparent molecules and for which greater than 90% of UMI-terminal nucleotides were ’T’.
These putative truncated CBs were corrected by removing their last nucleotide. This 12th
nucleotide became the new first nucleotide of corresponding UMIs, which were also trimmed
of their last (‘T’) base.
All reads with the same CB, UMI, and gene mapping were collapsed to represent a single
molecule. To correct for sequencing errors in UMIs, we further collapsed UMIs that were
within Hamming distance one of another UMI with the same barcode and gene. To correct
for sequencing errors in cell barcodes, we then collapsed CBs that were within Hamming
distance one of another barcode, had at least 20 unique UMI-gene pairs, and had at least 75%
overlap of their UMI-gene pairs. Finally, we repeated UMI error correction and collapse using
the error-corrected CBs. The remaining barcode-UMI-gene triplets were used to generate a
digital gene expression matrix.
Filtering cell barcodes
We estimated the number of cell barcodes corresponding beads associated with cells in our
microwell system using the cumulative histogram of reads associated with each barcode as
described previously [10]. To avoid dead cells and library construction artifacts, we removed
cell barcodes that failed to satisfy certain criteria. We removed all cells where >10% of
molecules aligned to genes expressed from the mitochondrial genome or where the ratio of
molecules aligning to whole gene bodies (including introns) to molecules aligning exclusively
to exons was >1.5. These measures remove cells with compromised plasma membranes, which
results in retention of mitochondrial or nuclear transcripts [135]. We also removed cells where
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the number of reads per molecule (indicative of amplification efficiency) or the number of
molecules per gene deviated by more than 2.5 standard deviations from the mean for a given
sample.
Unsupervised clustering, differential expression, and force-directed graphical
analysis
To calculate k-nearest neighbor graphs, we computed a cell by cell Spearman’s correlation
matrix for each population and set 𝑘 = 20. Spearman’s correlation was calculated from a set
of genes selected because they were detected in fewer cells than expected given their apparent
expression level. For this step of our analysis only, molecular counts within each column of
gene by cell expression matrices were normalized to sum to 1. Genes were then ordered by
their mean normalized value in the population and placed into bins of 50 genes. A gene’s
detection frequency was calculated as fraction of cells in which at least one molecule of a
gene was detected, and its score was defined as the maximum detection frequency in its bin
minus its detection frequency. Genes with scores greater than 0.15 were considered markers
and used to compute Spearman’s correlation.
This k-nearest neighbors graph was used as input to PhenoGraph [36], a modularity-based
clustering algorithm. The similarity matrix described above was converted to a distance
matrix, and used as input to tSNE [70] for visualization. Differential expression analysis was
conducted using a binomial test as previously described [97].
Force-directed graphs were generated from the k-nearest neighbor graphs described
above using the from_numpy_matrix, draw_networkx, and spring_layout commands in
the NetworkX v1.11 module for Python with default parameters.
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Identification of transformed cells by single-cell analysis of copy number alterations
For unsupervised identification of transformed cells in our HGG data, we first converted
the raw molecular counts for each cell to log2(counts per thousand molecules +1). We then
discarded all genes that were expressed in fewer than 100 cells per tumor as well as the HLA
genes on chromosome 6, which could manifest as copy number variants particularly in myeloid
populations. Next, we computed the average of log2(counts per thousand molecules +1) across
the genes on each somatic chromosome, resulting in an N x 22 matrix, where N is the number
of cells. Finally, we z-scored the resulting profile for each cell and computed the principal
components (PCs) of the resulting z-matrix. For each tumor, either the first PC (PJ017,
PJ025, PJ030, PJ032), second PC (PJ018, PJ048), or the sum of the first two PCs (PJ016,
PJ035) yielded an axis along which the putatively transformed and untransformed cells
identified by clustering were separated (Figure 2.1b) as evidenced by the t-SNE projections in
Figure 2.1c in which the cells are colored based on their value along the appropriate axis. To
compute the heatmaps of chromosomal gene expression in Figure 2.1e, we took the average
value of log2(counts per thousand molecules + 1) for each chromosome in each transformed
cell and divided by the average value of log2(counts per thousand molecules + 1) for each
chromosome averaged over all untransformed cells in a given tumor.
Subpopulation clustering with reference component analysis database
To identify cell types resembling the transformed subpopulations that we identified across
our data set, we used the RNA-Seq databases curated for reference component analysis [82].
We first removed all transcriptomes of whole homogenized tissues (e.g., whole brain and
whole blood) or that originated from cancers. We then computed Spearman’s correlation
coefficient between each cell type-specific transcriptome and the average expression profile
of each transformed subpopulation across all eight tumors in our data set. All cell types
with a below-median standard deviation were then removed to enrich for cell types with
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high variation across our data set, and the resulting correlation matrix was standardized and
subjected to hierarchical clustering with a Euclidean distance metric using the clustermap
function in the seaborn Python module (Figure 2.5a).
We have previously shown that molecular cross-contamination in our microfluidic system is
∼1%.

Such a cross-contamination rate slightly reduces the contrast in gene expression profiles

between different cell subpopulations. However, it is unlikely that a gene would become
highly differentially expressed in, and hence become a marker of, a population of cells due
to cross-contamination. To address the possibility that the immune signature that is highly
enriched in PJ017 and PJ032 arises from cross-contamination due to the high abundance of
myeloid cells in these two tumors, we conducted an orthogonal and more direct analysis to
determine whether or not glioma cells in PJ017 and PJ032 express higher levels of immune
genes than other tumors. We first conducted a differential expression analysis between the
combined transformed cells from PJ017/PJ032 and the remaining tumors along with parallel
analyses comparing the transformed cells from PJ017 or PJ032 to their respective immune
populations using the binomial test described above. We then selected all of the genes that
were significantly more frequently detected in the PJ017/PJ032 transformed cells (𝑝 < 0.01
with fold-enrichment >10) than other tumors and removed all genes that were more frequently
detected in the immune cells in either tumor. Any remaining differentially expressed genes
are more highly expressed in the transformed cells from PJ017/PJ032 and therefore cannot
arise from molecular cross-contamination. Finally, we conducted a gene ontology analysis
on the remaining differentially expressed genes that were either more frequently detected in
PJ017/PJ032 (after filtering immune cell-specific genes) or in other tumors using Panther
(www.pantherdb.org). Figure 2.5b shows the results for the lowest-level gene ontologies (top
15 biological process ontologies for each group) based on the Panther gene ontology hierarchy
(to avoid the use of extremely broad ontologies like "cell part").
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Generation of myeloid signatures
To generate microglial- and macrophage-specific gene signatures for Figure A.17h, we started
with the cell type-specific gene sets obtained from murine lineage-tracing studies (Table A.4
from Bowman et al. [114]), similar to previous analysis [133]. We then assembled all of the
myeloid and non-myeloid cells in our data set and conducted a differential expression analysis
using the binomial test described above to identify genes with at least fivefold specificity for
the myeloid population and FDR < 0.01. We removed any genes from the Bowman et al.
[114] gene sets that did not intersect with this list to avoid inclusion of genes expressed in
other cell types (particularly the transformed cells) to obtain the gene sets in Table A.4.

2.2.4

Discussion

Large-scale scRNA-Seq has allowed us to dissect the lineage identity and proliferative
status of malignant cells in HGG with unprecedented resolution. We find that only a
subset of transformed cells resembles neural lineages and that there is significant intertumoral heterogeneity in the diversity of neural lineages represented among transformed cells.
Furthermore, we find that neural lineage resemblance extends beyond glia. Subpopulations of
transformed cells in multiple patients resemble neuroblasts or immature neurons. Moreover,
we defined a molecular classification for HGGs based on population structure at the single-cell
level that is closely related to the range of neural lineage resemblance among transformed
cells in a tumor. Specifically, transformed populations with branched structures resemble a
variety of neural lineages arranged similarly to normal neurodevelopment. These transformed
populations appear to obey the same rules for proliferative potential as their corresponding
neural lineages in the brain. Based on expression of cell cycle genes, the transformed
cells resembling astrocytes, myelinating oligodendrocytes, and neuroblasts are generally
not in the cell cycle, whereas those resembling OPCs are often found in a proliferative
state. These observations are distinct from what has been reported previously in low-grade

60

oligodendrogliomas, where a truncal, stem-like population was found to encompass the cycling
cells in a tumor [59]. In HGG, we find that proliferative state is predominantly associated
with cells expressing markers of OPC-like, glial progenitors.
A second group of tumors harbored transformed cells that either resemble astrocytes or
exhibit a loss of neural lineage identity. The underlying subpopulations tend to resemble
mesenchymal and immune cell types and express low levels of proliferation markers. However,
there is significant inter-tumoral heterogeneity among these HGGs, particularly with respect
to immunological gene expression and corresponding myeloid infiltration. Mesenchymal gene
expression in HGGs has long been associated with an inflammatory gene signature based on
bulk analysis of tumor tissue [104, 107]. Indeed, previous studies have shown the essential role
of inflammation-associated transcription factors such as STAT3 and CEBPB in mesenchymal
transformation [130]. Here, we define a mesenchymal-associated immunological signature
expressed specifically by transformed glioma cells in a subset of patients. In addition, we
find that these tumors express high levels of the macrophage recruitment factor gene CSF1,
a cytokine whose cognate receptor CSF1R is widely expressed in myeloid cells across our
patient cohort. One intriguing possibility is that CSF1 secretion by HGG cells is responsible
for enhanced myeloid infiltration and that CSF1R blockade, which has been investigated
as potential therapy for HGG [131, 132], would be particularly beneficial to this subset of
patients.

2.2.5

Conclusions

The combined insights into both transformed population structure and microenvironment,
even in the context of a modest cohort and a disease with extensive molecular characterization,
highlight the utility of large-scale scRNA-Seq in complex tumors. We anticipate that the
rapid, scalable, and inexpensive assessment of cellular composition, proliferative potential,
tumor cell phenotype, and expression of therapeutic targets afforded by this approach will
play a crucial role in molecular diagnosis and precision oncology for HGGs.
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2.3

Single-cell analysis of regional differences in adult VSVZ neural stem cell lineages [21]

The following is from:
Mizrak D, Levitin HM, Delgado AC, Crotet V, Yuan J, Chaker Z, Silva-Vargas
V, Sims PA, Doetsch F. Single-cell analysis of regional differences in adult V-SVZ
neural stem cell lineages. Cell Reports. 2019 Jan 8;26(2):394-406.
Supplementary figures are in Appendix B.
For the key resources table and supplementary tables and video, see the online article:
https://doi.org/10.1016/j.celrep.2018.12.044.
Highlights
• Single-cell transcriptomics of >41,000 cells from adult V-SVZ neural stem cell niche
• Regional and sex differences in lateral and septal adult V-SVZ in males and females
• Identify transcription factor co-expression modules and lineage potency markers
• Regional biases for neuronal and oligodendrocyte lineages in the adult V-SVZ

2.3.1

Summary

The ventricular-subventricular zone (V-SVZ) harbors adult neural stem cells. V-SVZ neural
stem cells exhibit features of astrocytes, have a regional identity, and depending on their
location in the lateral or septal wall of the lateral ventricle, generate different types of
neuronal and glial progeny. We performed large-scale single-cell RNA sequencing to provide
a molecular atlas of cells from the lateral and septal adult V-SVZ of male and female
mice. This revealed regional and sex differences among adult V-SVZ cells. We uncovered
lineage potency bias at the single-cell level among lateral and septal wall astrocytes toward
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Figure 2.7: Graphical Abstract

neurogenesis and oligodendrogenesis, respectively. Finally, we identified transcription factor
co-expression modules marking key temporal steps in neurogenic and oligodendrocyte lineage
progression. Our data suggest functionally important spatial diversity in neurogenesis and
oligodendrogenesis in the adult brain and reveal molecular correlates of adult NSC dormancy
and lineage specialization.

2.3.2

Introduction

Somatic stem cells reside in complex niches and are important for tissue homeostasis and
repair. Understanding the diversity of cell types in adult stem cell niches is essential for
understanding stem cell dynamics and regulation. Neural stem cells reside in specialized niches
in the adult mammalian brain, where they generate new neurons and glia throughout life.
The ventricular-subventricular zone (V-SVZ), located adjacent to the lateral ventricles, is the
largest germinal zone in the adult mouse brain and gives rise to olfactory bulb interneurons,
as well as oligodendrocytes and astrocytes [90]. The V-SVZ is located along both the lateral
wall, adjacent to the striatum, and the septal wall, next to the septum. Both walls harbor
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neural stem cells (NSCs) in the adult, although the septal wall has been far less studied.
Adult V-SVZ NSCs co-exist in quiescent (qNSC) and actively dividing (aNSC) states [90].
Upon activation, they give rise to transit amplifying cells (TACs), which in turn generate
neuroblasts (NBs) that migrate to the olfactory bulb [136]. Although oligodendrocytes and
astrocytes are also generated in the adult V-SVZ [137, 138, 139, 140, 141], their lineage
trajectories are less clear. Indeed, the extent to which individual NSCs in vivo are multipotent
or exhibit lineage commitment to neuronal or glial fates is still unclear.
Adult V-SVZ NSCs are radial cells with many hallmarks of astrocytes [136]. They contact
the cerebrospinal fluid in the ventricles at the center of pinwheels formed by ependymal
cells and extend a long process to the vasculature [142, 143, 144]. Adult V-SVZ NSCs are
set aside during embryogenesis, remaining largely quiescent until adulthood [145, 146], and
reside in a complex microenvironment comprising diverse cell types and local and long-range
signals [147]. Importantly, V-SVZ NSCs have a regional identity and give rise to specific
subtypes of olfactory bulb interneurons or glia depending on their spatial location [90, 91].
Moreover, spatially distinct pools of adult V-SVZ NSCs can be regulated by physiological
states and distant neural circuits [148], highlighting the importance of regional differences
between the lateral and septal walls regarding intrinsic NSC identity, as well as for niche
signals in regulating stem cell behavior.
Single-cell RNA sequencing is a powerful approach to dissect cellular heterogeneity.
Previous single-cell studies using low-throughput approaches have begun to illuminate the
stages of qNSC activation in the adult V-SVZ [87, 149, 150, 151], focusing on NSCs purified
by fluorescence-activated cell sorting (FACS) from the lateral wall and the neuronal lineage.
However, the diversity of V-SVZ NSCs and niche compartments that support NSC selfrenewal and differentiation require single-cell analysis of thousands of cells to dissect V-SVZ
complexity. Importantly, no studies have examined the septal V-SVZ or sex differences in
the V-SVZ. Here, we performed large-scale, single-cell profiling of all V-SVZ cell types in
the lateral wall and in the septal wall of male and female adult mice without cell sorting
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and identify cell subtypes in V-SVZ stem cell lineages and niche cells. We uncover regional
differences between the lateral and septal walls as well as some sex differences and identify
markers and transcription factor modules underlying neurogenic and oligodendrogenic lineage
potency and differentiation.

2.3.3

Results

Comparison of lateral and septal adult V-SVZ by large-scale single-cell profiling
To elucidate regional differences and molecular heterogeneity among adult V-SVZ NSCs
and niche cell types, we performed large-scale single-cell profiling of >41,000 bulk V-SVZ
cells from separately dissected lateral and septal walls from adult male and female mice
(Figure 2.8a,b). This approach allowed us to capture stem cells and their progeny at each
stage of differentiation, as well as niche cells. Importantly, individual cells were randomly
sampled without cell sorting to maximally preserve in vivo composition. An automated
microwell-array-based platform was used to capture and simultaneously profile thousands of
single cells from each sample (Figure 2.8a) [9, 92] . Following cell lysis and mRNA capture
on commercially available barcoded mRNA capture beads [10], on-chip reverse transcription
labeled cDNA product from each cell with a unique barcode sequence. We obtained more
than 41,000 raw single-cell RNA sequencing (RNA-seq) profiles from two biological replicates
of each sample after removal of cell doublets and red blood cells. Importantly, cell clusters
contained contributions from each sample and replicate with similar molecular capture rates in
all samples (Appendix Figure B.1c–e). We used Louvain community detection as implemented
by PhenoGraph [36] to identify molecularly distinct cell clusters in an unsupervised manner
(Appendix Figure B.1a,b), and t-distributed stochastic neighbor embedding (t-SNE) [70] and
force directed graphs for data visualization. To avoid over-interpretation of small compositional
differences potentially due to differential sampling, we focused on compositional differences
in cell types with more than 800 cells in the follow-up orthogonal validation experiments.
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Figure 2.8: Large-Scale scRNA-Seq Reveals Major Cell Types in the V-SVZ.
(A) (Left) Schema of adult mouse brain showing location of the lateral ventricles (light blue, LV). Plane indicates
level of coronal schema (below left) highlighting location of lateral wall V-SVZ (LW, red) adjacent to the striatum
and septal wall V-SVZ (SW, blue) adjacent to the septum. Whole mounts of the entire LW (red) and SW (blue)
were dissected from adult male and female mice, dissociated to single cells, and loaded onto a microwell-array-based
platform. (Right) Workflow of single-cell capture and RT in microwell-array-based platform. Drop-seq beads and
calcein-AM-stained V-SVZ cells were imaged to check for lysis efficiency during RNA capture step. (Top right)
Bright-field image of cell- and bead-loaded microwells. (Bottom right) Fluorescent image of lysed V-SVZ cells. (B)
t-SNE projections of major cell types. Color-coding corresponds to cell types shown in (C). T cells are midnight
blue. (Right) Individual samples are highlighted in blue on the combined dataset background (gray). Note that
astrocytes comprise two large astrocyte clusters (Astrocyte A and Astrocyte B), which have been grouped in the
t-SNE plot (black; see Appendix Figure B.1). All t-SNE visualizations were prepared using the larger first replicate
dataset (see Methods for details). (C) Violin plots showing log-transformed CPM (count per million) values of
pervasive and known cell type markers (fold change [FC] > 2; false discovery rate [FDR] < 0.05). Black circles
indicate numbers of cells in each major cell type cluster. (D) Scaled expression of key markers on t-SNEs (one
marker per cell type except Lockd and Igfbpl1 for aNSC+TAC+NB). (E) Violin plots showing pervasive markers
for subtypes of microglia, neurons, endothelial cells, mural cells, and fibroblasts. (FDR < 0.05). vSMC, vascular
smooth muscle cell.
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Major cell types in the adult V-SVZ
To identify the major cell types in the adult V-SVZ, we performed unsupervised clustering.
The major tissue-resident cell types in the combined dataset comprised astrocytes, neuronal
progenitors (aNSCs, TACs, and NBs), oligodendrocyte progenitor cells (OPCs), committed
oligodendrocyte precursors (COPs), oligodendrocytes, microglia, neurons, ependymal cells,
endothelial cells, mural cells (pericytes and vascular smooth muscle cells), and fibroblasts
(Figure 2.8b,c). We also detected a small cluster of cells, which are either circulating or
resident T lymphocytes. Binomial specificity analyses identified pervasive and specific markers
for each cell type (Figure 2.8c; Appendix Figure B.1a). We used this large-scale dataset
to explore regional differences in neurogenesis and gliogenesis between lateral and septal
walls in males and females and to define molecularly distinct subclusters of V-SVZ cell types,
including niche cells, as outlined in the next sections.
Niche cells are important regulators of V-SVZ stem cells and their progeny. To resolve
molecularly distinct subpopulations, we performed clustering and expression specificity
analysis on major niche cell types (microglia, neurons, endothelial cells, and mural cells).
Among the microglial cell cluster (5,525 cells total from two biological replicates), we identified
two microglial subtypes with distinct transcriptional signatures (microglia A and microglia
B; Figure 2.8e), likely representing surveying (ramified) and activated states of microglia
[152, 153]. Both Micro.A and Micro.B expressed microglia markers Tmem119, Aif1, and
Cx3cr1, whereas Micro.B was also enriched in immediate early transcription factors as
well as pro-inflammatory chemokines (e.g., Ccl3 and Ccl4 [152, 154, 155]; Figure 2.8e;
Table S1). Microglial branching morphology decreases during activation [156]. To visualize
V-SVZ microglia in vivo, we performed immunostaining for Iba1 and quantified ramified
and unramified microglia in the lateral and septal walls of the V-SVZ in male and female
mice. Overall, microglia were more enriched in the lateral wall (Appendix Figure B.1h).
Moreover, the V-SVZ contained predominantly unramified microglia (Appendix Figure B.1f,
B.1h), as previously reported [157], although ramified microglia were also present (Appendix
70

Figure B.1g, B.1h). As V-SVZ microglia are important for the migration and the survival
of neural progenitors [157], our data showing microglia enrichment in the lateral wall are
consistent with higher levels of neuronal lineage progenitors in the lateral wall over the septal
wall (Figure 2.8b, 2.10a,b).
Resident neurons and long-range innervation provide neurotransmitters that regulate
adult NSCs and their progeny [158, 159]. We detected three major neuronal subclusters in our
datasets (3,202 cells; Figure 2.8e; Table S1), including one enriched in Chat (Neuron 3), which
may include ChAT+ local neurons that regulate V-SVZ cells [160]. In addition, we detected
multiple vascular cell types, which are key niche cells in the V-SVZ [161]. Subclustering of the
endothelial cluster (1,774 cells) revealed three distinct endothelial subtypes (Figure 2.8e; Table
S1). Based on marker gene enrichment (Table S1), Endo.1 may correspond to endothelial
capillary cells, Endo.2 to venous endothelial cells, and Endo.3 to arterial endothelial cells
[162]. Finally, in the mural cell and fibroblast cluster (958 cells), we detected three major cell
types—pericytes, vascular smooth muscle cells, and fibroblasts expressing Dcn and Col1a1
(Figure 2.8e; Table S1)[162].
Astrocyte subclusters have regional distribution in the adult V-SVZ
V-SVZ NSCs exhibit hallmark features of astrocytes. To dissect V-SVZ astrocyte heterogeneity,
we performed clustering analysis on all astrocyte and ependymal cell clusters (14,762 cells).
We identified five major subclusters of astrocytes, which were clearly distinct from ependymal
cells (Figure 2.9a; Table S2). Using gene set enrichment analysis (GSEA), we further
validated their classification as astrocytes and ependymal cells by comparing them to third
ventricle astrocyte and ependymal gene sets from a large single-cell dataset from the murine
third ventricle [86, 163] (Appendix Figure B.2a). All astrocyte subclusters, except Astro.2,
were enriched in third ventricle astrocyte gene sets. In contrast, Astro.2 was depleted for
astrocyte gene sets and enriched for “tanycyte 2” markers [86] (Appendix Figure B.2a). In
addition, genes upregulated in different injury paradigms were differentially enriched in
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Figure 2.9: Molecular Characterization of Astrocyte Clusters.
(A) t-SNE projections of five major astrocyte subclusters and ependymal cells and their distribution in different
samples. (B) Heatmap (scaled by row) showing average expression of markers, including TFs and subtype identifiers
(FDR < 0.05). The fraction of each subtype is represented with circles (gray, mean; black, mean + SD; two
biological replicates). Red box indicates regional enrichment. Astro.4 was not detected in the second replicate due
to the lack of subcluster-specific markers, and therefore, black circle was not drawn. LW, lateral wall; SW, septal
wall. (C) GSEA showing significantly regulated molecular processes relevant to V-SVZ NSC biology across four
comparisons. NES, normalized enrichment score. (D) Schema showing coronal section of lateral ventricle and
location of RNAscope images in (E)–(J). (E–J) RNAscope images, with and without DAPI, of (E) Ascl1 (red)
and Crym (green), Notum (red) in the (F) dorso-lateral V-SVZ and (G) ventral V-SVZ, (H) S100a6 (red), (I)
Hopx (red), and (J) Zic1 (green) and Zic2 (red). DAPI is in blue. Scale bars: 50 µm.
See also Appendix Figure B.3 and Tables S2 and S3.
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distinct astrocyte subclusters with the highest enrichment in ependymal cells (Appendix
Figure B.2d) [150, 164].
Interestingly, V-SVZ astrocyte subclusters were differentially distributed in the lateral
and septal preparations (Figure 2.9a,b). Astro.1 was more abundant in samples of lateral
wall, whereas Astro.3 and Astro.5 were more abundant in those from the septal wall. In
contrast, Astro.2 and Astro.4 were more evenly distributed in both lateral and septal walls.
Binomial specificity analysis revealed molecular markers enriched in astrocyte subclusters
(Figure 2.9b and Appendix Figure B.3a; Table S2), including transcription factors, which
demarcate different spatial domains in the V-SVZ, or involved in activation of quiescent NSCs
[165, 166, 167, 168, 169, 170]. Astro.1 was enriched in Crym, Prss56, and Id2 ; Astro.2 Notum,
Sfrp1, Igfbp5, S100a6, Thbs4, and Ascl1 ; Astro.3 Hopx and Zic family genes; and Astro.5
Agt, Gli1, Itih3, and Nkx6-2 (Figure 2.9b; Appendix Figure B.3a; Table S2). Although Gsx2,
Pax6, and Lhx2 were more uniformly expressed across multiple astrocyte subclusters, they
were depleted in Astro.5 (Figure 2.9b; Appendix Figure B.3a; Table S2).
We performed RNAscope to validate the expression patterns of selected genes in astrocyte subclusters. Crym (Astro.1) was highly enriched in the lateral V-SVZ and striatum
(Figure 2.9d,e; Appendix Figure B.3b,d) in contrast to Hopx, Zic1, and Zic2 (Astro.3), which
were predominantly localized in the V-SVZ septal wall and septum (Figure 2.9d,i,j; Appendix
Figure B.3b,e,f), confirming that Astro.1 and Astro.3 are enriched in the lateral and septal
wall, respectively. Interestingly, Astro.2 was enriched in genes predominantly localized to
the V-SVZ, such as Notum, S100a6, and Ascl1 (Figure 2.9e–h; Appendix Figure B.3c,d,g).
Importantly, RNAscope analysis also revealed that, within the V-SVZ itself, some genes
exhibited regional differences along the dorso-ventral axis. Notum (Astro.2) was enriched
in the ventral as compared to dorsal V-SVZ (Figure 2.9f,g; Appendix Figure B.3c), and
Zic1 and Zic2 (Astro.3) were enriched in the dorsal septal wall and septum at rostral levels
(Figure 2.9j and Appendix Figure B.3E), highlighting smaller domains of V-SVZ astrocytes
with different molecular identities within larger regions of the V-SVZ.
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The distribution of astrocyte subclusters showed clear regional patterns, but not major
compositional sex differences. However, comparison of male and female lateral and septal
wall astrocytes at the gene expression level highlighted many differentially expressed genes
between walls and sexes, including transcription factors and receptors (Table S3). Using
GSEA, we identified Gene Ontology gene sets preferentially associated with lateral or septal
V-SVZ and sex (Figure 2.9c; Table S3). Several molecular and metabolic processes important
for stem cell self-renewal, maintenance, and proliferation, such as Fgfr and Notch signaling
and oxidative phosphorylation, showed lateral wall and male enrichment [150, 171, 172, 173].
Wnt and Smoothened signaling, as well as primary cilium pathways [174, 175, 176], were
upregulated in male lateral and female septal samples. In contrast, G-protein coupled receptor
(GPCR) signaling associated with NSC quiescence [177] was enriched in the male septal wall
(Figure 2.9c; Table S3). Interestingly, female astrocytes were enriched in neurotransmitter
receptor activity and ion channel pathways. Lastly, non-coding RNA processing and RNA
splicing showed lateral wall enrichment, consistent with the importance of non-coding RNAs
in V-SVZ neurogenesis [178] (Figure 2.9c; Table S3). In sum, the lateral and septal walls have
different V-SVZ astrocyte compositions, which exhibit significant regional and sex differences
at the gene expression level.
Adult V-SVZ lateral wall is more proliferative and neurogenic than the septal
wall
Our large-scale single-cell profiling of the adult V-SVZ from regionally dissected walls allowed
us to compare neurogenesis and gliogenesis in the septal and lateral walls. We first focused
on the neuronal lineage. Lineage trajectories generated using all astrocyte and neuronal
progenitor clusters revealed that non-dividing astrocytes were connected to aNSCs via a
narrow path of activation representing transitional cells (Figure 2.10a). These transitional
cells clustered with Astro.2 and were in a continuous trajectory that progressed via two
sequential stages of aNSCs (aNSC1 and aNSC2/TAC) to neuroblasts, suggesting a key role
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Figure 2.10: Adult V-SVZ Neuronal Lineage and Temporal Regulatory Steps.
(A) Force-directed graphs showing the lineage progression from dormant astrocytes to NBs and a schematic
summary. (B) Fraction of each cell type represented by circles (gray, mean; black, SD; two biological replicates).
The compositions of aNSC1, aNSC2+TAC, and NB populations were extracted from combined clustering of
neuronal progenitors from two biological replicates. (C) Heatmap (scaled by row) showing average expression
of functional markers (FDR < 0.05) in different neuronal progenitor subtypes. (D) Representative images of
doublecortin (DCX) immunostaining at different rostro-caudal levels of the V-SVZ (level 1, bregma +1.41 mm; level
2, bregma +0.73 mm). Scale bar, 50 µm. (E) Quantification of DCX+ cell proportions at different rostro-caudal
levels of the V-SVZ (n = 3; mean + SEM) (p < 0.05). Level 3, bregma +0.1 mm. (F) (Left) Heatmap showing
correlation matrix for significant TF modules. Both axes show TFs with the same dimensionality. The correlation
between the same TF was set to 0 for visualization purposes. (Right) Significant TF clusters (Figure S5A; Table
S4) were ordered based on their dispersion on force-directed graphs. The average expressions of TF modules in
each cell were plotted on force-directed graphs. Modules with distinct expression patterns were separated with
white lines in the heatmap. Representative TFs from different modules are shown in the panel, and TFs associated
with previously undescribed co-expression patterns in each module are highlighted in bold.
See also Appendix Figure B.5 and Tables S2 and S4.
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for Astro.2 in NSC activation (Figure 2.10a). GSEA revealed a clear correspondence between
our neuronal lineage trajectory and previously published studies with lower throughput
(Appendix Figure B.2b,c) [87, 150]. Interestingly, expression of proliferation markers (e.g.,
mKi67, Mcm2, and Top2a) in the neuronal lineage peaked in aNSC1s, aNSC2s, and TACs
and decreased in Dcx + NBs (Figure 3C; Table S2). Moreover, transition cells upregulated
Ascl1 and Egfr prior to canonical cell cycle genes (e.g., mKi67, Mcm2, and Top2a), revealing
that stem cell activation and cell proliferation can be uncoupled (Figure 2.10c). Importantly,
activated neuronal progenitors and NBs were more enriched in the lateral wall than the septal
wall (Figure 2.10a,b). We confirmed in vivo that the septal wall has fewer dividing cells and
NBs than the lateral wall, except at rostral levels of the V-SVZ, by immunostaining and
quantification for Ki67 and doublecortin (DCX) (Figure 2.10d,e; Appendix Figure B.4a-c).
To investigate the transcriptional regulatory steps defining neuronal lineage differentiation,
we calculated the co-expression probability ratios for each transcription factor (TF) expressed
in the neuronal lineage in individual cells and isolated TFs forming significant clusters (Figure
S5A; Table S4) to identify TF co-expression modules and TFs with mutually exclusive
expression profiles. Plotting the average expression of the modules across each cell and its
nearest neighbors on force-directed graphs revealed TF modules with distinct distributions
along the neuronal lineage trajectory (Figure 2.10f; Appendix Figure B.5; Table S4). In
addition to the classical markers of neuronal progenitor (NPC) regulation (e.g., Ascl1, Dlx2,
and Sp8 ), the neuronal lineage modules included TFs implicated in cell proliferation and
differentiation of stem cells in various tissues (e.g., Phf5a and Bcl11a) and of cancer stem cells
(e.g., Hdgf and Ybx1 [179, 180, 181, 182]) as well as TF co-expression modules in astrocyte
subtypes (e.g., Hopx -Etv4, Gli1 -Gli3, and Nr1d1 -Id3 ). This multi-step progression reveals
an unappreciated intricacy in neuronal lineage differentiation downstream of qNSC to aNSC
transition and TF co-expression profiles that target transcriptionally discrete stages of NSC
differentiation.
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Oligodendrocyte progenitors are enriched in the male septal wall
Little is known about oligodendrocyte lineage progression in the adult V-SVZ and whether
there are regional differences between lateral and septal walls. To address this, we first
performed clustering analyses on oligodendrocyte lineage cells, revealing cell types at different
stages of oligodendrocyte differentiation corresponding to OPCs, COPs, newly formed and
myelin-forming oligodendrocytes (NFOL/MFOLs), and mature oligodendrocytes (MOLs).
We next generated a force-directed visualization of the oligodendrocyte lineage k-nearest
neighbors graph to define their lineage order (Figure 2.11a), which recapitulated the predicted
lineage order previously reported from single cell RNA (scRNA)-seq profiles of oligodendrocyte
differentiation [183] (Appendix Figure B.2e).
To investigate whether neuronal and oligodendrocyte lineages are related in the adult
V-SVZ, we combined neuronal and oligodendrocyte lineage trajectories with V-SVZ astrocytes
(Video S1; Figure 2.11e, Appendix Figure B.4d). Importantly, astrocyte clusters exhibit
different connectivity within the trajectory. For example, Astro.2 is connected to both OPCs
and neuronal progenitors, whereas Astro.3, which is enriched in the septal wall, is connected
only with OPCs (Video S1). Interestingly, oligodendrocyte progenitors were also connected
to aNSCs in the neuronal trajectory, supporting a model for two lineages of oligodendrocytes.
Unexpectedly, the most prominent sex difference we detected in the V-SVZ was among
oligodendrocyte progenitors. OPCs and COPs were significantly enriched in the septal wall
over the lateral wall in both sexes, with OPCs more enriched in males as compared to females
(Figure 2.11a,b). To independently validate this finding in vivo, we performed immunostaining
for NG2, an OPC marker, and quantified OPCs in the septal and lateral V-SVZ in both
sexes. This confirmed that OPCs were enriched in the septal V-SVZ and, furthermore, that
they were more abundant in the septal V-SVZ in males than in females (Figure 2.11c,d). In
sum, the higher number of neuronal lineage progenitors in the lateral wall, in contrast to
the enrichment of oligodendrocyte progenitors in the septal wall, point to important regional
differences in the V-SVZ regarding neurogenesis and gliogenesis (Figure S4E).
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Figure 2.11: Regional and Sex Differences in Oligodendrocyte Lineage
(A) Force-directed graphs show oligodendrocyte lineage progression from OPCs to MOLs (MOL, mature oligodendrocytes; NFOL/MFOL, newly formed/myelin-forming oligodendrocytes) in four samples and a schematic
summary of the lineage differentiation order. (B) The fraction of each cell type in different samples is represented
with circles (gray, mean; black, mean+SD; two biological replicates). Red box indicates regional enrichment and
blue box indicates both regional and sex-specific enrichment. (C) Quantification of NG2+ soma demonstrate
sex- and region-specific differences in OPC density (%NG2/DAPI; p<0.05; n=3; mean+SEM). Note fibers not
quantified. (D) Representative images of NG2 immunostainings in the V-SVZ from male and female mice. Scale
bar: 50 µm. (E) Force-directed graphs with both neuronal and oligodendrocyte lineages and a schematic summary
of the differentiation order and branching point of these lineages. See also Appendix Figure B.4D and Video
S1. (F) (Left) Heatmap of correlation matrix for significant TF modules. Both axes show TFs. (Right) Average
expression of significant TF clusters (Methods; Figure S5B; Table S4). Representative TFs are shown in the panel,
and TFs associated with previously undescribed co-expression patterns in each module are highlighted in bold.
See also Appendix Figure B.5 and Table S4.
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Finally, to investigate the transcriptional regulatory steps defining oligodendrocyte lineage
progression, we analyzed TF co-expression modules in each cell in the oligodendrocyte lineage
trajectory. We identified TF regulatory modules that exhibit sequential progression along the
oligodendrocyte lineage (Figure 2.11f; Appendix Figure B.5b; Table S4). These previously
uncharacterized temporal modules comprised oligodendrocyte lineage progression TFs (e.g.,
Kcnip3, Olig2, Sox2, and Klf9 [183, 184, 185, 186]) and co-expression partners (e.g., Hes5,
Eno1, Sox21, Purb, Zfp275, Foxj2, Zeb2, Tsc22d3, and Hopx ; Figure 2.11f). Among these,
Sox2 and Sox21 interaction are regulators of pluripotency and human glioma progression
[187, 188].
Functional classification of non-dividing V-SVZ stem cells
An important open question is whether individual cells are multipotent or whether they
exhibit commitment to neuronal or glial fates. We therefore examined whether V-SVZ
astrocytes have neuronal or oligodendrocyte lineage potential at the single-cell level and
whether this is enriched in the lateral or septal wall. To functionally classify the large astrocyte
cluster in an unbiased manner, we calculated the correlation between scRNA-seq profiles
of individual non-dividing astrocytes with aNSC1s (NPC Corr.) and OPCs (OPC Corr.)
(Methods). Only a modest number of cells in the astrocyte cluster were highly correlated with
NPCs and/or OPCs but were present in each astrocyte subcluster (Figure 2.12a). Consistent
with the putative lineage order in the force-directed graphs (Figures 2.10a and 2.11e), the
Astro.2 population showed highest correlation with both NPCs and OPCs, although the
septal V-SVZ-enriched Astro.3 was correlated with OPCs only (Figure 2.12a), in line with
the higher proportion of OPCs in the septal wall (Figure 2.11b,c).
Next, we performed a gene level analysis to rank astrocyte genes based on their lineage
potency (see Methods), which revealed different correlation patterns with NPC and/or OPC
potency (Table S5). Many NPC-correlated genes (Table S5) also had high correlation with
OPCs (Table S5), indicating shared molecular mechanisms of potency. Top markers that
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Figure 2.12: Functional Classification of Non-dividing V-SVZ Stem Cells and Their Spatial Organization
(A) (Left) Individual cells were colored based on their Z-scored correlation values (red, NPC-correlated; blue,
OPC-correlated; purple, correlated with both NPCs and OPCs) and plotted on t-SNE projections in each sample.
(Right) The average Z scores of cells per cluster in each region. The circle plots are the same as those shown in
Figure 2B. (B) Scatterplot showing the correlation between each gene and NPCs or OPCs. Highly correlated genes
are labeled in green and anti-correlated genes in black. (C) In situ hybridization (ISH) data from Allen Mouse Brain
Atlas (coronal sections) showing spatial distribution of selected NPC and/or OPC-correlated astrocyte markers at
three different rostro-caudal levels and the scaled expression of each gene on t-SNEs (green, correlated genes;
black, anti-correlated genes). (D) Heatmap of gene correlation values for the top hundred positively correlated
genes with highest variability across four samples and the boxplots showing the data distribution. Genes with high
regional and sex differences are highlighted.
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correlated with both NPCs and OPCs included S100a6, Notum, Dbi, and Sfrp1, as well as
known V-SVZ qNSC activation and injury-response markers, such as Ascl1, Vim, Thbs4, and
Rpl32 [87, 150, 189] (Figure 2.12b). Some markers were correlated only with NPCs (e.g.,
Stmn1 ) or OPCs (e.g., Cspg5 and Dkk3 ; Table S5); moreover, our analysis also revealed anticorrelated markers, including classical astrocyte markers, such as Gja1, Slc1a3, and Sparcl1.
As almost all V-SVZ astrocytes are Slc1a3 +, the level of expression of these pan-astrocyte
genes (e.g., Gja1 and Slc1a3 ) at the single-cell level may be important to assess the lineage
potency of an individual astrocyte (Figure 2.12b). Finally, among known markers expressed
by adult V-SVZ NSCs, aNSC markers were correlated with NPCs and OPCs (Ascl1, Nes,
and Gsx2 ), whereas qNSC-enriched genes (Vcam1, Cdh2, Nr2e1, S1pr1, and Hes5 ) were not
(Figure S5C). Together, our analysis identifies markers correlated with NPC and/or OPC
potency and allows the ranking of previously proposed markers in terms of their lineage
potency.
To gain insight into the spatial distribution of cells expressing NPC and/or OPC-correlated
and anti-correlated markers, we used Allen Mouse Brain Atlas ISH data [190]. Consistent
with their high ranking in the lineage potency analysis, Dbi, Cpe, Igfbp5, Vim, Marcksl1,
Sfrp1, Anxa2, and Dkk3 transcripts showed high enrichment in V-SVZ, including various
regional distributions along the dorsal-ventral and rostro-caudal axis (Figure 2.12c). In
contrast, highly NPC and OPC anti-correlated astrocyte markers, such as Gja1, showed high
expression in both the V-SVZ and adjacent parenchymal cells and Itih3 was more enriched
in non-SVZ cells (Figure 2.12c). These ISH patterns indicate the significance of V-SVZ
enrichment in selecting salient markers for lineage potency.
Finally, when lineage potencies of non-dividing astrocytes were compared separately
by wall and by sex, NPC- associated genes were enriched in lateral wall astrocytes and
OPC-associated genes in septal wall astrocytes (Figure 2.12d; Table S5), consistent with the
quantitative differences in NPCs or OPCs in these regions. Interestingly, several NPC and/or
OPC-correlated genes also showed clear regional bias, such as Mt1 or Mt3, which were strong
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markers of lineage potency in septal astrocytes but did not correlate with either lineage in
lateral astrocytes (Figure 2.12d). Similarly, we detected several genes with high correlation
variability that depend on sex in male versus female comparisons, such as Igfbp2, Slco1c1,
and Mfap2, further supporting male and female V-SVZ astrocyte functional gene expression
level differences (Figure 2.12d; Table S5).

2.3.4

Discussion

We performed large-scale, single-cell profiling to characterize the complexity of the adult
V-SVZ NSC stem cell niche as well as regional differences between the lateral and septal
walls. We identified the major V-SVZ cell types, including molecularly distinct subtypes.
Our analysis revealed that lateral and septal walls have different lineage biases toward
neuronal or glial fate at the single-cell level and exhibit some sex differences. Furthermore,
we identified single-cell-level transcription factor co-expression modules in neurogenesis and
oligodendrogenesis that track the transcriptional progression of these lineages with high
resolution.
The V-SVZ exhibits regional and cell type heterogeneity at multiple scales: anatomical
(different walls of the ventricle), large spatial domains within each wall and restricted
microdomains that generate specific subtypes of neurons or glia [90]. Although transcriptome
analysis in the postnatal V-SVZ has uncovered molecular differences between the dorsal
and the lateral walls [191], all profiling studies in the adult V-SVZ, including recent lowthroughput, single-cell studies, have focused only on the lateral wall and the neuronal lineage
[87, 149, 150, 177]. These FACS-based studies have provided important initial insight into
stem cell quiescence and have highlighted sequential transitions that NSCs undergo during
neuronal lineage progression [87, 149, 150, 177].
Here, we separately profiled cells from the entire lateral and septal wall of male and female
adult mice without FACS purification, thereby capturing a broader repertoire of V-SVZ
cell types, including cells at multiple stages of differentiation along both the neuronal and
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oligodendrocyte lineages as well as niche cells. Importantly, this provides unique insight into
regional differences in the lateral and septal walls, including the less-explored oligodendrocyte
lineage in the adult V-SVZ, and has allowed us to identify transcription factor co-expression
modules at the single-cell level, which likely delineate transcriptional regulatory changes
occurring during neuronal and oligodendrocyte differentiation.
We detected regional differences in the composition of neuronal and oligodendrocyte
progenitors, suggesting that, although both walls can give rise to neurons and glia, the
lateral wall is more enriched in neurogenesis and the septal wall in gliogenesis. The most
striking sex difference was in OPCs, which were enriched in the septal wall and especially
in males. This sex difference may be due to differences in the number and types of stem
cells and progenitors in males and females as well as to differences in niche signals. Female
and male oligodendrocyte levels and myelination are differentially sensitive to steroids, such
as progesterone and dihydrotestosterone [101]. Although the functional consequences of
different OPC numbers are unclear, we speculate that adaptive myelination may exhibit sex
differences.
Functionally distinct quiescent stem cell pools located in either wall of the V-SVZ may
underlie regional compositional differences in progenitor populations, as our cell- and gene-level
analyses suggest that lateral and septal wall astrocytes exhibit higher NPC or OPC correlation,
respectively. Indeed, spatially distinct pools of NSCs can sense and respond to different local
and long-range physiological signals to generate different types of OB interneurons [148], and
V-SVZ NSCs are promptly recruited upon injury or under pathological conditions [90]. In
light of our findings, it will be interesting to carefully dissect regional V-SVZ responses to
demyelinating insults and other injury paradigms in female and male mice separately in the
future and isolate regional dormant cell subtypes that are lineally related to different injury
response cells. Indeed, additional layers of heterogeneity among both stem cells and niche
cells remain to be resolved. This may require more precise isolation of regional subtypes
and optimized protocols to enrich for different cell types. Importantly, our study provides a
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platform to identify molecularly distinct pools of stem cells under homeostasis, in response
to different physiological states, and that are recruited by injury in each sex.
Significant effort has been made to classify V-SVZ NSCs, yielding a handful of markers
that also label non-SVZ astrocytes or show high enrichment in other cell types. We identify
several lineage potency markers, including signaling molecules with high V-SVZ astrocyte
enrichment. These markers exhibited different regional expression patterns within the V-SVZ
walls, highlighting additional V-SVZ astrocyte heterogeneity still to be resolved. In addition
to significant regional differences, we also found that several key molecular pathways crucial
for NSC maintenance, self-renewal, and proliferation were differentially expressed in male
versus female astrocytes, indicating differential effects of these cues and signaling pathways
on male and female NSCs. In the future, it will be important to characterize regional cellular
heterogeneity and sex differences in the adult human V-SVZ, which contains largely quiescent
stem cells [192].
Finally, our large-scale census of regionally dissected adult V-SVZ cells will provide a
valuable resource for future functional studies, including identification and regulation of
regionally distinct adult V-SVZ neural stem cells, their lineages, and interactions with different
niche components. It will be useful for comparative analysis of NSCs in the developing brain
and adult subgranular zone neural stem cell niche as well as for comparison with astrocytes,
microglia, and vascular cells in different brain regions to probe regional heterogeneity and
sex differences.

2.3.5

Methods

Key resources
A table of key resources is available in the online version of the paper.
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Experimental Model and Subject Details
All experiments were performed in accordance with institutional and national guidelines for
animal use and approved by IACUC at Columbia University and the cantonal veterinary
office of Basel-Stadt. All mice (males and females) were group-housed conventionally with
ad libitum food and water in 12-h light /12-h dark cycles, and sacrificed at the same
time of day. B6.Cg-Tg(GFAP-cre/ERT2)505Fmv/J mice (hGFAP::CreERT2) were bred
with B6.Cg-Gt(ROSA)26Sortm14(CAG-tdTomato)Hze /J mice (R26RCAG-tdTomato ) to generate
hGFAP::CreERT2; R26RCAG-tdTomato mice. For single cell analysis, the tissue samples
were microdissected from eight to ten week old hGFAP::CreERT2; R26RCAG-tdTomato and
R26RCAG-tdTomato female and male mice. Females were in the estrus phase of the estrus
cycle. Two biological replicates each were performed for male lateral wall, male septal wall,
female lateral wall and female septal wall (Male Lateral Replicate 1: hGFAP::CreERT2;
R26RCAG-tdTomato (2 mice); Male Septal Replicate 1: hGFAP::CreERT2; R26RCAG-tdTomato
(2 mice); Female Lateral Replicate 1: hGFAP::CreERT2; R26RCAG-tdTomato (3 mice); Female
Septal Replicate 1: hGFAP::CreERT2; R26RCAG-tdTomato (3 mice); Male Lateral Replicate 2:
hGFAP::CreERT2; R26RCAG-tdTomato (1 mouse); Male Septal Replicate 2: R26RCAG-tdTomato
(3 mice); Female Lateral Replicate 2: hGFAP::CreERT2; R26RCAG-tdTomato (2 mice); Female
Septal Replicate 2: hGFAP::CreERT2; R26RCAG-tdTomato (2 mice)).
V-SVZ dissection and dissociation
Whole-mounts of the lateral and septal walls of the V-SVZ were dissected separately as
described [193]. The whole-mount dissections included the entire length of the lateral and
septal walls of the V-SVZ, as well as inevitably some adjacent striatal and septal tissue.
Dissected whole mounts were minced into small pieces, digested with papain (Worthington,
6 mg per sample, 10 min at 37 °C) in PIPES solution [120 mM NaCl, 5 mM KCl, 20 mM
PIPES (Sigma), 0.45% glucose, 1x Antibiotic/Antimycotic (GIBCO), and phenol red (Sigma)
in water; pH adjusted to 7.6] [177]. Digested tissue was triturated to single cells in the
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presence of ovomucoid (Worthington, 0.7 mg/ml) and DNase (Worthington, 0.5 mg/ml) in
DMEM/F12. The single cell suspension was layered on top of 22% Percoll (Sigma) and
centrifuged for 10 mins at 4 °C without brakes to remove debris and myelin. Cells were
washed with 1% BSA/0.1% Glucose/Hank’s Balanced Salt Solution by centrifugation at 4 °C.
The single cell suspension was treated with red blood cell lysis buffer (Sigma) (1:1 dilution)
for 1 minute, washed by two rounds of centrifugation (1300 rpm at 4 °C) and resuspended in
1X Tris Buffered Saline. Cells were passed through a 40 µm cell strainer (Fisher) to remove
any cell clumps before loading, and were stained with Calcein AM live stain dye (Fisher,
1:500) on ice for 15-30 minutes.
Single cell library preparation and sequencing
Single cell capture and reverse transcription (RT) were performed as previously described
[92]. Cells were loaded in the microwell devices at a concentration of 600-1000 cells per µl.
Cell capture, lysis (2-Mercaptoethanol: Fisher Scientific, Buffer TCL: QIAGEN), and reverse transcription (Maxima H Minus Reverse Transcriptase: ThermoFisher, SUPERaseIN:
Thermofisher, Template switch oligo: IDT) were all performed on 150K microwell devices
(microwell size: 58 µm diameter, 75 µm height) connected to an automated microfluidics
system. The devices were scanned on a fluorescence microscope (Eclipse Ti-U, Nikon) during
the RNA capture step, and checked for lysis efficiency. RT reactions were performed on
Drop-seq beads (MACOSKO-2011-10, ChemGenes) also captured in the microwells. Beads
were collected from the devices and pooled for cDNA amplification step. Prior to PCR, the
beads were treated with Exo-I (New England Biolabs). Following PCR (KAPA HotStart
ReadyMix, Kapabiosystems), purified cDNA was used as input for Nextera tagmentation
reactions. cDNA and library quality was assessed using Qubit and Bioanalyzer (Agilent
Technologies). All DNA purification steps were carried out using Ampure XP beads (Beckman). High quality samples were sequenced on a NextSeq 500 sequencer using a 75 cycle
High Output Kit (Illumina, 1x75 bp).
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RNA-scope
Brains were quick frozen, and stored at −80 °C. 18 µm coronal sections were cut using the
cryostat. Sections were fixed in pre-chilled 4% PFA for 30 min at 4 °C, washed rapidly 5
times in PBS, followed by 5 more washes in fresh PBS and dehydrated sequentially in 50%
Ethanol, 70% Ethanol, and 100% Ethanol (two times) for 5 minutes each. Sections were
processed for FISH using the RNAscope Multiplex Fluorescent Assay Kit (Advanced Cell
Diagnostics). Sections were dried for 5 min at room temperature (RT), permeabilized for 20
min at RT using Protease IV solution (Cat No. 322336), washed and maintained in PBS until
probe addition. Probes were pre-heated to 40 °C, and added to sections in probe solutions
for 2hrs at 40 °C. Probes targeting Ascl1 (Cat No. 313291, NM_008553.4), Crym (Cat
No. 466131-C3, NM_016669.1), Hopx (Cat No. 405161, NM_001159900.1), Zic1 (Cat No.
493121-C3, NM_009573.3), Zic2 (Cat No. 428211, NM_009574.3), Notum (Cat No. 428981,
NM_175263.4) and S100a6 (Cat No. 412981,NM_011313.2) were used. Sections were washed
2 times 2 min in RNAscope Wash Buffer, incubated in RNAscope AMP-1 solution for 30 min
at 40 °C, washed 2 times 2 min in Wash Buffer, incubated in RNAscope AMP-2 solution
for 15 min at 40 °C, washed 2 times 2 min in Wash Buffer, incubated in RNAscope AMP-3
solution for 30min, washed 2 times 2min in Wash Buffer and incubated in AMP-4-FL solution
for 15min, washed 2 times 2min in Wash Buffer, incubated in DAPI solution for 30s and
mounted with AquaPolymount. Tile scans of the V-SVZ were acquired using an inverted
Zeiss Confocal LSM700 and Zen Blue software. For RNA-scope signal intensity quantification,
three sections per brain from three male and three female mice were analyzed for each gene
using Fiji [194]. RNA-scope signal intensities were normalized to DAPI intensity in the same
region of interest to measure the relative abundance of a given gene.
Immunostaining
Adult male and female RjOrl:SWISS mice (2 months old) were transcardially perfused with
0.9% saline and 3.2% paraformaldehyde. Brains were fixed overnight and 20 µm coronal
87

sections cut with a Leica VT1000S vibrating microtome. Brain sections were incubated in
blocking solution (PBS with 2% bovine serum albumin (BSA) and 0.2% (Ki67 and DCX)
or 0.05% (NG2) Triton X-100) for 60 minutes and then incubated in primary antibodies
in blocking solution for 36 hours at 4 °C. After washing, sections were revealed with Alexa
Fluor-conjugated secondary antibodies (Life Technologies and Jackson ImmunoResearch
Laboratories) for 1-2 hours at room temperature, counterstained with 4’,6- Diamidino-2Phenylindole Dihydrochloride (DAPI), (1 µg/ml, 5 minutes, SIGMA D9542) and mounted with
FluorSave™(Millipore corporation). The following primary antibodies were used: anti-rabbit
NG2 (Merck AB5320, 1:100), anti-rabbit Iba1 (Wako Cat. 019-19741, 1:100), anti-rabbit
Ki67 (Abcam ab15580, 1:100), anti-goat doublecortin (Santa Cruz (C18): sc-8066, 1:150).
Samples were imaged using an inverted LSM 700 confocal (Zeiss).
Single cell data processing
As previously described, cell and molecular barcodes are contained in read 1 of our paired-end
sequencing data, while all genomic information is contained in read 2 [92]. We trimmed read
2 to remove 3’ polyA tails (> 7 A’s), and discarded fragments with fewer than 24 remaining
nucleotides. Trimmed reads were aligned to the Mus musculus genome and transcriptome
annotation (GRCm38, Gencode annotation vM10) using STAR v.2.5.0 with parameters
–sjdbOverhang 65–twopassMode Basic–outSAMtype BAM Unsorted [96]. Only reads with
unique, strand-specific alignments to exons were kept for further analysis.
We extracted 12-nt cell barcodes (CBs) and 8-nt unique molecular identifies (UMIs) from
read 1. Degenerate CBs containing either ‘N’s or more than four consecutive ’G’s were
discarded. Synthesis errors, which can result in truncated 11-nt CBs, were corrected similarly
to a previously reported method [97]. Briefly, we identified all CBs with at least twenty
apparent molecules and for which greater than 90% of UMI-terminal nucleotides were ‘T’.
These putative truncated CBs were corrected by removing their last nucleotide. This twelfth
nucleotide became the new first nucleotide of corresponding UMIs, which were also trimmed
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of their last (‘T’) base. We note that one of second replicate experiments was conducted
with commercial Drop-seq beads from Chemgenes with a modified structure. A ‘V’ base was
added to the end of the UMI upstream of the poly(T) tail for quality-control purposes. As
a result, we adjusted our analytical pipeline to recognize truncated CBs by the presence of
excessive ‘T’ bases one nucleotide downstream of the position used in the previous pipeline.
All reads with the same CB, UMI, and gene mapping were collapsed to represent a single
molecule. To correct for sequencing errors in UMI’s, we further collapsed UMI’s that were
within Hamming distance 1 of another UMI with the same barcode and gene. To correct
for sequencing errors in cell barcodes, we then collapsed CBs that were within Hamming
distance one of another barcode, had at least 20 unique UMI-gene pairs a piece, and had at
least 75% overlap of their UMI-gene pairs. Finally, we repeated UMI error correction and
collapse using the error-corrected CBs. The remaining barcode-UMI-gene triplets were used
to generate a digital gene expression matrix. The number of cells included in each sample
was determined based on the inflection point in the cumulative histograms for molecules as
previously described [10, 92].
Clustering and differential expression
For unsupervised clustering, we first calculate k-nearest neighbors graphs from a cell by
cell Spearman’s correlation matrix with 𝑘 = 20. Spearman’s correlation was calculated
from a subset of highly variable genes that were detected in fewer cells than expected given
their apparent expression level [195]. For the marker gene selection step only, molecular
counts within each column of gene by cell expression matrices were normalized to sum to
one. Genes were then ordered by their mean normalized value in the population and placed
into bins of 50 genes. A gene’s detection frequency was calculated as the fraction of cells
in which at least one molecule of a gene was detected, and its score was defined as the
maximum detection frequency in its bin minus its detection frequency. Genes with scores
greater than 0.15 were considered markers, and were used to compute Spearman’s correlation.
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Clustering was performed on the resulting k-nearest neighbors graph using PhenoGraph [36],
a modularity-based clustering algorithm that produces robust clusterings on scRNA-seq data
[97]. Markers were re-selected for all subsequent sub-clusterings. Cluster specificity of each
gene was measured using a binomial specificity test [97]. The second replicates were clustered
separately using the same settings as above to identify major cell types, their subclusters and
cell compositions. All major cell clusters as well as subclusters were identified in the second
replicates except Astro.4. The cell subclusters with the same identifying markers but that
formed separate clusters were combined to maintain the compositional structure. SCDE was
used to identify differentially expressed genes across four astrocyte comparisons [196].
Visualization of single-cell data
The similarity matrix described above was converted to a distance matrix, and used as
input to tSNE for initial visualization [70]. To visualize k-nearest neighbors graphs more
directly and such that visualized distance was meaningful, we used force-directed graphs.
Briefly, force-directed graphs model a k-nearest neighbors graph as a physical system with
electrical and/or spring potentials between nodes, and visualize the system by minimizing its
potential energy [197]. Force-directed graph-based methods have previously been used to
examine lineage relationships in single cell data [53]. Layouts were generated from k-nearest
neighbors graphs using the raw_networkx and spring_layout commands in the NetworkX
v1.11 Python module with default parameters. All tSNE visualizations and force-directed
graphs, differential expression analyses and gene expression plots from Figures 2.8-2.12
were prepared using the larger first replicate dataset and the second replicate dataset was
exclusively used for cell composition analysis.
Cell filtering
Red blood cells (RBC) and doublets were removed after the initial clustering. Doublets
were marked by significant expression of canonical markers for more than one cell type (e.g.,
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Astrocyte-Oligodendrocytes, Astrocyte-Microglia) and formed separate clusters. To mitigate
any effect these RBC and doublet populations might have had on the initial marker gene
selection or clustering and to verify that no large clusters of doublets remained, data was
re-clustered as described above without them. The second and/or third round of clustering
revealed additional putative doublets expressing mature oligodendrocyte and aNSC-NB
markers, and astrocyte and endothelial cell markers. As we were not able to validate such
cells in the V-SVZ, they were also excluded from subsequent analysis (data not shown). In
total, the putative doublets constituted cell barcodes ∼7% of cell barcodes, in line with 4%
doublets predicted by Poisson statistics (∼70% bead loading efficiency). A small number of
choroid plexus cells (4.5%) were detected in one of the four second replicate samples, and
formed a separate cluster marked by high enrichment of Sostdc1, Kl, Wfdc2 and Ttr. This
cluster was also excluded from downstream analyses and highly cross-talked marker Ttr in
that sample was also removed from the expression matrix to improve clustering. The cell
filtering resulted in the following cell numbers in each sample; Replicate 1: male lateral =
6649 cells, female lateral = 8676 cells, male septal = 4193 cells, female septal = 8889 cells;
Replicate 2: male lateral = 1716 cells, female lateral = 3217 cells, male septal = 4897 cells,
female septal = 3225 cells.
Gene set enrichment
To test for enrichment or depletion of previously reported gene sets, we first computed the
average expression level of each gene in each cluster of cells identified using PhenoGraph
(see above). Here, we defined the expression level as the number of UMI-corrected reads
(molecules) for a specific gene divided by the total number of molecules detected in each cell.
We then z-scored the log2-transformed the average expression level of each gene in each cluster,
and used the z-scores to produce a ranked list for each cluster. GSEA [163] was conducted
for each gene set against each ranked list using the Java implementation (GSEA v2.2.2)
available from http://software.broadinstitute.org/gsea/login.jsp and the following
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command:
java -cp gsea2-2.2.2.jar -Xmx2512m xtools.gsea.GseaPreranked -gmx
GMT_FILE_NAME -collapse false -mode Max_probe -norm meandiv -nperm 1001
-rnk RANK_FILE_NAME -scoring_scheme classic -rpt_label REPORT_FILE_NAME
-include_only_symbols true -make_sets true -plot_top_x 20 -rnd_seed
timestamp -set_max 6000 -set_min 15 -zip_report false -out . -gui false

The MsigDB C5 collection (Broad Institute) was utilized to identify GO biological processes, cellular components and molecular functions differentially regulated in four astrocyte
comparisons (Figure 2.9c). SCDE output (Table S3) were pre-ranked based on effect size to
GSEA with the following parameters: scoring_scheme: classic set_max: 500 set_min: 15
nperm: 1000
Transcription factor co-expression
To assess co-expression and mutual exclusivity of TFs (GO Term: DNA binding transcription
factor activity), we identified TFs with significant expression among cells (detected in > 80
cells) in the analyzed population. Homeo-domain containing, transcription cofactor Hopx
was manually added to the original TF lists as it has highly regionalized expression. For each
pair of TFs, we computed the log-transformed ratio of the joint probability of detecting the
two TFs in the same cell to the product of their marginal detection probabilities:

𝑅 = log2

𝑃(𝑖, 𝑗)
𝑃(𝑖)𝑃( 𝑗)

Positive values of 𝑅 indicate co-expression, and negative values indicate mutual exclusivity
beyond what would be expected by chance. To display this analysis, we converted the matrix
of 𝑅 values to a Pearson correlation matrix and hierarchically clustered using the average
linkage method. Significant clusters formed by these TFs were isolated using R (version 3)
function pvclust(), which uses bootstrap resampling to compute p values (nboot=2000).
TFs forming significant clusters (alpha=0.95) were defined as a TF module (Appendix
Figure B.5; Table S4).
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TF module visualization
To examine gradations of TF module expression in individual cells, we defined a cell’s
neighborhood expression to be the sum of its expression with that of its k-nearest neighbors,
and normalized each neighborhood expression profile to sum to the median number of
molecules per neighborhood. A similar smoothing method was proposed in a recent study
[198]. A TF module’s expression was then calculated as the mean expression of its genes
in the neighborhood and visualized on force-directed graphs (see above). Normalizing each
cell’s expression prior to calculating neighborhood expression or weighting the neighborhood
sum so that the central cell made the greatest contribution yielded similar results.
Lineage Correlation Analysis
We use the Spearman’s correlation coefficients computed on a set of highly variable genes as
described above to compare individual astrocytes to aNSC1 cells and OPCs (NPC and OPC,
respectively). For each astrocyte, we computed the average over all pairwise correlations
with aNSC1 cells and over all pairwise correlations with OPCs, yielding two correlation
values for each cell. To identify markers of lineage potential, we computed the Spearman’s
correlation coefficient between the normalized expression of each gene across astrocytes and
the Spearman’s correlation coefficient with either NPCs or OPCs across astrocytes. These
analyses were used to generate Figure 2.12a,b,d.
Statistical analysis of immunostaining
Statistical details of experiments can be found in the figure legends. Data are presented
as mean values ± standard error of the mean (SEM). n represents the number of evaluated
animals. For quantification of immunostaining, four sections at different rostral/caudal levels
from each animal were counted, from three males and three females. Cells throughout the
entire dorsal-ventral extent of V-SVZ on both the lateral and septal walls were quantified
using Fiji software [194]. Data are presented as percentage of overall number of DAPI+ cells
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in each wall of the V-SVZ, or as cells/mm2. For Iba1 quantification, multipolar microglia
were classified as “ramified” and round and unipolar microglia as “unramified”. Two-way
statistical comparisons were conducted by two-tailed unpaired Student’s test.
Data and Software Availability
The accession number for the sequencing data reported in this paper is GEO: GSE109447.
Supplementary Information
Supplemental Information includes five figures, one video, and five tables. Supplementary
figures are in Appendix B. The video and tables can be found with this article online:
https://doi.org/10.1016/j.celrep.2018.12.044.
Acknowledgments
F.D. was supported by NIH NINDS R01 NS074039, United States; Swiss National Science
Foundation 31003A_163088, Switzerland; and the University of Basel, Switzerland. P.A.S.
was supported by NIH/NIBIB grant K01EB016071 and NIH/NCI grant R33CA202827,
United States. D.M. was supported by an NRSA Ruth Kirschstein Postdoctoral Fellowship
(NIH NINDS F32 NS090736), United States. Author Contributions
D.M., P.A.S., and F.D. designed the study. D.M. and J.Y. performed the single-cell
experiments. V.C., A.C.D., Z.C., and V.S.-V. performed RNAscope validations and immunostainings. H.M.L., P.A.S., and D.M. analyzed the data. D.M., H.M.L., V.S.-V., P.A.S., and
F.D. wrote the manuscript.
Declaration of Interests
Columbia University has filed a patent application on the microwell technology for single-cell
RNA-seq. J.Y. and P.A.S. are listed as co-inventors on this patent application.

94

2.4

Single-cell transcriptomic analysis of tumor heterogeniety [80]

Section 2.4 is a perspective originally published in:
Levitin HM, Yuan J, Sims PA. Single-cell transcriptomic analysis of tumor
heterogeneity. Trends in Cancer. 2018 Apr 1;4(4):264-8.

2.4.1

Summary

Intratumoral heterogeneity is among the greatest challenges in precision cancer therapy.
However, developments in high-throughput single-cell RNA sequencing (scRNA-seq) may
now provide the statistical power to dissect the diverse cellular populations of tumors. In the
future these technologies might inform the selection of targeted combination therapies and
enrollment criteria for clinical trials.

2.4.2

Main Text

Precision cancer therapies exploit patient- and tumor-specific molecular features to attack
transformed cells or manipulate the tumor microenvironment. However, the diversity of
malignant and microenvironmental populations within a single tumor can complicate this
approach. While collaborative molecular profiling efforts like The Cancer Genome Atlas have
enhanced our understanding of intertumoral heterogeneity across patients, efforts to dissect
intratumoral heterogeneity are at a much earlier stage. Nonetheless, this information is likely
to be crucial to the rational application of targeted therapies. The target of a given drug
may be present in only a subset of cells, and even if the target is widely expressed its role in
driving a malignant phenotype may be limited to a specific subpopulation. For a given tumor
type, there could be numerous potential therapies or combinations that could target, either
by design or through a side effect, both the malignant cells and the tumor microenvironment.
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While these complexities are widely appreciated, the tools to assess them comprehensively
are just now becoming available.
The development of deep sequencing led to rapid advances in gene expression profiling
by RNA-seq. In its simplest form, RNA-seq involves the conversion of mRNA into a
library of amplified cDNA fragments, which are then sequenced and quantified to obtain
an expression profile. Soon after the introduction of RNA-seq, high-sensitivity protocols
for profiling individual cells were reported [5], and until recently the scalability of these
methods was limited to tens to hundreds of cells per sample (Figure 2.13A). However,
tumors comprise numerous cellular populations. In addition to malignantly transformed cells,
tumor microenvironments may contain diverse infiltrating immune populations (lymphocytes,
myeloid cells, dendritic cells, etc.), cell types involved in the tumor’s blood supply, and other
stromal populations. Furthermore, the malignant population may contain multiple genomic
subclones superimposed on an aberrant developmental process, resulting in both immature,
stem-like subpopulations and multiple lineages of more differentiated cells. Finally, malignant
cells can occupy diverse physiological states resulting from stress (hypoxia, DNA damage,
starvation), quiescence, or cell cycle stage. Acquiring the statistical power to identify and
describe these complex populations requires the profiling of multiple cells of the same type
in the same state. Thus, substantial throughput is needed to comprehensively dissect the
phenotypic structure of a tumor. While the true throughput required to profile a given tumor
is indeterminate, technologies that can sequence tens or even hundreds of individual cells per
sample are likely to be insufficient.
While the majority of scRNA-seq studies in cancer have employed low-throughput methods
(Figure 2.13A), these efforts have already revealed the enormous potential of the approach.
Pioneering work in glioblastoma demonstrated the ability to distinguish malignantly transformed tumor cells from untransformed cells in the tumor microenvironment by analyzing
genetic alterations inferred from scRNA-seq [58]. This study revealed novel insights into
the developmental and immunological programs of gene expression underlying glioblastoma.
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Figure 2.13: (A) In conventional scRNA-seq, individual cells are flow sorted into multiwell plates. RNA-seq
libraries of individual cells are prepared, barcoded in separate wells (per-cell reaction volume: ∼10 ml) and pooled
together for next-generation sequencing. (B) In high-throughput scRNA-seq with microfabricated microwell arrays,
individual cells are co-encapsulated with individual, uniquely barcoded mRNA-capture beads in physically isolated
microwells (per-cell reaction volume: ∼100 pl). Reverse transcription of bead-captured mRNA molecules results
in the incorporation of a bead-specific barcode into each cDNA molecule. The barcoded cDNA molecules from
all cells are then pooled together and converted into a single RNA-seq library. (C) High-throughput scRNA-seq
with droplet-based microfluidics is similar to (B) except that the co-encapsulation occurs in droplets (per-cell
reaction volume: ∼1 nl). (D) In conventional RNA fluorescence in situ hybridization (FISH), multiple singly labeled
fluorescent probes are hybridized to transcripts encoding a specific target gene in situ. The fluorescent probes for
each transcript share the same color. The number of transcript species that can be measured scales linearly with
the number of imaging cycles/channels. (E) In highly multiplexed RNA-FISH, probes against multiple genes are
distinguished by unique combinations of secondary probes and read out by sequential hybridization. The number
of transcript species that can be measured scales exponentially with the number of imaging cycles/channels
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Building on this work, an impressive study in melanoma used scRNA-seq to discover varying
proportions of cells harboring drug- susceptible and drug-resistant phenotypes across patients
[81]. The authors used single-cell profiling to infer interactions between malignant cells and T
cells and identified expression patterns that correlate with T cell infiltration. More recently,
a study in colorectal cancer classified individual tumor cells by their lineage resemblance to a
large database of cell- and tissue-specific profiles, leading to new expression signatures that
are predictive of prognosis [82]. Despite this exciting progress, the experimental methods
employed in these studies are relatively expensive, limiting the number of cells that can be
profiled. Given the complex phenotypic landscapes of individual tumors and the potential
clinical importance of rare populations, we believe that deploying new tools capable of
inexpensive profiling from thousands of individual cells will be crucial to future clinical
applications.
Recently, researchers have combined microfluidic tools with DNA barcoding to develop
highly scalable platforms for genome-wide scRNA-seq (Figure 2.13B) [9, 10, 11]. These
advances have made the profiling of thousands of individual cells from a single specimen
routine and cost-effective. For example, we regularly use a system from our laboratory
[92] to profile surgical tumor specimens with library preparation costs of ∼5 cents per cell,
an overall cost of ∼US$1400 per tumor including sequencing, and a throughput of ∼5000
cells. High-through- put scRNA-seq technologies use scalable microfluidics to co-encapsulate
individual cells with single beads in microscale chambers, which may be microfabricated wells
[9, 92, 199] or aqueous–oil-emulsion droplets [10, 11, 12] (Figure 2.13B,C). The beads harbor
oligonucleotides that are 30 terminated with oligo(dT) for hybrid capture of polyadenylated
mRNAs and 50 terminated with a universal adapter for PCR. Importantly, oligonucleotides
contain a barcode sequence on the 50 end of the oligo(dT) terminus that is unique to each
bead. Therefore, after lysis and hybridization of the liberated mRNA from each cell to the
oligonucleotides on the co-encapsulated bead, reverse transcription results in the incorporation
of a bead (and therefore cell)-specific barcode sequence into the 5’ end of each cDNA molecule.
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Figure 2.14: Simplified illustrations of the potential applications of single-cell transcriptomics in precision medicine:
(A) identification of distinct malignant subpopulations that could be effectively targeted by different drugs in
combination and (B) identification of distinct malignant subpopulations or cell types coexpressing targets in
multiple redundant pathways that could be targeted by different drugs in combination.

In some cases beads are intentionally chemically disrupted during lysis, releasing barcoded
primers into solution [11, 12]. Parallel incorporation of cell-specific barcodes into cDNA from
thousands of individual cells allows pooling of many cDNA libraries for downstream processing
in a single vessel, dramatically reducing costs. Deep sequencing is then used to quantify gene
expression and read out the barcodes that deconvolve the expression profiles of individual
cells. These methods have reduced per-cell library preparation costs to a few cents, and
because relatively few reads are required to saturate the resulting libraries (∼50,000–100,000
reads per cell) per-cell sequencing costs are typically <US $0.50. As a result, the number of
cells that can be cost-effectively profiled across a cohort and within a single tumor sample is
increased dramatically. Higher throughput not only increases the statistical power to detect
rare subpopulations but also might allow researchers to analyze cellular population structure
and interactions within a single tumor.
scRNA-seq in tissues requires cellular dissociation, which is perturbative and disrupts
valuable spatial information. Solid tumors generally contain multiple microenvironments
with highly variable composition and transformed cells in these complex niches could face
disparate selection pressures that influence therapeutic response. Direct quantification of
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individual RNA molecules in cells can be achieved in intact tissue by fluorescence in situ
hybridization (FISH). Until recently RNA-FISH was limited to parallel quantification of a
handful of genes (Figure 2.13D), but new approaches involving sequential hybridization and
combinatorial barcoding have allowed profiling of >100 genes in complex tissues (Figure
2.13E) [200, 201]. We anticipate that these exciting new techniques will be complementary to
scRNA-seq in cancer, providing direct molecular characterization of tumor microenvironments
and invaluable tools for targeted validation.
How might single-cell transcriptomics fit into precision oncology? These new technologies
could allow clinicians to determine the coexpression pattern of potential drug targets in both
cells and tumors to inform the selection of targeted therapies. Single-cell expression profiling
can reveal whether a target is pervasively expressed or restricted to a rare subpopulation and
whether potential targets for combination therapy are expressed in redundant pathways or
separate subpopulations. While this may seem simple, these intratumoral features are rarely
rigorously evaluated when enrolling patients in clinical trials. Coexpression analysis could
be particularly useful for assigning combination therapies that target multiple cell types or
pathways as highlighted in Figure 2.14. Finally, this type of analysis could prove valuable for
assessing drug response, as one can directly determine whether a specific subpopulation has
been ablated or altered by treatment compared with an untreated specimen. As studies of
this type mature and identify key markers of drug response, more targeted approaches to
single-cell expression profiling such as the in situ methods described above could become
sufficient. In sum, we believe that large-scale, single-cell transcriptomics will significantly
impact the development and implementation of molecular enrollment criteria for clinical trials
in cancer and the evaluation of therapeutic response at the molecular level.
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Chapter 3: Single-cell Hierarchical Poisson Factorization

Contributions I led the study supervised by Dr. Peter Sims and Dr. David Blei. Dr.
Blei and I identified Hierarchical Poisson Factorization as a candidate for modeling scRNAseq datasets. With helpful discussion from Dr. Sims, Dr. Blei, and Dr. Francissco Ruiz,
I conducted initial experiments and identified changes necessary for use with scRNA-seq
data, including empirically setting hyperparameters and conceiving of cell and gene scores
for interpretation. Dr. Sims, Dr. Blei, and I designed the study. I designed and wrote
the Python scHPF code and conducted analyses including all benchmarking against other
methods, clustering, scHPF analysis of the regionally localized high grade glioma biopsies,
characterization of myeloid populations and phenotypic bias within malignant cells, and
survival analysis. Dr. Sims and I interpreted results and wrote the scHPF manuscript
with input from Dr. Blei, Dr. Peter Cannol, and Dr. Ruiz. Dr. Ruiz provided his C++
implementation of Hierarchical Poisson Factorization for initial experimentation. Dr. Yim
Cheng cultured and performed scRNA-seq on TS543 cells. Dr. Jeffrey Bruce and Dr. Canoll
acquired the spatially-localized glioma biopsies. Dr. Antonio Iavarone and Dr. Anna Lasorella
prepared glioma specimens. Dr. Jinzhou Yuan performed scRNA-seq on the tumor biopsies.
Erin Bush performed whole-genome sequencing. Dr. Sims preprocessed scRNA-seq data,
analyzed whole-genome sequencing, and conceived of and implemented analysis showing
two clusters in the glioma data were likely multiplets.This was my first first-author research
article.
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3.1

Introduction

Common approaches to gene signature discovery in scRNA-seq depend upon predefined
structures like clusters or pseudo-temporal orderings. While useful in some contexts, these
structures are too reductive to capture many biologically important expression programs
even after careful feature selection and preprocessing. For example, malignant cells in cancer
simultaneously exist in a range of non-orthogonal metabolic, stress, and proliferative states,
and can resemble multiple normal cellular lineages while still maintaining some properties
of cancer. scRNA-seq offers an opportunity to understand this notoriously heterogeneous
disease, but standard methods like clustering and pseudo-temporal ordering cannot capture
its full transcriptional landscape.
We developed single cell Hierarchical Poisson Factorization (scHPF) to find coordinated
gene expression programs in scRNA-seq data without a predefined structure across cells.
Given a molecular count matrix, scHPF identifies a small number of latent factors that
decompose cells’ expression profiles into component transcriptional programs. Each cell
has a “budget” that reflects the cumulative effects of limited cellular resources, cell size,
and experimental sampling. Cells distribute their budgets across factors according to the
activity of their underlying transcriptional programs. Symmetrically, each gene quantifies
its contribution to an expression pattern by the weight it assigns to the associated factor.
Importantly, genes are constrained by budgets that reflect their dynamic range and sparsity
under experimental sampling, but can be involved in multiple processes.
Because scHPF’s probability model encodes reasonable assumptions about the structure
of scRNA-seq datasets, scHPF reliably captures scRNA-seq’s variability, has better predictive
performance than competing methods, and tends to produce interpretable latent factors.
In our study of biopsies from the core and brain-invading edge of an high-grade glioma,
scHPF identified lineage-associated factors that varied within clustering-defined populations,
revealing novel disease features that were not apparent from cluster-based analysis alone.
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Later work in Chapter 4 shows how scHPF can be used to harmonize data across experimental
conditions.

3.1.1

Adaptation

scHPF was inspired by previous work on matrix factorization for recommender systems,
which suggest new content to users based on their history [202]. For example, in the Netflix
challenge, competitors predicted users’ ratings of films based on a user by item matrix of
previous ratings. Similarly, implicit feedback-based recommendation algorithms suggest
content using binary consumption history (eg which New York Times articles a user has
clicked).
We observed that some properties of user history datasets are strikingly similar to single
cell transcriptional profiles. In particular, it is not clear when zeros are informative in either
data type. For user history, an individual may not have ranked or clicked on an item (1)
because they are not aware of it or (2) because they are aware of the item but are not
interested. Likewise, a count in an scRNA-seq matrix may be zero either because of a
failure to capture mRNA or because a cell does not express a gene. There are many further
similarities. Both data types are sparse; both show sample (cell/user) and feature (gene/item)
specific biases; and both exhibit the “Napoleon Dynamite effect", where two samples that
are otherwise similar have very different interactions with a particular item (e.g. stochastic
expression of a gene in cells with shared co-expression of lineage markers).
Obviously, there are many important differences between scRNA-seq and user history.
Each entry in an scRNA-seq matrix records the accumulation of distinct, physical events,
whereas movie ratings are discretized expressions of preference, and consumption data record
a binary event. Consequently, scRNA-seq matrix entries have an essentially unlimited range,
and may reach into the hundreds or even thousands, while ratings and consumption have
a small range (typically either zero to five or binary). Likewise, although both scRNA-seq
and user history datasets are extremely sparse, the second most common element in an
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scRNA-seq matrix is one. This may not be the case for common types of user history like
movie ratings. Thus, while user history data and scRNA-seq share important properties,
matrix factorization-based recommendation algorithms that do not model the count nature
of single cell datasets may not be suitable for analysis of scRNA-seq.
Hierarchical Poisson Factorization (HPF) [66] is a matrix factorization algorithm designed
for scalable recommendation. We initially identified it as a good candidate for application
to scRNA-seq because its probability model encodes assumptions consistent with single cell
transcriptomics. In particular, HPF posits that data are drawn from a count distribution,
models variable sparsity across rows and columns through gene and cell-specific scaling
parameters, and implicitly downweights zeros. These modeling choices are reasonable for
scRNA-seq datasets.
Nevertheless, adapting HPF for single cell data required several small but important
changes. The authors of the original HPF paper only reported experiments on binary or
binarized data that ranged from 99-99.9% sparse. Although zero and one are the most
common elements in scRNA-seq data, counts may range into the hundreds or (rarely)
thousands and matrices may have sparsity between 90-99% depending on the number of genes
included as well as biological and technical effects. Pre-selection of highly variable genes
may further alter sparsity. The Poisson distribution (a component of HPF) should naturally
accommodate higher count data with lower sparsity; however, we found that empirically
setting hyperparameters for the gene and cell-specific scaling distributions improved inference
for scRNA-seq datasets. We note that we also use these hyperparameters to parameterize
random initialization, so improved posterior inference may arise in part from more appropriate
initialization rather than the hyperparameters themselves. Experiments which decouple
hyperparameter values and initialization would be necessary to disentangle these effects.
We also slightly modified HPF’s inference procedure. When fitting scRNA-seq data, the
original HPF inference algorithm often produces redundant factors with nearly identical
distributions across both genes and cells. This may be caused by the high level of structure
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in expression data—where hundreds of genes may be co-regulated in a single module—as
opposed to user history data, where we expect less extensive coordination. We found that
changing the order of updates during inference improves symmetry breaking for scRNA-seq
data and thus avoids duplicate factors. To better interpret the HPF model, we introduced
cell and gene scores. Scores quantify each latent factor’s relative (rather than absolute)
contribution to expression in a cell or of a gene. Mechanistically, cell and genes scores scale
the weight assigned to a factor by the inferred budget of the assigning entity. This allows us
to rank genes by their relative importance in a factor rather than their overall transcriptional
contribution, which is confounded by genes’ varying dynamic range and sparsity. Likewise,
cell scores reflect the latent factors’ scale rather than absolute activity in a cell, as overall
transcriptional involvement is confounded by the number of molecules per gene. Gene and
cell scores are critical to the interpretation of scHPF factors, and are the primary scHPF
output used in downstream analyses.
Finally, we provide an efficient Python implementation of scHPF with a well-documented
command line interface. Inference is implemented in the numba Python library [203], which
performs automatic parallelization and translates Python functions to fast machine code
using the LLVM compiler. The code for the scHPF model has a scikit-learn-like interface
[204], and is easy to integrate into existing pipelines. Our implementation includes additional
functionality that is not documented in the original scHPF paper, including projection of new
cells not seen in training onto an existing scHPF model. Projection was used in a forthcoming
manuscript [205] and in the unpublished material in Chapter 4. Code is publicly available on
github.
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3.1.2

Strengths

Avoiding prior normalization
Unlike many other bioinformatic methods for scRNA-seq, scHPF deals directly with nonnegative count data, avoiding the pathologies and arbitrary choices associated with normalizing
small counts [65, 206]. For example, popular normalization methods have been shown to
artificially introduce a phenomena called zero-inflation into UMI-based scRNA-seq (which
encompasses all high-throughput methods) [65, 207]. This widespread misunderstanding
led many researchers to use zero-inflated distributions even when directly modeling count
data. Recent work suggests that, when normalization is applied as a modular preprocessing
step, different scRNA-seq datasets may require different normalization strategies [64]. scHPF
avoids these issues by including cell and gene scaling parameters in its probability model and
working with the natural representation of the data.
Non-negativity
scHPF enforces non-negativity on latent factor weights. Because non-negative weights
necessitate additive decomposition, they tend to result in sparse, parts-based representations
[62]. This is consistent with the additive nature of gene expression programs
Missing data
scHPF implicitly models missing data through cell and gene “budgets”. These budgets capture
the constraint of sampling which results in two types of false negatives: false negative zero
entries, and non-zero counts that are lower than the actual number of molecules present in
the cell. In the context of the scHPF graphical model, this is partially achieved through gene
and cell-specific random variables that act as scaling parameters for the gamma-distributed
factors. However, we note that the scHPF can be rewritten as a two stage model where (1)
each cell determines its Poisson-distributed total observed molecules as stochastic functions of
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the cell and gene-specific random variables and then (2) distributes the molecules according
to a multinomial distribution, motivating our use of the term “budget”.
Sparse representations
scHPF imposes sparse representations through gamma distributions with shape parameters
less than one, causing most factor weights to be near zero. Sparse factor weights are consistent
with our understanding of biology, where cells do not engage in many of the possible biological
processes encoded in their genomes. Many latent space methods use dense representations,
and therefore do not capture this important biological property, reducing both their ability
to capture the data and their interpretability.
No pre-selection of highly variable genes
Most popular dimensionality reduction methods for scRNA-seq pre-select highly variable
and/or highly expressed genes as their input features, resulting in at most one or two thousand
genes. In contrast, scHPF works well with genome-wide molecular counts for protein coding
genes, generally greater than ten thousand total genes after excluding genes expressed in
only a tiny fraction of cells. Using genome-wide counts allows a greater fraction of low to
moderately expressed genes, such as transcription factors, to contribute to the final model.
scHPF may be able to extract signal despite the “curse of dimensionality” with genome-wide
data because it works directly with counts and implicitly downweights noisier low-count genes
as well as zeros via the Poisson distribution.
Interpretability
scHPF produces highly interpretable representations. For example, the top five genes shown
for the first factor in Figure 3.8 are canonical neuroblast markers. Other factors from the
same model are similarly interpretable. Moreover, in cases where scHPF has motivated
followup experiments, the results validated our interpretations. In Chapter 4, we report a
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novel, kinetic intermediate in T cell activation that was initially suggested by an scHPF
factor’s distribution across cells and top genes. Followup experiments validated both the
relative timing and coherence of the novel program.
In our hands, we have found scHPF’s representations to be more interpretable than other
methods. Unfortunately, we do not know of a quantitative metric to assess interpretability
without bias, and do not attempt to quantify it in the scHPF paper. Theoretically, we
might compare the statistical enrichment of relevant gene sets across dimensionality reduction
methods, but this approach depends on the gene sets’ quality and applicability. Terms from
popular repositories like GO [208] and MSigDB [209] often have functional biases that can
be misleading when applied to scRNA-seq. For example, in an analysis of a mouse brain,
an scHPF factor enriched with markers of a ciliated brain cell type (ependymal cells) was
highly enriched for GO terms related to spermatogenesis and testicular tissue. Despite this
bias, we note that scHPF performed very well as compared to other methods in terms of the
number of relevant GO terms per factor in an analysis by independent investigators [210].
Gene signatures from initiatives like the Human Cell Atlas may enable less biased assessment
of enrichment in the future.
Alternately, we might assess dimensionality reduction methods’ interpretability by their
agreement with clustering. A biologically-relevant reduced representation should broadly
recapitulate known-good clustering Figure 3.7, and factors specificity to individual clusters
can meaningfully demonstrate interpretability Figure 3.9. Qualitatively, scHPF does very
well by this metric. However, beyond a certain threshold, a representation’s quantitative
agreement with clustering may not be meaningful. Cluster labels are generally computed from
the same data used by dimensionality reduction methods. Without additional information,
there is no way to assess if comparatively better agreement with such labels reflects similarity
between methods or more biologically accurate representations. New methods which collect
multimodal information may help deconfound such comparisons. For example, one study used
reference labels derived from surface protein expression to evaluate scRNA-seq based methods
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[32]. These data were not broadly available when our manuscript was under preparation.
However, labels derived from protein expression may still introduce bias due to imperfect
accuracy in protein measurement and biological differences that are reflected in mRNA but
not surface protein, and vice versa.
Finally, we note that many dimensionality methods for scRNA-seq have attempted to
demonstrate their biological relevance based on the quality of clustering on their reduced
representations. These studies generally use metrics of cluster coherence such as the silhouette
width to assess cluster quality. Tight clusters are desirable under the assumption of discrete
phenotypes without any internal variance; however, this assumption does not reflect the
compound and sometimes continuous nature of biological phenotypes. Cells of the same type
may be engaged in any number of complex processes beyond their core identity program.
Thus, there is no biological reason to think that representations that result in tight, distinct
clusters are superior to those that result in looser clusters. This is especially clear if we
consider the optimal case under a measure of cluster tightness, where all cells in a particular
cluster have an identical point representation that is very far away from all other clusters.
Clearly, this would be a gross overfit of the data, and erase potentially important biology.

3.1.3

Limitations

(Relative) computational complexity
scHPF has 𝑂 (𝐶𝐾 + 𝐺𝐾 + 𝑍𝐾) complexity in both time and space, where 𝐾 is the number
of factors, 𝐶 is the number of cells, 𝐺 is the number of genes, and 𝑍 is the number of
nonzero counts in the training data. As we expect 𝑍 to be much greater than 𝐶 or 𝐺 in
scRNA-seq datasets, 𝑍𝐾 is the dominant term. In sparse data, we expect 𝑍𝐾 << 𝐶𝐺 for
reasonable values of 𝐾, giving scHPF a considerable theoretical advantage over methods
that must iterate through (and store) all 𝐶𝐺 matrix values. However, scHPF still iterates
through (and stores) all nonzero matrix values in each round of training. Methods that use
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mini-batches, and thus only look at a small subset of cells per training iteration, will (likely)
have a smaller memory footprint and might have shorter training time when the number of
cells 𝐶 is large. Theoretically, we might overcome this challenge by designing an alternative
inference algorithm that uses mini-batches for scHPF. Such an algorithm would likely treat
all gene scaling parameters and factor loadings as global and treat cell scaling parameters
and factor loadings as local parameters. Despite this relative weakness, we note that scHPF
still scales well to hundreds of thousands of cells when research-level computing resources
are available, and performed well as compared to other single cell-specific methods in an
independent analysis [210].
Factor stability
scHPF performs non-convex optimization of the variational approximation to the posterior.
As with other methods with multimodal posteriors (e.g. LDA [211] or variational autoencoders
like scVI [32]), scHPF factors may be unstable across initializations. We attempt to find the
best model out of multiple trials using a bound on the log likelihood of the data. However,
there may be a more robust way to perform model selection. For example, we might use
an alternative selection function, such as Molecular Cross Validation [212]. Alternatively,
we might follow the example of [69] and [68] and leverage multiple training rounds to find
conserved factors across models.

3.1.4

Perspective

Cell-centric approaches to analyzing scRNA-seq data like clustering and trajectory inference
assume all heterogeneity in scRNA-seq data arises from a predefined structure across cells
(either entirely discrete partitions or pseudo-temporal, continuous orderings). However, both of
these structures may exist simultaneously in complex populations. scHPF complements these
programs, allowing for de novo inference of gene expression programs without a predefined
structure across cells. scHPF is only one of many such methods that have been proposed for
110

scRNA-seq. The following manuscript (Levitin et al. [22]) performs in-depth benchmarking
against methods that were available at the time of scHPF’s development. Selected other
methods that have been published since scHPF’s development are discussed in Chapter 1.
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De novo gene signature identification from single-

3.2

cell RNA-seq with Hierarchical Poisson Factorization
[22]
The following is from:
Levitin HM, Yuan J, Cheng YL, Ruiz FJ, Bush EC, Bruce JN, Canoll P, Iavarone
A, Lasorella A, Blei DM, Sims PA. De novo gene signature identification from
single-cell RNA-seq with Hierarchical Poisson Factorizatio. Molecular Systems
Biology. 2019 Feb 1;15(2).
Supplementary materials can be found in Appendix C. Appendix Table S2 is available online
at https://doi.org/10.15252/msb.20188557

3.2.1

Highlights

Single-cell Hierarchical Poisson Factorization (scHPF) is a Bayesian factorization method
for de novo discovery of both continuously varying and subpopulation-specific expression
patterns in single-cell RNA-sequencing data.
• scHPF’s sparse low-dimensional representations, non-negativity, and explicit modeling
of variable sparsity across genes and cells produces highly interpretable factors.
• scHPF takes genome-wide molecular counts as input, avoids prior normalization, captures the statistical structure of single-cell RNA-sequencing (scRNA-seq) data better
than alternative methods, and has fast, memory-efficient inference on sparse scRNA-seq
data.
• Applied to scRNA-seq of a spatially sampled high-grade glioma, scHPF recapitulated
and expanded upon molecular features identified by standard analysis, revealing regional
differences in lineage resemblance within glioma subpopulations.
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Figure 3.1: Cartoon representation of scHPF

• One regionally-biased gene signature enriched in astrocyte-like glioma cells is associated
with poor survival in glioblastoma.

3.2.2

Summary

Common approaches to gene signature discovery in single-cell RNA-sequencing (scRNA-seq)
depend upon predefined structures like clusters or pseudo-temporal order, require prior
normalization, or do not account for the sparsity of single-cell data. We present single-cell
hierarchical Poisson factorization (scHPF), a Bayesian factorization method that adapts
hierarchical Poisson factorization [66] for de novo discovery of both continuous and discrete
expression patterns from scRNA-seq. scHPF does not require prior normalization and captures
statistical properties of single-cell data better than other methods in benchmark datasets.
Applied to scRNA-seq of the core and margin of a high-grade glioma, scHPF uncovers marked
differences in the abundance of glioma subpopulations across tumor regions and regionally
associated expression biases within glioma subpopulations. scHFP revealed an expression
signature that was spatially biased toward the glioma-infiltrated margins and associated with
inferior survival in glioblastoma.
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3.2.3

Introduction

Recent advances in the scalability of single-cell RNA-sequencing (scRNA-seq) offer a new
window into development, the cellular diversity of complex tissues, cellular response to stimuli,
and human disease. Conventional methods for cell-type discovery find clusters of cells with
similar expression profiles, followed by statistical analysis to identify subpopulation-specific
markers [34, 36, 84, 97]. Studies of cell fate specification have benefited from innovative
methods for inferring pseudo-temporal orderings of cells, allowing identification of genes that
vary along a trajectory [42, 44, 47]. By design, these approaches discover expression programs
associated with either discrete subpopulations or ordered phenotypes like differentiation
status. However, in addition to cell type and developmental maturity, a cell’s transcriptional
state may include physiological processes like metabolism, growth, stress, and cell cycle;
widespread transcriptional alterations due to copy number variants; and other co-regulated
genes not specific to a discrete subpopulation or temporal ordering. Such expression programs
are of particular interest in diseased tissue, where the underlying population structure may
be unknown and druggable targets might vary independently of cell type or maturity.
Matrix factorization is an appealing approach to decomposing the transcriptional programs
that underlie cellular identity and state without a predefined structure across cells. In this
class of models, both cells and genes are projected into the same lower-dimensional space, and
gene expression from each cell is distributed across latent factors that approximate a vector
basis for its transcriptional profile. Genes’ weights over the latent factors are discovered
simultaneously and can be used to identify expression programs. For example, previous studies
have defined gene expression programs from scRNA-seq data using principal component
analysis (PCA) or non-negative matrix factorization (NMF) [57, 58, 60, 61, 81]. However, a
combination of biological regulation, stochastic gene expression, and incomplete experimental
sampling leads to sparsity in scRNA-seq data. This creates challenges in downstream analysis.
Conventional methods like PCA and NMF are sensitive to false-negative dropout events
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in which a transcript is experimentally undetected despite its presence in a cell [30, 213].
Further, sparsity may vary across both cells and genes, complicating the normalization that
most computational methods require [213, 214].
Here, we describe single-cell hierarchical Poisson factorization (scHPF), a Bayesian factorization method that uses hierarchical Poisson factorization [66] to avoid prior normalization
and explicitly model variable sparsity across both cells and genes. We compare scHPF to
popular normalization and dimensionality reduction methods as well as algorithms explicitly
designed for scRNA-seq. scHPF has better predictive performance than these methods,
more closely captures expression variability in datasets generated by multiple experimental
technologies, and has better computational performance than other methods designed for
scRNA-seq. Finally, we apply scHPF to single-cell expression profiles obtained from the core
and invasive edge of a high-grade glioma. scHPF identifies both expected and novel features
of tumor cells at single-cell resolution and uncovers an expression signature associated with
poor survival in glioblastoma.

3.2.4

Results

Single-cell Hierarchical Poisson Factorization
scHPF uses hierarchical Poisson factorization [66] for de novo identification of gene expression
programs from genome-wide unique molecular counts. In scHPF, each cell or gene has
a limited “budget” which it distributes across the latent factors. In cells, this budget is
constrained by transcriptional output and experimental sampling. Symmetrically, a gene’s
budget reflects its sparsity due to overall expression level, sampling, and variable detection.
The interaction of a given cell and gene’s budgeted loadings over factors determines the
number of molecules of the gene detected in the cell.
More formally, scHPF is a hierarchical Bayesian model of the generative process for an
𝑁𝑥𝑀 count matrix, where 𝑁 is the number of cells and 𝑀 is the number of genes (Figure 3.2).
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Figure 3.2: scHPF graphical model. scHPF models the data matrix 𝑋𝑖,𝑔 using a set of per-cell latent factors 𝜃 𝑖
and per-gene latent factors 𝛽𝑔 . scHPF places hierarchical priors over the latent factors through the latent variables
𝜉𝑖 and 𝜂𝑔 , which probabilistically determine the observed transcriptional output for the cell or gene.

scHPF assumes that each gene 𝑔 and cell 𝑖 is associated with an inverse-budget 𝜂𝑔 and 𝜉𝑖 ,
respectively, that probabilistically determines its observed transcriptional output. Since both
𝜂𝑔 and 𝜉𝑖 are positive-valued, scHPF places Gamma distributions over those latent variables.
We set 𝜂𝑔 and 𝜉𝑖 ’s hyperparameters empirically (Materials and Methods, Figure 3.3).
For each factor 𝑘, gene and cell loadings over factors 𝛽𝑔,𝑘 and 𝜃 𝑖,𝑘 are drawn from a second
layer of Gamma distributions whose rate parameters depend on the inverse budgets 𝜂𝑔 and
𝜉𝑖 for each gene and cell. Setting these distributions’ shape parameters close to zero enforces
sparse representations, which can aid downstream interpretability. Finally, scHPF posits
that the observed expression of a gene in a given cell is drawn from a Poisson distribution
whose rate is the inner product of the gene’s and cell’s weights over factors. Importantly,
scHPF accommodates the over-dispersion commonly associated with RNA-seq [215] because
a Gamma-Poisson mixture distribution results in a negative binomial distribution; therefore,
scHPF implicitly contains a negative binomial distribution in its generative process. Previous
work suggests that the Gamma-Poisson mixture distribution is an appropriate noise model
for scRNA-seq data with unique molecular identifiers (UMIs) [198, 216].
Given a gene expression matrix, scHPF approximates the posterior distribution over
the inverse budgets and latent factors given the data using coordinate ascent variational
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Figure 3.3: Effect of empirically set hyperparameters on inference of budgets. Scatter plots of log2
molecules per gene (x-axes) versus the log2 inferred gene budgets (y-axes), with hyperparameters (A) a’, b’, c’
and d’ set to 1 or (B) determined empirically in a representative experiment on peripheral blood mononuclear
cells. Histograms on top and right show the marginal probability distributions along each axis.

inference [67, 217] (Materials and Methods). After fitting the model’s variational posterior, we
define each gene and cell’s score for a factor k as the expected values of its factor loading 𝛽𝑔,𝑘
or 𝜃 𝑖,𝑘 times its inverse-budget 𝜂𝑔 or 𝜉𝑖 , respectively, which scales scHPF’s inferred loadings
by its inferred budgets. We select the number of factors based on the convergence of the
negative log likelihood and representation of major cell types (Materials and Methods).
Importantly, scHPF identifies factors de novo from genome-wide expression measurements.
In this work, datasets include all protein-coding genes observed in at least ∼0.1% of cells,
typically >10,000 genes (Appendix Table C.1). In contrast, some previously published
dimensionality reduction methods for scRNA-seq depend on preselected subsets of ∼1,000
highly variable genes (which likely represent subpopulation-specific markers) [31] or exclude
genes observed in <5–10% of cells [30].

117

Figure 3.4: scHPF captures statistical properties of scRNA-seq data better than alternative factorization
methods. (A) Ratio of mean-squared error (MSE) of different factorization methods on withheld test sets to
scHPF’s. scHPF’s MSE was calculated after normalizing its predictions. Error bars show standard error of
the mean across three train/validation/test splits; center values show the mean (Materials and Methods). (B)
Posterior predictive checks of expression variability in PBMCs. Box plots show the coefficient of variation (CV)
for gene expression within single cells across all genes (left) and for single genes across all cells (right) in both
the true distribution (green) and posterior predictive simulations. X-axes limits are set to include all CVs from
the true distribution and scHPF, and as many CVs from other methods as possible. Accompanying bar graphs
show the maximum distances between the cumulative distributions of the true and simulated CV values (the
Kolmogorov–Smirnov (KS) statistic, lower is better). (C) Same as (B), but clipping impossible negative posterior
predictive samples to zero.
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Benchmarking against alternative methods
We compared scHPF’s predictive performance to that of PCA, NMF, and factor analysis
(FA), as well as two methods developed specifically for scRNA-seq: zero-inflated factor
analysis (ZIFA) [30] and zero-inflated negative binomial-based wanted variation extraction
(ZINB-WaVE) [31]. These methods have been used for expression program discovery without
a predefined structure across cells [30, 58, 60, 61, 81]. We assessed each method across three
datasets in different biological systems and obtained with different experimental platforms
(Appendix Table C.1). The peripheral blood mononuclear cell (PBMC) data from 10x
Genomics are a mixture of discrete cell types [12], whereas the Matcovitch-Natan et al. [154]
microglial dataset samples from multiple timepoints along a developmental process [154].
Additionally, we profiled 9,924 cells from a patient-derived glioma neurosphere line (TS543),
in which physiological processes like cell cycle, rather than discrete cell types or differentiation
status, drive expression variability. The datasets originate from different biological systems
and experimental technologies including droplet-based 10× Chromium [12], MARS-seq [218],
and an automated microwell platform [92].
For each dataset, we tested conventional methods with three different normalizations: logtransformed molecular counts, counts per median (rate normalization), and log-transformed
counts per median (log-rate normalization). ZIFA was only evaluated using log-transformed
normalizations as recommended by its authors, and ZINB-WaVE was applied directly to
molecular counts. We did not apply ZINB-WaVE to the nearly 10,000-cell TS543 dataset
due to the method’s prohibitive computational cost (Table 3.1). With only one exception,
scHPF had the best predictive performance on held-out test data across all datasets and
normalizations (Figure 3.4a). scHPF’s superior performance was robust across a range of
values for K, the number of factors (Figure 3.5). Notably, while ZINB-WaVE had better
predictive performance than scHPF on PBMCs, it had the highest mean-squared error of any
method on the Matcovitch-Natan et al. [154] dataset.
Because scHPF and ZINB-WaVE performed comparably in terms of predictive performance
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Figure 3.5: Predictive performance across different numbers of factors. scHPF has lower test error than
other method and normalization combinations on a withheld partition of the (A) PBMC, (B) Matcovitch-Natan
et al. [154], and (C) TS543 datasets for several different numbers of factors. Error bars show standard error of the
mean across all withheld values (4% of non-zero matrix entries randomly selected from each dataset: 220391 for
PBMCs, 68895 for Matcovitch-Natan et al. [154], 356241 for TS543); center values show the mean. scHPF’s
predictions were normalized before calculating error.
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Method

vCPUs

Runtime (min.)

Peak Memory (Gb)

1
2

442.58
237.76

17.8
31.5

scHPF

2
8
16

10.66
6.13
2.47

1.6
1.6
1.7

scHPF (10 trials)

8
16

52.90
36.45

1.6
1.6

ZINB-WaVE

Table 3.1: Runtime and peak memory consumption at different levels of parallelization for ZINB-WaVE
and scHPF on the PBMC dataset with 𝐾 = 10. ZINB-WaVE’s high memory consumption precluded running
it with more than two threads on this dataset.

on the PBMC dataset, we carefully examined their respective factorizations in terms of
computational expense and biological interpretability. For a single initialization with 𝐾 = 10,
training ZINB-WaVE took 7.38 h and had a peak memory consumption of 17.8 Gb (Table 3.1).
Using two threads reduced ZINB-WaVE’s runtime to just under 4 h, but nearly doubled its
memory consumption to 31.5 Gb. In contrast, our scHPF implementation took 2.5–10.7 min,
depending on the number of threads available, and ∼1.6 Gb of memory (Table 3.1). scHPF’s
superior performance is in part due to optimized compilation and automatic parallelization
with the Python Numba library [203]. In addition, unlike ZINB-WaVE, scHPF only needs to
consider non-zero matrix entries during training (Materials and Methods), which imparts
a considerable theoretical advantage over methods that must iterate through (and in some
cases store) every matrix entry.
We compared the interpretability of scHPF and ZINB-WaVE’s low-dimensional representations of cells in the PBMC data. Clustering using a conventional pipeline identified
major PBMC types including monocytes, dendritic cells, T cells, and B cells (Materials and
Methods, Figure 3.6a). scHPF factors were in excellent agreement with clustering results
(Figure 3.6b,c). Each major cell type had an associated dominant factor, and there were
relationships between factors associated with related cell types. In contrast, factors obtained
using ZINB-WaVE did not exhibit the same close relationship to basic cell types in the data.
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Figure 3.6: Cell-type associations of factors obtained with scHPF or ZINB-WaVE on the PBMC data.
(A) UMAP embedding of PBMCs, colored by cluster. (B) Main heatmap shows average-linkage hierarchical
clustering of scHPF cell scores for each factor (rows) and cell (columns). Bottom colorbar shows cells’ assigned
cluster in (A). (C) scHPF factors’ (columns’) mean cell score for each cluster (row). (C,D) Same as (B, C),
but for ZINB-WaVE cell weights. A diverging color map centered at zero is used to represent ZINB-WaVE’s
combination of positive and negative weights (as compared to scHPF’s non-negative weights).
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While there were dominant factors for monocytes and B cells, smaller clusters did not relate
to ZINB-WaVE factors in an interpretable way.
In bulk RNA-seq, modeling over-dispersed gene expression data has proven essential to
downstream analysis [215]. In scRNA-seq, expression data are over-dispersed both across
genes in individual cells and for individual genes across cells. We evaluated how well different
factorization methods captured single-cell expression variability using a posterior predictive
check (PPC). PPCs provide insight into a generative model’s goodness of fit by comparing the
observed dataset to simulated data generated from the model. More formally, PPCs sample
simulated replicate datasets 𝑋𝑟𝑒 𝑝 from a generative model’s posterior predictive distribution
and use a modeler-defined test statistic to evaluate discrepancies between 𝑋𝑟𝑒 𝑝 and the
true data, 𝑋𝑜𝑏𝑠 [219]. For each dataset, normalization, and generative factorization method
(scHPF, PCA, FA, and ZIFA), we sampled ten replicate expression vectors per cell. After
converting samples from models on normalized data back to molecular counts (Materials and
Methods), we computed the coefficient of variation (CV) for all genes in each cell and each
gene across all cells. Finally, we averaged each cell and gene’s CVs across the ten replicate
simulations. In all three datasets, scHPF more closely matched the observed data’s variability
than other methods (Figure 3.4b, Appendix Figure C.1). We noticed that many samples
from PCA and FA had physically impossible negative values. When we corrected these values
by clipping them to zero, PCA and FA’s estimates of variability across cells collapsed toward
zero (Figure 3.4c). This collapse suggests that PCA and FA’s ability to model over-dispersion
in scRNA-seq data depends on placing probability mass on negative gene expression levels.
Application to spatially sampled scRNA-seq from high-grade glioma
As a demonstration, we applied scHPF to 6,109 single-cell expression profiles from the core
and invasive edge of a high-grade glioma. High-grade gliomas (HGGs), the most common
and lethal brain malignancies in adults [220], are highly heterogeneous tumors with complex
microenvironments. In HGG, malignant cells invade the surrounding brain tissue, forming
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Figure 3.7: scHPF agrees with conventional analysis for regionally identified scRNA-seq of a high-grade
glioma (HGG). (A) t-Distributed stochastic neighbor embedding (tSNE) [70] plot of cells from the core (navy)
and margin (light blue) of an HGG reveals both malignant and non-malignant subpopulations (Materials and
Methods). Labels were determined using malignancy score, clustering, and differential expression (Appendix
Figure C.2 and C.3, Materials and Methods). (B) tSNE representation of putative glioma cells colored by cluster
highlights astrocyte-like, OPC-like, neuroblast-like, and cycling subpopulations. (C) tSNE representation of all
tumor cells colored by scHPF cell scores for one of two astrocyte-like factors. Nine out of the top 30 highest
scoring genes are highlighted. (D) Same as (C), but for a cell cycle factor identified by scHPF. The five top-scoring
genes in the factor are listed. (E) Main heatmap shows hierarchical clustering of cells’ scores for each factor. Top
colorbar indicates the cell’s region: core (navy) or invasive edge (light blue). Second colorbar shows putative
neoplastic status. Bottom colorbar indicates cluster.
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diffusely infiltrated margins that are impossible to fully remove surgically [104]. Although
malignant cells in margins seed tumor recurrence and are the targets of post-operative therapy,
most molecular characterization has focused on HGG cores. To investigate the transcriptional
differences between cells in glioma’s core and margins, we used an MRI-guided procurement
technique [104] and scRNA-seq to profile 3,109 cells from an HGG core and 3,000 cells from its
margin. While recent efforts are beginning to shed light on the differential expression between
glioma’s core and margins [104, 221], few studies involve this kind of spatial sampling.
Glioma cells typically resemble glia at the level of gene expression, and our prior work characterizing HGGs with scRNA-seq revealed co-occurring malignant subpopulations resembling
astrocytes, oligodendrocyte progenitors (OPCs), and neuroblasts [29]. Consistent with these
findings, clustering and aneuploidy analysis (Materials and Methods, Figure C.2 and C.3)
revealed malignant subpopulations that expressed markers of astrocytes, OPCs, neuroblasts,
and dividing cells as well as non-malignant populations of myeloid cells, oligodendrocytes,
endothelial cells, and pericytes (Figure 3.7a,b, Figure C.2 and C.3). In the spatially resolved
samples, malignant subpopulations had dramatically different abundances across regions
(Appendix Figure C.2 and C.3h). Astrocyte-like glioma cells were over twofold more abundant
in the margin biopsy, while OPC-like and cycling populations were nearly threefold and
fourfold better represented in the core biopsy. All seventeen neuroblast-like glioma cells
localized to the tumor core.
Applied to the same dataset, scHPF identified at least one factor associated with every
cell type, as well as physiological processes like translation, cell cycle, and stress response
(Figure 3.7c,d, and 3.8, Online Table S2). Cell’s scHPF scores were largely uncorrelated with
technical variables (Appendix Figure C.4); however, two factors associated with physically
larger cell types (dividing and endothelial) were modestly correlated with the number of
molecules and genes per cell. Hierarchical clustering of cells’ scores across factors recapitulated
both Louvain clustering and malignant status (Figure 3.7e), and factors associated with
malignant subpopulations had regional biases across glioma cells that were consistent with
125

Figure 3.8: scHPF discovers gene signatures in a high-grade glioma. (A) Heatmap of scHPF gene scores
for each factor (columns) and the top twenty genes per factor (rows). Canonical marker genes and genes from
a protein super-family are highlighted. (B-D) tSNE of all cells colored by their scHPF cell scores for a factor
that marks a discrete population of endothelial cells (B), one of two glioma-associated factors that highly ranks
astrocyte marker genes (C), and a glioma-associated factor that highly ranks OPC marker genes (D).
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Figure 3.9: scHPF cell scores can be used as a low-dimensional input to visualization algorithms. tSNE
(left) and UMAP (right) embeddings of HGG cells using scHPF cell scores as a low-dimensional input. Pearson’s
correlation distance was used as a distance metric.

glioma subpopulations’ differential abundance across regions (Appendix Figure C.5a). In
addition, we could use scHPF’s factorization as a low-dimensional input to t-distributed
stochastic neighbor embedding (tSNE) [70] or uniform manifold approximation and projection
(UMAP) [51] to produce visualizations that were consistent with conventional clustering
(Figure 3.9). Taken together, these results show that scHPF captures the major features
identified by standard analyses of this dataset.
Some scHPF factors’ scores varied within the subpopulations identified by clustering. For
example, two myeloid-associated factors that ranked pro-inflammatory cytokines and S100family genes highly (Figure 3.8a), respectively, were correlated across all cells (𝑟 = 0.66, 𝑝 <
10−100 ) but anticorrelated within the myeloid cluster (𝑟 = −0.59, 𝑝 < 10−71 ). Together, they
appeared to represent a continuum of immune activation (Figure 3.10a-c). This phenotypic
gradient within an individual tumor is reminiscent of the variable myeloid states observed
across different patients in previous studies of glioma [29, 59, 115, 133].
While scHPF factors had regional biases that reflect overall compositional differences
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Figure 3.10: scHPF identifies finely resolved and novel, regionally associated features of HGG. (A) Scores
for myeloid factor 1 (y-axis) versus myeloid factor 2 (x-axis) for cells in the myeloid Louvain cluster (crimson)
and all other cells (gray). (B, C) Expression of pro-inflammatory cytokines CCL3 (B) and CCL4 (C) for cells in
the myeloid subpopulation shows a gradient of activation. (D-F) Factor score bias between the core (navy) and
margin (light blue) in all glioma cells (D), OPC-like glioma cells (E), and astrocyte-like glioma cells (F). Mean
cells scores in each region are scaled to sum to 100. Biases are driven by the top genes in each factor (Appendix
Figure C.6d–f). (G,H) Kaplan–Meir curves show overall survival differences in TCGA for donors enriched (red),
not enriched (purple), depleted (blue), or neither enriched nor depleted (green) for the 25 top-scoring genes in
astrocyte-like factor 1 (Materials and Methods, Appendix Figure C.6 for different effect size cutoffs). P-values
were computed using a log-rank test and Mdn survival indicates median overall survival.
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between the core and margin biopsies, glioma cells’ scHPF factor scores also exhibited regional
biases within the malignant subpopulations defined by clustering (Figure 3.10d–f, Appendix
Figure C.5a). For example, OPC-like glioma cells in the tumor core had significantly higher
scores for the neuroblast-like, OPC-like, and cell cycle factors than their counterparts in
the margin (Bonferroni corrected 𝑝 < 10−84 , 𝑝 < 10−6 , and 𝑝 < 10−6 , respectively, by the
Mann–Whitney U-test), whereas OPC-like glioma cells in the margin had higher scores for
the two astrocyte-like factors (𝑝 < 10−49 and 𝑝 < 10−69 for astrocyte-like factors 2 and
1, respectively). These differences were driven by the highest scoring genes in each factor
(Appendix Figure C.5b), and astrocyte-like glioma cells followed a similar pattern. An
alternative method of determining cellular subpopulations, where cells were assigned to the
subpopulation with which their highest scoring factor was associated, also preserved the
regional biases (Appendix Figure C.5c). This analysis suggests that, in this case, cells in the
same malignant subpopulations but different tumor regions may have subtly different lineage
resemblances.
As cells from the HGG margin remain after surgery and seed aggressive recurrent tumors,
we investigated whether regionally biased transcriptional signatures derived from scHPF
factors were associated with survival in The Cancer Genome Atlas (TCGA) [107]. Restricting
the analysis to glioblastoma (GBM), we identified patients enriched and depleted for the top
genes in each factor (Materials and Methods, Appendix Figure C.6 for analysis of sensitivity to
effect size thresholds). Survival analysis revealed significantly shorter overall survival (∼1 year
median difference) for patients enriched for a margin-biased scHPF astrocyte-like signature
(Figure 3.10g,h), which included astrocytic markers ALDOC, CLU, and SPARCL1 [124,
222, 223], as well as cystatin super-family members CST1 though CST5 (Figure 3.7c and
3.8a). Cystatin C (CST3) is highly expressed in mature human astrocytes [222, 223] and
is induced in Alzheimer’s disease and epilepsy [224, 225, 226], raising the possibility that
astrocyte-like glioma cells may be responding to the same cues or stresses that reactive
astrocytes encounter in these disorders. Although it is difficult to determine which cells are
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responsible for an expression signature in bulk RNA-seq data, top scHPF astrocyte-like factor
1 genes were better correlated with molecular markers of tumor cells than other cells in the
tumor microenvironment (Appendix Figure C.7), suggesting that glioma cells express those
genes.

3.2.5

Discussion

Conventional approaches to analyzing scRNA-seq data use predefined structures like clusters
or pseudo-temporal orderings to identify discrete transcriptional programs associated with
particular subpopulations and pseudo-temporally coupled gene signatures. However, gene
expression programs may vary independently of these structures across complex populations.
scHPF complements conventional approaches, allowing for de novo identification of transcriptional programs directly from a matrix of molecular counts in a single pass. By explicitly
modeling variable sparsity in scRNA-seq data and avoiding prior normalization, scHPF
achieves better predictive performance than other de novo matrix factorization methods while
also better capturing scRNA-seq data’s characteristic variability.
In scRNA-seq of biopsies from the core and margin of a high-grade glioma, scHPF
recapitulated and expanded upon molecular features identified by standard analyses, including
expression signatures associated with all of the major subpopulations and cell types identified
by clustering. Importantly, some lineage-associated factors identified by scHPF varied within
or across clustering-defined populations, revealing features that were not apparent from
cluster-based analysis alone. Clustering analysis showed that astrocyte-like glioma cells were
more numerous in the tumor margin while OPC-like, neuroblast-like, and cycling glioma
cells were more abundant in the tumor core. scHPF not only recapitulated this finding, but
also illuminated regional differences in lineage resemblance within glioma subpopulations. In
particular, both OPC-like and astrocyte-like glioma cells in the tumor core had a slightly
more neuroblast-like phenotype than their more astrocyte-like counterparts in the margin.
Finally, we discovered a margin-biased gene signature enriched among astrocyte-like glioma
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cells that is highly deleterious to survival in GBM.
Massively parallel scRNA-seq of complex tissues in normal, developmental, and disease
contexts has challenged our notion of “cell type” [227], particularly as highly scalable methods
provide ever-increasing resolution. Further, gene expression programs essential to tissue
function may be highly cell type-specific or might vary continuously within or across multiple
cell types. Conventional graph- and clustering-based methods provide invaluable insight
into the structure of complex cellular populations, and much can be learned from projecting
single-cell expression profiles onto these structures. scHFP effectively models the nuanced
features of scRNA-seq data while identifying highly variable gene signatures, unconstrained
by predefined structures such as clusters or trajectories. We anticipate that scHFP will be a
complementary tool for dissecting the transcriptional underpinnings of cellular identity and
state.

3.2.6

Materials and Methods

Reagents and tools table

Reagent or Resource

Reference or Source

Identifier or Catalog #

Experimental Models
TS543

Memorial Sloan Kettering

Radiographically-guided biopsies of high-grade glioma

Columbia University Medical
Center

Oligonucleotides and sequence-based reagents
Template switch oligo

(AAGCAGTGGTATCAACGCA-

IDT

(AAGCAGTGGTATCAACGCA-

IDT

GAGTGAATrGrGrG)

SMRT

PCR

primer

P5

Nextera

GAGT)

Custom

PCR

primer

(AATGAT-

IDT

ACGGCGACCACCGAGATCTACACGCCTGTCCGCGGAAGCAGTGGTATCAACGCAGAGT*A*C)

Custom read 1 sequencing primer

(GCCTGTCCGCG-

IDT

GAAGCAGTGGTATCAACGCAGAGTAC)

Chemicals, enzymes and other reagents
10x Tris Buffered Saline (TBS) solution

Sigma

T5912

Exo I

NEB

M0293S

SuperaseIN

ThermoFisher

AM2696

Maxima H- Reverse Transcriptase

ThermoFisher

EP0752
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Table 3.2 continued from previous page
Reagent or Resource

Reference or Source

Identifier or Catalog #

KAPA HiFi HotStart ReadyMix

Kapabiosystems

KK2602

Calcein AM cell-permeant dye

ThermoFisher

C3100MP

2-Mercaptoethanol

ThermoFisher

BP176-100

Fluorinert Oil Fluorinert® FC-770

Sigma

F3556-25ML

Buffer TCL

Qiagen

1031576

Heparin

Stem Cell Technologies

7980

NeuroCult NS-A Proliferation Supplement

Stem Cell Technologies

05751

NeuroCult NS-A Basal Medium

Stem Cell Technologies

05750

Human recombinant epidermal growth factor (EGF)

Stem Cell Technologies

78006.1

Human recombinant basic fibroblast growth factor
(bFGF)

Stem Cell Technologies

78003

Dow Corning Sylgard 184 Silicone

ESSEX BROWNELL

DC-184-1.1

Software
samtools v1.3

https://github.com/
samtools/samtools/tree/1.3

bwa-mem v0.7.12

https://github.com/lh3/bwa/
tree/0.7.12

bedtools v2.17.0-1

https://launchpad.net/
ubuntu/+source/bedtools/2.
17.0-1

STAR v2.5.0

https://github.com/
alexdobin/STAR/tree/2.5.0b

Other
Nextera XT DNA Library Preparation Kit (24 samples)

Illumina

FC-131-1024

Nextera XT Index Kit (96 Indexes, 384 Samples)

Illumina

FC-131-1002

Dropseq beads (barcoded mRNA capture beads)

ChemGenes

MACOSKO-2011-10

Ampure beads

Beckman Coulter

A63880

Qubit® dsDNA HS Assay Kit

Life Technologies

Q32851

High Sensitivity DNA chips kit

Agilent Technologies

5067-4626

ZR-Duet™ DNA/RNA MiniPrep

Zymo Research

D7001

NextSeq 500/550 High Output v2 kit (150 cycles)

Illumina

FC-404-2002

NextSeq 500/550 High Output v2 kit (75 cycles)

Illumina

FC-404-2005

PhiX Sequencing Control

Illumina

FC-110-3001

Table 3.2: Reagents and Tools table

Single-cell Hierarchical Poisson Factorization
The generative process for single-cell Hierarchical Poisson Factorization, illustrated in Figure 3.2, is as follows:
1. For each cell 𝑖:
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(a) Sample capacity 𝜉𝑖 ∼ Gamma(𝑎0, 𝑏0)
(b) For each factor 𝑘, sample cell weight 𝜃 𝑖𝑘 ∼ Gamma(𝑎, 𝜉𝑖 ).
2. For each gene 𝑔:
(a) Sample capacity 𝜂𝑔 ∼ Gamma(𝑐0, 𝑑 0)
(b) For each factor 𝑘, sample gene weight 𝛽𝑔𝑘 ∼ Gamma(𝑐, 𝜂𝑔 ).
3. For each cell 𝑖 and gene 𝑔, sample observed expression level 𝑥𝑖𝑔 ∼ Poisson(𝜃 𝑖 𝛽𝑔> ).
For de novo gene signature identification, we define each cell 𝑖’s score for each factor 𝑘 as
cell_score𝑖𝑘 = 𝐸 [ 𝜉𝑖 | 𝑋 ] ∗ 𝐸 [ 𝜃 𝑖𝑘 | 𝑋 ]

(3.1)

and each gene 𝑔’s score for each factor 𝑘 as
gene_score𝑖𝑘 = 𝐸 [ 𝜂𝑔 | 𝑋 ] ∗ 𝐸 [ 𝛽𝑔𝑘 | 𝑋 ],

(3.2)

where 𝑋 is the observed expression count matrix. This adjusts factor loadings for the learned
transcriptional output of their corresponding cell or gene. Finally, we rank the genes in
each factor by their scores to identify de novo patterns of coordinated gene expression
(e.g. Figure 3.8a). Likewise, cells’ scores (for example, those plotted Figure 3.7c,d, and
Figure 3.8b–d) indicate a cell’s association with the factor.
Inference
We use coordinate ascent variational inference to approximate 𝑝(𝜉, 𝜃, 𝜂, 𝛽|𝑋), the posterior
probability of the model parameters given the data [66]. To enable inference, we define a
conditionally conjugate version of the model with an additional layer of latent variables. For
Í
each cell 𝑖 and gene 𝑔, we add 𝐾 latent variables 𝑧𝑖𝑔𝑘 ∼ Poisson(𝜃 𝑖𝑘 𝛽𝑔𝑘 ) such that 𝑥𝑖𝑔 = 𝑘 𝑧𝑖𝑔𝑘
(where 𝑥𝑖𝑔 is the observed expression of gene 𝑔 in cell 𝑖). Because the sum of independent
Poisson random variables is a Poisson random variable with rate equal to the sum of the
component rates, this alternative model preserves the marginal distribution of observed
molecular counts. In the context of scRNA-seq, the auxiliary variables assign each observed
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molecule to a factor and can be thought of as the contribution of each factor to the observed
molecular count 𝑥𝑖𝑔 .
Under the augmented model, we posit a mean-field variational family over the latent
variables with variational parameters 𝛾𝑖𝑘 , 𝜆 𝑔𝑘 , 𝜅𝑖 , 𝜏𝑔 and 𝜙𝑖𝑔 :

𝑞(θ, β, ξ, η, z) =

Ö

𝑞(𝜃 𝑖𝑘 | 𝛾𝑖𝑘 )

𝑖,𝑘

Ö

𝑞(𝛽𝑔𝑘 | 𝜆 𝑔𝑘 )

Ö

𝑞(𝜉𝑖 | 𝜅𝑖 )

𝑖

𝑔,𝑘

Ö

𝑞(𝜂𝑔 | 𝜏𝑔 )

𝑔

Ö

𝑞(𝑧𝑖𝑔 | 𝜙𝑖𝑔 ).

𝑖,𝑔

We set variational parameters to have the same form as their complete conditionals. Thus,
𝛾𝑖𝑘 , 𝜆 𝑔𝑘 , 𝜅𝑖 , and 𝜏𝑔 are Gamma distributions with their own shapes and rates. 𝜙𝑖 𝑔 is a
multinomial because the complete conditional of a bank of Poisson variables, given their sum,
is a multinomial with a parameter proportional to the Poisson rates.
We fit the variational parameters to minimize the Kullback–Leibler (KL) divergence
between the variational distribution and the true posterior using the algorithm described in
Gopalan et al. [66], with some small modifications we have found helpful for scRNA-seq data.
In the following optimization algorithm, we denote the shape and rate parameters of the
variational approximation by the superscripts shp and rte, respectively. Our implementation
terminates when the change to the marginal log likelihood is < 0.001% twice in a row,
checking every 10 iterations. Hyperparameters and initializations are described in the next
section. The parameter updates are:
A. Set the shape parameters of the gene and cell capacities, where 𝐾 is the number of
factors:
𝜅𝑖shp = 𝑎0 + 𝐾𝑎
𝜏𝑔shp = 𝑐0 + 𝐾𝑐

B. Repeat until convergence:
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1. For each gene 𝑔, set the gene weights and capacity:
𝜆shp
𝑔𝑘 = 𝑐 +

Õ

𝑥𝑖𝑔 𝜙𝑖𝑔𝑘

𝑖

𝜆rte
𝑔𝑘

=

𝜏𝑔shp
𝜏𝑔rte

+

Õ
𝑔

Õ

𝜏𝑔rte = 𝑑 0 +

shp rte
𝛾𝑖𝑘
/𝛾𝑖𝑘

rte
𝜆shp
𝑔𝑘 /𝜆 𝑔𝑘

𝑘

2. For each cell 𝑖, set the cell weights and capacity:
shp
𝛾𝑖𝑘
=𝑎+

Õ

𝑥𝑖𝑔 𝜙𝑖𝑔𝑘

𝑔

rte
𝛾𝑖𝑘
=

𝜅𝑖shp
𝜅𝑖rte

𝜅𝑖rte = 𝑏0 +

+

Õ

rte
𝜆shp
𝑔𝑘 /𝜆 𝑔𝑘

𝑔

Õ

shp rte
𝛾𝑖𝑘
/𝛾𝑖𝑘

𝑘

3. For each cell 𝑖 and gene 𝑔 such that 𝑥𝑖𝑔 > 0, set the multinomial:
shp
rte
rte
𝜙𝑖𝑔 ∝ exp{Ψ(𝛾𝑖𝑘
) − log 𝛾𝑖𝑘
+ Ψ(𝜆shp
𝑔𝑘 ) − log 𝜆 𝑔𝑘 },

where Ψ is the digamma function.
For scRNA-seq data, we have found that 𝜙𝑖𝑔 ’s update order (relative to the other variational
parameters) can affect symmetry breaking. In particular, performing (3) as the first step of
the first iteration (before (1) and (2)) can result in redundant factors with similar weights
across cells and genes.
After optimizing the variational parameters, we use the variational distribution as a proxy
for the posterior 𝑝(𝜉, 𝜃, 𝜂, 𝛽|𝑋) in downstream analysis. For example, we use the variational
approximation’s means to calculate the cell and gene scores defined in the previous section.
We can also work with the distributions directly, such as when we sample from them to
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perform the posterior predictive checks in Figure 3.4b and Appendix Figure C.1.
Hyperparameters and initialization
Hyperparameters 𝑎0, 𝑏0, 𝑐0, and 𝑑 0 are set to preserve the empirical variance-to-mean ratio
of the total molecules per cell or gene in the Gamma distributions from which 𝜉 and 𝜂 are
drawn. Specifically, we set
𝑏0 =

E[molecules per cell]
Var[molecules per cell]

and
𝑑0 =

E[molecules per gene]
.
Var[molecules per gene]

To preserve sparsity, we fix 𝑎 and 𝑐 to 0.3 and 𝑎0 and 𝑐0 to 1. In this scheme, we find the
algorithm largely insensitive to small changes in the hyperparameters.
We initialize the variational distributions for 𝛽, 𝜃, 𝜂, and 𝜙𝑖𝑥 to their priors times a random
multiplier between 0.5 and 1.5. For each cell 𝑖 and gene 𝑔 such that 𝑥𝑖,𝑔 > 0, we initialize the
(normalized) multinomial 𝜙𝑖𝑔 from a symmetric Dirichlet.
We note that, in original HPF paper, the rate hyperpriors for capacities 𝜉 and 𝜂 were
defined as 𝑎0/𝑏0 and 𝑐0/𝑑 0, whereas we define them directly as 𝑏0 and 𝑑 0. Those who wish to
use the original notation while preserving the empirical variance-to-mean ratio should invert
the fractions above when setting 𝑏0 and 𝑑 0.
Scalable inference on sparse scRNA-seq matrices
Because the likelihood of observed data under scHPF depends only on non-zero expression
values, we only need to consider non-zero entries during training [66]. This facilitates fast,
memory-efficient inference on sparse scRNA-seq dataset. Training scHPF has 𝑂 (𝑁𝐾 + 𝑀𝐾 +
𝑇 𝐾) computational complexity, where 𝑁 is the number of cells, 𝑀 is the number of genes, 𝐾
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is the number of factors and 𝑇 is the number of non-zero matrix entries. In typical scRNA-seq
datasets, 𝑇 𝐾 is the dominant term but is still much smaller than 𝑁 𝑀 for reasonable values of
𝐾. In theory, this gives scHPF a computational advantage over methods which must iterate
through (and may also store) all 𝑁 𝑀 matrix entries.
Selection of number of factors
In actually usage, such as the for the high-grade glioma demonstration in this paper, we select
the number of factors 𝐾 such that (i) the model’s log likelihood has converged (Appendix
Figure C.8a) and (ii) each well-defined cell type in the dataset is most strongly associated
with at least one factor with which no other cell type is most strongly associated (Appendix
Figure C.8b-d). For benchmarking experiments, to avoid biasing results toward any one
method, we set the number for factors to the smallest multiple of five greater than the
number of clusters for the PBMC and Matcovitch et al’s datasets, and to five for TS543
(Appendix Table C.1). However, predictive performance was robust to a range of values for
𝐾 (Figure 3.5).
Normalization for benchmarking
Log-normalization was applied by adding 1 to molecular counts and then taking the logarithm,
base 2. Counts per median (rate normalization) was calculated by normalizing the molecular
counts in each cell to sum to 1 and then multiplying all values by the median number of
molecules per cell. For log-rate normalization, we performed the log-normalization procedure
described above on rate-normalized data.
Other factorization methods
• We applied PCA, NMF, and FA using the scikit-learn python package, with default
parameters [228]. Methods were tested on log, rate, and log-rate-transformed data.
• ZIFA was cloned from https://github.com/epierson9/ZIFA. To fit the model, we
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used the block_ZIFA implementation with parameter p0_thresh=1 and otherwise
default settings. Per its authors’ specifications, we applied ZIFA to log- and log-ratenormalized data only.
• We ZINB-WaVe applied using the zinbFit function from the zinbwave R package. In
accordance with the default parameter values, we included both cell and gene intercept
terms. ZINB-WaVe was run on unnormalized count data.
Benchmarking procedure
Prior to training, we randomly selected 4% of non-zero expression values to use as a held-out
test set and 2% as a validation set. The remaining data were used as a training set. By
holding out only a small portion of data, we aimed to minimally impact datasets’ native
sparsity structure. As these test and validation sets were small compared to the training set,
we evaluated methods’ predictive performance on at least three randomly chosen partitions of
the data into training, validation, and test sets. We ran each method-normalization pair with
ten random initializations on each training set and selected the run with the lowest mean
absolute error on the corresponding validation set. Due to ZIFA’s long runtime (∼23 h per
initialization on TS543), we only ran it with one initialization per training set and for only
one value of 𝐾. Similarly, ZINB-WaVe’s high computational resource requirements precluded
running it on TS543 or on more than one value of 𝐾 for other datasets.
Posterior predictive checks
We generated posterior predictive samples from scHPF by sampling latent representations 𝜃 𝑖
and 𝛽𝑔 from the variational posterior and using their inner product as the rate of a Poisson,
from which we sampled counts. For PCA, FA, and ZIFA, we sampled latent representations
and expression values according to their underlying generative models [15]. For each method,
normalization, and dataset, we sampled ten 𝑁 x 𝑀 datasets. Samples from models on
normalized data were inverse transformed back to molecular counts before calculating column
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and row coefficients of variation. For example, samples from PCA on log-normalized data
were added to -1 and then exponentiated (base 2) before calculating coefficients of variation.
Each gene and cell’s coefficients of variation were averaged across ten replicate posterior
predictive simulations. The Kolmogorov–Smirnov test statistic was calculated using the
python package scipy.
Estimating memory consumption
We estimated methods’ peak memory consumption using the Linux top utility.
Preparation of TS543 glioma neurospheres
TS543 cells were plated at density 1 x 104 viable cells/cm2 and grown as neurospheres
with NeuroCult™ NS-A basal medium supplemented with NeuroCult™ NS-A proliferation
supplement, 20 ng/ml EGF, 10 ng/ml bFGF, and 0.0002% heparin (Stem Cell Technologies).
When diameters of neurospheres reached to approximately 100 µm, neurospheres were
dissociated to single cells with mechanical force by pipetting 30–50 times.
Radiographically guided biopsies of high-grade glioma
Human glioma surgical specimens were procured from de-identified patients who provided
written informed consent to participate in these studies through a protocol approved by the
Columbia Institutional Review Board (IRB-AAAJ6163). Radiographically guided biopsies
were obtained as described in [104]. Briefly, the patient studied here presented with FLAIR
hyperintense, non-contrast-enhancing tissue along the surgical trajectory based on MRI
between the craniotomy site and gadolinium contrast-enhancing border of the lesion. This
region was biopsied and comprised the tumor margin specimen described above. A region of
the contrast-enhancing core of the lesion was also biopsied and comprised the tumor core
specimen.
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Whole-genome sequencing
Low-pass whole-genome sequencing (WGS) was conducted as described in Yuan et al. [29].
Briefly, we homogenized tissue with a Dounce and extracted DNA and RNA with a ZR-Duet
Kit (Zymo) according to the manufacturer’s instructions. For the normal control, DNA and
RNA were extracted using the same kit from peripheral blood mononuclear cells. WGS
libraries were constructed by in vitro transposition using the Illumina Nextera XT kit and
sequenced on an Illumina NextSeq 500 with 2 x 75 base paired-end reads to a depth of ∼1x.
Reads were aligned to the hg19 build of the human genome using bwa-mem, and the coverage
for each chromosome was quantified using bedtools after collapsing PCR duplicates with
samtools. To generate the bulk WGS heatmap in Appendix Figure C.3e, we divided the
normalized coverage of each chromosome in the tumor sample by that of the normal sample,
normalized the resulting ratio by the median ratio across all chromosomes, and multiplied by
two to estimate average copy number of each chromosome in the tumor sample. Note that
we do not have consent to share the raw WGS data from these patients.
Microwell-based scRNA-seq
Single-cell RNA-seq for TS543 and HGG samples was conducted as described in [29] using a
microwell array-based platform [92].
• Freshly dissociated cells were live stained (Calcein AM, C3100MP, Thermo Fisher
Scientific) on ice for 15–30 min.
• The stained cells (500 cells/µl) were then pipetted into a microwell array device. The
cells were allowed to settle into the microwells for 3 min. Any un-trapped cells were
flushed out with TBS (Tris-buffered saline, T5912, Sigma) buffer.
• Barcoded mRNA capture beads (500 beads/µl) were then loaded into the microwells
followed by a TBS buffer flush.
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• The cell and bead-loaded device was then connected to a computer-controlled reagent
delivery and temperature control system. Lysis buffer [1% 2-mercaptoethanol (BP176100, Fisher Scientific), 99% buffer TCL (1031576, Qiagen)] and perfluorinated oil
(F3556-25ML, Sigma-Aldrich) were infused through the device in rapid succession to
physically isolate individual microwells and lyse the trapped cells. The device was kept
at 50 °C for 20 min to further promote cell lysis and then at 25 °C for 90 min for mRNA
capture.
• Wash buffer supplemented with RNase inhibitor [0.02 U/µl SUPERaseIN (AM2696,
Thermo Fisher Scientific) in wash buffer (20 mM Tris–HCl pH 7.9, 50 mM NaCl, 0.1%
Tween-20)] was then flushed through the device to unseal the microwells and remove any
uncaptured mRNA molecules. Reverse transcription mixture (1× Maxima RT buffer, 1
mM dNTPs, 1 U/µl SUPERaseIN, 2.5 µM template switch oligo, 10 U/µl Maxima H
Minus reverse transcriptase (EP0752, Thermo Fisher Scientific), 0.1% Tween-20) was
infused into the device followed by incubation at 25 °C for 30 min and then at 42 °C
for 90 min.
• The beads were then extracted from the device and washed sequentially with TE/SDS
buffer (10 mM Tris–HCl, 1 mM EDTA, 0.5% SDS), TE/TW buffer (10 mM Tris–HCl,
1 mM EDTA, 0.01% Tween-20, pH 8.0), and nuclease-free water. The beads were then
treated with Exonuclease I reaction mixture [1× Exo-I buffer, 1 U/µl Exo-I (M0293L,
New England Biolabs)] at 37 °C for 30 min and then washed sequentially with TE/SDS
buffer (10 mM Tris–HCl, 1 mM EDTA, 0.5% SDS), TE/TW buffer (10 mM Tris–HCl,
1 mM EDTA, 0.01% Tween-20, pH 8.0), nuclease-free water and split into multiple 50
µl PCRs (1× Hifi Hot Start Ready mix (KK2601, Kapa Biosystems), 1 µM SMRTpcr
primer). Twelve amplification cycles [95 °C 3 min, four cycles of (98 °C 20 s, 65 °C
45 s, 72 °C 3 min), eight cycles of (98 °C 20 s, 67 °C 20 s, 72 °C 3 min), 72 °C 5 min]
were performed on a thermocycler. PCR product was pooled and purified using SPRI
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paramagnetic bead technology (Ampure, Beckman) with a bead-to-sample volume ratio
of 0.6:1.
• Purified cDNA was then tagmented and further amplified using the Nextera kit for
in vitro transposition (FC-131-1024, Illumina) with 0.6 ng cDNA used as input. The
i5 index primer is replaced by a custom P5 Nextera PCR primer for the selective
amplification of 5’ end of cDNA (corresponding to the 3’ end of mRNA). Two rounds of
SPRI paramagnetic bead-based purification (Ampure, Beckman) with a bead-to-sample
volume ratio of 0.6:1 and 1:1, respectively, were performed sequentially on the Nextera
PCR product to obtain sequencing-ready libraries.
• The resulting single-cell RNA-seq libraries were spiked with 20% PhiX library (FC-1103001, Illumina) and sequenced on a sequencer (NextSeq 500, Illumina). A custom read
1 sequencing primer was used.

scRNA-seq data preprocessing
Reads for TS543 and HGG samples were aligned using STAR and processed into molecular
count matrices as described in [29]. For all benchmarking and scHPF analyses, we only
considered protein-coding genes that were expressed in at least 0.1% of cells in the dataset,
rounded to the next largest multiple of 5 (Appendix Table C.1).
Identification of malignant glioma cells
We identified malignantly transformed cells by two orthogonal methods. First, we clustered
cells’ scRNA-seq profiles (see item 3.2.6) and defined putative malignant cells using the genes
most specific to each cluster (Appendix Figure C.2 and C.3a). Next, we performed PCA
of cells’ whole-chromosome expression and found that the first principal component, which
we call the malignancy score, separated putatively transformed cells from non-malignant
cells (Appendix Figure C.3b-d). For further validation, we computed putative glioma cells’
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average chromosomal expression profiles relative to putative non-malignant cells and found
that they were in good agreement with aneuploidies identified by low-coverage whole-genome
sequencing of bulk tissue from the tumor core (Appendix Figure C.5e).
Clustering and visualization
Clustering, visualization, and identification of cluster-specific genes were performed similarly
to [29], with an updated method for selecting genes detected in fewer cells than expected
given their apparent expression level (likely markers of cellular subpopulations). Briefly,
for variable gene selection only, we normalized the molecular counts for each cell to sum
to 1. Genes were then ordered by their normalized expression values. For each gene 𝑔, we
calculated 𝑓𝑔 , the fraction of cells in the dataset that expressed 𝑔, and 𝑓𝑔max , the maximum
𝑓𝑔 in a rolling window of 25 genes centered on 𝑔. 𝑓𝑔max approximates the fraction of cells in
which we expect to observe transcripts given 𝑔’s overall expression in the dataset. The scaled
difference between 𝑓𝑔 and 𝑓𝑔max defines 𝑔’s dropout score:
dropout_score𝑔 =

| 𝑓𝑔 − 𝑓𝑔max |
p max
𝑓𝑔

We selected marker genes with dropout scores that are either >0.15 or at least six standard
deviations above the mean, inclusively.
To cluster and visualize the data, we computed a cell by cell Spearman’s correlation
matrix using the marker genes identified above. Using this matrix, we constructed a knearest neighbors graph (𝑘 = 20), which we then used as input to Louvain clustering with
PhenoGraph [36]. After clustering, we identified genes most specific to each cluster using
a binomial test [97]. The same similarity matrix, transformed into a distance matrix by
subtracting its values from 1, was used as input to tSNE for visualization.
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Regional biases
𝑝-values for both factors and top-scoring genes in each factor were calculated using the
Mann–Whitney 𝑈-test and Bonferroni corrected for the total number of factors.
Survival analysis
TCGA data for glioblastoma were downloaded from GDAC Firehose. Normalized expression
values were log2 (RSEM + 1)-transformed, and each factor’s expression program was defined
as its 25 highest scoring genes. We then calculated each program’s mean relative expression
for each donor, and z-scored these values across donors. For each program, donors with
z-scores greater than a threshold 𝑡 were considered enriched, and all others were defined as
not enriched. Patients with z-scores < −𝑡 were considered depleted. For Figure 3.10g and
h, we set 𝑡 = 1.5. Appendix Figure C.6 shows the analysis with a range of threshold values.
Kaplan–Meier curves and log-rank test 𝑝-values were generated with the Lifelines v0.11.1
Python module.
Data availability
The datasets produced in this study are available in the following database: scRNA-seq data:
Gene Expression Omnibus GSE116621 (https://www.ncbi.nlm.nih.gov/geo/query/acc.
cgi?acc=GSE116621). Code is available at: https://github.com/simslab/scHPF.
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Chapter 4: Data integration strategies to identify functional states
in T cells across donors, tissues, ages, and technologies

Contributions The adult T cell study was co-led by Dr. Peter Sazbo and I, and supervised
by Dr. Donna Farber and Dr. Peter Sims. I conceived of and implemented our strategy
to identify conserved functional states across donors and tissues, developed our method to
select models with similar granularity across multiple donors and tissues, and created the
modified marker selection procedure used for clustering and distance calculation. I also
contributed to the computational identification of T cells and the projection of cancer data
onto our reference map. Drs. Szabo, Sims, Farber, and I analyzed results, wrote, and edited
the manuscript. Drs. Farber and Sims designed and coordinated the study. Dr. Szabo
performed and analyzed experiments. Dr. Sims performed computational analyses including
the identification of a conserved tissue signature, computational purification of T cells, UMAP
projection, and comparison to other external datasets. Dr. Takashi Senda obtained tissues
from donors. Dr. Michelle Miron and Dr. Mark Snyder processed tissues and optimized
protocols. Erin Bush constructed and sequenced the scRNA-seq libraries. Dr. Jinzhou Yuan
and Dr. Yim Ling Cheng optimized scRNA-seq experiments. Dr. Pranay Dogra and Dr.
Puspa Thapa provided technical assistance.
I led the computational analysis of unpublished infant and adult T cell data present
here, supervised by Drs Sims and Farber. I designed and implemented the computational
T cell identification strategy (based on the strategy from the previous study), performed
differential expression analyses, identified key markers, developed our class balancing strategy
across different tissue types, subsets, and technologies, built the unified model, and extended
scHPF to allow projection. I also conducted additional analyses of specific T cell subsets and
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their activation trajectories not reported here. Dr. Sims and I developed the unified data
integration strategy and analyzed the unified model. Dr. Sims performed gene regulatory
network analysis and projection of cancer datasets. Dr. Thomas Connors coordinated
acquisition of infant tissue. Dr. Masaru Kubota and Dr. Rei Matsumoto procured adult
tissue. Drs. Sazbo, Thapa, and Connors processed tissue. Erin Bush constructed and
sequenced scRNA-seq libraries.

4.1

Introduction

T lymphocytes are a critical component of the immune system that coordinate long-lasting,
specific responses to pathogens, allergens and tumors throughout the body. T cells derive from
bone marrow progenitors, but develop in the thymus (hence their name) and are distinguished
by expression of the T cell receptor (TCR), which allows them to recognize specific antigens.
In the thymus, progenitors may differentiate along multiple T cell lineages with distinct
roles in immune responses, including CD8+ cells, which directly engage and kill infected
and tumor cells, and CD4+ cells, which indirectly kill pathological cells by recruiting and
directing immune responses.
Naïve, antigen-inexperienced CD4+ and CD8+ T cells emerge from the thymus to populate
lymphoid tissue sites (e.g. lymph nodes), where they are exposed to diverse potential antigens.
When a naïve cell recognizes its cognate antigen, it activates, initiating programs for lineagespecific effector functions that allow it to (directly or indirectly) kill pathological cells and
proliferative expansion. Although most of these activated effectors are short-lived, some
develop into heterogeneous memory cells, which include circulating central memory (Tcm)
and effector memory (Tem) cells as well as non-circulating tissue resident memory cells
(Trm) [229, 230, 231, 232]. Long-lived memory subsets have distinct functional capacities
and tissue distributions [233, 234, 235], and facilitate stronger, more rapid immune responses
upon re-exposure to the antigen. Achieving a proper balance of naïve, short-lived effector,
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and various memory subsets is critical to the formation and preservation immune function.
By necessity, most of our knowledge of human T cell activation and function derives
peripheral blood. However, the vast majority of human T cells reside in tissue [236], where
they encounter site-specific immune challenges and exhibit tissue-specific adaptations [233].
Thus, studies on human blood are not representative of responses in tissues sites, and the
full complement of tissue T cell states and functional responses remains unclear. Further,
the tissue-specific distribution and functional capacity of T cells changes over the course of
a human lifespan [234, 237, 238]. For example, Tregs are roughly six-fold more frequent in
infant than adult tissue, and may suppress tissue immune responses to a greater extent than
they do later in life [234]. However, our understanding of functional differences across ages
remains sparse, especially in infants.

4.1.1

A reference map of tissue-associated T cells across ages and
activation states

To address these open questions, we conducted two studies of human tissue T cell activation
using single cell RNA-sequencing (scRNA-seq). These studies were possible due to a unique
tissue resource curated by Dr. Donna Farber, which allowed us to acquire tissue from adult
organ donors through LiveOnNY, the organ procurement organization for the New York
metropolitan area, and infant tissue through the Human Atlas of Neonatal Development
and Early Life (HANDEL) [235, 237, 238, 239, 240, 241]. The first study defines functional
responses to TCR stimulation across >50,000 T cells isolated from adult human lungs, lymph
nodes, bone marrow, and blood. We reveal how human T cells in tissue relate to those in
blood and identify a tissue-associated effector signature that is conserved across effectors in
mucosal and lymphoid sites, but also partially expressed in a tiny outlier population in blood.
We further define lineage-specific activation states across all sites, including distinct effector
states for CD8+ T cells, a novel kinetic intermediate in CD4+ T cell activation, and a novel
pan-T cell activation marker. Finally, projecting scRNA-seq of tumor-associated T cells onto
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our healthy baseline dataset reveals predominantly activated CD8+ cells but an absence of
activated CD4+ cells across multiple cancers. Together, our data represent a reference map
of T cell functional states in health from which to understand function and dysfunction in
disease.
The second study is a preliminary report of ongoing work, in which we expand our
reference map to include T cells from infants, additional adult donors, and a broader range
of tissues sites. The final dataset includes nearly a quarter million T cells across 85 resting
and activated samples from twelve tissue sites, four adult organ donors, two adult blood
donors, and four infant donors. While analysis for this work is ongoing and does not yet
include all donors (the final donor was sequenced during the writing of this thesis), our
preliminary analysis reveals key programs of gene expression across T cells from multiple
tissues, ages and activation conditions, as well as their putative regulators. In particular, we
identify a tissue-associated program enriched in adult effectors, an infant-specific program,
a program enriched in small bowel T cells from both ages, and a metabolic trajectory that
is unexpectedly enriched in a subset of resting infant cells. Validation studies for many of
these findings are ongoing, and we are particularly excited to perform functional perturbation
experiments on a novel putative regulator of tissue association.

4.1.2

Data integration strategies

Avoiding technical and biological bias when analyzing merged experiments is one of the greatest
challenges in computational methods development for scRNA-seq. The adult reference map
contains multiple donors with different genomes, life styles, and environmental exposures,
and each donor provided T cells from multiple tissues with drastically different functions,
contaminants, and subset compositions. The infant study adds the additional variable of age,
more than doubles the number of donors, and triples the number of tissue sites. Thus, many
biological effects of interest may be partially confounded with other biological variables which
we are underpowered to explore. Further compounding the issue, scRNA-seq is best performed
149

on healthy, living cells. Because our experiment relies upon organ donors, samples were
necessarily processed in donor-specific groups on different days. While many differences across
donors and tissues likely represent real biology, they are difficult to distinguish from technical
effects. We took three general approaches to finding generalizable biological signals across
both studies: (1) parallelization and higher-order integration; (2) latent space projection; and
(3) linear modeling.
Parallelization and higher-order integration
Parallelization and higher-order integration attempts to find patterns in parallel across
meaningful groups of data, and combine their outputs. This approach is exemplified by our
strategy to find shared functional states across donors and tissues in Szabo et al. [52]. In
this analysis, we characterized conserved expression programs across T cell populations by
applying single cell Hierarchical Poisson Factorization (scHPF) [22] to the merged resting
and activated cells from each specimen independently, and then clustering the resulting
factors across models to find consensus signatures. Thus, we parallelized at the level of paired
samples (the resting and activated cells from a particular tissue and donor), and integrated
at the level of inferred expression programs. By factorizing samples from different biological
contexts separately, this approach avoided bias from compositional or technical differences
while extracting robust, biologically interpretable signatures that were shared across almost
every tissue and donor.
Other analyses in Szabo et al. [52] also take this parallelization and integration approach,
albeit at different levels of abstraction. For example, for clustering and Uniform Manifold
Approximation and Projection (UMAP) [51] visualization across donors and tissues, we
selected features in each sample independently, and then computed distances and nearest
neighbors across samples using their selected features’ union. This helped us avoid features
that mainly differentiate samples, and might represent technical effects, while still allowing
direct comparison of cells across samples. For differential expression analysis to identify the
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tissue-associated signature, we parallelize by pairs of sample comparisons, and integrated
results at the level of test statistics and effect sizes. More specifically, for each tissue-blood
comparison, we had two tissue donors and two blood donors, resulting in four sets of differential
expression tests per tissue (one for each tissue-blood donor pair). We considered a gene
differentially expressed between tissue and blood if it passed significance and effect size cutoffs
in all four comparisons. This fairly stringent criteria helped avoid spurious results due to a
single individual or difference in coverage, and gave us confidence in the robustness of the
tissue signature.
Latent space projection
Our second major approach to integrating data, in this case across biological contexts
and even technologies, was projection. In Szabo et al. [52], we used our reference map to
understand features of tumor-associated T cells. These external, publicly available datasets
were generated with different experimental protocols and processing pipelines, and in two out
of four cases used different scRNA-seq technologies with very different detection rates, biases,
and noise structures. Taking inspiration from the machine learning subdomain of transfer
learning, we used a latent space representation of a source dataset (our reference map) as a
bridge to identify similarities with a target dataset (cancer-associated lymphocytes) [242].
Specifically, we first reduced the feature space of our reference map as previously described by
selecting features for each sample in the source data in parallel and merging the results across
donors, tissues, and activation conditions. Next, we removed features which were absent
from the target dataset (generally due to differences in processing pipelines) and computed a
UMAP representation of the source data using Spearman’s correlation. Finally, we projected
the target cancer-associated data into the same latent space using the same feature subset.
Our hypothesis was that this procedure could extract shared biologic signals while mitigating
the effects of both biological and technical confounders.
Importantly, we performed several checks to avoid spurious associations between the source
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and target data: (1) we re-projected the source data onto itself, and compared its density to
the target data’s; (2) to verify that patterns did not arise from preferential association with a
particular reference donor, we performed projections both on our merged dataset and onto
each reference donor separately, and verified that results were consistent across all five cases;
(3) we checked that expression of key subset and activation-associated genes in the target data
was regionally consistent with expression in the source; and (4) we only reported phenomena
observed across all four external datasets. This projection-based approach allowed us to
compare datasets generated with multiple different technologies to our healthy reference in a
consistent, data-driven manner, and revealed major features of cancer-associated T cells.
Linear modeling with single-cell Hierarchical Poisson Factorization
In Szabo et al. [52], we used parallelization across eight resting and activated sample pairs to
find shared functional states. Unfortunately, this approach does not scale to the 42 resting
and activated pairs (and additional unpaired sample) in the expanded infant and adult
reference map. While many pioneering methods have been developed to harmonize single
cell datasets, they are largely designed to work with biological or technical replicates (e.g.
multiple clonal mice), and thus assume that all differences between samples are technical. In
our infant and adult dataset, we are especially interested in biological effects that are shared
across some samples and not others (e.g. a signature present only in a particular tissue or
age group). Thus, while popular harmonization methods are extraordinarily useful in some
situations, they do not apply to our dataset and biological questions.
We hypothesized that we could find shared functional states and remove confounders
by exploiting scHPF’s linearity. Linear models have been used extensively to remove both
known and unknown sources of error in high dimensional genomic data. For example, studies
in which technical effects are expected to be larger than the signal of interest sometimes
use PCA and remove the first principal component, while other studies that expect more
comparable effect sizes have used more sophisticated linear strategies [20, 243, 244, 245].
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In the context of scRNA-seq, some studies use linear methods to “regress out” undesired
biological effects like cell cycle, library size, sex, or mitochondiral content that are known
a priori for the biological system and question of interestet. Inspired by these approaches,
we attempted to simultaneously detect confounders and programs of interest with scHPF.
Importantly, our approach to detection was unsupervised (without a priori specification), and
allowed us to remove technical or confounding biological effects after building a model. This
order of operations was especially helpful for our data, which contains a combinatorial space
of potential confounders (85 samples, ten living or dead donors, two age groups, twelve tissue
sites in four major organ systems, two treatment conditions, etc.). We could then remove
confounders using effective replicates across donors, tissues, and ages in combination with
our knowledge of gene expression. Thus far, this approach has proved extremely effective,
revealing both known and novel patterns of gene expression and allowing us to build a unified
reference map of tissue-associated T cell activation across ages and tissues.
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4.2

Single-cell transcriptomics of human T cells reveals
tissue and activation signatures in health and disease
[52]

The following (co-first author work) is from:
Szabo PA† , Levitin HM† , Miron M, Snyder ME, Senda T, Yuan J, Cheng YL,
Bush EC, Dogra P, Thapa P, Farber DL‡ , Sims PA‡ . Single-cell transcriptomics
of human T cells reveals tissue and activation signatures in health and disease.
Nature Communications. 2019 Oct 17;10(1):1-6.
Supplementary materials can be found in Appendix D. Supplementary data is available online
at: https://doi.org/10.1038/s41467-019-12464-3

4.2.1

Summary

Human T cells coordinate adaptive immunity in diverse anatomic compartments through
production of cytokines and effector molecules, but it is unclear how tissue site influences T
cell persistence and function. Here, we use single cell RNA-sequencing (scRNA-seq) to define
the heterogeneity of human T cells isolated from lungs, lymph nodes, bone marrow and blood,
and their functional responses following stimulation. Through analysis of >50,000 resting
and activated T cells, we reveal tissue T cell signatures in mucosal and lymphoid sites, and
lineage-specific activation states across all sites including distinct effector states for CD8+
T cells and an interferon-response state for CD4+ T cells. Comparing scRNA-seq profiles
of tumor-associated T cells to our dataset reveals predominant activated CD8+ compared
to CD4+ T cell states within multiple tumor types. Our results therefore establish a high
dimensional reference map of human T cell activation in health for analyzing T cells in
disease.
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4.2.2

Introduction

T lymphocytes coordinate adaptive immune responses and are essential for establishing
protective immunity and maintaining immune homeostasis. Activation of naïve T cells
through the antigen-specific T cell receptor (TCR) initiates transcriptional programs that
drive differentiation of lineage-specific effector functions; CD4+ T cells secrete cytokines to
recruit and activate other immune cells while CD8+ T cells acquire cytotoxic functions to
directly kill infected or tumor cells. Most of these effector cells are short-lived, although
some develop into long-lived memory T cells which persist as circulating central (TCM) and
effector-memory (TEM) subsets, and non-circulating tissue resident memory T cells (TRM)
in diverse lymphoid and non-lymphoid sites [229, 230, 231, 232]. Recent studies in mouse
models have established an important role for CD4+ and CD8+ TRM in mediating protective
immunity to diverse pathogens [230, 246, 247, 248]. Defining how tissue site impacts T cell
function is therefore important for targeting T cell immunity.
In humans, most of our knowledge of T cell activation and function derives from the
sampling of peripheral blood. Recent studies in human tissues have revealed that the majority
of human T cells are localized in lymphoid, mucosal and barrier tissues [236] and that T cell
subset composition is a function of the specific tissue site [235, 237]. Human TRM cells can
be defined based on their phenotypic homology to mouse TRM and are distinguished from
circulating T cells in blood and tissues by a core transcriptional and protein signature [237,
239, 249, 250]. However, the role of tissue site in determining T cell functional responses,
and a deeper understanding of the relationship between blood and tissue T cells beyond
composition differences are key unanswered questions in human immunology.
The functional responses of T cells following antigen or pathogen exposure have been
largely defined in mouse models, and are generally classified based on whether or not they
secrete specific cytokines or effector molecules. Effector CD4+ T cells comprise different
functional subtypes (Th1 cells secrete IFN-𝛾 and IL-2; Th2 secrete IL-4, 13; Th17 secrete
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IL-17A, etc.) [251], while effector CD8+ T cells secrete pro-inflammatory cytokines (IFN𝛾,TNF-𝛼) and/or cytotoxic mediators (perforin and granzymes) [252]. Certain conditions can
lead to inhibition of functional responses; for example, CD4+ T cells encountering self-antigen
become anergic and fail to produce IL-2, while CD8+ T cells responding to chronic infection,
tumors, or lacking CD4+ T cell help become functionally exhausted, and express multiple
inhibitory molecules (e.g., PD-1, LAG3) [253, 254, 255]. While human T cells can produce
similar cytokines, effector and inhibitory molecules as mouse counterparts [256, 257, 258,
259], the full complement of functional responses for human T cells in tissues has not been
elucidated. Thus, establishing a baseline of healthy T cell states in humans is essential for
defining dysregulated and pathological functions of T cells in disease.
Single cell transcriptome profiling (scRNA-seq) has enabled high resolution mapping
of cellular heterogeneity, development, and activation states in diverse systems [260, 261].
This approach has been applied to analyze human T cells in diseased tissues [262, 263]
and in response to immunotherapies in cancer [264]; however, baseline functional profiles of
human T cells in healthy blood and tissues would be an important reference dataset. We
have established a tissue resource where we obtain multiple lymphoid, mucosal, and other
peripheral tissue sites from human organ donors [235, 237, 239, 240, 241, 250], enabling study
of T cells across different anatomical spaces.
Here, we used scRNA-seq of over 50,000 resting and activated T cells from lung (LG),
lymph nodes (LN), bone marrow (BM) and blood, along with integrated computational
analysis to define cellular states of homeostasis and activation of human blood and tissuederived T cells. We reveal how human T cells in tissues relate to those in blood, and identify a
conserved tissue signature and activation states for human CD4+ and CD8+ T cells conserved
across all sites. We further show how scRNA-seq profiles of T cells associated with human
tumors can be projected onto this healthy baseline dataset, revealing their functional state.
Our results establish a high dimensional reference map of human T cell homeostasis and
function in multiple sites, from which to define the origin, composition and function of T
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cells in disease.

4.2.3

Results

scRNA-seq analysis of human T cells in blood and tissues
We obtained BM, LN, and LG as representative primary lymphoid, secondary lymphoid
and mucosal tissue sites, respectively, from two deceased adult organ donors who met the
criteria of health for donation of physiologically healthy tissues for lifesaving transplantation,
being free of chronic disease and cancer (Appendix Table D.2). For comparison, we obtained
blood from two healthy adult volunteers. CD3+ T cells isolated from tissues and blood were
cultured in media alone ("resting") or in the presence of anti-CD3/anti-CD28 antibodies
("activated") (Figure 4.1a). Single cells were encapsulated for cDNA synthesis and barcoded
using the 10x Genomics Chromium system, followed by library construction, sequencing,
and computational identification of T cells (Appendix Figure D.1, Appendix Table D.2,
Supplementary Data 1).
Differential gene expression from the scRNA-seq data resolved T cell subsets and functional
states within and between sites and lineages into 10–11 clusters (Figure 4.1c, Supplementary
Data 3, 4). CD4+ T cells comprised 6–7 clusters: resting cells expressing CCR7, SELL and
TCF7, (corresponding to naïve or TCM cells); three activation-associated clusters expressing
IL2, TNF, and IL4R at different levels; TRM-like resting and activated clusters expressing
canonical TRM markers CXCR6 and ITGA1 [250, 265]; and a distinct regulatory T cell (Treg)
cluster expressing Treg-defining genes FOXP3, IL2RA, and CTLA4 (Figure 4.1c). CD8+ T
cells comprised four clusters distinct from CD4+ T cells and included: two TEM/TRM-like
clusters expressing CCL5, cytotoxicity-associated genes (GZMB, GZMK ), and TRM markers
(CXCR6, ITGA1 ); an activated TRM/TEM cluster expressing IFNG, CCL4, CCL3 ; and
clusters representing terminally differentiated effector cells (TEMRA) expressing cytotoxic
markers PRF1 and NKG7 (Figure 4.1c). In terms of tissue distribution, TRM cells were
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Figure 4.1 (previous page): Single-cell RNA-seq analysis of resting and activated T cells from multiple
tissue sites (a) Experimental workflow for single-cell analysis of T cells from human tissues and blood including
magnetic negative selection of CD3+ cells, in vitro culture and activation, and Chromium 3’-scRNA-seq. (b)
UMAP embeddings of merged scRNA-seq profiles from resting and activated T cells from lung (LG), bone marrow
(BM), and lung-draining lymph node (LN) in each of two organ donors colored by resting/activated condition,
CD4/CD8 expression ratio (all cells in a given cluster assigned the same average value), and tissue source. (c)
Identification of T cell subpopulations. UMAP embeddings colored by expression cluster along with heatmaps
showing z-scored average expression of curated T cell subset marker genes that had a fold change >2 and 𝑝 < 0.05
by the binomial test for at least one cluster. Genes are ordered by the cluster in which they have the highest
enrichment. Subsets designated based on resting ("rest") or activated ("act") condition and expression of known
markers denoting effector memory (TEM), tissue resident memory (TRM), terminally differentiated effector cells
(TEMRA), and regulatory T cells (Treg). Source data for c detailing averaged expression values for T cell subset
marker genes are provided in the Source Data file

largely in the lung, Tregs were primarily identified in LN, while TEMRA cells were enriched
in BM (consistent with phenotype analysis, Supplementary Figure D.2); the remaining resting
and activated CD4+ and CD8+ T cell clusters derived from all sites (Figure 4.1b,c). These
results show subset-specific profiles in human tissues, but suggest similar activation profiles
across sites.
To assess how blood T cells relate to those in tissue, we performed scRNA-seq analysis of
resting and activated blood T cells from two adult donors, and projected the merged data
onto the UMAP embeddings of T cells from each tissue donor (Figure 4.2a,b). The majority
of blood T cells co-localized with resting or activated T cells from BM but did not exhibit
substantial overlap with LG or LN T cells from either donor, particularly in the resting state
(Figure 4.2a,b). We also quantified the number of blood T cells that were transcriptionally
similar to CD4+ and CD8+ T cells from each tissue within resting or activated samples
(Figure 4.2c,d). Resting blood T cells were highly represented among CD4+ and CD8+ T
cells in BM (Figure 4.2c,d). Interestingly, a substantial number of unstimulated blood T cells
projected onto activated CD4+ T cells in BM for both donors (Figure 4.2c,d, left panels).
In contrast, activated blood T cells were strongly represented among activated CD4+ T
cells for all tissue sites and in LN for CD8+ T cells (Figure 4.2c,d; right panels). Similar
results were obtained when each blood sample was compared separately to each tissue donor
(Supplementary Figure D.3), and when blood T cells were projected onto tissue T cells using
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Figure 4.2: Comparison of blood and tissue T cells. (a) UMAP embedding of T cells from tissue donor 1
colored by tissue and overlaid with a contour plot corresponding to the UMAP projection of the combined resting
and activated T cells from two blood donors onto the tissue embedding. (b) Same as (a) for organ donor 2.
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scmap [266], an alternative scRNA-seq data projection package (Supplementary Figure D.4).
These results indicate that resting blood T cells are most similar to those in the BM, while
activated blood and tissue-derived T cells share common signatures.
Identifying a tissue gene signature in multiple sites
The major transcriptional differences between tissue and blood T cells based on populationlevel RNAseq originate from the presence of TRM in tissues [250]. Because scRNA-seq
enables high-resolution detection of gene expression differences that can be unambiguously
traced to individual T cells, we investigated whether there were intrinsic features of tissue
T cells that distinguished them from blood. Resting memory T cells in tissues and blood
express high levels of CCL5 (Supplementary Figure D.5), a marker of CD8+ TEM cells [268],
enabling direct comparison of gene expression between similar subsets. We identified a similar
complement of genes that were highly expressed in TEM cells from each tissue compared
to blood (Figure 4.3a–c). Interestingly, these tissue-intrinsic genes include those associated
with microtubules and cytoskeleton (tubulin-encoding genes TUBA1A, TUBA1B, TUBB,
TUBB4B ; S100A4 ) as well as genes encoding cell matrix, membrane scaffolding, and adhesion
molecules (VIM or vimentin, galectins LGALS1 /LGALS3, AMICA1, ITM2C, EZR, annexins
ANXA1 /ANXA2 ) (Figure 4.3a–c). TRM signature genes including ITGA1 and ITGAE were
also upregulated in tissues compared to blood, particularly in the lung (Figure 4.3a–c). These
findings suggest that localization of T cells in tissues likely involves structural changes in the
cell that facilitate interactions with tissue matrix.
We next compared the single-cell distribution of average expression of tissue signature
genes in the blood and tissues (Figure 4.3d). CCL5+ TEM cells from all three tissues (both
donors) express higher levels of tissue signature genes compared to blood, though LG and LN
T cells have higher expression than those from BM (Figure 4.3). Notably, a minute fraction
of blood TEM cells (<0.5%) express this tissue signature at levels comparable to that in LN
(within one standard deviation of the mean for all tissues). Shown in a heat map are the
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Figure 4.3 (previous page): Identification of a tissue gene signature for resting memory T cells. (a) Volcano plot showing the average log-fold-change and average Benjamini-Hochberg-corrected p-values (FDR) for
pairwise differential expression between CCL5+ T cells from each resting LG sample and each resting blood sample.
Genes with negative log-fold-change are more highly expressed among CCL5+ cells in LG, with several differentially
expressed genes (multiple test-corrected Wilcoxon 𝑝 < 0.05, fold change >2) highlighted in red. (b) Same as
(a) for comparison of resting CCL5+ T cells in BM and blood. (c) Same as (a) for comparison of resting CCL5+
T cells in LN in blood. (d) Violin plot showing the distributions of the average expression of all genes with
two-fold higher expression (on average) in any tissue compared to blood and average FDR < 0.05 (described
above) in any tissue for the resting CCL5+ T cells in each tissue and blood sample. The dashed line marks one
standard deviation below the mean for average expression of this signature for all tissues (note a small number
of blood cells fall above this line). (e) Heatmap shows z-scored average expression for all genes in the tissue
signature from (d) among the resting CCL5+ T cells from each tissue and blood sample plus that of the rare blood
subpopulation from (d), which expresses high levels of a subset of tissue signature genes. Previously identified
TRM-associated genes from bulk RNA-seq studies are highlighted in red (enriched in CD69+ vs. CD69- tissue
memory T cells) [250], and CD27 highlighted in blue was previously found to be upregulated on human TRM
compared to TEM cells [267]. (f) UMAP embedding of resting CCL5+ T cells (TEM cells) from all four donors
generated using the tissue-associated T cell signature colored by tissue site (left), donor (center), and average
expression of the signature (right). Source data listing genes and expression values for (a–e) are provided in the
Source Data file

relative expression levels for genes within the tissue signature, including genes enriched in
human TRM cells [250, 267], and genes associated with cytoskeletal, cell-matrix interactions,
cell division, apoptotis, and signaling (Figure 4.3e). Expression of the tissue signature genes
is highest in LG, followed by LN and BM expressing only a subset of tissue-associated genes;
the outlier subpopulation from blood expresses a fraction (<40%) of tissue signature genes at
levels comparable to those in tissues (Figure 4.3e). When resting TEM cells from all sites
and donors were visualized by UMAP using the tissue-associated signature genes, blood T
cells clustered distinctly from all tissues, while LG T cells clustered distinctly from LN and
BM (Figure 4.3f). Notably, a subset of T cells from BM and LG clustered more closely to
blood T cells (Figure 4.3f), indicating the presence of circulating T cells within these sites.
Together, these results show that tissue T cells express genes associated with infiltration and
localization in tissues along with residency markers, while blood contains only trace numbers
of cells expressing these genes.
The tissue signature identified in Figure 4.3 compared tissue from deceased organ donors
to blood from living individuals. To establish that the observed differences were not due to
tissue processing and/or T cells from organ donors versus living individuals, we analyzed our
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tissue signature in scRNA-seq data from several available datasets, including BM from living
individuals [269] and additional blood data (see Methods). We found that the tissue signature
was significantly enriched in BM from living individuals, compared to blood (Supplementary
Figure D.6a). Similarly, we found the tissue signature was enriched in all organ donor sites
compared to blood from additional living donors (Supplementary Figure D.6b). Together,
these results indicate that the tissue signature is an intrinsic feature of T cells from non-blood
sites, and that our results from blood and BM are representative of T cells in these sites and
representative of diverse individuals.
Activation-induced transcriptional states across sites
The clustering analysis in Figure 4.2 suggested that activated T cells were more similar
across sites than resting counterparts. To uncover gene expression patterns that were
conserved across T cell populations in different tissues throughout activation, we applied a
new analytical method called single-cell Hierarchical Poisson Factorization (scHPF) [22]. The
scHPF algorithm identifies a small number of expression patterns, called factors that vary
coherently across cells. These factors can represent discrete, subpopulation-specific programs
or continuous programs like T cell activation that are expressed as a gradient across cells in
different stages of a biological process. We applied scHPF to merged resting and activated T
cells from each tissue and donor separately and hierarchically clustered the resulting factors
(Figure 4.4a, Supplementary Figure D.7, D.8a). This analysis revealed seven gene expression
modules (three resting and four activated/functional) that were highly conserved across
tissues and donors, for which the highest scoring genes formed interpretable gene signatures
(Figure 4.4a, Supplementary Figure D.8a, Supplementary Data 5). Modules were annotated
based on known markers among their highest scoring genes, association with resting or
activated states, and CD4:CD8 expression ratio. The three modules associated with a resting
state (Figure 4.4a) included a Treg module defined by canonical genes (FOXP3, CTLA4,
IRF4, TNFRSF4 (OX40) [270]); a putative resting CD4+ Naïve/Central memory (NV/CM)
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module enriched in CD4+ T cells and defined by genes associated with lymphoid homing,
egress and quiescence (SELL, KLF2, LEF1, respectively); and a CD4+/CD8+ Resting
module, distinguished by expression of IL7R, a receptor required for T cell survival [271,
272], and AQP3, which encodes a water channel protein of unclear function in lymphocytes
[273]. Importantly, the CD4+/CD8+ Resting module did not contain factors from blood and
had the highest enrichment for the tissue signature identified in Figure 3.7 (Supplementary
Figure D.9).
Four modules were associated with T cell activation and/or function, some of which were
lineage-specific. A Proliferation module expressed by activated CD4+ and CD8+ lineages
included genes associated with T cell activation/proliferation (IL2, LIF ) and cell division
(CENPV, G0S2, ORC6 ) (Figure 4.4a). This module was also marked by expression of NME1,
a metastasis suppressor/endonuclease-encoding gene [274] not previously associated with T
cells (Figure 4.4a). An Interferon (IFN) Response module enriched among activated CD4+
T cells included multiple gene families associated with canonical IFN responses [275, 276,
277] (IFIT3, IFIT2, STAT1, MX1, IRF7, and JAK2 ). In contrast, CD8+ T cell-enriched
modules included a Cytotoxic module, containing genes associated with cytotoxicity (GNLY,
GZMK ) and transcription factors associated with effector/memory differentiation (ZEB2,
EOMES, ZNF683 ) [231, 277, 278], and a Cytokine module with genes encoding chemokines
and cytokines (CCL3, CCL4, CCL20, IFNG, IL10, TNF ), inhibitory molecules (LAG3,
CD226 (TIGIT), HAVCR2 (TIM3)), and the widely expressed homeobox protein HOPX
[279]. These results indicate a limited spectrum of functional states for human T cells across
blood and tissue sites.
To understand how these gene modules correspond to resting and activated states in
CD4+ and CD8+ T cells, we visualized the average expression of their top-ranked genes
on diffusion maps for each donor and tissue (Figure 3.10b–e). This visualization defined
activation trajectories with resting T cells on the left (blue) and activated T cells projecting
to the right (red; Figure 3.10b,c). In all four sites in both individuals, module expression for
166

CD4+ T cell was positioned along activation trajectories from CD4 NV/CM Resting (left) to
IFN-Response (middle) to Proliferation (right) (Figure 3.10d). Expression of genes within the
Proliferation module co-localized with peak expression of NME1 and IL2RA (Supplementary
Figure D.8b,c), while the IFN Response module genes exhibited peak expression at the middle
of the trajectory as exemplified by IFIT3 expression (top ranked gene) (Supplementary
Figure D.8d), suggesting a potential intermediate activation state. In CD8+ T cells, the
Cytokine module localized in the most activated cells for all sites also shown by IFNG
expression (Figure 3.10e, Supplementary Figure D.8e), while the Cytotoxic module was
expressed among resting and activated cells (Figure 3.10e). Therefore, scHPF takes an
unbiased approach to uncover major functional states, reference signatures and activation
trajectories for human T cells that are conserved across sites.
A type II IFN response state in activated CD4+ T cells
The functional states identified for human CD8+ T cells in Figure 3.10 were consistent in
with those seen in vivo in mouse infection models [252]. By contrast, the modules identified
for CD4+ T cell activation revealed markers and functional states not typically associated
with effector CD4+ T cells. We therefore assessed expression kinetics of the top-scoring genes
in the Proliferation and IFN Response modules, NME1 and IFIT3, respectively, during the
course of T cell activation ex vivo by qPCR. Expression of NME1 transcripts rapidly increased
after TCR-stimulation, peaking between 16 and 24 h and remaining elevated for up to 72 h,
for both CD4+ and CD8+ T cells compared to unstimulated controls, a pattern of expression
similar to the canonical T cell activation marker IL2RA (Figure 4.5a). Notably, the extent of
activation-associated upregulation of NME1 transcripts was greater in CD4+ compared to
CD8+ T cells, while IL2RA was more upregulated in CD8+ T cells (Figure 4.5a). At the
protein level, NME1 expression increased in CD4+ and CD8+ T cells after TCR-mediated
stimulation from 24 to 120 h (Figure 4.5b, upper), and with each successive round of T cell
proliferation, while CD25 was expressed similarly, independent of cell division (Figure 4.5b,
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Figure 4.5: Induction of NME1 and IFIT3 expression during T cell activation. (a) Expression of NME1
and IL2RA mRNA by blood CD4+ or CD8+ T cells after stimulation with anti-CD3/anti-CD28 antibodies by
qPCR. Data shown as mean fold-change (± SEM) relative to unstimulated CD4+ or CD8+ T cell controls (dotted
line) from 4 individuals (independent experiments). Statistical analysis between stimulated and unstimulated
cells (black asterisk) or CD4+ and CD8+ T cells (red asterisk) made by two-way ANOVA with Sidak test for
multiple comparisons. (b) Intracellular NME1 protein expression by blood T cells after stimulation for indicated
timepoints (red) compared to unstimulated (black) and isotype control (gray). Bottom row: CD25 and NME1
expression by proliferating CD3+ T cells after 5 days of stimulation. Data are representative of 4 individuals.
(c) Expression of IFIT3 mRNA in blood T cells by qPCR after TCR-stimulation, shown as mean fold-change
(±SEM) relative to unstimulated controls (dotted line) for four individuals. Two-way ANOVA with Sidak test
for multiple comparisons was used for statistical comparisons (black asterisk, stimulated versus unstimulated) or
(red asterisk, CD4+ versus CD8+ T cells). (d) IFIT3 or NME1 mRNA expression in CD4+ T cells after culture
with anti-CD3/anti-CD28 or IFN𝛼2 (1000 units/mL) ± type I IFN neutralizing antibody cocktail or (e) IFN𝛾 (10
ng/mL) ±anti-IFN𝛾/anti-IFN𝛾R1 antibodies (1 µg/mL each), shown as mean fold-change (±SEM) relative to
unstimulated controls (dotted line) for three individuals. Statistical comparisons made by two-way ANOVA. For
all panels: "ns" denotes not significant; *𝑝 ≤ 0.05; **𝑝 ≤ 0.01; ***𝑝 ≤ 0.001. Source data for gene expression
values are provided in the Source Data file.
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lower). These results establish NME1 expression as a marker of T cell activation, coupled to
the extent of proliferation.
In contrast to NME1 /IL2RA upregulation, expression of the interferon-inducible transcript
IFIT3, showed transient upregulation by CD4+ T cells following TCR-stimulation, peaking at
16 h and returning to near baseline levels by 48 h post-stimulation (Figure 4.5c). By contrast,
induction of IFIT3 by culturing T cells with IFN-𝛼 (type I) or IFN-𝛾 (type II) occurred
rapidly (within 2 h) and persisted throughout the culture period (Figure 4.5d,e). To identify
the contribution of type I or type II IFN signaling to TCR-triggered IFIT3 induction, we
included blocking antibodies to type I or Type II IFN in the cultures. While neutralizing
antibodies for type I IFNs and IFN𝛼R2 completely inhibited IFIT3 induction by Type I IFN,
TCR-mediated upregulation of IFIT3 was unaffected (Figure 4.5d). However, blockade of
type II IFN signaling via a combination of anti-IFN𝛾 and anti-IFN𝛾R1 antibodies inhibited
upregulation of IFIT3 by both exogenous IFN-𝛾 and TCR-mediated stimulation (Figure 4.5e).
Importantly, blocking type II (or type I) IFN signaling did not inhibit T cell activation as
assessed by induction of NME1 transcript expression, and addition of IFN-𝛼 or -𝛾 did not
induce NME1 expression (Figure 4.5d,e). These results establish that the IFN-responsive
state suggested by the scRNA-seq trajectories is recapitulated in real-time as part of an
intermediate activation state driven by TCR-triggered IFN-𝛾 production.
We further assessed whether CD4+ T cells express IFIT3 and NME1 in vivo using a
published scRNA-seq dataset of T cells isolated from the blood of dengue virus-infected
patients, which contains a fraction of activated CD4+ T cells [280]. Both NME1 and IFIT3
were expressed by CD4+ T cells from dengue-infected patients (Supplementary Figure D.10).
These results show that genes associated with functional modules identified for CD4+ T cell
activation are expressed in vivo.
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Figure 4.6 (previous page): Comparison of tumor-associated T cells to the reference map of healthy
human T cell activation. (a) Merged UMAP embedding for the entire healthy T cell scRNA-seq dataset in this
study including resting and activated tissue T cells (two donors) and blood T cells (two individuals) colored by
sample source, donor, resting/activated condition, CD4/CD8 status (CD4-enriched, green; CD8-enriched, purple),
and CCL5 expression indicating TEM cells. (b) First row: merged UMAP embedding for the entire dataset overlaid
with contour plots indicating kernel density estimates for the projection of T cells derived from organ/blood donors
(column 1), non-small cell lung cancer (NSCLC) tissue (column 2), colorectal cancer (CRC) tissue (column 3),
breast cancer (BC) tissue (column 4), and melanoma (MEL) tissue (column 5). Note that these probability densities
can be compared within each projection, but cannot be quantitatively compared across projections. Second row:
same as first row but overlaid with a two-dimensional hexbin histogram for each projection. Histograms have been
normalized to account for differences in cell numbers across datasets and therefore can be compared quantitatively
across projections. (c) Individual cells in the UMAP embedding (column 1) for the entire healthy T cell dataset
and UMAP projections (columns 2–5) for NSCLC, CRC, BC, and MEL tissue T cells colored by expression of CD4,
CD8A, FOXP3 (Treg marker), CXCR6 (TRM marker), IFIT3 (IFN response marker), NME1 (activation marker),
PRF1 (cytotoxic marker), and IFNG. Expression values are normalized for quantitative comparison within each
dataset (i.e., column), but not across datasets

Defining functional states in tumor-associated T cells
Although there have been several large-scale scRNA-seq studies of disease-associated T cells,
these data are generally not placed in the context of T cell activation in healthy individuals.
To demonstrate the utility of our resource as a reference point for human disease, we used
UMAP to project recently reported scRNA-seq profiles of tumor-associated T cells from
four different human cancers onto our map of T cell activation states. We merged all of
our T cell data from four donors and four sites in a single UMAP embedding (Figure 4.6a),
colored by tissue site, donor, stimulation, cluster-level CD4/CD8 status, and CCL5 expression,
indicative of effector status. We projected scRNA-seq profiles of tumor-associated T cells
from four different human cancers [264, 281, 282, 283] (non-small cell lung cancer (NSCLC),
colorectal cancer (CRC), breast cancer (BC), and melanoma (MEL)) onto this embedding to
compare each tumor-associated T cell to healthy T cells (Figure 4.6b,c). We also investigated
expression of activation state and lineage markers in the healthy T cell embedding and tumor
projections (Figure 4.6c). Tumor-associated CD8+ T cells project onto healthy CD8+ T cells
from all sites in both resting and activated states (Figure 4.6b). Moreover, genes associated
with TRM (CXCR6 ) and the Cytotoxic and Cytokine modules are all represented among
tumor-associated CD8+ T cells (Figure 4.6c, Figure 4.7). By contrast, tumor-associated
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CD4+ T cells projected mostly onto resting blood and tissue T cells (Figure 4.6b), while
CD4+ T cell activation states and associated markers (NME1, IFIT3 ) were largely absent
(Figure 4.6c). Projecting tumor-associated T cells onto each individual tissue and blood
donor yielded results consistent with projection onto the combined dataset (Supplementary
Figure D.11-D.14). We note that projecting tumor-associated T cells onto our reference map
using the alternate projection algoritham scmap [266] showed similar results (Supplementary
Figure D.15). This analysis reveals that tumor-associated T cells contain activated CD8+ T
cell states, but lack the presence of functionally activated CD4+ T cell states.
A hallmark of tumor-associated T cells is a state of hyporesponsiveness or functional
exhaustion, marked by persistent expression of surface inhibitory markers including PD-1,
CTLA4, LAG3, TIM3 and others, many of which are expressed following T cell activation [254,
284, 285]. Some of these molecules (PD-1, CTLA4 ) are important targets for immunotherapy
to promote anti-tumor immunity [286, 287, 288, 289, 290]. We compared expression of
exhaustion and functional markers across healthy and tumor-associated T cells (Figure 4.7;
Supplementary Figure D.16, D.17). Tumor-associated CD8+ T cells expressing exhaustion
markers across all four tumor types project onto activated CD8+ T cells in our map, and
express genes within the Cytokine module (CCL3, CCL4, XCL1, XCL2, and IFNG), and to a
lesser extent Cytotoxic module (Figure 4.7; Supplementary Figure D.16, D.17). Interestingly,
a subset of these tumor-associated CD8+ T cells, but not healthy T cells, express high levels
of MKI67, associated with proliferating cells and other cell cycle control markers (Figure 4.7,
Supplementary Figure D.17). Therefore, tumor-associated T cells expressing exhaustion
markers also express genes associated with normal CD8+ effector T cell function and ongoing
proliferation.

4.2.4

Discussion

Human T cells persist in distinct anatomic sites, maintain protective immunity and surveillance, and are key targets for immune modulation in tumor immunotherapy, transplantation,
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Figure 4.7: Expression of functional modules and exhaustion markers on control and tumor associated-T
cells. Individual cells in the UMAP embedding (far left column) shown for the entire healthy T cell reference
dataset and UMAP projections (remaining four columns) for NSCLC, CRC, BC, and MEL tissue T cells. UMAP
projections are colored by the average expression of the top 70 genes in the Cytotoxic module, the top 70 genes
in the Cytokine module, the average expression of a set of exhaustion markers (PDCD1, CTLA4, LAYN, LAG3,
TIM-3, CD244, and CD160 ), and expression of the proliferation marker MKI67. Note that these expression values
are normalized so that they can be quantitatively compared within each dataset (within each column), but not
across datasets
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and autoimmunity. Here, we used scRNA-seq profiling of resting and TCR-stimulated T
cells from blood, lymphoid and mucosal tissues to generate a reference map of human T
cells and understand how T cell homeostasis and function are related to the tissue site. Our
findings demonstrate fundamental differences between T cells from tissues and blood, but
similar functional and activation states across sites that are intrinsic to lineage; human CD4
T cell activation is defined by response to cytokines and proliferation while CD8+ T cells are
defined by effector function. We further demonstrate that this high-resolution map of T cell
homeostasis and activation across sites, lineages, and individuals can serve as a new baseline
for defining human T cell states in disease.
The study of healthy human T cells has largely focused on blood, while the majority of
T cells persist in diverse lymphoid, mucosal and barrier sites [233, 236]. Human tissue T
cells are largely memory subsets, comprising tissue-resident (TRM) and non-resident (TEM,
TCM) populations; TRM predominate in mucosal sites, while TEM are found in spleen,
LN and BM [238, 250, 265]. The transcriptional differences and functional relationship of
these tissue-localized TEM to blood TEM has been unclear. Importantly, profiling using
scRNA-seq enabled unambiguous assessment of T cell-intrinsic differences in tissue versus
blood T cells. We show here that TEM from all tissue sites examined (LG, LN, BM) exhibit
fundamental changes in expression of cytoskeletal, cell-matrix interaction, and proliferative
genes compared to blood TEM cells, indicating alterations in cellular structure. These
tissue-intrinsic expression patterns are in addition to TRM-associated genes identified in
previous studies [250, 265] or functional adaptations of T cells to specific tissue sites [249,
291]. Whether T cells require these changes in gene expression to enter or reside within the
tissue architecture, and if their loss of expression enables tissue T cell egress to circulation
remains to be established.
Our results reveal conserved functional states for human blood and tissue-derived T
cells. CD8+ T cells segregate into two major effector subsets based on expression of genes
involved in cellular cytotoxicity (Cytotoxic module) and myriad cytokines and chemokines
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(Cytokine module). These predominant effector states within activated human CD8+ T cells
are consistent with results showing that mouse CD8+ T cell activation triggers an effector
differentiation program [252, 292]. We identified two major activation states that were not
associated with effector function: one associated with proliferation and IL-2 production, and
a second state enriched in CD4+ T cells which is characterized by induction of multiple
IFN-responsive genes and gene families including IFIT3, MX1, IRF7, and others. Induction
of this IFN-response state is due to TCR-mediated IFN-𝛾 production (likely autocrine
responses), and appears as a kinetic intermediate early after CD4+ T cell activation, and
prior to induction of the proliferative program. Identification of a functional state for T cells
based on cytokine responses is distinct from T cell functional states that are typically defined
based on cytokine secretion profile. We propose that the IFN-responsive state for human
CD4+ T cells may serve an autoregulatory function to temper high IFN levels produced by
predominant memory responses, and ongoing responses to persistent viruses.
This scRNA-seq analysis provides a high-resolution map for human T cells from which to
define T cell states in disease. We demonstrate this approach by projecting T cell profiles
from human tumors onto our reference map. We identify predominant CD8+ T cell effector
populations, Tregs, and resting (but not activated) CD4+ T cells in datasets derived from
diverse tumor types (breast, lung, skin, colon). Interestingly, the tumor-associated CD8+ T
cells exhibited transcriptional features similar to healthy activated CD8+ T cells including
expression of multiple effector molecules such as perforin, IFN-𝛾 and chemokines. We also
examined the expression of multiple markers associated with exhaustion, a functionally
hyporesponsive state found in tumor-infiltrating T cells targeted by checkpoint blockade
immunotherapies [287, 289, 293]. Interestingly, exhaustion markers were upregulated along
with CD8-associated cytokines in activated T cells from both healthy and tumor tissues,
emphasizing the importance of obtaining baseline healthy profiles for high resolution analysis
of T cells on the single cell level. Moreover, subsets of these CD8+ T cells in all four tumors
expressed higher levels of proliferation markers compared to healthy T cells, consistent with
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a recent report that T cells expressing exhaustion markers in melanoma exhibit aberrant
proliferation [294]. This analysis can therefore enable precise identification of features of
resting and activated T cells that are associated with tissues, activation and disease.
Our high-resolution analysis of human T cells across sites, lineages, and activation states
provides insights into human T cell adaptations to tissues and their intrinsic activation
properties. Limitations of the study include that the select tissues and donors profiled here
may not include the full diversity of T cell transcriptional programs throughout the body, and
that quantification of cell types may be subject to dissociation biases between the individual
tissues [295, 296]. Importantly, our dataset establishes a starting point for the integration of
other T cell scRNA-seq datasets to ultimately capture the full breadth of T cells states in
humans. International collaborative efforts like the Human Cell Atlas [18] are now underway,
generating comprehensive scRNA-seq datasets profiling a diverse range of cells, including
T cells and their transcriptional states. Recently developed computational tools including
scVI [32], mutual nearest neighbors [297], Seurat v3 [298], Conos [299], and Scanorama
[300] will be useful for this integration and as a guide for future studies. In this way, our
novel reference map can serve as a valuable resource for the ongoing study of human T cell
immunity in disease, immunotherapies, vaccines and infections, with the ultimate goal of
diagnosing, screening and monitoring immune responses.

4.2.5

Methods

Acquisition of human tissues and blood
We obtained human tissues from deceased, brain-dead donors at the time of organ acquisition
for clinical transplantation through an approved research protocol and MTA with LiveOnNY,
the organ procurement organization for the New York metropolitan area. Obtaining tissue
samples from deceased organ donors does not qualify as “human subjects” research, as
confirmed by the Columbia University Institutional Review Board (IRB). Donors were
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free of chronic disease, cancer and chronic infections such as Hepatitis B, C, and HIV.
Clinical and demographic data regarding organ donors used in this study are summarized
in Supplementary Table 1. We obtained peripheral blood from healthy consenting adult
volunteers by venipuncture, through a protocol approved by the Columbia University IRB
and have complied with all relevant ethical regulations for work with human participants.
T cell isolation and stimulation
Tissues acquired from donors were maintained in cold saline during transport to the laboratory,
typically within 2–4 h of procurement. We isolated mononuclear cells from donor lungs,
lung-draining lymph nodes (LN) and bone marrow (BM) as previously described [237, 239].
Briefly, lungs were flushed with cold complete medium (RPMI 1640, 10% FBS, 100 U/ml
penicillin, 100 µg/ml streptomycin, 2 mM L-glutamine) and left lateral basal segment of the
lung was isolated. LN were isolated from the hilum, near the intersections of major bronchi
and pulmonary veins and arteries, removing all fat. To obtain mononuclear cell suspensions,
LN and lung tissues were mechanically processed using a gentleMACS tissue dissociator
(Miltenyi Biotec), enzymatically digested (complete medium with 1 mg/ml collagenase D,
1 mg/ml trypsin inhibitor and 0.1 mg/ml DNase for 1 h at 37 °C in a mechanical shaker) and
centrifuged on a density gradient using 30% Percoll Plus (GE Healthcare). BM was aspirated
from the superior iliac crest. For BM and peripheral blood, we isolated mononuclear cells
by density gradient centrifugation using Lymphocyte Separation Medium (Corning). T cells
were enriched from all samples using magnetic negative selection for CD3+ T cells (MojoSort
Human CD3+ T cell Isolation Kit; BioLegend), followed by a dead cell removal kit (Miltenyi
Biotec), resulting in 80–90% purity. We cultured 0.5-1 x 106 CD3+ enriched cells from each
donor tissue for 16 h at 37 °C in complete medium, with or without TCR stimulation using
Human CD3/CD28 T Cell Activator (STEMCELL Technologies). After stimulation, dead
cells were removed as above before cell isolation for single-cell RNA-seq.
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Single-cell RNA-seq
Single-cell suspensions were loaded onto a Chromium Single Cell Chip (10x Genomics)
according to the manufacturer’s instructions for co-encapsulation with barcoded Gel Beads at
a target capture rate of ∼5000 individual cells per sample. We barcoded captured mRNA was
barcoded during cDNA synthesis and converted the barcoded cDNA into pooled single-cell
RNA-seq libraries for Illumina sequencing using the Chromium Single Cell 3’ Solution (10x
Genomics) according to the manufacturer’s instructions. All samples for a given donor were
processed simultaneously with the Chromium Controller (10x Genomics) and the resulting
libraries were prepared in parallel in a single batch. We pooled all of the libraries for a given
donor, each of which was barcoded with a unique Illumina sample index, for sequencing in
a single Illumina flow cell. All of the libraries were sequenced with an 8-base index read, a
26-base read 1 containing cell-identifying barcodes and unique molecular identifiers (UMIs),
and a 98-base read 2 containing transcript sequences on an Illumina HiSeq 4000. Cell counts
and transcript detection rates are summarized in Supplementary Table D.2.
Single-cell RNA-seq data processing
Prior to gene expression analysis, raw sequencing data was corrected for index swapping,
a phenomenon that occurs during solid-phase clonal amplification on the Illumina HiSeq
4000 platform and results in cross-talk between sample index sequences. We corrected index
swapping using the algorithm proposed by Griffiths et al. [301]. First, we aligned the reads
associated with each sample index to GRCh38 (GENCODE v.24) using STAR v.2.5.0 after
trimming read 2 to remove 3’ poly(A) tails (>7 A’s) and discarding fragments with fewer
than 24 remaining nucleotides as described in Yuan et al. [29]. For each read with a unique,
strand-specific alignment to exonic sequence, we constructed an address comprised of the
cell-identifying barcode, unique molecular identifier (UMI) barcode, and gene identifier. Next,
we counted the number of reads associated with each address in each sample. Because of
index swapping, we found that some addresses occurred in multiple samples at much higher
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frequencies than one would expect by chance. For the vast majority of addresses, there was a
single sample containing most of the associated reads. If >80% of reads for a given address
were associated with a single sample (e.g., a single index sequence), we kept all of the reads
corresponding to that address in that sample and removed all of the reads associated with
that address from all other samples [301]. We also identified addresses for which no sample
contained >80% of the corresponding reads and removed all of these reads from all samples.
After correcting for index swapping, we collapsed amplification duplicates using the UMIs
and corrected errors in both the cell-identifying and UMI barcodes to generate a preliminary
matrix of molecular counts for each cell as described previously [29].
Computational identification of T cells
Thoroughly removing non-T cells from the data set is complicated by technical issues such as
molecular cross-talk, multiplet capture, and a broad coverage distribution. We developed a
procedure to remove non-T cells that accounts for these issues by identifying both individual
cells and clusters of cells that are enriched in expression of a blacklisted gene set that is highly
specific to contaminating cell types. We began by clustering the single-cell profiles within
each sample using a pipeline that we reported previously [22, 29]. Briefly, we identified highly
variable genes that are likely markers of specific subpopulations by normalizing the molecular
counts for each cell to sum to one, ordering all genes by their normalized expression values,
and computing a drop-out score ds𝑔 for each gene 𝑔 defined as:
| 𝑓𝑔 − 𝑓𝑔max |
ds𝑔 = p max
𝑓𝑔
where 𝑓𝑔 is the fraction of cells in which we detected 𝑔 and 𝑓𝑔max is the maximum 𝑓𝑔
in a 25-gene rolling window centered on 𝑔. We selected genes with ds𝑔 > 0.15 or with
𝑡𝑒𝑥𝑡𝑑𝑠𝑔 > 6𝜎ds + ds𝑔 , where 𝜎ds and ds𝑔 are the standard deviation and mean of the
dropout score distribution. Using these genes, we computed a cell-by-cell Spearman’s
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correlation, from which we constructed a k-nearest neighbor’s graph (𝑘 = 20) and used this
as input for the PhenoGraph [36] implementation of Louvain community detection to identify
cellular subpopulations.
Next, we used the pooled normalization approach described by Lun et al. [302] as
implemented in the scran package with the computeSumFactors function to compute size
factors for each cell [302, 303]. We supplied the computeSumFactors function with the cluster
identifiers obtained from PhenoGraph to account for cell type-specific coverage differences.
Using the resulting normalized expression profiles, we identified PhenoGraph clusters with
positive enrichment of average CD3D and TRAC expression and labeled these clusters as
T cell clusters (Supplementary Figure D.1). Within each sample, we conducted differential
expression analysis between all pairs of T cell and non-T cell clusters via the Wilcoxon
rank-sum test using the SciPy function ranksums and Benjamini-Hochberg corrected p-values
with the StatsModels function multipletests in Python, yielding 𝑝 values 𝑝 𝑎𝑑 𝑗 . Finally,
we established an initial blacklist of genes that are highly specific to the non-T cell clusters
by taking any gene with 𝑝 𝑎𝑑 𝑗 < 0.001 and greater than 10 fold-enrichment in a non-T cell
cluster for any of the above pairwise comparisons in any sample. To refine the blacklist
and avoid including genes that are specific to T cell subsets found in only a limited set
of samples or clusters, we also generated a whitelist of genes with positive enrichment in
any T cell cluster. We removed any member of this whitelist from the initial blacklist to
produce a final, refined blacklist containing 744 genes highly specific to contaminating cell
types (Supplementary Data 1). As expected, genes on the final blacklist included markers of
epithelial cells, dendritic cells, mast cells, B cells, neutrophils, and red blood cells.
The blacklist of genes was used to remove cells from the T cell clusters that are either
improperly clustered (unlikely to be T cells) or potentially multiplets (a cell-identifying
barcode co-encapsulated both T cells and non-T cells). Importantly, because of molecular
cross-talk in scRNA-seq libraries from PCR recombination, we only considered a cell to
be expressing a blacklisted gene if the average number of reads supporting the detected
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molecules was above a certain threshold. This threshold depends on the average depth to
which we sequenced the libraries in a given sample. The distributions of the number of
reads-per-molecule are generally bimodal for a given sample. We assume that the mode with
lower read counts per molecule arises from PCR recombination in which a molecule originating
from one cell receives the cell-identifying barcode of a different cell at an intermediate point
in PCR, thereby resulting in a detected molecule supported by an unusually small number
of reads (i.e., amplicons). We therefore considered the sample ℎ with the highest coverage
(and therefore the clearest separation between the two modes) and took the minimum point
between the two modes in the reads-per-molecule distribution to be the threshold number of
reads per molecule, 𝑇ℎ , below which a detected molecule would be considered to arise from
cross-talk. We extrapolated a reads-per-molecule threshold for each of the other samples 𝑠 as:
RPM𝑠
𝑇𝑠 = 𝑇ℎ ∗
RPMℎ




where RPM𝑠 is the average number of reads per molecule detected in sample 𝑠.
Finally, for each cell 𝑐 in a sample with threshold Ts, we computed 𝑏 𝑐 , the per-cell
fraction of blacklisted genes detected with an average number of reads per molecule above
𝑇𝑠 . As expected, 𝑏 𝑐 was typically bimodally distributed within each sample (Supplementary
Figure D.1e). The vast majority of cells in the lower mode were in the T cell clusters described
above, while the high mode was composed mainly, but not exclusively, of cells from non-T cell
clusters (Supplementary Figure D.1e). In each sample, we fit a Gaussian to 𝑏 𝑐 ’s distribution
across cells assigned to T cell clusters and established a threshold at two standard deviations
above the fitted mean. We considered any cell with 𝑏 𝑐 above this threshold and any cell that
clustered among the non-T cell clusters to be a non-T cell and discarded these cells from all
downstream analysis.
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Course-grained clustering of T cells from each donor
Once we had identified the T cells from each sample using the methodology described above,
we merged resting and activated samples from all of the tissues in each donor and clustered the
T cells from the two donors separately to generate Figure 4.1b,c. We used the methodology
described above to identify a set of highly variable genes for each sample (including the
blood samples), and then merged those sets to generate a large list of 315 highly variable
genes (Supplementary Data 2) with which we clustered the merged samples from both donors.
We computed Louvain clusters from the two merged data sets with 𝑘 = 12 and a minimum
cluster size of 100 cells using a k-nearest neighbors graph constructed from the Spearman’s
correlation matrix calculated using the 315 highly variable genes. We used the Python
implementation Uniform Manifold Approximation and Projection (UMAP) [51] to produce
the two-dimensional projections shown in Figure 4.1b,c. To obtain CD4/CD8 ratios for each
cluster, we first computed the expression level of CD4 and CD8A in each cell using the
normalized counts from computeSumFactors as described above. For both CD4 and CD8A,
we then computed the average log2 (normalized counts + 1) for each cluster and normalized
this value by the average log2 (normalized counts + 1) for all cells. We then took the log-ratio
of these values for CD4 and CD8A to generate Figure 4.1b, where all the cells in each cluster
are labeled with the cluster’s log-ratio. Differentially expressed genes for cells in each cluster
versus all other cells were determined using a binomial test [97] (Supplementary Data 3, 4).
Blood projection analysis
To project the data obtained from blood T cells onto the tissue-derived profiles from each
organ donor, we first merged the scRNA-seq profiles from both blood donors. We note
that the scRNA-seq data from blood were subjected to the same computational procedure
described above for eliminating non-T cell profiles. We used the same highly variable gene
set (Supplementary Data 2) that was used in the original UMAP model of each organ donor
to compute a Spearman’s correlation matrix between the blood and tissue profiles. We
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then projected the blood T cell profiles onto the UMAP embeddings for each of the two
organ donors using the transform function in UMAP. We note that the organ donor UMAP
embeddings used for this analysis are slightly different from what appears in Figure 4.1b,c,
because a small number of genes in the highly variable gene set were eliminated due to lack
of expression in the blood. We also note that a small modification to the UMAP source
code was needed to accommodate the use of Spearman’s correlation as a similarity metric
(available at https://github.com/simslab/umap_projection).
We confirmed our findings using scmap [266], a previously published scRNA-seq data
projection algorithm. When projecting blood T cells onto the tissue T cells from Tissue
Donors 1 and 2, scmap yielded projections that were consistent with UMAP (Supplementary
Figure D.4a,b,e,f) with projection coordinates that were highly correlated across both data
sets (Supplementary Figure D.4c,d,g,h).
To generate the cell number heatmaps in Figure 4.2 and Supplementary Figure D.3,
we first computed a centroid position in the UMAP embedding for each condition, subset
and tissue combination in the tissue data based on the Louvain clustering described above
for Figure 4.1b, c. For example, for Donor 2, we computed the average position of LG-,
BM-, and LN-derived resting. We then identified the nearest condition, subset and tissue
combination for each cell in the blood samples based on the Euclidean distance between a
given blood-derived cell’s position in the UMAP model (following projection of the blood
data onto the tissue UMAP model) and each centroid position. The heatmaps summarize
the results of these calculations, providing the number of blood-derived cells that are closest
to each condition, subset and tissue combination in the organ donor data.
Comparison of TEM cells from tissue and blood
To identify a tissue-specific T cell signature, we compared the expression profiles of effector
memory cells from resting LG, BM, and LN T cells from the two tissue donors to resting
blood T cells from the two blood donors. We found CCL5 to be an extremely highly
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expressed marker of effector-memory (TEM) cells that exhibited strong anti-correlation with
SELL, a marker of non-effector memory cells, in all of our resting samples (Supplementary
Figure D.5a). We also found that the average number of reads per molecule for CCL5 was
bimodally distributed, consistent with spurious detection of CCL5 in a population of cells
due to PCR recombination (Supplementary Figure D.5b). For each sample, we used the point
between these two modes where the probability density was minimal as a threshold for the
minimum average number of reads per molecule of CCL5 required for a cell to be considered
positive for CCL5. For each sample, we normalized the matrix of molecular counts for the
CCL5+ TEM cells using the computeSumFactors function in scran to compute size factors
for each cell[302, 303]. For each tissue site, we then identified differentially expressed genes for
all four pairwise comparisons of resting tissue to resting blood CCL5+ T cells (tissue donor 1
vs. blood donor A, tissue donor 2 vs. blood donor A, etc.) using the Wilcoxon rank-sum test
with the SciPy function ranksums and computed Benjamini-Hochberg corrected p-values with
the StatsModels function multipletests in Python after removing genes from the blacklist
described above (Supplementary Data 1). For each tissue, we took all genes with 𝑝 𝑎𝑑 𝑗 < 0.05
and fold-change >2 in all 4 pairwise comparisons to comprise a tissue-specific effector memory
T cell signature (Figure 4.3).
Next, all of the genes in the tissue-specific effector memory T cell signature and computed
the average normalized expression of the resulting gene set to obtain Figure 4.3d. Z-scored
normalized expression for each of these genes appears in the heatmap in Figure 4.3e for
each site/donor, which also includes a set of blood T cells with outlier expression of the
tissue-enriched gene signature (blood T cells with average expression within one standard
deviation of that of the tissue T cells as indicated by the dashed line in Figure 4.3d). For
Figure 4.3f, we took all genes with 𝑝 𝑎𝑑 𝑗 < 0.05 (Wilcoxon and correction described above)
and two-fold higher expression in either the tissue- or blood-associated T cells in all four
pairwise comparisons. We then constructed a Spearman’s correlation coefficient between
pairs of resting CCL5+ cells in the dataset across these genes and used this to generate a
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UMAP embedding.
Analysis of tissue T cell signatures in other datasets
We used Gene Set Enrichment Analysis (GSEA) to assess the enrichment of the tissueassociated T cell signature in T cells profiled from the bone marrow of living donors and its
depletion in T cells profiled from two additional blood samples in Supplementary Figure D.6.
We obtained 10x Genomics Chromium scRNA-seq profiles of bone marrow from 20 individuals from GEO accession GSE120221 [269]. We merged the data from all of the samples
and clustered the merged scRNA-seq profiles using PhenoGraph as described above. To
computationally isolate TEM cells, we took all CCL5+ cells that occurred in any Phenograph
cluster that was positively enriched in TRAC expression. We then compared the expression
profiles of CCL5+ T cells from the bone marrow of living donors to the resting, CCL5+ T cells
from the two blood donors from this study (Donors A and B) using the Wilcoxon rank-sum
test as described above. After ranking all genes for which a test statistic could be computed
by fold-change (comparing bone marrow to blood), we used GSEA (pre-ranked, "classic"
mode with 10,000 permutations) to calculate the enrichment of the tissue-associated T cells
signature among the differentially expressed genes. We used the Java implementation of GSEA
that is freely available from http://software.broadinstitute.org/gsea/index.jsp.
To assess the depletion of the tissue-associated T cell signature in other blood data
sets relative to the tissue samples collected here, we obtained 10x Genomic Chromium
scRNA-seq data from PBMCs of a healthy donor and purified T cells of a healthy donor from
10x Genomics (Donor C PBMCs: pbmc8k data set from https://support.10xgenomics.
com/single-cell-gene-expression/datasets/2.1.0/pbmc8k; Donor D purified T cells:
t_4k data set from https://support.10xgenomics.com/single-cell-gene-expression/
datasets/2.1.0/t_4k). We performed clustering separately on the two samples using
Phenograph and computationally isolated TEM cells as described above for the live donor
bone marrow samples. We then performed differential expression analysis using the Wilcoxon
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rank-sum test to compare TEMs from Donors C and D to those in each tissue from the
resting samples collected for this study. For each tissue site, we merged the resting TEMs
from Donors 1 and 2. Finally, we performed GSEA as described above to assess the depletion
of the tissue-associated T cell signature in Donors C and D for each tissue site comparison.
Single-cell Hierarchical Poisson Factorization
We applied Single-cell Hierarchical Poisson Factorization (scHPF), a method that we recently
reported for de novo discovery of gene expression signatures in scRNA-seq data, to the merged
activated and resting cells for each tissue and donor [22]. Given a molecular count matrix,
scHPF identifies a small number of latent factors that explain both continuous and discrete
expression patterns across cells. Each gene has a score for each factor, quantifying the gene’s
contribution to the associated expression pattern. Likewise, each cell assigns a score to each
factor, which reflects the contribution of the factor to the observed expression in the cell.
We applied scHPF to each tissue and blood sample after merging their respective resting
and activated datasets. We considered only genes with GENCODE protein coding, T cell
receptor constant or immunoglobulin constant biotypes, excluded genes on the previously
described blacklist, and removed genes detected in fewer than 0.1% of cells in a given
merged dataset. scHPF (version 0.1) was run with default parameters for seven values of
𝐾, the number of factors, equal to all values between 6–12, inclusively. This resulted in
seven candidate scHPF factorizations per merged dataset. We then selected K to avoid
factors with significant overlap in their gene signatures. For each dataset and value of 𝐾,
we calculated 𝑁 𝐾 : the maximum pairwise overlap of the 300 highest-scoring genes in each
factor for the corresponding scHPF model. We considered overlap significant if 𝑝 < 0.05 by a
hypergeometric test with a population size equal to the number of unfiltered genes in the
tissue sample and 𝑁 𝐾 observed successes. Finally, for each dataset, we selected the model
with maximum 𝐾 such that 𝑝 >= 0.05 (Supplementary Figure D.7). This procedure resulted
in eight factorizations: six from tissue donors (lung, BM, and LN from each of two organ
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donors) and two factorizations from the blood of living donors. We defined each factors’
CD4/CD8 bias as the log2 ratio of its mean cell score in CD4+ and CD8+ T cells.
To discover common patterns of expression across tissues and donors, we performed
unsupervised clustering of all factors for tissue-derived cells. First, we calculated Pearson correlation on the union of the fifty highest and lowest scoring genes in each factor for each tissue
factorization (2291 genes total) using the Python pandas package’s DataFrame.corr function.
Next, we hierarchically clustered the factor-factor correlation matrix using scipy.cluster.hierarchy.linkage with method = ‘average’ and scipy.cluster.hierarchy.dendrogram
(Supplementary Figure D.8a). This defined clusters of tightly correlated expression patterns,
which we call expression modules. We focused on seven modules (out of nine) whose factors
had mean pairwise correlations greater than 0.25. Most modules contained at least one
factor from each tissue and donor. To identify the top genes in each module (Figure 4.4a,
Supplementary Data 5), we ranked genes by their mean gene score across all constituent
factors. The CD4 IFN response module contained two factors from Donor 2 BM; however, one
of the two factors was far more tightly correlated with the rest of the factors in the module
than the other. As the top genes in the module were nearly identical with and without the
less tightly-correlated factor, we excluded it from the module in downstream analyses for
clarity.
Activation trajectory analysis
We used the factorizations described above to compute T cell activation trajectories by
diffusion component analysis. We first converted the cell score matrix obtained from the
factorization of each resting/activated merged tissue or blood sample into a cell-by-cell
Euclidean distance matrix. We then extracted the distance submatrices corresponding to the
CD4 and CD8 clusters in each sample as defined from the merged analysis of all samples
from each donor described above. We used the two resulting distance submatrices to compute
diffusion components for CD4 and CD8 activation with the C++ Accelerated Python Diffusion
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Maps Library (DMAPS ) with a kernel bandwidth of four. The diffusion maps shown in
Figure 3.10b–e each show the first two diffusion components which we define as the two
diffusion eigenvectors with the second- and third-highest eigenvalues scaled by the diffusion
eigenvector with the largest eigenvalue.
Flow cytometry and proliferation assays
To evaluate the expression of T cell surface markers by flow cytometry, we incubated tissue
and blood cell suspensions with Human TruStain FcX (BioLegend) and stained with following
fluorochrome-conjugated antibodies: CD3 (UCHT1, BD Biosciences; OKT3, BioLegend),
CD4 (SK3, BD Biosciences; SK3, Tonbo Biosciences), CD8 (SK1, BioLegend; RPA-T8, BD
Biosciences), CCR7 (G043H7; BioLegend), CD45RA (HI100; BioLegend), CD25 (BC96;
BioLegend), CD127 (A019D5; BioLegend), CD69 (FN50; BioLegend), CD103 (Ber-ACT8;
BioLegend), CD45 (HI30; BioLegend), and Fixable Viability Dye eFluor 780 (eBioscience).
For stimulation/proliferation assays, we magnetically enriched for CD3+ T cells from single
cell suspensions, stained cells with Cell Proliferation Dye eFluor 450 (eBioscience), and
cultured cells for up to 120 h with or without TCR stimulation as above. At indicated
time points, we performed intercellular staining of NME1 (11615-H07E; Sino Biological)
using a Foxp3/Transcription Factor Staining Buffer Kit (Tonbo Biosciences) for fixation
and permeabilization of cells according to manufacturer’s instructions. We acquired cell
fluorescence data using a BD LSR II flow cytometer and used FCS Express (De Novo Software)
for analysis. The results are summarized in Supplementary Figure D.2 and the gating strategy
is shown in Supplementary Figure D.18a.
Quantitative real-time PCR
PBMC were magnetically enriched for CD3+ T cells, and sorted for live CD4+ and CD8+ T
cells (singlets, FSClow SSClow , and Viability Dye- ) using a BD Influx cell sorter (Supplementary
Figure D.18b). Sorted cells were cultured in complete medium with or without anti-CD3/anti188

CD28 stimulation as above for 2–72 h. For dissecting the contribution of type I and
type II IFN signaling to gene expression, cells were pre-incubated with Human Type 1
IFN Neutralizing Antibody Mixture (PBL Assay Science, Cat# 39000-1) according to
manufacturer’s instructions, or 1 µg/mL of both anti-IFN𝛾 (R&D Systems, MAB285, clone
# 25718) and anti-IFN𝛾R1 (R&D Systems, MAB6731, clone # 92101). As a control, CD4+
T cells were activated with 1000 units/mL of recombinant human IFN𝛼2 (PBL Assay Science,
Cat#11101-1) or 10 ng/mL recombinant human IFN𝛾 (Peprotech, Cat# 300-02). Control
and stimulated CD4+ and CD8+ T cells were harvested at indicated time points and RNA
isolated using a RNeasy Micro Kit (Qiagen) with on-column DNase digestion. We converted
RNA to cDNA via SuperScript IV VILO Master Mix (Invitrogen) and performed quantitative
real-time PCR (qPCR) on a Viia 7 Real-Time PCR system (Applied Biosystems) using
TaqMan Gene Expression Assays (NME1 Hs00264824_m1; IL2RA Hs00907777_m1; IFIT3
Hs00155468_m1; TBP Hs00427620_m1) and TaqMan Fast Advanced Master Mix, all from
ThermoFisher Scientific. Quntitative PCR (qPCR) reactions were set up according to
manufacturer’s instructions and fold changes between stimulated and unstimulated cells at
each time point were calculated using the ΔΔ cycle threshold method in ExpressionSuite
Software (ThermoFisher Scientific) with TBP as a reference gene.
Tumor-associated T cell projection analysis
We projected scRNA-seq profiles of tumor-associated T cells from four different tumor types
onto a UMAP embedding of resting and activated T cells from our combined tissue and blood
data set using the methods described above for projecting blood T cells onto embeddings
of the tissues. Briefly, we used the highly variable gene set from Supplementary Data 2
to generate a UMAP embedding of our tissue/blood data from a Spearman’s correlation
matrix. We did not find any qualitative differences between UMAP embeddings when
donor-specific genes were removed (Supplementary Figure D.19). We then projected the
tumor-associated T cell profiles onto this embedding using the transform function in UMAP.
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Tumor-associated T cells from non-small cell lung cancer (NSCLC) [283] and breast cancer
(BC) [282], which were profiled using the 10x Genomics Chromium platform, were obtained
from https://gbiomed.kuleuven.be/scRNA-seq-NSCLC and GEO accession GSE114724
(samples BC09, BC10, and BC11), respectively. For these two data sets, we used the UMIcorrected molecular counts provided by the authors. T cells from colorectal cancer (CRC)
[281] and melanoma (MEL) [264], which were profiled using SMART-seq, were obtained
from GEO accessions GSE108989 and GSE120575 (pre-treated samples only). For these two
data sets, we used the TPM values provided by the authors. We note that the tissue/blood
embedding was re-computed for each projection and is therefore slightly different in each
case because not all of the processed data sets from the tumor studies contained all of the
genes in Supplementary Data 2.
The resulting projections are displayed in Figure 4.6 in three different ways. In the top
row, the projections are displayed as contour plots of estimated probability density (kernel
density estimates) with a maximum of 14 contours. In the second row, we used a hexbin
two-dimensional histogram of the number of cells in each bin with the colorbars normalized
such that the intensity can be compared across samples (e.g., scaled so that the melanoma
projection can be compared to the CRC projection). Finally, we also show where individual
tumor-associated T cells project in subsequent rows along with gene expression values for
several key markers. In Figure 4.7, we show the average expression of several canonical
exhaustion markers in individual cells. The markers used for this analysis were PDCD1,
CTLA4, LAG3, LAYN, TIM-3, CD244, and CD160. We applied the same methodology to
project the tumor-associated T cell profiles onto independent UMAP embeddings for each
donor as shown in Supplementary Figure D.11–D.14.
As above in Figure 4.2, we validated the tumor-associated T cell projection analysis using
scmap [266]. Mapping the tumor-associated T cells onto our reference tissue and blood T cell
dataset using scmap generated projections that were consistent with UMAP, with coordinates
that were highly correlated (Supplementary Figure D.15).
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Analysis of T cells from dengue virus-infected patients
To analyze the expression of IFIT3 and NME1 in the context of virus infection, we analyzed
scRNA-seq profiles of peripheral blood from dengue virus-infected patients (GSE116672). We
clustered the data using the methodology described above and isolated T cell clusters based
on enrichment of TRAC expression. We then generated the UMAP embedding shown in
Supplementary Figure D.10 using the methodology described above and the same 315-gene
set used throughout this study (Supplementary Data 2).
Reporting summary
Further information on research design is available in the Nature Research Reporting Summary
linked to online.

4.2.6

Data availability

All scRNA-seq data are available on the Gene Expression omnibus (GEO) under accession number GSE126030 (https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE126030).
We have included a pre-processed and filterable data table containing a matrix of molecular
counts for all cells profiled in our study. Cell-identifying barcodes, UMAP coordinates and
other characteristics (tissue origin, stimulation condition, CD4 or CD8 status and CCL5
expression) for cells designated as T cells (as described in Methods) are included in the Source
Data file for Figure 4.6 of this study. The source data underlying Figure 4.1c, Figure 4.3a–e,
Figure 4.4a, Figure 4.5a,c,d,e and Figure 4.6 are provided in the Source Data file.

4.2.7

Code availability

The computer code for marker selection, clustering, and differential expression is available
at https://github.com/simslab/cluster_diffex2018; the code for scHPF is available at
www.github.com/simslab/scHPF. The code for umap projection analysis is available at:
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https://github.com/simslab/umap_projection.
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4.3

A unified reference map of tissue-associated T cell
activation across in adults and infants

Newborns emerge from the fairly stable environment of the womb into an uncontrolled
environment filled with bacterial, viral, and parasitic threats. During the first few years of
life, babies must rapidly accumulate adaptive immune memory and tolerance that will affect
immune responses into adulthood. T cells form an integral part of these adaptive responses,
and mediate infection clearance, memory formation, and tolerance to harmless stimuli.
Pioneering work in tissue from early life organ donors showed that, in the first two years
of life, T cells are primarily naïve recent thymic emigrants, with cytokine-secreting effector
memory cells (Tem) largely restricted to the lungs and small intestines [234]. Additionally,
infant blood and tissue harbor a much larger proportion of suppressive regulatory T cells
(Tregs) than adults, suggesting that these cells may help control excessive immune responses
before the establishment of tolerance [234]. However, due to the difficulty of obtaining
samples, infant T cells’ functional responses and heterogeneity remain largely unexplored.
Further, although some infant Tem express markers of non-circulating tissue resident memory
cells (Trm) and are capable of producing proinflammatory cytokines [234], it is not clear if
these cells are functionally equivalent to adult Trm.
To address these questions, we conducted single cell RNA-sequencing (scRNA-seq) of T
cells from tissues and blood of adult and infant organ donors in the context of a functional
activation experiment. The following analyses are preliminary highlights from before all data
was collected. However, we believe they demonstrate the utility of our experimental and
computational approach and represent a robust preview of likely results when we resume
analysis of the now-complete dataset (after the completion of this thesis).
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4.3.1

Data acquisition and experimental design

Our experimental design mirrors that of Szabo et al. [52]. After obtaining single cell
suspensions of donor tissue, we performed magnetic negative selection to enrich CD3+ T
cells. A negative selection is necessary in the context of our experiment, as positive selection
on the CD3 receptor might induce activation and differentiation. T cells were then cultured
in media alone (“resting” control) or in the presence of anti-CD3/anti-CD28 antibodies
(“stimulated”) that trigger activation regardless of T cell receptor sequence. After 16 hours,
we performed scRNA-seq using the 10x Genomics Chromium system, followed by sequencing
and computational identification of T cells.
Together with >50,000 T cells from a previous study in adults, we collected >230,000 T
cells across twelve tissue sites from ten donors (six adults, four infants). Six tissues (blood,
jejunum, jejunum mesenteric lymph node, lung, lung lymph node and spleen) have resting and
stimulated samples from at least two adult and infant donors. Two tissues (bone marrow and
colon) have donors in both age groups, but only one donor with both resting and stimulated
cells in infant or adult, respectively.

4.3.2

Identifying markers of infant and adult T cells across multiple
sites

We first sought to determine if there are intrinsic features of infant T cells that distinguish
them from adults across tissues or subsets. To avoid confounding due to composition, we
identified high-confidence effector cells as in [52] based on expression of CCL5 with average
reads per molecule above a sample and gene-specific threshold. This reduced the chance of
including false-positive non-effector cells due to crosstalk from PCR recombination. We also
isolated high confidence non-effector cells based on expression of SELL with mean reads per
molecule above a similarly calculated threshold and no expression of CCL5. In the results
reported here, we only examined tissues with two adult and two infant donors at the time
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Figure 4.8: Z-scored mean normalized expression of differentially tissue signature genes for CCL5+ and
CLL5-/SELL+ subsets across donors and tissues. Rows reprent genes, and columns represent a particular
(Donor,Tissue,Subset) triplet.

of analysis: lung (LG), lung lymph node (LLN), and blood (BL). The final analysis on the
now-complete dataset will also include jejunum, mesenteric lymph node, and spleen. It will
also include additional infant LG and LLN, which may increase power in effector subsets.
To identify genes that distinguish between adult and infant T cells, we performed differential expression testing as in [52] on all four adult-infant pairings in each tissue and subset. We
considered genes to be differentially expressed if they had adjusted p values < 10−3 (BenjaminiHochberg corrected Mann-Whitney U) and at least 2-fold change across all four pairwise
comparisons within a tissue and subset. We identified a core set of genes that differentiated
adult T cells in each tissue site from infant cells across both effector and non-effector subsets
(Figure 4.8). These included several genes reported in Szabo et al. [52] as part of a tissueassociated signature in Tem, including genes involved in the cytoskeleton (S100A4/S100A10)
and adhesion (VIM, galectins LGALS1/LGALS3, annexins ANXA1/ANXA2), as well as
genes without an established role in T cells (CRIP1, PLP2, KLF6). Notably, many adult
tissue-signature genes were enriched in both CCL5+ and CCL5-/SELL+ cells—albeit with
higher expression in CCL5+ cells. We verified that expression in CCL5-/SELL+ non-effectors
was unlikely to arise from PCR recombination-based crosstalk, as tissue signature genes had
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Figure 4.9: Normalized expression of TNRC18, SOX4, and TSHZ2 in all T cells from infant 2 (top row) and all
adults from [52]. Other infants show a similar expression pattern.

similar read-per-molecule distributions in effectors and non-effectors in adult tissue. These
observations suggest an order of operations where tissue adaptation precedes establishment
of long-term residency as Trm, and adults have a higher proportion of tissue-adapted cells
in both subsets. Experiments such as bulk RNA-seq of flow-sorted cells will be necessary
to verify this finding. Finally, we note that a subset of infant effectors appeared to express
some tissue signature genes, especially in the lung, suggesting that these cells have undergone
tissue adaptation. Further work required to determine if these cells are bona fide Trm.
There were also several genes that were specific to infant or adult T cells across both
tissues and blood. Trinucleotide Repeat Containing 18 (TNRC18), a transcription factor
of unknown function, was enriched in multiple infant subsets and tissues (Figure 4.9, left).
SOX4, a gene implicated in T cell development that suppresses T helper type 2 differentiation
in mice [304], and Leucine Rich Repeat Neuronal 3 (LRRN3), a gene of unknown function,
were highly enriched in infant SELL+ /CCL5- cells as compared to adult, but had few
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observed transcripts in effector cells (Figure 4.9, middle). Conversely, Teashirt Zinc Finger
Homeobox 2 (TSHZ2), a predicted transcriptional repressor of unknown function, was highly
enriched in adult SELL+ /CLL5- cells, but had few observed transcripts in infant cells or
adult effectors (Figure 4.9, left, right). Several other genes with well documented functions
in other contexts were also enriched in infant T cells including noggin (NOG), condensin
complex component SMC4, myeloid-associated allograft inflammatory factor 1 (AIF1), and
IgE component FCER1G. Experiments to verify these findings via RNA fluorescent in situ
hybridization (RNA FISH) are ongoing, and may motivate further functional studies. Notably,
many genes identified in this analysis appear prominently in subsequent analyses that were
not specifically aimed at adult vs. infant differences, and took a more generic approach to
inference of gene expression programs.

4.3.3

Building a unified model of adult and infant T cell activation
in tissue and blood

In [52], we found conserved functional states in T cells across multiple donors and tissues by
extracting shared signals from independent scHPF models. Unfortunately, this approach does
not scale to the 85 samples in our expanded adult and infant dataset. Further, it is optimized
to find shared signals, but does not easily allow for comparisons across tissues, donors, or
ages. Numerous other approaches have been developed to harmonize data across batches [28,
297, 300, 305]; however, these methods assume all differences between datasets arise from
technical batch effects, and thus attempt to remove them. While this assumption is valid in
some contexts, it does not apply to our dataset and might result in removal of important
biology relevant to age, tissue residence, or activation status. Instead, we exploit scHPF’s
linearity to build a pan-tissue reference map of T cell activation in infants and adults.
Linear models have been used to great success in bulk transcriptomic and genomic studies
to account for both known and unknown confounders [20]. We took a similar approach to
building a unified model of T cell activation across tissues and ages with single cell Hierarchical
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Figure 4.10: UMAP of scHPF representations before removal of confoundering factors (left) and after (right).
Cells are colored by donor (top) or stimulation condition (bottom)
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Poisson Factorization (scHPF) [22]. First, we selected cells from all tissues with paired resting
and stimulated samples in at least one adult and one infant. At the time of analysis, these
were blood, bone marrow, jejunum, jejunum lymph node, lung, lung lymph node, and spleen
collected across three adult organ donors, two adult blood donors, and four infant organ
donors. scRNA-seq was performed with 10x Chromium v2 chemistry for seven of nine donors,
whereas the remaining two used Chromium v3 chemistry. To correct for v3’s systemically
higher molecular capture efficiency, we downsampled all samples to have the same mean
coverage (molecules per cell). Although scHPF models differences in coverage, we found this
step helpful in correcting for large systematic differences when bridging technologies. To
class balance, we subsampled all specimens to have the same number of cells, except for lung
and jejunum. As our training data contained 5 lymphoid tissues and only 2 mucosal sites,
we sampled up to twice as many cells (without replacement) from lung and jejunum. This
helped ensure even representation not only across tissues, but also across subsets, as Tem
are largely absent from infant lymphoid sites [234]. We anticipate that some class-balancing
may be helpful in building the final model, which will include an additional adult donor (v3
chemistry) and may have a slightly different balance of tissues.
After training an scHPF model on this balanced dataset, we identified factors that
corresponded to likely confounders by their cell score distributions across donors and topscoring genes. Because scHPF is linear, we can easily associate latent dimensions with specific
programs and remove them from downstream analysis. For example, one factor whose top
scoring genes were ribosomal proteins was highly enriched in samples with v2 chemistry,
but had cell scores near zero in samples prepared with v3 chemistry. This is consistent
with v3 chemistry’s higher molecular capture efficiency (highly expressed genes are a greater
fraction of captured molecules if coverage is low), and indicates that downsampling does not
entirely account for differences in chemistry. By breaking expression down into constituent
programs with scHPF, we were able more fully correct for this technical confounder. Removing
confounding factors produced a final model with good mixing across donors and a clear axis
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Figure 4.11: A unified reference map of tissue-associated T cells in infants and adults colored by activation status,
age, CCL5/SELL ratio, tissue site (blood (BL), bone marrow (BM), jejunum (JJ), jejunum mesenteric lymph node
(JLN), lung (LG), lung lymph node (LLN), spleen (SP)), tissue group (Blood Rich includes BL, BM, and SP), or
mucosal/lymphoid status.

of activation 4.10.

4.3.4

scHPF reveals key programs of gene expression in tissue- associated T cells from adults and infants

We first examined the distribution of cells from different activation conditions, tissues, and
age groups across the unified reference map. We observed two major axes of variation:
resting versus activated and effector versus non-effector (Figure 4.11). Mucosal or lymphoid
tissue origin largely (but not entirely) coincided with effector status, consistent with subset
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composition differences between the two tissue types. However, there were pronounced
differences in the distributions of cells from blood-rich lymphoid tissue (blood, bone marrow,
spleen) as opposed to cells from lymph nodes in both adults and infants, with some cells
from blood-rich lymphoid sites but not lymph nodes co-localizing with effectors from the
lung. Similarly, while effectors from lung co-localized with effectors from other tissues, most
effectors from both adult and infant small intestine segregated separately. There were also
differences in distribution of cells across age groups. Although several regions of the combined
UMAP showed good mixing between ages, there were areas of higher density for each age. In
particular, one large region was composed almost entirely of SELL+ infant cells. These cells
originated from all tissue sites, but were largely from lymphoid tissues.
To better understand the programs of gene expression underlying these differences, we
examined scHPF factors’ top scoring genes and distributions across cells. First, we verified that
scHPF identified the programs reported in Szabo et al. [52], which correspond to the treatment
conditions (resting/activated) and broad subset classifications (effector/noneffector/Treg)
in the dataset. As expected, we observed factors for naïve/central memory cells (CCR7,
SELL, MYC), Tregs (FOXP3, CTLA4, TNFRSF18), cytotoxic/effector status (CCL5, GZMA,
PRF1), intermediate interferon response (STAT1, IFIT3, GBP1), generic activation (NME1,
TNF, IL2RA), and effector activation (CCL3, CCL4, IFNG) (Figure 4.12). These clear,
unconfounded programs support our approach for large-scale data harmonization across
donors, technologies, tissue sites, and ages.
Having established the validity of our approach, we wondered if it could reveal the major
biological processes that form resting to activated trajectories across the dataset. The
reference map appeared to have three major, parallel trajectories from resting cells on the
right to activated cells on the left, which came together in a trident-like shape (Figure 4.11).
Two trajectories (bottom and middle) were split evenly between resting cells in the trident’s
base (right), and activated cells in its tines (left), and contained a mix of adult and infant cells.
They corresponded to the effector activation and generic activation programs, respectively
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Figure 4.12: scHPF reveals key programs of gene expression across the unified reference map. Color indicates the
average normalized expression of the top 25 genes per factor. Selected high scoring genes shown next to average
expression
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(Figure 4.12). In contrast, the top trajectory contained almost exclusively SELL+ infant
cells, and had a large population of resting cells at its leftmost terminus. To our surprise,
it was distinguished by a smooth gradient of expression of glycolytic pathway enzymes
such as Enolase 1 and 2 (ENO1/ENO2) and Aldolase Fructose-Bisphosphate C (ALDOC)
(Figure 4.12). While upregulation of glycolysis is a well-established component of T cell
activation [306], it is not clear why these resting, likely naïve cells have turbocharged glycolysis.
We look forward to validating and experimentally interrogating this exciting finding.
We next asked if any scHPF factors explained other regionalization patterns across tissues
and ages. One factor was specific to the SELL+ infant-only region across both resting and
activated cells, and contained several genes enriched in our infant signature from differential
expression analysis (SOX4, LRRN3, FCER1G, AIF1). In contrast, another factor was largely
specific to effector and mucosal regions, and appeared especially enriched in areas with a higher
concentration of adult cells. It ranked several genes from the adult tissue-associated signature
highly (S100A4/S100A6, LGALS1/LGALS3, ANXA1/ANXA2, CXCR6), but also included
functionally related genes we had not previously identified such as the actin-based molecular
motor Myosin IF (MYO1F) and actin capping protein CAPG. Yet another regionionallyrestricticted factor was highly expressed in cells from the small bowel, and expressed CCR9,
a gene known to be expressed by T cells in intestines, as well as cytokine receptor IL18R1
and co-inhibitory receptor TIGIT. Therefore, scHPF enables large-scale data harmonization
and identifies key gene expression programs across age, tissue site, and activation site.

4.3.5

Inferring regulators of scHPF programs

scHPF uncovers programs of gene expression, but does not distinguish between regulators
and targets. To identify putative regulators of tissue adaptation and expression differences
between infant and adult, we combined our reference map with gene regulatory network
(GRN) inference. GRNs attempt to uncover regulatory interactions using covariation structure
across genes. Many of these algorithms were developed for analysis of microarray or bulk
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RNA-sequencing data, but in principle should perform well on scRNA-seq datasets due to its
comparatively massive scale and unconfounded data points (cells instead of samples) that
do not average across pools of heterogeneous cells. However, it is not clear how well these
algorithms actually perform on scRNA-seq or how to prioritize the hundreds or even thousands
of putative regulons identified for experimentation. We hypothesized that by combining
putative regulons with expression programs from scHPF, we could identify promising targets
for functional perturbation experiments.
We used ARACNe-AP (Algorithm for the Reconstruction of Accurate Cellular Networks
with Adaptive Partitioning) [307], a GRN algorithm that uses mutual information to infer
transcription factor-target interactions to a further subsampled version of our training set.
We used the (normalized) count matrix, which included 872 transcription factors, as input to
ARACNe-AP for GRN inference with 50 rounds of bootstrapping. For each transcription
factor, we computed Spearman’s correlation coefficient between its expression profile across
cells and that of each inferred target. All inferred interactions with a correlation coefficient
greater than one standard deviation above the mean were considered to be activating targets.
Next, we used gene set enrichment analysis (GSEA) [163] to identify activating master
regulators of each scHPF factor. We constructed gene sets from the activated targets in each
transcription factor regulon and ranked all genes in the scHPF model by their gene scores
for each scHPF factor. Finally, we computed a normalized enrichment score (NES) using
GSEA to identify and rank the transcription factors with activated regulons that were highly
enriched in the top scoring genes for each scHPF factor.
As a positive control, we first verified that this procedure found the known regulators
for scHPF factors that represented well-characterized expression programs. Our procedure
appropriately identified FOXP3 the top regulator of the Treg factor, with inferred targets
that included both cannotical Treg markers like IL2RA and CTLA4 as well as genes like
RGS1 and BATF that are highly ranked in the scHPF factor but are not canonical markers.
Likewise, STAT1 was the top regulator of the interferon response factor. Satisfied that our
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procedure can identify known regulators of canonical programs, we examined regulators of the
novel tissue-associated. Kruppel Like Factor 6 (KLF6), a TF with no previously described
role in T cells, was the most enriched regulator in the tissue-associated factor, and contained
several tissue signature and Trm-associated genes in its regulon. We hypothesize that this
TF is a regulator of tissue adaptation in T cells, and plan to follow up with functional
perturbations. We are excited to refine this procedure, and to further investigate the many
significant regulators identified across other factors.

4.3.6

Discussion

These results represent preliminary highlights from our work building a reference map of T
cells across ages, tissues, and activation state. We identify key programs of gene expression
in tissue-associated T cells in adults and infants in the context of a functional experiment,
as well as some of their putative regulators. We further demonstrate the utility of our
approach for large-scale data harmonization with scHPF, and that we can recapitulate
results from orthogonal analyses like differential expression in a more generic, data-driven
framework. Importantly, many of the programs described here would be difficult to glean from
differential expression analysis, clustering, or trajectory analysis without a priori knowledge
of exactly which comparisons to make, and might still be confounded by technical or biological
covariates which we are able to remove with scHPF. Further, this analysis would not have
been possible using a data harmonization method which assumes all differences between
samples are technical, as many important programs are specific to a particular age group
or sample types, and therefore not shared across all samples. Verification experiments (to
rule out the possibility of artifacts) for several genes identified here are ongoing, and we hope
to initiate functional perturbation experiments or putative regulators. We are also excited
about several further applications of our reference map not described here. For example, as
in Szabo et al. [52] we have used our unified model to better understand tumor infiltrating
lymphocytes’ functional states in cancer. We plan to extend this approach to interrogate
206

differences between mouse and human T cell activation.
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Figure A.1. A) Schematic of the experimental workflow for large-scale scRNA-Seq of unsorted single cell
suspensions dissociated from fresh, HGG surgical specimens. B) Violin plots showing the numbers of molecules
(left) and genes (right) detected per cell in each HGG sample.
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Figure A.2. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ017 and
the corresponding cell type.
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Figure A.3. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ018 and
the corresponding cell type.
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Figure A.4. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ025 and
the corresponding cell type.
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Figure A.5. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ030 and
the corresponding cell type.
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Figure A.6. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ032 and
the corresponding cell type.
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Figure A.7. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ035 and
the corresponding cell type.
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Figure A.8. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ048 and
the corresponding cell type.
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Figure A.9. Heatmap showing the top 10 most specific genes for each Phenograph cluster from the HGG PJ016 and
the corresponding cell type.
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Figure A.10. tSNE plots colored by expression of SOX2 in the transformed cells from each tumor. Expression is given
in log-transformed counts per thousand counts.
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Figure A.11. Genome-wide average copy number from low-pass bulk WGS in PJ016 tumor tissue binned to
1M nucleotides. We see a clear loss of a region of Chr13 which, although unclear from the bulk WGS heatmap in Figure
1E where we average over the entire chromosome, is pronounced in the heatmap generated from scRNA-Seq data in
Figure 1E.
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Figure A.12. Transformed cell fraction based on scRNA-Seq (using the analysis in Figure 1) vs. SOX2 labeling
index from immunohistochemical staining of the corresponding tumor tissue for six patients. The two variables are
highly correlated (r = 0.98, p = 0.001).
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Figure A.13. Validation of SOX2 expression in a cohort of 40 HGG specimens. A) SOX2 labeling index
distribution showing a median labeling index of 0.87 (fraction of cells expressing SOX2). B) Scatter plot showing
the correlation between SOX2 labeling density (number of SOX2+ cells per field-of-view) and overall cell density
(number of cells per field-of-view) in both primary and recurrent HGG. C) Scatter plot showing the correlation between
SOX2 labeling index and overall cell density in both primary and recurrent HGG. D) Representative high-cellularity
field-of-view showing SOX2 immunohistochemical staining (brown) and hematoxylin counter-stained nuclei (blue).
The left panel shows the original image and the right panel indicates the SOX2+ nuclei identified by the computer
program with a green outline. E) Same as D) but for a low cellularity field-of-view.
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Figure A.14. tSNE plots for the transformed cells in PJ048 showing expression of genes involved in
neuronal differentiation, maturation, and function concentrated in a subpopulation of cells near the lower portion of the
projection.
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Figure A.15. Relative expression of PJ017 and PJ032 tumor cell specific genes (listed in Supplementary Table S3) in
an independent cohort of GBM patient samples sequenced with single-cell RNA-Seq from Patel et al. This set of markers
is significantly enriched in immune/inflammatory gene signatures. The transformed GBM cells in MGH29 show
markedly higher expression of this gene signature, demonstrating the relevance of our finding in an independent
cohort from an earlier study.
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Figure A.16. A) tSNE projection of the combined transformed cells from all eight tumors colored by sample. B)
Sample composition of the 16 Phenograph clusters that result from combining the transformed cells from all eight
tumors. The transformed cells cluster mainly by patient. C) Same as A) but colored by Phenograph cluster. D) tSNE
projection of the combined untransformed cells from the seven tumors in which untransformed cells were detected. E)
Sample composition of the 10 Phenograph clusters that result from combining the untransformed cells, labeled by cell
type. Many clusters have a substantial number of cells from multiple tumors, suggesting that the untransformed cells do
not cluster exclusively by patient. The myeloid cells are a notable exception to this along with one of the two endothelial
clusters (very few T Cells were detected and mainly originated from a single tumor). F) Same as D) but colored by
Phenograph cluster.
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Figure A.17. Analysis of myeloid heterogeneity showing microglial and macrophage lineage resemblance, similar
to previous reports, and cellular diversity defined by expression of pro-inflammatory cytokines. A) PCA projections
of scRNA-Seq profiles from all cells in CD14-associated subpopulations (myeloid cells) across the data set, colored
by sample-of-origin. B) The second PC is strongly anti-correlated with expression of pro-inflammatory cytokines
and correlated with macrophage markers. C)-G) Same as A) but colored with expression of CCL2, CCL3, CCL4, CD163,
and TMEM119, respectively. H) Same as A) but colored by the log-ratio of the expression of microglial vs. macrophage
genes as determined from murine lineage tracing studies(14).
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Figure A.18 Immunohistochemical staining of TMEM119 and CD163 in three different tumor specimens. PJ017
and PJ032 both show a large number of cells with high levels of TMEM119 and CD163. However, while PJ030 has
many cells that stain positive for TMEM119, there are very few CD163+ cells. These results are consistent with the
scRNA-Seq data for these three tumors shown in Figure S15.
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Sample

sex

location

Diagnosis

IDH1
Status

EGFR Status

Cells Profiled

Subtype

PJ016

F

right frontal

Glioblastoma, WHO grade IV

R132H

not amplified

3,085

Proneural

PJ017

M

left temporal

Glioblastoma, WHO grade IV

wt

amplified

1,261

Mesenchymal

PJ018

M

left temporal

Glioblastoma, WHO grade IV

wt

not amplified

2,197

Proneural

PJ025

M

right frontal

Glioblastoma, WHO grade IV

wt

amplified

5,924

Classical

PJ030

F

left temporal

Anaplastic Astrocytoma, WHO
grade III

wt

not amplified

3,097

Classical

PJ032

F

left temporal

Glioblastoma, recurrent

wt

amplified in
recurrent
tumor

1,387

Mesenchymal

PJ035

M

left temporal

Glioblastoma, recurrent

wt

amplified in
initial
resection

3,768

Classical

PJ048

M

right parietal

Glioblastoma, WHO Grade IV

wt

not amplified

3,084

Proneural

Table A.1. Summary of patient and sample data. Two of the samples are post-treatment recurrent GBM. All other
samples are from primary tumor sections.
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E2F5

TYMS

CCNE1

CCNA2

CCNE2

CCNF

CDC25A

CENPF

CDC45L

TOP2A

CDC6

BIRC5

CDKN3

BUB1

E2F1

BUB1B

MCM2

CCNB1

MCM6

CCNB2

NPAT

CDC2

PCNA

CDC20

SLBP

CDC25B

BRCA1

CDC25C

CDKN2C

CDKN2D

DHFR

CENPA

MSH2

CKS1

NASP

CKS2

RRM1

PLK

RRM2

STK15

Table A.2. Cell cycle control gene set.
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SAA3P

RP11745C15.2

SOD2

COL6A2

TNFAIP2

MT1L

FOSB

LRIG3

MT2P1

MRC2

PI3

HP

CYR61

SERPING1

S100A10

MT1G

TNC

MGP

MT1H

MOXD1

SAA2

PTX3

C8orf4

MGST1

SLC16A7

GADD45
B

NAMPTP
1

DPYD

USP38

F3

SAA1

NNMT

CP

NFKBIZ

FTLP2

TIMP1

C6orf141

MT1HL1

LGALS3

CXCL3

PLA2G2A

C1S

EFEMP1

AC073325.2

SAA4

MT1E

DCN

TPD52L1

SLC39A14

RDH10

SLPI

CCL2

SPOCD1

SNX10

PDPN

TNFAIP3

COL6A1

IL32

SCG2

OSMR

CFH

C1R

CD44

MT1XP1

FAM20C

CXCL14

CA12

MT1P3

JUNB

SERPINE1

FAM177B

CHI3L2

PTRF

GLIPR1

ABCC3

CEBPD

TAGLN

RGS2

CSF1

TMEM132E

MSMP

NAMPT

AEBP1

GBP1

ACTN1

VCAM1

GBP2

HIST2H2A
A4

TAGLN2

PTGS2

LTF

CHI3L1

CXCL2

CHL1

NPNT

FN1

YBX3

MT1A

MAN1C1

FTLP5

Table A.3. List of genes that are significantly more frequently expressed in the transformed cells from PJ017 and
PJ032 than in the remaining tumors (top 100 genes).
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Table A.4. List of genes specific to macrophages or microglia based on murine lineage tracing studies and after removal
of genes that are more highly expressed in transformed glioma cells in our data set.
Macrophage Gene Set

Microglial Gene Set

GAB3

SERPINE1

CCDC69

NAV3

NR4A3

SNAP47-AS1

GPR35

SCN1B

PLAC8

OTUD1

IL1RN

CHST11

CIITA

CD37

PLBD1

COX6A2

CD74

MEF2C

LILRB3

ABCB4

TACSTD2

MLPH

FAM107B

FAM72A

ADRBK2

KCNMA1

FOSL2

TAL1

MS4A7

RGL3

GPR65

SLC2A5

CNN2

PHACTR1

TNFRSF4

FAM149A

IL2RG

OLFML3

CREM

ADRB2

SIGLEC1

SUSD3

TNFAIP2

CST7
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SYTL3

RNF128

NR4A2

CCL4TNF

FLT3

OLFML2B

METRNL

KLF2

GYPC

DNAJA4

PTGER2

GLUL

PRDM1

GPR34

ANXA11

PDE3B

TREML4

ADORA3

SAMHD1

CTSD

GPR141

HEXB

ST8SIA4

BIN1

DSE

PDGFB

SLAMF7

SDK1

HTR7

MLXIPL

ANPEP

GRAP

RGS1

COL6A3

SH3BGRL

DDX43

CARD11

RASGRP3

PIM1

CD81

NLRC4

P2RY12

LSP1

GPR84

MTHFR

LBX2-AS1

IFITM2

TMEM119

TNIP3

RHOB

CTDSP1

PLXDC2

QPCT

TLN2

267

LRRC8C
APOC4-APOC2
KMO
ADAMDEC1
CYTIP
CD40
DPEP2
RUNX3
ST3GAL1
TLR5
ALPK1
DRAM1
TREM1
GAPT
RAB11FIP1
CLEC4E
MAP4K1
PLA2G7
TIMD4
APOC2
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AIM1
CCL22
ADAMTSL4
CCR2
CFP
PTPN7
KCNAB2
RBMS1
ZC3H12D
EMB
PPARG
RUNX2CD300A
CLEC12A
CYTH1
MALT1
DNASE1L1
PLTP
FFAR2
TNFRSF18
CYBB

269

RGS18
TGFBI
TLR8
MNDA
HIC1
CD80
DOCK5
KYNU
CCR1
MAPK13
AOAH
GALNT6
CLEC9A
PSTPIP1
PDE8A
VDR
EVI2B
TFEC
ZMYND15
ARHGAP15
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DAPK1
CRIP1
FUT4
SYNGR2
EMILIN2
FXYD5
CCL17
JAK2
ITGB7
DOK3
NFIL3
FGR
IL7R
RASGRP4
BHLHE40
ITGA4
IL10
PMAIP1
THBS1
AHR

271

HP
CXCR4
PLXND1
HGF
NAPSA
CXCL3
CD93PLXNC1
FPR2
SPINT2
B3GNT8
S100A11
ATP8B4
MYO1G
NFKBIE
DCSTAMP
APOBR
IL2RA
RIN3
SERPINB9
MYOF

272

MEFV
LILRA6
SMPDL3A
AQP9
PRKCH
STOM
THBD
SEMA4A
GPR132
GSN
STAT4
CSF2RB
PTPN22
ITGA9
CXCL16
TBC1D10C
IL1R2
CXCL2
SELL
CCL1
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AMICA1
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Appendix B: Supplement for "Single-Cell Analysis of Regional
Differences in Adult V-SVZ Neural Stem Cell Lineages"

275

Cell Reports, Volume 26

Supplemental Information

Single-Cell Analysis of Regional Differences
in Adult V-SVZ Neural Stem Cell Lineages
Dogukan Mizrak, Hanna Mendes Levitin, Ana C. Delgado, Valerie Crotet, Jinzhou
Yuan, Zayna Chaker, Violeta Silva-Vargas, Peter A. Sims, and Fiona Doetsch

276

A

B

Cell Types

Cell Type Markers
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Figure B.1: Cluster analysis and cell type distribution in different samples. Related to Figure 1. (A)
Heatmaps showing top ten highly enriched and pervasive (expressed in at least 25% of the cells in a cluster, FDR <
0.05) cell type markers for each cluster. The legend indicates log transformed CPM values. The clusters formed by
Astrocytes were combined to simplify the plots in Figure 1 and re-clustered in detail in Figure 2. Specifically, in Figure
1, we combined Astrocyte A and Astrocyte B clusters. (B) Heatmaps showing the expression of highly significant and
pervasive cell type markers (from Figure S1A) in the putative doublet clusters. (C) Bar graphs showing the relative
abundance of each cell type in different samples from two biological replicates. (D) Overlay t-SNEs of the biological
replicates showing overlap between the two replicates (Two replicates have the same cell numbers for each group).
(E) Violin plots showing the distribution of unique molecules detected per cell in each of the eight samples. (F and
G) Representative confocal images of Iba1(green) immunostaining and DAPI (grey) showing unramified (F, white
arrowhead) and ramified (G, white arrowhead) microglia in the V-SVZ. Scale bar 50μm. F’, High magnification image
of Iba1+ unramified microglia shown in F. G’, High magnification image of Iba1+ ramified microglia shown in G. SW,
septal wall, LW, lateral wall. Scale bar: 10μm. (H) Quantification of unramified and ramified microglia in the V-SVZ.
(n=3, mean + SEM, p<0.05).
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Figure B.2: GSEA comparison with other datasets. Related to Figures 2, 3 and 4. GSEA showing the enrichment
or depletion of gene sets from large-scale single cell studies, previous low-throughput VSVZ studies, and of injuryre-sponse markers in our datasets. All gene sets were extracted from the supplemental information in the following
papers (Campbell et al., 2017; Dulken et al., 2017; Llorens-Bobadilla et al., 2015; Marques et al., 2016; Zamanian et
al., 2012). The Campbell et al. 2017 gene sets were refined as follows: 1) genes with average expression values
higher than 1were selected, and 2) non-overlapping marker genes for each cell type were identified. From Marques et
al, 2016 datasets, we used the top 50 up-regulated genes from the oligodendrocyte lineage junctions. As Dulken et al.
2017 did not detect significantly regulated genes in some comparisons, we applied a simple uncorrected Z score
cutoff of 1.96 instead to isolate putative cell type markers. Gene sets or comparisons are labeled over each box in
the figure. (A) Astrocyte, Ependymocyte, Tanycyte 1 and Tanycyte 2 gene sets from the adult hypothalamus
(Campbell et al., 2017) overlaid on our astrocyte clusters and ependymal cells. Black circles and the right panel
indicate the cell populations in the current study.
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(B) Enrichment of neuronal lineage gene sets from Dulken et al 2017 (Dulken et al., 2017) highlighted on our neuronal
lineage cells. Black circles indicate the cell populations in the current study. (C) Enrichment of neuronal lineage gene
sets from Bobadilla et al. 2015 highlighted on clustering of all neuronal lineage cells (aNSC, TACs, NB) from our single
cell study. Black circles indicate the cell populations in the current study. (D) Enrichment of reactive astrocyte markers
from two different injury models from Zamanian et al., 2012 and Bobadilla et al. 2015 (padj<0.05) overlaid on our astrocyte clusters and ependymal cells. Bottom right panel shows clustering of V-SVZ astrocytes and ependymal cells from
our study. (E) Enrichment of oligodendrocyte lineage markers from Marques et al, 2016 dataset (Marques et al., 2016)
highlighted on force-directed graphs generated from our oligodendrocyte lineage cells. Black circles show predicted
populations from our large-scale single cell RNA seq analysis. The final numbers of genes in each set used for each
comparison after restricting datasets are as follows : A) OPC: 50, COP: 48, NFOL/MFOL: 49, MOL: 49. B) Astrocytes:
180, Ependymocytes: 965, Tanycyte 1: 137, Tanycyte 2: 24. C) qNSC↑ vs aNSC: 208, aNSC1↑ vs. qNSC: 792, aNSC2
↑ vs. aNSC1: 77, aNSC3↑ vs. aNSC2: 102, NPC↑ vs. aNSC3: 118. D) qNSC1: 107, qNSC2: 203, aNSC1: 600, aNSC1
& aNSC2: 192, aNSC2: 218, NB: 125. E) MCAO: 45, LPS: 45, Ischemia: 344. OPC, oligodendrocyte progenitor; COP,
committed oligodendrocyte precursors; NFOL, newly formed oligodendrocytes; MFOL, myelin forming oligodendrocytes; MOL, mature oligodendrocytes. aNSC, activated neural stem cells; TAC, transit-amplifying cells; NB, neuroblasts;
MCAO, middle cerebral artery occlusion, LPS, endotoxin Lipopolysaccharide from Escherichia coli.
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Figure B.3: Validation of gene expression in astrocyte subclusters. Related to Figure 2. (A) Heatmap
showing logFC of astrocyte genes plotted in Figure 2B across five astrocyte subclusters and ependymal cells. (B)
Quantifica-tion of RNAscope data (RNA-scope intensity/DAPI intensity in the same region of interest) for
regionalized astrocyte markers (Crym, Hopx, Zic1 and Zic2) showing significant enrichment in the predicted wall in
both sexes (p ≤ 0.05, unpaired t-test). (n=3, mean + SEM). (C-G) RNAscope images of tile scans encompassing
the entire dorsal-ventral axis of the V-SVZ of Notum (C), Ascl1 and Crym (D), Zic1 and Zic2 (E), Hopx (F), and
S100a6 (G). High power mag-nifications are shown in Figure 2. DAPI is in blue. Scale bars: 100 μm.
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Figure B.4: Neuronal and oligodendrocyte lineage analysis. Related to Figures 2, 3 and 4.
(A) Representative images of Ki67 immunostaining (red) and DAPI (grey) in coronal sections at two
different rostro-caudal levels of the V-SVZ. Coronal sections correspond to Bregma +1.41mm (Level
1) and Bregma +0.1mm (Level 3). SW, septal wall, LW, lateral wall. (B) Quantification of Ki67
positive cells at three rostro-caudal levels. Level 2 is Bregma +0.73mm. (n=3, mean + SEM,
p<0.05). (C) Representative images of DCX immunostaining (red) and DAPI (grey) in coronal
sections at three different rostro-caudal levels of the V-SVZ. (D) Force-directed graphs showing
both neuronal and oligodendrocyte lineages from dormant astrocytes across four samples, and
summary schema. (E) Bar graphs showing the relative abundance of compositionally different cell
types.
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Ubp1
Mef2d
Tbpl1
Hif1a
Gtf2ird1
E2f3
Zfp322a
Zfp148
Zscan26
Tardbp
Ybx1
Zkscan3
Atf4
Hdac2
Trim28
Parp1
Gabpa
Ylpm1
Epm2aip1
Ecsit
Gpbp1
Zgpat
Tada2b
Rora
Ssbp3
Tfe3
Zfp369
Zbtb24
Klf6
Atf5
Zmym5
Zfpm1
Mafk
Zfp560
Zfp235
Hsf1
Nfatc3
Pbx2
Zfp623
Zfp60
Zfp438
Crem
AW146154
Relb
Sall1
Foxo1
Pbx3
Hivep3
Zbtb38
Foxp1
Crebl2
Ncoa3
Gmeb1
Sp2
Nr3c1
Gtf3c5
Sp1
Zfp110
Atf1
Xbp1
Rxrb
Zfp239
Nr2c1
Ddit3
Znfx1
Srebf1
Atf7
Rad21
Elmsan1
Cbfa2t2
Zfp160
Arnt
Ahctf1
Gabpb2
Tada2a
Zfp287
Zfp1
Zfp948
Zfp317
X2610044O15Rik8
Zfp874a
Nfya
Zfp113
Prdm2
Smad4
Taf2
Zfp933
Zfp2
Hltf
Rfx7
Zfp746
Maz
Foxk1
Ppard
Taf12
Rest
Zfp292
Mypop
Fbxw7
Mga
Hcfc1
X2010315B03Rik
Nfia
Tcf3
Btg2
Sirt1
Nrf1
Zscan21
Srf
Zfp386
Pcgf6
Stat1
Zmym2
Dmtf1
Ep300
Zfp954
Tcf20
Zfp46
Cux1
Aatf
Foxj3
Zfp275
Nr2c2
Zfp958
Csrnp3
Zfp90
Zfp707
Zfp606
Zfp35
Zkscan14
Zfp518a
Mkl2
Sin3a
Zfp780b
Zbtb14
Arnt2
Zmym1
Zfp809
Elk1
Gtf2h4
Zfp628
Mta1
Irf2
Ssbp2
Zscan12
Zfp931
Gcfc2
Zfp874b
Zc3h8
Zfp12
Zfp182
Mnt
Trps1
Pou2f1
Zfp825
Zfp770
Bmpr1a
Foxn2
Zhx1
Nr2f6
Hes1
Sall2
Etv5
Npas3
Hes5
Kcnip3
Etv4
Ascl1
Fosb
Lrrfip1
Egr1
Ier2
Sox11
Ssbp4
Zfp219
Zeb1
Tsc22d1
Sox4
Mycl
Eno1
Olig2
Fos
Sox21
Nr4a1
Sox6
Sox2
Meis3
Nkx2.2
Nr1d1
Pou6f1
Peg3
Crebbp
Hey1
Zbtb20
Zfp821
Myef2
Ndn
Jun
Hmgb2
Tef
Trp53
Zfp444
Notch1
Zfp260
Tfcp2
Mta2
Tfdp1
Thap11
Zfp30
Zkscan2
Satb1
Hes6
Dbp
Pbx1
Epas1
Sp3
Smad5
Zfp125
Tcf7l1
Tcerg1
Taf6
E2f4
Rai1
Vezf1
Tfam
Gm6710
Zfp612
Sox9
Nfyc
Paxbp1
Nfib
Meis2
Zscan29
Esrra
Aebp1
Zfp27
Gabpb1
Sp4
Kdm3a
Zfp251
Zmym3
Foxo3
Zbtb17
Zfp131
Pttg1
Zxdc
Id3
Klf2
Id1
Nfat5
Ikzf2
Phf6
Klf15
Zfp367
Zfp383
Zhx3
Stag1
Cebpd
Zfp692
Junb
Zmym4
Smad1
Pcbp3
Nr1d2
Foxg1
Camta1
Zfp354c
St18
Klf13
Myrf
Tsc22d4
Nfe2l3
Mta3
Prox1
Hdac5
Smad7
Mtf1
Foxn3
Gatad1
Zfp536
Tsc22d3
Foxj1
Taf1
Nfe2l2
Supt4a
Tfdp2
Zbtb7b
Thra
Rela
Meis1
Cc2d1b
Mecp2
Cebpg
Glmp
Nfic
Csrnp1
Zfp655
Gpbp1l1
Phf5a
Srebf2
Zbed5
Snapc5
E130308A19Rik
Taf7
Nfil3
Usf2
Zbtb7a
Ctbp1
Tfeb
Zeb2
Atf6
Zfp281
Aebp2
Klf7
Bmyc
Taf10
Mxd4
Klf9
Usf1
Arid5b
Nacc2
Hopx
Foxo4
Zfp467
Aff1
Bhlhe41
Etv1
Nkx2.9
Nkx6.2
Nfix
Ybx3
Sp7
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Sp7
Ybx3
Nfix
Nkx6.2
Nkx2.9
Etv1
Bhlhe41
Aff1
Zfp467
Foxo4
Hopx
Nacc2
Arid5b
Usf1
Klf9
Mxd4
Taf10
Bmyc
Klf7
Aebp2
Zfp281
Atf6
Zeb2
Tfeb
Ctbp1
Zbtb7a
Usf2
Nfil3
Taf7
E130308A19Rik
Snapc5
Zbed5
Srebf2
Phf5a
Gpbp1l1
Zfp655
Csrnp1
Nfic
Glmp
Cebpg
Mecp2
Cc2d1b
Meis1
Rela
Thra
Zbtb7b
Tfdp2
Supt4a
Nfe2l2
Taf1
Foxj1
Tsc22d3
Zfp536
Gatad1
Foxn3
Mtf1
Smad7
Hdac5
Prox1
Mta3
Nfe2l3
Tsc22d4
Myrf
Klf13
St18
Zfp354c
Camta1
Foxg1
Nr1d2
Pcbp3
Smad1
Zmym4
Junb
Zfp692
Cebpd
Stag1
Zhx3
Zfp383
Zfp367
Klf15
Phf6
Ikzf2
Nfat5
Id1
Klf2
Id3
Zxdc
Pttg1
Zfp131
Zbtb17
Foxo3
Zmym3
Zfp251
Kdm3a
Sp4
Gabpb1
Zfp27
Aebp1
Esrra
Zscan29
Meis2
Nfib
Paxbp1
Nfyc
Sox9
Zfp612
Gm6710
Tfam
Vezf1
Rai1
E2f4
Taf6
Tcerg1
Tcf7l1
Zfp125
Smad5
Sp3
Epas1
Pbx1
Dbp
Hes6
Satb1
Zkscan2
Zfp30
Thap11
Tfdp1
Mta2
Tfcp2
Zfp260
Notch1
Zfp444
Trp53
Tef
Hmgb2
Jun
Ndn
Myef2
Zfp821
Zbtb20
Hey1
Crebbp
Peg3
Pou6f1
Nr1d1
Nkx2.2
Meis3
Sox2
Sox6
Nr4a1
Sox21
Fos
Olig2
Eno1
Mycl
Sox4
Tsc22d1
Zeb1
Zfp219
Ssbp4
Sox11
Ier2
Egr1
Lrrfip1
Fosb
Ascl1
Etv4
Kcnip3
Hes5
Npas3
Etv5
Sall2
Hes1
Nr2f6
Zhx1
Foxn2
Bmpr1a
Zfp770
Zfp825
Pou2f1
Trps1
Mnt
Zfp182
Zfp12
Zc3h8
Zfp874b
Gcfc2
Zfp931
Zscan12
Ssbp2
Irf2
Mta1
Zfp628
Gtf2h4
Elk1
Zfp809
Zmym1
Arnt2
Zbtb14
Zfp780b
Sin3a
Mkl2
Zfp518a
Zkscan14
Zfp35
Zfp606
Zfp707
Zfp90
Csrnp3
Zfp958
Nr2c2
Zfp275
Foxj3
Aatf
Cux1
Zfp46
Tcf20
Zfp954
Ep300
Dmtf1
Zmym2
Stat1
Pcgf6
Zfp386
Srf
Zscan21
Nrf1
Sirt1
Btg2
Tcf3
Nfia
X2010315B03Rik
Hcfc1
Mga
Fbxw7
Mypop
Zfp292
Rest
Taf12
Ppard
Foxk1
Maz
Zfp746
Rfx7
Hltf
Zfp2
Zfp933
Taf2
Smad4
Prdm2
Zfp113
Nfya
Zfp874a
X2610044O15Rik8
Zfp317
Zfp948
Zfp1
Zfp287
Tada2a
Gabpb2
Ahctf1
Arnt
Zfp160
Cbfa2t2
Elmsan1
Rad21
Atf7
Srebf1
Znfx1
Ddit3
Nr2c1
Zfp239
Rxrb
Xbp1
Atf1
Zfp110
Sp1
Gtf3c5
Nr3c1
Sp2
Gmeb1
Ncoa3
Crebl2
Foxp1
Zbtb38
Hivep3
Pbx3
Foxo1
Sall1
Relb
AW146154
Crem
Zfp438
Zfp60
Zfp623
Pbx2
Nfatc3
Hsf1
Zfp235
Zfp560
Mafk
Zfpm1
Zmym5
Atf5
Klf6
Zbtb24
Zfp369
Tfe3
Ssbp3
Rora
Tada2b
Zgpat
Gpbp1
Ecsit
Epm2aip1
Ylpm1
Gabpa
Parp1
Trim28
Hdac2
Atf4
Zkscan3
Ybx1
Tardbp
Zscan26
Zfp148
Zfp322a
E2f3
Gtf2ird1
Hif1a
Tbpl1
Mef2d
Ubp1
Nfx1
Sox12
Tle4
Olig1
Zfp358
Kdm1a
Tshz1
Nfe2l1
Preb
Ncor1
Skil
Elf1
Crebzf
Gatad2b
Yy1
Pa2g4
Zfp523
Max
Sox10
Hnrnpab
Sox8
Gtf2i
Purb
Zfp24
Hmg20b
Hdac1
Sarnp
Zfp516
Zkscan1
Arhgap35
Tcf7l2
Fubp1
Ss18l1
Nr1h2
Stat2
Zfp760
Cggbp1
Jarid2
AI987944
Pura
Pknox1
Phf20
Stk16
Taf9b
Mitf
Chchd3
Creb3l2
Stat3
Zfp14
Kdm5a
Rcor3
Nfkb2
Hbp1
Jund
Tcf4
Hdgf
Cebpz
Pcbp1
Tcf25
Creb3
Sub1
Cnbp
Hnrnpk
Rbpj
Mafg
Erf
Stag2
Elk4
Foxk2
Tbp
Elf2
Camta2
Kat7
Clock
Foxj2
Creb1
Patz1
Crebrf
Bach1
Hsf2
Pou3f1
Pou3f3
Mef2a
Tcf12
Ctnnb1
Strn3
Fubp3
Med1
Nfyb
Spen
Mxd1
Rere
Atf6b
Zfp639
Ctcf
Cux2
Irf3
Zbtb4
Mlx
Rcor2
Ciao1
Supt6
Cdc5l
E2f5
Phb
Atf2
Gtf3a
Deaf1
Qrich1
Ttf1
Ikzf5
Nucks1

Srebf1
Hes5
Tsc22d4
Epas1
Eno1
Id3
Nr1d1
Dbp
Zfp467
Heyl
Etv4
Hopx
Tox2
Nacc2
Glmp
Bhlhe40
Hey1
Hes1
Klf9
Rora
Npas3
Sox9
Hlf
Rfx4
Klf15
Nr2e1
Sox21
Lhx2
Tcf7l2
Rorb
Nr3c1
Bmyc
Bhlhe41
Foxo1
Tle4
Tcf7l1
Foxb1
Npas2
Zbtb4
Sall2
Nfat5
Olig1
Nkx2.2
Nkx6.2
Fezf2
Creb3l1
Hivep3
Thrb
Glis3
Maf
Grhl1
Nr3c2
Tef
Camta2
Xbp1
Zfp931
Ssbp4
Tfcp2l1
Eno1b
Csrnp1
Hivep2
Zfp14
Nkx2.1
Foxj1
Creb3l2
Crebl2
Ppard
Tsc22d3
Prrx1
Arntl
Cebpd
Gli3
Trps1
Olig2
Gli1
Nfe2l2
Six3
Etv5
Nr1d2
Stat3
Taf9b
Zic3
Zic1
Otx2
Nfkb2
Rarg
Smad3
Zbtb7b
Hey2
Rest
Tfeb
Nr1h3
Rreb1
Nfatc1
Rorc
Msx1
Creb3
Bcl6
Plagl1
Foxk1
Crebrf
Ddn
Elf1
Klf4
Mkl2
Myrf
Znfx1
Tead3
Irf9
Zfp715
Rfx5
Rara
Zfp112
Zfp58
Relb
Prdm5
Tshz2
Nr2f2
Csrnp3
Runx1t1
Zbtb7a
Zscan26
Zic5
D3Ertd254e
Mxd1
Mypop
Rxra
Zfp874b
Zfp354a
Zfp235
Sirt1
Zfp27
Zfp420
Zkscan6
Ikzf4
Hivep1
Gm6710
Gm14418
Zfp809
Ets2
Homez
Zfp446
Zfpm2
Cc2d1a
Foxn2
Zbtb38
Rfx3
Zhx3
Nr2f6
Erf
X2010315B03Rik
Nfkb1
Ikzf2
Stat5b
Klf2
Mxd4
Esrra
Carf
Gm12258
Elk3
Zic2
Bach2
Zgpat
AI987944
Aebp1
AW146154
Gli2
E2f5
Kcnip3
Id1
Sox8
Bmpr1a
Sox2
Myt1l
Wnt5a
Aff1
Myc
Zfp770
Zfp239
Zfp518a
Zfp958
Zfp874a
Tfe3
Zfp933
Zfp3
Zfp438
Ep300
Zfp217
Nr4a1
Sox10
L3mbtl3
Zfp383
Irf1
Cc2d1b
Stat1
Tada2b
Glis2
Zkscan5
Mkl1
Zfp182
Nkrf
Zfp626
Mlxip
Zfp53
Gcfc2
Etv3
Snapc4
Zfp287
Smad7
Zfp780b
Zfp612
Zxdc
Zfp655
Hbp1
Irf3
Atf7
Zfp160
Arnt2
Zkscan2
Mef2c
Mef2d
Trerf1
Arid5b
Zkscan14
Cited2
Bcl11a
Meis2
Jund
Jun
Nfix
Hnrnpab
Ybx1
Nfib
Dlx2
Sox11
Arx
Sox4
Tcf4
Foxg1
Sub1
Hnrnpk
Sarnp
Phf5a
Atf4
Insm1
Myef2
Ctbp1
Egr1
Hmgb2
Fubp1
Hdac2
Ctnnb1
Ier2
Fos
Nfyb
Btg2
Zeb2
Ncor1
Pou3f2
Cdc5l
Trim28
Atf5
Nucks1
Pttg1
Mxd3
Ctcf
Tardbp
Parp1
Trp53
Hdgf
Pa2g4
Hes6
Rad21
Tfdp1
Tcf3
Tcerg1
Srf
Tcf25
Gatad2b
Mta2
Fbxw7
Nfia
Pax6
Cebpg
Zbtb20
Gpbp1
Mycl
Nfya
Prox1
Myt1
Zfp821
Dlx5
Sp9
Pbx1
Etv1
Pou6f1
Peg3
Mta1
Smad5
Tcf20
Zscan21
Taf7
Tcf12
Pou2f1
Mecp2
Maz
Tbpl1
Creb1
Gmeb1
Hcfc1
Zfp444
Sox12
Usf1
Zfp131
Rbpj
Zbed5
Tead2
Ascl1
Hdac1
Gtf3a
Cux1
Purb
Usf2
Yy1
Stk16
Cnbp
Phb
Gtf2i
Tead1
Zfp367
Hmg20b
Ybx3
Pcbp1
Camta1
Kdm1a
Pou3f4
Vezf1
Tsc22d1
Supt4a
Zfp358
Ssbp3
Pknox1
Mycn
Junb
Smad4
Taf6
Hsf2
Rcor2
E2f1
Sp3
Stag1
Ylpm1
Phf6
Foxm1
Elf2
Ndn
Zeb1
Taf10
Cebpz
Taf12
Cggbp1
Zfp260
Arhgap35
Taf1
Scrt1
Bcl11b
Sp8
Foxo6
Zfp292
Zfp560
Zfp113
Aff3
Nfyc
Crebbp
Zfp386
Klf13
Gtf2ird1
Zbtb17
Tshz1
Klf6
Patz1
Pcbp3
Thra
Prdm2
Satb1
Meis3
Sox1
Aebp2
Pou3f3
E2f4
Nfe2l1
Preb
Med1
Tfam
Gatad1
Zfp219
Smad1
Smad2
Tfdp2
Helt
Mybl2
Gabpb1
Tfap4
E2f2
Sall3
Chchd3
Ikzf5
Foxk2
Max
Kat7
E2f3
Zfp639
Zfp24
Aatf
E2f8
E2f7
Ciao1
Zmym1
Tbp
Nrf1
Atf1
Snapc5
Qrich1
Gtf3c5
Thap11
Stag2
Sin3a
Kdm5a
Klf10
Fosb
Ahctf1
Zfp707
Zfp111
X2610044O15Rik8
Hltf
Plagl2
X2610021A01Rik
Zfp384
Ighmbp2
Etv6
Taf4
Zfp1
Zfp84
Zbtb5
Zfp954
Zfp661
Esr1
Foxo3
Rfx1
Zfp772
Sp2
Zfp516
Clock
Irf2
Zhx2
Sox6
Zscan29
Plscr1
Zfp523
Pbx2
Zfp46
Foxp2
Arid3b
Zfp28
Gtf2ird2
Zfp286
Zfp454
Zbtb24
Hmga1
Zfp275
Zfp746
Nr2c1
Zfp930
Arnt
Mta3
Zfp143
Gtf2h4
Bach1
Zfp433
Zfp825
Zfp26
Zbed4
Zfp605
Zfp2
Ncoa3
Zfp606
Rai1
Zfp105
Otx1
Mnt
Zfp317
Epm2aip1
Sp5
Pura
E2f6
Klf7
Zfp30
Crebzf
Mef2a
Zfp628
Nr2f1
Taf2
Cux2
Gzf1
Nr1h2
Zfp281
Ss18l1
Zfp629
Csrnp2
Zkscan17
Zfp12
Zfp110
Nfatc3
Zhx1
Prdm4
Atf3
Dach1
Tgif1
Zfp623
Zfp692
Zfp369
Skil
Klf16
Myb
Tada2a
Zfp35
Dmrta2
Zfp873
Ttf1
Foxj2
Sox5
Tfcp2
Zfp760
Zfp13
Lrrfip1
Gabpb2
Mtf1
Atf6b
Srebf2
Notch1
Nfic
Nfil3
Akna
Elk1
Sp4
E130308A19Rik
Klf11
Ddit3
Nfx1
Rere
Zmym2
Paxbp1
Zc3h8
Zmym4
Mlx
Rxrb
Zfp251
Gm5141
Meis1
Sall1
Zmym3
Foxo4
Supt6
Deaf1
Mga
Zkscan3
Ssbp2
Dmtf1
Ubp1
Zfp148
Ecsit
Strn3
Fubp3
Gpbp1l1
Phf20
Nr2c2
Foxp1
Rela
Zscan12
Zfp354c
Jarid2
Mybl1
Taf5
Gsx1
Pcgf6
Stat2
Gabpa
Zbtb14
Zfp948
Cbfa2t2
Taf1b
Elk4
Zfp322a
Rcor3
Atf6
Hsf1
Hif1a
Sp1
Zfp125
Rcor1
Pbx4
Crem
Zfp668
Zfp184
Zfp518b
Foxj3
Hdac5
Kdm3a
Zkscan1
Zmym5
Atf2
Mafg
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St18
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Pou2f2
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Foxn3
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Foxn3
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Foxj3
Zfp518b
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Zfp125
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Hif1a
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Atf6
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Elk4
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Zbtb14
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Stat2
Pcgf6
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Zfp354c
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Foxp1
Nr2c2
Phf20
Gpbp1l1
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Ssbp2
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Mga
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Supt6
Foxo4
Zmym3
Sall1
Meis1
Gm5141
Zfp251
Rxrb
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Zmym4
Zc3h8
Paxbp1
Zmym2
Rere
Nfx1
Ddit3
Klf11
E130308A19Rik
Sp4
Elk1
Akna
Nfil3
Nfic
Notch1
Srebf2
Atf6b
Mtf1
Gabpb2
Lrrfip1
Zfp13
Zfp760
Tfcp2
Sox5
Foxj2
Ttf1
Zfp873
Dmrta2
Zfp35
Tada2a
Myb
Klf16
Skil
Zfp369
Zfp692
Zfp623
Tgif1
Dach1
Atf3
Prdm4
Zhx1
Nfatc3
Zfp110
Zfp12
Zkscan17
Csrnp2
Zfp629
Ss18l1
Zfp281
Nr1h2
Gzf1
Cux2
Taf2
Nr2f1
Zfp628
Mef2a
Crebzf
Zfp30
Klf7
E2f6
Pura
Sp5
Epm2aip1
Zfp317
Mnt
Otx1
Zfp105
Rai1
Zfp606
Ncoa3
Zfp2
Zfp605
Zbed4
Zfp26
Zfp825
Zfp433
Bach1
Gtf2h4
Zfp143
Mta3
Arnt
Zfp930
Nr2c1
Zfp746
Zfp275
Hmga1
Zbtb24
Zfp454
Zfp286
Gtf2ird2
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Arid3b
Foxp2
Zfp46
Pbx2
Zfp523
Plscr1
Zscan29
Sox6
Zhx2
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Sp2
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Rfx1
Foxo3
Esr1
Zfp661
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Zbtb5
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Etv6
Ighmbp2
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Zfp111
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Ahctf1
Fosb
Klf10
Kdm5a
Sin3a
Stag2
Thap11
Gtf3c5
Qrich1
Snapc5
Atf1
Nrf1
Tbp
Zmym1
Ciao1
E2f7
E2f8
Aatf
Zfp24
Zfp639
E2f3
Kat7
Max
Foxk2
Ikzf5
Chchd3
Sall3
E2f2
Tfap4
Gabpb1
Mybl2
Helt
Tfdp2
Smad2
Smad1
Zfp219
Gatad1
Tfam
Med1
Preb
Nfe2l1
E2f4
Pou3f3
Aebp2
Sox1
Meis3
Satb1
Prdm2
Thra
Pcbp3
Patz1
Klf6
Tshz1
Zbtb17
Gtf2ird1
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Zfp386
Crebbp
Nfyc
Aff3
Zfp113
Zfp560
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Foxo6
Sp8
Bcl11b
Scrt1
Taf1
Arhgap35
Zfp260
Cggbp1
Taf12
Cebpz
Taf10
Zeb1
Ndn
Elf2
Foxm1
Phf6
Ylpm1
Stag1
Sp3
E2f1
Rcor2
Hsf2
Taf6
Smad4
Junb
Mycn
Pknox1
Ssbp3
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Supt4a
Tsc22d1
Vezf1
Pou3f4
Kdm1a
Camta1
Pcbp1
Ybx3
Hmg20b
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Tead1
Gtf2i
Phb
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Stk16
Yy1
Usf2
Purb
Cux1
Gtf3a
Hdac1
Ascl1
Tead2
Zbed5
Rbpj
Zfp131
Usf1
Sox12
Zfp444
Hcfc1
Gmeb1
Creb1
Tbpl1
Maz
Mecp2
Pou2f1
Tcf12
Taf7
Zscan21
Tcf20
Smad5
Mta1
Peg3
Pou6f1
Etv1
Pbx1
Sp9
Dlx5
Zfp821
Myt1
Prox1
Nfya
Mycl
Gpbp1
Zbtb20
Cebpg
Pax6
Nfia
Fbxw7
Mta2
Gatad2b
Tcf25
Srf
Tcerg1
Tcf3
Tfdp1
Rad21
Hes6
Pa2g4
Hdgf
Trp53
Parp1
Tardbp
Ctcf
Mxd3
Pttg1
Nucks1
Atf5
Trim28
Cdc5l
Pou3f2
Ncor1
Zeb2
Btg2
Nfyb
Fos
Ier2
Ctnnb1
Hdac2
Fubp1
Hmgb2
Egr1
Ctbp1
Myef2
Insm1
Atf4
Phf5a
Sarnp
Hnrnpk
Sub1
Foxg1
Tcf4
Sox4
Arx
Sox11
Dlx2
Nfib
Ybx1
Hnrnpab
Nfix
Jun
Jund
Meis2
Bcl11a
Cited2
Zkscan14
Arid5b
Trerf1
Mef2d
Mef2c
Zkscan2
Arnt2
Zfp160
Atf7
Irf3
Hbp1
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Zxdc
Zfp612
Zfp780b
Smad7
Zfp287
Snapc4
Etv3
Gcfc2
Zfp53
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Stat1
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Figure B.5: Co-expression and correlation analysis in neuronal and oligodendrocyte lineages. Related
to Figures 3, 4 and 5. (A) Heatmap showing the correlation between TF (expressed in >80 cells) probability
ratio vectors in Neuronal Lineage (Figure 3A). (B) Heatmap showing the correlation between TF (expressed
in >80 cells) probability ratio vectors in Oligodendrocyte Lineage (Figure 4A). (C) Scatter plot showing the
correlation between known NSC and other astrocyte markers, and NPC or OPC (See Figure 5B).
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Appendix for “De Novo Gene Signature Identification from Single-Cell RNA-Seq with
Hierarchical Poisson Factorization”
Table of Contents
Appendix Table C1
Appendix Figures C1-C8

scRNA-seq platform
Number of cells
Min. cells expressing gene (for
filtering)
Number of protein-coding
genes after filtering
Sparsity of filtered data
Number of factors (K)

PBMCs
10x Chromium
4340

Matcovitch et al.
MARS-seq
3456

5

5

TS543
HGG
Yuan & Sims Yuan & Sims
9924
3109 core
3000 margin
10
10

13030

8086

11807

14730

90%
10

94%
10

92%
5

93%
14

Appendix Table C1: Datasets and parameters used.
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Appendix Figure C1: Same as Figure 2B-C, but for (A) Matcovitch et al. and (B) TS543. X-axes
limits for boxplots are set to include all coefficients of variation from the true distribution and scHPF,
and as many coefficients of variation from other methods as possible.
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Appendix Figure C2: Heatmap gene expression in a high-grade glioma with cells (columns) ordered by
Louvain cluster (Methods) and genes (rows) selected as the top ten most specific genes in each cluster.
Bottom color bar shows clusters and putative labels based on expression of canonical marker genes and
aneuploidy analysis (see Figure S5).
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Appendix Figure C3: (A) t-distributed Stochastic Neighbor Embedding (tSNE) (Maaten & Hinton,
2008) plot of tumor cells, labeled by cluster (also see figure S4). (B) PCA of whole-chromosome
expression for each cell. The first principle component (PC1), which we call a malignancy score,
separates putative glioma from non-malignant cells. (C) tSNE plot of all cells, colored by malignancy
score. (D) Violin plots of malignancy scores for each cluster. Putative glioma clusters are starred. (E)
Main heatmap shows putative glioma cells’ (rows) relative average expression of each chromosome
(columns). Values generally agree with bulk whole genome sequencing (WGS) of the tumor (top
heatmap). (F) Barnyard plot of cells in the endothelial (blue), pericyte (green) or endothelial-pericyte
multiplet (gray) clusters. Total number of molecules for the ten most endothelial-specific genes by a
binomial test are on the x-axis, and total number of molecules for the top ten most pericyte-specific
genes are on the y-axis. (G) Barnyard plot of all putative glioma cells (black), cells in the myeloid
cluster (yellow), and cells in the putative myeloid-glioma multiplet cluster (green). Total number of
molecules of the ten most glioma-specific genes by a binomial test are on the x-axis, and total number of
molecules of the ten most myeloid-specific genes are on the y-axis. (H) Relative abundance of glioma
subpopulations in the core (navy) and margin (light blue).
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Appendix Figure C4: scHPF cell scores are largely uncorrelated with technical variables. Some factors
modestly correlated with variables like molecules per cell and genes per cell are associated with
physically larger cell types such as endothelial cells (factor 3) or dividing cells (factor 5).
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Appendix Figure C5: (A) Boxplots of scHPF cell scores for all glioma cells (left), OPC-like glioma
cells (center), and astrocyte-like glioma cells (right) show strong regional bias towards the core (navy)
or margin (light blue). Bracketed values show Bonferroni-corrected p-values from the Mann-Whitney
U-test for the difference between two distributions. (B) Program scores, derived as the mean relative
expression of the top 25 genes in each factor, recapitulate cell scores’ regional biases. *** = p < 10-50,
** = p < 10-10, * = p < 10-2. All p-values are Bonferroni corrected. Expression values were converted to
counts per median and log10 scaled before averaging. (C) Same as (A), but with OPC-like and
astrocyte-like glioma subpopulations defined as cells with maximal scHPF cell scores in the OPC-like
factor or one of the two astrocyte-like factors, respectively.
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Appendix Figure C6: Kaplan-Meier curves show survival differences in TCGA for donors enriched
(red), not enriched (purple), and depleted (blue) for the 25 top scoring genes in astrocyte-like factor 1
(Methods) at different effect size cutoffs. Median survival difference (Med. SD) increases as the effect
size cutoff (t) for inclusion in enriched and depleted cohorts increases. Statistical power decreases as
effect size increases and treatment groups become smaller.
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Appendix Figure C7: (A) Median correlation of the top 25 genes from two scHPF factors with glioma
and cell type marker genes in TCGA GBM RNA-seq. scHPF Astrocyte-like 1 is best correlated the
GBM-specific marker, SOX2, and astrocyte markers. In contrast, scHPF Myeloid 2 is best correlated
with microglial/macrophage markers. (B & C) Hierarchically clustered correlation of marker genes
with the top 25 genes from scHPF Astrocyte-like 1 (B) and scHPF Myeloid 2 (C).
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Appendix Figure C8: (A) Mean log likelihood for scHPF of a high-grade glioma at different values of
𝐾 (higher is better). (B-D) Median factor score in each cluster at 12, 13, and 14 factors. With 12 factors
(B), oligodendrocytes and neuroblast-like cells are both most closely associated with the same factor.
Similarly, with 𝐾=13 (C), oligodendrocytes and pericytes are both most closely associated with the
same factor. At 𝐾=14 (D), all clusters are most closely associated with at least one unique factor.
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Supplementary Figures and Tables

Supplementary Figure D.1. Example of computational methods for identifying T cells from singlecell RNA-seq data. (A) tSNE projection scRNA-seq profiles of the resting cell sample from LG of Tissue
Donor 1. Individual cells are colored by cluster membership identified using Phenograph (see Methods).
(B) Same as (A) with cells colored by expression of TRAC, a highly expressed marker of T cells. (C) Same
as (A) with cells colored by expression of CD3D, a highly expressed marker of T cells. (D) Same as (A)
with cells colored by whether they are members of clusters that are enriched in CD3D expression (red) or
not (blue). (E) Histograms of the fraction of blacklisted genes detected per cell for cells in clusters that are
enriched in CD3D expression (red) and cells that are not (blue). The blacklisted genes are identified by
differential expression analysis between the red and blue cells across the entire data set (see Methods). The
black line is a Gaussian fit to the red histogram. (F) Same as (A) with cells colored by whether they are
identified as T cells (red) or not (blue). All cells in clusters that are not enriched in CD3D are considered
non-T cells. Cells in the clusters that are enriched in CD3D are considered non-T cells if the fraction of
blacklisted genes detected exceeds two standard deviations above the mean of the Gaussian fit in E).
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Supplementary Figure D.2. T cell subset phenotypes for tissue and blood donors. (A) T cell subset
composition of tissue and blood donors, showing frequency of Naïve (CD45RA+ CCR7+), central-memory
(TCM; CD45RA- CCR7+) effector-memory (TEM; CD45RA- CCR7-), and terminal effector (TEMRA;
CD45RA+ CCR7-) subsets for CD4+ and CD8+T cells. (B) Fraction of TEM cells expressing tissue resident
memory (TRM) markers CD69 +/- CD103 by CD4+ and CD8+TEM cells from the two tissue donors. (C)
Fraction of CD4+T cells in each sample (both tissue and blood donors) that express a regulatory T cell
(Treg) phenotype (CD25+/CD127-).
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Supplementary Figure D.3. Projections of individual blood T cells onto UMAP embeddings of
individual tissue T cells. (A) UMAP embedding of T cells from tissue donor 1 colored by tissue, overlaid
by a contour plot corresponding to the projection of merged resting and activated T cells from blood donor
A onto the tissue embedding. (B) Heatmaps showing the number of blood donor A T cells that project most
closely to each tissue-activation combination in the tissue donor 1 UMAP embedding. (C) Same as (A) for
blood donor B. (D) Same as (B) for blood donor B. (E) Same as (A) for tissue donor 2 and blood donor A.
(F) Heatmaps showing the number of blood donor A T cells that project most closely to each tissueactivation combination in the tissue donor 2 UMAP embedding. G) Same as E) for blood donor B. H) Same
as F) for blood donor B.
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Supplementary Figure D.4: Comparing UMAP and SCMAP for the projection of blood T cells onto
tissue T cells for each donor. (a) Blood T cells from two donors projected onto tissue T cells from Tissue
Donor 1 using SCMAP or (b) UMAP. (c, d) Coordinates for individual cells in UMAP and SCMAP
projections. (e-h) Same as (a-d) but for Tissue Donor 2.
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Supplementary Figure D.5. Analysis of CCL5+ effector memory T cells. (A) UMAP embeddings of the
resting T cells from each sample from each tissue and blood donor where each cell is colored by expression
of CCL5 (blue color bar) and SELL (red color bar). The two genes, which mark effector memory and noneffector memory populations, respectively, are essentially mutually exclusive. (B) Histograms of the
average number of reads per molecule across cells in each sample from each tissue and blood onor for
CCL5. The distributions are universally bimodal with the lower mode likely arising from molecular crosstalk. The dashed red line indicates the threshold below which the detection of CCL5 was considered to be
artifactual (see Methods) for each sample.
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Supplementary Figure D.6. Analysis of tissue-associated T cell signature genes in additional datasets.
(A) Gene Set Enrichment Analysis (GSEA) comparing tissue-associated T cell signature genes in T cells
from deceased (left) and living (right) BM donors relative to healthy living blood donors in our study. (B)
GSEA comparing enrichment of T cell signature genes from deceased donor tissues (LG, BM, LN) to
additional reference blood T cell datasets obtained from 10X Genomics (see Methods).
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Supplementary Figure D.7. Selection of the number of factors, K, for scHPF analysis of each sample.
K was chosen to be the lowest value for which the p-value for pairwise overlap between the top 300 genes
in each factor was less than 0.05 based on the hypergeometric test (see Methods). For each sample, the
selected value of K is indicated by a orange dot.
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Supplementary Figure D.8. (A) scHPF was used to factorize scRNA-seq profiles of each tissue and blood
sample independently after merging resting and activated T cells. Each matrix element in the symmetrical
clustergram is the pairwise Pearson’s correlation coefficient between the gene scores for a pair of factors
computed across a set of high- and low-scoring genes (see Methods). The resulting modules were named
based on the identities of their highest scoring genes (Supplementary Table 7) and the resting vs. activated
status of the highest scoring cells. Lower color bars show the tissue and donor of origin, and the CD4/CD8
bias of cell scores for each factor. (B) Diffusion maps generated from scHPF factors (see Methods) for
CD4+ and CD8+ T cells from each tissue and blood sample after merging resting and activated T cells with
each cell colored by expression of IL2RA. C) Same as (B) but colored by expression of NME1. (D) Same
as (B) but colored by expression of IFIT3. (E) Same as (B) but colored by expression of IFNG.
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Supplementary Figure D.9. Enrichment of tissue T cell signature in modules. We used gene set
enrichment analysis (GSEA) to assess the enrichment of the tissue T cell signature from Fig. 3 in ranked
gene lists for each module in Fig. 4 (genes ranked by scHPF gene score). The CD4/CD8 Resting module
(red), which lacks factor from the blood, exhibited the highest enrichment (p < 0.00001) of any module.
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Supplementary Figure D.10. UMAP embedding of PBMC-derived T cells from patients infected with
dengue virus (data obtained from Ref. 49, main text). UMAP projections are colored by expression of
(a) CD4, (b) CD8A, (c) IFIT3, (d) IFI6 (a highly ranked gene in the IFN response module, see
Supplementary Table 7), (e) IL2RA, and (f) NME1.
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Supplementary Figure D.11. Comparison of tumor-associated T cells to a reference map of healthy
human T activation generated exclusively from Donor 1 (includes LG, BM, and LN). (a) Merged
UMAP embedding for Donor 1 including resting and activated T cells colored by sample source, donor,
resting/activated condition, CD4/CD8 status, and CCL5 expression indicating TEM cells. (b) Merged
UMAP embedding for the entire dataset overlaid with contour plots indicating kernel density estimates for
the projection of T cells derived from Donor 1 (column 1), non-small cell lung cancer tissue (columns 2),
colorectal cancer (CRC) tissue (column 3), breast cancer (BC) tissue (column 4), and melanoma (MEL)
tissue (column 5). Note that these probability densities can be compared within each projection, but cannot
be quantitatively compared across projections. (c) Same as (b) but overlaid with a two-dimensional hexbin
histogram for each projection. Histograms have been normalized to account for differences in cell numbers
across datasets and therefore can be compared quantitatively across projections. (d) Individual cells in the
UMAP embedding (column 1) for Donor 1 T cells and UMAP projections (columns 2-5) for NSCLC, CRC,
BC, and MEL tissue T cells colored by expression of CD4, CD8A, FOXP3 (Treg marker), CXCRF6 (TRM
marker), IFIT3 (IFN response marker), NME1 (activation marker), PRF1 (cytotoxic marker), and IFNG.
Expression values are normalized for quantitative comparison within each dataset (i.e. column), but not
across datasets.
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Supplementary Figure D.12. Comparison of tumor-associated T cells to a reference map of healthy
human T activation generated exclusively from Donor 2 (includes LG, BM, and LN). (a) Merged
UMAP embedding for Donor 2 including resting and activated T cells colored by sample source, donor,
resting/activated condition, CD4/CD8 status, and CCL5 expression indicating TEM cells. (b) Merged
UMAP embedding for the entire dataset overlaid with contour plots indicating kernel density estimates for
the projection of T cells derived from Donor 2 (column 1), non-small cell lung cancer tissue (columns 2),
colorectal cancer (CRC) tissue (column 3), breast cancer (BC) tissue (column 4), and melanoma (MEL)
tissue (column 5). Note that these probability densities can be compared within each projection, but cannot
be quantitatively compared across projections. (c) Same as (b) but overlaid with a two-dimensional hexbin
histogram for each projection. Histograms have been normalized to account for differences in cell numbers
across datasets and therefore can be compared quantitatively across projections. (d) Individual cells in the
UMAP embedding (column 1) for Donor 2 T cells and UMAP projections (columns 2-5) for NSCLC, CRC,
BC, and MEL tissue T cells colored by expression of CD4, CD8A, FOXP3 (Treg marker), CXCRF6 (TRM
marker), IFIT3 (IFN response marker), NME1 (activation marker), PRF1 (cytotoxic marker), and IFNG.
Expression values are normalized for quantitative comparison within each dataset (i.e. column), but not
across datasets.
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Supplementary Figure D.13. Comparison of tumor-associated T cells to a reference map of healthy
human T activation generated exclusively from Donor A (includes blood only). (a) Merged UMAP
embedding for Donor A including resting and activated T cells colored by sample source, donor,
resting/activated condition, CD4/CD8 status, and CCL5 expression indicating TEM cells. (b) Merged
UMAP embedding for the entire dataset overlaid with contour plots indicating kernel density estimates for
the projection of T cells derived from Donor A (column 1), non-small cell lung cancer tissue (columns 2),
colorectal cancer (CRC) tissue (column 3), breast cancer (BC) tissue (column 4), and melanoma (MEL)
tissue (column 5). Note that these probability densities can be compared within each projection, but cannot
be quantitatively compared across projections. (c) Same as (b) but overlaid with a two-dimensional hexbin
histogram for each projection. Histograms have been normalized to account for differences in cell numbers
across datasets and therefore can be compared quantitatively across projections. (d) Individual cells in the
UMAP embedding (column 1) for Donor A T cells and UMAP projections (columns 2-5) for NSCLC,
CRC, BC, and MEL tissue T cells colored by expression of CD4, CD8A, FOXP3 (Treg marker), CXCRF6
(TRM marker), IFIT3 (IFN response marker), NME1 (activation marker), PRF1 (cytotoxic marker), and
IFNG. Expression values are normalized for quantitative comparison within each dataset (i.e. column), but
not across datasets.
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Supplementary Figure D.14. Comparison of tumor-associated T cells to a reference map of healthy
human T activation generated exclusively from Donor B (includes blood only). (a) Merged UMAP
embedding for Donor B including resting and activated T cells colored by sample source, donor,
resting/activated condition, CD4/CD8 status, and CCL5 expression indicating TEM cells. (b) Merged
UMAP embedding for the entire dataset overlaid with contour plots indicating kernel density estimates
for the projection of T cells derived from Donor B (column 1), non-small cell lung cancer tissue (columns
2), colorectal cancer (CRC) tissue (column 3), breast cancer (BC) tissue (column 4), and melanoma
(MEL) tissue (column 5). Note that these probability densities can be compared within each projection,
but cannot be quantitatively compared across projections. (c) Same as (b) but overlaid with a twodimensional hexbin histogram for each projection. Histograms have been normalized to account for
differences in cell numbers across datasets and therefore can be compared quantitatively across
projections. (d) Individual cells in the UMAP embedding (column 1) for Donor B T cells and UMAP
projections (columns 2-5) for NSCLC, CRC, BC, and MEL tissue T cells colored by expression of CD4,
CD8A, FOXP3 (Treg marker), CXCRF6 (TRM marker), IFIT3 (IFN response marker), NME1 (activation
marker), PRF1 (cytotoxic marker), and IFNG. Expression values are normalized for quantitative
comparison within each dataset (i.e. column), but not across datasets.
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Supplementary Figure D.15: Comparing UMAP and SCMAP for the projection of T cells from
cancer onto the reference map. UMAP and SCMAP embeddings and cell projection coordinates for
tumor-associated T cells from (a) non-small cell lung cancer tissue, (b) colorectal cancer tissue, (c) breast
cancer tissue, or (d) melanoma tissue that are projected onto the reference map.
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Supplementary Figure D.16. Expression of exhaustion markers in organ and blood donor T cells and
tumor-associated T cells. Using the UMAP embedding of the merged organ donor and blood T cells from
Fig. 6 and the UMAP projections of the tumor-associated T cells from four tumor types onto this
embedding, we colored individual cells in each dataset based on expression of T cell exhaustion markers.
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Supplementary Figure D.17. Expression of cell cycle and chemokine genes in organ and blood donor
T cells and tumor-associated T cells. Using the UMAP embedding of the merged organ donor and blood
T cells from Fig. 6 and the UMAP projections of the tumor-associated T cells from four tumor types onto
this embedding, we colored individual cells in each dataset based on expression of cell cycle markers
(TOP2A, UBE2C, CDK1) and chemokines (CCL3, CCL4, XCL1, XCL2).
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Supplementary Figure D.18. Phenotypic analysis of blood and tissue T cells. Relative proportions of
CD4+T cell subsets isolated from the lungs of Tissue Donor 1 shown as an representative gating strategy.
All samples were first gated on singlets, FSClow/SSClow, CD45+ and Viability Dye- (indicating live cells)
before staining for CD3 and subsequent lineage and subset markers. All samples from both Tissue Donors
and Blood Donors were analyzed similarly. Data was acquired on a BD LSRII instrument and analyzed by
FCS Express software (see Methods).
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Supplementary Figure D.19. Merged UMAP embedding for the entire healthy human T cell scRNA-seq
dataset including resting and activated T cells generated from a subset of the 315 highly variable genes that
are not specific to any one donor. The embedding is colored by sample source, donor, resting/activated
condition, CD4/CD8 status, and CCL5 expression indicating TEM cells.
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Tissue Donor 1

Tissue Donor 2

Male
65
White
24.1

Male
52
Hispanic/Latino
30.7

Cerebrovascular Accident/Stroke
Intracranial Hemorrhage
–

Head Trauma
Gunshot Wound
+

Comorbidities
Hypertension
Diabetes
CAD

+
–
–

+
–
–

Social History
Smoking History
Alcohol Use
I.V. Drug Use

–
+
–

+
+
–

Demographics
Sex
Age (years)
Ethnicity/race
Body Mass Index (kg/m2)
Clinical Characteristics
Cause of Death
Mechanism of Injury
CPR administered

Serology
CMV
–
+
EBV
+
+
Toxoplasma
–
–
CAD, coronary artery disease; CMV, cytomegalovirus; CPR, cardiopulmonary resuscitation; EBV,
Epstein Barr virus.
Supplementary Table D.1: Demographic and clinical information from human organ donors.
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Tissue Donor 1

Tissue Donor 2

Lung (Resting/Activated)
Total Cells
T cells
T cell fraction
Average Transcript Molecules
Detected (T cells)

3,809 / 2,463
2,488 / 1,446
0.653 / 0.587
2,045 / 3,511

5,577 / 4,365
4,089 / 3,036
0.710 / 0.696
2,353 / 3,622

Bone Marrow (Resting/Activated)
Total Cells
T cells
T cell fraction
Average Transcript Molecules
Detected (T cells)

2,251 / 2,512
1,826 / 2,080
0.811 / 0.828
3,666 / 4,359

1,918 / 2,191
1,304 / 1,455
0.680 / 0.664
2,272 / 3,690

Lymph Node (Resting/Activated)
Total Cells
T cells
T cell fraction
Average Transcript Molecules
Detected (T cells)

4,896 / 4,649
4,194 / 4,186
0.857 / 0.900
3,126 / 2,888

3,395 / 5,820
2,992 / 5,190
0.881 / 0.892
3,320 / 3,789

Blood Donor A

Blood Donor B

4,872 / 5,411
4,282 / 4,911
0.879 / 0.908
4,131 / 6,082

4,777 / 4,775
4,196 / 4,236
0.878 / 0.887
4,256 / 6,342

Blood (Resting/Activated)
Total Cells
T cells
T cell fraction
Average Transcript Molecules
Detected (T cells)

Supplementary Table D.2: scRNA-seq cell numbers, T cell purity, and transcripts detected.
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