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Abstract
Towards Unified Medical Evidence Computation from Literature for Evidence-based Medicine

Tian Kang

Evidence-based Medicine (EBM) is the conscientious, explicit and judicious use of current
best evidence in making decisions about the care of individual patient. Billions of dollars are spent
annually on the conduct of randomized clinical trials (RCT), one type of experiments widely re-
garded as yielding the most valuable evidence. Yet, the number of studies is growing exponentially,
and most experiment results are published only as text-based articles in the medical journal, caus-
ing difficulties for both practitioners and researchers in searching, synthesizing, and ultimately,
translating the best available evidence to the patient care. To address the problem, I aim to de-
velop a unified information extraction framework for medical evidence, and build novel computa-
tional approaches based upon it to make evidence from research more accessible in Evidence-based
Medicine. In this dissertation, I (i) present a unified conceptual model and coordinated workflow
for evidence representation, (i1) develop open-source NLP tools for supporting EBM tasks (evi-
dence extraction, retrieval, and synthesis), (iii) develop a medical evidence base to cater various
information needs, and (iv) present a new machine reading comprehension model for answering

clinical questions.
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Chapter 1

Overview of Thesis

1.1 Introduction

Evidence-based Medicine (EBM) is the conscientious, explicit and judicious use of current
best evidence in making decisions about the care of individual patients (Sackett 1997a). Billions
of dollars are spent annually on the conduct of randomized clinical trials (RCT), one type of exper-
iments widely that is regarded as yielding the most valuable evidence. Yet the number of studies
is growing exponentially, and most experiment results are published only as unstructured free-text
articles in the medical journal, causing dif culties for both practitioners and researchers in search-
ing, synthesizing, and ultimately, translating the best available evidence to the clinical care (Sim
1997). Despite dedicated efforts, such as the Cochrane collaboreliaimers1993 and UpTo-

Date (UptoDate 2020, Bhandwaldar and Zadrozny 2018, Bhaskar et al. 2015, Demner-Fushman,
Mrabet, and Ben Abacha 2020, Hassanzadeh, Groza, and Hunter 2014, Hristovski et al. 2015, Jin
etal. 2017, Leonhard 2009, Mao, Wei, and Lu 2014, Martinez et al. 2012, Mittal et al. 2008, Mittal,
Gupta, and Mittal 2013, Sarker, Moll4, and Paris 2012,Sarrouti and El Alaoui 2017, Sneiderman
et al. 2007, Sondhi et al. 2007, Vishnyakova, Gobeill, and Ruch 2013,Yu et al. 2007, Zhang et al.

2015), that have been made to manually synthesize the published medical ndings and create an



evidence-based clinical resource, curation efforts struggle to keep up with the huge volume of lit-
erature (Tsafnat et al. 2013) and clinical practice often lags months and even years behind the best
practice shown by science (Brand et al. 1995, Hennekens, Jonas, and Buring 1994, Mendelson and
Aronow 1997, Ni et al. 2012, Yang, Zhou, and Nyberg 2016, Sim et al. 2000). Automating such
process has become an urgent need for translating the best available evidence in a timely manner
from text-based literature to clinical practice at the bedsides (Demner-Fushman and Lin 2006).
The clinical literature is the primary venue for reporting new medical evidence (Sim 1997).
Both industry and academia seek the imprimatur of the quality that comes from the peer-reviewed
clinical literature, but this vast repository of knowledge is "underused" (Huth 1989) and has "loose
connections" with clinical practice (Haynes 1990). Given the complexity of biomedicine, rapid un-
derstanding, synthesizing, and appraising medical evidence in literature is no trivial task—even for
medical experts. The recent progress of Arti cial Intelligence (Al) in natural language processing
(NLP) brings a great opportunity to facilitate and expedite the process of translating the best avail-
able medical evidence to practice, such as constructing computer-interpretable evidence reposi-
tories, automated evidence synthesis, and answering clinical questions during patient encounters.
Prior NLP research mostly devoted the efforts to extracting related evidence terms for querying rel-
evant research articles. However, there are no uni ed information extraction frameworks tailored
to the evidence synthesis (Jonnalagadda, Goyal, and Huffman 2015), and there is a limited number
of studies proposing solutions for more complex tasks in EBM, such as reading comprehension and
systematic review of available evidence to inform clinical decision making. Additionally, although
the state-of-the-art deep learning models achieve impressive progress in most text processing and
understanding. Yet reasoning and reading comprehension through clinical research literature are
inherently dif cult tasks, and abilities of existing NLP models to comprehend free-text medical ev-
idence are largely limited by the domain complexity (Chen et al. 2017a, Lehman et al. 2019, Oita,
Vani, and Oezdemir-Zaech 2019). The concerns such as lack of transparency and explainability
are ampli ed in high-risk domains like the healthcare domain, which further brings up trust issues

when deploying technologies in practice.



In this dissertation, | aim to contribute novel computational approaches for more ef cient iden-
ti cation and translation of the best available medical evidence from the clinical research literature
to patient care. | focus on one type of clinical research literature that reports the conduct and results

of randomized controlled trials (RCT), widely regarded as yielding the most valuable evidence.

1.2 Problem Statement

1.2.1 Loose connection between clinical research and practice

Evidence-Based Medicine is de ned as “the conscientious, explicit and judicious use of current
best evidence in making decisions about the care of the individual patient”. It means integrating
individual clinical expertise with the best available external clinical evidence from systematic re-
search” (Sackett 1997a). Before EBM, clinical practitioners relied on the advice of more experi-
enced colleagues, their intuition, and on what they were taught as students. Experience is subject
to aws of bias and what we learn as students can quickly become outdated. On the contrary,
EBM promotes an attitude of inquiry in practice, and encourages the practitioners to think about
the questions such as ‘why are we doing this way", "is there evidence that can guide me to do
this more effectively" (Hoffmann, Bennett, and Del Mar 2013). It plays a critical role in modern
medicine, in that, rather than relying on clinical experience alone, EBM aims to ensure nite health
resources are used wisely and all relevant evidence is considered when making clinical decisions
to improve patient outcomes (Sackett 1997a, Guyatt et al. 2000).

Yet, in addition to the challenge that most of the value evidence is predominantly disseminated
in unstructured, free-text articles in medical journals, evidence bases such as PubMed are vast and
expanding at a phenomenal rate. The sheer volume of information makes it almost impossible
for health professionals to apply evidence from the clinical literature to a particular clinical deci-
sion (Sim et al. 2000). Both clinicians and evidence synthesizers consider much of the research

literature that they need for EBM dif cult to use, and electronic searching usually returns many ir-

relevant articles (Justice et al. 1994, Bigby 1998, Barzkar, Baradaran, and Koohpayehzadeh 2018).



After retrieving relevant studies, clinical practitioners need to read through many texts like this
plus a longer full article in order to synthesize evidence relevant to one clinical decision making.
Recently, a small number of practitioners start using ClinicalTrials.gov in addition to PubMed for
browsing and synthesizing relevant studies. A snapshot is provided in Figure 1.1, showing a part of
study results for a registered clinical trial in ClincalTrials.gov. Despite containing a lot of details,

it is for pre-registration purpose and may not have results. The mainstream for sharing clinical
study results is still peer-reviewed clinical journals, which impedes the dissemination of validated

evidence to practitioners.

Figure 1.1: Example result summary of a clinical trial from ClinicalTrials.gov (NCT00898677).

Multiple stakeholders participate in EBM, including researchers and publishers, who are in-
volved in the conduct and dissemination of medical evidence, as well as clinical practitioners,
who aim to implement the best available clinical practice. However, these two primary roles in
EBM are loosely connected due to the challenges in translating medical evidence from free-text
and fast-growing literature to patient care. The lack of a solution to problems in other core tasks

in EBM further impedes the potentials that NLP prompt evidence translation, such as inaccurate
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or incomplete retrieval of relevant trials; inef cient details in articles for a critique of the trials;
inconvenience in the synthesis of quantitative results in text and dif culties to interpretation trials
in patient care context (Sim 1997). Usually, it might take more than 30 minutes to search and
nd an answer to one clinical question encountered during patient care. In practice, however, the
busy clinical routines only allow them to spend less than 2 minutes on such laborious processes
(Ely et al. 1999b). If a search takes longer, it is likely to be abandoned. Consequently, EBM is
almost impractical to conduct at the point of care in real-time, caused by the inef cient translation

of evidence from clinical research to practice.

1.2.2 Complexity of Medical Evidence

The potentials for NLP techniques to help with evidence synthesis have long been explored.
However, given the complexity of biomedicine, rapid understanding and synthesis of medical evi-
dence in literature is no trivial task—even for medical experts. An example abstract text from (Liu
et al. 2020b) and related clinical question are shown in Figure 1.2. The abstract reports an inter-
ventional study that assessed the effectiveness of respiratory rehabilitation for elderly COVID-19
patients. The clinical question asks whether respiratory rehabilitation can signi cantly improve
two outcomes: anxiety and depression. The relevant context for answering the question is high-
lighted, from which the necessary inference and reasoning are drawn to correctly answer “yes” for

anxiety and “no” for depression without looking at conclusions:

» The answers should be the results in the interventional group (not control).
» Anxiety and depression are measured by SAS and SDS scores.

* In the interventional group, both scores decreased but only the difference in SAS is statisti-

cally signi cant.

NLP approaches usually proceed in one of the two ways: symbolic or statistical. The idea of
symbolic approaches is straightforward and aligned with the human mindset: learning and using

lexicon, semantics, symbolic representation of knowledge, and building rules based on logic. A

5



Figure 1.2: An abstract from a clinical trial report (Liu et al. 2020b) and a related clinical question.
Relevant context is highlight in color.

symbolic approach is explainable and offers good performances in reasoning. However, it heavily
depends on human efforts and has had limited success in understanding and deciphering contextual
information. Recent state-of-the-arts in NLP are mostly achieved by statistical models, particularly
deep learning models. Those data-driven approaches show signi cant advances in probabilistically
learning latent and sophisticated representations. However, compared to symbolic systems, which
are built on solid logic so the reasoning is a straightforward task for them, neural networks im-
plicitly infer everything and their reasoning capabilities are still rather limited (Chen et al. 2017a).

Even with state-of-the-art neural language understanding models applied, their abilities to develop

6



clear intuition and context to locate relevant evidence and answer a clinical question correctly are
largely limited by the domain complexity (Lehman et al. 2019). In addition, especially in the
healthcare domain, the transparency of information technologies is an important factor. They need
to be veri able and explainable. This is often very dif cult to achieve by existing state-of-the-art
NLP models, which usually are deep neural networks. Therefore, this problem raises an important
guestion, how to develop a language understanding model that is able to model and reason over
complex unstructured medical evidence, and meanwhile provide explainable insights (Garnelo and

Shanahan 2019, Kursuncu, Gaur, and Sheth 2020).

1.3 Purpose of Study

This dissertation presents research that investigates (i) the design of a uni ed conceptual model
and coordinated work ow to facilitate evidence translation from text-based literature to clinical
practice (ii) the development of open-source NLP tools and models to achieve a seamless and
standardized pipeline for supporting EBM tasks (evidence extraction, retrieval, and synthesis);
(i) the development of a medical evidence base to cater various information needs; and (iv) the
development of computational methods for facilitating free-text evidence comprehension.

In Aim 1 of this dissertation, we seek to determine the extent to which existing clinical trials
conceptual models can interoperate with one another, and develop a uni ed multi-level concep-
tual model tailored to facilitate the tasks in Evidence-based Medicine. In Aim 2, we apply NLP
techniques and develop open-source information extraction systems to extract medical evidence
from the clinical research literature. The extracted evidence will be represented following the
guideline of the proposed conceptual model. In Aim 3 and Aim 4, we seek to apply the and NLP
system to develop methods that support core tasks for EBM. Aim 3 will address the problems in
medical evidence retrieval. We develop an evidence base that can take both terms and free-text
clinical questions as queries for retrieving relevant clinical studies. Lastly, in Aim 4, we seek to

develop a novel approach to enable machine reading comprehension of clinical research literature



and conduct evidence synthesis.

1.4 Research Questions and Hypothesis

Aim 1. Develop a multi-level conceptual model tailored to different information needs in
Evidence-based Medicine.
Aim 1.1 Develop a uni ed multi-level conceptual model, EvidenceMap, to meet various infor-

mation needs in EBM

* Research questionWhat kind of conceptual model is able to meet information needs in
Evidence-based Medicine as well as support interoperability among different data reposito-

ries?

» HypothesisA uni ed conceptual model integrating existing commonly adopted models for
EBM can better support interoperability and cater to various information needs compared to

existing framework such as PICO.

Aim 1.2 Create a gold standard corpus for EvidenceMap and validate it with the clinical re-

search literature.

» Research questiorCan EvidenceMap enable ef cient automated approach for RCT publi-

cations?

» Hypothesis 1 The conduct and results in RCT abstracts can be represented expressively

following EvidenceMap schema.

» Hypothesis 2Automation of EvidenceMap can be decomposed into clear-de ned NLP tasks
and it's clear for medical experts to follow EvidenceMap-based annotation schema to create

gold standard training data.



Aim 2. Develop an information extraction system to extract evidence from the clinical re-
search literature.
Aim 2.1 Develop approaches to address data scarcity issues of training NLP models in the

clinical research literature.

» Research questiorWWhat are the available datasets for training NLP models to process clin-
ical research literature? Can the available datasets satisfy the need of training complex deep

learning models?

» HypothesisTransfer learning and data augmentation will help improve NLP model perfor-

mance in clinical research literature with limited amount of training data.

Aim 2.2 Develop an information extraction system to extract medical evidence from clinical

research literature and represent in EvidenceMap.

» Research questiorHow can a uni ed conceptual model like EvidenceMap facilitate Evidence-
based Medicine tasks and improve the ef ciency of translating evidence from research to

practice?

» HypothesisBy providing open-source NLP tools, we can achieve a seamless and standard-
ized pipeline for extracting and synthesizing unstructured medical evidence from the litera-

ture.

Aim 3. Develop an EvidenceMap-indexed medical evidence base that can better attend to
different needs in evidence searching.
Aim 3.1 Implement a medical evidence base by indexing clinical research articles with Evi-

denceMap.

» Research questionCan EvidenceMap support better evidence retrieval for different infor-

mation needs of medical evidence?



» HypothesisBased on the design, EvidenceMap is able to represent both literature and free-
text clinical question, thus an EvidenceMap-indexed evidence base can enable literature

searching with higher recall and precision than traditional literature search methods.

Aim 3.2 Evaluate the evidence base in facilitating systematic review of randomized controlled

trials.

» Research questioris the EvidenceMap-based medical evidence base useful for supporting

core EBM tasks such as systematic reviews?

» HypothesisCompared to the conventional literature searching approaches, EvidenceMap-
indexed evidence base is save manual effort in systematic reviews by returning a more pre-

cise collection of studies with respect to a certain query, while maintaining a high recall.

Aim 4. Develop a neuro-symbolic approach to comprehend clinical research literature for
evidence synthesis.
Aim 4.1 Implement a neuro-symbolic attention model, Medical evidence Dependency(MD)-

informed self-attention for reading comprehension task of clinical research literature.

» Research questiorCan a neuro-symbolic model bene t from both the high capacity of deep

neural networks and the reasoning ability of symbolic representation?

» HypothesisMD-informedself-attention can bene t from its symbolic form of domain knowl-
edge in understandability, task generalizability, and reasoning ability compared to purely

deep learning based approaches.

Aim 4.2 Apply MD-informed self-attention model to two public benchmark tasks on machine

reading comprehension of clinical research literature.

» Research questionWill a neuro-symbolic model perform better than the state-of-the-art
neural approaches in understanding and synthesizing evidence from the clinical research

literature.
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» HypothesisMD-informed self-attention can achieve better performance than conventional

deep learning models in reading comprehension tasks of RCT publications.

1.5 Experimental Design Associated with Hypotheses

Aim 1. Develop a multi-level conceptual model tailored to different information needs in
Evidence-based Medicine.

Aim 1.1 Develop a uni ed multi-level conceptual model, EvidenceMap to meet various infor-
mation needs in EBMNe hypothesize that a uni ed conceptual model of medical evidence devel-
oped by integrating existing commonly adopted conceptual models can better support interoper-
ability and cater to various information needs. Therefore, we synthesize existing frameworks and
standards for clinical trial conduction and reporting, identifying the gaps and devise a uni ed con-
ceptual model, EvidenceMap. There are three levels of information represented by this model, i.e.,
Medical Evidence Elements, Medical Evidence Proposition, and Medical Evidence Map. Medical
Evidence Proposition (MEP) is de ned to represent one fundamental unit of medical evidence and
served as a building block to compose the overall conduction and results of clinical studies. The
multi-level design enables it to support various information needs of evidence. EvidenceMap can
also be used as an information extraction framework for developing automated evidence extraction
methods.

Aim 1.2 Create a gold standard corpus for EvidenceMap and validate it with the clinical re-
search literature. The EvidenceMap scheme is applied by medical experts to represent articles
that report randomized controlled trials and validated its effectiveness. Multiple medical experts
formulate an annotation team to create a gold standard dataset — EvidenceMap corpus — which con-
sists of multiple levels of annotations corresponding to the EvidenceMap scheme. The annotations
are created with rigorous quality control including double annotation, inter-annotator agreement
tracking, and disagreement adjudication. This EvidenceMap corpus can be used as either training

data or evaluation ground truth in future NLP research with biomedical literature, including named

11



entity recognition, relation extraction, and co-reference resolutions.

Aim 2. Develop an information extraction system to extract evidence from the clinical re-
search literature.

Aim 2.1 Develop approaches to address data scarcity issues of training NLP models in the
clinical research literature. Two approaches are implemented to address data scarcity issues of
training NLP models in the clinical research literature. (1) Transfer learning. We propose a method
of medical evidence entity recognition by reusing a publicly available large corpus (Nye et al.
2018a) under annotation guidelines different from ours, and creating a small gold standard for
our task with minimum human labor but achieves comparable and even better performance. (2)
Data augmentation. We extended an easy data augmentation (EDA) method (Wei and Zou 2019a)
for biomedical named entity recognition (NER) by incorporating the Uni ed Medical Language
System (UMLS) knowledge and called this method UMLS-EDA. We designed experiments to
systematically evaluate the effect of UMLS-EDA on popular deep learning architectures for both
NER and classi cation.

Aim 2.2 Develop an information extraction system to extract medical evidence from clinical
research literature and represent it in Evidencéle use EvidenceMap as a uni ed information
extraction framework and develop a comprehensive NLP system using the EvidenceMap corpus.
The tasks are formulated as Medical Evidence Element recognition, Medical Evidence Depen-
dency parsing, and Medical Evidence Proposition formulation, and clustering, and nally gener-
ate machine-interpretable study summaries. This NLP system is developed using state-of-the-art
models. It aims to provide an automated and standardized NLP pipeline along with the concep-
tual model for extracting unstructured medical evidence from literature and synthesizing based on

EvidenceMap.

Aim 3. Develop an EvidenceMap-indexed medical evidence base that can better attend to
different needs in evidence searching.

Aim 3.1 Implement a medical evidence base by indexing clinical research articles with Evi-
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denceMap.The NLP pipeline for EvidenceMap is used to process and index a collection of RCT
reports abstracts from PubMed. Apache Solr is used to build our medical evidence base. Each
abstract is indexed with Medical Evidence Elements and Medical Evidence Propositions, which
enable precision-recall trade-off for searching at different user scenarios (i.e., high recall for sys-
tematic reviews, and high precision for clinical practice). There are two search strategies enabled
(i) keywords for evidence elements (ii) free-text clinical questions. An API of EvidenceMap NLP
pipelines is implemented for parsing free-text clinical questions into search queries.

Aim 3.2 Evaluate the evidence base in facilitating systematic review of randomized controlled
trials. Primarily, there are two user scenarios for our EvidenceMap-indexed evidence base in
facilitating Evidence-based Medicine: (i) retrieving related articles for systematic reviews; (ii)
searching evidence for clinical decision making at the point of care. These two scenarios motivate
different desired features. For instance, during systematic reviews, high recall is favored as evi-
dence synthesis would be biased if relevant trials were not included, whereas, at the point of care,
the practitioners would prefer the system to return evidence that's highly pertinent to the current
patient context. In the scope of this thesis, the evidence base is evaluated in facilitating systematic
reviews. Five published systematic reviews of randomized controlled trials are collected as gold
standard results. Queries are formulated based on each review's information needs to search in
EvidenceMap-indexed evidence base. The retrieval results are compared against the included col-
lection of articles for synthesis in each review to calculate precision and recall. The results will be
compared with each review's reported RPISMA work ow to evaluate its effectiveness and ef cacy

in improving the retrieval and screening process for systematic review.

Aim 4. Develop a neuro-symbolic approach to comprehend clinical research literature for
evidence synthesis.

Aim 4.1 Implement a neuro-symbolic attention model, Medical evidence Dependency(MD)-
informed self-attention for reading comprehension task of clinical research literati@st of

the current neural NLP models use the Transformer introduced by Vaswani et al. 2017 as their
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backbone, e.g., BERT (Devlin et al. 2018a), XL-Net (Yang et al. 2019b) and GPT-2 (Radford et al.
2019). The multi-head attention mechanism is used to capture global interactions across the text
in multiple “representation sub-spaces”. Such an architecture offers exibility and the potential to
teach the model to learn a “subspace” in the medical domain. The conventional neural attention
mechanism is unsupervised when learning to attend to relevant inputs. We train the self-attention
to attend to the Medical evidence Dependency (MD) as a mechanism for passing both linguistic
and domain knowledge to later layers. We hypothesize such a model can better attend to relevant
text and improve reasoning capability over long-distance evidence for clinical questions.

Aim 4.2 Apply MD-informed self-attention model to two public benchmark tasks on machine
reading comprehension of clinical research literatufglD-informed self-attention is integrated
into BioBERT and evaluated on two public machine reading comprehension (MRC) benchmarks
for clinical trial publications: Evidence Inference 2.0 (DeYoung et al. 2020) and PubMedQA (Jin
et al. 2019). The results are compared against the reported state-of-the-art performance for both
benchmarks as well as the results of directly ne-tuning on conventional BioBERT. In addition,
a small set of recently published articles reporting randomized controlled trials on COVID-19 is
created following the Evidence Inference 2.0 guidelines. This corpus is unseen to both Medical
evidence Dependency parser and MD-informed attention. MD-informed attention integrated into

BioBERT is evaluated on this novel dataset for its generalizability.

1.6 Signi cance

In this dissertation, | devise a coordinated plan for translating the medical evidence in free-text
literature to clinical practice. The methods put forth will advance the biomedical NLP research, fa-
cilitate various core tasks and stakeholders in Evidence-based Medicine, and therefore may bene t
a wide audience.

EvidenceMap, the uni ed information extraction framework tailored to the information needs

in EBM and corresponding NLP tools may confer many bene ts. It is an improvement over the
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current conceptual models for clinical studies. It may provide a seamless and standardized pipeline
for extracting and synthesizing unstructured medical evidence from the literature to executable
information to inform clinical decision-making.

The EvidenceMap-indexed medical evidence base may contribute a better strategy of evidence
retrieval, for both evidence synthesizers and clinicians. Compared to general-purpose literature
searching methods, e.g., MEDLINE, the medical evidence base can improve retrieval precision
and largely reduce the number of articles that need screening, while also be able to achieve a high
recall. The other advantage that the evidence base can take both keywords and free-text clinical
guestions as queries may result in better usability.

The NLP models developed for literature processing and reading comprehension advance both
NLP and clinical communities. The methods | present provide potential solutions to overcome
the data scarcity problem for biomedical NLP research. The neuro-symbolic model is a novel
contribution to reusing domain knowledge via the symbolic form to address acknowledged issues
with deep learning models in biomedical NLP tasks. The model also provides state-of-the-art
performance in reading comprehension tasks. Future research may build upon this dissertation's

work to further improve biomedical NLP research and the practice of EBM.

1.7 Contributions

The research of this dissertation may bene t a wide audience. We summarize the contributions

in the following sections.

1.7.1 Conceptual contributions

A multi-level conceptual model,EvidenceMap We de ned a multi-level conceptual modé&ly-
idenceMaptailored to different information needs in Evidence-based Medicine. EvidenceMap
integrates existing commonly used conceptual models for clinical studies, including the PICO

framework and CONSORT statement, and improves upon them in expressiveness and interoper-
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ability. It is competent to support various core tasks in EBM, e.g., evidence extraction, evidence
retrieval and evidence synthesis. EvidenceMap is implemented to support novel methodologies

and applications for EBM developed in this thesis.

1.7.2 Empirical contributions

Annotated corpus High-quality annotated data is vital to building computational models. We
contribute a gold standard corpus with multi-level annotations generated by domain experts fol-
lowing the structure of EvidenceMap. All annotations are created with rigorous quality control
including double annotation, inter-annotator agreement tracking, and disagreement adjudication.
This EvidenceMap corpus can be used as either training data or evaluation ground truth in future
NLP research with biomedical literature, including named entity recognition, relation extraction,

and co-reference resolutions.

An EvidenceMap-based uni ed information extraction framework and NLP pipeline for ev-

idence extraction We contributed multiple NLP tools and an information extraction system that
provides an automated and standardized pipeline for extracting unstructured medical evidence from
literature and synthesizing based on EvidenceMap. The pipeline is designed to generate machine-

interpretable clinical study summaries from literature

An EvidenceMap-indexed medical evidence baseWe contributed an EvidenceMap-indexed
medical evidence base. The multi-level indexing by EvidenceMap enable the evidence base to
trade between precision and recall for different user information needs. It is effective for both
evidence synthesizers in conducting systematic reviews as well as EBM practitioners in searching
evidence during patient care. For facilitating evidence synthesis, the evidence base is effective in
reducing the need for abstract screening to a substantial extent by largely improving the retrieval
precision with high recall. During practice, as it returns much more precise and relevant documents
compared to the general-purpose literature searching engine, the evidence base is able to help save

time in this process during busy clinical routine. Moreover, that the evidence base is able to take
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free-text clinical questions directly as queries may help evidence searching to be integrated into

clinical practice.

1.7.3 Methodological contributions

Methods for data scarcity problem This thesis contributes two methods, pretraining and data
augmentation, for overcoming data scarcity in biomedical NLP. The evaluations show that our pro-
posed data augmentation method, UMLS-EDA, is effective in improving training both biomedical
named entity recognition tasks and sentence classi cations, especially when only a small amount

of high-quality annotation is available.

A neuro-symbolic attention model for natural language understanding MD-informedself-

attention is a novel neuro-symbolic computational framework that enhances neural reading com-
prehension models with reusable, human-readable symbolic knowledge for better interpretability
and reasoning capability. Its substantial improvement in performance on public benchmarks com-
pared to the state-of-the-art deep learning frameworks prove the effectiveness of introducing do-
main knowledge into deep learning models and provides insights for future NLP research in the
biomedical domain. Moreover, in practice, it is effective in helping comprehend and synthesize
clinical research literature and providing answers to evidence synthesis questions to inform clinical

decision-making for clinicians.

1.7.4 Contributions in terms of information needs

We also characterize our contributions in terms of different information needs in practice:
Evidence synthesizers The overwhelming increase in the quantity of clinical evidence has led
to the detachment of clinical research and practice because new evidence can be integrated into

clinical practice only after it has been critically appraised and synthesized on the basis of the

existing evidence. In this dissertation, automated methods can bene t and expedite the process of
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evidence synthesis to generate systematic reviews and meta-analyses.

EBM practitioners The overwhelming amount of evidence and busy clinical routine are the
major challenges for clinicians to conduct evidence-based practice at the point of care. Clinicians
consider much of the research literature that they need for EBM dif cult to use, and electronic
searching usually returns many irrelevant articles. This dissertation may facilitate the practice of
EBM at the point of care by providing a more ef cient evidence retrieval method and an effective

natural language understanding model for literature to answer clinical questions.

NLP researchers One of the major challenges in biomedical NLP research is the lack of gold
standard annotation. For advanced tasks, such as natural language understanding, although deep
learning models achieve state-of-the-art performance in various tasks, they are reported to have
limited ability in reasoning and lack of domain knowledge, thus resulting in only modest predictive
gains in biomedical literature comprehension tasks. In this thesis, we contribute solutions to both

challenges.
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Chapter 2

Background and Related Work

2.1 Evidence-based Medicine

2.1.1 Historical background

Evidence-based Medicine (EBM) is built upon the idea of the entirety of the available medical
evidence to inform patient care, i.e., empirical research evidence, clinical expertise, and patient
values (Figure 2.1). Prior to the advent of EBM, the Levels of Evidence (LOE) was introduced by
the Canadian Task Force on Periodic Health Examination (Guyatt et al. 1992). Their goal was to
establish the methodology for evaluating scienti ¢ evidence. The Task Force paid particular atten-
tion to preventative measures in the periodic examination of asymptomatic patients and proposed
an evidence rating system (Thoma and Eaves Il 2015). This early LOE rating system was later im-
proved by Dr. David Sackett, the physician who is considered the father of EBM. He led the EBM
movement started in 1981 at McMaster University in Canada. His series of articles, such as “How
to read clinical journals: I. why to read them and how to start reading them critically”, published
in the Canadian Medical Association Journal in the 1980s (Sackett 1989), teaching physicians how

to appraise the medical literature, shaped a whole generation of clinicians (Association 1981). His
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subsequent book, “Evidence-Based Medicine: How to Practice and Teach EBM” was enormously
in uential in the foundation and development of EBM as we know them today, and gave the tools
to physicians and explained how to apply evidence at the bedsides (Haynes et al. 1997). Another
important gure in establishing EBM is Dr. Archie Cochrane. Dr. Cochrane's publication in 1972,
“Effectiveness and ef ciency: random re ections on health services.” (Cochrane 1972) has had a
profound in uence on the medical practice and the evaluation of medical interventions. He was
the rst to set out the vital importance of RCTs for assessing the effectiveness of treatments. His
work led directly to the founding of the Cochrane Center, which later became the Cochrane Col-
laboration, endeavoring to track down, evaluating, and synthesizing clinical trials worldwide in all

areas of medicine (Claridge and Fabian 2005).

Figure 2.1: Components of Evidence-based Medicine.

The classic de nition of EBM is from Dr. Sackett, as “the conscientious, explicit and judi-
cious use of current best evidence in making decisions about the care of the individual patient.
It means integrating individual clinical expertise with the best available external clinical evidence

from systematic research” (Sackett et al. 1996a). An extension of EBM that is more relevant today
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is Evidence-based Clinical Practice, in which it integrates the best research evidence with both
clinical expertise and patient values (Guyatt et al. 1992) (Figure 2.1). Before EBM, clinical prac-
titioners relied on the advice of more experienced colleagues, their intuition, and on what they
were taught as students. Experience is subject to aws of bias and what we learn as students can
quickly become outdated. On the contrary, EBM promotes an attitude of inquiry in practice, and
encourages the practitioners to think about the questions such as "why are we doing things this
way", "is there evidence that can guide me to do this more effectively"? It plays a critical role in
modern medicine, in that, rather than relying on clinical experience alone, EBM aims to ensure

the nite health resources are used wisely and all relevant evidence is considered when making

clinical decisions to improve patient outcomes.

2.1.2 EBM's hierarchy of evidence

EBM does not offer a new theory of knowledge, but instead, it has progressed as a coherent
heuristic structure for optimizing the practice of medicine, by stressing the important association
among trustworthy evidence, theory, and clinical practice (Djulbegovic and Guyatt 2017, Djulbe-
govic, Guyatt, and Ashcroft 2009, Sackett et al. 1996b). To address the need to identify trustworthy
evidence, EBM developed a scheme for assessing the quality of evidence in how research is con-
ceived, conducted, published, and used, which re ects the rst EBM epistemological principle: the
higher the quality of evidence, the closer to the truth are estimates of the effects of intervention, and
the medical practice should be based on the best available evidence. Among all clinical studies,
randomized controlled trials (RCTs) are considered superior over observational studies for deter-
mining the trustworthiness of evidence related to the treatment effects, and also naturally superior
over individual clinician's experiences (case reports). This also promoted initiatives that resulted
in the improvement of the quality of reporting research, for instance, the reporting of RCTs has
improved as a result of the CONSORT checklist (Begg et al. 1996). On top of individual stud-
ies, high-quality syntheses of primary studies, i.e., systematic reviews, meta-analyses, and clinical

practice guidelines. The bias in individual research is further reduced by critical appraisal and
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synthesis.
Overall, based on evidence grading, three types of evidence are most recommended for EBM

practitioners to start their evidence search with (Farquhar 2018):
1. Individual RCTs, which answer questions of treatment effectiveness;

2. Systematic reviews, which are critical summaries of the body of evidence and incorporate

guality assessment by systematic methods;

3. Clinical guidelines, which facilitate the implementation of the evidence.

2.1.3 Inef cient Translation of Evidence from Research to Practice

The clinical literature is the primary venue for reporting new medical evidence. As reported in
previous studies, both industry and academia seek the imprimatur of the quality that comes from
the peer-reviewed clinical literature, but this vast repository of knowledge is "underused” (Huth
1989) and has "loose connections" with clinical practice (Haynes 1990).

A typical work ow for the practice of Evidence-based Medicine is shown in Figure 2.2. When
a clinical question arises during the patient encounter, the clinician needs to search and relevant
evidence. Successfully retrieving relevant evidence begins with a well-structured question. The
ability of question formulation is fundamental to locate and synthesize related resd@IC€sis
widely adopted for formulating clinical questions to retrieve evidence from the literature (Richard-
son et al. 1995a). PICO stands for:

P — Population/Problem. What are the most important characteristics of the enrolled popula-
tion? What is the primary disease?

| —Intervention. What is the main intervention being considered?

C — Comparison. To what the intervention are compared?

O — Outcome What are the anticipated measure, improvements, or effects?

The PICO framework is specialized to help break down the need for evidence into searchable

keywords and to formulate answerable research questions. Prior studies have shown that utilization
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of the PICO framework can improve evidence search against PubMed (Schardt et al. 2007). There-
fore, the evidence search is usually performed in PICO terms identi ed from the clinical question.
Given the ood of studies available and lack of time to critically appraise and synthesis the studies
during their busy practice, clinicians are recommended to focus on high-quality evidence when
striving to make evidence-based clinical decisions, e.g., the kinds that in the top levels in evidence
hierarchy. More speci cally, the preference in order is rst high-quality clinical practice guide-
lines, then to meta-analysis or systematic reviews, and then to individual RCTs in literature base
such as PubMed. The retrieved evidence will need to be critically appraised and synthesized before
the answer is generated. During patient care, the clinicians will then discuss evidence with patients
and make a recommendation accordingly.

However, the practice of EBM at the point of care remains a challenging aim due to various

obstacles in different steps in Figure 2.2.

1. Technical skills for using PICO framework. Due to high demands for technical skills and
medical domain knowledge for using PICO, practitioners who need to search evidence may
nd it either time consuming to incorporate into their busy clinical work ow, or dif cult to

learn.

2. Huge amount of available studies vs. limited time during patient care The number
of clinical studies is growing exponentially. Billions of dollars are spent annually on the
conduct of randomized clinical trials, one type of experiment widely regarded as yielding the
most valuable evidence (Akobeng 2005, Sim 1997). While high-quality systematic reviews
and guidelines are not available, critical appraisal and synthesis of available evidence can
overwhelm the practitioners with the ood of studies and busy clinical routine during patient

care.

3. Labor and expense to generate high-quality systematic evidenceEBM practitioners
are recommended to refer to clinical practice guidelines and systematic reviews, because of

their rigorous, comprehensive, and transparent synthesis of all current evidence concerning
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a speci c clinical question. However, producing such reviews is a hugely laborious and
expensive exercise, and requires researchers to identify the entirety of the relevant literature

and then extract relevant information to be synthesized.

4. Free-text format of literature . Relevant evidence is primarily disseminated in unstructured,
natural language articles that describe the conduct and results of clinical trials (Marshall
and Wallace 2019). Given the complexity of the biomedical domain, rapid understanding,
synthesizing, and appraising medical evidence in literature is no trivial task. The free-text

format causes extra challenges for both human comprehension and machine facilitation.

Due to those challengetsmelinessto transfer valid medical evidence from research to patient
care becomes increasingly concerned. Although more systematic reviews are being conducted
every year and tens of millions of dollars are spent annually conducting these reviews and synthe-
sizing the published medical ndings and create an evidence-based clinical resource (for instance,
Cochrane collaboration (Chalmers 1993 ) and UpToDate (UptoDate 2020). Curation efforts strug-
gle to keep up with the huge volume of literature (Tsafnat et al. 2013). As a result, most of the pub-
lished medical evidence remains unappraised and unsynthesized and requires clinicians to spend
extra time searching and synthesizing individual clinical studies at the point of care. In practice,
such a time-consuming process is either dropped or often happening after hours, thus resulting in
an inef cient transfer of evidence from research to patient care.

Studies reveal that clinical practice often lags months and even years behind the best practice
shown by science (Brand et al. 1995, Hennekens, Jonas, and Buring 1994, Mendelson and Aronow
1997, Ni et al. 2012, Sim et al. 2000, Yang, Zhou, and Nyberg 2016). Therefore, automated
methods to help and expedite such transferring process are in pressing need. In the following
section, we summarize the prior work proposed to automate or semi-automate different tasks in

EBM.
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Figure 2.2: Work ow to practice Evidence-based Medicine during patient care.
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2.2 Computational Methods to Facilitate EBM

The clinical literature comprises different types of studies. Within the scope of this thesis,
we focus on the problems of using a small subset of it: the reports of randomized controlled
trials (RCTs). Compared to other study designs (e.g., case-control, observational studies), RCTs
are less subject to confounding factors, as, in RCTSs, participants are assigned randomly. Any
differences in the outcomes among different study arm groups theoretically can be attributed solely
to the treatments received, because confounding factors are randomly and thus equally distributed
between the groups. Therefore, RCTs are considered to yield the most internally valid nding,
thus one of the most reliable resources of medical evidence (Sim 1997, Akobeng 2005). Moreover,
RCTs are accorded the highest level in quality of evidence — Level | — for supporting clinical
guidelines (Burns, Rohrich, and Chung 2011).

To process evidence from clinical research, especially RCTs, and promote results translation

to practice. There are two paths towards this goal:

1. Encourage researchers to report the conduct and results of clinical studies in an interoperable

format, in addition to conventional literature-based methods;

2. Develop automated or semi-automated methods to process articles that report RCTs to facil-
itate the practice of EBM, from basic tasks, such as relevant article retrieval, data elements
extraction, to more advanced applications, like automated systematic review and clinical

guestion answering.

Trial Banks (Sim et al. 2000, Sim 1997) is the most notable work for going the rst path. Con-
currently, natural language processing (NLP) and machine learning techniques have been widely
applied to literature processing, i.e., the second path, in order to make evidence locked in free-
text literature interoperable and understandable by the machine. Research articles that report the
conduct of RCTs receive most of the attention, as RCTs are considered as yielding the most trust-

worthy evidence among all types of clinical studies.
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2.2.1 Trial Banks

One of the most notable works to curate medical evidence into a structured database and pro-
mote clinical trial result sharing is Trial Banks (Sim et al. 2000, Sim 1997). Trial Banks is the
rst attempt at de ning a common trial-bank data representation and promoting data sharing of
clinical trial results. Trial Banks are de ned as electronic databases that contain descriptions of
the design, execution, and summary-level results of individual RCTs. The key idea is to design an
interoperating system, by sharing a clinical trial core conceptual model, so that the users can query
multiple trial banks simultaneously and uniformly in order to search precisely for relevant studies,
critically appraise and apply ndings to healthcare. The data schema is designed based on CON-
SORT items and requires more detailed trial design and execution details. Clinical researchers are
encouraged to do “journal-associated trial-bank publishing” — in addition to the traditional journal
article publications, which usually are short and leave out details, researchers would use trial-bank
to report their trials accurately, completely, and securely over the web. In 2015, Sim et al., co-
founded Vivli, a global data-sharing and analytics platform (Li et al. 2018). Similar to Trial Banks,
it aims to bridge the gaps among data contributors, data users, and the wider data sharing comput-
ing, and promotes sharing individual participant-level data from completed clinical trials to serve
the international research community.

This work provides a promising path for clinical trial results to go directly from research to
structured databases. However, currently reporting trial results in journals and paper publications
is still the mainstream, and a huge amount of evidence generated every year is still buried in
free text. In order to bring that free-text evidence from the literature to practice more promptly
and ef ciently, Natural Language Processing techniques have been playing an important role in

processing evidence text and generating machine-interpretable repositories.
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2.2.2 Evidence retrieval

The rst key step for practice EBM that NLP techniques can help is to screen and retrieve
medical evidence when a clinical question arises. Previous studies have pointed out the literature
fails to provide practitioners with relevant and timely information they need to practice EBM (Sim
1997, Sim et al. 2000). Clinicians consider much of the research literature that they need for EBM
dif cult to use, and electronic searching usually returns many irrelevant articles (Chalmers, Alt-
man, et al. 1995). Similarly, evidence synthesizers also concern about the usability of the clinical
research literature (Chalmers and Haynes 1994). The Cochrane Collaboration, the international
group devoted to systematic reviews of the effects of health care, has had to develop policies for
addressing the problem of the proper retrieval of relevant literature (Chalmers 1993).

As the number of clinical studies and research articles growing at an overwhelming rate, auto-
mated methods for ef cient screening approaches and specialized information are highly desired.
In the early years when biomedical NLP research was mainly rule-based, prior work for improv-
ing retrieval of evidence-related literature is usually proposed in the context of clinical question
answering systems. Here review of some of the notable works. MedQA (Lee et al. 2006b), which
takes a question posed by a physician and classify it into a question type for which a speci c an-
swer strategy will be developed; and then a Query Generation module would extract noun phrases
from the question as the query terms, which then are used to retrieve documents from either the
Web documents or the locally-indexed MEDLINE collection. Demner-Fushman et al. (Demner-
Fushman and Lin 2007a) propose to apply a “semantic uni cation” between information needs
(query) expressed in a PICO-based frame and corresponding structures automatically extracted
from PubMed literature — the clinical questions are asked to be given in a PICO-based form, and
then converted into a PubMed search query to retrieve articles. Another work, SemBioNLQA
(Sarrouti and Ouatik EI Alaoui 2020), takes a clinical question and builds a query using UMLS
concepts out of it. Then, based on PubMed and UMLS similarity, it retrieves documents satisfying

the query from the MEDLINE database. After that, it extracts top-ranked passages from top-ranked
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documents based on the BM25 model, stemmed words, and UMLS concepts.

In addition to the work just summarized, most of the early efforts apply domain knowledge,
such as UMLS, to formulate queries using extracted UMLS concepts for searching in literature
base like PubMed/MEDLINE (Yang et al. 2015, Yang, Zhou, and Nyberg 2016,Schulze et al.
2016a, Schulze et al. 2016b). Recently, there is a burgeoning number of studies on the use of
machine learning to automatically extract PICO elements from clinical research articles and cre-
ate a PICO-indexed evidence base for more ef cient evidence exploration. The main strategy in
those works is aligned with Demner-Fushman and Lin 2007b — to achieve a “semantic uni cation”
based on the PICO framework between information needs (query) and corresponding structures
automatically extracted from PubMed literature. During the COVID-19 pandemic, the urgent need
for keeping up with the most up-to-date progress in clinical studies stimulates the development
of better literature exploration and retrieval systems (e.g., Allen's SciSight by Hope et al. 2020,
IBM COVID-19 Navigator by IBM 2020). For instance, one of the works, named COVID-SEE,
is proposed by Verspoor et al. to help medical professionals and researchers exploring COVID-19
literature (Verspoor et al. 2020). They make use of an existing information retrieval system for
the CORD-19 dataset and identify PICO elements by training a NER model on EBM-NLP cor-
pus (Nye et al. 2018a), and then map them to MeSH terms. Two identi ed concepts are related
when they are found in the same abstract and later displayed to users in the Sankey diagram. Tri-
alstreamer (Nye et al. 2020) indexes literature using automatically identi ed PICO snippets span
and nd new clinical trial publications and registration in both COVID-19-related and broader lit-
erature. The articles, together with the extracted PICO spans, are saved to a relational database.
It allows searching using ontology-based PICO terms. It's worth noting that, Cochrane collabora-
tion (Chalmers 1993) now also released a PICO-based search eédgateane PICCB40A2)
(Collaboration 2021), by using manually curated PICO elements to index their evidence base. This

beta version tool takes PICO-based queries as well.
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2.2.3 Evidence extraction & synthesis

Automating systematic reviews from individual RCT articles is one of the ultimate goals for
NLP in EBM. Extracting information snippets that are important for synthesizing evidence is,
therefore, one research domain receiving increasing attention. Example key data elements are
PICO (i.e., Population, Intervention, Comparator, and Outcome), sample size, p-value, risk of bias,
etc. There have been reviews that summarize the prior work on automatic data extraction from
the clinical research literature (Jonnalagadda, Goyal, and Huffman 2015,Marshall and Wallace
2019). In 2015, Jonnalagadda, Goyal, and Huffman 2015 published a systematic review of work
concerning automation of the parts of the systematic review process, speci cally the data extraction
step. They conclude there is no uni ed information extraction framework tailored to the systematic
review process, and published reports focused on a limited number of data elements. It was found
biomedical natural language processing techniques have not been fully utilized to even partially
automate the data extraction step of systematic reviews. Later in 2019, Marshall and Wallace
2019 publish another review of research in available machine learning methods that have been
proposed to expedite evidence synthesis, including the tasks of abstract screening, data extraction,
bias assessment, and so on. The authors conclude that, at the time of writing, research towards
automating systematic reviews has begun to mature, but full automation remains a distant goal.
The accuracy of the machine learning systems is one of the concerns. The subjectivity of the users
causing a preference of human experts over machines is another.

Among all the work, PICO elements are the most important components of clinical evidence,
thus receive most of the attention in research. The PICO elements are recognized as either sen-
tence level or entity level, which are formulated as sentence classi cation or Named Entity Recog-
nition (NER) tasks in the previous work. The rst study on the automatic detection of PICO from
the biomedical literature was proposed by Demner-Fushman in 2007 (Demner-Fushman and Lin
2007b). They applied a pattern matching method by handcrafting corresponding rules. During the

last decade, the major approaches are evolved from rule-based to statistical, data-driven including
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Support Vector Machine (SVM) (Boudin, Nie, and Dawes 2010), Multilayer Perceptron (MLP)
(Huang et al. 2011) and Conditional Random Field (CRF) (Chung 2009aKim et al. 2011). More
recently, deep neural network architectures emerge as an increasingly important part of the NLP
community, given that deep learning models can be fed with raw data and develop their complex
and abstract representations needed for pattern recognition, while constructing a traditional ma-
chine learning model (e.g., SVM, CRF) requires domain expertise and human engineering to de-
sign feature extractors that transformed raw data into suitable representations (Esteva et al. 2019a).
Deep learning models scale to large datasets and continue to improve and learn more com-
plex functions with more data, enabling them to outperform many traditional machine learning
approaches. Given this manner and the expense of medical knowledge, the major challenge in
biomedical NLP research is the signi cantly less training data than appropriate for training deep
learning models rather than the design of models itself. This is also true for EBM-related NLP
tasks. Aiming to enable better NLP applications for EBM, several shared corpora with PICO el-
ements annotation were published in both sentence-level and entity level. A corpus of 5000 RCT
abstracts with multi-level annotations of PICO entities was created through crowd-sourcing in 2018
(EBM-NLP corpus) (Nye et al. 2018a), enabling NER model training. Another corpus of 24,668
abstracts with PICO labels for each section heading was published in 2019, enabling sentence clas-
si cation (Jin and Szolovits 2018). Based on the two datasets, several applications are proposed
with deep neural network architectures. Jin et al. developed a Long Short-Term Memory (LSTM)
model to jointly classify subsequent sentences in abstract into PICO and achieved state-of-the-art
performance. In terms of NER tasks, Nye et al. (Nye et al. 2018a) and Yang et al (Yang et al.
2019a) developed their deep learning methods for recognizing PICO entities with EBM-NLP cor-
pus. More recently, Stylianou et al. propose an end-to-end neural approach for EBM-NLP corpus
as well (Stylianou et al. 2020). The model, called EBM+, includes a self-attention mechanism, a
2D Convolution feature extraction from character embeddings, and a Highway residual connec-
tion. In addition, a statement classi er is developed to identify the sentences in the literature that

contain all the PICO Entities and answer clinical questions.
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As summarized, most of the prior work focuses on extracting individual data elements, and
there are no uni ed information extraction frameworks tailored to the evidence appraisal, synthe-
sis, and ultimately, systematic review. EBM aims to systematically use the best available evidence
to inform medical decision-making. In addition, to support query formulation in EBM, another
important application NLP is able to support is evidence synthesis, or systematic review, which
provides a rigorous, comprehensive, and transparent synthesis of all current evidence concerning
a speci c clinical question. However, producing these reviews is a hugely laborious and expen-
sive exercise, and requires researchers to identify the entirety of the relevant literature and then
extract relevant information to be synthesized. Concurrently, more systematic reviews are being
conducted every year to synthesize the expanding evidence base; tens of millions of dollars are
spent annually conducting these reviews. For instance, Cochrane collaboration (Chalmers 1993)
and UpToDate (UptoDate 2020), have been made to synthesize the published medical ndings and
create an evidence-based clinical resource. Nonetheless, the unprecedented growth of the biomed-
ical literature has increased the burden. Manual curation and synthesis work struggles to keep
up with the latest studies, and clinical practice often lags months and even years behind the best
practice shown by science (Tsafnat et al. 2013).

To alleviate the burden from human curation and support automated synthesis, Marshall et
al. proposed a system, RobotReviewer (Marshall, Kuiper, and Wallace 2015), to leverage ma-
chine learning and NLP technique to semi-automate bias assessment in clinical trials and extract
supporting text for those judgments. They train a multi-task ML model and then estimated the
accuracy versus human. The results show that their system achieves equal quality to the manual
work and could substantially reduce reviewer workload and expedite evidence syntheses. Later,
they improved RobotRiewer upon prior work (Marshall et al. 2017). The updated system applies
disentangled representations to embed PICO sentences and appraise the reliability of RCTs by au-
tomating the Risks of Bias assessment. Training more powerful NLP models for evidence synthesis
requires a large number of gold standards. Lehman et al. published a new corpus, Evidence Infer-

ence, comprising 10,000+ prompts coupled with full-text articles describing RCTs (Lehman et al.
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2019). Each prompt speci es an intervention, a comparator, and an outcome. The task is to infer
the reported ndings with respect to this prompt (signi cantly increased, signi cantly decreased,

or no signi cant difference), for instance, “Does this article report that chemotherapy performed
better than surgery for ve-year survival rates of operable cancers?” One year later, they collected
additional annotations to expand the original dataset by 25%, and release Evidence Inference 2.0
(DeYoung et al. 2020). This inference task is an essential step for automating the extraction of

actionable evidence from clinical trial reports.

2.2.4 Evidence comprehension & Clinical Question Answering

NLP techniques train a machine to process large amounts of natural language data, i.e., free
text, in a way that is productive and ef cient. With NLP, we can process large-scale unstructured
medical evidence and construct machine-interpretable repositories to facilitate EBM. However, the
ultimate goal is for arti cial intelligence (Al) to go beyond simple processing and move forward
to “understanding” text the same way human beings do. The ability of a machine to understand
unstructured evidence such as literature is key to many advanced applications for facilitating EBM,
e.g., clinical question answering. In this section, we will review the de nition of reading compre-
hension tasks and existing work for unstructured medical evidence.

The ability of Al to comprehend text is becoming a major topic of discussion. But how do we
evaluate such ability of comprehension? According to Wendy Lehnert, known for her pioneering
use of machine learning in NLP, when a human understands a story, he can demonstrate his un-
derstanding by answering questions about it. Since questions can be devised to query any aspect
of text comprehension, “the ability to answer questions is the strongest possible demonstration of
understanding”. Hence, if a machine is said to have the ability to comprehend or understand the
text, we need to “demand machine the same demonstration of understanding that we require of
people” (Lehnert 1977). Under this assumption, Machine Reading Comprehension (MRC), as a
way to measure language understanding and is de ned as the technology that teaches machines to

read and understand the unstructured text and then answer questions about it like a human.
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MRC is different from the task of Question Answering (QA). A QA system aims to automat-
ically generate answers for the given questions, no matter what sort of resources they depend on
(e.g., knowledge bases, unstructured text collections, semi-structured tables). IBM Watson (High,
2012), for example, is a QA system, composing answers from a variety of resources. Enabling
a system to generate correct answers doesn't necessarily equate to the ability to comprehend the
guestions or the documents. Instead, it can formulate the free text into computer language such
as SQL queries, and then use information retrieval or database techniques to search and return the
answers. On the contrary, MRC emphasizes text understanding, in which answering questions is
regarded as a way to measure the ability of text understanding. All information to answer compre-
hension questions should come from the text piece instead of any world knowledge, which requires
a deep understanding capability like a human (Chen et al. 2017a).

We de ne a Machine Reading Comprehension task as the following:

Given a collection of training example3d @,0g), the goal is to learn a predictor f which takes

a passage of text p and a corresponding question g as inputs and gives the answer a as output:
5:17—-@! O

There is huge progress for MRC in the general domain, marked by the milestone in 2018 that
Al achieved a higher score than humans on the Stanford Question Answering Dataset (SQUAD)
(Rajpurkar et al. 2016)—a machine reading comprehension dataset—prepared by Stanford Uni-
versity. In the biomedical domain, understanding medical evidence can be formulated as follows:
given a piece of text describing medical evidence, for instance, the abstract of clinical research
literature, the machine is asked to answer a clinical question that might occur during practice.

We synthesize relevant methodologies in the previous work for answering clinical questions by
different learning techniques: rule-based methods, unsupervised machine learning, feature-based
machine learning, neural reading comprehension modes, and a hybrid of two or more methods. We
stratify all the studies by that and visualize in Figure 2.3. As shown, the majority of methodologies
has shifted from rule-based systems to neural-based approach since 2017, during which, SQUAD

dataset in general NLP domain inspired remarkable progress in MRC, e.g., FastQA (Weissenborn,
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Wiese, and Seiffe 2017), DrQA (Chen et al. 2017b), etc.

Figure 2.3: Prior work strati ed by methods on clinical question answering using literature since
2005.

Rule-based approach

Rule-based approaches were dominant in the early years. To answer clinical questions from
literature, patterns and rules were designed to capture the relevant evidence by incorporating the
domain knowledge, primarily UMLS metathesaurus (Bodenreider 2004). MedQA, developed
by Lee et al. (Lee et al. 2006a), Lexico-syntactic patterns that incorporated both lexicon and
syntax information are used to identify de nitional sentences. Additionally, UMLS terms (e.g.,
concepts and synonyms) are applied as candidate de nitional terms to retrieve de nitions from
Google:De nition service as the answers. In (Demner-Fushman and Lin 2007b), they also using
terminology service to identify UMLS concepts as the candidate answers. More recently, Sar-
routi and Ouatik El Alaoui 2020 apply UMLS metathesaurus, BioPortal synonyms for extracting

candidate answers. Use sentiment analysis and term frequency metrics such as TF-IDF to rank
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candidates. Technically, rule-based approaches do not empower the model with the ability to un-
derstand text, but still use “computable language”, e.g., ontologies, to extract information (Sarrouti

and Ouatik El Alaoui 2020).

Feature-based Machine Learning

That feature-based approach is also called the symbolic approach. Early work adopting tradi-
tional feature-based machine learning methods also uses domain knowledge like UMLS and iden-
ties UMLS concepts as candidate answers. These models were mostly built on top of a simple
max-margin learning framework with a set of hand-crafted linguistic features, including syntac-
tic dependencies, semantic roles, or entity tagging. For instance, Yang et al., who patrticipated in
BioASQ 3B and 4B tasks, propose a method to rst identify UMLS concepts as candidates and
then apply logistic regression model based on symbolic features for answer type prediction and
candidate scoring model (Yang et al. 2015,Yang, Zhou, and Nyberg 2016). Morid, et al., on the
other hand, formulate the task as a sentence classi cation problem and return a sentence regarded
as clinically useful as the answer. They apply a kernel-based Bayesian Network classi cation
model with domain-speci c features including lexico-syntactic features from UMLS (Morid et al.
2016). As distributed representations of words like Word2vec came out in 2013, word embeddings
start being the “standard of care” feature for supervised learning models. One example work, by
Dimitrialdis et al., proposed to develop binary classi cation models (SVM, Logistic regression,
extreme gradient boosting) that output a probability for ranking based on features from word em-
bedding, UMLS, and other linguistic features, to answer factoid questions from the biomedical
literature (Dimitriadis and Tsoumakas 2019).

Even though, compared to the rule-based methods, conventional symbolic NLP systems achieve
performance gains, they suffer from one severe problem: features are usually very sparse and gen-
eralize poorly, and also criticized for their high dependency on human-labeled data and handcrafted
features. There are also concerns that the features generated by existing linguistic tools, which are

still far from solved, can introduce noise during training. More importantly, those models do not
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actually learn to “comprehend” the processed text either.

Unsupervised Machine Learning

Similar to generate distributed word vectors from a large corpus, work in an unsupervised
manner primarily tries to model semantics or prior knowledge from large datasets in order to inform
the answer. Unsupervised Probabilistic inference and latent semantic analysis (LSA) are the major
solutions (Ferrucci et al. 2013). For example, Goodwin et al. devise a Factorized Markov network
for representing knowledge base from MIMIC 11l to construct a Clinical Picture and Therapy Graph
(CPTG) and then apply probabilistic inference methods to pinpoint the answers from the CPTG
(Goodwin and Harabagiu 2016,Goodwin and Harabagiu 2017).

Neural Rereading Comprehension

Since 2017, there have been several neural reading comprehension systems for text understand-
ing in the biomedical domain. Those studies usually follow the generic sequence-to-sequence ar-
chitecture. The modi cation is to adapt a state-of-the-art attention model in the match layer to
capture the interaction of biomedical text and questions. Given the amount of labeled data in the
biomedical domain is limited compared to the open domain, almost all neural-based approach in-
cludes a pretraining phase to make use of SQUAD and later add domain adaption to biomedicine.
Wiese, Georg et al. propose a neural domain adoption approach for biomedical question answering
in 2017 (Wiese, Weissenborn, and Neves 2017). They adopt a pretrained model on SQUAD and
a standard neural reading comprehension architecture. In match layer, a general domain attention
mechanism, FastQA (Weissenborn, Wiese, and Seiffe 2017) is incorporated. Another variant of
the attention model, DrQA from Stanford and Facebook research, is also applied in the biomedical
domain (Chen et al. 2017b). DrQA is an open domain question answering system, including a
document retrieval module and a reading comprehension module called Document Reader. Ka-
math et al. (2018) adapt the Document Reader in the match layer (Kamath, Grau, and Ma 2018).

The main idea is to nd a text span in the document that maximizes the product of its starting
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point and endpoint based on a proposal probability distribution. Later since biomedical versions
of BERT have been published (e.g., BIoOBERT byLee et al. 2020a, BlueBERT by Peng, Yan, and
Lu 2019a), they are leveraged in MRC tasks and achieve state-of-the-art performance. For in-
stance, Yoon et al. (2020) apply BioBERT, pre-trained on SQUAD or SQUAD 2.0, to MRC task to
answer questions from biomedical literature. They show that BioBERT pre-trained on general do-
main question answering corpora such as SQUAD largely improves the performance of biomedical
guestion answering models (Yoon et al. 2019).

There are also works using hybrid approaches. We summarized prior work in Table 2.1.

Public available benchmark datasets are also crucial to promote the advance of machine reading
comprehension for clinical research and unstructured medical evidence. Notable work include
QA4AMRE (Pefas et al. 2011), Evidence Inference (DeYoung et al. 2020, Lehman et al. 2019),
CliCR (Suster and Daelemans 2018) and PubMedQA (Jin et al. 2019). For instance, PubMedQA is
a dataset for biomedical research questions. The task is de ned as, given a question and a relevant
piece of medical literature (a context), predict an answer of Yes, No, or Maybe. The questions
in the dataset are constructed from the titles of PubMed articles, while the context is a structured
abstract with the Conclusion sentences omitted. CIliCR is another Machine reading comprehension

dataset for 100,000 cloze queries, answers, and supporting passages from clinical case reports.

2.3 Brief Overview of Gaps

We identi ed two major gaps for bringing medical evidence from the literature to practice.
Lack of a coordinated representation model and tools to enable evidence sharing and translation
from research to practice

The symbolic representation underlies the capacity and ef ciency of automated reasoning over
domain knowledge. A shared representation is also the key to enabling data sharing and reusing

among different information systems. Currently, in a different phase of clinical studies, there are
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different data models or frameworks for guidance (Figure 2.4).

Figure 2.4: Randomized Controlled Trials (RCTs) are regarded as yielding the most valuable
scienti ¢ evidence, but their sharing and reuse are under disparate standards and frameworks.

ClinicalTrials.gov Results Data Element De nitions. ClinicalTrials.gov is the rst online
registry for clinical trials and remains the largest and most widely used, that provides easy access
to trial information and results. ClinicalTrials.gov Results Data Element De nitions is adapted
from FDA's Rule to de ne and standardize the results data elements required for trial registration
and results in information submission.

Consolidated Standards of Reporting Trials (CONSORT) CONSORT Statement (Begg et
al. 1996), which is an evidence-based, minimum set of recommendations for reporting randomized
trials. It offers a standard way for authors to prepare reports of trial ndings, including enroliment,

allocation, follow-up, and data analysis, aiding their critical appraisal and interpretation.
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PI1CO framework . PICO framework is speci cally designed and widely adopted in Evidence-
based Medicine for searching medical evidence in the literature. PICO stands for Population,
Intervention, Comparison, and Outcome.

Those guidelines and frameworks vary in purpose, granularity and do not directly interoperable
with each other, which impedes sharing and reusing of evidence from clinical research. Addition-
ally, even though there has been work, such as Trial Banks, encouraging clinical researchers to
publish study design and results directly to the structured evidence base, currently reporting trial
results in journals and paper publications are still the mainstream, and a huge amount of evidence
generated every year is still buried in free text. There is a large semantic gap to be lled by a shared
representation model and NLP tools to enable evidence sharing and reuse from research to practice

(Kang, Zou, and Weng 2019a).

Limited ability of neural approaches to comprehend literature text

Prior work has identi ed challenges for existing methods to process and comprehend medical
literature, even for the state-of-the-art models. In general, although deep learning has shown signif-
icant advances in learning latent and sophisticated representations probabilistically, their reasoning
capabilities are still rather limited compared to symbolic Al. In addition, the lack of transparency
and extensive training data requirement are the two main aws. Those problems are ampli ed in
high-risk settings such as the healthcare domain, which further brings up trust issues in practice.
When focusing on the model's ability to understand and comprehend medical literature, extra chal-
lenges are identi ed by previous work: (1) models suffer from lengthy text and the long-distance
dependencies throughout the articles (Lehman et al. 2019, Oita, Vani, and Oezdemir-Zaech 2019);
(2) the complexities in clinical studies limit the neural model's ability to ef ciently incorporate
domain knowledge and develop clear intuitions around strong patterns denoting complex concepts
(Oita, Vani, and Oezdemir-Zaech 2019). The attention mechanism and its state-of-the-art variants
have been applied to such problems and only achieve modest predictive gains. Figure 2.5 gives

an example of one of the state-of-the-art Machine Reading Comprehension models, Bi-directional
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Attention Flow (BIDAF) (Seo et al. 2016), trying to answer evidence related question from a
piece of a clinical study. “What outcomes are signi cantly improved among elderly patients with
COVID-19?". Although the answer “depression” it predicted falls into the correct category asked -
“‘outcome”, it gives them exactly the opposite to the correct answer, given “depression” is the only
outcome that was not observed signi cant signi cantly.
In order to improve the model's ability in text understanding and its limited explainability, there

is a signi cant need to develop hybrid approaches to combine symbolic Al and deep learning, and
leverage both the high capacity of neural networks and the expressivity of symbolic knowledge

representations.
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Table 2.1: Summary of prior work on answering clinical questions using literature.

Techniques

References

Rule-based

Wedgwood 2005 Lee et al. 2006b Demner-Fushman and Lin 2006
Demner-Fushman and Lin 2007a Cohen et al. 2007 Zhang, Zhao, and
LeCun 2015 Cao, Ely, and Yu 2009 Bhandwaldar and Zadrozny 2018
Bhaskar et al. 2015 Demner-Fushman, Mrabet, and Ben Abacha 2020
Hassanzadeh, Groza, and Hunter 2014 Hristovski et al. 2015 Jin et al.
2017 Leonhard 2009 Mao, Wei, and Lu 2014 Martinez et al. 2012 Mit-
tal, Gupta, and Mittal 2013 Mittal et al. 2008 Sarker, Molla, and Paris
2012 Sarrouti and El Alaoui 2017 Sneiderman et al. 2007 Sondhi et al.
2007 Terol, Martinez-Barco, and Palomar 2007 Vishnyakova, Gobeill, and
Ruch 2013 Yu et al. 2007 Zhang et al. 2015

Unsupervised
Learning

Ferrucci et al. 2013 Goodwin and Harabagiu 2016 Kraus et al. 2017
Sarker, Molla, and Paris 2013 Schulze et al. 2016a Goodwin and
Harabagiu 2018 Zhang et al. 2019a

Feature-based Su-
pervised Learning

Abacha, Shivade, and Demner-Fushman 2019 Dimitriadis and Tsoumakas
2019 Du et al. 2018 Kamath, Grau, and Ma 2018 Lee et al. 2020b Morid
et al. 2016 Niu, Zhu, and Hirst 2006 Shi et al. 2007Wiese, Weissenborn,
and Neves 2017 Yang et al. 2015

Neural Deep| Morid et al. 2016 Niu, Zhu, and Hirst 2006 Shi et al. 2007 Wiese, Weis-

Learning senborn, and Neves 2017 Yang et al. 2015 Du et al. 2018 Lee et al. 2020a
Kamath, Grau, and Ma 2018 Lee et al. 2006a Wiese, Weissenborn, and
Neves 2017 Molla and Vicedo 2007 Du et al. 2020 Harilal et al. 2020
Schmidt, Weeds, and Higgins 2020

Hybrid Abacha and Zweigenbaum 2015 Boudin, Nie, and Dawes 2010 Kir-

itchenko et al. 2010 Sarrouti and Ouatik El Alaoui 2020 Yoon et al. 2019
Cartright, White, and Horvitz 2011 Cao et al. 2011
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Figure 2.5: Answer given by one of the state-of-the-art Machine Reading Comprehension models,
BiDAF, for a study-related question. It gives exactly the opposite to the correct answer, given
“depression” is the only outcome that was not observed signi cant signi cantly.
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Chapter 3

The Core Conceptual Model — EvidenceMap

3.0.1 Problem with Randomized Control Trial Reporting

RCT reports are a high in uential subset of the clinical literature that provides the highest
level of medical evidence in quality. However, other than its free-text format, such a literature-
based reporting manner brings challenges in direct translation to practice. Previous studies have
summarized the problems into the following categories (Sim 1997):

Problems with Study Retrieval: Finding the relevant studies is the rst dif culty that confronts a

user of clinical literature. Most keyword-based electronic searching results in that many common
gueries simply cannot be expressed, and the information content is neither richly nor accurately
captured in the index-based bibliographies. For instance, the primary outcome of a trial is not
separately indexed in Medline, yet it is one of the most important pieces of information that a user
would look for when searching RCT reports.

Problems with CompletenessThe de nition of completeness of reports depending on user sce-
narios. For clinical practice, clinicians may want to know whether a trial's ndings are applicable

to patient care. For systematic review and evidence synthesis, researchers often need more details

for critiquing the quality of a study. Such one-size- ts-all article-based reports are challenging to
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cater to different information needs.
Problems with Standardization: Standardization is lacking in two levels. One is the lack of a
standard vocabulary for indexing important features of the RCT reports, such as outcomes, inter-
ventions. MEDLINE uses Medical Subject Headings (MeSH) for indexing. But as discussed in
the problem with retrieval, existing indexing does not richly nor accurately capture the content in
relation to information need for evidence

As discussed in the related work and gap analysis, there are no uni ed information extraction
frameworks tailored to the systematic review process, and there is a lack of a coordinated represen-
tation model to enable evidence sharing and translation from research to practice. The centerpiece
of this chapter is the design and evaluation of a core conceptual model of free-text literature re-
porting medical evidence, particularly RCT reports, EhadenceMap We aim to overcome the
aforementioned problems of literature-based RCT reporting, achieve semantic interoperability, and
cater to different information needs in EBM. There are four technical objectives for the construc-

tion of this conceptual model:

1. The medical evidence de ned in this model should be interoperable among disparate medical

evidence sources.
2. The model should be expressive.
3. The automation of such a model need to be tractable.

4. The conceptual model should be competent for core tasks in evidence synthesis: evidence

retrieval, critique, computation, and interpretation.

5. The conceptual model should be adaptable to foreseeable technical standards and extension.

3.1 Design Speci cation

Although frameworks and data models exist for reporting and searching medical evidence,

they vary in purpose, granularity and do not directly interoperable with each other, which impedes
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sharing and reusing of evidence from clinical research. Thus, to enable the interoperability between
existing trial results and the EBM practicing paradigm, we design a three-level representation,

EvidenceMap, to bridge the semantic gap in sharing and reusing medical evidence.

3.1.1 Level 1: Medical Evidence Element

The basic level irEvidenceMaps the Medical Evidence Element. It rst adapts the widely
adopted framework for EBM, PICO framework, to de ne the most essential information elements

in clinical research:

Population the most critical characteristics of the enrolled population

Intervention the primary intervention considered

Comparator to what the intervention is compared

Outcomethe anticipated measures used to determine the effect of an experimental variable

on participants in the study

In practice, we don't distinguish between Intervention and Comparator. In the rest of the thesis,
Intervention is used to represent both interventional treatment and its comparator.
Additionally, Observation elements are de ned as the attributes to annotate essential PICO

elements, adaptive from ClinicalTrials.gov Results Data Element De nitions Zarin et al. 2011.

Measurethe quantitative or qualitative observation(s) with respect to an outcome measure

Count the count of participants observed to have the same result for an outcome measure

Statistical signi cance result(s) of scienti cally appropriate tests of statistical signi cance

of the outcome measures

Time frame time point(s) at which the measurement was assessed for the speci ¢ metric

used
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3.1.2 Level 2: Medical Evidence Proposition

Building based on Medical Evidence Elements, we de ne the second level in our core concep-
tual model, Medical Evidence Proposition.

In the study of linguistics, the wordptfopositiort' is de ned as the content of a sentence on
the basis of the meaning of a simple statement, which can be either true or false. Sentences may
consist of several propositions, each representing a single idea and can be extracted by dependency
parsing. In computational linguistics, dependency parsing is the process of analyzing the gram-
matical structure of a sentence based on the dependencies between the words in a sentence. For
example, the parse tree for the sentence "l felt sick because | ate rotten food." is shown in Figure

3.1, and there are 4 propositions formulated:
1. felt, I, sick;
2. ate, |, food;
3. food, rotten;

4. because, 1, 2.

Figure 3.1: Dependency parsing results for sentenickelt sick because | ate rotten foddising
SpaCy Dependency Parser (Honnibal et al. 2020).
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Instead of de ning complex semantic relations among evidence elements, which might be more
informative than syntactic relation, but requires a lot more complicated training of a machine, we
adapt the concepts from linguistics and de ne Medical Evidence Dependency and Medical Evi-
dence Proposition. A Medical Evidence Dependency among Evidence Elements is a grammar-like
structure to represent the semantics. In this way, we are able to largely reduce model complex-
ity and the need for training data when automating this process (binary relation) and achieve an

expressive representation in the meantime.

Figure 3.2: Medical Evidence Dependency is de ned as a directional relation from Observation
elements to Intervention and Outcome elements to formulate Medical Evidence Propositions.

We de ne Medical Evidence Dependency as a set of directional relations from Observation el-
ements to Intervention and Outcome elements respectively (Figure 3.2). By following such depen-
dency, we can formulate Medical Evidence Propositions in text, and represent the basic semantics
in clinical trial reports. The Propositions are serving as the building blocks for composing more
complex medical evidence. Depending on the context where the Medical Evidence Proposition is

extracted, it can represent different meanings:

* if the context describes methods, a Medical Evidence Proposition represents a hypothesis/de-

sign of an outcome measure with respect to the intervention(s) for a prede ned population.

« if the context describes results, a Medical Evidence Proposition represents a nding/obser-

vation of an outcome measure with respect to the intervention(s) for a prede ned population.
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In Figure 3.2, based on identi ed Medical Evidence Dependency, we can formulate two Medi-

cal Evidence Propositions (MEPS) from the given example sentence:
"Higher cardiac index along with reduced vascular resistance were noted in group A."

INTERVENTION :“group A, MEASURE:“higher’, OUTCOME :“cardiac indeX

INTERVENTION :*group A, MEASURE:“reduced, OUTCOME :“vascular resistance

Provided the given sentence is retrieved from the result section, the two formulated MEPs
represent two pieces of observed results of outcome measures for the same intervention: the in-
tervention given in group A results in a reduced vascular resistance measure and higher cardiac

index.

Figure 3.3: The last level in EvidenceMap: Medical Evidence Map. It integrates all Medical
Evidence Propositions from one study and categorize by study arms.

3.1.3 Level 3: Medical Evidence Map

The last level is Medical Evidence Map, providing a conceptual model for systematically rep-
resent the conductions and results of randomized controlled trials. As shown in Figure 3.3, the

conceptual model, Medical Evidence Map, consists of three major parts of an RCT: enrollment,
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study design, and study results. By identifying the study arms, we can further categorize individual
Medical Evidence Propositions in level 2 and systematically represent the studies.

Study arm assignment is one of the most crucial pieces of information in clinical trials. In
interventional studies such as RCTSs, participants are assigned to receive one or more interventions
(or no intervention) so that the effects of the interventions can be evaluated on health-related out-
comes. Arm refers to each group or subgroup of participants in a clinical trial that receives speci ¢
interventions (or no intervention) according to the study protocol. The most common design is
two-arm, which means there are two groups of the participant and each receives a different in-
tervention (or no intervention). In the second level, the Intervention elements within each MEP
are the text snippets extracted from the nearest context without further processing regarding the
study arms. Therefore, we have scattered pieces of study design and results with MEPSs, but none
attached to any speci c study arm groups. In this level, MEPs are labeled by one or multiple study
arms to which the Intervention elements belong to. Based on arm information, those scattered
pieces are then put together to represent the conductions and results of each clinical trial.
Enrollment: The enroliment section provides information on the patient population under study,
which aims to isolate the potential effect of an investigational drug. In EvidenceMap, the enroll-
ment section is formulated by grouping all Population elements together.

Study design & study results The conduction and results are represented in this section. By

categorizing each Intervention element to interventions received by different study arm groups,
we are able to put individual Medical Evidence Propositions that belong to the same arm group
together. Additionally, provided the context where each MEP is extracted, a study arm-based

summary of study design and results respectively can be then formulated (Figure 3.3).

3.1.4 Validation in RCT publications

To validate the usability of EvidenceMap in representing RCT reports, one external clinician
(other than two clinicians in the design team) is recruited to learn EvidenceMap, review RCT

reports randomly retrieved from PubMed, and manually represent the contents in JSON-based
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structure according to the schema of EvidenceMap. The clinician reported no dif culty of un-
derstanding the schema and using such conceptual model to accurately represent published RCT

reports.

3.1.5 Example representation

Here we provide an example of representing an abstract of a clinical trial using 3-level Ev-
idenceMap. The abstract is retrieved from the an observation study report (PMID: 32379955) |
]. Title: Observational Study of Hydroxychloroquine in Hospitalized Patients with Covijd-19

The extracted Medical Evidence Elements and Evidence Propositions are provided in Figure
3.4. Note that Medical Evidence Propositions are sentence-based, meaning no MEP is formulated
by Evidence Elements across different sentences. We can also notice, MEPs mostly are extracted
from the Results section.

After that, based on all MEPs from the abstract text, we can construct the last level of our
proposed conceptual model, Medical Evidence Map, for this observational study. We present it in

Figure 3.5.

3.2 Competency to support Evidence-based Medicine

Evidence synthesis is the core task in Evidence-based Medicine and the ultimate goal of Evi-
denceMap. We hypothesize, with such a design, we can bridge the semantic gaps among different
evidence sources, and technically the tools and models developed based on it can bene t one an-
other. According to Sim (Sim 1997) 's competency decomposition for evidence synthesis, there
are four lower-level competencies: evidence retrieval, critique, computation, and interpretation.

We analyze how the conceptual model EvidenceMap can support and improve each task (Fig 3.6).

Evidence retrieval: To improve retrieval performance, post-publication processing strategies are

commonly applied, such as improved indexing and context markup, which provide more extensive
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Figure 3.4: Medical Evidence Elements and Medical Evidence Propositions extracted for the
example abstract (PMID: 32379955)

annotation of the contents. For evidence retrieval, the two steps, query capture, and query matching
can both be improved by EvidenceMap. While there are literature searching strategies based on
individual PICO elements, such as Cochrane PICO search and Trialstreamer [], the returned articles
may contain EvidenceMap that can help further improve the searching process by introducing
MEP. We hypothesize when queries are formulated as MEP and searched against EvidenceMap-
indexed articles, it will largely improve the precision of the evidence retrieval and save manual

work for abstract screening during the systematic review.

Evidence computing: The ability to ef ciently facilitate evidence computing makes EvidenceMap
competent in supporting EBM. MEP, as the basic evidence unit, is the key in this process. For
tasks such as evidence inference and reasoning from the text, the existing two mainstream ap-
proaches, symbolic and neural approaches both have their own pros and cons. traditional symbolic
approaches, and neither bring a solid solution. While traditional symbolic approaches are ex-

pressive, explainable, and offer good performance in reasoning tasks (e.g., expert systems), they
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Figure 3.5: Medical Evidence Map constructed for example study.(PMID: 32379955)

rely heavily on human engineering and have limited success in understanding the contextual text.
On the other hand, neural networks show signi cant advances in learning latent and sophisticated
representations probabilistically. However, their reasoning capabilities are still rather limited com-
pared to symbolic systems. Therefore, MEP provides a medium to leverage both the high capacity
of neural networks and the expressivity of symbolic knowledge representations. With standardized
Medical Evidence Elements, MEPs are able to support various intra- and inter-trial computing

tasks, such as argumentative evidence mining.

Evidence critique & contextual interpretation:  To critique a clinical trial, we usually look at

its internal validity and generalizability, i.e., whether the trial ndings re ect the true value of the
outcomes of interest, not biased estimates, and whether the results can be extended properly to a
particular population outside of the study. The current scope of EvidenceMap can only partially
address this aspect, such as answering the questi@me ‘the patients similar to the target pop-
ulation?’ by analyzing the enroliment in EvidenceMap; andds the outcome de nition valid?

by comparing the outcome elements to the extracted hypothesis. However, since currently infor-

mation such as randomization and follow-up is not integrated into our model yet, internal validity
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Figure 3.6: Competency analysis for EvidenceMap in regarding to supporting core tasks in
Evidence-based Medicine. The solid circles represent that the proposed EvidenceMap is able to
fully support such tasks, while half-solid circles represent the tasks that can be partially supported.

cannot be assessed solely based on EvidenceMap. Furthermore, there are no standard methods for
the task of appraising a trial in its proper scienti ¢, socioeconomic, and ethical context. Thus, this
competency is not included in the scope of this thesis.

In summary, the conceptual model EvidenceMap is able to support the various core tasks in
facilitating Evidence-based Medicine. Developing automated approaches to process RCT reports
following the structure of EvidenceMap, use it to improve the core EBM tasks, and expedite the
medical evidence translation from research to practice are the goals of the rest of the thesis. In the
next section, we will describe the process to create gold-standard data for training EvidenceMap-

based models.
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3.3 EvidenceMap corpusgold standard generation

3.3.1 Annotation guideline design

As we limit the focus of this thesis to one subset of clinical literature, RCT reports, we only
retrieve and create a gold standard on those articles. MeSH index "Randomized Control Trials"
(D016449) is used to retrieve articles that report the conductions and results of RCTs from PubMed
as the text corpus. In the scope of this thesis, the annotation is conducted on abstracts only, as
abstracts represent a compressed view of the informational content of a document and allow readers
to evaluate the relevance of the document to a particular information need (Atanassova, Bertin, and
Lariviere 2016).

The automation tasks are formulated the named entity recognition (NER), relation extraction
(RE), and clustering for identifying Medical Evidence Elements, Medical Evidence Dependency,
and different study arm groups respectively. An annotation team consists of two clinicians (JK,
YT) and one informatic student (TK) designed the annotation guideline based on the EvidenceMap
conceptual model schema. The guideline de nes the overall goal of annotation, the scope of the
named entities and relations, and detailed rules to follow during annotation. The guideline was
developed using an iterative process until eventually, the team reached a stable state of consensus.
Our objectives were to devise a scheme that is (i) relevant to describing the information needs of
Evidence-based Medicine (ii) applicable to and robust enough for named entity recognition and
relation extraction model training; as well as (iii) integrating different levels of EvidenceMap. All

annotations were conducted using the web-based annotation tool Brat.

3.3.2 Annotation —Medical Evidence Element& Medical Evidence Depen-
dency

Annotating entities of Medical Evidence Elements is the rst and most important step among

all, given the rest of the two annotation tasks are subsequently conducted based on the results of
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Table 3.1: Descriptive statistics of Medical Evidence Element annotation for EvidenceMap cor-
pus.

Population Intervention Outcome Measure Count Total
Number of entities 1436 3369 2980 1938 419 10142
Inter-annotator agreement 0.916 0.844 0.727 0.955 /

annotated entities. Moreover, entity annotation is recognized to be challenging due to the inherent
exibility and ambiguity in entity span identi cation. Preliminary annotation of 170 abstracts
provided the initial scopes. Based on the EvidenceMap scheme, entity categories are de ned
to include Population, Intervention, Outcome, Measure, and Count. The background section in
the abstracts was skipped in annotation since the information described inside this section may
not directly relate to the conduction and design of the main study, and could potentially introduce
noises when searching or synthesizing relevant evidence. Upon review and discussion, we nalized
the guidelines and evaluated the inter-annotator agreement using Cohen's statistic. Eventually, 211
abstracts were annotated with Medical Evidence Elements. The descriptive statistics are shown in
Table 3.1.

Annotation of Medical Evidence Dependency is more straightforward. Based on the direc-
tion de ned in EvidenceMap, annotators identi ed relations among the Medical Evidence Ele-
ments aggregated in the previous step and assigned links between possibleesE4=C8>=
"40BDAA>D=C "40BDA4 >D=G$DC2><4. Two example abstracts with annotation are pre-
sented in Figure 3.7 and Figure 3.8. The annotations keep track of the positions of each entity and
relations among them. As such, Medical Evidence Propositions can be formulated accordingly.

For instance, in the line #8 of Figure 3.8,

Changes in MD (standard error [SE]) during the study period were -0.778 (0.178) and
-0.071 (0.195) dB/year in the control and brovincamine groups, respectively; change

in the control group was signi cantly more negative than in the brovincamine group.

Three MEPs can be recovered based on annotations:

1. INTERVENTION :*brovincaming, MEASURE:*-0.778 (0.178), OUTCOME :“Changes
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in MD”

2. INTERVENTION :“control’, MEASURE:“-0.071 (0.195) dB/yedr OUTCOME :“Changes
in MD”

3. INTERVENTION :["brovincamine", "control"], MEASURE:“signi cantly more negativé
OUTCOME :“Changé

Figure 3.7: Annotation example 1 of Medical Evidence Elements and Dependency for one exam-
ple abstract (PMID:10385063, Shiomi et al. 1999)

3.3.3 Annotation —Study arm group

Among all Medical Evidence Elements annotated in the rst step, annotators further catego-
rized each Intervention term into different study arms (Control: comparator; Intervention: arm 1,

armz, ...) by answering two questions:
1. how many study arm groups are de ned in total in this study?
2. which studies arm group does this Intervention element belong to?
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Figure 3.8: Annotation example 2 of Medical Evidence Elements and Dependency (PMID:
10209728 Koseki et al. 1999)

One example annotation is shown in Figure 3.9. Based on reviewing the abstract, we can tell
it's a standard two-arm study design, with one as interventional treatment and another one as a
control. The annotators went over all annotated Intervention elements and classify them into either
the "Comparator” class or "Arm 1" class. Subsequently, the formulated MEPs can then also be
classi ed into one of the study arm groups, and constitute a part of this study's Medical Evidence
Map. For instance, for line #7 in Figure 3.9, we assign labels to the following extracted MEPs:

Interventional arm —INTERVENTION :“ce xim€’, COUNT:“44", OUTCOME :“S. typhi

Control arm —INTERVENTION :“o0 oxacin”, COUNT:“38’, OUTCOME :“S. typht

To summarize, the EvidenceMap corpus consists of multiple levels of annotations that are cor-
responding to the EvidenceMap scheme. This corpus was served as a gold standard generated by
domain experts and was used to develop various approaches for automating the evidence extraction

following the EvidenceMap conceptual model.
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Figure 3.9: Example annotation for study arm group (PMID: 10093945 Cao et al. 1999)
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Chapter 4

Natural Language Processing (NLP) Tools for Evidence

Extraction

4.1 Explorations to Overcome Data Dearth in NLP for litera-
ture

Biomedical Natural Language Processing (NLP) plays a pivotal role in unlocking information
in clinical text (Grabar and Grouin 2019,Friedman and Hripcsak 1999). Complementary to rule-
based and statistical methods, deep neural networks promise to self-train on raw text to learn
text representations (Esteva et al. 2019b). Furthermore, its performance can keep increasing as
data size grows according to the power law (Joulin et al. 2016,Sun et al. 2017,Hestness et al.
2017), allowing it to take advantage of big data. However, when only limited labeled data are
available, deep learning models are not as effective and even inferior to traditional techniques.
Due to the scarcity of publicly available and large gold standard corpus and the high cost involved
in leveraging extensive domain knowledge to annotate biomedical text (Wang et al. 2019), the
effectiveness of deep learning models in biomedical NLP remains limited.

Two strategies have been developed to overcome this challenge: i.e., transfer learning and data
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augmentation. Instead of acquiring new large annotated datasets and building a model from scratch
for each new task, transfer learning updates the architectures and weights of models (Chen et al.
2019, Kim and MacKinnon 2018, Desautels et al. 2017) pretrained from a large corpus and adapts
them for new tasks or domains. Examples such as BERT (Devlin et al. 2018b) and XL-Net (Yang
et al. 2019b) have achieved the state of the art for a variety of NLP tasks. Models pretrained
on the biomedical corpus, such as BioBERT, have demonstrated their effectiveness in biomedi-
cal NLP (Lee et al. 2019, Peng, Yan, and Lu 2019b), although they operate on a prohibitively
large number of parameters, and are known to require high-end infrastructure, and heavy run-time
memory (Adhikari et al. 2019). In contrast, data augmentation creates realistic-looking training
data by applying a transformation to an example data without changing its label. Augmentation
is a proven anchor to the success of Computer Vision. As opposed to rotating, cropping, scal-
ing, and adding noises to images for augmentation, text augmentation typically includes synonym
replacement (Zhang, Zhao, and LeCun 2015 and back translation (Sennrich, Haddow, and Birch
2015). Wei et al. proposed the Easy Data Augmentation (EDA) method to improve the perfor-
mance of neural network-based sentence classi cation (Wei and Zou 2019b). For biomedical NLP,
Skreta et al. (Skreta et al. 2019a) used word embedding augmentation to embed the Uni ed Med-
ical Language System (UMLS) concepts for medical abbreviation disambiguation tasks (Skreta
et al. 2019b. Su et al. proposed distant supervision to augment data for relation extraction (Su
et al. 2019. Kumar et al. developed a question entailment task and augmented question pairs by
retrieving concept types and canonical names from UMLS (Kumar et al. 2019). These methods
serve classi cation tasks well, given the labels are less sensitive to the sequence of text than the
semantics (e.g., in sentiment analysis, changing the order of some words in a comment is less
likely to change the sentiment label), but may not perform well for sequence labeling tasks such as
Named Entity Recognition (NER), which requires modeling of the sequential information. As of
this writing, no data augmentation method is yet available for biomedical NER (recently, Lowell
et al. 2020 proposed a Unsupervised Data Augmentation (UDA) for classi cation tasks and ex-

tended it to sequence tagging tasks by naive augmentation methods, such as random replacement
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and BERT-based replacement). Evidence-based Medicine (EBM) requires the incorporation of the
best available medical evidence at the point of care (Sackett 1997b, Borah et al. 2017, Bastian,
Glasziou, and Chalmers 2010, Speckman and Friedly 2019) and hence can bene t signi cantly
from NLP for automated identi cation of PICO elements from exploding medical evidence for

ef cient evidence extraction and reasoning (Speckman and Friedly 2019, Davies 2011, Richard-
son et al. 1995b). Knowledge-based (Demner-Fushman and Lin 2007c) and statistical methods
(Huang et al. 2011, Chung 2009b, Kim et al. 2011) have been developed for this purpose. Yet, the
state-of-the-art deep learning models have not been widely applied in EBM, mainly due to the lack
of extensive gold standards. Efforts to create benchmarks have been made but are still inadequate

in size and quality (Nye et al. 2018b).

4.1.1 Method 1: Transfer learning to Recognize PICO Elements from Clin-

ical Research Literature

Our rst attempt to overcome the data dearth challenge is transfer learning. We propose a
method of PICO entity recognition by reusing a publicly available large corpus under annotation
guidelines different from ours, and creating a small gold standard for our task with minimum
human labor but achieves comparable and even better performance. An overview of our work ow

to develop the model and tool is shown in Figure 4.1.

Data Collection

A small size of gold standards from manual annotationWe randomly retrieved 170 RCT
publications using indexed metadata from the MEDLINE database. Abstracts were retrieved from
the articles and prepared in brat, a web server-based collaborative annotation tool (Skreta et al.
2019b). One medical professional (ZS) and one informatics researcher (TK) designed the anno-
tation guideline for entity and attribution using an iterative process. Entity classes included in the
annotation are Population, Intervention (Comparison is merged with Intervention as a subclass),

and Outcome, each strictly following standard de nition from the PICO framework (Hestness et
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Figure 4.1: Overview of the PICO recognition tool development. We compared two optional ways
for training the LSTM-CRF model (in blue): 1) with random initialization of model parameters

(green, on the left); 2) “pretrain” the model with the same architecture on EBM-NLP corpus,
resulting in a better parameter initialization.

al. 2017). The context for PICO elements consists of 2 types of attributes: Quali er, a qualitative
description of PICO elements (e.gdifferencé, “similar”, “ higher’), and Measure, a quantita-

tive description of PICO elements (e.g138 +/- 13 mg daily). During the annotation process,

both annotators followed the guideline for asking answerable research questions [20]: each RCT
abstract is rst classi ed into one of 5 common clinical question types: Treatment, Prevention.

Diagnosis, Prognosis, and Etiology, then annotated with PICO elements based on research type.
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Attributes are also identi ed in order to form PICO statements in entity-operator-value triplets.
Each abstract is annotated at least twice by two annotators in order to ensure it strictly follows the
guideline. As a rule, annotators skip annotating background and implication sections in abstracts
since those parts do not usually describe study design or report objective results. This step is aimed
to create a small size of annotation with a high inter-annotators agreement and high quality, serving
as gold standards and core training set.

A related, large publicly available corpusA corpus of 5000 abstracts with multi-level annota-
tion of P10 (C is categorized as a subclass)inas been made publicly available for promote EBM
NLP research [14] (referred as EBM-NLP corpus later in this paper). The annotation was gener-
ated primarily by laypersons from Amazon Mechanical Turk (AMT) and a small part by medical
professionals. The average inter-annotator agreement is measured by F1 score as 0.3, 0.18, 0.1 in
span annotation and 0.5, 0.6, 0.69 in hierarchical annotation for P, |, O classes, respectively. After
reviewing this corpus, we decided that this annotated corpus cannot be directly used for our task
for two major reasons. First, the annotation guidelines, primarily in the part of de ning element
boundary and granularity, are different. In the EBM-NLP corpus, identi ed PICO tends to be the
longest description within a sentence. While our guideline is designed to break down abstracts
into the most basic elements, which can be used as “building block” for PICO statements and en-
coded to represent the study design and results of each RCT article. For exaggventy-two
consecutive anti-HBe-positive chronic hepatitis B patients (59 male and 13 female, median age 41
yr)” (PMID 10235220) was annotated as one Population element in EBM-NLP. While in our an-
notation, we recognizecbnsecutive anti-HBe-positive chronic hepatitis Bnal€', “ femalé and
“median agéas 4 independent Population entities, a®@”, “ 13", “41yr’ as measures. Second,
as aforementioned, the EBM-NLP corpus combines measured values descriptive statistics with the
PICO terms, while we have separated classes. Instead of directly training on this corpus, we be-
lieve it can be helpful for modeling similar context as a pretrain and guide the later model training

on our small gold standards.
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Figure 4.2: Base model detailed architecture. It's used to train both PICO recognition model and
EBM-NLP corpus.

Base model learning and transfer learning

We model the task to identify PICO statements, which comprise PICO elements and their at-
tributes in biomedical literature, as a sequence labeling task for Named Entity Recognition (NER).
NER is fundamental in general text mining, as well as in the biomedical domain, e.g., recognizing
problems, drug names in clinical notes, or protein, gene names in literature. As deep learning-
based approaches to these tasks have been gaining attention in recent years, NLP researcher now
more prefers those methods over traditional models alone such as Support Vector Machine (SVM)
or Condition Random Field (CRF) since the parameters can be learned end-to-end without the
need for hand-engineered features (Sennrich, Haddow, and Birch 2015). This is especially the
case in the biomedical domain where traditional biomedical NLP systems were heavily relying on
hand-made rules and ontologies in order to reach good performance. Deep learning methods also
start attracting biomedical NLP researchers. However, these approaches are usually built upon
large-high-quality labeled data, which is expensive to obtain especially in the biomedical domain

because labeling biomedical text requires special medical training.
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Therefore, in this study, we explore the feasibility and the potential way to overcome such
two challenges (i.e. hand-engineered features and large-high-quality data) in a small training set
and simple features with the help of the public data. We adopt the bidirectional Long short-term
memory (LSTM), a kind of recurrent neural network as our base model, and decode with a lin-
ear chain CRF in the output layer (biLSTM-CRF). This architecture now achieves state-of-the-art
performance in NER tasks. The model details are illustrated in Figure 3. We use claB$@al “
tags to represent the boundary of terms of intere®t: theans it is outside the target term$™
represents the beginning word, and tags all the inside words. We compare the results trained
with raw tagging to BIO tagging methods. Tagged output for text chunk including an Intervention
term "... Pre-operative short-term pulmonary rehabilitation for patientss..

... Pre-operativéB-Intervention short-ternil-Intervention pulmonaryl-Intervention
rehabilitation/l-Intervention for patients. ..

The base model is similar to (Ma and Hovy 2016) and it is also used in the EBM-NLP corpus
paper to generate a task baseline for identifying PICO span. The dark green in Fig. 3 represents
modules learned during training. While the light green, namely word embedding is pretrained
on an entire collection of abstracts on PubMed from 1990-2018 using Word2Vec toolkit (Kumar
et al. 2019). During the learning phase, the model rst generates a character-based representation
of each word and concatenates it with a pretrained word vector. In other words, each input word
is represented by two concatenated vectors in both word-level and character level. In the next
step, each sentence as sequenced word vectors is then fed into a bidirectional LSTM to extract a
contextual representation of each word. At this step, we can get a likelihood at word level through
a decoder layer. A signi cant drawback of optimizing by word-level likelihood is that it does not
consider dependencies between neighboring in the sentence. Thus, a CRF layer is added to model
the entire sentence structure. CRF is a log-linear graphical model that additionally considers the
transition score from one tag to the next. This characteristic makes it a classic model in traditional
NER tasks. After decoding by CRF, the log likelihood is maximized for the entire sentence in order

to select the best tag for the target word. Like in Figure 3, when the target word is “pulmonary”,
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Table 4.1: Descriptive statistics of the annotated corpus).

Entity class Attribute class

Population Intervention Outcome Qualier Measure
Count 1185 2027 2140 766 904
Cohen's™ 0.916 0.844 0.727 0.955 0.954

all the neighbor words in a window will be considered to generate a tag. Only word features, i.e.

word vectors and character vectors, are used in this model, without any feature engineering.
Without transfer learning, biLSTM in the base model is randomly initialized and then opti-

mized using the Adam optimizer. For transfer learning, we use the entire 5000 abstracts in EBM-

NLP corpus with “starting span” annotation (only in PICO level, no further hierarchical labeling)

in the same model architecture, and then transfer the learned weights to the PICO recognition

model. Next, we ne-tune the PICO recognition model to reach the best performance.

Results

Descriptive statistics of the annotated corpus

We created a sharable, nely annotated corpus for PICO extraction with its descriptive statistics
provided in Table 4.1. The inter-annotator agreement is evaluated by Cohen's statistic. The overall
agreement between the two annotators for the 5 categories is 0.83. The category-speci ¢ measures
are reported in Table 4.1. Our goal in this step is to create a corpus of high-quality annotation
with a high agreement. Thus, our annotation team spent a lot of time on iterative annotation
guideline design and test run in sample corpus for multiple rounds in order to resolve discrepancies
between annotators and arrive at consensus understandings for each class and required granularity.
Compared to the related NLP work, we have a relatively small corpus to minimize human labor.
We plan to achieve satisfactory performance with such a small corpus.

Model performance

For evaluation purposes, we applied 6-fold cross-validation. 170 abstracts are equally divided
into 6 groups. Among each run of model learning and testing, 4/6 of the data used as the training

set, 1/6 as the validation set, and 1/6 as the test set. We report the performance on test sets.
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We apply classic evaluation metrics for NER tasks: precision, recall, and F1 score, to evaluate
model performance in two different levels: word level and token level and use represent the two
by span and trunk. In word level or span evaluation, the basic unit is the word, while in trunk eval-
uation, the basic unit is a token. Using an intervention element with BIO tagging as an example,
“short-term/B-Intervention pulmonary/I-Intervention rehabilitation/I-Intervention”, in span evalu-
ation, there are 3 predictions for each word. A true positive is counted when both the Bl tag and
class are predicted correctly. There are 3 true positives at most. While in trunk evaluation, “short-
term pulmonary rehabilitation” is counted as one token, 1 true positive will be counted only if both
boundary and class of this token are correctly predicted.

The model performance is reported based on the test set in Table 4.2 . We test performance
with different tagging methods (raw/BIO tagging) and pretrain or not. For each model setting,
we report the best evaluation among 6 sets for cross-validation and also averaged measures. In
summary, using BIO tagging and transfer learning can both improve model performance. In word-
level, span evaluation, the best performance comes from the model using transfer learning and
raw tagging with 0.78 in averaged F1 score, and the best F1 in the subset is 0.89. Compared to
the model setting with raw tagging as well but using no transfer learning, the F1 score has been
improved about 10%. With transfer learning and BIO tagging, the performance is also improved,
but not as much as using raw tagging. It's a reasonable result as in BIO tagging a word is counted
as true positive requiring both Bl tags and class are correct while raw tagging only requires class
prediction. On the other hand, BIO tagging provides more information for learning to help identify
the boundary of each element. This is re ected by the evaluation in the trunks/token level. The
best performance in token level is generated by the model with transfer learning and BIO tagging.
It's a reasonable result as in BIO tagging a word is counted as true positive requiring both Bl tags
and class are correct while raw tagging only requires class prediction. On the other hand, BIO
tagging provides more information for learning to help identify the boundary of each element.
This is re ected by the evaluation in the trunks/token level. The best performance in token level is

generated by a model with transfer learning and BIO tagging (average F1 score 0.62, best 0.64).
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Compared to the two models only trained on 170 abstracts (0.52/0.54 for average F1), transfer
learning on EBM-NLP corpus and transferring learned parameters also help improve the model
performance signi cantly by 10%. Therefore, applying transfer learning and BIO tagging can best
improve the recognition of PICO element boundaries and predicting PICO classes.

We further analyzed the detailed performance from one of the 6 sets using the best model
setting (Pre+BIO). The details are shown in Table 4.3. As evaluated by the F1 score, entities with
B tags are generally better than | tags, indicating the model is better at predicting if there is an entity
but needs to be improved to predict the span of it. | tag prediction is especially bad in evaluation
for Modi er, with an F1 score of only 0.25. We retrieved raw prediction results for the Modi er
class. We found that, due to we have a small gold standard set, and only 1/6 used for testing, there
are only 166 Modi er tokens in the test set, among which only 6 are not unigram (htags).

Modi ers are usually one-word token such asdgher’, “rise”, and “similar’. Among 6 Modi ers
with | tags in the test set, the model predicts 2 I-modi er tags, and 1 of them is correct. Thus,
precision/recall is 0.5/0.16, and F1 is calculated as low as 0.25, but actually caused by its small

total number in the entire corpus.

Table 4.2: Model performance by different training settings. P. - Precision, R. - Recall, F1 - macro
F1 score.

No Pre + Raw No Pre + BIO Pre+ Raw Pre + BIO
Best Ave. Best Ave. Best Ave. Best Ave.

P. 0.78 0.76 0.84 0.85 093 0.87 0.86 0.83
Testset-Span R. 0.62 0.63 0.68 0.66 0.80 0.70 0.71 0.7
F1 0.69 0.66 0.75 0.74 0.89 0.78 0.78 0.73
P. 054 0.52 0.58 0.53 0.74 0.61 0.63 0.63
Testset-Trunk R. 0.53 0.51 0.56 0.52 0.74 056 0.64 0.61
F1 0.53 0.52 0.57 0.54 0.74 0.58 0.64 0.62

Summary

Error Analysis

We examined the test results for error analysis. The most common error happens when mul-
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tiple PICO terms appear in conjunction. For example, an RCT paper tBeddperative enteral
nutrition and quality of life of severely malnourished head and neck cancer patients: a randomized

clinical trial”, and one Population entity recognition result for this sentence is:

{
"entity":{
"class": "Population”,
"UMLS™ "C0278996:head and neck cancer,C0162429:
malnourished,C0205082:severely",
"start": "8",

"text": "severely malnourished head and neck cancer"

Although we de ne the PICO elements to be annotated as the most basic concepts (should
be “malnourished and “head and neck canckthe two P entities in this case), there was vari-
ance in what annotators considered, also causing inconsistency when calculating inter-annotator

agreement.

Table 4.3: Detailed evaluation for one set in PICO and attributes.

B-Pop. I-Pop. B-Int. I-Int. B-Out. [|-Out. B-Mea. [-Mea. B-Qua. I-Qua.

P. 0.82 0.84 082 0.78 0.88 0.85 0.77 0.85 0.91 0.5
R. 0.68 0.65 0.70 050 0.75 0.42 0.65 0.65 0.60 0.17
F1 0.75 0.74 075 0.61 0.81 0.56 0.71 0.74 0.72 0.25

Comparative Performance Evaluation Results

In the EBM-NLP corpus, the best performance for the baseline model trained on 5000 abstracts
for P, I, O classes are 0.71, 0.65 and 0.63 by F1 score respectively (mathematical mean: 0.66) at
the word level. In contrast, with a small gold standard set (170 abstracts) and without any hand-
engineered features, our model reaches 0.78 for the best average F1 score at word level and 0.62 at

the token level. Our results prove that it is effective to apply transfer learning to minimize human
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efforts in creating annotation and features engineering and reach satisfactory performance.

In summary, we demonstrate the early promise of using deep learning models trained on a
relatively small annotated training set, with only word feature, combined with transfer learning
on a different corpus to eventually achieve better performance than conventional machine learning
models trained on a larger corpus. This resultis signi cant in showing the feasibility of overcoming

the challenges in the dearth of annotated data and laborious feature handcrafts in biomedical NLP.

4.1.2 Method 2: UMLS-EDA — An UMLS-based Data Augmentation Meth-

ods

Data augmentation has long been studied for data limitation challenges. This research aims
to develop a data augmentation approach to bridge the knowledge gaps and provide insights to
design new, effective, and scalable NLP approaches for low-resource domains, such as NLP for
EBM. This study illustrates the effectiveness of the methodology for Named Entity Recognition
and sentence classi cation, We modi ed the original EDA proposed by Wei et al. (Wei and Zou
2019b) to adapt it to augmenting data for NER tasks in addition to sentence classi cation, and in-
corporated UMLS knowledge to better serve biomedical NLP tasks. We call this data augmentation
method UMLS-EDA, and systematically evaluate and compare it with transfer learning regarding
its effectiveness in improving the performance of deep learning models for domains lacking in
large, high-quality gold standards, such as EBM. Three primary contributions are made in this
study. First, for both NER and sentence classi cation tasks, substantial performance improve-
ments are gained by applying UMLS-EDA. Second, the results show that with only small training
data is available, base neural networks can achieve comparable performance gain through training
on augmented data by UMLS-EDA to the same model initializing from pretrained BERT models,
and even higher gain in some settings. Lastly, by combining transfer learning and UMLS-EDA, the
models achieve the new state-of-the-art performance on several datasets. Although only NLP for
clinical research literature is evaluated in this study, we hypothesize our proposed approach could

be potentially useful for another type of biomedical text as well, e.g., clinical notes, to mitigate the
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dearth of gold standards as a light-weighted alternative or add-on to transferring learning. Hence,
we open-sourced the codes and pipelines developed for UMLS-EDA, hoping to encourage more
evaluation and insights from different research domains.

We made two adaptations based on the original EDA proposed by Wei et al. (Wei and Zou
2019b), which consists of four simple but powerful operations: i.e., synonym replacement using
WordNet (SR), random insertion (RI), random swap (RS) and random deletion (RD). (1) Since
original EDA is proposed for sentence classi cation only, we hypothesize, with proper design,
it can also bene t another important NLP task, Named Entity Recognition (NER). NER, as one
type of sequence labeling task, is to predict tag sequences given word sequences. For example,
BIO tagging schema is used in this studd the beginning of an entity, inside of an entity, and
O: outside of an entity), e.g., for the phrasebly®, “therapist, “ process, “alon€], the gold tag
sequence should be [‘O”, “B-Intervention”, “I-Intervention”, “O”], while in another commonly
used schema, BIOEE( end of the entitiesS for single-word entities), the gold tag sequence
should be [*O”, “B-Intervention”, “E-Intervention”, “O”].

To adapt EDA to NER, not only the word sequence is transformed, but also, corresponding tag
sequence should be properly handled, so that both sequences remain consistent with one another
after augmentation. Therefore, we design several principles in each EDA operation to ensure
the consistency of the sequences when augmenting for the NER task. (2) The original EDA is
evaluated on general domain text. To adapt EDA in the biomedical domain, we hypothesize that
the UMLS knowledge can be incorporated by identifying UMLS concepts and replacing them
with synonyms. In the implementation, QuickUMLS (Soldaini and Goharian 2016) and UMLS
Terminology Services REST API was used to retrieve the synonym sets for extracted concepts.

During the augmentation process, if the target task is classi ed, the same rules as in (Wei and
Zou 2019b) are followed for Synonym Replacement with WordNet, Random Insertion, Random
Deletion, and Random Swap are followed Speci cally. If augmenting for NER, extra handling
and principles are followed. We describe the detailed augmentation process in Figure 4.3. For

each candidate sentence in the training data, we randomly choose and perform one of the above
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Table 4.4: Dataset overview. For thkangandEBM-NLP corpora, PICO elements (Population,
Intervention/Comparator, Outcome) are PICO entities within the sentences, and Comparator is
merged into Intervention class. In tha corpus, each sentence is labeled with Aim, Participants,
Intervention; Outcome; Method; Results or Conclusion. The state-of-the-art perform&aces:
corpus (Kang, Zou, and Weng 20196BM-NLP corpus (Nye et al. 2018bJin corpus (Jin and
Szolovits 2018). SOTA performance is represented by Micro-F1 score.)

Kangcorpus EBM-NLP corpus Jin corpus
Task NER NER Sentence Classi cation
Annotators Medical expoerts AMT crowdsourcing workers Automatic annotation from

structured section headings
Class Population; Intervention; Outcome;Population; Intervention; Outcome Aim, Participants, Intervention;

measure; quali er Outcome; Method; Results;
Conclusion
Abstracts N=190 N=5,000 N=1,500
Instances N=9,932 N=75,743 N=10,227
SOTA 0.64 Participant 0.68 Intervention 0.57  Participant 0.856 Intervention
Outcome 0.78 Overall 0.68 0.781 Outcome 0.838 Overall
0.900
Example Thebestatinntervention) group Motor block [outcomejWas POPULATION |Subjects were
annotated achieved longeremissionoutcome] Signi cantly more common (30 vs. nonobese adolescent girls with
data than control group and a 0 %) and more intense with tfe2  hyperinsulinemic androgen excess
statisticallylonger survival % ropivacaine-4 microg fentanyl and without risk of pregnancy
[Outcome] solution[intervention] INTERVENTIONS |The effects of
treatment with

ethinylestradiol-cyproteroneacetate
(EE-CA) vs a low-dose
combination of piogl

operations for N times. Eventually, the augmented dataset together with the original dataset will
be N+1 times large as before. Figure 4.4 illustrates how these operations affect the sentence and

tag sequences on a sample sentence for the NER task.

Datasets

We demonstrate our data augmentation methods on three public datasets for NER and sentence
classi cation in clinical research literature: (XKang corpus: a small ( 200 abstracts) and yet
high-quality dataset with PICO entity-level annotations created by medical experts (Kang, Zou,
and Weng 2019b); (ZEBM-NLPcorpus: a large ( 5000 abstracts) dataset with PICO entity-level
annotations crowd-sourced from Amazon Mechanical Turk (Nye et al. 2018h)in®orpus: a
large dataset with each sentence automatically labeled by abstract section headings from one of the

7 tags: “Aim”, “Participants”, “Intervention”, “Outcome”, “Method”, “Results”, and “Conclusion”
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