Generative Modelfor Synthetic Biology

Tomasz Blazejewski

Submittel in partial fulfilment of the
requirements for the degree of
Doctor of Philosophy
under the Executive Committee
of the Graduate School of Arts and Sciences

COLUMBIA UNIVERSITY

2020



© 2020
Tomasz Blazejewski

All Rights Reserved



Abstract

Generative Modelfor Synthetic Biology

Tomasz Blazejewski

Over the past several years, the fields of synthetic biology and machine learning have
demonstrated marked advances in the scale of their capabilities and the success of their
applications. The wark presented in this thesis focuses onttaeslationof recent advances in
machine learning toward new applicationsymthetic biology. In particular it is argued that the
needs of synthetic biology researchers and practitioners are well met by @ grserative
machine learning models, and that the scale of synthetic biology capabilities allows for their
successful application across multiple domains of interest.

In Chapterl, a novel algorithm utilizing Markov Random Fields is used to, foritee f
time, design functional synthetic overlapping pairs of genes with potential applications for
improved biological robustness and biosafétyChapter2, motivated by alesire to extend the
scope of protein sequence modeling to a greater range amsitytioé protein sequences, a
variant of a variational autoencoder model is used to project hundreds of millions of protein
sequences into a continuous latent speite potentially useful representation featuremally,

in Chaptei3, we move beyond thealm of protein sequencesdefinea probabilistic species



specific model of regulatory sequences ardoret hi s model 6s wutility for
of gene expression prediction for notodel bacterial organisms.

Machine learning models presethia this thesis represent novel applications of models
traditionally applied to data in the domains of images, text or sound toward addressing
challenging problems in biology. Particular attention is devoted to the challenging task of
utilizing large amouts of unlabeled data present in metagenomic sequences and the genomes of
poorly characterized bacteria in the hope of

complexbiological phenomena.
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Introduction

Fundamental challenges in synthetic biology

Synthetic biologists aim to utilize insights gleaned from the vast diversity of living
organisms on the planet to create new biological tools and systems capable of performing new
functions. Toward this aim, much of syntiedtiology is concerned with the design and
optimization of the fundamental usif biological information: DNA and protesequences
Early applications in synthetic biology often depended on the uséofg and matching
existing biological components, partly due to the challenges involved in synthesizing large
fragments of DNA with a given sequence. With the rise of cheap and sdaMhlsynthesis
technologies, synthetic biologyon the cusp of an era in which syntisesi DNA moleculess
commonplace and inexpensiagdnovelapplicationsare primarily limitedoypr act i t i oner s
ability to successfully desighiologicalsequencesThis thesis explores the capacity to address
this potential limitation by applying a class of statistical models known as generative models to
address challenges in the design of proteins and.ONAegin key aspects of the considered
biological and comgtational machineryunderlyingproposednethodsare introduced
Approaches to modeling biology

Fundamentally, the success of synthetic biolsgletermineby r esear cher sé a
generate new functionhlological sequenceas well agheir ability © use existingequencem
newcontexts, generallgy modifying these sequencé&sperimental evolutiofil] and other
techniques relying on randomizatiand selectiono explore alternate configurations have
demonstrated significant utilif2-5], but modifications to biological components frequently
encompass margegrees of freedoteadingto extremely large search spatiest may be
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impossibleto exploreadequatelyhrough random samplingurther, randomization approaches
generdly rely on highthroughput assays reliant on outputs suctediggrowthor fluorescence
that may be difficult or impossible to engineer, espcia nonrmodel organisms thamnay be
difficult to transform or cultivate

Given that random sampling is unlikelydohievetheambitious aims of synthetic
biologists, the success of the field is contingent on constructing models of biokeyjocaihce
Modelsformally describeelationshipdbetweerobserved datpoints (e.g. sequences, protein
structuresand underlying variables that may be obabtg (temperaturer hidden
(evolutionary histories)Successful modellow exploration of vast sequemspaces by
distinguishng subsets ofariableswhose alteration may be maximally impactful donyd
estimatingthe values or perturbations that miglelipachieve a desired outcoméodel quality
can therefore bevaluated in terms @f h e  mabditg tb @ccuratelydelineatethe structure of
interactions between model componeantdpredictfuture observations

Though model taxonomies are seldom completely clear, a potential differentiation point
from the standpoint dheir applicabilityto biological problemanay be the level of mechanistic
understanding of a process that is required to accurately model dluserva

Thermodynami@nd biophysicamodels, for exampldranslatedecade®f advances in
scientific understanding about properties of interacting molecule®tictthe likely effects of
perturbations téargetedsystems. This variety of modess enjoyed extensive usa synthetic
biology, particularly as a component of models seeking to prstiattural configurations of
DNA, RNA, and protein$6, 7], as vell asother applications such as predictihg strength of
translation initiation in ribosomal binding sitespredicting flux through metabolic reactid8s

al.



A drawback of such approaches is that thoofgnaccurate, the models generally
requiredetailed understanding of te&ucture ofunderlying processes that result in obsdrve
outcomes and fairly precise quantificatiomudlecular properties such amlecular
concentrations or intenolecular affinitiesThis high quality of information may be difficult to
collect especially in organisms that may be difficult to studger laboratory conditions.

Statistical modelfiexibly account foruncertainvariable parameterizations by explicitly
modelinguncertainty and stochasticitgllowing statistical inference procedures guided by
observed data to define probability disttibns over variableslo do so, these modeaignerally
define an expected structure of interactions between observed and unobserved (latent). variables
models more accurately capturing true data structure tend to perform better, progp tsed
structureof models carmftenbe iteratively improved in order to better fit observatifirty.

In the considered taxonomy of modelsydarn machine learning approacheguire the
minimum level of understanding about the processes that underlie observations: these models
seek to agnosticallgpproximate transformations from inputs to outptitss aim is achieved
through flexible composition of large sets of parameteganized into generic structuribst
can be efficiently optimized and applied to large data3ésse models are primarigvaluated
in terms of the accuracy of their predictions, but the interpretation of individual parameters is
often challenging.

This thesiseeks to define and utilize models at the intersection of statistics and machine
learning. Such models have the athege of flexibly approximating complex datasets while also
being able to incorporate some degree of known structure about the systems being investigated.
These desiderata are well suited to the task of biological sequence modelingeabete

advancesn DNA sequencing have resulted in plentdakarelated to organisms that are only



partly characterizeflL1]. This thesis is particularly interested in developing modelscapture
factors of variation underlying the biological sequences observed in nature: this variety of model,
termed a generative model, has direct applicability to the aim of constructing and modifying
sequences toward desired outcomes.

Statistically speking, given a dataset af items (in our case biological sequenceés),

who B ho , a generative model seeks to captinedistribution of data within a dataset,

N @ . Thistarget distinguishegenerativenodels fromclassification or regressianodels,
which seek to model the probability of an auxiliary observation given a data (paigt) ,
where® whoB @ are labelin the case of classification) continuousjuantities(in the
case of regressiomje seekto predict.Within thefield of machine learning, this distinction
underlies the difference between supervised models (related to classification/regression models)
and unsupervised models (related to generative models).

Thetaskof fitting a supervised model generallycomputationally easier ggobability
densities over labels or continuous targets tend to be simmealioateand optimize Consider
a model of the classic machine learning dataset of-haitin digits, MNIST[12]. If simplified
such that each of the 784 pixels in each image can be black or namitegcalculation offy &
would generallyrequire enumeration over all possikle possible combinations of input
dimensions. A classification model seeking to assign a label frBrfobeach digit, meanwhile,
need only define a probability distribution over 10 clasadgdvial operation.

Suyoervised models have enjoyed enormous success in computational biology contexts.
Examples of their use include predictions of protein secondary structure, transcription factor
binding affinities, protein structure predictiand morg13-17]. A key limitation of the

approach is that labels or targets are required to train the models. In the context of biologica



sequences, this generally constitutes an important limitation: over the past several decades,
scientistsdé ability to sequence genetic infor
experimentally analyzing the biochemical properties of collected segsieAs a result, the

largest biological datasets contain on the order of billions of protein sequences, but many of them
are sourced from organisms that have never been cultivated in laboratories. Analysis of the small
subset of sequences that have bdassified, labeled, or experimentally characterized therefore

limits the potential scope of supervised models to a small fraction of available data.

Previous use of generative models in computational biology

Generative models have a rich history of aggilons in computational biology, which
we consider here brieflylhe mostwidespread use of generative modelgashapghe
application of Hidden Markov Mode($IMMs) to protein sequence families: HMMs model a
sequence of observed characters as the sugfunternal hidden states following a Markov
process. These relatively simple modeds be directly trained to maximize the likelihood of
observed data anglere found to be useful in developing sensitive models of protein families
constructed through ultiple sequence alignmerftk8]. Theyare still used consistently in large
scale analyses of protein homolddg].

HMMs demonstrate the importance of structural assumptions in statistical models: by
assuning a Markov property for computational convenience, amino acids within a protein
sequence are assumed tarmependent This assumption is limiting when seeking to construct
functionalprotein sequencesas the I structure of proteins leads to interactions between amino
acids.Markov Random FieldMRF) models[20, 21]improve the model by capture probabilities

of individual amino acids as well as pairwise terms describing interactions between amino acids:



the utility of these models in pauring information about interactions between variables has been
demonstrated in theapplicationto predicting interresidue distances in protein structuizg.
MRFsdemonstrate an additional feature of the importance of structural assumptions:
thought he model 6s i ncorporation of patgeneratisge i nt e
mechanisms of true protein sequences, the number of terms required to compute the partition
function, a necessary component of a normalized probability distnhuises exponentially. As
suchr) @ can not be computed exactly witbntrivial MRF models and maximum likelihood
optimization is no longer possible. The model must instead be approximately optimized through
alternative methods\ particularly succe$sl optimizationmethod to date for MRF models is
optimization of thgseudolikelihood objectivi23], a form of corposite likelihood which
maximizes the conditional likelihood of a considered state conditioned on the current value of all
other states in the modélternative reasonable optimization mechanisms have been suggested
to date, and as will be demonstratedéations to follow, appropriate training objectives
represent a key consideration in the development of potential biological models.
Generative models have also been used to model aspects of biology thakeamicidy
tied to biological sequencesoutputs These applications inclugeobabilistic models of human
population structurf4], analysis of gene networka5], singlecell data[26, 27} and more
[28].
Recent advances in machine learningnd neural networks
An important contributor to the recent sucoafssiachine learningpplicdions inmany
domaing(including computer vision, speech recognitioomputational biology and others) is
the maturation of techniques involved in training a class of models known as deep neural

networks.These techniques hapermitted researchers tolige deepneural networks as a



general method by which to create flexible +ioear function approximators that can be
relatively easily optimized and usdiectly for classification taskandregression tasks, and as
expressive, flexibleomponent®f other complex models.

An artificial neural network (ANN) is a machine learning model with loose connections
to the function of neurons in animal braifrsthe most typical caséNNs can be described
graphically as a series of nodes (neurons or unitsjnargd into one or more layers, such that
nodes in one layer are connected via weighted edges to neurons in preceding and succeeding
layersThe fAactivationo of a node in a given | ayel
f u n ¢ fQw dhat@oduces a numerical output based on an affine transformation of activations
of nodes in previous | ayers weighted by corre
nortlinear activation functions such 3w O A T ¢k, it can be demonstrated that a neural
networkwith a single hidden layeran act as a universal function approxim§2sy.

Deep neural networks typically refer to ANNs with more than three layers of neural units,
leading to improved expressivity and performance in many {88ksTraining of neural
networks generally utilizes backpropagatian,application of the chain rule of calcutubkich
updates weights within the network basedagradient of a loss functigB1]. As
backpropagation depends differentiability with respect to an optimization function, it is
generally only possible to edor functions of continuous variables, and optimization of neural
networks with discrete units tends to be more challenging to achieve.

Since the first introductionf the perceptron modét thelate 19505[32], neual
networks have represented an appealing mechanism by which to construct function
approximators, butecent improvements have significantly improved their performance on

arbitrary data. These improvements include improved understanding of the role of good



initializations indeep neural network83], use of batch normalizatid84], adaptive learning
rate optimizatiorj35, 36] and other techniqug¢37] to stabilize and accelerate training, and the
use ofresidual neural networke construcextremely deep neural networttgat can be trained
effectively[38, 39] Successful use of neural networks within computational bicdoglyother
domainshas also been simplified through th&roductionof software frameworks that utilize
autodifferentiation techniques to easily construct complex neural network architefétdydd |
Recent neural varieties of generative models

Recently, advances in stable optimization of neural networks have led to a surge of new
forms of generative modeldilizing neural network parameterizatioms.this introduction, two
major categories ahodern generative modelsed in this thesiare consideredauteregressive
modelsandmodelsutilizing amortized variational inference, including variational aetcoders
(VAES). These varieties of generative models are distinguished by their suittblbigescale
optimization, proven trackecord across many data modalities, and applicability to observations
of discrete sequences: the latter requirement is essential to building models of biological
sequences, but is not easily achieved by pomli@mativegenerative models such as generative
adversarial networkigl2] or flow-based modelgt3, 44]which generally rely on
backpropagation, and therefore continuity, through observed data points.
Neural autoregressive models

The fundamental objective of a generative model is to buplababilisticmodel ofa
datasebf Nitems,f) & , where® cho 8 h |, such that likelihoods of observations can be
evaluated and new synthetic data points can be sampled.

For a given datpoint, @, of dimensiorO, autoregressive models achieve the task of

modelingr) @ by modeling each dimension of the data point



ne® nop, Nog, oy, 8 N w;
wherer] wy isthe probability of the jth dimension of the ith data point according to some
ordering ofthe dimensions (i.e. fierminal to Gterminal for protein sequencedhe probability
of the whole data poing decomposdinto a sequence of conditional probabilities across
dimensions via the chain rule of probability:
No N op N oy @ N OF oy 81 df oF B hoy

Data likelihoods can be assessed by determining the productafrttigional
likelihoodsof each dimension dheobserved data points, and novel data points can be sampled
by sampling eactimension of ambservation stepy-step based on the moetigfined
conditional likelihoods.

To model conditional likelihoods across diverse inpuisy-eegressive neural network
models tilize powerful neural networkas function approximatorgarly work in this space
includesthe development of recurrent neural netwdiRBINS) neural networks that defined the
likelihood of an observatioconditioned ora hidden statd), updaédafter each observed data
dimensionthrough trainable weigh{45, 46] The success of recurrent neural networks was
further improved by the introductiorf the long shorterm memory (LSTM) architecture, which
improvel thetraining efficacyof recurrent neural networks)long sequencdd7].

While effective at modeling many forms of data, recurrent neural networks remained
slow relative to other typesf neural networks due to the iterative nature of their state updates.
This limitation motivated the development of neural network architectures diileredictions
across the length of a sequence through parallelremnrent mechanisms. Masked
aubbregressive density estimators (MADE) trained families of neural networks acting in parallel

acrosgdatadimensions to model conditional likelihood#h binary masksdefining unobserved



dimensiong48]. This concept was extended in PixelCNN and Wavaratitectues by
observing that the fixetength receptive field of convolutional neural operators could be
similarly designed téorm causalconvolutionswhich shift and mask inputs in ordermodel
autoregressiveonditional likelihood449, 50] This idea was further extended in the
Transformer Network, which usesigledimensionconvolutions andnaskedattentionnetworks
in order to defineonditional likelihood®f sequences witphotentiallyunboundedipstream
context lengtli51]. Such models define the statethe-art across a wide set of important tasks
such as language modeling and audio generation.

A potential downside gburelyautoregressive models is that they are trainadodel
conditional likelihoods and therefore foheep representatioasrosseach individal dimension
in a sequence. As a result tiggnerallylack a global representation of whole sequences: this
problem has sometimes been addressed by using commutative summaries of all hidden states in a
sequence, such as a summm@anof these valuesutthese summaries are not optimized to
capture global features of the sequence.

Variational inference and neural variational models

A separate approach ¢enerative modelis through variational modela/hich seek to
modelr} @ by conditioning on a se&tf unobservedandom latenvariablesa drawn from some
priorry & forming a joint distributiom) it 1 «& | ¢ that can be modeled using
variational inferencewhich seeks to approximate the postefjaxao of the latent random
variables given obseed datg52]. The true posterior is typically impossible to compute exactly:
variational inference approaches its approximation as an optiomzatblem. This is achieved
by positing a variational distributiaf & from a simpler family of densities over the latent

variables. The family is chosen so that it is simplewdok with than the true posterior: a typical
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case might be to assume indegence between latent variables (méald approximation)
whereas the true posterior might include dependencies between vaiialelehjective of
variational inferencés tofind the membem” ¢ , of the variational family that is closest to the
true psterior,where proximity is measured by the Kullbackibler divergence.
This objective is optimized throughlowerbound on the logjkelihood, the Evidence Lower
BOund (ELBO):
I TN 006 OI1 NG  0inamad
Ol Mgy O1 NG O1 T

WhereO denotes expectation with respect to the random varigble

Traditionally, variational inference was approached through conventional optimization
techniquesvariationalparametersissociated with individual data points (locatgraeters) as
well as parameters associated with global model structure (global paramweterg)itialized
and explicit updates maximizing the ELBO were derived, with the total objective being
optimized iteratively through coordinate ascent on the whatiesé{53]. Later, stochastic
variational inference was introducgs#], allowing some models to be optimizéddugh
updateson local and global variablémsed on subsets of data, improving algorithm scalability.

An important advance in the potential scope of variational inference came with the
introduction of the variational avencoder (VAE)55, 56] The authors of the VAE introduce a
mechanisnby whichto obtaina differentiable estimator of the ELBO using a
Areparameteri zati on samplesere dréwy from k distributiddo nt e
according to a deterministic differentiable parameéteand an independent stochastic variable,
T . As opposed to separately optimizing each local variabMgsidemonstrated thateh

reparameterization trick allada neural network to amortize inference: instead of fitting each
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|l ocal wvariabl e separat el ystrainadiosnferagplogiatdi e ncoder 0
variational parameters for each input, minimizing the KL divecgdretween the inferred
parameters and the prior distribution. Using the reparameterization trick, these inferred variables
are then sampl ed, aconsdtrues thiedpeut Dhd ELBQO is necovtenedd r K r e
0060 UO0RE Q& ©Gé QQI
€ O QQwé QQi
And the entire model can be trained @¢agndwith relatively lowvariance gradients.

Since its first introduction, variational autoencoders have been improved by a number of
additional featured=amilies of distributions amable to lowgradient reparameterizations have
been extended through rejectisampling variational inference and implicit gradief®s, 58]
Flow-basedransformatiorallow more complex variational families to be optimized (i.e.

Gaussian distributions with natiagonal covariancgp9, 60] Variational autoencoder models
have also been applied to Bayesian-panametric familiesadded taecurrent model|sand
incorporated into deep latent variable modéls65].

A potential downside of variational autoencoders is that they can exhibit patterns -of over
regularizationThe expressivity of the chosen variational familyrhay mi t t he twmodel 6 s
fit complex datasetSeparatelythe task of amortized inference and conditional generation are
challengingandparameter optimization iomplicated by stochasticity in gradient estimation.

Starting from random initializations, the encoder network may require many iterations before
beingable to capture salient features of its inputs, while the decoder may struggle to map these
latent factors of variation toward highmensional outputs. This can lead to a phenomenon of

Aposterior col | ap svariationallp@ametereowerge toveatd enedelriorst h e
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(ensuring minimal cost for the encodand do not seek to model data inputsderminingthe
conditional generative modf6]. This can result in local miniathatarehard to escapgg7].
Paired neural variational/autoregressive models

A final approactused throughout the thesis is the pairing of variational autoencoders
with autoregressive models to foarsingle generative model with potentially impedv
performancd68, 69] Whereas a variational model seeks to modelxhadimension of an input
® asf &  and autoegressive models seek to model ifla® < M ho ho , a
variational autoencoder with an autoregressive decoder combines the two modules to define
now Ao B ho o |, using both a global latent variable as well as available
autoregressiveontext topredict output densities. The premise of such a model is that the
variational autoencoder can learn a lossy global representationrofjbestructure of amput
while the autoregressive model learns ridhtaitorientedrepresentations of local context. These
models have been observed to demonstrate improved global coherence when compared to purely
autoregressive models as well as sharper features when compareddodstaniational
autoencoders.
Thesis overview

The work presented in this thesis combines many of the above components of generative
modeling toward models of biological sequences relevant to synthetic biologists. In Ghapter
we demonstrate that an algbm leveraging protein familevel HMMs andMRFs is able to for
the first time generate synthetic overlapping sequences for chosen protein family targets. In
Chapter2, we explore the application of variational autoencodgtts autoregressive decoders
to diverse sets of millions of protein sequences, most of which have few homologs and are

therefore difficult to model through traditional probabilistic models dependent on large multiple

13



sequence alignmentd/e find some evidence that the continuous nattitbe protein

embedding, as opposed to the standard discrete view of protein families, has some advantages for
large scale genome analysis. Finally, we seek in Chaptdeverage autoregressive generation,
variational autoencoders, anldssicvariational inference techniques ¢oeate a largscale

generative model of regulatory DNA in bacterial genomes using a large collection of diverse

bacterial genomesnd agenerative model whose structure reflects some expected features of

bacterial regulatorysquences. We evaluate the model 6s abi
DNA inputs by using its learned features to perform challenging supervised learning tasks on

relatively limited amounts of experimental data.
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Abstract

Stabilizing genetically engineered functions and confineapmbinant DNA to intended
hosts are key challenges for synthetic biology when facing natural mutation accumulation and
pervasive lateral gene flow. Here we present a generalizable strategy to preserve and constrain
genetic information through computatadrdesign of overlapping genes. Overlapping a sequence
with an essential gene altered its fitness landscape and produced a constrained evolutionary path
even for synonymous mutations. Embedding a toxin gene in a gene of interest restricted its
horizontal dssemination to other cells by more than 3 orders of magnitude. A multiplex and
scalable approach is further demonstrated to build and test >7,500 overlapping sequence designs,
yielding functional variants that are highly divergent from natural homoldgs.work enables
deeper exploration of natural and engineered overlapping genes and facilitates enhanced genetic

stability and biocontainment in emerging applications.
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Main Text

Proteinencoding information is stored in DNA as a series of trinuclectdens that are decoded

by the translation machinery. Since translation can occur in one of six possible coding frames,
multiple proteins could in concept be produced from different frames of a single DNA sequence.
Empirically, such overlapping genes argl@ly found in biology from bacteria to humajis4].

Across microbial genomes, overlapping genes are estimated to make up almibstdookall

coding sequencd®]. While partialoverlaps are more typicf8, 5], many cases of completely
overlapped genes have beenadiged[1, 6], including a surprising example where three different

proteins are translated from separate frames of the same fiRNA

An important consequence of overlapping genes is that a single mutation in the DNA will impact
all protein products in a highly coupled manner. Otherwise neutral mutations in one translation
frame may no longer be permitted if they create deleterious mutations in anothef8fakme

extreme case is a synonymous mutation in one frame that manifests as a nonsense mutation in an
alternative frame. These entangled constraints, combined across distinct biological functions,
constitute a direct mechanism by which the fidelity of DNA sequencebedetter maintained

by rejecting a broader set of mutations during evoluior8, 9] In fact, biological systems that
experience very high mutation rates (4.9 10“ per nucleotide per generation) such as viruses

[10] tend to more frequently contain overlapping genes as a putative way to maintain their

sequence fidelity6, 11].
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Past synthetic efforts to protect DNA from mutations have focused on reducing the background
mutation rate[12], eliminating mutatiorprone sequencegd 3], or employing active mutation
surveillance strategigd4]. These advances have been utilized in synthetic biology to improve
stability of engineered DNA and to sustain engineering objectives in the face of evolutionary
escpe. Further biocontainment strategies have been developed to prevent recombinant genetic

materials from escaping into the witth, 16]

Inspired by the elegance and simplicity of naturally overlapping genes that safeguard against
frequent mutations, we devised a platform, Constraining Adaptive Mutations using Engineered
Overlaping Sequences (CAMEOS), to computationally design and experimentaltjetestvo
overlapping gened=(g. 1A, B). CAMEOS first takes a Hidden Markov Model (HMM) trained on
multiple sequence alignments to encode famdnd positiorspecific conservation giterns
(Supplementary Tejt A dynamic programming algorithm then generates initial deabt®ding
templates based only on fistder residue interactions. The algorithm achieves a global optimum
using a loglikelihood metric through recursion. An HMMapametrizing synonymous and Ron
synonymous mutations and insertions is used to extend an optirrsggubnce through iterative
tetranucleotide additiondid. S1). Stochastic backtraces can be performed to tunably generate
diverse HMM solutions, which agsed as seeds for optimizing secamder longrange residue
interactions. These loAgnge interactions are modeled by a Markov Random Field (MRF)
optimized by a pseudolikelihood metiit7, 18] Starting from a population of thousands of
optimal and suboptimal firsirder encoding sotions, refinement of each sequence proceeds
through a procedure related to iterated conditional mfidds Repeated greedy optimization of

trinucleotides arsampled across the overlapping sequence to minimize a weighted or unweighted
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sum of the pseudolikelihoods of the resulting sequences. In our designs, ~1000 iterations of MRF
optimization is sufficient for convergence to significantly improved solutibgs$2. To further
optimize gene expression of CAMEOS solutions, we generated synonymous mutations upstream
of the overlap region that created Shib@&garno sequences for improving translation of the

embedded gene based on a predictive model of trasiattiation[20].

We first explored the ability cCAMEQOS to yield functional proteins even in the absence of any
overlap encoding to validate general model performance. Protein variants with a range of
pseudolikelihood scores were assessed. We used amino acid biosynthesis and antibiotic resistance
genes atest cases and synthesized variants without gene overlap. Biosynthetic gene traiants (

cysJ, ilvA were tested in corresponding auxotroghicoli strains for the ability to rescue growth

in minimal media. Chloramphenicol resistance gene variagits assessed for cell viability under
antibiotic selection. We found that none of the variants derived from HMM consensus sequences
were functional fig. S3A), while many variants with MRF pseudolikelihood values similar to
natural sequences showed wiyghe activity levelsfig. S3B, Table SJ), highlighting the necessity

to consider longange residue interactions in our modéR, 21]

We then evaluatedh silico every pairwise combination between 42 essérgenes and 3

biosynthetic genes froia. colifor feasible overlapping solutions. Sintatural overlapping genes
tend to encode protein regions that are intrinsically disord@&d23] we further assessed the
local negative energy across proteins to identify regions with reduceddogg interactions and
selected those for further sequence entanglement stéaied C, fig. S4). Different optimization

weights for each protein in the@rlapping region were explored, including extreme cases where
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the wild-type essential protein sequence was maintained and the biosynthetic protein was recoded.
We tested a number of promising solutions by transforming constructs to their respective amino
acid auxotrophi&. colistrains fig. S5A). Out of the 20 tested, we found 8 constructs that rescued
growth in minimal mediafig. S5B, Table S2. In one construct (DE14), we were even able to
encode sequences similar to two essential proteins into sepageons of &ysJgene fig. S50,

suggesting CAMEOS effectively identifies optimal regions for recoding.

To functionally assess the-emcoded essential gene, we sought to knockout thetypielgene

copy on the chromosomég. S5A), thus requiring the recoded gene to maintain cell viability. We
successfully generated a chromosomal deletion of the essmypRbene in a strain containing
synthetically overlappinglvA and acpP (DE2). Interestingly, the DE2 construct encodes a
redesigned protein sequence of IlvA (threonine deaminase), which is need for isoleucine
biosynthesis, and a witype protein sequence of ACP (acyl carrier protein), which is involved in
essential fatty acid biosynthesis. We removed any effects from plaspyidhamber variation by
integrating the entangleitA-acpP sequence directly into the genome of a strain with deleted
wild-typeilvA andacpP (fig. S6A, B, Methodg. The resulting strain (IA) exhibits isoleucine
prototrophy to similar levels as witypecells in comparison to control straifsd. 1D, S6C, D),
indicating functional activity of both biosynthetic and essential proteins. Together, these results
demonstrate, for the first time, the generation of functional synthetic overlapping genesegmplet

de novo

We performed saturation mutagenesis on the genibwAi@cpPlocus to test our hypothesis that

sequence entanglement could restrict accumulation of new mutations. Degenerate oligonucleotides
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targeting the first 30 codons ibfA in the ovelapping region were used to generate all 64 possible
mutations at each codon position using MA(ZE] (Fig. 2A, Table S5. The resulting mutant
population was grown and sampled at various time points for deep seqUebd¢inge calculated

the fitness of each mtant based on changes in its relative abundance in the population versus the
parental strain over timeMgthodg. Many mutations, especially in the beginning of the
overlapping region, were found to incur a fitness defeict. 2B, C). While ilvA is not esential

for cell growth, 12.5% oilvA mutations caused severe growth defects {fold) compared to the
parental A1 strain Fig. 2C). In contrast, mutagenesisibfA-acpPin a control strain (1A2) that

has an additional wiltlype copy ofacpP producel mutants with practically no growth defects

(Fig. 2B, O), suggesting that the recodiddA is sensitive to mutations due to entanglement with

the essentiahcpP gene.In the entangled sequenca,significant reduction in the functional
degeneracy ofodons is also observed, with 32% of synonymous codoihgAirexhibiting high
variability in their impact on fithess as many are now deleteribigs D). These otherwise
neutralilvA mutations cawsgrowth defectsither by breaking the ACP protein (due to deleterious
singleresidue substitutions) or by preventing translation of the full length ACP (due to nonsense
mutations) in thecpPreading framef{g. S7). While the fitness landscape is highlgpendent on

the specific encoding, fitness differences between synonymous codons were observed throughout
the recoded region. For example, the 6 possible codons for leucine (L) have highly variable fithess
effects across most of the overlap region arely87%)Fig. 2B, D). Together, our results show

that when a gene of interest is coupled to an essential gene, even otherwise neutral synonymous
mutations can cause decreased cellular fitness, thus constraining the natural accumulation of

mutations.
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Expeaimentally testing hundreds to thousandsirofsilico designs represents a bottleneck for
identifying functional synthetic overlapping genes. To address this challeagkevised a high
throughput synthesis and selection strategy to evaluate thousan@AMEOS designs
simultaneouslyKig. 3A). We usedcysJandinfA from E. coli as the candidate gene pair, which
respectively encodes CysJ, a flavin sulfite reductase subunit needed for cysteine biosynthesis, and
IF1, the protein translation initiation facttressential for cell growth. 7,500 uniqagsJdinfA

overlap designs were generated and synthesized as an oligonucleotide poohef280 a DNA
microarray fig. S8, Table S6. These oligonucleotides (encoding 192 bases of overlap) were then
cloned intoan internakysJregion of the pHEysJinfA®"™ plasmid optimized for expression of

IF1 and CysJfig. S9,Methodg. Several hundred variants encoding witge Cysdbr IF1 protein
sequences were included in the pool as positive controls. The constructed library was transformed
into aDcysJdinfA strain (CID), which episomally maintained an arabinasducible infA gene

(fig. S9, Methodg. Transformants were plated dMOPS, with or without cysteine and/or

arabinose, enabling selection for functional CysJ and IF1 variants.

To validate our selection platform, we first plated the library separately under CysJ selection (no
cysteine) or IF1 selection (no arabinose). The resulting colonies were harvested by plate scraping
and their identity and frequency in the population wasrde@ned by deep sequencirigdthods.

As expected, CysJ and IF1 positive controls were enriched under their respective selective
conditions but were otherwise selected agafiggt $10, thus demonstrating the stringency of the
selections. Plating of thidrary under double selection for both CysJ and IF1 funciienr{o

cysteine and no arabinose) produced hundreds of colonies. We then picked a number of colonies,

purified their respectiveysJinfA plasmids, and transformed them back into théd@larental
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strain to reverify their growth phenotype&ig. 3B, Methodg. Six unique sequences (Clo C}

6) encoding different functional pairs of CysJ and InfA were identifigd. (3C). Notably, all

clones were found to exhibit higher homology to CysJ % &tentity) than to IF1 (~34% identity).

These clones also had lower homology to the-tyifieE. coliCysJ and IF1 proteins in the recoded
region than most natural variantBg( S11). More surprisingly, our functional IF1 variants
contained many residuehat were shown to be deleterious when made as giegjiidue
substitutions in a prior IF1 saturation mutagenesis sfafl/(Fig. 3C). Analysis of the HMM
likelihood scores of our CysJ variants also revealed many single residues with predicted low
fitness. These observatis suggest an important role for epistasis that was exploited in our
successfully recoded sequences. Modeling th& @otein sequence using Phyied] showed

that the predicted protein structures closely aligned with thetwple CysJ and IF1 proteins, with

global and peresidue RMSD values comparable to other natural orthokigs3D). Two out of

the six variants (G2 and Ci5) also contained additional point mutations beyond their original
designs, which were likely generated during gene synthesis embls highlighting that
additional variants were explored over the course of the experiment. Taken together, these results
demonstrate that a number of functional overlapping solutions exist for a gene pair and that these

functional encodings can be iddietd through a higithroughput experimental platform.

Finally, we explored the use of sequence entanglement to generate a biocontainment barrier that
suppresses horizontal gene transfer (HGT). We engineered a gene of interest (G@l)dodeo

a toxinand hypothesized that this configuration would prevent the GOI from spreading to another
organism Fig. 4A). CAMEOS was used to entangle taecoliilvA gene with various bacterial

toxins felE, parE, yoeB andccdB. Nonsense mutations were first introduced in the toxin reading
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frame (oxin®™°P) without disrupting the corresponding residues in itad frame (i.e. using
synonymous mutations). The function of each recalédvariant could thus be tested without
the confounding impact of the eencoded toxinf{g. S12A). These nonsense mutations were
subsequently reverted to the wilghe sequenceadxin®) to test the function of each toxin in cells
(fig. S12B. The fourilvA-toxin pairs showed varying degrees ofAland toxin activity, with an

ilvA-ccdBdesign exhibiting the highest combined performaikag. @B).

To test the hypothesis that encoding a toxin with a gene of interest could synthetically limit the
horizontal dissemination of genetic informatiove constructegblasmids pH¥T1 and pHTT2,

which contained thévA-ccdB" or ilvA-ccdB™°P overlapping gene, respectively, and an origin of
transfer (oriT) of the promiscuous RK2/RP4 conjugation system. These plasmids were introduced
into RK2-competent door strains (D1 and D2) that also expressedtdéantitoxin gene, which
sequesteredcdBtoxicity. The efficiency of HGT between donor and recipient cells was quantified
by counting recipient colonies that acquired the pHT plasmid on antibiotic ealquttes.
Depending on the donor, the horizontal transfer of gHTcarryingilvA-ccdB" to CcdA
recipients (R1) was suppressed by >2;#i@ in comparison to pHT2 that carriedvA-ccdBP,

which is not lethal to CcdAecipients Fig. 4C). In contast, CcdA recipients (R2) acquiretvA-
ccdB"orilvA-ccdB'°Pat an equal efficiency, demonstrating tihak-ccdB" reduced HGT of pHT

T1 through CcdBmediated toxicity. The escapee Rtipients that acquired the pHTL plasmid,
however,remained auxotrophic for isoleucin€ig. 4D). Consistent with this phenotype, we
identified mutations in several of these escapees init&iccdBregion, including deletions and
transposon insertions that presumably suppressed or inactivatedvidotind ccdB function.

These results indicate that even if acquired by recipients (at a much suppressed frequency), the
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doubleencoded gene often contains brokiérA and ccdB sequences due to the synthetic
entanglement, thereby further limiting horizontabaigation of any functional form of the gene

of interest.

To our knowledge, this work describes for the first time the successful design of two full length
proteins into the same DNA sequence under the constraints of overlap encodiny.s{co
apprach enables broad exploration of protein sequence space, yielding functional candidates with
relatively low sequence homology to natural sequences that would be otherwise difficult to
generate through serial evolution. We find that incorporatingtangeresidue interactions is key

for designing functional overlapping genes beyond solely relying on local substit{2ifns
Furthermore, CAMEOS can help to improve understanding of the evolutionary trajectory and
consequencef direct genetic coupling between two or more genes in their segtierate®on
spacd8, 22]. To extend th region of mutational protection, multiple essential genes can be tiled
across a target gene. Algorithmic improvements in MRF optimiz§i®jhor explicit integration

of protein structure informatiof29], along with higher throughput gene synthesis meti@els

will facilitate the generation of longer overlapping genes with even higher performance. Better
predictions and tuning of translation levels may improve designerapped regions, since non
functional variants may be the result of suboptimal translation and not necessarily incorrect protein
designs. Ultimately, these advances can yield-gereration synthetic elements and circuits that

will only operate in prdefined settings, with greater robustness to mutations and over longer

timescales.
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Figure 1. CAMEOS platform for generating synthetic overlapping genes(A) Schematic of

mutational restriction or horizontal transfer confinement due to engineered sequence entanglement

of two genes(B) lllustration of algorithmic steps for generating optimized designs. CAMEQOS

constructs a higkimensional tensor (colored cubgsarameterizing the cost of paths through

sequence space. These paths are then sampled probabilistically through a stochastic backtrace to
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are then optimized gredyland iteratively according to MRF parameterizatiqi@). Overview of

parameters optimized by CAMEQOS, with an exanilpie andacpPco-encoding and a plot of the
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lIVA local negative energy shown on the right pafig) Growth of a genomically encoddsA-
acpPvariant (IA-1) compared to control strains and wilghe (WT) cells after 14 hours in M9
minimal and LB rich media. The control strajmi | cenfains a complete genomic knockout of

ilvA. TheilvA-Cpstrain is aplvA derivative with a plasmid expresg a partial deletion variant

of ilvA that removes the region targeted for recoding (residue$B4at the G@erminus). Mean

values from 3 independent biological replicates are shown with error bars representing the standard

error of the mean (SEM).
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Figure 2. Sequence entanglement @fcpPand ilvA yields a more restricted fitness landscape.

(A) Saturation mutagenesis by MA&E€q on thélvA-acpPoverlapped region using oligo pools
and fitness quantification by deep sequenc{Bj.Fitness of all sigle.codon mutants generated
from saturation mutagenesis in strainslfand 1A2 with ilvA-acpP. X-axis represents codon
positions in thellvA coding frame. Yaxis represents 64 mutagenesis codons grouped by the
encoded amino acids. White circles indicatiéd-type ilvA codons. Color map shows fitness
impact of mutations. Severely deleterious mutations are shown in dark(Gueeft panel,
average fitness of all single codon mutants at each codon positionslLi(réd) and 1A2 (grey)
strains. Error bar are SEM of the 64 codon mutants. Right panel, distribution of fitness of all

mutants in 1ALl and IA2. (D) Left panel, calculated variance in fithess between synonymous

34



mutants at eacklivA codon position is plotted. 32% of the codon substitutions i1 IRave
variances in fithess beyond the 95% confidence interval <f V&riances. Right panel, fraction
of the overlap region with highly variable fithess between synonymous codons foneaolaaid

plotted against its codon degeneracy.

35



A CysJ 1 10 2 » 40 0 60 71 identty

WT &R VoA ERSRAPVALRSQSVAT AVNE- :.u EOARLVNSL v.ox:m S:KDVREIEIOLCH oWl
1 oEW QVEE OXITGRDS " KDVRE IE. -
|3 ENR YKIV V'olAR P ASPAQAAASA VTEQ 'IP!‘I‘K!A!LTISL Vlﬂlx!.l DS KDVRE I
TGTCC. . Cl4 BMR A KIVOVEEKARLPSASPAQAAASASVNEX SPYTEKEAPLTASL VNOKITGRDS KDVREIEI
JL ) |1 BNR TKIVOVEEARLPSASPAQAAASACVVE SPYTEEAPLTASL - VNOQEITGRDS KDVRE EI:
192 bp overlap shared ampiification site 12 BWR-KIVEVEEARVPVASPAQAAASAAVNE SPYTKEAPLTASLA VNOKITGRDS  KDVRHE IE I
et T —_— EWR KIV-VLEKARVP PAQAAASAAVNG: SPYTKEAPLTASL:VNQKITGROS O KDVREIEI
EWR *KIVIVEEARVPVASPAQAAASAAVN SPYTEEAPLTASL ) VNOQEITGRDS KDVREIEI
067 — =
4 —wr -
304 - HMM b2 - - e -
845468 qoo| T - EeA E L T
g2 = T T - o L e -
CySJ- I _-_— = T sT = - = T = =*
A 5 0.0+ T T
oligo library §
10 20 2 40 50 X 70 72 identty
WTIIKII MOETVLETHENTH FRMELENGHVV TART FNYER T K v l. ¥ SK IVFRISR toWT
MAKED ' EGrVVESERNA N REEL VLAHI FIREMYER Y KVE K I1YRSR
MAKEDSR SVEG ' VTECLPSTSCRWVR L VIVTIH ISSL.SKSXS!SINHRSGE QCRPS NIVFR
I MNEDSR-VEG® VTICI,S'.I‘SCI'!LS VLVIIHERSSLNSESISESKNNRSGLTQRRPS NIVFR
nxllsn Vl' VTECLPSTSCRWRL R VLVTIEXRSSLNSESISESKNNRSGUTQRRPSIENIVFR
MAKEDSR T LRSS SCR Q NVTIHXRSSLNSES:SSESKNNRSGLTQRRPSHAENIVFR
MAKEDSR V!ﬂ STSCEHPSTSCRWR CS iR b4 HYXRSSLNSESSSESKNNRSGE RRPS NSVFER %
MAKEDSRSVEGr ST CEPSTSCRWRCS =0 VSLHFRSSLNSES:SSESKNNRSGLGQRRPS NSVFR %
vanants
plate selection gt e e m e e e
205 = - HMM = L - - = = =
(A — AR _ 2 & e T
B —  —meanCl
== control strains 0.0-4r
== functional isolates
D Global C-aRMSD o £ coli F1
0.5 15

Symthetic (CI-1) _
B. fragil
S, pneumoniae* I

- / M. tuben:ulosrs
8 /
Q / Per-residue C-a RMSD
(=] . 8 4)
S F 004
c K @
'y \ \
, s \Ai/‘ \}\ ‘/V M
selection selection selection CysJ (WT, ) IF1 (WT; ) IF1 posmon

Figure 3. High-throughput experimental evaluation of CAMEOS designs(A) Diagram of
selection platform to identify functionalysJ3infA variants.(B) Growth ofcys3infA variants and

controls under dierent plate selections are shown-XICI2 and Ci3 are 3 different isolates
encoding functionatysJinfA variants. Control strains: Neg, cells containpidS-cysJ°<infA"®d

with nonsense mutations in batiisJandinfA reading frames; Cy$Jcells epressing wildtype

CysJ (frompH9-cysJ); IF1*, cells expressing wiktype IF1 (frompH9-cysJinfA™). Cultures of

each strain were spotted on the selective plate over serial diluf©psviultiple sequence
alignment of IF1 and CysJ encoded by six fior@l cys3infA variants (Ci1 to CI6). Colored

shading represents different degrees of sequence identity: 100% (orange) and more than 60%

(yellow). Average fitness of IF1 mutants based on saturation mutagenesis data ancsidgé
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substitution scoresf CysJ based on the HMM model are shown in corresponding panels. WT,
E.coli wild-type sequence; HMM, consensus sequence from HMM models; Mean AA, average
fitness of 20 amino acid@) Structural modeling of the €l proteins shows concordance between
predicted (orange) and crystal (yellow/purple) structures. The-tyild CysJ structure was
generated by concatenating separately crystalized domains (yellow, purple). Global (top right) and
perresidue (bottom right) RMSD comparing IF1 fromCivith an orholog model B. fragilis)

and other crystal structureS.(pneumoniae*, M. tuberculos)séhows structural similarity to the

E. coliIF1.
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statistical significance. Mutations identified in two Ranisconjugant isolates are illustrated on the

right subpanel.
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Supplementary Materials
Materials and Methods
Strains and culturing conditions

All E. coli strains used in the study are listedTiable S3and are derived from the
BW25113 parental background. Cells are grown in either LB rich media or M9 (prepared from
BD Difco M9 Minimal Salts 5x; 1x M9 medium was supplemented with 2 mM Mg®8Q mM
CaCb and 0.4% glucose) at 3T unless stated otherwis€or antibiotic selection, induction, or
growth experiments, the concentrations used are: Carbenicillin (Canig)0 Chloramphenicol
(Cam) 20ng/ml, Kanamycin (Kan) 5@g/ml, Spectinomycin (Spec) 5@/ml, Bleocin (5hg/ml),

Anhydrotetracycline (aTc}00 ng/ml.

Plasmids used and generated

Double encoded sequences were synthesized either by IDT as gBlocks or by Gen9 as
GeneBytes and cloned under pTetO control in the pH9 plasmid. Plasmid pH9 was constructed by
joining spectinomycin resistance casseqifiehA ori,tetRand pTetO promoter region from pdCas9
bacteria (Addgene #44249) through isothermal assembly. To construatysB9plasmid, the
wild-typecysJsequence was amplified from tBecoliK-12 genome and cloned into pH9 plasmid
behind the pT&@ promoter. pHEysJinfA" was generated by swapping the designatesl
region (residued96-253) with overlapping wildtype infA sequence. pH8ysJ®%infA"®Y was
constructed by introducing multiple stop codons in botA andcysJreading frames from pH9
cysJinfA™. ThecysJinfA overlapping sequence was also replaced by short sequences flanked by
Bsal cutting sites and optimized RBS200 sequence to creeysJantry vector pH9-cysd

infA®"™) for subsequentcysdinfA library costruction. pBABRINfA was constructed by
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assembling wildype infA under pBAD and AraC control, Sc101 ori, and Bleocin resistance
cassette. RK2nobilizable plasmids pHT1 and pHTT2, encodinglvA-ccdB" andilvA-ccdB°P

were generated by modifying theél@-ilvA -ccdB" and pH9ilvA -ccdB*°P plasmids by replacing
tetRwith an origin of transfer (oriT) sequence from the RP4/RK2 conjugative plasmid to enable
mobilization by RK2mediated conjugation, which also leads to constitutive expressionibv&he
ccdB doubleencoded gene. The pttdA plasmid that expresses the daokin ccdA was
constructed to include a Cam resistance giR, and a constitutively expressiegdA (under

the BBa J23119 promoter), and a ColE1 ori. Most plasmids are generated(tigratise noted)

by isothermal assembly. All plasmids are listed @able S4

Functional assessment of doubkencoded genes

Constructs expressing different biosynthetic genes were transformed to corresponding
auxotrophic straingflvA, qrysJ andaqirpE), as shown ifig. S5A. Experiments to obtain growth
curves were conducted as follows: Bacteria were grown in LB with antibiotic selection overnight
at 37 C, diluted 1:100 with fresh medium, grown for 1 hour, and then induced with aTc for 2
hours for expession of the doublencoded biosynthetic gene. After induction, cells were collected
by centrifugation and washed with PBS twice before diluted 1:40 in M9 minimal medium
containing Spec (56g/ml) and aTc (100 ng/ml). Cell growth at 37 was measured ctnuously
using a platereader (BioTek Synergy H1) at optical density of 600nm-20 hburs in 2dninute

intervals.
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Genomic knockout of essential genes

Genomic deletion of essential genes (showiiginS5A) was carried out using established
protocols [1]. In brief, cells with plasmids containing recoded essential genes wade m
electrocompetent and transformed with pKD46 for recombineering. Subsequently, they were
grown andl -Red proteins were induced prior to transformation with a destbderded linear
cassette targeting the witgipe essential gene for knockout. Knockoassettes were generated
using aCam resistanceassette as the template and primers wittbfp®@verhang sequences
homologous to the targeted genomic locus. Primers used were derivedljrowhich were
designed for complete deletion of the coding sequence. After electroporation of the knockout
cassette, cells were recovered in SOC (NEB) with aTc (to induce the recodethkegseaj for 1
hour before plating on LB with Cam, Spec, and aTc alC3@olony PCR and Sanger sequencing

was performed on resulting colony isolates to confirm the deletion.

Construction of IA1 and IA-2 strains

The clonetegration systef#] was usedd insert thelvA-acpP(DE2) sequence into the
coli genome (shown ifig. S6A). DE2 and theéetRregulon region was cloned between multiple
cloning sites in pOSHET and transformed intgilvA. Chromosomal integration of the construct
was induced by heat shock and successful integrants are selected@smLpBlates. Correct
genomic insertion was cdnied by colony PCR and Sanger sequencing. Extra DNA sequence
from the integrative plasmid backbone was excised from the chromosome through flipase
induction as describe@]. Cells with DE2 insertions were further transformed with pKD46 to
knockout the wildtypeacpPas described above. We were unable to olaegoi knockouts after

a few attempts in contrast to successful deletioacpPin a straincontaining a plasmid copy of
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DE2. We hypothesized that insufficient expression of DE2 from a single genomic copy (thus
leading to an ACP limitation in the cell) may be the cause of this failure to delete the endogenous
acpPgene, especially since ACP ietmost abundant proteinn coli. Therefore, we attempted

to modify the internal RBS upstream of the embedalguP to increase the translation strength
using MAGE [3]. By sequentially performing MAGE andcpP knockout, we successfully
obtained clones with knockout of the witgpe acpP gene fig. S6B-C), suggesting that indeed
translation tuning may be important during some scenarios of denbteling optimizations. The
pKD46 plasmid was subsequently cured to yield the straii, [Fhe expected growth phenotype

of IA-1 was verified in minimal mediuni{g. 1D, fig. S6D. IA-2 was generated by-retroducing

the wildtype acpP gene into IA1 by recombineering. We screened-2Aisolates for Cam
sensitivity and confirmed genomic restoratiof wild-type acpP by colony PCR and Sanger

sequencing.

MAGE mutagenesis otA -1 and IA-2 strains

We performedsaturation mutagenesa the IA1 and IA2 strains using a version of
MAGE [3] with higher efficiency. Tiling 9ébp singlestranded mutagenesis oligokable SH
were designed to target a-Bfsidue window of thalvA-acpP genomic locus by flanking
homology around consecutive degenerate trinucleotides (NNNg mitidle of each oligo. Oligos
were designed to target the first 30 codons of the redbdedeading frame oilvA-acpP. In all,
30 pools of degenerate oligos were synthesized (Integrated DNA Technologies). In each oligo set,
the last 5 nucleotides ahte 36 and Pphdspherothicatedov empreving MAGE
efficiency [4]. Three successive rounds of MAGE were performeeawh strain to elevate the

rate of resulting mutagenesis. In each round, cells were electroporated with a pool of the 30 oligos
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(15nmM total) afterl -Red induction. Cells after the last recovery step were washed with PBS twice
and subjected to growth in ®PS medium (TEKNOVA) with antibiotics and aTc at 30 At
subsequent time points, 1 ml of cell culture was collected, and the remaining culture was diluted

1:100 with fresh medium to 1grow.

Fitness measurement of ilv&cpP mutants

Cell culture was dtected at O hours, 18 hours, 42 hours, and 64 hours after MAGE
mutagenesis. Genomic DNA was extracted by prepGEM kit (Zygem) andiviheacpP
overlapping region was amplified by PCR. A second PCR was performed to add adaptor sequences
and barcodes complalie with lllumina sequencing kit (Illumina, Nextseq MO300). Reads were
filtered for quality and variants were identified. Variants (>Q30) containing mutations in more
than one region of thkvA-acpPsequence were excluded. Fitness of each variant wadatald
by taking the relative abundance ratio between time points and normalizing against the relative
abundance of the wildtype sequence. The median value of the calculated ratios across time points

were used. Fitness data for-1Aand IA2 are providedn Table S#S8

Design and construction of the cysafA library

7,500 cysdnfA recoded variants were synthesized on a DNA microarray (Agilent
Technology). In the general case, sequences were generated using HMM optimization followed
by greedy optimization of MRF pseudolikelihoods. The relative importance affth@ndcysJ
pseudakelihoods for the optimization objective was controlled by a CysJ weight factor between
0.0-1.0 that was randomly generated from a uniform distribution for eacltardml sequence.

4,063 of the 7,500 sequences were optimized for 1000 steps, and Iy82dcss were chosen
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from earlier points (600 steps, 400 steps, 200 steps, and 50 steps) to evaluate the role of
pseudolikelihood optimization. Similarly, 496 sequences were initialized with-typkel IF1

amino acid sequences and synthesized over the cofiisesilico optimization. Several other

control sequences were also synthesized: 519 sequences that were optimized only through HMM
optimization; 250 sequences with wilgbe IF1 amino acid sequence; 250 sequences with wild

type CysJ amino acid sequengesmall software bug led to 5 IF1 and 5 CysJ positive controls

being differentthanwild y pe. These sequences were excluded
analyses. In addition, 11 sequences initialized with the-typd IF1 amino acid sequence
remaned wildtype after a small number of optimization steps. These were included in
downstream araylpyesoe sl Folf sfewiuledhces.

A previous saturation mutagenesis study of IF1 (25) revealed that truncation of the final
two amino acids of the IF1 protettid not impact cell fithess. In our designs, these two residues
were removed to reduce the number of nucleotides required for synthesis. Similarly, the stop codon
for theinfA gene was placed downstream of the insertion point on theeps#nfA ™ plasmid.

The first 8 bases of the overlap region (ATGGCGAA), as well as the last 10 bases
(CGTATTTAGA), were held constant during optimization, such that these flanking sequences
could be used for PCR amplification during library construction. Before malkesg tsequenee

level changes, we verified experimentally that the amino acid substitutions had no effect on the
activity of E. coliCysJ protein. The 230bp oligomers were amplified by high fidelity polymerase
(Q5 DNA polymerase, NEB) with minimum cycles @avoid overamplification. PCR products

were purified, digested with Bsal, and ligated with Bsaated pHysJinfA®"™vector. Ligation
solution was transformed to commercial competent cells (MegaX DH10B, Invitrogen) following

t he manuf acolt Qellseafted recovery wereoplated at the appropriate density en LB
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Spec plates to estimate cloning efficiency and library complexity. A library with at least 40x
average coverage of each member was generated. The remaining cells were expandedfin 50 ml o
LB with selection overnight. TheysJ3infA library was extracted from the overnight culture with

Midi-prep DNA extraction kit (Zymo Research) for subsequent testing.

Selection of functional cysdnfA variants

Verification of functionalinfA designs rquires an inducible expression platform of the
essential IF1 protein. We transformed pBADA and pKD46 to abcysJstrain. Wildtype infA
was deleted by recombineering under episomal IF1 induction to yield tBesttdin. CiD was
confirmed to be not vide unless IF1 was inducefig, S9A). CI-Dwas then transformed with the
7,500 membercysdinfA library. Transformants were grown overnight in LB with arabinose
induction and antibiotic selection. Overnight culture was diluted 1:100 with MOPS media
(TEKNOVA) with no arabinose induction and grown for 1 hour at @7Expression of CysJ and
IF1 variants were induced with aTc for another 3 hours before plating on selective conditions.
Cells were plated at the density of 6%b@lls per 100 mm plate. Selectipkates are made with
MOPS defined medium with 1% glycerol as carbon source, and Spec and Bleocin for plasmid
maintenance. Adjustment was made for different selective conditions as follows. CysJ selection:
MOPS without cysteine, aTc, arabinose; IF1 sebectMOPS, aTc; CysJ/IF1 dusklection:
MOPS without cysteine, aTc. After 3 days of incubation at@3Gyrown colonies were harvested
either as a pool by scraping the whole plate or picked individually. The library was extracted by
Mini-prep kit (Qiagen)For the pooled library, we amplified the designed overlapping region and
guantified the abundance of each variant by deep sequencing (lllumina, Nextseq MO300). For

clones identified from CysJ/IF1 selection, isolates were individually transformed bablk to t
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parental CID strain and revalidated for growth phenotype under CysJ/IF1 selection. Out of 36
clones identified from the initial screen, seven-{ab C}6, CI1 was identified twice) showed

consistent growth under dus¢lection.

Structural modelingof the identified CysJ and IF1 variants
CysJ and IF1 sequences were modeled using the Phyre2 online tool. The tool was run in
Ai nt ensi v mmale. Rroteins Wwerenagalyzed and visualized using VMD. Model overlay

parameters were oktdined ctommauwgls fomeaswad i gned

Validation of ilvA-toxin constructs and quantification of degree of horizontal gene transfer

We cal cul at ed t he iMAtokid construg byiquadtigyirgthe activitye v e r 'y
of ilvA and toxins separately. ThigA activity was determined based on how vilelh-toxin®°°
constructs can rescue the growth phenotypeDiivA strain in minimal media. The toxin activity
was determinedypbmeasuring their growth inhibition in wittype cells when overexpressed on a
plasmid. Killing index was calculated from OD600 cell density data aftéiol8 of growth in LB
and M9 media of cells containinigvA-toxin®°P or ilvA-toxin* and wildtype cédls using the

following equation:

/s Qo e »Q¢ / Qo a wQs
¢T3 B ——=7

For quantification of horizontal gene transfer, donor strains were all conjugated with RK2
plasmid to mediate subsequent DNA transfer. Donor arigieat strains were grown overnight

in rich medium with antibiotics selection. Strains were collected, washed awupended in
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1/10th of the original volume of PBS, and mixed at 1:1 ratio. The cell mixture was spotted on LB
plates at 37C for 2 hours,and subsequently collected and plated at multiple densities under
different antibiotic selection. For mixture of strains derived figqphaA, recipients were labeled

with Bleocinresistance gene to distinguish from the donors. We used Bleo or Bleo+Spec dual
selection to quantify conjugation events. For mixturepbfA and wildtype derived strains, all
recipient strains have Kan resistance gene, but only those receiving thezeabplasmid can

grow under Kan and Spec selection. Hence, the ratio of colony numbers grown on dual versus

single selection plates can be calculated to infer the efficiency of horizontal gene transfer.
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Supplementary Text

Overview of the CAMEOS computaitnal algorithm

To design overlapping sequences, @oastrainingAdaptiveMutations usindgngineered
Overlapping Sequences (CAMEOS) algorithm proceeds in three steps. First, eorfiest
optimization process is executed based on Hidden Markov Models (HWé), a probabilistic
backtrace through this optimization is performed to generate a suitable stochastic population of
relatively highquality initialization points. Finally Markov Random Field models (MRF) and a
greedy optimization process are used éfine protein pseudolikelihoods to yield the final

overlapping encoding solution. Each of these steps is described in order below.

Step 1: Firstorder optimization

Formally, the optimization considers the design of two nucleotide sequbneesl Do,

encoded on a single DNA sequendeWe assume that the lengthf is less than the length of

D2 and that we seek to completely encdewithin a region ofD.. We note that incomplete
overlap combines the constrained optimization procedure defined below with an unconstrained
optimization through nooverlapping sequence space. The optimization objective is that the
protein translations db: andD2 have maximally scoring alignments to target protein sequences
T, and T2, where the score of the alignment can be defined through various statistical models
including a simple BLOSUM substitution model or an HMM. The first stage of the CAMEOS
algarithm utilizes dynamic programming to find a global optimal encoding solution based on first
order protein residue information. This approach requires that the overlapping sequence be

designed through a combination of optimal solutions to tractablpreblems.
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The algorithm is most easily illustrated in the context of maximizing an alignment score
defined by a BLOSUMG62 scoring matrix with no insertions or deletions, a defined region of
overlap to target, and a <dverlap encoding, meaning that the firsicieotide ofD>'s codons
immediately follows the first nucleotide @&1:'s codons. Later, we will demonstrate how the
algorithm can be generalized to work in all frames using a HMM statistical parameterization, and
how it can determine the optimal regiorDgin which to placeD:.

For simplicity, let us consider building the overlapping sequences from the beginning (a
start codon) ofD: toward the end (a stop codon). fig. S1, we consider the initial forward
optimization process moving from left to righlbng black arrows. We note that the colors in the
figure indicate nucleotides, with red indicat
and grey i ndi catN[l]rogrepiesert the fise nuaeetide im eur overlapping
sequence encoi n g (fidi & We note that since this is a single nucleotide, we can simply
run our algorithm on all four possibilities {A, C, G, T} to make an optimal choice. Given the +1
encoding, the\[1] position combines with two nucleotidé§2] andN[3] to form theD; codon.

The D2 codon is composed of the nucleotidgg], N[3], N[4]. We note that if it were possible to

know theN[4] nucleotide that would represent an optimal choice for the rest of the segNfmde (

¢ end]), this nudahdeab 16ipassbiliteofdd] 2N B¢ { AAa, AAC,
AAT, CAA, CAC, ...) could be considered such
in D1 composed oN[1], N[2], N[3] and the translated codon@» composed oN[2], N[3], N[4]

is maximized. Such a sequence would represent an optimal overlapping sequence of length 4, and

by our assumed construction, could be added to the rest of an optimal sequence which we know to

begin withN[4]. The result would thus be a completely opfiseguence.

50



In fact, when considering[1], N[2], N[3], it is not possible to know what the optimal value
of N[4] may be. At this juncture, we therefore consider a score value that can be maximized as:
Score =
max{score1(N[ IN[ AN[3A +score(N[ 2N B8] A" A") + score( Case A: r
with A),

scorei(N[ IN[ AN[3A +score(N] 2Nl 8] A" C") + score( Case C: r
with C),

scorei(N[ IN[ AN[3A +scorex(N[ 2N B8] A" G") + score( Cgisse G: r
with G),

scorei(N[ IN[ AN[3A +scorex(N[ 2Nl B8] A" T") + score( Case T: r
with T)},
where we assume that each score() is a maximum over the set of all possibilities for its inputs.

In fig. S1, the scoreupz() function is shown as a black box around a set of letters such as
AG??A0 signifying an optimization over tetrani
in AAO, with two nucleotides in betweesm The
of computing the likelihood of each amino acid possibility (i.e. BLOSUM substitution score). The
top scoring option can be determined through access to lookup tables of codon translations and
comparison of calculated values of F() across all tetraotidés. A smaller black square is drawn
around the togscoring dinucleotide option. We note that naive maximization of the score term for
the frest of the sequenceodo would require exp
nucleotides at everyegp of the optimization process.

Given this formulation, the identity of tidf4] nucleotide represents a "branch point" for

further optimization of the sequence. Since each codon is 3 nucleotides lohf4]tip@sition
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represents the "start" nucleotideg&ogous td\[1]) for the next set of codons to be optimized. To

avoid exponential computation, we note an important observation that enables a recurrence
structure: beyond appropriate maximizatiorNp2] and N[3], the identities oN[1] andN[4] are
independent. Furthermore, the appropriate maximization only need to be calculated once since the
result will always be the same givBifiL] andN[4] at any given position. This result can therefore

be cached and added to the score of other extendeskqubncg As such, we need only to keep

track of the sequence and score of the possibilities for

max{scoreN[ 1: t] = "NA" )X, =@ (t |Jsxoa@(t):;,ersctloxredT" )
where at each step, we choose the optimal extension to thesecgdnces ancontinue to keep

track of only a limited number of branching maximal solutions (in this case, 16, for every
nucleotide to nucleotide transition) in the contents of thessebq uence defi ned by
at every round of optimization, we must only pegack of a tractable set of possible sequences to
iteratively improve upon, and the top scoring option available at the end of the overlap (the stop
codon) will parameterize a globally optimal overlapping sequence.

Generation of the globally optimal semce can be achieved through a deterministic
backtrace. Starting from the optimal decision at the stop codon, the sequence that complements
this optimal decision can be traced backward, chaining together locally optimal decisions with the
appropriate contion (terminal nucleotides match) to the start codon of the protein. This backtrace
is shown in figure S1 as a series of dashed circles and arrows, indicating the nucleotides selected
and the path taken through these nucleotides by the backtrace. Wenfetieler a probabilistic
backtrace that occasionally makes a suboptimal decision in favor of diverse solutions in a section
below.

Further extensions
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Other frames:First, we note that a dynamic programming approach is not necessary @i®en a
encoding, agach codon across boih andD> can be independently optimized. Next, we note
that in the +2 encoding, the first nucleotide @fs codons immediately precedes the first
nucleotide of thé1 codon. This is equivalent to a +1 encoding wh&randD, areswitched, and

this is how a +2 encoding is optimized in our model. We note that this is also the case when
comparingi 1 andi 2 encodings. In all cases except il3case, codons can be considered such
that only a single nucleotide overlaps with an adjacenion, and the recurrence relationship
defined above can be applied. In practice, we empirically find solutions encoding- - ##e3

frames to be lower scoring overall and generally only optimize the positive frames.

Finding optimal regions of overlp: The encoding position of the overlapping region is illustrated

in the example above. It is generally difficult to identify optimal start and end positions for overlap
manually, though in some cases we do identify specific regions expected to betaagst twased

on external data (see "Local energy" section). We therefore extend our dynamic programming
algorithm to consider the positiarandy in designed protein3: andD,. Because of this additional
consideration, we must maintairitarminal” state of a subequence we wish to extend in terms

of its first nucleotide as well as the positioq \) within the sequence. This is done by storing
information in the context of a thremensional tensor in which the terminal letters define

axis and the positioningly define the two separate axes. The recurrence remains quite similar,

except that transitions between sdguences with distance greater than 1 are not admissible.
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HMMs and insertions/deletionsThe use oHMMs enables angsis beyond simple comparisons

of individual substitutions toward considerations of sequence states at each position of a protein:
amino acids can be in a fAimatching stateo at a
acid substitutions are eluated based on conservation information. HMMs also allow insertion
states, where different amino acids are emitted with specific probabilities but the "position™ in the
template alignment does not increase. Finally, there are deletion states where maadia

emitted but the position is incremented. Transitions between states are parameterized in terms of
their likelihood, with a transition from a match state to another match state generally most probable
and insertiorto-deletion/deletiofto-insertin transitions not considered. Incorporating HMMs

into the above recurrence requires changing our lookup procedure to consider the state and
positionspecific probabilities of observing different amino acid identities. It also requires adding

a further vamble to the tensor: a state tuple, defining the terminal state of tteequbnce being
extended in bottD: and D>. Therefore, the tensor that defines stored information about sub
sequences includes information about the terminal nucleotide, positiostasmaf the solutions.
Furthermore, transitions from state to state are also included in the "cost" of sequence score
maximization. In practice, we find that deletions are difficult to incorporate in a deabtaling

context, as many HMM protein famiieassess that it is more likely to delete every amino acid
than to place them in an overlapping context. Since such solutions contain no information, we do
not consider them, and generally remove transitions to deletion states. On the other handsinsertion
are easy to incorporate and carry less of a risk of encoding solutions with no information.
Therefore, insertion transitions are included, as they improve the flexibility of possible alignments.

Step 2:Probabilistic backtrace

54



The algorithm above definessingle optimal overlapping sequence solution. In practice,
we find that it is necessary to incorporate laagge interactions into our model to improve
performance. Therefore, the fistder optimization is considered a first step for further
optimizaion. The above approach is thus extended to generate an initial population-gfi&ligh
but suboptimal sequence initialization states, so that a diverse set chighg sequences can
speed up secorarder optimizations and help avoid local minimaubsequent steps. The initial
population of firstorder optimized sequence variants also includes the optimal sequence from the
deterministic backtrace.

We define a probabilistic backtradbrough the tensor containing information about
sequence, sequence states, and scores as one that probabilistically makes suboptimal decisions to
generate greater diversity in final sequence states. In practice, this involves starting at the initial
staring point and considering the scores of all feasible transitions from each state
parameterization. We can either choose the next state (and corresponeiegseiice to add to
the solution) probabilistically at each step, or deterministically most dihtleewith an occasional
stochastic switch to a probabilistic mode. This mostly deterministic strategy can still generate a
diversity of solutions as suboptimal decisions at given points (such as adding an unnecessary
insertion) can lead to very differenbwnstream optima. In general, the probabilistic backtrace is
therefore done by making deterministic decisions with probability = 0.9, meaning that roughly
10% of the time, a stochastic decision with probability defined by the softmax of the score at
possilke transition states is taken. For the first codon only, we reduce the "temperature” of the
softmax to 0.01 so that poor initial starting states are avoided. We find that adjusting the

temperature for other decisions in the backtrace is not useful.
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While ather stochastic backtrace algorithms could be considered and this comparatively
simple algorithm is able to generate a diverse set of solutions. We believe that the diversity is
obtained due to the large possible set of transitions at each positiortitrerstross nucleotides,
states, and positions) and inherent flexibility in possible solutions (it appears that a wide diversity
of overlapping sequence solutions can have approximately equbkdbigoods according to

Hidden Markov Model parameterizatis).

Step 3:MRF greedy optimization

To extend the algorithm to computationally evaluate*M@rlapping designs as is done
in the largescalecysJinfA experiment, we run the optimization process on several batches of
solutions. In each batch, we take initial population of 1,500 solutions and optimize for a
maximum of 1,000 steps, occasionally stopping optimization early if scores converge and no
changes are made to any sequence in the population for 10 steps.

The optimization procedure is very clbseelated to iterated conditional modes (ICM), a
general strategy for optimizing MRFs. The algorithm is greedy: at each optimization step, for each
individual in the population, we select three contiguous nucleotides from a random position along
the lengh of the overlapping sequence (disregarding codon positioning), and consider all possible
trinucleotides (not resulting in a stop codon) that could replace the current one. At each step, the
maximal scoring trinucleotide is used to continue the optimiagtiocess. The difference between
this strategy and standard ICM is that the position in the sequence to be optimized is chosen
stochastically. This is done because the amin
MRF are linked between seques¢ meaning that individual node values cannot be modified in

isolation. In theory, optimization can be performed deterministically by considering every
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trinucleotide at every position of the sequence, but this would repeat calculations (e.g. as there is
adefined set of amino acids that can result f
choose positions at random and empirically observe convergence for the optimization procedure.
During optimization, two objectives are considered: a possibgighted sum of
pseudolikelihood values, and a possibly weighted sum eliketihoods defined by the value of
the current energy (sum of node and edge weight terms of the MRF model) and a Gaussian
distribution fit to match the energy values of proteinsnfib in the multiple sequence alignment
used to fit the MRF. In practice, we use both possible targets across rounds of optimization so that
a diversity of sequences is generated.
We note that though HMMs can incorporate insertions and deletions, MRFslyaebke
to consider insertions/deletions already present in the multiple sequence alignment they were
trained on. In cases where an HMM has generated an insertion, we consider the HMM solution to
have a better model of this likelihood than its correspan®ddRF. A fixed cost per insertion is
also added to the metric being optimized, while the sequence at this inserted position is not allowed
to change over the course of greedy optimization rounds. The alignment between the HMM
position and MRF alignment pition is maintained internally throughout optimization. Matrix

operations are utilized to quickly update pseudolikelihood/energy values across all individuals.

Code availability
CAMEQOS is implemented in Julia and Python. The code needed to run the HMM and MRF

optimization process is availablevatvw.github.com/wanglabcumc/CAMEOS

Data sources
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Publicly available HMMs and mtiple sequence alignments (MSA) are used whenever
possible. We generally use TIGRfam and Pfam models for HMMs and MSAs used to train MRFs

from Gremlin2https://gremlin2.bakerlab.org/preds.poib=ECOL| MRFs were trained on these

MSAs using Gremlin code kindly shared by the Baker Lab (University of Washington).

"Local energy" calculations

Our early in silico experiments suggested that different regions of proteins were
differentially amenabléo incorporating embedded sequences. An important factor to consider is
the "local energy" of a protein across a given region. This metric simply sums node weights
(corresponding to metrics of conservation for amino acids at a given position) and eglgis wei
(constituting the longange interactions at each position) originating from this region. If a region
captures the entire length of a protein, then this "local energy"” corresponds exactly to the "energy”
of the MRF itself.

We note that due to an inttable partition function, energy calculations between proteins
are not meaningful. However, a visualization of the enexgp single target proteiacross
windows of length equal to that of the query protein being embedded can qualitatively reveal

regiors in the target protein that are expected to be amenable for incorporation of the query protein.
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Figure S1. Depiction of the recurrence in CAMEOSNucleotides are colored: adenine (A, red),
cytosine (C, orange), guanine (G, cyan), thymine (T, bldgl)defines a function evaluating the
likelihood of a set of nucleotides, displayed numerically. Bicolored boxes indicate maximization
over all possible nucleotides beginning and ending with nucleotides specified by the colors of the
box. Larger singleaored boxes represent all options starting with a specified nucleotide. Solid
arrows indicate acceptable forward transitions for the construction of the sequence, which goes

from left to right. A backtrace is depicted through dashed ovals and arrowsibggin the right

backtrace from

rest of sequence

(the end of the sequence), yielding the optimal sequence shown on the left.
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Optimization progress over time: cysJ-infA
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Figure S2. Iterative optimization improves MRF scoresOptimization of the summed MRF
pseudolikelihoods of overlapping genes is demonstrated through iterative greedy search for
improved longrange interactions during CAMEOS. The sequences are initialized with their
optimized HMM values and therefore exhibighiMRF pseudolikelihood values. These values
rapidly improve and converge (e.g. after 1000 iterations incigginfA run) by the end of the

optimization.
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Figure S3. Incorporating MRF models improves the design of functional variantsGrowth

curves of clones with different designed variants optimized using HMM or MRF models are
shown.(A) ilvA, trpE, andcysJHMM -based designs were tested in auxotrofhicoli strains for
isoleucine DilvA), tryptophan DirpE), and cysteinelcysB), respectiely, in minimal media. The

cat (chloramphenicol acetyltransferase) HMddsed designs were tested in wiyge E. coliin

LB with standard chloramphenicol selectigB) MRF-based designs falvA, trpE, cysJandcat

with different MRF pseudolikelihood scores are tested in corresponding strains as in (a) and shown
in the four subpanels. Overall, MRF designs show significantly more functional variants with

improved activity compared to HMM designs. Data shown are trensnef 36 independent
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Figure S4. Local energy distribution across designed protein$he local energies for the CysJ

and TrpE proteins are shown on the left and right panels, respeciilielfacal energy is defined

as the sum of the node and edge weights in a Markov Random Field over a 100 residue window
for a multiple sequence alignment of the family. The mean is plotted as a black line, with grey
regions indicating two times standard deviation from the mean. Regidh low values (here

most prominently on the Nand Gtermini of proteins) likely exhibit low residdevel
conservation and/or reduced lerange interactions, suggesting that the region is a promising
target for sequence modification and gene ovediegigns. TheénfA gene encoding IF1 in our
cysJinfA construct is placed starting at residue 246 of CysJ, shown as a red dashed line in the left

panel.
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Figure S5.Functional validation of multi-encoding constructs(A) Experimental strategy for
validating doubleencoding constructs for biosynthetic genes or essential g@)eResults for
testing the function of cencoded amino acid biosynthetic genésA(andcys) are shown as
growth curves in corresponding auxotrophic straiblsyA andDcysB in minimal media. Data are

the mean of & independent biological replicate experime(@.Sequence layout of clone DE14
showing a recodeclysJwith two different essential genaphCandrpmD) embedded in separate
regions of theeysd The natural (wi-type) and recoded sequences are indicated in the sequence
alignments.
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Figure S6. Validation of the IA-1 clone containing a functional and chromosomally
integrated ilvA-acpP variant. (A) Construction steps used to generate thel lAtrain to
genomically integrate thiévA-acpP cassette and remove the endogeramp gene.(B) Design

of PCR primers for verifying genomacpPdeletion.(C) The table summarizes the expected PCR
amplicon size. A gel showing diagnostic PCRs from a-tyifge (WT) strain and two isolates (kol
and ko?2) of thecpP..cmRknockout strain (1A1). (D) Growth of IA-1 compared to control strains

and wildtype (WT) cells in M9 minimal media and LB rich media are shown in left and right
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panels, respectively. TtgplvA contains a genomic knockout ibfA. The pHOIlVA-Cqp p | as mi d
expresses @-terminus truncatiomariant (residues 34514) of llvA. The 347514 region is where

the overlapping encoding occurs in tiA-acpP design. ThelvA-acpP variant significantly
rescuegrowth of agpi | stradn in M9 in contrast to the control strains, thus demonstrating the
functional activity of the recoded sequen&rowth curves are mean of 3 to 5 independent

experiments.
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Figure S7. Heatmap of itness of singlecodon mutants from saturation mutagenesis of the

ilvA-acpP construct in IA-1 and IA-2 strains. X-axis represents codon positions in depP

reading frame. Yaxis represents 64 possible codons grouped by their amino acids. Circles indicate

the wild-type acpPcodons. Since thivA coding frame was targeted for saturation mutagenesis

with NNN-oligosin theilvA-acpP construct, not alacpP codons could be generated (shown in
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grey box). All fitness are calculated with respect to the-tyifie sequence. Fithess measurements

below the detection limit of deep sequencing are colored in dark blue.
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Figure S8. Variants in thecysJinfA library share similar ranges of pseudolikelihood scores

with natural IF1 and CysJ sequences.A Gaussian kernel density estimation is used to display

the density of pseudolikelihood values of CAME@&signed IF1 or Cysa thecysJdinfA library

(orange) compared to naturalbgcurring sequences in the multiple sequence alignment used to

train the Markov Random Field (cyan). The natural sequence distributions are symmetric and

appear roughly normally distributed. The mdaed dotted line) and two times the standard

deviation from the mean (black dashed lines) are shown for each natural protein variant

distribution. Our synthesized variants span a range of pseudolikelihood values (by design) with

significant overlap with he naturallyoccurring sequences. A small fraction of high

pseudolikelihood valued synthetic variants are not shown in the plot to improve visualization.
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Figure S9. A highthroughput selection strategy to test functional IF1 and optimize internal
RBS sequencesA) A wild-type IF1 (encoded binfA) is placed in inducible plasmids pH9 or
pBAD. Growth of aDinfA strain can be significantly improved by induction with either arabinose
(ara) or anhydrotetracycline (aTc) to express the -tyied infA. (B) Verifying internal RBS
sequences for effective expression ofec@wodednfA. Embedded wildypeinfA was constructed
with different upstream RBS (still withitysJgene) in the pH2ysJinfAT plasmid. RBS variants
are named by their relativia silico predicted strength of translation initiation. The RBS200
sequence showed the best translation of embedé&dnd was used subsequently in the pH9
cysJdinfA variant library. Each variant is tested for the ability to rescue growth DirdA strain.

Growth curves are the mean of 3 independent biological replicates.
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Figure S10. Selection of functional CysJ and IF1 variant®llele frequencies of positive control

clones, Cysd and IF1+, were measured before (Oh) and aftdrot8 selection (48h). At Oh, the
relative abundance of CysJ+ and IF1+ are the same. After selection, each population was enriched
in their corresponding condition but selected against in the other condlitibselection relies on

growth on MOPS plate with cysteine and without arabinose supplement (no IF1 induction) while

CysJ selection relies on growth on MOPS plate without cysteine and with arabinose (to induce

IF1).
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Figure S11. Sequence ideities of natural and synthetic CysJ and IF1 proteinsHistograms

of sequence identities from naturally occurring CysJ (left, cyan) and IF1 (right, orange) proteins

are shown. These protein sequences were taken from the multiple sequence alignmentirsed to t

the MRFs, which parameterized the sequence design afygdnfA array library. Sequence

identity in the case of CysJ is shown only for the region that was recoded. Red dashed lines in both

histograms indicate regions of sequence identity exhilbiedariants that were found to be

functional (Ct1 to CI6)
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Figure S12.ilvA-toxin constructs display varying activity level ofilvA and toxins individually.

(A) Growth curves in M9 minimal media offférentilvA-toxin®°P constructs in ®ilvA strain are
displayed. DifferentlvA recodings show varying degrees of IIVA functi@B) Growth curves in
rich media of dferentilvA-toxin constructs in a wildtype strain are displayed. Different encoded
toxins show varying degrees of growth intidm. Data shown are the means of 3 independent

biological replicate experiments.
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Chapter 2

The Variational Homolog Encoder and its Application to Protein Sequences

TomaszBlazejewski, Harris H. Wang

The work in this chapter is adapted from a workshop contribution presahtée Joint ICML
and IJCAI 2018 Workshop on Computational Biologye addrecent related resultsr a new
Supplementary Materials section.
Abstract

Congruction of deep representations of protein sequences remains a key aim for
computational biology researchers. In this paper we extend recent developments in variational
autoencoders (VAESs) and autoregressive models in order to build a generative f&blg va
model of protein sequences. Unlike recent work which has used VAEs and Markov Random
Fields on individual protein families with thousands of homologs, we seek to construct a latent
variable model of millions of proteins with few homologs. Traditionechanisms for learning
such models struggle to learn useful latent representations of the protein sequences. We therefore
utilize a recently proposed method better suited to challenging datasets and demonstrate

improved performance.
Introduction

Proteinsequences represent a key unit of biological fun@mhhave been a subject of
fundamental interest throughadhe history of computational biology. A key challeng¢hte
study of protein sequences is their almost unlimited diversity reflecting a tanogel of

biochemical functionsThis sequence diversity has grown only more apparent ientieeging
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era of metagenomic sequencing: the nufflber of
currently approaches 50 billion, and a recent clustering of proteins in this dataset found that most
clustershave only at most-8 proteins with at least 50% sequerdentity, with the majority of

these sequences residingsingleton clusterf2]. Key advances in computational modeling of

protein sequences have generally benefited from analysis of fadiitikssely related proteins,

with clusters generally definday pairwise sequence simitgr. Early advances using this

approach include the application of Hidden Markov Mof&lswhich leverage firsbrder

conservation information present in multiple sequence alignnrentsler to sensitively align

and annotate protein familiggore recently, it has become clear tloatg-range interactions

captured by Markov Random Fielgd and VAESI[5, 6] can predict the effects of mutations

across proteifamilies and may ultimately be applied to the synthesigg€l protein variants.

A key feature driving progress in this realm is theigbib construct large multiple sequence
alignments due tadvances in nexgeneration sequencing. Typical mottaining procedures in
previous work require thousandstens of thousands of homologous sequences to be aligned

[7]. While this leads to highuality generative models, it renders the models difficult to ajply
contexts where genes of interest are diverse and havsofealogs. In this paper we design and

train a model of protein sequences whose latent representation can be rdse@dn sigle

protein sequences. We hope that suofodel may find applications in biological contexts

seekingto understand associations among diverse proteinsttes éase in microbial genome

analysis and metagenongequencing experiments
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Methods
Motivation s and Approach

We are interested in developing deep representations of protein sequence applicable to
large-scale analyses of proteiaghibiting high sequence diversity, as is typical in analgées
microbial genomes and metagenomes. We believe repriésestthat can be inferred from
single proteins anthat capture the full length of the sequence would be osastil. Generative
latent variable models represent a natavanue by which to create such representations, and
previous work on image arnext modalities have demonstrata intriguing capability to infer
defining features of inputtedhta, including content information in text and hair colamages
[8, 9].

Important recent advances in deep generative modeling inGlederative Advesarial
Networks (GANs)10], autoregressive networktl], and VAES12, 13] While GANs have
demonstrated ipressive performance in continuous domains sigcimages, they remain much
more difficult to train on discreteequencefl4]. The exact probabilistinterpretation of GAN
models also remains unclear, challenging teeauationin domains that are less interpretable
by humans, as problems in sample diversity and data memorization may be diffiadéttain
in nonvisual contextsOn the other han@utoregressive models have demonstrated excellent
performance on discrete sequeniddd, but lack a global representation of the input that may be
useful for purposes other than sequence generation. ¥éd¢fa most applicable the described
domain of interests they are applicable to discrete inputs and are typaedliigned to learn a
factorized continuous representatiorttedir inputs. As VAEs sometimes struggle to capture
fisharp representations of their inputs, variai@ autoencoders cdre augmented with

conditional autoregressigenerativanodels[15, 16]
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Variational Autoencoders

Variational autoencoders aim to learn a latent variable mipd#to of datac, where
® whofB & andzZareprobabilistic latent variables. As direct computation ofekact
posterior of such a model is typically intractable, el considera simple variational
distributionr) asw of the latent variables and seeks to find parameters ofbtieional
distribution that are close to (but may not incluthe) true posterior of the modé&lormally, the
model considers an encoder with paramsgieand a decoder with parameterahich jointly
seek tooptimize the Evidence LowdOund (ELBO) 0 %6— of the data likelihood) o :

1in@ 0%— O n & f a O gg I INCosk

whereO represents the Kullbadkeibler divergence. Ithe most typical case, this is achieved
by a neural networlvith inference/encoding layers optimized to output the variational
parameters of latent variablé@sgiven a datapoind andgenerative/decoding layers that seek to
reconstructo given a sample from these latent variableghe case of continuous latent
variables (we use Gaussitatent variables with independent standard Normal prioris, as
typical), lowvariance gradiestcan be obtained througe stochastic sampling step using the
freparameterizatiotricko, and the entire model can be trained-emdnd ugng backpropagation

[12]. A basic visualization of the VAE approach is giverFig. 1
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“Encoder” neural network.  “Reparameterization” “Decoder” neural network.
Parameters ¢. Maps x to (U, o) Z=U+0¢ Parameters 6. Uses sampled z
of latent Gaussian variable,z.  Cost: D, (,0[|N(0,7))  to make reconstruction of x. ~ Cost: p(x|z)

Figure 1: Depiction of a variational autoencoder Data (square with X) is processed by an

Afencoder o neur al net wor k t o IHandQBased entheset vari at
parameters and using the firepar azinnwmmpedandaseditoon tr i c
reconstruct the input. Thecostp(x|z)r ef | ect s model 6s ability to recon

sampled latent variable. The sum of both cost terms is the ELBO term classically optimized by
other means of stochastic variational inference.

Autoregressive Models

We experimentg with purely autoregressive models in order to evaluate the ifigsih
modeling protein sequencas well as to augment the VAE model with a more powerful
decoder. This design choice is motivated by the observation that VAEs trained on image datasets
struggle to modetharp boundaries and precise positionjittg 16] In the context of a discrete
alphabet and loss terms that cahaccount for insertions amlletions, this issue seems
sufficiently problematic that werere not able to train highberformance VAEs with only
convolutional and deconvolutional layev8e experimented with architectures based on
prominentgenerative moels for onedimensional generative modeling, including Wavdmét
andSampleRNN17]. We note that the fundamental concept of an autoregressive model is to
modeld @ as the product of conditional probabilitieser dimensionf p8 O

0 & ho Fesdo 0w OV 880w BHW
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In our case, we may further condition this autoregresaivgel on a latent variabte
encoded by the variationalitoencoder. Such a model nt@/understood asming to provide a
globalfitrajectoryo for the autoregressive model to follow. An imfaott issue identified in
previous worl{16] andin our ownexperiments is that powerful autoregressive models may
choose to ignore stochastic latent variables, inaisad their modeling capacity to focus
entirely on previous inputs. Such behavior is generally diagri8$ég observing low KE
divergences in trainethodels: this suggests a posterior distribution that has collapsed to its prior

distribution and is unable t@present itsnputin a waythat would be useful for the decade

Neural Statistician and Variational Homoencoders

We find that traditional approaches to training variati@amnabencoders on protein
datasets universally result in lavgage of the latent variable layer. Recent analysis of variational
autoencoders suggest they may struggle to naatakets with sparse characteristics such as
sentences containing rare wofd8]. We consideredhether models better suited to modeling
sparse and mulinodal datasets may result in more informative posteriassiimmodeling case

We consider models derived from concepts describgbin20], and call our derived
model a fAVariational Homol og Encoder o to note
model proposed for image datasétssuchmodels, we considerf&lusten latent variableg, for
eachclusterC, of datapoints This latent variable imferredby a variationahutoencoder whose
input is one or more examples of datay 0, belonging to the same cluster as target outputs
o hoo FB3 N 6. The task of a variational homoencoder is to distinguish ifgattires that
members of a cluster are likely to share. Stheederived latent variables are shared across
multiple datapoints, their KL penalty is amortized as they can impghevikelihood of several

observations at once. This allow® variational bmoencoder to maintain higheost latent
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layers and potentially more useful representatidfes believe variational homoencoders are
well-suited tothe intendegburposeof modeling diverse sets of protein sequenBesteins can

be naturally considered terms ofclusters, and indeed most analyses of large protein datasets
require clustering, even if only falereplicaté the sequenced-urther, analyses of proteins in

the context of largscalegenomic analyses often explicitly consider proteins as beigrto
differentfcluster®. The modeling advantaggined with the proposed approach is that
relationships between clusters now exist on a continuous manifold, amedet can be trained
such that positions along this manifalce inferred from a singlprotein sequence as opposed to

amultiple sequence alignmem.basic visualization of the VAE approach is giverrig. 2.
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Figure 2: Depiction of the variational homolog encoderA single representative sequence
from each cluster (left) is input to an encoder model to infer latent variational parameterd;,and Q.
A sample from the latent variable» H Q" obtained by the reparameterization trickis then used
to reconstruct multiple related sequencesvith a decoder that also has access to local autoregressive
context (right). Th e A c o st dernpaksodiatecwitlkthe latent variablezis now amortized as
it is used to reproduce several related observations.
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Data Collection

Over the course of developing these models, we experimented with several protein
datasets from genomic antktagenomic sources. In this article we focus on the most
comprehensive dataset collected. Inspired by the wdi{ and Linclus{2] we compiled a set
of 722 metagenomid at aset s avail abl e fr om][l}. RoeeachGIl 0 s
dataset, we ran the gepeedictionsoftwareprodigal[21] on assembled scaffolds. We sought to
avoid lowquality proteinpredictions by accepting only those proteins wibhf values greater
than or equal to 99.0 and discarding scaffsligrter than 600 bp. Through use of ik flag
we alsosought to exclude gene fragments, though fragmentary proteins appsaato in the
dataset (we hope to alleviatas issue in the future).We collected 1.04 billion protein sequences
across thesdatasets. For this set of experimentsfiltered proteingy length so that they were
between 19243 amino acids length. Thee protein sequences were then cluster@0%
identity using the todinclust Representatives afusters at 90% identity were then clustered
again to 75%dentity. In order to maximize clustering senstiyy we useekmerperseq 60.

In order to selet sequences most likely to represent praeins from this metagenomic
data, we required that eacluster used in downstream processes have at leash&ubers. We
randomly split the dataset into 1.28 millibmining clusters and split the remainidg million
clusterdfor validation/test sets. Proteins and homologs are inpagiezhole sequences, meaning
that the model must leata accommodate any insertions/deletions that might exist between

homologs when making its reconstructions.

Additional M odel Details
All models are trained with the Adam optimiZz2®] with startinglearning rate of 0.001.

We stabilizdearning by clipping gradients by value betwe@® and 0.5and decreasing the
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learning rate exponentially by a factor®® every 5000 iterations. In general, we embed amino
acidsinto 64 dimensions and further engbgositional informatioras 4 learnable channels per
position (243 positions in althat are linearly projected by a 1x1 convolution to match the
number of embedding channeldodels are implemented in Tensorflow and designedramn
single GTX 1080 Ti GPUs. They are composed®20 million parameters, and batch
normalization23] is used in the encoder. A repositdoy the project can be found at
https://github.com/wanglabcumc/VariationalHomologEncoder.
Results
Purely autoregressive models

Though not a main focus of the paper, as purely autoregressive models lack the key
motivating factor of a global representation of the sequence of interest, autoregressive models
provide a baseline by which to consider the performaneelbsfequent models that combine
latent representations aadtoregressive decodeWe consider both a SampleRNN modet a
Wavenet model and findhe Wavenet model performs slightly better. For this magelise 12
sets of dilation layers with filter lengt2, with400 residual, dilation, and skip channels and
layers withdilation size [1, 2, 4, 8, 16, 32, 1, 2, 4, 8, 16, 32].This provides the model with 64
amino acids of context. Weain with gated linear activatioi24], teacher forcing and cross
entropy loss, witla batch size d82. Proteins are composed of an alphabet of 20 amino acids
plusa stop codon: a uniform guess strategy would resultaesaof 3.04 nats/aa and a ron
recurrent baseline achievetoas of approximately 2.80 nats/aa based on the backdjroun

composition of amino acids
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We find that such a model achieves a loss of 2.45 nats/aa on the training set and 2.48
nats/aa on the test set after 120,000 iterations (12 hours training time) with relatively little

improvement after the first 60,000 iterats.

Variational autoencoder

We attempted to train a variational autoencoder onldt@set. We use 400 dimensions in
the latent layer, andgain experiment with both SampleRNN and Conditidialenetdecoders,
obtaining similar results. In the casecohditional wavenet decoders, we use SubPixel
deconvolution layerf25] to spatially align the encoding26]. As isfairly standard with VAES,
we train the model with Kiannealind8], using the first 50,000 iterations to linearly increase
the strength of the KL penalfyom 0.01 to 1.0. We note that we have experimentedmaéity
ranges of KLannealing rates and have not fourtaeterperforming scheduléVe find that at
the end of training (15 hours), the KL divergence per training sequence has decreased to less
than4 nats and find that most of the latent units appear to ¢@llegpsed to their prior. Such a
representation is unlikely tme useful for future applications, and does not seem to meaningfully
i mpact the Oreconst r u(ceflectinga slightydessoowsrfulidechderr i s e s

which initially depended on VAE features which were then rempved

Neural Statistician / Variational Homoencoder

We adopt the same basic architecture as the one udezl\fariational Autoencoder,
except that we only corger aSampleRNN decoder, as we felt the fixed deconvolutidhef
Conditional Wavenet model would likely be suboptinvllen representing sequences that may
have insertions andeletions. We train the model on a similar-ghnealingschedule as the
VAE. Our model is trained with batches of clusters. The encaab®ives a single representative

of each cluster and is traingareconstruct three homologs from the cluster. The representative
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is selected randomly from members of the clustah time and is ner thefitarged of the
decoder. Thigmplies that we require clusters of size at least 4. Weiatdade additional
homologs for clusters of size greater tdams this should help regularize the mo@air
SampleRNN architecture uses multiplicativeegration[27] and LSTM units of size 40[28].
The model operates on framessife [81, 27, 9, 3] and contains a Wavelilet bottom layer
with 4 aa of conditioning information supplementingfiisp-downo information

We find that the KL divergence at the end of trainingl{@Qrs) is approximately 150
nats. Meanwhiléreconstructionloss is approximately 2.31 nats/dim. This givesrtiwalel a
lower bound of 2.52 nats/dim (2.51 for the t&st). This is lbse to lowetbound achieved by a
purely autoregressive model but has the advantage of a latentdayering a global

representation that includasindreds ofiactived units.

Learned Representations of th&/ariational Homoencoder
We explored the represgations obtained from the variational homolog encoder by
analyzing its outputs on a genomic and pregggecific level. On a genomic level, we used the
model to encode a latent representation of all applicable protein sequences.indligenome
and sed tSNE[29] to visualize the results inR (Fig. 3). Preliminary exploration of the
projected data points demonstrate that in many cases proteins proximal to each other in the latent
space are also related according toiti@aal metrics of sequence similarity. These relationships
are not trivialas adjacent sequences were found to have as little as ~20% identity to one another

while performing related biochemical functions.
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Figure 3: t-SNE visualization of latentspace. We display a-SNE visualization of the latent
space with several magnified clusterselated sequences are placed in similar locations in latent
space. The clustering is not trivial: the arginine transporter is between 224% identical and 36

41% dmilar to adjacent homoserine, threonine and leucine efflux proteins.

Discussion

We consider this work a preliminary step toward representation learning of protein
sequences. Importantly, we hope to explore the representapabilities of the learnedadel
and explore its utility fotasks including function or structure prediction. We rib& one
limitation of the currently described model is tpabtein lengths are fixed to a given maximum:
this is unlikely to represent a major impediment to futige as theonvolutional and recurrent
building blocks of the mode&lan be easily applied to longer proteiiigs also important to
model clusters with decreased sequence identity, as proteins that are 75% identical are
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biologically quite closely relate and it would be potentialiyjore interesting to model the
evol uti onar yinsértonssdélasions ancbnmutationsahft occur over longer
evolutionarytime frames and that would be present in proteins clustréd% or lower
sequence identityWe consider that the Variational Homolog Encoder wiégr fitraining
wheel® for the difficult task ofuilding truly singleshot probabilistic models of individual
proteinswhich we believe to be a task of general interest. Fyiaretitioners can tésheir
model s6 ability to handle the sparsity of
percent identity of cluster members, and may ultimatelyrease the number fiirged

homologs from three to twand ultimately just one (recovering tharslard VAE training
regimen). Such slow progression is a large improvemegtt the experience of training VAESs
that require tens dhousands of annealing steps only to observe collgmssdriorsWe finally
note that variational autoencoders effeciiygdrform norlinear factor analysis and that more
complexand structured probabilistic models may reprefeiitful future avenues for sequence
representation. This is an amfastudy that remains broadly uneexplored in the case dfleew
generativdearning. Here again we believe that gieposed homoencoder strategy may provide
a starting poinfor exploration of models of protein sequence includiiegarchical or

compositional components
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Supplementary Material
The variational homolog encoder captures protein similarity in a Euclidean space

While exploring the learned representations of protein sequences we observed that the
Euclidean distance between related proteins in the latent Gaussian space tended to correlate well
with traditional metrics of sequence similarity such as sequence yd&itiAST bit scores or
NeedlemanANunsch alignment scores. We hypothesize that this property is related to the
sampling noise frorstochastic variables inducing a smooth continuepsesentatioas well as
correspondence between squared distance ternahirEoiclidean distance calculation and
Gaussian probability density terms.

We sought to extend our original model to a wider diversity of sequences and strengthen
observed correlation through changes to the architecture and optimization of the variational
homolog encoder while maintaining its key features. These changes include training
autoregressive decoders with both forward and reverse contexts to avoid representations biased
toward Nterminal or Gterminal representations, assigning unit varianceatémt posteriors to
ensure feature scales remain constant across dimensions, and use of convolutional architectures
to operate on long protein sequences.

To evaluate the variational homol og encode
within a Euclidea space we compare alignment scores between homologs identified by a large
all-by-all pairwise search across diverse proteins and the Euclidean distance between
representations of these proteins obtained from the variational homolog encoder. We also
compae this correlation with comparable embeddings obtained using recently proposed protein
embedding models that utilize sslfipervision to embed protein sequeriée®]. We find that

the correlation between Euclidean distance in the latent space and sequence similarity (scaled by
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protein query length) is relatively strong (PearsdrR.61). We further find that the VHE
infers representationggificantly more quickly than competing mod¢t800 proteins/s
compared to ~50 proteins/s for Transformer model and ~120 proteins/s for UniRep wioldel)

outperforming their ability to capture protein similarities within a Euclidean space.

Variational Homolog Encoder Unirep Model TAPE Transformer Model

R?=0.6093 g R?=0.1678 ! R?=0.3343

Normalized overlap alignment score

0 5 10 15 0 500 1000 © 1500 2000 0 5 10 15 20

Latent L2 distance Latent L2 distance Latent L2 distance

Figure S1: Correlation of Euclidean distance in protein representations for variational
homolog encoder (left) and alternative models for protein embedding. Pearson correlation
coefficients are shown in togright, and red dashed line corresponds to line of best fit.

Homolog search as neaneighbor search

We explored the potential to use Euclidean protein embeddings to approximate the results
of sequence searches in large sequence databases. This type of analysis is extremely common in
computational biology pipelineshere the speed of its computation can frequently represent a
bottleneck. We consider the performance on this task of a traditional program for these
comparisons, BLAST, as well as approximate variants of thertonkeqandublast
To find nearest neiglturs in Euclidean space we use the recently introducedsmpene
packagefaiss Thefaisspackage offers several potential approximations of neaegghbour
search: we choose to only use methods exactly computing Euclidean distances without
approximaion. This implies that favorable computational results could be further enhanced by

allowing some approximations in the data structure index.
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We consider a search of 10,000 query proteins against a database of ~8 million protein
sequences drawn from noedundant whole genome assemblies of bagtedmparing the cost
of traditional sequence search methods vs nearest neighbor searches in vector space (we use the
same variational homolog encoder as was used in Fig S1, with 100 latent dimeNg&gas})
the maximum number aérgetsequences to 500sing the sambardware for all evaluations,
we find thatnearesineighbour search epproximately 500 times faster than BLAST/Qx times
faster tharublastand 5x faster thammseqgsDespite the iorease in speed, the neanesighbor
search is able to find 88% of homologous pairs identified by BLAST with at least 80% query
cover and 60% identity, achieving comparable sensitivimrntseqsThis motivates frther
investigations into the potential Biiclidean protein embeddings as a mechanism to do
approximate largscale sequence homology searches in future applications, especially given the

potentialfor GPU acceleration anase ofexisting approximate neareseighbor algorithms.

Protein family enrichment through hash-based estimators
We finally consider the potential to complement the Euclidean distance representation
with locality-sensitive hasfLSH) algorithms given their attractive scaling features and
suitability to L2 distancef3]. In particular we sought to investigate an alternative to the
approach undertaken in several recent approaches teskzaipegenome searches where protein
clusters are used as an intermediary representation by which to assdsaestirin protein
family abundance in various contexts. In a re
investigate protein families likely to occur near CRISE&S loci[4]. A similar approach was
used to annotate defense islafii$], and prophage componenfsbacterial genomes are

traditionally discovered using related approadfies].
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We considered whether it might be possible to circumvent the need to build explicit
protein clusters bysing kernel density estimation in the continuous latent space toeaptu
enrichment of protein families in different conditions. These density estimates were constructed
using a hastvased approach recently introduced in the context ofdiiiglensional kernel
density estimatiof®] and diversity sampling in metagenomic DNIX]. Unfortunately, we
found that approximate density estimates were inextricably confoundsitfdrgnces in the
density of the model 6s st arydselfraflectNidfaremaedin pr i or

protein family abundance in the model 6s train

RACE KDE estimates vs standard Normal log—pdf RACE KDE estimates vs protein homolog count

-200

Log-pdf of z (standard Normal)

100

-250

Number of protein homologs in dataset (90% id)

-4 -39 -37 -35 -33 =31 —ad 38 a7 _35
Log-RACE estimate Log-RACE estimate

Figure S2 Correlation of RACE kernel density estimates with logpdf of zaccording to the
standard Normal prior (left) and with the number of homologs in the dataset (right). Density
estimates in RACE seem to mostly reflect the density of the VAE prior at any given position.

Despite challenges with the current implementaties pelievethere is future potential
for development of applications marrying Euclidean distance algorithms, fashhsesth

approximate data structures, dad-dimensionaproteinrepresentations.
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Chapter 3: Deep Phylogenetic Footprinting with a DNA Variational

Homolog Encoder

The content of this chapter describes work in progress
Abstract

The activiy of genes and proteins encoded in bacterial genomes is regulated by a
complex web of regulatory signals, feedback loops, and molecular interactionsotling
DNA segments between genes, or intergenic sequences, represent a key data modality by which
to improve models of the activity of bacterial genomes. Unfortunately, analysis of these regions
is complicated by the wide diversity of bacterial organisms, with each bacterial species
responding to nucleotide sequences according to its own distinct regltafic shaped by eons
of evolution.Toward the aim of better understanding regulatory regions across diverse bacteria,
we introduce a hierarchicaariational model utilizing deep generative models designed to
distinguish cladespecificand genespecificfeaturesof regulatory regiong an unsupervised
mannerWith an eye towarduture applicationsywe explore the use of thisodelin supervised
regression tasksyith the expectation thainsupervised representatsonayallow simple
supervised models tee trained otimited experimental data.
Introduction

To a first approximation, bacterial genomes are composgedn&sable to perform
diverse biochemical functions and rooding sequences that regulate the activity of theses
In the era of nexgjeneration sequencing, our understanding of the vast univeysa®f
sequencesspecially protekencoding sequencdsas been enriched/bhe large diversity of

sequences collected from a variety of environmentdanterial specield]. Shared sequence
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features between proteisgidiedin laboratories as well aequences found in genomic and
metagenomic datasets have allowed researchers to imggawevoprotein structure prediction
[2] and mine for novel phenotypes of known gesraifies[3]. On the other hand, less progress
has been made in the development of our understanding of reg@latirsncessing this data
especially in normodel bacterial organismg/hereas protein sequences maintain sequence
features acrogsundreds of million®f years of evolution, allowing homology itadicate
functionindependent of host specidéise activity ofindividual regulatory sequencesprimarily
shaped by theegulatory logic of itdost, renderingomparisons between genomamgicantly
more challenging.

An importantinsightdevelopednitially in analyses of primate sequen¢égbefore
being applied extensively to microbial genongethat statistical analysis cégulatory regions
can bemade more powerful by collecting several related genomes in a pkoess as
fiphylogenetic footprinting[5]. A key concept in this process is that weakly conserved patterns
in regulatory segences can be clarified through observationafsistentonservation in related
organismg6]. Though these models have been successfully applied to individuaktudikd
clades of bacterigr], they are difficultto scaleto thetens of thouands ofbacterial genomes
currentlyavailable. Genomic diversity also poses a challenge to the typically inexpressive
machinery of thesmodels, which argenerallycomposed opositionweight matrices with
fixed gap lengthsRecently, important advancesgenerative modeling of audio, images and
text have been achievéladrough a combination of variational and autoregressive models
parameterized by deep neunatworks[8-11]. When trained ofibig dat othese models are in
some cases able to tlisobservations into interpretable latent factors, and can plausibly sample

novel variants of handwrittedligits, audio signals, or images. Applications to biological

95



sequences have been slower to emdrgerecenivork has extended their usemodelsof
protein sequencd&2, 13.

To study bacterial regulatory sequencesgdevelopa modelwhere distinct levels of
latent variables argefined according to a known phylogeny of bacterial species, and sequences
predicted to have sharegolutionary history are grouped togethera mannemspiredby the
approach taken iphylogenetidootprinting.T h e  m ondllénodalsprior is designed to
capture distinct features for specific familiesatteria as well as specific families of regulatory
signals As these representationgtare distincigenerative factors of the observed data, they
may be useful for applications of supervisegining on existing datasetdhose size may be
relatively small due to the difficulty of experimental analysis of mostmodel bacteriaAs the
model permits sampling novel regulatory sequences directlyurtieer propose that in the
future, novel regulatory sequences might be sampled and synthesitettiallyleading to a

regime of iterative refinement of generative factors informed by expetahdta.

Methods
Model Overview

We propose to use variational inference (VI) and deep neural networks to build a
probabilistic model of bacterial regulatory s
based ombserved genomic sequences, andhibdel is constructed such that some features of a
givensequence are expected to be derived from phylogenetic sources of variation, while others
are expectetb reflect intrinsic qualities of various regulatory sequences.

Probabilistically, this is achied through the use of a variational astacoder modeling

two setof latent variables: one set of latent variables is trained to match a standard Gaussian
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prior (for sequencespecific factors), while the other subset is trained to maGaussian

mixture model(GMM) prior designed to capture tax@pecific family features and abundances
To capture phylogenetic features, both the mixture proportions and means of the GMM are
modeled according to the structure of the known phylogenetic tree of bacterxplaiem each

model component in turn in the sections to follow.

Encoder/Decoder: Variational Autoencoder

The standard variational autoencoder (VAE) framework aims to learn a latent variable
modelf) G 1) IO N & of datady, where® @ ho FB8%  with () the number of data
points,andZ are probabilistic latent variablésilowing prior distributionr) @& . Direct
computatiorof the exact posterior of the modglagld is typically intractable, and the model
must instead considarsimpler vaational distributio) ¢ of the latent variables and
optimize a lowetbound of thelatalikelihood.

Formally, the model considers an encoder with param#tarsl a decoder with
parameters—which jointly optimize an Evidence Loweé8Ound (ELBO)) %&— of the data

likelihood:

1TAGy O%i— O A G & O gl INCm
whereO represents the Kullbadkeibler divergenceln the traditional variationsdhutoencoder
setup, the parametersand%dparameterize neuraketworks,and the entire model can be trained
endto-end using stochastic gradiasheéscent with lowariancegradient estimates provided by
the freparameterization trici(in the case of continuous latent variables).
Variational Homo-Encoders
Variational aitoencoders achieve admirable results in certain contexts but can exhibit

poor resultsvhen trained on datasets exhibiting sparsity or multimoddlity 14] Recent work

97



has demonstratealdifferent apprach[12] to training latent variable models with high capacity
inference and generativeodels, resulting in realistic samples and informative latent
representationg.heconcept i40 amortize the cost of latent variables (defined by the KL term in
the ELBQ by sharingdentical draws of the latent varialileacross multiple data points. In
order to accomplish thigithin the Variational Homa@ncoding framework, the datagétN data
points® @ oo FB& o must first be grouped into clustets, hbfE hO 0 such
that variablest specific to some clustércan be inferred from a subset of data sampled from
oM .

In the current case, the clusters arerdafiby shared evolutionary context. Specifically,
givengenomes from large numbers of related bacterial spesiekitionarily related proteins
are detectethrough conserved homologBI(AST similarity) and synteny (conserved gene
order).Intergenic sequences observed between related proteins are considered to belong to single
clustersand the generative model reconstructs several observed regulatory sequences through

use of sequeneand taxorspecific latent variables inferred from a dangluster exemplaiVe

illustrate the basic premise of the variational homolog encodéagiriA.

Variational autoencoder prior: Gaussian Mixture Model

Typical variational autoencoder models use a unimodal standard normal prior to capture
the structure oobserved data points. Such models work well on observations expected to
contain single classes of observations. We reason that intergenic sequences may be composed of
multiple families of regulatory sequences and seek to model distinct sequence thiailragght
present themselves in ribosomal binding sites, as well as diverse families of promoters,

terminators, and other regulatory sequence features. We therefore propose to use a Gaussian
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Mixture Model prior for the variational autoencoder and alloshdatergenic region to contain
multiple observations drawn from components of the GMM.

For computational convenience it is simpler to optimize only the means of the Gaussian
components while assuming cluster variances are spherical. Each sequencepudsseg,

therefore results iff inferred latent variables where eath "O0 0‘ fp Ay p8 U R
p 8 "O. We setF=8 andK=32 in our experiments.

Phylogenetic inference of mixture proportions: Treeinformed LDA (tiLDA)

The global analysis of bacteri@gulatory regions is motivated by a core level of
conservation in regulatory | ogi c-70proteigfors al |
example, is universally conserved across all bacterial phyla, and its ancient origin is sufficiently
profoundthat it shares sequence homology to the major transcription factors of archaeal (TFB)
and eukaryotic (TFIIB) lineages. On the other hand, usage of regulatory signals are known to
vary across bacteria. As an example, usage of extracytoplasmic functionsig@g)factors
varies significantly across the bacterial phylogeny and are considered pépéuaific: while
ECFs are rarely found @yanobacteriaand occur a handful of times-1®) within the genomes
of ProteobacterisandFirmicuteslike Escherichia cb (2) andBacillus subtilis(7), members of
the ActinobacteriaandBacteroidetephyla generally encode dozens of ECHS.

Though the precise phylogenetic distribution of regulatory signal usage is unknown, we
assume that it has some correspondence to the bacteriadphgtic tree. We therefore seek to
model the mixture proportions of regulatory signals in each genus according to a probabilistic
hierarchical model known as Trégformed Latent Dirichlet Allocation (tiLDA)16, 17]

Through the tiLDA model we define a probabilistic structure through which component
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proportions, defined by a Categorical distribution over clusters in a GMM aeanrding to the

known structure of bacterial phylogeny.

Phylogenetic inference of taxorspecific features: GMM with random effects

Many prokaryotic regulatory features are conseraenbss broadangesof bacteria but
over the course of hundreds of nahisof years of natural selection, regulatory features can be
expected to change gradually across bactepieties. These sequence changes are expected to
affect all regulatory sequences within a genome theid differences are expected to correspond
to the evolutionary history of the considered organisMe.therefore consider a model similar to
the one proposed |48, 19]. Briefly, in contrast to atandardsMM model,which assumes that
all data originates from one Bfclusterswe now allow each of the globalghared clusters to
be transformed in a growmd clusteispecific mannesuch that their mean is shift¢o better
match the features of sequences observed within single genera. This mean shift is in turn
stochastic and drawn from a Gaussian distribution centered at each global cluster mean.

We illustrate asimplified view of thecomponents of the VAE prion Fig. 1B/1C.

Neural parameterizations

For the encoder and decoder, we stemdard Transformer mod¢#9] with 3 sets of
attention and feetbrward layers ach Final variational parameters are inferred through an
attentive summary of lower activations followed by a linear layer.

On top of the latentariabled expected to follow the transform&MM prior described
above, we additionally encodesacond latent variable , with a standard normdrior that
we expect to carndiosyncraticsequencepecificinformation that is not explicitly related to the
s e q u espexiesfsoriginThe condiional decoder receives both an autoregressive signal

from the preceding characte; to predict each charactey; as well as global conditioning
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variablesy, @  sampled according to theferred variational parameters from the vadatil
homdog encockr.

We further provide up to 30 bp of nucleotides of downstream coding sequences as
additional context to the Transformer decoder. This optional training feature allows the model to
learn interactions between regulatory sequences andsti@am coding sequences but requires
that downstream coding sequences be known and provided at generation time (a reasonable

assumption for most synthetic biology use cases).

Large-scale collection of syntenic intergenic sequences

The model, as designed, depends on the collection of evolutionarily related sequences
from a large variety of bacterial genomes. We used the IGG dataset ofgemoiee assemblies
of bacterial genomef21], using the subset of genomes that were denoted as)héadity.

We use a grapbased approach to extract syntenic blocks of sequences of at least three
genes, with each set génes found in at least three distinct genomes (Supplementary Methods).
After filtering out tRNA, rRNA and ncRNA regionsur dataset is composed of approximately
12.6 millionsequences belonging 195 millionintergenic region clusters with at least 3
orthologous groupdie split thiscollectioninto training andvalidationsets.The dataset covers
1180bacterialgenera represented in the IGGdb dataset.

Optimization

The model 6s probabilistic structure is com
optimization. Parameters of the neural networks in the encoder and decoder can be trained
through stochastic variational inference and the reparameterization trick, as is standard with
other variational autoencodggy. On the other hand, global features belonging to the tiLDA

prior must be updated through Holatch variational inference.
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We fdlow the approach proposed|[@2]: encoder/decoder parameters and probabilistic
priors are updated according to alternating optimization. Starting from raind@tzations,
encoder/decoder parameters are improved according to their standard objective function, then
frozen(i.e. parameter updates are haltédtent data is drawn from the model basethese
frozen parameters amaputs from the training disbution and used to fit the phylogenetic
parameters through fuliatch variational inference which runs until convergence. These steps
are repeated over many epochs.

As is standard in VAEs)euralparameters are updated using Adagi. To avoid
problems with early posterior collapse dugtwmrly initialized parametersve initiaize the
model to follow a flat, nothierarchical GMM pior, andsmoothly adjust the model fid the
phylogeneticallyinformedtiLDA prior after the model has adjusted its parameters to model

basic features of the dateor more details, see Supplementisigthods.

Results
Quantitative model results
We train the model and explogeiantitative summaries of its learned structure
Examining the finaKL lossvalues per sequence, we observe that we avoid collapsed posteriors
at every stage of the mod&he KL costs of both the phylogenetically distributed latent variable
a and the auxiliary variable with standard Normal ptior bear similar costs, at roughbg
nats andi8 nats per sequence, respectively. The model is able to faithfully recongbutteah
DNA sequences, with a reconstruction cost of approximabeynats/base pair, indicating

roughly 55% of the probability mass is allotted to the correct base pair on average.
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As judged by the costs of the global pradiocating different clustgorobabilitiesas well
as the costs of thghylogenetidGaussian transformations, all levels of the phyloges#ticture
remain activeThe ELBO contribution of the global prior works out to be approxima@e8
nats/sequence in the dataset, amortizifegrly large cost of a global structure over many
observationsOn the other hand, the KL costs of transformations vary ataresomic ranks
with an average KL cost of approximately 189 nats at the phylum lex&h&3at the class
level, 75 nats at the order level, Rats at the family level, an@@®ats at the genus level. There
is some variation between taxonomic ranks with varying levels of underlying sequences to
model, reflecting different KL cost allocationaccd i ng t o t he model 6s abil

cost across many observations.

Exploration of learned model structure

We explore some aspects of the learned model structure in order to assess that the latent
structure of the model matches our expectatiormsual aspects of the exploration are provided
in Fig. 2. First, we examine the transformation parameters for each genus: extracting the 32
dimensional mean shifts for each of the 32 Gaussian clusters in each genus,-@NEde t
visualize the 1024limensonal vector in 2D space Fig. 2A). We observe that the genus
specific parameters sort naturally into phyHewel clusters, with Actinobacteria (tofght)
clustering most distinctly from the rest of the phyla, and further observing that most phyla
addiionally demonstrate multimodal clusters corresponding to further taxonomic divisions.

We also explore the multimodal aspect of the encoder representationgh the model
requires multiple related sequences during training, the encoder infers itenégiies based on
single representative sequences. At the end of model training we can therefore use the encoder

network to infer representations for individual intergenic sequences. Using this capability to
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encode 3340 intergenic sequences warere thefirst componentdorresponding to thigrst 32
dimensions of the phylogenedity distributedd variable)by projecting its representation
through tSNE Fig. 2B). We observe that the components appear to disperse into distinct
clusters, matching our exg@tion that the latent variables are multimodal. This corresponds to
further evidence of mukmodality that can be obtained by looking at cluster responsibilities in
the Gaussian Mixture model directly.
We also observe variation in thesariable refleting Dirichlet cluster allocations across
genera. Sampling set of relatively welstudied bacterial genera, we see that a handful of
clusters (4, 11, 13, 27) are commonly used with some variation in the usage of other clusters
across various genera. Angst the visualized genera, we observe particularly focused cluster
usage in the genuorrelia and relative diversity in cluster usage present irStineptomyces
genus.
Finally there is potential to utiedtdeze t he
as an additionally useful feature for downstream applicatiorfSglr2D we visualize some of
these features for a single intergenic sequence sampled frénc¢bkgenome. We observe that
potentially wunsur pr i si nrgctiogprobablitgis magidizetli6&d seque
poly-T area of low sequence complextWe al so see t hat tdolectsmodel 6s
information from positions across the breadgifihe input sequence. A potential area for
investigation uncovered by thisahn ysi s i s that the attention | a\y
expect, changing little from sequence to sequence: this may reflect that the Transformer layers
are themselves routing representations to specific positions in the final layer, mhakapgific

value of explicitattentionvaluesless useful than initially hoped.
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Application to supervised learning tasks

Given that the model appesto train successfully andapture aspects of the structure of
the training data, we sought to explore its potential forasse feature extraction module for
supervised learning tasks related to study of intergenic sequences. A variety of potential data
modalities exist but we clse to focus on gene expression as a potentially useful task we
expected to be weluited for the representation learned by the model.

We began by analyzing data from a lasgale exploration of regulatory sequeni&y.
This study sought to explore the landscape of gene regulation across a collection of organisms by
constructing a library of promoters sourced from a wide variety of bacterial genomes. We take a
simple approach to the probleme use only our latent representation (concatenating datid
& ) as input and use a relatively small(9,000 parameters) 3 layer neural network with
batch normalization to directly predict expression vallés pool data from all three species
andtrain on 75% of the data (maintaining the train/test split across all three species so that test
sequences are never observed during training).

We observed that the trained supervised models are not able to beat previous-states
the-art as defined bj24]. Nonetheless we do observe some correlatidfigr8, suggesting that
that this approach is able to predict some aspects of expression from the unsupervised
representations. Thisisencouraglmgg d mot i vates further explorati
as well as improvements in this supervised task. To get a sense of further potential applications
we examined the possibility of fitting the RS241 dataset, a small library of 241 promoteds pull
from the larger dataset that is measured across a wider variety of spadieslarge collection
of expression values obtained by combining the Johns library with 80 datasets of genomic RNA

seq values obtained by the Wang Lab or available througicpgxgression datasets (GEO).
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In the case of RS241 entrain on half of the sequences (120 promoters) in this dataset
and assess whethee canobtain predictive performance using a similar mobtethe case of
GEO expression datasets, we incorporaergenic features on either side of the targeted
sequence in order to model operon structurg, taking advantage of a slightly larger dataset
amenable to larger neural networks, use a LSTM layer with 100 hidden units to make
predictions. We train on 75% the data and hold out the remaining 25% for testing.

These analyses result inreelationsthatare low or modestjepending on the species
studied.Correlations in RS241 are shown in the right haFigf3. Correlations of a randomly
sampled set of genomes studied in the GEO dataset are shbignd4nThe sum of this analysis
suggestthat the unsupervised model may encode some information relevant to the task of
predicting expression, but further optimion of model design is necessary to achieve better

results.

Conclusion

It is encouraging that an unsupervised generative model of intergenic sequences covering
the vast sequence diversity of currently available bacterial genomes could be trained according to
a welldefined clustered optimization objective. Though predicteégoumance on supervised
learning tasks demonstrated relatively modest levels of success, we believe further iterations on
model structure may help improve downstream performance and further motivate its use in real
world scenariosThere are also many nesupervised tasks to try in order to find fruitful areas
of model application.

In terms of immediate improvements to the proposed madebbserved some issues
with relatively invariant attention features and somewhat uneven usage of the Gaussian Mixture

Model clusters. It is likely these problems could be overcome with additional engineering. An
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additional interesting point of investigation might be to investigate whether the homolog
variational encoding objective can be loosened over time in orderdearthe standard
variational objective, as the model seems to reconstruct sequences quite well in its current
configurationand a standard variational objective would allow the model to be trained on all
available genomic sequences, which may be adveotesg

Prospectivelya highquality generative model of bacterial intergenic sequemzgs
enable novel applications in highroughput synthetic biolodyy allowing practitioners to
expand the currently available pool of regulatory sequences to a largsy \of synthetic
sequences that can be iteratively improved according to defined model expectégomsadel
could also be used in conjunction with recently proposed models of protein sequemu®te
understanding of the connection between lagemnierativdactors influencing interactions
between DNA and protein features in bactegehomeslt may also be useful for existing
genome annotation problems which tend to struggle to annotate many aspects of regulatory DNA
in nonmodel organisms. Theg@mprovementgould have exciting implications for synthetic
bi ol ogi s tmarbpulaedthe regulation af a wide variety of biological systems, including
those involving normodel organisms, and provide an excellent motivation for further
developmenof generative models able to capture relevant structure in contemporargdalge

biological datasets.
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A sample shared latent variable
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Figure 2: Overview of the proposed model A: Syntenic regions across genomes in a single
genus are identified via reciprocal best blast hit searches (indicated by colored circles). Sequences
in related genomes are reconstructed based on a single shared latent variaiblerred by a
Transformer encoder modeland sampled through the reparameteization trick. B: Overview of
prior. The figure shows only two levels of phylogeny and a reduced number of genera and clusters
for clarity. Bar plots represent cluster abundances while Cartesian coordinates indicate cluster
means. Both parameters shift acaaling to bacterial phylogeny (shown by central tree with arrows).
C: a plate diagram of the simplified probabilistic model.
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A tSNE on phylogenetic shifts B tSNE on first component of E. coli intergenic sequences
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Figure 2: Characteristics of trained model A: An unsupervised tSNE representation of the
phylogenetic shifts (\parameter de<ribing deviation from global GMM cluster means). Latent
positions reflect coarse phylurdevel phylogeny, with smaller taxa existing on a continuum between
larger groups. B: tSNE visualization of the first components inferred from encoder activated on
evely intergenic sequence irk. coliMG1655 genome. The learned embedding appears to indicate
distinct clusters as expected. C: A visualization of differences in cluster usage acrdss bacterial
phylogery (value of the Dirichleth parameter for each genus)We select a representative random
subset of represented genomes and observe some variation in cluster weight across genera. D:
Visualization of some features inferred from a single intergenic sequence sampled frdmcoli
MG1655 genome. The sequence is@hin at top. Top grey area plot: probability assigned to correct
residue at each position, peaking near middle in losgomplexity poly-T region. Middle heatmap:
vi sualization of attention in Asummaryo | ayer of
appears to center around region with high probability of correct reconstruction. Bottom blue area
plot: sequence entropy at each position, indicating model uncertainty for next nucleotide at each
position.
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Johns metagenomic mining (25% held-out set) B. subtilis C. glutamicum E. coli
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Figure 3: Correlation plots of prediction accuracy on test data. In all cases, PearsorfR
values are given at togright, and dashed lines indicate lines of best fit. Left: correlation plot of true
log2 expression values ¢axis) and predicted log2 expression values-@gxis) for test vales for
neural network trained on full library of Johns dataset. Right: 6 correlation plots for members of
the RS241 datasets. Species aBacillus subtilis, Corynebacterium glutamicum, Escherichia coli,
Pseudomonas aeruginosa, Salmonella enteriaad Vibrio natriegens This model is trained on a
sample of 120 sequences from the full RS241 dataset, demonstrating potential to train models in the
low-data regime based on unsupervised features.

112



Burkholderia glumae Caulobacter vibrioides Lactobacillus plantarum
R?=0.1322842 R? = 0.02096315 R® = 0.2894306

c
k=]
w
] -
o
o
>
@
[aY]
(=2
k=]
el
L)
5-
el
o
o
2 4] 2 4 4 -2 0 2 2 0 2
Mycoplasma gallisepticum Yersinia pestis Nostoc punctiforme
R? =0.2233391 R®=0.1241835 R? = 0.05629069
. 2
LY ] »
L]
. . [ P %*
S 4 ’o
k=] A R
a o .
8 ' . - w 2
e -30 0
@ 0 s % 5o
%]1 .- E S '0.. M
o -7 [ ‘-:.
kel . _-- lr .
L1-- « % .7 *
Q . o. [ 2
el L)
S_E . % o 2
2
L]
L] 3
4 2 ] 2 2 0 2 2 1] 2
Neisseria meningitidis Shewanella piezotolerans Streptococcus pneumoniae
R? =0.1306958 R?=0.1339127 R? =0.1403659
2
c
S
[
w
[
(=%
g -
L]
(s}
8" .
o *°
[ 5]
k=] -
5
E -
o
-2
4 2 0 2 3 2 1 0 1 2 3 3 2 1 0 1 2

True log2 expression True log2 expression True log2 expression

Figure 4: Correlation plots of prediction accuracy on test déa for models trained on GEO
expression datasets. In all cases, PearsoARilues are given at togright, and dashed lines indicate
lines of best fit.Plots showtrue log2 expression values gaxis) and predicted log2 expression values

(y-axis) for test vdues. The neural network is trained on a training subset collected from 83
datasets covering internal and public datasets (downloaded from GEO) of RN#eq analyses on
bacterial genomes from across the bacterial phylogeny. Values ardransformed before fitting to
account for differences in scale and base expression values across experiments.

113



Supplementary Material
Further details on data collection

For eaclgenome, we used the computational fmaldigal[1] to predict proteircoding
sequences. Warganized genomes according to tlassignedjenera and usadlast[2] to find
reciprocal besblasthits (RBH)for each gene and each genome within the géRBSIs require
>35% identity over >50% of the query protein length to be considéredyelect intergenic
regions most likely to share evolutionary history, we required that intergenic regions occur
within groups of consecutive RBHO6s shared acr

These groups of RBH were extracted according to a ¢fagaretic approach: for each
genome, an adjacency graph was constructed where nodes correspond to proteins and edges
correspond to (possibly empty) intergenic regions between proteins. Connected components in
this graph initially correspond to chromosomes, scaffolds or colttigsollect paths running in
each direction (to account for differences in strandedness betygaemes) from the start and
end of each connected component.

Given a query genome, nodes within every other genome in the genus are labeled
according to their RBH in the query genome, if it exists. Nodes with no RBH as well as edges
leading to these nodere temporarily deleteflirtherdividing these genomes intpery
specificconnected components. Genes across all genomes are then shinglaténsook size
3. Iterating over each shindgkemerwithin the query genome, we determine whethektheeris
present in connected components across at least 3 other genomes in thlergeghsa
dictionary maintaining counts.

Shingles within the query genome that are sufficiently ssafpported across other

genomess well anodes and edges across all ger®ow@responding to the current group are
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extracted for further processiffgxtraction of intergenic sequences between start and stop
codons, reverse complementing if necessanyyl the nodes and edges are permandatbted
from their adjacency graphs that extracted intergenic sequences belong to a single RBH
group. The outlined procedure is repeated until all genomes within a genus are queried. The
algorithm is greedy and is not guaranteed to find an optimal number of syntenic sequences.
However, itruns quickly andextracts a large number gfntenic intergenic sequences
Extracted intergenic sequences are filtered to removeodimg RNAS[3], including
tRNAs and rRNAs, which are not expected to encode conventional regulatory signals we seek to

model.

Consensugdriven neural adjustment of translation initiation positions

We observed that inconsistencies in stadon annotation oftemesulted in a substantial
minority of sequences exhibitirgignificantly distinct intergenic sequences between genomes.
While some of thse inconsistencies may reflect genuine differences in protein sequence, a large
number are likely related to errors in translation initiation site predictiorsdalight to address
this problem byteveragng the fact that translation initiation sites in icinwe are interested
necessarily include several related sequetaethey are the product of our syntenic gene block
extraction procedure) araimedto create a neural network that could predict translation
initiation sites based on multiple sequendgrahents

To do so we extract maximal CDS regions (sequences extending predicted genes
upstream to proximal stop codons) for each targeted gene and aligned the regiohB\&$tig
[4]. These multiplesequence alignments are fed into a-thimensional Wavendike

architecture (with height reflecting the number of aligned homologous regions and width

115



reflecting protein length) combining causal widtligned convolutions witkix1 convolutions in
the height dimension.

We train the model usingrodigal predictions. Tol i mi t t he model 6s abi l
approximategorodigal predictions as opposed to groutndth andminimize the effect of
differences in G&ontent and codon usage in the bacterial taxonehigh are better modeled
by prodigal, we enforce causality anduwersethe sequenceas well as designing threodel to
rely almost exclusivelpn amino acid sequencts its predictionswhereagprodigal uses
upstream nucleotide featuries its predictionspur neural model uses downstream amino acid
featuresThe Waenet model is designed to output a single scalar feature pdodioformation
is added only in the final layer precedingstbutputso thatthe layercanincorporate differences
in valine codonsghat may be obviously related to initiation potenteab GTG vs GTT).

The single scalafeatureis collected at all positions that may encode a start cOAIDG,
GTG, TTG) as well as the mean of this feature across the length of the pAdtaig withan
embedding of positiothese features afed into a bdirectional GRU layerThe start codon
prediction is based on a scaled version of the scalar feature derived from the Wavenet model,
where the scale is determined by the biGRU layer meant to allow the model to capture arbitrary
context lengths.

We train this model based on a collection of genes with matginedigal predictions.
Despite being based @modigal output, we find this model naturally tends toward increased
consensus between genes in its prediction while maintaining high accuracy-oauthdéh
predictions. We incorporate bopinodigal and neural network predictions through simple

majority-vote heuristics to define translation initiation sites for downstream predictions.
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Use of this initiation siteorrection algorithm is optional and meanttidress potential
data quality issues: it is not necessary for model inferenaktevnativetraining regimens.
TIiLDA prior details
The tiLDA model is a variant of the Latent Dirichlet Allocation (LDA) mofig| a
model that was popularized in the analysis of text documents. In its classic text docurapnt set
LDA models the probability of a word,, being drawn from a multinomiad, distributed
according to a Didhlet distribution;—, defined for each documeifd, The Dirichlet
distribution,—, is in turn drawn from a hyp4arior Dirichlet distribution-.
The tiLDA model considers a hierarchical extension of LBAJ was also originally
proposed for anafys of text.Documents are organized into a taedined hierarchysuch as
those found in online discussion groups$tead of drawing a documeevel — from — we
draw— from a parent Dirichlet— which may itself be drawn from a grapdrent Drichlet — ,
and so on to a tefevel prior,—. Eachnodecan have multiplelescendantsallowing a tree
structure to be defineependence on parent Dirichlet distributiati®wsthe usage of topics
to gradually change across the width of the {féx degree of similarity between parent and
offspring topics is impacted by the additional random varidble, def i ned at each n
In the considered use case, the multinomidéfines selection of a component from the
GMM. Each level of the hierarchy defines a separate taxonomic Batkefiaas root node,
then phylum, class, order, family, gehusnd dependence on higher Dirichlet random variables

implies that relative usagd each mixture component varies based on evolutionary history.

Reparameterizable training of continuous random effects features
We propose to capture variations in the evolution of features across distinct regulatory

sequence families throughiftsin the means afiniversal sequence componecaptured by
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multivariate Gaussiadusters This transformation of compone®laccording to the gend@
t i, IS itself stochastic and defined such that it is expected to match the evolutionary
history of bacterialntuitively, this shift should describe changes in regulatory features that are

the product of longerm evolutionary divergeec

Formally,
tof ~0&i apa f iR
t F -0l ama T R
t io~0eiamda 0 5 R
b ~0ei apa i b,

where' and, are free pameters generally set to 0 andHere we include an optional
transformation, (which can be set to the identity function if unwanted) to demonstrate that

it is possible to modelependencies between levels of the taxontmgugh norAinear

trarsformations parameterized by neural networks and optimized through the reparameterization
trick with the rest of the variational autoencoder. To do this we use a structure similar to Deep
Gaussian Latent Models (without amortized inferenc&)esp Exponetnal Familes (without
stochastic weightgp, 7]. Combining the above generative components, thedigrarative

process for each regulatory sequenceobserved in the genomes of gegus:

Draw genus shifts: T x 01 aoa T ioh,
Draw a cluster: a X DO a0t &aQua
Draw a sequence: i x Gl awda Tk
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Thegenerative process involves an explicit transformation ofdngponents of the
GMM, whichis optimized through fulbatch variational inference. ight be anticipatechtat
this wouldrequiresimilar variationa update for the hierarchically definethndom effect
variables. We avoithis by observinghat the transformations are sampled from Gaussian
distributions, and therefore amenable torgq@arameterization trickVe applyour taxon
specific transformatias to thevariationaldataas opposed to the mixture components

themselvessuch thagiven datd and cluster assignmeat , instead of transforming model

componentsvith a genus specifit ~ suchthat * 0 €1 a‘®& T K ,we transform

our latentobservationshrough acomponentspecificmechanismi T x0 &1 &oh,
forall' p8 U . When the Gaussian components are updated, we use appropriately
transformed data to update each of the Gaussa@tes through standard variational inference.
This parameterization is equivalent, and we therefore enjoy the flexibility of deérprgssive
groupspecifictransformationshrough reparameterization and bgmbpagation without

requiring derivation oéxplicit variational updatesr infrequent update schedules.

Details on neural architecture of phylogenetic random effects model

We construct a deep hierarchical latent variable model with extensive use of residual
connections. Shift parameters are aguplilirectly to clusters: instead of operating on all
dimensions across all clusters at once, we separate each cluster into smaller sets of parameters
that are processed independetttiough @ O 0 6 €ldyercombining convolution with a mutti
layer perceptron layer (using GLU activations for the hidden representatdmylo this to avoid
limit the number of parameters and reduce unnecessary interactions between cluster parameters.

At each layery we definey )y andf hj to definevariational priors and posteriors,

respectively, to be inferred by each layer of stochastic variables.
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Wesef) f O00006&éBWa andg M} 000 6 £€@@aQ B. & ,
whereB . & defines a residual sum over all latent variables drawn from higher layers
(defining more general taxonomical ranks), 1 i 17, wherei is a layer anfl is an
auxiliary source of noise for the reparameterization tizk. ¢6X) s a freeembedding
parameter defined for each taxon in the phylogeny which can be optimized through
backpropagation and stochastic gradient descent. We further use this embedding as a
deterministic input to our encoder model so that it can incorporategamgdtic information into
its inference over latent sequence features. Ultimately only the final genus level layeis
used to shift the Gaussian means: higbeel features are used only to set priors at each level of
the phylogenetic hierargh
Additional optimization details

Unfortunately, the discrete nature of the Gaussian Mixture Model as well as the global
structure of the phylogenetic hierarchy render the tiLDA component of the model difficult to
optimize through reparameterizable sta&thavariational inference. We therefore adopt an
optimization method similar to the one proposefBjnwe alternate between (1) SVI on
continuous reparameterizable variables in the VAEthadandom effects model (see
Supplement) and (2) fubbatch variational inference on the tiLDA/GMM prior. According to this
alternating optimization framework, the tiLB&MM is optimized to fit data sampled from the
VAE encoder, while the encoder imptigilearns to match this muthodal prior as it changes
slowly over the course of many epochs. Ultimately this alternating optimization optimizes a
single objective function through coordinate ascent.

We utilize KL-annealind9] to linearly increase the cost of the latent layer frond@.0

to 1.0 (theraditional bound)n increments of 1.256. We initialize the model with a nen
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hierarchical GMM prior and optimize the encoder/decoder for 8,000 iterationtheNeeset the
KL -strength and additionally usepriorannealing ternmitially set to 0.0 and subsequently set
to bebx greater than the kktrengthto smoothly transition from a GMMrior to a tiLDA prior
over the course dhe first 20% of the Kkannaling component of our training procedure

We find that thdiLDA -GMM prior converges over the course of training and requires
fewerupdates as training proceedssitipdated everg000 steps for the first 80000 iterations,
then every 16000 steps fibre next 240000 iterations, and then every 32,000 iterations for the
rest of traininglUpdates are done usifigl-batch variational inferendeasedon samples
obtainedfrom the encodeusing the full dataset and frozen neural parameters

Mostupdates t@omponents of the model are implemented in Tensorflow, except for
updates omierarchical variable$hil, and (see original tiLDA paper for detailg)hich were
found to be unstable when using singtecision arithmetic or dependent on caiotial loops
not suitable for GPU parallelizatiothese parameters are relatively few in number compared to
the rest of the model'o maximize computation speed, these updates were implemented using
numba[10].

We are able to optimize the model relatively quickly through thefiveioé GPU
parallelization on the most computationailiyensive part of parameter optimization which is
assignment of cluster variables to individual Gaussian components. To reduce memory
consumption, we find thatfficient statistics required to updateese terms can be efficiently
collected and summed across rHdaitches in a manner similar to memoized variational
inference[11]: this also limits the requirements fdata transfer between GPU and Cieu

those parameters that cannot be optimized in tensorflow.
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We run ful batch variational inference until convergence, with a relative tolerance in
convergence of 1é. The number of iterations until convergence tends to decrease over the
course of trainingGiven these model parameters, training takes approximatedydays to
complete on a Tesla V100 GRigpending on how long after Kannealing (5 days) the model is
terminated Computation timés roughlysplit between updates on neural parametersugadtes

onvariational parameters in the tiLDA model.

TIiLDA Generative Model and ELBO derivation
Taking inspiration from the delineation betwedlocationandobservatiormodel
components as defined 2], we formally describe the proposed model for allocation of
Gaussian cluster components as:
Draw Gaussian cluster means: * x () ¢ 1 & g "Qé T pf8 O
Draw toplevel cluster proportions:— 'O QUGG 0
For each genome with known phylum psela, order o, family f, genus g, draw:
—x O"QIAIDO —

— 0QIBIGO —

x

O QGO —

x

O "QI'AIGDO —
—x O"QUBOGO —
For eachfeature f inregulatory sequende observed in the genomes of genus g:
Draw a cluster: a x 0600Qt &qdQwa

Draw a feature: i Xx0&€1 dADah,

We consider a variant of the tiLDModel where instead of a multinomial observation

model typical to analysis of words and documents, a Gaussian Mixture Model over continuous
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observations is used: these continuous observations will be sampled from our variational

autoencoder, similar to ¢hrapproach if8]. For the sake of computational simplicity we assume

spherical Gaussian mixture components.

Our inference procedure matches the worKl8f 14]and[12] closely, differing on an

implementation level in the approach to pkeledation and collection of sufficient statistics. We

briefly review the most importamtspects of the optimized lower bound

Consider the model:
— O"QIBAGO
— 0QIEIDO —
G x00ao0Qté&aQua
“x0 €l @dph Qv p8O
w x0&i awak
The complete evidence lower bound is:
0 Ol inGhiaitshh  On
0 1 1G—¢ O1TRAGr &= ©O1in@ o R
o1 1inG— — O 11nG—1 —
Where'O 1] is the entropy of the variational parameters:
"ONR O1 TG ©O1 1@ ©O 1 I/
The authors of13] use a novel result to form a new lowsund:
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Considering the parameters of the fAall ocation

Dirichlet parameters consist of terms for the
O O € QR
11s¢ —0 p | W VIT 1 1°¢
| '|'3(;|,— — 1 7'Cc w’ I1"ec w’
1 ic
And descendants/children of the node, if applicable:
O 1 TnG— —w’ W’ VNI W’
The entropiesf the variational parameters are sums over:

0 1 InG— I 13C I 1sC oW W’ W’ W’

O 1 TG "1 1"¢C
Where” defines the responsibility of a data point acidsdusters.

On the observation side ofe¢lmodel, ignoring constant terms and assumingzeyan spherical

components:
e . 0. . p . .
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Mini -batchesand ELBO scaling

Mini-batches are used to update the proposed model. Language models enjoy some
freedom in their separation of text corpora into distinct fragméoisiké can be separat@to
distinct chaptergparagraphs, or sentence&halogouslywe separte our genomes into mii
batcheof observed genomic features and generate
minibatch. In eaclraining iteration, this minbatch of features is drawn from a single genome
whose phylogenetilatent variables are uptal at the end of the step.diumber of words is
known to affect LDAoptimization[15] and we plan on investigating the effect of batch size
choice in the futte.

As is standard in stochastic variational inferenceadagpt the ELBO to work in the
context of minibatches bycalng it such that a genorrepecific lowerbound is improved.

Specifically,given globalallocationparameters and component meagsas well as an
ELBO term for localariationalparameterd , the pergenome ELBO is:

olinGg ng Ont "Ong

0 %h— R

whereJ is the total number of genomes in the dat&atmed over the entire corpus of
genomes, this will correspond to the global ELBOr our phylogeneticallgefined latent
variables, the lowebound is weighed by the reciprocdithe number of genomes belonging to
each taxon. Similarly, across all observed genomesyithialso sum to a globally accurate
ELBO.

A possible concern is that this weighing schenag/unduly influence the model toward

data that is relatively ovesampled du&o phylogenetic variation in wholgenome availability
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(pathogenic bacteria are more heavily sampled) and taxonmoértainty(the correct atomicity
of taxonomic classificatin may be hard to defineWe plan to investigate thpotential issue in

the future.

Neural architecture details

The number of features per layer is generally set to 256, with 1024 features in the feed
forward layers of the transforméhe use standard@activation transformers arnrhin witha
batch sizes of size 48 in the encoder layer. We set a maximum length of 400 bp for all intergenic
sequences, with up to 100 bp of upstream/downstream sequence if sequences are shorter than
this (as most arePntop of standard embedding layers for each of the possible nucleotides as
well as a padding character we also learn an embedding for the three possible combinations of
gene orientations bordering each intergenic sequence (+/and+/+), and use this engdlding
as an additional input to the encoder/decoder. We reeersplement/- genes as well as
reversec ompl ementing homol ogous sequences to matc
as necessary.

We construct a conditional transformer model in theadler by embedding thevariable
and adding it to the input layer of the model, as well as adding the output of a linear layer and the
zvariable to the internal representation at each-feedard layer of the decoding transformer.

We do not mask sequences in the inference/encoder network. For the decoder, we set
autoregressive masks for intergenic regions while not masking genic rédgabmge consider as
additional contextWe do mask all parts of the intergenic region while constructing internal
representations of theegic regionsthis avoids breaking causalityn intermediate layers of

representation.

126



We construct a weighted multiead summary of features extracted from the encoder by
running 1x1 convolutions across all positions in the final layer of the encoder to output filter,
gate, and headeight parameters (we use 16 heads). Heaight parameters are softmaxed
across the lagth of the sequence and used to weigh features of size 16 extracted from GLU
activations obtained byQ Q& i 'CR"Qa E0QR Q

We usea linear layer wittbatch normalizatioms suggested 6] to determine

variational parmeters fotranda  based on this encoder weighted summary.

Details neural architectures for supervised tasks

For the analysis of all sequences in the metagenomic liffag\8A) we use a 3ayer
architecture. The 512 input un{isoncatenated z variablesm)e connected to a 128 unit hidden
layer. This layer is batehormalized and uses a ReLU activation. This hidden layer is connected
to a second 128 unit hidden layer using Gldtivations, batch normalization, and dropaut
50%dropoutprobability for training. This second hidden layer is connected to a dense layer
without batchnormalization that outputs a scalar prediction.

For the analysis of all sequences in the RS241 elatas use a similar model to the
above, adding dropout in the first layer with dropout probability = 0.7 and increasing the number
of hidden features in the first layer to 256.

For the analysis of all sequences in the GEO datasdtcorporate the genac
structure of the wholgenome RNAseq data by feeding the targeted intergenic sequence
representation as well as the representations of 4 upstream and downstream sequences into a
basic LSTM model with 100 hidden units. We then use the final outpuisdf$TM to generate

a single scalar prediction using a dense layer.
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Models are trained to minimize meaquared error on letgansformed expression
values.n the case of the GEO dataset, wieansform data to account for differences in basal
RPKM valuesand differences in scale between experimdddga resulting in infinite values are

excluded from training and test correlation predictions.
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Conclusion

In this thesisseveral types of generative modajsplicable tasynthetic biologydesign
problemswere developed and appligstartingwith anovel use of @reviously developed model
(aMarkov Random Field model of protein sequencasiew algorithm was developtxl
construct doublencoding sequenceshe powerful utility of the Markov Random Field model
was demonstrated by its ability to generate functiongel protein sequences with relatively
| ow homol ogy to existing nat uweabservegoterittd nt s. De
limitationsto its broad applicability: the model generally requires many thousands of homologs
to train whichlimits its applicability toless abundariut potentially interestingroteinfamilies,
andits training procedure considers only a small fraction of the total scale of available protein
datasetspotentially ignoring structure that might be inferred from more distaglated
sequences

Using recent advances in deep learning and neural variational inference, we sought to
address these potential limitations by constructingpeeflexible modelapplicable to a
significantly larger varietyf protein sequencefnalys s of t he model 6s | earn
demonstrated consistency with known features of protein sequamdestential for further
future applicationsparticularly in its lowdimensional approximatioof pairwise distances
between sequences potential limitation of the model iss relatively simple probabilistic
structure: though appealing in terms of its simplicity of analysis and constructiamithedal
Gaussian prior may not fully capture the complexity of the protein sequence universe.

Thefinal presenteg@enerative model combinescent advances in generative modeling,
insightsgleanedrom the construction of thproteinrhomologmodel,anda probabilistic
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architecture capturinghylogeneticstructue to approach the study of intergenic foaraling
sequences in bacterigénomesilnitial experimentshow some potential for use of features
learned through generative modeling when consideriagively small amounts of data obtained
from nonmodel organisms.

There is significant potential to further develop these modelpataahtially improve
their applicability to synthetic biology and other biological problems. One approach is to
combine model: given probabilistic models of both protein sequences and the intergenic
sequences that regulate them, relationships between the two forms of data could potentially be
investigated, and conditional models (e.g. priors for regulatory sequences deperttient o
proteins they are expected to regulate) may provide a mechanism by which to enrich the
structure captured by the models. There may also be reason to investigate larger units of function
including operons and larger units of genetic function (gersteris; phage genomes, plasmids,
etc).

An essentiastepmoving forward will be to apply these models toward biological
experimentgo validate predictionsThis step in the process may allow iterative refinement of
learned structure, it the model able tshift internal representations of the sequence based on
experimental resultas well as selectingovel sequencabat may be maximally informative
given current models of the sequences being considenézicapability, mixed with novel
capabilities inte space of DNA synthesigrovides an elegant framework by which to quickly

design functional synthetic components and improve our understandirgjagfical systems
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Appendix A: Principles for designing synthetic microbial

communities
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Introduction

Genetically modified microbial organisms are used in
many applications in industrial and environmental bio-
technology, from synthesis of materials, chemicals, med-
icines, and fuels, to remediation of waste products and
toxins. Recent advances in synthetic biology have sub-
stantially improved our ability to program these microbes
quickly and cheaply on a large scale with greater control
[1.2]. While many successes are documented for single-
step microbial bioconversion reactions [3], potential

G} CrossMark

applications that involve complex substrates may require
the use of multiple pathways and processes, which may be
difficult or impossible to execute efficiently using single
strains. These and other complex applications may be
best tackled by cohorts of different microbes, each pro-
grammed with specialized sub-functions that synergize
towards an overall population-level function. This fact is
evident in natural systems where single species do not
occupy all niches in an environment, but rather multiple
species coexist and perform complementary roles, creat-
ing intricate ecological networks [4].

With a greater understanding of natural microbial inter-
actions, dynamics, and ecology, we are poised to expand
microbial engineering to mixed consortia in order to
perform more complex and challenging functions in both
closed and defined bioreactors as well as open and natural
environments, This emerging field of synthetic ecology
builds upon gene circuit design strategies [5] and further
integrates ecological and evolutionary principles [6].
These population-scale considerations involve microbial
interactions with complex dynamics and stability proper-
ties manifesting over different time and length scales.
In this perspective, we explore how these properties
can be applied to design and construct microbial commu-
nitics relevant to emerging biotechnology applications
(Figure 1). We specifically discuss four key considerations
for building synthetic microbial communities: engineer-
ing wvarious interspecies and intraspecies interactions,
constructing  spatiotemporal dynamics, modeling and
maintaining community-wide functional robustness,
and developing population control and biocontainment
measures. We discuss recent examples of experimental
and quantitative modeling advances that have enhanced
our foundational capabilities to understand, develop and
exploit synthetic microbial consortia in different settings.

Engineering intercellular interactions

Organisms in nature interact with one another through a
variety of modes ranging from competitive or predatory
behaviors to commensal and mutualistic exchanges that
have been extensively explored in ecological studies [7].
Microbes living within communities are involved in many
interactions  simultancously — competing  for  some
resources while exchanging others. Over time, these
tradeoffs create interspecies dependencies manifested
by differing specialized phenotypes across various
microbes. A key challenge for engineering consortia with

Current Opinion in Microbiology 2016, 31:146-153
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Figure 1
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A summary of the design and utility of synthetic microbial communities. In addition to principles used in single-strain engineering, community
engineering allows for diversification of biochemical roles in breaking down complex substrates, and optimized compartmentalization of pathways
between individuals for simultaneous execution of multiple functions with reduced individual burden. Synthetic communities can be further
engineered with increased robustness through interdependencies and spatiotemporal control.
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Figure 2
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