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Abstract

Essays in Macroeconomics of Microeconomic Frictions

by

Sai Krishna Kamepalli

This thesis comprises three essays on how several microeconomic frictions can affect aggregate

outcomes and have implications for macroeconomic policy.

In the first chapter, I develop a theoretical framework that extends the state-dependent model

of investment dynamics by incorporating firms’ ambiguity aversion to study how belief distortions

affect corporate investment. Ambiguity-averse firms place greater weight on adverse scenarios

and take investment decisions more cautiously. Rising ambiguity aversion can account for rising

asymmetries in the firm-level investment distribution, an empirical fact observed post the Global

Financial Crisis. At the aggregate level, the model generates an empirically consistent missing

link between investment rates and rising Tobin’s 𝑄. The calibrated model quantitatively matches

both firm-level distributional patterns and aggregate moments in U.S. data over the past three

decades. On the policy front, I show that ambiguity aversion reduces the effectiveness of fiscal

stimulus by dampening the short-run investment responses. The results highlight the importance

of subjective beliefs in shaping fiscal multipliers and suggest that policymakers should integrate

firm-level beliefs to improve estimates of policy elasticities.

In the second chapter (joint with Serena Ng and Francisco Ruge-Murcia), we study skewness

in macroeconomic time series that may arise exogenously from asymmetrically distributed shocks

or endogenously as shocks propagate through production networks. These two possibilities are

often considered in isolation by previous theoretical work. To evaluate the relative importance of

these channels, we nest these possible sources of skewness in an empirical model where output has



a network, a common, and an idiosyncratic component. In this model, skewness can arise not only

from the three components but also from coskewness due to the higher-order covariation between

components. An analysis of output growth in 43 U.S. sectors shows that coskewness is a key

source of asymmetry in the data and constitutes a connectivity channel not previously explored in

the literature. To help interpret our results, we construct and estimate a micro-founded multi-sector

general equilibrium model and show that it can generate skewness and coskewness consistent with

the data.

In the third chapter (joint with Sanhitha Jugulum), we document that households respond al-

most equally to aggregate and idiosyncratic income shocks, even though the aggregate component

of income is much more persistent. This pattern is difficult to reconcile with the standard full-

information permanent-income logic, which predicts that more persistent shocks should induce

larger consumption responses. A quantitative full-information Huggett model with aggregate risk,

disciplined by the estimated income process, predicts far greater pass-through of aggregate shocks

than is observed in the data. We show that incomplete information about the source of income fluc-

tuations provides a natural resolution: households observe total income as a signal to extract the

aggregate component, and therefore under-react to aggregate shocks. Embedding this inference

problem in a heterogeneous-agent model aligns the model-implied estimates more closely with

the empirical pass-through estimates and implies substantially weaker aggregate consumption re-

sponses to aggregate shocks.
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Chapter 1: Lumpy Investment, Belief Distortions, and Aggregate Dynamics

A large literature highlights the central role of micro-level investment patterns in understand-

ing the propagation of aggregate shocks. A key feature of firm-level investment data is the lumpy

adjustment behavior: firms exhibit periods of inaction followed by large investment spikes. An-

other defining feature is the asymmetry in the distribution of investment rates, as firms are far

more likely to invest than to disinvest.1 Macroeconomic models typically generate lumpiness by

introducing nonconvex adjustment costs, such as fixed costs, and generate asymmetries through

asymmetric adjustment costs or partial irreversibilities.2 Replicating these distributional patterns

is essential for understanding how aggregate shocks affect investment dynamics and for evaluating

the effectiveness of macroeconomic stabilization policies, particularly those targeting investment.3

Despite the success of these macro models in generating the lumpy and asymmetric nature

of firm-level investment, they struggle to explain one of the most persistent empirical puzzles

in corporate investment literature: the weakening relationship between aggregate investment and

Tobin’s 𝑄. Since Tobin (1969) and Hayashi (1982), Tobin’s 𝑄 has been regarded as an important

determinant of investment, predicting that firms should invest more aggressively when their market

valuation exceeds the replacement cost of capital. However, in the data, despite the average 𝑄

trending upward in the last two decades, aggregate investment has remained low.4 Models that

rely on exogenously specified asymmetries, such as partial irreversibility or asymmetric costs, fail

1Doms and Dunne (1998), Caballero, Engel and Haltiwanger (1995), and Caballero and Engel (1999) document
investment lumpiness in U.S. plant-level data, while Cooper and Haltiwanger (2006) emphasizes both lumpiness and
asymmetry in investment rate distribution.

2For instance, Baley and Blanco (2021) and Lippi and Oskolkov (2023) generate asymmetries by assuming higher
costs for negative investments, while Baley and Blanco (2025) reproduces empirically consistent asymmetries through
partial irreversibilities.

3Bachmann, Caballero and Engel (2013) and Winberry (2021) show that extensive-margin adjustments generate
sizable general-equilibrium effects for aggregate productivity shocks; Winberry (2021) and Chen et al. (2022) demon-
strate that micro adjustment patterns substantially alter the effectiveness of fiscal stimulus policies.

4See Gutiérrez and Philippon (2017), Alexander and Eberly (2018), and Crouzet and Eberly (2023) for detailed
empirical evidence on the ‘missing investment’ puzzle.
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to generate the missing link between Tobin’s 𝑄 and aggregate investment. This paper proposes

a new theoretical framework in which asymmetries arise endogenously and further provides a

unified explanation for the joint evolution of micro-level investment patterns and the aggregate

investment-𝑄 relationship.

I begin by documenting three key empirical facts about U.S. corporate investment behavior

over the past three decades to motivate the paper’s central investment friction arising from firms’

subjective beliefs. First, I show that the asymmetry in the distribution of firm-level investment rates

has increased sharply since the Global Financial Crisis.5 Second, coinciding with this rise in asym-

metry, the relationship between Tobin’s 𝑄 and aggregate investment has weakened significantly.

Quantitatively, the 𝑄-elasticity of investment has fallen steadily from a stable value of around 0.27

before the crisis to about 0.18 in recent years. Third, drawing on the firm-level subjective wedges

data from Gormsen and Huber (2025), I show that firms’ subjective wedges, which capture the

divergence between their discount rates and their financial costs of capital, have increased over the

same period. Moreover, controlling for these subjective wedges reinstates the historical relation-

ship between Tobin’s 𝑄 and investment rates, suggesting that belief distortions play a central role

in explaining the missing link between Tobin’s 𝑄 and investment.6

Motivated by these empirical facts, I develop a theoretical framework that extends the state-

dependent model of investment dynamics by introducing a new friction based on firms’ ambiguity

aversion. The model builds on the framework of Caballero and Engel (1999), in which firms make

investment decisions subject to fixed adjustment costs. In the model, each firm’s productivity

process follows a Brownian motion with a common drift. The fixed costs create an inaction re-

gion around the firm’s optimal capital stock, generating lumpy investment patterns. I extend this

framework by assuming that firms are ambiguity averse and face uncertainty about their produc-

tivity process, i.e., they are not fully confident in the law of motion governing future productivity

shocks. Following Hansen and Sargent (2001), I model this ambiguity using the robust-control

5The skewness and kurtosis of the distribution of investment rates increased by nearly 39% and 46%, respectively,
between 2007 and 2023.

6Gormsen and Huber (2025) used their wedge data to develop a measure of adjusted Q and show that the increase
in the average wedge can account for most of the ‘missing investment’ puzzle.
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approach, under which firms perceive productivity to evolve according to a stochastic process with

a distorted drift component. This additional friction captures firms’ subjective belief distortions

about future growth prospects and quantifies the degree of firm-level ambiguity through the en-

dogenously generated drift distortion.

I characterize the optimal belief distortion a firm tolerates, conditional on its states, to ana-

lyze how ambiguity aversion affects firms’ investment decisions. I write the sequential robust

control problem for the firm using the max-min formulation, where firms maximize their ex-

pected discounted future profits by simultaneously minimizing over the set of admissible prob-

ability measures governing their productivity process. This continuation problem yields a Hamil-

ton–Jacobi–Bellman (HJB) equation with an inner convex minimization problem that determines

the worst-case drift distortion. The optimal distortion is directly proportional to both the degree

of ambiguity aversion and the firm’s marginal value of productivity. As ambiguity aversion rises,

the firm places greater weight on adverse scenarios and becomes more cautious in its investment

behavior. This distortion lowers the perceived value of future states through an additional penalty

term in the value function that captures the cost of holding distorted beliefs. The penalty is largest

when firms are undercapitalized, since the marginal value of productivity is highest in those states.

To derive the paper’s key theoretical results, I define a new variable, the capital gap 𝑥, that

reduces the firm’s problem to a single state variable capturing the degree of misalignment between

the firm’s actual capital and its frictionless optimal capital. In terms of this variable, the firm’s

optimal policy solves the HJB equation in 𝑥, which takes the standard (𝑆, 𝑠)-type form, featuring

an inaction region [𝑥−, 𝑥+] and a reset value 𝑥∗. At the aggregate level, the economy consists of

a continuum of ex ante identical firms, and the equilibrium is characterized by the cross-sectional

distribution of capital gaps, 𝑓 (𝑥). The stationary distribution of firms within the inaction region is

determined by the Kolmogorov Forward Equation (KFE), which governs the evolution of 𝑓 (𝑥) over

time. Importantly, ambiguity aversion affects the stationary distribution only indirectly, through its

impact on the inaction thresholds.

I present the paper’s main theoretical result, which shows that ambiguity aversion endoge-

3



nously generates asymmetry in firms’ optimal investment decisions. As ambiguity aversion in-

creases, the left inaction region |𝑥∗ − 𝑥− | shrinks, while the right inaction region |𝑥+ − 𝑥∗ | widens.

This implies that firms become quicker to invest when undercapitalized but more tolerant of be-

ing overcapitalized. In the undercapitalized region, the marginal value of capital is high, as an

additional unit of capital yields a large increase in expected profits. In these states, the ambigu-

ity penalty is strongest because the firm’s continuation value is most exposed to belief distortions

about future productivity. Consequently, ambiguity aversion makes firms less willing to remain

undercapitalized, leading them to invest earlier and shifting the lower boundary 𝑥− closer to the re-

set level 𝑥∗. This asymmetric adjustment behavior provides a microfoundation for the empirically

observed investment asymmetry: in firm-level data, investment spikes are more frequent than disin-

vestment episodes. The model replicates these patterns without imposing exogenous asymmetries

in adjustment costs or wedges, but they emerge endogenously from firms’ aversion to ambiguity.

Building on the result of endogenous asymmetry, I show that ambiguity aversion reduces the

aggregate investment rate while raising aggregate Tobin’s 𝑄. The decline in investment arises di-

rectly from how the inaction region changes as ambiguity increases: the investment spike |𝑥∗ − 𝑥− |

narrows, leading to lower firm-level investment rates. Intuitively, all firms in the economy take in-

vestment decisions based on their worst-case belief distortions, which prevent them from increas-

ing capital at a higher rate. At the same time, the same mechanism generates a rise in aggregate

Tobin’s 𝑄. Because ambiguity-averse firms optimally choose to hold less capital than they would

under full confidence, the aggregate capital stock appears too low from the market’s perspective,

causing the market value of capital to increase. As a result, ambiguity aversion simultaneously pro-

duces lower investment and higher market valuations, thereby reconciling the missing link between

aggregate 𝑄 and investment.

I then show that the persistence of aggregate shocks rises with ambiguity aversion, and that

this increase is through greater asymmetry in the distribution of capital gaps. Following Baley

and Blanco (2021), I characterize persistence by the cumulative impulse response (CIR) of the

expected capital gap to an aggregate productivity shock. Intuitively, the CIR summarizes how long
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it takes for the distribution of capital gaps to return to its steady state after the shock. For small

shocks, Baley and Blanco (2021) shows that the CIR depends on two steady-state moments: the

variance of capital gaps and the covariance between capital gaps and capital age (time since the

last adjustment). I prove that ambiguity aversion raises the CIR by increasing this covariance,

which captures the asymmetries of the steady-state distribution. The covariance increases because

ambiguity expands the right side of the inaction region, allowing overcapitalized firms to remain

inactive for longer.

I calibrate the model using firm-level data from Compustat for the period 1995–2023 to quan-

tify its theoretical implications and link the model’s predictions to the data. Following the sufficient

statistics approach of Baley and Blanco (2021), I map the model’s steady-state moments to em-

pirical objects that capture both micro-level investment behavior and CIR. Then, I use the model’s

key parameters governing the investment frictions to target these moments. Specifically, the ad-

justment cost parameter is calibrated to match the variance of capital gaps, since higher fixed costs

widen the inaction band and increase dispersion across firms. The ambiguity-aversion parameter

is chosen to target the covariance between capital gaps and capital age, which reflects asymmetries

in firms’ investment behavior. Importantly, ambiguity aversion introduces systematic skewness

between over- and under-capitalized firms. In the data, the covariance is positive, indicating that

firms with longer inaction durations tend to be overcapitalized, waiting longer to disinvest than to

invest. By calibrating the ambiguity aversion to replicate this covariance, the model successfully

reproduces both the empirically observed asymmetry in firm-level investment and the aggregate

persistence implied by CIR.

Using the calibrated model, I show that an increase in ambiguity aversion, consistent with

the observed subjective wedges, can quantitatively match the documented investment patterns and

successfully reconcile the missing link between the aggregate investment rate and Tobin’s 𝑄. By

calibrating the fixed costs and ambiguity parameter across time periods, the model generates a

rising covariance between capital gaps and capital age. This rise is captured by a gradual increase

in ambiguity aversion, which drives a lower aggregate investment rate and a higher aggregate
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Tobin’s 𝑄 over time. To assess the importance of this mechanism, I compare the results with an

asymmetric benchmark model in which asymmetries arise from exogenous cost wedges rather than

belief distortions. Although this benchmark reproduces the upward trend in covariance, it fails

to generate the missing link between investment and 𝑄. Finally, I show that the model-implied

subjective wedges corresponding to the calibrated levels of ambiguity aversion closely match the

empirical wedges reported by Gormsen and Huber (2025), providing independent validation of the

model’s interpretation of ambiguity as a key driver of investment dynamics.

Finally, I examine the policy implications of the model and show that the effectiveness of a cor-

porate tax cut declines significantly when firms hold distorted beliefs driven by ambiguity aversion.

In a policy experiment simulating a permanent reduction in the corporate tax rate from 30 percent

to 20 percent, the impulse response function indicates that the average capital stock remains far-

ther from the new steady state when belief distortions are present. As a result, short-run policy

effectiveness is muted. Despite a sizable tax rate reduction, ambiguity dampens the immediate

investment response because a substantial share of firms remains in their inaction regions. Belief

distortions, therefore, make policy effects more persistent, as ambiguity slows firms’ aggregate

response to the tax cut. From a policy design perspective, these findings emphasize that subjective

beliefs critically shape fiscal multipliers and that ignoring firms’ expectations may lead standard

calibrations to overstate short-run stimulus effects. Incorporating firm-level belief data, such as

survey-based or textual measures of expectations, can therefore improve the empirical identifica-

tion of effective policy elasticities.

Related Literature: This paper mainly contributes to the literature studying the importance of

lumpy investment. Caballero and Engel (1999), Bachmann, Caballero and Engel (2013), House

(2014), Miao and Wang (2014), Lanteri (2018), Baley and Blanco (2021), and Winberry (2021)

all highlight how matching lumpy investment behavior is important for aggregate dynamics. This

paper adds to this literature by introducing a new investment friction, ambiguity aversion, to gener-

ate empirically consistent lumpy investment patterns. This paper also contributes to a set of recent
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papers studying the asymmetry in the distribution of investment rates. Bai et al. (2022) showed

significant empirical evidence of strong asymmetry in the firm-level investment rate distribution.

Baley and Blanco (2021), Lippi and Oskolkov (2023), and Baley and Blanco (2025) all examine

how asymmetry in matching affects the aggregate dynamics of capital and capital misallocation.

Although these papers focus only on asymmetry using exogenous wedges, I match asymmetry

using an endogenous investment friction based on ambiguity aversion, thereby providing a micro-

foundation.

Another key contribution of this paper is to the literature on the weakening link between To-

bin’s Q and Investment. Gutiérrez and Philippon (2017), Gormsen and Huber (2025), Jeenas and

Lagos (2024), and Grullon and Ikenberry (2025) provide several explanations for why there is a

weakening relationship between Tobin’s Q and aggregate investment. Unlike the above works,

this paper argues that investment’s sensitivity to Q depends on the degree of ambiguity aversion in

firms’ investment decisions. Belief distortions act as a dampening force to the elasticity of invest-

ment with respect to Q when firms take investment decisions with ambiguity aversion. I show the

evidence for this both empirically and theoretically.

This paper is also related to the literature on investment and uncertainty. Earlier literature

Abel (1983), Dixit and Pindyck (1994) focused on understanding how volatility affects invest-

ment decisions. Bloom (2009), Bloom et al. (2018) focused extensively on shocks to volatility

or second-moment shocks and how they affect investment dynamics and business cycles. Rela-

tively new literature has focused on how subjective beliefs influence agents’ decisions and, in turn,

macroeconomic outcomes (Gennaioli, Ma and Shleifer (2016), Bachmann et al. (2025), Alti and

Tetlock (2014), Selgrad and Siani (2025)). For instance, in Bordalo et al. (2024), excess volatility

in expectations may drive significant investment fluctuations, with overoptimism breeding exces-

sive investment in the short run and a long-run correction. I contribute to this broad literature by

focusing on uncertainty in the form of ambiguity, in which firms lack perfect confidence in the

processes governing their future shocks. This paper, in doing so, also connects to the literature

on robust control and ambiguity, popularized by Hansen and Sargent (2001), Chen and Epstein
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(2002), Hansen et al. (2006), Miao and Rivera (2016), and Bhandari, Borovička and Ho (2024).

In addition to the aforementioned works, this paper is also connected to the literature on policy

making under uncertainty (Fang (2021), Winberry (2021), Chen et al. (2022)) and the literature

studying the tax elasticity of investment (Chodorow-Reich (2025), Mejia (2025), Reiter, Sveen

and Weinke (2023), Chodorow-Reich et al. (2024)). In this paper, I specifically highlight how

fiscal policy can be less effective when firms face ambiguity about future economic conditions

and make decisions cautiously. This paper adds to the literature on why the observed fiscal policy

multipliers are not as high as predicted by the standard macroeconomic models.

This paper is organized as follows. Section 1.1 presents the corporate investment facts in the US

data that motivate this paper. Section 1.2 presents the setup of the theoretical model with ambiguity,

and Section 1.3 presents important results on how ambiguity shapes firms’ decisions and affects

aggregate dynamics. Section 1.4 uses the data to calibrate the model and quantitatively highlight

the role of ambiguity for aggregate investment dynamics. Section 1.5 presents the implications for

fiscal policy, including corporate tax cuts to stimulate aggregate investment. Section 1.6 concludes.

1.1 The U.S. Corporate Investment Facts

In this section, I use firm-level data from Compustat, covering all publicly listed U.S. corpo-

rations from 1985 to 2023, to document a set of key facts about corporate investment behavior.

First, I show that the distribution of firm-level investment rates has become increasingly asym-

metric over time, with both skewness and kurtosis rising sharply after the Global Financial Crisis.

Second, I document that the sensitivity of investment rates to Tobin’s 𝑄 (a central moment in neo-

classical investment theory) has declined markedly over the same period, coinciding with the rise

in investment asymmetry. Third, drawing on the subjective wedge data from Gormsen and Huber

(2025), I show that these subjective wedges have increased significantly since the financial cri-

sis and can account for much of the observed decline in the sensitivity of investment to Tobin’s 𝑄.

Taken together, these facts motivate the theoretical framework developed in the next section, which

explicitly models firms’ beliefs and uncertainty as central determinants of investment dynamics.
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1.1.1 Data and Investment Distribution

I construct firm-level investment rates for all U.S. firms in the Compustat database over the pe-

riod 1985–2023. Following the standard literature, I exclude firms in the utilities (SIC 4900–4999),

financial (SIC 6000–6999), and public administration (SIC 9000–9999) sectors. I further restrict

the sample to firms with sales (Compustat item 𝑠𝑎𝑙𝑒) and net property, plant, and equipment (Com-

pustat item 𝑝𝑝𝑒𝑛𝑡) of at least US$1 million, and with at least 10 employees (Compustat item 𝑒𝑚𝑝).

I exclude firms with less than 10 years of observations during the sample period to ensure a suffi-

cient time series of investment rates for each firm.

I measure the capital stock, 𝑘 , of firm 𝑗 as the sum of net property, plant, and equipment

(Compustat item 𝑝𝑝𝑒𝑛𝑡) and intangible capital (Compustat item 𝑖𝑛𝑡𝑎𝑛). The stock of intangible

capital is set to zero if it is missing. I measure the firm’s depreciation rate, 𝜁 , as depreciation

(Compustat item 𝑑𝑝) divided by the previous period’s capital stock. I define the firm’s gross

investment as the change in capital stock adjusted to depreciation.

𝑖 𝑗 𝑡 = 𝑘 𝑗 𝑡 −
(
1 − 𝜁 𝑗 𝑡

)
𝑘 𝑗 𝑡−1

The firm’s investment rate, 𝑖/𝑘 , is defined as the ratio of gross investment, 𝑖 𝑗 𝑡 , to the previous

period’s capital, 𝑘 𝑗 𝑡−1. I assume inaction thresholds of -0.02 and 0.02 for the investment rate and

set it to zero when it falls within these thresholds.7 I truncate the investment rate distribution at

the 1st and 99th percentiles to mitigate the influence of outliers. I then define the firm’s capital

adjustment, Δ𝑥, using the investment rate 𝑖/𝑘 as:

Δ𝑥 𝑗 𝑡 = log
(
1 +

𝑖 𝑗 𝑡

𝑘 𝑗 𝑡−1

)
Figure 1.1 plots the cross-sectional distributions of firm-level investment rates (Panel A) and

7The inaction thresholds imply that minor maintenance investments of less than 2% of the capital stock in mag-
nitude are excluded from firms’ active investment adjustments. See Caballero and Engel (1999) and Cooper and
Haltiwanger (2006).
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Figure 1.1: Histograms of Investment Rates and Capital Adjustments 1995-2023

(A) Firm-level Investment Rates (B) Firm-level Capital Adjustments

capital adjustments (Panel B) for the period 1995 to 2023. Both histograms reveal pronounced

asymmetries, with significantly positive skewness and excess kurtosis in both investment rates and

capital adjustments. The distributions exhibit a highly right-skewed shape, with a heavy right tail,

driven by occasional investment spikes and a large concentration of firms at zero or low investment

rates. The skewness and kurtosis of the investment-rate distribution are 3.05 and 15.18, respec-

tively, while those of the capital-adjustments are 1.44 and 6.69, respectively. These lumpy invest-

ment patterns are consistent with the presence of nonconvex capital-adjustment frictions. Another

important observation from the distributions is the asymmetry between positive and negative in-

vestments. Negative investment episodes, corresponding to periods of disinvestment, account for

only 9.11% of firm-year observations. In contrast, positive investments account for about 84.68%,

indicating that most firms expand their capital stock. Although the inaction rate, defined as in-

vestment rates below 2 percent, is relatively low at 6.2%, the prevalence of investment spikes is

substantial. Specifically, the share of firms with investment rates exceeding 0.2 in absolute value

reaches 44%, emphasizing the lumpy nature of capital adjustment.

1.1.2 Capital Adjustments and Asymmetry

To examine how the asymmetry in capital adjustments has evolved over time, I focus on the

distribution of Δ𝑥 and study its higher-order moments over a rolling 15-year window from 1997
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Figure 1.2: Trends in Capital Adjustment Moments

(A) Mean and Variance (B) Skewness and Kurtosis

to 2023. For each window, I construct the cross-sectional distribution of firm-level capital ad-

justments and compute its mean, variance, skewness, and kurtosis. For example, the 2009–2023

window uses all firm-level capital adjustments from that period to compute the corresponding mo-

ments. Figure 1.2 plots the resulting time-series trends: Panel A shows the evolution of the mean

and variance, while Panel B shows the evolution of skewness and kurtosis. The shaded area corre-

sponds to the Global Financial Crisis.

The figure reveals a clear structural shift in the distribution of capital adjustments following the

financial crisis. Both the mean and variance of Δ𝑥 have declined steadily since 2008, indicating

lower average investment activity and reduced dispersion in capital adjustment rates. In contrast,

the distribution’s skewness and kurtosis have increased sharply after the crisis, suggesting a pro-

nounced rise in asymmetry and fat-tailed behavior. Moreover, all these moments are stable before

the crisis. This highlights a fundamental shift in firm-level investment dynamics, with firms in-

creasingly clustered around low investment rates.

The kurtosis of the capital-adjustment distribution has important implications for the propaga-

tion of aggregate shocks in the economy. As first shown by Alvarez, Le Bihan and Lippi (2016) in

the context of price-setting models, higher kurtosis in micro-level adjustment rates amplifies state

dependence in aggregate dynamics, thereby slowing the transmission of macroeconomic shocks.

Baley and Blanco (2021) extended this result to investment models and established that the kur-
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tosis of capital adjustments is a key sufficient statistic determining the persistence of aggregate

productivity shocks in economies where the drift of the underlying productivity is small. In such

environments, a more fat-tailed distribution of firm-level capital adjustments implies that most

firms are clustered near their inaction thresholds, causing aggregate investment to respond slug-

gishly to shocks.

Moreover, in economies with a larger drift where the growth component of productivity plays a

stronger role, Baley and Blanco (2021) shows that skewness becomes particularly relevant: asym-

metric adjustment behavior, with firms more reluctant to disinvest than to invest, further amplifies

the persistence of aggregate shocks. Therefore, the rising trends in both skewness and kurtosis

documented in Figure 1.2 suggest that it now takes considerably longer for aggregate shocks to

translate into firm-level investment responses. This empirical fact provides a critical foundation

for the theoretical model and quantitative analysis in later sections of the paper, where the model

explicitly links belief distortions to these evolving micro-level asymmetries and their macroeco-

nomic consequences.

1.1.3 Investment-Q Relationship

To examine how the relationship between investment and Tobin’s 𝑄 has evolved over time, I

construct firm-level and aggregate measures of investment rates and 𝑄 using Compustat data. The

firm-level Tobin’s 𝑄 is proxied by the average 𝑄, defined as the ratio of the adjusted market value

of capital to total assets (Compustat item 𝑎𝑡) net of cash holdings (Compustat item 𝑐ℎ). Following

Grullon and Ikenberry (2025), the adjusted market value of the firm is computed as the market

value of equity (Compustat items 𝑝𝑟𝑐𝑐_ 𝑓 times 𝑐𝑠ℎ𝑜) plus long-term debt (Compustat item 𝑑𝑙𝑡𝑡)

plus the short-term portion of long-term debt (Compustat item 𝑑𝑙𝑐) minus net working capital

(current assets Compustat item 𝑎𝑐𝑡 minus current liabilities Compustat item 𝑙𝑐𝑡). This measure

corrects for the firm’s short-term leverage position and provides a more comprehensive proxy for

its market valuation.8

8While the firm’s capital stock, 𝑘 , can also serve as the denominator (as in Grullon and Ikenberry (2025)), I scale
by net assets because of the imperfect measurement of intangible capital in the Compustat data. The results are robust
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Figure 1.3: Trends in Investment Rate and Tobin’s 𝑄

(A) Investment Rate and Tobin’s 𝑄 (B) 𝑄-Elasticity of Investment Rate

The aggregate investment rate, 𝐼/𝐾 , in a given year is computed as the capital-weighted aver-

age of firm-level investment rates, while the aggregate Tobin’s 𝑄 is the asset-weighted average of

firm-level average 𝑄 values, each weighted by total assets net of cash holdings. Figure 1.3 plots

the time series of these measures. Panel A shows the aggregate investment rate (𝐼/𝐾) and the ag-

gregate 𝑄. Although aggregate 𝑄 has trended upward post-financial crisis, indicating persistently

high market valuations, the aggregate investment rate has remained low, reflecting a growing dis-

connect between market-based valuations and observed investments. This missing link, dubbed the

‘missing investment’ puzzle, has been widely studied in the literature. For instance, see Gutiérrez

and Philippon (2017), Alexander and Eberly (2018), Crouzet and Eberly (2023), and Grullon and

Ikenberry (2025) for more extensive empirical evidence.

At the same time that the distribution of capital adjustments became more asymmetric, the

sensitivity of firm-level investment rates to Tobin’s 𝑄 also declined steadily over time. To quantify

this relationship, I estimate the elasticity of investment rates with respect to Tobin’s 𝑄 using the

following log–log specification:

log
(
𝑖 𝑗 𝑡/𝑘 𝑗 𝑡−1

)
= 𝛾0 + 𝛾1 log

(
𝑄 𝑗 𝑡

)
+ 𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑠 + 𝐹𝐸 + 𝜖 𝑗 𝑡

where 𝛾1 represents the 𝑄-elasticity of investment rate. The specification includes standard firm-

to alternative scaling factors; using the capital stock instead of assets does not alter the conclusions.
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level controls, and I estimate the model with two different sets of fixed effects to isolate distinct

sources of variation. First, I include firm fixed effects to compute the within-firm elasticity, which

captures how a given firm adjusts its investment in response to changes in its own Tobin’s 𝑄 over

time. Second, I replace these with industry fixed effects to estimate the across-firm elasticity,

reflecting how firms with higher 𝑄 values invest relative to other firms within the same industry

and period. To ensure consistency with the analysis of skewness and kurtosis in the investment

distribution, both elasticities are estimated using the same rolling 15-year time windows.

Panel B of Figure 1.3 plots the time series of the estimated within-firm and across-firm 𝑄-

elasticities. The results reveal a clear and persistent decline in both measures following the finan-

cial crisis. Before the crisis, the typical elasticity exceeded 0.27, but it has since fallen to around

0.18, indicating that firms have become less responsive to fluctuations in market valuations, even as

Tobin’s 𝑄 has remained elevated (as shown in Panel A). In other words, while investors continue

to value firms highly, firms themselves appear increasingly hesitant to translate these valuations

into actual capital accumulation. This decoupling between investment and 𝑄 is consistent with

the patterns of rising asymmetry and fat tails in the investment distribution documented earlier:

as firms face greater uncertainty about future profitability, they are more likely to delay or forego

investment despite favorable market conditions. Hence, the observed decline in 𝑄-elasticity pro-

vides a key empirical foundation for belief-driven investment frictions, motivating the theoretical

model developed in the next section.

1.1.4 Beliefs and Investment

I now show that the rise in asymmetries and the decline in investment sensitivity to Tobin’s

𝑄 have occurred simultaneously with the widening of the wedge between firms’ discount rates

and the cost of capital. Using firm-level data on discount rates and financial costs of capital from

Gormsen and Huber (2025), I construct a firm-specific wedge, 𝜅 𝑗 𝑡 , as:

𝜅 𝑗 𝑡 =
Discount Rate 𝑗 𝑡 − Cost of Capital 𝑗 𝑡

Cost of Capital 𝑗 𝑡
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Figure 1.4: Trends in Investment Rate and Tobin’s 𝑄

(A) Subjective Wedges (B) Investment Rate and Tobin’s 𝑄: Adjusted

which measures the fraction of the gap between how firms discount future returns and their fi-

nancing costs.9 A larger wedge implies that the firm requires a higher expected return to invest,

reflecting more pessimistic beliefs about future payoffs. In a frictionless environment, the required

return on investment equals the cost of capital. With relevant investment frictions, however, this

equality breaks down. In the model developed in this paper, ambiguity about future productivity

shocks generates a wedge between the firm’s discount rate and the cost of capital. In Section 1.4.4,

I assess the model by comparing these model-implied wedges with their empirical counterparts.

I construct the aggregate wedge, 𝜅, for each year as the sales-weighted average of firm-level

wedges. Panel A of Figure 1.4 shows that the aggregate wedge began rising sharply after the Global

Financial Crisis and has continued to trend upward through the 2010s and 2020s. This sustained

increase closely parallels the rise in asymmetries (skewness and kurtosis) documented earlier and

the decline in the 𝑄-elasticity of investment rates, suggesting a common underlying behavioral

shift in firms’ expectations and perceived uncertainty. To assess whether these subjective wedges

can account for the observed decoupling between investment and valuations, I construct adjusted

series for both the aggregate investment rate (𝐼/𝐾) and aggregate Tobin’s 𝑄. Specifically, I regress

each variable’s time series on the time series of the aggregate wedge, 𝜅, and plot the residuals,

which represent the wedge-adjusted components. As shown in Panel B of Figure 1.4, once these

9Additional details on the data sources and the construction of subjective wedges are provided in the Data Ap-
pendix.
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Table 1.1: Investment-Q Sensitivity and Subjective Wedges

(1) (2) (3) (4)
Log(𝑄) 0.21*** 0.24*** 0.28*** 0.24***

(0.03) (0.03) (0.04) (0.05)
PostGFC -0.13* -0.14

(0.07) (0.18)
Log(𝑄)×PostGFC -0.09*** -0.01

(0.03) (0.05)
Wedge -0.72** -0.95*

(0.32) (0.47)
Log(𝑄)×Wedge -0.15 0.12

(0.11) (0.11)
Log(𝑄)×PostGFC×Wedge -0.25*

(0.12)
Observations 28,681 28,681 28,681 28,681
Firm FE Yes Yes Yes Yes

belief distortions are accounted for, the adjusted investment rate and adjusted 𝑄 move closely

together, eliminating the apparent disconnect between valuations and investment observed in the

raw data. This result mirrors the findings in Gormsen and Huber (2025), who show that adjusting

Tobin’s 𝑄 for subjective wedges restores the empirical relationship between market valuations and

investment; effectively resolving the "missing investment" puzzle.

To quantify the effect of subjective wedges on the 𝑄-elasticity of investment, I re-estimate the

within-firm elasticity specification by including controls for both the subjective wedge (𝑊𝑒𝑑𝑔𝑒)

and a post–Global Financial Crisis indicator (𝑃𝑜𝑠𝑡𝐺𝐹𝐶). The results are presented in Table 1.1.

Column (1) reports the baseline elasticity for the full 2001–2020 period. The estimated coefficient

on Log(𝑄) is 0.21, consistent with the aggregate trend documented earlier. In Column (2), I

introduce the post-crisis indicator to capture potential changes in investment behavior following the

crisis. The interaction term between Log(𝑄) and 𝑃𝑜𝑠𝑡𝐺𝐹𝐶 is –0.09, implying that the elasticity

of investment with respect to Tobin’s Q fell from 0.24 before the crisis to 0.15 after the crisis, a

substantial decline consistent with the time-series evidence in Figure 1.3.

Column (3) incorporates the subjective wedge directly into the regression. The estimated co-

efficient on 𝑊𝑒𝑑𝑔𝑒 is –0.72, indicating that a 10% increase in the wedge is associated with ap-
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proximately a 7.2% decline in the firm’s investment rate. This result confirms that firms perceiving

higher discount rates relative to their cost of capital (which can be interpreted as greater pessimism)

tend to invest significantly less, even after controlling for market valuations. Finally, Column (4)

includes both 𝑃𝑜𝑠𝑡𝐺𝐹𝐶 and 𝑊𝑒𝑑𝑔𝑒 simultaneously, along with their interaction terms. In this

full specification, the coefficient on the interaction between Log(𝑄) and 𝑃𝑜𝑠𝑡𝐺𝐹𝐶 becomes small

and statistically insignificant, while the triple interaction term Log(𝑄), 𝑃𝑜𝑠𝑡𝐺𝐹𝐶, and 𝑊𝑒𝑑𝑔𝑒

remains negative and significant (–0.25). This pattern implies that the entire decline in𝑄-elasticity

after the crisis is explained by the rise in subjective wedges: once we account for firms’ subjec-

tive wedges, the differential sensitivity of investment to Tobin’s 𝑄 across the pre- and post-crisis

periods disappears.

Taken together, these findings provide strong empirical support for the mechanism proposed in

this paper: rising belief distortions, capturing pessimism, give rise to endogenous wedges that can

simultaneously explain the rise in investment asymmetries, the fall in 𝑄-elasticity, and the muted

aggregate investment response to elevated valuations.

1.2 Model

In this section, I develop a state-dependent model of investment dynamics, building on Ca-

ballero and Engel (1999), Cooper and Haltiwanger (2006), and Baley and Blanco (2021). In the

model, firms make investment decisions under ambiguity about their productivity process and also

face costs to adjust their capital. Moreover, firms are ambiguity-averse, which leads to cautious

investment decisions. The model helps in explaining both asymmetry in the investment rate distri-

bution and the missing link between Tobin’s Q and investment rates.

1.2.1 Setup

Consider an economy populated by a continuum of ex-ante identical firms that produce output

using physical capital as their only input. Time is continuous and indexed by 𝑡 ∈ [0,∞). Each

firm faces idiosyncratic productivity shocks and ambiguity about the stochastic process governing
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them. In addition, firms incur adjustment costs when they change their capital stock, leading to

inaction and lumpy investment behavior at the micro level. I analyze the model in partial equilib-

rium: firms take the real interest rate 𝑟 as exogenous and constant over time.

Production Technology: Each firm produces output 𝑦𝑡 using capital 𝑘𝑡 according to the produc-

tion function:

𝑦𝑡 = (𝑧𝑡)1−𝛼 𝑘𝛼𝑡 ; 𝛼 < 1

The firm’s capital stock 𝑘 𝑡 depreciates continuously at a rate 𝜁 > 0. In the absence of active

investment, the law of motion of capital is given by 𝑑 log (𝑘𝑡) = −𝜁𝑑𝑡. Each firm’s idiosyn-

cratic productivity 𝑧𝑡 evolves stochastically according to a geometric Brownian motion with drift

𝜇, which is common to all the firms, and volatility 𝜎 > 0,

𝑑 log (𝑧𝑡) = 𝜇𝑑𝑡 + 𝜎𝑑𝐵𝑃𝑡

where 𝐵𝑡 is the standard Brownian motion with respect to the true probability measure 𝑃.

Ambiguity and Belief Distortions: Firms face ambiguity on the probability measure 𝑃; in par-

ticular, they are not fully confident in the law of motion governing future productivity shocks

𝑑𝐵𝑃𝑡 .10 Following Hansen and Sargent (2001), firms entertain a family of alternative probability

measures that are absolutely continuous with respect to 𝑃. Let PD denote this admissible set of

perturbations around 𝑃. For any probability measure 𝐷 ∈ PD perceived by the firm, the associated

Brownian motion 𝐵𝐷𝑡 is related to the 𝐵𝑃𝑡 through a drift distortion (or density generator) ℎ𝑡 ,

𝑑𝐵𝑃𝑡 = 𝑑𝐵𝐷𝑡 + ℎ𝑡𝑑𝑡
10See Hansen and Sargent (2001) and Chen and Epstein (2002) for detailed treatment of model ambiguity in con-

tinuous time.
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so that, under 𝐷, the productivity process satisfies

𝑑 log (𝑧𝑡) = (𝜇 + 𝜎ℎ𝑡)𝑑𝑡 + 𝜎𝑑𝐵𝐷𝑡

The process ℎ𝑡 tilts the drift of shocks while preserving absolute continuity (via Girsanov’s theo-

rem), allowing the firm to consider nearby models under 𝐷.11

Following Anderson, Hansen and Sargent (2003), Hansen et al. (2006), and Hansen and Sargent

(2012), I quantify the discrepancy between the benchmark probability measure 𝑃 and any distorted

measure 𝐷 using discounted relative entropy, or Kullback–Leibler divergence, denoted by R(𝐷).

Intuitively, relative entropy measures how far the firm’s perceived model 𝐷 deviates from the

reference model 𝑃. The greater the distortion applied through the drift adjustment ℎ𝑡 , the larger the

divergence between the two probability measures. Formally, the relative entropy associated with

the distorted measure 𝐷 is given by

R(𝐷) =
∫ ∞

0
E𝐷

[
𝑒−𝑟𝑡

ℎ2
𝑡

2
𝑅𝑡

]
𝑑𝑡

where 𝑅𝑡 is the normalizing quantity that adjusts expectations under 𝐷 relative to those under 𝑃,

and 𝑟 > 0 is the constant discount rate.12

This entropy measure serves as a penalty function so that firms internalize the cost of distorting

probabilities away from the reference model. In the robust-control formulation, they choose the

belief distortion process ℎ𝑡 to minimize their continuation value while accounting for this penalty.

In other words, the firm trades off protection against adverse belief distortion against the cost of

entertaining excessively pessimistic scenarios. A higher entropy cost discourages large deviations

from the reference model, thereby limiting the degree of pessimism embedded in the firm’s beliefs.

11See Hansen et al. (2006) for technical details on the application of Girsanov’s theorem among the distorted beliefs
described by mutually absolutely continuous measures. Also, for a model of ambiguity about both the drift and
volatility without the mutually absolute continuity assumption, see Epstein and Ji (2013).

12I set the normalizing quantity 𝑅𝑡 equal to the frictionless capital stock so that the model is analytically tractable.
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Frictionless Capital: In the absence of any adjustment costs, the firm can freely and instanta-

neously change its capital stock in response to changes in productivity. In this frictionless bench-

mark, the firm continuously chooses its capital level such that it equates the marginal product of

capital to its user cost, 𝑟 + 𝜁 . The optimal frictionless capital stock (or static optimum) is given by,

𝑢𝑡 = 𝑧𝑡

(
𝛼

𝑟 + 𝜁

)1/(1−𝛼)

This expression defines the frictionless capital policy: at every instant 𝑡, the firm adjusts its capital

one-for-one with current productivity 𝑧𝑡 , scaled by the factor
(
𝛼
𝑟+𝜁

)1/(1−𝛼)
, which captures techno-

logical curvature and the user cost of capital.

Importantly, in this frictionless environment, ambiguity about future productivity does not in-

fluence investment decisions. The firm observes its current productivity 𝑧𝑡 perfectly and adjusts

capital accordingly. Although there is ambiguity about the law of motion governing future pro-

ductivity shocks, this uncertainty affects only expectations about future outcomes, not the static

optimization problem it faces at each instant. Since the optimal capital decision depends solely

on current productivity and the constant user cost, ambiguity about future states has no bite in this

frictionless benchmark.

Therefore, under perfectly flexible capital, the firm’s capital stock is a simple linear function of

productivity, and output is proportional to 𝑧𝑡 . Ambiguity only has a bite if investment is subject to

frictions, such as fixed or irreversible adjustment costs. Due to adjustment frictions, firms need to

form expectations about future productivity paths to determine whether to adjust or wait. It is pre-

cisely under these frictions that ambiguity and belief distortions begin to influence firm behavior,

shaping the timing, magnitude, and asymmetry of investment decisions.

Following Caballero and Engel (1999), I rewrite the production process and law of motion in

terms of 𝑢𝑡 and 𝑘𝑡 by substituting 𝑧𝑡 = 𝑢𝑡
(
𝑟+𝜁
𝛼

) 1
1−𝛼

. The output is given by

𝑦𝑡 =

(
𝑟 + 𝜁
𝛼

)
𝑢
,1−𝛼
𝑡 𝑘𝛼𝑡 (1.1)
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Since the scaling between 𝑢𝑡 and 𝑧𝑡 is constant, the frictionless capital inherits the same law of

motion as productivity.

𝑑 log (𝑢𝑡) = (𝜇 + 𝜎ℎ𝑡)𝑑𝑡 + 𝜎𝑑𝐵𝐷𝑡 (1.2)

Expressing the model in terms of 𝑢𝑡 provides a natural benchmark for introducing adjustment costs.

With capital adjustment frictions, the actual capital stock 𝑘𝑡 deviates from 𝑢𝑡 , creating a capital gap

that measures the extent of inaction or misalignment. This reformulation will be central in deriving

the firm’s value function, the inaction region, and the optimal policy under ambiguity in subsequent

sections.

Adjustment Frictions: Firms incur nonconvex fixed costs whenever they actively change their

capital stock. Let 𝑖𝑡 ≡ 𝑘𝑡 − 𝑘 𝑡− denote net investment at any time 𝑡. The fixed cost is given by,

𝜃 (𝑖𝑡) ≡


0, if 𝑖𝑡 = 0 (no adjustment),

𝜃𝑘𝑡 if 𝑖𝑡 ≠ 0 (active adjustment),

where 𝜃 > 0 is a constant, and the cost is scaled by the current capital stock 𝑘𝑡 .13 This non-

convexity implies that small adjustments are not economical: the firm prefers to wait until the

benefit from adjusting the capital stock is large enough to justify paying the fixed cost.

Fixed costs generate an inaction region around the firm’s optimal capital stock. Equivalently, in

(𝑘, 𝑢) space, there exist thresholds 𝑘−(𝑢) and 𝑘+(𝑢) such that, as long as the capital stock remains

within the band [𝑘−(𝑢), 𝑘+(𝑢)], the firm optimally does not adjust (𝑖𝑡 = 0). When either boundary

is hit, the firm pays the fixed cost and jumps to a reset level 𝑘∗(𝑢). This delivers an (𝑆, 𝑠)-type

policy: periods of inaction followed by investment spikes.14 Intuitively, the inaction band balances

the option value of waiting against the foregone flow profits from operating with misaligned capital

13I follow Cooper and Haltiwanger (2006) to model the nonconvex fixed costs of adjustment. These fixed costs are
proportional to the level of capital to eliminate any size effects in the model. These costs are intended to capture either
indivisibilities in capital, increasing returns to installing new capital, or the need for plant restructuring and worker
retraining.

14In Caballero and Engel (1999), the fixed costs are random and are drawn from a distribution to study a generalized
(S,s) approach.
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gaps. The larger 𝜃 is, the wider the inaction region.

1.2.2 Firm’s Problem and Optimal Decisions

Now, I study the firm’s investment problem subject to the law of motion of its state variables

{𝑘, 𝑢}, belief distortions, and fixed adjustment costs. I characterize the firm’s choice of optimal

distortion and the optimal capital policy.

Firm’s Value Function: Consider a firm with state (𝑘𝑡 , 𝑢𝑡), where 𝑘𝑡 is the installed capital stock

and 𝑢𝑡 is the frictionless capital. Between adjustment times, capital depreciates deterministically

at a rate 𝜁 and frictionless capital follows a geometric Brownian motion. Let ℓ denote the number

of adjustments (adjustment counter). The firm chooses (i) a sequence of stopping times or adjust-

ment dates {𝑇ℓ}ℓ≥1 at which it adjusts capital and (ii) the adjustment sizes {𝑖𝑇ℓ }ℓ≥1 to maximize the

expected discounted stream of profits. At every adjustment date, the firm pays the adjustment cost

and the investment value (or receives the disinvestment value). Firm chooses the minimized ex-

pected value for any distorted model 𝐷 within the ambiguity set PD by choosing a drift distortion

ℎ𝑡 . Firm penalizes any distortion ℎ𝑡 with the corresponding relative entropy measure R(𝐷).

Let 𝑉 (𝑘, 𝑢) denote the value function. The sequential robust-control problem is

𝑉 (𝑘0, 𝑢0) = max
{𝑇ℓ ,𝑖𝑇ℓ }

∞
ℎ=1

min
𝐷∈PD

E𝐷
[∫ ∞

0
𝑒−𝑟𝑡𝑦𝑡𝑑𝑡 −

∞∑︁
𝑙=1

𝑒−𝑟𝑇ℓ
(
𝜃𝑘𝑇−

ℓ
+ 𝑖𝑇ℓ

)
+ 1
𝜓

∫ ∞

0
𝑒−𝑟𝑡

ℎ2
𝑡

2
𝑢𝑡𝑑𝑡

]
subject to (1.1), (1.2), and law of motion for capital 𝑘𝑡 :

log 𝑘𝑡 = log 𝑘0 − 𝜁𝑡 +
∑︁
ℓ:𝑇ℓ≤𝑡

log

(
1 +

𝑖𝑇ℓ

𝑘𝑇−
ℓ

)
(1.3)

where investment 𝑖𝑇ℎ :

𝑖𝑇ℓ = 𝑘
∗(𝑢𝑇ℓ ) − 𝑘𝑇−ℓ

Here, 𝑟 > 0 is the constant real interest rate, 𝜃 > 0 is the fixed adjustment cost parameter, and

𝜓 > 0 indexes the ambiguity aversion. The distortion process ℎ𝑡 generates a distorted belief
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under 𝐷, and the last term in the objective is the relative-entropy penalty that discourages large

belief distortions. Expectations E𝐷 are taken under the distorted model. Notice that I assumed

that the normalizing quantity 𝑅𝑡 in the relative entropy term is equal to the frictionless capital

𝑢𝑡 .15 The inner minimization captures worst-case beliefs, and the last term is a relative-entropy

(Kullback–Leibler) penalty that makes extreme distortions expensive. So, 𝜓 governs how costly it

is to push beliefs away from the reference model. The parameter 𝜓 > 0 can therefore be interpreted

as an ambiguity aversion parameter. A large 𝜓 implies a large degree of pessimism or a large degree

of concern for belief distortions.

The max–min structure delivers a saddle point under standard Isaacs conditions.16 The firm

anticipates the worst distortion consistent with the penalty and chooses a policy that is robust to

such a distorted belief. This guarantees dynamic consistency: the continuation problem at any

future state solves the same max–min with the same 𝜓. It yields a single Hamilton-Jacobi-Bellman

(HJB) with the closed-form inner minimization above. In equilibrium, the firm’s optimal policy

(inaction region and reset value) internalizes that adverse belief tilts will be more severe in some

states than others.

In the inaction region [𝑘−(𝑢), 𝑘+(𝑢)], the firm’s value satisfies the following Hamilton-Jacobi-

Bellman (HJB) equation:

𝑟𝑉 (𝑘, 𝑢) = 𝑦 + 𝜎
2

2
𝑢2 𝜕

2𝑉 (𝑘, 𝑢)
𝜕𝑢2 +

(
𝜇 + 𝜎

2

2

)
𝑢
𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

− 𝜁 𝑘 𝜕𝑉 (𝑘, 𝑢)
𝜕𝑘︸                                                                    ︷︷                                                                    ︸

Law of motion of 𝑢𝑡 and 𝑘𝑡

+min
ℎ𝑡

{
𝜎ℎ𝑡𝑢𝑡

𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

+ 1
𝜓
𝑢𝑡
ℎ2
𝑡

2

}
︸                                    ︷︷                                    ︸

value and penalty of distorted belief

(1.4)

15Alternatively, one can use output 𝑦𝑡 or value 𝑉 (𝑘, 𝑢) to normalize the relative entropy term.
16See Hansen et. al. (2006) for a detailed discussion. The Bellman–Isaacs condition plays a central role in the

interpretation and tractability of robust-control problems. This condition ensures that the order of optimization and
worst-case minimization, over the firm’s policy and choice of probability distortion, can be interchanged without
altering the outcome. This equivalence guarantees the existence of a saddle point, which is fundamental for dynamic
consistency and for embedding the robust-control framework in a recursive (Bellman) formulation. In the context of
this investment model, the Bellman–Isaacs condition ensures that the firm’s dynamic programming problem remains
well-defined and recursively solvable despite ambiguity.
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The value function accounts for the flow value of producing output 𝑦𝑡 using their capital stock;

the law of motion of frictionless capital through the drift term 𝜇 + 𝜎2

2 and diffusion term 𝜎2; the

law of motion of capital stock through its depreciation rate 𝜁 ; and finally, the value contribution

through the drift term 𝜎ℎ𝑡 and relative entropy penalty associated with distorted belief ℎ𝑡 . Observe

that the firm minimizes the last two terms to obtain the optimal distortion.

For all other states, the firm immediately resets its capital stock to the reset value 𝑘∗(𝑢). At

the boundaries of the inaction region, the standard value matching conditions holds 𝑉 (𝑘±(𝑢), 𝑢) =

𝑉 (𝑘∗(𝑢), 𝑢) − 𝜃𝑘±(𝑢) − (𝑘∗(𝑢) − 𝑘±(𝑢)). In addition to the value matching conditions, firms opti-

mally choose to exit the inaction thresholds to the reset value. This implies that the smooth-pasting

conditions hold at the thresholds 𝑉𝑢 (𝑘±(𝑢), 𝑢) = 𝑉𝑢 (𝑘∗(𝑢), 𝑢) + 𝜃𝑘±(𝑢). Finally, the optimality

conditions with respect to the capital stock imply that the marginal value of capital at the thresholds

and reset value is equal to one, 𝑉𝑘 (𝑘±(𝑢), 𝑢) = 1 and 𝑉𝑘 (𝑘∗(𝑢), 𝑢) = 1.

Firm’s Belief Distortion: Now, I characterize the firm’s optimal (worst-case) belief distortion

that solves the minimization problem in (1.4).

Lemma 1.1: Given 𝜓 > 0, the optimal or worst-case density generator of the distorted belief is

ℎ∗𝑡 (𝑘, 𝑢) = −𝜎𝜓
𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

And the value associated with the worst-case belief distortion is given by

min
ℎ𝑡

{
𝜎ℎ𝑡𝑢𝑡

𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

+ 1
𝜓
𝑢𝑡
ℎ2
𝑡

2

}
= −𝜓𝜎

2

2
𝑢𝑡

(
𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

)2

Lemma 1.1 shows that the worst-case belief distortion is a function of volatility 𝜎, the ambigu-

ity aversion parameter 𝜓, and the marginal value of capital with respect to the frictionless capital.

When 𝑉𝑢 (𝑘, 𝑢) > 0, an increase in productivity raises firm value. The firm therefore chooses a

negative distortion ℎ∗𝑡 < 0, thereby lowering the perceived drift in productivity and reducing ex-

pected continuation values. The magnitude of the distortion grows with 𝜓. As 𝜓 increases, the
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firm places greater weight on adverse scenarios, tolerating larger distortions in beliefs, and be-

comes more cautious in its investment behavior. A higher 𝜓 lowers the effective cost of deviating

from the benchmark probability measure, allowing the adversary to induce stronger pessimistic be-

liefs. Conversely, when 𝜓 is close to zero, the penalty for distortions is large, ℎ∗𝑡 approaches zero,

and the model converges to the standard expected-utility benchmark with no ambiguity. The term

−𝜓𝜎
2

2 𝑢𝑡𝑉𝑢 (𝑘, 𝑢)2 in the HJB equation represents the certainty-equivalent adjustment for ambigu-

ity. It acts like a negative quadratic penalty on the exposure of firm value to productivity shocks.

This term captures the cost of distorted beliefs: firms internalize that their perceived law of motion

for productivity may be worse than expected, and hence discount continuation values accordingly.

Capital Gap and State-Space Reduction: To simplify the firm’s dynamic optimization prob-

lem, it is convenient to express it in terms of a single state variable that captures the degree of

misalignment between the firm’s actual and frictionless capital. Define this variable as the capital

gap,

𝑥𝑡 = log(𝑘𝑡) − log(𝑢𝑡)

which measures how far the firm’s capital stock 𝑘𝑡 deviates from the frictionless benchmark 𝑢𝑡 .17

When 𝑥𝑡 = 0, the firm operates at its frictionless scale; positive values indicate excess capital,

while negative values indicate insufficient capital. This transformation allows us to reduce the

dimensionality of the problem. The firm’s value function 𝑉 (𝑘, 𝑢), defined initially over two state

variables, can be rewritten as a function of a single variable 𝑥𝑡 once we normalize by the scale of

capital. Specifically, define

v(𝑥𝑡) ≡
𝑉 (𝑘, 𝑢)
𝑘

The function v(𝑥𝑡) represents the value of the firm per unit of installed capital, i.e., the average

value of capital given the current capital gap. Because the production function is homogeneous of

degree one in (𝑘, 𝑢), this normalization fully captures the firm’s problem. Differentiating the value

17Caballero and Engel (1999) used capital gaps to reduce the state-space and Baley and Blanco (2021) used capital-
to-productivity ratios to reduce the state-space.
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function with respect to capital gives the marginal value of capital, which plays a central role in

determining adjustment decisions:

𝜕𝑉 (𝑘, 𝑢)
𝜕𝑘

= v(𝑥) + v′(𝑥)

Here, v(𝑥) measures how the per-unit value changes as the capital gap changes. Together, v(𝑥) and

v′(𝑥) summarize the firm’s incentives to adjust. This reduction in the number of states from two

variables (𝑘, 𝑢) to one variable 𝑥𝑡 greatly simplifies both the analytical characterization and the

numerical computation of the optimal policy. In this representation, all the investment behavior

(inaction, adjustment, and reset decisions) can be expressed in terms of thresholds for 𝑥𝑡 : firms

remain inactive as long as 𝑥 lies within an inaction region [𝑥−, 𝑥+] and adjust discretely to the reset

level 𝑥∗ once the capital gap hits the boundaries.

Lemma 1.2: The optimal policy of the firm is given by the inaction region [𝑥−, 𝑥+] with the reset

value 𝑥∗. Inside the inaction region, the firm’s value satisfies the following HJB equation:

(𝑟 + 𝜁) v(𝑥) =𝑟 + 𝜁
𝛼

exp ((𝛼 − 1)𝑥) + 𝜎
2

2
d2v(𝑥)

d𝑥2 − (𝜇 + 𝜁) dv(𝑥)
d𝑥
−𝜓𝜎

2𝑒𝑥

2

(
dv(𝑥)

d𝑥

)2

with the value-matching conditions:

v (𝑥−) = exp (𝑥∗ − 𝑥−) v (𝑥∗) − 𝜃 − (exp (𝑥∗ − 𝑥−) − 1)

v (𝑥+) = exp (𝑥∗ − 𝑥+) v (𝑥∗) − 𝜃 − (exp (𝑥∗ − 𝑥+) − 1)

and the optimality and smooth-pasting conditions:

v′(𝑥−) + v(𝑥−) = 1, v′(𝑥+) + v(𝑥+) = 1, v′(𝑥∗) + v(𝑥∗) = 1

Lemma 1.2 characterizes the firm’s optimal investment policy and the corresponding value func-

tion under ambiguity and fixed adjustment costs. The policy takes the familiar (𝑆, 𝑠)-form: there
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exists an inaction region [𝑥−, 𝑥+] within which the firm finds it optimal to keep its capital stock

unchanged, and a reset point 𝑥∗ to which capital is adjusted. The lemma provides the recursive

Hamilton–Jacobi–Bellman (HJB) equation governing the firm’s value within the inaction region,

along with boundary conditions that ensure value continuity and optimal adjustment behavior at

the thresholds.

The HJB equation consists of four terms: the first term captures the instantaneous profit from

operating at a given capital gap; the second term accounts for precautionary effects of volatility

in productivity shocks; the third term reflects how the expected drift of the capital gap affects

continuation value; and the final term originates from the firm’s ambiguity aversion. It acts as a

certainty-equivalent penalty that reduces expected continuation value by the perceived cost of dis-

torted belief. The term is always negative, given 𝜓 > 0, implying that ambiguity effectively raises

the firm’s shadow discount rate. Intuitively, the firm behaves as if it anticipates lower expected

productivity growth. A higher 𝜓 amplifies this pessimistic tilt, making the firm more cautious.

The value-matching conditions ensure that the value of inaction equals the value of adjusting

when the boundaries are reached. They guarantee that the firm is indifferent between continuing

without adjustment and paying the fixed cost 𝜃 to move capital from the boundary back to the

reset level 𝑥∗. The exponential terms in these equations translate the jump in the capital stock into

the corresponding change in the per-unit value of capital. The smooth-pasting conditions ensure

optimality at the thresholds by requiring that the marginal value of capital is continuous across

adjustment points. This prevents arbitrage between infinitesimal and discrete investment changes.

Thus, Lemma 1.2 formalizes how ambiguity modifies the classic lumpy-investment problem by

introducing an additional channel of endogenous belief-driven inertia in capital dynamics.

1.2.3 Aggregation and Steady State

The model is solved in a partial equilibrium where the real interest rate is constant. In the

economy, the firms are ex-ante identical and idiosyncratic shocks are independent across firms, so

aggregation is purely a matter of integrating over the cross-sectional distribution of the individual
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state 𝑥𝑡 = log 𝑘𝑡 − log 𝑢𝑡 . Between adjustments, each firm’s 𝑥𝑡 evolves as a one-dimensional diffu-

sion with constant volatility 𝜎 and drift −(𝜇 + 𝜁); when 𝑥𝑡 hits either boundary 𝑥− or 𝑥+, the firm

pays the fixed cost and instantaneously resets to 𝑥∗.

Stationary Distribution: Let 𝐹 (𝑥) denote the steady-state c.d.f. of non-adjusting firms over the

inaction region [𝑥−, 𝑥+], with density 𝑓 (𝑥) = 𝐹′(𝑥). Inside the inaction region, the density solves

the Kolmogorov forward equation (KFE)

𝜎2

2
𝑑2 𝑓 (𝑥)
𝑑𝑥2 + (𝜇 + 𝜁) 𝑑𝑓 (𝑥)

𝑑𝑥
= 0, ∀𝑥 ∈

(
𝑥−, 𝑥+

)
\ {𝑥∗} (1.5)

subject to the boundary conditions ∫ 𝑥+

𝑥−
𝑓 (𝑥)𝑑𝑥 = 1,

𝑓 (𝑥−) = 0, 𝑓
(
𝑥+

)
= 0,

Together, these boundary conditions ensure: (i) the total cross-sectional mass of firms over the

inaction region is unity; and (ii) the firm that reaches a boundary immediately exits the inaction

region and is "reinjected" at the reset point 𝑥∗.18 The distribution of 𝑥 are determined jointly

by (𝑥−, 𝑥+, 𝑥∗) and the drift-diffusion parameters (𝜇, 𝜎, 𝜁). Aggregate objects are readily ob-

tained by integrating firm-level quantities over 𝑓 . For any function 𝑔(𝑥) (expressed in 𝑥-space),

E 𝑓 [𝑔] =
∫ 𝑥+

𝑥−
𝑔(𝑥) 𝑓 (𝑥)𝑑𝑥.

Role of ambiguity: Ambiguity affects aggregation only through the policy thresholds. In our

formulation, the interior KFE for 𝑓 depends on the physical drift ( 𝜇 + 𝜁 ) and volatility 𝜎; the

robust-control term influences the HJB and thereby shifts the endogenous boundaries ( 𝑥−, 𝑥+) and

the reset 𝑥∗. Consequently, belief distortions alter the width of the inaction band (affecting the mass

near zero investment and expected inaction durations) and the reset location (affecting adjustment

18Stationarity also requires flow balance: the outward probability flux at the boundaries equals the inward reinjection
flux at 𝑥∗.
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sizes). But conditional on (𝑥−, 𝑥+, 𝑥∗), the stationary shape of 𝑓 (𝑥) within the inaction region is

governed by the same KFE as in the no-ambiguity benchmark.

1.3 Ambiguity and Model Implications

In this section, I characterize the paper’s main result by showing how ambiguity generates

endogenous asymmetries in firms’ optimal decisions. Next, I show how this translates into im-

plications for the aggregate investment rate and the Tobin’s average 𝑄. Finally, I analyze the

implications of ambiguity for the propagation of aggregate productivity shocks.

1.3.1 Firm’s Optimal Policy under Ambiguity

Lemma 1.2 provides the foundation for understanding how ambiguity modifies firms’ invest-

ment problem. Building on that, I now present the main comparative static result on how ambiguity

aversion not only changes the inaction thresholds but also the shape of the inaction region.

Proposition 1.1: With belief distortions and ambiguity aversion, the inaction bounds {𝑥−, 𝑥+}

and the reset value 𝑥∗ decreases.

𝑑𝑥−

𝑑𝜓

��
𝜓=0< 0 ;

𝑑𝑥∗

𝑑𝜓

��
𝜓=0< 0 ;

𝑑𝑥+

𝑑𝜓

��
𝜓=0< 0

Moreover, the inaction region shrinks to the left of 𝑥∗ and expands to the right of 𝑥∗ i.e., |𝑥∗ − 𝑥− |

decreases and |𝑥+ − 𝑥∗ | increases.

𝑑 |𝑥∗ − 𝑥− |
𝑑𝜓

��
𝜓=0< 0 ;

𝑑 |𝑥+ − 𝑥∗ |
𝑑𝜓

��
𝜓=0> 0

Proposition 1.1 implies that, with ambiguity (𝜓 > 0), the interaction between belief distortions

and the value function’s curvature shifts all three thresholds, 𝑥−, 𝑥∗, and 𝑥+, and introduces a sys-

tematic asymmetry. Specifically, as the ambiguity parameter 𝜓 rises, the left boundary 𝑥−, the

right boundary 𝑥+, and the reset point 𝑥∗ all move leftward, but the relative distances change in
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opposite directions: the left inaction gap |𝑥∗ − 𝑥− |shrinks, while the right inaction gap |𝑥+ − 𝑥∗ |

widens. This implies that firms become quicker to invest when undercapitalized but more tolerant

of excessive capital when overcapitalized. Ambiguity thus induces an endogenous asymmetry in

firms’ inaction regions.

The mechanism driving this result can be seen directly from the HJB equation. Ambiguity

enters as a penalty on the slope of the value function:

Ambiguity Penalty = −𝜓𝜎
2𝑒𝑥

2
[v′(𝑥)]2 . (1.6)

This term acts as a certainty-equivalent adjustment that lowers the expected continuation value

whenever the firm’s value is highly sensitive to productivity shocks, i.e., when |𝑣′(𝑥) | is large.

On the left side of the inaction region (low capital), the marginal value of capital is high: an

additional unit of capital yields large increases in expected profits. Here, the ambiguity penalty is

strongest because the firm’s continuation value is most exposed to belief distortions. As a result,

the firm becomes less willing to remain undercapitalized; it chooses to invest sooner, moving

the lower boundary 𝑥− closer to the reset level 𝑥∗. On the right side (high capital), the marginal

value of capital is low, and the value function is flatter, meaning that the continuation value is

less sensitive to productivity shocks. The ambiguity penalty is therefore weak in this region. The

firm perceives little cost to delaying disinvestment, as potential belief distortions matter less when

capital is already abundant, and productivity shocks have muted effects on profits. Consequently,

the firm waits longer before disinvesting, which pushes the upper boundary 𝑥+ farther away from

the reset value 𝑥∗. The inaction region thus stretches asymmetrically to the right: under ambiguity,

firms invest earlier but disinvest later.

This asymmetric adjustment behavior provides an important micro-foundation for the observed

empirical patterns of investment asymmetry. In firm-level data, investment spikes are typically

larger and more frequent than disinvestment spikes, and disinvestment tends to occur only after

prolonged overaccumulation of capital. The model reproduces this pattern not by assuming asym-
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metric costs or wedges exogenously, but rather as an endogenous consequence of ambiguity aver-

sion. When firms are uncertain about the true productivity process, the perceived downside risk

associated with underinvestment dominates the perceived upside potential of rapid disinvestment.

The result is a right-skewed inaction region and a longer average duration of over-capitalization

spells.

Figure 1.5: Inaction Thresholds and Ambiguity Aversion

Figure 1.5 shows that as 𝜓 increases from 0 to 0.05, as firms become more ambiguity averse,

all three thresholds shift leftward. This means that firms adjust their capital downward relative

to the frictionless benchmark: they require a smaller capital gap before considering themselves

undercapitalized. In economic terms, the belief distortions generated by higher 𝜓 make firms more

pessimistic about future productivity growth, so they prefer to operate with slightly leaner capital

stocks. However, the left boundary 𝑥− moves inward sharply by −0.23 while the right boundary

𝑥+ moves much less by only −0.09. The reset point 𝑥∗ also shifts left, but by an even greater

magnitude −0.33. These differential movements confirm the asymmetric response of the inaction

region predicted by the theory. As ambiguity rises, the lower threshold moves closer to the reset
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level, shrinking the left inaction gap | 𝑥∗ − 𝑥− |, whereas the upper threshold moves slightly away,

widening the right inaction gap |𝑥+ − 𝑥∗ |.

This pattern reflects the mechanism described in Proposition 1.1. On the left side, where firms

are undercapitalized and the marginal value of capital is high, ambiguity raises the perceived down-

side risk of waiting, leading firms to invest earlier. On the right side, where firms are overcapi-

talized and marginal value is low, ambiguity makes waiting relatively inexpensive, so firms delay

disinvestment. The result is a skewed inaction region that is tilted toward overinvestment, a clear

signature of ambiguity-induced asymmetry in firm behavior.

1.3.2 Aggregate Investment and Tobin’s Q

The micro-level distortions introduced by ambiguity aversion aggregate into clear and measur-

able macroeconomic implications. In particular, belief distortions reshape the distribution of firms

across their inaction regions, altering both the aggregate investment rate (𝐼/𝐾) and the aggregate

market valuation of capital, as captured by Tobin’s average-𝑄 and marginal-𝑞. In this subsection,

I show how ambiguity decreases the aggregate investment rate while increasing the aggregate val-

uation of the firms in the economy.

Proposition 1.2: Let 𝐼/𝐾 denote the aggregate investment rate in the economy. The aggregate

investment rate in the economy decreases with an increase in ambiguity.

𝑑

𝑑𝜓

(
𝐼

𝐾

) ��
𝜓=0< 0

The decline in the aggregate investment rate with higher ambiguity arises directly from how be-

lief distortions reshape the firm-level inaction region. As shown earlier, an increase in ambiguity

aversion (𝜓) reduces the left inaction boundary 𝑥−relative to the reset value 𝑥∗, thereby shrink-

ing the left-side adjustment distance |𝑥∗ − 𝑥− |. Since a firm’s investment rate upon adjustment is

proportional to the size of this discrete jump, the average firm-level investment rate is given by
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𝑒(𝑥
∗−𝑥−) −1. When ambiguity increases, the gap (𝑥∗−𝑥−) narrows, and hence firm-level investment

rate declines. Intuitively, firms that face stronger ambiguity invest earlier (i.e., at higher 𝑥−), before

becoming deeply undercapitalized. As a result, each investment spike is smaller in magnitude, and

the aggregate investment rate obtained by integrating these firm-level spikes across the stationary

distribution falls.

At the macro level, the fall in 𝐼/𝐾 thus reflects a mechanical link between the geometry of the

inaction region and the extent of ambiguity distortion. Even though higher ambiguity can alter both

the frequency and timing of investment events, the dominant channel operates through the reduced

jump size. The compression of (𝑥∗−𝑥−) captures firms’ endogenous caution: they act before capital

becomes too misaligned, leading to smaller but more frequent adjustments that sum to a lower

steady-state investment rate. Hence, ambiguity does not freeze investment altogether-it changes

the intensive margin of each adjustment. This mechanism provides a direct microfoundation for

the aggregate result and explains why economies characterized by greater uncertainty or ambiguity

often exhibit persistently weak investment despite stable fundamentals.

Now, let us turn to the impact of ambiguity aversion on Tobin’s average-𝑄 in the economy. De-

fine 𝑉̃ (𝑘, 𝑢) as the market value of a firm and let 𝑄 = E 𝑓 [𝑉̃ (𝑘, 𝑢)/𝑘] denote the aggregate average

value of capital.

Proposition 1.3: Let 𝑉̃ (𝑘, 𝑢) represent the market value of the firm.

The aggregate average value of capital in the economy increases with an increase in ambiguity.

𝑑

𝑑𝜓
𝑄 =

𝑑

𝑑𝜓
E 𝑓

[
𝑉̃ (𝑘, 𝑢)
𝑘

]
≡
𝑑E 𝑓 [ṽ(𝑥)]

𝑑𝜓

��
𝜓=0> 0

Ambiguity distorts both the location and composition of firms in the inaction region. By lowering

the reset value 𝑥∗ and shifting the overall distribution of capital gaps leftward, firms hold relatively

less capital for any given productivity level. Because the average value of capital 𝑣(𝑥) is decreasing

in 𝑥, this leftward shift means that, on average, the average value of capital is higher than in the
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no-ambiguity case. Proposition 1.3 establishes that the aggregate average value of capital (𝑄) in-

creases with higher ambiguity aversion (𝜓). This result reflects a deeper economic tension between

market valuation and firms’ internal valuation of their own capital. Under greater ambiguity, firms

behave as if they assign a lower subjective probability to favorable future productivity realizations.

They therefore discount expected continuation values more heavily and perceive the returns to

holding capital as riskier. In equilibrium, each firm optimally chooses to hold less capital than it

would under full confidence in the productivity process. However, from the market’s perspective,

based on the objective distribution of shocks, the capital stock that firms choose appears too low

relative to its expected profitability. As a result, the market values installed capital more highly,

leading to a higher aggregate 𝑄.

In other words, ambiguity creates a wedge between market beliefs and firm beliefs. Firms,

being ambiguity-averse, act as if the world is governed by a pessimistically distorted process with

lower expected productivity drift. The market, however, aggregates across firms and evaluates

their assets using the objective distribution. Since each firm underinvests and holds a smaller

capital stock, the marginal product of capital rises, and the aggregate value of additional capital

increases. This mechanism naturally generates episodes where market valuations (measured by

Tobin’s 𝑄) remain high even as real investment remains subdued: a phenomenon often described

as the "missing investment" puzzle.

Intuitively, this dynamic can be viewed as a form of belief-driven misallocation. The market

desires a higher capital stock, consistent with its valuation of expected profits, but firms’ subjec-

tive uncertainty about the future leads them to be excessively cautious. Their ambiguity aversion

acts like an endogenous shadow wedge that depresses perceived net returns to investment. As a

result, aggregate𝑄 rises because capital is relatively scarce and valued more highly, but firms’ per-

ceived marginal value of investment remains low, preventing them from responding aggressively.

In equilibrium, this divergence sustains a situation in which capital is under-accumulated relative

to fundamentals, market valuations appear elevated, and aggregate investment dynamics become

more sluggish.
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1.3.3 Propagation of Aggregate Shocks

To understand how ambiguity affects aggregate dynamics, consider the economy’s response to

a small aggregate productivity shock of size 𝛿. Following the framework of Alvarez, Le Bihan,

and Lippi (2016) and Baley and Blanco (2021), such a shock shifts the entire cross-sectional distri-

bution of firms’ idiosyncratic states in parallel: each firm’s capital gap 𝑥 moves by approximately

−𝛿. In the absence of adjustment frictions, this shift would translate one-for-one into higher output

and capital accumulation. However, when adjustment costs and ambiguity aversion are present,

the propagation of this aggregate shock depends critically on how many firms are close to the

adjustment thresholds and on how ambiguity alters their incentives to invest.

Formally, let IRF𝑡 (𝛿, 𝜓) denote the impulse response function (IRF) of the expected capital gap

following an aggregate shock:

IRF𝑡 (𝛿, 𝜓) = E𝑡 [𝑥𝑡] − E 𝑓 [𝑥𝑡]

where E 𝑓 [𝑥𝑡] is the steady-state expectation of the capital gap and E𝑡 [𝑥𝑡] is its expected value

at horizon 𝑡 after the shock. The cumulative impulse response (CIR), a sufficient statistic for

aggregate persistence, integrates this deviation over time:

CIR(𝛿, 𝜓) =
∫ ∞

0

(
E𝑡 [𝑥𝑡] − E 𝑓 [𝑥𝑡]

)
𝑑𝑡

Intuitively, the CIR summarizes how long it takes for the distribution of firms to transition back

to the steady state after the aggregate shock. In models with nonconvex adjustment costs, this

measure captures both the fraction of firms that adjust immediately and the gradual adjustment

of the remainder through drift and diffusion dynamics. Because each firm fully incorporates the

aggregate shock whenever it adjusts, it is sufficient to track the behavior of firms until their next
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adjustment. The CIR can therefore be written as

CIR(𝛿, 𝜓) =
∫ 𝑥+ (𝜓)

𝑥− (𝜓)
E

[∫ 𝜏

0

(
𝑥𝑡 − E 𝑓 [𝑥]

)
𝑑𝑡

]
𝑑 (𝐹 (𝑥 + 𝛿) − 𝐹 (𝑥))

where 𝜏 denotes the random time of first adjustment and 𝐹 (·) the steady-state distribution of capi-

tal gaps. This formulation highlights that the propagation of shocks depends on the boundaries of

the inaction region [𝑥−(𝜓), 𝑥+(𝜓)] and thus on ambiguity.

Proposition 1.4: (a) The Impulse Response Function (IRF) of the average capital gaps in the

economy, immediately after an aggregate productivity shock 𝛿, decreases with belief distortions

and ambiguity aversion.
𝑑

𝑑𝜓
IRF0(𝛿, 𝜓)

��
𝜓=0< 0

(b) The Cumulative Impulse Response (CIR) of average capital gaps in the economy, following an

aggregate productivity shock 𝛿, increases with belief distortions and ambiguity aversion.

𝑑

𝑑𝜓
CIR(𝛿, 𝜓)

��
𝜓=0> 0

Proposition 1.4 highlights how ambiguity fundamentally alters the short-run impact and long-

run persistence of aggregate shocks. Part (a) shows that the immediate impulse response (IRF0)

of the average capital gap to an aggregate productivity shock 𝛿 decreases with ambiguity aversion.

In other words, the economy’s instantaneous adjustment to shocks becomes weaker when firms

are more ambiguity-averse. Part (b) shows that the cumulative impulse response (CIR), the total

area under the impulse response function, increases with ambiguity. Together, these results imply

that ambiguity dampens the initial reaction to shocks but prolongs their effects over time, thereby

generating slower but more persistent aggregate dynamics.

Under greater ambiguity (𝜓 > 0), belief distortions widen the right side of the inaction region
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and narrow the left side, as shown in Proposition 1.1. Consequently, fewer firms are positioned

to adjust upward in response to a positive productivity shock, while more firms remain stuck in

states of overcapitalization. The immediate response of aggregate investment is therefore muted.

Moreover, because ambiguity slows the rate at which firms exit inaction, the adjustment process

becomes more gradual, leading to a more persistent response of aggregate capital. In terms of the

CIR, ambiguity effectively amplifies persistence, increasing the total area under the IRF curve.

From an economic perspective, these dynamics suggest that business-cycle persistence in-

creases even in the absence of structural frictions. Ambiguity effectively acts as a substitute

for adjustment costs at the aggregate level, inducing belief-driven inertia in investment decisions.

Consequently, the aggregate capital stock adjusts slowly to shocks, resulting in prolonged devi-

ations from the steady state. In summary, Proposition 1.4 demonstrates that ambiguity reshapes

the macroeconomic propagation of shocks. This characteristic enables the model to reconcile two

empirical regularities frequently observed in data: the muted short-run sensitivity of investment to

productivity shocks and the highly persistent responses of capital accumulation and output over

time. Thus, ambiguity provides a behavioral microfoundation for aggregate sluggishness, linking

firms’ cautious beliefs to the aggregate propagation mechanisms seen in the data.

Sufficient Statistics of CIR:

Following Baley and Blanco (2021), the Cumulative Impulse Response (CIR) of capital gaps

to aggregate shocks can be expressed as a function of steady-state moments that summarize the

microeconomic distribution of firms. To a first-order approximation,

1
𝛿

CIR(𝛿, 𝜓) =
Var 𝑓 (𝑥)
𝜎2 + (𝜇 + 𝜁)

Cov 𝑓 (𝑥, 𝑎)
𝜎2 ,

where 𝑥 denotes the capital gap and 𝑎𝑡 is the age of capital, defined as the time since the last

adjustment,

𝑎𝑡 = 𝑡 −max {𝑇ℓ : 𝑇ℓ ≤ 𝑡} .
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This expression links the cumulative impulse response up to a first-order to two key steady-state

moments. First, the variance of capital gaps measures the dispersion in how far firms’ capital de-

viates from their frictionless target. Second, the covariance between gaps and capital age captures

how far firms drift from their target as they remain inactive over time. Together, these moments

act as sufficient statistics that summarize how firm-level heterogeneity translates into aggregate

capital dynamics. Ambiguity affects both these moments in different ways. The variance of gaps

has no definite sign because it depends on the total width and shape of the inaction region. Since

ambiguity shrinks the left inaction region and expands the right inaction region, the net effect on

overall dispersion can go either way, depending on parameter values and how probability mass

redistributes within the inaction region. However, the covariance Cov 𝑓 (𝑥, 𝑎) increases with ambi-

guity, as shown in Proposition 1.5.

Proposition 1.5: The covariance between capital gap and capital age increases under ambiguity.

𝑑

𝑑𝜓
𝐶𝑜𝑣 𝑓 [𝑥, 𝑎]

��
𝜓=0> 0

The covariance increases because ambiguity expands the right side of the inaction region, allowing

overcapitalized firms to remain inactive for longer. The economic implication is that ambiguity

changes the composition of firms across states by increasing the share of overcapitalized firms.

Consequently, the rising covariance term dominates in the CIR formula, resulting in greater aggre-

gate persistence capturing belief-driven sluggishness in aggregate capital adjustment.

Summary: The model provides a unified framework linking firm-level ambiguity to aggregate

investment dynamics. Ambiguity aversion distorts firms’ beliefs about future productivity, lead-

ing them to behave more cautiously when making capital adjustments. This distortion generates

an asymmetric inaction region: firms invest earlier when undercapitalized but delay disinvestment

when overcapitalized, reducing both the size and frequency of investment spikes. As a result, the
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aggregate investment rate declines, while market-based measures of valuation such as Tobin’s 𝑄

and marginal 𝑞 rise, capturing the empirical "high-𝑄, low-investment" pattern. Ambiguity fur-

ther dampens the immediate impact of aggregate shocks but lengthens their persistence, producing

slower capital dynamics. At the macro level, a key sufficient statistic determining aggregate per-

sistence is the covariance of capital gaps and capital age, which shifts in response to ambiguity

and reinforces sluggish dynamics. The following section calibrates the model to firm-level and ag-

gregate data to quantify these mechanisms and evaluate how well the model accounts for observed

investment moments and the empirical magnitude of the "missing investment" phenomenon.

1.4 Quantitative Results

In this section, I discuss the calibration of model parameters and, to do so, leverage the suf-

ficient statistics approach of Baley and Blanco (2021) to obtain the important moments. Then, I

present the paper’s key quantitative results, comparing the ambiguity model with a model of ex-

ogenous asymmetries. I follow up with two model validation results that support the ambiguity

model in the data and with external validation of the model using subjective wedges data from

Gormsen and Huber (2025).

1.4.1 Data and Calibration

To bring the model to the data, I use investment moments from Compustat firm-level data for

the period 1995 to 2023, used in section 1.1. The goal of this calibration is to map the model’s

steady-state and dynamic implications to empirical moments that summarize both the micro-level

investment behavior and the aggregate persistence of capital adjustment. The mapping follows

the sufficient statistics approach of Baley and Blanco (2021), which links the model’s steady-

state moments directly to observable data moments derived from firm-level investment rates and

duration of inactions.

Specifically, four moments are central to the calibration: First, the variance of capital gaps,

Var(𝑥), which captures the cross-sectional dispersion in firms’ deviation from their frictionless
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capital levels and reflects both the average inaction duration and the skewness of investment rates.

Second, the covariance between capital gap and capital age, Cov(𝑥, 𝑎), which measures the extent

to which the misalignment between actual and target capital increases with the time since last

adjustment. This statistic is especially informative about the asymmetry in firms’ inaction regions

and how long firms remain overcapitalized before adjusting. Third, the aggregate investment rate,

𝐼/𝐾 , across all the firms in the economy. Finally, Tobin’s𝑄, a market-based measure of the average

value of capital, is used to validate the model’s prediction that ambiguity can generate a higher 𝑄

along with a lower investment rate.

In the calibration, I set the output-capital elasticity 𝛼 to 0.65 to match the capital share of

0.32.19 The interest rate (or the discount factor) 𝑟 is set to 0.04, and the depreciation rate 𝜁 to

0.05. I assume the drift of the productivity process 𝜇 to be 0.01 and the volatility 𝜎 to be 0.22.

The adjustment cost parameter 𝜃 is chosen to match the empirical variance of capital gaps, Var(𝑥),

which captures the average spread between the upper and lower investment thresholds in the model.

Intuitively, higher fixed costs lead to larger gaps and hence greater dispersion in firm capital gaps.

The ambiguity-aversion parameter 𝜓 is calibrated to match the covariance Cov(𝑥, 𝑎). This choice

reflects the model’s central insight that ambiguity does not necessarily increase variance but rather

introduces systematic asymmetry between over- and under-capitalized firms. In the data, Cov(𝑥, 𝑎)

is positive: firms with larger incomplete durations are typically more overcapitalized, indicating

that firms wait longer to disinvest than to invest. Calibrating 𝜓 to replicate this covariance allows

the model to capture the empirically observed asymmetry in investment behavior along with the

aggregate transitional dynamics.

Figure 1.6 presents the evolution of the sufficient statistics that govern aggregate adjustment

dynamics and their implications for shock propagation. Panel A shows that both the variance of

capital gaps, Var(𝑥), and the covariance between capital gaps and capital age, Cov(𝑥, 𝑎), have in-

creased over time, with a pronounced increase following the Global Financial Crisis. While the

19Since the model’s only input is capital, 𝛼 does not reflect the capital share in the economy. For any capital share
𝛼̃, the value of 𝛼 can be obtained by using the transformation 𝛼 = (𝜂𝛼̃)/(1− (1− 𝛼̃)𝜂), where 𝜂 denotes the decreasing
returns to scale in the production function. I set 𝜂 to 0.85 to calculate the output-capital elasticity.
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Figure 1.6: Implied Moments from Sufficient Statistics Approach

(A) Variance and Covariance (B) Cumulative Impulse Response

variance rises gradually, the covariance exhibits a sharper upward trend, indicating growing asym-

metry in the distribution of firms. Panel B translates these changes into aggregate dynamics by

plotting the implied cumulative impulse response (CIR). The CIR increases steadily over time, im-

plying that aggregate shocks have become more persistent. This provides direct empirical support

for the paper’s mechanism: belief-driven distortions that amplify asymmetry can significantly slow

down the recovery.

For comparison, I also construct an asymmetric benchmark model without ambiguity, in which

asymmetry arises from exogenous differences in adjustment costs: 𝜃− for investments and 𝜃+ for

disinvestments.20 Define the “𝜃-wedge” as 𝜃+ − 𝜃−. This benchmark isolates the extent to which

the observed asymmetry in the data can be attributed to belief distortions rather than technolog-

ical frictions. By contrasting the ambiguity-based model with this exogenous-wedge model, we

can test whether endogenously distorted beliefs alone can replicate the degree of asymmetry and

persistence seen in the data. Overall, this calibration strategy enables the model to quantitatively

match key moments using interpretable parameters. The estimated 𝜓 will provide a measure of the

degree of ambiguity consistent with U.S. firms’ observed investment moments, while also deter-

mining how much of the aggregate "missing investment" and high Tobin’s 𝑄 phenomenon can be

rationalized by belief distortions.

20See Baley and Blanco (2021) for detailed discussion on asymmetric costs.
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Figure 1.7: Results from Ambiguity Model

(A) Calibrated Parameters (B) Model Implied Moments

1.4.2 Results

I use the two moments, Var(𝑥) and Cov(𝑥, 𝑎), calculated using the sufficient statistics approach

to calibrate the ambiguity model. Figure 1.7 presents the results from the calibrated model. Panel A

shows how the fixed cost parameter, 𝜃, and the ambiguity aversion parameter, 𝜓, evolve over time

to match the targeted moments. Ambiguity parameters rise significantly after the financial crisis to

match the increased asymmetry captured by Cov(𝑥, 𝑎). However, the fixed cost of adjusting capital

does not show a clear trend and tends to fluctuate during economic crisis periods. Panel B shows

how the model-implied investment rate and aggregate 𝑄 evolved over time from the calibrated

model. Both the investment rate and aggregate 𝑄 diverge a lot after 2008, with the investment

rate declining and aggregate 𝑄 increasing. These patterns are consistent with what we observed in

the data post the financial crisis. Next, we turn to the comparison of this model with a model of

exogenous asymmetries.

Table 1.2 compares the quantitative performance of the ambiguity model with that of the asym-

metric fixed-cost model across two time periods, 1995-2009 and 2009-2023. Both models are cal-

ibrated to match the same targeted moments from Compustat data: the variance of capital gaps

Var(𝑥) and the covariance between gaps and capital age Cov(𝑥, 𝑎). But they differ fundamen-

tally in the source of investment asymmetry. In the ambiguity model, asymmetry arises endoge-

nously from belief distortions governed by the ambiguity aversion parameter 𝜓. In contrast, in the
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asymmetric model, the fixed-cost wedge (𝜃+ − 𝜃−) is imposed exogenously, making disinvestment

costlier than investment.

Table 1.2: Model Performance

Ambiguity Model Asymmetric Model
1995-2009 2009-2023 1995-2009 2009-2023

Targeted Moments
Var(x) 0.066 0.086 0.066 0.086

Cov(x,a) 0.273 0.444 0.273 0.444
Calibrated Parameters

𝜃 0.0046 0.0050 0.0027 0.0035
𝜓 0.094 0.216 - -

𝜃-wedge - - 0.0135 0.0265
Investment - Tobin’s 𝑄

Investment Rate 23.73 21.38 23.68 21.34
Tobin’s 𝑄 1.97 2.16 1.52 1.50

Both models successfully match the empirical targets: Var(𝑥) and Cov(𝑥, 𝑎). These moments

summarize the distribution of corporate investment in the Compustat data. The slight increase

in both moments between the two subperiods suggests that, post-2009, firms exhibited somewhat

greater dispersion in capital gaps and a stronger correlation between overcapitalization and the

age since last investment.21 This shift motivates testing whether ambiguity (rising uncertainty and

pessimistic beliefs) or exogenous wedges other than these behavioral frictions better explain these

patterns.

The fixed adjustment cost parameter 𝜃 is moderately higher in the second period for both the

ambiguity model (0.0046→ 0.0050) and the asymmetric model (0.0027→ 0.0035). The crucial

difference lies in how each model rationalizes the higher covariance Cov(𝑥, 𝑎). In the ambiguity

model, this is achieved through a rise in the ambiguity-aversion parameter, from 𝜓 = 0.094 in 1995-

2009 to 𝜓 = 0.216 in 2009-2023. This increase reflects stronger belief distortions and heightened

uncertainty during the post-crisis decade. Ambiguity aversion generates endogenous asymmetry

21These patterns are consistent with a more asymmetric investment environment following the Great Recession.
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by inducing firms to delay disinvestment and act more cautiously in response to shocks. In contrast,

the asymmetric model relies on a higher exogenous 𝜃-wedge (0.0135→ 0.0265) to reproduce the

same rise in covariance, implying a large increase in disinvestment costs relative to investment

costs. This comparison highlights a key advantage of the ambiguity-based explanation: it captures

time variation in asymmetry without assuming structural changes in adjustment technology.

Turning to the model-implied aggregate outcomes, the ambiguity model reproduces two strik-

ing empirical features. First, the aggregate investment rate declines from 23.73% to 21.38% be-

tween the two periods, mirroring the well-documented slowdown in U.S. corporate investment post

2009. Second, Tobin’s 𝑄 rises from 1.97 to 2.16 over the same period, consistent with elevated

market valuations despite weak real investment, the "missing investment" puzzle. The mechanism

is intuitive: as ambiguity rises, firms hold less capital than the market expects them to, leading to

higher marginal valuations of the remaining capital stock. In contrast, the asymmetric model deliv-

ers the opposite pattern: it predicts a decline in both investment and Tobin’s 𝑄. When asymmetry

arises only from wedges, the model cannot generate high valuations with low investment because

both are mechanically tied to adjustment costs. Thus, while both models fit the targeted micro

moments equally well, only the ambiguity model reproduces the macro-level disconnect between

high 𝑄 and low investment rate observed in the data.

Overall, the results suggest that the ambiguity model better explains the investment behavior

of U.S. firms in recent decades. The rise in 𝜓 during 2009-2023 reflects the growing influence of

uncertainty and pessimistic beliefs on corporate decision-making. Under higher ambiguity, firms

perceive future profitability as more uncertain, invest less into capital stock, and respond more

cautiously to aggregate shocks, even as market valuations remain elevated.

1.4.3 Model Validation

Now, I present empirical evidence supporting the model’s mechanism. The model predicts that

industries characterized by a higher covariance between capital gaps and capital age, Cov(𝑥, 𝑎),

should exhibit higher average Tobin’s 𝑄. This relationship arises because a stronger covariance
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signals greater asymmetry in firms’ inaction regions, specifically, longer durations of overcapital-

ization, reflecting more pronounced ambiguity or belief distortions in firms’ investment behavior.

Figure 1.8: Model Validation using Cross-sectional Patterns

Figure 1.8 provides direct empirical validation of this mechanism. On the horizontal axis, we

measure Cov(𝑥, 𝑎) across two-digit SIC industries using Compustat data, while the vertical axis

shows the corresponding industry-level average Tobin’s 𝑄. The positive relationship between the

two variables suggests that industries with greater asymmetries, as indicated by higher covariance,

also exhibit higher market valuations of installed capital. The ambiguity-based model implies ex-

actly this pattern: belief distortions make firms more cautious, leading them to underinvest relative

to market expectations, which in turn elevates the market valuation of their limited capital stock.

Intuitively, this relationship captures an important insight. A high covariance Cov(𝑥, 𝑎) implies

that as capital ages, firms remain increasingly overcapitalized rather than resetting their capital

stock. This sluggish disinvestment behavior signals the presence of ambiguity: firms are uncertain

about future productivity and prefer to wait before adjusting. However, from the market’s perspec-

tive, this restraint implies a scarcity of new capital, raising the marginal value of existing capital
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and driving up Tobin’s 𝑄. Thus, the cross-industry evidence aligns with the model’s prediction

that greater ambiguity (as reflected in higher covariance) leads to higher 𝑄. Overall, the empirical

relationship between Cov(𝑥, 𝑎) and Tobin’s 𝑄 across industries provides strong external valida-

tion of the model’s central mechanism and reinforces the idea that belief distortions can drive the

observed disconnect between investment and market valuations in U.S. data.

1.4.4 Ambiguity Aversion and Implied Wedges

In this subsection, I discuss the relevance of ambiguity aversion for the wedges calculated using

subjective beliefs data. For instance, Gormsen and Huber (2025) collected the data on discount rate

wedges and cost of capital wedges using the information in the earnings calls. I demonstrate that

the model with ambiguity aversion can be recast as a model with endogenous discount rate wedges

(or cost of capital wedges), and I provide how the model-implied wedges closely match the wedges

calculated in the data.

The robust-control term in the HJB equation can be rearranged to resemble an additive compo-

nent of the discount rate, i.e., shifting the ambiguity penalty to the left-hand side yields:

(𝑟 + 𝜁 + 𝜓𝜎
2𝑒𝑥

2v(𝑥) [v
′(𝑥)]2︸              ︷︷              ︸

𝜅(𝑥)

)v(𝑥) = 𝑟 + 𝜁
𝛼

exp((𝛼 − 1)𝑥) + 𝜎
2

2
v′′(𝑥) − (𝜇 + 𝜁)v′(𝑥).

The term 𝜅(𝑥) is an endogenous discount factor (or cost-of-capital) wedge:

𝜅(𝑥) = 𝜓𝜎2𝑒𝑥

2v(𝑥) [v
′(𝑥)]2

Observe that the wedge implied by the model is closely related to the wedge estimated in

Section 1.1.4 using the data from Gormsen and Huber (2025). Conceptually, this wedge captures

the extent to which firms require a discount rate that exceeds the cost of capital when evaluating

investment. This wedge raises the effective discounting of continuation values. Intuitively, 𝜅(𝑥)

summarizes how ambiguity tilts beliefs about the discount factor given their capital gap. Figure 1.9
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shows 𝜅(𝑥) declining with 𝑥: the wedge is highest when firms are under-capitalized (left threshold)

and lowest when over-capitalized (right threshold). This pattern follows directly from the model’s

key mechanism: when the firm lacks capital, the marginal value is steep (large |v′|), so ambiguity

penalizes waiting more heavily, effectively raising the user cost most exactly where the firm has

more incentives to invest. Conversely, on the right inaction region, v′ is relatively flat, so ambiguity

adds little to the effective discount rate.

Figure 1.9: Ambiguity and Implied Wedges

The data on discount factor wedges from Gormsen and Huber (2025) are inferred from their

subjective beliefs. Mapping those estimates to 𝜅(𝑥) provides a structural interpretation: wedges

may not be purely technological or financial; they can emerge endogenously from the interaction

of belief distortions with a firm’s state variables, such as its capital and productivity. For a repre-

sentative calibration with an average ambiguity aversion between the two time periods (𝜓=0.16),

the model-implied average wedge is about 5.0 percentage points (annualized).22 At the same time,

the average wedge calculated from the earnings calls data increases from 3 percentage points in

22The average wedge is calculated by integrating 𝜅(𝑥) over the stationary distribution 𝑓 (𝑥).
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2002 to 5 percentage points in 2019. Interpreting ambiguity through 𝜅(𝑥) bridges the theory with

discount-rate wedges measured in the data. Overall, the ambiguity model explains observed cost-

of-capital wedges as belief-driven and state-dependent, not solely as exogenous financial frictions.

1.5 Fiscal Policy Implications

I model a corporate tax cut as a permanent drop in the effective user cost of capital. With a

statutory rate 𝜏, the first-order condition becomes

(1 − 𝜏)𝛼𝑧1−𝛼𝑘𝛼−1 = 𝑟 + 𝜁,

Then the frictionless target capital is

𝑢 = 𝑧

(
𝛼(1 − 𝜏)
𝑟 + 𝜁

) 1
1−𝛼

A cut from 𝜏0 = 0.30 to 𝜏1 = 0.20 raises 1 − 𝜏(0.7→ 0.8) and therefore jumps 𝑢 up; equivalently

𝑥 = log 𝑘 − log 𝑢 jumps down by

Δ log 𝑢 =
1

1 − 𝛼 [log (1 − 𝜏1) − log (1 − 𝜏0)] > 0

so at 𝑡 = 0 all firms experience a parallel leftward shift in 𝑥 with respect to the old steady-state.

However, the new steady state will also have its thresholds shifted. This is slightly different from

the 𝛿 shock analyzed in section 3. Firms then respond subject to their (S, s) rules and ambiguity-

tilted beliefs.

Figure 1.10 illustrates the impulse response of the mean capital gap, 𝐸 [𝑥𝑡], following a perma-

nent reduction in the corporate tax rate from 30 percent to 20 percent. The vertical axis plots the

deviation of the mean capital gap from its new steady state, such that a value of zero corresponds

to full adjustment after the policy shock. The figure clearly shows that the IRF under ambiguity

(orange curve) lies consistently below that under no ambiguity (blue curve). This implies that, at
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every point in time, the average capital gap remains further from the new steady state when belief

distortions are present. Consequently, the cumulative impulse response (CIR), the area under the

IRF curve, is larger under ambiguity, indicating a more persistent adjustment process.

Figure 1.10: Fiscal Policy Effectiveness

The slower convergence of the IRF to zero reflects the belief-driven option value of waiting

that characterizes firms on the right side of the inaction region. When firms are ambiguity-averse,

they perceive greater uncertainty about the productivity process and, therefore, are less willing to

disinvest or adjust capital downward. As a result, many firms remain temporarily over-capitalized,

delaying their adjustment even after the tax cut lowers the user cost of capital. Ambiguity thus

generates asymmetric responses: firms near the lower investment threshold react quickly (as the

perceived cost of underinvestment is high), while those near the upper threshold delay adjustment,

causing aggregate persistence.

This analysis provides two key policy implications. First, short-run policy effectiveness is

muted. Despite the sizable statutory reduction in the corporate tax rate, ambiguity dampens the

immediate expansion of aggregate capital because a substantial share of firms remains within their
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inaction regions. Investment responses are therefore smaller in magnitude than in the no-ambiguity

case. Second, the policy shocks have greater persistence. The same belief distortions that slow

initial adjustment increase the duration of the aggregate response.

From a policy-design perspective, this experiment highlights the importance of subjective be-

liefs in shaping fiscal multipliers. If firms’ beliefs are distorted by ambiguity aversion, standard

calibration exercises that ignore subjective expectations may overstate the short-run effectiveness

of tax-based stimulus. Incorporating subjective belief data, for instance, from firm-level surveys

or expectations modules, can improve the identification of effective policy elasticities. In practice,

reducing ambiguity through credible policy commitments, clear communication, or temporary in-

vestment incentives can complement tax cuts by shifting firms closer to the adjustment boundary,

thereby increasing the speed and magnitude of investment responses.

1.6 Conclusion

This paper shows that ambiguity aversion in firms’ decision-making plays a central role in

shaping key features of corporate investment. In particular, it provides a unified explanation for

two salient empirical patterns: the asymmetry in the distribution of investment rates and the weak-

ening relationship between aggregate investment and Tobin’s 𝑄. I demonstrate that belief distor-

tions arising from ambiguity aversion can quantitatively reproduce these patterns observed in U.S.

corporate investment data. The paper develops a theoretical model that delivers these results ana-

lytically and then calibrates the model to firm-level data to highlight the quantitative importance of

ambiguity in matching empirical moments. By linking micro-level belief distortions to aggregate

outcomes, the model provides a new mechanism for shaping investment dynamics in environments

characterized by uncertainty. Finally, the analysis has important policy implications. When firms

are ambiguity-averse, policies aimed at stimulating investment, such as fiscal stimulus or corporate

tax cuts, become less effective in the short run and more persistent in their impact. These findings

highlight the importance of incorporating subjective beliefs and uncertainty into macroeconomic

policy design, particularly during periods of heightened economic uncertainty.
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Chapter 2: Skewed Fluctuations and Propagation through Production

Networks (joint with Serena Ng and Francisco Ruge-Murcia)

Aggregate skewness in economic models can arise because of skewed common shocks that

directly affect all sectors in the economy. It can also arise if a large shock hits a sector that hap-

pens to be granular.1 Instead of exogenous asymmetric shocks, skewed outcomes can also arise

from the asymmetric propagation of symmetric negative and positive shocks through the produc-

tion network, especially when inputs are not easily substitutable. Several studies in the literature

develop models with sector-specific production technologies and heterogeneous elasticities of sub-

stitution to highlight the complex ways in which sectors are interconnected. Examples include

Atalay (2017), Baqaee and Farhi (2019), and Miranda-Pinto and Young (2022). These different

sources of aggregate skewness can co-exist: while exogenous common shocks generate global

connectivity, production networks endogenously generate local connectivity. Each of these chan-

nels can individually or jointly contribute not only to skewness, but to the variability and higher

moments of aggregate outcomes.

This paper develops a framework in which global and local connectivity coexist. The frame-

work is a network-augmented factor model that is a first-order approximation to the various multi-

sector network models considered in the literature, but encompasses a network propagation effect,

common shocks, and sector-level shocks. Heterogeneity in the network propagation effect is al-

lowed to accommodate possible differences in sectoral connectivity. Expressing sector-level output

growth as the sum of three components allows us to quantify the network multiplier in the presence

of common shocks. It also allows us to assess the relative importance of the components in ag-

gregate variance and aggregate skewness. We highlight how common and sectoral shocks interact

1For skewness due to disasters, see Rietz (1988), Barro (2006), and Nakamura et al. (2013). For skewed sector-
specific shocks to granular sectors, see Gabaix (2011) and Acemoglu et al. (2012).
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with the production structure to generate aggregate outcomes, and draw attention to features in the

data that production network-based structural models of business cycles should match.

To assess the relative importance of the sources of skewness, we focus on Fisher’s coefficient

of skewness,

𝜅3 =
𝜇3

𝜎3 =
𝐸 [(𝑋 − 𝜇)3]

𝜎3 ,

where 𝜇𝑘 is the 𝑘-th central moment of the random variable 𝑋 and 𝜎2 = 𝜇2 is the variance.2 Our

point of departure is that if 𝑋 is the sum of components, the skewness in 𝑋 is not the sum of the

skewness of the components. For example, if 𝑋1 ∼ (𝜇1, 𝜎
2
1 ) and 𝑋2 ∼ (𝜇2, 𝜎

2
2 ), then the coefficient

of skewness for 𝑋 = 𝑋1 + 𝑋2 is

𝜅3 = 𝐸

(
(𝑋1 − 𝜇1) + (𝑋2 − 𝜇2)

𝜎

)3

=
𝜎3

1
𝜎3 𝜅1 +

𝜎3
2
𝜎3 𝜅2 +

3𝜎2
1𝜎2

𝜎3 𝐸 (𝑋1 − 𝜇1)2(𝑋2 − 𝜇2) +
3𝜎2

2𝜎1

𝜎3 𝐸 (𝑋2 − 𝜇2)2(𝑋1 − 𝜇1).

Note that the skewness of 𝑋 is not simply the (variance-weighted) sum of skewness of 𝑋1 and 𝑋2,

but includes two terms coming from the higher order covariability between 𝑋1 and 𝑋2. In fact, 𝑋

can be skewed even if 𝑋1 and 𝑋2 are symmetric, provided that the last two terms are non-zero.

These two terms, known as coskewness, will not be zero unless 𝑋1 and 𝑋2 are independent. The

decomposition is akin to an ANOVA analysis for variance, but involves more interaction terms

because we analyze the third moment.

As an illustration of the quantitative importance of the coskewness terms that are the focus

of this paper, consider the decomposition of the skewness of nominal GDP growth. The data

is quarterly from 1950Q1 to 2024Q4 and, by construction, is the sum of real GDP growth and

the growth rate of the implicit price deflator.3 The Fisher’s coefficient of skewness of nominal

GDP growth is −0.99, and, hence, this variable is negatively skewed as documented in previous

2Note that time-series tests for skewness need to account for weak dependence in the data. See Bai and Ng (2001),
Bai and Ng (2005), and Bontemps and Meddahi (2005).

3The raw data were taken from FRED at the Federal Reserve Bank of St. Louis. Real GDP is computed as the
ratio of nominal GDP and the implicit price deflator, both of which are seasonally adjusted.
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literature. The terms of the decomposition above are −0.75, 0.16, −0.26, and −0.14, respectively.

The first and second terms are, respectively, the contributions from the skewness of real GDP

growth and the growth rate of the deflator, and the latter two terms are the coskewness terms. Note

that the contribution of the coskewness terms is of the same order of magnitude as that of the first

two terms. Their net effect is to overcome the positive skewness of inflation (as measured by the

growth rate of the deflator) and increase the negative skewness of nominal GDP growth so that it

is actually larger in absolute value than that of its real counterpart.

Our problem is more complicated because we have three components: a network (local), a

common (global), and idiosyncratic; the dynamics are possibly involved, and the relation must

be consistent with structural constraints based on the observed input-output matrix. Despite these

complications, we show that the network-augmented factor model provides a framework to segre-

gate the network propagation effect from that of the asymmetric shocks. In this sense, our paper

extends previous literature (e.g., Acemoglu, Ozdaglar and Tahbaz-Salehi (2017)) that shows that

network effects and asymmetric shocks jointly deliver skewed aggregate series. But by decompos-

ing their relative contributions, we shed light on the channel of coskewness that has not previously

been investigated. Baqaee and Farhi (2019) and Ruge-Murcia (2024) argue that a nonlinear propa-

gation mechanism in a production network can also deliver skewed aggregate series. In this paper,

we work exclusively in a linear framework and leave the extension to a nonlinear framework for

future research.

We analyze data on sector-level output growth at the 3-digit level of the North American Indus-

try Classification System (NAICS), and use data at the 2-digit level as a robustness check. Although

the Bureau of Economic Analysis (BEA) constructs input-output (I-O) tables for the sample period

1957-2019, its accounting-based connectivity matrix may not necessarily reflect all the spillovers

in the data that our econometric model seeks to explain. We capture potential discrepancies using

a matrix with a few parameters, estimated jointly with the common and idiosyncratic components,

via the Generalized Method of Moments (GMM). Based on these estimates, an empirical inverse

Leontief matrix identifies a few sectors, notably Trade, Finance and Insurance, Information Tech-
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nology, and Services, to play a dominant role in the production network.

We then decompose aggregate skewness using both a factor-only model and our full network-

augmented model. In the absence of network connections, the common component accounts for

most of the skewness. However, once the network is introduced, the contribution of the common

component declines significantly, with the majority of skewness attributed to the network and its in-

teraction with other components. Even if one assumes that the BEA connectivity matrix correctly

measures all network connections, incorporating the network reduces the skewness attributed to

common factors from −1.36 to −0.63. The network contributes to skewness directly through pro-

duction linkages and indirectly through coskewness with the common component. In our baseline

estimation, which allows for more flexible spillovers, the direct network effect rises to over 47% of

total skewness, with the coskewness terms involving network and common components emerging

as the dominant source, accounting for 50% of total skewness. These results support our central

argument that higher-order co-variation, captured through network-based coskewness, is essential

to understanding how production networks shape aggregate skewness. In terms of the central ques-

tion of this paper, which is identifying possible sources of observed skewness and measuring their

respective contribution, our results show that the production network accounts for a substantial part

of aggregate skewness, in large part through network-based coskewness.

To help us interpret the empirical results, we construct and estimate a micro-founded model and

show that it can generate skewness and coskewness consistent with the U.S. data. We also show

that the relative sparsity of the I-O table (which features large diagonal terms) need not imply

low connectivity across sectors and that, in a model with skewed shocks, sectoral shocks propa-

gated through the network can account for the skewness in the data, as conjectured in Acemoglu,

Ozdaglar and Tahbaz-Salehi (2017). In contrast, skewed aggregate shocks that propagate through

the network induce only limited skewness in the data. As an additional contribution to the liter-

ature, we report method-of-moments estimates of the elasticity of substitution between material

inputs and between consumption goods, respectively, of 0.83 and 0.75. The estimates differ signif-

icantly from 0 and 1 and imply gross complementarity. This result is important because many of
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the most interesting findings in network analysis rely on the assumption of gross complementarity.

Harvey and Siddique (2000) appears to be one of the first works to consider conditional coskew-

ness as a feature in the cross-section of returns.4 This paper has generated significant interest in

coskewness as a priced factor. For a recent review, see Harvey and Siddique (2023). Atalay,

Drautzburg and Wang (2018) compute the average coskewness of sectoral shocks implied by a

calibrated multi-sector model to understand tail risk in aggregate output. We also analyze sec-

toral data, but our coskewness arises from higher-order covariation across the three components

of aggregate output growth implied by our network-augmented factor model, not coskewness at

the sectoral level. Furthermore, our focus is not on tail risk, but on the importance of skew-

ness induced by exogenous shocks vis-à-vis the production network as an endogenous propagating

mechanism. Our analysis was inspired by Dew-Becker and Vedolin (2021), which analyzes the

time-series skewness implied by a multisector model with a rich production network structure,

but only idiosyncratic shocks exist. We additionally allow for global connectivity via common

shocks, complementing the local connectivity enabled by the production network. Our analysis is

also related to Dew-Becker and Vedolin (2025), which suggests that conceptually new sources of

skewness are empirically plausible. In contrast, we suggest coskewness as a channel for skewness

based on an empirical analysis of the data. It is encouraging that both analyses find that sectoral

connections are a key driver of aggregate skewness.

The paper is organized as follows. Section 2.1 presents the data and econometric frame-

work. Section 2.2 discusses the estimation of the network-augmented factor model and reports

the reduced-form estimates. It also presents the results from the skewness decomposition, high-

lighting the relative importance of the network, common, and sector-specific components in ex-

plaining aggregate skewness. Section 2.3 constructs a multi-sector general equilibrium model with

a production network, reports its structural estimates, and uses counterfactual experiments and de-

compositions to shed additional light on the sources of skewness observed in the U.S. data. Section

4The covariation between an asset 𝑖 and the square of market returns is used as a measure of the skewness of asset
𝑖 to the skewness of a well-diversified portfolio. Stocks with negative coskewness have higher downside risk and
demand a higher risk premium, while stocks with high idiosyncratic volatility may have positive coskewness, thus low
returns.
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2.4 concludes. Appendix B.1 contains additional information on the data. Appendices B.2 and B.3

contain additional tables, figures, and estimation details.

2.1 Data and Econometric Framework

From early work by Neftci (1984), De Long and Summers (1988), Hamilton (1989) and Sichel

(1993) to the more recent work by Salgado, Guvenen and Bloom (2019), evidence of aggregate

skewness is well documented.5 To get a glimpse of skewness in macroeconomic aggregates, we

consider the output gap, the unemployment rate minus its natural rate (i.e., the unemployment

gap), and real output growth for 1960Q1 to 2019Q4 in the December 2024 vintage produced by the

Congressional Budget Office (CBO). We also take the 1960M1-2019M12 data from the December

2024 vintage of FRED-MD. As explained in McCracken and Ng (2016), this panel of monthly

macroeconomic variables is known to have a factor structure, meaning that it is well represented

by the factor model 𝑋 = FΛ + 𝜀.6 We estimate three factors by principal components, denoted

respectively by F̂1, F̂2, and F̂3, and find that these estimates explain about 50% of the variation

in the data and load heavily on real activity, interest rate, and price variables, respectively. Table

2.1 shows that whether we consider quarterly or monthly data, these macro aggregates appear non-

normal over the sample from 1960 to 2019, displaying negative skewness and/or excess kurtosis.

Large negative values of F̂1 are recorded in 1980M5, 1974M12, and 2008M12, which correspond

to NBER recession dates. Even excluding the pandemic observations from the analysis, both

measures of skewness show stronger evidence of asymmetry in the 1984-2019 sample than in the

pre-1984 sample.

It is also possible to define aggregate skewness from the bottom up by analyzing the GDP-by-

industry database produced by the BEA. Since this is the primary data to be used in the rest of the

paper, we describe it now in more detail. First, note that there have been changes to the definition of

5The density of a symmetrically distributed variable should have equal mass on the left and right of its mean, which
is also its median and mode. In contrast, a skewed variable has an unequal mass around the center of its density. For
instance, a left-skewed variable has a long left tail, and its density is right-leaning.

6The data are downloaded from https://www.cbo.gov/data/budget-economic-data and https:
//research.stlouisfed.org/econ/mccracken/fred-databases.
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Table 2.1: Skewness in the Aggregate Data: 1960-2019

𝜅3 𝜅4

60-19 60-84 84-19 60-19 60-84 84-19

𝑦 − 𝑦∗ -0.099 -0.145 -0.456 3.221 2.679 2.479

𝑢 − 𝑢∗ -0.790 -0.507 -1.250 3.588 2.919 3.923

Δ𝑦 -0.289 -0.287 -1.307 4.770 3.113 7.598

𝐹̂1 -1.238 -1.229 -1.739 6.750 5.219 9.718

𝐹̂2 0.435 -1.022 0.565 9.735 16.197 7.571

𝐹̂3 -0.333 -0.747 0.623 4.711 3.870 3.927

Notes: Quarterly data for output gap (𝑦 − 𝑦∗), unemployment minus the natural rate (𝑢 − 𝑢∗), and
real output growth Δ𝑦 are taken from the December 2024 vintage of the Congregational Budget
Office database. Three factors 𝐹̂ are estimated from the December 2024 vintage of FRED-MD.

sectors over the years: At the 3-digit level, which is our base case, the number of sectors increased

from 43 for the sample 1947-1962 to 61 for the sample 1963-1996 and further increased to 66

for 1997-2022. To strike a balance between the span of the data (𝑇) and the number of sectors

(𝑁), we use the 1947 classification to aggregate data in subsequent years (i.e., 1947-2022) into

43 sectors. The sectors and their respective NAICS code are listed in Table B.1. Dropping the

observations before the Korean War and after the pandemic leave us with data for 𝑁 = 43 sectors

for the sample 1957-2019 with 𝑇 = 63. Real gross sectoral output per capita is obtained upon

dividing total industry output (i.e., nominal gross output) from the Make Table of the Input-Output

(I-O) accounts by the annual GDP deflator (from NIPA Table 1.1.9.) and the estimate of the U.S.

population produced by the BEA. The former series was obtained from the BEA website, and the

latter two series were obtained from FRED at the Federal Reserve Bank of St. Louis. The growth

rate of real output in sector 𝑖 at time 𝑡, 𝑦𝑖,𝑡 , is computed as 100 times the log difference of real gross

output per capita.

We assume that the 𝑇 × 𝑁 panel of data for real sectoral output growth rates 𝑌 has a factor

representation, i.e. 𝑌 = 𝐹Λ + 𝑒. We estimate three factors and the corresponding idiosyncratic

errors from the data. Summary statistics are reported in the Table B.3. The three factors explain
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about 60% of the variation in the data. Most of the sectoral output growth rates and 𝑒 series are

not very persistent, as only around 30% have a first-order autocorrelation coefficient exceeding

0.3. The mean and median of estimates of 𝜎𝑦
𝑖

and 𝜎𝑒
𝑖

are stable over the sub-samples. The value

of the first factor 𝐹̂1 is most negative in 2009, 1982, and 1975, which are years of economic

downturns. Although the average (across units) of the skewness 𝜅𝑒3 is close to zero, the average of

the skewness 𝜅𝑦3 is negative. Figure 2.1 plots the sample coefficient of skewness for each sector

along with the sectoral weight. Though there is substantial heterogeneity, 33 of the 43 series are

negatively skewed. Utilities, Apparel, and Air Transport (corresponding to Sectors 6, 21, 29) have

the most negative 𝜅𝑦3 while Farming, and Food and Tobacco Products (corresponding to sectors 1

and 19) are the most positively skewed.

A sector-based measure of aggregate output growth can be obtained by taking a weighted sum

of sectoral output growth,

𝑌𝑡 = 𝜔
′
𝑡y𝑡

where y𝑡 is the 𝑁 × 1 vector of sectoral output growth rates, 𝑦𝑖𝑡 . The simplest approach is to use

an equal weight of 1/𝑁 . An alternative is to use the share of sector 𝑖’s output in total output at

time 𝑡, 𝜔𝑖𝑡 = 𝑧𝑖𝑡/
∑𝑁
𝑖=1 𝑧𝑖𝑡 . However, this measure can be sensitive to time variations. A more stable

measure of weights is 𝜔𝑖𝑡 = 𝜔̄𝑖 = (1/𝑇)
∑𝑇
𝑡=1 𝜔𝑖𝑡 for all 𝑡. The coefficients of skewness corre-

sponding to the three weighting schemes are -1.257, -1.608, and -1.680. Regardless of the choice

of weights 𝜔𝑡 , the aggregate output defined as above also exhibits negative skewness, consistent

with the measures of skewness found for aggregate data reported earlier.

We construct a𝑊𝐵 matrix of input shares from the Use tables reported by the BEA.7 Figure B.1

presents a heatmap of the matrix 𝑊𝐵. The figure shows intuitive interactions between sectors. For

instance, 66.5% of material expenditures by the petroleum and coal products (#24) goes to goods

produced by the oil and gas extraction (#3), and 44.3% of material expenditures by food services

and drinking places (#42) goes to goods produced by food and beverage and tobacco products

7The BEA record total purchases of inputs to industry production, as well as the commodities that are consumed
by final users in billions of current dollars at producer prices. We take the average of the BEA data over the sample
1957-2019 and define a normalized matrix𝑊𝐵 satisfying

∑
𝑗𝑊𝐵,𝑖 𝑗 = 1.
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Figure 2.1: Skewness of Output Growth and Value-Added Shares by Sector

Notes: Blue bars are the coefficient of skewness for each of the 43 sectors over the sample 1957-
2019. White bars are the corresponding (value-based) sectoral weights.

(#19). An important feature of the table at this level of disaggregation is the large values along the

main diagonal, meaning that a substantial proportion of material expenditures by sector 𝑗 goes to

goods produced in the same sector. However, we show below that even if the I-O table is relatively

sparse and features substantially larger diagonal than off-diagonal entries, it still implies strong

connectivity across sectors.
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2.1.1 A Network-augmented Factor Model

Foerster, Sarte and Watson (2011) (hereafter, FSW) show that the representation

(𝐼𝑁 − ¥Φ1𝐿)y𝑡 = ¥Π0 ¥𝜖𝑡 , (2.1)

where 𝐿 is the lag operator, and ¥Φ1, and ¥Π0 are conformable matrices, encompasses the first-order

approximate solution of many production network models previously considered in the literature.

In this VAR specification, the contemporaneous effects occur through the shocks. Let 𝛼 denote

the diagonal matrix with sectoral intermediate input shares. If ¥Φ1 = 𝛼𝑊𝐵 and ¥Π0 = 𝐼, (2.1) is the

model in Long and Plosser (1983); if ¥Φ1 = 0 and ¥Π0 = (𝐼 − 𝛼𝑊𝐵)−1, it is the model in Carvalho

(2010); and if ¥Π0 = (𝐼 − 𝛼𝑊𝐵)−1 and ¥Φ1 is a known diagonal matrix, it is the model in Hovarth

(1998). FSW further assume that ¥𝜖𝑡 = ¥Λ ¥𝐹𝑡 + ¥𝑒𝑡 has a factor structure. In particular, ¥Λ is a 𝑁 × 𝑟

matrix of factor loadings corresponding to the 𝑟 × 1 vector of common factors ¥𝐹𝑡 , and ¥𝑒𝑡 is a 𝑁 × 1

vector of idiosyncratic errors.

2.1.2 Decomposition of Aggregate Growth into Components

The focus of FSW is the relative importance of common and sector-specific shocks to output

variance after controlling for the network effects.8 Our focus is the relative contribution of common

shocks, sectoral shocks, and the production network to skewness. For our purpose, it is more

convenient to consider the model

y𝑡 = Φ0y𝑡 +Φ1𝑦𝑡−1 + 𝜖𝑡 , (2.2)

where Φ0 and Φ1 are 𝑁 × 𝑁 matrices. With 𝜖𝑡 = Λ𝐹𝑡 + 𝑒𝑡 , the baseline model is

y𝑡 = Φ0y𝑡 +Φ1y𝑡−1 + Λ𝐹𝑡 + 𝑒𝑡 .
8Specifically, Foerster, Sarte and Watson (2011) estimate the common component ¥𝐶𝑡 = ¥Λ ¥𝐹𝑡 after filtering out the

network effects using a structural model i.e., by obtaining the model matrices ¥Φ1, ¥Π0, and ¥Π1 to be functions of Γ′
𝐵

and structural parameters.
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Let 𝐼𝑁 be the 𝑁 × 𝑁 identity matrix and

L = (𝐼𝑁 −Φ0)−1.

be the inverse Leontief matrix. The reduced form y𝑡 = L
(
Φ1y𝑡−1 + Λ𝐹𝑡 + 𝑒𝑡

)
implies

y𝑡 = LΦ1y𝑡−1︸    ︷︷    ︸
network+dynamics

+ LΛ𝐹𝑡︸︷︷︸
network+common

+ L𝑒𝑡︸︷︷︸
network+idiosyncratic

.

Thus, network effects are confounded with the common and idiosyncratic components in the data.

To gain more insights about the role of the production network, consider the static model and

let L𝑖𝑖 be the (𝑖, 𝑗)-th entry of L = (𝐼𝑁 −Φ0)−1. Then

y𝑡 = LΛ𝐹𝑡 + L𝑒𝑡©­­­­­­­­«

𝑦1𝑡

𝑦2𝑡

. . .

𝑦𝑁𝑡

ª®®®®®®®®¬
=

©­­­­­­­­«

L11 L12 . . . L1𝑁

L21 L22 . . . L2𝑁
...

L𝑁1 L𝑁2 . . . L𝑁𝑁

ª®®®®®®®®¬

©­­­­­­­­«

𝜆11

𝜆21
...

𝜆𝑁1

ª®®®®®®®®¬
𝐹𝑡 +

©­­­­­­­­«

L11 L12 . . . L1𝑁

L21 L22 . . . L2𝑁
...

L𝑁1 L𝑁2 . . . L𝑁𝑁

ª®®®®®®®®¬

©­­­­­­­­«

𝑒1𝑡

𝑒2𝑡
...

𝑒𝑁𝑡

ª®®®®®®®®¬
For any 𝑖 = 1, . . . , 𝑁

𝑦𝑖𝑡 =

𝑁∑︁
𝑗=1
L𝑖 𝑗𝜆 𝑗1𝐹𝑡 + L𝑖 𝑗𝑒𝑖𝑡 .

We see that output of sector 𝑖 depends on the direct response of sector 𝑖 to a change in 𝐹𝑡 . But it also

includes the indirect response of all sectors 𝑗 ≠ 𝑖 to the common factor 𝐹𝑡 and the sector-specific

shock 𝑒𝑖𝑡 , both propagated through the network. The goal is to separate these effects following
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Ozdagli and Weber (2025). We do so by adding and subtracting terms:

y𝑡 = (L − 𝐼𝑁 )Λ𝐹𝑡 + (L − 𝐼𝑁 )𝑒𝑡︸                             ︷︷                             ︸
current network

+ LΦ1y𝑡−1︸    ︷︷    ︸
dynamic network

+ Λ𝐹𝑡︸︷︷︸
common

+ 𝑒𝑡︸︷︷︸
idiosyncratic

= (L − 𝐼𝑁 )Λ𝐹𝑡 + (L − 𝐼𝑁 )𝑒𝑡 + LΦ1y𝑡−1︸                                              ︷︷                                              ︸
network

+ Λ𝐹𝑡︸︷︷︸
common

+ 𝑒𝑡︸︷︷︸
idiosyncratic

.

Aggregate output growth is 𝑌𝑡 = 𝜔′y𝑡 where 𝜔′ is 1× 𝑁 . A decomposition of aggregate output

growth, 𝑌𝑡 = 𝜔′y𝑡 , is

𝑌𝑡 = 𝜔′(L − 𝐼𝑁 )Λ𝐹𝑡 + 𝜔′(L − 𝐼𝑁 )𝑒𝑡 + 𝜔′LΦ1y𝑡−1︸                                                        ︷︷                                                        ︸
network

+ 𝜔′Λ𝐹𝑡︸︷︷︸
common

+ 𝜔′𝑒𝑡︸︷︷︸
idiosyncratic

. (2.3)

= N𝑡 + C𝑡 + E𝑡 .

Thus, aggregate output growth has three components: local connectivity through the network,

global connectivity through the common component, and idiosyncratic shocks. The spillover ef-

fects due to network connectivity are captured by L − 𝐼𝑁 = Φ0 + Φ2
0 + . . .. We refer to (L − 𝐼𝑁 )

as the Network Multiplier Matrix because it governs how shocks propagate through the network.

Specifically, each element (𝑖, 𝑗) of this matrix shows the multiplier effect of a shock in sector 𝑗 on

the output growth of sector 𝑖. We also define the Sectoral Network Multiplier, 𝜔′(L − 𝐼𝑁 ). This

𝑁 × 1 vector, calculated as a weighted sum along the rows for each column in the network mul-

tiplier matrix, quantifies the effect of a shock originating in any given sector on aggregate output

growth.

The decomposition of the level of 𝑦𝑡 leads to the following decomposition of variance of 𝑌𝑡 ,

var(𝑌𝑡) = var(N𝑡) + var(C𝑡) + var(E𝑡) + 2cov(N𝑡 , 𝐶𝑡) + 2cov(N𝑡 , E𝑡) + 2cov(C𝑡 , E𝑡).

A decomposition of skewness is more involved. As noted above, if a variable is the sum of two

components, the skewness of the sum is not the sum of the skewness of the two components, but

also depends on the higher order covariation of the components. Given that 𝑌𝑡 has three primitive
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components, a decomposition of the coefficient of skewness is

𝜅𝑌3 =
1
𝑇

𝑇∑︁
𝑡=1

(
𝑌𝑖𝑡 − 𝜇𝑖
𝜎𝑖

)3

= 𝑠3
N 𝜅
N
3 + 𝑠

3
C𝜅
C
3 + +𝑠

3
E𝜅
E
3

+3𝑠2
N 𝑠CCoS(N ,N , C) + 3𝑠2

C𝑠NCoS(N , C, C)

+3𝑠2
N 𝑠ECoS(N ,N , E) + 3𝑠2

E𝑠NCoS(N , E, E)

+3𝑠2
C𝑠ECoS(C, C, E) + 3𝑠2

E𝑠CCoS(C, E, E)

+6𝑠N 𝑠C𝑠ECoS(N , C, E),

where 𝑠𝐻 = 𝜎𝐻/𝜎𝑌 , and 𝐻, 𝐽 = N , C, or E,

CoS(𝐻, 𝐻, 𝐽) =
𝐸

(
(𝐻 − 𝜇𝐻)2(𝐽 − 𝜇𝐽)

)
𝜎2𝐻𝜎𝐽

.

A system of 𝑘 components has 𝑘!(𝑘−2)!/2 coskewness terms. Since 𝑘 = 3 in our case, six possible

sources can contribute to the skewness of 𝑌 . The decomposition takes 𝜎2
𝑖

(i.e., the variance of 𝑌𝑖)

constant but allows for other types of time-varying second moments to contribute to skewness.

For example, CoS(N , C, C), is the covariance between the volatility (squared variations of the

common component C) and the network component.

2.1.3 From Theory to Empirics

The network-augmented factor model for the 𝑁 × 1 vector yt = (y1t, . . . , yNt)′ is

y𝑡 = Φ0y𝑡 +Φ1y𝑡−1 + ΛF𝑡 + 𝑒𝑡 . (2.4)

The estimation of (2.4) is straightforward in an ideal setting if we can take𝑊𝐵 to be Φ0. However,

the BEA reports 𝑊𝐵 as a matrix that links the level of sectoral output, not sectoral growth that we

analyze. To accommodate other discrepancies between Φ0 and 𝑊𝐵 that will be further discussed
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below, we let

Φ0 = 𝐴0 ⊙𝑊𝐵

where ⊙ denotes element-by-element multiplication, and 𝐴0 is an 𝑁 × 𝑁 matrix to be determined

by the data. In this setting, the inverse Leontief matrix is

L = (𝐼𝑁 − 𝐴0 ⊙𝑊𝐵)−1.

If𝑊𝐵 coincides with Φ0, 𝐴0 = 1𝑁1′
𝑁

. The homogeneous adjustment obtains as a special case with

𝐴0 = 1𝑁1′
𝑁
𝑎0.

To illustrate the importance of 𝑎0, Table 2.2 reports the decomposition of variance and skew-

ness as 𝑎0 varies. The top panel shows that the variance due to the network component increases

monotonically with 𝑎0, while the covariance between C and N increases for values of 𝑎0 up to

about 0.3 and then decreases. The bottom panel shows that the direct contribution of the network

component N to skewness increases sharply with 𝑎0 at the expense of the common component C.

However, C still contributes to skewness, albeit indirectly through its higher order covariation with

N . For many values of 𝑎0, the two coskewness terms NNC and NCC contribute more to skew-

ness than N , with a combined contribution to skewness that is maximized at values of 𝑎0 between

0.3 and 0.4. Though useful to highlight that the relative importance of the sources of skewness

depends on 𝑎0 via the empirical inverse Leontief matrix in a non-linear way, a scalar adjustment

parameter is restrictive.

Our more general specification encompasses various adjustments to 𝑊𝐵 used in the network

literature. In production network models with Cobb-Douglas technology and no capital, such as

Acemoglu et al. (2012), the adjustment matrix 𝐴0 simplifies to a constant (less than one) represent-

ing the share of intermediate inputs in the production process. In extensions of these models that

incorporate dynamics in intermediate inputs, as in Acemoglu, Ozdaglar and Tahbaz-Salehi (2017),

𝐴0 includes a time-discount factor as well. With heterogeneous sectors, the adjustment matrix

becomes sector-specific, with each row containing the input shares corresponding to that sector
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Table 2.2: Decomposition with Φ0 = 𝑎0𝑊𝐵

𝑎0

0.010 0.050 0.100 0.200 0.300 0.400 0.500 0.600 0.750

Total Variance = 10.088

N 0.048 0.065 0.091 0.157 0.240 0.343 0.463 0.601 0.844

C 0.599 0.542 0.475 0.353 0.250 0.165 0.099 0.051 0.011

E 0.020 0.020 0.020 0.019 0.018 0.017 0.016 0.014 0.015

2 NC 0.325 0.364 0.404 0.456 0.470 0.447 0.385 0.287 0.026

2 NE 0.007 0.009 0.011 0.015 0.021 0.029 0.037 0.046 0.104

2 CE 0.000 0.000 0.000 0.000 0.000 0.000 -0.000 0.000 -0.000

Total Skewness = −1.687

N -0.016 -0.027 -0.046 -0.107 -0.208 -0.358 -0.567 -0.845 -1.413

C -0.749 -0.640 -0.520 -0.327 -0.189 -0.097 -0.041 -0.013 -0.000

E 0.001 0.001 0.001 0.001 0.000 0.000 0.000 0.000 -0.001

NNC -0.172 -0.230 -0.307 -0.464 -0.599 -0.685 -0.692 -0.597 -0.114

NCC -0.620 -0.663 -0.691 -0.673 -0.581 -0.444 -0.290 -0.150 -0.008

NNE -0.005 -0.007 -0.011 -0.018 -0.028 -0.039 -0.050 -0.055 -0.137

NEE -0.003 -0.003 -0.004 -0.005 -0.006 -0.007 -0.007 -0.007 -0.019

CCE -0.076 -0.066 -0.055 -0.037 -0.024 -0.014 -0.007 -0.003 -0.002

CEE -0.007 -0.007 -0.006 -0.005 -0.004 -0.003 -0.002 -0.001 0.002

NCE -0.040 -0.044 -0.048 -0.050 -0.048 -0.042 -0.031 -0.017 0.006

Notes: The table reports decomposition of variance and skewness when the inverse Leontief
matrix is (𝐼𝑁 − 𝑎0𝑊𝐵)−1 for different values of the scalar 𝑎0. Here, 𝑊𝐵 is the normalized input-
output matrix produced by the BEA. Output is expressed as the sum of three components: network
(N ), common (C), and idiosyncratic (E). The top panel reports the proportion of the variance
explained by N , C, E and the three covariances. The bottom panel reports the skewness due to
the three components and the seven coskewness terms.

(see Bigio and La’O (2020), von Lehn and Winberrry (2022), and di Giovanni and Hale (2022)).

Incorporating capital dynamics into production network models further modifies 𝐴0, making it

dependent on the structure of the capital goods network as well (see Foerster, Sarte and Watson

(2011), Atalay (2017), and von Lehn and Winberrry (2022)).

In models that adopt constant elasticity of substitution (CES) in production, such as those in
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Atalay (2017) and Baqaee and Farhi (2019), the adjustment matrix 𝐴0 also depends on the sector-

specific elasticity of substitution among intermediate inputs. Together, these examples highlight a

range of model-based reasons why the BEA-provided input-output matrix is not an exact measure

of the theoretical Γ′. We allow the data to determine the appropriate adjustment, thereby capturing

a range of potential factors that could influence the empirical inverse Leontief matrix.

Since𝑊𝐵 is provided by the BEA, it remains to estimate 𝐴0 and other parameters in the model.

However, 𝐴0 = [𝑎0,𝑖 𝑗 ] has 𝑁 (𝑁 − 1) parameters and unrestricted estimation is not feasible. The

equation for sector 𝑖 for the model defined by (2.4) is

𝑦𝑖𝑡 =
∑︁
𝑗

𝑎0,𝑖 𝑗𝑊𝐵,𝑖 𝑗 𝑦 𝑗 𝑡 +
∑︁
𝑗

𝑎1,𝑖 𝑗𝑊𝐵,𝑖 𝑗 𝑦 𝑗 𝑡−1 + 𝜆𝑖F𝑡 + 𝑒𝑖𝑡 .

We consider two models. The static version of Model I takes 𝑎0,𝑖 𝑗 = 𝑎0 for all (𝑖, 𝑗), while the

static version of Model II assumes 𝑎0,𝑖 𝑗 = 𝑎0,𝑖 for all 𝑗 . With some abuse of terminology, we will

say that 𝐴0 is heterogeneous when 𝑎0,𝑖 𝑗 varies across 𝑖. Model I has no variation in the rows and

columns of 𝐴0. The rows of 𝐴0 in Model II differ, but each row’s column entries are the same.

The dynamic versions of the two model make analogous assumptions on 𝑎1,𝑖 𝑗 . We use the static

version of Model II (i.e., without 𝑦𝑡−1) as our base model. The number of parameters in 𝐴0 to be

estimated is N in the static version of the Model II, whereas we just need to estimate one parameter

in Model I.

2.2 Estimation and Results

The static versions of Models I and II resemble a spatial panel model with interactive fixed ef-

fects. In the spatial econometrics literature, a scalar 𝑎0 is used to better capture the spillovers in the

data. While spatial analysis estimates the spillover parameter taking Φ0 as given, network analysis

typically takes the estimation of the connectivity matrix as the goal. de Paula, Rasul and Souza

(2024) use exogenous covariates to identify the parameters, while Lewbel, Qu and Tan (2023) re-

cover the structural parameters from the reduced form coefficients. In the psychometrics literature,
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the Φ0 matrix is estimated from the sample covariance structure, which can be high-dimensional,

requiring regularization to prevent overfitting (see Epskamp, Rhemtulla and Borsboom (2017)). In

between the extremes of completely latent and completely observed Φ0 is the case that treats Φ0

as imperfectly observed. For example, Lam and Souza (2016, 2019) assume that Φ0 = 𝐵0 + 𝛽0𝑊𝐵

and only estimate 𝐵0 when there is no information about 𝑊𝐵. Our use of 𝐴0 is in this spirit of

allowing the data matrix𝑊𝐵 to deviate from the model matrix Φ0.

Spatial autoregressive models are often estimated by maximum likelihood or by instrumental

variables. Maximum likelihood is efficient but requires computation of the determinant of a 𝑁 ×𝑁

matrix with unknown parameters, which can be computationally costly when 𝑁 is large. Less

appealing in our context is that we want to learn about the possible asymmetry of the errors, so we

refrain from specifying parametric distributions. Estimation by GMM-IV is also possible if there

are covariates, but they are absent in our analysis. So we only consider estimation via GMM using

the moment conditions that we explain in detail below.

Let the parameters of the model be collected into a vector 𝛽 = (𝑎0, 𝑎1,Λ,F), and let 𝛽∗ denote

their true value. We will estimate 𝛽 based on the covariance structure of the idiosyncratic errors.

The following assumption is used:

Assumption A

1) 𝐸 [𝑒∗
𝑖𝑡
𝑒∗
𝑗 𝑡
] = 𝐸 [𝑒𝑖𝑡 (𝛽∗)𝑒 𝑗 𝑡 (𝛽∗)] = 0 for 𝑖 ≠ 𝑡;

2)𝑊𝐵 satisfies ∥𝑊𝐵∥∞ < 𝛿𝑊𝐵
< ∞ and is such that for all 𝑖,

∑𝑁
𝑗=1𝑊𝐵,𝑖 𝑗 = 1;

3) (i) max(∥Φ0∥1, ∥Φ0∥∞) ≤ 𝛿0 < 1, (ii) max(∥Φ1∥1, ∥Φ1∥∞) ≤ 𝛿1 < 1, and (iii) 𝛿𝐶 = 𝛿1/(1 −

𝛿0) < 1.

Assumption A.2 is satisfied by construction. To ensure stationarity, A.3(i) controls contempo-

raneous dependence and A.3(ii) controls persistence. Bounding the maximum row sum ∥Φ0∥ and

column sum of ∥Φ0∥1 ensure that the adjusted Leontief L = (𝐼𝑁 − Φ0)−1 exists. Given that 𝑊𝐵

is known, the assumptions on Φ0,Φ1 are implicit restrictions on 𝐴0 and 𝐴1. Together with A.3(ii)

and (iii), a stable reduced form y𝑡 = LΦ1y𝑡−1 + L𝜖𝑡 is obtained.
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Assumption A.1 is key to identification. Specifically, it requires that conditional on the com-

mon factors and network structure, the idiosyncratic errors 𝑒∗
𝑖𝑡

and 𝑒∗
𝑗 𝑡

are cross-sectionally un-

correlated when evaluated at the true 𝛽∗. Consider the static model without common factors and

dynamics where 𝛽 = (𝑎0,Λ,F), 𝑎0 = (𝑎0,1, . . . , 𝑎0,𝑁 )′. Then 𝑦𝑖 = 𝑎0𝑊𝐵,𝑖y + ei for some 𝑎0

not necessarily equal the true value 𝑎∗ and 𝑒𝑖𝑡 = 𝑒∗
𝑖𝑡
− ∑𝑁

𝑘=1(𝑎0,𝑖𝑘 − 𝑎∗0,𝑖𝑘 )𝑊𝐵,𝑖𝑘 𝑦𝑘𝑡 . Under the

maintained assumption that cov(𝑒∗
𝑖
, 𝑒∗

𝑗
) = 0, the pairwise covariance of the errors cov(𝑒𝑖, 𝑒 𝑗 ) =

𝐸 [(𝑦𝑖 − 𝑎0𝑊𝐵,𝑖y) (𝑦 𝑗 − 𝑎0𝑊𝐵, 𝑗y)] satisfies

cov(𝑒𝑖, 𝑒 𝑗 ) = (𝑎0 − 𝑎∗0)
[
(𝑎0 − 𝑎∗0)𝐸 (𝑊𝐵,𝑖y𝑊𝐵, 𝑗y) − 𝐸 (𝑊𝐵,𝑖y𝑒 𝑗 +𝑊𝐵, 𝑗y𝑒𝑖)

]
.

The above can be zero only if 𝑎0 = 𝑎∗0. A similar idea is used in Liu et al. (2023) to estimate

homogeneous spatial models.9

The dynamic model is a bit more involved but conceptually similar. Now 𝛽 = (𝑎0, 𝑎1,Λ,F).

At the true 𝛽∗, the structural error corresponding to (2.4) is

𝑒∗𝑖𝑡 = 𝑒𝑖𝑡 (𝛽∗) = 𝑦𝑖𝑡 −
∑︁
𝑗

𝑎∗0,𝑖 𝑗𝑊𝐵,𝑖 𝑗 𝑦 𝑗 𝑡 −
∑︁
𝑗

𝑎∗1,𝑖 𝑗𝑊𝐵,𝑖 𝑗 𝑦 𝑗 ,𝑡−1 − 𝜆∗𝑖 F∗𝑡 .

The dynamic model satisfies the moment conditions

E[𝑔1(𝛽∗)] :=
{
E
[
𝑒∗𝑖𝑡𝑒
∗
𝑗 𝑡

]
= 0 for all 𝑖 ≠ 𝑗

}
, (2.5a)

E[𝑔2(𝛽∗)] :=
{
E
[
(𝑊𝐵y𝑡−1)𝑖 𝑒∗𝑖𝑡

]
= 0 for all 𝑖

}
. (2.5b)

The 𝑁 (𝑁 − 1)/2 conditions in (2.5a) are the same as in the static model and follow from the as-

sumption of no cross-sectional correlation in the sectoral shocks. The conditions in (2.5b) pertain

to the orthogonality between the error and the regressor (𝑊𝐵y𝑡−1)𝑖. Stacking up the conditions

in (2.5a) and (2.5b) into 𝑔(𝛽∗) = (𝑔1(𝛽∗)′, 𝑔2(𝛽∗)′)′, we have E[𝑔(𝛽∗)] = 0. For a given 𝛽 not

9More precisely, Liu et al. (2023) consider the model 𝑦𝑖 = 𝜌𝑊𝑖Y + X′i 𝛽 + 𝜖i and show that 𝐸 [(𝑌𝑖 −
𝜌𝑊𝑖Y − X′i 𝛽) (Yj − 𝜌WjY − X′j𝛽] = 0 only if 𝜌 and 𝛽 are at their true values. Their objective function is 𝑄(𝜌, 𝛽) =

1
𝑁 (𝑁−1)

∑
𝑖≠ 𝑗 𝜖𝑖)𝜌, 𝛽)𝜖 𝑗 )𝜌, 𝛽)2.
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necessarily equal 𝛽∗, the moment conditions will not hold. With 𝛽 = (𝑎0, 𝑎1,Λ,F), the estima-

tion problem is to find 𝛽 that best fits the data. Let 𝑔̄(𝛽) be the vector of sample orthogonality

conditions.. The GMM estimate of 𝛽 is

𝛽 = argmin𝛽 𝐽 (𝛽),

where 𝐽 (𝛽) = 𝑔(𝛽)′𝑊𝑔(𝛽).

In the empirical work, we estimate 𝛽 by coordinate descent. Let 𝛽(𝑘) be the vector of estimates

that emerges from the 𝑘-th iteration. The next iteration consists of the following steps:

a. take Λ(𝑘+1) 𝐹 (𝑘+1) to be the first principal component of Y−Y(𝐴(𝑘)0 ⊙𝑊𝐵)−Y−1(𝐴(𝑘)1 ⊙𝑊𝐵);

b. 𝑎(𝑘+1)
0 = argmin𝑎0𝐽𝑇 (𝑎0, 𝑎

(𝑘)
1 , 𝐹 (𝑘+1) ,Λ(𝑘+1);

c. 𝑎 (𝑘+1)
1 = argmin𝑎1𝐽𝑇 (𝑎

(𝑘+1)
0 , 𝑎1, 𝐹

(𝑘+1) ,Λ(𝑘+1)).

This iterative estimation yields the network coefficients 𝑎̂0 and 𝑎̂1, along with estimates of the

common component, (Λ̂, 𝐹̂), and sector-specific shocks, 𝑒𝑡 . We compute bootstrapped standard

errors for all the empirical estimates.10

2.2.1 Estimation Results

The GMM estimates 𝑎̂0 determine the relative importance of each component—network, com-

mon, and sector-specific—in explaining sector-level output growth. A higher value of 𝑎̂0𝑖 suggests

that the network component plays a significant role in explaining y𝑖, output growth in sector 𝑖. In

contrast, if 𝑎̂0𝑖 is close to zero, the common and sector-specific components are more important in

driving output growth in that sector. As shown in Figure 2.2 (in black), most of these estimates are

significantly different from one. The sectors with the largest 𝑎̂0𝑖 are Oil and Gas, Apparel-Leather,

and Finance and Insurance, while the values of 𝑎̂0𝑖 are smallest for Education, Warehousing, and

Retail trade. It is noteworthy that the sectors with the largest estimates of 𝑎̂0𝑖 are not those with

10We provide a detailed description of the step-by-step estimation routine in Appendix B.3.
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the highest output shares. This heterogeneity in the estimates plays a critical role in the skewness

decomposition.

Figure 2.2: GMM Estimates of 𝐴0 and Monte Carlo Results

Notes: The calibrated Monte Carlo is based on parameters (in red) and the common component
estimated from Model II with 𝑇 = 63, 𝑁 = 43. Each replication draws idiosyncratic errors with
the same covariance structure as the residuals in Model II. The mean and ±1 standard deviation
of the estimates in 1000 replications are in blue.

Before proceeding further, we verify the properties of the estimator using a simulation exercise.

We use a calibrated Monte Carlo experiment to assess the performance of the GMM estimator

based on the covariance structure. Specifically, for each 𝑖 = 1, . . . , 𝑁 , we generate data 𝑦𝑖,𝑡 of

different length 𝑇 using estimates from Model II as ‘true values’, and use the simulated data to

estimate the model. This exercise is repeated 1000 times. The estimates are reasonably accurate

even with 𝑇 = 63 as in our empirical application. Figure 2.2 plots the mean of 𝑎̂0 (in blue) in 1000

replications, along with the one-standard-error confidence band. We see that the ‘true’ values are
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often close to the mean estimates, and that the mean estimates are within one standard error of the

‘true’ values in 42 of the 43 cases. These findings highlight the reliability of our GMM estimator

based on the covariance structure even when the sample size is small.

We now use the estimates us to compute quantities that characterize the importance of the

components across sectors and over time.

Figure 2.3: Heatmap of Estimated Network Multiplier Matrix {L − 𝐼𝑁}

Notes: The figure displays a heatmap of the estimated value of the inverse Leontief (L) minus the identity
matrix (𝐼𝑁 ) for 43 sectors. Each cell (𝑖, 𝑗) represents the network multiplier of sector 𝑗’s shocks on sector
𝑖’s output growth.

The Empirical Network Multiplier As discussed in Section 2.1.2, the inverse Leontief matrix

L identifies the sectors that are most influential in the propagation of shocks. In contrast, the
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Netowrk Multiplier Matrix L − 𝐼𝑁 isolates each sector’s impact by removing the direct effect.

We compute the empirical Network Multipler Matrix L̂ − 𝐼𝑁 where L̂ = 𝐴̂0 ⊗ 𝑊𝐵. We present

the heatmap of the multiplier matrix in Figure 2.3 with blue blocks indicating low importance

and white blocks indicating greater importance. This figure shows that the multiplier matrix has

large diagonal elements for some sectors, indicating that the shocks that matter most for network

propagation originate in those sectors. The figure also shows that the multiplier matrix is relatively

sparse, with just a few sectors dominating network propagation. For instance, shocks originating in

Finance and Insurance, Trade, Information Technology, and Services exert the strongest multipliers

on other sectors.

The Empirical Sectoral Multiplier The sectoral network multipliers are given by the 𝑁 × 1

vector 𝜔′(L − 𝐼𝑁 ), where 𝜔′ represents the value-added shares of each sector. The 𝑖-th element

in the vector quantifies how shocks to sector 𝑖 affect aggregate output growth. Figure B.3 displays

the empirical sectoral network multipliers for the 43 sectors in our analysis with L replaced by

L̂. We find that Finance and Insurance has the highest sectoral network multiplier: a 1% shock

in this sector leads to roughly a 0.39% change in aggregate output growth solely through net-

work propagation. Transportation, Information Technology, Real Estate, Professional Services,

and Wholesale Trade also exhibit relatively large network multipliers.

Comparing the Finance and Insurance sector with the Retail Trade sector provides insight into

how sectoral network multipliers can vary significantly, even between sectors with similar value-

added shares. Both sectors contribute approximately 6.4% to total value added, implying that the

direct effect of a sectoral shock on aggregate output growth is roughly the same for each. However,

their sectoral network multipliers differ markedly: 0.39 for Finance and Insurance versus 0.038

for Retail Trade. This means that the network propagation effect of a shock in the Finance and

Insurance sector is more than ten times larger, highlighting how differences in sectoral connections

within the production network can lead to starkly different aggregate implications. Summing all of

the sectoral network multipliers yields a value of approximately 2.53, indicating that a 1% shock
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Figure 2.4: Cyclicality of Network and Common Components

Notes: The black line denotes the aggregate growth (𝑌𝑡 ) with red and blue lines showing the
contribution of network (N𝑡 ) and common (C𝑡 ) components, respectively. The shaded region
represents the NBER recession periods.

to all sectors leads to a 2.53% change in aggregate output growth through network propagation.

Cyclicality of N𝑡 , C𝑡 , E𝑡: To understand how different sources of fluctuations contribute to ag-

gregate outcomes across the business cycle, we take as starting point that

𝑌𝑡 = N𝑡 + C𝑡 + E𝑡

Figure 2.4 presents the time series plot of aggregate growth (𝑌𝑡) along with the network (N𝑡) and

common (C𝑡) components. During NBER recessions, the network component accounts for most

of the negative aggregate growth. However, during normal times, both the network component and

the common component contribute significantly to aggregate growth.

To quantify this, we classify each year as LOW or HIGH based on whether aggregate GDP
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growth lies in the bottom or top quartile of its empirical distribution. For each state, we compute

a measure of the relative importance of each component in both LOW and HIGH states. For each

component in {N ,L, E}, the relative importance measure is given by

RI-LYcomp =

∑
𝑡∈LOW Ycomp𝑡∑

𝑡∈LOW 𝑌𝑡
, RI-HYcomp =

∑
𝑡∈HIGH Ycomp𝑡∑

𝑡∈HIGH 𝑌𝑡

In LOW states, the network component, RI-LN , accounts for roughly 90 percent of aggregate

growth compared to 65 percent in the HIGH states. By contrast, the common component becomes

relatively more important in HIGH states, with RI-HC accounting for about 33 percent of aggregate

growth compared to only 4 percent in LOW states. The idiosyncratic component is not particularly

important in accounting for aggregate growth. These patterns indicate that adverse sectoral shocks

and network-driven fluctuations typically drive severe contractions, while strong expansions reflect

favorable aggregate conditions combined with network propagation. In Table B.4, we present the

robustness of this result for different definitions of LOW and HIGH states. In all the formulations,

the network component is relatively more important in LOW states, and the common component is

relatively more important in HIGH states.

2.2.2 Variance and Skewness Decomposition

Summarizing heterogeneity in the Model II is more challenging as we estimate 𝐴0 and possibly

also 𝐴1. We focus on the variance and skewness implied by each model. The top panel of Table 2.3

reports the share of the variance attributed to the components, where for all models considered, the

total variance to be explained is always 10.088. In the ‘factor-only’ model (Column F), where the

network component N is absent, the variability in the data can only be attributed to the common

component C or to the idiosyncratic error E, and they are orthogonal by construction. Absent the

production network, the data find C to contribute significantly more to variance than E.11 However,

11Foerster, Sarte and Watson (2011) also find that the common component explains almost all of the variation in
industrial production when the production network is absent.
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once the network component is allowed, the importance of C falls.12 The precise importance of

N depends on heterogeneity allowed in 𝐴0. When 𝐴0 is homogeneous (Model I), the importance

shifts from C to the covariance between C and N . The more heterogeneous 𝐴0 is (Models II and

II(d)), the more important are the network and covariance terms. In our base case of Model II, the

indirect contribution of N through covariances is as important as its direct contribution.

The lower panel of Table 2.3 shows the contribution of the components to total skewness, which

for this data is -1.687. Absent the network component, the skewed common component directly

contributes an amount of -1.363, with the remaining skewness coming from coskewness between

E and C. The direct contribution of estimated sectoral shocks, E, to the aggregate skewness

is almost zero. Further investigation reveals that sectoral shocks do not contribute to aggregate

skewness because there are as many sectors with positively skewed shocks as with negatively

skewed shocks.

Introducing the network component drastically changes the decomposition, especially when

𝐴0 is heterogeneous. As we allow more heterogeneity going from Model I to II(d), the skewness

due directly to N and indirectly via the coskewness terms that involve N , notably NNC and

NCC, increases at the expense of C. Evaluated at our base case, Model II estimates, skewness

fromNNC andNCC (-0.626 and -0.182, respectively) are as important as the direct contribution

of N , the latter being -0.789. Thus, while the common and sectoral shocks do not directly con-

tribute to skewness in a significant way, their indirect contribution is substantial. The most robust

contribution is NNC, accounting for one-quarter of total skewness.

As a robustness check, we also estimate our baseline Model II using a broader 2-digit NAICS

classification comprising 14 sectors. Comparing the 14-sector results with those obtained using

43 sectors reveals that the coskewness components (NNC and NCC) jointly account for more

than 67% of skewness in the 14-sector classification, compared to about 48% in the 43-sector

classification. These results further emphasize that the coskewness terms are more important, even

though the estimates of 𝐴0 for the 14-sector model exhibit less heterogeneity than those for the

12Foerster, Sarte and Watson (2011) and Atalay (2017) report a similar result whereby the share of variance ex-
plained by the common component decreases drastically when one accounts for network connections.
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Table 2.3: Decomposition of Variance (𝜅2) and Skewness (𝜅3)

Model F I II II(d) F I II IID

𝜅2 Share of Variance 10.088 S.E

N - 0.149 0.570 0.683 - 0.072 0.070 0.077

C 0.954 0.470 0.066 0.144 0.038 0.044 0.014 0.029

E - 0.026 0.011 0.013 - 0.006 0.007 0.007

2 NC - 0.514 0.324 0.156 - 0.056 0.076 0.086

2 NE 0.046 -0.047 0.029 0.004 0.038 0.037 0.047 0.038

2 CE 0.000 -0.112 0.000 0.000 0.000 0.014 0.000 0.000

𝜅3 Contribution to 𝜅3 = −1.687 S.E.

N - -0.099 -0.789 -0.916 - 0.132 0.297 0.285

C -1.363 -0.507 -0.019 0.018 0.140 0.040 0.005 0.004

E 0.004 0.002 0.000 0.000 0.014 0.001 0.001 0.001

NNC - -0.510 -0.626 -0.601 - 0.142 0.150 0.172

NCC - -0.879 -0.182 -0.162 - 0.112 0.040 0.045

NNE - 0.044 -0.049 -0.034 - 0.042 0.071 0.065

NEE - -0.010 -0.003 0.003 - 0.008 0.012 0.010

CCE -0.303 0.134 -0.002 0.014 0.181 0.018 0.002 0.006

CEE -0.025 -0.016 -0.001 0.001 0.042 0.004 0.002 0.002

NCE - 0.155 -0.016 -0.010 - 0.047 0.020 0.024

Notes: Output is expressed as the sum of three components: network (N ), common (C), and
idiosyncratic (E). The top panel reports the proportion of the variance explained by N , C, E and
the three covariances. The bottom panel reports the skewness due to the three components and
the seven coskewness terms. Model F is a factor-only model with no network. Model I is the case
when 𝑎0 is a scalar. Static Model II lets 𝑎0 be a 𝑁×1 vector. Model II(d) includes a lag-dependent
variable.

43-sector data.

Our decomposition suggests that the production network contributes directly to the network

component, but the coskewness arising from higher-order covariation between the network and

common components accounts for a larger share of aggregate skewness. Building on the aggregate-

level decomposition, which emphasizes the importance of coskewness terms in explaining aggre-

gate skewness, we also investigate how these coskewness terms vary across individual sectors. To
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this end, we replicate the skewness decomposition at the sectoral level, focusing on how network-

linked coskewness terms (NNC, NCC, NNE, NEE) contribute to each sector’s skewness.13

This sector-level analysis reveals that the relative importance of coskewness terms varies across the

43 sectors. The coskewness terms account for a substantial portion of overall skewness in nearly

every sector. This finding further reinforces our argument that coskewness, capturing higher-order

covariation, is crucial for understanding the network’s contribution to overall skewness.

2.3 Structural Production Network Model

This section constructs and estimates a multi-sector general equilibrium model with a produc-

tion network.14 The model is representative of the literature on production networks, but relaxes

the assumption that shocks are normally distributed to allow instead for skewed shocks drawn

from a generalized extreme value (GEV) distribution. This modeling choice is motivated by Ace-

moglu, Ozdaglar and Tahbaz-Salehi (2017), who find that for microeconomic shocks to translate

into macroeconomic tail risk, the former need to exhibit some minimal degree of tail risk relative

to the normal distribution.15

In contrast to the literature, where network models are usually calibrated, we pursue the fully-

fledged estimation of the model by the generalized method of moments (GMM). We complement

the reduced-form model in Section 2.1 with an estimated structural model to interpret the reduced-

form results, shed additional light on the sources of skewness in the data, and obtain estimates of

key parameters, such as the elasticities of substitution. Estimates are consistent with reduced-form

results because we match the variance shares and components of skewness under our benchmark

Model II in the GMM procedure. Estimates are also consistent with the structural model because
13Refer to Figure B.4 in Appendix B.2.
14Early multi-sector models with an input-output structure include Long and Plosser (1983), Hovarth (1998), and

Hovarth (2000) in real business cycles, Bouakez, Cardia and Ruge-Murcia (2009) in monetary economics, as well
as Foerster, Sarte and Watson (2011) and Acemoglu et al. (2012). Some of the subsequent literature is surveyed in
Carvalho and Tahbaz-Salehi (2019) and cited elsewhere in this paper.

15However, our model differs from Acemoglu et al. in a number of ways: 1) household suffer disutility from
working, 2) the materials aggregator is constant elasticity of substitution (e.g., as in Baqaee and Farhi (2019)) rather
than Cobb-Douglas, and 3) firms are subject to a skewed aggregate shock in addition to a sector-specific shock. The
latter feature is important in this project because one of our goals is to examine the relative contribution of aggregate
and sectoral shocks to the skewness of output growth.
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we impose its restrictions on the sectoral data during estimation. The value of using a structural

model is illustrated in section 2.3.7, where we draw attention to an issue neglected in the literature:

sectoral real output data from the BLS is, by construction, the product of quantity and a relative

price. An important feature of these data is that nominal gross output in the I-O table is measured

as the product of the quantity of sectoral output times its price. Thus, a measure of real industry

output, obtained by dividing nominal output by a price index, will unavoidably include both the

output quantity and a relative price component. When the price index is the GDP deflator, this

relative price is the real price of the sectoral good.

2.3.1 Producers

A period in the model is one year. In every period, the representative firm in sector 𝑖 ∈ 𝑁

produces the output quantity 𝑞𝑖,𝑡 using the technology16

𝑞𝑖,𝑡 = 𝑧𝑖,𝑡 (𝑧𝑡ℎ𝑖,𝑡)𝜂 (𝑚𝑖,𝑡)1−𝜂, (2.6)

where 𝑧𝑖,𝑡 and 𝑧𝑡 are productivity shocks, ℎ𝑖,𝑡 is labor input, 𝑚𝑖,𝑡 is materials, and 𝜂 ∈ (0, 1) is a

parameter. The shock 𝑧𝑖,𝑡 is idiosyncratic and affects only firms in sector 𝑖, while the shock 𝑧𝑡 is

aggregate and affects all firms in all sectors. Labor is purchased from households in a friction-

less market at the wage 𝑤𝑖,𝑡 per period. Labor is completely mobile across sectors and, hence,

wages will be the same in all sectors in equilibrium. Materials are purchased from all sectors and

combined according to

𝑚𝑖,𝑡 =
©­«
𝑁∑︁
𝑗=1

(
𝜔 𝑗𝑖

)1/𝜓 (𝑚 𝑗 ,𝑖,𝑡) (𝜓−1)/𝜓ª®¬
𝜓/(𝜓−1)

, (2.7)

where 𝑚 𝑗 ,𝑖,𝑡 is the quantity of good purchased from sector 𝑗 , 𝜔 𝑗𝑖 ⩾ 0 are weights that add up

to 1, and 𝜓 > 0 is a parameter that determines the elasticity of substitution between goods from

16Since the firm is representative, we abstract from keeping separate indices for firms within the sector and with a
slight abuse of notation equate a sector with its representative firm.
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different sectors. As it is well known, (2.7) includes as a special cases the Leontief function

when 𝜓 → 0 and the Cobb-Douglas function when 𝜓 = 1. Baqaee and Farhi (2019) show that

relaxing the Cobb-Douglas assumption and adopting nonlinear solution methods allows the Input-

Output Table to react endogenously to shocks and give rise to nonlinearities to depend on the

production structure. For example, if material inputs are gross complements (that is, 𝜓 < 1),

aggregate output is a concave function of sectoral productivity and, consequently, is negatively

skewed. This implication of the model is studied by Dew-Becker and Vedolin (2021) using U.S.

data and by Miranda-Pinto, Silva and Young (2023) using cross-country data.

The firm maximizes

𝐸𝜏

∞∑︁
𝑡=𝜏

𝛽𝑡−𝜏Λ𝜏,𝑡𝑑𝑖,𝑡 , (2.8)

where Λ𝜏,𝑡 is the household’s marginal rate of substitution of consumption between periods 𝜏 and

𝑡, and 𝑑𝑖,𝑡 is profits. Profits are total revenue minus total costs,

𝑑𝑖,𝑡 = 𝑝𝑖,𝑡
©­«𝑐𝑖,𝑡 +

𝑁∑︁
𝑗=1

𝑚𝑖, 𝑗 ,𝑡
ª®¬ − ©­«𝑤𝑖,𝑡ℎ𝑖,𝑡 +

𝑁∑︁
𝑗=1

𝑝 𝑗 ,𝑡𝑚 𝑗 ,𝑖,𝑡
ª®¬ . (2.9)

Revenue is the sale of goods for final and intermediate consumption (respectively denoted by 𝑐𝑖,𝑡

and 𝑚𝑖, 𝑗 ,𝑡) at the unit price 𝑝𝑖,𝑡 . Costs are the wage bill and total expenditures on materials inputs.

Since final and intermediate goods are physically the same good and the firm is unable to price-

discriminate across customers, all output 𝑦𝑖,𝑡 is sold at the same price. As usual the optimal choice

of inputs (i.e., labor and and materials) equates their marginal product to their cost.

2.3.2 Shocks

The sector-specific shock follows the process,

ln 𝑧𝑖,𝑡 = 𝜌 ln 𝑧𝑖,𝑡−1 + 𝜁𝑖,𝑡 , (2.10)

where 𝜌 ∈ (−1, 1) is the autocorrelation coefficient and 𝜁𝑖,𝑡 is an independent and identically
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distributed (i.i.d.) innovation drawn from a generalized extreme value (GEV) distribution with

mean zero. As in Eusepi, Hobijn and Tambalotti (2011), innovations are drawn from a common

distribution but draws are independent across sectors. The aggregate shock follows the process

ln(𝑧𝑡/𝑧𝑡−1) = 𝜇 + 𝜚 ln(𝑧𝑡−1/𝑧𝑡−2) + 𝜖𝑡 , (2.11)

where 𝜇 is the mean gross rate of economic growth, 𝜚 ∈ (−1, 1) is the autocorrelation coefficient,

and 𝜖𝑡 is an i.i.d. innovation drawn from a GEV distribution with mean zero. Because there is

long-run growth in this economy, the model is rendered stationary by rescaling all variables by

𝑧𝑡−1.

The GEV distribution is due to Jenkinson (1955) and represents in a unified and flexible way the

Type I, Type II, and Type III extreme value distributions, also known respectively as the Gumbel,

Fréchet, and Weibull distributions. The GEV distribution is characterized by three parameters—

a location, a scale, and a shape parameter—and it allows positive and negative skewness. The

Gumbel, Fréchet, and Weibull distributions are the special cases of the GEV distribution when

the shape parameter is zero, larger than zero, or smaller than zero, respectively. The probability

density function (PDF) of the GEV distribution is

𝑓 (𝑥) = (1/𝜅)𝑔(𝑥)𝜗+1 exp(−𝑔(𝑥)), (2.12)

where 𝑔(𝑥) = ((1 + (𝑥 − 𝜄)𝜗/𝜅))−1/𝜗 when 𝜗 ≠ 0 and 𝑔(𝑥) = exp (−(𝑥 − 𝜄)/𝜅) when 𝜗 = 0, 𝜄 is the

location parameter, 𝜅 is the scale parameter, and 𝜗 is the shape parameter (see Jenkinson (1955)).

Coles (2001) and Embrechts, Klüppelberg and Mikosch (2011) present applications of the GEV

distribution to insurance and finance, and Kim and Ruge-Murcia (2019) study the implications of

extreme GEV shocks for optimal monetary policy.
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2.3.3 Households

Households are identical and their total number is normalized to be one. The representative

household maximizes

𝐸𝜏

∞∑︁
𝑡=𝜏

𝛽𝑡−𝜏 (ln(𝑐𝑡) − 𝛾ℎ𝑡) , (2.13)

where 𝐸𝜏 is expectation conditional on information available at time 𝜏, 𝛽 ∈ (0, 1) is the subjective

discount factor, 𝑐𝑡 is final consumption, and ℎ𝑡 is total hours worked.17 Final consumption is a

bundle of goods produced in all sectors,

𝑐𝑡 =

(
𝑁∑︁
𝑖=1
(𝜉𝑖)1/𝜒 (𝑐𝑖,𝑡) (𝜒−1)/𝜒

) 𝜒/(𝜒−1)

, (2.14)

where 𝑐𝑖𝑡 is consumption of good 𝑖, 𝜉𝑖 ⩾ 0 are weights that add up to 1, and 𝜒 > 0 is a parameter

that determines the elasticity of substitution between goods from different sectors. The case where

𝜉𝑖 = 0 describes the situation where good 𝑖 is not consumed directly by households. Notice,

however, that the good may still be consumed indirectly by households if 𝑖 is an input in the

production of another good 𝑗 for which 𝜉 𝑗 > 0 (think, for instance, of the lithium used in the

production of electric car batteries). Total hours worked is the sum of the hours supplied to each

sector.

The only financial asset in this economy is a one-period bond. The bond is real, non-contingent,

and risk-less, meaning that it pays with certainty one unit of consumption at maturity regardless of

the state of nature. The household’s budget constraint is

𝑁∑︁
𝑖=1

𝑝𝑖,𝑡𝑐𝑖,𝑡 + 𝑏𝑡 =
𝑁∑︁
𝑖=1

𝑤𝑖,𝑡ℎ𝑖,𝑡 + (1 + 𝑟𝑡−1)𝑏𝑡−1, (2.15)

where 𝑏𝑡 is the number of bonds purchased at time 𝑡 and 𝑟𝑡−1 is the real interest rate. The first-

order conditions that characterize utility maximization include an Euler equation that equates the

17The assumption of logarithmic consumption is based on preliminary research where we estimated a general con-
stant relative risk aversion (CRRA) specification and found the CRRA parameter to be statistically close to 1. The
assumption of linear disutility of labor is based on the indivisible labor model in Hansen (1985).
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marginal cost (in terms of utility) of acquiring one additional bond and the discounted expected

marginal benefit of keeping the bond till next period, and isoelastic demand functions for each

good 𝑖.

In equilibrium, bond holdings are zero (because agents are identical), wages are the same in all

sectors (because labor is completely mobile across sectors), and profits are zero (because firms are

perfectly competitive). After aggregation,

𝑐𝑡 =

𝑁∑︁
𝑖=1

𝑣𝑖,𝑡 , (2.16)

where 𝑣𝑖,𝑡 is value added in sector 𝑖 (i.e., gross output minus the cost of materials inputs). That

is, aggregate consumption equals aggregate output, measured in terms of value added as in the

National Income and Product Accounts.

The model is solved using a first-order perturbation with the rational-expectation solution of the

linearized system found using the approach in Klein (2000). The solution delivers linear decision

rules over the state variables and is therefore consistent with the linear reduced-form network-

augmented factor model in Section 2.1. The linearity of the solution implies that the model ac-

counts for the skewness of the data only via skewed shocks and abstracts from higher-order effects

of the moments on the choice variables.18

2.3.4 Estimation of Structural Model

We estimate the multi-sector by the simulated method of moments (SMM). SMM was orig-

inally developed by McFadden (1989) for the estimation of discrete response models. Lee and

Ingram (1991) and Duffie and Singleton (1993) extend SMM to time-series models and show that

it is consistent and asymptotically normal under general regularity conditions. In this project, the

moments used to estimate the model are the variance shares and the components of skewness of
18We acknowledge that these effects may be quantitatively important and have a bearing on the accuracy of the

solution. Unfortunately, when we attempted to estimate a second-order perturbation, this proved unfeasible due to the
large size of our model, which has 45 state variables and 135 choice variables. Thus, the most constructive way to
interpret our analysis is as providing a linear benchmark, both in terms of the reduced-form and structural modeling to
be extended to the nonlinear case in future work.
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real sectoral output computed under our benchmark Model II (see Table 2.3). The estimator mini-

mizes the weighted distance between the moments computed from the U.S. data and from artificial

data simulated from the model. The weighting matrix is the identity matrix. Note that the defini-

tion of real sectoral output from the model used to construct the moments is exactly the same as

that based on the I-O data, that is 𝑞𝑖,𝑡 𝑝𝑖,𝑡 , where 𝑞𝑖,𝑡 is the quantity of output and 𝑝𝑖,𝑡 is the real

price of good 𝑖 (see the discussion in Section 2.1). The total number of moments is 17. The length

of the simulated series is equal to that of the actual data, that is 63 observations. In order to limit

the effect of starting values on the results, the simulated sample contains 100 additional “training”

observations that are discarded when computing the moments.

The estimated parameters are the autoregressive coefficients of the aggregate and sectoral pro-

ductivity shocks, the parameters of their GEV innovations, and the parameters 𝜒 and 𝜓 that deter-

mine the elasticity of substitution between goods from different sectors in consumption production,

respectively. The total number of estimated parameters is 8 and the number of degrees of freedom

is 9. Monte-Carlo results reported in Ruge-Murcia (2007) indicate that asymptotic standard errors

are not always a good approximation to the true variability of SMM estimates in small samples.

For this reason, we compute standard errors using a parametric k-step bootstrap with 99 replica-

tions. This bootstrap was proposed by Davidson and MacKinnon (1999) and is attractive because

it reduces the computational costs of the standard bootstrap by performing a fixed number of quasi-

Newton steps for each bootstrap sample. Andrews (2002) examines the higher-order properties of

the k-step bootstrap for extremum estimators and finds that it delivers higher-order improvements

over procedures based on first-order asymptotics. We use five steps of the Levenberg–Marquardt

(LM) algorithm, which is a robust Gauss–Newton algorithm designed to solve non-linear least

squares problems like ours. Preliminary experimentation showed basically no gain from employ-

ing more than five steps.

We use additional information to fix some parameters to economically plausible values as fol-

lows. The discount rate (𝛽) is set to 0.99, which is the mean of the inverse real interest rate during

the sample period (about 1% per year). The gross rate of aggregate productivity growth in steady
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state (𝜇) is set to 1.012. This value implies a net growth rate of 1.2% per year, which is the average

annual growth rate of total factor productivity (TFP) in the series constructed by John Fernald (see

Fernald (2012). The elasticity parameter (𝜂) is set to 0.3 based on KLEM data from the Bureau of

Economic Analysis (BEA) that record payments to all factors production in all sectors. The weight

of the disutility of work in the utility function (𝛾) is normalized to 1.19 The production weights

𝜔 𝑗𝑖 were computed using the Use tables of the Input-Output (I-O) accounts for the period 1957 to

2019. The consumption weights (𝜉𝑖) for the same 43 sectors used above were computed using data

from the column “Personal Consumption Expenditures” in the final-user part of the Use tables for

the same period.

2.3.5 SMM Estimates

SMM estimates are reported in Table 2.4. Both the aggregate and sectoral shocks are persistent

with relatively high and statistically significant autoregressive coefficients. The scale parameters of

the innovations are not precisely estimated but both shape parameters are negative and significant.

That is, the null hypothesis that the shape parameter is zero (i.e., that innovations follow a Gumbel

distribution) can be rejected at the 5% level in favor of the alternative that the parameter is less than

zero. Hence, we conclude that aggregate and sectoral productivity innovations are characterized

by Weibull distributions. The median of the aggregate and sectoral productivity innovations are

0.045 and 0.130, respectively, but in both cases the distribution features long left tails meaning that

very large negative productivity innovations can occur with a small but non-negligible probability.

The elasticity of substitution between consumption goods is 𝜒 = 0.735. This estimate is statis-

tically different from 0, which corresponds to the Leontief function, and from 1, which corresponds

to the Cobb-Douglas function, at the 5% level. This estimate is roughly in line with the value of

0.85 reported by Herrendorf, Rogerson and Valentinyi (2013) based on a three-sector model and

somewhat higher than the value of 0.445 reported by Ruge-Murcia (2024) based on asset prices

from ten sectors. However, all these estimates are consistent in that they are less than 1, indicat-

19This normalization is inconsequential because this weight only scales the number of hours worked in steady state
and does not affect the dynamics of the model.
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Table 2.4: SMM Estimates

Parameter Estimate b.s.e

Aggregate shock

AR coefficient 0.898 0.028

Scale parameter 0.065 0.067

Shape parameter -1.827 0.014

Sectoral shock

AR coefficient 0.691 0.031

Scale parameter 0.252 0.051

Shape parameter -1.583 0.080

Elasticity of substitution

Consumption 0.735 0.071

Production 0.828 0.049

Notes: The table reports SMM estimates of the structural parameters of the multi-sector model
and bootstrapped standard errors (b.s.e.) computed using a parametric k-step bootstrap with 99
replications. The scale and shape parameters are those of the respective GEV distributions and
jointly determine the standard deviation and skewness of the shocks (see Section 2.3.2).

ing that consumption goods are complements. The elasticity of substitution between materials is

𝜓 = 0.828 and statistically different from 0 at the 5% level and from 1 at the 10% level. This is

higher than the estimates reported by Atalay (2017), which range between 0.07 and 0.13, and the

values used in calibrations by Baqaee and Farhi (2019) and Dew-Becker and Vedolin (2021), who

employ 0.001 and 0.1, respectively, and comparable the value of 0.728 reported by Ruge-Murcia

(2024). These results are important because several results in the network literature are based on

the assumption that material inputs are gross complements, i.e., their elasticity of substitution is

less than 1.

Column 1 of Table 2.5 lists the moments targeted by the GMM estimation procedure—namely,

the variance shares and the components of skewness of real sectoral output computed under the

reduced-form Model II (see Table 2.3)—. Column 2 reports the moments predicted by the struc-

tural model based on the GMM estimates. Note that the correlation between both set of moments

is high (0.978) and statistically significant, and the 𝑅2 is 0.952, meaning that the model explains
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about 95% of variance of the targeted moments. Regarding untargeted moments, we examined the

903 cross-correlations of sectoral output growth and show that, although the model predicts larger

cross-correlations than those observed in the data due to the strong effect of the network, both set

of moments are positively related: their correlation is 0.13 and statistically significant.

Table 2.5: Decompositions

Reduced-Form Structural Counter-factuals

Model (II) Model 1 2

Variance Shares

N 0.570 0.601 0.606 0.715

C 0.066 0.051 0.049 0.024

E 0.011 0.000 0.001 0.001

2 NC 0.324 0.346 0.340 0.259

2 NE 0.029 0.002 0.003 0.002

2 CE 0.000 0.000 0.000 0.000

Skewness

Total -1.687 -1.658 -0.425 -0.017

N -0.789 -0.763 -0.225 -0.027

C -0.019 -0.021 -0.003 -0.000

E 0.000 -0.000 -0.000 0.000

NNC -0.626 -0.691 -0.164 -0.016

NCC -0.182 -0.209 -0.040 -0.003

NNE -0.049 0.016 0.005 -0.021

NEE -0.003 -0.000 -0.000 0.001

CCE -0.002 -0.001 0.001 0.001

CEE -0.001 -0.000 -0.000 0.000

NCE -0.211 0.009 0.004 0.007

Notes: The table reports the contributions to the variance and skewness of aggregate output from
each component. Counter-factual 1 refers to the experiment where aggregate productivity shocks
are normally distributed and sectoral productivity shocks follow a GEV distribution. Counter-
factual 2 refers to the experiment where aggregate productivity shocks follow a GEV distribution
and sectoral productivity shocks are normally distributed.
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2.3.6 Identification

Since the elasticities of substitution between consumption goods (𝜒) and materials (𝜓) are

key parameters of the model, it is important to understand the features of the data that permit

their identification. To that end, we pursue the following strategy. Holding all other parameters

constant, compute the variance and skewness of sectoral output growth predicted by the model in

a grid around the SMM estimate of 𝜒 and 𝜓 (separately). Then plot the difference between the

predicted moments and their value at the SMM estimate. Suppose that a given moment does not

change along the grid, then it follows that this moment does not contribute—at least locally—to

the identification of the parameter. Suppose instead that a given moment varies considerably along

the grid, then it follows that this moment is informative about the parameter and therefore helpful

for its identification.

Figure 2.5 plots the results of this exercise for 𝜒 (top row) and 𝜓 (bottom row). Each panel

contains 43 lines corresponding to each of the 43 sectors in our sample. However, we highlight

the two which appear to vary the most along the grid. This figure leads to the following two

conclusions. First, the moments that contribute the most to the identification of the elasticity of

substitution between consumption goods are the skewness of entertainment and apparel, and the

standard deviations of furniture and apparel. Second, the moments that contribute the most to the

identification of the elasticity of substitution between materials are the skewness of primary metal

and computers, and the standard deviations of mining and computers.

2.3.7 Sources of Skewness

We use our estimated model to shed additional light on the sources of skewness observed in

the data. This analysis complements that based on the reduced-form factor model reported above.

Because the model is linear, the skewness of sectoral output growth arises solely from the skewness

of structural shocks, but it is amplified by the network structure as in Acemoglu, Ozdaglar and

Tahbaz-Salehi (2017). However, in contrast to their model, ours features an aggregate shock and

so the question arises as to whether the skewness in the data is due to the amplification of aggregate
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Figure 2.5: Identification

Notes: Sectoral moments that identify the elasticity of substitution across consumption goods and
materials.

shocks, sectoral shocks, or both. To answer this question, we perform counterfactual experiments.

The first experiment assumes that aggregate productivity shocks are normally distributed while

sectoral productivity shocks follow the estimated GEV distribution (and, hence, are negatively

skewed). Instead, the second experiment assumes that aggregate productivity shocks follow the

estimated GEV distribution while sectoral productivity shocks are normally distributed. In both

cases, the I-O table is that computed from the U.S. data.20

Results are reported in Columns 3 and 4 of Table 2.5 and show that both versions of the model

20The working paper version of this article (Kamepalli, Ng and Ruge-Murcia (2025)) reports a larger set of coun-
terfactual experiments, but we abstain from discussing them here to save space.
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can account for the second moments of the data but only the version with skewed sectoral shocks

can generate substantial skewness and a decomposition roughly in line with the data. Put differ-

ently, skewed sectoral shocks propagated through the network can account for the skewness in

the data, as conjectured in Acemoglu, Ozdaglar and Tahbaz-Salehi (2017). In contrast, skewed

aggregate shocks propagated through the network induce very limited skewness in the data.

2.3.8 Quantities vs Real Prices

The evidence reported in Section 2.1 shows that real output growth is negatively skewed across

most sectors. But, as we point out above, the measure of real sectoral output that can be constructed

from the U.S. I-O accounts is in fact the product of quantity times a real price. Lack of data

prevents us from segregating skewness into price and quantity, but we can deploy our model to

decompose the skewness of real sectoral output growth into the parts arising from quantities and

from real prices separately. As documented above in this paper, coskewness can be a an important

contributor to overall skewness and, hence, we write the skewness of 𝑦𝑛,𝑡 = Δ𝑙𝑛(𝑞𝑛,𝑡) + Δ𝑙𝑛(𝑝𝑛,𝑡)

as

𝜅
𝑦

3 = 𝑠3
𝑞𝜅
𝑞

3 + +𝑠
3
𝑝𝜅

𝑝

3 + 3𝑠2
𝑞𝑠𝑝CoS(𝑞, 𝑞, 𝑝) + 3𝑠2

𝑝𝑠𝑞CoS(𝑝, 𝑝, 𝑞).

Figure B.5 plots the model-based estimates of the skewness of sectoral output, 𝜅𝑦3, and its

components 𝜅𝑞3 , 𝜅𝑝3 , CoS(𝑞, 𝑞, 𝑝), and CoS(𝑝, 𝑝, 𝑞). This figure shows that the skewness of the

real price and the coskewness CoS(𝑞, 𝑞, 𝑝) are positive, while the skewness of quantity and the

coskewness CoS(𝑝, 𝑝, 𝑦) are negative. The conclusion of this decomposition is that the overall

negative skewness of the sectoral output as constructed from the I-O accounts is driven by the

latter two terms.

2.4 Conclusion

This paper employs both a network-augmented factor model and a micro-founded structural

model to examine the relative contribution of common shocks, sector-level shocks, and network
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effects to the skewness of output growth. Results indicate that while the common and network

components exhibit skewness, the dominant sources of asymmetry are the coskewness terms, es-

pecially the higher-order covariation between the network and the common component. We show

that even if the I-O table is relatively sparse and features substantially larger diagonal entries than

off-diagonal entries, it still implies strong connectivity across sectors. We also show that a fully

specified structural model can generate skewness and coskewness consistent with the U.S. data,

with asymmetric sectoral shocks playing a key role in their propagation through the network. The

model allows us to decompose the contribution of quantities and real prices to the skewness of

real output growth and to document that their coskewness is an important contributor to overall

skewness.

Finally, this paper provides structural estimates of the elasticity of substitution between ma-

terial inputs and between consumption goods, which may be used by future researchers in cali-

bration. We estimate the elasticity of substitution between intermediate inputs to be 0.834—sig-

nificantly higher than the values typically assumed in the production network literature, which

generally range from 0.001 to 0.13. A higher elasticity implies that sectors have greater flexibility

in adjusting input combinations in response to shocks, potentially moderating the extent of shock

amplification through the network. Together, these findings offer new insights into the structural

mechanisms that drive aggregate skewness and the role of production networks in shaping macroe-

conomic fluctuations.
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Chapter 3: Income Expectations with Information Frictions and Aggregate

Consumption (with Sanhitha Jugulum)

A central implication of the permanent-income hypothesis is that consumption should respond

more strongly to more persistent income shocks. In standard consumption-savings models, a

household that understands its income process maps an observed income change into a change

in lifetime resources, and this mapping crucially depends on persistence. This logic underlies a

large body of quantitative literature on household heterogeneity and aggregate demand, in which

borrowing constraints and the wealth distribution shape the magnitude of consumption responses

((Hall, 1978; McKay and Reis, 2016; Kaplan, Moll and Violante, 2018; Auclert, 2019)). However,

the present-value content of the shock remains a key force linking persistence to spending.

This paper documents a sharp empirical puzzle for this benchmark. Using PSID panel data on

household income and consumption from 1999-2019, we decompose residual labor income into an

aggregate persistent component and an idiosyncratic persistent component, and then estimate how

consumption responds to shocks to each. The aggregate component of income is highly persistent,

with estimated persistence 𝜌̂𝐴 = 0.99, while the idiosyncratic component is substantially less

persistent, with 𝜌̂𝑥 = 0.64. Under the full-information permanent-income logic, households should

therefore respond much more to aggregate income shocks than to idiosyncratic shocks.

They do not. The estimated pass-through of aggregate shocks is 𝜙𝐴 = 0.16, while the pass-

through of idiosyncratic shocks is 𝜙𝑥 = 0.17. We cannot reject 𝐻0 : 𝜙𝐴 ≤ 𝜙𝑥 (p-value = 0.54). In

the data, households respond almost identically to a dollar of aggregate income shock and a dollar

of idiosyncratic income shock, even though the aggregate component is far more persistent. This

near-equality is difficult to reconcile with a standard full-information benchmark.

An obvious candidate explanation is household heterogeneity in wealth and liquidity. Hand-
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to-mouth households fully pass through income shocks regardless of their source or persistence.

Hence, a higher mass of constrained households pushes both pass-through coefficients upward

and compresses their ratio. But this force is quantitatively insufficient to explain the pattern we

document. The mass of households that are so constrained must be exceedingly large to push

the average towards unity. That is hard to reconcile with the observed distribution of assets in

the economy. Calibrating a full-information Bewley-Huggett economy to the estimated income

process implies a much larger response to aggregate shocks than to idiosyncratic shocks: our

calibrated model predicts 𝜙𝐴/𝜙𝑥 ≈ 4.6, compared with a ratio close to one in the data. The puzzle,

therefore, survives the standard incomplete-markets benchmark.

We argue that the missing ingredient is incomplete information about the source of income

fluctuations. Households observe total income realizations, but they do not observe directly how

much of a given realization reflects an aggregate component and how much reflects idiosyncratic

variation or transitory noise. If households must infer the aggregate component from a noisy signal,

they underreact to its future- income content. This mechanism attenuates the aggregate channel

while leaving the idiosyncratic channel largely unchanged, compressing the ratio 𝜙𝐴/𝜙𝑥 toward

one. This interpretation is supported by a growing literature showing that households face non-

trivial inference problems when interpreting income movements and that subjective beliefs about

earnings risk differ materially from realized-income estimates ((Carroll et al., 2020; Adams and

Rojas, 2024; Caplin et al., 2023)).

We make this mechanism transparent in a simple two-period model and then discipline it quan-

titatively in a heterogeneous-agent economy. In the two-period CARA illustration, incomplete

information replaces the aggregate present-value factor (1 + 𝜌𝐴) with (1 + 𝜌𝐴 𝑘̄), where 𝑘̄ ∈ (0, 1)

is a type-weighted Kalman gain, while leaving the idiosyncratic factor (1 + 𝜌𝑥) unchanged. This

delivers a clean intuition for why incomplete information compresses 𝜙𝐴/𝜙𝑥 . We then embed

the same signal-extraction problem in a Bewley-Huggett economy with borrowing constraints and

general equilibrium interest rate determination. The model is solved using the sequence-space Ja-

cobian method of Auclert et al. (2021), augmented to accommodate information frictions. Using
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the empirically estimated income-process parameters and calibrating 𝛽 to match the empirical id-

iosyncratic pass-through 𝜙𝑥 = 0.17, the incomplete- information model produces 𝜙𝐴/𝜙𝑥 ≈ 1.09,

close to the empirical value and far below the full-information benchmark.

The mechanism also has important aggregate implications. Under full information, a one-

standard-deviation aggregate productivity shock generates an impact consumption response of

roughly 12% of steady-state consumption in general equilibrium. Under incomplete information,

the corresponding response falls to 2.8%. When households cannot cleanly distinguish persistent

aggregate income movements from noise, they save rather than spend much of the shock, substan-

tially dampening the aggregate demand response.

This paper contributes to three strands of the literature.

Pass-through of income shocks A large empirical literature estimates how consumption re-

sponds to permanent and transitory income shocks (Meghir and Pistaferri, 2004; Blundell, Pista-

ferri and Preston, 2008; Kaplan and Violante, 2010; Heathcote, Storesletten and Violante, 2014;

Kaplan and Violante, 2014; Arellano, Blundell and Bonhomme, 2017). Our contribution is to iden-

tify the aggregate and idiosyncratic persistent components of income separately and to test whether

their relative pass-through aligns with the full-information PIH prediction. To our knowledge, we

are the first to document and quantify the puzzle that 𝜙𝐴 ≈ 𝜙𝑥 despite 𝜌𝐴 ≫ 𝜌𝑥 .

Income process estimation. Our estimation of the income process builds on the extensive liter-

ature that decomposes household earnings into persistent and transitory components (Meghir and

Pistaferri, 2004, 2011; Guvenen, 2009; Guvenen and Smith, 2014). A key challenge in this litera-

ture is the identification of the persistent component and its volatility. Early work identified a per-

manent component by exploiting the unit root restriction; subsequent work relaxed this assumption

and estimated a more general AR(1) structure. Our estimation goes further by decomposing the

persistent component into an aggregate factor, with heterogeneous household exposures 𝜆𝑖, and an

idiosyncratic component. This separation is conceptually motivated by Guvenen, Ozkan and Song

(2014), who show that exposure to aggregate cycles is systematically different for people of differ-

ent demographics. Our dynamic factor approach recovers both the aggregate income factor and the
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household-specific loadings from the cross-sectional covariance structure of income, avoiding the

confound between aggregate and idiosyncratic persistence that plagues single-component models.

Our estimation closely follows Braxton et al. (2025) by combining a Kalman filter with the EM

algorithm to recover latent income states from panel data. Relative to their generalized filter, our

contribution is to adapt this approach to a setting with an explicit aggregate factor structure, so

that household income is decomposed into an aggregate persistent component and an idiosyncratic

persistent component rather than only persistent and temporary individual earnings risk.

Incomplete information in macroeconomics. Our paper closely relates to the literature on infor-

mational frictions and aggregate demand (Lorenzoni, 2009; Angeletos and La’O, 2013; Angeletos

and Lian, 2022). The idea that households underreact to aggregate income shocks owing to a lack

of information dates back to Pischke (1995). This paper proposes this friction as an explanation for

excess smoothness in aggregate consumption series. We formalize this argument with empirical

backing and argue that information frictions are indeed important to account for in quantitative

macro models studying aggregate demand responses to aggregate income shocks. Guvenen (2007)

highlights that the distinction between a highly persistent (but stationary) component and a ran-

dom walk is particularly consequential: households who are uncertain about this distinction will

behave differently from those under full information, since their estimate of the permanent income

gain from a given shock depends critically on what they believe about its persistence. In this pa-

per, households in our economy are fully aware of the parameters of the income process but fail

to distinguish the sources of shocks. More recently, Adams and Rojas (2024) studied a similar

inference problem in a small, open-economy, heterogeneous-agent model, assuming an income

process in which idiosyncratic shocks are more persistent than aggregate shocks. In our closed-

economy Huggett framework, the estimated persistence ranking runs in the opposite direction, so

incomplete information attenuates rather than amplifies aggregate consumption responses; more-

over, both the persistence ordering and the signal-to-noise ratio are pinned down by the estimated

household-income process for US households.

Heterogeneous-agent models and aggregate demand. Our quantitative analysis builds on the
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literature studying how household heterogeneity shapes aggregate consumption dynamics (Kaplan,

Moll and Violante, 2018; Auclert, 2019; McKay and Reis, 2016; Guerrieri and Lorenzoni, 2017).

These papers emphasize the role of who receives the income; high-MPC households, such as hand-

to-mouth consumers, amplify fiscal and monetary transmission. Our paper adds a complementary

dimension: not only does who receives the income matter, but what households can infer from

it. Even among unconstrained households with standard intertemporal motives, the information

environment determines how much of the aggregate income signal is acted upon, with first-order

implications for aggregate demand.

The remainder of the paper is organized as follows. Section 3.1 establishes the empirical facts

on persistence and pass-through. Section 3.2 presents the full-information quantitative benchmark

and shows that standard household heterogeneity does not resolve the puzzle. Section 3.3 intro-

duces a simple two-period model that isolates the information-friction mechanism. Section 3.4

embeds that mechanism in the quantitative Bewley–Huggett economy and highlights the implica-

tions for aggregate demand. Section 3.5 concludes.

3.1 Data and Estimation

In this section, we describe the data on income and consumption used to estimate the parame-

ters of the income process and the pass-through coefficients of income shocks to consumption. To

estimate the parameters of the income process, we use the income data from PSID. We then use

both income and consumption data to estimate the pass-through coefficients for both aggregate and

idiosyncratic persistent shocks.

3.1.1 Data

The Panel Study of Income Dynamics (PSID) is a longitudinal survey of a representative sam-

ple of US households. It started in 1968, and a sample of approximately 5,000 households was

included. The PSID was an annual survey until 1997 and then became a biennial from 1999 on-

wards. Also, the consumption data collected for most of the period from 1968 to 1997 was limited
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Table 3.1: Summary Statistics of PSID Sample

Mean SD P25 P50 P75 N

Labor Income (log) 11.65 0.638 11.28 11.65 12.02 19264

Consumption (log) 10.07 0.481 9.753 10.04 10.35 19264

Age 46.19 9.776 38 46 54 19264

Education (# of years) 14.31 2.219 12 14 16 19264

Notes: This table shows summary statistics for the sample obtained from the PSID for
the time period 1999-2019. The variable ‘Labor Income’ is the total household income
earned through wages, the variable ‘Consumption’ is the total household consumption,
and the variables ‘Age’ and ‘Education’ are the age and education of the household head,
respectively.

to food items. However, PSID started collecting consumption data on broader consumption items

from 1999. For the present analysis, we use data collected from 1999 to 2019 to address issues

arising from changes in survey frequency.

Income measure: For the measure of labor income, we use the pre-tax real labor income of the

household (sum of the labor earnings of all the members). We also use the household head’s labor

as an alternative robustness check. As is standard in PSID-based studies, we exclude SEO (the

Survey of Economic Opportunity) and Latino samples due to the selection issues they introduce.

Consumption measure: The PSID collected information on a limited set of consumption items,

including food, housing, and childcare, until 1997. However, from 1999, the PSID survey has

collected data on almost three-quarters of the items covered in the CEX (consumer expenditure

survey) and NIPA. These include mortgage and rent, utility, transportation, education, and health-

care expenditures. Further, categories such as clothing and housing repairs were added in the PSID

starting in 2005. Since the 2005 wave, PSID has covered almost all NIPA and CEX consumption

items. For the main analysis, we use data on all the consistently well-documented categories since

1999.1

Sample Selection: For all the baseline results, we use all the waves of PSID from 1999-2019.

We only include households whose heads are between 30 and 65 years of age. Households that

1We interpret the measures of consumption used in our paper as a measure of non-durable consumption expendi-
ture.
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report an annual income of less than 5000 real dollars are excluded. Also, households with top-

coded labor income data are excluded—all income in 2019 US dollars. The PSID collects data

on the number of years of schooling for the household head and the “wife/partner”. The values of

this measure range from 0 to 17. We also use several household and demographic characteristics,

including race, age, and age polynomials (head and “wife”), family size, and state as controls in our

estimation. We drop observations with missing values for any of these. The final sample consists

of 19264 observations for 3551 households.

Table 3.1 provides the summary statistics. The sample shows a mean log labor income of 11.65,

a substantial standard deviation of 0.63, and a median log labor income of 11.65. The average of

log consumption expenditure is 10.07, with a standard deviation of 0.48 and a median of 10.04.

Since we selected the final sample of household heads aged 30-65, the sample mean is 46, and

the standard deviation is about 10. The average years of schooling for the household head in the

sample is 14.31 years.

3.1.2 Estimation

Estimating the income process parameters and the pass-through coefficients to consumption

for different types of income shocks requires us to obtain the residuals for both income and con-

sumption. For this, we regress log labor income and log consumption on a rich set of observables,

including third-order polynomials of age, dummies for race, region, race-year, region-year, family

size, year-of-birth, number of children, and outside dependents. We interpret the residuals from

these regressions as unexplained income and consumption. Table 3.2 presents the empirical mo-

ments calculated using the residualized income and consumption. Specifically, the variance of

income is around 0.3, and the variance of consumption is around 0.13, which is in line with the

literature.2 The covariance between income and consumption residuals is 0.006 and significant,

which determines the pass-through coefficients of income shocks to consumption. Note that the

kurtosis is very high in both income and consumption residuals, indicating the role of tail risk.

2Refer to Ghosh and Theloudis (2023) for more details on the comparison of the moments.
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Table 3.2: Moments of Income and Consumption Residuals

Moment Income Consumption Joint

Variance 0.3033 0.1267

(0.0093) (0.0024)

Skewness 0.0820 -0.0408

(0.0926) (0.0325)

Kurtosis 5.8812 4.4872

(0.3189) (0.0993)

Covariance 0.0061

(0.0012)

Notes: This table shows the moments of residual income and residual con-
sumption. Block bootstrap standard errors are reported in the parentheses.

Ghosh and Theloudis (2023) uses these higher-order moments to discipline the pass-through coef-

ficients by assuming a non-linear pass-through mechanism.

Income Process Estimation: We model residualized log labor income as the sum of an aggregate

persistent component and household-specific components. Specifically, income follows:

log𝑌𝑖𝑡 = 𝑓 (𝑜𝑖𝑡) + 𝑧𝑖𝑡 , (3.1)

where 𝑓 (𝑜𝑖𝑡) captures predictable variation and 𝑧𝑖𝑡 is residual income. We then decompose residual

income as:

𝑧𝑖𝑡 = 𝜆𝑖𝐴𝑡 + 𝑥𝑖𝑡 + 𝑚𝑖𝑡 , 𝑚𝑖𝑡 ∼ N(0, 𝜎2
𝑚), (3.2)

where 𝐴𝑡 is a common aggregate factor with heterogeneous exposure 𝜆𝑖, 𝑥𝑖𝑡 is an idiosyncratic

persistent component, 𝑚𝑖𝑡 captures transitory shocks. The aggregate and idiosyncratic components
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evolve as AR(1) processes:

𝐴𝑡 = 𝜌𝐴𝐴𝑡−1 + 𝜖 𝐴𝑡 , 𝜖 𝐴𝑡 ∼ N(0, 𝜎2
𝐴), (3.3)

𝑥𝑖𝑡 = 𝜌𝑥𝑥𝑖𝑡−1 + 𝜖𝑥𝑖𝑡 , 𝜖𝑥𝑖𝑡 ∼ N(0, 𝜎2
𝑥 ). (3.4)

where 𝜌𝐴 denotes the persistence of the aggregate component and 𝜎2
𝐴

is the volatility of the aggre-

gate shocks. 𝜌𝑥 and 𝜎2
𝑥 refer to persistence and volatility parameters of the idiosyncratic compo-

nent 𝑥𝑖𝑡 common to all individuals 𝑖. Similarly, 𝜎2
𝑚 denotes the volatility of the transitory compo-

nent 𝑚𝑖𝑡 common to all individuals 𝑖.

The income process estimation consists of two stages. In the first stage, we estimate the pa-

rameters associated with the aggregate persistent component: the aggregate persistence 𝜌𝐴 and

volatility 𝜎2
𝐴
. In the second stage, we estimate the parameters associated with the idiosyncratic

persistent component and transitory component: the idiosyncratic persistence 𝜌𝑥 and the volatili-

ties {𝜎2
𝑥 , 𝜎

2
𝑚}. We estimate the aggregate component using a factor structure:

𝑧𝑖𝑡 = 𝜆𝑖𝐴𝑡 + 𝑠𝑖𝑡 . (3.5)

We extract the first principal component of 𝑧𝑖𝑡 as an estimate of 𝐴𝑡 and then fit an AR(1) process

to recover 𝜌𝐴 and the aggregate innovations 𝜖 𝐴𝑡 . Observe that the dynamic factor model recovers

a loading 𝜆𝑖 for each individual in the sample. The essence of the identification argument here is

that cross-individual covariance moments help identify aggregate parameters. As is well known,

one cannot separately identify the loadings and the aggregate factor 𝐴𝑡 . It is only possible to

identify 𝜆𝑖𝐴𝑡 together. This implies that we cannot separately identify the volatility of the aggregate

shocks 𝜎2
𝐴
. For this reason, we only report the persistence of the total aggregate component. This

is sufficient for our analysis. Although the estimation of the dynamic factor model requires a

longer time period, we find that the estimated parameters are quite significant and stable in the

bootstrapped estimates. Panel A of Table 3.3 reports the persistence of the aggregate component

to be 0.99. This high persistence value is in line with some estimates in the literature reporting a
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Table 3.3: Income Process Parameters

Estimates
With Aggregate Factor No Aggregate Factor

(1) (2)
A. Persistence Parameters
𝜌𝐴 0.99 -

(0.01) -
𝜌𝑥 0.64 0.96

(0.01) (0.01)
B. Variance Parameters
𝜎𝑥 0.09 0.10

(0.02) (0.02)
𝜎𝑚 0.34 0.38

(0.07) (0.05)
Notes: This table presents the parameters from the income process estimation. Panel

A shows the persistence of the aggregate and idiosyncratic components. Panel B shows
the variances estimated for each component. Column (1) shows the estimates of the
income process with aggregate factor, and column (2) shows the estimates with just
idiosyncratic shocks. Block bootstrap standard errors are reported in the parentheses.

highly persistent component or a permanent component in the income process.

We estimate the idiosyncratic component using a state-space representation:

Measurement: 𝑠𝑖𝑡 = 𝑥𝑖𝑡 + 𝑚𝑖𝑡 , (3.6)

State: 𝑥𝑖𝑡 = 𝜌𝑥𝑥𝑖𝑡−1 + 𝜖𝑥𝑖𝑡 . (3.7)

We estimate the parameters {𝜌𝑥 , 𝜎2
𝑥 , 𝜎

2
𝑚} and the latent states {𝑥𝑖𝑡} using a Kalman filter com-

bined with the Expectation-Maximization (EM) algorithm. We closely follow Braxton et al. (2025)

to estimate the income process parameters and recover the shocks. The EM algorithm iterates be-

tween the E-step, which computes the expected sufficient statistics using Kalman smoothing, and

the M-step, which maximizes the expected log-likelihood. This procedure yields estimates of the

idiosyncratic shocks 𝜖𝑥
𝑖𝑡

.3

3See Braxton et al. (2025) for details on the estimation procedure and identification of parameters.
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Panel A of Table 3.3 shows that the idiosyncratic persistence 𝜌𝑥 is less than the aggregate per-

sistence 𝜌𝐴. We fail to reject the null that the aggregate persistence is greater than the idiosyncratic

persistence. The estimates strongly suggest that the persistence of the idiosyncratic component is

substantially lower than that of the aggregate component. When the aggregate factor is excluded,

the persistence of idiosyncratic shocks is 0.96, matching findings in the consumption literature.

Panel B of Table 3.3 reports the volatility estimates. The volatility of the transitory component is

substantially higher than that of the idiosyncratic persistence component. These estimates are very

close to estimates of persistent and transitory volatilities estimated in the literature. In general, it is

always the case that the transitory component’s volatility is higher than the persistent component’s

volatility.

Consumption Pass-through Coefficients: We estimate the pass-through coefficients of income

shocks to consumption. In other words, we study how consumption responds to income shocks.

Let Δ𝑐𝑖𝑡 denote residual consumption growth. We define:

𝜙𝐴 =
Cov(Δ𝑐𝑖𝑡 , 𝜆𝑖𝜖 𝐴𝑡 )

Var(𝜆𝑖𝜖 𝐴𝑡 )
, (3.8)

𝜙𝑥 =
Cov(Δ𝑐𝑖𝑡 , 𝜖𝑥𝑖𝑡)

Var(𝜖𝑥
𝑖𝑡
) . (3.9)

Equivalently, these correspond to coefficients from the regression:

Δ𝑐𝑖𝑡 = 𝛼 + 𝜙𝐴 (𝜆𝑖𝜖 𝐴𝑡 ) + 𝜙𝑥𝜖𝑥𝑖𝑡 + 𝑢𝑖𝑡 . (3.10)

We can also interpret these pass-through coefficients, 𝜙𝐴 and 𝜙𝑥 , capturing the degree of con-

sumption insurance. Table 3.4 reports the estimates of the pass-through coefficients. On average,

households pass through approximately 16% of aggregate shocks and 17% of idiosyncratic shocks

to consumption. These magnitudes indicate substantial, but incomplete, consumption smoothing.

Also note that, once the aggregate factor is omitted, the pass-through coefficient for idiosyncratic

shocks becomes 0.12, which closely matches the response estimated by Ghosh and Theloudis
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Table 3.4: Estimates of Pass-through Coefficients

Pass-through Estimates

With Aggregate Factor No Aggregate Factor

(1) (2)

𝜙𝐴: Aggregate Pass-through 0.16 -

(0.08) -

𝜙𝑥: Idiosyncratic Pass-through 0.17 0.12

(0.07) (0.02)

Test Statistics

With Aggregate Factor No Aggregate Factor

𝑝-value of 𝐻0 : 𝜙𝐴 ≤ 𝜙𝑥 0.54 -

Notes: This table presents the coefficients estimated by running a regression of consumption
change on estimated income shocks. Column (1) shows the estimates when the aggregate fac-
tor is included in the estimation procedure, whereas column (2) shows the estimates without the
aggregate factor. Block bootstrap standard errors are reported in the parentheses.

(2023). This highlights a key contribution of this paper: demonstrating that the aggregate fac-

tor plays a substantial role when modeling the income process and estimating the coefficients of

consumption pass-through.

In the later sections of the paper, we show that a full information model predicts that a shock to

the more persistent component of income induces a larger response in consumption than a shock to

the less persistent component. From the empirical exercise, we know the aggregate component 𝐴𝑡

is more persistent than the idiosyncratic component 𝑥𝑖𝑡 . This implies that consumption responds

more to a shock in 𝐴𝑡 than to a shock in 𝑥𝑖𝑡 . Therefore, the model predicts that 𝜙𝐴 should be greater

than 𝜙𝑥 . To assess the model prediction that 𝜙𝐴 > 𝜙𝑥 , we test 𝐻0 : 𝜙𝐴 ≤ 𝜙𝑥 against 𝐻1 : 𝜙𝐴 > 𝜙𝑥

using a Wald test on the linear restriction 𝜙𝐴 − 𝜙𝑥 > 0. The point estimate of the difference is

𝜙𝐴−𝜙𝑥 = -0.01. Under the simplifying assumption of zero covariance between the two estimators,

the one-sided p-value of the hypothesis test is 0.54. Hence, the data do not support the prediction

𝜙𝐴 > 𝜙𝑥 .

The degree of pass-through varies significantly across households. In the robustness checks, we
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find that households that are hand-to-mouth exhibit much higher pass-through to both aggregate

shocks and idiosyncratic shocks than unconstrained households. This pattern is consistent with

limited consumption smoothing for liquidity-constrained households. However, for unconstrained

households, the response to idiosyncratic shocks is higher than to aggregate shocks, which is again

at odds with the prediction from the full-information model.

Our empirical results present a puzzle to the canonical models founded on the PIH logic. In the

next section, we calibrate a fairly standard Huggett economy and solve it in GE to obtain the model

counterparts for 𝜙𝐴/𝜙𝑥 . We show that the canonical model does not even come close to producing

responses that are identical to those of both types of shocks.

3.2 Quantitative Full-Information Benchmark

This section asks whether a standard incomplete-markets model, disciplined by the income-

process estimates from Section 3.1, can account for the near-equality of aggregate and idiosyncratic

pass-through in the data. The answer is no. We first lay out the quantitative Bewley–Huggett

environment under full information, then describe the sequence-space Jacobian solution method

used to compute pass-through statistics and general-equilibrium responses, and finally show that

the benchmark predicts 𝜙𝐴 ≫ 𝜙𝑥 .

3.2.1 Model Setup

Household Preferences and Budget Constraint. A unit measure of infinitely-lived households

indexed by 𝑖 ∈ [0, 1] have time-separable preferences over consumption 𝑐𝑖𝑡 :

E0

∞∑︁
𝑡=0

𝛽𝑡 log 𝑐𝑖𝑡 , 𝛽 ∈ (0, 1). (3.11)

The expectation E0 is conditional on the household’s information set at time zero, which depends

on the information environment and is specified below. Households hold a single liquid bond 𝑏𝑖𝑡
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paying the gross return 1 + 𝑟𝑡 , which they take as given. The period budget constraint is

𝑐𝑖𝑡 + 𝑏𝑖,𝑡+1 = (1 + 𝑟𝑡) 𝑏𝑖𝑡 + 𝑦𝑖𝑡 , (3.12)

subject to the borrowing constraint 𝑏𝑖,𝑡+1 ≥ 𝑏. Labor income 𝑦𝑖𝑡 is realized and observed each

period.

Labor income. Household 𝑖’s log labor income is

log 𝑦𝑖𝑡 = log𝑤𝑡 + 𝜅𝑖𝐴𝑡 + 𝑥𝑖𝑡 + 𝑚𝑖𝑡 , (3.13)

where 𝑤𝑡 is the equilibrium wage. The term 𝐴𝑡 is a persistent aggregate earnings component

common to all households, which follows the AR(1) process

𝐴𝑡 = 𝜌𝐴𝐴𝑡−1 + 𝜀𝐴𝑡 , 𝜀𝐴𝑡 ∼ N(0, 𝜎2
𝐴), 𝜌𝐴 ∈ (0, 1). (3.14)

The term 𝑥𝑖𝑡 is a persistent idiosyncratic earnings component with dynamics

𝑥𝑖𝑡 = 𝜌𝑥𝑥𝑖,𝑡−1 + 𝜀𝑥𝑖𝑡 , 𝜀𝑥𝑖𝑡 ∼ N(0, 𝜎2
𝑥 ), (3.15)

independent across households and over time. The term 𝑚𝑖𝑡 ∼ N(0, 𝜎2
𝑚) is a transitory component

that is also independent across households and over time. Finally, 𝜅𝑖 ∈ {𝜅1, . . . , 𝜅𝐾} is a permanent

household-specific loading on the aggregate component, drawn from a known discrete distribution

with probability weights {𝜔𝑘 }.

Firms’ Problem. A representative competitive firm produces the final consumption good using

aggregate effective labor as the only input. The production technology is

𝑌𝑡 = 𝑍𝑡𝑁𝑡 , 𝑍𝑡 = 𝑒
𝐴𝑡 , (3.16)

104



where 𝑍𝑡 is aggregate total factor productivity, increasing in the aggregate earnings state 𝐴𝑡 , and

𝑁𝑡 =
∫
𝑒𝜅𝑖𝐴𝑡+𝑥𝑖𝑡 𝑑𝑖 is aggregate effective labor input.

Taking 𝐴𝑡 and the wage 𝑤𝑡 as given, the firm maximizes profits 𝑍𝑡𝑁𝑡 − 𝑤𝑡𝑁𝑡 . The first-order

condition for labor demand pins down the competitive wage:

𝑤𝑡 = 𝑍𝑡 = 𝑒
𝐴𝑡 . (3.17)

Linearizing around the steady state with 𝐴 = 0:

log𝑤𝑡 ≈ 𝐴𝑡 . (3.18)

A one-unit innovation to 𝐴𝑡 raises the wage by 1 on impact. Combined with the direct income

loading 𝜅𝑖 in (3.13), the total impact on household 𝑖’s log income is 1 + 𝜅𝑖.

Market Clearing. There is a single asset, the bond, which is in zero net supply. Bond-market

clearing requires ∫
𝑏𝑖𝑡 𝑑𝑖 = 0 (3.19)

in every period, and the equilibrium interest rate 𝑟𝑡 adjusts to satisfy this condition. The goods

market clears when aggregate output equals aggregate consumption:

𝑌𝑡 = 𝐶𝑡 ≡
∫

𝑐𝑖𝑡 𝑑𝑖. (3.20)

Since there is no investment or government in the model, the goods market clearing condition

reduces to 𝑌𝑡 = 𝐶𝑡 .

3.2.2 Equilibrium under Full Information

The complete individual state vector is (𝑏𝑖𝑡 , 𝑥𝑖𝑡 , 𝐴𝑡 , 𝜆𝑖, Γ𝑡), where Γ𝑡 is the cross-sectional dis-

tribution over over individual states (𝑏𝑖, 𝑥𝑖, 𝜆𝑖) . The aggregate component 𝐴𝑡 enters the individual

105



state because it affects current income and signals future income through its AR(1) dynamics. In

addition, the equilibrium interest rate 𝑟𝑡 is determined by bond-market clearing, which depends on

aggregate bond demand. Bond demand is a function of the cross-sectional distribution Γ𝑡 ; there-

fore, Γ𝑡 is also a relevant state variable. The Bellman equation is

𝑉FI(𝑏, 𝑥, 𝐴, 𝜆; Γ) = max
𝑐, 𝑏′≥𝑏

{
log 𝑐 + 𝛽 E

[
𝑉FI(𝑏′, 𝑥′, 𝐴′, 𝜆; Γ′)

�� 𝑥, 𝐴]} (3.21)

A recursive competitive equilibrium consists of household value functions 𝑉FI (or 𝑉 II), con-

sumption and saving policy functions, a set of prices 𝑤𝑡 and 𝑟𝑡 such that: (i) households optimize,

solving (3.21) (under FI) or (3.48) (under II), given {𝑟𝑡 , 𝑤𝑡} and their information set; (ii) the

firm optimizes, with wages satisfying (3.17); (iv) bond-market clearing (3.19) and goods-market

clearing (3.20) both hold.

We initialize the model at a no aggregate shocks steady state, 𝐴0 = 0 and 𝐴̂𝑖0 = 0 for all

households, and the stationary distribution of (𝑏, 𝑥, 𝜆), the equilibrium interest rate 𝑟∗, and the

consumption and saving policy functions are identical in both environments. The informational

friction operates as households and prices respond to deviations of 𝐴𝑡 from zero.

3.2.3 Solution Method

We solve the model using the sequence-space Jacobian (SSJ) method of Auclert et al. (2021),

linearizing around the deterministic steady state. The method computes 𝑇 ×𝑇 Jacobian matrices—

derivatives of aggregate quantities with respect to aggregate input sequences, evaluated at the

steady state—without tracking the full cross-sectional distribution along the transition path. Since

the FI and II models share the same steady state, both are solved using the same baseline infras-

tructure.

Steady state and discretization. The steady state is solved by the backward Endogenous Grid

Method (Carroll (2006)). Because 𝐴 = 0 and 𝑤 = 1 at the steady state, household income reduces

to 𝑒𝑥𝑖 regardless of 𝜆𝑖: the 𝜆 dimension generates no income dispersion at steady state, and a single
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set of policy functions suffices for all types. The idiosyncratic state 𝑥𝑖𝑡 is discretized on 𝑛𝑥 nodes

using the Rouwenhorst method. The joint state (𝜆𝑖, 𝑥𝑖𝑡) is represented as 𝐾 blocks of size 𝑛𝑥 , with

a block-diagonal transition matrix Π = 𝐼𝑛𝜆 ⊗ Π𝑥 reflecting the permanence of 𝜅.

Aggregate GE Jacobians. Intuitively, a Jacobian answers the question: “if this input changes at

time 𝑠, by how much does this output change at time 𝑡?” It is simply a matrix of partial derivatives,

one entry per (output date, input date) pair, that summarises the dynamic transmission from any

shock sequence to any aggregate outcome without having to re-solve the full model each time. The

SSJ method computes the 𝑇 × 𝑇 aggregate Jacobian

𝐺𝑌,𝑝 (𝑡, 𝑠) = 𝜕𝑌𝑡

𝜕𝑝𝑠

����
SS
, (3.22)

mapping aggregate input sequences 𝑝 ∈ {𝑟, 𝑤,Agg} to aggregate output sequences 𝑌 ∈ {𝐶, 𝐴}.

These are used to find the GE interest-rate path in response to an aggregate shock.

Pass-through statistics The empirical moment

𝜙𝐴 =
Cov𝑖 (Δ log 𝑐𝑖𝑡 , 𝜆𝑖𝜀𝐴𝑡 )

Var𝑖 (𝜆𝑖𝜀𝐴𝑡 )
(3.23)

requires 𝜕𝑐0(𝑥𝑖, 𝑎𝑖)/𝜕 income𝑠—the individual consumption function derivative at household state

(𝑥𝑖, 𝑎𝑖) due to an income perturbation at horizon 𝑠—weighted by the stationary distribution 𝐷∗ and

the household’s type 𝜆𝑖.

We recover this object via a 𝑇-step backward EGM at the household level, feeding in the GE

path of 𝑟𝑡 and the realized aggregate shock sequence. The key observation is that running one

EGM step with a perturbed income at the horizon 𝑠 (holding all other dates at steady state) delivers

the individual policy function derivative 𝜕𝑐0(𝑥, 𝑎)/𝜕 income𝑠 as a function over the full state grid

(𝑥, 𝑎). Running this backward from 𝑠 = 𝑇 − 1 to 𝑠 = 0, scaled by the income multiplier irf 𝑗 (𝑠),
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accumulates the present-value MPC for type 𝑗 :

𝛿𝑐 𝑗 (𝑥, 𝑎) =
𝑇−1∑︁
𝑠=0

irf 𝑗 (𝑠) ·
𝜕𝑐0(𝑥, 𝑎)
𝜕 income𝑠

, (3.24)

which is a grid-level function, not a scalar. Aggregating over the stationary distribution gives the

type- 𝑗 present-value MPC:

𝜓 𝑗 ≡
∑︁
𝑥,𝑎

𝐷∗(𝑥, 𝑎 | 𝜆 𝑗 )
𝛿𝑐

𝑗

0(𝑥, 𝑎)
𝑐∗(𝑥, 𝑎) , (3.25)

The averaging in (3.25) is taken at 𝑡 = 0 over the stationary distribution 𝐷∗(𝑥, 𝑎 | 𝜅 𝑗 ). This is the

relevant distribution for cross-sectional averaging at time 0.

The pass-through statistic then follows from the regression:

𝜙PE
𝐴 =

∑
𝑗 𝜔 𝑗 (𝜆 𝑗 ) 𝜓 𝑗
E[(𝜆)2]

. (3.26)

Under FI the income multiplier is irf 𝑗 (𝑠) = (𝜆 𝑗 )𝜌𝑠𝐴, capturing the full persistence of 𝐴𝑡 ; for id-

iosyncratic shocks it is 𝜌𝑠𝑥 and the same across types.

The GE version adds the interest-rate channel. The household-level response to the 𝑟-path

{𝑑𝑟𝑠} is recovered from a second 𝑇-step backward EGM that perturbs 𝑟 at each horizon 𝑠 while

holding income at steady state. Because {𝑑𝑟𝑠} is the same aggregate price path for all household

types, the 𝑟-channel contributes uniformly to 𝜓 𝑗 across 𝑗 , entering the pass-through regression

with weight E[𝜆]/E[(𝜅)2]. Note that the interest rate IRF weighted policy function weighted by

the steady state distribution 𝜓𝑟 is calculated analogously to income changes.

𝜙GE
𝐴 = 𝜙PE

𝐴 + 𝜓𝑟
E[𝜆]

E[(𝜆)2]
. (3.27)

3.2.4 Calibration Results

The baseline calibration is reported in Table 3.5. Preferences are log utility with discount factor

𝛽 = 0.95217, calibrated to match the empirical idiosyncratic pass-through moment 𝜙𝑥 = 0.17 in
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Table 3.5: Calibration of Full Information Model

Category Parameter Value Description Source/Target

Preferences 𝛽 0.95217 Discount factor Target: SS 𝜙𝑥 = 0.17

𝜎 1.0 CRRA (log utility)

Aggregate 𝜌𝐴 0.98 Persistence of 𝐴𝑡 Estimated

𝜎𝐴 0.06 Std. of aggregate innovation Literature

1 1.0 Wage elasticity

Idiosyncratic 𝜌𝑥 0.63 Persistence of 𝑥𝑖𝑡 Estimated

𝜎𝑥 0.15 Std. of idiosyncratic innovation Estimated

Signal noise 𝜎𝑚 0.34 Std. of private signal noise

Borrowing constraint 𝑏 −5.0 Borrowing limit

Notes: This table presents the calibration results for the full information benchmark model.

the steady state. The aggregate income process has persistence 𝜌𝐴 = 0.98, which is estimated from

the data. The idiosyncratic process uses 𝜌𝑥 = 0.63 and 𝜎𝑥 = 0.15, also estimated from the data.

The borrowing limit is set so that approximately 5% of the households are at the constraint in the

steady state.

Benchmark results. The benchmark model is solved under full information using the calibration

above. The resulting pass-through statistics provide the natural quantitative benchmark for the

empirical moments estimated in Section 3.1. Under FI in partial equilibrium, 𝜙𝐴 = 0.785 and

𝜙𝐴/𝜙𝑥 ≈ 4.6. This amplification reflects the persistence gap: the aggregate shock at 𝜌𝐴 = 0.98

carries a discounted present value of income approximately 1/(1− 𝛽𝜌𝐴) ≈ 15 times the per-period

impact, compared with 1/(1 − 𝛽𝜌𝑥) ≈ 2.5 for the idiosyncratic shock at 𝜌𝑥 = 0.63.

General-equilibrium effect. Moving to GE slightly reduces 𝜙𝐴 from 0.785 to 0.769. The mech-

anism operates through the interest-rate channel: a positive aggregate income shock creates an

increase in savings demand; the equilibrium 𝑟 falls to restore market clearing, further reducing

consumption. The GE correction leaves 𝜙𝑥 unchanged, since idiosyncratic shocks do not move
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aggregate bond demand.

The full information model under our calibration predicts a little more than 4 times as much

response to an aggregate shock as to an idiosyncratic shock, owing to differences in their persis-

tence. This is far removed from our empirical finding of a near identical response. We propose

information frictions as an explanation. In the next section, we develop intuition with a simple

two-period model of a utility-maximizing household. The model admits a closed-form solution for

the consumption function, thereby allowing a clear exposition of key mechanisms.

3.3 Why Full Information Fails: A Simple Two-Period Model

Before turning to the quantitative heterogeneous-agent model, we build intuition for the key

mechanism using a simple two-period partial-equilibrium framework with CARA preferences.

The analytical tractability of this setting allows us to derive the consumption function in closed

form and to state precisely how incomplete information compresses the ratio 𝜙𝐴/𝜙𝑥 relative to the

full-information benchmark. The mechanism isolated here, incomplete information, selectively at-

tenuates the aggregate future-income channel while leaving the idiosyncratic channel unchanged,

carries over intact to the quantitative model of Section 3.4.

3.3.1 Model Setup

Households. There is a unit continuum of households indexed by 𝑖 ∈ [0, 1]. The economy lasts

two periods, 𝑡 ∈ {0, 1}. Household 𝑖 has CARA preferences over consumption:

𝑢(𝑐) = −1
𝛾
𝑒−𝛾𝑐, 𝛾 > 0. (3.28)
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The household maximizes expected lifetime utility 𝑢(𝑐𝑖0) + 𝛽 E0 [𝑢(𝑐𝑖1)] subject to the sequential

budget constraints

𝑐𝑖0 +
𝑏𝑖1

1 + 𝑟 = 𝑏𝑖0 + 𝑦𝑖0, (3.29)

𝑐𝑖1 = (1 + 𝑟) 𝑏𝑖1 + 𝑦𝑖1, (3.30)

where 𝑏𝑖𝑡 is the bond position, 𝑟 is the fixed partial-equilibrium interest rate, and 𝑦𝑖𝑡 is labor income

in period 𝑡. We set 𝛽 = 1 and 𝑟 = 0 (the no-discounting case) throughout for exposition.

Income Log labor income follows the same decomposition as in the quantitative model. In

linearized form around the deterministic steady state:

𝑦𝑖𝑡 = (𝜆𝑖) 𝐴𝑡 + 𝑥𝑖𝑡 , (3.31)

where 𝐴𝑡 is the persistent aggregate component, 𝑥𝑖𝑡 is the persistent idiosyncratic component, 𝜆𝑖 is

a permanent household-specific loading on the aggregate. The two components evolve as

𝐴1 = 𝜌𝐴 𝐴0 + 𝜀𝐴1 , 𝜀𝐴1 ∼ N(0, 𝜎
2
𝐴), (3.32)

𝑥𝑖1 = 𝜌𝑥 𝑥𝑖0 + 𝜀𝑥𝑖1, 𝜀𝑥𝑖1 ∼ N(0, 𝜎
2
𝑥 ), (3.33)

with 𝜌𝐴 > 𝜌𝑥 > 0, so the aggregate component is more persistent than the idiosyncratic component.

The initial state 𝐴0 has a prior distribution 𝐴0 ∼ N(0, 𝜎2
𝐴
), using the same innovation variance as

in (3.32). The loadings 𝜆𝑖 take values in {𝜆1, . . . , 𝜆𝐾} with probability weights {𝜔𝑘 }.

Information structure. Under full information (FI), 𝜎𝑚 = 0 and both 𝐴0 and 𝑥𝑖0 are observed

directly. Under incomplete information (II), 𝐴0 is latent and 𝜎𝑚 > 0. Each household observes 𝑥𝑖0

directly, but not 𝐴0. Given 𝑥𝑖0, the household constructs the residual income signal

𝑦̃𝑖0 ≡ 𝑦𝑖0 − 𝑥𝑖0 = (𝜆𝑖) 𝐴0 + 𝑚𝑖0, 𝑚𝑖0 ∼ N(0, 𝜎2
𝑚), (3.34)
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where 𝑚𝑖0 is transitory noise, independent across households and of all other shocks. The residual

𝑦̃𝑖0 is the only signal about 𝐴0. The household’s information set at 𝑡 = 0 is

I𝑖0 = 𝜎( 𝑦̃𝑖0, 𝑥𝑖0) . (3.35)

3.3.2 Consumption under Full Information

Combining the budget constraints (3.29)–(3.30) with 𝛽 = 1 and 𝑟 = 0 gives a two-period

lifetime budget. With CARA utility and Gaussian income, the Euler equation pins down a closed-

form consumption function.

Proposition 3.3.1 (Full-information consumption function) Under full information, the period-

0 consumption of household 𝑖 is

𝑐FI
𝑖0 =

𝜆𝑖 (1 + 𝜌𝐴)
2

𝐴0 +
1 + 𝜌𝑥

2
𝑥𝑖0 −

𝛾

4
[
𝜆2
𝑖 𝜎

2
𝐴 + 𝜎

2
𝑥

]
. (3.36)

A unit innovation to 𝐴0 raises current income by 𝜆𝑖 and the next period income via 𝜆𝑖𝜌𝐴;

the present-value factor for the aggregate channel is therefore (1 + 𝜌𝐴). For the idiosyncratic

component, the analogous factor is (1 + 𝜌𝑥). Since 𝜌𝐴 > 𝜌𝑥 , the consumption response to the

aggregate shock exceeds that to the idiosyncratic shock (per unit of income loading), yielding

𝜙𝐴 > 𝜙𝑥 under FI.

Bayesian Updating under Incomplete Information .

When 𝐴0 is unobserved, the household uses signal (3.34) to form a posterior about 𝐴0.

Given signal 𝑦̃𝑖0, the posterior distribution of 𝐴0 is N( 𝐴̂𝑖0, 𝑃𝑖) with posterior variance and

mean

𝑃𝑖 =

[
1
𝜎2
𝐴

+
𝜆2
𝑖

𝜎2
𝑚

]−1

, (3.37)

𝐴̂𝑖0 =
𝑘𝑖

𝜆𝑖
𝑦̃𝑖0, (3.38)
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where the Kalman gain 𝑘𝑖 ∈ (0, 1) is

𝑘𝑖 =
𝜆2
𝑖
𝜎2
𝐴

𝜆2
𝑖
𝜎2
𝐴
+ 𝜎2

𝑚

. (3.39)

Substituting 𝑦̃𝑖0 = 𝜆𝑖𝐴0+𝑚𝑖0 into (3.38) gives 𝐴̂𝑖0 = 𝑘𝑖𝐴0+ (𝑘𝑖/𝜆𝑖)𝑚𝑖0, so 𝜕 𝐴̂𝑖0/𝜕𝐴0 = 𝑘𝑖 < 1.

The gain 𝑘𝑖 is increasing in the signal-to-noise ratio 𝜆2
𝑖
/𝜎2

𝑚: households with a larger total income

loading receive a more informative signal and thus track 𝐴0 more closely. As 𝜎𝑚 → 0, 𝑘𝑖 → 1 and

FI is recovered; as 𝜎𝑚 →∞, 𝑘𝑖 → 0 and households learn nothing from the signal.

3.3.3 Consumption under Incomplete Information

Under incomplete information, the household replaces the unobserved 𝐴0 with its posterior

mean 𝐴̂𝑖0 when forming expectations about future income.

Proposition 3.3.2 (Incomplete-information consumption function) Under incomplete informa-

tion, the period-0 consumption of household 𝑖 is

𝑐II
𝑖0 =

𝜆𝑖 (1 + 𝜌𝐴𝑘𝑖)
2

𝐴0 +
1 + 𝜌𝑥

2
𝑥𝑖0 +

𝜌𝐴𝑘𝑖

2
𝑚𝑖0 −

𝛾

4
VarII

0 [𝑦𝑖1], (3.40)

where VarII
0 [𝑦𝑖1] = 𝜆2

𝑖
(𝜌2

𝐴
𝑃𝑖 + 𝜎2

𝐴
) + 𝜎2

𝑥 , and 𝑚𝑖0 is the private signal noise.

Comparing Propositions 3.3.1 and 3.3.2, incomplete information leaves the coefficient on 𝑥𝑖0

unchanged at (1 + 𝜌𝑥)/2, but replaces 𝜌𝐴 with 𝜌𝐴𝑘𝑖 < 𝜌𝐴 in the coefficient on 𝐴0. Because the

household perceives only a fraction 𝑘𝑖 of the true aggregate shock, it expects only 𝜆𝑖𝜌𝐴𝑘𝑖𝐴0 in

future income rather than 𝜆𝑖𝜌𝐴𝐴0. A fraction 1 − 𝑘𝑖 of the innovation is attributed to noise.

Pass-Through Statistics and the Main Result We define the pass-through coefficients as:

𝜙𝐴 ≡
Cov𝑖

(
Δ𝑐𝑖0, 𝜆𝑖𝜀

𝐴
)

Var𝑖
(
𝜆𝑖𝜀

𝐴
) , 𝜙𝑥 ≡

Cov𝑖
(
Δ𝑐𝑖0, 𝜀

𝑥
𝑖

)
Var𝑖

(
𝜀𝑥
𝑖

) , (3.41)
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where 𝜀𝐴 = 𝐴0 is the aggregate innovation, 𝜀𝑥
𝑖
= 𝑥𝑖0 is the household-specific innovation, and

cross-sectional variation in 𝜙𝐴 is driven by 𝜆𝑖 heterogeneity.

Proposition 3.3.3 (Incomplete information compresses 𝜙𝐴/𝜙𝑥) Under full information,

𝜙FI
𝐴 =

1 + 𝜌𝐴
2

, 𝜙𝑥 =
1 + 𝜌𝑥

2
,

𝜙FI
𝐴

𝜙𝑥
=

1 + 𝜌𝐴
1 + 𝜌𝑥

. (3.42)

Under incomplete information,

𝜙II
𝐴 =

1 + 𝜌𝐴 𝑘̄
2

,
𝜙II
𝐴

𝜙𝑥
=

1 + 𝜌𝐴 𝑘̄
1 + 𝜌𝑥

<
1 + 𝜌𝐴
1 + 𝜌𝑥

=
𝜙FI
𝐴

𝜙𝑥
, (3.43)

where 𝑘̄ = 𝐸 [𝜆2𝑘] / 𝐸 [𝜆2] ∈ (0, 1) is the type-weighted average Kalman gain. The pass-through

𝜙𝑥 is the same under FI and II. Moreover:

(i) As 𝜎𝑚 → 0 (full information), 𝑘̄ → 1 and 𝜙II
𝐴
/𝜙𝑥 → 𝜙FI

𝐴
/𝜙𝑥 .

(ii) As 𝜎𝑚 →∞ (pure noise), 𝑘̄ → 0 and 𝜙II
𝐴
/𝜙𝑥 → 1/(1 + 𝜌𝑥).

(iii) There exists a unique 𝜎∗𝑚 > 0 such that 𝜙II
𝐴
/𝜙𝑥 = 1, achieved when 𝑘̄ = 𝜌𝑥/𝜌𝐴.

Why the aggregate channel is attenuated. Under incomplete information, the household at-

tributes only a fraction 𝑘𝑖 of the true shock to the aggregate component, so the expected future

aggregate income is 𝜆𝑖𝜌𝐴𝑘𝑖𝐴0 rather than 𝜆𝑖𝜌𝐴𝐴0. Therefore, the reduction in the present value of

the income shock relative to the full information benchmark. This pushes the ratio 𝜙𝐴/𝜙𝑥 closer to

1. Moreover, the extent of the shock attributed to the aggregate component depends on the signal

noise. With a noisier signal or a less informative signal, much of the movement in the residual

income is attributed to noise rather than the aggregate component.

Connection to the quantitative model. The CARA two-period model isolates the core mech-

anism in its starkest form. We next turn to a quantitative GE model with two realistic features.

Since we are interested in matching average pass-throughs, we embed household heterogeneity
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à la Bewley-Aiyagari-Huggett. We also allow financial frictions in the form of borrowing con-

straints. We solve this model in general equilibrium, accounting for GE effects of changes in the

aggregate component of income on consumption responses. The results in the following section

show that a full-information consumption-savings model still fails to match the cross-sectional em-

pirical pattern we document, whereas a model with information frictions goes a long way toward

reproducing the empirical facts. We also show the aggregate demand implications of introducing

information frictions in a standard consumption-savings model.

3.4 Quantitative Incomplete-Information Economy

We now embed the signal-extraction problem from Section 3.3 into the same quantitative

Bewley–Huggett economy. Relative to the full-information benchmark in Section 3.2, preferences,

technology, market structure, and the steady-state computational backbone are unchanged. What

changes is the household’s information set and, therefore, the perceived sequence of future income

and interest-rate movements following an aggregate shock.

3.4.1 Information structure

Under incomplete information (II), 𝜎𝑚 > 0 and 𝐴𝑡 is latent. Households observe 𝑥𝑖𝑡 directly,

and they observe total income 𝑦𝑖𝑡 . Given knowledge of 𝑥𝑖𝑡 , they compute the residual earnings

signal

𝑦̃𝑖𝑡 ≡ log 𝑦𝑖𝑡 − 𝑥𝑖𝑡 = log𝑤𝑡 + 𝜅𝑖𝐴𝑡 + 𝑚𝑖𝑡 = (1 + 𝜅𝑖)︸   ︷︷   ︸
Mapped to 𝜆𝑖

𝐴𝑡 + 𝑚𝑖𝑡 , (3.44)

where the second equality uses log𝑤𝑡 ≈ 𝐴𝑡 . Households do not observe 𝐴𝑡 but do know exactly the

realization of 𝑥𝑖𝑡 . By virtue of the noise component 𝑚𝑖𝑡 , the households cannot back out 𝐴𝑡 from

their realized income. We assume that the residual 𝑦̃𝑖𝑡 is their only signal about 𝐴𝑡 . This residual

is a noisy scalar signal about 𝐴𝑡 with type-specific loading 1 + 𝜅𝑖 ≡ 𝜆𝑖 and noise 𝑚𝑖𝑡 . Households

use this signal to update their beliefs about 𝐴𝑡 each period.

Households do not receive any more information about the future path of equilibrium prices
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as signals to back out 𝐴𝑡 ; the filtering problem is based solely on income observations. However,

once a household has formed its posterior 𝐴̂𝑖𝑡 about the current aggregate state, we assume that it

applies the correct general-equilibrium mapping from 𝐴 to prices when projecting future interest

rates. That is, households know the equilibrium pricing function 𝑟 (·) and use it to translate their

belief about 𝐴0 into an expected path of 𝑟𝑡 . The household’s information set at time 𝑡 is therefore

I𝑖𝑡 = 𝜎
({
𝑦̃𝑖𝜏, 𝑥𝑖𝜏

}
𝜏≤𝑡

)
. (3.45)

Given the signal (3.44) and the AR(1) law of motion (3.14), households update beliefs via the

Kalman filter. Let 𝑃𝑖𝑡 denote household 𝑖’s posterior variance and 𝑘𝑖𝑡 the corresponding Kalman

gain. The posterior variance evolves as

1
𝑃𝑖𝑡

=
1

𝜌2
𝐴
𝑃𝑖,𝑡−1 + 𝜎2

𝐴

+ (𝜆𝑖)
2

𝜎2
𝑚

, (3.46)

and the posterior mean updates according to

𝐴̂𝑖𝑡 = (1 − 𝑘𝑖𝑡) 𝜌𝐴 𝐴̂𝑖,𝑡−1 +
𝑘𝑖𝑡

𝜆𝑖
𝑦̃𝑖𝑡 , (3.47)

where 𝑘𝑖𝑡 = 1 − 𝑃𝑖𝑡/(𝜌2
𝐴
𝑃𝑖,𝑡−1 + 𝜎2

𝐴
). The posterior mean is thus a weighted average of the prior

forecast and the new signal, with the weight on the signal increasing in the type-specific signal-to-

noise ratio (𝜆𝑖)2/𝜎2
𝑚.

3.4.2 Recursive household problem

Under incomplete information, 𝐴𝑡 is not observed. Instead, the household carries its posterior

mean 𝐴̂𝑖𝑡 as a state. After observing 𝑥𝑖𝑡 and the signal 𝑦̃𝑖𝑡 , the household updates 𝐴̂𝑖𝑡 via (3.47)

and then makes its consumption-saving decision. The individual state after updating beliefs is

(𝑏𝑖𝑡 , 𝑥𝑖𝑡 , 𝐴̂𝑖𝑡 , 𝜆𝑖). The technically complete aggregate state under II would be the joint distribution

over ( 𝐴̂𝑖, 𝑏𝑖, 𝑥𝑖, 𝜆𝑖), since belief heterogeneity across households affects their savings decisions
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and hence aggregate bond demand. However, the noise 𝑚𝑖𝑡 is drawn independently of (𝑥𝑖𝑡 , 𝑏𝑖𝑡)

across households, the cross-sectional distribution of posterior means 𝐴̂𝑖𝑡 is independent of the

joint distribution of (𝑏𝑖, 𝑥𝑖) at each date. This independence allows the aggregate state to be

decomposed: the distribution Γ𝑡 over (𝑏𝑖, 𝑥𝑖, 𝜆𝑖) evolves as under FI, and the aggregate effect of

beliefs on prices can be summarized by the type-specific average posterior 𝐴̄ 𝑗 ,𝑡 = E[ 𝐴̂𝑖𝑡 | 𝜆𝑖 = 𝜆 𝑗 ].

In solving the model, we assume that households project the future path of interest rate using their

own posterior 𝐴̂𝑖𝑡 ; Note that owing to the independence mean zero of 𝑚𝑖𝑡 over a large number

of households of a given type 𝑗 , the average belief maps cleanly as a linear function of realized

𝐴𝑡 . Therefore, we have a clean mapping from realized 𝐴𝑡 to 𝑟𝑡 . Households apply the same GE

mapping on their posterior to project 𝑟𝑡 forward. The continuation values depend on the expected

evolution of beliefs. The Bellman equation is

𝑉 II(𝑏, 𝑥, 𝐴̂, 𝜆; Γ) = max
𝑐, 𝑏′≥𝑏

{
log 𝑐 + 𝛽 E

[
𝑉 II(𝑏′, 𝑥′, 𝐴̂′, 𝜆; Γ′)

�� 𝑥, 𝐴̂]} (3.48)

subject to 𝑐 + 𝑏′ = (1 + 𝑟 (Γ))𝑏 + 𝑦, where 𝑦 is the realized income observed by the household.

Comparing (3.21) and (3.48), the two problems are structurally identical: a standard consumption-

saving problem with one asset, borrowing limit, and an exogenous income process. The sole dif-

ference is in the state vector: 𝐴𝑡 under FI is replaced by the posterior mean 𝐴̂𝑖𝑡 under II. The

independence of 𝐴̂𝑖𝑡 from (𝑥𝑖𝑡 , 𝑏𝑖𝑡) means that the distribution Γ𝑡 and hence equilibrium prices can

be computed using the same infrastructure in both environments. The informational friction does

not require solving a fundamentally different model; it amounts to replacing the true aggregate

state with the household’s filtered estimate of it.

3.4.3 Solution under Incomplete Information

Incomplete-information solution. As noted above, the FI and II models share the same steady

state, policy functions, and stationary distribution. We have a type-specific Kalman gain at 𝑘∗
𝑗

that

we initialize for each type 𝑗 . What changes relative to FI is the income path each type expects at
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𝑡 = 0. By the law of iterated expectations, household 𝑗’s expectation at 𝑡 = 0 of the aggregate

income component 𝑠 periods ahead is

E0
[
(𝜆 𝑗 )𝐴𝑠

��I𝑗 ,0] = (𝜆 𝑗 ) 𝑘∗𝑗 𝜌𝑠𝐴 𝐴0, (3.49)

attenuated relative to the FI path by the factor 𝑘∗
𝑗
∈ (0, 1). Substituting the perceived multiplier

(𝜆 𝑗 )𝑘∗𝑗 𝜌𝑠𝐴 in place of (𝜆 𝑗 )𝜌𝑠𝐴 in (3.24)–(3.26) delivers 𝜙II,PE
𝐴

.

It is worth emphasizing what (3.49) is and is not. It is the household’s current expectation of fu-

ture income, the relevant object for today’s consumption decision, formed using only information

available at 𝑡 = 0. It is not the path of future conditional expectations as the filter processes addi-

tional signals at 𝑡 = 1, 2, . . .; that path, which would incorporate expected future belief revisions,

is not known to the household today. Future signals will arrive and shift beliefs, but at 𝑡 = 0, their

expected incremental contribution is zero by the martingale property of the Kalman innovations.

The result is the simple geometric decay in (3.49): the household discounts the persistence of the

aggregate shock by the factor 𝑘∗
𝑗

that captures how much weight it places on the current signal

relative to the prior.

How the II variant is solved with SSJ. The computational advantage of the SSJ approach is that

the incomplete information variant can be solved by reusing the full-information Jacobians. In the

FI model, the household block Jacobian maps sequences of aggregate inputs, income, and interest

rates into consumption and savings responses. Under II, the household’s problem is structurally

the same; what changes is not the response to a unit input, but the sequence of inputs the household

perceives. In particular, households react to their posterior mean 𝐴̂ rather than the true aggregate

state 𝐴.

This means that the FI Jacobian can be composed with a simple mapping from true aggregate

shocks to perceived aggregate inputs. For type 𝑗 , the perceived income sequence is attenuated by

𝑘∗
𝑗

at every horizon, so the FI income multiplier (𝜆 𝑗 )𝜌𝑠𝐴 is replaced by (𝜆 𝑗 )𝑘∗𝑗 𝜌𝑠𝐴. No additional

backward iteration on household policy functions is required for this step: we use the same policy-
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function derivatives computed under FI and feed in the perceived income path as the relevant input

sequence.

A second input sequence that changes under II is the path of equilibrium interest rates. Ideally,

households need to forecast the path of 𝑑𝑟𝑡 . We assume that they are somehow given the correct

path 𝑑𝑟 𝐼 𝐼 in this environment. While this can (and ideally should) be relaxed, we study it as the

first case.

Thus, the household perceives a correct 𝑟 path and an attenuated income path.

The remaining step is to determine the actual GE path 𝑑𝑟 𝐼 𝐼 . Because the noise 𝑚𝑖𝑡 is i.i.d.

across households and independent of (𝑥𝑖𝑡 , 𝑏𝑖𝑡), the cross-sectional distribution of beliefs evolves

separately from the joint cross-sectional distribution of assets and idiosyncratic states. This allows

aggregation by household type. That further simplifies the computation.

Since the backward EGM step is linear in the input sequences, the FI Jacobian can again be

reused. Now, we are interested in the time 𝑡 consumption response. For the income channel, the

response of consumption (weighted by group) is calculated just as in the full information case,

with a different input sequence irf 𝑗 (𝑠) = 𝑘∗
𝑗
(𝜆 𝑗 )𝜌𝑠𝐴 for each type. Note that the Kalman gain 𝑘∗

𝑗

attenuates the full magnitude of the shock to 𝐴𝑡 . Now, for type- 𝑗 𝑟-channel MPC at time 0 is:

𝛿𝑟𝐼 𝐼𝑐
𝑗 (𝑥, 𝑎) =

𝑇−1∑︁
𝑠=0

irf 𝑗 (𝑠) ·
𝜕𝑐

𝑗

0(𝑥, 𝑎)
𝜕 r 𝐼 𝐼𝑠

,

Aggregating over the stationary distribution at 0:

𝜓𝑟
𝐼 𝐼

𝑗 ≡
∑︁
𝑥,𝑎

𝐷∗
(
𝑥, 𝑎 | 𝜆 𝑗

) 𝛿𝑟𝐼 𝐼𝑐 𝑗 (𝑥, 𝑎)
𝑐∗(𝑥, 𝑎) ,

Given that the steady state consumption policy function is the same regardless of type 𝑗 , 𝜓𝑟
𝐼 𝐼

𝑗
= 𝜓𝑟

𝐼 𝐼

for all 𝑗 .

So the GE pass-through under II becomes

𝜙
II,GE
𝐴

= 𝜙
II,PE
𝐴
+ 𝜓𝑟 𝐼 𝐼

E[𝜆 𝑗 ]
E[𝜆2

𝑗
]

(3.50)
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The key point is that solving the II model does not require a new household block. The same

SSJ objects from the FI benchmark are reused, with the true aggregate shock sequence replaced

by the sequence perceived by households. This is the main computational reason the incomplete-

information variant remains tractable.

The incomplete-information economy uses the same baseline calibration as in Section 3.2. The

only additional object that matters for the information structure is the signal-noise parameter 𝜎𝑚,

which governs the quality of household information about the aggregate component. We set that

to 𝜎𝑚 = 0.45, in line with our estimates.

3.4.4 Quantitative Results

Table 3.6 reports pass-through statistics under four specifications: FI and II, each in partial

equilibrium (PE, interest rate fixed) and general equilibrium (GE, interest rate adjusts to clear the

bond market).

Incomplete-information attenuation. Incomplete information attenuates the perceived size of

the aggregate shock, thereby substantially compressing the discounted present value of the aggre-

gate income path. As a result, 𝜙II,GE
𝐴
/𝜙𝑥 falls to 1.12, a substantial compression from around 4.6

under FI. Note that this occurs without targeting 𝜎𝑚 to hit 𝜙𝐴/𝜙𝑥 ≈ 1. We use the estimated value

of 𝜎𝑚 and obtain 𝜙𝐴/𝜙𝑥 ≈ 1.12 as an untargeted moment.

A key finding is that the attenuation under II operates primarily through the income channel, not

the 𝑟-channel. The actual GE 𝑟-path is nearly unchanged between FI and II. This is partly because

we assume a known interest rate path even under incomplete information. and this path rapidly

approaches the full-information path (the learning about 𝐴 as time progresses occurs rapidly in this

model).

Aggregate Demand Response Under Information Frictions. Now, we study the implications

of information frictions for aggregate demand response to aggregate income shocks such as 𝐴𝑡 .

Aggregate consumption impulse response function (IRF), the response of total consumption 𝐶𝑡 =

120



Table 3.6: Pass-Through Statistics: 𝜙𝐴 and 𝜙𝑥

FI-PE FI-GE II-PE II-GE

(1) (2) (3) (4)

𝜙𝐴 0.78 0.79 0.24 0.20

𝜙𝐴/𝜙𝑥 4.61 4.67 1.40 1.12

Notes: PE holds 𝑟 fixed at steady state. GE allows 𝑟 to clear the bond
market after a 1𝜎𝐴 aggregate shock. I-GE assumes households observe
the equilibrium interest rate but learn about aggregate productivity 𝐴0
from their private income signals (via a Kalman filter). The equilib-
rium 𝑟-path under II is determined by bond-market clearing against the
perceived income stream. Calibrated at 𝛽 = 0.95621, 𝑟𝑠𝑠 = 4.41%
annually, 𝜎𝑚 = 0.34, mass at borrowing constraint = 2.8%.∫

𝑐𝑖𝑡 𝑑𝑖 to a unit innovation 𝜀𝐴0 = 1 captures the aggregate demand implications in our model.

Under FI-GE, the aggregate IRF follows directly from the Jacobians J in PE:

𝑑𝐶
FI,GE
𝑡

𝑑𝜀𝐴0
=

𝑇−1∑︁
𝑠=0

𝐽𝐶,𝐴𝑔𝑔 (𝑡, 𝑠) E[𝜆] 𝜌𝑠𝐴 +
𝑇−1∑︁
𝑠=0

𝐽𝐶,𝑟 (𝑡, 𝑠) 𝑑𝑟FI
𝑠 , (3.51)

where 𝐽𝐶,𝐴𝑔𝑔 is the household Jacobian mapping changes in Aggregate shock sequence to change

in consumption and 𝐽𝐶,𝑟 is the household Jacobian mapping sequence of interest rate changes to

consumption changes. Note that 𝑑𝑟FI
𝑠 is the realized GE interest-rate response at horizon 𝑠.

Under II, households gradually learn about 𝐴0 from their private income signals. We assume

that the equilibrium interest rate 𝑟𝑡 is publicly observable, so there are no forecast revisions on

the interest rate: the 𝑟-channel transmits the equilibrium rate fully to all households, without

attenuation. Only the income channel is subject to learning.

This distinction is consequential for how beliefs enter the GE equilibrium. Let ΔΘ𝜏 = Θ𝜏−Θ𝜏−1

(with Θ−1 ≡ 0) denote the increment to the aggregate belief attenuation sequence, where 𝜃 𝑗 ,𝑡 is the

fraction of 𝐴0 that type 𝑗 has learned by date 𝑡. At date 𝜏, households update their collective beliefs

by ΔΘ𝜏 and revise their savings plans for all future dates 𝑡 ≥ 𝜏. Define the perceived aggregate
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Figure 3.1: Impulse Response of Aggregate Consumption

Notes: This figure shows the impulse response of aggregate consumption in both full information
and incomplete information settings.

path as the convolution of these incremental belief updates with the true shock path:

𝐴II
𝑡 =

𝑡∑︁
𝜏=0

ΔΘ𝜏 𝐴
FI
𝑡−𝜏 . (3.52)

By construction, 𝐴II
0 = Θ0 𝜎𝐴, so on impact the perceived aggregate shock is attenuated by Θ0.

The aggregate consumption IRF under II-GE then follows from the same GE Jacobian 𝐽𝐶,𝐴𝑔𝑔

manipulated to account for the fact that forecast revisions at 𝑡 only induce response after 𝑠 ≥ 𝑡 and
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not before (See Auclert, Rognlie and Straub (2020), Guerreiro (2023) for details on this).

𝑑C = [J𝐶,𝐴𝑔𝑔 · 𝐴𝐼 𝐼0 +
∑︁
𝑡≥1
J𝐶,𝐴𝑔𝑔

𝑡,𝐿𝑇
·

(
𝐴𝐼 𝐼𝑡

)
︸︷︷︸

Forecast Revision at time 𝑡

] +
𝑇−1∑︁
𝑡=0
J𝐶,𝑟 · 𝑑𝑟 𝐼 𝐼𝑡 ,

where

J𝐶,𝐴𝑔𝑔

𝑡,𝐿𝑇
≡


0 0′𝑡

0′𝑡 J𝐶,𝐴𝑔𝑔

 .
(3.53)

Note that, by assumption, we don’t have any forecast revisions for 𝑟 𝐼 𝐼𝑡 , since it is taken to be given.

The impact attenuation is Θ0 = 0.293. The FI-GE impact response is 𝑑𝐶FI,GE
0 /𝐶 = 12.0%,

while the II-GE impact response is 3.5%—about 29% of the FI level. Households that cannot

distinguish persistent aggregate innovations from transitory idiosyncratic noise consume far less

on impact than under full information. As beliefs update, Θ𝑡 rises rapidly, and the consumption

under incomplete information rises to catch up with the full information level.

3.5 Conclusion

This paper documents a simple but striking fact: households respond almost equally to aggre-

gate and idiosyncratic income shocks, even though the aggregate component of income is far more

persistent. Under the standard full-information permanent-income logic, this should not happen.

A more persistent shock should induce a substantially larger consumption response. We show that

this is a puzzle for a standard incomplete-markets benchmark. In a quantitative full-information

Huggett economy, households respond much more strongly to aggregate than to idiosyncratic

shocks. This prediction survives in richer models with realistic wealth heterogeneity and bor-

rowing constraints. We argue that incomplete information about the source of income fluctuations

provides a natural resolution. Households observe total income, but not its decomposition into ag-

gregate and idiosyncratic components, so they underreact to aggregate shocks because they do not

fully internalize their persistence. Embedding the same friction in a quantitative heterogeneous-
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agent model compresses the gap between aggregate and idiosyncratic pass-through and brings the

model much closer to the data.

Finally, because households view aggregate shocks as less informative about future income

than they truly are, incomplete information dampens the response of aggregate consumption to

those shocks. More broadly, our findings suggest that understanding consumption dynamics re-

quires more than measuring the persistence of income shocks. It also requires understanding what

households know about those shocks, and how they process that information.
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Appendix A: Lumpy Investment, Belief Distortions, & Aggregate Dynamics

A.1 Proofs of Lemmas and Propositions

A.1.1 Proof of Lemma 1.1

Let the optimal density generator that determines the worst-case distorted belief be ℎ∗𝑡 (𝑘, 𝑢).

ℎ∗𝑡 (𝑘, 𝑢) = arg minℎ𝑡

{
𝜎ℎ𝑡𝑢𝑡

𝜕𝑉 (𝑘, 𝑢)
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}
Taking the first order condition,
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This implies,

ℎ∗𝑡 (𝑘, 𝑢) = −𝜎𝜓
𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢

The second order condition is 1
𝜓
𝑢𝑡 > 0 for 𝜓 > 0.

The value associated with the worst-case belief distortion is

min
ℎ𝑡

{
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A.1.2 Proof of Lemma 1.2

In the inaction region [𝑘−(𝑢), 𝑘+(𝑢)], the firm’s value satisfies the following Hamilton-Jacobi-

Bellman (HJB) equation:

𝑟𝑉 (𝑘, 𝑢) = 𝑦 + 𝜎
2

2
𝑢2 𝜕

2𝑉 (𝑘, 𝑢)
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2

2

)
𝑢
𝜕𝑉 (𝑘, 𝑢)
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− 𝜁 𝑘 𝜕𝑉 (𝑘, 𝑢)
𝜕𝑘︸                                                                    ︷︷                                                                    ︸

Law of motion of 𝑢𝑡 and 𝑘𝑡

+min
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{
𝜎ℎ𝑡𝑢𝑡

𝜕𝑉 (𝑘, 𝑢)
𝜕𝑢
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𝜓
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ℎ2
𝑡

2

}
︸                                    ︷︷                                    ︸

value and penalty of distorted belief

Substituting the expression from Lemma 1, the HJB equation is given by

𝑟𝑉 (𝑘, 𝑢) = 𝑦 + 𝜎
2

2
𝑢2 𝜕
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Define 𝑥𝑡 = log(𝑘𝑡) − log(𝑢𝑡) and v(𝑥𝑡) =
𝑉 (𝑘, 𝑢)
𝑘

. This implies,
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𝑢2 v′′(𝑥)

Therefore, the HJB equation is given by,

𝑘 (𝑟 + 𝜁) v(𝑥) = 𝑘 𝑟 + 𝜁
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Similarly, the constraints can also be written only in one variable 𝑥. The optimality and smooth-

pasting conditions are given by,

v′(𝑥−) + v(𝑥−) = 1, v′(𝑥+) + v(𝑥+) = 1, v′(𝑥∗) + v(𝑥∗) = 1

The value-matching conditions are given by,

v (𝑥−) = exp (𝑥∗ − 𝑥−) v (𝑥∗) − 𝜃 − (exp (𝑥∗ − 𝑥−) − 1)

v (𝑥+) = exp (𝑥∗ − 𝑥+) v (𝑥∗) − 𝜃 − (exp (𝑥∗ − 𝑥+) − 1)

■ 𝑄.𝐸.𝐷

A.1.3 Proof of Proposition 1.1

Need to show that as 𝜓 increases from zero, the inaction bounds {𝑥−, 𝑥+} and the reset value

𝑥∗ decreases.
𝑑𝑥−

𝑑𝜓

��
𝜓=0< 0 ;

𝑑𝑥∗

𝑑𝜓

��
𝜓=0< 0 ;

𝑑𝑥+

𝑑𝜓

��
𝜓=0< 0

Additionally, the inaction region shrinks to the left of 𝑥∗ and expands to the right of 𝑥∗ i.e., |𝑥∗−𝑥− |

decreases and |𝑥+ − 𝑥∗ | increases.

𝑑 |𝑥∗ − 𝑥− |
𝑑𝜓

��
𝜓=0< 0 ;

𝑑 |𝑥+ − 𝑥∗ |
𝑑𝜓

��
𝜓=0> 0

Rewrite the HJB as

(𝑟 + 𝜁 − L) v(𝑥) = 𝑟 + 𝜁
𝛼

exp ((𝛼 − 1)𝑥) − 𝜓𝜎
2𝑒𝑥

2

(
dv(𝑥)

d𝑥

)2

where L 𝑓 := 𝜎2

2 𝑓 ′′ − (𝜇 + 𝜁) 𝑓 ′.
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For 𝜓 in a neighborhood of zero, the HJB

(𝑟 + 𝜁 − L) v(𝑥;𝜓) = 𝑟 + 𝜁
𝛼

exp ((𝛼 − 1)𝑥) − 𝜓𝜎
2𝑒𝑥

2

(
𝑑v(𝑥;𝜓)
𝑑𝑥

)2

admits a unique classical solution on the inaction region (𝑥−(𝜓), 𝑥+(𝜓)), and the free boundaries

𝑥−(𝜓), 𝑥∗(𝜓), 𝑥+(𝜓) are continuously differentiable in 𝜓 at 𝜓 = 0. Let us define 𝑚(𝑥;𝜓) as

𝑚(𝑥;𝜓) := v𝑥 (𝑥;𝜓) + v(𝑥;𝜓)

At 𝜓 = 0, 𝑚(·; 0) is strictly increasing at the boundaries and strictly decreasing at the reset point:

𝑚𝑥 (𝑥−,(0); 0) > 0, 𝑚𝑥 (𝑥∗,(0); 0) < 0, 𝑚𝑥 (𝑥+,(0); 0) > 0.

Differentiating the HJB around 𝜓 = 0:

v(𝑥;𝜓) = v(0) (𝑥) + 𝜓 v(1) (𝑥) + 𝑜(𝜓),

and similarly

𝑥 𝑗 (𝜓) = 𝑥 𝑗 ,(0) + 𝜓 𝑥 𝑗 ,(1) + 𝑜(𝜓), 𝑗 ∈ {−, ∗,+}.

Let us define the linear operator

A := 𝑟 + 𝜁 − L = 𝑟 + 𝜁 − 𝜎
2

2
𝑑2

𝑑𝑥2 + (𝜇 + 𝜁)
𝑑

𝑑𝑥
.

Differentiating the HJB with respect to 𝜓 at 𝜓 = 0 yields

Av(1) = −𝜎
2𝑒𝑥

2

(
v(0)′(𝑥)

)2
.

The first-order ambiguity correction to the continuation value is more negative at lower 𝑥, in the
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sense that

v(1) (𝑥−,(0)) < v(1) (𝑥∗,(0)) < v(1) (𝑥+,(0)),

Equivalently, the ambiguity-induced loss is decreasing in 𝑥. The ambiguity penalty depresses

continuation values more strongly at lower values of 𝑥 because the marginal value of capital is

very high when firms are highly undercapitalized. Also notice that the right-hand side expression

is strictly negative andA−1 is positivity-preserving on the inaction interval, it follows immediately

that

v(1) = −A−1
[
𝜎2𝑒𝑥

2
(
v(0)′

)2
]
< 0.

The term −𝜎2𝑒 𝑥̂

2

(
v(0)′(𝑥)

)2
is strictly increasing in 𝑥 because 𝑒𝑥

(
v(0)′

)2 is decreasing (see discussion

in section 1.3.1). As the operator A−1 is linear, v(1) is more negative at lower 𝑥. Hence

v(1) (𝑥−,(0)) < v(1) (𝑥∗,(0)) < v(1) (𝑥+,(0)).

Differentiating 𝑚(𝑥;𝜓) with respect to 𝜓 at 𝜓 = 0 gives

𝑚 (1) (𝑥 𝑗 ,(0)) + 𝑚𝑥 (𝑥 𝑗 ,(0); 0) 𝑥 𝑗 ,(1) = 0, 𝑗 ∈ {−, ∗,+},

where

𝑚 (1) (𝑥) = v(1)′(𝑥) + v(1) (𝑥).

Hence

𝑥 𝑗 ,(1) = − 𝑚
(1) (𝑥 𝑗 ,(0))

𝑚𝑥 (𝑥 𝑗 ,(0); 0)
.

Write the HJB for 𝑚(𝑥;𝜓):

A𝑚(𝑥;𝜓) = (𝑟 + 𝜁) exp ((𝛼 − 1)𝑥) − 𝜓𝜎2𝑒𝑥
(
𝑑v(𝑥;𝜓)
𝑑𝑥

)2
− 𝜓𝜎2𝑒𝑥

(
𝑑v(𝑥;𝜓)
𝑑𝑥

) (
𝑑2v(𝑥;𝜓)
𝑑𝑥2

)
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Now differentiate w.r.t. 𝜓 at 𝜓 = 0

A𝑚 (1) = −𝜎2𝑒𝑥v(0)′(𝑥)
(
v(0)′(𝑥) + v(0)′′(𝑥)

)
=⇒ A𝑚 (1) (𝑥 𝑗 ,(0)) = −𝜎2𝑒𝑥v(0)′(𝑥)

(
𝑚𝑥 (𝑥 𝑗 ,(0); 0)

)
Since, v(0)′ < 0 throughout the inaction region and the linear operator A−1 preserves the sign of

the right hand side of the above equation, 𝑚 (1) (𝑥 𝑗 ,(0)) has the exact same sign as 𝑚𝑥 (𝑥 𝑗 ,(0); 0). This

implies,

𝑥 𝑗 ,(1) < 0; 𝑗 ∈ {−, ∗,+},

Therefore,
𝑑𝑥−

𝑑𝜓

���
𝜓=0

< 0,
𝑑𝑥∗

𝑑𝜓

���
𝜓=0

< 0,
𝑑𝑥+

𝑑𝜓

���
𝜓=0

< 0.

To prove the asymmetry result, let us define

𝑤−(𝜓) := 𝑥∗(𝜓) − 𝑥−(𝜓), 𝑤+(𝜓) := 𝑥+(𝜓) − 𝑥∗(𝜓).

Then

𝑤 (1)− = 𝑥∗,(1) − 𝑥−,(1) , 𝑤
(1)
+ = 𝑥+,(1) − 𝑥∗,(1) .

Using the expressions for 𝑥 𝑗 ,(1) ,

A𝑤 (1)− = −𝜎2
(
𝑒𝑥
∗
v(0)′(𝑥∗) − 𝑒𝑥−v(0)′(𝑥−)

)
A𝑤 (1)+ = −𝜎2

(
𝑒𝑥
+
v(0)′(𝑥+) − 𝑒𝑥∗v(0)′(𝑥∗)

)
Note that the smooth pasting conditions are given by:

𝑒𝑥
∗
v(0)′(𝑥∗) − 𝑒𝑥−v(0)′(𝑥−) = 𝜃𝑒𝑥−
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𝑒𝑥
+
v(0)′(𝑥+) − 𝑒𝑥∗v(0)′(𝑥∗) = −𝜃𝑒𝑥+

SinceA−1 is a linear operator, it preserves the sign of the right hand side expression. This implies,

𝑤 (1)− < 0 𝑤
(1)
+ > 0

Hence
𝑑 (𝑥∗ − 𝑥−)

𝑑𝜓

���
𝜓=0

< 0,
𝑑 (𝑥+ − 𝑥∗)

𝑑𝜓

���
𝜓=0

> 0.

■ 𝑄.𝐸.𝐷

A.1.4 Proof of Proposition 1.2

Let 𝐼/𝐾 denote the aggregate investment rate in the economy. Need to show that the derivative

of 𝐼/𝐾 with respect to the ambiguity parameter 𝜓 at 𝜓 = 0 satisfies

d
d𝜓

(
𝐼

𝐾

)����
𝜓=0

< 0.

Inside this inaction region, the stationary cross–sectional density 𝑓 (𝑥) of non–adjusters satisfies

the Kolmogorov forward equation (KFE)

𝜎2

2
𝑓 ′′(𝑥) + (𝜇 + 𝜁) 𝑓 ′(𝑥) = 0, 𝑥 ∈

(
𝑥−(𝜓), 𝑥+(𝜓)

)
,

subject to the boundary conditions 𝑓 (𝑥−) = 𝑓 (𝑥+) = 0 and
∫ 𝑥+

𝑥−
𝑓 (𝑥) d𝑥 = 1.

Exit hazards. Let 𝐹−(𝜓) and 𝐹+(𝜓) denote the stationary hazard rates at which firms exit the

inaction region at the lower and upper boundaries, respectively. Because 𝑓 (𝑥) solves the KFE with

𝑓 (𝑥−) = 𝑓 (𝑥+) = 0, the probability flux at 𝑥− is

𝐹−(𝜓) = − 𝜎
2

2
𝑓 ′
(
𝑥−(𝜓)

)
, 𝐹+(𝜓) = + 𝜎

2

2
𝑓 ′
(
𝑥+(𝜓)

)
.
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The drift −(𝜇+𝜁) biases the diffusion towards the lower boundary, implying 𝐹−(𝜓) > 𝐹+(𝜓) even

when 𝜓 = 0.

Capital jumps. When a firm hits 𝑥−(𝜓), it invests to raise its capital–productivity ratio from 𝑥−(𝜓)

to 𝑥∗(𝜓), increasing its capital stock by a factor

Δ−(𝜓) = exp
(
𝑥∗(𝜓) − 𝑥−(𝜓)

)
− 1 > 0.

Conversely, when it hits 𝑥+(𝜓), it sells capital to reset to 𝑥∗(𝜓), shrinking the capital stock by

Δ+(𝜓) = exp
(
𝑥∗(𝜓) − 𝑥+(𝜓)

)
− 1 < 0.

Changes in the boundaries induced by ambiguity. Proposition 1.1 shows that increasing the ambi-

guity parameter 𝜓 from zero shifts all thresholds to the left and reshapes the inaction

𝑥−(𝜓) = 𝑥−,(0) + 𝜓 𝑥−,(1) + 𝑜(𝜓),

𝑥∗(𝜓) = 𝑥∗,(0) + 𝜓 𝑥∗,(1) + 𝑜(𝜓),

𝑥+(𝜓) = 𝑥+,(0) + 𝜓 𝑥+,(1) + 𝑜(𝜓),

with 𝑥−,(1) < 0, 𝑥∗,(1) < 0, and 𝑥+,(1) < 0. Moreover, the distance from the reset point to the lower

boundary shrinks, whereas the distance to the upper boundary expands i.e., 𝑤 (1)− < 0 and 𝑤 (1)+ > 0.

Intuitively, ambiguity makes firms more cautious about acquiring capital when undercapitalised

and more willing to delay downsizing when overcapitalised.

Differentiating the jump factors at 𝜓 = 0 yields

Δ−(𝜓) =
(
e𝑤
(0)
− − 1

)
+ 𝜓 e𝑤

(0)
− 𝑤 (1)− + 𝑜(𝜓), Δ+(𝜓) =

(
e−𝑤

(0)
+ − 1

)
− 𝜓 e−𝑤

(0)
+ 𝑤

(1)
+ + 𝑜(𝜓),

so

Δ−,(1) =
dΔ−

d𝜓

����
𝜓=0

= e𝑤
(0)
− 𝑤 (1)− < 0, Δ+,(1) =

dΔ+

d𝜓

����
𝜓=0

= −e−𝑤
(0)
+ 𝑤

(1)
+ < 0.
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Thus, both the upward and downward capital jumps shrink as ambiguity rises.

Behavior of exit hazards. Because 𝑓 (𝑥) solves the KFE with boundary conditions, the hazard of

exit at 𝑥− is inversely related to the distance 𝑤− and the hazard at 𝑥+ is inversely related to 𝑤+.

Formally, one can show (using standard boundary crossing results for diffusions) that

𝐹−(𝜓) = 𝐹−,(0) + 𝜓 𝐹−,(1) + 𝑜(𝜓), 𝐹+(𝜓) = 𝐹+,(0) + 𝜓 𝐹+,(1) + 𝑜(𝜓),

with 𝐹−,(1) > 0 and 𝐹+,(1) < 0. The intuition is clear: a smaller 𝑤− means firms hit the lower

boundary more quickly (hazard rises), whereas a larger 𝑤+ means firms take longer to hit the

upper boundary (hazard falls).

The investment rate. Let the gross investment rate be

𝐼 (𝜓)
𝐾

= 𝐹−(𝜓) Δ−(𝜓)

𝐼 (𝜓)
𝐾

=

[
𝐹−,(0) + 𝜓 𝐹−,(1)

] [
Δ−,(0) + 𝜓 Δ−,(1)

]
+ 𝑜(𝜓).

Taking the derivative at 𝜓 = 0 yields

d
d𝜓

(
𝐼

𝐾

)����
𝜓=0

= 𝐹−,(1) Δ−,(0) + 𝐹−,(0) Δ−,(1)

Because the drift is negative (the diffusion is pulled towards the lower boundary), we have Δ−,(0) >

0. Combining this and the sign of 𝐹−,(1) yields that the terms 𝐹−,(0) Δ−,(1) is negative because

𝐹−,(0) > 0 and Δ−,(1) < 0. Notice that since 𝐹−,(1) > 0 and Δ−,(0) > 0, the first term is positive.

This positive term indicates that ambiguity shifts some exit mass from the upper to the lower

boundary.
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We know 𝐹− = −𝜎2

2 𝑓 ′ (𝑥−) and the Kolmogorov forward equation

𝜎2

2
𝑓 ′′(𝑥) + (𝜇 + 𝜁) 𝑓 ′(𝑥) = 0, 𝑓 (𝑥−) = 0.

Differentiating with respect to 𝜓 and evaluating at 𝜓 = 0 shows that, to first order, changes in 𝐹−are

proportional to changes in the inaction width 𝑤− ≡ 𝑥∗− 𝑥−. In particular, 𝑓 ′ (𝑥−;𝑤−) ≈ 𝐶1+𝐶2𝑤−

for constants 𝐶1, 𝐶2 that depend on the drift and diffusion, so 𝐹−,(1)/𝐹−,(0) scales roughly linearly

in 𝑤 (1)− .

In contrast, the jump size at the lower boundary is Δ−(𝜓) = 𝑒𝑤− (𝜓) − 1, whose derivative

is Δ−,(1) = 𝑒𝑤
(0)
− 𝑤 (1)− . Because the exponential function is strictly convex, its derivative grows

faster than linear as 𝑤 (0)− increases; hence
��Δ−,(1)/Δ−,(0) �� ≫ ��𝐹−,(1)/𝐹−,(0) �� for plausible parameter

values. With negative drift we have Δ−,(0) > 0 and 𝑤 (1)− < 0, so Δ−,(1) < 0 while 𝐹−,(1) >

0. The first term 𝐹−,(1)Δ−,(0) is therefore positive but proportional to a linear change in 𝑤−; the

second term 𝐹−,(0)Δ−,(1) is negative and proportional to an expoenential change. Convexity of 𝑒𝑤−

implies that the magnitude of the negative term dominates. This establishes that increasing the

ambiguity–aversion parameter 𝜓 lowers the aggregate investment rate:

d
d𝜓

(
𝐼

𝐾

)����
𝜓=0

= 𝐹−,(1) Δ−,(0) + 𝐹−,(0) Δ−,(1) < 0,

■ 𝑄.𝐸.𝐷

A.1.5 Proof of Proposition 1.3

Let 𝑉̃ (𝑘, 𝑢) denote the market value of a firm computed under risk neutrality (the market evalu-

ates the firm’s cash flows as if 𝜓 = 0) but subject to the inaction region [𝑥−(𝜓), 𝑥+(𝜓)] that solves

the firm’s ambiguous problem with parameter 𝜓. Set 𝑥 = log 𝑘 − log 𝑢 and write 𝑣̃(𝑥) = 𝑉̃ (𝑘, 𝑢)/𝑘 .

Denote by 𝑓 (𝑥;𝜓) the stationary cross–sectional density of 𝑥 under the ambiguous policy, and
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define the aggregate average value of capital

𝑄(𝜓) ≡ E 𝑓 (·;𝜓)
[
𝑣̃(𝑥)

]
=

∫ 𝑥+ (𝜓)

𝑥− (𝜓)
𝑣̃(𝑥) 𝑓 (𝑥;𝜓) d𝑥.

Then
d

d𝜓
𝑄(𝜓)

����
𝜓=0

> 0.

Monotonicity of the risk–neutral value function. Under risk neutrality (𝜓 = 0), the firm’s

market value 𝑉̃ (𝑘, 𝑢) satisfies the standard HJB equation of a one–state control/stopping problem

on [𝑥−(𝜓), 𝑥+(𝜓)]. Since operating profits are increasing in capital and convexity of adjustment

costs makes inaction attractive only when the marginal value of capital is below the buy price,

the usual comparison principle for linear ODEs implies that the normalized market value 𝑣̃(𝑥) =

𝑉̃ (𝑘, 𝑢)/𝑘 is strictly increasing in 𝑥. Intuitively, a higher capital–to–productivity ratio 𝑥 yields

larger discounted profits, so a risk–neutral market attaches a higher value to such states.

Differentiating the stationary density 𝑓 (𝑥;𝜓) with respect to 𝜓 at 𝜓 = 0 yields a function

𝑓 (1) (𝑥) that solves the linearised KFE with zero–mass constraint. Using the result from proposition

1.1, the boundary–crossing results for one–dimensional diffusions imply that

𝑓 (1) (𝑥) < 0 for 𝑥 ∈
(
𝑥−,(0) , 𝑥∗,(0)

)
, 𝑓 (1) (𝑥) > 0 for 𝑥 ∈

(
𝑥∗,(0) , 𝑥+,(0)

)
,

and
∫ 𝑥+, (0)

𝑥−, (0)
𝑓 (1) (𝑥) d𝑥 = 0. That is, a marginal increase in ambiguity shifts probability mass from

low 𝑥 states to high 𝑥 states.

Effect on the average capital valuation. Since the market valuation 𝑣̃(𝑥) does not depend on 𝜓,

differentiating 𝑄(𝜓) =
∫
𝑣̃(𝑥) 𝑓 (𝑥;𝜓) d𝑥 at 𝜓 = 0 gives

𝑄′(0) =

∫ 𝑥+, (0)

𝑥−, (0)
𝑣̃(𝑥) 𝑓 (1) (𝑥) d𝑥.

Partition the integral at the reset point 𝑥∗,(0) . Using that 𝑣̃ is strictly increasing in 𝑥 and that 𝑓 (1) (𝑥)
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is negative below 𝑥∗ and positive above, we have

∫ 𝑥∗, (0)

𝑥−, (0)
𝑣̃(𝑥) 𝑓 (1) (𝑥) d𝑥 > 𝑣̃

(
𝑥∗,(0)

)∫ 𝑥∗, (0)

𝑥−, (0)
𝑓 (1) (𝑥) d𝑥,

∫ 𝑥+, (0)

𝑥∗, (0)
𝑣̃(𝑥) 𝑓 (1) (𝑥) d𝑥 > 𝑣̃

(
𝑥∗,(0)

)∫ 𝑥+, (0)

𝑥∗, (0)
𝑓 (1) (𝑥) d𝑥.

The total mass constraint implies
∫ 𝑥∗, (0)

𝑥−, (0)
𝑓 (1) (𝑥) d𝑥 = −

∫ 𝑥+, (0)

𝑥∗, (0)
𝑓 (1) (𝑥) d𝑥. Hence the negative mass

removed from the lower interval is multiplied by values 𝑣̃(𝑥) that are lower than 𝑣̃(𝑥∗,(0)), whereas

the positive mass added to the upper interval is multiplied by values larger than 𝑣̃(𝑥∗,(0)). This

weighting implies that the second integral more than offsets the first. Consequently,

𝑄′(0) =

∫ 𝑥+, (0)

𝑥−, (0)
𝑣̃(𝑥) 𝑓 (1) (𝑥) d𝑥 > 0.

Since 𝑄′(0) > 0, the aggregate average value of capital increases as the ambiguity parameter 𝜓

rises from zero:
d

d𝜓
E 𝑓 (·;𝜓)

[
𝑣̃(𝑥)

] �����
𝜓=0

> 0,

■ 𝑄.𝐸.𝐷

A.1.6 Proof of Proposition 1.4

Let

IRF𝑡 (𝛿, 𝜓) = E𝑡 [𝑥𝑡] − E 𝑓 [𝑥] and CIR(𝛿, 𝜓) =
∫ ∞

0

(
E𝑡 [𝑥𝑡] − E 𝑓 [𝑥]

)
d𝑡,

where E 𝑓 [𝑥] denotes the steady–state mean of the log capital–productivity ratio 𝑥 and E𝑡 [𝑥𝑡] its

mean 𝑡 periods after an aggregate productivity shock of size 𝛿.

Impulse-response function and cumulative impulse-response. The impulse-response function
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at horizon 𝑠 as the difference between the time–𝑠 distributional mean and the steady–state mean,

IRF(𝛿, 𝑠) = E𝑠 [ 𝑘̂] − E[ 𝑘̂],

and the cumulative impulse-response as its integral over time,

CIR(𝛿) =

∫ ∞

0
IRF(𝛿, 𝑠) d𝑠,

so that the area under the impulse-response curve summarizes both the impact and persistence of

the shock. In particular, without frictions the IRF collapses to zero at all horizons and the CIR

equals zero.

Immediate impulse response and boundary jumps. A small aggregate productivity shock of size

𝛿 perturbs each firm’s normalized capital–productivity ratio from 𝑥 to 𝑥 + 𝛿. If 𝑥 + 𝛿 remains in the

inaction region [𝑥−(𝜓), 𝑥+(𝜓)], the firm does not adjust and its new state is 𝑥 + 𝛿. If 𝑥 + 𝛿 exceeds

the upper boundary 𝑥+(𝜓) (resp., falls below the lower boundary 𝑥−(𝜓)), the firm instantaneously

adjusts and resets to the corresponding reset point 𝑥∗(𝜓). Thus the distribution immediately after

the shock is a mixture of a shifted density 𝑓 (𝑥 − 𝛿;𝜓) on the interior and two atoms at the reset

states, and the impact IRF satisfies

IRF0(𝛿, 𝜓) = 𝛿︸︷︷︸
frictionless response

− Δ+(𝜓) 𝐹+,𝛿 (𝜓) − Δ−(𝜓) 𝐹−,𝛿 (𝜓),

where

Δ+(𝜓) =
[
𝑥+(𝜓) + 𝛿

]
− 𝑥∗(𝜓) > 0, Δ−(𝜓) = 𝑥∗(𝜓) −

[
𝑥−(𝜓) + 𝛿

]
> 0

are the jumps in the capital gap for firms that hit the upper or lower boundary, and 𝐹+,𝛿 (𝜓) and

𝐹−,𝛿 (𝜓) are the shares of firms whose post–shock state lies outside the inaction region on each side.

In the steady state 𝑓 solves the Kolmogorov forward equation 𝜎2

2 𝑓 ′′ + (𝜇 + 𝜁) 𝑓 ′ = 0 on
(
𝑥−, 𝑥+

)
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with boundary conditions 𝑓 (𝑥±) = 0, so the share crossing each boundary can be expressed in

terms of the density 𝑓 evaluated at 𝑥± − 𝛿.

Comparative statics of the impact IRF. Proposition 1.1 shows that, when the ambiguity param-

eter increases from zero, all boundaries move to the left but the distance from the reset point to the

lower boundary shrinks while the distance to the upper boundary expands. Formally,

𝑤−(𝜓) = 𝑥∗(𝜓) − 𝑥−(𝜓) falls and 𝑤+(𝜓) = 𝑥+(𝜓) − 𝑥∗(𝜓) rises.

Consequently:

(i) The upper boundary 𝑥+(𝜓) shifts left more slowly than the reset point 𝑥∗(𝜓), so the jump

Δ+(𝜓) increases with 𝜓.

(ii) The mass of firms that cross the upper boundary after a positive shock increases with 𝜓

because the threshold 𝑥+(𝜓) − 𝛿 moves left; formally, 𝐹+,𝛿 (𝜓) is increasing in 𝜓.

The impact IRF can therefore be written as IRF0(𝛿, 𝜓) = 𝛿 − Δ+(𝜓) 𝐹+,𝛿 (𝜓) + · · · , where the

ellipsis collects the (positive) terms from firms that fall below 𝑥−(𝜓), which are negligible for a

small positive shock. Both Δ+(𝜓) and 𝐹+,𝛿 (𝜓) increase when 𝜓 rises; hence the term subtracted

from 𝛿 grows in absolute value. Differentiating at 𝜓 = 0 yields

d
d𝜓

IRF0(𝛿, 𝜓)
���_𝜓 = 0 = −

[
𝐹+,𝛿 Δ+

] (1)
< 0,

so ambiguity lowers the impact response.

Let

CIR(𝛿, 𝜓) =
∫ ∞

0

(
E𝑡 [𝑥𝑡]−E 𝑓 [𝑥]

)
d𝑡 =

∫ 𝑥+ (𝜓)

𝑥− (𝜓)
E
[∫ 𝜏(𝜓)

0

(
𝑥𝑡−E 𝑓 [𝑥]

)
d𝑡

��� 𝑥0 = 𝑥

]
d
[
𝐹 (𝑥+𝛿;𝜓)−𝐹 (𝑥;𝜓)

]
,

where 𝜏(𝜓) is the (random) first adjustment time for a firm starting at 𝑥, 𝐹 (𝑥;𝜓) is the steady-state

distribution of the capital–productivity ratio 𝑥 in the economy with ambiguity parameter 𝜓, and
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𝛿 > 0 is a small aggregate productivity shock. Then, for small 𝜓,

d
d𝜓

CIR(𝛿, 𝜓)
���_𝜓 = 0 > 0.

Define the cumulative deviation function

𝑀 (𝑥;𝜓) ≡ E
[∫ 𝜏(𝜓)

0

(
𝑥𝑡 − E 𝑓 [𝑥]

)
d𝑡

��� 𝑥0 = 𝑥

]
.

For each initial state 𝑥, 𝑀 (𝑥;𝜓) measures the expected cumulative deviation of 𝑥𝑡 from its steady-state

mean until the next adjustment. Because idiosyncratic dynamics within the inaction region follow

the diffusion d𝑥𝑡 = −(𝜇 + 𝜁) d𝑡 +𝜎 d𝑊𝑡 and absorption occurs at the boundaries 𝑥−(𝜓) and 𝑥+(𝜓),

𝑀 (𝑥;𝜓) is the unique smooth solution to the boundary–value problem

0 =
(
𝑥 − E 𝑓 [𝑥]

)
+ (𝜇 + 𝜁) 𝑀𝑥 (𝑥;𝜓) + 𝜎

2

2
𝑀𝑥𝑥 (𝑥;𝜓), 𝑥 ∈

(
𝑥−(𝜓), 𝑥+(𝜓)

)
,

with boundary conditions 𝑀 (𝑥;𝜓) = 𝑀
(
𝑥∗(𝜓);𝜓

)
for 𝑥 ≤ 𝑥−(𝜓) and 𝑀 (𝑥;𝜓) = 𝑀

(
𝑥∗(𝜓);𝜓

)
for 𝑥 ≥ 𝑥+(𝜓). Standard comparison arguments for elliptic equations imply that 𝑀 (𝑥;𝜓) is

strictly increasing in 𝑥. Intuitively, a higher capital–productivity ratio yields a larger cumula-

tive deviation from its steady-state mean until the next adjustment. Moreover, the derivative

𝑀 (1) (𝑥) = 𝜕𝜓𝑀 (𝑥;𝜓)
��
𝜓=0 inherits the sign pattern of the first-passage time: shrinking the lower in-

action width 𝑤− speeds up adjustment for states 𝑥 < 𝑥∗,(0) and thus reduces cumulative deviations,

whereas enlarging the upper width 𝑤+ slows down adjustment for states 𝑥 > 𝑥∗,(0) and increases

cumulative deviations. Therefore

𝑀 (1) (𝑥) < 0 for 𝑥 < 𝑥∗,(0) , 𝑀 (1) (𝑥) > 0 for 𝑥 > 𝑥∗,(0) .

An unanticipated aggregate productivity shock of size 𝛿 > 0 shifts the normalized capi-

tal–productivity ratio from 𝑥 to 𝑥 + 𝛿. Firms with post-shock states 𝑥 + 𝛿 ∈
(
𝑥−(𝜓), 𝑥+(𝜓)

)
remain
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in the inaction region, while those with 𝑥 + 𝛿 ≥ 𝑥+(𝜓) or 𝑥 + 𝛿 ≤ 𝑥−(𝜓) adjust immediately, reset-

ting to 𝑥∗(𝜓) or 𝑥∗(𝜓). The distribution of starting states in the transition, denoted by 𝑔0(𝑥;𝜓, 𝛿),

is therefore a mixture of the shifted density 𝑓 (𝑥−𝛿;𝜓) on the interior and atoms at the reset points.

Since the atoms have zero mass when 𝛿 is infinitesimal, the cumulative impulse-response can be

written to first order as

CIR(𝛿, 𝜓) =
∫ 𝑥+ (𝜓)

𝑥− (𝜓)
𝑀 (𝑥;𝜓)

[
𝑓 (𝑥 − 𝛿;𝜓) − 𝑓 (𝑥;𝜓)

]
d𝑥 + 𝑜(𝛿).

By a change of variables, this equals

CIR(𝛿, 𝜓) = 𝛿
∫ 𝑥+ (𝜓)

𝑥− (𝜓)
𝑀𝑥 (𝑥;𝜓) 𝑓 (𝑥;𝜓) d𝑥 + 𝑜(𝛿).

Thus, to evaluate the effect of ambiguity on the CIR we must examine how the slope 𝑀𝑥 and the

density 𝑓 respond to 𝜓.

Proposition 1.1 establishes that, as 𝜓 increases from zero, the entire inaction region shifts to

the left and the lower width 𝑤− decreases while the upper width 𝑤+ increases. The cross-sectional

density 𝑓 (𝑥;𝜓) solves the Kolmogorov forward equation 𝜎2

2 𝑓 ′′ + (𝜇 + 𝜁) 𝑓 ′ = 0 on the inaction

region with zero density at the boundaries. Differentiating this linear ODE with respect to 𝜓 and

using the boundary conditions shows that

𝑓 (1) (𝑥) = 𝜕𝜓 𝑓 (𝑥;𝜓)
��
𝜓=0 < 0 for 𝑥 < 𝑥∗,(0) , 𝑓 (1) (𝑥) > 0 for 𝑥 > 𝑥∗,(0) ,

i.e., a marginal increase in ambiguity shifts probability mass from low to high states.

Differentiating with respect to 𝜓 at 𝜓 = 0 yields

𝜕

𝜕𝜓
CIR(𝛿, 𝜓)

���
𝜓=0

= 𝛿

∫ 𝑥+, (0)

𝑥−, (0)

[
𝑀
(1)
𝑥
(𝑥) 𝑓 (𝑥) + 𝑀𝑥 (𝑥) 𝑓 (1) (𝑥)

]
d𝑥,

where 𝑀𝑥 = 𝑀𝑥 (𝑥; 0) and 𝑀 (1) and 𝑓 (1) are the first-order effects of 𝜓 on 𝑀 and 𝑓 . Note that
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(i) Because 𝑀 (𝑥;𝜓) is strictly increasing in 𝑥, its slope 𝑀𝑥 (𝑥) is positive. Moreover, the ad-

justment of the inaction region described in Step 1 implies that 𝑀 (1)
𝑥
(𝑥) = 𝜕𝜓𝑀𝑥 (𝑥;𝜓)

��
𝜓=0

is negative for 𝑥 < 𝑥∗,(0) and positive for 𝑥 > 𝑥∗,(0) . Intuitively, as 𝜓 rises, the duration of

negative deviations shortens (making the negative slope flatter) while the duration of positive

deviations lengthens (making the positive slope steeper).

(ii) The term 𝑓 (1) (𝑥) is negative below the reset point and positive above it.

(iii) The function 𝑀𝑥 (𝑥) itself is increasing in 𝑥, so it places more weight on high states.

We therefore obtain,

∫ 𝑥∗, (0)

𝑥−, (0)
𝑀
(1)
𝑥
(𝑥) 𝑓 (𝑥) d𝑥 +

∫ 𝑥+, (0)

𝑥∗, (0)
𝑀
(1)
𝑥
(𝑥) 𝑓 (𝑥) d𝑥 > 0,

because the second integral (where 𝑀 (1)
𝑥

is positive) outweighs the first (where it is negative) due

to the larger slopes 𝑀𝑥 and the rightward shift of the density. Similarly,

∫ 𝑥∗, (0)

𝑥−, (0)
𝑀𝑥 (𝑥) 𝑓 (1) (𝑥) d𝑥 +

∫ 𝑥+, (0)

𝑥∗, (0)
𝑀𝑥 (𝑥) 𝑓 (1) (𝑥) d𝑥 > 0,

because 𝑀𝑥 (𝑥) is smaller on the left and larger on the right while 𝑓 (1) (𝑥) is negative on the left

and positive on the right. Combining these inequalities, (4) yields

𝜕

𝜕𝜓
CIR(𝛿, 𝜓)

���
𝜓=0

> 0.

Hence a marginal increase in ambiguity increases the cumulative impulse-response of the average

capital-productivity ratio.

■ 𝑄.𝐸.𝐷
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A.1.7 Proof of Proposition 1.5

Let 𝑥 = log(𝑘) − log(𝑢) denote a firm’s normalized capital–productivity ratio and let

𝑎𝑡 = 𝑡 −max{𝑇ℓ : 𝑇ℓ ≤ 𝑡}

be the age of capital—the time elapsed since the last adjustment. Denote by Cov 𝑓 [𝑥, 𝑎] the

steady-state covariance of 𝑥 and 𝑎𝑡 under the stationary density 𝑓 (𝑥;𝜓) induced by the inaction

thresholds (𝑥−(𝜓), 𝑥+(𝜓)) with ambiguity parameter 𝜓.

When firms do not adjust, 𝑥𝑡 follows an Itô diffusion with volatility 𝜎 > 0 and drift −(𝜇 + 𝜁).

Inside the inaction region (𝑥−, 𝑥+) the stationary density solves the Kolmogorov forward equation

𝜎2

2
𝑓 ′′(𝑥) + (𝜇 + 𝜁) 𝑓 ′(𝑥) = 0, 𝑥 ∈ (𝑥−(𝜓), 𝑥+(𝜓)),

with boundary conditions 𝑓 (𝑥±) = 0 and
∫ 𝑥+

𝑥−
𝑓 (𝑥;𝜓) d𝑥 = 1. The age of capital resets to zero at

each boundary; denote by 𝑎(𝑥;𝜓) the expected age conditional on the current state, that is,

𝑎(𝑥;𝜓) = E[ 𝑎𝑡 | 𝑥𝑡 = 𝑥 ], 𝑥 ∈ [𝑥−(𝜓), 𝑥+(𝜓)] .

Because of the stationarity of the diffusion between adjustments, 𝑎(𝑥;𝜓) coincides with the ex-

pected time it takes the diffusion to hit either boundary when run backwards in time; standard

renewal arguments imply that 𝑎(𝑥;𝜓) satisfies the boundary-value problem

𝜎2

2
𝑎′′(𝑥;𝜓) + (𝜇 + 𝜁) 𝑎′(𝑥;𝜓) = −1, 𝑥 ∈ (𝑥−(𝜓), 𝑥+(𝜓)), 𝑎(𝑥±(𝜓);𝜓) = 0.

The minus sign reflects that age increases by one unit per unit of time. The unique solution is

strictly increasing in 𝑥: firms farther from the lower boundary have older capital on average.

Proposition 1.1 established that increasing the ambiguity parameter 𝜓 from zero shifts the

entire inaction region to the left and changes its width, i.e., 𝑤 (1)− < 0 and 𝑤 (1)+ > 0. Hence, a small
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increase in ambiguity shrinks the distance from the reset point to the lower boundary and expands

the distance to the upper boundary. Let 𝑓 (𝑥;𝜓) denote the stationary density at ambiguity level

𝜓. Differentiating the KFE with respect to 𝜓 and applying the boundary conditions shows that the

derivative

𝑓 (1) (𝑥) = 𝜕𝜓 𝑓 (𝑥;𝜓)
���
𝜓=0

has the same sign pattern as the width changes: 𝑓 (1) (𝑥) < 0 for 𝑥 < 𝑥∗,(0) and 𝑓 (1) (𝑥) > 0 for

𝑥 > 𝑥∗,(0) .

Differentiate 𝑎(𝑥;𝜓) with respect to 𝜓 at 𝜓 = 0. The linearised ODE for 𝑎 (1) (𝑥) = 𝜕𝜓𝑎(𝑥;𝜓)
��
𝜓=0

inherits the sign of the source term; a smaller lower width reduces the expected time until the next

adjustment for 𝑥 < 𝑥∗,(0) , while a larger upper width increases it for 𝑥 > 𝑥∗,(0) . Consequently,

𝑎 (1) (𝑥) < 0 for 𝑥 < 𝑥∗,(0) , 𝑎 (1) (𝑥) > 0 for 𝑥 > 𝑥∗,(0) .

Write the steady-state covariance of 𝑥 and 𝑎 at 𝜓 = 0 as

Cov 𝑓 (𝑥, 𝑎) =
∫
(𝑥 − ¯̂𝑥) (𝑎(𝑥) − 𝑎̄) 𝑓 (𝑥) d𝑥,

where ¯̂𝑥 =
∫
𝑥 𝑓 (𝑥) d𝑥 and 𝑎̄ =

∫
𝑎(𝑥) 𝑓 (𝑥) d𝑥. Differentiating with respect to 𝜓 at 𝜓 = 0 yields

d
d𝜓

Cov 𝑓 (𝑥, 𝑎)
���
𝜓=0

=

∫
(𝑥 − ¯̂𝑥)

[
𝑎 (1) (𝑥) − 𝑎̄ (1)

]
𝑓 (𝑥) d𝑥 +

∫
(𝑥 − ¯̂𝑥)

[
𝑎(𝑥) − 𝑎̄

]
𝑓 (1) (𝑥) d𝑥.

Now, we show that both integrals on the right-hand side are positive. 𝑎 (1) (𝑥)−𝑎̄ (1) is negative when

𝑥 < 𝑥∗,(0) and positive when 𝑥 > 𝑥∗,(0) . Moreover, 𝑥 − ¯̂𝑥 changes sign at 𝑥 = ¯̂𝑥, which lies between

𝑥− and 𝑥+. Since 𝑎(𝑥) is strictly increasing in 𝑥, ¯̂𝑥 must lie to the right of 𝑥∗ in environments with

negative drift. On (𝑥−,(0) , 𝑥∗,(0)) we have (𝑥 − ¯̂𝑥) < 0 and 𝑎 (1) (𝑥) − 𝑎̄ (1) < 0, so their product is

positive; on (𝑥∗,(0) , 𝑥+,(0)) both terms are positive, again yielding a positive product. Integrating

against the non-negative density 𝑓 (𝑥) shows that the first integral is strictly positive. 𝑓 (1) (𝑥) < 0

for 𝑥 < 𝑥∗,(0) and 𝑓 (1) (𝑥) > 0 for 𝑥 > 𝑥∗,(0) . Since 𝑎(𝑥) − 𝑎̄ is negative below 𝑥∗,(0) and positive
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above (because 𝑎(·) is increasing), the product (𝑥 − ¯̂𝑥) [ 𝑎(𝑥) − 𝑎̄ ] is positive for 𝑥 < 𝑥∗,(0) and for

𝑥 > 𝑥∗,(0) . Combining signs yields that

(𝑥 − ¯̂𝑥) [ 𝑎(𝑥) − 𝑎̄ ] 𝑓 (1) (𝑥) > 0

both on the lower and the upper parts of the inaction region. Therefore, the second integral is also

strictly positive. Therefore,
d

d𝜓
Cov 𝑓 [𝑥, 𝑎]

���
𝜓=0

> 0.

■ 𝑄.𝐸.𝐷
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Appendix B: Skewed Fluctuations and Propagation through Production

Networks (joint with Serena Ng and Francisco Ruge-Murcia)

B.1 Data Appendix

We construct a panel of U.S. production and input-output data using annual tables from the Bu-

reau of Economic Analysis (BEA). Our primary source is the BEA historical input-output archive,

which provides Make and Use tables for the period 1947-2019. Using this data, we construct

sector-level measures of gross output, value added, intermediate input use, and consumption ex-

penditures. To express variables in real terms, we use price deflators and population series from

the BEA National Income and Product Accounts (NIPA). In particular, we use the GDP deflator

(Table 1.1.9) and annual population measures consistent with BEA definitions.

The BEA input-output tables vary in their level of sectoral disaggregation over time: 43 sectors

for 1947-1962, 61 sectors for 1963-1996, and 66 sectors for 1997-2019. To construct a consistent

long-run panel, we harmonize all years to a common 43-sector classification based on the earliest

period. This required us to construct concordances across classification systems using NAICS-

based mappings. The list of 43 sectors used in the empirical analysis is given in Table B.1. In

addition, we aggregate the data to a 14-sector classification to facilitate a robustness check. Table

B.2 lists the sector codes and sector names of these 14 sectors. All mappings are implemented

using a unified concordance applied uniformly across time.

We construct the input-output table𝑊𝐵 using the BEA Make and Use tables following Pastén,

Schoenle and Weber (2024). Let make𝑖 𝑗 denote the value of commodity 𝑗 produced by industry 𝑖,

and use𝑖 𝑗 the value of commodity 𝑖 used by industry 𝑗 . We first compute production shares,

share𝑖 𝑗 =
make𝑖 𝑗∑𝑁
𝑘=1 make𝑘 𝑗
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and then define revenue-weighted flows,

revshare𝑖 𝑗 = share𝑖 𝑗 × use𝑖 𝑗 .

Finally, input–output coefficients are given by

𝑊𝐵𝑖 𝑗 =
revshare𝑖 𝑗∑𝑁
𝑘=1 use𝑘 𝑗

This yields an 𝑁 × 𝑁 matrix capturing the network structure of intermediate input linkages across

industries. For each year, we obtain the input-output matrix, gross output and value added by

sector, consumption expenditures and consumption shares by sector, price deflators, and population

series. All variables are available at both the 43-sector and 14-sector levels of aggregation.

Table B.1: List of 43 NAICS Sectors

No. Code Name
1 111 Farms
2 113 Forestry, fishing, and related activities
3 211 Oil and gas extraction
4 212 Mining, except oil and gas
5 213 Support activities for mining
6 22 Utilities
7 23 Construction
8 321 Wood products
9 327 Nonmetallic mineral products
10 331 Primary metals
11 332 Fabricated metal products
12 333 Machinery
13 334 Computer and electronic products
14 335 Electrical equipment, appliances, and components
15 3361 Motor vehicles, bodies and trailers, and parts
16 3364 Other transportation equipment
17 337 Furniture and related products
18 339 Miscellaneous manufacturing
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No. Code Name
19 311 Food and beverage and tobacco products
20 313 Textile mills and textile product mills
21 315 Apparel and leather and allied products
22 322 Paper products
23 323 Printing and related support activities
24 324 Petroleum and coal products
25 325 Chemical products
26 326 Plastics and rubber products
27 42 Wholesale trade
28 44 Retail trade
29 48 Transportation
30 493 Warehousing and storage
31 51 Information
32 52 Finance and insurance
33 531 Real estate
34 532 Rental and leasing services and lessors of intangible assets
35 54 Professional, scientific, and technical services
36 55 Management of companies and enterprises
37 56 Administrative and waste management services
38 61 Educational services
39 62 Health care and social assistance
40 71 Arts, entertainment, and recreation
41 721 Accommodation
42 722 Food services and drinking places
43 81 Other services, except government

Notes: The table lists the 43-sector classification used in our empirical analysis. The column ‘Code’ is the
NAICS sector code, and the column ‘Name’ is the NAICS sector name.
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Table B.2: NAICS 14 Sectors

No. Code Name
1 11 Agriculture, forestry, fishing, and hunting
2 21 Mining
3 22 Utilities
4 23 Construction
5 31 Manufacturing
6 42 Wholesale trade
7 44 Retail trade
8 48 Transportation and warehousing
9 51 Information
10 52 Finance, insurance, real estate, rental, and leasing
11 54 Professional and business services
12 6 Educational services, health care, and social assistance
13 7 Arts, entertainment, recreation, accommodation, and food services
14 81 Other services, except government

Notes: The table lists the 14-sector classification used in our empirical analysis. The column ‘Code’ is the
NAICS sector code, and the column ‘Name’ is the NAICS sector name.
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B.2 Additional Tables and Figures

Table B.3: Skewness in 43 Sectors: 1957-2019

1957-2019 Pre 1984 Post 1984

𝑅2
𝐶

0.560 0.628 0.611

AR𝑒 > 0.3 0.279 0.279 0.209

AR𝑦 > 0.3 0.302 0.233 0.349

avg 𝜎𝑒 4.141 3.364 3.923

avg 𝜎𝑦 6.698 6.019 6.805

med 𝜎𝑒 3.512 2.749 2.960

med 𝜎𝑦 6.109 5.773 5.471

𝜅3(𝐹̂1) -1.457 -0.479 -1.965

avg(𝜅𝑒3) 0.128 0.089 0.148

avg(𝜅𝑦3) -0.464 -0.073 -0.587

Notes: The table reports statistics for 43 sectors in the 3-digit BEA database; 𝑅2
𝐶

is the average 𝑅2

in a regression of each sector’s output on its common component 𝐶̂𝑖 = 𝐹̂Λ̂
′
𝑖
; AR𝑒̂ is the fraction of

estimated idiosyncratic errors with first-order autocorrelation exceeding 0.3; avg 𝜎𝜖 and med 𝜎𝜖

are the mean and median standard deviation of 𝑒 in the 43 sectors; 𝜅3(𝐹̂1) is the Fisher coefficient
of skewness for the first estimated factor, 𝐹̂1; and avg(𝜅𝑒𝜖 ) is the coefficient of skewness of 𝜖𝑖
averaged over 43 sectors. AR𝑦 , avg 𝜎𝑦 , med 𝜎𝑦 , and avg(𝜅𝑦3 ) are similarly defined for sectoral
output growth 𝑦.
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Table B.4: Relative Importance of Components for Aggregate Growth

Network Common Idiosyncratic

LOW HIGH LOW HIGH LOW HIGH

RI-LN RI-HN RI-LC RI-HC RI-LI RI-HI

LOW ≡ Bottom 25 percentile

& HIGH ≡ Top 25 percentile 0.908 0.655 0.044 0.333 0.048 0.012

LOW ≡ Bottom 17 percentile

& HIGH ≡ Top 17 percentile 0.861 0.665 0.097 0.315 0.042 0.019

LOW ≡ Bottom 10 percentile

& HIGH ≡ Top 10 percentile 0.799 0.653 0.172 0.316 0.029 0.030

LOW ≡ Negative Agg. Growth

& HIGH ≡ Positive Agg. Growth 0.855 0.647 0.098 0.342 0.047 0.011

Notes: This table represents the importance of network and common components in LOW and
HIGH states. Each year is classified into LOW or HIGH based on whether aggregate GDP growth
lies in the bottom or top 𝑥 percentile (given in the first column) of its empirical distribution.
For each component in {N ,L, E}, the relative importance measures are given by RI-LYcomp =∑

𝑡∈LOW Ycomp𝑡∑
𝑡∈LOW 𝑌𝑡

and RI-HYcomp =
∑

𝑡∈HIGH Ycomp𝑡∑
𝑡∈HIGH 𝑌𝑡

.
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Figure B.1: Heatmap of Normalized Input-Output Matrix𝑊𝐵

Notes: The figure displays a heatmap of the intermediate input-output network for 43 sectors. Each cell
(𝑖, 𝑗) represents the share of sector 𝑗’s total intermediate inputs expenditure sourced from sector 𝑖.
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Figure B.2: Baseline Estimates of 𝐴0

Notes: The bars denote the point estimates of the vector 𝑎0 based on the GMM estimation of Model II. The
sectors are ordered by their estimated coefficients to display the significant heterogeneity among them.
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Figure B.3: Relative Importance of Sectors for Network Propagation

Notes: The bars denote estimated values of network multiplier effect 𝜔′ (L − 𝐼𝑁 ) for 43 sectors from our
baseline model. The values represent the importance of each sector to aggregate output growth via the
intermediate-input network.
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Figure B.4: Relative Importance of Coskewness Terms for Network Propagation

Notes: The blue bars denote the total skewness in each of the 43 sectors for our sample period from 1957
to 2019. The white bars denote the skewness explained by the intermediate input network through the four
coskewness terms containing network: NNC, NCC, NNE, and NEE.
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Figure B.5: Decomposition of Skewness in Sectoral Output Growth

Notes: Contribution to the skewness of sectoral real output growth, S(O), from quantity (S(y)), real price
(S(p)), and the two coskewness terms.
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B.3 Estimation Details

The estimator for Model-II is implemented as a PC–GMM fixed-point iteration:

1. PC step (factor extraction): Given network parameters, form a network-filtered series and

estimate a low-dimensional factor structure by PCA.

2. GMM step: Holding the estimated common component fixed (via the fitted common com-

ponent and intercepts), update the network parameters by minimizing a GMM criterion.

3. Repeat until the network parameters converge.

This is an iterative procedure rather than a single convex optimization. The GMM objective is

generally non-convex in 𝜙, and, in the dynamic case, in (𝜙0, 𝜙1). The PC step depends on 𝜙, and

the GMM step depends on the PC step. Self-connectivity (𝑊𝑖𝑖 ≠ 0) and strong network propagation

can lead to multiple basins of convergence. Consequently, different initial values may converge

quickly but to different local fixed points.

Reduce dependence on initial values: The common component enters the residual as

𝑦𝑡 −Φ𝑦𝑡 − 𝜃 𝐶𝑡 − 𝛼,

where 𝐶𝑡 is the estimated common component from the factor step. Empirically, allowing a free

𝜃 can introduce a weakly identified scaling direction that trades off with factor/loadings scaling in

the PC step, increasing multimodality and sensitivity. Therefore, in the estimation, we set 𝜃 ≡ 1

and remove 𝜃 from the numerical optimization. The GMM step then updates only the network

parameters: 𝜙 in the static model, (𝜙0, 𝜙1) in the dynamic model.

Standardize inputs in the PCA step: In the PC step we compute PCA from a time-demeaned matrix

(as before), but optionally also standardize each series (z-scoring over time) so that high-variance

sectors do not dominate factor extraction. Concretely, letting 𝑋 denote the 𝑇 × 𝑁 matrix used for
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PCA, we compute

𝑋𝑡· ← 𝑋𝑡· − 𝑋̄·, 𝑋·𝑖 ← 𝑋·𝑖/𝜎̂𝑖,

where 𝜎̂𝑖 is the sample standard deviation of the demeaned 𝑖th series. Importantly, only the PCA

uses standardized inputs. Subsequent time-series regressions estimating the intercepts and loadings

are still run on the original, unstandardized series, so the fitted common component remains in the

original units.

Global Multi-Start Scheme: The main mechanism for reducing dependence on initialized values is

a deterministic global multi-start scheme:

1. Construct a deterministic collection of starting values for the network parameters. In our

implementation, this includes a fixed baseline start (e.g., 𝜙 = 0.5) plus a mixture of jittered

and uniform random starts generated with a fixed seed.

2. For each start, run the full PC–GMM fixed-point iteration until convergence.

3. For each converged solution, compute a comparable final objective value by recomputing

the factor step at the converged parameters and evaluating the criterion at that point.

4. Choose the solution that attains the smallest final objective among the explored starts.

This changes the numerical procedure from converging to the basin containing initial values to

searching multiple basins and selecting the best by the criterion.

Note on the Dynamic Model

We use the same stabilization choices and impose moment conditions that include both sectoral

shocks covariance restrictions and dynamic orthogonality restriction given by

E
[
(𝑊𝑦𝑡−1)𝑖 𝑒𝑖𝑡

]
= 0.

Even with these modifications, if the population criterion has multiple minima with very similar

values (or identification is weak), two distinct parameter vectors can both appear “good.” The
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approach above provides: (i) reduced dependence on provided initial values, (ii) deterministic

behavior under a fixed seed, and (iii) selection of the best solution found among the explored

starts.

Additional Details

The estimation also relies on the following assumptions.

• The input-output matrix 𝑊𝐵 is observed and fixed, while the sector-specific propagation

coefficients collected in 𝜙0 and 𝜙1 are unknown.

• Aggregate comovement not captured by the network is well approximated by a low-dimensional

factor structure.

• The contemporaneous propagation matrix satisfies 𝜌(Φ0) < 1, where 𝜌 is the spectral radius

of Φ0. This condition guarantees that 𝐼 − Φ0 is nonsingular, so the inverse Leontief matrix

exists and can be written as the convergent Neumann series

(𝐼 −Φ0)−1 =

∞∑︁
𝑚=0

Φ𝑚
0 .

• For dynamic stability, we additionally assume 𝜌
(
(𝐼 −Φ0)−1Φ1

)
< 1.
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