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Abstract

Essays in Macroeconomics and Asset Pricing

Dhruv Singal

The study of macroeconomics and finance has evolved tremendously over the last few

decades—significant advancements have taken place in both gaining access to an increasing scale

and scope of observational, policy and private data, as well as empirical methods to derive novel

economic insights from such data. In this dissertation, I attempt to shed light on three problems

broadly across macroeconomics and asset pricing, taking a data-driven approach to answer them.

For the first essay, we construct a novel dataset which captures the geographic incidence of

government revenues and expenditures. Government revenues and expenditures revenues and

expenditures occur on three different levels in the United States: local, state, and federal. At all

levels, government revenues and expenditures add and subtract resources from the private sector.

The dataset encompasses all revenues and expenditures at the county-level and thus allows to see

the net resource allocation through the government. We use this dataset to document several new

facts about the relationship between economic activity and the resource allocation by the

government. The governments’ resource allocation is generally redistributive. That is, levels and

changes of median income are associated with the level and changes of net resources. Second, we

evaluate response of governmental revenues and spending in response to the China shock. We

find a decline in total governmental receipts in counties that are hardest hit, while a muted

response of total governmental spending. The aggregate response conceals a lot of heterogeneity:

a decomposition at the governmental level shows an increase in expenditures and lower receipts at



the federal level; at the local and state level we find a simultaneous reduction of receipts and

spending. The latter is a consequence of the balanced budget constraint. Overall, total

government spending is approximately constant while total receipts are falling. As a result, the

insurance function of the federal government is offset by a reduction at the state and local level

which renders total government spending neutral to the China shock. This stands in contrast to

prior research which has focused on the federal response.

In our second essay, we attempt to answer the question—how should an investor value financial

data? The answer is complicated because it depends on the characteristics of all investors. We

develop a sufficient statistics approach that uses equilibrium asset return moments to summarize

all relevant information about others’ characteristics. It can value data that is public or private,

about one or many assets, relevant for dividends or for sentiment. While different data types, of

course, have different valuations, heterogeneous investors also value the same data very

differently, which suggests a low price elasticity for data demand. Heterogeneous investors’ data

valuations are also affected very differentially by market illiquidity.

Lastly, in the third essay, we examine the economic impact of droughts on asset markets,

specifically on land valuation. Specifically, we focus on farmland valuations in California—one of

the most productive farmlands in the world. The semi-arid climate makes its valuation particularly

sensitive to the amount of surface and groundwater water available for irrigation. The detailed

administrative transaction data from the counties’ assessor offices allows us to estimate repeat

sales indices as opposed to a hedonic model which make our results less likely to be affected by

omitted variables. We find that parcels with better access to freshwater see a larger appreciation in

land values from 2011 to 2020; whereas we find no statistical significant differential price change

between 2000-2011. The differential change in land values points towards large economic effects

of water scarcity with beliefs about future climatic conditions being updated due to two severe

episodes of drought and signals of legislative willingness to curb groundwater overdraft.
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Chapter 1: Inter-regional Inequalities: The Role of Governmental Revenues

and Spending

1.1 Introduction

What is the role of governmental interventions at all levels of government in response to structural

shocks to the economy? In the Unites States, government revenues and expenditures occur

primarily on three different levels of government: local, state and the federal government. Local,

state, and the federal government have �scal authority on taxes and spending. In addition, large

intergovernmental transfers re-allocate resources across the different levels of government. As a

result, we know little about thenetresource allocation through theoverall government in the local

economy. We close this gap by constructing a novel dataset on spatially disaggregated

governmental accounts for the local, state and federal government which includes the main

components of governmental revenues and expenditures. This dataset is analogous to the national

accounts of the Bureau of Economic Analysis (BEA) for the government sector. In contrast to the

national accounts, we obtain the governmental accounts for every county in the United States.

The data allows us to examine the governmental response—both for revenues and

expenditures—to local economic shocks. Speci�cally, we focus on the trade shock subsequent to

China's accession to the WTO in 2001. Increased import competition led to closures of plants and

layoffs of workers as documented by [1]. The spatially concentrated manufacturing sector meant

that some regions experienced a large economic shock while others remained unscathed. We

study the response of governmental revenues and expenditures of the local, state, and the federal

government. We evaluate the two competing hypotheses: The �rst postulates that governmental

support, in particular, through the welfare system compensates workers for the foregone income
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[2, 3]. The other hypothesis is that workers have to bear the impact of the lost income which

resulted in despair and economic hardship [4, 5]. Economic hardship and loss of future prospects

is often linked to alcohol consumption [6], drug abuse and opioid deaths [5], as well as, political

polarization [7]. More broadly, we examine to what extent governmental transfers alleviate or

exacerbate spatial inequalities. For that we draw on our new dataset to compute the net

governmental imbalances at the county level and examine how these imbalances react to the trade

shock. A surplus in the governmental accounts means that the government extracts more

resources from the private economy than it injects. The extent to which these surpluses correlate

with the economic shocks provides one way to measure the government's effect on inter-regional

resource allocation. We �rst establish several empirical facts about the cross-sectional distribution

of thenet resourceallocation. First, we show that the resource allocation is generally

re-distributive. That is, counties with high median income provide net resources vs. counties with

low median income generally absorb net resources. This �nding is consistent with the

progressivity of federal income taxes [8] but slightly more general as we account for all

governmental revenues and expenditures. Second, we �nd the negative association also in

changes: Counties that experienced a larger increase in median incomes between 2001 and 2019

saw a smaller (or negative) net resource allocation over that period. We then evaluate the response

of governmental revenues and spending in response to the China shock. We �nd a decline in total

governmental receipts in counties that are hardest hit, while a muted response of total

governmental spending. The aggregate response conceals a lot of heterogeneity: a decomposition

at the governmental level shows an increase in expenditures and lower receipts at the federal

level; at the local and state level we �nd a simultaneous reduction of receipts and spending. The

latter is a consequence of the balanced budget constraint. Overall, total government spending is

approximately constant while total receipts are falling. As a result, the insurance function of the

federal government is offset by a reduction at the state and local level which renders total

government spending neutral to the China shock. This stands in contrast to prior research which

has focused on the federal response. We repeat the estimation by categorizing government
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revenues and expenditures as “automatic” or “discretionary”. We �nd that while there is no

overall increase in total discretionary spending in response to the China shock, the total automatic

expenditures see an increase in the periods where the China shock was the most salient. Lastly,

we evaluate the dynamic relationship between the state of the local economy—in our case the

unemployment rate—and government revenues and expenditures. In support of [9] which

famously argues that "It is a chief function of �scal policy, using both sides of the budget, to

offset or compensate for regional differences, whether in earned income or in unemployment

rates. The large-scale transfer payments built into �scal systems are inter-regional, not just

interpersonal.", we �nd a strong pass-through of economic shocks to governmental revenues.

That is, a negative shock to the local economy leads to lower governmental revenues which leaves

more resources to the local economy. In contrast, to the consensus to countercyclical

governmental policy we �nd a decrease in per capita governmental spending after an increase in

the unemployment rate. We contribute to several strands of the existing literature. First, there in a

large literature on counter-cyclical �scal policy. One of the questions that this literature addresses

the magnitude of the �scal multiplier [10, 11, 12, 13, 14, 15]. Surprisingly little attention has been

devoted to the �scal stabilization measures through adjustments of revenues; e.g. the decline of

the tax burden that arises through the progressivity of the federal income tax schedule. Our study

contributes to this literature by examining both revenues and expenditures at the county level. We

further contribute to this literature by looking at persistent shocks to the labor market in contrast

to the transitory shocks at business cycle frequency. While studies at business cycle frequency can

address questions about macroeconomic stabilization policy [16, 17], we address to what extent

�scal policy can mitigate inter-regional inequalities. Another aspects that differentiates our study

from the literature is that we consider the spending and revenue response at all level of

government. Most studies have focused on federal spending or speci�c spending programs [18,

12, 13]. The exception is [19] which studies the adjustment of local revenues and the provision of

public goods.1 Our study is complementary to theirs as we consider local and state spending.

1A tangential study is [20] which �nds some pro-cyclical state-spending. The authors use the difference in �scal
institutions. They argue that the additional spending is de�cit �nanced rather than windfall �nanced as in other studies.
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Second, we contribute to the literature on labor market shocks [21, 1]. In contrast to the literature

we focus in on the adjustment mechanism of governmental revenues and expenditures given a

shock in the labor market. Partly, we contribute also the the literature that documents the growing

spatial inequalities in the United States. [22, 23, 24, 25, 26] since 1980. We contribute by asking

to what extent the government mitigates or exacerbates these inequalities. Lastly, we contribute to

the discussion on the role of place-based and individual grants to mitigate economic inequities.

[27] argue that the bene�ts of transfer in areas that show low employment-to-working age

population ratio are large. Targeted intervention could possibly offer new vigor into economically

declining regions. Further, [27] and [28] argue that the diabolic loop between negative labor

market shocks and deteriorating local �nances entrenches the situation of local communities. To

the best of our knowledge, our study would be the �rst to comprehensively evaluate to what

extent automatic governmental stabilizers serve as a countervailing force to economic shocks and

how much of the economic burden is born by the workers vs. absorbed by the government.

Further our study sheds light to what extent the intricate system of governmental transfers can

mitigate some of the revenue impact that a declining economy has on local governments. Section

1.2 introduces the main data sources that we use for the analysis. Section 3.4 introduces the

empirical speci�cation. Section 1.4 provides summary statistics of our data and correlational

analysis. Section 3.5 presents the main analysis of the government revenues and expenditures to

the China shock at the county level. Section 1.6 concludes. Additionally, Section A.1 estimates

the dynamic relationship between the state of the economy and government revenues and

expenditures in a structural VAR analysis.

The authors �nd small �scal multiplier effects of the magnitude of 0.4.
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1.2 Data

We assemble a comprehensive dataset that covers output, employment, and income as well as,
receipts and expenditures at all levels of government. We assemble this dataset at the county
level, which allows us to study the cross-section of government spending and receipts to
economic conditions.
The National Income Product Accounts (NIPA) published by BEA are widely accepted as the
reference for the disaggregated accounts. BEA publishes regional accounts, including
county-level GDP and personal income, and some of its components.2 Whenever possible, we use
the BEA data as the primary source. For the remainder we rely on a variety of data sources at
various granularity. We describe the main data sources in this section and list all dataset variables
including a short description in Appendix A.3.

1.2.1 County De�nition

We use the BEA regional accounts as the reference point for our county de�nitions since some of
our data comes directly from the BEA regional accounts. While county (or “county-equivalent”)
de�nitions remain mostly stable over time, BEA reports historical regional accounts data using
the latest de�nition of county-equivalents. For example, in 2021, BEA reports disaggregated GDP
and personal income data for 3116 counties across the US. While combining data from various
sources, we account for any changes after 1990 to county de�nitions by using a crosswalk.3

As we detail below, we source federal government receipts data from the IRS. Due to the sensitive
nature of income information, IRS censors data for small counties. This majorly affects counties
and independent cities in Virginia, which are frequently aggregated, and Alaska, which had major
county reorganization during the 2000s. To get a consistent de�nition of what a county
constitutes, we further use the minimum possible merges of counties from the BEA sample to
construct a consistent sample of 3107 counties. We map all the data sources listed below to this
consistent sample of counties. All these counties/county combinations are uniquely identi�ed by
�ve-digit FIPS codes. Our modi�cations to BEA county de�nitions or county delineations from
any other source involves using a crosswalk to merge data series across multiple counties.

1.2.2 State and Local Governments

The Annual Survey of State and Local Government Finances (ASSLGF) serves as a key input for
the tabulation of the national accounts pertaining to the revenues and expenditures of all local and
state governmental units. While the BEA uses the ASSLGF as the primary resource,
disaggregated government accounts are not available. Instead we are following the BEA's
methodology to re-construct aggregate time series for validation and disaggregated government
accounts for our study. The Census Bureau conducts a full census in years ending with "2" and

2https://www.bea.gov/data/economic-accounts/regional
3We use changes to county FIPS codes as listed by David Dorn (https://www.ddorn.net/data/FIPS_

County_Code_Changes.pdf , along with additional information provided by BEA (https://apps.bea.
gov/regional/docs/statelist.cfm ) to construct this crosswalk.
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"7"; and a survey of a subset in between. This includes the so-called “certainty sample” which is
surveyed in every year. For the intercensal years, we follow the Census' interpolation
methodology for missing values and con�rm that the information from ASSLGF are consistent
with the national account from the Bureau of Economic Analysis (BEA).

1.2.3 Federal Government

We obtain federal spending and revenue information from various resources. We benchmark our
data series by using national aggregates for BEA NIPA. In the following we detail some of the
data sources that serve as input.

Personal Income Tax The IRS publishes publishes Statistics of Income (SOI) at the county
level starting in 1989.4 IRS SOI provides data on personal income tax liability by county from
2011 onwards, whereas the data from 1989–2010 only contains information on adjusted gross
income, wages and some other income items. Personal income taxes constitute a major fraction of
total federal government receipts,43%on an average. We use the county-level data to obtain this
item from 2011 onwards.5 To get the data from 2001-2010, we map the ZIP code level IRS SOI
data6 to counties using a population-weighted crosswalk obtained from the Missouri Census Data
Center's geographic correspondence engine (GeoCorr)7.

Other Tax Items In addition to personal income tax, the federal government sources revenues
from taxes on production and imports (including custom duties and excise taxes) and corporate
income taxes. We obtain state level values for excise taxes and corporate income taxes from the
IRS SOI Data Book Table 58. We �rst impute the national aggregate of federal revenue from
taxes on production and imports to state level using the excise tax receipts as our imputation
measure. We then further impute these state level values to county level using the county GDP
from BEA regional accounts. We directly impute the state level corporate income tax receipt
values to the county level using aggregate private payroll from the Quarterly Census of
Employment and Wages (QCEW) as our imputation measure.

Other Receipt Items As part of the regional accounts, BEA also provides data on contributions
for government social insurance from US households. Note that these are total contributions from
households for social insurance provided by all levels of the government. However, as outlined in
Section 1.2.2, we get the state and local government receipts from social insurance contributions.
We then calculate the residual contribution to federal social insurance programs by households at
the county level, by taking the difference between the total value reported in BEA regional
accounts, and the state and local receipt numbers. Apart from these major receipt items, there are

4https://www.irs.gov/statistics/soi-tax-stats-county-data
5IRS data has a few outliers, which are mostly due to data entry issues. We use state-level growth numbers for

county-year observations which grow by more than ten times the state-level year-on-year growth rates.
6https://www.irs.gov/statistics/soi-tax-stats-individual-income-tax-statistics-zip-code-data-soi
7https://mcdc.missouri.edu/applications/geocorr.html
8https://www.irs.gov/statistics/soi-tax-stats-gross-collections-by-type-of-tax-and-state-irs-data-book-table-5
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minor sources of revenue for the federal government, viz. taxes from the rest of the world,
contributions to government social insurance from the rest of the world, income receipts on
assets, current transfer receipts, current surplus of government enterprises and capital transfer
receipts. Since these account for a tiny fraction of total federal revenue (less than5%), we simply
impute these items from the national aggregates to the county level, using the county GDP
reported by BEA in the regional accounts.

Consumption Expenditures A major part (around20%) of federal spending is in form of
consumption expenditures, consisting of purchase of intermediate goods and employee
compensation9. We rely on Consolidated Federal Funds Reports (CFFR) and USA Spending.10

CFFR and provides expenditure information at the county level for a variety of subcategories
which include: retirement and disability, other direct payments, grants, procurement contracts,
salaries and wages, direct loans, guaranteed loans, and insurance. USA Spending has identical
subcategories except for salaries and wages. We obtain salaries and wage information from the
Quarterly Census of Employment and Wages (QCEW).

Other Expediture Items We obtain county-level social transfers to households from BEA
regional accounts. Combining these with intergovernmental transfers from ASSLGF, we end up
with around78%of all federal expenditures. For the rest, viz. government �xed capital
depreciation, own-account investment, sales to other sectors, transfers to the rest of the world and
interest payments, we take the national level values from NIPA and impute them using county
GDP.

1.2.4 Validation

We validate the national aggregates of our reconstructed accounts. Overall, our estimates follow
the time-series trends closely, as well as matching the levels to a close degree. The validation for
total revenue and expenditures is shown in Figure 1.1 and the validation for a selected set of items
is shown in the Appendix in Figures A.6, Figure A.4, and Figure A.5. Validations for every item
of the NIPA governmental accounts are available upon request from the authors.

9https://www.bea.gov/sites/default/files/methodologies/
nipa-handbook-all-chapters.pdf#page=259

10The CFFR was discontinued after 2010. USA Spendinghttps://www.usaspending.gov/ is an of�cial
source for spending data for the U.S. Government.
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Figure 1.1: Validation of Government Accounts

Notes:The �gure plots the time series for total government receipts and expenditures in the sample period between
2001 and 2019. The left panel shows government receipts and the right panel shows government expenditures. Data
comes from sources as described in Section 1.2.
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1.3 Empirical Speci�cation

We use the China shock as a quasi-exogenous shock, structural and persistent shock to the local
economy [1, 29]. Earlier work has shown that the China shock predominantly affect employment
in the manufacturing industry [1] and shows high persistent [29]. The econometric properties of
the shock have been extensively studied and generally found to be reasonably exogenous. In
particular, [29] shows that the shock is more consistent with the exogeneity of the change [30]
than with the exogeneity of the industry shares [31].
We use the China shock to study the consequence for overall government revenues and
expenditures for the government at all levels, for the federal governments, as well as, for the state
and local governments. In a second step, we further analyse the components that contribute to the
aggregate effect that we observe.

Background on the China Shock The key idea behind the China shock relies on heterogenous
regional exposure to import competition from China after ascension of China into WTO in
2001 [1]. This results in a shift-share variable—where we use the beginning of period industry
shares at regional level, interacted with growth of industry level imports into USA. However, the
growth of industry level imports can be endogenous to our main variables of
interest—government spending and receipts. To alleviate endogeneity concerns in studying the
government response to this local labor market shock, we use the shift-share instrument as
delineated by [1]. This shift-share instrument takes the beginning of period industry shares at
regional level, interacted with growth of industry level Chinese imports into eight other advanced
countries (DEU, CHE, JPN, FIN, DNK, AUS, NZL and ESP). Local government expenditure and
receipts can be endogenously related to the industry level imports within the country, however
they are extremely unlikely to impact imports into other countries. There is a rich literature in
trade, labor and other strands of economics which has used the China shock to study its various
cross-sectional and longitudinal impacts—industry employment [1], labor earnings [4],
government transfers [18], housing prices and tax revenues [19], domestic innovation [32],
migration, among others.

Main Empirical Speci�cation We now describe the key speci�cations of interest for our study.
The (endogenous) shock variable of interest is the exposure to import competition, de�ned for
county8over time intervalg (chosen 2001–2012 as per [29]) as

� �%2D
8g = 100�

Õ

9

B8 9C0� �%2D
9g•

Here,B8 9C0 is the share of industry9's imports from China into county8at the beginning of period
C0. Further,� �%2D

9gis the change in Chinese imports in industry9from C0 to g, across the US.
As discussed previously, this covariate could be endogenously related with our outcome variables
of interest—various components of government spending and receipts. Hence, we additionally
construct an instrument, which is analogous to the shock variable, except that the time shifts are
substituted for Chinese import changes into other advanced econonies: for region8over time
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intervalg
� �%2>

8g = 100�
Õ

9

B8 9C0� �%2>
9g•

Here,B8 9C0 is the share of industry9's imports into region8at the beginning of periodC0, same as
the shock variable. However,� �%2>

9g is the change in Chinese imports in industry9from C0 to g
into eight other advanced countries (DEU, CHE, JPN, FIN, DNK, AUS, NZL and ESP).
The �rst stage for our instrument variable design then becomes

� �%2D
8g = U5 ¸ V5� �%2>

8g ¸ Y5
8 •

The presence of a strong �rst stage would be contingent on industry-level Chinese imports into
the US being correlated with the industry-level Chinese imports into the other advanced
economies. Given a strong �rst stage, we can then use 2SLS to estimate the second stage
regression, for outcome variable. 8Cin county8in yearC,

ln . 8C= a8¸ WC¸
2019Õ

C0=2001

I C0=CVC0 d� �%
2D
8g ¸ Y8C•

Note that we estimate the second stage regression with county and time �xed effects. This takes
care of any unobserved heterogeneity in our outcome variables, which is constant across time
within the same county (e.g., due to slow-moving county composition or institutional setup), or is
a time trend common across all counties (e.g., due to national macroeconomic factors). The
coef�cient VC0 give us the local average treatment effect of Chinese import competition on various
government spending and receipt items. For these estimates to be interpreted as unbiased
treatment effects, the exclusion restriction necessitates that the instrument (shift-share of Chinese
imports into other advanced economies) impact the outcome variablesonlyvia their impact on the
Chinese imports into the US. Especially given that we use time and county �xed effects, we
believe theconditionalexclusion restriction to be plausible in our setting.
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1.4 Summary Statistics and Correlation Analysis

Table 1.1 tabulates the summary statistics for our longitudinal dataset. We report the share of
federal, state and local expenditures (and receipts) in total government expenditure (and receipts).
The median federal expenditures are0•63 in 2019, with an 25-th percentile of0•55and a 75-th
percentile of0•70. The state and local expenditures are of about equal size with a median of0•17
and0•18, respectively.
For receipts, the federal share is lower with a median of0•45, 25-th percentile of0•41and a 75-th
percentile of0•50.
Total net imbalances are de�ned as total receipts minus total expenditures at all levels of
government, and analogous de�nitions at the federal, state and local level. That is, a total net
imbalance means that the government receives more resources from the private sector than it
injects which results in a net absorption of resources from the private economy. We de�ne a
positive net imbalances to be a net negative absorption of resources from the private sector or a
surplus of the governmental sector.
We express the imbalances using two normalizations. First, we use imbalances per capita to
express the average USD amount per person. For the total governmental sector we �nd median
imbalances per capita of� 7–222, with substantial variation. The imbalances per capita at the
25-th percentile is� 9–986and at the 75-th percentile is� 4–208. Second, we express it in per unit
GDP terms. This is similar to the de�cit per GDP except that a de�cit can be �nanced either
through debt issuance or through subsidies from other regions of the United States. In terms of
imbalances per GDP we �nd a median total imbalance per GDP of� 0•176; with a 25-th
percentile of� 0•292and a 75-th percentile of� 0•079. Interestingly, most of the imbalances is at
the federal level, while the median state imbalance per GDP� 0•008and the median local
imbalance per GDP is almost non-existent. This foreshadows the role of the budgetary
institutions at the state and local level; a topic that we will explore in more detail in later sections.
Figure 1.2 plots the net imbalances per capita in 2019 in terms of its geographic distribution. We
�nd substantial geographic variation; with surplus counties being concentrated in the coastal areas
and regions of natural oil and gas resources.
We explore the associations between the total net imbalances and observable characteristics at the
county level in Table 1.2. The table correlates total net imbalances with median income at the
county level, educational attainment, the age structure, as well as, ethnicity. We �nd positive
associations between the income level and the college share. The negative association with the
age share is still a bit inconclusive. As a �rst take-away we conclude that resource allocation
through the government sector are generally re-distributive. We �nd a similar result in changes.
Increasing surpluses are positively associated with an increase in the median income after
controlling for the initial educational attainment, age structure and ethnicity.
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Mean 25-%ile 50-%ile 75-%ile Count

Share Federal Receipts 0.456 0.409 0.457 0.504 3,107
Share State Receipts 0.272 0.224 0.264 0.309 3,107
Share Local Receipts 0.272 0.220 0.264 0.314 3,107
Share Federal Expenditures 0.620 0.552 0.628 0.696 3,107
Share State Expenditures 0.190 0.127 0.170 0.233 3,107
Share Local Expenditures 0.190 0.141 0.177 0.225 3,107
Total imbalance per capita -7172.863 -9986.701 -7222.124 -4208.790 3,105
Federal imbalance per capita -6686.429 -8952.043 -6803.698 -4319.302 3,103
State imbalance per capita -171.716 -603.048 276.624 766.343 3,103
Local imbalance per capita -239.425 -470.658 -21.189 217.603 3,103
Total imbalance per GDP -0.202 -0.292 -0.176 -0.079 3,107
Federal imbalance per GDP -0.188 -0.265 -0.157 -0.077 3,107
State imbalance per GDP -0.006 -0.014 0.007 0.018 3,107
Local imbalance per GDP -0.005 -0.010 -0.000 0.005 3,107

Table 1.1: Summary Statistics

Notes: The table tabulates the summary statistics of the cross-section of counties. We maintain the sign convention that
a negative value means higher expenditures than revenues. Data sources are described in Section 1.2 and Appendix
Section A.3. We normalize the number of counties to a total of 3107 as described in Section 1.2.

Figure 1.2: Net Imbalances per Capita 2019

Notes: The map shocks total net imbalances per capita in 2019. Total net imbalances are de�ned as total receipts
minus total expenditures at all levels of government.
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Imbalance per Capita 2017

(1) (2) (3)

Median Income (ACS) 0.162��� 0.183��� 0.182���

(0.00752) (0.00781) (0.00753)
Share College 7424.9��� 6964.9��� 10587.8���

(1324.6) (1413.5) (1454.4)
Share Working Age Pop. -38158.1��� -24775.1��� -52516.0���

(5275.4) (5865.3) (7542.1)
Share Age 65+ Pop. -25661.9��� -23477.1��� -30089.2���

(4479.7) (4761.6) (5954.4)
Share White 0.00215��� 0.00275��� 0.000976���

(0.000679) (0.000671) (0.000165)
Share Black -0.00315 -0.00276 0.00197���

(0.00193) (0.00184) (0.000414)

' 2 0.301 0.426 0.514
State-FE X X
Weight Population
Observations 3105 3105 3105

Table 1.2: Cross-sectional associations of Levels in Imbalances

Notes: Column (1) estimates a speci�cation of the following form:�<10;0=24 ?•2•8C= U¸ V0
1� ln �=2><48Ç V2 ¸ n8C.

Column (2) estimates�<10;0=24 ?•2•8C= U8 ¸ V0
1� ln �=2><48C¸ V0

2/ 8C¸ n8C. Column (3) is as column (2) with
population weights from the decennial Census in 2000.

� 2001� 2017 Imbalance per Capita

(1) (2) (3)

� 2001� 2017 Median Income (ACS) 4362.2�� 5432.6��� 7689.7���

(1710.7) (1987.7) (1542.9)
Share College 13930.0��� 19865.6��� 15664.9���

(2256.1) (2703.1) (1322.7)
Share Working Age Pop. 3572.0 -15653.9 -19545.2��

(11040.1) (13019.2) (9327.0)
Share Age 65+ Pop. 14289.0 -7742.8 -12047.5

(9228.2) (10419.2) (7377.3)
Share White 0.00496��� 0.00621��� 0.000141

(0.00141) (0.00149) (0.000198)
Share Black -0.00498 -0.00821�� 0.00208���

(0.00401) (0.00408) (0.000482)

' 2 0.032 0.097 0.163
State-FE X X
Weight Population 2000
Observations 3105 3105 3105

Table 1.3: Cross-sectional Associations of Changes in Imbalances

Notes: Column (1) estimates a speci�cation of the following form:� �<10;0=24 ?•2•8C–C� 1 = U ¸ V0
1� ln �=2><48Ç

V2 ¸ n8C–C� 1. Column (2) estimates� �<10;0=24 ?•2•8C–C� 1 = U8 ¸ V0
1� ln �=2><48Ç V0

2/ 8Ç n8C–C� 1. Column (3) is as
column (2) with population weights from the decennial Census in 2000.
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1.5 Analysis

The main analysis focuses on the governmental response to the China shock. This includes the
total governmental �ows, as well as, a breakdown by the level of the government in Subsection
1.5.1. Further, we evaluate the differential response of automatic vs. discretionary components of
governmental receipts and expenditures in Subsection 1.5.2. In Appendix Section A.1 we
consider a complementary analysis. We estimate the dynamic relationship between employment,
governmental receipts and expenditures in a structural VAR which we identify by Cholesky
decomposition.

1.5.1 Governmental Receipt and Expenditure

Total Government Flows We �rst estimate the cross-sectional impact of the China shock on
total governmental receipts and expenditures; this analysis aggregates state, local and the federal
government. It captures, the change in total resources that the government injects/absorbs from
the local economy.
Figure 1.3 displays the estimated coef�cients of the cumulative change since 2001—the
beginning of our sample—for each year. We �nd that total government receipts fall in those
counties that are more exposed to the China shock. Interestingly, we �nd a pronounced effect
until 2006 which coincides with a major decline in the manufacturing sector [6], a more muted
response over the period of the Great Recession and a continuation of the trend starting around
2013. The cumulative effect between 2001 and 2019 is substantial; the change is close to35%in
log differences which is precisely estimated and statistically signi�cant from zero. In contrast, the
effect on governmental expenditures is statistically insigni�cant from zero. A corollary is that the
imbalance of governmental receipts and expenditures increases in those counties that are more
exposed to the China shock relative to those that are less exposed. This is consistent with the
associations reported in Section 1.4.

Federal Government Flows Next, we estimate the response of the federal government.
We once again �nd that the overall trend of the response of the federal government receipts is
very similar to overall receipts (Figure 1.3); with the magnitude to be estimated at35%in log
differences. Interestingly, the federal response on the expenditure side does not mirror that at the
state and local government level. Instead federal spending rises relatively more for exposed
counties than for less exposed counties. This is consistent with the �ndings in [4] which �nds an
increase in transfer receipts which come predominantly from the federal government.
Importantly, the results also imply that the federal government redistributes resources to those
counties that are most heavily exposed by the China shock.

State and Local Government Flows We next decompose the total governmental response into
the response at two levels, that is, the federal response and the response at the state and local
level. Figure 1.5 shows the estimates for the state and local government.
The overall trend of the response of state and local government receipts is very similar to overall
receipts (Figure 1.3); though the magnitude is estimated to a bit smaller at30%in log
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(a) Real receipts per capita (b) Real expenditures per capita

Figure 1.3: Total Government Flows

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand� �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Panel (a) uses log real receipts per capita as outcome
variable; panel (b) uses log real expenditures as outcome variable. Standard errors are robust to heteroskedasticity.
Counties are normalized to the 1990 county de�nition and sample is restricted to counties with a population of 50,000
as of the 2000 decennial census. Regressions are weighted by 2000 decennial census population.

(a) Real receipts per capita (b) Real expenditures per capita

Figure 1.4: Federal Government Flows

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
Panel (a) uses log real receipts per capita for the federal government as outcome variable; panel (b) uses log real ex-
penditures for the federal government as outcome variable. Counties are normalized to the 1990 county de�nition and
sample is restricted to counties with a population of 50,000 as of the 2000 decennial census. Regressions are weighted
by 2000 decennial census population.

differences.11 Strikingly, the response of real expenditures at the state and local government level
follows very closely the pattern and magnitude of the receipts. We hypothesize that this is a

11Federal and state and local receipts account for approximately half of total government receipts as shown in Figure
1.1.

15



(a) Real receipts per capita (b) Real expenditures per capita

Figure 1.5: State and Local Government Flows

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
Panel (a) uses log real receipts per capita for state and local governments as outcome variable; panel (b) uses log real
expenditures for state and local governments as outcome variable. Counties are normalized to the 1990 county de�ni-
tion and sample is restricted to counties with a population of 50,000 as of the 2000 decennial census. Regressions are
weighted by 2000 decennial census population.

consequence of the balanced budget restrictions to which state and local governments are mostly
subject to [33, 34, 35, 36, 37, 38].

1.5.2 Automatic vs. Discretionary Expenditures

Our dataset allows us to decompose the �scal response in automatic vs. discretionary
Expenditures. We show the estimates �rst for the overall government in Figure 1.6, before we
show the repose at the state and local government level in Figure 1.7 and at the federal level in
Figure 1.8.
[18, 29] �nd increase in automatic spending by the federal government, in form of social
insurance programs. Our �ndings echo theirs, and we do indeed observe that automatic spending
rises coinciding with the most salient impact of the China shock, falling to insigni�cant levels in
the later part of our sample. Interestinly, we notice that there is no statistically signi�cant impact
on discretionary government spending.
Expenditure breakdown mirrors net negative effect on total spending by state and local
governments. Both automatic and discretionary spending by state and local government has
relatively modest and statistically insigni�cant decrease.
[18, 29] �nd increase in social security, medicare, and other social insurance (automatic)
spending. We mirror their �nding at the federal level, noticing a sharp increase in the federal
government's social insurance spend. Moreover, we also see relatively larger increases in
discretionary spending, signi�cant after 2015.
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(a) Real automatic expenditures per capita (b) Real discretionary expenditures per capita

Figure 1.6: Total Government Expenditures

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
Panel (a) uses total log automatic expenditures per capita as outcome variable; panel (b) uses total log discretionary
expenditures per capita as outcome variable. Counties are normalized to the 1990 county de�nition and sample is
restricted to counties with a population of 50,000 as of the 2000 decennial census. Regressions are weighted by 2000
decennial census population.

(a) Real automatic expenditures per capita (b) Real discretionary expenditures per capita

Figure 1.7: State and Local Government Expenditures

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
Panel (a) uses total log automatic expenditures per capita at the state and local level as outcome variable; panel (b)
uses total log discretionary expenditures per capita at the state and local level as outcome variable. Counties are nor-
malized to the 1990 county de�nition and sample is restricted to counties with a population of 50,000 as of the 2000
decennial census. Regressions are weighted by 2000 decennial census population.

Federal Grants Last but not least we estimate the adjustments of federal grants to state and
local governments. Federal grants-in-aid are an important tool for the federal government to
reallocate resources across the economy. Federal grants to state and local governments amount to
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(a) Real automatic expenditures per capita (b) Real discretionary expenditures per capita

Figure 1.8: Federal Government Expenditures

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
Panel (a) uses total log automatic expenditures per capita at the federal level as outcome variable; panel (b) uses total
log discretionary expenditures per capita at the federal level as outcome variable. Counties are normalized to the 1990
county de�nition and sample is restricted to counties with a population of 50,000 as of the 2000 decennial census.
Regressions are weighted by 2000 decennial census population.

829,093 bn USD which represents 12.20% of current expenditures of the federal budget or
22.54% of current receipts for state and local governments in 2020.12

Contemporaneous with the peak of trade shock ([29] report import competition peaked in 2012,
insigni�cant thereafter).

12For more details on federal grants-in-aid see Appendix Section A.2.
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Figure 1.9: Real federal grants to state and local governments per capita

Notes: The �gures plot the estimates of the following two stage least square speci�cation:ln . 8C = a8 ¸ WC ¸
Í 2019

C0=2001I C0=CVC0 d� �%
2D
8g ¸ Y8Cand � �%2D

8g = U5 ¸ V5� �%2>
8g ¸ Y5

8 . Standard errors are robust to heteroskedasticity.
The outcome variable is log federal grants-in-aid. Counties are normalized to the 1990 county de�nition and sample is
restricted to counties with a population of 50,000 as of the 2000 decennial census. Regressions are weighted by 2000
decennial census population.
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1.6 Conclusion

The China shock had profound consequences on U.S. labor markets. We evaluate the what role
the government had in response to it. Studies thus far evaluated narrow aspects of the
government's response to the China shock [4, 19]. We take a more holistic perspective and
evaluate the response at all levels of the government and across all spending categories. This
allows us to obtain unique insights into the net resource allocation of the government vis-a-vis the
private economy. As a result, we �nd a decline in total governmental receipts in counties that are
hardest hit, while a muted response of total governmental spending. The aggregate response
conceals a lot of heterogeneity: a decomposition at the governmental level shows an increase in
expenditures and lower receipts at the federal level; at the local and state level we �nd a
simultaneous reduction of receipts and spending. The latter is a consequence of the balanced
budget constraint. Overall, total government spending is approximately constant while total
receipts are falling. As a result, the insurance function of the federal government is offset by a
reduction at the state and local level which renders total government spending neutral to the China
shock. This stands in contrast to prior research which has focused on the federal response and
suggest that workers had to bear a larger burden as a result of the trade shock. Furthermore, we
evaluate the �scal consequences at the local government level. Consistent with the decline in
revenues, we �nd evidence for an overall deteriorating �scal position. Pension liabilities, OPEB
liabilities and bonded debt as of receipts tend to increase in those local governments that are part
of a negatively impacted labor market. A similar messages emerges from the municipal bond
market; both primary and secondary market spreads are higher for impacted communities relative
to less impacted communities.
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Figures and Tables

(a) State Expenditures (b) State Revenues

Figure A.1: State Revenues and Expenditures

Notes: The �gures plot the state revenues and expenditures by category and by year. The data comes from the
ASSLGF.

(a) Local Expenditures (b) Local Revenues

Figure A.2: Local Revenues and Expenditures

Notes: The �gures plot the local government revenues and expenditures by category and by year. The data comes
from the ASSLGF.
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(a) De�cit by Level of Government (b) De�cit by Level of Government after Reallo-
cation of IGT

Figure A.3: De�cit by Level of Government

Notes: The left panel shows plots the de�cit by level of government as reported in the governmental accounts. The
right panel shocks the de�cits by level of government after considering the re-allocation of resources through inter-
governmental transfers.

Mean 25-%ile 50-%ile 75-%ile Count

Share Federal Receipts 0.474 0.420 0.472 0.523 59,032
Share State Receipts 0.262 0.218 0.253 0.296 59,032
Share Local Receipts 0.264 0.214 0.260 0.311 59,032
Share Federal Expenditures 0.599 0.536 0.603 0.670 59,032
Share State Expenditures 0.197 0.133 0.177 0.238 59,032
Share Local Expenditures 0.204 0.156 0.195 0.243 59,032
Total imbalance per capita -4481.560 -8034.381 -5218.399 -1967.845 62,100
Federal imbalance per capita -4209.526 -7187.783 -4889.299 -2434.320 58,957
State imbalance per capita -106.878 -648.196 226.198 708.439 58,957
Local imbalance per capita -353.697 -581.560 -149.405 79.206 58,957
Total imbalance per GDP -0.174 -0.299 -0.170 -0.065 59,032
Federal imbalance per GDP -0.155 -0.259 -0.147 -0.059 59,032
State imbalance per GDP -0.007 -0.020 0.008 0.022 59,032
Local imbalance per GDP -0.010 -0.017 -0.005 0.003 59,032

Table A.1: Summary Statistics Pooled Sample 2001-2019

Notes: The table tabulates the summary statistics the longitudinal dataset at the county level between 2001 and 2019.
We maintain the sign convention that a negative value means higher expenditures than revenues. We normalize county
de�nitions to 1990 counties whenever applicable.
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(a) Taxes on Production and Imports

(b) Personal Tax Receipts

Figure A.4: NIPA and ASSLGF Tax Revenue

Notes: Panels plot the time series of tax revenues from the Census Bureau Annual Survey of State and Local Govern-
ment Finances against the National Accounts Table 3.3 from the U.S. Bureau of Economic Analysis. Years ending on
"2" and "7" are full census years. In the intermediate period only a subset of observations are observed; remaining
missing values are interpolated according to the Census Bureau's interpolation method. Taxes on production and im-
ports include property tax, sales tax, excise tax, and other taxes on production and imports. Personal taxes subsume
personal income tax and personal other taxes.
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Figure A.5: NIPA and ASSLGF Consumption Expenditures

Notes: The �gure plots the time series of consumption expenditures from the Census Bureau Annual Survey of State
and Local Government Finances against the National Accounts Table 3.3 from the U.S. Bureau of Economic Analysis.
Years ending on "2" and "7" are full census years. In the intermediate period only a subset of observations are ob-
served; remaining missing values are interpolated according to the Census Bureau's interpolation method. Consump-
tion expenditures include current expenditures on �re protection, parks and recreation, natural resources, corrections,
hospitals, health expenditures, other current expenditures, primary and secondary education, higher education, educa-
tion n.e.c., central staff expenditures, judicial, libraries, �nancial administration, solid waste, general building, police,
and protective inspection
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Figure A.6: NIPA and ASSLGF Gross Investment

Notes: The �gure plots the time series of consumption expenditures from the Census Bureau Annual Survey of State
and Local Government Finances against the National Accounts Table 3.3 from the U.S. Bureau of Economic Analysis.
Years ending on "2" and "7" are full census years. In the intermediate period only a subset of observations are observed;
remaining missing values are interpolated according to the Census Bureau's interpolation method. Gross investment
includes capital investments for port facilities, water utilities, highways, air transport, and capital expenditures n.e.c.,
natural resources, parks and recreation, education, protective and inspection, solid waste, corrections, libraries, general
buildings, parking facilities, liquor stores, transit utilities, sewage, electric utilities, �re protection, central staff, health
infrastructure, policy, housing, judicial, �nancial administration, and gas utilities.
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Chapter 2: Valuing Financial Data

Investment management �rms are gradually transforming themselves from users of small data and

simple asset pricing models to users of big data and computer-generated statistical models.

Amidst this transformation, investors' strategic focus is shifting from the choice of pricing model

to the choice of data they acquire. A key question for modern �nancial �rms is: How much

should they be willing to pay for a stream of �nancial data? This paper devises and puts to use a

methodology to estimate this dollar value, based the investor's own characteristics, without

needing to know the characteristics of others.

From information-based theories, we know many qualitative features of �rms that make data

valuable – large stocks, growth stocks, stocks with risky payoffs, assets that are sensitive to news,

assets that others are uninformed about. After all, data is simply a stream of digitized information.

But investors differ. An investor with a large portfolio values data more, while an investor who

invests in a restricted set of assets values data less. Investors with different investment styles value

data differently. An investor with lots of other data is less willing to pay for additional data, while

an investor who trades more frequently might value data more or less. The magnitudes of all these

effects depend on the asset market equilibrium, which in turn depends on the characteristics of

every other investor. To make matters more complex, we also know that illiquidity or price impact

of a trade make information less valuable [39], but how this interacts with investor heterogeneity,

quantitatively, is less understood.

Our simple procedure to estimate the value of any data series, to an investor with speci�c

characteristics, reveals enormous dispersion in how different investors value the same data. The

dispersion in private valuations matters for our understanding of data markets because when

values are highly dispersed and the market price of data changes, few customers have valuations

between the old and new price. So, few customers change their data demand in response to the
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price change. This is a low price elasticity of aggregate data demand.

It is important to point out that our procedure leads to an estimate of privatevalueto an investor,

which could be different from a transaction price that one might observe when data is sold.

Knowing the private values of market participants allows one to trace out a demand curve for

data. Some investors would have values greater than the equilibrium price, some less. This is like

a shopper determining how much they value a sweater. Knowing that the sweater's market price is

$50 does not make that the shopper's value of the sweater – it might be the wrong color or size.

Alternatively, the shopper might be willing to pay $100 for the sweater and still not buy it because

they �nd a similar sweater for less. Understanding how customers (investors) value a product (a

data set) is different from calculating a market clearing or equilibrium price. Valuations are

important because they allow us to evaluate consumer surplus and welfare, teach us about demand

elasticity, markups and market competition, and allow one to ask if observed transactions prices

are ef�cient.

Our measurement approach relies on suf�cient statistics which are easily computable. While our

measure is based on a model, we do not need to estimate most model parameters to arrive at a

data value. In Section 2.1, we set up a noisy rational expectations model with rich heterogeneity

in investors, assets and data types and derive the expected utility of data in dollar amounts. These

investors use data to seek alpha. They control for risk factors, forecast which assets have excess

returns and invest in those assets. We show that a few suf�cient statistics—average conditional

and unconditional returns, variances and forecast errors—are all that is needed to value a stream

of data.

The fact that these return-based statistics are suf�cient is surprising. On the surface, they seem to

be missing the well-known result that private information is more valuable than public

information. Furthermore, they seem to miss the extent to which an investor's data is partially

revealed to others through the price level. However, our statistics do account for both forces and

the results show why. Public information and the part of information leaked through prices affect

prices, but do not forecast returns. Looking at the reduction in the conditional variance of returns
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correctly values data for its information content, over and above what can be learned from prices,

and accounting for what others will learn from prices about our data as well. Our suf�cient

statistics are also a valid measure, regardless of how heterogeneous other investors' preferences,

data or investment styles are. They can be used to value data about asset fundamentals or about

sentiment. Finally and importantly, a version of these statistics can be used in imperfectly

competitive markets as well.

One could apply this tool to any �nance-relevant data series, or any bundle of data series – all it

requires is knowledge of the purchasing investor's characteristics and access to a history of

market prices and data realizations. We present a small number of examples that highlight the

importance of accounting for investor heterogeneity in data valuation.

In Section 2.3, we compute the dollar value of median analyst forecasts of earnings growth for

investors with different wealth levels, different investment styles and facing different market

conditions. These exercises highlight the �exibility of our approach and its ability to

accommodate various dimensions of heterogeneity. Our �rst exercise explores the role of investor

wealth and risk preferences. To do this, we consider two investors with the same relative risk

aversion and different initial wealth levels. This implies that the wealthier investor has lower

absolute risk aversion and as a result, values the same data by more. But, the extent depends on

market conditions, i.e. on whether their trades have price impact or not. When markets are

competitive, i.e. a trade has no impact on the market price, data values increase sharply with

wealth: an investor with $250 million in initial wealth values data by almost 300 times compared

to one with $0.5 million. Accounting for price impact, in line with empirical estimates,

dramatically reduces the value of data for all investors, but has noticeably larger effects on the

investor with higher wealth/lower absolute risk aversion. This illustrates a general pattern we see

– there is enormous heterogeneity in willingness to pay for data, that is substantially tempered by

a modest degree of market illiquidity.

The high sensitivity of data to price impact is interesting in its own right. It suggests that market

liquidity matters greatly for the value of �nancial data. Small changes in market conditions can
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thus lead to large variation in data value and through that, in the valuation of �rms whose main

asset is �nancial data. This suggests a new avenue of how liquidity effects in asset markets. We

typically think of market liquidity as something that affects only the value of �nancial assets, not

directly affecting the real value of a �rm. As data becomes a more important asset for �nancial

�rms, the prices of �nancial �rms may become increasingly sensitive to market liquidity.

Incorporating price impact also uncovers a novel insight: Inelastic asset demand can lead to more

elastic data demand. This is because price impact causes investors to reduce the sensitivity of

their trading decisions to prices, implying a less elastic asset demand. Price impact also makes

data valuations less heterogeneous by lowering data value most signi�cantly for investors with the

highest data valuations to begin with, �attening the data demand curve and contributing to high

price elasticity.

Our second exercise considers investors with different investment styles. Speci�cally, we analyze

the value of analyst forecast data for investors who trade only in a single portfolio, such as the

S&P 500 portfolio, or a portfolio consisting of only small stocks, only large stocks, only growth

stocks or only value stocks. Our benchmark is an investor who trades all �ve of these portfolios.

Because each of these types uses a piece of data differently, they value the same piece of

information differently. We �nd that investors in large and growth stocks (as well as investors

who trade all �ve portfolios) value analyst forecast data substantially more than a value or

small-stock investor.

Our third exercise quanti�es how much the value of analyst forecast data depends on what other

data is in an investor's database. We �nd considerable variation in data values when we vary the

other data variables used. In general, the more series we add to the investor's information set, the

lower is the value gained by having access to analyst forecasts and these effects are sizable. This

result illustrates the importance of accounting for many facets of investor heterogeneity. It also

suggests that this dimension of heterogeneity can induce sizable variation in data valuations.

Our fourth exercise considers the effect of trading horizon on the value of analyst forecast data.

Our toolkit can easily accommodate such differences with higher frequency observations on the
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data series and asset returns. We illustrate this by computing the value of data to an investor who

trades over an annual horizon (our baseline calculations are for a quarterly horizon). We �nd that

a longer horizon makes analyst forecast data somewhat more valuable, i.e., the data turn out to be

more useful in forecasting returns over shorter horizons. It is worth highlighting that this exercise

is about trading horizon, not frequency—it is possible that an investor who trades or rebalances

his portfolio more frequently ascribes a higher value to the data compared to one who trades less

often. In principle, our procedure can be extended to this type of heterogeneity as well, but in part

due to data limiations, we do not explore it in this paper.

In Section 2.4, we explore how investors with different characteristics value macroeconomic

information. In contrast to the analyst forecast data, we �nd less variation across different

investment styles for this type of data. The estimated dollar values are sizeable, suggesting all

investors in general �nd macroeconomic information quite useful for portfolio choice. Again,

market illiquidity not only decreases value of data to all investors, but also signi�cantly

compresses the heterogeneity in data valuations.

As such, these exercises not only highlight how our toolkit can be applied in practice but also

yield new insights about �nancial asset and data markets.

Relationship to the Literature. Data is information. Therefore, our approach to valuing

�nancial data draws primarily on the literature exploring information in �nancial markets. A few

papers have examined the value of information or skill, for a representative agent or in an

economy with one aggregate risk [40, 41, 42, 43]. [39], [44], and [45] add imperfect competition.

What we add is a richer asset structure, a richer information structure, but most importantly,

heterogeneous investors who value information differently. This last ingredient is essential to

understand what the aggregate data demand function looks like. The study of data demand

complements work examining the different ways in which data is supplied [46, 47].

Enriching the information structure to allow for public, private or correlated signals is also

important for real-world measurement. Such rich information structures are commonly studied in
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settings with quadratic payoffs [48, 49, 50]. But they have substantially complicated previous

asset market models to the point that most authors assume fully private [51, 52, 53] or fully

common [54] information.1 In addition, investors may choose between asset valuation-relevant

data or data about other investors' order �ow [57]. The idea that all these types of information can

be valued with one set of suf�cient conditions is a new idea that substantially broadens the

empirical applicability of these tools.

The main point of the paper is to show that heterogeneity in investor characteristics matters for

data valuations. Some version of all these characteristics exist in some noisy rational expectations

model [39, 58, 59], most of which look daunting to estimate.2 This project shows that, despite all

these degrees of heterogeneity among investors, data types and equilibrium effects, there is a

simple procedure to compute a value for data.

[61] propose a data valuation procedure that, like ours, also makes use of conditional means and

the variances of returns. Our work advances this conversation, by accounting for the revelation of

information through prices, showing how to incorporate many, correlated assets and signals,

exploring public and private data, accounting for market elasticity or price impact, and allowing

for wealth effects that are consistent with common utility speci�cations. Our results discuss the

quantitative signi�cance of each of these innovations.

Measures of the information content of prices, like those in [62] and [63] are used to infer how

much the average investor in an asset knows. Such measures are related, in that they arise from a

similar noisy rational expectations framework. But they answer a question about the quantity of

information, not its value. [64]'s “initial value” of a unit of precision is not the value an investor

would pay and is not heterogeneous. Our suf�cient statistics approach is more relevant for

demand estimation, much simpler to estimate and more robust to heterogeneity.

1Exceptions include [55] and [56].
2Heterogeneity also arises in micro models like [60], who value information in a bilateral trade, where sellers do

not know buyers' willingness to pay, but without the equilibrium considerations about what others know.
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2.1 A Framework for Valuing Data

Since data is information, we build on the standard workhorse model of information in �nancial

markets, the noisy rational expectations framework, in which investors use signals and the

information in asset prices to select high excess return portfolios, controlling for risk. To the

framework, we add long-lived assets, imperfect competition, wealth effects, investment styles,

public, private or partly public signals and arbitrary correlation between assets and between

various signals. We include these features because each one affects the value of information.

Model extensions consider data about sentiment or order �ow.

Our contribution is not a newmodel per se, but rather to show how to estimate data valuations

using a rich and �exible theoretical framework. Of course, this is not the simplest model to arrive

at a sharp result on data valuations. If anything, it is the opposite: our goal is to show how, despite

all the richness and heterogeneity, the value of data can still be reduced to a few suf�cient

statistics that are easy to compute. Later, we justify this rich modeling of investor heterogeneity

by showing that it has a signi�cant impact on data valuations.

Assets There are# distinct risky assets in the economy indexed by9, with net supply given by

�G. Each of these assets are claims to stream of dividendsf 39Cg1
C=0, where the vector3Cis assumed

to follow the auto-regressive process

3Ç 1 = ` ¸ � ¹3C� ` º ¸ HÇ 1•

Here, the exogenous dividend innovation shockHÇ 1 � N ¹ 0–� 3º is assumed to be i.i.d. across

time.3 We use subscriptCfor variables that are known before the end of periodC. Thus, the

dividend3Ç 1 and its innovation shockHÇ 1 both pertain to assets that are purchased in periodC;

both these shocks are observed at the end of periodC.

3Normal payoffs and information, while standard in this literature, are not very realistic. Appendix B.4 shows how
to approximate a solution to this model in a case where payoffs and signals are not normal, but are skewed.
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Investors and Investment Styles In each periodC, = overlapping generations investors,

82 »0–1¼, are born, observe data, and make portfolio choices. The number of investors may be

�nite, which implies that markets are imperfectly competitive. We will also consider the limiting

economy as= becomes in�nite. In the following periodÇ 1, investors sell their assets, consume

the dividends and the proceeds of their asset sale and exit the model. Each investor8born at dateC

has initial endowment�F8Cand utility over total, end-of-life consumption28Ç1.

Many investors describe their strategy as small-�rm investing or value investing, which limits the

assets they hold. In order to account for the role of investment strategy in data value, we allow an

investor8to be subject to an investment style constraint, which limits the set of risky assets they

can purchase. For each investor8, we denote the set of all portfolios over investable assets asQ8.

The matrix\ 8 is an< 8 � # matrix of zeros and ones, where< 8 � jQ 8j is the number of investable

assets for investor8. Each row of\ 8has a single1 entry, with all other entries zero. Assume an

arbitrary order on the N risky assets, if the asset indexed9in the entire set of# assets is the: -th

asset in investor8's style class, then that asset is investable and the: -th row of \ 8will have 9th

column entry equal to 1.4

At dateC, investors choose their portfolio of risky assets, which is a vector@8C2 Q8of the number

of shares held of each asset. They also choose holdings of one riskless asset with returnA, subject

to budget constraint. Investor maximization can be written as

max
@8C

E »* ¹28Ç1º¼

28Ç1 = A
�
F8C� @0

8C\ 8?C
�

¸ @0
8C\ 8¹?Ç 1 ¸ 3Ç 1º • (2.1)

Data According to Bayes' law, the information investors learn from prices, as well as their

private data, public data and any correlated information can be linearly combined into one

composite signal. Speci�cally, this combination of private, public and price information is

4Following, [65], we do not model the source of the constraint. Our formulation implies that we consider setsQ8
that either set the holdings of some assets to zero, or allow the entire real line. For example, long-only portfolios would
restrictQ8 to the non-negative realm ofRe# . Of course, it is possible that an investor is unrestricted. If so,Q8 = Re# .
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equivalent to getting an unbiased signalB8Cabout the dividend innovationHÇ 1, with private signal

noiseb8Cand public signal noiseI Ç 1.

B8C= HÇ 1 ¸ Z8CI Ç 1 ¸ b8C

The termI Ç 1 � N ¹ 0–� I º comes from the noise in public component of the any data. It is iid

across time, with precision� � 1
I . This public signal noiseI Ç 1 pertains to assets that are purchased

in periodCand is observed at theendof periodC. If investor8learned nothing from any prices or

public sources of information at dateC, thenZ8C= 0 and this becomes a standard private signal.

Similarly, b8C� N ¹ 0–  � 1
8Cº is the noise in the private component of the signal (iid across

individuals and time), which has the precision 8C, orthogonal to the noise of the public

component.5

External Demand Some source of noise in prices is necessary to explain why some investors

know information that others do not. Noise could come from hedging motives, estimation error,

cognition errors or sentiment. Noise traders buyGÇ 1 shares of the asset, whereGÇ 1 � # ¹0–� Gº is

independent of other shocks in the model and independent over time. The noise can be arbitrarily

small, as long as� G ¡ 0.

Equilibrium An equilibrium is a sequence of pricesf ?Cg1
C=0 and portfolio choicesf @8Cg1

C=0, such

that

1. At the beginning of each periodC, all investors have the information setI �
C = fI C� 1– HC–

3C– GC– ICg, whereI C� 1 is the information set of the average investor at timeC� 1. The

dividend3Ç 1 its innovation shockHÇ 1 and the noise trader demandGÇ 1 are observed at the

end of periodCand are included inI �
Ç 1.

5This is equivalent to a setting where investors learn from prices. We recognize that the precision will therefore
depend on the equilibrium price coef�cients. Previous versions of the paper also spelled out the equivalence between
this form and a setting where each investor has access to� distinct data sources. Signals from each of these data
sources (indexed by� ) provides information about dividend innovationsHÇ 1, from a linear combinationk � of assets:
[ 8�C = k � HÇ 1 ¸ � � 48C.
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2. Investors use Bayes' Law to combine prior informationI �
C with data and price information

?Cto update beliefs. The information set at the time of portfolio choice is equivalent to

I 8C= fI �
C – B8C– ?Cg.

3. Investors choose their risky asset investment@8C2 Q8 to maximizeE »* ¹28Ç1º jI 8C¼, taking

the actions of other investors as given, subject to the budget constraint (2.1).

4. At each dateC, the price vector? equates demand plus noiseGÇ 1 to �Gunits of supply:

Õ

8

@8Ç GÇ 1 = �G 8C• (2.2)

Equilibrium Solution To solve the model, we assume that investors have mean-variance

preferences over their end-of-period wealth.6 This allows us to write the conditional expected

utility at timeCas

E »* ¹28Ç1º j I 8C¼= d8E »28Ç1 j I 8C¼�
d2

8

2
V »28Ç1 j I 8C¼• (2.3)

Here,d8denotes absolute risk aversion for investor8.

For a perfectly competitive market (= ! 1 ), the equilibrium price schedule is linear in current

dividend3C, future dividend innovationsHÇ 1, demand shocksGÇ 1 and the noise in public dataI Ç 1

(see Appendix B.1):

?C= � C¸ � ¹3C� ` º ¸ � CHÇ 1 ¸ � CGÇ 1 ¸ � CI Ç 1• (2.4)

Note that while our setting is dynamic (the assets are long-lived), the assumption of 2-period-lived

investors leads to a simple Markov structure for the equilibrium price. The equilibrium price only

depends on the current innovations, i.e., there are no dynamic hedging motives. This is motivated

6In Appendix B.3, we use the small shock approximation introduced in [58] to interpret mean-variance utility as a
second-order approximation to a more general class of utility functions.
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by the standard approach in the NREE literature, [66], to keep the model tractable.

Mapping Data Utility to Suf�cient Statistics Our �rst result derives the unconditional

expectation of (2.3), in terms of means and variances of the vector of asset pro�ts. Those pro�ts,

� 8C, for investor8's feasible investment set, are de�ned as

� 8CB \ 8»?Ç 1 ¸ 3Ç 1 � A ?C¼• (2.5)

Then, we express utility as an indirect expected utility function~* which takes an information set

I 8C(data) as its argument.

Lemma 1. In a competitive market (= ! 1 ), investor expected utility can be expressed as

~* ¹I 8Cº =
1
2

E »� 8C¼0V »� 8Cj I 8C¼� 1 E »� 8C¼̧
1
2

Tr
�
V »� 8C¼V »� 8Cj I 8C¼� 1 � �

�
¸ Ad8 �F8C (2.6)

where Tr is the matrix trace and�F8Cis investor8's exogenous endowment.

Proof is in Appendix B.2. Equation (2.6) illustrates the basis for our measurement strategy. We

will estimate ~* ¹I 8Cº with and without the piece of data to be valued and take a difference.

The �rst term is the expected pro�t on individual8's portfolio. The role of more or better data is to

reduce conditional varianceV »� 8Cj I 8C¼. In other words, an investor's utility rises with data if she

can use the data to make forecasts with smaller squared forecast errors. Smaller forecast errors

are valuable because they allow the investor to buy more of assets that will ultimately have higher

returns

In an imperfectly competitive market, expected utility uses price-impact-adjusted variances, as

proven in Appendix B.2.

Lemma 2. Unconditional expected utility, for an investor with price impact3?•3@8 is

~* ¹I 8Cº = E »� 8C¼0+̂ � 1
8 E »� 8C¼̧ Tr

�
¹V »� 8C¼� V »� 8Cj I 8C¼º̂+ � 1

8

�
¸ Ad8 �F8C• (2.7)
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where+̂ � 1
8 := ~+ � 1

8

�
1 � 1

2V »� 8Cj I 8C¼~+ � 1
8

�
and ~+8 := V »� 8Cj I 8C¼̧ 1

d8

3?
3@8

.

Notice that if3?•3@8 = 0, then +̂8
2 = ~+8 = V »� 8Cj I 8C¼. This becomes Lemma 1.

This formula explains another important features of our results. Multiplying3?•3@8 is an

investor's risk tolerance1• d8. Since this is absolute risk aversion and we know that absolute risk

aversion declines in wealth, one can interpret this as a proxy for investor wealth. In equilibrium,

an investor with lower absolute risk aversion will have larger trade sizes, and their equilibrium

trades will have more price impact.

The price impact ofall investors' trades would seem to matter for the value of data. It does. But

once again, it is captured by the variances. Of course, if the investor is large, it is possible that

knowledge of this data choice will change the behavior of other investors – we abstract from this

possibility, by positing a surprising, one-time deviation.

The two key assumptions behind both the competitive and market power results are that price can

be approximated as a linear function of innovations as in Equation (2.4), and that individual8

maximizes risk-adjusted return. In other words, this calculation is accurate as long as investors

use linear factor models and maximize risk-adjusted return, even with potentially heterogeneous

prices of risk.

Why it Doesn't Matter if Data is Public or Private. The expression for data value is the same

for public and private information – regardless of who else knows the data, it is valuable only for

its ability to change the conditional forecast errors. This might seem to contradict what we know

about information value, e.g., [67]. The reconciliation comes from the fact that the publicity of

the data does matter for the conditional variance. Private information, which is less likely to be

impounded into price, is typically more valuable compared to information that the market already

knows (and is therefore uncorrelated with?Ç 1 ¸ 3Ç 1). Public information about?Ç 1 ¸ 3Ç 1 is

already impounded inA ?C.

In short, knowing the forecast errors fully captures the way in which knowledge matters:

conditional variances, or in other words, the properties of forecast errors, are suf�cient statistics.
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This is an incredibly helpful property because it relieves the econometrician of having to �gure

out who knows what.

Similarly, the risk preferences and investment styles of all market participants matter for the value

of data. However, the expected pro�tE »� 8C¼captures the way in which risk preferences and

investment mandates matter.

Wealth Effects: Mapping Utility to a Dollar Value The dollar value of data is the amount of

risk-free return an investor would require to be indifferent between having the data, or not having

the data but getting the additional riskless wealth. Dividing the difference in utility by the

coef�cient of absolute risk aversion delivers a certainty equivalent amount:

$Value of Data8 =
1
d8

� ~* ¹I 8C[ dataº � ~* ¹I 8Cº
�

(2.8)

This coef�cient of absolute risk aversion is not constant (not CARA). It varies with wealth. Every

utility function has some absolute risk aversion at every point of the function. It is this local,

wealth-dependent risk aversion that we calld8. One way to impute such a value is to assume the

investor has constant relative risk aversion (CRRA, denotedf � ' ' � ).7 Then, compute the level of

absolute risk aversion that equates the two utilities, for each level of wealth:

� exp¹� d828Cº = 21�f � ' ' �
8C •¹ 1�f � ' ' � º. For relative risk aversion of2, we can expressd8as a

function of investor wealth28Cas

d8 = ln¹28Cº•28C• (2.9)

Data About Order Flow or Sentiment Many new data sources teach us about sentiment –

something unrelated to the fundamental asset value, that affects current demand. Analyzing

7An alternative approach to estimatingd could be to use the market price of risk. Using the formulas for the
equilibrium price coef�cients, one could map the value ofd to an equity premium and choose the value that matches
a preferred estimate of the equity premium. We do not follow that approach for two main reasons. First, this would
give us an estimate of the market's risk aversion and therefore, on how an average investor in the market values data.
We are interested in how an individual investor, with particular characteristics should value data and in understanding
how investor heterogeneity matters for data valuation. Second, it requires estimating most of the structural parameters
of the model. As such, the estimates becomes much more sensitive. It negates the advantage of our suf�cient statistics
approach.
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Twitter or StockTwits is one example. In our model, the variable that moves current price in a

way that is orthogonal to value isGÇ 1. So, we interpret sentiment as something that shows up in

G. [68] shows that such data can be used to remove the noise from price signals. Doing this is

functionally equivalent to trading against dumb money, a common practice for sophisticated

traders. Our suf�cient statistics in Equations (2.6) and (2.8) can also value data series about

sentiment, order �ow, or aspects of demand that are orthogonal to future cash �ows (see

Appendix B.6).

2.2 Data and Estimation Procedure

Next, we describe our estimation procedure and the various data series used for returns and

�nancial signals.

2.2.1 Data Sources

Our toolkit can used to value any �nance-relevant data stream or bundle of data streams. In the

rest of the paper, we show how it can be used to value two different data streams. The �rst,

discussed in the following section, values earnings forecast data put out by stock analysts. We

discuss how the value varies with investor heterogeneity along various dimensions and market

conditions. The second, in Section 2.4, estimates the value of a hypothetical data source that

allows investors to perfectly forecast GDP. Before turning to that analysis, we describe the two

data sources of interest in more detail.

The Financial Data Stream We Value: I/B/E/S Forecasts The data series of interest in our

�rst exercise is earnings forecasts provided by the Institutional Brokers' Estimate System

(I/B/E/S). We use earnings forecasts for 12,501 unique �rms from 1985–2019, with 2,597 �rm

observations per quarter on average.8

8We use the Summary Statistics series from I/B/E/S, accessed through WRDS,https://
wrds-www.wharton.upenn.edu/pages/get-data/ibes-thomson-reuters/ibes-academic/
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We use quarterly earnings forecasts from I/B/E/S. In our baseline model, investors have a horizon

of a quarter and use the latest available one-quarter-ahead earnings forecast at each date. Later,

we explore how different trading horizons affect the data value.

The Macro Data Stream We Value:Ex-postGDP Growth For realized GDP growth, we use

the second release estimates of quarterly GDP growth from BEA, as reported by the Federal

Reserve Bank of Philadelphia9.

Data Sources for Asset Prices and Cash�ows All data are for the U.S. equity market, over the

period 1985–2019. Stock prices come from CRSP (Center for Research in Security Prices). All

accounting variables are from Compustat. For our quarterly calculations, we use the market

capitalization at the end of the calendar quarter and total dividends paid throughout the calendar

quarter. For annual calculations, we use market capitalization at the end of the calendar year and

total dividends paid throughout the calendar year. In line with common practice, we exclude �rms

in the �nance industry (SIC code 6).

We make a couple of adjustments to the raw data. First, we adjust for stock splits, buybacks and

other events which affect shares outstanding for any stock, using the standard CRSP adjustment

factors. The second pertains to exiting �rms. Our preferred solution is to only consider periods

during which a �rm has non-missing information. Next, we winsorize the nominal values for

market capitalization and total dividends at 0.01% level.

The equity valuation measure, i.e., the empirical counterpart for the price?9Cin the model, is

market capitalization over total shares outstanding. Our cash-�ow variable,39C, is total dividends

paid over shares outstanding.

We use the holding period returns from CRSP to calculate the the excess returns using the yield

on Treasury bonds (constant maturity rate, hereafter CMT) as the risk-free rate. For the quarterly

estimates, we use CMT with three months maturity, while for annual estimates, we use CMT with

summary-history/summary-statistics/ .
9https://www.philadelphiafed.org/surveys-and-data/real-time-data-research/

routput
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one year maturity.

Forming Asset Portfolios The procedure described above can be used for any number and type

of assets, including individual stocks. However, for expositional purposes, and to show more

clearly the patterns in data value, we group assets into a small number of commonly-used

portfolios, rather than work with a large number of individual stocks/assets. This leaves us with a

more manageable number of data values to compute and compare.

Our �rst two portfolios are based on size. We group �rms into Large and Small, based on whether

their market capitalization is above or below the median value for all �rms in our sample, in a

given period. Next, we construct Growth and Value portfolios, using the book-to-market ratio

(de�ned as the difference between total assets and long-term debt, divided by the �rm's market

capitalization). Firms above the median value of book-to-market in a period are assigned to the

Value portfolio, while those below the median are part of the Growth portfolio. In addition to

these four portfolios—Small, Large, Growth and Value—we also include a market index

(speci�cally, the S&P500) as a portfolio. We use value-weighted averages for excess returns for

each portfolio as the return measure, where we weigh each �rm's return by its market

capitalization.

Measuring Price Impact Quantifying data value using (2.12) requires an estimate for price

impact 3?
3@8

. In practice, an investor who wants to value data using this toolkit should use a number

appropriate to their context (i.e., how much the price of the asset typically moves when they

trade). Estimates in the literature span a wide range—see [69]. In our baseline analysis, we will

use one of those estimates, speci�cally the one from [70] who �nd that trading2•5%of the daily

volume of a stock has a price impact of15bp on the price.10.

To map this estimate to an elasticity3?
? • 3@

@ = 15, we follow [69] and assume an annual turnover

of 100%and250trading days per year. The object¹3?•3@8º � ?C?0
Cin our model can then be

10In Appendix B.7.2, we also report our data values from our baseline exercise using the price impact estimate of
[69].

41



obtained by simply dividing this elasticity by the market capitalization?@. We use a reference

market capitalization of USD 1 Billion for our exercises, which leads to

_ � 3?
3@8

� \ 8?C?0
C\

0
8 = 1•5 � 10� 8. Data limitations force us to make the following simplifying

assumptions: (i) price impact is the same for all portfolios we analyze (all\ 8's) and (ii) there is no

cross-asset price impact, i.e. trading in one asset only move the prices of that asset. These

assumptions can be relaxed, as per the appropriate market structure being studied for valuing

relevant �nancial information. Under these two assumptions, the matrix¹3?•3@8º � \ 8?C?0
Cin

Equation (2.12) takes the form_� , where_ = 1•5 � 10� 8 is the price impact and� is the identity

matrix. While this value of_ might seem like a small number, we will see that it has substantial

impact on data valuations.

2.2.2 Estimation Procedure

Excess Returns To build a tighter connection with the asset pricing literature, we reformulate

our data value expression in terms of returns. Excess return on assets in the investment set is

de�ned as:

' 8CB \ 8»¹?Ç 1 ¸ 3Ç 1º � ?C� A¼= � 8C� \ 8?C– (2.10)

where� represents the Hadamard (element-by-element) division of two matrices. The binary\ 8

matrix pre-multiplying returns selects out only the subset of returns that are for assets the investor

can hold, given their investment style constraint. This ensures that investors do not get expected

utility from assets they cannot hold, and drops out (\ 8 = � ) for investors who trade all assets.

The investor unconditional expected utility in Lemma 1 and Lemma 2 are expressed in terms of

� 8C. In Appendix B.5, we derive expressions forex-anteexpected utility expressions in Lemma 1

and Lemma 2 in terms of moments of returns.11 In the case of perfect competition (= ! 1 ),

11This requires an assumption about theex-antevariability of ?C. The key patterns in data valuation described in
the following sections hold even when we work directly with pro�ts using the expressions in Lemma 1 and Lemma 2.
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expected utility is

~* ¹I 8Cº �
1
2

�
E »' 8C¼0E

�
V »' 8Cj I 8C¼� 1�

E »' 8C¼
	

¸
1
2

Tr
�
V »' 8C¼V »' 8Cj I 8C¼� 1 � �

�
¸ AF8Cd8•

(2.11)

If investors have price impact, expected utility is

~* ¹I 8Cº � E »' 8C¼0 ^̂+ � 1
8CE »' 8C¼̧ Tr

h
¹V »' 8C¼� V »' 8Cj I 8C¼º̂̂+ � 1

8C

i
¸ Ad8 �F8C– (2.12)

where ^̂+8CB ~~+8C

�
� � 1

2V »' 8Cj I 8C¼~~+ � 1
8C

� � 1
and ~~+8CB

�
V »' 8Cj I 8C¼̧ 1

d8

3?
3@8

� \ 8?C?0
C\

0
8

�
.

Empirical Speci�cation The �rst step is to construct a time series of the return vector' Cby

computing returns for each asset type,' 9C. The estimates for unconditional expected return

E »' C¼and varianceV »' C¼are obtained from the corresponding time series moments, i.e.,

\E »' C¼= 1
)

Í )
C=1 ' Cand \V »' C¼is the Newey-West estimator for the spectrum at frequency zero of

the series' C� \E »' C¼, with the Andrews rule for HAR inference bandwidth0•75)
1
3 [71].

Our strategy requires a historical time series of the data-set they are interested in valuing. The

next step is to project' Con the available time series of the data along with any other data that the

investor already has access to. In our baseline empirical implementation, we will use a standard

variable, namely the consumption-wealth ratio (cay) from [72], as a proxy for such existing data.

The procedure is a ordinary least squares regression of returns' Con all the variables, already

owned and new, in the data set. The estimated variance of the residuals is then our estimate for

V »' C j I 8C¼.

Using these objects, we can computeE »* ¹28Ç1º¼. We then repeat this procedure excluding the

data series of interest, i.e., with only the already-owned data. The difference between these two

expected utilities is the utility gain from having access to that data source.

Formally, given data, denoted- C, and existing data, denoted/ C, we can estimate the precisions
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V »' C j - C– /C¼� 1 andV »' C j / C¼� 1 by estimating the following two regressions:

' C= V1- C¸ V2/ C¸ Y- /
C (2.13)

' C= W2/ C¸ Y/
C (2.14)

For a single-asset case, the two regression speci�cations in Equations (2.13) and (2.14) are

estimated through OLS. The data- Cindicates the data signal we are interested in valuing, and/ C

is the set controls which are already present in the investor's information set. In case' Chas more

than one asset's return (that is, the investor's investable universe consists of more than one asset),

the regression equations form a seemingly unrelated regression (SUR) system. For the purposes

of our exposition, we assume that the data series being valued- Cis the same for all assets, and the

set of controls are also the same across all assets in this SUR system. Thus, since the independent

variables for each asset in this SUR system are the same, equation-by-equation OLS can again be

used to ef�ciently estimate the system [73]. From these two vector regressions, an estimate for

V »' C j I 8C¼would bedCov¹Y- /
C º. Similarly, the estimate forV »' C¼would bedCov¹Y/

Cº. We

calculate both these conditional variances using the Newey-West estimators of the spectrum at

frequency zero (similar to\V »' C¼) for the residualsY- /
C andY/

C, respectively. Substituting in the

mean return and the estimated variance-covariance matrices in Equation (2.6) yields the estimated

value of data, in utils. To get the standard errors for the estimated data value in each case, we use

a wild bootstrap with 500 samples using Equation (2.14) as the DGP, and the two-point

distribution of [74].

One might question how a Bayesian theory corresponds to a procedure that uses OLS. When

variables are normal and relationships are linear, Bayesian estimates are the ef�cient, unbiased

estimates. Since OLS estimates are the unique ef�cient, unbiased linear estimates, they must

coincide with the Bayesian ones, in the speci�c case of normal variables in a linear relationship.

Thus, in this case, OLS estimators are Bayesian weights on information. In cases where variables

are not normal or the expected relationship between the data and' Cis not linear, there are a few
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possible solutions: 1) Transform the data to make it normal or linear; 2) use OLS or non-linear

least squares as an approximation to the Bayesian forecast, or 3) perform a Bayesian estimation.

Data Timing As discussed above, our return measure for yearCfor an asset9is the

cum-dividend excess return on that asset over the yearC– using prices at the end of yearCand at

the end of yearC� 1, along with dividends paid out over yearC. We are interested in

understanding the value of data available to an investorbeforeyearC, in predicting the value of

this return measure for yearC.

The value of any control variable in/ Cused for the purpose of this calculation is obtained for year

C� 1, since these values will be in the investor's information set while predicting the pro�ts for

yearC. Similarly, the data signal in- Cthat we are valuing needs to be in the information set of the

investorbeforeyearC. To predict pro�ts over yearC, we use the data signals which are produced

beforeyearCstarts, which give information about growth in earnings of �rms between yearC� 1

and yearC.

2.3 Valuing Financial Data

In this section, we �rst estimate the utility gain that investors would assign to I/B/E/S forecasts,

given what they already know, and then convert this into a dollar amount. The latter is the

monetary value of I/B/E/S data, or equivalently investors' willingness to pay for this data. In most

cases, these private valuations look nothing like a price that any investor actually pays for an

I/B/E/S subscription. Some valuations are orders of magnitude higher, others much lower. Recall

that these are not predicted transactions prices. They are private valuations that trace out a

demand curve. The qualitative patterns are mostly intuitive, which suggests that our measurement

strategy/toolkit is a sensible one.

When we value a stream of data, we need to take a stand on what else an investor already knows,

i.e. the publicly available information. Obviously, as econometricians, we do not observe

information sets directly, so in our implementation, cannot control for this perfectly. Of course,
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this is not a problem for a practitioner or investor who wishes to use our toolkit to value a stream

of data (e.g. one that she is considering buying), since she would know exactly what other data

she already has access to. For the purposes of illustrating the use of the tool, we endow our

hypothetical investor with some commonly-used and publicly-available data series. Speci�cally,

we assume that they already observe the consumption-wealth ratio (cay) from [72]. In addition to

this control variable, we also assume that the investor observes the realized price?Cfor the asset

they are trading in, as an additional control variable. Since investors in our quantitative exercises

trade in portfolios, we use the value-weighted mean price for the corresponding portfolio. For the

case of an investor trading in multiple portfolios, we provide the price corresponding to the

S&P500 portfolio as the additional price control.

In additional results, we also consider an investor who also has access to one or more of the

following pieces of data: the S&P500 dividend yield (D/P ratio)12, the yield on a 1-year Treasury

bill (constant maturity rate)13, and a sentiment index from [75].

We use quarterly earnings forecasts from I/B/E/S as the �rst data stream that we value. In our

baseline model, investors have a horizon of a quarter and use the latest available

one-quarter-ahead earnings forecast at each date. We use annualized return moments for all data

value calculations, and report the dollar values in annualized thousands of USD.

For each �rm, we use the median consensus analyst forecast for earnings per share (hereafter

EPS). We discard all forecast values which have been calculated during or after the period for

which the forecast is being made. For example, any forecast we use for earnings in 2015 Q1 has

to be issued before 2015 Q1 starts. We then drop all but the latest consensus forecasts for each

�rm–period observation, which gives us a single consensus forecast for EPS over the next period.

Using this forecast, we calculate a forecasted growth rate: the forecasted EPS for the coming

period, divided by the realized value of EPS from the last period.

Our goal is to explore data valuation patterns, to get a sense of how large this amount is and to

12Obtained from NASDAQ Quandlhttps://data.nasdaq.com/data/MULTPL/SP500_DIV_YIELD_
MONTH-sp-500-dividend-yield-by-month .

13Obtained from FRED seriesDGS1.
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gain some intuition about what makes it vary. In order to keep the analysis manageable, we

collapse the large number of assets into a few portfolios. Speci�cally, we analyze �ve portfolios:

Small, Large, Growth, and Value �rms, as well as the S&P500 index.

We �nd that most of the value of the I/B/E/S data comes from earnings forecasts of growth �rms

and those in the S&P500 index. Therefore, the data value numbers we report in this section for

two quarterly signals, one about earnings of all �rms in the Growth portfolio and one about the

earnings of all �rms in the S&P500 index. Speci�cally, these are the portfolio value-weighted

average values of median forecasted growth rates for earnings per share—for the Growth and

S&P500 portfolios. Note that we are valuing a forecast of a payoff of a particular portfolio of

assets.14

2.3.1 Wealth and Risk Tolerances

One obvious dimension along which investors differ is the size of their portfolios. We consider

investors with two wealth levels—$500–000and$250million, each with the same relative risk

aversion off = 2. In terms of the wealth level, the former group is similar in magnitude to the

wealth level of the mean US household [76], while the latter investor group has comparable

wealth level to the size of the mean US hedge fund [77]. The resulting difference in absolute risk

aversion give rise to different willingness to pay for the same data.

To value data for a particular investor, we need to know what else they already know and what

they can invest in. Our investor are assumed to know the consumption-wealth ratio (cay) and the

value-weighted mean price for the S&P500 portfolio at the end of the previous period. They can

invest in any combination of the following �ve portfolios: S&P500, Small, Large, Growth, and

Value. However, we make no assumption about what any other investors know or trade.

14We could have performed this calculation under many alternative assumptions. For example, one could value
growth �rms' data from the perspective of an investor who invests only in growth �rms. In that case, one would
regress the growth �rm asset payoffs on the relevant data and use means variances and forecast errors of growth asset
payoffs. We did not take that approach because if we vary the investment set and the data together, we would not
know whether data was more/less valuable because of the data or the investment restriction. But, it is certainly another
dimension of investor heterogeneity that might be interesting to explore.
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Table 2.1:Risk Tolerance, Liquidity and Data Value. The table reports the valuation of the quar-
terly value-weighted means of I/B/E/S median forecast earnings growth for Growth and S&P500
portfolios. Quarterly data between 1985–2019. The dependent variables in (2.13) and (2.14) are
the vector of returns, in excess of a three-month treasury (CMT), for �ve portfolios: {Small, Large,
Growth, Value, S&P500}. The speci�cation includes a constant and control variables (cay and
value-weighted mean price of the S&P500 portfolio). The case with price impact assumes Kyle
Lambda_ = 1•5� 10� 8. Absolute risk aversion is from (2.9). All values are annualized, and dollar
values are reported in thousands of USD. Standard errors are calculated using a wild bootstrap.

Perfect Competition With Price Impact

Panel A: Investor with $500,000 Wealth.
Utility Gain 0.082 0.053

(0.02) (0.02)
Expected Pro�t 0.008 0.007

(0.01) (0.01)
Variance Reduction 0.075 0.046

(0.013) (0.013)
Dollar Value (in $000) 3.13 2.03

(0.75) (0.75)

Panel B: Investor with $250m Wealth.
Utility Gain 0.082 0.01

(0.02) (0.005)
Expected Pro�t 0.008 0.001

(0.01) (0.001)
Variance Reduction 0.075 0.009

(0.013) (0.005)
Dollar Value (in $000) 1062.69 128.96

(254.07) (66.08)

Time Periods 140 140

Table 2.1 reports the dollar value of the I/B/E/S forecasts for two investors with different wealth

levels, with and without price impact, who can invest in �ve portfolios: {Small, Large, Growth,

Value, S&P500}. The results illustrate that wealthier investors attach a higher dollar value to the

same data. In our setting, this occurs through the dependence of the curvature parameterd on

wealth. Under our calibration, an investor with $250 million in wealth operating in a competitive

setting would be willing pay almost 340 times more for this data compared to an investor with

half a million dollars of wealth. Also note that while investors with different wealth levels

experience the same utility gain with the data stream under the perfectly competitive case, they
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still assign different dollar values owing to the wealth effects affecting their local risk aversion.

However, when we add a plausible realistic degree of price impact, wealth effects show up

directly in utility gains as well, not just in dollar values.

Next, as one would expect, price impact attenuates the value of data. This is intuitive: investors

use the data that they acquire to trade more pro�tably. When they face price impact, they cannot

incorporate the data in their trading strategy as effectively as they move the prices against

themselves, which in turn implies a decline in their data valuation. The table shows that this effect

is quite signi�cant and increases with wealth. To see why, recall that in Lemma 2, price impact

(3?•3@) gets scaled by1• d8. Since wealthier investors are assumed to have a lower degree of

absolute risk aversion (a lowerd8), price impact has a disproportionate effect on their payoffs and

data valuations. For an investor with $250 million in wealth, taking price impact into account cuts

the value of the I/B/E/S data by 90%.

To better understand the sources of data value, Table 2.1 also reports the expected return and the

variance reduction on the investor's portfolio. The expected pro�t is the ex-ante expected return

on the optimal, diversi�ed portfolio of the �ve assets the investor can hold. The variance

reduction is the difference between the raw variance of this return and the conditional variance,

which is the average squared residual of the predicted return, after conditioning on the data. This

is a measure of how much one learns from data. Notice that price impact lowers both components

of data value and has a more pronounced effect when wealth is higher (or equivalently, absolute

risk aversion is lower).

2.3.2 Investment Styles

Investors also differ in their investment style. To understand the implications of this type of

heterogeneity for data valuation, we value exactly the same data as before, the median earnings

growth forecasts from I/B/E/S, from the perspective of investors who only trade in individual

portfolios. We will refer to these investors by the portfolios they trade. For example, the Value

investor is one who only buys and sells the portfolio of Value stocks that we constructed. They
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Table 2.2:Investment Styles and Data Value.Value of I/B/E/S data (quarterly value-weighted
means of I/B/E/S median forecasted earnings growth for Growth and S&P500 portfolios). Quar-
terly data between 1985–2019. Dependent variables in (2.13) and (2.14) are returns, in excess of
a three-month treasury (CMT), for �ve portfolios: {Small, Large, Growth, Value, S&P500}. All
speci�cations include a constant and control variables (cay and value-weighted mean price of the
corresponding portfolio). In the last column, we control for a constant, cay and the value-weighted
mean price of the S&P500 portfolio. The price impact panel assumes Kyle Lambda_ = 1•5� 10� 8.
All values are annualized, and dollar values are reported in thousands of USD. Standard errors are
calculated using a wild bootstrap.

Investment Style

Small Large Growth Value S&P500 Multi-Asset

Panel A: Perfect Competition.
Dollar Value (in $000) for
Investor with $500,000 Wealth

0.0 0.33 0.34 0.15 1.0 3.13
(�) (0.24) (0.28) (0.25) (0.46) (0.75)

Dollar Value (in $000) for
Investor with $250m Wealth

0.0 110.9 116.42 52.27 340.22 1062.69
(�) (81.11) (96.31) (86.14) (157.62) (254.07)

Panel B: With Price Impact.
Dollar Value (in $000) for
Investor with $500,000 Wealth

0.0 0.33 0.34 0.15 1.0 2.03
(�) (0.24) (0.28) (0.25) (0.46) (0.75)

Dollar Value (in $000) for
Investor with $250m Wealth

0.0 53.86 58.48 11.33 56.35 128.96
(�) (38.21) (46.18) (18.83) (30.15) (66.08)

Time Periods 140 140 140 140 140 140

each use the earnings forecast data to determine how much to trade in their respective portfolios.

We compare these data values to the value of the investor who trades in all �ve portfolios (Small,

Large, Growth, Value and S&P500), which corresponds to the case analyzed in Table 2.1.

Table 2.2 shows that among the investors who invest in a single portfolio, I/B/E/S forecast data is

most valuable for investors in Growth, Large or the S&P500 portfolios. While the investor wealth

and price impact raise and lower the dollar value of the data, respectively, this pattern of Growth,

Large, and S&P500 investors valuing earnings forecast data by more emerges consistently.15 This

is because the I/B/E/S data lacks relevance for the Small portfolio. More precisely, it does little to

reduce return forecast errors and in that sense, provide little guidance to an investor about when to

15We report the unconditional and conditional moments for the case with perfect competition in Appendix B.7.3.
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buy and sell the Small portfolio. So, despite the high unconditional expected returns of the Small

portfolio, the value of this particular data stream for such investors is quite low. The relevance of

the I/B/E/S forecasts is low for the Value portfolio as well. The Large and Growth portfolios on

the other hand have medium expected returns, but their returns are predicted to a larger degree by

the analyst forecast data. Therefore, this data is most valuable to those who invest in equity

portfolios consisting of growth and large �rms.

As we saw in the previous set of results, price impact reduces the value of data, but also reduces

the dispersion in valuations. The investors who value data most are the same investors who would

like to trade aggressively on the data, but are prevented from doing so when price impact is large.

It is worth re-iterating that our approach estimates the value of data in an equilibrium setting,

where prices are noisy signals of asset performance. Our regression speci�cations explicitly

control for the information contained in market prices (by including the price?Cin the investor's

information set). In Appendix B.7.1, we conduct a counterfactual exercise—where investors are

assumed to not learn from prices—to tease out the effect of equilibrium learning on our data value

estimates. We �nd that incorporating price information changes data valuations meaningfully,

demonstrating the importance of equilibrium forces. It is possible for price information to

increase the value of data in a setting when price noise and signal noise are negatively correlated

(see Appendix B.8).

Data and Diversi�cation In this set of results, data is always most valuable to the multi-asset

investor. This investor can use data not only to decide whether to buy more or less at a given

moment in time, but also to decide what to buy. The multi-asset investor can use data for asset

allocation. However, it is possible for the multi-asset investor to value data less.16 The reason this

arises in some cases is that the multi-asset investor can diversify. This investor has two tools to

reduce risk: information and diversi�cation. Each is an imperfect substitute for the other. But the

16Consider a simple example to illustrate this point: an economy with two assets, and a simple factor structure
in their payoffs. Asset 1 pays51 ¸ 52, while Asset 2 pays51 � 52. The factors51 and 52 are orthogonal. Suppose
the equilibrium portfolio of a multi-asset investor has equal holdings of each asset. Such an investor does not value
information about the factor52 at all, even though a single asset investor in either asset would value such information
non-trivially.
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ability to diversify depresses the value of data. In this case, the increase in value from asset

allocation greatly outweighs the decrease in value from the ability to diversify.

2.3.3 Market Liquidity

A consistent theme throughout our results is the importance of price impact. For expositional

purposes, we have treated price impact as a single, time-invariant number. In reality, it �uctuates

with market liquidity. Our estimates suggest that such �uctuations will have a dramatic impact on

the value of data, especially for large investors.

Now consider a �nancial �rm whose business model revolves around the use or sale of data. That

�rm's market value is based largely on the value of their data. Changes in market liquidity will

thus affect the real value of this �rm's data assets through this channel.

As �rms' data stocks grow larger, the effect of liquidity shocks on data values should grow. The

reason is that price impact enters additively with conditional variance. This additive form comes

from �rst order condition for the optimal portfolio choice of investor8:

@8C= ¹d8V »?Ç 1 ¸ 3Ç 1jI 8C¼̧ 3?•3@8º� 1 ¹E »?Ç 1 ¸ 3Ç 1jI 8C¼� A ?Cº. If the conditional variance

V»?Ç 1 ¸ 3Ç 1jI 8C¼is large (high uncertainty), then small changes in price impact3?•3@8have

little effect. Those changes are swamped by the variance term and the inverse of this large number

is small. However, if conditional variance is small, meaning that return forecasts are relatively

precise, then that �rst term, the inverse of a potentially small number, may be large. In this case,

the effects of price impact can be substantial. Over time, if �rms have more data and thus smaller

forecast errors, their data valuations become more and more susceptible to changes in the price

impact of a trade.

Our estimation results illustrate that price impact signi�cantly reduces the value of data for all

investors irrespective of their wealth, risk tolerance, and investment style. Furthermore,

incorporating price impact uncovers a novel insight: inelastic asset demand can be accompanied

with more elastic data demand. On the one hand, price impact (illiquidity) causes investors to

reduce the sensitivity of their trading decisions to prices and leads to a low price elasticity of asset
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demand. On the other hand, price impact makes data valuations less heterogeneous by lowering

data value most signi�cantly for investors with the highest data valuations to begin with, leading

to a high price elasticity of data demand.

The high and growing sensitivity of data value to market liquidity suggests a new channel through

which market liquidity matters. Since the value of a �nancial �rm depends on its ability to trade

pro�tably, the value of data is an input into the valuation of a �nancial �rm. As �nancial �rms

become more data-centric, the �rm's value becomes more sensitive to the value of its data. At the

same time, growing data abundance makes the value of data more sensitive to market liquidity.

These two margins of increasing sensitivity amplify each other. This suggests that changes in

market liquidity may affect the real value and the equity value of �nancial �rms through a new

channel, through the value of their data. In a world in which data is becoming increasingly

abundant, this new liquidity-data effect could grow much stronger. These �ndings suggest that,

because of the rising abundance and importance of data for �nancial �rms, market liquidity may

become more important than ever before.

2.3.4 Previously Purchased Data

A third dimension along which investors differ enormously is in the data they already own. While

large, institutional investors have access to enormous libraries of data, households may know only

a few summary statistics about each asset. Here, we present a few exercises to explore the effect

of this dimension of heterogeneity. In our baseline exercise, we valued the I/B/E/S data assuming

that investors also access to a common variable used to predict returns, namely the

consumption-wealth ratio (cay) from [72]. We now ask: How valuable would the same I/B/E/S

forecasts be if, instead of the cay series, the investor had some other variable in his or her existing

data set? Of course, this does not nearly capture the extent of the difference between the

knowledge of investors. But, it will help shed light on the sensitivity of data values to other

sources of information.

In Table 2.3, the �rst row reports our baseline estimates—from Table 2.1—for the value of the
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Table 2.3: Previously Purchased Data. Values in each row represent the additional value of
I/B/E/S data (speci�cally, the quarterly value-weighted means of I/B/E/S median forecasted earn-
ings growth for Growth and S&P500 portfolios)on top of the value-weighted mean price of the
S&P500 portfolio, and control variable(s) listed in the �rst column, with price impact assuming
Kyle Lambda_ = 1•5 � 10� 8. Quarterly data between 1985–2019. Dependent variables in (2.13)
and (2.14) are returns, in excess of a three-month treasury (CMT) for �ve portfolios: {Small,
Large, Growth, Value, S&P500}. All speci�cations include a constant. All values are annualized,
and dollar values are reported in thousands of USD. Standard errors are calculated using a wild
bootstrap.

Other Data
Dollar Value (in $000) for Investor with

Wealth: $500,000 Wealth: $250m

cay (Baseline)
2.03 128.96
(0.75) (66.08)

No Other Data
2.72 119.73
(0.72) (66.54)

Real CMT-1yr
2.09 142.26
(0.75) (66.47)

S&P500 D/P ratio
1.65 117.78
(0.7) (58.86)

BW Sentiment Index
3.74 234.61
(0.86) (75.97)

All
1.51 113.48
(0.8) (63.71)

Time Periods 140 140

I/B/E/S forecasts to investors with different wealth levels who trade all �ve portfolios and have

price impact. The second row `No Other Data' shows the value if the investor does not have

access to the cay series. The remaining rows report the value of the same data stream for investors

who have access to other data series (instead of cay): speci�cally, S&P500 D/P ratio, Real

CMT-1yr and the investor sentiment index from [75]. Finally, the last row assumes that the

investor has access to all of these data series (as well as an additional macro variable, realized

year-on-year in�ation).

The analysis yields two insights. First, differences in other data available to the investor can

induce substantial variation in the valuation of a given data series. An investor who has (only) the

Baker-Wurgler sentiment index in his information set values the I/B/E/S data more than twice as
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much as an investor with access to all the other data series. Second, the I/B/E/S forecasts remain

valuable even for a relatively sophisticated investor. For example, our valuation estimate for an

investor with $250 million in wealth who uses all the data series mentioned in the table is

$113,000, which is only 12% lower than the baseline case (where the investor only used the cay

series). This suggests that the information contained in the I/B/E/S data cannot be easily

substituted with other aggregate data.

2.3.5 Trading Horizon

Finally, investors differ in their trading horizons. Our data valuation tool can be applied to various

trading horizons. However, for the data we are exploring, this dimension of investor heterogeneity

seems to matter less than the others. Our calculations so far have assumed that investors trade

over a quarterly horizon. Next, we measure the value of the data series with an annual

horizon—the median I/B/E/S forecast for earnings over the next one year—for an investor who

trades the same portfolio but with an annual horizon. This does not change the data value

formula; it does change how we implement it. The procedure is to compute residuals from (2.13)

and (2.14) where' Cis annual return, the prior information/ Cis a constant and cay, and where- C

is the median forecast of the earnings growth for Growth and S&P500 portfolios over the next

year. The resulting regression residuals (Y- /
C andY/

C) are then used to construct the variance

matrices and substitute these variances, along with expected annual returns, into the expected

utility formula (2.6). We convert expected utility to data value as before, using (2.8). Since we

use annualized return moments to obtain the data value throughout our quanti�cation exercises,

the data value estimates are directly comparable for investors across both trading horizons.

Table 2.4 reports the value of the I/B/E/S forecasts for both annual and quarterly investors. The

�rst column is the same values reported in Table 2.1. The second column shows that investors

who trade less frequently, on an annual basis, would be more willing to pay for similar data. The

reason for the lower valuation for more frequent observations is that quarterly returns are

considerably more noisy. Earnings data is not very useful for quarterly portfolio adjustment.
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Table 2.4:Trading Horizon. Data between 1985–2019. Dependent variables in (2.13) and (2.14)
are returns, in excess of a three-month treasury (CMT), for �ve portfolios: {Small, Large, Growth,
Value, S&P500}. All speci�cations include a constant, cay, and price of S&P500 portfolio. Data
variables being valued are the value-weighted means of I/B/E/S median forecasted annual earnings
growth, reported quarterly, for Growth and S&P500 portfolios. Data variables correspond to earn-
ings forecasts with corresponding time horizon. Values are calculated with price impact assuming
Kyle Lambda_ = 1•5� 10� 8. All values are annualized, and dollar values are reported in thousands
of USD. Standard errors are calculated using a wild bootstrap.

Quarterly Annual

Dollar Value (in $000) for
Investor with $500,000 Wealth

2.03 20.45
(0.75) (4.86)

Dollar Value (in $000) for
Investor with $250m Wealth

128.96 198.73
(66.08) (184.07)

Time Periods 140 35

Trading on this data only creates more noise.

The effect of trading horizon surely depends on the data source. For example, high-frequency

data is useful for high-frequency traders, but will likely be worthless after a year. The more

important take-away is that trading horizon can matter for how an investor values their data. By

adjusting the input data and the interpretation of the results, our data valuation tool can be used to

value data used by investors who trade at various frequencies.

2.3.6 Supporting Evidence

Finding direct evidence in support of our estimates is tricky. However, indirect support for our

approach comes from evidence on investor data re�ected in asset prices. If a certain kind of data

is very valuable, then many investors should acquire it, and this information should be re�ected in

asset prices. If earnings data about a particular asset class (e.g. large �rms) is more valuable (say,

relative to that of small �rms), then investors in that asset class should acquire more data and

prices of large �rm stocks should ultimately re�ect more of this data than those of smaller �rms.

[62] show that prices of S&P 500 �rms incorporate more information over time, while other

prices do not. This is consistent with column 5 of Table 2, showing that the value of data for an
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investor that holds the S&P 500 is about 3 times more valuable than for an investor who holds any

other single portfolio. S&P investors should be acquiring more data. [64] break out the

information component of the BPS measure, from the growth and volatility pieces, and show that

large, growth �rm data is becoming more abundant, while other types of data are not. This is

consistent with the estimates from Table 2, showing that among the FF portfolios, large and

growth investors value data more than small and value investors. [63] show that asset turnover is a

signi�cant predictor of asset price informativeness. To the extent that asset turnover is an

indicator of market liquidity or lower price impact, then this �nding supports a third key

prediction of the model. This higher value of data about liquid assets shows up as more data

acquired about such assets. In this sense, all three studies on price informativeness are consistent

with the variation in data values that we estimate.

2.4 Valuing Macroeconomic Information

How do different investors value information about macroeconomic variables (e.g. GDP)? We

now use our framework to provide an answer to this question. In Table 2.5, we compute the value

of a hypothetical data source which allows investors to perfectly forecast GDP. Formally, we use

the realized (i.e.ex-post) real GDP growth as our data series of interest17 and calculate its value to

investors with different trading styles, de�ned in Section 2.3.2. We control for cay and the

corresponding portfolio price, as before, as well as two additional controls—the realized real GDP

growth rate in the previous quarter and the median forecasted growth rate in real GDP for the

current quarter by the Survey of Professional Forecasters (SPF)18. Adding these two additional

control variables allows us to �nd the value of the new information inex-postGDP growth.

The last column of Table 2.5 shows that a fund with assets of $250 million, trading all �ve

portfolios under perfect competition, would be willing to pay $1.4 million for the ability to

perfectly forecast quarterly GDP growth in advance. The other columns show values for more

17We use the second release revised estimates of realized real GDP growth for this calculation.
18https://www.philadelphiafed.org/surveys-and-data/rgdp
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Table 2.5:Macroeconomic Information. Quarterly data between 1985–2019. Dependent vari-
ables in (2.13) and (2.14) are returns, in excess of a three-month treasury (CMT), for �ve portfo-
lios: {Small, Large, Growth, Value, S&P500}. All speci�cations include a constant and controls
for cay, value-weighted mean price of the corresponding portfolio, the realized real GDP growth in
the previous quarter and the median forecasted quarterly growth rate in real GDP from the Survey
of Professional Forecasters. In the last column the price control is for S&P500 portfolio. Data
variables (- Cin (2.13)) are the second release estimates of real quarterly GDP numbers as reported
by by the BEA, expressed as growth rates over the previous quarter. Numbers reported in each
column represent the additional value ofex-postreal GDP growth data (2.8) on top of the con-
trol variables for an investor trading at the quarterly horizon. The case with price impact assumes
Kyle's Lambda_ = 1•5 � 10� 8. All values are annualized, and dollar values are reported in thou-
sands of USD. Standard errors are calculated using a wild bootstrap.

Investment Style

Small Large Growth Value S&P500 Multi-Asset

Panel A: Perfect Competition.
Dollar Value (in $000) for
Investor with $500,000 Wealth

2.45 3.29 3.29 1.74 3.84 4.05
(0.4) (0.42) (0.44) (0.4) (0.41) (0.99)

Dollar Value (in $000) for
Investor with $250m Wealth

830.01 1116.13 1117.42 589.57 1303.35 1374.21
(136.73) (142.78) (149.14) (134.55) (139.17) (334.93)

Panel B: With Price Impact.
Dollar Value (in $000) for
Investor with $500,000 Wealth

2.45 3.29 3.29 1.74 3.84 4.04
(0.4) (0.42) (0.44) (0.4) (0.41) (0.99)

Dollar Value (in $000) for
Investor with $250m Wealth

276.59 504.29 522.44 126.19 201.83 836.43
(50.51) (65.08) (63.84) (31.57) (26.15) (98.24)

Time Periods 140 140 140 140 140 140

restricted trading styles. They are all sizable, albeit with some variation. There are some

interesting cross-sectional differences relative to the value of earnings forecasts analyzed in Table

2.2. For example, better information about GDP is quite valuable for investors trading only the

Small portfolio. This is because, unlike the earnings forecasts, GDP growth turns out to be a

valuable predictor of returns on the Small portfolio, i.e., this data has high relevance for such an

investor. In fact, macroeconomic information of this form shows relatively high data relevance for

all �ve assets—unlike the earnings forecasts data, which showed high relevance mostly for Large

and Growth portfolios.

The bottom panel shows the value of data with price impact. As with the earnings forecast data,
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price impact signi�cantly attenuates the value of macroeconomic information as well and the

effects are more pronounced for wealthier, less risk-averse investors. The value of a perfect GDP

forecast for the aforementioned $250 million fund trading all �ve portfolios is cut more than half

once price impact is taken into account. The drop in valuations is even more signi�cant for some

of the individual portfolios, again underscoring the importance of market liquidity for the value of

data.

2.5 Conclusion

Data is one of the most valuable assets in the modern economy. Yet the tools we have to quantify

that value are scant. We offer a tool that an investor or �nancial �rm can use to value its existing

data, or a potential stream of data that it is considering to acquire. Along with information about

the distribution of investor characteristics, researchers can use this tool to trace out the demand

curve for data.

We uncover important investor wealth and trading style effects, the importance of an investor's

existing data, and the role of trading horizon. Jointly, these effects point toward enormous

heterogeneity, spanning multiple orders of magnitude, in the value different investors assign to the

same data. The dispersion in valuations suggests that marginal changes in the price of data will

have little effect on demand. With such dispersed valuations, few data customers would be on the

margin. This low price elasticity of demand is signi�cant because it points to one reason why data

markets might not evolve to be very competitive.

We further uncover a new channel through which market liquidity matters for the real value of

data, which is an important new class of assets. As �rms accumulate more data and data

technologies improve, more and more of the value of a �nancial �rm will depends on the value of

the data it possess. The sensitivity of the value of data to price impact of a trade could introduce a

new source of �nancial fragility, brought on by data accumulation, and exacerbated by data

technologies that improve �nancial forecasting.
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The advantage of our measurement tool is its simplicity. While our measure of the value of data is

derived from a structural model, computing it does not require estimating structural parameters.

Instead, the relevant suf�cient statistics are simple means and variances of linear regression

residuals. No matter whether the data is public, private, or known only to a fraction of investors,

these methods are valid. Even if the data is about sentiments or order �ows, as long as it is

measured along with the market prices in the observable data set, our data value measure offers a

meaningful assessment of its value to an investor.

In order to make the paper most transparent, we used mean-variance preferences and a model

without true dynamics. Appendix B.3 offers an argument for using mean-variance preferences as

a second order approximation for more general utility functions. One area of future work is to

extend this analysis and provide bounds for our approximation errors.

Code Availability: The replication code is available in the Harvard Dataverse at

https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:

10.7910/DVN/BDYCZ3
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Chapter 3: Droughts and Asset Prices: Evidence from California Farmland

3.1 Introduction

In summer 2022, the Southwest of the United States, large parts of Europe, and China,

experienced severe-to-extreme drought conditions [78, 79, 80]. Freshwater is an important

resource for residential convenience, agricultural production, electricity and logistics as

waterways provide important transportation infrastructure. The scarcity, or lack of freshwater, has

broad implications for economic growth [81], con�ict and migration [82, 83] and land use [84].

Classifying the drought of 2022 as the realization of an unique extreme weather event ignores the

underlying trend. The World Resource Institute (WRI) projects that more and more regions will

experience high or extremely water stress over the next decades. Concretely, the WRI estimates

that in 2020 about 17 countries, home to about 1.8 bn people, face high or extremely high water

distress; this number is projected to increase to 44 countries in 2040 [85].1 In the United States,

water distress is particularly severe in the Southwest. While the Southwest has always been an

arid region, recent cutbacks of water allocations from the Colorado river by the Bureau of

Reclamation has put to topic on top of the political agenda. [86] puts the current drought period

into context. The paper �nds that between 2000 - 2018 Southwestern North America experienced

the second severest drought on record since 800 A.D., only marginally surpassed by the

megadrought between 1575 and 1593. Since the publication of the study, the southwest of the

United States has seen more dry and warm years with California experiencing the �fth driest and

second driest water year in 2020 and 2021, respectively [87], and a mixed water year 2022, which

makes the period between 2020 and 2022 the driest three-year period on record [88]. The link

between the availability of freshwater and agricultural production is particularly tight. Water

1See Figure 3.1 for the geography of water distress in 2020 and Figure A.2 for 2040
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serves as a fundamental, non-substitutable input into agricultural production and agricultural

production accounts for a large share of total freshwater use. According to the Food and

Agriculture Organization, AQUASTAT data, [89] agriculture accounts for about 70% of

freshwater use globally. For California, the Public Policy Institute of California (PPIC) estimates

the share to be even higher at 80% [90]. In a competitive market for farm land, differences in the

expected pro�tability of farmland are re�ected in current land values [91, 92]. This Ricardian

approach has gained popularity since it measures the net impact after accounting for potential

adoptions to changing climatic conditions. Incorporating potential adoptions to new condition is a

major advantage of the Ricardian approach over the production function approach ([93] and [94]

for a review). The use of asset prices to assess the net impact of a change in environmental

conditions has recently been extended to real estate and municipal bonds; e.g to estimate the

effect of sea level rise [95, 96, 97, 98]. Under a set of restrictions the change in asset values

further allows to derive the welfare implications of water distress [92]. The pros and cons of this

derivation in comparison to alternative approaches—including more (dynamic) quantitative

climate models—are discussed in [94].

Figure 3.1: Global Water Distress 2020

Notes: The �gure shows the level of water distress by region for year 2020. We obtain the shape�le from the World
Resource Institute Aqueduct Dataset as initially described in [85] and subsequently updated by the authors. We use
Aqueduct 3.0 as released in July 2019.

We focus on the State of California for several reasons. California, with its semi-arid climate,

relies heavily on surface water deliveries as suwell as groundwater access for agricultural
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production [99]. Advantageous climatic conditions and irrigation makes California one of the

most productive farm lands in the world [100]; source of some highly pro�table crops such as

nuts and berries. While water access has always played a signi�cant role since the beginnings of

organized agriculture, two periods of prolonged drought conditions in the last decade have

increased awareness and potentially affected expectations about future intensity and frequency of

water scarcity. Historically, periods of limited precipitation were compensated by increased

groundwater extraction. This groundwater extraction was recognized to be unsustainable and in

2014 the California legislature enacted the Sustainable Ground Water Management Act (SGMA).

SGMA provides further policy variation in our analysis. Further, in conjunction with SGMA,

water districts disclosed the amount of surface water deliveries for high priority basins giving us

additional information about an alternative source of freshwater. In our main speci�cation we use

a longitudinal dataset of parcel level transaction records and complement it with detailed

information on the crop distribution, soil conditions, and water deliveries for the time period

between 2000-2020. The richness of our data allows us to estimate a repeat sales index as

opposed to a hedonic price index as most common in the literature (see e.g., [101] for a review).

Importantly, the repeat sales index has an inherent robustness to time invariant unobserved

characteristics as they are absorbed by parcel �xed effect. Thus, our estimates are less prone

unobserved characteristics—one of the most common criticism of hedonic models.

We �nd that parcels with better access to freshwater see a 17.7%-22.9% larger appreciation in

land values per acre over the time period from 2011 to 2020 depending on the exact speci�cation;

we �nd no statistical signi�cant differential price change between 2000-2011. In our main

groundwater basin border discontinuity speci�cation we estimate that parcels that are above a

groundwater basin see a 17.7% larger price increase relative to parcels that are outside the basin.

The timing of the differential price trajectory aligns with the two severe droughts in California, as

well as, the overall increase in awareness about the consequences of anthropogenic climate

change with has found to increase the co-occurrence between warm years and dry years which

heightens the risk of droughts [102], as well as, the amount of evapotranspiration [86].
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Related Literature We connect to a burgeoning literature on climate change on asset prices and

economic outcomes [103, 104]. [95] �nds that residential real estate that is more exposed to sea

level rise are selling at a discount to observationally equivalent properties that are not. In contrast,

[96] �nds no effect of a re�ned measure of sea level rise on real estate. In a different context [97]

shows that the municipal bonds of school districts that are more exposed to sea level rise risk

exhibit a higher spread over the benchmark after 2010. [98] study effects of beliefs about climate

change on real estate prices, using Florida's housing market as a laboratory. In common with the

literature, we use asset prices as they re�ect market participants expectations about the long-run

impact on cash-�ows. Instead of analysing the effect of a rise in the sea level, we study the

scarcity or lack of freshwater. While the focus of this paper is on agricultural land, a recent surge

in complaints about the access to potable water for residential properties suggest that economic

cost are present in other parts of the economy [105].

Further we connect to the literature on climate change on economic output and agricultural

productivity and pro�tability [106, 93, 107, 108, 109, 110, 111]. This literature of climate change

refers to an gradual increase in temperature which can have ambiguous effect on economic

growth and agricultural productivity and pro�tability. We focus instead of one aspect that is

complementary—the scarcity or lack of freshwater. While temperature increases have cost and

bene�ts, the scarcity of water comes clearly as a cost and can be driven by an increase of

temperature but can also originate from different causes as the decade long overdraft of

groundwater. [112] and [99] discuss the impact of climate change of California's water balance.

More recently, there is a separate strand of the literature that is primarily concerned with water.

[113] quanti�es the bene�t of trading of water rights for groundwater. [114] studies potential

gains from having a wholesale surface water market in California. [115] studies effects of surface

water scarcity on agriculture in California, and adaptations by farmers for the same. Our paper is

closest to [116] which provides evidence that the amount of groundwater that a parcel has access

to is capitalized in the land market value. The paper uses a hedonic speci�cation of land values

which has been found sensitive to the set of included controls is similar contexts [107]. At the
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expense of statistical power, we use a conservative approach by relying on a repeated sales index

only. Further our focus is not exclusively on groundwater. We use both groundwater access and

surface water deliveries which yield qualitatively similar effects.

The paper proceeds as follows. Section 3.2 introduces the main dataset that we use for the study.

Section 3.3 provides some institutional background to the water market in California. Section 3.4

provides summary statistics and introduces the main empirical speci�cations. Section 3.5

discusses the estimation results and Section 3.6 concludes.

3.2 Data

The evaluation of water scarcity on land prices requires detailed hydrological data as well as

granular transaction prices for land parcels. Further we require additional geospatial information

to combine information across several datasets. The state of California, with its stringent

oversight over its water resources and developed farming industry, offers great richness of data

that we use for this study. In the following section we discuss our main datasets and will relegate

the discussion of auxiliary datasets to the appendix.

Farmland parcels and crop distribution We combine data from three different sources to get

the geospatial boundaries of agricultural parcels in California, along with their corresponding

distribution of crop type by year (across 2008–2020). We use administrative data on parcel

boundaries which provide us an exact geographic location of each parcel in California.2 Each

parcel here is identi�ed by an Assessor's Parcel Number (APN), which is unique within a county.

Next, we use two datasets for information on land usage–USDA's remote sensing dataset

Cropland Data Layer [117] (henceforth CDL), and the land use dataset compiled by LandIQ3.

2The parcel boundaries have been created by the local assessor's of�ces and hence use the same unique parcel
number. We use the statewide parcel boundaries dataset which has been collected by the California Information Cen-
ter for the Environment research collective. The parcel boundaries dataset was compiled for all counties in California
between 2013–2014. While parcel boundaries can theoretically change over time, they exhibit high persistence. Sep-
arate discussions with industry experts con�rmed that this is unlikely to substantially impact our analysis.

3A more detailed description of the LandIQ data (https://www.landiq.com/data )
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Market transactions We obtain transactions data from Zillow's Transaction and Assessment

Database [118]. Zillow collects the data from the local assessors' of�ces which records deeds,

parcel characteristics, land valuation and tax amounts and thus is—to the best of our

knowledge—an accurate representation of the administrative record. Zillow ZTRAX contains

parcel-level data on a wide range of agricultural land, commercial and residential properties

across the United States, over a history of approximately 25 years. While the record is

comprehensive, the parcel use is often sporadically recorded. We determine the land use via a

geospatial merge with agricultural land use data from LandIQ. Using this geospatial merge

between parcels and agricultural land use data we identify a total of 61,521 unique agricultural

parcels which account for a total of 61,800 transactions with valid price information in the period

between 2000 and 2021.4

Groundwater basins Groundwater basins are areas of permeable material capable of storing a

signi�cant amount of water which can be tapped by wells. The California Department of Water

Resources (DWR) publishes geographic boundaries of all the basins in the state via Bulletin 118

regularly.5 The information about the location of groundwater basins allows us to determine

whether a parcel lies above, partially above or is outside a groundwater basin. Combining the

geospatial data on the groundwater basins with the parcel boundaries, we can compute the

minimum distance between a parcel boundary and its closest groundwater basin. We adopt the

convention that the distance is positive whenever the parcel does not intersect (is outside a

groundwater basin) and negative otherwise.

Well completion reports We use the compiled well completion reports from the California

Natural Resources Agency (CNRA) to validate the accessibility to groundwater as suggested by

the groundwater basin location and to document the recent surge in groundwater extraction. Since

4For the transactions with multiple parcels, we calculate the price per acre for the entire transaction and use the
price per acre for each parcel of the transaction.

5We use the groundwater basin shape�le as released in the 2013 bulletinhttps://water.ca.gov/
programs/groundwater-management/bulletin-118 .
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our focus is on farmland valuation we �lter for agricultural wells by using wells that contain

“agri” in the planned use category reported by CNRA.6 We further restrict the sample to wells for

which latitude and longitude is reported. Proceeding as described, we identify a total of 11489

completed agricultural wells in California between 1970 and the end of 2020 that are within 3

kilometers.

3.3 Institutional Background

California's water supply comes from two sources of freshwater—groundwater and surface water.

Surface water is water located on land including streams, lakes and wetlands. Groundwater, on

the other hand, is subterranean water stored in aquifers. The Public Policy Institute of California

(PPIC) report that about 40% of agricultural water in California comes from groundwater and this

percentage increases to 60% in times of drought [90]. Moreover, about 85% of people in

California depend on groundwater for some part of their water consumption. While groundwater

is heavily used, it is also being over-drafted meaning the amount of water extracted from the

aquifers exceeds the amount of water replenished.7 The supply of freshwater throughout

California is not consistent with the the places of highest use of freshwater. According to the

California Department of Water Resources8, California receives 75 percent of rain and snow in

places north of Sacramento while 80 percent of the demand for California water comes from the

southern two thirds of the state. California's aim to control the surface water availability

throughout the state is primarily based on the Central Valley Project (CVP) Act passed in 1933.

The Central Valley of California is a long �at valley in the center of California and is the most

productive agricultural region for the state. The purpose of the CVP is the reduce �ood risk to the

Central Valley and to supply water to urban centers in the Sacramento and San Francisco Bay

areas. The CVP also was designed to mitigate the negative environmental rami�cations of

6We �nd that 100.0 % of the wells in the data are agricultural wells.
7Refer tohttps://www.watereducation.org/aquapedia/california-water-timeline for a

comprehensive timeline on water usage and regulation in California
8https://water.ca.gov/water-basics/the-california-water-system
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groundwater overdraft. However, even with the water planning, a critical need to improve

groundwater management remained. In 2012, California created the Central Valley Flood

Protection Plan (CVFPP) to improve �ood risk management throughout the Central Valley. This

plan is updated every 5 years.

Moreover the crops in California are consequential as, according to California Department of

Food and Agriculture, over a third of vegetable production and two-thirds of fruit and nuts for the

United States are grown in California.9 California has experienced droughts on a recurring basis

throughout its history, including a current drought that started in 2020 [119]. Though historical

droughts have been mitigated to some extent by a buffer of water stored in surface water

reservoirs or groundwater basins, long lasting and more frequent droughts in the last few decades

have severely impacted the ability of these buffers to ameliorate water scarcity in most of the

state. The increasing frequency and severity of droughts is also evident in the fact that

California's Emergency Services Act was used for statewide drought emergency only during the

most recent droughts of 2007–2009 and 2011-2016. Increasing severity and frequency of

droughts also impacts beliefs about future water scarcity, even though droughts themselves are

realizations of climate risk [120]. Beliefs about future climate realizations can also move asset

prices signi�cantly, as documented in the case of municipal bonds and sea level rise by [97]. We

aim to study time variation in the market implied premium placed on freshwater access for

farmland. Our analysis is focused in the period between 2000–2020, when California experienced

severe droughts. Belief revisions due to these severe drought events should be re�ected in updates

to market's beliefs about the economic value of freshwater access.

Government and policy makers are not immune to belief revisions about future climate events.

Severe droughts, coupled with dwindling water resources, have also resulted in increasing

regulation on water resources and usage [121]. California has a long history of groundwater

governance, discussed in depth by [122]. We summarize the legislative timeline from the creation

of the California Department of Water Resources to the SGMA in Table A.7. Timely to our

9https://www.cdfa.ca.gov/statistics/

68



Figure 3.2: California Water Wells

Notes: The �gure shows the annual number of newly completed agricultural wells in counties with large agricultural
presence between 1970 to 2020 using the compiled well completion reports from the California Natural Resource
Agency. Wells are �ltered as agricultural by selecting on planned use "agri" in the well completion reports. Further,
we consider wells that have been altered as new. We include wells in the following counties: Stanislaus, Butte, Yuba,
Glenn, Fresno, Amador, Madera, Kings, Yolo, Merced, Solano, Tehama, Placer, Kern, Sacramento, Sutter, Tulare,
San Joaquin, Contra Costa, Calaveras, and Alameda. The grey bars and blue bars indicate periods in which at least
25% of the counties experienced a moderate drought and extreme drought, respectively, over the last year. The data
on droughts is obtained from the National Integrated Drought Information System [119].

analysis, the reprieve from the 2007-2009 drought being short lived with a subsequent �ood in

2011, seen in Figure 3.2 was a catalyst for policy. Speci�cally, Governor Jerry Brown initiated a

series of drafts known as the California Water Action Plan aimed to aid groundwater

sustainability. The initial draft of the plan was completed in October of 2013 but the processing

continued to the creating of the SGMA in 2014.

To combat the overdraft of groundwater, California passed the Sustainable Groundwater

Management Act (SGMA) in September of 2014 with the purpose of creating better local

management of groundwater. The SGMA requires local agencies to create groundwater

sustainability plans (GSPs) of how to reduce overdraft of groundwater. The SGMA is

implemented at the basin level by local Groundwater Sustainability Agencies (GSA) who submit
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Groundwater Sustainability Plans (GSPs). Overall the SGMA aims to mitigate the overdraft of

water from 127 groundwater basins, 43 of which are high priority. The high priority basins were

required to submit GSPs by 2020 with a 20 year timeline to achieve stability in the basin's

groundwater. In this paper we utilize the enactment of the SGMA to analyze the impact of parcels

that are primarily dependent on groundwater.

The net effect of anthropogenic climatic change on agriculture is debated [107, 109, 110]. For

California, [102] show that the increased co-occurrence of warm year and dry years heightened

the risk of droughts. This co-occurrence poses a particular concern as increased

evapotranspiration requires additional irrigation [86]. [102] also suggest that additional global

warming is likely to create that dry periods are also extremely warm. Historically, dry spells were

accompanied with the drilling of additional agricultural wells for groundwater extraction as

shown in Figure 3.2. The access to groundwater acted thus far as insurance but further reliance on

groundwater is questionable due to depletion of aquifers and legal constraints from the SGMA.

3.4 Summary Statistics and Empirical Speci�cation

3.4.1 Summary Statistics

We consider a total of 63,632 agricultural land transactions which account for a total of 61,521

unique agricultural parcels in our main analysis.10 Figure 3.3 shows the location of parcels in our

sample across the State of California. The majority of parcels lie in the San Joaquin Valley and

Sacramento Valley and additional agricultural parcels in Los Angeles, Riverside, Orange, and

Monterey counties. The average parcel size is 44.7 acres. The land price per acre shows

substantial variation; the 25th percentile is 9,775, the median is 21,104 and the 75th percentile is

45,269 in 2020 USD.11

10There are on average 1.42 parcels per transaction. Whenever multiple parcels are part of a transaction, we compute
the price per acre to each of the parcels.

11We exclude transactions for which the price per acre exceeded $400,000 (in 2020 USD). There is the possibility
that these parcels are either incorrectly identi�ed as agricultural parcels or that the option value for residential devel-
opment is a large share of the transaction price. Overall, the option value been estimated to account for not more than
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Figure 3.3: Agricultural Parcels

Notes: The map displays the agricultural parcels in yellow. Black solid lines indicate the borders of the State of
California, while the grey lines represent the borders of the 58 counties. Agricultural parcels have been identi�ed
according to the procedure described in Section 3.2.

Table A.1 provides the summary statistics of soil characteristics of the parcels in our sample.We

ascertain that the parcels considered are in areas of infrequent �ooding that is drought vulnerable.

We �nd that an average of 35.8% of the parcels are in drought-vulnerable landscapes and that an

average number of 94.5% of the parcels are in areas of infrequent �ooding. This motivates our

speci�cation of California agricultural land and speci�cally the Central Valley of California.

Table A.4 provides additional summary statistics on the crop composition of the agricultural

parcels. The crop distribution describes the 2018 primary crop information from LandIQ. Fruits

and nuts account for the largest share of crops, followed by citrus and and unclassi�ed fallow

land.12 Fruits and nuts are some of the most pro�table crops in agriculture but at the same time

water intensive crops. For example, the production of California almonds has steadily increased

5% of the land value—including the Central Valley of California [123]. However, we do not want to exclude the pos-
sibility that the share increases substantially for individual parcels. We further conduct robustness to excluding parcels
that are only partially covered by the crop layer from LandIQ as it may indicate use for other, including residential,
purpose.

12Fruits and nuts include: apples, apricots, cherries, peaches and nectarines, pears, plums, prunes, �gs, miscella-
neous deciduous, almonds, walnuts, pistachios, and pomegranates
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from almond crops consisting of 418,000 acres in 1995 to 1,250,000 acres in 2020. Likewise, for

the 2019-2020 the almond farm production value was 6.1 bn dollars putting almond production as

one of top economic value crops for California [124]. The popularity of almonds is likely to

continue with food trends including alternative milks, aiding to increase demand for almonds

while at the same time demanding more water resources for its production. The high share of

pro�table and water intensive crops are bene�cial to our research design since any water shortage

affects cash-�ows and—in a competitive land market—the land valuation. As a result,

agricultural land valuations become particularly sensitive to the amount of available freshwater.

3.4.2 Research Design

Our research design uses the groundwater basin borders as an instrument for the access to

groundwater. Groundwater basins are naturally occurring resources, which have a stationary

geographical presence. In California, groundwater is usually pumped out of these basins through

man-made wells. As we detail in Section 3.5, groundwater wells are more likely to be located

over groundwater basins, implying that parcels lying above groundwater basins are likely to have

easier access to this freshwater source. Further, since groundwater basins are stationary, this

speci�c access to freshwater is relatively time-invariant. Even in the absence of changing climatic

conditions there is reason to expect that the differential access to groundwater is re�ected in land

valuations. In fact, [116] show that the thickness of the aquifers is capitalized in land values for

the High Plains Aquifer in Kansas. In a competitive land market, we expect land prices to

capitalize all known characteristics as they pertain to the cash �ows that are expected from the

land. The observation motivates our research design: We are estimating the differentialchangein

land values within a tight bandwidth of the groundwater basin border. In an ef�cient market the

changes in land prices should only re�ect new information about factors that affect land

productivity or by the way people form expectations about future availability of those factors. In

the semi-arid climate of California, the access to freshwater is one of the most dominant factors

affecting agricultural productivity. Our research design postulates that there is no differential
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changein another factor than thechangein freshwater availability that is both correlated with the

changein freshwater availability and thechangein land valuations for parcels that within a tight

bandwidth from the groundwater basin border.

Another important point to highlight is that in contrast to other studies that rely on the Ricardian

approach to assessing the economic impact of climatic conditions, we use a repeat-sales index

instead of relying on a hedonic model. Hedonic models face a common criticism that some

factors that affect both land values and the variable of interest are unobserved and thus bias the

coef�cient of interest. Using a repeat-sales index only uses the change of the transaction price of

a speci�c parcel; as long as unobserved characteristics are time-invariant it is absorbed by the

parcel �xed effect. The drawback is that the repeat-sales index limits the sample to parcels for

which at least two transactions are observed which reduces statistical power.

Our dataset consists of farmland parcel transactions, which are geospatially tagged. This allows

us to identify parcels which lie above a groundwater basin. About 92.8% of the parcels in our

analysis are located over a groundwater basin. In principle, we could compare the differential

price change between parcels above and outside a groundwater basin. To further alleviate the

concerns of potential confounders we further limit our sample to those parcels that are within a

tight bandwidth around the groundwater basin borders. Figure 3.4 displays the groundwater

basins in blue and highlights parcels in red that lie within 3 kilometers of the groundwater basin

border. We alternate the bandwidth to broader and tighter bandwidths in the robustness section

and use a 3 km distance threshold in our main estimation.

We use two different speci�cations to estimate the differential increase in land valuations

depending on the groundwater access of the farmland. Speci�cally, we estimate a long difference

speci�cation of the following form:

� ln Price / acre8–C–C¸ 1 = U6 ¸ V6 � I 82Basin ¸ n6
8–C–C¸ 1 (3.1)

where� ln Price / acre8–C–C¸ 1 is the log difference in the observed transaction price per acre for
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