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Abstract
Data Structure Frameworks for Optimization and Search

Shunhua Jiang

Many important theoretical and practical problems can be solved using continuous

optimization. As data generation continues to grow at an unprecedented rate, there is a growing

need for the most efficient possible algorithms, particularly those that achieve optimal or nearly

input-size complexity. This thesis focuses on developing theoretical results for faster and

nearly-optimal optimization and search algorithms through the use of data structures.

The first part of this thesis presents faster algorithms for fundamental optimization

problems including linear programming (LP), semidefinite programming (SDP), sum-of-squares

optimization (SOS), and ℓ∞ regression. We show how specialized data structures can reduce the

cost per iteration in iterative optimization algorithms, leading to faster solvers for these problems.

The second part of this thesis covers our work on data structures for several fundamental

online problems including dynamic ℓ2 regression and partial match. For the partial match

problem, we developed a general framework for building data structures by simulating

communication protocols, which is also applicable to other online search problems.
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Chapter 1: Introduction

As the generation and collection of data continue to grow at an unprecedented rate, efficient

processing of information is crucial to the scalability of training, deployment, and search in the

modern era. There is an increasing need for faster algorithms that not only run in polynomial time

but also achieve optimal or nearly input-size complexity. This is the focus of this thesis, where we

build new tools and frameworks to accelerate optimization and search algorithms.

A key tool in this thesis is the use of data structures. Unlike traditional data structures, our new

frameworks allow us to focus on specialized data structures tailored to specific optimization and

search algorithms, where we heavily exploit the underlying properties of the algorithms themselves,

such as stability and robustness properties. As a result, these data structures reduce the cost per

iteration of optimization algorithms, leading to faster and, in some cases, nearly optimal runtimes.

In this introductory chapter, we provide a high-level overview of this thesis. In Section 1.1,

we introduce a new data structure framework for optimization algorithms, and present the results

obtained under this framework. In Section 1.2, we shift focus to data structures for search problems

and other core online problems.

Following this chapter, we present each of the results introduced here in more detail. Each

subsequent chapter begins with a more detailed technical overview of the result in that chapter.

1.1 Faster Convex Optimization Using Faster Data Structures

Perhaps the most important and widely applicable problem in convex optimization is linear

programming (LP). We begin this section with a brief background on existing algorithms for LP

and describe how it gives rise to a new data structure framework that achieves nearly optimal

runtime for LP.
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A linear program has the form of min 𝑐⊤𝑥 s.t. 𝐴𝑥 = 𝑏 and 𝑥 ≥ 0 where 𝐴 ∈ R𝑑×𝑛, and it belongs

to the more general class of conic optimization, where the goal is to minimize a convex function

over a convex cone with linear constraints. Linear programming has numerous applications in areas

from machine learning and control theory to network optimization and market design.

Linear programming is one of the earliest studied optimization problems, dating back to Fourier

in 1827. The first algorithm for solving LP was the simplex algorithm proposed by Dantzig in 1947

[7]. Since then, various pivoting rules have been developed [8, 9, 10]. The simplex method is very

efficient in practice, and is still widely used in solvers nowadays. However, the simplex method

has exponential worst-case running time under all known pivot rules [11]. The smoothed analysis

by Spielman and Teng [12] showed that the simplex method runs in polynomial time under small

perturbations of the input data, which explains its practical efficiency.

The first weakly polynomial time algorithm for LPs was the ellipsoid method proposed by

Khachiyan in 1980 [13] (similar ideas were previously introduced by [14] and [15]). Unfortunately,

the algorithm has a large polynomial runtime of 𝑂∗(𝑛6),1 and it is slower in practice compared to

the simplex algorithm.

In this thesis, we focus on the weakly polynomial algorithms for linear programming and other

optimization problems. Only a few special classes of LPs are known to have strongly polynomial

algorithm, including combinatorial LPs [16, 17], LPs with at most two non-zero entries per row or

column [18, 19]. Whether general linear programming can be solved in strongly polynomial time

remains a major open problem, also known as Smale’s 9th problem.

Background about interior point methods. The emergence of interior point methods (IPMs)

introduced the first class of LP algorithms that are efficient in both theory and practice. The

seminal paper by Karmarkar [20] was the first to propose IPMs, while the underlying mathematical

principles had been studied before [21, 22]. Various different variants of IPMs were developed to

improve their practical performance and theoretical guarantees, including path-following algorithms
1In this introduction we use𝑂∗ (·) to hide poly log(𝑛𝑅/𝛿) terms, where 𝛿 is the accuracy parameter, and 𝑅 measures

the size of the problem. Please refer to later chapters for more details on the definitions of 𝑅 and 𝛿. We also use 𝑂 (·)
to hide poly log(𝑛) terms.
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[23, 24], primal-dual algorithms [25, 26, 27, 28], and other potential-reduction variants following

Karmarkar’s algorithm [29, 30]. Efficient initialization techniques were also developed [31, 32, 33,

34]. In 1994, Nesterov and Nemirovskii [35] developed the self-concordance theory, which showed

that interior point methods can in principle be generalized to all convex optimization problems.

This has in particular led to the development of IPMs for semidefinite programming (SDP) [36, 37,

38] that are also efficient in practice.

Karmarkar’s first IPM algorithm had a runtime of 𝑂∗(𝑛3.5), and a long line of research in the

1980s culminated in Vaidya’s 1989 IPM [39] that runs in𝑂∗(𝑛2.5) time, which is the first algorithm

with runtime below𝑂∗(𝑛3). An interior point method iteratively traverses the interior of the feasible

region until it approaches the optimal solution, and its runtime is determined by the number of

iterations times the cost per iteration. In each iteration, the IPM solves a linear system derived from

the Newton step that optimizes a local quadratic approximation. Standard IPMs have
√
𝑛 iterations,

but a straightforward implementation incurs at least 𝑛𝜔 time per iteration, where 𝜔 ≈ 2.37 is the

fast matrix multiplication exponent. The key technique in Vaidya’s paper to achieve runtime below

𝑛𝜔+1/2 is to reuse the inverse matrix from previous iterations, which is updated lazily using fast

matrix multiplication. However, as noted in [39], their algorithm cannot be improved beyond 𝑛2.5

time even if the fast matrix multiplication exponent is further improved. For other regimes of LP

where the number of variables 𝑛 is much larger than the number of constraints 𝑑, the fastest solvers

are [40, 41, 42], based on an IPM that requires only
√
𝑑 iterations. However, for the dense square

case where 𝑑 = Θ(𝑛), their running time remains 𝑛2.5, the same as that of [39].

Recently, Cohen, Lee and Song [43] developed a robust IPM combined with an inverse main-

tenance data structure that dynamically maintains the inverse of the Newton steps, achieving

𝑂∗(𝑛𝜔 + 𝑛2+1/6) running time for general (dense) LPs. This runtime matches the current matrix

multiplication time where 𝜔 ≈ 2.37. Building on their result, [44] showed how to achieve the same

running time for the more general problem of empirical risk minimization, and [45] showed how to

make the algorithm deterministic. The work of [43] is the first application of a new data structure

framework that improves the cost-per-iteration by dynamically maintain solutions to sequences of
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simpler optimization problems in iterative optimization algorithms.

Organization of this section. The rest of this section presents my results on faster algorithms

for LP, as well as extensions of the framework to other conic optimization problems, including

semidefinite programming (SDP) and sum-of-squares optimization (SOS). These algorithms all

rely on a careful combination of dynamic data structures and stability properties of optimization

algorithms — that is, the simpler optimization problem in each iteration of an iterative optimization

algorithm differs only slightly from the one in the previous iteration. By designing specialized

dynamic data structures that exploit such stability guarantees, we can reuse useful information

computed in previous iterations to improve the amortized cost per iteration.

1.1.1 Linear Programming (LP)

Even though the algorithm of [43] achieves current matrix multiplication time, it is never faster

than 𝑛2+1/6, and its runtime remains so even if the fast matrix multiplication exponent drops below

𝑛2+1/6. Indeed, it is widely believed that 𝜔 ≈ 2 [46, 47]. In the ideal case where 𝜔 reaches 2, there

is still a multiplicative gap of 𝑛1/6, and this raises a natural question:

Is it possible to solve linear programs in the same running time as solving linear systems?

In this thesis, we present an algorithm that moves one step further towards answering this question.

We design an improved LP solver that runs in time𝑂∗(𝑛𝜔+𝑛2+1/18). In the most notable (ideal) case

that 𝜔 ≈ 2, our algorithm improves the previous 𝑛2+1/6 runtime to𝑂∗(𝑛2+1/18). More precisely, we

prove the following theorem:

Theorem 1.1.1 (Informal statement of Theorem 3.1.2). Let min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥 be a linear program

where 𝐴 ∈ R𝑑×𝑛 and 𝑑 = Θ(𝑛). Then there is a randomized algorithm that solves the LP to high

accuracy in expected time

𝑂∗(𝑛𝜔 + 𝑛2+1/18).
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The key idea we exploit is a higher-order stability property of the IPM: not only the variables

are changing slowly during all iterations, but the changes of the variables are also changing slowly.

We design a novel two-level projection maintenance data structure that uses linear sketching to fully

exploit this stronger stability property. This approach is a first step to recursively apply dynamic

data structures to iterative optimization algorithms.

1.1.2 Low-Accuracy Solvers for LP

While the use of dynamic data structures has led to great improvement in the cost per iteration

of IPMs for LP, the rate of convergence remains at least
√
𝑛 for all known IPMs when 𝑑 = Θ(𝑛).

It is a long-standing open problem whether 𝑜(
√
𝑛) iteration complexity is possible for IPMs. On

the other hand, an exciting recent line of research shows that for the first order low-accuracy

algorithms known as multiplicative weight update (MWU) methods, the iteration complexity can be

improved via a technique called width reduction [48, 49]. At a high-level, this technique “penalizes”

coordinates 𝑖 that have large values in an update direction Δ𝑥𝑖, thereby reducing the width ∥Δ𝑥∥∞.

Unlike IPMs whose runtimes depend logarithmically on the accuracy parameter (i.e., their runtimes

have poly log(1/𝛿) terms), MWUs only produce low-accuracy solutions, meaning their runtimes

depend polynomially on the accuracy parameter, with terms of the form (1/𝛿)𝑂 (1) .

In this thesis we ask the question: Is it possible to combine dynamic data structure techniques

which improve the cost per iteration, with width reduction techniques which reduce the number of

iterations? A truly optimal algorithm would inevitably need to incorporate both techniques.

We propose an MWU algorithm for LP (presented for the equivalent ℓ∞ regression problem)

that runs in 𝑛2+1/22.5poly(1/𝛿) time when 𝜔 = 2, and this is faster than all known IPMs in the

low-accuracy regime. More precisely:

Theorem 1.1.2 (Informal statement of Theorem 6.6.2). Let 𝐴 ∈ R𝑛×𝑑 and 𝑑 = Θ(𝑛). There is a

randomized algorithm that finds 𝑥′ which satisfies ∥𝐴𝑥′ − 𝑏∥∞ ≤ (1 + 𝛿)min𝑥∈R𝑑 ∥𝐴𝑥 − 𝑏∥∞ in

𝑂 (𝑛2+1/22.5poly(𝛿−1)) time when 𝜔 = 2 + 𝑜(1). This algorithm converges in 𝑂 (𝑛1/2.5poly(𝛿−1))

iterations.
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This is the first non-trivial combination of dynamic data structures and width reduction tech-

niques, finally making the two most important building blocks of modern structured convex op-

timization compatible. Our new MWU algorithm has non-monotone weight update steps which

provide the robustness needed for the sketching techniques in the data structures, and it uses new

special width reduction steps that guarantee the stability of each iteration.

1.1.3 Semidefinite Programming (SDP)

Semidefinite programming (SDP) is a generalization of linear programming, where the goal is

to optimize over the cone of positive semidefinite matrices:

max
𝑋∈R𝑛×𝑛

⟨𝐶, 𝑋⟩ subject to ⟨𝐴𝑖, 𝑋⟩ = 𝑏𝑖, ∀𝑖 ∈ [𝑚], 𝑋 ⪰ 0.

SDPs can model more complex problems and have a wide range of applications in areas such as

combinatorial optimization [50, 51, 52] and quantum computing [53]. Despite being more general

than LP, SDP can also be solved efficiently using interior point methods [54]. The aforementioned

data structure framework can also be instantiated for the SDP problem, and a recent result [55]

shows how to solve SDPs in 𝑂∗(
√
𝑛(𝑚𝑛2 + 𝑚𝜔 + 𝑛𝜔)) time.

In this thesis, we design a faster IPM algorithm that improves upon [55], and perhaps more

notably, our algorithm solves tall dense SDPs where𝑚 = Θ(𝑛2) in the current matrix multiplication

time:

Theorem 1.1.3 (Informal version of Theorem 4.2.1). Let 𝑚 = Θ(𝑛2). There is an algorithm that

solves a general SDP with variable size 𝑛 × 𝑛 and 𝑚 constraints to high accuracy in time

𝑂∗(𝑚𝜔 + 𝑚2+1/4).

The runtime of this algorithm matches that of solving linear systems for the current 𝜔. Our

main techniques include a new data structure for maintaining the inverse of a Kronecker product,

and a generalization of the amortization schemes used for LP solvers (techniques for vectors) to
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SDP solvers (techniques for positive semidefinite matrices).

1.1.4 Sum-of-Squares Optimization (SOS)

In sum-of-squares (SOS) optimization, the goal is to optimize a linear objective where the

variables are the coefficients of a sum-of-squares polynomial, which is a polynomial that can be

expressed as a finite sum of squared polynomials. The hierarchy of weighted SOS optimization

with increasing degree (known as the Lasserre hierarchy) can be used for approximating general

polynomial optimization, which has many applications in areas including combinatorial optimiza-

tion [56, 57, 58], statistical estimation [59, 60], and experimental design [61]. The dual SOS cone

is a slice of the SDP cone [62], and commonly-used SOS solvers typically rely on existing SDP

solvers.

In this thesis, we propose an IPM algorithm for sum-of-squares optimization using the data

structure framework. Our algorithm is polynomially faster than both previous specialized SOS

solvers [63] and the SDP-based algorithms. Our main technique is to maintain the spectral approx-

imations of an element-wise product that is unique to SOS optimization.

1.2 Faster Data Structures for Core Online Problems

The second part of this thesis shifts focus to my work on data structures for fundamental

online problems, including dynamic ℓ2 regression and partial match. The new tools and paradigms

developed here are more general and broadly applicable, and the simpler problem formulations

often make it possible to prove tighter or even matching hardness results, thereby shedding light on

the inherent limitations of these data structures.

1.2.1 Dynamic ℓ2 Regression

ℓ2 regression min𝑥∈R𝑑 ∥𝐴𝑥 − 𝑏∥2 is perhaps the simplest and most important learning problem,

serving as a foundation for numerous optimization and machine learning tasks [64, 65, 66, 67,

68]. Many such applications involve data that is continually changing, either by nature or by
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design. In this thesis, we study dynamic ℓ2 regression, where the goal is to dynamically maintain

an approximate solution that minimizes ∥𝐴𝑥 − 𝑏∥2 under insertions and/or deletions of rows and

labels to 𝐴 and 𝑏. This problem can be viewed as the simplest instance of continual learning,

where we aim to maintain a linear model that incorporates new information incrementally without

recomputing the model from scratch. Variants of dynamic ℓ2 regression also appear in iterative

optimization methods such as IPMs and MWUs mentioned above.

Our first result is a data structure that maintains a 0.01-approximate solution for dynamic ℓ2

regression under incremental updates, and supports each row insertion in nearly row-sparsity time:

Theorem 1.2.1 (Informal version of Theorem 7.1.1). There exists a randomized dynamic data struc-

ture which with high probability maintains a solution 𝑥′ satisfying ∥𝐴𝑥′−𝑏∥2 ≤ 1.01 min𝑥∈R𝑑 ∥𝐴𝑥−

𝑏∥2 under 𝑛 ≥ poly(𝑑) adaptive row-insertions to 𝐴 and 𝑏, with an amortized update time of

𝑂 (nnz(𝑎 (𝑖))) for a row 𝑎 (𝑖) , where nnz(𝑎 (𝑖)) denotes the number of non-zero entries of 𝑎 (𝑖) .

Our data structure is robust to both oblivious and adaptive updates, and empirical results show

that it outperforms all existing approaches; in particular, it is approximately 3x faster than the

classic Kalman filter [69].

Additionally, we prove that this data structure is essentially optimal by showing a quadratic

Ω(𝑑2) lower bound for the update time if the data structure is extended to support both insertions

and deletions, or to achieve 1/poly(𝑑) accuracy. These conditional lower bounds are based on the

Online Matrix Vector multiplication (OMv) conjecture, which postulates that computing Boolean

matrix-vector products for a fixed 𝑑 × 𝑑 matrix with an online sequence of vectors requires 𝑑2−𝑜(1)

time per vector. These hardness results provide a nearly complete characterization of the complexity

of dynamic ℓ2 regression. Our technical contribution is a hardness amplification reduction from

exact OMv to approximate OMv over the reals, showing that the OMv problem remains hard even

when the online matrix-vector products only need to be approximated to within constant relative

accuracy against adaptive sequences.
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1.2.2 Partial Match

In information retrieval and pattern matching, a prototypical search problem for a predicate

𝑓 : X × Y → {0, 1} is to preprocess a high-dimensional dataset {𝑥1, 𝑥2, . . . , 𝑥𝑛} ⊂ X into a

data structure such that, given a query 𝑦 ∈ Y, it can quickly answer if there exists an 𝑥𝑖 such

that 𝑓 (𝑥𝑖, 𝑦) = 1. Some canonical examples include nearest neighbor search [70, 71, 72], range

searching and quantile queries [73, 74, 75], searching with “wildcards” [76, 77], set-containment

and intersection [78, 79, 80, 81]. One of the most basic such problems, which dates back to at

least as early as Rivest’s thesis [82] and turns out to subsume most aforementioned ones, is the

partial match problem: build a data structure over a dataset {𝑥1, 𝑥2, . . . , 𝑥𝑛} ⊂ {0, 1}𝑑 so that when

given a query 𝑦 ∈ {0, 1, ★}𝑑 , the data structure can efficiently answer whether there exists a data

point 𝑥𝑖 that matches 𝑦 on all non-★ coordinates. This problem is of fundamental importance as

it models many real-life information retrieval queries [83, 84, 85, 86], such as finding entries that

satisfy specified equality constraints in a database, determining if a document contains a given set

of words, and classifying an IP packet according to its parameters.

From a theoretical viewpoint, the partial match problem is closely related to central problems in

fine-grained complexity. A central conjecture in fine-grained complexity is the orthogonal vectors

(OV) conjecture, which postulates that there exists no truly subquadratic (𝑛1.999 time) algorithm for

deciding if two sets 𝐴, 𝐵 ⊂ {0, 1}𝑑 contain an orthogonal pair of vectors, where each set contains 𝑛

vectors and the dimension is 𝑑 = 𝑐 · log 𝑛 for large enough constant 𝑐. The partial match problem is

equivalent to the online version of the OV problem, and efficient partial match algorithms directly

imply efficient combinatorial algorithms for OV. In this thesis, we also consider the 𝑤-sparse partial

match where the query 𝑦 has at most 𝑤 wildcards, and understanding this problem could lead to

progress on the sparse OV conjecture [87].

The partial match problem has been extensively studied [82, 78, 76, 88, 75]. For dense instances

with dimension 𝑑 = 𝑐 log 𝑛, the current best algorithm is due to [75], which has query time 𝑛1−1/𝑂 (𝑐)

with near-linear space 𝑂 (𝑛1.1). In the sparse case, where the number of wildcards is 𝑤 ≪ 𝑑, [76]

provided a data structure with space𝑂 (𝑛 log𝑤 𝑛) and query time𝑂 (2𝑤), independent of the alphabet
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size |Σ |. Assuming 𝑤 = 𝑐 log 𝑛, the query time of this data structure becomes 𝑂 (𝑛𝑐), which is

non-trivial (sublinear) only for 𝑐 < 1.

In this thesis, we consider constant-size alphabets, and we show that sublinear query time is

possible even when the number of wildcards in the query is as large as 𝑤 = 𝑐 log 𝑛 ≪ 𝑑 for

arbitrarily large constant 𝑐 ≫ 1, using space 𝑂 (𝑛1.1) and query time 𝑛1−1/Θ̃(𝑐) .

Theorem 1.2.2 (Informal version of Theorem 8.5.1). For any large enough constant 𝑐, there is a

data structure for 𝑤-sparse partial match problem where 𝑤 ≤ 𝑐 log 𝑛, with space 𝑠 = 𝑂 (𝑛1.1) and

expected query time 𝑡𝑞 = 𝑛1−1/Θ̃(𝑐) .

This result matches the time-space tradeoff of the fastest known data structure for dense instances

[75], thus unifying and improving the time-space landscape for partial match.

Our partial match data structure is an instance of a general framework that we developed

for building data structures by simulating communication protocols for the underlying problem

𝑓 : X ×Y → {0, 1} under product distributions. The fundamental advantage of this framework is

that, while the set disjointness problem corresponding to partial match has Ω(𝑑) communication

complexity in the worst case [89], it is well known that the distributional complexity of set

disjointness under product distributions is only𝑂 (
√
𝑑) [90]. A simplified version of our framework

is stated as follows:

Theorem 1.2.3 (Informal version of Theorem 8.4.1). For any 𝜀 > 0, suppose the two-party one-

sided 𝜀-error distributional communication complexity of 𝑓 : X × Y → {0, 1} under arbitrary

product distribution (𝑥, 𝑦) ∼ 𝜆𝑥 × 𝜆𝑦 is at most 𝐶𝜀. Then there exists a data structure supporting

search problem for predicate 𝑓 with space 𝑛 · 2𝑂 (𝐶𝜀) and query time 2𝑂 (𝐶𝜀) + 𝜀𝑛.

Our partial match data structure follows from this framework combined with our newly de-

veloped 𝑂 (
√︁
𝑤 log(1/𝜀)) communication protocol for sparse set disjointness problem. Results in

communication complexity are often used to prove lower bounds for data structures. Our work

is the first framework to construct data structure upper bounds from communication protocols,

thereby establishing a new approach to data-dependent algorithms.
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Finally, we also prove an Ω(𝑛1−1/
√
𝑐) lower bound in the list-of-points model, which is a model

that captures most existing search data structures, particularly those based on hashing. This lower

bound nearly matches our upper bound up to polynomial dependence on 𝑐.
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Chapter 2: Preliminaries

In this section we provide the notations and some basic facts that are used throughout this thesis.

2.1 Notations

Standard notations. For any positive integer 𝑛 and 𝑛1 ≤ 𝑛2, we denote [𝑛] = {1, 2, · · · , 𝑛} and

[𝑛1 : 𝑛2] = {𝑛1, . . . , 𝑛2}. We use R+ and R≥0 to denote the set of positive and non-negative real

numbers respectively.

For any positive integer 𝑛, we use 0𝑛, 1𝑛 ∈ R𝑛 to denote the all-zero and all-one vectors of size

𝑛, and we use 𝐼𝑛 to denote the identity matrix of size 𝑛 × 𝑛.

For a vector 𝑣 ∈ R𝑛, we use the standard definition of ℓ𝑝 norms: ∀𝑝 ≥ 1, ∥𝑣∥𝑝 = (
∑𝑛
𝑖=1 |𝑣𝑖 |𝑝)1/𝑝.

Specially, ∥𝑣∥∞ = max𝑖∈[𝑛] |𝑣𝑖 |.

A vector 𝑣 ∈ R𝑛 is called 𝑘−sparse if at most 𝑘 entries in 𝑣 are non-zero.

For any random variable 𝑥, we use E[𝑥] to denote its expectation, and we use Var[𝑥] to denote

its variance. We define Sup[𝑥] to be the deterministic maximum of 𝑥.

We use standard definitions of hyperbolic functions sinh(𝑥) = 𝑒𝑥−𝑒−𝑥
2 , cosh(𝑥) = 𝑒𝑥+𝑒−𝑥

2 .

Basic matrix notations. We use tr[·] to denote the trace of a matrix, and we use nnz(·) to denote

the number of non-zero entries of a matrix.

We say a matrix 𝐴 ∈ R𝑛×𝑛 is PSD (denoted as 𝐴 ⪰ 0) if 𝐴 is symmetric and 𝑥⊤𝐴𝑥 ≥ 0 for all

𝑥 ∈ R𝑛. We use S𝑛×𝑛 to denote the set of PSD matrices of size 𝑛 × 𝑛. We use 𝐴 ⪰ 𝐵 to denote

𝐴 − 𝐵 ⪰ 0.

The spectral norm of a matrix 𝐴 ∈ R𝑛×𝑑 is defined as ∥𝐴∥2 = max𝑥∈R𝑑 ,∥𝑥∥2=1 ∥𝐴𝑥∥2. The

Frobenius norm of 𝐴 is defined as ∥𝐴∥𝐹 =

√︃∑
𝑖∈[𝑛]

∑
𝑗∈[𝑑] 𝐴

2
𝑖, 𝑗

. For any PSD matrix 𝑀 ∈ S𝑛×𝑛, we

define the 𝑀-norm as ∥𝑥∥𝑀 =
√
𝑥⊤𝑀𝑥, ∀𝑥 ∈ R𝑛.
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For any matrix A ∈ R𝑛×𝑑 (𝑛 ≥ 𝑑), let 𝜎1(A) ≥ · · · ≥ 𝜎𝑑 (A) ≥ 0 be its singular value, and

𝜅(A) = 𝜎1 (A)
𝜎𝑑 (A) be the condition number. When A is a symmetric matrix, we use 𝜆1(A) ≥ · · · ≥

𝜆𝑑 (A) to denote its eigenvalue.

For a matrix 𝐴 ∈ R𝑚×𝑛 where 𝑚 ≥ 𝑛, we use 𝜆1(𝐴) ≥ · · · ≥ 𝜆𝑛 (𝐴) to denote the eigenvalues of

𝐴, and we also denote the vector of eigenvalues as 𝜆(𝐴) ∈ R𝑛. We let 𝜎1(𝐴) ≥ · · · ≥ 𝜎𝑑 (𝐴) ≥ 0

denote the singular values of 𝐴, and let 𝜅(𝐴) = 𝜎1 (𝐴)
𝜎𝑑 (𝐴) denote the condition number. We use rank(𝐴)

to denote the rank of a matrix 𝐴. We use ker(𝐴) and Im(𝐴) to denote the kernel space and the

column space of 𝐴.

For a vector 𝑣 ∈ R𝑛, we use diag(𝑣) ∈ R𝑛×𝑛 to denote the diagonal matrix whose diagonal

entries are 𝑣. For a square matrix 𝐴 ∈ R𝑛×𝑛, we use diag(𝐴) ∈ R𝑛 to denote the vector of the

diagonal entries of 𝐴.

For any vector 𝑣 ∈ R𝑛, we use 𝑣 [𝑖] to denote the 𝑖-th largest entry of 𝑣, for any subset 𝑆 ⊆ [𝑛],

we define 𝑣𝑆 ∈ R|𝑆 |×1 to be the subvector of 𝑀 that only has the entries in 𝑆.

For a matrix 𝐴 ∈ R𝑚×𝑛, and subsets 𝑆1 ⊆ [𝑚], 𝑆2 ⊆ [𝑛], we define 𝐴𝑆1,𝑆2 ∈ R|𝑆1 |×|𝑆2 | to be the

submatrix of 𝐴 that only has rows in 𝑆1 and columns in 𝑆2. We also define 𝐴𝑆1,: ∈ R|𝑆1 |×𝑛 to be the

submatrix of 𝐴 that only has rows in 𝑆1, and 𝐴:,𝑆2 ∈ R𝑚×|𝑆2 | to be the submatrix of 𝐴 that only has

columns in 𝑆2. When it’s clear from context, we also use the shorthand 𝐴𝑆2 to denote 𝐴:,𝑆2 .

Coordinate-wise operations. For a vector 𝑥 ∈ R𝑛 and 𝑠 ∈ R𝑛, we denote 𝑥𝑠 ∈ R𝑛 as a length-𝑛

vector whose 𝑖-th coordinate is (𝑥𝑠)𝑖 = 𝑥𝑖𝑠𝑖, ∀𝑖 ∈ [𝑛]. Similarly, we also define other scalar

operations on vectors as coordinate-wise operations.

For a scalar function 𝑓 : R→ R and a vector 𝑥 ∈ R𝑛, we define 𝑓 (𝑥) = [ 𝑓 (𝑥1), . . . , 𝑓 (𝑥𝑛)]⊤.

Upper case as diagonal matrix. Given vectors 𝑥, 𝑠 ∈ R𝑛, we use 𝑋 ∈ R𝑛×𝑛 and 𝑆 ∈ R𝑛×𝑛 to

denote the diagonal matrix of those two vectors. We use 𝑋/𝑆 to denote the diagonal matrix there

the 𝑖-th entry on the diagonal is (𝑋/𝑆)𝑖,𝑖 = 𝑥𝑖/𝑠𝑖, ∀𝑖 ∈ [𝑛]. Similarly, we extend other scalar

operations to diagonal matrix.
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Approximations. For any function 𝑓 , we define 𝑂 ( 𝑓 ) = 𝑂 ( 𝑓 · poly log( 𝑓 )), and 𝑂∗( 𝑓 ) =

𝑂 ( 𝑓 · 𝑓 𝑜(1)), and we additionally define 𝑂𝜀 ( 𝑓 ) = 𝑂 ( 𝑓 · poly(𝜀−1)).

For vectors 𝑎, 𝑏 ∈ R𝑛 and accuracy parameter 𝜀 ∈ (0, 1), we use 𝑎 ≈𝜀 𝑏 to denote that

𝑒−𝜀 ·𝑏𝑖 ≤ 𝑎𝑖 ≤ 𝑒𝜀 ·𝑏𝑖, for any 𝑖 ∈ [𝑛]. For constant 𝑡, we use 𝑎 ≈𝜀 𝑡 to denote that 𝑒−𝜀 · 𝑡 ≤ 𝑎𝑖 ≤ 𝑒𝜀 · 𝑡,

for any 𝑖 ∈ [𝑛].

For any two symmetric matrices 𝐴, 𝐵 ∈ R𝑛×𝑛, any parameter 𝜀 ∈ (0, 1), we say 𝐵 and 𝐴 are

𝜀-spectral approximation of each other, denoted as 𝐵 ≈𝜀 𝐴, if we have

𝑒−𝜀 · 𝑥⊤𝐴𝑥 ≤ 𝑥⊤𝐵𝑥 ≤ 𝑒𝜀 · 𝑥⊤𝐴𝑥, ∀𝑥 ∈ R𝑛.

Matrix related operations. For two matrices 𝐴, 𝐵 ∈ R𝑚×𝑛, we define the matrix inner product

⟨𝐴, 𝐵⟩ := tr[𝐴⊤𝐵].

We use vec[] to denote matrix vectorization: for a matrix 𝐴 ∈ R𝑚×𝑛, vec[𝐴] ∈ R𝑚𝑛 is defined

to be vec[𝐴] ( 𝑗−1)·𝑛+𝑖 = 𝐴𝑖, 𝑗 for any 𝑖 ∈ [𝑚] and 𝑗 ∈ [𝑛], i.e.,

vec[𝐴] =


𝐴:,1
...

𝐴:,𝑛


∈ R𝑚𝑛.

We use ⊗ to denote matrix Kronecker product: For any two matrices 𝐴 ∈ R𝑚×𝑛 and 𝐵 ∈ R𝑝×𝑞,

𝐴 ⊗ 𝐵 ∈ R𝑝𝑚×𝑞𝑛 is defined to be (𝐴 ⊗ 𝐵)𝑝(𝑖−1)+𝑠,𝑞( 𝑗−1)+𝑡 = 𝐴𝑖, 𝑗 · 𝐵𝑠,𝑡 for any 𝑖 ∈ [𝑚], 𝑗 ∈ [𝑛],

𝑠 ∈ [𝑝], [𝑡] ∈ [𝑞], i.e.,

𝐴 ⊗ 𝐵 =



𝐴1,1 · 𝐵 𝐴1,2 · 𝐵 . . . 𝐴1,𝑛 · 𝐵

𝐴2,1 · 𝐵 𝐴2,2 · 𝐵 · · · 𝐴2,𝑛 · 𝐵
...

...
. . .

...

𝐴𝑚,1 · 𝐵 𝐴𝑚,2 · 𝐵 . . . 𝐴𝑚,𝑛 · 𝐵


∈ R𝑝𝑚×𝑞𝑛.

We use ◦ to denote matrix Hadamard product: For any two matrices 𝐴, 𝐵 ∈ R𝑚×𝑛, the Hadamard
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product 𝐴 ◦ 𝐵 ∈ R𝑚×𝑛 is defined as

(𝐴 ◦ 𝐵)𝑖, 𝑗 = 𝐴𝑖, 𝑗 · 𝐵𝑖, 𝑗 , ∀𝑖 ∈ [𝑚], 𝑗 ∈ [𝑛] .

We also use 𝐴◦2 to denote 𝐴 ◦ 𝐴.

Definition 2.1.1 (Stacking matrices). Let 𝐴1, 𝐴2, · · · , 𝐴𝑚 ∈ R𝑛×𝑛 be 𝑚 symmetric matrices.

We use A ∈ R𝑚×𝑛
2 to denote the matrix that is constructed by stacking the 𝑚 vectorizations

vec[𝐴1], vec[𝐴2], · · · vec[𝐴𝑚] ∈ R𝑛
2 .

Fast matrix multiplication. We use Tmat(𝑎, 𝑏, 𝑐) to denote the time of multiplying an 𝑎 × 𝑏

matrix with another 𝑏 × 𝑐 matrix.

For 𝑘 ∈ R+, we define 𝜔(𝑘) ∈ R+ to be the value such that ∀𝑛 ∈ N+, Tmat(𝑛, 𝑛, 𝑛𝑘 ) = 𝑂 (𝑛𝜔(𝑘)).

For convenience we define three special values of 𝜔(𝑘). We define 𝜔 to be the fast matrix

multiplication exponent, i.e., 𝜔 := 𝜔(1). We define 𝛼 ∈ R+ to be the dual exponent of fast matrix

multiplication, i.e., 𝜔(𝛼) = 2. We define 𝛽 := 𝜔(2).

2.2 Basic Facts and Tools

2.2.1 Matrix Operations

Fact 2.2.1 (Matrix inner product). For two matrices 𝐴, 𝐵 ∈ R𝑚×𝑛, we have ⟨𝐴, 𝐵⟩ = tr[𝐴⊤𝐵] =

vec[𝐴]⊤ vec[𝐵].

Spectral approximation has the following properties, and the proofs are straightforward from

definitions.

Fact 2.2.2 (Properties of spectral approximation). For any two PSD matrices 𝐴, 𝐴 ∈ R𝑛×𝑛, any

parameter 𝜀 ∈ (0, 1), if 𝐴 ≈𝜀 𝐴, then we have

1. 𝐵⊤𝐴𝐵 ≈𝜀 𝐵⊤𝐴𝐵, for any matrix 𝐵 ∈ R𝑛×𝑛.

2. If both 𝐴 and 𝐴 are invertible, then 𝐴−1 ≈𝜀 𝐴−1.
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3. 𝑒−𝜀 tr[𝐴] ≤ tr[𝐴] ≤ 𝑒𝜀 tr[𝐴].

4. 𝐴◦2 ≈2𝜀 𝐴
◦2.

Fact 2.2.3 (Basic properties of Kronecker product). The Kronecker product ⊗ satisfies the following

properties.

1. For matrices 𝐴 ∈ R𝑎×𝑛 and 𝐵 ∈ R𝑏×𝑚, we have (𝐴 ⊗ 𝐵)⊤ = 𝐴⊤ ⊗ 𝐵⊤ ∈ R𝑛𝑚×𝑎𝑏.

2. For matrices 𝐴 ∈ R𝑎×𝑛, 𝐵 ∈ R𝑏×𝑚, 𝐶 ∈ R𝑛×𝑐, 𝐷 ∈ R𝑚×𝑑 , we have (𝐴 ⊗ 𝐵) · (𝐶 ⊗ 𝐷) =

(𝐴𝐶 ⊗ 𝐵𝐷).

Fact 2.2.4 (Kronecker product and vector multiplication). Given 𝐴 ∈ R𝑚×𝑛, 𝐵 ∈ R𝑛×𝑘 , 𝐶 ∈ R𝑘×𝑙 ,

𝐷 ∈ R𝑙×𝑚, we have

1. vec[𝐴𝐵𝐶] = (𝐶⊤ ⊗ 𝐴) · vec[𝐵].

Note that 𝐴𝐵𝐶 ∈ R𝑚×𝑙 , 𝐶⊤ ⊗ 𝐴 ∈ R𝑚𝑙×𝑛𝑘 , and vec[𝐵] ∈ R𝑛𝑘 .

2. tr[𝐴𝐵𝐶𝐷] = vec[𝐷]⊤ · (𝐶⊤ ⊗ 𝐴) · vec[𝐵].

Note that 𝐴𝐵𝐶𝐷 ∈ R𝑚×𝑚, vec[𝐷] ∈ R𝑚𝑙 , 𝐶⊤ ⊗ 𝐴 ∈ R𝑚𝑙×𝑛𝑘 , and vec[𝐵] ∈ R𝑛𝑘 .

Fact 2.2.5 (Properties of Hadamard product). For matrices 𝐴, 𝐵 ∈ R𝑚×𝑛, and vectors 𝑥 ∈ R𝑚,

𝑦 ∈ R𝑛, we have the following properties.

1. 𝑥⊤(𝐴 ◦ 𝐵)𝑦 = tr[diag(𝑥)𝐴 diag(𝑦)𝐵⊤],

2. 𝐴 ◦ (𝑥 · 𝑦⊤) = diag(𝑥) · 𝐴 · diag(𝑦).

We use the Woodbury matrix identity to calculate the inverse of a matrix 𝑀 under low-rank

updates.

Fact 2.2.6 (Woodbury matrix identity, [91, 92]). For matrices 𝑀 ∈ R𝑛×𝑛, 𝑈 ∈ R𝑛×𝑘 , 𝐶 ∈ R𝑘×𝑘 ,

𝑉 ∈ R𝑘×𝑛,

(𝑀 +𝑈𝐶𝑉)−1 = 𝑀−1 − 𝑀−1𝑈 (𝐶−1 +𝑉𝑀−1𝑈)−1𝑉𝑀−1.
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2.2.2 Fast Matrix Multiplication

In this thesis we will use the following standard facts about fast matrix multiplication, the proof

of the first two facts can be found in e.g., [93, 94, 95, 96, 97], the proof of the last two facts can be

found in [43].

Fact 2.2.7 (Convexity). The function 𝜔(𝑘) is convex.

Fact 2.2.8 (Relation of 𝜔 and 𝛼). 𝜔−2
1−𝛼 − 1 ≤ 0.

Fact 2.2.9 (Commutativity). Tmat(𝑛, 𝑘, 𝑟) = 𝑂 (Tmat(𝑛, 𝑟, 𝑘)) = 𝑂 (Tmat(𝑘, 𝑛, 𝑟)).

Fact 2.2.10 (Approximate Tmat(𝑛, 𝑛, 𝑟) by linear function when 𝑟 ≤ 𝑛). For any 𝑟 ≤ 𝑛, we have

Tmat(𝑛, 𝑛, 𝑟) ≤ 𝑛2+𝑜(1) + 𝑟 𝜔−2
1−𝛼 · 𝑛2− 𝛼(𝜔−2)

(1−𝛼) +𝑜(1) .

2.2.3 Probabilistic Tools

In this thesis we use several well-known probabilistic tools.

Lemma 2.2.11 (Johnson-Lindenstrauss Lemma [98]). There exists a function JL(𝑛, 𝑚, 𝜀, 𝛿) that

returns a random matrix J ∈ R𝑘×𝑛 where 𝑘 = 𝑂 (𝜀−2 log(𝑚/𝛿)), and J satisfies that for any fixed

𝑚-element subset 𝑉 ⊂ R𝑛,

Pr
[
∀v ∈ 𝑉, (1 − 𝜀)∥v∥2 ≤ ∥Jv∥2 ≤ (1 + 𝜀)∥v∥2

]
≥ 1 − 𝛿.

Furthermore, the function JL runs in 𝑂 (𝑘𝑛) time.

Concentration inequalities.

Lemma 2.2.12 (Bernstein Inequality, [99]). Let 𝑋1, · · · , 𝑋𝑛 be independent zero-mean random

variables. Suppose that |𝑋𝑖 | ≤ 𝑀 almost surely, for all 𝑖. Then, for all 𝑡 > 0,

Pr

[
𝑛∑︁
𝑖=1

𝑋𝑖 > 𝑡

]
≤ exp

(
− 𝑡2/2∑𝑛

𝑗=1 E[𝑋2
𝑗
] + 𝑀𝑡/3

)
.
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We will also use the following concentration inequality for martingales when working with

adaptive updates.

Lemma 2.2.13 (Freedman’s inequality, [100]). Consider a martingale𝑌0, 𝑌1, · · · , 𝑌𝑛 with difference

sequence 𝑋1, 𝑋2, · · · , 𝑋𝑛, i.e.,𝑌0 = 0, and for all 𝑖 ∈ [𝑛],𝑌𝑖 = 𝑌𝑖−1+𝑋𝑖 andE𝑖−1 [𝑌𝑖] = 𝑌𝑖−1. Suppose

|𝑋𝑖 | ≤ 𝑅 almost surely for all 𝑖 ∈ [𝑛]. Define the predictable quadratic variation process of the

martingale as𝑊𝑖 =
∑𝑖
𝑗=1 E 𝑗−1 [𝑋2

𝑗
], for ill 𝑖 ∈ [𝑛]. Then for all 𝑢 ≥ 0, 𝜎2 > 0,

Pr
[
∃𝑖 ∈ [𝑛] : |𝑌𝑖 | ≥ 𝑢 and𝑊𝑖 ≤ 𝜎2] ≤ 2𝑒−

𝑢2/2
𝜎2+𝑅𝑢/3 .

Sketching matrices. Random sketching matrices are usually used to give subspace embedding

and approximate matrix product. Instead of using subspace embedding [101] and approximate

matrix product [102], LP solver requires a different version of embedding, it was from [103]

implicitly and defined in [44] explicitly.

Definition 2.2.14 (Coordinate-wise embedding). Let Π denote a distribution on 𝑏 × 𝑛 matrices 𝑅.

We say Π is an (𝛼, 𝛽, 𝛿)-coordinate-wise embedding if for any fixed vector ℎ ∈ R𝑛, the following

properties hold:

1. E
𝑅∼Π
[𝑅⊤𝑅ℎ] = ℎ,

2. E
𝑅∼Π
[(𝑅⊤𝑅ℎ)2𝑖 ] ≤ ℎ2

𝑖 +
𝛼

𝑏
∥ℎ∥22,

3. Pr
𝑅∼Π

[
| (𝑅⊤𝑅ℎ)𝑖 − ℎ𝑖 | > ∥ℎ∥2

𝛽
√
𝑏

]
≤ 𝛿.

Lemma 2.2.15 (Coordinate-wise embedding, Appendix E in [44]). Let 𝑅 ∈ R𝑏×𝑛 denote a sub-

sample randomized Hadamard transform, then it gives (𝛼 = 1, 𝛽 = log(𝑛/𝛿), 𝛿)-Coordinate-wise

Embedding (Definition 2.2.14).
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2.3 Standard Results from IPM Theory

We use the following two results of the barrier method that hold for any cone with a barrier

function. The proofs are standard, (see e.g., [104, Section 2.4]).

Lemma 2.3.1 (Invariance of Newton step, [104]). Consider the following optimization problem:

min−𝑏⊤𝑦 s.t. 𝑦 ∈ 𝐷𝐹 , where 𝐹 : R𝑚 → R+ is a barrier function with barrier parameter 𝜈𝐹 , 𝐷𝐹 ⊆

R𝑚 is the domain of 𝐹, and 𝐷𝐹 is the closure of 𝐷𝐹 . For any 𝜂 ≥ 1, define 𝐹𝜂 (𝑦) = −𝜂𝑏⊤𝑦 + 𝐹 (𝑦).

Let 𝑔𝜂 (𝑦) ∈ R𝑚 and 𝐻 (𝑦) ∈ R𝑚×𝑚 denote the gradient and the Hessian of 𝐹𝜂 at 𝑦.

Let 0 < 𝜀𝑁 ≤ 0.05 be a parameter. If a feasible solution 𝑦 ∈ 𝐷𝐹 , a parameter 𝜂 > 0, and a

positive definite matrix 𝐻 ∈ S𝑛×𝑛 satisfy the following:

∥𝑔𝜂 (𝑦)∥𝐻 (𝑦)−1 ≤ 𝜀𝑁 , 𝐻 ≈0.02 𝐻 (𝑦).

Then 𝜂new = 𝜂 · (1 + 𝜀𝑁
20√𝜈𝐹 ), 𝑦

new = 𝑦 + 𝛿𝑦 where 𝛿𝑦 = −𝐻−1𝑔𝜂new (𝑦) satisfy 𝑦new ∈ 𝐷𝐹 and

∥𝛿𝑦∥𝐻 (𝑦) ≤ 2𝜀𝑁 , ∥𝑔𝜂new (𝑦new)∥𝐻 (𝑦new)−1 ≤ 𝜀𝑁 .

Lemma 2.3.2 (Approximate optimality, [104]). Consider the following optimization problem:

min−𝑏⊤𝑦 s.t. 𝑦 ∈ 𝐷𝐹 , where 𝐹 : R𝑚 → R+ is a barrier function with barrier parameter 𝜈𝐹 ,

𝐷𝐹 ⊆ R𝑚 is the domain of 𝐹, and 𝐷𝐹 is the closure of 𝐷𝐹 . Let OPT be the optimal objective value

of this optimization problem. For any 𝜂 ≥ 1, define 𝐹𝜂 (𝑦) = −𝜂𝑏⊤𝑦 + 𝐹 (𝑦). Let 𝑔𝜂 (𝑦) ∈ R𝑚 and

𝐻 (𝑦) ∈ R𝑚×𝑚 denote the gradient and the Hessian of 𝐹𝜂 at 𝑦.

Let 0 < 𝜀𝑁 ≤ 0.05. If a feasible solution 𝑦 ∈ 𝐷𝐹 satisfies ∥𝑔𝜂 (𝑦)∥𝐻 (𝑦)−1 ≤ 𝜀𝑁 , then we have

−𝑏⊤𝑦 ≤ OPT + 𝜈𝐹
𝜂
· (1 + 2𝜀𝑁 ).
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Chapter 3: Faster Dynamic Matrix Inverse for Faster LPs

3.1 Overview

Linear programming is one of the cornerstones of algorithm design and convex optimization,

dating back to as early as Fourier in 1827. LPs are the key toolbox for (literally hundreds of)

approximation algorithms, and a standard subroutine in convex optimization problems. Dantzig’s

1947 simplex algorithm [7] was the first proposed solution for general LPs with 𝑛 variables and

𝑑 constraints (min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥). Despite its impressive performance in practice, however, the

simplex algorithm turned out to have exponential worst-case running time (Klee and Minty [11]).

The first polynomial time algorithm for general LPs was only developed in 1980, when Khachiyan

[13] showed that the Elliposid method (previously introduced by [14] and [15]) runs in 𝑂 (𝑛6)

time. Unfortunately, this algorithm is very slow in practice compared to the simplex algorithm,

raising a quest for LP solvers which are efficient in both theory and practice. This was the primary

motivation behind the development of interior point methods (IPMs), which uses a primal-dual

gradient descent approach to iteratively converge to an optimal solution (Karmarkar, [20]). An

appealing feature of IPM methods for solving LPs is that they are not only guaranteed to run fast

in theory, but also in practice [105]. In 1989, Vaidya proposed an 𝑂 (𝑛2.5) LP solver based on a

specific implementation of IPMs, known as the central path algorithm [106, 39]. 1

Recently, Cohen, Lee and Song [43] developed a stochasitc central path algorithm which

achieves the fastest known running time for general (dense) LPs:

𝑂∗(𝑛𝜔 + 𝑛2.5−𝛼/2 + 𝑛2+1/6),
1For other regimes of LP, the fastest solvers are [41, 42]. However, for the dense square case, their running time is

still 𝑛2.5, the same as [39].
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where 𝜔 and 𝛼 are the fast matrix multiplication (FMM) exponent and the dual FMM exponent,2

and 𝑂∗ hides 𝑛𝑜(1) factors. Note that 𝑛𝜔 is the minimal time3 for merely solving a general linear

system (𝐴𝑥 = 𝑏), i.e., finding any feasible solution to the LP, thus it seems quite remarkable that

solving the full optimization problem (min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥) may be done at virtually no extra cost.

Indeed, the work of [43] suggests this intriguing possibility, which is the primary motivation of our

work:

Are the problems of solving Linear Programs and Linear Systems computationally equivalent?

The current best upper bound on the FMM exponent is 𝜔 ≈ 2.37286 [109], improving a long line

of research [110, 47, 111], while the best known bound on the dual FMM exponent is 𝛼 ≈ 0.31389

[96]. Despite recent evidence indicating the limitations of the existing fast matrix multiplication

techniques [112, 113, 114], it is still widely believed that 𝜔 ≈ 2 [46, 47] and as such 𝛼 ≈ 1.

Assuming that indeed 𝜔 < 2 + 1/6 ≈ 2.166 and 𝛼 > 0.66, the runtime of the aforementioned

algorithms is 𝑛2.166. Whether the additive 𝑛2.166 term can be improved or completely removed

was explicitly posed as an open question in [43]. Closing this polynomial gap is not only a basic

question, but also has potential implications to many other optimization problems where the cost

per iteration is the current bottleneck (e.g., semidefinite programming solvers [55], empirical risk

minimization [44], the cutting plane method [115], minimizing convex functions with integral

minimizers [116] and even non-convex optimization [117]).

3.1.1 Our Results

Our main result is an affirmative answer to this open question, asserting that LPs can be solved

in matrix multiplication time for nearly any value of 𝜔 (i.e., so long as 𝜔 > 2.055). We design an

improved LP solver which runs in time𝑂∗(𝑛𝜔 + 𝑛2.5−𝛼/2 + 𝑛2+1/18). In the most notable (ideal) case
2The dual exponent 𝛼 is defined as the asymptotically maximum number 𝑎 ≤ 1 s.t multiplying an 𝑛 × 𝑛𝑎 matrix by

an 𝑛𝑎 × 𝑛 matrix can be done in 𝑛2+𝑜 (1) time. 𝜔 and 𝛼 are related as they must satisfy 𝜔 + (𝜔/2)𝛼 ≤ 3 [97].
3There is a recent exciting work [107] which solves linear systems faster than 𝑛𝜔 when the sparsity and the condition

number (𝜅) of the matrix 𝐴 are small (nnz(𝐴) = 𝑜(𝑛𝜔−1/log(𝜅))). This work is not for solving general linear systems.
Currently there is no reason to believe that general linear system can be solved faster than 𝑛𝜔 [108].
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that 𝜔 ≈ 2 and 𝛼 ≈ 1, our algorithm runs in𝑂∗(𝑛2.055) time, instead of𝑂∗(𝑛2.166) time of previous

IPM algorithms [43, 44, 45, 118]. More precisely:

Theorem 3.1.1 (Main result, Informal statement of Theorem 3.1.2). Let min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥 be a

linear program where 𝐴 ∈ R𝑑×𝑛 and 𝑑 = Θ(𝑛). Then for any accuracy parameter 𝛿 ∈ (0, 1), there

is a randomized algorithm that solves the LP in expected time

𝑂∗(𝑛𝜔 + 𝑛2.5−𝛼/2 + 𝑛2+1/18) · log(𝑛/𝛿).

We achieve this result by designing a two-level lazy update framework for efficiently maintaining

a projection matrix, which is the key subroutine in the central path algorithm. This framework

requires a combination of randomized sketching techniques [119, 120] and a complex two-level

amortized analysis, which is made possible by establishing a stronger robustness property of the

stochastic central path algorithm against “coordinate-wise embedding” type perturbations.

3.1.2 Previous Techniques

The recent work of [43] improved Vaidya’s 𝑂 (𝑛2.5) LP algorithm [39] to 𝑂∗(𝑛𝜔 + 𝑛2.5−𝛼/2 +

𝑛2+1/6). Subsequent works [44, 45, 118] achieved the same running time. They used the same

lazy update framework as of [43], but developed different techniques to achieve fast queries in the

projection maintenance data structure. More precisely, the running time of [43] is

𝑂∗(𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛1.5+𝑎),

where 𝑎 ≤ 𝛼 is a tunable parameter. This value is always bounded by 𝑂∗(𝑛𝜔 + 𝑛2.5−𝛼/2 + 𝑛2+1/6).

The three main ingredients of [43] are shown in the next three paragraphs. In Section 3.1.3 we

describe our improvements based on these previous techniques.

Central Path
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Refs Central path Data structure

[43] Randomized Deterministic

[44] Deterministic Randomized

[118] Randomized Randomized

[45] Deterministic Deterministic

Figure 3.1: This table shows a conceptual sum-
mary of literature based on randomness used in
optimization and data structure parts.

[43] proposed a stochastic version of the central

path algorithm, which can tolerate small perturba-

tions. The central path algorithm keeps track of

the primal vector 𝑥 and the dual slack vector 𝑠, it-

eratively shrinking the duality gap
∑𝑛
𝑖=1 𝑥𝑖 · 𝑠𝑖 by

1 − 1/Θ(
√
𝑛) in each iteration, until converging to

the optimal point. Hence, the central path algorithm

has a total of𝑂 (
√
𝑛) iterations. See Section 3.2.1 for

more details. The main computation bottleneck of the stochastic central path algorithm boils down

to the following projection maintenance problem.

Projection maintenance. Denoting by 𝑤 the vector 𝑥/𝑠, i.e., 𝑤𝑖 = 𝑥𝑖/𝑠𝑖 for 𝑖 ∈ [𝑛], the projection

matrix is defined as follows (for simplicity we omit the
√
𝑊 on two sides):

𝑃(𝑤) = 𝐴⊤(𝐴𝑊𝐴⊤)−1𝐴.

In each iteration the stochastic central path algorithm performs the following two operations:

1. Update(𝑤new) that updates 𝑃(𝑤) to 𝑃(𝑤new).

2. Query(ℎnew) that calculates 𝑟 := 𝑃(𝑤new) · ℎnew for some vector ℎnew. Then 𝑟 is used to

compute 𝛿𝑥 and 𝛿𝑠, which are the disposition of 𝑥 and 𝑠 in each iteration.

Tolerate perturbations. The stochastic central path algorithm allows certain small perturbations

in the projection maintenance data structure: Let 𝑤appr ≈𝜀 𝑤new, where ≈𝜀 denotes coordinate-wise

approximation. Let 𝐷 be a sampling matrix where 𝐷ℎnew samples
√
𝑛 entries from ℎnew. [43]

shows that the algorithm is correct when 𝑤new and ℎnew are approximated by 𝑤appr and 𝐷ℎnew.

Lazy Update Framework

To speed up the data structure, [43] delays updates to the projection matrix by batching multiple

updates together and updating a batch using fast rectangular matrix multiplication.
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The data structure maintains a proxy vector 𝑣 for 𝑤, and maintains the previously-computed

matrix 𝑃 := 𝑃(𝑣). The operation Update(𝑤new) only needs to update the set of coordinates 𝑆 ⊆ [𝑛]

where 𝑤new
𝑖

is different from 𝑣𝑖 by more than 𝜀, i.e., |𝑤new
𝑖
/𝑣𝑖 − 1| > 𝜀. Let diagonal matrix Δ

be the differences on these coordinates (i.e., Δ𝑖,𝑖 = 𝑤new
𝑖
− 𝑣𝑖 for 𝑖 ∈ 𝑆, and Δ𝑖,𝑖 = 0 for other

coordinates). They effectively use 𝑃(𝑤appr) where 𝑊appr = 𝑉 + Δ to approximate 𝑃(𝑤new). Note

that 𝑤appr ≈𝜀 𝑤new by definition. See Figure 3.2 (a) for an illustration.

Using Woodbury’s identity for low-rank inverse updates (Fact 2.2.6) 𝑃(𝑤appr) is computed as

𝑃(𝑤appr) = 𝐴⊤(𝐴(𝑉 + Δ)𝐴⊤)−1𝐴 = 𝑃 − 𝑃𝑆︸︷︷︸
𝑛×|𝑆 |

·(Δ−1
𝑆,𝑆 + 𝑃𝑆,𝑆)

−1 · (𝑃𝑆)⊤︸︷︷︸
|𝑆 |×𝑛

, (3.1)

where 𝑃 := 𝑃(𝑣) = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴, and 𝑃𝑆 ∈ R𝑛×|𝑆 | is the submatrix of 𝑃 with columns in 𝑆.

[43] further exploits the power of fast rectangular matrix multiplication: By the definition of 𝛼,

for any 𝑎 ≤ 𝛼, the time of multiplying an 𝑛× 𝑛𝑎 rectangular matrix by an 𝑛𝑎 × 𝑛 rectangular matrix

is the same as multiplying an 𝑛 × 1 vector with a 1 × 𝑛 vector. So they only update 𝑣 and 𝑃 when

|𝑆 | ≥ 𝑛𝑎. Otherwise they postpone the actual updates to 𝑣 and 𝑃, and only update Δ.

Soft thresholding for amortization.4 It takes 𝑂 (𝑛2) time to update the matrix 𝑃 once 𝑆 has

accumulated 𝑛𝑎 coordinates, hence the lazy update framework is only useful when this update time

can be amortized. One of the key improvement of [43] to achieve near matrix multiplication time

is their soft threshold to exploit the “slow-moving” property of 𝑤:

∥ E[𝑤new/𝑤 − 1] ∥2 ≤ 𝑂 (1). (3.2)

Intuitively, when 𝑆 reaches 𝑛𝑎 coordinates, instead of only updating these 𝑛𝑎 coordinates (a hard

threshold of 𝑛𝑎), [43] could potentially update more coordinates according to the error vector

|𝑤new/𝑣 − 1| (a soft threshold). For more details see Section 3.6.1. Their amortization shows that

in expectation the lazy update is performed once every 𝑛𝑎/2 iterations, and this gives the 𝑛2−𝑎/2

4The name soft threshold is given by us. The idea is proposed by [43], but they embed it inside their update
operation. Since we will use it multiple times, we give it an explicit name.
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term in the final update time.

Fast Query Techniques

When not too many coordinates of 𝑤new are different from the maintained proxy 𝑣, i.e., |𝑆 | ≤ 𝑛𝑎,

the Query(ℎnew) operation computes 𝑟 := 𝑃(𝑤appr) · ℎnew on the fly (see Eq. (3.1)). Note that

multiplying the second term of Eq. (3.1) with ℎnew only takes 𝑂 (𝑛1+𝑎) time since 𝑃𝑆 ∈ R𝑛×|𝑆 | and

|𝑆 | ≤ 𝑛𝑎. However, computing the first term 𝑃 · ℎnew from scratch could take 𝑂 (𝑛2) time.

The four papers [43, 44, 45, 118] proposed different techniques to speed up this matrix-

vector multiplication to 𝑂 (𝑛1+𝑎 + 𝑛1.5). Both techniques of [43] and [45] are essentially using

sparsification of the vector ℎnew. In contrast, [44] and [118] sketches the projection matrix itself,

effectively making it smaller. See the summary in the following table.

Refs. Technique Pos. Formula Comment Time Feasible†
[43] Sampling right 𝑃 · 𝐷ℎnew 𝐷 samples

√
𝑛 entries of ℎnew. 𝑛1.5 Easy

[44] Sketching left 𝑅⊤ · 𝑅𝑃 · ℎnew Sketching matrix 𝑅 ∈ R
√
𝑛×𝑛. 𝑛1.5 Hard

[118] Sketching right 𝑃𝑅⊤ · 𝑅 · ℎnew Sketching matrix 𝑅 ∈ R
√
𝑛×𝑛. 𝑛1.5 Easy

[45] Vec. maint. right (𝑃𝑔) + 𝑃 · Δℎ Proxy 𝑔 ensures Δℎ is 𝑛𝑎-sparse. 𝑛1+𝑎 Easy

†Feasibility. We remark that when using techniques on the right, the feasibility of LP (𝐴𝑥 = 𝑏)

is directly satisfied during each iteration, but when using techniques on the left, it requires more

algorithmic design of the data structure to ensure feasibility. We provide the details of how to

maintain feasibility in our algorithm in Section 3.8.

In our paper we use sketching and vector maintenance, so we provide more details here.

Sketching. [44] and [118] use the idea of “iterating and sketching”, 5 an adaptive version of

the classic “sketch and solve” paradigm [119, 120]. Both papers can use any kind of common

dense sketching matrices 𝑅 ∈ R
√
𝑛×𝑛, e.g., subsampled randomized Hadamard/Fourier transform

matrix ([122, 103]), AMS sketch ([123]). Sketching on the right gives [118] the advantage that it

is easier to maintain feasibility. Because of this, [118] can even use the sparse embedding matrix

of [120, 124, 125] with poly log 𝑛 non-zero entries each column. As [118] mentioned, they cannot
5The idea of “iterating and sketching” can also be applied to non-convex optimization [121, 117].
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use the Count-Sketch [126] matrix where each column only has one nonzero. Thus, we believe

understanding the relationship between the sparsity of sketching matrices and iterative optimization

framework is an interesting direction to explore, especially because sparse sketching matrices may

help in the future study of 𝑂 (nnz(𝐴)) LP algorithms.

Vector maintenance. [45] maintains 𝑃 · 𝑔 where 𝑔 is a proxy for ℎ (similar to 𝑣 being a proxy

for 𝑤), exploiting the observation that the vector ℎ is also slowly changing, and this ensures Δℎ

(analogous to Δ) is 𝑛𝑎 sparse. It is noteworthy that this technique is deterministic as it avoids

sketching/sampling altogether. Indeed, the motivation of [45] was derandomizing [43].

3.1.3 Our Techniques

This section provides a proof overview of our main result (Theorem 3.1.1), which we restate

formally below. Formal proofs of all technical claims can be found in the Appendix.

Theorem 3.1.2 (Main result, formal version of Theorem 3.1.1). Given a linear program of form

min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥 where 𝐴 ∈ R𝑑×𝑛 and 𝑑 = Θ(𝑛). Assume there are no redundant constraints, and

the polytope has diameter 𝑅 in ℓ1 norm, namely, for any 𝑥 ≥ 0 with 𝐴𝑥 = 𝑏, we have ∥𝑥∥1 ≤ 𝑅.

Then, for any 𝛿 ∈ (0, 1], Main(𝐴, 𝑏, 𝑐, 𝛿, 𝑎, 𝑎̃) (Algorithm 17) outputs 𝑥 ≥ 0 such that

𝑐⊤𝑥 ≤ min
𝐴𝑥=𝑏,𝑥≥0

𝑐⊤𝑥 + 𝛿∥𝑐∥∞𝑅, and ∥𝐴𝑥 − 𝑏∥1 ≤ 𝛿 · (𝑅∥𝐴∥1 + ∥𝑏∥1)

in expected time

𝑂 (𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛1.5+𝑎−𝑎̃/2 + 𝑛0.5+𝑎+(𝜔−1)𝑎̃) · 𝑛𝑜(1) · log(𝑛/𝛿)

for any 0 < 𝑎 ≤ 𝛼 and 0 < 𝑎̃ ≤ 𝛼𝑎.

Remark 3.1.3. In particular, so long as the constants of fast matrix multiplication satisfy𝜔 > 2.055

and 𝛼 > 5 − 2𝜔, general LPs can be solved in 𝑂 (𝑛𝜔+𝑜(1)) time. In the ideal case that 𝜔 = 2 and

𝛼 = 1, the running time is 𝑛2+1/18 = 𝑛2.055 by choosing 𝑎 = 8/9 and 𝑎̃ = 2/3.
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Our improvement from [43] comes from introducing a second level of lazy updates:

time per iteration =



[43] : 𝑛𝜔−1/2 + 𝑛2−𝑎/2︸             ︷︷             ︸
1st level update

+ 𝑛1+𝑎︸︷︷︸
query

.

Ours: 𝑛𝜔−1/2 + 𝑛2−𝑎/2︸             ︷︷             ︸
1st level update

+ 𝑛1+𝑎−𝑎̃/2︸   ︷︷   ︸
2nd level update

+ 𝑛𝑎+(𝜔−1)𝑎̃︸     ︷︷     ︸
query

.

The first term 𝑛𝜔−1/2 + 𝑛2−𝑎/2 of our running time is the same as [43], stemming from the

amortized cost of lazy updates, which we call the first-level update.

The second term 𝑛1+𝑎−𝑎̃/2 comes from the amortized cost of our newly introduced second-level

update. We maintain the “changes” of the first-level values in a second level, and only computes

the smaller “changes of the changes” in each iteration. In this way we can amortize the cost of these

computations from 𝑛1+𝑎 to 𝑛1+𝑎−𝑎̃/2, where 𝑎̃ ≤ 𝛼𝑎 is our second-level threshold.

The third term 𝑛𝑎+(𝜔−1)𝑎̃ is our query cost. Note that this is smaller than the 𝑛1+𝑎 query cost of

[43]. In fact, it is even smaller than 𝑛2𝑎 ≤ 𝑛1+𝑎, since (𝜔 − 1)𝑎̃ ≤ (𝜔 − 1)𝛼𝑎 ≤ 𝑎 using the fact

that 𝜔 + (𝜔/2)𝛼 ≤ 3 [97] and 𝜔 ≥ 2.

Our contributions. We achieve Theorem 3.1.2 by improving all three key ingredients of [43]:

1. A more robust central path algorithm: Previous papers explicitly consider the error intro-

duced by sampling/sketching in the central path analysis. We instead treat the central path analysis

as a black-box, showing that as long as the output of the projection-maintenance data structure

satisfies certain coordinate-wise embedding guarantees, the central path algorithm still converges

in ∼
√
𝑛 iterations. This decouples the optimization part from the projection-maintenance part,

allowing our data structure to introduce further perturbations.

2. A two-level lazy update framework: We observe that not only the maintained first-level values

are changing slowly, but also their “changes” are slowly changing, hence it is natural to maintain

these “changes” as second-level values, where each new iteration only computes the smaller changes

in these second-level values (“changes of changes”). We lazily update these second-level values
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until we have accumulated 𝑛𝑎̃ coordinates in the “changes of changes”.

3. Synchronizing two levels of amortization: The scheduling order of the two levels of updates

(and soft-thresholding) must be carefully chosen so as to synchronize 𝑣 and 𝑣̃. This synchronization

is crucial to get the desired amortization: In an expected amortized sense, the second-level update

is performed once every 𝑛𝑎̃/2 iterations, while the first-level update is performed once every 𝑛𝑎/2

iterations.

4. Right+Left compression for faster queries: We combine the sketching on the left technique

of [44] with the vector maintenance technique of [45] (ensuring sparsity on the right) to “compress”

the projection matrix on both sides. Implementing this approach requires dynamic maintenance of

extra data-structure primitives (matrix-products, vectors, sets), which together achieves the claimed

𝑛𝑎+(𝜔−1)𝑎̃ query time.

Next we provide more details about these new techniques.

Generalizing the Robustness of Central Path

Algorithm 1 Simplified version of our Central Path algorithm, using the projection maintenance data
structure. See Algorithm 18.
1: 𝑖 ← 1, initialize feasible 𝑥, 𝑠 ∈ R𝑛
2: Initialize the projection maintenance data structure mp.
3: while 𝑖 <

√
𝑛 do

4: 𝑡 ← 𝑡 · (1 − 1/
√
𝑛), 𝜇← 𝑥 · 𝑠 ⊲ 𝑡 is the target duality gap, 𝜇 is the actual duality gap

5: 𝑤 ← 𝑥/𝑠
6: Compute ℎ based on 𝜇 and 𝑡.
7: mp.Update(𝑤) ⊲ Update projection matrix 𝑃 = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴, where 𝑤appr ≈𝜀 𝑤
8: 𝑟 ← mp.Query(ℎ) ⊲ Query a matrix vector product 𝑟 ≈ 𝑃 · ℎappr, where ℎappr ≈𝜀 ℎ
9: Compute 𝛿̂𝑥 and 𝛿̂𝑠 using 𝑟 . ⊲ This just multiplies 𝑟 with diagonal matrices.

10: 𝑥 ← 𝑥 + 𝛿̂𝑥 , 𝑠← 𝑠 + 𝛿̂𝑠, 𝑖 ← 𝑖 + 1
11: end while

Previously, [43] explicitly considers the central path update with sampling on the right, and [44]

and [118] explicitly consider the central path update with sketching matrix on the left/right. We

abstract these specific implementations of the projection-maintenance data structure, and consider

a generic central path algorithm, where any update that satisfies some small perturbation properties

is allowed. A simplified version of our algorithm is presented in Algorithm 1.
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Let 𝑥, 𝑠 ∈ R𝑛 be the primal vector and the dual slack vector in the beginning of one iteration.

Let 𝜇 := 𝑥 · 𝑠, and 𝑤 := 𝑥/𝑠, where · and / are coordinate-wise operations. Let ℎ be computed from

𝜇 and 𝑡. Similar to [43], we allow coordinate-wise error on 𝑤, and similar to [45] which uses the

vector maintenance technique, we also allow coordinate-wise error on ℎ. So it suffices to compute

the central path update using 𝑤appr and ℎappr:

𝑤appr ≈𝜀 𝑤, ℎappr ≈𝜀 ℎ.

We allow the actual central path updates 𝛿̂𝑥 and 𝛿̂𝑠, which are computed from the projection

maintenance data structure, to have further deviation from 𝛿𝑥 and 𝛿𝑠, which are the exact version

computed using 𝑤appr and ℎappr. We prove that the algorithm converges to the optimal solution of

the LP so long as in each iteration 𝛿̂𝑥 and 𝛿̂𝑠 satisfy the following small perturbation properties (we

omit the analogous properties for 𝛿̂𝑠 here):

1. ∥ E[𝑥−1(𝛿̂𝑥 − 𝛿𝑥)] ∥2 ≤ 𝜀2.

2. E
[(
𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿𝑥,𝑖)

)2]
≤ 𝜀 · |𝑥−1

𝑖 𝛿𝑥,𝑖 | +
𝜀2
√
𝑛
, ∀𝑖 ∈ [𝑛] . (3.3)

3. Pr
[
|𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿𝑥,𝑖) | ≤ 𝜀

]
≥ 1 − 1/𝑛4, ∀𝑖 ∈ [𝑛] .

The expectation and probability are over the randomness of 𝛿̂𝑥 . In this way we hide the imple-

mentation details of the data structure from the central path algorithm (the optimization part). We

believe this encapsulation will be useful in future research of LP algorithms.

Two-Level Lazy Updates

To perform the query operation, [43] need to compute a small inverse matrix (resulting from

Woodbury’s identity) on the fly in each iteration (see Eq. 3.1). We further maintain this small

inverse matrix (corresponding to “changes”) so that, at query time, it suffices to compute an even

smaller inverse matrix (corresponding to “changes of changes”).
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Proxy vectors 𝑣 and 𝑣̃. Similar to [43], we maintain a first level proxy vector 𝑣 and the first level

object 𝑃 = 𝑃(𝑣) := 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴. Given a new vector 𝑤new, we use 𝑆new ⊆ [𝑛] to denote the set

of coordinates where 𝑤new differs from 𝑣 by more than 𝜀, i.e., 𝑆new is the set of coordinates 𝑖 such

that |𝑤new
𝑖
/𝑣𝑖 − 1| ≥ 𝜀. We define a diagonal matrix Δnew such that Δnew

𝑖,𝑖
= 𝑤new

𝑖
− 𝑣𝑖 for 𝑖 ∈ 𝑆new

and Δnew
𝑖,𝑖

= 0 for other 𝑖. Note that the definitions of 𝑆new and Δnew are the same as [43] except we

add a superscript new.

In analogy to the first level, we maintain a second level proxy vector 𝑣̃, and Δ := 𝑉 − 𝑉 . We

also maintain 𝑆 = supp(Δ), and some matrices computed using Δ as the second level objects (to

be described later). Analogous to the definition of 𝑆new, we define 𝜕𝑆 to be the set of coordinates

𝑖 where 𝑤new differs from 𝑣̃ by more than 𝜀, i.e., the coordinates 𝑖 such that |𝑤new
𝑖
/𝑣̃𝑖 − 1| ≥ 𝜀.

Intuitively 𝜕𝑆 can be viewed as “changes of changes”. In this overview we can think of 𝑆new = 𝑆∪𝜕𝑆.

(The exact definition is slightly different, for more details see the appendix.) We use𝑤appr = 𝑣+Δnew

to approximate the true vector 𝑤new. And we have that 𝑤appr ≈𝜀 𝑤new.

An illustration of the two proxy vectors 𝑣 and 𝑣̃ is shown in Figure 3.2 (b).

v

wappr wnew

‖v − wappr‖0 ≤ na
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(a) CLS19 (b) Ours
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ṽ
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‖v − ṽ‖0 ≤ na

‖ṽ − wappr‖0 ≤ nã

εmp−approx

Figure 3.2: (𝑎): In each iteration, we are given 𝑤new which is changing
slowly. The algorithm will find 𝑤appr such that 𝑤appr is coordinate-wise 𝜀
close to 𝑤new (pink wave line), and it is also close to 𝑣 in ℓ0 norm (blue solid
line). (𝑏): Based on (𝑎), we add an intermediate level 𝑣̃, such that in the
query, ∥𝑣 − 𝑣̃∥0 ≤ 𝑛𝑎 (blue solid line) and ∥𝑣̃ − 𝑤appr∥0 ≤ 𝑛𝑎 (green dashed
line).

Two levels of updates.

We use two threshold val-

ues 𝑎 ≤ 𝛼 and 𝑎̃ ≤ 𝛼 · 𝑎

to decide when to update

the proxy vectors 𝑣 and 𝑣̃.

In the Update(𝑤new) oper-

ation, when more than 𝑛𝑎̃

coordinates of 𝑤new differ

from 𝑣̃ by more than 𝜀, we

perform a second level update, and when more than 𝑛𝑎 coordinates of 𝑤new differ from 𝑣 by more

than 𝜀, we perform a first level update. Otherwise the update operation only finds the approximate

vector 𝑤appr, and the query operation computes the query answer based on 𝑤appr on the fly. Note
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that first level update is performed less frequent than the second level update. A summary is as

follows:

• First level update: Performed when ∥𝑣−𝑤appr∥0 > 𝑛𝑎. Update first level proxy 𝑣. Recompute

first level maintained objects: 𝑃 = 𝑃(𝑣).

• Second level update: Performed when ∥𝑣̃ − 𝑤appr∥0 > 𝑛𝑎̃. Update second level proxy 𝑣̃.

Recompute second level maintained objects: Δ = 𝑉 −𝑉 , 𝑆 = supp(Δ), 𝐵 := (Δ−1
𝑆,𝑆
+ 𝑃𝑆,𝑆)−1,

and 𝐵 · (𝑃𝑆)⊤. (Explanations see next paragraph.)

• Query: Compute the query answer on the fly using the maintained objects of the two levels.

Second level maintained objects. Next we describe the second level maintained objects. Recall

that using Woodbury identity the projection matrix 𝑃(𝑤appr) is computed as follows (see Eq. (3.1)):

𝑃(𝑤appr) = 𝑃 − 𝑃𝑆new · ((Δnew
𝑆new,𝑆new)−1 + 𝑃𝑆new,𝑆new)−1 · (𝑃𝑆new)⊤. (3.4)

We maintain

𝐵 := (Δ−1
𝑆,𝑆 + 𝑃𝑆,𝑆)

−1 ∈ R𝑛𝑎×𝑛𝑎

as a second level object, so that we do not need to re-compute ((Δnew
𝑆new,𝑆new)−1 + 𝑃𝑆new,𝑆new)−1 from

scratch. Instead, we only need to compute the difference between the new inverse matrix and

the maintained one. Observe that the new matrix ((Δnew)−1
𝑆new,𝑆new + 𝑃𝑆new,𝑆new) only differs from

𝐵−1 = (Δ−1
𝑆,𝑆
+𝑃𝑆,𝑆) on entries in 𝑆new×𝜕𝑆 and 𝜕𝑆×𝑆new. So there exists a low-rank decomposition

that can be computed in 𝑂 (𝑛𝑎̃+𝑎) time (more details see Section 3.3.1):

𝑈′𝐶𝑈⊤ = ((Δnew)−1
𝑆new,𝑆new + 𝑃𝑆new,𝑆new) − (Δ−1

𝑆,𝑆 + 𝑃𝑆,𝑆),

where𝑈′,𝑈 ∈ R𝑛𝑎×𝑛𝑎 , and 𝐶 ∈ R𝑛𝑎×𝑛𝑎 are all relatively small (with rank 𝑛𝑎̃ instead of 𝑛𝑎).
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Now using Woodbury identity (Fact 2.2.6) we have:

((Δnew)−1
𝑆new,𝑆new + 𝑃𝑆new,𝑆new)−1 = (𝐵−1 +𝑈′𝐶𝑈⊤)−1 = 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵. (3.5)

Combining with Eq. (3.4) we have

𝑃(𝑤appr) = 𝑃 − 𝑃𝑆new · (𝐼 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤) · 𝐵(𝑃𝑆new)⊤. (3.6)

We also maintain 𝐵(𝑃𝑆)⊤ ∈ R𝑛
𝑎×𝑛 as a second level object so that 𝐵(𝑃𝑆new)⊤ can be efficiently

computed using 𝐵(𝑃𝑆)⊤. Also, 𝐵𝑈′ ∈ R𝑛
𝑎×𝑛𝑎 can be computed efficiently by just taking some

sub-matrices from 𝐵 and 𝐵(𝑃𝑆)⊤. Thus when query we already have both 𝐵𝑈′ and 𝐵(𝑃𝑆new)⊤.

We postpone the discussion of the amortization using two level soft threshold to Section 3.1.3,

as it is more coherent to describe the query algorithm first, which is based on Eq. (3.6).

Our Query Algorithm

When performing the Query(ℎnew) operation, we compute

𝑃(𝑤appr) · ℎnew = 𝑃 · ℎnew − 𝑃𝑆new︸︷︷︸
𝑛×𝑛𝑎

(
𝐼 − 𝐵𝑈′︸︷︷︸

𝑛𝑎×𝑛𝑎

(𝐶−1 + 𝑈⊤︸︷︷︸
𝑛𝑎×𝑛𝑎

𝐵𝑈′︸︷︷︸
𝑛𝑎×𝑛𝑎

)−1 𝑈⊤︸︷︷︸
𝑛𝑎×𝑛𝑎

)
𝐵(𝑃𝑆new)⊤︸      ︷︷      ︸

𝑛𝑎×𝑛

·ℎnew.

(3.7)

For simplicity, we only describe how to compute the second term in 𝑂 (𝑛𝑎+(𝜔−1)𝑎̃) time. The first

term 𝑃 · ℎnew can be computed efficiently in a similar way.

Using the maintained objects stated in the previous section, we know that all the matrices with

size annotation in Eq. (3.7) are already computed during query time. Now consider computing

the matrix-vector multiplications from right to left. The only two computation that exceeds our

time budget is the multiplication of 𝐵(𝑃𝑆new)⊤ ∈ R𝑛
𝑎×𝑛 with a vector, and the multiplication of

𝑃𝑆new ∈ R𝑛×𝑛𝑎 with a vector. To accelerate these two computations, we need a technique on the left

and a technique on the right. Thus we combine sketching on the left of [44] and vector maintenance
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on the right of [45].6

• Left. We use a
√
𝑛 × 𝑛 sketching matrix 𝑅, same as 𝑅⊤ · 𝑅𝑃𝑆new [44].

Sketching on the left: 𝑅⊤︸︷︷︸
𝑛×
√
𝑛

· 𝑅𝑃𝑆new︸ ︷︷ ︸
√
𝑛×𝑛𝑎

.

We pre-compute 𝑅𝑃𝑆new when performing first level updates. Thus when query, we only need

to multiply 𝑅⊤ and 𝑅𝑃𝑆new with vectors, which takes 𝑂 (𝑛1.5) time.

• Right. We generalize the vector maintenance technique of [45] to two levels.

Vector maintenance on the right: 𝐵(𝑃𝑆new)⊤𝑔 + 𝐵(𝑃𝑆new)⊤𝑔̃ + 𝐵(𝑃𝑆new)⊤︸      ︷︷      ︸
𝑛𝑎×𝑛

· Δℎ︸︷︷︸
𝑛𝑎−sparse

.

In addition to maintain a first level proxy vector 𝑔 for ℎ, we also maintain a second level

proxy vector 𝑔̃. In this way we make sure that Δℎ = ℎappr − 𝑔̃ is 𝑛𝑎̃-sparse, similar to the case

of 𝑤 and 𝑣̃. We maintain 𝐵(𝑃𝑆new)⊤𝑔 as a first level object, and 𝐵(𝑃𝑆new)⊤𝑔̃ as a second level

object. Thus when query we only need to compute 𝐵(𝑃𝑆new)⊤ · Δℎ, which takes 𝑂 (𝑛𝑎+𝑎̃)

time.

In this way, all the matrix-vector multiplication of Eq. (3.7) can be computed in 𝑂 (𝑛𝑎+𝑎̃ + 𝑛1.5)

time. Now the dominating step is to compute𝑈⊤ · (𝐵𝑈′) when computing the inverse matrix, which

takes 𝑂 (𝑛𝑎+(𝜔−1)𝑎̃) time using fast rectangular matrix multiplication. This is our final query time.

Feasibility. Before going into our amortization scheme, we remark that since we use sketching

on the left to calculate 𝛿̂𝑥 , 𝐴𝛿̂𝑥 is not 0. It takes extra work to make sure 𝑥 is a feasible LP solution

in each iteration, i.e., ∥𝐴𝑥 − 𝑏∥1 is bounded. Our technique is based on the robust central path of

[44], and we extend it to two levels. For more details see Section 3.8.
6In fact, we cannot combine sketching on the left with the other two randomized sampling/sketching on the right

techniques. This is because randomness on both sides incurs too large errors, and the bounded perturbation property
of Eq. (3.3) no longer holds.
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Synchronizing Two Levels of Amortization

In this section we introduce our amortization scheme for two levels of updates.

We first discuss why the synchronization is important. If we just use two separate soft thresholds

to separately decide whether to perform the two updates, these two decisions could mess up with each

other. Indeed, the second-level update might only update ≈ 𝑛𝑎̃ coordinates, but it is also possible

to actually update much more coordinates (> 𝑛𝑎) because of the existence of soft threshold. So

whether to perform the first-level update depends on the result of the second-level soft threshold.

Thus we need to carefully design the ordering of which soft threshold and which update to perform

first, and also explicitly adjust the approximate vector 𝑤appr to be consistent with both 𝑣 and 𝑣̃.

The main structure of our update scheme is as follows (see Algorithm 2). We first compute

the target vector 𝑤appr of the second level soft threshold: If less than 𝑛𝑎 coordinates have error

|𝑤new
𝑖
/𝑣𝑖 − 1| > 𝜀, we let 𝑤appr = 𝑣̃. Otherwise let 𝑦̃ be the decreasingly sorted version of error

vector |𝑤new/𝑣̃ − 1|. We find the first 𝑘̃ ≥ 𝑛𝑎̃ such that 𝑦̃1.5𝑘̃ < (1 − 1/log 𝑛) 𝑦̃
𝑘̃
, and update these

𝑘̃ coordinates of 𝑤appr to be 𝑤new. Then we use this 𝑤appr to decide whether to perform first or

second level updates. If 𝑤appr differs from 𝑣 by more than 𝑛𝑎 coordinates, we perform first level

update (with the analogous first level soft threshold). Otherwise if 𝑤appr differs from 𝑣̃ by more

than 𝑛𝑎̃ coordinates, we perform second level update.

Algorithm 2 When to perform 1st and 2nd level updates, simplified version of Algorithm 9.
1: procedure Update(𝑤new)
2: 𝑤appr ← second level soft threshold with error |𝑤new/𝑣̃ − 1|
3: Adjust(𝑤appr): for any 𝑖 that 𝑤appr

𝑖
≠ 𝑣̃𝑖 and 𝑤appr

𝑖
is close to 𝑣𝑖 , let 𝑤appr

𝑖
← 𝑣𝑖

4: if ∥𝑤appr − 𝑣∥0 ≥ 𝑛𝑎 then
5: 𝑤appr ← first level soft threshold with error |𝑤new/𝑣 − 1| + |𝑤new/𝑣̃ − 1|
6: Perform 1st-level update.
7: else if ∥𝑤appr − 𝑣̃∥0 ≥ 𝑛𝑎 then
8: Perform 2nd-level update
9: end if

10: end procedure

Next we explain two other important ingredients of this algorithm.

• Restoring threshold gaps via Adjust. We design an Adjust function that restores all
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updated coordinates of 𝑤appr
𝑖

whose new value is close to 𝑣𝑖, back to the original value 𝑣𝑖. In

this way we ensure that 𝑤appr
𝑖

either equals 𝑣𝑖, or there is a gap between them. Hence when

updating 𝑣 to be 𝑤appr, there is a large enough decrease in the potential function.

• Synchronizing the error function. When updating 𝑣, we define the error as |𝑤new/𝑣 − 1| +

|𝑤new/𝑣̃ − 1| which is a function of both 𝑣 and 𝑣̃. This is because as long as one of 𝑣𝑖 and 𝑣̃𝑖

is too far from 𝑤new
𝑖

, we need to update both variables to be the same as 𝑤new
𝑖

.

Finally, using a potential function based amortized analysis for each of the two level updates, we

show that the expected amortized cost of first level update is 𝑂 (𝑛𝜔−1/2 + 𝑛2−𝑎/2), and the expected

amortized cost of second level update is 𝑂 (𝑛1+𝑎−𝑎̃/2).

3.1.4 Proof Organization

In Section 3.2 we provide an analysis of the Stochastic Central Path algorithm, postponing

output-feasibility issues to Section 3.8. We put preliminary part of our data structure in Section 3.3.

We present our full data structure and prove its correctness in Section 3.4, and we analyze its

running time in Sections 3.5, 3.6. Finally, Section 3.7 contains the final analysis of our LP solver

using the full data structure.

3.2 Optimization: Central Path Analysis

Throughout this paper when considering the linear program min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥, we always assume

that the input matrix 𝐴 ∈ R𝑑×𝑛 is full-rank, and 𝑑 = Ω(𝑛), 𝑑 ≤ 𝑛. For convenience we also assume

that 𝑛 ≥ 10. In our algorithm we use the standard transformation of LP by [31] such that it is easy

to obtain the initial 𝑥 and 𝑠 for the transformed LP. We refer the readers to [31] and [43] for more

details.

In this section we provide the error analysis of central path method. The meaning of 𝑥, 𝑠, and

the deviation of 𝛿𝑥 , 𝛿𝑠 are standard, and we first provide a short description of the central path

method for LP in Section 3.2.1.
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The proof of the correctness of our LP algorithm is induction-based. At the beginning of

each iteration we assume the induction hypothesis (Assumption 3.2.7) is satisfied. In this section

we use this induction hypothesis to prove the guarantees of the central path method. Later in

Section 3.7 we combine the central path guarantees with the data structure guarantees to prove that

Assumption 3.2.7 is still satisfied at the end of each iteration, thus finishing the induction. More

specifically in this section we prove:

1. Two guarantees Lemma 3.2.23 and 3.2.22 that are needed by the data structure given in

Section 3.4. Later in Section 3.7 we show that using these two guarantees, the data structure

ensures Part 1 of Assumption 3.2.7 is still satisfied at the end of an iteration.

2. An upper bound on the potential function (Lemma 3.2.21). Later in Section 3.7 we show that

this ensures that Part 2 of Assumption 3.2.7 is still satisfied at the end of an iteration.

3.2.1 Background of Central Path Method

The central path method of [43] consider the following LP with 𝐴 ∈ R𝑑×𝑛: min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥,

and its dual: max𝐴⊤𝑦≤𝑐 𝑏⊤𝑦. By defining 𝑠 ∈ R𝑛 as the slack variables, the optimal solution of the

above LP must satisfy the following constraints:

𝑥𝑖𝑠𝑖 = 0, ∀𝑖,

𝐴𝑥 = 𝑏,

𝐴⊤𝑦 + 𝑠 = 𝑐,

𝑥𝑖, 𝑠𝑖 ≥ 0, ∀𝑖.

where
∑𝑛
𝑖=1 𝑥𝑖𝑠𝑖 is the duality gap, and the first equation is the complementary slackness condition,

and the other three equations are the feasibility constraints. In the central path method, the duality

gap is parameterized by 𝑡 that decreases by a factor of 1 − 1
𝑂 (
√
𝑛) in each iteration. Let 𝜇 := 𝑥𝑠.

[43] designed a potential function Ψ(𝜇/𝑡 − 1) such that as long as Ψ(𝜇/𝑡 − 1) ≤ poly(𝑛), 𝜇 ≈ 𝑡 is
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satisfied. The change 𝛿𝜇 of 𝜇 has two parts: a term − 𝜇√
𝑛

to decrease 𝜇, and a term −∇Ψ(𝜇/𝑡 − 1)

to bound the potential function.

Given 𝛿𝜇, the changes 𝛿𝑥 and 𝛿𝑠 should satisfy the following constraints (the second-order term

𝛿𝑥 · 𝛿𝑠 is ignored):

𝑋𝛿𝑠 + 𝑆𝛿𝑥 = 𝛿𝜇, (3.8)

𝐴𝛿𝑥 = 0,

𝐴⊤𝛿𝑦 + 𝛿𝑠 = 0.

The unique solution of the above linear equations is

𝛿𝑥 =
𝑋
√
𝑋𝑆
(𝐼 − 𝑃) 1

√
𝑋𝑆

𝛿𝜇,

𝛿𝑠 =
𝑆
√
𝑋𝑆

𝑃
1
√
𝑋𝑆

𝛿𝜇,

where 𝑃 =

√︃
𝑋
𝑆
𝐴⊤(𝐴 𝑋

𝑆
𝐴⊤)−1𝐴

√︃
𝑋
𝑆

is a projection matrix. Thus the central path method is

summarized as the following Algorithm 3.

Algorithm 3 Central path algorithm
1: 𝑖 ← 1, initialize feasible 𝑥, 𝑠 ∈ R𝑛
2: while 𝑖 <

√
𝑛 do ⊲ In each iteration, we make sure 𝜇 ≈ 𝑡

3: 𝑡 ← 𝑡 · (1 − 1/
√
𝑛), 𝜇← 𝑥 · 𝑠 ⊲ 𝑡 is the target duality gap, 𝜇 is the actual duality gap

4: Compute 𝛿𝜇 based on − 𝜇√
𝑛

and the gradient −∇Ψ(𝜇/𝑡 − 1).

5: 𝑃←
√︃
𝑋
𝑆
𝐴⊤(𝐴𝑋

𝑆
𝐴⊤)−1𝐴

√︃
𝑋
𝑆

⊲ projection matrix
6: 𝛿𝑥 ← 𝑋√

𝑋𝑆
(𝐼 − 𝑃) 1√

𝑋𝑆
𝛿𝜇, 𝛿𝑠 ← 𝑆√

𝑋𝑆
𝑃 1√

𝑋𝑆
𝛿𝜇

7: 𝑥 ← 𝑥 + 𝛿𝑥 , 𝑠← 𝑠 + 𝛿𝑠, 𝑖 ← 𝑖 + 1
8: end while

3.2.2 Definitions

We first define the overline, tilde, and hat versions of the parameters. The overline version is

ideal, and only used in analysis. The tilde and hat versions are used in both algorithm and analysis.
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We remark that the hat version is not defined explicitly, but rather defined by three bounds.

Assumption 3.2.1 (Error parameter). We use the following two error parameters 𝜀 and 𝜀mp:

𝜀 ∈ (0, 10−4), and 𝜀mp ∈ (0, 10−4).

We use the same potential function as [43, 44, 45, 118],

Definition 3.2.2 (Potential function). For a parameter 𝜆 > log 𝑛, we define function Φ𝜆 : R𝑛 → R:

Φ𝜆 (𝑟) :=
𝑛∑︁
𝑖=1

cosh(𝜆𝑟𝑖).

Definition 3.2.3 (Ideal duality gap 𝑡). The algorithm maintains the ideal duality gap of LP that

gradually approaches 0. We use 𝑡 ∈ R to denote the duality gap at the beginning of each iteration.

And we define the new value 𝑡new ∈ R as follows:

𝑡new := (1 − 𝜀

3
√
𝑛
)𝑡.

Definition 3.2.4 (Overline version of variables). At the beginning of each iteration, we have

𝑥, 𝑠 ∈ R𝑛 from last iteration. We define 𝑤 ∈ R𝑛 and 𝜇 ∈ R𝑛:

𝑤 := 𝑥/𝑠, 𝜇 := 𝑥 · 𝑠.

We define overline version of projection matrix 𝑃 ∈ R𝑛×𝑛:

𝑃 :=
√︁
𝑊𝐴⊤(𝐴𝑊𝐴⊤)−1𝐴

√︁
𝑊.

The change in 𝜇 ∈ R𝑛 consists of two parts 𝛿𝑡 ∈ R𝑛 and 𝛿Φ ∈ R𝑛:

𝛿𝑡 :=
( 𝑡new

𝑡
− 1

)
𝜇, 𝛿Φ := −𝜀

2
𝑡new · ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2
, 𝛿𝜇 := 𝛿𝑡 + 𝛿Φ.
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The changes to 𝑥 ∈ R𝑛 and 𝑠 ∈ R𝑛 is computed from 𝛿𝜇 ∈ R𝑛:

𝛿𝑥 :=
𝑋√︁
𝑋𝑆

(𝐼 − 𝑃) 1√︁
𝑋𝑆

𝛿𝜇, 𝛿𝑠 :=
𝑆√︁
𝑋𝑆

𝑃
1√︁
𝑋𝑆

𝛿𝜇 .

Definition 3.2.5 (Tilde version of variables). The vectors 𝑤 ∈ R𝑛 and 𝜇 ∈ R𝑛 are returned by the

data structure, and they are fixed when conditioned on 𝑥 and 𝑠 being fixed. We define 𝑥̃ ∈ R𝑛 and

𝑠̃ ∈ R𝑛 as 𝑥̃ :=
√︁
𝑤𝜇, 𝑠̃ :=

√︁
𝜇/𝑤. Note that 𝑥̃/𝑠̃ = 𝑤, and 𝑥̃ 𝑠̃ = 𝜇.

We define tilde version of projection matrix 𝑃 ∈ R𝑛×𝑛:

𝑃 :=
√︁
𝑊𝐴⊤(𝐴𝑊𝐴⊤)−1𝐴

√︁
𝑊.

Further, we define 𝛿̃𝑡 , 𝛿̃Φ, 𝛿̃𝜇 ∈ R𝑛:

𝛿̃𝑡 := ( 𝑡
new

𝑡
− 1)𝜇, 𝛿̃Φ := −𝜀

2
𝑡new · ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2
, 𝛿̃𝜇 := 𝛿̃𝑡 + 𝛿̃Φ.

And we define 𝛿̃𝑥 , 𝛿̃𝑠 ∈ R𝑛:

𝛿̃𝑥 :=
𝑋√︁
𝑋𝑆

(𝐼 − 𝑃) 1√︁
𝑋𝑆

𝛿̃𝜇, 𝛿̃𝑠 :=
𝑆√︁
𝑋𝑆

𝑃
1√︁
𝑋𝑆

𝛿̃𝜇 .

Definition 3.2.6 (Hat version of variables). We define 𝛿̂𝑥 , 𝛿̂𝑠 ∈ R𝑛 to be two randomized vectors

that satisfy ∀𝑖 ∈ [𝑛],

1. ∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2, ∥ E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] ∥2 ≤ 𝜀2.

2. E
[(
𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖)

)2]
≤ 𝜀 · |𝑥−1

𝑖 𝛿̃𝑥,𝑖 | +
𝜀2
√
𝑛
,

E
[(
𝑠−1
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)

)2]
≤ 𝜀 · |𝑠−1

𝑖 𝛿̃𝑠,𝑖 | +
𝜀2
√
𝑛
.

3. Pr
[
|𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖) |, |𝑠−1

𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖) | ≤ 𝜀
]
≥ 1 − 1/𝑛4.

where the error parameter 𝜀 ∈ (0, 1) are defined in Assumption 3.2.1. The expectation and
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probability are taken over the randomness of 𝛿̂𝑥 and 𝛿̂𝑠 while conditioned on 𝑥 and 𝑠 being fixed.

Given these definitions, we state the following important assumptions. We assume they are

satisfied in the beginning of each iteration, and use them to prove the correctness of the algorithm

in this iteration. Later we will verify that these assumptions are always satisfied by induction on

iterations. Note that the second assumption is true if the potential function is bounded by poly(𝑛).

Assumption 3.2.7 (Induction hypothesis for each iteration). We make the following assumptions:

1. 𝜇 ≈𝜀mp 𝜇, 𝑤 ≈𝜀mp 𝑤, where 𝜇 and 𝑤 are returned by the data structure, and 𝜇, 𝑤 are the input

to the data structure. 2. 𝜇 ≈0.1 𝑡.

The variables are updated in each iteration, and we call the updated variables as the new version.

Definition 3.2.8 (New versions of variables). We use a superscript “new” to denote the corre-

sponding variables at the beginning of the next iteration. Specifically, we define 𝜇new, 𝑤new ∈ R𝑛

as follows:

𝜇new := (𝑥 + 𝛿̂𝑥) · (𝑠 + 𝛿̂𝑠), 𝑤new := (𝑥 + 𝛿̂𝑥)/(𝑠 + 𝛿̂𝑠).

The following facts directly follow from the definitions and Assumption 3.2.7.

Fact 3.2.9. We have the following properties:

1. 𝑥̃ ≈2𝜀mp 𝑥, 𝑠̃ ≈2𝜀mp 𝑠,

2. ∥𝛿̃𝑡 ∥2 ≤ 0.5𝜀𝑡, ∥𝛿̃Φ∥2 ≤ 0.5𝜀𝑡, ∥𝛿̃𝜇∥2 ≤ 𝜀𝑡.

3. 𝑥̃𝛿̃𝑠 + 𝑠̃𝛿̃𝑥 = 𝛿̃𝜇.

4. 𝜇−1(𝜇new − 𝜇) = 𝑠−1𝛿̃𝑠 + 𝑥−1𝛿̃𝑥 + 𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠) + 𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥) + 𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠.

Proof. Part 1. By Part 1 of Assumption 3.2.7, we have that 𝜇 ≈𝜀mp 𝜇 and 𝑤 ≈𝜀mp 𝑤, so we have

𝑥̃ =
√︁
𝑤 · 𝜇 ≈2𝜀mp

√︁
𝑤 · 𝜇 =

√︁
(𝑥/𝑠) · (𝑥 · 𝑠) = 𝑥,
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where the first step follows from Definition 3.2.5, the second step follows from the fact that if

𝑎 ≈𝜀mp 𝑎
′ and 𝑏 ≈𝜀mp 𝑏

′, then 𝑎𝑏 ≈2𝜀mp 𝑎
′𝑏′, and the third step follows from Definition 3.2.4.

Using a similar argument, we also have that 𝑠̃ ≈2𝜀mp 𝑠.

Part 2. We upper bound ∥𝛿̃𝑡 ∥2 as follows:

∥𝛿̃𝑡 ∥2 =




( 𝑡new

𝑡
− 1

)
𝜇





2
=




 𝜀

3
√
𝑛
𝜇





2
≤ (1 + 𝜀mp)




 𝜀

3
√
𝑛
𝜇





2
≤ 1.1(1 + 𝜀mp)




 𝜀𝑡

3
√
𝑛

1





2
≤ 0.5𝜀𝑡.

where the first step follows from the definition of 𝛿̃𝑡 (Definition 3.2.5), the second step follows

from the definition of 𝑡new (Definition 3.2.3), the third step follows from 𝜇 ≈𝜀mp 𝜇 (Part 1 of

Assumption 3.2.7), the forth step follows from 𝜇 ≈0.1 𝑡 (Part 2 of Assumption 3.2.7), and the last

step follows from 𝜀mp ≤ 10−4 (Assumption 3.2.1).

Then we upper bound ∥𝛿̃Φ∥2 as follows:

∥𝛿̃Φ∥2 = ∥ 𝜀
2
𝑡new · ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2
∥2 =

𝜀

2
𝑡new =

𝜀

2
(1 − 𝜀

3
√
𝑛
)𝑡 ≤ 0.5𝜀𝑡,

where the first step follows from the definition of 𝛿̃Φ (Definition 3.2.5), and the third step follows

from the definition of 𝑡new (Definition 3.2.3).

Finally, we can use triangle inequality to upper bound

∥𝛿̃𝜇∥2 ≤ ∥𝛿̃𝑡 ∥2 + ∥𝛿̃Φ∥2 ≤ 0.5𝜀𝑡 + 0.5𝜀𝑡 ≤ 𝜀𝑡.

Part 3. We have

𝑥̃𝛿̃𝑠 + 𝑠̃𝛿̃𝑥 =
𝑋𝑆√︁
𝑋𝑆

𝑃
1√︁
𝑋𝑆

𝛿̃𝜇 +
𝑆𝑋√︁
𝑋𝑆

(𝐼 − 𝑃) 1√︁
𝑋𝑆

𝛿̃𝜇 = 𝛿̃𝜇,

where the second step follows from Definition 3.2.5.
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Part 4. We have

𝜇−1(𝜇new − 𝜇) = 𝜇−1 ·
(
(𝑥 + 𝛿̂𝑥) (𝑠 + 𝛿̂𝑠) − 𝑥 · 𝑠)

= 𝜇−1 ·
(
𝑥𝛿̂𝑠 + 𝑠𝛿̂𝑥 + 𝛿̂𝑥 𝛿̂𝑠

)
= 𝜇−1 ·

(
𝑥𝛿̃𝑠 + 𝑠𝛿̃𝑥 + 𝑥(𝛿̂𝑠 − 𝛿̃𝑠) + 𝑠(𝛿̂𝑥 − 𝛿̃𝑥) + 𝛿̂𝑥 𝛿̂𝑠

)
= 𝑠−1𝛿̃𝑠 + 𝑥−1𝛿̃𝑥 + 𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠) + 𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥) + 𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠,

where the first step follows from definition of 𝜇new (Definition 3.2.8) and 𝜇 (Definition 3.2.4), the

second and the third step follow from merging and splitting terms, the fourth step again follows

from 𝜇 = 𝑥𝑠 (Definition 3.2.4).

3.2.3 Facts about Potential Function

Definition 3.2.10 (Potential function). For a parameter 𝜆 ∈ R, and any vector 𝑟 ∈ R𝑛, we define

the potential function to be

Φ𝜆 (𝑟) =
𝑛∑︁
𝑖=1

cosh(𝜆𝑟𝑖).

Fact 3.2.11 (Gradient and Hessian of potential function). Let Φ𝜆 (𝑟) =
∑𝑛
𝑖=1 cosh(𝜆𝑟𝑖) for some

𝜆 > 0. The gradient and the Hessian of Φ𝜆 (𝑟) are

∇Φ𝜆 (𝑟) = 𝜆 ·
(
sinh(𝜆𝑟1), sinh(𝜆𝑟2), · · · , sinh(𝜆𝑟𝑛)

)⊤ ∈ R𝑛,
∇2Φ𝜆 (𝑟) = diag

(
𝜆2 cosh(𝜆𝑟1), 𝜆2 cosh(𝜆𝑟2), · · · , 𝜆2 cosh(𝜆𝑟𝑛)

)
∈ R𝑛×𝑛.

Lemma 3.2.12 (Basic properties of potential function, Lemma 4.12 in [43]). Let Φ𝜆 (𝑟) =∑𝑛
𝑖=1 cosh(𝜆𝑟𝑖) for some 𝜆 > 0. For any vector 𝑟 ∈ R𝑛,
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1. For any vector ∥𝑣∥∞ ≤ 1/𝜆, we have that

Φ𝜆 (𝑟 + 𝑣) ≤ Φ𝜆 (𝑟) + ⟨∇Φ𝜆 (𝑟), 𝑣⟩ + 2∥𝑣∥2∇2Φ𝜆 (𝑟) .

2. ∥∇Φ𝜆 (𝑟)∥2 ≥ 𝜆√
𝑛
(Φ𝜆 (𝑟) − 𝑛).

3.
(∑𝑛

𝑖=1 𝜆
2 cosh2(𝜆𝑟𝑖)

)1/2
≤ 𝜆
√
𝑛 + ∥∇Φ𝜆 (𝑟)∥2.

We state another property of potential function.

Lemma 3.2.13 (Basic properties of potential function, general version of Lemma 5.14 of [45]).

Let Φ𝜆 (𝑟) =
∑𝑛
𝑖=1 cosh(𝜆𝑟𝑖) for some 𝜆 > 0. If ∥𝑣∥∞ ≤ 1/(30𝜆), then we have

〈
∇Φ𝜆 (𝑟),−

∇Φ𝜆 (𝑟 + 𝑣)
∥∇Φ𝜆 (𝑟 + 𝑣)∥2

〉
≤ −0.9∥∇Φ𝜆 (𝑟)∥2 + 0.1𝜆

√
𝑛.

The proof is very similar to that of [45], and we omit it here.

3.2.4 Bounding Tilde Version of 𝛿𝑠, 𝛿𝑥 , 𝛿𝑡 , 𝛿Φ and 𝛿𝜇

Lemma 3.2.14. Under Assumption 3.2.7, we have the following:

1. ∥𝑠−1𝛿̃𝑠∥2 ≤ 2𝜀, ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀,

∥𝜇−1(𝛿̃𝑡 − 𝛿𝑡)∥2 ≤ 𝜀mp · 𝜀.

2. ∥𝑥−1𝛿̃𝑥 ∥∞ ≤ 2𝜀, ∥𝑠−1𝛿̃𝑠∥∞ ≤ 2𝜀.

Claim 3.2.15 (Part 1 of Lemma 3.2.14, bounding the ℓ2 norm).

(1) ∥𝑠−1𝛿̃𝑠∥2 ≤ 2𝜀, ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀, (2) ∥𝜇−1(𝛿̃𝑡 − 𝛿𝑡)∥2 ≤ 𝜀mp · 𝜀.
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Proof. Proof of (1). We first upper bound the ℓ2 norm of 𝑃 𝛿̃𝜇√
𝑋𝑆

in the following way:




𝑃 1√︁
𝑋𝑆

𝛿̃𝜇





2
≤




 1√︁
𝑋𝑆

𝛿̃𝜇





2
≤ Sup

[ 1√︁
𝜇

]
· ∥𝛿̃𝜇∥2 ≤ Sup

[ 1√︁
(1 − 𝜀mp)𝜇

]
· 𝜀𝑡

≤ 1√︁
0.9(1 − 𝜀mp)𝑡

· 𝜀𝑡 ≤ 1.1𝜀
√
𝑡, (3.9)

where the first step holds since 𝑃 is an orthogonal projection matrix, the second step is because

𝑥̃ 𝑠̃ = 𝜇 (Definition 3.2.5) and ∥𝑎 · 𝑏∥2 ≤ Sup[𝑎] ∥𝑏∥2, the third step follows from 𝜇 ≈𝜀mp 𝜇 (Part 1

of Assumption 3.2.7) and ∥𝛿̃𝜇∥2 ≤ 𝜀𝑡 (Part 3 of Fact 3.2.9), the fourth step follows from 𝜇 ≈0.1 𝑡

(Part 2 of Assumption 3.2.7), and the last step follows from 𝜀mp ≤ 10−4 (Assumption 3.2.1).

Then we can upper bound ∥𝑠−1𝛿̃𝑠∥2 as follows:

∥𝑠−1𝛿̃𝑠∥2 =






𝑆−1
𝑆√︁

𝑋𝑆

𝑃
1√︁
𝑋𝑆

𝛿̃𝜇







2

≤ Sup
[
𝑆
−1
𝑆√︁

𝑋𝑆

] 




𝑃 1√︁
𝑋𝑆

𝛿̃𝜇







2

≤
1 + 2𝜀mp√︁
(1 − 𝜀mp)0.9𝑡

·





𝑃 1√︁

𝑋𝑆

𝛿̃𝜇







2

≤
1 + 2𝜀mp√︁
(1 − 𝜀mp)0.9𝑡

· 1.1𝜀
√
𝑡 ≤ 2𝜀,

where the first step follows by definition of 𝛿̃𝑠 (Definition 3.2.5), the second step follows from

∥𝑎 · 𝑏∥2 ≤ Sup[𝑎] · ∥𝑏∥2, the third step follows from 𝑠̃ ≈2𝜀mp 𝑠 (Part 2 of Fact 3.2.9) and

𝑥̃ 𝑠̃ = 𝜇 ≈𝜀mp 𝜇 ≈0.1 𝑡 (Definition 3.2.5, Assumption 3.2.7), the fourth step follows from Eq. (3.9),

the last step follows from 𝜀mp ≤ 10−4 (Assumption 3.2.1).

The proof for ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀 is similar since 𝐼 − 𝑃 is also an orthogonal projection matrix.

Proof of (2).

∥𝜇−1(𝛿̃𝑡 − 𝛿𝑡)∥2 =





𝜇−1
((
𝑡new

𝑡
− 1

)
𝜇 −

(
𝑡new

𝑡
− 1

)
𝜇

)




2
=





𝜇−1 𝜀

3
√
𝑛
(𝜇 − 𝜇)






2
≤ 𝜀mp · 𝜀,

where the first step is by definition of 𝛿̃𝑡 and 𝛿𝑡 (Definition 3.2.5 and 3.2.4), the second step is by
𝑡new

𝑡
− 1 =

(1−𝜀/3
√
𝑛)𝑡

𝑡
− 1 = − 𝜀

3
√
𝑛
, and the last step is by 𝜇 ≈𝜀mp 𝜇 (Part 1 of Assumption 3.2.7).
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Claim 3.2.16 (Part 2 of Lemma 3.2.14, bounding the infinity norm).

∥𝑥−1𝛿̃𝑥 ∥∞ ≤ 2𝜀, ∥𝑠−1𝛿̃𝑠∥∞ ≤ 2𝜀.

Proof. From Part 1 of Claim 3.2.15, we have ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀. Therefore, ∥𝑥−1𝛿̃𝑥 ∥∞ ≤ ∥𝑥−1𝛿̃𝑥 ∥2 ≤

2𝜀. Similarly, we have ∥𝑠−1𝛿̃𝑠∥∞ ≤ ∥𝑠−1𝛿̃𝑠∥2 ≤ 2𝜀.

3.2.5 Bounding 𝜇new − 𝜇

Lemma 3.2.17 (A generalized version of Lemma 4.8 in [43]). Following the definitions in Sec-

tion 3.2.2, we have

1. ∥ E[𝜇−1(𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃Φ)] ∥2 ≤ 𝐶1 · 𝜀2,

2.


E [ (

𝜇−1(𝜇new − 𝜇)
)2]



2 ≤ 𝐶2 · 𝜀2,

3. ∥𝜇−1(𝜇new − 𝜇)∥∞ ≤ 𝐶3 · 𝜀,

where 𝐶1 = 10𝜀mp/𝜀 + 20, 𝐶2 = 20, 𝐶3 = 10.

Claim 3.2.18 (Part 1 of Lemma 3.2.17). We have ∥ E[𝜇−1(𝜇new−𝜇−𝛿𝑡− 𝛿̃Φ)] ∥2 ≤ 10𝜀mp ·𝜀+20𝜀2.

Proof. We have

𝜇−1(𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃𝜙)

= 𝜇−1((𝜇new − 𝜇) − 𝛿̃𝜇 + (𝛿̃𝑡 − 𝛿𝑡))

=

(
𝑠−1𝛿̃𝑠 + 𝑥−1𝛿̃𝑥 + 𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠) + 𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥) + 𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠

)
− 𝜇−1(𝑥̃𝛿̃𝑠 + 𝑠̃𝛿̃𝑥) + 𝜇−1(𝛿̃𝑡 − 𝛿𝑡)

= (1 − 𝑥−1𝑥̃)𝑠−1𝛿̃𝑠 + 𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠) + (1 − 𝑠−1 𝑠̃)𝑥−1𝛿̃𝑥 + 𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥) + 𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠 + 𝜇−1(𝛿̃𝑡 − 𝛿𝑡),

where the first step follows from 𝛿̃𝜇 = 𝛿̃𝑡 + 𝛿̃Φ (Definition 3.2.5), the second step follows from Part 3

and 4 of Fact 3.2.9, the third step follows from 𝜇 = 𝑥𝑠 (Definition 3.2.4).
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Thus we have

∥ E[𝜇−1(𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃Φ)] ∥2 ≤ 𝑎1 + 𝑎2 + 𝑎3 + 𝑎4, (3.10)

where 𝑎1 := ∥(1 − 𝑥−1𝑥̃)𝑠−1𝛿̃𝑠∥2 + ∥(1 − 𝑠−1 𝑠̃)𝑥−1𝛿̃𝑥 ∥2,

𝑎2 := ∥ E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] ∥2 + ∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2,

𝑎3 := ∥ E[𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠] ∥2,

𝑎4 := ∥𝜇−1(𝛿̃𝑡 − 𝛿𝑡)∥2,

and this inequality follows from triangle inequality and the above equation.

Next we bound these four terms separately.

We bound the term 𝑎1 as follows:

𝑎1 = ∥(1 − 𝑥−1𝑥̃)𝑠−1𝛿̃𝑠∥2 + ∥(1 − 𝑠−1 𝑠̃)𝑥−1𝛿̃𝑥 ∥2

≤ 2𝜀mp · (∥𝑠−1𝛿̃𝑠∥2 + ∥𝑥−1𝛿̃𝑥 ∥2) ≤ 8𝜀mp · 𝜀, (3.11)

where the second step follows from 𝑥̃ ≈2𝜀mp 𝑥 and 𝑠̃ ≈2𝜀mp 𝑠 (Part 1 of Fact 3.2.9), the third step

follows from ∥𝑠−1𝛿̃𝑠∥2, ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀 (Part 1 of Lemma 3.2.14).

We bound the term 𝑎2 as follows:

𝑎2 = ∥ E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] ∥2 + ∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2 ≤ 2𝜀2, (3.12)

which follows from Part 1 of the property of 𝛿̂𝑥 and 𝛿̂𝑠 (Definition 3.2.6).

We bound the term 𝑎4 as follows:

𝑎4 = ∥𝜇−1(𝛿̃𝑡 − 𝛿𝑡)∥2 ≤ 𝜀mp · 𝜀 (3.13)

which follows from Part 1 of Lemma 3.2.14.

We bound the term 𝑎3 as follows:
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First note that by arranging terms we have

𝛿̂𝑥 𝛿̂𝑠 = 𝛿̃𝑥 𝛿̃𝑠 + (𝛿̂𝑥 − 𝛿̃𝑥)𝛿̃𝑠 + (𝛿̂𝑠 − 𝛿̃𝑠)𝛿̃𝑥 + (𝛿̂𝑥 − 𝛿̃𝑥) (𝛿̂𝑠 − 𝛿̃𝑠).

Thus we can split 𝑎3 into four terms:

𝑎3 = ∥ E[𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠] ∥2 ≤ 𝑏1 + 𝑏2 + 𝑏3, (3.14)

where 𝑏1 := ∥𝑥−1𝑠−1𝛿̃𝑥 𝛿̃𝑠∥2,

𝑏2 := ∥ E[𝑥−1𝑠−1(𝛿̂𝑥 − 𝛿̃𝑥)𝛿̃𝑠] ∥2 + ∥ E[𝑥−1𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)𝛿̃𝑥] ∥2,

𝑏3 := ∥ E[𝑥−1𝑠−1(𝛿̂𝑥 − 𝛿̃𝑥) (𝛿̂𝑠 − 𝛿̃𝑠)] ∥2,

where the second step follows from the above splitting of 𝛿̂𝑥 𝛿̂𝑠 and triangle inequality.

Now we bound the three terms 𝑏1, 𝑏2, 𝑏3 separately.

For 𝑏1, we have

𝑏1 = ∥𝑥−1𝑠−1𝛿̃𝑥 𝛿̃𝑠∥2 ≤ ∥𝑥−1𝛿̃𝑥 ∥2 · ∥𝑠−1𝛿̃𝑠∥2 ≤ 4𝜀2, (3.15)

where the second step follows from ∥𝑥𝑦∥2 ≤ ∥𝑥∥2∥𝑦∥2 for any vectors 𝑥, 𝑦 ∈ R𝑛, the third step

follows from Part 1 of Lemma 3.2.14.

For 𝑏2, we have

𝑏2 = ∥ E[𝑥−1𝑠−1(𝛿̂𝑥 − 𝛿̃𝑥)𝛿̃𝑠] ∥2 + ∥ E[𝑥−1𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)𝛿̃𝑥] ∥2

≤ ∥𝑠−1𝛿̃𝑠∥2 · ∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2 + ∥𝑥−1𝛿̃𝑥 ∥2 · ∥ E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] ∥2

≤ 2𝜀 · (∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2 + ∥ E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] ∥2) ≤ 4𝜀3. (3.16)

where the second step follows from ∥𝑥𝑦∥2 ≤ ∥𝑥∥2∥𝑦∥2 for any vectors 𝑥, 𝑦 ∈ R𝑛, the third step

follows from Part 1 of Lemma 3.2.14, the fourth step follows from Part 1 of the property of 𝛿̂𝑥 and

𝛿̂𝑠 in Definition 3.2.6.
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For 𝑏3, first note that we have

(
E

[
𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖)𝑠−1

𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)
] )2
≤

(
E

[
𝑥−2
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖)2

]
+ E

[
𝑠−2
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)2

] )2

≤ 2
(
E

[
𝑥−2
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖)2

] )2
+ 2

(
E

[
𝑠−2
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)2

] )2

≤ 2
(
𝜀 · |𝑥−1

𝑖 𝛿̃𝑥,𝑖 | +
𝜀2
√
𝑛

)2
+ 2

(
𝜀 · |𝑠−1

𝑖 𝛿̃𝑠,𝑖 | +
𝜀2
√
𝑛

)2

≤ 4
(
𝜀2 · (𝑥−1

𝑖 𝛿̃𝑥,𝑖)2 + 𝜀2 · (𝑠−1
𝑖 𝛿̃𝑠,𝑖)2 +

2𝜀4

𝑛

)
, (3.17)

where the first step follows from definition of ℓ2 norm, the second step follows from 𝑎𝑏 ≤ 𝑎2 + 𝑏2

for any two numbers 𝑎, 𝑏 ∈ R, and thus E[𝑎𝑏] ≤ E[𝑎2] + E[𝑏2], the second step follows from

(𝑎 + 𝑏)2 ≤ 2𝑎2 + 2𝑏2 for any two numbers 𝑎, 𝑏 ∈ R, the third step follows from Part 2 of properties

of 𝛿̂𝑥 and 𝛿̂𝑠 in Definition 3.2.6, the fourth step again follows from (𝑎 + 𝑏)2 ≤ 2𝑎2 + 2𝑏2.

Thus we have

𝑏3 = ∥ E[𝑥−1𝑠−1(𝛿̂𝑥 − 𝛿̃𝑥) (𝛿̂𝑠 − 𝛿̃𝑠)] ∥2

=

(
𝑛∑︁
𝑖=1

(
E

[
𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖) · 𝑠−1

𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)
] )2

)1/2

≤
(
𝑛∑︁
𝑖=1

4
(
𝜀2 · (𝑥−1

𝑖 𝛿̃𝑥,𝑖)2 + 𝜀2 · (𝑠−1
𝑖 𝛿̃𝑠,𝑖)2 +

2𝜀4

𝑛

))1/2

=

(
4𝜀2 ·

(
∥𝑥−1𝛿̃𝑥 ∥22 + ∥𝑠

−1𝛿̃𝑠∥22 + 2𝜀2
))1/2

≤
(
4𝜀2 ·

(
4𝜀2 + 4𝜀2 + 2𝜀2

))1/2
≤ 10𝜀2, (3.18)

where the second step follows from definition of ℓ2 norm, the third step follows from Eq. (3.17),

the fourth step again follows from definition of ℓ2 norm, the fifth step follows from Part 1 of

Lemma 3.2.14.

Now we plug in Eq. (3.15), (3.16), (3.18) into Eq. (3.14), and we get

𝑎3 ≤ 𝑏1 + 𝑏2 + 𝑏3 ≤ 4𝜀2 + 4𝜀3 + 10𝜀2 ≤ 15𝜀2, (3.19)
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where the third step follows from 𝜀 ≤ 1/4 (Assumption 3.2.1).

Finally we combine the bounds on 𝑎1, 𝑎2, 𝑎3, 𝑎4 as follows:

Plugging Eq. (3.11), (3.12), (3.19), and (3.13) into Eq. (3.10), we have

∥ E[𝜇−1(𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃Φ)] ∥2 ≤ 𝑎1 + 𝑎2 + 𝑎3 + 𝑎4

≤ 8𝜀mp · 𝜀 + 2𝜀2 + 15𝜀2 + 𝜀mp · 𝜀 ≤ 10𝜀mp · 𝜀 + 20𝜀2.

Claim 3.2.19 (Part 2 of Lemma 3.2.17). We have


E [ (

𝜇−1(𝜇new − 𝜇)
)2]



2 ≤ 20𝜀2.

Proof. We have

∥ E[
(
𝜇−1(𝜇new − 𝜇)

)2] ∥2 ≤ 5 · (𝑎1 + 𝑎2 + 𝑎3), (3.20)

where 𝑎1 := ∥(𝑠−1𝛿̃𝑠)2∥2 + ∥(𝑥−1𝛿̃𝑥)2∥2,

𝑎2 := ∥ E[
(
𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)

)2] ∥2 + ∥ E[
(
𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)

)2] ∥2,

𝑎3 := ∥ E[
(
𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠

)2] ∥2,

and this inequality follows from Part 4 of Fact 3.2.9 that splits 𝜇−1(𝜇new − 𝜇) into five terms, it also

follows from (∑𝑘
𝑖=1 𝑎𝑖)2 ≤

∑𝑘
𝑖=1 𝑘 · 𝑎2

𝑖
for any 𝑘 ∈ N+ and 𝑎𝑖 ∈ R for 𝑖 ∈ [𝑘], and triangle inequality.

Next we bound these three terms separately.

We bound the term 𝑎1 as follows:

𝑎1 = ∥(𝑠−1𝛿̃𝑠)2∥2 + ∥(𝑥−1𝛿̃𝑥)2∥2

= ∥𝑠−1𝛿̃𝑠∥24 + ∥𝑥
−1𝛿̃𝑥 ∥24

≤ ∥𝑠−1𝛿̃𝑠∥22 + ∥𝑥
−1𝛿̃𝑥 ∥22 ≤ 8𝜀2, (3.21)

where the second step follows from definition of ℓ4 norm, the third step follows from ∥𝑥∥4 ≤ ∥𝑥∥2 for

any vector 𝑥 ∈ R𝑛, the fourth step follows from ∥𝑠−1𝛿̃𝑠∥2, ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀 (Part 1 of Lemma 3.2.14).
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We bound the term 𝑎2 as follows:

We first bound one term of 𝑎2.

∥ E[
(
𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)

)2] ∥2 =

( 𝑛∑︁
𝑖=1

(
E

[ (
𝑠−1
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)

)2] )2)1/2

=

( 𝑛∑︁
𝑖=1

(
𝜀 · |𝑠−1

𝑖 𝛿̃𝑠,𝑖 | +
𝜀2
√
𝑛

)2)1/2

≤
( 𝑛∑︁
𝑖=1

2
(
𝜀2 · (𝑠−1

𝑖 𝛿̃𝑠,𝑖)2 +
𝜀4

𝑛

))1/2

≤
(
2𝜀2 · ∥ (𝑠−1𝛿̃𝑠)∥22 + 2𝜀4

)1/2
≤

(
2𝜀2 · 4𝜀2 + 2𝜀4

)1/2
≤ 4𝜀2,

where the first step follows from definition of ℓ2 norm, the second step follows from Part 2 of

properties of 𝛿̂𝑥 and 𝛿̂𝑠 of Definition 3.2.6, the third step follows from (𝑎 + 𝑏)2 ≤ 2𝑎2 + 2𝑏2 for

any two numbers 𝑎, 𝑏 ∈ R, the fourth step again follows from definition of ℓ2 norm, the fifth step

follows from ∥𝑠−1𝛿̃𝑠∥2, ∥𝑥−1𝛿̃𝑥 ∥2 ≤ 2𝜀 (Part 1 of Lemma 3.2.14).

The other term is bounded in the same way, thus we have

𝑎2 = ∥ E[
(
𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)

)2] ∥2 + ∥ E[
(
𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)

)2] ∥2 ≤ 8𝜀2. (3.22)

We bound the term 𝑎3 as follows:

𝑎3 = ∥ E[
(
𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠

)2] ∥2,

≤ sup
𝑖

[(𝑥−1
𝑖 𝛿̂𝑥,𝑖)2] · ∥ E[(𝑠−1𝛿̂𝑠)2] ∥2

≤ 4
(
sup
𝑖

[(𝑥−1
𝑖 𝛿̃𝑥,𝑖)2] + sup

𝑖

[(𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖))2]

)
·
(
∥(𝑠−1𝛿̃𝑠)2∥2 + E[(𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠))2] ∥2

)
≤ 4

(
4𝜀2 + sup

𝑖

[(𝑥−1
𝑖 (𝛿̂𝑥,𝑖 − 𝛿̃𝑥,𝑖))2]

)
·
(
4𝜀2 + E[(𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠))2] ∥2

)
≤ 4(4𝜀2 + 𝜀2) · (4𝜀2 + 4𝜀2) ≤ 160𝜀4, (3.23)

where the second step follows from E[(𝑥𝑦)2] ≤ sup𝑖 [𝑥2
𝑖
] E[𝑦2] for any two random vectors 𝑥, 𝑦 ∈
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R𝑛, the third step follows from (𝑎 + 𝑏)2 ≤ 2𝑎2 + 2𝑏2 for any two numbers 𝑎, 𝑏 ∈ R, the fourth step

follows from ∥𝑥−1𝛿̃𝑥 ∥∞ ≤ 2𝜀 (Part 2 of Lemma 3.2.14) and ∥(𝑠−1𝛿̃𝑠)2∥2 = ∥𝑠−1𝛿̃𝑠∥24 ≤ ∥𝑠
−1𝛿̃𝑠∥22 ≤

4𝜀2 (last step from Part 1 of Lemma 3.2.14), the fifth step holds with probability 1 − 1/𝑛4 and it

follows from Part 2 of Definition 3.2.6 and the bound of 𝑎2 in this proof.

Finally we combine the bounds on 𝑎1, 𝑎2, 𝑎3 as follows:

Plugging Eq. (3.21), (3.22), and (3.23) into Eq. (3.20), we have

∥ E[
(
𝜇−1(𝜇new − 𝜇)

)2] ∥2 ≤ 5 · (𝑎1 + 𝑎2 + 𝑎3)

≤ 5 · (8𝜀2 + 8𝜀2 + 160𝜀4) ≤ 20𝜀2,

where the third step follows from 𝜀 ≤ 10−4 (Assumption 3.2.1).

Claim 3.2.20 (Part 3 of Lemma 3.2.17). We have ∥𝜇−1(𝜇new − 𝜇)∥∞ ≤ 10 · 𝜀.

Proof. We have

∥𝜇−1(𝜇new − 𝜇)∥∞ = ∥𝑥−1𝑠−1 ·
(
(𝑥 + 𝛿̂𝑥) (𝑠 + 𝛿̂𝑠) − 𝑥 · 𝑠

)
∥∞

= ∥𝑠−1𝛿̂𝑠 + 𝑥−1𝛿̂𝑥 + 𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠∥∞

≤ ∥𝑠−1𝛿̂𝑠∥∞ + ∥𝑥−1𝛿̂𝑥 ∥∞ + ∥𝑥−1𝑠−1𝛿̂𝑥 𝛿̂𝑠∥∞

≤ ∥𝑠−1𝛿̂𝑠∥∞ + ∥𝑥−1𝛿̂𝑥 ∥∞ + ∥𝑠−1𝛿̂𝑠∥∞ · ∥𝑥−1𝛿̂𝑥 ∥∞, (3.24)

where the first step follows from definition of 𝜇new (Definition 3.2.8) and 𝜇 (Definition 3.2.4), the

second step follows from merging terms, the third step follows from triangle inequality of ℓ∞ norm,

the fourth step follows from ∥𝑥𝑦∥∞ ≤ ∥𝑥∥∞ · ∥𝑦∥∞ for any two vectors 𝑥, 𝑦 ∈ R𝑛.

Next we bound ∥𝑥−1𝛿̂𝑥 ∥∞. The bound of ∥𝑠−1𝛿̂𝑠∥∞ follows from a similar proof. We have

∥𝑥−1𝛿̂𝑥 ∥∞ ≤ ∥𝑥−1𝛿̃𝑥 ∥∞ + ∥𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)∥∞ ≤ 2𝜀 + 𝜀 = 3𝜀, (3.25)

where the second step holds with probability 1 − 1/𝑛4, it follows from ∥𝑥−1𝛿̃𝑥 ∥∞ ≤ 2𝜀 (Part 2 of
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Lemma 3.2.14) and Pr[∥𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)∥∞ ≤ 𝜀] ≥ 1 − 1/𝑛4 (Part 3 of the properties of 𝛿̂𝑥 and 𝛿̂𝑠 of

Definition 3.2.6).

Plugging Eq. (3.25) into Eq. (3.24), we have

∥𝜇−1(𝜇new − 𝜇)∥∞ ≤ ∥𝑠−1𝛿̂𝑠∥∞ + ∥𝑥−1𝛿̂𝑥 ∥∞ + ∥𝑠−1𝛿̂𝑠∥∞ · ∥𝑥−1𝛿̂𝑥 ∥∞ ≤ 3𝜀 + 3𝜀 + 9𝜀2 ≤ 10𝜀,

where the third step follows from 𝜀 ≤ 10−4 (Assumption 3.2.1).

3.2.6 Potential Martingale

Lemma 3.2.21 (A generalized version of Lemma 4.13 in [43]). For some 𝑡 ∈ (0, 1), let 𝑡new :=

(1 − 𝜀

3
√
𝑛
)𝑡. Let 𝜇 ∈ R𝑛 be a vector that satisfies 𝜇 ≈0.1 𝑡, and 𝜇 ∈ R𝑛 be a vector that satisfies

𝜇 ≈𝜀𝑚𝑝 𝜇. Let 𝜇new ∈ R𝑛 be another vector. Define 𝛿𝑡 := (𝑡new/𝑡 −1)𝜇, 𝛿̃Φ := − 𝜀2 𝑡
new · ∇Φ(𝜇/𝑡−1)

∥∇Φ(𝜇/𝑡−1)∥2 .

Note that these definitions match with the definition in Section 3.2.2.

Let parameters 𝜆 ∈ R, 𝜀 ∈ (0, 1), 𝐶1, 𝐶2, 𝐶3 ∈ R satisfies the following assumptions:

1.
𝜀
√
𝑛
+ 2𝐶3 · 𝜀 ≤ 1/(30𝜆),

2. 1.2𝜀mp < 1/(30𝜆).

If 𝜇new satisfies the following two properties:

1. ∥ E[𝜇−1(𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃Φ)] ∥2 ≤ 𝐶1 · 𝜀2,

2.


E [ (

𝜇−1(𝜇new − 𝜇)
)2]



2 ≤ 𝐶2 · 𝜀2,

3. ∥𝜇−1(𝜇new − 𝜇)∥∞ ≤ 𝐶3 · 𝜀.

We have

E
[
Φ𝜆

(
𝜇new

𝑡new − 1
)]
≤ (1 − 𝑏1 ·

𝜆𝜀
√
𝑛
)Φ𝜆

(
𝜇

𝑡
− 1

)
+ 𝑏2 · 𝜆𝜀

√
𝑛,
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where 𝑏1 = 0.45 − 2(𝐶1 + 3𝜆𝐶2)𝜀 − 2𝜀
𝜆
√
𝑛
, 𝑏2 = 0.55 − 2𝐶1𝜀.

We remark that Lemma 3.2.17 implies the three conditions in this lemma statement with

𝐶1 = 10𝜀mp/𝜀 + 20, 𝐶2 = 20, 𝐶3 = 10.

Proof. Define 𝜀𝜇 := 𝜇new − 𝜇 − 𝛿𝑡 − 𝛿̃Φ. We have

𝜇new

𝑡new − 1 = ( 𝜇
𝑡
− 1) + ( 𝜇

𝑡new −
𝜇

𝑡
) + ( 𝜇

new

𝑡new −
𝜇

𝑡new )

=
𝜇

𝑡
− 1 + 𝜇

𝑡
( 𝑡
𝑡new − 1) + 1

𝑡new (𝛿𝑡 + 𝛿̃Φ + 𝜀𝜇)︸                                      ︷︷                                      ︸
𝑣

, (3.26)

where the second step follows from the definition 𝜀𝜇.

To apply Lemma 3.2.12 with 𝑟 = 𝜇/𝑡 − 1 and 𝑟 + 𝑣 = 𝜇new/𝑡new − 1, we first compute E[𝑣]:

E[𝑣] = 𝜇

𝑡
( 𝑡
𝑡new − 1) + 1

𝑡new (𝛿𝑡 + 𝛿̃Φ + E[𝜀𝜇])

=
𝜇

𝑡
( 𝑡
𝑡new − 1) + 1

𝑡new

(
( 𝑡

new

𝑡
− 1)𝜇 − 𝜀

2
𝑡new ∇Φ𝜆 (𝜇/𝑡 − 1)
∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

+ E[𝜀𝜇]
)

= − 𝜀
2
∇Φ𝜆 (𝜇/𝑡 − 1)
∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

+ 1
𝑡new E[𝜀𝜇], (3.27)

where the second step follows by definition of 𝛿𝑡 and 𝛿̃Φ.

Next, we bound ∥𝑣∥∞ as follows:

∥𝑣∥∞ ≤




𝜇𝑡 ( 𝑡𝑡new − 1)






∞
+





 1
𝑡new (𝜇

new − 𝜇)





∞

≤ 𝜀
√
𝑛
+ ∥𝜇

−1(𝜇new − 𝜇)∥∞
0.9

≤ 𝜀
√
𝑛
+ 2𝐶3 · 𝜀 ≤

1
30𝜆

,

where the second step follows from 𝑡new = (1 − 𝜀/(3
√
𝑛)) · 𝑡 and 𝜇 ≈0.1 𝑡 (see lemma statement),

the third step follows from the third property in lemma statement.
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Since ∥𝑣∥∞ ≤ 1
30𝜆 , we can apply Part 1 of Lemma 3.2.12 and get

E[Φ𝜆 (𝜇/𝑡 + 𝑣 − 1)] ≤ Φ𝜆 (𝜇/𝑡 − 1) + ⟨∇Φ𝜆 (𝜇/𝑡 − 1),E[𝑣]⟩ + 2E[∥𝑣∥2∇2Φ𝜆 (𝜇/𝑡−1)]

= Φ𝜆 (𝜇/𝑡 − 1) +
(
− 𝜀

2

〈
∇Φ𝜆 (𝜇/𝑡 − 1), ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

〉)
︸                                                   ︷︷                                                   ︸

𝑎1

+ 𝑡

𝑡new ⟨∇Φ𝜆 (𝜇/𝑡 − 1),E[𝑡−1𝜀𝜇]⟩︸                                  ︷︷                                  ︸
𝑎2

+ 2E[∥𝑣∥2∇2Φ𝜆 (𝜇/𝑡−1)]︸                   ︷︷                   ︸
𝑎3

, (3.28)

where the second step follows by Eq. (3.27).

We have ∥(𝜇 − 𝜇)/𝑡∥ ≤ 1.1𝜀mp ≤ 1
30𝜆 since 𝜇 ≈𝜀mp 𝜇 and 𝜇 ≈0.1 𝑡 and 1.2𝜀mp < 1/(30𝜆) (see

lemma statement). So we can use Lemma 3.2.13 and let 𝑟 ← 𝜇/𝑡 − 1 and 𝑣 ← (𝜇 − 𝜇)/𝑡 − 1 in the

lemma statement to upper bound the 𝑎1 term in Eq. (3.28):

𝑎1 ≤ −0.45𝜀∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 + 0.1𝜆𝜀
√
𝑛. (3.29)

We upper bound 𝑎2 term in Eq. (3.28) as follows:

𝑎2 =
𝑡

𝑡new ⟨∇Φ𝜆 (𝜇/𝑡 − 1),E[𝑡−1𝜀𝜇]⟩

≤ 𝑡

𝑡new ∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 · ∥ E[𝑡−1𝜀𝜇] ∥2

≤ 1.1∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 · ∥ E[𝑡−1𝜀𝜇] ∥2

≤ 2𝐶1𝜀
2∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 (3.30)

where the second step follows by ⟨𝑎, 𝑏⟩ ≤ ∥𝑎∥2 · ∥𝑏∥2, the third step follows from definition of

𝑡new, the forth step follows by ∥ E[𝜇−1𝜀𝜇] ∥2 ≤ 𝐶1𝜀
2 and 𝜇 ≈0.1 𝑡 (see lemma statement).
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We still need to bound 𝑎3 term in Eq. (3.28). Before bounding it, we first bound E[𝑣2
𝑖
],

E[𝑣2
𝑖 ] ≤ 2E

[(
𝜇𝑖

𝑡
( 𝑡
𝑡new − 1)

)2
]
+ 2E

[(
1
𝑡new (𝜇

new
𝑖 − 𝜇𝑖)

)2
]

≤ 𝜀2/𝑛 + 3E
[
((𝜇new

𝑖 − 𝜇𝑖)/𝜇𝑖)2
]
, (3.31)

where the first step follows by definition of 𝑣 (see Eq. (3.26)), the second step follows by 𝜇 ≈0.1 𝑡

and (𝑡/𝑡new − 1)2 ≤ 𝜀2/(4𝑛) (see lemma statement).

Now, we are ready to bound 𝑎3/2 = E[∥𝑣∥2∇2Φ𝜆 (𝜇/𝑡−1)]:

E[∥𝑣∥2∇2Φ𝜆 (𝜇/𝑡−1)] = 𝜆
2

𝑛∑︁
𝑖=1

E[Φ𝜆 (𝜇/𝑡 − 1)𝑖𝑣2
𝑖 ]

≤ 𝜆2
𝑛∑︁
𝑖=1

Φ𝜆 (𝜇/𝑡 − 1)𝑖 · (𝜀2/𝑛 + 3E
[
((𝜇new

𝑖 − 𝜇𝑖)/𝜇𝑖)2
]
)

=
𝜀2

𝑛
· Φ𝜆 (𝜇/𝑡 − 1) + 3𝜆

( 𝑛∑︁
𝑖=1

𝜆2Φ𝜆 (𝜇/𝑡 − 1)2𝑖
)1/2
∥ E[((𝜇new − 𝜇)/𝜇)2] ∥2

≤ 𝜀
2

𝑛
· Φ𝜆 (𝜇/𝑡 − 1) + 3𝜆(𝜆

√
𝑛 + ∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2) · 𝐶2𝜀

2, (3.32)

where the first step follows by definingΦ𝜆 (𝑥)𝑖 = cosh(𝜆𝑥𝑖), the second step follows from Eq. (3.31),

the third step follows from Cauchy-Schwarz inequality, the fourth step follows from Part 3 of

Lemma 3.2.12 and ∥ E[((𝜇new − 𝜇)/𝜇)2] ∥2 ≤ 𝐶2𝜀
2 (lemma statement).
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Plugging the bounds on 𝑎1, 𝑎2, 𝑎3 into Eq. (3.28), we have

E[Φ𝜆 (𝜇/𝑡 + 𝑣 − 1)]

≤ Φ𝜆 (𝜇/𝑡 − 1) + −0.45𝜀∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 + 0.1𝜆𝜀
√
𝑛︸                                          ︷︷                                          ︸

𝑎1

+ 2𝐶1𝜀
2∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2︸                         ︷︷                         ︸

𝑎2

+ 2𝜀2

𝑛
· Φ𝜆 (𝜇/𝑡 − 1) + 6𝜆𝐶2𝜀

2∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2 + 6𝜆2𝐶2𝜀
2√𝑛︸                                                                           ︷︷                                                                           ︸

𝑎3

≤ (1 + 2𝜀2

𝑛
)Φ𝜆 (𝜇/𝑡 − 1)

+ (−0.45𝜀 + 2𝐶1𝜀
2 + 6𝜆𝐶2𝜀

2) · 𝜆√
𝑛
(Φ𝜆 (𝜇/𝑡 − 1) − 𝑛)

+ (0.1 + 6𝜆𝐶2𝜀)𝜆𝜀
√
𝑛

≤ (1 − 0.45𝜀𝜆
√
𝑛
+ 2𝜆(𝐶1 + 3𝜆𝐶2)𝜀2

√
𝑛

+ 2𝜀2

𝑛
)Φ𝜆 (𝜇/𝑡 − 1) + (0.55 − 2𝐶1𝜀)𝜆𝜀

√
𝑛,

where the first step follows from Eq. (3.29), (3.30), (3.32), the second step follows from Part 2 of

Lemma 3.2.12, the last step follows from merging terms.

3.2.7 Bounding the Movement of 𝑤 and 𝜇

The goal of this section is to prove Lemma 3.2.23 and 3.2.22.

Lemma 3.2.22 (Bounding the movement of 𝜇). Let 𝑥new = 𝑥 + 𝛿̂𝑥 , 𝑠new = 𝑠 + 𝛿̂𝑠, 𝜇 = 𝑥 · 𝑠, and

𝜇new = 𝑥new · 𝑠new. Let 𝑏 denote the size of sketching matrix. Then we have

1.
𝑛∑︁
𝑖=1

(
E[𝜇new

𝑖 ]/𝜇𝑖 − 1
)2 ≤ 100𝜀2,

2.
𝑛∑︁
𝑖=1

(
E

[ (
𝜇new
𝑖 /𝜇𝑖 − 1

)2
] )2
≤ 400𝜀4,

3.
��𝜇new
𝑖 /𝜇𝑖 − 1

�� ≤ 10𝜀, ∀𝑖 ∈ [𝑛] .

Proof. First note that Part 2 and 3 directly follow from Part 2 and 3 of Lemma 3.2.17. Next we
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prove Part 1.

From the definition, we know that

𝜇new
𝑖 /𝜇𝑖 = (𝑥𝑖𝑠𝑖)−1 · (𝑥𝑖 + 𝛿̂𝑥,𝑖) (𝑠𝑖 + 𝛿̂𝑠,𝑖) = (1 + 𝑥−1

𝑖 𝛿̂𝑥,𝑖) (1 + 𝑠−1
𝑖 𝛿̂𝑠,𝑖).

For each 𝑖 ∈ [𝑛], we have

E[𝜇new
𝑖 ]/𝜇𝑖 − 1 = E[(1 + 𝑥−1

𝑖 𝛿̂𝑥,𝑖) (1 + 𝑠−1
𝑖 𝛿̂𝑠,𝑖)] − 1 = E[𝑥−1

𝑖 𝛿̂𝑥,𝑖 + (1 + 𝑥−1
𝑖 𝛿̂𝑥,𝑖) · 𝑠−1

𝑖 𝛿̂𝑠,𝑖]

≤ 2E[𝑥−1
𝑖 𝛿̂𝑥,𝑖 + 𝑠−1

𝑖 𝛿̂𝑠,𝑖] = 2E[𝑥−1
𝑖 𝛿̂𝑥,𝑖] + 2E[𝑠−1

𝑖 𝛿̂𝑠,𝑖]

where the third step follows by |𝑥−1
𝑖 𝛿̂𝑥,𝑖 | ≤ |𝑥−1

𝑖 𝛿̃𝑥,𝑖 | + |𝑥−1
𝑖 (𝛿̂𝑥,𝑖− 𝛿̃𝑥,𝑖) | ≤ 3𝜀 (Part 2 of Lemma 3.2.14

and Part 3 of Definition 3.2.6).

Thus, summing over all the coordinates gives us

𝑛∑︁
𝑖=1

(
E[𝜇new

𝑖 ]/𝜇𝑖 − 1
)2 ≤

𝑛∑︁
𝑖=1

8(E[𝑥−1
𝑖 𝛿̂𝑥,𝑖])2 + 8(E[𝑠−1

𝑖 𝛿̂𝑠,𝑖])2 ≤ 100𝜀2,

where the first step follows by (𝑎 + 𝑏)2 ≤ 2𝑎2 + 2𝑏2, the last step is by ∥ E[𝑥−1𝛿̂𝑥] ∥2 ≤ ∥𝑥−1𝛿̃𝑥 ∥2 +

∥ E[𝑥−1(𝛿̂𝑥 − 𝛿̃𝑥)] ∥2 ≤ 2.5𝜀 (Part 1 of Lemma 3.2.14 and Part 1 of Definition 3.2.6) and similarly

∥ E[𝑠−1𝛿̂𝑠] ∥2 ≤ 2.5𝜀.

Lemma 3.2.23 (Bounding the movement of 𝑤). Let 𝑥new = 𝑥 + 𝛿̂𝑥 , 𝑠new = 𝑠 + 𝛿̂𝑠, 𝑤 = 𝑥
𝑠
, and

𝑤new = 𝑥new

𝑠new (same as Definition 3.2.8). Let 𝑏 denote the size of sketching matrix. Then we have

1.
𝑛∑︁
𝑖=1

(
E[𝑤new

𝑖 ]/𝑤𝑖 − 1
)2 ≤ 100𝜀2,

2.
𝑛∑︁
𝑖=1

(
E

[ (
𝑤new
𝑖 /𝑤𝑖 − 1

)2
] )2
≤ 400𝜀4,

3.
��𝑤new
𝑖 /𝑤𝑖 − 1

�� ≤ 10𝜀, ∀𝑖 ∈ [𝑛] .

The proof of this lemma is very similar to that of Lemma 3.2.22, and we omit it here.
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3.3 Data Structure: Overview

Procedure Algorithm Type Correctness Time/Call Amortized
Initialize Algorithm 5 public Lemma 3.4.33 Lemma 3.5.27 /
UpdateQuery Algorithm 8 public Theorem 3.4.6 / Theorem 3.3.9
Query Algorithm 12 private Lemma 3.4.7 Lemma 3.5.3 /
UpdateV Algorithm 9 private Lemma 3.4.13 / /
UpdateG Algorithm 10 private Lemma 3.4.14 / /
MatrixUpdate Algorithm 13 private Lemma 3.4.17 Lemma 3.5.12 Lemma 3.6.19
PartialMatrixUpdate Algorithm 14 private Lemma 3.4.21 Lemma 3.5.18 Lemma 3.6.30
VectorUpdate Algorithm 15 private Lemma 3.4.25 Lemma 3.5.20 Lemma 3.6.35
PartialVectorUpdate Algorithm 16 private Lemma 3.4.29 Lemma 3.5.26 Lemma 3.6.36
ComputeLocalVars Algorithm 11 private Definition 3.4.2 Remark 3.4.3 /

Table 3.1: Summary of the improved data structure. “Amortized” denotes the “amortized time”.

3.3.1 Additional Preliminary for Data Structures

For ease of presentation, we define the following L operator that extends the size of a matrix.

This L operator determines the way that our algorithm stores matrices, and executes matrix

additions and multiplications.

Definition 3.3.1 (Operator L𝑐, L𝑟 , L). The operator L𝑐 can only be applied to some sub-columns

of a matrix. For a matrix 𝑀𝑆 where 𝑀 ∈ R𝑘1×𝑘2 , 𝑆 ⊆ [𝑘2] with |𝑆 | ≤ 6𝑛𝑎, L𝑐 [𝑀𝑆] means to store

the matrix 𝑀𝑆 in a 𝑘1 × 6𝑛𝑎 block by appending extra 0s. The algorithm executes L𝑐 operator in

the following way:

1. Addition: The L𝑐 operator supports storing two disjoint submatrices of the same matrix in

the same block. For a matrix 𝑀 ∈ R𝑘1×𝑘2 and two subsets 𝑆1, 𝑆2 ⊆ [𝑘2] with 𝑆1 ∩ 𝑆2 = ∅

and |𝑆1 ∪ 𝑆2 | ≤ 6𝑛𝑎, L𝑐 [𝑀𝑆1] + L𝑐 [𝑀𝑆2] := L𝑐 [𝑀𝑆1∪𝑆2].

2. Multiplication: When we multiply a matrix L𝑐 [𝑀𝑆] with column subscript 𝑆 with another

matrix (or vector) (𝐵𝑆)⊤ with row subscript 𝑆, if their subscripts are the same, the algorithm

will align columns of L𝑐 [𝑀𝑆] and rows of (𝐵𝑆)⊤ before doing multiplication.

In the same way, we define L𝑟 as the row operator, and we define L = L𝑟 ◦ L𝑐.
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Similarly, we define L∗ that extends a square matrix to 6𝑛𝑎 by appending an identity matrix.

The motivation of appending identity matrix instead of appending 0s is to let the matrix inverse

being well-defined.

Definition 3.3.2 (Operator L∗). For any square matrix 𝑀 ∈ R𝑘×𝑘 and 𝑆 ⊆ [𝑘] with |𝑆 | ≤ 6𝑛𝑎, we

define the operator L∗ such that L∗ [𝑀𝑆,𝑆] is stored in a 6𝑛𝑎 × 6𝑛𝑎 block by appending 1 in the

diagonal (so we have 6𝑛𝑎 − |𝑆 | extra 1s) and appending 0 otherwise. We do the same alignment as

what we did for L. The extra 1s are also involved in addition and multiplication.

Note that in our algorithm whenever we use L𝑟 , L𝑐, L or L∗ on a matrix, we always ensure that

the size of the extended rows or columns is no larger than 6𝑛𝑎. From their definitions, we directly

have the following properties.

Remark 3.3.3. The operators L𝑟 , L𝑐, L and L∗ satisfy the following properties:

1. Non-zero entries: For any 𝐴 ∈ R𝑘1×𝑘2 and two subsets 𝑆1, 𝑆2 ⊆ [𝑘2] where 𝑆1 ⊆ 𝑆2 and

|𝑆2 | ≤ 6𝑛𝑎, if 𝐴 only has non-zero entries on columns in 𝑆1, then

L𝑐 [𝐴𝑆2] = L𝑐 [𝐴𝑆1], L𝑟 [(𝐴𝑆2)⊤] = L𝑟 [(𝐴𝑆1)⊤] .

2. Addition: For any 𝐴 ∈ R𝑘1×𝑘2 and two subsets 𝑆1, 𝑆2 ⊆ [𝑘2] with 𝑆1 ∩ 𝑆2 = ∅ and

|𝑆1 ∪ 𝑆2 | ≤ 6𝑛𝑎,

L𝑐 [𝐴𝑆1] + L𝑐 [𝐴𝑆2] = L𝑐 [𝐴𝑆1∪𝑆2], L𝑟 [(𝐴𝑆1)⊤] + L𝑟 [(𝐴𝑆2)⊤] = L𝑟 [(𝐴𝑆1∪𝑆2)⊤] .

3. Multiplication 1: For any 𝐴 ∈ R𝑘2×𝑘1 , 𝐵 ∈ R𝑘2×𝑘3 , and 𝑆1 ⊆ [𝑘1], 𝑆2 ⊆ [𝑘3] where

|𝑆1 |, |𝑆2 | ≤ 6𝑛𝑎, we have

L𝑟 [(𝐴𝑆1)⊤ · 𝐵] = L𝑟 [(𝐴𝑆1)⊤] · 𝐵, L𝑐 [𝐴⊤ · 𝐵𝑆2] = 𝐴⊤ · L𝑐 [𝐵𝑆2] .

60



4. Multiplication 2: For any 𝐴 ∈ R𝑘1×𝑘2 , 𝐵 ∈ R𝑘3×𝑘2 , 𝐶 ∈ R𝑘2×𝑘2 , and 𝑆1, 𝑆2 ⊆ [𝑘2] where

𝑆1 ⊆ 𝑆2 and |𝑆2 | ≤ 6𝑛𝑎, we have

L𝑐 [𝐴𝑆1] · L𝑟 [(𝐵𝑆2)⊤] = 𝐴𝑆1 · (𝐵𝑆1)⊤

L𝑐 [𝐴𝑆2] · L𝑟 [(𝐵𝑆1)⊤] = 𝐴𝑆1 · (𝐵𝑆1)⊤

L𝑐 [𝐴𝑆1] · L∗ [𝐶𝑆1,𝑆1] · L𝑟 [(𝐵𝑆1)⊤] = 𝐴𝑆1 · 𝐶𝑆1,𝑆1 · (𝐵𝑆1)⊤.

5. Inverse: For any 𝐶 ∈ R𝑘2×𝑘2 , and 𝑆 ⊆ [𝑘2] where |𝑆 | ≤ 6𝑛𝑎, we have

L∗ [(𝐶𝑆,𝑆)−1] = (L∗ [𝐶𝑆,𝑆])−1.

Using these operators, we can prove a few useful lemmas that are used in the data structures.

N
S
1
,S

2

NS2,S1 NS2,S2

S1 S2

=

|S2| |S2| |S2|

U1 U1 U2

S1

S2I I

N
S
1
,S

2

×

|S2| |S2| |S2|

|S2|

|S2|

|S2|

I

NS2,S2

I ×

S1 S2

|S2|

|S2|

|S2|

U2

U1

U1

NS1,S2

I

I

N U ′ C U>

(a) (b) (c) (d)

Figure 3.3: A visualization of the decomposition 𝑁 = 𝑈′𝐶𝑈⊤ constructed by the Decompose
function. (See Lemma 3.3.4.)

Lemma 3.3.4 (𝑈′𝐶𝑈⊤ Decomposition). If all the non-zero entries of the 6𝑛𝑎 × 6𝑛𝑎 symmetric

matrix 𝑁 can be split into three parts: 𝑁𝑆1,𝑆2 , 𝑁𝑆2,𝑆1 , and 𝑁𝑆2,𝑆2 , where 𝑆1, 𝑆2 ⊆ [𝑛], 𝑆1 and 𝑆2 are

disjoint, and |𝑆1 ∪ 𝑆2 | ≤ 2𝑛𝑎. Then there exist matrices 𝑈′,𝑈 ∈ R6𝑛𝑎×3|𝑆2 |, 𝐶 ∈ R3|𝑆2 |×3|𝑆2 | such

that the following decomposition holds:

𝑈′𝐶𝑈⊤ = 𝑁.
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Also, we can compute this decomposition in 𝑂 ( |𝑆1 | · |𝑆2 |) time. We define a function Decompose()

such that Decompose(𝑁) = (𝑈′, 𝐶,𝑈).

Proof. We explicitly give a construction of𝑈′, 𝐶 and𝑈. See Figure 3.3(a) for an illustration of the

structure of 𝑁 , and see Figure 3.3(b),(c),(d) for an illustration of the construction of𝑈′, 𝐶, and𝑈.

First note that from Part 1 and 2 of Remark 3.3.3, we have

𝑁 = L[𝑁𝑆1,𝑆2] + L[𝑁𝑆2,𝑆1] + L[𝑁𝑆2,𝑆2] .

We define 𝑈1 ∈ R6𝑛𝑎×|𝑆2 | such that ((𝑈⊤1 )𝑆2)⊤ = 𝐼 |𝑆2 | and all other entries of 𝑈1 are 0. We

let 𝑈2 = L𝑟 [𝑁𝑆1,𝑆2] ∈ R6𝑛𝑎×|𝑆2 |. We construct 𝑈′ as 𝑈′ = [𝑈1,𝑈1,𝑈2], note that 𝑈′ has size

6𝑛𝑎 × 3|𝑆2 |. And we construct𝑈 as𝑈 = [𝑈2,𝑈1,𝑈1], note that𝑈 also has size 6𝑛𝑎 × 3|𝑆2 |.

We construct 𝐶 as


𝐼 |𝑆2 | 0 0

0 𝑁𝑆2,𝑆2 0

0 0 𝐼 |𝑆2 |


. Note that 𝐶 has size 3|𝑆2 | × 3|𝑆2 |.

It is straightforward to check that this decomposition is correct.

Finally, since 𝑈′, 𝐶, 𝑈 are all constructed by copying certain entries of 𝑁 , the running time

of this decomposition is the sum of the sizes of the three matrices. Thus we can compute this

decomposition in 𝑂 ( |𝑆1 | · |𝑆2 |) time.

The next lemma shows that a particular matrix satisfies the constraints of the previous lemma.

Lemma 3.3.5 (Structure of the change in inverse matrix). For 𝑣, 𝑣̃, 𝑤appr ∈ R𝑛, and a symmetric

matrix 𝑀 ∈ R𝑛×𝑛, let 𝑆 = supp(𝑣̃ − 𝑣), 𝜕𝑆 = supp(𝑤appr − 𝑣̃), 𝑆new = supp(𝑤appr − 𝑣), and

𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new. Let Δ = 𝑉 − 𝑉 , Δnew = 𝑊appr − 𝑉 . Let 𝑁 = L∗ [(Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] −

L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆].

Then the non-zero entries of 𝑁 can be split into three parts: 𝑁(𝑆\𝜕𝑆),𝜕𝑆, 𝑁𝜕𝑆,(𝑆\𝜕𝑆) , and 𝑁𝜕𝑆,𝜕𝑆,

as shown in Figure 3.4(a). And 𝑁(𝑆\𝜕𝑆),𝜕𝑆 has the following structure (as shown in Figure 3.4(b)):

• For columns in 𝜕𝑆\𝑆, 𝑁(𝑆\𝜕𝑆),(𝜕𝑆\𝑆) = 𝑀(𝑆\𝜕𝑆),(𝜕𝑆\𝑆) .
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>
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Figure 3.4: A visualization of the matrices involved in Decompose function. Figure (a) illustrates
the structure of the input matrix 𝑁 (see Lemma 3.3.4 and Lemma 3.3.5). Figure (b) illustrates the
structure of 𝑁𝑆1,𝑆2 = 𝑁(𝑆\𝜕𝑆),𝜕𝑆. (See Lemma 3.3.5.) For clarity we show its transpose here.

• For columns in 𝑆′, 𝑁(𝑆\𝜕𝑆),𝑆′ = −𝑀(𝑆\𝜕𝑆),𝑆′ .

• For other columns, 𝑁(𝑆\𝜕𝑆),(𝑆∩𝜕𝑆)\𝑆′ = 0.

The proof of this lemma is straightforward.

The next lemma shows that we can use Woodbury identity together with the previous 𝑈′𝐶𝑈⊤

decomposition to efficiently maintain the inverse of a matrix.

Lemma 3.3.6 (Correctness of 𝐵 using Woodbury Identity). For 𝑣, 𝑣̃, 𝑤appr ∈ R𝑛, and a symmetric

matrix 𝑀 ∈ R𝑛×𝑛, let 𝑆 = supp(𝑣̃ − 𝑣), 𝜕𝑆 = supp(𝑤appr − 𝑣̃), 𝑆new = supp(𝑤appr − 𝑣), and

𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new. Let Δ = 𝑉 −𝑉 , Δnew = 𝑊appr −𝑉 . Let 𝐵 = L∗ [(Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆)−1], and let

𝑁 = L∗ [(Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1

𝑆,𝑆 + 𝑀𝑆,𝑆] .

Suppose |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, and let (𝑈′, 𝐶,𝑈) := Decompose(𝑁), where Decompose() is the function

of Lemma 3.3.4, note that𝑈′,𝑈 ∈ R6𝑛𝑎×(3|𝜕𝑆 |) , 𝐶 ∈ R(3|𝜕𝑆 |)×(3|𝜕𝑆 | |) , then we have

𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵 = L∗ [
(
(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new
)−1] .

Proof. From Lemma 3.3.5, we know that the non-zero entries of 𝑁 can be split into three parts:

𝑁(𝑆\𝜕𝑆),𝜕𝑆, 𝑁𝜕𝑆,(𝑆\𝜕𝑆) , and 𝑁𝜕𝑆,𝜕𝑆. 𝑆\𝜕𝑆 and 𝜕𝑆 are disjoint, and |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, so 𝑁 satisfies
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the requirements of Lemma 3.3.4. And in the lemma statement of Lemma 3.3.4, 𝑆1 corresponds to

𝑆\𝜕𝑆 here, 𝑆2 corresponds to 𝜕𝑆 here. Thus𝑈′, 𝐶,𝑈 are well-defined, and we have𝑈′𝐶𝑈⊤ = 𝑁 .

Also note that from the property of L∗ operator (Part 5 of Remark 3.3.3) we have

𝐵 = L∗ [(Δ−1
𝑆,𝑆 + 𝑀𝑆,𝑆)−1] = (L∗ [Δ−1

𝑆,𝑆 + 𝑀𝑆,𝑆])−1.

Using Woodbury identity (Fact 2.2.6), we have that

L∗ [
(
(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new
)−1] =

(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new]
)−1

=

(
L∗ [Δ−1

𝑆,𝑆 + 𝑀𝑆,𝑆] +𝑈′𝐶𝑈⊤
)−1

=

(
𝐵−1 +𝑈′𝐶𝑈⊤

)−1

= 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵

where the first step follows from Part 5 of Remark 3.3.3, the second step follows from𝑈′𝐶𝑈⊤ = 𝑁 ,

the third step follows from the fact that 𝐵 = (L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆])−1, and the forth step follows from

Woodbury identity.

We can exploit the fact that the output matrices 𝑈 and 𝑈′ of Decompose resembles the input

matrix, and we have the following corollary:

Corollary 3.3.7 (Correctness of𝑈tmp). Given 𝑣, 𝑣̃, 𝑤appr ∈ R𝑛, and a symmetric matrix 𝑀 ∈ R𝑛×𝑛.

Let 𝑆, 𝜕𝑆, 𝑆new, 𝑆′, Δ, Δnew, 𝐵, 𝑁 , 𝑈, 𝑈′, and 𝐶 be defined the same way as in Lemma 3.3.5 and

3.3.6. Let 𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤]. Define 𝜕𝐸 ∈ R6𝑛𝑎×|𝜕𝑆 | such that

(𝜕𝐸)(𝜕𝑆\𝑆) = 𝐸(𝜕𝑆\𝑆) − 𝐵(𝜕𝑆∩𝑆)𝑀(𝜕𝑆∩𝑆),(𝜕𝑆\𝑆)

(𝜕𝐸)𝑆′ = − 𝐸𝑆′ + 𝐵𝜕𝑆∩𝑆𝑀(𝜕𝑆∩𝑆),𝑆′
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and other entries of 𝜕𝐸 are all zero. Define𝑈tmp ∈ R6𝑛𝑎×3|𝜕𝑆 | as

𝑈tmp = [𝐵𝜕𝑆, 𝐵𝜕𝑆, 𝜕𝐸] ,

then we have 𝑈tmp = 𝐵𝑈′. Note that 𝜕𝐸 is the same one as defined on Line 12 of Algorithm 12,

and𝑈tmp is the same one as defined on Line 15.

Proof. From Lemma 3.3.5 we know that 𝑁 can be split into three parts: 𝑁(𝑆\𝜕𝑆),𝜕𝑆, 𝑁𝜕𝑆,(𝑆\𝜕𝑆) , and

𝑁𝜕𝑆,𝜕𝑆. From the proof of Lemma 3.3.4, we have that𝑈′ = [𝑈1,𝑈1,𝑈2], where

1. 𝑈1 ∈ R6𝑛𝑎×|𝜕𝑆 | such that ((𝑈⊤1 )𝜕𝑆)
⊤ = 𝐼 |𝜕𝑆 | and all other entries are 0,

2. 𝑈2 ∈ R6𝑛𝑎×|𝜕𝑆 | and𝑈2 = L𝑟 [𝑁(𝑆\𝜕𝑆),𝜕𝑆].

Since 𝐵𝑈′ = [𝐵𝑈1, 𝐵𝑈1, 𝐵𝑈2], it suffices to prove that 𝐵𝑈1 = 𝐵𝜕𝑆 and 𝐵𝑈2 = 𝜕𝐸 . We have

𝐵𝑈1 = 𝐵𝜕𝑆 · ((𝑈⊤1 )𝜕𝑆)
⊤ = 𝐵𝜕𝑆,

where the first step follows from𝑈1 only has non-zero rows in 𝜕𝑆, and the second step follows from

((𝑈⊤1 )𝜕𝑆)
⊤ = 𝐼 |𝜕𝑆 |. For 𝐵𝑈2 we first prove the following:

𝐸(𝜕𝑆\𝑆) = 𝐵 · L𝑟 [𝑀𝑆,(𝜕𝑆\𝑆)] = 𝐵 · L𝑟 [𝑀(𝜕𝑆∩𝑆),(𝜕𝑆\𝑆)] + 𝐵 · L𝑟 [𝑀(𝑆\𝜕𝑆),(𝜕𝑆\𝑆)]

= 𝐵(𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆),(𝜕𝑆\𝑆) + 𝐵 · L𝑟 [𝑀(𝑆\𝜕𝑆),(𝜕𝑆\𝑆)],

where the first step follows from 𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤], the second step follows from Part 2 of

Remark 3.3.3, and the third step follows from Part 4 of Remark 3.3.3. So we have

𝐵 · L𝑟 [𝑀(𝑆\𝜕𝑆),(𝜕𝑆\𝑆)] = 𝐸(𝜕𝑆\𝑆) − 𝐵(𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆),(𝜕𝑆\𝑆) ,

and similarly we also have 𝐵 · L𝑟 [𝑀(𝑆\𝜕𝑆),𝑆′] = 𝐸𝑆′ − 𝐵(𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆),𝑆′ .

Thus combining with the structure of 𝑁(𝑆\𝜕𝑆),𝜕𝑆 proved in Lemma 3.3.5, we have
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1. For columns in 𝜕𝑆\𝑆,

(𝐵𝑈2)𝜕𝑆\𝑆 = 𝐵 · L𝑟 [𝑁(𝑆\𝜕𝑆),(𝜕𝑆\𝑆)] = 𝐵 · L𝑟 [𝑀(𝑆\𝜕𝑆),(𝜕𝑆\𝑆)] = 𝐸(𝜕𝑆\𝑆) − 𝐵(𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆),(𝜕𝑆\𝑆) .

2. For columns in 𝑆′,

(𝐵𝑈2)𝑆′ = 𝐵 · L𝑟 [𝑁(𝑆\𝜕𝑆),𝑆′] = 𝐵 · L𝑟 [−𝑀(𝑆\𝜕𝑆),𝑆′] = −𝐸𝑆′ + 𝐵(𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆),𝑆′ .

3. For all other columns, (𝐵𝑈2)(𝑆∩𝜕𝑆)\𝑆′ = 0.

Thus we have 𝐵𝑈2 = 𝜕𝐸 , and therefore 𝐵𝑈′ = 𝑈tmp.

We also have the following lemma that shows how to use Woodbury identity to update the

inverse of a matrix directly.

Lemma 3.3.8 (Correctness of 𝑀 using Woodbury Identity). Let 𝐴 ∈ R𝑛×𝑛, and let 𝑉,𝑉 ∈ R𝑛×𝑛

be two diagonal matrices. Let 𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 ∈ R𝑛×𝑛, and let Δ = 𝑉 − 𝑉 ∈ R𝑛×𝑛, let

𝑆 = supp(𝑣̃ − 𝑣) ⊆ [𝑛], then we have

𝑀 − 𝑀𝑆 ·
(
(Δ𝑆,𝑆)−1 + 𝑀𝑆,𝑆

)−1
· (𝑀𝑆)⊤ = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 (3.33)

Proof. We have

(𝐴𝑉𝐴⊤)−1 = (𝐴(𝑉 + Δ)𝐴⊤)−1 = (𝐴𝑉𝐴⊤ + 𝐴Δ𝐴⊤)−1 = (𝐴𝑉𝐴⊤ + 𝐴𝑆Δ𝑆,𝑆 (𝐴𝑆)⊤)−1

= (𝐴𝑉𝐴⊤)−1 − (𝐴𝑉𝐴⊤)−1 · 𝐴𝑆 ·
(
(Δ𝑆,𝑆)−1 + (𝐴𝑆)⊤(𝐴𝑉𝐴⊤)−1𝐴𝑆

)−1
· (𝐴𝑆)⊤ · (𝐴𝑉𝐴⊤)−1

= (𝐴𝑉𝐴⊤)−1 − (𝐴𝑉𝐴⊤)−1 · 𝐴𝑆 ·
(
(Δ𝑆,𝑆)−1 + 𝑀𝑆,𝑆

)−1
· (𝐴𝑆)⊤ · (𝐴𝑉𝐴⊤)−1,

where the first step follows from the definition of Δ, the third step follows from Δ only has non-zero

entries on (𝑖, 𝑖)-th entries where 𝑖 ∈ 𝑆, the fourth step follows from Woodbury identity, and the fifth

step follows from the definition of 𝑀 . Then from the definition of 𝑀 we have Eq. (3.33).
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Notation MatrixUpdate P.MatrixUpdate VectorUpdate P.VectorUpdate
𝑣

√

𝑣̃
√ √

𝑔
√

𝑔̃
√ √

𝑀
√

𝑄
√

𝛽1
√ √

𝛽2
√ √

𝑆
√ √

𝑇
√ √

Δ
√ √

Γ
√ √

𝜉
√ √ √ √

𝐵
√ √

𝐸
√ √

𝐹
√ √

𝛾1
√ √ √ √

𝛾2
√ √ √ √

Goal 𝑣, 𝑣̃ 𝑣̃ 𝑔, 𝑔̃ 𝑔̃

Algorithm Algorithm 13 Algorithm 14 Algorithm 15 Algorithm 16
Correctness Lemma 3.4.17 Lemma 3.4.21 Lemma 3.4.25 Lemma 3.4.29
Time Lemma 3.5.12 Lemma 3.5.18 Lemma 3.5.20 Lemma 3.5.26

Table 3.2: Summary of things got changed over different updates. List of members in Algorithm 4.

3.3.2 Main Result

The goal of this section is to present our main data structure result Theorem 3.3.9.

Theorem 3.3.9 (Main data structure theorem). Given a full rank matrix 𝐴 ∈ R𝑑×𝑛 with 𝑑 ≤ 𝑛, two

error parameters 0 < 𝜀mp < 1/4 and 𝜀far ≤
𝜀mp

100 log 𝑛 , two threshold parameters 𝑎 ≤ 𝛼 and 𝑎̃ ≤ 𝛼 · 𝑎

where 𝛼 is the dual exponent of matrix multiplication, a parameter of sketching size 𝑏 ∈ (0, 1).

Let 𝑓 : R→ R be some pre-defined function which can be computed in 𝑂 (1) time, and extend the

definition of 𝑓 on vector 𝑣 with 𝑓 (𝑣)𝑖 := 𝑓 (𝑣𝑖). Let 𝜔 denote the exponent of matrix multiplication.

There is a data structure (in Algorithm 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16) that approximately

maintains the vector
√
𝑊𝐴⊤(𝐴𝑊𝐴⊤)−1𝐴

√
𝑊 𝑓 (ℎ).

The data structure uses 𝑛2+𝑜(1) space and supports the following operations:
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1. Initialize( 𝑓 , 𝜀mp, 𝑏, 𝐿, 𝐴, 𝑤0, ℎ0, 𝑅): Initialize all data structure members including 𝐿 =

𝑛1−𝑏+𝑜(1) sketching matrices 𝑅1, 𝑅2, . . . , 𝑅𝐿 ∈ R𝑛
𝑏×𝑛. This operation takes 𝑂 (𝑛𝜔) time.

2. UpdateQuery(𝑤, ℎ): On the 𝑗-th call to this function, it outputs the following three vectors

(see Theorem 3.4.6):

(a) A vector 𝑤appr ∈ R𝑛 such that 𝑤appr ≈𝜀mp 𝑤.

(b) A vector ℎappr ∈ R𝑛 such that ℎappr ≈𝜀mp ℎ.

(c) A vector 𝑟 ∈ R𝑛 such that

𝑟 = 𝑅⊤𝑙 𝑅𝑙
√
𝑊appr𝐴⊤(𝐴𝑊appr𝐴⊤)𝐴

√
𝑊appr 𝑓 (ℎappr).

Furthermore, if the initial vectors (𝑤 (0) , ℎ(0)) and the update sequence (𝑤 (1) , ℎ(1)), . . . ,

(𝑤 (𝑇) , ℎ(𝑇)) ∈ (R𝑛,R𝑛) satisfy the following constraints:

1.
𝑛∑︁
𝑖=1

(
E[𝑤 ( 𝑗+1)

𝑖
] − 𝑤 ( 𝑗)

𝑖

𝑤
( 𝑗)
𝑖

)2

≤ 𝐶2
1 ,

𝑛∑︁
𝑖=1

©­«E

(
𝑤
( 𝑗+1)
𝑖
− 𝑤 ( 𝑗)

𝑖

𝑤
( 𝑗)
𝑖

)2ª®¬
2

≤ 𝐶2
2 ,

�����𝑤 ( 𝑗+1)𝑖
− 𝑤 ( 𝑗)

𝑖

𝑤
( 𝑗)
𝑖

����� ≤ 𝐶3,

2.
𝑛∑︁
𝑖=1

(
E[𝜇( 𝑗+1)

𝑖
] − 𝜇( 𝑗)

𝑖

𝜇
( 𝑗)
𝑖

)2

≤ 𝐶2
4 ,

𝑛∑︁
𝑖=1

©­«E

(
𝜇
( 𝑗+1)
𝑖
− 𝜇( 𝑗)

𝑖

𝜇
( 𝑗)
𝑖

)2ª®¬
2

≤ 𝐶2
5 ,

�����𝜇( 𝑗+1)𝑖
− 𝜇( 𝑗)

𝑖

𝜇
( 𝑗)
𝑖

����� ≤ 𝐶6,

for 𝑗 = 0, 1, . . . , 𝑇 − 1, where the expectation is conditioned on 𝑤 ( 𝑗) for Part 1, and conditioned

on ℎ( 𝑗) for Part 2, and the parameters 𝐶1, 𝐶2, 𝐶3, 𝐶4, 𝐶5, 𝐶6 satisfy that 𝐶1, 𝐶2, 𝐶4, 𝐶5 > 0 and

0 < 𝐶3, 𝐶6 ≤ 1
4 . Then the worst-case running time of Query per iteration is

𝑂∗(Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃) + 𝑛1+𝑏),

and the expected amortized running time per iteration of the other procedures are
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1. MatrixUpdate: 𝑂∗
( (
𝐶1𝜀mp/𝜀2

far + 𝐶2/𝜀2
far

)
· (𝑛2−𝑎/2 + 𝑛𝜔−1/2)

)
,

2. PartialMatrixUpdate: 𝑂∗
(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎)
)
,

3. VectorUpdate: 𝑂∗
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · 𝑛

1.5
)
,

4. PartialVectorUpdate: 𝑂∗
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · (𝑛

1.5 + 𝑛2𝑎−𝑎̃/2)
)
,

where 𝑂∗ notation hides all 𝑛𝑜(1) terms.

Proof. The properties of the output of UpdateQuery follow from Theorem 3.4.6. The running

time of Initialize is by Lemma 3.5.27, the running time of Query is by Lemma 3.5.3. The

amortized running time of MatrixUpdate is by Lemma 3.6.19, the amortized running time of

PartialMatrixUpdate is by Lemma 3.6.30, the amortized running time of VectorUpdate is by

Lemma 3.6.35, and the amortized running time of PartialVectorUpdate is by Lemma 3.6.36.

We prove the correctness of the data structure in Section 3.4. We give the worst-case analysis of

the running time per call for all procedures in Section 3.5, and the amortized analysis in Section 3.6.

3.4 Data Structure: Correctness

The purpose of this section is to show the correctness of our data structure, stated in Theo-

rem 3.4.6. We start with the invariants that we maintain for data structure members.

Assumption 3.4.1 (Invariants). The following invariants are maintained in the data structure:

1. 𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴,

2. 𝑄 = 𝑅
√
𝑉𝑀 ,

3. 𝛽1 = 𝑄
√
𝑉 𝑓 (𝑔),

4. 𝛽2 = 𝑀
√
𝑉 𝑓 (𝑔),

5. 𝑆 = supp(𝑣̃ − 𝑣),

6. 𝑇 = supp(𝑔̃ − 𝑔),

7. Δ = 𝑉 −𝑉 ,

8. Γ =
√︁
𝑉 −
√
𝑉 ,

9. 𝜉 =
√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔),

10. 𝐵 = L∗ [(Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆)−1],
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Algorithm 4 Data structure : members
1: data structure ⊲ Theorem 3.3.9
2:
3: members ⊲ Table 3.2
4: 𝐴 ∈ R𝑑×𝑛
5: Function 𝑓 : R→ R
6: 𝜀mp, 𝜀far ∈ R
7: 𝑣, 𝑣̃, 𝑔, 𝑔̃ ∈ R𝑛
8: 𝑎, 𝑎̃, 𝑏 ∈ (0, 1]
9: 𝐿 ∈ N ⊲ number of sketching matrices

10: 𝑙 ∈ N ⊲ count of iterations
11: ∀𝑖 ∈ [𝐿], 𝑅𝑖 ∈ R𝑛

𝑏×𝑛

12: 𝑅 = [𝑅⊤1 , 𝑅
⊤
2 , · · · , 𝑅

⊤
𝐿
]⊤ ∈ R𝑛1+𝑜 (1)×𝑛 ⊲ We have the guarantee that 𝐿𝑛𝑏 = 𝑛1+𝑜 (1)

13: ⊲ Below are the invariant variables
14: 𝑀 ∈ R𝑛×𝑛
15: 𝑄 ∈ R𝑛1+𝑜(1)×𝑛

16: 𝛽1 ∈ R𝑛+𝑜 (1)
17: 𝛽2 ∈ R𝑛
18: Set 𝑆 ⊆ [𝑛]
19: Set 𝑇 ⊆ [𝑛]
20: Δ ∈ R𝑛×𝑛
21: Γ ∈ R𝑛×𝑛
22: 𝜉 ∈ R𝑛
23: 𝐵 ∈ R6𝑛𝑎×6𝑛𝑎

24: 𝐹 ∈ R𝑛1+𝑜 (1)×6𝑛𝑎

25: 𝐸 ∈ R6𝑛𝑎×𝑛

26: 𝛾1 ∈ R6𝑛𝑎

27: 𝛾2 ∈ R𝑛
28: end members
29: end data structure

11. 𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤],

12. 𝐹 = 𝑅Γ · L𝑐 [𝑀𝑆],

13. 𝛾1 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉,

14. 𝛾2 = Γ𝑀 · 𝜉.

We will prove that if these invariants are true before we enter a procedure, they are still true

when the proecedure returns. Thus the correctness of the invariants can be proved by induction.

The following local variables are used in procedures Query (Algorithm 12), MatrixUpdate

(Algorithm 13), and PartialMatrixUpdate (Algorithm 14). For clarity of the presentation, we

write their definitions here.

Definition 3.4.2 (Local variables). Given inputs 𝑤appr and ℎappr, we define these local variables:
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Algorithm 5 Data structure : Initialize()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure initialize( 𝑓 , 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏, 𝐿, 𝐴, 𝑤0, ℎ0, 𝑅) ⊲ Lemma 3.4.33, Lemma 3.5.27
4: 𝑓 ← 𝑓 ⊲ 𝑓 : R→ R
5: 𝜀mp ← 𝜀mp ⊲ 𝜀mp ∈ (0, 1)
6: 𝜀far ← 𝜀far ⊲ 𝜀far ∈ (0, 1)
7: 𝑎 ← 𝑎 ⊲ 𝑎 ∈ (0, 1]
8: 𝑎̃ ← 𝑎̃ ⊲ 𝑎̃ ∈ (0, 1]
9: 𝑏 ← 𝑏 ⊲ 𝑏 ∈ (0, 1]

10: 𝐿 ← 𝐿 ⊲ 𝐿 ∈ N
11: 𝐴← 𝐴 ⊲ 𝐴 ∈ R𝑑×𝑛
12: 𝑅 ← 𝑅 ⊲ 𝑅 = [𝑅⊤1 , 𝑅

⊤
2 , · · · , 𝑅

⊤
𝐿
]⊤ ∈ R𝑛1+𝑜 (1)×𝑛

13: 𝑙 ← 1 ⊲ count of iterations
14: 𝑣 ← 𝑣̃ ← 𝑤0 ⊲ 𝑣, 𝑣̃ ∈ R𝑛
15: 𝑔 ← 𝑔̃ ← ℎ0 ⊲ 𝑔, 𝑔̃ ∈ R𝑛
16: ⊲ Below are the invariant variables
17: 𝑀 ← 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 ⊲ 𝑀 ∈ R𝑛×𝑛
18: 𝑄 ← 𝑅

√
𝑉𝑀 ⊲ 𝑄 ∈ R𝑛1+𝑜 (1)×𝑛

19: 𝛽1 ← 𝑄
√
𝑉 𝑓 (𝑔) ⊲ 𝛽1 ∈ R𝑛

1+𝑜 (1)

20: 𝛽2 ← 𝑀
√
𝑉 𝑓 (𝑔) ⊲ 𝛽2 ∈ R𝑛

21: 𝑆 ← ∅ ⊲ 𝑆 ⊆ [𝑛]
22: 𝑇 ← ∅ ⊲ 𝑇 ⊆ [𝑛]
23: Δ← 0 ⊲ Δ ∈ R𝑛×𝑛 is a diagonal matrix
24: Γ← 0 ⊲ Γ ∈ R𝑛×𝑛 is a diagonal matrix
25: 𝜉 ← 0 ⊲ 𝜉 ∈ R𝑛
26: 𝐵← 𝐼 ⊲ 𝐵 ∈ R6𝑛𝑎×6𝑛𝑎

27: 𝐸 ← 0 ⊲ 𝐸 ∈ R6𝑛𝑎×𝑛

28: 𝐹 ← 0 ⊲ 𝐹 ∈ R𝑛1+𝑜 (1)×6𝑛𝑎

29: 𝛾1 ← 0 ⊲ 𝛾1 ∈ R6𝑛𝑎

30: 𝛾2 ← 0 ⊲ 𝛾2 ∈ R𝑛
31: end procedure
32:
33: end data structure

1. 𝜕Δ← 𝑊appr −𝑉 ,

2. 𝜕Γ←
√
𝑊appr −

√︁
𝑉 ,

3. 𝜕𝜉 ←
√
𝑊appr 𝑓 (ℎappr) −

√︁
𝑉 𝑓 (𝑔̃),

4. 𝜕𝑆 ← supp(𝑤appr − 𝑣̃),

5. Δnew ← Δ + 𝜕Δ,

6. Γnew ← Γ + 𝜕Γ,

7. 𝜉new ← 𝜉 + 𝜕𝜉,

8. 𝑆new ← supp(𝑤appr − 𝑣),

9. 𝑆′← (𝑆 ∪ 𝜕𝑆)\𝑆new.
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Algorithm 6 Data structure : Adjust()
1: data structure
2: ⊲ This procedure doesn’t use any members in the memory of data structure.
3: procedure Adjust(̃𝑣tmp, 𝑣̃, 𝑣, 𝜀far)
4: ⊲ 𝑣̃tmp is the temporary new update of 𝑣̃. 𝑣̃tmp is adjusted to 𝑣̃adj.
5: 𝑣̃adj ← 𝑣̃tmp

6: for 𝑖 = 1 to 𝑛 do
7: if 𝑣̃tmp

𝑖
≠ 𝑣̃𝑖 and 𝑣̃tmp

𝑖
∈ [(1 − 𝜀far)𝑣𝑖 , (1 + 𝜀far)𝑣𝑖] then

8: 𝑣̃
adj
𝑖
← 𝑣𝑖

9: end if
10: end for
11: return 𝑣̃adj

12: end procedure
13: ⊲ If in coordinate 𝑖, 𝑣̃tmp

𝑖
≠ 𝑣̃𝑖 and 𝑣̃tmp

𝑖
is close to 𝑣𝑖 , then 𝑣̃tmp

𝑖
should move back to 𝑣𝑖 .

14: end data structure

Algorithm 7 Data structure : SoftThreshold()
1: data structure
2: ⊲ This procedure doesn’t use any members in the memory of data structure.
3: procedure SoftThreshold(𝑦, 𝑤new, 𝑣, 𝜀, 𝑛𝑎)
4: Let 𝜋 : [𝑛] → [𝑛] be a sorting permutation such that 𝑦𝜋 (𝑖) ≥ 𝑦𝜋 (𝑖+1)
5: 𝑘 ← the number of indices 𝑖 such that 𝑦𝑖 ≥ 𝜀
6: if 𝑘 ≥ 𝑛𝑎 then
7: repeat
8: 𝑘 ← min{⌈1.5𝑘⌉, 𝑛}
9: until 𝑘 = 𝑛 or 𝑦𝜋 (𝑘 ) < (1 − 1/log 𝑛) · 𝑦𝜋 (𝑘/1.5)

10: end if

11: 𝑣new
𝜋 (𝑖) ←

{
𝑤new
𝜋 (𝑖) , 𝑖 ∈ {1, 2, · · · , 𝑘};

𝑣𝜋 (𝑖) , 𝑖 ∈ {𝑘 + 1, · · · , 𝑛}.
12: return 𝑣new, 𝑘
13: end procedure
14:
15: end data structure

Remark 3.4.3 (Compute local variables). The private procedure ComputeLocalVariables (Algo-

rithm 11) computes these local variables (defined in Definition 3.4.2) correctly.

Remark 3.4.4 (Temporary variables). All variables with super-script “tmp” are temporary local

variables that are only used in update procedures.

Remark 3.4.5 (Properties of 𝑆′ and 𝑆new). Note that 𝑆new ⊆ 𝑆 ∪ 𝜕𝑆, and 𝑆′ ⊆ 𝑆 ∩ 𝜕𝑆.

In this section we prove the following main theorem using lemmas proved in later sections.
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Algorithm 8 Data structure : UpdateQuery()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure UpdateQuery(𝑤new, ℎnew) ⊲ Theorem 3.4.6
4: 𝑤appr, 𝑘, 𝑘̃ ← UpdateV(𝑤new) ⊲ Algorithm 9, 𝑘 and 𝑘̃ are only used for analysis.
5: ℎappr, 𝑝, 𝑝 ← UpdateG(ℎnew) ⊲ Algorithm 10, 𝑝 and 𝑝 are only used for analysis.
6: 𝑟 ← Query(𝑤appr, ℎappr) ⊲ Algorithm 12, Lemma 3.4.7, Lemma 3.5.3
7: ⊲ Compute 𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]

√
𝑊appr𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴

√
𝑊appr 𝑓 (ℎappr)

8: return 𝑤appr, ℎappr, 𝑟

9: end procedure
10:
11: end data structure

Algorithm 9 Data structure : UpdateV()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure UpdateV(𝑤new) ⊲ Return (𝑤appr, 𝑘, 𝑘̃). Lemma 3.4.13
4: 𝑣̃tmp, 𝑘̃ ← SoftThreshold(𝑦𝑖 ← 𝜓(𝑤new

𝑖
/𝑣̃𝑖 − 1), 𝑤new, 𝑣̃, 𝜀mp/2, 𝑛𝑎) ⊲ Algorithm 7

5: 𝑣̃new ← Adjust(𝑣̃tmp, 𝑣̃, 𝑣, 𝜀far) ⊲ Algorithm 6
6: if | supp(𝑣̃new − 𝑣) | ≥ 𝑛𝑎 then
7: 𝑣new, 𝑘 ← SoftThreshold(𝑦𝑖 ← (𝜓(𝑤new

𝑖
/𝑣𝑖 − 1) + 𝜓(𝑤new

𝑖
/𝑣̃𝑖 − 1)), 𝑤new, 𝑣,

𝜀2
far

32𝜀mp
, 𝑛𝑎)

8: ⊲ If | supp(𝑣̃new − 𝑣) | ≥ 𝑛𝑎, then 𝑘 ≥ 𝑛𝑎. See Fact 3.6.10
9: MatrixUpdate(𝑣new) ⊲ Algorithm 13, Lemma 3.4.17, Lemma 3.5.12, Lemma 3.6.19

10: ⊲ Update 𝑣, 𝑣̃ to be 𝑣new.
11: ⊲ Update invariants 𝑀 , 𝑄, 𝛽1, 𝛽2, 𝑆, Δ, Γ, 𝜉, 𝐵, 𝛾1, 𝛾2, 𝐸 , 𝐹.
12: return (𝑣new, 𝑘 , 0)
13: else
14: if | supp(𝑣̃new − 𝑣̃) | ≥ 𝑛𝑎 then
15: ⊲ If | supp(𝑣̃new − 𝑣̃) | ≥ 𝑛𝑎, then 𝑘̃ ≥ 𝑛𝑎. See Fact 3.6.11.
16: PartialMatrixUpdate(𝑣̃new) ⊲ Algorithm 14, Lemma 3.4.21, Lemma 3.5.18,

Lemma 3.6.30
17: ⊲ Update 𝑣̃ to be 𝑣̃new.
18: ⊲ Update invariants 𝑆, Δ, Γ, 𝜉, 𝐵, 𝛾1, 𝛾2, 𝐸 , 𝐹.
19: return (̃𝑣new, 0, 𝑘̃)
20: end if
21: end if
22: return (̃𝑣new, 0, 0)
23: end procedure
24:
25: end data structure

Theorem 3.4.6 (Correctness of UpdateQuery). On the 𝑗-th call to the procedure UpdateQuery

(Algorithm 8), the output satisfies the following:

1. 𝑤appr ≈𝜀mp 𝑤
new, ℎappr ≈𝜀mp ℎ

new,
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Algorithm 10 Data structure : UpdateG()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure UpdateG(ℎnew) ⊲ Return (ℎappr, 𝑝, 𝑝). Lemma 3.4.14
4: 𝑔̃tmp, 𝑝 ← SoftThreshold(𝑦𝑖 ← 𝜓(ℎnew

𝑖
/𝑔̃𝑖 − 1), ℎnew, 𝑔̃, 𝜀mp/2, 𝑛𝑎) ⊲ Algorithm 7

5: 𝑔̃new ← Adjust(𝑔̃tmp, 𝑔̃, 𝑔, 𝜀far) ⊲ Algorithm 6
6: if | supp(𝑔̃new − 𝑔) | ≥ 𝑛𝑎 then
7: 𝑔new, 𝑝 ← SoftThreshold(𝑦𝑖 ← (𝜓(ℎnew

𝑖
/𝑔𝑖 − 1) + 𝜓(ℎnew

𝑖
/𝑔̃𝑖 − 1)), ℎnew, 𝑔,

𝜀2
far

32𝜀mp
, 𝑛𝑎)

8: ⊲ Similarly, if | supp(𝑔̃new − 𝑔) | > 𝑛𝑎, then 𝑝 > 𝑛𝑎.
9: VectorUpdate(𝑔new) ⊲ Algorithm 15, Lemma 3.4.25, Lemma 3.5.20, Lemma 3.6.35

10: ⊲ Update 𝑔, 𝑔̃ to be 𝑔new. Update invariants 𝛽1, 𝛽2, 𝜉, 𝛾1, 𝛾2, 𝑇 .
11: return (𝑔new, 𝑝, 0)
12: else
13: if | supp(𝑔̃new − 𝑔̃) | ≥ 𝑛𝑎 then
14: ⊲ Similarly, if | supp(𝑔̃new − 𝑔̃) | > 𝑛𝑎, then 𝑝 > 𝑛𝑎.
15: PartialVectorUpdate(𝑔̃new) ⊲ Algorithm 16, Lemma 3.4.29, Lemma 3.5.26,

Lemma 3.6.36
16: ⊲ Update 𝑔̃ to be 𝑔̃new. Update invariants 𝜉, 𝛾1, 𝛾2, 𝑇 .
17: return (𝑔̃new, 0, 𝑝)
18: end if
19: end if
20: return (𝑔̃new, 0, 0)
21: end procedure
22:
23: end data structure

Algorithm 11 Data structure : ComputeLocalVariables()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure ComputeLocalVariables(𝑤appr, ℎappr)
4: 𝜕Δ← 𝑊appr −𝑉
5: 𝜕Γ←

√
𝑊appr −

√︁
𝑉

6: 𝜕𝑆 ← supp(𝑤appr − 𝑣̃)
7: Δnew ← Δ + 𝜕Δ
8: Γnew ← Γ + 𝜕Γ
9: 𝑆new ← supp(𝑤appr − 𝑣)

10: 𝑆′ ← (𝑆 ∪ 𝜕𝑆)\𝑆new

11: ⊲ If the input ℎappr is null, we don’t need to compute the following two local variables.
12: 𝜕𝜉 ←

√
𝑊appr 𝑓 (ℎappr) −

√︁
𝑉 𝑓 (𝑔̃)

13: 𝜉new ← 𝜉 + 𝜕𝜉
14: return (𝜕Δ, 𝜕Γ, 𝜕𝜉, 𝜕𝑆,Δnew, Γnew, 𝜉new, 𝑆new, 𝑆′)
15: end procedure
16:
17: end data structure
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Algorithm 12 Data structure : Query()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure Query(𝑤appr, ℎappr) ⊲ Lemma 3.4.7, Lemma 3.5.3
4: 𝜕Δ, 𝜕Γ, 𝜕𝜉, 𝜕𝑆,Δnew, _, _, 𝑆new, 𝑆′ ← ComputeLocalVariables(𝑤appr, 𝑔̃new) ⊲ Algorithm 11
5: 𝑟1 ← 𝛽1 [𝑙] ⊲ 𝑟1 ∈ R𝑛

𝑏

6: 𝑟2 ← 𝑄 [𝑙]𝜉 + 𝑅[𝑙]𝛾2 + 𝑅[𝑙]𝜕Γ𝑀 (𝜉 + 𝜕𝜉) +
(
𝑄 [𝑙] + 𝑅[𝑙]Γ𝑀

)
𝜕𝜉 ⊲ 𝑟2 ∈ R𝑛

𝑏

7: 𝑟3 ← 𝑅[𝑙] (Γ + 𝜕Γ)𝛽2 ⊲ 𝑟3 ∈ R𝑛
𝑏

8: 𝜕𝛾 ← 𝐵 · (L𝑟 [(𝛽2)𝜕𝑆\𝑆] − L𝑟 [(𝛽2)𝑆′]) + 𝐵 · (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉
9: ⊲ local variable 𝜕𝛾 ∈ R6𝑛𝑎

10: (𝑈′, 𝐶,𝑈) ← Decompose
(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆]

)
11: ⊲ Decompose is defined in Lemma 3.3.4. 𝑈′,𝑈 ∈ R6𝑛𝑎×3 |𝜕𝑆 | , 𝐶 ∈ R3 |𝜕𝑆 |×3 |𝜕𝑆 |

12: 𝜕𝐸 ← 𝐸𝜕𝑆 − 𝐵 (𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆) ,𝜕𝑆
13: (𝜕𝐸)𝑆′ ← −(𝜕𝐸)𝑆′ , (𝜕𝐸) (𝑆∩𝜕𝑆)\𝑆′ ← 0 ⊲ local variable 𝜕𝐸 ∈ R6𝑛𝑎×|𝜕𝑆 |

14: 𝑈tmp ← [𝐵𝜕𝑆 , 𝐵𝜕𝑆 , 𝜕𝐸]
15: ⊲ local variable𝑈tmp ∈ R6𝑛𝑎×3 |𝜕𝑆 | ,𝑈tmp = 𝐵𝑈′ (Corollary 3.3.7)
16: 𝛾tmp ← 𝑈tmp(𝐶−1 +𝑈⊤𝑈tmp)−1𝑈⊤ · (𝛾1 + 𝜕𝛾) ⊲ local variable, 𝛾tmp ∈ R6𝑛𝑎

17: 𝑟4 ←
(
L𝑐 [(𝑄 [𝑙])𝑆new]+𝐹 [𝑙]+𝑅[𝑙]Γ(L𝑐 [𝑀𝜕𝑆\𝑆]−L𝑐 [𝑀𝑆′])+𝑅[𝑙]𝜕ΓL𝑐 [𝑀𝑆new]

)
(𝛾tmp−𝛾1−𝜕𝛾)

18: 𝑟 ← 𝑅[𝑙]⊤(𝑟1 + 𝑟2 + 𝑟3 + 𝑟4) ⊲ 𝑟 ∈ R𝑛
19: 𝑙 ← 𝑙 + 1
20: return 𝑟
21: end procedure
22:
23: end data structure

2. 𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr), where 𝑀new = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

Proof. Part 1. The output 𝑤appr is returned by UpdateV, it can be 𝑣new returned from Line 12, or

it can be 𝑣̃new returned from Line 19 and 22 (in Algorithm 9).

In the case of 𝑤appr = 𝑣new, the properties of 𝑣new are given in Fact 3.6.7. According to Part 2

and 3 of Fact 3.6.7, there exists a permutation 𝜋 : [𝑛] → [𝑛] and a number 𝑘 such that ∀𝑖 ∈ 𝜋( [𝑘]),

𝑣new
𝑖

= 𝑤
( 𝑗+1)
𝑖

and ∀𝑖 ∉ 𝜋( [𝑘]), 𝑣new
𝑖
≈𝜀mp 𝑤

( 𝑗+1)
𝑖

, where 𝑤 ( 𝑗+1) is defined as 𝑤new in the 𝑗-th

iteration. So 𝑣new ≈𝜀mp 𝑤
new in this case.

If 𝑤appr = 𝑣̃new, the properties of 𝑣̃new are given in Fact 3.6.6. According to Part 3 and 4

of Fact 3.6.6, there exists a permutation 𝜋 : [𝑛] → [𝑛] and a number 𝑘̃ such that ∀𝑖 ∈ 𝜋( [ 𝑘̃]),

𝑣̃new
𝑖
≈𝜀far 𝑤

( 𝑗+1)
𝑖

and ∀𝑖 ∉ 𝜋( [ 𝑘̃]), 𝑣̃new
𝑖
≈𝜀mp 𝑤

( 𝑗+1)
𝑖

, where 𝑤 ( 𝑗+1) is defined as 𝑤new in the 𝑗-th

iteration. Using the assumption that 𝜀far < 𝜀mp, we get 𝑤appr ≈𝜀mp 𝑤
new.
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Algorithm 13 Data structure : MatrixUpdate()
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure MatrixUpdate(𝑤appr) ⊲ Lemma 3.4.17, Lemma 3.5.12, Lemma 3.6.19
4: _, _, _, _,Δnew, Γnew, _, 𝑆new, _← ComputeLocalVariables(𝑤appr, _) ⊲ Algorithm 11
5: 𝑀 tmp ← 𝑀 − 𝑀𝑆new · ((Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤

6: 𝑄tmp ← 𝑄 + 𝑅(Γnew𝑀 tmp) + 𝑅
√
𝑉 (𝑀 tmp − 𝑀)

7: 𝛽
tmp
1 ← 𝑄tmp√𝑊appr 𝑓 (𝑔)

8: 𝛽
tmp
2 ← 𝑀 tmp√𝑊appr 𝑓 (𝑔)

9: 𝜉 tmp ←
√
𝑊appr( 𝑓 (𝑔̃) − 𝑓 (𝑔))

10: ⊲ We start to refresh variables in the memory of data structure
11: 𝑄 ← 𝑄tmp, 𝑀 ← 𝑀 tmp

12: 𝛽1 ← 𝛽
tmp
1 , 𝛽2 ← 𝛽

tmp
2 , 𝜉 ← 𝜉 tmp

13: 𝑣 ← 𝑣̃ ← 𝑤appr

14: 𝐵← 𝐼, 𝐹 ← 0, 𝐸 ← 0
15: 𝑆 ← ∅, Δ← Γ← 0, 𝛾1 ← 𝛾2 ← 0
16: end procedure
17:
18: end data structure

Algorithm 14 Data structure : PartialMatrixUpdate().
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure PartialMatrixUpdate(𝑤appr) ⊲ Lemma 3.4.21, Lemma 3.5.18, Lemma 3.6.30
4: _, 𝜕Γ, _, 𝜕𝑆,Δnew, Γnew, _, 𝑆new, _← ComputeLocalVariables(𝑤appr, _) ⊲ Algorithm 11
5: (𝑈′, 𝐶,𝑈) ← Decompose

(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆]

)
6: ⊲ Decompose is defined in Lemma 3.3.4
7: 𝐵tmp ← 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵
8: 𝐹 tmp ← 𝐹 + 𝑅Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new]
9: 𝐸 tmp ← 𝐸 + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐸

10: 𝜉 tmp ←
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)

11: 𝛾
tmp
1 ← 𝐵tmp · L𝑟 [𝛽2,𝑆new] + 𝐵tmp · L𝑟 [(𝑀𝑆new)⊤]𝜉 tmp

12: 𝛾
tmp
2 ← 𝛾2 + (Γ + 𝜕Γ)𝑀 (

√
𝑊appr −

√︁
𝑉) 𝑓 (𝑔̃) + 𝜕Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

13: ⊲ We start to refresh variables in the memory of data structure
14: 𝐵← 𝐵tmp, 𝐹 ← 𝐹 tmp, 𝐸 ← 𝐸 tmp

15: 𝜉 ← 𝜉 tmp 𝛾1 ← 𝛾
tmp
1 , 𝛾2 ← 𝛾

tmp
2

16: 𝑣̃ ← 𝑤appr, 𝑆 ← 𝑆new, Δ← Δnew, Γ← Γnew

17: end procedure
18:
19: end data structure

ℎappr ≈𝜀mp ℎ
new follows by similar reasons.

Part 2. First we prove by induction that all invariants of Assumption 3.4.1 hold all the time. In the

beginning, the data structure calls Initialize. By Lemma 3.4.33, all invariants hold.
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Algorithm 15 Data structure : VectorUpdate().
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure VectorUpdate(ℎappr) ⊲ Lemma 3.4.25, Lemma 3.5.20, Lemma 3.6.35
4: 𝛽

tmp
1 ← 𝛽1 +𝑄

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔))

5: 𝛽
tmp
2 ← 𝛽2 + 𝑀

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔))

6: 𝜉 tmp ← (
√︁
𝑉 −
√
𝑉) 𝑓 (ℎappr)

7: 𝛾
tmp
1 ← 𝐵 · L𝑟 [(𝛽tmp

2 )𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)
⊤] · 𝜉 tmp

8: 𝛾
tmp
2 ← Γ𝑀 · 𝜉 tmp

9: ⊲ We start to refresh variables in the memory of data structure
10: 𝛽1 ← 𝛽

tmp
1 , 𝛽2 ← 𝛽

tmp
2 , 𝜉 ← 𝜉 tmp, 𝛾1 ← 𝛾

tmp
1 , 𝛾2 ← 𝛾

tmp
2

11: 𝑔 ← 𝑔̃ ← ℎappr,
12: 𝑇 ← ∅
13: end procedure
14:
15: end data structure

Algorithm 16 Data structure : PartialVectorUpdate().
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure PartialVectorUpdate(ℎappr) ⊲ Lemma 3.4.29, Lemma 3.5.26, Lemma 3.6.36
4: 𝜉 tmp ←

√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)

5: 𝛾
tmp
1 ← 𝛾1 + 𝐵 · L𝑟 [(𝑀𝑆)⊤] ·

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
6: 𝛾

tmp
2 ← 𝛾2 + Γ𝑀

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
7: ⊲ We start to refresh variables in the memory of data structure
8: 𝜉 ← 𝜉 tmp, 𝛾1 ← 𝛾

tmp
1 , 𝛾2 ← 𝛾

tmp
2

9: 𝑇 ← supp(ℎappr − 𝑔)
10: 𝑔̃ ← 𝑔̃new

11: end procedure
12:
13: end data structure

In the following iterations, the data structure is only accessed via calls to its procedure Update-

Query by OneStepCentralPath (Line 4 and 7 in Algorithm 18). UpdateQuery calls UpdateV,

UpdateG and Query(Line 4, 5, 6 in Algorithm 8). The procedure Query does not modify any

data structure member, so it won’t violate any invarint. By Part 2 of Lemma 3.4.13 and 3.4.14, if all

invariants are satisfied before entering the procedure UpdateV (or UpdateG), then after executing

the procedure UpdateV (or UpdateG), all invariants are still satisfied. By induction, all invariants

of Assumption 3.4.1 hold all the time.

Next we prove that before entering Query, we always have |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, so that all L, L𝑐,
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L𝑟 , L∗ operators are well-defined. Note that

𝑆 = supp(𝑣̃ − 𝑣) (by Part 5 of Assumption 3.4.1),

𝜕𝑆 = supp(𝑤appr − 𝑣̃) (by Part 4 of Definition 3.4.2).

By Part 1 of Lemma 3.4.13, we have ∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃, so |𝜕𝑆 | ≤ 𝑛𝑎̃. By Corollary 3.4.15, we

have ∥𝑣̃ − 𝑣∥0 ≤ 𝑛𝑎, so |𝑆 | ≤ 𝑛𝑎. Therefore

|𝑆 ∪ 𝜕𝑆 | ≤ |𝑆 | + |𝜕𝑆 | ≤ 𝑛𝑎 + 𝑛𝑎̃ ≤ 2𝑛𝑎,

where we use the fact that 𝑎̃ ≤ 𝑎.

Now the two conditions of Lemma 3.4.7 are both satisfied, so we have

𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr),

where 𝑀new = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

3.4.1 Correctness of Query

In this section we follow the notation of the procedure Query (Algorithm 12). Note that 𝑣, 𝑣̃, 𝑔,

𝑔̃, 𝑀 ,𝑄, 𝑅, 𝛽1, 𝛽2, 𝛾1, 𝛾2, 𝐵, 𝐸 , 𝐹, Δ, Γ, 𝑆 are all members of the data structure (See Algorithm 4).

Query (Algorithm 12) takes 𝑤appr and ℎappr as input, and uses the inputs and members of the data

structure to compute the following local variables: 𝜕Δ, 𝜕Γ, 𝜕𝜉, 𝜕𝑆, 𝜕𝛾, Δnew, 𝑆new, 𝑆′, 𝑈′, 𝐶, 𝑈,

𝜕𝐸 , 𝑈tmp, 𝛾tmp, 𝑟1, 𝑟2, 𝑟3, 𝑟4. Finally, Query (Algorithm 12) outputs 𝑟 . The goal of this section is

to prove Lemma 3.4.7 which gives a close-form formula of the output 𝑟.

Lemma 3.4.7 (Correctness of Query). Before entering Query (Algorithm 12), if we have the

following two guarantees: |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, and all the invariants of Assumption 3.4.1 are satisfied,

then the output 𝑟 is

𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr),
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where 𝑀new = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

This lemma is proved in Claim 3.4.12 using the following:

1. 𝑟1 = 𝑄 [𝑙]
√
𝑉 𝑓 (𝑔) (Claim 3.4.8)

2. 𝑟2 = (𝑄 [𝑙] +𝑅[𝑙] (Γ+𝜕Γ)𝑀) · (
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)) (Claim 3.4.9)

3. 𝑟3 = 𝑅[𝑙] (Γ+𝜕Γ)𝑀
√
𝑉 𝑓 (𝑔) (Claim 3.4.10)

4. 𝑟4 = −𝑅[𝑙]
√
𝑊appr𝑀𝑆new ((Δnew

𝑆new,𝑆new)−1+𝑀𝑆new,𝑆new)−1(𝑀𝑆new)⊤
√
𝑊appr 𝑓 (ℎappr) (Claim 3.4.11)

Now we prove these claims one by one. In the following we assume that |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎 and all the

invariants of Assumption 3.4.1 are satisfied. Note that when |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, all of the L, L𝑐, L𝑟 ,

and L∗ are well-defined, and the Decompose function is also well-defined.

Claim 3.4.8 (Close-form formula for 𝑟1). We have 𝑟1 = 𝑄 [𝑙]
√
𝑉 𝑓 (𝑔).

Proof. From the assignment of 𝑟1 (Line 5 of Algorithm 12), we have

𝑟1 = 𝛽1 [𝑙] = 𝑄 [𝑙]
√
𝑉 𝑓 (𝑔).

where the last step follows from 𝛽1 = 𝑄
√
𝑉 𝑓 (𝑔) (Part 2 of Assumption 3.4.1).

Claim 3.4.9 (Close-form formula for 𝑟2). We have

𝑟2 = (𝑄 [𝑙] + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀) · (
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)).

Proof. From the assignment of 𝑟2 (Line 6 of Algorithm 12), we have

𝑟2 = 𝑄 [𝑙]𝜉 + 𝑅[𝑙]𝛾2 + 𝑅[𝑙]𝜕Γ𝑀 (𝜉 + 𝜕𝜉) + (𝑄 [𝑙] + 𝑅[𝑙]Γ𝑀)𝜕𝜉

= (𝑄 [𝑙] + 𝑅[𝑙]Γ𝑀)𝜉 + 𝑅[𝑙]𝜕Γ𝑀 (𝜉 + 𝜕𝜉) + (𝑄 [𝑙] + 𝑅[𝑙]Γ𝑀)𝜕𝜉

=
(
𝑄 [𝑙] + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀

)
· (𝜉 + 𝜕𝜉)

=
(
𝑄 [𝑙] + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀

)
· (
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)),
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where the second step follows from 𝛾2 = Γ𝑀 ·𝜉 (Part 14 of Assumption 3.4.1), the third step follows

from merging terms, and the fourth step follows from the invariant 𝜉 =
√︁
𝑉 𝑓 (𝑔̃)−

√
𝑉 𝑓 (𝑔) (Part 9 of

Assumption 3.4.1) and the definition 𝜕𝜉 =
√
𝑊appr 𝑓 (ℎappr) −

√︁
𝑉 𝑓 (𝑔̃) (Part 3 of Definition 3.4.2).

Claim 3.4.10 (Close-form formula for 𝑟3). We have 𝑟3 = 𝑅[𝑙] (Γ + 𝜕Γ)𝑀
√
𝑉 𝑓 (𝑔).

Proof. From the assignment of 𝑟3 (Line 7 of Algorithm 12), we have

𝑟3 = 𝑅[𝑙] (Γ + 𝜕Γ)𝛽2 = 𝑅[𝑙] (Γ + 𝜕Γ)𝑀
√
𝑉 𝑓 (𝑔),

where the second step follows from the invariant 𝛽2 = 𝑀
√
𝑉 𝑓 (𝑔) (Part 4 of Assumption 3.4.1).

Claim 3.4.11 (Close-form formula for 𝑟4). We have

𝑟4 = −𝑅[𝑙]
√
𝑊appr𝑀𝑆new · ((Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤
√
𝑊appr 𝑓 (ℎappr).

Proof. First note that the left part of 𝑟4 is

L𝑐 [(𝑄 [𝑙])𝑆new] + 𝐹 [𝑙] + 𝑅[𝑙]Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅[𝑙]𝜕Γ · L𝑐 [𝑀𝑆new]

= L𝑐 [(𝑄 [𝑙])𝑆new] + 𝑅[𝑙]Γ · L𝑐 [𝑀𝑆] + 𝑅[𝑙]Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅[𝑙]𝜕Γ · L𝑐 [𝑀𝑆new]

= L𝑐 [(𝑄 [𝑙])𝑆new] + 𝑅[𝑙]Γ · L𝑐 [𝑀𝑆new] + 𝑅[𝑙]𝜕Γ · L𝑐 [𝑀𝑆new]

= L𝑐 [(𝑄 [𝑙])𝑆new] + 𝑅[𝑙] (Γ + 𝜕Γ) · L𝑐 [𝑀𝑆new]

= 𝑅[𝑙]
√
𝑉L𝑐 [𝑀𝑆new] + 𝑅[𝑙] (Γ + 𝜕Γ) · L𝑐 [𝑀𝑆new]

= 𝑅[𝑙]
√
𝑊apprL𝑐 [𝑀𝑆new], (3.34)

where the first step follows from 𝐹 = 𝑅Γ · L𝑐 [𝑀𝑆] (Part 12 of Assumption 3.4.1), the second step

follows from 𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new (Part 9 of Definition 3.4.2) and thus L𝑐 [𝑀𝑆′] + L𝑐 [𝑀𝑆new] =

L𝑐 [𝑀𝑆∪𝜕𝑆] = L𝑐 [𝑀𝑆] + L𝑐 [𝑀𝜕𝑆\𝑆] by Part 2 of Remark 3.3.3, the fourth step follows from
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𝑄 = 𝑅
√
𝑉𝑀 (Part 2 of Assumption 3.4.1) and Part 3 of Remark 3.3.3, and the fifth step follows

from Γ =
√︁
𝑉−
√
𝑉 (Part 8 of Assumption 3.4.1) and 𝜕Γ =

√
𝑊appr−

√︁
𝑉 (Part 2 of Assumption 3.4.2).

We also have

𝛾1 + 𝜕𝛾 = 𝐵 · L𝑟 [(𝛽2)𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 + 𝐵 · (L𝑟 [(𝛽2)𝜕𝑆\𝑆] − L𝑟 [(𝛽2)𝑆′])

+ 𝐵 · (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉

= 𝐵 · L𝑟 [(𝛽2)𝑆] + 𝐵 · (L𝑟 [(𝛽2)𝜕𝑆\𝑆] − L𝑟 [(𝛽2)𝑆′])︸                                                            ︷︷                                                            ︸
𝑎1

+

𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 + 𝐵 · (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉︸                                                                                               ︷︷                                                                                               ︸
𝑎2

, (3.35)

where the first step follows from 𝛾1 = 𝐵 ·L𝑟 [(𝛽2)𝑆]+𝐵 ·L𝑟 [(𝑀𝑆)⊤] ·𝜉 (Part 13 of Assumption 3.4.1)

and the assignment of 𝜕𝛾 on Line 8 of Algorithm 12, the second step follows from changing the

order of terms. And

𝑎1 = 𝐵 · L𝑟 [(𝛽2)𝑆new], (3.36)

which follows from 𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new (Part 9 of Definition 3.4.2) and thus L𝑐 [(𝛽2)𝑆′] +

L𝑐 [(𝛽2)𝑆new] = L𝑐 [(𝛽2)𝑆∪𝜕𝑆] = L𝑐 [(𝛽2)𝑆] + L𝑐 [(𝛽2)𝜕𝑆\𝑆] by Part 2 of Remark 3.3.3. And

also

𝑎2 = 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 + 𝐵 · (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) · (𝜉 + 𝜕𝜉) + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜕𝜉

= 𝐵 ·
(
L𝑟 [(𝑀𝑆)⊤] + L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]

)
· (𝜉 + 𝜕𝜉)

= 𝐵 · L𝑟 [(𝑀𝑆new)⊤] · (𝜉 + 𝜕𝜉), (3.37)

where the first step follows from 𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤], the second step follows from merging terms,

and the third step follows from 𝑆′ = (𝑆∪𝜕𝑆)\𝑆new (Part 9 of Definition 3.4.2) and thusL𝑟 [(𝑀𝑆′)⊤]+

L𝑟 [(𝑀𝑆new)⊤] = L𝑟 [(𝑀𝑆∪𝜕𝑆)⊤] = L𝑟 [(𝑀𝑆)⊤] + L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] by Part 2 of Remark 3.3.3.
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Combining Eq. (3.35), (3.36), and (3.37) together, we have

𝛾1 + 𝜕𝛾 = 𝐵 · L𝑟 [(𝛽2)𝑆new] + 𝐵 · L𝑟 [(𝑀𝑆new)⊤] · (𝜉 + 𝜕𝜉)

= 𝐵 · L𝑟 [(𝑀𝑆new)⊤]
√
𝑉 𝑓 (𝑔) + 𝐵 · 𝐿𝑟 [(𝑀𝑆new)⊤] · (

√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔))

= 𝐵 · 𝐿𝑟 [(𝑀𝑆new)⊤] ·
√
𝑊appr 𝑓 (ℎappr), (3.38)

where the second step follows from 𝛽2 = 𝑀
√
𝑉 𝑓 (𝑔) (Part 4 of Assumption 3.4.1) and using Part 3

of Remark 3.3.3, and 𝜉 + 𝜕𝜉 =
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔) (Part 9 of Assumption 3.4.1 and Part 3

of Definition 3.4.2), and the third step follows from merging terms.

Therefore,

𝛾tmp − 𝛾1 − 𝜕𝛾 = − (𝐼 −𝑈tmp(𝐶−1 +𝑈⊤𝑈tmp)−1𝑈⊤) · (𝛾1 + 𝜕𝛾)

= − (𝐼 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤) · (𝛾1 + 𝜕𝛾)

= − (𝐼 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤) · 𝐵 · 𝐿𝑟 [(𝑀𝑆new)⊤] ·
√
𝑊appr 𝑓 (ℎappr)

= − L∗ [((Δnew
𝑆new,𝑆new) + 𝑀𝑆new,𝑆new)−1] · 𝐿𝑟 [(𝑀𝑆new)⊤] ·

√
𝑊appr 𝑓 (ℎappr), (3.39)

where the first step is by assignment of 𝛾tmp on Line 16 of Algorithm 12, the second step is by

𝑈tmp = 𝐵𝑈′(Corollary 3.3.7), the third step follows by Eq. (3.38), the fourth step is by 𝐵−𝐵𝑈 (𝐶−1+

𝑈⊤𝐵𝑈)−1𝑈⊤𝐵 = L∗ [((Δnew
𝑆new,𝑆new) + 𝑀𝑆new,𝑆new)−1] (Lemma 3.3.6),

Then from the assignment of 𝑟4 on Line 17 of Algorithm 12, we have

𝑟4 = 𝑅[𝑙]
√
𝑊apprL𝑐 [𝑀𝑆new] · (𝛾tmp − 𝛾1 − 𝜕𝛾)

= − 𝑅[𝑙]
√
𝑊apprL𝑐 [𝑀𝑆new] · L∗ [((Δnew

𝑆new,𝑆new) + 𝑀𝑆new,𝑆new)−1] · 𝐿𝑟 [(𝑀𝑆new)⊤] ·
√
𝑊appr 𝑓 (ℎappr)

= − 𝑅[𝑙]
√
𝑊appr𝑀𝑆new · ((Δnew

𝑆new,𝑆new) + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤ ·
√
𝑊appr 𝑓 (ℎappr), (3.40)

where the first step follows from Eq. (3.34), the second step follows from Eq.(3.39), the third step

follows from the property of L operators (Part 4 of Remark 3.3.3).

82



Claim 3.4.12 (Close-form formula for 𝑟). 𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr), where

𝑀new = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

Proof. From Claim 3.4.8, we have 𝑟1 = 𝑄 [𝑙]
√
𝑉 𝑓 (𝑔).

From Claim 3.4.9, we have 𝑟2 = (𝑄 [𝑙] + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀) · (
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)).

From Claim 3.4.10, we have 𝑟3 = 𝑅[𝑙] (Γ + 𝜕Γ)𝑀
√
𝑉 𝑓 (𝑔).

From Claim 3.4.11, we have

𝑟4 = −𝑅[𝑙]
√
𝑊appr𝑀𝑆new · ((Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤
√
𝑊appr 𝑓 (ℎappr).

The proof sketch is as follows: we first compute 𝑟1 + 𝑟3, then compute (𝑟1 + 𝑟3) + 𝑟2, and finally

we compute (𝑟1 + 𝑟2 + 𝑟3) + 𝑟4. First we compute 𝑟1 + 𝑟3 as follows:

𝑟1 + 𝑟3

= 𝑄 [𝑙]
√
𝑉 𝑓 (𝑔) + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀

√
𝑉 𝑓 (𝑔) = 𝑅[𝑙]

√
𝑉𝑀
√
𝑉 𝑓 (𝑔) + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀

√
𝑉 𝑓 (𝑔)

= 𝑅[𝑙] (
√
𝑉 + (Γ + 𝜕Γ))𝑀

√
𝑉 𝑓 (𝑔) = 𝑅[𝑙]

√
𝑊appr𝑀

√
𝑉 𝑓 (𝑔), (3.41)

where the first step follows from Claim 3.4.8 and 3.4.10, the second step follows from 𝑄 = 𝑅
√
𝑉𝑀

(Part 2 of Assumption 3.4.1), the third step follows from merging terms, and the fourth step follows

from Γ + 𝜕Γ = (
√︁
𝑉 −
√
𝑉) + (

√
𝑊appr −

√︁
𝑉) =

√
𝑊appr −

√
𝑉 , (Γ from Part 8 in Assumption 3.4.1,

𝜕Γ from Part 2 in Definition 3.4.2).

Secondly, we can compute (𝑟1 + 𝑟3) + 𝑟2,

(𝑟1 + 𝑟3) + 𝑟2 = 𝑅[𝑙]
√
𝑊appr𝑀

√
𝑉 𝑓 (𝑔) + (𝑄 [𝑙] + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀) (

√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔))

= 𝑅[𝑙]
√
𝑊appr𝑀

√
𝑉 𝑓 (𝑔) + (𝑅[𝑙]

√
𝑉𝑀 + 𝑅[𝑙] (Γ + 𝜕Γ)𝑀) (

√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔))

= 𝑅[𝑙]
√
𝑊appr𝑀

√
𝑉 𝑓 (𝑔) + 𝑅[𝑙]

√
𝑊appr𝑀 (

√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔))

= 𝑅[𝑙]
√
𝑊appr𝑀

√
𝑊appr 𝑓 (ℎappr), (3.42)

where the first step follows from Eq. (3.41) and Claim 3.4.9, the second step follows from 𝑄 =
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𝑅
√
𝑉𝑀 (Part 2 of Assumption 3.4.1), the third step follows from Γ + 𝜕Γ = (

√︁
𝑉 −
√
𝑉) + (

√
𝑊appr −√︁

𝑉) =
√
𝑊appr −

√
𝑉 (Γ from Part 8 in Assumption 3.4.1, 𝜕Γ from Part 2 in Definition 3.4.2), and

the fourth step follows from merging terms.

Finally, we can compute 𝑟1 + 𝑟2 + 𝑟3 + 𝑟4.

(𝑟1 + 𝑟2 + 𝑟3) + 𝑟4 = 𝑅[𝑙]
√
𝑊appr𝑀

√
𝑊appr 𝑓 (ℎappr)−

𝑅[𝑙]
√
𝑊appr𝑀𝑆new

(
(Δnew
𝑆new ,𝑆new )−1 + 𝑀𝑆new ,𝑆new

)−1
(𝑀𝑆new )⊤

√
𝑊appr 𝑓 (ℎappr)

= 𝑅[𝑙]
√
𝑊appr

(
𝑀 − 𝑀𝑆new

(
(Δnew
𝑆new ,𝑆new )−1 + 𝑀𝑆new ,𝑆new

)−1
(𝑀𝑆new )⊤

) √
𝑊appr 𝑓 (ℎappr)

= 𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr), (3.43)

where the first step follows from Eq. (3.42) and Claim 3.4.11, the second step follows from merging

terms, and the third step follows from Lemma 3.3.8 (by setting the parameters in the lemma statement

as Δ← Δnew, 𝑆 ← 𝑆new, 𝑣̃ ← 𝑤appr) and the definition that 𝑀new = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

Therefore, from the assignment of 𝑟 on Line 18 of Algorithm 12, we have

𝑟 = 𝑅[𝑙]⊤(𝑟1 + 𝑟2 + 𝑟3 + 𝑟4) = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝑀new√𝑊appr 𝑓 (ℎappr).

3.4.2 Correctness of UpdateV and UpdateG

Lemma 3.4.13 (Correctness of UpdateV). After executing the procedure UpdateV, the following

properties are satisfied:

1. ∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃.

2. If all invariants of Assumption 3.4.1 are satisfied before entering the procedure UpdateV

(Algorithm 9), then all invariants are still satisfied after UpdateV.

Proof. Part 1. The procedure UpdateV could exit in three places: Line 22, 19 and 12. We discuss

them case by case.

(a. Line 22). 𝑤appr is assigned to be 𝑣̃new. The algorithm avoids the if branches on Line 6 and

the if branch on Line 14. Therefore, both of the conditions of the if branches are false, so we have
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∥𝑣̃new − 𝑣∥0 < 𝑛𝑎 and ∥𝑣̃new − 𝑣̃∥0 < 𝑛𝑎̃.

(b. Line 19). 𝑤appr is assigned to be 𝑣̃new. The algorithm avoids the if branch on Line 6, so we

have ∥𝑣̃new− 𝑣∥0 < 𝑛𝑎. Then the algorithm enters procedure PartialMatrixUpdate (see Line 16)

to update 𝑣̃ ← 𝑣̃new (see Line 16 of Algorithm 14), so ∥𝑣̃new − 𝑣̃∥0 = 0 < 𝑛𝑎̃.

(c. Line 12). 𝑤appr is assigned to be 𝑣new. The algorithm enters the procedure MatrixUpdate

(see Line 9) to update 𝑣 ← 𝑣̃ ← 𝑤appr (see Line 13 of Algorithm 13). Thus ∥𝑣new − 𝑣∥0 = 0 < 𝑛𝑎

and ∥𝑣new − 𝑣̃∥0 = 0 < 𝑛𝑎̃.

Part 2. We first prove that |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎 is satisfied if we enter PartialMatrixUpdate. Note

that the input 𝑤appr of PartialMatrixUpdate is 𝑣̃new (Line 16), so 𝜕𝑆 = supp(𝑤appr − 𝑣̃) =

supp(𝑣̃new − 𝑣̃) (Part 4 of Definition 3.4.2). We have

|𝑆 ∪ 𝜕𝑆 | = |𝑆 | + |𝜕𝑆\𝑆 | ≤ 𝑛𝑎 + |𝜕𝑆\𝑆 | = 𝑛𝑎 + |{𝑖 ∈ [𝑛] : 𝑣𝑖 = 𝑣̃𝑖, 𝑣̃new
𝑖 ≠ 𝑣̃𝑖}|

= 𝑛𝑎 + |{𝑖 ∈ [𝑛] : 𝑣̃new
𝑖 ≠ 𝑣𝑖}| ≤ 2𝑛𝑎,

where the second step follows from |𝑆 | ≤ 𝑛𝑎 which is a direct implication of Part 1 of this lemma (see

proof of Corollary 3.4.15), the third step follows from 𝑆 = supp(𝑣− 𝑣̃) (Part 5 of Assumption 3.4.1)

and 𝜕𝑆 = supp(𝑣̃new − 𝑣̃), and the fifth step follows from | supp(𝑣̃new − 𝑣) | < 𝑛𝑎 since the if-clause

of Line 6 of UpdateV (Algorithm 9) has to be false to enter PartialMatrixUpdate.

In procedure UpdateV, the data structure members are modified only by procedure Matrix-

Update (on Line 9) and procedure PartialMatrixUpdate (on Line 16). Since all invariants are

satisfied before entering MatrixUpdate or PartialMatrixUpdate, and |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎 is also

satisfied before entering PartialMatrixUpdate, from Lemma 3.4.17 and Lemma 3.4.21 we know

that all the invariants are still satisfied after MatrixUpdate and PartialMatrixUpdate.

Lemma 3.4.14 (Correctness of UpdateG). After executing the procedure UpdateG, the following

properties are satisfied:

1. ∥ℎappr − 𝑔∥0 ≤ 𝑛𝑎, ∥ℎappr − 𝑔̃∥0 ≤ 𝑛𝑎̃.

2. If all invariants of Assumption 3.4.1 are satisfied before entering the procedure UpdateG
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(Algorithm 10), then all invariants are still satisfied after UpdateG.

Proof. Part 1. The proof is analogous to that of Part 1 of Lemma 3.4.14.

Part 2. In procedure UpdateG, the data structure members are modified only by procedure

VectorUpdate (see Line 9) and procedure PartialVectorUpdate (see Line 15). So this directly

follows from the fact that all the invariants are satisfied after VectorUpdate (Lemma 3.4.25) and

PartialVectorUpdate (Lemma 3.4.29).

By the same reasoning, we immediately have the following corollary:

Corollary 3.4.15 (Sparsity of 𝑣̃ − 𝑣 and 𝑔̃ − 𝑔). Throughout the algorithm the following is always

satisfied:

∥𝑣̃ − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑔̃ − 𝑔∥0 ≤ 𝑛𝑎 .

Corollary 3.4.16 (Sparsity guarantees when entering the procedures). . Let 𝑘 and 𝑘̃ be the output

returned by UpdateV (Line 4 in Algorithm 8). Let 𝑝, 𝑝 be the output returned by UpdateG (Line 5

in Algorithm 8).

1. When entering the procedure MatrixUpdate (Algorithm 13), we have

∥𝑤appr − 𝑣∥0 = 𝑘.

2. When entering the procedure PartialMatrixUpdate (Algorithm 14), we have

∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑤appr − 𝑣̃∥0 = 𝑘̃ ≤ 2𝑛𝑎 .

3. When entering the procedure VectorUpdate (Algorithm 15), we have

∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃, ∥ℎappr − 𝑔∥0 = 𝑝.
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4. When entering the procedure PartialVectorUpdate (Algorithm 16), we have

∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃, ∥ℎappr − 𝑔∥0 ≤ 𝑛𝑎, ∥ℎappr − 𝑔̃∥0 = 𝑝 ≤ 2𝑛𝑎 .

5. When entering the procedure Query (Algorithm 12), we have

∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎, ∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃, ∥ℎappr − 𝑔∥0 ≤ 𝑛𝑎, ∥ℎappr − 𝑔̃∥0 ≤ 𝑛𝑎̃ .

3.4.3 Correctness of MatrixUpdate

Lemma 3.4.17 (Correctness of MatrixUpdate). If all invariants of Assumption 3.4.1 are satisfied

before entering the procedure MatrixUpdate (Algorithm 13), then after the procedure MatrixUp-

date we have the following guarantees:

1. 𝑣 = 𝑣̃ = 𝑤appr.

2. 𝑔 and 𝑔̃ both remain the same.

3. All invariants of Assumption 3.4.1 are still satisfied.

Part 1 and 2 are proved in Claim 3.4.18, and Part 3 is proved in Claim 3.4.20 by using

Claim 3.4.19.

Claim 3.4.18 (Part 1 and 2 of Lemma 3.4.17). After the procedure MatrixUpdate (Algorithm 13),

we have 𝑣 = 𝑣̃ = 𝑤appr, and 𝑔 and 𝑔̃ remain the same.

Proof. This follows directly from the value assignment of 𝑣 and 𝑣̃ on Line 13 of Algorithm 13, and

the fact that 𝑔 and 𝑔̃ are not modified by Algorithm 13.

Claim 3.4.19. In the procedure MatrixUpdate (Algorithm 13), before we refresh variables in the

memory of data structure, we have the following:

1. 𝑀 tmp = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴,
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2. 𝑄tmp = 𝑅
√
𝑊appr𝑀 tmp,

3. 𝛽tmp
1 = 𝑄tmp√𝑊appr 𝑓 (𝑔),

4. 𝛽tmp
2 = 𝑀new√𝑊appr 𝑓 (𝑔),

5. 𝜉 tmp =
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑊appr 𝑓 (𝑔).

Proof. Part 1. On Line 5 of Algorithm 13 we assigned 𝑀 tmp as

𝑀 tmp = 𝑀 − 𝑀𝑆new · ((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤.

Since 𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 (Part 1 of Assumption 3.4.1), Δnew = 𝑊appr − 𝑉 (Part 7 of Assump-

tion 3.4.1), and 𝑆 = supp(𝑤appr − 𝑣) (Part 5 of Assumption 3.4.1), from Lemma 3.3.8 we have

𝑀 tmp = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴.

Part 2. We have

𝑄tmp = 𝑄 + 𝑅(Γnew𝑀 tmp) + 𝑅
√
𝑉 (𝑀 tmp − 𝑀) = 𝑅

√
𝑉𝑀 + 𝑅(Γnew𝑀 tmp) + 𝑅

√
𝑉 (𝑀 tmp − 𝑀)

= 𝑅(Γnew +
√
𝑉)𝑀 tmp = 𝑅(Γ + 𝜕Γ +

√
𝑉)𝑀 tmp

= 𝑅((
√︁
𝑉 −
√
𝑉) + (

√
𝑊appr −

√︁
𝑉) +

√
𝑉)𝑀 tmp = 𝑅

√
𝑊appr𝑀 tmp,

where the first step follows from the assigned value for𝑄tmp on Line 6 of Algorithm 13, the second

step follows from 𝑄 = 𝑅
√
𝑉𝑀 (Part 2 of Assumption 3.4.1), the third step is by merging terms,

the fourth step follows from Γnew = Γ + 𝜕Γ (Part 6 of Definition 3.4.2), the fifth step follows from

Γ =
√︁
𝑉 −
√
𝑉 (Part 8 of Assumption 3.4.1) and 𝜕Γ =

√
𝑊appr −

√︁
𝑉 (Part 2 of Definition 3.4.2),

and the last step is by merging terms.

Part 3, 4 and 5. These directly follow from the assignment of 𝛽tmp
1 on Line 7 of Algorithm 13, the

assignment of 𝛽tmp
2 on Line 8, and the assignment of 𝜉 tmp on Line 9.
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Claim 3.4.20 (Part 3 of Lemma 3.4.17). All invariants of Assumption 3.4.1 are satisfied after the

procedure MatrixUpdate (Algorithm 13).

Proof. First note that 𝑔, 𝑔̃, and 𝑇 all remain the same after MatrixUpdate. Note that 𝑣 and 𝑣̃ are

both assigned the value 𝑤appr (Line 13 of Algorithm 13). Then using Claim 3.4.19, and since we

assigned 𝑀 tmp to 𝑀 , 𝑄tmp to 𝑄, 𝛽tmp
1 to 𝛽1, 𝛽tmp

2 to 𝛽2, and 𝜉 tmp to 𝜉, we have

𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴, 𝑄 = 𝑅
√
𝑉𝑀,

𝛽1 = 𝑄
√
𝑉 𝑓 (𝑔), 𝛽2 = 𝑀

√
𝑉 𝑓 (𝑔),

𝜉 =

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔).

We prove the other invariants directly from the assignment on Line 15 of Algorithm 13:

𝑆 = ∅ = supp(𝑣̃ − 𝑣), Δ = 0 = 𝑉 −𝑉,

Γ = 0 =

√︁
𝑉 −
√
𝑉, 𝐵 = 𝐼 = L∗ [(Δ−1

𝑆,𝑆 + 𝑀𝑆,𝑆)−1],

𝛾1 = 0 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉, 𝛾2 = 0 = Γ𝑀 · 𝜉,

𝐸 = 0 = 𝐵 · L𝑟 [(𝑀∅)⊤] = 𝐵 · L𝑟 [(𝑀𝑆)⊤], 𝐹 = 0 = 𝑅Γ · L𝑐 [𝑀∅] = 𝑅Γ · L𝑐 [𝑀𝑆] .

3.4.4 Correctness of PartialMatrixUpdate

Lemma 3.4.21 (Correctness of PartialMatrixUpdate). If all invariants of Assumption 3.4.1 are

satisfied before entering the procedure PartialMatrixUpdate (Algorithm 14), and |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎,

then after the procedure PartialMatrixUpdate we have the following guarantees:

1. 𝑣̃ = 𝑤appr, and 𝑣 remains the same.

2. 𝑔, 𝑔̃ both remain the same.

3. All invariants of Assumption 3.4.1 are still satisfied.

Note that since we have the guarantee that |𝑆 ∪ 𝜕𝑆 | ≤ 2𝑛𝑎, all L𝑟 ,L𝑐,L∗ operators that appear
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in the procedure PartialMatrixUpdate are well-defined. And the Decompose function used in

PartialMatrixUpdate is also well-defined.

Part 1 and 2 are proved in Claim 3.4.22, and Part 3 is proved in Claim 3.4.24 by using

Claim 3.4.23.

Claim 3.4.22 (Part 1 and 2 of Lemma 3.4.21). After the procedure PartialMatrixUpdate (Algo-

rithm 14), we have 𝑣̃ = 𝑤appr, and 𝑣, 𝑔, 𝑔̃ all remain the same.

Proof. 𝑣̃ = 𝑤appr follows directly from the value assignment of 𝑣̃ on Line 16 of Algorithm 14.

The procedure PartialMatrixUpdate (Algorithm 14) does not modify 𝑣, 𝑔, 𝑔̃, so they all

remain the same.

Claim 3.4.23. In the procedure PartialMatrixUpdate (Algorithm 14) before we refresh variables

in the memory of the data structure, we have the following:

1. 𝐵tmp = L∗ [((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1],

2. 𝜉 tmp =
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔),

3. 𝛾tmp
1 = 𝐵tmp · L𝑟 [𝛽2,𝑆new] + 𝐵tmp · L𝑟 [(𝑀𝑆new)⊤] · 𝜉 tmp,

4. 𝛾tmp
2 = Γnew𝑀 · 𝜉 tmp,

5. 𝐹 tmp = 𝑅Γnew · L𝑐 [𝑀𝑆new],

6. 𝐸 tmp = 𝐵tmp · L𝑟 [(𝑀𝑆new)⊤].

Proof. Part 1. On Line 7 of Algorithm 14, we assigned 𝐵tmp as

𝐵tmp ← 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵,

where (𝑈′, 𝐶,𝑈) = Decompose(L∗ [(Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1

𝑆,𝑆
+ 𝑀𝑆,𝑆]), then using

Lemma 3.3.6 we have that 𝐵tmp = L∗ [((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1].

Part 2 and 3. Part 2 directly follows from the assignment of 𝜉 tmp on Line 10 of Algorithm 14.
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And Part 3 directly follows from the assignment of 𝛾tmp
1 on Line 11 of Algorithm 14.

Part 4. We have

𝛾
tmp
2 = 𝛾2 + (Γ + 𝜕Γ)𝑀 (

√
𝑊appr −

√︁
𝑉) 𝑓 (𝑔̃) + 𝜕Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

= Γ𝑀 (
√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) + (Γ + 𝜕Γ)𝑀 (

√
𝑊appr −

√︁
𝑉) 𝑓 (𝑔̃) + 𝜕Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

= Γ𝑀 · (
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) + 𝜕Γ𝑀 (

√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

= (Γ + 𝜕Γ)𝑀 · (
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

= Γnew𝑀 · (
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

= Γnew𝑀 · 𝜉 tmp,

where the first step follows from the assignment of 𝛾new
2 (Line 12 of Algorithm 14), the second

step follows from 𝛾2 = Γ𝑀𝜉 = Γ𝑀 (
√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) (Part 14 and 9 of Assumption 3.4.1), the

third and the fourth step both follow from merging terms, the fifth step follows from Γnew = Γ + 𝜕Γ

(Part 2 of Definition 3.4.2), and the sixth step follows from the Part 2 of this claim.

Part 5.

𝐹 tmp = 𝐹 + 𝑅Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new]

= 𝑅Γ · L𝑐 [𝑀𝑆] + 𝑅Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new]

= 𝑅Γ · L𝑐 [𝑀𝑆new] + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new]

= 𝑅Γnew · L𝑐 [𝑀𝑆new],

where the first step follows from the assignment of 𝐹 tmp(Line 8 of Algorithm 14), the second

step follows from 𝐹 = 𝑅Γ · L𝑐 [𝑀𝑆] (Part 12 of Assumption 3.4.1), the third step follows from

𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new (Part 9 of Definition 3.4.2) and thus L𝑐 [𝑀𝑆′] + L𝑐 [𝑀𝑆new] = L𝑐 [𝑀𝑆∪𝜕𝑆] =

L𝑐 [𝑀𝑆] + L𝑐 [𝑀𝜕𝑆\𝑆] by Part 2 of Remark 3.3.3, and the fourth step follows from Γnew = Γ + 𝜕Γ

(Part 6 of Definition 3.4.2).
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Part 6

𝐸 tmp = 𝐸 + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐸

= 𝐵 · L𝑟 [(𝑀𝑆)⊤] + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤])

− 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵 · L𝑟 [(𝑀𝑆)⊤]

= (𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵) · L𝑟 [(𝑀𝑆)⊤] + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤])

= 𝐵tmpL𝑟 [(𝑀𝑆)⊤] + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤])

= 𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

where the first step follows from the assignment of 𝐸 tmp(Line 9 of Algorithm 14), the second step

follows from 𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤] (Part 11 of Assumption 3.4.1), the fourth step follows from the

definition of 𝐵tmp, and the fifth step follows from 𝑆′ = (𝑆 ∪ 𝜕𝑆)\𝑆new (Part 9 of Definition 3.4.2)

and thus L𝑟 [(𝑀𝑆′)⊤] + L𝑟 [(𝑀𝑆new)⊤] = L𝑟 [(𝑀𝑆∪𝜕𝑆)⊤] = L𝑟 [(𝑀𝑆)⊤] + L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] by Part 2

of Remark 3.3.3, and the fourth step follows from Γnew = Γ + 𝜕Γ (Part 6 of Definition 3.4.2).

Claim 3.4.24 (Part 3 of Lemma 3.4.21). All invariants of Assumption 3.4.1 are satisfied after the

procedure PartialMatrixUpdate (Algorithm 14).

Proof. First note that the value of 𝑣, 𝑔, 𝑔̃,𝑇 , 𝑀 ,𝑄, 𝛽1 and 𝛽2 all remain the same after the procedure

PartialMatrixUpdate (Algorithm 14). Also note that 𝑣̃ is assigned the value 𝑤appr (Line 16 in

Algorithm 14).

From the assignment of 𝑆, Δ, and Γ on Line 16 of Algorithm 14, we have

𝑆 = 𝑆new = supp(𝑤appr − 𝑣) = supp(𝑣̃ − 𝑣),

Δ = Δnew = 𝑊appr −𝑉 = 𝑉 −𝑉,

Γ = Γnew =
√
𝑊appr −

√
𝑉 =

√︁
𝑉 −
√
𝑉.

Then using Claim 3.4.23, and since we assigned 𝐵tmp to 𝐵, 𝜉 tmp to 𝜉, 𝛾new
1 to 𝛾1, and 𝛾new

2 to
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𝛾2, 𝐸 tmp to 𝐸 , 𝐹 tmp to 𝐹, we have

𝐵 = L∗ [((Δ𝑆,𝑆)−1 + 𝑀𝑆,𝑆)−1], 𝜉 =

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔),

𝛾1 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉, 𝛾2 = Γ𝑀 · 𝜉,

𝐸 = 𝐵 · L𝑟 [(𝑀𝑆)⊤], 𝐹 = 𝑅Γ · L𝑐 [𝑀𝑆] .

3.4.5 Correctness of VectorUpdate

Lemma 3.4.25 (Correctness of VectorUpdate). If all invariants of Assumption 3.4.1 are satisfied

before entering the procedure VectorUpdate (Algorithm 15), then after the procedure VectorUp-

date we have the following guarantees:

1. 𝑣, 𝑣̃ both remain the same.

2. 𝑔 = 𝑔̃ = ℎappr.

3. All invariants of Assumption 3.4.1 are still satisfied.

First note that from Corollary 3.4.15 we have that |𝑆 | ≤ 𝑛𝑎, so all L𝑟 operators that appear in

the procedure VectorUpdate are well-defined. Part 1 and 2 are proved in Claim 3.4.26, and Part

3 is proved in Claim 3.4.28 by using Claim 3.4.27.

Claim 3.4.26 (Part 1 and 2 of Lemma 3.4.25). After the procedure VectorUpdate (Algorithm 15),

𝑣 and 𝑣̃ both remain the same, and 𝑔 = 𝑔̃ = ℎappr.

Proof. The procedure VectorUpdate does not modify 𝑣 or 𝑣̃, so they both remain the same. And

𝑔 = 𝑔̃ = ℎappr follows directly from the value assignment of 𝑔 and 𝑔̃ on Line 11 of Algorithm 15.

Claim 3.4.27. In the procedure VectorUpdate (Algorithm 15) before we refresh variables in the

memory of the data structure, we have the following:

1. 𝛽tmp
1 = 𝑄

√
𝑉 𝑓 (ℎappr), 2. 𝛽tmp

2 = 𝑀
√
𝑉 𝑓 (ℎappr),
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3. 𝜉 tmp = (
√︁
𝑉 −
√
𝑉) 𝑓 (ℎappr),

4. 𝛾tmp
1 = 𝐵 ·L𝑟 [𝛽tmp

2,𝑆 ] +𝐵 ·L𝑟 [(𝑀𝑆)⊤] ·𝜉 tmp,

5. 𝛾tmp
2 = Γ𝑀 · 𝜉 tmp.

Proof. Part 1. From the assignment of 𝛽tmp
1 on Line 4 of Algorithm 15, we have

𝛽
tmp
1 = 𝛽1 +𝑄

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) = 𝑄

√
𝑉 𝑓 (𝑔) +𝑄

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) = 𝑄

√
𝑉 𝑓 (ℎappr),

where the second step follows from 𝛽1 = 𝑄
√
𝑉 𝑓 (𝑔) (Part 3 of Assumption 3.4.1).

Part 2. From the assignment of 𝛽tmp
2 on Line 5 of Algorithm 15, we have

𝛽
tmp
2 = 𝛽2 + 𝑀

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) = 𝑀

√
𝑉 𝑓 (𝑔) + 𝑀

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) = 𝑀

√
𝑉 𝑓 (ℎappr),

where the second step follows from 𝛽2 = 𝑀
√
𝑉 𝑓 (𝑔) (Part 4 of Assumption 3.4.1).

Part 3, 4 and 5. These directly follow from the assignment of 𝜉 tmp (Line 6), 𝛾tmp
1 (Line 7), and

𝛾
tmp
2 (Line 8) in Algorithm 15.

Claim 3.4.28 (Part 3 of Lemma 3.4.25). All invariants of Assumption 3.4.1 are satisfied after the

procedure VectorUpdate (Algorithm 15).

Proof. First note that 𝑣, 𝑣̃, 𝑀 ,𝑄, 𝐵, Δ, Γ, and 𝑆 all remain the same after the procedure VectorUp-

date. Also note that 𝑔 and 𝑔̃ are both assigned the value ℎappr (Line 11 of Algorithm 15).

Then using Claim 3.4.27, and since we assigned 𝛽tmp
1 to 𝛽1, 𝛽tmp

2 to 𝛽2, 𝜉 tmp to 𝜉, 𝛾tmp
1 to 𝛾1,

and 𝛾tmp
2 to 𝛾2, we have

𝛽1 = 𝑄
√
𝑉 𝑓 (𝑔), 𝛽2 = 𝑀

√
𝑉 𝑓 (𝑔),

𝛾1 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉, 𝛾2 = Γ𝑀 · 𝜉,

𝜉 = (
√︁
𝑉 −
√
𝑉) 𝑓 (ℎappr) =

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔).

Also, from the assignment of 𝑇 on Line 12 of Algorithm 15, we have 𝑇 = ∅ = supp(𝑔̃ − 𝑔).
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3.4.6 Correctness of PartialVectorUpdate

Lemma 3.4.29 (Correctness of PartialVectorUpdate). If all invariants of Assumption 3.4.1

are satisfied before entering the procedure PartialVectorUpdate (Algoritm 16), then after the

procedure PartialVectorUpdate we have the following guarantees:

1. 𝑣, 𝑣̃ both remain the same.

2. 𝑔̃ = ℎappr, and 𝑔 remains the same.

3. All invariants of Assumption 3.4.1 are still satisfied.

First note that from Corollary 3.4.15 we have that |𝑆 | ≤ 𝑛𝑎, so all L𝑟 operators that appear in

the procedure PartialVectorUpdate are well-defined. Part 1 and 2 are proved in Claim 3.4.30,

and Part 3 is proved in Claim 3.4.32 by using Claim 3.4.31.

Claim 3.4.30 (Part 1 and 2 of Lemma 3.4.29). After the procedure PartialVectorUpdate (Algo-

rithm 16), we have 𝑔̃ = ℎappr, and 𝑣, 𝑣̃, 𝑔 all remain the same.

Proof. 𝑔̃ = ℎappr follows directly from the value assignment of 𝑔̃ on Line 10 of Algorithm 16.

The procedure PartialVectorUpdate (Algorithm 16) does not modify 𝑣, 𝑣̃, 𝑔, so they all

remain the same.

Claim 3.4.31. In the procedure PartialVectorUpdate (Algorithm 16) before we refresh variables

in the memory of the data structure, we have the following:

1. 𝜉 tmp =
√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔),

2. 𝛾tmp
1 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 tmp,

3. 𝛾tmp
2 = Γ𝑀 · 𝜉 tmp.

Proof. Part 1. This directly follows from the assignment of 𝜉 tmp on Line 4 of Algorithm 16.
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Part 2. From the assignment of 𝛾tmp
1 on Line 5 of Algorithm 16, we have

𝛾
tmp
1 = 𝛾1 + 𝐵 · L𝑟 [(𝑀𝑆)⊤] ·

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
= 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) + 𝐵 · L𝑟 [(𝑀𝑆)⊤]

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
= 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] ·

(
(
√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) +

√︁
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔̃))

)
= 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · (

√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔))

= 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 tmp,

where the second step follows from the invariant of 𝛾1 (Part 13 in Assumption 3.4.1), the third and

the fourth steps follow from merging terms, and the last step follows from Part 1 of this lemma.

Part 3. From the assignment of 𝛾tmp
2 on Line 6 of Algorithm 16, we have

𝛾
tmp
2 = 𝛾2 + Γ𝑀

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
= Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)) + Γ𝑀

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
= Γ𝑀 (

√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)) = Γ𝑀 · 𝜉 tmp,

where the second step follows from the invariant of 𝛾2 (Part 14 in Assumption 3.4.1), the third step

follows from merging terms, and the last step follows from Part 1 of this lemma.

Claim 3.4.32 (Part 3 of Lemma 3.4.29). All invariants of Assumption 3.4.1 are satisfied after the

procedure PartialVectorUpdate (Algorithm 16).

Proof. First note that 𝑣, 𝑣̃, 𝑔, 𝑀 , 𝑄, 𝐵, Δ, Γ, 𝑆, 𝛽1, and 𝛽2 all remain the same after the procedure

VectorUpdate. Also note that 𝑔̃ is assigned the value ℎappr (Line 10 of Algorithm 16).

Then using Claim 3.4.27, and since we assigned 𝜉 tmp to 𝜉, 𝛾tmp
1 to 𝛾1, and 𝛾tmp

2 to 𝛾2, we have

𝛾1 = 𝐵 · L𝑟 [𝛽2,𝑆] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉, 𝛾2 = Γ𝑀 · 𝜉,

𝜉 =

√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔) =

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔).

Finally, from the assignment of 𝑇 on Line 9, we have 𝑇 = supp(ℎappr − 𝑔) = supp(𝑔̃ − 𝑔).
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3.4.7 Correctness of Initialize

Lemma 3.4.33 (Correctness of Initialize). When initialized, all the invariants of the data structure

members stated in Assumption 3.4.1 are satisfied.

Proof. Since in the beginning 𝑣 and 𝑣̃ are both assigned the value 𝑤0, and 𝑔 and 𝑔̃ are both assigned

the value ℎ0, it is obvious that 𝑆 = ∅, 𝑇 = ∅, Δ = 0, Γ = 0, 𝜉 = 0, 𝛾1 = 0, 𝛾2 = 0 all satisfy

their invariant requirement of Assumption 3.4.1. Also, 𝐵 = 𝐼 = L∗ [0] also satisfies the invariant

requirement. Finally note that the initial assignment of 𝑀 , 𝑄, 𝛽1, 𝛽2 directly satisfy their invariant

requirement of Assumption 3.4.1.

3.5 Data Structure: Time per Call

In Section 3.5 we provide a worst-case analysis of the running time per call for the five major

procedures MatrixUpdate, PartialMatrixUpdate, VectorUpdate, PartialVectorUpdate,

Query. We prove the amortized running time of these procedures later in Section 3.6. In

Section 3.5, we ignore the running time of adding two vectors since it is only 𝑂 (𝑛).

Procedure Time per Call Amortized Time Lemma
Query Tmat(𝑛𝑎, 𝑛𝑎, 𝑛𝑎) + 𝑛1+𝑏 Tmat(𝑛𝑎, 𝑛𝑎, 𝑛𝑎) + 𝑛1+𝑏 Lemma 3.5.3
MatrixUpdate Tmat(𝑘, 𝑛, 𝑛) 𝑂 (𝑛𝜔−1/2 + 𝑛2−𝑎/2) Lemma 3.5.12, 3.6.19
PartialMatrixUpdate Tmat( 𝑘̃ , 𝑛𝑎, 𝑛) 𝑂 (𝑛1+(𝜔−3/2)𝑎 + 𝑛1+𝑎−𝑎/2) Lemma 3.5.18, 3.6.30
VectorUpdate 𝑝𝑛 + 𝑛2𝑎 𝑂 (𝑛1.5) Lemma 3.5.20, 3.6.35
PartialVectorUpdate 𝑝𝑛𝑎 + 𝑛2𝑎 𝑂 (𝑛2𝑎−𝑎/2) Lemma 3.5.26, 3.6.36

Table 3.3: Time for different procedures. Summary of Section 3.5 and Section 3.6.

3.5.1 Sparsity Guarantees

We first present some sparsity bounds that will be useful in the time analysis.

Lemma 3.5.1 (Sparsity guarantees). The members of data structure presented in Table 3.4 and

Table 3.5 all follow the invariants of Assumption 3.4.1, and the local variables presented in Table 3.5

all follow the definition of Definition 3.4.2. We have the following sparsity guarantees.
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Procedure ∥𝑤appr − 𝑣∥0 ∥𝑤appr − 𝑣̃∥0 ∥ℎappr − 𝑔∥0 ∥ℎappr − 𝑔̃∥0 ∥𝑣̃ − 𝑣∥0 ∥𝑔̃ − 𝑔∥0
MatrixUpdate = 𝑘 / / / ≤ 𝑛𝑎 ≤ 𝑛𝑎
P.MatrixUpdate ≤ 𝑛𝑎 = 𝑘̃ ≤ 2𝑛𝑎 / / ≤ 𝑛𝑎 ≤ 𝑛𝑎
VectorUpdate ≤ 𝑛𝑎 ≤ 𝑛𝑎 = 𝑝 / ≤ 𝑛𝑎 ≤ 𝑛𝑎
P.VectorUpdate ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 = 𝑝 ≤ 2𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎
Query ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎

Table 3.4: Sparsity guarantees of 𝑤appr, 𝑣̃, 𝑣, ℎappr, 𝑔̃, 𝑔 when entering the procedures (Part 1 of
Lemma 3.5.1). We say some vector 𝑥 ∈ R𝑛 is 𝑘-sparse, it means that supp(𝑥) = 𝑘 .

Procedure ∥Δ + 𝜕Δ∥0,
∥Γ + 𝜕Γ∥0

∥𝜕Δ∥0,
∥𝜕Γ∥0,
|𝜕𝑆 |

∥𝜉 + 𝜕𝜉∥0 ∥𝜕𝜉∥0 ∥Δ∥0, ∥𝜉∥0,
∥Γ∥0, |𝑆 |

|𝑆 ∪ 𝜕𝑆 |

MatrixUpdate = 𝑘 / / / ≤ 𝑛𝑎 ≤ 3𝑘
P.MatrixUpdate ≤ 𝑛𝑎 = 𝑘̃ ≤ 2𝑛𝑎 / / ≤ 𝑛𝑎 ≤ 3𝑛𝑎

VectorUpdate ≤ 𝑛𝑎 ≤ 𝑛𝑎 = 𝑝 / ≤ 𝑛𝑎 /
P.VectorUpdate ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 = 𝑝 ≤ 2𝑛𝑎 ≤ 𝑛𝑎 /
Query ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 𝑛𝑎 ≤ 2𝑛𝑎

Table 3.5: Sparsity guarantees of other local variables (Definition 3.4.2) when entering the proce-
dures (Part 2 of Lemma 3.5.1). We say some vector 𝑥 ∈ R𝑛 is 𝑘-sparse, it means that supp(𝑥) = 𝑘 .

1. When entering the procedures MatrixUpdate, PartialMatrixUpdate, VectorUpdate, Par-

tialVectorUpdate, and Query, we have the sparsity bounds on ∥𝑤appr − 𝑣∥0, ∥𝑤appr − 𝑣̃∥0,

∥ℎappr − 𝑔∥0, ∥ℎappr − 𝑔̃∥0, ∥𝑣̃ − 𝑣∥0, and ∥𝑔̃ − 𝑔∥0 as presented in Table 3.4.

2. When entering the procedures MatrixUpdate, PartialMatrixUpdate, VectorUpdate, Par-

tialVectorUpdate, and Query, we have the sparsity bounds on Δ + 𝜕Δ, Γ + 𝜕Γ, 𝑆 ∪ 𝜕𝑆, 𝜕Δ,

𝜕Γ, 𝜕𝑆, 𝜉 + 𝜕𝜉, 𝜕𝜉, Δ, Γ, 𝑆, 𝜉 as presented in Table 3.5.

Proof. Part 1. The first four columns follow from Corollary 3.4.16, and the last two columns

follow from Corollary 3.4.15.

Part 2. For Col. 1, we have ∥Δ + 𝜕Δ∥0 = ∥𝑊appr − 𝑉 ∥0 = ∥𝑤appr − 𝑣∥0, and ∥Γ + 𝜕Γ∥0 =

∥
√
𝑊appr −

√
𝑉 ∥0 = ∥𝑤appr − 𝑣∥0. The bounds of this column then follow from Col. 1 of Table 3.4.
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For Col. 2, we have

∥𝜕Δ∥0 = ∥𝑊appr −𝑉 ∥0 = ∥𝑤appr − 𝑣̃∥0,

∥𝜕Γ∥0 = ∥
√
𝑊appr −

√︁
𝑉 ∥0 = ∥𝑤appr − 𝑣̃∥0,

|𝜕𝑆 | = ∥𝑊appr −𝑉 ∥0 = ∥𝑤appr − 𝑣̃∥0.

The bounds of this column then follow from Col. 2 of Table 3.4.

For Col. 3 we have

∥𝜉 + 𝜕𝜉∥0 = ∥
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)∥0 ≤ max{∥

√
𝑊appr −

√
𝑉 ∥0, ∥ 𝑓 (ℎappr) − 𝑓 (𝑔)∥0}

= max{∥𝑤appr − 𝑣∥0, ∥ℎappr − 𝑔∥0}.

The bounds of this column then follow from Col. 1 and Col. 3 of Table 3.4 and the fact 𝑝 ≥ 𝑛𝑎

(since we have the equivalent fact for 𝑝 as of Fact 3.6.10 for 𝑘).

For Col. 4 we have

∥𝜕𝜉∥0 = ∥
√
𝑊appr 𝑓 (ℎappr) −

√︁
𝑉 𝑓 (𝑔̃)∥0 ≤ max{∥

√
𝑊appr −

√︁
𝑉 ∥0, ∥ 𝑓 (ℎappr) − 𝑓 (𝑔̃)∥0}

= max{∥𝑤appr − 𝑣̃∥0, ∥ℎappr − 𝑔̃∥0},

the bounds of this column then follow from Col. 2 and Col. 4 of Table 3.4 and the fact 𝑝 ≥ 𝑛𝑎̃

(since we have the equivalent fact for 𝑝 as of Fact 3.6.11 for 𝑘̃).

For Col. 5 we have

∥Δ∥0 = ∥𝑉 −𝑉 ∥0 = ∥𝑣̃ − 𝑣∥0,

∥Γ∥0 = ∥
√︁
𝑉 −
√
𝑉 ∥0 = ∥𝑣̃ − 𝑣∥0,

|𝑆 | = | supp(𝑣̃ − 𝑣) | = ∥𝑣̃ − 𝑣∥0,

∥𝜉∥0 = ∥
√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)∥0 ≤ max{∥𝑣̃ − 𝑣∥0, ∥𝑔̃ − 𝑔∥0},
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the bounds of this column then follow from Col. 5 and Col. 6 of Table 3.4.

For the first part (MatrixUpdate) of Col. 6, we have

|𝑆 ∪ 𝜕𝑆 | ≤ |𝑆 | + |𝜕𝑆 | ≤ | supp(𝑣 − 𝑣̃) | + | supp(𝑤appr − 𝑣̃) |

≤ | supp(𝑣 − 𝑣̃) | + | supp(𝑤appr − 𝑣) | + | supp(𝑣 − 𝑣̃) | ≤ 𝑛𝑎 + 𝑘 + 𝑛𝑎 ≤ 3𝑘,

where the first and the third steps both follow from triangle inequality, the second step follows from

𝑆 = supp(𝑣 − 𝑣̃) (part 5 Assumption 3.4.1) and 𝜕𝑆 = supp(𝑤appr − 𝑣̃) (Part 4 of Definition 3.4.2),

the fourth step follows from Col. 1 and Col. 5 of Table 3.4, the last step follows from the fact that

𝑘 ≥ 𝑛𝑎 (Fact 3.6.10).

For the second part (PartialMatrixUpdate) of Col. 6, we have

|𝑆 ∪ 𝜕𝑆 | ≤ |𝑆 | + |𝜕𝑆 | ≤ | supp(𝑣 − 𝑣̃) | + | supp(𝑤appr − 𝑣̃) | ≤ 𝑛𝑎 + 2𝑛𝑎 = 3𝑛𝑎,

where the first two steps are the same as previous inequality, and the third step follows from Col. 2

and Col. 5 of Table 3.4.

For the fifth part (Query) of Col. 6, we have

|𝑆 ∪ 𝜕𝑆 | ≤ |𝑆 | + |𝜕𝑆 | ≤ | supp(𝑣 − 𝑣̃) | + | supp(𝑤appr − 𝑣̃) | ≤ 𝑛𝑎 + 𝑛𝑎̃ ≤ 2𝑛𝑎,

where the first two steps are the same as previous inequality, the third step follows from Col. 2 and

Col. 5 of Table 3.4.

3.5.2 Running Time of Query

The goal of this section is to prove Lemma 3.5.3. We will use the following sparsity guarantees

that are proved in Lemma 3.5.1.

Fact 3.5.2 (Sparsity guarantees for Query). When entering Query we have the following sparsity

guarantee (from Table 3.5):
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1. ∥Γ + 𝜕Γ∥0 ≤ 𝑛𝑎,

2. ∥𝜕Γ∥0 ≤ 𝑛𝑎̃,

3. ∥Γ∥0 ≤ 𝑛𝑎,

4. ∥𝜉 + 𝜕𝜉∥0 ≤ 𝑛𝑎,

5. ∥𝜕𝜉∥0 ≤ 𝑛𝑎̃,

6. |𝜕𝑆 | ≤ 𝑛𝑎̃,

7. |𝑆 | ≤ 𝑛𝑎.

Lemma 3.5.3 (Running time of Query). In procedure Query (Algorithm 12), it takes

1. 𝑂 (𝑛1+𝑏 + 𝑛𝑎+𝑎̃) time to compute

𝑟2 ← 𝑄 [ 𝑗]𝜉 + 𝑅[ 𝑗]𝛾2 + 𝑅[ 𝑗]𝜕Γ𝑀 (𝜉 + 𝜕𝜉) +
(
𝑄 [ 𝑗] + 𝑅[ 𝑗]Γ𝑀

)
𝜕𝜉,

2. 𝑂 (𝑛1+𝑏) time to compute

𝑟3 ← 𝑅[ 𝑗] (Γ + 𝜕Γ)𝛽2,

3. 𝑂 (𝑛𝑎+𝑎̃) time to compute

𝜕𝛾 ← 𝐵 · L𝑟 [(𝛽2)𝜕𝑆\𝑆] + 𝐵 · L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉,

4. 𝑂 (𝑛𝑎+𝑎̃) time to compute

(𝑈′, 𝐶,𝑈) ← Decompose
(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆 + 𝑀𝑆,𝑆]

)
,

5. 𝑂 (Tmat(𝑛𝑎, 𝑛𝑎̃, 𝑛𝑎̃)) time to compute

𝐸 tmp ←𝐸𝜕𝑆 − 𝐵(𝜕𝑆\𝑆)𝑀(𝜕𝑆\𝑆),𝜕𝑆, 𝐸 tmp
𝑆′ ← −𝐸

tmp
𝑆′ , 𝐸

tmp
(𝑆∩𝜕𝑆)\𝑆′ ← 0, and

𝑈tmp ←[𝐵𝜕𝑆, 𝐵𝜕𝑆, 𝐸 tmp],

6. 𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)) time to compute

𝛾tmp ← 𝑈tmp(𝐶−1 +𝑈⊤𝑈tmp)−1𝑈⊤ · (𝛾1 + 𝜕𝛾),
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7. 𝑂 (𝑛𝑎̃+𝑎 + 𝑛1+𝑏) time to compute 𝑟4 which is(
L𝑐 [(𝑄 [ 𝑗])𝑆new] +𝐹 [ 𝑗] +𝑅[ 𝑗]Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] −L𝑐 [𝑀𝑆′]) +𝑅[ 𝑗]𝜕Γ ·L𝑐 [𝑀𝑆new]

)
· (𝛾tmp−𝛾1−𝜕𝛾).

Overall, the time to compute 𝑟 (which is 𝑟1 + 𝑟2 + 𝑟3 + 𝑟4) is

𝑂 (𝑛1+𝑏 + Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)).

Claim 3.5.4 (Part 1 of Lemma 3.5.3). In procedure Query (Algorithm 12), it takes 𝑂 (𝑛1+𝑏 + 𝑛𝑎+𝑎̃)

time to compute

𝑟2 ← 𝑄 [ 𝑗]𝜉 + 𝑅[ 𝑗]𝛾2 + 𝑅[ 𝑗]𝜕Γ𝑀 (𝜉 + 𝜕𝜉)︸                  ︷︷                  ︸
𝑎1

+
(
𝑄 [ 𝑗] + 𝑅[ 𝑗]Γ𝑀

)
𝜕𝜉︸                     ︷︷                     ︸

𝑎2

.

Proof. The running time of this step can be split into the following parts:

The first part is to compute 𝑄 [ 𝑗]𝜉 by multiplying a 𝑛𝑏 × 𝑛 matrix 𝑄 [ 𝑗] with a 𝑛 × 1 vector 𝜉.

It takes 𝑂 (𝑛1+𝑏) time. The second part is to compute 𝑅[ 𝑗]𝛾2 by multiplying a 𝑛𝑏 × 𝑛 matrix 𝑅[ 𝑗]

with a 𝑛 × 1 vector 𝛾2. It takes 𝑂 (𝑛1+𝑏) time.

The third part is to compute 𝑎1 as follows:

1. We multiply a 𝑛𝑎̃-sparse 𝑛 × 𝑛 diagonal matrix 𝜕Γ (Part 2 of Fact 3.5.2) with a 𝑛 × 𝑛 matrix

𝑀 and then with a 𝑛𝑎-sparse 𝑛 × 1 vector (𝜉 + 𝜕𝜉) (Part 4 of Fact 3.5.2). It takes 𝑂 (𝑛𝑎+𝑎̃)

time.

2. We multiply a 𝑛𝑏 × 𝑛 matrix 𝑅[ 𝑗] and a 𝑛 × 1 vector (𝜕Γ𝑀 (𝜉 + 𝜕𝜉)). It takes 𝑂 (𝑛1+𝑏) time.

So computing 𝑎1 takes 𝑂 (𝑛𝑎+𝑎̃ + 𝑛1+𝑏) time in total.

The fourth part is to compute 𝑎2 as follows:

1. We multiply a 𝑛𝑎-sparse 𝑛× 𝑛 diagonal matrix Γ (Part 3 of Fact 3.5.2) with a 𝑛× 𝑛 matrix 𝑀

and then with a 𝑛𝑎̃-sparse 𝑛 × 1 vector 𝜕𝜉 (Part 5 of Fact 3.5.2). It takes 𝑂 (𝑛𝑎+𝑎̃) time.

2. We multiply a 𝑛𝑏 × 𝑛 matrix 𝑅[ 𝑗] with a 𝑛 × 1 vector (Γ𝑀𝜕𝜉). It takes 𝑂 (𝑛1+𝑏) time.
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3. We multiply a 𝑛𝑏 × 𝑛 matrix 𝑄 [ 𝑗] and a 𝑛𝑎̃-sparse 𝑛 × 1 vector 𝜕𝜉 (Part 5 of Fact 3.5.2). It

takes 𝑂 (𝑛𝑎̃+𝑏) time.

So computing 𝑎2 takes 𝑂 (𝑛𝑎+𝑎̃ + 𝑛1+𝑏) time in total since 𝑎̃ ≤ 1.

Thus the total running time is 𝑂 (𝑛1+𝑏 + 𝑛𝑎+𝑎̃).

Claim 3.5.5 (Part 2 of Lemma 3.5.3). In procedure Query (Algorithm 12), it takes 𝑂 (𝑛1+𝑏) time

to compute 𝑟3 ← 𝑅[ 𝑗] (Γ + 𝜕Γ)𝛽2.

Proof. The running time of this step can be split into the following parts.

1. We multiply a 𝑛𝑎-sparse 𝑛 × 𝑛 diagonal matrix (Γ + 𝜕Γ) (Part 1 of Fact 3.5.2) and a 𝑛 × 1

vector 𝛽2. It takes 𝑂 (𝑛𝑎) time.

2. We multiply a 𝑛𝑏 × 𝑛 matrix 𝑅[ 𝑗] and a 𝑛 × 1 vector ((Γ + 𝜕Γ)𝛽2). It takes 𝑂 (𝑛1+𝑏) time.

The total running time is 𝑂 (𝑛𝑎 + 𝑛1+𝑏) = 𝑂 (𝑛1+𝑏) since 𝑎 ≤ 1.

Claim 3.5.6 (Part 3 of Lemma 3.5.3). In procedure Query (Algorithm 12), it takes 𝑂 (𝑛𝑎+𝑎̃) time

to compute 𝜕𝛾 ← 𝐵 · L𝑟 [(𝛽2)𝜕𝑆\𝑆] + 𝐵 · L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉.

Proof. The running time of this step can be split into the following parts.

1. We multiply a 6𝑛𝑎 × 6𝑛𝑎 matrix 𝐵 with a 𝑛𝑎̃-sparse 6𝑛𝑎 × 1 vector L𝑟 [(𝛽2)𝜕𝑆\𝑆] (since

|𝜕𝑆\𝑆 | ≤ |𝜕𝑆 | ≤ 𝑛𝑎̃ by Part 6 of Fact 3.5.2). It takes 𝑂 (𝑛𝑎+𝑎̃) time.

2. We multiply a 6𝑛𝑎 × 𝑛 matrix L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] that only has 𝑛𝑎̃ non-zero rows (since |𝜕𝑆\𝑆 | ≤

|𝜕𝑆 | ≤ 𝑛𝑎̃ by Part 6 of Fact 3.5.2) with a 𝑛𝑎-sparse 𝑛×1 vector (𝜉 + 𝜕𝜉) (Part 4 of Fact 3.5.2).

It takes 𝑂 (𝑛𝑎+𝑎̃) time.

3. We multiply a 6𝑛𝑎 × 6𝑛𝑎 matrix 𝐵 with a 𝑛𝑎̃-sparse 6𝑛𝑎 × 1 vector (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] (𝜉 + 𝜕𝜉))

(since |𝜕𝑆\𝑆 | ≤ |𝜕𝑆 | ≤ 𝑛𝑎̃ by Part 6 of Fact 3.5.2). It takes 𝑂 (𝑛𝑎+𝑎̃) time.

4. We multiply a 6𝑛𝑎 × 𝑛 matrix 𝐸 with a 𝑛𝑎̃-sparse vector 𝜕𝜉 (Part 5 of Fact 3.5.2). It takes

𝑂 (𝑛𝑎+𝑎̃) time.
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Thus the total running time is 𝑂 (𝑛𝑎+𝑎̃).

Claim 3.5.7 (Part 4 of Lemma 3.5.3). In procedure Query (Algorithm 12), it takes 𝑂 (𝑛𝑎+𝑎̃) time

to compute

(𝑈′, 𝐶,𝑈) ← Decompose
(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆 + 𝑀𝑆,𝑆]

)
.

And the size of the computed matrices are𝑈′,𝑈 ∈ R𝑛𝑎×𝑐, 𝐶 ∈ R𝑐×𝑐, where 𝑐 ≤ 𝑂 (𝑛𝑎̃).

Proof. For ease of notation, we denote 𝑁 := L∗ [(Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1

𝑆,𝑆
+ 𝑀𝑆,𝑆].

From Lemma 3.3.5 we know that the non-zero entries of 𝑁 can be split into three parts:

𝑁𝜕𝑆,(𝑆\𝜕𝑆) , 𝑁(𝑆\𝜕𝑆),𝜕𝑆, and 𝑁𝜕𝑆,𝜕𝑆. Thus we don’t need to compute 𝑁 explicitly, but only compute

the non-zero entries of 𝑁 , which takes 𝑂 ( |𝜕𝑆 | · |𝑆\𝜕𝑆 | + |𝜕𝑆 | · |𝜕𝑆 |) = 𝑂 (𝑛𝑎+𝑎̃) time (from Part 7

and Part 6 of Fact 3.5.2 and since 𝑎̃ ≤ 𝑎).

Then 𝑁 satisfies the requirement of Lemma 3.3.4 with 𝑆1 = 𝑆\𝜕𝑆, 𝑆2 = 𝜕𝑆, so the function

Decompose can be computed in 𝑂 (𝑛𝑎 |𝑆2 |) = 𝑂 (𝑛𝑎 |𝜕𝑆 |) = 𝑂 (𝑛𝑎+𝑎̃) time (Part 6 of Fact 3.5.2).

Also using Lemma 3.3.4, we know that the computed matrix 𝐶 has size 𝑐 × 𝑐 = (3|𝑆2 |) × (3|𝑆2 |) =

(3|𝜕𝑆 |) × (3|𝜕𝑆 |), thus 𝑐 ≤ 𝑂 (𝑛𝑎̃) (Part 6 of Fact 3.5.2).

Thus the total running time is 𝑂 (𝑛𝑎+𝑎̃).

Claim 3.5.8 (Part 5 of Lemma 3.5.3). In procedure Query, it takes 𝑂 (Tmat(𝑛𝑎, 𝑛𝑎̃, 𝑛𝑎̃)) time to

compute

𝐸 tmp ← 𝐸𝜕𝑆 − 𝐵(𝜕𝑆∩𝑆)𝑀(𝜕𝑆∩𝑆),𝜕𝑆; 𝐸
tmp
𝑆′ ← −𝐸

tmp
𝑆′ ; 𝐸

tmp
(𝑆∩𝜕𝑆)\𝑆′ ← 0; 𝑈tmp ← [𝐵𝜕𝑆, 𝐵𝜕𝑆, 𝐸 tmp] .

Proof. To compute the initial 𝐸 tmp ← 𝐸𝜕𝑆−𝐵(𝜕𝑆∩𝑆)𝑀(𝜕𝑆∩𝑆),𝜕𝑆, we need to multiply a 6𝑛𝑎×|𝜕𝑆∩𝑆 |

matrix 𝐵(𝜕𝑆∩𝑆) with a |𝜕𝑆 ∩ 𝑆 | × |𝜕𝑆 | matrix 𝑀(𝜕𝑆∩𝑆),𝜕𝑆, and this takes Tmat(6𝑛𝑎, |𝜕𝑆 ∩ 𝑆 |, |𝜕𝑆 |) =

𝑂 (Tmat(𝑛𝑎, 𝑛𝑎̃, 𝑛𝑎̃)) time (Part 6 of Fact 3.5.2).

Finally note that the other two steps 𝐸 tmp
𝑆′ ← −𝐸

tmp
𝑆′ and 𝐸 tmp

(𝑆∩𝜕𝑆)\𝑆′ ← 0 to adjust 𝐸 tmp takes

the same time as the size of 𝐸 tmp, which is 𝑛𝑎 × |𝜕𝑆 | = 𝑂 (𝑛𝑎+𝑎̃) (Part 6 of Fact 3.5.2). Computing
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𝑈tmp only needs to copy entries from the already computed 𝐵 and 𝐸 tmp, so it also takes the same

time as the size of𝑈tmp, which is 𝑛𝑎 × 3|𝜕𝑆 | = 𝑂 (𝑛𝑎+𝑎̃). Thus the total running time is

𝑏𝑒𝑔𝑖𝑛𝑎𝑙𝑖𝑔𝑛∗]𝑂 (Tmat(𝑛𝑎, 𝑛𝑎̃, 𝑛𝑎̃) + 𝑛𝑎+𝑎̃) = 𝑂 (Tmat(𝑛𝑎, 𝑛𝑎̃, 𝑛𝑎̃)).

Claim 3.5.9 (Part 6 of Lemma 3.5.3). In procedure Query, it takes 𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)) time to

compute

𝛾tmp ← 𝑈tmp (𝐶−1 +𝑈⊤𝑈tmp)−1︸                  ︷︷                  ︸
𝑁

𝑈⊤ · (𝛾1 + 𝜕𝛾).

Proof. First note that from Lemma 3.5.7 we have that the sizes of 𝑈′ and 𝑈 are 6𝑛𝑎 × 3|𝜕𝑆 |, and

the size of 𝐶 is 3|𝜕𝑆 | × 3|𝜕𝑆 |. From the assignment of 𝑈tmp on Line 15, we know that the size of

𝑈tmp is also 6𝑛𝑎 × 3|𝜕𝑆 |. The running time of this step can be split into the following parts:

The first part is to compute the 3|𝜕𝑆 | × 3|𝜕𝑆 | matrix 𝑁 .

1. Computing the inverse of a 3|𝜕𝑆 | × 3|𝜕𝑆 | matrix 𝐶 takes 𝑂 (𝑛𝑎̃𝜔) time (Part 6 of Fact 3.5.2).

2. We multiply a 3|𝜕𝑆 | ×6𝑛𝑎 rectangular matrix𝑈⊤ with a 6𝑛𝑎×3|𝜕𝑆 | matrix𝑈tmp, which takes

Tmat(3|𝜕𝑆 |, 6𝑛𝑎, 3|𝜕𝑆 |) = 𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)) time (|𝜕𝑆 | ≤ 𝑛𝑎̃ from Part 6 of Fact 3.5.2).

3. We add a 3|𝜕𝑆 | × 3|𝜕𝑆 | matrix 𝐶−1 with a 3|𝜕𝑆 | × 3|𝜕𝑆 | matrix 𝑈⊤𝑈tmp and calculate its

inverse. It takes 𝑂 ( |𝜕𝑆 |𝜔) = 𝑂 (𝑛𝑎̃𝜔) time (Part 6 of Fact 3.5.2).

Thus in total computing 𝑁 takes time𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)+𝑛𝑎̃𝜔) = 𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)), sinnce 𝑎̃ ≤ 𝑎

and thus 𝑛𝑎̃𝜔 = Tmat(𝑛𝑎̃, 𝑛𝑎̃, 𝑛𝑎̃) ≤ Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃).

The second part is to compute the 6𝑛𝑎 × 1 vector 𝛾tmp.

1. We multiply the 3|𝜕𝑆 | × 6𝑛𝑎 matrix 𝑈⊤ with a 6𝑛𝑎 × 1 vector (𝛾1 + 𝜕𝛾). This takes

𝑂 (𝑛𝑎 · |𝜕𝑆 |) = 𝑂 (𝑛𝑎+𝑎̃) time (Part 6 of Fact 3.5.2).

2. We multiply the 3|𝜕𝑆 | × 3|𝜕𝑆 | matrix 𝑁 with a 3|𝜕𝑆 | × 1 vector 𝑈⊤(𝛾1 + 𝜕𝛾). This takes

𝑂 ( |𝜕𝑆 |2) = 𝑂 (𝑛2𝑎̃) time (Part 6 of Fact 3.5.2).
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3. We multiply the 6𝑛𝑎 × 3|𝜕𝑆 | matrix𝑈tmp with a 3|𝜕𝑆 | × 1 vector 𝑁𝑈⊤(𝛾1 + 𝜕𝛾). This takes

𝑂 (𝑛𝑎 · |𝜕𝑆 |) = 𝑂 (𝑛𝑎+𝑎̃) time (Part 6 of Fact 3.5.2).

Thus this part takes 𝑂 (𝑛𝑎+𝑎̃) time since 𝑎̃ ≤ 𝑎.

Thus the total time to compute 𝛾tmp is

𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃) + 𝑛𝑎+𝑎̃) = 𝑂 (Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)).

Claim 3.5.10 (Part 7 of Lemma 3.5.3). In procedure Query (Algorithm 12), it takes𝑂 (𝑛𝑎̃+𝑎 +𝑛1+𝑏)
time to compute

𝑟4 ←
(
L𝑐 [(𝑄 [ 𝑗])𝑆new ] + 𝐹 [ 𝑗] + 𝑅[ 𝑗]Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′ ]) + 𝑅[ 𝑗]𝜕Γ · L𝑐 [𝑀𝑆new ]

)
· (𝛾tmp − 𝛾1 − 𝜕𝛾).

Proof. The running time can be split into the following parts:

1. We multiply a 𝑛𝑎̃-sparse 𝑛× 𝑛 diagonal matrix 𝜕Γ (Part 2 of Fact 3.5.2) with a 𝑛×6𝑛𝑎 matrix

L𝑐 [𝑀𝑆new] with a 6𝑛𝑎 × 1 vector (𝛾tmp − 𝛾1 − 𝜕𝛾). It takes 𝑂 (𝑛𝑎̃+𝑎) time.

2. We multiply a 𝑛𝑏 × 𝑛 matrix 𝑅[ 𝑗] with a 𝑛 × 1 vector (𝜕ΓL𝑐 [𝑀𝑆new] (𝛾tmp − 𝛾1 − 𝜕𝛾)). It

takes 𝑂 (𝑛1+𝑏) time.

3. We multiply a 𝑛𝑎-sparse 𝑛 × 𝑛 diagonal matrix Γ (Part 3 of Fact 3.5.2) with a 𝑛 × 6𝑛𝑎 matrix

L𝑐 [𝑀𝜕𝑆\𝑆] that only has 𝑛𝑎̃ non-zero columns (since |𝜕𝑆\𝑆 | ≤ |𝜕𝑆 | ≤ 𝑛𝑎̃ by Part 6 of

Fact 3.5.2) and then with a 6𝑛𝑎 × 1 vector (𝛾tmp − 𝛾1 − 𝜕𝛾). It takes 𝑂 (𝑛𝑎+𝑎̃) time.

4. We multiply a 𝑛𝑏 × 𝑛matrix 𝑅[ 𝑗] with a 𝑛×1 vector (Γ(L𝑐 [𝑀𝜕𝑆\𝑆] −L𝑐 [𝑀𝑆′]) (𝛾tmp− 𝛾1−

𝜕𝛾)). It takes 𝑂 (𝑛1+𝑏) time.

5. We multiply a 𝑛𝑏 × 6𝑛𝑎 matrix 𝐹 [ 𝑗] with a 6𝑛𝑎 × 1 vector (𝛾tmp − 𝛾1 − 𝜕𝛾). It takes𝑂 (𝑛1+𝑏)

time.

6. We multiply a 𝑛𝑏 × 6𝑛𝑎 matrix L𝑐 [(𝑄 [ 𝑗])𝑆new] with a 6𝑛𝑎 × 1 vector (𝛾tmp − 𝛾1 − 𝜕𝛾). It

takes 𝑂 (𝑛𝑏+𝑎) time.
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Thus this part takes 𝑂 (𝑛𝑎̃+𝑎 + 𝑛1+𝑏 + 𝑛𝑏+𝑎) = 𝑂 (𝑛𝑎̃+𝑎 + 𝑛1+𝑏) time, since 𝑎 ≤ 1.

Thus, the total running time to compute 𝑟4 is 𝑂 (𝑛𝑎̃+𝑎 + 𝑛1+𝑏).

Proof of Lemma 3.5.3. Summing over the time to compute 𝑟2, 𝑟3, (𝑈′, 𝐶,𝑈), 𝜕𝛾, 𝑟4,1, 𝑟4,2, 𝑟4,3,

𝑈tmp, and 𝑟4,4, the total running time of computing 𝑟 is

𝑂 (𝑛1+𝑏 + 𝑛𝑎+𝑎̃ + 𝑛𝑎+𝑏 + Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)) = 𝑂 (𝑛1+𝑏 + Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)),

which follows by 𝑎 ≤ 1 and 𝑛𝑎+𝑎̃ ≤ Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃)).

3.5.3 Running Time of MatrixUpdate

The goal of this section is to prove Lemma 3.5.12. We will use the following sparsity guarantees

that are proved in Lemma 3.5.1.

Fact 3.5.11 (Sparsity guarantees for MatrixUpdate). When entering MatrixUpdate we have the

following sparsity guarantee (from Table 3.5):

1. |𝑆new | ≤ |𝑆 ∪ 𝜕𝑆 | ≤ 3𝑘 , 2. ∥Γnew∥0 = ∥Γ + 𝜕Γ∥0 = 𝑘 .

Lemma 3.5.12 (Running time of MatrixUpdate). In the procedure MatrixUpdate (in Algo-

rithm 13) it takes

1. 𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛, 𝑘, 𝑛)) time to compute

𝑀 tmp ← 𝑀 − 𝑀𝑆new · ((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1(𝑀𝑆new)⊤,

2. 𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)) time to compute

𝑄tmp ← 𝑄 + 𝑅(Γnew𝑀 tmp) + 𝑅
√
𝑉 (𝑀 tmp − 𝑀),
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3. 𝑂 (𝑛2+𝑜(1)) time to compute

𝛽1 ← 𝑄tmp√𝑊appr 𝑓 (ℎappr),

4. 𝑂 (𝑛2) time to compute

𝛽2 ← 𝑀 tmp√𝑊appr 𝑓 (ℎappr).

Further, it takes𝑂 (𝑛) time to do all other computation. So the overall running time of the procedure

MatrixUpdate is 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)).

Claim 3.5.13 (Part 1 of Lemma 3.5.12). In procedure MatrixUpdate, it takes 𝑂 (𝑘𝜔+𝑜(1) +

Tmat(𝑛, 𝑘, 𝑛)) time to compute

𝑀 tmp ← 𝑀 − 𝑀𝑆new · ((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1(𝑀𝑆new)⊤.

Proof. The running time of computing 𝑀new can be split into the following parts:

1. Computing the inverse of a𝑂 (𝑘) ×𝑂 (𝑘) matrix ((Δnew
𝑆new,𝑆new)−1 +𝑀𝑆new,𝑆new) (the size follows

from |𝑆new | = 𝑂 (𝑘), see Part 1 of Fact 3.5.11), this part takes 𝑂 (𝑘𝜔+𝑜(1)) time.

2. Computing the multiplication of a 𝑛 × 𝑂 (𝑘) matrix 𝑀𝑆new with a 𝑂 (𝑘) × 𝑂 (𝑘) matrix

((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1, this part takes 𝑂 (Tmat(𝑛, 𝑘, 𝑘)) time.

3. Computing the multiplication of a 𝑛 ×𝑂 (𝑘) matrix 𝑀𝑆new ((Δnew
𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 with

a 𝑂 (𝑘) × 𝑛 matrix (𝑀𝑆new)⊤, this part takes 𝑂 (Tmat(𝑛, 𝑘, 𝑛)) time.

4. Subtracting a 𝑛×𝑛matrix 𝑀𝑆new · ((Δnew
𝑆new,𝑆new)−1+𝑀𝑆new,𝑆new)−1(𝑀𝑆new)⊤ from the 𝑛×𝑛matrix

𝑀 , this part takes 𝑂 (𝑛2) time.
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So in total computing 𝑀 tmp takes time

𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛, 𝑘, 𝑘) + Tmat(𝑛, 𝑘, 𝑛) + 𝑛2) = 𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛, 𝑘, 𝑛)).

Claim 3.5.14 (Part 2 of Lemma 3.5.12). In MatrixUpdate, it takes𝑂 (𝑘𝜔+𝑜(1) +Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛))

time to compute

𝑄tmp ← 𝑄 + 𝑅(Γnew𝑀 tmp)︸           ︷︷           ︸
𝑁1

+ 𝑅
√
𝑉 (𝑀 tmp − 𝑀)︸                ︷︷                ︸

𝑁2

.

Proof. The running time of computing 𝑄tmp can be split into the following parts:

The first part is to compute the 𝑛 × 𝑛 matrix 𝑁1:

1. Multiplying a 𝑘-sparse 𝑛× 𝑛 diagonal matrix Γnew (Part 2 of Fact 3.5.11) with a 𝑛× 𝑛 matrix

𝑀 tmp takes 𝑂 (𝑘𝑛) time.

2. Multiplying a 𝑛1+𝑜(1) × 𝑛 matrix 𝑄tmp with a 𝑘-row-sparse 𝑛 × 𝑛 matrix (Γnew𝑀 tmp) (Part 1

of Fact) takes 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)) time.

So in total computing 𝑁1 takes 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)) time.

The second part is to compute the 𝑛 × 𝑛 matrix 𝑁2. By the definition of 𝑀 tmp we have

𝑁2 = 𝑅
√
𝑉 (𝑀 tmp − 𝑀) = 𝑅

√
𝑉𝑀𝑆new · ((Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1(𝑀𝑆new)⊤︸                                             ︷︷                                             ︸
𝑁3

.

And we computes 𝑁2 as follows:

1. Multiplying a 𝑛1+𝑜(1) × 𝑛 matrix 𝑅 with a 𝑛 × 𝑛 diagonal matrix
√
𝑉 takes 𝑂 (𝑛2+𝑜(1)) time.

2. Multiplying a 𝑛1+𝑜(1) × 𝑛 matrix 𝑅
√
𝑉 with a 𝑛 × 𝑂 (𝑘) matrix 𝑀𝑆new (Part 1 of Fact 3.5.11)

takes 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑛, 𝑘)) time.

3. The𝑂 (𝑘) ×𝑛matrix 𝑁3 is already computed when we were computing 𝑀 tmp (Claim 3.5.13),

and this takes 𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑘, 𝑘, 𝑛)) time.
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4. Multiplying a 𝑛1+𝑜(1) × 𝑂 (𝑘) matrix (𝑅
√
𝑉𝑀𝑆new) with a 𝑂 (𝑘) × 𝑛 matrix 𝑁3, and this step

takes 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)) time.

So in total computing 𝑄tmp takes time

𝑂 (𝑛2+𝑜(1) + 𝑘𝜔+𝑜(1) + Tmat(𝑘, 𝑘, 𝑛) + Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)) = 𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)).

Claim 3.5.15 (Part 3 of Lemma 3.5.12). In MatrixUpdate, it takes 𝑂 (𝑛2+𝑜(1)) time to compute

𝛽1 ← 𝑄tmp√𝑊appr 𝑓 (ℎappr).

Proof. To compute 𝛽1, we first multiply a 𝑛1+𝑜(1) × 𝑛 matrix 𝑄tmp with a 𝑛 × 𝑛 diagonal matrix
√
𝑊appr, which takes 𝑂 (𝑛2+𝑜(1)) time. Then we multiply a 𝑛1+𝑜(1) × 𝑛 matrix 𝑄tmp√𝑊appr with a

𝑛 × 1 vector, which takes 𝑂 (𝑛2+𝑜(1)) time. So in total computing 𝛽1 takes time 𝑂 (𝑛2+𝑜(1)).

Claim 3.5.16 (Part 4 of Lemma 3.5.12). In procedure MatrixUpdate, it takes 𝑂 (𝑛2) time to

compute

𝛽2 ← 𝑀 tmp√𝑊appr 𝑓 (ℎappr).

Proof. To compute 𝛽2, we first multiply a 𝑛 × 𝑛 matrix 𝑀 tmp with a 𝑛 × 𝑛 diagonal matrix
√
𝑊appr,

which takes 𝑂 (𝑛2) time. Then we multiply a 𝑛1 × 𝑛 matrix 𝑀 tmp√𝑊appr with a 𝑛 × 1 vector, which

takes 𝑂 (𝑛2) time. So in total computing 𝛽1 takes time 𝑂 (𝑛2).

Proof of Lemma 3.5.12. Overall time. The running time of procedure MatrixUpdate is

𝑂 (𝑘𝜔+𝑜(1) + Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛) + 𝑛2+𝑜(1)) = 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑘, 𝑛)).

3.5.4 Running Time of PartialMatrixUpdate

The goal of this section is to prove Lemma 3.5.18. We will use the following sparsity guarantees

that are proved in Lemma 3.5.1.

Fact 3.5.17 (Sparsity guarantees for PartialMatrixUpdate). When entering PartialMatrixUp-

date (Algorithm 14) we have the following sparsity guarantee (from Table 3.4 and Table 3.5):

110



1. ∥
√
𝑊appr −

√
𝑉 ∥0 ≤ 𝑛𝑎,

2. ∥𝜕Γ∥0 ≤ 𝑘̃ ≤ 2𝑛𝑎,

3. ∥Γ + 𝜕Γ∥0 ≤ 𝑛𝑎,

4. ∥ 𝑓 (𝑔̃) − 𝑓 (𝑔)∥0 ≤ 𝑛𝑎,

5. ∥𝜉∥0 ≤ 𝑛𝑎,

6. |𝑆 | ≤ 𝑛𝑎,

7. |𝜕𝑆 | ≤ 𝑘̃ ≤ 2𝑛𝑎.

Lemma 3.5.18 (Running time of PartialMatrixUpdate). In the procedure PartialMatrixUpdate

(Algorithm 14) it takes

1. 𝑂 ( 𝑘̃𝑛𝑎) time to compute

(𝑈′, 𝐶,𝑈) ← Decompose
(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆 + 𝑀𝑆,𝑆]

)
,

2. 𝑂 (Tmat( 𝑘̃ , 𝑛𝑎, 𝑛𝑎)) time to compute

𝐵tmp ← 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵,

3. 𝑂 (𝑛) time to compute

𝜉 tmp ←
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔),

4. 𝑂 (𝑛2𝑎) time to compute

𝛾
tmp
1 ← 𝐵tmp · L𝑟 [𝛽2,𝑆new] + 𝐵tmp · L𝑟 [(𝑀𝑆new)⊤]𝜉 tmp,

5. 𝑂 ( 𝑘̃𝑛𝑎) time to compute

𝛾
tmp
2 ← 𝛾2 + (Γ + 𝜕Γ)𝑀 (

√
𝑊appr −

√︁
𝑉) 𝑓 (𝑔̃) + 𝜕Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)).
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6. 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑛𝑎, 𝑘̃)) time to compute

𝐹 tmp ← 𝐹 + 𝑅Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new] .

7. 𝑂 (Tmat(𝑛, 𝑛𝑎, 𝑘̃)) time to compute

𝐸 tmp = 𝐸 + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐸.

Further, it takes𝑂 (𝑛) time to do all other computation. So the overall running time of the procedure

PartialMatrixUpdate is 𝑂 (Tmat(𝑛1+𝑜(1) , 𝑛𝑎, 𝑘̃)).

The proof of this lemma is similar to the proof of the running time of MatrixUpdate in the

previous section, and we omit it for conciseness.

3.5.5 Running Time of VectorUpdate

The goal of this section is to prove Lemma 3.5.20. We will use the following sparsity guarantees

that are proved in Lemma 3.5.1.

Fact 3.5.19 (Sparsity guarantees for VectorUpdate). When entering VectorUpdate (Algorithm 15)

we have the following sparsity guarantee (from Table 3.4 and Table 3.5):

1. ∥Γ∥0 = ∥
√︁
𝑉 −
√
𝑉 ∥0 ≤ 𝑛𝑎, 2. ∥ 𝑓 (ℎappr) − 𝑓 (𝑔)∥0 = 𝑝.

Lemma 3.5.20 (Running time of VectorUpdate). The procedure VectorUpdate (Algorithm 15)

takes

1. 𝑂 (𝑝𝑛1+𝑜(1)) time to compute

𝛽
tmp
1 ← 𝛽1 +𝑄

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)), 𝛽

tmp
2 ← 𝛽2 + 𝑀

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)),

2. 𝑂 (𝑛) time to compute 𝜉 tmp ← (
√︁
𝑉 −
√
𝑉) 𝑓 (ℎappr),
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3. 𝑂 (𝑛2𝑎) time to compute 𝛾tmp
1 ← 𝐵 · L𝑟 [𝛽tmp

2,𝑆 ] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 tmp,

4. 𝑂 (𝑛2𝑎) time to compute 𝛾tmp
2 ← Γ𝑀 · 𝜉 tmp.

Overall, the running time of procedure VectorUpdate is 𝑂 (𝑛2𝑎 + 𝑝𝑛1+𝑜(1)).

Claim 3.5.21 (Part 1 of Lemma 3.5.20). In the procedure VectorUpdate (Algorithm 15), it takes

𝑂 (𝑝𝑛1+𝑜(1)) time to compute

𝛽
tmp
1 ← 𝛽1 +𝑄

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)), 𝛽

tmp
2 ← 𝛽2 + 𝑀

√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)).

Proof. We compute 𝛽tmp
1 as follows.

1. Multiplying a 𝑛 × 𝑛 diagonal matrix
√
𝑉 with a 𝑝-sparse vector 𝑓 (ℎappr) − 𝑓 (𝑔) (Part 2 of

Fact 3.5.19) takes 𝑂 (𝑝) time, and the resulting vector
√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) is also 𝑝-sparse.

2. Multiplying a 𝑛1+𝑜(1) × 𝑛 matrix 𝑄 with a 𝑝-sparse vector
√
𝑉 ( 𝑓 (ℎappr) − 𝑓 (𝑔)) takes

𝑂 (𝑝𝑛1+𝑜(1)) time.

So the total running time to compute 𝛽tmp
1 is 𝑂 (𝑝𝑛1+𝑜(1)).

Following the same reason and note that 𝑀 has size 𝑛 × 𝑛, we can compute 𝛽tmp
2 in 𝑂 (𝑝𝑛) ≤

𝑂 (𝑝𝑛1+𝑜(1)) time.

Claim 3.5.22 (Part 2 of Lemma 3.5.20). In the procedure VectorUpdate (Algorithm 15), it takes

𝑂 (𝑛) time to compute 𝜉 tmp ← (
√︁
𝑉−
√
𝑉) 𝑓 (ℎappr). And the computed 𝑛×1 vector 𝜉 tmp is 𝑛𝑎-sparse.

Proof. 𝜉 tmp is computed by multiplying a 𝑛 × 𝑛 diagonal matrix (
√︁
𝑉 −
√
𝑉) with a 𝑛 × 1 vector

𝑓 (ℎappr), and this takes 𝑂 (𝑛) time. We also have

∥𝜉 tmp∥0 = ∥(
√︁
𝑉 −
√
𝑉) 𝑓 (ℎappr)∥0 ≤ min{∥

√︁
𝑉 −
√
𝑉 ∥0, ∥ 𝑓 (ℎappr)∥0} ≤ 𝑛𝑎,

where the last step follows from Part 1 of Fact 3.5.19.
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Claim 3.5.23 (Part 3 of Lemma 3.5.20). In the procedure VectorUpdate (Algorithm 15), it takes

𝑂 (𝑛2𝑎) time to compute 𝛾tmp
1 ← 𝐵 · L𝑟 [𝛽tmp

2,𝑆 ] + 𝐵 · L𝑟 [(𝑀𝑆)⊤] · 𝜉 tmp.

Proof. The running time of computing 𝛾tmp
1 can be split into the following parts:

1. Multiplying a 6𝑛𝑎 × 6𝑛𝑎 matrix 𝐵 with a 6𝑛𝑎 × 1 vector L𝑟 [𝛽tmp
2,𝑆 ] takes 𝑂 (𝑛2𝑎) time.

2. Multiplying a 6𝑛𝑎 × 𝑛 matrix L𝑟 [(𝑀𝑆)⊤] with a 𝑛𝑎-sparse 𝑛 × 1 vector 𝜉 tmp (Claim 3.5.22)

takes 𝑂 (𝑛2𝑎) time.

3. Multiplying a 6𝑛𝑎 × 6𝑛𝑎 matrix 𝐵 with a 6𝑛𝑎 × 1 vector L𝑟 [(𝑀𝑆)⊤]𝜉 tmp takes 𝑂 (𝑛2𝑎) time.

The total running time to compute 𝛾tmp
1 is 𝑂 (𝑛2𝑎).

Claim 3.5.24 (Part 4 of Lemma 3.5.20). In the procedure VectorUpdate (Algorithm 15), it takes

𝑂 (𝑛2𝑎) time to compute 𝛾tmp
2 ← Γ𝑀 · 𝜉 tmp.

Proof. We compute 𝛾tmp
2 ∈ R𝑛 by multiplying a 𝑛𝑎-sparse 𝑛 × 𝑛 diagonal matrix Γ (Part 1 of

Fact 3.5.19) with a 𝑛 × 𝑛 matrix 𝑀 and then with a 𝑛𝑎-sparse 𝑛 × 1 vector 𝜉 tmp ((Claim 3.5.22)),

which takes 𝑂 (𝑛2𝑎) time.

Proof of Lemma 3.5.20. Overall, the total running time to compute 𝛾tmp
1 is 𝑂 (𝑝𝑛1+𝑜(1) + 𝑛2𝑎) =

𝑂 (𝑝𝑛1+𝑜(1)), since we always have 𝑝 ≥ 𝑛𝑎.

3.5.6 Running Time of PartialVectorUpdate

The goal of this section is to prove Lemma 3.5.26. We will use the following sparsity guarantees

that are proved in Lemma 3.5.1.

Fact 3.5.25 (Sparsity guarantees for PartialVectorUpdate). When entering PartialVectorUp-

date (Algorithm 16) we have the following sparsity guarantee (from Table 3.4 and Table 3.5):

1. ∥Γ∥0 ≤ 𝑛𝑎, 2. ∥ 𝑓 (ℎappr) − 𝑓 (𝑔̃)∥0 = 𝑝 ≤ 2𝑛𝑎.
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Lemma 3.5.26 (Running time of PartialVectorUpdate). In the procedure PartialVectorUpdate

(in Algorithm 16) it takes

1. 𝑂 (𝑛) time to compute 𝜉 tmp ←
√︁
𝑉 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔),

2. 𝑂 (𝑛2𝑎 + 𝑝𝑛𝑎) time to compute 𝛾tmp
1 ← 𝛾1 + 𝐵 · L𝑟 [(𝑀𝑆)⊤] ·

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
,

3. 𝑂 (𝑝𝑛𝑎) time to compute 𝛾tmp
2 ← 𝛾2 + Γ𝑀

√︁
𝑉

(
𝑓 (ℎappr) − 𝑓 (𝑔̃)

)
.

Overall, the procedure PartialVectorUpdate takes 𝑂 (𝑛2𝑎 + 𝑝𝑛𝑎) time.

The proof of this lemma is similar to the proof of the running time of VectorUpdate in the

previous section, and we omit it for conciseness.

3.5.7 Running Time of Initialize

The goal of this section is to prove Lemma 3.5.27.

Lemma 3.5.27 (Running time of Initialize). The procedure Initialize (in Algorithm 5) takes

𝑂 (𝑛𝜔+𝑜(1)) time.

Proof. The bottleneck in Initialize is to compute 𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 and 𝑄 = 𝑅
√
𝑉𝑀 . Other

operations take at most 𝑂 (𝑛2+𝑜(1)) time.

Computing 𝑀 involves matrix multiplication of two 𝑛 × 𝑛 matrix, and inversion of a 𝑛 × 𝑛

matrix. Both of them can be done in 𝑂 (𝑛𝜔+𝑜(1)) time.

Computing𝑄 involves matrix multiplication of 𝑛1+𝑜(1) × 𝑛 matrix with a 𝑛× 𝑛 matrix. This can

be done in 𝑂 (𝑛𝜔+𝑜(1)) time.

Therefore, the total running time is 𝑂 (𝑛𝜔+𝑜(1)).

3.6 Data Structure: Amortized Time

In this section we provide an amortized analysis of the four procedures MatrixUpdate, Par-

tialMatrixUpdate, VectorUpdate, and PartialVectorUpdate. Our amortized analysis builds

upon the amortized analysis of [43].
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3.6.1 Background: Soft Threshold

We provide more information of the soft threshold of [43] here.

We first explain why it is important to use a soft threshold to decide when to perform the

actual update. The most straightforward way is to use a hard threshold of 𝜀mp on the error vector

𝑤new/𝑣 − 1, and only make an actual update when there are more than 𝑛𝑎 coordinates that surpass

the threshold. However, this hard threshold is not enough to give the near matrix multiplication

time of [43]. Consider the following example. Suppose we choose the threshold parameter to be

𝑎 = 1/2. [43] gives 𝑛2.5−𝑎/2 = 𝑛2.25 amortized cost for the update and this is already smaller than

current 𝜔 ≈ 2.37. We will now show a hard instance where hard thresholding cannot give 𝑜(𝑛2.5)

amortized cost: In each of the first
√
𝑛/2 iterations, an adversary changes every coordinate of 𝑤

by 1 + 2𝜀/
√
𝑛 (which satisfies the slow-moving property). Thus, after these

√
𝑛/2 iterations, all

coordinates have accumulated error |𝑤new
𝑖
/𝑣𝑖 − 1| = 𝜀mp. In each of the next

√
𝑛/2 iterations, the

adversary adds error to exactly 𝑛𝑎 =
√
𝑛 coordinates. This leads to one lazy update per iteration for

these
√
𝑛/2 iterations, and the amortized cost is 𝑂 (𝑛2) per iteration.

To remedy this, one of the key improvements of [43] over [39] is to design a better amortization

scheme, based on soft thresholding: when more than 𝑛𝑎 coordinates have error |𝑤new
𝑖
/𝑣𝑖−1| > 𝜀mp,

instead of only updating these 𝑛𝑎 coordinates, they find the first 𝑘 ≥ 𝑛𝑎 such that there is a gap of

1−1/log 𝑛 between the 𝑘-th largest error and the 1.5𝑘-th largest error, and update all 𝑘 coordinates.

More concretely, using 𝑦 ∈ R𝑛 to denote the sorted error vector, they find the first 𝑘 such that

𝑦1.5𝑘 < (1 − 1/log 𝑛)𝑦𝑘 . See Figure 3.5 (a) for an illustration. This variation ensures that there is

always a gap between the updated coordinates and other coordinates, so the un-updated coordinates

need to accumulate the error for a while until they reach the error threshold. Combined with a

potential function based amortized analysis, they show that the lazy update is only performed every

𝑛𝑎/2 iterations in an expected amortized sense. And this gives the 𝑛2−𝑎/2 term in the final update

time.

Next we delve into details of our amortized analysis, where we use two levels of soft thresholds

(see Figure 3.5 (b)).
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ỹ
y

i

yi

ỹi
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Figure 3.5: Two-level vs. one-level soft threshold: (a) [43] has a single level update scheme, implemented
via one level of soft thresholding. 𝑦 is the sorted version of error vector |𝑤new/𝑣 − 1|. (b) Our Update
algorithm has two levels of updates, each requires its own soft threshold and amortized analysis. 𝑦 is
the sorted version of error vector |𝑤new/𝑣 − 1| + |𝑤new/𝑣̃ − 1|, and 𝑦̃ is the sorted version of error vector
|𝑤new/𝑣̃ − 1|.

3.6.2 Definitions and Preliminaries

Our algorithm makes 𝑇 calls to the procedure UpdateQuery. For clarity, we define some

notations with superscripts that represent the number of iterations. For the input diagonal matrix

𝑊 and its approximations 𝑉 and 𝑉 , we define the following notations:

Definition 3.6.1 (Definitions of sequences {𝑤 ( 𝑗)}𝑇
𝑗=0, {𝑣 ( 𝑗)}𝑇

𝑗=0 and {𝑣̃ ( 𝑗)}𝑇
𝑗=0). When initializing,

we use 𝑣 (0) and 𝑣̃ (0) to denote the initial values of the data structure members 𝑣 and 𝑣̃. Note that

𝑣 (0) = 𝑣̃ (0) = 𝑤 (0) .

In the 𝑗-th iteration, we use 𝑤 ( 𝑗+1) to denote the input 𝑤new of UpdateQuery. Since the

procedure Update might update both 𝑣 and 𝑣̃, we use 𝑣 ( 𝑗+1) and 𝑣̃ ( 𝑗+1) to denote the new values of

𝑣 and 𝑣̃ respectively.

We define similar notations for the input query vector ℎ and its approximations 𝑔 and 𝑔̃:

Definition 3.6.2 (Definitions of sequences {ℎ( 𝑗)}𝑇
𝑗=0, {𝑔( 𝑗)}𝑇

𝑗=0 and {𝑔̃( 𝑗)}𝑇
𝑗=0). When initializing,

we use 𝑔(0) and 𝑔̃(0) to denote the initial values of the data structure members 𝑔 and 𝑔̃. Note that
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𝑔(0) = 𝑔̃(0) = ℎ(0) .

In the 𝑗-th iteration, we use ℎ( 𝑗+1) to denote the input ℎnew of UpdateQuery. Since the procedure

Update might update both 𝑔 and 𝑔̃, we use 𝑔( 𝑗+1) and 𝑔̃( 𝑗+1) to denote the new values of 𝑔 and 𝑔̃

respectively.

The following four notations will be helpful to prove the amortized cost of the procedures:

Definition 3.6.3 (Definition of 𝑘 , 𝑘̃ , 𝑝, and 𝑝). In the 𝑗-th iteration, we define the following

notations:

1. 𝑘 𝑗 and 𝑘̃ 𝑗 denote outputs 𝑘 and 𝑘̃ of UpdateV on Line 4 of UpdateQuery (Algorithm 8).

2. 𝑝 𝑗 and 𝑝 𝑗 denote outputs 𝑝 and 𝑝 of UpdateG on Line 5 of UpdateQuery (Algorithm 8),

We also define a function 𝜓 that approximates absolute function |𝑥 | around 0. It will be used to

define the potential functions for amortized analysis.

Definition 3.6.4 (Definition of 𝜓 function). Let 𝜀mp ∈ (0, 1/10). Let 𝜓 : R→ R be defined by

𝜓(𝑥) =



|𝑥 |2
2𝜀mp

, |𝑥 | ∈ [0, 𝜀mp];

𝜀mp −
(2𝜀mp−|𝑥 |)2

2𝜀mp
, |𝑥 | ∈ (𝜀mp, 2𝜀mp];

𝜀mp, |𝑥 | ∈ (2𝜀mp, +∞).

We also make the following assumption about the values of 𝜀mp and 𝜀far:

Assumption 3.6.5. The error parameters satisfy 0 < 𝜀mp < 1/10 and 0 < 𝜀far <
𝜀mp

100 log 𝑛 .

3.6.3 Facts Based on Adjust and Two Levels of SoftThreshold

The following facts are direct results from the algorithms, and they are proved solely based on

the algorithms. They will be useful when proving the lemmas of amortized running time.

Fact 3.6.6 (Characterization of 𝑘̃ (Line 4), 𝑣̃tmp (Line 4), 𝑣̃new (Line 5) of UpdateV). In the 𝑗-th iter-

ation, ∀𝑖 ∈ [𝑛], let 𝑦𝑖 = |𝑤 ( 𝑗+1)𝑖
/𝑣̃ ( 𝑗)
𝑖
−1|. Let 𝜋 : [𝑛] → [𝑛] be the sorting such that 𝑦𝜋(𝑖) ≥ 𝑦𝜋(𝑖+1) .
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We have the following guarantees from the description of procedures SoftThreshold(Algorithm 7)

and Adjust (Algorithm 6).

1. {𝑖 ∈ [𝑛] : 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀mp/2} ⊆ 𝜋( [ 𝑘̃])

2. 𝑣̃tmp
𝑖

=


𝑤
( 𝑗+1)
𝑖

, if 𝑖 ∈ 𝜋( [ 𝑘̃]);

𝑣̃
( 𝑗)
𝑖
, otherwise.

3. 𝑣̃new
𝑖 =



𝑣
( 𝑗)
𝑖
, if 𝑖 ∈ 𝜋( [ 𝑘̃]) and 𝑤 ( 𝑗+1)

𝑖
∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑤
( 𝑗+1)
𝑖

, if 𝑖 ∈ 𝜋( [ 𝑘̃]) but 𝑤 ( 𝑗+1)
𝑖

∉ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑣̃
( 𝑗)
𝑖
, otherwise.

4. ∀𝑖 ∉ 𝜋( [ 𝑘̃]), |𝑤 ( 𝑗+1)
𝑖
/𝑣̃new
𝑖 − 1| < 𝜀mp.

Proof. Part 1 and 2. In Line 4 in Procedure UpdateV(Algorithm 9), we create 𝑣̃tmp, 𝑘̃ by calling

procedure SoftThreshold(𝑦𝑖 ← 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1), 𝑤 ( 𝑗+1) , 𝑣̃ ( 𝑗) , 𝜀mp/2, 𝑛𝑎̃).

From the initial assignment of 𝑘̃ on Line 5 of SoftThreshold(Algorithm 7), and the fact that the

repeat-loop (Line 7 to 9) only increases 𝑘 , we know that for any 𝑖 such that 𝑦𝑖 = 𝜓((𝑤new
𝑖
− 𝑣̃𝑖)/𝑣̃𝑖) ≥

𝜀mp/2, 𝑖 ∈ 𝜋( [ 𝑘̃]).

By how we calculate 𝑣̃tmp in SoftThreshold (Line 11 of Algorithm 7), Part 2 follows directly.

Part 3. We get 𝑣̃new by calling procedure Adjust
(
𝑣̃tmp, 𝑣̃ ( 𝑗) , 𝑣 ( 𝑗) , 𝜀far

)
(Line 5 in Procedure Up-

dateV, Algorithm 9). By Part 2 and the rule of how we calculate 𝑣̃new
𝑖

(see Line 5 to 8 in

Procedure Adjust(Algorithm 6)):

𝑣̃new
𝑖 ← 𝑣̃

tmp
𝑖

if 𝑣̃
tmp
𝑖

≠ 𝑣̃
( 𝑗)
𝑖

and 𝑣̃
tmp
𝑖
∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ] then

𝑣̃new
𝑖 ← 𝑣

( 𝑗)
𝑖

It is easy to see that for 𝑖 ∉ 𝜋( [ 𝑘̃]), 𝑣̃tmp
𝑖

= 𝑣̃
( 𝑗)
𝑖

, so 𝑣̃new
𝑖

= 𝑣̃
tmp
𝑖

= 𝑣̃
( 𝑗)
𝑖

. And for 𝑖 ∈ 𝜋( [ 𝑘̃]), if

119



𝑤
( 𝑗+1)
𝑖

∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ], then 𝑣̃new
𝑖

is adjusted to be 𝑣 ( 𝑗)
𝑖

, otherwise 𝑣̃new
𝑖

= 𝑣̃
tmp
𝑖

=

𝑤
( 𝑗+1)
𝑖

.

Part 4. From Part 3, 𝑣̃new
𝑖

has three possible values. If 𝑣̃new
𝑖

= 𝑤
( 𝑗+1)
𝑖

, we have |𝑤 ( 𝑗+1)
𝑖
/𝑣̃new
𝑖
−1| = 0.

If 𝑣̃new
𝑖

= 𝑣
( 𝑗)
𝑖

, we have 𝑤 ( 𝑗+1)
𝑖

∈ [(1−𝜀far)𝑣 ( 𝑗)𝑖 , (1+𝜀far)𝑣 ( 𝑗)𝑖 ]. So |𝑤 ( 𝑗+1)
𝑖
/𝑣̃new
𝑖
−1| < 𝜀far < 𝜀mp

(Assumption 3.6.5).

If 𝑣̃new
𝑖

= 𝑣̃
( 𝑗)
𝑖

, we have 𝑖 ∉ 𝜋( [ 𝑘̃]), then by Part 1 we know that 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) < 𝜀mp/2.

By definition of 𝜓 function (Definition 3.6.4), if 𝜓(𝑥) < 𝜀mp/2, we have |𝑥 | < 𝜀mp.

Fact 3.6.7 (Characterization of 𝑘 (Line 7), 𝑣new (Line 7) of UpdateV). In the 𝑗-th iteration,

∀𝑖 ∈ [𝑛], let 𝑦𝑖 = 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1). Let 𝜋 : [𝑛] → [𝑛] be the sorting

such that 𝑦𝜋(𝑖) ≥ 𝑦𝜋(𝑖+1) . We have the following guarantees from the description of procedure

SoftThreshold (Algorithm 7).

1.
{
𝑖 ∈ [𝑛] : 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀2

far/(32𝜀mp)
}
⊆ 𝜋( [𝑘])

2. 𝑣new
𝑖 =


𝑤
( 𝑗+1)
𝑖

, if 𝑖 ∈ 𝜋( [𝑘]);

𝑣
( 𝑗)
𝑖
, otherwise.

3. ∀𝑖 ∉ 𝜋( [𝑘]), |𝑤 ( 𝑗+1)
𝑖
/𝑣new
𝑖 − 1| < 𝜀mp.

Proof. Part 1 and 2. From Line 7 of UpdateV (Algorithm 9) 𝑣new ∈ R𝑛 is the output of

SoftThreshold(𝑦𝑖 ← 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1), 𝑤 ( 𝑗+1) , 𝑣 ( 𝑗) ,

𝜀2
far

32𝜀mp
, 𝑛𝑎).

The statements then follow from a similar proof as that of Part 1 and 2 of Fact 3.6.6.

Part 3. From Part 2, 𝑣new
𝑖

has two possible values. If 𝑣new
𝑖

= 𝑤
( 𝑗+1)
𝑖

, we have |𝑤 ( 𝑗+1)
𝑖
/𝑣new
𝑖
− 1| = 0.

If 𝑣new
𝑖

= 𝑣
( 𝑗)
𝑖

, we have 𝑖 ∉ 𝜋( [𝑘]), then by Part 1 we know that 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) <

𝜀2
far/(32𝜀mp) < 𝜀mp/2 (Assumption 3.6.5). Then |𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1| < 𝜀mp by Definition 3.6.4.

Fact 3.6.8 (̃𝑣 is far away from 𝑣). For any 𝑗 ∈ {0, ..., 𝑇}, for any 𝑖 ∈ [𝑛], either 𝑣 ( 𝑗)
𝑖

= 𝑣̃
( 𝑗)
𝑖

, or

|𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| > 𝜀far.
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Proof. We prove it by induction. When initializing, we set 𝑣 (0) = 𝑣̃ (0) (Line 14 of Initialize,

Algorithm 5), so the statement is true when 𝑗 = 0.

In later iterations, 𝑣 and 𝑣̃ can only be modified by procedure UpdateV. And in UpdateV

(Algorithm 9), the if branch on Line 6 ensures that we can enter at most one of MatrixUpdate or

PartialMatrexUpdate. Now we analyze iteration 𝑗 by looking into these two cases.

Case 1. When we enter Procedure MatrixUpdate, we always set 𝑣 ← 𝑣new and 𝑣̃ ← 𝑣new (Line 13

of Algorithm 13). So 𝑣 ( 𝑗+1) = 𝑣̃ ( 𝑗+1) , and the statement holds in this case.

Case 2. When we enter Procedure PartialMatrexUpdate, we know we did not enter Proce-

dure MatrixUpdate due to the else-if branch, and we do not modify 𝑣 in PartialMatrexUpdate,

so 𝑣 does not change, i.e., 𝑣 ( 𝑗+1) = 𝑣 ( 𝑗) .

And for 𝑣̃, we set 𝑣̃ ( 𝑗+1) ← 𝑣̃new (Line 16 in Algorithm 14), where 𝑣̃new is defined on Line 5 of

Procedure UpdateV(Algorithm 9). By Part 3 of Fact 3.6.6 we have

𝑣̃
( 𝑗+1)
𝑖

← 𝑣̃new
𝑖 =



𝑣
( 𝑗)
𝑖
, if 𝑖 ∈ 𝜋( [ 𝑘̃]) and 𝑤 ( 𝑗+1)

𝑖
∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑤
( 𝑗+1)
𝑖

, if 𝑖 ∈ 𝜋( [ 𝑘̃]) but 𝑤 ( 𝑗+1)
𝑖

∉ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑣̃
( 𝑗)
𝑖
, otherwise.

In the first case, we have 𝑣̃ ( 𝑗+1)
𝑖

= 𝑣
( 𝑗)
𝑖

= 𝑣
( 𝑗+1)
𝑖

, and the lemma statement holds.

In the second case, we have |𝑣̃ ( 𝑗+1)
𝑖
/𝑣 ( 𝑗+1)
𝑖

− 1| = |𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| > 𝜀far, and the lemma

statement is also true.

In the third case we have 𝑣̃ ( 𝑗+1) = 𝑣̃ ( 𝑗) . The lemma statement is true by induction hypothesis.

The following corollary follows from the above fact and triangle inequality:

Corollary 3.6.9. For any 𝑗 ∈ {0, . . . , 𝑇} and any 𝑖 ∈ [𝑛], if 𝑣 ( 𝑗)
𝑖

≠ 𝑣̃
( 𝑗)
𝑖

, then ∀𝑥 ∈ R, we have

|
𝑥 − 𝑣 ( 𝑗)

𝑖

𝑣
( 𝑗)
𝑖

| + |
𝑥 − 𝑣̃ ( 𝑗)

𝑖

𝑣̃
( 𝑗)
𝑖

| ≥ 𝜀far/2.
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Proof. Since 𝑣 ( 𝑗)
𝑖

≠ 𝑣̃
( 𝑗)
𝑖

, from Fact 3.6.8, we have

|𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| > 𝜀far. (3.44)

We consider the following two cases depend on the value of |𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
|:

Case 1, |𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| ≤ 1: We have

|
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| = |
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| · |
𝑣
( 𝑗 )
𝑖

𝑣̃
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| ≥ |
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| ≥ |
𝑣̃
( 𝑗 )
𝑖
− 𝑣 ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| > 𝜀far.

where the second step follows from the assumption of Case 1 that |𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| ≤ 1, the third step

follows from triangle inequality, and the fourth step follows from Eq. (3.44).

Case 2, |𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| > 1: We have

|
𝑣̃
( 𝑗)
𝑖
− 𝑣 ( 𝑗)

𝑖

𝑣̃
( 𝑗)
𝑖

| =
| (𝑣̃ ( 𝑗)

𝑖
− 𝑣 ( 𝑗)

𝑖
)/𝑣 ( 𝑗)

𝑖
|

|𝑣̃ ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
|

≥
|(𝑣̃ ( 𝑗)

𝑖
− 𝑣 ( 𝑗)

𝑖
)/𝑣 ( 𝑗)

𝑖
|

| (𝑣̃ ( 𝑗)
𝑖
− 𝑣 ( 𝑗)

𝑖
)/𝑣 ( 𝑗)

𝑖
| + 1

≥ 𝜀far

𝜀far + 1
≥ 𝜀far/2.

where the second step follows from triangle inequality, the third step follows from Eq. (3.44) and

the fact that function 𝑥
𝑥+1 is monotonically increasing, and the last step follows from 𝜀far ≤ 1.

Then similar as Case 1 we have

|
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣
( 𝑗 )
𝑖

| = |
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| · |
𝑣̃
( 𝑗 )
𝑖

𝑣
( 𝑗 )
𝑖

| ≥ |
𝑥 − 𝑣̃ ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| + |
𝑥 − 𝑣 ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| ≥ |
𝑣̃
( 𝑗 )
𝑖
− 𝑣 ( 𝑗 )

𝑖

𝑣̃
( 𝑗 )
𝑖

| > 𝜀far/2.

Fact 3.6.10 (Lower bound on 𝑘 𝑗 ). In the 𝑗-th iteration, we have that either 𝑘 𝑗 = 0, or 𝑘 𝑗 ≥ 𝑛𝑎.

Proof. Recall that 𝑘 𝑗 is the second returned value by UpdateV on Line 4 of UpdateQuery

(Algorithm 8). If in UpdateV (Algorithm 9) we do not enter the if-branch on Line 6, then by the

return clauses on Line 19 and Line 22, we have that 𝑘 𝑗 = 0.

Now we only need to prove that when we enter the if-branch on Line 6 of UpdateV (Algo-
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rithm 9), the returned value 𝑘 𝑗 = 𝑘 ≥ 𝑛𝑎. When the if-clause on Line 6 is true, we have

| supp(𝑣̃new − 𝑣 ( 𝑗)) | ≥ 𝑛𝑎, (3.45)

where 𝑣̃new is defined on Line 5. ∀𝑖 ∈ [𝑛], let 𝑦𝑖 = 𝜓(𝑤 ( 𝑗+1)𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1). Let

𝜋 : [𝑛] → [𝑛] be the sorting such that 𝑦𝜋(𝑖) ≥ 𝑦𝜋(𝑖+1) . From Part 1 of Fact 3.6.7, we have

{
𝑖 ∈ [𝑛] : 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀2

far/(32𝜀mp)
}
⊆ 𝜋( [𝑘]). (3.46)

Now it suffices to prove

supp(𝑣̃new − 𝑣 ( 𝑗)) ⊆
{
𝑖 : 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀2

far/(32𝜀mp)
}
, (3.47)

because then we would have

𝑘 𝑗 = 𝑘 = |𝜋( [𝑘]) | ≥
���{𝑖 : 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀2

far/(32𝜀mp)
}���

≥ | supp(𝑣̃new − 𝑣 ( 𝑗)) | ≥ 𝑛𝑎,

where the first step follows from the definition of 𝑘 𝑗 , the third step follows from Eq. (3.46), the

fourth step follows from Eq. (3.47), and the fifth step follows from Eq. (3.45).

Now it remains to prove Eq. (3.47). We first prove that

supp(𝑣̃new − 𝑣 ( 𝑗)) ⊆
{
𝑖 : |𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1| + |𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1| ≥ 𝜀far/2

}
.

Using Part 3 of Fact 3.6.6 we know that 𝑣̃new
𝑖

can be 𝑣 ( 𝑗)
𝑖

, 𝑤 ( 𝑗+1)
𝑖

, or 𝑣̃ ( 𝑗)
𝑖

. So for any 𝑖 ∈

supp(𝑣̃new − 𝑣 ( 𝑗)), since 𝑣̃new
𝑖

≠ 𝑣
( 𝑗)
𝑖

, we know that 𝑣̃new
𝑖

is either 𝑣̃ ( 𝑗)
𝑖

or 𝑤 ( 𝑗+1)
𝑖

. We consider these

two cases:

1. 𝑣̃new
𝑖

= 𝑣̃
( 𝑗)
𝑖

≠ 𝑣
( 𝑗)
𝑖

. Using Corollary 3.6.9, and plugging in 𝑥 ← 𝑤
( 𝑗+1)
𝑖

we directly have that
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|𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| + |𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1| ≥ 𝜀far/2.

2. 𝑣̃new
𝑖

= 𝑤
( 𝑗+1)
𝑖

≠ 𝑣
( 𝑗)
𝑖

. By Part 3 of Fact 3.6.6 we have 𝑤 ( 𝑗+1)
𝑖

∉ [(1− 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ],

which then gives us |𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| ≥ 𝜀far ≥ 𝜀far/2.

Thus we always have that ∀𝑖 ∈ supp(𝑣̃new − 𝑣 ( 𝑗)), |𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| + |𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1| ≥ 𝜀far/2. So

at least one of the following is true:

|𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| ≥ 𝜀far/4 or |𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1| ≥ 𝜀far/4.

Without loss of generality, assume |𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1| ≥ 𝜀far

4 . We have

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) ≥ 𝜓(𝜀far/4) = 𝜀2

far/(32𝜀mp).

where the first two steps follow from 𝜓 is non-negative and non-decreasing, and the third step

follows from 𝜓(𝜀far/4) = 𝜀2
far/(32𝜀mp) (see Definition 3.6.4 of 𝜓). Thus this proves Eq. (3.47).

Fact 3.6.11 (Lower bound on 𝑘̃ 𝑗 ). In the 𝑗-th iteration, we have that either 𝑘̃ 𝑗 = 0, or 𝑘̃ 𝑗 ≥ 𝑛𝑎̃.

Proof. Recall that 𝑘̃ 𝑗 is the third returned value by UpdateV on Line 4 of UpdateQuery (Algo-

rithm 8). If in UpdateV (Algorithm 9) we do not enter the else-if branch on Line 14, then by the

return clauses on Line 12 and Line 22, we have that 𝑘̃ 𝑗 = 0.

Now we only need to prove that when we enter the else-if branch on Line 14 of UpdateV

(Algorithm 9), the returned value 𝑘̃ 𝑗 = 𝑘̃ ≥ 𝑛𝑎̃. When the if-clause on Line 14 is true, we have

| supp(𝑣̃new − 𝑣̃ ( 𝑗)) | ≥ 𝑛𝑎̃ .

From Part 3 of Fact 3.6.6, we have | supp(𝑣̃new − 𝑣̃ ( 𝑗)) | ⊆ 𝜋( [ 𝑘̃]). Therefore,

𝑘̃ 𝑗 = 𝑘̃ ≥ | supp(𝑣̃new − 𝑣̃ ( 𝑗)) | ≥ 𝑛𝑎̃ .
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Fact 3.6.12 (Characterization of MatrixUpdate). Assume Assumption 3.6.5 is true. In the 𝑗-th

iteration, ∀𝑖 ∈ [𝑛], let 𝑦𝑖 = 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1). Let 𝜋 : [𝑛] → [𝑛] be the

sorting such that 𝑦𝜋(𝑖) ≥ 𝑦𝜋(𝑖+1) . If 𝑘 𝑗 > 0, we have the following:

1. 𝑘 𝑗 satisfies that either 𝑘 𝑗 = 𝑛 or 𝑦𝜋(𝑘 𝑗 ) < (1 − 1/log 𝑛) · 𝑦𝜋(𝑘 𝑗/1.5) .

2. 𝑦𝜋(𝑘 𝑗 ) ≥ 𝜀2
far/(3200𝜀mp).

3. After the procedure MatrixUpdate,


𝑣̃
( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗+1)
𝜋(𝑖) = 𝑤

( 𝑗+1)
𝜋(𝑖) , ∀𝑖 ≤ 𝑘 𝑗 ;

𝑣̃
( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗)
𝜋(𝑖) = 𝑣̃

( 𝑗)
𝜋(𝑖) , ∀𝑖 > 𝑘 𝑗 .

4. The running time of MatrixUpdate in the 𝑗 th iteration is Tmat(𝑘 𝑗 , 𝑛1+𝑜(1) , 𝑛).

Proof. Part 1 and Part 2. Note that as long as 𝑘 𝑗 > 0, 𝑘 𝑗 is the 𝑘 computed in Line 7 in

Procedure UpdateV(Algorithm 9). By Fact 3.6.10 and 𝑘 𝑗 ≠ 0, we have 𝑘 𝑗 ≥ 𝑛𝑎. Therefore, when

calculating 𝑘 using one call of SoftThreshold (Line 7 in Algorithm 9), we must have entered

the repeat-until branch (Line 7 to 9 in Algorithm 7). So 𝑘 𝑗 must satisfy the end condition of the

repeat-loop that either 𝑘 𝑗 = 𝑛 or 𝑦𝜋(𝑘 𝑗 ) < (1− 1/log 𝑛) · 𝑦𝜋(𝑘 𝑗/1.5) . This finishes the proof of Part 1.

Further, let 𝑘∗ denote the largest index such that 𝑦𝜋(𝑘∗) ≥ 𝜀2
far/(32𝜀mp). We have

𝑦𝜋(𝑘 𝑗 ) ≥ (1 − 1/log 𝑛)log1.5 𝑘 𝑗−log1.5 𝑘
∗ · 𝑦𝜋(𝑘∗) ≥ (1 − 1/log 𝑛)log1.5 𝑛 ·

𝜀2
far

32𝜀mp
≥

𝜀2
far

3200𝜀mp
,

where the first step follows from the repeat-loop (Line 8 in Algorithm 7), the second step follows

from log1.5 𝑘 𝑗 − log1.5 𝑘
∗ ≤ log1.5 𝑛 and 𝑦𝜋(𝑘∗) ≥ 𝜀2

far/(32𝜀mp), and the last step follows from the

fact that for 𝑛 ≥ 4, (1 − 1/log 𝑛)log1.5 𝑛 ≥ 1/100. This finishes the proof of Part 2.

Part 3. From Line 13 of MatrixUpdate (Algorithm 13) we have that 𝑣 ( 𝑗+1) = 𝑣̃ ( 𝑗+1) = 𝑣new.
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Using Part 2 of Fact 3.6.7, we have that


𝑣new
𝜋(𝑖) = 𝑤

( 𝑗+1)
𝜋(𝑖) , ∀𝑖 ≤ 𝑘 𝑗 ;

𝑣new
𝜋(𝑖) = 𝑣

( 𝑗)
𝜋(𝑖) , ∀𝑖 > 𝑘 𝑗 ,

(3.48)

so we have


𝑣̃
( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗+1)
𝜋(𝑖) = 𝑤

( 𝑗+1)
𝜋(𝑖) , ∀𝑖 ≤ 𝑘 𝑗 ;

𝑣̃
( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗)
𝜋(𝑖) , ∀𝑖 > 𝑘 𝑗 .

Note that by Part 1, either 𝑘 𝑗 = 𝑛 or 𝑦𝜋(𝑘 𝑗 ) < (1− 1/log 𝑛) · 𝑦𝜋(𝑘 𝑗/1.5) . If 𝑘 𝑗 = 𝑛, there is no 𝑖 > 𝑘 𝑗 ,

so the proof is already finished.

Otherwise, for any 𝑖 > 𝑘 𝑗 , we prove that 𝑣̃ ( 𝑗)
𝜋(𝑖) = 𝑣

( 𝑗)
𝜋(𝑖) by contradiction. If 𝑣̃ ( 𝑗)

𝜋(𝑖) ≠ 𝑣
( 𝑗)
𝜋(𝑖) , using

Corollary 3.6.9 and plugging in 𝑥 ← 𝑤
( 𝑗+1)
𝜋(𝑖) , we have |𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣
( 𝑗)
𝜋(𝑖) −1| + |𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) −1| ≥ 𝜀far/2,

so at least one of the following is true:

|𝑤 ( 𝑗+1)
𝜋(𝑖) /𝑣

( 𝑗)
𝜋(𝑖) − 1| ≥ 𝜀far/4 or |𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) − 1| ≥ 𝜀far/4.

Thus we have

𝑦𝜋(𝑖) = 𝜓(𝑤 ( 𝑗+1)𝜋(𝑖) /𝑣
( 𝑗)
𝜋(𝑖) − 1) + 𝜓(𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) − 1) ≥ 𝜓(𝜀far/4) = 𝜀2

far/(32𝜀mp),

where the first two steps follow from 𝜓 is non-negative and non-decreasing, and the third step

follows from 𝜓(𝜀far/4) = 𝜀2
far/(32𝜀mp) (see Definition 3.6.4 of 𝜓).

Then we have 𝑦𝜋(𝑘 𝑗 ) ≥ 𝑦𝜋(𝑖) ≥ 𝜀2
far/(32𝜀mp) since 𝑦 is decreasingly sorted according to 𝜋 and

𝑖 > 𝑘 𝑗 . But from the initial assignment of 𝑘 𝑗 on Line 5 of SoftThreshold(Algorithm 7), and

that 𝑘 𝑗 can only strictly increase afterwards, we have that 𝑦𝜋(𝑘 𝑗 ) < 𝜀2
far/(32𝜀mp). This leads to

contradiction. Thus we have 𝑣̃ ( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗+1)
𝜋(𝑖) = 𝑣

( 𝑗)
𝜋(𝑖) = 𝑣̃

( 𝑗)
𝜋(𝑖) , ∀𝑖 > 𝑘 𝑗 .

Part 4. This directly follows from Lemma 3.5.12 which proves the running time of MatrixUpdate
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per call.

Fact 3.6.13 (Characterization of PartialMatrixUpdate). Assume Assumption 3.6.5 is true. In

the 𝑗-th iteration, ∀𝑖 ∈ [𝑛], let 𝑦𝑖 = 𝜓(𝑤 ( 𝑗+1)𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1). Let 𝜋 : [𝑛] → [𝑛] be the sorting such that

𝑦𝜋(𝑖) ≥ 𝑦𝜋(𝑖+1) . If 𝑘̃ 𝑗 > 0, we have the following:

1. 𝑘̃ 𝑗 satisfies that either 𝑘̃ 𝑗 = 𝑛 or 𝑦
𝜋( 𝑘̃ 𝑗 ) < (1 − 1/log 𝑛) · 𝑦

𝜋( 𝑘̃ 𝑗/1.5) .

2. 𝑦
𝜋( 𝑘̃ 𝑗 ) ≥ 𝜀mp/100.

3. After the procedure PartialMatrixUpdate, ∀𝑖 ∈ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑣̃ ( 𝑗+1)𝑖
satisfies

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) ≤ 𝜀mp/(200 log 𝑛), (3.49)

and ∀𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑣̃ ( 𝑗+1)𝑖
= 𝑣̃
( 𝑗)
𝑖

. Also, ∀𝑖 ∈ [𝑛], 𝑣 ( 𝑗+1)
𝑖

= 𝑣
( 𝑗)
𝑖

.

4. The running time of PartialMatrixUpdate in the 𝑗-th iteration is Tmat( 𝑘̃ 𝑗 , 𝑛𝑎, 𝑛𝑎).

Proof. Part 1 and 2. Note that as long as 𝑘̃ 𝑗 > 0, 𝑘̃ 𝑗 is the 𝑘̃ computed in Line 4 in Procedure Up-

dateV (Algorithm 9). By Fact 3.6.11, we have 𝑘̃ ≥ 𝑛𝑎̃. So by a similar argument as that of the

proof Part 1 and 2 of Fact 3.6.12, we can prove Part 1 and 2 of this fact.

Part 3. Because we do not modify 𝑣 in PartialMatrixUpdate, so ∀𝑖 ∈ [𝑛], 𝑣 ( 𝑗+1)
𝑖

= 𝑣
( 𝑗)
𝑖

.

In procedure PartialMatrixUpdate, we set 𝑣̃ ( 𝑗+1) ← 𝑣̃new (Line 16 of Algorithm 14), where

𝑣̃new is created by one call to SoftThreshold (Line 4 in UpdateV, Algorithm 8). By Part 3 of

Fact 3.6.6, we have

𝑣̃new
𝑖 ←



𝑣
( 𝑗)
𝑖
, if 𝑖 ∈ 𝜋( [ 𝑘̃]) and 𝑤 ( 𝑗+1)

𝑖
∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑤
( 𝑗+1)
𝑖

, if 𝑖 ∈ 𝜋( [ 𝑘̃]) but 𝑤 ( 𝑗+1)
𝑖

∉ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ];

𝑣̃
( 𝑗)
𝑖
, otherwise.

For 𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑣̃ ( 𝑗+1)𝑖
= 𝑣̃
( 𝑗)
𝑖

.
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For 𝑖 ∈ 𝜋( [ 𝑘̃ 𝑗 ]), if 𝑣̃ ( 𝑗+1)
𝑖

= 𝑣̃new
𝑖

= 𝑤
( 𝑗+1)
𝑖

, Eq. (3.49) is trivially true since𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
−1) =

0.

Otherwise 𝑣̃ ( 𝑗+1)
𝑖

= 𝑣̃new
𝑖

= 𝑣
( 𝑗)
𝑖

and 𝑤 ( 𝑗+1)
𝑖

∈ [(1 − 𝜀far)𝑣 ( 𝑗)𝑖 , (1 + 𝜀far)𝑣 ( 𝑗)𝑖 ], we have:

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) = 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
− 1) ≤ 𝜓(𝜀far) = 𝜀2

far/(2𝜀mp) ≤ (𝜀mp/(200 log 𝑛)),

where the last step is by 𝜀far ≤ 𝜀mp/(100 log 𝑛) (Assumption 3.6.5).

Part 4. This directly follows from Lemma 3.5.18 which proves the running time of PartialMa-

trixUpdate per call.

Corollary 3.6.14. Assume Assumption 3.6.5 is true. In the 𝑗-th iteration, if we enter PartialMa-

trixUpdate, we must have ∀𝑖 ∈ [𝑛], 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) ≤ 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1).

Proof. If we enter PartialMatrixUpdate, we must have 𝑘̃ 𝑗 > 0. By Part 2,3 of Fact 3.6.13, there

is some permutation 𝜋 such that ∀𝑖 ∈ 𝜋( [ 𝑘̃ 𝑗 ]),

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) ≥ 𝜀mp/100 and 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) ≤ 𝜀mp/(200 log 𝑛) < 𝜀mp/100.

And also by Part 3 of Fact 3.6.13, ∀𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑣̃ ( 𝑗+1)𝑖
= 𝑣̃
( 𝑗)
𝑖

. Therefore, ∀𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]), we have

that 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) = 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1).

3.6.4 Amortized Analysis for MatrixUpdate

Definitions

Definition 3.6.15 (𝑥 and 𝑦 for MatrixUpdate). For any 𝑗 ∈ {0, 1, . . . , 𝑇 − 1}, and for any 𝑖 ∈ [𝑛],

we define 𝑥 ( 𝑗)
𝑖

and 𝑦 ( 𝑗)
𝑖

as follows:

𝑥
( 𝑗)
𝑖

:= 𝜓(𝑤 ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1), 𝑦

( 𝑗)
𝑖

:= 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1) + 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1),

where 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) and 𝑤 ( 𝑗) are defined as of Definition 3.6.1.
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Note that the difference between 𝑥 ( 𝑗)
𝑖

and 𝑦
( 𝑗)
𝑖

is that 𝑤 changes from 𝑤 ( 𝑗) to 𝑤 ( 𝑗+1) . The

difference between 𝑦 ( 𝑗)
𝑖

and 𝑥 ( 𝑗+1)
𝑖

is that 𝑣 and 𝑣̃ changes from 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) to 𝑣 ( 𝑗+1) , 𝑣̃ ( 𝑗+1) .

For convenience, we define permutations of the coordinates that are sorted according to 𝑥 or 𝑦.

Definition 3.6.16 (Sorting permutations for MatrixUpdate). For any 𝑗 ∈ {0, 1, . . . , 𝑇}, let 𝜏𝑗 be

the permutation such that 𝑥 ( 𝑗)
𝜏𝑗 (𝑖) ≥ 𝑥

( 𝑗)
𝜏𝑗 (𝑖+1) , and let 𝜋 𝑗 be the permutation such that 𝑦 ( 𝑗)

𝜋 𝑗 (𝑖) ≥ 𝑦
( 𝑗)
𝜋 𝑗 (𝑖+1) .

When it is clear from the context that we are only arguing about the 𝑗-th iteration, for simplicity

we assume the coordinates of vector 𝑥 ( 𝑗) ∈ R𝑛 are sorted such that 𝑥 ( 𝑗)
𝑖
≥ 𝑥 ( 𝑗)

𝑖+1. And we use 𝜏 and

𝜋 to denote the permutations such that 𝑥 ( 𝑗+1)
𝜏(𝑖) ≥ 𝑥

( 𝑗+1)
𝜏(𝑖+1) and 𝑦 ( 𝑗)

𝜋(𝑖) ≥ 𝑦
( 𝑗)
𝜋(𝑖+1) .

Definition 3.6.17 (𝑔 for MatrixUpdate). For some 𝑎 ≤ 𝛼, where 𝛼 is the dual exponent of matrix

multiplication, we define 𝑔 ∈ R𝑛 as follows:

𝑔𝑖 =


𝑛−𝑎, if 𝑖 ≤ 𝑛𝑎;

𝑖
𝜔−2
1−𝑎 −1 · 𝑛−

𝑎 (𝜔−2)
1−𝑎 , if 𝑖 ∈ (𝑛𝑎, 𝑛] .

Note that 𝑔 is non-increasing. For all 𝑘 𝑗 ∈ (𝑛𝑎, 𝑛], (𝑘 𝑗 · 𝑔𝑘 𝑗𝑛2) = 𝑘
𝜔−2
1−𝑎
𝑗
· 𝑛2− 𝑎 (𝜔−2)

1−𝑎 is an upper

bound of the running time Tmat(𝑛, 𝑛, 𝑘 𝑗 ) of multiplying a 𝑛 × 𝑛 matrix with a 𝑛 × 𝑘 𝑗 matrix. For

more details please refer to [96].

Definition 3.6.18 (Potential function Φ for MatrixUpdate). We define the potential function in

the 𝑗-th iteration as

Φ 𝑗 =

𝑛∑︁
𝑖=1

𝑔𝑖 · 𝑥 ( 𝑗)𝜏𝑗 (𝑖) .

Note that we always have Φ 𝑗 ≥ 0 since ∀𝑖, 𝑔𝑖 and 𝑥 ( 𝑗)
𝑖

are both non-negative.

Main Result

Lemma 3.6.19 (Amortized time for MatrixUpdate). Let sequences {𝑤 ( 𝑗)}𝑇
𝑗=0, {𝑣 ( 𝑗)}𝑇

𝑗=0, {𝑣̃ ( 𝑗)}𝑇
𝑗=0

be defined as of Definition 3.6.1, let 𝑘 𝑗 be defined as of Definition 3.6.3, and let {𝑥 ( 𝑗)}𝑇
𝑗=0, {𝑦 ( 𝑗)}𝑇

𝑗=0,
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𝑔, Φ be defined as of Definition 3.6.15, 3.6.17 and 3.6.18. If we further have the condition that the

input sequence satisfies the following: ∀ 𝑗 ∈ {0, ..., 𝑇 − 1}

𝑛∑︁
𝑖=1
(E[𝑤 ( 𝑗+1)

𝑖
|𝑤 ( 𝑗 ) ]/𝑤 ( 𝑗 )

𝑖
− 1)2 ≤ 𝐶2

1 ,

𝑛∑︁
𝑖=1
(E[(𝑤 ( 𝑗+1)

𝑖
/𝑤 ( 𝑗 )

𝑖
− 1)2 | 𝑤 ( 𝑗 ) ])2 ≤ 𝐶2

2 , |𝑤
( 𝑗+1)
𝑖
/𝑤 ( 𝑗 )

𝑖
− 1| ≤ 1/4.

Then, we have that in expectation

1
𝑇

𝑇∑︁
𝑗=1

𝑘 𝑗𝑔𝑘 𝑗 = 𝑂

(
(
𝐶1𝜀mp

𝜀2
far
+ 𝐶2

𝜀2
far
) · log 𝑛 · ∥𝑔∥2

)
.

Further, combining with Lemma 3.5.12, the expected amortized running time per iteration of

MatrixUpdate is

𝑂

(
(
𝐶1𝜀mp

𝜀2
far
+ 𝐶2

𝜀2
far
) · (𝑛2−𝑎/2 + 𝑛𝜔−1/2) log 𝑛

)
.

Proof. First note that in the 𝑗-th iteration, the value of the potentialΦ 𝑗 depends on𝑤 ( 𝑗) , 𝑣 ( 𝑗) and 𝑣̃ ( 𝑗) .

And the value of 𝑣 ( 𝑗) and 𝑣̃ ( 𝑗) are affected by both MatrixUpdate and PartialMatrixUpdate.

We upper bound how much the potential function can increase due to changing 𝑤 ( 𝑗) to 𝑤 ( 𝑗+1) in

Section 3.6.4, and we also lower bound how much the potential function can decrease because of

changing 𝑣 ( 𝑗) to 𝑣 ( 𝑗+1) and 𝑣̃ ( 𝑗) to 𝑣̃ ( 𝑗+1) in Section 3.6.4.

In the beginning 𝑣 (0) = 𝑣̃ (0) = 𝑤 (0) , so Φ0 = 0. Also note that Φ 𝑗 ≥ 0,∀ 𝑗 ∈ [𝑇]. Thus we have

0 ≤ E[Φ𝑇 ] −Φ0 =

𝑇−1∑︁
𝑗=0

E[Φ 𝑗+1 −Φ 𝑗 ] =
𝑇−1∑︁
𝑗=0

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑥
( 𝑗+1)
𝜏(𝑖) − 𝑥

( 𝑗)
𝑖

]
=

𝑇−1∑︁
𝑗=0

(
𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

]
︸             ︷︷             ︸

𝑤 move

−
𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗+1)
𝜏(𝑖)

]
︸               ︷︷               ︸

𝑣,̃𝑣 move

)

≤
𝑇−1∑︁
𝑗=0

(
𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2 −Ω

(
𝜀2

far · 𝑘 𝑗 · 𝑔𝑘 𝑗/(𝜀mp log 𝑛)
) )

= 𝑇 · 𝑂 (𝐶1 + 𝐶2/𝜀mp)∥𝑔∥2 −
𝑇∑︁
𝑗=1

Ω

(
𝜀2

far · 𝑘 𝑗 · 𝑔𝑘 𝑗/(𝜀mp log 𝑛)
)
,

where the second step follows from splitting terms and the fact that Φ0 is deterministic, the third

130



step follows from the definition of Φ (Definition 3.6.18), the fourth step follows from splitting

terms, the fifth step follows from Lemma 3.6.20 which states that ∀𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) , we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2,

then this upper bound also holds for unconditional expectation, the fifth step also follows from

Lemma 3.6.24 which states that
∑𝑛
𝑖=1 𝑔𝑖 · (𝑦

( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗+1)
𝜏(𝑖) ) ≥ Ω(𝜀2

far · 𝑘 𝑗 · 𝑔𝑘 𝑗/(𝜀mp log 𝑛)).

Therefore, we have

1
𝑇

𝑇∑︁
𝑗=1

𝑘 𝑗𝑔𝑘 𝑗 ≤ 𝑂
(
(
𝐶1𝜀mp

𝜀2
far
+ 𝐶2

𝜀2
far
) · log 𝑛 · ∥𝑔∥2

)
.

Using Lemma 3.5.12, we have that the expected amortized running time per iteration of

MatrixUpdate is

1
𝑇

𝑇∑︁
𝑗=1
Tmat(𝑛, 𝑛, 𝑘 𝑗 ) ≤

𝑛2

𝑇

𝑇∑︁
𝑗=1

𝑘 𝑗𝑔𝑘 𝑗 = 𝑂

(
(
𝐶1𝜀mp

𝜀2
far
+ 𝐶2

𝜀2
far
) · 𝑛2 log 𝑛 · ∥𝑔∥2

)
= 𝑂

(
(
𝐶1𝜀mp

𝜀2
far
+ 𝐶2

𝜀2
far
) · (𝑛2−𝑎/2 + 𝑛𝜔−1/2) log 𝑛

)
,

where the first step follows from the definition of 𝑔 which gives that Tmat(𝑛, 𝑛, 𝑘 𝑗 ) ≤ 𝑛2𝑘 𝑗𝑔𝑘 𝑗 , and

the third step follows from Lemma 3.6.25 that ∥𝑔∥2 = 𝑂 (𝑛−𝑎/2 + 𝑛𝜔−5/2).

𝑤 Move

The goal of this section is to prove Lemma 3.6.20.

Lemma 3.6.20 (𝑤 move). In the 𝑗-th iteration, for any possible values 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗) , we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp)∥𝑔∥2. (3.50)

Proof. For simplicity, in this proof we write E[·] as a shorthand of E[·|𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)].
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Observe that since the non-negative values 𝑥 ( 𝑗)
𝑖

are sorted in descending order, and 𝑔 is also

non-increasing, we have

𝑛∑︁
𝑖=1

𝑔𝑖𝑥
( 𝑗)
𝜋(𝑖) ≤

𝑛∑︁
𝑖=1

𝑔𝑖𝑥
( 𝑗)
𝑖
. (3.51)

We then have

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑥
( 𝑗 )
𝑖
] ≤

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑥
( 𝑗 )
𝜋 (𝑖) ]

=

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗+1)𝜋 (𝑖) /𝑣
( 𝑗 )
𝜋 (𝑖) − 1) + 𝜓(𝑤 ( 𝑗+1)

𝜋 (𝑖) /𝑣̃
( 𝑗 )
𝜋 (𝑖) − 1)] −

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗 )𝜋 (𝑖)/𝑣
( 𝑗 )
𝜋 (𝑖) − 1) + 𝜓(𝑤 ( 𝑗 )

𝜋 (𝑖)/𝑣̃
( 𝑗 )
𝜋 (𝑖) − 1)]

=

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗+1)𝜋 (𝑖) /𝑣
( 𝑗 )
𝜋 (𝑖) − 1) − 𝜓(𝑤 ( 𝑗 )

𝜋 (𝑖)/𝑣
( 𝑗 )
𝜋 (𝑖) − 1)] +

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗+1)𝜋 (𝑖) /𝑣̃
( 𝑗 )
𝜋 (𝑖) − 1) − 𝜓(𝑤 ( 𝑗 )

𝜋 (𝑖)/𝑣̃
( 𝑗 )
𝜋 (𝑖) − 1)]

where the first step follows from Eq.(3.51), the second step follows from the definitions of 𝑥 ( 𝑗) and

𝑦 ( 𝑗) (Definition 3.6.15).

Now
∑𝑛
𝑖=1 𝑔𝑖 · E[𝑦

( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖
] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp)∥𝑔∥2 directly follows from Lemma 3.6.21 and

Lemma 3.6.22.

It remains to prove the following two lemmas.

Lemma 3.6.21. Under Assumption 3.6.5, in the 𝑗-th iteration, for any 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗) we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗+1)𝜋(𝑖) /𝑣
( 𝑗)
𝜋(𝑖) − 1) − 𝜓(𝑤 ( 𝑗)

𝜋(𝑖)/𝑣
( 𝑗)
𝜋(𝑖) − 1) | 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] = 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

Proof. For simplicity, in this proof we write E[·] as a shorthand of E[·|𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)]. And we

also define 𝑥 and 𝑦 as

𝑦𝑖 = 𝑤
( 𝑗+1)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1, 𝑥𝑖 = 𝑤

( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
− 1, (3.52)

132



and they are only used in this proof. Then the lemma statement becomes

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑦𝜋(𝑖)) − 𝜓(𝑥𝜋(𝑖))] = 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

Let 𝐼 be the set of indices such that |𝑥𝑖 | ≤ 1. We separate the term into two:

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑦𝜋(𝑖)) − 𝜓(𝑥𝜋(𝑖))] =
∑︁
𝑖∈𝐼
𝑔𝜋−1 (𝑖) · E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] +

∑︁
𝑖∈𝐼𝑐

𝑔𝜋−1 (𝑖) · E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] .

Case 1: Terms from 𝐼. Mean value theorem shows that for any 𝑦𝑖, there exist 𝜁 such that

𝜓(𝑦𝑖) − 𝜓(𝑥𝑖) = 𝜓′(𝑥𝑖) (𝑦𝑖 − 𝑥𝑖) +
1
2
𝜓′′(𝜁) (𝑦𝑖 − 𝑥𝑖)2

≤ 𝜓′(𝑥𝑖) ·
𝑤
( 𝑗+1)
𝑖
− 𝑤 ( 𝑗)

𝑖

𝑣
( 𝑗)
𝑖

+ 𝐿2

2
· (
𝑤
( 𝑗+1)
𝑖
− 𝑤 ( 𝑗)

𝑖

𝑣
( 𝑗)
𝑖

)2,

where the second step follows from plugging in the definition of 𝑥𝑖 and 𝑦𝑖 in Eq. (3.52), and letting

𝐿2 = max𝑥 𝜓′′(𝑥). Taking conditional expectation (over 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗)) on both sides, we get

E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] ≤ 𝜓′(𝑥𝑖) ·
E[𝑤 ( 𝑗+1)

𝑖
] − 𝑤 ( 𝑗)

𝑖

𝑣
( 𝑗)
𝑖

+ 𝐿2

2
1

(𝑣 ( 𝑗)
𝑖
)2

E[(𝑤 ( 𝑗+1)
𝑖
− 𝑤 ( 𝑗)

𝑖
)2]

= 𝜓′(𝑥𝑖) ·
𝑤
( 𝑗)
𝑖

𝑣
( 𝑗)
𝑖

· 𝛽𝑖 +
𝐿2

2
(𝑤 ( 𝑗)

𝑖
)2

(𝑣 ( 𝑗)
𝑖
)2
𝛾𝑖,

where 𝛽𝑖 and 𝛾𝑖 are defined as 𝛽𝑖 = E[𝑤 ( 𝑗+1)
𝑖
]/𝑤 ( 𝑗)

𝑖
− 1, 𝛾𝑖 = E[(𝑤 ( 𝑗+1)

𝑖
/𝑤 ( 𝑗)

𝑖
− 1)2].

This then gives us

∑︁
𝑖∈𝐼

𝑔𝜋−1 (𝑖) · E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] ≤
∑︁
𝑖∈𝐼

𝑔𝜋−1 (𝑖) · 𝜓′(𝑥𝑖) ·
𝑤
( 𝑗 )
𝑖

𝑣
( 𝑗 )
𝑖

· 𝛽𝑖 +
∑︁
𝑖∈𝐼

𝑔𝜋−1 (𝑖) ·
𝐿2

2
·
(𝑤 ( 𝑗 )

𝑖
)2

(𝑣 ( 𝑗 )
𝑖
)2
· 𝛾𝑖 . (3.53)

For the term 𝑤
( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖

, we note that for 𝑖 ∈ 𝐼, we have

|𝑤 ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| = |𝑥𝑖 + 1| ≤ |𝑥𝑖 | + 1 ≤ 2, (3.54)
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where the first step follows the definition of 𝑥𝑖 in Eq. (3.52), the second step follows from triangle

inequality, and the third step follows from |𝑥𝑖 | ≤ 1 for 𝑖 ∈ 𝐼.

Using this, we can bound the first term of Eq. (3.53) by

∑︁
𝑖∈𝐼
𝑔𝜋−1 (𝑖) · 𝜓′(𝑥𝑖) ·

𝑤
( 𝑗)
𝑖

𝑣
( 𝑗)
𝑖

· 𝛽𝑖 ≤
(∑︁
𝑖∈𝐼

(
𝑔𝜋−1 (𝑖) · 𝜓′(𝑥𝑖) ·

𝑤
( 𝑗)
𝑖

𝑣
( 𝑗)
𝑖

)2 ·
∑︁
𝑖∈𝐼

𝛽2
𝑖

)1/2

≤
(∑︁
𝑖∈𝐼
(2𝐿1 · 𝑔𝜋−1 (𝑖))2 ·

∑︁
𝑖∈𝐼

𝛽2
𝑖

)1/2

≤ 𝑂 (𝐿1) ·
( 𝑛∑︁
𝑖=1

𝑔2
𝑖 · 𝐶2

1

)1/2
= 𝑂 (𝐶1𝐿1∥𝑔∥2), (3.55)

where 𝐿1 = max𝑥 |𝜓′(𝑥) |, the first step follows by Cauchy-Schwarz inequality, and the second

step follows by |𝜓′(𝑥𝑖) | ≤ 𝐿1 and |𝑤 ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| ≤ 2 by Eq.(3.54), and the third step follows from∑𝑛

𝑖=1 𝛽
2
𝑖
≤ 𝐶2

1 from the lemma statement of Lemma 3.6.19.

For the second term of Eq. (3.53), we have

∑︁
𝑖∈𝐼
𝑔𝜋−1 (𝑖) ·

𝐿2

2
·
(𝑤 ( 𝑗)

𝑖
)2

(𝑣 ( 𝑗)
𝑖
)2
· 𝛾𝑖 ≤ 𝑂 (𝐿2) ·

𝑛∑︁
𝑖=1

𝑔𝜋−1 (𝑖) · 𝛾𝑖 ≤ 𝑂 (𝐿2) · ∥𝑔∥2 · ∥𝛾∥2 = 𝑂 (𝐶2𝐿2∥𝑔∥2),

(3.56)

where the first step follows from |𝑤 ( 𝑗)
𝑖
/𝑣 ( 𝑗)
𝑖
| ≤ 2 by Eq.(3.54), the second step follows from Cauchy-

Schwarz inequality, and the third step follows from
∑𝑛
𝑖=1 𝛾

2
𝑖
≤ 𝐶2

2 from the lemma statement of

Lemma 3.6.19.

Now, plugging the bound of Eq. (3.55) and Eq. (3.56) into Eq. (3.53) and using that 𝐿1 = 𝑂 (1),

𝐿2 = 𝑂 (1/𝜀mp) (from Part 4 of Lemma 3.6.37), we have that

∑︁
𝑖∈𝐼
𝑔𝜋−1 (𝑖) · E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

Case 2: Terms from 𝐼𝑐. For all 𝑖 ∈ 𝐼𝑐, we have |𝑥𝑖 | > 1. Note that 𝜓(𝑥) is a constant for 𝑥 ≥ 2𝜀mp,

and from Assumption 3.6.5 we assume that 𝜀mp ≤ 1/4. Therefore, if |𝑦𝑖 | ≥ 1/2, we have that
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𝜓(𝑦𝑖) − 𝜓(𝑥𝑖) = 0. Hence, we only need to consider the 𝑖 ∈ 𝐼𝑐 such that |𝑦𝑖 | < 1/2. For these 𝑖,

|𝑦𝑖 − 𝑥𝑖 | ≥ |𝑥𝑖 | − |𝑦𝑖 | > 1/2, (3.57)

where the first step follows by triangle inequality, and the second step follows from the assumptions

|𝑥𝑖 | > 1 and |𝑦𝑖 | < 1/2. We also have

|𝑦𝑖 − 𝑥𝑖 | =
���(𝑤 ( 𝑗+1)𝑖

− 𝑤 ( 𝑗 )
𝑖
)/𝑣 ( 𝑗 )

𝑖

��� = ���𝑤 ( 𝑗+1)𝑖
/𝑣 ( 𝑗 )
𝑖

��� · ���(𝑤 ( 𝑗+1)𝑖
− 𝑤 ( 𝑗 )

𝑖
)/𝑤 ( 𝑗+1)

𝑖

��� ≤ 3
2

���1 − 𝑤 ( 𝑗 )𝑖 /𝑤 ( 𝑗+1)𝑖

��� ,
(3.58)

where the first step follows from the definition of 𝑦𝑖 and 𝑥𝑖 in Eq. (3.52), the third step follows from

|𝑦𝑖 | = |𝑤 ( 𝑗+1)𝑖
/𝑣 ( 𝑗)
𝑖
− 1| < 1/2 and thus |𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗)
𝑖
| < 3/2.

Combining Eq. (3.57) and Eq. (3.58), we have that |1 − 𝑤 ( 𝑗)
𝑖
/𝑤 ( 𝑗+1)

𝑖
| > 1/3 and hence

|𝑤 ( 𝑗)
𝑖
/𝑤 ( 𝑗+1)

𝑖
| < 2/3 or |𝑤 ( 𝑗)

𝑖
/𝑤 ( 𝑗+1)

𝑖
| > 4/3, which then gives us |𝑤 ( 𝑗+1)

𝑖
/𝑤 ( 𝑗)

𝑖
− 1| > 1/4, but

this contradicts with the lemma statement of Lemma 3.6.19, so |𝑦𝑖 | < 1/2 is impossible.

Hence, we have

∑︁
𝑖∈𝐼𝑐

𝑔𝜋−1 (𝑖) · E[𝜓(𝑦𝑖) − 𝜓(𝑥𝑖)] = 0.

Combining both cases, we have the result.

Lemma 3.6.22. In the 𝑗-th iteration, for any 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗) we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝜓(𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) − 1) − 𝜓(𝑤 ( 𝑗)

𝜋(𝑖)/𝑣̃
( 𝑗)
𝜋(𝑖) − 1)

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] = 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

Proof. The proof of this lemma is exactly the same as that of Lemma 3.6.21, just replace all 𝑣 with

𝑣̃ in the proof of Lemma 3.6.21.

Note that in the proof of Lemma 3.6.21 we do not have any requirement on 𝑣, so in fact we have

the following more generalized lemma.
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Lemma 3.6.23 (Generalized “𝑤 move” lemma). Let {𝑤 ( 𝑗)}𝑇
𝑗=0 be a random sequence that satisfies

∀ 𝑗 ∈ {0, ..., 𝑇 − 1},

𝑛∑︁
𝑖=1

(
E[𝑤 ( 𝑗+1)

𝑖
|𝑤 ( 𝑗 ) ]/𝑤 ( 𝑗 )

𝑖
− 1

)2
≤ 𝐶2

1 ,

𝑛∑︁
𝑖=1

(
E[(𝑤 ( 𝑗+1)

𝑖
/𝑤 ( 𝑗 )

𝑖
− 1)2 | 𝑤 ( 𝑗 ) ]

)2
≤ 𝐶2

2 , |𝑤
( 𝑗+1)
𝑖
/𝑤 ( 𝑗 )

𝑖
− 1| ≤ 1/4.

Let {𝑣 ( 𝑗)}𝑇
𝑗=0 be another random sequence such that ∀ 𝑗 ∈ [𝑇], 𝑣 ( 𝑗) only depends on 𝑤 ( 𝑗) and

𝑣 ( 𝑗−1) . Let 𝜓 be defined as of Definition 3.6.4, where the parameter 𝜀mp < 1/4. Let 𝑔 ∈ R𝑛 be

a sequence that is non-increasing, i.e., 𝑔1 ≥ 𝑔2 ≥ · · · ≥ 𝑔𝑛. Let 𝜋 𝑗 : [𝑛] → [𝑛] be the sorting

𝜓(𝑤 ( 𝑗+1)
𝜋(𝑖) /𝑣

( 𝑗)
𝜋(𝑖) − 1) ≥ 𝜓(𝑤 ( 𝑗+1)

𝜋(𝑖+1)/𝑣
( 𝑗)
𝜋(𝑖+1) − 1).

Then ∀ 𝑗 ∈ {0, ..., 𝑇 − 1}, in the 𝑗-th iteration, for any 𝑤 ( 𝑗) and 𝑣 ( 𝑗) we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝜓(𝑤 ( 𝑗+1)

𝜋 𝑗 (𝑖) /𝑣
( 𝑗)
𝜋 𝑗 (𝑖) − 1) − 𝜓(𝑤 ( 𝑗)

𝜋 𝑗 (𝑖)/𝑣
( 𝑗)
𝜋 𝑗 (𝑖) − 1)

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗)] = 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

𝑣, 𝑣̃ Move

The goal of this section is to prove Lemma 3.6.24.

Lemma 3.6.24 (𝑣, 𝑣̃ move). In the 𝑗-th iteration, we have,

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥ Ω

(𝜀2
far · 𝑘 𝑗 · 𝑔𝑘 𝑗
𝜀mp log 𝑛

)
,

in which 𝜋, 𝜏 : [𝑛] → [𝑛] are permutations such that 𝑦 ( 𝑗)
𝜋(𝑖) ≥ 𝑦

( 𝑗)
𝜋(𝑖+1) and 𝑥 ( 𝑗+1)

𝜏(𝑖) ≥ 𝑥
( 𝑗+1)
𝜏(𝑖+1) .

Proof. Case 1, 𝑘 𝑗 = 0. When 𝑘 𝑗 = 0, we didn’t enter the MatrixUpdate procedure, so 𝑣 ( 𝑗+1) =

𝑣 ( 𝑗) . If we further enter the PartialMatrixUpdate procedure and change 𝑣̃, we have that ∀𝑖 ∈ [𝑛],

𝑦
( 𝑗)
𝑖
− 𝑥 ( 𝑗+1)

𝑖
= 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) − 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) ≥ 0,

where the first step follows by the definition of 𝑥 ( 𝑗+1)
𝑖

and 𝑦 ( 𝑗)
𝑖

(Definition 3.6.15) and the fact that

𝑣 do not change, and the last step follows by Corollary 3.6.14.
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Thus 𝑦 ( 𝑗)
𝑖
≥ 𝑥 ( 𝑗+1)

𝑖
, ∀𝑖 ∈ [𝑛]. Since 𝑔𝑖 and 𝑦 ( 𝑗)

𝜋(𝑖) are both non-increasing, we have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜏(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥ 0 = Ω(𝜀2

far · 𝑘 𝑗 · 𝑔𝑘 𝑗/(𝜀mp log 𝑛)),

where the last step follows by 𝑘 𝑗 = 0.

Case 2, 𝑘 𝑗 ≠ 0. When 𝑘 𝑗 ≠ 0, we must have entered MatrixUpdate, and by Fact 3.6.10, we must

have 𝑘 𝑗 ≥ 𝑛𝑎. By Part 3 of Fact 3.6.12, the difference between 𝑥 ( 𝑗+1) and 𝑦 ( 𝑗) is that in coordinates

𝑖 ∈ 𝜋( [𝑘 𝑗 ]), 𝑥 ( 𝑗+1)𝑖
is cleared to 0, and in other coordinates 𝑥 ( 𝑗+1)

𝑖
is the same with 𝑦 ( 𝑗)

𝑖
. So we have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) =

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘 𝑗 )). (3.59)

Note that when the subscripts are out of range, we define 𝑦 ( 𝑗)
𝜋(𝑛+1) = · · · = 𝑦

( 𝑗)
𝜋(𝑛+𝑘 𝑗 ) = 0.

Part 2 of Fact 3.6.12 shows that

𝑦
( 𝑗)
𝜋(𝑘 𝑗 ) ≥ 𝜀

2
far/(3200𝜀mp). (3.60)

Part 1 of Fact 3.6.12 shows that either 𝑘 𝑗 = 𝑛 or 𝑦 ( 𝑗)
𝜋(𝑘 𝑗 ) < (1 − 1/log 𝑛)𝑦 ( 𝑗)

𝜋(𝑘 𝑗/1.5) . If 𝑘 𝑗 = 𝑛, we let

𝐿 = 𝑘 𝑗 = 𝑛, otherwise we let 𝐿 = 𝑘 𝑗/1.5. The 𝐿 we choose always satisfied that for all 𝑖 ∈ [𝐿],

𝑦
( 𝑗)
𝜋(𝑖) − 𝑦

( 𝑗)
𝜋(𝑖+𝑘 𝑗 ) ≥ 𝑦

( 𝑗)
𝜋(𝐿) − 𝑦

( 𝑗)
𝜋(1+𝑘 𝑗 ) ≥ 𝜀2

far/(3200𝜀mp log 𝑛), (3.61)

where the first step follows by 𝑦 ( 𝑗)
𝜋(𝑖) is non-increasing, the second step is true because:

1. In the case of 𝑘 𝑗 = 𝑛, 𝑦
( 𝑗)
𝜋(𝐿) = 𝑦

( 𝑗)
𝜋(𝑘 𝑗 ) ≥

𝜀2
far

3200𝜀mp
by Eq. (3.60) and 𝑦 ( 𝑗)

𝜋(𝑘 𝑗+1) = 𝑦
( 𝑗)
𝜋(𝑛+1) = 0.

2. In the case of 𝑦 ( 𝑗)
𝜋(𝑘 𝑗 ) < (1 − 1/log 𝑛)𝑦 ( 𝑗)

𝜋(𝑘 𝑗/1.5) , we have

𝑦
( 𝑗)
𝜋(𝐿) − 𝑦

( 𝑗)
𝜋(1+𝑘 𝑗 ) ≥ 𝑦

( 𝑗)
𝜋(𝑘 𝑗/1.5) − 𝑦

( 𝑗)
𝜋(𝑘 𝑗 ) ≥ 𝑦

( 𝑗)
𝜋(𝑘 𝑗/1.5)/log 𝑛 ≥ 𝜀2

far/(3200𝜀mp log 𝑛),

where the second step follows from the inequality of 𝑦 ( 𝑗)
𝜋(𝑘 𝑗 ) , and the third step follows from
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Eq. (3.60) and the fact that 𝑦 ( 𝑗)
𝜋(𝑖) is non-increasing.

Putting it all together, we have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘 𝑗 )) ≥

𝐿∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘 𝑗 ))

≥
𝐿∑︁
𝑖=1

𝑔𝑖 ·
( 𝜀2

far
3200𝜀mp log 𝑛

)
= Ω

(𝜀2
far · 𝑘 𝑗 · 𝑔𝑘 𝑗
𝜀mp log 𝑛

)
,

where the first step is by Eq. (3.59), the second step follows from 𝑦
( 𝑗)
𝜋(𝑖) is non-increasing and

thus all terms ≥ 0, the third step is by Eq. (3.61), and the last step follows from 𝑔𝐿 ≥ 𝑔𝑘 𝑗 and

𝐿 = Ω(𝑘 𝑗 ).

ℓ2-Norm of 𝑔

Lemma 3.6.25 (ℓ2-norm of 𝑔). 𝑔 ∈ R𝑛 (Definition 3.6.17) satisfies ∥𝑔∥2 = 𝑂 (𝑛−𝑎/2 + 𝑛𝜔−5/2).

Proof. For 𝑖 ≤ 𝑛𝑎, we have
∑𝑛𝑎

𝑖=1 𝑔
2
𝑖
=

∑𝑛𝑎

𝑖=1 𝑛
−2𝑎 = 𝑛−𝑎.

For 𝑖 > 𝑛𝑎, note that there exists 𝑖 ∈ [𝑛] such that 𝑖 > 𝑛𝑎 implies 𝑎 < 1, so we have

𝑛∑︁
𝑖=𝑛𝑎+1

𝑔2
𝑖 =

𝑛∑︁
𝑖=𝑛𝑎+1

𝑖
2(𝜔−2)

1−𝑎 −2 · 𝑛−
2𝑎 (𝜔−2)

1−𝑎 = 𝑂 (1) ·
∫ 𝑛

𝑛𝑎+1
𝑥

2(𝜔−2)
1−𝑎 −2 · 𝑛−

2𝑎 (𝜔−2)
1−𝑎 d𝑥

= 𝑂 (1) ·max{𝑛
2(𝜔−2)

1−𝑎 −1, 𝑛
2𝑎 (𝜔−2)

1−𝑎 −𝑎} · 𝑛−
2𝑎 (𝜔−2)

1−𝑎 = 𝑂 (𝑛2𝜔−5 + 𝑛−𝑎).

Therefore, we have ∥𝑔∥2 = 𝑂 (𝑛−𝑎/2 + 𝑛𝜔−5/2).

3.6.5 Amortized Analysis for PartialMatrixUpdate

Definitions

Definition 3.6.26 (𝑥 and 𝑦 for PartialMatrixUpdate). For any 𝑗 ∈ {0, 1, . . . , 𝑇 − 1}, and for any

𝑖 ∈ [𝑛], we define 𝑥 ( 𝑗)
𝑖

and 𝑦 ( 𝑗)
𝑖

as follows:

𝑥
( 𝑗)
𝑖

:= 𝜓(𝑤 ( 𝑗)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1), 𝑦

( 𝑗)
𝑖

:= 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1),
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where 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) and 𝑤 ( 𝑗) are defined as of Definition 3.6.1.

Note that the difference between 𝑥 ( 𝑗)
𝑖

and 𝑦 ( 𝑗)
𝑖

is that 𝑤 is changing. The difference between

𝑦
( 𝑗)
𝑖

and 𝑥 ( 𝑗+1)
𝑖

is that 𝑣̃ is changing.

Definition 3.6.27 (Sorting permutations for PartialMatrixUpdate). For any 𝑗 ∈ {0, 1, . . . , 𝑇},

let 𝜏𝑗 be the permutation that 𝑥 ( 𝑗)
𝜏𝑗 (𝑖) ≥ 𝑥

( 𝑗)
𝜏𝑗 (𝑖+1) , and let 𝜋 𝑗 be the permutation that 𝑦 ( 𝑗)

𝜋(𝑖) ≥ 𝑦
( 𝑗)
𝜋(𝑖+1) .

When it is clear from the context that we are only arguing about the 𝑗-th iteration, for simplicity

we assume the coordinates of vector 𝑥 ( 𝑗) ∈ R𝑛 are sorted such that 𝑥 ( 𝑗)
𝑖
≥ 𝑥 ( 𝑗)

𝑖+1. And we use 𝜏 and

𝜋 to denote the permutations such that 𝑥 ( 𝑗+1)
𝜏(𝑖) ≥ 𝑥

( 𝑗+1)
𝜏(𝑖+1) and 𝑦 ( 𝑗)

𝜋(𝑖) ≥ 𝑦
( 𝑗)
𝜋(𝑖+1) .

Definition 3.6.28 (𝑔 for PartialMatrixUpdate). For some 𝑎̃ ≤ 𝛼 ·𝑎, where 𝛼 is the dual exponent

of matrix multiplication, and 𝑎 is the parameter for MatrixUpdate, we define 𝑔 ∈ R𝑛 as follows:

𝑔𝑖 =



𝑛−𝑎̃, if 𝑖 ≤ 𝑛𝑎̃;

𝑖
𝑎 (𝜔−2)
𝑎−𝑎 −1 · 𝑛−

𝑎𝑎 (𝜔−2)
𝑎−𝑎 , if 𝑖 ∈ (𝑛𝑎̃, 𝑛𝑎];

0 if 𝑖 > 𝑛𝑎 .

Note that 𝑔 is non-increasing. For all 𝑘̃ 𝑗 ∈ (𝑛𝑎̃, 𝑛𝑎], ( 𝑘̃ 𝑗 · 𝑔𝑘̃ 𝑗𝑛
2𝑎) = 𝑘̃

𝑎 (𝜔−2)
𝑎−𝑎

𝑗
· 𝑛2𝑎− 𝑎𝑎 (𝜔−2)

𝑎−𝑎 is an

upper bound of Tmat(𝑛𝑎, 𝑛𝑎, 𝑘̃ 𝑗 ) of multiplying a 𝑛𝑎 × 𝑛𝑎 matrix with a 𝑛𝑎 × 𝑘̃ 𝑗 matrix. For more

details please refer to [96].

Definition 3.6.29 (Potential function Φ for PartialMatrixUpdate). We define the potential func-

tion in the 𝑗-th iteration as

Φ 𝑗 =

𝑛∑︁
𝑖=1

𝑔𝑖 · 𝑥 ( 𝑗)𝜏𝑗 (𝑖) .

Note that we always have Φ 𝑗 ≥ 0 since ∀𝑖, 𝑔𝑖 and 𝑥 ( 𝑗)
𝑖

are both non-negative.
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Main Result

Lemma 3.6.30 (Amortized time for PartialMatrixUpdate). Let sequences {𝑤 ( 𝑗)}𝑇
𝑗=0, {𝑣 ( 𝑗)}𝑇

𝑗=0,

{𝑣̃ ( 𝑗)}𝑇
𝑗=0 be defined as of Definition 3.6.1, let 𝑘̃ 𝑗 be defined as of Definition 3.6.3, and let {𝑥 ( 𝑗)}𝑇

𝑗=0,

{𝑦 ( 𝑗)}𝑇
𝑗=0, 𝑔, Φ be defined as of Definition 3.6.15, 3.6.28 and 3.6.29. If we further have the condition

that the input sequence satisfies the following: ∀ 𝑗 ∈ {0, ..., 𝑇 − 1}

𝑛∑︁
𝑖=1
(E[𝑤 ( 𝑗+1)

𝑖
|𝑤 ( 𝑗)]/𝑤 ( 𝑗)

𝑖
− 1)2 ≤ 𝐶2

1 ,

𝑛∑︁
𝑖=1
(E[(𝑤 ( 𝑗+1)

𝑖
/𝑤 ( 𝑗)

𝑖
− 1)2 | 𝑤 ( 𝑗)])2 ≤ 𝐶2

2 ,

|𝑤 ( 𝑗+1)
𝑖
/𝑤 ( 𝑗)

𝑖
− 1| ≤ 1/4.

Then, we have that in expectation

1
𝑇

𝑇∑︁
𝑗=1

𝑘̃ 𝑗𝑔𝑘̃ 𝑗
= 𝑂

(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · log 𝑛 · ∥𝑔∥2
)
.

Further, combining with Lemma 3.5.18, the expected amortized running time per iteration of

PartialMatrixUpdate is

𝑂

(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎) log 𝑛
)
.

Proof. Similar to the proof of Lemma 3.6.19, we upper bound how much the potential function

can increase due to changing 𝑤 ( 𝑗) to 𝑤 ( 𝑗+1) (in Section 3.6.5), and also lower bound how much the

potential function can decrease because of changing 𝑣̃ ( 𝑗) to 𝑣̃ ( 𝑗+1) (in Section 3.6.5).
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Similar to Lemma 3.6.19, we have

0 ≤ E[Φ𝑇 ] −Φ0 =

𝑇−1∑︁
𝑗=0

(
𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

]
︸             ︷︷             ︸

𝑤 move

−
𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗+1)
𝜏(𝑖)

]
︸               ︷︷               ︸

𝑣̃ move

)

≤
𝑇−1∑︁
𝑗=0

(
𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2 −Ω(𝜀mp 𝑘̃ 𝑗𝑔𝑘̃ 𝑗/log 𝑛)

)
= 𝑇 · 𝑂 (𝐶1 + 𝐶2/𝜀mp)∥𝑔∥2 −

𝑇∑︁
𝑗=1

Ω(𝜀mp 𝑘̃ 𝑗𝑔𝑘̃ 𝑗/log 𝑛),

where the third step follows from Lemma 3.6.31 which states that ∀𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) , we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2,

then this upper bound also holds for unconditional expectation, the third step also follows from

Lemma 3.6.33 which states that
∑𝑛
𝑖=1 𝑔𝑖 ·

(
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗+1)
𝜏(𝑖)

)
≥ Ω(𝜀mp 𝑘̃ 𝑗𝑔𝑘̃ 𝑗/log 𝑛).

Therefore, we have

1
𝑇

𝑇∑︁
𝑗=1

𝑘̃ 𝑗𝑔𝑘̃ 𝑗
= 𝑂

(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · log 𝑛 · ∥𝑔∥2
)
.

Using Lemma 3.5.18, we have that the expected amortized running time per iteration of

PartialMatrixUpdate is

1
𝑇

𝑇∑︁
𝑗=1
Tmat(𝑛, 𝑛𝑎, 𝑘̃ 𝑗 ) ≤

1
𝑇

𝑇∑︁
𝑗=1
𝑛1−𝑎 · Tmat(𝑛𝑎, 𝑛𝑎, 𝑘̃ 𝑗 ) ≤

𝑛1+𝑎

𝑇

𝑇∑︁
𝑗=1

𝑘̃ 𝑗𝑔𝑘̃ 𝑗

= 𝑂

(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · 𝑛1+𝑎 log 𝑛 · ∥𝑔∥2
)

= 𝑂

(
(𝐶1/𝜀mp + 𝐶2/𝜀2

mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎) log 𝑛
)
,

where the first step follows from the fact that we can always divide a 𝑛 × 𝑛𝑎 matrix into 𝑛1−𝑎

copies of 𝑛𝑎 × 𝑛𝑎 matrices, the second step follows from Definition 3.6.28 of 𝑔 which gives that
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Tmat(𝑛𝑎, 𝑛𝑎, 𝑘̃ 𝑗 ) ≤ 𝑛2𝑎 · 𝑘̃ 𝑗𝑔𝑘̃ 𝑗 for 𝑛𝑎̃ ≤ 𝑘̃ 𝑗 ≤ 𝑛𝑎, and we indeed have 𝑘̃ 𝑗 ≥ 𝑛𝑎̃ (Fact 3.6.11) and

𝑘̃ 𝑗 ≤ 2𝑛𝑎 (Lemma 3.5.1) when entering PartialMatrixUpdate. (We ignore the 2 factor since

it can only increase the final amortized time by a constant factor.) The fourth step follows from

Lemma 3.6.34 that ∥𝑔∥2 = 𝑂 (𝑛−𝑎̃/2 + 𝑛𝑎𝜔−5𝑎/2).

𝑤 Move

The goal of this section is to prove Lemma 3.6.31.

Lemma 3.6.31 (𝑤 move). In the 𝑗-th iteration, for any possible values 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗) , we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝑦
( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] ≤ 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2. (3.62)

Proof. For simplicity, in this proof we write E[ · ] as a shorthand of E[ · | 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗) ].

Similar to the proof of Lemma 3.6.20, we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗)
𝑖
] ≤

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗)
𝜋(𝑖)]

=

𝑛∑︁
𝑖=1

𝑔𝑖 · E[𝜓(𝑤 ( 𝑗+1)𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) − 1) − 𝜓(𝑤 ( 𝑗)

𝜋(𝑖)/𝑣̃
( 𝑗)
𝜋(𝑖) − 1)],

where the first step follows from that the non-negative values 𝑥 ( 𝑗)
𝑖

are sorted in descending or-

der, and 𝑔 is also non-increasing, the second step follows from the definitions of 𝑥 ( 𝑗) and 𝑦 ( 𝑗)

(Definition 3.6.26.

Now
∑𝑛
𝑖=1 𝑔𝑖 · E[𝑦

( 𝑗)
𝜋(𝑖) − 𝑥

( 𝑗)
𝑖
] ≤ 𝑂 (𝐶1 +𝐶2/𝜀mp)∥𝑔∥2 directly follows from Lemma 3.6.32.

It remains to prove the following Lemma.

Lemma 3.6.32. In the 𝑗-th iteration, for any 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , and 𝑣̃ ( 𝑗) we have

𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝜓(𝑤 ( 𝑗+1)

𝜋(𝑖) /𝑣̃
( 𝑗)
𝜋(𝑖) − 1) − 𝜓(𝑤 ( 𝑗)

𝜋(𝑖)/𝑣̃
( 𝑗)
𝜋(𝑖) − 1)

��� 𝑤 ( 𝑗) , 𝑣 ( 𝑗) , 𝑣̃ ( 𝑗)] = 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2.

142



Proof. The proof of this lemma is exactly the same as that of Lemma 3.6.21, just replace all 𝑣 with

𝑣̃ in the proof of Lemma 3.6.21.

𝑣̃ Move

The goal of this section is to prove Lemma 3.6.33.

Lemma 3.6.33 (̃𝑣 move). In the 𝑗-th iteration, we have,

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥ Ω(𝜀mp𝑘 𝑗𝑔𝑘̃ 𝑗/log 𝑛).

Proof. Case 1. If we enter the MatrixUpdate procedure, we have 𝑘̃ 𝑗 = 0 since we won’t enter

the else branch in Line 13 of UpdateV (Algorithm 9). From Part 3 of Fact 3.6.12, we know that

∀𝑖 ≤ 𝑘 𝑗 , 𝑣̃ ( 𝑗+1)𝜋(𝑖) = 𝑤
( 𝑗+1)
𝜋(𝑖) , and ∀𝑖 > 𝑘 𝑗 , 𝑣̃ ( 𝑗+1)𝜋(𝑖) = 𝑣̃

( 𝑗)
𝜋(𝑖) . Therefore, ∀𝑖 ∈ [𝑛],

𝑥
( 𝑗+1)
𝑖

= 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣̃ ( 𝑗+1)
𝑖
− 1) ≤ 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣̃ ( 𝑗)
𝑖
− 1) = 𝑦 ( 𝑗)

𝑖
,

where the first and the third steps follow by the definition of 𝑥 ( 𝑗+1) and 𝑦 ( 𝑗) (Definition 3.6.26).

This means 𝑦 ( 𝑗)
𝑖
≥ 𝑥 ( 𝑗+1)

𝑖
, ∀𝑖 ∈ [𝑛]. Since 𝑔𝑖 and 𝑦 ( 𝑗)

𝜋(𝑖) are both non-increasing, we have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜏(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥ 0 = Ω(𝜀mp𝑘 𝑗𝑔𝑘̃ 𝑗/log 𝑛),

where the last step follows by 𝑘̃ 𝑗 = 0.

Case 2. If we do not enter both the MatrixUpdate and the PartialMatrixUpdate procedure,

nothing happens and 𝑥 ( 𝑗+1) is the same as 𝑦 ( 𝑗) , this statement also holds.

Case 3. Now we only need to consider the case where we enter the PartialMatrixUpdate

procedure. By Part 3 of Fact 3.6.13, 𝑥 ( 𝑗+1) satisfies that in coordinates 𝑖 ∈ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑥 ( 𝑗+1)𝑖
≤ 𝜀mp

200 log 𝑛 ,

and in coordinates 𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]), 𝑥 ( 𝑗+1) is the same with 𝑦 ( 𝑗) . So we decompose 𝑥 ( 𝑗+1) into two

pieces 𝑥 ( 𝑗+1) = 𝑥1 + 𝑥2, where 𝑥1 copies the values on coordinates 𝑖 ∈ 𝜋( [ 𝑘̃ 𝑗 ]) and has 0 on other

coordinates, and 𝑥2 copies the values on coordinates 𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]) and has 0 on other coordinates.
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And when the subscripts are out of range, we define 𝑦 ( 𝑗)
𝜋(𝑛+1) = · · · = 𝑦

( 𝑗)
𝜋(𝑛+𝑘 𝑗 ) = 0. We have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑥
( 𝑗+1)
𝜏 (𝑖) ) =

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑥1,𝜏 (𝑖) − 𝑥2,𝜏 (𝑖) ) ≥
𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑥2,𝜏 (𝑖) ) −
𝑘̃ 𝑗∑︁
𝑖=1

𝑔𝑖 ·
𝜀mp

200 log 𝑛

=

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑦
( 𝑗 )
𝜋 (𝑖+𝑘̃ 𝑗 )

) −
𝑘̃ 𝑗∑︁
𝑖=1

𝑔𝑖 ·
𝜀mp

200 log 𝑛

≥
𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗 )𝜋 (𝑖) − 𝑦
( 𝑗 )
𝜋 (𝑖+𝑘̃ 𝑗 )

) − 1.5
𝑘̃ 𝑗/1.5∑︁
𝑖=1

𝑔𝑖 ·
𝜀mp

200 log 𝑛
, (3.63)

where the second step follows by 𝑥1𝜏(𝑖) ≤
𝜀mp

200 log 𝑛 for 𝜏(𝑖) ∈ 𝜋( [ 𝑘̃ 𝑗 ]) and 𝑥1𝜏(𝑖) = 0 for 𝜏(𝑖) ∉

𝜋( [ 𝑘̃ 𝑗 ]), the third step follows by 𝑥2,𝜏(𝑖) = 0 for 𝜏(𝑖) ∈ 𝜋( [ 𝑘̃ 𝑗 ]) and 𝑥2,𝜏(𝑖) = 𝑦
( 𝑗)
𝜏(𝑖) for 𝑖 ∉ 𝜋( [ 𝑘̃ 𝑗 ]),

and the last step follows by 𝑔 is non-increasing.

Part 2 of Fact 3.6.13 shows that

𝑦
( 𝑗)
𝜋( 𝑘̃ 𝑗 )

≥ 𝜀mp/100 (3.64)

Part 1 of Fact 3.6.13 shows that either 𝑘̃ 𝑗 = 𝑛 or 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗 )

< (1− 1/log 𝑛) · 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗/1.5)

. If 𝑘̃ 𝑗 = 𝑛, we let

𝐿 = 𝑘̃ 𝑗 = 𝑛, otherwise we let 𝐿 = 𝑘̃ 𝑗/1.5. The 𝐿 we choose always satisfies that for all 𝑖 ∈ [𝐿],

𝑦
( 𝑗)
𝜋(𝑖) − 𝑦

( 𝑗)
𝜋(𝑖+𝑘̃ 𝑗 )

≥ 𝑦
( 𝑗)
𝜋(𝐿) − 𝑦

( 𝑗)
𝜋(1+𝑘̃ 𝑗 )

≥ 𝜀mp/(100 log 𝑛), (3.65)

where the first step follows by 𝑦 ( 𝑗)
𝜋(𝑖) is non-increasing, the second step is true because:

1. In the case of 𝑘̃ 𝑗 = 𝑛, we have 𝑦 ( 𝑗)
𝜋(𝐿) = 𝑦

( 𝑗)
𝜋( 𝑘̃ 𝑗 )

≥ 𝜀mp/100 by Eq. (3.64) and 𝑦
( 𝑗)
𝜋( 𝑘̃ 𝑗+1)

=

𝑦
( 𝑗)
𝜋(𝑛+1) = 0.

2. In the case of 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗 )

< (1 − 1/log 𝑛) · 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗/1.5)

, we have

𝑦
( 𝑗)
𝜋(𝐿) − 𝑦

( 𝑗)
𝜋(1+𝑘̃ 𝑗 )

≥ 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗/1.5)

− 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗 )

≥ 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗 )
/log 𝑛 ≥ 𝜀mp/(100 log 𝑛),

where we prove the second step by the inequality of 𝑦 ( 𝑗)
𝜋( 𝑘̃ 𝑗 )

, and the third by Eq. (3.64).
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Putting it all together, we have

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑥
( 𝑗+1)
𝜏(𝑖) ) ≥

𝑛∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘̃ 𝑗 )

) − 1.5
𝑘̃ 𝑗/1.5∑︁
𝑖=1

𝑔𝑖 ·
𝜀mp

200 log 𝑛

≥
𝐿∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘̃ 𝑗 )

) − 1.5
𝑘̃ 𝑗/1.5∑︁
𝑖=1

𝑔𝑖 ·
𝜀mp

200 log 𝑛

≥
𝐿∑︁
𝑖=1

𝑔𝑖 · (𝑦 ( 𝑗)𝜋(𝑖) − 𝑦
( 𝑗)
𝜋(𝑖+𝑘̃ 𝑗 )

− 1.5
𝜀mp

200 log 𝑛
)

≥
𝐿∑︁
𝑖=1

𝑔𝑖 · (
𝜀mp

100 log 𝑛
− 1.5

𝜀mp

200 log 𝑛
) = Ω(𝜀mp · 𝑘̃ 𝑗 · 𝑔𝑘̃ 𝑗/log 𝑛).

where first step is by Eq. (3.63), the second step follows from 𝑦
( 𝑗)
𝜋(𝑖) is non-increasing and thus all

terms ≥ 0, the third step follows from 𝐿 ≥ 𝑘̃ 𝑗/1.5, the forth step is by Eq. (3.65), and the last step

follows from 𝑔𝐿 ≥ 𝑔𝑘̃ 𝑗 and 𝐿 = Ω( 𝑘̃ 𝑗 ).

ℓ2-Norm of 𝑔

Lemma 3.6.34. 𝑔 ∈ R𝑛 (Definition 3.6.28) satisfies ∥𝑔∥2 = 𝑂 (𝑛−𝑎̃/2 + 𝑛𝑎𝜔−5𝑎/2).

Proof. The proof is same as that of Lemma 3.6.25. We replace 𝑛 by 𝑛𝑎, and 𝑛𝑎 by 𝑛𝑎̃.

3.6.6 Amortized Analysis for VectorUpdate

Lemma 3.6.35 (Amortized time for VectorUpdate). Let sequences {ℎ( 𝑗)}𝑇
𝑗=0, {𝑔( 𝑗)}𝑇

𝑗=0, {𝑔̃( 𝑗)}𝑇
𝑗=0

be defined as of Definition 3.6.2, and let 𝑝 𝑗 be defined as of Definition 3.6.3. If we further have the

condition that the input sequence satisfies the following: ∀ 𝑗 ∈ {0, ..., 𝑇 − 1}

𝑛∑︁
𝑖=1
(E[ℎ ( 𝑗+1)

𝑖
|ℎ ( 𝑗 ) ]/ℎ ( 𝑗 )

𝑖
− 1)2 ≤ 𝐶2

4 ,

𝑛∑︁
𝑖=1
(E[(ℎ ( 𝑗+1)

𝑖
/ℎ ( 𝑗 )
𝑖
− 1)2 | ℎ ( 𝑗 ) ])2 ≤ 𝐶2

5 , |ℎ
( 𝑗+1)
𝑖
/ℎ ( 𝑗 )
𝑖
− 1| ≤ 1/4.

Then, we have that in expectation

1. 1
𝑇

∑𝑇
𝑗=1 𝑝 𝑗𝑛

1+𝑜(1) = 𝑂
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · 𝑛1.5+𝑜(1) ) ,

2. 1
𝑇

∑𝑇
𝑗=1 𝑛

2𝑎 · 1𝑝 𝑗>0 = 𝑂
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · 𝑛1.5𝑎 ) .
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Further, combining with Lemma 3.5.20, the expected amortized running time per iteration of

VectorUpdate is

𝑂
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · 𝑛1.5+𝑜(1) ) .

Proof. Part 1. For the first equation, we define 𝑔 ∈ R𝑛 to be 𝑔𝑖 = 1, ∀𝑖 ∈ [𝑛]. Note that 𝑔 is

non-increasing, 𝑛1+𝑜(1) · (𝑝 𝑗𝑔𝑝 𝑗 ) = 𝑝 𝑗𝑛1+𝑜(1) , and ∥𝑔∥2 =
√
𝑛. Then we can use the same argument

as Lemma 3.6.19 for MatrixUpdate to prove that

1
𝑇

𝑇∑︁
𝑗=1

𝑝 𝑗𝑛
1+𝑜(1) = 𝑂

(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · 𝑛1+𝑜(1) · ∥𝑔∥2

)
= 𝑂

(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · 𝑛1.5+𝑜(1) ) .

Part 2. For the second equation, we define 𝑔 ∈ R𝑛 to be

𝑔𝑖 =


𝑛−𝑎, 𝑖 ≤ 𝑛𝑎,

𝑖−1, 𝑛𝑎 < 𝑖 < 𝑛.

Note that 𝑔 is non-increasing, and 𝑛2𝑎 · 1𝑝 𝑗>0 = 𝑛2𝑎 · 1𝑝 𝑗≥𝑛𝑎 ≤ 𝑛2𝑎 · (𝑝 𝑗𝑔𝑝 𝑗 ) since analogous to

Fact 3.6.10 we have that either 𝑝 𝑗 = 0 or 𝑝 𝑗 ≥ 𝑛𝑎. We also have

∥𝑔∥22 ≤
𝑛𝑎

𝑛2𝑎 +
∫ 𝑛

𝑛𝑎
𝑥−2d𝑥 = 𝑛−𝑎 + 𝑛−𝑎 − 𝑛−1 = 𝑂 (𝑛−𝑎).

Then we can use the same argument as Lemma 3.6.19 for MatrixUpdate to prove that

1
𝑇

𝑇∑︁
𝑗=1
𝑛2𝑎 · 1𝑝 𝑗>0 = 𝑂

(
(𝐶4/𝜀mp +𝐶5/𝜀2

mp) log 𝑛 · 𝑛2𝑎∥𝑔∥2
)
= 𝑂

(
(𝐶4/𝜀mp +𝐶5/𝜀2

mp) · log 𝑛 · 𝑛1.5𝑎 ) .
Combine Part 1 and Part 2. Using Lemma 3.5.20 and note that 𝑛1.5𝑎 ≤ 𝑛1.5+𝑜(1) , we have that the
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expected amortized running time per iteration of VectorUpdate is

1
𝑇

𝑇∑︁
𝑗=1
(𝑝 𝑗𝑛1+𝑜(1) + 𝑛2𝑎1𝑝 𝑗>0) = 𝑂

(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) · log 𝑛 · 𝑛1.5+𝑜(1) ) .
3.6.7 Amortized Analysis for PartialVectorUpdate

Lemma 3.6.36 (Amortized time for PartialVectorUpdate). Let sequences {ℎ( 𝑗)}𝑇
𝑗=0, {𝑔( 𝑗)}𝑇

𝑗=0,

{𝑔̃( 𝑗)}𝑇
𝑗=0 be defined as of Definition 3.6.2, and let 𝑝 𝑗 be defined as of Definition 3.6.3. If we further

have the condition that the input sequence satisfies the following: ∀ 𝑗 ∈ {0, ..., 𝑇 − 1}

𝑛∑︁
𝑖=1
(E[ℎ ( 𝑗+1)

𝑖
|ℎ ( 𝑗 ) ]/ℎ ( 𝑗 )

𝑖
− 1)2 ≤ 𝐶2

4 ,

𝑛∑︁
𝑖=1
(E[(ℎ ( 𝑗+1)

𝑖
/ℎ ( 𝑗 )
𝑖
− 1)2 | ℎ ( 𝑗 ) ])2 ≤ 𝐶2

5 , |ℎ
( 𝑗+1)
𝑖
/ℎ ( 𝑗 )
𝑖
− 1| ≤ 1/4.

Then, we have that in expectation

1. 1
𝑇

∑𝑇
𝑗=1 𝑝 𝑗𝑛

1+𝑜(1) = 𝑂
(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) · log 𝑛 · 𝑛1.5+𝑜(1) ) ,
2. 1

𝑇

∑𝑇
𝑗=1 𝑛

2𝑎 · 1𝑝 𝑗>0 = 𝑂
(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) · log 𝑛 · 𝑛2𝑎−𝑎̃/2) .
Further, combining with Lemma 3.5.26, the expected amortized running time per iteration of

PartialVectorUpdate is

𝑂
(
(𝐶4𝜀mp/𝜀2

far + 𝐶5/𝜀2
far) · log 𝑛 · (𝑛1.5+𝑜(1) + 𝑛2𝑎−𝑎̃/2)

)
.

Proof. First note that we always have 𝑝 𝑗 ≤ 2𝑛𝑎 by Lemma 3.5.1.

Part 1. For the first equation, we define 𝑔 ∈ R𝑛 to be 𝑔𝑖 = 1, ∀𝑖 ∈ [2𝑛𝑎], and 𝑔𝑖 = 0, ∀𝑖 ∉ [2𝑛𝑎].

Note that 𝑔 is non-increasing, 𝑛𝑎+𝑜(1) · (𝑝 𝑗𝑔𝑝 𝑗 ) = 𝑝 𝑗𝑛
𝑎+𝑜(1) , and ∥𝑔∥2 =

√
2𝑛𝑎. Then we can use

the same argument as Lemma 3.6.30 for PartialMatrixUpdate to prove that

1
𝑇

𝑇∑︁
𝑗=1

𝑝 𝑗𝑛
𝑎+𝑜 (1) = 𝑂

(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) log 𝑛 · 𝑛𝑎+𝑜 (1) · ∥𝑔∥2
)

= 𝑂
(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) · log 𝑛 · 𝑛1.5𝑎+𝑜 (1) ) .
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Part 2. For the second equation, we let 𝑔 ∈ R𝑛 be

𝑔𝑖 =



𝑛−𝑎̃, 𝑖 ≤ 𝑛𝑎̃,

𝑖−1, 𝑛𝑎̃ < 𝑖 ≤ 2𝑛𝑎,

0, 𝑖 > 2𝑛𝑎 .

Note that 𝑔 is non-increasing, and 𝑛2𝑎 · 1𝑝 𝑗>0 = 𝑛2𝑎 · 1𝑝 𝑗≥𝑛𝑎 ≤ 𝑛
2𝑎 · (𝑝 𝑗𝑔𝑝 𝑗 ) since analogous to

Fact 3.6.11 we have that either 𝑝 𝑗 = 0 or 𝑝 𝑗 ≥ 𝑛𝑎̃. We also have

∥𝑔∥22 =
𝑛𝑎̃

𝑛2𝑎̃ +
∫ 2𝑛𝑎

𝑛𝑎
𝑥−2d𝑥 = 𝑛−𝑎̃ + 𝑛−𝑎̃ − 𝑛−𝑎/2 = 𝑂 (𝑛−𝑎̃).

Then we can use the same argument as the Lemma 3.6.30 for PartialMatrixUpdate to prove that

1
𝑇

𝑇∑︁
𝑗=1
𝑛2𝑎 · 1𝑝 𝑗>0 = 𝑂

(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) log 𝑛 · 𝑛2𝑎∥𝑔∥2
)

= 𝑂
(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) log 𝑛 · 𝑛2𝑎−𝑎̃/2) .
Combine Part 1 and Part 2. Using Lemma 3.5.26 and note that 𝑛1.5𝑎 ≤ 𝑛1.5, we have that the

expected amortized running time per iteration of PartialVectorUpdate is

1
𝑇

𝑇∑︁
𝑗=1
(𝑝 𝑗𝑛1+𝑜(1) + 𝑛2𝑎 · 1𝑝 𝑗>0) = 𝑂

(
(𝐶4/𝜀mp + 𝐶5/𝜀2

mp) · log 𝑛 · (𝑛1.5+𝑜(1) + 𝑛2𝑎−𝑎̃/2)
)
.

3.6.8 Potential Function 𝜓

Lemma 3.6.37 (Properties of function 𝜓, Lemma 5.10 of [43]). Let function 𝜓 be defined as of

Definition 3.6.4. Then function 𝜓 satisfies the following properties:

1. Symmetric: 𝜓(−𝑥) = 𝜓(𝑥) and 𝜓(0) = 0;

2. 𝜓( |𝑥 |) is non-decreasing;

3. |𝜓′(𝑥) | = Ω(1),∀|𝑥 | ≤ 1.5𝜀mp;
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Figure 3.6: 𝜓(𝑥), 𝜓(𝑥)′ and 𝜓(𝑥)′′. For 𝜀mp ∈ (0, 1), and for simplicity we use 𝜀 in the figures.

4. 𝐿1 := max𝑥 𝜓′(𝑥) = 1 and 𝐿2 := max𝑥 𝜓′′(𝑥) = 1/𝜀mp;

5. 𝜓(𝑥) is a constant for |𝑥 | ≥ 2𝜀mp.

Proof. We can see that

𝜓(𝑥)′ =



|𝑥 |
𝜀mp

|𝑥 | ∈ [0, 𝜀mp]

2𝜀mp−|𝑥 |
𝜀mp

|𝑥 | ∈ (𝜀mp, 2𝜀mp]

0 𝑥 ∈ (2𝜀mp, +∞)

and 𝜓(𝑥)′′ =



1
𝜀mp

𝑥 ∈ [0, 𝜀mp] ∪ [−2𝜀mp,−𝜀mp]

− 1
𝜀mp

𝑥 ∈ (𝜀mp, 2𝜀mp] ∪ [−𝜀mp, 0]

0 𝑥 ∈ (2𝜀mp, +∞)

From the 𝜓(𝑥)′ and 𝜓(𝑥)′′, it is not hard to see that 𝜓 satisfies the properties needed.

3.7 Combining Data Structures with Optimization

In this section we combine the results of optimization and data structure to prove Theorem 3.1.2.

Our main algorithm is presented in Algorithm 17, and the implementation of the central path method

is presented in Algorithm 18. The choice of the parameters is shown in Table 3.6.

3.7.1 Implementation of One Step of Central Path

The central path method is implemented as Algorithm 18 using the data structure. In this

section we prove that the output of this algorithm indeed matches the definitions of Section 3.2.

First note that the 𝑥, 𝑠, 𝑤, and 𝜇 matches Definition 3.2.4, and 𝑥̃, 𝑠̃, 𝑤, 𝜇 matches Definition 3.2.5.

So it suffices to prove the following lemma.

Lemma 3.7.1 (Correctness of one step central path). The 𝛿̂𝑠 and 𝛿̂𝑥 returned by Algorithm 18

matches the definition in Definition 3.2.6.
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Algorithm 17 Main algorithm
1: procedure Main(𝐴, 𝑏, 𝑐, 𝛿, 𝑎, 𝑎̃) ⊲ Theorem 3.7.12
2: ⊲ 𝐴, 𝑏, 𝑐 are inputs of LP
3: ⊲ 𝛿 is the accuracy parameter
4: 𝜀mp ← 10−5/log 𝑛, 𝜀far ← 𝜀mp/100 log 𝑛, 𝜀 ← 10−7/log 𝑛
5: 𝜆← 40 log 𝑛, 𝑏sketch ← 1012√𝑛 log8 𝑛/𝜀2

mp, 𝐿sketch ← 𝑛1/2+𝑜(1)

6: 𝛿← min{ 𝛿2 ,
1
𝜆
}

7: Create 𝐿sketch sketching matrices 𝑅1, 𝑅2, · · · , 𝑅𝐿sketch ∈ R𝑏sketch×𝑛 ⊲ Lemma 2.2.15
8: Let 𝑅 = [𝑅⊤1 , 𝑅

⊤
2 , · · · , 𝑅

⊤
𝐿sketch
]⊤

9: Modify the linear program and obtain an initial 𝑥 and 𝑠.
10: Let mp𝑡 , mpΦ be projection maintenance data structures.
11: Let 𝑓𝑡 : 𝑥 ↦→

√
𝑥, and 𝑓Φ : 𝑥 ↦→ 𝜆 sinh(𝜆(𝑥 − 1))/

√
𝑥

12: 𝑡 ← 1
13: mp𝑡 .Initialize( 𝑓𝑡 , 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,

𝑥
𝑠
, 𝑥𝑠, 𝑅) ⊲ Algorithm 5

14: mpΦ.Initialize( 𝑓Φ, 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,
𝑥
𝑠
, 𝑥𝑠
𝑡
, 𝑅) ⊲ Algorithm 5

15: while 𝑡 > 𝛿2/(32𝑛3) do
16: 𝑡new ← (1 − 𝜀

3
√
𝑛
)𝑡

17: repeat
18: 𝛿𝑥 , 𝛿𝑠 ← OneStepCentralPath(mp𝑡 ,mpΦ, 𝑥, 𝑠, 𝑡, 𝑡new) ⊲ Algorithm 18
19: if the 𝐿sketch sketching matrices are used up then
20: re-initialize mp𝑡 and mpΦ with new skeching matrices.
21: end if
22: until ∥𝑥−1𝛿𝑥 ∥∞ ≤ 3𝜀, ∥𝑠−1𝛿𝑠∥∞ ≤ 3𝜀
23: 𝑥new ← 𝑥 + 𝛿𝑥 , 𝑠new ← 𝑠 + 𝛿𝑠
24: if Φ𝜆 (𝑥new𝑠new/𝑡 − 1) > 𝑛3 then
25: (𝑥new, 𝑠new) ← ClassicalStep(𝑥, 𝑠, 𝑡new) ⊲ Use the central path step of [39].
26: Construct sketching matrices 𝑅 similar as before.
27: mp𝑡 .Initialize( 𝑓1, 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,

𝑥new

𝑠new , 𝑥
new𝑠new, 𝑅) ⊲ Algorithm 5

28: mpΦ.Initialize( 𝑓2, 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,
𝑥new

𝑠new ,
𝑥new𝑠new

𝑡
, 𝑅) ⊲ Algorithm 5

29: end if
30: 𝑥 ← 𝑥new, 𝑠← 𝑠new, 𝑡 ← 𝑡new

31: end while
32: Return an approximate solution of the original linear program
33: end procedure

We prove this lemma by proving the correctness of all the intermediate variables of Algorithm 18

step by step in the following claims.

Claim 3.7.2. 𝛿̃𝑡 (Line 15) matches Definition 3.2.5, that 𝛿̃𝑡 = ( 𝑡
new

𝑡
− 1)𝜇.

Claim 3.7.3. 𝛿̃Φ (Line 16) matches Definition 3.2.5, that 𝛿̃Φ = − 𝜀2 · 𝑡
new · ∇Φ𝜆 (𝜇/𝑡−1)

∥∇Φ𝜆 (𝜇/𝑡−1)∥2 .
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Algorithm 18 One step central path
1: procedure OneStepCentralPath(mp𝑡 ,mpΦ, 𝑥, 𝑠, 𝑡, 𝑡new) ⊲ Lemma 3.7.1, Lemma 3.7.8
2: 𝑤 ← 𝑥/𝑠
3: 𝜇← 𝑥𝑠

4: (𝑤, 𝑔̃𝑡 , 𝑝𝑡) ← mp𝑡 .UpdateQuery(𝑤, 𝜇) ⊲ Algorithm 8
5: ⊲ mp𝑡 works with function 𝑓𝑡 (𝑥) =

√
𝑥

6: ⊲ 𝑤 ≈𝜀mp 𝑤, 𝑔̃𝑡 ≈𝜀mp 𝜇, 𝑝𝑡 = 𝑃(𝑤) 𝑓𝑡 (𝑔̃𝑡)
7: (𝑤, 𝑔̃Φ, 𝑝Φ) ← mpΦ.UpdateQuery(𝑤, 𝜇/𝑡) ⊲ Algorithm 8
8: ⊲ mpΦ works with function 𝑓Φ(𝑥) = ∇Φ(𝑥 − 1)/

√
𝑥

9: ⊲ 𝑤 ≈𝜀mp 𝑤, 𝑔̃Φ ≈𝜀mp 𝜇/𝑡, 𝑝Φ = 𝑃(𝑤) 𝑓Φ(𝑔̃Φ)
10: ⊲ Two data structures will return the same 𝑤
11: 𝑞Φ ← 𝑓Φ(𝑔̃Φ)
12: 𝜇← 𝑔̃Φ · 𝑡
13: 𝑥̃ ←

√︁
𝜇𝑤

14: 𝑠̃←
√︁
𝜇/𝑤 ⊲ 𝑥̃ and 𝑠̃ satisfies 𝜇 = 𝑥̃ 𝑠̃ and 𝑤 = 𝑥̃/𝑠̃

15: 𝛿̃𝑡 ← ( 𝑡
new

𝑡
− 1)𝜇

16: 𝛿̃Φ ← − 𝜀2 · 𝑡
new ·

√
𝜇/𝑡·𝑞Φ

∥∇Φ𝜆 (𝜇/𝑡−1)∥2
17: 𝛿̃𝜇 ← 𝛿̃𝑡 + 𝛿̃Φ
18: 𝑝𝜇 ← ( 𝑡

new

𝑡
− 1)𝑝𝑡 − 𝜀

2 · 𝑡
new · 𝑝Φ√

𝑡∥∇Φ𝜆 (𝜇/𝑡−1)∥2
19: 𝛿̂𝑠 ← 𝑠̃√

𝜇
𝑝𝜇

20: 𝛿̂𝑥 ← 1
𝑠̃
𝛿̃𝜇 − 𝑥̃√

𝜇
𝑝𝜇

21: return (𝛿̂𝑥 , 𝛿̂𝑠)
22: end procedure

Proof. We have

𝛿̃Φ = − 𝜀
2
· 𝑡new ·

√︁
𝜇/𝑡 · 𝑞Φ

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

= − 𝜀
2
· 𝑡new ·

√︁
𝜇/𝑡 · 𝑓Φ(𝑔̃Φ)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2
= −𝜀

2
· 𝑡new · ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2
,

where the first step is by definition of 𝛿̃Φ (Line 16of Algorithm 18), the second step is by definition

of 𝑞Φ (Line 11 of Algorithm 18), the third step is by definition of 𝑓Φ (Line 11 of Algorithm 17)

and definition of 𝜇 (Line 12 of Algorithm 18) which implies 𝑔̃𝜙 = 𝜇/𝑡.

Claim 3.7.4. 𝛿̃𝜇 (Line 17) matches Definition 3.2.5, that 𝛿̃𝜇 = 𝛿̃𝑡 + 𝛿̃Φ.

Claim 3.7.5. 𝑝𝜇 (Line 18) satisfies 𝑝𝜇 = (𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√
𝑋𝑆
𝛿̃𝜇, where 𝑃 is defined in Defini-
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tion 3.2.5.

Proof.

𝑝𝜇 =

(
𝑡new

𝑡
− 1

)
𝑝𝑡 −

𝜀

2
· 𝑡new · 𝑝Φ√

𝑡∥∇(Φ𝜆 (𝜇/𝑡 − 1)∥2

=

(
𝑡new

𝑡
− 1

)
(𝑅[𝑙])⊤𝑅[𝑙]𝑃

√︁
𝜇 + 𝜀

2
· 𝑡new ·

(𝑅[𝑙])⊤𝑅[𝑙]𝑃∇Φ𝜆 (𝜇/𝑡 − 1)/
√︁
𝜇/𝑡

√
𝑡∥∇(Φ𝜆 (𝜇/𝑡 − 1)∥2

= (𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√︁
𝜇

(
𝑡new

𝑡
− 1

)
𝜇 + 𝜀

2
· 𝑡new ·

(𝑅[𝑙])⊤𝑅[𝑙]𝑃∇Φ𝜆 (𝜇/𝑡 − 1)/
√︁
𝜇

∥∇(Φ𝜆 (𝜇/𝑡 − 1)∥2

= (𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√︁
𝑋𝑆

((
𝑡new

𝑡
− 1

)
𝜇 + 𝜀

2
· 𝑡new · ∇Φ𝜆 (𝜇/𝑡 − 1)

∥∇(Φ𝜆 (𝜇/𝑡 − 1)∥2

)
= (𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√︁

𝑋𝑆

(𝛿𝑡 + 𝛿̃Φ) = (𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√︁
𝑋𝑆

𝛿̃𝜇,

where the first step is by definition of 𝑝𝜇 (Line 18), the second step is by definitions of 𝑝𝑡

(Line 4) and 𝑝Φ (Line 7) and the correctness of UpdateQuery(Part 2 of Theorem 3.4.6), the fourth

step is by 𝜇 = 𝑥̃ 𝑠̃ (Line 13 and 14), and the last two steps are by definitions of 𝛿̃𝑡 , 𝛿̃Φ and 𝛿̃𝜇

(Definition 3.2.5).

Claim 3.7.6. 𝛿̂𝑠 (Line 19) satisfies that 𝛿̂𝑠 = 𝑆√
𝑋𝑆
(𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√

𝑋𝑆
𝛿̃𝜇.

Proof. 𝛿̂𝑠 = 𝑆√
𝑋𝑆
𝑝𝜇 =

𝑆√
𝑋𝑆
(𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√

𝑋𝑆
𝛿̃𝜇 by Claim 3.7.5.

Claim 3.7.7. 𝛿̂𝑥 (Line 20) satisfies that 𝛿̂𝑥 = 𝑋√
𝑋𝑆
(𝐼 − (𝑅[𝑙])⊤𝑅[𝑙]𝑃) 1√

𝑋𝑆
𝛿̃𝜇.

Proof. 𝛿̂𝑥 = 1
𝑠̃
𝛿̃𝜇 − 𝑥̃√

𝜇
𝑝𝜇 =

𝑋√
𝑋𝑆

1√
𝑋𝑆
𝛿̃𝜇 − 𝑋√

𝑋𝑆
(𝑅[𝑙])⊤𝑅[𝑙]𝑃 1√

𝑋𝑆
𝛿̃𝜇 by Claim 3.7.5.

Proof of Lemma 3.7.1. We just prove that 𝛿̂𝑠 matches Definition 3.2.6. 𝛿̂𝑥 follows from a similar

argument. From Claim 3.7.6, we have

1. E[𝑠−1(𝛿̂𝑠 − 𝛿̃𝑠)] =
1√︁
𝑋𝑆

E[(𝑅⊤𝑅 − 𝐼)𝑃 1√︁
𝑋𝑆

𝛿̃𝜇] = 0,

152



which follows from first property of sketching matrices (Definition 2.2.14, Lemma 2.2.15).

2. E[𝑠−1
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖)2] = 𝜇−1

𝑖 E[((𝑅⊤𝑅 − 𝐼)𝑃 1√︁
𝑋𝑆

𝛿̃𝜇)2𝑖 ]

≤ 1
𝑏
𝜇−1
𝑖 ∥𝑃

1√︁
𝑋𝑆

𝛿̃𝜇∥22

≤ 2
𝑏𝑡2
∥𝛿̃𝜇∥22 ≤

2𝜀2

𝑏
,

where the second step follows by the second property of sketching matrices (Definition 2.2.14,

Lemma 2.2.15), the third step follows by 𝜇 ≈𝜀mp 𝜇 and 𝜇 ≈𝜀 𝑡 (induction hypothesis of Assump-

tion 3.2.7) and that 𝑃 is an orthogonal projection matrix, the fourth step follows by ∥𝛿̃𝜇∥2 ≤ 𝜀𝑡

(Part 2 of Fact 3.2.9).

3. |𝑠−1
𝑖 (𝛿̂𝑠,𝑖 − 𝛿̃𝑠,𝑖) | = 𝜇

−1/2
𝑖
| ( (𝑅⊤𝑅 − 𝐼)𝑃 1√︁

𝑋𝑆

𝛿̃𝜇)𝑖 |

≤ 5 log 𝑛
√
𝑏

𝜇
−1/2
𝑖
∥𝑃 1√︁

𝑋𝑆

𝛿̃𝜇∥2

≤ 10 log 𝑛
√
𝑏𝑡
∥𝛿̃𝜇∥2 ≤

10𝜀 log 𝑛
√
𝑏

,

where the second step holds with probability 1 − 1/𝑛4 and it follows from the third property of

sketching matrices (Definition 2.2.14, Lemma 2.2.15), the last two steps follow from same argument

as the previous equation.

Thus 𝛿̂𝑠 matches Definition 3.2.6 when 𝑏 ≥ 100
√
𝑛 log2 𝑛, which is satisfied in Table 3.6.

We also have the following lemma about the running time of Algorithm 18:

Lemma 3.7.8 (Running time of one step central path). The cost of every operation except data

structure calls in Algorithm 18 is linear in 𝑛, so the bottleneck is the two calls to the data structure.
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3.7.2 Finishing the Induction

We first prove that setting the parameters as Table 3.6 can satisfy the requirements of both

optimization and data structure.

Lemma 3.7.9 (Parameters). Setting the parameters of the Main algorithm (Algorithm 17) using

Table 3.6, we have the following guarantees:

1. Assumption 3.2.1 and 3.6.5 about the parameters are always satisfied.

2. The parameter requirements of Lemma 3.2.21 are satisfied. Moreover, Lemma 3.2.21 gives

E[Φ𝜆 ( 𝜇
new

𝑡new − 1)] ≤ (1 − 𝜆𝜀

15
√
𝑛
)Φ𝜆 ( 𝜇𝑡 − 1) + 𝜆𝜀

15
√
𝑛
10𝑛.

Proof. Part 1. After plugging in the parameters in Table 3.6, it is straightforward to see that the

constraints stated in Assumption 3.2.1 and 3.6.5 are all satisfied.

Part 2. Plugging in the parameters in Table 3.6, it easy to see that the requirements 𝜀√
𝑛
+ 20𝜀 <

1/(30𝜆) and 1.2𝜀mp < 1/(30𝜆) are both satisfied. Thus Lemma 3.2.21 gives

E
[
Φ𝜆

(
𝜇new

𝑡new − 1
)]
≤ (1 − 𝑏1 ·

𝜆𝜀
√
𝑛
)Φ𝜆

(
𝜇

𝑡
− 1

)
+ 𝑏2 · 𝜆𝜀

√
𝑛

≤ (1 − 𝜆𝜀

15
√
𝑛
)Φ𝜆

(
𝜇

𝑡
− 1

)
+ 𝜆𝜀

15
√
𝑛

10𝑛,

where the second step follows from

𝑏1 = 0.45 − 2(𝐶1 + 3𝜆𝐶2)𝜀 −
2𝜀
𝜆
√
𝑛
= 0.45 − 20𝜀mp − 40𝜀 − 120𝜆𝜀 − 2𝜀

𝜆
√
𝑛
≥ 1

15
,

𝑏2 = 0.55 − 2𝐶1𝜀 = 0.55 − 20𝜀mp − 40𝜀 ≤ 2
3
,

where 𝐶1 = 10𝜀mp/𝜀 + 20, 𝐶2 = 20, 𝐶3 = 10 are given by Lemma 3.2.17.

In the next lemma we prove that the induction hypothesis is true at the end of one iteration.

Lemma 3.7.10. During the Main algorithm (Algorithm 17), we have the following guarantees:
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Notation 𝜀 𝜀mp 𝜀far 𝜆 𝑏

Choice 10−7/log 𝑛 10−5/log 𝑛 10−7/log2 𝑛 40 log 𝑛 100
√
𝑛 log2 𝑛

Table 3.6: Summary of choice of 𝜀, 𝜀mp, 𝜀far, 𝜆 and 𝑏. Assigned in Main procedure (Algorithm 17).
They are used to prove Theorem 3.7.12.

1. Assumption 3.2.7 that 𝜇 ≈𝜀mp 𝜇, 𝑤 ≈𝜀mp 𝑤, and 𝜇 ≈0.1 𝑡 is always satisfied.

2. The ClassicalStep (line 25 of Algorithm 17) is executed with probability at most 10
𝑛2 in each

iteration.

3. In expectation the repeat-loop on line 17 of Algorithm 17 is executed at most 2 times.

Proof. Part 1. The assumption that 𝜇 ≈𝜀mp 𝜇 follows from Part (b) of the correctness of Update-

Query in Theorem 3.3.9 that ℎappr ≈𝜀mp ℎ
new, and the assumption that 𝑤 ≈𝜀mp 𝑤 follows from Part

(a) of the correctness of UpdateQuery in Theorem 3.3.9 that 𝑤appr ≈𝜀mp 𝑤
new.

Finally, whenever Φ𝜆 (𝑥𝑠/𝑡 − 1) > 𝑛3, the main algorithm runs the procedure ClassicalStep,

and the (𝑥, 𝑠) returned by ClassicalStep is guaranteed to satisfy 𝑥𝑠 ≈0.01 𝑡 (see [39]). Also, if

Φ𝜆 (𝑥𝑠/𝑡 − 1) ≤ 𝑛3, we have that 𝑒𝜆 |𝑥𝑖𝑠𝑖/𝑡−1| ≤ 𝑛3, and since 𝜆 ≥ 30 log 𝑛 (see Table 3.6), we have

|𝑥𝑖𝑠𝑖/𝑡 − 1| ≤ 0.1. Thus 𝜇 ≈0.1 𝑡 is always satisfied as well.

Part 2. Let Φ(𝑖) = Φ𝜆 ( 𝑥
(𝑖) 𝑠 (𝑖)

𝑡 (𝑖)
−1) denote the value of the potential function in the 𝑖-th iteration. We

use induction to prove E[Φ(𝑖)] ≤ 10𝑛, for all 𝑖. In the beginning of the main algorithm, 𝑥𝑖𝑠𝑖 = 1 = 𝑡,

∀𝑖 ≤ 𝑛. Therefore in the base case, Φ(0) = 𝑛 < 10𝑛. If the algorithm executes ClassicalStep

in the 𝑖-th iteration, ClassicalStep outputs 𝑥 and 𝑠 that 𝑥𝑠 ≈0.01 𝑡, and since 𝜆 ≤ 60 log 𝑛 (see

Table 3.6), Φ(𝑖) ≤ 10𝑛. If the algorithm doesn’t execute ClassicalStep, Lemma 3.2.21 gives us

E[Φ(𝑖)] ≤ (1− 𝜆𝜀

15
√
𝑛
) E[Φ(𝑖−1)]+ 𝜆𝜀

15
√
𝑛
10𝑛. ThereforeE[Φ(𝑖)] ≤ 10𝑛 since we haveE[Φ(𝑖−1)] ≤ 10𝑛

from induction hypothesis. Then using Markov’s inequality we have Pr[Φ(𝑘) > 𝑛3] ≤ 10/𝑛2. Thus

the ClassicalStep on line 25 of Algorithm 17 is executed with probability at most 10/𝑛2 in each

iteration.

Part 3. ∥𝑥−1𝛿𝑥 ∥∞ > 3𝜀 and ∥𝑠−1𝛿𝑠∥∞ > 3𝜀 on line 22 of Algorithm 17 each happens with

probability at most 1/𝑛4 (see Part 3 of Definition 3.2.6 and Part 1 of Lemma 3.2.14). Thus in
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expectation the repeat-loop on line 17 of Algorithm 17 is executed at most 2 times.

3.7.3 Proof of the Main Theorem

Lemma 3.7.11. For 𝜀 ∈ (0, 1/10000), 𝜀mp ∈ (0, 1/10000), and 𝜀far = 𝜀mp/100 log 𝑛, each

iteration of Main (Algorithm 17) takes

𝑂∗
(
(𝜀/𝜀mp) · (𝑛𝜔−1/2 + 𝑛2−𝑎/2 + 𝑛1+𝑎−𝑎̃/2) + 𝑛(𝜔−1)𝑎̃+𝑎 + 𝑛1+𝑏

)
expected amortized time per iteration, where 𝜔 is the exponent of matrix multiplication, 𝛼 is the

dual exponent of matrix multiplication, 0 ≤ 𝑎 ≤ 𝛼 and 0 ≤ 𝑎̃ ≤ 𝑎𝛼 are the thresholds used by the

data structure, and 𝑛𝑏 is the sketching size. 𝑂∗ notation hides all 𝑛𝑜(1) terms.

Proof. Part 2 of Lemma 3.7.10 shows that in each iteration ClassicalStep is executed with

probability at most 𝑂 (1/𝑛2). Since the cost of ClassicalStep is 𝑂 (𝑛2.5), the amortized cost of

executing ClassicalStep is 𝑂 (𝑛0.5) for one iteration.

Part3 of Lemma 3.7.10 shows that in expectation OneStepCentralPath is executed at most

2 times in each iteration. So now we only need to bound the running time of the procedure

OneStepCentralPath (Algorithm 18). In the procedure OneStepCentralPath, we call the

procedure UpdateQuery of the data structures (Algorithm 8) two times. Since the time analysis

of these two data structure is the same, we are going to focus on one of them. Also note that

the running time of UpdateQuery is the sum of that of MatrixUpdate, PartialMatrixUpdate,

VectorUpdate, PartialVectorUpdate, and Query, so we analyze them one by one.

From what we proved in Lemma 3.2.23 and Lemma 3.2.22, we have 𝐶1 = 𝐶4 = Θ(𝜀) and

𝐶2 = 𝐶5 = Θ(𝜀2) and 𝐶3 = 𝐶6 = Θ(𝜀) < 1/4.

By Theorem 3.3.9 and plugging in 𝜀far = 𝜀mp/100 log 𝑛, the expected amortized cost per
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iteration of the following procedures are as follows:

MatrixUpdate = 𝑂∗((𝐶1𝜀mp/𝜀2
far + 𝐶2/𝜀2

far) · (𝑛
2−𝑎/2 + 𝑛𝜔−1/2))

= 𝑂∗((𝜀/𝜀mp) · (𝑛2−𝑎/2 + 𝑛𝜔−1/2))

PartialMatrixUpdate = 𝑂∗((𝐶1/𝜀mp + 𝐶2/𝜀2
mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎))

= 𝑂∗((𝜀/𝜀mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎))

VectorUpdate = 𝑂∗((𝐶4𝜀mp/𝜀2
far + 𝐶5/𝜀2

far) · 𝑛
1.5) = 𝑂∗((𝜀/𝜀mp) · 𝑛1.5)

PartialVectorUpdate = 𝑂∗((𝐶4𝜀mp/𝜀2
far + 𝐶5/𝜀2

far) · (𝑛
1.5 + 𝑛2𝑎−𝑎̃/2))

= 𝑂∗((𝜀/𝜀mp) · (𝑛1.5 + 𝑛2𝑎−𝑎̃/2))

Query = 𝑂∗(Tmat(𝑛𝑎̃, 𝑛𝑎, 𝑛𝑎̃) + 𝑛1+𝑏) = 𝑂∗(𝑛(𝜔−1)𝑎̃+𝑎 + 𝑛1+𝑏).

So the overall expected amortized cost of one iteration is

MatrixUpdate + PartialMatrixUpdate

+ VectorUpdate + PartialVectorUpdate + Query

= 𝑂∗
(
(𝜀/𝜀mp) · (𝑛2−𝑎/2 + 𝑛𝜔−1/2)︸                              ︷︷                              ︸

MatrixUpdate

+ (𝜀/𝜀mp) · (𝑛1+𝑎−𝑎̃/2 + 𝑛1+(𝜔−3/2)𝑎)︸                                      ︷︷                                      ︸
PartialMatrixUpdate

+ (𝜀/𝜀mp) · 𝑛1.5︸           ︷︷           ︸
VectorUpdate

+ (𝜀/𝜀mp) · (𝑛1.5 + 𝑛2𝑎−𝑎̃/2)︸                           ︷︷                           ︸
PartialVectorUpdate

+ 𝑛(𝜔−1)𝑎̃+𝑎 + 𝑛1+𝑏︸              ︷︷              ︸
Query

)
= 𝑂∗

(
(𝜀/𝜀mp) · (𝑛𝜔−1/2 + 𝑛2−𝑎/2 + 𝑛1+𝑎−𝑎̃/2) + 𝑛(𝜔−1)𝑎̃+𝑎 + 𝑛1+𝑏

)
,

where in the last step we use 𝜔 ≥ 2, 𝑎̃ ≤ 𝑎 ≤ 1 and 𝜔− 1/2 = 1+ (𝜔− 3/2) ≥ 1+ (𝜔− 3/2)𝑎.

Now we are ready to prove the main theorem of this paper.

Theorem 3.7.12 (Restate Theorem 3.1.2, Main result, third improvement). Given a linear program

min𝐴𝑥=𝑏,𝑥≥0 𝑐
⊤𝑥 with no redundant constraints. Assume that the polytope has diameter 𝑅 in ℓ1

norm, namely, for any 𝑥 ≥ 0 with 𝐴𝑥 = 𝑏, we have ∥𝑥∥1 ≤ 𝑅.
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Then, for any 𝛿 ∈ (0, 1], Main(𝐴, 𝑏, 𝑐, 𝛿) (Algorithm 17) outputs 𝑥 ≥ 0 such that

𝑐⊤𝑥 ≤ min
𝐴𝑥=𝑏,𝑥≥0

𝑐⊤𝑥 + 𝛿∥𝑐∥∞𝑅, and ∥𝐴𝑥 − 𝑏∥1 ≤ 𝛿 · (𝑅∥𝐴∥1 + ∥𝑏∥1)

in expected time

𝑂 (𝑛𝜔+𝑜(1) + 𝑛2.5−𝑎/2+𝑜(1) + 𝑛1.5+𝑎−𝑎̃/2+𝑜(1) + 𝑛0.5+𝑎+(𝜔−1)𝑎̃) · log(𝑛/𝛿)

where 𝜔 is the exponent of matrix multiplication, 𝛼 is the dual exponent of matrix multiplication,

and 0 < 𝑎 ≤ 𝛼.

In the ideal case when𝜔 = 2 and 𝛼 = 1. The running time is𝑂 (𝑛2+1/18). For general 2 ≤ 𝜔 ≤ 3

and 0 ≤ 𝛼 ≤ 1, the running time is 𝑂∗(𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛(8+
√

19)/6) = 𝑂∗(𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛2.06).

Proof. We use the parameters of Table 3.6 to prove the theorem. Since 𝑡 is decreasing by a (1− 𝜀

3
√
𝑛
)

factor, the Main algorithm will take 𝑂 (𝜀−1√𝑛 log(𝑛/𝛿)) iterations in total.

Thus the total running time is

#iterations · cost per iteration

= 𝑂 (𝜀−1√𝑛 log(𝑛/𝛿)) · 𝑂∗
(
(𝜀/𝜀mp) · (𝑛𝜔−1/2 + 𝑛2−𝑎/2 + 𝑛1+𝑎−𝑎̃/2) + 𝑛(𝜔−1)𝑎̃+𝑎 + 𝑛1+𝑏

)
= 𝑂∗

(
𝜀−1

mp(𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛1.5+𝑎−𝑎̃/2) + 𝜀−1(𝑛0.5+(𝜔−1)𝑎̃+𝑎 + 𝑛1.5+𝑏)
)
· log(𝑛/𝛿).

By plugging in the parameters 𝜀 = 𝑂 (1/log 𝑛), 𝜀mp = 𝑂 (1/log 𝑛), and 𝑏 =
√
𝑛 log10 𝑛 (see

Table 3.6), the above running time becomes

𝑂∗
(
𝑛𝜔 + 𝑛2.5−𝑎/2 + 𝑛1.5+𝑎−𝑎̃/2 + 𝑛0.5+(𝜔−1)𝑎̃+𝑎

)
· log(𝑛/𝛿), (3.66)

and recall that parameters 𝑎 and 𝑎̃ need to satisfy that 𝑎 ≤ 𝛼 and 𝑎̃ ≤ 𝛼𝑎.

Therefore, in the ideal case where 𝜔 = 2 and 𝛼 = 1, we can choose 𝑎 = 8
9 and 𝑎̃ = 2

3 , and we

have 2.5−𝑎/2 = 1.5+𝑎− 𝑎̃/2 = 0.5+ (𝜔−1)𝑎̃+𝑎 = 2+1/18, so the above running time simplifies
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to

𝑂∗(𝑛2+1/18+𝑜(1)) · log(𝑛/𝛿).

For general 𝜔 and 𝛼, the parameters are optimized as follows:

𝑎 =


𝛼, if 𝛼 ≤ 4𝑤

3(2𝑤−1) ,

4𝑤
3(2𝑤−1) , o.w.

𝑎̃ =


min{𝛼2, 2

2𝜔−1 }, if 𝛼 ≤ 4𝜔
3(2𝜔−1) ,

2
2𝜔−1 , o.w.

Here we prove the final running time by discussing two cases.

1. In the first case where 𝛼 ≤ 4𝜔
3(2𝜔−1) , we have 𝑎 = 𝛼 and 𝑎̃ ≤ 𝛼2 = 𝛼𝑎.

If 𝑎̃ = 𝛼2, then 1.5 + 𝛼 − 𝑎̃/2 = 1.5 + 𝛼 − 𝛼2/2 ≤ 2.5 − 𝛼/2 since 𝛼 ≤ 1.

If 𝑎̃ = 2
2𝜔−1 , then 1.5 + 𝛼 − 𝑎̃/2 = 1.5 + 𝛼 − 1/(2𝜔 − 1) ≤ 2.5 − 𝛼/2, since 𝛼 ≤ 4𝜔

3(2𝜔−1) and
4𝜔

3(2𝜔−1) is the value that balances the two terms. Thus the following inequality holds:

𝑛1.5+𝑎−𝑎̃/2 ≤ 𝑛2.5−𝑎/2.

We also have 0.5 + (𝜔 − 1)𝑎̃ + 𝑎 ≤ 1.5 + 𝑎 − 𝑎̃/2, since 𝑎̃ ≤ 2
2𝜔−1 and 2

2𝜔−1 is the value that

balances these two terms. Thus the following inequality also holds:

𝑛0.5+(𝜔−1)𝑎̃+𝑎 ≤ 𝑛1.5+𝑎−𝑎̃/2.

Therefore the running time of Eq. (3.66) is dominated by 𝑂 (𝑛𝜔 + 𝑛2.5−𝛼/2) in the first case.

2. In the second case where𝛼 > 4𝜔
3(2𝜔−1) , we have 𝑎 = 4𝜔

3(2𝜔−1) ≤ 𝛼, and 𝑎̃ = 2
2𝜔−1 ≤ (

4𝜔
3(2𝜔−1) )

2 ≤

𝛼𝑎, where the second step follows since 𝜔 ≥ 2. With these parameters, we have that

2.5 − 𝑎/2 = 1.5 + 𝑎 − 𝑎̃/2 = 0.5 + (𝜔 − 1)𝑎̃ + 𝑎 =
13
6
− 1

3(2𝜔 − 1) .
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Therefore in the second case the running time of Eq. (3.66) is dominated by

𝑂 (𝑛𝜔 + 𝑛
13
6 −

1
3(2𝜔−1) ) ≤ 𝑂 (𝑛𝜔 + 𝑛(8+

√
19)/6),

where (8 +
√

19)/6 ≈ 2.0598 ≤ 2.06 is the solution of equation 𝜔 = 13
6 −

1
3(2𝜔−1) .

Thus the running time in Eq. (3.66) is always upper bounded by

𝑂∗
(
𝑛𝜔 + 𝑛2.5−𝛼/2 + 𝑛(8+

√
19)/6

)
· log(𝑛/𝛿).

3.8 A Feasible Algorithm

In previous sections, we show a fast algorithm calculating an LP solution 𝑥. However, 𝑥 is

not always a feasible solution since we used sketching to calculate 𝛿̂𝑥 and hence 𝐴𝛿̂𝑥 is not 0. In

this section we present how to turn the output 𝑥 of Theorem 3.1.2 to a feasible LP solution, i.e.

∥𝐴𝑥− 𝑏∥1 is bounded. Our technique is based on the robust central path of [44], and we extend it to

two level update setting. Our algorithm use 𝐺, 𝑀, 𝑢1, 𝑢2, 𝑢3, 𝑢4 to implicitly maintain the solutions

𝑥 = 𝐺𝑢1 + 𝑢2 and 𝑠 = 𝑀𝑢3 + 𝑢4. Each iteration, the algorithm updates 𝐺, 𝑀, 𝑢1, 𝑢2, 𝑢3, 𝑢4 so that 𝑥

and 𝑠 change by 𝛿̃𝑥 and 𝛿̃𝑠 in each iteration (see Definition 3.2.5). In this way, we can postpone the

expensive matrix vector multiplication to every
√
𝑛 iterations. The running time of maintaining 𝑥

and 𝑠 is dominated by the pre-existing computations, so our algorithm still achieves the same overall

running time. Also since we do not multiply the sketching matrix on the left when computing 𝛿̃𝑥

and 𝛿̃𝑠, 𝐴𝛿̃𝑥 = 0 is always satisfied and in each iteration we always have 𝐴𝑥 = 𝐴𝑥 (0) = 𝑏.

We introduce a smaller error constant 𝜀tiny in this section.

Definition 3.8.1. We define 𝜀tiny =
𝜀mp·𝜀

3200 log3 𝑛
.

To make the output feasible, we present in this section the modified algorithms. In Section 3.8.1

we show that the error guarantees of central path method still has the same bound with the

modifications, this section should be seen as a complement of Section 3.2. In Section 3.8.2 we
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prove the correctness of this feasible algorithm when implicitly maintaining 𝑥 and 𝑠, this section

should be seen as a complement of Section 3.4. In Section 3.8.4 we bound that the running time of

maintaining 𝑥 and 𝑠, this section should be seen as a complement of Section 3.5.

3.8.1 Analysis

Consider the 𝑗-th iteration. Assume at the beginning of the 𝑗-th iteration, we have 𝑥 ( 𝑗) , 𝑠( 𝑗) ,

𝑥 ( 𝑗) , 𝑠( 𝑗) . Define 𝑤 := 𝑤 ( 𝑗) = 𝑥 ( 𝑗)𝑠( 𝑗) , 𝜇 := 𝜇( 𝑗) = 𝑥 ( 𝑗 )

𝑠 ( 𝑗 )
, 𝑤 := 𝑤 ( 𝑗) = 𝑥 ( 𝑗)𝑠( 𝑗) , 𝜇 := 𝜇( 𝑗) = 𝑥 ( 𝑗 )

𝑠 ( 𝑗 )
,

𝑤new := 𝑤 ( 𝑗+1) = 𝑥 ( 𝑗+1)𝑠( 𝑗+1) , 𝜇new := 𝜇( 𝑗+1) = 𝑥 ( 𝑗+1)

𝑠 ( 𝑗+1)
. We will prove inductively that the guarantees

of Section 3.2 are still satisfied for the modified algorithm.

Robustness of central path. We first prove the following two statements about the robustness of

central path method:

1. The 𝑤appr and ℎappr used in the data structures satisfy 𝑤appr ≈2𝜀mp 𝑤, and ℎappr ≈2𝜀mp 𝜇. (This

corresponds to Part 1 and 2 of Assumption 3.2.7. We only lose a constant factor here.)

2. 𝜇new ≈0.2 𝑡. (This corresponds to Part 3 of Assumption 3.2.7. We only loose a constant

factor here.)

In Part 3 of Theorem 3.8.2, we prove that in any iteration, 𝑥, 𝑥, 𝑠, 𝑠 are entry-wise close with high

probability, i.e. 𝑥 ≈𝜀tiny 𝑥 and 𝑠 ≈𝜀tiny 𝑠 holds with probability 1 − 1/poly(𝑛). We will use this to

prove that the above two statements are still satisfied in our modified algorithm.

1. The data structure directly ensures 𝑤appr ≈𝜀mp 𝑤, and ℎappr ≈𝜀mp 𝜇. And since 𝑥 ( 𝑗) ≈𝜀tiny 𝑥
( 𝑗)

and 𝑠( 𝑗) ≈𝜀tiny 𝑠
( 𝑗) (Part 3 of Theorem 3.8.2) we directly get the desired result that 𝑤appr ≈2𝜀mp

𝑤 and ℎappr ≈2𝜀mp 𝜇.

2. Note that previously 𝜇 ≈0.1 𝑡 was proved in Lemma 3.2.21 by bounding the potential function.

And the proof of Lemma 3.2.21 uses the bounds given by Lemma 3.2.17. We define the

potential function to beΦ( 𝑥𝑠
𝑡
−1) here instead ofΦ( 𝑥𝑠

𝑡
−1). Note that conditioned on 𝑥 ( 𝑗) and

𝑠( 𝑗) , 𝑥 ( 𝑗+1) and 𝑠( 𝑗+1) are deterministic. Thus Part 2 and Part 4 of Lemma 3.2.17 are trivial. We
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still have an analog of Part 1 and Part 3 of Lemma 3.2.17: ∥𝜇−1(𝜇new−𝜇−𝛿𝑡−𝛿̃Φ)∥2 ≤ 𝑂 (𝜀mp

and ∥𝜇−1(𝜇new − 𝜇)∥∞ ≤ 𝑂 (𝜀) using the fact that 𝑥 ( 𝑗) and 𝑠( 𝑗) are close to 𝑥 ( 𝑗) and 𝑠( 𝑗) (Part

3 of Theorem 3.8.2). Thus we still have an analog of Lemma 3.2.21 that

Φ𝜆 (𝜇new/𝑡new − 1) ≤ Φ𝜆 (𝜇/𝑡 − 1) − 𝜆𝜀

15
√
𝑛
· (Φ𝜆 (𝜇/𝑡 − 1) − 10𝑛).

Using Part 3 of Theorem 3.8.2 again and the fact that the derivative of cosh(𝑥) function is

constant when 𝑥 < 2, we have

Φ𝜆 (𝜇new/𝑡new − 1) ≤ Φ𝜆 (𝜇/𝑡 − 1) −Ω( 𝜆𝜀√
𝑛
) · (Φ𝜆 (𝜇/𝑡 − 1) −𝑂 (𝑛2)).

Thus we can still inductively prove a polynomial upper bound on the potential function

Φ𝜆 ( 𝑥𝑠𝑡 − 1). Note that we only loose a constant factor in the approximation ratio of 𝜇 with 𝑡

when the last term is 𝑂 (𝑛2) instead of 𝑂 (𝑛).

𝑤 and ℎ move slowly. The last part of the inductive analysis is to show that 𝑤 and 𝜇 are both

moving slowly as that of Section 3.2.7. Now we only have the guarantee for 𝑤 and 𝜇, instead

of 𝑤 and 𝜇, so we use 𝜓(𝑤𝑖/𝑣𝑖 − 1) and 𝜓(𝑤𝑖/𝑣̃𝑖 − 1) in the analysis and use 𝜓(𝑤𝑖/𝑣𝑖 − 1) and

𝜓(𝑤𝑖/𝑣̃𝑖 − 1) for the algorithm (because the algorithm doesn’t know 𝑤 and 𝜇). The amortized

analysis of Section 3.6 need to be modified accordingly. We have the following two statements:

1. The three bounds of Lemma 3.2.23 and Lemma 3.2.22 hold for 𝑤new/𝑤 − 1 and 𝜇new/𝜇 − 1.

(Originally used in subsection 3.6.5, 3.6.4.)

2. Lemma 3.6.24 and Lemma 3.6.33 still hold for new potential function with use 𝑤 instead of

𝑤.

Proof Sketch. 1. Note that Lemma 3.2.23 and Lemma 3.2.22 only use the relative error bounds

stated in Lemma 3.2.14. We can prove that all 𝑥−1, 𝑠−1 and 𝜇−1 terms of Lemma 3.2.14 can

be replaced by 𝑥, 𝑠, and 𝜇 since we proved that in iteration 𝑗 , 𝑥 ( 𝑗) ≈𝜀tiny 𝑥
( 𝑗) and 𝑠( 𝑗) ≈𝜀tiny 𝑠

( 𝑗) .
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Following the same proof of Lemma 3.2.23 and Lemma 3.2.22, and using the error bound of

the 𝑥 and 𝑠 version of Lemma 3.2.14, we can prove the desired statement.

2. Since 𝑥 ≈𝜀tiny 𝑥 in any iteration (Part 3 of Theorem 3.8.2), we have 𝑤 ( 𝑗+1) ≈𝜀tiny 𝑤
( 𝑗+1) , hence

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗+1)
𝑖
−1) is within the range of [𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗+1)
𝑖
−1)−𝜀tiny, 𝜓(𝑤 ( 𝑗+1)𝑖

/𝑣 ( 𝑗+1)
𝑖
−1) +

𝜀tiny]. So it is fine to use 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑣 ( 𝑗+1)
𝑖
−1) in the analysis while using 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑣 ( 𝑗+1)
𝑖
−1)

in the algorithm. The only problem we need to resolve is that when 𝑣 and 𝑣̃ are updated to

𝑤appr = 𝑤, the potential function is not cleared to be 0, but instead remain a small number

𝜀tiny ≪ 𝜀mp. But this problem is already solved in Lemma 3.6.33.

3.8.2 Correctness of the Feasible Algorithm

We first present the following main theorem, and prove it using lemmas proved subsequently.

Theorem 3.8.2. In the 𝑗-th iteration of the while-loop from Line 16 to Line 41 of Main(Algorithm 19),

let 𝑥 ( 𝑗) and 𝑠( 𝑗) be the values of global variables 𝑥 and 𝑠 at the beginning of 𝑗-th iteration, and let

𝑥 ( 𝑗+1) , 𝑠( 𝑗+1) , 𝑥 ( 𝑗+1) , 𝑠( 𝑗+1) be the values of global variables 𝑥, 𝑠, 𝑥, 𝑠 at the end of 𝑗-th iteration. Let

𝑥̃, 𝑠̃, 𝑃, 𝛿̃𝑡 , 𝛿̃Φ, 𝛿̃𝑥 , 𝛿̃𝑠 be defined as in Definition 3.2.5. Let 𝑅 ∈ R𝑏×𝑛 be the subsampled randomized

Hadamard matrix we used in our algorithm, defined in Definition 2.2.14.

Then our algorithm guarantees that

1. The output of OneStepCentralPath(Algorithm 20) satisfies

𝛿̂𝑥 =

√︄
𝑋

𝑆
(𝐼 − (𝑅⊤𝑅)𝑃) 1√︁

𝑋𝑆

(𝛿̃𝑡 + 𝛿̃Φ), 𝛿̂𝑠 =

√︄
𝑆

𝑋
(𝑅⊤𝑅)𝑃 1√︁

𝑋𝑆

(𝛿̃𝑡 + 𝛿̃Φ),

𝛿̂𝑥 and 𝛿̂𝑠 match the definition in Definition 3.2.6.

2. In each iteration, when the algorithm reaches MakeFeasible(Algorithm 21) on Line 25 of Main
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(Algorithm 19), the following holds:

𝑥 −
(
(mp𝑡 .𝑢1) + (mp𝑡 .𝐺) · (mp𝑡 .𝑢2)

)
−

(
(mpΦ.𝑢1) + (mpΦ.𝐺) · (mpΦ.𝑢2)

)
= 𝑥 (0) +

𝑗∑︁
𝑖=1

𝛿̃
(𝑖)
𝑥

𝑠 +
(
(mp𝑡 .𝑢3) + (mp𝑡 .𝑀) · (mp𝑡 .𝑢4)

)
+

(
(mpΦ.𝑢3) + (mpΦ.𝑀) · (mpΦ.𝑢4)

)
= 𝑠(0) +

𝑗∑︁
𝑖=1

𝛿̃
(𝑖)
𝑠 .

3. 𝑥 ≈𝜀tiny 𝑥, 𝑠 ≈𝜀tiny 𝑠 with high probability.

Proof. For simplicity, we only prove these three statements for 𝑥. The case for 𝑠 follows from

similar reasons. Since we have two data structures sharing the same code, we denote 𝑞𝑥,𝑡 , 𝑞𝑥,Φ,

𝑝𝑥,𝑡 , 𝑝𝑥,Φ as the 𝑞𝑥 and 𝑝𝑥 defined on Line 17 and 18 of UpdateQuery (Algorithm 24) in data

structure mp𝑡 and mpΦ respectively. Also, We denote 𝑐𝑡 as the output of ScalarC (Algorithm 23)

of data structure mp𝑡 , and 𝑐Φ corresponds to mpΦ. From the description of ScalarC, we have

𝑐𝑡 := ( 𝑡
new

𝑡
− 1) 𝑐Φ := −𝜀

2
· 𝑡new · 1

√
𝑡∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

. (3.67)

And recall 𝑓𝑡 , 𝑓Φ defined in Line 10, Algorithm 19) are

𝑓𝑡 (𝑥) :=
√
𝑥 𝑓Φ(𝑥) := ∇Φ𝜆 (𝑥)/

√
𝑥. (3.68)

In UpdateQuery (Algorithm 24), the two data structure approximate 𝑤appr and ℎappr in the

same way, so their 𝑤 (Line 10) and 𝜇 (Line 10 and 13) are the same. So they also have the same 𝑥̃

and 𝑠̃ (Line 16). Note that 𝑤, 𝜇, 𝑥̃, 𝑠̃ calculated in the data structure all matches Definition 3.2.5.

We first show the following that will be used in both Part 1 and 2:

𝑐𝑡 · 𝑓𝑡 (𝜇) + 𝑐Φ · 𝑓Φ(𝜇/𝑡) = (
𝑡new

𝑡
− 1) ·

√︁
𝜇 − 𝜀

2
· 𝑡new · 1

√
𝑡∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

· ∇Φ𝜆 (𝜇/𝑡)/
√︁
𝜇/𝑡

=
1√︁
𝜇

(
( 𝑡

new

𝑡
− 1) · 𝜇 − 𝜀

2
· 𝑡new · ∇Φ𝜆 (𝜇/𝑡)

∥∇Φ𝜆 (𝜇/𝑡 − 1)∥2

)
=

1√︁
𝜇
(𝛿̃𝑡 + 𝛿̃Φ) =

1√︁
𝑋𝑆

(𝛿̃𝑡 + 𝛿̃Φ), (3.69)
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where the first step is by the definition of 𝑐 and 𝑓 (Eq.(3.67),(3.68)), the third step is by the definition

of 𝛿̃𝑡 and 𝛿̃Φ (Definition 3.2.5), the last step is by 𝜇 = 𝑥̃ 𝑠̃.

Part 1. First we calculate 𝑞𝑥,𝑡 + 𝑞𝑥,Φ:

𝑞𝑥,𝑡 + 𝑞𝑥,Φ =

√︄
𝑋

𝑆
(𝑐𝑡 · 𝑓𝑡 (𝜇) + 𝑐Φ · 𝑓Φ(𝜇/𝑡)) =

√︄
𝑋

𝑆

1√︁
𝑋𝑆

(𝛿̃𝑡 + 𝛿̃Φ) (3.70)

where the first step is by assignment of 𝑞𝑥 (Line 17 of UpdateQuery, Algorithm 24), the second

step is by Eq.(3.69).

Next, we calculate 𝑝𝑥,𝑡 + 𝑝𝑥,Φ. Note that the output 𝑟 of Query is calculated in the same way

as before, so by Lemma 3.4.7 we have

𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]
√
𝑊appr𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴

√
𝑊appr 𝑓 (ℎappr) = 𝑅[𝑙]⊤𝑅[𝑙]𝑃 𝑓 (ℎappr). (3.71)

Therefore,

𝑝𝑥,𝑡 + 𝑝𝑥,Φ =

√︄
𝑋

𝑆
(𝑐𝑡 · 𝑟𝑡 + 𝑐Φ · 𝑟Φ) =

√︄
𝑋

𝑆

(
𝑐𝑡 · 𝑅[𝑙]⊤𝑅[𝑙]𝑃 𝑓𝑡 (𝜇) + 𝑐Φ · 𝑅[𝑙]⊤𝑅[𝑙]𝑃 𝑓Φ(𝜇/𝑡)

)
=

√︄
𝑋

𝑆
𝑅[𝑙]⊤𝑅[𝑙]𝑃(𝑐𝑡 · 𝑓𝑡 (𝜇) + 𝑐Φ · 𝑓Φ(𝜇/𝑡)) =

√︄
𝑋

𝑆
𝑅[𝑙]⊤𝑅[𝑙]𝑃 1√︁

𝑋𝑆

· (𝛿𝑡 + 𝛿̃Φ),

where the first step is by assignment of 𝑝𝑥 (Line 18 of UpdateQuery, Algorithm 24), the second

step is by Eq.(3.71), the last step is by Eq.(3.69).

Then as we calculate 𝛿̂𝑥 in line 8 of OneStepCentralPath (Algorithm 20),

𝛿̂𝑥 = 𝑞𝑡,𝑥 + 𝑞Φ,𝑥 − (𝑝𝑡,𝑥 + 𝑝Φ,𝑥)

=

√︄
𝑋

𝑆

1√︁
𝑋𝑆

(𝛿̃𝑡 + 𝛿̃Φ) −

√︄
𝑋

𝑆
𝑅[𝑙]⊤𝑅[𝑙]𝑃 1√︁

𝑋𝑆

· (𝛿𝑡 + 𝛿̃Φ)

=

√︄
𝑋

𝑆

(
𝐼 − 𝑅[𝑙]⊤𝑅[𝑙]𝑃

) 1√︁
𝑋𝑆

· (𝛿𝑡 + 𝛿̃Φ).
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Part 2. We prove Part 2 by induction. In the basic case when 𝑗 = 0, we initialize 𝑥 ← 𝑥 (0) , so it is

true.

When 𝑗 > 0, let 𝑗1 < 𝑗 be the last iteration that we call Initialize on Line 29 and 30

of Main (Algorithm 19). In the 𝑗1-th iteration, the Main algorithm executes Line 27: 𝑥 ←

𝑥 − (mp𝑡 .𝑢1 + mp𝑡 .𝐺 · mp𝑡 .𝑢2) − (mpΦ.𝑢1 + mpΦ.𝐺 · mpΦ.𝑢2) , and then re-initialize mp𝑡 .𝑢1 ←

mp𝑡 .𝑢2 ← mpΦ.𝑢1 ← mpΦ.𝑢2 ← 0. Therefore by induction on 𝑗 , we have 𝑥 ( 𝑗1) = 𝑥 (0) +∑ 𝑗1
𝑖=1 𝛿̃

(𝑖)
𝑥 .

Now apply Part 3 of Lemma 3.8.3, we have that

(
(mp𝑡 .𝑢1) + (mp𝑡 .𝐺) · (mp𝑡 .𝑢2)

)
+

(
(mpΦ.𝑢1) + (mpΦ.𝐺) · (mpΦ.𝑢2)

)
=

𝑗∑︁
𝑖= 𝑗1+1

𝑐
(𝑖)
𝑡 ·

√︁
𝑊appr,(𝑖)𝑃(𝑖) 𝑓𝑡 (𝜇(𝑖)) +

𝑗∑︁
𝑖= 𝑗1+1

𝑐
(𝑖)
Φ
·
√︁
𝑊appr,(𝑖)𝑃(𝑖) 𝑓Φ(𝜇(𝑖)/𝑡 (𝑖))

=

𝑗∑︁
𝑖= 𝑗1+1

√︄
𝑋 (𝑖)

𝑆(𝑖)
𝑃(𝑖)

1√︁
𝑋 (𝑖)𝑆(𝑖)

(𝛿̃(𝑖)𝑡 + 𝛿̃
(𝑖)
Φ
).

where the first step is by Part 3 of Lemma 3.8.3, the second step is by Eq.(3.69).

Also notice that in every iteration, we add 𝑞𝑡,𝑥 + 𝑞Φ,𝑥 to 𝑥 in OneStepCentralPath (Line 10

of Algorithm 20), so

𝑥 ( 𝑗) − 𝑥 ( 𝑗1) =
𝑗∑︁

𝑖= 𝑗1+1
(𝑞 (𝑖)𝑡,𝑥 + 𝑞

(𝑖)
Φ,𝑥
) =

𝑗∑︁
𝑖= 𝑗1+1

√︄
𝑋 (𝑖)

𝑆(𝑖)
1√︁

𝑋 (𝑖)𝑆(𝑖)
(𝛿̃(𝑖)𝑡 + 𝛿̃

(𝑖)
Φ
).

where the last step is by Eq.(3.70).

Therefore,

𝑥 ( 𝑗) −
(
(mp𝑡 .𝑢1) + (mp𝑡 .𝐺) · (mp𝑡 .𝑢2)

)
−

(
(mpΦ.𝑢1) + (mpΦ.𝐺) · (mpΦ.𝑢2)

)
= 𝑥 ( 𝑗1) +

𝑗∑︁
𝑖= 𝑗1+1

©­«
√︄
𝑋 (𝑖)

𝑆(𝑖)
1√︁

𝑋 (𝑖)𝑆(𝑖)
(𝛿̃(𝑖)𝑡 + 𝛿̃

(𝑖)
Φ
) −

√︄
𝑋 (𝑖)

𝑆(𝑖)
· 𝑃(𝑖) · 1√︁

𝑋 (𝑖)𝑆(𝑖)
(𝛿̃(𝑖)𝑡 + 𝛿̃

(𝑖)
Φ
)ª®¬

= 𝑥 ( 𝑗1) +
𝑗∑︁

𝑖= 𝑗1+1
𝛿̃
(𝑖)
𝑥 = 𝑥 (0) +

𝑗∑︁
𝑖=1

𝛿̃
(𝑖)
𝑥 .
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Part 3. Consider a fixed coordinate 𝑖. We use 𝑗𝑖 to denote the last iteration that the algorithm

includes 𝑖 into 𝑆 when enter the MakeFeasible procedure on Line 25 of Main (Algorithm 19) or

when re-initialize. We prove the following properties in order to apply Lemma 3.8.5.

1. 𝑥 ( 𝑗𝑖)
𝑖

= 𝑥
( 𝑗𝑖)
𝑖

. If the algorithm enter the Initialize procedure, we have 𝑥 ( 𝑗𝑖)
𝑖

= 𝑥
( 𝑗𝑖)
𝑖

. Otherwise

we enter the MakeFeasible procedure, and according to the updating rule 𝑥
𝑆
← 𝑥

𝑆
(Line 4

of MakeFeasible, Algorithm 21), we also have 𝑥 ( 𝑗𝑖)
𝑖

= 𝑥
( 𝑗𝑖)
𝑖

.

2. 𝑡 ( 𝑗) > 𝑡 ( 𝑗𝑖)/2 and 𝑗 − 𝑗𝑖 ≤
√
𝑛, since the algorithm re-Initialize whenever it passes

√
𝑛

iterations or 𝑡 changes too much (Line 26 in Main, Algorithm 19).

3. For all 𝑙 ∈ { 𝑗𝑖 + 1, · · · , 𝑗}, 𝑤appr,(𝑙) ∈ [𝑤old/2, 2𝑤old], since the algorithm doesn’t include

coordinate 𝑖 in 𝑆 during iteration 𝑙.

Then by Lemma 3.8.5, 𝑥 ( 𝑗)
𝑖
≈𝜀𝑥 𝑥

( 𝑗)
𝑖

holds with probability at least 1 − 𝛿, where 𝜀𝑥 = 200𝑛1/4
√
𝑏
·

log(𝑛/𝛿)𝜀 ≤ 𝜀mp·𝜀
3200 log3 𝑛

by our assignment of 𝑏 = 1012√𝑛 log8 𝑛/𝜀2
mp (Line 4 of Main, Algorithm 19)

and 𝛿 = 1/poly(𝑛). This satisfies the requirement of Def. 3.8.1.

By choosing 𝛿 to be 1/𝑛10 and union bound on all coordinates 𝑖, 𝑥 ( 𝑗) ≈𝜀tiny 𝑥
( 𝑗) holds w.h.p.

The following lemma proves the invariants that are true throughout the algorithm. It is used to

prove Theorem 3.8.2. This lemma should be seen as a complement of Section 3.4, and we directly

use results proved in that section.

Lemma 3.8.3 (Invariants). In the end of the 𝑗-th iteration, the following invariants hold:

1. 𝐺 = 𝑉𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴.

2. 𝑢3 + 𝑀𝑢4 =
∑ 𝑗

𝑖= 𝑗1+1 𝑐
(𝑖) · 𝐴⊤(𝐴𝑊appr,(𝑖)𝐴⊤)−1𝐴

√
𝑊appr,(𝑖) 𝑓 (ℎappr,(𝑖)),

3. 𝑢1 + 𝐺𝑢2 =
∑ 𝑗

𝑖= 𝑗1+1 𝑐
(𝑖) ·𝑊appr,(𝑖)𝐴⊤(𝐴𝑊appr,(𝑖)𝐴⊤)−1𝐴

√
𝑊appr,(𝑖) 𝑓 (ℎappr,(𝑖)),

where 𝑗1 is the last iteration we call Initialize, and 𝑐( 𝑗) is defined as in ScalarC:

in data structure mp𝑡 , 𝑐 := ( 𝑡new

𝑡
− 1), and in data structure mpΦ, 𝑐 := − 𝜀2 · 𝑡

new · 1√
𝑡∥∇Φ𝜆 (𝜇/𝑡−1)∥2

.
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Proof. We consider the 𝑗-th iteration in this proof. Throughout the proof, we call the updated

version of all date structure members at the end of the 𝑗-th iteration as the “new” version, with a

“new” superscript in the notation, e.g. 𝑢new
1 .

Part 1. Note that 𝑉 , 𝑉 and 𝐺 are only updated in MatrixUpdate and PartialMatrixUpdate.

Case 1. MatrixUpdate (Algorithm 26). On Line 12, 𝐺 is updated to be 𝑊appr𝑀 tmp, where

𝑊appr is the new value of 𝑉 (Line 18), and 𝑀 tmp is the new value of 𝑀 (Line 16). We have

𝐺new = 𝑉𝑀 = 𝑉𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴,

since in Lemma 3.4.17 we proved that the invariant of 𝑀 still holds.

Case 2. PartialMatrixUpdate (Algorithm 27). First note that 𝑉 and 𝑀 are not updated in

PartialMatrixUpdate. On Line 14, 𝐺 is updated to be𝑊appr𝑀 , where𝑊appr is the new value of

𝑉 , so the invariant of 𝐺 still holds.

Part 2. It suffices to prove that the additive term in the 𝑗-th iteration is

𝑢new
3 + 𝑀new𝑢new

4 − (𝑢3 + 𝑀𝑢4) = 𝑐 · 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴
√
𝑊appr 𝑓 (ℎappr).

Then starting from the 𝑗1-th iteration where we re-initialize and set 𝑢( 𝑗1)3 = 𝑢
( 𝑗1)
4 = 0, we can

inductively prove the statement for iterations 𝑖 ∈ { 𝑗1 + 1, · · · , 𝑗}.

There are three cases that we update 𝑢3 and 𝑢4 in the 𝑗-th iteration: in MatrixUpdate,

PartialMatrixUpdate, or Query. Note that even though we might enter Query after executing

MatrixUpdate or PartialMatrixUpdate, 𝑢3 and 𝑢4 won’t change inside Query since they were

already updated in MatrixUpdate or PartialMatrixUpdate. So we can consider the updates to

𝑢3 and 𝑢4 in these three procedures separately.
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Case 1, MatrixUpdate (Algorithm 26).

𝑢new
3 + 𝑀new𝑢new

4 − (𝑢3 + 𝑀𝑢4) = 𝑢3 + 𝑀𝑢4 + 𝑐 · 𝑀 tmp√𝑊appr 𝑓 (ℎappr) + 𝑀new · 0 − (𝑢3 + 𝑀𝑢4)

= 𝑐 · 𝑀 tmp√𝑊appr 𝑓 (ℎappr)

= 𝑐 · 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴
√
𝑊appr 𝑓 (ℎappr),

where the first step is by the assignment of 𝑢new
3 (Line 14), 𝑢new

4 (Line 15), the last step is by

𝑀 tmp = 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴 that we already proved in Lemma 3.4.17.

Case 2, PartialMatrixUpdate (Algorithm 27).

𝑢new
3 + 𝑀new𝑢new

4 − (𝑢3 + 𝑀𝑢4)

= 𝑀 (𝑢new
4 − 𝑢4)

= 𝑀 · 𝑐 ·
(√
𝑊appr 𝑓 (ℎappr) − 1𝑆new𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

√
𝑊appr 𝑓 (ℎappr)

)
= 𝑐 ·

(
𝑀 − L𝑐 [𝑀𝑆new]𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

) √
𝑊appr 𝑓 (ℎappr)

= 𝑐 ·
(
𝑀 − L𝑐 [𝑀𝑆new] · L∗ [

(
(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new

)−1
] · L𝑟 [(𝑀𝑆new)⊤]

) √
𝑊appr 𝑓 (ℎappr)

= 𝑐 · 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴
√
𝑊appr 𝑓 (ℎappr),

where the first step is by 𝑢new
3 = 𝑢3 and 𝑀new = 𝑀 since they are not modified in PartialMatrix-

Update, the second step is by the assignment of 𝑢new
4 (Line 17), the fourth step is by the invariant

on 𝐵tmp (Part 10 of Assumption 3.4.1), the fifth step is by Woodbury identity (Lemma 3.3.8) and

𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴.
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Case 3, Query (Algorithm 25).

𝑢new
3 + 𝑀new𝑢new

4 − (𝑢3 + 𝑀𝑢4)

= 𝑀 (𝑢new
4 − 𝑢4)

= 𝑀 · 𝑐 ·
(√
𝑊appr 𝑓 (ℎappr) + 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)

)
= 𝑐 ·

(
𝑀 − L𝑐 [𝑀𝑆new] · L∗ [((Δnew

𝑆new,𝑆new) + 𝑀𝑆new,𝑆new)−1] · 𝐿𝑟 [(𝑀𝑆new)⊤]
)
·
√
𝑊appr 𝑓 (ℎappr)

= 𝑐 · 𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴
√
𝑊appr 𝑓 (ℎappr),

where the first step is by 𝑢new
3 = 𝑢3 and 𝑀new = 𝑀 since they are not modified in MatrixUpdate,

the second step is by the assignment of 𝑢new
4 (Line 25), the third step is by the close-form formula

of 𝛾tmp − 𝛾1 − 𝜕𝛾 (Eq. (3.39)), the fourth step is by Woodbury identity (Lemma 3.3.8) and

𝑀 = 𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴.

Part 3. The proof for 𝑢1 + 𝐺𝑢2 =
∑ 𝑗

𝑖= 𝑗1+1 𝑐
(𝑖) ·𝑊appr,(𝑖)𝐴⊤(𝐴𝑊appr,(𝑖)𝐴⊤)−1𝐴

√
𝑊appr,(𝑖) 𝑓 (ℎappr,(𝑖))

follows from similar reasons as that of Part 2. We omit the details here.

3.8.3 Bounding 𝑥 and 𝑥

In this section we prove that the explicit 𝑥 is always within an error of 𝜀tiny with the implicitly

maintained 𝑥. This fact is used to prove Part 3 of Theorem 3.8.2. Similar as in previous sections,

we use a superscript ( 𝑗) to denote the variable at the beginning of the 𝑗-th iteration.

Remark 3.8.4. Our entire analysis is an induction-based argument. In the 𝑗-th iteration, the

induction hypothesis allows us to assume that Assumption 3.2.7 is true for the ( 𝑗 − 1)-th iteration,

it also allows us to assume the following Lemma 3.8.5 is true for 𝑥 ( 𝑗) and 𝑥 ( 𝑗) .

Using these two induction hypothesis we proved that Assumption 3.2.7 is still true for the 𝑗-th

iteration in Section 3.8.1.

Then we further use these two induction hypothesis together with Assumption 3.2.7 for the 𝑗-th

iteration to prove the following Lemma 3.8.5.
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Lemma 3.8.5 (𝑥 and 𝑥 are close). Consider a fixed coordinate 𝑖 ∈ [𝑛] and a fixed iteration number

𝑘 ≤
√
𝑛. Let 𝑏 denote the size of sketching matrix. If the following are true: (1) 𝑥 (0)

𝑖
= 𝑥
(0)
𝑖

. (2)

𝑡 (𝑘) > 𝑡 (0)/2. (3) There is a constant 𝑤 > 0 such that for all 𝑗 ∈ [𝑘], 𝑤appr,( 𝑗)
𝑖

∈ [𝑤/2, 2𝑤]. (4)

Inductively Assumption 3.2.7 is true for iterations 1, 2, . . . , 𝑘 . Then we have:

| (𝑥 (𝑘)
𝑖
)−1(𝑥 (𝑘)

𝑖
− 𝑥 (𝑘)

𝑖
) | ≤ 𝜀𝑥

holds with probability 1 − 𝛿 over the randomness of sketching matrices 𝑅(1) , · · · , 𝑅(𝑘) ∈ R𝑏×𝑛,

where 𝜀𝑥 = 200𝑛1/4
√
𝑏
· log(𝑛/𝛿)𝜀.

Proof. We denote 𝑡 = 𝑡 (𝑘) . Since 𝑡 (0) ≤ 2𝑡 (𝑘) and the central path iteration will only decrease 𝑡 ( 𝑗) ,

we have 𝑡 ≤ 𝑡 ( 𝑗) ≤ 2𝑡 for all 𝑗 ∈ [𝑘].

From the definition of 𝛿̃𝑥 (Definition 3.2.5) and 𝛿̂𝑥 (Definition 3.2.6), we have

𝛿̃𝑥 − 𝛿̂𝑥 =
𝑋√︁
𝑋𝑆

(𝐼 − 𝑃) 1√︁
𝑋𝑆

𝛿̃𝜇 −
𝑋√︁
𝑋𝑆

(𝐼 − 𝑅⊤𝑅𝑃) 1√︁
𝑋𝑆

𝛿̃𝜇

=
𝑋√︁
𝑋𝑆

(𝑃 − 𝑅⊤𝑅𝑃) 1√︁
𝑋𝑆

𝛿̃𝜇 =
√
𝑊appr(𝑃 − 𝑅⊤𝑅𝑃) 1√︁

𝑋𝑆

𝛿̃𝜇 . (3.72)

Then the difference between 𝑥 (𝑘)
𝑖

and 𝑥 (𝑘)
𝑖

can be written as

|𝑥 (𝑘)
𝑖
− 𝑥 (𝑘)

𝑖
| =

��� (𝑥 (0)𝑖 + 𝑘∑︁
𝑗=1
𝛿̃
( 𝑗)
𝑥,𝑖

)
−

(
𝑥
(0)
𝑖
+

𝑘∑︁
𝑗=1
𝛿̂
( 𝑗)
𝑥,𝑖

) ��� = ��� 𝑘∑︁
𝑗=1
(𝛿̃( 𝑗)
𝑥,𝑖
− 𝛿̂( 𝑗)

𝑥,𝑖
)
���

=

��� 𝑘∑︁
𝑗=1

√︁
𝑤appr,( 𝑗)

𝑖

(
(𝑃( 𝑗) − 𝑅⊤( 𝑗)𝑅( 𝑗)𝑃( 𝑗)) 1√︁

𝑋 ( 𝑗)𝑆( 𝑗)
𝛿̃
( 𝑗)
𝜇

)
𝑖

���, (3.73)

where the second step is by 𝑥 (0)
𝑖

= 𝑥
(0)
𝑖

, the third step is by Eq.(3.72).

We define a random vector 𝑌 𝑗 for the 𝑗-th iteration:

𝑌 𝑗 =
√︁
𝑤appr,( 𝑗)

𝑖

(
(𝐼 − 𝑅( 𝑗)⊤𝑅( 𝑗))𝑃( 𝑗)

𝛿̃
( 𝑗)
𝜇√︁

𝑋 ( 𝑗)𝑆( 𝑗)

)
𝑖
.
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We first bound the ℓ2 norm of the right part 𝛿̃
( 𝑗 )
𝜇√

𝑋 ( 𝑗 )𝑆 ( 𝑗 )
:




 𝛿̃
( 𝑗)
𝜇√︁

𝑋 ( 𝑗)𝑆( 𝑗)





2
≤ Sup

[ 1√︁
𝑋 ( 𝑗)𝑆( 𝑗)

]
· ∥𝛿̃( 𝑗)𝜇 ∥2 ≤

1.1
√
𝑡 ( 𝑗)
· ∥𝛿̃( 𝑗)𝜇 ∥2 ≤ 2.2𝜀

√︁
𝑡 ( 𝑗) ≤ 5𝜀

√
𝑡,

where the first step is by ∥𝑎 · 𝑏∥2 ≤ Sup[𝑎] · ∥𝑏∥2, the second step is by the inductive Assump-

tion 3.2.7 that 𝑋 ( 𝑗)𝑆( 𝑗) ≈0.1 𝑡
( 𝑗) , the third step is by ∥𝛿̃( 𝑗)𝜇 ∥2 ≤ 2𝜀𝑡 ( 𝑗) (Fact 3.2.9), the last step is by

𝑡 ( 𝑗) ≤ 2𝑡.

By Lemma 2.2.15, for each 𝑗 and with randomness over 𝑅( 𝑗) , and use the fact that 𝑤appr,( 𝑗)
𝑖

∈

[𝑤/2, 2𝑤] for all 𝑗 ∈ [𝑘], we have

E[𝑌 𝑗 ] = 0 and E[(𝑌 𝑗 )2] ≤
𝑤

appr,( 𝑗)
𝑖

𝑏




 𝛿̃
( 𝑗)
𝜇√︁

𝑋 ( 𝑗)𝑆( 𝑗)




2

2
≤ (2𝑤) · 25𝜀2𝑡/𝑏,

and with probability 1 − 𝛿/𝑛,

|𝑌 𝑗 | ≤
√︃
𝑤

appr,( 𝑗)
𝑖

·



 𝛿̃

( 𝑗)
𝜇√︁

𝑋 ( 𝑗)𝑆( 𝑗)





2
· log(𝑛/𝛿)
√
𝑏

≤ (
√

2𝑤) · 5𝜀
√
𝑡
log(𝑛/𝛿)
√
𝑏

:= 𝑀.

Now, we apply Bernstein inequality on these zero-mean independent random variable {𝑌 𝑗 }𝑘𝑗=1

(Lemma 2.2.12), ∀𝜏 > 0,

Pr
[
|
𝑘∑︁
𝑗=1
(𝑌 𝑗 ) | > 𝜏

]
≤ 2 exp

(
− 𝜏2/2∑𝑘

𝑗=1 E[(𝑌 𝑗 )2] + 𝑀𝜏/3

)
Choosing 𝜏 = 64

√
𝑤𝑘𝑡√
𝑏

log(𝑛/𝛿)2𝜀, we have

Pr
[
|
𝑘∑︁
𝑗=1
(𝑌 𝑗 ) | > 𝜏

]
≤ 2 exp

(
− 𝜏2/2

50𝑤𝑘𝜀2𝑡/𝑏 + 𝜏 · 5𝜀
√

2𝑤𝑡 log(𝑛/𝛿)
3
√
𝑏

)
≤ 2 exp(−10 log(𝑛/𝛿)).

Then take a union bound on all events that |𝑌 𝑗 | ≤ 𝑀 , we have |∑𝑘
𝑗=1(𝑌 𝑗 ) | ≤ 𝜏 with probability
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at least 1 − 𝛿. Therefore,

|𝑥 (𝑘)
𝑖
− 𝑥 (𝑘)

𝑖
| ≤ |

𝑘∑︁
𝑗=1
(𝑌 𝑗 ) | ≤ 𝜏 ≤

64
√
𝑤𝑘𝑡
√
𝑏
· log(𝑛/𝛿)2𝜀

≤ 𝑥 (𝑘)
𝑖
· 200

√
𝑘

√
𝑏
· log(𝑛/𝛿)2𝜀 ≤ 𝑥 (𝑘)

𝑖
· 200𝑛1/4
√
𝑏
· log(𝑛/𝛿)2𝜀 ≤ 𝑥 (𝑘)

𝑖
𝜀𝑥 ,

where the first step is by Eq.(3.73), the fourth step is by 𝑤𝑡 ≤ 2𝑤 (appr),(𝑘)
𝑖

· 2𝑡 (𝑘) ≤ (2𝑥 (𝑘)
𝑖
/𝑠(𝑘)
𝑖
) ·

(3𝑥 (𝑘)
𝑖
𝑠
(𝑘)
𝑖
) ≤ 6(𝑥 (𝑘)

𝑖
)2 by Assumption 3.2.7, the fifth step is by 𝑘 ≤

√
𝑛.

3.8.4 Running Time of Feasible Data Structures

Lemma 3.8.6. It takes 𝑂 (𝑛) time to execute ScalarC.

The proof is straightforward.

Lemma 3.8.7. In the procedure MatrixUpdate, it takes

1. 𝑂 (𝑛2) time to compute 𝐺 ← 𝑊appr𝑀 tmp

2. 𝑂 (𝑛2) time to compute 𝑢1 ← 𝑢1 + 𝐺𝑢2 + 𝑐 ·𝑊appr𝑀 tmp√𝑊appr 𝑓 (ℎappr)

3. 𝑂 (𝑛2) time to compute 𝑢3 ← 𝑢3 + 𝑀𝑢4 + 𝑐 · 𝑀 tmp√𝑊appr 𝑓 (ℎappr)

Overall, refreshing 𝐺, 𝑢1, 𝑢2 takes 𝑂 (𝑛2) time.

Proof. This lemma directly follows from the algorithm of MatrixUpdate (ALgorithm 26).

Lemma 3.8.8. In the procedure PartialMatrixUpdate, it takes

1. 𝑂 (𝑛1+𝑎) time to compute 𝐺 ← 𝐺 + (𝑊appr −𝑉) · 𝑀 .

2. 𝑂 (𝑛1+𝑎) time to compute 𝑢1 ← 𝑢1 + (𝑊appr −𝑉) · 𝑀𝑢2.

3. 𝑂 (𝑛1+𝑎) time to compute

𝑢2 ← 𝑢2 + 𝑐
(√
𝑊appr 𝑓 (ℎappr) − 1𝑆new𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

√
𝑊appr 𝑓 (ℎappr)

)
.
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And computing 𝑢4 takes the same time.

Overall, refreshing 𝐺, 𝑢1, 𝑢2, 𝑢4 takes 𝑂 (𝑛1+𝑎) time.

Proof. From Lemma 3.5.1, we have that when entering PartialUpdate, ∥𝑤appr − 𝑣̃∥0 ≤ 𝑂 (𝑛𝑎),

and |𝑆new | ≤ 𝑂 (𝑛𝑎).

Part 1. Since (𝑊appr −𝑉) is a 𝑂 (𝑛𝑎)-sparse diagonal matrix, multiplying it with a 𝑛 × 𝑛 matrix 𝑀

takes 𝑂 (𝑛1+𝑎) time. By memory operation, adding (𝑊appr −𝑉)𝑀 on 𝐺 also takes 𝑂 (𝑛1+𝑎) time.

Part 2. Multiplying a 𝑂 (𝑛𝑎)-sparse diagonal matrix (𝑊appr − 𝑉) with a 𝑛 × 𝑛 matrix 𝑀 and then

with a 𝑛 × 1 vector 𝑢2 takes 𝑂 (𝑛1+𝑎) time.

Part 3. Computing
√
𝑊appr 𝑓 (ℎappr) takes𝑂 (𝑛) time. Multiplying a𝑂 (𝑛𝑎)×𝑛matrixL𝑟 [(𝑀𝑆new)⊤]

with a 𝑛 × 1 vector
√
𝑊appr 𝑓 (ℎappr) takes 𝑂 (𝑛1+𝑎) time. Multiplying a 𝑂 (𝑛𝑎) × 𝑂 (𝑛𝑎) matrix

𝐵tmp with a 𝑂 (𝑛𝑎) × 1 vector L𝑟 [(𝑀𝑆new)⊤]
√
𝑊appr 𝑓 (ℎappr) takes 𝑂 (𝑛2𝑎) time. Finally multi-

plying a 𝑛 × 𝑂 (𝑛𝑎) matrix 1𝑆new that only has 𝑂 (𝑛𝑎) non-zero entries with a 𝑂 (𝑛𝑎) × 1 vector

𝐵tmp(𝑀𝑆new)⊤
√
𝑊appr 𝑓 (ℎappr) takes 𝑂 (𝑛) time. Thus in total this step takes 𝑂 (𝑛1+𝑎) time.

Remark 3.8.9. Note that this running time of𝑂 (𝑛1+𝑎) is always dominated by the𝑂 (Tmat(𝑛, 𝑛𝑎, 𝑘̃))

time of other computations of PartialMatrixUpdate (see Lemma 3.5.18).

Lemma 3.8.10. In the procedure Query, it takes

1. 𝑂 (𝑛𝑎+𝑎̃) time to compute 𝑢1 ← 𝑢1 + 𝑐 · (𝑊appr − 𝑉)
(
𝛽2 + 𝑀 ·

(√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔) +

1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)
) )

.

2. 𝑂 (𝑛) time to compute 𝑢2 ← 𝑢2 + 𝑐 ·
(√
𝑊appr 𝑓 (ℎappr) + 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)

)
. And com-

puting 𝑢4 takes the same time.

Overall, calculating 𝑢1, 𝑢2, 𝑢4 takes 𝑂 (𝑛𝑎+𝑎̃) time.

Proof. When entering Query, from Lemma 3.5.1, we have that ∥𝑤appr − 𝑣∥0 ≤ 𝑛𝑎 and ∥ℎappr −

𝑔∥0 ≤ 𝑛𝑎, thus ∥
√
𝑊

appr
𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)∥0 ≤ 𝑂 (𝑛𝑎). From Lemma 3.5.1, we also have that

∥𝑤appr − 𝑣̃∥0 ≤ 𝑛𝑎̃, and |𝑆new | ≤ 𝑂 (𝑛𝑎).

Part 1. We need to compute the following four parts:
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1. Multiplying a 𝑛 × 𝑛 diagonal matrix𝑊appr −𝑉 with a 𝑛 × 1 vector 𝛽2 takes 𝑂 (𝑛) time.

2. Multiplying a 𝑛𝑎̃-sparse 𝑛× 𝑛 diagonal matrix𝑊appr −𝑉 with a 𝑛× 𝑛matrix 𝑀 and then with

a 𝑂 (𝑛𝑎)-sparse 𝑛 × 1 vector (
√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔)) takes 𝑂 (𝑛𝑎+𝑎̃) time.

3. Computing 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾) takes 𝑂 (𝑛) time. Multiplying a 𝑛𝑎̃-sparse 𝑛 × 𝑛 diagonal

matrix𝑊appr−𝑉 with a 𝑛×𝑛matrix 𝑀 and then with a𝑂 (𝑛𝑎)-sparse 𝑛×1 vector 1𝑆new (𝛾tmp−

𝛾1 − 𝜕𝛾) takes 𝑂 (𝑛𝑎+𝑎̃) time.

So overall this step takes 𝑂 (𝑛𝑎+𝑎̃) time.

Part 2. Computing
√
𝑊appr · 𝑓 (ℎappr) takes 𝑂 (𝑛) time. And multiplying a 𝑛 × 𝑂 (𝑛𝑎) matrix 1𝑆new

that only has 𝑂 (𝑛𝑎) non-zero entries with a 𝑂 (𝑛𝑎) × 1 vector (𝛾tmp − 𝛾1 − 𝜕𝛾) takes 𝑂 (𝑛) time.

Thus in total this step takes 𝑂 (𝑛) time.

Remark 3.8.11. Note that this running time of𝑂 (𝑛𝑎+𝑎̃) is the same as other computations of Query

(see Lemma 3.5.3).

Lemma 3.8.12. The amortized running time of procedure MakeFeasible is

(𝐶1/𝜀mp + 𝐶2/𝜀2
mp) · 𝑛1.5.

Proof. In this proof, we will use superscript notations that are consistent with section 3.6. Let

𝑤 ( 𝑗+1) denote the input 𝑤new of UpdateQuery in the 𝑗-th iteration. Let 𝑤appr,( 𝑗+1) be the output of

UpdateQuery in the 𝑗-th iteration. Let 𝑤old,( 𝑗) be the values of 𝑤old at the beginning of the 𝑗-th

iteration. Let 𝑆( 𝑗) := {𝑖 : |𝑤old,( 𝑗)
𝑖

− 𝑤appr,( 𝑗+1)
𝑖

| > 𝑤old,( 𝑗)
𝑖

/2}, and we define 𝑘̂ 𝑗 := |𝑆( 𝑗) |. Note that

in the 𝑗-th iteration, procedure MakeFeasible takes worst-case 𝑂 (𝑛 · 𝑘̂ 𝑗 ) time. We use a similar

amortized argument as that of Lemma 3.6.19.

We define the following potential function

Φ 𝑗 =

𝑛∑︁
𝑖=1

𝜓(𝑤 ( 𝑗)
𝑖
/𝑤old,( 𝑗)

𝑖
− 1),
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where the function 𝜓 is defined as Definition 3.6.4. We let 𝑔 ∈ R𝑛 be the all one vector. Applying

Lemma 3.6.23 (set 𝑣 ( 𝑗) of the lemma statement to be 𝑤old,( 𝑗)), we have

(𝑤 move) ( 𝑗) :=
𝑛∑︁
𝑖=1

𝑔𝑖 · E
[
𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑤old,( 𝑗)

𝑖
− 1) − 𝜓(𝑤 ( 𝑗)

𝑖
/𝑤old,( 𝑗)

𝑖
− 1)

��� 𝑤 ( 𝑗) , 𝑤old,( 𝑗)
]

= 𝑂 (𝐶1 + 𝐶2/𝜀mp) · ∥𝑔∥2 = 𝑂 ((𝐶1 + 𝐶2/𝜀mp) ·
√
𝑛). (3.74)

From Section 3.8.1, we have 𝑤appr,( 𝑗+1) ≈𝜀mp 𝑤 ( 𝑗+1) . And from Lemma 3.8.5 we have

𝑤 ( 𝑗+1) ≈𝜀tiny 𝑤
( 𝑗+1) . So𝑤appr,( 𝑗+1) ≈𝜀mp+𝜀tiny 𝑤

( 𝑗+1) . For every 𝑖 ∈ 𝑆( 𝑗) , we have |𝑤appr,( 𝑗+1)
𝑖

/𝑤old,( 𝑗)
𝑖

−

1| > 1/2 by definition of 𝑆( 𝑗) , thus

|𝑤 ( 𝑗+1)
𝑖
/𝑤old,( 𝑗)

𝑖
− 1| = | (𝑤appr,( 𝑗+1)

𝑖
/𝑤old,( 𝑗)

𝑖
) · (𝑤 ( 𝑗+1)

𝑖
/𝑤appr,( 𝑗+1)

𝑖
) − 1|

> 1/2 − 2𝜀mp − 2𝜀tiny > 2𝜀mp,

where the last step follows from 𝜀mp <
1

10 (Assumption 3.6.5) and 𝜀tiny <
𝜀mp
1000 (Def. 3.8.1). Thus

𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑤old,( 𝑗)

𝑖
− 1) > 𝜀mp from the definition of 𝜓. Since for 𝑖 ∈ 𝑆( 𝑗) , 𝑤old,( 𝑗+1)

𝑖
is updated to be

𝑤
appr,( 𝑗+1)
𝑖

, we have

|𝑤 ( 𝑗+1)
𝑖
/𝑤old,( 𝑗+1)

𝑖
− 1| = |𝑤 ( 𝑗+1)

𝑖
/𝑤appr,( 𝑗+1)

𝑖
− 1| ≤ 𝜀mp + 𝜀tiny < 1.1𝜀mp.

Thus 𝜓(𝑤 ( 𝑗+1)
𝑖
/𝑤old,( 𝑗+1)

𝑖
− 1) < 0.6𝜀mp from the definition of 𝜓 (Definition 3.6.4).

So we have

(𝑣 move) ( 𝑗) :=
𝑛∑︁
𝑖=1

E
[
𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑤old,( 𝑗)

𝑖
− 1) − 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑤old,( 𝑗+1)

𝑖
− 1)

��� 𝑤 ( 𝑗) , 𝑤old,( 𝑗)
]

≥
∑︁
𝑖∈𝑆 ( 𝑗 )

E
[
𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑤old,( 𝑗)

𝑖
− 1) − 𝜓(𝑤 ( 𝑗+1)

𝑖
/𝑤old,( 𝑗+1)

𝑖
− 1)

��� 𝑤 ( 𝑗) , 𝑤old,( 𝑗)
]

≥
∑︁
𝑖∈𝑆 ( 𝑗 )
(𝜀mp − 0.6𝜀mp) = Ω(𝜀mp 𝑘̂ 𝑗+1). (3.75)
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Combining Eq. (3.74) and Eq. (3.75), we have

E[Φ𝑇 ] −Φ0 =

𝑇−1∑︁
𝑗=0
((𝑤 move) ( 𝑗) − (𝑣 move) ( 𝑗)) ≤ 𝑇 · (𝐶1 + 𝐶2/𝜀mp) ·

√
𝑛 −

𝑇∑︁
𝑗=1

Ω(𝜀mp 𝑘̂ 𝑗 ).

Since when initialize we set 𝑤old to be 𝑤0, we have Φ0 = 0. And since E[Φ𝑇 ] ≥ 0, we have

𝑇∑︁
𝑗=1

𝑘̂ 𝑗 ≤ 𝑇 · (𝐶1/𝜀mp + 𝐶2/𝜀2
mp) ·

√
𝑛.

Thus the amortized running time of MakeFeasible is (𝐶1/𝜀mp + 𝐶2/𝜀2
mp) · 𝑛1.5.

Remark 3.8.13. Note that the amortized time of MakeFeasible is dominated by the amortized time

of MatrixUpdate (Lemma 3.6.19).
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Algorithm 19 Feasible version of Main (Algorithm 17)
1: procedure Main(𝐴, 𝑏, 𝑐, 𝛿, 𝑎, 𝑎̃) ⊲ Theorem 3.7.12+3.8.2, 𝐴, 𝑏, 𝑐 are inputs of LP, 𝛿 is the accuracy

parameter
2: 𝜀mp ← 10−5/log 𝑛, 𝜀far ← 𝜀mp/100 log 𝑛, 𝜀 ← 10−7/log 𝑛
3: 𝜆← 40 log 𝑛, 𝛿← min{ 𝛿2 ,

1
𝜆
}

4: 𝑏sketch ← 1012√𝑛 log8 𝑛/𝜀2
mp

5: 𝐿sketch ← 𝑛1/2+𝑜 (1)

6: Create 𝐿sketch sketching matrices 𝑅1, 𝑅2, · · · , 𝑅𝐿sketch ∈ R𝑏sketch×𝑛 ⊲ Lemma 2.2.15
7: Let 𝑅 = [𝑅⊤1 , 𝑅

⊤
2 , · · · , 𝑅

⊤
𝐿sketch
]⊤

8: Modify the linear program and obtain an initial 𝑥 (0) and 𝑠 (0) .
9: Let mp𝑡 and mpΦ be projection maintenance data structures.

10: Let 𝑓𝑡 : 𝑥 ↦→
√
𝑥, 𝑓Φ : 𝑥 ↦→ 𝜆 sinh(𝜆(𝑥 − 1))/

√
𝑥

11: mp𝑡 .Initialize( 𝑓𝑡 , 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,
𝑥 (0)

𝑠 (0)
, 𝑥 (0) 𝑠 (0) , 𝑅) ⊲ Algorithm 22

12: mpΦ.Initialize( 𝑓Φ, 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,
𝑥 (0)

𝑠 (0)
, 𝑥
(0) 𝑠 (0)

𝑡
, 𝑅) ⊲ Algorithm 22

13: Global 𝑥, 𝑠, 𝑥, 𝑠, 𝑡, 𝑡new, 𝑤old

14: 𝑥 ← 𝑥 ← 𝑥 (0) , 𝑠← 𝑠← 𝑠 (0) , 𝑤old ← 𝑥 (0) 𝑠 (0)

15: 𝑡old ← 𝑡 ← 1, 𝑗 ← 0
16: while 𝑡 > 𝛿2/(32𝑛3) do
17: 𝑡new ← (1 − 𝜀

3
√
𝑛
)𝑡, 𝑗 ← 𝑗 + 1

18: repeat
19: 𝛿̂𝑥 , 𝛿̂𝑠, 𝑤

appr ← OneStepCentralPath(mp𝑡 ,mpΦ, 𝑡, 𝑡new) ⊲ Algorithm 20
20: if the 𝐿sketch sketching matrices are used up then
21: re-initialize mp𝑡 and mpΦ with new ones.
22: end if
23: until ∥𝑥−1𝛿̂𝑥 ∥∞ ≤ 5𝜀, ∥𝑠−1𝛿̂𝑠 ∥∞ ≤ 5𝜀, if this condition is false, revoke the updates of

𝑢1, 𝑢2, 𝑢3, 𝑢4 in mp𝑡 and mpΦ
24: 𝑥 ← 𝑥 + 𝛿̂𝑥 , 𝑠← 𝑠 + 𝛿̂𝑠
25: MakeFeasible(𝑤appr)
26: if 𝑗 >

√
𝑛 or 𝑡 < 𝑡old/2 then

27: 𝑥 ← 𝑥 − (mp𝑡 .𝑢1 +mp𝑡 .𝐺 ·mp𝑡 .𝑢2) − (mpΦ.𝑢1 +mpΦ.𝐺 ·mpΦ.𝑢2)
28: 𝑠← 𝑠 + (mp𝑡 .𝑢3 +mp𝑡 .𝑀 ·mp𝑡 .𝑢4) + (mpΦ.𝑢3 +mpΦ.𝑀 ·mpΦ.𝑢4)
29: mp𝑡 .Initialize(𝜀𝑚𝑝, 𝜀far, 𝑎, 𝑎̃, 𝑏, 𝐿, 𝐴, 𝑤

appr, ℎappr, 𝑅)
30: mpΦ.Initialize(𝜀𝑚𝑝, 𝜀far, 𝑎, 𝑎̃, 𝑏, 𝐿, 𝐴, 𝑤

appr, ℎappr/𝑡, 𝑅)
31: 𝑗 ← 1, 𝑡old ← 𝑡

32: end if
33: if Φ𝜆(𝑥𝑠/𝑡 − 1) > 𝑛3 then
34: (𝑥, 𝑠) ← ClassicalStep(𝑥, 𝑠, 𝑡new) ⊲ Use the central path step of [39].
35: 𝑥 ← 𝑥, 𝑠← 𝑠

36: Construct sketching matrices 𝑅 similar as before.
37: mp𝑡 .Initialize( 𝑓𝑡 , 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,

𝑥
𝑠
, 𝑥𝑠, 𝑅) ⊲ Algorithm 22

38: mpΦ.Initialize( 𝑓Φ, 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏sketch, 𝐿sketch, 𝐴,
𝑥
𝑠
, 𝑥𝑠
𝑡
, 𝑅) ⊲ Algorithm 22

39: end if
40: 𝑡 ← 𝑡new

41: end while
42: return 𝑥
43: end procedure
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Algorithm 20 Feasible version of OneStepCentralPath (Algorithm 18)
1: procedure OneStepCentralPath(mp𝑡 ,mpΦ, 𝑡, 𝑡new) ⊲ Part 1 of Theorem 3.8.2
2: 𝑤 ← 𝑥/𝑠 ⊲ 𝑥, 𝑠 is global variable
3: 𝜇← 𝑥𝑠

4: (𝑞𝑡 ,𝑥 , 𝑝𝑡 ,𝑥 , 𝑝𝑡 ,𝑠, 𝑤appr) ← mp𝑡 .UpdateQuery(𝑤, 𝜇) ⊲ Algorithm 24
5: ⊲ this data-structure works with function 𝑓𝑡 (𝑥) =

√
𝑥

6: (𝑞Φ,𝑥 , 𝑝Φ,𝑥 , 𝑝Φ,𝑠, 𝑤appr) ← mpΦ.UpdateQuery(𝑤, 𝜇/𝑡) ⊲ Algorithm 24
7: ⊲ this data-structure works with function 𝑓Φ(𝑥) = ∇Φ(𝑥 − 1)/

√
𝑥

8: 𝛿̂𝑥 ← 𝑞𝑡 ,𝑥 + 𝑞Φ,𝑥 − (𝑝𝑡 ,𝑥 + 𝑝Φ,𝑥)
9: 𝛿̂𝑠 ← 𝑝𝑡 ,𝑠 + 𝑝Φ,𝑠

10: 𝑥 ← 𝑥 + 𝑞𝑡 ,𝑥 + 𝑞Φ,𝑥
11: return (𝛿̂𝑥 , 𝛿̂𝑠, 𝑤appr)
12: end procedure

Algorithm 21 Data structure : MakeFeasible.
1: data structure
2: procedure MakeFeasible(𝑤appr) ⊲ Part 2 of Theorem 3.8.2
3: 𝑆 ← {𝑖 : |𝑤old

𝑖
− 𝑤appr

𝑖
| > 𝑤old

𝑖
/2}

4: 𝑥
𝑆
← 𝑥

𝑆
− ((mp𝑡 .𝑢1)𝑆 + (mp𝑡 .𝐺 ·mp𝑡 .𝑢2)𝑆) − ((mpΦ.𝑢1)𝑆 + (mpΦ.𝐺 ·mpΦ.𝑢2)𝑆)

5: 𝑠
𝑆
← 𝑠

𝑆
+ ((mp𝑡 .𝑢3)𝑆 + (mp𝑡 .𝑀 ·mp𝑡 .𝑢4)𝑆) + ((mpΦ.𝑢3)𝑆 + (mpΦ.𝑀 ·mpΦ.𝑢4)𝑆)

6: 𝑤old
𝑆
← 𝑤

appr
𝑆

7: end procedure
8: end data structure
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Algorithm 22 Data structure : feasible version of members (Algorithm 4), invariants (Assump-
tion 3.4.1), and Initialize (Algorithm 5)
1: data structure
2:
3: members
4: · · · ⊲ We continue to have all previous members of Algorithm 4.
5: 𝑢1, 𝑢2, 𝑢3, 𝑢4 ∈ R𝑛
6: 𝐺 ∈ R𝑛×𝑛
7: end members
8:
9: invariant

10: · · · ⊲ We continue to maintain all previous invariants of Assumption 3.4.1.
11: 𝐺 = 𝑉𝐴⊤(𝐴𝑉𝐴⊤)−1𝐴 ⊲ 𝐺 ∈ R𝑛×𝑛
12: 𝑥 = 𝑢1 + 𝐺𝑢2 ⊲ 𝑥 ∈ R𝑛
13: 𝑠 = 𝑢3 + 𝑀𝑢4 ⊲ 𝑥 ∈ R𝑛
14: end invariant
15:
16: procedure initialize( 𝑓 , 𝜀mp, 𝜀far, 𝑎, 𝑎̃, 𝑏, 𝐿, 𝐴, 𝑤0, ℎ0, 𝑅)
17: · · · ⊲ All previous members are initialized as of Algorithm 5.
18: 𝐺 ← 𝑊0𝐴

⊤(𝐴𝑉𝐴⊤)−1𝐴 ⊲ 𝐺 ∈ R𝑛×𝑛
19: 𝑢1, 𝑢2, 𝑢3, 𝑢4 ← 0 ⊲ 𝑢1, 𝑢2, 𝑢3, 𝑢4 ∈ R𝑛
20: end procedure
21:
22: end data structure

Algorithm 23 Data structure : ScalarC.
1: procedure ScalarC(ℎappr) ⊲ Output a number 𝑐 ∈ R
2: if self.name = mp𝑡 then
3: 𝑐 ← 𝑡new

𝑡
− 1

4: end if
5: if self.name = mpΦ then
6: 𝜇← ℎappr · 𝑡
7: 𝑐 ← − 𝜀2 · 𝑡

new · 1√
𝑡 ∥∇Φ𝜆 (𝜇/𝑡−1) ∥2

8: end if
9: return 𝑐

10: end procedure
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Algorithm 24 Data structure : feasible version of UpdateQuery (Algorithm 8)
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure UpdateQuery(𝑤new, ℎnew) ⊲ Theorem 3.8.2
4: ℎappr, 𝑝, 𝑝 ← UpdateG(ℎnew) ⊲ Algorithm 10, 𝑝 and 𝑝 are only used for analysis.
5: 𝑤appr, 𝑘, 𝑘̃ ← UpdateV(𝑤new, ℎappr) ⊲ Algorithm 9, 𝑘 and 𝑘̃ are only used for analysis.
6: 𝑟 ← Query(𝑤appr, ℎappr) ⊲ Algorithm 25, Lemma 3.4.7, 3.5.3, 3.8.10
7: ⊲ Compute 𝑟 = 𝑅[𝑙]⊤𝑅[𝑙]

√
𝑊appr𝐴⊤(𝐴𝑊appr𝐴⊤)−1𝐴

√
𝑊appr 𝑓 (ℎappr)

8: 𝑐 ← ScalarC(ℎappr)
9: if self.name = mp𝑡 then

10: 𝜇← ℎappr

11: end if
12: if self.name = mpΦ then
13: 𝜇← ℎappr · 𝑡
14: end if
15: 𝑤 ← 𝑤appr

16: 𝑥̃ ←
√︁
𝜇 · 𝑤, 𝑠̃←

√︁
𝜇/𝑤 ⊲ 𝜇 = 𝑥̃ 𝑠̃ and 𝑤 = 𝑥̃/𝑠̃

17: 𝑞𝑥 ←
√︃
𝑥̃
𝑠̃
· 𝑐 · 𝑓 (ℎappr)

18: 𝑝𝑥 ←
√︃
𝑥̃
𝑠̃
· 𝑐 · 𝑟

19: 𝑝𝑠 ←
√︃
𝑠̃
𝑥̃
· 𝑐 · 𝑟

20: return 𝑞𝑥 , 𝑝𝑥 , 𝑝𝑠, 𝑤appr

21: end procedure
22:
23: end data structure
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Algorithm 25 Data structure : feasible version of Query (Algorithm 12)
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure Query(𝑤appr, ℎappr) ⊲ Lemma 3.4.7, 3.5.3, 3.8.10
4: 𝜕Δ, 𝜕Γ, 𝜕𝜉, 𝜕𝑆,Δnew, _, _, 𝑆new, 𝑆′ ← ComputeLocalVariables(𝑤appr, 𝑔̃new)
5: ⊲ Algorithm 11
6: 𝑟1 ← 𝛽1 [𝑙] ⊲ 𝑟1 ∈ R𝑛

𝑏

7: 𝑟2 ← 𝑄 [𝑙]𝜉 + 𝑅[𝑙]𝛾2 + 𝑅[𝑙]𝜕Γ𝑀 (𝜉 + 𝜕𝜉) +
(
𝑄 [𝑙] + 𝑅[𝑙]Γ𝑀

)
𝜕𝜉 ⊲ 𝑟2 ∈ R𝑛

𝑏

8: 𝑟3 ← 𝑅[𝑙] (Γ + 𝜕Γ)𝛽2 ⊲ 𝑟3 ∈ R𝑛
𝑏

9: 𝜕𝛾 ← 𝐵 · (L𝑟 [(𝛽2)𝜕𝑆\𝑆] − L𝑟 [(𝛽2)𝑆′]) + 𝐵 · (L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) · (𝜉 + 𝜕𝜉) + 𝐸 · 𝜕𝜉
10: ⊲ local variable 𝜕𝛾 ∈ R6𝑛𝑎

11: (𝑈′, 𝐶,𝑈) ← Decompose
(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆]

)
12: ⊲ Decompose is defined in Lemma 3.3.4. 𝑈′,𝑈 ∈ R6𝑛𝑎×3 |𝜕𝑆 | , 𝐶 ∈ R3 |𝜕𝑆 |×3 |𝜕𝑆 |

13: 𝜕𝐸 ← 𝐸𝜕𝑆 − 𝐵 (𝜕𝑆∩𝑆) · 𝑀(𝜕𝑆∩𝑆) ,𝜕𝑆
14: (𝜕𝐸)𝑆′ ← −(𝜕𝐸)𝑆′ , (𝜕𝐸) (𝑆∩𝜕𝑆)\𝑆′ ← 0 ⊲ local variable 𝜕𝐸 ∈ R6𝑛𝑎×|𝜕𝑆 |

15: 𝑈tmp ← [𝐵𝜕𝑆 , 𝐵𝜕𝑆 , 𝜕𝐸]
16: ⊲ local variable𝑈tmp ∈ R6𝑛𝑎×3 |𝜕𝑆 | ,𝑈tmp = 𝐵𝑈′ (Corollary 3.3.7)
17: 𝛾tmp ← 𝑈tmp(𝐶−1 +𝑈⊤𝑈tmp)−1𝑈⊤ · (𝛾1 + 𝜕𝛾) ⊲ local variable, 𝛾tmp ∈ R6𝑛𝑎

18: 𝑟4 ←
(
L𝑐 [(𝑄 [𝑙])𝑆new]+𝐹 [𝑙]+𝑅[𝑙]Γ(L𝑐 [𝑀𝜕𝑆\𝑆]−L𝑐 [𝑀𝑆′])+𝑅[𝑙]𝜕ΓL𝑐 [𝑀𝑆new]

)
(𝛾tmp−𝛾1−𝜕𝛾)

19: 𝑟 ← 𝑅[𝑙]⊤(𝑟1 + 𝑟2 + 𝑟3 + 𝑟4) ⊲ 𝑟 ∈ R𝑛
20: 𝑙 ← 𝑙 + 1
21: 𝑐 ← ScalarC(ℎappr)
22: 𝑢1 ← 𝑢1 + 𝑐 · (𝑊appr −𝑉)

(
𝛽2 + 𝑀 ·

(√
𝑊appr 𝑓 (ℎappr) −

√
𝑉 𝑓 (𝑔) + 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)

) )
23: ⊲ 1𝑆new ∈ R𝑛×6𝑛𝑎 only has ones in positions (𝑖, 𝑖) for 𝑖 ∈ 𝑆new

24: 𝑢2 ← 𝑢2 + 𝑐 ·
(√
𝑊appr 𝑓 (ℎappr) + 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)

)
25: 𝑢4 ← 𝑢4 + 𝑐 ·

(√
𝑊appr 𝑓 (ℎappr) + 1𝑆new (𝛾tmp − 𝛾1 − 𝜕𝛾)

)
26: return 𝑟
27: end procedure
28:
29: end data structure
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Algorithm 26 Data structure : feasible version of MatrixUpdate (Algorithm 13)
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure MatrixUpdate(𝑤appr, ℎappr) ⊲ Lemma 3.4.17, 3.5.12, 3.8.7
4: _, _, _, _,Δnew, Γnew, _, 𝑆new, _← ComputeLocalVariables(𝑤appr, _) ⊲ Algorithm 11
5: 𝑀 tmp ← 𝑀 − 𝑀𝑆new · ((Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new)−1 · (𝑀𝑆new)⊤

6: 𝑄tmp ← 𝑄 + 𝑅(Γnew𝑀 tmp) + 𝑅
√
𝑉 (𝑀 tmp − 𝑀)

7: 𝛽
tmp
1 ← 𝑄tmp√𝑊appr 𝑓 (𝑔)

8: 𝛽
tmp
2 ← 𝑀 tmp√𝑊appr 𝑓 (𝑔)

9: 𝜉 tmp ←
√
𝑊appr( 𝑓 (𝑔̃) − 𝑓 (𝑔))

10: ⊲ We start to refresh variables in the memory of data structure
11: 𝑐 ← ScalarC(ℎappr)
12: 𝐺 ← 𝑊appr𝑀 tmp

13: 𝑢1 ← 𝑢1 + 𝐺𝑢2 + 𝑐 ·𝑊appr𝑀 tmp√𝑊appr 𝑓 (ℎappr)
14: 𝑢3 ← 𝑢3 + 𝑀𝑢4 + 𝑐 · 𝑀 tmp√𝑊appr 𝑓 (ℎappr)
15: 𝑢2 ← 0, 𝑢4 ← 0
16: 𝑄 ← 𝑄tmp, 𝑀 ← 𝑀 tmp

17: 𝛽1 ← 𝛽
tmp
1 , 𝛽2 ← 𝛽

tmp
2 , 𝜉 ← 𝜉 tmp

18: 𝑣 ← 𝑣̃ ← 𝑤appr

19: 𝐵← 𝐼, 𝐹 ← 0, 𝐸 ← 0
20: 𝑆 ← ∅, Δ← Γ← 0, 𝛾1 ← 𝛾2 ← 0
21: end procedure
22:
23: end data structure
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Algorithm 27 Data structure : feasible version of PartialMatrixUpdate (Algorithm 14).
1: data structure ⊲ Theorem 3.3.9
2:
3: procedure PartialMatrixUpdate(𝑤appr, ℎappr) ⊲ Lemma 3.4.21, 3.5.18, 3.8.8
4: _, 𝜕Γ, _, 𝜕𝑆,Δnew, Γnew, _, 𝑆new, _← ComputeLocalVariables(𝑤appr, _) ⊲ Algorithm 11
5: (𝑈′, 𝐶,𝑈) ← Decompose

(
L∗ [(Δnew

𝑆new,𝑆new)−1 + 𝑀𝑆new,𝑆new] − L∗ [Δ−1
𝑆,𝑆
+ 𝑀𝑆,𝑆]

)
6: ⊲ Decompose is defined in Lemma 3.3.4
7: 𝐵tmp ← 𝐵 − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐵
8: 𝐹 tmp ← 𝐹 + 𝑅Γ · (L𝑐 [𝑀𝜕𝑆\𝑆] − L𝑐 [𝑀𝑆′]) + 𝑅𝜕Γ · L𝑐 [𝑀𝑆new]
9: 𝐸 tmp ← 𝐸 + 𝐵tmp(L𝑟 [(𝑀𝜕𝑆\𝑆)⊤] − L𝑟 [(𝑀𝑆′)⊤]) − 𝐵𝑈′(𝐶−1 +𝑈⊤𝐵𝑈′)−1𝑈⊤𝐸

10: 𝜉 tmp ←
√
𝑊appr 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔)

11: 𝛾
tmp
1 ← 𝐵tmp · L𝑟 [𝛽2,𝑆new] + 𝐵tmp · L𝑟 [(𝑀𝑆new)⊤]𝜉 tmp

12: 𝛾
tmp
2 ← 𝛾2 + (Γ + 𝜕Γ)𝑀 (

√
𝑊appr −

√︁
𝑉) 𝑓 (𝑔̃) + 𝜕Γ𝑀 (

√︁
𝑉 𝑓 (𝑔̃) −

√
𝑉 𝑓 (𝑔))

13: 𝑐 ← ScalarC(ℎappr)
14: 𝐺 ← 𝐺 + (𝑊appr −𝑉) · 𝑀
15: 𝑢1 ← 𝑢1 + (𝑊appr −𝑉) · 𝑀𝑢2

16: 𝑢2 ← 𝑢2 + 𝑐 ·
(√
𝑊appr 𝑓 (ℎappr) − 1𝑆new𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

√
𝑊appr 𝑓 (ℎappr)

)
17: 𝑢4 ← 𝑢4 + 𝑐 ·

(√
𝑊appr 𝑓 (ℎappr) − 1𝑆new𝐵tmpL𝑟 [(𝑀𝑆new)⊤]

√
𝑊appr 𝑓 (ℎappr)

)
18: ⊲ We start to refresh variables in the memory of data structure
19: 𝐵← 𝐵tmp, 𝐹 ← 𝐹 tmp, 𝐸 ← 𝐸 tmp

20: 𝜉 ← 𝜉 tmp 𝛾1 ← 𝛾
tmp
1 , 𝛾2 ← 𝛾

tmp
2

21: 𝑣̃ ← 𝑤appr, 𝑆 ← 𝑆new, Δ← Δnew, Γ← Γnew

22: end procedure
23:
24: end data structure
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Chapter 4: Solving Tall Dense SDPs in the Current Matrix Multiplication

Time

4.1 Overview

In semidefinite programming (SDP) we optimize a linear objective function over the intersection

of the positive semidefinite cone with an affine space. SDP is of great interest both in theory and in

practice. Many problems in operations research, machine learning, and theoretical computer science

can be modeled or approximated as semidefinite programming problems. In machine learning,

SDP has applications in adversarial machine learning [127], learning structured distribution [128],

sparse PCA [129, 130], robust learning [131, 132, 133], sparse matrix factorization [134, 135]. In

theoretical computer science, SDP has been used in approximation algorithms for max-cut [50],

coloring 3-colorable graphs [51], and sparsest cut [52], quantum complexity theory [53], robust

learning and estimation [136, 137, 138], algorithmic discrepancy and rounding [139, 140, 141],

sum of squares optimization [142, 143].

SDP is formally defined as follows:

Definition 4.1.1 (Semidefinite programming). Given symmetric1 matrices 𝐶, 𝐴1, · · · , 𝐴𝑚 ∈ R𝑛×𝑛

and a vector 𝑏 ∈ R𝑚, the goal is to solve the following optimization problem:

max
𝑋∈R𝑛×𝑛

⟨𝐶, 𝑋⟩

subject to ⟨𝐴𝑖, 𝑋⟩ = 𝑏𝑖, ∀𝑖 ∈ [𝑚], (4.1)

𝑋 ⪰ 0,

1We can without loss of generality assume that 𝐶, 𝐴1, · · · , 𝐴𝑚 are symmetric. Given any 𝐴 ∈ R𝑛×𝑛, we have∑
𝑖, 𝑗 𝐴𝑖 𝑗𝑋𝑖 𝑗 =

∑
𝑖, 𝑗 𝐴𝑖 𝑗𝑋 𝑗𝑖 =

∑
𝑖, 𝑗 (𝐴⊤)𝑖 𝑗𝑋𝑖 𝑗 since 𝑋 is symmetric, so we can replace 𝐴 with (𝐴 + 𝐴⊤)/2.
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where ⟨𝐴, 𝐵⟩ :=
∑
𝑖, 𝑗 𝐴𝑖, 𝑗𝐵𝑖, 𝑗 is the matrix inner product.

The input size of an SDP instance is 𝑚𝑛2, since there are 𝑚 constraint matrices each of size

𝑛 × 𝑛. The well-known linear programming (LP) is a simpler case than SDP, where 𝑋 ⪰ 0 and

𝐶, 𝐴1, · · · , 𝐴𝑚 are restricted to be 𝑛 × 𝑛 diagonal matrices. The input size of an LP instance is 𝑚𝑛.

Recently there has been an exciting line of research that pushes the LP solvers to nearly linear

running time in the input size, see the discussion in Section 3.1. For the more general optimization

problem of SDP, currently there is no such known result with running time nearly linear in the input

size. This is a challenging problem due to a variety of complications arising from generalizing

vectors to PSD matrices. After a long line of research ([15, 144, 145, 146, 115, 55], see the third

column of Table 4.1), the current best SDP algorithm (due to Jiang, Kathuria, Lee, Padmanabhan

and Song [55]) runs in 𝑂 (
√
𝑛(𝑚𝑛2 + 𝑚𝜔 + 𝑛𝜔)) time. Since the input size of SDP is 𝑚𝑛2, ideally

we would want an SDP algorithm that runs in𝑂 (𝑚𝑛2 +𝑚𝜔 + 𝑛𝜔) time. The current best algorithms

are still at least a
√
𝑛 factor away from the optimal.

Inspired by the breakthrough result [43] which solves LP in the current matrix multiplication

time, a natural and fundamental question has been asked for SDP (explicitly in [147]):

Can we solve SDP in the current matrix multiplication time?

More formally, for the above formulation of SDP (Definition 4.1.1), is that possible to solve it in

𝑚𝑛2 + 𝑚𝜔 + 𝑛𝜔 time? In this work, we give a positive answer to this question. For the tall dense

case where 𝑚 = Ω(𝑛2), our algorithm runs in 𝑚𝜔 +𝑚2+1/4 time, which matches the current matrix

multiplication time. The tall dense case is one of the two predominant cases in [55] (see Table 1.2

in [55], and we improve it in Table 4.1).

4.1.1 Our Results

We present a simplified version of our main result in the following theorem. The formal version

can be found in Theorem 4.2.1.
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Theorem 4.1.2 (Main result, tall SDP, informal version of Theorem 4.2.1). Let 𝑚 ≥ 𝑛2. There is

an algorithm that solves a general SDP with variable size 𝑛 × 𝑛 and 𝑚 constraints in time2

𝑂∗(𝑚𝜔 + 𝑚2+1/4),

where 𝜔 is the exponent of matrix multiplication.

Remark 4.1.3. For any 𝑚 ≥ Ω(𝑛2), our algorithm takes matrix multiplication time 𝑚𝜔 for current

𝜔 ≈ 2.373.

Remark 4.1.4. For any 𝑚 ≥ 𝑛2−0.5/𝜔 ≈ 𝑛1.79 where 𝜔 ≈ 2.373, our algorithm runs faster than

[55]. See Remark 4.2.2.

Year Authors References Method Runtime
1979 Shor, Yudin, Nemiroski, Khachiyan [14, 15, 13] CPM 𝑛8

1988 Khachiyan, Pavlovich, Erlikh, Nesterov,
Nemirovski

[148, 144] CPM 𝑛9

1989 Vaidya [145] CPM 𝑛6.746

1992 Nesterov, Nemirovski [54] IPM 𝑛6.5

1994 Nesterov, Nemirovski, Anstreicher [35, 149] IPM 𝑛10.75

2003 Krishnan, Mitchell [150] CPM 𝑛6.746

2015 Lee, Sidford, Wong [146] CPM 𝑛6

2020 Jiang, Lee, Song, Wong [115] CPM 𝑛6

2020 Jiang, Kathuria, Lee, Padmanabhan, Song [55] IPM 𝑛5.246

2021 Our result Theorem 4.1.2 IPM 𝑛4.746

Table 4.1: Total running times of the algorithms for SDPs when 𝑚 = 𝑛2, where 𝑛 is the size of
matrices, and 𝑚 is the number of constraints. Except for the last line, the rest of the table is the
same as Table 1.2 in [55]. CPM denotes the cutting plane method, and IPM denotes the interior
point method. The running times shown in the table hide 𝑛𝑜(1) , 𝑚𝑜(1) and poly log(1/𝜀) factors,
where 𝜀 is the accuracy parameter. In this table, we use the current best known upper bound of
𝜔 ≈ 2.373. This gives 𝑛4.476 = 𝑛2𝜔 = 𝑚𝜔.

Roadmap.

• We give an overview of our result in Sections 4.1.2 and Section 4.1.3.
2We use 𝑂∗ to hide 𝑛𝑜 (1) and log𝑂 (1) (𝑛/𝜀) factors and 𝑂 to hide log𝑂 (1) (𝑛/𝜀) factors, where 𝜀 is the accuracy

parameter. The running time actually has a
√
𝑛 ·𝑚2 term. For simplicity we write it as 𝑚2+1/4 since we are considering

the case 𝑚 ≥ 𝑛2.
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• We formally prove our result in later sections.

– In Section 6.2, we define the notations and provide some known tools that we will use.

– In Section 4.2 we present our algorithms, and prove the main theorem by combining

the lemmas proved in Section 4.3 and 4.4.

– In Section 4.3 we prove the correctness of our algorithm.

– In Section 4.4 we bound the running time of our algorithm.

– In Section 4.5 we include a standard initialization lemma for completeness.

4.1.2 Previous Techniques

Current fast algorithms for SDP can be classified into two main categories: the cutting plane

method (CPM) and the interior point method (IPM). The fastest known algorithms for SDP based

on the cutting plane method [146, 1] have 𝑚 iterations and run in 𝑂∗(𝑚(𝑚𝑛2 + 𝑛𝜔 + 𝑚2)) time.

The fastest known algorithm for SDP based on the interior point method [55] has
√
𝑛 iterations and

runs in 𝑂∗(
√
𝑛(𝑚𝑛2 + 𝑛𝜔 + 𝑚𝜔)) time. Since we consider the case where 𝑚 > 𝑛, in this paper our

algorithm is also based on the interior point method.

In this section we first give a brief introduction to the interior point method for SDP. Then we

discuss the bottlenecks of the previous fastest algorithm [55]. Finally, since a better amortized

analysis is one of the keys for us to improve from [55], we provide a summary of some known

amortized analyses for various optimization algorithms.

Interior Point Methods for Solving SDP

The primal formulation of the SDP in Eq. (4.1) is equivalent to the following dual formulation:

Definition 4.1.5 (Dual problem). Given symmetric matrices 𝐶, 𝐴1, . . . , 𝐴𝑚 ∈ R𝑛×𝑛 and 𝑏𝑖 ∈ R for
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all 𝑖 ∈ [𝑚], the goal is to solve the following convex optimization problem:

min
𝑦∈R𝑚

𝑏⊤𝑦

subject to 𝑆 =

𝑚∑︁
𝑖=1

𝑦𝑖𝐴𝑖 − 𝐶, (4.2)

𝑆 ⪰ 0.

Using interior point methods to solve SDP is fast both in theory and practice. Interior point

methods solve the above problem by (approximately) following a central path in the feasible region

{𝑦 ∈ R𝑚 : 𝑆 =
∑𝑚
𝑖=1 𝑦𝑖𝐴𝑖 − 𝐶 ⪰ 0}. A point on the central path is defined as the solution to the

following optimization problem that is parametrized by 𝜂 > 0:

min
𝑦∈R𝑚

𝑓𝜂 (𝑦), where 𝑓𝜂 (𝑦) := 𝜂 · 𝑏⊤𝑦 + 𝜙(𝑦).

Here 𝜙 : R𝑚 → R is a barrier function that restricts 𝑦 to the feasible region since 𝜙(𝑦) increases to

infinity when 𝑦 approaches the boundary of the feasible region. The interior point methods usually

start with an initial feasible 𝑦 for a small 𝜂, and increase 𝜂 in each iteration until 𝑦 is close to the

optimal solution of the SDP.

The choice of the barrier function leads to different numbers of iterations. Nesterov and

Nemirovski [54] utilize the log barrier function 𝜙(𝑦) = − log det(𝑆) which guarantees convergence

in𝑂 (
√
𝑛) iterations. Anstreicher [149] uses the volumetric barrier 𝜙(𝑦) = 1

2 log det(∇2𝑔(𝑦)) which

guarantees convergence in 𝑂 ((𝑚𝑛)1/4) iterations. Since in this paper we consider the tall dense

SDP where 𝑚 ≫ 𝑛, we choose the log barrier function.

In this paper we use the barrier method that takes a Newton step 𝑛(𝑦) = −𝐻 (𝑦)−1𝑔𝜂 (𝑦) in each

iteration to keep 𝑦 in the proximity of the central path. Here 𝑔𝜂 (𝑦) and 𝐻 (𝑦) are the gradient and

189



the Hessian of 𝑓𝜂 (𝑦), and they are computed as

𝑔𝜂 (𝑦) 𝑗 = 𝜂 · 𝑏 𝑗 − tr[𝑆−1 · 𝐴 𝑗 ], ∀ 𝑗 ∈ [𝑚],

𝐻 (𝑦) 𝑗 ,𝑘 = tr[𝑆−1 · 𝐴 𝑗 · 𝑆−1 · 𝐴𝑘 ], ∀ 𝑗 , 𝑘 ∈ [𝑚] . (4.3)

Solving Tall Dense SDP with Existing Algorithms

For the tall dense SDP, the fastest known algorithm is given in [55]. We briefly summarize

the techniques used in [55], and explain each term in their running time. Then we discuss the

bottlenecks in [55] that we need to overcome in order to achieve our result.

Techniques. [55] leverages the following three observations:

• Computation of the Hessian matrix can benefit from fast rectangular matrix multiplication.

Using this technique, [55] reduces the cost of computing the Hessian from the naive 𝑚2𝑛2

time to Tmat(𝑛, 𝑚𝑛, 𝑛) + Tmat(𝑚, 𝑛2, 𝑛) time.

• For interior point methods it suffices to use a PSD approximation to the Hessian matrix 𝐻.

This is standard in the theory of interior point methods (see Lemma 2.3.1).

• The slack matrix 𝑆 can be updated lazily by only focusing on the directions in which the

new variables deviate too much from the existing variables. The resulting approximate slack

matrix 𝑆 can be used to compute a PSD approximation of the Hessian matrix. Using this lazy

update, [55] is able to further amortize the cost of computing the Hessian to 𝑚𝑛2 +𝑚𝜔 + 𝑛𝜔.

Running time. The terms in the𝑂 (
√
𝑛 · (𝑚𝑛2+𝑚𝜔 +𝑛𝜔)) running time of [55] have the following

interpretations: 1.
√
𝑛 is the number of iterations for the interior point method to converge, 2. 𝑚𝑛2

is the input size, 3. 𝑚𝜔 is the cost to invert the Hessian matrix, 4. 𝑛𝜔 is the cost to invert the slack

matrix.
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Bottlenecks. When 𝑚 = 𝑂 (𝑛2), [55] takes
√
𝑛 · 𝑚𝜔 time since 𝑚𝜔 becomes the dominating term

among 𝑚𝑛2 + 𝑚𝜔 + 𝑛𝜔. This cost of 𝑚𝜔 per iteration appears in the following two steps:

• Bottleneck 1: Computing the inverse of the Hessian matrix 𝐻 ∈ R𝑚×𝑚 takes 𝑂 (𝑚𝜔) time.

• Bottleneck 2: The amortized cost of computing the Hessian matrix itself has a max{𝑚𝜔, 𝑛𝜔}

term (see Lemma 7.4 of [55]).

Low-rank update of Hessian. In Page 9 of [55], the authors mention that the Hessian matrix 𝐻

is unlikely to admit low-rank updates because the Frobenius norm of the update of 𝐻 could be as

large as Ω(𝑛). This observation, however, does not rule out the possibility that 𝐻 has a low-rank

update when 𝑚 = 𝑂 (𝑛2), because in this case 𝐻 is an 𝑛2 × 𝑛2 matrix and Ω(𝑛) is still a small

amount.

A Summary of Amortization Techniques

In Table 4.2 we summarize the known amortization techniques of various optimization problems.

Our amortized analysis is built upon these techniques.

References Problems Objects Tools
[39] LP vector FMM: 𝜔
[43] LP vector FMM: 𝜔, 𝛼
[44] ERM block diagonal matrix FMM: 𝜔, 𝛼
[115] CPM vector FMM: 𝜔, 𝛼, 𝛽, 𝛾
[1] LP vector FMM: 𝜔, 𝛼
[55] SDP PSD matrix FMM: 𝜔(·), 𝛼
[151] DNN multiple vectors LSH

Table 4.2: A summary of amortization techniques. FMM denotes Fast matrix multiplication. LP
denotes linear programming, SDP denotes semidefinite programming, CPM denotes cutting plane
method, ERM denotes empirical risk minization, DNN denotes deep neural networks. We define
𝜔, 𝛼, 𝛽, 𝛾 as follows: 𝑛𝜔+𝑜(1) = Tmat(𝑛, 𝑛, 𝑛) [111], 𝑛2+𝑜(1) = Tmat(𝑛, 𝑛, 𝑛𝛼) [96], 𝑛2poly(log 𝑛) =
Tmat(𝑛, 𝑛, 𝑛𝛽) [152], 𝑂 (𝑛2) = Tmat(𝑛, 𝑛, 𝑛𝛾) [153]. Further we define 𝜔(·) function as 𝑛𝜔(𝑘)+𝑜(1) =
Tmat(𝑛, 𝑛, 𝑛𝑘 ). It is obvious that 𝜔(1) = 𝜔 and 𝜔(𝛼) = 2. LSH denotes locality sensitive hashing
[70].

The first few lines in the table show the amortization of vectors and block diagonal matrices. The

amortization technique in [39] for LP is very simple, and it basically re-computes everything in 𝑛0.4
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iterations. [43] proposed a more complicated amortization technique and reduced the amortized

time to 𝑛𝜔−1/2 + 𝑛2−𝛼/2. Later, many work have successfully generalized it to other settings, e.g.,

ERM [44], CPM [115] and DNN [151]. In [1], the authors proposed a multiple-level amortization

technique which improves by a polynomial factor from the one-level amortization used in [43].

Semidefinite programming considers PSD matrices instead of vectors. The amortization tech-

nique in [55] extends several results from [43]. However, their amortized cost is still dominated

by 𝑚𝜔, and it was believed to be hard or impossible to have a stronger version of amortization for

SDP. That is one of the major obstacles that [55] didn’t obtain the optimal running time (see the

previously described Bottleneck 2). In this work, we overcome that obstacle.

4.1.3 Our Techniques

In this section we introduce our main techniques, and provide a self-contained proof sketch of

our main result Theorem 4.1.2. We tackle the two bottlenecks of 𝑚𝜔 cost per iteration in [55] by

proposing two different techniques:

• Bottleneck 1: Instead of inverting the Hessian matrix from scratch in each iteration, we make

use of the already-computed Hessian inverse of the previous iteration. We prove that using

lazy updates, the changes to the Hessian (computed using Kronecker product) is low-rank,

and thus we can use Woodbury identity to efficiently update the Hessian inverse.

• Bottleneck 2: We propose a better amortization scheme for PSD matrices that improves

upon the previous 𝑚𝜔 amortized cost.

Algorithm. A simplified version of our algorithm is given in Algorithm 28.

Low Rank Update of Hessian

In this section we describe how the low-rank update of the slack matrix leads to a low-rank

update of the Hessian matrix.
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Algorithm 28 Informal version of Algorithm 29
1: procedure SolveSDP(𝑚, 𝑛, 𝐶 ∈ R𝑛×𝑛, {𝐴𝑖}𝑚𝑖=1 ∈ R

𝑛×𝑛, 𝑏 ∈ R𝑚)
2: for 𝑡 = 1→ 𝑇 do ⊲ 𝑇 = 𝑂 (

√
𝑛)

3: 𝜂new ← 𝜂 · (1 + 1/
√
𝑛)

4: 𝑔𝜂new (𝑦) 𝑗 ← 𝜂new · 𝑏 𝑗 − tr[𝑆−1 · 𝐴 𝑗 ], ∀ 𝑗 ∈ 𝑚 ⊲ Gradient computation
5: 𝛿𝑦 ← −𝐻−1 · 𝑔𝜂new (𝑦) ⊲ Update on 𝑦 ∈ R𝑚
6: 𝑦new ← 𝑦 + 𝛿𝑦
7: 𝑆new ← ∑

𝑖∈[𝑚] (𝑦new)𝑖𝐴𝑖 − 𝐶
8: Compute 𝑉1, 𝑉2 ∈ R𝑛×𝑟𝑡 such that 𝑆new = 𝑆 +𝑉1 · 𝑉⊤2
9: ⊲ See Step 1 of Section 4.1.3

10: Compute 𝑉3, 𝑉4 ∈ R𝑛×𝑟𝑡 such that (𝑆new)−1 = (𝑆)−1 +𝑉3 · 𝑉⊤4
11: ⊲ See Step 2 of Section 4.1.3
12: Compute A𝑌1,A𝑌2 ∈ R𝑚×𝑛𝑟𝑡 such that 𝐻new = 𝐻 + (A𝑌1) · (A𝑌2)⊤
13: ⊲ See Step 3 of Section 4.1.3
14: (𝐻new)−1 ← 𝐻−1 + low-rank update, use fast rectangular matrix multiplication
15: ⊲ Efficiently update Hessian inverse, see Section 4.1.3
16: 𝑦 ← 𝑦new, 𝑆 ← 𝑆new, 𝑆 ← 𝑆new, 𝐻−1 ← (𝐻new)−1 ⊲ Update variables
17: end for
18: end procedure

The Hessian matrix is equivalently defined as (equivalent to Eq. (4.3))

𝐻 = A · (𝑆−1 ⊗ 𝑆−1) · A⊤,

where A ∈ R𝑚×𝑛2 stacks the vectorization of 𝐴1, · · · , 𝐴𝑚 ∈ R𝑛×𝑛. We take the following three steps

to construct the low-rank update of 𝐻.

Step 1. low-rank update of the slack matrix. We follow [55] to use an approximate slack matrix

that yields a low-rank update. In the 𝑡-th iteration of Algorithm 28, we use 𝑆 to denote the current

approximate slack matrix, and 𝑆new to denote the new exact slack matrix. We will use 𝑆 and 𝑆new

to find the new approximate slack matrix 𝑆new.

Define 𝑍 = (𝑆new)−1/2𝑆(𝑆new)−1/2 − 𝐼 which captures the changes of the slack matrix. We

compute the spectral decomposition: 𝑍 = 𝑈 · diag(𝜆) · 𝑈⊤. It is observed in [55] that
∑𝑛
𝑖=1 𝜆

2
𝑖
=

∥𝑆−1/2𝑆new𝑆−1/2 − 𝐼 ∥𝐹 = 𝑂 (1), which implies that only a few eigenvalues of 𝑍 are significant, say

e.g. 𝜆1, . . . , 𝜆𝑟𝑡 . We only keep these eigenvalues and set the rest to be zero. In this way we get a
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low-rank approximation of 𝑍: 𝑍 = 𝑈 · diag(𝜆) ·𝑈⊤ where 𝜆 = [𝜆1, · · · , 𝜆𝑟𝑡 , 0, . . . , 0]⊤. Now we

can use 𝑍 to update the approximate slack matrix by a low-rank matrix:

𝑆new = 𝑆 + (𝑆new)1/2 · 𝑍 · (𝑆new)1/2 = 𝑆 +𝑉1 · 𝑉⊤2 ,

where 𝑉1 and 𝑉2 both have size 𝑛 × 𝑟𝑡 . Since 𝑍 is a good approximation of 𝑍 , it can be shown

that 𝑆new is a PSD approximation of 𝑆new, which guarantees that 𝑦 still lies in the proximity of the

central path.

Step 2: low-rank update of inverse of slack. Using Woodbury identity, we can show that

(𝑆new)−1 = (𝑆 +𝑉1 · 𝑉⊤2 )
−1 = 𝑆−1 +𝑉3𝑉

⊤
4 ,

where 𝑉3 = −𝑆−1𝑉1(𝐼 + 𝑉⊤2 𝑆
−1𝑉1)−1 and 𝑉4 = 𝑆−1𝑉2 both have size 𝑛 × 𝑟𝑡 . Thus, this means

(𝑆new)−1 − 𝑆−1 has a rank 𝑟𝑡 decomposition.

Step 3: low-rank update of Hessian. Using the linearity and the mixed product property (Part 2

of Fact 2.2.3) of Kronecker product, we can find a low-rank update to (𝑆new)−1 ⊗ (𝑆new)−1. More

precisely, we can rewrite (𝑆new)−1 ⊗ (𝑆new)−1 as follows:

(𝑆new)−1 ⊗ (𝑆new)−1

= (𝑆−1 +𝑉3𝑉
⊤
4 ) ⊗ (𝑆

−1 +𝑉3𝑉
⊤
4 )

= 𝑆−1 ⊗ 𝑆−1 + 𝑆−1 ⊗ (𝑉3𝑉
⊤
4 ) + (𝑉3𝑉

⊤
4 ) ⊗ 𝑆

−1 + (𝑉3𝑉
⊤
4 ) ⊗ (𝑉3𝑉

⊤
4 )︸                                                              ︷︷                                                              ︸

Sdiff

The term Sdiff is the difference that we want to compute, we can show

Sdiff = (𝑆−1/2 ⊗ 𝑉3) · (𝑆−1/2 ⊗ 𝑉⊤4 ) + (𝑉3 ⊗ 𝑆−1/2) · (𝑉⊤4 ⊗ 𝑆
−1/2) + (𝑉3 ⊗ 𝑉3) · (𝑉⊤4 ⊗ 𝑉

⊤
4 )

= 𝑌1 · 𝑌⊤2
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where 𝑌1 and 𝑌2 both have size 𝑛2 × 𝑛𝑟𝑡 . In this way we get a low-rank update to the Hessian:

𝐻new = A · ((𝑆new)−1 ⊗ (𝑆new)−1) · A⊤ = 𝐻 + (A𝑌1) · (A𝑌2)⊤.

Computing Hessian Inverse Efficiently

In this section we show how to compute the Hessian inverse efficiently.

Using Woodbury identity again, we have a low rank update to 𝐻−1:

(𝐻new)−1 =
(
𝐻 + (A𝑌1) · (A𝑌2)⊤

)−1

= 𝐻−1 − 𝐻−1 · A𝑌1 · (𝐼 + 𝑌⊤2 A⊤ · A𝑌1)−1 · 𝑌⊤2 A⊤ · 𝐻−1

The second term in the above equation has rank 𝑛𝑟 . Thus (𝐻new)−1 − 𝐻−1 has a rank 𝑛𝑟 decompo-

sition.

To compute (𝐻new)−1, we stack the 𝑚 vectorizations vec[𝐴1], vec[𝐴2], · · · , vec[𝐴𝑚] ∈ R𝑛
2

to form A ∈ R𝑚×𝑛
2 . In each iteration, we first compute A𝑌1,A𝑌2 ∈ R𝑚×𝑛𝑟𝑡 and multiply it with

𝐻−1 ∈ R𝑚×𝑚 to get𝐻−1·A𝑌1, 𝐻
−1·A𝑌2 ∈ R𝑚×𝑛𝑟𝑡 . Then we compute 𝐼+(𝑌⊤2 A⊤)·(A𝑌1) ∈ R𝑛𝑟𝑡×𝑛𝑟𝑡 and

find its inverse (𝐼+𝑌⊤2 A⊤ ·A𝑌1)−1 ∈ R𝑛𝑟𝑡×𝑛𝑟𝑡 . Finally, we multiply𝐻−1 ·A𝑌1, 𝐻
−1 ·A𝑌2 ∈ R𝑚×𝑛𝑟𝑡 and

(𝐼+𝑌⊤2 A⊤ ·A𝑌1)−1 ∈ R𝑛𝑟𝑡×𝑛𝑟𝑡 together to obtain (𝐻)−1A𝑌1 · (𝐼+𝑌⊤2 A⊤ ·A𝑌1)−1 ·𝑌⊤2 A⊤(𝐻)−1 ∈ R𝑚×𝑚,

as desired. Using fast matrix multiplication in each aforementioned steps, the total computation

cost is bounded by

𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔). (4.4)

General Amortization Method

As mentioned in previous sections, our algorithm relies on the maintenance of the slack matrix

and the inverse of the Hessian matrix via lazy updates. In each iteration, the time to update

𝑆 and 𝐻 to 𝑆new and 𝐻new is proportional to the magnitude of low-rank change in 𝑆, namely
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𝑟𝑡 = rank(𝑆new − 𝑆).

To facilitate the quantification of 𝑟𝑡 , we propose a general amortization method which extends

the analysis of several previous works [43, 44, 118, 55, 151].3 We first prove a tool to characterize

intrinsic properties of the lazy updates, and this tool may be of independent interest.

Lemma 4.1.6 (Informal version of Lemma 4.4.9). Given a sequence of approximate slack matrices

𝑆(1) , 𝑆(2) , . . . , 𝑆(𝑇) ∈ R𝑛×𝑛 generated by Algorithm 29, let 𝑟𝑡 = rank(𝑆(𝑡+1) − 𝑆(𝑡)) denotes the rank

of update on 𝑆(𝑡) . Then for any non-increasing vector 𝑔 ∈ R𝑛+, we have

𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑂 (𝑇 · ∥𝑔∥2).

Remark 4.1.7. Theorem 6.1 in [55] is the special case of Lemma 4.1.6 where 𝑔𝑖 = 1/
√
𝑖.

Proof sketch. For any matrix 𝑍 , let |𝜆(𝑍) | [𝑖] denotes its 𝑖-th largest absolute eigenvalue. We make

use of the following potential function

Φ𝑔 (𝑍) :=
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍) | [𝑖] .

Our proof consists of the following two parts (Lemma 4.4.11 and Lemma 4.4.12):

• The change of the exact slack matrix increases the potential by a small amount, specifically

Φ𝑔 ((𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼) −Φ𝑔 (𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼) ≤ ∥𝑔∥2.

• The change of the approximate slack matrix decreases the potential proportionally to the

update rank, specifically

Φ𝑔 ((𝑆new)−1/2 · 𝑆new · (𝑆new)−1/2 − 𝐼) −Φ𝑔 ((𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼) ≤ −𝑟𝑡 · 𝑔𝑟𝑡 .
3Our result doesn’t apply the multiple level amortization technique in [1]. It might be possible to get some extra

improvements once that technique gets applied.
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In each iteration, the change of potential is composed of the changes of the exact and the approximate

slack matrices:

Φ𝑔 ((𝑆new)−1/2 · 𝑆new · (𝑆new)−1/2 − 𝐼) −Φ𝑔 (𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼)

= (Φ𝑔 ((𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼) −Φ𝑔 (𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼))

+ (Φ𝑔 ((𝑆new)−1/2 · 𝑆new · (𝑆new)−1/2 − 𝐼) −Φ𝑔 ((𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼)).

Note that Φ𝑔 (𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼) = 0 holds in the beginning of our algorithm and Φ𝑔 (𝑆−1/2 ·

𝑆 · 𝑆−1/2 − 𝐼) ≥ 0 holds throughout the algorithm, combining the observations above we have

𝑇 · ∥𝑔∥2 −
∑𝑇
𝑡=1 𝑟𝑡 · 𝑔𝑟𝑡 ≥ 0 as desired.

Amortized analysis. Next we show how to use Lemma 4.1.6 to prove that our algorithm has an

amortized cost of 𝑚𝜔−1/4 + 𝑚2 cost per iteration when 𝑚 = Ω(𝑛2). Note that in this case there are
√
𝑛 = 𝑚1/4 iterations.

When𝑚 = Ω(𝑛2), the dominating term in our cost per iteration (see Eq. (4.4)) isTmat(𝑚, 𝑚, 𝑛𝑟𝑡).

We use fast rectangular matrix multiplication to upper bound this term by

Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) ≤ 𝑚2 + 𝑚2− 𝛼(𝜔−2)
1−𝛼 · 𝑛 𝜔−2

1−𝛼 · 𝑟
𝜔−2
1−𝛼
𝑡 .

We define a non-increasing sequence 𝑔 ∈ R𝑛 as 𝑔𝑖 = 𝑖
𝜔−2
1−𝛼 −1. This 𝑔 is tailored for the above

equation, and its ℓ2 norm is bounded by ∥𝑔∥2 ≤ 𝑛
(𝜔−2)
1−𝛼 −1/2. Then using Lemma 4.1.6 we have

𝑇∑︁
𝑡=1

𝑟
𝜔−2
1−𝛼
𝑡 =

𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑇 · 𝑛
(𝜔−2)
1−𝛼 −1/2.

Combining this and the previous equation, and since we assume 𝑚 = Ω(𝑛2), we have

𝑇∑︁
𝑡=1
Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) ≤ 𝑇 · (𝑚2 + 𝑚2− 𝛼(𝜔−2)

1−𝛼 · 𝑛
2(𝜔−2)

1−𝛼 −1/2) = 𝑇 · (𝑚2 + 𝑚𝜔−1/4).
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And in this way we proved the desired time bound in Theorem 4.1.2.

4.2 Our Algorithm and Main Result

4.2.1 Main Result

We state our main result as follows:

Theorem 4.2.1 (General SDPs). Given symmetric matrices 𝐶, 𝐴1, · · · , 𝐴𝑚 ∈ R𝑛×𝑛, and a vector

𝑏 ∈ R𝑚. Define matrix A ∈ R𝑚×𝑛
2 by stacking the 𝑚 vectors vec[𝐴1], · · · , vec[𝐴𝑚] ∈ R𝑛

2 . We

define SDP as follows:

max
𝑋∈R𝑛×𝑛

⟨𝐶, 𝑋⟩

s.t. ⟨𝐴𝑖, 𝑋⟩ = 𝑏𝑖, ∀𝑖 ∈ [𝑚],

𝑋 ⪰ 0,

There is a SDP algorithm (Algorithm 29) that runs in time

𝑂

(
(
√
𝑛(𝑚2 + 𝑛4) + 𝑚𝜔 + 𝑛2𝜔) · log(1/𝜀)

)
.

and outputs a positive semidefinite matrix 𝑋 ∈ R𝑛×𝑛 that satisfies

⟨𝐶, 𝑋⟩ ≥ ⟨𝐶, 𝑋∗⟩ − 𝜀 · ∥𝐶∥2 · 𝑅 and
𝑚∑︁
𝑖=1

���⟨𝐴𝑖, 𝑋⟩ − 𝑏𝑖��� ≤ 4𝑛𝜀 ·
(
𝑅

𝑚∑︁
𝑖=1
∥𝐴𝑖∥1 + ∥𝑏∥1

)
, (4.5)

where 𝑋∗ is any optimal solution to the semidefinite program in Definition 4.1.1, and ∥𝐴𝑖∥1 is the

Schatten 1-norm of matrix 𝐴𝑖.

Proof. The correctness (Eq. (4.5)) follows from Theorem 4.3.1. The running time follows from

Theorem 4.4.1.

Remark 4.2.2. For current matrix multiplication time 𝜔 ≈ 2.373 ([111]), the running time of our
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algorithm can be written as

𝑂 (max{𝑛2𝜔, 𝑚𝜔} · log(1/𝜀)).

Therefore, when 𝑚 ≥ 𝑛2−0.5/𝜔 ≈ 𝑛1.79, we have max{𝑛2𝜔, 𝑚𝜔} ≤
√
𝑛 · 𝑚𝜔 and thus our algorithm

is better than [55].

Corollary 4.2.3 (Tall SDPs). When 𝑚 = Ω(𝑛2), we can solve SDP in 𝑂 (𝑚𝜔 · log(1/𝜀)) time for

current 𝜔 ≈ 2.373.

Proof. When 𝑚 = Ω(𝑛2), the running time of Theorem 4.2.1 is

𝑂

(
(𝑚2 ·

√
𝑛 + 𝑚𝜔 + 𝑛4.5 + 𝑛2𝜔) · log(1/𝜀)

)
= 𝑂 ((𝑚2 ·

√
𝑛 + 𝑚𝜔) · log(1/𝜀)).

For current 𝜔 ≈ 2.373 , 𝑚2 ·
√
𝑛 = 𝑚2.25 < 𝑚𝜔.

Note that the running time of [55] is𝑂 (
√
𝑛 · (𝑛𝜔 +𝑚𝜔 +𝑚𝑛2)) = 𝑂 (𝑚𝜔+0.25) when 𝑚 = Ω(𝑛2).

4.2.2 Algorithm

In this section we present our SDP solver in Algorithm 29. Algorithm 29 makes calls to

Algorithm 30, which computes the same slack update as Algorithm 2 of [55] except we output the

low rank decomposition of the slack update.

4.3 Correctness

In this section we prove the correctness of our SDP solver presented in Algorithm 29.

In Section 4.3.1 we prove that 𝑆 ∈ R𝑛×𝑛 updated by Algorithm 30 is a PSD approximation

to the true slack matrix 𝑆 ∈ R𝑛×𝑛. In Section 4.3.2 we prove that the algorithm maintains

𝐺 = 𝐻−1 ∈ R𝑚×𝑚, and 𝐻 is a PSD approximation to the true Hessian matrix 𝐻 ∈ R𝑚×𝑚. We prove

Theorem 4.3.1 using lemmas from previous work (Lemma 4.3.4, 2.3.1, 2.3.2).
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Algorithm 29 One iteration of barrier method for SDP which uses Woodbury identity to update
Hessian.

1: procedure SolveSDP(𝑚, 𝑛, 𝐶, {𝐴𝑖}𝑚𝑖=1, A ∈ R𝑚×𝑛2 , 𝑏 ∈ R𝑚)
2: ⊲ Initialization
3: Construct A ∈ R𝑚×𝑛

2 be stacking the 𝑚 vectorizations vec[𝐴1], vec[𝐴2], · · · , vec[𝐴𝑚] ∈
R𝑛

2

4: 𝜂← 1
𝑛+2 , 𝑇 ← 40

𝜀𝑁

√
𝑛 log( 𝑛

𝛿
)

5: Find initial feasible dual vector 𝑦 ∈ R𝑚 according to Lemma 4.5.1
6: 𝑆 ← ∑

𝑖∈[𝑚] 𝑦𝑖 · 𝐴𝑖 − 𝐶, 𝑆 ← 𝑆 ⊲ 𝑆, 𝑆 ∈ R𝑛×𝑛
7: 𝐺 ← (A · (𝑆−1 ⊗ 𝑆−1) · A⊤)−1 ⊲ 𝐺 ∈ R𝑚×𝑚
8: ⊲ Maintain 𝐺 = 𝐻−1 where 𝐻 := A · (𝑆−1 ⊗ 𝑆−1) · A⊤
9: for 𝑡 = 1→ 𝑇 do ⊲ Iterations of approximate barrier method

10: 𝜂new ← 𝜂 · (1 + 𝜀𝑁
20
√
𝑛
)

11: for 𝑗 = 1, · · · , 𝑚 do
12: 𝑔𝜂new (𝑦) 𝑗 ← 𝜂new · 𝑏 𝑗 − tr[𝑆−1 · 𝐴 𝑗 ] ⊲ Gradient computation, 𝑔𝜂new (𝑦) ∈ R𝑚
13: end for
14: 𝛿𝑦 ← −𝐺 · 𝑔𝜂new (𝑦) ⊲ Update on 𝑦 ∈ R𝑚
15: 𝑦new ← 𝑦 + 𝛿𝑦
16: 𝑆new ← ∑

𝑖∈[𝑚] (𝑦new)𝑖 · 𝐴𝑖 − 𝐶
17: 𝑉1, 𝑉2 ← LowRankSlackUpdate(𝑆new, 𝑆) ⊲ 𝑉1, 𝑉2 ∈ R𝑛×𝑟𝑡 . Algorithm 30.
18: 𝑆new ← 𝑆 +𝑉1𝑉

⊤
2 ⊲ Approximate slack computation.

19: 𝑉3 ← −𝑆−1𝑉1(𝐼 +𝑉⊤2 𝑆
−1𝑉1)−1 ⊲ 𝑉3 ∈ R𝑛×𝑟𝑡

20: 𝑉4 ← 𝑆−1𝑉2 ⊲ 𝑉4 ∈ R𝑛×𝑟𝑡
21: 𝑌1 ← [(𝑆−1/2 ⊗ 𝑉3), (𝑉3 ⊗ 𝑆−1/2), (𝑉3 ⊗ 𝑉⊤3 )] ⊲ 𝑌1 ∈ R𝑛

2×(2𝑛𝑟𝑡+𝑟2
𝑡 )

22: 𝑌2 ← [(𝑆−1/2 ⊗ 𝑉4), (𝑉4 ⊗ 𝑆−1/2), (𝑉4 ⊗ 𝑉⊤4 )] ⊲ 𝑌2 ∈ R𝑛
2×(2𝑛𝑟𝑡+𝑟2

𝑡 )

23: 𝐺new ← 𝐺 − 𝐺 · A𝑌1 · (𝐼 + 𝑌⊤2 A⊤A𝑌1)−1 · 𝑌⊤2 A⊤ · 𝐺 ⊲ 𝐺new ∈ R𝑚×𝑚
24: ⊲ Hessian inverse computation using Woodbury identity.
25: 𝑦 ← 𝑦new, 𝑆 ← 𝑆new, 𝑆 ← 𝑆new, 𝐺 ← 𝐺new ⊲ Update variables
26: end for
27: end procedure

Theorem 4.3.1 (Approximate central path, Theorem 5.1 of [55]). Consider a semidefinite program

as in Definition 4.1.1 with no redundant constraints. Assume that any feasible solution 𝑋 ∈ S𝑛×𝑛≥0

satisfies ∥𝑋 ∥2 ≤ 𝑅. Then for any error parameter 0 < 𝜀 ≤ 0.01 and Newton step size 𝜀𝑁 satisfying
√
𝜀 < 𝜀𝑁 ≤ 0.1, Algorithm 29 outputs, in 𝑇 = 40𝜀−1

𝑁

√
𝑛 log(𝑛/𝜀) iterations, a positive semidefinite

matrix 𝑋 ∈ R𝑛×𝑛≥0 that satisfies

⟨𝐶, 𝑋⟩ ≥ ⟨𝐶, 𝑋∗⟩ − 𝛿 · ∥𝐶∥2 · 𝑅 and
𝑚∑︁
𝑖=1

���⟨𝐴𝑖, 𝑋⟩ − 𝑏𝑖��� ≤ 4𝑛𝛿 ·
(
𝑅

𝑚∑︁
𝑖=1
∥𝐴𝑖∥1 + ∥𝑏∥1

)
, (4.6)
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Algorithm 30 Low Rank Slack Update

1: procedure LowRankSlackUpdate(𝑆new, 𝑆)
2: ⊲ 𝑆new, 𝑆 ∈ S𝑛×𝑛≥0 are positive definite matrices
3: 𝜀𝑆 ← 0.01 ⊲ Spectral approximation constant
4: 𝑍mid ← (𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼
5: Compute spectral decomposition 𝑍mid = 𝑈 · diag(𝜆) ·𝑈⊤
6: ⊲ 𝜆 = [𝜆1, · · · , 𝜆𝑛]⊤ ∈ R𝑛 are the eigenvalues of 𝑍mid, and𝑈 ∈ R𝑛×𝑛 is orthogonal
7: Let 𝜋 : [𝑛] → [𝑛] be a sorting permutation such that |𝜆𝜋(𝑖) | ≥ |𝜆𝜋(𝑖+1) |
8: if |𝜆𝜋(1) | ≤ 𝜀𝑆 then
9: 𝑆new ← 𝑆

10: else
11: 𝑟 ← 1
12: while 𝑟 ≤ 𝑛/2 and ( |𝜆𝜋(2𝑟) | > 𝜀𝑆 or |𝜆𝜋(2𝑟) | > (1 − 1/log 𝑛) |𝜆𝜋(𝑟) |) do
13: 𝑟 ← 𝑟 + 1
14: end while

15: (𝜆new)𝜋(𝑖) ←
{

0, if 𝑖 = 1, 2, · · · , 2𝑟;
𝜆𝜋(𝑖) , otherwise.

16: 𝐿 ← supp(𝜆new − 𝜆) ⊲ |𝐿 | = 2𝑟
17: 𝑉1 ← ((𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆))∗,𝐿 ⊲ 𝑉1 ∈ R𝑛×2𝑟

18: 𝑉2 ← ((𝑆new)1/2 ·𝑈)∗,𝐿 ⊲ 𝑉2 ∈ R𝑛×2𝑟

19: ⊲ 𝑉1 · 𝑉⊤2 = (𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤ · (𝑆new)1/2
20: end if
21: return 𝑆new

22: end procedure

where 𝑋∗ is any optimal solution to the semidefinite program in Definition 4.1.1, and ∥𝐴𝑖∥1 is the

Schatten 1-norm of matrix 𝐴𝑖. Further, in each iteration of Algorithm 29, the following invariant

holds for 𝛼𝐻 = 1.03:

∥𝑆−1/2𝑆new𝑆−1/2 − 𝐼 ∥𝐹 ≤ 𝛼𝐻 · 𝜀𝑁 . (4.7)

Proof. Combining Lemma 4.3.2 and Lemma 4.3.3 we have that 𝛼−1
𝑆
𝑆 ⪯ 𝑆 ⪯ 𝛼𝑆𝑆 for 𝛼𝑆 = 1.011.

Using this PSD approximation of the slack matrix, and using Lemma 4.3.5 and Lemma 4.3.4, we

have that 𝛼−1
𝐻
𝐻 ⪯ 𝐻 ⪯ 𝛼𝐻𝐻 for 𝛼𝐻 ≤ 1.03.

Then using Lemma 2.3.1 and Lemma 2.3.2, and using the same proof as that of Theorem 5.1

of [55], we finish the proof of this theorem.
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4.3.1 Approximate Slack Maintenance

The following lemma gives a close-form formula for the updated 𝑆new in each iteration.

Lemma 4.3.2 (Close-form formula of slack update). In each iteration of Algorithm 29, the update

of slack variable 𝑆new (on Line 18) satisfies 𝑆new = 𝑆+ (𝑆new)1/2 ·𝑈 ·diag(𝜆new−𝜆) ·𝑈⊤ · (𝑆new)1/2,

where𝑈, 𝜆, 𝜆new are defined in Algorithm 30. This implies 𝑆new is a symmetric matrix.

Proof. From Line 17 and 18 of Algorithm 30 we have 𝑉1 · 𝑉⊤2 = (𝑆new)1/2 · 𝑈 · diag(𝜆new − 𝜆) ·

𝑈⊤ · (𝑆new)1/2. Therefore

𝑆new = 𝑆 +𝑉1 · 𝑉⊤2 = 𝑆 + (𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤ · (𝑆new)1/2.

The following lemma proves that we always have 𝑆 ≈ 𝑆 throughout the algorithm.

Lemma 4.3.3 (Approximate Slack). In each iteration of Algorithm 29, the approximate slack

variable 𝑆 satisfies that 𝛼−1
𝑆
𝑆 ⪯ 𝑆 ⪯ 𝛼𝑆𝑆, where 𝛼𝑆 = 1.011.

Proof. Notice that

𝑆new = 𝑆 + (𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤ · (𝑆new)1/2

= 𝑆new + (𝑆new)1/2𝑍mid(𝑆new)1/2 + (𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤ · (𝑆new)1/2

= 𝑆new + (𝑆new)1/2 ·𝑈 · diag(𝜆new) ·𝑈⊤ · (𝑆new)1/2,

where the first step comes from Lemma 4.3.2, the second step comes from definition 𝑍mid =

(𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼 (Line 4 of Algorithm 30), and the final step comes from 𝑍mid =

𝑈 · diag(𝜆1, · · · , 𝜆𝑛) ·𝑈⊤ (Line 5 of Algorithm 30).

By Line 15 of Algorithm 30 we have (𝜆new)𝑖 ≤ 𝜀𝑆 for all 𝑖 ∈ [𝑛], so ∥(𝑆new)−1/2 · 𝑆new ·

(𝑆new)−1/2 − 𝐼 ∥2 = ∥𝑈 · diag(𝜆new) ·𝑈⊤∥2 ≤ 𝜀𝑆. This implies that for 𝛼𝑆 = 1.011, in each iteration

of Algorithm 29 the slack variable 𝑆 satisfies 𝛼−1
𝑆
𝑆 ⪯ 𝑆 ⪯ 𝛼𝑆𝑆.
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4.3.2 Approximate Hessian Inverse Maintenance

The following lemma proves that we always have 𝐻 ≈ 𝐻 throughout the algorithm,

Lemma 4.3.4 (Approximate Hessian, Lemma 5.3 of [55]). Given a matrix A ∈ R𝑚×𝑛
2 , let 𝑆, 𝑆 ∈

R𝑛×𝑛 be two PSD matrices. Define the exact Hessian as 𝐻 := A · (𝑆−1 ⊗ 𝑆−1) ·A⊤ ∈ R𝑚×𝑚, and the

approximate Hessian as 𝐻 := A · (𝑆−1 ⊗ 𝑆−1) · A⊤ ∈ R𝑚×𝑚.

For any accuracy parameter 𝛼𝑆 ≥ 1, if

𝛼−1
𝑆 𝑆 ⪯ 𝑆 ⪯ 𝛼𝑆𝑆,

then we have

𝛼−2
𝑆 𝐻 ⪯ 𝐻 ⪯ 𝛼

2
𝑆𝐻.

The proof is similar as [55], we omitted the details here.

The following lemma shows that the maintained matrix 𝐺 equals to the inverse of approximate

Hessian.

Lemma 4.3.5 (Close-form formula for Hessian inverse). In each iteration of Algorithm 29, we have

𝐺 = 𝐻−1 ∈ R𝑚×𝑚, where 𝐻 := A · (𝑆−1 ⊗ 𝑆−1) · A⊤ ∈ R𝑚×𝑚.

Proof. We prove this lemma by induction.

In the beginning of the algorithm, the initialization of 𝐺 (Line 7 of Algorithm 29) satisfies the

formula 𝐺 = 𝐻−1.

Assume the induction hypothesis that 𝐺 = 𝐻−1 in the beginning of each iteration, next we

will prove that 𝐺new = (𝐻new)−1. Note that 𝐺new is updated on Line 23 of Algorithm 29. And

𝐻new := A · ((𝑆new)−1 ⊗ (𝑆new)−1) ·A⊤ ∈ R𝑚×𝑚, where 𝑆new is updated on Line 18 of Algorithm 29.
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We first compute (𝑆new)−1 ∈ R𝑛×𝑛:

(𝑆new)−1 = (𝑆 +𝑉1𝑉
⊤
2 )
−1

= 𝑆−1 − 𝑆−1𝑉1 · (𝐼 +𝑉⊤2 𝑆
−1𝑉1)−1 · 𝑉⊤2 𝑆

−1

= 𝑆−1 +𝑉3 · 𝑉⊤4 , (4.8)

where the first step follows from 𝑆new = 𝑆+𝑉1𝑉
⊤
2 (Line 18 of Algorithm 29), the second step follows

from Woodbury identity (Fact 2.2.6), the third step follows from 𝑉3 = −𝑆−1𝑉1(𝐼 + 𝑉⊤2 𝑆
−1𝑉1)−1 ∈

R𝑛×𝑟𝑡 and 𝑉4 = 𝑆−1𝑉2 ∈ R𝑛×𝑟𝑡 (Line 19 and 20 of Algorithm 29).

We then compute a close-form formula of (𝑆new)−1 ⊗ (𝑆new)−1 ∈ R𝑛2×𝑛2:

(𝑆new)−1 ⊗ (𝑆new)−1

= (𝑆−1 +𝑉3𝑉
⊤
4 ) ⊗ (𝑆

−1 +𝑉3𝑉
⊤
4 )

= 𝑆−1 ⊗ 𝑆−1 + 𝑆−1 ⊗ (𝑉3𝑉
⊤
4 ) + (𝑉3𝑉

⊤
4 ) ⊗ 𝑆

−1 + (𝑉3𝑉
⊤
4 ) ⊗ (𝑉3𝑉

⊤
4 )

= 𝑆−1 ⊗ 𝑆−1 + (𝑆−1/2 ⊗ 𝑉3) · (𝑆−1/2 ⊗ 𝑉⊤4 ) + (𝑉3 ⊗ 𝑆−1/2) · (𝑉⊤4 ⊗ 𝑆
−1/2) + (𝑉3 ⊗ 𝑉3) · (𝑉⊤4 ⊗ 𝑉

⊤
4 )

= 𝑆−1 ⊗ 𝑆−1 + 𝑌1𝑌
⊤
2 , (4.9)

where the first step follows from Eq. (4.8), the second step follows from linearity of Kronecker

product, the third step follows from mixed product property of Kronecker product (Part 2 of

Fact 2.2.3), the fourth step follows from𝑌1 = [(𝑆−1/2 ⊗𝑉3), (𝑉3 ⊗ 𝑆−1/2), (𝑉3 ⊗𝑉⊤3 )] ∈ R
𝑛2×(2𝑛𝑟𝑡+𝑟2

𝑡 )

and 𝑌2 = [(𝑆−1/2 ⊗𝑉4), (𝑉4 ⊗ 𝑆−1/2), (𝑉4 ⊗𝑉⊤4 )] ∈ R
𝑛2×(2𝑛𝑟𝑡+𝑟2

𝑡 ) (Line 21 and 22 of Algorithm 29),

and the transpose of Kronecker product (Part 1 of Fact 2.2.3).

204



Thus we can compute (𝐻new)−1 ∈ R𝑚×𝑚 as follows:

(𝐻new)−1 =
(
A ·

(
(𝑆new)−1 ⊗ (𝑆new)−1) · A⊤)−1

=

(
A · (𝑆−1 ⊗ 𝑆−1) · A⊤ + A · 𝑌1𝑌

⊤
2 · A

⊤
)−1

= 𝐺 − 𝐺 · A𝑌1 · (𝐼 + 𝑌⊤2 A⊤ · A𝑌1)−1 · 𝑌⊤2 A⊤ · 𝐺

= 𝐺new, (4.10)

where the first step follows from the definition of 𝐻new, the second step follows from Eq. (4.9),

the third step follows from Woodbury identity (Fact 2.2.6) and the induction hypothesis that

𝐺 = 𝐻−1 = (A · (𝑆−1 ⊗ 𝑆−1) · A⊤)−1 ∈ R𝑚×𝑚, the fourth step follows from the definition of 𝐺new

on Line 23 of Algorithm 29.

4.4 Time Analysis

In this section we analyze the running time of Algorithm 29. We first present the main theorem.

Theorem 4.4.1 (Running time of Algorithm 29). Algorithm 29 runs in time

𝑂

(
(𝑚2 ·

√
𝑛 + 𝑚𝜔 + 𝑛4.5 + 𝑛2𝜔) · log(1/𝜀)

)
.

Specifically, when 𝑚 ≥ 𝑛2 the total running time is

𝑂

(
(𝑚𝜔 + 𝑚2 ·

√
𝑛) · log(1/𝜀)

)
.

Proof. The running time of Algorithm 29 consists of two parts:

1. Initialization. 𝑂 (Tmat(𝑚, 𝑛2, 𝑛2) + 𝑚𝜔) ≤ 𝑂 (𝑛2𝜔 + 𝑚𝜔) time from Lemma 4.4.3.
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2. Cost of 𝑇 iterations.

𝑇∑︁
𝑡=1

(
Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔 + 𝑚2 + 𝑚𝑛2

)
≤ 𝑇 · 𝑂 (𝑚2 + 𝑛4 + 𝑛2𝜔−1/2 + 𝑚2− 𝛼(𝜔−2)

1−𝛼 · 𝑛
2(𝜔−2)

1−𝛼 −1/2)

= 𝑂

(
(𝑚2 ·

√
𝑛 + 𝑛4.5 + 𝑛2𝜔 + 𝑚2− 𝛼(𝜔−2)

1−𝛼 · 𝑛
2(𝜔−2)

1−𝛼 ) · log(1/𝜀)
)

≤ 𝑂
(
(𝑚2 ·

√
𝑛 + 𝑛4.5 + 𝑛2𝜔 + 𝑚𝜔) · log(1/𝜀)

)
where the first step follows from Lemma 4.4.4, the second step follows from Lemma 4.4.13 and

𝑚𝑛2 ≤ 𝑂 (𝑚2 + 𝑛4), the third step follows from 𝑇 = 𝑂 (
√
𝑛 log(1/𝜀)), the fourth step follows from

𝑚2− 𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 ≤ (𝑛2)2−

𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 = 𝑛2𝜔 when 𝑚 ≤ 𝑛2,

𝑚2− 𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 ≤ 𝑚2− 𝛼(𝜔−2)

1−𝛼 · (𝑚1/2)
2(𝜔−2)

1−𝛼 = 𝑚𝜔 when 𝑚 > 𝑛2.

Adding the costs of these two parts completes the proof.

Remark 4.4.2 (Comparing with [55]). Recall that the running time of [55] is 𝑂∗(
√
𝑛(𝑚𝑛2 + 𝑚𝜔 +

𝑛𝜔)). Our algorithm is faster than [55] when 𝑛4.5 + 𝑛2𝜔 ≤ 𝑚𝜔 ·
√
𝑛. For the current 𝜔 ≈ 2.373,

this inequality is satisfied when

𝑚 ≥ max{𝑛4/𝜔, 𝑛2−0.5/𝜔} ≈ 𝑛1.79.

This section is organized as follows:

• Section 4.4.1 provides the analysis of initialization cost (Lemma 4.4.3).

• Section 4.4.2 studies the cost per iteration of our algorithm (Lemma 4.4.4).

• Section 4.4.3 present the property of low rank update (Theorem 4.4.9).

• Section 4.4.4 use the tools of Section 4.4.3 to bound the amortized cost of our algorithm

(Lemma 4.4.13).
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4.4.1 Initialization Cost

The goal of this section is to prove Lemma 4.4.3.

Lemma 4.4.3 (Initialization cost). Initialization of Algorithm 29 (Line 3 to 7) takes time

𝑂 (Tmat(𝑚, 𝑛2, 𝑛2) + 𝑚𝜔).

Proof. We compute the cost of each line during initialization.

• Line 3 of Algorithm 29. Constructing A ∈ R𝑚×𝑛2 by stacking vectors takes 𝑂 (𝑚𝑛2) time.

• Line 6 of Algorithm 29. Computing 𝑆 =
∑
𝑖∈[𝑚] 𝑦𝑖 · 𝐴𝑖 − 𝐶 takes 𝑂 (𝑚𝑛2) time.

• Line 7 of Algorithm 29. This step computes𝐺 = (A · (𝑆−1 ⊗ 𝑆−1) ·A⊤)−1. We first compute

𝑆−1 ⊗ 𝑆−1 ∈ R𝑛2×𝑛2 , which takes 𝑂 (𝑛4) time. We then compute A · (𝑆−1 ⊗ 𝑆−1) · A⊤, which

takes 𝑂 (Tmat(𝑚, 𝑛2, 𝑛2) + Tmat(𝑚, 𝑛2, 𝑚)) time. Finally computing the inverse takes 𝑂 (𝑚𝜔)

time. Since 𝑛4 ≤ Tmat(𝑚, 𝑛2, 𝑛2) and Tmat(𝑚, 𝑛2, 𝑚) ≤ Tmat(𝑚, 𝑛2, 𝑛2) + 𝑚𝜔, this step takes

𝑂 (Tmat(𝑚, 𝑛2, 𝑛2) + 𝑚𝜔) time in total,

Combining the cost of these three steps, and since 𝑚𝑛2 ≤ Tmat(𝑚, 𝑛2, 𝑛2), we have the total cost as

presented in the lemma statement.

4.4.2 Cost per Iteration

The goal of this section is to prove Lemma 4.4.4.

Lemma 4.4.4 (Cost per iteration). For 𝑡 ∈ [𝑇], let 𝑟𝑡 be the rank of the update in the 𝑡-th iteration

of Algorithm 29. The 𝑡-th iteration takes time

𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔 + 𝑚2 + 𝑚𝑛2).

Proof. We compute the cost of each line of Algorithm 29 in the 𝑡-th iteration.
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Line 12 of Algorithm 29: gradient computation, 𝑂 (𝑚𝑛2) time.

This step computes 𝑔𝜂new (𝑦) 𝑗 ← 𝜂new · 𝑏 𝑗 − tr[𝑆−1 · 𝐴 𝑗 ].

Computing one tr[𝑆−1 · 𝐴 𝑗 ] takes 𝑛2 time, and computing all traces for 𝑗 ∈ [𝑚] takes 𝑚𝑛2 time.

Line 14 of Algorithm 29: 𝛿𝑦 computation, 𝑂 (𝑚2) time.

This step computes 𝛿𝑦 ← −(𝐻new)−1 · 𝑔𝜂new (𝑦).

Computing the matrix vector multiplication of𝐻 (𝑦)−1 ∈ R𝑚×𝑚 with 𝑔𝜂new (𝑦) ∈ R𝑚 takes𝑂 (𝑚2)

time.

Line 16 of Algorithm 29: 𝑆new computation, 𝑂 (𝑚𝑛2) time.

This step computes 𝑆new ← ∑
𝑖∈[𝑚] (𝑦new)𝑖𝐴𝑖 − 𝐶.

Brute-forcely adding all (𝑦new)𝑖𝐴𝑖 ∈ R𝑛×𝑛 takes 𝑚𝑛2 time.

Line 17-18 of Algorithm 29: 𝑆new computation, 𝑂 (𝑛𝜔) time.

Line 17 makes a call to procedure LowRankSlackUpdate, and this takes 𝑂 (𝜔) time by

Lemma 4.4.5.

Line 18 computes 𝑆new ← 𝑆 +𝑉1𝑉
⊤
2 , which takes 𝑂 (Tmat(𝑛, 𝑟𝑡 , 𝑛)) ≤ 𝑂 (𝑛𝜔) time.

Line 19-23 of Algorithm 29: Hessian inverse computation, this step takes𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡)

+Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) +(𝑛𝑟𝑡)𝜔) time.

Computing 𝑉3, 𝑉4 ∈ R𝑛×𝑟𝑡 on Line 19 and 20 takes 𝑂 (𝑛𝜔) time.

Computing 𝑌1, 𝑌2 ∈ R𝑛
2×(2𝑛𝑟𝑡+𝑟2

𝑡 ) on Line 21 and 22 takes the same time as the output size:

𝑂 (𝑛3 · 𝑟𝑡).

We compute 𝐺new ← 𝐺 − 𝐺 · A𝑌1 · (𝐼 + 𝑌⊤2 A⊤A𝑌1)−1 · 𝑌⊤2 A⊤ · 𝐺 on Line 23 in the following

order:

1. Compute A𝑌1,A𝑌2 ∈ R𝑚×(2𝑛𝑟𝑡+𝑟
2
𝑡 ) in 𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡)) time since A ∈ R𝑚×𝑛

2 and 𝑌1, 𝑌2 ∈

R𝑛
2×(2𝑛𝑟𝑡+𝑟2

𝑡 ) .

2. Compute 𝐼+(𝑌⊤2 A⊤) · (A𝑌1) ∈ R(2𝑛𝑟𝑡+𝑟
2
𝑡 )×(2𝑛𝑟𝑡+𝑟2

𝑡 ) in𝑂 (Tmat(𝑛𝑟𝑡 , 𝑚, 𝑛𝑟𝑡)) time. Then compute

the inverse (𝐼 + 𝑌⊤2 A⊤ · A𝑌1)−1 ∈ R(2𝑛𝑟𝑡+𝑟2
𝑡 )×(2𝑛𝑟𝑡+𝑟2

𝑡 ) in 𝑂 ((𝑛𝑟𝑡)𝜔) time.

3. Compute 𝐺 · A𝑌1 ∈ R𝑚×(2𝑛𝑟𝑡+𝑟
2
𝑡 ) in 𝑂 (Tmat(𝑚, 𝑚, 𝑛𝑟𝑡)) time since 𝐺 ∈ R𝑚×𝑚 and A𝑌1 ∈
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R𝑚×(2𝑛𝑟𝑡+𝑟
2
𝑡 ) .

4. Finally compute 𝐺A𝑌1 · (𝐼 + 𝑌⊤2 A⊤ · A𝑌1)−1 · 𝑌⊤2 A⊤𝐺 ∈ R𝑚×𝑚 in 𝑂 (Tmat(𝑚, 𝑛𝑟𝑡 , 𝑚)) time.

Thus in total computing 𝐺new takes 𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔) time.

Combined. Combining the time of the four steps on Line 12, 23, 14, and 16 of Algorithm 29,

it is easy to see that the 𝑡-th iteration takes time

Time per iteration

= Line 12 + Line 14 + Line 16 + Line 17-18 + Line 19-23

= 𝑂 (𝑚𝑛2)︸   ︷︷   ︸
Line 12

+𝑂 (𝑚2)︸ ︷︷ ︸
Line 14

+𝑂 (𝑚𝑛2)︸   ︷︷   ︸
Line 16

+ 𝑂 (𝑛𝜔)︸ ︷︷ ︸
Line 17-18

+ Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔︸                                                  ︷︷                                                  ︸
Line 19-23

= 𝑂 (Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔 + 𝑚2 + 𝑚𝑛2).

Thus, we complete the proof.

Lemma 4.4.5 (Cost of LowRankSlackUpdate). A call to procedure LowRankSlackUpdate (Al-

gorithm 30) takes 𝑂 (𝑛𝜔) time.

Proof. In procedure LowRankSlackUpdate, the most time-consuming step is to compute the

spectral decomposition of 𝑍mid ∈ R𝑛×𝑛, and this takes 𝑂 (𝑛𝜔) time.

4.4.3 Property of Low Rank Update

The goal of this section is to prove Theorem 4.4.9, which is a generalization of Theorem 6.1 of

[55].

We first make the following definitions.

Definition 4.4.6 (Potential function). Let 𝑔 ∈ R𝑛+ be a non-increasing vector. For any matrix

𝑍 ∈ R𝑛×𝑛, let |𝜆(𝑍) | [𝑖] to denote the 𝑖-th largest absolute eigenvalue of 𝑍 . We define a potential
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function Φ𝑔 : R𝑛×𝑛 → R+,

Φ𝑔 (𝑍) :=
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍) | [𝑖] .

In the 𝑡-th iteration of Algorithm 29, let 𝑆, 𝑆 ∈ R𝑛×𝑛 be the slack matrix and the approximate

slack matrix in the beginning of the iteration, and let 𝑆new, 𝑆new be the updated matrices. We define

the following matrices to capture their differences.

Definition 4.4.7 (Difference matrices). Define the following matrices 𝑍, 𝑍mid, 𝑍new ∈ R𝑛×𝑛:

𝑍 := 𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼,

𝑍mid := (𝑆new)−1/2 · 𝑆 · (𝑆new)−1/2 − 𝐼,

𝑍new := (𝑆new)−1/2 · 𝑆new · (𝑆new)−1/2 − 𝐼 .

Assumption 4.4.8 (Closeness of 𝑆new and 𝑆 from 𝑆). We make the following two assumptions about

𝑆, 𝑆, 𝑆new ∈ R𝑛×𝑛:

1. ∥𝑆−1/2 · 𝑆new · 𝑆−1/2 − 𝐼 ∥𝐹 ≤ 0.02,

2. ∥𝑆−1/2 · 𝑆 · 𝑆−1/2 − 𝐼 ∥2 ≤ 0.01.

Next we present the main theorem of this section.

Theorem 4.4.9 (General amortized guarantee). Let 𝑇 denote the total number of iterations in

Algorithm 29. Let 𝑟𝑡 denote the rank of the update matrices𝑉1, 𝑉2 ∈ R𝑛×𝑟𝑡 generated by Algorithm 30

in the 𝑡-th iteration. The ranks 𝑟𝑡’s satisfy the following condition: for any vector 𝑔 ∈ R𝑛+ which is

non-increasing, we have

𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑂 (𝑇 · ∥𝑔∥2 · log 𝑛).
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Note that by choosing 𝑔𝑖 = 1/
√
𝑖,∀𝑖 ∈ [𝑛] the above lemma recovers Theorem 6.1 of [55].

Proof. Part 1 of Assumption 4.4.8 is proved in Theorem 4.3.1, and Part 2 of Assumption 4.4.8 is

proved in Lemma 4.3.3. Thus we can use Lemma 4.4.11.

Combining Lemma 4.4.11 and Lemma 4.4.12, we have

Φ𝑔 (𝑍new) −Φ𝑔 (𝑍) = (Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍)) − (Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍new))

≤ ∥𝑔∥2 −
𝜀𝑆

10 log 𝑛
· 𝑟𝑡 · 𝑔𝑟𝑡 .

With an abuse of notation, we denote the matrix 𝑍 in the 𝑡-th iteration as 𝑍 (𝑡) . Since in the beginning

Φ𝑔 (𝑍 (0)) = 0 and Φ𝑔 (𝑍 (𝑇)) ≥ 0, we have

0 ≤ Φ𝑔 (𝑍 (𝑇)) −Φ𝑔 (𝑍 (0)) ≤
𝑇∑︁
𝑡=1
(Φ𝑔 (𝑍 (𝑡)) −Φ𝑔 (𝑍 (𝑡−1))) ≤ 𝑇 · ∥𝑔∥2 −

𝜀𝑆

10 log 𝑛
·
𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 .

This completes the proof.

𝑆 Move

We will use the following result proved in [55]. Note that our low rank update to the slack

matrix is the same as [55], so this result is also true for our algorithm.

Lemma 4.4.10 (Part of Lemma 6.2 of [55]). Let matrices 𝑍, 𝑍mid ∈ R𝑛×𝑛 be defined as in Defini-

tion 4.4.7. Under Assumption 4.4.8, we have

𝑛∑︁
𝑖=1
(𝜆(𝑍)[𝑖] − 𝜆(𝑍mid)[𝑖])2 ≤ 10−3,

where 𝜆(𝑍)[𝑖] denotes the 𝑖-th largest eigenvalue of 𝑍 .

The following lemma upper bounds the increase in potential when 𝑆 changes to 𝑆new. It

generalizes Lemma 6.2 of [55].
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Lemma 4.4.11 (𝑆 move). Consider the 𝑡-th iteration. Let matrices 𝑍, 𝑍mid ∈ R𝑛×𝑛 be defined as in

Definition 4.4.7. Let 𝑔 ∈ R𝑛+ be a non-increasing vector, and let Φ𝑔 : R𝑛×𝑛 → R+ be defined as in

Definition 4.4.6.

Under Assumption 4.4.8, we have

Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍) ≤ ∥𝑔∥2.

Proof. Let 𝜋 : [𝑛] → [𝑛] be a sorting permutation such that |𝜆(𝑍mid)𝜋(1) | ≥ |𝜆(𝑍mid)𝜋(2) | ≥ · · · ≥

|𝜆(𝑍mid)𝜋(𝑛) |, i.e., |𝜆(𝑍mid)𝜋(𝑖) | = |𝜆(𝑍mid) | [𝑖] . Then we have

Φ𝑔 (𝑍mid) =
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍mid)𝜋(𝑖) |

≤
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍)𝜋(𝑖) | +
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍mid)𝜋(𝑖) − 𝜆(𝑍)𝜋(𝑖) |

≤
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍) | [𝑖] +
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍mid)𝜋(𝑖) − 𝜆(𝑍)𝜋(𝑖) |

≤
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆(𝑍) | [𝑖] +
( 𝑛∑︁
𝑖=1

𝑔2
𝑖

)1/2
·
( 𝑛∑︁
𝑖=1
|𝜆(𝑍mid)𝜋(𝑖) − 𝜆(𝑍)𝜋(𝑖) |2

)1/2

≤ Φ𝑔 (𝑍) + ∥𝑔∥2

where the first step follows from the definition of Φ𝑔 (Definition 4.4.6) and 𝜋, the second step

follows from triangle inequality, the third step follows from 𝑔 ∈ R𝑛+ is non-increasing and |𝜆(𝑍) | [𝑖]

is the 𝑖-th largest absolute eigenvalue of 𝑍 , the fourth step follows from Cauchy-Schwarz inequality,

the last step follows from definition of Φ𝑔 and Lemma 4.4.10.

Thus we have Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍) ≤ ∥𝑔∥.

𝑆 Move

The following lemma lower bounds the decrease in potential when 𝑆 is updated to 𝑆new. It

generalizes Lemma 6.3 of [55].
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Lemma 4.4.12 (𝑆 move). Consider the 𝑡-th iteration. Let matrices 𝑍mid, 𝑍new ∈ R𝑛×𝑛 be defined

as in Definition 4.4.7. Let 𝑔 ∈ R𝑛+ be a non-increasing vector, and let Φ𝑔 : R𝑛×𝑛 → R+ be defined

as in Definition 4.4.6.

Let 𝑟𝑡 denote the rank of the update matrices 𝑉1, 𝑉2 ∈ R𝑛×𝑟𝑡 generated by Algorithm 30 in the

𝑡-th iteration. We have

Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍new) ≥ 𝜀𝑆

10 log 𝑛
· 𝑟𝑡 · 𝑔𝑟𝑡 .

Proof. Note that 𝑟𝑡 = 2𝑟, where 𝑟 is the variable of Algorithm 30. We define 𝜆 ∈ R𝑛 and𝑈 ∈ R𝑛×𝑛

(Line 5), 𝜋 : [𝑛] → [𝑛] (Line 7) and 𝜆new ∈ R𝑛 (Line 15) to be the same as Algorithm 30. We

extend the definition and let 𝜆𝜋(𝑖) = 0 for 𝑖 > 𝑛. We have

𝑍new = (𝑆new)−1/2 · 𝑆new · (𝑆new)−1/2 − 𝐼

= (𝑆new)−1/2 ·
(
𝑆 + (𝑆new)1/2 ·𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤ · (𝑆new)1/2

)
· (𝑆new)−1/2 − 𝐼

= 𝑍mid +𝑈 · diag(𝜆new − 𝜆) ·𝑈⊤

=𝑈 · diag(𝜆new) ·𝑈⊤

where the first step follows from definition of 𝑍new (Definition 4.4.7), the second step follows

from close-form formula of 𝑆new (Lemma 4.3.2), the third step follows from definition of 𝑍mid

(Definition 4.4.7), the fourth step follows from 𝑍mid = 𝑈 · diag(𝜆) ·𝑈⊤ (Line 5 of Algorithm 30).

Thus from the definition of Φ𝑔 (Definition 4.4.6), we have

Φ𝑔 (𝑍mid) =
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆𝜋(𝑖) |, Φ𝑔 (𝑍new) =
𝑛∑︁
𝑖=1

𝑔𝑖 · |𝜆𝜋(2𝑟+𝑖) |. (4.11)

We consider two different cases of the outcome of the while-loop on Line 12 of Algorithm 30.

Case 1. No 𝑖 ≤ 𝑛/2 satisfies both |𝜆𝜋(2𝑖) | ≤ 𝜀𝑆 and |𝜆𝜋(2𝑖) | ≤ (1 − 1/log 𝑛) |𝜆𝜋(𝑖) |.

In this case, the while-loop exits with 𝑟 = 𝑛/2, and hence 𝑟𝑡 = 2𝑟 = 𝑛. Thus using Eq. (4.11)
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we have Φ𝑔 (𝑍new) = 0. We consider two sub-cases.

• Case 1(a). For all 𝑖 ∈ [𝑛], |𝜆𝜋(𝑖) | > 𝜀𝑆.

In this case we have Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍new) = ∑𝑛
𝑖=1 𝑔𝑖 · |𝜆𝜋(𝑖) | − 0 ≥ 𝑛 · 𝑔𝑛 · 𝜀𝑆 = 𝜀𝑆 · 𝑟𝑡 · 𝑔𝑟𝑡 .

• Case 1(b). There exists a minimum 𝑖∗ ≤ 𝑛/2 such that |𝜆𝜋(2𝑖) | ≤ 𝜀𝑆 for all 𝑖 ≥ 𝑖∗.

The condition of Case 1 and Case 1(b) means that for all 𝑖 ≥ 𝑖∗, we must have |𝜆𝜋(2𝑖) | >

(1 − 1/log 𝑛) |𝜆𝜋(𝑖) |. And since 𝑖∗ is the minimum index such that |𝜆𝜋(2𝑖∗) | ≤ 𝜀𝑆, we have

|𝜆𝜋(𝑖∗) | > 𝜀𝑆. Thus we have

|𝜆𝜋(𝑛) | > (1 − 1/log 𝑛) |𝜆𝜋(𝑛/2) | > · · · > (1 − 1/log 𝑛)log(𝑛/𝑖∗) |𝜆𝜋(𝑖∗) | ≥
1
𝑒
· |𝜆𝜋(𝑖∗) | ≥

𝜀𝑆

𝑒
.

So we have Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍new) = ∑𝑛
𝑖=1 𝑔𝑖 · |𝜆𝜋(𝑖) | − 0 ≥ 𝑛 · 𝑔𝑛 · |𝜆𝜋(𝑛) | = 𝜀𝑆

𝑒
· 𝑟𝑡 · 𝑔𝑟𝑡 .

Case 2. There exists a minimum 𝑟 ≤ 𝑛/2 such that both |𝜆𝜋(2𝑟) | ≤ 𝜀𝑆 and |𝜆𝜋(2𝑟) | ≤

(1 − 1/log 𝑛) |𝜆𝜋(𝑟) | are satisfied.

This 𝑟 is the outcome of the while-loop in Algorithm 30. Next we prove |𝜆𝜋(𝑟) | ≥ 𝜀𝑆
𝑒

.

Let 𝑖∗ ≤ 𝑛/2 be the minimum index such that |𝜆𝜋(2𝑖) | ≤ 𝜀𝑆 for all 𝑖 ≥ 𝑖∗. Note that this implies

|𝜆𝜋(𝑖∗) | > 𝜀𝑆. We have 𝑟 ≥ 𝑖∗ since |𝜆𝜋(2𝑟) | ≤ 𝜀𝑆 and 𝑖∗ is the minimum such index. Hence

|𝜆𝜋(2𝑖) | > (1 − 1/log 𝑛) |𝜆𝜋(𝑖) | for all 𝑖 ∈ [𝑖∗, 𝑟).

If 𝑟/2 ≤ 𝑖∗, we have |𝜆𝜋(𝑟) | = |𝜆𝜋(2(𝑟/2)) | ≥ 𝜀𝑆. If 𝑟/2 ≥ 𝑖∗, we have

|𝜆𝜋(𝑟) | > (1 − 1/log 𝑛) |𝜆𝜋(𝑟/2) | > · · · > (1 − 1/log 𝑛)log(𝑟/𝑖∗) |𝜆𝜋(𝑖∗) | ≥
1
𝑒
· |𝜆𝜋(𝑖∗) | ≥

𝜀𝑆

𝑒
.

Thus we have |𝜆𝜋(𝑟) | ≥ 𝜀𝑆
𝑒

in either cases.

We have

1. ∀𝑖 ≤ 𝑟, |𝜆𝜋(𝑖) | ≥ |𝜆𝜋(𝑟) | ≥
𝜀𝑆

𝑒
, 2. ∀𝑖 ≥ 2𝑟, |𝜆𝜋(𝑖) | ≤ |𝜆𝜋(2𝑟) | ≤ (1 − 1/log 𝑛) |𝜆𝜋(𝑟) |. (4.12)
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Thus we can bound the potential decrease as follows:

Φ𝑔 (𝑍mid) −Φ𝑔 (𝑍new) ≥
𝑟∑︁
𝑖=1

𝑔𝑖 · ( |𝜆𝜋(𝑖) | − |𝜆𝜋(𝑖+2𝑟) |)

≥
𝑟∑︁
𝑖=1

𝑔𝑖 · ( |𝜆𝜋(𝑟) | − |𝜆𝜋(2𝑟) |)

≥
𝑟∑︁
𝑖=1

𝑔𝑖 ·
1

log 𝑛
|𝜆𝜋(𝑟) |

≥ 𝑟𝑡 · 𝑔𝑟𝑡 ·
𝜀𝑆

2𝑒 log 𝑛
,

where the first step follows from Eq. (4.11), the second step follows from |𝜆𝜋(𝑖) | is decreasing, the

third follows from Part 2 of Eq. (4.12), the fourth step follows from Part 1 of Eq. (4.12), 𝑟𝑡 = 2𝑟,

and that 𝑔 is non-increasing.

4.4.4 Amortized Analysis

The goal of this section is to prove Lemma 4.4.13 using Lemma 4.4.14.

Lemma 4.4.13 (Amortization of Hessian computation). Let 𝑇 denote the total number of iterations

in Algorithm 29. For 𝑡 ∈ [𝑇], the cost of Hessian computation in the 𝑡-th iteration can be amortized

as follows:

𝑇∑︁
𝑡=1
(Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔)

≤ 𝑇 · 𝑂 (𝑚2 + 𝑛4 + 𝑛2𝜔−1/2 + 𝑚2− 𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 −1/2).

Proof. Since (𝑛𝑟𝑡)𝜔 ≤ Tmat(𝑛2, 𝑛2, 𝑛𝑟𝑡) and Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) ≤ Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + Tmat(𝑛2, 𝑛2, 𝑛𝑟𝑡),

we can bound the cost of hessian computation as

Tmat(𝑚, 𝑛2, 𝑛𝑟𝑡) + Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + (𝑛𝑟𝑡)𝜔 ≤ Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) + Tmat(𝑛2, 𝑛2, 𝑛𝑟𝑡). (4.13)

From Theorem 4.4.9 we know that for any vector 𝑔 ∈ R𝑛+ which is non-increasing, we have
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∑𝑇
𝑡=1 𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑂 (𝑇 · ∥𝑔∥2 · log 𝑛), so we can use Lemma 4.4.14:

𝑇∑︁
𝑡=1
Tmat(𝑚, 𝑚, 𝑛𝑟𝑡) ≤ 𝑂 (𝑚2 + 𝑚2− 𝛼(𝜔−2)

1−𝛼 · 𝑛
2(𝜔−2)

1−𝛼 −1/2) when 𝑚 ≥ 𝑛2,

𝑇∑︁
𝑡=1
Tmat(𝑛2, 𝑛2, 𝑛𝑟𝑡) ≤ 𝑂 (𝑛4 + 𝑛4− 2𝛼(𝜔−2)

1−𝛼 · 𝑛
2(𝜔−2)

1−𝛼 −1/2) = 𝑂 (𝑛4 + 𝑛2𝜔−1/2).

Combining these two inequalities and Eq. (4.13) completes the proof.

Lemma 4.4.14 (Helpful lemma for amortization of Hessian computation). Let 𝑇 denote the total

number of iterations. Let 𝑟𝑡 ∈ [𝑛] be the rank for the 𝑡-th iteration for 𝑡 ∈ [𝑇]. Assume 𝑟𝑡 satisfies

the following condition: for any vector 𝑔 ∈ R𝑛+ which is non-increasing, we have

𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑂 (𝑇 · ∥𝑔∥2).

If the cost in the 𝑡-th iteration is𝑂 (Tmat(𝑑, 𝑑, 𝑛𝑟𝑡)) where 𝑑 ≥ 𝑛2 is an integer, then the amortized

cost per iteration is

𝑂 (𝑑2 + 𝑑2− 𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 −1/2).

Proof. Let𝜔 be the matrix multiplication exponent, let𝛼 be the dual matrix multiplication exponent,

and let 𝛽 = 𝜔(2) (see Section 2.2.2 for more details). Since 𝑑 ≥ 𝑛2 ≥ 𝑛𝑟𝑡 , we have

Tmat(𝑑, 𝑑, 𝑛𝑟𝑡) ≤ 𝑑2 + (𝑛𝑟𝑡)
𝜔−2
1−𝛼 · 𝑑2− 𝛼(𝜔−2)

1−𝛼 = 𝑑2 + 𝑑2− 𝛼(𝜔−2)
1−𝛼 · 𝑛 𝜔−2

1−𝛼 · 𝑟
𝜔−2
1−𝛼
𝑡 , (4.14)

where the first step follows from Fact 2.2.10.

Define 𝑔 ∈ R𝑛+ such that ∀𝑟 ∈ [𝑛], 𝑔𝑟 = 𝑟
𝜔−2
1−𝛼 −1. Note that 𝑔 is non-increasing because

𝜔−2
1−𝛼 − 1 ≤ 0 (Fact 2.2.8). Then using the condition in the lemma statement, we have

𝑇∑︁
𝑡=1

𝑟
𝜔−2
1−𝛼
𝑡 =

𝑇∑︁
𝑡=1

𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑇 · ∥𝑔∥2 ≤ 𝑇 ·
( ∫ 𝑛

𝑥=1
𝑥

2(𝜔−2)
1−𝛼 −2d𝑥

)1/2
= 𝑇 · 𝑂 (𝑛

(𝜔−2)
1−𝛼 −1/2), (4.15)
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where the first step follows from the definition that 𝑔𝑟 = 𝑟
𝜔−2
1−𝛼 −1, ∀𝑟 ∈ [𝑛], the second step

follows from the assumption
∑𝑇
𝑡=1 𝑟𝑡 · 𝑔𝑟𝑡 ≤ 𝑇 · ∥𝑔∥2 in the lemma statement, the third step follows

from upper bounding the ℓ2 norm ∥𝑔∥22 =
∑𝑛
𝑟=1 𝑔

2
𝑟 =

∑𝑛
𝑟=1 𝑟

2(𝜔−2)
1−𝛼 −2 ≤

∫ 𝑛

𝑥=1 𝑥
2(𝜔−2)

1−𝛼 −2 and the last

step follows from computing the integral
∫ 𝑛

𝑥=1 𝑥
2(𝜔−2)

1−𝛼 −2 = 𝑐 · 𝑥
2(𝜔−2)

1−𝛼 −1
��𝑛
1 = 𝑂 (𝑛

2(𝜔−2)
1−𝛼 −1) where

𝑐 := 1/( 2(𝜔−2)
1−𝛼 − 1).

Thus we have

𝑇∑︁
𝑡=1
Tmat(𝑑, 𝑑, 𝑛𝑟𝑡) ≤

𝑇∑︁
𝑡=1

(
𝑑2 + 𝑑2− 𝛼(𝜔−2)

1−𝛼 · 𝑛 𝜔−2
1−𝛼 · 𝑟

𝜔−2
1−𝛼
𝑡

)
= 𝑇 · 𝑑2 + 𝑑2− 𝛼(𝜔−2)

1−𝛼 · 𝑛 𝜔−2
1−𝛼 ·

𝑇∑︁
𝑡=1

𝑟
𝜔−2
1−𝛼
𝑡

≤ 𝑇 · 𝑑2 + 𝑑2− 𝛼(𝜔−2)
1−𝛼 · 𝑛 𝜔−2

1−𝛼 · 𝑇 · 𝑂 (𝑛
(𝜔−2)
1−𝛼 −1/2)

= 𝑇 · 𝑂 (𝑑2 + 𝑑2− 𝛼(𝜔−2)
1−𝛼 · 𝑛

2(𝜔−2)
1−𝛼 −1/2).

where the first step follows from Eq. (4.14), the second step follows from moving summation inside,

the third step follows from Eq. (4.15), and the last step follows from adding the terms together.

Thus, we complete the proof.

4.5 Initialization

We the state a result which has been proved in previous work [55].

Lemma 4.5.1 (Initialization, same as Lemma 9.1 of [55]). Consider a SDP as in Definition 4.1.1

of dimension 𝑛 × 𝑛 with 𝑚 constraints, and assume that it has the following properties.

1. Bounded diameter: for any 𝑋 ⪰ 0 with ⟨𝐴𝑖, 𝑋⟩ = 𝑏𝑖 for all 𝑖 ∈ [𝑚], we have ∥𝑋 ∥2 ≤ 𝑅.

2. Lipschitz objective: ∥𝐶∥2 ≤ 𝐿.
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For any 0 < 𝛿 ≤ 1, the following modified SDP

max
𝑋⪰0
⟨𝐶, 𝑋⟩

s.t. ⟨𝐴𝑖, 𝑋⟩ = 𝑏𝑖, for all 𝑖 ∈ [𝑚 + 1],

where

𝐴𝑖 =


𝐴𝑖 0𝑛 0𝑛

0⊤𝑛 0 0

0⊤𝑛 0 𝑏𝑖
𝑅
− tr[𝐴𝑖]


, for all 𝑖 ∈ [𝑚],

𝐴𝑚+1 =


𝐼𝑛 0𝑛 0𝑛

0⊤𝑛 1 0

0⊤𝑛 0 0


, 𝑏 =


1
𝑅
𝑏

𝑛 + 1

 , 𝐶 =


𝐶 · 𝛿

𝐿
0𝑛 0𝑛

0⊤𝑛 0 0

0⊤𝑛 0 −1


,

satisfies the following statements.

1. The following are feasible primal and dual solutions:

𝑋 = 𝐼𝑛+2 , 𝑦 =


0𝑚

1

 , 𝑆 =


𝐼𝑛 − 𝐶 · 𝛿𝐿 0𝑛 0

0⊤𝑛 1 0

0⊤𝑛 0 1


.

2. For any feasible primal and dual solutions (𝑋, 𝑦, 𝑆) with duality gap at most 𝛿2, the matrix

𝑋 = 𝑅 · 𝑋 [𝑛]×[𝑛] , where 𝑋 [𝑛]×[𝑛] is the top-left 𝑛 × 𝑛 block submatrix of 𝑋 , is an approximate
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solution to the original SDP in the following sense:

⟨𝐶, 𝑋⟩ ≥ ⟨𝐶, 𝑋∗⟩ − 𝐿𝑅 · 𝛿,

𝑋 ⪰ 0,
𝑚∑︁
𝑖=1
|⟨𝐴𝑖, 𝑋⟩ − 𝑏𝑖 | ≤ 4𝑛𝛿 ·

(
𝑅

𝑚∑︁
𝑖=1
∥𝐴𝑖∥1 + ∥𝑏∥1

)
,

where 𝑋∗ is any optimal solution to the original SDP and ∥𝐴∥1 denotes the Schatten 1-norm

of a matrix 𝐴.
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Chapter 5: A Faster Interior-Point Method for Sum-of-Squares

Optimization (SOS)

5.1 Overview

Polynomial optimization is a fundamental problem in many areas of applied mathematics,

operations research, and theoretical computer science, including combinatorial optimization [56,

57, 58], statistical estimation [59, 60], experimental design [61], control theory [154], signal

processing [155], power systems engineering [156], discrete geometry [157, 158] and computational

algebraic geometry [159]. In the most basic formulation, we are given a collection of 𝑘 real 𝑛-

variate polynomials 𝑓1, · · · , 𝑓𝑘 and an objective function 𝑓 : R𝑛 → R, and the goal is to minimize

𝑓 over the set S := {𝑡 ∈ R𝑛 | ∀𝑖 ∈ {1, · · · , 𝑘} : 𝑓𝑖 (𝑡) ≥ 0}, that is, to find

inf
𝑡∈R𝑛
{ 𝑓 (𝑡) | 𝑡 ∈ S}, (5.1)

which is equivalent to checking polynomial nonnegativity sup𝑐∈R{𝑐 | 𝑓 (𝑡) − 𝑐 ≥ 0, ∀𝑡 ∈ S}. This

is then equivalent to computing sup𝑐∈R{𝑐 | 𝑓 − 𝑐 ∈ K(S)}, where K(S) denotes the convex cone

of all polynomials of degree at most deg( 𝑓 ) that are non-negative on the set S. This is an instance

of the more general conic programming:

min
𝑥∈R𝑁

𝑐⊤𝑥

𝐴𝑥 = 𝑏

𝑥 ∈ K,

(5.2)
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where K ⊂ R𝑁 is some convex cone1. The conic optimization problem over the cone K(S) is

intractable in general because there is no simple characterization of K(S). Nevertheless, there

always exists an increasing family of convex cones of weighted sum-of-squares polynomials that

converges to any such cone K(S).

We first introduce the notion of sum-of-squares (SOS) polynomials: Denoting by V𝑛,𝑑 the

vector space of all 𝑛-variate polynomials of (total) degree at most 𝑑, a polynomial 𝑝 ∈ V𝑛,2𝑑 is said

to be sum-of-squares (SOS) if it can be written as a finite sum of square polynomials, i.e., there

exist 𝑞1, · · · , 𝑞ℓ such that 𝑝 =
∑ℓ
𝑖=1 𝑞

2
𝑖
. The set Σ𝑛,2𝑑 of SOS polynomials of degree at most 2𝑑 is

a (proper) cone contained in V𝑛,2𝑑 , of dimension 𝑈 := dim(V𝑛,2𝑑) =
(𝑛+2𝑑

2𝑑
)
, as the vector space

V𝑛,2𝑑 is isomorphic to R𝑈 . If 𝑝 can be written as 𝑝 =
∑𝑘
𝑖=1 𝑓𝑖𝑠𝑖 for 𝑠1 ∈ Σ𝑛,2𝑑1 , · · · , Σ𝑛,2𝑑𝑘 and 𝑘

nonzero polynomials f := ( 𝑓1, · · · , 𝑓𝑘 ), then it is said to be weighted sum-of-squares (WSOS).

Putinar’s Positivstellensatz [160] states that under mild conditions, any polynomial 𝑝 that

is non-negative on S can be written as a WSOS polynomial
∑𝑘
𝑖=1 𝑓𝑖𝑠𝑖, albeit with (potentially)

unbounded degree 𝑠𝑖’s. In WSOS optimization we consider sum-of-squares polynomials 𝑠𝑖 with

bounded degree, so the hierarchy of WSOS optimization with increasing degree (known as the

Lasserre hierarchy) can be viewed as a tool for approximating general polynomial optimization.

For more details of this approximation scheme for polynomial optimization, we refer the readers to

the textbooks [161, 162].

This paper concerns algorithms for (W)SOS optimization, which is the conic optimization

program (5.2) where the underlying cone K is the (W)SOS cone:

min
𝑥∈R𝑈

𝑐⊤𝑥

𝐴𝑥 = 𝑏

𝑥 ∈ Σ𝑛,2𝑑 ,

(5.3)

where 𝑥 ∈ V𝑛,2𝑑 is the vector of coefficients which encodes the polynomial. Henceforth, we focus

on the case where K = Σ𝑛,2𝑑 is the SOS cone. See our full version [3] for how to extend our
1A subset K ⊂ R𝑁 is a convex cone if ∀ 𝑥, 𝑦 ∈ K and 𝛼, 𝛽 ∈ R+, 𝛼𝑥 + 𝛽𝑦 ∈ K.
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algorithm for SOS optimization to WSOS.

The computational complexity of solving Problem 5.3 naturally depends on the dimensions

𝐿 := dim(V𝑛,𝑑) =
(
𝑛 + 𝑑
𝑑

)
, 𝑈 := dim(V𝑛,2𝑑) =

(
𝑛 + 2𝑑

2𝑑

)
(5.4)

of the underlying vector spaces (Note that 𝐿 ≤ 𝑈 ≤ 𝐿2). We now turn to explain the previous

approaches for SOS optimization solvers.

SOS Optimization as SDPs A fundamental fact is that the dual SOS cone is a slice of the SDP

cone [62]. More formally, for any fixed bases p = (𝑝1, 𝑝2, · · · , 𝑝𝐿) and q = (𝑞1, 𝑞2, · · · , 𝑞𝑈) to

V𝑛,𝑑 andV𝑛,2𝑑 respectively, there exists a unique linear mapping Λ : R𝑈 → R𝐿×𝐿 satisfying

Λ(q(𝑡)) = p(𝑡)p(𝑡)⊤, ∀𝑡 ∈ R𝑛. (5.5)

Here we define p(𝑡) = (𝑝1(𝑡), 𝑝2(𝑡), · · · , 𝑝𝐿 (𝑡))⊤ and q(𝑡) = (𝑞1(𝑡), 𝑞2(𝑡), · · · , 𝑞𝑈 (𝑡))⊤. An

equivalent way to view the definition of Λ in (5.5) is as follows: For polynomials 𝑝𝑖, 𝑝 𝑗 ∈ p

there are unique coefficients 𝜆𝑖 𝑗𝑢 such that 𝑝𝑖𝑝 𝑗 =
∑
𝑢∈𝑈 𝜆𝑖 𝑗𝑢𝑞𝑢. These 𝜆𝑖 𝑗𝑢 define the mapping Λ

unambiguously.

This in turn implies that a polynomial 𝑠 ∈ V𝑛,2𝑑 (we view 𝑠 as a vector in R𝑈 that corresponds

to its coefficients over the basis q) is in the dual SOS cone Σ∗
𝑛,2𝑑 if and only if Λ(𝑠) is a positive

semidefinite (PSD) matrix (proved by [62], see Theorem 5.1.5 for details). As [63] recently

observed, the choice of the bases p, q crucially affects the complexity of the optimization problem,

more on this below.

Equation (5.5) implies the well-known fact that optimization over SOS polynomials (5.3) can

be reduced to semidefinite programming

min
𝑋⪰0
{⟨𝐶, 𝑋⟩ | tr(𝐴𝑖𝑋) = 𝑏𝑖, ∀𝑖 ∈ [𝑚]}, (SDP)
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and can thus be solved using off-the-shelf SDP solvers. However, despite recent breakthroughs on

the runtime of general SDP solvers via interior-point methods (IPMs) [55, 2], this SDP reformulation

of (5.3) does not scale well for moderately large degrees, i.e., whenever 𝑈 ≪ 𝐿2 in (5.4). This is

because the SDP reformulation always incurs a factor of at least 𝐿2, even when 𝑈 ≪ 𝐿2, as this

is the SDP variable size (the PSD matrix 𝑋 has size 𝐿 × 𝐿). Indeed, for the current fast-matrix-

multiplication (FMM) exponent 𝜔 ≈ 2.37 [111, 109], the running time of state-of-the-art SDP

solvers [55, 2] for SOS optimization (Problem 5.3) is2

𝑂

(
𝐿0.5 ·min{𝑈𝐿2 +𝑈2.37, 𝐿4.24}

)
. (5.6)

An alternative approach is to solve Problem 5.3 directly by designing an ad-hoc IPM for the dual

SOS cone, avoiding the blowup in the SDP reformulation. This was exactly the motivation of [63].

Like all aformentioned SDP solvers, [63]’s SOS solver is based on IPMs [35], which iteratively

minimize the original objective function plus a barrier function via Newton steps. When applied

to the SOS Problem (5.3), the choice of the specific bases p, q crucially affects the structure of the

(Hessian of the) barrier function 𝐹 (𝑠) = 𝐹 (Λ(𝑠)), and hence the cost-per-iteration of the IPM. As

such, choosing a “good” and efficient basis is key to a fast algorithm for (5.3). One of the main

contribution of [63] is an efficient basis for the SOS cone, which efficiently scales to multivariate

SOS, yielding an IPM whose total runtime is

𝑂

(
𝐿0.5𝑈𝜔

)
≈ 𝑂

(
𝐿0.5𝑈2.37

)
. (5.7)

Our main result is a polynomially faster IPM for Problem 5.3:

Theorem 5.1.1 (Main Result, Informal version of Theorem 5.3.3). With current FMM exponent,

there is an algorithm for solving Problem (5.3), whose total running time is 𝑂
(
𝐿𝑈1.87) .

Indeed, this runtime is polynomially faster than (5.7) and (5.6), as shown in Figure 5.1. We

now turn to elaborate on the technical approach for proving Theorem 5.1.1.
2We use 𝑂 (·) to hide𝑈𝑜 (1) and log(1/𝛿) factors.
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Figure 5.1: Overview of current running times of recent solvers for SOS. The lower bound bound
stems from solving a linear system in𝑈 variables, i.e., 𝑇 = Ω(𝑈𝜔) where 𝜔 ≈ 2.37.

.

Interior-Point Methods (IPMs [20, 104]) are a powerful class of second-order optimization

algorithms for convex optimization, which essentially reduce a conic optimization problem (5.2) to

solving a sequence of slowly-changing linear systems (via Newton steps). Since their discovery in

the mid 80’s, IPMs have emerged as the “gold-standard” of convex optimization, as they are known to

converge fast in both theory and practice [105]. The main computational cost of IPMs is computing,

in each iteration, the inverse of the Hessian of the underlying barrier function 𝐹 (𝑠) = 𝐹 (Λ(𝑠)),

which naively costs at least 𝑈𝜔 time per iteration for the SOS optimization problem [63]. A

recent influential line of work [43, 55], inspired by [39]’s seminal work, has demonstrated that

dynamically maintaining the inverse of the Hessian matrix under low-rank updates using clever

data structures, can lead to much cheaper cost-per-iteration. All of these results rely on a careful

combination of dynamic data structures with the geometry (e.g., spectral approximation) of the

underlying optimization method and barrier function. Similar techniques have been extended to

other optimization problems as well [44, 117, 163, 164, 165]. This paper extends this line of work

to SOS optimization.
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5.1.1 Background of Sum-of-Squares Optimization

In this section we provide the background of sum-of-squares optimization. We refer the readers

to [166, 63] for more details.

Definition 5.1.2 (Polynomial space). We use V𝑛,𝑑 to denote the set of 𝑛-variate polynomials over

the reals of degree at most 𝑑, where the degree means the total degree, i.e., the degree of 𝑥𝑑1
1 · · · 𝑥

𝑑𝑛
𝑛

is
∑𝑛
𝑖=1 𝑑𝑖.

Definition 5.1.3 (Degree of polynomial space). We define 𝐿 := dim(V𝑛,𝑑) =
(𝑛+𝑑
𝑛

)
and 𝑈 :=

dim(V𝑛,2𝑑) =
(𝑛+2𝑑
𝑛

)
.

After fixing a basis (𝑝1, 𝑝2, · · · , 𝑝𝐿) ofV𝑛,𝑑 , there exists a one-to-one correspondence between

any polynomial 𝑝 =
∑𝐿
𝑖=1 𝑥𝑖 · 𝑝𝑖 ∈ V𝑛,𝑑 and the vector [𝑥1, 𝑥2, · · · , 𝑥𝐿] ∈ R𝐿 . From now on when

the basis is clear from context, we will use V𝑛,𝑑 and R𝐿 interchangeably, and similarly V𝑛,2𝑑 and

R𝑈 interchangeably.

Definition 5.1.4 (SOS polynomials). A polynomial 𝑝 ∈ V𝑛,2𝑑 is said to be a sum-of-squares (𝑆𝑂𝑆)

polynomial if 𝑝 can be written as a sum of squares of polynomials, i.e. 𝑝 =
∑𝑀
𝑖=1 𝑞

2
𝑖

for some 𝑀 ∈ N

and polynomials 𝑞1, 𝑞2, · · · , 𝑞𝑀 ∈ V𝑛,𝑑 .

We use Σ𝑛,2𝑑 to denote the set of 𝑛-variate SOS polynomials of degree at most 2𝑑.

The set Σ𝑛,2𝑑 is a closed convex and pointed cone in V𝑛,2𝑑 with non-empty interior (Theorem

17.1 of [62]). The SOS optimization problem requires the variable 𝑥 ∈ R𝑈 to be in the SOS

cone, and it is a special case of conic programming. Given a constraint matrix 𝐴 ∈ R𝑚×𝑈 where

𝑚 ≤ 𝑈, and 𝑏 ∈ R𝑚 and 𝑐 ∈ R𝑈 , the SOS optimization can be written in the following primal-dual

formulation:
Primal: min ⟨𝑐, 𝑥⟩

s.t. 𝐴𝑥 = 𝑏

𝑥 ∈ Σ𝑛,2𝑑 ,

Dual: max ⟨𝑦, 𝑏⟩

s.t. 𝐴⊤𝑦 + 𝑠 = 𝑐

𝑠 ∈ Σ∗𝑛,2𝑑 .

(SOS)

Here Σ∗
𝑛,2𝑑 := {𝑠 ∈ R𝑈 | 𝑠⊤𝑥 ≥ 0, ∀𝑥 ∈ Σ𝑛,2𝑑} denotes the dual cone of Σ𝑛,2𝑑 .
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Nesterov in [62] noted that the dual SOS cone allows the following characterization.

Theorem 5.1.5 (Dual cone characterization, Theorem 17.1 of [62]). For any ordered bases p =

(𝑝1, . . . , 𝑝𝐿) and q = (𝑞1, . . . , 𝑞𝑈) of V𝑛,𝑑 and V𝑛,2𝑑 , let Λ : R𝑈 → R𝐿×𝐿 be the unique linear

mapping satisfying Λ(q) = pp⊤.3 Then the dual cone Σ∗
𝑛,2𝑑 admits the characterization under the

bases p and q:

Σ∗𝑛,2𝑑 =
{
𝑠 ∈ R𝑈 | Λ(𝑠) ⪰ 0

}
. (5.8)

As barrier functions for the cone of positive semidefinite matrices are well-known, this also

gives rise to a barrier function for the dual SOS cone. With the standard log-det barrier for the

semidefinite cone, the following function 𝐹 : Σ∗
𝑛,2𝑑 → R is a barrier function for Σ∗

𝑛,2𝑑:

𝐹 (𝑠) = − log det(Λ(𝑠)).

Furthermore, the barrier parameter 𝜈𝐹 of 𝐹 (𝑠) is bounded by the barrier parameter 𝐿 of the original

log-det barrier function ([62]).

Interpolant basis The barrier function depends on the choice of the basis for bothV𝑛,𝑑 andV𝑛,2𝑑 ,

as the linear map Λ depends on these two bases. We follow the approach of [63] and focus on the

so-called interpolant bases, which generalises well to multivariate polynomials and is numerically

stable.

For the vector spaceV𝑛,2𝑑 , consider a set of unisolvent points T = {𝑡1, 𝑡2, · · · , 𝑡𝑈} ⊆ R𝑛, which

is a set points such that every polynomial inV𝑛,2𝑑 is uniquely determined by its values on the points

in T . For univariate polynomials any set of 𝑈 points suffices, but this does not hold anymore for

the multivariate case. To also ensure numerical stability, the so called (approximate) Fekete points

can be used as unisolvent points. We refer to [167, 168] for explanations and the computation of

Fekete points.

The interpolant basis is defined as follows. Let us fix a set of unisolvent points T =

3This equation means ∀𝑡 ∈ R𝑛, Λ( [𝑞1 (𝑡), · · · , 𝑞𝑈 (𝑡)]⊤) = [𝑝1 (𝑡), · · · , 𝑝𝐿 (𝑡)]⊤ · [𝑝1 (𝑡), · · · , 𝑝𝐿 (𝑡)].
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{𝑡1, 𝑡2, · · · , 𝑡𝑈} ⊆ R𝑛. Now every 𝑡𝑢 ∈ T implies a Lagrange polynomial 𝑞𝑢 which is the unique

polynomial that satisfies 𝑞𝑢 (𝑡𝑢) = 1 and 𝑞𝑢 (𝑡𝑣) = 0 for all 𝑡𝑣 ≠ 𝑡𝑢 ∈ T . The Lagrange polynomials

form a basis q = (𝑞1, · · · , 𝑞𝑈) of V𝑛,2𝑑 . Choose any basis p = (𝑝1, . . . , 𝑝𝐿) of V𝑛,𝑑 . Define the

matrix 𝑃 ∈ R𝑈×𝐿 as

𝑃𝑢,ℓ = 𝑝ℓ (𝑡𝑢), ∀𝑢 ∈ [𝑈], ℓ ∈ [𝐿] . (5.9)

By the definition of the Lagrange polynomials, 𝑝𝑖𝑝 𝑗 =
∑𝑈
𝑢=1 𝑝𝑖 (𝑡𝑢)𝑝 𝑗 (𝑡𝑢)𝑞𝑢, so we have pp⊤ =

𝑃⊤ diag(q)𝑃. Thus under the bases p and q, the linear map Λ : R𝑈 → R𝐿×𝐿 takes on the following

convenient form:

Λ(𝑠) = 𝑃⊤ diag(𝑠)𝑃. (5.10)

For more details on how to pick the unisolvent points and how to construct 𝑃, we refer the

readers to [63] and the references therein.

5.1.2 Our Techniques

Following the framework of [63], we also choose the polynomial interpolant basis represen-

tation, which corresponds to a linear operator Λ : R𝑈 → R𝐿×𝐿 is Λ(𝑠) = 𝑃⊤ diag(𝑠)𝑃, where

𝑃 ∈ R𝑈×𝐿 is the matrix whose entries are the evaluation of the Lagrange interpolation polynomials,

through some unisolvent4 set of points in V𝑛,𝑑 (see Section 5.1.1 for a formal definition). This

basis induces the aforementioned convenient form of Λ, and generalizes to the multivariate case.

The Hessian of the barrier function 𝐹 (𝑠) = − log det(Λ(𝑠)) is given by

𝐻 (𝑠) =
(
𝑃(𝑃⊤ diag(𝑠)𝑃)−1𝑃⊤

)◦2 ∈ R𝑈×𝑈 ,
where 𝐴 ◦ 𝐵 denotes the element-wise (Hadamard) product of two matrices. The main bottleneck

of each iteration of IPMs is to compute the Hessian inverse 𝐻 (𝑥)−1 of the Newton step, which

naïvely takes 𝑂 (𝑈𝜔) time.
4Any set of points in R𝑛 for which the evaluation of a polynomial in V𝑛,𝑑 on these points uniquely defines the

polynomial.
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In IPM theory, it has long been known that it suffices to compute a spectral approximation

of the Hessian. We follow the “lazy update” framework in recent developments of LP and SDP

solvers [43, 55], which batches together low-rank updates to 𝑀 := 𝑃(𝑃⊤ diag(𝑠)𝑃)−1𝑃⊤, where

rank(𝑀) = 𝐿. In each iteration, we can compute a spectral approximation 𝑀new = 𝑀 + 𝑈𝑉⊤,

where𝑈,𝑉 are low rank matrices with size𝑈 × 𝑟 where 𝑟 ≪ 𝑈 is chosen to optimize the runtime.

Since 𝑀 ≈ 𝑀 implies that 𝑀◦2 ≈ 𝑀◦2, this also gives a spectral approximation of the Hessian.

The main challenge here, compared to previous LP and SDP solvers [39, 40, 43, 55, 2], is that

low-rank updates to 𝑀 do not readily translate to a low-rank update to (𝑀◦2)−1, since Hadamard-

products can increase the rank rank(𝐴 ◦ 𝐵) ≤ rank(𝐴) · rank(𝐵), in contrast to standard matrix

multiplication which does not increase the rank rank(𝐴𝐵) ≤ max{rank(𝐴), rank(𝐵)}. This means

that we cannot directly apply Woodbury’s identity to efficiently update the inverse of the Hessian,

which is the common approach in all aforementioned works. Instead, we employ the following

property which relates rank-one Hadamard-product perturbations to standard matrix products

𝑀 ◦ (𝑢 · 𝑣⊤) = diag(𝑢) · 𝑀 · diag(𝑣),

which means that we can translate the rank-𝑟 update of 𝑀 into a rank-𝐿𝑟 update of 𝑀◦2 for 𝑟 ≤ 𝐿.

With some further calculations, applying Woodbury’s identity on the resulting matrix, implies that

we can compute ((𝑀new)◦2)−1 in time

𝑂
(
Tmat(𝑈,𝑈, 𝐿𝑟)

)
,

which is never worse than Tmat(𝑈,𝑈,𝑈) = 𝑈𝜔 as long as 𝑟 ≤ 𝑈/𝐿. Modifying the amortization

tools of [55] and [2], combined with basic spectral theory for Hadamard products, we show that

our amortized cost per iteration is bounded by

𝑂
(
𝑈2 +𝑈𝜔−1/2 · 𝐿1/2) ,
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which becomes 𝑂
(
𝑈2 +𝑈1.87𝐿0.5) if we plug in the current matrix multiplication exponent.

5.1.3 Discussion of Bottleneck

The dominating term in the cost-per-iteration of our SOS algorithm is Tmat(𝑈,𝑈, 𝐿𝑟). A natural

question is whether this can be improved to Tmat(𝑈,𝑈, 𝐿).

The bottleneck for this potential improvement is the following self-contained batch matrix-

product problem, which is interesting in its own right:

• Input : invertible matrix 𝐻 ∈ R𝑈×𝑈 , and 𝑍 = [diag(𝑢1)𝑌, · · · , diag(𝑢𝑟)𝑌 ] ∈ R𝑈×𝐿𝑟 for some

matrix 𝑌 ∈ R𝑈×𝐿 and 𝑟 vectors 𝑢1, · · · , 𝑢𝑟 ∈ R𝑈 .

• Output : The inverse (𝐻 + 𝑍𝑍⊤)−1 − 𝐻−1 under the assumption that (𝐻 + 𝑍𝑍⊤)−1 exists.

Naively computing this inverse using Woodbury’s identity via

(𝐻 + 𝑍𝑍⊤)−1 − 𝐻−1 = 𝐻−1𝑍 (𝐼 + 𝑍⊤𝑍)−1𝑍⊤𝐻−1 (5.11)

takesTmat(𝑈,𝑈, 𝐿𝑟) time. However, since the update matrix 𝑍 only depends on𝑈𝑟+𝑈𝐿 variables (𝑌

and 𝑢1, · · · , 𝑢𝑟), there is no known lower bound that prohibits a better running time ofTmat(𝑈,𝑈, 𝐿)+

Tmat(𝑈,𝑈, 𝑟).

Computing 𝐻−1𝑍 in (5.11) reduces to the following fundamental problem: Given matrices

𝐴,𝐶 ∈ R𝑛×𝑛 and vectors 𝑏1, . . . 𝑏𝑛 ∈ R𝑛 the task is to compute 𝐷𝑘 = 𝐴 diag(𝑏𝑘 )𝐶 for all 𝑘 ∈ [𝑛].

Let 𝑑𝑖 𝑗 𝑘 := (𝐷𝑘 )𝑖, 𝑗 . Then using 𝑏𝑘ℓ := (𝑏𝑘 )ℓ we can write

𝑑𝑖 𝑗 𝑘 =

𝑛∑︁
ℓ=1

𝑎𝑖ℓ𝑏𝑘ℓ𝑐ℓ 𝑗 .

For symmetry let us harmlessly permute the entries in 𝑐 to obtain

𝑑𝑖 𝑗 𝑘 =

𝑛∑︁
ℓ=1

𝑎𝑖ℓ𝑏𝑘ℓ𝑐 𝑗ℓ .
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Note that this is exactly the term for matrix multiplication extended to three matrices. For a matrix

𝐹 = 𝐴𝐵⊤ we would have 𝑓𝑖 𝑗 =
∑
ℓ 𝑎𝑖ℓ𝑏 𝑗ℓ. From the paragraphs above it is clear that we can compute

all 𝑑𝑖 𝑗 𝑘 in time Tmat(𝑛, 𝑛, 𝑛2). But can this be done faster? Interestingly, the problem of finding

a 4-clique in a graph can be reduced to this problem, further proving its significance. Note that

the currently best known running time for this problem matches Tmat(𝑛, 𝑛, 𝑛2) for 𝑛-vertex graphs

[169].

5.2 Algorithm

Since in this paper we focus on the theoretical running time of the algorithm, for simplicity

we use the barrier method (see e.g. [104, Chapter 2]) instead of the more sophisticated Skajaa–Ye

Algorithm used by [63].

The dual formulation of (SOS) is equivalent to the following optimization problem

min−𝑏⊤𝑦 𝑠.𝑡. 𝑦 ∈ 𝐷𝐹 ,

where with an abuse of the notation we define 𝐹 : R𝑚 → R+ to be the barrier function

𝐹 (𝑦) = − log det(Λ(𝑐 − 𝐴⊤𝑦)) (5.12)

for 𝑐 ∈ R𝑈 , and 𝐴 ∈ R𝑚×𝑈 , and Λ(𝑠) = 𝑃⊤ diag(𝑠)𝑃 is the linear operator defined in Eq (5.10).

𝐷𝐹 ⊆ R𝑚 is the domain of 𝐹, and 𝐷𝐹 is the closure of 𝐷𝐹 .

The barrier parameter of the barrier function 𝐹 is 𝜈𝐹 = 𝐿. The gradient and the Hessian of the

barrier function 𝐹 are (define 𝑠 := 𝑐 − 𝐴⊤𝑦):

𝑔(𝑦) = 𝐴 · diag
(
𝑃
(
𝑃⊤ diag(𝑠)𝑃

)−1
𝑃⊤

)
,

𝐻 (𝑦) = 𝐴 ·
(
𝑃
(
𝑃⊤ diag(𝑠)𝑃

)−1
𝑃⊤

)◦2
· 𝐴⊤.
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For any 𝜂 > 0, define a function 𝐹𝜂 : R𝑚 → R:

𝐹𝜂 (𝑦) = −𝜂 · 𝑏⊤𝑦 + 𝐹 (𝑦).

The gradient and the Hessian of 𝐹𝜂 (𝑦) are:

𝑔𝜂 (𝑦) = − 𝜂 · 𝑏 + 𝐴 · diag
(
𝑃
(
𝑃⊤ diag(𝑠)𝑃

)−1
𝑃⊤

)
,

𝐻𝜂 (𝑦) = 𝐴 ·
(
𝑃
(
𝑃⊤ diag(𝑠)𝑃

)−1
𝑃⊤

)◦2
· 𝐴⊤.

Note that 𝐻𝜂 (𝑦) = 𝐻 (𝑦) for any 𝜂.

In each iteration the barrier method increases 𝜂 by a factor of 1 + Θ( 1√
𝐿
), and it performs a

Newton step

𝑦 ← 𝑦 − 𝐻𝜂 (𝑦)−1 · 𝑔𝜂 (𝑦).

By standard IPM theory it suffices to use a spectral approximation of the Hessian matrix in the

Newton step. For more details see e.g. [104].

The main technical part of our algorithm is to efficiently maintain a matrix 𝑁 that is the spectral

approximation of the inverse of the Hessian matrix. To do this, we maintain another matrix 𝑆

that is a spectral approximation of 𝑆 := 𝑃⊤ diag(𝑠)𝑃, and we use the subroutine LowRankUp-

date(Algorithm 33, Lemma 5.3.1) to update 𝑆. After 𝑆 is updated, we use another subroutine

UpdateHessianInv (Algorithm 32, Lemma 5.2.1) to update 𝑁 . A complete description of our

algorithm can be found in Algorithm 31.

5.2.1 Updating Hessian Inverse Efficiently

In this section we prove how to update the Hessian inverse efficiently. We present the algorithm

UpdateHessianInv in Algorithm 32.

Lemma 5.2.1 (Hessian inverse update). In the algorithm UpdateHessianInv (Algorithm 32), the

inputs are the maintained matrices 𝑇, 𝑁 and the updates 𝑉1, 𝑉2 ∈ R𝐿×𝑟 where 𝑟 satisfies 𝐿𝑟 ≤ 𝑈.
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Algorithm 31 Main SOS algorithm.

1: Parameters: 𝛿 ∈ (0, 1), 𝜀𝑁 ∈ (0, 0.05), 𝛼 =
𝜀𝑁

20
√
𝐿
, 𝑡 = 40𝜀−1

𝑁

√
𝐿 log(𝐿/𝛿).

2: Input: 𝐴 ∈ R𝑚×𝑈 , 𝑏 ∈ R𝑚, 𝑐 ∈ R𝑈 .
3: Output: A near feasible and optimal solution.
4: Construct 𝑃 ∈ R𝑈×𝐿 of the interpolant basis. Convert 𝐴, 𝑏, 𝑐 to the interpolant basis.
5: Use Lemma 5.5.1 to obtain a modified dual SOS optimization problem which has an initial

solution (𝑦, 𝑠) ∈ R𝑚 × R𝑈 that is optimal for 𝐹𝜂, where 𝜂 = 1.
6: 𝑆 ← 𝑆 ← 𝑃⊤ diag(𝑠)𝑃 ⊲ 𝑆, 𝑆 ∈ R𝐿×𝐿
7: 𝑇 ← 𝑆−1 ⊲ 𝑇 ∈ R𝐿×𝐿
8: 𝑁 ←

(
𝐴(𝑃𝑇𝑃⊤)◦2𝐴⊤

)−1
⊲ 𝑁 ∈ R𝑚×𝑚

9: 𝑔 ← −𝜂 · 𝑏 + 𝐴 · diag
(
𝑃(𝑃⊤ diag(𝑠)𝑃)−1𝑃⊤

)
⊲ 𝑔 ∈ R𝑚

10: for 𝑖 = 1, 2, · · · , 𝑡 do
11: 𝛿𝑦 ← −𝑁 · 𝑔 ⊲ 𝛿𝑦 ∈ R𝑚
12: 𝑦new ← 𝑦 + 𝛿𝑦 ⊲ 𝑦new ∈ R𝑚
13: 𝑠new ← 𝑐 − 𝐴⊤𝑦new ⊲ 𝑠new ∈ R𝑈
14: 𝜂new ← 𝜂 · (1 + 𝛼)
15: 𝑆new ← 𝑃⊤ diag(𝑠new)𝑃 ⊲ 𝑆new ∈ R𝐿×𝐿
16: 𝑆new, 𝑉1, 𝑉2 ← LowRankUpdate(𝑆new, 𝑆)
17: ⊲ Lemma 5.3.1, 𝑆new ∈ R𝐿×𝐿 , 𝑉1, 𝑉2 ∈ R𝐿×𝑟𝑖 or 𝑉1 = 𝑉2 = null
18: if 𝑉1 = 𝑉2 = null then
19: 𝑇new ← (𝑆new)−1 ⊲ 𝑇new ∈ R𝐿×𝐿
20: 𝑁new ←

(
𝐴 · (𝑃𝑇new𝑃⊤)◦2 · 𝐴⊤

)−1
⊲ 𝑁new ∈ R𝑚×𝑚

21: else
22: 𝑇new, 𝑁new ← UpdateHessianInv(𝑇, 𝑁,𝑉1, 𝑉2)
23: ⊲ Lemma 5.2.1, 𝑇new ∈ R𝐿×𝐿 , 𝑁new ∈ R𝑚×𝑚
24: end if
25: 𝑔new ← −𝜂new · 𝑏 + 𝐴 · diag

(
𝑃
(
𝑃⊤ diag(𝑠new)𝑃

)−1
𝑃⊤

)
⊲ 𝑔new ∈ R𝑚

26: (𝜂, 𝑦, 𝑠, 𝑆, 𝑇, 𝑁, 𝑔) ← (𝜂new, 𝑦new, 𝑠new, 𝑆new, 𝑇new, 𝑁new, 𝑔new)
27: end for
28: return (𝑦, 𝑠)

The inputs satisfy that for some 𝑆 ∈ S𝐿×𝐿 ,

𝑇 = 𝑆−1 ∈ R𝐿×𝐿 ,

𝑁 =
(
𝐴 · (𝑃𝑆−1𝑃⊤)◦2 · 𝐴⊤

)−1 ∈ R𝑚×𝑚,
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Algorithm 32 UpdateHessianInv
1: Input: 𝑇 ∈ R𝐿×𝐿 , 𝑁 ∈ R𝑚×𝑚, 𝑉1, 𝑉2 ∈ R𝐿×𝑟
2: Output: 𝑇new ∈ R𝐿×𝐿 , 𝑁new ∈ R𝑚×𝑚
3: ⊲ Step 1
4: 𝑉1 ← −𝑇𝑉1 · (𝐼 +𝑉⊤2 𝑇𝑉1)−1 ⊲ 𝑉1 ∈ R𝐿×𝑟
5: 𝑉2 ← 𝑇𝑉2 ⊲ 𝑉2 ∈ R𝐿×𝑟
6: 𝑇new ← 𝑇 +𝑉1 · 𝑉2

⊤
⊲ 𝑇new ∈ R𝐿×𝐿

7: ⊲ Step 2
8: 𝑌 ′← [2𝑃𝑇, 𝑃𝑉1] ⊲ 𝑌 ′ ∈ R𝑈×(𝐿+𝑟)
9: 𝑍′← [𝑃, 𝑃𝑉2] ⊲ 𝑍′ ∈ R𝑈×(𝐿+𝑟)

10: 𝑌 ← [diag(𝑢1)𝑌 ′, · · · , diag(𝑢𝑟)𝑌 ′], 𝑢𝑖 is the 𝑖-th column of 𝑃𝑉1 ⊲ 𝑌 ∈ R𝑈×(𝐿+𝑟)𝑟
11: 𝑍 ← [diag(𝑣1)𝑍′, · · · , diag(𝑣𝑟)𝑍′], 𝑣𝑖 is the 𝑖-th column of 𝑃𝑉2 ⊲ 𝑍 ∈ R𝑈×(𝐿+𝑟)𝑟
12: ⊲ Step 3
13: 𝑁new ← 𝑁 − 𝑁 · (𝐴𝑌 ) ·

(
𝐼 + (𝐴𝑍)⊤𝑁 (𝐴𝑌 )

)−1 · (𝐴𝑍)⊤ · 𝑁 ⊲ 𝑁new ∈ R𝑚×𝑚
14: return 𝑇new, 𝑁new

Let 𝑆new = 𝑆 +𝑉1𝑉
⊤
2 . The algorithm outputs two matrices 𝑇new, 𝑁new such that

𝑇new = (𝑆new)−1 ∈ R𝐿×𝐿 ,

𝑁new =
(
𝐴 · (𝑃(𝑆new)−1𝑃⊤)◦2 · 𝐴⊤

)−1 ∈ R𝑚×𝑚 .

Furthermore, the algorithm takes 𝑂 (Tmat(𝑈,𝑈, 𝐿𝑟)) time.

Proof. We first prove the correctness by analyzing each step of the algorithm.

Step 1. Compute 𝑉1, 𝑉2 ∈ R𝐿×𝑟 and 𝑇new ∈ R𝐿×𝐿 .

𝑇new = 𝑇 +𝑉1 · 𝑉2
⊤

= 𝑇 − 𝑇𝑉1 · (𝐼 +𝑉⊤2 𝑇𝑉1)−1 · 𝑉⊤2 𝑇
⊤

= (𝑆 +𝑉1𝑉
⊤
2 )
−1 = (𝑆new)−1,

where the first two steps follow from algorithm description, the third step follows from the Woodbury

identity (Fact 2.2.6) and 𝑇 = 𝑆−1.

Thus 𝑇new satisfies the requirement of the output.

Step 2. Compute 𝑌 ′, 𝑍′ ∈ R𝑈×(𝐿+𝑟) and 𝑌, 𝑍 ∈ R𝑈×(𝐿+𝑟)𝑟
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We prove that 𝑌 and 𝑍 satisfy (𝑃𝑇𝑃⊤)◦2 + 𝑌 · 𝑍⊤ = (𝑃𝑇new𝑃⊤)◦2:

(𝑃𝑇𝑃⊤)◦2 + 𝑌 · 𝑍⊤ = (𝑃𝑇𝑃⊤)◦2 +
𝑟∑︁
𝑖=1

diag(𝑢𝑖) ·
(
𝑌 ′ · (𝑍′)⊤

)
· diag(𝑣𝑖)

= (𝑃𝑇𝑃⊤)◦2 +
(
𝑌 ′ · (𝑍′)⊤

)
◦

( 𝑟∑︁
𝑖=1

𝑢𝑖 · 𝑣⊤𝑖
)

= (𝑃𝑇𝑃⊤)◦2 +
(
2𝑃𝑇𝑃⊤ + (𝑃𝑉1) · (𝑃𝑉2)⊤

)
◦

(
(𝑃𝑉1) · (𝑃𝑉2)⊤

)
=

(
𝑃𝑇𝑃⊤ + (𝑃𝑉1) · (𝑃𝑉2)⊤

)◦2
= (𝑃𝑇new𝑃⊤)◦2,

where the first step follows from the algorithm description of 𝑌 and 𝑍 , the second step follows

from Part 2 of Fact 2.2.5 that diag(𝑥) · 𝐴 · diag(𝑦) = 𝐴 ◦ (𝑥 · 𝑦⊤), the third step follows from

𝑌 ′ · (𝑍′)⊤ = 2𝑃𝑇𝑃⊤ + (𝑃𝑉1) · (𝑃𝑉2) and (𝑃𝑉1) · (𝑃𝑉2) =
∑𝑟
𝑖=1 𝑢𝑖 · 𝑣⊤𝑖 (see algorithm description

of 𝑌 ′ and 𝑍′), the last step follows from 𝑇new = 𝑇 +𝑉1 · 𝑉2
⊤.

Step 3. Compute 𝑁new ∈ R𝑚×𝑚.

𝑁new = 𝑁 − 𝑁 · (𝐴𝑌 ) ·
(
𝐼 + (𝐴𝑍)⊤𝑁 (𝐴𝑌 )

)−1 · (𝐴𝑍)⊤ · 𝑁

=
(
𝐴 · (𝑃𝑇𝑃⊤)◦2 · 𝐴⊤ + (𝐴𝑌 ) · (𝐴𝑍)⊤

)−1

=
(
𝐴 · (𝑃𝑇new𝑃⊤)◦2 · 𝐴⊤

)−1
,

where the first step follows from the algorithm description of 𝑁new, the second step follows from

𝑁 =
(
𝐴 · (𝑃𝑇𝑃⊤)◦2 · 𝐴⊤

)−1 and the Woodbury identity (Fact 2.2.6), and the last step follows from

(𝑃𝑇new𝑃⊤)◦2 = (𝑃𝑇𝑃⊤)◦2 + 𝑌 · 𝑍⊤.

Thus 𝑁new satisfies the requirement of the output.

Time complexity. It is easy to see that the most time-consuming step is to compute 𝑁new on

Line 13, and in total this step takes 𝑂 (Tmat(𝑚,𝑈, 𝐿𝑟) + Tmat(𝑚, 𝑚, 𝐿𝑟) + (𝐿𝑟)𝜔) time.

Since 𝐿𝑟 ≤ 𝑈 and 𝑚 ≤ 𝑈, overall this algorithm takes at most 𝑂 (Tmat(𝑈,𝑈, 𝐿𝑟)) time.
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5.3 Correctness

5.3.1 Low Rank Update

We use the following low rank update procedure of [55] and [2], which we modify by using a

cutoff when 𝑟 ≥ 𝑈/𝐿. The proof of the following lemma can be found in [2, Theorem 10.8].

Algorithm 33 LowRankUpdate of [55]
1: Parameters: A real number 𝜀𝑆 < 0.01.
2: Input: New exact matrix 𝑆new ∈ R𝐿×𝐿 , old approximate matrix 𝑆 ∈ R𝐿×𝐿 .
3: Output: New approximate matrix 𝑆new ∈ R𝐿×𝐿 , update matrices 𝑉1, 𝑉2 ∈ R𝐿×𝑟 .
4: 𝑍mid ← (𝑆new)−1/2𝑆(𝑆new)−1/2 − 𝐼
5: Compute spectral decomposition 𝑍mid = 𝑋 diag(𝜆)𝑋⊤
6: Let 𝜋 : [𝐿] → [𝐿] be a sorting permutation such that |𝜆𝜋(𝑖) | ≥ |𝜆𝜋(𝑖+1) |.
7: if |𝜆𝜋(1) | ≤ 𝜀𝑆 then
8: 𝑆new ← 𝑆

9: return (𝑆new, 0, 0)
10: else
11: 𝑟 ← 1
12: while 2𝑟 ≤ 𝑈/𝐿 and ( |𝜆𝜋(2𝑟) | > 𝜀𝑆 or |𝜆𝜋(2𝑟) | > (1 − 1/log 𝐿) |𝜆𝜋(𝑟) |) do
13: 𝑟 ← 𝑟 + 1
14: end while
15: 𝑟 ← 2𝑟
16: if 𝑟 ≥ 𝑈/𝐿 then
17: 𝑆new ← 𝑆new ⊲ Here we deviate from [55]
18: return (𝑆new,null,null)
19: else

20: 𝜆new
𝜋(𝑖) ←

{
0 if 𝑖 = 1, 2, . . . , 𝑟
𝜆𝜋(𝑖) else

21: Ω← supp(𝜆new − 𝜆) ⊲ |Ω| = 𝑟
22: 𝑉1 ← ((𝑆new)1/2 · 𝑋 · diag(𝜆new − 𝜆)):,Ω ⊲ 𝑉1 ∈ R𝐿×𝑟
23: 𝑉2 ← ((𝑆new)1/2 · 𝑋):,Ω ⊲ 𝑉2 ∈ R𝐿×𝑟
24: 𝑆new ← 𝑆 + (𝑆new)1/2𝑋 diag(𝜆new − 𝜆)𝑋⊤(𝑆new)1/2 ⊲ 𝑆new = 𝑆 +𝑉1𝑉

⊤
2 ∈ R

𝐿×𝐿

25: return (𝑆new, 𝑉1, 𝑉2)
26: end if
27: end if

Lemma 5.3.1 (Low rank update). The algorithm LowRankUpdate (Algorithm 33) has the following

properties:
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(i) The output matrix 𝑆new = 𝑆 +𝑉1𝑉
⊤
2 is a spectral approximation of the input matrix:

𝑆new ≈𝜀𝑆 𝑆new.

(ii) Consider a total of 𝑡 iterations of LowRankUpdate. Initially 𝑆(0) = 𝑆(0) , and we use

(𝑆(𝑖) , 𝑆(𝑖−1)) and (𝑆(𝑖) , 𝑉 (𝑖)1 , 𝑉
(𝑖)
2 ) to denote the input and the output of the 𝑖-th iteration.

We define the rank 𝑟𝑖 to be the rank of 𝑉 (𝑖)1 if 𝑉 (𝑖)1 ≠ null, and otherwise we define 𝑟𝑖 = 𝑈/𝐿.

If the input exact matrices 𝑆(0) , 𝑆(1) , · · · , 𝑆(𝑡) ∈ R𝐿×𝐿 satisfy

∥(𝑆(𝑖−1))−1/2𝑆(𝑖) (𝑆(𝑖−1))−1/2 − 𝐼 ∥𝐹 ≤ 0.02, ∀𝑖 ∈ [𝑡] . (5.13)

Then for any non-increasing sequence 𝑔 ∈ R𝐿+ , the ranks 𝑟𝑖 satisfy

𝑡∑︁
𝑖=1

𝑟𝑖 · 𝑔𝑟𝑖 ≤ 𝑂 (𝑡 · ∥𝑔∥2 · log 𝐿).

Furthermore, the algorithm LowRankUpdate takes 𝑂 (𝐿𝜔) time.

5.3.2 Slowly Moving Guarantee

In SOS optimization, the matrix 𝑆 = 𝑃⊤ diag(𝑠)𝑃 corresponds to the slack matrix of the SDP.

The following lemma proves that similar to SDP, in SOS the matrix 𝑆 is changing slowly. Using

this lemma we will prove that the requirement Eq. (5.13) of Lemma 5.3.1 is satisfied, which means

we can approximate the change to the slack by a low-rank matrix.

Lemma 5.3.2 (Slowly moving guarantee). Let 𝑐 ∈ R𝑈 and 𝐴 ∈ R𝑚×𝑈 be the input to the optimization

problem. Let 𝑃 ∈ R𝑈×𝐿 be the matrix of the interpolant basis.

For any 𝑦 ∈ R𝑚 and 𝑦new = 𝑦 + 𝛿𝑦 ∈ R𝑚, let 𝑠 = 𝑐 − 𝐴⊤𝑦 ∈ R𝑈 and 𝑆 = 𝑃⊤ diag(𝑠)𝑃 ∈ R𝐿×𝐿 .

Similarly define 𝑠new and 𝑆new from 𝑦new. Let 𝐻 (𝑦) = 𝐴 ·
(
𝑃
(
𝑃⊤ diag(𝑠)𝑃

)−1
𝑃⊤

)◦2 · 𝐴⊤ ∈ R𝑚×𝑚.
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If 𝑠, 𝑠new ∈ Σ∗
𝑛,2𝑑 , then 𝑆 and 𝑆new are both PSD, and we have

∥𝑆−1/2𝑆new𝑆−1/2 − 𝐼 ∥𝐹 = ∥𝛿𝑦∥𝐻 (𝑦) .

Proof. Note that if 𝑠, 𝑠new ∈ Σ∗
𝑛,2𝑑 , then by the dual cone characterization (Theorem 5.1.5) 𝑆 and

𝑆new are both PSD.

For convenience we define 𝑀 = 𝑃𝑆−1𝑃⊤ ∈ R𝑈×𝑈 . Note that 𝐻 (𝑦) = 𝐴 · 𝑀◦2 · 𝐴⊤. We also

define 𝛿𝑠 = 𝑠new − 𝑠 = −𝐴⊤𝛿𝑦. ∀𝑢 ∈ [𝑈], we use 𝑝𝑢 ∈ R𝐿 to denote the 𝑢-th row of 𝑃.

∥𝑆−1/2𝑆new𝑆−1/2 − 𝐼 ∥2𝐹 = ∥𝑆−1/2 (𝑆new − 𝑆
)
𝑆−1/2∥2𝐹

= ∥𝑆−1/2 (𝑃 diag(𝛿𝑠)𝑃⊤
)
𝑆−1/2∥2𝐹

= tr
(
𝑆−1(𝑃⊤ diag(𝛿𝑠)𝑃)𝑆−1(𝑃⊤ diag(𝛿𝑠)𝑃)

)
= tr

(
𝑆−1(

∑︁
𝑢∈𝑈
(𝛿𝑠)𝑢 · 𝑝𝑢𝑝⊤𝑢 )𝑆−1(

∑︁
𝑣∈𝑈
(𝛿𝑠)𝑣 · 𝑝𝑣𝑝⊤𝑣 )

)
=

∑︁
𝑢,𝑣∈𝑈
(𝛿𝑠)𝑢 (𝛿𝑠)𝑣 · tr

(
𝑆−1𝑝𝑢𝑝

⊤
𝑢 𝑆
−1𝑝𝑣𝑝

⊤
𝑣

)
=

∑︁
𝑢,𝑣∈𝑈
(𝛿𝑠)𝑢 (𝛿𝑠)𝑣 · (𝑝⊤𝑣 𝑆−1𝑝𝑢)2

=
∑︁
𝑢,𝑣∈𝑈
(𝛿𝑠)𝑢 (𝛿𝑠)𝑣 · 𝑀2

𝑢𝑣 = ∥𝛿𝑠∥2𝑀◦2 ,

(5.14)

where the third step follows from ∥𝐴∥2
𝐹
= tr(𝐴⊤𝐴) and the cyclic property of trace, and the sixth

step again follows from the cyclic property of trace.

Since 𝛿𝑠 = −𝐴⊤𝛿𝑦, we have

∥𝛿𝑠∥2𝑀◦2 = 𝛿
⊤
𝑠 𝑀

◦2𝛿𝑠 = 𝛿
⊤
𝑦 𝐴𝑀

◦2𝐴⊤𝛿𝑦 = 𝛿
⊤
𝑦 𝐻 (𝑦)𝛿𝑦 = ∥𝛿𝑦∥2𝐻 (𝑦) . (5.15)

Combining Eq. (5.14) and (5.15) we get the bound in the lemma statement.
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5.3.3 Proof of Correctness

Finally we are ready to prove the correctness of Algorithm 31.

Theorem 5.3.3 (Correctness of Algorithm 31). Consider the following optimization problem with

𝐴 ∈ R𝑚×𝑈 , 𝑏 ∈ R𝑚, and 𝑐 ∈ R𝑈:

Primal: min ⟨𝑐, 𝑥⟩

s.t. 𝐴𝑥 = 𝑏

𝑥 ∈ Σ𝑛,2𝑑 ,

Dual: max ⟨𝑦, 𝑏⟩

s.t. 𝐴⊤𝑦 + 𝑠 = 𝑐

𝑠 ∈ Σ∗𝑛,2𝑑 .

Let OPT denote the optimal objective value of this optimization problem. Assume Slater’s condition

and that any primal feasible 𝑥 ∈ Σ𝑛,2𝑑 satisfies ∥𝑥∥1 ≤ 𝑅.

Then for any error parameters 𝛿 ∈ (0, 1), 𝜀𝑆 ≤ 0.01, and 𝜀𝑁 ≤ 0.05, Algorithm 31 outputs

𝑥 ∈ Σ𝑛,2𝑑 that satisfies

⟨𝑐, 𝑥⟩ ≤ OPT + 𝛿 · 𝑅∥𝑐∥∞ and ∥𝐴𝑥 − 𝑏∥1 ≤ 8𝛿𝐿 · (𝐿𝑅∥𝐴∥∞ + ∥𝑏∥1).

Proof. Let us first clarify how Line 4 in Algorithm 31 can be implemented. The original matrix 𝐴

is given in some original basis q0 of V𝑛,2𝑑 . We then construct p and q as basis of V𝑛,𝑑 and V𝑛,2𝑑

given unisolvent points as explained in Section 5.1.1. These allows us to construct 𝑃 according to

(5.9). It is left to transform 𝐴, 𝑏 and 𝑐 to the new basis q. This transformation from the original

to the new basis is given by some transformation matrix 𝑇 ∈ R𝑈×𝑈 such that q = 𝑇q0. Now

we replace 𝐴 by 𝐴𝑇−1 and 𝑐 by 𝑇−1⊤𝑐 and leave 𝑏 unchanged. Note that this new instance of

(SOS) corresponds exactly to the original program where the variable 𝑥 and 𝑠 are represented in

the interpolant basis q instead of q0.

We consider the optimization problem min−𝑏⊤𝑦 s.t. 𝑦 ∈ 𝐷𝐹 , where 𝐹 : R𝑚 → R+ is the

barrier function defined in Eq. (5.12), and 𝐷𝐹 is the closure of the domain of 𝐹. The barrier

parameter of 𝐹 is 𝜈𝐹 = 𝐿. This optimization problem is equivalent to the dual formulation and its
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optimal value is −OPT. For any 𝜂, let 𝐹𝜂 (𝑦) = −𝜂𝑏⊤𝑦 + 𝐹 (𝑦).

In the beginning Algorithm 31 first uses Lemma 5.5.1 to convert the optimization problem to

another form which has an initial feasible solution 𝑦 that is close to the optimal solution of 𝐹𝜂

with 𝜂 = 1. The initial 𝑦 satisfies ∥𝑔𝜂 (𝑦)∥𝐻 (𝑦)−1 ≤ 𝜀𝑁 by Lemma 5.5.1. Initially we also have

𝑆 = 𝑆 = 𝑃⊤ diag(𝑠)𝑃 (Line 6 in Algorithm 31).

Next we prove the correctness of Algorithm 31 inductively. At each iteration, we assume the

following induction hypothesis is satisfied: (1) ∥𝑔𝜂 (𝑦)∥𝐻 (𝑦)−1 ≤ 𝜀𝑁 , (2) 𝑆 ≈𝜀𝑆 𝑆. We aim to prove

that the updated 𝑦new, 𝜂new, 𝑆new, and 𝑆new still satisfy these two conditions.

In Lemma 5.2.1 we have proved that in Algorithm 31 we always maintain 𝑁 =
(
𝐴 · (𝑃𝑆−1𝑃⊤)◦2 ·

𝐴⊤
)−1. Let 𝐻 = 𝑁−1, we have

𝐻 = 𝐴 ·
(
𝑃𝑆−1𝑃⊤

)◦2 · 𝐴⊤ ≈2𝜀𝑆 𝐴 ·
(
𝑃𝑆−1𝑃⊤

)◦2 · 𝐴⊤ = 𝐻 (𝑦),

where in the second step we use the induction hypothesis that 𝑆 ≈𝜀𝑆 𝑆, and by Fact 2.2.2 we have

𝑆−1 ≈𝜀𝑆 𝑆−1, and hence 𝑃𝑆−1𝑃⊤ ≈𝜀𝑆 𝑃𝑆−1𝑃⊤, and hence (𝑃𝑆−1𝑃⊤)◦2 ≈2𝜀𝑆 (𝑃𝑆−1𝑃⊤)◦2.

The new vector 𝑦new is computed as 𝑦new = 𝑦 + 𝛿𝑦 where 𝛿𝑦 = −𝐻−1𝑔𝜂 (𝑦) (Line 11 and 12

of Algorithm 31). And 𝜂 is updated to 𝜂new = 𝜂 · (1 + 𝜀𝑁

20
√
𝐿
) (Line 14 of Algorithm 31). Since

∥𝑔𝜂 (𝑦)∥𝐻 (𝑦)−1 ≤ 𝜀𝑁 , and 𝐻 ≈2𝜀𝑆 𝐻 (𝑦) where 2𝜀𝑆 ≤ 0.02 by its definition in Algorithm 33, the

requirements of Lemma 2.3.1 are satisfied, so we have

∥𝑔𝜂new (𝑦new)∥𝐻 (𝑦new)−1 ≤ 𝜀𝑁 , and ∥𝛿𝑦∥𝐻 (𝑦) ≤ 2𝜀𝑁 .

This proves the first induction hypothesis.

Then using Lemma 5.3.2 and since 𝜀𝑁 ≤ 0.01 by its definition in Algorithm 31, we have

∥𝑆−1/2(𝑆new)𝑆−1/2 − 𝐼 ∥𝐹 ≤ ∥𝛿𝑦∥𝐻 (𝑦) ≤ 2𝜀𝑁 ≤ 0.02.

Thus the input matrix 𝑆new to LowRankUpdate satisfies the requirement of Lemma 5.3.1, and we
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have that 𝑆new ≈𝜀𝑆 𝑆new. This proves the second induction hypothesis.

Finally, we know that after 𝑡 = 40𝜀−1
𝑁

√
𝐿 log(𝐿/𝛿) iterations, 𝜂 becomes (1 + 𝜀𝑁

20
√
𝐿
)𝑡 ≥ 2𝐿/𝛿2,

so using Lemma 2.3.2, we have

𝑏⊤𝑦 ≥ OPT − 𝜈𝐹
𝜂
· (1 + 2𝜀𝑁 ) ≥ OPT − 𝛿2.

Thus the initialization lemma (Lemma 5.5.1) ensures that we have a solution 𝑥 ∈ Σ𝑛,2𝑑 to the

original primal optimization problem which satisfies

⟨𝑐, 𝑥⟩ ≤ OPT + 𝛿 · 𝑅∥𝑐∥∞, ∥𝐴𝑥 − 𝑏∥1 ≤ 8𝛿𝐿 · (𝐿𝑅∥𝐴∥∞ + ∥𝑏∥1).

5.4 Time Complexity

5.4.1 Worst Case Time

We first bound the worst case running time of Algorithm 31. The running time of the 𝑖-th

iteration depends on the updated rank 𝑟𝑖 of LowRankUpdate, which is defined to be the size of

𝑉
(𝑖)
1 if 𝑉 (𝑖)1 ≠ null, and𝑈/𝐿 otherwise (see Lemma 5.3.1).

Lemma 5.4.1 (Worst case time of Algorithm 31). In Algorithm 31, the initialization time is𝑂 (𝑈𝜔),

and the running time in the 𝑖-th iteration is 𝑂 (Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})).

Proof. Initialization time. The most time-consuming step of initialization is Line 8, where

computing 𝑁 =
(
𝐴(𝑃𝑇𝑃⊤)◦2𝐴⊤

)−1 takes 𝑂 (Tmat(𝑈,𝑈, 𝐿) + Tmat(𝑈,𝑈, 𝑚)) time. This is bounded

by 𝑂 (𝑈𝜔) since 𝐿, 𝑚 ≤ 𝑈.

Time per iteration. In each iteration the most time-consuming steps are (1) computing 𝑆new

and calling LowRankUpdate on Line 15-17, (2) executing the if-clause on Line 18-24, and (3)

computing 𝑔new on Line 25.

1. Computing 𝑆new on Line 15 takes Tmat(𝑈, 𝐿, 𝐿) time. Calling LowRankUpdate on Line 17

takes 𝑂 (𝐿𝜔) time by Lemma 5.3.1.
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2. In the if-clause on Line 18-24, if 𝑉1 = 𝑉2 = null, then 𝐿𝑟𝑖 ≥ 𝑈, and we compute

𝑁new =
(
𝐴 · (𝑃𝑇new𝑃⊤)◦2 · 𝐴⊤

)−1, which takes 𝑂 (Tmat(𝑈,𝑈,𝑈)) time. Otherwise we call

UpdateHessianInv on Line 22, which takes 𝑂 (Tmat(𝑈,𝑈, 𝐿𝑟𝑖)) time by Lemma 5.2.1. In

total the if-clause has running time 𝑂 (Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})).

3. Computing the gradient 𝑔 = −𝜂new · 𝑏 + 𝐴 · diag
(
𝑃
(
𝑃⊤ diag(𝑠new)𝑃

)−1
𝑃⊤

)
on Line 25 takes

𝑂 (Tmat(𝑈,𝑈, 𝐿)) time since 𝑚 ≤ 𝑈.

Thus the total time per iteration is 𝑂 (Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})).

5.4.2 Amortized Time

In this section we bound the amortized running time of Algorithm 31.

We use the following modified lemma from [2]:

Lemma 5.4.2 (Helpful lemma for amortization, modified version of Lemma 10.13 of [2]). Let 𝑡

denote the total number of iterations. Let 𝑟𝑖 ∈ [𝐿] be the rank for the 𝑖-th iteration for 𝑖 ∈ [𝑡].

Assume 𝑟𝑖 satisfies the following condition: for any vector 𝑔 ∈ R𝐿+ which is non-increasing, we have∑𝑡
𝑖=1 𝑟𝑖 · 𝑔𝑟𝑖 ≤ 𝑂 (𝑡 · ∥𝑔∥2).

If the cost in the 𝑖-th iteration is 𝑂 (Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})), when 𝛼 ≥ 5 − 2𝜔, the amortized

cost per iteration is𝑈2+𝑜(1) +𝑈𝜔−1/2+𝑜(1) · 𝐿1/2.

We include the proof of Lemma 5.4.2 for completeness. The main difference between this proof

and that of [2] is that we cut off at𝑈/𝐿 instead of 𝐿. Our proof makes use of Fact 2.2.8 and 2.2.10.

Proof of Lemma 5.4.2. For 𝑟𝑖 that satisfies 𝑟𝑖 ≤ 𝑈/𝐿, we have

Tmat(𝑈,𝑈, 𝐿𝑟𝑖) ≤ 𝑈2+𝑜(1) + (𝐿𝑟𝑖)
𝜔−2
1−𝛼 ·𝑈2− 𝛼(𝜔−2)

1−𝛼 +𝑜(1)

=𝑈2+𝑜(1) +𝑈2− 𝛼(𝜔−2)
1−𝛼 +𝑜(1) · 𝐿 𝜔−2

1−𝛼 · 𝑟
𝜔−2
1−𝛼
𝑖

,

(5.16)

where the first step follows from Fact 2.2.10.
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Define a sequence 𝑔 ∈ R𝐿+ such that for 𝑟 ∈ [𝐿],

𝑔𝑟 =


𝑟
𝜔−2
1−𝛼 −1 if 𝑟 ≤ 𝑈/𝐿,

(𝑈/𝐿) 𝜔−2
1−𝛼 · 𝑟−1 if 𝑟 > 𝑈/𝐿.

Note that 𝑔 is non-increasing because 𝜔−2
1−𝛼 ≤ 1 (Fact 2.2.8). Then using the condition in the lemma

statement, we have

𝑡∑︁
𝑖=1

min{𝑟
𝜔−2
1−𝛼
𝑖

, (𝑈/𝐿) 𝜔−2
1−𝛼 } =

𝑡∑︁
𝑖=1

𝑟𝑖 · 𝑔𝑟𝑖

≤ 𝑡 · ∥𝑔∥2

≤ 𝑡 ·
( ∫ 𝑈/𝐿

𝑥=1
𝑥

2(𝜔−2)
1−𝛼 −2d𝑥 + (𝑈/𝐿)

2(𝜔−2)
1−𝛼 ·

∫ 𝐿

𝑥=𝑈/𝐿
𝑥−2d𝑥

)1/2

≤ 𝑡 ·
(
𝑐 · (𝑈/𝐿)

2(𝜔−2)
1−𝛼 −1 + (𝑈/𝐿)2( 𝜔−2

1−𝛼 ) · (𝑈/𝐿)−1
)1/2

= 𝑡 · 𝑂 ((𝑈/𝐿)
(𝜔−2)
1−𝛼 −1/2),

(5.17)

where the first step follows from the definition of 𝑔 ∈ R𝐿 , the second step follows from the

assumption
∑𝑡
𝑡=1 𝑟𝑖 · 𝑔𝑟𝑖 ≤ 𝑡 · ∥𝑔∥2 in the lemma statement, the third step follows from upper

bounding the ℓ2 norm ∥𝑔∥22 =
∑𝐿
𝑟=1 𝑔

2
𝑟 , and the fourth step follows 2(𝜔−2)

1−𝛼 ≥ 1 when 𝛼 ≥ 5− 2𝜔, so

the integral
∫ 𝑈/𝐿
𝑥=1 𝑥

2(𝜔−2)
1−𝛼 −2d𝑥 = 𝑐 · 𝑥

2(𝜔−2)
1−𝛼 −1

��𝑈/𝐿
1 = 𝑂

(
(𝑈/𝐿)

2(𝜔−2)
1−𝛼 −1) where 𝑐 := 1/( 2(𝜔−2)

1−𝛼 − 1).

Thus we have

𝑡∑︁
𝑡=1
Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})

≤
𝑡∑︁
𝑡=1

(
𝑈2+𝑜(1) +𝑈2− 𝛼(𝜔−2)

1−𝛼 +𝑜(1) · 𝐿 𝜔−2
1−𝛼 ·min{𝑟

𝜔−2
1−𝛼
𝑖

, (𝑈/𝐿) 𝜔−2
1−𝛼 }

)
= 𝑡 ·𝑈2+𝑜(1) +𝑈2− 𝛼(𝜔−2)

1−𝛼 +𝑜(1) · 𝐿 𝜔−2
1−𝛼 ·

𝑡∑︁
𝑡=1

min{𝑟
𝜔−2
1−𝛼
𝑖

, (𝑈/𝐿) 𝜔−2
1−𝛼 }

≤ 𝑡 ·𝑈2+𝑜(1) +𝑈2− 𝛼(𝜔−2)
1−𝛼 +𝑜(1) · 𝐿 𝜔−2

1−𝛼 · 𝑡 · (𝑈/𝐿)
(𝜔−2)
1−𝛼 −1/2

= 𝑡 · (𝑈2+𝑜(1) +𝑈𝜔−1/2+𝑜(1) · 𝐿1/2),
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where the first step follows from Eq. (5.16) and Tmat(𝑈,𝑈,𝑈) = 𝑈𝜔 = 𝑈2− 𝛼(𝜔−2)
1−𝛼 · 𝐿 𝜔−2

1−𝛼 · (𝑈/𝐿) 𝜔−2
1−𝛼 ,

the second step follows from moving summation inside, the third step follows from Eq. (5.17), and

the last step follows from adding the terms together.

Now we are ready to prove our main theorem for the amortized time of Algorithm 31.

Theorem 5.4.3 (Time of Algorithm 31). When 𝛼 ≥ 5 − 2𝜔, the running time of Algorithm 31 is

(𝑈2 · 𝐿1/2 +𝑈𝜔−1/2 · 𝐿) · (log(1/𝛿) +𝑈𝑜(1)).

Proof. Using Lemma 5.4.1 the initialization time is 𝑂 (𝑈𝜔) ≤ 𝑂 (𝑈𝜔−1/2 · 𝐿) since𝑈 ≤ 𝐿2.

Using Lemma 5.3.1 we know that the ranks 𝑟𝑖 indeed satisfy the requirement of Lemma 5.4.2,

and since the worst case time per iteration is 𝑂 (Tmat(𝑈,𝑈,min{𝐿𝑟𝑖,𝑈})) (Lemma 5.4.1), using

Lemma 5.4.2 the time per iteration is 𝑈2+𝑜(1) + 𝑈𝜔−1/2+𝑜(1) · 𝐿1/2. Since there are in total 𝑡 =

40𝜀−1
𝑁

√
𝐿 log(𝐿/𝛿) iterations, we get the total running time as claimed.

5.4.3 Comparison with Previous Results

In this section we compare the running time of [63], [55, 2], and our result. We assume that

𝑚 = Θ(𝑈) when making the comparisons.

Ignoring log(1/𝛿) and𝑈𝑜(1) factors, and since 𝐿 ≤ 𝑈 ≤ 𝐿2, the running times are

[63] (SOS) : 𝐿0.5 ·𝑈𝜔,

[55, 2] (SDP)5 : 𝐿0.5 ·min{𝑈𝐿2 +𝑈𝜔, 𝐿4 + 𝐿2𝜔−0.5},

Ours (SOS) : 𝐿0.5 · (𝑈2 +𝑈𝜔−0.5 · 𝐿0.5).

5When solving SOS, [55] has running time 𝑂 (𝐿0.5 · (𝑈𝐿2 + 𝑈𝜔 + 𝐿𝜔)) ≤ 𝑂 (𝐿0.5 · (𝑈𝐿2 + 𝑈𝜔)), and [2] has
running time 𝑂 (𝐿0.5 · (𝑈2 + 𝐿4) +𝑈𝜔 + 𝐿2𝜔) ≤ 𝑂 (𝐿4.5 + 𝐿2𝜔) since 𝐿 ≤ 𝑈 ≤ 𝐿2.
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Current 𝜔 and 𝛼. Plugging in the current best values 𝜔 ≈ 2.373 and 𝛼 ≈ 0.314, we have

[63] (SOS) : 𝐿0.5 ·𝑈2.373,

[55, 2] (SDP) : 𝐿0.5 ·min{𝑈𝐿2 +𝑈2.373, 𝐿4.246}

= 𝐿0.5 ·



𝑈𝐿2 when𝑈 ∈ (𝐿, 𝐿1.457],

𝑈2.373 when𝑈 ∈ (𝐿1.457, 𝐿1.789],

𝐿4.246 when𝑈 ∈ (𝐿1.789, 𝐿2),

Ours (SOS) : 𝐿0.5 · (𝑈2 +𝑈1.873𝐿0.5).

Note that our running time is always better than the previous results, and for several values of 𝐿

and𝑈 we improve by a polynomial factor. See Figure 5.1 for an illustration.

5.5 Initialization

There exist standard techniques to transform a convex program to a form that has an easily

obtainable strictly feasible point, see e.g. [31]. We follow the initialization procedure presented

by [43] and [55] and adapt to SOS optimization. Similar initialization lemma exists for WSOS

optimization.

Let the matrix 𝑃 ∈ R𝑈×𝐿 and the operator Λ : R𝑈 → R𝐿×𝐿 that Λ(𝑠) = 𝑃⊤ diag(𝑠)𝑃 be defined

as in the interpolant basis paragraph of Section 5.1.1.

Lemma 5.5.1 (Initialization). Given an instance of (SOS) that fulfills Slater’s condition, and let

𝑅 be an upper bound on the ℓ1-norm of the primal feasible solutions, i.e. all primal feasible 𝑥 of

(SOS) fulfill ∥𝑥∥1 ≤ 𝑅, and let 𝛿 ∈ (0, 1). We define 𝐴 ∈ R(𝑚+1)×(𝑈+2) , 𝑏 ∈ R𝑚+1, and 𝑐 ∈ R𝑈+2 as

𝐴 =


𝐴 0 1

𝑅
𝑏 − 𝐴𝑔0

1⊤
𝑈

1 0

 , 𝑏 =


1
𝑅
𝑏

1 + ⟨1𝑈 , 𝑔0⟩

 , 𝑐 =


𝛿
∥𝑐∥∞ 𝑐

0

1


,
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and let

𝑥0 =


𝑔0

1

1


∈ R𝑈+2, 𝑦0 =


0𝑚

−1

 ∈ R
𝑚+1, and 𝑠0 =


1𝑈 + 𝛿

∥𝑐∥∞ 𝑐

1

1


∈ R𝑈+2,

where 𝑔0 = 𝑔Σ∗ (𝑠0
[:𝑈]) ∈ R𝑈 for the gradient function 𝑔Σ∗ (𝑠) := diag(𝑃(𝑃⊤ diag(𝑠)𝑃)−1𝑃⊤) that

maps from R𝑈 to R𝑈 . This defines the auxiliary primal-dual system

min ⟨𝑐, 𝑥⟩

𝐴𝑥 = 𝑏

𝑥 ∈ Σ𝑛,2𝑑 × R2
≥0 ,

max ⟨𝑦, 𝑏⟩

𝐴
⊤
𝑦 + 𝑠 = 𝑐

𝑠 ∈ Σ∗𝑛,2𝑑 × R
2
≥0 .

(Aux-SOS)

Then (𝑥0, 𝑦0, 𝑠0) are feasible to the auxiliary system (Aux-SOS).

Further, under the canonical barrier (we use 𝑎𝑖 to denote the 𝑖-th column of 𝐴):

𝐹𝜂 (𝑦) = −𝜂⟨𝑦, 𝑏⟩ − log det
(
Λ

(
(𝑐 − 𝐴⊤𝑦)[:𝑈]

) )
− log(𝑐𝑈+1 − ⟨𝑎𝑈+1, 𝑦⟩) − log(𝑐𝑈+2 − ⟨𝑎𝑈+2, 𝑦⟩),

we have that ∥𝑔𝜂0 (𝑦0)∥
𝐻 (𝑦0)−1 = 0 for 𝜂0 = 1.

Further, for any solution (𝑥, 𝑦, 𝑠) to (Aux-SOS) with duality gap ≤ 𝛿2, its restriction 𝑥̂ := 𝑥 [:𝑈]

fulfills

⟨𝑐, 𝑥̂⟩ ≤ min
𝐴𝑥=𝑏,𝑥∈Σ𝑛,2𝑑

⟨𝑐, 𝑥⟩ + 𝛿 · 𝑅∥𝑐∥∞,

∥𝐴𝑥̂ − 𝑏∥1 ≤ 8𝛿𝐿 · (𝐿𝑅∥𝐴∥∞ + ∥𝑏∥1),

𝑥̂ ∈ Σ𝑛,2𝑑 .

Proof. Let proj denote the orthogonal projection matrix that maps a matrix onto its image space.
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Then note that

∥𝑔0∥1 =




 diag
(
𝑃

(
𝑃⊤ diag(1𝑈 +

𝛿

∥𝑐∥∞
𝑐)𝑃

)−1
𝑃⊤

)



1

= tr
(

diag
(
1 + 𝛿

∥𝑐∥∞
𝑐
)−1 · proj

(
diag(1𝑈 +

𝛿

∥𝑐∥∞
𝑐)1/2 · 𝑃

) )
= (1 ± 𝛿)𝐿,

(5.18)

where the last inequality follows as tr(proj(𝑃)) = rank(𝑃) = 𝐿.

Straightforward calculations show that 𝐴𝑥0 = 𝑏 and 𝐴
⊤
𝑦0 + 𝑠0 = 𝑐. Further, note that 𝑠0 > 0 as

𝛿 < 1 and therefore 𝑠0 ∈ R𝑈+2+ ⊂ Σ∗
𝑛,2𝑑 × R

2
+. The containment R𝑈+ ⊂ R𝑈≥0 ⊂ Σ∗

𝑛,2𝑑 is clear by the

characterisation Σ∗
𝑛,2𝑑 = {𝑠 : Λ(𝑠) = 𝑃⊤ diag(𝑠)𝑃 ⪰ 0}.

Further 𝑥0
[:𝑈] = 𝑔Σ∗ (𝑠0

[:𝑈])) = diag(𝑃(𝑃⊤ diag(𝑠0
[:𝑈])𝑃)−1𝑃⊤) ∈ Σ𝑛,2𝑑 is e.g. shown in Propo-

sition 3.3.3 in [104]. We make it explicit by showing that ⟨𝑥0
[:𝑈] , 𝑠̂⟩ ≥ 0 for any 𝑠̂ ∈ Σ∗

𝑛,2𝑑 .

Indeed,
⟨𝑥0
[:𝑈] , 𝑠̂⟩ = ⟨diag(𝑃(𝑃⊤ diag(𝑠0

[:𝑈])𝑃)
−1𝑃⊤), 𝑠̂⟩

= tr
(
(𝑃(𝑃⊤ diag(𝑠0

[:𝑈])𝑃)
−1𝑃⊤) · diag( 𝑠̂)

)
= tr

(
(𝑃⊤ diag(𝑠0

[:𝑈])𝑃)
−1(𝑃⊤ diag( 𝑠̂)𝑃)

)
≥ 0,

where the last inequality follows as the argument in tr is a product of positive semi-definite matrices.

Define 𝑠 = 𝑐 − 𝐴⊤𝑦. The corresponding barrier is

𝐹𝜂 (𝑦)

= − 𝜂⟨𝑦, 𝑏⟩ − log det
(
Λ

(
(𝑐 − 𝐴⊤𝑦)[:𝑈]

) )
− log(𝑐𝑈+1 − ⟨𝑎𝑈+1, 𝑦⟩) − log(𝑐𝑈+2 − ⟨𝑎𝑈+2, 𝑦⟩)

= − 𝜂⟨𝑦, 𝑏⟩ − log det
(
Λ

(
𝑠[:𝑈]

) )
− log(𝑐𝑈+1 − 𝑦𝑚+1) − log(𝑐𝑈+2 − ⟨

1
𝑅
𝑏 − 𝐴𝑔0, 𝑦 [:𝑚]⟩),

and gradient of the system is

𝑔𝜂 (𝑦) =

− 𝜂
𝑅
𝑏 + 𝐴𝑔Σ∗ (𝑠[:𝑈]) + 1

𝑠𝑈+2
( 1
𝑅
𝑏 − 𝐴𝑔0)

−𝜂(1 + ⟨1𝑈 , 𝑔0⟩) + ⟨1𝑈 , 𝑔Σ∗ (𝑠[:𝑈])⟩ + 1
𝑠𝑈+1

 .
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Simple algebraic calculations now show that for 𝜂0 = 1 we have 𝑔𝜂0 (𝑦0) = 0𝑚+1, and so in particular

∥𝑔𝜂0 (𝑦0)∥
𝐻 (𝑦0)−1 ≤ 𝜀𝑁 as necessary in Lemma 2.3.1. It remains to show that near-optimal solutions

to the modified problem correspond to near-optimal solutions to the original problem.

Let OPT resp. OPT be the objective values of the original resp. modified program:

OPT := min
𝐴𝑥=𝑏,𝑥∈Σ𝑛,2𝑑

⟨𝑐, 𝑥⟩, OPT := min
𝐴𝑥=𝑏,𝑥∈Σ𝑛,2𝑑×R2

⟨𝑐, 𝑥⟩.

Given any optimal 𝑥∗ ∈ R𝑈 of the original primal of (SOS), consider the following 𝑥∗ ∈ R𝑈+2

fulfilling 𝐴𝑥∗ = 𝑏, 𝑥∗ ∈ Σ𝑛,2𝑑 × R2
≥0:

𝑥∗ =


1
𝑅
𝑥∗

⟨1𝑈 , 𝑔0⟩ + 1 − 1
𝑅
⟨1𝑈 , 𝑥∗⟩

0


.

Note that indeed 𝑥∗𝑈+1 ∈ R≥0 as by (5.18) we have 𝑥∗
𝑈+1 = ⟨1𝑈 , 𝑔0⟩+1− 1

𝑅
⟨1𝑈 , 𝑥∗⟩ ≥ (1−𝛿)𝐿+1−1 ≥

0 for 𝛿 < 1 and by choice of 𝑅. Therefore

OPT ≤ ⟨𝑐, 𝑥∗⟩ =
[

𝛿
∥𝑐∥∞ 𝑐

⊤ 0 1
]
·


1
𝑅
𝑥∗

⟨1𝑈 , 𝑔0⟩ + 1 − 1
𝑅
⟨1𝑈 , 𝑥∗⟩

0


=
𝛿 · ⟨𝑐, 𝑥∗⟩
𝑅∥𝑐∥∞

=
𝛿 · OPT
𝑅∥𝑐∥∞

. (5.19)

Now given any feasible primal-dual solution (𝑥, 𝑦, 𝑠) to (Aux-SOS) with duality gap ≤ 𝛿2 we

have

𝛿

∥𝑐∥∞
⟨𝑐, 𝑥 [:𝑈]⟩ ≤

𝛿

∥𝑐∥∞
⟨𝑐, 𝑥 [:𝑈]⟩ + 𝑥𝑈+2 = ⟨𝑐, 𝑥⟩ ≤ OPT + 𝛿2 ≤ 𝛿

𝑅∥𝑐∥∞
OPT+𝛿2, (5.20)

where the first inequality uses 𝑥𝑈+2 ∈ R≥0 and the last inequality follows from (5.19). So, for
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𝑥̂ := 𝑅 · 𝑥 [:𝑈] , using (5.20) we have that

⟨𝑐, 𝑥̂⟩ = 𝑅⟨𝑐, 𝑥 [:𝑈]⟩ =
𝑅∥𝑐∥∞
𝛿

𝛿

∥𝑐∥∞
⟨𝑐, 𝑥 [:𝑈]⟩ ≤

𝑅∥𝑐∥∞
𝛿

( 𝛿

𝑅∥𝑐∥∞
OPT+𝛿2

)
= OPT+𝛿𝑅∥𝑐∥∞.

Recall that R𝑈≥0 ⊂ Σ∗
𝑛,2𝑑 and therefore Σ𝑛,2𝑑 ⊂ R𝑈≥0. In particular 𝑥 [:𝑈] ≥ 0 and so using the

equality ⟨1𝑈 , 𝑥 [:𝑈]⟩ + 𝑥𝑈+1 = 1 + ⟨1𝑈 , 𝑔0⟩ (which follows from 𝐴𝑥 = 𝑏 since (𝑥, 𝑦, 𝑠) is feasible)

and 𝑥𝑈+1 ≥ 0 we can further bound

∥𝑥 [:𝑈] ∥1 = ⟨1𝑈 , 𝑥 [:𝑈]⟩ ≤ 1 + ⟨1𝑈 , 𝑔0⟩ ≤ 1 + (1 + 𝛿)𝐿 ≤ 2𝐿 ,

where the penultimate inequality used (5.18). So we can further bound

1
∥𝑐∥∞

⟨𝑐, 𝑥 [:𝑈]⟩ ≥ −
1
∥𝑐∥∞

∥𝑐∥∞∥𝑥 [:𝑈 ∥1 ≥ −2𝐿. (5.21)

Therefore using (5.20) and (5.21) we get that

𝑥𝑈+2 ≤
𝛿

𝑅∥𝑐∥∞
OPT+𝛿2− 𝛿

∥𝑐∥∞
⟨𝑐, 𝑥 [:𝑈]⟩ ≤

𝛿

𝑅∥𝑐∥∞
OPT+𝛿2+2𝛿𝐿 ≤ 𝛿+𝛿2+2𝛿𝐿 ≤ 4𝛿𝐿. (5.22)

where the penultimate inequality used OPT ≤ 𝑅∥𝑐∥∞ and the last inequality uses 𝛿 ≤ 1.

Feasibility of 𝑥 to 𝐴𝑥 = 𝑏 shows that 𝐴𝑥 [:𝑈] + ( 1
𝑅
𝑏 − 𝐴𝑔0)𝑥𝑈+2 = 1

𝑅
𝑏 and we therefore have

∥𝐴𝑥̂ − 𝑏∥1 = ∥𝑅𝐴𝑥 [:𝑈] − 𝑏∥1 = ∥(𝑏 − 𝑅𝐴𝑔0)𝑥𝑈+2∥1 ≤ 4𝛿𝐿 · (𝑅∥𝐴∥∞∥𝑔0∥1 + ∥𝑏∥1)

≤ 8𝛿𝐿 · (𝐿𝑅∥𝐴∥∞ + ∥𝑏∥1).

where the penultimate inequality used (5.22), and the last inequality follows from (5.18).

It is worth noting that the system 𝐴𝑥 = 𝑏, 𝑥 ∈ Σ𝑛,2𝑑 ×R2
≥0 is not an instance of (SOS) anymore.

This is in contrast for similar initialization techniques for Linear Programming [43] or semi-definite

Programming [55]. Nonetheless it is not hard to see that optimization over product cones as in this

case Σ𝑛,2𝑑 ×R2
≥0 can be done efficiently if the optimization over the factors can be done efficiently,
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see e.g. the application in [44]. Alternatively note that the dual cone (Σ𝑛,2𝑑 ×R2
≥0)
∗ = Σ∗

𝑛,2𝑑 ×R
2
≥0.

For 𝑠 ∈ Σ∗
𝑛,2𝑑 we used the barrier 𝐹 (𝑠) = − log(det(𝑃⊤ diag(𝑠)𝑃)) throughout the paper. This

barrier could easily extend via setting

𝑃 :=


𝑃 0 0

0 1 0

0 0 1


and setting the barrier for 𝑠 ∈ Σ∗

𝑛,2𝑑 × R
2
≥0 as

𝐹 (𝑠) = − log det(𝑃⊤ diag(𝑠)𝑃) = − log(det(𝑃⊤ diag(𝑠[:𝑈])𝑃)) − log 𝑠𝑈+1 − log 𝑠𝑈+2,

which recovers the standard barrier for the product cone. Our algorithm Algorithm 31 can now

equally be run with 𝐹 instead of 𝐹, where then 𝑃 is replaced by 𝑃.
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Chapter 6: Acceleration Meets Inverse Maintenance: Faster ℓ∞ Regression

6.1 Overview

In this chapter we study the ℓ∞-regression problem. Given 𝜀 > 0, a matrix C ∈ R𝑛×𝑑 and vector

d ∈ R𝑛, 𝑑 ≤ 𝑛, we want to find x̃ ∈ R𝑑 such that,

∥Cx̃ − d∥∞ ≤ (1 + 𝜀) min
x∈R𝑑
∥Cx − d∥∞. (6.1)

Some of the popular approaches to obtaining fast algorithms for ℓ∞-regression include using

multiplicative weight update (MWU) routines [170, 171, 48, 172, 49, 173, 174], gradient de-

scent [175, 176] and other ways to optimize a softmax function [177, 178, 174], and using interior

point methods (IPM) [20, 23, 35]. Interior point methods can find a high-accuracy solution, i.e.,

an 𝜀-approximate solution in 𝑂 (
√
𝑛 log(1/𝜀))1 linear system solves, whereas most of the other

methods are low accuracy solvers, i.e., their running time scales as poly(1/𝜀). Naively using

gradient descent or MWU requires 𝑂 (
√
𝑛 · poly(1/𝜀)) linear system solves. Multiplicative weight

update based approaches can be accelerated via a technique called width reduction to converge

in 𝑂 (𝑛1/3 · poly(1/𝜀)) linear system solves [48, 172, 49, 173, 174, 179]. Several acceleration

techniques have also been developed to improve the iteration complexity of other low-accuracy

regression algorithms [180, 181, 177, 178, 174].

To get an overall fast runtime, apart from improving the iteration complexity, a useful approach

is to reduce the per-iteration cost. This can be done using inverse maintenance, which reduces

the cost via lazy-update schemes. Notions of inverse maintenance appear in the very first interior

point methods, [20, 144], but the modern form was introduced by Vaidya [39]. There have been
1We use 𝑂 (·) to hide poly log 𝑛 factors, and we use 𝑂 𝜀 (·) to additionally hide poly(𝜀−1) factors.
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many important developments in inverse maintenance algorithms since then, and state-of-the-art

algorithms use both linear algebraic data structures and dimensionality reduction routines, such as

sketching [182]. The improvements in runtimes of interior point methods including the state-of-

the-art algorithms depend heavily on these developments in inverse maintenance routines [41, 43,

45, 1, 183].

6.1.1 Our Results

For simplicity, in the discussion of our results and prior work on this problem, we focus on the

case𝜔 = 2+𝑜(1) – but our full technical theorems give results for all𝜔. In the low-accuracy regime

of 𝜀 = 1/polylog(n) the state-of-the-art running time for ℓ∞-regression is 𝑂 (𝑛2+1/18), obtained via

the randomized algorithm of [1], and 𝑂 (𝑛2+1/6) for deterministic algorithms via [45]. Both these

algorithms in fact obtain high-accuracy solutions, and they use inverse maintenance, but no accel-

eration. In this work, we push the running time further in the low-accuracy regime by combining

the state-of-the-art inverse maintenance techniques of these results with new multiplicative weight

methods which allow us to perform acceleration, yielding running times of 𝑂 (𝑛2+1/22.5poly(𝜀−1))

with randomization and 𝑂 (𝑛2+1/12poly(𝜀−1)) without.

Our first result is a deterministic algorithm that combines acceleration and lazy inverse updates

in a novel, more sophisticated way, and achieves a running time of 𝑂 (𝑛2+1/12poly(𝜀−1)). This

improves on deterministic state-of-the-art 𝑂 (𝑛2+1/6 log(𝜀−1)) [45] in the low-accuracy regime.

The key to this result is a new notion of ℓ3-stability which is tailored to the accelerated MWU.

Theorem 6.1.1 (Informal statement of Theorem 6.7.1). There is a deterministic algorithm that

solves Problem (6.1) in 𝑂 (𝑛2+1/12poly(𝜀−1)) time when 𝜔 = 2 + 𝑜(1). This algorithm converges in

𝑂

(
𝑛1/3poly(𝜀−1)

)
iterations.

Our main result is our randomized algorithm with running time 𝑂 (𝑛2+1/22.5poly(𝜀−1)).

Theorem 6.1.2 (Informal statement of Theorem 6.6.2). There is a randomized algorithm that

solves Problem (6.1) in 𝑂 (𝑛2+1/22.5poly(𝜀−1)) time when 𝜔 = 2 + 𝑜(1). This algorithm converges

in 𝑂
(
𝑛1/2.5poly(𝜀−1)

)
iterations.
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To obtain this result, we introduce the first MWU which can combine all three key techniques

for ℓ∞-regression: (a) acceleration, (b) lazy inverse updates, and (c) sketching.

Thus, we give the optimization approach method which is able to efficiently combine these

three key techniques of structured convex optimization. This is likely an essential building block

toward 𝑛2+𝑜(1) optimization for many objectives. If, some day, acceleration is achieved for linear

programming, an equivalent integration will be necessary for optimal algorithms in this context.

Before describing our new approach, we first review existing techniques for fast ℓ∞-regression.

6.1.2 Background: The Ingredients of Fast ℓ∞-Regression Methods.

Both MWUs and IPMs that solve ℓ∞-regression methods rely on a sequence of calls to ℓ2-

oracles, i.e. a subroutine that solves an ℓ2-minimization problem, or equivalently, solves a linear

equation. In order to solve the ℓ∞-regression problem (6.1), a standard MWU approach repeatedly

solves a sequence of ℓ2-oracle problems of the form

x(𝑖) = arg min
x∈R𝑑

∑︁
𝑒

𝑟
(𝑖)
𝑒 (Cx − d)2𝑒 (6.2)

where the weights {𝑟 (𝑖)𝑒 } are chosen by the MWU depending on the magnitude of previous iterates.

Inverse maintenance via stability and robustness. The ℓ2-oracles of MWUs and IPMs can be

implemented by applying the inverse of a matrix, and inverse maintenance can be used to solve the

sequence of ℓ2-oracle calls faster than simply performing a full matrix inversion or linear equation

solve on each call. Two key phenomena drive inverse maintenance: stability and robustness.

Stability is the property that the inputs to the ℓ2-oracle only change slowly. In the MWU case, this

means the weights {𝑟 (𝑖)𝑒 } change slowly. We say an optimizer is robust if it can make progress

using answers from ℓ2-oracles with somewhat inaccurate inputs. The combination of stability and

robustness is especially powerful. Together, these properties ensure that we can delay making small

coordinate updates to inputs until they build up to a large cumulative update, and that we only

get few large cumulative updates, enabling the use of coordinate-sparse update techniques. This
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approach of batching together small updates is known as lazy inverse updating. Obtaining further

speed-ups using sketching also crucially relies on robustness. Because of robustness, we can afford

to use sketching to estimate x(𝑖) , as long as our estimates allow sufficiently accurate updates to the

weights {𝑟 (𝑖)𝑒 }.

The IPM of [43] first achieved a running time of 𝑂 (𝑛2+1/6 + 𝑛𝜔) by introducing a method with

excellent stability and robustness, which in turn allowed them to implement a powerful inverse

maintenance approach using lazy updates and sketching. Later, [45] showed that the same running

time can be obtained deterministically using only lazy updates, and finally [1] gave an improved

running time of𝑂 (𝑛2+1/18 + 𝑛𝜔) using both lazy updates and sketching. The approach of [1] can be

thought of as a two-level inverse maintenance, and the use of the randomized sketching techniques

is crucial for them to efficiently implement the query operation of this data structure. It remains

open if there exists any deterministic IPM that can run faster than 𝑂 (𝑛2+1/6 + 𝑛𝜔).

Acceleration via width-reduction. In oracle-based optimization, there is a long history of devel-

oping accelerated methods, which reduce the iteration count compared to more basic approaches.

This can be traced back to accelerated solvers for quadratic objectives [184, 185] and first-order

acceleration for gradient Lipschitz functions ([186] and earlier works by Nemirovski). Christiano et

al. [48] developed an acceleration method for multiplicative weight methods that reduces the itera-

tion count for solving ℓ∞ regression with ℓ2-oracles from𝑂 (
√
𝑛 ·poly(1/𝜀)) to𝑂 (𝑛1/3 ·poly(1/𝜀)).

An alternative approach to acceleration for ℓ∞-regression can be obtained via the methods of

Monteiro and Svaiter [180], and has also been a major research topic, but is beyond the scope of

our discussion. For simplicity of our remaining discussion, we ignore 𝜀 dependencies. A rough

outline of the MWU acceleration approach of Christiano et al. [48] is as follows: The MWU

solves a sequence of ℓ2-oracle problems returning iterates x(𝑖) . If we scale the problem so that

∥Cx★ − d∥∞ ≤ 1, then weights ensure that (a) in each iteration, ∥Cx(𝑖) − d∥∞ ≲
√
𝑛 and (b) after

𝑇 = 𝑂 (
√
𝑛) iterations, x̃ = 1

𝑇

∑
𝑖 x(𝑖) has ∥Cx̃ − d∥∞ ≤ 1 + 𝜀. [48] made an important modification:

if in some iteration we have ∥Cx(𝑖) − d∥∞ ≥ 𝜌 ≈ 𝑛1/3, then instead of using x(𝑖) , we will adjust
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the weights {𝑟 (𝑖)𝑒 } in order to reduce the value of ∥Cx(𝑖′) − d∥∞ for future iterates x(𝑖′) . Using

this method, an approximately optimal x̃ = 1
𝑇

∑
𝑖 x(𝑖) can be found in 𝑇 = 𝑂 (𝑛1/3) iterations. The

parameter 𝜌 measures the ℓ∞-norm ∥Cx(𝑖) − d∥∞ of each iterate, sometimes known as the width,

and the weight-adjustment steps of Christiano et al. are hence known as width reduction steps.

When the oracle width can be reduced in this way, we will say our method is width-reducible. This

acceleration has never been developed for ℓ∞-regression in the high-accuracy regime (i.e. running

times that scale as polylog(1/𝜀)), and whether this is possible is one of the major open questions

in convex optimization.

Weight monotonicity in MWUs: an obstacle to sketching. Many MWU methods are designed

to have an important property, which we call weight monotonicity. Concretely, in [48] and many

other MWUs, the oracle weights {r(𝑖)𝑒 } are only growing. This often simplifies analyses greatly, and

helps establish other properties including stability, robustness, and width-reducibility. Referring

back to our oracle queries introduced above in (6.2), let us define x̃(𝑖) = 1
𝑇

∑
𝑗≤𝑖 x( 𝑗) . Weight

monotonicty arises because we choose the weights based on an overestimate of | (Cx̃(𝑖) − d)𝑒 |

given by 𝛾𝑖 = 1
𝑇

∑
𝑗≤𝑖 | (Cx( 𝑗) − d)𝑒 |. In particular, choosing r(𝑖)𝑒 = exp(𝛼𝛾𝑖) for some scaling

factor 𝛼 will ensure the weights only grow. As we will discuss later, weight monotonicity seems

inherently incompatible with sketching, and thus we will need to develop a non-monotone MWU.

Prior work by Madry [187, 188] introduced non-monotone weights in a highly specialized IPM

for unit-capacity maximum flow. This IPM of Madry has MWU-like properties and allows for

some acceleration. The method has other drawbacks including low stability and robustness, but

nonetheless inspired some of our design choices.

Prior inverse maintenance with acceleration. We are aware of a single prior work which

combined lazy inverse updates with an accelerated MWU to obtain a running time of𝑂 (𝑛2+1/3+𝑛𝜔)

for ℓ𝑝-regression [49]. This approach is relatively naive, falling short of the𝑂 (𝑛2+1/6 +𝑛𝜔) running

time which can be achieved using only lazy inverse updates.
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Figure 6.1: Algorithmic techniques and their requirements on our optimizer.

6.1.3 Discussion of Techniques

The crucial algorithmic techniques we rely on for speeding up ℓ∞-regression are (a) acceleration,

(b) lazy inverse updates, and (c) sketching. We can view each of these techniques as being enabled

by different properties of the overall optimization approach. Our approach to acceleration is

enabled by width-reducibility, while lazy updates require stability and robustness, and finally

sketching requires robustness and non-monotonicity. This means we need to develop an MWU

which simultaneously exhibits all these properties, i.e. it must be stable, robust, non-monotone, and

width-reducible. In Figure 6.1, we summarize how our algorithmic techniques impose different

requirements on our optimization approach. Again, for simplicity, in the remaining discussion of

our results and prior work on this problem, we focus on the case 𝜔 = 2 + 𝑜(1).

We first discuss how to combine stability, robustness, and width-reducibility in a monotone

MWU, which leads to a comparatively simple, deterministic algorithm using acceleration and lazy

inverse updates, but no sketching.

Stability and robustness of a monotone, width-reducible MWU. [49] showed how to obtain

stability, robustness, and width-reducibility together, with a monotone MWU. However, this work

only established a weak notion of stability and hence comparatively slow running time of𝑂 (𝑛2+1/3).

In contrast, one can show that by directly using stability and robustness in a monotone accelerated

MWU, one can adapt the data structure approach of [45] to achieve a running time of 𝑂 (𝑛2+1/9),
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yielding a faster MWU.

Our first result Theorem 6.7.1 is based on the observation that monotone MWU also enables

a new, stronger notion of stability, which we call ℓ3-stability. This allows us to further reduce the

number of lazy updates we make and lets us achieve a deterministic running time of 𝑂 (𝑛2+1/12).

Non-monotone MWU - a key ingredient for sketching. As we described above, it is relatively

easy to improve the running time of low-accuracy ℓ∞-regression among deterministic algorithms,

by designing a monotone, robust, width-reducible MWU with a novel ℓ3-stability.

To further accelerate the algorithm by using a two-level inverse maintenance data structure, we

need to use randomized sketching techniques to efficiently implement the query operation, which

is required in every iteration of the MWU algorithm. Unfortunately, weight monotonicity is in

conflict with sketching, because monotonicity arises from ignoring cancellations in (Cx̃(𝑖) − d)𝑒

between different iterations.2 In contrast, when using sketching, we want to crucially rely on

cancellation between different iterations, as we sometimes overestimate (Cx(𝑖) −d)𝑒 and sometimes

underestimate it, but get it right on average. Because of this, we design an MWU with non-

monotone weights. This in turn makes width-reducibility, robustness, and stability much harder to

obtain.

To allow us to work with non-monotone weights and still obtain acceleration, we introduce a

more delicate width-reduction scheme, inspired by [188]. We also provide a tighter analysis of

the sketching technique (it was named coordinate-wise embedding by [44, 1]) that upper bounds

its total noise across different iterations using martingale concentration inequalities. This tighter

analysis is necessary to control the overall error introduced by the sketching technique in our MWU

algorithm. We believe this tighter analysis could also provide a simpler analysis for the IPM results

of [43, 1].

This new width-reduction approach in turn also requires us to estimate an ℓ3-norm associated

with each iterate x(𝑖) , and to do this quickly, we need to employ new sketching tools. To implement

this approach, we also need an additional heavy-hitter sketch that allows us to identify which
2Recall that the final output of our MWU is the last averaged iterate x̃(𝑇 ) .

256



weights to adjust during width reduction.

Stability and robustness of a non-monotone, width-reducible MWU. Stability and robustness

are crucial when we want to use lazy updates and sketching for inverse maintenance. Standard

techniques for acceleration by width-reduction are unstable in the context of non-monotone MWU.

Thus, to combine stability, width-reduction, and non-monotonicity, we have to further change our

width-reduction strategy.

A central challenge is that width-reducibility is inherently in tension with the other properties.

To simultaneously achieve stability and width-reducibility, we introduce a new and rather differ-

ent approach to width-reduction, which we call stable width-reduction. This approach is more

conservative than existing methods, and uses smaller width-reduction steps to achieve stability.

Combining width-reducibility with robustness is also difficult. Width-reduction relies on iden-

tifying too-large entries of the oracle outputs and making adjustments to the corresponding weights.

But, robustness requires us to operate with inaccurate weights. We want to allow for weights that

are inaccurate up to a factor (1 ± 1/polylog(𝑛)), and this is enough to completely change which

oracle outputs are too large. In fact, we do not achieve general robust, but instead show that our

method is robustness to (1) the errors induced by our specific lazy update scheme and (2) the errors

induced by sketching.

Future perspectives. It remains open to design any algorithm for low-accuracy ℓ∞ regression

beyond 𝑂 (𝑛2+1/22.5) when 𝜔 = 2 + 𝑜(1). We remark that if it were possible to use ℓ3-stability with

the two-level data structure and an algorithm that converges in 𝑛1/3 iterations, then we would achieve

a runtime of𝑂 (𝑛2+1/48). However, the current techniques for inverse maintenance and acceleration

are not sufficient to achieve 𝑂 (𝑛2+𝑜(1) + 𝑛𝜔), which we believe would require substantially new

techniques. On the other hand, even obtaining slight improvements in the runtime would require

more robust acceleration and inverse maintenance frameworks which would be of independent

interest.

In this paper, we analyze our algorithms in the RealRAM model. Establishing a similar analysis
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in finite precision arithmetic is an interesting open problem. Inverse maintenance-based IPM with

finite precision arithmetic was studied by [189].

We have demonstrated that acceleration techniques for MWU can be efficiently combined with

inverse maintenance methods. For linear programming, no similar acceleration techniques exist

and it is a major open problem to design these or rule out the possibility in various computational

models. If acceleration can be achieved for linear programming, deploying it in conjunction with

inverse maintenance will likely require techniques similar to those we introduce in this work.

6.1.4 Our Techniques

Deterministic MWU Algorithm via One-Level Inverse Maintenance

MWU methods reduce ℓ∞-regression problems to a sequence of ℓ2-minimization problems,

which can be solved by solving systems of linear equations – or equivalently, applying the inverse

of some matrix. More concretely, an MWU for finding approximate solutions to minx∈R𝑑 ∥Cx−d∥∞

requires us to repeatedly solve problems of the form

min
Δ∈R𝑑

∑︁
𝑒

r(𝑖)𝑒 (CΔ − d)2𝑒

across iterations 𝑖 = 1, . . . , 𝑇 . The exact solution to these minimization problems is given by

Δ(𝑖) = (C⊤R(𝑖)C)−1C⊤R(𝑖)d.

The multiplicative weight update method iteratively updates the weights using Δ(𝑖) and “penalizes”

the coordinates 𝑒 that have large |CΔ(𝑖) − d|𝑒 by increasing their weights r(𝑖+1)𝑒 in the next iteration.

In the end the method outputs x =
∑𝑇
𝑖=1 Δ

(𝑖)/𝑇 as the approximate ℓ∞ minimizer.

The cost of each iteration is dominated by the time required to solve the corresponding system

of linear equations for Δ(𝑖) – or equivalently, applying the inverse of some matrix. If solving

this sequence of systems of linear equations can be done faster than naively solving each system
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separately, then we can speed up the cost per iteration of the MWU algorithm, and hence make

the algorithm faster. A similar problem of solving a sequence of systems of linear equations was

studied for the IPM algorithms [43, 45, 1], and they achieved speed-ups by using lazy updates

with inverse maintenance data structures. They could use lazy updates because the IPM algorithm

satisfies a stability guarantee and a robustness guarantee. More precisely, (1) IPMs satisfy an

ℓ2-stability guarantee that the ℓ2-norm of the relative changes between two iterations is bounded,

i.e., ∥ r(𝑖+1)−r(𝑖)
r(𝑖) ∥22 ≤ 𝑂 (1). (2) IPMs are still correct if the system of linear equations is solved with

coordinate-wise approximate weights r ≈𝛿 r for some 𝛿 > 0.

As it turns out, the monotone MWU algorithm is also inherently stable and robust, even with

acceleration. We can therefore use coordinate-wise approximate weights r(𝑖) ≈𝛿 r(𝑖) in each

iteration, and only update r(𝑖)𝑒 when it differs from r(𝑖)𝑒 by more than 𝛿. This ensures that the

approximate weights r(𝑖) undergoes low-rank updates. We present a robust version of the known

accelerated multiplicative weights update method for ℓ∞-regression from [48, 172] below, where

when solving the system of linear equations for Δ(𝑖) we use the approximate weights r(𝑖) .

Theorem 6.1.3 ([172]). Let 0 < 𝜀 < 1/2 and 0 ≤ 𝛿 ≤ 𝜀/6. Algorithm 34 returns ̂x such that

∥Ĉx−d∥∞ ≤ 1+𝑂 (𝜀) in𝑂 (𝑛1/3𝜀−7/3) iterations. Each iteration solves a linear system as specified

in Line 9 of the algorithm.

In fact, we can prove that this algorithm satisfies an even stronger stability guarantee – a

quantitatively strong type of ℓ3-stability, namely

𝑇∑︁
𝑖=1





r(𝑖+1) − r(𝑖)

r(𝑖)





3

3
≤ 𝑂 (𝑛1/3).

The ℓ3-stability guarantee allows for the following lazy-update scheme: for every ℓ, in every 2ℓ

iterations perform an update of size 𝑂 (23ℓ) to r(𝑖) .

Together with the one-level inverse maintenance of Brand et al. [182], this improves upon the

previous best deterministic algorithm for low-accuracy ℓ∞ regression that runs in 𝑂 (𝑛𝜔 + 𝑛2+1/6).

We present a simplified version of the data structure below, and the formal version tailored to our
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Algorithm 34 Monotone Width Reduced MWU Algorithm
1: procedure MWU-Solver(𝜀,C, d)
2: w(0,0) ← 1𝑛, x(0) ← 0𝑑
3: 𝜏 ← Θ

(
𝑛

1
3

𝜀
1
3

log 𝑛
Ψ0

)
, 𝛼← Θ

(
𝑛−

1
2+𝜂𝜀

1
3

(
log 𝑛

Ψ0

)−1
)
, 𝜂← 1

6

4: 𝑇 ← 𝛼−1𝜀−2 log 𝑛
5: 𝑖 ← 0, 𝑘 ← 0
6: while 𝑖 < 𝑇 do
7: r(𝑖,𝑘)𝑒 ← w(𝑖,𝑘)𝑒 + 𝜀

𝑛
∥w(𝑖,𝑘) ∥1

8: r(𝑖,𝑘) ← SelectVector(r(𝑖,𝑘) , 𝑖 + 𝑘, 𝛿) ⊲ r ≈𝛿 r
9: Δ(𝑖,𝑘) ← arg minΔ∈R𝑑

∑
𝑒 r(𝑖,𝑘)𝑒 (CΔ − d)2𝑒 ⊲ Δ = (C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘)d

10: if


CΔ(𝑖,𝑘) − d




∞ ≤ 𝜏 then ⊲ primal step

11: w(𝑖+1,𝑘) ← w(𝑖,𝑘) (1 + 𝜀𝛼 |CΔ(𝑖,𝑘) − d|)
12: x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘)
13: 𝑖 ← 𝑖 + 1
14: else
15: For all coordinates 𝑒 with |CΔ(𝑖,𝑘) − d|𝑒 ≥ 𝜏 ⊲ width reduction step
16: w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

𝑛
∥w(𝑖,𝑘) ∥1

17: 𝑘 ← 𝑘 + 1
18: end if
19: end while
20: return̂x = x(𝑇 )

𝑇

21: end procedure
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application is in Section 6.5.1.

Lemma 6.1.4 (One-level inverse maintenance, (Informal) Theorem 4.1 of [182]). There is a data

structure that supports the following two operations to maintain the inverse of an 𝑛 × 𝑛 matrix 𝑀:

• Reset: Reset 𝑀−1 to (𝑀 + Δ)−1, where Δ has 𝑘0 non-zero entries. This operation can be

done in 𝑂 (Tmat(𝑛, 𝑛, 𝑘0)) time.3

• Query: Output the vector (𝑀 + Δ)−1 · 𝑣 using the maintained 𝑀−1 and 𝑀−1𝑣, where Δ has

at most 𝑛𝑎0 non-zero entries. This operation can be done in 𝑂 (𝑛𝜔𝑎0 + 𝑛1+𝑎0) time.

Runtime when 𝜔 = 2. For simplicity, we only show the runtime of our algorithm when 𝜔 = 2

in this section and omit polylogarithmic factors. Let us choose the parameter 𝑎0 = 3/4, so that we

perform a reset operation whenever we accumulate more than 𝑛𝑎0 = 𝑛3/4 updates to r. From our

low-rank update scheme under the ℓ3 stability guarantee, this only happens in every 𝑛1/4 iterations.

So we perform a reset operation with cost 𝑂 (𝑛2) (since 𝜔 = 2) in every 𝑂 (𝑛1/4) iterations, and

over the total 𝑂 (𝑛1/3) iterations this gives a total reset time of 𝑂 (𝑛2−1/4 · 𝑛1/3) = 𝑂 (𝑛2+1/12).

We perform a query operation in every iteration with cost 𝑂 (𝑛2𝑎0 + 𝑛1+𝑎0) = 𝑂 (𝑛1+3/4). Over

all 𝑂 (𝑛1/3) iterations this gives a total query time of 𝑂 (𝑛1+3/4 · 𝑛1/3) = 𝑂 (𝑛2+1/12). Therefore, the

total runtime is the sum of the reset time and the query time, which is 𝑂 (𝑛2+1/12) as claimed in

Theorem 6.1.1.

Randomized MWU Algorithm via Two-Level Inverse Maintenance

To further improve the runtime of the algorithm, we will use the following, more efficient

two-level inverse maintenance data structure.

Lemma 6.1.5 (Two-level inverse maintenance, (Informal) Theorem 4.2 of [182]). There is a data

structure that supports the following three operations to explicitly maintain the inverse of an 𝑛 × 𝑛

matrix 𝑀 . The algorithm achieves the goal via explicitly maintaining the inverse of an 𝑛× 𝑛 matrix
3Tmat (𝑛, 𝑟, 𝑚) denotes the time complexity of multiplying an 𝑛 × 𝑟 matrix with an 𝑟 × 𝑚 matrix.
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𝑀0 and implicitly maintaining the inverse of another 𝑛 × 𝑛 matrix 𝑀1 that differs from 𝑀0 on at

most 𝑛𝑎0 entries, and the true matrix 𝑀 always differ from 𝑀1 on at most 𝑛𝑎1 entries where 𝑎1 ≤ 𝑎0:

• Reset: Reset 𝑀−1
0 to (𝑀0 + Δ0)−1, where Δ0 has 𝑘0 non-zero entries. This operation can be

done in Tmat(𝑛, 𝑛, 𝑘0) time.

• Partial reset: Implicitly reset 𝑀−1
1 to (𝑀1 + Δ1)−1, where Δ1 has 𝑘1 non-zero entries. This

operation can be done in Tmat(𝑛, 𝑛𝑎0 , 𝑘1) time.

• Query: Output ℓ entries of the vector 𝑀−1 · 𝑣 using the maintained 𝑀−1
0 , 𝑀−1

1 (implicitly).

This operation can be done in Tmat(𝑛𝑎0 , 𝑛𝑎1 ,max{𝑛𝑎1 , ℓ}) time.

The total runtime of the above data structure is the sum of its reset, partial reset, and query times.

Let us now compare the query times of this two-level data structure with the one-level version.

Observe that, the query time of the one-level data structure is 𝑛1+𝑎0 and that of the two-level data

structure is better than 𝑛1+𝑎0 only if ℓ = 𝑜(𝑛). In other words, we get an improvement via the

two-level data structure only if we have an algorithm that does not require querying the entire

maintained vector 𝑀−1𝑣.

So far, such an improvement via the two-level data structure has only been utilized, although

in a complicated way, in the work of Jiang et al. [1] where they give a fast algorithm for linear

programming by using the data structure within the robust interior point method framework and

querying a sketch of the vector at every iteration. It is still an open problem if one can achieve

their runtime of ≈ 𝑛2+1/18 via a deterministic algorithm and it is conjectured that improving the

runtime either requires an improved data structure or, a more sophisticated “dimension reduction

technique” to work with the algorithm.

Sketching and non-monotone MWU. Similar to [1], in our work we also query a sketch of the

maintained vector in every iteration. More precisely, in each iteration we use a random matrix

S ∈ R𝑛1/2+𝜂×𝑛 where 𝜂 is the acceleration that we get, i.e., the total number of iterations is𝑂 (𝑛1/2−𝜂),

and we compute an approximate step S⊤ · S · (C⊤Δ(𝑖,𝑘) − d). Using the coordinate-wise embedding
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guarantee of the random matrix S, we can ensure that for each coordinate we have

(
S⊤S(C⊤Δ(𝑖,𝑘) − d)

)
𝑒
≈ (C⊤Δ(𝑖,𝑘) − d)𝑒 .

We now require to change Line 11 of Algorithm 34 to update the weights by

w(𝑖+1,𝑘) ← w(𝑖,𝑘)
(
1 + 𝜀𝛼 · S⊤S(CΔ(𝑖,𝑘) − d)

)
.

Note that we lose monotonicity of the weights with this new primal step. We have to use this

non-monotone update because the absolute values |S⊤S(C⊤Δ(𝑖,𝑘) − d) | would result in an error that

is around the standard deviation of the estimator in every update of w(𝑖,𝑘)’s, and this would add

up over iterates. Since the entire analysis of the MWU methods depends on tracking potentials

which are functions of the weights, we would incur a large error. To circumvent this issue we

require a version of the MWU method where the weights are not updated monotonically, and the

random noise introduced by the sketching matrix S can cancel out with each other across different

coordinates 𝑒 and across different iterations 𝑖.

Monotonicity is crucial in accelerating MWU methods and it is non-trivial to achieve accelerated

rates without it. A few works in graph algorithms have been successful in obtaining accelerated

rates without monotonicity [188, 190] for specific algorithms.

Interior point methods directly control the solution quality of the last iterate. In contrast, MWU

algorithms only measure the quality of the average of the primal iterates Δ(𝑖,𝑘) . As a result, our

bound on the final solution requires a new MWU analysis that can handle cancellations between

iterates of the errors arising from using sketching. We achieve this by developing a tighter analysis

that upper bounds the sum of the sketching error over multiple iterations:

𝑡∑︁
𝑖=0

((
S⊤S(CΔ(𝑖) − d)

)
𝑒
− (CΔ(𝑖) − d)𝑒

)
≲

√
𝑛𝑡
√
𝑏
.

We prove this bound using Freedman’s concentration bound for martingales. We also believe this
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tighter analysis can simplify the sketching analysis for the previous IPM papers [43, 44, 1].

Stability and robustness of non-monotone MWU. The non-monotone MWU with standard

width reduction steps is neither stable nor satisfies a low-rank update per iteration. We propose a

new width reduction step that satisfies a low-rank update scheme which is sufficient for our data

structure. Our steps, however, do not satisfy ℓ2 stability, which is a sufficient condition for the

low-rank update scheme. Instead of increasing all weights by a factor of (1 + 𝜀) as in Line 16

of Algorithm 34, our new width reduction step increases a carefully selected set of weights. As

a result, we can ensure that whenever we increase a large set of weights, we also increase the

potential by a lot, so this event doesn’t happen very often. This helps ensure that weight updates

from width-reduction steps occur on a similar “schedule” to weight updates from our primal update

steps, and it allows us to efficiently handle both in the inverse maintenance data structure (Refer

to Algorithm 36 and Appendix 6.9 for the complete algorithm and analysis). To efficiently find

the coordinates 𝑒 to perform width reduction on, we use an additional heavy-hitter data structure

to identify these Δ𝑒 exactly. We can only afford to find 𝑛1/2+𝜂 such coordinates in each iteration.

This restriction on the number of coordinates restricts us to set 𝜂 to be 1/10, and our final iteration

complexity is 𝑛1/2−𝜂 = 𝑛2/5 instead of 𝑛1/3. The non-monotone algorithm also requires estimating

a weighted ℓ3-norm of Δ̂(𝑖,𝑘)’s for which we use an additional sketch from [191].

Unlike the width reduction steps, the primal steps are stable, and they satisfy the ℓ2 stability,



r(𝑖+1) − r(𝑖)

r(𝑖)





2

2
≤ 𝑂 (𝑛2𝜂).

Given the ℓ2 stability guarantee, we again use coordinate-wise approximate weights r(𝑖) ≈𝛿 r(𝑖) in

each primal step, and only update r(𝑖)𝑒 to be r(𝑖)𝑒 if it differs from r(𝑖)𝑒 by more than 𝛿. This again

guarantees a low-rank update scheme for the primal steps: for every ℓ, in every 2ℓ iterations we

only perform an update of size 𝑂 (22ℓ · 𝑛2𝜂) to r(𝑖) .

It is non-trivial to show that the accelerated non-monotone MWU is robust under such

coordinate-wise approximations to the weights. This is because we do not update the weights
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in every primal step, and we lazily update them in future iterations. We use an amortization

argument to show that we can still gain enough changes in the required potentials even when we

defer some updates to the future. However, this means our accelerated non-monotone MWU is

only robust under the specific approximate weights r(𝑖)𝑒 that are updated to be r(𝑖)𝑒 whenever it

differs too much from r(𝑖)𝑒 . We cannot guarantee robustness if in every iteration we choose an

arbitrary coordinate-wise approximation unless we consider the unaccelerated algorithm, which

was guaranteed in the IPM algorithms.

Runtime when 𝜔 = 2. Finally, we sketch the time complexity of our non-monotone MWU

algorithm using sketching when 𝜔 = 2. For simplicity, we omit polylogarithmic factors. Using

the two-level inverse maintenance data structure of Lemma 6.1.5, we perform a reset operation

whenever we accumulate more than 𝑛𝑎0 updates to r, and by our low-rank update scheme under the

ℓ2 stability guarantee, this only happens in every 𝑛𝑎0/2−𝜂 iterations. Similarly, we perform a partial

reset operation whenever we accumulate more than 𝑛𝑎1 updates to r, and this only happens in every

𝑛𝑎1/2−𝜂 iterations. Finally, note that our query time is bounded by 𝑛𝑎0+𝑎1 since we always ensure

that we query for at most ℓ = 𝑂 (𝑛1/2+𝜂) coordinates in each iteration. So our total runtime over

𝑇 = 𝑛1/2−𝜂 iterations is

𝑇 · 𝑛2

𝑛𝑎0/2−𝜂︸       ︷︷       ︸
reset

+𝑇 · 𝑛
1+𝑎0

𝑛𝑎1/2−𝜂︸       ︷︷       ︸
partial reset

+𝑇 · 𝑛𝑎0+𝑎1︸     ︷︷     ︸
reset

= 𝑛2.5−𝑎0/2 + 𝑛1.5+𝑎0−𝑎1/2 + 𝑛0.5−𝜂+𝑎0+𝑎1 .

Choosing the parameters 𝑎0 = 1− 1−2𝜂
9 and 𝑎1 = 1− 1−2𝜂

3 , we have that the total runtime is bounded

by 𝑂 (𝑛2+1/18−𝜂/9). Since we achieve an acceleration of 𝜂 = 1/10 and 𝑛1/2−𝜂 = 𝑛2/5 iterations, this

gives the claimed 𝑂 (𝑛2+1/18−𝜂/9) = 𝑂 (𝑛2+1/22.5) time complexity of Theorem 6.1.2.

6.2 Additional Preliminaries

Potential functions. In this paper we consider a fixed problem min𝑥 ∥Cx − d∥∞ and assume that

this has optimum objective value 1. We define the following two potential functions for weights w
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and r such that r = w + 𝜀
𝑛
∥w∥1:

Φ(w) := ∥w∥1 (6.3)

Ψ(r) := min
Δ∈R𝑑

∑︁
𝑒

r𝑒 (CΔ − d)2𝑒 . (6.4)

The two potentials satisfy the following three lemmas. Their proofs are standard, and we defer

them to Section 6.11.

The first lemma shows how the two potentials are related.

Lemma 6.2.1. Let w ≥ 0, r, r, such that ∀𝑒, r𝑒 = w𝑒 + 𝜀𝑛 ∥w∥1, and r ≈𝛿 r. Then, Ψ(r) ≈𝛿 Ψ(r), and

Ψ(r) ≤ 𝑒𝜀+𝛿 · Φ(w).

In our algorithms we have the following lower bound on the initial Ψ potential.

Lemma 6.2.2. If w(0,0) = 1 and r(0,0) = w(0,0) + 𝜀
𝑛
· Φ(w(0,0)), then we have Ψ(r(0,0)) ≥ Ψ0 :=

min{1, d⊤
(
I − C⊤(C⊤C)−1C

)
d}.

The last lemma provides a lower bound on the Ψ potential after a small perturbation to the

weights r.

Lemma 6.2.3. Let Ψ(r) = minΔ
∑
𝑒 r𝑒 (CΔ − d)2𝑒 . For any r′, r ≥ 0 that satisfies |r′𝑒 − r𝑒 | ≤ r′𝑒 for

all 𝑒, we have

Ψ(r′) ≥ Ψ(r) +
∑︁
𝑒

(
r′𝑒 − r𝑒

r′𝑒

)
r𝑒 (CΔ̃ − d)2𝑒 ,

where Δ̃ := arg minΔ
∑
𝑒 r𝑒 (CΔ − d)2𝑒 .

Primal iterate and width iterate of MWU algorithms. We will use 𝑖 to denote primal iterates

and 𝑘 to denote the width reduction iterations in our multiplicative weight update (mwu) algorithms.

We use û to denote the vector u after applying sketching, and u to denote an approximation to the

vector u. For the (mwu) algorithms, we would use 𝑖𝑘 to denote the number of primal steps executed

when the 𝑘 𝑡ℎ width step is being taken, i.e., the 𝑘 𝑡ℎ width step is from (𝑖𝑘 , 𝑘) to (𝑖𝑘 , 𝑘 + 1), and we

use 𝑘𝑖 to denote the number of width reduction steps executed when the 𝑖𝑡ℎ primal step is taken,

i.e., the 𝑖𝑡ℎ primal step is from (𝑖, 𝑘𝑖) to (𝑖 + 1, 𝑘𝑖).
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For any primal step 𝑖 and any coordinate 𝑒, we define LastWidth(𝑖, 𝑒) to be the largest 𝑖′ ≤ 𝑖

such that the algorithm executed a width reduction step from (𝑖′, 𝑘) to (𝑖′, 𝑘 + 1) during which the

weight of 𝑒 is updated, i.e., w(𝑖
′,𝑘+1)

𝑒 ≠ w(𝑖
′,𝑘)

𝑒 .

6.3 Fast Width-Reduced MWU Algorithms

In this section, we present the formal guarantees of our multiplicative weight update routines:

a deterministic MWU algorithm with monotone weights (Algorithm 34) that is used in Theo-

rem 6.1.1, and a randomized MWU algorithm with non-monotone weights and stable and robust

steps (Algorithm 36) that is used in Theorem 6.1.2.

6.3.1 Lazy Update Procedure

We first present the SelectVector algorithm (Algorithm 35) from [183] that computes a

coordinate-wise approximate vector r of r such that r undergoes small updates.

We remark that the only difference between our algorithm and that of [183] is in Line 12 where

we only include a coordinate 𝑒 in 𝑆 if w𝑒 is not being updated by a width reduction step between

primal iterations 𝑖 − 2ℓ and 𝑖. This is due to a minor technicality of dealing with the two kinds of

steps, primal and width reduction, in Algorithm 44 and 36. In all our algorithms, if we toggle a

coordinate 𝑒 in a width reduction step, then we always update the “lazy” approximate vector r𝑒 to

be the same as r𝑒, so the guarantees of the SelectVector algorithm still hold under this change in

Line 12.
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Algorithm 35 Compute a coordinate-wise approximate vector that undergoes small updates [183]

1: procedure SelectVector(r(𝑖) , 𝑖, 𝛿)

2: ⊲ This procedure stores all previous r(0) , · · · , r(𝑖−1) , and the r in the previous iteration

3: if 𝑖 = 0 then

4: return r← r(0)

5: end if

6: 𝑆 ← ∅

7: for ℓ = 0, 1, · · · , log 𝑛 do

8: if 𝑖 ≡ 0 mod 2ℓ then

9: if ℓ = log 𝑛 then

10: 𝑆 ← [𝑛]

11: else

12: 𝑆 ← 𝑆 ∪ {𝑒 : | ln( r(𝑖)𝑒
r(𝑖−2ℓ )
𝑒

) | ≥ 𝛿
2 log 𝑛 and LastWidth(𝑖, 𝑒) ≤ 𝑖 − 2ℓ}

13: ⊲ LastWidth(𝑖, 𝑒) ≤ 𝑖 is the last primal step during which a width reduction

step updates w𝑒

14: end if

15: end if

16: end for

17: r𝑒 ← r(𝑖)𝑒 for all 𝑒 ∈ 𝑆

18: return r

19: end procedure

6.3.2 Monotone Multiplicative Weights Update Algorithm

We have already presented the convergence guarantees of Algorithm 34 in Theorem 6.1.3.

We now add the stability guarantees that we use to prove the guarantees of our fast deterministic

algorithm. The analysis of the algorithm is in Appendix 6.8 and the stability guarantees are in

Appendix 6.10.1.
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Lemma 6.3.1 (Stability bound of ℓ3 norm over all primal iterations). Let 𝑘𝑖 denote the number of

width reduction steps taken by the algorithm when the 𝑖𝑡ℎ primal step is being executed. Then over

all 𝑇 primal steps of Algorithm 34, we have

𝑇−1∑︁
𝑖=0

∑︁
𝑒∈𝑆𝑖

(
r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

)3

≤ 𝑂 (𝛼2𝑛) = 𝑂 (𝑛1/3𝜀2/3).

Here 𝑆𝑖 is the set of coordinates 𝑒 at primal iteration 𝑖 such that r(𝑖+1,𝑘𝑖)𝑒 ≥ r(𝑖,𝑘𝑖)𝑒 (1 + 3𝜀𝛼)4.

Lemma 6.3.2 (Stability bound of ℓ3 norm over all width reduction iterations). Let 𝑖𝑘 denote the

number of primal steps taken before the execution of the 𝑘 𝑡ℎ width reduction step. Then, over all 𝐾

width reduction steps of Algorithm 34, we have

𝐾−1∑︁
𝑘=0

(
r(𝑖𝑘 ,𝑘+1)𝑒 − r(𝑖𝑘 ,𝑘)𝑒

r(𝑖𝑘 ,𝑘)𝑒

)3

≤ 𝑂 (𝑛1/3).

6.3.3 Algorithm with Non-Monotone Weights, Stability and Robustness

We now give our main algorithm which can be used with our two-level inverse maintenance

data structure. Algorithm 36 updates the weights in a non-monotone way, and additionally has

stable primal and width reduction steps. It is also compatible with sketching as required by the data

structure. We can prove the following guarantees.

Theorem 6.3.3. For 𝜂 ≤ 1/10, with probability 1−1/𝑛3, Algorithm 36 with input (


C

−C

 ,


d

−d

 , 𝜀)
findŝx ∈ R𝑛 such that ∥Ĉx − d∥∞ ≤ 1 + 𝑂 (𝜀) in at most 𝑂

(
𝑛1/2−𝜂𝜀−4

)
iterations. Furthermore,

the algorithm satisfies the following extra guarantees:

1. In the width reduction step of the algorithm, the algorithm only requires to find at most

𝑂

(
𝑛1/2+𝜂

)
large coordinates per iteration.

4We note that it is sufficient to consider these sets 𝑆𝑖’s since any change that is smaller than the ones captured here
can happen only 𝑂 (1) times.
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2. The algorithm satisfies the following low-rank update scheme: There are at most 𝑇+𝐾2ℓ number

of iterations where r receives an update of rank 𝑂𝜀 (𝑛1/522ℓ).

In order to get Algorithm 36 we begin by extending the graph based algorithms of [188] to

ℓ∞-regression. A direct extension does not have stable width reduction steps. We therefore design a

new set of width reduction steps (Algorithm 44, Appendix 6.9.2), which necessitates a new analysis

for bounding the number of such steps. We then additionally add sketching to the primal steps to

get the final algorithm which is analyzed in Appendix 6.9.3.

Organization of Proof

The following sections contain detailed proofs of our algorithms. In Section 6.2 we give some

preliminaries and basic results we use for our proofs. In Section 6.4 we prove the guarantees of

our low-rank update scheme under ℓ2 and ℓ3 stability, given by the subroutine SelectVector in

Algorithm 36. Further in Section 6.5 we provide the guarantees for all the data structures required

to implement our final algorithms. In Section 6.6 we show how to implement our randomized

algorithm (Algorithm 36) using the data structures from Section 6.5, and prove Theorem 6.1.2. In

Section 6.7 we show how to implement our deterministic MWU algorithm (Algorithm 34) using

the data structures from Section 6.5, and prove Theorem 6.1.1. In Section 6.8 and 6.9 we prove the

guarantees of Algorithm 34 and Algorithm 36 respectively. In Section 6.10 we prove the stability

guarantees of Algorithms 34 and 36. In Section 6.11 we provide the missing proofs for standard

results from Section 6.2 and 6.5.

6.4 Low Rank Update Scheme under Stability Guarantees

6.4.1 Low Rank Update under ℓ2 Stability

Algorithm 35 is the same as [183], and it satisfies the following lemma.

Lemma 6.4.1 (Low-rank update scheme under ℓ2 stability, Lemma 19 of [183]). If we have the

270



Algorithm 36 Accelerated MWU algorithm with non-monotone weights and stable, robust steps

1: procedure MWU-NonMonotoneRobust(C̃, d̃, 𝜀)
2: w(0,0) ← 12𝑛, r(0,0) ← r(0,0) ← (1 + 𝜀)12𝑛, x(0) ← 0𝑑
3: 𝛼← Θ̃(𝑛−1/2+𝜂𝜀), 𝜏 ← Θ̃(𝑛1/2+𝜂𝜀−4), 𝜌 ← Θ̃(𝑛1/2−3𝜂𝜀−2)
4: 𝑇 ← 𝛼−1𝜀−2 ln 𝑛, 𝑏 ← Θ̃(𝑛1/2+𝜂𝜀−2)
5: 𝑖 ← 0, 𝑘 ← 0
6: Let S(0) , S(1) , · · · , S(𝑇−1) ∈ R𝑏×2𝑛 be random matrices as described in Lemma 6.9.9.
7: while 𝑖 < 𝑇 do
8: Δ(𝑖,𝑘) ← (C̃⊤R(𝑖,𝑘)C̃)−1C̃⊤R(𝑖,𝑘) d̃ ⊲ Δ(𝑖,𝑘) = arg minΔ

∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ − d̃)2𝑒

9: u(𝑖,𝑘) ← C̃Δ(𝑖,𝑘) − d̃
10: û(𝑖,𝑘) ← (R(𝑖,𝑘))−1/2 · (S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘)
11: Ψ(r(𝑖,𝑘)) ← ∑

𝑒 r(𝑖,𝑘)𝑒 (u(𝑖,𝑘)𝑒 )2
12: if

∑
𝑒 r(𝑖,𝑘)𝑒 |u(𝑖,𝑘)𝑒 |3 ≤ 𝐶3𝜌Ψ(r(𝑖,𝑘)) then ⊲ primal step

13: w(𝑖+1,𝑘) ← w(𝑖,𝑘)
(
1 + 𝜀−→𝛼 (𝑖,𝑘)û(𝑖,𝑘)

)
, −→𝛼 (𝑖,𝑘)𝑒 =

{
𝛼 · (1 + 𝜀𝛼û(𝑖,𝑘)𝑒 ) if û(𝑖,𝑘)𝑒 ≥ 0
𝛼/(1 − 𝜀𝛼û(𝑖,𝑘)𝑒 ) else

14: r(𝑖+1,𝑘) ← w(𝑖+1,𝑘) + 𝜀
2𝑛

∑
𝑒 w(𝑖+1,𝑘)𝑒

15: r(𝑖+1,𝑘) ← SelectVector(r(𝑖+1,𝑘) , 𝑖 + 1, 𝛿) ⊲ Algorithm 35
16: x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘) , 𝑖 ← 𝑖 + 1
17: else if

∑
𝑒 r(𝑖,𝑘)𝑒 |u(𝑖,𝑘)𝑒 |3 ≥ 𝐶−1

3 𝜌Ψ(r(𝑖,𝑘)) then ⊲ width reduction step
18: Let 𝑆 be the set of coordinates 𝑒 such that |u(𝑖,𝑘)𝑒 | ≥ 𝜌/(2𝐶3)
19: 𝐻 ⊆ 𝑆 be maximal subset such that

∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

20: if 𝐻 ≠ 𝑆 then
21: Pick any 𝑒 ∈ 𝑆 \ 𝐻.
22: For all 𝑒 ∈ 𝐻 ∪ {𝑒}, w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

23: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
24: For all 𝑒 ∈ 𝐻 ∪ {𝑒}, r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

25: else
26: for 𝜁 = 𝜌, 2𝜌, 4𝜌, · · · , 2𝑐𝜌𝜌 do
27: ⊲ 𝑐𝜌 is defined to be the smallest integer 𝑐 that satisfies 2𝑐𝜌 ≥

√︁
𝑛/𝜀

28: Define the set 𝐻𝜁 = {𝑒 ∈ 𝐻 | |C̃Δ(𝑖,𝑘) − d̃|𝑒 ∈ [𝜁, 2𝜁)}.
29: If

∑
𝑒∈𝐻𝜁 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≥

𝜌Ψ(r(𝑖,𝑘 ) )
log( 𝑛

𝜀𝜌
) , set 𝜁∗ ← 𝜁 , and break.

30: end for
31: For all 𝑒 ∈ 𝐻𝜁∗ , w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

32: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
33: For all 𝑒 ∈ 𝐻𝜁∗ , r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

34: end if
35: 𝑘 ← 𝑘 + 1
36: end if
37: end while
38: return x(𝑇)/𝑇
39: end procedure
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guarantee ∑︁
𝑒

ln

(
r(𝑖+1)𝑒

r(𝑖)𝑒

)2

≤ 𝜁,

then the Algorithm 35 outputs a vector r ≈𝛿 r(𝑖) in each iteration, and the approximate vector r

undergoes a update of size 𝑂 (( log 𝑛
𝛿
)2 · 𝜁 · 22ℓ) in every 2ℓ iterations for every ℓ ∈ [0 : log𝑇].

Next we show that the robust ℓ2 stability guarantee also generates a 𝛿-approximate sequence

with low-rank updates.

Lemma 6.4.2 (Low-rank update scheme under robust ℓ2 stability). If the sequence r(0)𝑒 , · · · , r(𝑇)𝑒

satisfies the following guarantee: There exists another sequence r̃(0)𝑒 , · · · , r̃(𝑇)𝑒 such that

1. ∑︁
𝑒

ln

(
r̃(𝑖+1)𝑒

r(𝑖)𝑒

)2

≤ 𝜁, ∀𝑖 ∈ [0 : 𝑇],

2. ∀𝑡 ≤ 𝑡′ ∈ [𝑇], ∀𝑒, with probability 1 − 1/𝑛4,����� 𝑡′∑︁
𝑖=𝑡′−𝑡

ln

(
r̃(𝑖)𝑒
r(𝑖)𝑒

)����� ≤ 𝛿

10 log 𝑛
.

Then the Algorithm 35 outputs a vector r ≈𝛿 r(𝑖) in each iteration, and the approximate vector r

undergoes an update of size 𝑂 (( log 𝑛
𝛿
)2 · 𝜁 · 22ℓ) in every 2ℓ iterations for every ℓ ∈ [0 : log𝑇].

Proof. Consider a fixed iteration 𝑖. We first show that in the 𝑖-th iteration 𝑒−𝛿r(𝑖)𝑒 ≤ r𝑒 ≤ 𝑒𝛿r(𝑖)𝑒 for any

𝑒 ∈ [𝑛]. Let 𝑖′ be the iteration when r𝑒 was last updated. We can write 𝑖′ = 𝑖0 < 𝑖1 < 𝑖2 < · · · < 𝑖𝑠 = 𝑖

such that 𝑖 𝑗+1 − 𝑖 𝑗 is a power of 2 and 𝑖 𝑗+1 − 𝑖 𝑗 divides 𝑖 𝑗+1, and |𝑠 | ≤ 2 log 𝑛. Hence, we have that

r(𝑖)𝑒
r𝑒

=
r(𝑖𝑠)𝑒

r(𝑖0)𝑒

=

𝑠−1∏
𝑗=0

r(𝑖 𝑗+1)𝑒

r(𝑖 𝑗 )𝑒

= exp
( 𝑠−1∑︁
𝑗=0

ln( r
(𝑖 𝑗+1)
𝑒

r(𝑖 𝑗 )𝑒

)
)
≤ exp(𝛿),

where in the fourth step we used that since r𝑒 is not updated since step 𝑖′, we have | ln( r
(𝑖 𝑗+1 )
𝑒

r
(𝑖 𝑗 )
𝑒

) | ≤ 𝛿
2 log 𝑛 .

Similarly we also have r(𝑖)𝑒
r𝑒 ≥ exp(−𝛿).
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Next we bound the size of the update after every 2ℓ iterations. Let 𝑖 be any iteration where 𝑖 ≡ 0

mod 2ℓ. We denote the set that is being updated as 𝑆ℓ := {𝑒 : | ln r(𝑖)𝑒
r(𝑖−2ℓ )
𝑒

| ≥ 𝛿
2 log 𝑛 }. Wlog assume

that ln r(𝑖)𝑒
r(𝑖−2ℓ )
𝑒

≥ 0. Using the second property of the sequence that
���∑𝑖

𝑗=𝑖−2ℓ+1 ln( r̃
( 𝑗 )
𝑒

r( 𝑗 )𝑒
)
��� ≤ 𝛿

10 log 𝑛 , we

have

r(𝑖)𝑒
r(𝑖−2ℓ )
𝑒

=

𝑖−1∏
𝑗=𝑖−2ℓ

r( 𝑗+1)𝑒

r( 𝑗)𝑒
=

𝑖−1∏
𝑗=𝑖−2ℓ

r̃( 𝑗+1)𝑒

r( 𝑗)𝑒
·

𝑖∏
𝑗=𝑖−2ℓ+1

r( 𝑗)𝑒
r̃( 𝑗)𝑒
≥

𝑖−1∏
𝑗=𝑖−2ℓ

r̃( 𝑗+1)𝑒

r( 𝑗)𝑒
· exp(− 𝛿

10 log 𝑛
),

So for any 𝑒 ∈ 𝑆ℓ, we have

𝑖−1∑︁
𝑗=𝑖−2ℓ

ln

(
r̃( 𝑗+1)𝑒

r( 𝑗)𝑒

)
≥ ln

(
r(𝑖)𝑒

r(𝑖−2ℓ )
𝑒

)
− 𝛿

10 log 𝑛
≥ 𝛿

5 log 𝑛
.

So we have

|𝑆ℓ | ·
𝛿2

(5 log 𝑛)2
≤

∑︁
𝑒∈𝑆ℓ

©­«
𝑖−1∑︁
𝑗=𝑖−2ℓ

ln

(
r̃( 𝑗+1)𝑒

r( 𝑗)𝑒

)ª®¬
2

≤ 2ℓ ·
∑︁
𝑒∈𝑆ℓ

𝑖−1∑︁
𝑗=𝑖−2ℓ

ln

(
r̃( 𝑗+1)𝑒

r( 𝑗)𝑒

)2

≤ 22ℓ · 𝜁,

where the last step follows from the first property of the sequence.

So we have |𝑆ℓ | ≤ 𝑂 (22ℓ (log 𝑛/𝛿)2𝜁).

6.4.2 Low Rank Update under ℓ3 Stability

In this section we prove the low-rank update guarantee under ℓ3 stability, which holds for MWU

with monotone weights, and we only use it in our deterministic algorithm.

Decomposition of Iterations

Lemma 6.4.3 (Decomposition of iterations). If the weights satisfy that

𝑇∑︁
𝑖=1

∑︁
𝑒

�����r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

�����3 ≤ 𝜁,
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then we can decompose the 𝑇 iterations into log𝑇 + 1 disjoint sets:

𝐵 𝑗 :=
𝑖 ∈ [𝑇]

���� 𝜁

2 𝑗+1
<

∑︁
𝑒

�����r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

�����3 ≤ 𝜁

2 𝑗

 , ∀ 𝑗 ∈ [0 : log𝑇 − 1],

𝐵log𝑇 :=
𝑖 ∈ [𝑇]

���� ∑︁
𝑒

�����r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

�����3 ≤ 𝜁

𝑇

 ,
and these sets satisfy that ∪log𝑇

𝑗=0 𝐵 𝑗 = [𝑇], and |𝐵 𝑗 | ≤ 2 𝑗+1 for all 𝑗 ∈ [log𝑇].

Proof. Since
∑𝑇
𝑖=1

∑
𝑒

��� r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

���3 ≤ 𝜁 , we have that for any 𝑖 ∈ [𝑇], 0 ≤ ∑
𝑒

��� r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

���3 ≤ 𝜁 , so

each 𝑖 ∈ [𝑇] must fall into exactly one set 𝐵 𝑗 .

For any 𝑗 ∈ [0 : log𝑇 − 1], by the definition of 𝐵 𝑗 we have

∑︁
𝑖∈𝐵 𝑗

∑︁
𝑒

�����r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

�����3 ≥ |𝐵 𝑗 | · 𝜁

2 𝑗+1
.

Combining with our assumption that
∑𝑇
𝑖=1

∑
𝑒

��� r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

���3 ≤ 𝜁 , we have that

|𝐵 𝑗 | ·
𝜁

2 𝑗+1
≤ 𝜁 =⇒ |𝐵 𝑗 | ≤ 2 𝑗+1.

Finally, note that we trivially have |𝐵log𝑇 | ≤ 𝑇 < 2log𝑇+1.
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Low Rank Update Scheme under ℓ3 Stability

Algorithm 37 Low rank update in the 𝑡-th iteration

1: procedure SelectVectorL3(r(𝑡))

2: for all 𝑗 ∈ [0 : log𝑇] do

3: for all ℓ ∈ [0 : log𝑇] do

4: if 𝑖 ∈ 𝐵 𝑗 and 𝑖 is the 𝑘-th element in 𝐵 𝑗 where 𝑘 ≡ 0 (mod 2ℓ) then

5: 𝐼 ←
{
𝑒

��� ∑𝑘

𝑘 ′=𝑘−2ℓ

����� r(𝐵𝑗 [𝑘′ ]+1)𝑒

r(𝐵𝑗 [𝑘
′ ])

𝑒

− 1

����� ≥ 𝛿

10 log2 𝑛

}
6: end if

7: Update the weights for all 𝑒 ∈ 𝐼 to be r(𝑡)𝑒 ← r(𝑡)𝑒

8: end for

9: end for

10: end procedure

Lemma 6.4.4 (Low-rank update scheme under ℓ3 stability). Assume that the weights are monoton-

ically increasing and satisfy
𝑇∑︁
𝑖=1

∑︁
𝑒

�����r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

�����3 ≤ 𝜁 .
Define the sets 𝐵0, · · · , 𝐵log𝑇 ⊆ [𝑇] as Lemma 6.4.3, and for any 𝑗 let 𝐵 𝑗 [1], · · · , 𝐵 𝑗 [|𝐵 𝑗 |] denote

the elements in 𝐵 𝑗 in increasing order.

For any 𝛿 ≤ 0.1, Algorithm 37 maintains a vector r ≈𝛿 r where r undergoes the following

updates: for any 𝑗 ∈ [0 : log𝑇], for any ℓ ∈ [0 : log |𝐵 𝑗 |], r receives an update of size

𝑂 (𝜁 · 23ℓ− 𝑗 · log6 𝑛

𝛿3 ) in iterations 𝐵 𝑗 [2ℓ], 𝐵 𝑗 [2 · 2ℓ], 𝐵 𝑗 [3 · 2ℓ], · · · , 𝐵 𝑗 [⌊
|𝐵 𝑗 |
2ℓ ⌋ · 2

ℓ].

Proof. For any 𝑗 ∈ [0 : log𝑇], and for any ℓ ∈ [0 : log |𝐵 𝑗 |], in any iteration 𝑘 that equals to an

integer times 2ℓ, Algorithm 37 performs an update for all coordinates in set 𝐼, where

𝐼 =

𝑒
��� 𝑘∑︁
𝑘 ′=𝑘−2ℓ

������r(
𝐵 𝑗 [𝑘 ′]+1)
𝑒

r(𝐵 𝑗 [𝑘
′])

𝑒

− 1

������ ≥ 𝛿

10 log2 𝑛

 .
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We first bound the size of the set 𝐼. We have

|𝐼 | · ( 𝛿

10 log2 𝑛
)3 ≤

∑︁
𝑒

©­«
𝑘∑︁

𝑘 ′=𝑘−2ℓ

������r(
𝐵 𝑗 [𝑘 ′]+1)
𝑒

r(𝐵 𝑗 [𝑘
′])

𝑒

− 1

������ª®¬
3

≤
∑︁
𝑒

22ℓ ·
𝑘∑︁

𝑘 ′=𝑘−2ℓ

������r(
𝐵 𝑗 [𝑘 ′]+1)
𝑒

r(𝐵 𝑗 [𝑘
′])

𝑒

− 1

������
3

≤ 23ℓ · 𝜁
2 𝑗

,

where the second step follows from (∑𝑛
𝑖=1 |𝑎𝑖 |)3 ≤ 𝑛2 ·∑𝑛

𝑖=1 |𝑎𝑖 |3 for any sequence 𝑎𝑖, the third step

follows from
∑
𝑒

��� r(𝑖+1)𝑒

r(𝑖)𝑒
− 1

���3 ≤ 𝜁

2 𝑗 for all 𝑖 ∈ 𝐵 𝑗 .

So we have

|𝐼 | ≤ 𝜁 · 23ℓ− 𝑗 · (10 log2 𝑛

𝛿
)3.

Next we prove that the vector r maintained in Algorithm 37 satisfies | r
(𝑖)
𝑒

r(𝑖)𝑒
− 1| ≤ 𝛿 for all

coordinates 𝑒 and in all iterations 𝑖. Fix a coordinate 𝑒 and an iteration 𝑖, and let 𝑖0 be the last

iteration that r𝑒 was updated. For any 𝑗 ∈ [0 : log𝑇], let 𝐵 𝑗 [𝑘], 𝐵 𝑗 [𝑘 + 1], · · · , 𝐵 𝑗 [𝑘 + 𝑡] denote

the iterations in [𝑖0, 𝑖] that fall into 𝐵 𝑗 , and note that 𝑡 = | [𝑖0, 𝑖] ∩ 𝐵 𝑗 | ≤ |𝐵 𝑗 | ≤ 2 𝑗+1. We can write

𝑘 = 𝑘0 < 𝑘1 < 𝑘2 < · · · < 𝑘𝑠 = 𝑘 + 𝑡 where each 𝑘ℓ+1− 𝑘ℓ is a power of 2 and 𝑠 ≤ 2 log 𝑡 ≤ 2( 𝑗 +1).

Since r𝑒 is not updated in any iterations 𝐵 𝑗 [𝑘1], · · · , 𝐵 𝑗 [𝑘𝑠], we have that for any ℓ ∈ [𝑠],

𝑘ℓ∑︁
𝑘 ′=𝑘ℓ−1

������r(
𝐵 𝑗 [𝑘 ′]+1)
𝑒

r(𝐵 𝑗 [𝑘
′])

𝑒

− 1

������ < 𝛿

10 log2 𝑛
,

so we have

𝑠∑︁
ℓ=1

𝑘ℓ∑︁
𝑘 ′=𝑘ℓ−1

������r(
𝐵 𝑗 [𝑘 ′]+1)
𝑒

r(𝐵 𝑗 [𝑘
′])

𝑒

− 1

������ < 𝑠𝛿

10 log2 𝑛
≤ 2( 𝑗 + 1)𝛿

10 log2 𝑛
≤ 𝛿

log 𝑛
.

Since the same argument holds for all 𝑗 ∈ [0 : log𝑇], and each iteration in [𝑖0, 𝑖] falls into exactly
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one 𝐵 𝑗 , we have that

𝑖−1∑︁
𝑖′=𝑖0

�����r(𝑖′+1)𝑒

r(𝑖
′)

𝑒

− 1

����� < 𝛿

log 𝑛
· log𝑇 ≤ 𝛿.

Using the above inequality, and note that the weights are always increasing, we have

r(𝑖)𝑒
r(𝑖)𝑒

=
r(𝑖)𝑒
r(𝑖0)𝑒

=

𝑖−1∏
𝑖′=𝑖0

(
1 +

�����r(𝑖′+1)𝑒

r(𝑖
′)

𝑒

− 1

�����
)

≤ exp

(
𝑖−1∑︁
𝑖′=𝑖0

�����r(𝑖′+1)𝑒

r(𝑖
′)

𝑒

− 1

�����
)
≤ exp(𝛿).

Finally note that we also have r(𝑖)𝑒
r𝑒 ≥ 1 since the weights are always increasing.

Corollary 6.4.5. For any 𝑗 ∈ [0 : log𝑇] and any 𝑡, the total number of coordinates that are

updated in iterations 𝐵 𝑗 [𝑘], · · · , 𝐵 𝑗 [𝑘 + 𝑡] is 𝑂
(
𝜁 · 23 log 𝑡− 𝑗 · log6 𝑛

𝛿3

)
.

Proof. Using Lemma 6.4.4 we have the total number of updates in iterations 𝐵 𝑗 [𝑘], · · · , 𝐵 𝑗 [𝑘 + 𝑡]

is

log 𝑡∑︁
ℓ=0

𝑂

(
𝜁 · 23ℓ− 𝑗 · log6 𝑛

𝛿3

)
· 𝑡

2ℓ
≤ 𝑂

(
𝜁 · 23 log 𝑡− 𝑗 · log6 𝑛

𝛿3

)
.

6.5 Data Structures

In this section, we would present all the data structures we use for the various tasks in Algo-

rithm 36.

6.5.1 Inverse Maintenance Data Structure

In this section we present the formal versions of Lemmas 6.1.4 and 6.1.5. These are the inverse

maintenance data structures of [182], and we have included a version of their results which is
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tailored to our notations and analysis.

Lemma 6.5.1 (One-level inverse maintenance, Theorem 4.1 of [182]). There exists a data structure

that initially has a matrix M(0) ∈ R𝑛×𝑛, and in each iteration it receives an update Δ(𝑡) ∈ R𝑛×𝑛 to

update the matrix to M(𝑡) = M(𝑡−1) +Δ(𝑡) . The data structure maintains an iteration counter 𝑡0 and

it maintains the inverse N = (M(𝑡0))−1 internally. Let 𝑘 = nnz(Δ(𝑡0+1)) + · · · + nnz(Δ(𝑡)) denote

the total size of the updates until the current iteration. The runtime for each operation of the data

structure is as follows:

• Initialize(M(0)): Initially set 𝑡0 = 0 and N = (M(0))−1. This operation takes 𝑂 (𝑛𝜔) time.

• Update(Δ(𝑡)): The data structure receives the 𝑡-th update. This operation takes𝑂 (nnz(Δ(𝑡)))

time.

• Reset(): Reset 𝑡0 = 𝑡 and N = (M(𝑡0))−1. This operation takes 𝑂 (Tmat(𝑛, 𝑛, 𝑘)) time.

• Query(𝐽𝑟 , 𝐽𝑐 ⊆ [𝑛]): Output the submatrix
(
(M(𝑡))−1)

𝐽𝑟 ,𝐽𝑐
that has |𝐽𝑟 | = ℓ𝑟 rows and

|𝐽𝑐 | = ℓ𝑐 columns. This operation takes 𝑂
(
𝑘𝜔 + Tmat(ℓ𝑟 , 𝑘, ℓ𝑐)

)
time.

Lemma 6.5.2 (Two-level inverse maintenance, Theorem 4.2 of [182]). There exists a data structure

that initially has a matrix M(0) ∈ R𝑛×𝑛, and in each iteration it receives an update Δ(𝑡) ∈ R𝑛×𝑛 to

update the matrix to M(𝑡) = M(𝑡−1)+Δ(𝑡) . The data structure maintains two iteration counters 𝑡0 ≤ 𝑡1,

and it also maintains 𝑘0 := nnz(Δ(𝑡0+1)) + · · · + nnz(Δ(𝑡)) and 𝑘1 := nnz(Δ(𝑡1+1)) + · · · + nnz(Δ(𝑡)).

Let 𝐽 ⊆ [𝑛] denote the indexes of the non-zero columns of Δ(𝑡0+1) + · · · +Δ(𝑡1) . For any 𝑡′ ≤ 𝑡, define

the transformation matrix

T (𝑡′,𝑡) := I + (M(𝑡′))−1 · (M(𝑡) −M(𝑡′)) ∈ R𝑛×𝑛.

The data structure maintains N = (M(𝑡0))−1 ∈ R𝑛×𝑛, and B = (T (𝑡0,𝑡1)
𝐽,𝐽
)−1 that has size at most

𝑘0 × 𝑘0, and E = (T (𝑡0,𝑡1)
𝐽,𝐽
)−1 · N𝐽,:. The runtime for each operation of the data structure is as

follows:
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• Initialize(M(0)): Initially set 𝑡0 = 𝑡1 = 0, B = 0, E = 0, and N = (M(0))−1. This operation

takes 𝑂 (𝑛𝜔) time.

• Update(Δ(𝑡)): The data structure receives the 𝑡-th update. This operation takes𝑂 (nnz(Δ(𝑡)))

time.

• Reset(): Reset 𝑡0 = 𝑡 and N = (M(𝑡0))−1. This operation takes 𝑂 (Tmat(𝑛, 𝑛, 𝑘0)) time.

• PartialReset(): Reset 𝑡1 = 𝑡, reset 𝐽 ⊆ [𝑛] to be the indexes of the non-zero columns of

Δ(𝑡0+1) + · · · + Δ(𝑡) , and reset B = (T (𝑡0,𝑡)
𝐽,𝐽
)−1 and E = (T (𝑡0,𝑡)

𝐽,𝐽
)−1 · N𝐽,:. This operation takes

𝑂 (Tmat(𝑛, 𝑘0, 𝑘1)) time.

• Query(𝐽𝑟 , 𝐽𝑐 ⊆ [𝑛]): Output the submatrix
(
(M(𝑡))−1)

𝐽𝑟 ,𝐽𝑐
that has |𝐽𝑟 | = ℓ𝑟 rows and

|𝐽𝑐 | = ℓ𝑐 columns. This operation takes 𝑂
(
Tmat(𝑘0, 𝑘1,max{𝑘1, ℓ𝑐}) + Tmat(𝑘0, ℓ𝑟 , ℓ𝑐)

)
time.

We can maintain any matrix formula using the inverse maintenance data structure, as shown in

[192].

Theorem 6.5.3 (Matrix formula as inverse, Theorem 3.1 of [192]). Given any formula 𝑓 with input

matrices A1 ∈ R𝑛1×𝑚1 , · · · ,A𝑑 ∈ R𝑛𝑑×𝑚𝑑 , where the formula 𝑓 consists of only matrix addition,

subtraction, multiplication, and inversion, define 𝑛 :=
∑𝑑
𝑖=1 𝑛𝑖 + 𝑚𝑖.

Then there exists a symbolic block matrix N of size at most 𝑛×𝑛, and sets 𝐼, 𝐽 ⊂ [𝑛], such that for

all matrices A1, ...,A𝑝 for which 𝑓 (A1, ...,A𝑑) is executable, (N(A1, ...,A𝑑)−1)𝐼,𝐽 = 𝑓 (A1, ...,A𝑑).

Constructing N from 𝑓 can be done in 𝑂 (𝑛2) time.

6.5.2 Implicit Inverse Maintenance

In our algorithm, we also require a data structure that allows us to update x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘)

in each primal step implicitly since we don’t have the time budget to query the entire vector Δ(𝑖,𝑘) ,

and we only query the final vector x(𝑇) in the end. To solve this problem we present an implicit

inverse maintenance data structure, and its proof can be found in Section 6.11. Similar techniques

were developed in Section I of [1] to maintain feasibility.
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Lemma 6.5.4 (Implicit two-level inverse maintenance). There exists a data structure that initially

has a matrix M(0) ∈ R𝑛×𝑛 and a vector v ∈ R𝑛, and in each iteration it receives an updateΔ(𝑡) ∈ R𝑛×𝑛

to update the matrix to M(𝑡) = M(𝑡−1) + Δ(𝑡) . The goal of our algorithm is to support queries that

output the sum of inverse vector products
∑𝑡
𝑖=0(M(𝑖))−1 · v occasionally.

The data structure maintains two iteration counters 𝑡0 ≤ 𝑡1. Let 𝑘0 := nnz(Δ(𝑡0+1)) + · · · +

nnz(Δ(𝑡)) and 𝑘1 := nnz(Δ(𝑡1+1)) + · · · + nnz(Δ(𝑡)). Similar as Lemma 6.5.2, the data structure

maintains 𝐽 ⊆ [𝑛] that consists of the indexes of the non-zero columns of Δ(𝑡0+1) + · · · + Δ(𝑡1) ,

N = (M(𝑡0))−1 ∈ R𝑛×𝑛, B = (T (𝑡0,𝑡1)
𝐽,𝐽
)−1 that has size at most 𝑘0 × 𝑘0, and E = (T (𝑡0,𝑡1)

𝐽,𝐽
)−1 ·N𝐽,:. The

data structure also maintains three vector u0, u1, and u2 that satisfy the invariant:

𝑡∑︁
𝑖=0
(M(𝑖))−1v = u0 + N · u1 +


N𝐽,: · u2

0

 .
The runtime for each operation of the data structure is as follows:

• Initialize(M(0) , v): Initially set 𝑡0 = 𝑡1 = 0, B = 0, E = 0, N = (M(0))−1, u0 = (M(0))−1v,

and u1 = u2 = 0. This operation takes 𝑂 (𝑛𝜔) time.

• Update(Δ(𝑡)): The data structure receives the 𝑡-th update and update u0, u1, and u2. This

operation takes 𝑂 (Tmat(𝑘0, 𝑘1, 𝑘1) + 𝑛) time.

• Reset(): Reset 𝑡0 = 𝑡 and N = (M(𝑡0))−1. This operation takes 𝑂 (Tmat(𝑛, 𝑛, 𝑘0)) time.

• PartialReset(): Reset 𝑡1 = 𝑡, reset 𝐽 ⊆ [𝑛] to be the indexes of the non-zero columns of

Δ(𝑡0+1) + · · · + Δ(𝑡) , and reset B = (T (𝑡0,𝑡)
𝐽,𝐽
)−1 and E = (T (𝑡0,𝑡)

𝐽,𝐽
)−1 · N𝐽,:. This operation takes

𝑂 (Tmat(𝑛, 𝑘0, 𝑘1)) time.

• QuerySum(): Output
∑𝑡
𝑖=0(M(𝑖))−1v. This operation takes 𝑂 (𝑛2) time.
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6.5.3 ℓ3 and ℓ2-Norm Estimations

We will also use the following ℓ3 norm estimation lemma from [191] to estimate the quantity

on Line 12 of Algorithm 36.

Lemma 6.5.5 (ℓ3 norm estimation, Theorem 1 of [191]). There exists a distribution Π of matrices

of size 𝑂 (𝑛1/3 log3 𝑛) × 𝑛 such that for any vector x ∈ R𝑛, with probability 0.99 we have that a

random matrix U ∼ Π satisfies

𝐶
−1/3
3 ∥x∥3 ≤ ∥Ux∥∞ ≤ 𝐶1/3

3 ∥x∥3,

where 𝐶3 > 1 is a constant.

We remark that we can easily boost the success probability of the above theorem to 1− 1/𝑛4 by

using 𝑂 (log 𝑛) copies and take the median of the estimates.

We will also use the standard JL lemma (see Lemma 2.2.11) to estimate the Ψ potential which

can be written as a ℓ2 norm.

6.5.4 ℓ2 Heavy Hitters

We use a heavy-hitter data structure to get a list of all the large coordinates on which we wish

to perform width reduction in Algorithm 36.

Lemma 6.5.6 (ℓ2 heavy hitter, [193, 194]). Given any 𝑛, 𝜀, and 𝛿, there exists a random matrix

Φ ∈ R𝑂 (𝜀−2 log(𝛿−1) log 𝑛)×𝑛, and a decoding function Decode, such that given a vector y = Φ · x for

some x ∈ R𝑛, Decode(y) outputs a list 𝐿 ⊆ [𝑛] of size |𝐿 | = 𝑂 (𝜀−2), where with probability 1 − 𝛿

the list 𝐿 includes all 𝑖 ∈ [𝑛] that satisfies

|x𝑖 | ≥ 𝜀 · ∥x∥2.

Furthermore, Decode(y) runs in 𝑂 (𝜀−2 log(𝛿−1) log 𝑛) time.
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6.6 Time Complexity of the Randomized Algorithm Using Fast Data Structures

6.6.1 Implementing MWU Using Fast Data Structures

In this section, we give an algorithm, Algorithm 38, that implements Algorithm 36 using the

data structures stated from Section 6.5.

6.6.2 Correctness of Algorithm

Lemma 6.6.1 (Correctness of Algorithm 38). The output of Algorithm 38 is the same as that of

Algorithm 36.

Proof. Algorithm 38 implements Algorithm 36 by using the data structures DSInv, DSImplicitInv,

DSNorm, DSHeavyHitters. So it suffices to prove that all these data structures are correct.

Compute û by DSInv. We first prove that û(𝑖,𝑘) computed on Line 9 of Algorithm 38 satisfies

û(𝑖,𝑘) = (R(𝑖,𝑘))−1/2 · (S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2
(
C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I

)
d,

as required by Line 10 of Algorithm 36.

The data structure DSInv (Algorithm 39) uses the two-level inverse maintenance data structure

of Lemma 6.5.2 to maintain the inverse of matrix N that by Lemma 6.5.3 encodes the matrix

formula

𝑓 (R, S,C, d) =


S(0)

...

S(𝑇−1)


· R1/2 (C(C⊤RC)−1C⊤R − I

)
d.

DSInv maintains that its internal variable R = R(𝑖,𝑘) in each iteration, since we update it on Line 8

of Algorithm 39. The output to DSInv.UpdateQuery(r(𝑖,𝑘) , 𝑖) is (see Line 15 of Algorithm 39)

(N−1)𝐼𝑖 ,𝐽 = S(𝑖) · (R(𝑖,𝑘))1/2
(
C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I

)
d.
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Algorithm 38 Implementing MWU algorithm using fast data structures
1: procedure MWU-NonMonotoneRobust(C, d, 𝜀, 𝑎0, 𝑎1) ⊲ Assume all variables are global
2: 𝛼← Θ̃(𝑛−1/2+𝜂𝜀), 𝜏 ← Θ̃(𝑛1/2+𝜂𝜀−4), 𝜌 ← Θ̃(𝑛1/2−3𝜂𝜀−2)
3: 𝑇 ← 𝛼−1𝜀−2 ln 𝑛, 𝑏 ← Θ̃(𝑛1/2+𝜂𝜀−3)
4: 𝑖 ← 0, 𝑘 ← 0, w(0,0) ← 1𝑛, x(0) ← 0𝑑
5: Let S(0) , S(1) , · · · , S(𝑇−1) ∈ R𝑏×𝑛 be random matrices as described in Lemma 6.9.9.
6: Initialize DSInv, DSNorm, DSImplicitInv, DSHeavyHitters ⊲ Algorithm 39, 40, 41, 42
7: while 𝑖 < 𝑇 do
8: r(𝑖,𝑘) ← w(𝑖,𝑘) + 𝜀

𝑚

∑
𝑒 w(𝑖,𝑘)𝑒 , r(𝑖,𝑘) ← SelectVector(r(𝑖,𝑘))

9: û(𝑖,𝑘) ← (R(𝑖,𝑘))−1/2(S(𝑖))⊤ · DSInv.UpdateQuery(r(𝑖,𝑘) , 𝑖)
10: Ψ, 𝜉 ← DSNorm(r(𝑖,𝑘) , 𝑖 + 𝑘) ⊲ Ψ ≈𝜀

∑
𝑒 r(𝑖,𝑘)𝑒 (u(𝑖,𝑘)𝑒 )2, 𝜉 ≈𝐶3

∑
𝑒 r(𝑖,𝑘)𝑒 |u(𝑖,𝑘)𝑒 |3

11: if 𝜉 ≤ 𝜌Ψ then

12: −→𝛼 (𝑖,𝑘)𝑒 =

{
𝛼 · (1 + 𝜀𝛼û(𝑖,𝑘)𝑒 ) if û(𝑖,𝑘)𝑒 ≥ 0
𝛼/(1 − 𝜀𝛼û(𝑖,𝑘)𝑒 ) else

13: w(𝑖+1,𝑘) ← w(𝑖,𝑘)
(
1 + 𝜀−→𝛼 (𝑖,𝑘)û(𝑖,𝑘)

)
14: DSImplicitInv.Update(r(𝑖,𝑘)) ⊲ Implicitly update x(𝑖+1) = x(𝑖) + Δ(𝑖,𝑘)
15: 𝑖 ← 𝑖 + 1
16: else if 𝜉 > 𝜌Ψ then
17: 𝐿, u(𝑖,𝑘)

𝐿
← DSHeavyHitters.UpdateQuery(r(𝑖,𝑘))

18: Let 𝑆 be the set of coordinates 𝑒 such that |u(𝑖,𝑘)𝑒 | ≥ 𝜌/(2𝐶3)
19: 𝐻 ⊆ 𝑆 be maximal subset such that

∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

20: if 𝐻 ≠ 𝑆 then
21: Pick any 𝑒 ∈ 𝑆 \ 𝐻. For all 𝑒 ∈ 𝐻 ∪ {𝑒}, w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

22: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
23: For all 𝑒 ∈ 𝐻 ∪ {𝑒}, r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

24: else
25: for 𝜁 = 𝜌, 2𝜌, 4𝜌, · · · , 2𝑐𝜌𝜌 do
26: ⊲ 𝑐𝜌 is defined to be the smallest integer 𝑐 that satisfies 2𝑐𝜌 ≥

√︁
𝑛/𝜀

27: Define the set 𝐻𝜁 = {𝑒 ∈ 𝐻 | |C̃Δ(𝑖,𝑘) − d̃|𝑒 ∈ [𝜁, 2𝜁)}.
28: If

∑
𝑒∈𝐻𝜁 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≥

𝜌Ψ(r(𝑖,𝑘 ) )
log( 𝑛

𝜀𝜌
) , set 𝜁∗ ← 𝜁 , and break.

29: end for
30: For all 𝑒 ∈ 𝐻𝜁∗ , w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

31: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
32: For all 𝑒 ∈ 𝐻𝜁∗ , r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

33: end if
34: 𝑘 ← 𝑘 + 1
35: end if
36: end while
37: x(𝑇) ← DSImplicitInv.Query()
38: return x(𝑇)/𝑇
39: end procedure
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Algorithm 39 Inverse maintenance data structure DSInv to compute û
1: procedure Initialize( )
2: S← [(S(0))⊤, (S(1))⊤, · · · , (S(𝑇−1))⊤]⊤ ∈ R𝑏𝑇×𝑛
3: r← r(0)
4: Let N be the matrix given by Lemma 6.5.3 that encodes the matrix formula

𝑓 (R, S,C, d) = S · R1/2
(
C(C⊤RC)−1C⊤R − I

)
d,

i.e., there exist index sets 𝐼, 𝐽 such that (N−1)𝐼,𝐽 = 𝑓 (R, S,C, d). Also let 𝐼0, 𝐼1, · · · , 𝐼𝑇−1 ⊂ 𝐼
each of size 𝑏, denote the indexes of the rows corresponding to S(0) , S(1) , · · · , S(𝑇−1) .

5: DS.Initialize(N) where DS is the two-level inverse maintenance data structure of
Lemma 6.5.2.

6: end procedure
7: procedure UpdateQuery(rnew, 𝑖)
8: DS.Update(Δ), where Δ = Rnew − R
9: r← rnew

10: if DS.𝑘0 ≥ 𝑛𝑎0 then
11: DS.Reset()
12: else if DS.𝑘1 ≥ 𝑛𝑎1 then
13: DS.PartialReset()
14: end if
15: return DS.Query(𝐼𝑖, 𝐽) ⊲ |𝐼𝑖 | = 𝑏 and |𝐽 | = 1
16: end procedure
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Algorithm 40 Data structures DSNorm to approximately compute ℓ2 and ℓ3 norms
1: procedure Initialize( )
2: Let J(0) , · · · , J(𝑇+𝐾) ∈ R𝑂 (𝜀−2 log(𝑛))×𝑛 be random JL matrices as described in Lemma 2.2.11.
3: J← [(J(0))⊤, (J(1))⊤, · · · , (J(𝑇+𝐾))⊤]⊤ ∈ R𝑂 (𝜀−2 log(𝑛) (𝑇+𝐾))×𝑛

4: Let U(0) , · · · ,U(𝑇+𝐾) ∈ R𝑂 (𝑛1/3 log3 (𝑛))×𝑛 be random matrices as described in Lemma 6.5.5.
5: U← [(U(0))⊤, (U(1))⊤, · · · , (U(𝑇+𝐾))⊤]⊤ ∈ R𝑂 (𝑛1/3 log3 (𝑛) (𝑇+𝐾))×𝑛

6: r← r(0)
7: Let Nℓ2 and Nℓ3 be the matrices given by Lemma 6.5.3 that encodes the matrix formulas

𝑓ℓ2 (R, J,C, d) = JR1/2(C(C⊤RC)−1C⊤R − I)d,
𝑓ℓ3 (R,U,C, d) = UR1/3(C(C⊤RC)−1C⊤R − I)d,

i.e., there exist index sets 𝐼ℓ2 , 𝐽ℓ2 , 𝐼ℓ3 , 𝐽ℓ3 such that (N−1
ℓ2
)𝐼ℓ2 ,𝐽ℓ2 = 𝑓ℓ2 (R, J,C, d) and (N−1

ℓ3
)𝐼ℓ3 ,𝐽ℓ3 =

𝑓ℓ3 (R,U,C, d). Also let 𝐼ℓ2,0, · · · , 𝐼ℓ2,𝑇+𝐾 ⊂ 𝐼ℓ2 denote the index sets of the rows correspond-
ing to J(0) , · · · , J(𝑇+𝐾) , and let 𝐼ℓ3,0, · · · , 𝐼ℓ3,𝑇+𝐾 ⊂ 𝐼ℓ3 denote the rows corresponding to
U(0) , · · · ,U(𝑇+𝐾) .

8: Initialize data structures of Lemma 6.5.2: DSℓ2 .Initialize(Nℓ2) and DSℓ3 .Initialize(Nℓ3).
9: end procedure

10: procedure UpdateQuery(rnew, 𝑖)
11: DSℓ2 .Update(Δ) and DSℓ3 .Update(Δ), where Δ = Rnew − R
12: r← rnew

13: if DSℓ2 .𝑘0 ≥ 𝑛𝑎0 then
14: DSℓ2 .Reset() and DSℓ3 .Reset()
15: else if DSℓ2 .𝑘1 ≥ 𝑛𝑎1 then
16: DSℓ2 .PartialReset() and DSℓ3 .PartialReset()
17: end if
18: return (∥DSℓ2 .Query(𝐼ℓ2,𝑖, 𝐽ℓ2)∥22, ∥DSℓ3 .Query(𝐼ℓ3,𝑖, 𝐽ℓ3)∥3∞)
19: end procedure
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Algorithm 41 Implicit inverse maintenance data structure DSImplicitInv to compute Δ and to update
x

1: procedure Initialize( )
2: r← r(0)
3: Let N be the matrix given by Lemma 6.5.3 that encodes the matrix formula 𝑓 (R,C) =
(C⊤RC)−1C⊤R, i.e., there exist index sets 𝐼, 𝐽 such that (N−1)𝐼,𝐽 = 𝑓 (R,C).

4: DS.Initialize(N, d′) where DS is the implicit inverse maintenance data structure of
Lemma 6.5.4, and d′ has the same size as N, and it equals to d in 𝐽, and its other coordi-
nates are all zero.

5: end procedure
6: procedure Update(rnew)
7: DS.Update(Δ), where Δ = Rnew − R
8: r← rnew

9: if DS.𝑘0 ≥ 𝑛𝑎0 then
10: DS.Reset()
11: else if DS.𝑘1 ≥ 𝑛𝑎1 then
12: DS.PartialReset()
13: end if
14: end procedure
15: procedure QuerySum( )
16: return DS.QuerySum()
17: end procedure

So we have that the û(𝑖,𝑘) is computed as required.

Compute x by DSImplicitInv. Next we prove that Line 14 of Algorithm 38 implicitly updates

x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘) , as required by Line 16 of Algorithm 36, and that Line 37 of Algorithm 38

outputs the correct x(𝑇) .

The data structure DSImplicitInv (Algorithm 41) uses the implicit inverse maintenance data

structure of Lemma 6.5.4 to maintain the inverse of matrix N that by Lemma 6.5.3 encodes the

matrix formula

𝑓 (R,C) = (C⊤RC)−1C⊤R.

We also initialize this data structure with the vector d′ (Line 4 of Algorithm 41), and by Lemma 6.5.4
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Algorithm 42 Heavy hitter data structure DSHeavyHitters to compute the heavy entries of u
1: procedure Initialize( )
2: 𝜀heavy ← 𝜌

√
𝜀

2𝐶3
√
𝑛

3: r← r(0)
4: Let Φ ∈ R𝑂 (𝜀

−2
heavy log2 𝑛)×𝑛 be the random matrix as described in Lemma 6.5.6.

5: Let N and NΦ be the matrix given by Lemma 6.5.3 that encodes the matrix formulas

𝑓 (R,C, d) = R1/2(C(C⊤RC)−1C⊤R − I)d,
𝑓Φ(Φ,R,C, d) = Φ · R1/2(C(C⊤RC)−1C⊤R − I)d,

i.e., there exist index sets 𝐼, 𝐽, 𝐼Φ, 𝐽Φ such that (N−1)𝐼,𝐽 = 𝑓 (R,C, d) and (N−1
Φ )𝐼Φ,𝐽Φ =

𝑓Φ(Φ,R,C, d).
6: DS.Initialize(N), DSΦ.Initialize(NΦ), where DS and DSΦ are both the inverse mainte-

nance data structure of Lemma 6.5.2.
7: end procedure
8: procedure UpdateQuery(rnew)
9: DS.Update(Δ) and DSΦ.Update(Δ), where Δ = Rnew − R

10: r← rnew

11: if DS.𝑘0 ≥ 𝑛𝑎0 then
12: DS.Reset() and DSΦ.Reset()
13: else if DS.𝑘1 ≥ 𝑛𝑎1 then
14: DS.PartialReset() and DSΦ.PartialReset()
15: end if
16: y← DSΦ.Query(𝐼Φ, 𝐽Φ)
17: 𝐿 ← Decode(y), where Decode() is the decoding algorithm of Lemma 6.5.6. We can

view 𝐿 ⊂ [𝑛] as a subset of 𝐼.
18: return (𝐿,DS.Query(𝐿, 𝐽))
19: end procedure
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the algorithm maintains

(𝑇−1)∑︁
𝑖=0

(
(N(𝑖))−1 · d′

)
𝐼,:

=

(𝑇−1)∑︁
𝑖=0

𝑓 (R(𝑖,𝑘) ,C) · d

=

(𝑇−1)∑︁
𝑖=0
(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) · d,

and this is exactly x(𝑇) =
∑(𝑇−1)
𝑖=0 Δ(𝑖,𝑘) where Δ(𝑖,𝑘) = (C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘)d is what we need to

compute (see Line 8 of Algorithm 36).

Compute norms by DSNorm. Next we show that Line 10 of Algorithm 38 computes

Ψ ≈𝜀
∑︁
𝑒

r(𝑖,𝑘)𝑒 (u(𝑖,𝑘)𝑒 )2, and 𝜉 ≈𝐶3

∑︁
𝑒

r(𝑖,𝑘)𝑒 |u(𝑖,𝑘)𝑒 |3.

Similar to the proof for DSInv, in each iteration DSNorm (see Algorithm 40) maintains

J · (R(𝑖,𝑘))1/2(C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d, and U · (R(𝑖,𝑘))1/3(C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d.

And on Line 18 of Algorithm 40 it outputs

Ψ = ∥J(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘) ∥22, and 𝜉 = ∥U(𝑖) · (R(𝑖,𝑘))1/3u(𝑖,𝑘) ∥3∞,

where u(𝑖,𝑘) = (C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d is as required by Line 9 of Algorithm 36.

Then by Lemma 2.2.11 and 6.5.5, and since we use a new random matrix J(𝑖) and U(𝑖) in each

iteration, we have that with probability 1 − 1/𝑛𝑒, for all iterations we have

(1 − 𝜀)∥(R(𝑖,𝑘))1/2u(𝑖,𝑘) ∥22 ≤ Ψ ≤ (1 + 𝜀)∥(R(𝑖,𝑘))1/2u(𝑖,𝑘) ∥22,

𝐶−1
3 ∥(R

(𝑖,𝑘))1/3u(𝑖,𝑘) ∥33 ≤ 𝜉 ≤ 𝐶3∥(R
(𝑖,𝑘))1/3u(𝑖,𝑘) ∥33.

Compute set 𝑆 for the width reduction step by DSHeavyHitters. Finally we prove that Line 17

of Algorithm 38 computes the set 𝑆 = {𝑒 : |u(𝑖,𝑘)𝑒 | ≥ 𝜌/(2𝐶3)} and the values of u(𝑖,𝑘)𝑒 for all 𝑒 ∈ 𝑆,
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as by Line 18 of Algorithm 36.

Similar to the proof for DSInv, in each iteration DSHeavyHitters (see Algorithm 42) maintains

Φ · (R(𝑖,𝑘))1/2(C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d, and (R(𝑖,𝑘))1/2(C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d.

And on Line 16 of Algorithm 42 it computes

𝑦 = Φ · (R(𝑖,𝑘))1/2u(𝑖,𝑘) ,

where u(𝑖,𝑘) = (C(C⊤R(𝑖,𝑘)C)−1C⊤R(𝑖,𝑘) − I)d is as required by Line 9 of Algorithm 36.

Then on Line 17 of Algorithm 42 it decodes y and compute the set 𝐿, and by Lemma 6.5.6,

with probability 1 − 1/𝑛4, 𝐿 includes all 𝑒 ∈ [𝑛] that satisfies

| (r(𝑖,𝑘))1/2𝑒 u(𝑖,𝑘)𝑒 | ≥ 𝜀heavy · ∥ (r(𝑖,𝑘))1/2u(𝑖,𝑘) ∥2.

Note that for any 𝑒 ∈ 𝑆, we have

|u(𝑖,𝑘)𝑒 | ≥ 𝜌/(2𝐶3) =⇒ r(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 ≥ 𝜌2

4𝐶2
3
· r(𝑖,𝑘)𝑒

=⇒ r(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 ≥ 𝜌2𝜀

4𝐶2
3𝑛
· Ψ(r(𝑖,𝑘))

=⇒ r(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 ≥ 𝜀2
heavy · ∥ (r

(𝑖,𝑘))1/2u(𝑖,𝑘) ∥22,

where the second step follows from r(𝑖,𝑘)𝑒 ≥ 𝜀
𝑛
Ψ(r(𝑖,𝑘)), and the third follows from 𝜀heavy =

𝜌
√
𝜀

2𝐶3
√
𝑛
.

This means we have

𝑆 ⊆ 𝐿,

and it suffices to enumerate all 𝑒 ∈ 𝐿 to check if |u(𝑖,𝑘)𝑒 | ≥ 𝜌/(2𝐶3) and compute 𝑆.

In the output on Line 18 of Algorithm 42, we also output Query(𝐿, 𝐽) which computes u(𝑖,𝑘)
𝐿

exactly.
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Finally, note that we can re-use the random matrix Φ because the set 𝑆 and u(𝑖,𝑘)𝑒 for 𝑒 ∈ 𝑆 are

computed exactly, so the next iteration does not depend on the randomness of Φ.

6.6.3 Time Complexity under ℓ2 Stability

In this section we bound the time complexity of Algorithm 38.

Theorem 6.6.2 (Time complexity of Algorithm 38). For any parameters that satisfy 𝑎0 ≤ 𝛼∗5 and

𝑎1 ≤ 𝑎0 · 𝛼∗, the time complexity of Algorithm 38 is

𝑂

(
𝑛𝜔 + 𝑛2.5−𝑎0/2 + 𝑛1.5+𝑎0−𝑎1/2 + 𝑛1/2−𝜂+𝑎0+(𝜔−1)𝑎1

)
· poly(𝜀−1).

In particular, when 𝜔 = 2 + 𝑜(1), this time complexity is bounded by

𝑂

(
𝑛2+1/22.5

)
poly(𝜀−1).

Proof. The dominating steps of Algorithm 38 are the operations involving the data structures, since

all other operations can be computed in 𝑂 (𝑛 log 𝑛) time per iteration. We will focus on bounding

the runtimes of the data structure operations.

Initialization The Initialize operations of the four data structures DSInv, DSImplicitInv, DSNorm,

DSHeavyHitters are each called once on Line 6 of Algorithm 38.

• DSInv: By Lemma 6.5.3, the matrix N of Algorithm 39 has size 𝑁 × 𝑁 where

𝑁 = max{𝑏𝑇, 𝑛} = Θ̃(𝑛𝜀−5 ln5 𝑛),

since 𝑇 = 𝛼−1𝜀−2 ln 𝑛, 𝑏 =
𝑛𝛼 log4 𝑛

𝜀3 . By Lemma 6.5.2, the initialization time of the two level

5Throughout this chapter we use 𝛼∗ to denote the dual exponent of matrix multiplication, because we will use 𝛼 to
denote the “step size” of accelerated MWU.
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inverse maintenance data structure is

𝑂 (𝑁𝜔) = Θ̃(𝑛𝜔𝜀−5𝜔).

• DSImplicitInv: By Lemma 6.5.3, the matrix N of Algorithm 41 has size 𝑂𝜀 (𝑛) × 𝑂𝜀 (𝑛). By

Lemma 6.5.4, the initialization time of the implicit inverse maintenance data structure is

𝑂𝜀 (𝑛𝜔).

• DSNorm: By Lemma 6.5.3, the matrices Nℓ2 and Nℓ3 of Algorithm 40 have size 𝑁ℓ2 ×𝑁ℓ2 and

𝑁ℓ3 × 𝑁ℓ3 , where

𝑁ℓ2 = max{𝑂 (𝜀−2 log(𝑛) (𝑇 + 𝐾)), 𝑛} = Θ̃𝜀 (max{𝑛1/2−𝜂, 𝑛}),

𝑁ℓ3 = max{𝑂 (𝑛1/3 log3(𝑛) (𝑇 + 𝐾)), 𝑛} = Θ̃𝜀 (max{𝑛5/6−𝜂, 𝑛}).

From Lemma 6.5.2, the initialization time of the two inverse maintenance data structures is

𝑂 (𝑁𝜔ℓ2 + 𝑁
𝜔
ℓ3
) = Θ̃𝜀 (max{𝑛(1/2−𝜂)𝜔, 𝑛(5/6−𝜂)𝜔, 𝑛𝜔}).

• DSHeavyHitters: By Lemma 6.5.3, the matrix N of Algorithm 40 has size 𝑂 (𝑛) × 𝑂 (𝑛), and

NΦ has size 𝑁Φ × 𝑁Φ, where

𝑁Φ = max{𝑂 (𝜀−2
heavy log2 𝑛), 𝑛} = Θ̃𝜀 (max{𝑛6𝜂, 𝑛})

since 𝜀heavy =
𝜌
√
𝜀

2𝐶3
√
𝑛

and 𝜌 = Θ̃(𝑛1/2−3𝜂𝜀−2). By Lemma 6.5.2, the initialization time of the

two inverse maintenance data structures is

𝑂 (𝑛𝜔 + 𝑁𝜔Φ) = Θ̃𝜀 (max{𝑛6𝜂𝜔, 𝑛𝜔}).
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Summing up all these terms, and since we set 𝜂 = 1/10, the total initialization time is

𝑂𝜀 (𝑛𝜔).

Reset Since Algorithm 38 implements Algorithm 36, it satisfies the low-rank update scheme of

Theorem 6.3.3, so we have that the sequence r(𝑖,𝑘) undergoes at most 𝑇+𝐾2ℓ number of updates of

size

𝑂𝜀

((
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ

)
(6.5)

for every ℓ ∈ [0 : log𝑇].

Note that the four data structures DSInv, DSImplicitInv, DSNorm, DSHeavyHitters all follow the

same reset and partial reset scheme. And since the matrix maintained by DSInv has the largest size

𝑁 = Θ̃(𝑛𝜀−5), it suffices to bound the reset and partial reset time of DSInv.

As stated on Line 11 of Algorithm 39, we only perform the Reset operation in the 𝑖-th iteration

if 𝑘0 ≥ 𝑛𝑎0 , where 𝑘0 = nnz(r(𝑖,𝑘) − r0), and r0 is the variable maintained by the data structure that

was updated in the last Reset (see Lemma 6.5.2). By the low rank update size of Eq. (6.5), for

any 𝑎 ∈ [𝑎0, 1], we only accumulate updates of size 𝑛𝑎 for at most 𝑇+𝐾
𝑛𝑎/2−𝜂

· log 𝑛
𝛿

number of times.

For convenience for any 𝑎 we define a parameter ℓ = log(𝑛𝑎/2−𝜂 · 𝛿
log 𝑛 ) such that we get a update

of size 𝑛𝑎 =

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ for at most (𝑇 + 𝐾)/2ℓ times. Let ℓ0 = log(𝑛𝑎0/2−𝜂 · 𝛿

log 𝑛 ), and by

Lemma 6.5.2 the total reset time over all iterations is

𝑂𝜀

(log𝑇∑︁
ℓ=ℓ0

𝑇 + 𝐾
2ℓ
· Tmat

(
𝑁, 𝑁,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ

))
.

Define 𝑥(ℓ) = log𝑁 ((
log 𝑛
𝛿
)2 · 𝑛2𝜂 · 22ℓ) = log𝑁 ((

log 𝑛
𝛿
)2 · 𝑛2𝜂) + 2ℓ

log 𝑁 , then since we defined 𝜔(𝑥)

such that Tmat(𝑛, 𝑛, 𝑛𝑥) = 𝑛𝜔(𝑥)+𝑜(1) , we have the above time complexity equals to

𝑂𝜀

(
(𝑇 + 𝐾) ·

log𝑇∑︁
ℓ=ℓ0

𝑁
𝜔(𝑥(ℓ))− ℓ

log 𝑁

)
.
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By Fact 2.2.7 we know that 𝜔(𝑥) is convex, and hence the function 𝑓 (ℓ) = 𝜔(𝑥(ℓ)) − ℓ
log 𝑁 is also

convex. So we have that the summation is upper bounded by the terms ℓ = ℓ0 and ℓ = log𝑇 . And

so the above time complexity is bounded by

𝑂𝜀

(
𝑇 + 𝐾

2ℓ0
· Tmat

(
𝑁, 𝑁,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ0

)
+ Tmat

(
𝑁, 𝑁,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 𝑇2

))
≤ 𝑂

(
𝑛1/2−𝑎0/2 · Tmat

(
𝑛, 𝑛, 𝑛𝑎0

)
+ Tmat

(
𝑛, 𝑛, 𝑛

))
· poly(𝜀−1),

since ℓ0 = log(𝑛𝑎0/2−𝜂 · 𝛿
log 𝑛 ), 𝑁 = Θ̃𝜀 (𝑛), 𝑇 = 𝛼−1𝜀−2 ln 𝑛, 𝛼 = Θ̃𝜀 (𝑛−1/2+𝜂).

Partial reset Similar to the Reset operation, it suffices to bound the partial reset time of DSInv.

As stated on Line 13 of Algorithm 39, we only perform the PartialReset operation in the 𝑖-th

iteration if 𝑘1 ≥ 𝑛𝑎1 , where 𝑘1 = nnz(r(𝑖,𝑘) − r1), and r1 is the variable maintained by the data

structure that was updated in the last PartialReset (see Lemma 6.5.2). Let ℓ1 = log(𝑛𝑎1/2−𝜂 · 𝛿
log 𝑛 )

such that we perform a PartialReset of size 𝑛𝑎1 for at most 𝑇+𝐾2ℓ1 times, and by Lemma 6.5.2 the

total partial reset time over all iterations is

𝑂𝜀

(log𝑇∑︁
ℓ=ℓ1

𝑇 + 𝐾
2ℓ
· Tmat

(
𝑁, 𝑛𝑎0 ,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ

))
.

Using the same argument as for reset operation and using the convexity of 𝜔𝑎0 (𝑥) (Fact 2.2.7), we

have that the summation is upper bounded by the terms ℓ = ℓ1 and ℓ = log𝑇 . And so the above

time complexity is bounded by

𝑂𝜀

(
𝑇 + 𝐾

2ℓ1
· Tmat

(
𝑁, 𝑛𝑎0 ,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 22ℓ1

)
+ Tmat

(
𝑁, 𝑛𝑎0 ,

(
log 𝑛
𝛿

)2
· 𝑛2𝜂 · 𝑇2

))
≤ 𝑂

(
𝑛1/2−𝑎1/2 · Tmat(𝑛, 𝑛𝑎0 , 𝑛𝑎1) + Tmat(𝑛, 𝑛𝑎0 , 𝑛)

)
· poly(𝜀−1)

since ℓ1 = log(𝑛𝑎1/2−𝜂 · 𝛿
log 𝑛 ), 𝑁 = Θ̃𝜀 (𝑛), 𝑇 = 𝛼−1𝜀−2 ln 𝑛, 𝛼 = Θ̃𝜀 (𝑛−1/2+𝜂).

Query. Next we bound the runtime of the query operations of the four data structures.
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• DSInv: In DSInv (Algorithm 39), the query operation is called with sets |𝐼𝑖 | = 𝑏 and |𝐽 | = 1,

and by Lemma 6.5.2 its runtime per iteration is

𝑂
(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0 · 𝑏

)
= 𝑂𝜀

(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0+1/2+𝜂 ·

)
since 𝑏 = Θ̃𝜀 (𝑛1/2+𝜂).

• DSImplicitInv: In Algorithm 38, the QuerySum operation of DSImplicitInv (Algorithm 41) is

only called once in the algorithm, and by Lemma 6.5.4 its runtime over all iterations is𝑂 (𝑛2).

• DSNorm: In DSNorm (Algorithm 40), the query operation is called with sets |𝐼ℓ2,𝑖 | =

𝑂 (𝜀−2 log(𝑛)) and |𝐽ℓ2 | = 1, and with sets |𝐼ℓ3,𝑖 | = 𝑂 (𝑛1/3 log3(𝑛)) and |𝐽ℓ3 | = 1, and

by Lemma 6.5.2 its runtime per iteration is

𝑂

(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0 ·

(
𝜀−2 log(𝑛) + 𝑛1/3 log3(𝑛)

) )
.

• DSHeavyHitters: In DSHeavyHitters (Algorithm 42), the query operation is called with sets

|𝐼Φ | = 𝑂 (𝜀−2
heavy log2 𝑛) and |𝐽Φ | = 1, and with sets |𝐿 | = 𝑂 (𝜀−2

heavy) and |𝐽 | = 1, and by

Lemma 6.5.2 its runtime per iteration is

𝑂
(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0 · 𝜀−2

heavy log2 𝑛
)
= 𝑂𝜀

(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0+6𝜂 ·

)
,

since 𝜀heavy =
𝜌
√
𝜀

2𝐶3
√
𝑛

and 𝜌 = Θ̃𝜀 (𝑛1/2−3𝜂).

Combining these four query time, we have that over all iterations, the total query time is

𝑂

(
𝑇 ·

(
Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛𝑎0+1/2+𝜂 + 𝑛𝑎0+1/3 + 𝑛𝑎0+6𝜂

))
· poly(𝜀−1)

= 𝑂

(
𝑛1/2−𝜂 · Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1) + 𝑛1+𝑎0

)
· poly(𝜀−1),

since 𝑇 = 𝛼−1𝜀−2 ln 𝑛, 𝛼 = Θ̃𝜀 (𝑛−1/2+𝜂), and we set 𝜂 = 1/10.
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Total runtime. Combining the time complexities of intialization, reset, partial reset, and query,

we have that the total time complexity is bounded by

𝑂

(
𝑛𝜔 + 𝑛

1−𝑎0
2 Tmat(𝑛, 𝑛, 𝑛𝑎0) + 𝑛

1−𝑎1
2 Tmat(𝑛, 𝑛𝑎0 , 𝑛𝑎1) + 𝑛1/2−𝜂Tmat(𝑛𝑎0 , 𝑛𝑎1 , 𝑛𝑎1)

)
· poly(𝜀−1).

When 𝑎0 ≤ 𝛼∗ and 𝑎1 ≤ 𝑎0 · 𝛼∗, this becomes

𝑂

(
𝑛𝜔 + 𝑛2.5−𝑎0/2 + 𝑛1.5+𝑎0−𝑎1/2 + 𝑛1/2−𝜂+𝑎0+(𝜔−1)𝑎1

)
· poly(𝜀−1).

Time complexity when 𝜔 = 2. We remark that when 𝜔 = 2, we can choose the optimal trade-off

𝑎0 = 1 − 1−2𝜂
9 and 𝑎1 = 1 − 1−2𝜂

3 , and the time complexity becomes

𝑂

(
𝑛2+(1−2𝜂)/18

)
· poly(𝜀−1).

Since we choose 𝜂 = 1/10, this become

𝑂

(
𝑛2+1/22.5

)
· poly(𝜀−1).

6.7 Time Complexity of the Deterministic Algorithm Using Fast Data Structures

In this section we show that we can implement Algorithm 34 by using the one-level inverse

maintenance data structure (Lemma 6.5.1). This algorithm is deterministic since we don’t use any

randomized techniques.

Theorem 6.7.1 (Time complexity of Algorithm 34 using one-level inverse maintenance). For any

parameters ℓ0, · · · , ℓlog𝑇 ∈ [0, log𝑇], the time complexity of Algorithm 34 when using one-level
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inverse maintenance is

𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

23ℓ 𝑗− 𝑗 +
log𝑇∑︁
𝑗=0
Tmat(𝑛, 𝑛, 𝑛1/3 · 23ℓ 𝑗− 𝑗 ) · 2 𝑗−ℓ 𝑗ª®¬ poly(𝜀−1).

In particular, when 𝜔 = 2 + 𝑜(1), this time complexity is bounded by

𝑂

(
𝑛2+1/12

)
poly(𝜀−1).

Proof. By Lemma 6.5.3 there exists a matrix N(r) ∈ R𝑂 (𝑛)×𝑂 (𝑛) such that Δ(𝑖,𝑘) and CΔ(𝑖,𝑘) − d

can be read off from a column of N(r(𝑖,𝑘))−1, and it undergoes coordinate updates to r. We

maintain this inverse using the one-level data structure of Lemma 6.5.1. We use the one-level

inverse maintenance data structure to query for Δ(𝑖,𝑘) and u(𝑖,𝑘) exactly in each iteration, and the

correctness is straightforward.

Note that the r(𝑖,𝑘)’s in Algorithm 34 follows the update scheme of Lemma 6.4.4 with 𝜁 =

𝑂 (𝑛1/3𝜀2/3). We maintain a vector r(𝑖,𝑘) ≈𝛿 r(𝑖,𝑘) for Algorithm 34, and we update r(𝑖,𝑘) in a slightly

different way than Line 8 of Algorithm 34: We update it by SelectVectorL3 (Algorithm 37)

instead of SelectVector.

Let ℓ0, ℓ1, · · · , ℓlog𝑇 ∈ [0, log𝑇] be parameters to be determined later. For any 𝑗 ∈ [0 : log𝑇],

we perform an update operation of the inverse maintenance data structure of Lemma 6.5.1 in

all iterations 𝐵 𝑗 [𝑘] where 𝑘 ≡ 0 (mod 2ℓ 𝑗 ). Note that by Corollary 6.4.5 this update has size

𝑘 𝑗 = 𝑂

(
𝜁 · 23ℓ 𝑗− 𝑗 · log6 𝑛

𝛿3

)
. Next we compute the time complexity of all query and update operations.

and note that it follows the update scheme of Lemma 6.4.4.

Query. The total number of updated coordinates when performing a query operation is at most

𝑘 =

log𝑇∑︁
𝑗=0

𝑘 𝑗 =

log𝑇∑︁
𝑗=0

𝑂

(
𝜁 · 23ℓ 𝑗− 𝑗 · log6 𝑛

𝛿3

)
Note that we can assume 𝑘 ≤ 𝑛 since otherwise the query is trivial. So the query time in each
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iteration is

𝑂 (𝑘𝜔 + 𝑛𝑘) = 𝑛 ·
log𝑇∑︁
𝑗=0

𝑂

(
𝑛1/3 · 23ℓ 𝑗− 𝑗

)
· poly(𝜀−1).

Update. For any 𝑗 ∈ [0 : log𝑇], the update takes time Tmat(𝑛, 𝑛, 𝑘 𝑗 ), and in total it is performed
|𝐵 𝑗 |
2ℓ 𝑗

times. So the amortized cost of all updates is

1
𝑇
·

log𝑇∑︁
𝑗=0
Tmat(𝑛, 𝑛, 𝑘 𝑗 ) ·

|𝐵 𝑗 |
2ℓ 𝑗
≤ 𝑂 ©­« 1

𝑇
·

log𝑇∑︁
𝑗=0
Tmat(𝑛, 𝑛, 𝑛1/3 · 23ℓ 𝑗− 𝑗 ) · 2 𝑗−ℓ 𝑗ª®¬ · poly(𝜀−1),

where we used Lemma 6.4.3 that |𝐵 𝑗 | ≤ 2 𝑗+1.

Total runtimes. Combining the query and update operation and the 𝑂 (𝑛𝜔)poly(𝜀−1) initial-

ization time, and since 𝑇 = 𝑂 (𝑛1/3)poly(𝜀−1), the total running time is

𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

23ℓ 𝑗− 𝑗 +
log𝑇∑︁
𝑗=0
Tmat(𝑛, 𝑛, 𝑛1/3 · 23ℓ 𝑗− 𝑗 ) · 2 𝑗−ℓ 𝑗ª®¬ poly(𝜀−1)

≤ 𝑂 ©­«𝑛𝜔 + 𝑛5/3 ·
log𝑇∑︁
𝑗=0

23ℓ 𝑗− 𝑗 +
log𝑇∑︁
𝑗=0

(
𝑛

𝜔−2
3(1−𝛼) · 2(3ℓ 𝑗− 𝑗) 𝜔−2

1−𝛼 𝑛2− 𝛼(𝜔−2)
1−𝛼 + 𝑛2

)
· 2 𝑗−ℓ 𝑗ª®¬ poly(𝜀−1)

= 𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

23ℓ 𝑗− 𝑗 +
log𝑇∑︁
𝑗=0

(
𝑛
𝜔−3𝛼𝜔+4

3(1−𝛼) · 2 3𝜔+𝛼−7
1−𝛼 ℓ 𝑗+ 3−𝜔−𝛼

1−𝛼 𝑗 + 𝑛2 · 2 𝑗−ℓ 𝑗
)ª®¬ poly(𝜀−1),

where the second step follows from Fact 2.2.10.

We choose ℓ 𝑗 such that 𝑛2 · 2 𝑗−ℓ 𝑗 = max{𝑛5/3 · 23ℓ 𝑗− 𝑗 , 𝑛
𝜔−3𝛼𝜔+4

3(1−𝛼) · 2 3𝜔+𝛼−7
1−𝛼 ℓ 𝑗+ 3−𝜔−𝛼

1−𝛼 𝑗 }, i.e.,

2ℓ 𝑗 = 𝑛1/122 𝑗/2 or 𝑛𝛼/3−1/92 𝑗/3.

297



So we have the total runtime is the minimum of the following two equations:

𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

𝑛1/42 𝑗/2 +
log𝑇∑︁
𝑗=0

(
𝑛
𝜔−3𝛼𝜔+4

3(1−𝛼) · 𝑛
3𝜔+𝛼−7
12(1−𝛼) 2

3𝜔+𝛼−7
2(1−𝛼) 𝑗 · 2 3−𝜔−𝛼

1−𝛼 𝑗
)ª®¬ poly(𝜀−1)

= 𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

𝑛1/42 𝑗/2 +
log𝑇∑︁
𝑗=0

(
𝑛

7𝜔−12𝛼𝜔+9+𝛼
12(1−𝛼) · 2

𝜔−𝛼−1
2(1−𝛼) 𝑗

)ª®¬ poly(𝜀−1)

= 𝑂

(
𝑛𝜔 + 𝑛25/12 + 𝑛

9𝜔−12𝛼𝜔+7−𝛼
12(1−𝛼)

)
poly(𝜀−1),

and

𝑂
©­«𝑛𝜔 + 𝑛5/3 ·

log𝑇∑︁
𝑗=0

𝑛𝛼−1/3 +
log𝑇∑︁
𝑗=0

(
𝑛2 · 22 𝑗/3 · 𝑛−𝛼/3+1/9

)ª®¬ poly(𝜀−1)

= 𝑂

(
𝑛𝜔 + 𝑛4/3+𝛼 + 𝑛2+1/3−𝛼/3

)
poly(𝜀−1)

= 𝑂

(
𝑛𝜔 + 𝑛2+1/3−𝛼/3

)
poly(𝜀−1).

In conclusion, we have that the total runtime is

𝑂

(
𝑛𝜔 +min

{
𝑛2+1/12 + 𝑛𝜔−

3𝜔+𝛼−7
12(1−𝛼) , 𝑛2+1/3−𝛼/3

})
poly(𝜀−1).

Note that when 𝜔 = 2, we have 𝛼 = 1, and the algorithm runs in 𝑂 (𝑛𝜔 + 𝑛2+1/12) · poly(𝜀−1)

time.

6.8 Guarantees of Algorithm 34: MWU with Monotone Weights

The algorithm in this section has been analysed previously as mentioned in the main text. We

include a proof similar to that of [179] for ℓ∞-regression here for completeness. The analysis of
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Algorithm 34 is based on tracking two potential functions that were defined in Eq. (6.3) and (6.4):

Φ

(
w(𝑖,𝑘)

)
:=




w(𝑖,𝑘)



1

Ψ(r(𝑖,𝑘)) := min
Δ∈R𝑑

∑︁
𝑒

r(𝑖,𝑘)𝑒 (CΔ − d)2𝑒 .

Also recall that by Lemma 6.2.1 we always have Ψ(r(𝑖,𝑘)) ≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)). We will show how

these potential functions change with a primal step (Line 10) and a width reduction step (Line 14)

in Algorithm 34. Finally, to prove our runtime bound, we will first show that if the total number

of width reduction steps 𝐾 is not too large, then Φ is bounded. We then prove that the number of

width reduction steps cannot be too large by using the relation betweenΦ and Ψ and their respective

changes throughout the algorithm.

Convergence Analysis

Change in Φ

Lemma 6.8.1. After 𝑖 primal steps, and 𝑘 width-reduction steps, the potential Φ is bounded as

follows:

Φ

(
w(𝑖,𝑘)

)
≤ Φ(w(0,0))

(
1 + 𝑒𝜀+𝛿 · 𝜀𝛼

) 𝑖 (
1 + 𝑒𝜀+𝛿 · 𝜀

𝜏

) 𝑘
.

Proof. We prove this claim by induction. Initially, 𝑖 = 𝑘 = 0, and Φ

(
w(0,0)

)
= 𝑛, and thus, the

claim holds trivially. Assume that the claim holds for some 𝑖, 𝑘 ≥ 0. Denote w = w(𝑖,𝑘) and

Δ = Δ(𝑖,𝑘) .

Primal Step. If the next step is a primal step,

Φ

(
w(𝑖+1,𝑘)

)
= ∥w + 𝜀𝛼 |CΔ − d|w∥1 = ∥w∥1 + 𝜀𝛼

∑︁
𝑒

w𝑒 |CΔ − d|𝑒 .
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We next bound
∑
𝑒 |CΔ − d|𝑒w𝑒. Using Cauchy-Schwarz inequality,

∑︁
𝑒

w𝑒 |CΔ − d|𝑒 ≤
√︄∑︁

𝑒

w𝑒
∑︁
𝑒

r𝑒 (CΔ − d)2𝑒 ≤
√︁
𝑒𝛿 · Φ(w)Ψ(r) ≤ 𝑒𝜀+𝛿 · Φ(w), (6.6)

where the last inequality follows from Lemma 6.2.1. We thus have,

Φ

(
w(𝑖+1,𝑘)

)
≤ Φ(w(𝑖,𝑘)) ·

(
1 + 𝑒𝜀+𝛿 · 𝜀𝛼

)
.

Width Reduction Step. Let Δ = Δ(𝑖,𝑘) denote the solution returned in Line 9 of Algorithm 34,

and let 𝐻 denote the set of indices 𝑗 ∈ [𝑛] such that |CΔ− d| 𝑗 ≥ 𝜏, i.e., the set of indices on which

the algorithm performs width reduction. We have the following:

Φ(w(𝑖,𝑘+1)) =
∑︁
𝑗∉𝐻

w(𝑖,𝑘)
𝑗
+

∑︁
𝑗∈𝐻
(w(𝑖,𝑘)

𝑗
+ 𝜀r(𝑖,𝑘)

𝑗
) = Φ + 𝜀

∑︁
𝑗∈𝐻

r(𝑖,𝑘)
𝑗

≤ Φ + 𝜀
𝜏

∑︁
𝑗

r(𝑖,𝑘)
𝑗
|CΔ − d| 𝑗

≤ Φ(w(𝑖,𝑘))
(
1 + 𝜀

𝜏
· 𝑒𝜀+𝛿

)
.

The last inequality follows from a reasoning similar to Equation (6.6).

Change in Ψ

We now prove how the Ψ potential changes throughout the algorithm.

Lemma 6.8.2. After 𝑖 primal steps and 𝑘 width reduction steps, if 𝛿 ≤ 𝜀/6,

Ψ(r(𝑖,𝑘)) ≥ Ψ(r(0,0))
(
1 + 𝜀

2𝜏2

4𝑛

) 𝑘
.

Proof. First note that the primal steps only increases w, and so it only increases Ψ(r), so it suffices

to only consider the width reduction steps.

In this proof from simplicity we use r and r to denote r(𝑖,𝑘) and r(𝑖,𝑘) , and r′ and r′ to denote
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r(𝑖,𝑘+1) and r(𝑖,𝑘+1) . We let 𝐻 denote the set of indices 𝑗 ∈ [𝑛] such that |CΔ − d| 𝑗 ≥ 𝜏, i.e., the set

of indices on which the algorithm performs width reduction.

We start by noting the following from Lemma 6.2.3 that for r, r′ ≥ 0

Ψ(r′) ≥ Ψ(r) +
∑︁
𝑒

(
1 − r𝑒

r′𝑒

)
r𝑒 (CΔ̃ − d)2𝑒 ,

where Δ̃ is the solution of Ψ(r). For any coordinate 𝑒 ∈ 𝐻,

r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

≥ w(𝑖,𝑘+1)𝑒 − w(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

= 𝜀
r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

≥ 𝜀

1 + 2𝜀
.

In the above we used, w(𝑖,𝑘+1)𝑒 = w(𝑖,𝑘)𝑒 + 𝜀r(𝑖,𝑘)𝑒 , and r(𝑖,𝑘+1)𝑒 ≤ (1 + 2𝜀)r(𝑖,𝑘)𝑒 . Now,

r′𝑒 − r𝑒
r′𝑒

≥
𝑒−𝛿r′𝑒 − 𝑒𝛿r𝑒

𝑒𝛿r′𝑒
=

r′𝑒 − r𝑒
r′𝑒

− 𝑒
𝛿 − 𝑒−𝛿
𝑒𝛿

≥ 𝜀

1 + 2𝜀
− 2𝛿.

Since 𝛿 ≤ 𝜀/6, the above becomes,
r′𝑒 − r𝑒

r′𝑒
≥ 𝜀

3
.

We also know that for all 𝑒 ∈ 𝐻, |CΔ − d|𝑒 ≥ 𝜏, and since r𝑒 ≥ 𝑒−𝛿r𝑒 ≥ 𝑒−𝛿 𝜀𝑛Φ(w),

Ψ(r′) ≥ Ψ(r) + 𝜀
3
· 𝑒−𝛿 𝜀

𝑛
Φ(w) · 𝜏2 ≥ Ψ(r) + 𝜀

2𝜏2𝑒−𝜀−2𝛿

3𝑛
Ψ(r).

Overall, after 𝑘 such steps and using that 𝛿 ≤ 𝜀/6 ≤ 1/60, we get,

Ψ(r(𝑖,𝑘)) ≥ Ψ(r(0,0))
(
1 + 𝜀

2𝜏2

4𝑛

) 𝑘
.
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Proof of Theorem 6.1.3

Proof. Let̂x = x(𝑇 )
𝑇

be the solution returned by Algorithm 34. We first bound the objective value

at ̂x. Suppose the algorithm terminates in 𝑇 = 𝛼−1𝜀−2 log 𝑛 primal steps and 𝐾 ≤ 𝜏/𝜀2 width

reduction steps. We can assume this without loss of generality since otherwise we can just halt the

algorithm after executing 𝜏/𝜀2 width reduction steps. In the end we will show that the algorithm

executes < 𝜏/𝜀2 width reduction steps.

We can now apply Lemma 6.8.1 to get,

Φ

(
w(𝑇,𝐾)

)
≤ 𝑛𝑒2(1+𝜀)𝜀𝛼𝑇+2(1+𝜀)𝜀𝜏−1𝐾 ≤ 𝑛𝑒2 (1+𝜀) log 𝑛

𝜀
+(1+𝜀) ≤ 𝑛𝑒

2(1+𝜀)
𝜀
(1+log 𝑛) = 𝑛𝑂( 1

𝜀 ) .

We next observe from the weight and x update steps in our algorithm that, w(𝑇,𝐾) ≥ |x(𝑇) |/𝑇 .

w(𝑇,𝐾)𝑒 ≥ Π𝑖≥0

(
1 + 𝜀𝛼 |CΔ(𝑖,𝑘) − d|𝑒

)
≥ exp

(
(1 − 𝜀)𝜀𝛼

∑︁
𝑖≥0
|CΔ(𝑖,𝑘) − d|𝑒

)
.

In the last inequality we used that ∥CΔ(𝑖,𝑘) − d∥∞ ≤ 𝜏 and 𝛼𝜏 ≤ 1 along with exp(𝜀(1 −

𝜀)𝑥) ≤ (1 + 𝜀𝑥) for 0 < 𝜀 < 1/2 and 0 ≤ 𝑥 ≤ 1. We also know that w(𝑇,𝐾)𝑒 ≤ Φ(w(𝑇,𝐾)) ≤

𝑛𝑒(1+𝛿) (1+𝜀)𝜀𝛼𝑇+(1+𝛿) (1+𝜀)/𝜀 Now,

∥Ĉx − d∥∞ ≤
1
𝑇
∥

𝑇∑︁
𝑡=1
|CΔ(𝑡,𝑘) − d|∥∞ ≤

(1 + 𝜀) (1 + 𝛿)
1 − 𝜀 + (1 + 𝜀) (1 + 𝛿)

𝜀𝛼𝑇 (1 − 𝜀) +
log 𝑛

(1 − 𝜀)𝜀𝛼𝑇 ≤ 1 + 10𝜀.

We have shown that if the number of width reduction steps is bounded by 𝐾 then our algorithm

returns the required solution. We will next prove that we cannot have more than 𝐾 width reduction

steps.

Suppose to the contrary, the algorithm takes a width reduction step starting from step (𝑖, 𝑘)

where 𝑖 < 𝑇 and 𝑘 = 𝜏/𝜀2. Since the conditions for Lemma 6.8.1 hold for all preceding steps, we

must have Φ
(
w(𝑖,𝑘)

)
≤ 𝑛𝑂( 1

𝜀 ) which combined with Lemma 6.2.1 implies Ψ ≤ (1 + 𝜀)𝑛𝑂( 1
𝜀 ) . Let

𝐿 = d⊤
(
I − C⊤(C⊤C)−1C

)
d denote a lower bound on Ψ(r(0,0)). Using this bound, from lemma
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6.8.2,

Ψ

(
r(𝑖,𝑘+1)

)
≥ Ψ

(
r(0,0)

) (
1 + 𝜀2𝜏2

4(1 + 𝜀) (1 + 𝛿)𝑛

) 𝑘
≥ 𝐿

(
1 + 𝜀2𝜏2

4(1 + 𝜀) (1 + 𝛿)𝑛

) 𝑘
.

Therefore,

𝑛𝑂( 1
𝜀 ) ≥ 𝐿

(
1 + 𝜀2𝜏2

(1 + 𝜀) (1 + 𝛿)𝑛

) 𝑘
.

which is a contradiction if 𝐾 > 𝜏/𝜀2 for the set value of 𝜏 = Θ

(
𝑛

1
3

𝜀
1
3

log 𝑛
𝐿

)
. We can thus conclude

that we can never have more than 𝐾 = 𝜏/𝜀2 width reduction steps, thus concluding the correctness

of the returned solution. The total number of iterations is at most,

𝑇 + 𝐾 ≤ 𝛼−1𝜀−2 log 𝑛 + 𝜏𝜀−2 = Θ

(
𝑛1/3𝜀−7/3 log2 𝑛

𝐿

)
.

6.9 Guarantees of Algorithm 36: Robust Primal Step and Stable Width Reduction Step

6.9.1 Starting Point: Non-Monotone MWU Algorithm

We first present the starting point from where we developed our final algorithm. We extend

the algorithm in [188] to general ℓ∞-regression. This gives an algorithm which converges in

𝑂 (𝑛1/3poly(𝜀−1)) iterations and has weights that are not monotonically increasing. The algorithm

is presented as Algorithm 43 and we omit the analysis since we do not really use this algorithm

directly.

Theorem 6.9.1. Let 𝜂 ≤ 1/6. There is an algorithm that does not update the weights monotonically

(Algorithm 43, and with input


C

−C

 ,


d

−d

 , 𝜀) returnŝx such that ∥Ĉx−d∥∞ ≤ 1+𝑂 (𝜀) in at most

𝑂

(
(𝑛1/2−𝜂 + 𝑛2𝜂)𝜀−7/3

)
iterations. Each iteration solves a system of linear equations.

Let us consider the width reduction steps. Since r𝑒 ≥ 𝜀
2𝑛Φ(w) ≥

𝜀
2𝑛Ψ(w), from the condition
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Algorithm 43 Accelerated MWU algorithm with non-monotone weights

1: procedure MWU-NonMonotone(C̃, d̃, 𝜀)
2: w(0,0) ← 1𝑛, x(0,0) ← 0𝑑
3: 𝛼← Θ̃

(
𝑛−1/2+𝜂𝜀1/3

)
, 𝛼+ ← 𝛼, 𝛼− ← 𝛼/(1 + 2𝜀)

4: 𝜏 ← Θ̃

(
𝑛1−4𝜂𝜀−1/3

)
, 𝜌 ← Θ̃

(
𝑛1/2−3𝜂

)
5: 𝑇 ← 𝛼−1 ln 𝑛

Ψ0
/𝜀2

6: 𝑖, 𝑘 = 0
7: while 𝑖 < 𝑇 do
8: r(𝑖,𝑘) ← w(𝑖,𝑘) + 𝜀

2𝑛
∑
𝑒 w(𝑖,𝑘)𝑒

9: Δ(𝑖,𝑘) ← arg minΔ
∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ − d̃)2𝑒 ⊲ Δ = (C̃⊤R(𝑖,𝑘)C̃)−1C̃⊤R(𝑖,𝑘) d̃

10: Ψ(r(𝑖,𝑘)) ← ∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒

11: if
∑
𝑒 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≤ 2𝜌Ψ(r(𝑖,𝑘)) then ⊲ primal step

12: −→𝛼 (𝑖,𝑘)𝑒 =

{
𝛼+ if (C̃Δ(𝑖,𝑘) − d̃)𝑒 ≥ 0
𝛼− else

13: w(𝑖+1,𝑘) ← w(𝑖,𝑘)
(
1 + 𝜀−→𝛼 (𝑖,𝑘) (C̃Δ(𝑖,𝑘) − d̃)

)
14: x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘)
15: 𝑖 ← 𝑖 + 1
16: else ⊲ width reduction step
17: Let 𝑆 be the set of coordinates 𝑒 such that |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≥ 𝜌
18: 𝐻 ⊆ 𝑆 be maximal subset such that

∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

19: For all 𝑒 ∈ 𝐻, w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

𝑛
Φ(w(𝑖,𝑘))

20: If 𝐻 ≠ 𝑆, for one 𝑒 ∈ 𝑆 \ 𝐻, let 𝛾 = min{1, 𝜏−1

r(𝑖,𝑘 )
𝑒

Ψ(r(𝑖,𝑘))}

21: w(𝑖,𝑘+1)
𝑒

← (1 + 𝜀𝛾)w(𝑖,𝑘)
𝑒
+ 𝜀2𝛾

𝑛
Φ(w(𝑖,𝑘))

22: 𝑘 ← 𝑘 + 1
23: end if
24: end while
25: return x(𝑇)/𝑇
26: end procedure
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of the width steps we get that,

𝜀

2𝑛
Ψ(r) |𝐻 | ≤ 𝜏−1Ψ(r) ⇒ |𝐻 | ≤ 𝑂 (𝑛4𝜂).

The above calculations imply that for 𝜂 = 1/6, the algorithm in the worst case can update ≈ 𝑛2/3

coordinates in every iteration. There are a total of ≈ 𝑛1/3 iterations. At an intuitive level, if we

change the value of r so many coordinates per iteration, and that too by a factor of 𝜀, then the entire

idea of doing a lazy update is moot. Therefore, we require a new kind of width reduction steps that

can schedule these steps in a way amenable to a lazy update schedule, which is what we do in the

next section.

6.9.2 Warm Up: Stable Width Reduction Step

As a warm-up, we first analyze the required stable algorithm, but do not introduce any sketching.

In the next section, we will consider the changes to the analysis from this section which occur due

to the introduction of sketching. We encourage the reader to go through this section in order to

understand how our final algorithm works.

In this section we define C̃ =


C

−C

 and d̃ =


d

−d

 . Our goal is to prove the following result.

We will focus on the convergence and runtime in this section and defer the stability guarantees of

the algorithm to Appendix 6.10.

Theorem 6.9.2. For 𝜂 ≤ 1/10, Algorithm 44 with input (


C

−C

 ,


d

−d

 , 𝜀) finds ̂x ∈ R𝑑 such that

∥Ĉx − d∥∞ ≤ 1 + 𝑂 (𝜀) in at most 𝑇 + 𝐾 ≤ 𝑂 (𝑛1/2−𝜂𝜀−4) iterations. Furthermore, the algorithm

satisfies the following additional guarantees:

1. In the width reduction step of the algorithm, the algorithm only requires to find at most

𝑂

(
𝑛1/2+𝜂

)
large coordinates per iteration.

2. The algorithm satisfies the following low-rank update scheme: There are at most 𝑇+𝐾2ℓ number
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Algorithm 44 Accelerated MWU algorithm with non-monotone weights and stable steps

1: procedure MWU-NonMonotoneStable(C̃, d̃, 𝜀)
2: w(0,0) ← 12𝑛, r(0,0) ← r(0,0) ← (1 + 𝜀)12𝑛, x(0) ← 0𝑑
3: 𝛼← 𝑛−1/2+𝜂 · 𝜀 · log(𝑛)−4/3 log( 𝑛

Ψ0
)−1/3/10, 𝛼+ ← 𝛼, 𝛼− ← 𝛼/(1 + 2𝜀)

4: 𝜏 ← 𝑛1/2−𝜂 · 𝜀−4 · log(𝑛)8 log( 𝑛
Ψ0
)2, 𝜌 ← 𝑛1/2−3𝜂 · 𝜀−2 · log(𝑛)4 log( 𝑛

Ψ0
), 𝛿← 𝜀

100
5: 𝑇 ← 𝛼−1𝜀−2 log 𝑛, 𝑖 ← 0, 𝑘 ← 0
6: while 𝑖 < 𝑇 do
7: Δ(𝑖,𝑘) ← arg minΔ

∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ − d̃)2𝑒 ⊲ r ≈𝛿 r

8: Ψ(r(𝑖,𝑘)) ← ∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒

9: if
∑
𝑒 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≤ 2𝜌Ψ(r(𝑖,𝑘)) then ⊲ primal step

10: −→𝛼 (𝑖,𝑘)𝑒 =

{
𝛼+ if (C̃Δ(𝑖,𝑘) − d̃)𝑒 ≥ 0
𝛼− else

11: w(𝑖+1,𝑘) ← w(𝑖,𝑘)
(
1 + 𝜀−→𝛼 (𝑖,𝑘) (C̃Δ(𝑖,𝑘) − d̃)

)
12: r(𝑖+1,𝑘) ← w(𝑖+1,𝑘) + 𝜀

2𝑛
∑
𝑒 w(𝑖+1,𝑘)𝑒

13: r(𝑖+1,𝑘) ← SelectVector(r(𝑖+1,𝑘) , 𝑖 + 1, 𝛿) ⊲ Algorithm 35
14: x(𝑖+1) ← x(𝑖) + Δ(𝑖,𝑘) , 𝑖 ← 𝑖 + 1
15: else ⊲ width reduction step
16: Let 𝑆 be the set of coordinates 𝑒 such that |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≥ 𝜌
17: 𝐻 ⊆ 𝑆 be maximal subset such that

∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

18: if 𝐻 ≠ 𝑆 then
19: Pick any 𝑒 ∈ 𝑆 \ 𝐻.
20: For all 𝑒 ∈ 𝐻 ∪ {𝑒}, w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

21: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
22: For all 𝑒 ∈ 𝐻 ∪ {𝑒}, r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

23: else
24: for 𝜁 = 𝜌, 2𝜌, 4𝜌, · · · , 2𝑐𝜌𝜌 do
25: ⊲ 𝑐𝜌 is defined to be the smallest integer 𝑐 that satisfies 2𝑐𝜌 ≥

√︁
𝑛/𝜀

26: Define the set 𝐻𝜁 = {𝑒 ∈ 𝐻 | |C̃Δ(𝑖,𝑘) − d̃|𝑒 ∈ [𝜁, 2𝜁)}.
27: If

∑
𝑒∈𝐻𝜁 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≥

𝜌Ψ(r(𝑖,𝑘 ) )
log( 𝑛

𝜀𝜌
) , set 𝜁∗ ← 𝜁 , and break.

28: end for
29: For all 𝑒 ∈ 𝐻𝜁∗ , w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘))

30: r(𝑖,𝑘+1) ← w(𝑖,𝑘+1) + 𝜀
2𝑛Φ(w

(𝑖,𝑘+1))
31: For all 𝑒 ∈ 𝐻𝜁∗ , r(𝑖,𝑘+1)𝑒 ← r(𝑖,𝑘+1)𝑒

32: end if
33: 𝑘 ← 𝑘 + 1
34: end if
35: end while
36: return x(𝑇)/𝑇
37: end procedure
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of iterations where r receives an update of rank 𝑂𝜀 (𝑛1/522ℓ).

We first define some notation and basic properties.

Definitions and Basic Properties

Potentials. Recall that we had defined the two potentials of interest as,

Φ(w) = ∥w∥1, Ψ(r) = min
Δ∈R𝑑

2𝑛∑︁
𝑒=1

r𝑒 (CΔ − d)2𝑒 .

Also recall that by Lemma 6.2.1, for r = w + 𝜀
2𝑛 ∥w∥1, and r ≈𝛿 r, we always have Ψ(r) ≈𝛿 Ψ(r),

and Ψ(r) ≤ 𝑒𝜀+𝛿Φ(w).

Lazy updates for primal steps. Recall that in Algorithm 35, for any primal step 𝑖 and any

𝑒 ∈ [2𝑛], we defined LastWidth(𝑖, 𝑒) to be the largest 𝑖′ ≤ 𝑖 such that the algorithm executed

a width reduction step from (𝑖′, 𝑘) to (𝑖′, 𝑘 + 1) during which the weight of 𝑒 is updated, i.e.,

w(𝑖
′,𝑘+1)

𝑒 ≠ w(𝑖
′,𝑘)

𝑒 .

For any primal step 𝑖 and any 𝑒 ∈ [2𝑛], we also define Last(𝑖, 𝑒) to be the largest 𝑖′′ ≤ 𝑖 such

that r𝑒 was updated by SelectVector in primal step 𝑖′′ − 1, i.e., r(𝑖
′′,𝑘𝑖′′−1)

𝑒 ≠ r(𝑖
′′−1,𝑘𝑖′′−1)

𝑒 .

For any primal step 𝑖, we define 𝑆𝑖 ⊆ [2𝑛] to be the set of coordinates that are being updated by

SelectVector in the 𝑖-th primal step.

Finally, for any primal step 𝑖 and any 𝑒 ∈ 𝑆𝑖, we also define ℓ𝑖,𝑒 to be the smallest integer ℓ such

that 𝑖 ≡ 0 (mod 2ℓ) and
����ln (

r(𝑖)𝑒
r(𝑖−2ℓ )
𝑒

)���� ≥ 𝛿
2 log 𝑛 .

Remark: We note that r = w + 𝜀
2𝑛Φ(w). Now in our lazy update scheme, r can also change due

to changes in Φ(w). We claim that we do not need to consider the changes in r due to the change in

Φ in the lazy update scheme. This is because, the change in Φ contributes enough only when the

change is ≈ 𝑛 which can happen only 𝑂𝜀 (1) times (Refer to Lemma 6.9.4), or once every 𝑂𝜀 (𝛼−1)

iterations, and in such cases, the algorithm can reset the values of r for all coordinates.
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Sizes of width reduction steps. We say a width reduction step has size 𝑠 if it updates the weight

of 𝑠 coordinates, and we denote the size of the 𝑘-th width reduction step as Size(𝑘). For example,

if in the 𝑘-th width reduction step on Line 18 of Algorithm 44 we have that 𝐻 ≠ 𝑆, then we have

Size(𝑘) = |𝐻 | + 1 by Line 20 of Algorithm 44.

Lemma 6.9.3. If 𝛼𝜌1/3 ≤ 𝜀1/3

10𝑛1/3 and 𝛿 ≤ 1/2, then for every iteration 𝑖 and 𝑘 and every coordinate

𝑒, w(𝑖,𝑘)𝑒 > 0. Furthermore, every primal update satisfies, |−→𝛼 (𝑖,𝑘) (C̃Δ(𝑖,𝑘) − d̃) | ≤ 1/10.

Proof. The weights will always increase during a width reduction step and can only decrease during

a primal step. Therefore, we prove that after a primal step the weights can never be negative, i.e.,

for every 𝑖, 𝑘 , 1 + 𝜀−→𝛼 (C̃Δ(𝑖,𝑘) − d̃) ≥ 1
2 .

Observe that, when we do a primal step, i.e., the condition on Line 11 of Algorithm 43 is true,

since for all 𝑒, r(𝑖,𝑘)𝑒 ≥ 𝜀
2𝑛Φ(w

(𝑖,𝑘)) ≥ 𝜀
2𝑛Ψ(r

(𝑖,𝑘)),

𝜀

2𝑛
Ψ(r(𝑖,𝑘))∥C̃Δ(𝑖,𝑘) − d̃∥33 ≤ 2𝜌Ψ(r(𝑖,𝑘)).

This implies that,

∥C̃Δ(𝑖,𝑘) − d̃∥∞ ≤ ∥C̃Δ(𝑖,𝑘) − d̃∥3 ≤
41/3𝑛1/3𝜌1/3

𝜀1/3 ≤ 2𝑛1/3𝜌1/3

𝜀1/3 .

When (C̃Δ(𝑖,𝑘) − d̃)𝑒 ≥ 0, our weights can only increase, therefore we consider the case when it is

negative. The multiplicative change to the weights now becomes,

1 + 𝜀−→𝛼 (C̃Δ(𝑖,𝑘) − d̃) ≥ 1 − 𝜀𝛼−∥C̃Δ(𝑖,𝑘) − d̃∥∞ ≥ 1 − 𝜀

1 + 2𝜀
𝛼 · 4𝑛1/3𝜌1/3

𝜀1/3 ≥ 1
2
.

The second part just follows by using the values of −→𝛼 (𝑖,𝑘) and the bound on ∥C̃Δ(𝑖,𝑘) − d̃∥∞.

We would like to remark that this proof also works for the further robust algorithm described

in Section 6.9.2.
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Change in Φ

Lemma 6.9.4 (Change in Φ for Algorithm 44). After 𝑖 primal steps, and 𝑘 width-reduction steps,

if 𝛼𝜌1/3 ≤ 𝜀1/3

10𝑛1/3 , the potential Φ is bounded as follows:

Φ

(
w(𝑖,𝑘)

)
≤ Φ(w(0,0)) ·

(
1 + 𝜀𝛼+𝑒𝜀+𝛿

) 𝑖
·
(
1 + 𝜀𝑒𝜀+2𝛿 · (𝜏−1 + 𝜌−2)

) 𝑘
.

Furthermore, after every primal step, the potential can decrease by at most,

Φ

(
w(𝑖+1,𝑘)

)
≥ Φ

(
w(𝑖,𝑘)

) (
1 − 𝜀𝛼+𝑒𝜀+𝛿

)
.

Proof. First note that we always have w(𝑖,𝑘)𝑒 > 0 from the same proof as Lemma 6.9.3.

Primal Step. If the next step is a primal step, then

Φ

(
w(𝑖+1,𝑘)

)
=




w(𝑖,𝑘) + 𝜀−→𝛼 (𝑖,𝑘) (C̃Δ(𝑖,𝑘) − d̃)w(𝑖,𝑘)





1

= ∥w(𝑖,𝑘) ∥1 + 𝜀
∑︁
𝑒

w(𝑖,𝑘)𝑒
−→𝛼 (𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)𝑒 . (6.7)

We first bound
∑
𝑒 w(𝑖,𝑘)𝑒 · −→𝛼 (𝑖,𝑘)𝑒 · (C̃Δ(𝑖,𝑘) − d̃)𝑒. Using Cauchy-Schwarz inequality, we have

∑︁
𝑒

w(𝑖,𝑘)𝑒 · −→𝛼 (𝑖,𝑘)𝑒 · |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≤
√︄(∑︁

𝑒

w(𝑖,𝑘)𝑒 (−→𝛼 (𝑖,𝑘)𝑒 )2
)
·
(∑︁

𝑒

w(𝑖,𝑘)𝑒 · (C̃Δ(𝑖,𝑘) − d̃)2𝑒
)

≤ 𝛼+ ·
√︃
𝑒𝛿 · Φ(w(𝑖,𝑘)) · Ψ(r(𝑖,𝑘))

≤ 𝛼+ · 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)),

where the second step follows from 𝛼− < 𝛼+ and w(𝑖,𝑘)𝑒 ≤ 𝑒𝛿 · r(𝑖,𝑘)𝑒 , the third step follows from

Lemma 6.2.1 that Ψ(r(𝑖,𝑘)) ≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)).

Now, from Equation (6.7), and w(𝑖,𝑘)𝑒 > 0, we have that Φ(w(𝑖+1,𝑘)) is between Φ(w(𝑖,𝑘)) −

𝜀
∑
𝑒 w(𝑖,𝑘)𝑒

−→𝛼 (𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|𝑒 and Φ(w(𝑖,𝑘)) + 𝜀∑
𝑒 w(𝑖,𝑘)𝑒

−→𝛼 (𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|𝑒.
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Therefore, we get our bounds,

Φ

(
w(𝑖,𝑘)

)
(1 − 𝜀𝛼+𝑒𝜀+𝛿) ≤ Φ

(
w(𝑖+1,𝑘)

)
≤ Φ

(
w(𝑖,𝑘)

)
(1 + 𝜀𝛼+𝑒𝜀+𝛿).

Width Reduction Step.

When 𝐻 ≠ 𝑆, we have the following:

Φ(w(𝑖,𝑘+1)) =
∑︁

𝑗∉𝐻∪{𝑒}
w(𝑖,𝑘)
𝑗
+

∑︁
𝑗∈𝐻∪{𝑒}

(
(1 + 𝜀)w(𝑖,𝑘)

𝑗
+ 𝜀

2

2𝑛
Φ(w(𝑖,𝑘))

)
= Φ(w(𝑖,𝑘)) + 𝜀

∑︁
𝑗∈𝐻∪{𝑒}

r(𝑖,𝑘)
𝑗

≤ Φ(w(𝑖,𝑘)) + 𝜀𝑒𝛿
∑︁
𝑗∈𝐻

r(𝑖,𝑘)
𝑗
+ 𝜀𝑒𝛿r(𝑖,𝑘)

𝑒

≤ Φ(w(𝑖,𝑘)) + 𝜀𝑒𝛿𝜏−1Ψ(r(𝑖,𝑘)) + 𝜀𝑒𝛿𝜌−2Ψ(r(𝑖,𝑘))

≤ Φ(w(𝑖,𝑘)) + 𝜀𝑒𝜀+2𝛿 (𝜏−1 + 𝜌−2)Φ(w(𝑖,𝑘))

where the fourth step follows from
∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘)) by the definition of 𝐻, and that

r(𝑖,𝑘)
𝑒
≤ Ψ(r(𝑖,𝑘 ) )
(C̃Δ(𝑖,𝑘 )−d̃)2

𝑒

≤ Ψ(r(𝑖,𝑘 ) )
𝜌2 since 𝑒 ∈ 𝑆 and so it satisfies |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≥ 𝜌, and the last step

follows from Ψ(r(𝑖,𝑘)) ≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)) by Lemma 6.2.1.

Now, when 𝐻 = 𝑆, we only update weights in a set 𝐻𝜁∗ ⊆ 𝐻 (see Line 29 in Algorithm 44),

Φ(w(𝑖,𝑘+1)) =
∑︁
𝑗∉𝐻𝜁 ∗

w(𝑖,𝑘)
𝑗
+

∑︁
𝑗∈𝐻𝜁 ∗

(
(1 + 𝜀)w(𝑖,𝑘)

𝑗
+ 𝜀

2

2𝑛
Φ(w(𝑖,𝑘))

)
= Φ(w(𝑖,𝑘)) + 𝜀

∑︁
𝑗∈𝐻𝜁 ∗

r(𝑖,𝑘)
𝑗

≤ Φ(w(𝑖,𝑘)) + 𝜀𝜏−1Ψ(r(𝑖,𝑘))

≤ Φ(w(𝑖,𝑘)) + 𝜀𝑒𝜀+𝛿 · 𝜏−1Φ(w(𝑖,𝑘)),

where the third step follows from
∑
𝑒∈𝐻𝜁 ∗ r(𝑖,𝑘)𝑒 ≤ ∑

𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘)) by the definition of 𝐻,

and the fourth step follows from Ψ(r(𝑖,𝑘)) ≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)).
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In both cases we have

Φ(w(𝑖,𝑘+1)) ≤ Φ(w(𝑖,𝑘))
(
1 + 𝜀𝑒𝜀+2𝛿 · (𝜏−1 + 𝜌−2)

)
.

Also note that for a width reduction step, Φ(w(𝑖,𝑘+1)) ≥ Φ(w(𝑖,𝑘)).

Change in Ψ

Lemma 6.9.5 (Bound on |𝐻 | in width reduction steps). For any width reduction step, the size of 𝐻

satisfies |𝐻 | ≤ 𝑛
𝜏𝜀
· 𝑒𝜀+2𝛿.

Proof. Consider a width reduction step which updates (𝑖, 𝑘) to (𝑖, 𝑘 + 1).

Since
∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘)) and r(𝑖,𝑘)𝑒 ≥ 𝑒−𝛿r(𝑖,𝑘)𝑒 ≥ 𝑒−𝛿 𝜀2𝑛Φ(w

(𝑖,𝑘)) ≥ 𝑒−𝜀−2𝛿 𝜀
2𝑛Ψ(r

(𝑖,𝑘)),

we have

|𝐻 | · 𝑒−𝜀−2𝛿 · 𝜀
2𝑛

Ψ(r(𝑖,𝑘)) ≤
∑︁
𝑒∈𝐻

r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

=⇒ |𝐻 | ≤ 𝑛

𝜏 · 𝜀 · 𝑒
𝜀+2𝛿 .

Let 𝐿 be the largest power of 2 such that 𝐿 ≤ 1
100(log4 𝑛)𝜀𝛼𝜌 . Note that we have 𝐿 = Θ( 1

(log4 𝑛)𝜀𝛼𝜌 ).

We have the following lemma.

Lemma 6.9.6 (Change in Ψ for Algorithm 44). For any integer 𝑐 ≥ 0, after 𝐿 primal steps from

(𝑐 − 1)𝐿 to 𝑐𝐿, if 𝜌2𝜏−1 ≥ 0.1, the potential Ψ is bounded as follows:

Ψ(r(𝑐𝐿,𝑘𝑐𝐿)) ≥ Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿)) ·
(
1 −𝑂 (𝜀𝛼𝜌𝐿)

)
·

𝑘𝑐𝐿∏
𝑘=𝑘 (𝑐−1)𝐿

(
1 +𝑂

(𝜀4/3𝜌2/3 · Size(𝑘)1/3

𝑛1/3 · log2/3( 𝑛
𝜀𝜌
)

))
.

Proof. Width Reduction Step. We first consider the width reduction steps. Note that if the width

step updates a coordinate 𝑒, then it always updates r(𝑖,𝑘+1)
𝑒

to its exact value r(𝑖,𝑘+1)
𝑒

(see Line 22 and

31 in Algorithm 44. So we always have r(𝑖,𝑘+1)𝑒 = r(𝑖,𝑘+1)𝑒 if 𝑒 is being updated by the 𝑘-th width
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reduction step, and otherwise we have r(𝑖,𝑘+1)𝑒 = r(𝑖,𝑘)𝑒 .

Next we prove an upper bound on r(𝑖,𝑘+1)𝑒 . If the width reduction step updates the weight of a

coordinate 𝑒 to be w(𝑖,𝑘+1)𝑒 ← (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘)), then we have

r(𝑖,𝑘+1)𝑒 = w(𝑖,𝑘+1)𝑒 + 𝜀

2𝑛
Φ(w(𝑖,𝑘+1))

= (1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀
2

2𝑛
Φ(w(𝑖,𝑘)) + 𝜀

2𝑛
Φ(w(𝑖,𝑘+1))

= (1 + 𝜀)r(𝑖,𝑘)𝑒 + 𝜀

2𝑛
Φ(w(𝑖,𝑘+1)) − 𝜀

2𝑛
Φ(w(𝑖,𝑘))

≤ (1 + 𝜀)r(𝑖,𝑘)𝑒 + 𝜀

2𝑛
2𝜀 · Φ(w(𝑖,𝑘+1))

≤ (1 + 3𝜀)r(𝑖,𝑘)𝑒 , (6.8)

where the fourth step follows from Φ(w(𝑖,𝑘+1)) ≤ Φ(w(𝑖,𝑘)) · (1 + 𝜀𝑒𝜀+2𝛿 (𝜏−1 + 𝜌−2)) ≤ Φ(w(𝑖,𝑘)) ·

(1 + 2𝜀) by Lemma 6.9.4. Note that we also have r(𝑖,𝑘+1)𝑒 ≥ r(𝑖,𝑘)𝑒 since we are only increasing the

weights. Also,

r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

≥ r(𝑖,𝑘+1)𝑒 − (1 + 0.1𝜀)r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

≥ w(𝑖,𝑘+1)𝑒 − w(𝑖,𝑘)𝑒 − 0.1𝜀r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

=
(1 + 𝜀)w(𝑖,𝑘)𝑒 + 𝜀2

2𝑛Φ(w
(𝑖,𝑘)) − w(𝑖,𝑘)𝑒 − 0.1𝜀r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

=
0.9𝜀r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

≥ 0.9𝜀
1 + 3𝜀

. (6.9)

where the first step follows from r(𝑖,𝑘+1)𝑒 = r(𝑖,𝑘+1)𝑒 , and r(𝑖,𝑘)𝑒 ≤ 𝑒𝛿r(𝑖,𝑘)𝑒 ≤ (1 + 0.1𝜀)r(𝑖,𝑘)𝑒 since

𝛿 = 𝜀/100, and the last step follows from Eq. (6.8).

Next we consider the two cases of 𝐻 ≠ 𝑆 and 𝐻 = 𝑆 separately.
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When 𝐻 ≠ 𝑆. Using Lemma 6.2.3 we have the following:

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) +
∑︁
𝑒

(
r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

)
r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒

≥ Ψ(r(𝑖,𝑘)) + 0.9𝜀
1 + 3𝜀

·
∑︁

𝑒∈𝐻∪{𝑒}
r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒

≥ Ψ(r(𝑖,𝑘)) + 0.9𝜀
1 + 3𝜀

· 𝜌2 ·
∑︁

𝑒∈𝐻∪{𝑒}
r(𝑖,𝑘)𝑒

≥ Ψ(r(𝑖,𝑘)) + 0.9𝜀
1 + 3𝜀

· 𝜌2 · 𝜏−1 · Ψ(r(𝑖,𝑘))

= Ψ(r(𝑖,𝑘)) ·
(
1 +𝑂 (𝜀𝜌2𝜏−1)

)
≥ Ψ(r(𝑖,𝑘)) ·

(
1 +𝑂

(
𝜀4/3𝜌2/3 · |𝐻 |1/3

𝑛1/3

))
,

where the second step follows from when 𝐻 ≠ 𝑆 the width reduction step only updates edges in

𝐻∪{𝑒} and Eq. (6.9), the third step follows from every 𝑒 ∈ 𝑆 satisfies |C̃Δ(𝑖,𝑘)−d̃|𝑒 ≥ 𝜌 and𝐻∪{𝑒} ⊆

𝑆, the fourth step follows from 𝐻 ⊆ 𝑆 is a maximal subset such that
∑
𝑒∈𝐻 r(𝑖,𝑘)𝑒 ≤ 𝜏−1Ψ(r(𝑖,𝑘))

so we must have
∑
𝑒∈𝐻∪{𝑒} r(𝑖,𝑘)𝑒 ≥ 𝜏−1Ψ(r(𝑖,𝑘)), and the last step follows from Lemma 6.9.5 that

|𝐻 | ≤ 𝑛
𝜏𝜀
· 𝑒𝜀+2𝛿 and our assumption 𝜌2𝜏−1 ≥ 0.1 and so 𝜌2𝜏−1 ≥ 0.2 · 𝜌2/3𝜏−1/3.

When 𝐻 = 𝑆. In this case any 𝑒 ∉ 𝐻 = 𝑆 must satisfy |C̃Δ(𝑖,𝑘) − d̃|𝑒 < 𝜌, so we have

∑︁
𝑒∉𝐻

r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≤ max
𝑒∉𝐻
{|C̃Δ(𝑖,𝑘) − d̃|𝑒}

∑︁
𝑒∉𝐻

r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 ≤ 𝜌Ψ(r(𝑖,𝑘)).

Since this is a width reduction step, we know that
∑
𝑒 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘)− d̃|3𝑒 ≥ 2𝜌Ψ(r(𝑖,𝑘)), and therefore

combining this and the inequality above, we must have

∑︁
𝑒∈𝐻

r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≥ 𝜌Ψ(r(𝑖,𝑘)).

Recall that for any 𝜁 = 𝜌, 2𝜌, 4𝜌, · · · , 2𝑐𝜌𝜌 where 2𝑐𝜌𝜌 ≥
√︁
𝑛/𝜀, the algorithm defines the set

𝐻𝜁 = {𝑒 ∈ 𝐻 | |C̃Δ(𝑖,𝑘) − d̃|𝑒 ∈ [𝜁, 2𝜁)}. Note that since Ψ(r(𝑖,𝑘)) = ∑
𝑒 r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 , for any
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𝑒 we have

|C̃Δ(𝑖,𝑘) − d̃|𝑒 ≤
(
Ψ(r(𝑖,𝑘))

r(𝑖,𝑘)𝑒

)1/2

≤
√︂
𝑒𝜀+2𝛿𝑛

𝜀
< 2

√︂
𝑛

𝜀
,

where the second step follows from r(𝑖,𝑘)𝑒 ≥ 𝑒−𝛿 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ 𝑒−𝜀−2𝛿 𝜀

𝑛
Ψ(r(𝑖,𝑘)) using Lemma 6.2.1.

So we have
2𝑐𝜌 𝜌⊔
𝜁=𝜌

𝐻𝜁 = 𝐻.

There are at most log( 𝑛
𝜀𝜌
) such 𝜁’s, so this implies that there must exist a 𝜁∗ that satisfies∑

𝑒∈𝐻𝜁 ∗ r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≥
𝜌Ψ(r(𝑖,𝑘 ) )
log( 𝑛

𝜀𝜌
) , and we can find it on Line 27 in Algorithm 44.

Again using Lemma 6.2.3 we have that

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) +
∑︁
𝑒

(
r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘+1)𝑒

)
r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒

≥ Ψ(r(𝑖,𝑘)) + 0.9𝜀
1 + 3𝜀

·
∑︁
𝑒∈𝐻𝜁 ∗

r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 , (6.10)

where the second step follows from when 𝐻 = 𝑆 the width reduction step only updates edges in

𝐻𝜁∗ and Eq. (6.9),

Next we prove two lower bounds of
∑
𝑒∈𝐻𝜁 ∗ r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 . On the one hand, we have

∑︁
𝑒∈𝐻𝜁 ∗

r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 ≥ |𝐻𝜁∗ | · 𝑒−𝜀−2𝛿 𝜀

𝑛
Ψ(r(𝑖,𝑘)) · (𝜁∗)2,

which follows from |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≥ 𝜁∗ for all 𝑒 ∈ 𝐻𝜁∗ , and that r(𝑖,𝑘)𝑒 ≥ 𝑒−𝛿 · 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥

𝑒−𝜀−2𝛿 · 𝜀
𝑛
Ψ(r(𝑖,𝑘)). On the other hand, we also have

∑︁
𝑒∈𝐻𝜁 ∗

r(𝑖,𝑘)𝑒 (C̃Δ(𝑖,𝑘) − d̃)2𝑒 ≥
1

max𝑒∈𝐻𝜁 ∗ |C̃Δ(𝑖,𝑘) − d̃|𝑒

∑︁
𝑒∈𝐻𝜁 ∗

r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒

≥ 1
2𝜁∗
· 𝜌Ψ(r

(𝑖,𝑘))
log( 𝑛

𝜀𝜌
) ,

where the second step follows from |C̃Δ(𝑖,𝑘) − d̃|𝑒 ≤ 2𝜁∗ for all 𝑒 ∈ 𝐻𝜁∗ , and
∑
𝑒∈𝐻𝜁 ∗ r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) −
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d̃|3𝑒 ≥
𝜌Ψ(r(𝑖,𝑘 ) )
log( 𝑛

𝜀𝜌
) .

Plugging these two lower bounds into Eq. (6.10) we have

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) ·
(
1 + 0.9𝜀

1 + 3𝜀
·max

{
𝑒−𝜀−2𝛿 ·

𝜀 · |𝐻𝜁∗ | · (𝜁∗)2

𝑛
,

1
2 log( 𝑛

𝜀𝜌
) ·

𝜌

𝜁∗

})
≥ Ψ(r(𝑖,𝑘)) ·

(
1 +𝑂

(
𝜀4/3 ·

|𝐻𝜁∗ |1/3 · 𝜌2/3

𝑛1/3 · log2/3( 𝑛
𝜀𝜌
)

))
,

where the second step follows from 𝑎 + 𝑏 ≥ 𝑎1/3𝑏2/3.

Finally, note that when 𝐻 ≠ 𝑆 the size of the width reduction step is Size(𝑘) = |𝐻 | + 1, and

when 𝐻 = 𝑆 the size of the width reduction step is Size(𝑘) = |𝐻𝜁∗ |. So combining these two cases

we can conclude that we always have

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) ·
(
1 +𝑂

(𝜀4/3 · 𝜌2/3 · Size(𝑘)1/3

𝑛1/3 · log2/3( 𝑛
𝜀𝜌
)

))
.

Primal step. Next we prove that Ψ doesn’t decrease by too much after any primal step 𝑖.

Since w(𝑖+1,𝑘𝑖)𝑒 = w(𝑖,𝑘𝑖)𝑒 (1 + 𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)𝑒), we have

r(𝑖+1,𝑘𝑖)𝑒 = w(𝑖+1,𝑘𝑖)𝑒 + 𝜀
𝑛
Φ(w(𝑖+1,𝑘𝑖))

≥ w(𝑖,𝑘𝑖)𝑒 − 𝜀𝛼+w(𝑖,𝑘𝑖)𝑒 |C̃Δ(𝑖,𝑘𝑖) − d̃|𝑒 +
𝜀

𝑛
Φ(w(𝑖,𝑘𝑖)) (1 − 𝜀𝛼+𝑒𝜀+𝛿)

≥ w(𝑖,𝑘𝑖)𝑒 (1 − 𝜀) + 𝜀
𝑛
Φ(w(𝑖,𝑘𝑖)) (1 − 𝜀) = r(𝑖,𝑘𝑖)𝑒 (1 − 𝜀), (6.11)

where the second step follows from −→𝛼 (𝑖,𝑘𝑖) ≤ 𝛼+ and Φ(w(𝑖+1,𝑘𝑖)) ≥ Φ(w(𝑖,𝑘𝑖)) · (1 − 𝜀𝛼+𝑒𝜀+𝛿) by

Lemma 6.9.4, the third step follows from 𝛼+ |C̃Δ(𝑖,𝑘𝑖) − d̃| ≤ 0.1 from the same proof as that of

Lemma 6.9.3. Similarly we also have

r(𝑖+1,𝑘𝑖)𝑒 ≤ (1 + 𝜀)r(𝑖,𝑘𝑖)𝑒 . (6.12)
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We also have,�����r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖+1,𝑘𝑖)𝑒

����� ≤ |w(𝑖+1,𝑘𝑖)𝑒 − w(𝑖,𝑘𝑖)𝑒 | + 𝜀
𝑛
|Φ(w(𝑖+1,𝑘𝑖)) −Φ(w(𝑖,𝑘𝑖)) |

r(𝑖,𝑘𝑖)𝑒 (1 − 𝜀)

≤
𝜀𝛼+w(𝑖,𝑘𝑖)𝑒 |C̃Δ(𝑖,𝑘𝑖) − d̃|𝑒 + 𝜀

𝑛
· 𝑒𝜀+𝛿𝜀𝛼+Φ(w(𝑖,𝑘𝑖))

r(𝑖,𝑘𝑖)𝑒 (1 − 𝜀)

≤ 𝜀𝛼+r
(𝑖,𝑘𝑖)
𝑒 |C̃Δ(𝑖,𝑘𝑖) − d̃|𝑒 + 𝑒𝜀+𝛿𝜀𝛼+r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒 (1 − 𝜀)

≤ (1 + 2𝜀)𝜀𝛼+ |C̃Δ(𝑖,𝑘𝑖) − d̃|𝑒 + (1 + 4𝜀)𝜀𝛼+. (6.13)

Next we consider the two cases that could happen to the coordinate 𝑒 in the 𝑖-th primal step.

From now on, when it’s clear from the context, we will use r(𝑖)𝑒 to refer to r(𝑖,𝑘𝑖−1)
𝑒 , and similarly r(𝑖)𝑒

to refer to r(𝑖,𝑘𝑖−1)
𝑒 , so that this is consistent with the notations used in SelectVector.

1. If SelectVector doesn’t update r𝑒 on the 𝑖-th iteration, then we have r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖,𝑘𝑖)𝑒 .

2. If SelectVector does update r𝑒 on the 𝑖-th iteration, i.e., 𝑒 ∈ 𝑆𝑖, then defining 𝑗𝑖,𝑒 :=

max{LastWidth(𝑖, 𝑒),Last(𝑖, 𝑒)}, i.e., 𝑗𝑖,𝑒 ≤ 𝑖 is the last primal iterate during which the

algorithm updates w𝑒. Define ℓ𝑖,𝑒 to be the smallest integer ℓ such that 𝑖 + 1 ≡ 0 (mod 2ℓ)

and | ln( r(𝑖+1)𝑒

r(𝑖+1−2ℓ )
𝑒

) | ≥ 𝛿
2 log 𝑛 . By definition we have r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖+1,𝑘𝑖)𝑒 , and r(𝑖,𝑘𝑖)𝑒 = r

( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 .

Further note that in this case we have the following properties:

• For all 𝑗 ∈ [ 𝑗𝑖,𝑒 + 1, 𝑖], the value of r𝑒 remains the same for all width reduction steps

between the ( 𝑗 − 1)𝑡ℎ and 𝑗 𝑡ℎ primal steps, i.e., r( 𝑗 ,𝑘 𝑗−1)
𝑒 = r( 𝑗 ,𝑘 𝑗 )𝑒 . This is because there

is no width reduction step that updates the weight of 𝑒 in these iterations.

• For all 𝑗 ∈ [ 𝑗𝑖,𝑒 + 1, 𝑖], r( 𝑗 ,𝑘 𝑗 )𝑒 ≈𝛿 r( 𝑗 ,𝑘 𝑗 )𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 . This is because the value of r𝑒

remains the same from primal iterations ( 𝑗𝑖,𝑒+1) to 𝑖, and it is always a 𝛿-approximation

of the true value of r𝑒.
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• If 𝑖 + 1 − 2ℓ𝑖,𝑒 > 𝑗𝑖,𝑒, then

|r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 − r

( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 | ≤ 𝛿r(𝑖+1−2ℓ𝑖,𝑒 )

𝑒

≤ 2 log 𝑛 · | ln( r(𝑖+1)𝑒

r(𝑖+1−2ℓ
𝑖,𝑒
)

𝑒

) | · r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒

≤ 5 log 𝑛 · |r(𝑖+1)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 |

where the first step follows from r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 ≈𝛿 r(𝑖+1−2ℓ𝑖,𝑒 )

𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 since 𝑖 + 1 −

2ℓ𝑖,𝑒 > 𝑗𝑖,𝑒, the second step follows from | ln( r(𝑖+1)𝑒

r
(𝑖+1−2ℓ

𝑖,𝑒
)

𝑒

) | ≥ 𝛿
2 log 𝑛 , the third step follows

from | ln( r(𝑖+1)𝑒

r
(𝑖+1−2ℓ

𝑖,𝑒
)

𝑒

) | ≤ 2| r(𝑖+1)𝑒

r
(𝑖+1−2ℓ

𝑖,𝑒
)

𝑒

− 1| since | ln( r(𝑖+1)𝑒

r
(𝑖+1−2ℓ

𝑖,𝑒
)

𝑒

) | ≤ 0.1, and this is because

r(𝑖,𝑘𝑖)𝑒 ≈𝛿 r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 ≈𝛿 r(𝑖+1−2ℓ𝑖,𝑒 )

𝑒 by the second bullet and r(𝑖+1,𝑘𝑖)𝑒 ≈𝜀 r(𝑖,𝑘𝑖)𝑒 by Eq. (6.11)

and (6.12).

Because of the third bullet point above, if 𝑗𝑖,𝑒 < 𝑖 + 1 − 2ℓ𝑖,𝑒 then we have

|r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒 | = |r(𝑖+1,𝑘𝑖)𝑒 − r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 |

≤ |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 | + |r(𝑖+1−2ℓ𝑖,𝑒 )

𝑒 − r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 |

≤ 10 log 𝑛 · |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 |.

From now on we can without loss of generality assume that 𝑗𝑖,𝑒 ≥ 𝑖 + 1 − 2ℓ𝑖,𝑒 , since otherwise we
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can upper bound |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒 | by𝑂 ( |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 |) instead of |r(𝑖+1,𝑘𝑖)𝑒 − r

( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 |. Now,

Ψ(r(𝑖+1,𝑘𝑖)) (𝑖)≥ Ψ(r(𝑖,𝑘𝑖)) −
∑︁
𝑒

���r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖+1,𝑘𝑖)𝑒

���r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

(𝑖𝑖)
≥ Ψ(r(𝑖,𝑘𝑖)) −

∑︁
𝑒∈𝑆𝑖

���r(𝑖+1,𝑘𝑖)𝑒 − r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒

r(𝑖+1,𝑘𝑖)𝑒

���r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

(𝑖𝑖𝑖)
≥ Ψ(r(𝑖,𝑘𝑖)) −

∑︁
𝑒∈𝑆𝑖

���∑𝑖
𝑗= 𝑗𝑖,𝑒
(r( 𝑗+1,𝑘 𝑗 )𝑒 − r( 𝑗 ,𝑘 𝑗 )𝑒 )

r(𝑖+1,𝑘𝑖)𝑒

���r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

(𝑖𝑣)
≥ Ψ(r(𝑖,𝑘𝑖)) − 𝑒2𝛿

(1 − 𝜀) ·
∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

��� (r( 𝑗+1,𝑘 𝑗 )𝑒 − r( 𝑗 ,𝑘 𝑗 )𝑒 )
r( 𝑗+1,𝑘 𝑗 )𝑒

���r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

(𝑣)
≥ Ψ(r(𝑖,𝑘𝑖)) −𝑂 (1) ·

∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

(
𝜀𝛼 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|𝑒 + 𝜀𝛼

)
r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

(𝑣𝑖)
≥ Ψ(r(𝑖,𝑘𝑖)) −𝑂 (1) · 𝜀𝛼 ·

∑︁
𝑒∈𝑆𝑖
(𝑖 + 1 − 𝑗𝑖,𝑒) · r(𝑖,𝑘𝑖)𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒

−𝑂 (1) · 𝜀𝛼 ·
∑︁
𝑒∈𝑆𝑖
(𝑖 + 1 − 𝑗𝑖,𝑒) · r(𝑖,𝑘𝑖)𝑒 |C̃Δ(𝑖,𝑘𝑖) − d̃|3𝑒

−𝑂 (1) · 𝜀𝛼 ·
∑︁
𝑒∈𝑆𝑖

𝑖−1∑︁
𝑗= 𝑗𝑖,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒,

where (𝑖) follows from Lemma 6.2.3, (𝑖𝑖) follows from r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖+1,𝑘𝑖)𝑒 , and r(𝑖,𝑘𝑖)𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒

for 𝑒 ∈ 𝑆𝑖, (𝑖𝑣) follows from r( 𝑗+1,𝑘 𝑗 )𝑒 ≈𝛿 r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 and r(𝑖,𝑘𝑖)𝑒 ≈𝛿 r

( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 as we argued above, and

since we also have r(𝑖+1,𝑘𝑖)𝑒 ≥ (1 − 𝜀)r(𝑖,𝑘)𝑒 from Eq. (6.11), combining these we have r( 𝑗+1,𝑘 𝑗 )𝑒 ≤

𝑒𝛿r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 ≤ 𝑒2𝛿r(𝑖,𝑘𝑖)𝑒 ≤ 𝑒2𝛿

(1−𝜀) r
(𝑖+1,𝑘)
𝑒 . Step (𝑣) follows from Eq. (6.13), (𝑣𝑖) follows from AM-

GM inequality that |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒 ≤ 1
3 · |C̃Δ

( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 + 2
3 · |C̃Δ

(𝑖,𝑘𝑖) − d̃|3𝑒 and that

r( 𝑗 ,𝑘 𝑗 )𝑒 ≈𝛿 r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 ≈𝛿 r(𝑖,𝑘𝑖)𝑒 for all 𝑒 ∈ 𝑆𝑖 and 𝑗 ∈ [ 𝑗𝑖,𝑒, 𝑖].

With an abuse of notation, let ℓ𝑖 denote the largest integer such that 𝑖 + 1 ≡ 0 (mod 2ℓ𝑖 ). Since

we assumed that 𝑗𝑖,𝑒 ≥ 𝑖 + 1 − 2ℓ𝑖,𝑒 for all 𝑒 ∈ 𝑆𝑖, we have 𝑖 + 1 − 𝑗𝑖,𝑒 ≤ 2ℓ𝑖,𝑒 ≤ 2ℓ𝑖 . Also note that

in primal steps we have
∑
𝑒 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≤ 2𝜌Ψ(r(𝑖,𝑘)), so the above equation becomes, for
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some 𝐶1 = 𝑂 (1)

Ψ(r(𝑖+1,𝑘𝑖)) ≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑖

)
· Ψ(r(𝑖,𝑘𝑖)) − 𝐶1 · 𝜀𝛼 ·

∑︁
𝑒∈𝑆𝑖

𝑖−1∑︁
𝑗= 𝑗𝑖,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 . (6.14)

Recall that we defined 𝐿 = Θ( 1
(log4 𝑛)·𝜀𝛼𝜌 ) to be a power of 2. Next we consider the iterations

between (𝑐 − 1)𝐿 and 𝑐𝐿 using Eq. (6.14). We have

Ψ(r(𝑐𝐿,𝑘𝑐𝐿−1))

≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑐𝐿−1

)
· Ψ(r(𝑐𝐿−1,𝑘𝑐𝐿−1)) − 𝐶1 · 𝜀𝛼 ·

∑︁
𝑒∈𝑆𝑐𝐿−1

𝑐𝐿−2∑︁
𝑗= 𝑗𝑐𝐿−1,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒

≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · (2ℓ𝑐𝐿−1 + 2ℓ𝑐𝐿−2)

)
· Ψ(r

(𝑐𝐿−1,𝑘𝑐𝐿−1))
Ψ(r(𝑐𝐿−1,𝑘𝑐𝐿−2))

· Ψ(r𝑐𝐿−2,𝑘𝑐𝐿−2)

−
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑐𝐿−1

)
· Ψ(r

(𝑐𝐿−1,𝑘𝑐𝐿−1))
Ψ(r(𝑐𝐿−1,𝑘𝑐𝐿−2))

· 𝐶1 · 𝜀𝛼 ·
∑︁

𝑒∈𝑆𝑐𝐿−2

𝑐𝐿−3∑︁
𝑗= 𝑗𝑐𝐿−2,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒

− 𝐶1 · 𝜀𝛼 ·
∑︁

𝑒∈𝑆𝑐𝐿−1

𝑐𝐿−2∑︁
𝑗= 𝑗𝑐𝐿−1,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒

≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · (2ℓ𝑐𝐿−1 + 2ℓ𝑐𝐿−2 + 2)

)
· Ψ(r

(𝑐𝐿−1,𝑘𝑐𝐿−1))
Ψ(r(𝑐𝐿−1,𝑘𝑐𝐿−2))

· Ψ(r𝑐𝐿−2,𝑘𝑐𝐿−2)

−
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑐𝐿−1

)
· Ψ(r

(𝑐𝐿−1,𝑘𝑐𝐿−1))
Ψ(r(𝑐𝐿−1,𝑘𝑐𝐿−2))

· 𝐶1 · 𝜀𝛼 ·
∑︁

𝑒∈𝑆𝑐𝐿−2

𝑐𝐿−3∑︁
𝑗= 𝑗𝑐𝐿−2,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒

− 𝐶1 · 𝜀𝛼 ·
∑︁

𝑒∈𝑆𝑐𝐿−1

𝑐𝐿−3∑︁
𝑗= 𝑗𝑐𝐿−1,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒

≥ · · ·

≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · (2𝐿 +

𝑐𝐿∑︁
𝑖=(𝑐−1)𝐿+1

2ℓ𝑖−1)
)
·

𝑐𝐿∏
𝑖=(𝑐−1)𝐿

Ψ(r(𝑖−1,𝑘𝑖−1))
Ψ(r(𝑖−1,𝑘𝑖−2))

· Ψ(r(𝑐−1)𝐿,𝑘 (𝑐−1)𝐿 ),

where the second step follows from Ψ(r𝑐𝐿−1,𝑘𝑐𝐿−2) ≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑐𝐿−2

)
· Ψ(r𝑐𝐿−2,𝑘𝑐𝐿−2) −

𝐶1 · 𝜀𝛼 ·
∑
𝑒∈𝑆𝑐𝐿−2

∑𝑐𝐿−3
𝑗= 𝑗𝑐𝐿−2,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒, the third step follows from taking out all terms

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 for 𝑗 = 𝑐𝐿 − 2 and that
∑
𝑒 r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 ≤ 2𝜌Ψ(r( 𝑗 ,𝑘 𝑗 )), and the last

two steps follow from repeat this process for 𝐿 times, and noting that for any 𝑐𝐿 − 𝑡, an coordinate
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𝑒 can only be in one 𝑆𝑐𝐿−𝑡′ where 𝑡′ < 𝑡 and 𝑗𝑐𝐿−𝑡′,𝑒 ≤ 𝑐𝐿 − 𝑡, and also noting that we proved that

we can wlog assume 𝑗𝑐𝐿−𝑡,𝑒 ≥ 𝑐𝐿 − 𝑡 + 1− 2ℓ𝑐𝐿−𝑡 ,𝑒 for all 𝑡 ≤ 𝐿, and this is then ≥ (𝑐 − 1)𝐿 since 𝐿

is a power of 2.

Finally, note that
∏𝑐𝐿
𝑖=(𝑐−1)𝐿

Ψ(r(𝑖−1,𝑘𝑖−1 ) )
Ψ(r(𝑖−1,𝑘𝑖−2 ) )

is exactly the increase that we get from the width

reduction steps, and also note that we have
∑𝑐𝐿
𝑖=(𝑐−1)𝐿+1 2ℓ𝑖−1 ≤ 𝐿 · log 𝑛 since by definition ℓ𝑖−1 is

the largest integer ℓ such that 𝑖 ≡ 0 (mod 2ℓ). And this gives the claimed lower bound of this

lemma.

Putting Everything Together: Analysis of Algorithm

Next we analyze the iteration complexity and the error of Algorithm 44. We first bound the

total number of width reduction steps. In the following lemma we denote the hidden factors in

Lemma 6.9.6 as 𝐶2 ≤ 𝑂 (log3 𝑛) and 𝐶3 ≥ 𝑂 (1) such that

Ψ(r(𝑐𝐿,𝑘𝑐𝐿)) ≥ Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿)) ·
(
1 − 𝐶2𝜀𝛼𝜌𝐿

)
·

𝑘𝑐𝐿∏
𝑘=𝑘 (𝑐−1)𝐿

(
1 + 𝐶3

𝜀4/3𝜌2/3 · Size(𝑘)1/3

𝑛1/3 · log2/3( 𝑛
𝜀𝜌
)

)
.

Lemma 6.9.7 (Number of width reduction steps). The total number of width reduction steps of

Algorithm 44 is at most 𝑂
(
𝑛1/3𝜌1/3 log5 𝑛

𝜀10/3 · log( 𝑛
Ψ0
)
)

for large enough 𝑛.

Proof. Let 𝐾 denote the total number of width reduction steps. We first assume that we halt the

algorithm if there are more than 𝐾′ = 104𝐶−1
3 ·

𝑛1/3𝜌1/3 log6 𝑛

𝜀10/3 · log( 𝑛
Ψ0
) width reduction steps. We

will then prove that 𝐾 ≤ 9000𝐶−1
3 ·

𝑛1/3𝜌1/3 log5 𝑛

𝜀10/3 · log( 𝑛
Ψ0
) < 𝐾′, which means we can make this

assumption without changing the algorithm. Under this assumption, and using Lemma 6.9.4, we
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have that during the algorithm, we always have

Φ

(
w(𝑖,𝑘)

)
≤ Φ(w(0,0)) ·

(
1 + 𝜀𝛼𝑒𝜀+𝛿

)𝑇
·
(
1 + 𝜀𝑒𝜀+2𝛿 (𝜏−1 + 𝜌−2))

)𝐾 ′
≤ 𝑛 · exp(2𝜀𝛼 · 𝛼−1𝜀−2 log 𝑛) · exp(2𝜀(𝜏−1 + 𝜌−2)104𝐶−1

3 ·
𝑛1/3𝜌1/3 log6 𝑛

𝜀10/3 · log( 𝑛
Ψ0
))

≤ 𝑛2/𝜀+104𝐶−1
3 /𝜀 ≤ 𝑛3 log 𝑛/𝜀, (6.15)

where in the second and third steps we used the parameters of Algorithm 44 that 𝑇 = 𝛼−1𝜀−2 log 𝑛,

𝜏 = 𝑛1/2−𝜂 · 𝜀−4 · log(𝑛)8 log( 𝑛
Ψ0
)2, 𝜌 = 𝑛1/2−3𝜂 · 𝜀−2 · log(𝑛)4 log( 𝑛

Ψ0
), and 𝜂 ≤ 1/10, in the last

step we assume 𝑛 is large enough such that 𝑛 ≥ 104𝐶−1
3 .

Consider any integer 𝑐 ≥ 1. We next bound the number of width reduction steps between primal

steps (𝑐 − 1)𝐿 and 𝑐𝐿, and in this proof we denote this number as 𝐾𝑐.

Using Lemma 6.9.6, we have

(
1 + 𝐶3

𝜀4/3 · 𝜌2/3

𝑛1/3 log2/3( 𝑛
𝜀𝜌
)

)𝐾𝑐
≤

2Ψ
(
r(𝑐𝐿,𝑘𝑐𝐿)

)
Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿))

≤
4Ψ

(
r(𝑐𝐿,𝑘𝑐𝐿)

)
Ψ0

≤ 10 · 𝑛3 log 𝑛/𝜀

Ψ0

=⇒ 𝐾𝑐 ≤
3 · 𝑛1/3 log 𝑛
𝐶3 · 𝜀4/3 · 𝜌2/3 ·

3 log 𝑛
𝜀
· log( 𝑛

Ψ0
),

where the first step follows from Lemma 6.9.6 and that we always have Size(𝑘) ≥ 1 for all 𝑘 , and that

the 𝐶2𝜀𝛼𝜌 · 𝐿 factor of Lemma 6.9.6 is upper bounded by 1/2 since 𝐿 ≤ 1
100(log4 𝑛)𝜀𝛼𝜌 , the second

step follows from Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿)) ≥ 1
1+2𝜀 · Ψ(r

(0,0)) and Lemma 6.2.2 that Ψ(r(0,0)) ≥ Ψ0, and

the third step follows from Ψ(r(𝑐𝐿,𝑘𝑐𝐿)) ≤ 𝑒𝜀+𝛿Φ(w(𝑐𝐿,𝑘𝑐𝐿)) ≤ 𝑒𝜀+𝛿𝑛3 log 𝑛/𝜀 by Lemma 6.2.1 and

Eq. (6.15).

Note that the above bound holds for any integer 𝑐. Since there are in total 𝑇 = 𝛼−1𝜀−2 log 𝑛

number of primal steps, and since 𝐿 ≤ 1
1000𝜀𝛼𝜌 log4 𝑛

, the total number of width reduction steps is

321



upper bounded by

𝑇

𝐿
· 𝐾𝑐 ≤

1000𝜌 log3 𝑛

𝜀
· 3 · 𝑛1/3 log 𝑛
𝐶3 · 𝜀4/3 · 𝜌2/3 ·

3 log 𝑛
𝜀
· log( 𝑛

Ψ0
)

≤ 9000𝐶−1
3 ·

𝑛1/3𝜌1/3 log5 𝑛

𝜀10/3 · log( 𝑛
Ψ0
).

Next we bound the error of Algorithm 44.

Lemma 6.9.8 (Error of Algorithm 44). Algorithm 44 outputs a vector̂x ∈ R𝑑 such that ∥Ĉx−d∥∞ ≤

1 +𝑂 (𝜀).

Proof. First note that all the requirements on the parameters of the lemmas in Section 6.9.2 are

satisfied by the parameters of Algorithm 44 for 𝜂 ≤ 1/10.

Let ̂x = x
𝑇

be the solution returned by Algorithm 44. We will bound the objective value at̂x.

The algorithm has 𝑇 = 𝛼−1𝜀−2 log 𝑛 primal steps, and by Lemma 6.9.7 we know that it has at most

𝐾 ≤ 𝑂
(
𝑛1/3𝜌1/3 log5 𝑛

𝜀10/3 · log( 𝑛
Ψ0
)
)

width reduction steps. We can now apply Lemma 6.9.4 to get,

Φ

(
w(𝑇,𝐾)

)
≤ 𝑛 · 𝑒𝑂 (𝜀𝛼𝑇+𝜀(𝜏−1+𝜌−2)𝐾) ≤ 𝑛𝑂( 1

𝜀 ) ,

where the second step follows from the parameters of Algorithm 44 that 𝛼 = 𝑛−1/2+𝜂 · 𝜀 ·

log(𝑛)−4/3 log( 𝑛
Ψ0
)−1/3/10, 𝜏 = 𝑛1/2−𝜂 ·𝜀−4 ·log(𝑛)8 log( 𝑛

Ψ0
)2, and 𝜌 = 𝑛1/2−3𝜂 ·𝜀−2 ·log(𝑛)4 log( 𝑛

Ψ0
).

We bound the ℓ∞ norm of Ĉx−d = 1
𝑇
·∑𝑇−1

𝑖=0 (CΔ(𝑖,𝑘𝑖)−d) using the upper bound of the potential.

Since C̃ =


C

−C

 , and d̃ =


d

−d

 , we have that the weights w ∈ R2𝑛. Therefore, for w+ ∈ R𝑛 and

w− ∈ R𝑛, we can write w(𝑖,𝑘) =


w(𝑖,𝑘)+

w(𝑖,𝑘)−

 , and we have that Φ(w) = ∑
𝑒∈[𝑛] w+𝑒 + w−𝑒. We can

similarly define r+ and r− such that r =


r+

r−

 . Since Δ(𝑖,𝑘) is obtained by solving,

Δ(𝑖,𝑘) = arg min
Δ

∑︁
𝑒∈[2𝑛]

r(𝑖,𝑘)𝑒 (C̃Δ − d̃)2𝑒 =
∑︁
𝑒∈[𝑛]
(r(𝑖,𝑘)+ + r−) (𝑖,𝑘)𝑒 (CΔ − d)2𝑒 ,
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the update rule w(𝑖+1,𝑘) = w(𝑖,𝑘) ·
(
1 + 𝜀−→𝛼 (𝑖,𝑘) (C̃Δ(𝑖,𝑘) − d̃)

)
implies that in every primal step,

(w+) (𝑖+1,𝑘)𝑒 = (w+) (𝑖,𝑘)𝑒 ·
(
1+𝜀−→𝛼 (𝑖,𝑘) (CΔ(𝑖,𝑘)−d)

)
, (w−) (𝑖+1,𝑘)𝑒 = (w−) (𝑖,𝑘)𝑒 ·

(
1−𝜀−→𝛼 (𝑖,𝑘) (CΔ(𝑖,𝑘)−d)

)
.

Now,

(w+) (𝑇,𝐾)𝑒 = (w+) (0,0)𝑒 ·
𝑇−1∏
𝑖=0

(
1 + 𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 (CΔ(𝑖,𝑘𝑖) − d)𝑒

)
=

∏
𝑖:(CΔ(𝑖,𝑘𝑖 )−d)𝑒≥0

(1 + 𝜀𝛼+(CΔ(𝑖,𝑘𝑖) − d)𝑒) ·
∏

𝑖:(CΔ(𝑖,𝑘𝑖 )−d)𝑒<0

(1 + 𝜀𝛼−(CΔ(𝑖,𝑘𝑖) − d)𝑒)

≥ exp

(
𝜀(1 − 𝜀)𝛼 ·

𝑇−1∑︁
𝑖=0
(CΔ(𝑖,𝑘𝑖) − d)𝑒

)
,

where the second step follows from w(0,0)+ = 1𝑛, and −→𝛼 (𝑖,𝑘𝑖)𝑒 = 𝛼+ if (CΔ(𝑖,𝑘𝑖) − d)𝑒 ≥ 0 and
−→𝛼 (𝑖,𝑘𝑖)𝑒 = 𝛼− otherwise, the third step follows from 1 + 𝜀𝑥 ≥ exp(𝜀(1 − 𝜀)𝑥) for all 0 ≤ 𝑥 ≤ 1

and 1 + 𝜀𝑥 ≥ exp(𝜀(1 + 𝜀)𝑥) for all −1 ≤ 𝑥 ≤ 0, and we have that |−→𝛼 (𝑖,𝑘) · (CΔ(𝑖,𝑘) − d) | ≤ 1
10 by

Lemma 6.9.3. Similarly, we also get,

(w−) (𝑇,𝐾)𝑒 ≥ exp

(
𝜀(1 − 𝜀)𝛼 ·

𝑇−1∑︁
𝑖=0
−(CΔ(𝑖,𝑘𝑖) − d)𝑒

)
.

This implies that

�����𝑇−1∑︁
𝑖=0
(CΔ(𝑖,𝑘𝑖) − d)𝑒

����� ≤ ln
(
(w+) (𝑇,𝐾)𝑒 + (w−) (𝑇,𝐾)𝑒

)
𝜀(1 − 𝜀)𝛼 ≤ ln(Φ(w(𝑇,𝐾)))

𝜀(1 − 𝜀)𝛼 . (6.16)
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So we have

∥Ĉx − d∥∞ =
1
𝑇

max
𝑒

�����𝑇−1∑︁
𝑖=0
(CΔ(𝑖,𝑘𝑖) − d)𝑒

�����
≤ ln(Φ(w(𝑇,𝐾)))

𝛼𝑇

≤ ln 𝑛 + (1 + 𝜀)𝜀𝛼𝑇 + (1 + 𝜀)
𝜀(1 − 𝜀)𝛼𝑇

≤ 1 + 10𝜀.

6.9.3 Guarantees of Algorithm 36: Robust Primal Step

In this section, we finally present the analysis of Algorithm 36 which additionally approximates

the primal steps via a sketch. We will again use the two potentials as defined in Eq. (6.3) and (6.4).

In the next section, we will first present the properties of the sketching matrices that we need

to use. This constitutes the major part of the section. The remaining would directly build on the

analysis of the previous section.

Sketching Bounds

Lemma 6.9.9 (Coordinate-wise embedding, Lemma E.5 of [44]). Let S ∈ R𝑏×𝑛 be sampled from

distribution Π such that each entry is + 1√
𝑏

with probability 1/2 and − 1√
𝑏

with probability −1/2.

For any fixed vectors g, h ∈ R𝑛, the following properties hold:

1. E
S∼Π
[g⊤S⊤Sh] = g⊤h,

2. E
S∼Π
[(g⊤S⊤Sh)2] ≤ (g⊤h)2 + 𝐶1

𝑏
∥g∥22∥h∥

2
2,

3. Pr
S∼Π

[
|g⊤S⊤Sh − g⊤h| ≤ 𝐶2√

𝑏
∥g∥2∥h∥2

]
≥ 1 − 1/𝑛4.

where 𝐶1 = 𝑂 (1), 𝐶2 = 𝑂 (log 𝑛).

Lemma 6.9.10 (Bounds for the vector û). For all 𝑖 ∈ [0 : 𝑇], the vector û(𝑖,𝑘) = (R(𝑖,𝑘))−1/2 ·

(S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘) satisfies the following properties:
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1. Expectation. ES(𝑖) [û
(𝑖,𝑘) | S(0) , · · · , S(𝑖−1)] = u(𝑖,𝑘) .

2. Variance. For any vector g ∈ R𝑛 that is independent of S(𝑖) ,

Var
S(𝑖)
[
∑︁
𝑒

g𝑒û
(𝑖,𝑘)
𝑒 | S(0) , · · · , S(𝑖−1)] ≤ 𝐶1

𝑏
· g⊤(R(𝑖,𝑘))−1g · (u(𝑖,𝑘))⊤R(𝑖,𝑘)u(𝑖,𝑘) .

In particular, if w(𝑖,𝑘) ≥ 0, then this implies that:

• VarS(𝑖)
[
û(𝑖,𝑘)𝑒 | S(0) , · · · , S(𝑖−1)

]
≤ 𝐶1𝑛

𝜀𝑏
.

• ES(𝑖) [Ψ̂(r
(𝑖,𝑘)

, S(𝑖)) | S(0) , · · · , S(𝑖−1)] ≤ (1 + 𝐶1·𝑛
𝑏
) · Ψ(r(𝑖,𝑘)).

• VarS(𝑖) [
∑
𝑒 w(𝑖,𝑘)𝑒 û(𝑖,𝑘)𝑒 | S(0) , · · · , S(𝑖−1)] ≤ 𝐶1

𝑏
· Φ(w(𝑖,𝑘)) · Ψ(r(𝑖,𝑘)).

3. Coordinate-wise absolute value. For any vector g ∈ R𝑛 that is independent of S(𝑖) , and

when conditioned on any S(0) , · · · , S(𝑖−1) , we have

Pr
S(𝑖)

[
|
∑︁
𝑒

g𝑒 (û
(𝑖,𝑘)
𝑒 − u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2√

𝑏
· (g⊤(R(𝑖,𝑘))−1g)1/2 · Ψ(r(𝑖,𝑘))1/2

]
≥ 1 − 1/𝑛4.

In particular, this implies that when conditioned on any S(0) , · · · , S(𝑖−1):

• For any 𝑒 ∈ [𝑛], if w(𝑖,𝑘)𝑒 ≥ 0, then

Pr
S(𝑖)

[
|û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤ 𝐶2√

𝑏
·
√
𝑛
√
𝜀
· Φ(w(𝑖,𝑘))−1/2 · Ψ(r(𝑖,𝑘))1/2

]
≥ 1 − 1/𝑛4.

• If w(𝑖,𝑘) ≥ 0, then

Pr
S(𝑖)

[
|
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2√
𝑏
· Φ(w(𝑖,𝑘))1/2 · Ψ(r(𝑖,𝑘))1/2

]
≥ 1 − 1/𝑛4,

Pr
S(𝑖)

[
|
∑︁
𝑒

r(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2(1 + 𝜀)√
𝑏

· Φ(w(𝑖,𝑘))1/2 · Ψ(r(𝑖,𝑘))1/2
]
≥ 1 − 1/𝑛4.

4. Symmetry. When conditioned on any S(0) , · · · , S(𝑖−1) , for any 𝑖 ∈ [𝑇] and any 𝑒 ∈ [𝑛], the
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distribution of û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 is symmetric around zero, i.e., for any 𝑧 ∈ R,

Pr
S(𝑖)
[û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 = 𝑧] = Pr

S(𝑖)
[û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 = −𝑧] .

Proof. In this proof we will use the following fact from Algorithm 36: for any 𝑖 ∈ [0 : 𝑇], u(𝑖,𝑘) ,

w(𝑖,𝑘) , and r(𝑖,𝑘) are random variables that depend on S(0) , · · · , S(𝑖−1) , and û(𝑖,𝑘) is a random variable

that depends on S(0) , · · · , S(𝑖−1) , and S(𝑖) .

Part 1 (Expectation). For any fixed S(0) , · · · , S(𝑖−1) , we have

E
S(𝑖)
[û(𝑖,𝑘)] = E

S(𝑖)
[(R(𝑖,𝑘))−1/2 · (S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘)]

= (R(𝑖,𝑘))−1/2 · (R(𝑖,𝑘))1/2u(𝑖,𝑘)

= u(𝑖,𝑘) ,

where the second step follows from Part 1 of Lemma 6.9.9.

Part 2 (Variance). Consider any fixed S(0) , · · · , S(𝑖−1) . For any vector g ∈ R𝑛 that is indepen-

dent of S(𝑖) , we have

Var
S(𝑖)
[
∑︁
𝑒

g𝑒û
(𝑖,𝑘)
𝑒 ] = E

S(𝑖)
[(

∑︁
𝑒

g𝑒û
(𝑖,𝑘)
𝑒 )2] − (

∑︁
𝑒

g𝑒u
(𝑖,𝑘)
𝑒 )2.

We also have

E
S(𝑖)
[(

∑︁
𝑒

g𝑒û
(𝑖,𝑘)
𝑒 )2] = E

S(𝑖)
[(g⊤û(𝑖,𝑘))2]

= E
S(𝑖)

[(
g⊤(R(𝑖,𝑘))−1/2 · (S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘)

)2
]

≤ (g⊤u(𝑖,𝑘))2 + 𝐶1

𝑏
· g⊤(R(𝑖,𝑘))−1g · (u(𝑖,𝑘))⊤R(𝑖,𝑘)u(𝑖,𝑘) ,

where the third step follows from Part 2 of Lemma 6.9.9.
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So we have

Var
S(𝑖)
[
∑︁
𝑒

g𝑒û
(𝑖,𝑘)
𝑒 ] ≤ 𝐶1

𝑏
· g⊤(R(𝑖,𝑘))−1g · (u(𝑖,𝑘))⊤R(𝑖,𝑘)u(𝑖,𝑘) .

In particular, if w(𝑖,𝑘) ≥ 0, then this implies the following bounds:

• For any 𝑒 ∈ [𝑛], let g = 1𝑒, then we have

Var
S(𝑖)

[
û(𝑖,𝑘)𝑒

]
≤ 𝐶1

𝑏
· Ψ(r

(𝑖,𝑘))
r(𝑖)𝑒

≤ 𝐶1𝑛

𝜀𝑏
,

where the second step follows from (1+ 𝛿)r ≥ r(𝑖,𝑘) = w(𝑖,𝑘) + 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ 𝜀

𝑛
Φ(w(𝑖,𝑘)) when

w(𝑖,𝑘) ≥ 0.

• Let 𝑔 = w(𝑖,𝑘) . Then we have

Var
S(𝑖)
[
∑︁
𝑒

w(𝑖,𝑘)𝑒 û(𝑖,𝑘)𝑒 ] ≤ 𝐶1

𝑏
· (w(𝑖,𝑘))⊤(R(𝑖,𝑘))−1w(𝑖,𝑘) · (u(𝑖,𝑘))⊤R(𝑖,𝑘)u(𝑖,𝑘)

≤ 𝐶1

𝑏
· (

∑︁
𝑒

(w(𝑖,𝑘)𝑒 )2

r(𝑖,𝑘)𝑒

) · Ψ(r(𝑖,𝑘))

≤ 𝐶1

𝑏
· Φ(w(𝑖,𝑘)) · Ψ(r(𝑖,𝑘)),

where the second step follows fromΨ(r(𝑖,𝑘)) = (u(𝑖,𝑘))⊤R(𝑖,𝑘)u(𝑖,𝑘) , the third step follows from

(1 + 𝛿)r ≥ r(𝑖,𝑘) = w(𝑖,𝑘) + 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ w(𝑖,𝑘) when w(𝑖,𝑘) ≥ 0, and

∑
𝑒 w(𝑖,𝑘)𝑒 = Φ(w(𝑖,𝑘)).

Part 3 (Coordinate-wise absolute value). Consider any fixed S(0) , · · · , S(𝑖−1) . For any g ∈ R𝑛

that is independent of S(𝑖) , using Part 3 of Lemma 6.9.9 we have that with probability at least
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1 − 1/𝑛4 over the randomness of S(𝑖) ,

|
∑︁
𝑒

g𝑒 (û
(𝑖,𝑘)
𝑒 − u(𝑖,𝑘)𝑒 ) | =

���g⊤(R(𝑖,𝑘))−1/2 ·
(
(S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘))1/2u(𝑖,𝑘) − (R(𝑖,𝑘))1/2u(𝑖,𝑘)

)���
≤ 𝐶2√

𝑏
∥(R(𝑖,𝑘))−1/2g∥2 · ∥ (R

(𝑖,𝑘))1/2u(𝑖,𝑘) ∥2

=
𝐶2√
𝑏
· (g⊤(R(𝑖,𝑘))−1g)1/2 · Ψ(r(𝑖,𝑘))1/2,

where the third step follows from Ψ(r(𝑖,𝑘)) = ∑
𝑒′ r
(𝑖,𝑘)
𝑒′ (u

(𝑖,𝑘)
𝑒′ )2.

In particular, if w(𝑖,𝑘) ≥ 0, then this implies the following bounds:

• For any 𝑒 ∈ [𝑛], let g = 1𝑒, we have that with probability at least 1−1/𝑛4 over the randomness

of S(𝑖) ,

���̂u(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒

��� ≤ 𝐶2√
𝑏
(r(𝑖,𝑘)𝑒 )−1/2 · Ψ(r(𝑖,𝑘))1/2

≤ 𝐶2√
𝑏
·
√
𝑛
√
𝜀
· Φ(r(𝑖,𝑘))−1/2 · Ψ(r(𝑖,𝑘))1/2

where the second step follows from (1 + 𝛿)r ≥ r(𝑖,𝑘)𝑒 = w(𝑖,𝑘)𝑒 + 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ 𝜀

𝑛
Φ(w(𝑖,𝑘)) since

w(𝑖,𝑘)𝑒 ≥ 0.

• Let g = w(𝑖,𝑘) , we have that with probability at least 1 − 1/𝑛4 over the randomness of S(𝑖) ,

|
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2√
𝑏
(
∑︁
𝑒

(w(𝑖,𝑘)𝑒 )2

r(𝑖,𝑘)𝑒

)1/2 · Ψ(r(𝑖,𝑘))1/2

≤ 𝐶2√
𝑏
Φ(w(𝑖,𝑘))1/2Ψ(r(𝑖,𝑘))1/2

where the second step follows from (1 + 𝛿)r ≥ r(𝑖,𝑘) = w(𝑖,𝑘) + 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ w(𝑖,𝑘) ≥ 0 since

w(𝑖,𝑘) ≥ 0 and hence Ψ(r(𝑖,𝑘)) ≥ 0.
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Similarly let g = r(𝑖,𝑘) we have

|
∑︁
𝑒

r(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2√
𝑏
(
∑︁
𝑒

(r(𝑖,𝑘)𝑒 )2

r(𝑖,𝑘)𝑒

)1/2 · Ψ(r(𝑖,𝑘))1/2

≤ 𝐶2(1 + 𝜀)√
𝑏

Φ(w(𝑖,𝑘))1/2Ψ(r(𝑖,𝑘))1/2

where the second step follows from
∑
𝑒 r(𝑖,𝑘)𝑒 = Φ(w(𝑖,𝑘)) + 𝑛 · 𝜀

𝑛
Φ(w(𝑖,𝑘)).

Part 4 (Symmetry). It suffices to prove that for any vectors g, h ∈ R𝑛, the distribution of

g⊤(S⊤S − 𝐼)h is symmetric around zero when S ∈ R𝑏×𝑛 is sampled from distribution Π such that

each entry is + 1√
𝑏

with probability 1/2 and − 1√
𝑏

with probability −1/2.

Let s1, · · · , s𝑛 ∈ R𝑏 denote the columns of S. We have

g⊤(S⊤S − 𝐼)h =

𝑛∑︁
𝑖=1

∑︁
𝑗≠𝑖

g𝑖h 𝑗 ⟨s𝑖, s 𝑗 ⟩

=

𝑛−1∑︁
𝑖=1

〈
s𝑖,

𝑛∑︁
𝑗=𝑖+1
(g𝑖h 𝑗 + g 𝑗h𝑖)s 𝑗

〉
.

Define 𝑥𝑖 =
〈
s𝑖,

∑𝑛
𝑗=𝑖+1(g𝑖h 𝑗 + g 𝑗h𝑖)s 𝑗

〉
for all 𝑖 ∈ [𝑛 − 1]. Observe that when fixing any vectors

s𝑖+1 = s∗
𝑖+1, · · · , s𝑛 = s∗𝑛, since s𝑖 is independent of them and each entry of s𝑖 is + 1√

𝑏
or − 1√

𝑏
with

1/2 probability, we have

Pr
[〈

s𝑖,
𝑛∑︁

𝑗=𝑖+1
(g𝑖h 𝑗 + g 𝑗h𝑖)s 𝑗

〉
= 𝑧

��� s𝑖+1 = s∗𝑖+1, · · · , s𝑛 = s∗𝑛
]

= Pr
[〈

s𝑖,
𝑛∑︁

𝑗=𝑖+1
(g𝑖h 𝑗 + g 𝑗h𝑖)s 𝑗

〉
= −𝑧

��� s𝑖+1 = −s∗𝑖+1, · · · , s𝑛 = −s∗𝑛
]

So we can prove the claim by induction: First note that the term 𝑥𝑛−1 =

〈
s𝑛−1, (g𝑖h 𝑗 + g 𝑗h𝑖)s𝑛

〉
is

symmetric around zero by the definition of S. Suppose that for some 𝑖∗ we have Pr[∑𝑛−1
𝑖=𝑖∗ 𝑥𝑖 = 𝑧] =

329



Pr[∑𝑛−1
𝑖=𝑖∗ 𝑥𝑖 = −𝑧], then we have for any 𝑧 ∈ R,

Pr
[ 𝑛−1∑︁
𝑖=𝑖∗−1

𝑥𝑖 = 𝑧

]
=

∑︁
𝑡∈𝑅

Pr
[ 𝑛−1∑︁
𝑖=𝑖∗

𝑥𝑖 = 𝑡

]
· Pr

[
𝑥𝑖∗−1 = 𝑧 − 𝑡

��� 𝑛−1∑︁
𝑖=𝑖∗

𝑥𝑖 = 𝑡

]
=

∑︁
𝑡∈𝑅

Pr
[ 𝑛−1∑︁
𝑖=𝑖∗

𝑥𝑖 = −𝑡
]
· Pr

[
𝑥𝑖∗−1 = −𝑧 + 𝑡

��� 𝑛−1∑︁
𝑖=𝑖∗

𝑥𝑖 = −𝑡
]

= Pr
[ 𝑛−1∑︁
𝑖=𝑖∗−1

𝑥𝑖 = −𝑧
]

where the second step follows from Pr
[ ∑𝑛−1

𝑖=𝑖∗ 𝑥𝑖 = 𝑡

]
= Pr

[ ∑𝑛−1
𝑖=𝑖∗ 𝑥𝑖 = −𝑡

]
by induction hypothesis,

and Pr
[
𝑥𝑖∗−1 = 𝑧 − 𝑡

��� ∑𝑛−1
𝑖=𝑖∗ 𝑥𝑖 = 𝑡

]
= Pr

[
𝑥𝑖∗−1 = −(𝑧 − 𝑡)

��� ∑𝑛−1
𝑖=𝑖∗ 𝑥𝑖 = −𝑡

]
by our previous

observation.

The variance and coordinate-wise bounds of the previous lemma only hold when the weights

are non negative. Next we prove that we can maintain this non negativity as long as |û(𝑖,𝑘) − u(𝑖,𝑘) |

is bounded.

Lemma 6.9.11 (Positivity of the weights). Let 𝑘𝑖 denote the number of width reduction steps taken

by the algorithm when the 𝑖𝑡ℎ primal step is being executed. For all 𝑖 ∈ [0 : 𝑇], in the 𝑖-th primal

iteration of Algorithm 36, if

w(𝑖,𝑘𝑖) ≥ 0, and |û(𝑖,𝑘𝑖) − u(𝑖,𝑘𝑖) | ≤ 100𝐶2
√
𝑛

√
𝑏𝜀

,

then we have

∥u(𝑖,𝑘𝑖) ∥∞ ≤ 2𝐶1/3
3
𝑛1/2−𝜂

𝜀1/3 , |−→𝛼 (𝑖,𝑘𝑖)û(𝑖,𝑘𝑖) | ≤ 1/10, and w(𝑖+1,𝑘𝑖) ≥ 0.

Proof. For simplicity, we will let 𝑘 denote 𝑘𝑖. Observe that, when we do a primal step i.e., the

condition on Line 12 is true, since for all 𝑒, r(𝑖,𝑘) ≥ 𝑒−𝛿r(𝑖,𝑘)𝑒 ≥ 𝑒−𝛿𝜀
2𝑛 Φ(w(𝑖,𝑘)) ≥ 𝑒−𝛿𝜀

2𝑛 Ψ(r(𝑖,𝑘)),

𝑒−𝛿𝜀

2𝑛
Ψ(r(𝑖,𝑘))∥u(𝑖,𝑘) ∥33 ≤ 𝐶3𝜌Ψ(r(𝑖,𝑘)).
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Using the value of 𝜌, this implies that,

∥u(𝑖,𝑘) ∥∞ ≤ ∥u(𝑖,𝑘) ∥3 ≤
6𝐶1/3

3 𝑛1/2−𝜂

𝜀1/3 .

Then using our other assumption that |û(𝑖,𝑘) − u(𝑖,𝑘) | ≤ 100𝐶2
√
𝑛√

𝑏𝜀
, we have

|û(𝑖,𝑘)𝑒 | ≤ |u(𝑖,𝑘)𝑒 | + |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤
6𝐶1/3

3 𝑛1/2−𝜂

𝜀1/3 + 100𝐶2
√
𝑛

√
𝑏𝜀

.

We also have

|−→𝛼 (𝑖,𝑘)û(𝑖,𝑘) | ≤ 𝛼 ·
(6𝐶1/3

3 𝑛1/2−𝜂

𝜀1/3 + 100𝐶2
√
𝑛

√
𝑏𝜀

)
≤ 1/10.

If û(𝑖,𝑘)𝑒 ≥ 0, then we directly have w(𝑖+1,𝑘)𝑒 ≥ w(𝑖,𝑘)𝑒 ≥ 0. If û(𝑖,𝑘)𝑒 < 0, then

w(𝑖+1,𝑘)𝑒 = w(𝑖,𝑘)𝑒 ·
(
1 + 𝜀−→𝛼 (𝑖,𝑘)𝑒 û(𝑖,𝑘)𝑒

)
≥ w(𝑖,𝑘)𝑒 ·

(
1 − 𝜀/10

)
> 0.

Next we use the above basic properties of the approximate vectors û(𝑖,𝑘)’s to prove a concentration

property of the sum of the û(𝑖,𝑘)’s over all iterations. Our proof crucially uses Freedman’s inequality

(see Theorem 2.2.13), which is a concentration inequality of martingales.

For any 𝑖 ∈ [0 : 𝑇], let 𝑘𝑖 denote the value of the width reduction step counter 𝑘 when 𝑖 is being

incremented, and in the next lemma for simplicity of notations we will use the superscript (𝑖) for

the variables with superscript (𝑖,𝑘𝑖) .

Lemma 6.9.12 (Bounds of sum of û over all rounds). Let 𝑘𝑖 denote the number of width reduction

steps taken by the algorithm when the 𝑖𝑡ℎ primal step is being executed. Let 𝑎0, · · · , 𝑎𝑇 ∈ R be an

arbitrary sequence such that each 𝑎𝑖 only depends on S(0) , · · · , S(𝑖−1) and each |𝑎𝑖 | ≤ 𝐶𝑎. Then,

for all 𝑖 ∈ [0 : 𝑇 − 1], the vector û(𝑖,𝑘𝑖) = (R(𝑖,𝑘𝑖))−1/2 · (S(𝑖))⊤S(𝑖) · (R(𝑖,𝑘𝑖))1/2u(𝑖,𝑘𝑖) satisfies the
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following properties:

E
S(0) ,··· ,S(𝑇−1)

[
𝑇−1∑︁
𝑖=0

𝑎𝑖 · (û(𝑖,𝑘𝑖)𝑒 − u(𝑖,𝑘𝑖)𝑒 )
]
= 0,

Pr
S(0) ,··· ,S(𝑇−1)

[�����𝑇−1∑︁
𝑖=0

𝑎𝑖 · (û(𝑖,𝑘𝑖)𝑒 − u(𝑖,𝑘𝑖)𝑒 )
����� ≤ 10𝐶𝑎 (𝐶1 + 𝐶2) log 𝑛 ·

√
𝑛𝑇

√
𝑏𝜀

]
≥ 1 − 1/𝑛3.

Proof. Consider a fixed 𝑒 ∈ [𝑛]. Define the following truncated sequence: for 𝜏(𝑖) = û(𝑖,𝑘𝑖)𝑒 −u(𝑖,𝑘𝑖)𝑒 ,

𝜏(𝑖) =


𝜏(𝑖) if |𝜏(𝑖′) | ≤ 𝐶2

√
𝑛√

𝑏𝜀
for all 𝑖′ ≤ 𝑖

0 otherwise.

Also define 𝑦 (0) = 0 and 𝑦 (𝑖+1) = 𝑦 (𝑖) + 𝑎𝑖 · 𝜏(𝑖) . We use the notation E𝑖 [·] = E[· | S(0) , · · · , S(𝑖)] to

denote the expectation conditioned on S(0) , · · · , S(𝑖) .

From Part 1 of Lemma 6.9.10, we have that E𝑖−1 [𝜏(𝑖)] = 0, and since 𝑎𝑖 only depends on

S(0) , · · · , S(𝑖−1) , we also have E𝑖−1 [𝑎𝑖 · 𝜏(𝑖)] = 0, and so we have ES(0) ,··· ,S(𝑇−1) [
∑𝑇−1
𝑖=0 𝑎𝑖 · (û

(𝑖,𝑘𝑖)
𝑒 −

u(𝑖,𝑘𝑖)𝑒 )] = 0. From Part 4 of Lemma 6.9.10 we have that conditioned on S(0) , · · · , S(𝑖) , Pr[𝜏(𝑖) ≥
𝐶2
√
𝑛√

𝑏𝜀
] = Pr[𝜏(𝑖) ≤ −𝐶2

√
𝑛√

𝑏𝜀
], and therefore E𝑖−1 [𝜏(𝑖)] = 0, and E𝑖−1 [𝑎𝑖 · 𝜏(𝑖)] = 0. So we have that the

sequence 𝑦 (0) , · · · , 𝑦 (𝑇) is a martingale.

Next we bound the quadratic variation. For any 𝑖 ∈ [𝑇], if there exist 𝑖′ ≤ 𝑖 such that

|𝜏(𝑖′) | > 𝐶2
√
𝑛√

𝑏𝜀
, then we have (𝜏(𝑖))2 = 0. Otherwise by Lemma 6.9.11 we have w(𝑖,𝑘𝑖) ≥ 0, and since

E𝑖−1 [û(𝑖,𝑘𝑖)𝑒 ] = u(𝑖,𝑘𝑖)𝑒 , we have

E
𝑖−1
[(𝜏(𝑖))2] = Var

S(𝑖)
[û(𝑖,𝑘𝑖)𝑒 | S(0) , · · · , S(𝑖−1)] ≤ 𝐶1𝑛

𝜀𝑏

where the last step follows from Part 2 of Lemma 6.9.10. Combining these two cases we

have E𝑖−1 [(𝜏(𝑖))2] ≤ 𝐶1𝑛
𝜀𝑏

, and so we have E𝑖−1 [(𝑎𝑖𝜏(𝑖))2] ≤ 𝐶2
𝑎 · 𝐶1𝑛

𝜀𝑏
. Now define 𝑊𝑖 =
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∑𝑖
𝑗=1 E 𝑗−1 [(𝑎𝑖𝜏( 𝑗))2], we have

𝑊𝑖 ≤
𝐶2
𝑎𝐶1𝑛𝑖

𝜀𝑏
.

Using Freedman’s inequality for our martingale 𝑦 (0) , · · · , 𝑦 (𝑇) with parameters 𝑅 =
𝐶𝑎𝐶2

√
𝑛√

𝑏𝜀
,

𝜎2 =
𝐶2
𝑎𝐶1𝑛𝑇
𝜀𝑏

, and 𝑢 =
10𝐶𝑎 (𝐶1+𝐶2) log 𝑛·

√
𝑛𝑇√

𝑏𝜀
, we have

Pr
[
|𝑦 (𝑇) | ≥ 𝑢

]
= Pr

[
|𝑦 (𝑇) | ≥ 𝑢 and𝑊𝑇 ≤ 𝜎2]

≤ 2 exp
(
− 𝑢2/2
𝜎2 + 𝑅𝑢/3

)
≤ 1/𝑛4.

Finally, note that 𝑦 (𝑇) =
∑𝑇−1
𝑖=0 𝑎𝑖 · (û

(𝑖,𝑘𝑖)
𝑒 − u(𝑖,𝑘𝑖)𝑒 ) if we have |û(𝑖,𝑘𝑖)𝑒 − u(𝑖,𝑘𝑖)𝑒 | ≤ 𝐶2

√
𝑛√

𝑏𝜀
for all 𝑖.

By Part 3 of Lemma 6.9.10 and union bound over all iterations, we have that this happens with

probability at least 1 − 1/𝑛3. Combining this with the above equation, we have

Pr
S(0) ,··· ,S(𝑇−1)

[�����𝑇−1∑︁
𝑖=0

𝑎𝑖 · (û(𝑖,𝑘𝑖)𝑒 − u(𝑖,𝑘𝑖)𝑒 )
����� ≤ 10𝐶𝑎 (𝐶1 + 𝐶2) log 𝑛 ·

√
𝑛𝑇

√
𝑏𝜀

]
≥ 1 − 1/𝑛3.

Analysis of Algorithm 36

Next we analyze the guarantee and iteration complexity of Algorithm 36, we again first prove

the change of the potentials Φ (Def. Eq. (6.3)) and Ψ (Def. Eq. (6.4) as in the previous sections.

From the argument in the proof of Lemma 6.9.12, we have that with probability at least 1−1/𝑛3,

we have |û(𝑖,𝑘𝑖)𝑒 − u(𝑖,𝑘𝑖)𝑒 | ≤ 𝐶2
√
𝑛√

𝑏𝜀
for all 𝑖, and then by Lemma 6.9.11 we have w(𝑖,𝑘𝑖) ≥ 0 for all

𝑖. In this section, we assume that we are conditioned on this event, and the failure of this event

corresponds to the failure of our algorithm, which happens with probability at most 1/𝑛3, as stated

in Theorem 6.3.3.
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Change in Φ

Lemma 6.9.13. With probability at least 1−1/𝑛3, after 𝑖 primal steps, and 𝑘 width-reduction steps,

if 𝛼𝜌1/3 ≤ 𝜀1/3

10𝑛1/3 , the potential Φ is bounded as follows:

Φ

(
w(𝑖,𝑘)

)
≤

(
Φ(w(0,0))

) (
1 + 𝑒𝜀+𝛿𝜀𝛼 ·

(
1 + 𝐶2√

𝑏

)
+ 2𝑒𝜀+2𝛿𝜀2𝛼2

(
1 +

𝐶2
2 · 𝑛
𝑏𝜀

)) 𝑖
(
1 + 𝜀𝑒𝜀+2𝛿 · (𝜏−1 + 𝜌−2)

) 𝑘
.

Furthermore, after every primal step, the potential can decrease by at most,

Φ

(
w(𝑖+1,𝑘)

)
≥ Φ

(
w(𝑖,𝑘)

) (
1 − 𝑒𝜀+𝛿𝜀𝛼 ·

(
1 + 𝐶2√

𝑏

)
− 2𝑒𝜀+2𝛿𝜀2𝛼2

(
1 +

𝐶2
2 · 𝑛
𝑏𝜀

))
.

Proof. We prove this claim by induction. Initially, 𝑖 = 𝑘 = 0, and Φ

(
w(0,0)

)
= 2𝑛, and thus,

the claim holds trivially. Assume that the claim holds for some 𝑖, 𝑘 ≥ 0. We will use Φ as an

abbreviated notation for Φ
(
w(𝑖,𝑘)

)
below and w to denote w(𝑖,𝑘)

Primal Step. Since we update the weights to be w(𝑖+1,𝑘) = w(𝑖,𝑘) ·
(
1 + 𝜀−→𝛼 (𝑖,𝑘) (CΔ(𝑖,𝑘) − d)

)
, we

have

Φ(w(𝑖+1,𝑘)) = Φ(w(𝑖,𝑘)) + 𝜀 ·
∑︁
𝑒

w(𝑖,𝑘)𝑒 · −→𝛼 (𝑖,𝑘)𝑒 · û(𝑖,𝑘)𝑒

≤ Φ(w(𝑖,𝑘)) + 𝜀𝛼 ·
∑︁
𝑒

w(𝑖,𝑘)𝑒 · û(𝑖,𝑘)𝑒 + 𝜀2𝛼2 ·
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 )2, (6.17)

where the second step follows from our definition −→𝛼 (𝑖,𝑘)𝑒 =


𝛼 · (1 + 𝜀𝛼û(𝑖,𝑘)𝑒 ) if û(𝑖,𝑘)𝑒 ≥ 0

𝛼/(1 − 𝜀𝛼û(𝑖,𝑘)𝑒 ) else
.

Next we bound the two terms in Eq. (6.17) separately. For the first term
∑
𝑒 w(𝑖,𝑘)𝑒 · û(𝑖,𝑘)𝑒 , using
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Cauchy-Schwarz inequality,

∑︁
𝑒

w(𝑖,𝑘)𝑒 · u(𝑖,𝑘)𝑒 ≤
√︄(∑︁

𝑒

w(𝑖,𝑘)𝑒

) (∑︁
𝑒

w(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2
)

≤
√︃
𝑒𝛿Φ(w(𝑖,𝑘)) · Ψ(r(𝑖,𝑘))

≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)),

where the third step follows from Lemma 6.2.1. Next, from Part 3 of Lemma 6.9.10, it holds that

with probability 1− 1/𝑛4, |∑𝑒 w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 −u(𝑖,𝑘)𝑒 ) | ≤ 𝐶2√
𝑏
·Φ(w(𝑖,𝑘))1/2 ·Ψ(r(𝑖,𝑘))1/2. So we have,

∑︁
𝑒

w(𝑖,𝑘)𝑒 · û(𝑖,𝑘)𝑒 ≤
∑︁
𝑒

w(𝑖,𝑘)𝑒 · u(𝑖,𝑘)𝑒 + |
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 ) |

≤ 𝑒𝜀+𝛿 · Φ(w(𝑖,𝑘)) + 𝐶2√
𝑏
· Φ(w(𝑖,𝑘))1/2 · Ψ(r(𝑖,𝑘))1/2

≤ 𝑒𝜀+𝛿 · (1 + 𝐶2√
𝑏
) · Φ(w(𝑖,𝑘)). (6.18)

In the last step we used that Ψ(r) ≤ 𝑒𝛿Ψ(r) ≤ 𝑒𝜀+2𝛿Φ(w).

For the second term
∑
𝑒 w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 )2 in Eq. (6.17), we first bound

∑
𝑒 w(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2. We

have

∑︁
𝑒

w(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 ≤ 𝑒𝛿
∑︁
𝑒

r(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 = 𝑒𝛿Ψ(r(𝑖,𝑘)) ≤ 𝑒𝜀+2𝛿Φ(w(𝑖,𝑘)).

Next again using Part 3 of Lemma 6.9.10 that with probability 1 − 1/𝑛4, |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤
𝐶2√
𝑏
·
√
𝑛√
𝜀
· Φ(w(𝑖,𝑘))−1/2 · Ψ(r(𝑖,𝑘))1/2, we get
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∑︁
𝑒

w(𝑖,𝑘)𝑒 · (û(𝑖,𝑘)𝑒 )2 ≤ 2
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 )2 + 2
∑︁
𝑒

w(𝑖,𝑘)𝑒 · (u(𝑖,𝑘)𝑒 − û(𝑖,𝑘)𝑒 )2

≤ 2𝑒𝜀+2𝛿Φ(w(𝑖,𝑘)) + 2
∑︁
𝑒

w(𝑖,𝑘)𝑒 ·
𝐶2

2 · 𝑛
𝑏𝜀
· Φ(w(𝑖,𝑘))−1 · Ψ(r(𝑖,𝑘))

≤ 2𝑒𝜀+2𝛿
(
1 +

𝐶2
2 · 𝑛
𝑏𝜀

)
· Φ(w(𝑖,𝑘)). (6.19)

Plugging Eq. (6.18) and (6.19) into Eq. (6.17), we have

Φ(w(𝑖+1,𝑘)) ≤ Φ(w(𝑖,𝑘)) + 𝜀𝛼 · 𝑒𝜀+𝛿 ·
(
1 + 𝐶2√

𝑏

)
· Φ(w(𝑖,𝑘)) + 2𝜀2𝛼2 · 𝑒𝜀+2𝛿

(
1 +

𝐶2
2 · 𝑛
𝑏𝜀

)
· Φ(w(𝑖,𝑘))

= Φ(w(𝑖,𝑘)) ·
(
1 + 𝑒𝜀+𝛿𝜀𝛼 ·

(
1 + 𝐶2√

𝑏

)
+ 2𝑒𝜀+2𝛿𝜀2𝛼2

(
1 +

𝐶2
2 · 𝑛
𝑏𝜀

))
.

The decrease of the potential follows from a similar proof.

Width Reduction Step. The proof is the same as that of Lemma 6.9.4 since the algorithms are

the same.

Change in Ψ

We recall the definitions of LastWidth(𝑖, 𝑒), Last(𝑖, 𝑒), 𝑆𝑖 ⊆ [2𝑛], ℓ𝑖,𝑒, Size(𝑘), and 𝐿 ≤
1

100(log4 𝑛)𝜀𝛼𝜌 from Section 6.9.2. We will use these in the proof of the following lemma.

Lemma 6.9.14 (Change in Ψ for Algorithm 36). For any integer 𝑐 ≥ 0, after 𝐿 primal steps from

(𝑐 − 1)𝐿 to 𝑐𝐿, if 𝜌2𝜏−1 ≥ 0.1, the potential Ψ is bounded as follows:

Ψ(r(𝑐𝐿,𝑘𝑐𝐿)) ≥ Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿)) ·
(
1 −𝑂 (𝜀𝛼𝜌𝐿)

)
·

𝑘𝑐𝐿∏
𝑘=𝑘 (𝑐−1)𝐿

(
1 +𝑂

(𝜀4/3𝜌2/3 · Size(𝑘)1/3

𝑛1/3 · log2/3( 𝑛
𝜀𝜌
)

))
.
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Proof. Primal steps. For a primal step, w(𝑖+1,𝑘𝑖)𝑒 = w(𝑖,𝑘𝑖)𝑒 (1 + 𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 û(𝑖,𝑘)𝑒 )), we have

r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒 = w(𝑖+1,𝑘𝑖)𝑒 − w(𝑖,𝑘𝑖)𝑒 + 𝜀
𝑛
· (Φ(w(𝑖+1,𝑘𝑖)) −Φ(w(𝑖,𝑘𝑖)))

= 𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 û(𝑖,𝑘𝑖)𝑒 w(𝑖,𝑘𝑖)𝑒 + 𝜀
𝑛
· (Φ(w(𝑖+1,𝑘𝑖)) −Φ(w(𝑖,𝑘𝑖)))

Since from Lemma 6.9.13, Φ(w(𝑖,𝑘𝑖)) · (1− Ω̃(𝜀𝛼)) ≤ Φ(w(𝑖+1,𝑘𝑖)) ≤ Φ(w(𝑖,𝑘𝑖)) · (1 +𝑂 (𝜀𝛼)), and

r(𝑖,𝑘𝑖)𝑒 ≥ 𝜀
2𝑛Φ(w

(𝑖,𝑘𝑖)), we have

𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 û(𝑖,𝑘𝑖)𝑒 w(𝑖,𝑘𝑖)𝑒 − Ω̃(𝜀𝛼) · r(𝑖,𝑘𝑖)𝑒 ≤ r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒 ≤ 𝜀−→𝛼 (𝑖,𝑘𝑖)𝑒 û(𝑖,𝑘𝑖)𝑒 w(𝑖,𝑘𝑖)𝑒 +𝑂 (𝜀𝛼) · r(𝑖,𝑘𝑖)𝑒 .

(6.20)

Since |−→𝛼 (𝑖,𝑘𝑖)û(𝑖,𝑘𝑖) | ≤ 1/10 by Lemma 6.9.11, and w(𝑖,𝑘𝑖)𝑒 ≤ r(𝑖,𝑘𝑖)𝑒 we also have

(1 − 𝜀)r(𝑖,𝑘𝑖)𝑒 ≤ r(𝑖+1,𝑘𝑖)𝑒 ≤ (1 + 𝜀)r(𝑖,𝑘𝑖)𝑒 . (6.21)

Next we consider the two cases that could happen to the coordinate 𝑒 in the 𝑖-th primal step.

From now on, when it’s clear from the context, we will use r(𝑖)𝑒 to refer to r(𝑖,𝑘𝑖−1)
𝑒 , and similarly r(𝑖)𝑒

to refer to r(𝑖,𝑘𝑖−1)
𝑒 , so that this is consistent with the notations used in SelectVector.

1. If SelectVector doesn’t update r𝑒 on the 𝑖-th iteration, then we have r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖,𝑘𝑖)𝑒 .

2. If SelectVector updates r𝑒 on the 𝑖-th iteration, i.e., 𝑒 ∈ 𝑆𝑖, then we make the same

definitions as the proof of Lemma 6.9.6: we define 𝑗𝑖,𝑒 := max{LastWidth(𝑖, 𝑒),Last(𝑖, 𝑒)},

i.e., 𝑗𝑖,𝑒 ≤ 𝑖 is the last primal iterate during which the algorithm updates w𝑒. We also define

ℓ𝑖,𝑒 to be the smallest integer ℓ such that 𝑖 + 1 ≡ 0 (mod 2ℓ) and | ln( r(𝑖+1)𝑒

r(𝑖+1−2ℓ )
𝑒

) | ≥ 𝛿
2 log 𝑛 . By

definition we have r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖+1,𝑘𝑖)𝑒 , and r(𝑖,𝑘𝑖)𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 .

Then by the same argument as Lemma 6.9.6, in this case we have the following properties:

• For all 𝑗 ∈ [ 𝑗𝑖,𝑒 + 1, 𝑖], the value of r𝑒 remains the same for all width reduction steps

between the ( 𝑗 − 1)𝑡ℎ and 𝑗 𝑡ℎ primal steps, i.e., r( 𝑗 ,𝑘 𝑗−1)
𝑒 = r( 𝑗 ,𝑘 𝑗 )𝑒 .
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• For all 𝑗 ∈ [ 𝑗𝑖,𝑒 + 1, 𝑖], r( 𝑗 ,𝑘 𝑗 )𝑒 ≈𝛿 r( 𝑗 ,𝑘 𝑗 )𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 .

• If 𝑖 + 1 − 2ℓ𝑖,𝑒 > 𝑗𝑖,𝑒, then |r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 − r

( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 | ≤ 5 log 𝑛 · |r(𝑖+1)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )

𝑒 |.

And same as Lemma 6.9.6, we can without loss of generality assume that 𝑗𝑖,𝑒 ≥ 𝑖 + 1 − 2ℓ𝑖,𝑒 ,

since otherwise we can upper bound |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒 | by 𝑂 ( |r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖+1−2ℓ𝑖,𝑒 )
𝑒 |) instead of

|r(𝑖+1,𝑘𝑖)𝑒 − r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 |.

Abbreviating C̃Δ(𝑖,𝑘𝑖) − d̃ as u(𝑖,𝑘𝑖) , now we have

Ψ(r(𝑖+1,𝑘𝑖)) (𝑖)≥ Ψ(r(𝑖,𝑘𝑖)) −
∑︁
𝑒

( r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖+1,𝑘𝑖)𝑒

)
r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

(𝑖𝑖)
= Ψ(r(𝑖,𝑘𝑖)) −

∑︁
𝑒∈𝑆𝑖

( r(𝑖+1,𝑘𝑖)𝑒 − r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒

r(𝑖+1,𝑘𝑖)𝑒

)
r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

(𝑖𝑖𝑖)
= Ψ(r(𝑖,𝑘𝑖)) −

∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

(r( 𝑗+1,𝑘 𝑗 )𝑒 − r( 𝑗 ,𝑘 𝑗 )𝑒 )
r(𝑖+1,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

(𝑖𝑣)
≥ Ψ(r(𝑖,𝑘𝑖)) −

∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

𝜀−→𝛼 ( 𝑗 ,𝑘 𝑗 )𝑒 û( 𝑗 ,𝑘 𝑗 )𝑒 w( 𝑗 ,𝑘 𝑗 )𝑒 +𝑂 (𝜀𝛼) · r( 𝑗 ,𝑘 𝑗 )𝑒

r(𝑖+1,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

(𝑣)
= Ψ(r(𝑖,𝑘𝑖)) −𝑂 (𝜀𝛼) ·

∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

−
∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

𝜀−→𝛼 ( 𝑗 ,𝑘 𝑗 )𝑒 û( 𝑗 ,𝑘 𝑗 )𝑒 w( 𝑗 ,𝑘 𝑗 )𝑒

r(𝑖+1,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

(𝑣𝑖)
≥ Ψ(r(𝑖,𝑘𝑖)) −𝑂 (𝜀𝛼) ·

∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

−
∑︁
𝑒∈𝑆𝑖

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

𝜀−→𝛼 ( 𝑗 ,𝑘 𝑗 )𝑒 w( 𝑗 ,𝑘 𝑗 )𝑒

r(𝑖+1,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒 |u( 𝑗 ,𝑘 𝑗 )𝑒 | (u(𝑖,𝑘𝑖)𝑒 )2

− 𝜀
∑︁
𝑒∈𝑆𝑖
|

𝑖∑︁
𝑗= 𝑗𝑖,𝑒

−→𝛼 ( 𝑗 ,𝑘 𝑗 )𝑒 (û( 𝑗 ,𝑘 𝑗 )𝑒 − u( 𝑗 ,𝑘 𝑗 )𝑒 )w( 𝑗 ,𝑘 𝑗 )𝑒 |
r(𝑖,𝑘𝑖)𝑒

r(𝑖+1,𝑘𝑖)𝑒

(u(𝑖,𝑘𝑖)𝑒 )2.

Here (𝑖) follows from Lemma 6.2.3, (𝑖𝑖) follows from r(𝑖+1,𝑘𝑖)𝑒 = r(𝑖+1,𝑘𝑖)𝑒 , and r(𝑖,𝑘𝑖)𝑒 = r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒

for 𝑒 ∈ 𝑆𝑖, (𝑖𝑣) follows from Eq. (6.20). To obtain(v) we use, r( 𝑗+1,𝑘 𝑗 )𝑒 ≈𝛿 r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 , r(𝑖,𝑘𝑖)𝑒 ≈𝛿
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r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 as we argued above, and r(𝑖+1,𝑘𝑖)𝑒 ≈𝜀 r(𝑖,𝑘)𝑒 from Eq. (6.21). Combining these we have

r( 𝑗 ,𝑘 𝑗 )𝑒 ≈3𝜀 r(𝑖+1,𝑘)𝑒 . Further, (𝑣𝑖) follows from splitting û( 𝑗 ,𝑘 𝑗 )𝑒 = u( 𝑗 ,𝑘 𝑗 )𝑒 + (û( 𝑗 ,𝑘 𝑗 )𝑒 − u( 𝑗 ,𝑘 𝑗 )𝑒 ).

Now, we can bound the third term using AM-GM inequality – |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|𝑒 (C̃Δ(𝑖,𝑘𝑖) − d̃)2𝑒 ≤
1
3 · |C̃Δ

( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 + 2
3 · |C̃Δ

(𝑖,𝑘𝑖) − d̃|3𝑒, use that r( 𝑗 ,𝑘 𝑗 )𝑒 ≈𝛿 r
( 𝑗𝑖,𝑒,𝑘 𝑗𝑖,𝑒 )
𝑒 ≈𝛿 r(𝑖,𝑘𝑖)𝑒 for all 𝑒 ∈ 𝑆𝑖 and

𝑗 ∈ [ 𝑗𝑖,𝑒, 𝑖], and bound the fourth term by Lemma 6.9.12,

|
𝑖∑︁

𝑗= 𝑗𝑖,𝑒

−→𝛼 ( 𝑗 ,𝑘 𝑗 )𝑒 (û( 𝑗 ,𝑘)𝑒 − u( 𝑗 ,𝑘)𝑒 )w( 𝑗 ,𝑘 𝑗 )𝑒 | ≤ 𝑂 (𝛼)
√︂
𝑛(𝑖 + 1 − 𝑗𝑖,𝑒)

𝑏𝜀
· r(𝑖+1,𝑘𝑖)𝑒 ,

to get,

Ψ(r(𝑖+1,𝑘𝑖)) ≥ Ψ(r(𝑖,𝑘𝑖)) −𝑂 (𝜀𝛼) ·
∑︁
𝑒∈𝑆𝑖
(𝑖 + 1 − 𝑗𝑖,𝑒) · r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2

−𝑂 (𝜀𝛼) ·
∑︁
𝑒∈𝑆𝑖
(𝑖 + 1 − 𝑗𝑖,𝑒) · r(𝑖,𝑘𝑖)𝑒 |u(𝑖,𝑘𝑖)𝑒 |3 −𝑂 (𝜀𝛼) ·

∑︁
𝑒∈𝑆𝑖

𝑖−1∑︁
𝑗= 𝑗𝑖,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |u(𝑖,𝑘𝑖)𝑒 |3

−𝑂 (𝜀𝛼) ·
∑︁
𝑒∈𝑆𝑖

√︂
𝑛(𝑖 + 1 − 𝑗𝑖,𝑒)

𝑏𝜀
· r(𝑖,𝑘𝑖)𝑒 (u(𝑖,𝑘𝑖)𝑒 )2,

Similar to the proof of Lemma 6.9.6, abusing the notation, let ℓ𝑖 denote the largest integer

such that 𝑖 + 1 ≡ 0 (mod 2ℓ𝑖 ). Since we assumed that 𝑗𝑖,𝑒 ≥ 𝑖 + 1 − 2ℓ𝑖,𝑒 for all 𝑒 ∈ 𝑆𝑖, we have

𝑖 +1− 𝑗𝑖,𝑒 ≤ 2ℓ𝑖,𝑒 ≤ 2ℓ𝑖 . Also note that in primal steps we have
∑
𝑒 r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|3𝑒 ≤ 2𝜌Ψ(r(𝑖,𝑘)),

and further note that
√︃
𝑛2ℓ𝑖
𝑏
≤ 𝜌 · 2ℓ𝑖 since 𝑏 = Θ̃(𝑛1/2+𝜂) and 𝜌 = Θ̃(𝑛1/2−3𝜂) and 𝜂 ≤ 1/10, so the

above equation becomes, for some 𝐶1 = 𝑂 (1)

Ψ(r(𝑖+1,𝑘𝑖)) ≥
(
1 − 𝐶1 · 𝜀𝛼𝜌 · 2ℓ𝑖

)
· Ψ(r(𝑖,𝑘𝑖)) − 𝐶1 · 𝜀𝛼 ·

∑︁
𝑒∈𝑆𝑖

𝑖−1∑︁
𝑗= 𝑗𝑖,𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒 |C̃Δ( 𝑗 ,𝑘 𝑗 ) − d̃|3𝑒 . (6.22)

The remaining proof is the same as in the proof of Lemma 6.9.6.

Width Reduction Step. The proof is the same as that of Lemma 6.9.4 since the algorithms are

the same.
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Proof of Theorem 6.3.3

Proof. Let̂x = x(𝑇 )
𝑇

be the solution returned by Algorithm 36. We will first prove that Φ(w(𝑇,𝐾)) ≤

𝑛𝑂 (1/𝜀) . Then, from Lemma 6.9.7, the number of width reduction steps are bounded by𝑂
(
𝑛1/3𝜌1/3

𝜀10/3

)
≤

𝑂 (𝜏 + 𝜌2). We will then show how to bound the objective value at x̂.

Since Algorithm 36 has at most 𝛼−1 log 𝑛/𝜀2 primal steps, and suppose the algorithm has at

most 𝑂 (𝜏 + 𝜌2) width reduction steps6, from Lemma 6.9.13,

Φ

(
w(𝑇,𝐾)

)
≤ 2𝑛 · 𝑒(1+𝑂 (𝜀𝛼))·𝛼

−1 log 𝑛
𝜀2 +

𝐾

(𝜏+𝜌2 ) ≤ 𝑛𝑂( 1
𝜀 ) .

We can now follow the same argument as in Lemma 6.9.8 up to Eq, (6.16) to get,

�����𝑇−1∑︁
𝑖=0

û(𝑖)𝑒

����� =
�����𝑇−1∑︁
𝑖=0
(CΔ(𝑖,𝑘𝑖) − d)𝑒

����� ≤ ln(Φ(w(𝑇,𝐾)))
𝜀(1 − 𝜀)𝛼 .

Additionally, from Lemma 6.9.12 we have that with probability 1 − 1/𝑛2, for all 𝑒 ∈ [𝑛]�����𝑇−1∑︁
𝑖=0
(û(𝑖)𝑒 − u(𝑖)𝑒 )

����� ≤ 10(𝐶1 + 𝐶2) log 𝑛 ·
√
𝑛𝑇

√
𝑏𝜀

.

Now,

�����𝑇−1∑︁
𝑖=0

u(𝑖)𝑒

����� ≤
�����𝑇−1∑︁
𝑖=0

û(𝑖)𝑒

����� +
�����𝑇−1∑︁
𝑖=0
(û(𝑖)𝑒 − u(𝑖)𝑒 )

�����
≤ ln(Φ(w(𝑇,𝐾)))

𝜀(1 − 𝜀)𝛼 + 10(𝐶1 + 𝐶2) log 𝑛 ·
√
𝑛𝑇

√
𝑏𝜀

.

6Similar to Lemma 6.9.7, it is sufficient to argue that this is a sufficient upper bound on the number of width
reduction steps
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So we have for 𝑏 ≥ 𝑛𝛼 log 𝑛
𝜀

,

∥Ĉx − d∥∞ =
1
𝑇

max
𝑒

�����𝑇−1∑︁
𝑖=0

u(𝑖)𝑒

�����
≤ ln(Φ(w(𝑇,𝐾)))

𝜀(1 − 𝜀)𝛼𝑇 + 10(𝐶1 + 𝐶2) log 𝑛 ·
√
𝑛

√
𝑏𝜀𝑇

≤ 1 + 10𝜀 +𝑂 (𝜀)

≤ 1 +𝑂 (𝜀).

Therefore, the total number of iterations for 𝜂 = 1/10 is,

𝑇 + 𝐾 ≤ 𝑂 (1)
(
𝛼−1𝜀−2 + 𝑛

1/3𝜌1/3

𝜀10/3

)
= 𝑂 (1)𝑛2/5𝜀−4.

Similar to the proof of Theorem 6.9.2, we also have |𝐻 | ≤ 𝑂 (𝑛1/2+𝜂).

6.10 Stability Guarantees of Algorithms 34 and 36

In this section we prove the stability guarantees of Algorithms 34 and 36.

For primal steps, we will prove that the ℓ2 or ℓ3 norm of the relative changes in resistances are

bounded, and this means we can maintain a coordinate-wise approximation of the resistances under

a low-rank update scheme.

For width reduction steps, we directly prove that the number of coordinates updated in each

iteration follow the same low-rank update scheme.

In Section 6.10.1, we prove the stability guarantees of the iterates of the multiplicative weights

update algorithm with monotone weights given in Algorithm 34. Both primal and width reduction

steps of this algorithm satisfy the stronger ℓ3-stability guarantee, i.e., the ℓ3 norm of the relative

changes in resistances is bounded.

In Section 6.10.2, we prove that the primal steps of Algorithm 44 satisfy the weaker ℓ2-stability

guarantee, and we also prove that its width reduction steps follow a low-rank update scheme.
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In Section 6.10.3, we prove a robust ℓ2-stability guarantee for the primal steps of Algorithm 36,

and the width reduction steps are the same as that of Algorithm 44.

6.10.1 Stability Guarantees of Algorithm 34

Lemma 6.3.1 (Stability bound of ℓ3 norm over all primal iterations). Let 𝑘𝑖 denote the number of

width reduction steps taken by the algorithm when the 𝑖𝑡ℎ primal step is being executed. Then over

all 𝑇 primal steps of Algorithm 34, we have

𝑇−1∑︁
𝑖=0

∑︁
𝑒∈𝑆𝑖

(
r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

)3

≤ 𝑂 (𝛼2𝑛) = 𝑂 (𝑛1/3𝜀2/3).

Here 𝑆𝑖 is the set of coordinates 𝑒 at primal iteration 𝑖 such that r(𝑖+1,𝑘𝑖)𝑒 ≥ r(𝑖,𝑘𝑖)𝑒 (1 + 3𝜀𝛼)7.

Proof. Note that from Lemma 6.2.3, for 𝑘 = 𝑘𝑖 in each primal iteration the potential is increased

by at least

Ψ(r(𝑖+1,𝑘)) − Ψ(r(𝑖,𝑘)) ≥
∑︁
𝑒

(
1 −

r(𝑖,𝑘)𝑒

r(𝑖+1,𝑘)𝑒

)
r(𝑖,𝑘)𝑒 (CΔ(𝑖,𝑘) − d)2𝑒

=
∑︁
𝑒

(
r(𝑖+1,𝑘)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)
(r(𝑖,𝑘)𝑒 )2

r(𝑖+1,𝑘)𝑒

(CΔ(𝑖,𝑘) − d)2𝑒 . (6.23)

We know from the algorithm that for a primal step, w(𝑖+1,𝑘) = w(𝑖,𝑘) (1 + 𝜀𝛼 |CΔ(𝑖,𝑘) − d|). We will

use this to compute the relative change in resistances. Let r′ = r(𝑖+1,𝑘) , r = r(𝑖,𝑘) and Δ = Δ(𝑖,𝑘) .

r′𝑒 − r𝑒
r𝑒

=
w′𝑒 − w𝑒

r𝑒
+ 𝜀
𝑛

Φ(w′) −Φ(w)
r𝑒

≤ 𝜀𝛼 |CΔ − d|𝑒 +
𝜀

𝑛

Φ(w′) −Φ(w)
r𝑒

.

7We note that it is sufficient to consider these sets 𝑆𝑖’s since any change that is smaller than the ones captured here
can happen only 𝑂 (1) times.
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From the above, we note that,

|CΔ − d|2𝑒 ≥
(

1
𝜀𝛼

r′𝑒 − r𝑒
r𝑒

− 1
𝛼𝑛

Φ(w′) −Φ(w)
r𝑒

)2

≥ 1
𝜀2𝛼2

(
r′𝑒 − r𝑒

r𝑒

)2
− 2

1
𝜀𝛼2𝑛

(Φ(w′) −Φ(w))
(
r′𝑒 − r𝑒

)
r2
𝑒

.

We know that for a primal step, Φ(w′) −Φ(w) ≤ (1 + 𝜀)𝜀𝛼Φ(w). Using this and 𝑒 ∈ 𝑆𝑖, the above

becomes,

|CΔ − d|2𝑒 ≥
1

3𝜀2𝛼2

(
r′𝑒 − r𝑒

r𝑒

)2

Now, for 𝑒, let 𝑖′𝑒 denote the last primal iterate where 𝑒 was updated via a width reduction step.

Now, since the r’s are increasing,

r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

=

𝑖∑︁
𝑗=𝑖′

r( 𝑗+1,𝑘 𝑗 )𝑒 − r( 𝑗 ,𝑘 𝑗 )𝑒

r( 𝑗 ,𝑘 𝑗 )𝑒

≥ r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

.

Using these bounds in Eq. (6.23),

Ψ(r(𝑖+1,𝑘)) ≥ Ψ(r(𝑖,𝑘)) +
∑︁
𝑒

(
r(𝑖+1,𝑘)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)
(r(𝑖,𝑘)𝑒 )2

r(𝑖+1,𝑘)𝑒

(CΔ(𝑖,𝑘) − d)2𝑒

≥ Ψ(r(𝑖,𝑘)) + (1 − 𝛿)
𝜀2𝛼2

∑︁
𝑒

(
r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

)3

r(𝑖,𝑘)𝑒

≥ Ψ(r(𝑖,𝑘)) + (1 − 𝛿)
3

𝜀𝛼2𝑛

∑︁
𝑒

(
r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

)3

Ψ(r(𝑖,𝑘)𝑒 )

≥ Ψ(r(𝑖,𝑘)) ©­«1 + 1
10𝜀𝛼2𝑛

∑︁
𝑒

(
r(𝑖+1,𝑘𝑖)𝑒 − r(𝑖,𝑘𝑖)𝑒

r(𝑖,𝑘𝑖)𝑒

)3ª®¬
We can now recurse on the above and get,

Ψ(r(𝑇,𝐾)) ≥ Ψ(r(0,0))Π𝑡≥0
©­«1 + 1

𝜀𝛼2𝑛

∑︁
𝑒∈𝑆𝑡

(
r(𝑡+1,𝑘𝑡 )𝑒

r(𝑡,𝑘𝑡 )𝑒

− 1

)3ª®¬ . (6.24)
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Taking logs,

log
Ψ(r(𝑇,𝐾))
Ψ(r(0,0))

≥ 1
𝜀(1 + 𝜀)𝛼2𝑛

∑︁
𝑡≥0

∑︁
𝑒∈𝑆𝑡

(
r(𝑡+1,𝑘𝑡 )𝑒

r(𝑡,𝑘𝑡 )𝑒

− 1

)3

.

Since Ψ(r(𝑇,𝐾)) ≤ Φ(w(𝑇,𝐾)) ≤ 𝑛𝑂 (1/𝜀) , and Ψ(r(0,0)) ≥ 𝐿,

∑︁
𝑡≥0

∑︁
𝑒∈𝑆𝑡

(
r(𝑡+1,𝑘𝑡 )𝑒

r(𝑡,𝑘𝑡 )𝑒

− 1

)3

≤ 𝑂 (𝛼2𝑛).

Lemma 6.3.2 (Stability bound of ℓ3 norm over all width reduction iterations). Let 𝑖𝑘 denote the

number of primal steps taken before the execution of the 𝑘 𝑡ℎ width reduction step. Then, over all 𝐾

width reduction steps of Algorithm 34, we have

𝐾−1∑︁
𝑘=0

(
r(𝑖𝑘 ,𝑘+1)𝑒 − r(𝑖𝑘 ,𝑘)𝑒

r(𝑖𝑘 ,𝑘)𝑒

)3

≤ 𝑂 (𝑛1/3).

Proof. Again from Lemma 6.2.3,

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) +
∑︁
𝑒

(
r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)
(r(𝑖,𝑘)𝑒 )2

r(𝑖,𝑘+1)𝑒

(CΔ(𝑖,𝑘) − d)2𝑒 .

Now, r(𝑖,𝑘+1)𝑒 ≤ r(𝑖,𝑘)𝑒 (1 + 𝜀) (1 + 𝛿) and for 𝑒 ∈ 𝐻𝑘 , we know that |CΔ(𝑖,𝑘) − d|𝑒 ≥ 𝜏. Also,

r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

≥ r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

− 2𝛿
1 − 𝛿 ≥

1
10

r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

.

This gives us,

Ψ(r(𝑖,𝑘+1)) ≥ Ψ(r(𝑖,𝑘)) +
∑︁
𝑒

(
r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)3
r(𝑖,𝑘)𝑒

1 + 𝜀
𝜏2

𝜀2 .
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Further, using that r(𝑖,𝑘)𝑒 ≥ 𝜀Ψ(r(𝑖,𝑘)𝑒 )/𝑛, and Ψ(r(𝑇,𝐾)) ≤ (1 + 𝜀)Φ(w(𝑇,𝐾)) ≤ 𝑛𝑂 (1/𝜀) ,

𝑛𝑂 (1/𝜀) ≥ 𝐿Π𝑘≥0
©­«1 +

∑︁
𝑒

(
r(𝑖𝑘 ,𝑘+1)𝑒 − r(𝑖𝑘 ,𝑘)𝑒

r(𝑖𝑘 ,𝑘)𝑒

)3
1

(1 + 𝜀)𝜀
𝜏2

𝑛

ª®¬
In other words, ∑︁

𝑘

∑︁
𝑒

(
r(𝑖,𝑘+1)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)3

≤ 𝑂 (𝑛1/3).

6.10.2 Algorithm Warm Up: Low-Rank Update Scheme

Lemma 6.10.1 (Low-rank update scheme of width reduction steps). Let 𝜂 = 1/10. For every

ℓ = 0, 1, 2, · · · , log( 10𝑛2/5

𝜏1/2𝜀1/2 ), in Algorithm 44 there are at most 𝑇

2ℓ number of width reductions steps

in which r receives an update of rank 𝑂
(
𝑛1/522ℓ · (log 𝑛)28/3 log( 𝑛

Ψ0
)4/3𝜀−1

)
.

Proof. First note that from Lemma 6.9.5, we have that for any width reduction step, the size of 𝐻

satisfies |𝐻 | ≤ 𝑛
𝜏𝜀
· 𝑒𝜀+2𝛿, and hence the update to r in any width reduction step has size at most

𝑛
𝜏𝜀
· 𝑒𝜀+2𝛿 + 1 ≤ 𝑛1/522ℓmax where ℓmax := log( 10𝑛2/5

𝜏1/2𝜀1/2 ).

Consider any fixed integer 𝑐 ∈ [1 : 𝑇
𝐿
]. Consider any integer ℓ ∈ [0 : ℓmax], and let 𝐾𝑐,ℓ

denote the number of width steps between primal iterations (𝑐 − 1)𝐿 and (𝑐𝐿) such that Size(𝑘) ∈

[𝑛1/522ℓ, 4 · 𝑛1/522ℓ]. Using Lemma 6.9.6 and using a proof similar to that of Lemma 6.9.7, we

have

(
1 + 𝐶3

𝜀4/3 · 𝜌2/3 · (𝑛1/522ℓ)1/3

𝑛1/3 log2/3( 𝑛
𝜀𝜌
)

)𝐾𝑐,ℓ
≤

2Ψ
(
r(𝑐𝐿,𝑘𝑐𝐿)

)
Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿))

≤
4Ψ

(
r(𝑐𝐿,𝑘𝑐𝐿)

)
Ψ0

≤ 10𝑛3 log 𝑛/𝜀

Ψ0

=⇒ 𝐾𝑐,ℓ ≤ 𝑂
(

𝑛4/15 log 𝑛
𝜀4/3 · 𝜌2/3 · 22ℓ/3 ·

log 𝑛
𝜀
· log

( 𝑛
Ψ0

) )
,

where the first step follows from Lemma 6.9.6 and that the 𝐶2𝜀𝛼𝜌 · 𝐿 factor of Lemma 6.9.6 is

upper bounded by 1/2 since 𝐿 ≤ 1
100(log4 𝑛)𝜀𝛼𝜌 , the second step follows from Ψ(r((𝑐−1)𝐿,𝑘 (𝑐−1)𝐿)) ≥

1
1+2𝜀 · Ψ(r

(0,0)) and Lemma 6.2.2 that Ψ(r(0,0)) ≥ Ψ0, the third step follows from Ψ(r(𝑐𝐿,𝑘𝑐𝐿)) ≤
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𝑒𝜀+𝛿Φ(w(𝑐𝐿,𝑘𝑐𝐿)) ≤ 𝑒𝜀+𝛿𝑛3 log 𝑛/𝜀 by Lemma 6.2.1 and Eq. (6.15) of Lemma 6.9.7.

So over 𝑇 = 𝛼−1𝜀−2 log 𝑛 primal steps, and since 𝐿 = Θ( 1
𝜀𝛼𝜌 log4 𝑛

), the total number of width

reduction steps with update size in [𝑛1/522ℓ, 4 · 𝑛1/522ℓ] is upper bounded by

𝑇

𝐿
· 𝐾𝑐,ℓ ≤ 𝑇 · 𝑂 ((log4 𝑛)𝜀𝛼𝜌) · 𝑂

(
𝑛4/15 log 𝑛

𝜀4/3 · 𝜌2/3 · 22ℓ/3 ·
log 𝑛
𝜀
· log

( 𝑛
Ψ0

) )
= 𝑇 · 𝑂

(
𝑛4/15𝛼𝜌1/3(log 𝑛)6

𝜀4/3 · 22ℓ/3 · log
( 𝑛
Ψ0

) )
= 𝑇 · 𝑂

(
𝑛−1/15(log 𝑛)6

𝜀 · 22ℓ/3 · log
( 𝑛
Ψ0

) )
, (6.25)

where the third step follows from 𝛼 = 𝑂 (𝑛−1/2+𝜂 · 𝜀 · log(𝑛)−4/3 log( 𝑛
Ψ0
)−1/3) and 𝜌 = 𝑛1/2−3𝜂 · 𝜀−2 ·

log(𝑛)4 log( 𝑛
Ψ0
).

Since we only consider ℓ ≤ ℓmax = log( 10𝑛2/5

𝜏1/2𝜀1/2 ), we have

2ℓ ≤ 𝑂
(
𝑛2/5

𝜏1/2𝜀1/2

)
= 𝑂

(
𝑛2/5

𝑛1/4−𝜂/2 · 𝜀−3/2 · log(𝑛)4 log( 𝑛
Ψ0
)

)
= 𝑂

(
𝑛𝜂/2+3/20𝜀3/2

log(𝑛)4 log( 𝑛
Ψ0
)

)
,

where the second step follows from 𝜏 = 𝑛1/2−𝜂 · 𝜀−4 · log(𝑛)8 log( 𝑛
Ψ0
)2. So we have

𝑂

(
𝑛𝜂/6+1/20𝜀1/2

log(𝑛)4/3 log( 𝑛
Ψ0
)1/3

)
· 1

2ℓ/3
≥ 1,

so we can multiply this factor to the upper bound of Eq. (6.25), and we have that the total number

of width reduction steps with update size in [𝑛1/522ℓ, 4 · 𝑛1/522ℓ] is upper bounded by

𝑇 · 𝑂
(
𝑛−1/15(log 𝑛)6

𝜀 · 22ℓ/3 · log
( 𝑛
Ψ0

) )
· 𝑂

(
𝑛𝜂/6+1/20𝜀1/2

log(𝑛)4/3 log( 𝑛
Ψ0
)1/3

)
· 1

2ℓ/3

≤ 𝑇 · 𝑂
(

1
2ℓ
·
(log 𝑛)14/3 log( 𝑛

Ψ0
)2/3

𝜀1/2

)
,

where the second step follows from 𝜂 = 1/10.

Letting ℓ′ = ℓ−log
(
𝑂

(
(log 𝑛)14/3 log( 𝑛

Ψ0
)2/3

𝜀1/2

))
, we have that there are at most𝑇 · 1

2ℓ′ width reduction
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steps with update size 𝑂
(
𝑛1/522ℓ′ · (log 𝑛)28/3 log( 𝑛

Ψ0
)4/3𝜀−1

)
.

Lemma 6.10.2 (ℓ2 stability of primal steps). Algorithm 44 satisfies that for all primal steps 𝑖,

∑︁
𝑒

(
log(r(𝑖+1,𝑘𝑖)𝑒 ) − log(r(𝑖,𝑘𝑖)𝑒 )

)2
≤ 𝑂 (𝑛2𝜂𝜀3).

Proof. We will first compute the ratio r(𝑖+1,𝑘 )𝑒

r(𝑖,𝑘 )𝑒

.

r(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

≤
w(𝑖,𝑘)𝑒 (1 + 𝜀−→𝛼 (𝑖,𝑘) |C̃Δ(𝑖,𝑘) − d̃|𝑒) + 𝜀

2𝑛Φ(w
(𝑖+1,𝑘))

r(𝑖,𝑘)𝑒

≤
w(𝑖,𝑘)𝑒 + 𝜀𝛼w(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|𝑒 + 𝜀

2𝑛 (1 + 𝜀𝛼𝑒
𝜀+𝛿)Φ(w(𝑖,𝑘))

r(𝑖,𝑘)𝑒

≤ 1 + 𝜀𝛼 |C̃Δ(𝑖,𝑘) − d̃|𝑒 + 𝜀𝛼𝑒𝜀+𝛿,

where the second step follows from Lemma 6.9.4.

Now taking log and using that log(1 + 𝑥) ≤ 𝑥 for all 𝑥 ≥ −1,

log

(
r(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

)
≤ 𝜀𝛼 |C̃Δ(𝑖,𝑘) − d̃|𝑒 + 𝜀𝛼𝑒𝜀+𝛿 .

Similarly we also have log
(

r(𝑖+1,𝑘 )𝑒

r(𝑖,𝑘 )𝑒

)
≥ −𝜀𝛼 |C̃Δ(𝑖,𝑘) − d̃|𝑒 − 𝜀𝛼𝑒𝜀+𝛿.

Squaring and summing over all 𝑒,

∑︁
𝑒

log

(
r(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

)2

≤ 2𝜀2𝛼2
∑︁
𝑒

|C̃Δ(𝑖,𝑘) − d̃|2𝑒 + 2𝜀2𝛼2𝑒2(𝜀+𝛿)𝑛

≤ 4𝜀𝛼2𝑛(1 + 𝛿)
∑︁
𝑒

r(𝑖,𝑘)𝑒 |C̃Δ(𝑖,𝑘) − d̃|2𝑒
Φ(w(𝑖,𝑘))

+ 2𝑒2(𝜀+𝛿)𝜀2𝛼2𝑛

= 𝑂 (𝜀𝛼2𝑛) = 𝑂
(
𝑛2𝜂 · 𝜀3 · log(𝑛)−8/3 log( 𝑛

Ψ0
)−2/3

)
.

From the above lemma and Lemma 6.4.1, we directly have the following corollary.
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Corollary 6.10.3 (Low-rank update scheme of primal steps). For every ℓ = 0, 1, · · · , log𝑇 , in

Algorithm 44 there are at most 𝑇

2ℓ number of primal steps in which r receives an update of rank

𝑂

(
𝑛2𝜂22ℓ · 𝜀 · log(𝑛)−2/3 log( 𝑛

Ψ0
)−2/3

)
.

6.10.3 Algorithm 36

Low-rank update scheme First note that the width reduction steps of Algorithm 36 are the same

as Algorithm 44, so they follow the same low-rank update scheme as Lemma 6.10.1.

Next we prove the robust ℓ2 stability guarantees of the primal steps of Algorithm 36, and this

combined with Lemma 6.4.2 will give us the desired low-rank update scheme.

Lemma 6.10.4 (Robust ℓ2 stability of primal steps). For every primal step (𝑖, 𝑘) of Algorithm 36,

define a “fake” weight:

r̃(𝑖+1,𝑘) = r(𝑖+1,𝑘) − w(𝑖,𝑘)𝜀𝛼 · (û(𝑖,𝑘) − u(𝑖,𝑘)) · (1 +
−→𝛼 (𝑖,𝑘)û(𝑖,𝑘))

(1 + 𝛼û(𝑖,𝑘))
. (6.26)

Every primal step of Algorithm 36 satisfies the following robust ℓ2 stability property if 𝑏 ≥
𝑛𝛼 log4 𝑛

𝜀3 :

1. ∑︁
𝑒

ln

(
r̃(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

)2

≤ 𝑂 (𝑛2𝜂).

2. ∀𝑡 ∈ [𝑇], ∀𝑒, with probability 1 − 1/𝑛4,����� 𝑡′∑︁
𝑖=𝑡′−𝑡

ln

(
r̃(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)����� ≤ 𝑂 (𝜀).
Proof. Part 1 (primal steps: ℓ2 norm of tilde version). We first note that by the definition of
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r̃(𝑖+1,𝑘) we have

r̃(𝑖+1,𝑘) − r(𝑖,𝑘)

= r(𝑖+1,𝑘) − r(𝑖,𝑘) − 𝜀𝛼 · w(𝑖,𝑘) · (û(𝑖,𝑘) − u(𝑖,𝑘)) · (1 +
−→𝛼 (𝑖,𝑘)û(𝑖,𝑘))

(1 + 𝛼û(𝑖,𝑘))

= w(𝑖,𝑘) · 𝜀−→𝛼 (𝑖,𝑘)û(𝑖,𝑘) + 𝜀
𝑛

(
Φ(w(𝑖+1,𝑘)) −Φ(w(𝑖,𝑘))

)
− 𝜀𝛼 · w(𝑖,𝑘) · (û(𝑖,𝑘) − u(𝑖,𝑘)) · (1 +

−→𝛼 (𝑖,𝑘)û(𝑖,𝑘))
(1 + 𝛼û(𝑖,𝑘))

= 𝜀−→𝛼 (𝑖,𝑘) · w(𝑖,𝑘) · u(𝑖,𝑘) + 𝜀(−→𝛼 (𝑖,𝑘) − 𝛼) · w(𝑖,𝑘) · (û(𝑖,𝑘) − u(𝑖,𝑘))

+
(
1 − (1 +

−→𝛼 (𝑖,𝑘)û(𝑖,𝑘))
(1 + 𝛼û(𝑖,𝑘))

)
· 𝜀𝛼 · w(𝑖,𝑘) · (û(𝑖,𝑘) − u(𝑖,𝑘)) + 𝜀

𝑛

(
Φ(w(𝑖+1,𝑘)) −Φ(w(𝑖,𝑘))

)
,

where the second step follows from r(𝑖,𝑘) = w(𝑖,𝑘)+ 𝜀
𝑚
Φ(w(𝑖,𝑘)) and w(𝑖+1,𝑘) = w(𝑖,𝑘) (1+𝜀−→𝛼 (𝑖,𝑘)û(𝑖,𝑘)).

Next we provide upper bounds for the terms appearing in the previous equation. By Part 3 of

Lemma 6.9.10, we have that with probability 1−1/𝑛3, for all 𝑒we have |û(𝑖,𝑘)𝑒 −u(𝑖,𝑘)𝑒 | ≤ 𝐶2√
𝑏
·
√
𝑛√
𝜀
. Then

using Lemma 6.9.11 and the definition of −→𝛼 (𝑖,𝑘) we have −→𝛼 (𝑖,𝑘) ≤ (1+ 𝜀)𝛼 and |−→𝛼 (𝑖,𝑘)û(𝑖,𝑘) | ≤ 0.1.

By Lemma 6.9.13 we have with probability at least 1 − 1/𝑛3, Φ(w(𝑖+1,𝑘)) ≤ Φ(w(𝑖,𝑘)) · (1 + 10𝜀𝛼).

By the definition that −→𝛼 (𝑖,𝑘)𝑒 =


𝛼 · (1 + 𝜀𝛼û(𝑖,𝑘)𝑒 ) if û(𝑖,𝑘)𝑒 ≥ 0

𝛼/(1 − 𝜀𝛼û(𝑖,𝑘)𝑒 ) else
, we have

|−→𝛼 (𝑖,𝑘)𝑒 − 𝛼 | =


𝜀𝛼2û(𝑖,𝑘)𝑒 if û(𝑖,𝑘)𝑒 ≥ 0

𝜀𝛼2 |û(𝑖,𝑘)𝑒 | · (1 − 𝜀𝛼û(𝑖,𝑘)𝑒 )−1 else

≤ (1 + 𝜀)𝜀𝛼2 |û(𝑖,𝑘)𝑒 |.
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Plugging these upper bounds into the previous equation, we have that with probability 1−1/𝑛3,

|̃r(𝑖+1,𝑘) − r(𝑖,𝑘) |

≤ (1 + 𝜀)𝜀𝛼 · w(𝑖,𝑘) · |u(𝑖,𝑘) | + (1 + 𝜀)𝜀2𝛼2 · w(𝑖,𝑘) · |û(𝑖,𝑘) | · |û(𝑖,𝑘) − u(𝑖,𝑘) |

+ 2𝜀𝛼2 |û(𝑖,𝑘) |2 · 𝜀𝛼 · w(𝑖,𝑘) · |û(𝑖,𝑘) − u(𝑖,𝑘) | + 10𝜀𝛼 · 𝜀
𝑛
· Φ(w(𝑖,𝑘))

≤ (1 + 𝜀)𝜀𝛼 · w(𝑖,𝑘) · |u(𝑖,𝑘) | + 2𝜀2𝛼2 · w(𝑖,𝑘) · |û(𝑖,𝑘) | · |û(𝑖,𝑘) − u(𝑖,𝑘) | + 10𝜀𝛼 · 𝜀
𝑛
· Φ(w(𝑖,𝑘))

≤ (1 + 𝜀)𝜀𝛼 · w(𝑖,𝑘) · |u(𝑖,𝑘) | + 2𝜀2𝛼2 · w(𝑖,𝑘) · ( |u(𝑖,𝑘) | + |û(𝑖,𝑘) − u(𝑖,𝑘) |) · |û(𝑖,𝑘) − u(𝑖,𝑘) |

+ 10𝜀𝛼 · 𝜀
𝑛
· Φ(w(𝑖,𝑘))

≤ (1 + 𝜀)𝜀𝛼(1 + 2𝐶2
√
𝑛𝜀𝛼
√
𝑏
) · w(𝑖,𝑘) · |u(𝑖,𝑘) | + (1 + 𝜀)𝜀𝛼2 · w(𝑖,𝑘) ·

𝐶2
2𝑛

𝑏
+ 10𝜀𝛼 · 𝜀

𝑛
· Φ(w(𝑖,𝑘)).

Since r(𝑖,𝑘) = w(𝑖,𝑘) + 𝜀
𝑛
Φ(w(𝑖,𝑘)),

| r̃
(𝑖+1,𝑘) − r(𝑖,𝑘)

r(𝑖,𝑘)
| ≤ (1 + 𝜀)𝜀𝛼(1 + 2𝐶2

√
𝑛𝜀𝛼
√
𝑏
) · |u(𝑖,𝑘) | + (1 + 𝜀)𝜀𝛼2 ·

𝐶2
2𝑛

𝑏
+ 10𝜀𝛼

≤ 2𝜀𝛼 · |u(𝑖,𝑘) | +𝑂 (𝜀𝛼),

where the second step follows from 𝑏 ≥ 𝑛𝛼 log 𝑛
𝜀

.

Now taking ln and using that | ln(1 + 𝑥) | ≤ 2|𝑥 | for all |𝑥 | ≥ −0.5, we have�����ln
(
r̃(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

)����� ≤ 2

�����̃r(𝑖+1,𝑘)𝑒 − r(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

����� ≤ 4𝜀𝛼 · |u(𝑖,𝑘)𝑒 | +𝑂 (𝜀𝛼).

Squaring and summing over all 𝑒, we have

∑︁
𝑒

ln

(
r̃(𝑖+1,𝑘)𝑒

r(𝑖,𝑘)𝑒

)2

≤ 32𝜀2𝛼2
∑︁
𝑒

(u(𝑖,𝑘)𝑒 )2 +𝑂 (𝜀2𝛼2𝑛)

≤ 32𝜀𝛼2𝑛
∑︁
𝑒

r(𝑖,𝑘)𝑒 (u(𝑖,𝑘)𝑒 )2

Ψ(r(𝑖,𝑘))
+𝑂 (𝜀2𝛼2𝑛)

≤ 𝑂 (𝜀𝛼2𝑛) = 𝑂 (𝑛2𝜂),
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where the second step follows from r(𝑖,𝑘) = w(𝑖,𝑘) + 𝜀
𝑛
Φ(w(𝑖,𝑘)) ≥ 𝜀

𝑛
Φ(w(𝑖,𝑘)), and the last step

follows from 𝛼 = Θ̃(𝑛−1/2+𝜂𝜀).

Part 2 (primal steps: error of tilde version over all iterations). Consider any fixed coordinate

𝑒, and consider the 𝑡 iterations between 𝑡′ − 𝑡 to 𝑡′. We have

𝑡′∑︁
𝑖=𝑡′−𝑡

ln

(
r̃(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

)
=

𝑡′∑︁
𝑖=𝑡′−𝑡

ln

(
1 −

w(𝑖−1,𝑘)
𝑒 · 𝜀𝛼 · (û(𝑖−1,𝑘)

𝑒 − u(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒

·
(1 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

)
≤ 𝜀𝛼 ·

𝑡′∑︁
𝑖=𝑡′−𝑡

w(𝑖−1,𝑘)
𝑒 · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒

·
(1 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

= 𝜀𝛼 ·
𝑡′∑︁

𝑖=𝑡′−𝑡

(r(𝑖,𝑘)𝑒 − 𝜀
𝑛
Φ(w(𝑖,𝑘))) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

≤ 𝜀𝛼 ·
𝑡′∑︁

𝑖=𝑡′−𝑡

(r(𝑖,𝑘)𝑒 − 𝜀
𝑛
Φ(w(𝑖,𝑘))) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

+ 2𝜀𝛼2 ·
𝑡′∑︁

𝑖=𝑡′−𝑡

|r(𝑖,𝑘)𝑒 − 𝜀
𝑛
Φ(w(𝑖,𝑘)) |

r(𝑖,𝑘)𝑒

· |u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 |2

≤ 𝜀𝛼 ·
����� 𝑡′∑︁
𝑖=𝑡′−𝑡

u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒

1 + 𝛼u(𝑖−1,𝑘)
𝑒

����� + 𝜀𝛼 ·
����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
+ 2𝜀𝛼2

𝑡′∑︁
𝑖=𝑡′−𝑡

|u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 |2, (6.27)

where the first step follows from the definition (6.26) that r̃(𝑖,𝑘) = r(𝑖,𝑘) − w(𝑖−1,𝑘)𝜀𝛼 · (û(𝑖−1,𝑘) −

u(𝑖−1,𝑘)) · (1+
−→𝛼 (𝑖−1,𝑘 ) û(𝑖−1,𝑘 ) )
(1+𝛼û(𝑖−1,𝑘 ) )

, the second step follows from ln(1 + 𝑥) ≤ 𝑥 for all 𝑥, the third step

follows from w(𝑖,𝑘)𝑒 = w(𝑖−1,𝑘)
𝑒 · (1+−→𝛼 (𝑖−1,𝑘)û(𝑖−1,𝑘)) and r(𝑖,𝑘)𝑒 = w(𝑖,𝑘)𝑒 + 𝜀

𝑛
Φ(w(𝑖,𝑘)) and so w(𝑖−1,𝑘)

𝑒 =

r(𝑖,𝑘 )𝑒 − 𝜀
𝑛
Φ(w(𝑖,𝑘 ) )

1+−→𝛼 (𝑖−1,𝑘 ) û(𝑖−1,𝑘 ) , the fourth step follows from |𝛼û(𝑖−1,𝑘)
𝑒 | ≤ 0.1 with probability 1 − 1/𝑛4 and
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|𝛼u(𝑖−1,𝑘)
𝑒 | ≤ 0.1, and hence����� 1

1 + 𝛼u(𝑖−1,𝑘)
𝑒

− 1

1 + 𝛼u(𝑖−1,𝑘)
𝑒 + 𝛼(û(𝑖−1,𝑘)

𝑒 − u(𝑖−1,𝑘)
𝑒 )

�����
=

������� 𝛼(û(𝑖−1,𝑘)
𝑒 − u(𝑖−1,𝑘)

𝑒 )(
1 + 𝛼u(𝑖−1,𝑘)

𝑒

)
·
(
1 + 𝛼u(𝑖−1,𝑘)

𝑒 + 𝛼(û(𝑖−1,𝑘)
𝑒 − u(𝑖−1,𝑘)

𝑒 )
)
������� ≤ 2𝛼 |û(𝑖−1,𝑘)

𝑒 − u(𝑖−1,𝑘)
𝑒 |.

Next we bound the three terms in Eq. (6.27) one by one.

For the first term, since |𝛼u(𝑖,𝑘)𝑒 | ≤ 0.1 and each u(𝑖,𝑘)𝑒 only depends on the randomness of

S(0) , · · · , S(𝑖−1) , using Lemma 6.9.12 we have

𝜀𝛼 ·
����� 𝑡′∑︁
𝑖=𝑡′−𝑡

u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒

1 + 𝛼u(𝑖−1,𝑘)
𝑒

����� ≤ 𝜀𝛼 · 𝑂 ( √𝑛𝑡√𝑏𝜀 ) = 𝑂 (
√
𝑛𝑡𝜀𝛼
√
𝑏
). (6.28)

For the third term, since with probability 1 − 1/𝑛3 we have |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤ 𝐶2√
𝑏
·
√
𝑛√
𝜀

for all 𝑖,

we have

2𝜀𝛼2
𝑡′∑︁

𝑖=𝑡′−𝑡
|u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 |2 ≤ 𝜀𝛼2 · 𝑂
( 𝑛𝑡
𝑏𝜀

)
= 𝑂

(
𝑛𝑡𝛼2

𝑏

)
. (6.29)

It’s more complicated to upper bound the second term, and we start by upper bounding the
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following term:����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
≤

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖−1,𝑘)
𝑒 (1 + 𝛼u(𝑖−1,𝑘)

𝑒 )

�����
+

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

( 1

r(𝑖,𝑘)𝑒

− 1

r(𝑖−1,𝑘)
𝑒

) 𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
≤ 𝑂 (

√
𝑛𝑡
√
𝑏𝜀
) +

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

−→𝛼 (𝑖−1,𝑘)
𝑒 û(𝑖−1,𝑘)

𝑒 w(𝑖−1,𝑘)
𝑒

r(𝑖−1,𝑘)
𝑒

·
𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
+

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
(Φ(w(𝑖,𝑘)) −Φ(w(𝑖−1,𝑘))) · 𝜀

𝑛
Φ(w(𝑖−1,𝑘))

r(𝑖,𝑘)𝑒 r(𝑖−1,𝑘)
𝑒

·
(u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 )
(1 + 𝛼u(𝑖−1,𝑘)

𝑒 )

�����
≤ 𝑂 (

√
𝑛𝑡
√
𝑏𝜀
+ 𝛼𝑡
√
𝜀𝑛
√
𝑏
) +

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

−→𝛼 (𝑖−1,𝑘)
𝑒 û(𝑖−1,𝑘)

𝑒 w(𝑖−1,𝑘)
𝑒

r(𝑖−1,𝑘)
𝑒

·
𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

����� ,
(6.30)

where in the second step we upper bound the first term using Lemma 6.9.12 since Φ(w(𝑖−1,𝑘)),

r(𝑖−1,𝑘)
𝑒 , 1 + 𝛼u(𝑖−1,𝑘)

𝑒 are all independent of û(𝑖−1,𝑘)
𝑒 , and we upper bound the second term by

r(𝑖,𝑘)𝑒 = r(𝑖−1,𝑘)
𝑒 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 w(𝑖−1,𝑘)

𝑒 + 𝜀
𝑛
(Φ(w(𝑖,𝑘)) −Φ(w(𝑖−1,𝑘))) and hence

1

r(𝑖,𝑘)𝑒

− 1

r(𝑖−1,𝑘)
𝑒

=

−→𝛼 (𝑖−1,𝑘)
𝑒 û(𝑖−1,𝑘)

𝑒 w(𝑖−1,𝑘)
𝑒 + 𝜀

𝑛
(Φ(w(𝑖,𝑘)) −Φ(w(𝑖−1,𝑘)))

r(𝑖,𝑘)𝑒 r(𝑖−1,𝑘)
𝑒

,

and the third step follows from Φ(w(𝑖,𝑘)) ≤ Φ(w(𝑖−1,𝑘)) · (1 + 𝑂 (𝜀𝛼)), and r(𝑖,𝑘)𝑒 ≥ 0.9r(𝑖−1,𝑘)
𝑒 ≥

0.9 𝜀
𝑛
Φ(w(𝑖−1,𝑘)), and with probability 1 − 1/𝑛3 we have |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤ 𝐶2√

𝑏
·
√
𝑛√
𝜀

for all 𝑖.

Note that the term
−→𝛼 (𝑖−1,𝑘 )
𝑒 û(𝑖−1,𝑘 )

𝑒 w(𝑖−1,𝑘 )
𝑒

r(𝑖−1,𝑘 )
𝑒

is independent of û(𝑖−1,𝑘)
𝑒 and it’s at most 0.1 with

probability 1 − 1/𝑛3. So we can continue the same upper bound of Eq. (6.30) for 2 log 𝑛 times and
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we have ����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
≤ 𝑂

(
(
√
𝑛𝑡
√
𝑏𝜀
+ 𝛼𝑡
√
𝜀𝑛
√
𝑏
) · log 𝑛

)
+

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

(−→𝛼 (𝑖−1,𝑘)
𝑒 û(𝑖−1,𝑘)

𝑒 w(𝑖−1,𝑘)
𝑒

r(𝑖−1,𝑘)
𝑒

)2 log 𝑛
·
𝜀
𝑛
Φ(w(𝑖−1,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
≤ 𝑂

(
(
√
𝑛𝑡
√
𝑏𝜀
+ 𝛼𝑡
√
𝜀𝑛
√
𝑏
) · log 𝑛

)
. (6.31)

We are finally ready to upper bound the second term of Eq. (6.27). We have����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖,𝑘)) · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒 (1 + 𝛼u(𝑖−1,𝑘)
𝑒 )

�����
≤

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

𝜀
𝑛
Φ(w(𝑖−1,𝑘))

r(𝑖,𝑘)𝑒

·
(u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 )
(1 + 𝛼u(𝑖−1,𝑘)

𝑒 )

�����
+

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

( 𝜀
𝑛
Φ(w(𝑖,𝑘))

r(𝑖,𝑘)𝑒

−
𝜀
𝑛
Φ(w(𝑖−1,𝑘))

r(𝑖,𝑘)𝑒

)
·
(u(𝑖−1,𝑘)
𝑒 − û(𝑖−1,𝑘)

𝑒 )
(1 + 𝛼u(𝑖−1,𝑘)

𝑒 )

�����
≤ 𝑂

(
(
√
𝑛𝑡
√
𝑏𝜀
+ 𝛼𝑡
√
𝜀𝑛
√
𝑏
) · log 𝑛

)
, (6.32)

where in the second step we upper bound the first term by Eq. (6.31), and we upper bound the

second term by Lemma 6.9.13 that Φ(w(𝑖,𝑘)) ≤ Φ(w(𝑖−1,𝑘)) · (1 +𝑂 (𝜀𝛼)) and r(𝑖,𝑘)𝑒 ≥ 0.9r(𝑖−1,𝑘)
𝑒 ≥

0.9 𝜀
𝑛
Φ(w(𝑖−1,𝑘)), and with probability 1 − 1/𝑛3 we have |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤ 𝐶2√

𝑏
·
√
𝑛√
𝜀

for all 𝑖.

Plugging the three upper bounds Eq. (6.28), (6.32), and (6.29) into Eq. (6.27), we have

𝑡′∑︁
𝑖=𝑡′−𝑡

ln(
r̃(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

) ≤ 𝑂 (
√
𝑛𝑡𝜀𝛼
√
𝑏
) + 𝜀𝛼 · 𝑂

(
(
√
𝑛𝑡
√
𝑏𝜀
+ 𝛼𝑡
√
𝜀𝑛
√
𝑏
) · log 𝑛

)
+𝑂 (𝑛𝑡𝛼

2

𝑏
)

≤ 𝑂 (𝜀),

where the last step follows from 𝑏 =
𝑛𝛼 log4 𝑛

𝜀3 , and 𝑡 ≤ 𝑇 = 𝛼−1𝜀−2 ln 𝑛.
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We can similarly prove an upper bound of −∑𝑡′
𝑖=𝑡′−𝑡 ln( r̃

(𝑖,𝑘 )
𝑒

r(𝑖,𝑘 )𝑒

). Similar to Eq. (6.27), we have

−
𝑡′∑︁

𝑖=𝑡′−𝑡
ln(

r̃(𝑖,𝑘)𝑒

r(𝑖,𝑘)𝑒

) = −
𝑡′∑︁

𝑖=𝑡′−𝑡
ln

(
1 −

w(𝑖−1,𝑘)
𝑒 · 𝜀𝛼 · (û(𝑖−1,𝑘)

𝑒 − u(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒

·
(1 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

)
≤ 𝜀𝛼 ·

����� 𝑡′∑︁
𝑖=𝑡′−𝑡

w(𝑖−1,𝑘)
𝑒 · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒

·
(1 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

�����
+ 𝜀2𝛼2 ·

𝑡′∑︁
𝑖=𝑡′−𝑡

(
w(𝑖−1,𝑘)
𝑒 · (u(𝑖−1,𝑘)

𝑒 − û(𝑖−1,𝑘)
𝑒 )

r(𝑖,𝑘)𝑒

·
(1 + −→𝛼 (𝑖−1,𝑘)

𝑒 û(𝑖−1,𝑘)
𝑒 )

(1 + 𝛼û(𝑖−1,𝑘)
𝑒 )

)2

≤ 𝑂 (𝜀) +𝑂 ( 𝜀𝑛𝑡𝛼
2

𝑏
) ≤ 𝑂 (𝜀),

where the second step follows from ln(1 + 𝑥) ≥ 𝑥 − 𝑥2 for all |𝑥 | ≤ 0.5, and in the third step we

bound the first term in the same way as Eq. (6.27) and (6.28), (6.32), (6.29), and we bound the

second term by the property that with probability 1− 1/𝑛3 we have |û(𝑖,𝑘)𝑒 − u(𝑖,𝑘)𝑒 | ≤ 𝐶2√
𝑏
·
√
𝑛√
𝜀

for all

𝑖, and −→𝛼 (𝑖−1,𝑘)
𝑒 û(𝑖−1,𝑘)

𝑒 ) ≤ 0.1, 𝛼û(𝑖−1,𝑘)
𝑒 ) ≤ 0.1, and r(𝑖,𝑘)𝑒 ≥ 0.9r(𝑖−1,𝑘)

𝑒 ≥ 0.9w(𝑖−1,𝑘)
𝑒 .

Combining the above lemma and Lemma 6.4.2, we directly have the following corollary.

Corollary 6.10.5 (Low-rank update scheme of primal steps). For every ℓ = 0, 1, · · · , log𝑇 , in

Algorithm 36 there are at most 𝑇

2ℓ number of primal steps in which r receives an update of rank

𝑂 (( log 𝑛
𝛿
)2 · 𝑛2𝜂 · 22ℓ).

6.11 Missing Proofs

Proof of Lemma 6.2.1

Proof. We first prove that Ψ(r) ≈𝛿 Ψ(r). Let Δ∗ := arg minΔ∈R𝑑
∑
𝑒 r𝑒 (CΔ − d)2𝑒 . We have

Ψ(r) = min
Δ∈R𝑑

∑︁
𝑒

r𝑒 (CΔ − d)2𝑒 ≤
∑︁
𝑒

r𝑒 (CΔ∗ − d)2𝑒 ≤ 𝑒𝛿 ·
∑︁
𝑒

r𝑒 (CΔ∗ − d)2𝑒 = 𝑒𝛿 · Ψ(r).

Similarly, we can also show Ψ(r) ≤ 𝑒𝛿 · Ψ(r), and so Ψ(r) ≈𝛿 Ψ(r).

Next we prove Ψ(r) ≤ 𝑒𝜀+𝛿 ·Φ(w). The following inequalities follow from Hölder’s inequality
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and the optimum x★ of the problem satisfies ∥Cx★ − d∥∞ ≤ 1:

Ψ(r) = min
Δ∈R𝑑

𝑛∑︁
𝑒=1

r𝑒 (CΔ − d)2𝑒

≤
∑︁
𝑒

r𝑒 (Cx★ − d)2𝑒 ≤ 𝑒𝛿 · ∥Cx★ − d∥2∞ (∥w∥1 + 𝜀∥w∥1) ≤ 𝑒𝜀+𝛿 · Φ(w).

Proof of Lemma 6.2.2

Proof. Note that r(0,0)𝑒 = 1 + 𝜀 for all 𝑒. Therefore,

Ψ(r(0,0)) = (1 + 𝜀)min
Δ
∥CΔ − d∥22.

Using KKT conditions and the solution of the above problem that Δ∗ = (C⊤C)−1C⊤d, we get the

required lower bound.

Proof of Lemma 6.2.3

This is similar to the proof of Lemma 5.11 of [49].

Proof. We have defined,

Ψ(r) = min
Δ

∑︁
𝑒

r𝑒 (CΔ − d)2𝑒 .

This is the same as,

Ψ(r) = min
𝜌,Δ

∑︁
𝑒

r𝑒𝜌2
𝑒 , s.t. 𝜌 = CΔ − d.

From Lagrange duality and using strong duality,

Ψ(r) = min
𝜌,Δ

max
y

∑︁
𝑒

r𝑒𝜌2
𝑒 + 2y⊤(𝜌 − CΔ + d)

= max
y

min
𝜌,Δ

∑︁
𝑒

r𝑒𝜌2
𝑒 + 2y⊤(𝜌 − CΔ + d).
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Using optimality conditions for Δ and 𝜌, we get that the optimizers 𝜌★ and Δ★ satisfy,

R𝜌★ = −y, C⊤y = 0.

Using these values back in our program, we get,

Ψ(r) = max
y:C⊤y=0

2y⊤d − y⊤R−1y. (6.33)

We now note that, the following program has minimizer (z★, 𝜃★) = (y★, 1) and achieves the same

optimum value as Program 6.33.

Ψ(r) = max
z,𝜃:C⊤z=0

2𝜃z⊤d − 𝜃2z⊤R−1z. (6.34)

Since z★ = y★ and 𝜃★ = 1 is an optimum for (6.34),

[
𝑑

𝑑𝜃

(
2𝜃y★⊤d − 𝜃2y★⊤R−1y★

)]
𝜃=1

= 0.

As a result, we get that,

d⊤y★ = y★⊤R−1y★,

and Ψ(r) = d⊤y★. Using this, we claim that the following program has objective value 2− 1/Ψ(r):

2 − 1
Ψ(r) = max

C⊤y=0
d⊤y=1

2d⊤y − y⊤R−1y.

The reason is that for any feasible y of (6.33), the vector y′ := y/d⊤y is a feasible solution of this new

program, and in particular the optimal solution y∗ of (6.33) induces a solution y∗/d⊤y∗ = y∗/Ψ(r)

for this new program, and it gives an objective value of 2− 1
Ψ(r) . Now it suffices to prove that y∗/d⊤y∗

is the optimal solution of this new program. Suppose by contrary that there is another vector y′ that

is the optimal solution of this new program, then we have d⊤y′ = 1 and y′⊤R−1y′ ≤ 1/Ψ(r). But
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then the vector y′ · Ψ(r) would be a solution for (6.33) which gives a larger objective value than

Ψ(r), and this contradicts with the definition that Ψ(r) is the optimal objective value of (6.33).

We can now write the following problem,

1
Ψ(r) = min

C⊤y=0
d⊤y=1

y⊤R−1y, (6.35)

with optimum value at ỹ =
y★
Ψ(r) . Let us now consider Program 6.35 at r′, i.e., Ψ(r′). We note that

ỹ =
y★
Ψ(r) is a feasible solution for the new program as well. Therefore,

1
Ψ(r′) = min

C⊤y=0
d⊤y=1

y⊤R′−1y ≤ 1
Ψ(r)2

y★⊤R′−1y★ =
1

Ψ(r)2
∑︁
𝑒

r𝑒
r′𝑒

r𝑒 (CΔ★ − d)2𝑒 .

Rearranging the above,

1
Ψ(r′) ≤

1
Ψ(r)

©­­«1 −

∑
𝑒

(
r′𝑒−r𝑒

r′𝑒

)
r𝑒 (CΔ★ − d)2𝑒
Ψ(r)

ª®®¬ .
And since we assumed that |r′𝑒 − r𝑒 | ≤ r′𝑒, we have that

∑
𝑒

(
r′𝑒−r𝑒

r′𝑒

)
r𝑒 (CΔ★− d)2𝑒 ≤ Ψ(r), and hence(

1 −
∑
𝑒

(
r′𝑒−r𝑒

r′𝑒

)
r𝑒 (CΔ★−d)2𝑒

Ψ(r)

)−1

≥
(
1 +

∑
𝑒

(
r′𝑒−r𝑒

r′𝑒

)
r𝑒 (CΔ★−d)2𝑒

Ψ(r)

)
, and so we have

Ψ(r′) ≥ Ψ(r) +
∑︁
𝑒

(
r′𝑒 − r𝑒

r′𝑒

)
r𝑒 (CΔ★ − d)2𝑒 .
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Proof of Lemma 6.5.4

Proof. In the algorithm we always maintain the following invariants:

𝐽 = set of indexes of the non-zero columns of Δ(𝑡0+1) + · · · + Δ(𝑡1)

N = (M(𝑡0))−1, B = (T (𝑡0,𝑡1)
𝐽,𝐽
)−1, E = (T (𝑡0,𝑡1)

𝐽,𝐽
)−1 · N𝐽,:

u0 + Nu1 +

N𝐽,: · u2

0

 =

𝑡∑︁
𝑖=0
(M(𝑖))−1v.

Apart from these invariants, the data structure also maintains the vectors N · v, B · v𝐽 , and E · v.

Next we describe each operation and bound its time complexity.

Initialize. Initially we let 𝑡0 = 𝑡1 = 0. Let N = (M(0))−1 ∈ R𝑛×𝑛, and let B and E be empty

matrices. We also pre-compute and maintain N · v. We let u0 = (M(0))−1 · v and u1 = u2 = 0.

Initialization takes 𝑂 (𝑛𝜔) time.

Query sum. Since we maintain the invariants, we simply output u0 + Nu1 +

N𝐽,: · u2

0

 =∑𝑡
𝑖=0(M(𝑖))−1v, and this takes 𝑂 (𝑛2) time.

For the reset, partial reset, and update operations, we define the following notations. Consider the

𝑡-th iteration. We define Δ0 := Δ(𝑡0+1) +· · ·+Δ(𝑡) , and note that 𝑘0 = nnz(Δ(𝑡0+1)) + · · ·+nnz(Δ(𝑡)) ≥

nnz(Δ0). Similarly define Δ1 := Δ(𝑡1+1) + · · · + Δ(𝑡) and note that 𝑘1 ≥ nnz(Δ1).

Reset. We first update u0 ← u0 + Nu1 +

N𝐽,: · u2

0

 and u1, u2 ← 0.

Next, we update N = (M(𝑡))−1 = (M(𝑡0) + Δ0)−1 using Woodbury identity in th exact same way

as the reset operation of Lemma 6.5.1 and 6.5.2, and this operation takes 𝑂 (Tmat(𝑛, 𝑛, 𝑘0)) time.

Finally we also recompute the vector N · v in 𝑂 (𝑛2) time.

Partial reset. We first update u0 ← u0 +

N𝐽,: · u2

0

 and u2 ← 0. This takes 𝑂 (𝑛 · 𝑘0) time.

Next let 𝐽new ⊆ [𝑛] denote the indexes of the non-zero columns of Δ(𝑡0+1) + · · · + Δ(𝑡) and let

Bnew = (T (𝑡0,𝑡)
𝐽new,𝐽new)−1 and Enew = (T (𝑡0,𝑡)

𝐽new,𝐽new)−1 · N𝐽new,: denote the matrices that we want to obtain.
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We compute Bnew and Enew in the exact same way as Lemma 6.5.2 in 𝑂 (Tmat(𝑛, 𝑘0, 𝑘1)) time.

Finally we also recompute the vectors Bnew · v𝐽new and Enew · v in 𝑂 (𝑛 · 𝑘0) time.

Update. Again let 𝐽new ⊆ [𝑛] denote the indexes of the non-zero columns of Δ(𝑡0+1) + · · · +Δ(𝑡)

and let Bnew = (T (𝑡0,𝑡)
𝐽new,𝐽new)−1 and Enew = (T (𝑡0,𝑡)

𝐽new,𝐽new)−1 ·N𝐽new,:. Similar as the proof of Lemma 6.5.2,

we can compute the decomposition T (𝑡0,𝑡)
𝐽new,𝐽new =


T (𝑡0,𝑡1)
𝐽,𝐽

0

0 I

 + UV⊤ and


B 0

0 I

 · U in 𝑂 (𝑘0𝑘1)

time, where both U and V have size 𝑘0 ×𝑂 (𝑘1). And we still have that

(M(𝑡))−1 =


Enew

−(I + N · Δ0)𝐽new,𝐽new · Enew + N
𝐽new,:

 ,
Enew =


E

N𝐽new\𝐽,:

 −

B 0

0 I

 U(I + V⊤

B 0

0 I

 U)−1V⊤


E

N𝐽new\𝐽,:

 .
So we have

Enewv =


Ev

N𝐽new\𝐽,:v

 −

B 0

0 I

 U(I + V⊤

B 0

0 I

 U)−1V⊤


Ev

N𝐽new\𝐽,:v


We can compute this vector in the following steps:

• Since the data structure maintains Ev and Nv, we first directly read off the vector


Ev

N𝐽new\𝐽,:v


from the maintained vectors.

• Compute (I + V⊤

B 0

0 I

 U)−1 in 𝑂 (Tmat(𝑘1, 𝑘0, 𝑘1)) time.

• Compute the matrix vector products from right to left as
©­­«

B 0

0 I

 U
ª®®¬ · (I +V⊤


B 0

0 I

 U)−1 ·

V⊤ ·


Ev

N𝐽new\𝐽,:v

 , and this takes 𝑂 (𝑘0𝑘1) time.
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In summary we can compute Enewv in 𝑂 (Tmat(𝑘0, 𝑘1, 𝑘1)) time. Next we compute (M(𝑡))−1 · v:

(M(𝑡))−1 · v =


Enewv

−(I + N · Δ0)𝐽new,𝐽new · Enewv + N
𝐽new,:v


=


Enewv

−I
𝐽new,𝐽new · Enewv + N

𝐽new,: · (v − w)


=


Enewv − N𝐽new,: · (v − w)

−I
𝐽new,𝐽new · Enewv

 + N · (v − w)

=


Enewv − w′

−I
𝐽new,𝐽new · Enewv

 −

N𝐽,: · (v − w)

0

 + N · (v − w),

where in the second step we define a vector w ∈ R𝑛 such that its entries in 𝐽new are (Δ0)𝐽new,𝐽new ·Enewv

and its rest entries are all zero, and we can compute it in 𝑂 (𝑘0) time since nnz(Δ0) ≤ 𝑘0, in the

fourth step we define a vector w′ ∈ R|𝐽new | such that its entries in 𝐽new\𝐽 are N𝐽new\𝐽,: · (v − w) and

its rest entries are all zero, and we can compute it in 𝑂 (𝑘0𝑘1) time since |𝐽new\𝐽 | ≤ 𝑘1.

So we update the vectors as

u0 ← u0 +


Enewv − w′

−I
𝐽new,𝐽new · Enewv

 , u1 ← u1 + v − w, u𝑤 ← u1 − v + w.

In this way we still maintain the invariant of the three vectors.
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Chapter 7: The Complexity of Dynamic Least-Squares Regression

7.1 Overview

The problem of least-squares regression (LSR) dates back to Gauss in 1821 [195], and is the

backbone of high-dimensional statistical inference [67], signal processing [64], convex optimization

[68], control theory [65], and machine learning [66]. Given an overdetermined (𝑛 ≫ 𝑑) linear

system A ∈ R𝑛×𝑑 , b ∈ R𝑛, the goal is to find the solution vector x that minimizes the mean squared

error (MSE)

min
x∈R𝑛
∥Ax − b∥2. (7.1)

The exact closed-form solution is given by the well-known Normal equation

x★ = (A⊤A)−1A⊤b,

which requires𝑂 (𝑛𝑑2) time to compute using naive matrix-multiplication, or𝑂 (𝑛𝑑𝜔−1) time using

fast matrix-multiplication (FMM) [110] for the current FMM exponent of 𝜔 ≈ 2.37 [111, 109].

Despite the elegance and simplicity of this closed-form solution, in practice the latter runtime

is often too slow, especially in modern data analysis applications where both the dimension of the

feature space (𝑑) and the size of datasets (𝑛) are overwhelmingly large. A more modest objective in

attempt to circumvent this computational overhead, is to seek an 𝜀-accurate solution that satisfies

∥Ax − b∥2 ≤ (1 + 𝜀) min
x∈R𝑑
∥Ax − b∥2. (7.2)

A long line of work on sketching [119] and sampling [196], combined with iterative linear-system
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solvers (preconditioned gradient descent), culminated in high-precision algorithms that run in close

to input-sparsity time 𝑂 (nnz(𝐴) log(1/𝜀) + 𝑑𝜔) for the offline problem [101, 119, 120, 197]. This

is essentially optimal in the realistic setting 𝑑 ≪ 𝑛.

Dynamic Least Squares. Many of the aforementioned applications of LSR, both in theory and

practice, involve data that is continually changing, either by nature or by design. In such applications,

it is desirable to avoid recomputing the LSR solution from scratch, and instead maintain the

solution (7.2) dynamically, under insertion and/or deletions of rows and labels (a(𝑡) , 𝛽(𝑡)). The

most compelling and realistic dynamic model is that of adaptive row updates, where the algorithm

is required to be correct against an adaptive adversary that chooses the next update as a function

of previous outputs of the algorithm. This is a much stronger notion of dynamic algorithms

than the traditional oblivious model, where the sequence of updates is chosen in advance. This

distinction is perhaps best manifested in iterative randomized algorithms, where the input to the

next iteration depends on the output of the previous iteration and hence on the internal randomness

of the algorithm, and traditional sketching algorithms generally break under the stronger adaptive

setting. [198, 199, 200, 201].

Another aspect of dynamic LSR is whether data is partially or fully dynamic – some applications

inherently involve incremental updates (row-insertions), whereas others require both insertion and

deletions.

Fully Dynamic LSR. In the fully dynamic setting, rows (a(𝑡) , 𝛽(𝑡)) can be adaptively inserted or

deleted, and the goal is to minimizes the amortized update time required to maintain the solution

(7.2) in each iteration. Variants of dynamic LSR show up in many important applications and

iterative optimization methods, from Quasi-Newton [202] and interior-point methods (IPM) [43],

the (matrix) multiplicative-weight updates framework [171], iteratively-reweighted least squares

[203] to mention a few. We stress that some of these variant involve application-specific restrictions

on the LSR updates (e.g., small ℓ2-norm or sparsity), whereas we study here the problem in full

generality.
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Partially Dynamic LSR. In the partially-dynamic setting, rows (a(𝑡) , 𝛽(𝑡)) can only be inserted,

and the goal is again to minimize the amortized update time to maintain the solution (7.2). This

incremental setting is more natural in control theory and dynamical linear systems [204, 69], and

in modern deep-learning applciations, in particular continual learning [205, 206], where the goal

is to finetune a neural network over arrival of new training data, without training from scratch.

The textbook solution for dynamic LSR, which handles general adaptive row updates and dates

back to Kalman’s filter and the recursive least-squares framework [69], is to apply Woodbury’s

identity, which can implement each row update in 𝑂 (𝑑2) worst-case time [69], and maintain the

Normal equation exactly. Interestingly, in the oblivious, partially dynamic (insertion-only) setting,

one can do much better – [207] gave a streaming algorithm, based on online row-sampling, which

maintains a subset of only 𝑂 (𝑑/𝜀2) rows of A(𝑡) , and provides an 𝜀-approximate LSR solution at

any given time (the algorithm of [207] does not yield an efficient data structure, but we will show

a stronger result implying this). Very recently, this algorithm was extended to handle adaptive

incremental updates [208], at the price of a substantial increase in the number of sampled rows to

𝑂 (𝑑2𝜅2/𝜀2) (and hence the update time also increases), where 𝜅 is the condition number of the

inputs, which could scale polynomially with the total number of rounds 𝑇 .

Our first result is an efficient partially-dynamic low-accuracy LSR data structure, against adap-

tive row-insertions, whose update time depends only logarithmically on the condition number:

Theorem 7.1.1 (Faster Adaptive Row Sampling). For any accuracy parameter 0 < 𝜀 < 1/8,

there is a randomized dynamic data structure which, with probability at least 0.9, maintains an 𝜀-

approximate LSR solution under adaptive row-insertions, simultaneously for all iterations 𝑡 ∈ [𝑇],

with total update time

𝑂

(
nnz(A(𝑇)) log(𝑇) + 𝜀−4𝑑5 log4(𝜎max

𝜎min
) log3(𝑇)

)
,

where 𝜎max (𝜎min) is the maximum (minimum) singular value over all input matrices [A(𝑡) , b(𝑡)]
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for 𝑡 ∈ [𝑇].

For constant approximations (𝜀 = 0.1), Theorem 7.1.1 almost matches the fastest static

sketching-based solution, up to polylogarithmic terms and the additive term. When 𝑇 ≫ 𝑑,

this theorem shows that the amortized update time of our algorithm is𝑂 (𝑑) since nnz(A(𝑇)) ≤ 𝑇𝑑.

A key sub-routine of our algorithm is an improved analysis of the online leverage score sampling un-

der adversarial inputs that reduces the number of rows from𝑂 (𝑑2𝜅2/𝜀2) [208] to𝑂 (𝑑2 log(𝜅)/𝜀2),

where 𝜅 := 𝜎max/𝜎min.

Our main result is that, by contrast, in the fully-dynamic setting, Kalman’s classic approach

is essentially optimal, even for maintaining a constant approximate LSR solution, assuming the

Online Matrix-Vector (OMv) Conjecture [209]:

Theorem 7.1.2 (Lower Bound for Fully-Dynamic LSR, Informal). There is an adaptive sequence

of 𝑇 = poly(𝑑) row insertions and deletions, such that any dynamic data structure that maintains

an 0.01-approximate LSR solution, has amortized update time at least Ω(𝑑2−𝑜(1)) per row, under

the OMv Conjecture.

Recall that the OMv Conjecture [209] postulates that computing exact Boolean matrix-vector

products, of a fixed 𝑛 × 𝑛 Boolean matrix H with an online sequence of vectors v(1) , . . . , v(𝑛) ,

one-at-a-time (Hv(𝑖)), requires 𝑛3−𝑜(1) time (in sharp contrast to the offline batch setting, where this

can be done using FMM in 𝑛𝜔 ≪ 𝑛3 time, see Section 7.3 for more details).

Theorem 7.1.2 follows from a gap-amplification reduction from exact OMv to approximate OMv

over the reals, asserting that the OMv problem remains hard even when the online matrix-vector

products Hv(𝑖) need only be approximated to within constant relative accuracy (i.e., ∥y(𝑖)−Hv(𝑖) ∥2 ≤

0.1∥Hv(𝑖) ∥2) against adaptive sequences, see Theorem 7.3.10. All previous fine-grained reductions

from OMv to its approximate versions only show hardness for inverse-polynomial error 𝜀 = 𝑛−𝜔(1) ,

see further discussion in the related work section.

We believe Theorem 7.3.10 may be useful for proving or refuting the OMv Conjecture itself, both

because constant relative approximation brings the problem closer to the realm of dimensionality-

reduction tools (which only work in the low-accuracy, oblivious regime), and also because the
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adaptive nature of our construction is essential for relating the OMv conjecture to more established

fine-grained conjectures (3SUM, SETH, OV): Indeed, one reason for the lack of progress the OMv

Conjecture is that almost all known reductions in the fine-grained complexity literature are non-

adaptive [210], meaning that they apply equally to online and offline queries, and hence are futile

for attacking the OMv Conjecture (one exception is the adaptive reduction of [211] for triangle

detection). We remark that adaptivity of the vectors v(𝑖)’s is crucial for the proof of Theorems

7.1.2 and 7.3.10, but also natural: Iterative optimization algorithms and linear-system solvers, in

particular first-order (Krylov) methods for quadratic minimization, are based on iterative refinement

of the residual error, hence the next input vector is a function of previous iterates [212, 213, 49].

In fact, the proof of Theorems 7.1.2 and 7.3.10 is inspired precisely by this idea, see the technical

overview below.

Finally, we prove a similar 𝑑2−𝑜(1) amortized lower bound for high-accuracy data structures in

the insertion-only setting, which shows that the accuracy of our data structure from Theorem 7.1.1

is essentially best possible:

Theorem 7.1.3 (Hardness of High-Precision Partially-Dynamic LSR, Informal). Assuming the

OMv Conjecture, any dynamic data structure that maintains an 𝜀 = 1/poly(𝑇, 𝑑)-approximate

solution for the partially dynamic LSR over𝑇 = poly(𝑑) iterations, must haveΩ(𝑑2−𝑜(1)) amortized

update time per iteration.

The three above theorems provide a rather complete characterization of the complexity of

dynamic least squares regression.

Other Related Work

Fine-grained complexity The OMv conjecture [209] has originally been proposed as a unified

approach to prove conditional lower bound for dynamic problems. It has broad applications to

dynamic algorithms [214, 215, 182, 216, 217] and it is still widely open [218, 219, 220, 221]. A

few prior works [222, 223, 224, 225] have shown fine-grained hardness of related matrix problems
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(e.g. kernel-density estimation, empirical risk minimization), based on the strong Exponential

Time Hypothesis (SETH, see [226] and references therein). In contrast to Theorems 7.1.2, 7.3.10,

all these works only establish hardness for exact or polynomially-small precision (i.e., 𝜀 = 𝑑−𝜔(1)).

Least-squares regression in other models of computation The problem of (static) least-squares

regression has a long history in TCS [227, 119, 120, 196, 228]. Using dimensionality-reduction

techniques (sketching or sampling) to precondition the input matrix, and running (conjugate)

gradient descent, one can obtain an 𝜀-approximation solution in input-sparsity𝑂 (nnz(A) log(1/𝜀)+

𝑑𝜔), see [229, 230] for a comprehensive survey.

The LSR problem has also been studied in different models, we briefly review here the most

relevant literature. In the streaming model, [231] gives the (tight) space complexity of Θ̃(𝑑2/𝜀)

when entries of the input are subject to changes. In the online model, the input data arrives in an

online streaming and [207] proposes the online row sampling framework, which stores 𝑂 (𝑑/𝜀2)

rows and maintain an 𝜀-spectral approximation of the input. [232] generalizes the guarantee to

the sliding window model (among other numerical linear algebra tasks), where data still comes an

online stream and but only the most recent updates form the underlying data set.

The focus of all aforementioned model is on the space (or the number of rows), instead

of computation time, and they only work against an oblivious adversary. Initiated by [199], a

recent line of work [199, 200, 233, 234] aims to make streaming algorithm work against an

adaptive adversary. As noted by [235], most existing results are for scalar output and it is an open

question when the output is a large vector. [208] is most relevant to us and studies the online

row sampling framework [207] (among other importance sampling approaches) against adaptive

adversary, and prove it maintains an 𝜀-spectral approximation when storing 𝑂 (𝑑2𝜅2/𝜀2) rows,

where 𝜅 = 𝜎max/𝜎min is the condition number of the input. A key part of our algorithm is to give

an improved analysis and reduce the number to 𝑂 (𝑑2 log(𝜅)/𝜀2).

Finally, we note the problem of online regression has been studied in the online learning

literature [236], where the goal is to minimize the total regret. This is very different from our work
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in that the main bottleneck is information-theoretic, whereas the challenge in our loss-minimization

problem is purely computational.

Comparison to the inverse-maintenance data structure in IPM Similar dynamic regression

problems have been considered in the literature of interior point methods (IPM) for solving linear

programs (LP) [43, 45, 44, 1, 40, 42, 237]. There the problem is to maintain (A⊤WA)−1A⊤Wb

for a slowly-changing diagonal matrix W. The aforementioned papers use sampling and sketching

techniques to accelerate the amortized cost per iteration. The inverse-maintenance data structures

in the IPM literature are solving a similar but incomparable dynamic LSR problem – the updates

in the IPM setting are given in batches, while we consider the setting where there is one rank-one

update in each iteration. The issue of adversarial robustness were also considered in the IPM

literature where the updates are inherently adaptive. The tall LP solvers [42, 237] achieve 𝑂 (𝑑2)

amortized cost for adaptive fully dynamic batched updates. These results are incomparable to our

data structure that has 𝑂 (𝑑) amortized cost for adaptive incremental rank-one updates (Theorem

7.1.1).

Next we provide a high-level overview of the proofs of Theorems 7.1.1 and 7.1.2.

7.1.1 Our Techniques: Lower Bound for Fully Dynamic LSR

We start from the lower bound in Theorem 7.1.2 for fully dynamic 𝜀-LSR, where we prove that

a dynamic data structure with truly sub-quadratic 𝑑2−Ω(1) amortized update time, even for constant

approximation 𝜀 = 0.01, would break the OMv Conjecture. The key challenge in this proof is

that the OMv Conjecture itself only asserts the hardness for exact matrix-vector products (over

the Boolean semiring). Our reduction proceeds in a few steps, where a key intermediate step is

introducing the online projection problem:

Definition 7.1.4 (Online projection). In the online projection problem, the input is a fixed orthonor-

mal matrix U ∈ R𝑑×𝑑1 (𝑑1 ∈ [𝑑]), and a sequence of vectors z(1) , . . . , z(𝑇) that arrives in an online

stream. The goal is to compute the projection of z(𝑡) onto the column space of U, i.e., UU⊤z(𝑡) , at
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each iteration 𝑡 ∈ [𝑇], before z(𝑡+1) is revealed.

For notation convenience, we write z = zU + zU⊥ where zU is the projection onto U and zU⊥ is

the projection onto the orthogonal space U⊥ ∈ R𝑑×(𝑑−𝑑1) .

Hardness of Online Projection

We first prove 1/poly(𝑑)-hardness of online projection via reduction from OMv. The OMv

conjecture asserts the hardness of matrix-vector multiplication (∥Hz(𝑡) ∥) over the Boolean semi-

ring, and it is easy to see that the lower bound continues to hold when (1) the matrix H is positive

semidefinite (PSD), (2) the computation is over real, and (3) one allows 1/𝑑2 error, i.e., the output

y(𝑡) only needs to satisfy ∥y(𝑡)−Hz(𝑡) ∥2 ≤ 𝑂 (1/𝑑2) when one normalizes ∥H∥2 = 1 and ∥z(𝑡) ∥2 = 1.

The online projection problem is clearly easier than arbitrary (PSD) matrix-vector multiplica-

tions, and we prove the reverse direction is also true. That is, one can (approximately) simulate a

matrix-vector product with 𝑂 (log 𝑑) projection queries. Given a PSD matrix H, we first perform

the eigenvalue decomposition H = UΣU⊤ at the preprocessing step, where Σ = diag(𝜆1, . . . , 𝜆𝑑) is

a diagonal matrix. We perform a binary division trick over the spectrum of H. Let 𝑆 𝑗 ⊆ [𝑑] include

all column indices 𝑖 ∈ [𝑑], such that the 𝑗-th significant bit of 𝜆𝑖 is non-zero. Let U( 𝑗) ∈ R𝑑×|𝑆 𝑗 |

take columns of U from 𝑆 𝑗 , then Hz(𝑡) =
∑𝑂 (log 𝑑)
𝑗=1

1
2 𝑗 · z

(𝑡)
U( 𝑗) ± 𝑂 (1/𝑑

2), i.e., one can obtain an

𝑂 (1/𝑑2) approximation of Hz(𝑡) by querying 𝑂 (log 𝑑) online projection instances, with precision

𝑂 (1/𝑑2).

Hardness Amplification

Our next step is to boost the hardness of approximation from 𝑂 (1/𝑑2) to some constant.

In particular, we prove the online projection problem is hard even if one only requires ∥y(𝑡) −

UU⊤z(𝑡) ∥2 ≤ 𝛼∥UU⊤z(𝑡) ∥2 + 𝛽, where 𝛼 = 1/3 is the multiplicative error and 𝛽 = 1/𝑑3 is a small

additive error.

Given any vector z, to obtain an 𝑂 (1/𝑑2) approximation of zU, we set up two online projection

instances, PU and PU⊥ , and we assume PU (resp. PU⊥) returns an (𝛼, 𝛽)-approximation to the
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projection onto U (resp. U⊥). A natural idea is to query PU⊥ and obtain

w = PU⊥ (z) = zU⊥ + 𝜹,

where the error term ∥𝜹∥2 ≤ 𝛼∥zU⊥ ∥2+𝛽. Subtracting w and considering z′ = z−w, the orthogonal

component decreases by a factor of 𝛼 (i.e., ∥z′U⊥ ∥2 ≤ 𝛼∥zU⊥ ∥2 + 𝛽) and one hopes to repeat it for

𝑂 (log 𝑑) times to remove the orthogonal component (almost) completely. However, the projection

component also gets contaminated, i.e., z′U = zU − 𝜹U. Hence, we need to further “purify” 𝜹 to

remove its component in U. We obtain it by another 𝑂 (log 𝑑) iterations of refinement.1

Final reduction. Our final reduction proceeds in 𝑅 = 𝑂 (log 𝑑) rounds and each round further

contains 𝐾 = 𝑂 (log 𝑑) iterations.

• Outer loop. Initially set z1 = z. For each round 𝑟 ∈ [𝑅], we wish to find w𝑟 such that (1)

w𝑟 has a negligible component in U, i.e., w𝑟,U ≈ 0, and (2) w𝑟 is 𝛼′-approximate to z𝑟 in the

direction of U⊥, i.e., ∥w𝑟,U⊥ − z𝑟,U⊥ ∥2 ≤ 𝛼′∥z𝑟,U⊥ ∥2 for some constant 𝛼′ < 1. By taking

z𝑟+1 = z𝑟 − w𝑟 , one can prove that the z𝑟,U component does not change and the orthogonal

component z𝑟,U⊥ decreases by a factor of 𝛼′. As such, repeating for 𝑅 = 𝑂 (log 𝑑) would be

sufficient.

• Inner loop. Within round 𝑟, recall we first invoke the projection PU⊥ and obtain w𝑟,0 =

PU⊥ (z𝑟). In order to remove w𝑟,0,U, we query the projection PU and obtain y𝑟,1 = PU(w𝑟,0),

and w𝑟,1 = w𝑟,0 − y𝑟,1. We have the guarantee that ∥w𝑟,1,U∥2 ≤ 𝛼∥w𝑟,0,U∥2. Repeat the above

step for 𝐾 = 𝑂 (log 𝑛) iterations, we have w𝑟,𝐾,U ≈ 0. We also need to control the component

in U⊥. We can show that w𝑟,𝐾,U⊥ = w𝑟,0,U⊥ −
∑𝐾−1
𝑘=1 y𝑟,𝑘,U⊥ , where the second term consists

of a geometric decreasing sequence with rate 𝛼, and one has w𝑟,𝐾,U⊥ = (1 ±𝑂 (𝛼))z𝑟,U⊥ .

We note the above reduction is adaptive in nature, because the query depends heavily on the

algorithm’s previous outputs.
1This might sound circular at a first glance because our original goal is to remove zU⊥ and we reduce it to remove

𝜹U. The difference is that it is fine to change 𝜹U⊥ by a small multiplicative factor when removing 𝜹U.
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Reduction to Fully Dynamic LSR

The final step is to reduce (𝛼, 𝛽)-online projection to fully dynamic 𝜀-LSR, with the following

choice of parameters 𝛼 = 1/3, 𝜀 = 0.01 and 𝛽 = 1/𝑑3. A natural first attempt is to set the initial

feature matrix A(0) = U⊤⊥ ∈ R(𝑑−𝑑1)×𝑑 and the labels b(0) = 1√
𝑑
1𝑑−𝑑1 . This is an under-constrained

linear system. Let x∗ = (U⊥U⊤⊥)†U⊥b(0) = 1√
𝑑

∑𝑑−𝑑1
𝑗=1 U⊥, 𝑗 be the normal equation – this is the

solution with the least ℓ2 norm. Suppose we wish to project z onto U, then one can insert a new

row of (z, 10) and the Normal equation becomes

x∗new = x∗ +
10 − ⟨zU⊥ , x∗⟩
∥zU∥22

zU.

If the 𝜀-approximate solution x′ returned by the algorithm is indeed close to x∗, we can obtain a

scaled version of zU by computing x′ − x∗ ≈ x∗new − x∗ ∝ zU.

Unfortunately, there are infinitely many optimal solutions and an algorithm does not need to

output the normal form solution. For example, an algorithm could remember a random direction v

that is orthogonal to U⊥ (at the preprocessing step), and return the vector x∗+𝜉 ·v where 𝜉 = 10−⟨z,x∗⟩
⟨z,v⟩

so that the new constraint ⟨z, x⟩ = 10 is satisfied. It only requires 𝑂 (𝑑) time and returns an exact

solution.

The importance of regularization. The above issue seems to be inherent of an under-constrained

linear systems. To resolve it, we consider the ridge regression problem instead and add a small

regularization term 𝜆∥x∥2 for 𝜆 = 1/𝑑40. Our reduction starts with ∥U⊤⊥x − 1𝑑−𝑑2 ∥2 + 𝜆∥x∥2, and

inserts/deletes the row (z, 10) to compute the projection of z. For ridge regression, x∗new is actually

not the optimal solution (instead, it is very close to the unique optimal solution) but we would

prove an 𝜀-approximate solution x′ needs to be very close to x∗new. Therefore, one can retrieve an

(𝛼, 𝛽)-approximate projection from x′ and x∗.

Missing technical considerations. We outline a few missing details of the above argument.

First, the above argument (i.e., x′ is close to x∗new) goes through only if zU is not too small (e.g.,

∥zU∥2 ≥ 1/𝑑4). We need to efficiently test the norm ∥zU∥2 and output 0 when it is too small.
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Second, even if x∗new and x′ are close, we can only obtain a scaled version of zU. It is not oblivious

to determine the right “scale” because of the (constant) approximation error. Instead, we run a

line search and output the minimizer of arg min𝜉 ∥z − 𝜉 · (x′ − x∗)∥, we prove that it gives good

approximation to zU.

7.1.2 Our Techniques: Algorithm for Partially Dynamic LSR

Next we provide an overview of our algorithm in Theorem 7.1.1 for partially dynamic LSR

(with row insertions only). Let m(𝑡) = (a(𝑡) , 𝛽(𝑡)) be the 𝑡-th row and M(𝑡) be the input matrix

that concatenates these rows. Our approach follows the online row sampling framework [196, 207,

232]: When a new row arrives, we sample and keep the new row with probability (approximately)

proportional to the online leverage score 𝜏(𝑡)ols := (m(𝑡))⊤((M(𝑡))⊤M(𝑡))−1m(𝑡) . We output the

closed-form solution on the sampled rows: It is an 𝜀-approximate solution of LSR as long as the

sampled matrix M̃(𝑡) is an 𝜀-spectral approximation to the input matrix M(𝑡) .

Warm Up: Oblivious Adversary

If the algorithm faces an oblivious adversary, then [207] proves that keeping𝑂 (𝑑 log( 𝜎max
min )/𝜀

2)

rows is enough for 𝜀-spectral approximation. It remains to bound the computation time. Note a

direct computation of the online leverage score takes 𝑂 (𝑑2) time per row-insertion, which gives

no benefit over the classic Kalman’s approach. In order to accelerate this computation, we use a

JL-embedding trick to compress the matrix (M(𝑡))⊤M(𝑡) (note a similar trick has been used in [238,

42]) and it reduces the computation time from 𝑂 (𝑑2) to 𝑂 (𝑑) per update.

Adversarial Robustness of Online Leverage Score Sampling

We need a counterpart of [207] for the more challenging adaptive adversary. The recent work

of [208] made a first step toward adversarially robust row-sampling. However, comparing to the

oblivious setting, their algorithm increases the number of sampled rows by a factor of 𝑑 ( 𝜎max
𝜎min
)2.

Note that it has a polynomial dependence on the condition number 𝜎max
𝜎min

, which could be as large as
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poly(𝑑𝑇).2

[208] considers an 𝜀-net over the unit vectors in R𝑑 , and for any x in the 𝜀-net, they use

Freedman’s inequality to prove that the sampled matrix M̃(𝑡) satisfies that ∥M̃(𝑡)x∥2 ≈ ∥M(𝑡)x∥2 (this

brings an 𝑂 (𝑑) overhead using a union bound). In order to apply Freedman’s inequality, they need

an estimate of ∥M(𝑡)x∥2, which is unknown in advance since the rows of M(𝑡) are chosen adaptively.

[208] directly bounds this norm by the singular values: 𝜎min∥x∥2 ≤ ∥M(𝑡)x∥2 ≤ 𝜎max∥x∥2, resulting

in the additional ( 𝜎max
𝜎min
)2 overhead.

We provide a new analysis that overcomes this limitation. Similar to [208], we also take a union

bound over the 𝜀-net of unit vectors x ∈ R𝑑 to reduce to the scalar case. The key difference is

that when applying Freedman’s inequality, we instead consider 𝑂 ( 𝜎min
𝜎max
) truncated martingales that

each guesses the correct value of ∥M(𝑡)x∥2, and becomes 0 once the guess becomes inaccurate. We

prove that each truncated martingale concentrates according to Freedman’s inequality, and since

one of the guesses must be close to the true value of ∥M(𝑡)x∥2, taking a union bound over these

𝑂 ( 𝜎min
𝜎max
) martingales results in only an 𝑂 (log( 𝜎max

𝜎min
)) overhead.3 We believe this can also be used

to improve other importance sampling schemes in [208], which we leave for future work.

Robustness of JL Estimation

Finally, we also need to prove the JL trick is adversarially robust. To this end, we renew the JL

sketch for each sampled row. The sampling probability computed using the JL estimate is always

an overestimate of the true online leverage score. Consequently, whenever our algorithm omits a

row, the ideal algorithm using the exact online leverage scores also omits that row. This means the

randomness of the JL matrix is not leaked until a new row is sampled, at which point we refresh

the JL matrix.
2Indeed, if the input are drawn from isotropic GaussianN(0, I𝑑) but with one direction removed, then the condition

number can be as large as 𝑇 .
3We note a linear dependence on log( 𝜎max

𝜎min
) is also necessary, because every time the row norm gets doubled, one

must sample 𝑂 (𝑑) new rows.
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7.2 Additional Preliminaries

In this chapter, we define an extra notation of ±: For any 𝑥, 𝑦 ∈ R, we write 𝑥 = 𝑦 ± 𝜀 if

|𝑥 − 𝑦 | ≤ 𝜀, for two vectors x, y ∈ R𝑑 , x = y ± 𝜀 means ∥x − y∥2 ≤ 𝜀.

7.2.1 Model

We formally define the problem of fully dynamic least-squares regression.

Definition 7.2.1 (Fully dynamic least-squares regression). Let 𝑑 be an integer, 𝑇 = poly(𝑑) be

the total number of updates and 𝜀 ∈ [0, 0.5) be the precision. In the fully dynamic least-squares

regression problem:

• The data structure is given a matrix A(0) ∈ R(𝑑+1)×𝑑 and a vector b(0) ∈ R𝑛 in the prepro-

cessing phase.

• For each iteration 𝑡 ∈ [𝑇], the algorithm receives one of the following two updates:

– Incremental update: The update is (a, 𝛽) ∈ R𝑑 × R, and the matrix and the vector are

updated to be A(𝑡) := [(A(𝑡−1))⊤, a]⊤ and b(𝑡) := [(b(𝑡−1))⊤, 𝛽]⊤.

– Decremental update: The update is a row index 𝑖, and the matrix A(𝑡) is A(𝑡−1) with its

𝑖-th row deleted, and the vector b(𝑡) is b(𝑡−1) with its 𝑖-th entry deleted.

We say an algorithm solves 𝜀-approximate fully dynamic least squares regression if it outputs an

𝜀-approximate solution x(𝑡) ∈ R𝑑 at every iteration 𝑡 ∈ [𝑇]:

∥A(𝑡)x(𝑡) − b(𝑡) ∥2 ≤ (1 + 𝜀) min
x∈R𝑑
∥A(𝑡)x − b(𝑡) ∥2.

We use M(𝑡) := [A(𝑡) , b(𝑡)] to denote the concatenation of input feature and their labels.

We can similarly define a partially dynamic least-squares regression problem that allows inser-

tion or deletion updates only. In our paper, we only study the incremental model.4

4In the streaming literature, it is also called the online model. We call it incremental model, to emphasize that the
computation cost is the major consideration (instead of space, or the number of rows been kept).
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Definition 7.2.2 (Partially dynamic least-squares regression, incremental update). A partially dy-

namic least-squares regression is formalized similarly as Definition 7.2.1, with incremental update

only. Moreover, we assume the least singular value of M(0) is at least 𝜎min > 0, and the largest

singular value of M(𝑇) is at most 𝜎max.

Remark 7.2.3 (Singular value, incremental model). We assume the least (and largest) singular

value of data matrix M(𝑡) is bounded, this is standard in the literature (see [207, 208]), and one

should think of 1/poly(𝑇, 𝑑) ≤ 𝜎min ≤ 𝜎max ≤ poly(𝑇, 𝑑). In practice, we can always add a

polynomially small regularization term to ensure the smallest singular value of M(0) is at least

1/poly(𝑇, 𝑑). The largest singular value of M(𝑇) is bounded by poly(𝑇, 𝑑) as long as each entry

has polynomially bounded value.

Remark 7.2.4 (Preprocessing). In the definition of both fully and partially dynamic LSR, we assume

the problem is initialized with a full rank data matrix M(0) ∈ R(𝑑+1)×(𝑑+1) . This is wlog if one allows

polynomial preprocessing time because we can solve the LSR problem exactly in 𝑂 (𝑑𝜔) time until

we have accumulated 𝑑 + 1 linearly independent vectors.

Next, we state the (standard) notion of the oblivious adversary and the adaptive adversary.

Definition 7.2.5 (Adversary model). Two adversary models are of consideration:

• Oblivious adversary. For an oblivious adversary, the insertion/deletion updates are inde-

pendent of algorithm’s output.

• Adaptive adversary. An adaptive adversary could choose the new update base on the

algorithm’s previous output. That is, at the 𝑡-th update, the new row (a, 𝛽) of an insertion or

the index of a deletion update could be a function of x(1) , . . . , x(𝑡−1) .
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7.2.2 Mathematical Tools

Online leverage scores In the incremental model, rows arrive in online fasion and the online

leverage score of the 𝑡-th row m(𝑡) equals

𝜏
(𝑡)
ols := (m(𝑡))⊤(((M) (𝑡−1))⊤M(𝑡−1))−1m(𝑡) .

Online leverage scores satify the following property.

Fact 7.2.6 (Property of online leverage score). For any 𝑡 ∈ [𝑇], we have

m(𝑡) (m(𝑡))⊤ ⪯ 𝜏(𝑡)ols · ((M)
(𝑡−1))⊤M(𝑡−1) .

Least squares regressions can be solved approximately using spectral approximations. See

Section 2.5 of [229] for details.

Lemma 7.2.7 (Approximate least squares regression from spectral approximation). Given A ∈ R𝑛×𝑑

and b ∈ R𝑛, define a matrix M := [A, b] ∈ R𝑛×(𝑑+1) . Let D ∈ R𝑛′×𝑛 be a subspace embedding that

satisfies M⊤D⊤DM ≈𝜀 M⊤M. Define x ∈ R𝑑 to be

x := arg min
x′∈R𝑑

∥DAx′ − Db∥2.

Then x satisfies

∥Ax − b∥2 ≤ (1 + 𝜀) min
x′∈R𝑑

∥Ax′ − b∥2.

We note the standard least squares regression has a closed-form solution.

Fact 7.2.8 (Normal equation). Let 𝑛 ≥ 𝑑 be two integers. For any matrix A ∈ R𝑛×𝑑 with rank 𝑑,
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OMv conjecture
(Conjecture 7.3.2)

𝑂 (1/𝑑2)-approximate
real-valued OMv
(Lemma 7.3.3)

𝑂 (1/𝑑2)-approximate
online projection
(Lemma 7.3.4)

(1/3, 1/𝑑3)-approximate
online projection
(Lemma 7.3.6)

0.01-approximate fully
dynamic LSR
(Theorem 7.3.1)

Figure 7.1: An illustration of the chain of reductions in this section.

and any vector b ∈ R𝑑 , the vector x∗ := A† · b = (A⊤A)−1A⊤ · b satisfies

∥Ax∗ − b∥2 = min
x∈R𝑑
∥Ax − b∥2.

7.3 Lower Bound for Fully Dynamic LSR

In this section we prove that the fully dynamic LSR requires Ω(𝑑2−𝑜(1)) time per update to solve

to constant accuracy under the OMv conjecture.

Theorem 7.3.1 (Hardness of fully dynamic LSR, formal version of Theorem 7.1.2). Let 𝛾 > 0 be any

constant. Let 𝑑 be the input dimension and𝑇 = poly(𝑑) be the total number of updates. Let 𝜀 < 0.01

be any constant, assuming the OMv conjecture is true, then any algorithm that maintains an 𝜀-

approximate solution for the fully dynamic least-squares regression problem requires amortized

running time at least Ω(𝑑2−𝛾).

The OMv conjecture was originally proposed by [209]. In this paper, we work on the standard

Word RAM model with word size 𝑂 (log 𝑛).

Conjecture 7.3.2 (OMv conjecture, [209]). Let 𝛾 > 0 be any constant. Let 𝑑 be an integer and

𝑇 ≥ 𝑑. Let B ∈ {0, 1}𝑑×𝑑 be a Boolean matrix. A sequence of Boolean vectors z(1) , . . . , z(𝑇) ∈

{0, 1}𝑑 are revealed one after another, and an algorithm solves the OMv problem if it returns the

Boolean matrix-vector product Bz(𝑡) ∈ {0, 1}𝑑 after receiving z(𝑡) at the 𝑡-th step. The conjectures

states that there is no algorithm that solves the OMv problem using poly(𝑑) preprocessing time

377



and 𝑂 (𝑑2−𝛾) amortized query time, and has an error probability ≤ 1/3.

The OMv conjecture asserts the hardness of solving online Boolean matrix-vector product

exactly. In order to prove Theorem 7.3.1, it would be convenient to work with real-valued matrix-

vector products. We prove that the same lower bound holds for (well-conditioned) PSD matrices,

while allowing polynomially small error. The following result is standard and its proof can be

found in the full version.

Lemma 7.3.3 (Hardness of approximate real-valued OMv). Let 𝛾 > 0 be any constant. Let 𝑑

be a sufficiently large integer, 𝑇 = poly(𝑑). Let H ∈ R𝑑×𝑑 be any symmetric matrix whose

eigenvalues satisfy 1/3 ≤ 𝜆𝑑 (H) ≤ · · · ≤ 𝜆1(H) ≤ 1, and z(1) , . . . , z(𝑇) be online queries with

norms ∥z(𝑖) ∥2 ≤ 1. Assuming the OMv conjecture is true, then there is no algorithm with poly(𝑑)

preprocessing time and 𝑂 (𝑑2−𝛾) amortized running time that can return an 𝑂 (1/𝑑2)-approximate

answer to Hz(𝑡) for all 𝑡 ∈ [𝑇], i.e., a vector y(𝑡) ∈ R𝑑 s.t. ∥y(𝑡) −Hz(𝑡) ∥2 ≤ 𝑂 (1/𝑑2).

The remaining proof of Theorem 7.3.1 proceeds in a few steps. We introduce the online

projection problem in Section 7.3.1 and prove that the OMv conjecture implies that the online

projection problem requires Ω(𝑑2−𝛾) amortized time to solve to 𝑂 (1/𝑑2) accuracy. We amplify

the hardness to constant accuracy in Section 7.3.2, and we reduce the online projection to fully

dynamic-LSR in Section 7.3.3. See an illustration of these steps in Figure 7.1.

7.3.1 Hardness of Online Projection

Recall the definition of the online projection task, which asks to compute the projection of a

sequence of online queries {z(𝑡)}𝑡∈[𝑇] onto a fixed subspace U.

Definition 7.1.4 (Online projection). In the online projection problem, the input is a fixed orthonor-

mal matrix U ∈ R𝑑×𝑑1 (𝑑1 ∈ [𝑑]), and a sequence of vectors z(1) , . . . , z(𝑇) that arrives in an online

stream. The goal is to compute the projection of z(𝑡) onto the column space of U, i.e., UU⊤z(𝑡) , at

each iteration 𝑡 ∈ [𝑇], before z(𝑡+1) is revealed.
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For any orthonormal U ∈ R𝑑×𝑑1 , let U⊥ ∈ R𝑑×(𝑑−𝑑1) be the orthonormal matrix that spans the

complementary of the column space of U, i.e., it satisfies [U,U⊥] ∈ R𝑑×𝑑 is a squared orthonormal

matrix. For any vector z ∈ R𝑑 , define

zU = UU⊤z and zU⊥ = (I − UU⊤)z,

so that

z = zU + zU⊥ .

That is to say, zU is the projection of z onto the subspace spanned by the columns of U, and zU⊥ is

the projection of z onto the subspace spanned by the complementary of U. In this section we also

denote the projection of a vector z𝑘 as z𝑘,U.

We prove computing online projection requires Ω(𝑑2−𝛾) amortized time assuming OMv.

Lemma 7.3.4 (Hardness of online projection). Let 𝛾 > 0 be any constant. Assuming the OMv

conjecture is true, then there is no algorithm with poly(𝑑) preprocessing time and 𝑂 (𝑑2−𝛾)

amortized running time that can return an 𝑂 (1/𝑑2)-approximate solution ẑ(𝑡)U ∈ R𝑑 that satis-

fies ∥̂z(𝑡)U − UU⊤z(𝑡) ∥2 ≤ 𝑂 (1/𝑑2) for the online projection problem.

Proof. By Lemma 7.3.3, it suffices to reduce from the 𝑂 (1/𝑑2)-approximate OMv problem of

a real-valued PSD matrix H with eigenvalues 1/3 ≤ 𝜆𝑑 (H) ≤ · · · ≤ 𝜆1(H) ≤ 1. We apply a

binary division trick and (approximately) decompose H into 𝑘 = 𝑂 (log 𝑑) projection matrices

U(1), . . . ,U(𝑘). Formally, let H = UΣU⊤ where U ∈ R𝑑×𝑑 and Σ = diag(𝜆1(H), . . . , 𝜆𝑛 (H)). Let

𝜆𝑖 (H) = 0.𝜆𝑖,1𝜆𝑖,2 . . . be the binary representation of 𝜆𝑖 (𝑖 ∈ [𝑛]). For each 𝑗 ∈ [𝑘], let

𝑆 𝑗 = {𝑖 : 𝑖 ∈ [𝑛], 𝜆𝑖, 𝑗 = 1} ⊆ [𝑛]

be the subset of coordinates with non-zero binary value at the 𝑗-th bit. Let U( 𝑗) = U:,𝑆 𝑗 ∈ R𝑑×|𝑆 𝑗 |

be an orthonormal matrix that takes columns from 𝑆 𝑗 .

We reduce an OMv instance to 𝑘 online projection instances, and show that we can compute an
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𝑂 (1/𝑑2)-approximate solution to an OMv query of H by using 𝑘 online projection queries, one for

each of the 𝑘 online projection instances. In the preprocessing step, we compute the orthonormal

matrices U(1), . . . ,U(𝑘), and we let them be the initial matrices of the online projection instances.

This step can be done in𝑂 (𝑑3 log 𝑑) time. At the 𝑡-th step, given an online query z(𝑡) ∈ R𝑑 of OMv

with norm ∥z(𝑡) ∥2 ≤ 1, we make one query for each instance of online projection and let z(𝑡)
𝑗

be the

projection returned by the 𝑗-th instance. It satisfies

∥z(𝑡)
𝑗
− U( 𝑗)U( 𝑗)⊤z(𝑡) ∥2 ≤ 𝑂 (1/𝑑2). (7.3)

The vectors z(𝑡)1 , . . . , z
(𝑡)
𝑘

can be computed in 𝑘T = 𝑂 (T · log 𝑑) (amortized) running time, where

T is the runtime of the online projection algorithm. Finally, we output

y(𝑡) =
𝑘∑︁
𝑗=1

1
2 𝑗
· z(𝑡)

𝑗
(7.4)

for the OMv query. Our goal is to prove y(𝑡) is an𝑂 (1/𝑑2)-approximate solution to the OMv query,

i.e.

∥y(𝑡) −Hz(𝑡) ∥2 ≤ 𝑂 (1/𝑑2). (7.5)
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To this end, we have

∥y(𝑡) −Hz(𝑡) ∥2

=







 𝑘∑︁
𝑗=1

1
2 𝑗
· z(𝑡)

𝑗
−Hz(𝑡)








2

≤







 𝑘∑︁
𝑗=1

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤z(𝑡) −Hz(𝑡)








2

+
𝑘∑︁
𝑗=1

1
2 𝑗




U( 𝑗)U( 𝑗)⊤z(𝑡) − z(𝑡)
𝑗





2

≤







 𝑘∑︁
𝑗=1

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤z(𝑡) −Hz(𝑡)








2

+𝑂 (1/𝑑2). (7.6)

Here the first step follows from the definition of y(𝑡) in Eq. (7.4), the second step follows from the

triangle inequality, and the last step follows from Eq. (7.3).

It remains to bound the first term of RHS, and it suffices to prove
∑𝑘
𝑗=1

1
2 𝑗 ·U( 𝑗)U( 𝑗)

⊤ is close

to H. This holds (almost) by definition. Formally, let Σ( 𝑗) = 1
2 𝑗 diag(𝜆1, 𝑗 , . . . , 𝜆𝑑, 𝑗 ) for any 𝑗 ≥ 1.

By the definition of U( 𝑗), we have

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤ = UΣ( 𝑗)U⊤, ∀ 𝑗 ∈ [𝑘],

and therefore 





H − 𝑘∑︁
𝑗=1

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤








2

=







UΣU⊤ −
𝑘∑︁
𝑗=1

UΣ( 𝑗)U⊤








2

=







∑︁𝑗>𝑘 UΣ( 𝑗)U⊤








2

≤ 1
2𝑘

= 𝑂 (1/𝑑2),
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where the third step follows from ∥UΣ( 𝑗)U⊤∥2 = 1
2 𝑗 · ∥U( 𝑗)U( 𝑗)

⊤∥2 = 1
2 𝑗 , and the last step follows

from 𝑘 = 𝑂 (log 𝑑).

Plugging into Eq. (7.6), we have

∥y(𝑡) −Hz(𝑡) ∥2

≤







 𝑘∑︁
𝑗=1

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤z(𝑡) −Hz(𝑡)








2

+𝑂 (1/𝑑2)

≤







 𝑘∑︁
𝑗=1

1
2 𝑗
· U( 𝑗)U( 𝑗)⊤ −H








2

∥z(𝑡) ∥2 +𝑂 (1/𝑑2)

≤ 𝑂 (1/𝑑2) · 1 +𝑂 (1/𝑑2) = 𝑂 (1/𝑑2).

In summary, the above reduction means there exist an 𝑂 (1/𝑑2)-approximate OMv algorithm

for H with𝑂 (𝑑3 log 𝑑) preprocessing time and𝑂 (T · log 𝑑) amortized query time. If T = 𝑂 (𝑑2−𝛾)

for some constant 𝛾, then we can solve the𝑂 (1/𝑑2)-approximate OMv problem for H in amortized

𝑂 (𝑑2−𝛾 · log 𝑑) time, and by Lemma 7.3.3 this contradicts with the OMv conjecture.

7.3.2 Hardness Amplification

So far we have proved an Ω(𝑑2−𝛾) lower bound of the online projection problem when it

is required to output an 𝑂 (1/𝑑2)-approximate answer per round. Our next step is to amplify

this approximation precision to a constant. We first formalize the notion of (𝛼, 𝛽)-approximate

projection.

Definition 7.3.5 ((𝛼, 𝛽)-approximate projection). Given an orthonormal matrix U ∈ R𝑑×𝑑1 and a

vector z ∈ R𝑑 , we say a vector y ∈ R𝑑 is an (𝛼, 𝛽)-approximate projection of z onto U, if it satisfies

∥y − UU⊤z∥2 ≤ 𝛼∥UU⊤z∥2 + 𝛽∥z∥2.

As we shall see soon, the interesting regime is 𝛼 = Θ(1) and 𝛽 = 1/poly(𝑑). The problem

382



of online projection (Definition 7.1.4) works well with the requirement of outputting an (𝛼, 𝛽)-

approximate projection per round.

Lemma 7.3.6 (Hardness amplification). Let 𝛾 > 0 be any constant. Let 𝛼 = 1/3 and 𝛽 = 𝑂 (1/𝑑3).

Assuming the OMv conjecture is true, then there is no algorithm with poly(𝑑) preprocessing time

and 𝑂 (𝑑2−𝛾) amortized running time that can return an (𝛼, 𝛽)-approximate solution for the online

projection problem.

The reduction is formally shown in Algorithm 45. Our goal is to show that we can answer

online projection queries to 𝑂 (1/𝑑2) accuracy by using (𝛼, 𝛽)-approximate oracles. We use

PU, PU⊥ : R𝑑 → R𝑑 to denote (𝛼, 𝛽)-approximate projection oracles whose outputs satisfy that for

any vector z ∈ R𝑑 , (1) ∥PU(z)−zU∥2 ≤ 𝛼∥zU∥2+𝛽∥z∥2, and (2) ∥PU⊥ (z)−zU⊥ ∥2 ≤ 𝛼∥zU⊥ ∥2+𝛽∥z∥2.

The reduction proceeds in 𝑅 = Θ(log 𝑑) rounds (i.e., the outer-loop on Line 3), and we wish

to show that each round (1) keeps the projected component z𝑟,U, and (2) reduces the orthogonal

component z𝑟,U⊥ (see Lemma 7.3.7). In each round, the reduction first calls the approximate

projection oracle onto U⊥, which gives a good approximation to the orthogonal component z𝑟,U⊥ ,

but also has non-negligible component onto space U. To resolve this, Algorithm 45 proceeds in

𝐾 = 𝑂 (log 𝑑) iterations (i.e., inner loop on Line 5), and in each iteration, it combines the previous

output and sends it to PU. This process gradually purifies the component onto space U (see Lemma

7.3.9).

Algorithm 45 Hardness amplification
1: Input: Online query z, approximate projection oracles PU and PU⊥
2: z1 ← z
3: for 𝑟 = 1, 2, . . . , 𝑅 do ⊲ 𝑅 = 𝑂 (log 𝑑)
4: w𝑟,0 ← PU⊥ (z𝑟)
5: for 𝑘 = 1, 2, . . . , 𝐾 do ⊲ 𝐾 = 𝑂 (log 𝑑)
6: y𝑟,𝑘 ← PU(w𝑟,𝑘−1)
7: w𝑟,𝑘 ← w𝑟,𝑘−1 − y𝑟,𝑘
8: end for
9: z𝑟+1 ← z𝑟 − w𝑟,𝐾

10: end for
11: return z𝑅+1
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We first state the guarantee of each outer loop. W.l.o.g., we assume ∥z∥2 = 1.

Lemma 7.3.7. For each round 𝑟 ∈ [𝑅], we have

• ∥z𝑟+1,U − z𝑟,U∥2 ≤ 4(𝐾 + 2)𝛽,

• ∥z𝑟+1,U⊥ ∥2 ≤ 2𝛼∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽, and

• ∥z𝑟+1∥2 ≤ 1 +𝑂 (𝐾4𝑟𝛽).

It is useful to first understand the guarantee of the inner loops. At the beginning, we have the

following lemma for w𝑟,0.

Lemma 7.3.8. For any round 𝑟 ∈ [𝑅], assuming ∥z𝑟 ∥2 ≤ 2, then we can write

w𝑟,0 = z𝑟,U⊥ − 𝜹𝑟,0 where ∥𝜹𝑟,0∥2 ≤ 𝛼∥z𝑟,U⊥ ∥2 + 2𝛽.

Proof. The proof follows directly from the guarantee of PU⊥ . In particular, we have that

∥w𝑟,0 − z𝑟,U⊥ ∥2 = ∥PU⊥ (z𝑟) − z𝑟,U⊥ ∥2

≤ 𝛼∥z𝑟,U⊥ ∥2 + 𝛽∥z𝑟 ∥2

≤ 𝛼∥z𝑟,U⊥ ∥2 + 2𝛽,

where the second step holds since PU⊥ returns an (𝛼, 𝛽) approximation over projection onto U⊥

and the last step holds since ∥z𝑟 ∥2 ≤ 2. We complete the proof here.

For each iteration 𝑘 ∈ [𝐾], we have the following lemma for the inner loop.

Lemma 7.3.9. For any round 𝑟 ∈ [𝑅] and iteration 𝑘 ∈ [𝐾], assuming ∥z𝑟 ∥2 ≤ 2, we can write

w𝑟,𝑘 = z𝑟,U⊥ − (
𝑘−1∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥) − 𝜹𝑟,𝑘 ,

y𝑟,𝑘 = − 𝜹𝑟,𝑘−1,U + 𝜹𝑟,𝑘 ,
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and each 𝜹𝑟,𝑘 satisfies

∥𝜹𝑟,𝑘 ∥2 ≤ 𝛼∥𝜹𝑟,𝑘−1,U∥2 + 4𝛽,

and ∥𝜹𝑟,𝑘 ∥2 ≤ 𝛼𝑘+1∥z𝑟,U⊥ ∥2 + 4(𝑘 + 1)𝛽.

Proof. We prove the claim by induction. The base case that w𝑟,0 = z𝑟,U⊥ − 𝜹𝑟,0 and ∥𝜹𝑟,0∥2 ≤

𝛼∥z𝑟,U⊥ ∥2 + 2𝛽 is proved in Lemma 7.3.8. (Note that y𝑟,0 is not defined.)

Suppose the lemma statement holds for 𝑘 − 1, which means we have

w𝑟,𝑘−1,U = −𝜹𝑟,𝑘−1,U (7.7)

and

∥w𝑟,𝑘−1∥2 =






z𝑟,U⊥ − ( 𝑘−2∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥) − 𝜹𝑟,𝑘−1







2

≤ ∥z𝑟,U⊥ ∥2 + (
𝑘−2∑︁
𝜏=0
∥𝜹𝑟,𝜏,U⊥ ∥2) + ∥𝜹𝑟,𝑘−1∥2

≤ ∥z𝑟,U⊥ ∥2 +
𝑘−1∑︁
𝜏=0
∥𝜹𝑟,𝜏∥2

≤
𝑘∑︁
𝜏=0

(
𝛼𝜏∥z𝑟,U⊥ ∥2 + 4(𝜏 + 1)𝛽

)
≤ 1 − 𝛼𝑘+1

1 − 𝛼 · ∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽 ≤ 4, (7.8)

where the second step holds from triangle inequality, the third step follows from

∥𝜹𝑟,𝜏∥22 = ∥𝜹𝑟,𝜏,U + 𝜹𝑟,𝜏,U⊥ ∥22

= ∥𝜹𝑟,𝜏,U∥22 + ∥𝜹𝑟,𝜏,U⊥ ∥
2
2 ≥ ∥𝜹𝑟,𝜏,U∥

2
2,

the fourth step holds from Lemma 7.3.8 and the induction hypothesis. The last step follows the
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choice of 𝛼 = 1/3, 𝛽 = 𝑂 (1/𝑑3), 𝐾 = 𝑂 (log 𝑑), and ∥z𝑟,U⊥ ∥2 ≤ ∥z𝑟 ∥2 ≤ 2.

Now we are ready to prove that the induction hypothesis also holds for the 𝑘-th iteration.

Properties of 𝜹𝑟,𝑘 and y𝑟,𝑘 . We have

∥y𝑟,𝑘 + 𝜹𝑟,𝑘−1,U∥2 = ∥PU(w𝑟,𝑘−1) + 𝜹𝑟,𝑘−1,U∥2

= ∥PU(w𝑟,𝑘 ) − w𝑟,𝑘−1,U∥2

≤ 𝛼∥w𝑟,𝑘−1,U∥2 + 𝛽∥w𝑟,𝑘−1∥2

= 𝛼∥𝜹𝑟,𝑘−1,U∥2 + 4𝛽, (7.9)

where the first step follows from the definition that y𝑟,𝑘 = PU(w𝑟,𝑘−1), the second step follows from

Eq. (7.7), the third step holds from the guarantee of PU and the last step holds from Eq. (7.7) and

(7.8).

Hence, define 𝜹𝑟,𝑘 = y𝑟,𝑘 + 𝜹𝑟,𝑘−1,U, from Eq. (7.9) we have that

∥𝜹𝑟,𝑘 ∥2 ≤ 𝛼∥𝜹𝑟,𝑘−1,U∥2 + 4𝛽.

Note that this definition of 𝜹𝑟,𝑘 also gives us that

y𝑟,𝑘 = 𝜹𝑟,𝑘 − 𝜹𝑟,𝑘−1,U. (7.10)

By induction hypothesis, we also have

∥𝜹𝑟,𝑘 ∥2 ≤ 𝛼∥𝜹𝑟,𝑘−1,U∥2 + 4𝛽

≤ 𝛼∥𝜹𝑟,𝑘−1∥2 + 4𝛽 ≤ 𝛼𝑘+1∥z𝑟,U⊥ ∥2 + 4(𝑘 + 1)𝛽.
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Property of w𝑟,𝑘 . We have

w𝑟,𝑘 = w𝑟,𝑘−1 − y𝑟,𝑘

= (z𝑟,U⊥ −
𝑘−2∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥ − 𝜹𝑟,𝑘−1) − (𝜹𝑟,𝑘 − 𝜹𝑟,𝑘−1,U)

= z𝑟,U⊥ − (
𝑘−1∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥) − 𝜹𝑟,𝑘 .

Here the first step follows from the definition of w𝑟,𝑘 (Line 7), the second step follows from the

induction hypothesis about w𝑟,𝑘−1 and Eq. (7.10) that we just proved. We conclude the proof

here.

Now we can go back to analyse the outer loops and prove Lemma 7.3.7.

Proof of Lemma 7.3.7. Consider any round 𝑟 ∈ [𝑅]. We have

z𝑟+1 = z𝑟 − w𝑟,𝐾

= z𝑟 −
(
z𝑟,U⊥ − (

𝐾−1∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥) − 𝜹𝑟,𝐾
)

= z𝑟,U + (
𝐾−1∑︁
𝜏=0

𝜹𝑟,𝜏,U⊥) + 𝜹𝑟,𝐾 (7.11)

Here the first step follows from the update rule (Line 9), the second step follows from Lemma 7.3.9.

Hence, we have z𝑟+1,U = z𝑟,U + 𝜹𝑟,𝐾,U, so for the first claim, we have

∥z𝑟+1,U − z𝑟,U∥2 = ∥𝜹𝑟,𝐾,U∥2

≤ ∥𝜹𝑟,𝐾 ∥2

≤ 𝛼𝐾+1∥z𝑟,U⊥ ∥2 + 4(𝐾 + 1)𝛽

≤ 4(𝐾 + 2)𝛽.

Here the third step follows from Lemma 7.3.9, the last step follows from ∥z𝑟,U⊥ ∥2 ≤ ∥z𝑟 ∥2 ≤ 2,
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and the choice of parameter that 𝐾 = 𝑂 (log 𝑑), 𝛼 = 1/3 and 𝛽 = 𝑂 (1/𝑑3), so that 𝛼𝐾 < 𝛽.

For the second claim, the orthogonal component z𝑟+1,U⊥ satisfies

∥z𝑟+1,U⊥ ∥2 =






 𝐾∑︁
𝑘=0

𝜹𝑟,𝑘,U⊥







2

≤
𝐾∑︁
𝑘=0
∥𝜹𝑟,𝑘,U⊥ ∥2

≤
𝐾∑︁
𝑘=0
∥𝜹𝑟,𝑘 ∥2

≤
𝐾∑︁
𝑘=0

(
𝛼𝑘+1∥z𝑟,U⊥ ∥2 + 4(𝑘 + 1)𝛽

)
≤ 2𝛼∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽,

where the first step follows from Eq. (7.11), the second step follows from triangle inequality, the

fourth step follows from Lemma 7.3.9, and the last step follows from the choice of parameter that

𝛼 = 1/3.

Finally, we prove the third claim by induction on 𝑟. First note that in the base case where 𝑟 = 0,

by definition we have z1,U = z, so ∥z1,U∥2 = ∥z∥2 = 1. Suppose the third claim continues to hold

up to round 𝑟 − 1, for the 𝑟-th round, we have

∥z𝑟+1∥22

= ∥z𝑟+1,U⊥ ∥22 + ∥z𝑟+1,U∥
2
2

≤
(
2𝛼∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽

)2 +
(
∥z𝑟,U∥2 + 4(𝐾 + 2)𝛽

)2

≤
(
∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽

)2 +
(
∥z𝑟,U∥2 + 4𝐾2𝛽

)2

= (∥z𝑟,U⊥ ∥22 + ∥z𝑟,U∥
2
2)

+ 8𝐾2𝛽 · (∥z𝑟,U⊥ ∥2 + ∥z𝑟,U∥2) + 32𝐾4𝛽2

≤ ∥z𝑟 ∥22 + 16𝐾2𝛽 · ∥z𝑟 ∥2 + 32𝐾4𝛽2

≤ 1 +𝑂 (𝐾4𝑟𝛽),
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where the second step follows from the first two claims that we just proved: ∥z𝑟+1,U⊥ ∥2 ≤

2𝛼∥z𝑟,U⊥ ∥2 + 4𝐾2𝛽, and ∥z𝑟+1,U∥2 ≤ ∥z𝑟,U∥2 + ∥z𝑟+1,U − z𝑟,U∥2 ≤ ∥z𝑟,U∥2 + 4(𝐾 + 2)𝛽, the

third step follows from 2𝛼 < 1 since 𝛼 = 1/3 and 𝐾 + 2 < 𝐾2 since 𝐾 = 𝑂 (log 𝑑), the fifth step

follows from ∥z𝑟 ∥22 = ∥z𝑟,U⊥ ∥22 + ∥z𝑟,U∥
2
2, and the last step follows from the induction hypothesis

that ∥z𝑟 ∥2 ≤ 1 +𝑂 (𝐾4(𝑟 − 1)𝛽), and that 𝐾2𝛽 < 𝐾4𝛽 and 𝐾4𝛽2 < 𝐾4𝛽.

Now we can wrap up the reduction and prove Lemma 7.3.6.

Proof of Lemma 7.3.6. We prove that if there is an algorithm that outputs (𝛼, 𝛽)-approximate solu-

tions for the online projection problem in𝑂 (𝑑2−𝛾) amortized time, then we can use this algorithm to

obtain𝑂 (1/𝑑2)-approximate solutions for the online projection problem in𝑂 (𝑑2−𝛾+𝑜(1)) amortized

time, and hence contradicts with Lemma 7.3.4.

Given an orthonormal matrix U and let z(𝑡) be the query at the 𝑡-th round of the online projection

problem, then we perform the reduction shown in Algorithm 46 and its output z(𝑡)
𝑅+1 satisfies

∥z(𝑡)
𝑅+1,U − z(𝑡)U ∥2 = ∥z(𝑡)

𝑅+1,U − z(𝑡)1,U∥2

≤
𝑅∑︁
𝑟=1
∥z(𝑡)
𝑟+1,U − z(𝑡)

𝑟,U∥2 ≤ 𝑂 (𝑅𝐾𝛽).

Here the first inequality follows from triangle inequality and the second one holds due to the first

claim of Lemma 7.3.7. Meanwhile, due to the second claim of Lemma 7.3.7, we have

∥z(𝑡)
𝑅+1,U⊥ ∥2 ≤ (2𝛼)

𝐾 ∥z(𝑡)1,U⊥ ∥2 +𝑂 (𝑅𝐾
2𝛽)

≤ 𝑂 (𝑅𝐾2𝛽),

where the second step follows from that (2𝛼)𝐾 < 1/𝑑3 since 𝐾 = 𝑂 (log 𝑑) and 𝛼 = 1/3.

Combining the above two inequalities, and since 𝑅 = 𝑂 (log 𝑑), 𝐾 = 𝑂 (log 𝑑), and 𝛽 =
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𝑂 (1/𝑑3), we obtain

∥z(𝑡)
𝑅+1 − z(𝑡)U ∥2 ≤ ∥z

(𝑡)
𝑅+1,U − z(𝑡)U ∥2 + ∥z

(𝑡)
𝑅+1,U⊥ ∥2

≤ 𝑂 (𝑅𝐾𝛽 + 𝑅𝐾2𝛽) ≤ 𝑂 (1/𝑑2).

That is to say, z(𝑡)
𝑅+1 is an 𝑂 (1/𝑑2)-approximate projection of z(𝑡) onto U.

We still need to bound the runtime of the reduction. Let T denote the amortized query time of

the (𝛼, 𝛽)-approximate oracles PU⊥ and PU. The reduction involves 𝑅 = 𝑂 (log 𝑑) outer loops, with

each outer loop requiring a single call to PU⊥ and containing 𝐾 = 𝑂 (log 𝑑) inner loops. During

each inner loop, a single call to PU is made, and the construction of w𝑟,𝑘 takes 𝑂 (𝑑) time.

Therefore, we can conclude that the total runtime of the algorithm is bounded by 𝑅𝐾 · T +

𝑂 (𝑅𝐾𝑑) = (T + 𝑑) · 𝑂 (log2 𝑑). If T = 𝑂 (𝑑2−𝛾), then we can solve the 𝑂 (1/𝑑2)-approximate

online projection problem in amortized 𝑂 (𝑑2−𝛾 · log2 𝑑) time, and this contradicts with the OMv

conjecture by Lemma 7.3.4. This completes the proof.

As a corollary, we prove the hardness of constant approximate-OMv.

Theorem 7.3.10 (Hardness of approximate-OMv). Let 𝑑 be a sufficiently large integer and 𝑇 =

poly(𝑑). Let 𝛾 > 0 be any constant, 𝛼 = 1/3 and 𝛽 = 𝑂 (1/𝑑3). Let H ∈ R𝑑×𝑑 (∥H∥2 = 1), and

z(1) , . . . , z(𝑇) be online queries (∥z(𝑡) ∥2 = 1). Assuming the OMv conjecture is true, then there is

no algorithm with poly(𝑑) preprocessing time and𝑂 (𝑑2−𝛾) amortized running time that can return

an (𝛼, 𝛽)-approximate answer to Hz(𝑡) for all 𝑡 ∈ [𝑇], i.e., a vector y(𝑡) s.t. ∥y(𝑡) − Hz(𝑡) ∥2 ≤

𝛼∥Hz(𝑡) ∥2 + 𝛽. This continues to hold when H is a projection matrix.

7.3.3 Reduction from Online Projection to Fully Dynamic LSR

Finally, we provide a reduction from (𝛼, 𝛽)-approximate online projection to 𝜀-approximate

fully dynamic LSR, where 𝛼 = 1/3, 𝛽 = 𝑂 (1/𝑑3), and 𝜀 = 1
100 . Given an instance of online

projection with orthonormal matrix U ∈ R𝑑×𝑑1 , we first set up the LSR problem.
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Setup for reduction Let

A(0) =


√
𝜆 · I𝑑

(U⊥)⊤

 ∈ R
(2𝑑−𝑑1)×𝑑

and b(0) =


0𝑑

1√
𝑑
· 1𝑑−𝑑1

 ∈ R
2𝑑−𝑑1

where 𝜆 = 1/𝑑40. For convenience, we have included a notation table in Table 7.1.

Parameter Value Comment
𝜀 < 1/100 approximation factor of fully dynamic LSR
𝜆 1/𝑑40 coefficient of the regularization term
𝛼 1/3 approximation factor of online projection

Table 7.1: Parameters used in the reduction from online projection to fully dynamic LSR

It would be convenient to view the first 𝑑 rows as a regularization term, and the (squared) loss

equals to

𝐿 (x) := ∥A(0)x − b(0) ∥22

=





(U⊥)⊤x − 1
√
𝑑
· 1𝑑−𝑑1





2

2
+ 𝜆∥x∥22.

In the preprocessing step, we also compute

x∗ :=
1
√
𝑑

𝑑−𝑑1∑︁
𝑗=1

U⊥, 𝑗 ∈ R𝑑 , (7.12)

where with a slight abuse of notation we let U⊥, 𝑗 ∈ R𝑑 denote the 𝑗-th column of matrix U⊥ (Hence

x∗ also lies in the column space of U⊥). Overall, the preprocessing step takes at most 𝑂 (𝑑𝜔) time.

Online projection query Given an online projection query z(𝑡) ∈ R𝑑 of the 𝑡-th step, recall our

goal is to find an (𝛼, 1/𝑑3)-approximate projection onto U.

The reduction is formally presented in Algorithm 46. First, it inserts a new row of ( 1
10 · z

(𝑡) , 1)
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to the matrix, and then it calls the dynamic LSR solver (Line 2) to obtain an 𝜀-approximate solution

x(𝑡) . The final output is determined as follows: if the component z(𝑡)U is already sufficiently small,

then it is captured by the condition on Line 4, and we can simply output 0. Otherwise, Algorithm

46 outputs a scaled version of (x(𝑡) − x∗), where the scaling factor is determined by Eq. (7.14).

Finally, the new row is deleted, and we return to the original setup.

Algorithm 46 Reduction: From (𝛼, 1/𝑑3)-approximate online projection to 𝜀-approximate dy-
namic LSR

1: Insert ( 1
10 · z

(𝑡) , 1) ∈ R𝑑 × R ⊲ Insert a new row
2: Call the regression solver and let x(𝑡) be an 𝜀-approximate solution of the square root of

𝐿 (𝑡) (x) :=




(U⊥)⊤x − 1

√
𝑑
· 1𝑑−𝑑1





2

2

+ 1
100
|⟨z(𝑡) , x⟩ − 10|2 + 𝜆∥x∥22 (7.13)

3: y(𝑡) ← x(𝑡) − x∗
4: if ∥y(𝑡) ∥2 ≥ 𝑑3 or |10 − ⟨z(𝑡) , x(𝑡)⟩| ≥ 200𝑑4√𝜆 then
5: return ẑ(𝑡)U ← 0
6: else
7: return ẑ(𝑡)U ← 𝜉∗ · y(𝑡) where

𝜉∗ = arg min
𝜉
∥z(𝑡) − 𝜉 · y(𝑡) ∥2 (7.14)

8: end if
9: Delete the row ( 1

10 · z
(𝑡) , 1) ⊲ Delete the new row

Intuitively, the first term ∥(U⊥)⊤x − 1√
𝑑
· 1𝑑−𝑑1 ∥22 of the loss 𝐿 (𝑡) (x) enforces the approximate

solution x(𝑡) to satisfy that x(𝑡)U⊥ ≈ x∗ on the subspace U⊥, since x∗ is the minimizer of the first term.

The second term 1
100 |⟨z

(𝑡) , x⟩ − 10|2 then enforces x(𝑡)U to be close to a scaled version of z(𝑡)U . Thus,

(x(𝑡) − x∗) is approximately a scaled version of z(𝑡)U .

Formally, our goal is to prove the following lemma.

Lemma 7.3.11. For any 𝑡 ∈ [𝑇], the output of Algorithm 46 satisfies

∥̂z(𝑡)U − z(𝑡)U ∥2 ≤ 𝛼∥z
(𝑡)
U ∥2 +𝑂 (1/𝑑

3).
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Proof. We will prove the lemma by considering three different cases. We first give a short summary.

• Case 1: ∥z(𝑡)U ∥2 ≥ 1/𝑑4. We prove that in this case we always have |10 − ⟨z(𝑡) , x(𝑡)⟩| ≥

200𝑑4√𝜆, so the condition of Line 4 reduces to test whether ∥y(𝑡) ∥2 ≥ 𝑑3 or not.

– Case 1-1: ∥y(𝑡) ∥2 ≥ 𝑑3. Then the condition of Line 4 is satisfied and we prove

∥z(𝑡)U ∥2 ≤ 1/𝑑3, so it is fine to output ẑ(𝑡)U = 0.

– Case 1-2: ∥y(𝑡) ∥2 < 𝑑3. Then the condition is not satisfied, and we prove the output

ẑ(𝑡)U = 𝜉∗ · y(𝑡) is an (𝛼, 1/𝑑3)-approximate projection of z(𝑡) . This is the main technical

part of the proof.

• Case 2: ∥z(𝑡)U ∥2 < 1/𝑑4. In this case we prove that the termination condition of Line 4 must

be true, and therefore, the output z(𝑡) = 0 is an 𝑂 (1/𝑑3)-approximation of z(𝑡)U .

Before going into details of the three cases, we first define a vector

x∗𝑡 = x∗ +
10 − ⟨z(𝑡)U⊥ , x

∗⟩

∥z(𝑡)U ∥
2
2

z(𝑡)U ∈ R
𝑑 . (7.15)

We note x∗𝑡 is not the optimal solution of Eq. (7.13), but it gives a good upper bound of the loss.

To understand the role of x∗𝑡 , note that if x∗𝑡 is a good approximation of the optimal solution

of Eq. (7.13), then x(𝑡) will be close to x∗𝑡 , so y(𝑡) = x(𝑡) − x∗ ≈ x∗𝑡 − x∗. As a result, ∥y(𝑡) ∥2 ≈

∥x∗𝑡 − x∗∥2 = 𝑂 (1/∥z(𝑡)U ∥2). If ∥y(𝑡) ∥2 ≥ 𝑑3 (the first part of the termination condition on Line 4)

then we have ∥z(𝑡)U ∥2 is small, so 0 is a good approximation of z(𝑡)U . On the other hand, if x∗𝑡 is not a

good approximation of the optimal solution of Eq. (7.13), then this means ∥z(𝑡)U ∥2 is way too small,

and we can capture this by the second part of the termination condition, i.e., the second term in the

objective will be large.

One can verify that x∗𝑡 obtains zero loss except for the third regularization term. That is, it
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satisfies

⟨x∗𝑡 ,U⊥, 𝑗 ⟩ = ⟨x∗,U⊥, 𝑗 ⟩ =
1
√
𝑑
, ∀ 𝑗 ∈ [𝑑 − 𝑑1],

⟨x∗𝑡 , z(𝑡)⟩ = ⟨x∗, z
(𝑡)
U⊥⟩ +

10 − ⟨z(𝑡)U⊥ , x
∗⟩

∥z(𝑡)U ∥
2
2

· ⟨z(𝑡)U , z
(𝑡)
U ⟩ = 10,

where the first step of the second equation follows from x∗ is in the subspace U⊥ so it’s orthogonal

to z(𝑡)U . Consequently, we have ∥(U⊥)⊤x∗𝑡 − 1√
𝑑
· 1𝑑−𝑑1 ∥2 = 0 and |⟨z(𝑡) , x∗𝑡 ⟩ − 10| = 0, so 𝐿 (𝑡) (x∗𝑡 )

defined in Eq. (7.13) satisfies

𝐿 (𝑡) (x∗𝑡 ) = 𝜆∥x∗𝑡 ∥22

≤ 𝜆 ·
(10 − ⟨z(𝑡)U⊥ , x

∗⟩)2

∥z(𝑡)U ∥
2
2

+ 𝜆 := 𝜆(Δ2
𝑡 + 1). (7.16)

Here the second step follows from the definition of x∗𝑡 in Eq. (7.15), and that x∗ has norm ∥x∗∥2 ≤ 1

and it’s orthogonal to z(𝑡)U , for notational convenience in the third step we have defined

Δ𝑡 :=
10 − ⟨z(𝑡)U⊥ , x

∗⟩

∥z(𝑡)U ∥2
. (7.17)

Case 1 Suppose ∥z(𝑡)U ∥2 ≥ 1/𝑑4. Since ∥x∗∥2 ≤ 1 and ∥z(𝑡)U ∥2 ≤ 1, we have

Δ𝑡 =
10 − ⟨z(𝑡)U⊥ , x

∗⟩

∥z(𝑡)U ∥2
∈ (9, 11𝑑4] . (7.18)

Therefore by Eq. (7.16) we have

𝐿 (𝑡) (x∗𝑡 ) ≤ 𝜆(Δ2
𝑡 + 1) ≤ 𝜆 · (1 + 121𝑑8).
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The solution x(𝑡) is 𝜀-approximately optimal where 𝜀 ≤ 1/100, so

𝐿 (𝑡) (x(𝑡)) ≤ (1 + 𝜀)2 · 𝐿 (𝑡) (x∗𝑡 ) ≤ 200𝜆𝑑8. (7.19)

This implies that
1

100
|10 − ⟨z(𝑡) , x(𝑡)⟩|2 ≤ 𝐿 (𝑡) (x(𝑡)) ≤ 200𝜆𝑑8.

So in this case we always have |10 − ⟨z(𝑡) , x(𝑡)⟩| < 200𝑑4√𝜆, and this means the termination

condition on Line 4 is equivalent to whether ∥y(𝑡) ∥2 ≥ 𝑑3.

We make the following claim about x(𝑡) , and we defer the proof of this claim to the full version,

as it involves some detailed calculations.

Claim 7.3.12. Let V𝑡 be the orthonormal matrix that concatenates U⊥ and z(𝑡)U , i.e, V𝑡 :=

[U⊥,
z(𝑡 )U
∥z(𝑡 )U ∥2

]. Then we have

U⊥(U⊥)⊤x(𝑡) = x∗ ± 20𝑑4√𝜆,

⟨x(𝑡) , z(𝑡)U ⟩ = 10 − ⟨z(𝑡)U⊥ , x
∗⟩ ± 200𝑑4√𝜆,

∥(I − V𝑡V⊤𝑡 ) · x(𝑡) ∥2 ≤ 2
√
𝜀 · Δ𝑡 .

Using Claim 7.3.12, we can write x(𝑡) as

x(𝑡) = U⊥(U⊥)⊤x(𝑡) +
⟨x(𝑡) , z(𝑡)U ⟩

∥z(𝑡)U ∥2
·

z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥

= x∗ + Δ𝑡 ·
z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥ ±𝑂 (𝑑8√𝜆),

where the first step follows from decomposing x(𝑡) into three parts: the component that is in subspace

U⊥, the component that is in the same direction as z(𝑡)U , and the component that is orthogonal to

both U⊥ and z(𝑡)U which we denote as z(𝑡)⊥⊥ := (I−V𝑡V⊤𝑡 ) · x(𝑡) , the second step follows from the first

and second parts of Claim 7.3.12 and that ∥z(𝑡)U ∥2 ≥ 1/𝑑4, and finally note that using the third part
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of Claim 7.3.12 we have

∥z(𝑡)⊥⊥∥2 ≤ 2
√
𝜀 · Δ𝑡 . (7.20)

Consequently, we can write y(𝑡) as

y(𝑡) = x(𝑡) − x∗ = Δ𝑡 ·
z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥ ±𝑂 (𝑑8√𝜆). (7.21)

We further divide into two cases based on whether ∥y(𝑡) ∥2 ≥ 𝑑3, i.e., whether the termination

condition is satisfied.

Case 1-1 Suppose ∥y(𝑡) ∥2 ≥ 𝑑3. Then it meets the termination condition and we return ẑ(𝑡)
𝑈

= 0.

In this case, we have

𝑑3 ≤ ∥y(𝑡) ∥2 =






Δ𝑡 · z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥







2

±𝑂 (𝑑8√𝜆)

≤ Δ𝑡 + ∥z(𝑡)⊥⊥∥2 ±𝑂 (𝑑8√𝜆)

≤ (1 + 2
√
𝜀)Δ𝑡 ±𝑂 (𝑑8√𝜆),

where third step follows from triangle inequality, and the last step follows from Eq. (7.20). Since

𝜆 = 1/𝑑40 and 𝜀 = 1/100, we conclude that

1
2
𝑑3 ≤ Δ𝑡 =

10 − ⟨z(𝑡)U⊥ , x
∗⟩

∥z(𝑡)U ∥2
≤ 11

∥z(𝑡)U ∥2
,

and therefore, ∥z(𝑡)U ∥2 ≤ 𝑂 (1/𝑑
3) and it is fine to return ẑ(𝑡)U = 0.

Case 1-2 Suppose ∥y(𝑡) ∥2 < 𝑑3. Then the termination condition is not met. To compute ẑ(𝑡)U , we
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need to solve Eq. (7.14). Define 𝜉 = Δ−1
𝑡 · ∥z

(𝑡)
U ∥2, and we have

∥z(𝑡) − 𝜉y(𝑡) ∥22

=




z(𝑡)U⊥ − Δ
−1
𝑡 · ∥z

(𝑡)
U ∥2 ·

(
z(𝑡)⊥⊥ ±𝑂 (𝑑8√𝜆)

)


2

2

= ∥z(𝑡)U⊥ ∥
2
2 + Δ

−2
𝑡 · ∥z

(𝑡)
U ∥

2
2 · ∥z

(𝑡)
⊥⊥∥22 ±𝑂 (𝑑

8√𝜆). (7.22)

The first step follows from Eq. (7.21) and z(𝑡) = z(𝑡)U + z(𝑡)U⊥ , the second step holds since z(𝑡)U⊥ is

orthogonal to z(𝑡)⊥⊥, and the error term is still ±𝑂 (𝑑8√𝜆) since ∥z(𝑡)U ∥2, ∥z
(𝑡)
U⊥ ∥2, ∥z

(𝑡)
⊥⊥∥2 ≤ 1 and

Δ𝑡 ≥ 9 (Eq. (7.18)).

The optimal solution to Eq. (7.14), denoted as 𝜉∗, can be expressed as 𝜉∗ = (1 + 𝜈)Δ−1
𝑡 ∥z

(𝑡)
U ∥2

for some scaling factor 𝜈. Similarly, we have

∥z(𝑡) − 𝜉∗y(𝑡) ∥22

=




z(𝑡)U + z(𝑡)U⊥ − (1 + 𝜈)Δ
−1
𝑡 ∥z

(𝑡)
U ∥2

(
Δ𝑡

z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥

)


2

2

±𝑂 (𝑑8√𝜆)

= ∥z(𝑡)U⊥ ∥
2
2 + 𝜈

2∥z(𝑡)U ∥
2
2 + (1 + 𝜈)

2Δ−2
𝑡 · ∥z

(𝑡)
U ∥

2
2 · ∥z

(𝑡)
⊥⊥∥22

±𝑂 (𝑑8√𝜆), (7.23)

where the first step comes from Eq. (7.21), the second step follows from z(𝑡)U⊥ , z(𝑡)U and z(𝑡)⊥⊥ are

orthogonal to each other.

Combining Eq. (7.22)(7.23) and the fact that 𝜉∗ is the optimal solution to Eq. (7.14), we have
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that

0 ≥ ∥z(𝑡) − 𝜉∗y(𝑡) ∥22 − ∥z
(𝑡) − 𝜉y(𝑡) ∥22

= 𝜈2∥z(𝑡)U ∥
2
2 + (1 + 𝜈)

2Δ−2
𝑡 · ∥z

(𝑡)
U ∥

2
2 · ∥z

(𝑡)
⊥⊥∥22

− Δ−2
𝑡 · ∥z

(𝑡)
U ∥

2
2 · ∥z

(𝑡)
⊥⊥∥22 ±𝑂 (𝑑

8√𝜆)

≥ 𝜈2∥z(𝑡)U ∥
2
2 − 2|𝜈 | · Δ−2

𝑡 · ∥z
(𝑡)
U ∥

2
2 · ∥z

(𝑡)
⊥⊥∥22 ±𝑂 (𝑑

8√𝜆)

≥ 𝜈2∥z(𝑡)U ∥
2
2 − 2|𝜈 | · 4𝜀 · ∥z(𝑡)U ∥

2
2 ±𝑂 (𝑑

8√𝜆).

where the the last step holds due to ∥z⊥⊥∥2 ≤ 2
√
𝜀 · Δ𝑡 (see Eq. (7.20)).

Combining the fact that ∥z(𝑡)U ∥ ≥ 1/𝑑4 and choice of parameters, we conclude that |𝜈 | ≤ 9𝜀.

Therefore, the output ẑ(𝑡)U = 𝜉∗y(𝑡) satisfies

∥̂z(𝑡)U − z(𝑡)U ∥2

= ∥𝜉∗ · y(𝑡) − z(𝑡)U ∥2

=




(1 + 𝜈)Δ−1
𝑡 ∥z

(𝑡)
U ∥2 ·

(
Δ𝑡 ·

z(𝑡)U

∥z(𝑡)U ∥2
+ z(𝑡)⊥⊥

)
− z(𝑡)U





2

±𝑂 (𝑑8√𝜆)

≤ |𝜈 | · ∥z(𝑡)U ∥2 + |1 + 𝜈 | · Δ
−1
𝑡 ∥z

(𝑡)
U ∥2∥z

(𝑡)
⊥⊥∥2 ±𝑂 (𝑑8√𝜆)

≤ (|𝜈 | + 2
√
𝜀 |1 + 𝜈 |) ∥z(𝑡)U ∥2 ±𝑂 (𝑑

8√𝜆)

≤ 𝛼∥z(𝑡)U ∥2 + 1/𝑑3.

Here the second step follows from the Eq. (7.21) and the choice of 𝜉∗, the third step follows from

triangle inequality, the fourth step holds from ∥z⊥⊥∥2 ≤ 2
√
𝜀Δ𝑡 (see Eq. (7.20)), and the last

step follows from 𝛼 = 1/3 and |𝜈 | ≤ 9𝜀 that we just proved. This verifies that ẑ(𝑡)U is indeed an

(𝛼, 1/𝑑3)-approximation of the projection z(𝑡)U .

Case 2 Suppose ∥z(𝑡)U ∥2 < 1/𝑑4. It suffices to prove the termination condition on Line 4 of

Algorithm 46 holds, i.e., either ∥y(𝑡) ∥2 ≥ 𝑑3 or |10 − ⟨z(𝑡) , x(𝑡)⟩| ≥ 200𝑑4√𝜆.
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Suppose on the contrary that ∥y(𝑡) ∥2 < 𝑑3 and |10 − ⟨z(𝑡) , x(𝑡)⟩| < 200𝑑4√𝜆. Then we have

10 −𝑂 (𝑑4√𝜆) ≤ ⟨z(𝑡) , x(𝑡)⟩

= ⟨z(𝑡)U⊥ , x
(𝑡)⟩ + ⟨z(𝑡)U , y

(𝑡)⟩

≤ ⟨z(𝑡)U⊥ , x
(𝑡)⟩ + ∥z(𝑡)U ∥2 · ∥y

(𝑡) ∥2

≤ ⟨z(𝑡)U⊥ , x
(𝑡)⟩ + (1/𝑑4) · 𝑑3

≤ ∥z(𝑡)U⊥ ∥2 · ∥U⊥(U⊥)
⊤x(𝑡) ∥2 + 1/𝑑

≤ ∥U⊥(U⊥)⊤x(𝑡) ∥2 + 1/𝑑,

where second step follows from y(𝑡) = x(𝑡) −x∗ and x∗ is in the subspace U⊥, the fourth step follows

from the assumptions ∥z(𝑡)U ∥2 < 1/𝑑4 and ∥y(𝑡) ∥2 < 𝑑3, the fifth step holds since z(𝑡)U⊥ lies in the

span of U⊥ so we have ⟨z(𝑡)U⊥ , x
(𝑡)⟩ = ⟨U⊥(U⊥)⊤z(𝑡)U⊥ , x

(𝑡)⟩ = ⟨z(𝑡)U⊥ ,U⊥(U⊥)
⊤x(𝑡)⟩, and the last step

follows from ∥z(𝑡)U⊥ ∥2 ≤ 1. We conclude that

∥(U⊥)⊤x(𝑡) ∥2 = ∥U⊥(U⊥)⊤x(𝑡) ∥2 ≥ 9.

This means

𝐿 (𝑡) (x(𝑡)) ≥ ∥(U⊥)⊤x(𝑡) − 1
√
𝑑

1𝑑−𝑑1 ∥22

≥
(
∥(U⊥)⊤x(𝑡) ∥2 − ∥

1
√
𝑑

1𝑑−𝑑1 ∥2
)2 ≥ 60.

This cannot happen because by the definition that x∗ = 1√
𝑑

∑𝑑−𝑑1
𝑗=1 U⊥, 𝑗 , we have

𝐿 (𝑡) (x∗) =




(U⊥)⊤x∗ − 1

√
𝑑
· 1𝑑−𝑑1





2

2

+ 1
100
|⟨z(𝑡) , x∗⟩ − 10|2 + 𝜆∥x∗∥22

≤ 0 + 121
100
+ 𝜆 ≤ 2,
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and this contradicts with x(𝑡) being an 𝜀-approximate solution of the square root of the loss 𝐿 (𝑡) .

We conclude the proof here.

Finally, we note that the reduction of Algorithm 46 involves one insertion, one deletion and one

call of the dynamic 𝜀-LSR. The extra computation it takes is 𝑂 (𝑑), so it reduces online projection

to dynamic 𝜀-LSR.

Combining Lemma 7.3.4, Lemma 7.3.6 and Lemma 7.3.11, we can finish the proof of Theorem

7.3.1.

7.4 Partially Dynamic LSR with Incremental Updates

In this section, we present an algorithm for the partially dynamic least-squares regression

problem with incremental updates.

Theorem 7.4.1 (Partially dynamic LSR with incremental updates, formal version of Theorem

7.1.1). Let 𝑑, 𝑇 ∈ N and 0 < 𝜀, 𝛿 < 1/8. Assume the least singular value of M(0) is at least

𝜎min, and the largest singular value of M(𝑇) is at most 𝜎max. For partially dynamic least-squares

regression incremental updates, there exists a randomized algorithm (Algorithm 47–50) that with

probability at least 1 − 𝛿, maintains an 𝜀-approximation solution for all iterations 𝑡 ∈ [𝑇]. For

oblivious adversary, the total update time is at most

𝑂

(
nnz(A(𝑇)) log(𝑇

𝛿
) + 𝜀−4𝑑3 log2(𝜎max

𝜎min
) log3(𝑇

𝛿
)
)
,

For adaptive adversary, the total update time is at most

𝑂

(
nnz(A(𝑇)) log(𝑇

𝛿
) + 𝜀−4𝑑5 log4(𝜎max

𝜎min
) log3(𝑇

𝛿
)
)
.

7.4.1 Data Structure

A complete description of our data structure can be found at Algorithm 47–50. Our approach

follows the online row sampling framework [207]. When a new row arrives, we sample and keep
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the new row with probability proportional to the online leverage score, which is approximately

computed using JL embedding (Algorithm 49 Line 2). If the row is sampled, then we update the

data structure (Algorithm 50 Line 2–5, Line 8–10) using Woodbury identity, and instantiate a new

JL sketch (Line 6–7. See Lemma 2.2.11); otherwise, we do not perform any updates.

Notation. We use superscripts (𝑡) to denote the matrix/vector/scalar maintained by the data structure

at the end of the 𝑡-th iterations. In particular, the superscript (0) represents the variables after the

preprocessing step.

Algorithm 47 Preprocess (A, b, 𝜀, 𝛿, 𝑇)

1: M← [A, b] ⊲ Input matrix M ∈ R(𝑑+1)×(𝑑+1)
2: D← I𝑑+1 ⊲ Sampling matrix D ∈ R(𝑑+1)×(𝑑+1)
3: 𝑠← 𝑑 + 1 ⊲ The number of sampled rows
4: N← D ·M ⊲ Sampled rows N ∈ R𝑠×(𝑑+1)
5: H← ((N)⊤N)−1 ⊲ H ∈ R(𝑑+1)×(𝑑+1)
6: B← N ·H ⊲ B ∈ R𝑠×(𝑑+1)
7: J← JL(𝑠, 𝑇, 1

100 ,
𝛿

2𝑇2 ) ⊲ JL embedding J ∈ R𝑂 (log(𝑇/𝛿))×𝑠

8: B̃← J · B ⊲ Used for online LS estimation B̃ ∈ R𝑂 (log(𝑇/𝛿))×(𝑑+1)

9: G← (A⊤D2A)−1 ⊲ G ∈ R𝑑×𝑑
10: u← A⊤D2b ⊲ u ∈ R𝑑
11: x← G · u ⊲ (Approximate) solution x ∈ R𝑑

Algorithm 48 Insert (a, 𝛽) ⊲ Insert a new row (a, 𝛽) ∈ R𝑑 × R
1: m← [a⊤, 𝛽]⊤ ⊲ m ∈ R𝑑+1
2: 𝜈 ← Sample(m) ⊲ 𝜈 ∈ R
3: D←

[
D 0
0 𝜈

]
4: if 𝜈 ≠ 0 then UpdateMembers(m)
5: return x

We summarize all variables maintained by our data structure and their closed-form formulas.

The proof can be found in the full version.

Lemma 7.4.2 (Closed-form formulas). At the 𝑡-th iteration of Insert (Algorithm 48), we have

1. M(𝑡) = [A(𝑡) , b(𝑡)] ∈ R(𝑑+𝑡+1)×(𝑑+1) is the input matrix.

2. D(𝑡) ∈ R(𝑑+𝑡+1)×(𝑑+𝑡+1) is a diagonal matrix with 𝑠(𝑡) non-zero entries.
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Algorithm 49 Sample (m)

1: 𝐶obl ← 10𝜀−2 log(2𝑇/𝛿), 𝐶adv ← 32(1 + 𝜀)𝑑 log( 𝜎max
𝜎min
) · 𝐶obl

2: 𝜏 ← ∥B̃ ·m∥22 ⊲ Approximate online LS
3: if Oblivious adversary then ⊲ Oblivious adversary
4: 𝑝 ← min{𝐶obl · 𝜏, 1}
5: else ⊲ Adaptive adversary
6: 𝑝 ← min{𝐶adv · 𝜏, 1}
7: end if
8: 𝜈 ← 1/√𝑝 with probability 𝑝, and 𝜈 ← 0 otherwise

Algorithm 50 UpdateMembers (m)
// Update spectral approximation

1: 𝑠← 𝑠 + 1 ⊲ The number of sampled rows
2: ΔH← − Hmm⊤H/𝑝

1+m⊤Hm/𝑝
3: H← H + ΔH ⊲ Update H ∈ R(𝑑+1)×(𝑑+1)
4: B← [(B + N · ΔH)⊤, H ·m/√𝑝]⊤ ⊲ Update B ∈ R𝑠×(𝑑+1)
5: N← [N⊤,m/√𝑝]⊤ ⊲ Update N ∈ R𝑠×(𝑑+1)
6: J← JL(𝑠, 𝑇, 1

100 ,
𝛿

2𝑇2 ) ⊲ Instantiate a new JL sketch, J ∈ R𝑂 (log(𝑇/𝛿))×𝑠

7: B̃← J · B ⊲ Update B̃ ∈ R𝑂 (log(𝑇/𝛿))×(𝑑+1)

// Update solution
8: G← G − Gaa⊤G/𝑝

1+a⊤Ga/𝑝 ⊲ Woodbury identity, update G ∈ R𝑑×𝑑

9: u← u + 𝛽 · a/𝑝 ⊲ Update u ∈ R𝑑
10: x← G · u ⊲ Update x ∈ R𝑑
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3. N(𝑡) = (D(𝑡)M(𝑡))𝑆 (𝑡 ) ,∗ ∈ R𝑠
(𝑡 )×(𝑑+1) takes rows of M(𝑡) , where 𝑆(𝑡) ⊂ [𝑑 + 𝑡 + 1] is the set of

non-zero entries of D(𝑡) .

4. H(𝑡) =
(
(N(𝑡))⊤N(𝑡)

)−1 ∈ R(𝑑+1)×(𝑑+1) .

5. B(𝑡) = N(𝑡)H(𝑡) ∈ R𝑠 (𝑡 )×(𝑑+1) .

6. B̃(𝑡) = J(𝑡) · B(𝑡) ∈ R𝑂 (log(𝑇/𝛿))×(𝑑+1) is used for approximately estimating the online leverage

score.

7. G(𝑡) =
(
(A(𝑡))⊤(D(𝑡))2A(𝑡)

)−1 ∈ R𝑑×𝑑 .

8. u(𝑡) = (A(𝑡))⊤(D(𝑡))2b(𝑡) ∈ R𝑑 .

9. x(𝑡) =
(
(A(𝑡))⊤(D(𝑡))2A(𝑡)

)−1 · (A(𝑡))⊤(D(𝑡))2b(𝑡) ∈ R𝑑 is the maintained solution.

7.4.2 Warm Up: Analysis for Oblivious Adversary

We first prove the correctness against an oblivious adversary (i.e., our data structure maintains

an 𝜀-approximate solution w.h.p.) and the runtime analysis is deferred to Section 7.4.4. The proof

follows easily from the guarantee of online leverage score sampling [207] and the JL sketch, and

it serves as a warm up for the more complicated algorithm against an adaptive adversary. As we

shall see later, both guarantees become nontrivial when facing an adaptive adversary.

The key advantage for the oblivious setting is that we can fix the input sequence m(1) , . . . ,m(𝑇)

for analysis. We exploit the following guarantee of online leverage score sampling, which is a direct

corollary from matrix Freedman inequality.

Lemma 7.4.3 (Online leverage score sampling, adapted from Lemma 3.3 of [207]). Let 𝜀, 𝛿 ∈

(0, 1/2) be two parameters. Let m(1) , . . . ,m(𝑇) ∈ R𝑑+1 be a fixed sequence and let 𝜏(𝑡)ols be the

online leverage score of the 𝑡-th row, i.e., 𝜏(𝑡)ols := (m(𝑡))⊤((M(𝑡−1))⊤M(𝑡−1))−1m(𝑡) . Suppose an
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algorithm samples the 𝑡-th row with probability5

𝑝𝑡 ≥ min{3𝜀−2𝜏
(𝑡)
ols log(𝑑/𝛿), 1}.

Define 𝜈𝑡 ∈ R as

𝜈𝑡 =


1√
𝑝𝑡
, if the 𝑡-th row is sampled,

0, otherwise.

Then with probability at least 1− 𝛿, the matrix (M(0))⊤M(0) +∑𝑇
𝑡=1 𝜈

2
𝑡 ·m(𝑡) (m(𝑡))⊤ is an 𝜀-spectral

approximation of the matrix (M(𝑇))⊤M(𝑇) .

Our data structure maintains an 𝜀-spectral approximation of (M(𝑡))⊤M(𝑡) and uses it to approx-

imate the online leverage score.

Lemma 7.4.4 (Spectral approximation). With probability at least 1 − 𝛿/𝑇 , for any 𝑡 ∈ [𝑇],

0.9(1 − 𝜀) · 𝜏(𝑡)ols ≤ 𝜏
(𝑡) ≤ 1.1(1 + 𝜀) · 𝜏(𝑡)ols (7.24)

and for any 𝑡 ∈ [0 : 𝑇]

(M(𝑡))⊤(D(𝑡))2M(𝑡) ≈𝜀 (M(𝑡))⊤M(𝑡) . (7.25)

Proof. We prove the claim inductively. Let 𝛿′ = 𝛿

2𝑇2 , the induction hypothesis is that with probability

1− 2𝑡𝛿′, Eq. (7.25) holds for all 𝑡′ ∈ [0 : 𝑡] and Eq. (7.24) holds for all 𝑡′ ∈ [𝑡]. The base case 𝑡 = 0

holds trivially as D(0) = I𝑑+1. Suppose the induction hypothesis continues to hold for 𝑡 − 1, then
5The sampling probability could depend on the result of previous sampling outcomes.
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for the 𝑡-th iteration, we have

∥B(𝑡−1) ·m(𝑡) ∥22

= (m(𝑡))⊤ · (H(𝑡−1))⊤(N(𝑡−1))⊤N(𝑡−1)H(𝑡−1) ·m(𝑡)

= (m(𝑡))⊤ ·
(
(N(𝑡−1))⊤N(𝑡−1) )−1 ·m(𝑡)

= (m(𝑡))⊤ ·
(
(M(𝑡−1))⊤(D(𝑡−1))2M(𝑡−1) )−1 ·m(𝑡)

= (1 ± 𝜀) · (m(𝑡))⊤ ·
(
(M(𝑡−1))⊤M(𝑡−1) )−1 ·m(𝑡)

= (1 ± 𝜀) · 𝜏(𝑡)ols (7.26)

The first three steps follow from the closed-form formula (Lemma 7.4.2), the fourth step holds due

to the induction hypothesis and the last step comes from the definition of online leverage score.

Meanwhile, using the JL Lemma (Lemma 2.2.11), we have that with probability at least 1 − 𝛿′,

𝜏(𝑡) = ∥B̃(𝑡−1) ·m(𝑡) ∥22 = ∥J(𝑡−1)B(𝑡−1) ·m(𝑡) ∥22

= (1 ± 0.1)∥B(𝑡−1) ·m(𝑡) ∥22 (7.27)

where the last step holds due to the JL Lemma and m(𝑡) , B(𝑡−1) are independent of the entries of

J(𝑡−1) .

Combining Eq. (7.26)(7.27), we finish the induction of Eq. (7.24). The spectral approximation

guarantee of Eq. (7.25) follows directly from Lemma 7.4.3 and our choice of parameters. We finish

the proof here.

It is well known that spectral approximations of (M(𝑡))⊤M(𝑡) give approximate solutions to least

squares regressions [229], so we have proved the correctness of our algorithm.

Lemma 7.4.5 (Correctness of Algorithm 47–50, oblivious adversary). With probability at least

1 − 𝛿/𝑇 , in each iteration, Insert of Algorithm 48 outputs a vector x(𝑡) ∈ R𝑑 such that

∥A(𝑡)x(𝑡) − b(𝑡) ∥2 ≤ (1 + 𝜀) min
x∈R𝑑
∥A(𝑡)x − b(𝑡) ∥2.
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against an oblivious adversary.

Proof. Note by Lemma 7.4.2, one has

x(𝑡) =
(
(A(𝑡))⊤(D(𝑡))2A(𝑡)

)−1 · (A(𝑡))⊤(D(𝑡))2b(𝑡) ,

which is the closed-form minimizer of ∥D(𝑡)A(𝑡)x − Db(𝑡) ∥2. From Eq. (7.25) in Lemma 7.4.4,

we know that with probability at least 1 − 𝛿/𝑇 , we have that (M(𝑡))⊤(D(𝑡))2M(𝑡) ≈𝜀 (M(𝑡))⊤M(𝑡) .

Using this spectral approximation and Lemma 7.2.7, we conclude the proof of this lemma.

7.4.3 Analysis for Adaptive Adversary

Next, we prove our data structure (Algorithm 47 –50) is adversarially robust and it works against

an adaptive adversary when using a larger sampling constant 𝐶adv = 32(1 + 𝜀)𝑑 log( 𝜎max
𝜎min
) · 𝐶obl.

First, we prove that online leverage score sampling works against an adaptive adversary. In

contrast with the counterpart Lemma 7.4.4 of the oblivious setting, the sequence m(1) , . . . ,m(𝑇) is

not fixed but chosen adaptively based on previous outcomes. The proof becomes more challenging

due to this adaptivity.

Lemma 7.4.6 (Intrinsic robustness of online leverage score sampling). Let 𝜀, 𝛿 ∈ (0, 1/8). Let

m(1) , . . . ,m(𝑇) ∈ R𝑑+1 be an adaptive sequence of row vectors chosen by an adaptive adversary

and let 𝜏(𝑡)ols be the online leverage score of the 𝑡-th row, i.e., 𝜏(𝑡)ols = (m(𝑡))⊤((M(𝑡−1))⊤M(𝑡−1))−1m(𝑡) .

If an algorithm samples the 𝑡-th row with probability

𝑝𝑡 ≥ min{𝛼 · 𝜏(𝑡)ols, 1}, where 𝛼 = 300𝑑𝜀−2 log(400𝑑𝜎max

𝜀𝛿𝜎min
),

that is,

X(𝑡) =


1
𝑝𝑡
·m(𝑡) (m(𝑡))⊤ w.p. 𝑝𝑡 ,

0 w.p. 1 − 𝑝𝑡 .
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Then with probability at least 1 − 𝛿, its output Y := (M(0))⊤M(0) + ∑𝑇
𝑡=1 X(𝑡) is an 𝜀-spectral

approximation of (M(𝑇))⊤M(𝑇) .

We note Lemma 7.4.6 improves Lemma B.2 of [208]. Concretely, Lemma B.2 in [208] has

an 𝑂 (𝑑 ( 𝜎max
𝜎min
)2) overhead comparing with the oblivious case, while we reduce the overhead to

𝑂 (𝑑 log( 𝜎max
𝜎min
)), which has only polylogarithmic dependence on the condition number 𝜎max

𝜎min
.

We make use of the Freedman’s inequality for martingales, see Theorem 2.2.13. We now

turn to the proof of Lemma 7.4.6. The first step is similar to [208], we take an union bound

over the 𝜀-net of unit vectors x ∈ R𝑑+1 and reduce to the scalar case (the union bound gives an

𝑂 (𝑑) overhead). When applying Freedman’s inequality, the term ∥M(𝑇)x∥2 shows up, and it is

unknown since the rows of M(𝑇) are chosen adaptively. [208] uses a straightforward bound of

𝜎min∥x∥2 ≤ ∥M(𝑇)x∥2 ≤ 𝜎max∥x∥2, which results in another 𝑂 (( 𝜎max
𝜎min
)2) overhead. We instead

consider 𝑂 ( 𝜎min
𝜎max
) number of (truncated) martingales and prove that one of them correctly guesses

the value of ∥M(𝑇)x∥2. By taking an union bound over these 𝑂 ( 𝜎min
𝜎max
) martingales, it only has an

𝑂 (log( 𝜎max
𝜎min
)) overhead.

Proof of Lemma 7.4.6. We first introduce some notations. Let

𝜅 =
𝜎max

𝜎min
, 𝛿′ = 𝛿 ·

(
200𝜅𝑑
𝜀

)−𝑑
, and 𝛿′′ =

𝛿′

10𝜅
.

For any 𝑡 ∈ [𝑇], let F𝑡 be the 𝜎-algebra generated by the adaptive sequence m(1) , · · · ,m(𝑡+1) and

X(1) , · · · ,X(𝑡) . Note that F0 ⊆ F1 ⊆ · · · ⊆ F𝑇 is a filtration. We use the notation E𝑡 [·] = E[· | F𝑡]

to denote the expectation conditioned on F𝑡 .

Step 1. The key step is to prove that for any fixed vector x ∈ R𝑑 , with probability at least 1− 𝛿′′,

|x⊤Yx − ∥M(𝑇)x∥22 | ≤
𝜀

2
· ∥M(𝑇)x∥22. (7.28)
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To this end, define a set

S :=
{
𝑘
𝜎min

10
∥x∥2

��� 𝑘 ∈ Z≥1, and 𝜎min ≤ 𝑘
𝜎min

10
≤ 𝜎max

}
.

The size of S is |S| = 10𝜅.

For any value 𝑠 ∈ S, define the random sequence {𝑥 (𝑡)𝑠 }𝑡∈[𝑇]

𝑥
(𝑡)
𝑠 =


x⊤X(𝑡)x − (x⊤m(𝑡))2 if ∥M(𝑡)x∥2 ≤ 𝑠,

0 otherwise.
(7.29)

and {𝑦 (𝑡)𝑠 }𝑡∈[0:𝑇]

𝑦
(0)
𝑠 = 0 and 𝑦

(𝑡)
𝑠 = 𝑦

(𝑡−1)
𝑠 + 𝑥 (𝑡)𝑠 , ∀𝑡 ∈ [𝑇] .

The sequence {𝑦 (𝑡)𝑠 }𝑡∈[0:𝑇] forms a martingale. To see this, by the definition of X(𝑡) , we have

E𝑡−1 [X(𝑡)] = m(𝑡) (m(𝑡))⊤ andE𝑡−1 [x⊤X(𝑡)x] = (x⊤m(𝑡))2. This meansE𝑡−1 [𝑥 (𝑡)𝑠 ] = 0, and therefore

E
𝑡−1
[𝑦 (𝑡)𝑠 ] = E

𝑡−1
[𝑦 (𝑡−1)
𝑠 + 𝑥 (𝑡)𝑠 ] = 𝑦 (𝑡−1)

𝑠 .

We wish to apply the Freedman inequality to {𝑦 (𝑡)𝑠 }𝑡∈[𝑇] , and we bound the maximum deviation

and the variance separately.

• First, we prove |𝑥 (𝑡)𝑠 | < 𝑠2

𝛼
.

If ∥M(𝑡)x∥2 > 𝑠, then 𝑥 (𝑡)𝑠 = 0 due to the definition in Eq. (7.29). If 𝑝𝑡 = 1, then we have

X(𝑡) = m(𝑡) (m(𝑡))⊤ with probability 1, and therefore, 𝑥 (𝑡)𝑠 = x⊤X(𝑡)x− (x⊤m(𝑡))2 = 0. Finally,

suppose ∥M(𝑡)x∥2 ≤ 𝑠 and 𝑝𝑡 < 1, we have 𝑝𝑡 ≥ 𝛼 · 𝜏(𝑡)ols, and

|𝑥 (𝑡)𝑠 | ≤
1
𝑝𝑡
· (x⊤m(𝑡))2

≤ 1

𝛼 · 𝜏(𝑡)ols

· (x⊤m(𝑡))2 ≤
∥M(𝑡)x∥22

𝛼
≤ 𝑠

2

𝛼
,
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where the first step follows from the definition of 𝑥 (𝑡)𝑠 and 0 < 1
𝑝𝑡
− 1 < 1

𝑝𝑡
, the third step

follows from the property of online leverage score (Fact 7.2.6). We conclude with |𝑥 (𝑡)𝑠 | ≤ 𝑠2

𝛼
.

• Then, we bound the variance. Similarly, if ∥M(𝑡)x∥2 > 𝑠 or 𝑝𝑡 = 1, then we have 𝑥 (𝑡)𝑠 = 0.

Otherwise, suppose ∥M(𝑡)x∥2 ≤ 𝑠 and 𝑝𝑡 < 1, then we have 𝑝𝑡 ≥ 𝛼 · 𝜏(𝑡)ols, and

E
𝑡−1
[(𝑥 (𝑡)𝑠 )2]

= 𝑝𝑡 · (
1
𝑝𝑡
− 1)2(x⊤m(𝑡))4 + (1 − 𝑝𝑡) · (x⊤m(𝑡))4

≤ 1
𝑝𝑡
· (x⊤m(𝑡))4

≤
∥M(𝑡)x∥22 · (x

⊤m(𝑡))2

𝛼
≤ 𝑠

2 · (x⊤m(𝑡))2
𝛼

,

where the third step follows from 𝑝𝑡 ≥ 𝛼 · 𝜏(𝑡)ols and Fact 7.2.6, the last step follow from the

assumption of ∥M(𝑡)x∥2 ≤ 𝑠. Hence, we conclude that

E
𝑡−1
[(𝑥 (𝑡)𝑠 )2] ≤

𝑠2 · (x⊤m(𝑡))2
𝛼

· 1∥M(𝑡 )x∥2≤𝑠,

where the indicator variable 1∥M(𝑡 )x∥2≤𝑠 is 1 if ∥M(𝑡)x∥2 ≤ 𝑠 and 0 otherwise.

Let 𝑡∗ be the largest index in [𝑇] such that ∥M(𝑡∗)x∥2 ≤ 𝑠, then we have

𝑡∗∑︁
𝑡=1

E
𝑡−1
[(𝑥 (𝑡)𝑠 )2] ≤

𝑡∗∑︁
𝑡=1

𝑠2 · (x⊤m(𝑡))2
𝛼

· 1∥M(𝑡 )x∥2≤𝑠

=
𝑠2 · ∥M(𝑡∗)x∥22

𝛼
≤ 𝑠

4

𝛼
.

Now we can apply Freedman’s inequality (Lemma 2.2.13) to the sequence 𝑦 (0)𝑠 , 𝑦
(1)
𝑠 , · · · , 𝑦 (𝑇)𝑠
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with parameters 𝑅 = 𝑠2

𝛼
, 𝜎2 = 𝑠4

𝛼
, and 𝑢 = 𝜀

8 𝑠
2:

Pr
[
|𝑦 (𝑇)𝑠 | ≥

𝜀

8
𝑠2

]
≤ 2 exp

(
− 𝑢2/2
𝜎2 + 𝑅𝑢/3

)
= 2 exp

(
− 𝜀2𝑠4/128
𝑠4/𝛼 + 𝜀𝑠4/(24𝛼)

)
≤ 2 exp

(
−𝜀2𝛼/200

)
≤ 𝛿′′,

where the last step follows from the choice of 𝛼 = 300𝑑𝜀−2 log( 400𝜅𝑑
𝜀𝛿
) > 200𝜀−2 log(2/𝛿′′).

Taking a union bound over S, and since |S| = 10𝜅, we have that with probability at least

1 − 𝛿′′ · 10𝜅 = 1 − 𝛿′,

|𝑦 (𝑇)𝑠 | <
𝜀

8
· 𝑠2, ∀𝑠 ∈ S. (7.30)

Meanwhile, for any realization of m(1) , · · · ,m(𝑇) , there must exist an 𝑠∗ ∈ S such that

∥M(𝑇)x∥2 ≤ 𝑠∗ ≤ 2∥M(𝑇)x∥2.

This is because (1) 𝜎min · ∥x∥2 ≤ ∥M(𝑇)x∥2 ≤ 𝜎max · ∥x∥2, and (2) the gap between two values in

S is 𝜎min
10 ∥x∥2 ≤

1
10 ∥M

(𝑇)x∥2.

We have 𝑥 (𝑡)
𝑠∗ = x⊤X(𝑡)x − (x⊤m(𝑡))2 for all 𝑡 ∈ [𝑇]. Conditioned on the high probability event

of Eq. (7.30), we conclude that

|x⊤Yx − ∥M(𝑇)x∥22 | = |𝑦
(𝑇)
𝑠∗ | ≤

𝜀

8
(𝑠∗)2 ≤ 𝜀

2
∥M(𝑇)x∥22.

This proves Eq. (7.28)

Step 2 Next we prove that Y is an 𝜀-spectral approximation to (M(𝑇))⊤M(𝑇) with high proba-

bility. Define the set B a

{
(𝑥1, · · · , 𝑥𝑑) ∈ [−1, 1]𝑑

��� ∀𝑖, ∃𝑘 ∈ Z s.t. 𝑥𝑖 = 𝑘 ·
𝜀

100𝜅𝑑

}
.
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Note that the size of B is ( 200𝜅𝑑
𝜀
)𝑑 .

Taking a union bound over B, we have that with probability at least 1 − 𝛿′ · ( 200𝜅𝑑
𝜀
)𝑑 = 1 − 𝛿,

|x⊤Yx − ∥M(𝑇)x∥22 | ≤
𝜀

2
∥M(𝑇)x∥22, ∀x ∈ B. (7.31)

We will condition on this event. For any unit vector x∗ ∈ R𝑑 , there must exist some x ∈ B such

that |𝑥𝑖 − 𝑥∗𝑖 | ≤
𝜀

100𝜅𝑑 for all 𝑖 ∈ [𝑑], and therefore ∥x − x∗∥2 ≤ 𝜀
100𝜅 . Now, we have

|∥M(𝑇)x∥2 − ∥M(𝑇)x∗∥2 |

≤ ∥M(𝑇) (x − x∗)∥2

≤ 𝜎max ·
𝜀

100𝜅
≤ 𝜀

100
· ∥M(𝑇)x∗∥2,

where the second step follows from the largest singular value of M(𝑇) is at most𝜎max and ∥x−x∗∥2 ≤
𝜀

100𝜅 , the last step follows from the least singular value of M(𝑇) is at least 𝜎min and 𝜅 =
𝜎max
𝜎min

. We

then have

|∥M(𝑇)x∥22 − ∥M
(𝑇)x∗∥22 |

= (∥M(𝑇)x∥2 + ∥M(𝑇)x∗∥2) ·
��∥M(𝑇)x∥2 − ∥M(𝑇)x∗∥2��

≤ 𝜀

40
∥M(𝑇)x∗∥22. (7.32)

Similarly, we have

|∥Y1/2x∥2 − ∥Y1/2x∗∥2 | ≤
𝜀

50
· ∥M(𝑇)x∗∥2,

this comes from the fact that the largest singular value of Y is at most 4𝜎2
max. Hence,

|x⊤Yx − (x∗)⊤Yx∗ | ≤ 𝜀

20
· ∥M(𝑇)x∗∥22. (7.33)
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Combining Eq. (7.31)(7.32)(7.33), we conclude with

|x⊤Yx − ∥M(𝑇)x∥22 | ≤ 𝜀∥M
(𝑇)x∥22.

This implies that Y is an 𝜀-spectral approximation of (M(𝑇))⊤M(𝑇) . We conclude the proof

here.

We next prove JL estimates are within (1 ± 0.01) of the online leverage scores, even under the

adversarial input sequence.

Lemma 7.4.7 (Robustness of JL estimation). With probability at least 1 − 𝛿/𝑇 , the JL estimates in

Algorithm 49 satisfy

∥B̃(𝑡−1) ·m(𝑡) ∥2 = (1 ± 0.01)∥B(𝑡−1) ·m(𝑡) ∥2, ∀𝑡 ∈ [𝑇]

under adversarial input sequence.

Proof. We can assume the adversary is deterministic by using Yao’s minimax principle. That is to

say, the row m(𝑡) = (a(𝑡) , 𝛽(𝑡)) at the 𝑡-th iteration is fixed once the previous rows m(1) , · · · ,m(𝑡−1)

and the previous outputs x(1) , · · · , x(𝑡−1) are given.

Let 𝑡∗
𝑘
∈ [𝑇] be the time that our data structure samples and keeps the 𝑘-th row. Our algorithm

uses a new JL matrix at the end of 𝑡∗
𝑘
-th iteration (Line 6 of Algorithm 50), after the algorithm

outputs the solution x(𝑡∗𝑘) . With a slight abuse of notation, we denote the JL matrix used in iterations

𝑡 ∈ [𝑡∗
𝑘
+1 : 𝑡∗

𝑘+1] as J(𝑘) . Our goal is to prove that J(𝑘) ensures that with probability at least 1−𝛿/𝑇2,

the following equation is satisfied for all 𝑡 ∈ [𝑡∗
𝑘
+ 1, 𝑡∗

𝑘+1]:

∥B̃(𝑡−1)m(𝑡) ∥2 = ∥J(𝑘)B(𝑡−1)m(𝑡) ∥2

= (1 ± 0.01)∥B(𝑡)m(𝑡) ∥2.

Let AJL denote our data structure. For each 𝑘 , define a “hybrid” algorithm A (𝑘)exact that is the
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same as AJL in iterations 1, 2, · · · , 𝑡∗
𝑘
, but starting from the (𝑡∗

𝑘
+ 1)-th iteration, A (𝑘)exact ignores the

JL matrix and set 𝜏(𝑡)exact = 0.9∥B(𝑡)m(𝑡) ∥2 in replace of Line 2 of Algorithm 49. The two algorithms

AJL andA (𝑘)exact start from the same status in the (𝑡∗
𝑘
+ 1)-th iteration. We also let them use the same

random bits to perform the sampling step (Line 8 in Algorithm 49) i.e., they share a uniformly

random number 𝑢 ∈ [0, 1] and each set 𝜈 = 1/√𝑝 if 𝑢 > 𝑝 and 𝜈 ← 0 otherwise, though their

sampling probabilities 𝑝 are different.

We prove that the outputs ofAJL andA (𝑘)exact are the same in iterations 𝑡 ∈ [𝑡∗
𝑘
+ 1, 𝑡∗

𝑘+1 − 1] with

probability 1− (𝑡∗
𝑘+1− 𝑡

∗
𝑘
−1) · 𝛿/𝑇2. We prove by induction. In the base case of (𝑡∗

𝑘
+1)-th iteration,

J(𝑘) is a new random matrix and its entries are independent of all previous rows and outputs, hence

the entries of J(𝑘) are also independent of B(𝑡∗𝑘) and m(𝑡∗𝑘+1) , by Lemma 2.2.11, with probability

1 − 𝛿/𝑇2,

∥J(𝑘)B(𝑡∗𝑘)m(𝑡∗𝑘+1) ∥22 ∈ (1 ± 0.01)∥B(𝑡∗𝑘)m(𝑡∗𝑘+1) ∥22,

Therefore, we have 𝜏(𝑡∗𝑘) ≥ 𝜏
(𝑡∗
𝑘
)

exact and the sampling probability of AJL is at least that of A (𝑘)exact.

Since we use the same random bit for A (𝑘)exact and AJL, this means if the (𝑡∗
𝑘
+ 1)-th row is sampled

in A (𝑘)exact, then it’s also sampled in AJL, but we know that a new row is only sampled in AJL until

the (𝑡∗
𝑘+1)-th iteration, so neither AJL nor A (𝑘)exact samples the (𝑡∗

𝑘
+ 1)-th row.

The induction step is similar and suppose the outputs of AJL and A (𝑘)exact are the same up to

iteration (𝑡 − 1) ∈ [𝑡∗
𝑘

: 𝑡∗
𝑘+1 − 1], for the 𝑡-th iteration, we have that

• Since the 𝑡∗
𝑘
+ 1, . . . , (𝑡 − 1)-th rows are not sampled, the matrix B(𝑡−1) = B(𝑡∗𝑘) is not updated,

so B(𝑡−1) remains independent of the JL matrix J(𝑘) .

• Since AJL and A (𝑘)exact output the same vector to the adversary, it means the next query m(𝑡)

chosen by the adversary is the same for both algorithms. The next query m(𝑡) for A (𝑘)exact is

fixed given the transcript of A (𝑘)exact, and since A (𝑘)exact is completely agnostic of the JL matrix

J(𝑘) , this means m(𝑡) is also independent of J(𝑘) .

Combining the above two facts and by the property of JL sketch (by Lemma 2.2.11), with probability
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1 − 𝛿/𝑇2,

∥J(𝑡)B(𝑡−1)m(𝑡) ∥22 = (1 ± 0.01)∥B(𝑡−1)m(𝑡) ∥22,

and 𝜏(𝑡) ≥ 𝜏
(𝑡)
exact. By a similar argument, since both algorithm use the same random bits for

sampling, A (𝑘)exact would not keep m(𝑡) before the 𝑡∗
𝑘+1-th iteration. We note it is possible that two

algorithms AJL and A (𝑘)exact differs from each other at the 𝑡∗
𝑘+1-th iteration, (i.e., the 𝑡∗

𝑘+1-th row is

sampled inAJL, but it may not be sampled inA (𝑘)exact), this is fine because after outputting x(𝑡∗𝑘+1) , our

data structure immediately update the JL matrix to J(𝑘+1) , and we would apply the same argument

for A (𝑘+1)exact . Finally, we note that in each iteration the failure probability is 𝛿/𝑇2, so using a union

bound, the total failure probability is at most 𝛿/𝑇 . We conclude the proof here.

Combining Lemma 7.4.6 and Lemma 7.4.7, we conclude with the following lemma.

Lemma 7.4.8 (Spectral approximation, adaptive adversary). The following holds against an adap-

tive adversary: With probability at least 1 − 𝛿/𝑇 , for any 𝑡 ∈ [𝑇],

0.9(1 − 𝜀) · 𝜏(𝑡)ols ≤ 𝜏
(𝑡) ≤ 1.1(1 + 𝜀) · 𝜏(𝑡)ols (7.34)

and for any 𝑡 ∈ [0 : 𝑇]

(M(𝑡))⊤(D(𝑡))2M(𝑡) ≈𝜀 (M(𝑡))⊤M(𝑡) . (7.35)

Here 𝜏(𝑡)ols = (m(𝑡))⊤((M(𝑡−1))⊤M(𝑡−1))−1m(𝑡) is the online leverage score of the 𝑡-th row.

Proof. With Lemma 7.4.6 and Lemma 7.4.7 in hand, the proof is similar to the oblivious case

(Lemma 7.4.4). We prove Eq. (7.34)(7.35) inductively. The base case holds trivially and suppose

it continues to hold up to iteration (𝑡 − 1). In the 𝑡-th iteration, by Lemma 7.4.6, we have

𝜏(𝑡) = ∥B̃(𝑡−1) ·m(𝑡) ∥2

= (1 ± 0.01)∥B(𝑡−1) ·m(𝑡) ∥2 = (1 ± 0.01) (1 ± 𝜀)𝜏(𝑡)ols.
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Here the last step follows from the same calculation as Eq. (7.26) and the inductive hypothesis

on spectral approximation. This finishes the first part of induction. For the second part (i.e.,

Eq. (7.35)), it follows from the inductive hypothesis (i.e., Eq. (7.34)) and the robustness of online

leverage score sampling (Lemma 7.4.6).

The correctness of our data structure follows directly from Lemma 7.4.8 and Lemma 7.2.7, we

summarize below.

Lemma 7.4.9 (Correctness of Algorithm 47–50, adaptive adversary). With probability at least

1 − 𝛿/𝑇 , in each iteration, Insert of Algorithm 48 outputs a vector x(𝑡) ∈ R𝑑 such that

∥A(𝑡)x(𝑡) − b(𝑡) ∥2 ≤ (1 + 𝜀) min
x∈R𝑑
∥A(𝑡)x − b(𝑡) ∥2

against an adaptive adversary.

7.4.4 Runtime Analysis

Finally, we bound the total update time of our algorithm. At each iteration, if the 𝑡-th row

is sampled, the Insert procedure makes a call to UpdateMembers (Algorithm 50), and it takes

𝑂 (𝑠(𝑡)𝑑 log(𝑇/𝛿)) time, where 𝑠(𝑡) is the number of sampled rows. The most expensive step is (Line

6 and Line 7), where we instantiate a new JL matrix. All other steps can be done in 𝑂 (𝑑2) time.

If the 𝑡-th row is not sampled, then the Insert procedure only needs to compute the approximate

leverage score 𝜏(𝑡) , and it takes 𝑂 (log(𝑇/𝛿) · nnz(a(𝑡))) time.

We summarize the above observations and the calculations can be found in the full version.

Lemma 7.4.10 (Update time). At the 𝑡-th iteration of the Insert procedure (Algorithm 48),

• If the 𝑡-th row is not sampled, then Insert takes 𝑂
(
log(𝑇/𝛿) · nnz(a(𝑡))

)
time.

• If the 𝑡-th row is sampled, then Insert takes 𝑂
(
𝑠(𝑡)𝑑 log(𝑇/𝛿)

)
time.

It is clear that we want to bound the number of sampled rows. First, we have the following

bound on the sum of online leverage score.
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Lemma 7.4.11 (Sum of online leverage scores [207]). If the largest singular value of matrix M(𝑇)

is at most 𝜎max, and the least singular value of matrix M(0) is at least 𝜎min, then

𝑇∑︁
𝑡=1

𝜏
(𝑡)
ols ≤ 𝑂 (𝑑 log(𝜎max/𝜎min)).

where 𝜏(𝑡)ols = (m(𝑡))⊤((M(𝑡−1))⊤M(𝑡−1))−1m(𝑡) is the online leverage score of the 𝑡-th row.

Using Lemma 7.4.11, we have the following lemma on the number of sampled rows, and again

its proof can be found in the full version.

Lemma 7.4.12 (Number of sampled rows). With probability at least 1−𝛿/𝑇 , for oblivious adversary,

the total number of sampled rows is at most

𝑂

(
𝑑𝜀−2 log(𝑇/𝛿) log(𝜎max/𝜎min)

)
.

For adaptive adversary, the total number of sampled rows is at most

𝑂

(
𝑑2𝜀−2 log(𝑇/𝛿) log2(𝜎max/𝜎min)

)
.

Combining Lemma 7.4.10 and Lemma 7.4.12, we bound the amortized update time of our data

structure.

Lemma 7.4.13 (Amortized update time). With probability at least 1−𝛿/𝑇 , for oblivious adversary,

the total running time of Insert over 𝑇 iterations is at most

𝑂
(
nnz(A(𝑇)) log(𝑇/𝛿) + 𝜀−4𝑑3 log2(𝜎max/𝜎min) log3(𝑇/𝛿)

)
.

for adaptive adversary, the total running time of Insert over 𝑇 iterations is at most

𝑂
(
nnz(A(𝑇)) log(𝑇/𝛿) + 𝜀−4𝑑5 log4(𝜎max/𝜎min) log3(𝑇/𝛿)

)
.
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This concludes the runtime analysis and we finish the proof of Theorem 7.4.1. Finally we

remark on the space usage of our data structure.

Remark 7.4.14 (Space usage). Since the largest matrices that the data structure maintains and

updates in each iteration are B(𝑡) ,N(𝑡) ∈ R𝑠
(𝑡 )×(𝑑+1) , it is straightforward to see that the to-

tal space used by the data structure is bounded by 𝑂 (𝑠(𝑇) · 𝑑). Hence by Lemma 7.4.12,

the total space is bounded by 𝑂
(
𝑑2𝜀−2 log(𝜎max/𝜎min) log(𝑇/𝛿)

)
for oblivious adversary and

𝑂
(
𝑑3𝜀−2 log2(𝜎max/𝜎min) log(𝑇/𝛿)

)
for adaptive adversary.

7.5 Lower Bound for Partially Dynamic LSR

When the update is incremental, we prove an Ω(𝑑2−𝑜(1)) amortized time lower bound for any

algorithm with high precision solution.

Theorem 7.5.1 (Hardness of partially dynamic LSR with high precision, formal version of Theorem

7.1.3). Let 𝑑 be a sufficiently large integer, 𝑇 = poly(𝑑) and 𝜀 = 1
𝑑8𝑇2 . Let 𝛾 > 0 be any

constant. Assuming the OMv conjecture is true, then any dynamic algorithm that maintains an

𝜀-approximate solution of the least squares regression under incremental update requires at least

Ω(𝑑2−𝛾) amortized time per update.

Proof. We reduce from the problem of Lemma 7.3.3. Given a PSD matrix H ∈ R𝑑×𝑑 for the

problem of Lemma 7.3.3, where 1 ≤ 𝜆1(H) ≤ 𝜆𝑑 (H) ≤ 3, we compute the singular value

decomposition H = U𝚲U⊤ where 𝚲 is the diagonal matrix with eigenvalues 𝜆1(H), · · · , 𝜆𝑑 (H),

and we let A = 𝚲−1/2U⊤ so that A⊤A = H−1. In the least squares regression problem, we take A to

be the initial matrix, and let b = 0𝑑 ∈ R𝑑 be the initial label vector. The preprocessing step takes

𝑂 (𝑑𝜔) time.

In the online stage of OMv, let the query at the 𝑡-th step be z(𝑡) ∈ R𝑑 where ∥z(𝑡) ∥2 ≤ 1. We

scale the vector to construct

a(𝑡) = 1
𝑑2
√
𝑇
· z(𝑡) ∈ R𝑑 ,
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and use (a(𝑡) , 1) ∈ R𝑑 × R as the update to the regression problem at the 𝑡-th step. Let x(𝑡) ∈ R𝑑

be the solution returned by the dynamic algorithm for least squares regression at the 𝑡-th step. We

prove that one can answer the matrix-vector query with

y(𝑡) = 𝑑2√𝑇 (x(𝑡) − x(𝑡−1)),

and we have the guarantee that

∥y(𝑡) −Hz(𝑡) ∥2 ≤ 𝑂 (1/𝑑2). (7.36)

By Lemma 7.3.3, this is impossible if the OMv conjecture is true.

We first introduce some notations. Let A(𝑡) ∈ R(𝑑+𝑡)×𝑑 be the data matrix after the 𝑡-th time

step, b(𝑡) ∈ R𝑑+𝑡 be the labels, and H(𝑡) := ((A(𝑡))⊤A(𝑡))−1 ∈ R𝑑×𝑑 . For simplicity, we also define

A(0) = A, b(0) = b, H(0) = H. For any 𝑡 ∈ [𝑇], let x(𝑡)★ be the optimal solution at the 𝑡-th step, and

it has the closed-form x(𝑡)★ = ((A(𝑡))⊤A(𝑡))−1(A(𝑡))⊤ · b(𝑡) . The proof divides into three steps:

• Step 1. x(𝑡) and x(𝑡)★ are close, i.e., x(𝑡) = x(𝑡)★ ±𝑂 ( 1
𝑑4
√
𝑇
).

• Step 2. x(𝑡) − x(𝑡−1) recovers H(𝑡−1)a(𝑡) , i.e., x(𝑡) − x(𝑡−1) = H(𝑡−1)a(𝑡) ±𝑂 ( 1
𝑑4
√
𝑇
).

• Step 3. H(𝑡−1)a(𝑡) is close to Ha(𝑡) , i.e., H(𝑡−1)a(𝑡) = Ha(𝑡) ±𝑂 ( 1
𝑑6
√
𝑇
).

In particular, Step 2 and 3 directly implies Eq. (7.36).

We first prove a useful bound on the singular values of A(𝑡) and H(𝑡) for all 𝑡 ∈ [𝑇]. First

note that the assumption 1 ≤ 𝜆1(H) ≤ 𝜆𝑑 (H) ≤ 3 implies that 1√
3
≤ 𝜆𝑑 (A) ≤ 𝜆1(A) ≤ 1. Since
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∥a(𝑡) ∥2 = ∥ 1
𝑑2
√
𝑇
· z(𝑡) ∥2 ≤ 1

𝑑2
√
𝑇

for any 𝑡 ∈ [𝑇], we have that for any x ∈ R𝑑 with ∥x∥2 = 1,

x⊤(A(𝑇))⊤A(𝑇)x = x⊤A⊤Ax +
𝑇∑︁
𝑡=1
(x⊤a(𝑡))2

≤ ∥x∥22 +
𝑇∑︁
𝑡=1
∥x∥22 · ∥a

(𝑡) ∥22

≤ 1 +
𝑇∑︁
𝑡=1

1
𝑑4 · 𝑇

≤ 2.

Thus we have 1
2 ≤ 𝜆𝑑 (A) ≤ 𝜆𝑑 (A

(𝑡)) ≤ 𝜆1(A(𝑡)) ≤ 𝜆1(A(𝑇)) ≤ 2.

Therefore, the matrix H(𝑡) = ((A(𝑡))⊤A(𝑡))−1 satisfies 1
4 ≤ 𝜆𝑑 (H

(𝑡)) ≤ 𝜆1(H(𝑡)) ≤ 4.

Step 1 We prove x(𝑡) = x(𝑡)★ ± 1
𝑑4
√
𝑇

. Since at each step we add a new label 1 to the vector b, we have

∥b(𝑡) ∥2 ≤ ∥b(𝑇) ∥2 =
√
𝑇 . Since x(𝑡) is an 𝜀-approximate solution of the least squares regression

problem, we have

(1 + 𝜀)2∥A(𝑡)x(𝑡)★ − b(𝑡) ∥22

≥ ∥A(𝑡)x(𝑡) − b(𝑡) ∥22

= ∥A(𝑡)x(𝑡)★ − b(𝑡) ∥22 + ∥A
(𝑡) (x(𝑡) − x(𝑡)★ )∥22

≥ ∥A(𝑡)x(𝑡)★ − b(𝑡) ∥22 +
1
4
∥x(𝑡) − x(𝑡)★ ∥22.

The second step follows from A(𝑡)x(𝑡)★ −b(𝑡) =
(
A(𝑡) ((A(𝑡))⊤A(𝑡))−1(A(𝑡))⊤−I

)
·b(𝑡) ∈ ker[(A(𝑡))⊤]

is orthogonal to A(𝑡) (x(𝑡) − x(𝑡)★ ) ∈ Im[A(𝑡)], the third step follows from 𝜆𝑑 (A(𝑡)) ≥ 1
2 .

Therefore, we conclude

∥x(𝑡) − x(𝑡)★ ∥22 ≤ 4(2𝜀 + 𝜀2)∥A(𝑡)x(𝑡)★ − b(𝑡) ∥22

≤ 12𝜀 · ∥b(𝑡) ∥22 ≤ 12𝜀𝑇

⇒ ∥x(𝑡) − x(𝑡)★ ∥2 < 4
√
𝜀𝑇 = 𝑂

( 1
𝑑4
√
𝑇

)
. (7.37)
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The last step follows from 𝜀 = 1
𝑑8𝑇2 in the theorem statement.

Step 2 We prove x(𝑡) − x(𝑡−1) = H(𝑡−1)a(𝑡) ±𝑂 ( 1
𝑑4
√
𝑇
). By the Woodbury identity, one has

x(𝑡)★ =
(
(A(𝑡))⊤A(𝑡)

)−1 · (A(𝑡))⊤b(𝑡)

=
(
(A(𝑡−1))⊤A(𝑡−1) + a(𝑡) (a(𝑡))⊤

)−1 · (A(𝑡))⊤b(𝑡)

=

(
H(𝑡−1) − H(𝑡−1)a(𝑡) · (a(𝑡))⊤H(𝑡−1)

1 + (a(𝑡))⊤H(𝑡−1)a(𝑡)
)
· (A(𝑡))⊤b(𝑡)

= x(𝑡−1)
★ +H(𝑡−1)a(𝑡)

−
H(𝑡−1)a(𝑡) · (a(𝑡))⊤(x(𝑡−1)

★ +H(𝑡−1)a(𝑡))
1 + (a(𝑡))⊤H(𝑡−1)a(𝑡)

(7.38)

The first step follows from x(𝑡)★ is the optimal solution at step 𝑡, and the third step follows from the

Woodbury identity and ((A(𝑡−1))⊤A(𝑡−1))−1 = H(𝑡−1) , the fourth step follows from

H(𝑡−1) · (A(𝑡))⊤b(𝑡) = H(𝑡−1) · ((A(𝑡−1))⊤b(𝑡−1) + a(𝑡))

= x(𝑡−1)
★ +H(𝑡−1)a(𝑡) .

Consequently, we have

x(𝑡) − x(𝑡−1)

= x(𝑡)★ − x(𝑡−1)
★ ±𝑂

( 1
𝑑4
√
𝑇

)
= H(𝑡−1)a(𝑡) −

H(𝑡−1)a(𝑡) · (a(𝑡))⊤(x(𝑡−1)
★ +H(𝑡−1)a(𝑡))

1 + (a(𝑡))⊤H(𝑡−1)a(𝑡)

±𝑂
( 1
𝑑4
√
𝑇

)
= H(𝑡−1)a(𝑡) ±𝑂

( 1
𝑑4
√
𝑇

)
±𝑂

( 1
𝑑4
√
𝑇

)
= H(𝑡−1)a(𝑡) ±𝑂

( 1
𝑑4
√
𝑇

)
. (7.39)

The first step comes from Eq. (7.37), the second step follows from Eq. (7.38), the third step follows
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from




H(𝑡−1)a(𝑡) · (a(𝑡))⊤(x(𝑡−1)
★ +H(𝑡−1)a(𝑡))

1 + (a(𝑡))⊤H(𝑡−1)a(𝑡)





2

≤
∥H(𝑡−1) ∥ · ∥a(𝑡) ∥22 · (∥x

(𝑡−1)
★ ∥2 + ∥H(𝑡−1)a(𝑡) ∥2)

1 + (a(𝑡))⊤H(𝑡−1)a(𝑡)

≤ 4 · 1
𝑑2
√
𝑇
· 1 · 1

𝑑2
√
𝑇
· ( 4
𝑑2
√
𝑇
+ 8
√
𝑇) = 𝑂

( 1
𝑑4
√
𝑇

)
where we use that ∥H(𝑡−1) ∥ ≤ 4, ∥a(𝑡) ∥2 ≤ 1

𝑑2
√
𝑇

, (1 + (a(𝑡))⊤H(𝑡−1)a(𝑡))−1 ≤ 1, ∥H(𝑡−1)a(𝑡) ∥2 ≤

∥H(𝑡−1) ∥∥a(𝑡) ∥2 ≤ 4
𝑑2
√
𝑇

, and ∥(A(𝑡−1))⊤∥ ≤ 2 so that

∥x(𝑡−1)
★ ∥2 = H(𝑡−1) (A(𝑡−1))⊤b(𝑡−1)

≤ ∥H(𝑡−1) ∥ · ∥(A(𝑡−1))⊤∥ · ∥b(𝑡−1) ∥2

≤ 4 · 2 · ∥b(𝑡−1) ∥2 ≤ 8
√
𝑇.

Step 3 We prove H(𝑡−1)a(𝑡) = Ha(𝑡) ± 𝑂 ( 1
𝑑4
√
𝑇
). Denote U = [a(1) , . . . , a(𝑡−1)] ∈ R𝑑×𝑡 , we have

∥U∥ = ∥U⊤∥ ≤ ∥U∥𝐹 ≤ 1
𝑑2 since ∥a(𝑖) ∥2 ≤ 1

𝑑2
√
𝑇

for all 𝑖 ∈ [𝑡 − 1]. Then we have that

H(𝑡−1)a(𝑡) = (A⊤A + UU⊤)−1a(𝑡)

= (H −HU(I + U⊤HU)−1U⊤H) · a(𝑡)

= Ha(𝑡) −HU(I + U⊤HU)−1U⊤Ha(𝑡)

= Ha(𝑡) ±𝑂
( 1
𝑑6
√
𝑇

)
. (7.40)

The second step follows from the Woodbury identity and H = (A⊤A)−1. The fourth step follows
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from

∥HU(I + U⊤HU)−1U⊤Ha(𝑡) ∥2

≤ ∥H∥ · ∥U∥ · ∥(I + U⊤HU)−1∥ · ∥U⊤∥ · ∥H∥ · ∥a(𝑡) ∥2

≤ 4 · 1
𝑑2 · 1 ·

1
𝑑2 · 4 ·

1
𝑑2
√
𝑇

=
16
𝑑6
√
𝑇
,

since we have ∥H∥ ≤ 4, ∥U∥ = ∥U⊤∥ ≤ ∥U∥𝐹 ≤ 1
𝑑2 , ∥(I + U⊤HU)−1∥ ≤ 1, and ∥a(𝑡) ∥2 ≤ 1

𝑑2
√
𝑇

.

Combining three steps We conclude that

∥𝑑2√𝑇 (x(𝑡) − x(𝑡−1)) −Hz(𝑡) ∥2

= 𝑑2√𝑇 ∥(x(𝑡) − x(𝑡−1)) −Ha(𝑡) ∥2 = 𝑂 (1/𝑑2),

where the first step follows from a(𝑡) = 1
𝑑2
√
𝑇
· z(𝑡) , and the second step follows from Eq. (7.39)

and Eq. (7.40). Hence one can recover the matrix-vector query from solutions of dynamic least

squares regression. On the other side, the reduction only takes 𝑂 (𝑑) time per update. Hence, we

have shown an Ω(𝑑2−𝛾) lower bound on the amortized running time for incremental least squares

regression problem under the OMv conjecture.

7.6 Empirical Study

As part of our program, we perform empirical evaluations over our algorithms developed for

partially dynamic LSR, over both synthetic and real-world datasets. Our method is most suitable

for input data that are non-uniform. Indeed, if the data has low coherence (they are all similar to

each other), then the naive uniform sampling is already as good as leverage score sampling.

Synthetic dataset We follow the empirical study of [239] and generate data from the elliptical

model. In this model a(𝑡) = 𝑤 (𝑡)Σz(𝑡) , where z(𝑡) ∼ 𝑁 (0, I𝑑) is a random Gaussian vector, Σ ∈ R𝑑×𝑑

is a PSD matrix, and 𝑤 (𝑡) is a scalar. The label is generated as 𝑏 (𝑡) = ⟨a(𝑡) , x★⟩ + 𝑤 (𝑡)𝜉 (𝑡) , where

x★ ∈ R𝑑 is a hidden vector and 𝜉 ∼ 𝑁 (0, 1) is standard Gaussian noise. This model has a long
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history in multivariate statistics, see e.g. [240]. In our experiments, we set Σ = I𝑑 for simplicity.

In order to make the dataset non-uniform, after the initial phase (the first 10% of the data), we

randomly choose 𝑑/10 rows among the next 10% of data to have a large scalar of
√
𝑇 . The rest of

the data have a scalar of 1. We set 𝑇 = 500000 and 𝑑 = 500.

Real-world dataset We use the VirusShare dataset from the UCI Machine Learning Repository6.

We select this dataset because it has a large number of features and data points, and has low errors

when fitted by a linear model. The dataset is collected from Nov 2010 to Jul 2014 by VirusShare

(an online platform for malware detection). It has 𝑇 = 177856 data points and 𝑑 = 482 features.

Baseline algorithms We compare with three baseline methods.

1. Kalman’s approach makes use of the Woodbury identity and gives an exact solution.

2. The uniform sampling approach samples new rows uniformly at random.

3. The row sampling approach samples new rows according to the exact online leverage scores

[207].

Parameters In both our method and the row sampling method, we use an error parameter 𝜀. We

set the sampling probability to be 𝑝 = min{𝜏𝜀−2/2, 1} (except when 𝜀 = 1 we set 𝑝 = min{𝜏, 1}

to make it non-trivial), where 𝜏 is the approximate online leverage score of different methods. We

only implement our oblivious algorithm since both datasets do not involve adaptive adversary. The

JL matrix in our algorithm has 𝑘 number of rows, where we set 𝑘 = 𝑐𝜀 · 𝜀−2 for some constants 𝑐𝜀

so that 𝑘 ≈ 20. The raw data of our experiments are shown in Table 7.2.

Experiment results Our experiments are executed on an Apple M1 CPU with codes written in

MATLAB. We repeat all experiments for at least 5 times and take the mean. On both datasets,

we initiate the model based on the first 10% of the data. The experiment results are formally

presented in Figure 7.2. Our algorithm consistently outperforms baseline methods: It runs faster

when achieving comparable error rates.

6https://archive.ics.uci.edu/ml/datasets.php

423

https://archive.ics.uci.edu/ml/datasets.php


0 50 100 150 200
Running Time

010 3

10 2

10 1

100

101

Re
la

tiv
e 

er
ro

r

Kalman
Uniform sampling
Row sampling
This paper

(a) Synthetic dataset

0 10 20 30 40
Running Time

010 3

10 2

10 1

100

101

102

103

104

105

Re
la

tiv
e 

er
ro

r

Kalman
Uniform sampling
Row sampling
This paper

(b) VirusShare dataset

Figure 7.2: Experiment results. The 𝑥-axis shows the running time (unit: seconds), and the 𝑦-axis
shows the relative error (err/errstd−1), where err is the error of the particular approach, and errstd is
the error of the static Normal equation. The 𝑦-axis is on a symlog scale, where for range ≥ 0.005 we
show the base-10 log scale, and for range [0, 0.005) we show the linear scale. Kalman’s approach
has a relative error of 0, and except this point, all other data points are in the range of the log scale.
For uniform sampling, we take sampling probability 𝑝 = 0.05, 0.1, 0.2, 0.5. For row sampling and
our algorithm, we take the error parameter 𝜀 = 0.1, 0.2, 0.5, 1.
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Dataset Method Error Time Parameters
Synthetic Kalman 1 224.7s
Synthetic ours 1.42 3.85s 𝜀 = 1
Synthetic ours 1.22 8.6s 𝜀 = 0.5
Synthetic ours 1.03 25.1s 𝜀 = 0.2
Synthetic ours 1.009 82.0s 𝜀 = 0.1
Synthetic row sampling 1.38 36.39s 𝜀 = 1
Synthetic row sampling 1.23 42.9s 𝜀 = 0.5
Synthetic row sampling 1.039 51.6s 𝜀 = 0.2
Synthetic row sampling 1.009 85.9s 𝜀 = 0.1
Synthetic uniform 56.2 11.1s 𝑝 = 0.05
Synthetic uniform 39.8 22.3s 𝑝 = 0.1
Synthetic uniform 39.5 44.9s 𝑝 = 0.2
Synthetic uniform 20.4 117.3s 𝑝 = 0.5

VirusShare Kalman 1 45.3s
VirusShare ours 1.24 1.74s 𝜀 = 1
VirusShare ours 1.18 2.50s 𝜀 = 0.5
VirusShare ours 1.03 6.73s 𝜀 = 0.2
VirusShare ours 1.005 17.5s 𝜀 = 0.1
VirusShare row sampling 1.25 7.35s 𝜀 = 1
VirusShare row sampling 1.15 7.94s 𝜀 = 0.5
VirusShare row sampling 1.02 12.0s 𝜀 = 0.2
VirusShare row sampling 1.005 18.1s 𝜀 = 0.1
VirusShare uniform sampling 1.2153e+05 2.62s 𝑝 = 0.05
VirusShare uniform sampling 9.7335e+03 5.23s 𝑝 = 0.1
VirusShare uniform sampling 2.3363e+03 9.66s 𝑝 = 0.2
VirusShare uniform sampling 23.1 23.7s 𝑝 = 0.5

Table 7.2: Experiment results.
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Chapter 8: A Framework for Building Data Structures from

Communication Protocols

8.1 Overview

A prototypical problem in information retrieval and pattern-matching is to preprocess a high-

dimensional dataset 𝑋𝑛 = {𝑥1, 𝑥2, . . . , 𝑥𝑛} ⊂ R𝑑 , such that given a query 𝑦 ∈ R𝑑 (e.g., a keyword, a

text document, etc.), it is possible to efficiently answer the following, for a predicate 𝑓 : R𝑑 ×R𝑑 →

{0, 1}:

∃ 𝑥𝑖 ∈ 𝑋𝑛 𝑠.𝑡. 𝑓 (𝑥𝑖, 𝑦) = 1 ? (8.1)

Some canonical examples for the predicate 𝑓 are near(est)-neighbor search (e.g., 𝑓 (𝑥𝑖, 𝑦) = 1

iff ∥𝑥𝑖 − 𝑦∥ ≤ 𝑡), range searching and quantile queries [73, 74, 75], searching with “wildcards” [76,

77], set-containment and intersection [78, 79, 80, 81] to mention a few. Perhaps the most basic

pattern-matching query, which dates back to at least as early as Rivest’s thesis [82] and turns out to

subsume most aforementioned ones, is the partial match (PM) problem:

Definition 8.1.1 (Partial Match). Preprocess a dataset of 𝑛 points over 𝑥1, . . . , 𝑥𝑛 ∈ {0, 1}𝑑 into a

data structure of size 𝑠, such that given a query 𝑦 ∈ {0, 1, ★}𝑑 , it can quickly report whether there

exists a data point 𝑥𝑖 that matches 𝑦 on all non-★ coordinates. When the number of★’s in the query

is bounded by 𝑤 ≤ 𝑑, we denote the problem PM𝑛,𝑑,𝑤. The unbounded case is denoted PM𝑛,𝑑 .

In the context of information-retrieval, partial-match models pattern-matching queries between

documents and keywords in search engines and spatial databases such as Google, SQL, or Elastic-

search [83]. This problem is essentially equivalent toΘ(𝑑)-dimensional orthogonal range searching

with aligned query rectangles and ℓ∞ nearest neighbor search [75, 78]. When 𝑑 ≫ 1, the classic

low-dimensional geometric data structures such as range-trees [73] or quad-trees [241] become
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futile. PM also plays a key role in routing and IP packet classification, where the goal is to classify

a packet depending on its parameters (source and destination address, length etc) [84, 85, 86]. For

a more thorough exposition on the role of partial match in information-retrieval and data mining,

we refer the reader to [78, 81] and references therein.

From a theoretical standpoint, partial match is equivalent to the online version of the Orthogonal

Vectors Problem [242] (OV𝑛,𝑑): Here, the inputs are two sets 𝐴, 𝐵 ⊂ {0, 1}𝑑 of 𝑛 vectors each, and

the goal is to determine whether there is an orthogonal pair of vectors 𝑎 ∈ 𝐴, 𝑏 ∈ 𝐵.1 The trivial

upper bound for this offline (batch) problem is 𝑂 (𝑛2𝑑), or 𝑂 (𝑛2𝑤) for Sparse OV (OV𝑛,𝑑,𝑤), i.e.,

assuming each vector has ≤ 𝑤 ones. When 𝑑 = 𝑐 log 𝑛 for an arbitrarily large constant 𝑐, the best

offline algorithm for (dense) OV𝑛,𝑐 log 𝑛 runs in time

𝑛2−1/𝑂 (log 𝑐) (8.2)

using Fast Matrix Multiplication to implement the “polynomial method” [243, 244, 245, 246]. It

is unclear how to extend this speedup to the Sparse OV case, where the dimension is assumed to

be 𝑑 = 𝜔(log 𝑛) [87]. The OV Conjecture (OVC) postulates that no truly subquadratic algorithm

(𝑛1.999) exists for arbitrarily large but fixed constant 𝑐 – indeed, such algorithm would refute

SETH [242, 247] (i.e., yield a 2(1−𝜀)𝑛 time algorithm for SAT). OVC is widely considered a

cornerstone in fine-grained complexity [248, 249]. From this perspective, understanding the power

of preprocessing for (Bounded) Partial Match, may lead to progress on the Sparse OV Conjecture

[87], as exploiting sparsity seems to require algorithms which are more combinatorial in nature,

outside the realm of fast matrix multiplication (FMM). Indeed, FMM speedups are conjectured to

be impossible in online settings [209], so the partial match problem morally captures the restriction

to combinatorial algorithms.
1Indeed, the transformation of queries★ ↦→ 00, 1 ↦→ 10, 0 ↦→ 01 and data points 1 ↦→ 01, 0 ↦→ 10 reduces partial

match to online OV up to doubling the dimension. The opposite reduction transforms queries as 0 ↦→ ★, 1 ↦→ 0.
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Problem Status. Exact search problems are generally believed to suffer from the curse of dimen-

sionality [70], which informally postulates that no truly sublinear query time (e.g., 𝑡 < 𝑛0.99) is

possible unless exponential 𝑠 > exp(𝑑1−𝑜(1)) storage space (and preprocessing time) is used, which

are essentially the two trivial data structures for any 𝑑-dimensional problem. In attempt to circum-

vent this conjectured phenomenon, much of the work on pattern-matching data structures in the past

two decades has focused on the easier approximate versions of partial match such as approximate-

search with “wildcards” or approximate set-containment (via locality-sensitive filtering [77, 80,

81]). Much less is known about exact PM, which is the focus of this paper.

The first data structure for the general (unrestricted) problem (PM𝑛,𝑑) was obtained by Rivest

[82], who analyzed the average case complexity of the problem. After 30+ years, the state-of-art

data structure for PM𝑛,𝑐 log 𝑛 is due to Chan [75], who showed how to achieve expected query time

𝑡 = 𝑂 (𝑛1−𝑂 (1/𝑐 log 𝑐)) (8.3)

with close-to-linear space (say, 𝑠 = 𝑛1.1), slightly refuting the “curse-of-dimensionality” of the

problem.

In the sparse case (PM𝑛,𝑑,𝑤), when the number of ★’s is bounded by 𝑤 ≪ 𝑑, Cole, Gottlieb

and Lewenstein [76] gave an 𝑂 (𝑛 log𝑤 𝑛)-space data structure with query time 𝑡 = 𝑂 (2𝑤),2 inde-

pendent of the alphabet size |Σ |, reminiscent of the time-space tradeoffs of range-trees in constant

dimension. Assuming 𝑤 = 𝑐 log 𝑛, the query time of this data structure becomes 𝑂 (𝑛𝑐), which is

nontrivial (sublinear) only for 𝑐 < 1.

8.1.1 Our Results

Our result 1: Partial Match data structure. We show that it is possible to achieve sublinear

query time even when the number of “wildcards” in the query is as large as 𝑤 = 𝑐 log 𝑛 for

arbitrarily large constant 𝑐 ≫ 1:
2The notation 𝑂 (1) hides poly(log 𝑑) factors.
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Theorem 8.1.2 (Partial Match with Bounded Wildcards, Informal version of Theorem 8.5.1). For

any large enough constant 𝑐, there is a word-RAM data structure for PM𝑛,𝑑,𝑤, where 𝑤 ≤ 𝑐 log 𝑛,

with space 𝑠 = 𝑂 (𝑛1.1) and expected query time 𝑡𝑞 = 𝑛1−1/Θ(𝑐 log2 𝑐)) . The data structure can report

all matches of the query in the dataset.3

This data structure improves over [76] for 𝑤 = 𝑐 log 𝑛 for any 𝑐 > 1. As mentioned above,

Theorem 8.1.2 is the first PM data structure with sublinear query time. For calibration, note that

for the unbounded case PM𝑛,𝑑 in logarithmic dimension 𝑑 = 𝑐 log 𝑛, Theorem (8.1.2) recovers the

time-space tradeoff (8.3) of Chan’s data structure [75] up to log 𝑐 factors, hence our result unifies

and improves the time-space landscape for partial match.

Our result 2: A Framework for data structures from communication protocols. Theorem

8.1.2 is an instance of a general framework we develop in this paper. Our framework reduces

the problem of designing data structures for high-dimensional pattern-matching problems (as in

Eq. (8.1)), to the problem of designing efficient communication protocols for the underlying two-

party problem 𝑓 : X ×Y → {0, 1} under product distributions, i.e., where inputs (𝑥, 𝑦) ∼ 𝜆𝑥 × 𝜆𝑦.

The simplest variant of this framework is a reduction to the standard two-party distributional

communication model with exponentially-small false-positive error, which informally states the

following:

For 𝜀 > 0, suppose the two-party 𝜀-error distributional communication complexity of

𝑓 : X ×Y → {0, 1} under product distributions is 𝐶𝜀. Then there is a data structure

supporting queries from Eq. (8.1) with space 𝑛 · 2𝑂 (𝐶𝜀) and query time 2𝑂 (𝐶𝜀) + 𝜀𝑛.

For the Partial Match application, our framework requires an efficient communication protocol

for the sparse set-disjointness problem (Disj𝑑,𝑤) where one set has size ≤ 𝑤 and the other set has

size ≥ 𝑑 − 𝑤.4 The basic advantage of this reduction is that, while set-disjointness has maximal
3In this case, the query time also has an additive term #matches. For the decision problem, it is possible to build a

data structure that avoids this term by first subsampling the dataset.
4The aforementioned reduction to OV doesn’t preserve sparsity. Instead, we design a communication protocol that
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Ω(𝑑) communication complexity in the worst case [250, 251] it is well known that the distributional

complexity of set-disjointness under product distributions is sublinear, albeit only with constant

error: 𝑂 (
√
𝑑 log 𝑑) for Disj𝑑 and 𝑂 (

√
𝑤 log 𝑑) for Disj𝑑,𝑤 [90]. Achieving sublinear communci-

ation with exponentially-small error is a different ballgame – Unlike randomized communication

complexity, in the distributional setting one cannot simply amplify the success by repeating the

protocol. Moreover, for the above simulation to yield sublinear query time, even a Chernoff-bound

dependence 𝑂 (log(1/𝜀)) on the error would not suffice – we need a protocol with sub-logarithmic

dependence on 𝜀. Perhaps surprisingly, we show that this is possible:

Theorem 8.1.3. For any 𝜀 > 0, the two-party 𝜀-error distributional communication complexity of

Disj𝑑,𝑤 under product distributions is 𝑂 (
√︁
𝑤 log(1/𝜀) · log 𝑑).

Note that, even in the above, the communication complexity has an unacceptable factor log 𝑑

(due to the fact that even sending a small set of size
√
𝑤 from a size 𝑑 universe requires

√
𝑤 log 𝑑

bits). Unfortunately, even a mild dependence on the ambient dimension is prohibitive for the PM

data structure5. In order to obtain dimension-free communication for product Disj𝑑,𝑤, we make use

of non-determinism. Intuitively, the benefit of using an oracle (Merlin) here is that she can send a

relative encoding of the smaller set as a subset of the larger set, and this requires much fewer bits.

Because of this non-determinism, the formal statement of the framework is slightly more

nuanced in order to allow for a somewhat stronger protocols than a two-party protocol. In particular,

our framework is strong enough to simulate Unambiguous Artur-Merlin protocols [252], which are

randomized multi-round interactive proofs in which, for every outcome of the randomness, there

is at most one advice from Merlin which causes Alice and Bob to accept. In this model, we can

indeed get a dimension-free protocol for product sparse set disjointness and hence product sparse

partial match, with exponentially small soundness error:

reduces the 𝑤-sparse partial match problem (where the query has at most 𝑤 wildcards) to the 𝑤-sparse set containment
where the sets have a maximum size of 𝑤. This is also equivalent to the 𝑤-sparse set disjointness problem Disj𝑑,𝑤
(where one set has size ≤ 𝑤 and the other set has size ≥ 𝑑 − 𝑤).

5We can bound the term
√︁
𝑤 log(1/𝜀) by 0.1 log 𝑛. The query time is exponential in the communication complexity

𝐶𝜀 , which becomes 𝐶𝜀 = 0.1 log 𝑛 · log 𝑑 = Ω(log 𝑛 log log 𝑛) even when 𝑑 = log2 𝑛, and this makes the query time
2𝐶𝜀 = 𝑛Ω(log log 𝑛) .
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Theorem 8.1.4 (Informal version of Theorem 8.3.3). Fix 𝑑, 𝑤 ≥ 1, 𝜀 > 0. Consider the commu-

nication problem where Alice has 𝑥 ∈ {0, 1}𝑑 and Bob has 𝑦 ∈ {0, 1, ★}𝑑 with at most 𝑤 stars,

and they need to compute the function 𝑓𝑃𝑀 (𝑥, 𝑦) which is 1 iff 𝑥𝑖 = 𝑦𝑖 on all 𝑖 with 𝑦𝑖 ≠ ★. Then,

for any product distribution over (𝑥, 𝑦), there exists an 𝜀-error UAM protocol with communication

𝑂 (
√︁
𝑤 log(1/𝜀)).

Note that using this framework for the sparse Partial Match problem, together with the theorem

from above with 𝜀 ≈ 𝑛−Ω(1/𝑐) , we obtain Theorem 8.1.2 (modulo the hidden log 𝑐 factors).

Our result 3: Lower Bounds. In an attempt to understand the disparity between the online

and offline complexities of OV, we also explore the limitations of partial match algorithms in our

framework. We note that time-space lower bounds for PM have been studied since at least [253].

For example, Pǎtraşcu [254, 255] proved that any decision tree data structure for PM𝑛,𝑑 must either

have size (space) 2Ω(𝑑) , or depth (query time)Ω(𝑛1−𝜀/𝑑). Unfortunately, for general (word-RAM or

cell-probe) data structures, only much weaker lower bounds are known – the highest unconditional

lower bound is merely 𝑡𝑞 > Ω̃(𝑑) [254, 256], even against linear space data structures (in fact, this

is the highest unconditional lower bound on any static problem to date). To circumvent the barriers

of unconditional lower bounds, a substantial line of work has focused on proving geometric lower

bounds in more restricted (“indivisible”) models of data structures, most notably, the List-of-Points

model [257, 81], which captures essentially all data independent data structures (see Section 8.6

for formal definition). In this model, the data structure is not allowed to encode the data but only

navigate it through pointers (nevertheless, LoP is incomparable to the aforementioned decision-tree

model, as the latter does not allow preprocessing at all).

We prove a lower bound in the List-of-Points model, which nearly matches our upper bound up

to polynomial dependence on 𝑐 (see Theorem 8.6.2 in Section 8.6 for formal statement). For this

purpose, we adapt a lower bound of [81]; while those lower bound were developed for approximate

set-containment, it turns out we can still leverage them to prove (meaningful) lower bounds for the

exact problem when dimension is 𝑂 (log 𝑛).
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Theorem 8.1.5 (List-of-Points Lower Bound for PM). Any data structure for PM𝑛,𝑐 log 𝑛 under the

list-of-points model with 𝑛𝑂 (1) space, must have query time 𝑡𝑞 ≥ Ω(𝑛1−1/
√
𝑐).

The list-of-points model is a general model that captures all known data-independent structures

for high-dimensional similarity search, including LSH [70] and LSF [80]. However, LoP lower

bounds do not apply to data-dependent algorithms, and hence in principle Theorem 8.1.5 does not

rule out further improvement to our (data-dependent) upper bound. Nevertheless, the lower bound

from Theorem 8.1.5 is proved by considering random (“planted”) instances, whereas our upper

bound from Theorem 8.1.2 holds for worst-case instances, possibly explaining the 1/
√
𝑐 “gap” in

the query times of both theorems. In light of these remarks, it would be interesting to prove an

adaptive analogue of Theorem 8.1.5 against data-dependent algorithms, bearing that polynomial

unconditional (cell-probe) lower bounds are beyond the reach of current techniques.6

For further calibration, we note that a polynomial space and preprocessing data structure for

PM𝑛,𝑐 log 𝑛 with truly sublinear query time (independent of 𝑐), say 𝑡𝑞 = 𝑛0.99, would refute the OV

conjecture (by a standard self-reducibility trick, see [259]). As such, assuming SETH, it is unlikely

that the dependence on 𝑐 in the exponent can be eliminated. Our lower bound (Theorem 8.1.5) can

be viewed as evidence that polynomial dependence on (1/𝑐) in the query time (exponent) may in

fact be the best one could hope for in the online setting, and hence provides a certain separation

from the logarithmic dependence (1/log 𝑐) in the offline case of OV (Eq. (8.2)).

8.1.2 Our Techniques

We now present the high-level ideas used to develop our main theorem. As mentioned above,

our algorithm follows from the combination of two components: (1) a new framework for devel-

oping data structures from communication protocols, (2) a new communication protocol for the

sparse partial match problem in our specialized distributional model. We describe each of these

components next.
6One approach to a more powerful such lower bound would be via the approach from [258], who showed a lower

bound in a (carefully formalized) data-dependent LSH model, for the approximate near-neighbor problem.
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Data-Dependent Data Structures from Communication Protocols

The classical connection between data structures and asymmetric (“lopsided”) communication

complexity [260, 254] has long been the primary tool for proving data structure lower bounds: A

data structure with space 𝑠 and query time 𝑡 for a search problem P 𝑓 (𝑋𝑛, 𝑦) (a-la (8.1)) implies a

𝑡-round communication protocol 𝜋 for the corresponding communication game G 𝑓 (𝑋, 𝑦), in which

Alice (holding the dataset 𝑋𝑛 = (𝑥1, . . . , 𝑥𝑛) ⊂ {0, 1}𝑑) sends 𝑎 ∼ 𝑡𝑤 bits where 𝑤 is the word

size, and Bob (the “querier”, holding 𝑦 ∈ {0, 1}𝑑) sends 𝑏 = 𝑂 (𝑡 log 𝑠) bits. Despite the success

of this simulation argument in yielding (unconditional) state-of-the-art static and dynamic lower

bounds on many important data structure problems [254, 261, 262, 263], it suffers from an inherent

limitation: In communication world, Alice (the “data-structure”) is an all-powerful player, whereas

in the data structure world, Alice is merely a memoryless table of cells (and therefore cannot

perform any computation on Bob’s messages/probes). This discrepancy between the models has a

daunting consequence, namely, for any 𝑑-dimensional problem P 𝑓 (𝑋𝑛, 𝑦), there is always a trivial

𝑂 (𝑑)-bit protocol where Bob simply sends his input (query) to Alice, who then declares the answer.

Clearly, this trivial protocol does not yield any valid data structure, and this suggests that in general,

communication protocols are much stronger than data structures.

The most enduring message of our work is a framework which shows that for a certain variant

of distributional unambiguous Artur-Merlin (UAM) communication models, the opposite direction

is also true: For a data structure problem P 𝑓 (𝑋𝑛, 𝑦) of the form (8.1) (where 𝑋𝑛 = (𝑥1, . . . , 𝑥𝑛) ⊂

{0, 1}𝑑 , 𝑦 ∈ {0, 1}𝑑), consider the induced “marginal” two-party communication problem

𝑓 (𝑥𝑖, 𝑦)

between Alice and Bob (note that, unlike the aforementioned lopsided reduction, this is a symmetric

problem with respect to players’ inputs). Oversimplifying our actual result, we show that a

computationally-efficient protocol 𝜋 in which Alice sends 𝑐𝑎 bits and Bob sends 𝑐𝑏 bits, and which

solves 𝑓 (𝑥, 𝑦) under any product distribution with 𝜀 one-sided error, can be translated into a data
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structure for P 𝑓 (𝑋𝑛, 𝑦) with

space 𝑠 = 2𝑂 (𝑐𝑎+𝑐𝑏) · 𝑛, query time 𝑡𝑞 = 2𝑐𝑎 + 𝜀𝑛.

More precisely, our communication model requires that the protocol 𝜋 works for distributional

𝑥 and worst-case 𝑦: Alice’s input 𝑥 ∼ 𝜆 is generated from an arbitrary distribution 𝜆, whereas

Bob’s input 𝑦 is a worst-case input.7 (Crucially, 𝜆 is not allowed to depend on 𝑦, hence this model

generalizes the class of product distributions 𝜇 = 𝜇𝑥 × 𝜇𝑦).We also allow a know-all Merlin who

is a prover for the answer 1 (yes); but we also require that for any 𝑥 and 𝑦, there is at most one

accepted message from Merlin, whose length we denote by 𝑐𝑚. We characterize a protocol by its

error and soundness.

• We say the protocol has 𝛿 soundness if given any incorrect Merlin’s message, the protocol

rejects (i.e., outputs 0) with probability at least 1 − 𝛿.8

• We say the protocol has 𝜀 error if given the correct Merlin’s message, the protocol’s output

differs from 𝑓 (𝑥, 𝑦) with probability at most 𝜀, where the error is measured over both the

randomness of the protocol and the randomness of the input 𝑥.

In the simulation, we shall take 𝜆 to be the uniform distribution over the 𝑛 data points 𝑥𝑖, and in

this way 𝜀𝑛 naturally represents the expected number of data points that the query mistakes on. To

enable our “reverse simulation”, we require that the communication protocol has one-sided error,

more precisely, only false positive error — that whenever on an input pair (𝑥, 𝑦), where 𝑥 and 𝑦 are

matching, the protocol must output 1 under the correct Merlin’s message. We need this requirement

so that in the simulation the data structure can safely ignore all (𝑥𝑖, 𝑦) pairs on which the protocol

outputs 0.

7While this is important for obtaining our final result, one can still use standard product distribution model to obtain
data structures in the cell-probe model. This can be done by running MWU-like worst-case to average-case reduction
as in [264]. Thus the restriction to worst-case 𝑦’s is not fundamental.

8Note that this unambiguous soundness definition is different from that of [252].
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Theorem 8.1.6 (Data Structures from Product-Distribution Protocols, Informal version of Theo-

rem 8.4.1). If there is a protocol 𝜋 for the 2-party problem 𝑓 (𝑥, 𝑦) : {0, 1}𝑑 ×{0, 1}𝑑 → {0, 1} with

soundness 𝛿 and false positive error 𝜀 under distributional 𝑥 ∼ 𝜆 and worst-case 𝑦, and the number

of bits that Alice, Bob, and Merlin send are bounded by 𝑐𝑎, 𝑐𝑏, and 𝑐𝑚, then there is a data structure

for P 𝑓 (𝑋𝑛, 𝑦) (c.f (8.1)) with space 𝑠 = 2𝑂 (𝑐𝑏) · 𝑛 and query time 𝑡𝑞 = 2𝑐𝑎+𝑐𝑚 + 2𝑐𝑚 · 𝛿𝑛 + 𝜀𝑛.

Bearing the technical nuances of the model, the key point of Theorem 8.1.6 is that product

distributions often allow for much smaller (sublinear) communication complexity compared to

worst-case (randomized) CC, as in the notable special case of 𝑓 = Disj [90] corresponding to PM.

Proof Idea of Theorem 8.1.6 Let 𝜋 by a (randomized) protocol for 𝑓 in the “strong” distributional

UAM model above with 𝛿 soundness and 𝜀 false-positive error. Since the protocol works for any

product distribution, it must in particular work under the distribution 𝑥 ∼ 𝜆 = U(𝑥1, 𝑥2, . . . , 𝑥𝑛)

which is uniform over the dataset 𝑋𝑛. Our simulation works as follows.

• Preprocessing: At preprocessing time, the data structure builds a tree that alternates between

Alice nodes, Bob nodes, and Merlin nodes. Each node enumerates all possible messages of

the protocol. In this way a root-to-leaf path corresponds to one possible transcript of the

protocol, and there are in total 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) leaves. Each leaf stores all data points 𝑥 that

could follow the transcript of this leaf with output 1. Since each node stores at most 𝑛 data

points, the total space is bounded by 𝑠 = 2𝑂 (𝑐𝑎+𝑐𝑏) · 𝑛.

• Query: Given a query 𝑦, the data structure simulates Bob’s messages in the protocol tree:

It walks down the tree, generates messages of Bob according to 𝑦, while enumerating all

possible messages from Alice and Merlin. In this way the query reaches 2𝑐𝑎+𝑐𝑚 number of

leaves. After reaching a leaf, the query checks if there exists a matching data point stored in

that leaf.

– Since the protocol has soundness guarantee 𝛿 for the 2𝑐𝑚 incorrect Merlin’s messages,

the query could encounter 2𝑐𝑚 · 𝛿 · 𝑛 extra non-matching data points.
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– Since the protocol has an error probability of 𝜀 under the unique correct Merlin’s

message, the query also encounters 𝜀𝑛 extra non-matching data points.

So the total query time is 𝑡𝑞 = 2𝑐𝑎+𝑐𝑚 + 2𝑐𝑚 · 𝛿𝑛 + 𝜀𝑛.

Note that the data structure we get from this simulation is inherently data-dependent. Indeed,

the communication protocol depends on 𝜆 = U(𝑋𝑛), and this means the tree structure that we build

is different for different datasets.

A New Protocol for Product Sparse Partial Match

Next we show how to build a sublinear communication protocol for the 𝑤-sparse partial match

problem with exponentially small false-positive error (𝜀 ∼ exp(−𝑤/𝑐)) in our distributional UAM

model. We first reduce the 𝑤-sparse partial match problem PM𝑑,𝑤 to the 𝑤-sparse set disjointness

problem Disj𝑑,𝑤 where 𝑦 has at most 𝑤 number of 0’s. Although the communication complexity of

the disjointness problem Disj𝑑 over worst-case inputs has a lower bound of Ω(𝑑), the classic result

of [90] showed an 𝑂 (
√
𝑑 log 𝑑) protocol with constant error for inputs from product distributions.

We generalize this protocol to a protocol for Disj𝑑,𝑤 with arbitrary false positive error 𝜀, soundness

𝛿, and communication

𝑐𝑎, 𝑐𝑏, 𝑐𝑚 ≤
√︂
𝑤 log

1
𝜀
,

as shown in Theorem 8.1.4, and the formal statement can be found in Theorem 8.3.3.

When𝑤 = 𝑐 log 𝑛, we can set 𝜀 = 𝑛−1/(100𝑐) and 𝛿 = 𝑛−0.2, and thus obtain 𝑐𝑎, 𝑐𝑏, 𝑐𝑚 ≤ 0.1 log 𝑛.

Simulation of this communication protocol gives our main result Theorem 8.1.2: a data structure

for partial match with space 𝑠 = poly(𝑛) and query time

𝑡𝑞 = 2𝑐𝑎+𝑐𝑚 + 2𝑐𝑚 · 𝛿𝑛 + 𝜀𝑛

= 𝑛0.2 + 𝑛0.1 · 𝑛−0.2 · 𝑛 + 𝑛1−1/(100𝑐) = 𝑂 (𝑛1−1/Θ(𝑐)).

We build this communication protocol in three phases:
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Phase 1 (Reduction from sparse partial match to sparse set disjointness): We first reduce the

𝑤-sparse partial match problem PM𝑑,𝑤 (where 𝑦 has at most 𝑤 number of ★’s) to the 𝑤-sparse set

disjointness problem Disj𝑑,𝑤 (where 𝑦 has at most 𝑤 number of 0’s). We cannot use the standard

reduction from partial match to set containment / set disjointness since it doesn’t preserve sparsity.

We propose a new reduction by a communication protocol. We sample from the distribution 𝜆

to find any 𝑋 such that 𝑋 matches 𝑦, and if we can’t find such a string 𝑋 then it means the error

probability is very small. We then compute 𝑥′ = 𝑥 ⊕ 𝑋 . Note that 𝑥 matches 𝑦 if and only 𝑥 agrees

with 𝑦 and hence 𝑋 on all non-★ coordinates. So we have that 𝑥 matches 𝑦 if and only if the ones

of 𝑥′ is a subset of the ★’s of 𝑦. This sparse set containment problem is equivalent to the sparse set

disjointness problem.

Phase 2 (Sparse set disjointness protocol with communication
√︃
𝑤 log 1

𝜀
· log 𝑑): We present

the protocol as a set containment protocol since it’s easier to describe. We follow a similar idea as

the 𝑂 (
√
𝑑 log 𝑑)-protocol of [90]. Repeat for at most

√︃
𝑤

log(1/𝜀) iterations:

• Alice checks if her set |𝑥 | <
√︃
𝑤 log 1

𝜀
, if so, she sends it to Bob using

√︃
𝑤 log 1

𝜀
· log 𝑑 bits.

• Otherwise, Alice and Bob together use public randomness to sample 𝑡 = 1
𝜀

sets 𝑋1, · · · , 𝑋𝑡

from the distribution 𝜆 conditioned on |𝑋 | ≥
√︃
𝑤 log 1

𝜀
.

– If none of the 𝑋𝑖’s satisfy 𝑋 ⊆ 𝑦, then the protocol outputs 0.

– Otherwise, Bob send the index 𝑖∗ such that 𝑋𝑖∗ ⊆ 𝑦 using log(𝑡) bits. Alice update

𝑥 ← 𝑥\𝑋𝑖∗ and Bob update 𝑦 ← 𝑦\𝑋𝑖∗ .

There are at most
√︃

𝑤
log(1/𝜀) iterations since initially the size of 𝑦 is 𝑤, and we reduce the size of 𝑦

by
√︃
𝑤 log 1

𝜀
in each iteration. The total communication of Alice is

√︃
𝑤 log 1

𝜀
· log 𝑑, and the total

communication of Bob is
√︃

𝑤
log(1/𝜀) · log 𝑡 ≤

√︃
𝑤 log 1

𝜀
.

Finally, we note that this protocol has false negative error 𝜀 since it outputs 0 when no set

𝑋𝑖 is a subset of 𝑦. However, our framework requires the protocol to have false positive error

instead. To address this, our modified protocol attempts to find a certificate for a negative answer
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(an intersecting coordinate). Specifically, in the protocol we check whether there exists a set 𝑋𝑖∗

such that |𝑋𝑖∗\𝑦 | ≤ log( 1
𝜀
), i.e., 𝑋𝑖 is almost a subset of 𝑦.

• If there exists such a set, then Bob sends the set |𝑋𝑖∗\𝑦 | together with the index 𝑖∗ using

log( 1
𝜀
) log 𝑑 bits, so this is still within his budget.

• If there doesn’t exist such a set, then with probability 1 − 𝜀 the input 𝑥 satisfies that |𝑥\𝑦 | >

log( 1
𝜀
). The protocol then randomly samples a subset 𝑆 ⊂ [𝑑] of size 𝑑/2 and recurse to 𝑥𝑆

and 𝑦𝑆. With probability 1 − 𝜀, one of the coordinate in 𝑥\𝑦 is sampled into 𝑆.

Phase 3 (Non-determinism to remove log 𝑑): Our protocol in Phase 2 has communication cost√︃
𝑤 log( 1

𝜀
) log 𝑑 when sending a small set of size 𝑠 =

√︃
𝑤 log( 1

𝜀
). We introduce a know-all player

Merlin to send over this small set more efficiently. Merlin sends a relative encoding of the smaller

set as a subset of the larger set 𝑦 using log(
(𝑤
𝑠

)
) = 𝑂 (

√︃
𝑤 log( 1

𝜀
) log 𝑐) bits. Alice and Bob then

implement the standard equality protocol using public randomness to check if Merlin’s message is

correct, and this takes extra log( 1
𝛿
) ≤ 0.2 log 𝑛 bits of communication.

8.1.3 Further Discussion and Related Work

Algorithm design via communication complexity. While non-standard, our work is not the first

to use communication complexity for algorithm design. One of the earliest examples is implicitly

in [265], who showed that a sketching (or one-way communication) protocol for problem 𝑓 , of size

𝑠, would imply a data structure with space 𝑛𝑂 (𝑠) . Our work could be seen as extending that result

to more powerful communication models, and, more crucially, over distributional protocols, which

may have dramatically lower communication complexity as is the case for set disjointness. Also,

very recent, independent work [266] designs sketches under product distributions for the problem

of ℓ𝑝 distance estimation resulting in corresponding data structures.

In [267], Pǎtraşcu and Williams showed that a (computationally efficient) protocol with sublinear

𝑜(𝑛) communication for 3-party set-disjointness in the number-on-forehead (NOF) model would

refute SETH. This result can be viewed, in a counter-positive manner, as an Ω(𝑛) conditional lower
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bound on the randomized communication complexity of 3NOF disjointness. In a similar spirit, the

core of the breakthrough line of work on “distributed PCPs” [249, 268] is designing a fine-grained

algorithm for (offline) OV through efficient Merlin-Arthur protocol for set-disjointness. However,

besides the disparity of communication models used, these result differ from ours in that they are

both used in the offline setting, as opposed to yielding a new online algorithm.

Finally, [269] show that one can use AM (and other) protocols to obtain offline algorithms via

the polynomial method. A natural question is whether one can similarly build data structures from

AM protocols. We find this to be unlikely as, together with our list-of-points data structure lower

bound, it would imply AM lower bounds, a central open question in communication complexity.

Note that UAM is precisely the frontier where we have tools to prove lower bounds [252].

Data-dependent algorithms, and approximate similarity search. The framework fundamen-

tally yields data-dependent data structures from communication protocols for a product distribution.

Until recently, the “gold-standard” indexing approach for high-dimensional online pattern matching

problems was to use oblivious randomized space partitions, i.e., a generic (randomized) mapping

ℎ : {0, 1}𝑑 → 𝑆 independent of the specific dataset, where the query algorithm (decision tree) goes

through all data points that maps to the same element in 𝑆 as the query. The classic examples of

such data-independent algorithm include locality-sensitive hashing (LSH) and filtering (LSF) for

near-neighbor search (NNS, [70]), and the “chosen-path” algorithm [80] and supermajority-based

partitions [81] for partial match. Data independent algorithms often have better guarantees on

average-case inputs — where the data points are generated i.i.d. from the same distribution — even

if their performance can deteriorate on worst-case datasets. (This is often the case for the offline

problems as well: e.g., see [270] for Hamming nearest neighbor search, and [246] for OV.)

This observation led to the development of data dependent data structures, which use an

adaptive mapping ℎ at preprocessing time, where ℎ itself depends on the dataset [71, 72, 264,

271]. Data-dependent data structures are usually composed of two components. One component is

a worst-case to average-case reduction, where the high-level idea is to remove some “structured”

439



parts of the dataset. The second component is to apply the aforementioned data-independent data

structures that work better in the average-case. Implicitly, data-dependent algorithms previously

have been used in [272] as well as in the aforementioned data structure of [78, 75] for PM.

Our framework naturally yields data-dependent data structures, as the underlying communica-

tion protocols depend on the distribution of the points in the dataset. The closest (in spirit) work to

ours is the work of [264] who devised a framework for building data-dependent data structures for

arbitrary approximate NNS problems. They introduce a key geometric notion of cutting modulus:

defined from a graph 𝐺 over all possible points, with edges only on “matching” pairs (where

𝑓 (𝑥, 𝑦) = 1), and a distribution 𝜇(𝑥, 𝑦) over edges. This framework can also be seen as requiring

(small) distributional complexity, and indeed uses multiplicative weights update (MWU) to reduce

worst-case to the distributional case (see also [273, 274] who use a related notion, of average

embedding, without explicit use of MWU). That said, their framework is quite different from

ours: cutting modulus/average embedding is inherently a (geo)metric notion, for approximation

problems, and eventually gives an LSH-like data structure (though see follow-up in [275]). Our

framework is for arbitrary predicates 𝑓 and the resulting data structure is not LSH-like.

We also think that our framework is conceptually simpler, as it avoids any explicit reduction

from worst-case to average-case (e.g., “removal” of structured parts of the dataset). Instead,

the framework leverages efficient communication protocols under product distributions; thus any

special structure of the dataset is directly exploited by the communication protocols.

We also remark that [81] studied the related, approximate version of the set containment, where

one is to distinguish whether a query set 𝑦 ⊂ 𝑥𝑖, for 𝑥𝑖 ∈ 𝑋𝑛, or 𝑦 ∩ 𝑥𝑖 < 𝛼 · |𝑦 | for some 𝛼 < 1.

Their algorithm can be used to solve the exact version of the PM problem by setting 𝛼 = 1 − 1/𝑑,

but that results into query time of the sort of 𝑛1−𝑜(1) even for, say, 𝑑 = 2 log 𝑛.9

Organization of the proof. In Section 8.2 we present formal definitions of the data structure

problems and our communication model.

Our main results are shown in Sections 8.3, 8.4, and 8.5. In Section 8.3 we present our protocols
9The precise dependence requires solving a certain optimization, which is non-immediate.
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in a bottom-up fashion. In Section 8.4 we present the framework to reduce from communication

protocols to data structures. In Section 8.5 we use the results from the previous two sections to

prove our main data structure result for PM𝑛,𝑐 log 𝑛 with query time 𝑛1−Θ̃(1/𝑐 log2 𝑐) and space 𝑛1.1.

In Section 8.6 we show a lower bound in the list-of-points model, asserting a query time of

Ω(𝑛1−1/
√
𝑐) for any polynomial space data structure.

Finally, in Appendix 8.7 we show that the communication complexity
√︃
𝑑 log( 1

𝜀
) is tight for

Disj𝑑 with 𝜀 error under product distributions, a result of independent interest in communication

complexity.

8.2 Preliminary

Additional notations. For any vector 𝑥 ∈ {0, 1}𝑑 , in this paper we interchangeably view 𝑥 as a

boolean string of length 𝑑 and a subset of [𝑑]. We use |𝑥 | to denote the size of 𝑥, or equivalently,

the number of 1’s in 𝑥.

For any subset 𝑆 ⊆ [𝑑], we use 𝑥 |𝑆 ∈ 𝐷 |𝑆 | to denote the substring of 𝑥 with coordinates in 𝑆.

For any two vectors 𝑥, 𝑦 ∈ {0, 1}𝑑 , we use ⊕ to denote the coordinate-wise XOR function:

(𝑥 ⊕ 𝑦)𝑖 = 𝑥𝑖 ⊕ 𝑦𝑖.

We use 1clause to denote the function that is 1 if clause is true, and 0 otherwise.

For any distribution 𝜆 and any boolean function 𝑓 (·), we use the notation 𝜆 | 𝑓 to denote the

conditional distribution of a random variable 𝑋 ∼ 𝜆 given that 𝑓 (𝑋) = 1.

8.2.1 Data Structure Problems

We consider the following two data structure problems.

𝑤-sparse partial match. Preprocess a dataset of 𝑛 points 𝑥1, . . . , 𝑥𝑛 ∈ {0, 1}𝑑 into a data structure

of size 𝑠, such that given a query 𝑦 ∈ {0, 1, ★}𝑑 with at most 𝑤 = 𝑐 log 𝑛 number of ★’s, it can

quickly report whether there exists a data point 𝑥𝑖 that matches 𝑦 on all non-★ coordinates.
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𝑤-sparse subset query. Preprocess a dataset of 𝑛 points 𝑥1, . . . , 𝑥𝑛 ∈ {0, 1}𝑑 into a data structure

of size 𝑠, such that given a query 𝑦 ∈ {0, 1}𝑑 with at most 𝑤 = 𝑐 log 𝑛 number of 1’s, it can quickly

report whether there exists a data point 𝑥𝑖 such that 𝑥𝑖 ⊆ 𝑦.

We characterize the data structure by the following three quantities:

• Preprocessing time: time required to build the data structure DS in the preprocessing phase.

• Space: space required to store the data structure DS.

• Query time: time to answer one query into DS.

8.2.2 Functions to Be Solved by Communication Protocols

We define the two functions that correspond to the partial match and subset query10 problems.

For any 𝑥 ∈ {0, 1}𝑑 and any 𝑦 ∈ {0, 1}𝑑 , we define the subset query function

𝑓sq(𝑥, 𝑦) = 1𝑥⊆𝑦 .

For any 𝑥 ∈ {0, 1}𝑑 and any 𝑦 ∈ {0, 1, ★}𝑑 , we define the partial match function as

𝑓pm(𝑥, 𝑦) = ∧𝑑𝑖=1(𝑥𝑖 = 𝑦𝑖 ∨ 𝑦𝑖 = ★).

8.2.3 Communication Model

In this section we define a special communication model that will be used throughout the

following sections. The special model has stronger guarantees than the standard communication

model for product distributions.

Before defining our special communication model, let us first recall the standard model of

distributional communication complexity under product distributions:
10This is also equivalently called set containment.
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Definition 8.2.1 (Product-distributional communication model). Let 𝑓 : X × Y → {0, 1} be the

target function. We say a protocol 𝜋 solves 𝑓 over any product distribution if 𝜋 works as follows:

• Let 𝜆, 𝜌 be two arbitrary distributions over X and Y. Alice and Bob both know 𝜆 and 𝜌.

Alice is given a private input 𝑥 ∼ 𝜆, and Bob is given an independently sampled private input

𝑦 ∼ 𝜌.

• Alice and Bob are allowed to use public randomness, denoted as 𝑅.

We use 𝜋(𝜆, 𝜌, 𝑥, 𝑦, 𝑅) to denote the output of the protocol when given distributions 𝜆 and 𝜌 and

inputs 𝑥 and 𝑦, and using public randomness 𝑅.11

We say the protocol has 𝜀 error if ∀𝜆, 𝜌, Pr𝑥∼𝜆,𝑦∼𝜌,𝑅 [𝜋(𝜆, 𝜌, 𝑥, 𝑦, 𝑅) ≠ 𝑓 (𝑥, 𝑦)] ≤ 𝜀. Further,

we say the protocol has type I error (false positive) if the protocol could be incorrect only when

𝑓 (𝑥, 𝑦) = 0, and we say the protocol has type II error (false negative) if the protocol could be

incorrect only when 𝑓 (𝑥, 𝑦) = 1.

Our special communication model differs from the standard product model in four aspects. We

list the differences and provide a short explanation of why we need these stronger definitions.

1. Alice’s input 𝑥 is generated from 𝜆, but Bob’s input 𝑦 is a worst-case input. (Crucially, 𝑥

does not depend on 𝑦).

− In our reduction, the query algorithm simulates Bob’s actions (messages), and the query

itself is viewed as the input 𝑦 to Bob. Hence, it is important that the protocol works for

any input (query) 𝑦.

2. Bob does not know 𝜆, i.e., Bob cannot use 𝜆 during the protocol.

− In our reduction, we define 𝜆 to be the uniform distribution over the dataset D =

{𝑥 (1) , · · · , 𝑥 (𝑛)}. Bob (i.e., the query) has no knowledge about the dataset and hence 𝜆.
11A standard averaging argument implies that w.l.o.g. 𝜋’s randomness can be fixed under 𝜆 × 𝜌, but this will no

longer be true in our variant model below, hence we keep this feature.
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3. We introduce a third party Carol to model the public randomness. Carol writes to a public

channel that is visible to both Alice and Bob.

− We introduce Carol for simplicity of presentation when proving the reduction. The

length of the messages of Carol naturally represents the description complexity of the

protocol.

One may argue that in the standard communication model, we can always fix the public

randomness in advance and get a deterministic protocol. However, in our special model,

Bob has a worst-case input 𝑦, and a fixed public randomness could only work for one

𝑦. Thus we still need to keep the randomness in our model.

4. We introduce an “oracle prover” party Merlin that is similar to the Merlin in the standard

Merlin-Arthur protocols.

− Introducing Merlin makes our model more powerful as now we can design protocols

with the advice from Merlin. We will show that we can simulate Merlin’s messages

efficiently in our data structure compiler.

We define this special type of communication protocols formally in the following definition.

Definition 8.2.2 (Specialized product-distributional communication model). Let 𝑓 : X × Y →

{0, 1} be the target function. There are four parties: Alice, Bob, Carol, and Merlin. We say a

protocol 𝜋 solves 𝑓 in the special communication model if 𝜋 works as follows:

• Let 𝜆 be an arbitrary distribution over X, and let 𝑦 ∈ Y be an arbitrary input. Alice knows

𝜆 and her private input 𝑥 ∼ 𝜆, Bob only knows his private input 𝑦, Carol only knows the

distribution 𝜆, and Merlin knows 𝜆, and both 𝑥 and 𝑦.

• Carol is the only player that is allowed to use randomness, and we denote her randomness

as 𝑅pub (public randomness) and 𝑅pri (private randomness), where 𝑅pub is visible to Merlin,

and 𝑅pri is hidden from Merlin. Carol and Merlin know all the messages sent between Alice

and Bob.
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We use 𝜋(𝜆, 𝑥, 𝑦, 𝑚, 𝑅pub, 𝑅pri) to denote the output of the protocol when given a distribution 𝜆,

inputs 𝑥 and 𝑦, Merlin’s advice 𝑚, and randomness 𝑅pub and 𝑅pri.

For any 𝜆, 𝑥, 𝑦, 𝑅pub, there is a unique special advice 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub) from Merlin, and we say

the protocol has 𝜀 error and 𝛿 soundness if ∀𝜆 and ∀𝑦 ∈ {0, 1}𝑑 the protocol has the following

guarantees:

• Error under unique special advice. The protocol guarantees that

Pr
𝑥∼𝜆,𝑅pub,𝑅pri

[
𝜋
(
𝜆, 𝑥, 𝑦, 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub), 𝑅pub, 𝑅pri

)
≠ 𝑓 (𝑥, 𝑦)

]
≤ 𝜀.

Further, we say the protocol has type I error (false positive) if the protocol could be incorrect

under the special advice only when 𝑓 (𝑥, 𝑦) = 0, and we say the protocol has type II error (false

negative) if the protocol could be incorrect under the special advice only when 𝑓 (𝑥, 𝑦) = 1.

• Soundness. For any 𝑥 ∼ 𝜆 and any 𝑅pub, for any 𝑚 ≠ 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub), the protocol

guarantees that Pr𝑅pri

[
𝜋
(
𝜆, 𝑥, 𝑦, 𝑚, 𝑅pub, 𝑅pri

)
≠ 0

]
≤ 𝛿.

We say a protocol 𝜋 has (𝑐𝑎, 𝑐𝑏, 𝑐𝑐, 𝑐𝑚)-cost if during the protocol, in total Alice sends Bob 𝑐𝑎

bits, Bob sends Alice 𝑐𝑏 bits, Carol sends Alice and Bob 𝑐𝑐 bits, and Merlin sends Alice and Bob

𝑐𝑚 bits. Further, we say the protocol 𝜋 has (𝑡𝑎, 𝑡𝑏, 𝑡𝑐)-time if Alice, Bob, and Carol each use 𝑡𝑎, 𝑡𝑏

and 𝑡𝑐 time to construct all of their messages during the protocol.

We also define a specialized worst-case communication model where the only difference with

the above definition is Alice also has a worst-case input 𝑥.

8.3 Protocols

In this section we design our communication protocol for solving the bounded Partial Match

problem. Our protocol consists of three phases, as outlined in Section 8.1.2. We present the phases

in a bottom-up fashion, culminating in the main protocol result of Theorem 8.3.3.
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8.3.1 Phase 3: Base Case Protocol with Advice from Merlin

In this section we present a protocol 𝜋base for solving the sparse partial match problem and

the sparse subset query problem. This protocol crucially uses the advice from Merlin. In later

protocols we will use this protocol as a subroutine.

The protocol 𝜋base, 𝑓 ,𝑑,𝑧,𝑤,𝛿 (𝑥, 𝑦, 𝑚, 𝑅pri) is in our specialized worst-case communication model,

and it has the following parameters:

• 𝑓 ∈ { 𝑓pm, 𝑓sq}: The function that we want to solve, which is either the partial match function

or the subset query function.

• 𝑑: The dimension of the inputs 𝑥 and 𝑦.

• 𝑧, 𝑤 ∈ [𝑑]: The sparsity parameters for the inputs.

• 𝛿 ∈ (0, 0.1): The error parameter.

And the inputs are as follows:

• Alice’s input 𝑥 which is any string in {0, 1}𝑑 with at most 𝑧 ones.

• Bob’s input 𝑦 which is any string in {0, 1, ★}𝑑 with at most 𝑤 stars when 𝑓 = 𝑓pm, and is any

string in {0, 1}𝑑 with at most 𝑤 ones when 𝑓 = 𝑓sq.

• Merlin’s advice 𝑚.

• The private randomness 𝑅pri which is hidden from Merlin.

Protocol. Let 𝑡 = log( 1
𝛿
).

1. Alice and Bob output 0 and abort the protocol if 𝑧 > 𝑤.

2. Merlin sends a message 𝑚 to Alice and Bob, claiming that 𝑚 equals to the unique special

advice 𝑚∗(𝑥, 𝑦) which is defined as follows:
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• If 𝑓 = 𝑓pm, then 𝑚∗(𝑥, 𝑦) := 𝑥𝐼 where 𝐼 := {𝑖 | 𝑦𝑖 = ★}.

• If 𝑓 = 𝑓sq, then define 𝑚∗(𝑥, 𝑦) to be the index of 𝑥 ∩ 𝑦 in the lexicographically ordered

list of all subsets of 𝑦 of size at most 𝑧.

3. Bob constructs 𝑦 ∈ {0, 1}𝑑 as follows:

• If 𝑓 = 𝑓pm, then Bob replaces each ★ entry in 𝑦 with the corresponding value from the

advice string 𝑚 to obtain 𝑦.

• If 𝑓 = 𝑓sq, then Bob views 𝑚 as an index of the lexicographically ordered list of all

subsets of 𝑦 of size at most 𝑧, and sets 𝑦 as the 𝑚-th subset in that list.

4. Carol uses 𝑅pri (randomness that is hidden from Merlin) to generate 𝑡 independent random

strings 𝑟 (1) , . . . , 𝑟 (𝑡) ∈ {0, 1}𝑑 , with entries chosen independently and uniformly from {0, 1}.

Carol sends these strings to Alice and Bob.

5. Alice computes a vector 𝑎 ∈ {0, 1}𝑡 such that for each 𝑖 ∈ [𝑡], 𝑎𝑖 =
∑𝑑
𝑗=1 𝑥 𝑗 · 𝑟

(𝑖)
𝑗
(mod 2).

Similarly Bob computes a vector 𝑏 ∈ {0, 1}𝑡 such that for each 𝑖 ∈ [𝑡], 𝑏𝑖 =
∑𝑑
𝑗=1 𝑦 𝑗 · 𝑟

(𝑖)
𝑗

(mod 2). Alice sends 𝑎 to Bob, and Bob sends 𝑏 to Alice.

6. Alice and Bob checks if 𝑎 = 𝑏. If 𝑎 = 𝑏, then they output 1, and if 𝑎 ≠ 𝑏, then they output 0.

Lemma 8.3.1 (Base case protocol). For any function 𝑓 ∈ { 𝑓pm, 𝑓sq}, any dimension 𝑑, any sparsity

parameters 𝑧, 𝑤 ∈ [𝑑], and any error parameter 𝛿 ∈ (0, 0.1), the protocol 𝜋base, 𝑓 ,𝑑,𝑧,𝑤,𝛿 solves the

function 𝑓 with the following guarantees:

1. When Merlin’s message is the unique special message, the protocol has 𝛿 false positive error.

2. The protocol has 𝛿 soundness.

3. The communication cost of Merlin is bounded by 𝑐𝑚 ≤ 𝑤 if 𝑓 = 𝑓pm, and 𝑐𝑚 ≤ log 𝑧 +

𝑧 log( 𝑒𝑤
𝑧
) if 𝑓 = 𝑓sq.
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4. The communication cost of Alice and Bob are both bounded by 𝑐𝑎, 𝑐𝑏 ≤ log( 1
𝛿
). The time

complexity of both players are bounded by 𝑡𝑎, 𝑡𝑏 ≤ 𝑂 (𝑑 · log( 1
𝛿
)).

5. The communication cost of Carol is bounded by 𝑐𝑐 ≤ 𝑑 · log( 1
𝛿
). The time complexity of

Carol is bounded by 𝑡𝑐 ≤ 𝑂 (𝑑 · log( 1
𝛿
)).

Proof. Error under unique special advice. Assume that Merlin’s message is 𝑚 = 𝑚∗(𝑥, 𝑦). We

first prove that 𝑦 = 𝑥 if and only if 𝑓 (𝑥, 𝑦) = 1. We prove this by considering the two cases of 𝑓 :

• If 𝑓 = 𝑓pm, then 𝑚∗(𝑥, 𝑦) = 𝑥𝐼 , where 𝐼 is the set of coordinates where 𝑦 is ★. By the

definition of 𝑦 in Step 3, we have 𝑦𝐼 = 𝑚∗(𝑥, 𝑦) = 𝑥𝐼 , and so 𝑦 = 𝑥 if and only if 𝑥 matches 𝑦.

• If 𝑓 = 𝑓sq, then 𝑚∗(𝑥, 𝑦) is the index of the set 𝑥 ∩ 𝑦 as a subset of 𝑦, and by the definition of

𝑦 in Step 3, we have 𝑦 = 𝑥 ∩ 𝑦, and so 𝑦 = 𝑥 if and only if 𝑥 is a subset of 𝑦.

Next we compute the false negative and false positive errors when 𝑚 = 𝑚∗(𝑥, 𝑦).

• If 𝑓 (𝑥, 𝑦) = 1, then we have 𝑦 = 𝑥, and so each 𝑎𝑖 =
∑𝑑
𝑗=1 𝑥 𝑗 · 𝑟

(𝑖)
𝑗
(mod 2) = ∑𝑑

𝑗=1 𝑦 𝑗 · 𝑟
(𝑖)
𝑗

(mod 2) = 𝑏𝑖, so the protocol outputs 1, and there is no false negative error.

• If 𝑓 (𝑥, 𝑦) = 0, then we have 𝑦 ≠ 𝑥, and so for each 𝑖 ∈ [𝑡] we have Pr[𝑎𝑖 = 𝑏𝑖] ≤ 1/2, so

with probability ≥ 1 − 2−𝑡 = 1 − 𝛿 there exists a coordinate 𝑖 where 𝑎𝑖 ≠ 𝑏𝑖 and the protocol

outputs 0. So the false positive error is at most 𝛿.

Soundness. We first prove that when Merlin’s message𝑚 ≠ 𝑚∗(𝑥, 𝑦), then we must have 𝑦 ≠ 𝑥.

We again consider the two cases of 𝑓 :

• If 𝑓 = 𝑓pm, then when 𝑚 ≠ 𝑚∗(𝑥, 𝑦) = 𝑥𝐼 , there must exist a coordinate 𝑖∗ ∈ 𝐼 where

𝑦𝑖∗ = 𝑚𝑖∗ ≠ 𝑥𝑖∗ .

• If 𝑓 = 𝑓sq, then when 𝑚 ≠ 𝑚∗(𝑥, 𝑦), 𝑚 doesn’t encode 𝑥 ∩ 𝑦, so the decoded 𝑦 ≠ 𝑥 ∩ 𝑦, so

there must exist a coordinate 𝑖∗ ∈ 𝑦 where 𝑦𝑖∗ ≠ 𝑥𝑖∗ .
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Then using the same argument as the 𝑦 ≠ 𝑥 case above, Pr[𝑎 = 𝑏] ≤ 2−𝑡 = 𝛿. So the soundness is

at most 𝛿.

Cost. Finally we bound the communication and time cost of each player.

• Merlin. If 𝑓 = 𝑓pm, Merlin sends a message of at most |𝐼 | ≤ 𝑤 bits.

If 𝑓 = 𝑓sq, since |𝑥 | ≤ 𝑧 ≤ 𝑤 and |𝑦 | ≤ 𝑤, we have that there are in total at most∑𝑧
𝑧′=1

(𝑤
𝑧′
)
≤ ∑𝑧

𝑧′=1(
𝑒𝑤
𝑧′ )

𝑧′ ≤ 𝑧 · ( 𝑒𝑤
𝑧
)𝑧 number of possible subsets of 𝑦 with size at most 𝑧.

So the index of such subsets of 𝑦 can be encoded using log(𝑧 · ( 𝑒𝑤
𝑧
)𝑧) ≤ log 𝑧 + 𝑧 log( 𝑒𝑤

𝑧
)

number of bits, and this is the bound of the size of Merlin’s message.

• Alice and Bob. Alice’s message 𝑎 and Bob’s message 𝑏 both have length at most 𝑡.

Alice and Bob each spend time at most 𝑂 (𝑑 · log( 1
𝛿
)) to compute 𝑎 and 𝑏.

• Carol. Carol sends 𝑟 (1) , · · · , 𝑟 (𝑡) ∈ {0, 1}𝑑 using at most 𝑑 · log( 1
𝛿
) bits.

Sampling these random strings takes time 𝑂 (𝑑 · log( 1
𝛿
)).

8.3.2 Phase 2: Protocol for 𝑤-Sparse Subset Query

In this section we present a protocol 𝜋sq,𝑑,𝑤,𝜀,𝛿 (𝜆, 𝑥, 𝑦, 𝑚, 𝑅pub, 𝑅pri) in the specialized product-

distributional communication model for the subset query function 𝑓sq(𝑥, 𝑦), where the inputs are

the distribution 𝜆, Alice’s input 𝑥 which is sampled from 𝜆, Bob’s input 𝑦 which is any string in

{0, 1}𝑑 with at most 𝑤 ones, Merlin’s advice 𝑚, and the randomness 𝑅pub and 𝑅pri, where 𝑅pri is

hidden from Merlin.

Protocol. Let ℓ =
√︃

𝑤
log(𝑤/𝜀) . Let 𝜀′ = 𝜀

20ℓ , 𝛿
′ = 𝛿

10 , and let 𝑡 = 10
𝜀′ log( 1

𝜀′ ). Let ℎ = log( 1
𝜀′ ).

1. If 𝑤 ≤ 100 log( 𝑤
𝜀
):

(a) If |𝑥 | > 𝑤, then Alice outputs 0 and informs Bob using 𝑂 (1) bits.

(b) If |𝑥 | ≤ 𝑤, then all players run the base case protocol 𝜋base, 𝑓sq,𝑑,𝑤,𝑤,𝛿′ (𝑥, 𝑦, 𝑚, 𝑅pri), and

Alice and Bob output the returned value of this subroutine.
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2. Let𝑈 = [𝑑] and let 𝑤′ = 𝑤. Repeat for at most 2ℓ iterations:

(a) If |𝑥 | > 𝑤′, then Alice outputs 0 and informs Bob using 𝑂 (1) bits.

(b) If |𝑥 | ≤ 𝑤/ℓ, then Alice uses 𝑂 (1) bits to inform Bob of this. All players run the base

case protocol 𝜋base, 𝑓sq,|𝑈 |,𝑤/ℓ,𝑤,𝛿′ (𝑥, 𝑦, 𝑚, 𝑅pri), and Alice and Bob output the returned

value of this subroutine.

(c) If 𝑤/ℓ < |𝑥 | ≤ 𝑤′, then Alice uses 𝑂 (1) bits to inform Bob of this. Carol uses

randomness 𝑅pub to sample 𝑡 independent sets 𝑋1, 𝑋2, · · · , 𝑋𝑡 ∼ 𝜆 |𝑤/ℓ< |𝑋 |≤𝑤′ . Bob

checks if there exists a set 𝑋𝑖 such that |𝑋𝑖\𝑦 | ≤ ℎ.

i. If there is no such set, i.e., |𝑋𝑖\𝑦 | > ℎ for all 𝑖 ∈ [𝑡]. Then Carol uses randomness

𝑅pub to sample log( 10ℓ
𝛿′ ) independent sets 𝑆1, 𝑆2, · · · , 𝑆log( 10ℓ

𝛿′ )
⊆ 𝑈 where each

coordinate is sampled i.i.d. with probability 1/2.

A. If there is no set 𝑆 𝑗 such that |𝑦 ∩ 𝑆 𝑗 | ≤ 2𝑤′/3, then the protocol outputs 1.

B. Otherwise, Bob finds a set 𝑆 𝑗∗ such that |𝑦∩ 𝑆 𝑗∗ | ≤ 2𝑤′/3, and sends the index

𝑗∗ to Alice. Alice sets 𝑥′ ← 𝑥 ∩ 𝑆 𝑗∗ , Carol sets 𝜆′ to be the restriction of 𝜆

to the domain 𝑆 𝑗∗ , and Bob sets 𝑦′ ← 𝑦 ∩ 𝑆 𝑗∗ . The players run the protocol

𝜋sq,|𝑆 𝑗∗ |,2𝑤′/3,𝜀/2,𝛿′ (𝜆′, 𝑥′, 𝑦′, 𝑚, 𝑅pub, 𝑅pri) recursively and output its returned

value.

ii. If there exist such sets, then Bob sets 𝑖∗ as the minimum index such that |𝑋𝑖∗\𝑦 | ≤ ℎ,

and sends 𝑖∗ together with the index of (𝑋𝑖∗\𝑦) in the lexicographically ordered list

of all subsets of 𝑋𝑖∗ to Alice.

A. Alice computes 𝑥 ∩ (𝑋𝑖∗\𝑦). If this set is not empty, then Alice outputs 0 and

informs Bob.

B. If 𝑥 ∩ (𝑋𝑖∗\𝑦) = ∅. Then Alice updates her set 𝑥 ← 𝑥\𝑋𝑖∗ , Bob updates his

set 𝑦 ← 𝑦\𝑋𝑖∗ , Carol update the distribution 𝜆 to be the restriction of 𝜆 to the

domain𝑈\𝑋𝑖∗ , and all players update𝑈 ← 𝑈\𝑋𝑖∗ , and 𝑤′← 𝑤′ − |𝑋𝑖∗ ∩ 𝑦 |.
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Lemma 8.3.2 (𝑤-sparse subset query protocol). For any 𝛿 ≤ 𝜀 ∈ (0, 0.1), any dimension 𝑑, and

any sparsity parameter 𝑤 ≤ 𝑑, the protocol 𝜋sq,𝑑,𝑤,𝜀,𝛿 solves the 𝑤-sparse subset query problem 𝑓sq

with the following guarantees:

1. The protocol has 𝛿 soundness.

2. When Merlin’s message is the unique special message, the protocol has false positive error

𝜀 + 𝛿.

3. The communication cost of Merlin is bounded by

𝑐𝑚 ≤ 𝑂
(√︁
𝑤 log(𝑤/𝜀)

(
1 + log( 𝑤

log(𝑤/𝜀) )
))
.

4. The communication cost of Alice is bounded by

𝑐𝑎 ≤ 𝑂
(√︂

𝑤

log(𝑤/𝜀) + log(1
𝛿
)
)
,

and the communication cost of Bob is bounded by

𝑐𝑏 ≤ 𝑂
(√︁
𝑤 log(𝑤/𝜀) · log( 𝑤

log(𝑤/𝜀) ) + log log(𝑤
𝛿
) · log𝑤 + log(1

𝛿
)
)
.

The time complexity of both players are bounded by

𝑡𝑎, 𝑡𝑏 ≤ 𝑂
(
𝑑𝑤

𝜀
(log 𝑑)3 log( 1

𝜀
)2 + 𝑑 log(1

𝛿
)
)
.

5. The communication cost of Carol is bounded by

𝑐𝑐 ≤ 𝑂
(
𝑑𝑤

𝜀
log(𝑤

𝛿
) (log 𝑑)3 log( 1

𝜀
)2

)
.
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The time complexity of Carol is bounded by

𝑡𝑐 ≤ 𝑂
(
(𝑤/𝜀) (log 𝑑)2 log(1/𝜀)TSample + 𝑑TUpdate + log(𝑤

𝛿
)𝑑 log 𝑑

)
,

where TSample denotes the time to sample a set from distribution 𝜆 conditioned on that the

size of the sampled set is within a given range, and TUpdate denotes the time to update 𝜆 to its

restriction on a subset of [𝑑].

Proof. We prove this lemma by induction on 𝑤. When 𝑤 ≤ 10, the protocol must enter Step 1,

and by Lemma 8.3.1 all claims in the lemma statement are satisfied. Next we consider any fixed

𝑤 > 10, and prove the lemma for 𝑤 while assuming it is true for sparsity at most 𝑤 − 1.

If 𝑤 ≤ 100 log( 𝑤
𝜀
), then we enter Step 1, and by Lemma 8.3.1, the protocol has 𝛿 soundness

and 𝛿 false positive error, and the communication cost of Alice and Bob are bounded by𝑂 (log( 1
𝛿
)),

the communication cost of Merlin is bounded by 𝑂 (log𝑤 + 𝑤 log(𝑒)) = 𝑂 (𝑤) ≤ 𝑂 (
√︁
𝑤 log( 𝑤

𝜀
)).

We can also easily check all other claims in the lemma statement are satisfied.

Now we can assume 𝑤 > 100 log( 𝑤
𝜀
) and we always enter Step 2. Next we prove some basic

properties of the protocol. Observe that the protocol has 2ℓ iterations, and in each iteration it

enters exactly one of the following six clauses: Step 2(a), 2(b), 2(c)(i)(A), 2(c)(i)(B), 2(c)(ii)(A),

or 2(c)(ii)(B). The protocol will break from the loop and output an answer unless it enters Step

2(c)(ii)(B). In the proof, for any 𝑖 ∈ [0 : 2ℓ], we define notations 𝑈 (𝑖) , 𝑤′(𝑖) , 𝑥 (𝑖) , 𝑦 (𝑖) , and 𝜆(𝑖) to

be the corresponding 𝑈, 𝑤′, 𝑥, 𝑦, and 𝜆 after 𝑖 iterations. Note that initially we have 𝑈 (0) = [𝑑],

𝑤′(0) = 𝑤, 𝑥 (𝑖) = 𝑥, 𝑦 (𝑖) = 𝑦, 𝜆(𝑖) = 𝜆. For any 𝑖 ∈ [2ℓ], we also define 𝑋 (𝑖)
𝑖∗ to be the 𝑋𝑖∗ chosen by

Bob in Step 2(c)(ii) in the 𝑖-th iteration.

• Bounds of parameters. Since 𝑤 > 100 log( 𝑤
𝜀
), we have ℓ =

√︃
𝑤

log(𝑤/𝜀) > 10, and that

𝑤

ℓ
=

√︁
𝑤 log(𝑤/𝜀) > 10 log(𝑤

𝜀
) ≥ 10 log(20ℓ

𝜀
) = 10 log( 1

𝜀′
) = 10ℎ, (8.4)

where the third step follows from 𝑤 ≥ 20ℓ because we have 𝑤/ℓ =
√︁
𝑤 log(𝑤/𝜀) ≥
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10 log(𝑤/𝜀) ≥ 20 since 𝑤 > 10 and 𝜀 < 0.1.

• The protocol always terminates with an output. Consider the 𝑖-th iteration for any 𝑖 ∈ [2ℓ].

We either terminates with an output by entering Steps 2(a), 2(b), 2(c)(i)(A), 2(c)(i)(B),

2(c)(ii)(A), or we enter Step 2(c)(ii)(B). By the way that we generate 𝑋 (𝑖)
𝑖∗ in Step 2(c), we

have |𝑋 (𝑖)
𝑖∗ | > 𝑤/ℓ. Since we also have |𝑋 (𝑖)

𝑖∗ \𝑦 (𝑖−1) | ≤ ℎ in Step 2(c)(ii)(B), we have

|𝑋 (𝑖)
𝑖∗ ∩ 𝑦

(𝑖−1) | > 𝑤/ℓ − ℎ ≥ 0.9𝑤/ℓ,

where the last step follows from Eq. (8.4). So we have 𝑤′(𝑖) = 𝑤′(𝑖−1) − |𝑋 (𝑖)
𝑖∗ ∩ 𝑦 (𝑖−1) | ≤

𝑤′(𝑖−1) − 0.9𝑤/ℓ. Thus after 2ℓ iterations we must have 𝑤′(2ℓ) ≤ 𝑤 − 2ℓ · (0.9𝑤/ℓ) < 0. This

means we must have stopped the protocol by entering either Step 2(a) or Step 2(b) before the

2ℓ iteration.

• In each iteration 𝑖, 𝑥 (𝑖) ⊆ 𝑦 (𝑖) if and only if 𝑥 ⊆ 𝑦. We prove this by induction. The base

case for 𝑖 = 0 is trivially true. Consider any iteration 𝑖 ≥ 1. We have 𝑥 (𝑖) = 𝑥 (𝑖−1)\𝑋 (𝑖)
𝑖∗ and

𝑦 (𝑖) = 𝑦 (𝑖−1)\𝑋 (𝑖)
𝑖∗ , and we also have 𝑥 (𝑖−1) ∩ (𝑋 (𝑖)

𝑖∗ \𝑦 (𝑖−1)) = ∅ since otherwise we would have

stopped the protocol in Step 2(c)(ii)(A). So we have 𝑥 (𝑖−1) ⊆ 𝑦 (𝑖−1) if and only if 𝑥 (𝑖) ⊆ 𝑦 (𝑖) .

• In each iteration 𝑖, 𝑦 (𝑖) has at most 𝑤′(𝑖) number of 1’s. This directly follows from

𝑦 (𝑖) = 𝑦 (𝑖−1)\𝑋 (𝑖)
𝑖∗ and 𝑤′(𝑖) = 𝑤′(𝑖−1) − |𝑋 (𝑖)

𝑖∗ ∩ 𝑦 (𝑖−1) |.

• The outputs in Step 2(a) or Step 2(c)(ii)(A) are correct. If the protocol enters Step 2(a)

in iteration 𝑖, then this means |𝑥 (𝑖−1) | > 𝑤′(𝑖−1) , but we also have |𝑦 (𝑖−1) | ≤ 𝑤′(𝑖−1) , so 𝑥 (𝑖−1)

cannot be a subset of 𝑦 (𝑖−1) , and this implies 𝑥 cannot be a subset of 𝑦, so it’s correct to output

0.

If the protocol enters Step 2(c)(ii)(A) in iteration 𝑖, then this means there is an coordinate in

𝑥 (𝑖−1) ∩ (𝑋 (𝑖)
𝑖∗ \𝑦 (𝑖−1)), so 𝑥 (𝑖−1) is not a subset of 𝑦 (𝑖−1) , and this implies 𝑥 cannot be a subset

of 𝑦, so it’s correct to output 0.
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Soundness. We first define Merlin’s unique special advice 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub). Our protocol only

uses Merlin’s advice and randomness 𝑅pri in the base case subset query subroutine 𝜋base in Steps

1(b) or 2(b) of the current protocol, or in the recursive calls in Step 2(c)(i)(B). Also note that during

the protocol and its recursive calls, we run the base case subset query subroutine for at most once,

because after running the subroutine we immediately output its returned value and terminate the

protocol. So for any given 𝜆, 𝑥, 𝑦, 𝑅pub, the transcript of the protocol is completely fixed except for

the internal transcript of the base case subset query subroutine. This means given 𝜆, 𝑥, 𝑦, 𝑅pub we

can identify the exact step and iteration in which the subroutine is called, along with the specific

inputs for the subroutine. We define 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub) to be the unique special Merlin’s advice for

this subroutine.

Next we consider when Merlin’s message 𝑚 ≠ 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub). There are two cases that the

protocol could output 1:

1. The protocol ends with a call to the base case subroutine 𝜋base in either Steps 1(b) and 2(b) or

in the recursive calls. Then by Lemma 8.3.1 we have that under any Merlin’s advice 𝑚 that

is not the unique special advice, the base case subroutine outputs 0 with probability 1 − 𝛿′.

2. The protocol outputs 1 in Step 2(c)(i)(A). This only happens when the log( 10ℓ
𝛿′ ) independent

sets 𝑆 𝑗 ’s all satisfy |𝑦∩𝑆 𝑗 | > 2𝑤′/3, and this happens with probability at most 2− log( 10ℓ
𝛿′ ) = 𝛿′

10ℓ

in each iteration, so using Union bound over all 2ℓ iterations, this happens with probability

at most 𝛿′/5.

Using union bound over these two cases, we have that the probability the protocol outputs 1 under

any Merlin’s message 𝑚 ≠ 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub) is at most 𝛿′ + 𝛿′/5 ≤ 𝛿.

Error under unique special advice. Next we assume that Merlin’s message is the unique

special message 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub) as defined in the above paragraph.

As shown in the beginning of the proof, the output of the protocol is always correct in Step 2(a)

or 2(c)(ii)(A), so an error could only occur if the protocol outputs an answer in Step 2(b), 2(c)(i)(A),

or 2(c)(i)(B). Next we bound the error of these three cases one by one.
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1. Step 2(b). In this step, we run the subroutine 𝜋base, 𝑓sq,|𝑈 |,𝑤/ℓ,𝑤,𝛿′ (𝑥, 𝑦, 𝑚, 𝑅pri), and by

Lemma 8.3.1, there is a false positive error of 𝛿′ when Merlin’s message is the unique

special message. Also note that we only enter this step once during all iterations, so the total

error of this step is 𝛿′.

2. Step 2(c)(i)(A). In this step we always output 1, so it only incurs a false positive error.

Same as the proof in the soundness section, in each iteration we could enter this step with

probability at most 𝛿′

10ℓ , so over 2ℓ iterations the probability that we ever enter this step is at

most 𝛿
′

5 , and this is an upper bound of the error caused by this step.

3. Step 2(c)(i)(B). In this step we recursively determine if 𝑥∩𝑆 𝑗∗ is a subset of 𝑦∩𝑆 𝑗∗ . If 𝑥 ⊆ 𝑦,

then we must also have 𝑥 ∩ 𝑆 𝑗∗ ⊆ 𝑦 ∩ 𝑆 𝑗∗ , and since by the induction hypothesis the recursive

call 𝜋sq,|𝑆 𝑗∗ |,2𝑤′/3,𝜀/2,𝛿′ (𝜆′, 𝑥′, 𝑦′, 𝑚, 𝑅pub, 𝑅pri) only has false positive error, this step is always

correct when 𝑥 ⊆ 𝑦. Next we bound the false positive error, i.e., we bound the probability

that this step outputs 1 when in fact 𝑥 is not a subset of 𝑦. We consider two cases:

• If 𝑥 is not a subset of 𝑦, and 𝑥∩ 𝑆 𝑗∗ is also not a subset of 𝑦∩ 𝑆 𝑗∗ . Then by the induction

hypothesis the error of the recursive call 𝜋sq,|𝑆 𝑗∗ |,2𝑤′/3,𝜀/2,𝛿′ is at most 𝜀/2 + 𝛿′. Also

note that we only enter the recursive call once during all iterations, so there is no need

to union bound over all 2ℓ iterations.

• If 𝑥 is not a subset of 𝑦, but 𝑥 ∩ 𝑆 𝑗∗ is a subset of 𝑦 ∩ 𝑆 𝑗∗ . This could happen in the 𝑖-th

iteration only if one of the following three bad events happens: (1) |𝑥 (𝑖)\𝑦 (𝑖) | > ℎ, but

after sampling 𝑆 𝑗∗ we fail to include any coordinate from 𝑥 (𝑖)\𝑦 (𝑖) , or (2) |𝑥 (𝑖)\𝑦 (𝑖) | ≤ ℎ,

𝑥 ∩ 𝑆 𝑗∗ ⊆ 𝑦 ∩ 𝑆 𝑗∗ , and Pr𝑋∼𝜆 (𝑖) |
𝑤/ℓ< |𝑋 | ≤𝑤′(𝑖)

[|𝑋\𝑦 (𝑖) | ≤ ℎ] ≤ 𝜀′, or (3) |𝑥 (𝑖)\𝑦 (𝑖) | ≤ ℎ,

𝑥 ∩ 𝑆 𝑗∗ ⊆ 𝑦 ∩ 𝑆 𝑗∗ , and Pr𝑋∼𝜆 (𝑖) |
𝑤/ℓ< |𝑋 | ≤𝑤′(𝑖)

[|𝑋\𝑦 (𝑖) | ≤ ℎ] ≥ 𝜀′. Next we consider these

three cases one by one.

– Case 1: If |𝑥 (𝑖)\𝑦 (𝑖) | > ℎ, but after sampling 𝑆 𝑗∗ we have 𝑥 ∩ 𝑆 𝑗∗ ⊆ 𝑦 ∩ 𝑆 𝑗∗ .

Since each coordinate is independently included in 𝑆 𝑗∗ with probability 1/2, the

probability that no coordinate in 𝑥 (𝑖)\𝑦 (𝑖) is included in 𝑆 𝑗∗ is at most (1/2) |𝑥 (𝑖)\𝑦 (𝑖) | ≤
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2−ℎ = 𝜀′. We also need to add the probability that |𝑦 (𝑖) ∩ 𝑆 𝑗∗ | > 2𝑤′/3, since then

we would have entered Step 2(c)(i)(A) instead. Using Chernoff bound this proba-

bility is bounded by 𝑒−Θ(𝑤′) ≤ 𝑒−Θ(𝑤/ℓ) ≤ 2−ℎ = 𝜀′ since 𝑤′ ≥ 𝑤/ℓ > 10ℎ. So by

union bound the error in this case is at most 2𝜀′.

– Case 2: If Pr𝑋∼𝜆 (𝑖) |
𝑤/ℓ< |𝑋 | ≤𝑤′(𝑖)

[|𝑋\𝑦 (𝑖) | ≤ ℎ] ≤ 𝜀′, yet |𝑥 (𝑖)\𝑦 (𝑖) | ≤ ℎ.

Since 𝑥 (𝑖) follows the distribution 𝜆(𝑖) |𝑤/ℓ< |𝑋 |≤𝑤′(𝑖) if we enter Step 2(c), we have

that |𝑥 (𝑖)\𝑦 (𝑖) | ≤ ℎ could only happen for 𝜀′ fraction of 𝑥 that enters Step 2(c).

– Case 3: If Pr𝑋∼𝜆 (𝑖) |
𝑤/ℓ< |𝑋 | ≤𝑤′(𝑖)

[|𝑋\𝑦 (𝑖) | ≤ ℎ] ≥ 𝜀′.

We prove that the probability we enter Step 2(c)(i) in this case is small. Note that

we only enter Step 2(c)(i) when |𝑋 𝑗\𝑦 (𝑖) | > ℎ for all 𝑗 ∈ [𝑡]. Define 𝑡 Bernoulli

random variables 𝑌1, 𝑌2, · · · , 𝑌𝑡 such that 𝑌 𝑗 = 1 iff |𝑋 𝑗\𝑦 (𝑖) | ≤ ℎ. 𝑌1, · · · , 𝑌𝑡 are

independent because 𝑋1, · · · , 𝑋𝑡 are sampled independently. Let 𝑌 =
∑𝑡
𝑗=1𝑌 𝑗 . We

enter Step 2(c)(i) only when𝑌 = 0. By the condition Pr𝑋∼𝜆 (𝑖) |
𝑤/ℓ< |𝑋 | ≤𝑤′(𝑖)

[|𝑋\𝑦 (𝑖) | ≤

ℎ] ≥ 𝜀′we have Pr[𝑌 𝑗 = 1] ≥ 𝜀′. ThusE[𝑌 ] ≥ 𝑡𝜀′ = 10 log(1/𝜀′). Using Chernoff

bound we have

Pr[𝑌 = 0] < Pr[𝑌 < E[𝑌 ]/2] < 𝑒−E[𝑦]/8 ≤ 𝜀′.

Combining these three cases over all 2ℓ iterations using the union bound, we have the

error of this case is at most 2ℓ · (2𝜀′ + 𝜀′ + 𝜀′) ≤ 𝜀/2.

Combining the two cases, we have that the total error of Step 2(c)(i)(B) is at most 𝜀 + 𝛿′.

Note that all the errors above are false positive errors. Adding them up using the union bound, we

have that the total error under the unique special advice is at most 𝜀 + 𝛿.

Cost. Finally we bound the communication cost and time complexity of each players. We only

consider Step 2 since we already bounded the cost of Step 1. Merlin. Merlin sends messages either

in the subroutine in Step 2(b) or in the recursive call in Step 2(c)(i)(B). By Lemma 8.3.1 and since
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we run the protocol with 𝑧 = 𝑤/ℓ, Merlin’s message in Step 2(b) is bounded by

𝑐𝑚 ≤ log 𝑧 + 𝑧 log( 𝑒𝑤
𝑧
) = log(𝑤

ℓ
) + 𝑤

ℓ
log(𝑒ℓ)

≤
√︁
𝑤 log(𝑤/𝜀) ·

(
3 + log( 𝑤

log(𝑤/𝜀) )
)
.

By the induction hypothesis, Merlin’s message in Step 2(c)(i)(B) is bounded by

√︁
(2𝑤/3) log((4𝑤/3)/𝜀) ·

(
3 + log( 2𝑤/3

log((4𝑤/3)/𝜀) )
)
≤

√︁
𝑤 log(𝑤/𝜀) ·

(
3 + log( 𝑤

log(𝑤/𝜀) )
)
.

Merlin’s cost is bounded by the maximum of these two costs.

Alice: In each iteration Alice sends 𝑂 (1) bits in the current iteration and continue to the

next iteration. Apart from these costs, during all iterations, Alice sends one of the following two

messages for once: (1) a message of at most log( 1
𝛿′ ) bits (from Lemma 8.3.1) in the subroutine

of Step 2(b), or (2) a message of at most 𝑂
(√︂

2𝑤/3
log

(
(2𝑤/3)/(𝜀/2)

) + log( 1
𝛿
)
)

bits (by the induction

hypothesis) in the recursive call of Step 2(c)(i)(B). Thus the total number of bits that Alice sends is

𝑐𝑎 = 𝑂 (ℓ) +max
{

log( 1
𝛿′
), 𝑂

(√︄ 2𝑤/3
log

(
(2𝑤/3)/(𝜀/2)

) + log(1
𝛿
)
)}

= 𝑂 (
√︂

𝑤

log(𝑤/𝜀) ) +max
{

log( 1
𝛿′
), 𝑂

(√︄ 2𝑤/3
log

(
(2𝑤/3)/(𝜀/2)

) + log(1
𝛿
)
)}

≤ 𝑂
(√︂ 𝑤

log(𝑤/𝜀) + log(1
𝛿
)
)
.

In each iteration, Alice needs to go over the 𝑡 sets 𝑋𝑖’s and update her set 𝑥, and this takes

at most 𝑂 (𝑡𝑑 log 𝑑) time. She also run the subroutine in Step 2(b) or the recursive call in Step

2(c)(i)(B) at most once, and this takes an extra 𝑂 (𝑑 log( 1
𝛿
)) time by Lemma 8.3.1. So the to-

tal time of Alice is 𝑡𝑎 ≤ 𝑂 (ℓ𝑡𝑑 log 𝑑 + 𝑑 log( 1
𝛿
)) = 𝑂 ((𝑑ℓ2/𝜀) log(ℓ/𝜀) log 𝑑 + 𝑑 log( 1

𝛿
)) ≤

𝑂 ((𝑑𝑤/𝜀) (log 𝑑)3 log(1/𝜀)2 + 𝑑 log( 1
𝛿
)).

Bob: In each iteration, in Step 2(c)(ii) Bob sends the index 𝑖∗ using log 𝑡 ≤ 𝑂 (log(ℓ/𝜀)) ≤

𝑂 (log(𝑤/𝜀)) bits together with the index of the subset (𝑋𝑖∗\𝑦) using log(
(𝑤
ℎ

)
) ≤ 𝑂 (ℎ log( 𝑤

ℎ
)) ≤
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𝑂 (log( 𝑤
𝜀
) log( 𝑤

log(𝑤/𝜀) )) bits, and then he continues to the next iteration. Bob also needs to send

log log( ℓ
𝛿
) bits in Step 2(c)(i)(B) when sending 𝑗∗ for every level of recursion, and this gives a total

cost of log log( ℓ
𝛿
) · log𝑤 bits. Apart from these costs, during all iterations, Bob also sends one of the

following two messages for once: (1) a message of at most log( 1
𝛿′ ) bits (from Lemma 8.3.1) in the

subroutine of Step 2(b), or (2) a message of at most𝑂
(√︃
(2𝑤/3) log

( 2𝑤/3
𝜀/2

)
· log( 2𝑤/3

log( 2𝑤/3
𝜀/2 )
) + log( 1

𝛿
)
)

bits (by the induction hypothesis) in the recursive call of Step 2(c)(i)(B). Thus the total number of

bits that Bob sends is

𝑐𝑏 = ℓ · 𝑂 (log(𝑤/𝜀)) log( 𝑤

log(𝑤/𝜀) ) + log log( ℓ
𝛿
) · log𝑤

+max
log( 1

𝛿′
), 𝑂

(√︄
(2𝑤/3) log

(2𝑤/3
𝜀/2

)
· log( 2𝑤/3

log( 2𝑤/3
𝜀/2 )
) + log(1

𝛿
)
)

≤ 𝑂
(√︁
𝑤 log(𝑤/𝜀) · log( 𝑤

log(𝑤/𝜀) ) + log log(𝑤
𝛿
) · log𝑤 + log(1

𝛿
)
)

where the second step follows from ℓ = 𝑤
log(𝑤/𝜀) , and we don’t lose an extra log𝑤 term by the

recursion because the coefficient of the term
√︃
(2𝑤/3) log

( 2𝑤/3
𝜀/2

)
· log( 2𝑤/3

log( 2𝑤/3
𝜀/2 )
) is less than 1, so

the geometric series of all levels of recursions converges to a constant.

The total time of Bob is the same as Alice: 𝑡𝑏 ≤ 𝑂 ((𝑑𝑤/𝜀) (log 𝑑)3 log(1/𝜀)2 + 𝑑 log( 1
𝛿
)).

Carol: In each iteration Carol writes 𝑡𝑑 log 𝑑 bits to the public channel in Step 2(c) and

log( 10ℓ
𝛿′ )𝑑 log 𝑑 bits in Step 2(c)(i). Thus over ℓ iterations the total number of bit that Carol writes

is

𝑐𝑐 = 𝑂 (ℓ(𝑡 + log(𝑤
𝛿
))𝑑 log 𝑑) ≤ 𝑂 ( 𝑑𝑤

𝜀
log(𝑤

𝛿
) (log 𝑑)3 log( 1

𝜀
)2).

The total time of Carol is

𝑡𝑐 ≤ 𝑂 (ℓ𝑡TSample + ℓTUpdate + log(10ℓ
𝛿′
)𝑑 log 𝑑)

= 𝑂 ((ℓ2/𝜀) log(ℓ/𝜀)TSample + ℓTUpdate + log(𝑤
𝛿
)𝑑 log 𝑑)

≤ 𝑂 ((𝑤/𝜀) (log 𝑑)2 log(1/𝜀)TSample + 𝑑TUpdate + log(𝑤
𝛿
)𝑑 log 𝑑),
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where TSample is the time to sample a set from distribution 𝜆 |𝑤/ℓ< |𝑋 |≤𝑤′ , TUpdate is the time to update

𝜆 to its restriction on a subset of [𝑑].

8.3.3 Phase 1: Protocol for 𝑤-Sparse Partial Match

In this section we present a protocol 𝜋pm,𝑑,𝑤,𝜀,𝛿 (𝜆, 𝑥, 𝑦, 𝑚, 𝑅pub, 𝑅pri) in the specialized product-

distributional communication model for the partial match function 𝑓pm(𝑥, 𝑦), where the inputs are

the distribution 𝜆, Alice’s input 𝑥 ∈ {0, 1}𝑑 which is sampled from 𝜆, Bob’s input 𝑦 which is any

string in {0, 1, ★}𝑑 with at most 𝑤 stars, Merlin’s advice 𝑚, and the randomness 𝑅pub and 𝑅pri,

where 𝑅pri is hidden from Merlin.

High-levelly, this protocol reduces the partial match problem to the subset query problem while

maintaining the sparsity guarantee, and it uses the subset query protocols of Lemma 8.3.1 and

Lemma 8.3.2 in the previous sections as subroutines.

Protocol. Let 𝑡 = 100
𝜀

log( 10
𝜀
), and let ℎ = log( 10

𝜀
).

1. If 𝑤 ≤ 100 log( 𝑤
𝜀
), then all players run the base case protocol 𝜋base, 𝑓pm,𝑑,𝑤,𝑤,𝛿 (𝑥, 𝑦, 𝑚, 𝑅pri),

and Alice and Bob output the returned value of this subroutine.

2. Carol uses randomness 𝑅pub to sample 𝑡 sets 𝑋1, 𝑋2, · · · , 𝑋𝑡 ∼ 𝜆. Bob checks if there exists

𝑋𝑖 such that the number of unmatched coordinates of 𝑋𝑖 and 𝑦 is ≤ ℎ.

(a) If there is no such set, then Carol uses randomness 𝑅pub to sample log( 10
𝛿
) number of

independent sets 𝑆1, 𝑆2, · · · , 𝑆log( 10
𝛿
) ⊆ [𝑑] where each coordinate is sampled i.i.d. with

probability 1/2.

i. If there is no set 𝑆 𝑗 such that the number of★’s in 𝑦 |𝑆 𝑗 is ≤ 2𝑤/3, then the protocol

outputs 1.

ii. Otherwise, Bob finds a set 𝑆 𝑗∗ such that the number of ★’s in 𝑦 |𝑆 𝑗 is ≤ 2𝑤/3,

and Bob sends the index 𝑗∗ to Alice. Alice sets 𝑥′ ← 𝑥 |𝑆 𝑗∗ , Carol sets 𝜆′ to be

the restriction of 𝜆 to the domain 𝑆 𝑗∗ , and Bob sets 𝑦′ ← 𝑦 |𝑆 𝑗∗ . The players run
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the protocol 𝜋pm,𝑆 𝑗∗ ,2𝑤/3,𝜀/2,𝛿/10(𝜆′, 𝑥′, 𝑦′, 𝑚, 𝑅pub, 𝑅pri) recursively and output its

returned value.

(b) If there exist such sets, then Bob let 𝑖∗ be the minimum index such that the unmatched

coordinates of 𝑋𝑖∗ and 𝑦 is ≤ ℎ, and sends 𝑖∗ to Alice using log 𝑡 bits.

i. Alice computes a string 𝑥′ = 𝑥 ⊕ 𝑋𝑖∗ ∈ {0, 1}𝑑 , i.e., for all 𝑗 ∈ [𝑑], 𝑥′
𝑗
= 1 if

𝑥 𝑗 ≠ (𝑋𝑖∗) 𝑗 and 𝑥′
𝑗
= 0 if 𝑥 𝑗 = (𝑋𝑖∗) 𝑗 .

ii. Bob computes a string 𝑦′ ∈ {0, 1, ★}𝑑 such that for all 𝑗 ∈ [𝑑], (1) 𝑦′
𝑗
= ★ if 𝑦 𝑗 = ★,

(2) 𝑦′
𝑗
= 1 if 𝑦 𝑗 ≠ (𝑋𝑖∗) 𝑗 and 𝑦 𝑗 ≠ ★, (3) 𝑦′

𝑗
= 0 if 𝑦 𝑗 = (𝑋𝑖∗) 𝑗 .

iii. If |𝑥′| > 𝑤 + ℎ, then Alice outputs 0 and informs Bob using 𝑂 (1) bits.

iv. If |𝑥′| ≤ 𝑤 + ℎ, then Alice and Bob run two subroutines of subset query:

A. Check if the ones of 𝑥′ is a subset of the ones and ★’s of 𝑦′: run the protocol

𝜋sq,𝑑,𝑤+ℎ,𝜀/10,𝛿/10(𝜆, 𝑥′, 𝑦′★∪𝑦′one, 𝑚, 𝑅pub, 𝑅pri), where 𝑦′★ := {𝑖 ∈ [𝑑] | 𝑦′
𝑖
= ★}

and 𝑦′one := {𝑖 ∈ [𝑑] | 𝑦′
𝑖
= 1}.

B. Check if the ones of 𝑦′ is a subset of the ones of 𝑥′: run the base case protocol

𝜋base, 𝑓sq,𝑑,ℎ,𝑤+ℎ,𝛿/10(𝑦′one, 𝑥
′, 𝑚, 𝑅pri), where 𝑦′one := {𝑖 ∈ [𝑑] | 𝑦′

𝑖
= 1}.

C. The protocol outputs 1 if both subroutines return 1, otherwise it outputs 0.

Theorem 8.3.3 (𝑤-sparse partial match protocol). For any 𝛿 ≤ 𝜀 ∈ (0, 0.1), any dimension 𝑑, and

any sparsity 𝑤 ≤ 𝑑, the protocol 𝜋pm,𝑑,𝑤,𝜀,𝛿 solves the 𝑤-sparse partial match problem 𝑓pm with the

following guarantees:

1. The protocol has 𝛿 soundness.

2. When Merlin’s message is the unique special message, the protocol has false positive error

𝜀 + 𝛿.

3. The communication cost of Merlin is bounded by

𝑐𝑚 ≤ 𝑂
((√︂

𝑤 log(𝑤
𝜀
) + log(𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) )
)
.
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4. The communication cost of Alice is bounded by

𝑐𝑎 ≤ 𝑂
(
log(1

𝛿
) +

√︂
𝑤

log(1/𝜀)

)
,

and the communication cost 𝑐𝑏 of Bob is bounded by

𝑂

((√︂
𝑤 log(𝑤

𝜀
) + log(𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) ) + log log(𝑤
𝛿
) · log

(
𝑤 + log(𝑤

𝜀
)
)
+ log(1

𝛿
)
)
.

The time complexity of both players are bounded by

𝑡𝑎, 𝑡𝑏 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
.

5. The communication cost of Carol is bounded by

𝑐𝑐 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
.

The time complexity of Carol is bounded by

𝑡𝑐 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3 · TSample + 𝑑 · TUpdate

)
,

where TSample denotes the time to sample a set from distribution 𝜆 conditioned on that the

size of the sampled set is within a given range, and TUpdate denotes the time to update 𝜆 to its

restriction on a subset of [𝑑].

Proof. We first prove some basic properties of the protocol before proving its error and cost

guarantees. Note that our protocol follows one of the following three cases: it either enters Step 1

(the base case) and terminates, or enters Step 2(b) (a reduction to subset queries) and terminates,

or proceeds to Step 2(a) where it recurses with updated parameters 2𝑤/3, 𝜀/2, 𝛿/10. Let ℓ denote

the total recursion depth of the protocol. After 𝑖 levels of recursions, denote the parameters as
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𝑤 (𝑖) , 𝜀(𝑖) , 𝛿(𝑖) , and they become𝑤 (𝑖) = ( 23 )
𝑖 ·𝑤, 𝜀(𝑖) = ( 12 )

𝑖 ·𝜀, and 𝛿(𝑖) = ( 1
10 )

𝑖 ·𝛿. If 𝑖 ≥ 2 log( 𝑤
log(1/𝜀) ),

we have

𝑤 (𝑖) = (2
3
)𝑖 · 𝑤 ≤ (1

2
)log( 𝑤

log(1/𝜀) ) · 𝑤 = log(1/𝜀) ≤ log(2
𝑖

𝜀
) = log( 1

𝜀(𝑖)
).

So we must have entered the base case of Step 1 before reaching 𝑖 ≥ 2 log( 𝑤
log(1/𝜀) ) levels of

recursions, and this means the total recursion depth is bounded by

ℓ ≤ 2 log( 𝑤

log(1/𝜀) ). (8.5)

Thus we can decompose the execution of the protocol into the following three parts:

1. At most ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) executions of the sampling processes of Step 2 and 2(a).

Each sampling process of Step 2 samples at most 𝑡′ ≤ 100·2ℓ
𝜀

log( 10·2ℓ
𝜀
) number of 𝑋𝑖’s, and

each sampling process of Step 2(a) samples at most log( 10ℓ+1
𝛿
) number of 𝑆𝑖’s.

2. At most one execution of the two subset query subroutines of Step 2(b).

The two subset query subroutines are 𝜋sq,𝑑,𝑤′+ℎ′,𝜀′,𝛿′ and 𝜋base, 𝑓sq,𝑑,ℎ′,𝑤′+ℎ′,𝛿′ , where the pa-

rameters are 𝑤′ ≤ 𝑤, ℎ′ ≤ log( 10·2ℓ
𝜀
), 𝜀′ ≥ 2−ℓ𝜀, and 𝛿′ ≥ 10−ℓ𝛿.

3. At most one execution of the base case subroutine of Step 1, where the base case subroutine

is 𝜋base, 𝑓pm,𝑑,𝑤′,𝑤′,𝛿′ , the parameters are 𝑤′ ≤ 100(log( 𝑤
𝜀
) + ℓ), and 𝛿′ ≥ 10−ℓ · 𝛿.

Also note that the protocol executes exactly one of Step 2(b) and Step 3.

Correctness of reduction to subset query. Next we prove the reduction from partial match to

subset query of Step 2(b) is correct. We make the following claim:

𝑥 matches 𝑦 ⇐⇒ (ones of 𝑥′) ⊆ (ones and ★’s of 𝑦′), and (ones of 𝑦′) ⊆ (ones of 𝑥′), (8.6)

where 𝑥′ and 𝑦′ are as defined in Step 2(b)(i) and 2(b)(ii). Let 𝐻 ⊆ [𝑑] denote the unmatched
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coordinates of 𝑋𝑖∗ and 𝑦, and we have |𝐻 | ≤ ℎ. Let 𝑦★ ⊆ [𝑑] denote the set of ★’s of 𝑦. We prove

the following properties of 𝑥′ and 𝑦′:

• 𝑦′ is ★ on the set 𝑦★, 1 on the set 𝐻, and 0 on [𝑑]\(𝐻 ∪ 𝑦★).

Proof: This follows from the definition of 𝑦′: 𝑦′ maintains the★’s of 𝑦, and for the rest of the

coordinates, 𝑦′
𝑗
= 1 if and only if 𝑦 𝑗 ≠ (𝑋𝑖∗) 𝑗 .

• If 𝑥 matches 𝑦, then 𝑥′ is 1 on the set 𝐻, and it is 0 on the set [𝑑]\(𝐻 ∪ 𝑦★).

Proof: This is because if 𝑥 matches 𝑦, then (1) for any 𝑗 ∈ 𝐻, 𝑥 𝑗 = 𝑦 𝑗 ≠ (𝑋𝑖∗) 𝑗 , and

so 𝑥′
𝑗
= 𝑥 𝑗 ⊗ (𝑋𝑖∗) 𝑗 = 1, and (2) for any 𝑗 ∈ [𝑑]\(𝐻 ∪ 𝑦★), 𝑥 𝑗 = 𝑦 𝑗 = (𝑋𝑖∗) 𝑗 , and so

𝑥′
𝑗
= 𝑥 𝑗 ⊗ (𝑋𝑖∗) 𝑗 = 0.

• If 𝑥 doesn’t match 𝑦, then either there exists 𝑗 ∈ 𝐻 such that 𝑥′
𝑗
= 0, or there exists

𝑗 ∈ [𝑑]\(𝐻 ∪ 𝑦★) such that 𝑥′
𝑗
= 1.

Proof: If 𝑥 doesn’t match 𝑦, then there must exist a coordinate 𝑗 ∈ [𝑑]\𝑦★ such that 𝑥 𝑗 ≠ 𝑦 𝑗 .

(1) If 𝑗 ∈ 𝐻, then since we also have 𝑦 𝑗 ≠ (𝑋𝑖∗) 𝑗 for 𝑗 ∈ 𝐻, we must have 𝑥 𝑗 = (𝑋𝑖∗) 𝑗 , and

so 𝑥′
𝑗
= 𝑥 𝑗 ⊗ (𝑋𝑖∗) 𝑗 = 0. (2) If 𝑗 ∉ 𝐻, i.e., 𝑗 ∈ [𝑑]\(𝐻 ∪ 𝑦★), then since we have 𝑦 𝑗 = (𝑋𝑖∗) 𝑗

for 𝑗 ∈ [𝑑]\(𝐻 ∪ 𝑦★), we must have 𝑥 𝑗 ≠ (𝑋𝑖∗) 𝑗 , and so 𝑥′
𝑗
= 𝑥 𝑗 ⊗ (𝑋𝑖∗) 𝑗 = 1.

Using these properties, we can prove the claim by the following arguments:

• If 𝑥 matches 𝑦, then (1) the ones of 𝑥′ is a subset of 𝑦★ ∪ 𝐻, which is the set of ones and ★’s

of 𝑦′, and (2) the ones of 𝑦′ is 𝐻, which is a subset of the ones of 𝑥′.

• If 𝑥 doesn’t match 𝑦, then either (1) there exists 𝑗 ∈ 𝐻 such that 𝑥′
𝑗
= 0, and hence the ones

of 𝑦′ is not a subset of the ones of 𝑥′, or (2) there exists 𝑗 ∈ [𝑑]\(𝐻 ∪ 𝑦★) such that 𝑥′
𝑗
= 1,

and hence the ones of 𝑥′ is not a subset of the ones and ★’s of 𝑦′.

Soundness. Recall that we can decompose the execution of the protocol into three parts, and

the protocol only uses Merlin’s message in the subroutines of Part 2 or Part 3. Given 𝑥, 𝑦, 𝜆 and

the randomness 𝑅pub, the execution of the protocol is completely fixed, and the subroutines that are
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called and their respective inputs are also fixed. There is a unique special advice of Merlin for every

subroutine that is called. We define 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub) to be the concatenation of these messages,

and we claim this is the unique special advice for this protocol.

Consider any 𝑚 ≠ 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub), next we bound the probability that the protocol outputs 1

with input 𝑚. Recall that we can decompose the execution of the protocol into three parts, next we

bound the probability of each part:

1. Consider any 𝑖 ∈ [ℓ]. In the 𝑖-th level of recursion, the protocol might output 1 in Step 2(a)(i)

when all sets 𝑆1, 𝑆2, · · · , 𝑆log( 10
𝛿 (𝑖)
) ⊆ [𝑑] satisfy that the number of ★’s in 𝑦 |𝑆 𝑗 is > 2𝑤/3.

This happens with probability at most 𝛿 (𝑖)

10 . Since 𝛿(𝑖) = 𝛿
10𝑖 , over all ℓ iterations, the total

probability that the protocol outputs 1 in Step 2(a)(i) is bounded by 𝛿
10 .

2. If the protocol enters Step 2(b), then since 𝑚 ≠ 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub), at least one of the two

subroutines 𝜋base, 𝑓sq and 𝜋sq has a Merlin’s message that is not the unique special message,

and by Lemma 8.3.1 and Lemma 8.3.2 this subroutine will return 0 with probability at least

1 − 𝛿/10, and so our protocol also returns 0 with probability at least 1 − 𝛿/10.

3. If the protocol enters the base case of Step 1, note that then the protocol never enters Step

2(b), so we use Merlin’s message only for the subroutine 𝜋base, 𝑓pm . Since this message is not

the unique special message, by Lemma 8.3.1 the subroutine will return 0 with probability at

least 1 − 𝛿/10, and so our protocol also returns 0 with probability at least 1 − 𝛿/10.

Combining these three parts using the union bound, we have that the overall soundness is ≤ 𝛿.

Error under unique special advice. Next we assume that Merlin’s advice is the unique special

advice 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub). Recall that we can decompose the execution of the protocol into three

parts, next we analyze the error probability of each part:

1. Step 2(a). In this step we recursively determine if 𝑥 |𝑆 𝑗∗ matches 𝑦 |𝑆 𝑗∗ , and an error could

occur if 𝑥 doesn’t match 𝑦, but 𝑥 |𝑆 𝑗∗ matches 𝑦 |𝑆 𝑗∗ . The analysis for this error is similar as

that of Step 2(c)(i)(B) in Lemma 8.3.2. There are three cases for the 𝑖-th recursion:
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• Case 1: If the number of unmatched coordinates of 𝑥 (𝑖) and 𝑦 (𝑖) is > ℎ, but after

sampling 𝑆 𝑗∗ we have 𝑥 (𝑖) |𝑆 𝑗∗ matches 𝑦 (𝑖) |𝑆 𝑗∗ , or we enter Step 2(a)(i).

The probability that 𝑥 (𝑖) |𝑆 𝑗∗ matches 𝑦 (𝑖) |𝑆 𝑗∗ is at most 2−ℎ ≤ 𝜀(𝑖)/10. And by Chernoff

bound, the probability that we enter Step 2(a)(i) is at most 𝑒−Θ(𝑤 (𝑖) ) ≤ 𝑒−Θ(log(𝑤 (𝑖)/𝜀 (𝑖) )) ≤

𝜀(𝑖)/10. So the total error in the 𝑖-th recursion is at most 𝜀(𝑖)/5.

• Case 2: If Pr𝑋∼𝜆 (𝑖) [|unmatched coordinates of 𝑋 and 𝑦 (𝑖) | ≤ ℎ] ≤ 𝜀(𝑖)/10, yet the

number of unmatched coordinates of 𝑥 (𝑖) and 𝑦 (𝑖) is also ≤ ℎ.

Then we directly have that this happens with probability at most 𝜀(𝑖)/10.

• Case 3: If Pr𝑋∼𝜆 (𝑖) [|unmatched coordinates of 𝑋 and 𝑦 (𝑖) | ≤ ℎ] ≥ 𝜀(𝑖)/10.

Then by Chernoff bound, Pr
[
|unmatched coordinates of 𝑋 𝑗 and 𝑦 (𝑖) | ≤ ℎ,∀ 𝑗 ∈ [𝑡]

]
≤

𝑒−Θ(𝑡𝜀
(𝑖)/10) ≤ 𝜀(𝑖)/10.

Combining these three cases using the union bound, we have that the error of Step 2(a)(ii)

in the 𝑖-th recursion is at most 𝜀(𝑖)/2. Adding up the error over all ℓ iterations and since

𝜀(𝑖) = 2−𝑖 · 𝜀, we have that the total error is bounded by 𝜀/2.

2. Step 2(b). If the protocol enters Step 2(b) and runs the two subroutines 𝜋base, 𝑓sq and 𝜋sq, by

Lemma 8.3.1 and Lemma 8.3.2, each of these two subroutines has a false positive error of at

most 𝜀/10 + 𝛿/10, so the total error is bounded by 𝜀/5 + 𝛿/5.

3. Step 1. If the protocol enters Step 1 and run the subroutine 𝜋base, 𝑓fm , by Lemma 8.3.1, this

subroutine has a false positive error of at most 𝛿.

Finally note that we only enter one of Step 2(b) and Step 1. So the total error is bounded by

𝜀/2 +max{𝜀/5 + 𝛿/5, 𝛿} ≤ 𝜀 + 𝛿. Also note that this error is false positive.

Cost. Finally we bound the communication cost and time complexity of each players.

Merlin. Merlin’s communication cost has the following two parts:

• The cost of 𝜋base, 𝑓pm,𝑑,𝑤′,𝑤′,𝛿′ subroutine of Step 1, where the parameters are𝑤′ ≤ 100(log( 𝑤
𝜀
)+

ℓ), and 𝛿′ ≥ 10−ℓ · 𝛿. Using Lemma 8.3.1, in this subroutine Merlin sends at most
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𝑤′ ≤ 𝑂 (log( 𝑤
𝜀
)) bits.

• The cost of the 𝜋base, 𝑓sq,𝑑,ℎ′,𝑤′+ℎ′,𝛿′ and 𝜋sq,𝑑,𝑤′+ℎ′,𝜀′,𝛿′ subroutines of Step 2(b), where the

parameters are 𝑤′ ≤ 𝑤, ℎ′ ≤ log( 10·2ℓ
𝜀
), 𝜀′ ≥ 2−ℓ𝜀, and 𝛿′ ≥ 10−ℓ𝛿. Using Lemma 8.3.1 and

Lemma 8.3.2, in these two subroutines the communication cost of Merlin is most

(
log ℎ′ + ℎ′ log( 𝑒(𝑤

′ + ℎ′)
ℎ′

)
)

+𝑂
(√︁
(𝑤′ + ℎ′) log((𝑤′ + ℎ′)/𝜀′) · (1 + log( 𝑤′ + ℎ′

log((𝑤′ + ℎ′)/𝜀′) ))
)

≤ 𝑂
(
log(𝑤

𝜀
) · log( 𝑤

log(1/𝜀) ) +
√︂(

𝑤 + log(𝑤
𝜀
)
)
· log(𝑤

𝜀
) · (1 + log( 𝑤

log(1/𝜀) )
)

≤ 𝑂
((√︂

𝑤 log(𝑤
𝜀
) + log(𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) )
)

where the second step follows from Eq. (8.5) that ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) and so ℎ′ ≤ 𝑂 (log( 𝑤

𝜀
)).

Thus the total communication cost of Merlin is 𝑐𝑚 ≤ 𝑂
((√︁

𝑤 log( 𝑤
𝜀
) + log( 𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) )
)

bit.

Alice: Alice’s communication and time costs have the following three parts:

• For each of the ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) levels of recursions, in the sampling processes of Step 2

and 2(a), Alice doesn’t send any message, but she needs to read 𝑡′ ≤ 100·2ℓ
𝜀

log( 10·2ℓ
𝜀
) number

of 𝑋𝑖’s, and log( 10ℓ+1
𝛿
) number of 𝑆 𝑗 ’s, and in total this takes time

ℓ · 𝑑 · (𝑡′ + log(10ℓ+1

𝛿
)) ≤ 𝑂

(
𝑑𝑤2

𝜀
log(1

𝛿
) log(𝑤

𝜀
)2

)
.

where we used that ℓ ≤ 2 log( 𝑤
log(1/𝜀) ).

• The cost of 𝜋base, 𝑓pm,𝑑,𝑤′,𝑤′,𝛿′ subroutine of Step 1, where the parameters are𝑤′ ≤ 100(log( 𝑤
𝜀
)+

ℓ), and 𝛿′ ≥ 10−ℓ · 𝛿. Using Lemma 8.3.1, in this subroutine Alice has communica-

tion cost log( 1
𝛿′ ) = 𝑂 (log( 1

𝛿
) + log( 𝑤

log(1/𝜀) )), and time cost 𝑂 (𝑑 log( 1
𝛿′ )) = 𝑂 (𝑑 log( 1

𝛿
) +

𝑑 log( 𝑤
log(1/𝜀) )).

• The cost of the 𝜋base, 𝑓sq,𝑑,ℎ′,𝑤′+ℎ′,𝛿′ and 𝜋sq,𝑑,𝑤′+ℎ′,𝜀′,𝛿′ subroutines of Step 2(b), where the
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parameters are 𝑤′ ≤ 𝑤, ℎ′ ≤ log( 10·2ℓ
𝜀
), 𝜀′ ≥ 2−ℓ𝜀, and 𝛿′ ≥ 10−ℓ𝛿. Using Lemma 8.3.1 and

Lemma 8.3.2, and since ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) and so ℎ′ ≤ 𝑂 (log( 𝑤

𝜀
)), in these two subroutines

Alice has communication cost

log( 1
𝛿′
) +𝑂

(√︄
𝑤′ + ℎ′

log((𝑤′ + ℎ′)/𝜀′) + log( 1
𝛿′
)
)
≤ 𝑂

(
log(1

𝛿
) +

√︂
𝑤

log(1/𝜀)

)
,

and time cost

𝑑 log( 1
𝛿′
) +𝑂

(
𝑑 (𝑤′ + ℎ′)

𝜀′
(log 𝑑)3 log( 1

𝜀′
)2 + 𝑑 log( 1

𝛿′
)
)
≤ 𝑂

(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
.

Thus the total communication cost of Alice is 𝑂
(
log( 1

𝛿
) +

√︃
𝑤

log(1/𝜀)

)
, and the total time cost of

Alice is 𝑂
(
𝑑𝑤3

𝜀
log( 1

𝛿
) (log 𝑑)3 log( 𝑤

𝜀
)3

)
.

Bob: First note that the time complexity of Bob follows the same upper bound as that of Alice.

Bob’s communication cost has the following three parts:

• For ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) levels of recursions, in the sampling processes of Step 2 and 2(a),

Bob sends the index 𝑖∗ using log(𝑡′) ≤ 𝑂 (ℓ + log( 1
𝜀
)) bits, and the index 𝑗∗ using 𝑂 (log(ℓ) +

log log( 1
𝛿
)) bits. So in total the communication cost of Bob in the sampling processes is

ℓ · 𝑂 (ℓ + log( 1
𝜀
) + log log(1

𝛿
))

≤ 𝑂
(
log( 𝑤

log(1/𝜀) ) ·
(

log( 𝑤

log(1/𝜀) ) + log( 1
𝜀
) + log log(1

𝛿
)
))
,

where we used that ℓ ≤ 2 log( 𝑤
log(1/𝜀) ).

• The cost of 𝜋base, 𝑓pm,𝑑,𝑤′,𝑤′,𝛿′ subroutine of Step 1, where the parameters are𝑤′ ≤ 100(log( 𝑤
𝜀
)+

ℓ), and 𝛿′ ≥ 10−ℓ · 𝛿. Using Lemma 8.3.1, in this subroutine Bob has communication cost

log( 1
𝛿′ ) = 𝑂 (log( 1

𝛿
) + log( 𝑤

log(1/𝜀) )).

• The cost of the 𝜋base, 𝑓sq,𝑑,ℎ′,𝑤′+ℎ′,𝛿′ and 𝜋sq,𝑑,𝑤′+ℎ′,𝜀′,𝛿′ subroutines of Step 2(b), where the

parameters are 𝑤′ ≤ 𝑤, ℎ′ ≤ log( 10·2ℓ
𝜀
), 𝜀′ ≥ 2−ℓ𝜀, and 𝛿′ ≥ 10−ℓ𝛿. Using Lemma 8.3.1 and
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Lemma 8.3.2, and since ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) and so ℎ′ ≤ 𝑂 (log( 𝑤

𝜀
)), in these two subroutines

Bob has communication cost

𝑂

(√︂
(𝑤′ + ℎ′) log(𝑤

′ + ℎ′
𝜀′
) log( 𝑤′ + ℎ′

log((𝑤′ + ℎ′)/𝜀′) ) + log log(𝑤
′ + ℎ′
𝛿′
) log(𝑤′ + ℎ′) + log( 1

𝛿′
)
)

≤ 𝑂
((√︂

𝑤 log(𝑤
𝜀
) + log(𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) ) + log log(𝑤
𝛿
) · log

(
𝑤 + log(𝑤

𝜀
)
)
+ log(1

𝛿
)
)
.

Thus the total communication cost of Bob is𝑂
((√︁

𝑤 log( 𝑤
𝜀
) + log( 𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) ) + log log( 𝑤
𝛿
) ·

log
(
𝑤 + log( 𝑤

𝜀
)
)
+ log( 1

𝛿
)
)
.

Carol: Let TSample be the time to sample a set from distribution 𝜆 conditioned on that the size

of the sampled set is in some range, and let TUpdate be the time to update 𝜆 to be the restriction on a

subset of [𝑑]. Carol’s communication and time costs have the following three parts:

• For each of the ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) levels of recursions, in the sampling processes of Step 2

and 2(a), Carol needs to generate 𝑡′ ≤ 100·2ℓ
𝜀

log( 10·2ℓ
𝜀
) number of 𝑋𝑖’s from 𝜆, and generate

log( 10ℓ+1
𝛿
) number of 𝑆 𝑗 ’s as random sets, since ℓ ≤ 2 log( 𝑤

log(1/𝜀) ), in total the communication

cost of Carol is

ℓ · 𝑑 · (𝑡′ + log(10ℓ+1

𝛿
)) ≤ 𝑂

(
𝑑𝑤2

𝜀
log(1

𝛿
) log(𝑤

𝜀
)2

)
,

and the time cost of Carol is

ℓ · 𝑑 · (𝑡′TSample + log(10ℓ+1

𝛿
)) ≤ 𝑂

(
𝑑𝑤2

𝜀
log(1

𝛿
) log(𝑤

𝜀
)2 · TSample

)
.

• The cost of 𝜋base, 𝑓pm,𝑑,𝑤,𝑤′,𝛿′ subroutine of Step 1, where the parameters are𝑤′ ≤ 100(log( 𝑤
𝜀
)+

ℓ), and 𝛿′ ≥ 10−ℓ · 𝛿. Using Lemma 8.3.1, in this subroutine the communication and time of

Carol are both bounded by 𝑂 (𝑑 log( 1
𝛿′ )) = 𝑂 (𝑑 log( 1

𝛿
) + 𝑑 log( 𝑤

log(1/𝜀) )).

• The cost of the 𝜋base, 𝑓sq,𝑑,ℎ′,𝑤′+ℎ′,𝛿′ and 𝜋sq,𝑑,𝑤′+ℎ′,𝜀′,𝛿′ subroutines of Step 2(b), where the

parameters are 𝑤′ ≤ 𝑤, ℎ′ ≤ log( 10·2ℓ
𝜀
), 𝜀′ ≥ 2−ℓ𝜀, and 𝛿′ ≥ 10−ℓ𝛿. Using Lemma 8.3.1 and
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Lemma 8.3.2, and since ℓ ≤ 2 log( 𝑤
log(1/𝜀) ) and so ℎ′ ≤ 𝑂 (log( 𝑤

𝜀
)), in these two subroutines

Carol has communication cost

𝑑 log( 1
𝛿′
) +𝑂

(
𝑑 (𝑤′ + ℎ′)

𝜀′
log(𝑤

′ + ℎ′
𝛿′
) (log 𝑑)3 log( 1

𝜀′
)2

)
≤ 𝑂

(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
,

and time cost

𝑑 log( 1
𝛿′
) +𝑂

(
(𝑤
′ + ℎ′
𝜀′
) (log 𝑑)2 log( 1

𝜀′
)TSample + 𝑑TUpdate + log(𝑤

′ + ℎ′
𝛿′
)𝑑 log 𝑑

)
≤ 𝑂

(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3 · TSample + 𝑑 · TUpdate

)
.

Thus the total communication cost of Carol is 𝑂
(
𝑑𝑤3

𝜀
log( 1

𝛿
) (log 𝑑)3 log( 𝑤

𝜀
)3

)
, and the total time

cost of Carol is 𝑂
(
𝑑𝑤3

𝜀
log( 1

𝛿
) (log 𝑑)3 log( 𝑤

𝜀
)3 · TSample + 𝑑 · TUpdate

)
.

8.4 Reduction from Communication Protocols to Data Structures

We now show how to design a word-RAM data structure for a search problem as in Eq. (8.1)

using a communication protocol in the specialized product-distribution model (Definition 8.2.2),

yielding Theorem 8.1.6.

Theorem 8.4.1 (Reduction from communication protocols to data structures). Let 𝑓 : X × Y →

{0, 1} be the target function. If there exists a protocol 𝜋 for 𝑓 in the specialized communication

model (Definition 8.2.2) with 𝛿 soundness, 𝜀 false positive error under the unique special message

of Merlin, (𝑐𝑎, 𝑐𝑏, 𝑐𝑐, 𝑐𝑚)-cost, and (𝑡𝑎, 𝑡𝑏, 𝑡𝑐)-time, then there exists a data structure that supports

the following operations:

• Preprocess: Given an input set D = {𝑥 (1) , · · · , 𝑥 (𝑛)} ⊂ X, preprocess the set D using

𝑠 = 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · (𝑛 + 𝑐𝑐) space, and 𝑡𝑝 = 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · 𝑛 · (𝑡𝑎 + 𝑡𝑏 + 𝑡𝑐) time.
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• Query: Given a query 𝑦 ∈ Y, output all 𝑥 (𝑖) ∈ D such that 𝑓 (𝑥 (𝑖) , 𝑦) = 1. The expected

query time is 𝑡𝑞 = 2𝑂 (𝑐𝑎+𝑐𝑚) · (𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚 + 𝑐𝑐 + 𝑡𝑏) +𝑂 (𝜀𝑛) + 2𝑂 (𝑐𝑚) · 𝛿𝑛 +𝑂 (𝑛𝑦), where

𝑛𝑦 is the number of 𝑥 (𝑖)’s that 𝑓 (𝑥 (𝑖) , 𝑦) = 1.

Proof. Let 𝜋 be the protocol described in the theorem statement, and let 𝑅pub and 𝑅pri be the

sequence of random bits used by Carol in the protocol, where 𝑅pri is hidden from Merlin. Let 𝜆 be

the uniform distribution over D. We consider executing the protocol 𝜋 with distribution 𝜆 and

randomness 𝑅pub and 𝑅pri. For simplicity, in this proof we will use 𝜋(𝑥, 𝑦, 𝑚) as a shorthand of

𝜋(𝜆, 𝑥, 𝑦, 𝑚, 𝑅pub, 𝑅pri).

We define a transcript of the protocol 𝜋 as the messages between Alice, Bob, and Merlin. Note

that when the distribution 𝜆 and the randomness 𝑅pub and 𝑅pri are fixed, the messages of Carol are

completely determined by the transcript.

Preprocess: The data structure builds a tree to simulate the protocol 𝜋 when given the distribution

𝜆 and randomness 𝑅pub and 𝑅pri. In each step of the protocol, there are five possible behaviors:

1. Alice sends Bob a message.

2. Bob sends Alice a message.

3. Merlin sends a message to Alice and Bob.

4. Carol generates a message using the randomness 𝑅pub, 𝑅pri and the distribution 𝜆, and writes

this message to the public channel.

5. Alice and Bob both output a value and the protocol ends.

When building the tree, each node corresponds to one step of the protocol. We start with the root

node, and build each node depending on the behavior of that step:

1. If Alice sends Bob a message, we call this node an Alice node. In this node we store an array

of all possible messages of Alice in this step. Each entry of the array stores a pointer to a

child node that corresponds to the next step of the protocol. We then recursively proceed to

all the child nodes.
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2. If Bob sends Alice a message, we call this node a Bob node. In this node we store an array of

all possible messages of Bob in this step. Each entry of the array stores a pointer to a child

node that corresponds to the next step of the protocol. We then recursively proceed to all the

child nodes.

3. If Merlin sends a message to Alice and Bob, we call this node a Merlin node. In this node we

store an array of all possible messages of Merlin in this step. Each entry of the array stores a

pointer to a child node that corresponds to the next step of the protocol. We then recursively

proceed to all the child nodes.

4. If Carol generates a message using the randomness 𝑅pub, 𝑅pri and the distribution 𝜆, we call

this node a Carol node. Carol’s message is fixed given the transcript so far and 𝑅pub, 𝑅pri, 𝜆.

We store this unique message of Carol in this node. This node only has one child node.

5. If Alice and Bob both output something and end the protocol, we call this node a leaf node.

We call the node a “0-leaf node” if the output is 0, and “1-leaf node” if the output is 1. A

root-to-leaf path corresponds to a transcript 𝜏 of the protocol.

For each 1-leaf node 𝑣, we store a list of all 𝑥 (𝑖) ∈ D that satisfies when Alice has input 𝑥 (𝑖)

and Bob and Merlin send messages according to 𝜏, Alice’s messages are consistent with 𝜏.

Query: Given a query 𝑦 ∈ {0, 1}𝑑 , for every Merlin’s message 𝑚 that is possible, we follow the

tree to simulate the protocol of Bob when his input is 𝑦 and Merlin’s message is 𝑚. We start from

the root node.

1. If the node is an Alice node, we recurse on all child nodes of this node.

2. If the node is a Bob node, we compute the message of Bob based on 𝑦 and the current

transcript of the protocol. We only recurse to the child node that corresponds to this message.

3. If the node is a Merlin node, we use 𝑚 as Merlin’s message. We only recurse to the child

node that corresponds to this message.
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4. If the node is a Carol node, we read the message stored in this node.

5. If the node is a 1-leaf node, we enumerate all 𝑥 (𝑖)’s stored in this node.

Finally, we output all 𝑥 (𝑖)’s in the visited 1-leaves that satisfy 𝑓 (𝑥 (𝑖) , 𝑦) = 1.

In the analysis, we use 𝐿 (𝑦, 𝑚) to denote the set of 1-leaves that are visited by the query with

Merlin’s message 𝑚.

Properties: Before proving the correctness and time complexity, we first list some properties of

data structure that directly follow from the definitions.

1. There is a one-to-one mapping between the root-to-leaf paths of the tree and all semantically

possible transcripts.

2. There is a one-to-one mapping between the root-to-leaf paths for the leaves in 𝐿 (𝑦, 𝑚) and

all semantically possible transcripts where Bob has input 𝑦, Merlin’s message is 𝑚, and the

output is 1.

3. ∀𝑣 ∈ 𝐿 (𝑦), let 𝜏 denote the transcript that corresponds to 𝑣. The leaf 𝑣 stores all 𝑥 (𝑖) that

satisfy (1) the transcript of 𝜋 on input (𝑥 (𝑖) , 𝑦, 𝑚) is 𝜏, (2) the output of 𝜋 on (𝑥 (𝑖) , 𝑦, 𝑚) is 1.

Correctness: Consider any 𝑥 (𝑖) ∈ D such that 𝑓 (𝑥 (𝑖) , 𝑦) = 1. The protocol guarantees that there

exists a unique special message of Merlin 𝑚∗ = 𝑚∗(𝜆, 𝑥 (𝑖) , 𝑦, 𝑅pub). Since the protocol only has

false positive error, we have that the protocol must output 1 when given the input (𝑥 (𝑖) , 𝑦, 𝑚∗).

The query algorithm described above enumerates all possible Merlin’s messages, so it sets

Merlin’s message to be 𝑚∗ in one of its iterations. By properties 2 and 3 above, the query algorithm

visits all the possible 1-leaves, so it examines all 𝑥 (𝑖′) where 𝜋(𝑥 (𝑖′) , 𝑦, 𝑚∗) = 1. As a result, it

will encounter 𝑥 (𝑖) . This argument applies to every 𝑥 (𝑖) for which 𝑓 (𝑥 (𝑖) , 𝑦) = 1, so the query will

encounter all such 𝑥 (𝑖)’s.

Space: Each root-to-leaf path of the tree corresponds to a unique transcript. Since Alice sends

𝑐𝑎 bits, Bob sends 𝑐𝑏 bits, and Merlin sends 𝑐𝑚 bits in the protocol, there are in total 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚)

number of leaves. The space of the data structure consists of three parts:
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• Space to store the tree structure: Since the tree has 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) number of leaves, it takes

2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) bits to store the tree structure.

• Space to store the messages of Carol: On each root-to-leaf path, we need to store all the

random messages of Carol using 𝑐𝑐 bits. So in total this takes 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · 𝑐𝑐 bits.

• Space to store 𝑥 (𝑖)’s in the leaf nodes: In each leaf node we store at most 𝑛 number of 𝑥 (𝑖)’s.

So in total this takes 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · 𝑛 bits.

Thus in total the data structure uses 𝑠 = 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · (𝑛 + 𝑐𝑐) bits of space.

Preprocessing time. When building the data structure we need to do the following for each leaf:

• For each data point 𝑥 (𝑖) ∈ D, in order to check whether we need to store 𝑥 (𝑖) in this leaf,

we simulate the protocol where Alice has input 𝑥 (𝑖) and Bob and Merlin send the messages

according to the transcript of this leaf. This takes 𝑂 (𝑛(𝑡𝑎 + 𝑡𝑏 + 𝑡𝑐)) time in total.

Since there are 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) number of leaves, the total preprocessing time is 𝑡𝑝 = 2𝑂 (𝑐𝑎+𝑐𝑏+𝑐𝑚) · 𝑛 ·

(𝑡𝑎 + 𝑡𝑏 + 𝑡𝑐).

Query time. Each leaf node reached by the query corresponds to a unique transcript where Bob

has input 𝑦 (see property 2). Since the total messages of Alice has length 𝑐𝑎 bits, and there are

2𝑂 (𝑐𝑚) possible messages of Merlin, in total the query reaches
∑
𝑚 |𝐿 (𝑦, 𝑚) | ≤ 2𝑂 (𝑐𝑎+𝑐𝑚) number

of leaf nodes. The query time of the data structure consists of three parts:

• Time to reach the leaf nodes: The tree has height at most 𝑂 (𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚), and the query

simulates Bob using 𝑡𝑏 time for each leaf. So in total this takes 2𝑂 (𝑐𝑎+𝑐𝑚) · (𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚 + 𝑡𝑏)

time.

• Time to read the messages of Carol: On the path to each leaf, the query needs to read 𝑐𝑐 bits

of Carol. So in total this takes 𝑂 (2𝑂 (𝑐𝑎+𝑐𝑚) · 𝑐𝑐) time.

• Time to enumerate the 𝑥 (𝑖)’s stored in the leaf nodes:

– For all 𝑥 (𝑖) ∈ D where 𝑓 (𝑥 (𝑖) , 𝑦) = 1: First note that there are 𝑛𝑦 number of such 𝑥 (𝑖)’s.
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∗ For the unique special message of Merlin 𝑚∗ = 𝑚∗(𝜆, 𝑥 (𝑖) , 𝑦, 𝑅pub), the protocol

outputs 1 given the input (𝑥 (𝑖) , 𝑦, 𝑚∗), so the query algorithm examines all such

𝑥 (𝑖)’s for at least once using 𝑂 (𝑛𝑦) time.

∗ For every other possible Merlin’s message 𝑚, since the protocol has soundness

𝛿, the protocol outputs 1 given the input (𝑥 (𝑖) , 𝑦, 𝑚) with probability at most 𝛿.

There are in total 2𝑂 (𝑐𝑚) number of Merlin’s messages, so in expectation the query

algorithm examines all such 𝑥 (𝑖)’s for 2𝑂 (𝑐𝑚) · 𝛿𝑛𝑦 times under these messages 𝑚’s.

Adding up the above two cases, in expectation the query algorithm spends 𝑂 (𝑛𝑦) +

2𝑂 (𝑐𝑚) · 𝛿𝑛𝑦 time to visit 𝑥 (𝑖)’s where 𝑓 (𝑥 (𝑖) , 𝑦) = 1.

– For all 𝑥 (𝑖) ∈ D where 𝑓 (𝑥 (𝑖) , 𝑦) = 0: First note that there are 𝑛 − 𝑛𝑦 such 𝑥 (𝑖)’s.

∗ For the unique special message of Merlin 𝑚∗ = 𝑚∗(𝜆, 𝑥 (𝑖) , 𝑦, 𝑅pub), since the

protocol has false positive error 𝜀 under this unique special message, i.e., we have

Pr
𝑥∼𝜆,𝑅pub,𝑅pri

[
𝜋
(
𝜆, 𝑥, 𝑦, 𝑚∗(𝜆, 𝑥, 𝑦, 𝑅pub), 𝑅pub, 𝑅pri

)
≠ 𝑓 (𝑥, 𝑦)

]
≤ 𝜀,

and since 𝜆 is the uniform distribution over D, in expectation the query algorithm

examines all such 𝑥 (𝑖) for 𝑂 (𝜀𝑛) times under the unique special messages 𝑚∗’s.

∗ For every other possible Merlin’s message 𝑚, using the same argument as the

“ 𝑓 (𝑥 (𝑖) , 𝑦) = 1” case, in expectation the query algorithm examines all such 𝑥 (𝑖)’s

for 2𝑂 (𝑐𝑚) · 𝛿(𝑛 − 𝑛𝑦) times under these messages 𝑚’s.

Adding up the above two cases, in expectation the query algorithm spends 𝑂 (𝜀𝑛 +

2𝑂 (𝑐𝑚) · 𝛿(𝑛 − 𝑛𝑦)) time to visit 𝑥 (𝑖)’s where 𝑓 (𝑥 (𝑖) , 𝑦) = 0.

Thus in total the data structure has expected query time 𝑡𝑞 = 𝑂 (2𝑂 (𝑐𝑎+𝑐𝑚) · (𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚 + 𝑐𝑐 + 𝑡𝑏) +

𝑛𝑦 + 𝜀𝑛 + 2𝑂 (𝑐𝑚) · 𝛿𝑛).
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8.5 Data Structure for Partial Match with 𝑤 Wildcards

In this section we combine the communication protocol of Theorem 8.3.3 and the reduction of

Theorem 8.4.1 to construct a data structure for the partial match problem with up to 𝑤 wildcards.

Theorem 8.5.1 (Data structure for partial match with up to 𝑤 wildcards). For any large enough

integer 𝑛, any 1 < 𝑐 ≤ log 𝑛
10(log log 𝑛)4 , any 𝑑 ≤ 𝑛0.1, there exists a data structure for the partial match

problem with up to 𝑤 = 𝑐 log 𝑛 wildcards with the following guarantees:

• Preprocess: Given an input set D = {𝑥 (1) , · · · , 𝑥 (𝑛)} ⊂ X, preprocess the set D using

𝑠 = 𝑂 (𝑛1.1) space, and 𝑡𝑝 = 𝑂 (𝑛2.1𝑑) time.

• Query: Given a query 𝑦 ∈ Y, output all 𝑥 (𝑖) ∈ D such that 𝑓 (𝑥 (𝑖) , 𝑦) = 1. The expected

query time is 𝑡𝑞 = 𝑂 (𝑛
1− 1

Θ(𝑐 (log 𝑐)2 ) + 𝑛𝑦), where 𝑛𝑦 is the number of 𝑥 (𝑖)’s that 𝑓 (𝑥 (𝑖) , 𝑦) = 1.

Proof. Let 𝐶1 be the maximum constant in the big 𝑂 notations of Theorem 8.3.3, and let 𝐶2 be

the maximum constant in the big 𝑂 notations of Theorem 8.4.1. Let 𝜆 be the uniform distribution

over D. Let 𝜀 = 2
− log 𝑛
𝑐 (log 𝑐)2

· 1
109𝐶4

1𝐶
4
2 log(𝐶1𝐶2 )2 , 𝛿 = 𝑛

− 1
100𝐶1𝐶2 . Note that we have log( 1

𝜀
) = log 𝑛

𝑐(log 𝑐)2 ·
1

109𝐶4
1𝐶

4
2 log(𝐶1𝐶2)2

, and log( 1
𝛿
) = log 𝑛

100𝐶1𝐶2
. For large enough 𝑛 and since 𝑐 ≤ log 𝑛

10(log log 𝑛)4 , we have that

log(𝑤
𝜀
) = log(𝑐 log 𝑛) + log 𝑛

𝑐(log 𝑐)2
· 1

109𝐶4
1𝐶

4
2 log(𝐶1𝐶2)2

≤ log 𝑛
𝑐(log 𝑐)2

· 1
9 · 108 · 𝐶4

1𝐶
4
2 log(𝐶1𝐶2)2

, (8.7)

𝑤

log(1/𝜀) = 𝑐
2(log 𝑐)2 · 109𝐶4

1𝐶
4
2 log(𝐶1𝐶2)2

≤ (log 𝑛)2
(log log 𝑛)2

· 109𝐶4
1𝐶

4
2 log(𝐶1𝐶2)2 ≤

1
104𝐶2

1𝐶
2
2
(log 𝑛)2, (8.8)

log( 𝑤

log(1/𝜀) ) = log
(
𝑐2(log 𝑐)2 · 109𝐶4

1𝐶
4
2 log(𝐶1𝐶2)2

)
≤ 4 log 𝑐 + 6 log(𝐶1𝐶2) + 30. (8.9)

By Theorem 8.3.3, there is a communication protocol for 𝑤-sparse partial match with the

following guarantees:

1. The protocol has 𝛿 soundness.
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2. When Merlin’s messages are the unique special messages, the protocol has false positive

error 𝜀 + 𝛿.

3. The communication cost of Merlin is bounded by

𝑐𝑚 ≤ 𝐶1 ·
(√︂

𝑤 log(𝑤
𝜀
) + log(𝑤

𝜀
)
)
· log( 𝑤

log(1/𝜀) )

≤ 𝐶1 ·
(√︄
𝑐 log 𝑛 · log 𝑛

𝑐(log 𝑐)2
· 1

9 · 108 · 𝐶4
1𝐶

4
2 log(𝐶1𝐶2)2

)
·
(
4 log 𝑐 + 6 log(𝐶1𝐶2) + 30

)
≤ log 𝑛

1000𝐶1𝐶
2
2
,

where the second step follows from Eq. (8.7) and (8.9).

4. The communication cost of Alice is bounded by

𝑐𝑎 ≤ 𝐶1 ·
(
log(1

𝛿
) +

√︂
𝑤

log(1/𝜀)

)
≤ 𝐶1 ·

(
log 𝑛

100𝐶1𝐶2
+ log 𝑛

100𝐶1𝐶2

)
≤ log 𝑛

50𝐶2
,

where the second step follows from Eq. (8.8).

The communication cost 𝑐𝑏 of Bob is bounded by

𝐶1

((√︂
𝑤 log(𝑤

𝜀
) + log(𝑤

𝜀
)
)

log( 𝑤

log(1/𝜀) ) + log log(𝑤
𝛿
) log

(
𝑤 + log(𝑤

𝜀
)
)
+ log(1

𝛿
)
)

≤ log 𝑛
1000𝐶1𝐶

2
2
+𝑂 ((log log 𝑛)2) + log 𝑛

100𝐶2
≤ log 𝑛

50𝐶2
,

where in the second step we bound the first term by the same proof as the upper bound of

𝑐𝑚, bound the second term by noting that log log( 𝑤
𝛿
) = 𝑂 (log log 𝑛) and log

(
𝑤 + log( 𝑤

𝜀
) =

𝑂 (log log 𝑛), and bound the third term by log( 1
𝛿
) = log 𝑛

100𝐶1𝐶2
, and the third step follows from

𝑂 ((log log 𝑛)2) is much smaller than the log 𝑛 terms when 𝑛 is large enough.
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The time complexity of both players are bounded by

𝑡𝑎, 𝑡𝑏 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
≤ 𝑂

(
𝑛

1
109𝑐 (log 𝑐)2 · 𝑑

)
· poly(log 𝑛),

where the second step follows from 𝜀 = 2
− log 𝑛
𝑐 (log 𝑐)2

· 1
109𝐶4

1𝐶
4
2 log(𝐶1𝐶2 )2 , and that the terms 𝑤, log( 1

𝛿
),

log 𝑑, log( 𝑤
𝜀
) are all bounded by 𝑂 (log 𝑛).

5. The communication cost of Carol is bounded by

𝑐𝑐 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3

)
≤ 𝑂

(
𝑛

1
109𝑐 (log 𝑐)2 · 𝑑

)
· poly(log 𝑛),

where we use the same argument for the upper bound of 𝑡𝑎 and 𝑡𝑏.

The time complexity of Carol is bounded by

𝑡𝑐 ≤ 𝑂
(
𝑑𝑤3

𝜀
log(1

𝛿
) (log 𝑑)3 log(𝑤

𝜀
)3 · TSample + 𝑑 · TUpdate

)
≤ 𝑂

(
𝑛

1+ 1
109𝑐 (log 𝑐)2 · 𝑑 · poly(log 𝑛) + 𝑑𝑛

)
where the second step follows from the same argument for the upper bound of 𝑡𝑎 and 𝑡𝑏, and

that TSample ≤ 𝑂 (𝑛) and TUpdate ≤ 𝑂 (𝑛) when 𝜆 is the uniform distribution over D.

Then using Theorem 8.4.1 and this protocol, we can build a data structure for the partial match

problem with up to 𝑤 = 𝑐 log 𝑛 wildcards with the following guarantees:

• Query time:

𝑡𝑞 = 2𝐶2·(𝑐𝑎+𝑐𝑚) · (𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚 + 𝑐𝑐 + 𝑡𝑏) +𝑂 (𝜀𝑛) + 2𝐶2·𝑐𝑚 · 𝛿𝑛 +𝑂 (𝑛𝑦)

≤ 𝑂 (𝑛0.1𝑑 · poly(log 𝑛)) +𝑂 (𝑛1− 1
Θ(𝑐 (log 𝑐)2 ) ) +𝑂 (𝑛1− 1

1000𝐶1𝐶2 )

≤ 𝑂 (𝑛1− 1
Θ(𝑐 (log 𝑐)2 ) ),

where in the second step we bound the first term using 2𝐶2·(𝑐𝑎+𝑐𝑚) ≤ 𝑂 (𝑛0.05) and 𝑐𝑎 + 𝑐𝑏 +
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𝑐𝑚 + 𝑐𝑐 + 𝑡𝑏 ≤ 𝑛0.05𝑑poly(log 𝑛), we bound the second term using 𝜀 = 2−
log 𝑛

Θ(𝑐 (log 𝑐)2 ) , we bound

the third step using that 2𝐶2·𝑐𝑚 ≤ 𝑛
1

1000𝐶1𝐶2 and 𝛿 = 𝑛
− 1

100𝐶1𝐶2 . Note that the dominating term

of the query time comes from 𝑂 (𝜀𝑛).

• Space:

𝑠 = 2𝐶2·(𝑐𝑎+𝑐𝑏+𝑐𝑚) · (𝑛 + 𝑐𝑐)

≤ 𝑛0.05 · (𝑛 + 𝑛10−9 · 𝑑 · poly(log 𝑛)) ≤ 𝑂 (𝑛1.1),

where the second step follows from 𝑐𝑎 + 𝑐𝑏 + 𝑐𝑚 ≤ log 𝑛
20𝐶2

.

• Preprocessing time:

𝑡𝑝 = 2𝐶2·(𝑐𝑎+𝑐𝑏+𝑐𝑚) · 𝑛 · (𝑡𝑎 + 𝑡𝑏 + 𝑡𝑐)

≤ 𝑛0.05 · 𝑛 · 𝑛1+10−9 · 𝑑 · poly(log 𝑛) ≤ 𝑂 (𝑛2.1𝑑).

8.6 List-of-Points Lower Bound

In this section we show that the list-of-points lower bound of [81] implies an 𝑛1−1/
√
𝑐 list-of-

points lower bound for the query time of the partial match problem PM𝑛,𝑑=𝑐 log 𝑛. Note that this

problem is equivalent to the online OV problem with dimension 𝑑 = 2𝑐 log 𝑛, and in fact we prove

our lower bound for the online OV problem. The list-of-points model is a general model that

captures data-independent algorithms, and it was introduced in [257]. See Definition 1.5 of [257]

and Definition 2 of [81],

Definition 8.6.1 (List-of-points data structures). Let𝑈 and𝑄 be spaces of data points and queries.

Let 𝑆 : 𝑈×𝑄 → {0, 1} be a similarity measure. A list-of-points data structure is defined as follows:

• We fix (possibly random) sets 𝐴𝑖 ⊆ 𝑈, for 𝑖 ∈ [𝑚]. Also, for each possible query point 𝑦 ∈ 𝑄,

we associate a (random) set of indices 𝐼 (𝑦) ⊆ [𝑚].
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• For a given dataset D ⊆ 𝑈, the data structure maintains 𝑚 lists of points 𝐿1, 𝐿2, · · · , 𝐿𝑚,

where 𝐿𝑖 = D ∩ 𝐴𝑖.

• On query 𝑦 ∈ 𝑄, we scan through each list 𝐿𝑖 for all 𝑖 ∈ 𝐼 (𝑦) and check whether there exists

some 𝑥 ∈ 𝐿𝑖 with 𝑆(𝑥, 𝑦) = 1. If it exists, return 𝑥.

The total space is 𝑠 = 𝑚 +∑𝑚
𝑖=1 |𝐿𝑖 |, and the query time is 𝑡 = |𝐼 (𝑦) | +∑

𝑖∈𝐼 (𝑦) |𝐿𝑖 |.

Our main lower bound theorem states that any list-of-points data structure for the online OV

problem with dimension 𝑑 = 𝑐 log 𝑛 must use 𝑛1−1/
√
𝑐 query time if it uses polynomial space.

Theorem 8.6.2 (Main list-of-points lower bound). Let 1600 ≤ 𝑐 ≤ 𝑛. Consider any list-of-points

data structure for the online OV problem over 𝑛 points of dimension 𝑑 = 𝑐 log 𝑛 that succeeds with

probability ≥ 0.995. For any 𝛾 ∈ [20,
√
𝑐/2], if the data structure uses expected space ≤ 𝑛𝑂 (log 𝛾) ,

then its expected query time is at least

𝑛1−𝑂 (𝛾/
√
𝑐) .

We use the results of [81] to prove this theorem. In Section 8.6.1, we provide the necessary

background of [81]. In Section 8.6.2, we combine the lower bound of [81] and a “random instance

to worst case” reduction tailored for our problem to prove a lower bound that has KL divergence

terms. In Section 8.6.3 we simplify the KL divergence terms. Finally in Section 8.6.4 we prove

Theorem 8.6.2.

8.6.1 Background of [81]

We first introduce some definitions from [81] that we will use in our proofs.

Definition 8.6.3 (KL-divergence). The KL-divergence between any two discrete distributions over

Ω is defined as

D(𝑃 ∥𝑄) =
∑︁
𝜔∈Ω

𝑃(𝜔) log
𝑃(𝜔)
𝑄(𝜔) .
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In particular, for Bernoulli distributions with probabilities 𝑝 and 𝑞 to be 1, we define

d𝑝𝑞 = 𝑝 log
𝑝

𝑞
+ (1 − 𝑝) log

1 − 𝑝
1 − 𝑞 .

Definition 8.6.4 (Two dimensional Bernoulli distributions). Let 𝑃 =

[
𝑤1 𝑤𝑞−𝑤1

𝑤𝑢−𝑤1 1−𝑤𝑞−𝑤𝑢+𝑤1

]
. We say

a random variable 𝑋 ∈ {0, 1}2 follows the distribution Bernoulli(𝑃) if Pr[𝑋 = [ 1−𝑖
1− 𝑗 ]] = 𝑃𝑖, 𝑗 for

all 𝑖, 𝑗 ∈ {0, 1}.

[81] considers the gap set similarity search problem (GapSS) with four parameters 𝑤𝑞, 𝑤𝑢, 𝑤1,

𝑤2 such that 0 < 𝑤2 < 𝑤1 ≤ min{𝑤𝑞, 𝑤𝑢} < 1 and 𝑤𝑞𝑑 and 𝑤𝑢𝑑 are integers.

Definition 8.6.5 (The (𝑤𝑞, 𝑤𝑢, 𝑤1, 𝑤2)-GapSS problem). Given a dataset D of 𝑛 sets where each

set 𝑥 ⊆ [𝑑] has size 𝑤𝑢𝑑, build a data structure so that for any query set 𝑦 ⊆ [𝑑] of size 𝑤𝑞𝑑:

• either returns 𝑥′ ∈ D with |𝑥′ ∩ 𝑦 | > 𝑤2𝑑,

• or determines that there is no 𝑥 ∈ 𝑃 with |𝑥 ∩ 𝑦 | ≥ 𝑤1𝑑.

Relation of online OV with GapSS. When 𝑤1 = 𝑤𝑢 ≤ 𝑤𝑞, the GapSS problem is equivalent to

the (approximate) subset query problem: if there exists 𝑥 ∈ D such that 𝑥 ⊆ 𝑦, we need to output

an approximate solution.

Subset query is equivalent to online OV. We also view the sets 𝑥, 𝑦 ⊆ [𝑑] as vectors in {0, 1}𝑑 .

𝑥 ⊆ 𝑦 iff 𝑥 and 𝑦 are orthogonal, where 𝑦𝑖 = 1 − 𝑦𝑖.

8.6.2 A List-of-Points Lower Bound with KL Divergence Terms

In this section we use [81] to prove a list-of-points lower bound with KL divergence terms. We

will simplify the KL divergence terms in the next section.

We first define a random instance for subset query, which follows from the discussion in the

beginning of Section 3 of [81]. Theorem 3 of [81] sets 𝑤2 = 𝑤𝑢𝑤𝑞 but allows arbitrary 𝑤1. Since

we consider the subset query problem, we restrict 𝑤1 = 𝑤𝑢.
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Definition 8.6.6 (Random instance for subset query). Let 0 < 𝑤𝑢 ≤ 𝑤𝑞 < 1 be two parameters.

We define a distribution of dataset-query pairs (D, 𝑦) where D ⊆ {0, 1}𝑑 and |D| = 𝑛, and

𝑦 ∈ {0, 1}𝑑 . A (𝑤𝑢, 𝑤𝑞)-random dataset-query pair for subset query is drawn from the following

distribution.

1. The query 𝑦 ∈ {0, 1}𝑑 is created by sampling 𝑑 random independent bits with Bernoulli(𝑤𝑞)

distribution.

2. A dataset D ⊆ {0, 1}𝑑 is constructed by sampling 𝑛 − 1 vectors with random independent

bits from Bernoulli(𝑤𝑢).

3. A special point 𝑥′ ∈ {0, 1}𝑑 is created by 𝑥′
𝑖
∼ Bernoulli(𝑤𝑢/𝑤𝑞) if 𝑦𝑖 = 1 and 𝑥′

𝑖
= 0

otherwise. This point is also added to D.

The goal of the data structure is to preprocess D such that it recovers 𝑥′ when given the query 𝑦.

Note that the special point 𝑥′ is always a subset of the query 𝑦, and we can equivalently sample

each (𝑥′
𝑖
, 𝑦𝑖) ∼ Bernoulli(𝑃) where 𝑃 =

[
𝑤𝑢 𝑤𝑞−𝑤𝑢
0 1−𝑤𝑞

]
.

Lower bound of [81]. The proof of the lower bound (Theorem 3) of [81] has two steps:

1. Lower bound for random instances. They first prove a lower bound for any list-of-points

data structure that successfully solves the above random instance with probability ≥ 0.99.

2. Reduction of random instances to worst case Then they show that any data structure for

the GapSS problem also directly solves the random instance, so the lower bound in Step 1

also applies to the GapSS problem.

To prove this, they need the dimension to be large: 𝑤𝑞𝑤𝑢𝑑 = 𝜔(log 𝑛), so that in the random

instance the sizes of the data points, the query, and their intersections all concentrate to within

1 + 𝑜(1) factors of their expectations.
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In our proof we will use the same lower bound for random instances (Step 1) as Theorem 3 of

[81], while proving a different “randoms instance to worst case” reduction (Step 2) tailored for the

exact subset query problem.

We no longer need the 𝑤𝑞𝑤𝑢𝑑 = 𝜔(log 𝑛) constraint since we allow data points and queries to

have arbitrary number of ones. Instead, we need a different constraint 𝑤𝑢 (1 − 𝑤𝑞) > 2
𝑐

so that in

the random instance with high constant probability the special point 𝑥′ is the unique data point that

satisfy 𝑥′ ⊆ 𝑦.

Theorem 8.6.7 (List-of-points lower bound with KL divergence terms). Assume 𝑛 ≥ 200. Consider

any list-of-points data structure for the online OV problem over 𝑛 points of dimension 𝑑 = 𝑐 log 𝑛,

which has expected space 𝑛1+𝜌𝑢 and expected query time 𝑛𝜌𝑞 , and succeeds with probability

≥ 0.995. Then for any two parameters (𝑤𝑞, 𝑤𝑢) that satisfy 0 < 𝑤𝑢 ≤ 𝑤𝑞 < 1 and 𝑤𝑢 (1−𝑤𝑞) > 2
𝑐
,

and any 𝛼 ∈ [0, 1], we have that

𝛼𝜌𝑞 + (1 − 𝛼)𝜌𝑢 ≥ inf
𝑡𝑞 ,𝑡𝑢∈[0,1]
𝑡𝑢≠𝑤𝑢

(
𝛼

D(𝑇 ∥ 𝑃) − d𝑡𝑞𝑤𝑞
d𝑡𝑢𝑤𝑢

+ (1 − 𝛼)D(𝑇 ∥ 𝑃) − d𝑡𝑢𝑤𝑢
d𝑡𝑢𝑤𝑢

)
,

where 𝑃 =

[
𝑤𝑢 𝑤𝑞−𝑤𝑢
0 1−𝑤𝑞

]
and 𝑇 = arg inf

𝑇≪𝑃, E
𝑋∼𝑇
[𝑋]=[𝑡𝑞

𝑡𝑢
]
D(𝑇 ∥ 𝑃).

Proof. Since online OV is equivalent to subset query, in this proof we consider subset query

instead. Let 𝐴 be a data structure as described in the theorem statement. Consider a (𝑤𝑢, 𝑤𝑞)-

random dataset-query pair (D, 𝑦) defined in Definition 8.6.6. It suffices to prove that 𝐴 solves this

random instance with success probability ≥ 0.99, and the rest of the proof follows the same way as

that of Theorem 3 of [81].

The data structure 𝐴 only fails to output the special point 𝑥′ in two scenarios: (1) There exist

another 𝑥 ∈ D such that 𝑥 ⊆ 𝑦, and 𝐴 outputs 𝑥 instead. (2) 𝑥′ is the unique data point that is

a subset of 𝑦, but the data structure fails on this input (D, 𝑦). The second event happens with

probability < 0.005. It remains to prove that the probability that there exists another data point

𝑥 ⊆ 𝑦 is at most 0.005. Then using the union bound we have that 𝐴 fails to solve the random
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instance with probability < 0.01.

Consider any data point 𝑥 ≠ 𝑥′. Since the bits of 𝑥 are sampled from Bernoulli(𝑤𝑢) and the bits

of 𝑦 are sampled from Bernoulli(𝑤𝑞), we have

Pr[𝑥 ⊆ 𝑦] =
(
1 − 𝑤𝑢 (1 − 𝑤𝑞)

)𝑑 ≤ 𝑒−𝑤𝑢 (1−𝑤𝑞)𝑑 ≤ 1
𝑛2 ,

where the second step follows from (1 − 1/𝑛)𝑛 ≤ 𝑒−1, the third step follows from 𝑤𝑢 (1 − 𝑤𝑞) > 2
𝑐

and 𝑑 = 𝑐 log 𝑛.

Thus we have that the expected number of 𝑥 that is a subset of 𝑦 is 𝑛 · Pr𝑥⊆𝑦 [𝑥 ⊆ 𝑦] ≤ 1/𝑛.

Using Markov’s inequality, the probability that there exists an 𝑥 ≠ 𝑥′ that is a subset of 𝑦 is at most

1/𝑛. When 𝑛 ≥ 200, this probability is ≤ 0.005.

The following corollary gives a lower bound of the query time when fixing a space budget.

Corollary 8.6.8. Consider any list-of-points data structure for the online OV problem over 𝑛 points

of dimension 𝑑 = 𝑐 log 𝑛, which has expected space 𝑛1+𝜌𝑢 and expected query time 𝑛𝜌𝑞 , and

succeeds with probability ≥ 0.995. Then for large enough 𝑛, for any two parameters (𝑤𝑞, 𝑤𝑢) that

satisfy 0 < 𝑤𝑢 ≤ 𝑤𝑞 < 1 and 𝑤𝑢 (1 − 𝑤𝑞) > 2
𝑐
, define two functions

𝑓𝑞 (𝑡𝑞, 𝑡𝑢) =
𝑡𝑢 log 𝑡𝑢

𝑤𝑢
+ (𝑡𝑞 − 𝑡𝑢) log 𝑡𝑞−𝑡𝑢

𝑤𝑞−𝑤𝑢 − 𝑡𝑞 log 𝑡𝑞
𝑤𝑞

d𝑡𝑢𝑤𝑢
,

𝑓𝑢 (𝑡𝑞, 𝑡𝑢) =
(1 − 𝑡𝑞) log 1−𝑡𝑞

1−𝑤𝑞 + (𝑡𝑞 − 𝑡𝑢) log 𝑡𝑞−𝑡𝑢
𝑤𝑞−𝑤𝑢 − (1 − 𝑡𝑢) log 1−𝑡𝑢

1−𝑤𝑢
d𝑡𝑢𝑤𝑢

,

(8.10)

and we have that

𝜌𝑞 ≥ min
𝑡𝑞 ,𝑡𝑢∈[0,1],𝑡𝑢≠𝑤𝑢,
𝑓𝑢 (𝑡𝑞 ,𝑡𝑢)≤𝜌𝑞

𝑓𝑞 (𝑡𝑞, 𝑡𝑢).

Proof. First note that in Theorem 8.6.7, in order to make D(𝑇 ∥ 𝑃) finite while satisfying E
𝑋∼𝑇
[𝑋] =

[𝑡𝑞𝑡𝑢], we must have

𝑇 =


𝑡𝑢 𝑡𝑞 − 𝑡𝑢

0 1 − 𝑡𝑞

 .
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The two terms in Theorem 8.6.7 becomes the functions defined in this corollary:

D(𝑇 ∥ 𝑃) − d𝑡𝑞𝑤𝑞
d𝑡𝑢𝑤𝑢

= 𝑓𝑞 (𝑡𝑞, 𝑡𝑢),
D(𝑇 ∥ 𝑃) − d𝑡𝑢𝑤𝑢

d𝑡𝑢𝑤𝑢
= 𝑓𝑢 (𝑡𝑞, 𝑡𝑢),

and the statement of Theorem 8.6.7 becomes

𝛼𝜌𝑞 + (1 − 𝛼)𝜌𝑢 ≥ inf
𝑡𝑞 ,𝑡𝑢∈[0,1]
𝑡𝑢≠𝑤𝑢

(
𝛼 𝑓𝑞 (𝑡𝑞, 𝑡𝑢) + (1 − 𝛼) 𝑓𝑢 (𝑡𝑞, 𝑡𝑢)

)
, ∀𝛼 ∈ [0, 1] . (8.11)

Note that we always have 𝑓𝑞 (𝑡𝑞, 𝑡𝑢), 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) ≥ 0 since 𝑓𝑞 (𝑡𝑞, 𝑡𝑢) =
𝑡𝑞 ·d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞

d𝑡𝑢𝑤𝑢 and 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) =
(1−𝑡𝑢)·d(1−𝑡𝑞)/(1−𝑡𝑢) (1−𝑤𝑞)/(1−𝑤𝑢)

d𝑡𝑢𝑤𝑢 .

Define a function 𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) = 𝛼 𝑓𝑞 (𝑡𝑞, 𝑡𝑢) + (1 − 𝛼) 𝑓𝑢 (𝑡𝑞, 𝑡𝑢). Let 𝑓 max
𝑢 be the maximum of

𝑓𝑢 (𝑡𝑞, 𝑡𝑢) when 𝑓𝑞 (𝑡𝑞, 𝑡𝑢) = 0. We claim that for any value 𝜌𝑢 ∈ [0, 𝑓 max
𝑢 ], there exists an 𝛼 ∈ [0, 1]

such that the minimum of 𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) is achieved when 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) ≤ 𝜌𝑢. This means fixing any 𝜌𝑢,

we must have

𝜌𝑞 ≥ min
𝑡𝑞 ,𝑡𝑢∈[0,1],𝑡𝑢≠𝑤𝑢,
𝑓𝑢 (𝑡𝑞 ,𝑡𝑢)≤𝜌𝑞

𝑓𝑞 (𝑡𝑞, 𝑡𝑢),

since otherwise Eq. (8.11) is violated for some 𝛼.

It remains to prove this claim. We use the observation about the continuity of the terms that

was made in the discussion of Theorem 3 in [81]. It is easy to see that 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) = 0 minimizes

𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) when 𝛼 = 0, and similarly 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) = 𝑓 max
𝑢 minimizes 𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) when 𝛼 = 1. By

continuity of the terms, when we change 𝛼 from 0 to 1, the value of 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) that minimizes

𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) will continuously and monotonically change from 0 to 𝑓 max
𝑢 . This proves that for any

value 𝜌𝑢 ∈ [0, 𝑓 max
𝑢 ], there exists an 𝛼 ∈ [0, 1] such that the minimum of 𝑓 (𝛼, 𝑡𝑞, 𝑡𝑢) is achieved

when 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) ≤ 𝜌𝑢.

8.6.3 Simplification of KL Divergence Terms

In this section we simplify the terms of the two functions 𝑓𝑞 and 𝑓𝑢 of Corollary 8.6.8.

We use the following observation of [81] (stated in their Example 2 in the upper bound section,
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note that their lower bound matches the upper bound when 𝑤1 = 𝑤𝑢 and 𝑤2 = 𝑤𝑢𝑤𝑞).

Observation 8.6.9 (Optimal trade-offs, Example 2 in Section 1.2 of [81]). Given two parameters

0 < 𝑤𝑢 ≤ 𝑤𝑞 < 1, let 𝑓𝑞 (𝑡𝑢, 𝑡𝑞) and 𝑓𝑢 (𝑡𝑢, 𝑡𝑞) be defined as of Eq. (8.10) of Corollary 8.6.8. For

any 𝛼 ∈ [𝑤𝑢 (1 − 𝑤𝑞), 𝑤𝑞 (1 − 𝑤𝑢)], define

𝑡𝑞 (𝛼) =
−𝛼

𝑤𝑞 − 𝑤𝑢
+
𝑤𝑞 (1 − 𝑤𝑢)
𝑤𝑞 − 𝑤𝑢

, 𝑡𝑢 (𝛼) =
𝑤𝑢 (1 − 𝑤𝑢)𝑤𝑞 (1 − 𝑤𝑞)

𝑤𝑞 − 𝑤𝑢
𝛼−1 −

𝑤𝑢 (1 − 𝑤𝑞)
𝑤𝑞 − 𝑤𝑢

. (8.12)

Then the optimal trade-offs of 𝑓𝑞 (𝑡𝑞, 𝑡𝑢) and 𝑓𝑢 (𝑡𝑞, 𝑡𝑢) are achieved by 𝑡𝑞 (𝛼) and 𝑡𝑢 (𝛼).

Note that 𝑓𝑞 and 𝑓𝑢 becomes functions of 𝛼 after plugging in 𝑡𝑞 (𝛼) and 𝑡𝑢 (𝛼) of Eq. (8.12):

𝑓𝑞 (𝛼) =
𝑡𝑞 log 1−𝑡𝑢

1−𝑤𝑢 − 𝑡𝑢 log 1−𝑡𝑞
1−𝑤𝑞

d𝑡𝑢𝑤𝑢
, 𝑓𝑢 (𝛼) =

(1 − 𝑡𝑢) log 𝑡𝑞
𝑤𝑞
− (1 − 𝑡𝑞) log 𝑡𝑢

𝑤𝑢

d𝑡𝑢𝑤𝑢
. (8.13)

The next lemma shows that the two functions 𝑓𝑞 (𝛼) and 𝑓𝑢 (𝛼) in Eq. (8.13) are both monotonic.

The proof of this lemma is delayed to the appendix.

Lemma 8.6.10 (Monotonicity). Let 𝑓𝑞 (𝛼) and 𝑓𝑢 (𝛼) be defined as of Eq. (8.12)(8.13) of Observa-

tion 8.6.9. Then 𝑓𝑞 (𝛼) is monotonically decreasing and 𝑓𝑢 (𝛼) is monotonically increasing.

In the next lemma we show lower bounds of 𝑓𝑞 and 𝑓𝑢 on a particular point of the trade-offs.

Lemma 8.6.11 (Lower bounds of 𝑓𝑞 and 𝑓𝑢 on one trade-off point). Given any two parameters

𝑥 ∈ (0, 1
40 ] and 𝛾 ∈ [20, 1

2𝑥 ], let 𝑤𝑢 = 𝛾𝑥 and 𝑤𝑞 = 1 − 𝑥. Note that 0 < 𝑤𝑢 ≤ 𝑤𝑞 < 1. Let 𝑓𝑞 (𝛼)

and 𝑓𝑢 (𝛼) be defined as of Eq. (8.12)(8.13) of Observation 8.6.9. Let 𝛼 = 𝑤𝑢 (1 − 𝑤𝑢), then we

have

𝑓𝑞 (𝛼) ≥ 1 − 2(𝛾 − 1)𝑥, 𝑓𝑢 (𝛼) ≥
log 𝛾

4
− 1.

Proof. When 𝛼 = 𝑤𝑢 (1 − 𝑤𝑢), the values of 𝑡𝑞 (𝛼) and 𝑡𝑢 (𝛼) of Eq. (8.12) are

𝑡𝑞 (𝛼) = 1 − 𝑤𝑢, 𝑡𝑢 (𝛼) = 1 − 𝑤𝑞 .
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Thus the values of 𝑓𝑞 (𝛼) and 𝑓𝑢 (𝛼) of Eq. (8.13) are

𝑓𝑞 (𝛼) =
(1 − 𝑤𝑢) log 𝑤𝑞

1−𝑤𝑢 − (1 − 𝑤𝑞) log 𝑤𝑢
1−𝑤𝑞

(1 − 𝑤𝑞) log 1−𝑤𝑞
𝑤𝑢
+ 𝑤𝑞 log 𝑤𝑞

1−𝑤𝑢

, 𝑓𝑢 (𝛼) =
𝑤𝑞 log 1−𝑤𝑢

𝑤𝑞
− 𝑤𝑢 log 1−𝑤𝑞

𝑤𝑢

(1 − 𝑤𝑞) log 1−𝑤𝑞
𝑤𝑢
+ 𝑤𝑞 log 𝑤𝑞

1−𝑤𝑢

.

We first prove the lower bound of 𝑓𝑞 (𝛼). Plugging in 𝑤𝑢 = 𝛾𝑥 and 𝑤𝑞 = 1 − 𝑥, we have

𝑓𝑞 (𝛼) =
(1 − 𝑤𝑢) log 𝑤𝑞

1−𝑤𝑢 − (1 − 𝑤𝑞) log 𝑤𝑢
1−𝑤𝑞

(1 − 𝑤𝑞) log 1−𝑤𝑞
𝑤𝑢
+ 𝑤𝑞 log 𝑤𝑞

1−𝑤𝑢

=
(1 − 𝛾𝑥) log 1−𝑥

1−𝛾𝑥 − 𝑥 log 𝛾

−𝑥 log 𝛾 + (1 − 𝑥) 1−𝑥
1−𝛾𝑥

= 1 −
(𝛾 − 1)𝑥 log 1−𝑥

1−𝛾𝑥

−𝑥 log 𝛾 + (1 − 𝑥) log 1−𝑥
1−𝛾𝑥

.

We bound the second term of 𝑓𝑞 (𝛼) as follows:

(𝛾 − 1)𝑥 log 1−𝑥
1−𝛾𝑥

−𝑥 log 𝛾 + (1 − 𝑥) log 1−𝑥
1−𝛾𝑥

=
(𝛾 − 1)𝑥

1 − 𝑥 − 𝑥 log 𝛾
log 1−𝑥

1−𝛾𝑥

≤ (𝛾 − 1)𝑥
1 − 𝑥 − 𝑥 log 𝛾

(𝛾−1)𝑥
≤ 2(𝛾 − 1)𝑥,

where the second step follows from log 1−𝑥
1−𝛾𝑥 ≥ log

(
1 + (𝛾 − 1)𝑥

)
≥ (𝛾 − 1)𝑥 since log(1 + 𝑦) ≥ 𝑦

when 𝑦 ≤ 1, and the third step follows from 𝑥 + log 𝛾
𝛾−1 ≤

1
2 since 𝑥 ≤ 1

40 and 𝛾 ≥ 20.

Combining the above two equations gives the desired lower bound 𝑓𝑞 (𝛼) ≥ 1 − 2(𝛾 − 1)𝑥.

Next we prove the lower bound of 𝑓𝑢 (𝛼). Plugging in 𝑤𝑢 = 𝛾𝑥 and 𝑤𝑞 = 1 − 𝑥, we have

𝑓𝑢 (𝛼) =
𝑤𝑞 log 1−𝑤𝑢

𝑤𝑞
− 𝑤𝑢 log 1−𝑤𝑞

𝑤𝑢

(1 − 𝑤𝑞) log 1−𝑤𝑞
𝑤𝑢
+ 𝑤𝑞 log 𝑤𝑞

1−𝑤𝑢

=
(1 − 𝑥) log 1−𝛾𝑥

1−𝑥 + 𝛾𝑥 log 𝛾

−𝑥 log 𝛾 + (1 − 𝑥) log 1−𝑥
1−𝛾𝑥

=
(𝛾 − 1)𝑥 log 𝛾

−𝑥 log 𝛾 + (1 − 𝑥) log 1−𝑥
1−𝛾𝑥
− 1.
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We bound the first term of 𝑓𝑢 (𝛼) as follows:

(𝛾 − 1)𝑥 log 𝛾
−𝑥 log 𝛾 + (1 − 𝑥) log 1−𝑥

1−𝛾𝑥
≥ (𝛾 − 1)𝑥 log 𝛾

log 1−𝑥
1−𝛾𝑥

≥ (𝛾 − 1)𝑥 log 𝛾
log

(
1 + 2𝛾𝑥

) ≥ (𝛾 − 1)𝑥 log 𝛾
3𝛾𝑥

≥ log 𝛾
4

,

where the second step follows from log 1−𝑥
1−𝛾𝑥 ≤ log

(
1 + 2𝛾𝑥

)
since (1 + 2𝛾𝑥) (1 − 𝛾𝑥) ≥ 1 when

𝛾 ≤ 1
2𝑥 , and the third step follows from log

(
1 + 2𝛾𝑥

)
≤ log 𝑒 · 2𝛾𝑥 ≤ 3𝛾𝑥 since ln(1 + 𝑦) ≤ 𝑦, the

last step follows from 𝛾 ≥ 20.

Combining the above two equations gives the desired lower bound 𝑓𝑢 (𝛼) ≥ log 𝛾
4 − 1.

We end this section by combining the previous lemma and the observation from [81] to prove

a lower bound of the 𝑓𝑞 and 𝑓𝑢 functions of Corollary 8.6.8.

Lemma 8.6.12 (Lower bounds of 𝑓𝑞 and 𝑓𝑢 of Corollary 8.6.8). Given any two parameters 𝑥 ∈

(0, 1
40 ] and 𝛾 ∈ [20, 1

2𝑥 ], let 𝑤𝑢 = 𝛾𝑥 and 𝑤𝑞 = 1 − 𝑥. Let 𝑓𝑞 (𝑡𝑢, 𝑡𝑞) and 𝑓𝑢 (𝑡𝑢, 𝑡𝑞) be defined as of

Eq. (8.10) of Corollary 8.6.8. Then we have

min
𝑡𝑞 ,𝑡𝑢∈[0,1],𝑡𝑢≠𝑤𝑢,
𝑓𝑢 (𝑡𝑞 ,𝑡𝑢)≤(log 𝛾)/4−1

𝑓𝑞 (𝑡𝑞, 𝑡𝑢) ≥ 1 − 2(𝛾 − 1)𝑥.

Proof. By Observation 8.6.9, the optimal trade-offs of 𝑓𝑞 (𝑡𝑢, 𝑡𝑞) and 𝑓𝑢 (𝑡𝑢, 𝑡𝑞) are given by the

functions 𝑓𝑞 (𝛼) and 𝑓𝑢 (𝛼) of Eq. (8.12)(8.13). Lemma 8.6.11 shows that there exists an 𝛼0 on the

trade-offs such that 𝑓𝑞 (𝛼0) ≥ 1 − 2(𝛾 − 1)𝑥 and 𝑓𝑢 (𝛼0) ≥ log 𝛾
4 − 1. Since 𝑓𝑞 (𝛼) decreases and

𝑓𝑢 (𝛼) increases as 𝛼 moves from 𝑤𝑢 (1 − 𝑤𝑞) to 𝑤𝑞 (1 − 𝑤𝑢) (Lemma 8.6.10), in order to make

𝑓𝑢 (𝛼) ≤ log 𝛾
4 − 1, we must have 𝛼 ≤ 𝛼0, and hence 𝑓𝑞 (𝛼) ≥ 𝑓𝑞 (𝛼0) ≥ 1 − 2(𝛾 − 1)𝑥.

8.6.4 Proof of the Lower Bound Theorem

Now we are ready to prove the main lower bound Theorem 8.6.2.

Proof of Theorem 8.6.2. Let 𝑛𝜌𝑞 and 𝑛𝜌𝑢+1 denote the query time and space of the data structure

described in the theorem statement. Set 𝑥 = 1√
𝑐
, and let 𝛾 be any number in random [20,

√
𝑐/2].
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Note that both 𝑥 and 𝑐 satisfy the requirements of Lemma 8.6.12. Let 𝑤𝑢 = 𝛾𝑥 =
𝛾√
𝑐

and

𝑤𝑞 = 1−𝑥 = 1− 1√
𝑐
. Note that we have 𝑤𝑢 (1−𝑤𝑞) = 𝛾

𝑐
> 2

𝑐
, so 𝑤𝑢 and 𝑤𝑞 satisfy the requirements

of Corollary 8.6.8. Thus we can apply Corollary 8.6.8 and Lemma 8.6.12, and get that when

𝜌𝑞 + 1 ≤ (log 𝛾)/4,

𝜌𝑞 ≥ min
𝑡𝑞 ,𝑡𝑢∈[0,1],𝑡𝑢≠𝑤𝑢,
𝑓𝑢 (𝑡𝑞 ,𝑡𝑢)≤𝜌𝑞

𝑓𝑞 (𝑡𝑞, 𝑡𝑢) ≥ 1 − 2(𝛾 − 1)
√
𝑐

.

8.7 Tightness of Distributional Communication Protocol for Set Disjointness

In this section we show that the communication protocol of Lemma 8.3.2 is essentially tight

for 𝑤 = 𝑑. We will convert this protocol to the standard communication model as defined in

Definition 8.2.1, and prove a matching lower bound.

8.7.1 Upper Bound

In this section we show the upper bound: we show that the communication protocol of

Lemma 8.3.2 can be converted to the standard communication model as defined in Definition 8.2.1.

Theorem 8.7.1 (Protocol of Lemma 8.3.2 in standard communication protocol). Fixing 𝜆 and 𝜌

to be two distributions over {0, 1}𝑑 . For any 𝜀 ∈ (0, 1/2), and any integers 𝑑, ℓ ∈ N+, there exists

a deterministic communication protocol for set disjointness over 𝜆 × 𝜌 with 𝜀 type II error, and

during the protocol

• Alice sends 𝑎 ≤ ℓ + ⌈𝑑/ℓ⌉ · log(3𝑒ℓ) bits,

• Bob sends 𝑏 ≤ 2ℓ · log(16ℓ/𝜀)) bits.

Corollary 8.7.2. By choosing ℓ =
√︁
𝑑/log(1/𝜀) ≥ 1, there is a communication protocol for set

disjointness over product distribution which has 𝜀 type II error and has communication complexity

𝑂 (
√︁
𝑑 log(1/𝜀) · log 𝑑).

Proof of Theorem 8.7.1. In Lemma 8.3.2 we showed a protocol in the special communication model

(Definition 8.2.2) with the same communication cost as in this theorem. Since the special com-
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munication model (Definition 8.2.2) is a more restricted model than the standard communication

model (Definition 8.2.1), we directly have a protocol in the standard communication model that

works for any distribution 𝜆 × 𝜌. This resulting protocol uses public randomness, and the only

remaining issue is to make it deterministic.

Fixing public randomness. Fixing distributions 𝜆 and 𝜌. We have shown that there exists a

protocol 𝜋 which uses public randomness 𝑅 and satisfies that

Pr
𝑥∼𝜆,𝑦∼𝜌,𝑅

[𝜋𝑅 (𝑥, 𝑦) ≠ 𝑓 (𝑥, 𝑦)] ≤ 𝜀.

Thus there must exist a fixed public randomness 𝑅0 such that

Pr
𝑥∼𝜆,𝑦∼𝜌

[𝜋𝑅0 (𝑥, 𝑦) ≠ 𝑓 (𝑥, 𝑦)] ≤ 𝜀.

Fixing 𝑅 = 𝑅0, we get the desired deterministic protocol.

8.7.2 Lower Bound

In this section we show a matching lower bound in Theorem 8.7.5. We prove it in a similar way

as Theorem 11 of [260] using a richness lemma (Lemma 5 of [260]).

Before presenting our main theorem, we first prove a tool.

Fact 8.7.3 (Disjoint probability). Let 𝜀 ∈ (0, 1/2). Let 𝑘 ≤ 𝑙 < 𝑑/3 be two integers that satisfy

𝑘 · 𝑙 < 𝑑 ln(1/𝜀)/3. Let 𝜆 be the uniform distribution over 𝑥 ⊆ [𝑑] of size 𝑘 , and let 𝜌 be the

uniform distribution over 𝑦 ⊆ [𝑑] of size 𝑙. We have

Pr
𝑥∼𝜆,𝑦∼𝜌

[𝑥 ∩ 𝑦 = ∅] ≥ 𝜀.
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Proof.

Pr
𝑥∼𝜆,𝑦∼𝜌

[𝑥 ∩ 𝑦 = ∅] =
(𝑑−𝑘
𝑙

)(𝑑
𝑙

) ≥ (1 − 𝑘

𝑑 − 𝑙 )
𝑙 ≥ 𝑒−𝑘𝑙/(𝑑−𝑘−𝑙) ≥ 𝑒−(𝑑/3) ln(1/𝜀)/(𝑑/3) = 𝜀,

where the second step follows from 𝑑−𝑘
𝑑
≥ 𝑑−𝑘−1

𝑑−1 ≥ · · · ≥ 𝑑−𝑘−𝑙
𝑑−𝑙 , the third step follows from

(1 − 𝑘
𝑑−𝑙 )

((𝑑−𝑙)/𝑘)−1 ≥ 𝑒−1, the fourth step follows from 𝑘, 𝑙 < 𝑑/3 and 𝑘𝑙 < 𝑑 ln(1/𝜀)/3.

We include the richness lemma (Lemma 5 of [260]) here for completeness.

For any communication problem 𝑓 : 𝑋 ×𝑌 → {0, 1} where 𝑋,𝑌 ⊆ {0, 1}𝑑 , we identify 𝑓 with

the matrix 𝑀 where 𝑀𝑥,𝑦 = 𝑓 (𝑥, 𝑦). We say 𝑓 is a (𝑢, 𝑣)-rich problem if 𝑀 has at least 𝑣 columns

each containing at least 𝑢 number of 1’s.

Lemma 8.7.4 (Richness lemma, Lemma 5 of [260]). Let 𝑓 : 𝑋 × 𝑌 → {0, 1} be a (𝑢, 𝑣)-rich

communication problem. If there exists a deterministic protocol 𝜋 for 𝑓 where Alice sends 𝑎 bits

and Bob sends 𝑏 bits, then 𝑓 contains a submatrix of dimension at least (𝑢/2𝑎) × (𝑣/2𝑎+𝑏) that

only contains 1’s.

Now we are ready to prove our main theorem.

Theorem 8.7.5 (Lower bound). Let 𝑑 be the dimension of the set disjointness problem. Let

𝜀 ∈ (0, 1/2) be the error parameter.

Let 𝑘 ≤ 𝑙 < 𝑑/3 be any two integers that satisfy 𝑘 · 𝑙 < 𝑑 ln(1/(3𝜀))/3. Let 𝜆 be the uniform

distribution over 𝑥 ⊆ [𝑑] of size 𝑘 , and let 𝜌 be the uniform distribution over 𝑦 ⊆ [𝑑] of size 𝑙.

For any deterministic protocol 𝜋 over the product distribution 𝜆 × 𝜌 with 𝜀 error type II error,

we have that either Alice sends 𝑎 = Ω(𝑘) bits, or Bob sends 𝑏 = Ω(𝑙) bits.

Corollary 8.7.6. 1. Choosing 𝑘 = 𝑑/4 and 𝑙 = ln(1/(3𝜀)), then either Alice sends 𝑎 = Ω(𝑑) bits,

or Bob sends 𝑏 = Ω(log(1/𝜀)) bits.

2. Choosing 𝑘 = 𝑙 =
√︁
𝑑 ln(1/(3𝜀))/2, then the total cost of the protocol is 𝑎 + 𝑏 ≥

Ω(
√︁
𝑑 log(1/𝜀)).
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Proof of Theorem 8.7.5. Let 𝑋 ⊆ 2[𝑑] be the set of 𝑥 ⊆ [𝑑] of size 𝑘 , and let 𝑌 ⊆ 2[𝑑] be the

set of 𝑦 ⊆ [𝑑] of size 𝑙. We use 𝑓 : 𝑋 × 𝑌 → {0, 1} to denote the disjointness function, i.e.,

𝑓 (𝑥, 𝑦) = 1𝑥∩𝑦=∅. We define a function 𝑓 ′ : 𝑋 × 𝑌 → {0, 1} such that 𝑓 ′(𝑥, 𝑦) = 𝜋(𝑥, 𝑦). Note

that by definition 𝜋 is a deterministic protocol that solves 𝑓 ′ with no error. And since 𝜋 has type II

error, we know that 𝑓 ′(𝑥, 𝑦) = 0 when 𝑓 (𝑥, 𝑦) = 0.

Since the error probability of 𝜋 is 𝜀 for 𝑓 , we have

Pr
(𝑥,𝑦)∼𝜆×𝜌

[𝜋(𝑥, 𝑦) ≠ 𝑓 (𝑥, 𝑦)] ≤ 𝜀.

Since 𝑘 ≤ 𝑙 < 𝑑/3 and 𝑘 · 𝑙 < 𝑑 ln(1/(3𝜀))/3, using Fact 8.7.3 we have Pr(𝑥,𝑦)∼𝜆×𝜌 [ 𝑓 (𝑥, 𝑦) = 1] ≥

3𝜀. Combining these two equations we have

Pr
(𝑥,𝑦)∼𝜆×𝜌 | 𝑓 (𝑥,𝑦)=1

[𝜋(𝑥, 𝑦) ≠ 𝑓 (𝑥, 𝑦)] ≤ 1/3. (8.14)

The communication matrix of 𝑓 has
(𝑑
𝑙

)
columns and each column has

(𝑑−𝑙
𝑘

)
number of 1’s.

Eq. (8.14) means that in the communication matrix of 𝑓 ′, there are at least 2
3 ·

(𝑑
𝑙

)
·
(𝑑−𝑙
𝑘

)
number

of 1’s. Thus 𝑓 ′ must have at least
(𝑑
𝑙

)
/3 columns each contains at least

(𝑑−𝑙
𝑘

)
/3 number of 1’s, i.e.,

𝑓 ′ is (
(𝑑−𝑙
𝑘

)
/3,

(𝑑
𝑙

)
/3)-rich. So using the richness lemma (Lemma 8.7.4) we know that 𝑓 ′ has a

1-rectangle of size at least 𝑟 × 𝑠 where 𝑟 :=
(𝑑−𝑙
𝑘

)
/2𝑎+2 and 𝑠 :=

(𝑑
𝑙

)
/2𝑎+𝑏+2.

Since 𝜋 has type II error, i.e., 𝑓 ′(𝑥, 𝑦) = 0 when 𝑓 (𝑥, 𝑦) = 0, the function 𝑓 also has a

1-rectangle of size at least 𝑟 × 𝑠.

Next we use an identical argument as the proof of Theorem 11 in [260]. Let 𝑥1, 𝑥2, · · · , 𝑥𝑟 ⊆ [𝑑]

and 𝑦1, 𝑦2, · · · , 𝑦𝑠 ⊆ [𝑑] denote the sets that correspond to the rows and columns of the 1-rectangle.

Note that 𝑥𝑖 ∩ 𝑦 𝑗 = ∅ for all 𝑖, 𝑗 . Let 𝑥 =
⋃
𝑖 𝑥𝑖 and 𝑦 =

⋃
𝑗 𝑦 𝑗 . Since every 𝑥𝑖 is a subset of 𝑥, and

𝑥 has
( |𝑥 |
𝑘

)
subsets of size 𝑘 , we must have

( |𝑥 |
𝑘

)
≥ 𝑟 =

(𝑑−𝑙
𝑘

)
/2𝑎+2. Let 𝑡 = (𝑑 − 𝑙)/2(𝑎+2)/𝑘 . Since( 𝑡

𝑘

)
<

(𝑑−𝑙
𝑘

)
/2𝑎+2, we have |𝑥 | ≥ 𝑡. Since 𝑦 ∩ 𝑥 = ∅, we have |𝑦 | ≤ 𝑑 − 𝑡. Since every 𝑦 𝑗 is a subset
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of 𝑦, and 𝑦 has
( |𝑦 |
𝑙

)
subsets of size 𝑙, we must have

(𝑑−𝑡
𝑙

)
≥

( |𝑦 |
𝑙

)
≥ 𝑠 =

(𝑑
𝑙

)
/2𝑎+𝑏+2. This gives

2𝑎+𝑏+2 ≥
(𝑑
𝑙

)(𝑑−𝑡
𝑙

) ≥ ( 𝑑

𝑑 − 𝑡 )
𝑙 ≥ (1 + 𝑡

𝑑
)𝑙 = (1 + 𝑑 − 𝑙

2(𝑎+2)/𝑘 · 𝑑
)𝑙 ≥ (1 + 2−(𝑎+2)/𝑘−1)𝑙 , (8.15)

where the second step follows from 𝑑
𝑑−𝑡 ≤

𝑑−1
𝑑−𝑡−1 ≤ · · · ≤

𝑑−𝑙+1
𝑑−𝑡−𝑙+1 , the fourth step follows from the

definition 𝑡 = (𝑑 − 𝑙)/2(𝑎+2)/𝑘 , the fifth step follows from (𝑑 − 𝑙)/𝑑 ≥ 1/2 since 𝑙 < 𝑑/3.

The inequality of Eq. (8.15) holds only if either 𝑎 = Ω(𝑘) or 𝑏 = Ω(𝑙).

8.8 Missing Proofs of Section 8.6

In this section we provide the proof of Lemma 8.6.10 of Section 8.6.

Lemma 8.8.1 (Monotonicity, restatment of Lemma 8.6.10). Given two parameters 0 < 𝑤𝑢 < 𝑤𝑞 <

1. For any 𝛼 ∈ [𝑤𝑢 (1 − 𝑤𝑞), 𝑤𝑞 (1 − 𝑤𝑢)], define

𝑡𝑞 (𝛼) =
−𝛼

𝑤𝑞 − 𝑤𝑢
+
𝑤𝑞 (1 − 𝑤𝑢)
𝑤𝑞 − 𝑤𝑢

, 𝑡𝑢 (𝛼) =
𝑤𝑢 (1 − 𝑤𝑢)𝑤𝑞 (1 − 𝑤𝑞)

𝑤𝑞 − 𝑤𝑢
𝛼−1 −

𝑤𝑢 (1 − 𝑤𝑞)
𝑤𝑞 − 𝑤𝑢

.

Define 𝑓𝑞 (𝛼) and 𝑓𝑢 (𝛼) using 𝑡𝑞 (𝛼) and 𝑡𝑢 (𝛼):

𝑓𝑞 (𝛼) =
𝑡𝑞 log 1−𝑡𝑢

1−𝑤𝑢 − 𝑡𝑢 log 1−𝑡𝑞
1−𝑤𝑞

d𝑡𝑢𝑤𝑢
, 𝑓𝑢 (𝛼) =

(1 − 𝑡𝑢) log 𝑡𝑞
𝑤𝑞
− (1 − 𝑡𝑞) log 𝑡𝑢

𝑤𝑢

d𝑡𝑢𝑤𝑢
.

Then 𝑓𝑞 (𝛼) is monotonically decreasing and 𝑓𝑢 (𝛼) is monotonically increasing.

Proof. We only prove that 𝑓𝑞 (𝛼) is monotonically decreasing. The proof that 𝑓𝑢 (𝛼) is monotoni-

cally increasing is similar.

Basic properties of 𝑡𝑞 and 𝑡𝑢. Both 𝑡𝑞 and 𝑡𝑢 monotonically decreases from 1 to 0 as 𝛼 increases

from 𝑤𝑢 (1 − 𝑤𝑞) to 𝑤𝑞 (1 − 𝑤𝑢).

The following basic property of 𝑡𝑞 and 𝑡𝑢 directly follows from their definitions, and we will
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use this property repeatedly in the proof:

𝑡𝑞 − 𝑡𝑢
𝑤𝑞 − 𝑤𝑢

=
𝑡𝑞

𝑤𝑞
· 1 − 𝑡𝑢

1 − 𝑤𝑢
=
𝑡𝑢

𝑤𝑢
·

1 − 𝑡𝑞
1 − 𝑤𝑞

. (8.16)

We have the following equivalent definition of 𝑓𝑞 (𝛼):

𝑓𝑞 (𝛼) =
𝑡𝑞 · d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞

d𝑡𝑢𝑤𝑢
.

It’s easy to see that this formula is the same as the definition in the lemma statement by plugging

in the formulas of 𝑡𝑞 and 𝑡𝑢.

Since 𝑡𝑞 is monotonically decreasing with 𝛼, it suffices to prove that the following function

𝑓 (𝛼) is also monotonically decreasing with 𝛼:

𝑓 (𝛼) =
d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞

d𝑡𝑢𝑤𝑢
. (8.17)

It suffices to prove that the derivative 𝑑
𝑑𝛼
𝑓 (𝛼) ≤ 0.

Derivative of 𝑓 . We first compute the derivative of 𝑓 (𝛼).

Since 𝑡𝑢 =
𝑤𝑢 (1−𝑤𝑢)𝑤𝑞 (1−𝑤𝑞)

𝑤𝑞−𝑤𝑢 𝛼−1 − 𝑤𝑢 (1−𝑤𝑞)
𝑤𝑞−𝑤𝑢 and 𝑡𝑢

𝑡𝑞
= 𝛼−1𝑤𝑢 (1 − 𝑤𝑞), we have

𝑑

𝑑𝛼
𝑡𝑢 =
−𝛼−2𝑤𝑢 (1 − 𝑤𝑢)𝑤𝑞 (1 − 𝑤𝑞)

𝑤𝑞 − 𝑤𝑢
,

𝑑

𝑑𝛼
( 𝑡𝑢
𝑡𝑞
) = −𝛼−2𝑤𝑢 (1 − 𝑤𝑞).

Since the derivative of KL-divergence is 𝑑
𝑑𝑥

d𝑥𝑤 = log 𝑥
𝑤
− log 1−𝑥

1−𝑤 , combining with the above

equations using chain rule, we have

𝑑

𝑑𝛼
d𝑡𝑢𝑤𝑢 =

−𝛼−2𝑤𝑢 (1 − 𝑤𝑢)𝑤𝑞 (1 − 𝑤𝑞)
𝑤𝑞 − 𝑤𝑢

·
(

log
𝑡𝑢

𝑤𝑢
− log

1 − 𝑡𝑢
1 − 𝑤𝑢

)
, (8.18)

𝑑

𝑑𝛼
d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞 = − 𝛼−2𝑤𝑢 (1 − 𝑤𝑞) ·

(
log

𝑡𝑢/𝑡𝑞
𝑤𝑢/𝑤𝑞

− log
1 − (𝑡𝑢/𝑡𝑞)

1 − (𝑤𝑢/𝑤𝑞)

)
= 𝛼−2𝑤𝑢 (1 − 𝑤𝑞) · log

1 − 𝑡𝑞
1 − 𝑤𝑞

, (8.19)
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where the second step of the last equation follows from log 𝑡𝑢/𝑡𝑞
𝑤𝑢/𝑤𝑞 − log 1−(𝑡𝑢/𝑡𝑞)

1−(𝑤𝑢/𝑤𝑞) = log 𝑡𝑢
𝑤𝑢
−

log 𝑡𝑞−𝑡𝑢
𝑤𝑞−𝑤𝑢 = − log 1−𝑡𝑞

1−𝑤𝑞 by Eq. (8.16).

Now we are ready to compute the derivative of 𝑓 (𝛼).

𝑑

𝑑𝛼
𝑓 (𝛼) =

𝑑
𝑑𝛼

d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞 · d𝑡𝑢𝑤𝑢 − 𝑑
𝑑𝛼

d𝑡𝑢𝑤𝑢 · d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞
d𝑡𝑢𝑤𝑢2

=
𝛼−2 · 𝑤𝑢 (1 − 𝑤𝑞)
(𝑤𝑞 − 𝑤𝑢) · d𝑡𝑢𝑤𝑢2 · 𝑔(𝛼),

where the first step follows from the definition of 𝑓 (𝛼) in Eq. (8.17), the second step follows from

Eq. (8.18) and (8.19), and we define

𝑔(𝛼) =
(
(𝑤𝑞 − 𝑤𝑢) log

1 − 𝑡𝑞
1 − 𝑤𝑞

)
d𝑡𝑢𝑤𝑢 +

(
𝑤𝑞 (1 − 𝑤𝑢) (log

𝑡𝑢

𝑤𝑢
− log

1 − 𝑡𝑢
1 − 𝑤𝑢

)
)
d𝑡𝑢/𝑡𝑞𝑤𝑢/𝑤𝑞 .

Since the first term of 𝑑
𝑑𝛼
𝑓 (𝛼) is 𝛼−2·𝑤𝑢 (1−𝑤𝑞)

(𝑤𝑞−𝑤𝑢)·d𝑡𝑢𝑤𝑢2 ≥ 0, it suffices to prove that 𝑔(𝛼) ≤ 0.

Function 𝑔(𝛼) is non-positive. Next we use Eq. (8.16) to simplify the function 𝑔(𝛼) to be

𝑔(𝛼) = 𝑤𝑞 (1 − 𝑤𝑢) · log
1 − 𝑡𝑢
1 − 𝑤𝑢

· log
𝑡𝑞

𝑤𝑞
− 𝑤𝑢 (1 − 𝑤𝑞) · log

1 − 𝑡𝑞
1 − 𝑤𝑞

· log
𝑡𝑢

𝑤𝑢
. (8.20)

Define 𝑥𝑞 =
𝑡𝑞
𝑤𝑞

, 𝑥𝑢 = 𝑡𝑢
𝑤𝑢

, and 𝛽 =
𝑡𝑞−𝑡𝑢
𝑤𝑞−𝑤𝑢 . The relations of 𝑥𝑞, 𝑥𝑢, and 𝛽 is s follows:

• When 𝛼 ≥ 𝑤𝑞 (1 − 𝑤𝑞), we have 𝑡𝑢 ≤ 𝑤𝑢 and 𝑡𝑞 ≤ 𝑤𝑞, so 𝑥𝑞 =
𝑡𝑞
𝑤𝑞
≤ 1, 𝑥𝑢 =

𝑡𝑢
𝑤𝑢
≤ 1 and

𝛽

𝑥𝑢
=

1−𝑡𝑞
1−𝑤𝑞 ≥ 1, 𝛽

𝑥𝑞
=

1−𝑡𝑢
1−𝑤𝑢 ≥ 1, so we have 𝑥𝑞, 𝑥𝑢 ≤ min{𝛽, 1}.

Furthermore, in this case 𝑡𝑢
𝑡𝑞
= 𝛼−1𝑤𝑢 (1 − 𝑤𝑞) ≤ 𝑤𝑢

𝑤𝑞
, so we have 𝑥𝑢 ≤ 𝑥𝑞.

• Similarly, when 𝛼 ≤ 𝑤𝑞 (1 − 𝑤𝑞), we have 𝑥𝑞, 𝑥𝑢 ≥ max{𝛽, 1} and 𝑥𝑢 ≥ 𝑥𝑞.

Note that (𝑤𝑢, 𝑤𝑞, 𝑡𝑢, 𝑡𝑞) can all be written as functions of (𝑥𝑞, 𝑥𝑢, 𝛽) using Eq. (8.16):

𝑤𝑞 =
𝛽 − 𝑥𝑢
𝛽 − 𝑥𝑢𝑥𝑞

, 𝑤𝑢 =
𝛽 − 𝑥𝑞
𝛽 − 𝑥𝑢𝑥𝑞

,
1 − 𝑡𝑢
1 − 𝑤𝑢

=
𝛽

𝑥𝑞
,

1 − 𝑡𝑞
1 − 𝑤𝑞

=
𝛽

𝑥𝑢
.
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Plugging this into Eq. (8.20), 𝑔(𝛼) ≤ 0 is equivalent to

(𝛽 − 𝑥𝑢) · 𝑥𝑞 (1 − 𝑥𝑢)
(𝛽 − 𝑥𝑢𝑥𝑞)2

· log
𝛽

𝑥𝑞
· log 𝑥𝑞 ≤

(𝛽 − 𝑥𝑞) · 𝑥𝑢 (1 − 𝑥𝑞)
(𝛽 − 𝑥𝑢𝑥𝑞)2

· log
𝛽

𝑥𝑢
· log 𝑥𝑢 .

⇐⇒
𝑥𝑞

(𝛽 − 𝑥𝑞) (1 − 𝑥𝑞)
· log

𝛽

𝑥𝑞
· log 𝑥𝑞 ≤

𝑥𝑢

(𝛽 − 𝑥𝑢) (1 − 𝑥𝑢)
· log

𝛽

𝑥𝑢
· log 𝑥𝑢 .

Here the second step of the equivalence uses the fact that (𝛽 − 𝑥𝑞) (1 − 𝑥𝑞), (𝛽 − 𝑥𝑢) (1 − 𝑥𝑢) ≥ 0.

Define a function ℎ(𝑥) as

ℎ(𝑥) = 𝑥

(𝛽 − 𝑥) (1 − 𝑥) · log
𝛽

𝑥
· log 𝑥.

We have shown that 𝑔(𝛼) ≤ 0 is equivalent to ℎ(𝑥𝑞) ≤ ℎ(𝑥𝑢), so it suffices to prove that ℎ(𝑥) is

monotonically increasing when 𝑥 ∈ [max{𝛽, 1},∞), and ℎ(𝑥) is monotonically decreasing when

𝑥 ∈ (−∞,max{𝛽, 1}].

Monotonicity of ℎ(𝑥) on two intervals. We first compute the derivative of ℎ(𝑥):

ℎ′(𝑥) = 1
(𝛽 − 𝑥)2(1 − 𝑥)2

·
(
(𝑥2 − 𝛽) · log 𝑥 · log

𝑥

𝛽
− (𝑥 − 𝛽) · (𝑥 − 1) · (log 𝑥 + log

𝑥

𝛽
)︸                                                                        ︷︷                                                                        ︸

:=𝑡 (𝑥)

)
,

Define the second term as a new function 𝑡 (𝑥). It suffices to prove that 𝑡 (𝑥) ≥ 0 when 𝑥 ∈

[max{𝛽, 1},∞), and 𝑡 (𝑥) ≤ 0 when 𝑥 ∈ (−∞,max{𝛽, 1}].

It’s easy to see that 𝑡 (𝛽) = 𝑡 (1) = 0, so it suffices to prove that 𝑡′(𝑥) ≥ 0 when 𝑥 ∈

[max{𝛽, 1},∞) or 𝑥 ∈ (−∞,max{𝛽, 1}].

We again have that 𝑡′(𝛽) = 𝑡′(1) = 0, so it suffices to prove that 𝑡′′(𝑥) ≤ 0 when 𝑥 ∈

[max{𝛽, 1},∞), and 𝑡′′(𝑥) ≥ 0 when 𝑥 ∈ (−∞,max{𝛽, 1}].

Once again we have that 𝑡′′(𝛽) = 𝑡′′(1) = 0, so it suffices to prove that 𝑡′′′(𝑥) ≥ 0 when

𝑥 ∈ [max{𝛽, 1},∞) or 𝑥 ∈ (−∞,max{𝛽, 1}]. The third derivative 𝑡′′′(𝑥) no longer have terms that

consist of the multiplication of two logs, and we can prove that 𝑡′′′(𝑥) is indeed non-negative on

these two intervals. For simplicity we omit the detailed formulas of the derivatives here.
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Conclusion

In this thesis, we presented a collection of faster algorithms for various optimization

and search problems, where the key technical contributions are new data structure frameworks for

designing such algorithms. In the first part we showed by developing specialized data structures that

exploit the underlying properties of iterative optimization algorithms, we can achieve nearly opti-

mal running times for fundamental convex optimization problems including linear programming,

semidefinite programming, and sum-of-squares optimization. In the second part, we designed data

structures for fundamental online problems including dynamic ℓ2 regression and partial match,

and provided close or even tight hardness results. These results push the theoretical boundaries

of fundamental problems and lay the groundwork for future advances for optimization and search

problems, both in theory and in practice.
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