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ABSTRACT
Adaptive Algorithms for Ordinal Optimization and
Dynamic Pricing in E-commerce
Dongwook Shin

In Chapters 2 and 3, given a finite number of populations, henceforth referred
to as systems, we are concerned with the problem of dynamically learning the statistical characteristics of the systems to ultimately select the best system. This is
an instance of ordinal optimization where probability distributions governing each
system’s performance are not known, but can be learned via sequential sampling.
In Chapter 2 we study the classical setting where the ultimate goal is to choose
the system with the highest mean, while in Chatper 3 the systems are compared
based on quantiles. The latter setting is appropriate when downside or upside risk is
more crucial than the mean performance. In both settings, we use large deviations
theory to derive key structural insights on near-optimal allocation of the sampling
budget, which are leveraged to design dynamic sampling policies that are practically
implementable. We rigorously provide (asymptotic) performance guarantees for these
policies. Further, we show via numerical testing that the proposed (nonparametric)
policies perform competitively compared to other benchmark policies.
In Chapter 4, we investigate how the presence of product reviews affects a
dynamic-pricing monopolist. A salient feature of our problem is that the demand
function evolves over time in conjunction with the dynamics of the review system.
The monopolist strives to maximize its total expected revenue over a finite horizon
by adjusting prices in response to the review dynamics. To formulate the problem
in tractable form, we study a fluid model, which is a good approximation when the
volume of sales is large. This formulation lends itself to key structural insights, which

are leveraged to design a well-performing pricing policy for the underlying revenue
maximization problem. The proposed policy allows a closed-form expression for price
and its performance is asymptotically near-optimal. We show via simulation and
counterfactual analysis the effectiveness of the proposed policy in online markets
with product reviews.

Contents

List of Figures

iii

List of Tables

iv

Acknowledgements

v

1 Introduction

1

1.1

Sampling Strategies for Ordinal Optimization . . . . . . . . . . . . .

1

1.2

Dynamic Pricing with Product Reviews . . . . . . . . . . . . . . . . .

4

2 Tractable Sampling Strategies for Ordinal Optimization

6

2.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6

2.2

Literature Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

9

2.3

Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . .

13

2.4

A Two-Moment Approximation and the Proposed Policy . . . . . . .

18

2.5

Main Theoretical Results and Qualitative Insights . . . . . . . . . . .

22

2.6

An Adaptive Welch Divergence Policy . . . . . . . . . . . . . . . . . .

28

2.7

Numerical Testing and Comparison with Other Policies . . . . . . . .

31

2.8

Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

2.9

Selected Proofs and Additional Results . . . . . . . . . . . . . . . . .

39

3 Practical Nonparametric Sampling Strategies
for Quantile-Based Ordinal Optimization

i

53

3.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

53

3.2

Literature Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

57

3.3

Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

61

3.4

Proposed Algorithms and Main Theoretical Results . . . . . . . . . .

68

3.5

Comparison with Benchmark Algorithms . . . . . . . . . . . . . . . .

80

3.6

Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . .

87

3.7

Additional Results and Selected Proofs . . . . . . . . . . . . . . . . .

89

4 Dynamic Pricing with Online Product Reviews

116

4.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

4.2

Model Development and Validation . . . . . . . . . . . . . . . . . . . 122

4.3

Revenue Maximization Problem . . . . . . . . . . . . . . . . . . . . . 129

4.4

A Fluid Approximation in the Single Product Setting . . . . . . . . . 132

4.5

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

4.6

Additional Results and Selected Proofs . . . . . . . . . . . . . . . . . 150

Bibliography

161

ii

List of Figures

2.5.1 Two-moment approximation error . . . . . . . . . . . . . . . . . . . . . .

25

2.5.2 Bias-variance decomposition . . . . . . . . . . . . . . . . . . . . . . . . .

28

2.6.1 Performance of the Adaptive WD policy . . . . . . . . . . . . . . . . . .

31

2.7.1 Probability of false selection in normal case . . . . . . . . . . . . . . . .

35

2.7.2 Probability of false selection in exponential case . . . . . . . . . . . . . .

36

2.7.3 Probability of false selection in t-distribution case . . . . . . . . . . . . .

38

2.9.1 Probability of false selection with different n0 ’s

. . . . . . . . . . . . . .

52

3.4.1 Bias-variance tradeoff for QD . . . . . . . . . . . . . . . . . . . . . . . .

75

3.4.2 Asymptotic performance of QD . . . . . . . . . . . . . . . . . . . . . . .

79

3.4.3 Convergence of Naive, Qd, and AQD . . . . . . . . . . . . . . . . . . . .

81

3.5.1 Quantile-based probability of false selection for normal cases . . . . . . .

84

3.5.2 Quantile-based probability of false selection for heavy-tailed case . . . . .

86

3.5.3 Quantile-based probability of false selection for discrete cases . . . . . . .

88

4.3.1 Sample paths of optimal prices . . . . . . . . . . . . . . . . . . . . . . . 131
4.4.1 Paths of the fluid-optimal price and shadow price . . . . . . . . . . . . . 141
4.4.2 Total revenues under different pricing policies . . . . . . . . . . . . . . . 143

iii

List of Tables

2.7.1 CPU times for different policies . . . . . . . . . . . . . . . . . . . . . . .

38

3.4.1 CPU times for different quantile-based policies . . . . . . . . . . . . . . .

82

4.2.1 Descriptive statistics for sales data from Amazon . . . . . . . . . . . . . 125
4.2.2 Estimation of goodness of fit (BIC) . . . . . . . . . . . . . . . . . . . . . 127
4.2.3 Calibrated demand model parameters . . . . . . . . . . . . . . . . . . . . 128
4.2.4 Estimation of predictive power (correlation) . . . . . . . . . . . . . . . . 129
4.4.1 Relative revenue performance of DFM and benchmark policies . . . . . . 145

iv

Acknowledgements

All work in this dissertation would not have been possible without the guidance of
my advisors Prof. Mark Broadie and Prof. Assaf Zeevi. My deepest gratitude goes to
them. Besides the insights that they showed, the inspiration that they gave, and the
knowledge that they taught, I have learned how to motivate myself, how to question,
and how to research.
Besides my advisors, I would like to thank the rest of my dissertation committee:
Prof. Ciamac Moallemi, Prof. Omar Besbes, and Prof. Shipra Agrawal for their
teaching and advice. Also, Prof. Ward Whitt and Prof. Costis Maglaras greatly motivated me to delve into the fascinating fields of operations research and management
science.
I gratefully acknowledge the funding sources that made my Ph.D. work possible.
In addition to the fellowship from the Decision, Risk, and Operations department
for five years, I was funded by Paul and Sandra Montrone doctoral fellowship for
my fourth year and was honored to be a recipient of Jerome A. Chazen Institute for
Global Business doctoral grants for my fifth year.
I would like to extend my deepest gratitude to my family. For my parents who
raised me with a love of science and supported me in all my pursuits. And most
of all for my loving, supportive, encouraging, and patient wife Nbeul whose faithful
support during the final stages of this Ph.D. is so appreciated.

v

I dedicate this thesis to
my wife, Nbeul, and my beloved daughter, Ahjung
for their constant support and unconditional love.

vi

Chapter 1

Introduction

In this thesis, we consider three problems: (1) tractable sampling strategies for ordinal optimization, (2) practical nonparametric sampling strategies for quantile-based
ordinal optimization, and (3) dynamic pricing in the presence of product reviews. In
what follows, we motivate the first two of these problems in §1.1, and the third in
§1.2. The three problems are discussed in detail in Chapters 2, 3, and 4, respectively.

1.1.

Sampling Strategies for Ordinal
Optimization

Background and motivation. Given a finite number of populations, henceforth
referred to as systems, the goal of ordinal optimization is to dynamically learn the
statistical characteristics of the systems to ultimately select the “best one” (to be
made precise below). The systems cannot be evaluated analytically but it is possible
to sequentially sample from each system subject to a given sampling budget. A
commonly used performance measure for sampling policies is the probability of false
selection, i.e., the likelihood of a policy mistakenly selecting a suboptimal system.
This problem arises in a variety of applications. Representative examples include
clinical trials in the pharmaceutical industry, in which biomedical researchers need
to assess the benefits of a number of pharmaceutical drugs. The trials are typically
expensive so that the researchers need to sequence the trials in an efficient manner
to increase the chance of selecting the best drug with the highest mean performance.
1

Moreover, after a particular drug is commercialized, such a decision can rarely be
changed, and hence, it is important to select the best one, with high probability, in
the test phase. The purpose of ordinal optimization is to address the situation in the
test phase.
When downside or upside risk is more crucial than mean performance, one may
compare the systems based on pth quantiles of their performances, with the value of
p chosen according to the decision maker’s risk preference. For example, in finance
value-at-risk is used to measure downside risk of a portfolio, which is the pth quantile
of a portfolio’s value with p being typically chosen at 1% or 5%. For large portfolios
of complex derivative securities, value-at-risk can be evaluated through Monte Carlo
methods which entail substantial computational burden. Ordinal optimization is
quite relevant in the situation where a portfolio manager seeks to choose the portfolio
with the lowest value-at-risk out of many alternatives.
Key challenges and our main contributions. In Chapters 2 and 3, we discuss
ordinal optimization problems where systems are compared based on the means and
the quantiles of their performance, respectively. In both mean- and quantile-based
ordinal optimization problems, our main contributions to the literature lies in the
construction of sampling strategies with two competing properties: generality and
practicality. In the majority of related literature, analysis hinge upon the assumption
that the underlying distributions are Gaussian. While this assumption allows attractive and practically implementable sampling strategies, it may not hold in general
problem instances. In contrast, we focus on the nonparametric setting where the
probability distributions underlying the systems are not restricted to the members of
parametric families. While nonparametric approaches have an extensive range of applications, the main difficulty is loss of practicality. We use techniques based on large
deviations theory to construct practically implementable, nonparametric sampling
strategies. Further, we show via numerical testing that they perform competitively
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compared to other benchmark policies in the literature.
Specifically, in the nonparametric setting, the aforementioned objective, the probability of false selection, does not possess an analytically tractable form but can be
approximated by the large deviations rate function. If a sampling policy allocates
αj T amount of the total sampling budget T to system j, where αj ≥ 0, j = 1, . . . , k,
and

Pk

(1.1.1)

j=1

αj = 1, then
P(false selection) ≈ e−ρ(α)T ,

where α = (α1 , . . . , αk ). Hence, an oracle, that knows the underlying probability
distributions, can determine the allocation that maximizes the rate function ρ(·),
and hence, asymptotically minimize the probability of false selection. Of course, the
probability distributions are not known in practice, so one would need to estimate the
rate function from history of sample observations. This causes significant challenges
since the empirical rate function is not an easy object to estimate and sampling
decisions based on it can be subject to large sampling errors.
To mitigate the estimation issue associated with the rate function, we suggest an
approximation to the rate function for each of the mean- and quantile-based problems, which can be easily estimated from sample observations. We provide theoretical and numerical justifications for the approximation and leverage them to design
well-performing sampling policies. However, the analyses in the two chapters are fundamentally different. For the mean-based ordinal optimization problem in Chapter
2, we show that the probability of false selection can be approximated by the rate
function corresponding to a Gaussian distribution, when the means of the best and
second-best systems are “close” to each other. In other words, the rate function can
be approximated using the first two moments of the underlying probability distributions. On the other hand, for quantile-based ordinal optimization in Chapter 3,

3

we show that the two-moment approximation can be significantly suboptimal and a
different approximation is needed.

1.2.

Dynamic Pricing with Product Reviews

Overview and our model. In Chapter 4, we study how the presence of product
reviews affects dynamic pricing in a monopolist setting. Product review systems have
emerged as a viable mechanism for sharing opinions and experiences on a wide range
of products (or services) in online marketplaces. In these markets, the quality of a
newly launched product is initially uncertain, but the reviews generated by previous
buyers may help customers reduce the uncertainty and make better-informed purchase
decisions. The dynamics of the review process affects the demand trajectory over
time, which influences pricing decisions.
Specifically, in our model, there is a monopolist who sells a single product to sequentially arriving customers. Customers are a priori not well informed about the
quality levels of the product, but they observe product reviews from previous buyers
and use a crude form of Bayesian updating to make purchase decisions. Buyers may
report their ex-post quality perception after purchase, which again affects decisions
of subsequent customers. This customer behavior model is the microeconomic foundation of the demand function. As the reviews progress, the demand function evolves
dynamically and stochastically over time.
Key challenges and our main contributions. The seller uses the aforementioned demand function to optimize the pricing policy that maximizes revenue over
a finite number of customers. The revenue maximization problem, however, is difficult to solve both analytically and numerically, mainly due to the intertemporal
effect of price; the price may affect the dynamics of the review process, which in
turn affects demand and pricing decisions for subsequent customers. Alternatively,

4

we study deterministic and continuous (fluid) approximation of the underlying revenue maximization problem. In the fluid formulation, we study structural properties
of the optimal policy with the tools of the calculus of variation and design a nearoptimal pricing policy. Further, we show the effectiveness of the proposed policy via
counter-factual analysis.

5

Chapter 2

Tractable Sampling Strategies for Ordinal Optimization

We consider a problem of ordinal optimization when the objective is selecting the
best of several competing alternatives (“systems”), where probability distributions
governing each system’s performance are not known, but can be learned via sampling. The objective is to dynamically allocate a finite sampling budget to minimize
the probability of selecting a system that is not the best. The aforementioned objective does not possess an analytically tractable solution. We introduce a family of
practically implementable sampling policies and show that the performance exhibits
(asymptotically) near-optimal performance. Further, we show via numerical testing
that the proposed policies perform well compared to other benchmark policies.

2.1.

Introduction

Given a finite number of populations, henceforth referred to as systems, we are concerned with the problem of dynamically learning the statistical characteristics of the
systems to ultimately select the one with the highest mean. This is an instance of
ordinal optimization where the systems cannot be evaluated analytically but it is
possible to sequentially sample from each system subject to a given sampling budget. A commonly used performance measure for sampling policies is the probability
of false selection, i.e., the likelihood of a policy mistakenly selecting a suboptimal
system. Unfortunately, as is well documented in the literature, this objective is not
analytically tractable.

6

Glynn and Juneja [2004] focus on the large deviations rate function of the probability of false selection, hereafter referred to simply as the rate function. An oracle
that knows the underlying probability distributions can determine the allocation that
maximizes this rate function, and hence, asymptotically minimize the probability of
false selection. Glynn and Juneja [2004] were primarily concerned with characterizing the oracle allocation rule, which is static. Of course to implement this, since the
probability distributions are not known, one would need to estimate the rate function, which requires estimation of the cumulant generating function associated with
each system. This introduces significant implementation challenges as also noted by
Glynn and Juneja [2015].
This situation is drastically simplified when one assumes that the underlying distributions follow a particular parametric form and designs sampling policies based
on that premise. Notably, Chen et al. [2000] suggest a sampling policy based on
the premise of underlying normal distributions. Although these approaches provide
for an attractive and practically implementable allocation policy, any notion of optimality associated with such a policy is with respect to the particular distributional
assumption that may not hold for true underlying distributions.
The main contribution of this paper is to address some of these deficiencies by
focusing on sampling procedures that are practically implementable, that are not
restricted by parametric assumptions, and that simultaneously exhibit (asymptotic)
performance guarantees. In more detail, our contributions are summarized as follows:
(i) We show that, if the means of the best and second-best systems are close to each
other, the probability of false selection can be approximated by the rate function
corresponding to a Gaussian distribution, which is structured around the first
two moments of the underlying probability distributions (Theorem 2.5.2);
(ii) Based on the two-moment approximation, we propose a dynamic sampling policy, referred to as the Welch Divergence (WD) policy, and analyze its asymptotic
7

performance as the sampling budget grows large (Theorem 2.5.1); and
(iii) Building on the structural properties of the WD policy, we provide an adaptive
variant of WD that performs more efficiently and exhibits attractive numerical
performance when the number of systems is large.
The first contribution can be viewed in two perspectives. From a theoretical perspective, we characterize the class of problem instances where the misspecification
due to the Gaussian assumption, which is quite common in the literature, is not a
primary issue. From a practical perspective, we address the aforementioned implementation challenges regarding the rate function; it is approximated by estimating
the first two moments of the underlying probability distributions, alleviating the need
to estimate cumulant generating functions.
Similar to the majority of related literature, our analysis takes place in a setting
where samples are taken independently within a system and across systems, and
methodologies like common random numbers are outside the scope of the analysis.
However, we allow sampling policies to take multiple samples in each stage, so that
they are applicable in parallel computing environments.
The remainder of the paper is organized as follows. In §2.2 we survey related
literature. In §2.3 we introduce a tractable objective function based on the theory
of large deviations and formulate a dynamic optimization problem related to that
objective. In §2.4 we propose the WD policy. In §2.5 we provide theoretical analyses
of the proposed policy. In §2.6 we propose an adaptive version of the WD policy. In
§2.7 we test the proposed policies numerically and compare with several benchmark
policies. §2.9 contains the proofs for main theoretical results and auxiliary results,
additional results for distributions with discontinuities, and some discussion regarding
the effect of initial samples on the performance of the proposed policies.

8

2.2.

Literature Review

The existing literature on (stochastic) ordinal optimization can be roughly categorized
into fixed budget and fixed confidence settings; the goal in the former setting is to
minimize the probability of false selection given a sampling budget, while in the latter
setting the goal is to devise a sampling procedure that satisfies a desired guarantee
on the probability of false selection by taking as few samples as possible.

2.2.1.

Fixed Budget Setting

In the case where the underlying probability distributions are assumed to be Gaussian
with known variance, a series of papers beginning with Chen [1995] and continuing
with Chen et al. [1996, 1997, 2000, 2003] suggest a family of policies known as Optimal
Computing Budget Allocation (OCBA). They characterize the allocation that maximizes a lower bound on the probability of correct selection and suggest a dynamic
policy that sequentially estimates the lower bound from past sample observations,
and then makes sampling decisions accordingly.
The OCBA policy shares the same structure with our procedure in the sense that
both myopically maximize certain objective functions. On the other hand, our work
differs significantly from the stream of OCBA literature surveyed above: while the
application of OCBA in non-Gaussian environments can be viewed as a heuristic,
our work provides rigorous justification for the efficacy of our proposed policy in the
non-Gaussian case.
Further, Chen et al. [2000] provides a simple budget allocation rule for OCBA that
circumvents the computations involved in extracting exact solution to their objective
function. Pasupathy et al. [2015] show that such a workaround is valid asymptotically
as the number of systems tends to infinity. The WD policy proposed in this paper
requires the exact analysis of a convex optimization problem, and hence computa-
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tional demands increase when the number of systems is large. To address that, we
also provide a variant of WD whose computational burden is comparable to that of
OCBA.
In the case with Gaussian distributions with unknown variances, Chick and Inoue [2001] derive a bound for the expected loss associated with potential incorrect
selections and provide sampling policies to minimize that bound asymptotically.
Another example of a Gaussian-based procedure is the Knowledge Gradient (KG)
policy proposed by Frazier et al. [2008]. Like the OCBA policy, it assumes that
each distribution is Gaussian with known variance. However, while the probability of
correct selection in the OCBA policy is classified as 0-1 loss, the KG policy aims to
minimize expected linear loss: the difference in means between the best and selected
system. The former (respectively, the latter) is more (respectively, less) appropriate
in situations where identification of the best system is critical, e.g., the selection of
a suboptimal drug in clinical trials may correspond to significant opportunity costs
when it is sold in market for a long term. An unknown-variance version of the KG
policy is developed in Chick et al. [2007] under the name LL1 .
In cases with general distributions, the main difficulty is loss of practicality. Glynn
and Juneja [2004] use large deviations theory with a certain family of light-tailed
distributions to identify the rate function associated with the probability of false
selection. The (asymptotically) optimal full information allocation is obtained by
maximizing the rate function. Broadie et al. [2007] and Blanchet et al. [2008] study
a heavy-tailed analog of this problem. These studies focus almost exclusively on
structural insights for the rate function and static full information policies. This paper
is significantly different in that we deal with dynamic sampling policies that need to
learn and maximize the rate function simultaneously, which introduces challenges of
dynamic sampling along with important implementation issues, some of which are
discussed in Glynn and Juneja [2015].
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Recently, Russo [2016] considers the problem where distributions are restricted to
be members of an exponential family with a single unknown parameter. Contrary to
the frequentiest setting in our paper, he formulates a posterior distribution for the
unknown parameters according to Bayes rule and characterizes the rate of convergence
for the posterior probability of false selection. He suggests sampling policies that can
achieve a near-optimal rate asymptotically. However, from an implementation view
point, these policies require multi-dimensional integrals repeatedly, which are difficult
to compute in general.
Our research is closely related to the pure exploration in multi-armed bandit
(MAB) problem, often referred to best-arm identification; see Bubeck and CesaBianchi [2012] for a comprehensive overview. (Additional best-arm identification
papers in the fixed confidence setting are reviewed in §2.2.2.) The best-arm identification procedures seek the same goal as ordinal optimization procedures—i.e.,
selecting the unique best arm, or the system with highest mean in the language of
this paper. Bubeck et al. [2009] derive bounds on the probability of false selection
for two algorithms: a uniform allocation rule with selecting the arm with the highest
empirical mean and the upper confidence bound (UCB) allocation rule in Auer et al.
[2002] with selecting the most played arm. The rate of decrease of the probability
of false selection is exponential for the former algorithm, but is only polynomial for
the latter one, implying regret-minimizing allocation rules, such as UCB, are not
well-suited for the pure exploration problem.
Further, Audibert and Bubeck [2010] suggest two algorithms: a variant of the UCB
algorithm, in which the optimal value of its parameter depends on some measure
of the complexity of the problem, and Successive Rejects algorithm, a parameterfree method based on progressively rejecting seemingly “bad” arms. Bubeck et al.
[2013] generalize the preceding work to the problem of identifying multiple arms.
They derive upper and lower bounds on the probability of false selection for a finite
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sampling budget. However, the asymptotic performance of these algorithms may not
be optimized in terms of the rate function. In contrast, we propose and analyze a
sampling policy that maximizes the rate function asymptotically.

2.2.2.

Fixed Confidence Setting

In this setting the goal is to select the best system with a predetermined probability,
by taking as few samples as possible. One of the early contributions in this setting
traces back to the work of Bechhofer [1954] who established the indifference-zone
(IZ) formulation. A large body of research on the IZ procedure followed [see, e.g.,
Paulson, 1964, Rinott, 1978, Nelson et al., 2001, Kim and Nelson, 2001, Goldsman
et al., 2002, Hong, 2006]. While most of procedures in the preceding papers are based
on the premise of underlying Gaussian distributions, a recent procedure developed
by Fan et al. [2016] allows for general, non-Gaussian distributions.
The stream of IZ literature surveyed above is closely related to best-arm identification problem in the fixed confidence setting. They differ along two dimensions: the
best-arm procedures employ different elimination mechanisms based on a confidence
bound for the mean of each arm, while IZ procedures eliminate “arms” based on a
confidence bound for the difference in means between two arms; and in the best-arm
problem a standard assumption is that the underlying distribution for each arm (system) is either Bernoulli [Even-Dar et al., 2002, Mannor and Tsitsiklis, 2004, Even-Dar
et al., 2006, Kalyanakrishnan et al., 2012, Jamieson et al., 2014] or unbounded but
explicit bounds on moments are known [Glynn and Juneja, 2015].
When the underlying distributions have unbounded support, Glynn and Juneja
[2015] show that one cannot use an (empirical) rate function to determine the number
of samples that guarantees a desired probability of false selection. In contrast to this
negative result, the (empirical) rate function is still useful in the fixed-budget setting
of this paper because the number of samples is exogenously given. In particular,
12

we discuss potential issues associated with the empirical rate function in §2.4.1 and
provide alternative approaches to mitigate those issues in §2.4.2-§2.4.3.

2.3.
2.3.1.

Problem Formulation
Policy Preliminaries

Consider k stochastic systems, whose performance is governed by a distribution Fj (·),
j = 1, . . . , k. These distributions are unknown to the decision maker. We assume
that the second moment of the each distribution is finite, and let µj =

R

xdFj (x)

and σj = ( x2 dFj (x) − µ2j )1/2 be the mean and standard deviation for performance
R

of the jth system. Denote µ (respectively, σ) the k-dimensional vector of means
(respectively, standard deviations). We assume that µ1 > maxj6=1 µj and that each
σj is strictly positive to avoid trivial cases.
A decision maker is given a fixed sampling budget T , which means T independent
samples can be drawn from the k systems. A sampling policy π is defined as a sequence of random variables, π1 , π2 , . . ., taking values in the set {1, 2, . . . , k}; the event
{πt = j} means a sample from system j is taken at stage t. Define Xjt , t = 1, . . . , T ,
as a random sample from system j in stage t and let Ft be the σ-field generated by
the samples and sampling decisions taken up to stage t, i.e., {(πτ , Xπτ ,τ )}tτ =1 , with the
convention that F0 is the nominal sigma algebra associated with underlying probability space. The set of non-anticipating policies is denoted as Π, in which the sampling
decision in stage t is determined based on all the sampling decisions and samples
observed in previous stages, i.e., {πt = j} ∈ Ft−1 for j = 1, . . . , k and t = 1, . . . , T .
For each system j, we denote by Njt (π) the cumulative number of samples up to
stage t and let αjt (π) be the sampling rate at stage t. Formally,

(2.3.1)

Njt (π) =

t
X
τ =1

13

I{πτ = j}

(2.3.2)

αjt (π) =

Njt (π)
,
t

2
(π)
where I{A} = 1 if A is true, and 0 otherwise. Also, we denote by X̄jt (π) and Sjt

the sample mean and variance of system j in stage t:
Pt

(2.3.3)
(2.3.4)

Xjτ I{πτ = j}
Njt (π)
Pt
(Xjτ − X̄jt (π))2 I{πτ = j}
2
.
Sjt
(π) = τ =1
Njt (π)

X̄jt (π) =

τ =1

Note that Xjτ is observed only when {πτ = j}. We use bold type for vectors:
αt (π) = (α1t (π), . . . , αkt (π)) and N t (π) = (N1t (π), . . . , Nkt (π)) denote vectors of
sampling rates and cumulative numbers of samples in stage t, respectively. Likewise,
we let X̄ t (π) and S 2t (π) be the vectors of sample means and variances in stage t,
respectively. For brevity, the argument π may be dropped when it is clear from the
context. To ensure that X̄ t and S 2jt are well defined, each system is sampled once
initially.
In the optimization problem we consider, we further restrict attention to consistent
policies defined as follows.
Definition 2.3.1 (Consistency). A policy π ∈ Π is consistent if Njt (π) → ∞ almost
surely for each j as t → ∞.
Under a consistent policy, no system has its sampling stopped prematurely. We
denote by Π̄ ⊂ Π the set of all non-anticipating, consistent policies. The naming
convention stems from the fact that under such policies sample means and variances
induced by the policy are consistent estimators of the population counterparts, as
formalized in the following proposition.
Proposition 2.3.1 (Consistency of estimators). For any consistent policy π ∈ Π̄,
2
X̄jt (π) → µj and Sjt
(π) → σj2 almost surely as t → ∞.
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The proof of the preceding proposition follows from straightforward application of
the strong law of large numbers, and will be omitted. We note that any static policy
π α with a fixed allocation vector α in the interior of ∆k−1 is consistent because
Njt (π α ) ≈ αj t → ∞ as t → ∞, however, consistency is not as trivial in the case of
dynamic policies. The following is a simple example of a dynamic policy that is not
consistent.
Example 2.3.1 (Dynamic sampling which is not consistent). Let π1 = 1, π2 = 2, and
πt = argmaxj {X̄jt } for each stage t ≥ 3; that is, a sample is taken from the system
with the greatest sample mean. Assume all systems are sampled once initially. For
simplicity, suppose k = 2 and assume the populations are normal with (µ1 , µ2 ) = (2, 1)
and unit variances. After taking a sample from each system, it can be easily seen that
the event, A = {X̄12 ∈ (∞, 0) and X̄22 ∈ (1, ∞)}, occurs with positive probability.
Conditional on this event, system 1 would not be sampled at all if X̄2t ≥ 0 for all
t ≥ 3. The latter event occurs with positive probability since {

Pt

s=2

X2s : t ≥ 3} is a

random walk with positive drift and the probability that it falls below zero is strictly
less than one. Combined with the fact that P(A) > 0, this policy is not consistent.

2.3.2.

Large Deviations Preliminaries

The probability of false selection is denoted P(FST (π)), where FST (π) corresponds
to an event of incorrectly selecting a non-best system after taking T samples under
policy π. The false selection may be made if X̄1T (π) is not the greatest mean, i.e.,
X̄1T (π) < maxj6=1 X̄jT (π), which is common in the related literature; see, e.g., Glynn
and Juneja [2004] and Kim and Nelson [2006]. Thus, with a slight abuse of notation,
we write that P(FST (π)) = P(X̄1T (π) < maxj6=1 X̄jT ). The exact evaluation of
P(FST (π)) is not analytically tractable, however, in an asymptotic regime where the
sampling budget goes to infinity, P(FST (π)) can be expressed in a closed form.
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In particular, for a fixed vector α = (α1 , . . . , αk ) ∈ ∆k−1 , where ∆k−1 a (k − 1)simplex defined as

∆k−1 =

(2.3.5)




k
X



j=1

(α1 , . . . , αk )




αj = 1 and αj ≥ 0 ,


we let π α ∈ Π be a policy such that the proportion of allocations to system j is αj .
This policy is static in the sense that it is independent of sample observations; one
α
= argmaxj {αj − αjt } for each t. Define
can implement such a policy by setting πt+1

Mj (θ) := E[eθXj ] and let Λj (θ) := log Mj (θ) be the cumulant generating function. Let
Ij (·) denote the Fenchel-Legendre transform of Λj (·), i.e.,

Ij (x) = sup{θx − Λj (θ)},

(2.3.6)

j = 1, . . . , k.

θ

Let Dj = {θ ∈ R : Λj (θ) < ∞} and Hj = {Λ0j (θ) : θ ∈ Dj0 }, where D 0 denotes the
interior of a set D and Λ0j (θ) denotes the derivative of Λj (·) at θ. In the current section
we make the following assumption, which will also be needed for our theoretical results
in §2.5.
Assumption 1. The interval [minj6=1 µj , µ1 ] ⊂ ∩kj=1 Hj0 .
To rephrase the preceding assumption, the maximizer of the sup in (3.3.8) can
be denoted by θj (x) such that Λ0j (θj (x)) = x, which is well defined for any x ∈
[minj6=1 µj , µ1 ]. Under this assumption, Glynn and Juneja [2004] show that for fixed
α = (α1 , . . . , αk )

(2.3.7)

1
log P(FST (π α )) → −ρ(α) := − min Gj (α) as T → ∞,
j6=1
T

where

(2.3.8)

Gj (α) = inf
{α1 I1 (x) + αj Ij (x)}.
x
16

From (2.3.7) it follows that P(FST (π α )) behaves roughly like exp(−ρ(α)T ) for large
values of T . Hence, under Assumption 1, ρ(·) is an appropriate measure of asymptotic
efficiency closely associated with the probability of false selection, at least for static
allocations.

2.3.3.

Problem Formulation

For a fixed budget T , we define the relative efficiency RT (π) for a policy π ∈ Π to
be

(2.3.9)

RT (π) =

ρ(αT (π))
,
ρ∗

where ρ∗ = maxα∈∆k−1 {ρ(α)}. By definition, the value of RT (π) lies in the interval
[0, 1]; an allocation is considered efficient when RT (π) is close to 1. We are interested
in the policy that maximizes the expected relative efficiency with the fixed sampling
budget T :

(2.3.10)

sup E[RT (π)].
π∈Π̄

The following definition characterizes consistent policies that have “good” asymptotic
properties.
Definition 2.3.2 (Asymptotic optimality). A policy π ∈ Π̄ is asymptotically optimal if
E[RT (π)] → 1 as T → ∞.
The asymptotic optimality implies the sampling budget is allocated in a way that
the probability of false selection converges to zero at an exponential rate and that
the exponent governing the rate of convergence is asymptotically the best possible.
It is important to note that a sufficient condition for asymptotic optimality is that
αT (π) → α∗ ∈ argmaxα∈∆k−1 {ρ(α)} in probability as T → ∞. Also note each
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element of α∗ is strictly positive; otherwise ρ(α∗ ) = 0 but we know that ρ(α) > 0
for α = (1/k, . . . , 1/k). Therefore, asymptotic optimality implies consistency.

2.4.

A Two-Moment Approximation and the
Proposed Policy

2.4.1.

Motivation

In general environments with unknown underlying distributions, the functional form
of the (asymptotic) probability of false selection ρ(·) is not known, and therefore,
it needs to be estimated from sample observations non-parametrically. One such
approach would proceed as follows. Let Λ̂jt (θ; π) be the empirical estimate of the
cumulant generating function for system j, i.e.,
Pt

(2.4.1)

Λ̂jt (θ; π) = log

τ =1

exp(θXjτ )I(πτ = j)
.
Njt

Define Iˆjt (x; π) as the empirical counterpart of Ij (x) in (3.3.8), where Λj (θ) is replaced
with Λ̂jt (θ; π). Then, the rate function can be estimated by replacing Ij (x) with
Iˆjt (x; π) in (2.3.8). However, as noted by Glynn and Juneja [2015], this approach
runs into problems at the very first step. Specifically, the estimator of the cumulant
generating function, Λ̂jt (θ; π), tends to be heavy-tailed in most settings, thereby
increasing the possibility of large errors for the corresponding estimate for the rate
function. To see this, observe that, if Xjτ has an exponential right tail, then

(2.4.2)

P(exp(θXjτ ) > y) ≈ c1 y −c2 /θ

for some c1 , c2 > 0 as y → ∞. That is, exp(θXjτ ) is heavy-tailed for θ > 0 and
therefore so is Λ̂jt (θ; π). This in turn could mean that a significant portion of the
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sampling budget is “wasted” on estimating the rate function, leaving only a small
budget to maximize it.
Further, maximization of the rate function (or its empirical estimate) involves
a multi-level optimization: the first inner layer to get Ij (x) in (3.3.8) for each j;
the second inner layer to get ρ(α) in (2.3.7); and the outer layer to maximize ρ(α)
over α ∈ ∆k−1 . The multi-level optimization becomes increasingly difficult to solve
numerically as the number of systems gets large. In the rest of this section, we
suggest a close approximation to the rate function, which allows one to circumvent
the difficulties mentioned above.

2.4.2.

A Two-Moment Approximation

We suggest an approximation to ρ(α), which is structured around the first two moments of the underlying probability distributions. For each α ∈ ∆k−1 let ρG (α) be
defined as

(2.4.3)

(µ1 − µj )2
.
ρ (α) = min
j6=1 2(σ12 /α1 + σj2 /αj )
G

Proposition 2.4.1 (Characteristics of ρG (·)). There exists a unique αG

=

argmaxα∈∆k−1 {ρG (α)} that satisfies the following system of equations:

(2.4.4)

(2.4.5)

(µ1 − µi )2
(µ1 − µj )2
=
, for all i, j = 2, . . . , k
σ12 /α1G + σi2 /αiG
σ12 /α1G + σj2 /αjG
α1G
σ1

=

v
u
k
uX
u
t

(αjG )2
.
2
j=2 σj

The proof for (2.4.4)-(2.4.5) in the preceding proposition follows from that of Theorem 1 in Glynn and Juneja [2004]. The uniqueness of αG follows from the fact that
ρG (α) is a strictly concave function of α. An immediate corollary of Proposition 2.4.1
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is that αG lies in the interior of ∆k−1 ; if αjG = 0 for some j, then (2.4.5) would not
hold.
Remark 2.4.1 (Relation to Welch’s t-test statistic). With an appropriate scaling, each
term in the min operator of (2.4.3) can be viewed as a population counterpart of
Welch’s t-test statistic [Welch, 1947] given by
X̄1t
2
S1t /N1t

(2.4.6)

− X̄jt
,
2
+ Sjt
/Njt

which is used to test the hypothesis that systems 1 and j have equal means when the underlying distributions are Gaussian. Further, in the case with general, non-Gaussian
distributions, Chernoff [1952] shows that there is no significant loss in efficiency by
using Welch’s t-test statistic as long as the probability distributions of systems 1 and
j are sufficiently close to each other.
It can be easily seen that ρG (·) is identical to ρ(·) when the underlying distributions
are Gaussian—hence the superscript G [see Example 1 of Glynn and Juneja, 2004].
Combined with this, Remark 2.4.1 suggests that ρG (·) may be closely aligned with
ρ(·). If this is the case, then αT (π) ≈ αG implies
RT (π) ≈
(2.4.7)

ρ(αG )
ρ∗

≈ 1.
The preceding observation will be formally stated and proved in §2.5. (See Theorem 2.5.2.)

2.4.3.

Welch Divergence Policy

Motivated with the two-moment approximation, we now propose a dynamic sampling policy, called Welch Divergence (WD), which iteratively estimates αG =
20

Algorithm 2.1: WD (n0 , m)
2
(Initialization) For each j, take n0 samples or until Sjt
>0
while t ≤ T do
(Myopic optimization) Solve (2.4.8) to obtain α̂G
t
G
− αjt } for s = 1, . . . , m. Let
(Sampling) Let πt+s = argmaxj=1,...,k {α̂jt
t=t+m
end
argmaxα∈∆k−1 {ρG (α)} from the history of sample observations. The name of the policy stems from its connection to Welch’s t-test statistic [Welch, 1947] in Remark 2.4.1.
G
Denote α̂G
t the estimator of α in stage t. Formally,

)

(

(2.4.8)

α̂G
t

(X̄bt − X̄jt )2
,
= argmax min
2
j6=b 2(S 2 /αb + Sjt
/αj )
α∈∆k−1
bt

where b = argmaxj {X̄jt }. The WD policy matches αt (π) with α̂G
t in each stage,
G
simultaneously making α̂G
as t → ∞. The policy is summarized in
t approach α

Algorithm 3.2, with n0 and m being parameters of the policy; n0 is the number of
initial samples from each system and m is the batch size. For ease of exposition, we
assume T is a multiple of m.
Remark 2.4.2 (WD in discrete distribution case). When the underlying distributions
are discrete, then an event X̄it = X̄jt for i 6= j may occur with positive probability.
In this case, the objective function in (2.4.8) can be zero for all α ∈ ∆k−1 and α̂G
t
may not be well defined. To avoid technical difficulties due to ties, let j > 0 be
a sufficiently small positive number for j = 1, . . . , k, with i 6= j for each i 6= j,
and replace each X̄jt in (2.4.8) with X̄jt + j /Njt . Note that the magnitude of the
perturbation, j /Njt , diminishes as Njt → ∞. The modified policy, as well as the
proofs for relevant theorems, is provided in Algorithm 3.3 in §2.9.3; for expositional
purposes it will be conducive to focus on the simpler variant of WD in Algorithm 3.2.
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Remark 2.4.3 (Generality of WD). Although we impose Assumption 1 to ensure that
the rate function in (2.3.7) is well defined, it is important to note that the WD policy
does not involve the rate function; it is structured around the first two moments of
the underlying distributions. Hence, the WD policy can be implemented in general
problem instances whenever the two moments exist; for example, see §2.7.2.3 for the
performance of WD with respect to the probability of false selection, the objective of
original interest, when the underlying distributions are heavy-tailed the rate function
does not exist.

2.5.

Main Theoretical Results and Qualitative
Insights

2.5.1.

Main Theoretical Results

This section contains our three main theoretical results. Theorem 2.5.1 provides the
asymptotic performance of the WD policy as T → ∞. Theorem 2.5.2 validates the
two-moment approximation in an asymptotic regime where δ = µ1 −maxj6=1 {µj } → 0.
Finally, Theorem 2.5.3 strengthens the preceding theorem in a stylized, asymptotic
setting where both T → ∞ and δ → 0.
Theorem 2.5.1 (Asymptotic performance of WD). The WD policy is consistent. Further, if Assumption 1 is satisfied, then αT (π) → αG almost surely as T → ∞ for
π = WD, and therefore,

(2.5.1)

E[RT (π)] →

ρ(αG )
as T → ∞.
ρ∗

The preceding theorem states that the sampling rate under the WD policy con22

verges to αG . Hence, if αG ≈ α∗ , the WD policy exhibits near-optimal performance
asymptotically. The following theorem characterizes the class of problem instances
where ρ(·) and ρG (·) are closely aligned so that αG ≈ α∗ . In particular, we consider
an asymptotic regime where the gap in means between the best and the second-best
systems is “close” to each other.
Theorem 2.5.2 (Validity of the two-moment approximation). Suppose Assumption 1
holds and let δ = µ1 − maxj6=1 {µj }. If σj ∈ [σmin , σmax ] for 0 < σmin ≤ σmax < ∞ for
each j, then

(2.5.2)

ρ(αG )
→ 1 as δ → 0,
ρ∗

where αG = argmaxα∈∆k−1 {ρG (α)}.
In Theorem 2.5.2 the distribution functions, F1 , . . . , Fk , may change in an arbitrary way as δ → 0, but the standard devations should not degenerate to zero. (In
Theorem 2.5.3 we consider a sequence of distribution functions that converges in a
stylized way as δ → 0.) Note that ρ(α) tends to zero for each α ∈ ∆k−1 as δ → 0, and
therefore, so does |ρ∗ − ρ(αG )|. Theorem 2.5.2 strengthens the preceding argument;
ρ(αG ) and ρ∗ converge to zero at the same rate as δ → 0, and therefore, maximizers
of ρ(·) and ρG (·) should coincide in the limit. This suggests that the WD policy,
which maximizes ρG (α), can achieve near-optimal performance with respect to ρ∗
when the gap between the best and second-best means is sufficiently close to 0. More
precisely, after taking T → ∞, the probability of false selection on a logarithmic scale
depends on the underlying distributions only through the first two moments as the
gap in the means shrinks to zero. Next we present a simple example to verify the
result in Theorem 2.5.2.
Example 2.5.1 (Bernoulli systems). Consider two Bernoulli systems with parameters
µ1 , µ2 ∈ (0, 1) with µ1 > µ2 so that P(Xj = 1) = µj = 1 − P(Xj = 0) for j = 1, 2.
23

The rate functions are

(2.5.3)

Ij (x) = x log

x
1−x
+ (1 − x) log
, j = 1, 2.
µj
1 − µj

Using a second order Taylor expansion of Ij (x) at x = µj and the fact that σj2 =
µj (1 − µj ), it can be seen that

(2.5.4)

Ij (x) =



(x − µj )2
2
+
o
(µ
−
µ
)
1
2
2σj2

as µ2 ↑ µ1 , where f (x) = o(x) if f (x)/x → 0 as x → 0. Since ρ(α) = inf x {α1 I1 (x) +
α2 I2 (x)}, it is not difficult to show that

(2.5.5)

ρ(α) =



(µ1 − µ2 )2
2
+
o
(µ
−
µ
)
,
1
2
2(σ12 /α1 + σ22 /α2 )

where the right-hand side converges to (2.4.3) as µ2 ↑ µ1 . Further, it can be easily
checked that

(2.5.6)

n

o

|ρ(α∗ ) − ρ(αG )| ≤ max |ρ(α∗ ) − ρG (α∗ )|, |ρ(αG ) − ρG (αG )| .

Combined with the fact that (2.5.5) holds for any α ∈ ∆k−1 , the desired result (2.5.2)
follows.
Figure 2.5.1 uses Example 2.5.1 to illustrate the proximity between ρ(·) and ρG (·)
for the case with Bernoulli systems, as a function of µ1 − µ2 . Observe that the
maximizers of ρ(·) and ρG (·) approach each other as the gap in means (µ1 − µ2 ) gets
smaller, as predicted by the analysis above, in particular, (2.5.5).
As noted by Glynn and Juneja [2004], when the true underlying distributions
are incorrectly specified as Gaussian, substantially sub-optimal allocations can result;
further, the preceding argument is unaffected by taking batches of samples, one of the
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Figure 2.5.1: Proximity between ρ(α) (solid) and ρG (α) (dashed) for the case with
two Bernoulli systems. The ratio ρ(αG )/ρ∗ is 0.9728 in the left panel and 0.9986
in the right panel. The maximizers α∗ and αG tend to be close to each other as
µ1 − µ2 → 0.
standard ways to justify the Gaussian assumption. In contrast, Theorem 2.5.2 implies
that one may approximate ρ(·) by assuming that the underlying distributions are
Gaussian, when the difference in means between the best and second-best systems is
small enough. This provides a rigorous justification for a two-moment approximation
in a specific class of problem instances, primarily affected by the distance between
means. We should note that the case when the means are “close” implies the problem
is “harder” insofar as differentiating the best system from the rest; if the means are
“far apart,” the problem is namely simpler. Theorem 2.5.2 addresses the former.
To strengthen our observations in Theorem 2.5.2, consider a stylized sequence of
system configurations defined as follows. Each system configuration is indexed by
superscript t; the t-th configuration is denoted by Ft = (F1t , . . . , Fkt ), where Fjt is the
distribution function for system j in the t-th configuration. We denote the means of
the t-th configuration by µt1 , . . . , µtk ; we fix µt1 = µ11 for t ≥ 2 and set µtj for j 6= 1 so
that (µt1 − µtj ) = δt (µ11 − µ1j ) for some 0 < δt ≤ 1. The probability distribution for
each system j is shifted so that the central moments of the distribution is fixed over
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t; that is, the characteristic functions satisfy

(2.5.7)

Z

t

eiθ(x−µj ) dFjt (x) =

Z

1

eiθ(x−µj ) dFj1 (x) for all θ ∈ R and t = 2, 3, . . . .

For this sequence of system configurations, the t-th configuration is parametrized by
δt and we write E[·; δt ] and P[·; δt ] to denote the expectation and probability under
the system configuration Ft . In particular, P(FSt (π α ); δt ) denotes the probability of
false selection using the static policy π α under the configuration Ft (parametrized by
δt ), in which each sample from system j is independent and identically distributed as
Fjt (·).
Theorem 2.5.3 (Asymptotic validity of the approximation). Consider a sequence of
system configurations {Ft }∞
t=1 , each of which is parametrized by δt . Suppose Assumption 1 is satisfied for each configuration Ft . If tδt2 → ∞ and δt → 0 as t → ∞, then
for any static policy π α with α ∈ ∆k−1

(2.5.8)

1
log P(FSt (π α ); δt ) → −ρG (α) as t → ∞.
2
tδt

Heuristically, the preceding proposition implies that the behavior of P(FSt (α); δ)
for large value of t is related to the magnitude of δ 2 ; that is, P(FSt (π α ); δ) ≈
exp{−ρG (α)tδ 2 }. To wit, in this asymptotic regime (sampling budget increasing and
distance between means diminishing) the two-moment approximation is rigorously
justified insofar as the probability of false selection.

2.5.2.

Qualitative Insights

Let δ = µ1 − maxj6=1 {µj } and write the loss in relative asymptotic efficiency under
policy π as `(t; δ) = 1 − ρ(αt (π))/ρ∗ , which can be decomposed into two parts: (i) an
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approximation error due to the loss of maximizing ρG (·) instead of ρ(·); and (ii) an
estimation error due to the loss incurred by noisy estimates of means and variances.
Formally, for any t ≥ k

(2.5.9)
(2.5.10)
(2.5.11)

ρ(αt (π))
ρ∗
!
!
ρ(αG )
ρ(αG ) − ρ(αt (π))
= 1−
+
ρ∗
ρ∗

`(t; δ) = 1 −

= `1 (δ) + `2 (t),

where `1 (δ) corresponds to the loss due to the approximation error which depends
critically on the difference in means δ and `2 (t) corresponds to the loss due to sampling
(noise). Note that `1 (δ) is independent of t and that `2 (t) decreases to 0 almost surely
as t → ∞ under the WD policy since αt → αG . (Technically, `2 (t) also depends on
δ but we suppress that dependence.)
For the regime with small t, the latter error dominates the former, i.e., `1 (δ) 
`2 (t), and hence, learning the mean of each system is more important than a precise
approximation of ρ(·). Therefore, in this regime ρG (·) is a reasonable proxy for ρ(·).
When t is large, we have that limt `2 (t) = 0 from Theorem 2.5.1, and therefore,
lim inf t `(t) = `1 (δ); that is, in the non-Gaussian case, `1 (δ) is strictly positive and
the WD policy cannot recover the full asymptotic efficiency eventually. However, it
is important to note that the magnitude of `1 is not substantial as long as the gap in
means is small enough (Theorem 2.5.2).
Figure 2.5.2 illustrates the magnitudes of `1 (δ) and `2 (t) in two simple configurations, each with two Bernoulli systems; one with δ = 0.05 and another one with
δ = 0.005, where δ = µ1 − µ2 . For both configurations, there exists tc < ∞ such that
`1 (δ) = `2 (tc ). For t  tc , maximizing ρG (·) does not lead to a significant loss in the
efficiency because `1 (δ)  `2 (t). Since tc is roughly proportional to 1/δ 2 , note that,
when δ becomes 10 times smaller, it requires approximately 100 times more samples
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Figure 2.5.2: The above shows the bias-variance decomposition for the WD policy,
each configuration consists of two Bernoulli systems. The graph (a) is for the configuration with (µ1 , µ2 ) = (0.9, 0.85) and the graph (b) is for the configuration with
(µ1 , µ2 ) = (0.9, 0.895). Each `2 (t), the stochastic error, is estimated by taking average
of 106 generated values of (ρ(αG ) − ρ(αt (π)))/ρ∗ . Standard error of each estimate
for `2 (t) is less than 10−7 in graph (a) and is less than 10−9 in graph (b). The two
graphs suggest that the crossing point tc is proportional to δ 2 , i.e., at that scale the
approximation and stochastic errors are balanced.
to reduce `2 (t) to the level of `1 (δ). This is consistent with the result of Theorem 2.5.3
that the behavior of P(FSt ; δ) is closely related to δ 2 for large t.

2.6.

An Adaptive Welch Divergence Policy

From an implementation standpoint, WD may entail a heavy computational burden
as one needs to solve the convex optimization (2.4.8) in every stage. In particular,
the computation time for solving (2.4.8) increases in proportion to the number of
systems; see Table 2.7.1. Hence, it is desired to construct an alternative policy that
is implementable in large-scale problem instances, while retaining the (asymptotic)
performance of WD.
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Algorithm 2.2: AWD (n0 , m)
2
(Initialization) For each j, take n0 samples or until Sjt
>0
while t ≤ T do
Let b = argmaxj {X̄jt }. If
v
u

2
X αjt
αbt u
t
,
<
2
Sbt
j6=b Sjt

(2.6.1)
set πt+1 = b. Otherwise, set

(

(2.6.2)

πt+s

(X̄bt − X̄jt )2
= argmin
2
2
/αjt
Sbt
/αbt + Sjt
j6=b

)

for s = 1, . . . , m and let t = t + m
end

2.6.1.

Derivation of the Heuristic

We propose the Adaptive-WD (AWD) policy summarized in Algorithm 2.2. To provide some intuition behind AWD, note that the objective function of (2.4.8) is equivalent to ρG (α) in (2.4.3) with the exception that µj and σj are replaced with their
sample estimates, X̄jt and Sjt , respectively. Therefore, from Proposition 2.4.1 it can
be easily seen that the first order condition for (2.4.8) can be written as

(2.6.3)

(X̄bt − X̄it )2
(X̄bt − X̄jt )2
=
, for all i, j = 2, . . . , k
2
G
2
G
2
G
Sbt
/α̂bt
+ Sit2 /α̂itG
Sbt
/α̂bt
+ Sjt
/α̂jt
v
u

(2.6.4)

G 2
G
uX (α̂jt
)
α̂bt
=t
.
2
Sbt
j6=b Sjt

While WD seeks an exact solution for (3.4.23)−(3.4.24) in every stage, AWD balances
the left and right sides of (3.4.23) − (3.4.24) so that they are satisfied asymptotically
as t → ∞.
Remark 2.6.1 (WD and AWD in the two-system case). In the case with k = 2 systems,
it is straightforward to see that WD and AWD are identical. Specifically, note that,
when (2.6.1) is satisfied for some stage t, AWD takes a sample from system b. Further,
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G
G
for the WD policy, it can be seen that (2.6.1) implies α̂bt
> αbt and α̂jt
< αjt for j 6= b,

and therefore, WD also samples system b. A similar argument holds for the case where
(2.6.1) is violated.

2.6.2.

Comparison Between WD and AWD

Figure 2.6.1 compares the performances of WD and AWD in the case with k = 10
normally distributed systems with µ = (1, 0.9, . . . , 0.9) and σ = (1, 1, . . . , 1). The
parameters for the two policies are set as n0 = 200 and m = 10. The two right panels
show the frequencies of α1t for t = 1.6 · 104 , 1.6 · 105 , from which it is clear to see that
α1t → α1G = 0.25 as t → ∞. The left panel shows that AWD performs slightly better
than WD in terms of the probability of false selection; indeed, this is what we observed
in most numerical experiments. We note that, for a finite sampling budget, an optimal
policy should judiciously balance exploring unknown characteristics of the probability
distributions and minimizing the probability of false selection. Neither WD nor AWD
is optimized for a finite-budget performance, but numerical experiments on many
different examples suggest that AWD tends to be more efficient in achieving the
balance than WD.
From the perspective of implementation, AWD is far more efficient and scalable
than WD. In Table 2.7.1 we estimate CPU times per stage under the two policies.
For the implementation of WD, we use CVX, a package for specifying and solving
convex problems [Grant and Boyd, 2008, 2014] on a Windows 7 operating system
with 32GB RAM and Intel core i7 2.7GHz CPU. Although the implementation of
each algorithm was not optimized for CPU time, the relative CPU times illustrate
the dramatic difference between the policies, in particular scalability of the AWD
policy.
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Figure 2.6.1: Performance of the Adaptive WD policy. Probability of false selection
(left) and sampling frequencies, α1t , (right) under the WD and AWD policies. The
configuration is characterized by k = 10 normally distributed systems with µ =
(1, 0.9, . . . , 0.9) and σ = (1, 1, . . . , 1). The estimates in the two panels are generated
from 1000 simulation trials. The two panels on the right show that α1t → α1G = 0.25
as t → ∞ under both policies, while the left panel shows the performance of AWD is
slightly better than WD in terms of the probability of false selection.

2.7.

Numerical Testing and Comparison with
Other Policies

2.7.1.

Different Sampling Policies

We compare the AWD policy against three other policies: the dynamic algorithm for
Optimal Computing Budget Allocation (OCBA) [Chen et al., 2000]; the Knowledge
Gradient (KG) algorithm [Frazier et al., 2008]; and the Equal Allocation (EA) policy;
see details below.
• Optimal Computing Budget Allocation (OCBA). Chen et al. [2000] assumed
that the underlying distributions are normal and formulated the problem as
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follows:


(2.7.1)

min

α∈∆k−1

X

Φ̄ − q

j6=b

X̄bt − X̄jt
2
2
Sbt
/(αb t) + Sjt
/(αj t)


,

where b = argmaxj {X̄jt }, Φ(·) is the cumulative standard normal distribution
function, and Φ̄(·) = 1 − Φ(·). They suggested a dynamic policy based on the
first-order conditions for (2.7.1): Initial n0 samples are taken from each system,
which are then used to allocate m incremental samples. Specifically, compute
(α̂1 , . . . , α̂k ) by solving
Sjt /(X̄bt − X̄jt )
Sit /(X̄bt − X̄it )

(2.7.2)

α̂j
=
α̂i

(2.7.3)

uX 2
α̂j
u
α̂b
=t
,
2
Sbt
S
jt
j6=b

!2

for i, j 6= b

v

which are derived from the first order conditions of (2.7.1). Then, allocate
mα̂j samples to system j, ignoring non-integrality of mα̂j . This procedure is
repeated until the sampling budget is exhausted.
• Knowledge Gradient (KG). We briefly describe the KG policy; further description can be found in Frazier et al. [2008]. Let µ̃tj and σ̃jt denote the mean and
variance of the posterior distribution for the unknown performance of system
j in stage t. Then KG policy maximizes the single-period expected increase in
value, Et [maxj µ̃t+1
− maxj µ̃tj ], where Et [·] indicates the conditional expectation
j
with respect to the filtration up to stage t. Although Frazier et al. [2008] mainly
discusses the KG policy for the known variance case, we use its version with
unknown variance (equivalent to LL1 policy in Chick et al. [2007]) in order to be
consistent with the other benchmark policies herein. This policy requires users
to set parameters for prior distributions and we use n0 initial sample estimates
to set those. Also, for the purpose of comparison with our policy, we allow the
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KG policy to take m samples in each stage.
• Equal Allocation (EA). This is a simple benchmark static policy, where all
systems are equally sampled, implemented as πt = argminj Njt , breaking ties
by selecting the system with the smallest index.
Note that the benchmark policies except for EA take two parameters; the initial
number of samples n0 and the batch size m in each stage. For comparison with our
procedure, we use the same parameters across the policies in each experiment in the
following subsection. These are by no means optimal choices, but we have found that
the key qualitative conclusions hold for other choices of n0 and m as well.

2.7.2.

Numerical Experiments

The numerical experiments include a series of tests using normal and exponential
distributions. P(FST ) is estimated by counting the number of false selections out of
M simulation trials, which is chosen so that:
s

(2.7.4)

PT (1 − PT )
PT
≤
,
M
10

where PT is the order of magnitude of P(FST ) for a given budget T . This implies the
standard error for each estimate of P(FST ) is at least ten times smaller than the value
of P(FST ). For example, in Figure 2.7.1, the minimum value of P(FST ) is 10−2 , so
we choose M to be at least 104 by this argument. Consequently, we have sufficiently
high confidence that the results are not attributed to simulation error.

2.7.2.1.

Normal Distribution

First, we consider configurations with normally distributed systems with monotonically decreasing means where µj = 1.05−0.05j. Three sets of standard deviations are
considered; constant variance σ = (1, . . . , 1); increasing variance σ = (0.4, . . . , 1.6);
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and decreasing variance σ = (1.6, . . . , 0.4). We examine performance for both small
(k = 10) and large-scale (k = 500) configurations. For all cases, we set m = 10 and
the number of initial samples is n0 = 0.1T /k; that is, 10% of the total budget is
allocated to initilization of sampling.
In Figure 2.7.1, the estimated P(FSt ) is shown as a function of stage t. Poor
performance of the KG policy, especially in the case with large number of systems, is
anticipated as it is not designed to minimize the probability of false selection. In the
case with k = 10 systems, both the AWD and OCBA policies perform competitively.
However, in the case with k = 500 systems, the OCBA policy exhibits relatively
poor performance compared to AWD. We find that, when the sample average of
the true best system (i.e., system 1) is far smaller than those of the others, OCBA
myopically allocates too few additional samples to system 1, making it appear to
be “non-best” for the rest of the sampling horizon. Further, despite the drastic
difference in performance between the AWD and OCBA policies, the computational
costs of these are comparable as can be seen from Table 2.7.1 in §2.7.2.4.

2.7.2.2.

Exponential Distribution

As an example of a non-Gaussian distribution, we consider configurations where systems are exponentially distributed. In this experiment, in addition to the benchmark
policies above, we consider another variant of the WD policy, with ρG (·) in Algorithm 3.2 replaced with:
(

(2.7.5)

(α1 + αj )/µ1
ρ(α) = min −α1 log
j6=1
α1 /µ1 + αj /µj

!

(α1 + αj )/µj
− αj log
α1 /µ1 + αj /µj

!)

,

which is the rate function when the underlying probability distributions are exponential. We call this policy modified GJ, since it is adapted from the sequential
procedure in Glynn and Juneja [2004] but takes as primitive knowledge of the rate
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Figure 2.7.1: Probability of false selection in normal distribution case. P(FSt ) is plotted as a function of stage t in log-linear scale. The four sampling policies are: equal
allocation (EA); Knowledge Gradient (KG); Optimal Computing Budget Allocation
(OCBA); and the AWD policy. For all cases, µj = 1.05 − 0.05j for j = 1, . . . , k.
Three sets of standard deviations are considered; constant variance σ = (1, . . . , 1);
increasing variance σ = (0.4, . . . , 1.6); and decreasing variance σ = (1.6, . . . , 0.4).
function ρ(·). Of course, the knowledge of ρ(·) is an unrealistic assumption in practice,
but this serves as an aggressive benchmark.
We consider two configurations, each with ten exponentially distributed systems.
In the first configuration, the gap between the best and non-best systems is large;
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Figure 2.7.2: Probability of false selection in exponential distribution case. P(FSt )
is plotted as a function of t in log-linear scale. The five sampling policies are:
equal allocation (EA); Knowledge Gradient (KG); Optimal Computing Budget Allocation (OCBA); the AWD policy; and the modified GJ policy. The two configurations are characterized by (a) µ = (1, 0.9, 0.8, . . . , 0.5, 0.5) and (b) µ =
(1, 0.95, 0.9, . . . , 0.5, 0.5), each with k = 10 systems.
µ = (1, 0.9, 0.8, . . . , 0.5, 0.5). In the second configuration, the gap is smaller than the
previous one; µ = (1, 0.95, 0.9, . . . , 0.5, 0.5).
In the first configuration, the modified GJ policy outperforms the others due to
the prior information on the rate function, which is “baked into” their algorithm.
In the second configuration, however, the modified GJ and AWD policies perform
similarly. This observation is consistent with Theorem 2.5.2; specifically, when the
gap between the best and “second-best” systems is small enough, it is safe to maximize ρG (·) instead of ρ(·). In other words, one does not lose much by the lack of
information that the underlying distribution is exponential. Also, observe that the
OCBA policy performs competitively with the modified GJ and AWD policies. Although the OCBA policy is developed based on the premise of underlying normal
distributions, its application in the exponential case is well-justified when the gap in
means is sufficiently small.
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2.7.2.3.

t Distribution

As another example of non-Gaussian distributions, we consider configurations where
systems follow the heavy-tailed Student-t distribution. Each system is parameterized
by the location parameter µj and the degrees of freedom νj ; the variance for system
j is given by νj /(νj − 2). We take two configurations, each with k = 10 systems:
The first configuration is characterized by νj = 2.13 with means µj = 1.2 − 0.2j
for j = 1, . . . , k. The second configuration is characterized by νj = 4 with means
µj = 1.07 − 0.07j for j = 1, . . . , k. The values of νj are chosen so that the gap in
means between systems j and j + 1, in terms of the number of standard deviations,
is identical in the two configurations, but the distributions in the first configuration
are more heavy-tailed than those in the second.
Since the theoretical results in this paper do not hold in the heavy-tailed case,
the application of AWD can be viewed as a heuristic. Further, unlike the exponential
convergence of the probability of false selection in light-tailed environments, Broadie
et al. [2007] show that, under a static policy characterized by an allocation vector
α ∈ ∆k−1 , the probability of false selection converges to zero at a polynomial rate
that does not depend on α. This implies the policies discussed in this section may
exhibit identical performance in terms of the convergence rate of the probability of
false selection. However, the results in Figure 2.7.3 indicate that, despite the presence
of heavy tails, it is still important to judiciously allocate samples based on means and
variances in order to minimize the probability of false selection. In particular, one
can observe that the AWD and OCBA policies outperform the others in both cases
of Figure 2.7.3.

2.7.2.4.

Computation Times

In Table 2.7.1, we compare the computation times of different algorithms discussed in
this section. The algorithms are implemented in MATLAB on a Windows 7 operating
37

(a) t distribution/small df

(b) t distribution/large df

0

0

10

10
EA
KG
OCBA
AWD

P(FSt )

10−1

10−1

10−2

10−2

10−3

10−3

10−4

0.2

0.4

0.6
Stage t

0.8

EA
KG
OCBA
AWD

10−4

1

0.2

0.4

0.6
Stage t

·105

0.8

1
·105

Figure 2.7.3: Probability of false selection in t distribution case. P(FSt ) is plotted as
a function of stage t in log-log scale. The four sampling policies are: equal allocation
(EA); Knowledge Gradient (KG); Optimal Computing Budget Allocation (OCBA);
and the AWD policy. The two configurations are characterized by (a) νj = 2.13 and
µj = 1.2 − 0.2j and (b) νj = 4 and µj = 1.07 − 0.7j, respectively, for j = 1, . . . , 10.
Table 2.7.1: CPU times per 100 stages under different policies. The values are estimated by taking an average of 100 simulation trials. The configurations consist of
normal distributions with means, µ1 = 1, µj = 1.05 − 0.05j for j = 2, . . . , k, and
standard deviations equally set to one.
CPU times (sec)

k = 10

k = 50

k = 100

k = 500

WD
AWD
KG
OCBA
EA

2.19
0.12
0.60
0.12
0.03

17.40
0.52
1.15
0.53
0.22

53.21
1.64
1.62
0.98
0.41

426.28
11.70
16.71
13.02
9.52

system with 32GB RAM and Intel core i7 2.7GHz CPU. Although the implementation
of each algorithm is not optimized for performance, the relative CPU times illustrate
complexity between the algorithms as the number of systems increases. Note that
the computation time of AWD is comparable to that of OCBA which is one of the
most widely cited policies in literature due to its simple allocation rule.
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2.8.

Concluding Remarks

By analyzing the asymptotics of the probability of false selection, we were able to
obtain a close approximation to the large deviations rate function, and leverage it to
design well-performing dynamic sampling policies. Perhaps the strongest conclusion
from our results is that the rate function for general distributions can be closely
approximated by using only the first two moments, which allowed us to construct the
WD and AWD policies that are tractable for implementation purposes.
Although numerical analyses in §2.6 provide evidence that AWD possesses the
asymptotic properties of WD as in Theorem 2.5.1, the performance of AWD is not
analyzed in a precise mathematical manner except for the case with k = 2 systems
(Remark 2.6.1); the case with k > 2 remains an open question.
While we primarily focused on the probability of false selection for a single best
system, the methodology developed in this paper can be extended to other criteria.
For example, it can be applied to the problem of selecting n (> 1) best systems out
of k. If P(FSt ) is defined as the probability of false selection of the (k − n) inferior
systems, one can track the behavior of P(FSt ) for large t using the relationship (2.3.7),
from which it is possible to develop a tractable policy using the mechanics used in
this paper.

2.9.
2.9.1.

Selected Proofs and Additional Results
Proofs for Main Results

Additional notation is introduced for the proof of Theorem 2.5.1.

Fix x =

(x1 , . . . , xk ) ∈ Rk and y = (y1 , . . . , yk ) ∈ Rk+ . Define B(x) := {i ∈ {1, . . . , k} | xi =
maxj {xj }}. Note that we allow the case with |B(x)| > 1, where |B(x)| represents the
cardinality of the set B(x). Let Θ be the set of all (x, y) ∈ Rk × Rk+ with |B(x)| < k.
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For each (x, y) ∈ Θ and α ∈ ∆k−1 , define

(2.9.1)

H(α; x, y) =

(xi − xj )2
.
i∈B(x),j ∈B(x)
/
(yi2 /αi + yj2 /αj )
min

Note that ρ(α) = H(α; µ, σ). Define α(x, y) to be the maximizer of H(α; x, y), i.e.,

(2.9.2)

α(x, y) = argmax H(α; x, y).
α∈∆k−1

Note that H(α; x, y) is a strictly concave function of α since it is the minimum of
the strictly concave functions. Hence, α(x, y) in (3.7.37) is well defined. The proof
of Theorem 2.5.1 requires the following lemma.
Lemma 2.9.1. Fix (x, y) ∈ Θ. Consider a sequence of parameters (xt , y t ) ∈ Θ such
that xtj → xj and yjt → yj as t → ∞ for each j. Then, α(xt , y t ) → α(x, y) as t → ∞
and the vector α(x, y) is strictly positive.
Proof of Theorem 2.5.1. In this proof, we will assume that the distributions are continuous. For the case where the distributions have jumps, the WD policy and its
proof require some minor modification and will be discussed in Appendix 2.9.3.
Consistency. Fix the sequence of samples, {(Xj1 , Xj2 , . . .)}kj=1 , and let F ⊂
{1, 2, . . . , k} be the set of systems that are sampled only finitely many times and
let I := {1, 2, . . . , k} \ F . Suppose, towards a contradiction, that F is non-empty and
let τ < ∞ be the last time that the systems in F are sampled. It can be seen from
2
Proposition 2.3.1 that, for each system j ∈ I, X̄jt and Sjt
converges to µj and σj2

almost surely as t → ∞, respectively. Also, for any system j ∈ F , X̄jt is constant
subsequent to the stage τ . Formally, define µ̂ = (µ̂1 , . . . , µ̂k ) and σ̂ = (σ̂1 , . . . , σ̂k )
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with

(2.9.3)

(µ̂j , σ̂j2 ) =




2

(X̄jτ , Sjτ
)



(µj , σ 2 )
j

for j ∈ F

for j ∈ I,

2
so that X̄jt → µ̂j and Sjt
→ σ̂j2 for each j = 1, . . . , k.

We will assume that |B(µ̂)| = 1, i.e., argmaxj {µ̂j } is uniquely defined, since the
event, {µ̂i = µ̂j for some i 6= j}, occurs with zero probability when the underlying
distributions are continuous. Note that α̂G
t = α(X̄ t , S t ) for each t ≥ k and define
α̂ := α(µ̂, σ̂), where α̂G
t is defined in (2.4.8) and the function α(·, ·) is defined
in (3.7.37). Applying Lemma 2.9.1 with (xt , y t ) replaced with (X̄ t , S t ) and (x, y)
replaced with (µ̂, σ̂), it follows that α̂G
t → α̂ as t → ∞ with α̃ > 0. Further, by
construction of our policy, αt (π) − α̂G
t → 0 as t → ∞, and therefore, αt (π) → α̂ > 0
as t → ∞. However, this contradicts our assumption because each system j ∈ F is
sampled only finitely many times so that αjt (π) → 0. Consequently, F is empty with
probability 1 and the proposed policy is consistent.
Asymptotic performance. Since the proposed policy is consistent, X̄jt → µj and
2
→ σj2 almost surely for each j = 1, . . . , k. Therefore, applying Lemma 2.9.1
Sjt

with (xt , y t ) replaced with (X̄ t , S t ) and (x, y) replaced with (µ, σ), it follows that
G
α̂G
t → α = argmaxα∈∆k−1 {ρG (αt )} . Moreover, by construction of the policy it is not

difficult to see that the term αt (π) − α̂G
t → 0 as t → ∞. Consequently, it follows
that αt (π) → αG as t → ∞, which completes the proof of the theorem.



Proof of Theorem 2.5.2. We assume without loss of generality that µ1 > µ2 =
maxj>2 {µj } for every system configuration in this proof. We consider two cases
of system configurations.
Case 1. Consider the system configurations such that ρ(α) = G2 (α) for each
δ > 0. Recalling the definition of ρ(α) in (2.3.7), the preceding condition implies
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that the probability of falsely selecting system j = 3, . . . , k is dominated by the
probability of falsely selecting system 2. In this case, we can write, for sufficiently
small δ > 0,

ρ(α) = inf {α1 I1 (x) + α2 I2 (x)}.

(2.9.4)

x

Since both I1 (x) and I2 (x) are decreasing in x for x < µ2 and increasing in x for
x > µ1 , it suffices to search for the infimum for x ∈ [µ2 , µ1 ]. In this region, I1 (x) is
decreasing and I2 (x) is increasing.
Define θj (x), j = 1, 2, as the value of θ that satisfies Λ0j (θ) = x, which exist for
all x ∈ [µ2 , µ1 ] due to Assumption 1. Observe that Ij (x) = xθj (x) − Λj (θj (x)) and
Ij0 (x) = θj (x) + xθj0 (x) − Λ0j (θj (x))θj0 (x) = θj (x),

(2.9.5)

where the second equality follows from the definition of θj (x). From the above equation we also obtain Ij00 (x) = θj0 (x). Both Ij0 (x) and Ij00 (x) are well defined because
Ij (·) is continuously differentiable for x ∈ [µ2 , µ1 ] ∈ Hj0 [e.g., see Lemma 2.2.5 in
Dembo and Zeitouni, 2009]. Applying a second order Taylor expansion at x = µj
with Ij (µj ) = 0, we have that

(2.9.6)

Ij (x) = (x − µj )θj (µj ) +



(x − µj )2 0
θj (µj ) + o (x − µj )2 ,
2

where f (x) = o(g(x)) implies |f (x)|/|g(x)| → 0 as g(x) → 0. It can be easily seen
that θj (µj ) = 0 for each j = 1, 2. Also, Assumption 1 implies E[Xj2 ] < ∞, which in
turn implies that θj0 (µj ) = 1/σj2 by Lemma 7 in Chernoff [1952]. Therefore, (2.9.6)
can be written as

(2.9.7)

Ij (x) =



(x − µj )2
2
+
o
(x
−
µ
)
j
2σj2
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for each j = 1, 2.
Fix α ∈ ∆k−1 and recall that ρ(α) = inf x {α1 I1 (x) + α2 I2 (x)}. Define I(x) :=
α1 I1 (x) + α2 I2 (x) and
¯ := α1 I¯1 (x) + α2 I¯2 (x)
I(x)
(x − µ2 )2
(x − µ1 )2
+ α2
.
= α1
2σ12
2σ22

(2.9.8)

From (2.9.7) and the fact that (x − µj )2 ≤ (µ1 − µ2 )2 for any x ∈ [µ2 , µ1 ], it can be
easily seen that

(2.9.9)



¯ + o (µ1 − µ2 )2
I(x) = I(x)



as µ2 → µ1

¯
Let x∗ be the minimizer of I(x) and x̄ be the minimizer of I(x).
Using first order
conditions, we obtain that
!

(2.9.10)

x̄ =

!

α1 /σ12
α2 /σ22
µ
+
µ2
1
α1 /σ12 + α2 /σ22
α1 /σ12 + α2 /σ22

and

(2.9.11)

¯ =
I(x̄)

(µ1 − µ2 )2
.
2(σ12 /α1 + σ22 /α2 )

¯
¯ ∗ )| + |I(x
¯ ∗ ) − I(x̄)|
¯
Observe that |I(x∗ ) − I(x̄)|
≤ |I(x∗ ) − I(x
and by (2.9.9),

(2.9.12)





¯ ∗ )| = o (µ1 − µ2 )2 .
|I(x∗ ) − I(x

Further,
!

¯ ∗ ) − I(x̄)|
¯
|I(x
=

x̃ − µ1
x̃ − µ2
α1
+ α2
(x∗ − x̄)
2
σ1
σ22
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(2.9.13)



= o (µ1 − µ2 )2



as µ2 → µ1

¯ ∗ ) at
where the first equality follows from the first order Taylor expansion of I(x
x̄ for some x̃ between x∗ and x̄; the second equality follows since σj ≥ σmin and
|(x̃ − µj )(x∗ − x̄)| ≤ (µ1 − µ2 )2 for each j = 1, 2. Therefore, we establish that

(2.9.14)

ρ(α) = I(x∗ ) =



(µ1 − µ2 )2
2
+
o
(µ
−
µ
)
,
1
2
2(σ12 /α1 + σ22 /α2 )

where the right-hand side of the preceding equality converges to ρG (α) as µ1 −µ2 → 0.
To show that ρ(αG )/ρ(α∗ ) → 1 as µ1 − µ2 → 0, one can check that




|ρ(αG ) − ρ(α∗ )| ≤ max |ρ(αG ) − ρG (αG )|, |ρG (α∗ ) − ρ(α∗ )|
(2.9.15)
= o((µ1 − µ2 )2 ),

where the equality follows from (2.9.14). Further, due to the assumption that σj ≤
σmax for each j = 1, 2, we have that

(2.9.16)

ρG (αG ) ≥ ρG (αeq ) ≥ c0 (µ1 − µ2 )2

for some constant c0 > 0 after some straightforward algebra. Combined with (2.9.14),
this in turn implies ρ(α∗ ) ≥ c00 (µ1 − µ2 )2 for sufficient small (µ1 − µ2 ). Hence, we
establish the desired result by dividing both sides of (2.9.15) by ρ(α∗ ).
Case 2. Consider the system configurations such that ρ(α) 6= G2 (α) for some
δ > 0. In this case, it suffices to consider the case where ρ(α) = Gi (α) for some
i 6= 1, 2 and sufficiently small δ ∈ (0, δ0 ), or equivalently, argminj6=1 {Gj (α)} → i
as δ → 0. (In cases where argminj6=1 {Gj (α)} does not converge as δ → 0, one
can consider subintervals of (0, δ0 ) along which argminj6=1 {Gj (α)} converges to any
i0 6= 1, 2 and then follow the same logical steps as below, which will be omitted in
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this proof.)
We first show that µ1 − µi → 0 as δ → 0. Observe that Gi (α) ≤ G2 (α) since
ρ(α) = Gi (α) for sufficiently small δ. From the definition of Gj (·) in (2.3.8) and
the fact that Ij (x) is strictly concave with Ij (µj ) = 0, it can be easily seen that
G2 (α) → 0 as δ → 0, and therefore, we establish that Gi (α) → 0 as δ → 0. Now,
towards a contradiction, suppose that lim inf δ→0 (µ1 − µi ) ≥ d for some constant
d > 0. Recall that Gi (α) = inf x {α1 I1 (x) + αi Ii (x)} and let x∗i be the minimizer
which lies in [µi , µ1 ]. Note that Gi (α) → 0 implies both I1 (x∗i ) and Ii (x∗i ) converges
to zero. However, due to (2.9.7) and the assumption that σj ≤ σmax for each j, it
can be seen that I1 (x∗i ) and Ii (x∗i ) can converge to zero only when x∗i − µ1 → 0 and
x∗i − µi → 0 as δ → 0, respectively. This is a contradiction due to the assumption
that lim inf δ→0 (µ1 − µi ) ≥ d. Therefore, we have that µ1 − µi → 0 as δ → 0. Now, the
rest of the proof can be done by following the same logical steps as the proof for Case
1, with variables for system 2 being replaced with those for system i; the remaining
part will be omitted.



Proof of Theorem 2.5.3. In this proof we fix π = π α , which will be eliminated in the
function arguments in order to improve clarity. Also, note that

(2.9.17)

P(FSt ; δt ) ≤ (k − 1) max P(X̄1t < X̄jt ; δt ),
j=2,...,k

and

(2.9.18)

P(FSt ; δt ) ≥ max P(X̄1t < X̄jt ; δt ).
j=2,...,k

In the preceding inequalities, X̄jt denotes the average of Njt samples from system j
as defined in (2.3.3) and P(X̄1t < X̄jt ; δt ) is the probability of the event X̄1t < X̄jt ,
where each sample from system j is independently and identically distributed as
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Fjt (·). The two inequalities (3.7.13)-(3.7.4) imply, on a logarithmic scale, the rate
function of P(FSt ; δt ) can be immediately obtained once we find the rate function of
P(X̄1t < X̄jt ; δt ) for each j. From this point and on, we consider k = 2 for simplicity
and without loss of generality the proof easily extends to k ≥ 3. For brevity, we let
P(A) := P(A; δ1 ) for an event A.
Fix α = (α1 , α2 ) ∈ ∆1 and observe that

P(FSt ; δt ) = P(X̄1t < X̄2t ; δt )
= P(X̄1t − µt1 < X̄2t − µt2 − (µt1 − µt2 ); δt )
(a)

= P(X̄1t − µ1 < X̄2t − µ2 − (µt1 − µt2 ))

(2.9.19)

= P(X̄1t − µ1 + δt (µ1 − µ2 )/2 < X̄2t − µ2 − δt (µ1 − µ2 )/2),

where (a) follows from (2.5.7); specifically, the distribution of X̄jt − µtj under the
configuration Ft (parametrized by δt ) is identical to that of X̄jt − µ1j under the first
configuration F1 (parametrized by δ1 ). Define W1t = (X̄1t − µ1 )/δt + (µ1 − µ2 )/2 and
W2t = (X̄2t − µ2 )/δt − (µ1 − µ2 )/2. Then, P(FSt ; δt ) can be written as

(2.9.20)

P(FSt ; δt ) = P(W1t < W2t ).

Set Wt = (W1t , W2t ). Denote the logarithmic moment generating function of Wt by
Λt (λ1 , λ2 ) = log E[eλ1 W1t +λ2 W2t ] for (λ1 , λ2 ) ∈ R 2 . By the Gartner-Ellis Theorem [cf.
See Theorem 2.3.6 in Dembo and Zeitouni, 2009], if the limit

(2.9.21)

1
Λt (tδt2 λ1 , tδt2 λ2 )
t→∞ tδ 2
t

Λ(λ1 , λ2 ) := lim

exists, then

(2.9.22)

1
log P(FSt ; δt ) → − inf {I(x1 , x2 )} as t → ∞,
x1 ≤x2
tδt2
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where

I(x1 , x2 ) = sup {λ1 x1 + λ2 x2 − Λ(λ1 , λ2 )}.

(2.9.23)

λ1 ,λ2

2

We first verify that (2.9.21) holds. Observe that Λt (tδt2 λ1 , tδt2 λ2 ) = log E[etδt λ1 W1t ] +
2

log E[etδt λ2 W2t ] by the independence of W1t and W2t . Then, one can check that

(2.9.24)

1
λ1 (µ1 − µ2 )
1
tδt2 λ1 W1t
λ1 δt (X1 −µ1 )/α1
]
=
]
+
log
E[e
α
t
log
E[e
j
tδt2
tδt2
2
2 2
λ1 (µ1 − µ2 )
λσ
as t → ∞,
→ 1 1+
2α1
2

where the equality follows because the sequence, X11 , X12 , . . ., is independent and
identically distributed and the limit follows from the second order Taylor expansion
of the log-moment generating function. For simplicity of exposition we ignore nonintegrality of αj t. By the same procedure one can also obtain that

(2.9.25)

1
λ22 σ22 λ2 (µ1 − µ2 )
tδt2 λ2 W2t
log
E[e
as t → ∞
]
→
−
tδt2
2α2
2

Therefore, the limit in (2.9.21) exists and (2.9.22) holds by the Gartner-Ellis Theorem.
To evaluate I(x1 , x2 ), observe that
I(x1 , x2 )
!

λ2 σ 2 λ2 σ 2 λ1 (µ1 − µ2 ) λ2 (µ1 − µ2 )
= sup λ1 x1 + λ2 x2 − 1 1 − 2 2 −
+
2α1
2α2
2
2
λ1 ,λ2
!
!
(2.9.26)
2 2
2 2
λ1 σ1 λ1 (µ1 − µ2 )
λ2 σ2 λ2 (µ1 − µ2 )
+ sup λ2 x2 −
= sup λ1 x1 −
−
+
2α1
2
2α2
2
λ1
λ2
2
2
(x1 − (µ1 − µ2 )/2)
(x2 + (µ1 − µ2 )/2)
= α1
+ α2
.
2
2σ1
2σ22
It can be easily seen that the infimum of I(x1 , x2 ) is achieved in the range, −(µ1 −
µ2 )/2 ≤ x1 ≤ x2 ≤ (µ1 − µ2 )/2. Further, in this region, the first and second terms
on the right-hand side of (2.9.26) are decreasing and increasing, respectively. Hence,
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using first order conditions, one can show that the infimum of I(x1 , x2 ) is achieved
at x1 = x2 = x with

(2.9.27)

x=

α1 (µ1 − µ2 )/2σ12 − α2 (µ1 − µ2 )/2σ22
.
α1 /σ12 + α2 /σ22

Hence, from (2.9.22),

(2.9.28)

1
(µ1 − µ2 )2
as t → ∞.
log
P(FS
;
δ
)
→
−
t t
tδt2
2(σ12 /α1 + σ22 /α2 )

This completes the proof.

2.9.2.



Proofs for Auxiliary Lemmas

Proof of Lemma 2.9.1. First, we show that α(x, y) is strictly positive. Note that
the objective function of the optimization problem (3.7.37) is strictly positive at its
optimal solution; to see this, notice that αe = (1/k, . . . , 1/k) is a feasible solution and
the objective function is positive at αe . Suppose that αj (x, y) = 0 for some j. Then
the objective function of the optimization problem (3.7.37) is 0, which contradicts
the optimality of α(x, y).
Without loss of generality, assume that x1 ≥ · · · ≥ xk and let b = |B(x)| < k.
Define  ∈ (0, (x1 − xb+1 )/2) and let t0 < ∞ such that maxj {|xtj − xj |} ≤  and
maxj {|yjt − yj |} ≤  for all t ≥ t0 . That is, for each t ≥ t0 , (xt , y t ) is in a ball with
radius , centered at (x, y). Also, note that B(xt ) = B(x) for t ≥ t0 . In the rest of
the proof, it suffices to consider t ≥ t0 .
Suppose, towards a contradiction, that α(xt , y t ) does not converge to α(x, y).
Since α(xt , y t ) is a bounded sequence in ∆k−1 , by the Bolzano-Weierstrass theorem
it has a convergent subsequence, {t1 , t2 , . . .}, such that

(2.9.29)

α(xtn , y tn ) → α̃ 6= α(x, y) as n → ∞.
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Since α(x, y) is the unique maximizer of H(α; x, y) and α̃ 6= α(x, y), it can be seen
that

(2.9.30)

H(α̃; x, y) < H(α(x, y); x, y).

On the other hand, since α(xtn , y tn ) is the unique maximizer of H(α; xtn , y tn ),

H(α(xtn , y tn ); xtn , y tn ) ≥ H(α(x, y); xtn , y tn ).

(2.9.31)

Note that H(α; x, y) is continuous in α and (x, y). Since α(xtn , y tn ) → α̃, xtn → x,
and y tn → y, taking n → ∞ on both sides of (3.7.69), we obtain that

H(α̃; x, y) ≥ H(α(x, y); x, y),

(2.9.32)

which contradicts (3.7.68). Therefore, α(xt , y t ) → α(x, y) almost surely and the
proof is complete.

2.9.3.



Proofs for Theorem 2.5.1 in the case with
discontinuities

When underlying distributions have jumps, i.e., some points have positive probability
mass, the proposed policy is implemented in a slightly different manner as noted in
Remark 2.4.2. To be specific, each X̄jt is replaced with X̄jt + j /Njt in order to avoid
technical difficulties due to ties, and the perturbed problem (2.4.8) is modified as
follows:
!

(2.9.33)

α̂G
t

(X̄bt − X̄jt + b /Nbt − j /Njt )2
= argmax min
.
2
2
j6=b
2(Sbt
/αb + Sjt
/αj )
α∈∆k−1

The WD policy in the case with discontinuities is summarized in Algorithm 3.3.
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Algorithm 2.3: WD in the case with discontinuities (n0 ,m,{j }kj=1 )
2
(Initialization) For each j, take n0 samples or until Sjt
>0
while t ≤ T do
(Myopic optimization) Solve (2.9.33) to obtain α̂G
t
(Sampling) Let πt+s = argmaxj=1,2,...,k {α̂jt − αjt } for s = 1, . . . , m. Let
t=t+m
end

In this section, we provide the proofs for Theorem 2.5.1 in the discrete distribution
case.
Proof of Theorem 2.5.1 in the discrete distribution case. We first establish consistency. Define a set F ⊂ {1, . . . , k} to be the set of systems that are sampled only
finitely many times and let I := {1, . . . , k} \ F . Fix a sample path and suppose,
towards a contradiction, that F is not empty and let τ < ∞ be the last time that the
systems in F are sampled. For each system j ∈ I, we have that X̄jt +j /Njt converges
to µj because X̄jt → µj by Proposition 2.3.1 and Njt → ∞ for such a system. Also,
2
Sjt
→ σj2 for each j ∈ I by Proposition 2.3.1. However, for each j ∈ F , X̄jt and Sjt

are constant after the stage τ . Formally, define µ̂ = (µ̂1 , . . . , µ̂k ) and σ̂ = (σ̂1 , . . . , σ̂k )
with

(2.9.34)

(µ̂j , σ̂j2 )

=





(X̄jτ

2
+ j /Njτ , Sjτ
) for j ∈ F




(µj , σ 2 )
j

for j ∈ I,

2
so that X̄jt + j /Njt → µ̂j and Sjt
→ σ̂j2 for each j = 1, . . . , k.

Recall the definition of the set B(µ̂) in Appendix 2.9. It suffices to consider the
case with |B(µ̂)| < k. (It can be easily seen that the event, |B(µ̂)| = k, cannot occur
because of the perturbation term, j /Njτ , remains strictly positive for each system
j ∈ F .) Define α̂t = α(X̄ t , S t ) and α̂ = α(µ̂, σ̂), where the function α(·, ·) is defined
in (3.7.37). Applying Lemma 2.9.1 with xtj replaced with X̄jt + j /Njt for each j, y t
replaced with S t , and (x, y) replaced with (µ̂, σ̂), it follows that α̂t → α̂ as t → ∞
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with α̂ > 0. Further, by construction of our policy, αt − α̂t → 0 as t → ∞, and
therefore, αt → α̂ as t → ∞. Hence, we have that αjt → α̂j > 0 for all j. However,
this contradicts our assumption because αjt → 0 for each j ∈ F since such a system
is sampled only finitely many times. Consequently, F is empty with probability 1
and the WD policy is consistent.
We now show that the asymptotic performance of the policy is described as (2.5.1).
Since the WD policy is consistent, it can be seen that X̄jt + j /Njt → µj for each
j because X̄jt → µj by Proposition 2.3.1 and Njt → ∞ by the definition of the
2
→ σj2 for each j by Proposition 2.3.1. Therefore, applying
consistency. Likewise, Sjt

Lemma 2.9.1 with xtj replaced with X̄jt + j /Njt for each j, y t replaced with S t ,
and (x, y) replaced with (µ, σ), it follows that α̂t → α∗ . Finally, observe that
αt − α̂t → 0, and consequently we have that αt → α∗ as t → ∞. This implies that the
WD policy is asymptotically optimal and the proof of this theorem is complete.

2.9.4.



Effect of the Number of Initial Samples

While the qualitative conclusions in §2.7 seem reasonably robust relative to the choice
of n0 , the number of initial samples, it still leaves open the question of guidelines
of selecting n0 . In this section we show via numerical examples the sensitivity of
performance in terms of the probability of false selection for different values of n0 . In
light of this, we consider two configuration with normally distributed systems: The
monotone decreasing means (MDM) in which µj = 1.05 − 0.05j for j = 1, . . . , k and
the SC configuration in which µ1 = 1 and µj = 0.8 for j = 2, . . . , k. For both cases,
we let k = 50, T = 2 · 104 , and standard deviations are equally set to one.
Figure 2.9.1 illustrates the probability of false selection for different values of
n0 = 50, 100, 200. When the majority of systems are significantly inferior to the best
system, it is desirable to set n0 to a low number. In the MDM configuration, only
the first 20 systems have means that are within a unit distance from system 1, in
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Figure 2.9.1: Probability of false selection under the AWD policy for different values of n0 . P(FST ) is plotted as a function of stage t in log-linear scale. The
example considers the normal distribution case. On the left panel, µj = 1.05 − 0.05j
for j = 1, . . . , k, while on the right panel, µ1 = 1 and µj = 0.8 for all j 6= 1. For both
cases, k = 50 and standard deviations are equally set to one.
terms of the number of standard deviation (σ1 = 1). In this case, most systems may
turn out to be inferior in a very early stage of the sampling horizon. So, there can
be significant inefficiencies when n0 is set too high because a significant portion of
the sampling budget is wasted in estimating means of seemingly inferior systems.
Observe from the left panels of Figure 2.9.1 that the probability of false selection is
higher for larger values of n0 in a range from 50 to 200.
Conversely, if non-best systems are “equally worse” than the best system, it may
be desirable to set n0 to a high number. As seen in the case of the SC configuration
(right panels of Figure 2.9.1), the probability of false selection is higher for smaller
values of n0 in a range from 50 to 200. Of course, a good choice of n0 cannot be
determined exactly because the configuration of means, as well as variances, are
unknown a priori. Nevertheless, the preceding arguments can provide a qualitative
insight for a “good choice” of n0 .
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Chapter 3

Practical Sampling Strategies for Quantile-Based Ordinal
Optimization

Given a certain number of stochastic alternatives (“systems”), the goal of our problem is to dynamically allocate a finite sampling budget to minimize the probability
of selecting non-best systems, where the selection is based on quantiles of their performances. The probability distributions for sample observations are unknown and
assumed to belong to a broad family of distributions that need not admit any parametric representation. The aforementioned objective is not analytically tractable.
To formulate this problem in a tractable form, we introduce the rate function of the
probability of selecting non-best systems using large deviations theory. We suggest as
our point of departure an algorithm that naively combines sequential estimation and
myopic optimization. Although this algorithm is asymptotically optimal, it exhibits
poor finite-time performance and is not implementable in practice with a large number of systems. Alternatively, we propose practically implementable algorithms that
retain the asymptotic performance of the former in some cases, while dramatically
improving its finite-time performance.

3.1.

Introduction

Given a finite number of alternatives, henceforth referred to as systems, we are concerned with the problem of selecting the best system in the situation where performances of the systems are initially unknown but it is possible to sequentially sample
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from each system. A critical assumption made in most academic studies is that
a decision maker is primarily interested in the mean performances of the systems.
However, such mean-based approaches are not flexible to accommodate various risk
preferences of the decision maker. In this paper, we explore cases where downside or
upside risk is more crucial than the average performances. In particular, the systems
are compared based on pth quantiles of their performances, with the value of p chosen
according to the decision maker’s risk preference.
In practice, the probability distributions for sample observations rarely have parametric representation. Therefore, we focus on the nonparametric settings where the
probability distributions belong to a broad family of distributions that cannot be
characterized by one or more parameters. While nonparametric approaches have an
extensive range of applications, the main difficulty is loss of practicality. Hence, we
are motivated to develop nonparametric sampling strategies that are implementable
and well-performing in practice.
This generic problem arises in a variety of applications. Representative examples
include value-at-risk in finance, which is the pth quantile of a portfolio’s value. VaR
measures downside risk of a portfolio with p typically chosen at 1% or 5%. For large
portfolios of complex derivative securities, the value-at-risk can be evaluated through
Monte Carlo methods, which typically entails substantial computational burden. The
quantile-based approach is quite relevant in the case where a portfolio manager needs
to choose the portfolio with highest value-at-risk out of many alternatives; in particular, a portfolio manager needs to sequence the simulation trials in an efficient manner
given a certain amount of time to increase the likelihood of selecting the portfolio
with highest VaR.
Another example is selecting the best design of a call center, where we are interested in quantiles of waiting time. For instance, if a conservative decision maker
uses the quantiles for p = 0.95 to compare different designs, then the best design will
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have the smallest value of the 95% quantile of waiting times. The waiting time is a
complex function of design parameters, such as staffing policy and routing decision,
and needs to be evaluated through experimentation. The decision maker’s job is to
configure a finite number of designs and to spend a certain amount of time testing
different designs before deciding which is best.
The main objective of this paper is to design a dynamic sampling algorithm that
minimizes the probability of selecting non-best systems subject to a given sampling
budget. However, the aforementioned objective does not possess an analytically
tractable form. To arrive at a tractable objective, our departure point will be an
asymptotic benchmark characterized by a large sampling budget. In this regime, the
rate function of the probability of false selection, hereafter simply referred to as the
rate function, can be written in a tractable form.
Exact evaluation of the rate function, however, is available only when the decision maker knows the underlying probability distributions in advance. This condition
does not hold in most practical applications. The absence of perfect prior information concerning the distributions introduces an important new component into the
optimization problem. Namely, one needs to allocate samples to maximize the rate
function (exploitation) but at the same time take sufficient samples from each system
to learn the underlying distributions (exploration).
As a benchmark for further analysis, we propose a naive algorithm that estimates
unknown values of the rate function from history of sample observations, and then
myopically allocates a sample in each stage as if the unknown values are equal to
the sample estimates. As will be explained later, this algorithm maximizes the objective asymptotically, however, its finite-time performance is poor since it spends
too much of the sampling budget on exploration, which leaves less budget to exploit
that knowledge and optimize the objective. Another drawback of this approach is
the heavy computational burden since it requires solving a bi-level optimization prob-
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lem repeatedly, which makes the algorithm not practically implementable in many
applications with a large number of systems.
The main contribution of this paper is to introduce sampling strategies that are
tractable to implement in applications with the large number of systems, with their
finite-time performance improved from the aforementioned algorithm. In more detail,
our contributions are summarized as follows.
(i) We introduce an alternative performance metric and show that it is closely aligned
with the rate function when the gap in quantiles between the best and secondbest systems is sufficiently small. The alternative performance metric is structured
around the quantiles and densities at particular points, rather than entire distribution functions, which lends itself to some key structural insights about near-optimal
allocations.
(ii) Building on the structural properties of the alternative performance metric, we
propose dynamic sampling algorithms, hereafter referred to as Quantile Divergence
(QD), with the aim of improving the finite-time performance of the aforementioned
naive algorithm. We rigorously show that they are near-optimal with respect to
the rate function asymptotically as the sampling budget goes to infinity.
(iii) We also propose variants of QD, hereafter referred to as Adaptive QD (AQD),
that are computationally efficient when the number of systems is large. We show
via numerical testing that these variants preserve the asymptotic performance of
the QD algorithms, while dramatically improving the computation time.
Our proposed algorithms are non-parametric in the sense that they do not postulate any parametric structure on underlying probability distributions. Despite having
almost no prior information, these algorithms allocate samples in a way that is close
to the best achievable performance with full information. With more refined information regarding the underlying distributions, one may presuppose parametric structure,
e.g., by assuming normal underlying distributions, to design more efficient algorithms.
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These parametric approaches may provide stylized, attractive allocation schemes, but
at the cost of misspecification risk: When the imposed parametric structure is not
close enough to that of the true underlying distributions, such parametric algorithms
may not be able to identify the best system eventually with positive probability.
On the other hand, our non-parametric algorithms are free from the misspecification
risk, and therefore, can be safely applied in general environments, but at the price of
settling for more modest performance.
The remainder of this paper is organized as follows: In §3.2 we survey related
literature on ordinal optimization and Ranking and Selection problems. In §3.3 we
derive a tractable objective function using large deviations theory and formulate a
dynamic optimization problem. In §3.4 we suggest dynamic policies and provide
theoretical analyses on their performances. In §3.5 we test the suggested policies
numerically and compare with several benchmark policies. Proofs are collected in
§3.7.

3.2.

Literature Review

Mean-based R&S Procedures. An area closely related to the ordinal optimization
is the Ranking and Selection (R&S) problem. While the goal of this paper is to
minimize the probability of false selection given a fixed sampling budget, the goal of
the R&S problem is to take as few samples as possible to satisfy a desired guarantee
on the probability of correctly selecting the system with the largest mean. The
traditional R&S approach traces back to the work of Bechhofer [1954] who established
the Indifference Zone (IZ) formulation. (See the survey paper by Kim and Nelson
[2006].) Most IZ procedures hinge upon the assumption that sample observations are
normally distributed, and therefore, the probability bound may not be guaranteed
when the normality assumption is violated.
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Quantile-based R&S Procedures. Despite the wide usage of quantile as a
performance metric, the topic of quantile-based R&S procedure has not received
much attention in the literature. Bekki et al. [2007] modify the traditional two-stage
IZ procedure by Rinott [1978] to suggest a heuristic technique; to address the issue
of non-normality of quantile estimates, they take the average of quantile estimates
from batches, which are nearly normally distributed by the central limit theorem. In
contrast, our results show that the (asymptotically) optimal allocation is unaffected
by the use of batches, so that the allocation based on the normal approximation may
give substantially suboptimal allocations. Batur and Choobineh [2010] also suggest a
two-stage procedure based on Rinott [1978], where a set of quantile values is compared
between two systems. Lastly, Lee and Nelson [2014] suggest an R&S procedure based
on bootstrapping, which can be applied to general performance measures including
quantile, albeit with a heavy computational load.
Mean-based Ordinal Optimization Procedures. Recently, the focus of R&S
studies has shifted to the ordinal optimization in which the goal is to select the best
system when a finite sampling budget is given. A typical approach in the ordinal
optimization follows with Bayesian updating, where a prior on the distribution of the
unknown parameters is initially postulated. Recent examples include Optimal Computing Budget Allocation (OCBA) policy by Chen [2010] and Knowledge Gradient
(KG) policy by Frazier et al. [2008]. Although the Bayesian approaches provide for
an attractive, stylized analysis of the ordinal optimization, it suffers from significant
shortcomings. Most notably, the normality assumption is critical in the majority of
these approaches, and any notion of optimality associated such policies is with respect
to the assumption that may be misspecified relative to the true distributions.
A paper closer to our work is Shin et al. [2016] in which they take a frequentist approach to circumvent the deficiencies of the Bayesian approaches. They show
that the large deviations rate function of the probability of false selection can be
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approximated by the first two moments of underlying distributions and leverage it
to design a well-performing dynamic procedure called Welch Divergence (WD). This
paper shares an important common theme with Shin et al. [2016] in that we use
the large deviations rate function construct competitive sampling procedures. On
the other hand, the key conclusions from the two papers are fundamentally different:
The two-moment approximation of Shin et al. [2016] suggests that, when systems
are compared based on means, the probability of false selection can be approximated
by the rate function corresponding to Gaussian distribution if the probability distributions of the best and second-best systems are close to each other. However, our
theoretical results show that the allocation based on the two-moment approximation can be significantly sub-optimal in quantile-based ordinal optimization; in fact,
the (asymptotically) near-optimal allocation can be characterized by quantiles and
probability densities, rather than the two moments. This implies the Gaussian assumption, which is quite common in the literature, cannot be made without rigorous
justification in the context of quantile-based ordinal optimization.
Quantile-based Ordinal Optimization Procedures. Pasupathy et al. [2010]
characterize the rate function associated with the probability of false selection using
large deviations theory when full information on the underlying distribution functions is given a priori. However, the assumption of full information does not hold in
practice, which causes an important issue in implementation. Specifically, the rate
function is so intimately connected to the underlying distributions that, in principle,
the estimation of the rate function is essentially identical to the estimation of the
entire distribution functions. This makes the procedure of Pasupathy et al. [2010]
difficult to implement in practice. This paper extends the preceding work along three
dimensions: we strengthen their theoretical results on the rate function by relaxing
conditions on the underlying distributions; we derive an approximation to the rate
function using only quantiles and densities at particular points, which frees from hav-
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ing to estimate the entire distribution functions; and we propose sampling algorithms
judiciously manage the issue regarding the lack of information on the underlying
distributions.
Peng et al. [2016] propose Bayesian sampling procedures for selecting the optimal
quantile based on the premise that underlying probability distributions are normal,
in which case the quantiles can be expressed using means and variances. A key
difference between the preceding work and this paper is that we deal with general
probability distributions in which case one cannot leverage the parametric form of
the distribution functions to make sampling decisions, while in Peng et al. [2016]
the algorithm depends entirely on means and variances of the underlying normal
distributions.
Quantile-based Best-arm Selection. Our research is closely related to the
pure exploration in multi-armed bandit (MAB) problem, often referred to as best-arm
identification; see Bubeck and Cesa-Bianchi [2012] for a comprehensive overview. In
the context of quantile-based selection, Yu and Nikolova [2013] considers the problem
where arms (i.e., systems, in the language of our paper) are compared based on
value-at-risk. They propose an algorithm that provides a desired guarantee on the
so-called simple regret, the difference in value-at-risk between the selected and the
best systems. Szorenyi et al. [2015] propose an algorithm that selects an (, p)-optimal
arm with high probability, whose (p + )th quantile is equal to or higher than the
highest pth quantile. In both of the preceding papers they primarily use concentration
inequalities for quantile estimators to control an upper bound on the probability of
selecting a suboptimal system. In contrast, our paper uses a large deviations theory
to precisely characterize the convergence rate of the probability of false selection,
which is leveraged to design a sampling algorithm that achieves the optimal rate
asymptotically.
Related Work in Other Disciplines. The quantile-based approaches surveyed
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above also differ from each other in the way they estimate quantiles from sample observations. Various kernel-based quantile estimators have been proposed to improve
efficiency Parzen [1979], Harrell and Davis [1982], Kalgh and Lachenbruch [1982],
Yang [1985], where efficiencies of these estimators are subject to different tuning
parameters. When optimal choices of such parameters are unknown and to be estimated from samples, which is the case in most applications, Sheather and Marron
[1990] showed that these estimators usually provide only modest improvement over
the sample quantile, the simplest non-parametric quantile estimator that will be made
precise in §3.3. Throughout this paper we focus on this type of quantile estimator.
Notice that it is not our intention to compare different types of quantile estimators,
although the choice of a good estimator for quantile may affect the performance.
Our approach also entails estimation of density functions. While a density estimator based on histogram is widely used, kernel-based density estimator is more
efficient in terms of mean squared error when so-called bandwidth parameter is optimally chosen Scott [1979]. See the book by Silverman [1986] for an overview of
density estimation techniques. In this paper, we adopt the kernel-based density estimator, but the same qualitative results would hold with different types of density
estimators.

3.3.
3.3.1.

Formulation
Model Primitives

Consider k stochastic systems, each of which is characterized by a distribution function Fj (·), j = 1, . . . , k, with its domain denoted as Hj = {x ∈ R | Fj (x) ∈ (0, 1)}.
We define the system configuration as F = {F1 , . . . , Fk }; we denote F ∈ C if each
distribution is continuous on its domain; and F ∈ D if each distribution is discrete
and, without loss of generality, has a support in the set of nonnegative integers. Fix
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p ∈ (0, 1) that represents the quantile of interest and define the pth quantile of Fj (·)
as

(3.3.1)

ξjp = inf{x : Fj (x) ≥ p}.

Denote ξ p = (ξ1p , . . . , ξkp ) as the k-dimensional vector of the pth quantiles. We let
ξ1p > ξ2p ≥ · · · ≥ ξkp . We make the following assumptions throughout the paper.
(F1) ξjp is the unique solution x of Fj (x−) ≤ p ≤ Fj (x) for each system j
(F2) [ξkp , ξ1p ] ⊂ ∩kj=1 Hj
Note that (F1) is a mild assumption that ensures Fj (·) is not flat around the pth
quantile. Also, (F2) ensures that each quantile estimated from sample observations
can take any value in the interval [ξkp , ξ1p ], in order to avoid trivial cases where the
probability of false selection is zero. A decision maker is given a sampling budget T ,
which means T independent samples can be drawn from the k systems, and the goal
is to correctly identify the system with the largest pth quantile, i.e., system 1.
We assume that the decision maker does not know the system configuration F, but
is able to sequentially take independent samples from the systems to infer quantiles of
the distributions. The only information available regarding the system configuration
is that it satisfies certain conditions that will be clear in subsequent sections.
Let π denote a policy, which is a sequence of random variables, π1 , π2 , . . ., taking
values in the set {1, . . . , k}; the event {πt = j} means a sample from system j is taken
at stage t. Define Xjt , t = 1, . . . , T , as a random sample from system j in stage t.
The set of non-anticipating policies is denoted as Π, in which the sampling decision
in stage t is determined based on all the sampling decisions and samples observed
in previous stages. Also, we call π a static policy if each πt , t = 1, . . . , T , is fixed
prior to stage 1, independent of sample observations. For static policies, the order of
sampling does not affect the performance in the final stage. Hence, it is sufficient to
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characterize such a policy using a vector α ∈ ∆ with

(3.3.2)




∆ = (α1 , . . . , αk ) ∈ Rk :

k
X
j=1




αj = 1 and αj ≥ 0 for all j  ,

so that the number of total samples from system j is αj T , ignoring issues due to nonintegrality; one can implement such a policy by setting πt+1 (α) = argmaxj {αj − αjt }
for each t. We denote by π(α) a static policy characterized by α ∈ ∆. We let ∆0
denote the interior of ∆.
Let Njtπ be the cumulative number of samples up to stage t from system j induced
π :=
by policy π and define αjt
Njtπ /t as the sampling rate for system j at stage t. The

sample distribution function for system j is defined as

(3.3.3)

F̂jtπ (x)

Pt

=

τ =1

I{Xjτ ≤ x}I{πτ = j}
,
Njtπ

p,π
where I{A} is one if A is true and zero otherwise. Denote ξˆjt
as the quantile of the

sample distribution function, i.e.,

(3.3.4)

p,π
ξˆjt
= inf{x : F̂jtπ (x) ≥ p}.

Definition 3.3.1 (Consistency). A policy π ∈ Π is consistent if Njtπ → ∞ almost
surely for each j as t → ∞.
In the optimization problem we consider, we further restrict attention to a set of
consistent policies, denoted as Π̄ ⊂ Π. Under such policies the sample quantiles are
consistent estimators of the population counterparts, as formalized in the following
proposition.
Proposition 3.3.1 (Consistency of quantile estimators). Under assumptions (F1)-(F2),
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p
ξˆjt
→ ξjp

(3.3.5)

almost surely as t → ∞ for any consistent policy π ∈ Π̄.
Note that consistent policies ensure P(FSπt ) → 0 as t → ∞ since each sample
quantile converges to its population counterpart. We remark that the consistency is
not a trivial result for a dynamic policy, although any static policy π α with α ∈ ∆0
is consistent since Njt = αj t → ∞ as t → ∞. The following is a simple example of a
dynamic policy that is not consistent.
Example 3.3.1 (A dynamic policy that is not consistent). Define a dynamic policy π
p
in which n0 samples are initially taken from each system and πt = argmaxj {ξˆjt
} for

t ≥ kn0 . Suppose k = 2 and (ξ1p , ξ2p ) = (1, 0). At stage 2n0 , it can be easily seen that
p
p
the event A = {ξˆ1,2n
∈ (−∞, −1), ξˆ2,2n
∈ (1, ∞)} occurs with positive probability.
0
0

Conditional on this event, the system 1 would not be sampled in subsequent stages if
ξˆ2t ≥ 0 for all t ≥ 2n0 . The latter event occurs with positive probability because
!

(3.3.6)

P

sup
t≥2n0

p
|ξˆ2t

−

ξ2p |

≤1 ≥

2
γ n0 ,
1−γ

where γ = exp(−2 min(F2 (ξ2p + 1) − p, p − F2 (ξ2p − 1))) (see, e.g., Serfling [2009]).
Combined with the fact that P(A) > 0, system 1 is not sampled infinitely often with
positive probability, and hence, the policy is not consistent.
Notational conventions. Throughout the paper, we use x̂t for sample estimate
of an unknown value x in stage t. For brevity, the superscript π may be dropped
when it is clear from the context. We use boldface letters for k-dimensional vectors;
e.g., α := (α1 , . . . , αk ) and αt := (α1t , . . . , αkt ). Lastly, for the purpose of asymptotic
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analysis, we use the following notation: for real-valued functions `1 (x) and `2 (x), we
write `1 (x) = o(`2 (x)) if |`1 (x)|/|`2 (x)| → 0 as `2 (x) → 0.

3.3.2.

Large Deviations Preliminaries

p,π
p,π
< maxj6=1 ξˆjt
},
The probability of false selection, denoted P(FSπt ) with FSπt := {ξˆ1t

is a widely used criterion for the efficiency of a sampling policy (see, e.g., a survey
paper by Kim and Nelson [2006]). However, the exact evaluation of P(FSπt ) under
dynamic sampling policies is not analytically tractable. In this subsection, we build
a tractable objective associated with P(FSπt ) based on large deviations theory. In
particular, we fix a static policy π = π(α) for some α ∈ ∆ and characterize how
π(α)

fast P(FSt

) converges to 0 as a function of α ∈ ∆. We eliminate π(α) in the

superscripts in order to improve clarity.
PNjt

p
To begin, observe that P(ξˆjt
> x) = P(

s=1

I{Xjτj (s) < x} < bpNjt c), where

τj (s) = inf{t : Njt ≥ s} denotes the first time that system j is sampled s times and byc
p
is the greatest integer less than y. One can derive a similar equation for P(ξˆjt
< x).

Hence, applying the Cramer’s theorem for the sum of Bernoulli random variables
p
Dembo and Zeitouni [2009], the large deviation probability for ξˆjt
, j = 1, . . . , k, can

be characterized as follows (see Lemma 3.7.1 in the online complement):
1
p
log P(ξjt
≥ x) = −αj Ij (x) for x > ξjp
t
1
p
lim log P(ξjt
≤ x0 ) = −αj Ij (x0 ) for x0 < ξjp ,
t→∞ t
lim

(3.3.7)

t→∞

where
!

(3.3.8)

!

p
1−p
Ij (x) = p log
+ (1 − p) log
.
Fj (x)
1 − Fj (x)

Next, we impose the following assumption on the distribution functions.
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(F3) For each j 6= 1, I1 (x1 ) < Ij (x1 ) and I1 (xj ) > Ij (xj ), where xj is the smallest
minimizer of Ij (x)
The condition in (F3) is trivially satisfied for all F ∈ C , in which case one can easily
verify that xj = ξjp so that Ij (xj ) = 0 and Ij (x) > 0 for all x 6= xj . Essentially, (F3)
is introduced to rule out some undesirable system configuration F ∈ D such that
Ij (xj )  0 due to the effect of large jumps. For instance, one can verify that (F3) is
violated for two Bernoulli systems with success probabilities q1 and q2 , respectively,
with q2 < p < q1 . However, note also that, from a practical standpoint, it is rare
to compare two Bernoulli distributions (or those with large jumps) based on their
quantiles, so (F3) does not significantly restrict generality of our results.
Proposition 3.3.2 (Rate Function Associated with P(FSt )). Suppose (F1)-(F3) hold.
For a static policy π(α) for some α ∈ ∆,

(3.3.9)

1
π(α)
log P(FSt ) = −ρ(α),
t→∞ t
lim

with ρ(α) = minj6=1 {Gj (α)}, where

(3.3.10)





inf x∈[ξ p ,ξ p ] {α1 I1 (x) + αj Ij (x)}

for F ∈ C



inf x∈[ξ p −1,ξ p ] {α1 I1 (x) + αj Ij (x)}

for F ∈ D.

Gj (α) = 

j

j

1

1

We remark that the result of Proposition 3.3.2 generalizes the results in Pasupathy
et al. [2010] in that the same result is acquired with milder assumptions on the
underlying distributions. Specifically, the analogous results in Pasupathy et al. [2010]
require that Fj (·) is twice differentiable in continuous case, since their proof relies on
Taylor expansion of logarithmic moment generating function up to the second term.
On the other hand, the proof of Proposition 3.3.2 is based only on (3.3.7) and some
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straightforward algebra, and hence, such assumptions in Pasupathy et al. [2010] are
not required.
π(α)

An important implication of Proposition 3.3.2 is that P(FSt

) behaves roughly

like exp(−ρ(α)t) for large values of t. Hence, it follows that ρ(·) is an appropriate
measure of asymptotic efficiency closely associated with P(FSπt ). The properties of
the function ρ(·) is summarized in the next proposition.
Proposition 3.3.3 (Characteristics of ρ). Under assumptions (F1)-(F2), ρ(α) is a
continuous, concave function of α ∈ ∆ and, if (F3) is further satisfied, α∗ ∈
argmaxα∈∆ {ρ(α)} lies in the interior of ∆.

3.3.3.

Problem Formulation

It is clear from Proposition 3.3.2 that ρ(·) is an appropriate measure of asymptotic
efficiency closely associated with P(FSπt ). We define the relative efficiency Rtπ for
any given policy π ∈ Π in stage t to be

(3.3.11)

Rtπ =

ρ(αt )
,
ρ∗

where ρ∗ = maxα∈∆ {ρ(α)}. By definition, the value of Rtπ lies in the interval [0, 1];
an allocation is considered efficient when Rtπ is close to 1.
We are interested in the policy that maximizes the expected relative efficiency
with the sampling budget T :

(3.3.12)

sup E(RTπ ).
π∈Π̄

The following definition characterizes consistent policies that have “good” asymptotic
properties.
Definition 3.3.2 (Asymptotic optimality). A policy π ∈ Π̄ is asymptotically optimal if
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E (RTπ ) → 1 as T → ∞.

(3.3.13)

It is important to note that (3.3.13) is achieved if αT (π)

→

α∗

∈

argmaxα∈∆ {ρ(α)} as T → ∞ in probability. However, such an optimal allocation,
α∗ , depends on the underlying probability distributions which are not known a priori.
The following section is devoted to the development of dynamic algorithms in this
situation.

3.4.

Proposed Algorithms and Main Theoretical
Results

3.4.1.

A Naive Algorithm

We first suggest a naive algorithm that iteratively estimates α∗ ∈ argmaxα∈∆ {ρ(α)}
by utilizing the history of sample observations. Define ρ̂t (α) = minj6=b {Ĝjt (α)} with
p
b = argmaxj6=1 {ξˆjt
},

(3.4.1)

Ĝjt (α) =

inf

p
p
x∈[ξ̂jt
,ξ̂bt
]

{αb Iˆbt (x) + αj Iˆjt (x)}

for j 6= b, and
!

(3.4.2)

1−p
p
+ (1 − p) log
Iˆjt (x) = p log
F̂jt (x)
1 − F̂jt (x)

!

for j = 1, . . . , k. Note that ρ̂t (α) is the estimation of ρ(α) in stage t with each Fj (·)
replaced with its empirical counterpart, F̂jt (·). Define α̂t ∈ argmaxα∈∆ {ρ̂t (α)} as a
maximizer of the function ρ̂t (α). The naive algorithm is summarized in Algorithm 3.1,
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Algorithm 3.1: Naive(n0 , m)
For each j, take n0 samples and let t = kn0 .
repeat
Solve for α̂t ∈ argmaxα∈∆ {ρ̂t (α)} and let
(3.4.3)


argmin

j {αjt }
πt+` = 
argmaxj {α̂jt − αjt }

if α̂jt = 0 for some j
otherwise

for ` = 1, . . . , m. Let t = t + m.
until t ≤ T ;

with n0 and m being parameters of the algorithm; n0 is the initial number of samples
from each system and m is the batch size. For ease of exposition, we assume T is a
multiple of m.
To explain why the naive algorithm handles the case with α̂jt = 0 separately
in (3.4.3), note that, even though the underlying distribution Fj (·) satisfies (F3),
its empirical counterpart F̂jt (·) is a step function so it may violate (F3) due to large
jumps. In this case, although α∗ is strictly positive by Proposition 3.3.3, its empirical
estimate α̂t may contain a zero element. Specifically, when F̂jt (·) violates (F3), the
p ˆp
minimum of Iˆjt (·) may be achieved over an interval contained in [ξˆjt
, ξbt ], which results

in α̂jt = 1 and α̂it = 0 for all i 6= j. This situation may occur when there are not
sufficient samples from some of the systems, in which case the naive algorithm takes
the system with the least samples. Otherwise, it is possible that system i with α̂it = 0
may not be sampled in all subsequent stages because α̂iτ − αiτ < 0 while there exists
j such that α̂jτ − αjτ > 0 for all τ ≥ t, which would make the algorithm inconsistent.
Essentially, the naive algorithm attempts to make the current allocation (αt )
close to the target allocation (α̂t ) in each stage. The following theorem shows that α̂t
eventually coincides with the optimal allocation α∗ , and therefore, αt also approaches
α∗ as t → ∞, implying the algorithm is asymptotically optimal.
Theorem 3.4.1 (Asymptotic performance of the naive algorithm). Under assumptions
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(F1)-(F3), the naive policy in Algorithm 3.1 is consistent and asymptotically optimal.

Remark 3.4.1 (Poor finite-time performance of the naive algorithm). Despite the theoretical guarantee on its asymptotic performance, the naive algorithm exhibits poor
finite-time performance in terms of CPU times and the probability of false selection;
see Table 3.4.1 for the comparison of CPU times for different algorithms and the performance in terms of the probability of false selection will be illustrated in Section 3.5.
In particular, the implementation of the naive algorithm requires a two-layered optimization in each stage, which becomes a significant computational burden as the
number of systems increases. This causes a significant portion of the budget to be
wasted in estimating them, leaving less budget to optimize the objective function. The
latter argument will be more precise in the next subsection by comparing with alternative schemes that judiciously balance the two competing goals.

3.4.2.

Alternative Algorithm for Continuous Distributions

We discuss here the case in which the underlying distributions are continuous with
the following condition.
(F4) Fj (x) possesses a positive continuous density fj (x) for x ∈ Hj and a bounded
second derivative at x = ξjp .
It is trivial to check that the smoothness assumption (F4) implies (F1) and (F3). Note
that the bounded second derivative at x = ξjp ensures that Ij (x) can be closely approximated, using a Taylor expansion, by a quadratic function of x in a neighborhood
of ξjp , which will be a key to the theoretical results in this subsection.
Let δ := ξ1p − ξ2p be the gap between the best and the second best systems and
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define ρδ (α) := minj6=1 {Gδj (α)} with

(3.4.4)

Gδj (α) =

(ξ1p − ξjp )2


.

2p(1 − p) 1/(α1 f12 (ξ1p )) + 1/(αj fj2 (ξjp ))

We provide some intuition behind the definition of ρδ (α). Under (F4), the sample
quantile from αj T independent observations from system j is asymptotically normal
with mean ξjp and variance p(1 − p)/(αj T fj2 (ξjp )) (see, e.g., Serfling [2009]). Hence,
one may consider Gδj (α) as a measure of divergence between two quantiles, in terms
of the number of standard errors for the difference. Hence, the greater value of Gδj (α)
implies that we can distinguish whether ξ1p > ξjp or not with more confidence. This
in turn suggests that ρδ (α) is closely aligned with ρ(α), the rate function of the
probability of false selection. This intuitive observation is formalized in the following
proposition.
Proposition 3.4.1 (Characteristics of ρδ ). Under assumptions (F1)-(F4), for any α ∈
∆

(3.4.5)

|ρ(α) − ρδ (α)| = o(δ 2 ).

Also, ρδ (α) has a unique maximum αδ ∈ ∆0 .
Proposition 3.4.1 states that one can achieve near-optimal performance with respect to ρ(α) by maximizing ρδ (α) when δ is sufficiently close to 0. Note that the
maximization of ρδ (α) is much simpler than that of ρ(α) because the former does
not have nested optimization structure as the latter.
Based on the approximation with ρδ (·), we now propose a policy called Quantile Divergence (QD) for continuous distributions that iteratively estimates αδ =
argmaxα∈∆ {ρδ (α)} from the history of sample observations. Specifically, denote α̂δt
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Algorithm 3.2: QD-Continuous (n0 , m)
For each j, take n0 samples and let t = kn0 .
repeat
Solve for α̂δt = argmaxα∈∆ {ρ̂δt (α)} and let
δ
− αjt }
πt+` = argmax{α̂jt

(3.4.8)

j

for ` = 1, . . . , m. Let t = t + m.
until t ≤ T ;
the estimator of αδ in stage t. Formally,

(3.4.6)






p 2

)
(ξˆp − ξˆjt
 bt
 ,
α̂δt = argmax min
2
α∈∆  j6=b 2p(1 − p) 1/(αb fˆ2 ) + 1/(αj fˆjt
) 
bt

p
where b = argmaxj {ξˆjt
} and for each j,

(3.4.7)

t
1 X
p
Kh(τ ) (ξˆjτ
− Xjτ )I{πτ = j}
fˆjt =
Njt τ =1

p
is the kernel-based estimator of density at ξˆjt
with a kernel function K(·) and a

bandwidth parameter h(t) ≥ 0 for each t. A kernel with subscript h is called a scaled
kernel and defined as Kh (x) = 1/hK(x/h). The optimal choices of the kernel function
and the bandwidth parameter are not in the scope of this paper (see, e.g., Silverman
[1986]), but we impose regularity conditions on K(·) and h(t), which are satisfied by
almost any conceivable kernel such as normal, uniform, triangular, and others:
(K1)

R

|K(x)|dx < ∞ and

R

K(x)dx = 1

(K2) |xK(x)| → 0 as |x| → ∞
(K3) h(t) → 0 and th(t) → ∞ as t → ∞.
We propose a policy that matches αt with α̂δt in each stage, simultaneously making
α̂δt approach αδ as t → ∞. The algorithm is summarized in Algorithm 3.2, with n0
and m being parameters of the algorithm.
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Theorem 3.4.2 (Asymptotic performance of QD-Continuous). Under assumptions
(F1)-(F4), the QD policy for continuous distributions in Algorithm 3.2 is consistent
and its asymptotic performance is characterized as

(3.4.9)

lim

T →∞

E(RTπ )

ρ(αδ )
=
.
ρ∗

Also, if limδ→0 fj (ξjp ) ≥ c for some exogenous c > 0, then ρ(αδ )/ρ∗ → 1 as δ → 0.
To rephrase (3.4.9), the QD algorithm eventually allocates the sampling budget so
that ρδ (α) is maximized, and the loss in asymptotic efficiency due to maximizing ρδ (·)
instead of ρ(·) decreases to 0 as δ → 0. In Theorem 3.4.2, the condition that fj (ξjp )
is bounded below is a mild restriction that is introduced to exclude some improbable
situations. We provide a simple example to illustrate this condition.
Example 3.4.1 (Exponential systems). Consider two exponential systems with means
(µ, µ − δ), for which (f1 (ξ1p ), f2 (ξ2p )) → ((1 − p)/µ, (1 − p)/µ) as δ → 0, satisfying
the condition in Theorem 3.4.2. As an extreme counterexample, consider two exponential systems with means (δ + 1/δ, 1/δ), for which (ξ1p , ξ2p ) = (−(δ + 1/δ) log(1 −
p), −(1/δ) log(1 − p)). In this case, (f1 (ξ1p ), f2 (ξ2p )) → (0, 0) as δ → 0, violating the
condition in Theorem 3.4.2.
Remark 3.4.2 (Bias-variance tradeoff). The major advantage of QD over the naive
algorithm is that the latter requires solving a two-layer optimization problem (i.e.,
maxα {ρ(α)}) in each stage, which reduces to a single-layer, convex optimization problem (i.e., maxα {ρδ (α)}) in the former. This substantially reduces the optimization
error due to noisy estimates from samples; see Remark 3.4.1 for a discussion about
the optimization error under the naive algorithm. In other words, exploration of the
function ρδ (·) requires less of the sampling budget than that of ρ(·), which allows us
to exploit more of the budget to maximize ρδ (·), with a sacrifice due to the gap between ρδ (·) and ρ(·). We now rigorously show this trade-off using a rather common
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terminology: bias and variance. For ease of exposition, let k = 2 and, with a slight
abuse of notation, denote ρ(α1t ) = ρ(αt ) for αt = (α1t , α2t ). Using a second order
Taylor expansion of ρ(·) at α1∗ , observe that

(3.4.10)

ρ(α1∗ ) − ρ(α1t ) = −

ρ00 (α1∗ )
(α1t − α1∗ )2 + o((α1t − α1∗ )2 ),
2

where ρ00 (α1∗ ) is the second derivative of ρ(·) at α1∗ . Hence, the loss in the asymptotic efficiency, E(ρ(α1∗ ) − ρ(α1t )), can be largely explained by the mean squared error
(MSE), E(α1t − α1∗ )2 , which can be further decomposed as

(3.4.11)

E(α1t − α1∗ )2 = E(α1t − E(α1t ))2 + (E(α1t ) − α1∗ )2 .

The first term represents the variance component (due to noisy sample estimates) and
the second represents the bias component (due to maximizing ρδ (·) instead of ρ(·)).
As illustrated in Figure 3.4.1, most part of the MSE is due to the variance under
the naive algorithm. On the other hand, QD significantly reduces the variance, while
introducing a small bias that decreases to zero as δ → 0. Overall, the QD algorithm
has lower MSE’s than the naive one for small t, indicating it is more suitable in the
setting with tight sampling budget. Further, QD is even more attractive than the naive
algorithm when δ is small because the loss due to the bias becomes negligible.

3.4.3.

Alternative Algorithm for Discrete Distributions

We now develop an alternative algorithm for the case in which the underlying distributions are discrete, i.e., F ∈ D. To this end, define

(3.4.12)

Fj (ξ1p ) − Fj (ξjp )
hj1 =
ξ1p − ξjp
F1 (ξ1p ) − F1 (ξjp )
h1j =
ξ1p − ξjp
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Figure 3.4.1: Bias-variance tradeoff. The mean squared error (MSE), E(α1t − α1∗ )2 , is
estimated via simulation for the naive and QD algorithms for continuous distributions.
The system configurations are (a) two normal systems with means (0, 0) and standard
deviations (1, 3) and (b) two normal systems with the same means (0, 0) and standard
deviations (1, 2). The solid lines are the MSE’s and the dotted and the dashed lines
are the variance components for the naive and QD algorithms, respectively.
for each j 6= 1 and let h = {(hj1 , h1j ) | j 6= 1}. Also define  ∈ (0, 1) as a constant
such that, for each j 6= 1 and x ∈ [ξjp , ξ1p ],
1 − Fj (x)
Fj (x)
,
≤1+
p
p + (x − ξj )hj1 1 − p − (x − ξjp )hj1
F1 (x)
1 − F1 (x)
1−≤
,
≤ 1 + .
p
p + (x − ξ1 )h1j 1 − p − (x − ξ1p )h1j
1−≤

(3.4.13)

The constant  represents (multiplicative) errors when Fj (x) is approximated by a
linear function, p + (x − ξjp )hj1 or p + (x − ξ1p )h1j . We consider a set of discrete
distributions that satisfies the following condition, which ensures that hj1 and h1j
defined in (3.4.12) are strictly positive for each j 6= 1.
(F4’) The probability mass function, fj (x) = Fj (x) − Fj (x − 1), is positive for all
integer x ∈ Hj
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Define ρδ, (α) = minj6=1 {Gδ,
j (α)} with

(3.4.14)

Gδ,
j (α) =

(ξ1p − ξjp )2


2p(1 − p) 1/(α1 h21j ) + 1/(αj h2j1 )

,

which has a similar structure as that of (3.4.4) in the continuous case, except that
fj (ξjp ) is replaced with hj1 or h1j . To provide some intuition behind the definiˆp
tion of Gδ,
j (α), recall that the asymptotic variance of ξjt is inversely proportional
to fj (ξjp ) in the continuous case. In other words, when h1j or hj1 is high (low),
samples from system j are more (less) likely to lie around ξjp so that the asymptotic variance is low (high). Therefore, Gδ,
j (α) can be seen as an appropriate measure of divergence between two quantiles. The following proposition validates this
intuition rigorously. We use the following notation: h̄ = maxj6=1 {max(hj1 , h1j )},
r = maxj6=1 {ξ1p − ξjp }/ minj6=1 {ξ1p − ξjp }, θ = rh̄δ, and u : R+ → R is a non-decreasing
function of θ defined as

(3.4.15)

u(θ) =

2θp(1 − p)(θ3 + 3θp(1 − p) + p(1 − p))
.
3(p − θ)3 (1 − p − θ)3

Proposition 3.4.2 (Characteristic of ρδ, (·)). Under assumptions (F1)-(F3) and (F4’),
for any α ∈ ∆

(3.4.16)

(1 − )(1 − u(θ)) ≤

ρ(α)
≤ (1 + )(1 + u(θ)),
ρδ, (α)

for θ = rh̄δ sufficiently small so that u(θ) < 1.
Proposition 3.4.2 validates approximation of ρ(·) by ρδ, (·) for small δ (equivalently,
small θ) and . This in turn implies α∗ and αδ, , the maximizers of ρ(·) and ρδ, (·),
respectively, are close to each other when δ and  are sufficiently small. We now
present the QD algorithm for discrete distributions, which iteratively maximizes ρδ, (·)
δ,∗
from history of sample observations. Let α̂δ,
in stage t.
t be the estimator of α
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Algorithm 3.3: QD-Discrete (n0 , m)
For each j, take n0 samples and let t = kn0
repeat
p
p
p
Let b = argmaxj {ξˆjt
}. If ξˆbt
= ξˆjt
for system j 6= b, then take a sample from
system πt+` = argmini=j,b {αit } for ` = 1, . . . , m. If there are multiple such
j’s, choose the one with the smallest j. Otherwise, solve for
δ,
α̂δ,
t = argmaxα∈∆ {ρ̂t (α)} and let
δ,
πt+1 = argmax{α̂jt
− αjt }

(3.4.19)

j

for ` = 1, . . . , m. Let t = t + m
until t ≤ T ;

Formally,

(3.4.17)




α̂δ,
t ∈ argmax min
α∈∆

j6=b




p
p 2
(ξˆbt
− ξˆjt
)

,
2p(1 − p) 1/(αb ĥ2bjt ) + 1/(αj ĥ2jbt ) 




p
where b = argmaxj {ξˆjt
} and for each j,




p
p
p

(F̂jt (ξˆbt ) − F̂jt (ξˆjt ))/(ξˆbt

ĥjbt = 


p
− ξˆjt
)

p

(F̂jt (yjbt ) − F̂jt (ξˆjt
))/(yjbt

(3.4.18)
ĥbjt =

p
− ξˆjt
)

p
p
) − F̂jt (ξˆjt
)>0
if F̂jt (ξˆbt

otherwise




p
p
p

(F̂bt (ξˆbt ) − F̂bt (ξˆjt ))/(ξˆbt

p
− ξˆjt
)

p
p
) − F̂bt (ξˆjt
)>0
if F̂bt (ξˆbt




(F̂bt (ξˆp ) − F̂bt (ybjt )/(ξˆp

− ybjt )

otherwise,

bt

bt

p
p
p
where yjbt := inf{y ≥ ξˆbt
|F̂jt (y) − F̂jt (ξˆjt
) > 0} is the smallest value of y ≥ ξˆbt
such
p
that the empirical distribution F̂jt (·) has positive probability mass between ξˆjt
and y.
p
p
Similarly, ybjt := sup{y ≤ ξˆjt
|F̂bt (ξˆbt
) − F̂bt (ybjt ) > 0}. This ensures ĥjbt , ĥbjt > 0 for

each j 6= b. The QD algorithm for the discrete case is summarized in Algorithm 3.3,
with n0 and m being parameters of the algorithm.
p
p
We note that the event {ξˆbt
= ξˆjt
} for some j 6= b can occur with positive proba-

bility, in which case α̂δ,
t in (3.4.17) may not be well defined. When these cases occur,
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the QD-Discrete policy takes a sample from system j or b, whichever is sampled
less. When there are multiple systems j with such conditions, one can choose any j
arbitrarily.
Theorem 3.4.3 (Asymptotic performance of Algorithm 3.3). Under assumptions (F1)(F3) and (F4’), the QD policy for discrete distributions in Algorithm 3.3 is consistent
and its asymptotic performance is characterized as

(3.4.20)

lim E(RTπ ) =

T →∞

ρ(αδ, )
(1 − u(θ))(1 − )
≥
∗
ρ
(1 + u(θ))(1 + )

for sufficiently small θ = rh̄δ such that u(θ) < 1.
Remark 3.4.3 (Tightness of the lower bound in Theorem 3.4.3). We note that u(θ)
is a continuous, increasing function of θ ≥ 0 with u(0) = 0. Hence, when θ and 
are close to 0, the bound in (3.4.20) is tight. To see the tightness of the bound for
different values of θ, we provide a numerical example in Figure 3.4.2 for the case with
discrete uniform distributions. Note that the lower bound is tight for small values of
θ. Further, although the bound is not tight for large values of θ, note that the actual
values of ρ(αδ, )/ρ∗ are still close to one, indicating that the QD policy will perform
competitively in terms of the probability of false selection for a wide range of θ; see
numerical results for discrete distributions in Section 3.5.

3.4.4.

Fast Algorithms for Large-Scale Problem

From an implementation standpoint, the QD algorithm significantly improves the
computation time of the naive algorithm by replacing the two-layer optimization
problem with the single-layer one. While this substantially enhances the tractability
of the naive algorithm for small-scale problems (k ≤ 20), the QD algorithm still
involves a heavy computational burden for larger problems as it requires solving a
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Asymptotic efficiency
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ρ(αδ,∗ )/ρ∗
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Figure 3.4.2: Asymptotic performance of the QD algorithm, ρ(αδ, )/ρ∗ , and its lower
bound defined in (3.4.20), as a function of θ = rh̄δ. The system configuration consists
of three systems with discrete uniform distributions with quantiles (0, −δ, −2δ) and
p = 0.1. The values of δ range from 10 to 100 and the length of supports is 104 for
all three systems.
Algorithm 3.4: AQD-Continuous (n0 , m)
For each j, take n0 samples and let t = kn0
repeat
p
Let b = argmaxj {ξˆjt
}. If
(3.4.21)

αbt <

v
u
uX
fˆ2
u
2 jt
t
αjt ,
j6=b

fˆbt2

set πt+` = b for ` = 1, . . . , m. Otherwise, set
(3.4.22)

πt+`






p
p 2

(ξˆbt
− ξˆjt
)
= argmin 
j6=b
1/(αbt fˆbt2 ) + 1/(αjt fˆjt2 ) 

for ` = 1, . . . , m. Let t = t + m
until t ≤ T ;

convex optimization problem in every stage. See Table 3.4.1 later in this subsection
for comparison of computation times as a function of the number of systems. Hence,
it is desired to construct a variant of the QD algorithm that is implementable in
large-scale problems. To this end, we propose the Adaptive QD (AQD) algorithm
summarized in Algorithm 3.4 in the continuous case.
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To provide some intuition behind AQD, note that the first order conditions for
(3.4.6) can be written as

(3.4.23)

(ξˆbt − ξˆjt )2
(ξˆbt − ξˆit )2
=
, for all i, j = 2, . . . , k
δ ˆ2
δ ˆ2
δ ˆ2
fbt ) + 1/(α̂itδ fˆit2 )
fbt ) + 1/(α̂jt
fjt )
1/(α̂bt
1/(α̂bt
δ
α̂bt
=

(3.4.24)

v
u
uX
fˆ2
u
δ jt
t
α̂jt
.

fˆbt2

j6=b

While QD solves for (3.4.23)-(3.4.24) exactly in every stage, AQD attempts to balance
the left and right sides of (3.4.23)-(3.4.24) so that they are satisfied asymptotically as
t → ∞. In particular, in the case with k = 2 systems, the two policies are identical.
To see this, note that, when (3.4.21) is satisfied for some stage t, AQD takes a sample
δ
δ
< αjt
> αbt and α̂jt
from system b. Further, (3.4.21) implies α̂δt in (3.4.6) satisfies α̂bt

for j 6= b, and therefore, QD also samples system b. Since the preceding argument is
true for each t, one can conclude that QD and AQD are identical when k = 2.
The case with k > 2 is not trivial, but we show via numerical example that the
two policies coincide eventually as t → ∞ in Figure 3.4.3. In particular, note that
α1t → α1∗ = 0.33 for all the three algorithms, but the convergence rate is much slower
under the naive algorithm.
The AQD algorithm for discrete case is similarly defined in Algorithm 3.5, with
fˆjt in Algorithm 3.4 replaced by ĥjbt or ĥbjt .

3.5.
3.5.1.

Comparison with Benchmark Algorithms
Benchmark Sampling Algorithms

We compare the proposed algorithms with a couple of benchmarks: the equal allocation (EA) and a heuristic algorithm based on Hoeffding’s inequality (HH). The
HH algorithm is introduced as a simple benchmark that uses confidence intervals
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Figure 3.4.3: The frequencies of α1t under the naive, QD, and AQD algorithms.
The configuration is characterized by k = 4 normally distributed systems with µ =
(0, . . . , 0) and σ = (1, 1.2, . . . , 1.2), in which case α1∗ = 0.33.
Algorithm 3.5: AQD-Discrete (n0 , m)
For each j, take n0 samples and let t = kn0
repeat
p
p
p
Let b = argmaxj {ξˆjt
}. If ξˆbt
= ξˆjt
for some j 6= b, then take a sample from
system πt+` = argmini=j,b {αit } for ` = 1, . . . , m. Otherwise, set πt+` = b for
` = 1, . . . , m if
(3.4.25)

αbt <

v
u
uX
ĥ2
u
2 jbt
t
.
αjt
j6=b

ĥ2bjt

Otherwise, set
(3.4.26)

πt+` = argmin
j6=b




p
p 2
(ξˆbt
− ξˆjt
)

 1/(α

2
bt ĥbjt )




+ 1/(αjt ĥ2jbt ) 

for ` = 1, . . . , m. Let t = t + m
until t ≤ T ;

of sample quantiles. The full description of the HH algorithm is in Algorithm 3.6,
which takes three parameters: the number of initial samples n0 , the batch size m,
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Table 3.4.1: CPU times (in seconds) per stage. CPU times are estimated by taking
averages of 100 simulation trials. (Operating system: Windows 7; processor: Intel
core i7 2.7GHz; memory: 32GB RAM; language: MATLAB.)
Algorithms
Naive
QD
AQD

k=4
0.057
0.012
0.003

k = 40
0.064
0.043
0.003

k = 400
9.287
4.567
0.010

k = 4000
2378.726
206.320
0.135

and β ∈ (0, 1).
To provide some intuition behind the HH policy, let us denote ξ p as the pth
quantile and ξˆp as the sample quantile from N independent samples. From Hoeffding’s
inequality, observe that

(3.5.1)

P(ξˆp+ζ < ξ p ) = P

N
X

!
p

(I{Xi ≤ ξ } − p) ≥ ζN

2

≤ e−2N ζ .

i=1

Therefore, ξˆp+ζ is greater than ξ p with probability greater than or equal to 1 −
exp(−2N ζ 2 ). In other words, for a given value of ζ, the value of 1 − exp(−2N ζ 2 ),
or equivalently, N ζ 2 , can be considered as a proxy for confidence level. The HH
algorithm is designed to take a sample from the system with the least value of such
2
}, in stage t. The value of ζjt for each j depends on the
a measure, argminj {Njt ζjt

parameter β. The optimal value of β may depend on underlying probability distributions, and hence, it may not be known a priori. In the following numerical
experiments, we test the HH algorithm for different values of β = 0.25, 0.5, 0.75 but
only show the results for β = 0.5 which gives a better overall performance in terms
of the probability of false selection.

3.5.2.

Numerical Experiments

We test our procedures for continuous (normal and t) and discrete (uniform and
Poisson) distributions. P(FSπt ) is estimated by counting the number of false selections
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Algorithm 3.6: HH (n0 , m, β)
For each j, take n0 samples and let t = kn0 .
repeat
p
p
Let b = argmaxj {ξˆjt
} and b0 = argmaxj6=b {ξˆjt
}.
p
p
ˆ
ˆ
Fix vt = β ξbt + (1 − β)ξb0 t .
Define {ζjt }kj=1 as follows
(3.5.2)

ζjt =


p − F̂

bt (vt )

F̂jt (vt ) − p

for j = b
for j =
6 b.

2
Set πt+` = argminj {Njt ζjt
} for ` = 1, . . . , m and let t = t + m.
until t ≤ T ;

out of m simulation trials, which is chosen so that:
s

(3.5.3)

Pt
Pt (1 − Pt )
≤ ,
m
10

where Pt is the order of magnitude of P(FSπt ). This implies standard errors for the
estimates of P(FSπt ) are at least ten times smaller than the value of P(FSπt ) so that we
have sufficiently high confidence that the results are not driven by simulation error.
In the following experiments, we test the naive and QD algorithms for cases with
small number of systems (k = 4) since they are not practically implementable with
larger problem instances; see CPU times of these algorithms in Table 3.4.1.
Normal distributions. We consider configurations where the quantiles are
monotonically decreasing; in particular, we set µj = 0 and σj = 1 + γ(j − 1) for
j = 1, . . . , k for some γ > 0. We vary γ = 0.1, 1 which corresponds to δ = 0.128, 1.28,
the gap in quantile between the best and second best systems. Also, to show the
performance of our procedure for the cases with extreme quantiles and large number
of systems, we vary p = 0.1, 0.01 and k = 4, 400.
In all cases of Figure 3.5.1, the QD and AQD algorithms outperform the others.
In light of Theorem 3.4.2, the QD and AQD policies are near-optimal asymptotically
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Figure 3.5.1: P(FSπt ) as a function of stage t on a log-linear scale in the normal cases.
In all cases, means of systems are equally set to zero and standard deviations are
σj = 1 + γ(j − 1) for j = 1, . . . , k, where we vary γ = 0.1, 1 for the cases with small
and large values of δ, respectively. We set k = 4 and p = 0.1 in panels (a)-(b), k = 4
and p = 0.01 in panels (c)-(d), and k = 400 and p = 0.1 in panels (e)-(f). We take
m = 10 samples per batch for all cases and set n0 = 20 for (a)-(b), n0 = 100 for
(c)-(d), and n0 = 10 for (e)-(f). For the HH algorithm, the parameter β is tuned to
be 0.5 for both configurations.
when the gap δ in quantile between the best and second-best systems is sufficiently
small. This is consistent with the observations from panels (a),(c), and (e) of Figure 3.5.1, where δ is sufficiently small and the finite-time performance of the two
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algorithms is competitive in terms of the probability of false selection. Somewhat
surprisingly, the performance of QD and AQD are also preferable in cases with relatively large values of δ; see panels (b),(d), and (f) in Figure 3.5.1. These results
indicate that the finite-time performance of the two algorithms is competitive for
both small and large values of δ, which complements the asymptotic results of Theorem 3.4.2 as δ → 0. Further, note that AQD slightly outperforms QD in some cases
of Figure 3.5.1. In fact, numerical experiments on many different examples we never
observed AQD performing poorly compared to QD in terms of the probability of false
selection.
Notice that the poor performance of the naive algorithm is anticipated by Remark 3.4.1. The performance of the HH algorithm varies significantly for different
configurations; it performs competitively with the AQD algorithm in panel (f) of
Figure 3.5.1, but it is even worse than EA in panels (a)-(c). This shows that the performance of the HH algorithm highly depends on the choice of parameter β, which
is not known a priori. Lastly, note that the EA algorithm is significantly poor in the
case with k = 400 since it wastes too many samples for systems that are far from
the best one, while the AQD algorithm safely discards seemingly non-best systems in
early stages.
Heavy tailed distributions. In Figure 3.5.2, we consider two system configurations, each with four t-distributed systems. In both cases, we set means (0, 0, 0, 0)
and standard deviations (1, 2, 3, 4) with p = 0.1 so that the pth quantile values monotonically decrease with system index.
It is noteworthy that the performance of quantile-based algorithms is robust
against the presence of heavy tails in the sense that P(FSπt ) converges to zero at
an exponential rate (Proposition 3.3.2), as opposed to mean-based procedures under which the probability of false selection decreases to zero only at a polynomial
rate Broadie et al. [2007]. This can be seen in Figure 3.5.2: On the left panel, the
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Figure 3.5.2: P(FSπt ) as a function of stage t on a log-linear scale in the t-distribution
cases. For both cases, there are four systems with means (0, 0, 0, 0) and standard
deviations (1, 2, 3, 4), while the degrees of freedom are ν = 1 on the left panel and
ν = 20 on the right panel. We set p = 0.1, n0 = 10, and m = 10 for both cases. For
the HH algorithm, the parameter β is tuned to be 0.5.
degrees of freedom is set to ν = 1 so that the distributions are significantly heavytailed, while we set ν = 20 for the less heavy-tailed distributions on the right panel
of Figure 3.5.2. In both cases, the AQD and QD algorithms outperform the others,
with AQD performing slightly better than QD on the left panel. Also, note that
P(FSπt ) ≈ c1 exp(−c2 t) implies that log P(FSπt ) is approximately linear in t. Hence, it
can be seen that P(FSπt ) converges to zero at an exponential rate under QD and AQD,
indicating these algorithms can be attractive alternatives to mean-based procedures
in many applications where heavy tails are prevalent.
Discrete cases: uniform and Poisson distributions. Recall from Theorem 3.4.3 that the asymptotic performance of the QD and AQD is characterized by
ρ(αδ, )/ρ∗ , which depends on the gap in means between the best and second-best
systems (δ) and the error due to linear approximation of distribution functions ().
To illustrate the effect of , we consider two families of discrete distributions: uniform
distribution functions which can be closely approximated by a linear function (i.e.,
small ) and Poisson distributions for which  is relatively large. Also, to illustrate the
effect of δ, we consider small and large values of δ for each of the two distributions.
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We fix p = 0.1 and k = 4 in all of these cases.
In the top panels of Figure 3.5.3, two configurations with uniform distributions
are considered. In each case, the support of the distribution function is {1, . . . , uj }
for system j with uj = 1000 − δ(j − 1); we let δ = 50 in (a) and δ = 200 in (b).
The values of  are small (in the order of 10−3 ) in both cases, while θ = 0.0064, 0.15
for (a) and (b), respectively. Further, the asymptotic efficiencies characterized in
Theorem 3.4.3, ρ(αδ,∗ )/ρ∗ , are 0.89 and 0.61 for (a) and (b), respectively, because
the gap in quantiles δ (or equivalently, θ) is smaller in the first configuration. It is
interesting to observe that the performance of the AQD algorithm is still superior to
the others in terms of the probability of false selection even with the low asymptotic
efficiency in Figure 3.5.3 (b).
In the bottom panels of Figure 3.5.3, each system j is characterized by a Poisson
distribution with parameter λj . In particular, we let λj = 1000 − δ(j − 1) with δ =
5, 20 in panels (c) and (d), respectively. As opposed to the uniform case, the values
of  are relatively large due to the non-linearity of Poisson distribution functions;
in particular,  = 0.101, 1.814 for (c) and (d), respectively. The large values of 
deteriorates the asymptotic efficiencies significantly; ρ(αδ,∗ )/ρ∗ = 0.72, 0.56 for (c)
and (d). Nevertheless, observe that the finite-time performance of AQD in terms of
the probability of false selection is still superior to the other algorithms, indicating
its performance is robust against a wide spectrum of  and δ.

3.6.

Concluding Remarks

We have shown how the problem of minimizing probability of false selection can be
analyzed using large deviations theory and approximations. By analyzing the rate
function of the probability of false selection in an asymptotic regime, we were able to
obtain a tractable objective function and insights into the form of optimal algorithms.
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Figure 3.5.3: P(FSπt ) as a function of stage t on a log-linear scale in the discrete cases.
In (a) and (b), the system configuration is characterized by k = 4 discrete uniform
distributions, each on the range [0, uj ] with uj = 1000 − δ(j − 1) for j = 1, . . . , k. We
set δ = 50, 200 for (a) and (b), respectively. In (c) and (d), the system configuration is
characterized by k = 4 Poisson distributions, each with parameter λj = 1000−δ(j−1).
We set δ = 5, 20 for (c) and (d), respectively. For all cases p = 0.1. We set n0 = 20
and m = 10 for (a)-(c) and n0 = 10 and m = 1 for (d). For the HH algorithm, the
parameter β is tuned to be 0.5.
Although it is tractable, the rate function is expensive to estimate from sample observations. However, perhaps the strongest contribution from our results is that a
nearly-optimal algorithm is obtained using a simple alternative to the rate function,
which can be estimated from a surprisingly small number of sample observations with
high accuracy. This is encouraging since the total sampling budget is quite limited
in many practical instances.
We believe the theoretical framework in this paper can be extended to a fertile
area for future research. From a practical standpoint, selecting multiple systems is
likely to be a topic of interest to decision makers in a wide range of applications. The
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theoretical results in our work can be extended to find optimal dynamic strategies for
the case with multiple selections. On a methodological level, there is no doubt that
one can use different nonparametric estimators for quantile, other than the sample
quantile used in this paper, which can be leveraged to design a better policy.

3.7.

Additional Results and Selected Proofs

This section is organized as follows. In §3.7.1 we strengthen the result in Proposition 3.4.1 by considering a stylized sequence of problem instances. In §3.7.2 we
present proofs for main results and those for auxiliary lemmas are collected in §3.7.3.

3.7.1.

Strengthening of Proposition 3.4.1

An important implication of Proposition 3.4.1 is that, after taking T → ∞, the
probability of false selection (on a logarithmic scale) depends on the underlying distributions only through the densities at quantiles, {fj (ξjp )}kj=1 , as the quantiles get
closer to each other. To formalize this property more precisely, consider a stylized
sequence of system distributions indexed by t, denoted as {F1,t (·), . . . , Fk,t (·)}∞
t=1 . Let
p
p
p
ξj,t
denote the p-th quantile of the distribution function Fj,t (·) with ξ1,t
≥ · · · ≥ ξk,t
p
p
p
. For t = 1, we fix Fj,1 (·) = Fj (·) so that ξj,1
= ξjp for
− ξ2,t
and define δt = ξ1,t

each j and δ1 = δ. For t ≥ 2, we fix F1,t (·) = F1,1 (·) for system 1 and Fj,t (·) for
system j 6= 1 is shifted from Fj (·) so that Fj,t (x − δ1 + δt ) = Fj (x). Essentially, this
p
p
makes each ξj,t
, j 6= 1, approaches ξ1,t
= ξ1p as t → 0, while maintaining the ranking,
p
p
p
ξ1,t
> ξ2,t
≥ · · · ≥ ξk,t
, for each t. For brevity, we let the system configuration,

(F1,t (·), . . . , Fk,t (·)), be characterized by δt and define P(FSt ; δt ) as the probability of
false selection under the configuration, (F1,t (·), . . . , Fk,t (·)).
Proposition 3.7.1 (Strengthening of Proposition 3.4.1). Under assumptions (F1)-(F4),
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if tδt2 → ∞ and δt → 0 as t → ∞, then for any static policy π(α) for some α ∈ ∆,

(3.7.1)

1
π(α)
log P(FSt ; δt ) → −ρδ (α) as t → ∞.
tδt2

The proof for the preceding proposition is provided in Section 3.7.2. Proposition 3.7.1 suggests a relationship between the sampling budget T and the difference
in quantiles δ. In particular, the asymptotic behavior of P(FSπT ) is related to T δ 2 for
sufficiently small δ and large T ; if the difference in quantiles halves, one may need
approximately four times more sampling budget to lower P(FSπT ) to a certain level.

3.7.2.

Proofs for Main Results

The proof for Theorem 3.3.2 requires the following lemma. Proofs for all auxiliary
lemmas are provided in Section 3.7.3.
Lemma 3.7.1 (Large deviations for sample quantiles). Under assumptions (F1)-(F2),
(3.3.7) holds for a static policy π(α) for some α ∈ ∆.
Proof of Proposition 3.3.2. In this proof, we fix π = π(α) and suppress π in the
superscripts to improve clarity. For k ≥ 3, we have that

(3.7.2)

p
p
P(FSt ) ≤ (k − 1) max P(ξˆ1t
≤ ξˆjt
).
j=2,...,k

from a union bound and observe that

(3.7.3)

p
p
P(FSt ) ≥ max P(ξˆ1t
≤ ξˆjt
).
j=2,...,k

Therefore, the rate function of P(FSt ) can be immediately obtained once we have the
p
p
rate function of P(ξˆ1t
≤ ξˆjt
) for some j 6= 1. Hence, for simplicity of exposition we
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only consider a two-system case.
First, observe that










p
p
p
p
≤ ξˆ2t
P ξˆ1t
≥ P ξˆ1t
≤ x P ξˆ2t
≥x

(3.7.4)



for any x ∈ R. Also, taking log on both sides and combining the result from
Lemma 3.7.1, it can be easily seen that

(3.7.5)

lim inf
t→∞



1
p
p
log P ξˆ1t
≤ ξˆ2t
≥ − inf {α1 I1 (x) + α2 I2 (x)} ,
x∈H1 ∩H2
t

where the inf follows from the fact that (3.7.4) holds for any x. Also, in the continuous
case, observe that Ij (x) is non-increasing for x < ξjp and non-decreasing for x > ξjp ,
and therefore, it suffices to search for the infimum for ξ2p ≤ x ≤ ξ1p . Likewise, in the
discrete case, observe that Ij (x) is non-increasing for x < ξjp − 1 and non-decreasing
for x > ξjp , so that the infimum is achieved in [ξ2p − 1, ξ1p ]. Therefore, (3.7.4) reduces
to
lim inf
t→∞

(3.7.6)

1
p
p
)
≤ ξˆ2t
log P(ξˆ1t
t





− inf x∈[ξ p ,ξ p ] {α1 I1 (x) + α2 I2 (x)}

for F ∈ C
2 1
≥


− inf x∈[ξ p −1,ξ p ] {α1 I1 (x) + α2 I2 (x)} for F ∈ D.
2
1

It remains to show the upper bound:
lim sup
t→∞

(3.7.7)
≤



1
p
p
log P ξˆ1t
≤ ξˆ2t
t





− inf x∈[ξ p ,ξ p ] {α1 I1 (x) + α2 I2 (x)}
2

1

for F ∈ C




− inf x∈[ξ p −1,ξ p ] {α1 I1 (x) + α2 I2 (x)}
2

1

for F ∈ D.

(i) Continuous case. Let x = (x1 , x2 ) ∈ R2 with x1 ≤ x2 , fix η > 0, and consider a
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square centered at x, Sxη = {x0 ∈ R2 | |x01 − x1 | ≤ rη , |x02 − x2 | ≤ rη }, with rη > 0
chosen small enough so that
n

o

max |Ij (x0j ) − Ij (xj )| ≤ η for any x0 ∈ Sxη .

(3.7.8)

j=1,2

Note that rη always exists for each η > 0 because Ij (·) is a continuous function.
Observe that




(3.7.9)







p
p
p ˆp
∈ [x2 − rη , x2 + rη ]
∈ [x1 − rη , x1 + rη ] P ξˆ2t
, ξ2t ) ∈ Sxη = P ξˆ1t
P (ξˆ1t











p
p
≤ x1 + rη P ξˆ2t
≥ x2 − rη .
≤ P ξˆ1t

Applying Lemma 3.7.1, it follows that
lim sup
(3.7.10)

t→∞



1
p ˆp
, ξ2t ) ∈ Sxη ≤ − (α1 I1 (x1 + rη ) + α2 I2 (x2 − rη ))
log P (ξˆ1t
t

≤ η − (α1 I1 (x1 ) + α2 I2 (x2 )) ,
where the second inequality follows from (3.7.8).
Now, fix a > 0 and consider a compact set Γa = {x ∈ R2 | |x1 −ξ1p | ≤ a, |x2 −ξ2p | ≤
a}. Then the set, Γa ∩ {x ∈ R2 | x1 ≤ x2 }, can be covered by M < ∞ small squares,
each of which is centered at xi = (xi1 , xi2 ) ∈ Γa with xi1 ≤ xi2 . Hence, it follows that




p
p
p ˆp
P ξˆ1t
≤ ξˆ2t
, (ξˆ1t
, ξ2t ) ∈ Γa ≤

M
X



p ˆp
, ξ2t ) ∈ Sxηi
P (ξˆ1t



i=1

(3.7.11)

≤ M max

i=1,...,M
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n 

p ˆp
P (ξˆ1t
, ξ2t ) ∈ Sxηi

o

.

Therefore,


1
p
p
p ˆp
log P ξˆ1t
≤ ξˆ2t
, (ξˆ1t
, ξ2t ) ∈ Γa
t
t→∞



1
p
p
p ˆp
η
ˆ
ˆ
ˆ
≤ max lim sup log P ξ1t ≤ ξ2t , (ξ1t , ξ2t ) ∈ Sxi
i=1,...,M
t
t→∞

lim sup

(3.7.12)

≤ max

n

≤η−

inf

i=1,...,M

o

η − (α1 I1 (xi1 ) + α2 I2 (xi2 ))

x1 ≤x2 ,x∈Γa

{α1 I1 (x1 ) + α2 I2 (x2 )},

where the second inequality follows from (3.7.10). Since Ij (x) is non-increasing for
x < ξjp and non-decreasing for x > ξjp , it suffices to search for the infimum with
(x1 , x2 ) that satisfies ξ2p ≤ x1 = x2 ≤ ξ1p . By the arbitrariness of η > 0, we have that

(3.7.13) lim sup
t→∞



1
p
p
p ˆp
{α1 I1 (x) + α2 I2 (x)}.
≤ ξˆ2t
, (ξˆ1t
, ξ2t ) ∈ Γa ≤ − inf
log P ξˆ1t
x∈[ξ2p ,ξ1p ]
t

Finally, observe that












p ˆp
p ˆp
p
p
p
p
, ξ2t ) ∈ Γca ,
, ξ2t ) ∈ Γa + P (ξˆ1t
and (ξˆ1t
< ξˆ2t
< ξˆ2t
≤ P ξˆ1t
P ξˆ1t

(3.7.14)

and hence,


1
p
p
< ξˆ2t
log P ξˆ1t
t
t→∞



1
p
p
p ˆp
≤ max lim sup log P ξˆ1t
< ξˆ2t
and (ξˆ1t
, ξ2t ) ∈ Γa ,
t
t→∞


1
p ˆp
c
ˆ
lim sup log P (ξ1t , ξ2t ) ∈ Γa
t
t→∞
(
)


1
p ˆp
c
ˆ
≤ max − inf
{α1 I1 (x) + α2 I2 (x)}, lim sup log P (ξ1t , ξ2t ) ∈ Γa ,
x∈[ξ2p ,ξ1p ]
t
t→∞

lim sup

(3.7.15)

where the last inequality follows from (3.7.13). One can show that the first term on
the right-hand side of (3.7.15) is bounded below since I1 (x) and I2 (x) are bounded
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for x in the compact set [ξ2p , ξ1p ]. Also, since
 







p
p
p ˆp
< ξ1p − a , P ξˆ1t
> ξ1p + a ,
, ξ2t ) ∈ Γca ) ≤ 4 max P ξˆ1t
P((ξˆ1t

(3.7.16)






p
p
P ξˆ2t
< ξ2p − a , P ξˆ2t
< ξ2p + a



,

combined with Lemma 3.7.1, it can be seen that
lim lim sup

a→∞

(3.7.17)

t→∞



1
p ˆp
, ξ2t ) ∈ Γca
log P (ξˆ1t
t

≤ − lim min {α1 I1 (ξ1p + a), α1 I1 (ξ1p − a), α2 I2 (ξ2p + a), α2 I2 (ξ2p − a)}
a→∞

= −∞,
where the equality follows from the fact that Ij (x) → ∞ as |x| → ∞ for each j = 1, 2.
This implies that one can choose sufficiently large a so that the second term on the
right-hand side of (3.7.15) is smaller than the first term. This completes the proof
for the upper bound (3.7.7) in the continuous case.
(ii) Discrete case. Let n = (n1 , n2 ) ∈ N 2 with n1 ≤ n2 , where N is the set of
non-negative integers, and observe that

(3.7.18)













p
p ˆp
p
= n2 .
P (ξˆ1t
, ξ2t ) = n = P ξˆ1t
= n1 P ξˆ2t

Applying Lemma 3.7.1, it follows that

(3.7.19)





p ˆp
lim sup log P (ξˆ1t
, ξ2t ) = n = −(α1 I1 (n1 ) + α2 I2 (n2 )).
t→∞

Now, fix a > 0 and consider a compact set Γa = {n ∈ N 2 | |n1 −ξ1p | ≤ a, |n2 −ξ2p | ≤ a}.
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i
i
i
Denote {ni }M
i=1 be the M < ∞ points such that n ∈ Γa and n1 ≤ n2 . Observe that





p
p
p ˆp
P ξˆ1t
≤ ξˆ2t
, (ξˆ1t
, ξ2t ) ∈ Γa ≤

M
X



p ˆp
P (ξˆ1t
, ξ2t ) = ni



i=1

(3.7.20)





p ˆp
, ξ2t ) = ni },
≤ M max {P (ξˆ1t
i=1,...,M

from which we establish that


1
p
p
p ˆp
log P ξˆ1t
≤ ξˆ2t
, (ξˆ1t
, ξ2t ) ∈ Γa
t
t→∞



1
p
p ˆp
≤ max lim sup log P ξˆ1t
≤ ξˆ2t , (ξˆ1t
, ξ2t ) = ni
i=1,...,M
t
t→∞

lim sup

(3.7.21)

≤ max

n

i=1,...,M

≤−

inf

−(α1 I1 (ni1 ) + α2 I2 (ni2 )

n1 ≤n2 ,n∈Γa

o

{α1 I1 (n1 ) + α2 I2 (n2 )},

where the second inequality follows from (3.7.20). It is not hard to verify that Ij (n)
is non-increasing for n < ξjp − 1 and non-decreasing for n > ξjp . Hence, it suffices to
search for (n1 , n2 ) such that ξ2p − 1 ≤ n1 = n2 ≤ ξ1p . Therefore, we have that

(3.7.22) lim sup
t→∞



1
p ˆp
p
p
{α1 I1 (n) + α2 I2 (n)}.
, ξ2t ) ∈ Γa ≤ − inf
, (ξˆ1t
≤ ξˆ2t
log P ξˆ1t
n∈[ξ2p −1,ξ2p ]
t

p ˆp
Finally, by the same argument as in the continuous case, the event {(ξˆ1t
, ξ2t ) ∈ Γa }

is negligible with a chosen sufficiently large. This gives us the desired result for the
discrete case, which concludes the proof of the theorem.

Proof of Proposition 3.3.3. Note that for each x ∈ R, α1 I1 (x) + αj Ij (x) is a continuous, linear (hence, concave) function of (α1 , αj ). Since Gj (α) in (3.3.10) is a
point-wise infimum of those on a compact set [ξjp , ξ1p ], it is also continuous and concave. Therefore, ρ(α), being a minimum of Gj (α) for j = 2, . . . , k, is continuous and
concave for α ∈ ∆.
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Now suppose assumption (F3) is satisfied. We prove the case for k = 2 but the
proof can be easily extended to k ≥ 3. Towards a contradiction, suppose that the
optimal α∗ is at the boundary of ∆. We will assume that α∗ = (1, 0) since the
other case with α∗ = (0, 1) follows from the same logical steps. We consider two
cases. First, if F ∈ C , then ρ(α∗ ) = I1 (ξ1p ) = 0. The fact that α∗ is the optimal
solution directly leads us to a contradiction because we know that ρ(αeq ) > 0 for
αeq = (0.5.0.5). Second, suppose that F ∈ D. Observe that ρ(α∗ ) = I1 (x1 ), where
x1 is the minimizer of I1 (x), which lies in the interval [ξ2p − 1, ξ1p ]. By assumption
(F2), we have that I2 (x1 ) > I1 (x1 ). Therefore, it is not hard to see that there
exists αu = (1 − u, u) with sufficiently small u > 0 such that the minimizer x of
inf x∈[ξ2p −1,ξ1p ] {α1u I1 (x) + α2u I2 (x)} is still x1 . This implies that ρ(αu ) = α1u I1 (x1 ) +
α2u I2 (x1 ). However, since I2 (x1 ) > I1 (x1 ), it follows that ρ(αu ) > ρ(α∗ ) = I1 (x1 ),
contradicting the optimality of α∗ . This completes the proof of the proposition.

Proof of Proposition 3.3.1. Fix j and define a random variable Pn so that Nj,Pn = n.
(Note that Pn depends on the index j.) We show that {Xj,Pn }∞
n=1 is a sequence of
independent and identically distributed random variables.
First, observe that the characteristic function of Xj,Pn is

(3.7.23)





E eiθXj,Pn =

∞
X









E eiθXjt P (Pn = t) = E eiθXj ,

t=1

which follows from the fact that the sequence {Xjt }∞
t=1 is identically distributed.
Next, we show that Xj,Pm and Xj,Pn are independent for n > m. Observe that,
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for any measurable sets A1 and A2 ,
P (Xj,Pm ∈ A1 , Xj,Pn ∈ A2 )
=

X

P (Xjt1 ∈ A1 , Xjt2 ∈ A2 ) P (Pm = t1 , Pn = t2 )

t1 <t2

=

X

E (I{Xjt1 ∈ A1 }I{Xjt2 ∈ A2 }) P (Pm = t1 , Pn = t2 )

t1 <t2

=

X

E (E (I{Xjt1 ∈ A1 }I{Xjt2 ∈ A2 }) |Ft2 −1 ) P (Pm = t1 , Pn = t2 )

t1 <t2

(3.7.24)

(a)

=

X

E (I{Xjt1 ∈ A1 }) E (I{Xjt2 ∈ A2 }) P (Pm = t1 , Pn = t2 )

t1 <t2

=

X

P (Xjt1 ∈ A1 ) P (Xjt2 ∈ A2 ) P (Pm = t1 , Pn = t2 )

t1 <t2
(b)

= P (Xj ∈ A1 ) P (Xj ∈ A2 )

X

P (Pm = t1 , Pn = t2 )

t1 <t2

= P (Xj ∈ A1 ) P (Xj ∈ A2 )
(c)

= P (Xj,Pm ∈ A1 ) P (Xj,Pn ∈ A2 ) ,

where (a) follows from the fact that Xjt1 ∈ Ft2 −1 for t1 < t2 and (b) and (c) follow
from (3.7.23). Therefore, {Xj,Pn }∞
n=1 is independent and identically distributed. Since
the sample pth quantile from an independent and identically distributed sequence
converges to the pth quantile of the distribution almost surely (see, e.g., page 75 in
Serfling [2009]), we have (3.3.5). This completes the proof of the proposition.

Proof of Theorem 3.4.1. (i) Consistency. For simplicity of exposition we prove a twosystem case, but the proof can be easily extended to k ≥ 3. Fix a sample path and
suppose, towards a contradiction, that system 2 is sampled only finitely many times.
(We omit the other case where system 1 is sampled only finitely many times because
it can be proved in a similar way.) Let τ < ∞ be the last time that the system 2
is sampled. In this case, it follows that supx∈R |F̂1t (x) − F1 (x)| → 0 as t → ∞ by
Glivenko-Cantelli theorem, and therefore, supx∈R |Iˆ1t (x) − I1 (x)| → 0. Further, it can
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p
be seen from Proposition 3.3.1 that ξˆ1t
→ ξ1p as t → ∞. On the other hands, I2t (x)
p
and ξˆ2t
are constant subsequent to the stage τ . Therefore, as t → ∞,

(Iˆ1t (x), Iˆ2t (x)) → (I1 (x), Iˆ2τ (x))

(3.7.25)

p
p ˆp
).
, ξ2t ) → (ξ1p , ξˆ2τ
(ξˆ1t

p
< ξ1p since the other case can be shown in a similar way. Define ρ̂(α)
We shall let ξˆ2τ

as follows:

ρ̂(α) =

(3.7.26)

inf

p
,ξ1p ]
x∈[ξ̂2τ

{α1 I1 (x) + α2 Iˆ2τ (x)}

p
p
when F ∈ C , with [ξˆ2τ
, ξ1p ] replaced with [ξˆ2τ
− 1, ξ1p ] in the case of F ∈ C . Note that
p
p
) > 0 by assumptions (F1)-(F3), while
, ξ1p ] with I1 (ξˆ2τ
I1 (x) is non-increasing in [ξˆ2τ
p
, ξ1p ] with Iˆ2τ (ξ1p ) ≥ 0. We consider two cases.
Iˆ2τ (x) is non-decreasing in [ξˆ2τ
p
p
) and Iˆ2τ (ξ1p ) > I1 (ξ1p ). In this case, I1 (x) and
) < I1 (ξˆ2τ
Case 1. Suppose Iˆ2τ (ξˆ2τ

Iˆ2τ (x) satisfy assumptions (F1) and (F3), and therefore, α̂, a maximizer of ρ̂(α),
is strictly positive by Proposition 3.3.3. Further, one can show that ρ̂(α̂) > I1 (ξ1p ),
which follows immediately from the fact that ρ̂(α0 ) = I1 (ξ1p ) for α0 = (1, 0).
Now, observe that ρ̂t (α) → ρ̂(α) for each α because Iˆ1t (x) and Iˆ2t (x) converge to
I1 (x) and Iˆ2τ (x) for each x as t → ∞. Let α̂t be a maximizer of ρ̂t (α) for each t. It
can be easily seen that

(3.7.27)

|ρ̂t (α̂t ) − ρ̂(α̂)| ≤ 2 max(|ρ̂t (α̂t ) − ρ̂(α̂t )|, |ρ̂t (α̂) − ρ̂(α̂)|),

and therefore, ρ̂t (α̂t ) → ρ̂(α̂) as t → ∞. By construction of Algorithm 3.1, αt − α̂t →
0 as t → ∞, From which we have that ρ̂t (αt ) − ρ̂t (α̂t ) → 0 by continuity of ρ̂t (·) on
∆. Combining these observations, we establish that ρ̂t (αt ) → ρ̂(α̂) > 0 as t → ∞.
However, this leads to a contradiction; by the assumption that the system 2 is sampled
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only finitely many times, αt → (1, 0) so that ρ̂t (αt ) → I1 (ξ1p ), but we know that
ρ̂(α̂) > I1 (ξ1p ) from the previous observation.
p
p
Case 2. Suppose that either Iˆ2τ (ξˆ2τ
) ≥ I1 (ξˆ2τ
) or Iˆ2τ (ξ1p ) ≤ I1 (ξ1p ). In this case,

it is straightforward to observe that there exists t0 < ∞ such that α̂t = (0, 1) or
α̂t = (1, 0) for all t ≥ t0 , in which case the policy takes a sample from system
πt+1 = minj {αjt }. Essentially, this makes the policy take samples equally from the
two systems eventually. This is a contradiction to the assumption that the system 2
is not sampled for t ≥ τ . This concludes the proof for consistency.
(ii) Asymptotic optimality. Since a policy by Algorithm 3.1 is consistent by part
(i), it follows that ρ̂t (α) → ρ(α) as t → ∞ for each α because Iˆjt (x) converges to
Ij (x) pointwise for each j. Let α∗ ∈ argmaxα∈∆ {ρ(α)} and observe that

(3.7.28)

|ρ̂t (α̂t ) − ρ(α∗ )| ≤ 2 max(|ρ̂t (α̂t ) − ρ(α̂t )|, |ρ̂t (α∗ ) − ρ(α∗ )|),

and therefore, ρ̂t (α̂t ) → ρ(α∗ ) as t → ∞. Combined with the fact that αt − α̂t → 0
as t → ∞ almost surely by construction of Algorithm 3.1, it can be easily seen that
Rtπ = ρ(αt )/ρ(α∗ ) → 1 as t → ∞ almost surely. Since Rtπ is a bounded random
variable, we establish that

(3.7.29)

E(Rtπ )

ρ(αt )
=E
ρ(α∗ )

!

→ 1.

This completes the proof of the theorem.

Proof of Proposition 3.4.1. For simplicity of exposition we consider a two-system
case, but the proof can be easily extended to k ≥ 3. In this case,

(3.7.30)

ρ(α) =

inf {α1 I1 (x) + α2 I2 (x)}

x∈[ξ2p ,ξ1p ]
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and observe that, for j = 1, 2,
!

p
1−p
Ij0 (x) = fj (x)
−
Fj (x) 1 − Fj (x)
!
!
(3.7.31)
p
p
1−p
1−p
00
00
2
Ij (x) = Fj (x) −
+
+ fj (x) − 2
+
,
Fj (x) 1 − Fj (x)
Fj (x) (1 − Fj (x))2
where Ij0 (x) and Ij00 (x) are the first and the second derivative of Ij (·) at x, respectively.
Hence, it can be easily seen that Ij (ξjp ) = 0, Ij0 (ξjp ) = 0, and
Ij00 (ξjp )

(3.7.32)

fj2 (ξjp )
=
.
p(1 − p)

Therefore, applying a second order Taylor expansion at x = ξjp , we obtain that
Ij (x) = Ij (ξjp ) + (x − ξjp )Ij0 (ξjp ) +
(3.7.33)

(x − ξjp )2 00 p
Ij (ξj ) + o((ξ1p − ξ2p )2 )
2

(x − ξjp )2 2 p
=
f (ξ ) + o((ξ1p − ξ2p )2 )
2p(1 − p) j j

for x ∈ [ξ2p , ξ1p ]. Define I(x) = α1 I1 (x) + α2 I2 (x) and let
I δ (x) = α1 I1δ (x) + α2 I2δ (x)
(3.7.34)

(x − ξ1p )2 2 p
(x − ξ2p )2 2 p
= α1
f (ξ ) + α2
f (ξ ).
2p(1 − p) 1 1
2p(1 − p) 2 2

Let x∗ and xδ∗ be the minimizers of I(x) and I δ (x), respectively. Note that I δ (x) is
a quadratic function of x. Using first order conditions, we establish that
α1 ξ1p f12 (ξ1p ) + α2 ξ2p f22 (ξ2p )
,
α1 f12 (ξ1p ) + α2 f22 (ξ2p )
(ξ1p − ξ2p )2
I δ (xδ∗ ) =
.
2p(1 − p) (1/(α1 f12 (ξ1p )) + 1/(α2 f22 (ξ2p )))
∗

xδ =

(3.7.35)

Now, observe that |I(x∗ ) − I δ (xδ∗ )| ≤ 2 max(|I(x∗ ) − I δ (x∗ )|, |I δ (xδ∗ ) − I(xδ∗ )|). Each
term of max is o((ξ1p − ξ2p )2 ) by (3.7.34), and therefore, we obtain that I(x∗ ) =
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I δ (xδ∗ ) + o ((ξ1p − ξ2p )2 ), which concludes the proof of the proposition.



To prove Theorem 3.4.2, we define additional notations. Let x = (x1 , . . . , xk ) ∈

Rk and y = (y1 , . . . , yk ) ∈ Rk+ . Define B(x) := {i ∈ {1, . . . , k} | xi = maxj {xj }}.
Note that we allow the case with |B(x)| > 1, where |B(x)| represents the cardinality
of the set B(x). Let Θ be the set of all (x, y) ∈ Rk × Rk+ with |B(x)| < k. For each
(x, y) ∈ Θ and α ∈ ∆, define

(3.7.36)

J(α; x, y) =

(xi − xj )2

min

i∈B(x),j ∈B(x)
/



.

1/(αi yi2 ) + 1/(αj yj2 )

Define α(x, y) to be the maximizer of J(α; x, y), i.e.,

(3.7.37)

α(x, y) = argmax J(α; x, y).
α∈∆

Note that J(α; x, y) is a strictly concave function of α since it is the minimum of the
strictly concave functions. Hence, α(x, y) in (3.7.37) is well defined. The following
two lemmas are required for the proof of Theorem 3.4.2.
Lemma 3.7.2. Fix (x, y) ∈ Θ. Consider a sequence of parameters (xt , y t ) ∈ Θ such
that xtj → xj and yjt → yj as t → ∞ for each j. Then, α(xt , y t ) → α(x, y) as t → ∞
and the vector α(x, y) is strictly positive.
Lemma 3.7.3. If Njt → ∞ almost surely as t → ∞, fˆjt → fj (ξjp ) in probability as
t → ∞.
Proof of Theorem 3.4.2. (i) Consistency. Fix a sample path and let F ⊂ {1, 2, . . . , k}
be the set of systems that are sampled only finitely many times and let G :=
{1, 2, . . . , k} \ F . Suppose, towards a contradiction, that F is non-empty and let
τ < ∞ be the last time that the systems in F are sampled. From Proposition 3.3.1
p
and Lemma 3.7.3 we observe that ξˆjt
and fˆjt converges to ξjp and fj (ξjp ) in probability
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p
as t → ∞, respectively, for each system j ∈ G. Also, for any system j ∈ F , ξˆjt
p
p
, . . . , ξˆkt
)
and fˆjt are constant subsequent to the stage τ . Formally, define ξ̂ pt = (ξˆ1t

and f̂ t = (fˆ1t , . . . , fˆkt ) be the estimators in stage t and let ξ̄ p = (ξ¯1p , . . . , ξ¯kp ) and
f̄ = (f¯1 , . . . , f¯k ) with

(3.7.38)




p

(ξˆjτ , fˆjτ )

(ξ¯jp , f¯j ) = 

for j ∈ F



(ξjp , fj (ξjp ))

for j ∈ G,

so that ξ̂ pt → ξ̄ p and f̂ j → f̄ .
We may assume that |B(ξ̄ p )| < k, i.e., maxj {ξ¯jp } > minj {ξ¯jp }, since the event,
ξ¯1p = · · · = ξ¯kp , occurs with zero probability under the assumption (F4). Define
α̂t = α(ξ̂ pt , f̂ t ) for each t ≥ k and ᾱ = α(ξ̄ p , f̄ ). Applying Lemma 3.7.2 with (xt , y t )
replaced with (ξ̂ pt , f̂ t ) and (x, y) replaced with (ξ̄ p , f̄ ), it follows that α̂t → ᾱ as
t → ∞ with ᾱ > 0. Further, by construction of our policy, αt −α̂t → 0, and therefore,
αt → ᾱ as t → ∞. However, this contradicts our assumption because αjt → 0 for
each j ∈ F since such a system is sampled only finitely many times. Consequently,
F is empty with probability 1 and the policy is consistent. This complete the proof
of the theorem.
p
(ii) Relative efficiency. Given the consistency of the policy, it follows that ξˆjt
→ ξjp

and fˆjt → fj (ξjp ) as t → ∞ in probability for j = 1, . . . , k by Proposition 3.3.1 and
Lemma 3.7.3. Applying Lemma 3.7.2 with (xt , y t ) replaced with (ξ̂ pt , f̂ t ) and (x, y)
replaced with (ξ p , f ), where f = (f1 (ξ1p ), . . . , fk (ξkp )), it follows that α̂t → αδ as
t → ∞. Moreover, by construction of Algorithm 3.2 it is not difficult to see that
the term αt − α̂δt → 0. Consequently, we have that αt → αδ as t → ∞ and that
ρ(αt )/ρ(αδ ) → 1 in probability as t → ∞. Since ρ(αT )/ρ(αδ ) is bounded, we also
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have that
ρ(αt )
E
ρ(αδ )

(3.7.39)

!

→1

as t → ∞, from which (3.4.9) follows. To show that ρ(αδ )/ρ∗ → 1 as δ → 0, observe
that, if ρδ (α∗ ) > ρ(αδ ),

(3.7.40)

|ρ(α∗ ) − ρ(αδ )| ≤ |ρ(α∗ ) − ρδ (α∗ )| + |ρδ (αδ ) − ρ(αδ )| = o(δ 2 ),

where the o(δ 2 ) terms follow from Proposition 3.4.1. Similarly, if ρδ (α∗ ) ≤ ρ(αδ ),
then

(3.7.41)

|ρ(α∗ ) − ρ(αδ )| ≤ |ρ(α∗ ) − ρδ (α∗ )| = o(δ 2 ),

which also follows from Proposition 3.4.1. Further, the assumption that fj (ξjp ) →
cj > 0 as δ → 0 implies that, for each 0 < β < minj {cj }, there exists δ0 > 0 such
that fj (ξjp ) ≥ cj − β for all δ ≤ δ0 . Therefore, observe that ρδ (αδ ) ≥ ρδ (αeq ), where
αeq = (1/k, . . . , 1/k), and that, for δ ≤ δ0 ,
(ξ1p − ξjp )2
j6=1 2p(1 − p) (k/(c1 − β) + k/(cj − β))
δ2
≥ min
j6=1 2p(1 − p) (k/(c1 − β) + k/(cj − β))

ρδ (αeq ) ≥ min
(3.7.42)

≥ cδ 2
for some positive constant c. Hence, ρδ (αδ ) ≥ cδ 2 for sufficiently small δ. By Proposition 3.4.1 and (3.7.40), ρδ (αδ ) ≥ cδ 2 implies ρ(α∗ ) ≥ cδ 2 − o(δ 2 ), and therefore, we
establish that

(3.7.43)

ρ(αδ )
o(δ 2 )
=
1
+
→ 1.
ρ(α∗ )
ρ(α∗ )
103

as δ → 0 and the proof is complete.



Proof of Proposition 3.4.2. For simplicity of exposition we consider a two-system case
with, but the proof can be easily extended to k ≥ 3. For ease of notation we let
h = (h1 , h2 ) with h1 = h12 and h2 = h21 and denote ρ(α; h) the rate function
when the underlying distributions are uniform with slopes h = (h1 , h2 ); that is,
H1 (x) = p + (x − ξ1p )h1 and H2 (x) = p + (x − ξjp )h2 with appropriate supports so
that H1 (x) and H2 (x) are proper probability distributions. We use hj in an argument
when underlying distribution is uniform distribution characterized by hj ; for example,
we let Ij (x; hj ) be the analog of Ij (x) when underlying distribution for system j is
Hj (x), and similarly, ρ(α; h) = inf x {α1 I1 (x; h1 ) + α2 I2 (x; h2 )}.
Observe first that

(3.7.44)

ρ(α; h) ρ(α)
ρ(α; h) ρ(α)
ρ(α)
=
=
ρδ, (α)
ρδ, (α) ρ(α; h)
ρδ (α; h) ρ(α; h)

where the second equality follows from the definitions of ρδ, (·) and ρδ (·). We first
bound the second term of the right-hand side. Using the relationship log(1 ± z) ≤ ±z
for 0 < z < 1 and assumption (F4), it can be seen that

(3.7.45)

1−≤

Ij (x)
≤1+
Ij (x; hj )

for each j = 1, 2 and x ∈ [ξ2 , ξ1p ]. Now, let x∗ and xh be the minimizers of α1 I1 (x) +
α2 I2 (x) and α1 I1 (x; h1 ) + α2 I2 (x; h2 ), respectively, so that ρ(α) = α1 I1 (x∗ ) + α2 I2 (x∗ )
and ρ(α; h) = α1 I1 (xh ; h1 ) + α2 I2 (xh ; h2 ). We establish that

(3.7.46)

ρ(α)
α1 I1 (xh ) + α2 I2 (xh )
≤
≤ (1 + ),
ρ(α; h)
α1 I1 (xh ; h1 ) + α2 I2 (xh ; h2 )

where the first inequality follows by the definition of xh and the second follows from
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(3.7.45). Likewise, we can establish the lower bound as
ρ(α)
α1 I1 (x∗ ) + α2 I2 (x∗ )
≥
≥ (1 − ).
ρ(α; h)
α1 I1 (x∗ ; h1 ) + α2 I2 (x∗ ; h2 )

(3.7.47)

It remains to bound the first term of (3.7.44), ρ(α; h)/ρδ (α; h). Applying a second
order Taylor expansion for Ij (x; hj ) at x = ξjp , we obtain that
(3.7.48)
Ij (x; hj ) =

Ij (ξjp ; hj )

+ (x −

ξjp )Ij0 (ξjp ; hj )

(x − ξjp )3 000
(x − ξjp )2 00 p
+
Ij (ξj ; hj ) +
Ij (x̃; hj )
2
6

(x − ξjp )2 2 (x − ξjp )3 000
h +
Ij (x̃; hj )
2p(1 − p) j
6
(x − ξjp )3 000
δ
= Ij (x; hj ) +
Ij (x̃; hj )
6
=

for x ∈ [ξ2p , ξ1p ], where x̃ lies between x and ξjp and
!

(3.7.49)

Ij000 (x; hj )

=

−p
1−p
+
.
p
3
(p + (x − ξj )hj )
(1 − p − (x − ξjp )hj )3

2h3j

Note that the first equality of (3.7.48) follows from the fact that Ij (ξjp ; hj ) = 0 and
Ij0 (ξjp ; hj ) = 0, and the last equality follows from the definition of Ijδ (·) in (3.7.34).
From (3.7.48), we have that

(3.7.50)

(x − ξjp )3 Ij000 (x̃; hj )/6
Ij (x; hj )
≤1+
≤ 1 + u(θ),
Ijδ (x; hj )
(x − ξjp )2 h2j /(2p(1 − p))

which follows from the definition of u(θ) and straightforward algebra. Likewise, we
can establish the lower bound as

(3.7.51)

Ij (x; hj )
≥ 1 − u(θ).
Ijδ (x; hj )
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Taking the same logical steps as in (3.7.46)-(3.7.47), we can conclude that

(3.7.52)

(1 − u(θ)) ≤

ρ(α; h)
≤ (1 + u(θ)).
ρδ (α; h)

Combining these results into (3.7.44), we conclude the proof of the proposition.



The proof of Theorem 3.4.3 requires the following lemma.
Lemma 3.7.4. If Njt → ∞ almost surely as t → ∞ for each j, then ĥjbt → hj1 and
ĥbjt → h1j almost surely as t → ∞.
Proof of Theorem 3.4.3. We omit the proof for consistency because it follows from
the identical steps as those in the proof of Theorem 3.4.2, with fˆjt being replaced by
ĥjbt or ĥbjt and fj (ξjp ) by hj1 or h1j , along with Lemma 3.7.4.
p
Given the consistency of the policy, it follows that ξˆjt
→ ξjp and ĥjt → hj (u)

as t → ∞ in probability for all j by Proposition 3.3.1 and Lemma 3.7.4. Applying
Lemma 3.7.2 with (xt , y t ) replaced with (ξ̂ pt , ĥt ) and (x, y) replaced with (ξ p , h),
where ĥt = (ĥ1t (u), . . . , ĥkt (u)) and h = (h1 (u), . . . , hk (u)), it follows that α̂δ,
T →
αδ,∗ as T → ∞. Moreover, by construction of Algorithm 3.3 it is not difficult to see
δ,∗
as T → ∞ and
that the term αT − α̂δ,
T → 0. Consequently, we have that αT → α

that ρ(αT )/ρ(αδ,∗ ) → 1 in probability as T → ∞. Since ρ(αT )/ρ(αδ,∗ ) is bounded,
we also have that

(3.7.53)

ρ(αT )
E
ρ(αδ,∗ )

as T → ∞, from which (3.4.20) follows.
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!

→1

Now, observe that

(3.7.54)

ρ(αδ,∗ ; h) 1 − 
ρ(αδ,∗ )
≥
ρ(α∗ )
ρ(α∗ ; h) 1 + 
ρδ (αδ,∗ ; h) ρ(αδ,∗ ; h) 1 − 
=
ρ(α∗ ; h) ρδ (αδ,∗ ; h) 1 + 
ρδ (α∗ ; h) ρ(αδ,∗ ; h) 1 − 
≥
,
ρ(α∗ ; h) ρδ (αδ,∗ ; h) 1 + 

where the first inequality follows from the proof of Proposition 3.4.2 and the second
inequality follows from the fact that αδ,∗ is the maximizer of ρδ (α; h). Again, from
the proof of Proposition 3.4.2, it can be seen that

(3.7.55)

1
ρδ (α∗ ; h)
≥
∗
ρ(α ; h)
1 + u(θ)
δ,∗
ρ(α ; h)
≥ 1 − u(θ).
ρδ (αδ,∗ ; h)

Combining these results, we establish the desired bound in Theorem 3.4.3.



The proof for Proposition 3.7.1 requires the following lemma.
Lemma 3.7.5 (Moderate deviations for sample quantiles). Under assumptions (F1)(F3), for any positive sequence {δt } such that tδt2 → ∞ and δt → 0 as t → ∞,

(3.7.56)

αj fj2 (ξjp )
1
p
p
ˆ
lim
log P(|ξjt − ξj | > δt ) = −
for j = 1, . . . , k
t→∞ tδ 2
2p(1 − p)
t

Proof of Proposition 3.7.1. For simplicity, we consider a two-system case, but the
proof can be easily extended to k ≥ 3. Without loss of generality, assume that
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δ1 = ξ1p − ξ2p = 1. Observe that
p
p
P(FSt ; δt ) = P(ξˆ1t
< ξˆ2t
; δt )
p
p
p
p
− δt ; δt )
− ξ2t
< ξˆ2t
− ξ1t
= P(ξˆ1t

(3.7.57)

p
p
= P(ξˆ1t
− ξ1p < ξˆ2t
− ξ2p − δt )
p
p
= P(ξˆ1t
− ξ1p + δt /2 < ξˆ2t
− ξ2p − δt /2).

p
p
Define η1t = (ξˆ1t
− ξ1p )/δt + 1/2 and η2t = (ξˆ2t
− ξ2p )/δt − 1/2. Then, P(FSt ; δt ) can be

written as

(3.7.58)

P(FSt ; δt ) = P(η1t < η2t ).

p
< δt (x − 1/2) + ξ1p ) and therefore,
Note that for x ≤ 1/2, P(η1t < x) = P(ξˆ1t

1
1
log P(η1t < x) = −α1 I1 (x) = − x −
2
t→∞ tδ
2
t


(3.7.59)

2

f12 (ξ1p )
.
2p(1 − p)

2

f22 (ξ2p )
.
2p(1 − p)

lim

Likewise, we have that, for x ≥ −1/2,
1
1
log P(η2t > x) = −α2 I2 (x) = − x +
2
t→∞ tδ
2
t


(3.7.60)

lim

Using the same steps in the proof of Proposition 3.3.2, it can be easily seen that

(3.7.61)

1
log P(η1t < η2t ) = −
inf
{α1 I1 (x) + α2 I2 (x)}.
t→∞ tδ 2
x∈[−1/2,1/2]
t
lim

Since α1 I1 (x) + α2 I2 (x) is a quadratic function of x, using first order conditions,
one can show that the infimum is

(3.7.62)

1
2p(1 −

p)(1/α1 f12 (ξ1p )
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+ 1/α2 f22 (ξ2p ))

,

which is attained at

(3.7.63)

x=

α1 f12 (ξ1p ) − α2 f22 (ξ2p )
.
2(α1 f12 (ξ2p ) + α2 f22 (ξ2p ))

This completes the proof of the proposition.


3.7.3.

Proofs for Auxiliary Lemmas

Proof of Lemma 3.7.1. First, fix x < ξjp and observe that

(3.7.64)

P



p
ξˆjt



≤x =P

t
X

!

I{Xjτ ≤ x}I{πτ = j} > [pNjt ] .

τ =1

Note that I{Xj ≤ x} is a Bernoulli random variable with success probability Fj (x).
Hence, applying Cramer’s theorem [see, e.g., Dembo and Zeitouni, 2009], it can be
seen that
t
X
1
log P
I{Xjτ ≤ x}I{πτ = j} > [pNjt ] → −αj sup{λx − Λj (λ)},
t
λ
τ =1

!

(3.7.65)

where Λj (λ) = log E[exp(λI{Xj ≤ x})]. After some straightforward algebra one can
show that
!

(3.7.66)

!

p
1−p
sup{λx − Λj (λ)} = p log
+ (1 − p) log
.
Fj (x)
1 − Fj (x)
λ

From identical arguments, one can prove the case with x0 > ξjp and this concludes the
proof of the lemma.



Proof of Lemma 3.7.2. First, we show that α(x, y) is strictly positive. Note that
the objective function of the optimization problem (3.7.37) is strictly positive at its
optimal solution; to see this, notice that αe = (1/k, . . . , 1/k) is a feasible solution and
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the objective function is positive at αe . Suppose that αj (x, y) = 0 for some j. Then
the objective function of the optimization problem (3.7.37) is 0, which contradicts
the optimality of α(x, y).
Without loss of generality, assume that x1 ≥ · · · ≥ xk and let b = |B(x)| < k.
Define  ∈ (0, (x1 − xb+1 )/2) and let t0 < ∞ such that maxj {|xtj − xj |} ≤  and
maxj {|yjt − yj |} ≤  for all t ≥ t0 . That is, for each t ≥ t0 , (xt , y t ) is in a compact
set defined by (x, y) and . Also, xtj is sufficiently close to xj for each j = 1, . . . , k so
that B(xt ) = B(x) for t ≥ t0 . In the rest of the proof, it suffices to consider t ≥ t0 .
Suppose, towards a contradiction, that α(xt , y t ) does not converge to α(x, y).
Then there exists a convergent subsequence, {t1 , t2 , . . .}, such that

(3.7.67)

α(xtn , y tn ) → α̃ 6= α(x, y),

as n → ∞. Since α(x, y) is the unique maximizer of H(α; x, y) and α̃ 6= α(x, y), it
can be seen that

(3.7.68)

H(α̃; x, y) < H(α(x, y); x, y).

On the other hand, since α(xtn , y tn ) is the unique maximizer of H(α; xtn , y tn ),

(3.7.69)

H(α(xtn , y tn ); xtn , y tn ) ≥ H(α(x, y); xtn , y tn ).

Note that H(α; x, y) is continuous in α and (x, y) because it is minimum of the
continuous functions, dˆij (α; µ, σ). Since α(xtn , y tn ) → α̃, xtn → x, and y tn → y,
taking n → ∞ on both sides of (3.7.69), we obtain that

(3.7.70)

H(α̃; x, y) ≥ H(α(x, y); x, y),
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which contradicts (3.7.68). Therefore, α(xt , y t ) → α(x, y) almost surely and the
proof is complete.



Proof of Lemma 3.7.3. We first examine

(3.7.71)

t
1 X
ĝjt =
Kh(t) (ξjp − Xjt )I{πτ = j},
Njt τ =1

p
where ξˆjt
in fˆjt is replaced with the true pth quantile ξjp . Define Pn so that Nj,Pn = n.

Then, it can be easily seen that

(3.7.72)

n
1X
lim ĝjt = lim
Kh(Pn ) (ξjp − Xj,Pn ).
t→∞
t→∞ n
i=1

By the same argument as in the proof for Proposition 3.3.1, {Xj,Pn }∞
n=1 is a sequence of
independent and identically distributed random variables. Further, since {h(Pn )}∞
n=1
is a subsequence of {ht }∞
t=1 , the former satisfies

(3.7.73)

h(Pn ) → 0 and Pn h(Pn ) → ∞ as n → ∞,

and therefore, by Parzen [1962], we establish that

(3.7.74)

ĝjt → fj (ξjp ) in probability as t → ∞.

p
Also, by Proposition 3.3.1, ξˆjt
→ ξjp in probability as t → ∞, and hence,

(3.7.75)

fˆjt − ĝjt → 0 in probability as t → ∞,

which concludes the proof of the lemma.

p
Proof of Lemma 3.7.4. First, we have that ξˆjt
→ ξjp from Proposition 3.3.1. Also,
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from the same argument as in the proof for Proposition 3.3.1, it can be seen
that F̂jt (x) is an average of indicator random variables that are independent and
identically distributed.

Therefore, by Glivenko-Cantelli theorem, it follows that

supx∈R |F̂jt (x) − Fj (x)| → 0 almost surely as t → ∞. Consequently, from continp
uous mapping theorem, we have that F̂jt (ξˆjt
) → Fj (ξjp ) almost surely as t → ∞ for

each j, from which the desired conclusion follows.

Proof of Lemma 3.7.5. We first show the upper bound:

(3.7.76)

lim sup
t→∞

−αj fj2 (ξjp )
1
p
p
ˆjt
log
P(|
ξ
−
ξ
|
>
δ
)
≤
−
.
t
j
tδt2
2p(1 − p)

Observe that, for θ < 0,
p
P(ξˆjt

>

ξjp

+ δt ) = P

t
X

!

I{Xjτ ≤

ξjp

+ δt }I{πτ = j} < pNjt

τ =1

(3.7.77)

≤ exp (−θpNjt ) E exp(θ

t
X

!

I{Xjτ ≤

ξjp

+ δt }I{πτ = j})

τ =1

Njt

 

= E exp(θ(I{Xj ≤ ξjp + δt } − p))

,

where the inequality follows from Chernoff’s inequality. Further observe that

(3.7.78)

1
p
log P(ξˆjt
> ξjp + δt )
tδt2
n
o
αj
≤ − 2 sup θp − log E(exp(θI{Xj ≤ ξjp + δt }))
δt θ<0
!
!!
1−p
αj
p
= − 2 p log
+ (1 − p) log
,
δt
Fj (ξjp + δt )
1 − Fj (ξjp + δt )

where the inequality follows from (3.7.77) and the fact that the inequality holds for
every θ < 0; the equality follows from the fact that that I{Xj ≤ ξjp + δt } is a Bernoulli
random variable with success probability Fj (ξjp + δt ). Now, from the second order
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Taylor expansion, we have that
(3.7.79)

fj (ξjp ) δt2 fj2 (ξjp ) fj0 (ξjp )
+
+ o(δt2 )
+ δt )) = log(p) − δt
−
p
2
p2
p
!
fj0 (ξjp )
fj (ξjp ) δt2 fj2 (ξjp )
p
log(1 − Fj (ξj + δt )) = log(1 − p) + δt
+
+ o(δt2 ).
−
2
1−p
2 (1 − p)
(1 − p)
!

log(Fj (ξjp

Substituting (3.7.79) into (3.7.78) and taking lim sup on both sides of the inequality,
we establish that

(3.7.80)

αj fj2 (ξjp )
1
p
p
ˆ
lim sup 2 log P(ξjt > ξj + δt ) ≤ −
.
2p(1 − p)
t→∞ tδt

Similarly, one can easily show that

(3.7.81)

αj fj2 (ξjp )
1
p
p
ˆ
,
lim sup 2 log P(ξjt < ξj − δt ) ≤ −
2p(1 − p)
t→∞ tδt

and we complete the proof for the upper bound, (3.7.76).
Next, we show the lower bound:

(3.7.82)

αj fj2 (ξjp )
1
p
p
ˆ
lim inf 2 log P(|ξjt − ξj | > δt ) ≥ −
.
t→∞ tδ
2p(1 − p)
t

To this end, define Yjτt = I{Xjτ ≤ ξjp + δt } for τ ≤ t and let Yjt = I{Xj ≤ ξjp + δt }
be identically distributed with Yjτt , τ ≤ t. Also define Mjt (θ) = E(exp(θYjt )), qjt =
Fj (ξjp + δt ), and qjt (θ) = Fj (ξjp + δt ) exp(θ)/Mjt (θ). If we let θt = argmaxθ∈R {θp −
log Mjt (θ)}, then it can be easily seen that θt > 0 is well defined and qjt (θt ) = p.
For any function g : Rt → R with E|g(Yj1t , . . . , Yjtt )| < ∞, Eθ (g(Yj1t , . . . , Yjtt )) denotes
the expectation with respect to the measure qjt (θ) for which Yjtt = 1 with probability
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qjt (θ) and 0 with probability 1 − qjt (θ). Observe that
t
X

p
P(ξˆjt
> ξjp + δt ) = P

!

Yjτ I{πτ = j} > pNjt

τ =1

=E I

( t
X

)!

Yjτ I{πτ = j} > pNjt

τ =1

(3.7.83)
=

 (
t
X

E θt I
Yjτ I{πτ

)

= j} > pNjt ·

τ =1
t
Y
τ =1

qjt
p

!Y t I{πτ =j}
jτ

!(1−Y t )I{πτ =j} 
jτ
1 − qjt


1−p

by the change of measure and the fact that qjt (θt ) = p by definition of θt . After some
straightforward algebra, we have that
t
Y
τ =1

qjt
p

!Y t I{πτ =j}
jτ

1 − qjt
1−p

!(1−Y t )I{πτ =j}
jτ

t
p X
= exp − log
Y t I{πτ = j}
qjt τ =1 jτ

!!

·

t
1−p X
(1 − Yjτt )I{πτ = j}
exp − log
1 − qjt τ =1

!!

(3.7.84)

p
p log
qjt

= exp −Njt
exp

t
X

!

1−p
+ (1 − p) log
1 − qjt

!!!

·

!

−β1
(Yjτt
τ =1

− p)I{πτ = j} ,

where β1 = log(p/qjt ) + log((1 − p)/(1 − qjt )). Therefore, rewriting (3.7.83),
p
P(ξˆjt
> ξjp + δt )

(3.7.85)

= exp −Njt
Eθt I

( t
X

p
p log
qjt

!

1−p
+ (1 − p) log
1 − qjt
)

Yjτ I{πτ = j} > pNjt exp −β1

τ =1

!!!

t
X

×
!!

(Yjτt − p)I{πτ = j}

,

τ =1

Further, for some β2 > 0, the expectation on the right-hand side of (3.7.85) can be
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bounded as
Eθt I

( t
X

)

Yjτ I{πτ = j} > pNjt exp

τ =1

(

(3.7.86)

≥ Eθt I pNjt <
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X

t
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(Yjτt
τ =1
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where the inequality follows from bounding the summation,

Pt

τ =1

Yjτ I{πτ = j}, in

the indicator function. Note that
Pθt pNjt <

t
X

!

Yjτ I{πτ = j} < pNjt +

β1 β2 Njt0.5

τ =1

(3.7.87)

= Pθt

t
1 X
0 < 0.5
(Yjτ − p)I{πτ = j} < β1 β2
Njt τ =1

!

→ c ∈ (0, 1),
since Yjτ , τ ≤ t, is a Bernoulli random variable with success probability p under
Pθt (·). Combining (3.7.85), (3.7.86), (3.7.87), and (3.7.79), we establish that

(3.7.88)

lim inf
t→∞

αj fj2 (ξjp )
1
p
p
ˆjt
log
P(
ξ
>
ξ
+
δ
)
≥
−
.
t
j
tδt2
2p(1 − p)

Likewise, one can easily obtain that

(3.7.89)

αj fj2 (ξjp )
1
p
p
ˆ
lim inf 2 log P(ξjt < ξj − δt ) ≥ −
,
t→∞ tδ
2p(1 − p)
t

which completes the proof for the lower bound (3.7.82). Combining (3.7.76) and
(3.7.82), the proof for the lemma is complete.
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Chapter 4

Dynamic Pricing with Online Product Reviews

This chapter investigates how the presence of product reviews affects a dynamicpricing monopolist. A salient feature of our problem is that the demand function
evolves over time in conjunction with the dynamics of the review system. The monopolist strives to maximize its total expected revenue over a finite horizon by adjusting prices in response to the review dynamics. To formulate the problem in tractable
form, we study a fluid model, which is a good approximation when the volume of sales
is large. This formulation lends itself to key structural insights, which are leveraged
to design a well-performing pricing policy for the underlying revenue maximization
problem. The proposed policy allows a closed-form expression for price and its performance is asymptotically near-optimal. We show via simulation and counterfactual
analysis the effectiveness of the proposed policy in online markets with product reviews.

4.1.
4.1.1.

Introduction
Overview of the Problem

Product review systems have emerged as a viable mechanism for sharing opinions
and experiences on a wide range of products (or services) in online marketplaces. In
these markets, the quality of a newly launched product is initially uncertain, but the
reviews generated by previous buyers may help customers reduce the uncertainty and
make better-informed purchase decisions. The dynamics of the review process affects
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the demand trajectory over time, which makes the pricing over product life cycles
different.
The “right” pricing decision depends on how customers respond to product reviews. Without an understanding of customer purchasing behavior and review dynamics, the question of how best to set prices cannot be properly addressed. This
paper seeks to improve our understanding of a dynamic-pricing monopolist by directly
modeling the customer behavior in the presence of product reviews.
In our model, there is a monopolist who sells a single product to sequentially
arriving customers. Customers are a priori not well informed about the quality levels
of the product, but they observe product reviews from previous buyers and use a
crude form of Bayesian revision to make purchase decisions. Buyers may report their
ex-post quality perception after purchase, which again affects decisions of subsequent
customers. This customer model yields an expression for the probability of purchase,
which is often referred to as the demand function. As the reviews progress, the
demand function evolves dynamically and stochastically over time.
The seller then uses the aforementioned demand function to seek the pricing
policy that maximizes revenue over a finite number of customers. In this model,
intertemporal effect of price plays a key role; that is, the price may affect the dynamics of the review process, which makes the pricing policy over a product’s life
cycle different. More specifically, a pricing policy may accelerate or decelerate the
accumulation of reviews, which in turn affects the demand and pricing decisions for
subsequent customers. This makes it non-trivial to obtain the optimal pricing policy
both analytically and numerically.

4.1.2.

Summary of the Main Results

The present paper presents three major contributions: we develop and validate our
customer model using sales-related data from Amazon; we apply a fluid approxima117

tion for the customer model to yield succinct closed-form expressions for near-optimal
pricing policies; and lastly, we substantiate effectiveness of our proposed pricing policies theoretically and through simulation and counterfactual analysis. We next discuss
each of three contributions in more detail.
Development and validation of a demand model. We introduce a parsimonious demand model, capturing key impacts of reviews on customers’ purchasing
decisions. As we explain later, this model enables construction of practically implementable pricing policies. Further, we calibrate our model to the sales data collected
from Amazon and show via cross-validation that the predictive power of our model
exceeds those of several benchmark models significantly, which in turn highlights the
practical significance of pricing policies based on our model.
Fluid approximation. Deterministic and continuous (fluid) approximation of
the underlying revenue maximization problem facilitates analysis with the tools of the
calculus of variations. In particular, the dynamics of the review system is described
by ordinary differential equations in the fluid model. This formulation enables us
to investigate the structural properties of the optimal pricing policy in a rigorous
mathematical manner, which are leveraged to design a near-optimal pricing policy,
henceforth referred to as the Dynamic Fluid-Matching (DFM) policy. This pricing
policy is implementable in practice, which stems from the fact that the optimal solution to the fluid model revenue maximization problem can be expressed in a closed
form.
Effectiveness of the proposed pricing policy. We demonstrate a theoretical
bound on the performance of the DFM policy and show via simulation that it yields
the performance that is close to optimal. Further, we move to test the DFM policy
using the model calibrated to our data in order to see its effectiveness in settings
close to the actual market. In average case, the DFM policy leads to about 4.6%
increase in revenue, compared to an optimal fixed-price policy, in a market with ten
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thousand customers. This substantiates the value of dynamic pricing in the market
where demand changes with online product reviews.
In the remainder of the paper is organized as follows. The next section concludes
the introduction with a review of related work. In §4.2 we develop and validate a
demand model using our data set. In §4.3 we use our demand model to formulate a
revenue maximization problem. In §4.4 we analyze a fluid version of the aforementioned revenue maximization problem, construct a pricing policy, and substantiate its
effectiveness using simulation and counter-factual analysis. In §4.5 we discuss modeling assumptions and future research directions. §4.6 contains additional theoretical
results and proofs.

4.1.3.

Related Literature

This paper contributes to various streams of research.
Product reviews and social learning. Product review systems, or reputation systems in a broad sense, have gained growing attention as an important driver
of product sales; see Dellarocas [2003] for a comprehensive overview of reputation
systems. Several papers have empirically investigated the effect of product reviews
on customers’ purchasing behavior. Representatively, Chevalier and Mayzlin [2006]
demonstrate that the difference in sales of books between Amazon and Barnes &
Nobles is positively related to the difference in reviews. Duan et al. [2008] examine
movies’ daily box office performance to propose the importance of the number of reviews in sales. Li and Hitt [2008] analyze the book sales data in Amazon and report
that early reviews demonstrate positive bias due to self-selection effect. Although
the last result suggests the possibility of information distortion, a common conclusion from these works is that product reviews have significant effect on customers’
purchasing behavior. In a sense, this paper yields a conclusion similar to the preceding papers: Our stylized customer model with product reviews yields a significantly
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higher predictive power than benchmark models that ignore product reviews.
Product review is a form of social learning, which has been an active research area
in economics. In seminal papers by Banerjee [1992] and Bikhchandani et al. [1992],
each agent observes a signal and decisions of previous agents and update their belief
in a Bayesian way. They show that this social learning process may lead to herding
on bad decisions. A similar conclusion is reached in the context of product reviews:
Besbes and Scarsini [2016] show that, if buyers report perceived quality adjusted
by their private signals, customers tend to overestimate the underlying quality of
a product in the long run. In contrast, customers in our model are assumed to be
altruistic and thus report unbiased perceived quality for subsequent customers, which
rules out the possibility of herding. Moreover, while price is not explicitly modeled in
the preceding papers, we use price as a control variable that may influence the social
learning process.
Dynamic pricing with product reviews. Recently, several papers have studied pricing in the presence of the uncertain quality, but through different approaches
to modeling the product review system. Crapis et al. [2016] study a two-price pricing scheme when customers arrive sequentially, follow a non-Bayesian rule to make a
purchasing decision, and report their ex post utility that depends on product quality
and price. The key difference in our model is that customers directly report product
quality, which is the most useful information to subsequent customers.
Yu et al. [2015] consider strategic customers in the presence of product reviews
that depend on the sales volume and study a two-stage pricing strategy. Interestingly,
they show that both the firm and customers may get strictly worse off due to product
reviews. Papanastasiou and Savva [2017] also consider strategic customers who report
reviews that are independent and identically distributed random variables. They
show that, despite the strategic behavior of customers, firms may increase revenue
from dynamic pricing, contrary to a general finding of existing research that dynamic
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pricing can be suboptimal in the presence of strategic customers. Unlike last two
papers, our model does not involve strategic behavior of customers; to do so would
require a game theoretic formulation, which is beyond the scope of our analysis.
The assumption of non-strategic customers in our model is approximately true when
impulse purchases are common.
In a more general setting of social learning, customers are subject to various forms
of externalities. Bose et al. [2006] study pricing when customers make decisions
based on the purchase history of previous customers, in which they highlight the role
of dynamic pricing that balances immediate and future revenues. Also, Candogan
et al. [2012] consider an optimal pricing strategies in a social network where each
customer’s action depends directly on the action of their neighbors. They characterize
the optimal price as a function of their network position.
Fluid formulations. Dynamic pricing practices are particularly useful for those
industries having a fixed capacity, finite selling horizons, and price-sensitive and
stochastic demand; see Bitran and Caldentey [2003] and a book by Talluri and van
Ryzin [2006] for comprehensive overviews. The natural way to tackle a problem of this
type is by using stochastic dynamic programming techniques. However, in general,
there are no exact closed-form solutions for optimal pricing strategies, in which case
a deterministic and continuous (fluid) version of the revenue maximization problem
often serves as a good approximation for the more realistic yet complicated stochastic
problems (e.g., Gallego and van Ryzin [1994, 1997]). Cooper [2002] and Maglaras and
Meissner [2006] study a “re-solving” heuristic that reevaluates the fluid policy as a
function of the current state and time-to-go. While Cooper [2002] illustrate through
an example that re-solving may in fact do worse than applying a static fluid policy,
Maglaras and Meissner [2006] show that re-solving achieves the asymptotically optimal performance. Although our paper considers dynamic pricing in a different setting,
we propose a policy that re-solves a fluid counterpart of the underlying problem and
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prove that this type of pricing policy is asymptotically optimal and outperforms other
benchmark pricing strategies.

4.2.
4.2.1.

Model Development and Validation
Model Development

A monopolist has a single product to sell over T number of customers. Customers
arrive sequentially and are indexed by t ∈ {0, 1, . . . , T − 1}. We represent the value
of product for customer t by xt = q̂t + β − αpt , where q̂t is customer t’s quality
perception for the product, which is unknown before purchase, and pt is the price
quoted to that customer. Each customer purchases at most one product upon arrival
and does not return to the market. We assume that the distribution of q̂t is ex post
normal, i.e., q̂t ∼ N (µ̂, σ̂ 2 ); the standard deviation σ̂ captures ex post heterogeneity
of customers. Customers are aware of the distribution of quality perception but its
mean µ̂. Prior to purchase, customers have a common prior belief over µ̂; this belief
is expressed in our model through a normal random variable q̃0 ∼ N (µ0 , σ02 ). The
customer t observes the average rating rt (to be made precise below) and the number
of ratings nt and updates her belief according to Bayes’ theorem. Specifically, the
posterior belief after observing rt and nt is denoted by q̃t ∼ N (µt , σt2 ), where

(4.2.1)

µt =

σ02
γnt rt + µ0
, σt2 =
,
γnt + 1
γnt + 1

and γ = σ02 /σ̂ 2 [see, e.g., DeGroot, 2005]. The ratio γ measures the degree of
ex ante uncertainty relative to the uncertainty in individual product reviews; for
example, γ = 0.1 implies that approximately ten reviews from other customers are as
influential to the posterior belief as their own prior belief. The customer t’s perceived
value of the product before purchase is x̃t = q̃t + β − αpt .
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To examine the purchase decision of the customer we appeal to the expected
utility tradition. Bell and Raiffa [1988] show that for measurable value functions, if
customers obey the von Neumann-Morgenstern axioms for lotteries and if a utility
function exists, the utility function should be either linear or negative exponential.
We choose the linear utility function and the expected utility χt of purchase can be
written as χt = µt + β − αpt . The expected utility of no purchase χ0t is normalized
to 0.
We further assume that there are additional errors t and 0t associated with χt
and χt so that χ̃t = χt + t and χ̃0t = χ0t + 0t , respectively, where t and 0t follow independent Gumbel distributions. These errors arise from random individual behavior
and measurement. The probability of purchase, hereafter referred to as the demand
function, can be written as

(4.2.2)

λ(pt , nt , rt ) = P(χ̃t >

χ̃0t )

eφt
=
,
1 + e φt

with φt being defined as
φt =
(4.2.3)

γnt rt + µ0
+ β − αpt
γnt + 1

= µt + β − αpt .
After the customer decides to purchase, with probability u ∈ (0, 1] they post a rating
of qt which is the projection of q̂t onto [qmin , qmax ]. We denote by µ and σ the mean
and the standard deviation of the truncated quality perception, respectively. The
next customer t + 1 observes the average rating rt+1 =

Pt

s=0 qs I{zs

= 1}/nt , where

zs = 1 if customer s purchases and zs = 0 otherwise.
Information structure. We assume an asymmetric information between seller
and customers. In particular, the means of ex post quality perception q̂t and its
truncation qt , i.e., µ̂ and µ, are known to the seller but not known to customers. A
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full discussion on the assumption of asymmetric information on product quality will
be discussed later in §4.5.1. Further, customer t does not know the index t and does
not observe purchase decisions of previous buyers. The total number of customers T
is known only to the seller. Both the seller and customers know the variances σ̂ 2 and
σ 2 , as well as the parameters of the common prior belief, µ0 and σ02 .
Notational conventions. It is useful to define a function

`(x) :=

(4.2.4)

ex
.
1 + ex

For the purpose of asymptotic analysis, we use the following notation: for real-valued
functions g1 (x) and g2 (x), we write g1 (x) = O(g2 (x)) if there exist M < ∞ and x0
such that |g1 (x)| ≤ M |g2 (x)| for all x ≥ x0 ; and we write g1 (x) = Θ(g2 (x)) if there
exist 0 < M1 < M2 < ∞ and x0 such that M1 |g2 (x)| ≤ |g1 (x)| ≤ M2 |g2 (x)| for all
x ≥ x0 .

4.2.2.

Validating the Demand Model

4.2.2.1.

Available Data

In order to validate the model developed in 4.2.1, we use the data collected from
Amazon, one of the largest online retailers. Our data consist of a thousand hardcover books released from January 2015 and December 2016 on Amazon.

For

each product indexed by k, we collect sales rank, price, number of reviews, and
average rating via web scraping on a daily basis.

Although we cannot observe

sales directly, we can utilize the relationship between sales rank and actual sales
found by Schnapp and Allwine [2001] to estimate sales during the relevant period:
log(ImpliedSaleskm ) = 9.61 − 0.78 log(SalesRankkm ) on day m after the release of product k. We control for 1500% sales growth in the intervening years so that the final
relationship is log(ImpliedSaleskm ) = 12.60 − 0.78 log(SalesRankkm ). Note that our
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Table 4.2.1: Descriptive statistics for the reduced set of our data.

Observation period (days)
Sales rank
Price
Daily price variation
Daily price change frequency
Average rating
Number of reviews

Mean

Standard
deviation

10th
Percentile

50th
Percentile

90th
Percentile

471.9
15790.0
17.8
0.0049
0.92
4.54
888.2

79.1
58968.9
7.9
0.0022
0.51
0.33
1045.1

376.4
181.8
11.18
0.0026
0.32
4.1
32.1

461.5
1738.5
16.3
0.0046
0.75
4.6
516.0

596.0
25151.5
25.7
0.0071
1.70
4.87
2142.8

qualitative conclusions do not change for different coefficients of the preceding relationship. We use the implied sales as a proxy to the actual sales in this paper.
Reviews posted on Amazon.com have single-valued integer ratings, ranging from 1 to
5.
For the purpose of validating our demand model, we restrict our attention to
products that satisfy the following criteria: (i) the observation period is greater than
300 days; and (ii) daily price variations for product’s life cycle is greater than 10−3 ,
which is measured by
PM k −1

(4.2.5)

i=0

Pricekm+1 − Pricekm

PM k −1
i=0

Pricekm

,

where Pricekm represents the average of daily prices of product k on the mth day and
M k is the total number of days for product k. The criterion (i) ensures sufficient
amount variation in terms of the number of reviews and the average rating. There
are 72 products that meet these criteria in our data set; Table 4.2.1 summarizes
descriptive statistics of these products.

4.2.2.2.

Estimation Procedure

Our data set does not include information about individual users who visited products’ web pages; in particular, purchasing decisions of individual users are not avail-
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able in our data. Hence, we estimate the demand model using aggregate daily sales
as follows. First, we estimate the daily number of visitors for product k using the
relationship: NumVisitsk · CR = AvgImpliedSalesk , where CR represents a visit-topurchase conversion rate and AvgImpliedSalesk is the average of daily implied sales
of product k over M k days. We assume that CR and NumVisitsk are constant over
time. An exact value of CR is not known. (Monetate [2016] reports it is around
2.5-3% on Amazon in 2016.) In our estimation, we vary CR = {1%, 2%, 3%, 4%, 5%}
to ensure robustness of our results.
Given NumVisitsk for each product k, we assume that the number of sales in day
m is a binomial random variable, that is,
k





k
[ m ∼ Binomial NumVisitsk , λ(pkm , nkm , rm
Sales
) ,

(4.2.6)

k
where pkm , nkm , and rm
represent the price, number of reviews, and average rating for

product k on day m. Note that, with slight abuse of notation, we use the number
of days m in the subscript of these variables, instead of index t thus far. Under this
model for daily demand, we estimate the parameters of the demand function for each
product using maximum likelihood method.

4.2.2.3.

Benchmark Models and Estimation Results

We repeat the above estimation procedure for the two benchmark models as follows.
1. Linear model. Instead of the logit function in our base model, the demand
function for product k is given by

(4.2.7)

λ̂(pt , nt , rt ) =




0,






φt ,







1,
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if φt < 0,
if 0 ≤ φt < 1,
if φt ≥ 1,

Table 4.2.2: Estimation of goodness of fit (BIC) for different scenarios of conversion
rate.
Conversion rate (CR)
·107
Base
Linear
Logit price-only
Linear price-only

1%

2%

3%

4%

5%

0.750
1.177
1.395
1.488

0.726
1.115
1.409
1.522

0.726
1.076
1.458
1.565

0.728
1.070
1.503
1.589

0.745
1.085
1.507
1.609

where φt is defined in (4.2.3).
2. Logit price-only model. This model considers price as a single predictor with
the logit function; that is, λ(pt ) = exp(β − αpt )(1 + exp(β − αpt )−1 .
3. Linear price-only model. The demand function is linear and the price is a single
predictor; that is,

(4.2.8)






0,






if β − αpt < 0,

λ̂(pt ) = β − αpt , if 0 ≤ β − αpt < 1,







1,

if β − αpt ≥ 1.

Table 4.2.2 summarizes the estimated BICs of our base model, compared to those
of the two benchmark models. The BIC is defined as d log(n) − 2 log(L̂), where d is
the number of free parameters, n is the number of data points, and L̂ is the likelihood
function of the model. For each scenario of conversion rate, our base model exhibits
smallest BICs so it is preferred to the benchmarks in terms of the goodness of fit.
The importance of product reviews is suggested by the large gap in BICs between
the base and the two price-only models.
Table 4.2.3 presents the average of estimated parameters. Although the estimated
γ for the base model varies over the products, we find that γ ≥ 0.25 for more than
half of the 72 products, which implies approximately 4 reviews from other customers
are more influential than their own prior belief for those products. In other words,
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Table 4.2.3: Calibrated parameters with conversion rate of 4%. Standard errors of
individual estimates are less than 5% of their values. The values in the table represent
the average of the coefficient estimates over 72 products. The numbers in parentheses
are standard deviations of the coefficient estimates across the products.
Effect

Parameter

Price

α

Intercept

β

Review intensity

γ

Mean prior

µ0

Nominal

Linear

Logit price-only

linear price-only

0.168
(0.249)
-3.818
(4.095)
3.125
(5.979)
1.699
(2.248)

0.004
(0.006)
-1.702
(1.950)
0.121
(0.992)
1.788
(1.914)

0.338
(0.369)
2.749
(6.425)

0.005
(0.007)
0.135
(0.111)

·

·

·

·

customers for those products are actively learning about product quality using reviews
from other customers. Also, the average of estimated µ0 ’s is 1.699 with our base
model; given that the overall average rating is about 4.54 in our data set, this implies
customers have relatively low prior belief on products.

4.2.2.4.

Predictive Power

We use five-fold cross-validation to assess the predictive power of our demand model.
For each product, the original sample is randomly partitioned into five equal-sized
subsamples. Of the five subsamples, a single subsample is retained as the validation
data for testing the model, and the remaining four subsamples are used as training
data. The cross-validation procedure is repeated five times, with each of the five
subsamples used exactly once as the validation data. In every fold, we estimate the
correlation between ImpliedSaleskm and the predicted sales by model, i.e., the mean
k

[ m in (4.2.6), as a measure of predictive power. The five results from the folds
of Sales
are averaged to produce a single estimation.
The correlation captures the proportion of variability in (implied) sales explained
by model. In the scenario with conversion rate of 3%, the correlation is estimated to
be about 0.748 under our base model, while it is only 0.619 under the linear model.
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Table 4.2.4: Estimation of predictive power (correlation). The values in the parenthesis represent the standard deviations across five folds.
Conversion rate (CR)

Base
Linear
Logit price-only
Linear price-only

1%

2%

3%

4%

5%

0.731
(0.007)
0.584
(0.010)
0.466
(0.012)
0.457
(0.007)

0.736
(0.003)
0.602
(0.007)
0.467
(0.012)
0.457
(0.007)

0.748
(0.012)
0.619
(0.008)
0.468
(0.012)
0.456
(0.007)

0.760
(0.006)
0.635
(0.012)
0.468
(0.012)
0.456
(0.007)

0.759
(0.006)
0.641
(0.007)
0.469
(0.011)
0.456
(0.007)

The correlations for two price-only models are significantly lower than those that
involve product reviews. These observations are consistent for different scenarios of
the conversion rate. Thus, developing pricing policies based on our model might lead
to improved performance relative to those based on the benchmark models.

4.3.
4.3.1.

Revenue Maximization Problem
The Seller’s Problem

The seller controls the demand function using a non-anticipating pricing policy π =
{pt | t = 0, . . . , T − 1}, given the number of customers T . We denote by Π the set
of all non-anticipating pricing policies such that pt ∈ [pmin , pmax ] for each customer
t. We let (nt , rt ) be the state variables for customer t. For the purpose of our main
results, a mild assumption concerning the demand function is imposed:
Assumption 2. For any admissible values of n ∈ [0, T ] and r ∈ [qmin , qmax ], the
instantaneous revenue function, pλ(p, n, r), is strictly concave in p ∈ [pmin , pmax ].
The strict concavity of the revenue with respect to price stems from the standard
economic assumption that marginal revenue is decreasing in output. Note that, although the number of reviews n takes integer values, we allow it to take real values
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for the reason that will be clear in §4.4. Also, it can be seen that there exists λmin > 0
such that λ(p, n, r) ≥ λmin for all admissible values of p ∈ [pmin , pmax ], n ∈ [0, T ], and
r ∈ [qmin , qmax ]. In other words, even at the lowest possible average rating and the
highest possible price, there will always be some customers who choose to purchase
the product. Moreover, a portion u > 0 of these customers will post a rating after
purchase, which in turn ensures that the average rating rt eventually converges to the
(truncated) mean quality µ.
The total expected revenue is denoted by

(4.3.1)

JTπ

π

=E

"T −1
X

#

pt λ(pt , nt , rt ) ,

t=0

where Eπ is the expectation given that the seller uses policy π. The seller’s problem
is to find a pricing policy π ∈ Π that maximizes the total expected revenue:

(4.3.2)

JT∗ = sup{JTπ },
π∈Π

and the optimal solution is denoted by π ∗ .
It is quite difficult, if not impossible, to find an exact solution to the stochastic
dynamic programming problem (4.3.2) because of the following two major issues.
First, there is an intertemporal effect of price: Specifically, the current price pt affects
the state variables for all subsequent customers {(ns , rs )}Ts=t+1 , which in turn influence
the demand and pricing decisions in the future. Further, the state variables (nt , rt )
evolve in a stochastic, non-linear manner, which adds another layer of difficulty to
the optimization problem.
Nevertheless, for small problems, one can approximate the optimal solution by
using lattices of the price and state spaces and then solving the discretized problem
numerically. In Figure 4.3.1, the price range [pmin , pmax ] = [0, 40] is discretized with
interval 1 and the range of the average rating, [1, 5], is discretized with interval 0.25.
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Figure 4.3.1: Sample paths of optimal prices from the discretized dynamic programming problem and the fluid-matching price for T = 80 customers. The left panel
corresponds to the case with high initial rating, while the right panel corresponds
to the case with low initial rating. The parameters for the demand function are
(α, β, γ) = (0.2, 0, 1); the mean prior belief is µ0 = 1.5; the mean of a rating is µ = 3;
and the probability of posing a review after purchase is u = 1.
The two panels in Figure 4.3.1 illustrate optimal price paths from the discretized
problem with T = 80, along with those of the average rating over the selling horizon.
(The dotted line marked “fluid-matching price” is explained in §4.4.) These provide
intuitive properties of the optimal solution to the stochastic problem. When the
average rating is initially high relative to the true quality (left panel), the seller sets
high initial price to take advantage of the high rating and slowly decreases the price
as the average rating converges to the true one. On the other hand, when the average
rating is initially low (right panel), the optimal price starts at low to accelerate the
accumulation of customer reviews, and then it gradually increases with the average
rating.

For large problems, however, the solution using discretization poses a

significant computational issue to the seller. In what follows, we provide alternative
methods to construct tractable, well-performing pricing policies for our main problem
(4.3.2).
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4.4.

A Fluid Approximation in the Single
Product Setting

To introduce our main ideas in a simple setting, this section studies a deterministic,
continuous counterpart of the stochastic, discrete problem (4.3.2), and leverage it
to suggest a simple and implementable pricing policy. This setting eliminates the
stochasticity in decision variables, which allows us to focus on the intertemporal effect
of price. Also, we use t in parenthesis to denote variables in continuous domain; for
example, we use p(t) as continuous counterparts of the price pt in the discrete problem.

4.4.1.

Formulation

Define ψ = {p(t) ∈ [pmin , pmax ] | t ∈ [0, T ]} as our control variable and let Ψ be the
set of all piecewise continuous paths of the control. We denote the state variables by
{n(t), r(t) | t ∈ [0, T ]}, where n(t) satisfies the ordinary differential equation:

(4.4.1)

ṅ(t) = uλ(p(t), n(t), r(t)),

with the initial boundary condition that n(0) = 0. Further, we let r(t) be the
counterpart of the average rating, which is simply equal to µ for all t ∈ [0, T ]. The
total revenue generated over [0, T ] under policy ψ is denoted by

(4.4.2)

J¯Tψ =

Z T

p(t)λ(p(t), n(t), r(t))dt,

0
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and the seller’s problem is to maximize the total revenue, denoted J¯T∗ :
J¯T∗ = max J¯Tψ
ψ∈Ψ

subject to ṅ(t) = uλ(p(t), n(t), r(t)), t ∈ [0, T ]

(4.4.3)

r(t) = µ, t ∈ [0, T ]
n(0) = 0
We hereafter refer to (4.4.3) as the fluid problem and its optimal solution, ψ ∗ =
{p∗ (t) | t ∈ [0, T ]}, as the fluid-optimal pricing policy. The corresponding state
variables are denoted by {(n∗ (t), r∗ (t)) | t ∈ [0, T ]}.

4.4.2.

Optimal Solution to the Fluid Problem

We begin with Pontryagin’s maximum principle to characterize necessary conditions for the fluid-optimal pricing policy. The Hamiltonian function is defined as
H(p, n, r, µ) = (p + uξ)λ(p, n, r), where ξ is the shadow price associated with respect
to the constraint ṅ = uλ(p, n, r) in (4.4.3). (In what follows we will eliminate t in
the function arguments where there is no confusion, in order to improve clarity.) The
Hamiltonian can be considered as instantaneous payoff plus value of moving the state
variable n(t).
The maximum principle states that the optimal solution, if exists, maximizes the
Hamiltonian at each instant t. If we let ẋ be the time-derivative of some process x(t),
then the optimal price and state variables, (p∗ , n∗ , r∗ ), along with the shadow price,
ξ, satisfy the following system of differential equations:

(4.4.4a)

p∗ = argmax{H(p, n∗ , r∗ , ξ) | p ∈ [pmin , pmax ]}

(4.4.4b)

∂H(p, n, r, ξ)
, ξ(T ) = 0
ξ˙ = −
∂n

(Shadow price)

(4.4.4c)

ṅ∗ = uλ(p∗ , n∗ , r∗ ), n∗ (0) = 0

(Number of reviews)
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(Minimum of H)

(4.4.4d)

r∗ = µ

(Average rating)

When p∗ is in the interior of the interval [pmin , pmax ], (4.4.4a) implies that
λ(p∗ , n∗ , r∗ )
− uξ
∂λ(p∗ , n∗ , r∗ )/∂p
1
=
− uξ,
α(1 − λ(p∗ , n∗ , r∗ ))

p∗ = −
(4.4.5)

where the second equation follows from the fact that ∂λ(p, n, r)/∂p = −αλ(p, n, r)(1−
λ(p, n, r)). The first term on the right-hand side of the preceding equation resembles
the classical static, revenue-maximizing pricing rule, except that it is subtracted by
uξ, where ξ represents the net benefit of having the constraint, ṅ = uλ(p, n, r),
relaxed by one unit. In our context, ξ is the dollar value of having one more review.
Thus, for example, if an additional review increases future demand, i.e., ξ > 0, then
there is an incentive to sacrifice profits now by lowering price in order to benefit
later. On the other hand, if an additional review would decrease future demand, i.e.,
ξ < 0, then the seller rather takes more instantaneous benefit by raising price, which
simultaneously decelerates the accumulation of reviews. This trade-off between price
and shadow price will be articulated later in (4.4.9).
Note that the conditions (4.4.4a)-(4.4.4d) only provide necessary conditions for
optimality, so the optimal solutions satisfy these conditions, but if a price trajectory
satisfies these conditions, it is not necessarily optimal. Therefore, further analysis
is needed to guarantee optimality. The existence of the optimal solution to the
fluid problem (4.4.3) is resolved by the following proposition, which is proved in
the appendix.
Proposition 4.4.1 (Optimal solution to the fluid problem). There exists an optimal
solution to the fluid problem (4.4.3), which must be parametrized by (τ , τ̄, z) with
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0 ≤ τ ≤ τ̄ ≤ T and z ∈ R such that

(4.4.6)

p∗ (t) =





I{µ0





1

≤ µ}pmin + I{µ0 > µ}pmax ,

β−z+µ+


α







I{µ0

t ∈ [0, τ ),

!

µ0 − µ
,
γn∗ (t) + 1

t ∈ [τ , τ̄ ),

≤ µ}pmax + I{µ0 > µ}pmin ,

t ∈ [τ̄, T ],

with p∗ (t) ∈ (pmin , pmax ) for t ∈ [τ , τ̄ ), where (τ , τ̄, z) satisfies

(4.4.7)

z + ez + 1 = µ + β +

µ0 − µ
+ uαξ(τ̄ ).
γn∗ (τ̄ ) + 1

Along the path of the optimal solution, the demand function is constant over the
interval [τ , τ̄ ); i.e., λ(p∗ , n∗ , r∗ ) = `(z) for t ∈ [τ , τ̄ ). Further, for t ∈ [0, T ], the
shadow price ξ ≥ 0 if µ0 ≤ µ and ξ < 0 otherwise.
Given the optimal price p∗ specified in (4.4.6), the state variable and the shadow
price can be uniquely determined:

(4.4.8a)

(4.4.8b)

n∗ (t) =

ξ(t) =

Z t


uλ(p∗ , n∗ , r∗ )ds,



0




t ∈ [0, τ ),

∗

n (τ ) + u`(z)(t − τ ),
t




Z t



n∗ (τ̄ ) +
uλ(p∗ , n∗ , r∗ )ds, t
τ̄
Z
τ ∂H(p∗ , n∗ , r ∗ , ξ)



ds + ξ(τ ),



∂n
t



µ − µ
1
1
0

−

∈ [τ , t),
∈ [τ̄, T ]


αu
γn∗ (τ̄ ) + 1 γn∗ (t) + 1




Z T


∂H(p∗ , n∗ , r∗ , ξ)



ds,
t

∂n

t ∈ [0, τ ),
!

+ ξ(τ̄ ), t ∈ [τ , τ̄ ),
t ∈ [τ̄, T ],

along with r∗ (t) = µ for t ∈ [0, T ].
Proposition 4.4.1 provides monotonicity in the fluid-optimal price. When customers have low prior belief (µ0 < µ), the shadow price is positive and non-increasing
and the optimal price is non-decreasing in t. Conversely, when customers have high
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prior belief (µ0 > µ), the shadow price is negative and non-decreasing and the optimal price is non-increasing in t. The exact relationship between the optimal and
shadow prices is described by the following equation, which is an immediate corollary
of Proposition 4.4.1:

(4.4.9)

p∗ (t) + uξ(t) =

1
,
α(1 − `(z))

t ∈ [τ , τ̄ ].

This equation implies, if p∗ (t) is in the interior of [pmin , pmax ], the sum of the immediate
benefit by selling a single unit of a product (i.e., p∗ (t)) and the latent benefit from
the future by having an additional review (i.e., uξ(t)) is constant over time. For
example, when the mean prior belief µ0 is significantly lower than the true mean µ,
additional reviews are highly beneficial for the seller (i.e., high ξ(t)) and the seller
should decrease the price to accumulate reviews more quickly.
From a technical perspective, the fluid-optimal price given in (4.4.6) can be fully
specified by numerically searching for (τ , τ̄, z) that satisfies the equation (4.4.7). Note
that n∗ and ξ in (4.4.8a)-(4.4.8b) are functions of (τ , τ̄, z), which can be estimated via
numerical integration methods. Further, when ψ is characterized by the parameters
(τ , τ̄, z), then J¯Tψ is continuous with respect to each of the three parameters (see
Corollary 4.6.1 in the appendix), which facilitates searching the optimal parameter
using, e.g., quasi-Newton methods.
Although it is not a trivial task to find the optimal parameters (τ , τ̄, z) exactly,
note that the above computational issues do not arise when constructing a pricing
policy for the stochastic problem of original interest based on the fluid-optimal solution; in fact, it turns out we do not need to find the fluid-optimal price for the entire
horizon, but only at a particular point. This will be discussed in §4.4.3.
Note that r(t) is set equal to µ for t ∈ [0, T ] in the fluid problem, while rt in
the stochastic problem (4.3.2) is approximately normally distributed with mean µ
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and variance σ 2 /nt . This intuitive property suggests that the fluid problem is a good
approximation to the stochastic problem as nt → ∞, or equivalently, as T → ∞,
which is formalized in the following proposition.
Proposition 4.4.2 (Proximity of the fluid approximation).

(4.4.10)

J∗
1 − ¯T∗ = O
JT

1
√
T

!

as T → ∞.

Remark 4.4.1 (Scale of the JT∗ ). It is trivial to check that J¯T∗ increases in T at a linear
rate because the demand function c1 ≤ λ(p, n, r) ≤ c2 for some 0 < c1 < c2 < 1 along
any admissible values of price and state variables. Hence, an immediate corollary
of Proposition 4.4.2 is that both JT∗ and J¯T∗ increase linearly in T and the difference
√
|JT∗ − J¯T∗ | does not exceed order T .
Proposition 4.4.2 suggests that the fluid-optimal solution may provide insight into
optimal or near-optimal pricing policy for the stochastic problem (4.3.2). However,
there are two main issues regarding the fluid-optimal solution. First, the fluid-optimal
solution p(t) is continuous in t, while price variable pt in the stochastic problem
is discrete in t. Second, but more importantly, the fluid model does not capture
the stochastic fluctuations in the review process, which can be problematic when
the actual trajectory of (nt , rt ) is significantly different from the fluid counterpart
(n(t), r(t)). In fact, we later show via numerical testing that ignoring the stochasticity
in the review process may lead to poor performance. In the next subsection we discuss
a pricing policy based on the fluid model, which resolves the above issues.
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4.4.3.

Asymptotically Optimal Fluid-Matching Policy

In this subsection we introduce a pricing policy called Dynamic Fluid-Matching
(DFM). In each stage t of the DFM pricing policy, we solve the modified fluid problem
over the selling horizon [t, T ], where initial conditions for the state variables are set
according to the observed state in that stage:
max
ψ∈Ψ

Z T

p(s)λ(p(s), n(s), r(s))ds

t

subject to ṅ(s) = uλ(p(s), n(s), r(s)), s ∈ [t, T ]
(4.4.11)
r(s) =

rt nt + µ(n(s) − nt )
, s ∈ [t, T ]
n(s)

n(t) = nt , r(t) = rt .
We let ψt∗ = {p∗t (s) | s ∈ [t, T ]} be the optimal solution to the modified fluid problem,
with the subscript t indicating the current stage. Also denote by {n∗t (s), rt∗ (s) | s ∈
[t, T ]} be the path of the state variables under ψt∗ . It is straightforward to adopt
Proposition 4.4.1 to show that an optimal solution to (4.4.11) exists, which can be
characterized by (τ t , τ̄t , zt ) with t ≤ τ t ≤ τ̄t ≤ T and zt ∈ R such that

p∗t (s) =

(4.4.12)
n∗t (s) =

rt∗ (s) =





I{µ0





1

≤ µ}pmin + I{µ0 > µ}pmax ,

β − zt + µ +

γnt (rt − µ) + (µ0 − µ)
, s ∈ [τ t , τ̄t ),
γn∗t (s) + 1


α







I{µ0 ≤ µ}pmax + I{µ0 > µ}pmin ,
Z
t



uλ(p∗t (s), n∗t (s), rt∗ (s))ds,



0



∗

nt (τ ) + u`(zt )(s − τ ),



Z t



∗


uλ(p∗t (s), n∗t (s), rt∗ (s))ds,
nt (τ̄ ) +
rt nt +

s ∈ [t, τ t ),
!

τ
∗
µ(nt (s)
n∗t (s)

− nt )

,

s ∈ [τ̄t , T ],
s ∈ [t, τ t ),
s ∈ [τ t , τ̄t ),
s ∈ [τ̄t , T ],

s ∈ [0, T ]

Based on (4.4.12), we design a pricing policy, hereafter referred to as the DFM
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policy, for the stochastic problem, which iteratively solves the modified fluid problem
(4.4.11) to get the fluid-optimal solution ψt∗ and then apply pt = p∗t (t) for each stage
t = 0, . . . , T − 1. The formal definition of the DFM policy will be given later in
Policy 4.1, after the following discussions.
To solve for the modified fluid problem (4.4.11), however, one needs to find the
optimal choice of (τ t , τ̄t , zt ), which does not possess a closed-form expression, and
therefore, needs to be estimated numerically. The following result is a corollary to
Proposition 4.4.1, which useful to resolve the aforementioned computational issue.
Corollary 4.4.1 (Fluid problem without price constraint). Consider the modified fluid
problem (4.4.11) over a set of pricing policies Ψ̄, the set of all piecewise continuous
paths of the price whose range is (−∞, ∞). Then, there exists a unique solution ψ 0
that satisfies the necessary conditions, (4.4.4a)-(4.4.4d), which can be characterized
in a closed form as follows:
!

γnt (rt − µ) + (µ0 − µ)
1
,
p0t (s) =
β − zt0 + µ +
α
γ(nt + u(s − t)`(zt0 )) + 1
(4.4.13)

n0t (s) = nt + u`(zt0 )(s − t),
rt0 (s) =

s ∈ [t, T ],

s ∈ [t, T ],

rt nt + µ(n0t (s) − nt )
,
n0t (s)

s ∈ [t, T ],

where zt0 ∈ R solves

(4.4.14)

0

zt0 + ezt + 1 = µ + β +

γnt (rt − µ) + (µ0 − µ)
.
γ(nt + u(T − t)`(zt0 )) + 1

It is straightforward to observe that a unique solution zt0 to (4.4.14) exists since
the right-hand side is decreasing in zt0 , while the left-hand side increases from −∞ to
∞ for zt0 ∈ (−∞, ∞).
Figure 4.4.1 illustrates the different paths of the fluid-optimal solutions with and
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without price constraint. Observe that a projection of the optimal price p0t (s) in
(4.4.13) onto the interval [pmin , pmax ] is not necessarily optimal to the modified fluid
problem (4.4.11), because a truncation of p0t (s) would affect the paths of the price and
state variables for the remaining horizon. However, it is important to observe that, if
p0t (t) ≤ pmin at the initial time of the modified fluid problem, then p∗t (t) = pmin , as can
be seen in the left panels of Figure 4.4.1. Conversely, if p0t (t) ≥ pmax , then p∗t (t) = pmax
(right panels). An important implication of this is, since the implementation of the
DFM policy only requires the fluid-optimal solution at the initial time point, p∗t (t),
it suffices to solve for the modified fluid problem without price constraint, and then
project the initial fluid-optimal price,

(4.4.15)

p0t (t) =

1
γnt (rt − µ) + (µ0 − µ)
(β − zt0 + µt ) +
,
α
γnt + 1

into the interval [pmin , pmax ]. The truncated p0t (t) is called a fluid-matching price.
Figure 4.3.1 illustrates the fluid-matching prices that correspond to the state
variables nt and rt generated from the optimal prices to the discretized stochastic
problem (4.3.2). From both panels of Figure 4.3.1, it seems clear that the fluidmatching prices are close approximation to the optimal policy for the stochastic
problem. The DFM policy is formally stated below in an algorithmic form.
The performance of the DFM policy with respect to the optimal revenue JT∗ to
the stochastic problem is formalized in the following proposition.
Proposition 4.4.3 (Performance of DFM). For π = DFM,

(4.4.17)

Jπ
1 − T∗ = O
JT

1
√
T

!

.

Combined with Remark 4.4.1, the preceding proposition implies that JTπ is Θ(T )
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Figure 4.4.1: Paths of the fluid-optimal price and shadow price for low and high prior
beliefs: (a) µ0 = 0 < 2.5 = µ with (α, β, γ) = (0.1, −1, 0.1) and (b) µ0 = 5 > 2.5 = µ
with (α, β, γ) = (0.1, −4, 0.1). In both cases, we set [pmin , pmax ] = [10, 20] and u = 1.
Algorithm 4.1: Dynamic Fluid-Matching (DFM)
for t ∈ {0, . . . , T − 1} do
Update the number of reviews nt and the average rating rt . Calculate µt
from (4.2.1)
Solve for zt0 in (4.4.14) and offer the fluid-matching price

(4.4.16)

if p0t (t) < pmin ,
pt = p0t (t), if pmin ≤ p0t (t) < pmax ,



pmax , if p0t (t) ≥ pmax ,


p ,

 min

where p0t (t) is defined in (4.4.15)
Let t = t + 1
end
for π = DFM and the optimality gap, JT∗ − JTπ , of order
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√

T.

4.4.4.

Simulation for Small Problems

We conduct a simulation for problems with small number of customers T ≤ 160 to
evaluate the performance of the DFM policy with respect to the optimal revenue JT∗
to the stochastic problem. Since it is not numerically tractable to compute the exact
value of JT∗ , we report the optimal revenue of the discretized stochastic problem, with
the discretization being done in the same manner as in Figure 4.3.1. We also evaluate
the performance of the three benchmark pricing policies.
1. Static Fluid-Matching (SFM) policy. This policy solves the fluid problem prior
to stage 0 to obtain the optimal solution ψ ∗ = {p∗ (s) ∈ [pmin , pmax ] | s ∈ [0, T ]}
and let pt = p∗ (t) for each stage t = 0, . . . , T − 1. As opposed to the DFM
policy, the price path does not update according to realization of reviews over
time.
2. Myopic policy. For each stage t, this policy makes a pricing decision as if there
is only one more stage to go; in particular, pt = argmaxp {pλ(p, nt , rt ) | p ∈
[pmin , pmax ]}.
3. Optimal

fixed-price

argmaxp {E[

PT −1
t=0

policy.

This

policy

sets

pt

=

p0

=

pλ(p, nt , rt )] | p ∈ [pmin , pmax ]}, where the p0 can be

found numerically.
Figure 4.4.2 illustrates the estimated revenues under these pricing policies. The
performance of the DFM policy is surprisingly good; the revenue generated under the
DFM policy is almost identical to that from the optimal policy for the discretized
stochastic problem, even with the very small number of customers T = 20. The
performance of the SFM policy is relatively poor; the gap between the DFM and
SFM policies can be viewed as the loss due to ignoring uncertainties in the review
process. The myopic policy also performs poorly compared to the DFM policy as
the former ignores the intertemporal effect of price. The optimal fixed-price policy
captures neither the uncertainties in the review process nor the intertemporal effect
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(b) High prior mean µ0 = 5

(a) Low prior mean µ0 = 0
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Figure 4.4.2: The total revenues under different pricing policies for low and high prior
beliefs: (a) µ0 = 0 < 2.5 = µ with (α, β, γ) = (0.1, −1, 1) and (b) µ0 = 5 > 2.5 = µ
with (α, β, γ) = (0.01, −8, 1). The four pricing policies are: (i) optimal price for the
discretized stochastic problem; (ii) DFM pricing policy; (iii) SFM pricing policy; and
(iv) optimal fixed-price policy. The revenues of these policies are estimated by taking
averages of 1000 simulation trials. The error bars represent standard errors. For both
cases, we set pmin = 0 and pmax = 40 and the probability of posting a review after
purchase is u = 1.
of price, and hence, its performance is significantly poor.

4.4.5.

Counterfactual Analysis

To generalize the simulation results in §4.4.4 to settings that are close to the actual
markets, we further conduct a simulation study based on the demand model calibrated to our data set. We simulate the revenue of different pricing policies using the
following procedure.
1. Set the number of customers T and the probability of posting a review u.
2. For each product k = 1, . . . , 72:
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• Set t = 0 with n0 = 0 and r0 = 0.
• Offer price pt to customer t, who purchases the product with probability
k

k

eφt /(1 + eφt ) with

(4.4.18)

φkt =

γ k nkt µk + µk0
+ β k − αk pkt
γ k nkt + 1

where αk , β k , γ k , and µk0 are the calibrated parameters for product k and
µk is the mean quality for product k, estimated by the average rating on
the last day of the sales horizon.
• If purchased, the customer reports a review of qt with probability u, where
qt is randomly drawn from the set of reviews for product j in our data set.
• Let t = t + 1, update state variables, and repeat until t ≤ T .
3. Calculate total revenue collected from T customers.
The above procedure is repeated for the DFM policy as well as for three benchmark
policies given in §4.4.4. We assume that u is common across the products and set
u = 6%, which is estimated by dividing the total number of reviews by the total
implied sales from our data set. Considering the fact that the conversion rate from
visit to purchase is about 2-3% on Amazon, one may expect one review is posted per
approximately 500 customer visits. Hence, we consider sufficiently large market sizes
with T = 104 , 105 .
Table 4.4.1 summarizes the simulation results. For each product and a pricing
policy, we estimate revenue from 103 simulation trials and the standard error is less
than 0.1% of its value. This ensures we have sufficiently high confidence that the
results are not driven by simulation errors. We take the optimal fixed-price policy as
a baseline and estimate JTπ /JTFixed for each π = myopic, SFM, DFM. Overall, the same
qualitative conclusions from the small problems in §4.4.4 holds in our counterfactual
analysis: The DFM policy significantly outperforms the benchmark policies, while the
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Table 4.4.1: Relative revenue performance of the myopic, SFM, and DFM policies
with respect to the optimal fixed-price policy, measured by JTπ /JTFixed . For each of
the 72 products, the revenue is estimated from 103 simulation trials and the standard
error is less than 2% of its value.
T = 104

Minimum
5%
25%
50%
75%
95%
Maximum
Average

T = 105

Myopic

SFM

DFM

Myopic

SFM

DFM

0.666
0.824
0.996
1.010
1.031
1.575
2.370
1.069

0.519
0.738
0.948
1.014
1.041
1.569
4.371
1.118

0.961
0.998
1.022
1.046
1.183
2.435
4.372
1.296

0.432
0.883
0.997
1.000
1.020
1.696
2.380
1.069

0.426
0.761
0.977
1.001
1.023
1.788
4.481
1.147

0.993
0.997
1.001
1.017
1.072
2.258
4.562
1.243

SFM and myopic policies only exhibit mild improvement over the optimal fixed-price
policy.
Specifically, when T = 104 , the 50th percentile of the ratio is 1.046 under the
DFM policy, that is, the DFM policy improves the revenue by 4.6% from that of the
optimal fixed-price policy, while the SFM and myopic policies only provide 1.4% and
1.0% of improvement, respectively. The results are more extreme in terms of lower
and higher percentiles. The large gap between the DFM and the myopic policies
suggests significant amount of money could be left on the table if the intertemporal
effect of price is not properly addressed. Further, the gap between the DFM and
the SFM policies can be considered as the value of capturing stochastic evolution of
reviews.
When the number of customers T is larger, i.e., T = 105 , the DFM policy still
outperforms other benchmarks, but the improvement is not as substantial as in the
case with smaller T . On the right panel of Figure 4.4.1, observe that the 50th percentile of the ratio is about 1.017, smaller than 1.046 in the case with T = 104 . This
is expected because, when the number of reviews is sufficiently large, the average
rating rt should be close to the mean rating µ, in which case a fixed price may be
close to optimal.
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The preceding observations allude an important aspect of the DFM policy: The
most benefit from the DFM policy comes from the transient portion of the product’s
life cycle, a portion from launch to stabilization of the average rating. Specifically,
when µt ≈ µ for some large t, then zt0 from (4.4.14) satisfies zt0 ≈ z 0 where z 0 solves
0

z 0 + ez + 1 = µ + β. Therefore, the DFM policy sets price

pt ≈ p̂ =

(4.4.19)

1
(β − z 0 + µ).
α

Hence, for sufficiently large T , the price from the DFM policy should approach to a
fixed price p̂. On the other hand, if T is small and the fluctuation of µt is significant
over t = 0, . . . , T − 1, there can be a significant amount of money left on the table
with a fixed-price policy. In this aspect, the DFM policy may be more suitable for
products with short life cycles, such as fashion items, than for those with long life
cycles, such as durable goods.
Lastly, we remark that, if our model differs significantly (i.e., misspecifies) relative to the underlying demand, the revenue performance of the DFM and benchmark
policies in Table 4.4.1 could be different, since the sales are generated using simulation based on our demand model. Further, in practice, sellers may not have full
information on the parameters of our demand model, in which case they cannot
implement the DFM policy exactly. Hence, the performance of the DFM policy in
Table 4.4.1 must be viewed as a best-possible performance in an ideal situation where
the aforementioned issues are resolved.

4.5.

Discussion

We have shown how the revenue maximization problem with product reviews can
be analyzed using a fluid approximation. By analyzing the fluid version of the basic
problem, we were able to obtain structural insights into near-optimal policies, which
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are leveraged to design a well-performing pricing policy. We found that the proposed
policy is not only asymptotically near-optimal with respect to the underlying revenue
maximization problem, but also practically implementable with almost negligible
computational cost, thanks to the fact that price under this policy can be expressed
in a closed form.
Most importantly, our results highlight the value of dynamic pricing: Simple fixedprice policies appears to leave a substantial amount of money on the table, while the
proposed dynamic policy achieves near-optimal revenue by judiciously balancing actual earnings from customers and hidden benefits due to product reviews. This is
encouraging since ever-growing e-commerce systems make the logistics of dynamic
pricing much easier. In particular, pricing managers can now collect valuable information, such as product reviews, and process it in real time, which in turn allows—and
forces—them to use dynamic pricing. In the rest of this section, we provide important
remarks on our modeling assumptions and discuss future research directions.

4.5.1.

Remarks on Modeling Assumptions

Compared to the classical demand model that depends exclusively on price, our base
model takes into account key elements of online markets, including uncertain quality
and customers’ learning to resolve the uncertainty. Below we offer four remarks
regarding our modeling assumptions: (a) self-selection, (b) information asymmetry,
(c) price signaling, and (d) price-adjusted ratings.
Regarding (a), the assumption that ratings are independent and identically distributed is, of course, a restrictive assumption. In particular, it does not account for
the fact that the preference of a product’s early adopters may systematically differ
from the broader customer population, in which case early reviews can be biased.
This may in turn induce customers to correct for these biases. Our base model is
more suitable to the setting with new experience goods whose quality cannot be easily
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assessed ex ante by customers, and hence, the customer population is homogeneous
over a product’s selling horizon.
Regarding (b), the assumption that the mean quality µ is known with certainty
to the seller is a clear simplification; for instance, in large retailers such as Amazon
and Walmart, sellers may not necessarily be identical to product manufacturers, in
which case both sellers and customers have limited information on the mean quality.
On the other hand, our assumption of asymmetric information is approximately true
in online markets operated by own brands, such as Fisher Price for baby toys (www.
fisher-price.com) and Adidas for sportswear (www.adidas.com), where price is set
by manufacturers who have more accurate information about their products’ quality
than customers.
Regarding (c), and related to the former remark about information asymmetry,
the seller’s price may convey information about the product quality, but we assume
that customers do not adjust their quality estimate in response to that information.
This is a reasonable assumption in online markets where customers actively learn
quality through product reviews, which in the language of our model means γ is
high. In this case, a large number of reviews may convey stronger signals than price
does, as opposed to the case in traditional brick-and-mortar stores where price signal
can be relatively strong.
Regarding (d), we assume that customers report directly on quality qt , not net
utility xt that takes into account price they paid. This assumption is true if customers
are altruistic and report the most useful information to subsequent customers, which
is qt . Further, if customers can observe price history, then it makes no significant
difference in our model whether they report qt or xt , albeit with a simple adjustment. Specifically, if they report xt , then subsequent customers may infer q̂t from the
equation xt = q̂t + β − αpt and qt is a projection of q̂t onto [qmin , qmax ].
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4.5.2.

Future Research Directions

We believe that this class of pricing models that involve product reviews represents
a fertile area for future research. First, we think that a fluid approximation is a
promising approach to design multiproduct pricing policies. In the fluid formulation
with a single product, the only critical issue was the intertemporal effect of price.
However, when a monopolist sells two or more distinct products, substitutability also
becomes relevant. Although the framework in this paper cannot be trivially extended
to the setting with multiple products, there is no doubt that one can utilize qualitative
insights from the single-product problem to construct a well-performing multiproduct
pricing policy.
Second, an implicit assumption in this paper was that the parameters for the
demand function are fully known to the seller. However, from a practical standpoint it
is possible that the parameters are not known to the seller with certainty, in which case
they cannot operate the DFM policy, as well as other model-based pricing policies,
in an exact manner. In this case, a good pricing policy must balance learning the
unknown parameters using price experimentation (exploration), while simultaneously
achieving near-optimal revenue (exploitation). Recently, there have been significant
studies about the optimal balance between exploration and exploitation [see, e.g.,
Besbes and Zeevi, 2009, 2012, Harrison et al., 2012, Broder and Rusmevichientong,
2012, den Boer and Zwart, 2013, Keskin and Zeevi, 2014, and references therein]. The
preceding works focus on a static setting where the demand environment does not
change over time. However, there has been considerably less systemic research when
the demand changes with price and product reviews, where the process for product
reviews can in turn be affected by price. Hence, we believe that resolving the issue
with unknown demand is an important direction for future research.
Lastly, our analysis can be extended to the setting with a time-dependent demand
function. This is the case where customer population differs significantly over a
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product’s selling horizon. In particular, when the dependence in time is through a
multiplicative factor, that is, λ(t, p, n, r) = g(t)λ(p, n, r) for some time function g,
then the corresponding fluid problem can be solved by changing time measure and
transform the problem into one where demand is time homogeneous; Gallego and
van Ryzin [1994] adopt this technique in their study of dynamic pricing with finite
inventories and time-dependent demand.

4.6.
4.6.1.

Additional Results and Selected Proofs
Additional Results

The following establishes that, when ψ is characterized by the parameters (τ , τ̄, z),
then J¯Tψ is continuous with respect to each of those parameters. The proof for additional results will be collected in §4.6.4.
Corollary 4.6.1. Let ψ, ψ 0 ∈ Ψ be the pricing policies characterized by (τ , τ̄, z) and
0
(τ 0 , τ̄ 0 , z 0 ), respectively. Then, |J¯Tψ − J¯Tψ | = O(max(|τ − τ 0 |, |τ̄ − τ̄ 0 |, |z − z 0 |)).

4.6.2.

Selected Proofs

For the proofs in this appendix, it is useful to define the augmented Hamiltonian
H (p, n, r, ξ, ω) = H(p, n, r, ξ) + ωp, where ω is a co-state variable associated with
the price bound p ∈ [pmin , pmax ]. Then, along with (4.4.4a)-(4.4.4d), the fluid-optimal
solution must satisfy the following conditions:

(4.6.1a)

(4.6.1b)

∂H (p, n, r, ξ, ω)
=0
∂p





≥






0

ω =0








≤

0

(Local minimum of H )

if p = pmin
if p ∈ (pmin , pmax )
if p = pmax
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(Complementarity)

After some straightforward algebra, (4.6.1a) reduces to

(4.6.2)

4.6.3.

ω = −λ(p, n, r) + α(p + uξ)λ(p, n, r)(1 − λ(p, n, r)).

Proofs of the Results in §4.4

Proof of Proposition 4.4.1. It is straightforward to check that the solution prescribed
in the statement of Proposition 4.4.1 satisfies the necessary conditions for optimality
(4.6.1a)-(4.6.1b). So it suffices to show existence and uniqueness of the optimal
solution.
To show existence, observe that the price and state spaces are compact; i.e., p(t) ∈
[pmin , pmax ], n(t) ∈ [0, T ], and r(t) = Q for each t. Also, the price interval is fixed and
independent of (t, n(t), r(t)), and therefore, it is trivially an upper semicontinuous
function of (t, n(t), r(t)). Further, let

(4.6.3)

U (t, n, r) = {(z 0 , z) | z 0 ≥ pλ(p, n, r), z ≥ λ(p, n, r), p ∈ [pmin , pmax ]}.

It can be seen that U (t, n, r) is a convex set for each (t, n, r) because pλ(p, n, r) is a
concave function of p ∈ [pmin , pmax ] by Assumption 2. Combining these with the fact
that λ(p, n, r) is a continuous function of each argument establishes the conditions
required by Theorem 1 of Cesari for the existence of an optimal solution.
To show that an optimal solution must be characterized by (τ , τ̄, z), we assume,
without loss of generality, that µ0 < µ. (The proof for the case with µ0 ≥ µ can
be done using the same logical steps, and hence, will be omitted.) From (4.4.4b) we
have that
(µ0 − µ)γ ṅ∗
ξ˙ = (p∗ + uξ)λ(p∗ , n∗ , r∗ )(1 − λ(p∗ , n∗ , r∗ ))
.
(γn∗ + 1)2
!

(4.6.4)
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Further, since ξ(T ) = 0, it can be seen that

(4.6.5)

H(p∗ , n∗ , r∗ , ξ) = p∗ λ(p∗ , n∗ , r∗ ) = c ≥ 0,

for t = T.

From the fact that the Hamiltonian must be constant over [0, T ] (see, e.g., Proposition
3.3.1 of Bertsekas [1995]), we have that H(p∗ , n∗ , r∗ , ξ) = (p∗ +uξ)λ(p∗ , n∗ , r∗ ) = c ≥ 0
for all t ∈ [0, T ]. Combining these observations, we establish that ξ˙ ≤ 0, and therefore,
ξ ≥ 0 for all t ∈ [0, T ].
In what follows, we first show that the optimal price is non-decreasing in t and
then prove that the optimal policies must be characterized by parameters (τ , τ̄, z).
Step 1. We first show that p∗ (t) is non-decreasing in t. Towards a contradiction,
suppose there exists s1 < s2 such that p∗ (s1 ) > p∗ (s2 ).
If we define a time function g := α(p∗ +uξ)(1−λ(p∗ , n∗ , r∗ )), then from (4.6.2) and
the complementarity condition (4.6.1b) we can establish that g ≥ 1 if p∗ = pmin , g = 1
if p∗ ∈ (pmin , pmax ), and g ≤ 1 if p∗ = pmax . These observations yield g(s1 ) ≤ g(s2 ).
However, observe that ξ(s1 ) ≥ ξ(s2 ) since ξ˙ ≤ 0, and therefore, p∗ (s1 ) + uξ(s1 ) >
p∗ (s2 ) + uξ(s2 ). Further,

(4.6.6)

λ(p∗ (s1 ), n∗ (s1 ), r∗ (s1 )) < λ(p∗ (s2 ), n∗ (s2 ), r∗ (s2 )),

which follows from the fact that p∗ (s1 ) > p∗ (s2 ), n∗ (s1 ) < n∗ (s2 ), and r∗ (s1 ) =
r∗ (s2 ) = µ. These observations imply that g(s1 ) > g(s2 ), which leads to a contradiction.
Therefore, p∗ (t) must be non-decreasing in t. This implies the selling horizon
[0, T ] can be divided into three intervals: [0, τ ) in which p∗ (t) = pmin ; [τ , τ̄ ) in which
p∗ (t) ∈ (pmin , pmax ); and [τ̄, T ] in which p∗ (t) = pmax . Notice that τ and τ̄ can be zero
and T , respectively.
Step 2. We now show that in the middle interval, [τ , τ̄ ), the demand function must
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be constant. (The case with τ = τ̄ is trivial, so we assume that τ < τ̄ .) Suppose,
towards a contradiction, that λ(p∗ , n∗ , r∗ ) is not constant for t ∈ [τ , τ̄ ]. Since the
Hamiltonian must be constant over [0, T ], we have that

(p∗ + uξ)λ(p∗ , n∗ , r∗ ) = c, t ∈ [0, T ]

(4.6.7)

for some constant c ∈ R. However, (4.4.4a) yields
1 = α(1 − λ(p∗ , n∗ , r∗ ))(p∗ + uξ), t ∈ [τ , τ̄ ].

(4.6.8)

Combining the two equations above, we have that
1 − λ(p∗ , n∗ , r∗ )
c
= , t ∈ [τ , τ̄ ],
∗
∗
∗
λ(p , n , r )
α

(4.6.9)

which contradicts the assumption that the demand function is not constant. Therefore, there exists a constant z such that

λ(p∗ , n∗ , r∗ ) =

(4.6.10)

ez
,
1 + ez

t ∈ [τ , τ̄ ].

Therefore, from the definition of λ(·) in (4.2.2), we have that
!

(4.6.11)

µ0 − µ
1
p (t) =
µ+β−z+ ∗
, t ∈ [τ , τ̄ ].
α
γn (t) + 1
∗

This completes the proof for the proposition.



We need the following lemma to prove Proposition 4.4.2.
Lemma 4.6.1. For any π ∈ Π and t ≥ 1, there exists a positive constant M < ∞
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such that
h

i

Eπ (rt − µ)2 ≤

(4.6.12)

M
,
t+1

where rt is the average rating in stage t induced by the policy π. .
Proof of Proposition 4.4.2. Recall the definitions π ∗ = {p∗t | t = 0, . . . , T − 1} and
ψ ∗ = {p∗ (t) | t ∈ [0, T ]}, the maximizers for JTπ and J¯Tψ , respectively. Also, define
π̂ = {p̂t = p∗ (t) | t = 0, . . . , T − 1} ∈ Π as the discrete pricing policy induced by
the fluid-optimal solution ψ ∗ . Likewise, define ψ̂ = {p̂(t) = p∗btc | t ∈ [0, T ]} as the
continuous pricing policy induced by π ∗ , where btc is the largest integer less than or
equal to t. We let L > 0 be the Lipschitz constant for the logistic function `(x) in
(4.2.4). Lastly, for any π ∈ Π, it will be useful to note that

(4.6.13)

JTπ

=

TX
−1

π

E [pt λ(pt , nt , rt )] =

t=0

Z T
0

Eπ [pbtc λ(pbtc , nbtc , rbtc )]dt.

Since J¯T∗ ≥ Eψ̂ [J¯Tψ̂ ] and JT∗ ≥ JTπ̂ , observe that

(4.6.14)

|J¯T∗ − JT∗ | ≤ max{|J¯T∗ − JTπ̂ |, |Eψ̂ [J¯Tψ̂ ] − JT∗ |}.

It is straightforward to see that J¯T∗ = Θ(T ); see Remark 4.4.1. Therefore, in order to
show (4.4.10), it suffices to show that the two terms on the right-hand side of (4.6.14)
√
is O( T ).
Step 1. Bound on |J¯T∗ − JTπ̂ |. Let {(n̂t , r̂t ) | t = 0, . . . , T − 1} be the path of the
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state variables driven by π̂ and observe that
(4.6.15)
|J¯T∗ − JTπ̂ | =
≤

Z T

∗

∗

∗

∗

p (t)λ(p (t), n (t), r (t))dt −

0

Z T
0

+

Z T
0

h

i

Eπ̂ p̂btc λ(p̂btc , n̂btc , r̂btc ) dt

h

i

Eπ̂ |p∗ (t)λ(p∗ (t), n∗ (t), r∗ (t)) − p̂btc λ(p̂btc , n∗ (t), r∗ (t))| dt

Z T
0

h

i

Eπ̂ |p̂btc λ(p̂btc , n∗ (t), r∗ (t)) − p̂btc λ(p̂btc , n̂btc , r̂btc )| dt

.
= UT + VT
We first show that UT → 0 as T → ∞. Recall from (4.4.6) that p∗ (t) = p̂btc for
t ∈ [0, τ ) and t ∈ [τ̄, T ]. Observe from (4.4.8a) that n∗ (t) is an affine function of
t ∈ [τ , τ̄ ), and therefore, p∗ (t) in (4.4.6) is also affine with respect to 1/t. Therefore,
there exists C1 > 0 such that, for any t ∈ [0, T ],

(4.6.16)

|p∗ (t) − p̂btc | ≤ |p∗ (btc) − p∗ ([t + 1])| ≤

C1
.
(t + 1)2

A triangular inequality, combined with the fact that λ(p, n, s) is Lipschitz continuous
in p with modulus L, gives

(4.6.17)

p∗ (t)λ(p∗ (t), n∗ (t), r∗ (t)) − p̂btc λ(p̂btc , n∗ (t), r∗ (t)) ≤

LC1
,
(t + 1)2

√
from which we establish that UT → 0. We next show that VT = O( T ) as T → ∞.
Observe that
h

i

Eπ̂ |p̂btc λ(p̂btc , n∗ (t), r∗ (t)) − p̂btc λ(p̂btc , nbtc , rbtc )|
(4.6.18)

≤ LEπ̂
≤L

γn∗ (t)r∗ (t) + µ0 γ n̂btc r̂btc + µ0
−
γn∗ (t) + 1
γ n̂btc + 1
!
γn∗ (t)r∗ (t) + µ0
π̂ γ n̂btc r̂btc + µ0
−µ +E
−µ ,
γn∗ (t) + 1
γ n̂btc + 1

where the first inequality follows from the Lipschitz continuity of λ and the second
follows from a triangular inequality. The first expectation on the right-hand side of
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the preceding inequality trivially converges to zero as T → ∞ because r∗ (t) = µ.
Also, from Lemma 4.6.1 and from the fact that E|X| ≤ (E|X|2 )0.5 , one can show
√
that the second term on the right-hand side of the preceding inequality is O(1/ t).
√
Combining these observations, we obtain that VT = O( T ) as T → ∞.
Step 2. Bound on |E[J¯Tψ̂ ] − JT∗ |. Next, recall that ψ̂ = {p̂(t) = p∗btc | t ∈ [0, T ]} and
p̂(t) is adopted to Fbtc , the filtration generated by the past observations along the
optimal price π ∗ and corresponding state variables up to stage btc. Define n̂(t) and
r̂(t) as the state variables for the fluid problem induced by ψ̂, which are also adopted
to Fbtc . From the fact that p̂(t) = p∗btc , one can write

(4.6.19)

Eψ̂ [J¯Tψ̂ ] − JT∗ ≤

Z T
0

∗

h

i

∗
Eπ p∗btc λ(p∗btc , n̂(t), r̂(t)) − λ(p∗btc , n∗btc , rbtc
) dt.

From Lemma 4.6.1 and using the same logical steps as in (4.6.18), one can show that
√
the integrand on the right-hand side of the preceding inequality is O(1/ t), from
√
which we conclude that |Eψ̂ [J¯Tψ̂ ] − JT∗ | = O( T ) as T → ∞. This completes the proof
of the proposition.



Proof of Proposition 4.4.3. Fix π to be the DFM policy and let (pπt , nπt , rtπ ) be the
price and state variables associated with π in stage t. Since |JT∗ − JTπ | ≤ |JT∗ − J¯T∗ | +
√
|J¯T∗ − JTπ | and |JT∗ − J¯T∗ | = O( T ) from Proposition 4.4.2, it suffices to show that
√
|J¯T∗ − JTπ | = O( T ) as T → ∞. Observe that
|J¯T∗ − JTπ | ≤
≤

Z T

h

0

Z T
0

(4.6.20)
+

E p∗ (t)λ(p∗ (t), n∗ (t), r∗ (t)) − pπ[t] λ(pπ[t] , n∗ (t), r∗ (t)) dt

Z T
0

i

π
) dt
p∗ (t)λ(p∗ (t), n∗ (t), r∗ (t)) − E pπ[t] λ(pπ[t] , nπ[t] , q̄[t]

π
) dt
E pπ[t] λ(pπ[t] , n∗ (t), r∗ (t)) − pπ[t] λ(pπ[t] , nπ[t] , r[t]

= ŨT + ṼT .
It is immediate to see that ṼT converges to zero as T → ∞, which follows from the
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√
same logical steps in (4.6.18). So, it remains to show that ŨT = O( T ) as T → ∞.
To this end, observe that the integrand of ŨT is bounded by L|p∗ (t) − pπ[t] | by the
triangular inequality and the fact that λ(p, n, q) is Lipschitz continuous with respect
to p with modulus L. Recalling the fluid-matching price in (4.4.16) and (4.4.13), and
after some straightforward algebra, it can be seen that, for any integer t,

(4.6.21)

E|p∗ (t) − pπt | ≤

1 γu`(z00 )tµ + µ0 γnt rt + µ0
1
,
E |z00 − zt0 | + E
−
α
α
γu`(z00 )t + 1
γnt + 1

where zt0 and z00 are defined in (4.4.14). Using Lemma 4.6.1 it can be immediately
√
seen that the second term of the preceding inequality is O(1/ t). Further, observe
from the equation (4.4.14) that

(4.6.22)

E|zt0 − z00 | ≤ E

γnt (rt − µ) + µ0 − µ
µ0 − µ
,
−
0
γu`(z0 )T + 1 γ(nt + u`(zt0 )(T − t)) + 1

√
which is O(1/ t) by Lemma 4.6.1. Combining these results, we establish that VT =
√
O( T ), which completes the proof for the proposition.

Proof of Corollary 4.4.1. Without loss of generality, we fix t = 0 and remove t in the
subscript. Let ξ 0 be the shadow price associated with price p0 and the state variables
n0 and r0 . From (4.4.4b) and the fact that ξ 0 (T ) = 0, we have that
ξ 0 (t) = −

Z T

˙
ξ(s)ds

t

γ(µ0 − µ) Z T λ(p∗ (s), n∗ (s), r∗ (s))
=−
ds
α
(γn∗ (s) + 1)2
t

(a)

(4.6.23)

"

γ(µ0 − µ) 1
1
=−
∗
α
γu γn (s) + 1

(a)

µ0 − µ
=
αu

#T
t

!

1
1
− ∗
,
∗
γn (T ) + 1 γn (t) + 1

where (a) follows from (4.4.4b) and (b) follows from the fact that ṅ∗ = uλ(p∗ , n∗ , r∗ ).
It is trivial to check that (p0 (s), n0 (s), r0 (s)), along with the shadow price ξ 0 (t), sat157

isfy necessary conditions (4.4.4a)-(4.4.4d). We first show that there exists a unique
solution z 0 to the equation (4.4.14), which can be rewritten as
0

z 0 + ez = Q + β − 1 +

(4.6.24)

µ0 − µ
γu(T − t)`(z 0 ) + 1

Observe that the left-hand side of the preceding equation is increasing in z 0 ; it increases to ∞ as z 0 → ∞ and decreases to −∞ as z 0 → ∞. On the other hand, note
that `(z 0 ) is increasing in z 0 , and therefore, the right-hand side of (4.6.24) decreases
in z 0 . Therefore, there exists a unique solution z 0 to (4.6.24) and the proof for the
corollary is complete.

4.6.4.



Proofs for Auxiliary Results

Proof of Corollary 4.6.1. Let δ = max(|τ − τ 0 |, |τ̄ − τ̄ 0 |, |z − z 0 |). Without loss of
generality, we assume that τ < τ 0 and τ̄ < τ̄ 0 . Proofs for the other cases follow
from exactly the same logical steps. Let (p, n, r) and (p0 , n0 , r0 ) be the price and
state variables associated with ψ and ψ 0 , respectively. Define a time function f =
|pλ(p, n, r) − p0 λ(p0 , n0 , r0 )| and observe that
0
|J¯Tψ − J¯Tψ | ≤

(4.6.25)

Z τ

f (t)dt +

0

Z τ0

f (t)dt +

τ

Z τ̄
τ0

f (t)dt +

Z τ̄ 0
τ̄

f (t)dt +

Z T
τ̄ 0

f (t)dt

.

= I1 + I2 + I3 + I4 + I5 .
It is straightforward to see that I2 , I4 → 0 as δ → 0. Also, note that I1 = 0 since
p(t) = p0 (t) = pmin for t ∈ [0, τ ).
To bound I3 , observe that |n(τ 0 ) − n0 (τ 0 )| ≤ c1 δ for some c1 < ∞ because we
know that n(τ ) = n0 (τ ) and both n and n0 increases at most by τ 0 − τ for the interval
[τ , τ 0 ]. Further, from (4.4.8a) we have that λ(p, n, r) = `(z) and λ(p0 , n0 , r0 ) = `(z 0 )
for t ∈ [τ 0 , τ̄ ), and therefore, both n(t) and n0 (t) increase linearly in that interval
and |n(t) − n0 (t)| ≤ c1 δ for all t ∈ [τ 0 , τ̄ ). Therefore, from (4.4.6) and after some
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straightforward algebra, we establish that

|p(t) − p0 (t)| ≤ c2 δ,

(4.6.26)

t ∈ [τ 0 , τ̄ ),

for some constant c2 < ∞. Combining these observations, we have that f (t) ≤ c3 δ
for some c3 < ∞ that depends on c1 and c2 , and therefore, I3 → 0 as δ → 0.
Lastly, to bound I5 , observe that |n(τ̄ 0 ) − n0 (τ̄ 0 )| ≤ c4 δ for some constant c4 < ∞
because we know that |n(τ̄ ) − n0 (τ̄ )| ≤ c1 δ from the previous observation and both n
and n0 increases at most by τ̄ 0 − τ̄ in the interval [τ̄, τ̄ 0 ). Also, since p(t) = p0 (t) = pmax
for t ∈ [τ̄ 0 , T ], we establish from the Gronwall’s inequality that

(4.6.27)

0

0

|n(t) − n0 (t)| ≤ ec5 (T −τ̄ ) |n(τ̄ 0 ) − n0 (τ̄ 0 )| ≤ c4 δect (T −τ̄ ) ,

which in turn yields I5 → 0 as δ → 0. This completes the proof of the corollary.



Proof for Lemma 4.6.1. We fix π and let E[·] = Eπ [·]. Also, we fix k and remove k in
subscripts. When nt = 0, E[(rt − µ)2 ] = µ2 , and hereafter we consider the case with
nt ≥ 1. Observe that




σ2
nt ≥ 1 .
E (rt − µ)2 |nt ≥ 1 = E 
nt
h

(4.6.28)

i

To bound the above, let λmin > 0 be the minimum of the demand function λ(p, n, r)
over all ranges of p ∈ [pmin , pmax ], n ∈ [0, T ], and r ∈ [qmin , qmax ]. Then, let us define
by n0t a binomial random variable with (t−1) number of trials and success probability
uλmin > 0. Since nt+1 = nt + 1 with probability uλ(pt , nt , rt ) ≥ uλmin and nt+1 = nt
otherwise, we have that E[1/nt |nt ≥ 1] ≤ E[1/(n0t + 1)]. Further, applying Theorem 1
of Chao and Strawderman [1972] to the reciprocal of n0t we have
σ2
1 − (1 − uλmin )t
M1
2M1
E 0
≤
=
≤
nt + 1
uλmin (t + 1)
t
t+1
"

(4.6.29)

#
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for t ≥ 1 and some constants M1 < ∞. Combining these inequalities we get

(4.6.30)

h

i

E (rt − µ)2 |nt ≥ 1 ≤

2M1
,
t+1

and the desired result follows by letting M = max(2M1 , µ2 ).
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