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ABSTRACT
Energy Efficient, Cross-Layer Enabled, Dynamic Aggregation
Networks for Next Generation Internet
Michael S. Wang
Today, the Internet traffic is growing at a near exponential rate, driven predominately by data center-based applications and Internet-of-Things services. This fastpaced growth in Internet traffic calls into question the ability of the existing optical
network infrastructure to support this continued growth. The overall optical networking equipment efficiency has not been able to keep up with the traffic growth, creating
a energy gap that makes energy and cost expenditures scale linearly with the traffic
growth. The implication of this energy gap is that it is infeasible to continue using
existing networking equipment to meet the growing bandwidth demand. A redesign of
the optical networking platform is needed.
The focus of this dissertation is on the design and implementation of energy effi-

cient, cross-layer enabled, dynamic optical networking platforms, which is a promising
approach to address the exponentially growing Internet bandwidth demand. Chapter 1
explains the motivation for this work by detailing the huge Internet traffic growth and
the unsustainable energy growth of today’s networking equipment. Chapter 2 describes
the challenges and objectives of enabling agile, dynamic optical networking platforms
and the vision of the Center for Integrated Access Networks (CIAN) to realize these
objectives; the research objectives of this dissertation and the large body of related
work in this field is also summarized.
Chapter 3 details the design and implementation of dynamic networking platforms
that support wavelength switching granularity. The main contribution of this work involves the experimental validation of deep cross-layer communication across the optical
performance monitoring (OPM), data, and control planes. The first experiment shows
QoS-aware video streaming over a metro-scale test-bed through optical power monitoring of the transmission wavelength and cross-layer feedback control of the power
level. The second experiment extends the performance monitoring capabilities to include real-time monitoring of OSNR and polarization mode dispersion (PMD) to enable
dynamic wavelength switching and selective restoration.
Chapter 4 explains the author?s contributions in designing dynamic networking

at the sub-wavelength switching granularity, which can provide greater network efficiency due to its finer granularity. To support dynamic switching, regeneration,
adding/dropping, and control decisions on each individual packet, the cross-layer enabled node architecture is enhanced with a FPGA controller that brings much more
precise timing and control to the switching, OPM, and control planes. Furthermore,
QoS-aware packet protection and dynamic switching, dropping, and regeneration functionalities were experimentally demonstrated in a multi-node network.
Chapter 5 describes a technique to perform optical grooming, a process of optically
combining multiple incoming data streams into a single data stream, which can simultaneously achieve greater bandwidth utilization and increased spectral efficiency. In
addition, an experimental demonstration highlighting a fully functioning multi-node,
agile optical networking platform is detailed. Finally, a summary and discussion of
future work is provided in Chapter 6. The future of the Internet is very exciting,
filled with not-yet-invented applications and services driven by cloud computing and
Internet-of-Things. The author is cautiously optimistic that agile, dynamically reconfigurable optical networking is the solution to realizing this future.
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1
Introduction
Since the early days of the Advanced Research Projects Agency Network (ARPANET),
the Internet has seen near exponential growth driven by a vast number of heterogeneous, highly impactful applications such as the web browser, email, and video streaming applications. Today, the two emerging driving forces behind the continued tremendous bandwidth demand are data center-based applications and Internet-of-Things
services. This fast-paced growth in Internet traffic calls into question the ability of
the existing optical network infrastructure to support this continued growth. Until
recently, the network infrastructure had been immensely energy efficient. However, recently, the overall optical networking equipment efficiency has not been able to keep up

1

with the traffic growth, creating a energy gap that makes it infeasible to continue using
existing networking equipment to meet the growing bandwidth demand. A redesign of
the optical networking platform is needed.

1.1

Explosive Bandwidth Demands

It is an understatement to say that the Internet that we use today has evolved since its
inception as the ARPANET. Figure 1.1a shows the topology of the entire ARPANET
in 1970. It started as a connection of four nodes connecting the University of California
Santa Barbara and UCLA, Stanford Research Institute International, and the University of Utah aimed to enable remote file sharing. Since that time, the ARPANET
transformed into the Internet that we know of today with development of the World
Wide Web, the web browser, email, etc. Figure 1.1b shows the U.S. and Central
American fiber network in 2014 for just the company Level(3) [1].

2

Figure 1.1: (a) The ARPANET in 1970 connecting UCLA, UCSB, SRI International,
and University of Utah. (b) The optical fiber network of Level(3) in 2014 for U.S. and
Central America.

Furthermore, the Internet today is seeing continued enormous growth driven by
two fairly recent trends: data center traffic and Internet-of-Things traffic. Since 2008,
most of the Internet traffic has originated or terminated in a data center, driven by the
increasing role of cloud computing applications. Global data center IP traffic will grow
at a compound annual growth rate (CAGR) of 25 percent from 2012 to 2017, reaching 1.4 zettabytes per year in 2017. This traffic is divided between datacenter-to-user
communications and inter-datacenter communications [2]. Additionally, cloud-based
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storage and access solutions will continue to gain popularity by offering scalable and
cost-effective options for managing the volumes of data generated by enterprises and
end consumers. Specifically, personal cloud traffic will increase from 1.7 EB annually
in 2012 to 20 EB in 2017, at a CAGR of 63 percent [2], as shown in figure 1.2. While
the focus of this dissertation is on addressing the challenge of Internet traffic, it is also
interesting to point out that intra-datacenter communication is also increasing exponentially, growing from 1.9 EB in 2012 to 5.9 EB in 2017, which is driving additional
research in optical interconnection networks within data centers [3].

Figure 1.2: Cloud-based storage and access growth.

4

In additional to data center traffic, there is tremendous growth in the shear number
of internet-connected devices used by each user. As shown in figure 1.3, there are
already more devices in the world than number of human beings, and by 2020, there
will be 6.58x more connected devices than humans [4]. In the era of Internet-of-Things,
devices will communication directly with other devices, also known as machine-tomachine (M2M) communication, to bring value to people’s lives. The number of M2M
events, which are data transmissions made between devices will total over 84 trillion
events per year by 2022. As shown in figure 1.4, these M2M events will be generated by
new features that can bring intelligence to offices, industry, homes, agriculture, cars,
and healthcare.
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Figure 1.3: The Internet of Things growth.
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Figure 1.4: Internet of Everything Generating Trillions of Network ”Events”.

1.2

Unsustainable Energy Growth

The tremendous growth in Internet traffic described above calls into question the ability
of the existing optical network infrastructure to support this continued growth. Until
recently, the network infrastructure had been immensely energy efficient. Networking
equipments contribute only to one-third of the carbon footprint of the entire Information and Communication Technology (ICT) industry, with the remaining footprint are
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composed of data centers, PCs, printers, and peripherals [5]. Additionally, in 2007,
the ICT industry overall only consumed 1 to 2 percent of the worldwide carbon footprint. Additionally, leveraging the Internet, cloud computing, and big data analytics
has enabled many other sectors to achieve energy efficiency through more intelligent
and dynamic control of their infrastructures.
However, recently, a number of factors point to the fact that today’s networking
infrastructure technologies are hitting a hard physical limit [6, 7]. The optical network has managed to support the exponential traffic growth by continually improving
the spectral efficiency of the transmitted data and leveraging massive parallelism in
the form of wavelength division multiplexing (WDM). However, recent experimental
demonstrations have enabled optical transmission to reach within 4dB of the Shannon
capacity limit [8]. Further, while there is still a lot of room for growth by taking advantage of additional parallelism such as multimode fiber [9] and multicore fiber [10]
systems, these parallelism opportunities require a linear scale up in terms of cost and
energy expenditure using today’s networking equipments [11].
The reason for this high energy and cost is due to the fact that the overall equipment
efficiency is increasing at far slower rate than the Internet traffic growth [6, 7, 11, 12].
This implies that if the traffic grows by 1000 fold, then the energy expenditure will
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also grow by 1000 fold. This tremendous energy growth limits the density at which
one can pack networking equipment, meaning that cost will need to scale up as well.
In fact, the evidence that the Internet is already reaching a physical equipment
limitation today is shown by the traffic growth graph in [13], reproduced in figure 1.5.
In this graph, the historic traffic growth numbers are plotted against an exponential
growth line on a log graph. Notice that after about 2006, the Internet traffic growth
is actually growing slower than exponential rate. This slow down in real traffic growth
could potentially be accounted for by the fact that the improvement in reducing transmission cost, due to the slow energy efficiency improvement, is having a real impact
on technological productivity. This energy gap and the unfeasibility of using existing
networking equipment to meet the growing bandwidth demand calls for a complete
redesign of the optical networking platform.
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Figure 1.5: Historica Internet traffic growth. Note that after 2006, the traffic is growing
at sub-exponential rate.
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1.3

Outline

The focus of this dissertation is on the design and implementation of energy efficient,
cross-layer enabled, dynamic optical networking platforms, which is a promising approach to address the exponentially growing Internet bandwidth demand. The remainder of this dissertation is organized as follows. Chapter 2 describes the challenges and
objectives of enabling agile, dynamic optical networking platforms; the research objectives of this dissertation and the large body of related work in this field is summarized.
Chapter 3 details the design and implementation of dynamic networking platforms that
support wavelength switching granularity. Chapter 4 explains the author’s contributions in designing dynamic networking at the sub-wavelength switching granularity,
which can provide greater network efficiency due to its finer granularity. Chapter 5
describes a technique to perform optical grooming, a process of optically combining
multiple incoming data streams into a single data stream, which can simultaneously
achieve greater bandwidth utilization and increased spectral efficiency. In addition, an
experimental demonstration highlighting a fully functioning multi-node, agile optical
networking platform is detailed. A summary and discussion of future work is provided
in Chapter 6.
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2
Objectives
This chapters details the main research objectives in designing and building an energy
efficient, cross-layer enabled, dynamic aggregation networking platform. The scope
of this work is primarily driven by the Center for Integrated Access/Aggregation Networks (CIAN) [14], a National Science Foundation funded Engineering Research Center
(ERC). The vision and research themes of CIAN are discussed, followed by an explanation of how this work fits within the overall CIAN vision. Furthermore, this chapter
describes how this work fits within the huge body of work on dynamic optical aggregation networking. Important related works and contributions are summarized.
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2.1

Center for Integrated Access Networks (CIAN)

CIAN [14] is a multi-institutional research effort consisting of two primary focuses: 1)
access and aggregation networks and 2) data centers. CIAN aims to create transformative technologies for access and aggregation networks and data centers to overcome
the existing network bottlenecks including scalability, delivery of 100 Gbps peak rates
to subscribers, latency, network management and control for dynamic bandwidth allocation, energy consumption, and cost. The focus of this dissertation is on the access
and aggregation networking platforms.

2.1.1

CIAN’s Vision

CIAN’s vision is “a transformed Internet that would enable end-user access to emerging
real time, on-demand, network services at data-rates up to 100Gbps, anywhere at anytime, at low cost and with high energy efficiency”. The CIAN vision highlights the
major attributes required for the next-generation Internet. As shown in figure 2.1,
realizing this vision requires many different projects that each address the challenges
faced by one or more facets of CIAN’s vision.
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Figure 2.1: Projects, labeled C1-1 to C1-8, are organized to overcome the key bottlenecks related to each attribute within the CIAN vision.

Real time, on-demand: The optical network has traditionally been designed to
be static, serving as a “dumb, fat pipe”, while all of the switching and intelligence were
performed in the higher network layers. Enabling an optical network that can switch
bandwidths in real time and on-demand requires new photonics devices and systems
that can enable greater agility, advanced multiplexing, cross-layer enabled switching
capabilities, and new control and management algorithms. CIAN has been at the
leading edge of developing such software defined networking (SDN) capabilities for
photonics.
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100 Gbps: The need to achieve high data rates necessitates research in new modulation and coding techniques.
Low cost, high energy efficiency: Addressing the increase in bandwidth demand
by simply scaling up capacity using existing optical network technologies will also linearly increase the cost and energy expenditure, both of which will become prohibitively
expensive. To develop scalable low-cost and energy-efficient aggregation networking
platforms, CIAN has been leading efforts to develop photonics integration and manufacturing capabilities. Specifically, the CIAN chip is a monolithic photonic integrated
chip incorporating diverse and complex devices developed by five different academic
groups, and includes technologies such as optical performance monitoring modules, onchip wavelength-selective switches, tunable filters, and vertical-cavity surface-emitting
lasers.
Anytime/Anywhere: Beside enabling real-time and on-demand bandwidth delivery, CIAN aims to realize anytime/anywhere access to high bandwidths by developing
a converged wire-line and wireless service aware networking platform, which seamlessly
bridges the gap between the wireless and optical domains.
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2.1.2

Evolution Towards an Agile, Mesh Topology

As of 2013, the bandwidth demand across the Internet is divided among three main
categories of services (see figure 2.2): (i) home/mobile users (peak bandwidth of 10
Mb/s), enterprise users (peak bandwidth of 1 Gb/s), and inter-datacenter communications (peak bandwidth of 100 Gb/s). The bandwidth demand of these emerging,
heterogeneous services are projected to continue growing exponentially. Using existing
aggregation networking technology, the electronic components will improve by 13%
year-over-year, and the total energy expenditure and cost associated with the aggregation network will increase linearly with the bandwidth demand. Therefore, enabling
500 Mb/s for home/mobile users and 50 Gb/s for enterprise users will results in a
500x to 1000x increase in energy and cost, making existing aggregation networking
technology an infeasible solution to the exponentially growing bandwidth demand.
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Figure 2.2: Metrics on projected bandwidth utilization, energy efficiency, and performance improvements of aggregation networks.

CIAN aims to design a more scalable aggregation networking platform that is energy efficient and cost effective by intelligently delivering network resources dynamically on demand. By doing so, CIAN is targeting the delivery of peak bandwidth
services to home/mobile, enterprise, and data center subscribers that are 10-20x over
the deliverable bandwidth using business-as-usual (BAU) technologies, including 100x
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improvement in node energy efficiency and 5x improvement in link energy efficiency.

Figure 2.3: Overview of the current static ring- and tree-based aggregation network
(left) and the CIAN vision for an agile, dynamically reconfigurable, mesh-based architecture (right).

At the core of CIAN’s vision is the transformation of today’s static ring- and treebased aggregation network architecture (figure 2.3a) into an agile, dynamically reconfigurable, mesh-based network architecture (figure 2.3b). Figure 2.4a shows the detailed
architecture of today’s state-of-the-art aggregation network. All switching and IP decisions are made in the electronic domain in the L2 and IP layers. The optical layer
serves as a static pipe for delivering aggregated packets of information. At each hop
18

along the transmission path, each packet is converted from the optical wavelength it
is modulated on back to electronics for L2 switching and IP routing decisions. Even if
a service involves a large flow of data, the information is still broken down to smaller
packets, which undergoes their own switching/routing decisions per hop. Furthermore,
setting up a single optical wavelength today can take hour to days. In fear of disrupting the existing wavelengths that are already lit up in the network, a new light path
is turned up slowly, followed by a long period of test traffic transmission before the
wavelength may be fully ready for use.
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Figure 2.4: A.) Detailed current state-of-the-art commercial network, 10M-1Gb/s peak
services are delivered as short packets that are aggregated and repetitively processed in
multi-tiered electronic switching and routing fabrics. B.) The CIAN box uses hybrid
electronic and optical switching to minimize the electronic processing and set up end-toend data flows to deliver 10-100 Gb/s services on demand.

Figure 2.4b shows the detailed architecture of a CIAN enabled aggregation network.
At the core of this agile, dynamically reconfigurable network is the design and devel-
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opment of a cross-layer enabled optical network element, called the CIAN Box. The
CIAN Box aims to use hybrid electronic and optical switching to minimize processing
in the electronic domain. When a service is sending a continuous burst of data (i.e.
video streaming), the CIAN Box can trigger the large flow to bypass the electronic
switching and routing layers and remain in the optical domain for as long as possible,
until it has either reached its destination or requires a signal regeneration. The CIAN
Box also aims to enable dynamic switching of bandwidth utilization on the order of
seconds, rather than hours to days required for the state-of-the-art aggregation network
architectures.

2.1.3

Connection to the ERC Vision

The author’s key contribution of this dissertation, which fits within the overall agenda
of CIAN, is designing and implementing numerous iterations of the CIAN Box, which
is central to realizing a cross-layer enabled dynamic and intelligent aggregation network, as shown in figure 2.5a. The CIAN Box is a modular platform consisting of
three main sub-systems (figure 2.5c): (i) the data plane, (ii) the optical performance
monitoring (OPM) plane, and the (iii) control plane (CP). Bi-directional cross-layer
signaling between the control plane and the data and OPM planes supports an intelli-
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gent optical layer and dynamic control. It provides real-time introspective access to the
optical layer in conjunction with awareness of higher layer network constraints (e.g.,
application, QoS requirements, and energy consumption) to make more informed routing, regeneration, modulation, and power control decisions. This work demonstrates
various implementations of the CIAN Box that include both commercial components,
as well as CIAN developed components contributed by other projects.
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Figure 2.5: (a) A cross layer enabled dynamic and intelligent aggregation network as
envisioned for CIAN. (b) The network links within the test-bed of such network will be
constructed using distance emulators that can introduce controlled amounts of transmission impairments. (c) The network nodes within the test-bed are CIAN Boxes which
allow bidirectional information flow between the control, OPM, and data planes

With regards to the data plane, this work addresses optical switching on both the
wavelength granularity (Chapter 3), as well as the sub-wavelength granularity (Chapter
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4). Beside switching, the author also investigates optical aggregation/grooming (Chapter 5), a process of optically combining multiple incoming data streams into a single
data stream with a data rate equal to the sum of the incoming stream data rates.
This technique can simultaneously achieve increased spectral efficiency and reduced
wavelength blocking, a challenge particularly important for dynamically reconfigurable
WDM networks. With regards to the OPM plane, this work primarily uses novel monitoring techniques developed by other projects in CIAN. To measure optical signal to
noise ratio (OSNR) and polarization mode dispersion (PMD), a delay-line interferometer (DLI) based monitoring scheme is used. To estimate bit error rate (BER), a
non-linear fiber based time-stretched optical sampling and eye pattern detection monitor (TISER) is used. Finally, with regards to the control plane, this work describes
(1) a FPGA-based control plane necessary for gating and controlling a timing-sensitive
sub-wavelength switching CIAN Box (Chapter 4), and (2) a software based control
plane for controlling a SDN-enabled wavelength switching CIAN Box (Chapter 3 and
Chapter 5).
To achieve dynamic networking capabilities, this works further investigates the
additional network instability and uncertainty that will be caused by dynamic operation
so that compensatory methods can be developed. In order to recreate in a laboratory
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testbed the effects that would arise in a real network due to dynamic operation, we
will build a network emulator test-bed that can replicate transmission impairments and
dynamics for networks of variable size and topology. The test-bed will consist of CIAN
boxes connected via distance emulator links (figure 2.5b) that can be calibrated to
replicate the effect of traversal over multiple links and ROADM hops. The key physical
impairments that will be reproduced by the distance emulators are: (i) ASE, (ii) selfphase modulation, (iii) pass-band narrowing effects due to multiple ROADM hops, (iv)
polarization dependent loss (PDL), and (v) power dynamics due to EDFA transients.
In addition to enabling the characterization of problems that arise due to dynamic
operation, the network emulator test-bed will serve as a platform for evaluating the
CIAN Box components and network algorithms and control mechanisms. This network
emulation approach is similar to the use of recirculating loops to emulate long distance
transmission. For networks, the signal propagation is not under study, but rather the
response of the control systems to the signal dynamics. Therefore it is enough to
reproduce the network dynamic behavior without realizing the full signal transmission.
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2.2

Intelligent, Dynamic, Energy Efficient Aggregation Networks: Related Work

Agile, dynamically reconfigurable optical networks have been widely researched and
discussed as a promising approach to address the exponentially growing Internet bandwidth demand. There are many challenges in successfully enabling a dynamic optical
network [15]. A basic requirement is an optical switching fabric that can support
fast reconfiguration and switching on both the wavelength granularity [16, 17] and the
sub-wavelength granularity [18].
However, an agile switching fabric is not enough to enable agile optical networking. Another major challenge is that transmission impairments and dynamics result in
instability and uncertainty. In today’s static network, these uncertainties are masked
away through over-provisioning of system margins. Moving towards a dynamic network would enable tighter margins, which would enable a more efficient network, but
also raises major challenges. In a dynamic network, longer transparent transmission
distances, higher bit-rates, and more closely spaced wavelength channels have dramatically increased the sensitivity to physical layer impairments. Further, when channels
are added/dropped dynamically in an agile network, the wavelength dependent gain
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or tilt in the EDFAs causes power coupling effects among the channels [19–25]. This
causes further instability and uncertainty in the system, making dynamic networks
harder to predict and control.
A cross-layer architecture, in which the switching and control of the optical network is performed via knowledge of physical layer impairments and communication
with the higher networking layers, has been largely accepted in the research community as a promising approach to successfully enable network dynamism [26–28]. A key
enabler of cross-layer networking is the ability to perform optical performance monitoring [29–31] of various impairments in a cost and energy efficient way. To that end,
techniques have been developed to monitor the major optical performance metrics,
including ONSR [32, 33], polarization mode dispersion [34], and chromatic dispersion
[35]. Since the accurate measurement of one type of impairment may be effected by
the presence of another type of impairment, techniques to isolate and measure multiple types of impairments simultaneously have also be created [36, 37]. Furthermore,
another technique for characterizing physical layer impairments is the photonic timestretch enhanced recording (TiSER) oscilloscope [38–41] which provides the real-time
digitization of high-speed signals, and can extrapolate the optical packets’ BER on a
message timescale to allow for dynamic cross-layer interactions.
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In the sections below, existing work on three different types of cross-layer networking element architectures are summarized: wavelength switching, sub-wavelength
switching, and optical grooming. When used together, different granularities of switching combined with the decision to switch in the optical or electrical domain, enables
a hybrid switching architecture that can utilize bandwidth more efficiently than any
single type of switching architecture [42, 43]. Hybrid switching may be the most appropriate architecture in a heterogeneous traffic environment, in which different data
requires different coding, modulation format, bit rate, bandwidth, and performance
requirements. For instance, small, bursty data flows may best be handled using electronics or sub-wavelength switches, while the larger ”elephant” flows are best handled
using wavelength switching mechanisms.

2.2.1

Dynamic Wavelength Switching Networks

A crucial enabling device for dynamic wavelength switching networks [44–56] are reconfigurable optical add-drop multiplexers (ROADMs) [17], which are designed to enable
remote configuration of wavelengths at any node. The first-generation ROADMs imposed certain constraints in reconfigurability and automation, requiring a great deal of
manual intervention at the add/drop nodes. However, later generation ROADMs, uti-
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lizing large optical cross-connects, have managed to achieve colorless, directionless, and
contention-less functionality, making it fully software reconfigurable [17] and enabling
it support flexible and gridless multi-fiber operations.
However, an agile switching fabric is not enough to enable agile optical networking.
To maintain stability and acceptable ranges of quality-of-transmission (QoT) in the
presence of transmission impairments, translucent architectures, which utilize a limited
number of regenerators to be sparsely deployed across the network, have emerged as
a potential candidate [57] to enable cost and energy efficient dynamic networking.
Translucent networks [58, 59] bridge the gap between between fully transparent optical
networks and opaque networks [60], which performs expensive electrical-to-optical-toelectrical regeneration at every hop.
Translucent architectures require a limited number of regenerators to be sparsely
deployed across the network. This is done using a routing and regenerator placement
(RRP) algorithms [61–74] in wavelength-routed networks, and a RRP and dimensioning
(RRPD) algorithms [75] in sub-wavelength switching networks. Using a QoT estimator
and a pre-specified minimum signal QoT performance (QoTth ), below which the signal
is considered beyond the receiver?s sensitivity, these algorithms can determine the impact that physical layer impairments will have on the optical signal, and eventually, the
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feasibility of establishing a connection between two network points[76, 77]. Traditionally, QoT models are based on two main methods, namely the numerical calculation of
the OSNR [78] , and the analytical or experimental evaluation of the Q-factor [79, 80];
both these figure-of- merit have a direct relation to the signal bit-error-rate (BER) [81].
The adverse effect that physical layer impairments (e.g., amplified spontaneous
emission noise (ASE), polarization dependent loss (PDL), chromatic dispersion (CD),
polarization mode dispersion (PMD), cross-phase modulation (XPM), self-phase modulation (SPM) and four wave mixing (FWM)) have on DWDM systems due to fiber
loss, dispersion and non-linearity, drives research to develop analytical models to accurately predict their impact [31]. However, these models are still not mature enough (in
terms of both accuracy and computational efficiency), and hence, it is necessary to consider a penalty margin (e.g., 2dB extra as OSN RP EN ) when determining an adequate
OSN Rth . Since a tight adjustment of OSN RP EN may cause a number of connections
to be over-estimated (i.e., establishment of unfeasible connections), network operators
wishing to guarantee stringent OSNR levels have to set higher OSN RP EN values; this
in turn leads to a high number of under-estimations, and hence, to an over-provisioning
of regenerators [76]. Under these circumstances, the lack of real-time feedback from the
physical layer results in an overuse of costly, power-consuming regenerators. Moreover,
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a fixed penalty margin may still result in strong network performance degradation, as
many physical layer impairments are time-varying and can be affected by a wide range
of higher-order time scale phenomena such as temperature variations, voltage drifts,
component degradations and network maintenance activities [82–84].
Therefore, in order to ensure efficient and robust operation in dynamic optical networks, a range of architectures and techniques for enabling impairment-aware dynamic
switching [85–97] have been proposed to enable restoration and resiliency capabilities
[98–104].

2.2.2

Dynamic Sub-Wavelength Switching Networks

Certain traffic may benefit from finer granularity switching, which can provide greater
network efficiency. Sub-wavelength switching [105, 106] offers an all optical approach
to enable finer granularity switching. The granularity may range from larger flows
[18, 107] and bursts [75, 108–114] to small, nanosecond packets [115–121]. In subwavelength switching, the routing and regenerator placement problem is different from
that of a wavelength switching network.

In contrast to the classical RRP prob-

lem found in WSON, where there exists a one-to-one correspondence between optical
path/connection and electrical regenerator, in sub-wavelength switching networks the
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access to the signal regenerators is, like any other resource, subject to statistical multiplexing. Therefore, it is required the introduction of an additional dimensioning phase
which eventually extends the problem to the joint routing and regenerator placement
and dimensioning (RRPD) problem [75].
Unlike traditional electronic packet switching, optical sub-wavelength switching
faces challenges in transmission impairments and dynamics that result in network instability and uncertainty. To address this, numerous fast packet protection schemes
[122–124] have been developed; some of these techniques offers QoS-awareness that provides different levels of protection for different classes of packets [125, 126]. Additional
techniques such as all optical multi-casting [127] and packet-granularity wavelength
conversion [128, 129] have further increased the network efficiency.

2.2.3

Dynamic Optical Grooming

Dynamically reconfigurable and flexible grid elastic optical networks can provide greater
spectral efficiency, flexibility, and intelligent resource utilization. These dynamic optical networking capabilities are promising solutions for achieving scalability, as well as
cost and energy efficiency. Extensive network dynamicity however can lead to spectrum
fragmentation, which reduces spectrum utilization efficiency [130]. Hence, the capabil-
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ity of rearranging channels in a fragmented spectrum is a requirement. Techniques to
mitigate this issues has traditionally involved either using expensive electronic grooming [131–134] or a combination of spectrum defragmentation algorithms [135, 136],
integer linear programming solutions [137–139], and wavelength conversion schemes
[140, 141].
Another approach that can enable spectrum defragmentation and thereby reduce
wavelength blocking is optical grooming [130, 142, 143]. This technique involves using
nonlinear optical effects to combine multiple incoming data streams (of the same or
different modulation format) into a single outgoing data stream (of a different and
higher order modulation format), which has a data rate equal to the sum of the incoming stream data rates. The optically groomed signal may then be sent through
a wavelength converter to shift the signal to any available wavelength for spectrum
defragmentation. Optical grooming has the advantage of being able to simultaneously achieve reduced wavelength blocking and increased spectral efficiency. This is
especially useful for network in-casting traffic, a many-to-one network communication
pattern that suffers from major bottlenecks at the aggregation node [3, 144].
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3
Dynamic Wavelength Switching
Optical Networks and Test-beds
This chapters provides an overview of the work done in this dissertation on enabling
dynamic optical networking on the wavelength switching granularity. We present an
architecture for a dynamic, wavelength-switching networking element that utilizes realtime performance monitoring data of the optical layer to enable cross-layer communication and control. Testing and experimental validation of this element requires
a suitable metro-scale test-bed that is programmable and can support integration of
real-time measurement devices and cross-layer control systems. To that end, the GENI
test-bed [45] and the extensions made to it to enable dynamic, cross-layer control are
34

described in this chapter.
Furthermore, we details two different experimental demonstrations showcasing the
optical performance monitoring enabled dynamic wavelength swtiching functionalities.
The first experiment shows QoS-aware video streaming over the GENI test-bed through
optical power monitoring of the transmission wavelength and cross-layer feedback control of the power level. The second experiment extends the performance monitoring
capabilities to include real-time monitoring of OSNR and polarization mode dispersion (PMD). These experiments represent a key step toward realizing next generation
optical aggregation networks that can engage physical layer monitoring and switching
technologies in a cross-layer way.

3.1

Global Environment for Network Innovation (GENI)
Test-bed

The GENI test-bed [45] provides a virtual laboratory for networking and distributed
systems research and education. It is well suited for exploring networks at scale, thereby
promoting innovations in network science, security, services and applications. As shown
in Figure 3.1, GENI allows experimenters to obtain compute resources from locations
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around the United States. Experimenters may connect with compute resources using
Layer 2 networks in topologies best suited to their experiments, and they may also
install custom operating systems and software on these compute resources. Furthermore, users may program how the GENI network switches handle traffic flows for their
experiment. Experimenters may also run their own Layer 3 and above protocols by installing protocol software in their compute resources and by providing flow controllers
for their switches.

Figure 3.1: GENI provides access to hundreds of widely distributed resources including
compute resources such as virtual machines and network resources such as links, switches
and WiMax base stations.

The GENI test-bed is divided into slices, which allows multiple experimenters to
independently run multiple experiments at the same time. A GENI slice is a unit of
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isolation for experiments. Only experimenters who are members of a slice can make
changes to experiments in that slice. A slice functions as a container for resources
used in an experiment. GENI experimenters add GENI resources (compute resources,
network links, etc.) to slices and run experiments that use these resources. An experiment can only use resources in its slice. Moreover, a slice serves as a unit of access
control. The experimenter that creates a slice can determine which project members
have access to the slice.
This chapter describes the extensions made to the GENI test-bed to enable realtime cross-layer communications based on physical layer measurements. Specifically,
we detail the major contributions of two GENI projects. The Embedded Real-time
Measurement (ERM) project [145] aimed to design and implement a cross-layer enabled network element called the ERM Box, which provides embedded real-time measurements from the GENI physical layer, and utilizes these measurement capabilities
to enable cross-layer communication and control. A metro-scale experimental demonstration of the ERM Box functionalities was demonstrated using GENI resources. In
addition, the Integrated Measurement Framework (IMF) project [146] aimed to create
a unified GENI-wide control plane that can enable an entire network of ERM Boxes,
as well as other GENI network elements, to share real-time performance measurement
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data and to pass cross-layer communication and control messages amongst each other.
Both the ERM and IMF projects required a suitable GENI sub-network for testing and integration of our real-time measurement and cross-layer control subsystem.
We chose the Breakable Experimental Network (BEN) [46], a metro-scale optical testbed located in North Carolina. As shown in Figure 3.2, BEN connects together four
point-of-presences (PoPs) in a bidirectional ring topology: University of North Carolina at Chapel Hill (UNC), Duke University, North Carolina State University (NCSU),
and the Renaissance Computing Institute (RENCI). BEN allows researchers to have
unrestricted access to all networking layers, from physical layer to the application
layer. Each PoP shares the same network architecture consisting of a Polatis switch
[147] on the physical layer, an Infinera Digital Transport Node (DTN) [148] that provides circuit-oriented connections up to 10 Gb/s per wavelength, a Cisco 6509 [149]
that provides reconfigurable switching/routing capability for finer granularity access
to the bandwidth on the IP layer, and a cluster of IBM Blade servers [150] tied together with a Juniper EX3200 switch [151]. The accessibility of BEN’s network layers
makes it a suitable platform to explore cross-layer network architectures. Furthermore, the Polatis fiber switches can monitor channel optical power and the Infinera
DTN can measure BER. The real-time measurement subsystem can then leverage these
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performance-monitoring capabilities to extract physical layer information and transmit
them through the IMF control plane.

Figure 3.2: The Breakable Experimental Network in North Carolina is a GENI network
that supports unrestricted access to all networking layers, and thus provides a suitable
platform to explore cross-layer network architectures.

3.2

Embedded Real-Time Measurement (ERM) Network Element Architecture

The first step in the ERM project was to access and evaluate GENI requirements for
real-time access to measurement data across a diverse set of networking infrastructures.
Interfacing the various available performance monitors in each networking equipment to
the central GENI control framework and to the access points of the GENI researchers
may lead to several major challenges. First, depending on the number of available
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performance monitors, the number of required interfaces might become very large,
leading to a vast overhead in design. Also, designing the interfaces requires detailed
knowledge about the control mechanisms of each performance monitor and of how
measurement data is exported. Because of the very nature of the substrates, which
mainly employ commercial equipment, this information might not be publicly available
to every researcher (or GENI partner) to the necessary extent. Some abstraction
is highly desired. Furthermore, a certain amount of editing and preparation of the
measured data prior to the delivery to the researcher could be desirable, e.g. if not
all information is required, if only part of the measured data is requested, if control
signals should be derived, or if the researcher is only allowed to view part of the available
measurements. Finally, extensibility of the measurement framework and manageability,
e.g. the slivering by the control framework, of all (or only a subset of) PMONs is
difficult if each PMON has to be controlled individually.
Therefore, rather than interfacing every performance monitoring device within the
substrate directly with the control framework and the experimenter, we proposed an
unified measurement framework (UMF). The UMF represents a universal measurement platform, which can be accessed by the control framework and the researcher
via a limited number of well-defined interfaces. As shown in figure 3.3, The UMF will
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specifically require interfacing between three separate and distinct GENI components
- the substrate, the control framework, and the researcher:
Substrate-from/to-UMF: The UMF must be able to interface with the substrate
and the substrate components, i.e. its performance monitors, in a bidirectional and
relatively fast manner. The substrate-to-UMF signals will allow for the acquisition of
measurement data, while the UMF- to-substrate control signals will be used to configure the monitors, for example communicate the required sampling rate, measurement
threshold levels, data exchange format, and so on. When the substrate’s physical measurement parameters change, the measurement signals should be brought up directly
to the UMF depending on the researcher-defined update rate. In addition, these interfaces with the substrate should be data format transparent: the substrate data format
should not affect the way in which the UMF interfaces with the physical layer monitors. Thus, a number of different drivers have been developed for different performance
monitors in the network.
Control framework-to-UMF: The UMF must be able to interface with the control
framework to reserve and provide an experimental slice for the GENI researcher in a
unidirectional manner. The slice reservation speed is not as time critical as compared
to the substrate measurement collection speed. The UMF should also be able to process
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multiple measurement data as required by the control framework.
Researcher-from/to-UMF: The UMF must be able to interface with the GENI researcher and its network architecture framework in order to export the measurements
and to deduce control signals. This interface must be bidirectional and medium fast,
with its timing constraints depending on the measurement parameter, its purpose,
and the abstraction level as defined by the experimenter. Furthermore, the researcher
should be able to request precisely which data measurements should be monitored and
stored. For example, if the researcher is primarily concerned with the physical layer’s
BER performance, the UMF should prioritize this measurement.
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Figure 3.3: Schematic of interaction between performance monitors of substrate, unified
measurement framework (UMF), control plane, and GENI researcher.

The UMF may be realized in an external hardware unit incorporating NetFPGAs
[152] for time-demanding measurements, Ethernet-, GPIB-, or serial ports for nontime-demanding measurements, and a server for storage. One important consideration
is that the measurement framework hardware should be extendable over time. For
example, the first stage may be a computer with a NetFPGA, then subsequently a
next- generation 10G-NetFPGA within a bigger server to store more data, etc. The
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software and drivers within the UMF must be compatible and reconfigurable when
hardware is improved or expanded.
Figure 3.4 shows the architecture of a robust, universally deployable, NetFPGAbased UMF implementation, which we call the ERM Box. Specifically, this implementation utilizes a NetFPGA Cube system, which consists of a hardware control plane
and a software control plane. The hardware control plane further comprises of a NetFPGA development board that can be used to program drivers to communicate with
GENI networking infrastructures and their corresponding performance monitors; ethernet, general purpose input/out (GPIO), USB, and serial connections are supported.
The software control plane consists of a computer that interfaces with the NetFPGA
development board using the Extensible Markup Language-based remote procedure
call (XML-RPC) protocol. The software control plane allows each ERM Box to communicate with the GENI-wide IMF control plane (see Section 3.3), which enables the
ERM Boxes to be accessed by the GENI control framework and researchers, and also
allows a network of ERM Boxes to share real-time performance measurement data and
enable cross-layer communication and control.
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Figure 3.4: The ERM Box consists of (1) a hardware control plane that utilizes a
NetFPGA development board to interface with multiple performance monitors at a GENI
node and (2) a software control plane that uses the XML-RPC protocol to enable the
ERM Box to communicate with the GENI-wide IMF control plane, which connects ERM
Boxes to the GENI control framework and researchers.
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3.3

Integrated Measurement Framework (IMF) Network Control Plane

IMF is an extensible component-based architecture aimed at serving the experiment
data collection needs of GENI users. It provides an abstraction of measurement capabilities available within the GENI substrate by allowing experimenters to measure
properties within the substrate, such as physical layer attributes (e.g. optical or RF
power) and performance parameters (e.g. BER, packet loss, CPU utilization) through
a unified measurement interface. IMF interoperates with the GENI control framework
in order to instantiate appropriate measurement functions into the slice and provide
authorized access to these measurement functions by user tools. IMF also interoperates
with GENI storage services in order to store experiment data long term.
As shown in figure 3.5, IMF operates in an environment consisting of multiple
sites, where each site belongs to a single administrative domain and contributes some
resources to the GENI infrastructure. Each site possesses a physical or virtual management network. The sites’ management networks are linked together by commodity
Internet, which also provides connectivity between the elements of the control framework, IMF, and users. The users of the system are GENI experimenters. At a user’s
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request, the control framework creates an experiment slice by instantiating a set of
slivers of resources from multiple sites and interconnecting them. The created slice
has a data plane, which reflects the topology desired by the user for the experiment.
Further, IMF manages the measurement plane of the slice, providing measurement
functions to collect, store and distribute the measurement data from a wide range of
network infrastructures used in the slice. These capabilities are made available to the
user through the Experimenter Tool. There are several types of consumers of measurement data: (1) user/experimenter tools existing outside the slice (ET), (2) in-slice
functions that operate on the measurement data and react as per their functionality,
possibly in order to provide cross-layer communication and control, and (3) storage
functions that collect and store the measurement data for later retrieval. IMF provides
authenticated access and enforces policy-based access to the measurement data.
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Figure 3.5: IMF is an extensible component-based architecture that provides experiment data collection and cross-layer communication and control across an entire GENI
slice. IMF manages the measurement plane of an experimenter slice, providing measurement functions to collect, store and distribute the measurement data from a wide range
of network infrastructures used in the slice.

IMF is distributed across multiple sites such that a site can have none, one, or
more instances of IMF. Figure 3.6 shows the component architecture of IMF and how
it serves as a control plane connecting multiple ERM Boxes at a single GENI site with
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the GENI control framework, experiment control tools, in-slice storage, and other IMF
instances. IMF consists of two primary functionalities: (1) handling the measurement
collecting, distribution, and storage from each ERM Box, and (2) enabling control of
the underlying networking equipment by the GENI control framework and researchers.
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Figure 3.6: IMF component architecture. IMF serves as a control plane connecting
multiple ERM Boxes at a single GENI site with the GENI control framework, experiment
control tools, in-slice storage, and other IMF instances. IMF consists of two primary
functionalities: (1) handling the measurement collecting, distribution, and storage from
each ERM Box, and (2) enabling control of the underlying networking equipment by the
GENI control framework and researchers.

The measurement handling is facilitated via a mature set of XMPP standards [153]
and existing software implementations defining and implementing Publish/Subscribe
(PubSub) functionality. Considering the potentially large number of users, who can be
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interested in diverse subsets of measurement data generated in a slice, PubSub offers
scalability advantages over other approaches. Using PubSub, a consumer registers
interest (subscribes) only to the measurement data it is interested in and receives this
data at the frequency that the data is generated, thus removing the need for explicit
polling by data consumers.
The main functions of the XMPP server are to maintain and allow authorized
updates of the published information structure, interoperate with common GENI authentication mechanisms to authenticate users of the measurement data, and maintain
and consult authorization policy storage to provide policy-based access control to the
published measurement data. Moreover, the main functions of the PubSub module
are to translate information between the physical topology of the substrate and virtual
topology of the slice, as perceived by the user and experiment control tools, manage
publish requests created by the control framework and interface with the ERM Boxes,
and manage user subscribe/unsubscribe events.
Furthermore, IMF enables control of the underlying networking equipment by the
GENI control framework and researchers via the substrate environment control module. Its functionalities are similar to the PubSub module, but are applied to network
equipment control as opposed to measurement data collection.
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IMF, with its measurement collection and substrate control capabilities, enables
experimenters to establish a proper environment for the experiment in the substrate and
to further tweak the network resources and/or devices to test the functionalities of their
experiments. For example, in an optical environment, a programmable attenuator may
reduce the optical signal power on a given link to help test a new FEC implementation.
These experiment environments may be manipulated at the start of an experiment for
initial setup, or they may be dynamically altered during an experiment based on realtime data obtained from a network of ERM Boxes.

3.4

QoS-aware Video Streaming Experimental Demonstration

In order to validate the capabilities of the ERM Box and IMF control plane, we experimentally demonstrate a video streaming application across the BEN network. Many
emerging applications require novel ways to support video streaming, which is predicted to account for more than 90% of consumer IP traffic by 2014 [2]. Some of these
new video applications, such as telemedicine and business teleconferencing, will require
much more stringent quality-of-service (QoS) guarantees than those offered today, while
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other applications may have more tolerant reliability constraints. Video streaming has
previously been demonstrated over various optical network architectures [116], such as
optical packet-switched networks. Furthermore, impairment-aware traffic engineering
[26] and QoS-aware packet protection mechanisms [154] have also been shown on experimental optical test-beds. However, this demonstration is one of the first integrated
cross-layer communication platforms involving all networking layers that demonstrates
the advantages of using physical-layer impairment compensation and QoS-awareness
to stream videos through an optical network.
We add cross-layer communication and control capabilities to BEN by integrating
it with the SILO service-oriented architecture [155] and a NetFPGA-based ERM Box.
Dynamic optical power fluctuations introduced to BEN are either compensated using
a semiconductor optical amplifier (SOA) or the lightpath is rerouted to ensure that
a video requiring high QoS retains its fidelity. For comparison, a video requiring
lower QoS is transmitted without impairment compensation or rerouting and suffers a
noticeable degradation in quality.
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3.4.1

SILO Service-Oriented Inter-networking Architecture

As shown in Figure 3.7, SILO is a flexible, service-oriented architecture designed to explore the future Internet [155, 156]. It is a framework for a non-layered inter-networking
architecture in which complex communication tasks are accomplished by combining elemental functional blocks in a configurable manner. SILO takes a holistic approach
to network design, allowing applications to work synergistically with the network architecture and physical layers so as to meet the application’s needs within resource
availability constraints. It is also already positioned to take advantage of hardwarebased performance-enhancing techniques such as embedded real-time measurement
based cross-layer optimization.
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Figure 3.7: SILO a framework for a non-layered inter-networking architecture in which
complex communication tasks are accomplished by combining elemental functional blocks
in a configurable manner.

The fundamental building blocks in the SILO framework are so-called services. A
service is a well- defined and self-contained function performed on application data,
and addresses a separate, simple and reusable function. Hence, the architecture provides a much finer granularity than current protocols, which typically embed complex
functionality. Each service provides an upper and lower data interface (as in today’s
layered approach), but also provides control interfaces, which are referred to as knobs.
Finally, each service provides a list of partial ordering constraints with respect to other
services. Beyond these constraints, any set of services can be composed into a stack
(i.e. a silo) in any order. A method is an implementation of a service that uses a spe-
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cific mechanism to carry out the functionality associated with the service. Ideally, a
silo structure and all related state information persists for the duration of a connection.
A control agent is an entity residing inside a node, which is responsible for composing a silo for an application stream, and appropriately adjusting all the service- and
method-specific knobs. Composing a silo refers to determining the subset of services
it contains, their order in the stack, and the method implementing each service.
With respect to cross-layer communication, the SILO architecture can be viewed
to ”operate in layers, control across layers”. Services and methods are required only to
provide a minimal interface, hiding internal details. Whereas traditional protocols are
only required to provide invocation methods (APIs), protocols in the SILO architecture
are required to provide a minimal control interface as well. Beyond this, the methods
can be designed and implemented in isolation. As the control agent has a unique view
into the knobs of every method in the silo and can embody all the integrated control
concerns, cross-layer (or, more appropriately, ”cross-service”) can become part of the
architecture.
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3.4.2

Experimental Demonstration

As shown in figure 3.8, the ERM Box is implemented on a NetFPGA Cube system,
which is composed of a general-purpose processor and the NetFPGA development
board. The software component enables higher-layer protocols and networking equipment to communicate with the optical layer. In this experiment, we use the XML-RPC
protocol to interface with the higher layer services defined by SILO. More specifically,
SILO services can use these predefined XML-RPC calls to control a SOA. Furthermore,
the NetFPGA-based hardware component provides the flexibility to actuate a variety
of devices in the optical layer. In this experiment, the hardware component consists of
an SOA controller that can control the gain of a SOA. The SOA resides on a printed
circuit board (PCB) that contains a MAX 3656 laser driver. The amount of current
driven by the laser driver, which controls the gain of the SOA, is further controlled by a
50-kΩ digital potentiometer that is housed on a prototype board. The SOA Controller
uses a set of general-purpose input/output (GPIO) pins on the NetFPGA to control
the gain of the SOA based on the XML-RPC commands directed from the higher layer
services in SILO.
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Figure 3.8: A NetFPGA-based ERM Box enables cross-layer communication between
the optical layer and higher network layers defined by SILO. In this experiment, SILO
services use predefined XML-RPC calls to communicate with a NetFPGA-based SOA
controller that can control the gain of a SOA.

Figure 3.9 shows how SILO and the ERM Box are integrated into BEN to demonstrate QoS-aware video streaming from the UNC PoP to the RENCI PoP. The ERM
Box is integrated into the physical layer of BEN between the UNC and RENCI PoPs,
sharing the same lightpath as the Polatis switches. Also inserted into the same lightpath is a variable optical attenuator (VOA), which is used to introduce a controlled
power fluctuation via a Matlab script. Figure 3.10 shows a picture of the insertion of
the ERM Box into the RENCI PoP for this demonstration.
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Figure 3.9: QoS-aware video streaming is demonstrated over BEN using the SILO
service-oriented architecture and a NetFPGA-based ERM Box. When optical power
fluctuations are introduced in the network, videos that require higher QoS retain its
fidelity through optical power compensation or rerouting. While impairment-aware routing based on optical power is used in this experiment as an example to highlight the
advantages of SILO and the optical control plane, this cross-layer architectural design
can be extended to other types of network protection and restoration schemes.

At the UNC PoP, a video source is streamed through the SILO Application Gateway, which wraps the video stream packets into SILO packets and forwards them
through four SILO services. The packet dropping service can selectively drop packets,
and it is not used at the transmitter (UNC PoP). The measurement collector service on
the transmitter side retrieves optical power from specified ports on the Polatis switches
through a XMPP PubSub server. Based on the measured power, the SOA controller
service regulates the amplification of the SOA via the ERM Box to compensate for the
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power loss due to the VOA and to stabilize the port power. If the power fluctuation is
greater than the 11 dB that the SOA can compensate for, the interface switch service
switches the output from the SOA-protected path through Eth0 to an alternative path
through Eth1. Note that all video packets pass through the four SILO services, but
the power compensation mechanisms are deactivated for videos requiring only a low
QoS.
As the video packets are transmitted to the RENCI PoP, they first pass through the
Infinera DTN, which applies forward error correction (FEC) on the incoming packets to
correct errors introduced by physical-layer impairments. Using FEC, the DTN ensures
that the video packets will either be error-free, or it will enter a failure state with the
lightpath shutdown. For the sake of the demonstration, we need to ensure that the
lightpath never shuts down due to power fluctuations, and continuously streams the
video regardless of the signal degradation. To achieve this, we make sure that the VOA
does not introduce a power fluctuation of more than 25 dB. Then, the measurement
collector service on the RENCI side retrieves the pre-FEC BER of the incoming packets
from the DTN, and the packet dropping service drops a percentage of received video
packets proportional to the pre-FEC BER.

60

Figure 3.10: Integration of NetFPGA-based ERM Box into the RENCI PoP of the
BEN network.

Figure 3.11(a) shows the received power level of a video requiring low QoS, which
has power compensation deactivated. The full range of power fluctuation is 10 dB
(between -7 to -17 dBm), which is equal to the attenuation that is set by the VOA.
Figure 3.11(b) shows the received power level of a video with a higher QoS requirement.
In this case, the power fluctuation is ensured to fall within 3 dB (between -10 to -13
dBm). Figure 3.12(a) shows a screenshot of a noticeably degraded video requiring low

61

QoS, while figure 3.12(b) shows a screenshot of a video requiring a higher QoS, which
shows no degradation.

Figure 3.11: Measured optical power on SOA-protected path of video requiring (a) low
QoS and (b) high QoS.

Figure 3.12: Screenshots of (a) degraded video requiring low QoS and (b) video requiring high QoS with protection mechanism enabled.
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3.5

Multi-Impairment-Aware Dynamic Switching and
Restoration Experimental Implementation

In the previous sections of this chapter, we have presented a generalized architecture
for a dynamic, wavelength-switching networking element that utilizes real-time performance monitoring data of the optical layer to enable cross-layer communication and
control, and we have further experimentally demonstrated using this node architecture
to enable optical-power-aware routing. In this section, we extended the capability of
the monitoring to include optical signal-to-noise ratio (OSNR) and polarization mode
dispersion (PMD).
Specifically, we experimentally demonstrate an optical network node with OSNR
measurement capabilities on three individual wavelength channels (or lightpaths), and
PMD performance monitoring on a single lightpath. Through the cross-layer enabled
control plane of the node, these measured impairments are communicated to higherlayers (e.g., IP or electronic layer) where the decision to restore a particular channel
is based on the service requirement imposed by the particular application using the
lightpath. For instance, lightpaths carrying a high-definition video data will require
a stringent transmission quality and cannot tolerate degradation of the optical signal.
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On the other hand, services which may require low latency but not high signal quality need not be restored. The proposed cross-layer node can explore such trade-offs
based on the application using the lightpath connection and dynamically determine
which lightpath needs to be restored. We also demonstrate the online switching of the
lightpath corresponding to a link failure. These cross-layer capabilities can potentially
increase bandwidth utilization and improve network energy efficiency.

3.5.1

Multi-Impairment-Aware Optical Network Node

Figure 3.13(a) depicts the architectural overview of the proposed cross-layer enabled
optical node consisting of the (i) optical performance monitoring (OPM) and the (ii)
control modules. It interfaces with both an electronic layer (not shown) and an optical
switching layer (referred to as data plane in Fig. 1(a)), which, in certain embodiments,
may consist of an optical switch with regeneration modules for each wavelength. The
OPM module consists of various optical performance monitoring devices, such as OSNR
and PMD monitors. A tunable wavelength filter is used to select the desired channel
for obtaining impairment measurements, which are performed in a round-robin fashion.
The control module contains middleware for communicating with a heterogeneous set
of devices in the OPM module and data plane. It can be programmed in software
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to dynamically control the optical switching layer based on information received from
both the optical and the higher (electronic) layers.

Figure 3.13: Architectural design of multi-impairment-aware optical network node (a).
Example 1: Assuming an initial configuration of 3 lightpaths in a mesh network of crosslayer-enabled nodes (b), node 5 selectively restores λ1 only, which has degraded OSNR
(c). Example 2: Assuming an initial configuration of λ1 in the mesh network (d), node
5 dynamically switches the lightpath to bypass the link with significant PMD (e).

Figure 3.13(b) illustrates a mesh network of cross-layer enabled optical network
nodes with three lightpaths set to an initial configuration. As shown in the figure
3.13(c) scenario, en route to common destination node 4, all three nodes pass through
node 5. However, the path interconnecting nodes 5 and 6, which is only taken by λ1,
introduces OSNR degradation. The OPM module in node 5 can differentiate the OSNR
values among the three lightpaths, and select only λ1 to be regenerated. Being able to
perform regeneration selectively is a functionality that can save on unnecessary regen-
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erations involving expensive OEO conversions. In this experiment, we demonstrate this
functionality of the cross-layer optical network node, by restoring a degraded lightpath
with a semiconductor optical amplifier (SOA), rather than using an OEO regenerator.
In order to demonstrate another example of the cross-layer node?s advanced functionalities, consider the initial lightpath configuration for λ1 depicted in figure 3.13(d).
When the link between nodes 4 and 5 is impaired with PMD (figure 3.13(e)), the OPM
module in node 4 detects this impairment and notifies the control software. When the
PMD impairment surpasses the threshold set by the application level service requirement of the data on λ1, the control plane of node 4 communicates with that at node
5 which then switches the lightpath to an alternative link.

3.5.2

Experimental Demonstration and Results

The experimental set-up of the cross-layer enabled optical node is shown in figure
3.14. Three wavelengths of light are modulated using NRZ-OOK modulation format
at 10 Gbit/s with 231 -1 PRBS. The wavelength switching fabric of the data plane is an
Optoplex 3-port ROADM, which can be used to drop one of the three wavelengths to
a Polatis fiber switch, while allowing the other two wavelengths to pass through. The
Polatis switch is further connected to an optical restoration setup and an additional
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lightpath for bypassing the PM fibers if triggered by the control module.

Figure 3.14: Experimental setup of a single multi-impairment-aware optical network
node to demonstrate (i) selective restoration based on measured OSNR degradations on
three lightpaths and (ii) dynamic wavelength switching based on measured PMD readings
on a single lightpath.

The OPM Module can simultaneously monitor OSNR and PMD using a 14 -bit delay
Mach-Zehnder DLI. The two ports of the DLI provide constructive (Pconst ) and destructive (Pdest ) interferences. The ratio

Pconst
Pdest

is proportional to OSNR for OSNR values

less than 35 db. The constructive port of the DLI is connected to a PIN-TIA, which
is further connected to an RF spectrum analyzer to measure the 10-GHz clock tone
power of the signal. This clock tone power has been shown to be inversely proportional
to the differential group delay (DGD) of the incoming signal, thereby enabling PMD
measurements. The OPM module monitors all three wavelengths by controlling a 0.22
nm bandwidth tunable filter before the input of the DLI. An EDFA is placed before
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the filter to ensure constant power going into the DLI for consistent measurements.
Moreover, the control plane is software programmed to control the data plane based
on optical performance metrics received from the OPM module.

Figure 3.15: Real-time measurement results of

Pconst
Pdest

ratio, which is directly propor-

tional to the OSNR, over all three lightpaths. Only λ1 is introduced with OSNR degradation. With restoration mechanism turned off, the OSNR of λ1 drops steadily. With
restoration mechanism activated, λ1 is dynamically switched to an SOA-based restoration
path to improve the OSNR once the

Pconst
Pdest

ratio falls below 12.

In order to demonstrate selective restoration, a gradually increasing OSNR degradation was introduced only on λ1. This variable degradation is achieved by using two
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variable optical attenuators at the input and output of an EDFA. Constant output
power at the output of the second attenuator is maintained. Figure 3.15 plots the realtime measured

Pconst
Pdest

values for the three different wavelengths. Since λ2 and λ3 have

acceptable OSNR values, they are not restored. In the case where selective restoration
is not active, the OSNR on λ1 drops proportionally with the introduced degradation.
However, when the restoration mechanism is activated, the control plane will dynamically switch λ1 to the optical restoration path, thus increasing its OSNR to acceptable
levels.
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Figure 3.16: 10-GHz RF clock tone power used as an indicator of DGD. Decreasing
clock tone power indicates greater levels of PMD in the link. Switching occurs to a
protected path when DGD falls below a predetermined critical level of -62 dBm.
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Figure 3.17: BER improvement after switching from a path with 50-ps DGD to a
protected path with no DGD. The 50-ps DGD incurs approx. a 1.3 dB power penalty.

Next, in order to demonstrate dynamic wavelength switching, periodically-varying
PMD impairments was inserted into a link. For the case when dynamic switching is
disabled, the measured PMD metric of λ1 will follow the periodic pattern, as observed
in figure 3.16. When dynamic wavelength switching is enabled, the measured PMD
metric of λ1 will fall with increasing levels of impairment until the measured clock
tone power is less than -62 dBm. Once this threshold is reached, the control plane
will switch the wavelength to another path to bypass the impaired link. Figure 3.17
plots the BER curves for λ1 after going through a path with 50ps of DGD, and for the
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unimpaired switched path. Approximately 1.3 dB of power penalty was incurred for
path having 50-ps DGD.

3.6

Closing Remarks

In summary, this chapters provided an architecture for a dynamic, wavelength-switching
networking element that utilizes real-time performance monitoring data of the optical layer to enable cross-layer communication and control. Using this architecture,
two different experiments were run to validate the cross-layer communication mechanism between the physical and higher networking layers. The first experiment showed
QoS-aware video streaming over the GENI test-bed. When optical power fluctuations
were introduced in the network, videos that required higher QoS retained their fidelity
through optical power compensation or lightpath rerouting. This demonstration used
optical-power-aware routing as an example to highlight the advantages of the proposed
cross-layer architectural design. The second experiment demonstrated an optical network node with OSNR measurement capabilities on three individual wavelength channels (or lightpaths), and PMD performance monitoring on a single lightpath. The light
path with a highly degraded OSNR was selectively chosen to be restored via an am-
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plifier, while the remaining light paths bypassed the restoration. Furthermore, a light
path assumed to carry data with highly stringent transmission quality was dynamically
switched to an alternative path once the existing path became highly impaired with
PMD.
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4
Dynamic Sub-Wavelength
Switching Optical Networks and
Test-beds
This chapter provides an overview of the work done in this dissertation on enabling
dynamic optical networking on the sub-wavelength switching granularity. We extend the cross-layer enabled network element architecture from Chapter 3 with subwavelength switching capability. Sub-wavelength granularity encompasses larger flows
and bursts to small, nanosecond packets. To support dynamic switching, regeneration,
adding/dropping, and control decisions on each individual packet, the cross-layer en-
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abled node architecture needs to be enhanced to provide much more precise timing and
control. The OPM module needs to support performance monitoring on the packetlevel. The speed of the OPM technique used in this work [36] is primarily limited by the
processing speeds of the power meter equipment and of the communication interface.
Higher speed electronics and greater electronic integration can enable OPM monitoring on the order of hundreds of nanoseconds [154]. Further, the switching plane needs
to support nanosecond switching of optical packets. This work utilizes a SOA-based,
wavelength-stripped switching architecture [117] that can meet this requirement. Additionally, the control plane of the cross-layer node needs to be able to provide precise
timing to ensure packet-level monitoring and control. To that end, this work enhances
the cross-layer node with a FPGA-based control plane that provides hardware-based
clocking and control.
Using this enhanced cross-layer node architecture, three different experiments are
run to validate the feasibility of enabling high-speed sub-wavelength level cross-layer
communication and control. The first experiment uses real-time OSNR monitoring to
create a QoS-aware packet protection mechanism. The other two experiments demonstrates dynamic regeneration, switching, and packet dropping decisions for (i) a scenario, in which different packets traverse different paths and incur different amounts
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of impairments, and (ii) a scenario, in which a link periodically experiences a failure
and the incoming packets can autonomously be switched to an alternative path.

4.1

QoS-aware Cross-Layer Packet Protection Testbed Architecture

In this section, we describe a bidirectional cross-layer packet-level signaling architecture
that allows optical performance monitoring measurements to affect network routing algorithms, and utilize the architecture to enable packet protection scheme. IP-layer QoS
attributes can flow down the network stack and become encoded directly in the optical
packets to influence optical switching, and OPM measurements can be transmitted
upward. The ability to realize fast, real-time performance monitoring of the physical layer allows for these integrated packet-timescale OPM subsystems to efficiently
execute routing. Using the proposed cross-layer optimized networking environment,
accounting for applications’ QoS will help create QoS- aware protocols within a dynamically adaptable optical network.
The proactive packet protection switching scheme uses OPM measurements as an
indication of degraded data streams. The switching mechanism is also triggered by the
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QoS class encoded in the optical packet. A degraded signal quality is detected (here,
a low OSNR is measured) and the protocol sets a predefined performance threshold
below which rerouting is actuated to prevent the loss of important data streams. The
degraded optical packets making up a high-QoS data flow are discarded. A cross-layer
control signal is propagated backwards to the source node if transmission is successful;
the lack of the control signal notifies the source to proactively change the flow’s path,
rerouting the data stream on a parallel protection path. The QoS-aware nature of the
protocol allows data flows with high-QoS, low-OSNR optical packets to be proactively
identified and rerouted on the protection path, while low-QoS (regardless of OSNR)
and high-QoS, high-OSNR messages are forwarded to the destination.
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Figure 4.1: Architecture of a physical-layer implementation of one optical network node
incorporating the OPS fabric, OPM modules, and the cross-layer logic.

Figure 4.1 provides a diagram of the network node architecture for the physical
layer. Here, we use a custom switch design to realize a new cross-layer receiving node
(figure 4.2), which uses a dedicated OPM subsystem that measures the optical signal
quality in real-time. At the output of the switching fabric, the optical packets are
sent to the cross-layer node such that the optical signal’s QoT can be calculated on a
packet-by-packet basis. Thus, both the message-level signal impairments and packetencoded QoS classes can act as inputs in the network routing decision and enable
impairment-aware packet switching protocols.
As shown in figure 4.2, the OPM is realized as a fast OSNR monitor, which measures
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the OSNR on a message basis to ultimately allow packet-level control and rerouting of
a data stream using the packet protection switching protocol. The OSNR is assessed
using a 14 -bit Mach-Zehnder DLI, designed to support several modulation formats at
10 Gb/s, in conjunction with a high-speed FPGA. The OSNR monitoring method is
independent of other physical-layer impairments, such as CD and PMD. The two discrete ports of the DLI provide constructive (Pconst ) and destructive (Pdest ) interference,
respectively. At the output of the 41 -bit DLI, the constant phase relationship during a
single bit yields constructive interference over

3
4

of the bit period. The signal’s OSNR

is proportional to the ratio of Pconst divided by Pdest . Since the phase relationship between consecutive bits is not crucial to this monitoring method, multiple modulation
formats can be supported. The 14 -bit DLI has a free spectral range (FSR) that is four
times the bit rate, thus the majority of the power is transmitted to the constructive
port. The noise signal is evenly distributed between the two output ports. With a
decreasing measured OSNR value, Pdest increases greater than Pconst as a result of the
random noise.
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Figure 4.2: Cross-layer receiver node designed and used in this experimental demonstration; insets show photographs of the major realized hardware components, including
(a) the OSNR monitor and (b) the cross-layer SOA-based switch.

In order to monitor the OSNR at a packet timescale, the OSNR monitor uses the
DLI in conjunction with a high-speed FPGA. At the output of the switching fabric,
the cross-layer receiving node filters a portion of one of the eight payload channels
comprising the egressing wavelength-striped optical packet and transmits the filtered
signal to the DLI. The values of Pconst and Pdest are then determined from the two
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output ports of the DLI, each of which is connected to a power meter. The FPGA
obtains the two power values at the packet rate and the high-speed logic performs
the online processing to evaluate the

Pconst
Pdest

ratio to determine the packet’s OSNR on

a packet timescale. The calculated OSNR value is then compared to a performance
threshold. If the minimum value is met, the FPGA generates an electronic gating
signal that is the length of the packet and transmits the pulse to a SOA-based crosslayer switch that is controlled by a complex programmable logic device (CPLD). The
switch simultaneously extracts the QoS from the wavelength-striped packet’s header
using a fixed wavelength filter and optical receiver. Using both the packet’s QoS level
and OPM-based QoT signal from the FPGA, the CPLD ultimately makes a routing
decision to switch or discard packets as per the proactive protection scheme. This
is accomplished by appropriately gating the SOA in the cross-layer switch. Low-QoS
packets and high-QoS, high-OSNR packets may be forwarded to the final destination
port, while high-QoS, low-OSNR optical packets are discarded and rerouted on the
parallel alternative path.
To demonstrate the packet protection switching scheme, the OSNR monitoring
system is implemented on a multi-terabit capacity 4x4 cross-layer enabled OPS fabric
test-bed [117]. The test-bed is based on a multistage Banyan design, using two parallel
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OPS fabric entities to allow a path diversity of two between the source and destination
nodes. The basic element is a 2x2 non-blocking photonic switching element (PSE).
The PSE comprises of discrete macro-scale commercially available components such as
passive optical devices and couplers, fixed wavelength filters, 155 Mb/s low speed PIN
photodetectors, SOAs, and electronic circuitry. Each PSE has four SOAs organized in
broadcast and select topology to act as low-power and fast (sub-nanosecond switching
speeds) gating elements. The SOAs support a wide range of transmission frequencies,
different data formats, and packet-rate granularity. The PSE’s routing control logic is
implemented distributedly and is programmable by using CPLDs located within each
PSE.
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Figure 4.3: Structure of the wavelength-striped optical packet format, showing the
temporal shape of the packets (y-axis: wavelength, x-axis: time). This representative
timing diagram shows three different packets with varying QoS levels and OSNR levels,
with varying number of address bits and payload channels.

The 2x2 PSE supports wavelength-striped optical packets, comprised of both packetrate control headers and high-speed modulated payload information. As shown in figure
4.3, the control signals, which are either set high or low for the entire packet duration,
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are used to denote the presence of a packet (via the frame signal), as well as for routing through the switching fabric (via the address signals) and for QoS encoding (via
the QoS signals). In the experimental demonstration described in the next section,
the eight payload wavelength channels are modulated at 10 Gb/s (per wavelength), in
order to support 8x10-Gb/s wavelength-striped packet streams.

4.2

QoS-aware Cross-Layer Packet Protection Experimental Demonstration

4.2.1

Experimental Setup

As shown in figure 4.4, the proactive packet protection mechanism is experimentally
validated by using the described cross-layer receiver and fast OSNR monitor realized
at the output of a 4x4 optical switching fabric test-bed. The test-bed here uses two
parallel optical packet switches (a three-stage switch in conjunction with a two-stage
switch) to provide a two-fold path diversity, yielding a main routing lightpath and an
alternate protection route. Messages are routed across each optical packet switch entity
based on the wavelength headers encoded in each individual packet. The fabric testbed is comprised of ten 2x2 PSEs that are composed of discrete, individually-packaged
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optical and electrical components.
To demonstrate the packet routing and protection functionalities, a predetermined
experimental pattern of 810-Gb/s wavelength-striped optical packets is generated and
injected into one port of the implemented fabric. The packets have differing high and
low OSNR values. The payload wavelength channels are created using eight discrete
continuous-wave (CW) distributed feedback (DFB) lasers. The DFB lasers range from
1540.1 nm to 1558.3 nm, to explicitly showcase the broadband transparency of the
optical switching design. The minimum spacing between two adjacent payload channels
is 100 GHz.
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Figure 4.4: Experimental setup, depicting the generation of the high- and low-OSNR
optical packets, photographs of the optical switching fabric, and the setup of the packet
protection scheme system. The setup requires one FPGA device that is used both to
implement the logic in the cross-layer node and to act as a high-speed electronic signal
generator creating the optical packet sequence.

All eight channels are passively multiplexed onto a single-mode fiber using an optical
coupler and are concurrently modulated using a single LiNbO3 amplitude modulator
that is electrically driven by a high-speed pulse pattern generator (PPG). The PPG
generates a 10 Gbit/s with 231 -1 PRBS in a NRZ-OOK format, modulating the eight
channels simultaneously. The resulting multi-wavelength payload information is then
decorrelated using 25 km of single-mode optical fiber and passively multiplexed into
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two identical streams to create the dedicated high-OSNR and low-OSNR data streams
that will be required for experimentally monitoring the OSNR at the output of the
fabric. The low-OSNR data streams in the input pattern are generated by degrading
the OSNR of the low-OSNR stream using an optical attenuator, followed by a SOA,
which amplifies the signal to the original value while concurrently providing a certain
amount of amplified spontaneous emission (ASE) to yield sufficiently degraded OSNR
packets. The dedicated high-OSNR data stream is not transmitted through this OSNRdegradation setup, thereby resulting in sufficiently high OSNR for those packets. Note
that the gating pulses for the high-OSNR and low-OSNR data streams do not overlap;
only one of the OSNR SOAs is gated on at a single time. This yields a pattern sequence
of both high-OSNR messages and low-OSNR messages, with two different QoS classes,
which is injected in one active port of the switching fabric test-bed to demonstrate the
protection scheme.
The control header signals are generated separately using six other CW-DFB lasers
at the required frame, address, and QoS wavelengths for routing. The frame signal is
located at 1555.75 nm and the four address signals range from 1531.12 nm to 1550.92
nm. Each of the control header bits, as well as the high-OSNR and low-OSNR payload
data streams, are then transmitted to separate external SOA devices which gate the
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continuous streams into discrete wavelength-striped optical packets.
Furthermore, the experimental setup requires one FPGA, that serves two important
roles: (1) to realize the cross-layer logic and OSNR calculation within the Cross-Layer
Receiving Node, and (2) to generate the optical packet sequence (i.e. to act as the highspeed electronic signal generator connected to the gating SOAs). Using one FPGA
ensures that all the electronic signals and components are synchronized to a common
clock throughout the experiment. The source for the optical ack pulses is a separate
DFB laser at 1541.1 nm, which is transmitted to a SOA for gating by the FPGA.
The appropriate gating SOAs’ outputs are multiplexed together using a passive optical
coupler. The created sequence of 810-Gb/s wavelength-striped optical packets contains:
a constant one-bit frame signal; the appropriate optical address encoding to route the
optical messages transparently end-to-end on the test-bed using both parallel packet
switches; a QoS control header denoting the high or low QoS class designated to the
optical packet; and a combination of high and low OSNR multi-wavelength payloads.
The packet durations are determined by the recovery times of this initial, discretecomponent experimental implementation of the fast OSNR monitor and are limited
primarily by the processing speeds of the power meter equipment and of its communication interface. The system here supports 18-ms packet lengths within 20-ms duration
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time slots. Future integrated setups will allow for even more rapid OSNR measurements; ideally, we would aim to realize a monitoring system with sampling times (i.e.
optical packet lengths) on the order of hundreds of nanoseconds.
Optical packets that are passed by the cross-layer node logic at the output of the
switching fabric are experimentally analyzed using an optical spectrum analyzer (OSA)
and high-speed communications signal analyzer (CSA). The packet examination setup
incorporates a tunable grating filter to select one 10-Gb/s payload channel of the packet
for system analysis and verification, which is sent to an erbium-doped fiber amplifier
(EDFA), a second optical tunable filter, and then to a variable optical attenuator
(VOA). The packet is then transmitted to a DC-coupled 10-Gb/s PIN photodiode and
transimpedance amplifier, followed by a limiting amplifier (RX). The electrical signals
are transmitted to a bit-error-rate tester (BERT) that is synchronized with the PPG
and the fast pattern-generating FPGA. The FPGA also generates an electronic gating
signal that allows the BERT to be gating for BER testing over the length of the packets.
The packets were gated for over 85% of their duration.
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4.2.2

Results and Discussion

As shown in figure 4.5, the multi-wavelength optical messages are injected in the switching fabric and then propagate to the cross-layer receiving node. The primary (red) and
alternate protection (blue) paths through both parts of the switching fabric, showing
the lightpaths taken by the optical packets in the overall system. One should note that
the primary path uses the upper, three-stage optical packet switch (with three SOA
hops), while the alternate path uses the lower, two-stage optical packet switch (with
two SOA hops). When a degraded OSNR is measured after a packet takes the primary
path, the message can then be retransmitted on the secondary path. By allowing the
packet to propagate through one fewer SOA device, improved OSNR performance may
be achievable at the output.
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Figure 4.5: Block diagram showing the transparent lightpaths taken by the wavelengthstriped optical packets as they propagate through the switching fabric and cross-layer
node. The primary routing path (red) and the alternate routing path (blue) are provided.

Using the BERT and packet-analysis system outlined above, we confirm error-free
transmission of all packets at the output of the fabric and cross-layer node. The
BER measurements verify that BERs less than 10−12 are obtained on all eight payload
channels. Thus, the system here achieves error-free operation without needing to use
any forward error correction (FEC) techniques. The power penalty performance for the
experimental system is evaluated for the optical packets egressing from the three-stage
switch (i.e. the worst-case path). Figure 4.6 provides the 10-Gb/s sensitivity curves
for one payload wavelength channel (λ = 1556.5 nm). The back-to-back measurements
correspond to the optical packet prior to injection in the fabric. The experimental
system is seen to incur a 2-dB power penalty (taken at a BER of 10−9 ), which includes
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the three-stage switch and the cross-layer node. The 10-Gb/s input and output optical
eye diagrams corresponding to the fabric input and output are provided as insets in
figure 4.6.

Figure 4.6: Sensitivity curves for the experiment; dashed line/unfilled points refer to
the back-to-back measurements and solid line/filled points correspond to the through
measurements. Insets show the 10-Gb/s optical eye diagrams.
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4.3

Dynamic Sub-Wavelength Switching and Regeneration Optical Network Test-bed Architecture

In the previous sections of this chapter, we have described a cross-layer packet protection scheme that utilizes real-time OSNR monitoring to control a SOA-based optical packet switching architecture. In this section, we describe an architecture for
a more generalized Cross-Layer Optical Network Element (CLONE) used for the dynamic management of physical layer impairments in the network. The CLONE concept
arises as a result of the ever growing traffic demand and rising challenges of controlling
it, which dictate the need for the development of innovative architectures able to provide dynamic, intelligent interaction between network layers. We envision the CLONE
network model as a promising, integrated platform that leverages emerging physical
layer technologies and systems to allow for introspective access to the optical layer.
Hence, CLONE-enabled networks will facilitate the retrieval of various types of realtime OPM measurements which can then be used to achieve greater energy efficiency
and optimized network performance.
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Figure 4.7: Packet-switched CLONE: A system level description indicating the bidirectional information flow between the control, OPM and data planes.

CLONE architecture: Figure 4.7 depicts a modular, generalized description of
a CLONE. Featuring a bidirectional cross-layer signaling scheme between the data,
OPM, and control planes, the CLONE enables real-time physical layer measurements
to affect, for example, re-routing, dropping or regeneration decisions on a per packet
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flow basis. Furthermore, utilizing a distributed, high-speed field-programmable gate
array (FPGA)-based optical control plane, which allows CLONEs to communicate
with each other, local OPM metrics can be efficiently disseminated across a network
of CLONEs.
OPM plane: As to the OPM plane, we propose a dedicated OPM device per
input port, embedded directly within the optical layer. OPM is performed over one of
the channels carrying actual packet-rate data. Since future integrated OSNR monitors
are expected to allow for ultra- fast measurements (e.g., hundreds of ns), we envision
OPM systems able to monitor ultra-fast, packet-rate channels. The OPM plane may
consist of a set of sub-systems able to monitor a comprehensive range of PLIs such as
OSNR, PMD and CD. In fact, PMD is also random and time-varying, and hence, PMD
monitoring is crucial to manage highly reliable, ultra-high speed OTNs. For example,
in [24], authors experimentally investigate an OPM technique that extracts PMDinduced signal degradation from the sum including degradations induced by others
(e.g., OSNR, CD and XPM) in high speed optical links.
Control plane: The CLONE control plane consists of a local control plane for
each node, as well as a global control plane that provides centralized control across the
entire network. The local control plane provides header processing and table lookup
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for each incoming optical packet. Further, it supports real-time OSNR measurement
on a per packet granularity by using an FPGA for precise timing control. The local
control of each node passes the OSNR information to a global control plane, which
calculates the link losses across the different nodes and uses this information to make
real-time switching and regeneration decisions.
As future work, the CLONE control plane can be extended to the OpenFlow control framework [157]. However, there are major differences between OpenFlow and the
CLONE control. In OpenFlow, the data plane is abstracted into flow tables. Packets
entering a particular switching node will have its header examined by the local flow
table, which will decide which output port to route the packet. Any dynamic reconfiguration of the routing algorithm requires updating the flow tables of the switching
nodes from a centralized OpenFlow controller. In the CLONE network, each CLONE
node cannot be abstracted into just a flow table. Enabling switching and regeneration
decisions based on real-time impairment monitoring requires a local control plane at
each node that can perform the processing necessary for fast OPM measurement, as
well as a global control plane that can calculate the link losses and make a globally
optimal decision.
Data plane: Finally, at the data plane, we assume a translucent node architecture
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which is based on semiconductor optical amplifier (SOA) technology and has a switching fabric configured as tune-and-select. It must be noted, however, that regenerator
pools are only available at selected CLONEs in the network, and that their location
and size is determined by the RRPD algorithm.

4.4

Dynamic Sub-Wavelength Switching and Regeneration Optical Network Experimental Demonstration

In this section, we describe two experiments that are conducted using a 3 CLONE
node test-bed. As shown in figure 4.8, each CLONE node consists of a 2x2 photonic
switching element, a fast OSNR monitor for each input port to the PSE and the control
plane.
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Figure 4.8: Schematic of the CLONE node implemented experimentally.

Photonic Switching Element (PSE): The PSE comprises of discrete macro-
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scale commercially available components such as passive optical devices and couplers,
fixed wavelength filters, 155 Mb/s low speed PIN photodetectors, SOAs and electronic
circuitry. Each PSE has four SOAs organized in broadcast and select topology to act
as low-power and fast (sub-nanosecond switching speeds) gating elements. The SOAs
support a wide range of transmission frequencies, different data formats and packet
rate granularity. A Xilinx CPLD is programmed with the routing truth table and
gates the appropriate SOA based on the relevant inputs (output address port, OSNR
information, QoS, etc.). In case of contention, one of the optical packets is dropped as
there is no buffering capability.
The PSE supports wavelength striped optical messages and can achieve high aggregate bandwidths by using WDM. Each wavelength striped message consists of data
modulated at high speeds (10 Gb/s, 40 Gb/s, or higher) onto payload wavelengths and
a set of dedicated wavelengths encoding the control information (frame, address for
different nodes) at lower data rates. At the leading edge of each incoming packet at
the PSE, fixed wavelength filters and low speed optical receivers extract the control
wavelengths for decoding by the CPLD. The CPLD then uses the header information
along with the OSNR information/other info of the packet to make the routing decision for that particular packet. The payload data is passed transparently by the SOA
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gate. This experiment requires 300 ms long packets for accurate OSNR measurement.
However, encoding a single bit per time slot in this case is too low frequency for the
correct detection by the photodetectors. To overcome this issue, control information
is encoded at 4 bits per time slot of 200 µs. Bit sequence “1110” is used to represent
1 and “0001” 0. The rising edge of a synchronized clock which, at any given timeslot,
has a bit sequence of “0011” is used by the CPLD to decode the control headers.
OSNR monitor: The OPM module used in this experiment is a packet-level
OSNR monitor. OSNR is estimated using a 14 -bit delay MZI based monitoring technique that supports multiple modulation formats and is independent of other physical
layer impairments such as CD and PMD at 10 Gb/s. One output port of the MZI
gives the constructive interference power (Pconst ) and the other port the destructive interference power (Pdest ). The free spectral range of the 14 -bit-delay MZI is 4 times the
bit rate; consequently most of the signal power goes to the constructive port whereas
the noise power is distributed equally to both ports. With increasing ASE power (i.e.,
decreasing OSNR), Pdest increases faster than Pconst due to random phase of the noise
and thus, the ratio

Pconst
Pdest

is proportional to the OSNR.

At each input port of the PSE, a portion of the signal is tapped off to the OSNR
module. The WDM signal is amplified and one 10 Gb/s payload channel is filtered
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and transmitted to the DLI. The two output ports of the DLI are connected to power
meters that measure the constructive and destructive powers. A synchronized high
speed FPGA triggers polling of the power meters once during each packet time slot.
The power values are passed onto the software control which calculates the OSNR
online and compares it to some preset threshold values to determine the routing decision
(forward as is, regenerate, drop, or re-route). The OSNR module in this demonstration
is built with discrete commercially available components, the processing times of which
limit the packet size to a minimum of 300 ms. Note that significantly faster OSNR
sampling times (on the order for hundreds of nanoseconds) can be achieved in the future
by using integrated OSNR modules consisting of DLI and high speed photodetectors
on chip.
Control plane architecture: Each of the three CLONE nodes has a local control
plane. This consists of a CPLD, which makes optical packet switching and regeneration
decisions based on the packet header and real-time measured link loss of the path that
the packet will traverse. The link loss information is computed by a software-based
centralized control plane that collects real-time OSNR measurements from the local
control planes of each node. To measure the OSNR of each incoming packet, the local
CP consists of a software program that probes two power meters for the optical powers
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of the constructive (Pconst ) and destructive (Pdest ) ports of the DLI. An FPGA is used
to trigger the software in order to ensure that power measurement is made precisely
when a packet is entering the node. The FPGA is also used to count the number of
packets entering the node, being dropped at the node, and being regenerated at the
node. In this experiment, the three CLONE nodes share a common FPGA due to
resource constraints, but there are three independent local control planes implemented
on this single FPGA.
Experimental Overview: A predetermined pattern of wavelength striped optical
packets is injected in to the testbed (figure 4.9(a)) to demonstrate the feasibility of the
CLONE concept via two experiments. Each experiment is run twice on the same testbed to compare the performance benefits of the CLONE approach over the STATIC one
using metrics such as total packet loss, number of packets regenerated, packet loss due
to contention, etc. The STATIC network represents the existing network architecture
that does not utilize real-time OPM feedback control. For the STATIC implementation,
the OSNR monitoring functionality is used solely for tracking the metrics; all routing
decisions are made without any awareness of the PLIs.
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Figure 4.9: (a) Experimental set-up for demonstration of the CLONE functionalities,
with photograph of the test-bed (b) test-bed setup for experiment 1 (c) test-bed setup
for experiment 2.

The wavelength striped packets are generated using the following set-up. The payload channels are created using eight discrete continuous wave distributed feedback
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lasers. The wavelengths used range from 1540.1 nm to 1558.3 nm with minimum
spacing of 100 GHz between adjacent channels to ensure that there is no crosstalk.
The payload wavelengths are multiplexed together onto a single-mode fiber with a
WDM passive multiplexer and modulated simultaneously with 10G data using a single
LiNbO3 amplitude modulator. The modulator is driven by a high speed pulse pattern
generator which creates the 10G 215 - 1 pseudo-random bit sequence NRZ-OOK data
signal. The payload is decorrelated using 25 km of single-mode optical fiber (SMF-28)
and passively split to two identical data streams for creating dedicated high OSNR data
stream and a variable OSNR data stream later in the set-up. The OSNR degradation
set-up consists of two VOAs with an EDFA in between. The EDFA introduces ASE
into the data streams, degrading the OSNR while the attenuators maintain constant
signal power. Constant input signal power is necessary for accurate OSNR measurements and operation of the SOAs in the non-linear regime. Three OSNR thresholds
(forward as is, regenerate and then forward, and reroute or drop) are required for this
demonstration and the VOA settings needed to generate three distinct OSNR values
are determined experimentally. The control header signals are generated separately
using four other CW-DFB lasers at the required frame and address wavelengths. The
FPGA gates individual SOAs to encode some predetermined packet sequence onto the
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headers and the payloads. The payloads are then passively combined with their respective headers to create a complete wavelength striped message. The same FPGA is
used for creating the packet sequence and the control plane. This ensures that all the
electronic components are synchronized to the same clock and monitoring can be done
accurately.
We use a three node test-bed to conduct two experiments, one that emulates input data streams with varying OSNR (as if coming from different length paths), and
a second experiment where a physical link varying OSNR is emulated. In both experiments, real-time OSNR monitoring and fast control plane data dissemination is
experimentally validated, thus enabling the network of CLONEs to optimize the use
of regeneration resources as well as to improve network performance by dynamically
adapting to varying PLI conditions.

4.4.1

Experiment I

Experiment I setup: In this experiment, the OSNR degradation set-up is placed at
location 1 (see impairment generation block in figure 4.9(b)) so that the OSNR of the
packets entering the network is varied but the link loss between nodes is maintained to
be fairly constant. This emulates packets from various sources arriving at the regener-
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ation site (CLONE node 1). In this small-network scenario, all packets traversing the
regeneration site are set to be received at the output port 0 of CLONE node 3. High
OSNR data streams, introduced into the network via CLONE node 2, are also set to
have a final destination of output port 0 of CLONE node 3 to create contention for
limited resources.
The control plane at node 1 uses the measured packet OSNR and the link loss
between node 1 and node 3 to determine what the OSNR of the packet will be at the
next node, that is, node 3. The CP compares the predicted OSNR value with the OSNR
thresholds to make a routing decision for the next packet. The VOA settings of the
OSNR degradation set-up (determined experimentally beforehand) is varied cyclically
so that the variable OSNR packets entering the network can be classified as: (i) OSNR
 OSNRth and can be received error-free without regeneration; (ii) OSNR < OSNRth
but can be received error-free with 3R regeneration; and (iii) OSNR  OSNRth and
cannot be received error free even after regeneration. Based on this categorization,
the routing decision for CLONE node 1 is forward as is, regenerate and forward and
drop respectively. In the STATIC case implementation, the CP has no real-time PLI
awareness and a penalty margin is used; consequently all packets traversing node 1
are dimensioned to be regenerated (i.e., as if the RRPD algorithm had determined so
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off-line).
Experiment I results: The results of this experiment are reported in figure 4.10.
The accumulated number of flows that are either forwarded, regenerated, or dropped,
in the network is reported as a function of the experiment running time. In addition,
the black curve displays the state of the control plane which varies according to the
actual quality of the input data stream (see color stream over the top x-axis). For the
sake of this experiment, the input stream quality is varied cyclically every 10 ms using
the VOA configuration. As seen in the figure, the first good quality stream lasts for less
than 10 ms due to the manual delay between starting the two programs that control the
VOAs and that collects the results. The plot demonstrates the ability of a CLONE node
control plane to use real-time OSNR measurement and updated link information (which
remains fairly constant in this iteration) to make a regeneration decision, thereby
providing substantial energy savings. Actual regeneration, however, is not implemented
in this experiment due to hardware limitations and timing synchronization issues. By
reacting according to the CP states, CLONE node 1 can decide whether to forward,
regenerate or simply drop a particular flow. It can be seen that by dropping flows that
cannot be received error free, CLONE node 1 prevents them from propagating through
the network and contending with high OSNR packets at output port 0 of CLONE
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node 3, thus noticeably improving packet loss performance with respect to that of the
STATIC network. Note that in STATIC these ghost flows still contend with good
OSNR flows to access output port 0 at node 3. Note that to drop a packet, the CPLD
sends a gating signal to the appropriate SOA and switches it off for the duration of the
packet. Note also that since both packet streams (flows) are identical but Data2 has half
the load of Data1 , half of the time Data1 flows make it to the output port 0 of node 3,
whereas the remaining time Data2 flows contend and both streams have to be discarded.
This is also the reason why only half the ghost flows generated in the STATIC case make
it to the output port 0 of node 3. Note that these flows have to be eventually discarded
due to low signal quality, which means that they have unnecessarily contended for the
network resource. Therefore, we experimentally show that for identical traffic streams,
a CLONE implementation results in fewer regenerations and reduced packet flow loss.
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Figure 4.10: Total number of flows and CP state as a function of the accumulated
experiment running time. Over the top x-axis the status of the input traffic stream is
shown (good-forward, impaired-regenerate, failed-drop).

4.4.2

Experiment II

Experiment II setup: This experiment highlights the inter-node control plane communication functionality in a CLONE network (see figure 4.9(c)). The OSNR degra-
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dation set-up is placed at location 2 to vary the link loss across node 1 and node 3
periodically between three levels: (i) negligible, (ii) medium and (iii) high. Two high
OSNR packets streams are introduced into the network at nodes 1 and 2. In this scenario, all packets ingressing the network at node 1 have the same final destination and
the shortest path is via node 3 output port 0. An alternative path for these packets is
via node 2 output port 0. Packets injected at node 2 are set to have a destination of
node 2 output port 0, and then final destination at node 3 output port 1. Hence, the
only port in the three node network test-bed where contention can occur is at node 2
output port 0, when flows are re-routed via node 2.
In the CLONE implementation, the global control plane uses the OSNR measurements of packets at node 1 and node 3 to create a link loss information table which is
updated every n number of packets transmitted across the link. Since similar OSNR
packets are injected into node 1, the routing decision at the node is mainly affected
by the current link status. When the link loss is minimal, most packets are forwarded
as is since the predicted OSNR > OSNRth ; for a few packets the predicted OSNR <
OSNRth and these are regenerated and then forwarded. When link loss is medium, the
packets are regenerated to ensure that they can reach node 3 with OSNR > OSNRth .
When link loss is very high, packets cannot be transmitted across it while maintaining

110

OSNR > OSNRth . In this case, the CP is able to identify this link failure and re-route
the packets to an alternate path via node 2 where they contend with the other data
stream for the same output port. After a pre-set time interval, packets are allowed to
use node 1 to node 3 link again and the routing decisions are made assuming minimal
link loss. After n packets have been transmitted across the link, actual link loss is
determined and subsequent routing decisions are made based on the actual link loss
values. In the STATIC case, as in the previous experiment, all packets are regenerated
at node 1 and routed according to the address header.
Experiment II results: The results for this experiment are provided in Fig 4.11.
In this case, the quality of the link between nodes 1 and 3 is periodically modified to
emulate varying link OSNR (see top x-axis). As can be seen from the control plane
state plot, this affects the decisions made by the CLONE control plane at node 1,
which are based on the OSNR measurements disseminated by CLONE node 3 and the
OSNR of the flow itself (maintained to be fairly constant). The link loss is updated
every n flows (where n = 4 in this case) and accounts for a time lag between the change
in link quality and the switching of the CP state. Since similar high OSNR flows are
injected into node 1, the control plane decision is similar for a given link quality. For
example, most of the flows when the link quality is good are forwarded; there are few

111

random flows which have lower OSNR and these are regenerated. These results show
again the efficient use of the regenerations that can be achieved by using the CLONE
approach. In addition, when the control plane detects that the link from node 1 to
node 3 is undergoing a temporary drop in OSNR (thus making transmission inviable),
CLONE node 1 is able to efficiently and successfully re-route all the data through node
2, where it starts contending with Data2 stream for output port 0. Again, since Data2
is half the load of Data1 , only half of the re-routed packets make it successfully to
output port 0.
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Figure 4.11: Total number of flows and CP state as a function of the accumulated
experiment running time. Over the top x-axis the status of the physical link between
nodes 1 and 3 is shown (good-forward, impaired-regenerate, failed-re-route).

In this implementation, each re-route stage is programmed to last for 18 ms; after
that, n flows are allowed to traverse the link assuming minimal link loss and the OSNR
values of these flows are used to calculate the actual link loss. In this case, since

113

the link is still failed, the CP initiates rerouting for another 18 ms. When flows are
allowed to traverse the link again, the link is in impaired stage and the CP starts
regenerating these flows. Thus, the ability to continuously monitor for the link status
and make routing decisions based on that is highlighted. In this scenario, the ability
of the CLONE network to overcome the high losses that can occur during a temporary
link failure, whilst performing an efficient use of network resources, is experimentally
validated.
The two experiments have been conducted in order to analyze two different PLI
degradation scenarios. Whilst experiment I emulates packet flows arriving at a node
with varying OSNR conditions (i.e., as though they were coming from different length
paths), experiment II represents a temporary link failure, thus forcing CLONE nodes to
re-route packet flows during a certain amount of time through an alternate route. We
experimentally validate cross-layer interactivity within the CLONE concept by showing
how forward, regenerate and drop/re-route decisions are taken real-time thanks to a
fast FPGA-based control plane, which uses data collected through real-time OSNR
monitoring.
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4.5

Closing Remarks

This chapter provided an overview of the work done in this dissertation on enabling
dynamic optical networking on the sub-wavelength switching granularity. An enhanced
dynamic switching architecture, featuring a bidirectional cross-layer signaling scheme
between the data, OPM, and control planes, enables real-time physical layer measurements to affect, for example, switching, re-routing, dropping or regeneration decisions
on a per packet flow basis. A distributed, high-speed FPGA-based optical control plane
allows the nodes to communicate with each other. Using this enhanced cross-layer
node architecture, several experiments were run to validate the feasibility of enabling
high-speed sub-wavelength level cross-layer communication and control, demonstrating
OSNR-based packet protection and dynamic packet-level regeneration and switching
functionalities.
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5
Dynamic Optical Grooming
Enabled Optical Networks and
Test-beds
Chapters 3 and 4 examined the design and experimental implementation of a crosslayer enabled network element with wavelength switching and sub-wavelength switching
granularity, respectively. This chapter extends this network element with dynamic optical grooming capability. Grooming of coherent signals in the optical domain within the
network can simultaneously achieve reduced wavelength blocking and increased spectral efficiency. While elastic networking with bit-rate and format flexible transceivers
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have shown promise, here we show an elastic bandwidth technique that enables optical
grooming within the network, without OEO regeneration. This is especially useful for
in-casting, which suffers from major bottlenecks at the aggregation node due to its
many-to-one network communication pattern. In this work, we experimentally studied
optical grooming of two 40 Gbits/sec QPSK signals, which have traversed different distances and were thereby subjected to different impairments, into a single 80 Gbits/sec
16-QAM signal. To perform optical grooming, we utilized a technique that leverages
periodically poled lithium-niobate (PPLN), which can enable coherent multiplexing
of both on-off keying and phase modulated signals. We demonstrated intelligent and
dynamic grooming based on OSNR monitoring of the input signals to ensure error-free
aggregated signals.
Next, to further test the full functionality of this networking element, we leverage
the Test-bed for Optical Aggregation Network (TOAN) located in the University of
Arizona as part of the CIAN project by building a four node network. The links of the
network comprise of distance emulators, which can be used to create the transmission
impairments that accumulate over multiple hops, while only using a single span of
networking equipment. To highlight the capability of this dynamic networking element,
a network disaster recovery scheme is demonstrated on this test-bed.
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5.1

Optical Grooming Node Architecture

Dynamically reconfigurable and flexible grid elastic optical networks can provide greater
spectral efficiency, flexibility, and intelligent resource utilization [15, 158–160]. These
dynamic optical networking capabilities are promising solutions for achieving scalability, as well as cost and energy efficiency. Extensive network dynamicity however can
lead to spectrum fragmentation, the creation of non-aligned and isolated slot-blocks
in the spectrum due to continuously changing connections. The resulting ?stranded?
bandwidth cannot be used for future connections and can lead to increased wavelength
blocking probability. The problem is particularly acute in dynamic flexible grid networks where both spectral continuity and contiguity constraints have to be maintained.
To mitigate this issue, various spectrum defragmentation algorithms [135, 136] and
integer linear programming solutions [137–139] have been proposed. These techniques
typically utilize devices on the physical layer to enable wavelength conversion [140, 141]
or continuous tuning of the transmitted wavelengths [161]. However, the performance
benefits of wavelength conversion and continuous wavelength tuning depend on a variety of factors and, for certain network topologies and traffic patterns, can result in only
marginal gains [162]. One of the determining factors of the effectiveness of wavelength
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conversion is the interference length, which is defined as the expected number of links
shared by two light-paths [162]. Wavelength conversion provides minimal improvements in networks with long interference lengths. Since many optical networks are low
degree networks such as connected rings with limited path diversity, a large number of
connections traverse along the same path resulting in long interference lengths.
One approach that can enable spectrum defragmentation and thereby reduce wavelength blocking, even for long interference length networks, is optical grooming. This
technique involves using nonlinear optical effects to combine multiple incoming data
streams (of the same or different modulation format) into a single outgoing data stream
(of a different and higher order modulation format), which has a data rate equal to
the sum of the incoming stream data rates. The optically groomed signal may then
be sent through a wavelength converter to shift the signal to any available wavelength
for spectrum defragmentation. Optical grooming circumvents the challenges for wavelength conversion posed by long interference lengths, reducing wavelength blocking
instead by grooming multiple signals into the same wavelength. It has the added
benefit of creating a signal with a higher spectral efficiency.
In addition, optical grooming can further be used to enable an efficient in-cast,
which is a communication pattern involving multiple senders concurrently transmit-
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ting a large amount of data to a common receiver, which needs to aggregate all the data
and possibly transmit it to another node. This many-to-one communication pattern
can result in major bottlenecks at the aggregation node [163]. While various efforts
have been made to speed up in-cast communications [3], optical grooming is especially
suitable to enable efficient in- network in-casting, by simultaneously achieving reduced
wavelength blocking and increased spectral efficiency. Further, by leveraging photonic
integration, optical grooming has the potential to achieve high energy efficiency and
low cost, particularly in light of the high cost and energy required in high bit-rate
advanced modulation format transceivers and their signal grooming. Previously, optical grooming of two data streams (42.7 Gb/s RZ and NRZ) to 85.4 Gb/s RZ-OOK
[130, 143] has been shown by using Optical Amplifier Mach-Zehnder Interferometers
(SOA-MZI) that leveraged the combined effects of cross gain modulation and cross
phase modulation. In this work, we demonstrate optical grooming using a technique
that leverages periodically poled lithium-niobate (PPLN), which can enable coherent
multiplexing of both on-off keying (OOK) and phase modulated signals [164]. The
PPLN grooming technique has been demonstrated to generate higher order modulation signals by coherently multiplexing several lower order modulation format signals
straight out of a transmitter [164]. In this section, we demonstrate the optical groom-
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ing of two QPSK signals that have traversed different transmission paths and subjected
to different impairments. These experiments present the possible option of using such
optical grooming in arbitrary locations within the network if the transmission conditions permit. We demonstrate intelligent and dynamic grooming through extension
of a cross-layer enabled optical network element [165] with the PPLN-based optical
grooming module.
When using dynamic optical grooming in the middle of a network, several factors
have to be taken into account. The decision to groom is based on whether: (i) the
incoming signals are traveling to the same destination; (ii) the signals each have sufficiently high quality to ensure error-free optical grooming and (iii) the quality of the
aggregated signal will be high enough for error-free transmission over the remaining
distance.
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Figure 5.1: Cross-layer enabled optical network element extended to include a dynamically reconfigurable optical grooming module. optical grooming plus wavelength
conversion can improve wavelength blocking compared with just wavelength conversion
for high interference length networks.

To enable intelligent and dynamic grooming based on the criteria above, we ex122

tend the capabilities of the cross-layer enabled optical network element by including a
dynamically reconfigurable optical grooming network element, as shown in figure 5.1.
The optical performance monitoring plane (OPM) continuously evaluates the quality
of the incoming signals and reports it to the control plane, which uses these metrics
in conjunction with information on the remaining distance to be travelled to make
intelligent grooming, wavelength conversion, and regeneration decisions.
Figure 5.1 shows the benefits of optical grooming in reducing wavelength blocking
compared to traditional wavelength conversion. Assume one incoming port of the
network element is carrying QPSK signals A and B, and the other port is carrying
QPSK signal C, which is at the same wavelength as signal A. If all three signals share
the same output port, wavelength conversion methods would change either signal A or
C to a different wavelength in order to prevent wavelength blocking. Optical grooming
resolves the same issue by multiplexing signals B and C into a 16-QAM signal at a
different wavelength, decreasing the interference length of the network. By combining
optical grooming with wavelength conversion, the 16- QAM signal can be shifted to
any available wavelength for spectrum defragmentation.
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5.2
5.2.1

In-Casting Experimental Demonstration
Experimental Setup

The test-bed implementation of the optical grooming enabled node is depicted in figure
5.2. Five wavelengths, two of which are signals that will be groomed under favorable
conditions (S1 and S2), are modulated with 40 Gbits/s pseudorandom bit sequence 231 1 QPSK data and injected into the system via a wavelength selective switch (WSS).
The WSS separates the wavelengths into two different paths so that S1 and S2 can be
impaired independently. S1, and three other wavelengths that emulate network traffic,
traverse over two spans, each consisting of an erbium doped fiber amplifier (EDFA),
single-mode fiber (SMF-28) spool, and WSS for a total transmission of 60km. S2 is
sent into a similar link setup for a total transmission of 42 km. Each path is then fully
dispersion compensated.
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Figure 5.2: Experimental setup to characterize the optical grooming (OG) module when
the input QPSK signals traverse through transmission fiber and incur ASE penalty. A
suitable OSNR threshold is then chosen to enable dynamic optical grooming decisions
based on OSNR monitoring of incoming signals.

The OSNR of each signal is varied by coupling in variable amounts of amplified
spontaneous noise (ASE) into the signal path by using an ASE source and a variable
optical attenuator (VOA). To measure the OSNR of the signals, a 1% tap from each
path is connected to an optical spectrum analyzer (OSA). The 99% taps are each
connected to a WSS that can switch the signal either to the optical grooming module for
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optical multiplexing or to another WSS for wavelength division multiplexing (WDM)
aggregation of the signals from the two different paths. In this experiment, only S1 and
S2 are switched to optical grooming module depending on the OSNR readings from
the OSA; the neighboring channels are always sent to the last WSS which switches all
incoming signals to a common port. The signal of interest is then filtered and sent to
the coherent receiver for analysis and error vector magnitude (EVM) measurements.

5.2.2

Results and Discussions

The system performance of the optical grooming module is characterized by varying
the OSNR of the incoming signals S1 and S2. Specifically, we experimentally characterize the OSNR threshold for which the BER of the groomed signal will be above the
enhanced forward error correction (EFEC); a BER of 2e-3 is used for determining this
threshold. Once characterized, the control plane can use the OSNR threshold and the
OSNR measurements from the OSA to enable dynamic grooming.
Figure 5.3a illustrates the effects of changing the OSNR of S1, while maintaining
high OSNR on S2, on the EVM of the groomed signal. Higher OSNR on the incoming
signal S1 results in a higher quality, lower EVM groomed signal. Furthermore, this
effect was investigated for: (i) transmission on S1 only, (ii) transmission on both S1
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and S2, and (iii) no transmission on either input. All three curves overlap, indicating
that, for a given input OSNR, there is no additional penalty added by transmission.
For high OSNR on S2, the OSNR threshold of S1 for error free aggregation is 18 dB
(Fig. 3a).
Moreover, it was also found that decreasing the OSNR of S2 increases the OSNR
threshold of S1. As shown in figure 5.3b, when the OSNR of S2 drops down to 20 dB,
the groomed signal will not be able to meet the EFEC BER threshold, regardless of
the S1 OSNR. This confirms that the quality of both incoming signals have to be taken
into account when making dynamic grooming decisions.
Figure 5.3c examines the EVM of the received 16-QAM groomed signal while changing the OSNR of the groomed signal. A VOA and an EDFA was used at the receiver
setup to adjust the OSNR of the groomed signal, while maintaining equal power going into the receiver. Higher OSNR on the received groomed signal results in a lower
EVM. This effect was further investigated for (i) transmission on S1 only with a high
S1 OSNR (31.63 dB) and high S2 OSNR and (ii) transmission on both S1 and S2 with
four different S1 OSNR values and a high S2 OSNR. As figure 5.3c shows, when the
OSNR on S1 and S2 are both high, the curves overlap, regardless of transmission. In
these cases, the minimum OSNR of the groomed signal for meeting the EFEC BER
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threshold is 23.5 dB. As the OSNR of S1 decreases, the minimum OSNR threshold for
the received groomed signal increases. This further confirms the fact that the quality
of both signals has to be taken into account when making dynamic grooming decisions.
The penalty for optical grooming is analyzed in figure 5.4a. We first calculate the
expected BER for a 16-QAM signal with the same noise levels of the input QPSK,
as a reference. The penalty is the additional performance degradation added by the
aggregation process. When the input OSNR is below 19.5 dB, the grooming process
is actually improving the signal quality. The nonlinear conversion is less sensitive to
the S1 noise level and therefore some improvement can be seen. When the S1 OSNR
is high (above 19.5 dB), the added noise due to the amplification in the conversion
process begins to limit the performance.
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Figure 5.3: (a) EVM of the aggregated 16-QAM signal changes with OSNR variations
of the input QPSK signals. Adding transmission on the input signals adds no additional
penalty on the aggregation process. (b) Decreasing the OSNR of S2 increases the OSNR
threshold of S1 required for error free aggregation. (c) As the OSNR of S1 decreases
(and S2 OSNR remains high), the minimum OSNR threshold for the received groomed
signal increases. (b) and (c) confirm that the quality of both signals has to be taken into
account when making dynamic grooming decisions.
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Figure 5.4: (a) To evaluate the optical grooming penalty, the inherent change in performance due to change in modulation format needs to be taken into account. When S1
OSNR is below 19.5, the groomed signal actually sees some improvement in quality. (b)
If the OSNR of the input S1 is above 18 dB and S2 has high OSNR, then aggregate.
Otherwise, maintain signals in QPSK.

As shown in figure 5.4b, if S1 has OSNR greater than 18 dB and S2 has high OSNR,
then they can be optically groomed to generate a 16-QAM signal whose quality is above
the EFEC limit. If the input signal falls below 18 dB, then the control plane will trigger
the input signal to bypass the optical grooming module and maintain transmission in
the QPSK format, which can sustain more OSNR degradation. Shown here, the control
plane responds to the monitored OSNR on S1 in order to bypass grooming and ensure
successful transmission using QPSK.
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5.3

Metro-scale Emulation of a Cross-Layer Enabled,
Dynamic Aggregation Network

5.3.1

Test-bed for Optical Aggregation Networks (TOAN)

Chapters 3 and 4 examined the design and experimental implementation of a crosslayer enabled network element with wavelength switching and sub-wavelength switching
granularity, respectively. This chapter has further extended this network element with
dynamic optical grooming capability. Next, to further test how this networking element
would behave in a non-ideal, realistic metro-scale network, we leverage the Test-bed
for Optical Aggregation Network (TOAN) located in the University of Arizona as part
of the CIAN project.
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Figure 5.5: TOAN - CIAN’s optical aggregation network test-bed.

As shown in figure 5.5, TOAN provides a network emulation environment with
multiple programmable network elements, a reconfigurable fiber plant, a customizable
control plane, and a variety of traffic generation mechanisms including Gig Ethernet,
SONET, and WDM. TOAN is unique research-grade test facility that comprises of
both electronic and optical networking equipments. Figure ?? shows the experimental
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setup of inserting multiple cross-layer enabled dynamically reconfigurable CIAN Boxes
along with other optical components to create an accurate emulation platform for a
metro-scale aggregation. The key highlights of this test-bed is detailed below.

Figure 5.6: Experimental setup of a network of CIAN Boxes in TOAN.

Network Topology: First, this test-bed consists of a four-node topology designed
to enable research on agile networking. This is a very large test-bed consisting of
about 20 wavelength selective switches and more than 10 EDFAs. A major challenge
in enabling network agility is that transmission impairments and dynamics result in
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instability and uncertainty, making dynamic networks harder to predict and control.
To study the effects of these transients, each link of this network comprises of a distance
emulator, which can be used to create the transmission impairments that accumulate
over multiple hops, while only using a single span of networking equipment. Therefore,
it is an efficient way to study the transmission effects of a full-scale metro-area network,
without actually building up a metro-area network.
Heterogeneous Transmission Sources: There are a total of 17 wavelengths
injected into the test-bed. One of them is a 40G Dual-Polarization QPSK signal.
Since these signals all traverse through the distance emulator, the quality of the signal
would actually fluctuate over time in a manner similar to what one would examine
in a real multi-hop network. Furthermore, there is also a OFDM signal and multiple
10G OOK signals passing through the test-bed. This test-bed is also connected to the
Fujitsu FlashWave 9500 10G OOK signal.
Implemented CIAN Box Architecture: The CIAN Box implemented in TOAN
consists of three different planes. The first plane is the switching plane. Through
CIAN’s strategic partnership with Calient Technologies, we were able to utilize a
260x260 fiber switch to build a colorless, contentionless, and directionless ROADM
architecture. Purely from switching perspective, this is the most flexible way to build
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the switching plane. However, as transmission impairments and dynamics become more
unpredictable in an agile network, having a CDC ROADM architecture is not enough to
enable dynamic reconfiguration capabilities. On top of the switching plane, an OPM
plane is built to monitor the quality of the optical signals.Two different monitoring
techniques were used: (1) a optical signal-to-noise ratio method and (2) a time stretching BER estimation method. Finally, the third plane is the control plane which takes
OPM data and application-layer information to make agile reconfiguration decisions.
Distance Emulator: To date, experimental studies fall into two categories: recirculating loop transmission experiments and point to point network experiments. The
circulating loop experiments emulate long distance transmission by repetitively looping
the data signals over a set of network elements such as optical switching nodes and
amplifiers. These experiments are excellent at reproducing transmission effects, but
because of the fast repetition, their use in networking experiments for which the switch
configuration changes over time is very limited. The point to point experiments typically consist of optical networking equipment connected by a single or few transmission
spans. While these systems can exploit switching and networking, including control
plane and protocol experiments, they will never stress the transmission performance in
any meaningful way. Individual impairments are often added manually to simulate a
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network event. Neither of these conventional approaches allow for experimental studies of the physical layer control and networking dynamics that are critical for both the
agile wavelength and the optical aggregation architectures.
The distance emulator will incorporate several critical transmission impairments simultaneously in ways that capture the main time dependent phenomena. Prior studies
have shown that the salient effects of self-phase modulation, polarization dependent
loss fluctuations, and amplifier gain dynamics can be realized in a single transmission
span. The magnitude of the effect can be tuned by changing the signal launch powers,
polarization properties in the fiber path and the gain ripple of the amplifiers. Amplifier
noise and dispersion can be introduced on top as needed. They key here is that we are
not trying to study transmission, but instead emulate the known transmission effects
to study their impact on networking. The emulated behavior can be compared directly
against circulating loop results.
By using the resources of a single link distance emulator, it is possible to replicate
the effect of up to 20 hops of transmission. We have characterized distance emulators
using the QoT. As can be expected, the QoT is limited by OSNR at low launch powers
and non-linear effects at high launch powers. As shown in figure 5.7, the main impairments we introduce are: (i) SPM (ii) OSNR degradation and (iii) EDFA transients and
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(iv) polarization dependent loss (PDL). The signal is launched with high powers into a
40Km fiber spool, a distance typical of metro-scale networks. The signal is dispersion
compensated and passed through a tightly coiled polarization maintaining (PM) fiber
to introduce PDL fluctuations. OSNR is degraded by coupling in variable amounts of
noise into the signal. The impaired signal then passes to into a transient controlled
EDFA where transients arise due to dynamic channel add-drop and coupling effects
from PDL fluctuations.

Figure 5.7: Distance emulator setup.
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5.3.2

Network Disaster Recovery Use-Case

To highlight the key capabilities of this experimental setup within TOAN, we demonstrate the ability for the network of CIAN Boxes to perform a network disaster recovery.
Phase I: As shown in figure 5.8, there are initially 4 wavelengths being injected
into the first node, and 13 wavelengths being injected into the middle node. 3 of the
4 wavelength are switching to the top paths, and the remaining one is switched to the
lower path (as shown on the OSA screen capture). Furthermore, the 13 wavelengths
are all switched to the top path as well. Then, a disaster occurs.

Figure 5.8: Network Disaster Recovery - Phase I
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Phase II: As shown in figure 5.9, the first thing that the CIAN Box does is to switch
the 3 wavelengths that were passing straight through the middle node onto the lower
path, in order to go around the disaster-impaired path. When the 3 wavelengths were
switched onto the lower path, it affects the power level of the existing wavelength due
to the transient effects of the EDFA in the distance emulator. While not demonstrated
here, this test-bed can be further extended to monitor the BER of the wavelengths on
a light path and adjust the power levels so that the BER is above a certain threshold
when new wavelengths are added / dropped from the link.

Figure 5.9: Network Disaster Recovery - Phase II

Phase III: As shown in figure 5.10, the CIAN Box then switch the 13 wavelengths
that were locally added in the middle node to the lower path in order to bypass the
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disaster-impaired link. Without a CDC ROADM capability, the transponders of the
add ports are tied to a specific direction, and this dynamic reconfiguration is not
possible. However, with the CDC-capable ROADM architecture, this autonomous
reconfiguration is indeed possible.

Figure 5.10: Network Disaster Recovery - Phase III

Phase IV: Once a large number of wavelengths are switched onto another path,
it significantly increases the chance of wavelength contention. The existing approach
of dealing with wavelength blocking is with wavelength conversion. Alternatively, the
CIAN Box can enable optical grooming to coherently multiplex two QPSK signals
to create a 16-QAM signal on another wavelength. This approach has the benefit of
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gaining the higher spectral efficiency of the higher order modulation format, and also
being able to save on a wavelength, thereby decreasing wavelength blocking probability.

5.4

Closing Remarks

This chapter demonstrated another variation of the cross-layer enabled dynamic network element that is enhanced with optical grooming capability. Grooming of coherent
signals in the optical domain within the network can simultaneously achieve reduced
wavelength blocking and increased spectral efficiency. Intelligent and dynamic grooming based on OSNR monitoring of the input signals to ensure error-free aggregated
signals is demonstrated experimentally. Moreover, in Chapters 3 and 4, experimental demonstration of these cross-layer network elements involved a small network of
these nodes, in which the links were injected with random amounts of ASE. To more
accurately recreate a real metro-area network in a laboratory setting, the links were
replaced with distance emulators. To highlight the capability of this dynamic networking element on an emulated metro-scale, a network disaster recovery scheme is
demonstrated on this test-bed.
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6
Summary and Conclusions

6.1

Summary of Contributions

Today, the two emerging driving forces behind the continued tremendous Internet
bandwidth demand are data center-based applications and Internet-of-Things services.
This fast-paced growth in Internet traffic calls into question the ability of the existing
optical network infrastructure to support this continued growth. The overall optical
networking equipment efficiency has not been able to keep up with the traffic growth,
creating a energy gap that limits the density at which one can pack networking equipment, and thereby making it infeasible to continue using existing networking equipment
to meet the growing bandwidth demand. A redesign of the optical networking platform
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is needed.
Agile, dynamically reconfigurable optical networks have been widely researched
and discussed as a promising approach to address the exponentially growing Internet
bandwidth demand. The author’s primary contribution to this body of work can be
divided into two categories. The first category of contributions is in the design and
implementation of a cross-layer enabled optical networking element that aims to replace
existing static optical networking nodes. This dissertation offered architectures and
experimental demonstration of the networking node for wavelength switching, subwavelength switching, and optical grooming functionalities. The second category of
contributions is in the design and implementation of a network of these cross-layer
elements. To this end, the author has created both a software control plane for the
wavelength switching network node and a FPGA-based control plane for the subwavelength switching network node. Further, in creating a network of these nodes in
a laboratory setting, significant care was given to ensure that the major transmission
impairments that accumulate in a real metro-scale network could be recreated. To this
end, a distance emulation platform was designed and implemented in the lab to serve
as links to connect the cross-layer nodes together.
The author’s earlier works involved the creation of a wavelength switching version
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of the cross-layer network node. The main contribution of this work involved the
experimental validation of deep cross-layer communication across the OPM, data, and
control planes. One version of this node, which can provide real-time optical channel
power monitoring and control, was inserted into the GENI test-bed. A QoS-aware video
streaming application was demonstrated on this test-bed, which utilized the monitored
optical power to provide channel power control on a specific channel to ensure high
QoT for high QoS video applications. Furthermore, this cross-layer network node was
extended to also monitor OSNR and PMD, and a dynamic wavelength switching and
selective restoration mechanism was shown.
Building on top of this earlier work, the author extended the cross-layer network
element to support sub-wavelength switching. Enabling real-time OPM monitoring
and feedback on a packet granularity required very precise timing. To that end, a
FPGA-based control plane was implemented. QoS-aware packet protection and dynamic switching, dropping, and regeneration functionalities were shown in a multi-node
network.
In addition, the cross-layer network node was further extended with dynamic optical
grooming capability. As the aggregation network evolves into a high-radix mesh topology, the ability to optically combine incoming signals at each node has the potential
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to significantly reduce cost and improve network efficiency. The author experimentally studied optical grooming of two 40 Gbits/sec QPSK signals, which have traversed
different distances and were thereby subjected to different impairments, into a single
80 Gbits/sec 16-QAM signal. Finally, to more accurately recreate a real metro-area
network in a laboratory setting, the links were replaced with distance emulators. To
highlight the capability of this dynamic networking element on an emulated metroscale, a network disaster recovery scheme is demonstrated on this test-bed.

6.2

Future Work Recommendations

At the time of the author writing this thesis, CIAN has finished its 6th year and has
secured funding through year 10. During the funding renewal process, the author
contributed in detailing out the next steps and research goals for the next four years,
as shown in figure 6.1.
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Figure 6.1: CIAN project flow leading toward year 10 goal of creating a cross layer
enabled dynamic and intelligent aggregation network.

In year 7, CIAN should continue developing the fundamental technologies that constitute the CIAN Box, building toward realizing both an agile CIAN box network and
the optical aggregation network. In this dissertation, the distance emulation platform
emulated a range of transmission impairments on the test-bed while maintaining a
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short fiber reach (50 km). While this emulation recreates certain impairments accurately, it does not account for other signal degradation effects that can only be created
by long transmission distance. In year 7, CIAN should refine the distance emulator
by increasing the transmission distances in the links in order to better replicate larger
aggregation network sizes more accurately. More specifically in year 7, the tasks for
CIAN are as follows:

1. Further study the transmission impairments and dynamics that affect agile wavelength circuit switched networks and all optical aggregation networks. Understand how these effects limit network dimensions (number of hops, capacity, and
path reconfiguration speed).

2. Develop faster, cheaper, and more energy-efficient OPM devices for monitoring
various optical performance metrics across a wide range of data rates and modulation formats.

3. Collaborate with other CIAN projects that are developing low-cost, large-radix
optical switches that can support agile optical multicast, broadcast, and wavelength selective add/drop capabilities. These switches are implemented on the
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III-V Photonic Integrated Circuits (PICs) and will replace the present off-theshelf wavelength selective switches in the CIAN Box.

4. Based on results from the dynamic networking on the emulation platform, develop cross-layer algorithms on the network emulation platform to compensate
for transmission impairments and dynamics.

5. Develop autonomous application-driven SDN-based control plane to interface
with photonics devices within the CIAN Box.

6. Determine optimal agile coding and modulation schemes.

7. Develop disaster use-cases to demonstrate on the test-bed and develop corresponding algorithms that take the power grid dynamics and vulnerability into
account.

8. Develop physical layer network models and simulate over different network dimensions to aid CIAN Box architecture design.

9. Enhance the optical grooming capability to support polarization multiplexed signals and enable energy efficient clock recovery to minimize phase drifting issues.
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By year 8, a number of WG2 projects will begin to consolidate into the CIAN
Chip Design and CIAN Box Integration projects. The CIAN Chip project cluster will
encompass the technologies for each corresponding architecture that can fit into the
silicon photonic integration process. CIAN will aim to develop an all-optical grooming
chip that can eventually be incorporated into the CIAN Box. Further, CIAN should
aim to create a single performance monitoring chip that provides OSNR monitoring
and to integrate this device with agile optical multiplexers and switches to realize a Si
photonic flexible grid CDC ROADM node.
The CIAN Box integration project will consolidate the CIAN Box Architecture
project with other projects that help to improve the design and increase the dynamic
functionalities of the CIAN Box. In particular, the CIAN box will include hybrid
optical-electronic switching in the form of circuit or flow switching based on the application?s needs and implemented through an OpenFlow based protocol. CIAN should
aim to insert the adaptive coding and modulation functionality into the data plane
and implement algorithms to realize an autonomous, cross-layer control plane that can
manage inter- and intra- CIAN Box communication and control.
Furthermore, these algorithms should be incorporated into the Disaster-Response
Network associated project to demonstrate maintenance of network connectivity during
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disaster scenarios as part of a final demonstration for that project. Outcomes from
the disaster-response network will be incorporated into the CIAN agile networking
architecture and adapted to the more challenging constraints of commercial terrestrial
networks under normal operation.
By year 9, the CIAN Chip Design and CIAN Box Integration projects will be
consolidated, and the remaining effort is to integrate the various technologies into the
final iteration of the CIAN Box architectures, which will be completed in year 10. The
data plane of the CIAN Box will incorporate silicon photonic integration of receivers,
optical sources, adaptive modulators, switches, and all-optical aggregators. The OPM
plane will comprise of an integrated chip that can monitor a range of performance
metrics for different modulation formats and data rates autonomously. The control
plane will comprise a standardized control plane (i.e., OpenFlow) running algorithms
geared at different use-cases that can optimize communication and control among a
network of CIAN Boxes supporting agile network functionality.
By year 10, the CIAN Box, Network Control, and Dynamic Network Test-bed
activities should combine to realize a cross-layer enabled dynamic and intelligent aggregation network. Other projects will continue to evolve and improve the associated
technologies on a path toward commercialization. CIAN will plan to demonstrate the
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optical aggregation experiment on the CIAN test-beds, with high- bandwidth and low
latency applications such as, immersive gaming, high-definition 3D video, holographic
3D transmissions (telepresence), multi-view videos, and telemedicine. These demonstrations will also show the essential functionalities of the CIAN Box to co-optimize
energy consumption while meeting the performance requirements of each application
either through agile network functionality or optical aggregation functionality.

6.3

Final Thoughts

There are many challenges and tasks that needs to be accomplished to successfully
build and deploy an agile, dynamically reconfigurable optical network, including a fast
switching fabric, cross-layer architecture, cost effective OPM solution, control plane,
device integration via silicon photonics, molding and simulation effort, and a capable
test-bed platform. Another major challenge not yet discussed is the likelihood of
commercial adoption. The concept of agile networking is not new. Nevertheless, all
commercial networks today are still relatively static.
There are several reasons why the author believe that the chance for market adopt
of dynamic optical networking technology is much higher today than ever before. First,
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as motivated in Chapter 1, existing networking equipments are hitting an efficiency wall
and will no longer be able to keep pace with the tremendous traffic growth. Second, a
number of key enabling technologies, including silicon photonics, software defined networking, and cost-effective optical performance monitoring devices, are gaining traction
in both the research and industry community. These technologies are crucial to successfully building and deploying agile networking platforms. Finally, CIAN is especially
well suited to deliver its technology into the market. As a NSF-funded Engineering
Research Center (ERC), CIAN has a very practical objective. CIAN is required to
established deep partnerships with industry affiliates, who will continue to work with
researchers at CIAN after year 10 of the program. This requirement has helped CIAN
better align its vision with that of the industry. The future of the Internet is very exciting, filled with not-yet-invented applications and services driven by cloud computing
and Internet-of-Things. The author is cautiously optimistic that agile, dynamically
reconfigurable optical networking is the solution to realizing this future.
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D. Careglio, J. Solé-Pareta, and I. Tomkos.
[80] Annalisa
gard,

Morea,

Nicolas

Jean-Christophe

Brogard,

Antona,

Lavigne, and Dominique Bayart.

Florence

Thierry

Zami,

LeplinBruno

and wavelength assignment algorithms in optical

QoT function and

A&lt;sup&gt;∗&lt;/sup&gt; routing:

A sur-

vey on physical layer impairments aware routing

networks.

an optimized

Computer Networks,

Elsevier Journal of,

53(7):926–944, May 2009.

combination for connection search in translucent
networks. J. Opt. Netw., 7(1):42–61, Jan 2008. 30

[88] C. V. Saradhi and S. Subramaniam. Physical layer impairment aware routing (PLIAR) in WDM optical networks: issues and challenges. Communications Surveys

[81] G. P. Agrawal. Fiber-optic communication systems. Wiley,

and Tutorials, IEEE, 11(4):109–130, Dec 2009.

2002. 30

158

[89] Stephan Pachnicke and Peter M. Krummrich. Constraint-

[95] Gangxiang Shen and Wayne Grover. Segment-based ap-

based routing in path-protected translucent optical

proaches to survivable translucent network design

networks considering fiber nonlinearities and polar-

under various ultra-long-haul system reach capabil-

ization mode dispersion. In Optical Transmission, Switch-

ities [Invited]. J. Opt. Netw., 3(1):1–24, Jan 2004.

ing, and Subsystems VI, 7136, pages 71364M:1–71364M:10.
[96] M. Ali, D. Elie-Dit-Cosaque, and L. Tancevski.

SPIE, 2008.

Network

optimization with transmission impairments-based
routing. In Optical Communication, 2001. ECOC ’01. 27th

[90] E. O. Negeri. Impairment-Aware QoS Routing in Translucent

European Conference on, 1, pages 42 – 43, 2001.

Optical Networks. PhD thesis, Delft University of Technology, Netherlands, 2009.

[97] D. Geisler et al. Experimental demonstration of flexible bandwidth networking with real-time impair-

[91] S. Azodolmolky, D. Klonidis, I. Tomkos, Yabin Ye, C. Saradhi,

ment awareness. Optics Express, OSA, 19(26):B736–45,

E. Salvadori, M. Gunkel, D. Telekom, K. Manousakis, K. Vla-

Dec 2011. 31

chos, E. Varvarigos, R. Nejabati, D. Simeonidou, M. Eiselt,
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