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ABSTRACT

On Wavelet-Based Procedures for

Scalar-on-Function Regression

Adam Ciarleglio

This thesis consists of work done on three projects which extend and employ wavelet-based

functional linear regression.

In the first project, we propose a wavelet-based approach to functional mixture re-

gression. In our approach, the functional predictor and the unknown component-specific

coefficient functions are projected onto an appropriate wavelet basis and simultaneous reg-

ularization and estimation are achieved via an `1-penalized fitting procedure that is carried

out using an expectation-maximization algorithm. We provide an efficient fitting algo-

rithm, propose a technique for constructing non-parametric confidence bands, demonstrate

the performance of our methods through extensive simulations, and apply them to real data

in order to investigate the relationship between fractional anisotropy profiles and cognitive

function in subjects with multiple sclerosis.

In the second project, we propose a new wavelet-based estimator for estimating the

coefficient function in a functional linear model. Our estimator attempts to take account of

the structured sparsity of the wavelet coefficients used to represent the coefficient function

in the fitting procedure. We propose a characterization of the neighborhood structure of

wavelet coefficients and exploit this structure in our estimation procedure. We discuss the



motivation for our penalized estimator, describe the fitting procedure which can be carried

out with existing software, and examine properties of the estimator through simulation.

The third and final project explores three novel approaches to using functional data

derived from optical coherence tomography devices for diagnosing glaucoma. The first ap-

proach uses wavelet-based functional logistic regression to develop predictive models based

on measures of retinal nerve fiber layer (RNFL) thickness. The estimates are obtained via

an elastic net penalized fitting procedure. The second and third approaches consist of using

novel measures of RNFL characteristics to discriminate between healthy and glaucomatous

eyes. The three new approaches are compared with commonly used predictive models using

data from a case-control study of African American subjects recruited by ophthalmologists

at the Harkness Eye Center of Columbia University.
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CHAPTER 1. INTRODUCTION 1

Chapter 1

Introduction

1.1 Functional Data and Functional Regression

Functional data analysis (FDA) generally refers to the modelling of data that can be thought

to have been generated by a random function that varies over some continuum. Examples

of functional data include time series such as temperature at a particular location over the

course of a year or one-dimensional signals obtained from performing spectroscopy on a

particular compound. Functional data analytic techniques are being increasingly extended

to analyze quantitative image data such as biomedical images of tissues obtained through

functional magnetic resonance imaging (fMRI) or diffusion tensor imaging (DTI).

It is often of interest to examine the relationship between an outcome, functional or

otherwise, and some functional predictor. Functional regression has become an increasingly

important tool for analyzing these types of relationships. Functional regression models fall

into three general classes which are discussed in depth in Ramsay and Silverman (2005):

Class 1. Response variable is functional with multivariate predictors,
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Class 2. Response variable is functional with functional predictors,

Class 3. Response variable is scalar with functional predictors.

In this thesis, we are primarily interested in the third class of functional regression models.

Examples of settings in which these types of models have been used include:

• distinguishing multiple sclerosis subjects from healthy controls (scalar response) based

on cerebral white-matter tract profiles derived from DTI (functional predictor) (Gold-

smith et al., 2011),

• using bone shape (functional predictor) to predict the occurrence of osteoarthritis

(scalar response) (Ramsay and Silverman, 2005),

• predicting Mini Mental State Exam (MMSE) scores (scalar response) from positron

emission tomography (PET) images (functional predictor) of subjects’ brains (Reiss

and Ogden, 2010).

We focus on the functional linear model (FLM) where the scalar response is a continuous

variable. Let Yi ∈ R be the scalar response of interest for observation i, i = 1, . . . , n and

let Xi be a random predictor process that is square integrable on a compact support I ⊂ R

(i.e,
∫
I X

2
i (t)dt <∞). The equation for the corresponding FLM is given by:

Yi = α+

∫
I
Xi(t)ω(t)dt+ εi, i = 1, . . . , n, (1.1.1)

where α is the scalar intercept and εi is the error term with mean 0 and variance σ2. In

what follows, we assume that εi ∼ N(0, σ2). ω is a square integrable coefficient function

that relates the predictor process to the response. The magnitude of ω(t) indicates the
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relative importance of the predictor Xi at a given value of t. If |ω(t0)| is large, this means

that changes in the predictor process at t0 are important in predicting the response.

We note that in model (1.1.1), the predictor is presented as though it is a 1-dimensional

signal depending on scalar value t. However, Xi could also be a 2- or higher-dimensional

functional object such as an image. In the case of a 2-dimensional predictor image, t

corresponds to an ordered pair and ω is a coefficient image that provides information about

how the various regions of the predictor image are associated with the scalar outcome of

interest (Reiss et al., 2013; Reiss and Ogden, 2010). Typically, the functional predictor, Xi

is observed at a finite number of points, t1, . . . , tN .

The FLM has been the subject of much study in recent years and various extensions and

applications have been considered. For example, Müller and Stadtmüller (2005) proposed

generalized FLMs, James (2002) also considered generalized linear models with functional

predictors, and more recently Goldsmith et al. (2012) investigated models where both the

functional predictors and scalar outcomes are measured at multiple time points. Another

important extension proposed by Yao et al. (2011) considers scalar-on-function regression

in the context of finite mixture models, referred to as functional mixture regression (FMR).

FMR is motivated by the fact that subjects might belong to distinct mutually exclusive

subpopulations that possess different mechanisms for producing the response. Hence if there

are C distinct subpopulations then there are C different coefficient functions, ω1, . . . , ωC ,

that relate the functional predictor to the scalar response. Furthermore, what characterizes

membership in these subpopulations may be unknown.

As an example of where the FMR model might be applied, Yao et al. (2011) describe a

study in which they were interested in learning about the association between the longevity
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(scalar response) and reproductive trajectory over the first 20 days of life (functional predic-

tor) in female Mediterranean flies. Their analysis showed evidence of the existence of two

distinct subpopulations defined by two different kinds of association between reproductivity

and longevity. One subpopulation showed a relatively strong negative association between

early fertility and longevity whereas the other subpopulation appeared to show little or no

association. Further discussion of finite mixture and functional mixture models is given in

Section 2.1.

With the FLM, primary interest often lies in estimating the coefficient function, ω. We

are similarly concerned with estimating the coefficient functions in the FMR model. Many

of the challenges that are inherent to the FLM carry over to the FMR model and we discuss

them and various approaches for dealing with them in the following section.

1.2 Challenges Posed by Functional Regression

Although the functional predictors in functional regression models are theoretically infinite-

dimensional, in practice, they are observed at a finite number of points. One poor but simple

approach to estimating the coefficient function in (1.1.1) is to treat each observed value

of the functional covariate as a predictor, fit a multiple linear regression model to obtain

coefficient estimates for each of these predictors, and then use these estimates together as the

estimate for the coefficient function. This is inappropriate for several reasons. First, since

the number of observed values of the functional predictors will in practice often surpass the

sample size, there will be infinitely many solutions to the regression problem. For example,

if we attempt to build a model to predict MMSE score from a subject’s brain image derived
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from a PET scan then we might have tens of subjects while the functional predictors consist

of thousands or tens of thousands of observed values. And even if the number of observed

values is less than the sample size, using the individual values in a linear regression model

ignores the correlation between proximate values of the functional predictors and treats

them as independent when in reality, they are not. In other words, it ignores that fact that

we might expect functional observations that are close with respect to the continuum on

which they are measured to exhibit similar effects on the response. Hence we are faced with

two main problems in estimating ω: (1) high dimensionality since we have N > n and (2)

the need to account for the structure in both the functional predictors and the coefficient

function.

For these reasons, dimension reduction (or regularization) has taken a prominent role

in the estimation of the coefficient function(s) in functional regression models. Müller

and Yao (2008) explain that two main approaches are commonly used for implementing

regularization in functional regression. The first approach involves selecting an appropriate

basis and projecting the functional predictors onto a finite number of basis functions from

the set. The selected basis can be determined in advance such as the wavelet or Fourier

basis or it can be chosen in a data-adaptive fashion as done when using the eigenbasis of the

auto-covariance operator of the functional predictor. In either case, dimension reduction

occurs since only a finite number of basis functions are used to represent the functional

predictors. The second regularization approach entails the use of penalized likelihood or

penalized least squares.

A variety of methods have been developed for estimating the coefficient function in

(1.1.1) which make use of the two approaches discussed above. Many employ functional
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principal components regression (FPCR) as in James (2002); Ramsay and Silverman (2005)

and Cai and Hall (2006). Yao et al. (2011) also propose a method involving functional

principal components for fitting FMR models. Reiss and Ogden (2007) employ both pe-

nalization techniques and FPCR or functional partial least squares (FPLS). Delaigle et al.

(2009) use an adaptive modification to the standard principal component basis which was

shown to have certain advantages with respect to prediction. Spline-based approaches are

also common for estimating ω (Cardot et al., 2003; Cardot and Sarda, 2005). Other “highly

flexible” approaches include those taken by Müller and Yao (2008) who propose a functional

additive regression model and James and Silverman (2005) who extend the generalized linear

models, generalized additive models, and projection pursuit regression to include functional

predictors. Other more recent developments in estimating ω rely on combining the use of

wavelets and sparse fitting procedures as in Zhao et al. (2012) and Reiss et al. (2013).

1.3 Background on Wavelets

1.3.1 Wavelet Bases

As mentioned above, one of the characteristics that distinguishes functional data analysis

(FDA) from other branches of statistics is that the objects of interest in FDA are func-

tional random variables. Although we are interested in these functional random variables,

in practice we only observe them on a discrete grid (and typically with measurement error).

Thus, in order to perform any kind of FDA, we must first employ some technique that takes

the discrete data and provides a representation of the function(s) that we are interested in

analyzing. Wavelet bases have become an important tool in FDA because of their ability to
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represent a wide class of functions. They have been used in problems involving stochastic

processes (Antoniou and Gustafson, 1999), functional ANOVA (Yang and Nie, 2007), classi-

fication of functional data (Stingo et al., 2012; Wang et al., 2007), and functional regression

(Reiss et al., 2013; Zhao et al., 2012).

Here we give a brief review of wavelet bases in L2(R) based on Mallat (1989). Let

{Vj}j∈Z be a sequence of closed subspaces with Vj ⊆ L2(R) and let φ ∈ V0. An orthogonal

multiresolution analysis of L2(R) has the following characteristics:

1. . . . ⊂ V−2 ⊂ V−1 ⊂ V0 ⊂ V1 ⊂ V2 ⊂ . . . ;

2. ∩j∈ZVj = {0}, ∪j∈ZVj = L2(R);

3. f(x) ∈ Vj if and only if f(2x) ∈ Vj+1;

4. f(x) ∈ V0 implies that f(x− k) ∈ V0 for all k ∈ Z;

5. There exists a function φ ∈ V0 such that
∫
φ(x)dx = 1 and the set {φ0,k(x) = φ(x −

k), k ∈ Z} forms an orthonormal basis for V0.

The function φ is called the scaling function or father wavelet. Let φj,k = 2j/2φ(2jx − k).

From 4 and 5, we have that {φj,k}k∈Z is an orthonormal basis for Vj . Let P jf denote the

projection of the function f onto the space Vj . When 1 - 5 above hold, then there exists a

function ψ such that

P jf = P j−1f +
∑
k∈Z
〈f, ψj−1,k〉ψj−1,k

=
∑
k∈Z
〈f, φj−1,k〉φj−1,k +

∑
k∈Z
〈f, ψj−1,k〉ψj−1,k,

(1.3.1)

where 〈f, g〉 =
∫
f(x)g(x)dx and ψj,k(x) = 2j/2ψ(2jx−k) (Ogden, 1997). The function ψ is

called the mother wavelet. We see that the projection of f onto Vj is the sum of the coarser
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approximation of f in Vj−1 and additional detail given by a linear combination of functions

that are scaled and translated versions of the mother wavelet function. For each j ∈ Z the

set of functions {ψj,k, k ∈ Z} forms an orthonormal basis for the “detail space” which we

denote by Wj satisfying Vj+1 = Vj
⊕
Wj (

⊕
denotes the sum of orthogonal subspaces).

The sequence {Wj}j∈Z also forms a ladder of subspaces (i.e. . . . ⊂ W−2 ⊂ W−1 ⊂ W0 ⊂

W1 ⊂W2 ⊂ . . .).

Since V0 ⊂ V1 then any function in V0 has an expansion in terms of the basis of V1.

Hence for φ(x) = φ0,0(x) we have that

φ(x) =
∑
k∈Z

αkφ1,k(x), (1.3.2)

with αk = 〈φ, φ1,k〉. The sequence {αk} satisfies
∑

k∈Z α
2
k < ∞. The equation given in

(1.3.2) is known as the dilation equation or refinement equation. The sequence {αk} can

also be used to define a mother wavelet via the equation:

ψ(x) =
∑
k∈Z

(−1)kα−k+1φ1,k(x). (1.3.3)

Thus father and mother wavelets can be constructed by finding solutions to (1.3.2) and

(1.3.3).

The representation in (1.3.1) can be telescoped to provide a fine scale representation of

a function with coarsest scale j0:

f(x) =
∑
k∈Z

cj0,kφj0,k(x) +

∞∑
j=j0

∑
k∈Z

dj,kψj,k(x),

where cj0,k = 〈f, φj0,k〉 are the scaling coefficients and dj,k = 〈f, ψj,k〉 are the wavelet

coefficients for any integer j0 ≥ 0. In general, coefficients corresponding to scale values

closer to j0 capture global features of f while those corresponding to higher scale values

capture local/finer attributes.
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For our purposes, we are interested in those orthogonal wavelet families (collections of

φj,k and corresponding ψj,k functions) that are smooth and compactly supported. One such

collection of families was constructed by Daubechies (1988). These families are indexed

by the number of vanishing moments possessed by the wavelets comprising the family. A

wavelet function is said to have m vanishing moments if
∫
xnφ(x)dx = 0 for n = 0, 1, . . . ,m−

1. The scaling function corresponding to a wavelet with m vanishing moments can generate

polynomial functions up to degree m−1. Hence the wavelet coefficients are zero (i.e. vanish)

in representations of polynomials up to degree m− 1. In our simulations and data analyses

we use Daubechies’ least asymmetric wavelet family with 8 vanishing moments. Figure 1.1

shows the mother and father wavelets of this family.

Figure 1.1: (a) Mother wavelet function, ψ(x), and (b) scaling function, φ(x), that gen-

erate Daubechies’ least asymmetric wavelet family with 8 vanishing moments.
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1.3.2 Wavelets on an Interval

In the discussion above, we assumed that the functions are defined on all of R, but in reality

we are often only interested in functions that are defined on some finite interval over which

data have been collected. Thus we must adapt the wavelets mentioned above to provide

representations of functions on a finite interval. Without loss of generality, we take this

interval to be [0, 1].

There are several methods for dealing with this issue. One possibility, which we adopt in

our simulations and data analyses, is referred to as “periodic boundary handling.” In using

the periodic boundary handling method, we think of expanding f outside of [0, 1] and view

it as periodic so that f(x) = f(x−dxe) with period 1, where d·e is the ceiling function. This

also induces periodicity in the wavelet and scaling coefficients. When periodic boundary

handling is employed, the wavelet series representation of f on L2[0, 1] is given by

f(x) =
2j0−1∑
k=0

cj0,kφj0,k(x) +
∞∑
j=j0

∑
k∈Z

dj,kψj,k(x). (1.3.4)

This technique is commonly used in statistical applications because it is straightforward

to implement and the empirical wavelet coefficients that result have desirable properties.

However, it should be noted that using such a boundary handling technique can be prob-

lematic if f is not truly periodic. If f(0) is very different from f(1) then this method causes

the wavelet coefficients for wavelets providing detail information near the boundaries to be

large. However, the magnitude of these coefficients do not reflect the true behavior of f .

Symmetric or antisymmetric boundary handling techniques can also be used to deal

with issues at the boundaries of the interval.



CHAPTER 1. INTRODUCTION 11

1.3.3 Computing Empirical Wavelet Coefficients

As noted above, functional data are observed as a discrete collection of values. We assume

that these function values are observed at equally spaced points (i.e. time, location, etc.)

and that the number of observations is a power of two. Hence we can employ the discrete

wavelet transform (DWT) to compute the empirical wavelet coefficients corresponding to

the function of interest.

Suppose that f is a discrete signal such that f = (f(t1), . . . , f(tN ))ᵀ where t1, . . . , tN

are N = 2J equally spaced values in the interval [0, 1]. The DWT is a mapping of f

to a vector of N empirical wavelet and scaling coefficients. This mapping can be viewed

as a multiplication of f by an orthogonal N × N discrete wavelet transform matrix W

corresponding to the chosen orthonormal wavelet basis. So we have:

w = Wf ,

where

w = ({wj,k}j0≤j≤J−1;k∈{0,1,...,2j−1}, {w′j0,k}k∈{0,1,...,2j0−1})
ᵀ.

The elements of w are related to the corresponding continuous wavelet and scaling coeffi-

cients in (1.3.4) by

w′j0,k = cj0,k/
√
N and wj,k = dj,k/

√
N,

Since W is orthogonal, reconstruction of a discrete signal from its corresponding wavelet

and scaling coefficients can be achieved via the inverse DWT (IDWT) given by

f = W ᵀw.

Since we assume that N is dyadic, the DWT and IDWT can be carried out using a fast
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“pyramid” algorithm proposed by Mallat (1989) that computes the elements of w in only

O(N) operations without explicitly computing W .

Figure 1.2 shows the result of applying the DWT to a function observed at 512 equally

spaced points. The plot on the left is the function of interest and was decomposed using the

DWT with Daubechies’ least asymmetric wavelet family with 8 vanishing moments, j0 = 0,

and using periodic boundary handling. The plot on the right shows the corresponding

empirical wavelet coefficients at each resolution level (longer segments correspond to coeffi-

cients with greater magnitude). First we notice that the majority of the wavelet coefficients

are small while only a small proportion seem to be different from zero. At higher levels of

resolution, those coefficients that are different from zero correspond to localized features

of the function. The fact that many functions have sparse wavelet representations like the

one shown in Figure 1.2 is crucial for wavelet-based methods for fitting scalar-on-function

regression models.

Figure 1.2: (a) Discrete signal sampled at 512 equally spaced points. (b) DWT of signal

using Daubechies’ least asymmetric wavelet family with 8 vanishing moments and periodic

boundary handling condition.



CHAPTER 1. INTRODUCTION 13

1.4 Penalized Regression in the Wavelet Domain

One recently developed approach to scalar-on-function regression proposed by Zhao et al.

(2012) involves representing both the functional predictors and unknown coefficient function

with an appropriate wavelet basis and then using a lasso estimation procedure to fit the

model in the wavelet domain. Here, we briefly outline and discuss this method as it serves

as the basis for methods discussed in later chapters.

1.4.1 Wavelet Representation of the FLM

In practice, the functional predictors and coefficient function associated with the FLM are

often taken to be equal to zero outside of a given interval. Without loss of generality, we

take that interval to be [0,1]. Again, wavelet and scaling functions can be adapted via

implementation of one of a choice of certain boundary handling conditions to represent a

given function on the unit interval. Hence if we assume that Xi ∈ L2([0, 1]) then we can

represent Xi in the wavelet domain by

Xi(t) =
2j0−1∑
k=0

z′i,j0,kφj0,k(t) +
∞∑
j=j0

2j−1∑
k=0

zi,j,kψj,k(t),

where j0 is an integer that controls the number of scaling functions used in the representation

and the scaling and wavelet coefficients are given respectively by

z̃′i,j0,k =

∫
Xi(t)φj0,k(t)dt and z̃i,j0,k =

∫
Xi(t)ψj,k(t)dt.

These coefficients provide information about how the function Xi behaves at a given scale

and location.
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Similarly, ω can be expressed using the same wavelet basis:

ω(t) =

2j0−1∑
k=0

β′j0,kφj0,k(t) +

∞∑
j=j0

2j−1∑
k=0

βj,kψj,k(t). (1.4.1)

The coefficients β′j0,k and βj,k are the corresponding scaling and wavelet coefficients for the

functions φj0,k(t) and ψj,k(t) and are given respectively by

β̃′j0,k =

∫
ω(t)φj0,k(t)dt, β̃j,k =

∫
ω(t)ψj,k(t)dt.

Since the functional predictors, Xi(t), are discretely sampled at N equally spaced points,

then we implement the DWT to calculate their corresponding wavelet and scaling coeffi-

cients. There are a maximum of J = log2(N)− 1 possible levels of decomposition and the

functional predictor is represented by:

Xi(t) ≈
2j0−1∑
k=0

z′i,j0,kφj0,k(t) +

J∑
j=j0

2j−1∑
k=0

zi,j,kψj,k(t),

where zi,j,k = z̃i,j,k/
√
N and z′i,j,k = z̃′i,j,k/

√
N , given a particular wavelet family and value

for j0 from the set {0, . . . , J}. These coefficients can be be put into an N×1 vector denoted

by Zi having the form

Z∗i = (zi,j0,0, . . . , zi,j0,kj0 , . . . , zi,J,0, . . . , zi,J,kJ , z
′
i,j0,0, . . . , z

′
i,j0,kj0

)ᵀ, (1.4.2)

where J = log2(N)− 1 and kj = 2j − 1.

We can also think of using the DWT to obtain a representation of ω given by:

ω(t) ≈
2j0−1∑
k=0

β′j0,kφj0,k(t) +
J∑

j=j0

2j−1∑
k=0

βj,kψj,k(t),

where βj,k = β̃j,k/
√
N and β′j,k = β̃′j,k/

√
N .
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By the orthonormality of the chosen wavelet basis, the FLM can be written as

Yi = α+

∫ 2j0−1∑
k=0

z′i,j0,kφj0,k(t) +

J∑
j=j0

2j−1∑
k=0

zi,j,kψj,k(t)


×

2j0−1∑
k=0

β′j0,kφj0,k(t) +

J∑
j=j0

2j−1∑
k=0

βj,kψj,k(t)

 dt+ εi

= α+

∫ 2j0−1∑
k=0

z′i,j0,kφj0,k(t)
2j0−1∑
k=0

β′j0,kφj0,k(t)


+

 J∑
j=j0

2j−1∑
k=0

zi,j,kψj,k(t)
J∑

j=j0

2j−1∑
k=0

βj,kψj,k(t)

 dt+ εi

= α+

2j0−1∑
k=0

z′i,j0,kβ
′
j0,k

∫
φ2
j0,k(t)dt+

J∑
j=j0

2j−1∑
k=0

zi,j,kβj,k

∫
ψ2
j,k(t)dt+ εi

= α+
2j0−1∑
k=0

z′i,j0,kβ
′
j0,k +

J∑
j=j0

2j−1∑
k=0

zi,j,kβj,k + εi,

for i = 1, . . . , n since all of the cross-product terms comprising the product of the wavelet-

domain representations of Xi and ω integrate to zero and the integrals of the squares of the

wavelet and scaling functions are one.

We can use matrix notation to concisely write the model above as

Y = Zβ + ε, (1.4.3)

where Y = (Y1, . . . , Yn)ᵀ, Z is an n × (N + 1) matrix with ith row Zi = (1,Z∗ᵀi ), β

is an (N + 1) × 1 vector (α,βJ ,β
′
j0

)ᵀ where βJ = (βj0,0, . . . , βj0,kj0 , . . . , βJ,0, . . . , βJ,kJ ),

β′j0 = (β′j0,1, . . . , β
′
j0,kj0

), and ε = (ε1, . . . , εn)ᵀ.

Thus we see that once the functions ω and Xi from (1.1.1) have been represented in

the wavelet domain, the scaling and wavelet coefficients corresponding to Xi become the

N predictors in the transformed space. Of these N predictors, it is assumed that only a

limited subset is useful for predicting Y .
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1.4.2 Wavelet Lasso and Elastic Net

Taking advantage of the assumed sparse representation of functions in the wavelet domain,

Zhao et al. (2012) apply an `1 (lasso) penalty to the coefficient vector β when fitting (1.4.3).

The estimator they propose for β is

β̂λ = argmin
β

1

2
(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) + λ‖β−α‖1 (1.4.4)

where 1 is an n × 1 vector with each component equal to 1, β−α is the subvector of β

excluding the intercept, Z−1 is the matrix Z without the first column, ‖ · ‖1 is the `1-norm

and λ > 0 is a tuning parameter. Note that the intercept is not included in the penalty

term. Once β̂λ is computed, the IDWT can be applied to find the estimated coefficient

function, ω̂, in the original domain.

The lasso penalty used in (1.4.4) allows for both estimation and variable selection to

be carried out simultaneously in the wavelet domain. Large values of λ result in sparse

solutions since most of the coefficients will be set to 0 whereas small values of λ result in

many non-zero estimates for the wavelet coefficients corresponding to ω. If most of the

components of the vector β̂λ are non-zero then the corresponding estimate for ω will be

difficult to interpret.

Popularity of `1 penalized estimators like the one in (1.4.4) has only increased with

the advent of fast algorithms for computing lasso solutions for a sequence of λ values.

Commonly used algorithms for computing lasso solutions include the least angle regression

(LARS) algorithm (Efron et al., 2004) and the class of algorithms that employ coordinate

descent methods (Wu and Lange, 2008). Lasso estimators are also valuable for the fact that

they can be applied in situations where the number of predictors exceeds the number of
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observations.

An extension of the wavelet-based lasso estimator is discussed in Reiss et al. (2013)

where additional scalar covariates are allowed and the lasso penalty is replaced by a more

flexible elastic net penalty (Zou and Hastie, 2005) on the β vector. The elastic-net penalty

has the form

λ
[
γ‖β‖1 + (1− γ)‖β‖22

]
,

where ‖ · ‖22 is the squared `2-norm, and λ > 0 and γ ∈ [0, 1] are tuning parameters. γ

controls the strength of the `1 and `2 penalties. Note that when γ = 1 we have a lasso

penalty whereas when γ = 0 we have a ridge penalty and no variable selection is performed.

Like, the lasso, the elastic net was developed to perform simultaneous variable selection

and coefficient shrinkage, but it has the additional advantage of being able to select groups

of variables that are correlated to remain in the model together. Further discussion of the

elastic net estimator is provided in Section 3.1.

1.5 Thesis Outline

The remainder of the thesis describes work carried out on three projects in which we propose

and employ wavelet-based approaches for scalar-on-function regression.

In the first project, discussed in Chapter 2, we propose a wavelet-based approach to

functional mixture regression. This is different from the approach taken in Yao et al. (2011)

where the functional predictor is projected onto its eigenspace and the regression model is

ultimately simplified to a framework that is similar to classical finite mixture regression.

In their procedure, regularization is achieved by considering only the first few functional
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principal components accounting for a specified proportion of the total variance in the pre-

dictors. In our approach, the functional predictor and the unknown coefficient functions are

projected onto an appropriate wavelet basis and simultaneous regularization and estimation

are achieved via an `1-penalized fitting procedure that is carried out using an expectation-

maximization algorithm. We take a wavelet-based approach in order to capitalize on the

ability of wavelets to represent a wide class of functions, including those that are character-

ized by local features, in a sparse way. We provide an efficient fitting algorithm, propose a

technique for constructing non-parametric confidence bands, demonstrate the performance

of our methods through extensive simulations, and apply them to a real data set. Our

wavelet-based approach is shown to be competitive with existing methods for FMR.

In the second project, discussed in Chapter 3, we propose an alternative wavelet-based

estimator to those proposed in Zhao et al. (2012) and Reiss et al. (2013) for the coefficient

function in 1.1.1. Our estimator attempts to take account of the structured sparsity of the

wavelet coefficients used to represent the coefficient function in the fitting procedure. We

propose a characterization of the neighborhood structure of wavelet coefficients and exploit

this structure in our estimation procedure. We show that our proposed estimator performs

well with respect to estimation and prediction accuracy and does so with less variability than

the wavelet-based lasso estimator. We discuss the motivation for our penalized estimator,

describe the fitting procedure which can be carried out with existing software, and examine

properties of the estimator through simulation.

The third and final project, discussed in Chapter 4, explores three novel approaches

to using functional data derived from optical coherence tomography devices for diagnosing

glaucoma. The first approach uses wavelet-based functional logistic regression to develop
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predictive models based on measures of retinal nerve fiber layer (RNFL) thickness. The

estimates are obtained via an elastic net penalized fitting procedure. The second and third

approaches consist of using novel measures of RNFL characteristics to discriminate between

healthy and glaucomatous eyes. The three new approaches are compared with commonly

used predictive models using data from a case-control study of African American subjects

recruited by ophthalmologists at the Harkness Eye Center of Columbia University.

Chapter 5 provides some discussion on the methods and approaches presented in this

thesis as well as directions for future research.
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Chapter 2

Wavelet-Based Functional Mixture

Regression

2.1 Review of Finite Mixture and Functional Mixture Re-

gression Models

Many applications of statistics to biomedical research involve modeling the relationship

between an outcome of interest, Yi ∈ Y ⊂ R, and a specified set of explanatory variables

xi = (xi1, . . . , xip) ∈ X ⊂ Rp based on a collection of observations i = 1, . . . , n. It is often

assumed that the relationships between the response and each of the explanatory variables

remain the same across all subjects in the population of interest. However, this assumption

does not always hold in reality and when this is the case, failure to account for heterogeneity

of association can lead to considerable bias. For example, in a clinical trial setting where

a new drug is under evaluation, investigators may observe a moderate average treatment
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effect, but this could be the result of pooling together a mixture of effects where the treat-

ment is very beneficial for some subjects, has little or no impact on many, and is harmful

for a few (Schlattmann, 2009). In this instance, finding a moderate average treatment effect

is due in large part to the unobserved heterogeneity of the subpopulations from which the

subjects are drawn. Since subpopulation membership may not be available or the factors

that cause the heterogeneity in treatment response (e.g. genetic, environmental, etc.) may

be unknown, classic regression models are not well suited for these scenarios.

Several approaches have been proposed to model scenarios like that mentioned above

both in the scalar-on-vector and scalar-on-function cases. Some rely on using a clustering

algorithm followed by fitting linear models within the estimated clusters as in Spaeth (1979)

for the scalar-on-vector case and Preda and Saporta (2005) in the scalar-on-function case.

An alternative approach, which we adopt here, makes use of the theory of finite mixture

regression models. When the coefficient function is thought to be different for mutually

exclusive subgroups in a population, it is natural to model the heterogeneity with a finite

mixture of regressions. These models have become an important statistical tool because of

their ability to both approximate general distribution functions in a semi-parametric way

and account for unobserved heterogeneity (Grün and Leisch, 2007). Furthermore, mixture

models can serve to generate new questions and, when applied to real data sets, may

provide insight into previously unknown biological mechanisms that relate the predictors

to the response of interest.

Let F = {h(y; θ, φ); (θ, φ) ∈ Θ × (0,∞),Θ ⊂ R} be a parametric family of density

functions with respect to a σ−finite measure. In a typical regression setting, θ is taken to

be a function of a set of covariates, xi, such that the model is given by h(yi; θ(xi), φ) where
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θ(xi) = L(β0 + xᵀ
iβ) is a known real-valued link function and φ is a dispersion parameter.

In the finite mixture regression setting, suppose that there are C distinct subpopulations,

the conditional density of Y given x is the weighted sum of C densities given by

f(y;x, ξ) =
C∑
r=1

πrh(y; θr(x), φr), (2.1.1)

where θr(x) = L(β0r + xᵀ
iβr) with unknown parameters πr, β0r,βr, and φr, r = 1, . . . , C

where
∑c

r=1 πr = 1. The complete vector of all unknown quantities is given by

ξ = (β01,β1, . . . , β0C ,βC , φ1, . . . , φC , π1, . . . , πC)ᵀ.

We refer to the h(y; θr(x), φr) functions as the component density functions. These

typically belong to the the normal, Poisson, binomial, or gamma families of distributions.

The πr are referred to as the mixing probabilities or component weights and indicate the

proportion of the entire population that is made up of subjects from the rth subpopulation.

The number of components, C, may be known a priori or may be unknown, in which case

it needs to be estimated from the data.

Identifiability can be a concern with finite mixture regression models. In order for a

model to be identifiable, it must be the case that for each model in the space F , there is

a unique vector ξ in the parameter space that is mapped to the model. Lack of identifi-

ability can result in model estimation issues as well as problems with interpreting model

parameters. More formally, for a given set of covariate vectors, (x1, . . . ,xn), we call an

finite mixture regression model identifiable if

f(y;xi, ξ1) = f(y;xi, ξ2), i = 1, . . . , n,

for all values of y ∈ Y, implies that both densities have the same number of components
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and ξ1 = ξ2, up to a permutation (i.e. disregarding differences due to switching the labels

of the components).

Identifiability of FMR models has been studied extensively in McLachlan and Peel

(2000), Titterington et al. (1985), and Hennig (2000) and typically depends on three things:

the family of distributions comprising the components, the order C, and the design matrix

(x1, . . . ,xn). Lack of identifiability is common when the features have too little variability,

which is often the case when the predictors consist primarily of categorical variables.

The finite mixture regression model provides much more flexibility than typical regres-

sion models since it allows for estimation of different associations between the predictors

and the response when the differences are attributable to latent characteristic(s). We can

also derive other useful information from use of finite mixture regression models like the

posterior probability that a subject belongs to a particular subpopulation or the predic-

tive distribution for a new observation (Khalili, 2011). Furthermore, mixture models can

serve to generate new questions and, when applied to real data sets, may provide insight

into previously unknown biological mechanisms that relate the predictors to the response

of interest.

If additional information about the heterogeneity of the population is available (e.g.

information on covariates thought/known to be associated with how subjects fall into the

subpopulations), it may be beneficial to incorporate such information into the model. We do

not consider such models here, but extensions of the model given in (2.1.1) may incorporate

additional covariates in modeling the mixing probabilities, πr. These types of models are

known as concomitant variable mixture or hierarchical mixture of experts regression models

(see Kamakura et al. (1994) and Peng et al. (1996)).
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Although the underlying theory relating to finite mixture regression models and methods

for estimating those models have been well-studied for non-functional regression (McLachlan

and Peel, 2000; Schlattmann, 2009), methods for finite mixture regression remains relatively

undeveloped when the predictors are functions. To our knowledge, Yao et al. (2011) are

the only ones to investigate a direct extension. They explain that adapting the functional

linear model for finite mixture models with functional predictors is parallel to extending

the classical linear regression model to mixture regression (DeSarbo and Cron, 1988). This

new class of functional regression models is referred to as the class of functional mixture

regression (FMR) models. Other methods that simultaneously cluster functional predictors

according to both their shape and their association with the response response, which do

not rely on the finite mixture regression framework, have also been explored (see Bigelow

and Dunson (2009)).

Here we formalize the FMR model. Let Xi be a random predictor process that is square

integrable on a compact support I ⊂ R (i.e.
∫
I X

2
i (t)dt <∞). The FMR model is given by

Yi = αr +

∫
I
Xi(t)ωr(t)dt+ εi (2.1.2)

if subject i belongs to the rth group with r = 1, . . . , C where C is the number of compo-

nents or distinct subpopulations, αr is the rth component-specific intercept, and ωr is the

regression function for the rth group.

To estimate the model parameters in (2.1.2), Yao et al. (2011) employ functional prin-

cipal components analysis in representing both the predictor process and the coefficient

functions of interest. In contrast, we propose to take a wavelet-based approach to FMR

models. We focus here on the wavelet basis for several reasons. Wavelets are particularly
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well suited to handle many types of functional data, especially functional data that contain

features on multiple scales. They have the ability to adequately represent global and local

attributes of functions and can handle discontinuities and rapid changes.

Furthermore a large class of functions can be well represented by a wavelet expansion

with relatively few non-zero coefficients. This is a desirable property from a computational

point of view as it aids in achieving the goal of dimension reduction and will be of critical

importance when the functional predictors are of very high dimension as is the case when

the predictors are 2- or 3-dimensional images.

Once the model is represented in terms of an appropriate wavelet basis, we employ a

lasso-type (Tibshirani, 1996) `1-penalized fitting procedure to estimate the wavelet and scal-

ing coefficients corresponding to the component-specific coefficient functions in the mixture

model.

2.2 Specifying the WBFMR Model

In Section 1.4.1 we discussed the wavelet-based FLM and the corresponding estimator

for the coefficient function. The wavelet-based FMR (WBFMR) model is developed in a

similar manner. If the response and functional observation pairs come from a heterogeneous

population, where the subpopulations are determined by C distinct associations between

the predictors and the response, then there is a unique coefficient function, ωr, r = 1, . . . , C

corresponding to each subpopulation. Since, as noted in Section 1.4.1, the predictors are

typically discretely sampled at N points, the model we consider is

Yi = αr +

2j0−1∑
k=0

z′i,j0,kβ
′
r,j0,k +

J∑
j=j0

2j−1∑
k=0

zi,j,kβr,j,k + εi.
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where subject i belongs to the rth group and εi ∼ N(0, σ2
r ) for i = 1, . . . , n. Thus, the

coefficient functions are given by

ωr(t) =
2j0−1∑
k=0

β′r,j0,kφj0,k(t) +
J∑

j=j0

2j−1∑
k=0

βr,j,kψj,k(t),

for r = 1, . . . , C and our goal is to find estimates for the β′r,j0,k’s and the βr,j,k’s.

In this setting, the model of interest is similar to that seen in classical finite mixture

regression and is given by:

Yi|Zi independent for i = 1, . . . , n,

Yi|Zi = z ∼
C∑
r=1

πr
1√

2πσr
exp

(
−(y − zTβr)2

2σ2
r

)
for i = 1, . . . , n,

ξ = (β1, . . . ,βC , σ1, . . . , σC , π1, . . . , πC−1) ∈ RC(N+1) × RC>0 ×Π,

Π =

{
π;πr > 0 for r = 1, . . . , C − 1 and

C−1∑
r=1

πr < 1

}
,

(2.2.1)

where Zi is now the (N + 1)× 1 vector with 1 as the first component (corresponding to the

intercept) and components 2 through N + 1 corresponding to the components of the vector

given in (1.4.2).

In model (2.2.1), ξ = (β1, . . . ,βC , σ1, . . . , σC , π1, . . . , πC−1) corresponds to the (N + 3) ·

C − 1 free parameters and πC = 1 −
∑C−1

r=1 πr. Each component, r, in the model has its

own regression vector βr and component-specific error variance σ2
r . βr is an (N + 1) ×

1 vector (αr,βr,J ,β
′
r,j0

)ᵀ where βr,J = (βr,j0,0, . . . , βr,j0,kj0 , . . . , βr,J,0, . . . , βr,J,kJ ), β′r,j0 =

(β′r,j0,1, . . . , β
′
r,j0,kj0

), J = log2(N)− 1, and kj = 2j − 1.

In practice, Xi may be densely sampled. In this setting we have N > n and so maxi-

mum likelihood estimation will provide inaccurate and unstable estimates for each βr and

consequently poor estimates for each ωr. Since wavelets allow for sparse representation of
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each ωr, we may assume that most elements of βr are negligible and thus we consider a

lasso-type procedure.

Städler et al. (2010) proposed an `1-penalized mixture regression procedure for model

fitting in a setting like ours and we make use of this procedure here. We begin by first

reparameterizing model (2.2.1) using the following:

ϕr = βr/σr, ρr = σ−1
r , r = 1, . . . , C,

which gives a one-to-one mapping from ξ in (2.2.1) to a new parameter vector

θ = (ϕ1, . . . ,ϕC , ρ1, . . . , ρC , π1, . . . , πC−1).

Based on this new parameterization, model (2.2.1) can be written as:

Yi|Zi independent for i = 1, . . . , n,

Yi|Zi = z ∼
C∑
r=1

πr
ρr√
2π

exp

(
−1

2
(ρry − zTϕr)2

)
for i = 1, . . . , n,

θ = (ϕ1, . . . ,ϕC , ρ1, . . . , ρC , π1, . . . , πC−1) ∈ RC(N+1) × RC>0 ×Π.

(2.2.2)

The corresponding log-likelihood for model (2.2.2) is

`(θ;Y ) =

n∑
i=1

log

(
C∑
r=1

πr
ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))
. (2.2.3)

To estimate the parameter vector θ in model (2.2.2), we propose to use θ̂
(γ)
λ ∈ RC(N+1)×

RC>0 ×Π that minimizes

− n−1`
(γ)
λ (θ) = −n−1`(θ;Y ) + λ

C∑
r=1

πγr ‖ϕr‖1, (2.2.4)

where ‖ϕr‖1 is the `1-norm of the vector ϕr (here it is understood that the component

specific intercept is not included in the penalty). Note that the penalty on each wavelet
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and scaling component coefficient vector ϕr is related to the mixing probability πr. The

tuning parameter value of γ ∈ {0, 1/2, 1} parameterizes three distinct penalties. Letting

γ = 1 corresponds to the common practice of relating the amount of penalty to the sample

size, where, in the context of mixture regression, Khalili and Chen (2007) note that the

“virtual” sample size from the rth component is proportional to πr. Further discussion of

the tuning parameters is given in Section 2.4.

Estimation of ϕr and ρr rather than the direct estimation of βr and σr is considered

primarily for two reasons. The reparametrization, along with a Lasso-type penalty (1) allows

for penalization of both the coefficient vectors of interest and the error variances within

each component (Städler et al., 2010) while (2) maintaining convexity of the optimization

problem to be solved.

We note that the unpenalized likelihood for a finite mixture regression with normal

components is unbounded if σr → 0 (McLachlan and Peel, 2000). In contrast, since we use

a penalty function involving the `1-norm of the component specific vectors, ϕr = βr/σr

we make it so that small variances are penalized and the value of the penalized criteria in

(2.2.4) remains finite even as σr → 0.

2.2.1 The Adaptive WBFMR Model

We also consider an adaptive version of the estimator, θ̂
(γ)
λ , above which we call the adaptive

wavelet-based functional mixture regression (AWBFMR) estimator. Zou (2006) proposed

the adaptive lasso which allows for differing weights, adaptively chosen, to be assigned to

the coefficients in the `1 penalty. Among other benefits, the use of such weights can serve to

provide better performance with respect to variable selection in high dimensional settings.
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In the two-stage adaptive lasso procedure, one first finds initial estimates for the coefficients

of interest and then uses these estimates (or a transformation of them) as weights for the

coefficients in the `1 penalty of the lasso procedure.

Let θ̃ refer to some initial estimate of θ. We take this to be θ̂
(γ)
λ , but other estimators

may also be considered. The adaptive estimator is given by θ̂
(γ)
adapt;λ which is the minimizer

of the following criterion which involves a re-weighted `1 norm penalty term:

−n−1`
(γ)
adapt;λ(θ) = −n−1`(θ;Y ) + λ

C∑
r=1

πγr

N+1∑
q=2

wr,q |ϕr,q|,

where ϕr,q is the qth element of the vector ϕr and wr,q = 1/ |ϕ̃r,q| where ϕ̃r,q is the qth

element of the WBFMR estimate of component vector r. Since it is possible that some the

ϕ̃r,q values can be zero, which would cause the corresponding wr,q values to be infinite, we

add a small constant (0.001) to each ϕ̃r,q estimate in the fitting algorithm.

Städler et al. (2010) found that there are substantial performance gains in using the

adaptive estimator compared to the one-stage estimator in the context of scalar-on-vector

`1-penalized finite mixture regression models.

2.3 Fitting WBFMR Models

FMR models are typically fitted using either of two estimation methods. The first, which we

use to fit our WBFMR models, is the Expectation-Maximization (EM) algorithm proposed

by Dempster et al. (1977). Fitting mixture regression models via the EM algorithm is dis-

cussed extensively in McLachlan and Peel (2000). Alternatively, Bayesian methods such as

Markov Chain Monte Carlo estimation are also often employed. Comprehensive coverage of

Bayesian estimation methods for finite mixture models is provided in Fräuhwirth-Schnatter
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(2005).

Before laying out the algorithm, we first present Lemma 2.3.1 that is used in determining

the updates in the M-step of our EM algorithm.

Lemma 2.3.1 (Bühlmann and van de Geer, 2011) Let Y be an n × 1 vector, X be an

n × p matrix, and β be a p × 1 vector. Denote the gradient of 1
n ‖Y −Xβ‖

2 by G(β) =

− 2
nX

ᵀ (Y −Xβ). Let Qλ(β) = ‖Y −Xβ‖2 + λ ‖β‖1. Then a necessary and sufficient

condition for β̂ to be a solution of β̂ = argmin
β

Qλ(β) is

Gj(β̂) = −λ sign
(
β̂j

)
if β̂j 6= 0∣∣∣Gj(β̂)

∣∣∣ ≤ λ if β̂j = 0.

Proof For a minimizer β̂ of Qλ(·) it is necessary and sufficient that the subdifferential

(Bertsekas, 1995) at β̂ is zero. Hence if the jth component β̂j 6= 0 then the ordinary first

partial derivative with respect to βj must be zero:

∂Qλ(β)

∂βj
|β=β̂ = − 2

n
Xᵀ
,j (Y −Xβ) + λsign

(
β̂j

)
|β=β̂ = 0,

where X,j is the jth column vector of X. Hence we have that

Gj(β̂) = − 2
nX

ᵀ
,j (Y −Xβ) = −λsign

(
β̂j

)
if β̂j 6= 0.

Alternatively, if β̂j = 0, then the subdifferential at β̂ must include zero. Hence

if β̂j = 0 then Gj(β̂) + λδ = 0 for some δ ∈ [−1, 1].

This statement is equivalent to

∣∣∣Gj(β̂)
∣∣∣ ≤ λ if β̂j = 0.
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Fitting of WBFMR models is carried out in three main steps: (1) Use the DWT to

obtain the wavelet and scaling coefficients corresponding to the functional predictors, (2)

use a generalized EM algorithm for computing parameter estimates in the wavelet domain,

and (3) use the IDWT to obtain estimates of the component coefficient functions from the

corresponding wavelet and scaling coefficient estimates. Each step is explained in detail

below.

Step 1. Use the DWT to decompose the functional predictors and obtain the cor-

responding wavelet and scaling coefficients for each predictor. Here we must choose the

wavelet family (i.e. Daubechies’ least asymmetric wavelets), number of vanishing moments,

lowest level of decomposition (j0 ∈ {0, . . . , log2(N)− 1}), and method for handling the

boundaries (i.e. symmetric boundary handling).

The empirical wavelet and scaling coefficients for each predictor curve can be arranged

into (N + 1) × 1 vectors, Zi, i = 1, . . . , n, with the first component equal to 1 and the

remaining components corresponding to the components given in (1.4.2). We then form Z,

an n× (N + 1) matrix with ith row Zᵀ
i .

Step 2. We construct an generalized EM algorithm for our setting by first considering

the unobserved random indicator variable ∆i,r which designates component membership:

∆i,r =


1 if observation i belongs to component r

0 otherwise

Taking ∆ = (∆i,1, . . . ,∆i,C , . . . ,∆n,1, . . . ,∆n,C), we can form the complete data log-likelihood:

`c (θ;Y,∆) = log

n∏
i=1

C∏
r=1

(
πr

ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))∆i,r

=
n∑
i=1

C∑
r=1

[
∆i,rlog

(
ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))
+ ∆i,r log (πr)

]
.
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Then the expected scaled complete negative log-likelihood and penalized negative log-

likelihood are given by

Q(θ|θ′) = −n−1Eθ′ [`c (θ;Y,∆) |Y ] ,

and

Qpen(θ|θ′) = Q(θ|θ′) + λ
C∑
r=1

πγr ‖ϕr‖1,

respectively.

Step 2a: E-Step. In the E-step, we compute Q(θ|θ(m)) where

θ(m) = (ϕ
(m)
1 , . . . ,ϕ

(m)
C , ρ

(m)
1 , . . . , ρ

(m)
C , π

(m)
1 , . . . , π

(m)
C−1),

corresponds to the current vector of values for the parameters at EM-iteration m (m =

0, 1, 2, . . .) with θ(0) being the vector of initial values. We note that

Eθ(m) [`c (θ;Y,∆) |Yi]

= Eθ(m)

[
n∑
i=1

C∑
r=1

[
∆i,rlog

(
ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))
+ ∆i,r log (πr)

∣∣∣∣Y ]
]

=

n∑
i=1

C∑
r=1

log

(
ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))
Eθ(m) [∆i,r|Y ]

+

n∑
i=1

C∑
r=1

log (πr)Eθ(m) [∆i,r|Y ] ,

and we let

∆̂i,r = Eθ(m) [∆i,r|Yi] = P
(
∆i,r = 1

∣∣Yi,θ(m)
)

=
P
(
Yi
∣∣∆i,r = 1,θ(m)

)
P (∆i,r = 1)∑C

`=1 P
(
Yi
∣∣∆i,` = 1,θ(m)

)
P (∆i,` = 1)

=
π

(m)
r ρ

(m)
r e

1
2

(ρ
(m)
r Yi−Zᵀ

i ϕ
(m)
r )2∑C

`=1 π
(m)
` ρ

(m)
` e

1
2

(ρ
(m)
` Yi−Zᵀ

i ϕ
(m)
` )2

,

for r = 1, . . . , C, i = 1, . . . n.

Step 2b: Generalized M-Step. We now seek to decrease the penalized criterion

Qpen(θ|θ(m)) with respect to θ ∈ RC(N+1) × RC>0 ×Π. This is done in two stages.
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Stage 1. Fix each component coefficient vector, ϕr, at its current value of ϕ
(m)
r and

improve

− 1

n

n∑
i=1

C∑
r=1

∆̂i,r log (πr) +
C∑
r=1

πγr ‖ϕr‖1, (2.3.1)

with respect to the (C - 1) probability simplex{
π;πr > 0 for r = 1, . . . , C and

C∑
r=1

πr = 1

}
. (2.3.2)

An optimal vector of probabilities from this simplex is found in the following manner.

Let π̄(m+1) = 1
n

∑n
i=1 ∆̂i where ∆̂i =

(
∆̂i,1, . . . , ∆̂i,C

)
. We note that π̄(m+1) is a

feasible point in the simplex given by (2.3.2). We update the vector of mixing probabilities

as

π(m+1) = π(m) + t(m)
(
π̄(m+1) − π(m)

)
,

where t(m) ∈ (0, 1]. The value of t(m) corresponds to how large a step we take from the

previous estimate in the direction of π̄(m+1)−π(m). We choose t(m) to be the largest value

in the grid given by
{
δk; k = 0, 1, 2, . . .

}
where δ ∈ (0, 1) such that (2.3.1) is not increased.

As in Städler et al. (2010), we also use the value δ = 0.1 for our simulations and data

analyses.

Stage 2. We fix the mixing probabilities at their current estimates and optimizeQpen(θ|θ′)

with respect to ϕ = (ϕ1, . . . ,ϕC) and ρ = (ρ1, . . . , ρC). Minimizing Qpen(θ|θ′) with respect

to ϕ and ρ is equivalent to minimizing

− 1

n

n∑
i=1

C∑
r=1

[
∆i,rlog

(
ρr√
2π

exp

(
−1

2
(ρrYi −Zᵀ

i ϕr)
2

))]
+ λ

C∑
r=1

πγr ‖ϕr‖1, (2.3.3)

with respect to ϕ and ρ. At this point we recognize that the M-step decouples into C
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distinct optimization problems since (2.3.3) can be written as

− 1

n

n∑
i=1

[
∆i,1log

(
ρ1√
2π

exp

(
−1

2
(ρ1Yi −Zᵀ

i ϕ1)2

))]
+ λπγ1‖ϕ1‖1︸ ︷︷ ︸

(1)

+

. . .

+− 1

n

n∑
i=1

[
∆i,C log

(
ρC√
2π

exp

(
−1

2
(ρCYi −Zᵀ

i ϕC)2

))]
+ λπγC‖ϕC‖1︸ ︷︷ ︸

(C)

.

(2.3.4)

And the component expressions (1), . . . , (C) from (2.3.4) can be optimized separately with

respect to their corresponding parameters ϕr and ρr. Rather than fully minimizing each of

the component expressions we carry out the optimization by minimizing with respect to one

coordinate at a time while holding the other coordinates fixed at their current values within

each component. Hence we have C convex optimization problems where the expressions to

be minimized are of the form

Qr(θ) = − 1

n

n∑
i=1

∆̂i,r log
(
ρ(m)
r

)
+

1

2n

n∑
i=1

∆̂i,r

(
ρ(m)
r Yi −Zᵀ

i ϕ
(m)
r

)2
+ λπ(m+1)

r ‖ϕr‖1,

for r = 1, . . . , C.

Within each component expression, we first minimize with respect to ρr. To do this, we

solve ∂Qr(θ)
∂ρr

= 0 for ρr with the elements of ϕr fixed at their current values:

0
set
=

∂Qr(θ)

∂ρr

⇒ 0 = − 1

n

n∑
i=1

∆̂i,r
1

ρr
+

1

n

n∑
i=1

∆̂i,rYi

(
ρrYi −Zᵀ

i ϕ
(m)
r

)
⇒ 0 = − 1

n

n∑
i=1

∆̂i,r
1

ρr
+

1

n

∥∥∥Ỹ ∥∥∥2
ρr −

1

n

〈
Ỹ , Z̃ϕ(m)

r

〉
⇒ 0 =

∥∥∥Ỹ ∥∥∥2
ρ2
r −

〈
Ỹ , Z̃ϕ(m)

r

〉
ρr −

n∑
i=1

∆̂i,r.

where Ỹ = (
√

∆̂1,rY1, . . . ,
√

∆̂n,rYn)ᵀ and Z̃ is a matrix with rows
√

∆̂i,rZ
ᵀ
i , i = 1, . . . , n.

Here 〈·, ·〉 refers to the vector inner product and ‖·‖ is the Euclidean norm.
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Hence we have that the update for ρr is given by

ρ(m+1)
r =

〈
Ỹ , Z̃ϕ

(m)
r

〉
+

√〈
Ỹ , Z̃ϕ

(m)
r

〉2
+ 4

∥∥∥Ỹ ∥∥∥2∑n
i=1 ∆̂i,r

2
∥∥∥Ỹ ∥∥∥2 .

Once the update for ρr is computed, we calculate the update for the unpenalized

component-specific intercept in a similar fashion:

0
set
=

∂Qr(θ)

∂ϕr,1

⇒ 0 = − 1

n

n∑
i=1

∆̂i,r

ρrYi − ϕr,1 − N+1∑
q=2

Zi,qϕr,q


⇒ 0 = −ρr

n∑
i=1

∆̂i,rYi + ϕr,1

n∑
i=1

∆̂i,r +

n∑
i=1

∆̂i,r

N+1∑
q=2

Zi,qϕr,q

 ,

where Zi,q refers to the qth component of the vector Zi. So we have that

ϕ
(m+1)
r,1 =

ρr
∑n

i=1 ∆̂i,rYi −
∑n

i=1 ∆̂i,r

(∑N+1
q=2 Zi,qϕr,q

)
∑n

i=1 ∆̂i,r

.

Now we provide closed-form expressions for the coordinate-wise updates for the remain-

ing N coefficients in each ϕr vector. Let

Qλ(β) =
1

2n

∥∥∥ρ̂rỸ − Z̃ϕr∥∥∥2
+ λπγr ‖ϕr‖1 .

Then we have that G(ϕr) = − 1
nZ̃

ᵀ
(
ρ̂rỸ − Z̃ϕr

)
. By Lemma 2.3.1, if ϕr,q 6= 0 then we

have that

Gq(ϕr) = − 1

n
Z̃ᵀ
,q

(
ρ̂rỸ − Z̃ϕr

)
= −λπγr sign(ϕ̂r,q).

Now, ϕr,q can be positive, Case (i), or negative, Case (ii) . Consider Case (i). We have

0
set
= − 1

n
Z̃ᵀ
,q

(
ρ̂rỸ − Z̃ϕr

)
+−λπγr sign(ϕ̂r,q)

⇒ 0 = ρ̂r

〈
Z̃,q, Ỹ

〉
−
〈
Z̃,q, Z̃ϕr

〉
− λπγr

⇒ 0 = ρ̂r

〈
Z̃,q, Ỹ

〉
−
∑
s<q

ϕr,s

〈
Z̃,q, Z̃,s

〉
− ϕr,q

∥∥∥Z̃,q∥∥∥2
−
∑
s>q

ϕr,s

〈
Z̃,q, Z̃,s

〉
− λπγr .
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Let

Sq = −ρ̂r
〈
Z̃,q, Ỹ

〉
+
∑
s<q

ϕr,s

〈
Z̃,q, Z̃,s

〉
+
∑
s>q

ϕr,s

〈
Z̃,q, Z̃,s

〉
.

Then solving for ϕr,q we have

ϕr,q =
−nλπγr − Sq∥∥∥Z̃,q∥∥∥2 ,

which is positive if and only if Sq < −nλπγr . A similar argument can be used to show that

for Case (ii),

ϕr,q =
nλπγr − Sq∥∥∥Z̃,q∥∥∥2 ,

which is negative if and only if Sq > nλπγr .

Furthermore, ϕ̂r,q = 0 if

|Gq (ϕ̂r)| ≤ λπγr∣∣∣− 1
nZ̃

ᵀ
,q

(
ρ̂rỸ − Z̃ϕ̂r

)∣∣∣ ≤ λπγr

|−Sq − ϕ̂r,q︸︷︷︸
=0

∥∥∥Z̃,q∥∥∥2
| ≤ nλπγr

|Sq| ≤ nλπγr ,

(2.3.5)

All together, the coordinate-wise updates for the N wavelet and scaling coefficients within

each component are given by:

ϕ(m+1)
r,q =



0 if |Sq| ≤ nλ(π
(m+1)
r )γ ,

nλ(π
(m+1)
r )γ − Sq∥∥∥Z̃,q∥∥∥2 if Sq > nλ(π

(m+1)
r )γ ,

−nλ(π
(m+1)
r )γ − Sq∥∥∥Z̃,q∥∥∥2 if Sq < −nλ(π

(m+1)
r )γ ,

for q = 2, . . . , N + 1.

Step 3. Use the IDWT to obtain estimates ω̂1, . . . , ω̂C from the estimates σ̂1ϕ̂1, . . . , σ̂1ϕ̂C

respectively.
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The EM procedure requires that we provide initial values for the parameters being

estimated. We use the following scheme for obtaining these initial values. We first assign a

weight to each observation corresponding to each of the C distinct components. To do this,

we randomly assign to each observation i a class, κ, from the set {1, . . . , C}. For observation

i and its randomly selected class κ we set ∆̃i,κ = 0.9 and for each of the other classes we set

∆̃i,r = 0.1, r ∈ {1, . . . , C} \ κ. We then normalize the vector of ∆̃i,r values, r = 1, . . . , C to

sum to 1. Note that this process can be thought of as an initialization of the E-step. This

is followed by updating all of the coordinates involved in the optimizations in the M-step

with initial values of ϕ
(0)
r,q = 0, ρ

(0)
r = 2, and π

(0)
r = 1/C, r = 1, . . . , C, q = 1, . . . , N + 1.

To speed up the EM procedure, we restrict ourselves to updating only the non-zero

coordinates (active set elements) for 10 out of every 11 iterations of the EM algorithm.

After 10 iterations on the active set, we expand to consider all coordinates, both the active

and non-active, for updating in the 11th iteration. We obtain a possibly new active set and

continue in this manner until convergence criteria is satisfied. The stopping criteria that we

use ensure that the relative improvement in `λ(θ) and the relative change in the parameter

vector are small. Specifically, the EM procedure stops when

∣∣`λ(θ(m+1))− `λ(θ(m))
∣∣

1 +
∣∣`λ(θ(m+1))

∣∣ ≤ τ, max
q


∣∣∣θ(m+1)
q − θ(m)

q

∣∣∣
1 +

∣∣∣θ(m+1)
q

∣∣∣
 ≤ √τ ,

where θq refers to the qth element of the parameter vector θ and we set τ = 10−6. As

noted in Städler et al. (2010), this active set algorithm leads to considerable decreases in

computational time in high-dimensional and sparse settings.
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2.4 Tuning Parameters

In using WBFMR we need to specify a number of tuning parameters, namely, the number

of components, C, the form of the penalty (i.e. the value of γ), the lowest level of decompo-

sition, j0, and the penalty parameter, λ. The choice of the values for each of these tuning

parameters may be based on prior information or data driven methods may be employed in

their selection. Below, we discuss each tuning parameter and consider two possible methods

for their selection.

If the number of components is known a priori or exploratory data analysis suggests

a particular number of components, then C can be specified outright. However, we often

employ the mixture modeling approach when the number of components is unknown or

knowledge of component membership unavailable.

With respect to γ, if it is known that the components are not unbalanced in the sense

that observations arise from each component with equal or approximately equal probability,

then Städler et al. (2010) argue that choosing γ = 0 is appropriate and also provides for

faster computation. If the components are very unbalanced then using γ ∈ {1/2, 1} is

recommended. One could always set γ = 1 at the cost of a more burdensome computation.

The value of j0 corresponds to the lowest level of decomposition and can range from

0 to log2(N) − 1. Since the predictors are sampled at N points, the DWT provides a

decomposition that uses a total of N wavelet and scaling functions. Among this set of N

basis functions, 2j0 will be scaling functions and N − 2j0 will be wavelet functions. Hence,

setting j0 close or equal to 0 results in using fewer scaling functions to represent large-scale

features and more wavelet functions to represent local details. Conversely, setting j0 close
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or equal to log2(N)− 1 results in using more scaling functions and fewer wavelet functions.

The value of λ directly determines the role that the penalty function will have in both

estimating and selecting variables in the model. Large values of λ force elements of the

estimated component coefficient vectors to zero while small values result in many non-zero

estimates. The value of λ is often difficult to choose a priori and so data-driven methods

are often used in its selection. In our case, we select λ from a grid of M candidate values

λ1, . . . , λM satifying 0 ≤ λ1 < . . . < λM ≤ λmax where λmax is the smallest value for which

a one component model has an estimated coefficient function that is identically zero. From

(2.3.5) we have that all wavelet and scaling coefficients for ω1 in a one component model

will be set to zero when

λπγ1 = max
q=2,...,N+1

∣∣∣∣− 1

n
Z̃ᵀ
,q

(
ρ̂1Ỹ − Z̃ϕ̂1

)∣∣∣∣ .
In the one component model, π1 = 1, Z̃,q = Z,q, Ỹ = Y , and if ϕ̂1 = 0, then ρ̂1 =

√
n/ ‖Y ‖.

Hence we have that

λmax = max
q=2,...,N+1

∣∣∣∣〈Z,q,Y 〉√
n ‖Y ‖

∣∣∣∣ .
We will employ two methods for tuning parameter selection. First we consider selecting

the parameters that minimize the cross-validated

− 2`(θ̂j0,λ,C ;Y ), (2.4.1)

value. Here, `(·; ·) denotes the log-likelihood from (2.2.3) and the estimate θ̂j0,λ,C depends

on the values of the tuning parameters as indexed by the subscripts. We will refer to (2.4.1)

as the “predictive loss”. We also consider selecting the parameters that minimize a modified

BIC criterion. We use the modified BIC measure, proposed by Pan and Shen (2007), which
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is given by

BIC = −2`
(
θ̂j0,λ,C ;Y

)
+ log(n)de, (2.4.2)

where de = (N + 3) · C − 1 − q0 is the effective number of parameters with q0 being the

number of coefficients estimated to be zero in all of the components. We can compute this

value over a grid of candidate values for all or a subset of the turning parameters.

The cross-validation procedure generally puts more emphasis on predictive ability as

measured by the predictive loss and chooses a model that performs well in this regard. On

the other hand, BIC focuses more on finding the “true” model and often chooses a simpler

model. Compared to BIC, cross-validation is more computationally demanding and can be

prohibitive for large and/or high-dimensional data. In Section 2.6.2 we compare computing

times for selected simulations where tuning parameters are chosen by either cross-validation

or BIC.

2.5 Bootstrap Confidence Bands

Yao et al. (2011) discuss the use of nonparametric bootstrap methods for conducting in-

ference on the component regression functions. We consider a similar inferential strategy.

To construct our bootstrap confidence bands, we first resample with replacement from

the set of all observations to obtain a bootstrap sample given by
{

(Xb
i , Y

b
i ) : i = 1, . . . , n

}
,

b = 1, . . . , B. We then fit a WBFMR model on each of the the resampled data sets using

the same number of components (C), same level of decomposition (j0), and same γ value

as the model fit on the original sample. We let the value of the tuning parameter λ be

chosen by the same method (BIC or cross-validation) as used on the original data. This is
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analogous to the method proposed in Yao et al. (2011) in which they choose the number of

functional principal components (i.e. amount of regularization) for each separate bootstrap

sample.

Label switching in the estimation procedure can result in a distortion of the distribution

of the quantities of interest. In order to provide correct labels for the latent groups, we

compute the distances between each of the bootstrap sample coefficient function estimates,

ω̂b` , and each component coefficient function estimated from the original data set. The

distance between each bootstrap sample estimate and the estimate from the original sample

is given by
∫ [
ω̂b`(t)− ω̂r(t)

]2
dt, r = 1, . . . , C. Then bootstrap sample coefficient function

estimates are assigned to the groups according to ω̂br = argmin
ω̂b
` :`=1,...,C

∫ [
ω̂b`(t)− ω̂r(t)

]2
dt for

each r = 1, . . . , C.

Once the B bootstrap estimates have been calculated and appropriately labeled, we

construct a point-wise 100(1−α)% confidence band for each component coefficient function

by selecting the values from the B bootstrap estimates that correspond to the α/2th and (1−

α/2)th percentiles at each of the N values over which the component coefficient functions are

estimated. The collection of lower percentile values form the lower bound of the confidence

band and the upper percentile values form the upper band. As noted in Grün and Leisch

(2004), bootstrap samples can be used to both reveal identifiability issues and gain insight

into the stability of the estimates of interest.
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2.6 Simulations

We present simulation results that demonstrate various aspects of the WBFMR and AWBFMR

mixture regression procedures and that draw comparisons to a functional principal components-

based (FPC) method similar to that proposed by Yao et al. (2011). For each simulation dis-

cussed below, we generated observations consisting of a discretely sampled one-dimensional

functional predictor signal, Xi, and a scalar response, Yi.

Each functional predictor is a Brownian bridge stochastic process for t ∈ (0, 1) with an

expected value of 0, covariance given by cov(Xi(t), Xi(s)) = s(1 − t) for s < t, and with

Xi(0) = Xi(1) = 0. A sample of three of these predictors are given in the top panel of Figure

2.1. We consider various sampling densities for the functional predictors. Specifically, we

consider data sets where the functional predictors are sampled at N = 64, 128, 256, or 512

equally-spaced points.

The scalar outcomes corresponding to each functional predictor were generated us-

ing two distinct settings for the component-specific coefficient functions. The first pair

of component-specific coefficient functions are given by ωs1(t) = −sin(2πt) and ωs2(t) =

sin(πt). The second pair of component-specific coefficient functions are given by ωb1(t) =

−3.257e−2222.22(t−0.15)2 +4.886e−2222.22(t−0.25)2−3.257e−2222.22(t−0.5)2 +2.606e−2222.22(t−0.9)2

and ωb2(t) = 3.257e−2222.22(t−0.1)2 − 4.886e−2222.22(t−0.35)2 + 3.257e−2222.22(t−0.7)2 . The mid-

dle panel of Figure 2.1 shows ωs1 and ωs2 which we will refer to as the “smooth” functions

while the bottom panel shows ωb1 and ωb2 which we will refer to as the “bumpy” functions.

In addition to considering different component-specific coefficient settings, we also con-

sider different signal-to-noise ratio settings. Unless otherwise noted, an equal proportion of
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Figure 2.1: (Top) Sample of three predictor curves (N = 256). (Center) Component

coefficient functions in smooth setting (ωs1 and ωs2). (Bottom) Component coefficient

functions in bumpy setting (ωb1 and ωb2).

observations were generated in each component with σ1 = σ2 and the discrete approxima-

tion to ∑2
r=1 πr var(Xωr)∑2

r=1 πr(var(Xωr) + σ2
r )
,

given by

R2 =

∑2
r=1 πr var(Xᵀωr)∑2

r=1 πr(var(Xᵀωr) + σ2
r )
,

where X = (X(t1), . . . , X(tN ))ᵀ and ωr = (ωr(t1), . . . , ωr(tN ))ᵀ takes on the desired value

in a given setting. We consider settings with R2 values of 0.9, 0.7, and 0.5.
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We employ Daubechies’ least asymmetric wavelets with eight vanishing moments in all

simulations. The WaveThresh package in R (Nason, 1998) is used to perform the DWT and

IDWT with the periodic boundary handling option.

2.6.1 Simulation 1: Comparison of FMR Methods

In the first set of simulations we compare the wavelet-based (WB), adaptive wavelet-based

(AWB), and functional principal components-based (FPC) mixture regression methods in

various combinations of the settings mentioned above. In all, we consider 24 different

settings: 2 types of component coefficient functions (smooth or bumpy), 3 possible R2

values (0.9, 0.7, or 0.5), and 4 possible sampling densities (N = 64, 128, 256, or 512).

For a given simulation run, we generate a training set, a validation set, and a test set

all from the same setting (i.e. type of component coefficient functions, R2 value, sampling

density, and equal proportion of observations from each component). Each set is made up

of 100 observation pairs consisting of a functional predictor and its corresponding scalar

response. The training set is used to fit a model for each combination of the tuning pa-

rameters. The validation set is then used to select the combination of tuning parameters

that minimizes (2.4.1) among all combinations of tuning parameters. Finally, the model

selected by the validation set is applied to the test set and the corresponding predictive loss

is computed. We repeat this procedure 100 times for each setting.

In this first set of simulations, we treat the number of components as known, i.e. C = 2.

For the wavelet-based methods, we fix the lowest level of decomposition to j0 = 0 in the

smooth setting and to j0 = 5 in the bumpy setting. In extensive prior simulations (not

shown here), these decomposition levels tended to consistently minimize the predictive loss
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for each of the settings that we consider here. Additional support for these choices is

provided in Simulation 2 below where we note that the plots in Figures 2.12 and 2.13 show

little difference between the distribution of the losses when j0 is set to the values that we

selected and the distributions when j0 is allowed to be chosen by either cross-validation or

BIC. To choose an optimal value for λ and corresponding estimate in a given setting, we

first fit models based on the training data for each λ in a grid of 100 values then chose the

λ value (model) that minimizes (2.4.1) in the corresponding validation set. The predictive

loss is then obtained by using the chosen model to compute (2.4.1) from the corresponding

test data. For the adaptive wavelet-based method, we use the estimated component-specific

wavelet and scaling coefficients from the corresponding “best” wavelet-based model as the

initial estimates.

For the functional principal components-based procedure, based on the model proposed

in Yao et al. (2011), the tuning parameters consisted of the number of order four B-spline

basis functions used in representing the predictor signals and the number of principal com-

ponents to serve as the predictors in the FMR model. Following Yao et al. (2011), we choose

to use the minimum number of principal components that account for at least 90% of the

variation in the predictor signals. The optimal set of tuning parameters was selected by

first fitting a model for each combination of number of B-spline basis functions and number

of principal components using the training data and then picking the pair (model) that

minimized (2.4.1) in the corresponding validation set. The chosen model was applied to the

corresponding test data and the predictive loss was obtained. We use the FlexMix packge

(Leisch, 2004) in R to fit the functional principal components-based models.
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2.6.1.1 Prediction Comparisons

We first consider how the three methods compare with respect to predictive loss based on the

test sets. The boxplots in Figures 2.2 and 2.3 show the predictive loss for the 100 simulation

runs for each of the three methods at the various settings. Figure 2.2 corresponds to the

various smooth component coefficient settings while Figure 2.3 corresponds to the bumpy

settings. In the smooth setting, we note that the wavelet-based and adaptive wavelet-based

methods perform comparably to the functional principal components-based method. There

appears to be little difference between the three methods regardless of sampling density of

the predictors or R2 value. In contrast, in the bumpy setting, the wavelet-based methods

appear to result in lower predictive loss than the FPC method, especially for higher values

of R2 at each of the 4 sampling desitites.

2.6.1.2 Estimation Comparisons

Estimation performance is illustrated in Figures 2.4-2.9. In these plots, the solid and dashed

thick black curves correspond to the point-wise mean estimated component coefficient func-

tions over the 100 simulation runs at the given setting. The solid and dashed thin red or

blue curves correspond to the true component coefficient functions used to generate the

scalar responses.

Figures 2.4-2.6 show the average estimation performance of the three methods in the

smooth setting for R2 = 0.9, 0.7, and 0.5. In all settings for which the true component coeffi-

cient functions are smooth, we note that the functional principal components-based method

appears to do best. The performance of the wavelet-based methods is nearly comparable

only when the functional predictors are densely sampled and R2 is high.
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Figure 2.2: Log-likelihood test loss in smooth component coefficient settings; com-

paring Wavelet-Based (WB), Adaptive Wavelet-Based (AWB), and Functional Principal

Components-Based (FPC) methods at each setting; leftmost boxes correspond to R2 = 0.9,

middle boxes correspond to R2 = 0.7, rightmost boxes correspond to R2 = 0.5.
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Figure 2.3: Log-likelihood test loss in bumpy component coefficient settings; com-

paring Wavelet-Based (WB), Adaptive Wavelet-Based (AWB), and Functional Principal

Components-Based (FPC) methods at each setting; leftmost boxes correspond to R2 = 0.9,

middle boxes correspond to R2 = 0.7, rightmost boxes correspond to R2 = 0.5.
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Substantial gains in estimation performance by the wavelet-based methods are evident

in Figures 2.7-2.9 which show the average estimation performance of the three methods in

the bumpy setting for R2 = 0.9, 0.7, and 0.5. We note that the wavelet-based methods

do very well in capturing the local features of the component coefficient functions and in

estimating regions where there is no association between the functional predictors and the

response. The functional principal components-based method struggles with both of these

tasks.

We also calculated the integrated squared error (ISE) for each model that we fit. The

ISE is given by 1
C

∑C
r=1

∫
(ω̂r(t)− ωr(t))2dt. We approximate this quantity by

1

CN

C∑
r=1

(ω̂r − ωr)ᵀ (ω̂r − ωr),

where ω̂r and ωr are the discretized versions of ω̂r and ωr respectively. Tables 2.1 and

2.2 show the median ISE values from each of the 100 simulation runs in each setting cor-

responding to the smooth and bumpy component coefficient functions. In agreement with

what we observed in Figures 2.4-2.9, we see that the FPC method has lower median ISE

than either of the wavelet-based methods in nearly all smooth settings whereas the opposite

is true in all of the bumpy settings.

In order to provide a better idea of how the WBFMR coefficient estimates do in esti-

mating the true component coefficient functions we present Figures 2.10 and 2.11. These

plots display the true component coefficient functions (either red or blue) and the WBFMR

estimates from the simulated data sets with the minimum and median ISE values where

the sampling density is N = 256 and either R2 = 0.9 or R2 = 0.7. In Figure 2.10, where

we have R2 = 0.9, we see that the estimates tend to convey the main features of the true
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component coefficient functions well. However, we see in Figure 2.11, where R2 = 0.7, that

there is considerably more bias in the estimates. Unfortunately, for lower signal-to-noise

ratios, the estimator can have difficulty estimating where the true local maxima or minima

occur.

It is interesting to note that the wavelet-based and adaptive wavelet-based methods per-

form nearly identically in all of the simulations that we considered. Comparison (not shown

here) of the wavelet and scaling coefficient estimates given by the wavelet-based and cor-

responding adaptive wavelet-based methods shows that the adaptive version is performing

additional variable selection and producing different estimates from those given by the non-

adaptive procedure, but these changes do not yield substantial gains in reducing either the

predictive loss or the estimation error. This differs from the findings of Städler et al. (2010)

where empirical evidence suggests that the adaptive version of their scalar-on-vector finite

mixture model performed better than the non-adaptive version with respect to prediction

and estimation.

2.6.1.3 Latent Group Membership Estimation

We also wanted to compare how well the three methods performed with respect to deter-

mining latent group membership. As noted above, in addition to providing estimates for the

component coefficient functions, the fitting procedures also produce estimates for probabil-

ities of latent class membership for each observation. We estimate latent class membership

by assigning each observation to the latent class corresponding to the largest estimated
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R2

N Method 0.90 0.70 0.50

WB 0.0497 0.1690 0.2830
64 AWB 0.0487 0.1695 0.2855

FPC 0.0180 0.0714 0.2295
WB 0.0431 0.1264 0.2342

128 AWB 0.0399 0.1292 0.2412
FPC 0.0192 0.0934 0.3112
WB 0.0343 0.1475 0.2750

256 AWB 0.0355 0.1406 0.2617
FPC 0.0170 0.1117 0.3702
WB 0.0318 0.1349 0.2087

512 AWB 0.0305 0.1288 0.2152
FPC 0.0208 0.1169 0.4148

Table 2.1: Smooth setting median ISE values.

R2

N Method 0.90 0.70 0.50

WB 0.4946 0.8072 1.1125
64 AWB 0.5409 0.8160 1.1097

FPC 0.9117 1.0153 1.2075
WB 0.3037 0.8194 1.2682

128 AWB 0.3586 0.8515 1.3130
FPC 0.8993 1.0180 1.2098
WB 0.3182 0.9029 1.3341

256 AWB 0.3254 0.9404 1.3181
FPC 0.9003 1.0274 1.2409
WB 0.4654 1.0149 1.2486

512 AWB 0.4666 0.9400 1.2878
FPC 0.8985 1.0398 1.2666

Table 2.2: Bumpy setting median ISE values.
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Figure 2.10: Estimates from simulation setting R2 = 0.9, N = 256.

Figure 2.11: Estimates from simulation setting R2 = 0.7, N = 256.
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group membership indicator. Recall that the group membership indicators are denoted by

∆̂i,1 and ∆̂i,2 for observation i in our fitting procedure and are similarly defined in the

FPC-based procedure.

We computed the proportion of correct membership assignments, accounting for label

switching, as follows. The data were generated in such a way that the first 50 observations

of each data set were members of one latent class while the next 50 were members of the

other class. Thus when calculating the proportion of correct assignments, we computed

how many of the first 50 observations in the data set were assigned to each of the two com-

ponents and assumed that the latent class label for those first 50 observations corresponded

to the label with the most observations and made a similar assumption for the remaining 50

observations. There is a chance that using this scheme will result in class label assignments

that are the same for all observations. This happened rarely in settings where R2 = 0.9

regardless of the component coefficient functions. It occurred typically less than 25% of

time when R2 = 0.7 in the smooth setting and typically more than 40% of the time in the

bumpy setting. And it occurred typically well over 50% of the time when R2 = 0.5 for both

component coefficient functions. This characterization holds for all three methods consid-

ered. In Tables 2.3 and 2.4 we show the mean proportion of correct latent class assignments

over all simulation runs along with the proportion of instances where the same latent class

was assigned based on the scheme above for both the smooth and bumpy settings. In calcu-

lating the mean proportion of latent class assignments, proportions corresponding to those

data sets where one label was assigned to all observations were removed.

In both the smooth and bumpy settings, for R2 = 0.9, observations appear to be cor-

rectly assigned to latent classes with high probability and with no method doing uniformly



CHAPTER 2. WAVELET-BASED FUNCTIONAL MIXTURE REGRESSION 60

better than any other. As R2 decreases, so does the probability of correct latent class as-

signment. We note that, especially for settings with R2 = 0.5, the average proportions of

correct class assignment that are presented are more optimistic than they truly are since so

many of the simulations resulted in instances where our labeling scheme could not assign

distinct labels to the observations from different groups.

2.6.2 Simulation 2: Tuning Parameter Selection Methods

In the second set of simulations, we investigate selection methods for the tuning parameters

in the WBFMR model. We compare selection based on minimizing the 5-fold cross-validated

log-likelihood loss to that based on minimizing the modified BIC criteria given in (2.4.2).

We consider three different scenarios for tuning parameter selection:

Scenario 1. Set C = 2 and j0 = 0 (smooth setting), 5 (bumpy setting); select λ.

Scenario 2. Set j0 = 0 (smooth setting), 5 (bumpy setting); select C ∈ {1, 2, 3} and λ.

Scenario 3. Set C = 2; select j0 ∈ {0, . . . , log2(N)− 1} and λ.

We restrict ourselves to a subset of 8 of the 24 settings from the first group of simulations

discussed in Section 2.6.1. Specifically, we compare the three tuning parameter selection

scenarios in the smooth and bumpy settings when the sampling density of the functional

predictors is either 128 or 256 for R2 = 0.9 and R2 = 0.7. For each of 100 simulation runs

at each setting, the training set was used to determine the optimal tuning parameters that

either minimized the 5-fold cross-validated predictive log-likelihood loss or minimized the
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R2

N Method 0.90 0.70 0.50

WB 0.88 (0.00) 0.75 (0.18) 0.67 (0.48)
64 AWB 0.89 (0.00) 0.76 (0.20) 0.65 (0.66)

FPC 0.85 (0.00) 0.73 (0.10) 0.62 (0.55)
WB 0.85 (0.00) 0.78 (0.26) 0.57 (0.56)

128 AWB 0.85 (0.00) 0.76 (0.29) 0.73 (0.60)
FPC 0.87 (0.01) 0.74 (0.25) 0.66 (0.57)
WB 0.86 (0.00) 0.74 (0.17) 0.75 (0.58)

256 AWB 0.86 (0.00) 0.77 (0.21) 0.67 (0.56)
FPC 0.87 (0.00) 0.73 (0.18) 0.78 (0.59)
WB 0.82 (0.00) 0.77 (0.21) 0.73 (0.60)

512 AWB 0.82 (0.00) 0.77 (0.23) 0.73 (0.67)
FPC 0.81 (0.00) 0.76 (0.21) 0.73 (0.64)

Table 2.3: Mean correct latent class membership proportions for smooth settings.

R2

N Method 0.90 0.70 0.50

WB 0.82 (0.06) 0.73 (0.48) 0.56 (0.77)
64 AWB 0.80 (0.14) 0.72 (0.50) 0.55 (0.83)

FPC 0.80 (0.07) 0.62 (0.42) 0.59 (0.79)
WB 0.86 (0.02) 0.71 (0.39) 0.68 (0.65)

128 AWB 0.85 (0.06) 0.83 (0.45) 0.66 (0.79)
FPC 0.83 (0.04) 0.74 (0.42) 0.68 (0.79)
WB 0.82 (0.03) 0.74 (0.45) 0.63 (0.75)

256 AWB 0.83 (0.04) 0.74 (0.43) 0.65 (0.87)
FPC 0.73 (0.07) 0.73 (0.41) 0.55 (0.81)
WB 0.75 (0.04) 0.69 (0.42) 0.57 (0.62)

512 AWB 0.70 (0.08) 0.59 (0.40) 0.61 (0.79)
FPC 0.78 (0.04) 0.75 (0.38) 0.73 (0.82)

Table 2.4: Mean correct latent class membership proportions for bumpy settings.
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modified BIC value. The corresponding test set was used to estimate the test loss in each

scenario for both selection methods.

The boxplots showing the distributions of these log-likelihood loss values for the test

sets are provided in Figures 2.12 and 2.13. The three tuning parameter selection scenarios

appear to be fairly comparable with respect to predictive log-likelihood loss across the eight

settings. In the bumpy settings, we one might argue that cross-validation performs slightly

better with respect to predictive loss, but this is expected since minimizing the predictive

loss is the target of the cross validation procedure.

In Scenario 2, we allowed the data to select the number of components, C. Tables 2.5

and 2.6 show the proportions of simulation runs at each of the eight settings for which

the number of components was chosen to be 1, 2, or 3 for either R2 = 0.9 or R2 = 0.7

respectively. In both tables, we see that, in comparison to using the modified BIC for

selecting the number of components, 5-fold cross validation has greater tendency to overfit

by estimating more components than truly exist. For the higher R2 settings, using the

modified BIC for selecting the number of components seems best. However, for the lower R2

settings, we see that using BIC tends to lead to underfitting whereas use of cross-validation

selects the correct number of components more frequently.

2.6.2.1 Timings

Here we include some information about the amount of computing time needed to carry

out tuning parameter selection via either 5-fold cross validation or use of BIC. Table 2.7

shows the amount of computing time (in seconds) for selecting various combinations of
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Figure 2.12: Log-likelihood test loss for different tuning parameter selection scenarios in

smooth setting with R2 = 0.9 in top panels and R2 = 0.7 in bottom panels; CV-I and BIC-I

(selection methods for Scenario 1), CV-II and BIC-II (selection methods for Scenario 2),

CV-III and BIC-III (selection methods for Scenario 3).
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Figure 2.13: Log-likelihood test loss for different tuning parameter selection scenarios in

bumpy setting with R2 = 0.9 in top panels and R2 = 0.7 in bottom panels; CV-I and BIC-I

(selection methods for Scenario 1), CV-II and BIC-II (selection methods for Scenario 2),

CV-III and BIC-III (selection methods for Scenario 3).
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C = 1 C = 2 C = 3

Smooth CV 0.00 0.62 0.38
N = 128 BIC 0.00 1.00 0.00
Smooth CV 0.00 0.59 0.41
N = 256 BIC 0.00 1.00 0.00
Bumpy CV 0.04 0.76 0.20
N = 128 BIC 0.05 0.94 0.01
Bumpy CV 0.07 0.72 0.21
N = 256 BIC 0.05 0.94 0.01

Table 2.5: Proportion of simulation runs at each setting (R2 = 0.9) such that the indicated

number of components (C) is chosen by either 5-fold cross-validation or modified BIC.

C = 1 C = 2 C = 3

Smooth CV 0.06 0.59 0.35
N = 128 BIC 0.22 0.76 0.02
Smooth CV 0.03 0.63 0.34
N = 256 BIC 0.20 0.77 0.03
Bumpy CV 0.38 0.51 0.11
N = 128 BIC 0.80 0.19 0.01
Bumpy CV 0.56 0.34 0.10
N = 256 BIC 0.72 0.27 0.01

Table 2.6: Proportion of simulation runs at each setting (R2 = 0.7) such that the indicated

number of components (C) is chosen by either 5-fold cross-validation or modified BIC.
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tuning parameters in the bumpy setting for 3 different data sets with sampling densities

of N = 128, 256, or 512. The “Vary C, j0, λ” columns refer to the the scenario in which

all three tuning parameters are selected from the data where the candidate values for the

tuning parameters are the same as those considered in Scenarios 1-3. Once the tuning

parameters had been provided it took less than half a second to fit a model for N = 128

and about one second each to fit models for N = 256 and N = 512.

Scenario 1 Scenario 2 Scenario 3 Vary C, j0, λ
N CV BIC CV BIC CV BIC CV BIC

128 132.056 33.551 394.608 109.491 753.128 215.968 2255.665 655.519
256 232.646 53.481 777.092 169.214 1800. 457 440.775 5698.900 1324.871
512 561.495 103.944 1568.780 428.310 3948.554 900.152 15531.605 3623.368

Table 2.7: Computing time (seconds) for tuning parameter selection and model fitting.

2.6.3 Simulation 3: Changing γ for Differing Mixing Proportions

In all previous simulations, we set the weighting of the mixing probability in the penalty

with γ = 1. We next investigate the impact of γ on the predictive log likelihood loss in the

WBFMR estimator when the proportion of observations from the components changes. We

generate data from the bumpy component coefficient function setting where the sampling

density of the functional predictors is 256 and where R2 = 0.9 when the components are

balanced (i.e. π1 = π2 = 0.5) and similarly generate data where the components are

unbalanced in two scenarios: π1 = 0.4 and π2 = 0.6 or π1 = 0.3 and π2 = 0.7. For each of

the three settings we generate training, validation, and test sets each with 100 observations.

We perform 100 simulation runs in each of the three settings where we fix C = 2, set j0 = 5,
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and choose λ from a grid of 100 values. For each setting, we fit models corresponding to

γ = 0, γ = 1/2, and γ = 1 and compare predictive log-likelihood losses for each γ value.

From Figure 2.14, it appears that predictive log-likelihood loss is fairly comparable for

the three choices of γ for the three mixing proportion settings. In the high-dimensional

scalar-on-vector setting, Städler et al. (2010) showed similar results but noted that γ = 1

was slightly preferable in the unbalanced setting, although the reduction in log-likelihood

loss was unremarkable.

Figure 2.14: Log-likelihood test loss for varying γ values where data were generated with

various mixing proportions.

2.6.4 Simulation 4: Bootstrap Confidence Bands

Finally, we investigate our procedure for constructing non-parametric bootstrap confidence

bands in two settings. We restrict ourselves to N = 128 and R2 = 0.9 in both the smooth

and bumpy settings. We constructed bootstrap confidence bands for the component coeffi-

cient functions via the procedure laid out in Section 2.5 where we used B = 500 bootstrap
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samples for each of the the 100 simulated data sets in each setting. We set C = 2 and γ = 1

with j0 = 0 in the smooth setting or j0 = 5 in the bumpy setting. The modified BIC was

used to select the optimal value of λ for each bootstrap sample.

Figures 2.15 and 2.16 show the results for one data set generated using the smooth

component coefficient functions and one data set generated using the bumpy component

coefficient functions respectively. The 95% bootstrap confidence bands bound the gray

regions around the true component coefficient functions shown in either red or blue with

the estimates for those functions given by the black dashed curves. Over the 100 data

sets considered in each of the two settings, the point-wise coverage probabilities were either

100% or only slightly lower.

The plots shown in Figures 2.15 and 2.16 are characteristic of what was observed in the

other 99 data sets in each setting. In the smooth component coefficient setting we note that

the confidence bands are relatively wide and often exhibit features that do not resemble the

true coefficient function. Similar issues are evident in the confidence bands for the bumpy

component coefficient setting. Inspection of the component coefficient function estimates

derived from the bootstrap samples reveals that some of the estimates have erratic behavior

that bear no resemblance to either the true coefficient functions or the estimates from the

original sample. This happened in enough of the bootstrap samples to result in enough

extreme large and small values at each point to result in rather wide and uninformative

confidence bands. One possible explanation for why this happens is that the bootstrap

sample is selected with no regard for the estimated class membership of the observations.

Hence it is possible for a bootstrap sample to consist of all observations or a large majority

of observations from one latent class which is problematic since we fix C to the same number
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selected for the original data set.

Figure 2.15: Bootstrap confidence bands for smooth component coefficient functions (N =

128, R2 = 0.9).

Figure 2.16: Bootstrap confidence bands for bumpy component coefficient functions (N =

128, R2 = 0.9).
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2.7 Application to DTI Data

We now analyze data from a diffusion tensor imaging (DTI) study using our wavelet-based

functional mixture regression approach. The DTI data set includes data from a longitudi-

nal study investigating the cerebral white matter tracts of subjects with multiple sclerosis

(MS) recruited from an outpatient neurology clinic and healthy controls who were recruited

from the community. Here we focus on the baseline observations for the 100 MS subjects.

In particular, we are interested in the relationship between the fractional anisotropy pro-

file (FAP) from the corpus callosum (functional predictor) and the Paced Auditory Serial

Addition Test (PASAT) score (scalar response).

The PASAT is an assessment tool that measures a subject’s cognitive ability with respect

to auditory information processing speed and flexibility and also provides information on

calculation ability (Rosti et al., 2006). The PASAT score is the number of correct answers

out of 60 questions and thus ranges from 0 to 60. Lower scores are generally taken to

indicate some level of dysfunction. The functional predictor of interest is the FAP from the

corpus callosum which is derived from DTI, a magnetic resonance imaging modality that is

commonly used to track the diffusion of water in biological tissue. The FAP is a continuous

summary of water diffusivity that is parametrized by the arc length along the curve. The

tract profiles are estimated via an automated tract-probability-mapping scheme described

in Reich et al. (2010). In the data set, the FAP predictors are recorded at 93 locations

along the corpus callosum. In our analysis, we linearly interpolate the FAP curves at 128

equally spaced points before projecting them onto a wavelet basis. We used data from 99

of the 100 MS subjects from the DTI data set in the refund (C. Crainiceanu et al., 2012)
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package in R. since one subject had missing FAP values at several locations along the tract.

Figure 2.17 shows the FAPs for all 99 MS subjects that we considered as well as those for

three subjects with the lowest, median, and highest PASAT scores.

Figure 2.17: FAPs for all subjects (top), subject with lowest PASAT score (bottom left),

subject with median PASAT score (bottom center), and subject with highest (bottom right)

PASAT score.

We were interested in conducting an analysis that inspects whether the regression re-

lationship between corpus callosum FAPs and PASAT scores varies due to some unknown

mechanism. In the left plot of Figure 2.17, we note that there is no obvious grouping in the

FAP curves.

We applied our WBFMR approach in which we set γ = 1 and used the BIC from (2.4.2)

to select the optimal values for C, j0, and λ. We let C be chosen from the set {1, . . . , 5}, let
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j0 be selected from {0, . . . , 6}, and considered a grid of 100 values for λ. Figure 2.18 shows

the values of the modified BIC for different combinations of the tuning parameters.

Figure 2.18: BIC values for each combination of the tuning parameters. Different colors

correspond to different values of C and different line types correspond to different values of

j0.

This approach suggests that there are 2 distinct groups with different coefficient func-

tions describing the association between corpus callosum FAP and PASAT score. The top

panels of Figure 2.19 show the estimated coefficient functions, ω̂1 and ω̂2, (in red) for each of

the two groups. The dashed black curves are the 90% bootstrap confidence bands based on

500 bootstrap samples. Before computing the point-wise 5th and 95th percentiles at each

point, we removed bootstrap coefficient function estimates with erratic behavior ( 33% of

the bootstrap samples). For illustration, Figure 2.19 also shows the FAPs that correspond
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to those functions. To determine which group a FAP belongs to, we assign each subject to

the group corresponding to the estimated group membership indicator from the last itera-

tion of the EM algorithm with the highest value (i.e. max
{

∆̂i,1, ∆̂i,2

}
for subject i). Using

this assignment method, there are 52 subjects belonging to Group 1 and 47 belonging to

Group 2.

Regarding Figure 2.19 we note that the estimated coefficient function corresponding to

Group 1 is identically zero at all tract locations suggesting no association between FAP and

PASAT score among MS subjects belonging to this group whereas the estimated coefficient

function for Group 2 suggests that higher fractional anisotropy values between tract loca-

tions of about 0.2 and 0.7 are associated with higher PASAT scores and higher fractional

anisotropy values between tract locations of about 0.7 and 0.9 are associated with lower

PASAT scores for those MS subjects belonging to Group 1.

Figure 2.20 shows the PASAT scores corresponding to the two groups. This plot illus-

trates a relatively distinctive split between the two groups with respect to PASAT score.

Overall the model may suggest that, among MS subjects with better cognitive function,

there is no association between corpus callosum FAP and PASAT score whereas among MS

subject with worse cognitive function, fractional anisotropy values in the middle region of

the tract may be useful in predicting PASAT scores and that more fractional anisotropy

corresponds to higher scores.

The results of our analysis on the DTI data share some similarities with the results of an

application of the FPC-based FMR method used in Yao et al. (2011). Here we are referring

to the analysis of the association between early reproductivity (functional predictor) and

longevity (scalar response) in Mediterranean fruit flies. As in our application, Yao et al.
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Figure 2.19: Top panels: estimated coefficient functions ω̂1 (left) and ω̂2 (right) of the

two groups determined by the WB functional mixture regression approach. Bottom panels:

FAP curves for MS subjects that correspond to ω̂1 (left) and for those that correspond to

ω̂2 (right).

Figure 2.20: PASAT Scores for those in Group 1 (corresponding to ω̂1) and in Group 2

(corresponding to ω̂2).
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(2011) found that their approach suggested there were two groups of flies corresponding to

two different regression structures that characterized the association between early fertility

and longevity. Furthermore, upon examining the distribution of the response within each

group, they found that one group tended to consist of flies with greater longevity while the

other group consisted of flies with shorter longevity; similar to how the estimated groups in

our DTI example show a distinction by PASAT score.

Finally, we compare the chosen model above to the wavelet based FLM (selected to mini-

mize BIC) with respect to leave-one-out cross-validated relative prediction errors CVRPE =∑n
i=1

(
Yi − Ŷ (−i)

i

)2
/
∑n

i=1 Y
2
i where Ŷ

(−i)
i is the predicted PASAT score for subject i from

a model fit on data with subject i removed. To determine which estimated coefficient func-

tion to use to obtain the predicted PASAT score for subject i, we use the following ad hoc

method: if the observed PASAT score Yi is less than 50 then we use the coefficient function

that is not identically zero at each tract location and if Yi is 50 or larger then we use the zero

function. For our model with 2 groups, the CVRPE is 0.0315 and 0.0723 for the wavelet

based FLM.

2.8 Discussion

In this chapter we propose a general wavelet-based approach to functional mixture regres-

sion which is appropriate to use when modeling the association between a continuous scalar

response and a functional predictor where the association is not homogeneous across the

population. We provide a fitting algorithm and demonstrate some properties of the cor-

responding estimators through simulations. When compared with a functional principal
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components-based approach to functional mixture regression, evidence suggests that our

method performs better with respect to prediction and estimation accuracy when the com-

ponent coefficient functions defining the association between the predictors and responses

have local features.

Zhao et al. (2012) note that there are many factors that may be important to the per-

formance of a wavelet-based approach like the one we present here. For one, selection of

a particular wavelet basis for the DWT has an impact on the sparsity of the representa-

tion of the functional predictor. One important assumption that we make when applying

our method is that the component coefficient functions can be sparsely represented in the

wavelet domain. But this representation greatly depends on the wavelet family that is cho-

sen. As in Zhao et al. (2012), we chose to use a wavelet basis from the Daubechies family

in our simulations and data analysis. This family has good localizing properties in both the

temporal and frequency domains and is well suited for representing functions that may have

local features, but not those characterised by abrupt changes or steps. The Haar family

of wavelets may be more appropriate for representing functions with these more extreme

features. Thus it is important to select the wavelet family to use in the WBFMR methods

based on careful consideration of the problem at hand.

Another important factor that has a direct impact on performance is how the wavelet

and scaling coefficients are computed at or near the the boundaries of the interval over

which the functional predictors are defined. Two common methods for computing the

coefficients associated with the boundaries of an interval include periodic boundary handling

and boundary handling through symmetric end reflection (Nason, 2008). We have chosen

to implement a periodic boundary handling procedure in our simulations but it may be of
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interest to investigate the impact of using other boundary handling techniques.

A third factor that plays an important role in the performance of our method is tuning

parameter selection. We looked at two criteria for selecting tuning parameters: minimizing

the 5-fold cross-validated predictive loss and minimizing a modified BIC value. We found

that both methods were generally comparable with the BIC method perhaps slightly under-

performing with respect to predictive loss. However, simulations showed that BIC tended

to select the correct number of components more often and 5-fold cross-validation tended

to overfit when the signal-to-noise ratio was high.

We also proposed and investigated a nonparametric bootstrap procedure for constructing

confidence bands for the component coefficient functions. When put into practice, we found

that this procedure tends to provide bands that can be difficult to interpret. We postulated

that this is related to the way in which the bootstrap samples are determined. It would

be interesting to explore alternative bootstrap procedures that take group membership into

account when drawing a bootstrap sample. Further discussion of possible future work and

extensions is given in Chapter 5.
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Chapter 3

Structured Elastic Net in the

Wavelet Domain

3.1 Motivation and Variable Selection Techniques

Consider the functional linear regression model given by

Yi = α+

∫
Xi(t)ω(t)dt+ εi, (3.1.1)

for i = 1, . . . , n where Yi is the scalar response for the ith subject, α is the scalar intercept,

Xi(t) is the signal value at t for the ith subject, ω(t) is the value of the coefficient function

that at t relates the signal to the response, and the error terms, εi, are assumed to be iid

N(0, σ2). In practice the functional predictors are only observed at finitely many, N , points

where it may be the case that N � n.

Recall from Chapter 1 that Zhao et al. (2012) proposed a wavelet-based (WB) lasso

procedure for estimating the coefficient function in (3.1.1) that is especially useful when ω
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has features on many scales. This procedure involves three general steps:

1. Use the discrete wavelet transform (DWT) to obtain the wavelet and scaling coeffi-

cients corresponding to the functional predictor. Project the coefficient function onto

the same wavelet basis. This gives us a set of n N × 1 vectors, Z∗1 , . . . ,Z
∗
n (see 1.4.2),

of wavelet and scaling coefficients corresponding to each functional predictor and one

N × 1 vector, β, of unknown wavelet and scaling coefficients corresponding to the ω.

2. Find the lasso estimate given by (1.4.4).

3. Use the inverse DWT (IDWT) to obtain the estimate ω̂ from the estimate β̂λ.

For a more detailed discussion of this model see Sections 1.4.1 and 1.4.2.

Lasso or `1-penalized methods for estimation in high dimensional sparse linear models,

like that used in Step 2 of the procedure described above, are commonly used in practice for

their ease of implementation, interpretation, and desirable statistical properties. However,

Zou and Hastie (2005) noted three limitations of using the lasso:

1. If N > n then the lasso selects at most n variables before it saturates. In addition,

the lasso is not well defined unless the bound on the `1-norm of the coefficients is less

than some particular value.

2. Even if groups of predictors show high pairwise correlations the lasso tends to indis-

criminately select one predictor among those in the group to remain in the model and

discards the others.

3. In high dimensional settings, when the predictors are highly correlated, empirical

evidence suggests that ridge regression has better prediction performance than the
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lasso.

In light of these issues, Zou and Hastie (2005) proposed the elastic net estimator. There are

actually two estimators that were discussed: näıve elastic net estimator and the elastic net

estimator. Like the lasso, the elastic net was developed to perform simultaneous variable

selection and estimation, but it has the additional property of being able to select groups

of variables that are correlated to remain in the model together. In a setting where there

are highly correlated predictors, the elastic net tends to produce coefficient values for the

correlated predictors that are of the same magnitude. When a regression method behaves

in this manner, it is said to exhibit a “grouping effect.” The lasso does not exhibit this

effect.

The näıve elastic net estimator minimizes

(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) subject to (1− γ)‖β−α‖1 + γ‖β−α‖22 ≤ s,

(3.1.2)

where Y is an n× 1 vector of responses, 1 is an n× 1 vector with each component equal to

1, β−α is the subvector of β from (1.4.3) excluding the intercept, Z−1 is the matrix Z from

1.4.3 without the first column, γ ∈ [0, 1] and s > 0. Constrained minimization of (3.1.2) is

equivalent to the unconstrained minimization of

(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) + λ1‖β−α‖1 + λ2‖β−α‖22, (3.1.3)

where λ1 and λ2 are fixed non-negative tuning parameters. The elastic net penalty,

λ1‖β−α‖1 + λ2‖β−α‖22,

is a convex combination of the ridge and lasso penalties. For λ1 = 0 (γ = 1), the näıve

elastic net reduces to ridge regression and for λ2 = 0 (γ = 0), the näıve elastic net reduces
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to the lasso. Solutions to the näıve elastic net optimization problem posed by (3.1.3) and

(3.1.2) can be computed via similar methods as those used in computing lasso estimates.

Computation of the näıve elastic net estimate typically occurs in two stages: first, for

each fixed λ2 on some specified grid of values the set of ridge regression coefficients are

found, then a lasso-type shrinkage is performed. Hence, the näıve elastic net solutions

undergo double shrinkage which results in additional bias. To correct for this additional

bias, Zou and Hastie (2005) propose to scale the näıve elastic net estimate for β−α, given

by β̂EN−α , in the following way to obtain the elastic net estimate, β̂EN−α :

β̂EN−α = (1 + λ2)β̂NEN−α . (3.1.4)

3.2 Wavelet-Based Structured Elastic Net Estimator

Reiss et al. (2013) consider a wavelet-based estimator for scalar-on-function regression where

they replace the lasso penalty with a more general elastic net penalty. In contrast to Zou

and Hastie (2005), but following Friedman et al. (2010) the rescaling step is omitted. We

go even further in generalizing the penalty so that we are able to include information about

the structure of the wavelet coefficients corresponding to the coefficient function ω.

If additional knowledge of the relationship between the predictors in the model can be

taken into account then it may be beneficial to do so. Grosenick et al. (2013) proposed and

investigated models for correlated fMRI data that employ a general user-specified sparse

graph penalty. The penalty allows the user to account for physiological constraints and

prior information in modeling the relationship between a high dimensional predictor and

a scalar response. They refer to their model as graph-constrained elastic net (GraphNet)
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and note that it has the ability to find “structured sparsity” in correlated data with many

features. Other “sparse structured” methods have been proposed by Slawski et al. (2010)

who consider a structured elastic net penalty that is intermediate between the elastic net

and the fused lasso (Tibshirani et al., 2005) and Jenatton et al. (2011) who utilize penalties

that linearly combine `2 norms of possibly overlapping groups of predictors.

Here we extend graph-constrained elastic net procedures to wavelet-based models for

scalar-on-function regression. These models take account of the structure of the wavelet

coefficients corresponding to the coefficient function ω with the aim to augment estimation

and prediction performance in scalar-on-function regression models.

To appreciate why we might be interested in using a graph-constrained elastic net

penalty in the wavelet domain we refer to Figure 3.1. Panel (a) shows a function and

panel (b) shows its corresponding empirical wavelet coefficients (using Daubechies’ least

asymmetric wavelet family with 8 vanishing moments and periodic boundary handling). In

(b) we notice that the wavelet coefficients tend to exhibit a neighborhood structure. The no-

tion of neighborhoods with respect to wavelet coefficients has been discussed in Fan and Xia

(2000); Lee and Vidakovic (2012); Rao et al. (2011) and Crouse et al. (1998). Neighboring

wavelet coefficients are typically characterized as those coefficients at the same resolution

level or at proximate resolutions levels that tend to be “large” or “small” (or zero) together.

We intend to capitalize on the knowledge of both the structure and sparsity of the wavelet

representation of the coefficient function in our proposed model fitting procedure.

In order to use this structured sparsity in wavelet-based scalar-on-function regression,

we propose a fitting procedure similar to that discussed in Zhao et al. (2012) and Reiss
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Figure 3.1: (a) Discrete signal sampled at 512 equally spaced points. (b) DWT of signal

using Daubechies’ least asymmetric wavelet family with 8 vanishing moments and periodic

boundary handling condition.

et al. (2013) but with the penalty replaced by

λ1‖β−α‖1 + λ2β
ᵀ
−αΛβ−α, (3.2.1)

where Λ = (lq,q′)1≤q,q′≤p is assumed to be a symmetric and positive definite N ×N matrix,

λ1 ≥ 0 and λ2 ≥ 0. Λ is discussed in greater detail below and in the following sections.

The incorporation of the quadratic form with matrix Λ aims at utilizing the a priori

association structure in the wavelet coefficients corresponding to the function ω. Hence our

proposed estimator is given by:

β̂λ1,λ2 = argmin
β

(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) + λ1‖β−α‖1 + λ2β
ᵀ
−αΛβ−α.

(3.2.2)

We note that this estimator also depends on the choice of j0, the lowest level of decompo-

sition used in the DWT, but this dependence is suppressed for notational simplicity.

We refer to the estimator in (3.2.2) as the näıve wavelet-based structured elastic net

(nWBSEN) estimator. We note that the wavelet-based elastic net estimator is a special
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case of (3.2.2) where Λ = I, the identity matrix.

3.3 Specifying Neighbors and the Graph Laplacian Matrix

We now provide a detailed discussion of the motivation for and specification of one particular

form of the N × N matrix Λ which is used to incorporate the neighborhood structure of

the wavelet coefficients corresponding to ω.

There are many ways that we might choose to define the neighbors of given wavelet coef-

ficient and hence many ways to construct the Λ matrix corresponding to the neighborhood

structure. Wavelet coefficient neighborhoods have been investigated in several contexts and

applications. Rao et al. (2011) describe neighborhoods for wavelet coefficients that exhibit a

quadtree parent-child structure in which each parent coefficient is associated with four other

coefficients referred to as “children” at the next finest resolution level. Lee and Vidakovic

(2012) consider neighborhood structures where a given wavelet coefficient has 5 neighbors

at the next coarsest resolution level, six at the same resolution level, and five at the next

finest level.

We define neighboring wavelets in a similar fashion. Consider a wavelet coefficient given

by βj,k with resolution level j and translation index k. We consider the set of neighbors of

βj,k to be the set of wavelet coefficients that are “closest” to βj,k with respect to resolution

level and translation index. Figure 3.2 shows the neighbors for three different empirical

wavelet coefficients circled in blue. Each panel shows the empirical wavelet coefficients

corresponding to a function that is observed at 16 time points. In general, the set of

neighbors (surrounded by red rectangles) of a given wavelet coefficient, βj,k, consists of a
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“parent” wavelet at the next lowest level of resolution (j − 1), two “sibling” wavelets at

the same resolution level (j), and two “offspring” wavelet coefficients at the next highest

level of resolution (j + 1). From the figure we can see that all wavelet coefficients have

at least two neighbors and at most five neighbors according to this scheme. Since we

employ periodic boundary handling to obtain the empirical wavelet and scaling coefficients

for a given function, we consider wavelet coefficients at the same level of resolution that

correspond to the first and last translation index in that resolution level to be neighbors

(siblings). This is illustrated in the middle panel of Figure 3.2.

The neighborhoods depicted in Figure 3.2 can be represented by a graph G = (V,E)

where V denotes the set of nodes and E denotes the set of edges. In our case, the set

of nodes are the wavelet coefficients and the set of edges consists of the pairs of distinct

wavelet coefficients that are neighbors. For simplicity, we relabel the N × 1 vector of

wavelet and scaling coefficients β−α = ({βj,k}j0≤j≤J−1;k∈{0,1,...,2j−1}, {β′j0,k}k∈{0,1,...,2j0−1}) =

(β1, . . . βN ). The set of all possible edges is given by {1, . . . , N}2 and we denote the set of

edges corresponding to wavelet coefficients who are neighbors by E. We weight the edges

by a function w : {1, . . . , N}2 → R such that w((q, q′)) = w((q′, q)) = 1 for all (q, q′) ∈ E

and w((q, q′)) = w((q′, q)) = 0 for all (q, q′) 6∈ E.

Let Λ = (lq,q′)1≤q,q′≤N where

lq,q′ =



N∑
p=1

|w((q, p))| if q = q′,

−w((q, q′)) if q 6= q′.

Since sign {w((q, q′))} ≥ 0 for all (q, q′) ∈ E, Λ is known as the combinatorial graph
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Laplacian (Chung, 1997). From the definitions of Λ and w we have that

βᵀ
−αΛβ−α =

∑
(βq ,βq′ )∈E

(
βq − βq′

)2
, (3.3.1)

where the sum is over the unique edges. The quadratic form given in (3.3.1) characterizes

local fluctuations of β−α with respect to the graph G and therefore characterizes fluctuations

in the coefficient function ω.

As a simple illustration, consider a function whose values are observed at 8 equally

spaced points and whose corresponding vector of wavelet and scaling coefficients is given by

β8 =
(
β2,1, β2,2, β2,3, β2,4, β1,1, β1,2, β0,1, β

′
0,1

)ᵀ
with the last element corresponding to the

scaling coefficient (so the lowest level of decomposition is j0 = 0). The corresponding graph

Laplacian, Λ8, matrix is given by

Λ8 =



3 −1 0 −1 −1 0 0 0

−1 3 −1 0 −1 0 0 0

0 −1 3 −1 0 −1 0 0

−1 0 −1 3 0 −1 0 0

−1 −1 0 0 4 −1 −1 0

0 0 −1 −1 −1 4 −1 0

0 0 0 0 −1 −1 2 0

0 0 0 0 0 0 0 0


and we have that

βᵀ
8Λβ8 = (β2,1 − β2,2)2 + (β2,1 − β2,4)2 + (β2,1 − β1,1)2 + (β2,2 − β2,3)2

+(β2,2 − β1,1)2 + (β2,3 − β2,4)2 + (β2,3 − β1,2)2 + (β2,4 − β1,2)2

+(β1,1 − β1,2)2 + (β1,1 − β0,1)2 + (β1,2 − β0,1)2.

Note that we only specify neighbor relationships between wavelet coefficients and other

wavelet coefficients. We do not assume any relationships among the wavelet and scaling
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coefficients or between the scaling coefficients themselves. Hence all entries in the graph

Laplacian matrix corresponding to scaling coefficients are identically zero.

As noted, the purpose of accounting for the neighborhood structure as laid out above is

to use it in a fitting procedure to force the estimates for the coefficients that are in the same

neighborhood to behave similarly in some respect. Ideally, we would like the estimates of

the wavelet coefficients in the same neighborhood to all be large together or small together

in accordance with the assumed structured sparsity of wavelet representations. In order to

employ an existing fast fitting algorithm, we propose to use a penalty that comes close to

accomplishing the task just described. We propose to penalize differences in the magnitudes

of pairs of neighboring wavelet coefficients. In order to implement a procedure with this

type of penalization, we must modify the quadratic form associated with the structured

elastic net penalty described above. Specifically, the the quadratic form of interest is given

by |β−α|ᵀΛ|β−α| where |β−α| = (|β1|, . . . , |βN |)ᵀ.

We incorporate the penalization of differences in the magnitudes of neighboring wavelet

coefficients into our fitting procedure in the following way:

1. Perform simple linear regression of the scalar response on each wavelet coefficient

corresponding to the functional predictor. This yields an (N − 2j0) × 1 vector of

estimates given by β̂ols−α = (β̂ols1 , . . . , β̂
′ols
N−2j0

).

2. Form a diagonal matrix, S, with the main diagonal entries consisting of the signs

of β̂ols−α and a value of zero for each scaling coefficient. More specifically we let S =

diag
(

sign
{
β̂ols1

}
, . . . , sign

{
β̂ols
N−2j0

}
, 0, . . . , 0

)
where there are 2j0 diagonal entries of

0.
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3. Pre- and post-multiply Λ by S in the quadratic form to obtain an approximation to

|β−α|ᵀΛ|β−α|:

βᵀ
−αSΛSβ−α ≈ |β−α|ᵀΛ|β−α|.

Since there is some chance that the signs of the coefficients derived from the N − 2j0 simple

linear regressions may not be identical to the true signs of the coefficients in the multivariable

model, we make note that in step 3 above, βᵀ
−αSΛSβ−α approximates the quadratic form

of interest.

Consider β8 from our simple example. Corresponding to the procedure outlined above

we have:

β̂ols8 =
(
β̂ols2,1, β̂

ols
2,2, β̂

ols
2,3, β̂

ols
2,4, β̂

ols
1,1, β̂

ols
1,2, β̂

ols
0,1

)
,

with the diagonal matrix of signs is given by

S8 =



sign{β̂ols
2,1} 0 0 0 0 0 0 0

0 sign{β̂ols
2,2} 0 0 0 0 0 0

0 0 sign{β̂ols
2,3} 0 0 0 0 0

0 0 0 sign{β̂ols
2,4} 0 0 0 0

0 0 0 0 sign{β̂ols
1,1} 0 0 0

0 0 0 0 0 sign{β̂ols
1,2} 0 0

0 0 0 0 0 0 sign{β̂ols
0,1} 0

0 0 0 0 0 0 0 0



,

and so we have

βᵀ
8S8ΛS8β8 ≈ (|β2,1| − |β2,2|)2 + (|β2,1| − |β2,4|)2 + (|β2,1| − |β1,1|)2 + (|β2,2| − |β2,3|)2

+(|β2,2| − |β1,1|)2 + (|β2,3| − |β2,4|)2 + (|β2,3| − |β1,2|)2 + (|β2,4| − |β1,2|)2

+(|β1,1| − |β1,2|)2 + (|β1,1| − |β0,1|)2 + (|β1,2| − |β0,1|)2.

Thus we can see that this component of the WBSEN penalty approximately penalizes
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differences in the magnitudes of neighboring wavelet coefficients using our specification of

the wavelet neighborhood structure.

3.3.1 Uniqueness

One of the main problems with using the lasso, as noted in Zou and Hastie (2005), is that

lasso estimates may not be unique. This occurs if the number of predictors, N , greatly

exceeds the sample size, n, or if there is collinearity among the predictors. In the case

where the number of wavelet and scaling coefficient predictors exceeds the sample size,

uniqueness of the estimator given in (3.2.2) depends on Λ. As noted by Slawski et al.

(2010), uniqueness can fail when only a small proportion of the entries of the Λ matrix are

zero. They provide a sufficient condition for uniqueness which we discuss here.

Since Λ is assumed to be symmetric and positive definite, then it can be factored as

Λ = QᵀQ.

The estimator given in (3.2.2) can be alternatively written :

β̂λ1,λ2 = argmin
β

(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) + λ1‖β−α‖1 + λ2β
ᵀ
−αΛβ−α

= argmin
β

(Y − α1)ᵀ(Y − α1)− (Y − α1)ᵀZ−1β−α − βᵀ
−αZ

ᵀ
−1(Y − α1)

+βᵀ
−αZ

ᵀ
−1Z−1β−α + λ1‖β−α‖1 + λ2β

ᵀ
−αΛβ−α

= argmin
β

−2(Y − α1)ᵀZ−1β−α + βᵀ
−αZ

ᵀ
−1Z−1β−α + λ2β

ᵀ
−αΛβ−α + λ1‖β−α‖1

= argmin
β

−2(Y − α1)ᵀZ−1β−α + βᵀ
−α
(
Zᵀ
−1Z−1 + λ2Λ

)
β−α + λ1‖β−α‖1.

Letting C̃ = Zᵀ
−1Z−1 + λ2Λ, we have that

β̂λ1,λ2 = argmin
β

− 2(Y − α1)ᵀZ−1β−α + βᵀ
−αC̃β−α + λ1‖β−α‖1.
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Furthermore we have that

C̃ = Z̃ᵀZ̃, Z̃ =

 Z−1

λ
1/2
2 Q

 .

Hence, if rank(Z−1) + rank(λ
1/2
2 Q) ≥ N and the rows of Z̃ are linearly independent then

C̃ is a full rank matrix and so (3.2.2) is unique. Furthermore, this demonstrates that even

for N � n it is possible that all predictors can be selected.

3.3.2 Coefficient Rescaling

We noted above that Zou and Hastie (2005) presented two versions of their elastic net

estimator: one which they referred to as the näıve estimator and the other was a rescaled

version. They offered two versions due to the fact that the combination of the `1 and `2

penalties could “double” shrink the coefficients, resulting in under-performance of the elastic

net estimator. Thus they suggested multiplying the näıve estimator by a factor of 1 +λ2 in

order to undo this double shrinkage. We might consider a similar strategy here, however,

Grosenick et al. (2013) note that it is not clear that this is the correct multiplicative factor

to use when the predictors are collinear. As an alternative, they propose to fit the elastic

net model in order to generate an n× 1 vector of predicted responses, Ŷ , and then regress

Y on Ŷ . They note that solving the simple linear regression problem, Y = κŶ + ε, results

in determining the value κ̂ which can be used to rescale the näıve estimator. Determining

the rescaling factor in this way is appealing since it does not require knowledge of how

much shrinkage is incurred as λ2 increases and can be implemented in a setting with a more

general penalty like the one that we consider here. We employ this rescaling strategy in our

fitting procedure. We refer to the scaled estimator given by (α̂, κ̂β̂−α,λ1,λ2), where β̂−α,λ1,λ2
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is the subvector of β̂λ1,λ2 omitting the intercept, as the wavelet-based structured elastic net

estimator (WBSEN) estimator.

3.4 Fitting Procedure

Existing algorithms for fitting lasso models can be used to fit WBSEN models. To see why

this is so, we point out that our WBSEN model can be transformed into a lasso model on

augmented data (Slawski et al., 2010) given by

Z̃ =

 Z−1

λ
1/2
2 QS


(n+N)×N

, Ỹ =

 Y

0


(n+N)×1

, α̃ =

 α1

0


(n+N)×1

, Λ = SᵀQᵀQS,

where 0 is an N × 1 vector of 0’s.

Let the lasso estimator on the augmented data be given by β̂∗λ1,λ2 . Then we have

β̂∗λ1,λ2 = argmin
β

(
Ỹ − α̃− Z̃β−α

)ᵀ (
Ỹ − α̃− Z̃β−α

)
+ λ1‖β−α‖1

= argmin
β

(
Ỹ − α̃

)ᵀ (
Ỹ − α̃

)
−
(
Ỹ − α̃

)ᵀ
Z̃β−α − βᵀ

−αZ̃
ᵀ
(
Ỹ − α̃

)
+βᵀ
−αZ̃

ᵀZ̃β−α + λ1‖β−α‖1

= argmin
β

−2 ((Y − α1)ᵀ 0ᵀ)

 Z−1

λ
1/2
2 QS

β−α + βᵀ
−α

(
Zᵀ
−1 λ

1/2
2 SᵀQᵀ

)

×

 Z−1

λ
1/2
2 QS

β−α + λ1‖β−α‖1

= argmin
β

(Y − α1−Z−1β−α)ᵀ (Y − α1−Z−1β−α) + λ1‖β−α‖1

+λ2β
ᵀ
−αΛβ−α

= β̂λ1,λ2 .
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We see that fitting a lasso model on the augmented data is equivalent to finding a näıve

WBSEN estimate for the original data in the wavelet domain. Therefore, to fit a WBSEN

model, we recast the data into the augmented framework and fit a lasso model using the

glmnet function in the glmnet package (Friedman et al., 2010) in R which allows for fast

fitting via a coordinate descent algorithm.

Here we outline the fitting procedure for the WBSEN model:

Step 1. Use the DWT to decompose the functional predictors and obtain the cor-

responding wavelet and scaling coefficients for each predictor. Here we must choose the

wavelet family (e.g. Daubechies’ least asymmetric wavelets), number of vanishing moments,

lowest level of decomposition (j0 ∈ {0, . . . , log2(N)− 1}), and method for handling the

boundaries (e.g. symmetric boundary handling).

The empirical wavelet and scaling coefficients for each predictor curve can be arranged

into vectors Z∗i , i = 1, . . . , n given by (1.4.2). We then form Z−1, an n × N matrix with

ith row corresponding to the ith subject’s Z∗i vector.

Step 2. Compute the N − 2j0 simple linear regressions of Y onto each column of Z−1

corresponding to the wavelet coefficients. Form the diagonal matrix S with main diagonal

equal to 1 or -1 according to the sign of the corresponding estimated coefficient from the

N − 2j0 simple linear regressions.

Step 3. Augment Z−1 and Y to form Z̃ and Ỹ respectively.

Step 4. Fit a lasso model on the augmented data via the cyclical coordinate descent

algorithm implemented in glmnet.

Step 5. Rescale the estimated coefficients using the scheme described in Section 3.3.2.

Step 6. Use the IDWT to transform the rescaled estimated wavelet and scaling coeffi-
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cients to obtain the estimate for ω.

3.5 Tuning Parameters

There are three tuning parameters in the WBSEN model: (1) λ1, associated with the `1-

penalty, (2) λ2, associated with the `2-penalty, and (3) the lowest level of decomposition

which we denote by j0.

The parameters associated with the penalty terms, λ1 and λ2, provide an indication of

the importance of the sparsity and structure constraints in estimating the model parame-

ters. Larger values of λ1 result in sparse estimates of the wavelet and scaling coefficients

corresponding to ω̂ and larger values of λ2 force the coefficient estimates to more closely

exhibit the structure indicated by the graph Laplacian matrix Λ. Grosenick et al. (2013)

refer to λ1 and λ2 as “prices” that we are willing to pay to improve the fit of the model at

the expense of a less sparse or less structured solution, respectively.

As discussed in Section 2.4, the value of j0 corresponds to the lowest level of decomposi-

tion and can range from 0 to log2(N)−1. Since the predictors are sampled at N time points,

the DWT provides a decomposition that uses a total of N wavelet and scaling functions.

Among this set of N basis functions, 2j0 will be scaling functions and N−2j0 will be wavelet

functions. Hence, setting j0 close or equal to 0 results in using fewer scaling functions to

represent large-scale features and more wavelet functions to represent local details of the

function of interest. Conversely, setting j0 close or equal to log2(N) − 1 results in using

more scaling functions and fewer wavelet functions.

Although it is possible to choose the values of these three tuning parameters based
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on a priori knowledge, it is more common that they are determined by some data driven

procedure. One technique that is often employed and which we use in our simulations for

selecting tuning parameters is k-fold cross-validation.

In our cross-validation scheme for determining the optimal tuning parameters we first

construct a grid of triples, (λ1, λ2, j0), consisting of possible combinations of tuning param-

eters to be considered. Let S be the set of all pairs of functional predictors and scalar

responses. We divide S into k = 5 approximately equally-sized sets S1, . . . , S5. We define

S−d = S \Sd, d = 1, . . . 5, and denote the WBSEN estimates derived from fitting the model

on S−d as (α̂S−d , β̂S−d). For each combination of the tuning parameters we fit a WBSEN

model on each S−d, d = 1, . . . 5, and compute

CV (λ1, λ2, j0) =
1

5

5∑
d=1

∑
(Zi,Yi)∈Sq

(
Yi − α̂S−d −Ziβ̂S−d

)2
. (3.5.1)

The combination of tuning parameters that produce the smallest value of CV (λ1, λ2, j0)

among all triples from the grid considered is selected.

3.6 Numerical Studies

Here we present the results from simulations that illustrate various aspects of the WBSEN

and allow us to compare the estimation and prediction performance of the WBSEN and

WB-lasso estimators. For each simulation discussed below, we generated independent obser-

vations consisting of a discretely sampled one-dimensional functional predictor signal, Xi,

and a scalar response, Yi. Each functional predictor is a Brownian bridge stochastic process

for t ∈ (0, 1) with an expected value of 0, covariance given by cov(Xi(t), Xi(s)) = s(1 − t)

for s < t, and with Xi(0) = Xi(1) = 0. The functional predictors were sampled at N = 256
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equally spaced points.

The scalar outcomes corresponding to each functional predictor were generated using

four different coefficient functions with different structures in their corresponding wavelet

coefficients. All coefficient functions were generated from a specified set of non-zero wavelet

coefficients using Daubechies’ least asymmetric wavelets with 8 vanishing moments in the

wavethresh package in R. The first true wavelet coefficient function, denoted by ω1, has

wavelet coefficients that exhibit a “strong” neighborhood structure (as characterized by our

definition of neighbors) where neighboring wavelet coefficients are similar in magnitude.

The values of the non-zero wavelet coefficients corresponding to ω1 are

{d0,1 = −1.3, d1,1 = 1.4, d2,2 = 1.6, d3,3 = −1, d3,4 = 1.4, d4,6 = 0.9,

d4,7 = −0.9, d4,8 = −0.9}.

The remaining wavelet coefficients were set to 0 and the scaling coefficient is 1. Figure 3.3

shows ω1 and its corresponding wavelet coefficients. For illustrative purposes, the lengths

of the dashes in panel (b) are scaled to show magnitude relative to the other wavelet

coefficients within a given resolution level. The coefficient functions ω2, ω3, and ω4 are

constructed similarly, but with different neighborhood characteristics.

Coefficient function ω2 is also characterized by a “strong” neighborhood structure but

with neighboring wavelet coefficients having magnitudes less similar than those correspond-

ing to ω1. The values of the non-zero wavelet coefficients corresponding to ω2 are

{d0,1 = −1.3, d1,1 = 1.4, d2,2 = 8, d3,3 = −1, d3,4 = 3.4, d4,6 = 0.1,

d4,7 = −0.9, d4,8 = −0.2}.

The remaining wavelet coefficients were set to 0 and the scaling coefficient is 1. Figure 3.4

shows ω2 and its corresponding wavelet coefficients.



CHAPTER 3. STRUCTURED ELASTIC NET IN THE WAVELET DOMAIN 97

Coefficient function ω3 is characterized by a “weak” neighborhood structure with no

particular similarity in magnitude of the corresponding non-zero wavelet coefficients. The

values of the non-zero wavelet coefficients corresponding to ω3 are

{d0,1 = −1.3, d1,1 = 1.4, d2,2 = 8, d2,4 = 1.4, d3,3 = −1, d3,6 = 3.4,

d4,7 = −0.9, d4,8 = −0.2, d4,12 = 1.1}.

The remaining wavelet coefficients were set to 0 and the scaling coefficient is 1. Figure 3.5

shows ω3 and its corresponding wavelet coefficients.

Coefficient function ω4 is characterized as having no neighborhood structure. The values

of the non-zero wavelet coefficients corresponding to ω4 are

{d0,1 = −1.3, d1,2 = 0.9, d2,2 = −9.6, d3,6 = −1.5, d4,4 = 0.9, d4,8 = 1.8, } .

The remaining wavelet coefficients were set to 0 and the scaling coefficient is also 0. Figure

3.6 shows ω4 and its corresponding wavelet coefficients.

We also introduced noise at two set levels in generating the responses from the func-

tional predictors. Responses were generated such that either the discrete approximation to

R2 = var(Xω)/ var(Xω + σ2) was either 0.9 or 0.7. For each coefficient function and R2

combination we generated 100 data sets of sample size 50, 100 data sets of sample size 100,

and 100 data sets of sample size 200. Thus we have 24 different settings.

The tuning parameters were chosen by five-fold cross validation. The possible values for

the lowest level of decomposition, j0, ranged from 0 to 7. The grid of possible values for

the tuning parameter λ1, corresponding to the lasso penalty, was determined by the glmnet

function from the glmnet package in R (Friedman et al., 2010). A grid of 100 possible values

was considered. After some preliminary investigation, we chose to consider three possible
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Figure 3.3: (a) ω1: Strong neighborhood structure; similar magnitudes. (b) Corresponding

wavelet coefficients (scaled by level).

Figure 3.4: (a) ω2: Strong neighborhood structure; different magnitudes. (b) Correspond-

ing wavelet coefficients (scaled by level).
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Figure 3.5: (a) ω3: Weak neighborhood structure; no constraint on magnitudes. (b)

Corresponding wavelet coefficients (scaled by level).

Figure 3.6: (a) ω4: No neighborhood structure. (b) Corresponding wavelet coefficients

(scaled by level).
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values for the tuning parameter λ2 corresponding to the penalty imposed by the quadratic

form. Those values were 0.001, 0.01, and 0.1.

For comparison, WB-lasso models were also fit in each of the 24 settings. The tuning

parameters for the wavelet-based lasso consist of the lowest level of decomposition and the

penalty parameter corresponding to the lasso penalty. Values for these parameters were

also chosen by five-fold cross validation.

3.6.1 Estimation and Prediction Performance

We assess estimation performance is in several ways. First, consider Figures 3.7–3.10.

In each figure, the solid red curve corresponds to the true coefficient function used to

generate the scalar response. The green and blue functions correspond to the point-wise

mean estimated functions over the 100 simulation runs in each setting corresponding to

the WBSEN and WB-lasso estimators. In Figure 3.7, we see that the mean estimates

corresponding to the WB-lasso tend to do a better job than the WBSEN estimates in

capturing more of the localized features in the true coefficient function, especially for larger

sample sizes. This generally holds true in all settings, but with less distinction in average

estimation performance between the two methods for the true coefficient functions ω2, ω3,

and ω4.

To compare estimation performance, we also consider the mean integrated squared error

(MISE) given by E
∫

(ω̂(t)− ω(t))2 dt. We approximate this quantity with

1

N
(ω̂ − ω)ᵀ (ω̂ − ω) ,

where ω̂ and ω are the discretized versions of ω̂ and ω respectively. We calculate the MISE
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Figure 3.7: WBSEN (blue) and WB-lasso (green) point-wise mean estimates of ω1 over

100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds to

R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.

Figure 3.8: WBSEN (blue) and WB-lasso (green) point-wise mean estimates of ω2 over

100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds to

R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.
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Figure 3.9: WBSEN (blue) and WB-lasso (green) point-wise mean estimates of ω3 over

100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds to

R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.

Figure 3.10: WBSEN (blue) and WB-lasso (green) point-wise mean estimates of ω4 over

100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds to

R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.
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for each of the 100 simulation runs at each setting and report the median MISE for each

setting in Table 3.1. In all but one case (estimating ω4 where n = 50 and R2 = 0.7),

the median MISE from the WBSEN estimator is lower than the median MISE from the

WB-lasso estimator. Relative improvements in median MISE range from 3% to 35% over

the WB-lasso estimator across all settings.

Coefficient Function Sample Size Method R2 = 0.9 R2 = 0.7
50 WB-lasso 0.0280 0.0524

WBSEN 0.0241 0.0344
ω1 100 WB-lasso 0.0221 0.0417

WBSEN 0.0208 0.0270
200 WB-lasso 0.0216 0.0284

WBSEN 0.0188 0.0217

50 WB-lasso 0.0542 0.1106
WBSEN 0.0378 0.0827

ω2 100 WB-lasso 0.0229 0.0624
WBSEN 0.0168 0.0526

200 WB-lasso 0.0154 0.0297
WBSEN 0.0125 0.0205

50 WB-lasso 0.0596 0.0992
WBSEN 0.0408 0.0943

ω3 100 WB-lasso 0.0286 0.0726
WBSEN 0.0260 0.0653

200 WB-lasso 0.0227 0.0383
WBSEN 0.0206 0.0334

50 WB-lasso 0.0293 0.0479
WBSEN 0.0279 0.0497

ω4 100 WB-lasso 0.0261 0.0329
WBSEN 0.0250 0.0301

200 WB-lasso 0.0193 0.0278
WBSEN 0.0187 0.0268

Table 3.1: Median MISE for estimates.

To gain a better understanding of how the estimated coefficient functions derived from

the WBSEN estimate the true coefficient functions, we plot the estimates corresponding to

the lowest and median MISEs for n = 200 at both R2 levels in Figures 3.11–3.14. With

respect to ω1, the estimates appear to do a good job capturing the macro features of the
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function, but miss some of the more localized behavior especially on the interval [0.2, 0.4].

We note the WBSEN estimates do particularly well with estimating ω2, ω3, and ω4.

Finally, we consider the variability in the estimates of the coefficient functions. In each

setting, we compute the variance at each of the 256 points on the interval [0, 1] based on

the 100 simulation runs. Figures 3.15–3.18 show the point-wise variance of each method

plotted as a function of t. In most settings and over most of the interval [0, 1], we see that

the variance of the WBSEN estimator (blue curve) is much lower than the variance of the

the WB-lasso (green curve) estimator with the exception of settings with R2 = 0.7 and

n = 50.

In general, the WBSEN and WB-lasso estimators perform comparably based on the

considerations discussed above. Although the WBSEN estimator does not appear to yield

substantial gains in estimation accuracy when compared with the WB-lasso, there do appear

to be gains with respect to stability of the estimated coefficient functions.

To compare the prediction performance between the WBSEN and WB-lasso estimators

we consider the in-sample mean squared prediction error (MSPE) given by 1
n

∑n
i=1

(
Yi − Ŷi

)2

where Ŷi is the model-based prediction, i = 1, . . . , n. We calculate the MSPE for each of the

100 simulation runs at each setting and report the median MPSE for each setting in Table

3.2. The median MSEP tends to be lower for the WBSEN estimator except when the true

coefficient function is ω1 and n = 200 with R2 = 0.90 or n = 50 with R2 = 0.70. Relative

improvements in median MSPE range from 2% to 21% over the WB-lasso estimator across

all settings.
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Figure 3.11: WBSEN estimates for ω1 corresponding to the lowest (dashed) and median

(dotted) MISEs where (a) R2 = 0.9 and (b) R2 = 0.7.

Figure 3.12: WBSEN estimates for ω2 corresponding to the lowest (dashed) and median

(dotted) MISEs where (a) R2 = 0.9 and (b) R2 = 0.7.
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Figure 3.13: WBSEN estimates for ω3 corresponding to the lowest (dashed) and median

(dotted) MISEs where (a) R2 = 0.9 and (b) R2 = 0.7.

Figure 3.14: WBSEN estimates for ω4 corresponding to the lowest (dashed) and median

(dotted) MISEs where (a) R2 = 0.9 and (b) R2 = 0.7.
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Figure 3.15: WBSEN (blue) and WB-lasso (green) point-wise variance of estimates of ω1

over 100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds

to R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.

Figure 3.16: WBSEN (blue) and WB-lasso (green) point-wise variance of estimates of ω2

over 100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds

to R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.



CHAPTER 3. STRUCTURED ELASTIC NET IN THE WAVELET DOMAIN 108

Figure 3.17: WBSEN (blue) and WB-lasso (green) point-wise variance of estimates of ω3

over 100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds

to R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.

Figure 3.18: WBSEN (blue) and WB-lasso (green) point-wise variance of estimates of ω4

over 100 simulation runs. Top row corresponds to R2 = 0.9 and bottom row corresponds

to R2 = 0.7. Left panels correspond to n = 200, middle panels correspond to n = 100, and

right panels correspond to n = 50.
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Coefficient Function Sample Size Method R2 = 0.9 R2 = 0.7
50 WB-lasso 1.5959 4.1374

WBSEN 1.5220 4.1961
ω1 100 WB-lasso 0.9956 2.6572

WBSEN 0.9597 2.4423
200 WB-lasso 0.7043 1.6985

WBSEN 0.8429 1.5120

50 WB-lasso 2.8537 10.1496
WBSEN 2.7074 9.2023

ω2 100 WB-lasso 1.6993 5.6985
WBSEN 1.5063 4.5019

200 WB-lasso 1.1615 2.7608
WBSEN 0.9713 2.3891

50 WB-lasso 3.3365 10.5944
WBSEN 3.1907 9.8063

ω3 100 WB-lasso 1.9574 6.1669
WBSEN 1.7835 5.3302

200 WB-lasso 1.4057 3.3619
WBSEN 1.2159 2.8693

50 WB-lasso 1.9627 6.8404
WBSEN 1.7065 6.7336

ω4 100 WB-lasso 1.1441 3.2472
WBSEN 1.0307 3.0358

200 WB-lasso 0.6688 2.0811
WBSEN 0.6108 1.7778

Table 3.2: Median MSPE for estimates.
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3.6.2 Tuning Parameter Selection

Here we briefly consider the tuning parameter selection in our simulations. Specifically, we

focus on the lowest level of decomposition, j0, and the tuning parameter associated with

the quadratic term in the penalty, λ2, of the WBSEN.

Recall that the true coefficient functions were each constructed from one empirical scal-

ing coefficient and 255 empirical wavelet coefficients. This corresponds to having j0 = 0 for

each of the four true coefficient functions. Figures 3.19–3.20 show boxplots illustrating the

selected lowest level of decomposition for the 100 simulation runs in all settings for both

the WBSEN and WB-lasso. The cross-validation procedure tends to select lower values of

j0 for the WBSEN estimator than for the WB-lasso estimator in all settings.

With respect to λ2 in the WBSEN estimator, we considered a grid of three possible

values: 0.001, 0.01, and 0.1. In almost all simulation runs (approximately 99%) 0.001 was

the chose value for λ2. Thus, based on the cross-validation procedure that we employed, it

appears that less penalization with respect to neighborhood structure is favorable.

3.7 Discussion

In this chapter we proposed a new wavelet-based penalized approach to fitting scalar-on-

function regression models in which we account for the assumed structure and sparsity of

the wavelet representation for the coefficient function ω. Numerical studies suggest that

our WBSEN estimator is competitive with the WB-lasso estimator in regard to estimation

accuracy and prediction performance and also exhibits less variability in many settings.

As with other wavelet-based methods for scalar-on-function regression there are many
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Figure 3.19: Lowest level of decomposition chosen via 5-fold cross-validation in estimating

ω1 (top) ω2 (bottom) in all settings for the WB-lasso and WBSEN.
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Figure 3.20: Lowest level of decomposition chosen via 5-fold cross-validation in estimating

ω3 (top) ω4 (bottom) in all settings for the WB-lasso and WBSEN.
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factors that can influence the performance of our WBSEN estimator. Among these factors

are (1) the selection of an appropriate wavelet basis when performing the DWT on the

predictors, (2) handling of the boundaries of the interval on which the functional predictors

are observed, and (3) tuning parameter selection. Concerns (1) and (2) have been discussed

in Section 2.8. In our numerical studies we selected the tuning parameters using a cross-

validation procedure that sought to minimize prediction error. We noted in Section 3.6.2

that in almost all of our simulation runs, the value for the λ2 tuning parameter, correspond-

ing to the graph penalty, was chosen to be the lowest of the values considered. In fact, if we

included 0 in the grid of possible values for λ2, we observed that this value would be selected

most often, resulting in a WB-lasso estimator. This is not surprising considering that the

tuning parameters were selected to optimize prediction performance. Placing additional

constraints on the wavelet coefficients corresponding to the assumed neighborhood struc-

ture can inhibit prediction performance. It would be interesting to consider other criteria

for selecting tuning paraments besides one that only emphasizes prediction performance.

Although we only consider one kind of neighborhood structure for the wavelet coeffi-

cients, our method is general enough to allow for other structures to be used. For example,

we might want to include information about relationships between the scaling coefficients

or may wish to only include information about relationships between wavelet coefficients at

certain resolutions levels. Regardless, the inclusion of these relationships should be based

on careful consideration of the the functional predictors and their possible relationship with

the scalar response of interest. Further discussion of possible future work and extensions is

given in Chapter 5.
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Chapter 4

Approaches for Predicting

Glaucoma Using OCT

4.1 Background on Glaucoma and Diagnosis

Glaucoma is a term for a group of similar diseases of the eye that are characterized by

damage to the optic nerve. It can lead to progressive loss of vision which, left untreated,

can result in permanent partial or complete vision loss (Rhee, 2008). The damage to the

optic nerve associated with glaucoma is most often due to abnormally high pressure within

the eye (intraocular pressure) that typically results from a disruption to the flow of aqueous

humor, a plasma-like substance secreted in the ciliary epithelium. Typically, the aqueous

humor flows out of the eye via a drainage system called the trabecular meshwork at the

location where the iris and the cornea meet (often referred to as the “angle”) into a structure

called Schlemm’s canal (Mayo Clinic, 2012). Figure 4.1 depicts the movement of the aqueous

humor within the eye. Pressure builds when either the fluid cannot filter out of the eye at a
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Figure 4.1: Flow of aqueous humor. Figure 4.2: Healthy and glaucomatous optic

nerve head.

normal rate or there is increased production of the aqueous humor. Once the pressure builds

beyond a level which is tolerable to the optic nerve there is often neural tissue deterioration

and accompanying visual field (VF) loss.

There are several types of glaucoma. The most common forms include (Advanced Imag-

ing for Glaucoma Study Group, 2005):

• Open-angle glaucoma: The angle appears to be open but is not properly functioning.

Fluid is resistant to drainage and intraocular pressure is high. This is the most

common form of glaucoma.

• Angle-closure glaucoma: The angle is narrow and the iris can block drainage. Fluid

becomes trapped at the angle and increased intraocular pressure results. It can range

from being acute to chronic and should be attended to immediately to prevent vision

loss or blindness.

• Normal tension glaucoma: Intraocular pressure remains normal but damage to the

optic nerve still occurs as the nerve may be more vulnerable to pressure or other

damage.
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Glaucoma is the second leading cause of blindness (Quigley and Broman, 2006). About

2.3 million Americans suffer from glaucoma while approximately 2 million more unknowingly

have the disease (NIH, 2008). Although everyone is at risk for development of glaucoma,

there are some groups that carry an increased risk including African Americans, those

over the age of 60, those with family members who have glaucoma, Hispanics in older age

groups, Asians, those who use steroids, and those who have had previous eye injuries. In

fact, glaucoma is more common, more severe, and results in higher rates of blindness in

African Americans than in any other race. Rudnicka et al. (2006) and Tielsch et al. (1991b)

found that 7.2% of African Americans age 60-69 and 16.9% of African Americans age 80-89

have glaucoma, whereas the prevalences among age-matched white patients were estimated

to be 1.6% and 6.6%, respectively. Furthermore, it has been found that the rate of blindness

in African Americans is about 15 times greater than that in Caucasians of comparable age

(NIH National Eye Institute, 2012). There are two primary reasons why this could be the

case. First, Siegfried et al. (2011) note that African Americans have a genetic predisposition

to glaucomatous optic neuropathy. Second, Javitt et al. (1991) explain that unequal access

to eye care providers and under-treatment of glaucoma have resulted in higher disease

burden among African Americans.

Progression of the disease is typically slow and goes unnoticed, often until it is too late

to adequately halt vision loss or blindness. Although the vision loss incurred by glaucoma

is irreversible, the progression of the disease can be slowed, provided that intervention

occurs at an early stage. Interventions may include the long term use of eye drops or other

medications to reduce intraocular pressure or surgery to alter the flow of aqueous humor in

the eye.
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Since vision loss can be prevented with early intervention, early detection of glaucoma

symptoms is critically important. However, the diagnosis of early stage glaucoma can

sometimes be challenging and there is currently no validated screening test for it. Some

commonly used diagnostic tools include measuring intraocular pressure, testing the visual

field, and examining the optic nerve head.

Since intraocular pressure is a major risk factor in most cases of glaucoma, it may seem

reasonable that its assessment could be used to diagnose a patient with the disease. However,

intraocular pressure alone is neither a good predictor of glaucoma nor an indicator of the

best method of treatment (Advanced Imaging for Glaucoma Study Group, 2012). Some

studies have shown that using intraocular pressure measurements as a screening tool yield

a sensitivity of 50% (Tielsch et al., 1991a) and positive predictive value of 10% (Kass et al.,

2002). There is also substantial variability from one individual to the next with respect to

the amount of pressure-induced damage that can be caused in the optic nerve. Even so, the

simplicity of measuring intraocular pressure still makes it a common diagnostic tool.

Visual field (VF) testing is also commonly used for diagnosing glaucoma (Lu et al.,

2008). VF testing can detect dysfunction in peripheral or central vision. One common

form of VF testing requires patients to look into a small dome that sits inside of a machine

which causes small bursts of light to flash in varying positions in the subject’s field of

vision. The subject is asked to look directly forward and indicate when he/she sees a

burst of light. The subject’s field of vision is determined from their responses. The results

from this type of testing are often unreliable and cannot be reproduced for any number of

reasons (Advanced Imaging for Glaucoma Study Group, 2012). Furthermore, VF defects

are typically detectable only after a fair amount of damage to the optic nerve head and the



CHAPTER 4. APPROACHES FOR PREDICTING GLAUCOMA USING OCT 118

retinal nerve fiber layer (RNFL) has already occurred (Quigley et al., 1982).

Hoh (2007) suggests that since optic nerve head and RNFL defects precede VF loss

then examination of the RNFL could provide useful diagnostic information. However, he

notes that analysis of these structures by examiners can be subjective and prone to high

variability both within and among observers. Hence, there is a need to develop accurate

and objective methods for determining defects in the optic nerve head and RNFL.

4.1.1 Optical Coherence Tomography

One way to obtain detailed and reproducible information about the optic nerve head and

RNFL is through the use of optical coherence tomography (OCT) imaging modality. OCT

imaging devices such as the Cirrus HD-OCT (Carl Zeiss Meditec, Inc., Dublin, CA) are

gaining increasing popularity among eye care providers for their ability to quickly obtain

high resolution images of the optic nerve head and the structures surrounding it in a non-

invasive way. Figure 4.3 shows the Cirrus HD-OCT system.

Scans of the optic nerve head are typically acquired by trained ophthalmic photogra-

phers. Once a patient is seated and properly positioned, the photographer uses a mouse-

drive alignment procedure to focus on the subject’s iris. Before image acquisition the

photographer manually centers and enhances the image. Once the image is ready for cap-

ture, the photographer acquires the image using the Optic Disc Cube 200 × 200 protocol.

In the acquisition process, the machine scans over a 6 mm × 6 mm area around the optic

nerve head and produces a cube of data consisting of 200 A-scans from 200 linear B-scans

in about 1.5 seconds. Within this cube of data, the machine also creates a B-scan in the

shape of a 3.46 mm diameter circle (which we will refer to as the calculation circle) around
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the optic nerve and calculates the RNFL thickness at each of 256 points on the circle (a

thickness measure at about every 1.4 degrees).

In addition to the 256 measures around the calculation circle, the the Cirrus HD-OCT

also computes the overall average RNFL thickness, RNFL thickness of each quadrant (tem-

poral, superior, nasal, and inferior), and individual RNFL thickness in all 12 clock-hour

sectors. Figure 4.4 shows the output of the Cirrus HD-OCT for scans of both the left (OS)

and right (OD) eye of one subject.

The output shown in Figure 4.4 provides “RNFL Thickness” or “TSNIT” plots for

the left and right eye (shown in the center of the figure) which represent the thickness of

the RNFL along the calculation circle around the optic nerve head. The subject’s RNFL

thickness curves are plotted over color-coded ranges that indicate high (white), normal

(green), low (yellow), and abnormally low (red) thickness values based on a normative data

set consisting of healthy subjects collected and analyzed by Carl Zeiss Meditec, Inc. The

shape of the TSNIT plot for a healthy eye typically exhibits what is classically described

as a “double hump” consisting of two peaks in the superior and inferior regions and two

troughs in the temporal and nasal regions.

The printout also includes values for several optic nerve head parameters such as the disc

area, rim area, and vertical cup-to-disc ratio. These values are compared to the normative

data via the same color coding scheme as the TSNIT plots.

Since image acquisition is completely non-invasive, involves no patient discomfort, re-

quires minimal technical training for the photographer, and provides objective measures of

optic nerve health, OCT is a promising tool for diagnosing glaucoma, particularly among

subgroups who are at the greatest risk.
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Figure 4.3: Cirrus HD-OCT machine.

Figure 4.4: Cirrus HD-OCT output.
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4.2 Motivation and Goals of Our Study

As the initial phase of a larger study on how OCT may be used as a diagnostic tool in

detecting glaucoma in high-risk minority populations, Dr. Dana Blumberg and colleagues at

the Harkness Eye Center of Columbia University identified and recruited African American

patients with and without glaucoma. Patients were recruited during routine ophthalmic

visits which included scanning by the Cirrus HD-OCT machine as part of their checkup.

All glaucoma subjects had a confirmed diagnosis that was ascertained via a detailed

examination by a fellowship-trained glaucoma specialist. The examination included mea-

surements of visual acuity, intraocular pressure, vertical cup to disc ratio, and visual field

defects (measured up to 3 months before the study related visit). Each case was assigned a

glaucoma severity score that could range from 0 to 5 where lower values correspond to less

severe manifestation of the disease.

In order to reflect the patient population who could best benefit from glaucoma screen-

ing, they recruited cases with visually significant glaucoma defined as glaucomatous optic

neuropathy with early to moderate visual field loss. Severe stages of disease were not

recruited since they were symptomatic and relatively easy to diagnose.

Controls were recruited from either routine or urgent ophthalmic examinations and

frequency-matched to cases on age, visual comorbidities, and axial length. Controls undergo

the same examination by a fellowship-trained glaucoma specialist as cases and are deemed

to have normal optic disc appearance and normal RNFL appearance. We note that, since

patients with early to moderate glaucoma were asymptomatic, controls may also have been

visually asymptomatic as well.
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One eye from each subject was included in the study for analysis. If both eyes were

eligible, then one was randomly chosen to be included in the analysis.

The main goal of this phase of the study was to collect data that could be used to

construct an objective predictive model for glaucoma among African Americans using the

best combination of parameters derived from the OCT scans.

4.2.1 Current Approaches for Using OCT Data for Diagnosing Glaucoma

Currently, there are no clear guidelines for how to use the information derived from OCT

scans to diagnose glaucoma (Lu et al., 2008). Some studies, which have employed area under

the receiver operating characteristic curve (AROC) as a measure of predictive performance,

suggest that the overall average RNFL thickness is best for predicting glaucoma status,

where lower average thickness indicates the presence of galucoma (Budenz et al., 2005;

Chen and Huang, 2005; Sihota et al., 2005), while others suggest that the average thickness

in the inferior (Medeiros et al., 2005) or superior quadrants (Nouri-Mahdavi et al., 2004) are

better, where again lower average thickness indicates the presence of glaucoma. Still others

suggest that combinations of parameters derived from OCT scans can best discriminate

between normal and glaucomatous eyes. For detecting perimetric glaucoma Budenz et al.

(2005) found that having quadrant RNFL thickness values or clock-hour RNFL thickness

values falling in the bottom fifth percentile of the normative data served as a good indicator

of disease with respect to sensitivity and specificity.

Although the methods mentioned above have proven useful for discriminating between

normal eyes and eyes suffering from more advanced stages of glaucoma, discriminating

between normal eyes and those with early stage glaucoma based on RNFL TSNIT curves
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can be difficult. This is due to the fact that there can be considerable overlap between

TSNIT curves from healthy eyes and those from eyes with early stage glaucoma.

More recently, shape-based analysis of the TSNIT curves has been investigated as a

potentially better technique for prediction than those discussed above. Gunvant et al.

(2007) evaluated the performance of wavelet-Fourier analysis (WFA) and Fourier analysis

(FFA) in using TSNIT curves to determine disease status. In their study of 152 healthy

and glaucomatous eyes, they found that their WFA prediction procedure performed better

than the FFA procedure and better than the commonly used measures of average RNFL

thickness or average RNFL thickness in the inferior quadrant with respect to the best

sensitivity and specificity (corresponding to the largest sum of sensitivity and specificity)

and AROC. To our knowledge, no other studies have taken a functional data analytic

approach to developing predictive models for glaucoma using measurements derived from

OCT via the Cirrus HD-OCT scanner.

4.2.2 New Approaches for Using OCT Data for Diagnosing Glaucoma

As noted above, it is common for eye care providers to use the summary measures produced

by the Cirrus HD-OCT. Very few have investigated the potential for using shape information

from the entire TSNIT curve in developing a model that can distinguish between normal

and glaucomatous eyes. Also, no one has investigated whether functional distance measures

between a subject’s TSNIT curve and the age specific boundaries between normal and

abnormal RNFL thickness values of the normative data can be used to discriminate between

normal and glaucomatous eyes.

We propose and investigate three new approaches here. The first approach uses wavelet-
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based scalar-on-function elastic net logistic regression (WBLR) to build predictive models.

The second uses a measure of the shape of the TSNIT curve which we call the “jaggedness

score” to distinguish between normal and glaucomatous eyes. Finally, the third approach

uses the distances between two functions to derive potential predictors for disease status.

In what follows, we explain the rationale behind each of these approaches and provide a

comparison between some predictive models derived from these new approaches and some

that have been previously employed in the literature. To our knowledge this is the first time

that any of these three approaches have been applied to RNFL thickness data obtained from

OCT imaging modality.

4.2.2.1 TSNIT Index Models

We first consider developing predictive models that employ wavelet-based elastic net logistic

regression. Let Yi, i = 1, . . . , n, be a binary disease indicator such that Yi = 1 if eye i has

glaucoma and Yi = 0 otherwise. Furthermore, let Xi be a p× 1 vector of scalar covariates

(including the intercept), and let ti be the TSNIT curve for eye i with the overall mean

TSNIT curve subtracted. Hence ti represents how much thicker or thinner the ith subject’s

RNFL is compared to the average RNFL TSNIT curve over 360 degrees. We propose a

model of the form:

log

(
πi

1− πi

)
= Xᵀ

i Γ +

∫ 360

0
ti(a)ω(a)da, (4.2.1)

where πi = P (Yi = 1|Xi, ti), Γ is a p× 1 vector of coefficients corresponding to the scalar

covariates, and ω is a square integrable function of the angle (denoted by a) around the cal-

culation circle. The coefficient function essentially weights the importance of each location

in the TSNIT curve with respect to its association with glaucoma status, adjusting for the
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other scalar predictors considered. These scalar covariates may include age, gender, race,

etc. We refer to the integral term in (4.2.1) as the TSNIT index. Figure 4.5 provides an

illustration of what the TSNIT index represents. In panel (a) we have the centered TSNIT

curves for a normal (top) eye and a glaucomatous (bottom) eye. In panel (b) we have the

coefficient function that describes the association between the TSNIT curve and disease

status. Panel (c) shows the pointwise product of the curves in panel (a) and coefficient

curve in panel (b) where the shaded area corresponds to the TSNIT index value which

is given in panel (d) for each eye. For this specific coefficient function, it appears that

above-average thickness in the inferior and superior regions correspond to lower log odds of

glaucoma whereas above-average thickness in the nasal and temporal regions correspond to

higher log odds of glaucoma.

Assuming that each Yi follows a Bernoulli distribution with success probability πi then

given a collection of n independent eyes we have data consisting of (Xi, ti, Yi) with the

log-likelihood given by

` (Γ, ω) =

n∑
i=1

[
Yi

(
Xᵀ
i Γ +

∫ 360

0
ti(a)ω(a)da

)
− log

(
1 + exp

{
Xᵀ
i Γ +

∫ 360

0
ti(a)ω(a)da

})]
.

(4.2.2)

Fitting the model in (4.2.1) using a wavelet-based elastic net penalized fitting procedure

requires three general steps:

1. Project the functional predictor and coefficient function onto an appropriate orthonor-

mal wavelet basis. Here the discrete wavelet transform (DWT) is used on the dis-

cretized functional observations to obtain a set of wavelet and scaling coefficients. Let

Zi be a vector of wavelet and scaling coefficients computed from ti and let β be a
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vector of unknown wavelet and scaling coefficients corresponding to ω. Thus we can

write the log-likelihood in (4.2.2) as a function of Γ and β:

` (Γ,β) =

n∑
i=1

[Yi (Xᵀ
i Γ +Zᵀ

i β)− log (1 + exp {Xᵀ
i Γ +Zᵀ

i β})] .

2. Find the elastic net estimator, (Γ̂, β̂), for the wavelet-domain model that minimizes

−` (Γ,β) + λ
[
γ ‖β‖1 + (1− γ) ‖β‖22

]
,

where λ ≥ 0 and γ ∈ [0, 1].

3. Apply the inverse DWT (IDWT) to β̂ to obtain ω̂, an estimate of the true coefficient

function.

We use the wnet function , written by Lan Huo and Yihong Zhao, in the refund package

(C. Crainiceanu et al., 2012) in R to estimate Γ and ω via the wavelet-based elastic net

fitting procedure described above. In using the wavelet-based elastic net estimator, we are

required to specify which wavelet family we wish to use, the boundary handling technique,

the lowest level of decomposition, j0, the value of the mixing parameter γ ∈ [0, 1], and

the value of the regularization parameter, λ > 0. In our applications, we use Daubechies’

least asymmetric wavelets with eight vanishing moments and periodic boundary handling

and select the three tuning parameters by choosing the triple, (j0, γ, λ), that minimizes the

10-fold cross-validated deviance.

4.2.2.2 Jaggedness Score

Glaucoma-related damage to the optic nerve head typically occurs gradually over time but

not necessarily uniformly throughout the structure. Uniform thinning over time is a natural
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process of aging whereas nonuniform changes in patterns of thick and thin regions could be

indicative of glaucoma. Thus, a non-smooth/jagged appearance in the TSNIT curve may

be a sign of glaucoma related deterioration of the optic nerve head. This prompts us to

consider a measure of the “jaggedness” of a TSNIT curve.

Figure 4.6 illustrates what we mean by jaggedness. The left panel in the figure illustrates

the TSNIT curve whose shape is characterized as “smooth” while the panel on the right

corresponds to a TSNIT curve that has a jagged pattern indicating RNFL thinning in a

nonuniform fashion. We propose a simple metric for quantifying jaggedness which we call

the “jaggedness score.” The value of the jaggedness score corresponds to the number times

that the TSNIT curve changes from increasing to decreasing or vice versa. Smoother curves

will have lower jaggedness scores while those showing abrupt changes in RNFL thickness

will tend to have higher scores. Figure 4.6 also gives the jaggedness score for each TSNIT

curve above each panel.

Figure 4.6: TSNIT curves with their corresponding jaggedness scores.
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We use the jaggedness score both as both a stand-alone predictor and in combination

with other covariates to develop predictive logistic regression models for discriminating

normal and glaucomatous eyes.

4.2.2.3 Abnormality Boundary Index

As noted above, the summary statistics output by the Cirrus HD-OCT include comparisons

between the subject of interest and the set of normative individuals. Eye care provides often

use the color coding scheme (white, green, yellow, red) to identify how an eye compares to

a population of normal eyes with respect to these summary measures. Such a comparison

is also possible with the TSNIT curves but this is often done in a subjective manner. It

may be easy to detect suspect thinning when a TSNIT curve falls completely in the region

of RNFL thickness values that constitute the lowest 5% (abnormal) of values for normal

eyes. However, when some portions of the TSNIT fall in the abnormal region while others

do not, it can be difficult for the examiner to determine if an eye is normal or glaucomatous

based on this kind of analysis alone.

We propose a more objective measure that seeks to capture the difference between a

subject’s TSNIT curve and the lowest 5% of RNFL thickness values in the normative group.

Consideration of the lowest 5% of RNFL thickness values among those in the normative

data set is motivated by Budenz et al. (2005) where it was found that having clock hour

thickness values (average values of the RNFL in 12 sectors corresponding to the hours on a

rotary clock) falling in the bottom fifth percentile of the normative data was indicative of

glaucoma. The boundary that separates the bottom 5% and top 95% of RNFL thickness

values in the normative data (corresponding to the upper boundary of the red region of
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the RNFL Thickness plot in Figure 4.4) is a function of the angle at which the thickness is

measured and a subject’s age. In what follows, we refer to this boundary as the “abnormality

boundary.”

Figure 4.7 shows two TSNIT curves (black), their corresponding age-specific abnormality

boundaries (red),and the differences between the two curves (blue).

Figure 4.7: TSNIT curve (black), age-specific abnormality boundary (red), and difference

(blue) for glaucomatous eye (a) and normal eye (b).

We propose to measure the disparity between eye i’s TSNIT curve and the abnormality

boundary using the quantity which we call the abnormality boundary index, abii, given by

abii =

(∫ 360

0
g(Ti(a)− bi(a))da

)p
(4.2.3)

where Ti is the TSNIT curve for eye i as a function of the angle (a), bi is the function

determining the abnormality bound for eyes of the same age as eye i (also a function of the

angle), g is a generic function in R2, and p ∈ R. For our purposes, we have g(x) = x/360

and p = 1 giving

abii =
1

360

(∫ 360

0
(ti(a)− bi(a))da

)
. (4.2.4)
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The value of abii in (4.2.4) provides a measure of typical discrepancy between a given TSNIT

curve and the corresponding boundary that indicates abnormally low thickness values. We

see from Figure 4.7 that when the TSNIT curve is above the abnormality boundary over

most of the 360 degrees on which it is measured, the difference function given by Ti − bi

is positive and the abnormality boundary index will be positive whereas when the TSNIT

is typically below the boundary, the value will be negative. Certainly other functions can

be used for g that weigh discrepancies in particular regions such as the inferior or superior

regions more heavily than others.

4.3 Evaluation of New Approaches

Here we assess the performance of our new approaches and compare them with some com-

monly used predictive models. Our data consists of 128 independent eyes of African Amer-

icans recruited by ophthalmologists at the Harkness Eye Center. Of these 128 eyes, 63 were

normal/asymptomatic and 65 were glaucomatous. The average age was 55.52 for those with

normal eyes and 68.28 for those with glaucomatous eyes. We also conducted analyses on a

subset consisting of the same 63 normal eyes and the 36 glaucomatous eyes whose glaucoma

severity scores indicated that they had less severe cases of glaucoma (scores of 1 or 2). In

this subset, the average age was 55.52 for those with normal eyes and 66.47 for those with

glaucomatous eyes.

4.3.1 Registration

To our knowledge, appropriate criteria for registration of TSNIT curves before analyses

has not been addressed in the literature. However, registration is a potentially important
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step in the development of the predictive models, especially for our proposed TSNIT index

model. Two main factors that call into question the analysis of unregistered TSNIT curves

are that (1) not all eyes are exactly anatomically equivalent and (2) the area of focus of the

OCT scan is not necessarily the same from one eye to the next.

With this in mind, we considered predictive models on both unregistered and registered

TSNIT data. We considered several potential ways to register the TSNIT curves, including

alignment of the largest thickness values in the superior and inferior regions. We settled on

using landmark registration to align the TSNIT curves at the lowest thickness value in the

nasal region.

4.3.2 Predictive Models and Comparisons

We compare 10 logistic predictive models with the following predictors (in parentheses are

the labels for the models used in all plots and tables):

• mean RNFL overall (mean RNFL)

• mean RNFL in the inferior region (mean INF)

• jaggedness score (jagg)

• mean RNFL overall and jaggedness score (mean RNFL + jagg)

• mean RNFL in the inferior region and jaggedness score (mean INF + jagg)

• mean adjusted TSNIT curve (TSNIT)

• mean RNFL overall and mean adjusted TSNIT curve (mean RNFL + TSNIT)
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• mean RNFL in the inferior region and mean adjusted TSNIT curve (mean INF +

TSNIT)

• abnormality boundary index (ABI)

• abnormality boundary index and jaggedness score (ABI + jagg).

To assess the performance of each model, we used the following procedure. We randomly

split the data into 10 approximately equally sized sets. We would omit one of the 10 sets

and fit the model on the the remaining data and then use the estimated model to predict

disease status in the omitted set for a range of cut-off values. We would then compute the

sensitivity and specificity at each cut-off value. This procedure was repeated 10 times with

each of the 10 sets being held out. We report sensitivity and specificity values that are

averaged over the 10 model fits.

We first compare the ROC curves for each of the models. Figure 4.8 shows the ROC

curves for the models fit on the (a) unregistered and (b) registered full data while Figure 4.9

shows the ROC curves for the models fit on the (a) unregistered and (b) registered subset

of less severe cases. AROCs are also computed for each model in Table 4.1.

We make several observations based on the ROC curves. Generally, jaggedness score

(jagg) alone does not appear to be competitive with any of the other models considered.

The TSNIT index model (TSNIT) appears to be competitive when the TSNIT curves are

left unregistered whereas it is less so when nasal landmark registration is applied to the

curves before fitting the model. With respect to the full data, the remaining 8 predictive

models are relatively comparable. When applied to the subset of those eyes with less severe

or no glaucoma, there was greater distinction between the ROC curve for the models and
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those with mean RNFL in the inferior region (mean INF), mean RNFL in the inferior region

and jaggedness score (mean INF + jagg), and mean RNFL in the inferior region and TSNIT

curve (mean INF + TSNIT) appear to be best. The AROC values provided in Table 4.1

agree with these statements.

Full Data Subset
Unregistered Registered Unregistered Registered

mean RNFL 0.9428 0.9460 0.9096 0.9115
mean INF 0.9468 0.9404 0.9345 0.9271
jagg 0.8635 0.8567 0.8156 0.8119
mean RNFL + jagg 0.9386 0.9428 0.9072 0.9228
mean INF + jagg 0.9437 0.9389 0.9316 0.9214
TSNIT 0.9455 0.8750 0.9109 0.8702
mean RNFL + TSNIT 0.9371 0.9251 0.9004 0.9041
mean INF + TSNIT 0.9461 0.9468 0.9336 0.9274
ABI 0.9333 0.9355 0.8988 0.9009
ABI + jagg 0.9295 0.9312 0.8991 0.9135

Table 4.1: AROC values.

In addition to looking at ROC curves and the corresponding AROC values, we also

consider (1) the best sensitivity and specificity combinations for each model and (2) the

sensitivities for each model when the specificity is fixed at either 0.90 or 0.95. We take the

best sensitivity and specificity for a model to be the pair with the largest sum from among

all cut-off values considered. The best sensitivity and specificity for each model are given

in Tables 4.2 (full data) and 4.3 (subset).

The findings presented in Tables 4.2 and 4.3 generally correspond with statements made

regarding the ROC curves and the AROC values. We also note that, regardless of whether

the data were registered or unregistered (considering either the full data or subset), the

model with mean RNFL in the inferior region and jaggedness score (mean INF + jagg)

consistently has the “best” sensitivity and specificity combination, although not by a large

margin. Tables 4.4 and 4.5 show the sensitivity for fixed specificities of 0.90 and 0.95 for
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Figure 4.8: ROC curves for (a) unregistered full data and (b)registered full data.

Figure 4.9: ROC curves for (a) unregistered subset and (b)registered subset.

each model.
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Unregistered Registered
Sensitivity Specificity Sensitivity Specificity

mean RNFL 0.8498 0.9467 0.8665 0.9467
mean INF 0.8471 0.9433 0.8582 0.9156
jagg 0.7375 0.9397 0.6302 0.9675
mean RNFL + jagg 0.7606 1.0000 0.8248 0.9633
mean INF + jagg 0.8304 0.9633 0.8582 0.9433
TSNIT 0.8665 0.9100 0.7042 0.9233
mean RNFL + TSNIT 0.8665 0.8933 0.8641 0.8789
mean INF + TSNIT 0.8471 0.9433 0.8471 0.9433
ABI 0.8248 0.9633 0.8248 0.9633
ABI + jagg 0.8106 0.9633 0.8248 0.9633

Table 4.2: Best sensitivity and specificity combinations (full data).

Unregistered Registered
Sensitivity Specificity Sensitivity Specificity

mean RNFL 0.7733 0.9524 0.7733 0.9524
mean INF 0.8117 0.9381 0.8117 0.9381
jagg 0.6350 0.9342 0.7300 0.8140
mean RNFL + jagg 0.7483 0.9190 0.8483 0.8848
mean INF + jagg 0.8117 0.9548 0.8617 0.9381
TSNIT 0.7667 0.8905 0.7617 0.8345
mean RNFL + TSNIT 0.7733 0.9524 0.7233 0.9857
mean INF + TSNIT 0.8117 0.9381 0.8117 0.9381
ABI 0.7233 0.9690 0.7233 0.9690
ABI + jagg 0.7983 0.9157 0.8483 0.9357

Table 4.3: Best sensitivity and specificity combinations (subset).
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Unregistered Registered
Specificity 0.90 0.95 0.90 0.95
mean RNFL 0.8665 0.8498 0.8665 0.8665
mean INF 0.8582 0.8471 0.8582 0.8221
jagg 0.7375 0.6271 0.6302 0.6302
mean RNFL + jagg 0.8248 0.8082 0.8415 0.8248
mean INF + jagg 0.8582 0.8471 0.8725 0.8582
TSNIT 0.8665 0.7939 0.7042 0.4618
mean RNFL + TSNIT 0.8665 0.7915 0.8332 0.7748
mean INF + TSNIT 0.8582 0.8471 0.8582 0.8471
ABI 0.8248 0.8248 0.8415 0.8248
ABI + jagg 0.8558 0.8248 0.8558 0.8248

Table 4.4: Sensitivity for fixed specificity of 0.90 or 0.95 (full data).

Unregistered Registered
Specificity 0.90 0.95 0.90 0.95
mean RNFL 0.7733 0.7733 0.7733 0.7733
mean INF 0.8117 0.7783 0.8117 0.7533
jagg 0.6850 0.5417 0.5783 0.5533
mean RNFL + jagg 0.7483 0.7033 0.7983 0.7483
mean INF + jagg 0.8117 0.8117 0.8617 0.8117
TSNIT 0.7667 0.7167 0.6967 0.5700
mean RNFL + TSNIT 0.7733 0.7733 0.7483 0.7233
mean INF + TSNIT 0.8117 0.7783 0.8117 0.7533
ABI 0.7483 0.7233 0.7483 0.7233
ABI + jagg 0.7983 0.6783 0.8483 0.7983

Table 4.5: Sensitivity for fixed specificity of 0.90 or 0.95 (subset).
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4.4 Discussion

In this chapter we introduced three new approaches for using OCT data in predicting glau-

coma, with a focus on developing predictive models for African American individuals. Our

first approach used wavelet-based scalar-on-function logistic regression to develop predictive

models that can incorporate both the TSNIT curve and other scalar covariates. We also

considered using a measure of a TSNIT curve’s jaggedness to classify disease status. Our

third approach consisted of using an overall measure of discrepancy between a TSNIT curve

and its corresponding age-specific abnormality boundary.

Overall, we found that our three proposed approaches were competitive with the most

common approaches for using OCT data to diagnose glaucoma among the subjects in our

sample. However, in light of the findings in Gunvant et al. (2007), we had hoped to show

more substantial predictive gains over the simpler models which used only the average

RNFL thickness or average thickness in the nasal region, especially with our TSNIT index

model approach. Here we suggest two possible reasons for why we did not observe much

improvement. First, the glaucomatous eyes that made up the sample in Gunvant et al.

(2007) had extremely mild glaucoma severity in comparison to the glaucomatous eyes in

our sample; even milder than those in the subset that we considered. Figure 4.10 shows the

TSNIT curves for the normal eyes (left panel) and glaucomatous eyes (middle panel) in our

study. Even though the glaucomatous eyes are not severely diseased, the plots suggest that

knowledge of average RNFL thickness alone may be enough for us to distinguish between

disease states.

We would not expect that simple measures like overall average RNFL thickness or
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Figure 4.10: TSNIT curves from (left) healthy eyes, (middle) glaucomatous eyes, (right)

both.

average thickness in the inferior region would be competitive with more sensitive shape-

based techniques (Kanamori et al., 2003; Wollstein et al., 2005) for distinguishing eyes

with very mild glaucoma from those that are normal. It would be interesting to examine

the relative predictive performance of our TSNIT index model on a sample made up of

normal and glaucomatous eyes with very mild severity. Another possible reason why the

TSNIT index model did not surpass the conventional models lies in the fact that the eye

care providers who made the glaucoma diagnosis may have had access to OCT output

from a patient’s previous visit and may have used knowledge from that information to

make a diagnosis. This is could put the TSNIT index model at a disadvantage if diagnosis

was driven by consideration of the conventionally used measures of overall average RNFL

thickness or average thickness in the inferior region.

We also note a possible limitation in using the abnormality index. The set of individuals

that constitute the Cirrus HD-OCT normative database has the following ethnicity break-

down: 43% Caucasian, 24% Asian, 18% African American, 12% Hispanic, 1% Indian, and

6% mixed ethnicity. It has been observed (Sample et al., 2009) that there are differences in
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optic nerve head morphology between black and white patients. Furthermore, Javitt et al.

(1991) found significant differences between racial groups with respect to many of the optic

nerve head and RNFL parameters provided in the Cirrus HD-OCT output. These findings

may suggest that the mixed race normative data base has limited use for distinguishing be-

tween normal and glaucomatous eyes. Further discussion of possible future work on using

data derived from OCT to predict glaucoma is given in Chapter 5.
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Chapter 5

Conclusion

In this thesis we have proposed and investigated a wavelet-based approach to functional

mixture regression, proposed and investigated a new wavelet-based fitting procedure for

scalar-on-function regression that utilizes the assumed structured sparsity of the wavelet

representation of a function, and considered a novel application of wavelet-based logistic

regression and other FDA techniques to diagnosing glaucoma using retinal nerve fiber layer

thickness data from an OCT imaging study. In what follows, we make some final comments

on each of these projects and discuss possible future work.

5.1 Wavelet-Based Functional Mixture Regression

Our wavelet-based approach to FMR allows one to relate a scalar response and a functional

predictor through possibly different regression structures. Through numerical examples,

this approach is shown to be advantageous when the component-specific coefficient func-

tions characterizing the relationship between the predictors and the response have localized
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features. Although we present simulation results and an application of our method when

the predictors consist of one-dimensional signals, our approach is general enough to be used

when the predictors are 2- or 3-dimensional images.

Although it is theoretically possible to use the fitting procedure discussed in Section

2.3, the computing time required to select tuning parameters or even just fit models with

such high dimensional predictors could be prohibitive. To deal with the problem of very

high dimensionality in the classical finite mixture regression setting, Khalili et al. (2011)

propose a two-stage fitting procedure which includes a likelihood-based boosting procedure

to reduce the dimensionality of the feature space followed by fitting a finite mixture model

via a penalized likelihood method with the reduced set of predictors. A similar two-stage

procedure could be employed in a functional context using a wavelet-based approach pro-

vided that the lowest level of decomposition is determined before the boosting procedure is

implemented.

More recently, Khalili and Lin (2013) studied the properties of estimates of high-

dimensional finite mixture models derived from elastic net penalized methods. They also

considered extensions of high dimensional finite mixture regression to generalized outcomes.

There are many applications that could potentially benefit from carrying out similar exten-

sions with wavelet-based functional mixture regression.

Another issue that should be addressed by future research is whether there are alter-

native methods for constructing bootstrap confidence bands for the component coefficient

functions that can lead to more informative inference. In Section 2.6.4 we noted the erratic

behavior of the bootstrap sample estimates for the component coefficient functions and

postulated a reason for this behavior. We are currently investigating methods for selecting
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bootstrap samples that use the estimated latent class membership information from the

model fit on the original data set.

5.2 Wavelet-Based Structured Elastic Net

The wavelet-based structured elastic net procedure performs variable selection and estima-

tion of important features in the wavelet domain. It does so in a way that takes advantage

of prior knowledge about the structure of the wavelet coefficients, as opposed to the lasso

or elastic net, which are entirely data-driven.

We proposed one type of neighborhood structure and one particular form of penalization

which assumes that neighboring wavelet coefficients corresponding to the coefficient function

are similar in magnitude. Other neighborhood structures and penalization criteria could

also be implemented. Examples of other neighborhood structures include those proposed by

Rao et al. (2011) or Lee and Vidakovic (2012), among others. With respect to alternative

penalization criteria, we have performed some preliminary simulations looking at criteria

that penalize coefficients based on the number of neighbors with zero coefficients. Further

investigation is needed to see if this is a viable approach.

5.3 OCT Data for Diagnosing Glaucoma

We introduced three new approaches for using OCT data in predicting glaucoma, with a

focus on developing predictive models for African American individuals. There are many

opportunities for future work in this area and here we mention two.

As with most of the current approaches to using imaging data derived from OCT, we used
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the one-dimensional TSNIT curve to develop models for predicting glaucoma. It may also

be useful to develop predictive models based on the two-dimensional RNFL thickness maps

generated by the Cirrus HD-OCT scanner. Wavelet-based methods could prove particularly

effective in such an application.

Another approach that may have some utility in differentiating between normal and

glaucomatous eyes is one that assesses the similarity between both eyes of the same indi-

vidual. Specifically, a functional logistic model that uses the difference in the right and

left TSNIT curves or thickness maps as a functional predictor or models that use a simple

scalar measure of similarity may be of interest to consider.
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Rosti, E., Hämäläinen, P., Koivisto, K., and Hokkanen, L. (2006). The PASAT performance

among patients with multiple sclerosis: Analyses of responding patterns using different

scoring methods. Multiple Sclerosis 12:586–593.

Rudnicka, A., Mt-Isa, S., Owen, C., Cook, D., and Ashby, D. (2006). Variations in primary

open-angle glaucoma prevalence by age, gender, and race: A bayesian meta-analysis.

Investigative Ophthalmology and Visual Science 47:4254–4261.

Sample, P., Girkin, C., Zangwill, L., Jain, S., Racette, L., Becerra, L., Weinreb, R.,

Medeiros, F., Wilson, M., Len-Ortega, J. D., Tello, C., Bowd, C., Liebmann, M., and

African Descent and Glaucoma Evaluation Study Group (2009). The African Descent

and Glaucoma Evaluation Study (ADAGES): Design and baseline data. Archives of

Ophthalmology 127:1136–1145.

Schlattmann, P. (2009). Medical Applications of Finite Mixture Models. Springer-Verlag,

Berlin.

Siegfried, C., Shui, Y., Holekamp, N., Bai, F., and Beebe, D. (2011). Racial differences in

ocular oxidative metabolism: Implications for ocular disease. Archives of Ophthalmology

129:849–854.

Sihota, R., Sony, P., Gupta, V., Dada, T., and Singh, R. (2005). Comparing glaucomatous

optic neuropathy in primary open angle and chronic primary angle closure glaucoma eyes

by optical coherence tomography. Ophthalmic and Physiological Optics: The Journal of

the British College of Ophthalmic Opticians 25:408–415.

Slawski, M., zu Castell, W., and Tutz, G. (2010). Feature selection guided by structural

information. Annals of Applied Statistics 4:1055–1080.

Spaeth, H. (1979). Clusterwise linear regression. Computing 22:367–373.
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