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ABSTRACT

Through a Dark Mirror:

Answers, Questions, and the Creation of Machine Knowledge

Adam Obeng

This dissertation addresses the question of the creation of scientific knowledge, in the con-
text of an online question-and-answer forum: Stack Overflow. The project starts from the
claim advanced in the philosophy and sociology of science that Nature is not sufficient to
settle disputes; for a fact to be created by being accepted as true, it must be justified
in discourse. Actor-Network Theory claims that this justification occurs through the mo-
bilisation of resources, which are marshalled to make a truth-claim unassailable without
also defeating all the supporting resources. I adapt ANT’s claim to the methods of Social
Network Analysis. In network terms, the facticity of a claim is measured by its indegree
— the number of other claims which are justified by it — and its outdegree measures the

count of the resources which justify it.

I first consider answers to Stack Overflow questions, because they are the most straight-
forward to describe, and the closest object to what previous analyses of citation networks
of academic papers have considered. The central question is how an answer is made to be
true, where I find that the more other answers an answer links to, the higher its indegree.

In fact, when the measure of outdegree is expanded to include the resources which resources



themselves link to, this association is higher still. While referring to users doesn’t matter
in itself, referring to users’ posts does, as does having more code. The best predictor of
indegree is the number of users linked to. I also find that although more modalised answers
matter more, black-boxed answers which are not modalised at all matter the most. Finally,
while more resources make an answer more likely to be edited, they do not make it more

likely to be defeated and deleted entirely.

But Stack Overflow is also (and primarily) made of questions to which these answers
respond, and questions are less addressed by existing theory. The basic conflict is between
whether questions are just transparent references to answers, or whether they make their
own independent contributions to knowledge. Having established that the network of
questions is structurally distinct from the network of answers, I find that questions’ indegree
and outdegree are also correlated, but less so than for answers. I find that linking to answers
matters, especially when the appropriateness of the answers to the question is taken into
account. However, the contributions that questions make independently of their answers,
topicality and uniqueness, do not generally matter. Like answers, questions can also be
closed rather than answered, and I find that questions that are closed for different reasons

have different patterns of answering.

In the final chapter, I consider how the techno-social infrastructure of the site encourages
the creation of knowledge. The chapter is spent studying the existence and nature of a

Matthew Effect on Stack Overflow, going beyond the results for the distribution of reputa-



tion to examine the mechanisms involved in assigning reputation. Both the distributions of
posts’ upvotes and the attachment kernel indicate a rich-get-richer effect, but they suggest
that the effect is not proportional as in common models of the phenomenon. However, it
also seems like the reason for attributing more upvotes to users with higher reputation is
not solely due to their higher reputation: a regression discontinuity design on displayed
user reputation produces a null result, suggesting that the reputation-rich are good, and

the good get richer.
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Preface

This dissertation addresses the question of how scientific ideas come to be held as true.
As the convention requires, it is written from the lofty and detached vantage-point of the
researcher. Of course, that convention is just a convenient fiction, and in this case even

more obviously than others, the researcher is also the subject.

I need to take at least a few words to talk about myself as a consumer of science, and
in doing so avoid hypocritically perpetuating a problem that I would point out in others:
the failure of to distinguish between claims which are axiomatic and claims which are
contingent. I must, therefore, point out that some of the claims I am about to make are
givens based on plausibility or convenience, not on the basis of evidence. Students of the

history and sociology of science will know that this text is by no means unusual in that.

The correct orientation to this sort of claim is to just go with it, and to consider what would
happen if it was true. All enterprises of knowledge must take some things for granted.

Challenging the axioms can be an interesting project, but it is an extra-disciplinary one.

Xiv



Sociologists are often perceived (even by themselves) as having economics envy — the
dismal science is undoubtedly more successful in capturing broad public mindshare. But
as sociologists of science, the best thing we can learn from our sister discipline is that even

assumptions which are patently, explicitly, wrong can still lead to interesting conclusions.

In undertaking this project, I experienced a great challenge in writing in this style, without
being able to justify to myself the axiomatic claims that I have put forward or adopted

from others.

Had I been writing philosophy, this tension would have had to be resolved, but instead I
engaged with the equally but orthogonally constraining demands of quantitative compu-
tational analysis. From this marriage comes a work whose epistemological status can best
be described as an “exploration”, in the sense that Robert Nozick explicates when he says

that:

One view about how to write a philosophy book holds that an author should
think through all the details of the view he presents, and its problems, polishing
and refining his view to present to the world a finished, complete, and elegant
whole. This is not my view. At any rate, I believe that there is also a place and
a function in our ongoing intellectual life for a less complete work, containing
unfinished presentations, conjectures, open questions and problems, leads, side
connections, as well as a main line of argument. There is room for words on
subjects other than last words. [Nozick, 1974]

Just because Nozick is, in fact, talking about philosophy does not mean that he is not
talking about sociology. I wholeheartedly accept Collins’ claim that “Any philosophy that

deals with the structure of ideas is pretty well indistinguishable from sociology, just as, deep

XV



down, sociology is philosophical” [Collins, 1997]. In a putatively sociological work, I have
endeavoured therefore to employ the tools of philosophy and of computational analysis in
developing my argument (and not merely by relegating them to the ‘Theory’ and ‘Empirics’

sections respectively).

Therefore, I would appeal to you to consider the following pages with both the orientations

of a scientist and a theorist of science.

Adam Obeng

New York, NY

2017
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Foreword: The Triumph of Urbain Le

Verrier

In the first half of 1846, the solar system contained seven planets. Having conducted a
painstaking analysis of observational data about Uranus, Urbain Le Verrier established that
there was an inconsistency between records of the planet’s orbit and the predictions made
by the theories of Kepler and Newton. Le Verrier therefore postulated that the solar system
must contain an eighth planet, and his prediction of its location was received at the Berlin
Observatory on the 23 of September 1846. That very same evening, the planet exterior
to Uranus was first observed — in a position within one degree of Le Verrier’s prediction.
Le Verrier named the planet ‘Neptune’ after the Roman god of the sea. By 1859, Le Verrier
was widely acclaimed and had been the Paris Observatory’s Director for four years. His
attention had turned back to orbital irregularities, and he again predicted using Kepler and
Newton’s laws that there should be a planet outside the known bounds of the Solar System,

but this time inside the orbit of Mercury. Le Verrier named this planet ‘Vulcan’, after the
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Roman god of fire. In 1860, based on the observations of an amateur astronomer called
Lescarbault, Le Verrier announced the discovery of Vulcan to the Académie des Sciences.
Over the next half-century dozens of astronomers made confirming observations of Vulcan
transiting across the sun. Vulcan does not exist. In 1915, Albert Einstein’s theory of
relativity was published, superseding Newtonian mechanics and making new predictions
for the orbits of all the planets, including Mercury. Einstein accurately predicted Mercury’s
orbit without the need to postulate another planet, by instead changing the laws which

governed all of the planets’ orbits.

When faced with a disagreement between theory and evidence, there is always more than
one way to amend the theory. In the case of orbital mechanics, one could either change
the number of planets or the laws of their motion. Given this fundamental freedom in the
relationship between evidence and belief, how do empirically-oriented endeavours actually

create knowledge?



1 Introduction

1.1 Making knowledge

On one view of the enterprise of knowledge production, the pursuit of knowledge is the
domain of individual minds reaching out into the empirical world, and from it developing
justified beliefs which correspond to the world and are therefore called ‘knowledge’. What
allows for agreement between different people about this knowledge is the observer-indepen-
dence of the empirical world, combined with the reliability and universality of our faculties
to observe it and infer from it. The scientific endeavour is taken to be particularly success-
ful in creating knowledge because it augments and constrains our observational faculties by
means of the the scientific method, which tells us what and how to observe. The scientific
method is also successful because it produces knowledge in the form of testable propositions
which can be used to make predictions contingently validated or refuted by the empirical
world. On this view, science is objective, so any real scientist working independently will

attain the same knowledge about the world as any other.
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The Duhem-Quine-Hesse thesis problematises just one step of this argument: it claims that
any given set of empirical evidence underdetermines the beliefs which it can be used to
support. Le Verrier’s observations of Mercury were compatible on the one hand with the
existence of Vulcan and the truth of Newton’s laws, but also (as it turned out) with the
non-existence of Vulcan and the truth of Einstein’s laws. Scholars of underdetermination
disagree about the extent to which any given theory is necessarily or merely contingently
underdetermined, but many real examples of underdetermination exist in the history of

science [Duhem, 1991].

Quine’s claim is often seen as being about the natural sciences, but in reality the hard
sciences are just hard cases where his claims appear the most troubling. In fact, he is
speaking about “[t]he totality of our so-called knowledge or beliefs, from the most casual
matters of geography and history to the profoundest laws of atomic physics or even of pure
mathematics and logic”[Quine, 1976], so “[t]he scope of the epistemic challenge arising from

underdetermination is not limited only to scientific contexts” [Stanford, 2016].

Similarly to Quine, Wittgenstein-via-Kripke, when resolving the rule-following paradox,
appeals not to the infinitely regressive justification-conditions of propositions, but to their
assertability-conditions in a given context. And indeed, similar claims need not be limited
to academic, or even organised domains of knowledge: Chomsky’s paucity of the stimulus
argument claims that the evidence available to language learners is insufficient for them

to ever derive the rules of the language. Descartes was unable on the basis of his senses
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to distinguish between the theories of a real world and of manipulation by an evil demon
[Stanford, 2016]. In sociology meanwhile, “the problem of meaningful action turns on
the observation that behaviour is inherently subject to indefinitely many ascriptions of
meaning or intent, while meaning and intent are expressible through an indefinite number of
possible behaviours.”[Suchman, 1987] For the present purposes, it’s also worth noting that
the problem occurs in the diagnosis of technical problems: “The hard part is recognizing
the significance of any given fact with reference to the observed or reported behaviour of

the machine”[Orr, 1996][p. 199]

In all of these cases, we recognise that the search for knowledge is not simply grounded by
some empirical backstop. We can’t just rely on Nature to solve scientific disagreements:
“if scientists were naive realists about the facts they produce they would not produce
any”[Callon and Latour, 1992, p. 353]. But removing this assumption entails problematis-
ing the very existence of agreement, of closure, of knowledge itself. Without the universal
metronome of Nature, we now have to determine what else keeps our epistemic time-keeping

in agreement, and to explain how this process unfolds.
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1.2 Resources, Actor-Networks, and the Non-Empirical

Virtues

Suchman uses the project of designing a machine which responds to a user’s action as an
example of the difficulty of deciding the significance of purposeful action. She finds that
the designers of interactive machines have an assumption about interaction similar to the
naive view of knowledge production outlined above: machine designers think that the users
first form plans which they then subsequently execute. The task of an interactive machine,
then, would be to divine the plan from the user’s actions and follow along. Suchman
finds, instead, that plans are amongst a number of linguistic, nonverbal and inferential
communicative resources which are used by humans to understand the significance of ac-
tion. Underdetermination in interaction is resolved by some unfixed creative assemblage of
these resources, plans being only one sort of evidence used in the inferential attribution of
meaning. Consequently, fixed interpretations of actions’ meanings do not determine action

in the sense that they precede it in the actor’s mind, as a script which is then followed.

Quine finds a similar solution to the problem of underdetermination in the creation of
knowledge. He finds that non-empirical “virtues”, like simplicity, familiarity, scope, and
fecundity are used to adjudicate between theories with the same empirical consequences.
This “web of beliefs” includes as members such organising principles — including the

laws of logic — which dictate how the revision of one belief should affect the others. So
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the set of objects which justify the truth of a fact is heterogeneous, made up not just
of other empirical observations, but also ethical or aesthetic givens. These organisational
principles, however abstract and seemingly un-empirical, are themselves subject to revision
in the same way. Even logic itself is not immune: we might, for instance, abandon the law

of the excluded middle to simplify quantum mechanics [Quine, 1976, p.40].

1.3 What is the Web of Justificatory Resources?

So what is the stuff of the web of supporting resources by which a claim’s truth is justified?
Quine describes it as a web or a field, and Suchman doesn’t endow her set of resources
with an internal structure. We will however consider whether knowledge about meaningful

actions and about scientific facts might in fact be established in the same way.

Analytic philosophers and sociologists often seek specificity in their abstractions. On this
view, we could treat Quine’s web as a mathematical graph, with beliefs in propositions
as the nodes and directed edges indicating justification. The benefit of such well-specified
abstractions is that they are gravid with predictions and possibilities for empirical oper-
ationalisation. They can be manipulated on their own terms, without reference to the
empirical world from which they are abstracted, and as such they can make powerful pre-
dictions which can be tested against data in a variety of circumstances. Moreover, ignoring
individual properties of propositions in favour of their network position would reinforce the

idea that any belief at all — no matter how otherwise implausible, or apparently incom-
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patible with other facts — can be supported provided the network around it is correctly

structured.

In order to use this particular abstraction, we would need to define the objects which
count as nodes in the network. Perhaps, on an egocentric and solipsistic view, everything
in the Web can be described as a descriptive proposition. Where there would apparently
be references to other people, these should be understood as resolving into some propo-
sition like “My teacher said that ‘Amongst competing hypotheses, the true one has the
fewest assumptions”’. Indeed, if non-belief objects are involved, we could think of them all
indirectly through descriptive propositions (“There is a person called Quine”, “Quine said
that the analytic and synthetic could not be distinguished”). But by making all of our
nodes propositions, we have introduced finer-grained distinctions in their content: between

beliefs, moral prescriptions, and reports of the beliefs of others.

The downside to this is that we may be doing violence to the original concept from which we
sought to abstract, and making unwarranted (if powerful) assumptions about the objects
which are thereby excluded from the model. In particular, it would be difficult to fit the
non-empirical virtues into this version because they would both be nodes (e.g. the belief
“Amongst competing hypotheses, the true one has the fewest assumptions” is a belief in a
prescriptive proposition), but also rules for the organisation of the network (in this case, the
practice of including nodes in the network based on the configuration of their supporting

beliefs). Quine also describes the “fabric” of this web as “impinging on experience”. Does
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that mean that we should include “experience” nodes in our model, or at least some measure

of the distance of a given proposition from the experiential edge?

Fortunately, there is already a concept in the sociology of science which has had to face up
to this irreducibility: the actor-network [Latour, 1996]. The actor-network is not anything
as abstract as a mathematical graph, and it is in fact a problematic “coincidence” that it is
called ‘network’ rather than ‘résau’ or ‘rhizome’. Actor-networks have as their components
actants (which include people, but also and without distinction non-humans and non-
individuals), connected by associations whose nature is not qualified as social, natural,
technical, or indeed as being a specific relation like implication, possession, or fatherhood
[Teil and Latour, 1995]. Importantly for our purposes, Actor-Network Theory (ANT) is a
product of the semiotic turn in sociology, so it takes meanings as its primary material, and

problematises their production.

ANT also does not distinguish between what circulates inside networks and the networks
on which they circulate [Latour, 1996, p. 14]. Despite the complexity of the actor-network
as a model, ANT theorists Teil and Latour [1995] have in practice actually suggested using
a mathematical graph to capture association between words, rather than studying the
actor-network itself [Callon et al., 1991, Teil, 1991]. For their purposes this is sufficient to
extract complex semantic information — an approach, incidentally, paralleled for text at
least by recent developments in computer science [Mikolov et al., 2013]. The justification

for this is that “We never see either social relations or things. We may only document the
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circulation of network-tracing tokens, statements, and skills. This is so important that one
of us made it the first principle of science studies (Latour 1987,chap.1). Although we have
not yet fully articulated this argument, it is the basis of our empirical methods.”[Callon

and Latour, 1992, p. 351]

This makes it difficult to know what to do with AN, especially in a computational project.
Should we take seriously and attempt to model the complex rhizomic ontology of the
actor-network, or can we instead assume that the first-order approximation of something
like a graph of word co-occurrences is sufficient? If the latter, can we develop our own
approximation to the actor-network, but using objects other than words and relationships
other than co-occurrence. If we are to really take ANT’s own principles seriously, we
don’t in fact have to resolve this question. We need simply say that ANT remains a
guiding reference for us. Then, in practice, we will subject it to whatever translations are

necessary for it to fit into our own coordinate system.

Is the actor-network the same thing as Quine’s web of beliefs or Suchman’s set of commu-
nicative resources? It doesn’t seem plausible that they were thinking along the same lines
as Latour or Callon. And yet, all three views share two crucial properties: there is not a
single entity (Nature, plan, or other) whose support is sufficient for a belief to be justified.
Instead, there are multiple possible entities which can justify a belief, and those entities
themselves are capable of standing in relations of justification to each other. Secondly, the

set of objects which can serve as justification is heterogeneous: not all resources are the
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same type of thing. Therefore, both Quine and Suchman’s views can be subsumed into
what we might call the Web of Justificatory Resources, which has these critical properties
of internal structure and heterogeneity. This Web is also an actor network, modulo the

divergence from the original concept which is necessary in practice to apply it to our case.

In our empirical analysis, we are fortunately limited from trying to theoretically model
this at its most theoretical: a network of anything at all in which anything relates in any
possible way to anything else. What we can study instead is the process of assemblage,
the resources that are presented as justifying a particular assertion so that it can become
knowledge. The level of granularity on which we do this neither that of the actant or the
word. In fact, the resources we consider are somewhat arbitrary from a theoretical point
of view, except that we take for granted the objects which are treated as existing by the
subjects in our empirical case. We will make good use of the interpretation of the web
of resources as a mathematical graph, but it should be understood that this is only one

possible approximation of the web of resources — hence why we don’t call it a network.

1.4 How do we interact with the Web of Justificatory

Resources?

Both Suchman and Quine’s accounts are curiously asocial.! Quine describes the the field

of “our” beliefs in quite impersonal terms, as if the field is capable by its own lights of

! On this account, Descartes and Chomsky can probably be excused because of the aims of their endeavours.
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causing readjustments in its interior or having conflicts with experience. He is also only
talking about the beliefs of a single individual, who “is given a scientific heritage plus a
continuing barrage of sensory stimulation; and the considerations which guide him [sic] in
warping his scientific heritage to fit his continuing sensory promptings are, where rational,
pragmatic.”[Quine, 1976][p. 42] In reality, there is no single point at which a person is
given a scientific heritage, and the process can clearly not only be one-way, there must be a
process whereby the individual can influence the collective “scientific heritage”. Suchman is
studying interaction within triads of two people and one machine, so more understandably
perhaps takes for granted the pre-existence of the resources used in that context to make

meaning.

Quine’s solipsism raises further problems for the Web model. When do the justificatory
ties exist: once they have been used once? When they are commonly accepted? Most
importantly, when someone acts based on the Web, they must be acting only based on
their own, local and possibly imperfect understanding of it. Is Quine’s Web of Beliefs

singular and shared or plural and synchronised?

Again, part of the answer can be found by considering the situations in which justification
occurs in practice. It is not necessary for interaction to occur that the participants have the
same projects, merely that they be compatible [Jerolmack, 2009]. Moreover, representa-
tion only happens when an otherwise transparent activity becomes problematic [Suchman,

1987]. The reason we don’t encounter Wittgenstein’s justificatory regress in practical sit-
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uations of interaction” is that as long as there is no overt conflict between our beliefs and
others’, we don’t need to figure out why there is a disagreement. In other words, if we
have the same beliefs (or at least beliefs with the same current empirical consequences),

we don’t examine their content.

Quine’s account is individual, Suchman’s is local, and Latour’s account is based on a global,
external, product: published journal articles. Why is it sufficient for us to follow Latour
in looking at global data? Because we are not examining the (or a) Web of Justificatory
Resources directly, rather traces of its existence. We could not ourselves assemble a global
account from individual or local Webs, because the very process of constituting an appar-
ently shared Web is what’s at stake. Perhaps the most clear theoretical parallel for what
we are trying to do comes from citation analysis. What makes citation analysis possible
is the historical quirk that a major part of academic knowledge-creation happens through
written journals, and that journal articles make explicit reference to other articles by means
of citations. Therefore, we can examine the constitution of the shared written record of a
scientific discipline’s knowledge and the supporting Web by looking at the papers the dis-
cipline produces. But doing so requires making assumptions about what a citation means,
[MacRoberts, 1989], in the same way that pure association between words could capture
multiple types of relationship. Citation analysis often doesn’t distinguish whether papers

are being cited in support, to be questioned, or to be taken as fact.

2Except in interactions with toddlers and other breaching experiments.
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Therefore, we mostly demur on the nature of the web of resources, itself, but we will pay
close attention to the form of the empirical traces which we (and our subjects) use to
analyse it. When relevant, we will distinguish qualities of the nodes and edges. Our data
do not give us access to the super-individual or even the individual web of supporting
resources. Indeed, it’s not clear that it exists independent of the occasions of its use,
and as Teil notes, one reason we must rely on pure association is that we can’t observe
the condition of texts’ creation. What we can observe is the set of resources which are
brought to bear in practice, in different instances of making knowledge. Given the nature
of our data, these are mostly textual bearers of descriptive and prescriptive propositions,
but they also include people and machines. In fact, the nature of the resources we can
detect is intimately constrained by those differences between resources made explicit by
the platform we study. The crucial conditions still obtains so that we can consider this
homologous to the Web: there is internal structure, because the same resources can be

referred to in more than one place, and not all resources are the same type of object.

1.5 Questions and the Web

Our empirical case is the programming question-and-answer website Stack Over-
flow,[Stack Exchange, 2008-2017] which has — no less than the physical sciences or
interaction with a photocopier — both the ability to serve as a test ground for more

general theory, but also particular characteristics which merit some preliminary attention.
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Stack Overflow is the pre-eminent computer programming question-and-answer website in
existence today. The site was launched in 2008, and quickly pushed out the incumbents,
in part because it was both more open (there are no fees, it allows un-registered users
to read all the content, to answer and edit posts) and because it was more structured
(it employs a ‘deletionist’ rather than ‘inclusionist’ policy; according to the site’s FAQ
[Stack Exchange, 2015a]: “You should only ask practical, answerable questions based on
actual problems that you face. Chatty, open-ended questions diminish the usefulness of
our site and push other questions off the front page”). The Stack Exchange network of
‘knowledge markets’ also includes sites for mathematics, cooking, TEX, home improvement,
bicycles, and Judaism. All share the same core mechanic: users post questions, other users
answer them. Interaction is rich: questions, answers and comments can be voted up or
down, edited, reviewed, or flagged as duplicates, as off-topic, inappropriate, or otherwise
failing to comply with the site’s standards. What’s more, each user has a reputation score,
which is increased when their content is voted up, or when they post the best answer to a
question. At certain reputation levels, additional privileges are gained, such as the ability
to comment on and delete questions. In parallel to reputation, users also earn ‘badges’
for completing certain pro-social actions, including displaying specialist proficiency in the
use of a particular technology. Each user’s reputation and badge count are prominently

displayed next to their questions and answers.

Stack Overflow is self-admittedly a project to create a reference-work of knowledge, but
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it is not solely an empirical investigation of the world. This is not because its subject
matter, computer programming, is un-empirical. Rather, it is because of the place it takes
in the technoscientific process. Answering a question on SO has as much in common with
doing lab-work as it does with publishing a scientific paper. If we were studying scientific
propositions about the physical world, we would perhaps engage in lab work [Latour, 1987],
analyse citation networks,[Shwed and Bearman, 2010] or embed ourselves as observers in
the community of scientists[Collins, 1985]. Here, the domain of knowledge is problem-
solving computer programming, so we are interested in the construction of correct answers

to programming questions.

Answering a question is not quite the same thing as writing a paper, and while we won’t
address questions proper until chapter 3, it is worth bearing in mind that the activity of
the site is structured around questions rather than just claims to truth. For a candidate
answer, of particular importance is its justificatory relationship to beliefs which relate to

the question which it is supposed to answer.

In the philosophy of language, propositions are the content of declarative sentences and of
beliefs. In the classical semantics of questions, a question’s content is not a proposition,
but a function which picks out propositions: those propositions which count as (true)
answers to it [Cross and Roelofsen, 2016]. If we were set, as suggested above, on modelling
everything as a network of propositions related by justification, we could, treat answers

as descriptive propositions (e.g. “The correct answer to question x is proposition y”), but
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given that we have already accepted a multifarious network, we will treat questions as
functions picking out propositions, and answers as those propositions. The problem SO
users face is to work out which answers are picked out by a given question, and the way
they do this is to place both questions and answers into the web of resources by means of
justificatory reference: they must establish what a question is asking, and what the answer
is.

It might be worth thinking of an answer’s relationship to a question as akin to that of a
key fitting a lock — with the difference is that it’s up for discussion whether the lock was
in fact unlocked by the key, whether we damaged the lock in the process, and whether we

even really wanted to open it in the first place!

So, unlike other empirical cases, Stack Overflow is about answering questions. It is also

about practical problems, rather than than abstract knowledge.

1.6 Analytic, synthetic, and aesthetic propositions

Quine was responding to a classic philosophical problem and primarily thinking about sci-
entific disciplines when he framed his central distinction as between analytic and synthetic
questions. Briefly, he concludes that questions of logic and questions of fact are not qual-
itatively different, but simply occupy different places in the web of beliefs, with questions

of logic being more distant from the boundary where that web meets empirical experience.
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On Stack Overflow, because we are studying practical problems, we encounter some propo-
sitions which seem neither to be matters of logic nor matters of fact, but matters of opinion,
propositions that are even less abstract than the synthetic, which are tacit or practical [Eyal

and Pok, 2011].

It might seem strange to discuss justifying practical propositions. Normally, when we're
talking about scientific knowledge, we're discussing claims about empirical objects: the
houses on Elm Street, the elementary electric charge, or the population of Muncie, Indiana.
They are also therefore predictive, and can be related to empirical evidence. What sort of

evidence could justify a prescriptive statement?

First, we should recognise that while there is diversity in the sort of propositions that SO
sets out to test, there is the same diversity in contemporary science. The example that
Quine gives is intentionally stereotyped, where the proposition is purely descriptive and
seemingly exists only in a web of other descriptive propositions. But consider the following

question from contemporary science:

Do neutrinos travel 0.00027% faster than the speed of light? [Adam et al.,
2012]

On one level, this question admits a descriptive proposition as its answer: “No, they
don’t”. But on closer inspection, [Reich, 2011a,b, Strassler, 2012] the justification of the
answer “No” depends on all sorts of prescriptive claims about the ways experiments in

particle physics should be done. So there is diversity in the types of propositions about
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which science is to makes inferences, and there is no a priori reason to distinguish the
prescriptive form the descriptive ones, any more than there was to distinguish the analytic

from the synthetic.

Second, and without contradiction, SO users do attempt in practice to figure out the dis-
tinction between objective and subjective claims on the one hand, and between constructive
subjective and non-constructive subjective claims on the other [Cartaino, 2010]. Therefore,
we don’t have an a priori way of making the distinction, and even if we could, we would

not like to presuppose a distinction which is being established within our empirical case.

1.7 Plan

We are interested in the process whereby an answer to a question is established as being
true. Stack Overflow provides a wealth of rich data about this process, which permit
us to examine multiple aspects of the question. SO makes available a complete dump
of its publicly-facing data, updated every three months, and released under the Creative
Commons Attribution-Sharealike license. The data are a flat-file export from the site’s SQL
database, and have tables for the site’s badges, comments, post histories, post links, posts,
tags, users, and votes. The data provided are broadly those which are accessible via the
web interface, but include some aspects which are not displayed by default (like previous
versions of posts). This covers a period of almost ten years, from the site’s founding in

July 2008 to the present, and includes hundreds of thousands of active users each month
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for a total of almost 25 million posts.

We are particularly interested in the process of attaching a claim to the web of justificatory
resources, here operationalised as the explicit and implicit references which SO allows users
to make to other questions, answers, machines, and users. We will examine references to
resources as made evident in posts’ (hyper-)text, code, links, edits, comments, users, and
references to machines. As noted above, we take some of this structure for granted because
it’s part of the empirical case. This structure is accessible to computational analysis, and
the subject matter can also be to some extend analysed by the same means (and it’s not
accident that these two things coincide, because programmers would make a website which

is computationally accessible, wouldn’t they?)

Because they seek to establish propositions as true, answers offer the closest analogy to
the objects of citation analysis and literature studies, and we will start by considering
them (chapter 2). We will establish our central independent variable, designed to measure
whether an answer is considered true, or as Latour would put it, whether it is subject to the
appropriate translations. We will then seek to examine what uses of resources contribute

to establishing the truth of answers.

Then, we will move on to examining questions (chapter 3). This requires a fair amount
more theoretical work on our part, because there is less focus on the role of questions in
the existing literature. However, we will establish that questions, while they don’t exactly

assert propositions as true, make knowledge-contributions very analogously to answers.
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What is required of a question to make a knowledge contribution is more complex, so we

will examine how questions fulfil their role relative to answers.

Finally, we take a broader view on the process of constructing knowledge on Stack Overflow
(chapter 4). Making knowledge involves the exercise of power, to make it so that readers
cannot but accept your claims. Stack Overflow, as a machine-mediated medium of commu-
nication, makes some of the mechanisms of power explicit, so we seek to examine how these
machinations of humans and machines constrain and permit what knowledge-contributing

action can be taken.

21



2 Answers and Authority

2.1 Scientific Arealism

What makes a scientific claim true? On the realist view, scientific theories are propositions
which can be true or false, and they are true when and because they accord with Nature
[Chakravartty, 2015]. As we have seen, Quine and Latour both present views of science
which could be qualified instead as anti-realist. In both cases this means that Nature
is not sufficient to settle disputes: for Quine on theoretical grounds, and for Latour in
practice. That is not to say that they do away with the role of Nature altogether, merely
that Nature is not sufficient to determine which scientific claims are true; there must be

additional factors which affect which claims end up being established as facts.

When we move away from scientific realism, we need to be careful with our definitions. In
realism, truth is straightforward: a true claim is one which reflects Nature, and in order

to become true a claim must simply reflect Nature. Under anti-realism, the definition of a
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true claim and the achievement of a true claim can be different things. We must therefore
dwell a while on anti-realist definitions of truth, and their conceptions of how this state is

achieved.

For Quine, multiple conceptual schemes are compatible with the same empirical evidence,
but a single one is privileged by pragmatic considerations. He would say there are multiple
possible claims, each of which could be thought of as true, but in practice only one claim
which is accepted as true. Latour, however, makes the pragmatic considerations more
fundamental: only the claim which is accepted by winning empirical-and-social trials is
true. In this way, Quine’s account appears more like an outsider’s perspective, because he
seems to imply that the process by which a theory wins is something like this: first those
theories which make identical empirical predictions are selected, then of those the one with
the best pragmatic considerations is chosen. This has two implausible consequences: a)
the empirical and pragmatic considerations can be neatly separated and b) that in some
instance of decision-making, the multiple choices of theory would appear at the same time

as equally viable options.

Furthermore, as we noted above (section 1.4) it is somewhat mysterious why, on Quine’s
view, a particular claim comes to be seen as true by more than one person, given that his
descriptions are purely at the individual level: a person “is given a scientific heritage plus a
continuing barrage of sensory stimulation; and the considerations which guide him [sic] in

warping his scientific heritage to fit his continuing sensory promptings are, where rational,
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pragmatic.”[Quine, 1976, p. 42] Perhaps Quine thinks that, given that the propositions
that make up scientific knowledge are logically connected, even those claims which depend
on pragmatic considerations will change in lockstep between those individuals who share
the same “scientific heritage”. Perhaps this is plausible in some cases, over short periods
of time. However, it neglects the fact that the pragmatic considerations themselves can
shift, and without positing an infinite regress of meta-pragmatic considerations, we cannot
explain how atomised scientists would keep these claims synchronised, let alone why people
come to share a particular scientific heritage in the first place. As enlightening as Quine’s
considerations against scientific realism are, his alternative account leaves a lot to be de-
sired. On the other hand, by explaining how interest groups are co-opted into reinforcing
facts, Latour explains both why certain facts are established and not others, and within
which groups those facts are established. As a result, his account has far more conflict
but also more explanatory power. Indeed, he notes the primacy of the collective when he
says: “Fact construction is so much a collective process that an isolated person builds only

dreams, claims and feelings, not facts.”[Latour, 1987, p. 41]

Therefore, we will follow Latour in saying that the definition of a fact is a claim which has
overcome the challenges to being generally accepted as true, or, in his particular empirical
case: “to [...] be turned into fact, a statement needs the next generation of papers”.[Latour,

1987, p. 38]

There is a problem to be confronted here: both Quine and Latour’s views seem like the
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most cavalier epistemic relativism, they could be interpreted as saying that everything
is true, for someone or other. Quine, in fact, is not a relativist, even though he agrees
with underdetermination. The distinction is in the epistemic status given to the non-
empirical justifications for knowledge: anti-relativists like Quine, while being anti-realist
and claiming that Nature is not all there is to scientific knowledge, still claim that the
particular pragmatic considerations that science happens to currently be using are the
correct ones and can lead to objective knowledge about the world. Relativists, however,
argue that there can be and in fact are many different sets of pragmatic principles, and
that there is no adjudication between them except for metaphysical faith [Baghramian and

Carter, 2016].

Latour is more difficult to categorise. Depending on who you ask, he is either a relativist
of the social constructivist variety,[Baghramian and Carter, 2016, §4.4.4.] or actually a
scientific crypto-realist.[Callon and Latour, 1992, p. 345] Of course, Latour does not accept
this dichotomy as the only salient one, and in examining why we can see how Quine’s view
is in fact compatible with his. Quine actually agrees with the social constructivists that
Nature as studied by scientists is not ready-made, that “Reality — with its objects, entities,
properties and categories — is not simply “out there” to be discovered only by empirical
investigation or observation; rather, it is constructed through a variety of norm-governed
socially sanctioned cognitive activities”.[Baghramian and Carter, 2016, §4.4.4.] Indeed, he

says:

Physical objects are conceptually imported into the situation as convenient
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intermediaries — not by definition in terms of experience, but simply as ir-
reducible posits comparable, epistemologically, to the gods of Homer. Let me
interject that for my part I do, qua lay physicist, believe in physical objects and
not in Homer’s gods; and I consider it a scientific error to believe otherwise.
But in point of epistemological footing the physical objects and the gods differ
only in degree and not in kind. Both sorts of entities enter our conception only
as cultural posits. The myth of physical objects is epistemologically superior
to most in that it has proved more efficacious than other myths as a device for

working a manageable structure into the flux of experience.[Quine, 1976, p. 41]

For both Quine, and Latour, the empirical facts that we happen to have are not merely
determined by Nature, if only because somebody had to decide which parts of Nature to
examine, and they don’t uniquely determine correct theories. The real question that distin-
guishes relativists from realists is whether the particular knowledge that science happens
to have produced should be considered privileged. For Quine, it should be, because it’s
“efficacious”. Indeed, those who are opposed to relativism claim that science is success-
ful, so it cannot be relative to its context of production. [Baghramian and Carter, 2016,
§4.4.3.] But they don’t stop to consider whether success might be relative to the context
of production! How do we know that science’s knowledge is efficacious, as Quine claims?
That’s exactly what Latour is trying to work out! He doesn’t deny that there is a set
of practices that scientists (even lay ones) describe as efficacious in producing truth, in
the same way that he (along with Quine) doesn’t deny that there is a set of claims that
scientists describe as true. As with the truth-claims, however, the real question is how to

the standards of deciding what is true are themselves established. Quine, then, can be
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thought of as a subject of Latour’s examination: why does he act “qua lay physicist”, and

how do physicists come to believe what they do?

Latour, therefore, is not a relativist, and Quine and Latour only disagree if Latour is
interpreted as saying that because standards come about in a contingent manner, they do
not lead to truth. But Latour is not making that claim, indeed it’s not even the sort of
claim he can make. He is investigating how these things come about, “explaining in detail
[...] how and why one scientist is better than another”[Callon and Latour, 1992, p. 365] not

interrogating whether the claims to knowledge are warranted by some external standard.

In Latour’s terms, social realism attributes the establishment of scientific facts (the “closure
of controversies”) to social factors, and natural realism attributes it to natural factors. The
reason that Latour can be accused of either social realism or natural realism is that he
recognises the role of both society and nature: “In practice no one is able [...] to deny for
good the presence of nonhumans in achieving consensus (natural realism), but neither can
we make them play the part of a final arbiter who settles disputes for good (social realism)*

[Callon and Latour, 1992, p. 355].

More than that, in order to present Latour’s point of view as a relativistic attack, one
already has to be a realist. For Latour, there is no incompatibility in the claim that both
humans and nonhumans play a role in determining scientific knowledge on the one hand,
and the claim that science does in fact achieve knowledge on the other. Latour takes

scientists at their word when they claim to have uncovered the truth, he does not aim to
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strip science of its authority. Indeed, to perceive this as relativist, one would have to accept

the fundamental division between nonhumans and humans that Latour denies.

2.1.1 “It simply follows”: Assigning agency

This point is critical: the “essential source of [scientists’] power [is] the very distribution
between what is natural and what is social and the fixed allocation of ontological status
that goes along with it”[Callon and Latour, 1992, p. 348]. The objects which play a role
in scientific explanations are not brute qualia. They are filtered by sensory and cultural
apparatus, but more importantly they are constructed in laboratories. In laboratories, the
exactly right conditions are created so that the natural object behaves in a manner useful
to science: a mass is friction-less, a chemical is monoisomeric, a computer’s memory is
unaffected by cosmic rays. The whole point is to remove from the objects under study
the ability to act in ways that are not conducive to the scientist’s ends. The fact both
that natural and social objects can be attributed or denied agency in this way should be
particularly obvious to social scientists who daily switch between trying to find an angle
from which the behaviour of the humans they study can be seen as manageably structured,
and also treating their human peers as ends in themselves possessed of their own volition.
The thing that scientists do in the lab extends to what they do in papers: array their
materials so that the object — in this case the reader — can only act in one way. The

Paris school calls this process “stabilisation”, we might call it “denying the data”[Leifer,
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1992]: the process of conceiving of, describing, manipulating objects so that they behave
in the appropriate way. The more stabilised, the less agency an object has. When it is

finally stabilised, it becomes a black box, which can be wielded for one purpose only.

This discussion sheds further light on the puzzling aspect of Quine: why does he seem to
think that a claim becomes true simply because it is empirically and pragmatically justi-
fied? Because while he questions the sufficiency of the empirical sources of justification,
the pragmatic standards that back them up are to him unproblematic. We will not make
that assumption, but rather the more conservative one that the sufficiency of the prag-
matic standards will be revealed by knowledge-makers’ behaviour: a claim is fact because
accepted by others. In order for a scientific fact to be (and remain) accepted by others, it
needs to be justified by the right sort of empirical and pragmatic justifications, but this is

a contingent rather than necessary fact.

2.1.2 Establishing a Fact: Relating justification to truth

In [Latour, 1987], Latour examines the rhetorical process by which a scientific text estab-
lishes its veracity. Very similarly to Quine at the level of the proposition, Latour claims
that the way to back up a truth-claim is to enlist resources which a putative attacker would

have to also defeat in order to attack the text.

Latour’s subject is science, so his objects of study are scientific papers and laboratories.

When controversies are occurring, a paper needs to strengthen itself by appeals to au-
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thority figures, to former texts, and with technical detail. All of these resources must be
transformed to suit the aims of the author: either neutered or promoted depending on
how they relate to an author’s claim. While the author is controlling the modalities of the
resources, they are also attempting to control the reader, so that their only choices are to
agree with the text, abandon their attack, or retreat. As we noted above, a claim becomes

true by being referred to by subsequent claims.

Stack Overflow is not composed of papers and laboratories, but of questions, answers, users,
and machines. Still, all of Latour’s processes have close analogies on Stack Overflow. An-
swers are equivalent to papers as the “most important [...] of all rhetorical vehicles”[Latour,
1987, p .32]. In composing an answer, an author can explicitly cite other papers, authors
and other resources. There are some differences however. Unlike academic papers, SO an-
swers are responding to specific questions. Answers don’t just need to establish themselves
as true, but also as relevant. Of course, a similar process occurs in the boundary-making of
scientific disciplines, but Latour does not address this. Moreover, Stack Overflow answers
are subject to many more machine-mediated constraints than academic papers. Papers are
mostly free-form, with the main constraints being in presentation, especially the explicit

formatting of references (which is what enables citation analysis).
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2.1.3 Variables

Our main outcome is the truth of an answer. On theoretical grounds, we’ve established
that a claim becomes true when it is accepted by future claims, and used as the basis
for justifying other claims. In our particular empirical case, however, there are a number
of possible ways of measuring this, which we will have to address in order to establish a

response variable (section 2.2).

As for predictor variables, Latour lists three types of resources which we would expect to

contribute to the truth of a claim, and which we can also examine on SO:

o referring to authority figures
o referring to other texts

o referring to the inscriptions produced in laboratories

Two central and interacting differences between SO and Latour’s case are the subject matter
and the infrastructure of its communication. Therefore, we would expect machines and
source code to figure prominently amongst the resources used, and we would also expect
the explicit use of features of hypertext and other specific affordances of the platform as
resources. [Latour, 1990] seeks to examine questions of social order by studying networks
of association and substitution between human and non-human actors. Indeed, “no human
is as relentlessly moral as a machine, especially if it is (she is, he is, they are) as “user

friendly” as my Macintosh computer”[Latour, 2001] This has two main consequences: in
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order to defeat a reference to a machine, you need to defeat the machine. But machines
also impose constraints: before code is posted, the site’s platform checks its syntactical

validity, incorrect code is rejected as input by users’ machines.

2.1.4 Hypotheses

We can derive a number of predictions about the ways in which these resources contribute

to the truth of an answer.

The nature of truth

Hypothesis: 2.1. Truth is not popularity

In establishing our dependent variable to measure the truth of answers, we will compare
it against the relativist’s posit: that truth is merely popularity. The truth that we’re
interested in, however, comes from popularity amongst the relevant set of people, following

the relevant standards, and expressed in the relevant form. We would expect these two not

to coincide.

Resource Hypotheses First, we would expect that:

Hypothesis: 2.2. All other things being equal, the more resources an answer mobilises,

the more true it is.

But,
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Hypothesis: 2.3. Citing more resources can make you easier to defeat

In order to establish a claim as true, you need to justify it by bringing other resources
to bear. Ceteris paribus, answers which are better anchored to the web of justificatory
resources are more likely to be true. But if an answer is very-well specified, it might also
reveal an incompatibility between the beliefs of its author and other users: “If you explicitly
point out the papers you attach yourself to, it is then possible for the reader — if there
are still any readers — to trace each reference and probe its degree of attachment to your
claim”[Latour, 1987, p. 35]. There is an analogy for this in interactional inference: the use
of non-role specific local action to avoid making a role-claim which could then be denied
[Leifer, 1988]. If it is possible to give an answer which is understood by different actors in

different ways, then there is more of a chance of it being widely accepted.

For Latour, the way to avoid this is to modalise the resources you use: say in what way

you are interpreting them so that they serve to bolster your claims. Therefore,

Hypothesis: 2.4. Modalised references are more important than unmodalised references

Finally, the ultimate acclamation that a claim to truth can receive is to no longer be cited

with any modalisation at all, [Latour, 1987, p. 44], so that:

Hypothesis: 2.5. Black-boxing is the ultimate degree of truth

However, both Latour and Suchman note that justification only happens when there is a

controversy. In the course of normal science, there is no need to motivate resources because
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the black boxes are taken as given. We will therefore want to test that:

Hypothesis: 2.6. Justification only happens when an otherwise transparent activity be-

comes problematic [Suchman, 1987]
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2.2 Popularity and Truth: What does score measure?

Our implicit measure of the truth of an answer is the number of other posts that make
reference to it (in network terms, the post’s indegree, which we will abbreviate as n_inlinks
or deg™). Stack Overflow also has a number of explicit mechanisms which might serve
to indicate the knowledge-contribution of an answer. The most prominent of these is the
answer’s score: “voting on questions and answers is the primary mechanism through which
the community governs the site on a day to day basis [...] Voting up a question or answer
signals to the rest of the community that a post is interesting, well-researched, and useful,
while voting down a post signals the opposite: that the post contains wrong information,

is poorly researched, or fails to communicate information” [Stack Exchange, 2017g].

We must be careful on two counts here: separating the predictor from the response vari-
ables, and separating the characterstics of questions from those of answers. To facilitate
causal attribution, our predictor variables must be measurable before the post was seen
by anyone other than the author, and response variables can be measured at any time
after that. Furthermore, because questions can have multiple answers, we can’t necessar-
ily straightforwardly treat characteristics of questions (such as the number of views) as

characteristics of their answers.

We will therefore review the following measures as potential response variables: score,
acceptance of the answer by the original question-asker, number of upvotes, number of

downvotes, votes for the answer to be deleted, and finally indegree. Table 2.2 shows the
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Figure 2.1: Distribution of answer scores

36



THROUGH A DARK MIRROR OBENG

pairwise correlations between these potential measures of answer quality: while all these
correlations are statistically significant, only the correlations between acceptedbyoriginator,
upmod, and score are of a substantive size. Answers with a high score are more likely to
be accepted by the asker, and the number of upvotes is mechanically correlated with the
score. Nevertheless, it’s worth noting that our primary measure of quality, n_inlinks, is

somewhat correlated with an answer’s score.

Table 2.1: Pairwise correlations of answer quality measures

score acceptedbyoriginator upmod downmod deletion n_inlinks

score 0.30 0.98 -0.08 -0.03
acceptedbyoriginator 0.29 -0.07 -0.02
upmod 0.09 -0.02
downmod 0.08

deletion

n_inlinks

0.11
0.04
0.11
0.03
-0.00

Table 2.2: Pairwise Spearman correlations between measures of answer quality (all coeffi-
cients are significant at or below p = 1.7 x 10713)

Table 2.3: Summary statistics for measures of answer quality

Statistic N Mean  St. Dev.  Min Max
score 19,776,864  2.479 18.320 —65 21,403
acceptedbyoriginator 19,776,864  0.341 0.474 0 1
upmod 19,776,864  2.556 18.408 0 21,419
downmod 19,776,864  0.077 0.488 0 227
deletion 19,776,864  0.001 0.029 0 3
n_inlinks 19,776,864  0.011 0.237 0 540

When we regress score on the other measures (except upmod to prevent multicollinearity,
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Table 2.4), we find that this combination of measures does not predict the score well,
explaining only around 9% of the variance in answer score. That said, in the standardised

regression, the indegree is the variable most predictive of the answer’s score.

Table 2.4: Regression of answer score on measures of answer quality (standardized coeffi-

cients)
Dependent variable:

score([3)

acceptedbyoriginator (/) 0.062***
(0.0002)

downmod(/3) 0.157***
(0.0002)

deletion(/3) —0.019***
(0.0002)

n_inlinks(p) 0.233***
(0.0002)

Constant 0.000
(0.0002)

Observations 19,776,864

R? 0.086

Adjusted R? 0.086

Note: *p<0.1; **p<0.05; **p<0.01

Standardized coefficients

Therefore, score is not measuring the same thing as the other measures of quality, although
it is somewhat related to the indegree. At this point, we need to dwell on our definition of

truth. The indegree is the closest parallel we have to the number of citations of a paper,
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and in Latour’s view this establishes truth. He assumes that, e.g. popular opinion is
irrelevant to the establishment of a claim as true, given that scientists have the monopoly
on making that kind of claim. It’s less clear what Quine’s model would say about this
case: is the number of referring answers a measure of the integration of a claim into the
web of beliefs? Or should we in fact be considering the answer’s popularity in some way,
and perhaps that’s what score is capturing? Perhaps higher scoring questions are in fact

less true, but because they’re more controversial they are more likely to be interesting.

Table 2.5: Regressions of answer indegree on score and popularity

Dependent variable:

scale(n_inlinks)

(1) (2)

scale(score) 0.246*** 0.246***

(0.0002) (0.0002)
scale(questionscore) —0.012*** —0.021***

(0.0002) (0.0003)
scale(questionviewcount) 0.013***

(0.0003)

Constant 0.000 0.000

(0.0002) (0.0002)
Observations 19,776,864 19,776,864
R? 0.059 0.059
Adjusted R? 0.059 0.059
Note: *p<0.1; **p<0.05; **p<0.01
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A curiosity from Table 2.4 might help us out here: after number of incoming links, the
second most predictive measure of (positive) score is the number of down-votes. Because
the score is simply the sum of up- and down- votes, this suggests that an underlying factor,
probably the number of people who see the post, induces people to vote both for and against
it. Indeed, in Table 2.2, upmod and downmod are also somewhat correlated. Therefore, we
can proceed with indegree as the measure of truth, viewcount as the measure of popularity,
and the score as some combination of these. It is also the case that score is correlated
with viewcount (Spearman’s rank correlation rho (p) = 0.277 (S = 9.33 x 10%°, p = 0))),
so part of what an answer’s score is capturing is the popularity of the question, but the
question’s viewcount is only moderately correlated with answers’ indegree (p = 0.0855
(S = 1.18 x 10!, p = 0)). In the Table 2.6, we show the regression of score on indegree,

followed by additional potential measures of popularity.

It’s clear that these more complete models offer increasingly good predictions of answers’
score, but also that the coefficient on indegree is not substantially diminished by the ad-
dition of these parameters: the answer’s score is measuring popularity but also truth.
Although this model still only accounts for ~14% of variance in the answer’s score, the

coefficients on indegree and question’s score in Table 2.6, model (3) are identical.

We can therefore continue to treat indegree as an indicator of truth, as distinct from
popularity, and score as a mix of both popularity and truth, confirming Hypothesis 2.1.

We can certainly treat indegree as the measure of implied truth with respect to the Stack
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Table 2.6: Regressions of answer score on measures of popularity (standardized coefficients)

Dependent variable:

scale(score)
(1) (2) 3)
scale(n_inlinks) 0.243*** 0.229*** 0.225***
(0.0002) (0.0002) (0.0002)
scale(questionviewcount) 0.223*** 0.080***
(0.0003) (0.0003)
scale(questionfavouritecount) 0.017** —0.035™**
(0.0003) (0.0003)
scale(questionscore) 0.239***
(0.0003)
Constant —0.000 —0.000 —0.000
(0.0002) (0.0002) (0.0002)
Observations 19,776,864 19,776,864 19,776,864
R? 0.059 0.113 0.139
Adjusted R? 0.059 0.113 0.139

Note:

*p<0.1; **p<0.05; ***p<0.01
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Overflow community. Whether this has the same status as the truth achieved by Latour’s

scientists depends on the relationship of Stack Overflow to the broader community.

Even in the relativist view, where the users of Stack Overflow are the guardians of the
empirical and non-empirical standards which permit the adjudication of truth, truth is not
just just a popularity contest amongst these users and certainly not a popularity contest

amongst the broader users of the Web.

2.3 Truth in the network of answers

The most parsimonious way of measuring the mobilisation of justificatory resources is to
consider the network of answers as connected by citations. On this view, we consider only
the textual resources mobilised by an answer: the answers to which it refers by means of
HTML hyperlinks. This interpretation is parsimonious because of the definition of truth
that we established above: an answer is true if it is referred to. Therefore, in this model we
only consider answers and the references between them, and this is a model which can be
represented as a mathematical graph. We therefore first construct the network of posts as
connected by hyperlinks. Of particular interest is the subset of this network which includes

only answers, but for robustness we consider the larger network, including questions, too.

As Latour notes, the emergence of a fact is very rare, given that “[m]ost papers are never
read at all” [Latour, 1987, p.41]. Stack Overflow conforms to this, only 2.70% of posts and

2.81% of answers were linked to at all by other questions. That said, given the large number

42



THROUGH A DARK MIRROR OBENG

of answers on SO, this still means that the network of answers includes 1,768,750.00 posts.
Similarly, there are 553,743.00 users who have written a linking or linked-to post, but this
constitutes only 18.87% of the set of users who have posted. This skewed distribution of
activity is pretty typical for the distribution of participation on social networks: there are

5987 285 registered users on SO, but only 2,935,148.00 have ever posted.

2.3.1 Referring to posts

In a network context, Hypothesis 2.2 can be interpreted as saying that we would expect an
answer’s indegree and outdegree to be correlated: the more resources you rely on, the more
likely you are to be relied on in turn. On Stack Overflow, users can link to other posts
using a HTML hyperlink in the body of their post. As the SO documentation says, “Links
to external resources are encouraged, but please add context around the link so your fellow

users will have some idea what it is and why it’s there.”[Stack Exchange, 2017c]

The answer extract shown in Figure 2.2 contains three links, indicated by blue text. The
first two are to external resources, and the third is to another question, #40344159, ‘Un-

derstanding memory allocation for large integers in Python’.

Most posts have very few incoming or outgoing links: 99.97% of posts have an indegree
of less than 10, and basically all of them (10,0.00%) have an outdegree of less than 10.

Consequently, the density of the network of posts is very low, at 2.83 x 10799,

We find that the simple network interpretation of Hypothesis 2.2 is not true: the correlation
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Python 3 int objects are a full fledged object designed to support an arbitrary size, due to that fact
they are handled like that in the C level (see how all variables are declared as PyLongObject *
47 type in long_pow ). This also makes their exponentiation a lot more trickier and tedious since you
need to play around with the ob_digit array it uses to represent its value to perform the
exponentiation. (Source for the brave. -- See: Understanding memory allocation for large integers in
Python for more on PyLongObject s.)

4

Figure 2.2: Stack Overflow answer 42355424 [Fasarakis-Hilliard, 2017], by Jim Fasarakis-
Hilliard

between outdegree and indegree is only p = 0.0334 (S = 5.38 x 10?}, p = 0) in the posts
network and p = 0.0271 (S = 1.25 x 10?1, p = 0) in the answers network; while statistically
significant and of the right sign, these are both very small. Therefore, Hypothesis 2.2 is

not plausible when the references under consideration are only references to posts.

Papers can only explicitly cite other similar entities, but Stack Overflow posts can explicitly
cite any Web resource, not just limited to other SO posts. Indeed 24.66% of posts, like
Figure 2.2, do. However, the indegree of an answer is also not substantively correlated with

the number of non-SO resources cited (p = —0.00619 (S = 5.6 x 10?2}, p = 4.35 x 107270)).

Therefore, it is not sufficient for an answer to be true, that it simply refers to more answers.

Resources of references

Even though an answer’s indegree is not associated with its outdegree, we might expect
that the indegree might be associated with the outdegree of the posts it links to. That is,
linking to more posts is not sufficient, but perhaps linking to more posts which themselves

link to more posts would help to establish an answer as true. In graph terms, what we’ve
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Figure 2.3: Empirical distributions of indegree and outdegree in the posts network
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been calling an answer’s ‘outdegree’ can also be named ‘outdegree centrality’, and is written

for a node ¢ as: [Newman, 2008, p. 4]

n

ki = Ay

Jj=1

What we’re considering now is the sum of the outdegrees of the neighbours of ¢: the
resources of the resources. This is not a standard graph centrality measure, but we could

write it in terms of degree centrality as:

0; = Z Aijkj
j=1

And indeed, the indegree of an answer is more correlated with the sum of the outdegree of

the posts it refers to: p = 0.081 (S = 7.75 x 1016, p = 0).!

Moreover, indegree and score remain measures of two separate quantities. We can similarly
calculate the sum of the scores of the posts which each answer refers to, and the indegree is
not strongly correlated with this: p = 0.0108 (S = 8.34 x 106, p = 6.45 x 10722). However,
it seems like although popular references do not make for a true answer, popular references
do make for a popular answer: the score of answer is correlated with the score of the posts

it refers to: p = 0.11 (S = 7.5 x 10!, p = 0), confirming that popularity and truth operate

!This is not merely a property of the summation mechanism, given that the indegree of an answer is
not as strongly correlated with the indegree of the posts it refers to: p = 0.0203 (S = 8.26 x 106,
p=2.25x10""%).
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within broadly distinct regimes.

Eigenvectors

First we looked at the number of answers to which a given answer refers, then we looked
at the number of answers which those answers refer to. Can we continue this process, and
examine the whether an answer’s references have references which have references which
have references which have...? Graph theory enables us to take this iterative process to
its logical conclusion, by looking at so-called eigenvector centrality. The intuition behind
this measure is that a node should have high eigenvector centrality if it is connected to

nodes which themselves have high eigenvector centrality, and it is defined as:

1 n
xXr; = X ZAijxj
7j=1

That is, rather than summing the degree of a node’s neighbours, we sum their eigenvector
centralities (A is a constant). This recursion poses no problem for the definition or for

calculation, and in matrix terms, can be rewritten as

A=A -x

Which means that x is an eigenvector of the adjacency matrix, and A is chosen to be the

largest eigenvalue. [Newman, 2008, p. 5]
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Eigenvector centrality in the network of answers is, therefore, a measure of how much
of the global network a post can bring to its defence, the extent to which it “occasions

readjustments in the interior of the field”.[Quine, 1976, p .39]

We cannot, as it turns out, measure the eigenvector centrality of all the nodes in the whole
network. Eigenvector centrality produces incorrect results when graphs are not connected,
and in the answers graph, there are 441,811.00 weakly-connected components. Most of
these are very small, however, and we therefore focus on the largest component, which still

contains 131,340.00 answers.

The association we're interested in here is the global analogue to the local association
between indegree and outdegree which was found to be absent in subsection 2.3.1. The
outdegree is replaced by the (out-)eigenvector centrality (x;): which measures whether the
posts which this post refers to refer to posts which refer to posts...and so on. In network
terms, we calculate the directed eigenvector centrality in the network after reversing the

direction of all the edges in the network;

>| =

+ _

n
> Ajixj
j=1

And, indeed, the correlation between indegree and out-eigenvector centrality is higher still,

at p = 0.281 (S = 2.71 x 10", p = 0).2

2This result is not entirely robust to how exactly the graph is constructed: whether only nodes which have
non-zero in and outdegree are initially included, whether the connected component must be strong or
weak
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Excluding distinctive links

Up until this point, we have been assuming that a post’s indegree is a measure of its truth,
because the dominant reason to link to a post is to affirm it. This is partly a theoretical
and partly a practical assumption, but in one case we can examine whether it holds. When
an answer links directly to another answer to the same question (i.e. an answer in the same
thread), then these posts are in competition with each other, and we might here make the
opposite assumption: that the purpose of this link is not to affirm the truth of the linked-to
post, but to discredit it — or at the very least, to state that the linking post has something

different to offer.

In fact, 3.49% of outgoing links from answers are to other answers in the same thread. The
correlation between indegree and the number of outlinks to the same thread (p = 0.0309
(S = 1.25x 10%!, p = 0)) and between indegree and the number of outlinks to other threads
(p = 0.0227 (S = 1.26 x 102!, p = 0)) are not substantively different to the correlation

between all inlinks and outlinks.

However, we can compare the coefficients on these measures in a regression context (Ta-
ble 2.7). Splitting the count of outlinks in this way shows that the number of links to
answers outside of the thread is about twice as important to truth as the number of links
to answers inside the thread. That said, making this distinction does not substantively

improve the fit of the model. Therefore, while the difference between justificatory and
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Table 2.7: Regression of answer indegree on links to the same and different threads

Dependent variable:

n_inlinks(f)
(1) 2)

score()

n_outlinks(3)

n_thread_outlinks(S)

n_nonthread_outlinks(/3)

0.242%% 0.2427%%
(0) (0)
0.0371%%
(0)
0.0166%**
(0)
0.0344%%

(0)

Constant 5.15 x 10712 543 x 10712
(1) (1)
Observations 19776864 19776864
R? 0.0602 0.0603
Adjusted R? 0.0602 0.0603

Note:

*p<0.1; *p<0.05; ***p<0.01
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distinctive links is worth noting (and will become more important when we're dealing with

questions, see section 3.1), we won’t pay it any further attention for now.

Conclusion With increasingly accurate measures of how much an answer mobilises other

answers, we have found increasing correlations with the answer’s indegree.

We found that simply linking to more answers is not enough to make an answer true, but
linking to answers which themselves link to other answers does help, and best of all is
linking to answers which link to answers which link to answers...:

o p(deg; ,degf): p=0.0334 (S =5.38 x 10!, p =0)

. p(deg;,Zdegj): p =0.081 (S =17.75x 106, p=0)

o p(deg;,z1): p=0.281 (S =2.71 x 1014, p = 0)

)

Hypothesis 2.2 did not initially appear to be true, but the ceteris were probably not paribus.
Answers which cite more resources are in fact more true, but only if the citation of resources

is measured at the global, not local level.

2.4 Referring to other users

We can continue our investigation of the mobilisation of justificatory resources by consid-
ering Hypothesis 2.2 as it applies to another one of the resources that Latour describes:

other people. Latour notes that “the careful marking of allies’ presence”[Latour, 1987,
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p. 33| helps reinforce texts not because of a simple argument from authority, but because
behind each of the allies stands a large set of allies who vouch for them. Each of them
individually can be doubted, but their sheer numbers make this process exhausting. This is
yet another case in which the hypothesis is qualified: referring to more people should help,
but it also matters which people are referred to. In particular, referring to more people

who have resources behind them is preferable.

Similarly to how posts link to answers, posts can create a hyperlink to a user by mentioning
their username. 0.13% of posts directly link to users in this way, even though it’s officially
discouraged [Stack Exchange, 2016]. The number of users a post explicitly refers to in this
way is not correlated with its indegree p = 0.00674 (S = 5.53 x 10?!, p = 9.57 x 107320),

which suggests that indeed, it’s not just the number of users you link to that matters.

In order to capture something of the quality of the users who are referred to, we consider
the users to which a post refers indirectly by referring to posts they have written. To do
this we consider a bipartite network that includes both posts and users (the posts-to-users
network), where posts send links to the authors of the posts to which they have hyperlinks,
but posts’ incoming links are still those from other posts. Again, if Hypothesis 2.2 applies
to this situation, we would expect the number of users to which a post indirectly links
to be correlated with its indegree. The correlation here is the strongest yet: p = 0.368
(S = 5.16 x 10!, p = 0), significantly stronger than the correlation between answers’

indegree and either the number of posts they link to or the number of users they link to

52



THROUGH A DARK MIRROR OBENG

directly. So while neither linking to more posts or to more users is particularly beneficial,
linking to more users who are post authors — or equivalently, linking to posts by more

users — is.

How can we interpret this? Firstly, it’s clearly not sufficient to just mobilise numerically
superior resources, be they posts (??) or, here, users. There are multiple possible expla-
nations for why indirect references to users are more beneficial than direct links. First,
it might not have anything to do with the nature of the links, but rather users who are
post authors might be different in kind, such that linking to them is valuable while linking
to users who are not post authors is not. It might also be the case that users who are
mentioned directly are mentioned casually, not in order to cite them as references, whereas
users whose posts are mentioned are really used to support an answer. However, the cor-
relation between indegree and the number of distinct users directly linked to is very low:
p = 0.0197 (S = 8 x 10%!, p = 0), and the score of the posts of the directly linked-to users

doesn’t seem to matter either p = 0.0197 (S = 8 x 10%!, p = 0).

We can also compare the effects of linking to the posts of post authors versus linking directly
to the authors of posts which are elsewhere linked to. 79.52% of the direct links to users
link to users who are authors of linked-to answers, but the correlation between indegree
and the number of direct links to post authors is also low (p = 0.0179 (S = 2.82 x 10!,
p = 0.0503)), which suggests that post authors are not different in kind. The correlation

between posts’ indegree and the sum of the upvotes of indirectly linked users (p = 0.359
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(S =5.23 x 10?1, p = 0)) is somewhat but not substantially lower. So it can’t be the case
that there is something special about these post authors in particular that makes linking

to them more beneficial.

Rather, it seems to be the case that there really is some aggregative effect, similar to that
found in subsection 2.3.1. What is being captured is this: users only have value insofar
as they are also saying something substantive, not merely as authority figures. But at the
same time, referring to multiple things said by the same user is not as useful as referring
to multiple things said by multiple users. The more users you have saying useful things,
the more effort a dissenter has to put in to impugn each statement or author individually.

In this qualified sense, Hypothesis 2.2 is also true here.

2.4.1 Users referring to users

Although we are primarily interested in the network of answers, this result bears some
further investigation. We also derive the network of owners (post authors) as connected
by hyperlinks between posts: in this network a user A sends a link to a user B iff A writes
a post that cites a post written by B. In this network by contrast, a user’s outdegree and
indegree are highly correlated (p = 0.408 (S = 2.5 x 10! p = 0)). This network is based
on the same information as the network of posts, so why are the in- and out-degrees of

post owners correlated when those of their posts are not?

As [Mislove et al., 2007, p. 36-7] notes, there is a significant difference between the
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Figure 2.4: Empirical cumulative distribution functions of the outdegree/indegree ratios of
nodes in four versions of the post citation network
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outdegree-to-indegree ratios of information networks and social networks. Information
networks like the World Wide Web tend to have pages which are often referred to but
do not refer to others, whereas in online social networks the targets of the most friend-
ships are also likely to have many friends. In network terms, social networks show much
stronger correlation between indegree and outdegree. Figure 2.4 shows this by displaying
the distributions of outdegree-to-indegree ratios for different networks. The social networks
(owners, and posts-to-owners) show a much steeper line close to 1 on the x-axis than the

information network (posts).

However, unlike in Mislove et al.’s case, this correlation cannot be explained by high sym-
metry of ties given that only 1.02% of links are reciprocated. Nor can it be explained by
high degree assortativity between users: the indegree assortativity is Pearson’s product-
moment correlation (r) = —0.0274 (t = —5.6, p = 2.19 x 107%), the indegree assortativity
is 7 = 0.0203 (t = 4.15, p = 3.38 x 1079%), and the total degree assortativity is r = —0.0332

(t=—6.77, p = 1.31 x 10711).

It is also the case that the users’ outdegree is associated with their score (p = 0.474
(S = 2.22 x 10, p = 0)), but the indegree is also strongly associated with score here (p
=0.429 (S = 2.41 x 108, p = 0)). So, at the user level, if not at the post level, popularity,

truth and justification are all associated, as Table 2.8 shows.

While controlling for the number of upvotes a user has received and the age of their

account reduces the effect of their outdegree on their indegree, all three of these variables
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Table 2.8: Regressions of answer owner indegree on outdegree and popularity

Dependent variable:

scale(n_inlinks)

(1) 2) 3)
scale(n_outlinks) 0.359**  0.330"*  0.209***
(0.002) (0.002) (0.002)
scale(upvotes) 0.223***
(0.002)
scale(account_age) 0.274>  0.227**
(0.002)  (0.002)
Constant 0.013***  0.041***  0.017***
(0.002) (0.002) (0.002)
Observations 373,866 373,866 373,866
R? 0.097 0.154 0.193
Adjusted R? 0.097 0.154 0.193

Note:

*p<0.1; **p<0.05; **p<0.01
Standardized coeflicients
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have significant standardised coefficients of similar magnitudes (Table 2.8, model (3)).

It seems, then that users are better at translating popularity into truth than posts are.
Indeed, as the QQ plot comparing the owners and posts indegree (Figure 2.5) shows, the
owners network degree distribution is significantly more peaked than that of the users, in-
dicating that fewer users have more of the inlinks, which is also indicative of an aggregative

effect.

There is one more way in which users might serve as resources for posts. It could be that
the post authors’ own reputation directly contributes to the posts’ facticity. Based on
experience from other domains, we might expect such status effects to be significant. How-
ever, as 7?7 shows, while the coefficient on the author’s upvotes is positive and significant,

it hardly explains any of the variation in posts’ indegree.

Table 2.9: Regressions of post indegree on outdegree and owner upvotes

Regression of answer indegree on outdegree and owner reputations

Standardized coefficients
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Figure 2.5: Quantile-quantile plot of the indegree distributions of the owners and posts
networks
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Table 2.10: Regressions of post indegree on outdegree and owner upvotes

Dependent variable:

n_inlinks (/)
(1) (2)

n_outlinks(/3) 0.032*** 0.032%**
(0.001) (0.001)
owner_upvotes([) 0.003**
(0.001)
Constant —0.000 0.002
(0.001) (0.001)
Observations 919,785 902,473
R? 0.001 0.001
Adjusted R? 0.001 0.001

Note:

*p<0.1; **p<0.05; **p<0.01
Standardized coefficients
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2.5 Referring to technical resources

We have established under what circumstances it is beneficial for an answer to refer to
other texts (in our case, other posts) and for it to refer to authorities (users). However,
the most concrete resource in Latour’s scientific papers is the inscription: the visual trace
left on paper by a laboratory machine, which is directly integrated into the text rather
than merely being referred to: “Every time the opponent started to doubt, he or she was
sent back to other texts, the link being established by the references or sometimes by
quotations. There is, however, a much more powerful ploy, and it is to present the very
thing you want the readers to believe in the text.”[Latour, 1987, p. 46] As with the other
resources, Stack Overflow makes use of such inscriptions, but here is perhaps the most
pointed dis-analogy between broader science as conducted in laboratories and articles, and

the knowledge produced on SO.

For Latour, instruments (or inscription devices) are “any set-up, no matter what its size,
nature and cost, that provides a visual display of any sort in a scientific text [...] what leads
you through the paper to what supports the paper, from the many resources mobilised
in the text to the many more resources mobilised to create the visual displays of the

texts”[Latour, 1987, p. 689

Unlike in scientific papers, the most obvious resource included in Stack Overflow posts is
textual, not visual: computer code. Stack Overflow makes explicit provision in its markup

language for the inclusion, formatting, and display of code. We can consider code, then, as
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the main technical resource to be included, the most concrete part of the post, the place
where the software engineering laboratory is displayed. By comparison, Latour’s visual
displays are just not that important on Stack Overflow: 70.51% of answers have code, but
only 1.91% have images. Moreover, Latour makes a strong distinction between texts and
figures, with inscriptions always being visual figures, not numerical summaries. It may just
be contingent that Latour is examining sciences which tend to use graphical rather than

numerical summaries of data, so we will consider the distinction unimportant.

But software engineering laboratories are also different to Latour’s scientific laboratories.
Recall that the laboratory is simply the place that contains the instruments which produce
the inscriptions that go into papers. Software engineering laboratories are therefore the
computers of the Stack Overflow users. But while there are “very few”[Latour, 1987, p. 70,
emphasis in original] scientific laboratories, each Stack Overflow user almost certainly has
access to a laboratory of their own. Indeed, Stack Overflow attempts to lower the cost of
retreating to the laboratory, by encouraging the presence of inscriptions which can readily
be transferred back to the actants that generated them. So, building another laboratory
need not be “the rarest outcome when, all else being equal, there is no other way open to

the dissenters”[Latour, 1987, p. 79, sic., emphasis in original].

Indeed, computer code is not really an inscription produced by machines, although it
is a technical resource. Rather, computers interpret the code and then produce results,

which can also be included alongside the original code as inscriptions in SO posts. Stack
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Overflow’s formatting, although it distinguishes code from text, does not readily distinguish
the code which is input to a machine from the resulting output. On the assumption that
the code is sufficient to describe how to set up the laboratory® the inscription of the output

itself is almost superfluous.

2.5.1 Code

Let us first consider code simply as an inscription. As might be expected, answers with
code are more likely to be true: they have both higher indegrees (Wilcoxon rank sum test
with continuity correction (MWW) (W = 4.08 x 10'3, p = 0)) and higher scores (MWW
(W = 4.08 x 10'3, p = 0), Table ??). It is also the case answers have a higher indegree
when including more code (p = 0.0477 (S = 1.23 x 10%!, p = 0)), and by including a larger
number of distinct blocks of code (p = 0.0477 (S = 1.25 x 10!, p = 0)). This is in contrast
to the results we found for references to other posts and to users, where sheer numbers

alone weren’t enough. Here, more is better, and Hypothesis 2.2 is confirmed.

has_code mean_indegree sd_indegree mean_score sd_score
TRUE 0.0141 0.3100 2.8122 21.9744
FALSE 0.0047 0.0980 1.8189 10.8384

Table 2.11: Summary statistics of answer score by the presence of code

3In fact, there is an entire set of roles, from system administrators to devops, who are tasked with
maintaining this abstraction
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Controversies

Unlike users and other posts, code cannot itself refer to other code. So while Hypothe-
sis 2.2 is verified here, we can’t directly test Hypothesis 2.3. But the inclusion of technical
resources does give us an opportunity to examine Hypothesis 2.6 instead, the relationship
between justification and controversy. Latour claims that “If you consider only fully-fledged
facts it seems that everyone could accept or contest them equally. It does not cost any-
thing to contradict or accept them. If you dispute further and reach the frontier where facts
are made, instruments become visible and with them the cost of continuing the discussion
rises.”[Latour, 1987, p. 69, emphasis added]. In other words, it should be the case that code
is only used in case of controversy, but once a controversy is opened, subsequent responses
must continue to use the same resources. Table 2.12 and Table 2.13 begin to give some

insight into this.

q.has_code
FALSE TRUE

o has code TALSE [ 2.08 1.49
TRUE 3.76 2.57

Table 2.12: Mean score of answers by presence of code in question and answer

FALSE TRUE
FALSE | 0.00446 0.00447

g.has_code

a.has_code TRUE | 0.0192  0.0122

Table 2.13: Mean indegree of answers by presence of code in question and answer
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As the tables show, once technical resources have been resorted to, it is critical to respond
in kind. Questions without code score better overall (we will address this in chapter 3).
However, if a question resorts to technical resources by using them itself, the worst thing
you can do is deny that technical resources are needed by responding without code. But
this is not symmetrical: the highest-scoring answers are those which use code to respond

to questions without code!

Table 2.14: Regressions of answer indegree on the presence of code in question, answer,
and the differences therebetween

Dependent variable:

a.n_inlinks(5)
(1)

a.num_codes - g.num_codes(3) 0.0304%**
(0)
a.length_code - q.length_code(3) 0.0138%**
(0)
a.num_lines - ¢q.num _lines(3) 0.000322
(0.156)
q.has_code(S) 0.00495%***
(0)
a.has_code(p) 0.00816%***
(0)
Constant 5.19 x 10712
(1)
Observations 19776864
R? 0.00141
Adjusted R? 0.00141
Note: *p<0.1; **p<0.05; **p<0.01

65



THROUGH A DARK MIRROR OBENG

Moreover, as Table 2.14 shows, the extent to which code matters depends on the use of
code in the question. An answer which mobilises more resources than the question does

better, and this is in fact more important than using code at all.

We can also compare answers to the same question to hold constant whether the question
is one that “needs” code. Amongst answers to the same question, answers with code
score higher (MWW (W = 4.07 x 10*®, p = NaN)), and have a higher indegree (MWW

(W = 4.05 x 1013, p = 0)). Answers with code have a positive mean deviation in indegree

from the thread mean answer score (deg™ = 0.00127), while answers without code have a

negative one: deg™ = —0.00304.

So while it isn’t the case that justification only happens in response to controversies, it is
the case that controversies elicit additional justification. From this result, Hypothesis 2.6

receives some qualified support.

2.5.2 Inscriptions and instructions

We began by considering code as an inscription, the equivalent of a graph or chart produced
by laboratory equipment in a wet lab. On this assumption, we found that answers which
included more code were more likely to be true. However, this simple analogy between
the use of code on SO and of charts in Latour’s case is somewhat misleading (as we have
already laid out) because code snippets can be used to show both input to a machine and

the output it produces in return.
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It is the case that code snippets bear some similarities to Latour’s inscriptions. They are
“present in the flesh”, not merely “presented in the text”[Latour, 1987, p.64], but they are
not really extracted from laboratory instruments, rather they are created by the author
of the post, and they could have been written entirely by hand, without the need for any

(additional) technical resources at all.

The point here is subtle: in modern times code is seldom written without the assistance of
machines which at least verify its syntax, but in the days of batch processing, this was the
norm. Indeed, SO itself uses syntax highlighting to indicate that code snippets in posts are
being correctly parsed. But the code in a post, while certainly typed on a computer, does
not necessarily display the recruitment of any more resources by the author than those

available to the reader.

When the author provides code input, they are only implicitly recruiting resources. When
they provide the output produced by executing this code, they have explicitly done so.
The input is something like a very detailed legend to a figure, which describes how a lab
should be set up, and the output is the figure itself. This analogy is not totally perfect,

but it serves to illustrate how some code is more inscription-like than the rest.

An example will serve to illustrate these differences. Figure 2.6 and Figure 2.7 show the
question and an answer for the top Python thread of all time on Stack Overflow. In these
posts, we can see distinct uses of code. In the question (Figure 2.6), code is displayed but

it’s only the input to the machine, not the output. In the answer, however, both input
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A Whatis the use of the yield keyword in Python? What does it do?
5757 For example, I'm trying to understand this code':

v def _get_child_candidates(self, distance, min_dist, max_dist):
if self._leftchild and distance - max_dist < self._median:

yield self._leftchild
if self._rightchild and distance + max_dist >= self._median:

3713 yield self._rightchild

And this is the caller:

result, candidates = list(), [selfl]
while candidates:
node = candidates.pop()
distance = node._get_dist(obj)
if distance <= max_dist and distance >= min_dist:
result.extend(node._values)

candidates.extend(node._get_child_candidates(distance, min_dist, max_dist))
return result

What happens when the method _get_child_candidates is called? A list is returned? A single
element is returned? Is it called again? When will subsequent calls stop?

1. The code comes from Jochen Schulz (jrschulz), who made a great Python library for metric spaces. This is the link to the

complete source: Module mspace.

Figure 2.6: Stack Overflow question 231767 [Alex. S., 2008], by Alex. S., Steve Chambers
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To understand what yield does, you must understand what generators are. And before
generators come iterables.

<

8686
Iterables

When you create a list, you can read its items one by one. Reading its items one by one is called
iteration:

B < «

+550 >>> mylist = [1, 2, 3]
>>> for i in mylist:
print(i)
1
2
3

mylist is an iterable. When you use a list comprehension, you create a list, and so an iterable:

>>> mylist = [xkx for x in range(3)]
>>> for i in mylist:

. print(i)

0

1

4

Everything you can use " for... in... "onis aniterable; lists, strings, files...

These iterables are handy because you can read them as much as you wish, but you store all the
values in memory and this is not always what you want when you have a lot of values.

Figure 2.7: Stack Overflow answer 231855 [e satis, 2008], by e-satis, Umair Ahmad
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1
([11 2, 3l ) and output ( 2) are present.
3

In some cases, we can automatically detect whether a code block contains input, output, or
indeed a mixed interactive session. In Figure 2.6 for instance, input lines begin with >>>
and -+, and output lines don’t. To make this process easier, we will focus on interactive
sessions with the iPython interpreter, because its syntax is easy to examine. There are
47,037.00 posts which use iPython, which given the data we otherwise have is quite a small

sample. We can detect input and output in posts which are about other programming

environments than iPython, but this identification strategy is more uncertain.

In iPython code, where we can therefore positively identify both input and output, the
presence of input, non-inscription code is not correlated with an answer’s indegree (p
= 0.00321 (S = 1.73 x 10'3, p = 0.487)), and the presence of output is slightly negatively
correlated with indegree(p = —0.0146 (S = 1.76 x 10'3, p = 0.00154)), contradicting our

hypothesis about the role of code as inscription versus as instruction.

In other posts, we can more-or-less conclusively detect that a line of code is input, but
have to assume that all other lines are output. Here, there is a small positive correlation
between indegree and the number of input lines of code (p = 0.0117 (S = 4.83 x 10'7,
p = 7.19 x 107%)), and a small negative correlation with the number of output lines of

code (p = —0.00513 (S = 4.91x10'7, p = 8.45x10719)), again contradicting our hypothesis.

It would seem then, that even though the use and amount of code matters, there is little

evidence that amount of code used as inscription or instruction makes a difference. Indeed,
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the mean score and indegree of posts with iPython content are higher than the average
anyway (score = 3.26, indegree =0.03, see Table 2.3, so perhaps there isn’t much room for

variation.

2.6 Posts, users, and code

We can now combine the three resources into a single regression, shown in Table 2.15.
There are a number of things worth noting here. First, as before, the score of the answer
is on its own is still somewhat predictive of its indegree (Model (1)): popularity and truth
are correlated. Adding in the measure of user outdegree — the number of users indirectly
linked to — (Model (5)) improves the model to R? =0.18, and this scaled coefficient is by
far the largest. We would expect some collinearity between user_outdegree and n_outlinks
however, and if it alone is added to Model (1), it has a larger beta coefficient still (Model
(3)). We have explained in detail some of the complex factors that interact with the
presence of code, but taken simply in this regression, it does not contribute much (Model

(4), Model (5)).

The complete model (Model (5)) predicts 18.47% of the variation in answers’ indegree, with
the coefficients on all the variables having statistically significant and positive coefficients.

By far the biggest coefficient is that on user_outdegree.

We have found substantive confirmations of Hypothesis 2.2 on Stack Overflow’s data: the
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Table 2.15: Regression of answer facticity on the presence of justificatory resources

Dependent variable:

n_inlinks(3)

(1) 2) 3) (4) () (6)
score(3) 0.0909*** 0.0895%** 0.0664*** 0.0908*** 0.0664*** 0.0663***
(0) (0) (0) (0) (0) (0)
n_outlinks(3) 0.0956%** 0.00225%** 0.00227***
(0) (0) (0)
sum_to_n_outlinks(/) 0.0231%%%* 0.0105%** 0.0105%**
(0) (0) (0)
user_outdegree(3) 0.421%** 0.42%%* 0.419%**
(0) (0) (0)
has_code(p) 0.00367*** 0.000761***
(0) (0)
Constant 2.61x 1071 396 x 107"  1.17x 107" 136 x 107  1.15x 1071 897 x 1071
(1) (1) (1) (1) (1) (1)
Observations 19776864 19776864 19776864 19776864 19776864 19776864
R? 0.00826 0.0185 0.185 0.00827 0.185 0.185
Adjusted R? 0.00826 0.0185 0.185 0.00827 0.185 0.185

Note:
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median absolute difference between the actual and predicted standardised indegree is 0.02
standard deviations. Or in other words, we can predict the indegree of a post with an
error of £0.00 inlinks. To account for overfitting, we can also measure the predictive
accuracy using 5-fold cross-validation, where we still find a median absolute difference of

0.02 standard deviations.

Table 2.17 shows the pairwise correlations between the predictor variables. As might be
expected, the two measures of post outdegree (n_outlinks and sum_to_n_outinks) have the

highest correlation. has_code is hardly correlated with any of the other measures.

Table 2.16: Pairwise correlations between answers’ justificatory resources

score n-_outlinks sum_to_n_outlinks user_outdegree has_code_numeric

score 0.01 0.01 0.03 0.09

n_outlinks 0.30 0.14 -0.03
sum_to_n_outlinks 0.12 -0.00
user_outdegree 0.01

has_code_numeric

Table 2.17: Correlations between measures of answer resources. has_code is re-coded to
numeric 0/1 to permit the computation of correlations

2.7 Black-boxing and modalisation

Latour takes great pains to emphasise that merely using more resources is not sufficient.
So far, we’ve broadly found the same thing: it’s important to bring more resources, as long

as they bring more resources with them. But more than sheer numbers, Latour makes the
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point that in referring to another resource, it can be modalised, that is, its meaning can

be transformed to suit an author’ ends:

We will call positive modalities those sentences that lead a statement away
from its conditions of production, making it solid enough to render some other
consequences necessary. We will call negative modalities those sentences that
lead a statement in the other direction towards its conditions of production and
that explain in detail why it is solid or weak instead of using it to render some

other consequences more necessary.

[Latour, 1987, p. 23, emphasis in original]

The less modalised a resource is, the more factual it is, and the more modalised, the more
it is an artefact. [Latour, 1987, p. 44] Using our methodology, we can’t examine knowledge
that has become tacit or is incorporated into instruments, precisely because there is no

explicit link to the original source.

But an analogous process can still be discerned on Stack Overflow: when linking to another
post, users can describe what the link contains. We can explicitly detect this happening
when this qualification takes place in the link’s so-called anchor text, which by default is
just the post’s URL. In the following analysis we will therefore examine the anchor text of

links to other posts.

2.7.1 Modalisation

First, we will look at the modalisation of posts’ outlinks.

There are a number of different ways of assessing the anchor text. Here, we are only looking
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at links to other SO posts, so we will count a link as ‘verbatim’ if its anchor text contains
the ID of the post it is linking to (i.e. the anchor text is just a link to the post), and as
‘modalised’ if the text contains anything else. A fair number of links which are thereby
counted as modalised links will contain anchor text which does not in fact modalise the
reference at all (e.g. “this”, “this post”), so we also measure the length of the anchor text

to capture how much qualification it might be doing.

Table 2.18 shows the effects of these variables on the answer’s indegree. While we are
primarily interested in the relative sizes of the coefficients, it should be noted that these
models also produce good fits for posts’ indegree. Model (1) of Table 2.18 just shows the
standard outdegree, as considered earlier in subsection 2.3.1. Splitting this variable into
counts of modalised and verbatim links shows that the modalised links contribute much
more to the facticity of an answer than the unmodalised references do (Model (2)). Model
(3) adds to Model (2) the (sum of) the length of the modalised link text, and this variable
also has a large and significant coefficient, while reducing the coefficient on the number of

modalised links, confirming Hypothesis 2.4: modalised references matter more.

2.7.2 Black-boxing

The references an answer makes can be modalised, but the references to it can be modalised
too. An answer reaches the ultimate level of facticity when references to it are no-longer

qualified or modalised at all, its construction is not open for inspection: it is a black box:
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Table 2.18: Regressions of answer indegree on modalisation of links to posts

Dependent variable:

n_inlinks(f)

(1) (2) (3)
n_outlinks(3) 0.418%**
(0)
n_so_post_modalised_links(/3) 0.647*** 0.204%**
(0) (0)
n_so_post_verbatim_outlinks(f) 0.0203**%*  —0.037***
(0) (0)
len_so_post_outlink_text(f) 0.447%**
0
Constant 7.09 x 10712 0.0311%** 0.03(1i***
(1) (0) (0)
Observations 23120455 9782828 9782828
R? 0.175 0.2 0.2
Adjusted R? 0.175 0.2 0.2

Note:

*p<0.1; *p<0.05; **p<0.01
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The goal of convincing the reader is not automatically achieved, even if the
writer has a high status, the references are well arrayed, and the contrary
evidences are cleverly disqualified. All this work is not enough for one good
reason: whatever a paper does to the former literature, the later literature will
do to it.

[Latour, 1987, p. 38, emphasis in original]

Our dependent variable up until now has just been the number of references to an answer,
but we can now specify this further and measure the number of references to an answer
which treat it like a black box by not modalising it at all. Black-boxing is an even rarer
phenomenon than being referred to: 0.28% of answers have non-modalised hyperlinks,
while 2.81% of answers have any incoming hyperlinks at all. The numbers of these links
are quite correlated, as might be expected (p = 0.501 (S = 1.03 x 10?}, p = 0)), but as
Table 2.19 shows, our existing independent variables are less well able to predict black-

boxed references.

Hypothesis 2.5 is confirmed by Table 2.20, which shows that black-boxed answers (which
receive verbatim, unmodalised inlinks) have the highest score and make use of the most
resources, then ones referred to with modalised links, followed by those not referred to at

all.
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Table 2.19: Regression of the blackboxing of answers’ indegree on the presence of resources

Dependent variable:

n_inlinks(8)  n_so_post_verbatim_inlinks(/3)

(1) (2)
score(f3) 0.2%** 0.229%**
(0) (0)
n_outlinks(3) 0.00213%** —0.0244***
(0) (0)
sum_to_n_outlinks(/3) 0.0227%** 0.00303***
(0) (0)
user_outdegree(3) 0.523%*** 0.135%**
(0) (0)
has_code(8) 0.00893%** 0.00928***
(0) (0)
Constant 5.09 x 10712 —3.82 x 10712
(1) (1)
Observations 23120455 23120455
R? 0.34 0.0713
Adjusted R? 0.34 0.0713

Note:

*p<0.1; **p<0.05; **p<0.01
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inlinks  verbatim_inlinks  score n_outlinks sum_to_n_outlinks user_outdegree code

TRUE TRUE 100.53 1.01 0.28 0.80 0.85
FALSE FALSE 2.46 0.09 0.02 0.00 0.69
TRUE FALSE 38.73 0.46 0.23 0.39 0.86

Table 2.20: Summaries of answer resources by the presence of inlinks and verbatim inlinks

2.8 Do more resources make an answer easier to defeat?

In order to test Hypothesis 2.3, we examine situations in which a post can be defeated.
There are a number of mechanisms for this on Stack Overflow: a post can be downvoted
by users, locked by administrators or deleted entirely. We regress score, counts of votes
(downmod, upmod, deletion, undeletion), comment count, and number of edits on the
three resources. Neither answer closure nor downvotes seem to be affected by the presence
of resources, compared to these variables known effects on our main independent variables

of indegree and score (Table 2.21, Table 2.22).

Posts can also be edited by users with a high enough reputation, which might count as
another sort of defeat. The number of edits is predicted well by the number of resources
(Table 2.23), and all the coefficients are positive. Having more resources makes an answer
more likely to be edited, even controlling for the popularity and score. Moreover, the
resources do a better job of predicting edits by users other than the owner of the post, as

opposed to edits by the post author (Table 2.24), which is what we would expect.
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Table 2.21: Regression of answers’ closure on all resources

Dependent variable:

postdeleted(3)  postundeleted()  postlocked(S)  postunlocked(f)
(1) (2) (3) (4)
questionviewcount(3) —0.00553%** —0.00507*** 0.0177%** 0.0182%**
(0.004) (0.009) (0) (0)
questionscore(/3) 0.000465 0.000166 0.00208 0.00215
(0.763) (0.915) (0.177) (0.177)
n_outlinks(53) —0.00488*** —0.005%** 0.000929 0.000959
(0) (0) (0.142) (0.142)
sum_to_n_outlinks(/3) 0.00438*** 0.004317%** —0.000538 —0.000556
(0.001) (0.001) (0.688) (0.688)
user_outdegree(3) —0.000669*** —0.000687*** —0.000296 —0.000306
(0.005) (0.004) (0.217) (0.217)
has_code(p) —0.0235*** —0.0245%** —0.00186 —0.00193
(0) (0) (0.321) (0.321)
Constant —0.0148%*** —0.0134%*** —0.00467 —0.00466
(0) (0) (0.157) (0.172)
Observations 296814 296814 296814 296814
R? 0.00096 0.00101 0.00091 0.00091
Adjusted R? 0.00094 0.000991 0.00089 0.00089

Note:
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Table 2.22: Regression of answers’ downvotes on all resources
Dependent variable:
n_inlinks(f3) score(3) downmod(/3) upmod ()
(1) (2) 3) (4)
questionviewcount(3) 0.0481%** 0.176*** 0.198%** 0.18%H*
(0) (0) (0) (0)
questionscore(/3) 0.123%*** 0.557*** 0.075%** 0.556%**
(0) (0) (0) (0)
n_outlinks(3) —0.0389***  —0.00734***  —0.00242***  —0.00736***
(0) (0) (0) (0)
sum_to_n_outlinks(f) 0.0269*** —0.00736%** —0.00105 —0.00735%**
(0) (0) (0.442) (0)
user_outdegree(f3) 0.204%%* 0.0457#4* 0.00944*+% 0.0457#4*
(0) (0) (0) (0)
has_code(p) 0.0279*** 0.0331%*** —0.00281** 0.0329%***
(0) (0) (0.03) (0)
Constant 0.178%** 0.0484%** —0.00856*** 0.0479%***
(0) (0) (0.007) (0)
Observations 796723 796723 796723 796723
R? 0.184 0.212 0.0467 0.213
Adjusted R? 0.184 0.212 0.0467 0.213

Note:
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Table 2.23: Regression of answers’ edits on all resources

Dependent variable:

n_inlinks(8)  comments_count(3) alledits(5)  alledits(5)
(1) (2) (3) (4)
questionviewcount(3) 0.0481*** 0.0493*** 0.0535%** 0.0297%**
(0) (0) (0) (0)
questionscore(/3) 0.123%** 0.0423*** 0.103%** 0.0272%**
(0) (0) (0) (0)
n_outlinks(3) —0.0389*** 0.00828*** 0.0759*** 0.0769***
(0) (0) (0) (0)
sum_to_n_outlinks(3) 0.0269*** 0.00695%** 0.0143%** 0.0152%**
(0) (0) (0) (0)
user_outdegree(3) 0.204*** 0.0156*** 0.0506*** 0.0444%**
(0) (0) (0) (0)
has_code(p) 0.0279%** 0.164%*** 0.307*** 0.302%***
(0) (0) (0) (0)
score(3) 0.135%%*
(0)
Constant 0.178*** 0.0531#** —0.0027 —0.00925**
(0) (0) (0.477) (0.014)
Observations 796723 397174 796723 796723
R? 0.184 0.0407 0.112 0.132
Adjusted R? 0.184 0.0407 0.112 0.132

Note:
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Table 2.24: Regression of answers’ edits by non-owners on all resources

Dependent variable:

alledits(3) all_.non_owner_edits(5)  all_non_owner_edits(3)
(1) (2) (3)
questionviewcount(3) 0.0297*** 0.0267*** —0.00512
(0) (0) (0.315)
questionscore(f) 0.0272%%* 0.114%%* 0.037#**
(0) (0) (0)
score(f) 0.135%*** 0.0858%***
(0) (0)
n_outlinks(3) 0.0769*** 0.0818*** 0.0937***
(0) (0) (0)
sum_to_n_outlinks(/3) 0.0152%** 0.024%*** 0.0255***
0) (0.001) (0)
user_outdegree(3) 0.0444%** 0.0212%** 0.0128***
(0) (0) (0)
has_code(3) 0.302%*** 0.0779%** 0.0616***
(0) (0) (0)
Constant —0.00925** —0.348%** —0.422%**
(0.014) (0) (0)
Observations 796723 35649 35649
R? 0.132 0.164 0.241
Adjusted R? 0.132 0.164 0.241

Note:

*p<0.1; **p<0.05; **p<0.01
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Therefore, there is mixed evidence for Hypothesis 2.3: more resources make an answer

more likely to be attacked, but not easier to defeat.
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2.9 Conclusion: justifying answers

This chapter continued our consideration of the nature of scientific truth by examining
what is at stake in calling a claim ‘true’. We established that the dichotomy between
scientific realism and relativism begs the question. Namely, in order to accuse someone
of relativism, you must claim both that a) they are saying that scientific facts depend on
social factors, but also that b) depending on social factors for justification makes a claim
incapable of being true. Social constructivists undoubtedly agree with a), but not only
do they not accept b), they claim that the distinction between social and natural factors
itself is constructed. In fact, this is the process they’re interested in. Therefore, we can
without contradiction say that that we are setting out to examine the social factors that
contribute to truth, and on that basis, we proceeded to analyse what makes answers on

Stack Overflow true.

We established an answer’s indegree — the number of other answers which link to it —
as the measure of its truth, (a.k.a contribution to knowledge or facticity), because “to [...]
be turned into fact, a statement needs the nezt generation of papers”[Latour, 1987, p. 38]
(section 2.2). We found that answers’ indegree does not capture exactly the same thing as
its user-voted score (section 2.2), but instead that score is affected by both popularity and

truth.

Based on [Latour, 1987] we sought to investigate three types of resources (people, texts, and
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Table 2.25: Summary statistics of answers’ resources

Statistic N Mean  St. Dev. Min Median Max
n_inlinks 19,776,864  0.001 0.113 0 0 139
score 19,776,864  2.479 18.320 —65 1 21,403
n_outlinks 19,776,864  0.047 0.253 0 0 128
sum_to_n_outlinks 19,776,864  0.007 0.355 0 0 309
user_outdegree 19,776,864  0.001 0.051 0 0 94
has_code 19,776,864  0.705 0.456 0 1 1

Summary statistics for measures relating to the justification of answers.
n_inlinks is the post’s indegree, n_outlinks is the answer’s out degree,
sum_to_n_outlinks is the sum of the outdegrees of the posts the answer
refers to, user_outdegree is the number of users to whose posts the answer
refers, has_code is a binary variable for the presence of code in an answer

inscriptions) which are predicted to contribute to the truth of an answer (subsection 2.1.3)
and we made hypotheses about the effects of resources and their use on the truth of answers.
Table 2.25 shows summary statistics of the measures of the three justificatory resources
for answers which were considered in this chapter. The central hypothesis we were testing
(Hypothesis 2.2) predicted that, in Latour’s words “Bringing friends in, launching many
references, action on all these quoted articles, visibly deploying this battlefield, is already
enough to intimidate or to force most people out” [Latour, 1987, p. 44]: the more resources
an answer uses, the more likely it is to be true. In fact, we found that this is not the case
either for human or textual resources: referring to more people, or more posts simpiliciter

does not make an answer more true.

However, referring to more of certain sorts of posts and people gave answers more facticity.

The more inclusively we were able to measure the other posts which a referenced post
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brought with it, the more important this variable was to the referring answer’s truth. For
users, something similar was true: the more relevant resources a user brings with them,

the more they contribute to the truth of answers that refer to them.

The very prevalence of code (70.51% of answers contain it), perhaps means that all the
answers which should contain code already do, and those that don’t are not the sort
of answers which need to make use of code. Nevertheless, we gave particular attention
to code, mainly considered as serving an analogous function to inscriptions in Latour’s
scientific papers. We found that answers with more code are more true, (subsection 2.5.1),
but it was more difficult to measure what resources code brought with it. While it is
much more expensive to set up a laboratory than to read a scientific paper, it is not much
more expensive to set up a programming laboratory than to read a Stack Overflow post.
Indeed, the platform tries to decrease the barriers to entry. Perhaps it is for this reason
that code, surprisingly, does not matter that much when considered alongside all other

resources (section 2.6).

Indeed, we combined all three of these resources into a single regression, and found that they
predicted the answers’ indegree with a median absolute error of 0.02 standard deviations
(Table 2.15, section 2.6). The facticity of answers is therefore quite well explained by their

use of external resources.

We next turned to a more detailed examination of what it means for a post to make a

reference, by considering modalisation and its nadir: black boxing (Hypothesis 2.5, Hy-

87



THROUGH A DARK MIRROR OBENG

pothesis 2.4). A modalised reference is qualified, constrained, made to say what the referrer
wants, rather than what the original author might have intended; a black-boxed resource is
so well-established as true that it’s impossible to change it, to even refer to its component
parts. We found that un-modalised links to answers contribute much less to facticity than
modalised links do, and moreover that the more qualified references are, the more true

they can make an answer.

Finally, we had also hypothesised that while having more resources makes an answer more
true, it could also make it easier to defeat (Hypothesis 2.3), but while we found that having
more resources made an answer more subject to attack through the Stack Overflow process

of editing, it did not make it more likely to fail outright (section 2.8).

At the end of all this, where do our hypotheses about the justificatory resources of answers
stand? We quickly found that truth and popularity can be distinguished by our measures
(Hypothesis 2.1 is true). We found that we can accurately predict the facticity of answers
by examining the resources which they use to support themselves. However, it’s not simply
the case that more resources are better, but rather that having more resources is better, but
only if those resources bring more resources of their own. So Hypothesis 2.2, interpreted
this way, can be considered true. Justificatory resources are also especially useful if they
are modalised (Hypothesis 2.4 is true). Moreover, having more resources exposes answers
to attack, but does not make them more likely to be defeated (Hypothesis 2.3 is false).

We also found that become an un-modalised black box answer requires more of all of
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these resources (Hypothesis 2.5 is true). Justification, in the form of code, occurred even
when there was no controversy, but when there was a controversy it was more necessary

(Hypothesis 2.6 may be true).

In this chapter, we have mostly been treating answers as if they appear fully-formed and
without cause. Of course, this is not the case; answers exist to respond to questions.
The accounts from which we are drawing our theory are more-or-less explicitly studying
controversial science. Their assumption is that resources only need to be brought to bear
to establish the facticity of claims when those claims are challenged. Therefore, in the next
chapter, we will move on to consider how an issue comes into question: how questions elicit
answers, distinguish themselves from other questions, and in doing so make a contribution

to knowledge.
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3 Positioning Questions

What role do questions play in an enterprise of knowledge production? Neither Latour nor
Quine have very much to say about this, so we need to interpolate between our empirical
case and the existing theory. On Stack Overflow, it can convincingly be argued that
questions are primary: answers belong to questions, and there are no free-standing answers.
In addition, more of the site’s technical infrastructure is applied to questions: only questions
have viewcounts and tags, more types of moderation are applicable to questions, and so
on. In other words, questions, not answers, define what knowledge is within the domain of

Stack Overflow.

As a methodological principle [Latour, 1987, Akrich, 1987], Latour examines controversies,
starting from the question “What happens when someone disbelieves a sentence?”[Latour,
1987, p. 22]. So far, we have been telling the story of Stack Overflow starting form the
same point, that is, after an answer has been given. But what Latour does not establish is

why certain scientific sentences are out there to be disbelieved in the first place. In other
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words, he does not establish why sciences concern themselves with the sort of questions
which lead to the answers that they do. In part, this is because his primary object of study
is the published scientific paper, which has already had to undergo tests of relevance to a
particular scientific domain, from peer opinions, to funding proposals, to editorial scrutiny.
He does not have access to the negative cases where a paper not only fails to contribute to
knowledge, but is “not even wrong”[Peierls, 1960]. On Stack Overflow, we have access to
this screening process, because the questions themselves can be assessed before and while

they are being answered.

Perhaps the reason that questions have been so far ignored is that they are assumed to
be transparent: their only real content is the answers they elicit. Instead of this view,
we will argue that questions have an important role to play in creating links within the
domain of enquiry, and in drawing its borders. Indeed, to see that questions are just
as subject to multiple interpretations as the descriptive propositions in answers, we need
only consider the simple computer program DOCTOR, which “convincingly” emulates a
Rogerian psychotherapist simply by posing non-directional, content-unaware questions.

[Weizenbaum, 1966]
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3.1 The function of questions

3.1.1 Questions as transparent references

In order to find much explicit theory on the subject of scientific questions, we need to turn
away from the social sciences and again towards philosophy. In the very abstract terms
of Hamblin semantics,[Cross and Roelofsen, 2016] a question is a function from worlds to
propositions [Hamblin, 1973]. That is, a question picks out a set of propositions which are

its answer, given the state of a world.

Classical semantics is full of of referential theories like this, where the meaning of some
type of word is understood to be just the thing to which it refers. Perhaps the most famous
is that of proper names. The theories developed by Mill and Frege are not directly relevant
to the subject of questions, but because the form of the arguments is similar we will dwell

some time on them, following the description from [Cumming, 2016].

According to J.S. Mill, the meaning of a name is simply its referent, the thing to which
it refers [Mill, 1960]. When we say ’Quine’, we are referring to the person Quine. Frege’s
puzzle challenges this commonsense account with a bit of folk astronomy [Frege, 1948].

Consider the two following sentences:

1. Homer believed that Phosphorus was Phosphorus.

2. Homer believed that Phosphorus was Hesperus.
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The first sentence is tautologically true, but the second is neither tautological nor true,
given that Homer did not believe that the first star to be visible in the evening was the
same object as the last star to remain visible in the morning. However, we now know that
both the names ‘Phosphorus‘ and ‘Hesperus’ refer to one and the same entity, the planet
Venus. Therefore, it cannot be the case that all there is to proper names is reference,
or else the second sentence would have to be true for the same reason as the first. The
first alternative account is Frege’s addition of sense (Sinn) to reference as a component of
meaning. Under sense theories, names still have a reference, which would be the same for

‘Phosphorus’ and ‘Hesperus’, but also a sense, which would be different.

The most relevant version of sense theory, due to Carnap and Church, considers names as
functions (intensions) from possible worlds to sets of objects in those worlds (extensions)
[Carnap, 1988, Church et al., 1952]. The extensions of ‘Phosphorus’ and ‘Hesperus’ in the
present world are the same — although they needn’t be in other worlds [Kauffman, 2014].
The intension of a name is that which allows us to determine its extension, given a possible
world; if we were to think of it as a mathematical function, the intension would be the

functional form.

This suggests that it would be difficult to maintain that questions, either linguistically
or epistemologically, are just transparent references to their answers, given that the same
cannot be said of names. To serve their function in knowledge-construction, they must also

have something else: a sense or way-of-referring.
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justification distinction

correspondence

aNSWers < > questions

justification

Figure 3.1: The knowledge-bearing relationships between questions and answers

3.1.2 Questions are not (just) answers

Questions are different from answers because they don’t in themselves assert propositions
which can be true or false. While the relationship between answers is one of reference and
justification, the relationship between questions and answers is of correspondence: answers
correspond to questions, and questions themselves can’t properly be used to justify other
knowledge claims. Figure 3.1 shows the schematic relationships between questions and

answers in this view.

Within an enterprise of knowledge production, we assessed answers (and secondarily, peo-
ple) on the basis of whether they had made a contribution to knowledge. For answers, this
is relatively straightforward if recursive: an answer has been demonstrably considered part

of knowledge when it is referred to in justifying other claims to knowledge. We quantified
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this in chapter 2 by network measures like indegree and eigenvector centrality. It seems
plausible that questions should also be judged on whether they have made a contribution
to knowledge, i.e. whether they have engendered an answer that is used to justify other

answers. On this view, a good question is simply one which has true answers.

But this would be too much of a simplification. First, the notion of a question engendering
answers is not sufficiently specific. An open-ended or vague question can elicit any number
of answers which, while true, do not in fact correspond to the question in such a way
that the question contributes any usable knowledge. We must preserve the notion that a

question has to elicit true answers which actually correspond to the question.

Second, as the Stack Overflow guidelines are at pains to mention, even questions which have
true and corresponding answers are no good if they’'re not on-topic. They must be about
the subject domain: computer programming (not database administration, typesetting,
etc.), and they must be of the practical, answerable, reasonably-scoped form that the site

demands.

Finally, a question which has been asked or answered many times before does not make a
novel contribution: “The fundamental goal of closing duplicate questions is to help people
find the right answer by getting all of those answers in one place.”[Stack Exchange, Inc.,

2017
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3.1.3 Questions as boundary-making

Stack Overflow’s question guidelines

According to [Gieryn, 1983], science distinguishes itself from other domains of activity
through a process called boundary-making. This takes the form of a rhetorical exercise,
which aims to secure access to resources by attributing to science (or to a science) char-
acteristics which other disciplines (the contrast cases) lack. Therefore, the “characteristics
of science are examined not as inherent or possibly unique, but as part of ideological ef-
forts by scientists to distinguish their work and its products from non-scientific intellectual

activities”[Gieryn, 1983, p. 782].

On Stack Overflow, questions are the primary agents of boundary-making. SO has a num-
ber of explicit positive and negative guidelines on what makes a good question: [Stack Ex-

change, 2015b,d,a]

Stack Overflow is for professional and enthusiast programmers, people who
write code because they love it. We feel the best Stack Overflow questions have

a bit of source code in them, but if your question generally covers. ..
e a specific programming problem, or
e a software algorithm, or
o software tools commonly used by programmers; and is
e a practical, answerable problem that is unique to software development

...then you’re in the right place to ask your question!

[Stack Exchange, 2015d]
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What counts as the discipline of “programming” for the purposes of Stack Overflow is
specific to the point of being daunting, and this can be seen by the contrast cases the site
puts forward: there are at least five other websites which are part of the same network, but
deal with topics as subtly distinct from programming as system administration, typesetting

and database administration.

Moreover, questions must meet some specific criteria of form [Stack Exchange, 2015b]. Both
the problem and the desired behaviour must be specified, they must not be duplicates, and

they must be generally well-formatted.

On the negative side, questions are specifically excluded if they are “chatty, open-ended”,
and not “practical, answerable” and “reasonably-scoped” [Stack Exchange, 2015a]. Very
precise distinctions are made between subjective questions (which are generally disallowed),

and “constructive” subjective questions which are allowed if they:

o inspire answers that explain “why” and “how”

o tend to have long, not short, answers

e have a constructive, fair, and impartial tone

« invite sharing experiences over opinions

 insist that opinion be backed up with facts and references

e are more than just mindless social fun

[Stack Exchange, 2015a]
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Boundary-making

Whether computer programming is a profession or not, it cannot be said that answering
programming questions is itself a profession. So, if we are to apply these ideas about
boundary-making and jurisdictions to our case, we will have to adapt them somewhat.
The main difference that we have to examine is that of resource-claims. By all accounts, in
the context of the professions, the reason for claiming jurisdiction over tasks is to reduce the
number of people who are entitled to the resources that go along with the accomplishment
of the tasks, and thus to increase the share that goes to each professional. In economic
terms, the resources in question must be rival (one person claiming them means there is less
for others) and excludable (it is possible to provide them to one person without providing

them to all).

If we consider the resources claimed by Stack Overflow to be those which it prima facie
seems to be about — the content of the questions and answers themselves — these are
just as fundamentally non-rival and non-excludable as any other intellectual property, and
in fact even more so given that many of the protections of copyright are waived by the
site’s Creative Commons License. Its terms allow anyone to “Share (copy and redistribute
the material in any medium or format) and adapt (remix, transform, and build upon the
material), for any purpose, even commercially”. On the other hand, there are rival and
excludable resources for which Stack Overflow users can compete: the reputation points

which the site allocates for various pro-social activities. It’s not clear that reputation is
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convertible to any other form of capital, but there are at least some accounts of job offers
being made on the basis of Stack Overflow contributions, and subsidiary parts of the site
are designed to facilitate this. Finally, we must remember that Stack Overflow is owned by
a for-profit company, Stack Exchange Inc., which makes money through advertising and
job listings. Given that, they have an incentive to capture as much as possible of the web
traffic of people likely to be interested in the adverts they serve, and they are therefore

competing for audience with similar sites.

It may not be obvious how these potential resource claims are tied to the task of actually
answering programming questions. Well, as Gieryn would point out, that’s exactly true:
there is no necessary or obvious link between the resources and the task. If there was,
there would be no need for boundary-making in the first place. If we take boundary-
making seriously, we should look at how the task of answering programming questions
is defined by SO, such that SO is the only place where this task can be done and these

resources can be acquired, by those users whose posts sit within the boundaries.

The “Welcome to Stack Overflow” page is an explicit list of the features that make SO “a

little bit different from other sites.” [Stack Exchange, 2015¢]:

Ask questions, get answers, no distractions This site is all about get-
ting answers. It’s not a discussion forum. There’s no chit-chat. Just ques-
tions...... and answers. Good answers are voted up and rise to the top. The
best answers show up first so that they are always easy to find. The person

who asked can mark one answer as “accepted”. Accepting doesn’t mean it’s the
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best answer, it just means that it worked for the person who asked.

Get answers to practical, detailed questions Focus on questions about
an actual problem you have faced. Include details about what you have tried
and exactly what you are trying to do. [...] Not all questions work well in our
format. Avoid questions that are primarily opinion-based, or that are likely to
generate discussion rather than answers.[...] Questions that need improvement

may be closed until someone fixes them. [...]

You earn reputation when people vote on your posts Your reputation

score goes up when others vote up your questions, answers and edits. |...]

Improve posts by editing or commenting Our goal is to have the best
answers to every question, so if you see questions or answers that can be im-

proved, you can edit them.

As well as having contrast cases for the intellectual domain of its questions, Stack Overflow
also has an explicit contrast case for its’ questions’ form: the earlier question-and-answer
website Experts-Exchange.com. As Atwood puts it (in a post titled “Who’s Your
Arch-Enemy?”): “We're like experts-exchange, but without all the evil.”[Atwood, 2009b]
The “evil” to which Atwood refers includes two specific complaints about Experts-
Exchange.com: that it charges for access, but does not pay its contributors, [Anderson,
2011] and that it uses dubious techniques to manipulate its search-engine rankings[Adams,

2013).

In this way, we can see that by restricting the subject matter and form of its questions,
Stack Overflow creates a jurisdiction for itself, which helps it in making resource claims

against other question-and-answer websites. SO is the only place for SO-like questions-and-
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answers, and the only place where these posts can be converted into SO-specific resources

like reputation, and perhaps hence into jobs.

We will discuss later how these moral values are perpetuated by people and machines
(chapter 4), but for now we will consider boundary-making as part of the function of

questions.

3.1.4 What makes a knowledge-contributing question?

To summarise, we can list the criteria that make a knowledge-contributing Stack Overflow

question as:

a) the truth of the corresponding answers
b) the answerability of the question

c¢) the contribution to knowledge that the question makes, independent of its answers,

composed of:
a) topicality
b) uniqueness

True answers contribute to knowledge, and a question that elicits them is therefore also
contributing to knowledge. But these answers must in fact be answers to the question,
not irrelevancies. For that to be possible, the question must be answerable, in that it is

capable of having corresponding answers. Finally, the question must have some qualities
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independent of the answers it can or does elicit, this is its equivalent to names’ sense.

Questions must be topical (part of the domain of knowledge) and relatively unique.

An answerable question necessarily picks out at least one but not all answers. There is some
theoretical wiggle-room in this statement: a knowledge-contributing question at the cutting
edge of knowledge might pick out an answer but that answer is as yet unknown. However,
given that Stack Overflow is concerned with practical questions, and we are evaluating the
quality of questions within that framework, we can disregard this possibility: a knowledge-
contributing question which really had no answer could be answered with “There is no

answer”.

The answer-independent contribution of questions might need some clarification. While
questions are not justified by other questions, they can be referred to by other questions
in order to assert similarity or dissimilarity. Holding constant answerability and the set of
answers a question actually picks out, better questions are not the same as other questions,
either because they offer unique inroads to the same parts of the the web of knowledge,
or because they are the first to point out specific answer. So similarly to answers, a good
question is used as a basis for comparison for other questions, but unlike answers, a good
question could not be referred to at all, and the worst questions are those which are entirely
the same as other questions. In consequence, while the network of answers is associative,

the network of questions is dis-associative.
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3.1.5 Generality of the theory of questions

The idea that a good answer is a true answer is relatively widely applicable. The further
claim — that the truth of an answer is determined by the further claims to truth built
upon it — is also independent of the domain of knowledge (assuming that you accept the
theoretical argument). We're trying to create analogous criteria for good questions, but to
what extent are the criteria that we’ve established so far universal, rather than specific to

this empirical case?

The relevance of the truth of a question’s answers does seem universal. Concern for the
answerability of the question is similarly unproblematic, but the fact that the question
must have few answers is specific to at least Stack Overflow, but probably to science more
broadly. Topicality would seem to be universal within settled disciplines, but uniqueness

is only relevant for some sorts of exercise.

There are certainly domains where it is laudable to ask questions which are likely to
generate discussion rather than answers, which have many answers, (e.g. “How would you
move Mount Fuji?” [Poundstone, 2003]), or are the same as previously-asked questions
(e.g. “Why is this night different from all [other] nights?”[Wikisource, 2014]). There are
obviously other cases where the intellectual domain is broader or narrower than SO’s focus

on practical programming questions.
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3.2 Hypotheses

Because our treatment of questions treads new theoretical ground, we would do well to
see if our suppositions about the nature of questions are well-supported. Therefore, we
will compare the performance of a number of models which seek to predict the knowledge-
contribution of questions, using variables that reflect increasingly accurately our theoretical

concerns.

The function of references to questions and answers First, we will see to examine
whether Figure 3.1 is an accurate portrayal of reality, by examining the shape of the
network of questions and answers. We will start by treating questions exactly as we treated
answers above, namely examining whether the indegree of questions can be predicted by

their outdegree as well as it can be for answers.

Hypothesis: 3.1. Questions are not like answers: the links they make to other questions

do not serve a justificatory function

Moreover, we hypothesise that there is no knowledge-contributing role for links from ques-
tions to answers: questions do not need the justification that answers can provide, and

distinguishing themselves from answers does not serve any purpose. Therefore:

Hypothesis: 3.2. Questions do not explicitly link to answers
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Questions as pointers Second, we will examine the first of of our knowledge-
contributing criteria proper: the truth of a questions’ answers. On the classic semantics
view, questions should just be transparent pointers to answers, therefore the truth of
a question should be simply a function of the truth of its answers. As with answers
themselves, we will use the number of incoming references from answers as the dependent

variable which measures the truth of the question.

Hypothesis: 3.3. The more true a question’s answers, the more it contributes to knowl-

edge

Next, we will add to this model measures of whether the questions’ answers’ correspond

to it.

Hypothesis: 3.4. The more answerable a question is, the more it contributes to knowledge

Hypothesis: 3.5. The more a question’s answers correspond to it, the more contribution

to knowledge the question gets from the answers

Questions as qualified, accurate pointers Finally, we will examine a complete model

which also takes into account the questions’ boundary-making function

Hypothesis: 3.6. The more unique a question, the more it contributes to knowledge

Hypothesis: 3.7. The more a question demarcates the boundaries of the domain of knowl-

edge, the more it contributes to knowledge
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Compared to answers, the response variable here is different. No longer are we asking
whether an answer is true, but whether a question makes a contribution to knowledge.
However, we will maintain the same primary independent variable: the existence of refer-
ences from other posts is what marks a question as contributing to knowledge. In addition,
we will consider whether the factors which make a question contribute to knowledge are ac-
knowledged by Stack Overflow’s moderation systems and also protect it from being closed

(section 3.7).

3.3 The structure of the network of questions and answers

Before we begin to investigate the different models of the quality of questions, we must
clarify the empirical relationships between questions and answers. Figure 3.1 showed that,
by hypothesis, while answers and questions can be considered to be part of the same
network of justification, the links between the types of posts serve different functions. A link
to an answer, except a link to an answer in the same thread (section 2.3.1) can reasonably
be construed as affirmative, or having a positive modalisation. The same cannot be said

for questions, however.

We will continue to consider, as in chapter 2, the explicit hyperlinks that users make
between posts. Of course, by the design of the site each answer is trivially linked to a
question which it answers. But whether this relationship is really one of correspondence

cannot be taken for granted, and is something we will examine further later. We consider
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explicit hyperlinks rather than implicit associations such as these because they should offer

a more accurate picture of the claims of justification being made.

The network of questions and answers has 2,034,198.00 nodes, and 1,449,920.00 edges, for
a (again very low) density of 7.01 x 10797, Of the existing edges, the distribution is shown

in Table 3.1

answer question Sum

answer 0.12 0.51 0.63
question 0.03 0.34 0.37
Sum 0.15 0.85 1.00

Table 3.1: Proportion of edges in the questions-and-answers networks which are between
and within questions and answers

The table shows that, as expected, there are hardly any links from questions to answers.
Surprisingly, however, answers seem to preferentially link to questions rather than to other
answers (Pearson’s Chi-squared test with Yates’ continuity correction (x?) (x? = 38056,
p = 0)). Part of the explanation for this could be the result of design choices in the site:
because questions are primary, accessing a question’s URL also shows its answers, whereas
accessing an answer’s URL redirects to the question’s URL with an additional fragment
to identify the answer. So inserting an answer’s URL into a post is more difficult than

inserting a question’s URL.

Drawn to scale, and showing only the explicit links in Table 3.1, Figure 3.1 would look like

Figure 3.2, which gives support to Hypothesis 3.2.
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Figure 3.2: The explicit knowledge-bearing relationships between questions and answers,
drawn to scale
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We can also test the correlation between questions’ indegree and outdegree (in the network
of questions). For answers, we expected and found that the correlation between indegree
and outdegree was positive, if small: the more justifications an answer has, the more true
and therefore referred-to it is likely to be. For questions, references to other questions are
not justificatory but distinctive: a question refers to other questions not to implicitly affirm
their truth and solicit their support, but to proclaim their difference. In the terms used in
[Latour, 1987], answers may modalise their references, but questions must. Therefore, for
questions, the correlation between indegree and outdegree should be negative: the more
other questions from which a question seeks to distinguish itself, the more specific it is, so

the fewer other questions will need to distinguish themselves from it in turn.

However, we find that the correlation between questions’ indegree and outdegree is small
but still positive: p = 0.0445 (S = 3 x 10%°, p = 0). Moreover, links from answers to
questions — which are supposed to be justificatory rather than distinctive in nature —
are less correlated with the outdegree of questions. p = 0.0283 (S = 3.05 x 10%°, p = 0)
Finally, the questions which have more inlinks are more likely to be marked as duplicates
(0.12 > 0.10, MWW (W = 1.64 x 10'2, p = 2.62 x 1072!)). We therefore nevertheless
find muted support for Hypothesis 3.1: the network of questions does not behave like the

network of answers.

When we were trying to establish indegree as measure of answers’ knowledge contribution,

we compared it to the answers’ score and viewcount (section 2.2). As we did with answers
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n_inlinks n_a_inlinks score viewcount upvotes downvotes closure deletion
n_inlinks 0.23 0.18 0.20 0.18 -0.01 -0.01 -0.00
n_a_inlinks 0.22 0.23 0.22 -0.00 0.00 -0.00
score 0.44 0.91 -0.31 -0.10 -0.01
viewcount 0.44 -0.07 -0.04 -0.01
upvotes 0.06 0.01 -0.01
downvotes 0.26 0.02
closure 0.01
deletion

Table 3.2: Pairwise correlations between measures of questions’ knowledge contribution

(Table 2.2), we can consider the pairwise correlations between potential measures of ques-
tions’ truth contribution (Table 3.2). Unsurprisingly, upvotes and score are still correlated,
and score is negatively correlated with downvotes. Questions with many downvotes are
also likely to be closed, but this is the only large correlation of any variable with a ques-
tion’s closure or deletion. Both of the measures of indegree are correlated with score, with

a coefficient about twice as large as it was for answers, and viewcount is correlated with

both score and indegree.

So while score, indegree and viewcount are reasonable measures of a question’s quality,
it remains plausible that we can separate popularity and truth in the case of questions.

Indeed, while adding viewcount to a regression model of indegree increases the fit (Table 3.3,

(Model 3)), it also decreases the coefficient on score.
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Table 3.3: Regression of question indegree on measures of popularity and truth

Dependent variable:

n_inlinks(f)

(1) (2) (3)
n_outlinks(3) 0.0793%** 0.0699*** 0.0692°%**
(0) (0) (0)
score(3) 0.413%%* 0. 27774
(0) (0)
answercount(3) 0.105%**
(0)
viewcount () 0.155%**
(0)
Constant —571x1071%  —5.69x 107"  —4.32x 1072
(1) (1) (1)
Observations 12350818 12350818 12350818
R? 0.00629 0.177 0.205
Adjusted R? 0.00629 0.177 0.205

Note:

*p<0.1; *p<0.05; **p<0.01
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3.3.1 Are questions transparent references to answers?

In order to tackle Hypothesis 3.3, we will consider the relationship between the indegree
of questions and the indegrees of their answers. The correlation between the question’s
indegree from answers' and the answers’ indegree is simple enough to calculate and comes
tor = 0.181 (t = 647, p = 0). Therefore, a question’s knowledge contribution is somewhat

dependent on its answers’ knowledge-contribution, but it is not entirely determined by it.

We can also examine whether the question’s contribution to knowledge is affected by the
resources that its answers deploy. Table 3.4 shows the result of regressing the questions’
indegree on the knowledge-contribution of the answers variously specified. Model (1) reaf-
firms what was found earlier: questions’ outdegree is positively associated with their inde-
gree. Even controlling for the question’s outdegree, the indegree of the questions’ answers
is positively associated with its indegree (Model (2)). Adding variables for the answers’
resources improves the model fit significantly (Models (3), (4)), and although it does not
diminish the statistical significance of the coefficients on questions’ outdegree and sum of

answers’ indegree, it does reduce both their coefficients.

Therefore, we find support for Hypothesis 3.3: a question’s knowledge contribution is to
some extent associated with its’ answers facticity, as well as their use of justificatory re-

sources. This does not mean, however, that questions are necessarily transparent references

!Unless otherwise mentioned, we only consider links to questions from answers as questions’ indegree,
because these links can be presumed to serve a justificatory function
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Table 3.4: Regresion of question knowledge-contribtuion on answers’ justificatory resources

Dependent variable:

n_q-from_answer_inlinks(3)

(1) (2) (3) (4)
n_q-outlinks(3) 0.0142%** 0.013%** 0.00368*** 0.00393***
(0) (0) (0) (0)
sum_answer_n_inlinks(/3) 0.181%*** 0.113***
(0) (0)
sum_answer_score(3) 0.383*** 0.375***
(0) (0)
sum_answer_has_code(/3) 0.00853*** 0.00897***
(0) (0)
sum_answer_n_outlinks(/3) 0.0281%*** 0.0276%**
(0) (0)
sum_answer_sum_to_n_outlinks(f) —0.00578***  —0.00667***
(0) (0)
sum_answer_user_outdegree(/3) 0.105*** 0.0563***
(0) (0)
Constant —-1.46 x 1071 218 x 107 —-311x 107" -3 x 107"
(1) (1) (1) (1)
Observations 12350818 12350818 12350818 12350818
R? 0.000203 0.0329 0.17 0.18
Adjusted R? 0.000203 0.0329 0.17 0.18

Note:
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to their answers, given that the knowledge contribution of the questions has not been shown

to be entirely determined by that of its answers.

3.4 Answerable questions and corresponding answers

We are trying to establish what the role of questions is in an enterprise of knowledge
creation. We have so far been able to determine that questions are not truth-bearers like
answers, and consequently they do not themselves make justificatory links. We have found
that questions function something like pointers to answers, and part of their contribution
to knowledge comes from that of their answers. However, it is not sufficient for questions to
simply engender their answers. For there to be a true knowledge-contributing link between

a question and the answers that are given to it, two conditions need to obtain.

First, the question needs to be answerable, which is a somewhat counterfactual concept. To
be answerable, a question must point to some finite number of answers which correspond
to the question. Open-ended, or vague questions would not fulfil this criterion as it is
applied on Stack Overflow. The problem with answerability is that we can’t observe it on
its own; the only thing we can observe is whether a question actually is answered. Indeed,
being answered is neither necessary not sufficient for answerability: the answers which are

actually given might not in fact correspond to a question.

This is the second criterion for a questions’ answer to be germane to the question’s knowl-

edge contribution: the answer must in fact answer the question, i.e. the answer must
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correspond to the question. As an initial approximation to correspondence from the point
of view of the original asker, we could consider those questions which have an answer ac-
cepted as the solution by the original asker: 87.4% of questions have at least one answer
but only 54.8% have an accepted answer. Therefore, being answered is not necessarily an
indication of being answerable, and moreover not being answered is not an indication of

not being answerable.

To summarise, so far we have considered the answers that a question actually has. We
have not yet established whether the question is answerable such that it is capable of
having corresponding answers, nor whether it does in fact have corresponding answers.
Obviously, a question may be answerable and have no answers, or no corresponding answers,
for example because it is too difficult or unappealing. More interesting is whether an
unanswerable question can have corresponding answers. In fact, "Whether each question
can be associated with a definite set of direct answers is a controversial matter”[Cross and
Roelofsen, 2016]. The questions which we describe as unanswerable would seem not to have
direct answers, therefore, but Stack Overflow explicitly allows answers which say “don’t do
that”, a type of answer which semantics would call a “corrective answer” because it denies
a presupposition of the question [Cross and Roelofsen, 2016]. In that case, an unanswerable

question can have a corresponding answer if not a direct corresponding answer.

How might we go about measuring the effects of correspondence and answerability? We

could make use of Stack Overflow’s explicit tools for indicating answerability and the
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correspondence of answers. We have already been doing this somewhat implicitly, given

that answers which were so off-topic they were deleted do not even appear in our data.

We will try considering only the resources from answers which correspond to the question.
Table 3.7 shows two different specifications of this analysis using the upvotes of questions:
Model (2) only considers the answers which have a greater than zero score, while Model
(3) weights the answers’ resources by their score. Of these, the latter model offers some
improvement in adjusted R? over the model which considers all answers, but not enough

to be a substantive validation of Hypothesis 3.5.

3.4.1 Measuring answerability

We can’t directly measure answerability, and we have discussed why answeredness might
in theory be a poor proxy. However, there are reasons to believe that in the case of
Stack Overflow, all answerable questions will eventually be answered (but not vice-versa).
However, unanswerable questions will also elicit answers, if only corrective ones of the form

“you shouldn’t be asking that”.

In the optimal case, unanswerable questions will eventually be deleted from the data, but
without knowing whether this happens, answeredness serves as a more inclusive measure

of answerability.
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3.4.2 Answerability as answeredness

Assuming that answers must at least correspond to the question to be up-voted, having
a non-zero-scoring answer is a better indication of answerability than merely having an
answer. However, this is in danger of confounding answerability with the quality of the
answers. Compounding this problem, a question which elicits a very large number of
answers might not be answerable in our sense: it might correspond to too many answers

to be a precise question.

Still, in this case, we have to be careful in our treatment of questions which have not yet
been answered. Some of these questions might be answerable, but have not yet received
an answer. Others might be unanswerable and should be treated as such. One approach
would be to exclude the unanswered questions entirely, and focus on comparisons in the
degree of answerability of questions which are answered. We will do this, but we will also
take an alternative approach, based on the assumption that older questions are more likely

to have been answered.

Figure 3.3 shows the proportion of questions which have at least one answer as a function
of when the question was first posted. As we can see, of the questions which will eventually
be answered, 90% are answered within 3.00 days, 99% are answered within 309.00 days,

and 99.9% are answered within 974.00 days.

Figure 3.4 shows the proportion of each individual question’s answers which have been

made as a function of the time after the questions’ posting. On average, 75.34% of a
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Figure 3.3: Distribution of questions’ time to first answer (log scale)

118



THROUGH A DARK MIRROR

OBENG

1.0

0.8+

ecdf

0.6 1

0.4+

20 30
days

Figure 3.4: Proportion of questions answered over time
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questions’ answers are posted on the same day as the question. 97.50% of a questions’
answers are posted within 974 days, the time it takes for 99.9% of first answers to be

posted.

Therefore, when we are including non-answered questions in our answerability measures,
we will exclude questions which were posted later than 974.00 days before the dataset was

captured.

In order to really measure answerability, we will indeed look at whether questions do have
answers, but in addition to that we will consider the distribution of the scores of a question’s

answers and the score of questions independent of that of their answers.

The existence of answers

It is true that questions with answers have a higher indegree than those without (0.07 >
0.00, MWW (W = 8.09 x 102, p = 0)), questions with an accepted answer also have a
higher indegree ( 0.09 > 0.02 , MWW (W = 1.83 x 10'3, p = 0)). A question’s indegree

also generally increases with the number of answers (p = 0.163 (S = 2.63 x 10%°, p = 0)).

However, none of these results alone is really dispositive for the effect of having answers on
a question’s score. It is very plausible that confounding factors cause both a question to
receive answers and inlinks. Most obviously, the amount of views that a question receives
can contribute to both of these, and indeed, the number of views a question receives is

correlated with its score (p = 0.235 (S = 2.4 x 10%°, p = 0)).
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In order to account for this, we regress the question’s indegree on our three indications
of answeredness: the existence of an answer, the existence of an accepted answer, and
the existence of a non-zero-scoring answer, and then include a control for the question’s

viewcount (Table 3.5)*

Table 3.5: Regressions of question answer indegree on measures of answeredness

Dependent variable:

n_answer_inlinks

(1) (2) 3) (4)

has_answerTRUE 0.0287*** —0.00393***
(0) (0)
has_accepted_answerTRUE  0.0603*** 0.02%***
(0) (0)
viewcount 3.36 x 107 05%kk 3.19 x 107 05%kek
(0) (0)
answercount 0.123*** 0.0372***
(0) (0)
Constant 0.00216** —0.00422*** —0.136*** —0.0534***
(0.017) (0) (0) (0)
Observations 12350818 12350818 12350818 12350818
R? 0.000963 0.112 0.0258 0.114
Adjusted R2 0.000963 0.112 0.0258 0.114
Note: *p<0.1; **p<0.05; ***p<0.01

As expected, all three indications of answeredness have positive coefficients (models (1)
and (3)). When the viewcount control is included (models (2) and (4)), the coefficients of

the answeredness variables all decrease in magnitude the and the adjusted R? of the model

2Separate models are specified because has_answer , has_accepted_answer and answercount are collinear
so cannot be included in the same model.
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increases substantially. viewcount alone explains a substantial portion of the indegree of
questions, but some small proportion of questions’ indegree is still accounted for by their

receipt of answers.

This model is probably still not well-specified: there are also other confounding factors
which could affect both score and the existence of answers like a question’s age, how well-
written it is, or the identity of its author. We could attempt to use statistical controls for
all the factors we can think of, but this is also where measuring answerability by means of
answeredness becomes problematic: a question’s score might affect the number of answers
it gets without affecting its answerability per se. We will therefore take two alternative
approaches to assessing whether score is linked to answerability. First, it should be the
case that an answerable question has a few but not too many correct answers, so we will
compare the effects of having multiple right answers, while controlling for the total score

of the answers.

3.4.3 Answerability as number of answers

We're trying to establish a measure of answerability, but this is confounded by the actual
existence of answers. One way to deal with this is to use a more specific measure of
the answerability of the question: rather than just thinking if the question is answered,
determining if the way in which it is answered is indicative of its answerability. This

doesn’t solve the confounding problem entirely, but it can reduce the number of possible
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alternative explanations.

As it stands, we might imagine that some factor irrelevant to answerability, say the popu-
larity of the question’s author, would induce both high scores and indegrees for questions
and also high-scoring answers, and even influence the question’s asker to accept a response
or the other users to up-vote the answers. So here, we control for the total sum of the an-
swers’ score and the number of answers, which measure the amount of effort, and the total
quality of the questions’ answers that went into answering the question. If, holding this
amount of effort constant, the question tends to have some, but not too many high-scoring
answers, then that’s an indication that it is better at picking out answers, and hence more

answerable.

The remaining measure to choose is that for the capacity of a question to pick out a-
few-but-not-too-many-answers. Although the absolute answer score is driven in part by
confounders, it seems reasonable that some aspects of the distribution of the answer scores
will be irrelevant to this. A question which gets more traffic will get more answers, and
those answers will get more votes. However, for a given level of traffic, and number of
answers, the question might still have one good answer and a number of poor ones, or
instead many equally-good answers. Therefore we will measure the number of non-zero-
scoring answers and the number of answers with a score above the mean, while controlling

for the total score of the answers.

Table 3.6 shows that the number of answers is the only variable with which the questions’
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Table 3.6: Regresion of question knowledge-contribtuion on indications of answerability

Dependent variable:

n_q_from_answer_inlinks(/3)

(1) (2) (3)
sum_answer_score(f3) 0.375%%* 0.376%** 0.376%**
(0) (0) (0)
sum_answer_n_inlinks(/3) 0.14%%* 0.14%%* 0.14%%*
(0) (0) (0)
n_answers([3) 0.0141%** 0.0182%** 0.0196***
(0) (0) (0)
n_gz_answers(3) —0.00547*+* —0.00487***
(0) (0)
n_answers_above_mean(3) —0.00228***
(0)
Constant —-3.05 x 10712 —=3.02x 107"  —3.06 x 10712
(1) (1) (1)
Observations 12350818 12350818 12350818
R? 0.176 0.176 0.176
Adjusted R? 0.176 0.176 0.176
Note: *p<0.1; **p<0.05; **p<0.01
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indegree increases monotonically: the more answers a question has, the higher its indegree,
even controlling for the total quality of the answers, measured either by score or indegree.
Having more answers is better, holding all other things constant. However, the number of
inlinks of a question decreases with the measures of the number of high-quality answers:

the more non-zero answers or answers above the mean.

What can we make of this? Why is a larger number of answers detrimental to questions’
truth-contribution, even though a higher overall quality of answer is beneficial? The most
consistent account would be that, as Stack Overflow itself speculates, a question which
elicits too many good answers is not a good question, it is insufficiently focused. However,
questions don’t lose usefulness for causing many low-scoring answers, because these sim-
ply increase with the popularity of the question, and are not necessarily real claims at a

corresponding-answer.

This process is also illustrated in Figure 3.5, which shows the aggregated distributions
of z-scores of answers’ scores, broken up by the questions’ indegree. For the majority of
questions which have zero indegree the distribution is bi-modal, with a slight additional
peak at the mean (z-score zero). As the indegree of the questions increases, the peak
above the mean diminishes, to leave only a slightly negative modal value. That is to say,
questions with a lower indegree have both good and bad answers, but questions with a

higher indegree have fewer, but more average answers.
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Figure 3.5: Distributions of z-scores of answer scores depending on questions’ indegree
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3.4.4 Correspondence

This is what Stack Overflow’s guidelines have to say on the subject of writing answers

which correspond to the question [Stack Exchange, 2017c|:

Answer the question Read the question carefully. What, specifically, is
the question asking for? Make sure your answer provides that — or a viable
alternative. The answer can be “don’t do that”, but it should also include “try
this instead”. Any answer that gets the asker going in the right direction is
helpful, but do try to mention any limitations, assumptions or simplifications

in your answer. Brevity is acceptable, but fuller explanations are better.

Answer well-asked questions Not all questions can or should be answered
here. Save yourself some frustration and avoid trying to answer questions
which...

e ...are unclear or lacking specific details that can uniquely identify the prob-

lem.
e ...solicit opinions rather than facts.
e ...have already been asked and answered many times before.

e ...require too much guidance for you to answer in full, or request answers

to multiple questions.
e ...are not about programming as defined in the help center.

Don’t forget that you can edit the question you’re answering to improve the
clarity and focus - this can reduce the chances of the question being closed or
deleted.

The answers’ score is an imperfect measure of the answers’ correspondence to the question:

it can increase for other reasons than correspondence, as we saw in chapter 2. We need
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Table 3.7: Regresion of question knowledge-contribtuion on answers’ justificatory resources

Dependent variable:

n_q_from_answer _inlinks(3)

(1) (2) 3)

n_q_outlinks(f3)
sum_answer_score(/3)
sum_answer_has_code(/3)
sum_answer_n_outlinks(/3)
sum_answer_sum_to_n_outlinks(/3)
sum_answer_user_outdegree(3)

sum_answer_n_inlinks(3)

0.00393%** 0.00397%** 0.0047%%*
(0) (0) (0)
0.375%%* 0.375%%* 0.259%%*

(0) (0) (0)
0.00897***
(0)
0.0276%%*
(0)
—0.00667***
(0)
0.0563%**
(0)
0.113%%*

(0)

sum_gz_answer_has_code(/3) 0.00565%**
(0)
sum_gz_answer_n_outlinks(/3) 0.0291%**
(0)
sum_gz_answer_sum_to_n_outlinks(/3) —0.00774%%*
(0)
sum_gz_answer_user_outdegree() 0.0578%**
(0)
sum_gz_answer_n_inlinks(/3) 0.112%**
(0)
sum_answer_has_code_times_score(3) 0.0998***
(0)
sum_answer_n_outlinks_times_score(3) 0.0628%***
(0)
sum_answer_sum_to_n_outlinks_times_score(3) 0.0421%**
(0)
sum_answer_user_outdegree_times_score(3) 0.0418%**
(0)
sum_answer_n_inlinks_times_score(3) 0.101%***
(0)
Constant -3x1071 278 x107'*  —3.06 x 1072
(1) (1) (1)
Observations 12812350818 12350818 12350818
R? 0.18 0.181 0.192
Adjusted R? 0.18 0.181 0.192

Note:

*p<0.1; *p<0.05; **p<0.01
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a more sensitive measure of the correspondence between answers and questions. Instead,
we will construct a measure of correspondence which has internal validity independent of

Stack Overflow’s mechanisms, and then attempt to validate it against those mechanisms.

In particular, we will use natural language processing methods to construct a measure
of similarity between questions and their answers which is determined by the text of the

questions. In order to be validated, this measure should pass the following tests:

e Accepted answers should be more similar to their questions than other answers

o Higher-scoring answers should correspond more to the question

We calculate the term frequency-inverse document frequency matrix for each question-
answer pair, and then calculate the cosine similarities of the vectors produced. This mea-
sure of similarity does indeed seem fit for purpose: accepted answers are more similar to
questions than non-accepted answers (0.31 > 0.27, MWW (W = 3.75 x 1013, p = 0));
and higher-scoring answers are more similar to their respective questions (p = 0.0779

(S =1.19 x 10?2}, p = 0)).

Therefore, we use this similarity score to moderate the effect of posts’ resources on ques-
tions, and Table 3.8 shows the result. Accounting for the score of the answers, as we did
in Table 3.7, improves the model fit by 0.02, but adding the similarity measure improves
the model fit further, by 0.04. We therefore find support for Hypothesis 3.5: a question

contributes more to knowledge when its answers contribute more to knowledge, on the
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Table 3.8: Regression of question knowledge-contribtuion on answers’ justificatory re-
sources, accounting for answers’ correspondence to questions

Dependent variable:

n_q_from_answer_inlinks(3)

(1)

(2)

(3)

(4)

n_q-outlinks(53) 0.0387*** 0.015%** —0.00563*** 0.00357***
(0) (0) (0) (0)
sum_answer_score([3) 0.206*** 0.0828%** 0.382%**
(0) (0) (0)
sum_answer_has_code(3) —0.0137***
(0)
sum_answer_n_outlinks(/) 0.0639%**
(0)
sum_answer_sum_to_n_outlinks(/) —0.0227*+*
(0)
sum_answer_user_outdegree(/3) 0.0506***
(0)
sum_answer_n_inlinks(3) 0.243***
(0)
sum_answer_has_code_times_score(3) 0.119%**
(0)
sum_answer_n_outlinks_times_score(3) 0.246%***
(0)
sum_answer_sum_to_n_outlinks_times_score([3) 0.0339%**
(0)
sum_answer_user_outdegree_times_score(3) —0.0448%+*
(0)
sum_answer_n_inlinks_times_score(/3) 0.139%**
(0)
sum_answer_has_code_times_similarity (/) 0.00477#4*
(0)
sum_answer_n_outlinks_times_similarity(/3) 0.0264%**
(0)
sum_answer_sum_to_n_outlinks_times_similarity(5) —0.0047#+*
(0)
sum_answer_user_outdegree_times_similarity (/) 0.0517***
(0)
sum_answer_n_inlinks_times_similarity (/) 0.0945%**
(0)
Constant 8.74x 10712 756 x 107" 829x 107" —9.22x 107"
A (1) B (1)
Observations 19776864 19776864 19776864 10795393
R? 0.0015 0.138 0.156 0.175
Adjusted R? 0.0015 0.138 0.156 0.175

Note:

*p<0.1; **p<0.05; **p<0.01
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condition that those answers correspond to the question.
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3.5 Demarcating the domain of knowledge

3.5.1 Topicality: Style and Substance

Stack Overflow has explicit standards on what makes a good question for Stack Overflow,
which recognise that the aim of asking a question is “getting an answer”, and that questions
would be answerable and practical [Stack Exchange, 2015b,c,a, 2017a,b]. From these we
can construct a set of variables which capture the characteristics which the site describes

as being important to a good question.

We have already spent a fair amount of time considering the issue of questions “including
links to related questions that haven’t helped can help others in understanding how your
question is different from the rest”, which we have measured through outdegree. The
guidelines state recommend “a title that summarizes the specific problem”, so we will
measure whether the title includes key words — words which are used as tags elsewhere on
the site. We also determine whether the question has all the appropriate tags, by counting
the number of words which could be tags because they appear either in the question’s body
or title, but which do not actually appear as tags. As for introducing “the problem before
you post any code”, we will count the number of characters before the first code block in
the question. Given that the guidelines state that “Spelling, grammar and punctuation
are important”, we count the number of spelling mistakes in the question (excluding those

words which don’t exist in the dictionary because they are technical). Whether the author
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responds to feedback is accounted for by the interaction between the number of comments
on the question and the number of those comments made by the author. Finally, we
go some way to determining whether the question includes a “Minimal, Complete, and
Verifiable” code example. We measure the inclusion of a code block, the length of the

code, and the existence of “a live example of the problem that you can link to”.

All of these variables supposedly make a question on-topic for Stack Overflow, and we
regress both questions’ indegree and score on them (Table 3.9). Because code examples
are supposed to be minimal, we have included a linear and quadratic coefficient for the
length of the code, and the owner comment count is interacted with the comment count
to account for the proportion of a question’s comments which receive a response from the
author. The number of characters before the first code block is interacted with the actual

presence of a code block, for the obvious reason.

Neither of these models is a particularly good fit to the data, not even predicting 0.5%
of the variance in the outcome variables. And, something of a rarity for data of this size,
some of the coefficients are not statistically significant: the presence of a code block in the

indegree model.

Almost all of the other coefficients are of the wrong sign in both models. Both score and
indegree increase with the number of missing tags and the number of spelling mistake, and
decrease with the presence of a live example. The linear effect of code length is negative

and the quadratic term is positive: longer code is worse up until some point, and then it
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Table 3.9: Regressions of questions’ indegree and score on topicality

Dependent variable:

n_answer_inlinks (/) score(3)
(1) (2)
n_characters_before_code(f) —0.00655 —0.0206**
(0.463) (0.021)
has_code_block(f) —0.0102 —0.0056
(0.201) (0.479)
ownercommentcount(/3) —0.0636*** —0.126%**
(0) (0)
commentcount(3) 0.0658%*** 0.131%***
(0) (0)
length_code(p) —0.0487#** —0.12%*%
(0) (0)
length_code?(f3) 0.0104%** 0.0227#+*
(0) (0)
n_tags_in_title(3) 0.00353**%* 0.000349
(0) (0.201)
n_missing_tags(3) 0.0117%%* 0.0283*+*
(0) (0)
has_live_example(f) —0.0012%** —0.00154***
(0) (0)
spelling_mistakes(/3) 0.0345%** 0.0905***
(0) (0)
n_characters_before_code(3):has_code_block(f) 0.00997 0.0254**
(0.422) (0.04)
ownercommentcount(/3):commentcount () 0.00124%*** 0.00318***
(0) (0)
Constant —0.00565 —0.0144**
(0.322) (0.011)
Observations 13330156 13330156
R? 0.00185 0.00771
Adjusted R? 0.00185 0.00771

Note:
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starts getting better again, the opposite of what would be expected.

However, the quality of the question does increase with the number of tags in the title,
but this variable is only significant in the indegree model. Therefore, all things considered,
Hypothesis 3.7 is not supported by the evidence, at least when topicality is interpreted as

following Stack Overflow’s explicit guidelines.

3.5.2 Uniqueness

We now turn to Hypothesis 3.6, and seek to address whether the uniqueness of a question
has an effect on its contribution to knowledge. We would expect this to be the case on
theoretical grounds and because Stack Overflow’s guidelines explicitly suggest: “What we
want is on the order of 4 or 5 similar-but-not-quite-the-same duplicates to cover all possible
search terms and common permutations of the question. It is also OK for these duplicates
to have their own answers so people who find them don’t have to click yet again to get to

a good answer.”[Atwood, 2010]

In this case, we will measure a question’s uniqueness by the tags it uses, while controlling
for the question’s popularity. The variable prop in Table 3.10 measures the popularity of
a question’s tags, measured simply as the frequency amongst all questions of its particular
set of tags. And the regression shows that the number of inlinks to a question does in fact

decrease as the popularity of its tags increases.
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Table 3.10: Regression of question indegree on proportion of tags

Dependent variable:

n_inlinks(f)

(1) (2) (3)
score(3) 0.278%%* 0.278%%*
(0) (0)
viewcount(3) 0.154%** 0.154%**
(0) (0)
answercount(3) 0.106%+* 0.107***
(0) (0)
prop(f) —0.0107%** —0.0148%**
(0) (0)
Constant —4.28 x 10712 568 x 10712 —4.28 x 10712
(1) (1) (1)
Observations 12350818 12350818 12350818
R? 0.2 0.000114 0.2
Adjusted R? 0.2 0.000114 0.2

Note:

*p<0.1; *p<0.05; **p<0.01
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While the sign is correct and the coefficient is statistically significant, the discriminative
power of this variable is not high. Perhaps one reason for this is that many questions have

the same score on this variable, given that 84.72% of tag-sets only occur once.

An alternative approach is to consider those groups of questions which are marked as
duplicates. We know that these are already not unique by some measure, but we can use
their tags to see how distinct each question is from the others. We measure the Jaccard
similarity coefficient between each question’s tags and the set of all other tags of the set of

duplicates (Table 3.11). However, the coefficient here is still not substantively significant.

Table 3.11: Regression of duplicate question indegree on Jaccard index

Dependent variable:

(1)

n_inlinks(3)
2)

(3)

score([3) 0.301%%%* 0.302%%*
(0) (0)
viewcount () 0.108%*** 0.108%***
(0) (0)
answercount(3) 0.0925%** 0.0916%**
(0) (0)
dupes_jaccard(p) 0.0288*** 0.0127%**
(0) (0)
Constant —5.78 x 1071 —4.16x 107 577 x 1071
(1) (1) (1)
Observations 270074 270074 270074
R? 0.18 0.000831 0.18
Adjusted R? 0.18 0.000827 0.18

Note:
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3.6 All components of question knowledge-contribution

We have examined individually all the components of a question’s knowledge contribution,
now comes the time to compare their importance. The model in Table 3.12 fits somewhat
better than the equivalent summary model for answers (Table 2.15), explaining 0.23 of the

variation in the number of inlinks questions receive from answers.

The most important substantive variables are the similarity-weighted number of answers’

inlinks and the sum of the answers’ scores.

3.7 Closures

So far, we have been investigating the knowledge-contribution of questions by examin-
ing whether their different theoretically-relevant characteristics have an effect on their
indegree, which is a measure of knowledge-contribution. We hypothesised that knowledge-
contributing questions would be unique, demarcate the boundaries of the topic, and have

corresponding and true answers.

While we found that indegree was associated with some of these characteristics, that mea-
sure of knowledge contribution was chosen because it’s implicit: unlike a question’s score,
it is not part of the mechanisms administered by Stack Overflow’s software, it is less vis-

ible, and therefore presumably less likely to be subject to other effects, like popularity.

138



THROUGH A DARK MIRROR

OBENG

contribution (p values omitted)

Table 3.12: Regression of question indegree on measures on all components of knowledge-

Dependent variable:

n_answer _inlinks(/3)

(1)

viewcount([3) 0.103***
n_outlinks(f3) —0.0499%**
sum_answer_score([3) 0.0871%**
has_accepted_answer () 0.00471%**
answercount(3) 0.0128%**
n_gz_answers([3) 0.00348***
n_answers_above_mean(3) —0.00277***
sum_answer_has_code_times_similarity(3) —0.0019%**
sum_answer_n_inlinks_times_similarity () 0.134%**
sum_answer_n_outlinks_times_similarity(/3) 0.0359%**
sum_answer_sum_to_n_outlinks_times_similarity(3) 0.00172%**
sum_answer_user_outdegree_times_similarity () —0.0118%**
prop(p) —0.00121%**
n_characters_before_code(f) 0.00295
has_code_block(/3) —0.00846
ownercommentcount (/) —0.00448***
commentcount(f3) 0.00526***
length_code(p) —0.00236***
length_code?(3) —0.00097*
n_tags_in_title(5) 0.00234%***
n_missing_tags(3) 0.00638***
has_live_example(f) —0.000336
spelling_mistakes(3) 0.00214%**
n_characters_before_code(3):has_code_block(/3) 0.000632
ownercommentcount(/3):commentcount(3) 0.000116
Constant —0.00128
score(3) 0.3 1%k
Observations 11610433
R? 0.231
Adjusted R? 0.231

Note:
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However, it would be good to have independent confirmation of the effects we found, from

mechanisms that are explicitly exposed on Stack Overflow.

We can’t use the questions’ score for the reasons cited above, but we can use the question
closure mechanism. Moderators and users with high enough reputation can vote to close

questions for the following reasons:

1. Duplicate: Questions that have already been asked and answered in
the past should be closed. These serve as signposts to their previously
answered duplicates, and have ”[duplicate]” put in the title instead of ”[on

hold]” or ”[closed]”. See How to handle duplicate questions?

2. Off-topic: Questions are generally expected to be on-topic for the site to

which they were posted, within the scope defined by the community.

3. The “off-topic” option provides further guidance. Closers can either select
a predefined message which will show in the close reason box, or type in

a custom explanation which will be posted as a comment.

4. Belongs on [another site]: Questions that are off-topic on the site posted,

but on-topic on another site in the Stack Exchange network.

5. Unclear what you’re asking: The way the question is currently written, it’s
hard to tell exactly what is being asked. The explanations in the question
are not clear, or it is not clear what kind of answer is expected, or there
is not enough information to solve the problem. The question may be

reopened if it is clarified or if the missing information is provided.

6. Too broad: There are either too many possible answers, or good answers
would be too long for a Q&A format. The question may be reopened if it

is edited to focus on an issue that can be answered in a few paragraphs.

7. Primarily opinion-based: Many good questions generate some degree of
opinion based on expert experience, but answers to some questions will
tend to be almost entirely based on opinions, rather than facts, references,
or specific expertise.

[Wiki, 2016]
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Each of these reasons is separately identified in the database, so we can separately look at

the characteristics of posts that were closed for being duplicates, off-topic, “subjective and

PA A W

argumentative”, “not a real question”, “too localized”, or “general reference”, “unclear what
you're asking”, “too broad”, or “primarily opinion-based”. In particular, this will allow us
to establish whether the components of question knowledge-contribution are analytically

separable: by considering whether different closure reasons have different profiles.

Hypothesis: 3.8. Questions which are closed for different reasons will have different

characteristics of knowledge-contribution:

e Answer count

— Unclear questions have fewer answers

— Subjective questions have more answers

— Duplicate questions have more answers

e QOutlinks

— Off-topic questions will have fewer outlinks

— Unclear questions will have fewer outlinks

— Duplicate questions will have fewer outlinks

o Answers’ outlinks

— Subjective will have answers with fewer outlinks
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The mean number of answers for closed questions is 1.82, and Table 3.13 shows the mean
number of answers, question outlinks and answers’ outlinks for questions that were closed

for different reasons.

closed_type n_answers n_outlinks n_answer_outlinks
duplicate 1.4840 0.2226 0.0036
not a real question 2.0734 0.0283 0.0013
off-topic 2.0506 0.0212 0.0016
subjective 3.5094 0.0723 0.0029
too broad 1.8328 0.0285 0.0022
too localized 2.0795 0.0183 0.0011
unclear 1.6696 0.0164 0.0012

Table 3.13: Mean numbers of answers, outlinks and outlinks from answers by the reason
for question closure

As the table shows, unclear and duplicate questions do have fewer answers (MWW (W =
1.08 x 1019, p = 2.61 x 1073%), MWW (W = 5.08 x 10'°, p = 0)), and subjective questions

have the most answers (MWW (W = 8.05 x 10%, p = 0)).

Off-topic questions have fewer outlinks (MWW (W = 2.98 x 10'°, p = 0)), as do unclear
questions (MWW (W = 1.23 x 10'°, p = 0)), but duplicate questions have more (MWW
(W = 3.38 x 10'% p = 0)). However, subjective questions do not have answers with

significantly fewer outlinks (MWW (W = 1.16 x 10'°, p = 0.73)).

Of particular interest is the fact that duplicate questions are extreme on all of these mea-
sures: they have the most outlinks, the answers with the most outlinks, but the fewest

answers.
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The effects of questions’ resources on their chances of closure broadly confirm the results we

found when considering the indegree of questions. This lends credence to Hypothesis 3.8.

3.8 Conclusion

We have sought to address the role that questions play in an enterprise of knowledge
production. Although there is not much theory about questions, we used some philosophical
work alongside our specific case to develop a theory of our own. While it cannot be said
that questions are bearers of truth-claims in the same way that answers are, they do make
contributions to knowledge by creating a context in which the answers can exist, they

circumscribe the space of knowledge which is considered to be relevant.

Indeed, we found that questions do not behave like answers, given that better questions do
not necessarily have higher indegree from other questions (Hypothesis 3.1), and questions

generally do not link to answers (Hypothesis 3.2).

Given that questions don’t directly serve as justificatory resources, we sought to examine
how they nevertheless contribute to knowledge. Because questions are ignored by theory,
except insofar as they’re treated as indirect references to answers, we looked at whether
questions’ contribution to knowledge is just determined by their answers’ contribution to
knowledge. Indeed, we found that questions’ knowledge contribution is associated with
that of their answers, and the answers’ use of justificatory resources (subsection 3.3.1,

Hypothesis 3.3), and the more the answers correspond to the question, the stronger this
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association is (section 3.4, Hypothesis 3.5).

However, we had also hypothesised that questions make an independent contribution to
knowledge that does not depend on their answers, by demarcating the domain of rele-
vance. When we examined the topicality and uniqueness of questions, we did not find that
either factor had an effect on the knowledge-contribution of questions (Hypothesis 3.6, Hy-
pothesis 3.7). In fact, in combining all these potential factors for a question’s knowledge
contribution, we found that the most important factors were derived from the question’s
answers: the similarity-weighted number of the answers’ inlinks, and the sum of the an-

swers’ scores (section 3.6).

Finally, we also looked at an alternative measure of questions’ knowledge-contribution:
their closure by moderators (section 3.7). We found that there were distinct variations
in the number of answers, outlinks, and answers’ outlinks depending on why the question
had been closed, confirming our hypotheses that the knowledge contributions of questions

comes in part from their answers (Hypothesis 3.3, Hypothesis 3.8).

Overall, Stack Overflow’s contributions to knowledge are structured differently to those of
academic journals or encyclopedias, despite the similarities. The domain of knowledge is
not a set of settled claims laid one against another and supported by each other. Although
we could not quantitatively detect that questions have a role in delineating the domain of

knowledge for Stack Overflow, they are a primary part of the site’s infrastructure.
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4 Agency, Ambiguity, and Infallible

Machines

4.1 Incentives in Automated Authority

We have already seen that Latour equivocates between machines and facts. The aim of
making a machine is to tie a group of actants together so that they, by pursuing their
own interests, fulfil the machine’s purpose: “A machine is, as its name implies, is first
of all, a machination, a stratagem, a kind of cunning, where borrowed forces keep one
another in check so that none can fly apart from the group. [...] The engineer’s ability
lies in multiplying the tricks that make each element interested in the working of the
others.”[Latour, 1987, pp. 129-131] So while it is now apparent how facts are exercises of
power, this also means that technical objects are political (or moral) and in this case they

themselves impose constraints on action.[Akrich, 1987]

In [Latour, 2001], Latour turns to the “programs of action” implemented in machines
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which impose constraints on human behaviour. The choice of the word “program” is not
accidental, it is intended to allude to the perlocutionary effect of computer programming
languages. Machines are “relentlessly moral” because they impose unavoidable constraints
and conditions on the actions of those who interact with them. Obviously, this is of
particular relevance to Stack Overflow. In our empirical case, machines make humans
make facts about machines. The users are therefore dually inscribed in the machines
of the Stack Overflow platform and the other machines about which they seek to create

knowledge.'

Remember that in an enterprise of knowledge production, the program of authors is to
make the readers go along with their claims. The moral project of the broader enterprise is
to uphold standards such that readers only go along with the factual, on-topic claims, and
reject the others. This is achieved through the rhetorical strategies of scientific writing,
but on Stack Overflow it is also quite clearly created through the use of machines: the
design of the website itself is constructed to encourage the production of knowledge within
the site’s guidelines. This is the process of tying the interests of users to the project of

knowledge production.

The central mechanism that Stack Overflow deploys to do this is reputation. As the site’s

Welcome page describes:

You earn reputation when people vote on your posts

! And, of course, on Meta StackOverflow, they seek to create knowledge about the platform itself, and on
Meta Stack Exchange they seek to create knowledge about the machines that create the platform.
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Your reputation score goes up when others vote up your questions, answers
and edits.

As you earn reputation, you’ll unlock new privileges like the ability to vote,
comment, and even edit other people’s posts.

At the highest levels, you’ll have access to special moderation tools. You’ll

be able to work alongside our community moderators to keep the site focused
and helpful.

[Stack Exchange, 2017f, emphasis in originall

Why do users value reputation? There are inherent, external, and internal reasons. Stack
Overflow’s reputation mechanism is a form of gamification, which is widely recognised to
incentivise behaviour on web sites, even if there is nothing more to the reputation than
a changing number. And as has been demonstrated empirically in the case of SO, these
mechanisms do incentivise behaviour [Grant and Betts, 2013]. Moreover, with increases in
reputation, and certain other actions, members gain additional privileges on the site which
allow them to do things like delete others’ questions, access site analytics, and disable
ads. Finally, as noted previously (section 3.1.3), there may be external benefits: the site
attempts to link users’ performance to their financial interests by allowing them to show

their profile to employers via an integrated job-finding system.

The privileges that users can get with reputation deserve a little more attention. By
contributing to knowledge-production, they gain the ability to contribute even more to
knowledge production in new ways, in particular by intervening in the posts of others.

Perhaps the most telling observation on Stack Overflow’s moderation system is this: “We
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designed the Stack Exchange network engine to be mostly self-regulating, in that we amor-
tize the overall moderation cost of the system across thousands of teeny-tiny slices of effort
contributed by regular, everyday users. [...] Moderators are human exception handlers,
there to deal with those (hopefully rare) exceptional conditions that should not normally
happen, but when they do, they can bring your entire community to a screaming halt — if
you don’t have human exception handling in place.” [Atwood, 2009a, emphasis in original]
The term ‘exception handler’ usually refers to a block of code in a method somewhere in
the call stack which can handle exceptions.[Oracle, 1995] That is, it’s code written by a
programmer designed to deal with a situation which an anticipated situation which would

otherwise be unexpected by their code.

This is a perfect illustration how actors, both human and nonhuman, can instil a moral
paradigm. The creators of Stack Overflow are aware not only of the knowledge-curatorial
role played by their users, but also that it requires the harnessing of both human and
nonhuman actors. The nonhuman actors that make up the technical infrastructure of the
website allocate privileges to users based on reputation. In particular, the nonhumans
decide what reputation is needed to edit and delete others’ posts, but the site’s human
users assign this reputation to particular users. Granted, Atwood’s description of the role
of moderators is metaphorical. But then again, what is programming itself if not the

construction of concrete metaphors?

While in previous chapters we’ve discussed the incentives for the users, we still haven’t
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talked about how the machine that is is the website is recruited to take part. Considering
an entire website as a machine is a difficult task. This is how Latour describes a tower

windmill with a rotating cap:

What should the mechanic do to hold the wind in his system of alliances, in
spite of the way it shifts directions and changes strength? He has to tailor a
machine that can stay open to the wind and still be immune to its deleterious
effects. Severing the association between the sail mechanism and the tower on

which the mill is built, will do the trick. The top of the mill now revolves.

[Latour, 1987, p .129]

We can’t usefully describe the interests of the website at a similar physical level, by talking
about the interests of electrons in silicon germanium, or photons in optical fibre. But those
interests are only dimly if ever perceived even by the website’s architects. This process
of abstraction is precisely what makes programming so powerful, and this is recognised

within the discipline itself — including by the founders of Stack Overflow:

As it turns out, a lot of computer programming consists of building abstrac-
tions. What is a string library? It’s a way to pretend that computers can
manipulate strings just as easily as they can manipulate numbers. What is a
file system? It’s a way to pretend that a hard drive isn’t really a bunch of
spinning magnetic platters that can store bits at certain locations, but rather a
hierarchical system of folders-within-folders containing individual files that in

turn consist of one or more strings of bytes.

[Spolsky, 2002]

However, we can describe the interests of the website at a much more abstract level.

Anyone who accesses the website, registered user or not, is permitted to interact with it
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in a number of different ways, they are given affordances. Anyone can view posts, but
only registered users can post questions, or answers, or vote on posts. The complex system
of permissions that allocate abilities to users based on their reputation can be thought of
as implementing a “system of alliances”, but interpreting the structure of the mechanism
is much more difficult given this complexity. It suffices to say that the website places
constraints and affordances on the ways in which users can interact with each other, but
users are also called upon to police attempts to circumvent the rules put in place, with

their police action itself receiving review and reward from the reputation system.

Finally, we can take the discussion of interests a step further by considering the interests
of the entity that makes available the website in the first place. After all, why would a
company have an interest in the production of knowledge about programming? The interest
of Stack Exchange Inc., a New York corporation, is presumably profit. How is this interest
tied into that of producing knowledge? Well, the site makes money primarily through
advertising, so we need to take one further detour to the interests of the advertisers. The
advertisers want the users to buy their products or apply for their jobs. Therefore, they
want users who are likely to click on their adverts if they are also likely to buy the product
or apply for the job (in the jargon, they are likely to convert). It is in both Stack Exchange
and the advertisers’ interests to ensure that there are visitors to the site who are interested
in the topic of the adverts, and to maximise conversions. And because of that, Stack

Overflow must attract visitors with relevant content, so the interests of users, advertisers
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and the company are all tied together. Moreover, the costs to Stack Exchange are tied
into this as well. By deferring moderation functions to its knowledgeable community, it
doesn’t have to pay employees to perform them. But this means that Stack Exchange
has to keep its community happy so that they will keep contributing in this way, which
in turn constrains how they can profit from the site. If the advertising was to obtrusive
or irrelevant, they would risk alienating their content creators. After all, one of the main
complaints against Experts Exchange — the contrast case always in the back of the mind
of the architects — was that they profited from unpaid contributions. Stack Exchange does
too, but because the mechanism is less direct, it is more avoidable: the Experts Exchange
paywall was obvious and applied to everyone all the time. The cost to users of advertising

is diffuse.

What are the consequences of this enrolment for the primary stated aim of the machine, the
production of knowledge? The existence of the reputation system makes extremely trans-
parent how much individuals’ contributions have been valued by the community. There
is a notable side effect of this sort of reputation mechanism, found across sociotechnical
systems: where these prior judgements of quality might come to influence future ones, we
would expect the existence of a feedback effect, known variously as preferential attach-
ment, cumulative advantage, “the rich get richer”, or the Matthew Effect. That is, given
that others’ reputation is visible to those who are about to vote, those who have higher

reputation will gain reputation at a higher rate than those who have less. The Matthew
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Effect should not change the ordinal distribution of reputation (i.e. the ranking of users),
but it should affect their cardinality: the top % of users should have far more than =%

of the site’s total reputation.

We can examine this empirically. As Figure 4.1 shows, the distribution of upvotes and

reputation is very unequal; more than half of users have zero reputation or upvotes.

We have already paid attention at length to how Stack Overflow achieves the production
of knowledge. But so far, we have been holding it to its own standards. The existence
of a Matthew Effect is something of a side-effect, so we will be able to understand how
Stack Overflow compares to other reputation systems by examining how the human and

nonhuman actors cooperate to produce this distributional artefact.

4.2 The Matthew Effect on Stack Overflow

Instead of considering the distribution of users’ reputations, we will consider the distri-
bution of users’ upvotes. This is because other factors than upvotes go into users’ repu-
tations. While reputation and upvotes are very correlated (p = 0.959 (S = 1.71 x 10'7,
p < 2.2 x 10719)), there is a lot more variation in reputation (the coefficient of variation of
reputation is 18.02 and that of upvotes is 75.75), because reputation can also come from,
for example, bounties, where users stake some of their reputation to be paid to the accepted

answerer to a question.
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Figure 4.1: Lorenz curves for reputation (blue) and upvotes (red). The dashed line is the

“line of equality”.
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The distribution of the number of users’ upvotes is shown on Figure 4.2. If we were in
the presence of a Matthew Effect as understood in the context of network science, the
proportion of reputation that a user gains should be proportional to the reputation they
already have. This is the model that results in the power-law degree distribution of the
Barabasi-Albert random network model. In that case, we would expect this plot to be a

straight line.

But this plot is not at all dispositive for the existence of a Matthew Effect in user upvotes.
First this plot is at best piece-wise linear, and even if it was linear, proving the existence of a
power-law distribution is considerably more complex. Other distributions than a power-law
can produce a straight line on a log-log plot, and these distributions need not be the result
of preferential attachment. It is true this distribution has very high skewness and kurtosis
(1,622.49, 2725 422.63) and a low mean absolute deviation-standard deviation ratio of 0.02,
indicating that, like a power-law distribution, this distribution has very fat tails. There
are all characteristics of a power-law distribution. However, using the poweRlaw package,
which implements the methods in [Clauset et al., 2007], we find that these data are not
power-law distributed. The bootstrapping procedure produces a p-value of 0.22, which does
not rule out the existence of a powerlaw. However, the fitted distribution has a minimum
cutoff value of x,,;, =5526, which means that the distribution is only fit to 0.02% of the

data.

However, the Matthew Effect strictly speaking does not require that the probability of
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getting more is a linear function of the amount you already have, just that the relationship
is positive (and presumably monotonic). It could be the case that, rather than getting a
proportion of their reputation in additional reputation, users get some more complicated
(but monotonic) function. But these other hypotheses do not have the neat distributional
properties that the Barabasi-Albert power-law version does. Therefore, we can’t diagnose
this sort of non-proportional Matthew Effect by looking at the distribution of upvotes

alone.

Every upvote to a user is an upvote to one of a user’s posts, therefore we should spend
some time looking at the distribution of posts’ upvotes. Figure 4.2 shows the distributions
of upvotes for posts and users on the same axes, and as can be seen, the distribution of

posts’ upvotes is much closer to linear than that of users’ upvotes.

Given this, we can attempt to fit a Yule-Simon distribution to both the upvotes for users
and for posts. The Yule-Simon distribution is a good choice of model because it is a
power-law distribution, but it is also the product of a process which is plausibly similar
to the one we observe: a Yule process. In the Yule process, originally defined for the
distribution of biological taxa, growth is constant and proportional [Yule, 1925], with a
rate p. Interestingly, the Yule-Simon distribution can also take on a bowed appearance like

the users’ upvotes distribution at high values of p.?

As it turns out, there is a much better fit of a Yule-Simon distribution to the posts’

2The power-law distribution considered by poweRlaw has pmf f(z) = ™%, whereas the Yule-Simon distri-

bution has f(z) = F{I(i)a)
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Figure 4.2: log-log rank-frequency plot of users’ and posts’ upvotes
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upvotes than to the users (Figure 4.3, Figure 4.4). The log-likelihood of this distribution is
—36,311,713.29, compared to —6,554,155.51 for the users distribution, and the fitted value

of p for the users’ upvotes distribution is not high enough to explain the non-linearity here.

These plots indicate that, relative to the familiar growth mechanisms of the Yule process
and linear preferential attachment, the number of upvotes received by users and posts with
very low reputations is higher than would be expected, in other words, low reputation
users get more upvotes as a proportion of their reputation than high-reputation users do.
This does not mean that a Matthew Effect process it not at work, just that it takes a
more complicated form that those described by simple power law or Yule-Simon processes.
Therefore, rather than testing properties of the upvote distribution, we will use temporal

data to directly examine how upvotes are attributed to users based on their reputation.

4.2.1 Generative Mechanism

Given that the distribution of posts’ upvotes is close to linear on a log-log plot, it could
plausibly have been produced by a linear preferential attachment process. Users’ upvotes
only come from upvotes to their posts, so it seems plausible that the users’ distribution
— which is not linear on the log-log plot — is the result of a non non-linear preferential

attachment mechanism.

We will explicitly investigate the existence of a Matthew Effect by estimating the attach-

ment kernel of the preferential attachment process. The attachment kernel is defined as
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Figure 4.3: Empirical distribution and best fitted Yule-Simon distribution for posts upvotes
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Figure 4.4: Empirical distribution and best fitted Yule-Simon distribution for users upvotes
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follows: when a preferential attachment occurs on a network, each new node v added to
the network connects to each existing node with probability proportional to the attachment

kernel (Ag):

P(v' connects to v¥) o Ay

[Pham et al., 2015, p. 2]

Two points are to be made here. The first is that our data is not in a network context: we
know the number of votes that a user receives, but we don’t know (nor do we care) who
voted for them. Therefore, we need to adapt the existing network-focused methods to this

context.

Secondly, estimating the attachment kernel is a somewhat involved process. Commonly, it
is assumed that A = k%, which produces a power-law degree distribution. But this is only
one possible functional form for the attachment kernel; preferential attachment only really
requires that Ay be an increasing function of k¥ [Newman, 2001]. Because we're trying to
examine the functional form of the attachment kernel, we can’t use parametric methods
which assume an existing relationship form. Therefore, for robustness, we will use two

different methods as described in [Pham et al., 2015].
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Jeong’s method

The method described in [Jeong et al., 2003] is to build a histogram over a particular time
period of the degrees of nodes to which new edges connect. In our non-network context,
this corresponds to a histogram showing the number of votes received by users with each
given level of reputation. The downside of this method is that the choice of time period
is arbitrary, the choice of period length suffers from bias-variance trade-off, and there is
no correct way of aggregating the results for different time periods.[Newman, 2001, p. 9]

However, we will still carry it out for simplicity and for diagnostic purposes.

For each user, at the start of each calendar month, we calculate their total number of
upvotes received up to this point, and the proportion of upvotes received during that
following month. We also repeat this process with yearly and calendar-weekly intervals.
For simplicity, we then average these proportions over all of the periods of each period
length — even though this is, strictly speaking, incorrect. Figure 4.5 shows the result of

this process.

In this case, we find that the existence of a Matthew Effect is confirmed, there is a large
and positive nonparametric correlation (p = 0.502 (S = 1.68 x 10%°, p = 0)) between a
user’s reputation and the number of upvotes they receive. This only confirms the direction
of the effect, however, given that we're using Spearman’s rank correlation coefficient. If
we make the assumption of linearity, Pearson’s product-moment correlation coefficient is r

= 0.261 (¢t = 1685, p = 0). In regression terms, we can account for 62.67% of the variation
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in users’ reputation gained.

We still need to characterise the shape of the relationship between upvotes and the change
in upvotes — that’s why we decided to look at the temporal process in the first place. The
non-parametric curves and the qualitative appearance of the plots on Figure 4.5 suggest
that, unlike in a preferential attachment process, this relationship is nonlinear. However,
these estimates still suffer from the problems outlined in [Newman, 2001}, so we will proceed

to an alternate nonparametric approach.

163



THROUGH A DARK MIRROR OBENG

4.2.2 Corrected Newman’s method

In [Newman, 2001, §IV], Newman suggests the following method for approximating the
attachment kernel Ay (again, we translate the notation into non-network terms). At a time
t, the probability that any user with reputation k receives a vote is Pg(t). This probability
depends on the proportion of users who currently have reputation k, ng(t)/N(t), and the

attachment kernel which defines the probability of a user with reputation k getting a vote:

We can measure the empirical probabilities Py (t) at each time ¢, as the proportion of the
votes given at time v(¢) which go to a user with reputation k. From this, we can estimate

Ay at each time point:

Au(t) = 2 (4.1)
N
vr(t)  N(t)
S ou (1) (1) (4.2)

In order to produce a global estimate of the attachment kernel, we need to aggregate these
estimates over all time periods. As such, we weight a given time period’s estimate by

the number of votes received for each reputation level that receives votes in that time
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period; if no users with that reputation received votes, the weight is zero. The weight is

wy(t) = v(t)1,, (120, Where 1 is the indicator function:

= 2w A) (4.3)

A normalisation constant C is added to scale the attachment kernel.

Finally, [Pham et al., 2015, p. 10] suggests a correction to Newman’s method. As it
stands, the normalisation does not account for the fact that in earlier time steps the
higher-reputation users are not present. Therefore, the attachment kernel estimate for
each reputation level k needs to be divided by the sum of the number of votes acquired by
users with reputation k across all time periods. This gives a formula for the attachment

kernel of:

_ 1 vR(t) N(1)
‘ztwku);( A SRAGE <t>) (4.5)

For this calculation, we use the highest time-resolution available: 1 day. Figure 4.6 shows

the result. The attachment kernel is decidedly not linear, and while a linear regression on
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these data fits with 0.94, adding a quadratic term raises the fit to 0.96. Indeed, we find
comparable results to Newman’s empirical case (the citation networks of two academic
paper databases): the attachment kernel (relative probability) is quite linear for low rep-
utation levels, and the rate of increase decreases over time. However, unlike in Newman’s

case, our kernel monotonically increases. [Newman, 2001, §IV]

This result is qualitatively comparable to the results found with Jeong’s method (sec-
tion 4.2.1), and is compatible with the existence of preferential attachment. However,
the preferential attachment is only linear for low-reputation users and becomes sub-linear
preferential attachment for higher reputation users. As Newman puts it, “This is under-
standable: no one can collaborate with an infinite number of people in a finite period of
time, so at some point R(k) must start to decrease.”[Newman, 2001, p. 9] For a process with
this attachment kernel, we would expect that in the resulting distribution, compared to
linear preferential attachment, there would be more users with medium levels of reputation

and fewer with very high levels of reputation. This is what we saw in Figure 4.4.

But why is the kernel nonlinear in the first place? All users’ upvotes must derive from

their posts, so we should investigate how votes are given to posts.

4.3 Disproportionate credit

The original formulation of the Matthew Effect was about the attribution of recognition

from significant others for scientific discoveries, either made collaboratively or indepen-
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Figure 4.6: Corrected Newman estimate of the users’ upvotes attachment kernel, solid line
Ay = k shown for comparison
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dently: “eminent scientists get disproportionately great credit for their contributions to
science while relatively unknown scientists tend to get disproportionately little credit for

comparable contributions” [Merton, 1968, p. 57].

Moreover, while we have found some evidence for the Matthew Effect on Stack Overflow,
much of this could be accounted for by users with higher reputation actually making
better posts — although explaining the non-linearity would be problematic. In the original
formulation, the effect was supposed to be unjust because people of higher reputation get

more credit for exactly the same idea.

While Merton relied on interviews with Nobel Laureates for his data, we can directly test
this mechanism using quantitative data on Stack Overflow. While posts on Stack Overflow
can’t be co-authored, there are duplicate questions explicitly indicated as such by the user

moderation process:

Marking a question as duplicate is part of the question closing procedure,
except when a question is closed as duplicate, the title is appended with “[Du-
plicate]” rather than “[Closed]”.

e Moderators and anyone with 3000 reputation may vote to close a question
as a duplicate by clicking the “close” link and entering in the URL or title
of the question they believe it to be a duplicate of.

o It takes 5 close votes to reach the closing threshold. (A question can be
closed as duplicate with a single vote from a moderator or a user who has
earned a gold tag badge in one of that question’s current tags, unless that

user participated in editing the tags.)

¢ You may cast up to 50 close votes per day.

[Stack Exchange, Inc., 2017]
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We will therefore examine for the sets of duplicate questions, whether those posts with

higher-reputation authors are more likely to have more upvotes.

However, this could again be a case where users with higher reputation are less likely to
make duplicate posts, because they know the site’s conventions require them to search
for potential existing duplicates before posting, and because they’re better at doing so.
Therefore, we might expect purely for this reason that higher-reputation users’ posts will
be more likely to be duplicands (posts which are duplicated) than duplicates (the copies).
Also, it could be the case that higher-reputation users tend to have earlier posts, so if the
status of duplicand is awarded to earlier posts, higher-reputation users are more likely to

be the authors of duplicands.

What we’re really interested in is the case where there exist two posts which are otherwise
comparable, and one gets the reptuational benefits simply because its author has higher
reputation. For these reasons, we perform the analysis as follows. We can assume that
really poor duplicates will eventually be removed from the site, so that the duplicates
which remain after a while are “good”, desirable duplicates of comparable inherent quality
[Atwood, 2010]. Therefore, we exclude from our analysis posts that were made in the final
year of our available data, which should give enough time for deletable duplicates to have
been deleted. We will also look specifically at posts which were declared duplicates but
made at a very similar time to each other, where the users’ skill at finding duplicates before

posting will be not be a factor. Therefore, we can ask: given two posts of similar inherent
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quality and timing, does the one posted by the highest-reputation user end up being chosen

as the original?

In the PostLinks table, there are 259070 post duplications (before 2015-09-04), and in-
deed, the mean difference between the duplicate user’s reputation and the duplicand user’s
reputation is —750.69 MWW (W = 2.03 x 100, p < 2.2 x 107!6), and the mean difference
in score between duplicate and duplicand posts is —190.47. That is to say, the users whose
posts are selected as the duplicand do have a higher reputation on average. Surprisingly

however, in 26.37% of cases, the duplicate user’s reputation is actually higher.

We can refine the analysis by restricting it to cases where the posts were made at almost
the same time. For posts made within either 5 minutes of each other, the difference in mean
reputation, although smaller, is still negative and statistically significant —55.09 (MWW
(W = 22116, p = 0.654)). In addition, while 97.39% of duplicand posts were made before
their duplicates, there are still some cases where the duplicand post was somehow made
after the duplicate post. In these cases, the reputation of the author of the duplicand is
much higher than that of the duplicate author: —676.45 (MWW (W = 18265289, p <

2.2 x 10716)).

Therefore, the existence of a Matthew Effect on Stack Overflow is also perpetuated by this
part of the design of the moderation system: users with higher reputations are less likely to
have their questions seen as duplicates, so users with higher reputation get disproportionate

credit for their contributions, as Merton claimed.
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4.3.1 Argument from Authority

There is a final way of examining the effect of the mechanisms of reputation attribution
on the further gain of reputation. While we have characterised how the Matthew Effect
operates on Stack Overflow, and observed its operation in specific cases, we still have only a
partially convincing causal story. The fact that the rich get richer is interesting, of course,
but we still haven’t quite established that they get richer because they are rich. It could
be that quality and reputation are in fact correlated: the good get rich, and the rich get

better.

We will therefore try to isolate the effect of reputation alone on reputation gain, by exploit-
ing the way in which the SO platform displays reputation to its users. In particular, we can
take advantage of the fact that not all users’ exact reputations are displayed. For users with
less than 10000 reputation, their exact reputation is displayed, but above 10000 it is shown
as the number of thousands of points of reputation, rounded to one digit (e.g. ‘10.1k’).
Then, above 100 000, the reputation is abbreviated to just the number of thousands of

points of reputation (e.g ‘122k’).

Similarly to the effect of psychological pricing, [El Sehity et al., 2005] this design choice
reinforces the differences between similar reputation numbers that happen to lie on either
side of a multiple of 1000. From the point of view of a user deciding to award upvotes,
a user with 10001 points of reputation looks very different to one with 9999 points of

reputation, but users with 200 001 points are the same as users with 200 999 points.
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This represents an ideal opportunity to use a regression discontinuity design. If crossing a
significant threshold leads to more of a change in the rate of reputation gain than crossing
an insignificant threshold, then the reputation itself, not the post quality, must be affecting

the upvotes a user receives.

A similar approach has been used to find that badges have an effect on the motivation of
the users who are awarded them,[Anderson et al., 2013] but here we are interested in the

effects of reputation on other users.

Significant reputation thresholds

Reconstructing a user’s exact reputation at any point in time is difficult to do from the data
we have, because there are fifteen different actions that can change a user’s reputation, not
all of those bring about a fixed number of points’ change, and we would need to account
for deleted posts, vote reversal, and reputation caps. [Stack Exchange, 2017¢] Because we
need to have exact data on historical reputation for our RDD to work, we use the Stack
Exchange Network API [Network, 2017] to acquire data on historical reputation. This data
source can provide explicit information about reputations, whereas if we were using the
database dump we would have to inaccurately infer changes. However, this requires us to
limit the number of users we consider because acquiring data from this source takes a long
time. Therefore, we restrict ourselves to the 397 users who had more than 100 000 points

of reputation at the point when our main dataset was collected. What’s more, before the
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12th of August 2012, the reputation counts displayed on the site were not correct at all

times, [Stack Exchange, 2012] so we restrict our data to after this period.

The results are thus: crossing a significant threshold leads to a change in daily reputation
acquired of 0.31, and crossing a non-significant threshold leads to a reputation change of
—0.13. But while there is a difference in these mean daily reputation changes between sig-
nificant and non-significant thresholds, this difference is not statistically significant MWW
(W = 309324, p = 0.797). We are therefore unable to conclusively claim that high-

reputation users get more upvotes simply because they have higher reputation.

4.4 Conclusion

In this chapter we set out to show how human and nonhuman actors are yoked together
in the service of this enterprise of knowledge creation. The reputation system is central to
this: it means that good posts get better more quickly, good ideas are attributed to users
with higher reputations, and users are incentivised to post by the pursuit of reputation.
The incentives of the owners and operators of the site are also aligned: because their

moderators are volunteers and their revenue comes from keeping their users returning.

These aims are achieved by the site’s design: how it displays reputation, how users are
allowed to affect each others’ reputation and the close linkage between posts’ upvotes and

users’ reputation.
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We began by observing the distributional consequences of the Matthew Effect as it occurs
on Stack Overflow. The distribution of users’ reputation is fat-tailed but not power-law.
This lead us to investigate the shape of the attachment kernel, which describes how much
more reputation a user with a given reputation level can expect to get, as well as two
potential mechanisms behind the Matthew Effect: the disproportionate attribution of credit

for duplicate posts, and the effect of the displayed level of reputation.

We found a nuanced picture of how the Matthew Effect operates on Stack Overflow. Users
with higher upvotes get more upvotes at a greater rate than those with lower upvotes. But
unlike in traditional models, this increase is not linear, so that a user with 500 upvotes
gains upvotes much faster than a user with 100 upvotes, but a user with 2500 upvotes
does not gain upvotes much faster than one with 2100 upvotes. The result is that the
distribution of upvotes on Stack Overflow is similar to the power-law distribution found
in other instances of preferential attachment, but it has more users with an intermediate

level of reputation than power-law distributions do.

In its original formulation, the Matthew Effect was about the unequal attribution of credit
for scientific work: more prominent researchers got more credit than their collaborators,
or when they made simultaneous discoveries with others. We found that higher-reputation
users were more likely to get credit for duplicate posts. However, this is not quite evidence
that users were more likely to be up-voted simply because they had a higher reputation.

Moreover, while misattribution of credit for simultaneous discoveries can be measured by
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Stack Overflow’s duplicate mechanism, because duplicates are relatively rare, this can only

be a small part of the story.

We found that the particular way in which Stack Overflow displays reputation makes it
susceptible to a regression discontinuity design. Users with quite different reputations
will be displayed as having the same reputation, above certain thresholds. We use this
peculiarity to test whether changes in displayed reputation have an effect on reputation

acquired, and while there is a difference, it is not statistically significant.

Therefore, we have found that machines and humans are implicated in a complicated system
to reward the creation of knowledge on Stack Overflow. The explicit aims of the system
do not directly match the mechanism that produces them, however, resulting in artefacts

like the Matthew Effect.
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5 Conclusion

We began this enquiry with a comment on the nature of the scientific enterprise: theory is
underdetermined by the data. More broadly stated, Nature alone is not sufficient to resolve
scientific claims. At the very least, if Nature is to convince others, it must be corralled into
doing so. It therefore makes sense to engage with the actual process by which scientists

bring to bear Natural and other evidence on the claims they make.

The empirical case we investigate is part of the scientific enterprise broadly construed.
Stack Overflow aims to “build a great library of canonical answers” in order to become

“The Wikipedia of Long Tail Programming Questions”:

Stack Overflow is not meant to be a library of reference manuals. It’s sup-
posed to contain the same information as a library of reference manuals, in the
form of millions of questions and answers. Combined with Google, that gives
us the magical power of a library of reference manuals you never have to read!
It’s like, you got to the library, and there’s a wizard there at the door, and you
ask your question, and, instead of being told to read a book, you just got (are

you sitting down?) the actual answer!

[Spolsky, 2011]
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Just as the combined output of academic publications constitutes the library of a sci-
entific discipline’s knowledge, Stack Overflow aims to be a comprehensive repository of
programming knowledge. But this quote also belies a difference in organisational princi-
ple. SO is unlike reference manuals, and unlike academic journals in the way it organises
its knowledge. Although SO is a library, specifically, of answers, this means that it must
also include questions. Unlike a paper, or a reference manual, which organises truths rel-
ative to each other, Stack Overflow organises knowledge relative to inscribed (and actual)
users, represented in the questions. The aim is to provide multiple entry-points to each
piece of knowledge, which correspond to the ways in which programmers might approach
a question:

It’s far more common to have many subtle variations of a question. I think
that’s OK, because that’s how the world works. Trying to shoehorn a bunch of
semi-related things into one arbitrary container in service of some Highlander-
ish “there can be only one” rule is ultimately harmful. Remember: while there
are aspects of wiki to our system, we are not Wikipedia. There is not one

canonical question about every possible subject. Rather, there are many.

[Atwood, 2010]

Therefore, to be successful, Stack Overflow users need to give true answers to on-topic
questions. Our examination of the ensuing process of knowledge creation was divided into
examinations of three processes and three empirical objects: the justification of answers,

the positioning of questions and the assignment of reputation.
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5.1 Strength in Numbers?

We started examining SO by looking at the justification of answers. We found a broad
consensus across different literatures that the truth of a claim can be established by how
it is treated by others, and the way to convince others of the claim’s truth is through
justification [Latour, 1987, Suchman, 1987, Cross and Roelofsen, 2016]. We therefore set
out to examine how answers are made true through justification. Although there are
differences in the theoretical approaches to truth which we examined, we settled on a
model which owes much to Actor-Network Theory: we examined the references that posts
made to other resources, and the references made in turn to posts. As a consequence,
we established as our measure of truth a post’s indegree in the network of resources —
the number of other resources that refer to it. Because we framed this as a problem of
networks (i.e. mathematical graphs), there were a number of different possible ways of

operationalising this question.

While we found evidence that truth could be improved by the weight of the number of
resources referred to, this is a global, not a local process. An answer which simply refers
to more posts or to other users does not thereby become more justified. What matters is
that those other resources bring more resources with them, that the post is integrated into
the network of posts, rather than just its local neighbourhood. There was another way in
which simply motivating more resources was insufficient to make an answer true. Modalised

resources, which were not just cited but qualified by the referring author, contributed a lot
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more to the question’s truth than resources which were unmodalised.

The same turned out to be true of questions. Although we had constructed a theory in
which questions make an independent contribution to knowledge, this was hard to establish.
We did not see any improvement in the contribution to knowledge of questions which served
to keep discussion on topic by enforcing the boundaries of the domain of discourse, nor did
we find that unique questions were more impactful. It may be the case that, as in academic
journals, a fair amount of filtering happens to which we don’t have access. We did however
find that the knowledge contribution of a question depends on that of its answers: the truer
the answers, and the more justificatory resources they use, the more the question in turn
contributes to knowledge. This is true regardless of whether the knowledge contribution
of a question is measured — like that of an answer — by its indegree, or whether we look
a the mechanisms behind the negative feedback, where questions are closed for being off-
topic, unclear, subjective, or duplicates. As with answers, we found that the links between
posts matter, but the qualified links matter more, just as modalised justificatory links are
more important, truly corresponding links between questions and answers allow answers’

contributions to matter more to questions.

At first, we considered, from the point of view of the users, the affordances of Stack Overflow
as an enterprise of knowledge creation. We found that creating knowledge involves putting
to work resources and, in the case of questions, encouraging others to do so. We then

turned to exploring why users might feel inclined to do this in the first place. Latour
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distinguished scientists from amateurs on the basis that amateurs could always leave and
do something else [Latour, 1987, 4.A.1.A]. This is too harsh of a distinction, more subtle
would be how many resources the putative scientists have tied up in their endeavour, and
which are not readily transferable. After all, the leads of labs or technical companies could
transition to other industries, or to politics, or to consulting. Those who under them are
in danger of becoming mere teachers. Stack Overflow users have resources tied up in the
site, namely their intellectual property and their reputation. By making reputation an
explicit machine-mediated part of the site’s infrastructure, the designers of Stack Overflow
brought into being a complex machination. The aim of producing knowledge is aligned by
the means of the reputation system with the aim of gaining reputation, because reputation
comes from contributing to knowledge. The site displays users’ reputation at the point
where other users can decide to award them more of it, resulting in a Matthew Effect, in
the original sense of the term: those who have higher reputations are awarded more credit

for their contributions.

5.2 The Meta Turn

Throughout this project, we have been taking somewhat for granted the existence of Stack
Overflow as an artefact. But just as citation analysis can only produce its results because
of the contingent quirk of academic publishing, we can only analyse the information we

have about Stack Overflow for contingent reasons. Most interestingly, the form, the content
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and the conditions of production feed into each other — for both academic and practical

programming knowledge.

Academic publishing, as it now exists, has two features which permit citation analysis.
First, its output is more-or-less public (at least to academics). Second, citations are explicit,
and linking a paper to the particular works it refers to is a matter of technical skill rather
than domain-specific knowledge. However, this also means that the papers which are not
published are invisible, given that journals act as gatekeepers. Moreover, the modalisation
of citations is not as explicit as their targets, so citation analysis typically makes the
assumption that citations are positive. Prior to this, in the Age of Enlightenment, scientific
correspondence was one-to-one, operating through epistolary networks like the Republic
of Letters. And while discoveries were published, this was often only done cryptically, to
establish priority, not to disseminate information. Duplication of effort was assumed, and

the enterprise was competitive.

Similarly, it’s no coincidence we have the information about Stack Overflow that we do.
The site models itself after contrast cases: the forum Experts Exchange as a negative
case, and Wikipedia as a close cousin. The reputation system is a familiar form of Web
gamification and the permissions system might as well be a calque of file system or database
permissions. We don’t (easily) have information about deleted posts, nor about “private”
actions like votes, but we do get to see candidate answers which don’t succeed. Most

importantly, the system uses (multiple) questions as inroads into the knowledge it hosts.
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Scientific progress happens equivocally by the adjustment of theories to Nature, and by
the selection of the aspects of Nature which are accepted into evidence. Because of its
structure, Stack Overflow also progresses by the addition of new ways of asking the same
questions. Evidence matters, the presentation of the evidence matters also, but the third

avenue for innovation in knowledge is in re-describing what you have knowledge of.
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