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ABSTRACT
Using Hydrodynamic Simulations to Understand the
Structure and Composition of the Circumgalactic Medium
of Milky Way-sized Galaxies
Munier Salem
We explore the structure and evolution of baryons within Milky Way-sized halos
(M ∼ 1012 M ) via hydrodynamic simulations. First, we employ a two-fluid model to
study the dynamics of a relativistic, diffusive cosmic ray proton (CR) fluid interacting
with the thermal interstellar medium (ISM). This model was implemented into the eulerian
hydrodynamics code enzo, used throughout this dissertation. After testing this model
on analytically tractable scenarios in one dimension, it is unleashed upon an idealized
disk simulation in a rapidly-star forming setting, where we find evidence for robust,
mass-loaded winds driven by the diffusive CR fluid. These winds reduce the galaxy’s
star formation rate (SFR) and circulate on order as much mass into winds as into forming
stars. We then extend this model to a cosmological setting where the diffuse CR fluid
proves capable of redistributing star formation within the forming disk, reducing the
overly-peaked rotation curves in non-CR runs and producing thin, extended disks with
visible spiral structure. From these same runs, we then explore the effect of CRs on the
circumgalactic medium (CGM) within the halo, comparing our results to observed metal
column lines from L ∼ L∗ galaxies and gamma-ray emission observed by Fermi LAT. From
this body of work, we find the cosmic ray population of forming galaxies likely alters the
system’s baryonic structure and dynamics in fundamental ways, and has a measurable
impact on both the galaxy’s disk and CGM. Complimenting this work, we also explore
the distribution of baryons in the CGM via simulations of the Large Magellanic Cloud
(LMC) orbiting through our own MW halo. We perform a broad suite of “wind tunnel”
simulations to constrain models for the MW CGM’s density profile. From this work, we
find that the extent of HI gas along the LMC’s leading edge is a direct, localized probe of
MW CGM gas density at r ∼ 50 kpc from the Galactic Center. Assuming a β-profile for the
diffuse gas density, we find the MW CGM may host ∼ 10 − 25% of the Galaxy’s expected

baryons.
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again volume-weighted. The final panel plots the ratio of gas velocity to the escape
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above the plane. In this last panel, a value of unity (indicated by a dashed line)
implies this gas parcel would escape the galaxy’s halo, barring any subsequent
hydrodynamic interactions.
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Top Row: Star-formation rate (SFR) as our run progresses. Bottom Row: Total
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2.9

. . . . . . . . . . . . . . . . 36
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4.1

Density projections (surface density) across our simulations for the three massive
components of the runs: dark matter (DM), gas and stars at z = 0. The extended
DM profile appears identical across runs, though runaway SF and feedback in the
massive stellar bulge of the no-CR run has heated the DM, reducing its central
density peak (see Salem et al. 2014, hereafter Chapter 3, for discussion of the
central, star forming regions). In contrast the diffuse halo gas surrounding the
disk and extending tens of kpc is very much dependent on the CR-diffusion model
chosen, with lower-diffusion runs exhibiting higher surface densities. The stellar
disk of each run, analyzed in Chapter 3, is shown for reference, with the degree of
rotational support increasing as the runs become more diffusive. All projections
in this chapter are shown from an “edge-on” perspective, i.e. the ŷ-axis of each
panel is aligned with the rotationally supported disk’s angular momentum axis.
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Gas-density weighted projections of gas temperature, CR energy density, and the
ratio of PCR /(PCR + Pth ), a measure of the CR fluid’s dynamical dominance, all
at z = 0. While the non-CR run’s CGM is dominated by gas at T ∼ 106 K, the
CR-inclusive runs all feature a stronger presence of gas below 106 K. For the less
diffusive runs, a large pocket of gas ∼ 105 K develops within ∼ 50 kpc of the galactic
center, where CRs provide total pressure support for the diffuse CGM material.
Farther away from the SF region, across all CR-inclusive runs, there exists broad
swaths of diffuse CGM material between 104.5 − 106 K, with hotter portions mostly
thermally supported, whereas cooler portions are CR-supported. In short, the
CR component allows broad swaths of CGM gas to drop below the temperature
required of a purely thermal CGM while still maintaining the hydrostatic balance
of the composite fluid. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

4.3

Column densities of HI, mass-weighted projections of metallicity, and column
density of OVI across simulations at z = 0. The CR-inclusive runs feature far
more HI gas beyond the SF disk, and likewise a far higher metallicity CGM. The
covering fraction of HI is strongly dependent on CR model, with the least diffusive
runs exhibiting the broadest swath of high column atomic hydrogen, in regions
coincident with lower temperatures and higher densities (see Figure 4.2) where
the CR-fluid is dominant. The higher metallicity CGM of the CR runs translates
directly into higher OVI column maps.
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Profiles of CGM gas properties versus radius: effectively 2D histograms binned
by gas mass. Overplotted are median values as a function of radius (thick lines)
along with quartile bounds (thin lines). All quantities are plotted at z = 0. . . . . . 91

viii

4.5

Radial profiles of cumulative gas mass beyond 10 kpc from the galactic center at
z = 0. Clockwise from top-left, the panels show all gas, gas below 105 K, gas where
105 < T < 106 K and gas beyond 106 K. Most notably, the mass of “cold” CGM
gas – below 105 K – within 200 kpc depends strongly on our CR diffusion model:
raising the diffusion coefficient by a factor of ten, from 3 × 1027 cm2 /s to 3 × 1028
drops the cold gas mass of the CGM from 1011 M to just 109 M , a factor of 100. . . 93
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From left to right: mass-weighted projections of metal density (repeated here from
Figure 4.3 for convenience), column density of CIII ions and column density of
SiIV ions, both probes of metal enriched gas ∼ 105 K. As we saw earlier for OVI,
the CR-inclusive runs feature a much stronger presence of these ions, again mostly
due to the increased metallicity of those halos’ CGM material. Compared to the
OVI, these lower-temperature ions have comparatively lower covering fractions
at large radii from the galactic center.
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Number density (in cm−3 ) of important gas species, plotted against spherical radius
as in Figure 4.4. Colors denote total quantity of gas; lines show the median values
and inner quartile range. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

4.8

A comparison of column density versus radius (“impact parameter”) between
our simulations and quasar absorption line measurements from the COS-Halos
Survey (Werk et al. 2013). The simulated profiles bin together all pixels from
surface density maps generated from three orthogonal projections of the halo,
with the median value at each radius shown as an orange line. Red and blue
markers denote passive and star-forming galaxies from COS-halos (demarcated at
sSFR = 10−11 yr−1 as in Werk et al. 2013). Squares show bounded measurements,
whose errors are smaller than the markers shown here. Upward arrows represent
saturated sight-lines, and thus lower limits, whereas downward arrows denote
non-detections, and thus upper limits. Across ion species and impact parameters,
the CR-inclusive runs (second and third colums) show better agreement with COS
results.
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4.9

Edge-on maps of γ-ray surface brightness due to hadronic losses across our four
CR-inclusive simulations at z = 0. The left-most run is devoid of CR diffusion,
with the next three runs growing increasingly diffusive from left to right. Above
each panel are thumbnails of the thermal gas and CR energy surface densities.
Across runs, the central surface brightness exceeds 10−3 ergs/cm2 · s. However, the
falloff within the inner CGM is far more rapid for the more diffusive runs: a factor
of 1000 lower for the κCR = 3 × 1028 run, compared to the 3 × 1027 run. . . . . . . . 106

4.10 Cumulative γ-ray luminosity from hadronic losses across our CR-inclusive simulations, as a function of radius from the galactic center at z = 0. LEFT: Total
luminosity emitted from radial shells about the galactic center of thickness 10 kpc.
At all radii within the CGM, the diffusive CR runs separate strongly by the strength
of the diffusion coefficient: a factor of 10 drop in the diffusion coefficient led to a
brighter halo, by over a factor of 300 at r ∼ 20 kpc, and nearly a factor of 30 at r ∼ 50
kpc. RIGHT: Cumulative profile of luminosity as a function of radius, excluding
a central disk of radius 20 kpc and height 10 kpc to safely avoid all emission from
SF regions of the disk/bulge. The upper dashed line is the average rate of CR
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to ignore hadronic losses in the simulation renders the model non-self-consistent.
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4.11 Mass components of our simulated halo, normalized to the “expected” baryon
mass of MHalo (300 kpc) × Ωb /Ωm . Here the “disk” includes all gas within a cylindrical radius R < 20 kpc from the galactic center and a height z < 10 kpc from the
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and HCR , at z = 0.2 for a direct comparison to COS-halos. BOTTOM: The same
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4.12 The fraction of CR energy density that contributes to the hadron loss process, fhad ,
as a function of the slope, α, and cutoff, q, in the spectral model of Equation 4.3.
For the full range of α and reasonable values of q, this fraction is always ∈ [0.3, 0.9],
and thus we find our results in Figure 4.10 relatively insensitive to details of the
CR spectrum. The vertical dotted line shows the slope value found in the solar
neighborhood. The horizontal dotted line is the momentum cutoff for the hadron
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5.1

Comparison of the observed HI column density from the Parkes HI Survey (HIPASS,
see Putman et al. 2003b) to our model’s gaseous surface density (red line). Here
we plot surface density versus radial distance from the LMC kinematic center in
the plane of the LMC disk. The inset shows the observed HI surface density map
from which our profiles are derived. To map the observed two-dimensional lineof-sight (LOS) column’s position to a radius in the disk plane, we assumed the
gas’s height above the plane was zero and made use of the coordinate systems and
transformations described in Section 5.4.2. Next we sampled the observed profile
along a dozen rays, equally spaced in angle from 30◦ to 60◦ in each quadrant (grey
lines with dots, white lines on the inset) and then averaged these radial samplings
into an observed radial profile (thick black line). The central surface density of
our model matches the observed profile well, and the radial falloff is in agreement
in the northwest and southeast quadrants. The leading edge (northeast) shows a
stronger radial falloff beyond 4 kpc, itself evidence of ram pressure stripping, as
the stellar component does not show any such curtailment here. Figure 5.7 shows
the observed stellar profile.
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Our model LMC’s rotation curve, broken down by mass components. The net rotation curve peaks at 80 km/s, on the lower end of current observations. Observationally inferred circular velocities are over-plotted with errors: vdM14 estimated
the amplitude of the circular velocity from stellar kinematics, whereas Olsen et al.
(2011) did so via HI. Kim et al. (1998) also used the HI velocity field along with the
luminosity of the baryonic components to find an HI mass within r = 4 kpc. We
emphasize that correctly modeling the stellar and gaseous surface densities at the
observed HI truncation radius of ≈ 6 kpc is the chief concern for our RPS study of
the LMC disk, whereas the rotation curve profile in interior regions is of limited
importance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138
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5.3

Parameter space for a β-profile model of the MW’s diffuse CGM. The core density, n0 , core radius, rc and exponential falloff, β, completely specify the profile,
described by Equation 5.6. The scatter plots show 5,000 model choices, randomly
selected from independent, uniform distributions of the three parameters. The
GG model (Equation 5.9) was then used along with our LMC model’s stellar and
gaseous distributions to determine a predicted RPS truncation radius of the LMC’s
leading edge. Models where this value is within 1-σ of the observed radius (6.2±.25
kpc) are shown in magenta, models within 2-σ in cyan and 3-σ in orange. These
cuts separate cleanly only in the bottom-right panel, where we’ve plotted the “pa3β

rameters” β vs. n0 rc , motivated by the simplified Equation 5.7, valid for r/rc  1.
Over-plotted on each panel, we show the 1-, 2- and 3-σ confidence intervals for
the constraints found by MB13 (their Figure 4), from X-Ray emission and quasar
absorption lines. Towards the end of our investigations, MB15 published tighter
constraints on this parameter space, shown in the bottom contour plot, with our
analytic results again over-plotted. Figure 5.14 reproduces this bottom panel, but
with the results of our 3D hydrodynamic simulations and full error analysis folded
in. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

5.4

Derived quantities from the 5,000 randomly sampled CGM density models, as
in Figure 5.3, cut by how well each model matches the observed HI truncation
radius. Clockwise from top left are histograms for the LMC disk truncation radius
predicted from GG, RGG , ram pressure experienced by the LMC at pericentric
passage, Pp , MW gaseous halo density at pericentric passage, np , and the total halo
mass found from integrating each β-profile. For each quantity, cuts are shown
for models that match the observed truncation radius, ROBS , within 1-, 2- and
3-σ in magenta, cyan and orange, respectively. For the most stringent cuts, this
analytic model’s average prediction (magenta text above each panel) for the MW
halo density at ∼ 50 kpc is ∼ 5.3 × 10−5 cm−3 , and these models have an average
extrapolated MW gaseous halo mass of M(300 kpc) ∼ 7.5 × 109 M to this radius.
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5.5

Comparison of intended wind within our simulation box (dashed lines) to the
wind actually measured within the simulation over time (solid, colored lines).
This wind depends on both the LMC orbit and chosen MW gaseous halo model.
Shown here is our fiducial, M-1.2, simulation. The simulation measurement shown
here was taken halfway between the corner of the simulation box where the wind
is introduced and the center of the LMC. We also tested the fidelity of the wind as
it propagated further into the simulation domain by running a simulation devoid
of an LMC, with similarly well-matched results.
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Our halo model’s parameter space, as in Figure 5.3, but now with our 44 threedimensional, hydrodynamic simulations over-plotted as stars. For the majority
of runs, the halo’s core parameters, n0 and rc , were held at three distinct, fixed
combinations designated “lo core” (blue stars), “mid core” (green stars) and “hi
core” (red stars). For each of these core choices, β, the exponential falloff, was
incrementally varied to explore a range of MW halo densities at the LMC’s recent
perigalacticon, np . A broad range of β’s were also explored for the mid-core case,
and a few miscellaneous parameter choices were also explored (black stars, some
beyond the plotted range). Beneath these stars, the analytic models of Section 5.3
are also shown. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

5.7

Present Day HI column distribution for 8 representative simulations compared
against the observed HI column (bottom right panel). Also overlaid in grey contours is the observed stellar distribution from 2MASS van der Marel & Cioni
(2001). The name of the run, which can be matched to Table 5.4.4, is displayed
in the upper-right corner. The pericentric MW gaseous halo density, np in each
simulation is displayed in the bottom right of each panel in units of 10−4 cm−3 ,
with the corresponding peak ram pressure experienced at this point in the orbit
displayed in the bottom right, also in cgs. These two quantities tend to increase
from top to bottom in this figure. The observed truncation radius, found from
fitting the leading edge of the disk (upper left quarter) where the HI column falls
to 1019 cm−2 , is displayed as black ellipse with a white outline, whose axis ratio is
constrained to match the LMC disk orientation found in vdM02. The corresponding truncation radius predicted by Gunn & Gott is also plotted as a thinner black
ellipse. The black arrow in the upper left of each panel indicates the direction
of the headwind experienced by the LMC at present day. Finally, the white cross
denotes the LMC kinematic center as traced by the HI
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5.8

Averaged profile of surface density in the four quadrants of the LMC, computed as
in Figure 5.1. Black lines shows our fiducial simulation, whereas red and blue lines
show hi- and lo-core halo density models with an identical pericentric density of
1.2 × 10−4 cm−3 . A thick grey line denotes the same average profile found from the
observed HI column map. Also shown are the higher-density MaxWind simulation
(purple) and a face-on wind run, FM-1.2 (orange).
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The top panel shows the evolution over time of the leading edge truncation radius,
found from LOS column maps, in our simulations. The thick black lines denotes
our fiducial simulation, with a pericentric density np = 1.2 × 10−4 cm−3 , while
green solid lines show a variety of other pericentric densities. Dashed lines show
the instantaneous stripping radius predicted by the GG model. The middle panel
shows the same format as the top plot, but for models with identical pericentric
halo densities but different exponential falloffs. The red curves are for the hi core,
concentrated model, whereas the blue curves are for lo core, extended model. Also
shown as dash-dot lines are so-called “face-on” runs, where the wind was launched
perpendicular to the galaxy’s disk plane, rather than as it would be experienced
by an orbiting LMC. Finally the bottom plot shows the ratio of the simulated
truncation radius to that predicted by GG. Blue and gold swatches denote the
range spanned by all full-orbit- and face-on-wind runs, with the fiducial halo
models highlighted in black. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

5.10 The leading edge truncation radius, as inferred from mock HI observations such
as in Figure 5.7, as a function of each simulation’s pericentric MW gaseous halo
density, np , for our entire suite of simulations using our standard LMC model described in Section 5.2.1. Stars denote each simulation, with orbit models spanning
two orders of magnitude in np , with a denser sampling where the simulation’s results well matched the observed leading edge truncation radius (horizontal dashed
line, with grey region denoting a 3 − σ confidence region). In addition to sampling
across pericentric densities, we also explored whether or not the broader halo profile impacted the observed radius, with the lo-, mid-, and hi-core models, displayed
here in blue, green and red respectively (see Section 5.4.4). Although trends within
and among these three classes of halo model are evident here, they exist within the
general scatter, suggesting the observed truncation radius is indeed a clean probe
of the local MW gaseous halo density at r = 48 kpc from the Galactic center. . . . . 175
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5.11 A comparison of runs by the angle between the wind and disk plane’s normal
vector, ψ, plotting quantities as in Figure 5.10. Black stars denote runs where
the wind velocity mimics the orbit of the LMC, with ψ(t) ∼ 20◦ → 50◦ , with a
pericentric value ∼ 40◦ . Yellow circles denote face-on runs, with ψ = 0 at all
times, even as the wind speed and density vary as in the full-orbit runs. Finally,
triangles show three runs at an intermediate, fixed ψ = 30◦ . Blue, green and red
markers denote IL-1.2, IM-1.2, and IH-1.2, for our three core density models with
np = 1.2 × 10−4 cm−3 . While we find the face-on wind produces consistently higher
inferred truncation radii at present day (due to the oscillations observed in Figure
5.9), both the 30-degree and full-orbit (ψp ≈ 40◦ ) runs show excellent agreement in
Rt , well within the scatter of our simulations. Thus we conclude the exact nature
of disk orientation is of minimal importance, so long as the wind is not face-on.
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5.12 Comparison of simulated HI radial velocity from mock-HI observations to the
observed HI radial velocity (see text for explanation of proper motion corrections).
Red and blue indicate motion away from and towards the observer, whereas white
indicates gas with no radial velocity. Yellow contours again over plot the observed
stellar profile (van der Marel & Cioni 2001), and white and dashed-line ellipses
denote the truncation radius fitted to the HI column profile and predicted by
the GG model, respectively. The simulations shown here are for the face-on and
fiducial runs with np = 1.2 × 10−4 cm−3 (top-left and bottom-left) and the “max
wind” scenario with np = 8.44 × 10−4 cm−3 (top-right).

. . . . . . . . . . . . . . . 179

5.13 A comparison of simulations with disparate LMC disk circular velocities (i.e. DM
potentials), plotting quantities as in 5.10. Upward triangles, squares and downward triangles denote circular velocities of 100, 90 and 80 km/s, the final value
representing our standard model throughout this work. Colors denote different
MW gas halo core density models. Across np and wind models, we fail to find a
significant trend with vcirc , and thus the DM potential does not appear to play a
strong role in the setting the truncation radius.
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5.14 TOP: Distribution of important LMC RPS model params from our full model incorporating uncertainties described in Section 5.5 including offset from GG model
found from our suite of simulations. Left to right and top to bottom, these are the
observed HI truncation radius (modeled as a gaussian, though this choice does
not strongly influence results); MW gaseous halo density at LMC’s pericenter,
np = n(rp = 48.2 ± 2.5 kpc), whose average value here is over a factor of two larger
than that predicted by our earlier analytic toy model (Figure 5.4); and ram pressure experienced by the LMC at pericenter. To compute this final value, we also
3β

sampled uniformly from n0 rc ∈ [.005, .03], motivated by MB15’s error space. The
average of this inferred halo mass is a factor of three higher than the value found
in the toy model of Section 5.3. BOTTOM: Colored lines show our model’s span of
the β-profile’s parameter space, compared to the results of MB15. Our full model
calibrated to the simulations has pulled down the model’s exponential falloff, β
from our earlier toy model, inferring an average gaseous halo model denser than
the results of MB15.
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5.15 Results for our gas-rich LMC disk model simulations, which began with a higher
initial gas mass of Mgas,tot ≈ 1.8 × 109 M . Top: mock HI column map as in
Figure 5.10 for the new gas-rich fiducial halo model run, GM-1.2 (center panel),
compared to the fiducial simulation, M-1.2 (left), and observed HI distribution
(right). Producing RT ∼ 6 kpc now requires a MW diffuse halo density at 50 kpc a
full factor of 8 higher than for our standard disk model. This more violent scenario
leads to a splotchier disk edge, which appears to match the observed profile better.
However, ram pressure fails to alter the the gas column at intermediate radii,
which remains noticeably higher than the observed system’s profile, as the bottom
panel’s plot of the leading edge surface density profile (as in Figure 5.8) shows.
This panel also plots the fiducial simulation (black line) which features a falloff
more in line with the observed system.
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5.16 A comparison of our gas-rich initial LMC disk simulations (squares) to our standard disk model simulations (stars). The left panel plots HI truncation radius, Rt ,
versus pericentric halo gas density, np , as in Figure 5.10. The GG model is shown
now for both sets of ICs (two black lines). The observed HI truncation radius is
also shown as a dashed line. The systematic offset seen in the standard runs is
again observed in the gas-rich set, though with a noticeably larger offset across all
values of np . From the simulations we find the gas-rich model requires a MW halo
gas density ≈ 7 times higher than the standard runs at ∼ 50 kpc. The right panel
takes a ratio of Rt to the GG prediction across all simulations, with unity indicating
a perfect match (dotted line). The gas rich runs feature a consistently higher offset
from the standard runs, which suggests our model ought to take into account the
disk gas’ self-gravity (See Section 5.6.2 and Figure 5.17).
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5.17 Results for our standard initial disk setup (stars) and for the gas-rich simulations
(squares), now compared to an analytic GG model that includes the disk gas’ selfgravity (Equation 5.17, α = 1.0). The plotted quantities are as in the bottom panels
of Figure 5.16. Comparing to that Figure, we find the average offset between
GG and the simulations has been reduced by a factor of two for the standard
runs and over a factor of three for the gas-rich runs. From the right panel, we
also find the difference in this average offset for the two disk models is no longer
significant. This suggests a GG model including the disk gas’s full self gravity
is more accurate than one ignoring it, an important consideration for gas-rich,
late-type dwarf systems. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 198

5.18 Density and enclosed mass profiles for the MW CGM, generated by sampling np ,
the diffuse CGM density at the LMC’s pericentric passage, from our stripping
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simulations, and then sampling β-profile core densities from n0 rc ∈ [.005, .03].
LEFT: density profiles, for our fiducial LMC disk model (black), a gas-rich alternative still consistent with surveys of other late-type dwarfs (green) and an
upper-bounds from considering the SMC (blue). The gas-rich model consistently
lies above the SMC upper bounds, challenging its validity. RIGHT: these models
imply disparate enclosed mass by roughly a factor of ten, with the standard runs
featuring ≈ 2.6×1010 M at 300 kpc, whereas the SMC and gas-rich profiles produce
7 × 1010 and 2.6 × 1011 , respectively. Table 5.9 summarizes the mass enclosed and
provides implied baryon fractions.
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Chapter 1
Introduction
Galaxy formation, in the broadest strokes, is a story of cooling, collapse, and infall, as
baryons settle into dark matter halos and form stars (e.g., Rees & Ostriker 1977; White
& Rees 1978). But a more precise account of this process reveals an important role for
heating, expansion, and outflow, as stars and black holes release energy, momentum and
material back into the interstellar medium (ISM) and beyond, strongly impacting the
resulting structure. Galactic-scale winds are among the most important of these latter
processes, as they can remove appreciable mass from dense, star-forming regions. This
feedback can substantially alter the distribution of luminous matter: studies that match
the observed L ∼ L∗ galaxies with their required dark matter halos find that typically only
20% of the baryons are accounted, with the fraction decreasing for both larger and smaller
systems (Vale & Ostriker 2004; Conroy et al. 2006; Behroozi et al. 2010; Guo et al. 2010).
These estimates also agree reasonably well with the dark matter content of individual
galaxies estimated either with rotation curves (e.g., McGaugh et al. 2000; Stark et al.
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2009; McGaugh et al. 2010) or weak lensing (e.g., Mandelbaum et al. 2006). Generally,
simulations have predicted much higher baryon fractions, producing an offset in the
Tully-Fisher relation (e.g., Steinmetz & Navarro 2002), although very strong feedback
appears to be capable of solving this issue (e.g., Brook et al. 2012). Beyond aiding in this
mass displacement, galactic winds also carry energy and metals beyond their host halo,
polluting the intergalactic medium (e.g., Cowie et al. 1995; Porciani & Madau 2005).
The bridge between these inflows and outflows is the circumgalactic medium (CGM),
the diffuse, multiphase baryonic gas that fill dark matter halos from just outside the star
forming disk to the halo’s virial radius. The CGM’s structure and composition is a tracer
of galactic baryon flows (Mandelbaum et al. 2006; Oppenheimer & Davé 2008; Davé et al.
2012; Behroozi et al. 2010; Hummels et al. 2013; Ford et al. 2014, 2015; Suresh et al. 2015)
and thus holds important clues regarding galaxy formation. Observations in absorption
have begun to characterize the tenuous CGM, both at high redshift (e.g. Simcoe 2006;
Steidel et al. 2010) and in the local universe in X-ray (Anderson & Bregman 2010; Gupta
et al. 2012; Miller & Bregman 2013, 2015) and UV (e.g. Morris et al. 1993). Recent UV work
suggests the CGM of an ∼ L∗ galaxy may host a majority of the halo’s baryons and metals,
an appreciable fraction of which may be in a relatively cool, < 105 K, state (Tumlinson
et al. 2011; Werk et al. 2013, 2014).
In this dissertation we explore the CGM and the interaction of the SF disk and CGM,
via a variety of hydrodynamic simulations. The next three chapters study the dynamics
of cosmic ray protons (CRs), developing a picture of their influence on star formation
and the distribution of baryons within a 1012 M halo. The following chapter exploits
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ram pressure stripping (RPS) of the Large Magellanic Cloud (LMC) to constrain the CGM
density within our own Milky Way galaxy (MW). Linking all these works is the belief that
hydrodynamic simulations of the various ways in which the CGM and star forming disks
exchange mass, momentum and energy can help shed light on the flow of baryons and
thus how galaxies gain their present-day appearance.
In the remainder of this introduction, we provide a brief introduction to the CGM
and then likewise to cosmic rays, before outlining the structure of this dissertation.

1.1

The Circumgalactic Medium

In this section we provide a brief overview of the CGM within MW mass halos. For a
recent review, see Putman et al. (2012).
A theoretical understanding of the CGM begins by considering flows of baryons.
The earliest models considered spherical inflow of gas from the intergalactic medium
(IGM) that would shock heat to the halo’s virial temperature before slowly cooling and
collapsing inward towards the star-forming disk (White & Rees 1978). Modern theories
show a more complicated picture. In the “bimodal” picture of accretion, larger halos
feature primarily shock-heated hot gaseous inflows, whereas smaller systems (and high
redshift progenitors) feature cooler inflows of material, flowing in along filaments in
a fashion amicable to forming rotationally supported disks (Kereš et al. 2005; Dekel &
Birnboim 2006). Recently, moving mesh simulations have altered the details of this
picture, diminishing the importance of colder flows (Nelson et al. 2013; Sijacki et al. 2012;
Bird et al. 2013). The transition mass roughly corresponds to the divide between late and
3

early-type galaxies, suggesting a possible connection between accretion and morphology.
MW mass systems lie near this transition mass, and simulations have indeed found gas
within the compressed centers of filaments that survives below 105.5 K, albeit a minority
by mass (Joung et al. 2012). The virialized CGM material is an important source of star
formation fuel, and within this medium instabilities may lead to colder fragments moving
inwards towards the central star forming region (Mo & Miralda-Escude 1996; Maller &
Bullock 2004), although see Joung et al. (2012)
Feedback from the central disk region itself also alters the CGM, as mass, momentum,
energy and metals are released from stars (e.g. Mac Low & Klessen 2004) and activegalactic nuclei (AGN) (e.g. Di Matteo et al. 2008). The feedback to the CGM takes the
form of radiation (e.g. Bland-Hawthorn & Maloney 1999), fountain flows (e.g. Shapiro &
Field 1976, most likely to affect material close to the disk, in the “disk-halo interface”) and
galactic winds (e.g. Oppenheimer & Davé 2006).
Finally, the CGM is fed by gas stripped from satellite systems (e.g. Grcevich & Putman
2009). In both the MW and M31, HI associated with the largest satellite accounts for a
significant fraction of the host halo’s HI (Putman et al. 2003b, 2009).
The CGM is observed across a broad range of wavelengths, from neutral HI to, very
recently, diffuse gamma ray emission (Pshirkov et al. 2015). Large disks and streams of HI
gas are associated with satellite systems, with the MW’s most notable examples being the
Large and Small Magellanic Clouds (LMC and SMC) and their associated Bridge, Stream
and Leading Arm Feature (e.g. Putman et al. 2003b; Brüns et al. 2005). In the MW, beyond
satellites, HI is found in dense, high velocity clouds (HVCs) (e.g. Muller et al. 1963). The
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majority of these clouds exist within a few kpc of the Galactic plane, and often feature
a head-tail structure that betrays the presence of a diffuse CGM medium through which
they move (e.g. Brüns et al. 2000; Peek et al. 2007). HVCs are also found much farther out
at r ∼ 50 kpc, associated with the Magellanic Complex, and many of those comprising
the Leading Arm likewise feature head-tail structure (Putman et al. 2011). Thus a diffuse
CGM exists at least out to Magellanic distances in the MW.
Close to the disks of spiral galaxies, extended gas is readily observed at a broad range
of temperatures from HI to X-ray (e.g. Fraternali et al. 2002; Collins & Rand 2001; Wang
et al. 2003).
Despite its importance as a potential store of a majority of the galaxy’s baryons, the
diffuse CGM at larger radii is poorly characterized, as this tenuous gas is much harder
to observe, particularly in emission. Observations show diffuse gas may exist across a
broad range of temperatures from ∼ 103 − 107 K (e.g. Anderson & Bregman 2010; Miller &
Bregman 2015; Tumlinson et al. 2011; Werk et al. 2014). The diffuse CGM has recently been
surveyed in absorption for galaxies at L ∼ L∗ by the Hubble’s Cosmic Origins Spectrograph
Halos Survey (COS-Halos), which affords a study of column versus impact parameter out
to 160 kpc from the galactic center. Within the MW, metal transition lines are likewise
observable in emission and absorption. In emission, the detectable Hα is associated with
HI HVCs (e.g. Putman et al. 2003a), suggesting an interface region heated by photons from
the central galaxy or the interaction of the cloud with hot x-ray gas. But absorption studies
suggest UV lines associated with this“warm” material are present along a majority of sightlines, albeit at lower densities (e.g. Collins et al. 2009; Sembach et al. 2003). Likewise work
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in X-ray in emission and absorption has found hot halo gas with large covering fractions
(e.g. Miller & Bregman 2013, 2015; Gupta et al. 2012; Fox et al. 2013). The density profile
and total mass within and among various temperature components is a current subject of
debate, and something we approach from multiple angles in this dissertation.

1.2

Cosmic Rays

Though long established as an important component of the ISM’s pressure support, the
dynamical impact of cosmic rays has received relatively little attention in recent years.
Chemical abundances of CRs tell us their lifetime in the Galactic disk is ∼ 3 Myr, although
rays may enter the halo and reenter the disk, leading to an overall estimate of ∼ 20
Myr (Shapiro & Silberberg 1970; Kulsrud 2005). Despite this short lifetime, their energy
density remains significant since they are thought to be produced via shock acceleration
in supernovae (SN) (e.g., Blandford & Eichler 1987).
In the solar neighborhood, CRs have an observed energy density of ∼ 10−12 ergs
cm−3 (Wefel 1987), making CRs at least as important to model as turbulent pressure
and magnetic fields. Observations of gamma rays indicate that starbursting galaxies
have even higher CR energy densities than the Milky Way (VERITAS Collaboration et al.
2009; Paglione & Abrahams 2012). The cosmic ray pressure is contributed largely by
GeV protons that scatter off of inhomogeneities in the magnetic fields. This leads to the
observed isotropic distribution despite the rarity of SN, their presumed acceleration sites.
CRs stream along their own pressure gradient, but if the streaming occurs faster than the
Alfvén speed, they excite waves in the magnetic field that heat the gas (Cesarsky 1980;
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Wentzel 1969; Kulsrud & Pearce 1969; Kulsrud & Cesarsky 1971).
It has often been argued that this additional pressure term is unimportant to the ISM
dynamics since CR diffusion ought to rapidly wash out pressure gradients that could
drive gas flows. However, models suggest high star formation rates can produce and
maintain a local enhancement of cosmic ray pressure capable of driving large-scale winds
and regulating star formation (e.g. McKenzie et al. 1987; Breitschwerdt et al. 1991; Socrates
et al. 2008; Samui et al. 2010; Dorfi & Breitschwerdt 2013). In addition, the role of diffusion
diminishes on larger length scales, suggesting that CRs may be important for suppressing
large-scale disk fragmentation (which is not observed), while still allowing smaller scale
molecular clouds to form.
Previous work on CR dynamics, while rare, has investigated many important issues.
Breitschwerdt et al. (1991) used a 1D time-independent model to explore how CRs and
MHD effects may help drive these outflows. In their picture, the CRs stream along a
large-scale, coherent magnetic field’s “flux tubes”, oriented vertically close to the disk
and radially far from the galaxy. The rays exert a pressure on the thermal gas via scattering with the field and an Alfvén wave pressure is also explicitly included. This model
supported an important role for CRs in accelerating thermal gas beyond the disk plane,
gently at first, but increasing to high speeds far above the star forming disk. Subsequent
work has enhanced this simple model to include effects in the disk-halo interface, slightly
modified magnetic field geometries, disk rotation/magnetic tension, and more sophisticated damping mechanisms (Breitschwerdt et al. 1993; Zirakashvili et al. 1996; Everett
et al. 2008). Recently, Dorfi & Breitschwerdt (2013) further extended these models to
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include time-dependent outflows and CR diffusion, still in a 1D setting. This enhanced
approach found bursty, transient winds featuring forward- and backward-propagating
shock fronts, with implications for diffuse shock acceleration of CRs. These 1D models
make a persuasive case for the dynamical importance of CRs but can only treat aspects
of the flow inherent to a uniform, coherent wind along ordered field lines. In reality, the
dynamics are likely to involve multiphase, turbulent gas flows and field lines with far
richer topologies. In addition, all these models treat the flow of gas and rays beyond the
disk as an inner boundary condition, and do not explore how gas and rays are produced
within and rise out of the patchwork star forming regions of a real disk.
CRs have only recently been incorporated into 3D, global hydrodynamic simulations
for preliminary explorations into their dynamical role in galaxy evolution. Enßlin et al.
(2007) and Jubelgas et al. (2008) modified the SPH code Gadget to include CRs and used it
to examine both idealized and cosmological simulations of galaxies. They found CRs can
significantly suppress the star formation rates and other properties of galaxies with circular
velocities less than 80 km s−1 . Wadepuhl & Springel (2011) applied this model to the
formation of a MW-sized halo, studying how CR feedback can suppress star formation in
luminous satellites, perhaps patching the discrepancy between the observed distribution
of MW satellites and the predictions of many cosmological simulations. These pioneering
studies demonstrated the importance of CRs, but had a number of shortcomings: most
production runs did not include CR diffusion or streaming; most cosmological runs were
at high redshift, and the simulations included a ‘stiff’ thermal equation of state from the
Springel & Hernquist (2003a) subgrid model, which already builds in feedback to suppress
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disk fragmentation. CRs have also recently been added to cluster scale simulations (e.g.,
Vazza et al. 2012, 2013).
Very recently, Uhlig et al. (2012) built on this earlier work by including cosmic-ray
streaming and found the production of significant outflows, although again the simulations did not include CR diffusion, used the Springel & Hernquist (2003a) subgrid model,
and were not cosmological.

1.3

Structure of Dissertation

The next three chapters explore the dynamical importance of cosmic rays within a forming
MW-sized halo. In Chapter 2, we adopt a simple two-fluid model for the interaction of
CR protons with the thermal ISM. We then implement this model into enzo, an eulerian,
adaptive-mesh refinement (AMR) simulation suite (Bryan et al. 2013). The implementation
is then subjected to tests of its accuracy against known analytic solutions. We then turn
our attention to an “idealized galaxy” simulation of a 1012 M halo, to explore how CRs
alter the evolution of a rapidly star-forming disk. This chapter has already been published
(Salem & Bryan 2014).
In Chapter 3 the two-fluid model is employed in a cosmological “zoom-simulation”
setting, tracking a forming 1012 M halo from z = 99 to the present day. We focus attention
on the central star-forming regions of these runs, investigating how the CR model can
shape the forming disk structure and whether or not it can affect the resulting rotation
curve. This chapter has appeared published in a letter (Salem et al. 2014).
Chapter 4 completes the investigation of cosmic rays, once again exploring the cosmo9

logical simulations but now focused on the CGM, and its resulting low-redshift structure
and composition. We compare to recent observations of the CGM, including UV absorption lines within background quasar spectra and the diffuse gamma ray emission of local
group halos. This chapter demonstrates not only the dynamical effects of CRs but also the
power of the CGM in discriminating against various models of galaxy formation.
In Chapter 5 we shift focus to the MW and its largest satellite system, the Large
Magellanic Cloud (LMC). We study ram pressure stripping of the LMC and ask whether
or not the observed extent of HI gas along the LMC’s “leading edge” can constrain the
local density of the MW’s CGM at r ∼ 50 kpc. To address this question, we employ
simulations of the LMC disk exposed to a ram pressure headwind in a so-called “wind
tunnel” simulation.
Finally, in Chapter 6 we summarize our findings and consider outstanding issues
that future work ought to address.
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Chapter 2
Cosmic-ray Driven Outflows in a Global
Galaxy Disk Model

2.1

Introduction

Most actively star-forming galaxies with high specific star-formation rates (specific SFRs)
host galactic-scale outflows (see Veilleux et al. 2005, for a recent review of galactic winds
and an account of these observations). Both locally and at high redshift, these highly
productive systems can often direct more mass into the outflowing winds than into newly
formed stars, i.e. their mass loading factor (the ratio of of mass loss from the system to
the SFR) is above unity (Martin 1999; Steidel et al. 2010). Multiple gas phases comprise
these flows, with pockets of neutral, warm-ionized and soft X-ray gas observed traveling
0

This section is a reformatted version of an article by the same name by Munier Salem & Greg Bryan
that can be found in Monthly Notices of the Royal Astronomical Society, Volume 437, Issue 4, pp. 3312-3330
(2014). Portions of this paper’s introduction now appear in the introduction to this dissertation and the
abstract for this paper is reproduced in Chapter 6.
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at hundreds of km/s relative to their host galaxies (Heckman et al. 1990; Pettini et al. 2001;
Chen et al. 2010; Rubin et al. 2010).
Despite the importance and ubiquity of galactic winds, the driving mechanisms are
not well understood. Many models have assumed hot evacuated gas from repeated
SN drives the wind (Larson 1974; Chevalier & Clegg 1985; Dekel & Silk 1986), though
more detailed simulations able to resolve interacting SN have failed to produce large
mass-loading, particularly for gas-rich disks (Mac Low & Ferrara 1999; Joung et al. 2009;
Creasey et al. 2013). These results suggest an important role for less obvious processes,
including radiation pressure (e.g., Murray et al. 2005; Nath & Silk 2009; Murray et al. 2011)
and the ISM’s relativistic plasma component — i.e. cosmic rays (Boulares & Cox 1990;
Breitschwerdt et al. 1993; Uhlig et al. 2012). This chapter reports work exploring this final
mechanism.
In this chapter, we adopt a simple two-fluid model for the cosmic rays and thermal
plasma to explore the dynamical impact of the CR pressure on high resolution, global
simulations of an idealized disk galaxy of mass 1012 M . We assume the rays can be treated
as a relativistic plasma of negligible inertia that is tied to the thermal plasma except for an
isotropic diffusion term. We also include source terms for the CRs under the assumption
that they are mostly produced in strong shock waves generated by supernovae. As we
will show, this model – although simple – can drive significant outflows. In Section 2.2
we describe the CR model and initial conditions; in Section 2.3, we describe the results
of our numerical experiments, and finally, in Section 2.4, we describe a simple picture to
understand our results, and discuss both implications and shortcomings of this work.
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2.2

2.2.1

Methodology

The Two Fluid Model for Gas and CRs

We begin with a two-fluid approach to modeling cosmic rays (Jun et al. 1994; Drury
1985; Drury & Falle 1986). The model assumes an ultra-relativistic gas of protons which
we treat as an ideal gas with γ = 4/3 that is tied to the thermal plasma except for a
diffusion term. While a detailed treatment of the high energy particles involving both
a distribution in momentum space and a treatment of magnetic fields could lead to an
anisotropic CR pressure on the gas, the two-fluid approach assumes a scalar pressure to
make the model tractable. Observations are consistent with an isotropic distribution of
particles, particularly in the GeV range which contributes primarily to the pressure. We
neglect diffusion of the cosmic rays in energy, as well as energy loss terms due to direct
collisions or to interactions with the magnetic field. We further assume the large-scale
magnetic field to be dynamically sub-dominant. These assumptions lead to the following
set of equations (Drury 1985)

∂t ρ + ∇ · (ρu) = 0,
ρ (∂t u + u · ∇u) = −∇(PTH + PCR ),
∂t TH + ∇ · (TH u) = −PTH (∇ · u) + Γ + Λ,

(2.1)
(2.2)
(2.3)

∂t CR + ∇ · (CR u) = −PCR (∇ · u)
+∇ · (κCR ∇CR ) + ΓCR ,
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(2.4)

along with the state equations

PTH = (γTH − 1)TH ,

(2.5)

PCR = (γCR − 1)CR ,

(2.6)

where ρ is the gas density, u is the gas velocity, P is the pressure,  is the energy density
and γ is the adiabatic index. The constant κCR is the CR diffusion coefficient, which we
treat as isotropic and independent of any of our state quantities. Γ and Λ represent source
and loss terms for the fluid. In our galaxy simulations both the CR and thermal fluids
receive energy injections within star-forming regions. In these runs the thermal gas is also
subject to radiative cooling. We ignore CR loss terms in our present work.
These equations represent the standard Euler equations of an ideal fluid, with a
second (diffusive) CR fluid that interacts with the gas only via the momentum equation.
Note that the cosmic ray mass density is negligible, allowing us to ignore it in Equation
2.1. Here we implicitly ignore the motion of scatterers relative to the fluid, while still
accounting for this process as diffusion of the CR energy density, CR . We will discuss
some possible ramifications of these assumptions later in this chapter; however, we are
interested in first exploring a simple model that both captures the key effect and allows
us to carry out a relatively large number of simulations.
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2.2.2

Implementation

Our CR model was integrated into the well-tested Eulerian hydrodynamics code Enzo,
described in Bryan et al. (2013), Bryan & Norman (1997), Bryan (1999), Norman & Bryan
(1999), Bryan et al. (2001) and O’Shea et al. (2004). One of Enzo’s main strengths is
adaptive mesh refinement (AMR), which uniformly resolves the entire simulation region
on a course grid but provides higher resolution, “refined” sub-grids as needed in regions
where the dynamics grow complex.
With our new two-fluid model, the list of conserved quantities in the code grows
to include the CR energy density, CR . For our preliminary investigations, we opted to
work with the simple and robust ZEUS hydro method (Stone & Norman 1992), where
the equations are broken into source and transport steps. The CR modifications leave the
transport step unaltered. Passing this new quantity to the transport solver automatically
implements the right-hand side of Equation 2.4, where the new CR energy density is
advected with the thermal fluid.
Next, within the source step, we have implemented the pressure gradient term in
Equation 2.2 and the the first left-hand side term in Equation 2.4. These terms represent
work done by the rays on the thermal gas, and the loss in CR energy density due to
that work, respectively. As in the case of the hydro quantities, simple, explicit, centereddifference derivatives were used 1 .
The fastest information can propagate across a fluid is the sound speed (important for
1

Following the original ZEUS implementation, Enzo stores vector quantities on cell faces, and scalar
quantities at the center of cells. Thus the spatial components of material derivatives are automatically
centered-difference (second order).

15

total

t=0
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Velocity [ cm/s ]
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Density [ g /cm3 ]

Density [ g /cm3 ]

t = .31
CRs

gas

N = 50
N = 100
N = 200
N = 400
N = 800

Figure 2.1 The top row shows the CR-modified shock tube problem of P06, plotting (from left to

right), the density, velocity and pressure (both CR and thermal). Dotted lines show the t = 0 initial
conditions, while solid lines indicate the analytic result. No CR diffusion is used. The bottom row
shows the same quantities for a run with diffusion, where κCR = 0.1. The line shade indicates the
resolution used, from 50 cells (light blue) to 800 cells (dark blue).

subsonic flows) compounded with the bulk speed (important for super-sonic flows). For
accuracy and stability, our time step must remain smaller than the time it takes information
to cross an entire grid cell. In a standard fluid, the sound speed can be derived from the
thermal pressure. For our new two-fluid code, we may define an effective sound speed,
s
ceff ≡

γeff PT
,
ρ

(2.7)


where the total pressure PT = PTH + PCR , and γeff ≡ γTH PTH + γCR PCR /PT . In practice, we
found small, low density, CR-dominated cavities can develop above our disk during bursts
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of star formation. Within these pockets, the effective sound speed becomes enormous since
s
cs,eff ≡

γeff

s
PT
≈
ρ

γCR PCR
ρ

(2.8)

where PCR /PTH >> 1. A high sound speed within a low density pocket can cause our
computations to grind to a halt, since the time step will be limited by the Courant condition

∆t ∝

 ρ 1/2
∆x
1
≈ ∆x
∝ ∆x
cs,eff + u
cs,eff
PCR

(2.9)

where u is the magnitude of the fluid speed, which is appreciably smaller than cs,eff in the
regions of interest. This relationship suggests that raising the density within these regions
can speed the pace of our runs, and since these regions are very much CR-dominated the
artificially enhanced density should not substantially change the dynamics. We place an
upper limit on the allowed effective sound speed by increasing the gas density in cells that
exceed this limit so that cs,eff < cs,max . We explore the implications of this artificial ceiling
in our parameter study below, where we find the choice does not substantially affect our
results.
The diffusive term in Equation 2.4 is likewise implemented with an explicit finitedifference scheme. To ensure stability, the time step of our diffusion scheme should remain
smaller than the time it takes information to propagate beyond our differencing scheme’s
domain of dependence. To ensure this, multiple time steps may be taken within our
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Riemann Problem Initial Conditions
ρ
PTH
CR
u

Downstream (Left)

Pre-Shock (Right)

1.0
2/3 × 105
4.0 × 105
0.0

0.2
267.2
801.6
0.0

CR-diffusion scheme for every source time step, no larger than

∆tCRdiffusion <

1 ∆x2
,
2N κCR

(2.10)

where N is the dimensionality of our simulation. This sub-cycling is limited by the number
of ghost cells buffering each sub-grid, since otherwise the fluid would diffuse beyond a
sub-grid before its parent grid could be made aware.

2.2.3

Two-Fluid Model Tests

The two-fluid model admits an analytic solution to the Riemann problem for non-diffusive
CRs (κCR = 0.0), an extension of the classic Sod Shock-tube problem described in Sod
(1978). The analytic solution for the two-fluid case is derived in Pfrommer et al. (2006)
(hereafter P06). The resulting evolution is qualitatively similar to the classic case: A shock
front and contact discontinuity (CD) propagate forward and a rarefaction fan spreads
back as characteristics send word of the initial disequilibrium through the domain. The
pressure and density profiles are significantly modified, as the disparity in CR causes a
jump in thermal pressure at the CD (where the total pressure remains identical on either
side for all time). This leads to a significant enhancement of the density between the shock
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front and CD.
We reproduce this result in a 1D Enzo simulation using our Zeus hydro scheme.
Our initial conditions, described in Table 1 were chosen to produce a shock with Mach
Number, M = 10.0. We follow P06 and define an effective Mach number
s
M≡


PT,1 − PT,5 xs
,
ρ5 c2eff,5 (xs − 1)

(2.11)

where Region 5 is the right-most low-density, pre-shock region (right) and Region 1 is the
left-most, high density downstream region. Regions 2 – 4 appear as the system evolves,
as described in P06. Here xs = ρ1 /ρ5 and ceff and γeff are given by Equation 2.7.
The top row of Figure 2.1 shows the results for a modest resolution of N = 80. At
higher resolution or with an adaptive mesh the solution converges nicely to the analytic
case, largely devoid of any spurious oscillations or overshoot. As seen here, low resolution
runs can be quite diffusive, smearing out the result at non-smooth points in the solution,
particularly at the CD. Enzo also agreed with this solution when we ran the problem in
3D with plane-parallel initial conditions.
Diffusion of the CR fluid will prove central to our investigation of CR-driven outflows.
The bottom row of Figure 2.1 shows a solution to the same Riemann problem, but now for
κCR = 0.1. Convergence at high resolution and the absence of any spurious oscillations
leads us to conclude the diffusion scheme is stable, even in the presence of shocks, CDs,
sonic points and local extrema in both fluid quantities. Beyond the obvious effects of
diffusion, a noticeable spike in gas density occurs behind the shock front. This density
spike is a classic feature of diffusive shock acceleration (e.g., Jun et al. 1994; Jun & Jones
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t=1

t=3
t=7

t = 15

Figure 2.2 The CR energy density as a function of time for our simple diffusion test (squares). The
analytic solution is shown as solid lines.

1997).
We can test the diffusion scheme by itself in a more quantitative manner for a simpler
test problem: We fill a one-dimensional domain with high density gas (ρ = 10, 000 in
code units) at rest in a region of uniform pressure. We then place a small amplitude, local
enhancement of CRs at the center of this domain. The thermal gas here has too much inertia
to be altered by the CR pressure over the relevant diffusion timescale. Thus the two-fluid
model reduces to a simple, linear diffusion equation for constant κCR : ∂t CR = κCR ∂2x CR .
This equation admits a classic analytic solution for CR (t = 0) = δ(x − x0 ), given by

CR (x, t) = √

1
4πκCR

!
x2
exp −
.
4κCR t

(2.12)

We evolve this solution, beginning at t = 1.0 for the case where κCR = 0.1, as shown in
Figure 2.2. The simple finite difference scheme does a great job matching the solution,
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Galaxy Parameters
NFW Profile
M200
c

1.0 × 1012 M
12.0

Disk
Mdisk
fgas,0
H
R

6.0 × 1010 M
1.0
.325 kpc
3.5 kpc

here for N = 50 grid cells.

2.2.4

Initial Conditions

Our work follows that of Tasker & Bryan (2006), whose ICs, summarized in Table 2,
provided the point of departure for our simulations. These runs include radiative cooling
of the thermal gas but no cooling of the CR component (see 2.4.3).
Our runs begin with an isothermal gas disk at 104 K whose density follows

− rr

ρD (r, z) = ρ0 e

0

sech

2




1z
.
2 z0

(2.13)

where we set the vertical scale height to z0 = 325 pc and the radial scale height to r0 = 3.5
kpc. We set the total disk gas mass to 6 × 1010 M which gives us a ρ0 ∼ 10−20 kg m−3 . This
total mass is roughly that of the Milky Way total disk components (stars and gas – e.g.
Klypin et al. 2002).
In addition to the disk’s self gravity, it sits in a static dark matter potential with the
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standard form (Navarro et al. 1997), given (in spherical coordinates) by



x
M200
(1
ln + x) −
.
MDM (R) =
f (c)
1+x

(2.14)

We set the virial mass, M200 , to 1012 M . The dimensionless radius x = Rc/r200 where c is
the concentration parameter, which we set to c = 12. f (c) is given by

f (c) = ln (1 + c) −

c
.
1+c

(2.15)

To begin our runs in mechanical equilibrium given our gaseous and dark matter mass,
Mtot , we set the orbital speed within the disk to Vcirc (R) = (GMtot /R)1/2 .
For runs including CRs, we begin by adopting a simple prescription that maps CR
energy density, CR , to gas density, ρ, by

CR (r, z) = αCR × ρ(r, z)

(2.16)

in dimensionless code units. For standard runs, we set αCR = 0.1, which corresponds to
CR ≈ 3 × 10−12 ergs/cm3 in the solar neighborhood, in line with laboratory results. This
corresponds to a constant PTH /PCR = 3 throughout our domain. Although this setup is not
realistic, the generation and diffusion of CR rays quickly dominates the CR distribution
and the choice of CR initial conditions has only a tiny effect on our results.
Our galaxy sits at the center of a (500 kpc)3 box, partitioned into 1283 cells. Within
regions where density exceeds the background density by a factor of four, enzo instantiates
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Varied Parameters
CR Physics

Very High
High
Fiducial
Low
Very Low

Star Formation & Feedback

Numerics

κCR

γCR

SF

SN

fCR

cs,max

∆xmin *

size*

1 × 1029
3 × 1028
1 × 1028
3 × 1027
0

5/3
3/2
4/3
—
—

—
—
.05
.01
—

—
1 × 10−6
3 × 10−6
1 × 10−5
—

—
1.0
0.3
0.0
—

10,550 km/s
3,518 km/s
1,550 km/s
—
—

—
31. pc
61. pc
122. pc
—

—
2563
1283
—
—

a higher resolution “sub-grid”, rebuilt at each time step, that increases resolution by
a factor of two. This refinement occurs recursively, and we allow up to six levels of
refinement in our fiducial run, for an effective spatial resolution of 61 pc in the highest
density regions (the majority of the galactic disk).

2.2.5

Star Formation and Feedback

For star formation, we follow the prescription of Cen & Ostriker (1992), with updates first
described in O’Shea et al. (2004). A cell in Enzo will produce a “star particle” if: (1) the
gas density exceeds a threshold density; (2) the gas mass of the cell exceeds the local Jeans
mass; (3) the flow converges, i.e. ∇ · v < 0; and (4) the dynamical time exceeds the gas
cooling time, tcool < tdyn , or the temperature is at the minimum allowed value. Pursuant
to these conditions, Enzo siphons gas from the grid cell into a star particle of mass

m? = SF

∆t
ρgas ∆x3 ,
tdyn

(2.17)

where SF is the the star formation efficiency. Tasker & Bryan (2006) found that SF = 0.05
does a good job reproducing the global Schmidt-Kennicutt law, and we adopt this value
for our fiducial run. To prevent an excess of small star particles bogging down our
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computation, we set a minimum m?,min = 105 M . For cells where m? < m?,min is the
only obstacle to forming a star particle, a particle may still be created with a probability
m? /m?,min whose mass is either the minimum mass or 80% of the cell mass, whichever is
smaller. The particle’s creation occurs over a dynamical time, its mass grows following
Z

t

m? (t) = m?
t0



t − t0
t − t0
exp −
dt
τ2
τ

(2.18)

where m? on the right hand side is the final mass of the particle from Equation 2.17, t0 is
when the particle’s formation began, and τ = max(tdyn , 10 Myr). This equation provides a
simple yet smooth model for the conversion of gas into stars over a few dynamical times
and is taken from Cen & Ostriker (1992).
We also include stellar feedback from Type II supernovae, which deposits a fraction
of the star’s mass and energy back into the fluid quantities of the occupied cell over a
dynamical time. The prescription is given by

∆Mgas = f? m?

(2.19)

∆Egas = (1 − fCR )SN m? c2

(2.20)

∆ECR = fCR SN m? c2 ,

(2.21)

where f? = 0.25 is the mass fraction of the star ejected as winds and SN ejecta, SN is the
Type II supernovae efficiency and fCR is the fraction of this energy feedback donated to
the relativistic CR fluid. For our fiducial run we set SN = 3 × 10−6 , corresponding to 1051
ergs for every 185 M of stars formed. We also typically set fCR = 0.3.
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Table 2.2.4 summarizes the various uncertain parameters in our model. The central
row describes the fiducial values used in our standard run. Columns denote the range of
values investigated in 20 additional simulations. Entries in resolution columns denoted
with * were run both with and without the CR fluid. The parameter values in Table 2.2.4
are not known with precision — in fact, we deliberately chose a wide range of values
because they are uncertain. This not only helps elucidate under what conditions we can
launch a mass-loaded wind, but also determines how the wind scales with each parameter.
We now briefly discuss in more detail four of these parameters explicitly related to the CR
physics.
We begin with SF , the amount of energy generated by supernovae in terms of the
star formation rate. This parameter depends on the SN mass cutoff, the energy produced
as a function of progenitor mass, and the initial mass function. The IMF is probably the
most uncertain (e.g., Cappellari et al. 2012), and our choice is relatively conservative (for
instance Guedes et al. (2011), who adopt an effective SN 1.8 times larger than this). A
closely related parameter is fCR , the fraction of SN energy fed to the CRs. This parameter
is also very uncertain and may depend on details of the environment in which the SN
explosion occurs. Our fiducial choice of fCR = 0.3 is within the range often quoted (e.g.,
Wefel 1987; Ellison et al. 2010; Kang & Jones 2006); however, the precise value is not well
known. For this reason, we explore a range of 0-1 in our tests. The CR loss timescale for
mildly relativistic rays is much shorter than that of ultra-relativistic CRs, thus the energy
given to these lower momentum rays quickly winds up back in the thermal gas. Our
present work ignores these loss processes, and thus fCR represents the fraction of energy
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donated to long lived, ultra-relativistic rays. Note also that for CR wind-driven feedback,
the parameter combination of consequence is actually SN fCR , as this controls how much
of the CR energy is produced per unit star formation.
Our fiducial choice of diffusion parameter κCR is consistent both with recent GALPROP models (e.g., Ptuskin et al. 2006; Ackermann et al. 2012b) and with observational
measurements (e.g., Strong & Moskalenko 1998; Tabatabaei et al. 2013). As discussed
later, this choice also results in CR diffusion velocities consistent with the Alfvén velocity.
Finally, we expect that γCR is very close to 4/3, i.e. ultra-relativistic CRs dominate the
ray fluid. Our goal in exploring different values for γCR is thus largely pedagogical: we
want to better understand the mechanism in play and whether or not the “stiffness” of
this second fluid is central to our model’s results.

2.3

Results

We now present the results of our simulations, first describing the outcome of our run
with all parameters set to their fiducial values, and then exploring how the results depend
on the parameter values. This will allow us to gauge how robust our results are to small
changes in the model, and will help us gain intuition into what role the various physical
processes play. A majority of the analysis presented here was facilitated by the simulation
data analysis and visualization tool yt described in Turk et al. (2011).
Table 2.2.4 provides a description of the parameters varied in this work. The central
row describes all parameter choices for our fiducial run. The other entries of the table represent single-parameter deviations from the fiducial case in our 20 additional simulations.
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The varied parameters are (from left to right) spatial resolution, ∆xmin , in parsecs; mass
resolution, or resolution of the base grid “size”; maximum CR sound speed, cs,max , in km/s
(see Section 2.2.2); star formation efficiency, SF ; supernova feedback efficiency, SN ; the
fraction of energy feedback diverted into the CR fluid, fCR ; the CR diffusion constant, κCR
in cm2 /s; and the power index for the CR equation of state, γCR .

2.3.1

Fiducial Run

We now describe the results of our fiducial run, which has CR diffusion and parameters set
to observationally or physically motivated values. We will begin with a visual examination
of the results, before moving on to 1D profiles and finally the evolution of global values.

2.3.1.1

Visual Evolution

The top half of Figure 2.3 shows a “face-on” view of the gas surface density as our run
progresses. Though somewhat altered by the presence of CRs, the disk evolves in a
manner quite similar to that described in Tasker & Bryan (2006): it cools down to 300K,
and the gas quickly slims to less than a kiloparsec in thickness, beginning in the galactic
center where the dynamical time is smallest. The collapse then ripples outward as spiral
filaments funnel gas into knots. These knots exceed their surroundings in density by over
two orders of magnitude, and act like softened point-sources of gravity, scattering off one
another and making small excursions from the disk. At late times their number and size
stabilizes within the unstable portion of the disk.
The bottom half of Figure 2.3 shows an “edge-on” view of gas surface density, where
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Figure 2.3 Face-on (top) and edge-on (bottom) projections of gas density for our fiducial run at
various times, as indicated. In all but one panel, we show only a quarter of our full disk.
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immediately evident are robust, filamentary flows of gas out of the disk and into the
galaxy’s halo, beginning about 50 Myr after the start of the simulation (coincident with
the start of a strong starburst, which will be discussed in more detail below). In the
innermost regions of the halo, the highest surface densities can be found just above where
the collapse and fragmentation of the galactic disk proceeds radially outward. However,
the projected density appears more homogenous far from the disk, especially at later
times, where it fills spherical lobes above and below the plane of the disk with densities
around 10−26 g cm−3 . These lobes grow continuously, meeting the boundary of our 500
kpc-cubed simulation box by roughly 500 Myr, implying an average speed for the shock
front of ≈ 500 km s−1 .
Figure 2.4 shows projections through the simulation box of CR energy density, which
we will refer to as CR surface energy density, or simply CR surface density. Recall
CR = (1 − γCR )PCR , and thus we can regard bright regions of these plots as areas of high
CR pressure, where the rays may work to liberate gas from bound structures. The rays
initially populate the simulation box in a profile identical to the thermal gas; however the
CR distribution is quickly dominated by the ongoing injection from star formation. As
described earlier, we add CRs into cells where stars form, and thus the face-on projections
show bright clumps that trace recent star formation. These clumps coincide with the
dense knots in the thermal gas plots, home to the most vigorous star formation. The rays
advect along with the thermal gas, but unlike the thermal gas the rays are also highly
diffusive; over time these clumps dissolve to fill their surrounding regions, both within
and above the disk. From the edge-on view in Figure 2.4, we see rays flow out into the
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Figure 2.4 Face on (top) and edge on (bottom) projection of CR energy density for our fiducial
run. In all but one panel, we show just one quadrant of the disk.
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Figure 2.5 The surface density of stars (left), cosmic rays (center), and gas (right) at t = 302 Myr.
Although there exists a 1-to-1 correspondence between clumps in all three quantities, many of the
brightest star clusters are much fainter in CR surface density, implying that these clumps are older,
and producing fewer new stars (and thus fewer CRs). The projection of the diffusive CRs shows
less structure than the gas plot or even the stellar plot. Bright patches highlight only the most
recent star formation.

halo in a manner similar to the thermal gas, but with a smoother distribution.
Figure 2.5 shows a face-on projection of stars in the disk compared to both CRs and
gas density. Bright clumps of stars and CRs show a one-to-one correspondence across the
projections, although some of the largest central star clumps do not figure as prominently
in the CR surface density because they are older and so generating few CRs. The CR
energy density in a clump is set by a competition between injection from star formation
and diffusion/advection. This results in the CR energy density having a lower contrast
than the gas; however, a net pressure gradient in the CR component still persists, which
– as we will show – can drive significant outflows. Many star clusters have interacted,
producing tidal tails. These gravitational features are absent from the CR plots. These
dense clumps also appear in the thermal gas plot (rightmost panel), although this fluid
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Figure 2.6 Slices of mass flux, thermal gas pressure, CR pressure and  = PCR /PT at t = 37.7 Myr
during our fiducial run. This snapshot displays the most violent burst of star formation in the
fiducial run, and thus an ideal study of the anatomy of our winds.

shows far more filamentary/cavity structure than either the stellar or CR distributions.
The CR fluid thus appears to be a good tracer of recent star formation.
We can better understand these flows by plotting mass flux and both relevant pressures (thermal and CR). Figure 2.6 does so at t = 37.7 Myr, during an early burst of
particularly intense star formation. Here we show an edge-on slice through the galaxy,
in four different quantities. Since these flows exhibit noticeable asymmetries, Figure 2.6
shows only the upper left quadrant of the slice in each quantity, flipped horizontally and
vertically to appear as a complete picture. As indicated in the figure caption, the quadrants
represent: 1) pressure of the thermal gas, 2) pressure of the cosmic ray fluid, 3) vertical
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mass flux, and 4) a ratio of CR pressure to combined pressure,  ≡ PCR / (PTH + PCR ). In
this last quadrant, deep red implies strongly CR-dominated dynamics while blue implies
strongly gas dominated. From these plots we see the gas accelerates close to the disk
itself, in pockets of strong CR pressure mostly devoid of gas pressure. Ahead of these
fast, evacuated flows is a denser, slower component that carries more mass flux. Beyond
the current reach of the diffusive rays the halo sits dormant, in hydrostatic equilibrium.
Figure 2.6 can be regarded as a caricature of the run at large: At t = 37.7 Myr the
initial gas profile collapses into a cooler disk, and the SFR is ∼ 400 M yr−1 , a very large
burst. Much later in the run, the SFR has fallen to ∼ 50 M yr−1 , and the acceleration of gas
out of the plane has likewise fallen, but the qualitative features of this scene persist, and
mass flux falls off less rapidly than the SFR. At later times, the acceleration region (where
CRs dominate the pressure) has grown tremendously, providing a gentler acceleration
that nevertheless persists to high altitude, which we describe in a more quantitive fashion
next.

2.3.1.2

1-Dimensional Profiles

To better understand the dominant role CRs play in these flows, we turn to 1D profiles of
key quantities, shown in Figure 2.7. Here we plot the time evolution as a color gradient,
over 300 Myr in ∼ 40 Myr intervals, with lighter colors representing earlier times. For these
plots, we construct a cylinder of radius 50 kpc, centered on the galactic center, aligned
with the galaxy’s angular momentum vector. We then average the quantity of interest in
a volume-weighted sense at a given height above the plane within this cylinder. Thus a
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Figure 2.7 Profiles of fluid quantities as a function of height above the disk plane, z. Here we “bin”
the data, averaging over all cells inside a cylinder of radius 50 kpc at a given height. Lighter colors
represent earlier times, plotted in ∼ 38 Myr increments for roughly 300 Myr. The leftmost panel
plots pressure of the thermal gas (blue) and cosmic rays (orange), in volume-weighted profile. The
central panel plots vertical mass flux away from the disk, ρu · ẑ(z/|z|), with the azimuthal and radial
averaging again volume-weighted. The final panel plots the ratio of gas velocity to the escape
velocity at that height, now a mass-weighted average of all gas at a given height above the plane. In
this last panel, a value of unity (indicated by a dashed line) implies this gas parcel would escape
the galaxy’s halo, barring any subsequent hydrodynamic interactions.

data point on these plots represents an average of the quantity of interest within a wide
disk, a distance z from the galactic mid plane (both above and below).
The leftmost panel of Figure 2.7 plots both CR and gas pressures over our 300 Myr period of interest. Although our initial conditions place CRs in a secondary role throughout
the simulation domain, they rapidly assert themselves as the dominant pressure source
beyond the disk. Similar mass-weighted profiles verify this dominance even in denser
pockets of the multiphase wind. As the winds push outward, to hundreds of kpc in height
above the disk, the rays continue to dominate the dynamics, except in a swept up shell
of gas at the forefront of the flow, where thermal gas pressure spikes. The slope of this
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pressure profile beyond 20 kpc goes roughly as z−4 , consistent with adiabatic expansion
of our γCR = 4/3 ultra-relativistic CR fluid for spherical outflows.
The central panel of Figure 2.7 plots vertical mass flux away from the disk: ρu· ẑ(z/|z|).
Close to the disk (within ∼ 50 kpc) this quantity falls as z−1/2 , suggesting the flow is
rather collimated and the majority of mass continues to rise once it has left the disk. Its
normalization rises rapidly at early times (consistent with the peak in the star formation
rate, described below), before falling at late times, as star formation declines. Far from
the disk, the flux drops off as z−3 , consistent with a constant spherical outflow. These and
similar mass-weighted profiles appear to rule out a primarily fountain-like flow of even
our densest halo gas, at least in this extreme starburst setting.
In the rightmost panel of Figure 2.7, we plot the mass-weighted average vertical velocity, v = uz , of the gas, normalized by the escape velocity at that height. Gas above the
dotted line, if free to follow a ballistic trajectory, would leave our 1012 M halo. In contrast
to standard energy- and momentum-driven feedback models, our outflowing gas does
not obtain its full velocity near the disk – instead the acceleration process is smoother, with
CRs in the halo powering flows with increasing velocity tens of kpc above the disk. This
gentle mechanism shows no sign of abatement at late times, even as the star formation
rate has fallen far below the exotic ULIRG values of our early evolution.

2.3.1.3

Global Quantities

The outflows observed in these CR galaxy simulations should have meaningful implications for the global properties of our galaxy. The top-left panel of Figure 2.8 shows the
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Figure 2.8 Top Row: Star-formation rate (SFR) as our run progresses. Bottom Row: Total baryonic
mass within the galactic disk over time, also broken down into stars and gas. The left-most
column compares our fiducial run, described in the central row of Table 2.2.4, against an identical
run devoid of cosmic rays. The central column compares runs where we’ve varied the CR diffusion
coefficient, κCR . Finally, the right-most column compares runs with various γCR .

star formation rate for two runs as a function of time – one is our fiducial run (with CRs
and diffusion), and the other a run without any CR component. Both simulations show
an immediate burst of star formation, but the run with CRs has a lower SFR at almost all
times. Here we emphasize that both runs contain an equal amount of energetic feedback
from supernovae: in the CR run, 30% is injected into the CR fluid, whereas in the non-CR
run, this energy is injected into the thermal gas.
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The key result of these simulations lies in the bottom-left hand panel of Figure 2.8,
where we plot the amount of gas and stars in the disk. Within 500 Myr, our CR-laced
disk loses roughly 20 percent of its baryonic mass while converting roughly two-thirds of
its gas to stars — a mass loading factor of ∼ 0.3. No equivalent mass loss occurs in the
non-CR run despite its supernovae feedback2 . This result is important, as Tasker & Bryan
(2006) demonstrated that, regardless of parameter choice, it is very difficult to generate
significant outflows with purely thermal feedback. We will next explore how this result
changes when we modify our numerical and physical parameters.

2.3.2

Impact of the CR Diffusion Coefficient

To better understand what role our choice of diffusion coefficient κCR plays in these
dynamics, we ran three additional runs with higher and lower diffusion coefficients, one
below the fiducial value of 1028 cm2 s−1 and two above, in half-decade increments. We also
performed a run with CRs but no diffusion. The central column of Figure 2.8 shows the
SFR and the baryonic mass in the disk over time for these runs.
We begin by looking at the case with no diffusion, described by the blue lines in both
panels of Figure 2.8, an obviously unrealistic scenario that nonetheless provides insight
into the mechanism behind our outflows. In this case, the rays are completely tied to the
thermal fluid, and the combined two-fluid acts almost like an adiabatic gas (since there
is no cooling of the CRs). This strongly suppresses the star formation but does not lead
to any significant gas outflows. From the top-central panel of the figure, we see star2

The mass within our cylinder increases slightly in the no-CR run since radiative cooling allows outlying
disk gas to come within 5 kpc of the central plane.
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formation drops by roughly a factor of four compared to the non-CR run. Despite this
effective feedback, the CRs cannot drive flows since supernovae deposit them only into
the densest regions of the disk where star formation occurs. Bound to this gas, they remain
dynamically subdominant. This leads to a thickening of the disk in what is essentially a
convective process. And since the rays cannot diffuse beyond these dense regions, they
cannot assert their presence in the lower-density regions of the disk where they effectively
drive outflows in the runs with diffusion.
A remarkable thing happens when we turn on CR diffusion. For our lowest diffusion
coefficient run (κCR = 3 × 1027 cm2 s−1 ), the SFR rises somewhat compared to the nodiffusion case, but the bottom-central panel of Figure 2.8 reveals a qualitative shift in the
dynamics: we immediately see strong outflows, leading to a mass-loading factor of nearly
unity. We therefore conclude that diffusion plays a crucial role in this process, moving
CRs from pockets of very high density, where star formation occurs, to areas of the disk
with lower density. Once out in the diffuse ISM, the rays dominate the dynamics, and
the gradient in the CR fluid pressure works to accelerate disk material away from dense
clumps and ultimately beyond the disk. We will discuss a simple model which captures
these dynamics below.
However, if this diffusion occurs too quickly, the rays do not linger long enough to
accelerate much gas: from Figure 2.8, we see the mass loading factor drops steadily as κCR
rises. Thus the shorter the mean free path for the rays, the more important this mechanism
will prove in the disk’s evolution. As we increase the CR diffusion coefficient further, the
SFR increases, approaching an evolution very similar to that seen in the case of no CRs.
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Figure 2.9 The top panel shows the volume-weighted (smoothed) histogram of the CR diffusion
velocity magnitude, vCR diff = |κCR ∇PCR /PCR |, for the four different simulations with differing κCR ,
as labelled. The bottom panel shows the peak of the distribution in each case, along with a linear
relation for comparison.

As κCR rises beyond 1029 cm2 /s, the SFR approaches the no-CR case and the mass-loading
drops towards zero. This picture is consistent with the naı̈ve expectation that for very
high diffusion coefficients CR-enhanced regions rapidly wash out, eliminating any CR
pressure gradients and rendering the rays dynamically irrelevant.

2.3.2.1

CR Diffusion Velocity

In this chapter, we test a range of diffusion coefficients, as the actual value is uncertain and
likely depends on details of the local ISM. One concern is that the diffusion velocity implied
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by our choice of diffusion coefficient should not exceed the Alfvén speed, otherwise CRs
streaming along magnetic fields would excite Alfvén waves and non-adiabatically transfer
energy from the CR fluid to the gas (e.g., Kulsrud 2005). For typical ISM conditions in the
Milky Way, the Alfvén speed (v2A = B2 /4πρ) is thought to be of order 10 km/s, although for
strongly star-forming disks, the actual value may be considerably larger. In the top panel
of Figure 2.9, we show the distribution of diffusion velocities that we find in and near the
disk, for runs with κCR ∈ [3 × 1027 , 1029 ] cm2 s−1 . We estimate the diffusion velocity with
κCR |∇PCR /PCR |. As this plot shows, for each run, there is a range of diffusion velocities
with a systematic trend toward larger diffusion velocities as a function of κCR . The bottom
panel of Figure 2.9 shows this more quantitatively, also clearly demonstrating that vdiff
increases sub-linearly with κCR , despite the fact that the definition is linearly dependent
on κCR . This scaling occurs because increasing diffusion leads to smaller CR gradients,
which decreases the implied CR diffusive velocities.
We also note that, for our fiducial choice of κCR = 1028 cm2 s−1 , the implied diffusion
velocity is comparable to but perhaps slightly larger than the typical Alfvén velocities of
the local ISM in the Milky Way. This may imply that our standard κCR is too large (as we
show later in the chapter, a smaller value would imply stronger winds); however, this is
hard to say with certainty, both because the ISM is multiphase and diffusion may occur
preferentially in the high-temperature, low-density phase which may have a larger Alfvén
velocity, and also because the system we are simulating has a higher star formation rate
than the present-day Milky Way, and so the Alfvén velocity may well be larger.
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2.3.3

Impact of γCR

Our CR model as implemented in this present work is too simplistic to capture many
subtleties of a real population of galactic cosmic rays. We assume an ultra-relativistic gas
of CRs, and thus our second fluid’s equation of state has an index γCR = 4/3. In reality,
this index depends on the distribution of cosmic rays in momentum space. When lower
momentum, moderately relativistic rays dominate the population, gamma rises towards
that of a thermal gas (5/3), and the ray fluid exerts a stronger pressure response (see
Section 2.4.3 for details). The right-most column of Figure 2.8 explores how changes in
this index affect our outflows. From the bottom-right panel, we find that as the CR fluid
becomes less relativistic, the outflows strengthen, presumably since the CR fluid becomes
“stiffer”, responding to compression with a more dramatic rise in pressure for the same
energy injection. Thus our simplistic model’s choice of γCR seems unlikely to exaggerate
CR-driven winds (but see the discussion for other caveats to these results).

2.3.4

Impact of Feedback Prescription

We continue our parameter study by investigating the role of our star formation and
feedback parameter choices. Figure 2.10 again plots the SFR and disk mass for these runs.
In the leftmost column, we’ve varied SN , the supernova efficiency, above and below the
fiducial case by a half decade; the other parameters are left unchanged. As demonstrated
by the SFR plot, increasing the SN efficiency can suppress star formation by a noticeable
fraction, though lowering the efficiency does not have as strong an effect. For all cases,
the SFR tends towards a comparable, low, residual value at late times. The disk mass falls
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Figure 2.10 The SFR rate (top row) and disk mass (bottom row) for a variety of runs which vary
the SN Efficiency (left column), the SF efficiency (middle column), and the CR Feedback Fraction
(right column).

most dramatically for runs with high SN feedback efficiency: The traditional choice of
3 × 10−6 manages to liberate roughly half the disk mass with otherwise fiducial parameter
choices. The mass-loading of our outflows seems to depend strongly on our choice of
SN . Although this parameter strongly affects how many stars we form and thus the gas
fraction, as we saw earlier, it does not have a strong effect on the residual gas mass in our
disk.
We next varied the star formation efficiency SF , related to how much mass in a
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thermally unstable gas parcel is converted into stars. The SFR plot in the central column of
Figure 2.10 demonstrates that lowering this efficiency can strongly suppress star formation
at the beginning of our run, when the rapidly cooling disk of pure gas first collapses.
However, the SFR outpaces the fiducial run roughly halfway through the simulation,
presumably as feedback becomes more important in regulating the dynamics. From the
mass plot, we find the total mass ejected from the disk is roughly independent of this
efficiency; however, the total residual mass of gas in the disk is approximately a factor
of two larger for the low-efficiency case. This occurs because a lower efficiency means
that gas must collapse to higher densities to match the same star formation rate as in the
fiducial run (since the SFR ∝ ρ3/2 ).
We also investigated the role that fCR — the fraction of SN feedback given to the
relativistic CR fluid — plays in our model. The fiducial case sets fCR = 0.3, but we also
investigated no CR feedback, fCR = 0.0, and complete CR feedback fCR = 1.0. As seen in
the rightmost column of Figure 2.10, enhancing the fraction of feedback in the form of CRs
allows them to more effectively suppress the SFR throughout our run. For the case where
feedback is entirely thermal, the SFR is comparable to a run devoid of any cosmic rays.
The mass plot shows that the mass-loading of CR-driven outflows strongly depends on
fCR , with higher CR feedback liberating more disk mass. A run with full CR-feedback and
otherwise fiducial parameters can remove roughly half the disk mass. On the other hand,
when all of the energy is in thermal form ( fCR = 0), no outflows are generated. As in the
case of SF , the choice of fCR does not much affect the evolution of the residual gas mass in
the disk. The fCR = 0 case features global SFR and disk mass evolution nearly identical to
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our non-CR run. This suggests our choice of CR initial conditions is unimportant, since
CR diffusion quickly erases this information and the presence of CRs in the disk over long
times is entirely regulated by star formation. From phase plots (see Figure 2.12), we find
the ratio of CR-to-gas energy density in the disk is consistent with observations in the
solar neighborhood for runs with fCR = 0.3.

2.3.5

Impact of Numerical Parameters

We wrap up our parameter study by exploring the impact of the primary numerical
parameters important in these simulations.

2.3.5.1

CR Sound Speed Ceiling

As CRs diffuse into the galactic halo they can evacuate cavities near the disk which have
low levels of thermal gas, and the cosmic-ray pressure can strongly dominate over the
thermal pressure. This can be seen in Figure 2.6, and tends to happen in the early evolution
of the system. As discussed earlier, these high sound speed regions can dramatically slow
the pace of our runs, and thus we elected to implement a maximum sound speed (via the
gas density). For our fiducial run, we chose a cs,max = 1, 055 km/s.
Figure 2.12 shows an unweighted mass distribution of the two-fluid in our simulation,
separated by density and cosmic ray energy density. For CR-dominated regions (lowerright on the plot), effective sound speed contours (isotherms of the effective two-fluid
temperature) are lines of slope unity with sound speed increasing down and to the right.
Our sound speed ceiling is clearly evident as the sharp, diagonal line in the lower-left
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Figure 2.11 The SFR rate (top row) and disk mass (bottom row) for a variety of runs which vary
our numerical parameters. In the left column, we vary cs,max , in the middle column we vary the
maximum resolution by changing the maximum allowed level of refinement for runs with CRs,
while in the right column we vary the resolution for runs without CRs. In the resolution study,
“Hi Mass” refers to a run with the same spatial resolution as the 6 AMR run, but an improved
mass resolution (see text).
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Figure 2.12 Unweighted mass distribution of the two-fluid gas throughout the simulation domain,
separated by gas density and cosmic ray energy density. For CR-dominated regions (lower-right on
the plot), effective sound speed contours (isotherms of the effective two-fluid temperature) appear
as lines of slope unity with sound speed increasing down and to the right. Gas beyond a threshold
“sound speed ceiling” is forced to higher density, to prevent excessively slow time-stepping in the
run.

corner. From the coloring, this profile (and a similar plot for our highest cs,max run)
confirms that only a small quantity of the fluid is effected by this scheme.
To confirm this somewhat arbitrary parameter does not alter our results, we also
performed runs with cs,max = 3, 518 and 10,550 km/s. The leftmost column of Figure
2.11 demonstrates that the choice of cs,max has little effect on our primary results, even
demonstrating convergence as we raise the ceiling.
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2.3.5.2

Resolution

Finally we explore the role of resolution. Our fiducial run has a base-grid resolution of
1283 and six levels of AMR. For our 500 kpc3 simulation box, this corresponds to a 61 pc
maximum resolution in each dimension. We performed runs with 5 and 7 levels AMR,
corresponding to 122 and 31 pc maximum spatial resolution, respectively. The choice of
base grid sets the mass resolution of our run. We thus also carried out a run with a 2563
base grid but only 5 levels of AMR, thus replicating the spatial resolution of the fiducial
run but with eight times better mass resolution. The center column of Figure 2.11 shows
how these choices impact our runs. From the plots, we find that lowering the spatial
resolution of our runs can work to suppress star formation, diminishing the role of CRdriven outflows and enhancing the final gas fraction of our disk. These relations simply
reflect our star formation law, where the SFR scales with gas density to a power larger
than one. Higher spatial resolution runs can resolve the collapse of cold gas to higher
densities, and thus produce more rapid star formation (Tasker & Bryan 2006). CRs do not
play a central role in this scaling of SFR with spatial resolution. To demonstrate this, we
also performed our resolution runs without the two-fluid model, shown in the rightmost
column of Figure 2.11. The SFR and gas fraction scale over time in an identical fashion for
these non-CR runs. With and without CRs, our choice of mass resolution has little effect
on the plotted quantities.
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Figure 2.13 A schematic model of CR diffusion-driven outflows. The blue (gold) line shows a
hypothetical gas (CR) density profile. The top panel depicts a point early in the evolution, while
the bottom panel shows a time after the CRs have begun to diffuse out of the clump.

2.4
2.4.1

Discussion
A Simple Model for CR-Diffusion-Driven Outflows

As our parameter study demonstrates, including the cosmic ray fluid in our simulations
will only launch mass-loaded, galaxy-scale outflows when the CR fluid is diffusive. The
stronger the CR feedback and the longer CRs linger in the disk (i.e. the smaller the
diffusion coefficient), the more gas can be ejected. This evidence points to a basic model
for the outflows, illustrated in Figure 2.13. The top panel of the figure illustrates a clump
of dense gas, formed as the unstable portion of the disk begins to fragment, where both
the matter and CR energy density become enhanced. The enhancement in CRs occurs for
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two, related reasons: the first is CR acceleration through SN resulting from star formation
in the core, and the second is the compression of the CR fluid as the clump collapses
gravitationally.
At first, the CR fluid is everywhere secondary in strength to the thermal pressure,
and does not dominate the dynamics. However, very quickly, the diffusive CR fluid
begins to spread out, as illustrated in the bottom panel of Figure 2.13, and its width grows
beyond that of the thermal gas. Now the lower-density wings of the thermal gas feel the
presence of an enhanced CR pressure gradient sloping outward, away from the clump’s
center. This pressure gradient exceeds the local self gravity of the gas and accelerates the
double-fluid away from the clump. In a thin disk, the flow continues unimpeded out of
the plane, and many clumps throughout the disk conspire to drive a galactic scale flow
away from the mid-plane.
The timescale for CR diffusion for our choice of parameters is comparable to the
dynamical time of the clump, and so these steps are not cleanly separated as shown in
the cartoon. In our simulations, the rays actually provide an immediate form of feedback,
even before star formation commences due to the compression of pre-existing cosmic rays.
But without replenishment of the CR population via SN shock acceleration, the local CR
peak can only persist a few Myr before diffusion and advection of the accelerated material
depletes the CR reservoir. We find that star formation accelerated CRs are crucial for
driving extended winds.
This model shows why diffusion is essential for driving outflows. In our model,
without diffusion, the CR fluid never gains pressure dominance, particularly in the lower
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density regions of the cloud for which a given pressure gradient will cause a larger
acceleration. This explains why in simulations without diffusion the CRs act to puff
up the disk but cannot drive significant outflows. Uhlig et al. (2012) came to a similar
conclusion for their SPH runs with CR feedback, though they modeled CR streaming
rather than CR diffusion (discussed below). They found that turning on this streaming,
so rays could rapidly escape the densest star forming regions, was likewise necessary to
drive outflows.
It also helps us to understand the observed dependence of outflow strength as we vary
the physical parameters. As we saw in the simulations, a lower diffusion coefficient leads
to larger outflows. In our model as depicted in Figure 2.13, the timescale for spreading
out of the CR profile is directly proportional to the diffusion coefficient, and if we make
the simplifying assumption that the gas does not move significantly during this process,
we see that a given parcel of low density gas in the wings will only feel the CR pressure
gradient for this time period. Therefore, the resulting velocity of the gas is proportional
to κCR , and more of the gas will exceed the escape speed, exactly as observed.
Most of the other parameters are even more straightforward – a higher SN energy,
or a higher CR fraction will result in larger pressure gradients for a given diffusion
strength, and so stronger outflows. The star formation efficiency is less obvious, although
qualitatively we see that for a lower efficiency a given SFR (and likewise CR generation
rate) will be delayed until the central clump density is higher; however, for the other
parameters held constant, the CR acceleration is unaffected, as observed.
Finally, we note that the model indicates that the dense gas in the center is not accel-
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erated by the CR fluid. This is also observed in the simulations, with star forming clumps
(molecular clouds) lasting for tens of Myr (or longer). This indicates that CR feedback
is not an efficient way to disperse molecular clouds, which is not surprising — as we
discuss in more detail below, another physical mechanism (e.g. radiation pressure, stellar
winds) is required. This also limits the amount of gas ejected since in our simulations
the highest mass-loading we achieve (the ratio of mass ejected to mass of stars formed)
is roughly unity. But this is not a fundamental limit for this mechanism: higher massloading could be achieved if molecular clouds were dispersed into the ISM with another
feedback mechanism.

2.4.2

Implications of our Model

The standard picture of SN-driven galactic-scale winds places the thermal gas in a starring
role: the star forming region endows the gas with enough energy and/or momentum to
rise out of the galaxy’s potential while entraining the denser ambient medium in its
path. In this model, diffuse, hard X-ray emitting gas at ∼ 107 K fills the majority of
the volume, acting like a piston to sweep up a shell of denser gas (Chevalier & Clegg
1985; Strickland & Stevens 2000). This dense forerunner may succumb to Rayleigh-Taylor
instabilities and the hot wind escapes as denser clumps fall back towards the disk in a
ballistic “fountain” fashion. As the evacuated gas mixes with cooler components of the
halo and climbs beyond the galaxy’s gravitational potential, it continually decelerates
before it manages to escape the galaxy, delivering heavier elements to the IGM (Strickland
& Heckman 2007). With reasonable parameters, high-resolution simulations of this model
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fail to launch appreciable mass into the IGM (e.g., Mac Low & Ferrara 1999; Melioli et al.
2013), although they may expel a significant amount of energy and metals.
The CR-diffusion driven winds we find here depart from this traditional picture
in many fundamental ways. Here we identify two key differences with observational
consequences.

1. Beyond our galaxy’s disk plane CR pressure dominates the dynamics, launching
slower, more massive winds where all but the densest clumps continue to accelerate
throughout the flow. In stark contrast to a ballistic, momentum-driven feedback
approach, our winds start slow, climbing towards the escape velocity ∼ 10 kpc away
from the disk. Recent observations may favor this gentler, extended acceleration
mechanism; Steidel et al. (2010) investigated the kinematics of 89 Lyman break
galaxies with survey-quality far-UV spectra and found their features were well
matched by a scenario in which the gas velocity rises with distance, out to at least
100 kpc.

2. In our runs, while evacuated, 107 K gas exists in pockets, particularly during the
most extreme burst of star formation, the wind mostly comprises denser material
below 106 K, with an appreciable warm-ionized, 104 K component. These winds
deliver more disk mass to both the gaseous halo of the galaxy and the IGM beyond.
Thus our model may help explain why star-forming galaxies show evidence for
substantial amounts of multiphase gas in their halos (e.g., Chen et al. 2010; Rubin
et al. 2010; Tumlinson et al. 2011).
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2.4.3

Missing Physics

Although our simulations feature relatively high resolution, and by including cosmic
rays we help push forward the science of modeling galaxies, we are well aware that our
simulations are a cheap substitute for the turbulent, multiphase, magnetized ISM, rife
with molecules, dust and radiation from massive stars. In this section, we briefly discuss
many of the limitations of our work and even more briefly touch on their likely impacts.
We begin with resolution. As in Tasker & Bryan (2006), we find that the SFR throughout our run depends monotonically on resolution, with higher resolution runs producing
more stars at a given time. Higher resolution runs can track collapsed gas into scales, and
thus higher densities, where the SFR rises, as indicated by the Schmidt-type star formation
law we adopt. However, these higher resolution runs may not produce more accurate
SFRs in the disk, since at these smaller scales feedback mechanisms we do not attempt
to capture become important, as we noted earlier. This makes it difficult to do a proper
convergence study, although we did attempt it (see section 2.3.5). However, it is likely that
convergence will only come with a mechanism for dispersing molecular clouds. Ironically,
it may be that the lower resolution runs, which better match the Kennicutt relation, are
more realistic models.
Our simulations make no attempt at a self-consistent evolution for the magnetic fields.
For this two-fluid picture to strictly hold as implemented, we require a stochastic, tangled
field throughout our simulation region. These inhomogeneities cause CRs to random walk
through the fluid, thus obeying our simple model with advection and isotropic diffusion.
Observations of both the Milky Way and other local galaxies indicate the magnetic fields
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within a galactic disk are roughly equally divided in energy between such a stochastic
component and a large scale coherent field that traces the spiral structure (e.g. Beck &
Wielebinski 2013). Thus CRs may preferentially stream within the plane of the disk,
since the diffusion coefficient along field lines is larger than perpendicular to them. More
work is required to better understand how diffusion depends on field topology, strength,
and gas density (e.g., Xu & Yan 2013); however, from our parameter study, we find our
qualitative result does not change when we vary the diffusion coefficient by orders of
magnitude and therefore we suspect that the basic picture of CR-driven winds does not
depend strongly on how diffusion works.
We note that we also do not include the impact of cosmic ray streaming. In our model,
the rays are tied to the field which is assumed to be frozen to the gas. In reality, CR pressure
gradients cause the rays to stream along field lines which can excite Alfvén waves leading
to heating of the gas (Skilling 1975). In the halo, a more ordered, open topology may exist,
perhaps providing a larger role for MHD waves excited by the streaming rays. At the
disk-halo interface, the magnetic field structure is very uncertain, altered by bulk motions
of the ISM that circulates above the disk. A better treatment of MHD and star formation
at significantly higher resolution would be necessary to include all these processes in an
accurate, self-consistent fashion.
Our CR fluid undergoes only adiabatic changes, except when bolstered by injections
within star-forming regions and diminished by isotropic diffusion. In reality, diffuse
shock acceleration on galactic scales and baryonic activity near the galaxy’s supermassive
black hole may also contribute to the CR fluid. In these non-cosmological runs, shock
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fronts do not play a central role in creating our galactic CRs. And for the purposes of this
study, we wish to isolate star formation feedback from AGN feedback. Likewise, a more
realistic model would capture CR loss processes, the most important being Coulomb
losses and “catastrophic losses”. In the former process, the charged rays slowly lose
energy irreversibly to the surrounding plasma at large, heating the thermal gas while
diminishing the CR energy density. The latter process involves the production of pions
which decay into photons, electrons and neutrinos, resulting in a net loss of energy from the
entire plasma via radiation. The relative importance of these two mechanisms depends
on the distribution of CRs in energy: for CR fluids dominated by highly relativistic
rays, catastrophic losses prove more important, and vice versa. Both processes scale
inversely with the density of the thermal gas, ρ. An accurate calculation of these cooling
rates also involves knowing the detailed momentum-space distribution of the CRs, since
lower-momentum rays lose energy much faster than higher momentum, ultra-relativistic
particles. Our present work makes no attempt at modeling the CR spectrum. In fact,
we implicitly assume the CR fluid is composed exclusively of ultra-relativsitic, γCR = 4/3
rays, with a spectral index in momentum space of α = 2. In their work, Jubelgas et al.
(2008), building on the work of Enßlin et al. (2007), capture key aspects of the CR spectral
distribution by assuming a CR distribution d2 N/dPdV ∝ p−α θ(p − q) with constant spectral
index α ∈ (2, 3) and low-momentum cutoff q (here θ is the Heaviside function). Within
this framework, they calculate loss rates for the CR fluid, modeling the process as simply
a rising cutoff, q, as low-p rays lose their energy. They present cooling timescale curves
as a function of the cutoff, q, for Coulomb and catastrophic losses. These timescales
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scale roughly with the inverse of gas density. If we assume a low-momentum cutoff of
approximately mp c, or higher, we find a lifetime for CRs of ≈ 1.2 Myr in the densest
star forming regions, ≈ .5 Gyr in the disk at large, and ≈ 10 − 1, 000 Gyr within our
outflowing halo gas. A lower momentum cutoff can pull down these time scales an order
of magnitude. Thus rays appear to be long lived, compared to the timescales of our
dynamics, and thus our decision to ignore loss processes seems justified.
By forgoing a detailed description of the CR energy distribution, we also forfeit
accurate knowledge of γCR , a function primarily of spectral index, α. Our fiducial choice
of γCR = 4/3 implicitly assumes α → 2, and thus the “softest” possible equation of state,
where an adiabatic compression of the CR fluid produces a subtler rise in pressure than
a thermal gas with γTH = 5/3. Observations motivate a choice of α closer to 2.5, and
thus a somewhat stiffer CR fluid. Our parameter study has shown that a stiffer pressure
response in the CR fluid enhances our outflows, so our fiducial runs are conservative in
this regard.

2.4.4

Comparisons with Previous Work

Previous 1D models of CR-driven outflows have focused on diffuse winds (Breitschwerdt
et al. 1991, 1993; Dorfi & Breitschwerdt 2013). They take the disk-halo interface as the
inner boundary conditions of the flow and assume straight, open magnetic field lines
rising above the disk. Their runs include CR diffusion and streaming and an Alfvén
wave pressure. The fast, diffuse flows of the standard wind picture presumably groomed
the halo’s magnetic field into this coherent structure, and the model thus appears self56

consistent. Our results are broadly comparable with this work, particularly the timedependent simulations of Dorfi & Breitschwerdt (2013). In particular, they find that local
CR enhancements close to the disk drive mass-loaded winds powered by CR pressure.
As described in the introduction, Enßlin et al. (2007) and Jubelgas et al. (2008) carried
out simulations with the SPH code Gadget that included CRs using a somewhat more
sophisticated model than this present work. They found the CRs impacted the structure
and star formation rate of their galaxies, particularly those with circular velocities below
80 km s−1 . Most runs did not include CR diffusion, but they did include it for two runs of
low-mass halos, where they found it significantly impacted the SFR. It is unclear whether
or not these runs featured significant winds, as found here.
More recently, Uhlig et al. (2012) simulated idealized galaxies in three-dimensions,
including CR feedback using a modified version of the SPH code Gadget. Although
they did not include diffusion, they implemented CR streaming, where rays flow down
gradients in the CR energy density at speeds proportional to the local sound speed.
Within this similar setting, they likewise found CR-driven outflows, albeit with some key
differences. They found the inclusion of CR streaming crucial to this result for a similar
reason as CR diffusion proves crucial to our present study: both mechanisms allow CRs
to leave the densest star forming regions, where they are subdominant in the dynamics,
into regions of lower gas density, where they can transfer energy via plasma waves and
accelerate mass-loaded flows of gas. Their implementation of streaming involves terms
in the CR energy density equation beyond adiabatic expansion/compression of the second
fluid, one of which behaves in an identical fashion to our CR diffusion, with an effective
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κCR squarely within our own explored parameter space. An additional loss term serves to
capture the excitement of hydromagnetic waves that quickly get damped in the plasma,
which they set proportional to cs |∇PCR |. Uhlig et al. (2012) found their outflow mechanism
does feature appreciable mass loading for halos below 1011 M , though they did not choose
to simulate a halo as massive as in the present work. They motivate this cutoff on analytic
grounds, considering a 1D flux tube out of the galaxy plane, but choose to restrict the
analysis to cases where PCR at the base of this tube, in the disk, is roughly that observed
in the solar neighborhood. Our runs show that in a multiphase disk of a star-forming
system, PCR may rise significantly higher in more evacuated regions. Their runs featured
lower star formation rates, using a subgrid model better suited to quiescent galaxies with
smooth, regulated SFRs (Springel & Hernquist 2003b). In addition their runs begin with
gas in a spherical hydrostatic equilibrium. When they turn on radiative cooling, early
outflows need to battle the ram pressure of inflowing gas raining down onto the disk.
Our model instead begins with a more rotationally supported structure and a clear halo,
which may better reflect the realities of a cosmological setting where gas streams in along
defined filaments. Though they included non-adiabatic CR cooling and loss mechanisms,
their winds were not strongly regulated by these processes, suggesting our decision to
ignore cooling is justified.

2.5

Summary

We performed the first three-dimensional, high resolution, adaptive mesh refinement simulations of an isolated starbursting galaxy that includes a basic model for the production,
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dynamics and feedback of galactic cosmic rays (CRs). This is one of the first 3D galactic
disk simulations to include isotropic CR diffusion. We find CRs produced via supernovaedriven shock acceleration in star forming regions represent an important form of feedback,
capable of suppressing star formation and driving mass-loaded, multiphase winds from
a starburst galaxy within a 1012 M halo.
We implemented and tested a basic two-fluid model for the evolution of the thermal
gas and the relativistic (CR) plasma, which captures the nonlinear interaction and evolution of these two components. We model additional relevant physics in our runs, including
radiative cooling, shocks, self-gravity, star formation, supernovae feedback into both the
thermal and CR gas, and isotropic CR diffusion, while we ignore other key components
of realistic galaxies, including an explicit treatment of magnetic fields, CR streaming and
loss processes, radiation pressure, stellar winds, and chemistry. Our galactic disk lies in a
1012 M halo within a 500 kpc box, with adaptive resolution of up to 60 pc in the fiducial
case.
We ran a total of 21 simulations, exploring the consequences of various parameter
choices related to the composition of our CR fluid, the details of our star formation
algorithm and the key numerical parameters in our software, such as resolution. Below
we summarize the key results of this work.
1. The CR fluid is long lived and continually replenished during star formation, providing additional pressure support to the ISM and suppressing the global star formation
rate (SFR).
2. A diffusive CR fluid can drive strong, massive, bi-polar outflows from a MW-sized
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(1012 M ) starbursting galaxy, with a mass-loading factor of .3 (Ṁ/SFR ≈ 30%) for our
fiducial case. For other reasonable parameter choices, the mass loading can exceed
unity.

3. We find that a mechanism such as CR diffusion (or possibly streaming) is crucial
to this process. Without diffusion, no wind is launched; however, as the diffusion
coefficient decreases, the mass-loading factor of the wind increases, pointing to a
picture in which diffusion moves CRs from high-density star forming regions to
more diffuse areas of the disk where their pressure gradient can drive outflows.
Lower diffusion rates allow the CR pressure gradient to persist for longer, launching
more massive winds.

4. These CR-driven outflows stand in contrast to thermal- and momentum-driven
wind models, where hot gas ram pressure must rapidly entrain and accelerate the
rest of the ISM. Instead, we see a massive, multiphase wind with slowly rising radial
velocities over 10’s of kpc. The relatively gentle acceleration results in a multiphase
wind, which includes a cool, dense component that is generally not present in highresolution thermally-driven winds (although see Fujita et al. 2009).

5. The outflows strengthen when the star formation rate rises, the CR diffusion mean
free path shrinks, or when a larger percentage of star formation feedback is apportioned to CR production. Although the relative strength of these outflows varies,
their presence persists across wide swaths of parameter space, insensitive to the
precise choices in our star formation model, the tuning of our CR fluid physics, the
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CR-diffusion mean free path and numerical parameters such as resolution.

Our work suggests a new physical model for the generation of outflows from star
forming galaxies. Although traditionally it has been argued that diffusion will lead to a
homogeneous distribution of cosmic rays, we find that rapid star formation can maintain
an enhanced CR presence at the disk mid plane capable of driving mass-loaded outflows
by gently accelerating material and liberating appreciable gas from the halo. Thus cosmic
rays may prove dynamically important to galaxy formation and evolution.
There are a number of enhancements to this work which should be investigated. One
is to augment the CR physics captured by: (i) modeling the CR spectrum explicitly and
thus allowing a basic treatment of radiative losses, and (ii) including MHD and anisotropic
CR diffusion. Another is to include the current CR model in cosmological simulations of
galaxy formation, although it may prove challenging to match the resolution of the runs in
this chapter. Finally, it would be interesting to investigate the observational implications of
the simulations described here, to see how well the outflows match observed absorptionline studies of the circumgalactic medium. Our work suggests that studying the detailed
morphology of starburst superwinds can provide insight into the relative importance
of various baryonic fluid components and the underlying structure of galactic magnetic
fields, particularly at the disk-halo interface.
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Chapter 3
Cosmological Simulations of Galaxy
Formation with Cosmic Rays

3.1

Introduction

The formation of realistic disk galaxies in cosmological simulations has proven a considerable challenge over the years, largely due to the tendency for energetic feedback from star
formation to be radiated away (e.g., Navarro & Benz 1991; Thacker & Couchman 2000;
Abadi et al. 2003; Governato et al. 2007; Hummels & Bryan 2012, and references therein).
Recently, however, significant progress has been made by a number of groups, producing
thin disks with nearly flat rotation curves (e.g., Governato et al. 2010; Guedes et al. 2011;
Stinson et al. 2013; Agertz et al. 2013; Aumer et al. 2013; Brooks et al. 2011; Marinacci
0

This section is a reformatted version of an article by the same name by Munier Salem, Greg Bryan, and
Cameron Hummels that can be found in The Astrophysical Journal, Volume 797, Issue 2, article id. L18, 6
pp. (2014). The abstract for this paper is reproduced in Chapter 6.
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et al. 2014). While methodology has varied, these successes have generally involved a
subgrid model tuned to generate large winds, either explicitly, or via a technique to reduce
radiative losses in dense, star-forming gas. Although this approach is certainly useful,
the detailed physical nature of the feedback in these models is imposed as a sub-grid
model and generally tuned to match observations. Complementary work to produce a
sub-grid model from first principles is still in early stages – preliminary efforts have found
it remarkably difficult to drive highly mass-loaded winds from baryon-rich disks (e.g.,
Mac Low & Ferrara 1999; Joung et al. 2009; Creasey et al. 2013).
Here, we take a somewhat different approach, and explore the impact of cosmicray (CR) pressure on the formation of disks in cosmological simulations. Although the
detailed dynamics of cosmic-rays are complicated, we adopt a simple two-fluid approach
that has been widely used, and which, we argue, captures the key effects of cosmic-ray
dynamics. We assume that CRs are accelerated by supernovae blast waves, retaining a
significant fraction of the SN energy, that the CRs are tightly coupled to the thermal gas (via
magnetic interactions) except for a diffusive term. This work builds on previous efforts to
model CR pressure in previous 1D and 3D galaxy models, and is a direct (cosmological)
follow-on to Chapter 2. Early work (Breitschwerdt et al. 1991, 1993; Zirakashvili et al. 1996;
Everett et al. 2008) showed that CRs could drive significant winds in one-dimensional
steady-state models, a conclusion that was extended to time-dependent cases by Dorfi
& Breitschwerdt (2013). Full, three-dimensional galaxy simulations including CRs have
only recently been explored (Enßlin et al. 2007; Jubelgas et al. 2008; Siejkowski et al. 2014),
affirming that CRs can influence galactic structure but generally did not include streaming

64

or diffusion, which turns out to be a key ingredient in driving winds (Uhlig et al. 2012,
Chapter 2).
In Chapter 2, we simulated an idealized galactic disk, demonstrating that CRs with
diffusion generically drove outflows, with mass-loading factors approaching unity. The
precise results depended mostly on the CR diffusion coefficient, but also had a dependency
on the amount of energy injected. This result, first submitted in July 2013, was confirmed
by two letters both submitted a month after Chapter 2, (Booth et al. 2013; Hanasz et al.
2013), the latter of which explicitly included magnetic fields and anisotropic diffusion.
In this chapter, we apply our CR model to galaxy formation in a cosmological context,
demonstrating that it has a dramatic effect on the disk dynamics, resulting in systems
much closer to those observed than our standard (pure thermal) feedback model.

3.2

Methodology

Our cosmological galaxy simulation is based very closely on Hummels & Bryan (2012),
hereafter HB12, who performed a “zoom” simulation of a forming 1.2 × 1012 M halo
within a (20 Mpc/h)3 box with cosmological parameters from the WMAP5 year results
(Komatsu et al. 2009) (see Table 3.1), evolved from z = 99 to the present day. We zoom
on the same relatively isolated ∼ 1012 M halo (denoted halo 26 in that work), using the
adaptive mesh refinement code Enzo – see Bryan et al. (2013) for a description, and the
same initial conditions and refinement strategy. In particular, we use a base grid of 1283
cells per side, two levels of initial refinement (resulting in a dark matter particle mass of
4.9 × 106 M ) and a maximum of 9 levels of AMR, thus providing a maximum comoving
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Parameters
SF / Feedback

CR Physics
κCR
γCR
cs,max

{0, .3, 1, 3} × 1028 cm2 /s
4/3
1000 km/s

SF
SN
fCR

.01
3 × 10−6
0.3

Cosmology
Ω0
ΩΛ
Ωb

.258
.742
0.044

h
σ8
zi

Numerics
.719
.796
99

∆xmin
size

425 pc*
20 Mpc*

resolution of 305 h−1 pc.
We integrate CR physics into Enzo via a two-fluid model (Jun et al. 1994; Drury 1985;
Drury & Falle 1986), whose features, limitations and implementation are described in
Chapter 2. Briefly, this model assumes a relativistic population of ∼GeV protons treated
as an ideal gas with γCR = 4/3. Inhomogeneities in the ISM’s magnetic field (not explicitly
modeled) scatter the CR’s motion, tying them to the thermal plasma except for a diffusion
term modeled with a homogenous, scalar diffusion coefficient, κCR . Bulk motions of the
thermal gas transport the CRs and perform adiabatic work on the CR fluid. In turn, the
CR fluid exerts a scalar pressure on the thermal ISM. This model neglects diffusion of
the CRs in energy, non-adiabatic CR energy loss terms and any attempt to directly model
magnetic fields.
This prescription necessitated the inclusion in Enzo of a new conserved fluid quantity, CR , evolved with the robust ZEUS hydro method (Stone & Norman 1992), as described and tested in Chapter 2.

That work explored various diffusion coefficients,



κCR ∈ 0, 1029 cm2 /s. We again vary the scalar diffusion coefficient across runs, including
κCR ∈ [0, 3 × 1027 , 1028 , 3 × 1028 ] cm2 /s. Within galactic disks, both CR propagation models
and observations motivate a value of a few times 1028 cm2 /s (e.g., Ptuskin et al. 2006;
Ackermann et al. 2012b; Strong & Moskalenko 1998; Tabatabaei et al. 2013), athough a
more detailed model would treat this coefficient as an anisotropic tensor dependent on
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details of the magnetic field and CR momentum distribution.
The present work occurs over cosmological timescales, during which our comoving
grid cells expand in size appreciably in physical units. This adiabatic expansion manifests
as a decay in the fluid’s energy density. For the ultra-relativistic ray gas, with γCR = 4/3,
the decay follows ∂t CR = −(ȧ/a)CR where a(t) is the cosmic scale factor.
Our resolution fails to resolve the formation of molecular clouds and stars. Thus to
capture this physics, we create collisionless “star particles” of mass M? ≥ 105 M . To determine the star formation rate, we follow the prescription of Cen & Ostriker (1992), updated
as first described in O’Shea et al. (2004), which essentially adopted a star formation rate
ρ˙SF = SF ρ/tdyn . Here SF is the star formation efficiency, and tdyn is the dynamical time; a
detailed explanation of parameters and their choices (listed in Table 4.2) can be found in
HB12, which employed an identical prescription without cosmic rays.
We also include stellar feedback from Type II supernovae, which deposit a portion
of the star particle’s mass and energy back into the fluid quantities of the cell it occupies
over a dynamical time, following

∆Mgas = f? m?

(3.1)

∆Egas = (1 − fCR )SN m? c2

(3.2)

∆ECR = fCR SN m? c2 ,

(3.3)

where f? = 0.25 is the mass fraction of the star ejected as winds and SN ejecta, SN = 3×10−6
is the Type II supernovae efficiency and fCR = .03 is the fraction of this energy feedback
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Figure 3.1 Surface gas density at the center of our ∼ 1012 M halo. Each column is a distinct
simulation, where the cosmic ray fluid becomes increasingly diffusive from left to right. The
rightmost column is a run devoid of CRs. The top two rows are a face-on view at redshifts 1 and
0, whereas the bottom two rows are edge-on. A z = 0 view of a highly diffusive run with a factor
of two higher spatial resolution (see text) at z = 0 is shown in the bottom panel.

donated to the relativistic CR fluid. The choice of this latter CR feedback was explored in
Chapter 2. Following that work’s fiducial run, we set SN = 3 × 10−6 .

3.3

Results

We begin by presenting a brief analysis of the distribution of baryons in our 1.2 × 1012 M
halo across our five simulations (four which vary the CR diffusion coefficient and a control
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Figure 3.2 Stellar surface density across our simulations in the center of our ∼ 1012 M halo. See
Figure 3.1 for an explanation of layout.

run without CRs). Figures 3.1 and 3.2 display gas and stellar column densities within a
central 10 kpc2 region at the center of the DM halo. The top two rows show face-on views
of the baryonic disk at both z = 1 and z = 0, the former epoch featuring substantially
higher physical resolution. The bottom two rows show the edge-on view. Each column of
these figures represents a different simulation, where, from left to right, our cosmic rays
run from zero-diffusion to very diffusive.
The rightmost column of Figures 3.1 and 3.2 shows a run with the traditional (purely
thermal) feedback of Cen & Ostriker (1992) but no CR physics. While this involves injecting
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energy into star forming regions, mimicking feedback from SN and massive stars, this
run is devoid of more aggressive feedback measures, such as an over-pressurized EOS or
a more distributed “momentum” feedback. We note that the resolution at low redshift of
these cosmological runs fails to properly resolve individual SN, though Chapter 2 showed
that while enhanced resolution did indeed alter the SFR, it did not alter the qualitative
features of the CR feedback and winds. Face- and edge-on views at z = 1 show that
this approach has concentrated the gas and stars within a massive, central, kpc-scale
bulge. A rotationally supported disk of roughly 5 kpc in diameter is visible in the gaseous
component, although this feature is mostly washed out in the stellar maps, particularly at
z = 0.
At the opposite extreme of behavior is our run with cosmic rays but no-CR-diffusion,
plotted in the leftmost column of Figures 3.1 and 3.2. Chapter 2 showed in an isolated
galaxy that the pressure support of the CRs injected in SF regions led to a puffed up
disk with the lowest SFRs among all runs considered but failed to launch any galactic
winds to redistribute the baryons. In this cosmological setting we find these earlier results
corroborated. Like the no-CR run, this no-diffusion simulation has failed to produce a
thin disk of stars down to z = 0, although it did manage to lower the resulting stellar mass
by ∼ 30%, lowering the rotation curve peak by over 100 km/s. Finally the baryon fraction
throughout the central 10 kpc has been lowered by ∼ 10%, though this is somewhat due
to a higher concentration of DM at the center, where less SF (and thus local feedback) has
occurred compared to the no-CR run.
Our final three runs include not only CRs but also CR diffusion, shown in the middle
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three columns of Figures 3.1 and 3.2. These runs feature thin gaseous disks from high
redshift down past z = 1, complete with large, coherent spiral features in the more
diffusive runs at z = 1. By z = 0, the disks are gas poor, with the “middle” κCR = 1028
cm2 /s run showing the least residual gas. The ratio of CR pressure to gas pressure in the
disk varies mostly between a factor of roughly unity and 100 for these runs. At radii of 10
kpc from the disk center, this ratio is roughly unity, in line with observations in the solar
neighborhood. In the stellar maps, we see all three of these runs have extended, thin stellar
disks, with the thickness decreasing for more diffusive runs, to a fraction of a kiloparsec
(although the over-sized bulge component likewise grows for the more diffusive runs, as
local feedback from the CRs becomes less effective). These disks are somewhat thickened
and “washed out” by z = 0. Because our simulations take place in comoving coordinates,
physical resolution degrades throughout the run. Thus for the 3 × 1028 run, we performed
an additional simulation where its maximum allowed refinement is enhanced by a factor
of two after z = 1 (the mass resolution is unchanged). This final, higher resolution run
is shown edge-on at the bottom of Figures 3.1 and 3.2, and we see that the thin disk is
recovered thanks to the higher resolution.
Figure 3.3 quantifies the mass distribution of the simulations at z = 0, plotting radial
profiles of enclosed gas, stellar and DM mass, as well as the cumulative baryon fraction
and implied rotation curve. For the no-CR run (black lines), this plot shows that the high
concentration of baryons in the central kiloparsec has lead to a rotation curve peaked at
roughly 700 km/s. This run’s behavior is consistent with the feedback-inclusive results of
HB12.
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Chapter 2 found that runs including CR diffusion, over a very wide range of coefficients, managed to launch winds from the disk with mass loading factors (normalized
by the star formation rate) of order unity. Their less diffusive runs lifted more mass from
the disk, ultimately processing more ISM into the CGM than into stars. Figure 3.4 shows
edge-on cutaway “slices” of gas density and CR energy density for our halos at z = 1,
with poloidal velocity vectors superimposed showing transport of the two-fluid. All three
diffusion-inclusive runs (middle three columns) feature robust flows above and below the
disk, with velocities well above 100 km/s. For the most diffusive run, the speed of these
winds exceeds 1000 km/s, although the flows become increasingly evacuated, leading to
a lower mass flux. These flows first appear at substantially higher redshift and persist
down to z = 0 (indeed, they are stronger at higher redshift).
From Figure 3.3, we find substantially lower stellar masses throughout the halo for
our diffusion-inclusive runs (blue, green and red). The run most effective at suppressing
star formation is the least diffusive κCR = 3 × 1027 cm2 /s run, consistent with the results
of Chapter 2. This run produced roughly half as many stars as the no-CR run. All three
diffusive runs perform better in this respect than the non-diffusive case. All CR-inclusive
runs lower the cumulative baryon fraction by 30% or more in the central 10 kpc, with
the less diffusive runs decreasing the fraction at larger radii even more. Finally, these
runs were also the most effective at driving down the rotation curve peak, with the least
diffusive run dropping below 400 km/s.
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Figure
√ 3.3 top: Rotation curves for our five simulations at z = 0. Thick solid lines denote

v = GM/r including all mass components. The thin lines break down this rotation curve by
mass, for the stars (dot-dash), gas (dotted) and dark matter (dashed). bottom: Cumulative radial
mass profiles across the same five runs, centered on our ∼ 1012 M halo, for the baryonic gas, stars
and dark matter, and the cumulative baryon fraction over for the same region.
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Figure 3.4 top: edge-on cutaways of physical gas density with velocity vectors over-plotted across
our five runs. Diffusive CR runs feature bipolar bulk flows of material away from the central disk.
bottom: The same cutaways, but showing cosmic ray energy density.

3.4

Conclusion

Our diffusive CR model successfully produces thin, extended baryonic disks that persist
to low redshift, with fewer stars, a lower baryon fraction and a less pronounced peak in
their rotation curves than in our thermal-only feedback models. The details depend on
the precise diffusion coefficient chosen, but, the overall result holds over a wide range
of coefficients. Although CR physics dramatically improves the realism of the resulting
disks, these runs could not completely disband the unnaturally large spheroid of gas and
stars at the center of the simulated galaxy, as reflected in their peaked rotation curves.
In fact, the runs with the most extended disks (the most diffusive κCR = 3 × 1028 cm2 /s
run) were also the runs with the largest central bulge. This suggests the precise role of
CRs in feedback, and the spatial scales on which they are relevant, depend on the details
of CR streaming and diffusion. A more diffusive CR gas may play a less critical role in
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small scale feedback, on the level of SF clumps, than in global flows. This is in agreement
with the higher resolution work of Chapter 2, where strongly mass loaded winds arose
from the disk, but failed to regulate fragmentation and star formation. This problem is
likely due to the absence of other feedback processes, such as radiation and stellar winds,
that play an important role in dense molecular gas which are unaffected by cosmic-ray
feedback. We also may be impacted by the relatively poor resolution of these cosmological
runs, which still do not resolve the disk scale-height.
“Feedback” in its broadest sense has come to connote disruption, expansion and
redistribution on many scales within a forming galaxy, from processes that disrupt GMCs
to global flows of material within and beyond massive halos. The smallest scale feedback,
necessary to arrest star formation, clearly involves processes that are unresolved by today’s
generation of cosmological galaxy simulations. This has led to “sub-grid” prescriptions
that inject mass, momentum and energy back into the ISM, both in order to regular star
formation and to generate large-scale winds, necessary to reduce the observed baryon
fraction in galaxies. An implicit assumption has often occurred during these efforts: that
these same physical processes operating sub-grid, built together in aggregate, will drive
global flows of material. This work suggests sub-grid prescriptions may not be necessary
to drive such winds, and that the acceleration of these flows occur on scales which can be
resolved in such simulations, as long as the proper physical processes are included. Our
flows do not feature dense clumps rising ballistically through a more rarefied medium.
Instead, as in the higher resolution runs of Chapter 2, we see a bulk transport of the
multiphase ISM rising buoyantly, and gaining speed, beyond the sites of star formation.
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The flows are not only driven by a hot, evacuated cavity of thermal gas, but also by the
pressure support of an ultra-relativistic component that is everywhere intermixed with
the fluid and manifestly more stable against disruption and abatement.
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Chapter 4
Role of Cosmic Rays in the
Circumgalactic Medium

4.1

Introduction

In this chapter, we analyze a suite of simulations of a forming 1012 M galaxy that include
a diffusive CR fluid, focusing on how CRs impact the halo’s low-redshift CGM. This work
is a direct follow-on to Chapter 3, in which we focused on the impact of CR protons on
galactic disk structure and star formation. In Section 4.2 we provide a brief description of
the simulations and CR model. In Section 4.3 we explore the structure and composition
of the CGM across runs with varying CR diffusion coefficients, highlighting the total
mass and temperature structure of our CGM. In Section 4.4 we compute the gamma-ray
luminosity of hadronic losses in our CR-infused halo, comparing to recent analysis of
Fermi LAT data. In Section 4.5 we produce column maps of ion species in the CGM and
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compare to the recent Cosmic Origins Spectrograph Halos Survey (COS-Halos) results.
In Section 4.6 we discuss implications for the most likely picture of CR dynamics and the
mass composition of the CGM. Finally Section 4.7 summarizes our main findings.

4.2

Methodology

In this section we provide a brief summary of the simulations analyzed in this work. This
chapter presents a CGM-focused analysis of the same simulations described in Chapter 3,
which used the apdative mesh refinement (AMR) hydrodynamics code enzo (Bryan et al.
2013). For a detailed description of the initial conditions and gas physics involved we
refer the reader to Hummels & Bryan (2012) and Hummels et al. (2013) (hereafter HB12
and H13), which provided analysis of an identical forming halo, though sans-CRs. For
a detailed description of the cosmic ray physics and numerical methodology therein, we
refer the reader to Chapter 2. Table 4.2 summarizes important parameters.

4.2.1

Simulation Physics

4.2.1.1

Initial Conditions / Cosmology

We simulate a (20 Mpc/h)3 box at a base resolution of 1283 cells with WMAP 5-year
cosmological parameters (Komatsu et al. 2009) from z = 99 → 0. We then selected a
1.2 × 1012 M , relatively isolated halo of interest (dubbed halo 26 in H12). Within this box
we identified the rectangular region spanned by all DM particles that contribute to this
halo of interest, and provided two additional levels of static mesh refinement, each a factor
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Parameters
κCR
γCR
cs,max

CR Physics
{0, .3, 1, 3} × 1028 cm2 /s
4/3
1000 km/s

SF
δSF
SN
y
fCR

SF / Feedback
.01
103
3 × 10−6
.02
0.3

Ω0
ΩΛ
Ωb
h
σ8
zi

Cosmology
0.258
0.742
0.044
0.719
0.796
99

∆xmin
size

Numerics
425 pc*
20 Mpc*

of 2 finer resolution in each dimension (providing a factor of 64 more DM particles, and
thus a DM particle mass of 4.9 × 106 M ) to perform a “zoom simulation” of the halo. For
the baryonic components within this region, we provide an additional 7 levels of AMR
to strategically allocate resolution where the gas dynamics grow complex, providing a
maximum comoving resolution of 305 h−1 pc within dense, star-forming regions.

4.2.1.2

Cosmic Ray Physics

To capture the dynamical effects of cosmic ray protons, we employ a two-fluid model for
the gas and CRs (Drury & Falle 1986; Drury 1985; Jun et al. 1994). The model assumes
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a relativistic population of ∼GeV protons which obey the ideal gas law with γCR = 4/3.
Chapter 2 found the exact choice of γCR had little effect on the outcome of simulations,
as measured by the galaxy’s SF history and ability to launch mass-loaded winds. The
CRs streaming velocity is considerably less than the speed of light, c, since the ISM’s
inhomogenous magnetic field scatters their motion. This effectively freezes the CR fluid
to the thermal plasma, where it advects with the bulk motion of the thermal ISM, undergoing adiabatic expansion and contraction, exerting a scalar pressure on the gas, and thus
exchanging energy with the thermal ISM via the momentum equation. For the redistribution of CR energy density among fluid parcels that does occur, we adopt a simple scalar
diffusion model with a space- and time-homogenous coefficient κcr . This prescription fails
to capture details of the CR physics including non-adiabtic CR energy loss terms, explicit
interactions with the ISM’s magnetic fields and diffusion of the CRs in energy. This model
also makes no attempt to understand the CR’s distribution in momentum space (i.e. spectrum), which we discuss further in Appendix 4.8. enzo solves the two-fluid equations
with the fast, robust ZEUS-hydro (Stone & Norman 1992), a space-centered, time-forward,
flux conservative, second-order finite difference scheme.
Chapter 2 found the choice of κCR could greatly enhance or diminish the presence of
mass-loaded winds above star forming regions of an idealized disk galaxy. In particular,
lower diffusion coefficients produced heavier mass-loading, while higher coefficients had
more rarefied winds. Ultimately these winds substantially reduced star formation in
the disk, especially for lower diffusion coefficients. Chapter 3 found similar results for
SF in a cosmological setting, while also noting the power of the specific CR model in
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shaping the low-redshift disk structure: higher diffusion runs, particularly κCR = 3 × 1028
cm2 /s, produced thinner, more extended stellar disks, with more cold gas remaining
at low redshift, enhanced spiral arm structure, and flatter (though still far too cuspy)
rotation curves. A primary aim of the present work is to once again vary the CR diffusion
coefficient, with κCR ∈ [0, 3 × 1027 , 1028 , 3 × 1028 ] cm2 /s to judge its effect on properties of
the CGM. CR propagation models and observations of the high energy ISM suggest κCR ∼
1028 cm2 /s (e.g., Strong & Moskalenko 1998; Ptuskin et al. 2006; Ackermann et al. 2012b;
Tabatabaei et al. 2013). A more accurate model would treat this diffusion process via an
anisotropic tensor, whose components would depend on an explicitly modeled magnetic
field and the momentum distribution of CRs. However, such an approach requires a
spatial resolution inaccessible to the present generation of cosmological simulations.

4.2.1.3

Star Formation and Feedback

Our maximum comoving cell-size of 305 h−1 pc does not resolve the dense molecular
clouds within which individual stars form and die in violent supernovae. To capture
the physics of star formation, we thus resort to collisionless “star particles” to represent
cluster of stars with mass M? ≥ 105 M . The formation rate of these particles is determined
via the procedure of Cen & Ostriker (1992), with updates from O’Shea et al. (2004), who
adopted a star formation rate (SFR) of ρ˙SF = SF ρ/tdyn , where tdyn denotes the dynamical
time and SF the SF efficiency. Briefly, a star particle is created when the cell’s gas density
relative to the maximally refined sub-grid’s base density, δSF , exceeds a chosen threshold;
the velocity field surrounding the cell is convergent (i.e. the local divergence is negative);
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and tcool < tdyn within the cell. H12 calibrated SF = .01 and δSF = 103 to match the
Kennicut-Schmidt relation.
The simulations presented here also include feedback from Type II supernovae, by
returning energy, mass and metals to the ISM over a dynamical time within SF regions.
HB12 explored the impact on star formation of various choices for the energy efficiency,
SN ∼ 10−5 , the fraction of the star particle’s rest energy returned to the gas field. Realistic
choices for this quantity failed to strongly suppress SF or redistribute baryons within
the galactic disk, though suppression of gas cooling within SF regions had some success
lowering the peak rotation curve. H13 also explored the impact of various feedback
models on the CGM, and found that again cooling suppression was most successful in
delivering sufficient metals to the CGM to match low-redshift quasar absorption lines
(although no model had much success matching the warm-hot gas absorber OVI). Here
we adopt the most modest SF = 3 × 10−6 explored in those works (corresponding to 1051
ergs for every 185 M of stars formed). As in that work, the mass reintroduced to the
ISM is metal-enriched with a yield y = .02. For all but our non-CR physics simulation we
also divert a fraction fCR = 0.3 of this energy feedback into the relativistic CR fluid (the
entirety of mass and metal feedback is deposited into the thermal fluid, as the CR’s mass is
negligible). Chapter 2 explored the importance of fCR ∈ [0.0, 0.3, 1.0] and found that while
larger values enhanced the mass-loaded winds driven from SF regions, all CR-feedback
inclusive runs had the same basic picture of robust winds and suppressed SF. We do not
implement cooling suppression or any other ad hoc prescription to produce galactic winds,
instead relying on the CR physics to naturally drive outflows.
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Simulation Suite

4.2.1.4

Run Name

Description

κCR [ ×1028 cm2 /s ]

NCR
DCR
LCR
MCR
HCR

No Cosmic Rays
Diffusionless
Less-diffusive
Moderalely-diffusive
Highly-diffusive

—
0
0.3
1.0
3.0

Chemistry, Heating and Cooling

We explicitly track the balance of all ion species of hydrogen and helium via a nonequilibrium primordial chemistry network that includes recombination, bremsstrahlung
radiation, Compton cooling, collisional ionization, photoionization and photoexcitation
(Smith et al. 2008; Abel et al. 1997; Anninos et al. 1997). For heavier elements, enzo keeps
track of a single metallicity field. A lookup table generated via Cloudy (version 07.02.01,
Ferland et al. 1998) synthesizes these chemical abundances and the thermodynamic state
of the gas into bulk heating and cooling rates. In addition to radiative cooling, we include
an isotropic, homogenous, redshift-dependent UV background that heats the gas (Haardt
& Madau 2001, 1996). These tracked quantities and the UV background are also used in
Section 4.4 to construct ion column density maps in our simulated CGM. Heating and
cooling processes were tabulated down to a temperature floor of 104 K.

4.2.2

Description of Simulation Suite

Five simulations of the same dark matter halo are presented here with nearly identical
physics except for the cosmic ray model. Table 4.2.2 summarizes each run’s distinct
83

features. NCR is a run devoid of CRs, where all SN feedback is injected into the thermal
ISM (i.e.

fCR = 0.0). DCR is a diffusionless CR run, where the two-fluid model was

employed and CRs are injected during SF, but the high-energy CR component is unable
to leave the original Lagrangian fluid parcel within which it was created. This run serves
mostly to understand the phenomenology of the CR model and creates galaxies with very
unusual, unobserved baryonic properties. Thus we exclude this run from many parts of
the analysis for clarity. Finally three runs with the full, diffusive CR model are presented,
which we refer to as LCR, MCR and HCR, for less-, moderately- and highly-diffusive. These
employ κCR = [.3, 1, 3] × 1028 cm−3 , respectively.

4.3

CGM Structure and Composition

In this section we explore the structure and composition of the CGM of our ∼ 1012 M
halo across simulations. Chapter 3 explored the central SF region of the same suite of
runs, most notably finding that the more diffusive CR-inclusive models had the greatest
success producing extended, rotationally-supported disks of cold gas and stars, while
less-diffusive CR-inclusive runs produced the best match to observed rotation curves
for MW-mass systems. Here we largely ignore the disk and stellar component, instead
focusing on the region beyond 10 kpc of the galactic center out to beyond the virial radius.
We also exclude the non-diffusive CR run from the majority of figures and discussion,
since its role was mostly to aid in understanding the phenomenology of the CR model.
The analysis presented through the remainder of this chapter made extensive use of the
yt analysis software (Turk et al. 2011).
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4.3.1

Surface Densities

We begin by observing the distribution of mass within the halo. Figure 4.1 shows density
projections (i.e. surface density) of dark matter (DM), gas and stars across our runs. The
extended DM halo appears roughly identical across runs, though runaway star formation
(SF) and feedback in the massive stellar bulge of the NCR run has heated the DM, reducing
its central density peak. Note that all projections in this work are taken with their ŷ-axis
aligned with the angular momentum vector of the rotationally supported disk. Thus
each panel shows the DM profile from a different perspective and thus satellites appear
in different relative locations across runs. From the gas density plots, we find the CRinclusive runs feature a noticeably higher gas surface density within ∼ 50 kpc of the
galactic center, most notably with the surface density ∼ 10 kpc above the disk in the LCR
run over a decade higher than in NCR . This enhanced gas surface density is substantially
reduced as the CR runs become more diffusive. For reference, a zoomed-in projection of
the stellar disks, discussed in Chapter 3, are shown in the rightmost column of Figure 4.1.
The inclusion of cosmic ray protons has a profound effect on the temperature structure
of our CGM, as demonstrated in Figure 4.2, which shows mass-weighted projections of
temperature, CR , and PCR /(PCR + Pth ), a measure of the CR fluid’s dynamical dominance.
For NCR , the CGM out to ∼ 50 kpc is dominated by T ∼ 106 K gas, with the temperature
dropping towards 105 K by the virial radius. When we switch on the CR physics, however,
broad swaths of our CGM drop in temperature. For DCR and MCR , this includes a large
pocket of gas below 105 K out to ∼ 50 kpc, where much of the gas is below 10−3 cm−3 in
density. This relatively diffuse, cold gas can exist in mechanical equilibrium thanks to the
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Figure 4.1 Density projections (surface density) across our simulations for the three massive

components of the runs: dark matter (DM), gas and stars at z = 0. The extended DM profile
appears identical across runs, though runaway SF and feedback in the massive stellar bulge of the
no-CR run has heated the DM, reducing its central density peak (see Salem et al. 2014, hereafter
Chapter 3, for discussion of the central, star forming regions). In contrast the diffuse halo gas
surrounding the disk and extending tens of kpc is very much dependent on the CR-diffusion
model chosen, with lower-diffusion runs exhibiting higher surface densities. The stellar disk of
each run, analyzed in Chapter 3, is shown for reference, with the degree of rotational support
increasing as the runs become more diffusive. All projections in this chapter are shown from an
“edge-on” perspective, i.e. the ŷ-axis of each panel is aligned with the rotationally supported
disk’s angular momentum axis.
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Figure 4.2 Gas-density weighted projections of gas temperature, CR energy density, and the ratio

of PCR /(PCR + Pth ), a measure of the CR fluid’s dynamical dominance, all at z = 0. While the
non-CR run’s CGM is dominated by gas at T ∼ 106 K, the CR-inclusive runs all feature a stronger
presence of gas below 106 K. For the less diffusive runs, a large pocket of gas ∼ 105 K develops
within ∼ 50 kpc of the galactic center, where CRs provide total pressure support for the diffuse
CGM material. Farther away from the SF region, across all CR-inclusive runs, there exists broad
swaths of diffuse CGM material between 104.5 − 106 K, with hotter portions mostly thermally
supported, whereas cooler portions are CR-supported. In short, the CR component allows broad
swaths of CGM gas to drop below the temperature required of a purely thermal CGM while still
maintaining the hydrostatic balance of the composite fluid.
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strong presence of CR protons in an extended halo about the SF region. This diffuse HI
bubble grows less prominent for the more diffusive runs, most notably for HCR , where
the thermal component once again becomes the dominant pressure source within 50 kpc.
For all CR-diffusion runs, the CGM beyond ∼ 50 kpc features a broad range of gas
temperatures, with thermal pressure-dominated swaths at ∼ 106 K as before, as well as
large regions below 105 K, where the CR fluid provides the bulk of support: the composite
fluid now has a second source of pressure support, allowing diffuse gas to drop below the
temperature required of a purely thermal CGM while still maintaing hydrostatic balance.
This has major implications regarding how well our simulations can reproduce recent
observations of metal columns in the CGM of L ∼ L∗ galaxies at low redshift, which we
explore in Section 4.4.
For d & 50 kpc the diffusion time scale for κCR ∼ 1028 cm2 /s is & 1 Gyr, and thus the
CR fluid is effectively non-diffusive at this length-scale.
As described in Section 4.2, our simulations explicitly track multiple ionization states
of both hydrogen and helium, as well as the metal fraction of our thermal gas, allowing a
straightforward method of producing the HI column maps and mass-weighted projections
of metallicity shown in Figure 4.3. From the HI column maps, we find neutral hydrogen
has a far stronger presence in our CR-inclusive CGMs in regions of higher gas density,
lower temperature and higher CR , which are also CR-pressure supported. This is most
pronounced in the lowest diffusion LCR run, but the effect persists to the highest diffusion
run. A satellite halo features a robust HI component in all three CR-inclusive runs shown.
The central column of Figure 4.3 shows a mass-weighted projection of metallicity.
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Figure 4.3 Column densities of HI, mass-weighted projections of metallicity, and column density

of OVI across simulations at z = 0. The CR-inclusive runs feature far more HI gas beyond the SF
disk, and likewise a far higher metallicity CGM. The covering fraction of HI is strongly dependent
on CR model, with the least diffusive runs exhibiting the broadest swath of high column atomic
hydrogen, in regions coincident with lower temperatures and higher densities (see Figure 4.2)
where the CR-fluid is dominant. The higher metallicity CGM of the CR runs translates directly
into higher OVI column maps.
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Although a cloud of enriched material exists beyond the SF region of our non-CR run, the
CGM within the virial radius of this halo is largely metal-poor. In contrast, the CGM of
our CR runs is metal enriched, with the projections showing Z & 0.1Z for a majority of
pixels. This holds true across diffusion parameters. In particular, MCR and HCR are devoid
of a single sightline within the virial radius where the metallicity falls below 10−1.5 . We
discuss the dichotomy between the enrichment of non-CR and CR runs in Section 5.6.
We also include in this figure column maps of OVI, which makes use of the spectral
synthesis code Cloudy. We describe the process for producing this last quantity in more
detail in section 4.4, where we also analyze SiIV and CIII columns. For now, it’s worth
noting that the dramatically higher metallicity of the CR-inclusive CGMs translate directly
into far higher OVI columns.

4.3.2

Radial Profiles

Figure 4.4 seeks to quantify the gas properties we’ve looked at thus far as a function of
radius from the galactic center of our halo. Displayed are two-dimensional histograms,
binned by gas mass, of various gas properties versus radius. Also over plotted are lines
representing the median and quartile values as a function of radius. From the density
profiles (top row) we find the low-diffusion CR runs features systematically higher gas
densities than the non-CR run at each radius, with an extremely tight spread about the
median value. For the more-diffusive runs, the spread in density expands at small radii,
< 30 kpc where a minority of the gas exists at densities factor of 100 below the non-CR
run’s distribution. Across the CR runs, within ∼ 30 kpc, the gas is almost exclusively cold
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Figure 4.4 Profiles of CGM gas properties versus radius: effectively 2D histograms binned by
gas mass. Overplotted are median values as a function of radius (thick lines) along with quartile
bounds (thin lines). All quantities are plotted at z = 0.
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(104 K), in stark contrast to the non-CR run’s median value ∼ 106 K at these radii. The
more diffusive runs do feature a minority of gas up to these temperatures, but the vast
majority of gas remains cold in the inner CGM. At large radii the least diffusive runs now
show the most spread in temperature.
The metallicity profiles (third row) corroborate the stark contrast between CR and
non-CR runs seen in the earlier projections: within the virial radius, the non-CR CGM is
devoid of gas beyond .01 solar metallicity. Meanwhile, the CR runs feature a CGM almost
exclusively above .1 solar. The most diffusive run has the largest spread in metallicity,
especially approaching and beyond the virial radius.
Finally we analyze the CR pressure dominance in the CGM (bottom row). Across CR
runs, this quantity is strictly unity (completely CR dominated) within ∼ 30 kpc for the two
less-diffusive runs, and nearly as monolithically CR-dominant for HCR . However, beyond
this radius, all three runs exhibit a broad distribution of the pressure ratio, with the central
50% of gas parcels anywhere from 50% CR-pressure supported to mostly gas-supported
for the less-diffusive runs. For HCR the median gas parcel is CR pressure-dominated
out to roughly the virial radius. This broad spread in the pressure ratio is what affords
our simulations such a rich CGM temperature structure, despite its uniformly diffuse gas
density. This will have important implications for the metal columns explored in Section
4.4.
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Figure 4.5 Radial profiles of cumulative gas mass beyond 10 kpc from the galactic center at z = 0.

Clockwise from top-left, the panels show all gas, gas below 105 K, gas where 105 < T < 106 K
and gas beyond 106 K. Most notably, the mass of “cold” CGM gas – below 105 K – within 200 kpc
depends strongly on our CR diffusion model: raising the diffusion coefficient by a factor of ten,
from 3 × 1027 cm2 /s to 3 × 1028 drops the cold gas mass of the CGM from 1011 M to just 109 M , a
factor of 100.
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4.3.3

Cumulative Mass Profiles by Gas Temperature

We conclude this section by turning our attention to the total quantity of gas within our
CGM, broken down by temperature component. As we’ve shown here and in Chapter 3,
the shape, composition, density and temperature of the inner SF region varies substantially
across each simulation’s CR model. This complicates the task of delimiting where the diskhalo interface of our halo ends and where the “CGM” begins, especially since we’ve shown
that cool temperatures and a wide range of densities exist to large radii in our CR-inclusive
models. A conservative choice that avoids these issues is to simply exclude all gas within
10 kpc, regardless of physical state, which safely excludes the rotationally supported cold
gas in all our runs, though it admittedly lobs off a good chunk of extra-planar material in
the process.
Figure 4.5 displays cumulative mass profiles of the gas beyond this 10 kpc demarcation, both the entire CGM and also broken down by temperature. Within ∼ 50 kpc, the
total gas mass beyond 10 kpc varies by over a factor of 10 between the low-diffusion run
(≈ 1011 M at 50 kpc) to the most-diffusive run (≈ 1010 M ). These mass disparities persist
to the virial radius, though they shrink by a factor of ∼ 2 in the process. Interestingly, the
mass profiles of the two more-diffusive CR halos envelope the no-CR run’s profile from
low radius out to well beyond the virial radius: thus a realistic CR model does not seem
to dramatically alter the total baryon content of the CGM.
The most notable result of Figure 4.5 is the “cold” baryon content of our CGM, i.e.
gas below 105 K, which changes sharply across our diffusive CR runs. Between 10 and
50 kpc, the low-diffusion LCR ’s halo contains over 1011 M of cool CGM — a significant
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fraction of the halo’s total baryon budget. In contrast, the HCR simulation roughly parallels
the NCR run, with only 109 M within the same region. The MCR run is unsurprisingly
intermediate to these two cases, though closer to the less diffusive (and no-diffusion) run,
with M ∼ 1010.5 M . From this it seems a qualitative change in behavior for the CGM’s
structure occurs as the CR diffusion constant exceeds ≈ 1028 cm2 /s, suddenly more closely
resembling the CGM of a halo devoid of cosmic rays, though more work is required to
verify this, analyzing even more diffusive runs. The strong disparity in cold gas mass
across runs persists out to beyond the virial radius, though the cumulative profiles begin
to converge towards “merely” a factor of two difference at ∼ 1 Mpc. At these large radii,
all CR models contain substantially more cool gas than the non-CR run. We analyze
the mass fraction of gas within these temperature ranges further in the discussion, with
comparisons to analysis from recent CGM observations (see Section 4.6.3).
For our intermediate temperature cut of gas between 105 and 106 K, the mass within
the virial radius is approximately constant across models. But once again, the picture
within ∼ 50 kpc is strongly model dependent. Now HCR and NCR feature substantially
more intermediate temperature material between 10 and 50 kpc, while the less diffusive
CR runs harbor progressively less gas. For HCR , a hard barrier seems to exist at ≈ 55 kpc,
beyond which all gas is below 105 K. These trends are the same for the highest temperature
bracket of gas > 106 K, though at large radii the balance never recovers, and the total mass
is thus disparate across runs. Ignoring the unrealistic DCR , the total “hot” CGM gas varies
by ±50% across CR runs from the NCR case, with no clear trend with diffusion coefficient,
hovering around ∼ 109.5 M .
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4.4

Metal Line Observables

The analysis of Section 4.3 demonstrated that the CGM of our CR-inclusive runs were
metal enriched to roughly 0.1Z and featured a rich temperature structure, with far more
cool, diffuse, CR-supported material than our run devoid of cosmic rays. This result is
especially intriguing given recent evidence from the COS-halos survey that diffuse, metalenriched, relatively cool material may pervade the CGM of low-redshift L ≈ L∗ galaxies
(Werk et al. 2014, 2013; Tumlinson et al. 2013, 2011). In this section, we analyze the metal
content of our CGM and provide direct comparisons to metal columns inferred from the
absorption features of background QSOs in the COS-Halos survey. To provide an accurate
comparison, we depart from presenting results from our simulations at z = 0 and instead
analyze output files from z = 0.2, the typical redshift of the halos in the survey.
As described in Section 4.2, our simulations explicitly track hydrogen and helium,
computing the relative abundance of each ionization state (species) “on-the-fly” taking
into account collisional ionization, photoionization, and recombination processes. For
heavier elements however, we employ a simple bulk metallicity field, and use a Cloudygenerated lookup table to compute its aggregate thermodynamic behavior. To generate
column maps for these species, we thus reconstructed each ion’s number density on a
pixel-by-pixel basis during post-processing of the enzo data, utilizing yt and additional
lookup tables generated by Cloudy. Details of this process are described in Corlies et. al.
(2015), in prep, using methodology described in detail in Smith et al. (2011). Briefly, the
ion fraction lookup tables are functions of temperature and hydrogen number density,
assuming solar metallicity and abundance ratios. The calculations depend on the ionizing
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metagalactic UV background, for which we employed the model of Haardt & Madau
(2001) with updates from 2005. This background is redshift dependent, and thus tuned to
our epoch of inquiry at z = 0.2. With this ion abundance in hand, we compute a species’
number density via
nXi = nH



nX
nH

 n 
Xi

nX

.

(4.1)

Here nXi is the number density of the ith ionization state of species X (e.g. CIII, SiIV and
OVI). The first ratio represents the elemental abundance relative to Hydrogen for which
we assume (nX /nH ) = Z · (nX /nH ) , i.e. the gas’ explicitly tracked metallicity multiplied by
the solar abundance ratio. The final ratio represents the ionization fraction interpolated
from our Cloudy tables.

4.4.1

Column Density Maps

The rightmost column of Figure 4.3 plotted OVI column across our simulations at z =
0. OVI has an ionization threshold of 138.1 eV, probing hotter gas at ∼ 105.5 K, when
collisionally ionized. From these plots we find the presence of OVI is dramatically higher
in our CR-inclusive runs, which all feature a column ∼ 1014 with a significant covering
fraction out to the limits of the plots at r = 250 kpc. Finer filamentary details of even higher
column are easily noticeable in the least CR-diffusive, LCR run, which grow progressively
more washed out in the more diffusive runs. The least-diffusive run is also the only map
where a significant gap in the OVI coverage is present in the bottom-left of the panel. In
contrast, the non-CR run is all but devoid of OVI, with only an asymmetrical cloud of
high metallicity gas in the right temperature regime in the southern half of the image.
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Figure 4.6 From left to right: mass-weighted projections of metal density (repeated here from
Figure 4.3 for convenience), column density of CIII ions and column density of SiIV ions, both
probes of metal enriched gas ∼ 105 K. As we saw earlier for OVI, the CR-inclusive runs feature a
much stronger presence of these ions, again mostly due to the increased metallicity of those halos’
CGM material. Compared to the OVI, these lower-temperature ions have comparatively lower
covering fractions at large radii from the galactic center.
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Figure 4.6 plots column maps for CIII and SiIV, species with ionization energies of
47.89 and 45.14 eV, respectively, thus probing gas ∼ 104.5 K. As was the case for OVI,
the disparity between the non-CR and CR-runs is enormous, with the former exhibiting
almost no coverage at measurable column beyond the galactic center. For the CR-inclusive
runs we chose to analyze in this section, both species show a covering fraction at 1013 cm−2
of ∼ 1/2 out to at least r = 250 kpc, though unlike OVI, substantial gaps in coverage are
evident in multiple quadrants at large radii. Examining the metallicity map, the coverage
tracks strongly with the overall metallicity of the gas, though notable disagreements are
evident, in particular among high-Z clumps towards the mid plane of both CR runs. Thus
we find while including the CR-model leads to dramatically higher metal columns for ion
species probing a range of ionization energies, the results are not strongly dependent on
the choice of κCR , at least for observationally motivated values κCR ∼ 1028 cm2 /s.

4.4.2

Radial Profiles

As in Section 4.3.2, we now turn our attention to the radial distribution of CGM metals.
Figure 4.7 shows radial profiles of number densities (cm−3 ) for HI, SiIV, CIII and OVI,
along with median values at each radii and the inner quartile range. For brevity, we again
plot only the non-CR NCR run and our most successful CR simulations, MCR and HCR with
κCR ∈ [1, 3] × 1028 cm2 /s.
For HI, which probes gas with T ∼ 104 K, the NCR shows a small region of high
density ∼ 1 cm−3 in the disk, before dropping to 10−8 cm−3 where it slowly falls off another
two orders of magnitude by the virial radius. In contrast, MCR features an almost constant
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Figure 4.7 Number density (in cm−3 ) of important gas species, plotted against spherical radius as
in Figure 4.4. Colors denote total quantity of gas; lines show the median values and inner quartile
range.
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falloff in column from within the disk out to intermediate radii ∼ 30 kpc. Beyond this
point, the column drops sharply, corresponding to a sharp rise in the median temperature
(Figure 4.4).

HCR is intermediate of these two extremes, with a clear falloff after the

rotationally supported disk, but a respectable presence (∼ 108 M ) of gas ∼ 10−4 cm−3 .
For both SiIV and CIII, the non-CR run again exhibits substantially lower column in
all but the central most SF region. For these ions, the MCR run features a central plateau,
corresponding to a region of predominantly 104 K gas with ∼ 0.1Z metallicity, before a
steep drop-off at larger radii, where nevertheless the median number density is a factor of
∼ 100 higher than the non-CR run. For the HCR run, the behavior is similar, though with
a larger spread in physical density at r < 30 kpc, which matches the corresponding larger
spread in the temperature profile.
Finally for OVI, in the NCR case, nowhere in the CGM does the median nor inner
quartile range (IQR) of OVI density rise above a paltry 10−10 cm−3 . For the MCR run, OVI
is all but non-existent within the central 30 kpc cavity of ∼ 104 K gas, but it comes back
strongly at larger impact parameter, where the density is nearly a factor of 100 higher
than in NCR . For the more diffusive HCR run, the picture is similar to MCR , though the
median density is slightly higher at all radii, and the OVI presence penetrates deeper into
the halo, unsurprising since higher temperature gas survives deeper into this run.

4.4.3

Comparison to COS-Halos

Column maps similar to those in Figure 4.6 allow us to describe the distribution of gas
column as a function of impact parameter – i.e., distance from the galactic center – and thus
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compare directly to QSO measurements from the COS-Halos survey, using data presented
in Werk et al. (2013) (hereafter W13). That work analyzed absorption line features in
spectra of quasars behind 44 L ≈ L∗ galaxies at z ≈ 0.2. The sightlines probed CGM gas out
to r < 160 kpc, revealing an unexpectedly high presence of far-UV absorbers, suggesting a
massive CGM component at T ≈ 104 − 105 K, perhaps accounting for a significant portion
of an L∗ galaxy’s baryon budget (Werk et al. 2014).
To provide a direct comparison, we took column maps out to r = 160 kpc along
three orthogonal lines of site1 , not necessarily aligned with the galaxy’s disk. We then
computed the distribution of column densities for HI, SiIV, CIII and OVI from these maps,
as a function of radius. Figure 4.8 shows these profiles of column density, with the median
values at each radii plotted as an orange line. Superimposed on the simulated data are
measurements from COS-halos, broken down into red passive galaxies and blue starforming galaxies (the latter having sSFR > 10−11 , as in Werk et al. 2013). Our simulations
feature sSFR ≈ 4×10−11 , placing them comfortably in the star-forming category. As before,
the columns show the NCR run and the two most successful CR runs, MCR and HCR .
Figures 4.3 and 4.7 have already shown a far stronger presence of HI in the CRinclusive runs. Thus it’s no surprise that the HI column reaches higher column across all
radii for the CR runs. Here NCR ’s column distribution lies well below both the passive
and SF detections are all radii (though above the passive non-detections). In contrast,
the MCR run’s column distribution overlaps a majority of COS detections for both galaxy
populations at impact parameters beyond ∼ 40 kpc. Within 40 kpc, the distribution lies
within the COS range, but with very little breadth, fails to overlap any detections. HCR
1

These column maps include gas along the line-of-site out to the virial radius
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Figure 4.8 A comparison of column density versus radius (“impact parameter”) between our
simulations and quasar absorption line measurements from the COS-Halos Survey (Werk et al.
2013). The simulated profiles bin together all pixels from surface density maps generated from
three orthogonal projections of the halo, with the median value at each radius shown as an orange
line. Red and blue markers denote passive and star-forming galaxies from COS-halos (demarcated
at sSFR = 10−11 yr−1 as in Werk et al. 2013). Squares show bounded measurements, whose errors
are smaller than the markers shown here. Upward arrows represent saturated sight-lines, and thus
lower limits, whereas downward arrows denote non-detections, and thus upper limits. Across
ion species and impact parameters, the CR-inclusive runs (second and third colums) show better
agreement with COS results.
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performs similarly at large impact parameter, though with a slightly tighter spread. But
at small radii, it features a better overlap with COS detections, at least on the low end.
Likewise, the CR-inclusive runs perform noticeably better for SiIV. NCR falls over 3
orders of magnitude lower than the COS detections and upper limits. The CR runs overlap
nicely at low impact parameter, though both runs are distributed well below detections
past r ∼ 50 kpc (though here there are admittedly many more upper limits in the COS
data).
The story is similar for CIII, where again the non-CR run exhibits an enormous gap
from the QSO measurements. Once again, MCR and HCR both provide good coverage:
both runs span detections and upper and lower limits at high impact parameter. At low
impact, both runs are consistent with the saturated lines for SF systems, though HCR
features a broader range of columns, spanning down to the non-SF non-detections.
Finally, we look at OVI, where a clean separation between early and late-type systems
emerges (Tumlinson et al. 2011). Once more NCR produces columns roughly two orders
of magnitude too low across the full span of impact parameters. The CR-inclusive runs
perform much better, with a tight relation across impact parameter from 1014.5 → 1014
from small to large radii. The median trend across these runs is nearly identical, though
the MCR run has a larger spread to low column at large impact. While our halo’s span
of column densities overlaps much better with the SF population than the early type
systems (particularly regarding the non-detections) our median line lies below the typical
SF system’s column.
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4.5

Luminosity of Hadronic Losses

A more direct measure of the relativistic component of the CGM comes from hadronic
interactions between CR protons and the thermal gas. The CRs collide inelastically with
gas particles in a process that yields charged and neutral pions, and the latter rapidly
decay into GeV gamma-rays. This process is responsible for a majority of the diffuse high
energy emission associated with the MW disk. Beyond the disk, the Fermi Gamma-Ray
Space Telescope and predecessor instruments have identified a roughy isotropic gammaray background (Abdo et al. 2010), generally considered the aggregation of numerous,
unresolved extragalactic sources (e.g. starburst galaxies, gamma-ray bursts, large scale
shocks . . . see, for example, Thompson et al. 2007; Keshet et al. 2003; Ackermann et al.
2012a). Though often referred to as the “diffuse extragalactic background”, a substantial
fraction of this “extragalactic” background could in fact be due to the hadronic interactions
of CR protons (Feldmann et al. 2013). At the very least, this observed background provides
an upper limit of emission produced by our simulated CGM, and thus an important way
to discriminate between our CR-diffusion models. In this section we compute the gammaray emission within our simulations at z = 0, and compare to both the observed diffuse
“extragalactic” background and a recent measurement of M31’s gamma-ray halo.
The emissivity from hadronic losses is related to the thermal and CR gasses by (Enßlin
et al. 2007; Jubelgas et al. 2008)

d
dt

!
=−
had

cσ̄pp
ρCR (qthr )
2mp
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(4.2)


















































Figure 4.9 Edge-on maps of γ-ray surface brightness due to hadronic losses across our four CR-

inclusive simulations at z = 0. The left-most run is devoid of CR diffusion, with the next three
runs growing increasingly diffusive from left to right. Above each panel are thumbnails of the
thermal gas and CR energy surface densities. Across runs, the central surface brightness exceeds
10−3 ergs/cm2 · s. However, the falloff within the inner CGM is far more rapid for the more diffusive
runs: a factor of 1000 lower for the κCR = 3 × 1028 run, compared to the 3 × 1027 run.

where the pion production cross section on average is σ̄pp ≈ 32 mbarn (Jubelgas et al.
2008), ρ is the thermal ISM’s physical density and CR (qthr ) is the CR energy density of
all CR protons above the energy threshold qthr mp c2 = .78 GeV. Our simulations do not
track any measure of the CR gas’s momentum distribution. For now we will assume the
CR population of the CGM within our simulations is composed entirely of protons above
this threshold. Appendix 4.8 explores the uncertainty introduced by this assumption, to
find a more detailed treatment lowers the emissivity by 10 − 70%, but not by an order of
magnitude.
We employed Equation 4.2 to compute the gamma-ray emissivity produced by CR
protons throughout our simulation domain. We then used yt to produce edge-on surface
density maps of this emission, to provide a direct comparison to γ-ray observations. Figure
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4.9 shows these mock observations across our four CR-inclusive simulations with various
levels of CR diffusion. Across all our runs, the central surface brightness peaks beyond
10−3 ergs/cm2 /s, with the brightest regions tracing the densest gas coterminous with our
simulations stellar disk/bulge, where both the thermal gas and CR energy densities are
also at their maximal values. However, as we move tens of kpc from the galactic center,
the falloff of this surface brightness varies dramatically across runs: roughly 30 kpc from
the galactic center, halos most akin to a calorimeter (i.e. DCR and LCR ) feature a surface
brightness a factor of 1000 higher than the HCR run, despite a mere factor of 10 difference
in the diffusion coefficients. From Figure 4.9’s thumbnails of thermal gas density and
CR energy density, we see this difference is a compounded effect from the higher surface
densities of both gas populations in the low-diffusion runs, where the CR gas manages to
prop up an extended, spherical distribution of relatively high-density thermal plasma.
We next compute the total luminosity of γ-ray emission due to hadronic losses within
the inner CGM of our simulated galaxies, by summing the emission described by Equation
4.2 pixel by pixel. Figure 4.10 shows this result across our 4 CR simulations. The left panel
shows sums computed within radial “shells” of thickness 10 kpc. Immediately evident is
a strong separation across our three diffusive CR models, where at r ∼ 20 kpc, a factor of 3
increase in the diffusion coefficient leads to a rise in the local luminosity by over a factor of
10; between the most and least diffusive run, the inner CGM emission drops by a factor of
over 300. The contribution to the luminosity from progressively farther our shells drops
substantially, despite the growing volume of these regions, as both the CR energy density
and gas density drop precipitously across all runs. However, the slope of the falloff is
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Figure 4.10 Cumulative γ-ray luminosity from hadronic losses across our CR-inclusive simulations, as a function of radius from the galactic center at z = 0. LEFT: Total luminosity emitted from
radial shells about the galactic center of thickness 10 kpc. At all radii within the CGM, the diffusive
CR runs separate strongly by the strength of the diffusion coefficient: a factor of 10 drop in the
diffusion coefficient led to a brighter halo, by over a factor of 300 at r ∼ 20 kpc, and nearly a factor
of 30 at r ∼ 50 kpc. RIGHT: Cumulative profile of luminosity as a function of radius, excluding a
central disk of radius 20 kpc and height 10 kpc to safely avoid all emission from SF regions of the
disk/bulge. The upper dashed line is the average rate of CR energy production by SF regions of
the disk, and thus a gauge of where our choice to ignore hadronic losses in the simulation renders
the model non-self-consistent. From this threshold, we find the LCR and DCR runs certainly fall
into this category, while the HCR run’s emission is only ≈ 4% this value. The situation is tenuous
for the MCR run. The lower dashed line shows an estimate for the MW’s CGM from Feldmann et al.
(2013). Also shown is a recent measurement of diffuse halo emission around M31 from 5 years
of Fermi LAT data (Pshirkov et al. 2015). Across the diffusive runs, a factor of three increase in
the diffusion coefficient causes this total luminosity to drop by over an order of magnitude. This
suggests matching the CGM’s γ-ray emission provides a tight constraint on models of the thermal
gas/CR interaction.
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markedly shallower in HCR , and so the gap in emissions between runs closes to a factor of
∼ 30. Interestingly, DCR (which Chapter 2 found incapable of driving strong winds from
SF regions) shows a very different radial behavior, matching the low-diffusion run close
to the disk, but paralleling the MCR run at larger radii.
With the total gamma emission in hand, we can investigate whether the choice to
ignore hadronic losses during our simulations is truly self-consistent. To judge this,
consider the average total production of CR energy within the star forming disk. As
described in Section 4.6.3, the total stellar mass of our simulations is ≈ 7 × 1010 M across
our runs (somewhat higher for DCR and lower for LCR , though these runs are least
favored by our analysis). The total production rate of cosmic rays in energy is thus given
by 7 × 1010 M × c2 SN × fCR /13.8Gyr = 8.6 × 1040 erg/s. From Figure 4.10 we find this
estimate renders the DCR and LCR runs non-self-consistent, since their hadronic loss
output exceeds this value, by a wide margin. In contrast, the high diffusion HCR run has a
hadronic emissions at 4% of this value. For the intermediate case of MCR , the situation is
more uncertain. Here hadronic emissions are likely important to the dynamics, and could
possibly degrade the gamma-ray emission in this model to an extent that placed it closer
to the observational constraints.
These results suggest the gamma-ray emission in the galactic halo is strongly sensitive
to the details of CR propagation in the galactic halo, and thus comparisons to observed
diffuse gamma-ray emission can constrain our models. Recently, Feldmann et al. (2013)
estimated the contribution of CR protons to gamma-ray emission from the MW’s CGM,
finding emission related to CR proton interactions with the thermal CGM could contribute
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3 − 10% to the isotropic background observed by Fermi. This past year, Pshirkov et al.
(2015) used over 5 years of Fermi LAT data to constrain this luminosity for M31 within
40 kpc of the galactic center to 8.4 ± 4.6 × 1038 ergs/s−1 . The right-hand panel of Figure
4.10 compares these results to our simulated CGM. The plot shows cumulative luminosity
profiles including only gas beyond a central disk of radius 20 kpc and height 10 kpc
from the galactic center, in order to avoid contributions from the central SF disk/bulge.
From this we find our most-diffusive HCR run, with κcr = 3 × 1028 cm2 /s, comes closest
to matching these estimates. While these luminosities depend on knowledge of the CR
momentum spectrum, which we do not explicitly track in our simulations, Appendix 4.8
shows this uncertainty can only change the results by a factor of 2, well within the decade
of separation in luminosity between our CR models.

4.6
4.6.1

Discussion
Constraining the CR Diffusion Coefficient within the CGM

A key result of the present work is the central role of the cosmic ray proton fluid’s diffusion
parameter, κCR , which provides a first-pass at capturing the exchange of CRs between gas
fluid parcels, and whose value can substantially alter the behavior of galactic-scale flows.
Chapter 2 found simulations of an idealized gas disk galaxy within a 1012 M halo with
κCR ∈ [.3, 1, 3] × 1028 cm2 /s were all capable of launching winds from the forming system
with mass-loading factors on order unity, with a clear trend of higher mass-loading factors
and lower SFRs for lower values of κCR . Chapter 3 then applied the model in a cosmological
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setting with the same simulations analyzed in the present work, and found the simulation
employing the highest of these values (referred to as the HCR run here) produced the
least-peaked rotation curve and the thinnest, most extended stellar and gaseous disks at
low redshift. This value of κCR = 3 × 1028 cm2 /s is in line with a range of observational
measurements of the diffusion parameter for the central star-forming region of galaxies
(Strong & Moskalenko 1998; Ptuskin et al. 2006; Ackermann et al. 2012b; Tabatabaei et al.
2013). In the present work we extended the analysis into the diffuse CGM of our 1012 M
halo, where the true value of diffusion coefficient and indeed the validity of treating the
process with a homogenous, scalar coefficient is far less certain.
Our simulations have shown the choice of diffusion coefficient sets the size of a
central, CR-dominated spheroidal region within the CGM, where the gas temperature is
uniformly low, at the 104 K floor of our runs. The size of this region corresponds to the
spatial scale L at which the CR diffusion timescale, tCR,diff = L2 /κCR exceeds the dynamical
time, corresponding to 10’s of kpc for the diffusion parameters explored here. This
strongly affects the observational signatures of our CGM, with less diffusive runs featuring
enhanced HI columns and an absence of OVI within this region. Thus the presence of
UV absorbers at low impact parameter can discriminate between diffusion models in
the inner CGM; indeed the match to COS-Halos Figure 4.8 already suggests values of
κCR . 1028 cm2 /s produce an excess of HI at low impact parameter. In section 4.5 we
found the total hadronic emission within this region grows dynamically important in runs
with lower diffusion coefficients, casting doubt on whether or not a more sophisticated
model would produce such a bubble.

111

Exterior to this central region, the metallicity, temperature and density structure of the
CR-infused CGM looks roughly equivalent across diffusion models. All our CR-inclusive
models successfully populate the CGM with enriched material, raising the metallicity to
≈ 0.1Z across runs, as compared to a run devoid of cosmic rays. At these length scales,
diffusion has become of secondary importance to the dynamics, with bulk transport and
radiative heating and cooling driving the dynamics, and thus it is unsurprising the outer
CGM’s appearance is roughly independent of the CR diffusion coefficient.
Our explicit treatment of the high-energy ISM also permitted a prediction for the
CGM’s diffuse gamma-ray emission, which we found to be quite sensitive to the choice
of diffusion coefficient. Figure 4.10 shows a factor of 3 increase in the diffusion coefficient
caused the gamma-ray luminosity to drop by a factor of 10, regardless of where in the CGM
you choose to collect photons. HCR , the κCR = 3×1028 cm2 /s run, provided the closest match
to preliminary observations of the diffuse gamma-ray emission from Andromeda’s CGM.
In addition, this run’s value fell below the level of the diffuse “extra-galactic” emission
measured by Fermi, though in excess of estimates from the MW halo’s contribution. The
direct comparison here is tricky, since our model fails to track the distribution of CR
protons in momentum space, and thus we may be including lower energy CRs that do not
participate in the production of GeV gamma-rays (though Appendix 4.8 suggests this will
only alter results by a factor ∼ 1/2). In addition, the LCR and DCR runs are inconsistent
with observations due to a high rate of hadron losses that ought to become dynamically
important. For the MCR run, these losses may likewise alter the dynamics, pulling the
emission more in line with observations. For all these reasons, Figure 4.10 should be taken
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as an upper-limit for each model. Nevertheless, from the strong separation it appears the
most diffusive model provides a superior match to preliminary observations and morediffusive halos could perhaps do even better. The mean-free path of CRs is likely to rise
in the galactic halo, compared to the disks of galaxies, and thus it seems likely the CR
proton fluid grows more diffusive at large radii. Thus models with a relatively low κCR
within star forming regions may still be valid, provided the underlying magnetic field
structure changes substantially in the CGM. Since the majority of gamma-ray emission
occurs within ∼ 40 kpc of the galactic center, this transition would likely need to occur
within the disk-halo interface.

4.6.2

Role of CR Pressure Support in the CGM

Beyond simply driving winds (and thus metals) into the halo, the CR fluid’s pressure
support is of crucial importance to the structure of the CGM at all radii. As discussed
above, in the inner regions of the CGM, corresponding to r such that r2 /κCR < tdyn , CR
pressure overwhelmingly dominates, producing a region rich in HI and 104 K gas. At
larger radii, CRs provide an intermediate level of pressure support that allows broad
swaths of diffuse gas to cool, spanning a wide range of temperature down to ∼ 104.5 K.
Only a small fraction much exceeds 106 K.
Thus the presence of CR pressure support in the galactic halo has decoupled the
diffuse medium’s temperature from the halo’s virial temperature without forfeiting hydrostatic balance. The broad temperature range of our CGM, coupled with the robust flow
of metals out beyond SF regions of the disk provided a good match to COS-halos data for
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a set of species with disparate ionization energies. This result separates the CR-inclusive
model considered here from ad-hoc wind models, which in particular have struggled to
reproduce the observed OVI column (e.g. Ford et al. 2015; Hummels et al. 2013).

4.6.3

Baryonic Mass within the CGM

There exists a long-running discrepancy between the cosmic mean baryon fraction, ≈ 17%
of matter, and the readily-observed baryonic mass components within galaxies, such as
stars and the ISM. While this “missing” material may have been expelled from halos
via sufficiently mass-loaded winds, observations thus far of the low-redshift intergalactic
medium (IGM) fail to account for the total balance of baryons (e.g. Cen & Ostriker 1999;
Prochaska et al. 2011, more recently). The difficult to observe, diffuse, gaseous CGM has
been invoked as a potential line item capable of repairing a galaxy’s baryonic balance
sheet. Classic analytic arguments (e.g. White & Rees 1978) positing a halo chock-full
of diffuse, virialized material, ∼ 106 K for a MW-sized system, suggested these baryons
would exist in the form of hot X-ray absorbing gas. However, recent observations of the
MW and surveys of L ∼ L∗ galaxies have cast doubt on this assertion (Miller & Bregman
2013; Anderson et al. 2013), although see Gupta et al. (2012). Studies of UV absorbers at
low-redshift, culminating in the COS-halos survey, now suggest diffuse, hard to observe
material could indeed still account for a significant portion of a galaxy’s baryons, though
material at a substantially lower temperature: perhaps nearly half of a galaxy’s “expected”
baryons exist in diffuse, T < 105 K material (Werk et al. 2014; Tumlinson et al. 2013); and a
warm-hot 105 − 107 K mode potentially harbors a similar quantity of mass (Peeples et al.
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2014; Tumlinson et al. 2011).
Figure 4.11 shows the total balance of baryons within our simulations, for a “disk”
component, defined as stars and all gas within a cylindrical radius R < 20 kpc and
height z < 10 kpc of the galactic center, and a CGM component, comprising all remaining
gas within 300 kpc. These values have been normalized to the total “expected” baryon
mass, defined as the dark matter mass within 300 kpc multiplied by the cosmic fraction,
Ωb /ΩM = .17.
The top panel shows results for the NCR run against our two most successful CRinclusive runs, MCR and HCR . The mass within the disk of all three runs is ≈ 50%, which
is over double the ≈ 15 − 25% found observationally (Behroozi et al. 2010). As noted
in Chapter 3, while the CR model persistently drives galaxy-scale winds from the disk,
promoting SF in a thin extended disk, it fails to fully disrupt the runaway star formation
at the galactic center, due either to a lack of sufficient resolution or the absence of other
feedback processes relevant on small scales (e.g. turbulence, photon pressure or a more
sophisticated treatment of SN and stellar winds). This problem becomes more accute for
the HCR run, which actually forms more stars than the NCR case. Within the CGM however,
this situation is reversed: while NCR and the moderately-diffusive MCR feature ≈ 40% of
“available” baryons in their CGM, the HCR run has managed to drive a substantial fraction
of baryons from the halo entirely. Indeed this run features an aggregate baryon fraction
of only 80% at this epoch within 300 kpc, in comparison to the other runs’ 90%. Between
the CR and non-CR runs however, the most profound change involves the temperature of
the gas. With the advent of CR-supported diffuse material in the halo, as discussed in
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Figure 4.11 Mass components of our simulated halo, normalized to the “expected” baryon mass

of MHalo (300 kpc) × Ωb /Ωm . Here the “disk” includes all gas within a cylindrical radius R < 20
kpc from the galactic center and a height z < 10 kpc from the galactic mid-plane. The CGM is
gas beyond this disk but within 300 kpc. TOP: The NCR , no-CR run, compared with our most
successful CR diffusion models, MCR and HCR , at z = 0.2 for a direct comparison to COS-halos.
BOTTOM: The same quantities at z = 0, for all runs.
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Section 4.6.2, the CGM moves from being entirely warm-hot gas above 106 K to harboring
a substantial fraction of mass in a cool, T < 105 K phase: ≈ 15% for MCR and a more modest
few percent for the HCR run.
This picture persists to low redshift, where the disk’s contribution to the baryon
balance shrinks to less than 40%, while the CGM fraction holds steady. Here we show all
five simulations, where all but the most-diffusive HCR run harbor a substantial fraction
of cold CGM material, most notably the 3 × 1027 cm2 /s LCR run. Both LCR and the
diffusionless DCR simulation are outliers in either disk or CGM mass:

DCR formed

substantially more stars than any other run in a central, dense bulge. Meanwhile LCR ’s
modestly extended disk was surrounded by a large reservoir of cool, CR-supported gas,
accounting for roughly 40% of the baryon budget. Both runs feature substantially more
mass in the entire halo, with ≈ 100% of baryons accounted for. However, the results of
Section 4.5 suggest these scenarios predict a far too bright gamma-ray halo for the MW,
in addition to involving diffusion coefficients inexplicably lower than what’s observed in
the solar neighborhood.

4.6.4

Missing Physics

Our simple cosmic ray model affords an unprecedented look at the the dynamical impact
of high energy particles in high resolution global galaxy simulations. However, this twofluid, isotropic diffusion approach is only a crude approach to the complex interaction
between CRs, magnetic fields and the thermal gas. We provide a brief summary of the
most important missing physics in the context of CRs.
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Our runs are devoid of explicit magnetic fields. A proper treatment of MHD would
require an inaccessible level of resolution for today’s generation of cosmological zoom
simulations. The validity of our two-fluid model rests on the assumption that twisted,
stochastic magnetic fields are present, to some degree, throughout our simulation domain. In the galactic plane, there is a rough equipartition in energy between such a
stochastic field and a more large-scale, coherent component following spiral structure
(Beck & Wielebinski 2013). The CGM’s magnetic field structure however is highly uncertain, and earlier work has sometimes modeled its structure as a coherent, radial field
upon which CRs may coherently stream (e.g. Breitschwerdt et al. 1991). It is unclear how
streaming would change this picture, though there is evidence streaming CRs can deliver
heat and momentum to the thermal ISM, driving winds and providing pressure support
via MHD waves (Zirakashvili et al. 1996; Everett et al. 2008; Uhlig et al. 2012; Dorfi &
Breitschwerdt 2013). Evidence from abundance ratios of CRs in the solar neighborhood
suggest that a fraction of CRs having returned from excursions into the Galaxy’s halo have
a lifetime of ∼ 20 years in the galaxy (Shapiro & Silberberg 1970; Kulsrud 2005), which
suggests a degree of confinement for CGM CRs.
Our simulations account for adiabatic transfers of energy between the CR and thermal
fluids and the acceleration of CRs in star forming regions, but otherwise are devoid of
cosmic ray gain and loss processes. A more detailed treatment would include a source
term for CRs formed during AGN activity at the galactic center and CRs accelerated at
cosmological shock fronts. Several important loss processes have also been ignored here,
including Coulombic and hadronic losses of CRs as they interact directly with the thermal
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gas. The former process is of more importance for low-energy CRs and in regions of
higher density, and thus we expect our CR spectrum to be quite hardened by the time
the fluid parcel has reached the CGM, where the surviving highly-relativistic rays travel
through a far more rarefied medium. The latter process was discussed in Section 4.5,
where we noted that the lower diffusion runs were not self-consistent due to a luminosity
via these catastrophic losses in excess of the average rate of CR energy production within
the disk. Thus these catastrophic losses may measurably deplete the CR population, but
likely do not kill their strong presence in the halo. CRs also excite MHD waves which
also transfer heat to the thermal ISM (e.g. Kulsrud & Pearce 1969; Skilling 1975; Cesarsky
1980), a process that may become increasingly important on the longer timescales of these
dynamics relative to in the galactic plane. Given the purported dynamical impact of CRs
in the present work, this suggests a detailed understanding of the CGM’s plasma behavior
remains critical to characterizing its composition.
Our model also fails to resolve the distribution of CRs in momentum space, which
we explore in the context of catastrophic losses in Appendix 4.8. Our model assumes a
dominating presence of ultra-relativistic rays, though a stronger presence of low-energy
particles would only diminish catastrophic losses in the CGM. However, an enhanced
presence of low-energy CRs would also render our γCR = 4/3 assumption inaccurate,
though Chapter 2 found the choice of γCR had little affect on the two-fluid gas-dynamics.
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4.7

Conclusion

In this chapter we explored how cosmic ray protons can alter the structure and composition
of the circumgalactic medium within a Milky Way-sized halo. We implemented a simple
two-fluid model for the high energy CR proton population and the thermal ISM into
enzo, an adaptive-mesh eulerian hydrodynamics suite. We then followed the formation
of a 1012 M halo from z = 99 to the present day for five disparate models with and
without CRs, implementing a simple prescription for radiative cooling, star formation
and energetic feedback into both the thermal plasma and the diffusive CR fluid. The
following list enumerates our key findings

1. Runs which included a diffusive CR component featured enriched CGMs, with gas
metallicites ∼ 0.1Z within a majority of the CGM volume out to beyond the virial
radius. The enriched material is a direct consequence of robust winds flowing
beyond the star forming disks within these runs. In contrast, a control run devoid
of CRs featured gas almost completely absent of metals in the CGM.

2. Beyond driving winds (and thus enriched material) into the galaxy’s halo, the CR
proton fluid also provided substantial pressure support within the CGM. For lessdiffusive CR runs, this produced a spheroidal bubble of radius r .

p

tdyn κCR where

the material was almost exclusively at T < 105 K, with a substantial presence of
neutral hydrogen. This cooler material contributed roughly 40% of the CGM’s mass
for a model with κCR = 1028 cm2 /s. This bubble’s prominence diminished for a more
diffusive run.
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3. Beyond this inner region, the CR fluid provided the dominant source of pressure
support in large swaths of the diffuse CGM out to the virial radius, while other,
typically hotter, regions were gas pressure-dominated. This mixture led to a rich
spread in temperatures that were on average measurably lower than in the non-CR
run.

4. Diffusive cosmic ray runs also featured substantially stronger column densities of
HI and important ions, such as CIII, SiIV and OVI, tracers of gas across many phases.
For runs with κCR ∈ {1, 3} × 1028 cm2 /s, these columns provided a good match to the
COS-halos survey of L ∼ L∗ galaxies at z = 0.2.

5. The CR-infused halo of our runs produced a luminous gamma-ray halo via hadronic
(“catastrophic”) losses. This luminosity was strongly dependent on the diffusion
coefficient, with a factor of three drop in the CR diffusion length-scale leading to
over a factor of 10 rise in gamma-ray brightness. For the most diffusive runs, this
brightness fell beneath the diffuse “extra-galactic” background found by Fermi LAT,
and approached observed and expected values for M31 and the MW. For the more
diffusive runs, this luminosity was far too high, exceeding the CR energy output
of the disk and thus rendering the models non-self consistent. For mildly diffusive
runs, the effect of hadronic losses on the dynamics are an important process to model
in future work.

6. These observations point towards a global CR diffusion coefficient near 3 × 1028
cm2 /s, though a more accurate physical picture likely involves a spatially and time121

varying diffusion coefficient, to reflect the non-linear interplay between gas, CRs and
magentic fields, particularly far from the star-forming disk where the movement of
ISM plasma may indeed comb out a more regularized field structure.
7. Cosmic ray protons likely alter the CGM’s mass content, as broken down by temperature. In particular, less diffusive runs feature a high fraction of mass with T . 105
K, in line with recent results from the COS-halos survey. For more diffusive runs,
however, gas mass at this low temperature diminishes in quantity.
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4.8

Appendix: Uncertainty in the CR Spectrum

To produce a γ-ray emissivity due to hadronic losses at each voxel in our simulations,
we had to assume all CR protons lie above the energy threshold qthr mp c2 = .78 GeV, or a
momentum threshold qthr ≈ 1 in units of mp c. For the well constrained CR spectrum of
the solar neighborhood, this would overestimate the luminosity by over a factor of two,
since over half the CR population’s energy density comes from protons whose momentum
lies below mp c. Far beyond the star-forming disk of our simulated systems, where the
CR population has not been replenished by SN, we would expect the contribution to CR
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from low-momentum protons to diminish, as lower-energy CR protons are preferentially
susceptible to energy loss via Coulomb losses.
A more accurate approach would be to eliminate the contribution to CR from protons
below the threshold qthr . However, our model does not explicitly track even an approximation of the CR momentum distribution. We can make a first pass at quantifying how
strongly this will affect our results by considering the simple spectral model of Enßlin
et al. (2007)
f (p) = Cp−α θ(p − q)

(4.3)

where f (p) is the number density of CR protons of momentum p, C is the normalization
(amplitude) of the spectrum, α is a the spectral index, and q is a low-momentum cutoff
(distinct from qthr for the hadron losses). The model’s three parameters, C, α and q are all
functions of both space and time, and can thus capture the salient features of a variety of
real CR populations. We can map this spectrum to the CR energy density via the integral
∞

Z
CR (C, α, q) =

dp f (p)Tp (p)

(4.4)

0



q

Cmp c2  1
α−2 3−α
1−α
2
× B 12
,
+q
1+q −1
=
α−1
2 1+q
2
2

(4.5)

p
where Tp (p) = ( 1 + p2 − 1)mp c2 is the kinetic energy of protons of momentum p and
Bc (a, b) is the incomplete β-function.
With this model, we can explore how inaccurate our assumption was in Section 4.5
that all protons’ momenta lie above mp c. When the cutoff q is above qthr , this issue is moot:
the CR gas is entirely composed of protons capable of producing γ-rays via hadronic
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Figure 4.12 The fraction of CR energy density that contributes to the hadron loss process, fhad , as
a function of the slope, α, and cutoff, q, in the spectral model of Equation 4.3. For the full range
of α and reasonable values of q, this fraction is always ∈ [0.3, 0.9], and thus we find our results in
Figure 4.10 relatively insensitive to details of the CR spectrum. The vertical dotted line shows the
slope value found in the solar neighborhood. The horizontal dotted line is the momentum cutoff
for the hadron process, q? , above which fhad is unity.

losses. However, when q drops below qthr , a fraction of the energy density should not be
included in the product in Equation 4.3. The relative importance of this cutoff issue will
also be influenced by the slope coefficient, α, as larger values will place more importance
on lower momentum protons. We can express the fraction of the total energy density that
participates as
fhad =

(C, α, qthr )
= f (α, q)
(C, α, q)

(4.6)

where the final right hand side of this equation emphasizes that the normalization C
drops out of this ratio, and thus the fraction is not explicitly dependent on the energy
density at every point in space but rather only the slope and cutoff. Figure 4.12 shows fhad
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throughout this parameter space, demonstrating that the fraction is always ∈ [0.3, 0.9].
This suggests details of the CR momentum distribution are unable to wash away the
strong separation in the CGM’s γ-ray luminosity across our simulations found in Figure
4.10.
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Chapter 5
The Large Magellanic Cloud’s Disk As a
Probe of the Milky Way Hot Halo

5.1

Introduction

Hydrodynamic probes of the MW CGM gas structure provide a powerful compliment
to observational studies in absorption. Modeling ionization states relies on assumptions
regarding the gas’ temperature and sources of photoionization, and a single waveband
study cannot probe the broad range of gas phases spanned by the CGM in all its forms.
In contrast, studies that exploit ram pressure stripping (RPS) probe diffuse gas of all temperatures and ionization states, and the stripping dynamics are insensitive to assumptions
of the temperature of the oncoming wind (e.g. Roediger & Hensler 2005). Grcevich &
Putman (2009) considered a host of dwarf spheroidals orbiting the MW, most devoid of
HI, to place preliminary bounds on the CGM’s gas profile. In this chapter we consider
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instead the Large Magellanic Cloud (LMC), a relatively massive, late-type dwarf, with a
well-studied HI disk.
The Magellanic Clouds (MCs) move through the MW at ∼ 50 kpc from the Galactic
Center with velocities ∼ 300 km/s, with a Leading Arm (LA) and trailing Magellanic
Stream (MS) of gas strewn across much of the southern sky from our local viewpoint. The
interaction of this complex with the CGM likely alters the appearance and dynamics of
their gaseous components. The LMC’s proper motion implies any CGM headwind would
most directly impact the disk’s northeastern edge, referred to hereafter as its “leading
edge”. The HI profile here truncates abruptly at R ≈ 6.2 kpc from the kinematic center of
the LMC, in contrast to other quadrants of the LMC (e.g. Putman et al. 2003b). Despite the
absence of gas, the stellar profile continues uninterrupted far beyond this radius (van der
Marel & Cioni 2001), which would rule out a tidal explanation for this HI truncation (as
tides would truncate both gas and stars). This leading edge is characterized by a ring of
enhanced Hα emission (Mao et al. 2012) and multiple HI velocity components, the faster
components of which are possibly extra-planar (Luks & Rohlfs 1992; Nidever et al. 2008,
2010), which point towards a strong interaction between the LMC’s ISM and the ambient
material it passes through. HI column and star formartion are both more concentrated in
the southeastern portion of the LMC disk; an entire “supershell” of denser gas and rapid
star formation exists at the leading edge of the LMC disk, perhaps due to a bow-shock (de
Boer et al. 1998; Murali 2000), and regions devoid of gas exist despite the presence of young
stars (Indu & Subramaniam 2011). Likewise the MS and LA are likely significantly altered
by this ambient medium. The stream exhibits strong Hα emission (Bland-Hawthorn et al.
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2007; Weiner & Williams 1996) and high velocity clouds (HVCs) kinematically associated
with the whole complex consistently feature head-tail structures well aligned with the
orbital movement of the Magellanic Complex at large (Putman et al. 2011; For et al. 2014).
Precise proper motion (PM) measurements of MC stars in the past decade have
substantially improved our knowledge of the LMC’s PM vector (Kallivayalil et al. 2006;
Piatek et al. 2008) and enhanced our understanding of the LMC’s orientation and internal
rotation and the dynamical relationship between the MCs (Kallivayalil et al. 2006; van der
Marel & Kallivayalil 2014). These results imply the LMC’s kinetic energy is on par with
its binding energy to the MW, leading to a picture in which the LMC passed through its
last perigalacticon less than 100 Myr ago and is either on its first infall or else on a highly
eccentric orbit whose previous perigalacticon occurred a substantial fraction of a Hubble
time ago (Besla et al. 2007, hereafter B07). The most recent epoch of PM measurements
slightly reduced the implied LMC proper motion velocity, but still confirms this highly
eccentric, possibly first infall scenario (Kallivayalil et al. 2013, hereafter K13).
A detailed study of ram pressure stripping’s effect on the LMC disk gas’ extent was
last undertaken by Mastropietro et al. (2005) who followed the LMC’s orbital history within
an N-body/SPH simulation of both the MW and LMC’s dark and baryonic components.
Their work suggested a MW gaseous halo density of ≈ 8 × 10−4 cm−3 at 50 kpc from
the Galactic center. However, they used a substantially lower-energy LMC orbit, which
allowed for multiple pericentric passages of comparable depth into the MW potential, and
a much longer interaction time between the LMC gaseous disk and the MW CGM, during
which time the headwind compressed and heated the LMC disk material, allowing for
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slow, continual stripping down to the present observed truncation radius — a decidedly
delocalized probe of this ambient material. The slower orbit also enhanced the role of
tidal interactions between the MW and LMC. No detailed study has been made of the MW
halo gas’ role in truncating the LMC’s gaseous disk under the new MC orbital paradigm.
Mastropietro et al. (2009) used the updated orbital scenario of B07 but focused on the effects
of compression-induced star formation and did not vary the halo density or consider how
the leading edge infers a MW diffuse CGM density.
The new, longer period, eccentric orbits of B07 and K13 no longer allow for slow,
continual stripping mechanisms, and suggest a scenario in which the current HI truncation radius along the disk’s leading (windward) edge may be set by fast stripping, well
described by the model of Gunn & Gott (1972) (hereafter G72), having occured during
the LMC’s recent pericentric passage of unprecedented speed and depth within the MW
potential. This points to a picture where the LMC’s current HI extent along the leading
edge may provide a direct probe of the MW CGM density, likely localized to simply a
measurement of this density at the LMC’s recent perigalacticon at R = 48.2 ± 2.5 kpc from
the Galactic Center. Corroborating this notion and deriving a bound for this density is the
primary focus of this chapter.
This chapter is organized as follows. In Section 5.2 we introduce an analytic model
for the LMC internal structure and dynamics, the LMC’s motion through the MW halo
and the structure of the MW CGM. In Section 5.3 we use this setup along with an analytic
description of RPS to construct a toy model through which we arrive at a localized density
constraint at r ∼ 50 kpc. In section 5.4 we then explore this process in greater detail
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via three-dimensional hydrodynamic simulations of the LMC passing through the MW
halo. Section 5.5 synthesizes the analytic and simulated results together along with an
enumeration of relevant uncertainties to form an accurate diffuse gas density bound.
Section 5.6 discusses shortcomings of our model, explores alternative LMC gaseous disk
models, proposes a more accurate analytic prescription for RPS of gas-rich dwarf systems,
and concludes with implications for the origins of the Magellanic Stream (MS). Section
6.1 summarizes our main findings.

5.2

Theoretical Model for RPS of the LMC

In this section, we outline a model framework that will be applied consistently to all
analytic and simulation work in this chapter. Sections 5.2.1 – 5.2.3 outline our prescriptions
for the LMC internal structure and mass components, the MW diffuse gaseous halo, and
the LMC’s center of mass (COM) motion through the MW, respectively.

5.2.1

Model for the LMC

For the LMC’s internal structure, we rescale the setup employed by Tonnesen & Bryan
(2009), hereafter T09. Table 5.1 summarizes the important parameters.
For the stellar and gaseous disks of the LMC we follow the setup of Roediger &
Brüggen (2006) and T09. We assume the stellar and gaseous disks are circularized, share
a common kinematic center, and are aligned in their rotation axes. In reality, the present
day stellar distribution is intrinsically asymmetric and elliptical, and the position angle of
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Static DM Potential
Spherical Profile (Burkert 1995)
ρ0
3.4 × 10−24 g/cm3
r0
3 kpc
Static Stellar Potential
Plummer-Kuzmin Disk
Miyamoto & Nagai (1975)
M?
2.7 × 109 M
a?
1.7 kpc
b?
.34 kpc
Initial Gas Distribution
Exponential Disk
Tonnesen & Bryan (2009)
Mgas 5 × 108 M
agas
1.7 kpc
bgas
.34 kpc
MTot 7.2 × 108 M

Table 5.1 Parameters for our LMC model, which consists of static DM and stellar potentials and
a self-gravitating gas disk with an initially exponential profile. For this simple setup, all profiles
share a common kinematic center and angular momentum axis, and the orbits are completely
circularized.

progressively fainter isophotes of the stellar distribution rotate by ∼ 90◦ (van der Marel
& Cioni 2001). However, these simplifications should not substantially alter our RPS
dynamics, which is mostly governed by the stellar and gaseous surface densities at R ∼ 6
kpc and to a lesser extent the circular velocity of the HI, related to the total enclosed mass
at these radii. Kim et al. (1998), hereafter K98, studied the HI velocity field to find an
upper limit on the dynamical mass within a radius of 4 kpc of M(4 kpc) = 3.5 × 109 M .
From their HI surface maps, they also inferred a total disk mass of 2.5 × 109 M and a
gaseous component of 5 × 108 M within the same radius. We use these values to constrain
the normalization of our profiles. For the stars we employ a static Plummer-Kuzmin disk
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(Miyamoto & Nagai 1975),
"
Φ? (R, z) = GM?

q
2 #−1/2
2
R + a? + z2 + b?
2



(5.1)

with mass M? = 2.7 × 109 M , radial scale length a? = 1.7 kpc and vertical scale height
b? = .34 kpc. These scale radii are motivated by van der Marel & Cioni (2001). For the gas
disk, we adopt the profile of T09,
!
!
z
R
sech
0.5 sech
ρgas (R, z) =
agas
bgas
2πa2gas bgas
Mgas

2

(5.2)

where agas and bgas are the radial and vertical scale heights of the disk and Mgas is a
normalization related to the total mass of the disk by MT,gas ≈ 1.44Mgas . We consider only
profiles that roughly obey the constraint of K98: Mgas (4 kpc) = 5 × 108 M . For the majority
of simulations, we then set the gaseous scale radii equal to that of the stellar distribution,
and thus agas = 1.7 kpc, bgas = .34 kpc and Mgas = 5 × 108 M . This “characteristic mass”
is identical to the mass within 4 kpc by coincidence; the total enclosed mass of this disk
model to large radii MT ≈ 1.44Mgas = 7.2 × 108 M . Figure 5.1 compares this model of the
LMC gaseous disk to the observed HI profile, as found from averages of radial profiles
in four distinct quadrants of the system. The observed HI column was taken from the
Parkes HI Survey (HIPASS, see Putman et al. 2003b). This comparison shows our model
provides an excellent match to the central HI column of the observed system, and matches
the radial falloff in two quadrants of the system (northwest and southeast, ignoring the
heavily star forming 30 Doradus region). In the southwest quadrant, leading into the

133

Magellanic Bridge and Stream, the observed column predictably rises above the radial
falloff. The worst agreement is beyond 4 kpc on the leading edge (northeast). This is
itself evidence of a role for ram pressure stripping, especially in light of the uninterrupted
presence of stars beyond the HI truncation in this quadrant.
Equating our model’s surface density to the observed HI surface density ignores
other phases of the ISM. However, dense molecular clouds behave more akin to the stellar
component in a ram pressure stripping scenario, and thus could be thought of as a small
error in the stellar disk mass. And while we do not expect ionized HII to be a large
contribution to the gas profile by mass, we do account for HII in our simulations, crudely,
via a density cut at ρ = .03 cm−3 (see, for example, Rahmati et al. 2013).
This model also produces a total gas mass and HI diameter in line with the tight
relation found for a survey of late-type dwarfs by Swaters et al. (2002). The faster falloff
along the leading edge today is not in line with this relation, which further suggests it is
not a long-lived remnant of a pre-MW LMC but rather induced by RPS, RP compression
of contours or RP-induced star formation and feedback. Our model is on the lower mass
end of all models that obey both the Swaters relation and the mass constraint of K98. Thus
in section 5.6.1 we consider a more gas-rich initial disk profile as well.
Our LMC disk sits within a large DM halo, which we treat as a spherical potential
whose center is matched with those of the stellar and gaseous distributions. Inferring
the circular velocity and dynamical mass of the LMC is not a straightforward process.
Measurements of the rotation curve from different stellar and gaseous populations yield
disparate results, convoluted further by imprecise knowledge of the system’s orientation
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Figure 5.1 Comparison of the observed HI column density from the Parkes HI Survey (HIPASS,
see Putman et al. 2003b) to our model’s gaseous surface density (red line). Here we plot surface
density versus radial distance from the LMC kinematic center in the plane of the LMC disk. The
inset shows the observed HI surface density map from which our profiles are derived. To map the
observed two-dimensional line-of-sight (LOS) column’s position to a radius in the disk plane, we
assumed the gas’s height above the plane was zero and made use of the coordinate systems and
transformations described in Section 5.4.2. Next we sampled the observed profile along a dozen
rays, equally spaced in angle from 30◦ to 60◦ in each quadrant (grey lines with dots, white lines
on the inset) and then averaged these radial samplings into an observed radial profile (thick black
line). The central surface density of our model matches the observed profile well, and the radial
falloff is in agreement in the northwest and southeast quadrants. The leading edge (northeast)
shows a stronger radial falloff beyond 4 kpc, itself evidence of ram pressure stripping, as the stellar
component does not show any such curtailment here. Figure 5.7 shows the observed stellar profile.
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and ellipticity (van der Marel et al. 2009, section 2.5 for a review). Olsen et al. (2011)
found the HI rotation curve peaks at 87 ± 5 km/s beyond 2.4 ± .1 kpc. More recently,
(van der Marel & Kallivayalil 2014, hereafter vdM14) took 3D stellar proper motions and
consistently fit the bulk motion, orientation and rotation curve of the LMC disk, assuming
a flat, circularized stellar disk, to find a flat rotation curve of 91.7±18.8 km/s, corresponding
to a dynamical mass of M(8.7 kpc) = 1.7 × 1010 M . Our model produces a rotation curve
of 80 km/s, which is consistent with vdM14, though admittedly on the lower end of their
error space. We also perform a few simulations with peaks of 90 and 100 km/s, though we
find no significant effect from this change. We emphasize that an accurate rotation speed
is of secondary importance to our results, since where RPS truncates the disk gas does not
depend strongly on this value (see Section 5.3). For the DM, following T09, we employ
the static, spherical model of Burkert (1995),

h
i−1
ρDM (r) = ρ0 r30 (r + r0 )(r2 + r20 )

(5.3)

with characteristic density and radius ρ0 = 3.4 × 10−24 g/cm3 and r = 3 kpc, values chosen
to produce a rotation curve peaked at 80 km/s and also to closely follow the equivalent
NFW profile with concentration parameter c = 10. Figure 5.2 shows this rotation curve
also broken down into mass components, with comparisons to the constraints of K98,
vdM14, Olsen et al. (2011).
In our simulations, as a practical consideration, we implemented a hydrostatic LMC
gas halo (LGH) profile, whose pressure declines towards the box edge. This setup mitigated problems with our initial headwind setup. Our inclusion of this LMC gas halo is
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otherwise immaterial since the headwind washes this small gas component away well
before the LMC’s gaseous disk gets stripped. The low density, hydrostatic gas distribution
obeys
GMDM (R)µmp
3kb r

 

T −1
r −3
= nLGH0
TLGH0
rLGH0

TLGH =

(5.4)

nLGH

(5.5)

where rLGH0 = 2 kpc and nLGH0 = 1.8 × 10−3 cm−3 were chosen to provide ample pressure
support near the LMC disk but a very low pressure, low density ambient medium near
where the simulation wind first propagates into the domain. TLGH0 = TLGH (rLGH0 ), and
these expressions lead to a total LMC gaseous halo mass of roughly 5 × 106 M , or roughly
1% the LMC gaseous disk mass. An appreciably higher fraction of baryons could reside
in this halo without affecting our results, since the material, spread over the halo’s large
volume, would still be very diffuse, and thus easy to unbind long before pericentric
passage.

5.2.2

Model for the MW Diffuse CGM

For the extended, diffuse phases of the circumgalactic medium, we adopt a β-model in
density (Makino et al. 1998), motivated by observations of the hydrostatic gas filling large
X-ray clusters,
 2 #−3β/2
r
n(r) = n0 1 +
,
rc
"
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(5.6)




































 









Figure 5.2 Our model LMC’s rotation curve, broken down by mass components. The net rotation
curve peaks at 80 km/s, on the lower end of current observations. Observationally inferred circular
velocities are over-plotted with errors: vdM14 estimated the amplitude of the circular velocity
from stellar kinematics, whereas Olsen et al. (2011) did so via HI. Kim et al. (1998) also used the
HI velocity field along with the luminosity of the baryonic components to find an HI mass within
r = 4 kpc. We emphasize that correctly modeling the stellar and gaseous surface densities at the
observed HI truncation radius of ≈ 6 kpc is the chief concern for our RPS study of the LMC disk,
whereas the rotation curve profile in interior regions is of limited importance.

where n0 and rc describe a “core” density and radius within which the profile is roughly
flat, and β is a power law decay constant applicable at larger radii r > rc . Miller & Bregman
(2013), hereafter MB13, fit a β-profile to the distribution of ∼ 106 K diffuse halo gas to match
OVI and OVII absorption line strengths for 29 X-ray sources (primarily AGN). They found
best fit parameters for the MW,

−3
n0 = 0.46+0.74
−.35 cm

rc = 0.35+0.29
−.27 kpc
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β = 0.71+0.13
−.14

which suggest the MW core region ends at radii well below our region of interest (r ∼ 50
kpc). Thus for our LMC this profile can be approximated as
3β

n0 r
n(r) ≈ 3βc
r

(5.7)

to good precision — i.e. our model is more or less a simple power law and thus a
3β

function of two important variables: an amplitude n0 rc , and a falloff β. Extrapolated
mass estimates for the CGM will depend far more sensitively on β. Section 5.4.4 details
how we chose various parameters in our suite of simulations.
To completely specify the thermodynamic state of our CGM model we’ll need not
only this β-profile density and our universal ideal gas law equation of state, but also a
temperature profile. The choice of temperature profile is of small significance, since simulations both with and without gas cooling have found the stripping dynamics strongly
insensitive to the headwind’s temperature and pressure (e.g. T09, Roediger & Hensler
2005). Again appealing to cluster observations, we choose to model the MW halo temperature with (Makino et al. 1998)

kb T(r) = γ

Gµmp M(r)
3r

(5.8)

where γ ≈ 1.5 is found in numerical simulations. For the mass of the MW, we follow the
classic NFW profile (Navarro et al. 1997) with M200 = 1012 M and concentration parameter
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c = 12. We wish to emphasize that this temperature profile is the only instance in this
chapter where a DM profile of the MW must be instantiated, and thus our results are
insensitive to this choice of mass / concentration.

5.2.3

Model for LMC Orbit

Our work relies on a model of the LMC’s orbital history to produce the CGM headwind’s
time-evolving density and 3D velocity. Such an orbit was generated via a backwards-orbit
integration for the LMC/MW system using methods described in B07. These calculations
treat the MW as an NFW profile and the LMC as a Plummer profile and ignore the LMC’s
major companion, the Small Magellanic Cloud (SMC). But such simplifications will not
have a huge impact on the accuracy for the most critical past 100 Myr surrounding
pericentric passage (Kallivayalil et al. 2013; Besla et al. 2007).
The initial conditions for the LMC’s motion are the latest proper motion measurements of Kallivayalil et al. (2013) (hereafter K13). For our fiducial orbital scenario, we
adopt an orbit with the pericentric velocity 340 km/s at a distance of 48.1 kpc from the
Galactic Center. This fiducial orbit was calculated assuming a MW with Mvir = 1 × 1012 M ,
cvir = 9.86 and Rvir = 261 kpc with MMW,disk = 6.5 × 1010 M , as in K13. Our fiducial model
involves an LMC Plummer sphere with mass 1.8 × 1011 M with dynamical friction calculated also as in K13. This dynamical friction implies that uncertainy in the MW/LMC
mass ratio results in uncertainty in the LMC’s orbital history, which we explore in Section
5.5.
As described in the introduction to this chapter, the LMC’s orbital period is an
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appreciable fraction of a Hubble time, implying either a first-infall scenario or an orbit
in which the last pericentric passage occurred much farther from the Galactic Center.
Thus its recent pericentric passage with a speed of ≈ 340 km/s involved a ram pressure
headwind of unprecedented strength for the LMC. A plot of this evolving ram pressure
appears in Figure 5.5.

5.2.4

Defining the Truncation Radius of the LMC’s Leading Edge

To compute the observed leading-edge truncation radius, we took the HIPASS HI column
density map and re-projected the HI column into our LMC line-of-sight (LOS) point-ofview (POV) (see Sections 5.4.2 and 5.4.5). We then extended a dozen rays radially from
the kinematic center of the LMC out to the leading edge, which we define as the second
quadrant of a cartesian frame centered on the LMC kinematic center where the ŷ-axis is
tangent to the line of constant declination passing through the origin (see Section 5.4.2).
Table 5.3 summarizes position and orientation values relevant to the present work. We
then find the radial distance at which the column drops below 1019 cm−2 for the final
time (Section 5.4.5 justifies this choice). Finally, we fit an ellipse to these values whose
axis-ratio is constrained to correspond to a circle in the LMC disk plane, minimizing the
sum of the square of the residuals (SSR). The best fit ellipse has a corresponding radius of
6.2 kpc in the LMC disk plane. The uncertainty in this value greatly exceeds any number
implied by the goodness of fit of our constrained ellipse or concerns over the LMC disk
plane orientation. Rather, this uncertainty is set by the flocculent nature of the observed
HI distribution, with super bubbles and large whorls induced by star formation, feedback
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and the ram pressure dynamics itself. By eye, we judge a conservative (large) standard
deviation of this value to be ∼ .25 kpc.

5.3

Inferred MW CGM Density from Analytic Arguments

In this section we take the model outlined in Section 5.2 and use analytic methods to
demonstrate how RPS considerations coupled with the LMC’s observed leading edge
truncation radius, Rt , can lead to tight constraints on the MW CGM gas density at r ∼ 50
kpc. Section 5.5 embarks on a systematic enumeration of our model uncertainties, which
we ignore in the present section for the sake of clarity.
G72 explored how the ram pressure experienced by matter plunging into a denser
cluster environment can alter the extent of a galaxy’s gas disk by equating the ram pressure
headwind experienced by the galaxy with the restoring pressure of the disk, the latter being
proportional to both the gaseous and stellar surface densities. Regions of the disk where
the ram pressure exceeds this restoring force would experience a rapid loss of gas. For a
simple exponential disk profile, this restoring pressure falls off monotonically, implying
there exists a truncation radius beyond which gas is completely removed. This simple
model (hereafter the GG model) thus provides a map between the wind pressure and a
truncation radius:
ρv2 = 2πGΣ? (R)Σg (R)

(5.9)

where ρ is the physical density of the ambient medium the galaxy passes through, in our
case, the MW’s diffuse, gaseous halo; v is the speed of the galaxy’s motion relative to this
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gas; Σ? (R) is the stellar surface density at cylindrical radius R from the galaxy’s center;
and Σg (R) is the surface density of disk gas.
As described above, the LMC’s velocity at this recent perigalacticon is well constrained (K13), as is its gaseous and stellar surface density profiles. Within the GG model,
this leaves only the ambient CGM’s density, ρ, as a free parameter, which given the rapid
stripping timescales of R05 and T09, we may interpret as the density at perigalacticon.
Thus GG together with the LMC’s observed HI and stellar extent imply a localized measurement of MW CGM density at LMC perigalacticon.
To explore this approach, we sampled the β-profile (Equation 5.6), selected a fiducial
LMC orbital history (defined in Section 5.2.3), used the implied halo density at perigalacticon and orbital speed to find a ram pressure, and then applied the GG model of
Equation 5.9 to find a predicted truncation radius for the LMC disk’s leading edge. We
then explored which CGM models matched the observed HI truncation radius.
5,000 β-profiles were randomly selected, drawing the three parameters from independent, uniform distributions: the core density n0 ∈ [0, 1] cm−3 , rc ∈ [0, 1.2] kpc and
β ∈ [0, 1.4]. The choice of these bounds were guided by MB13 (see Figure 5.3). We selected
the fiducial orbit of K13, which at perigalacticon had rp = 48.1 kpc and vp = 340. km/s.
In section 5.5, we explore how the spread in allowed orbits affects our results. With this
speed and distance from the Galactic Center, Equation 5.6 provides a mapping to the
density at perigalicton, np , and peak ram pressure, Pp , for each halo model. We then apply
GG via Equation 5.9, solving numerically for the gaseous disk’s truncation radius, RGG ,
assuming the LMC gas and stellar distribution follow the model outlined in Section 5.2.1,
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Quantity

Value

Unit

Source

Description

α0
δ0
D0

78.76
−69.19
50.1

deg
deg
kpc

vdM14, Tab. 1, col. 3
vdM14, Tab. 1, col. 3
Freedman et al. (2001)

CM position in celestial
coords

vx
vy
vz

−453.8
54.4
−262.2

km/s
km/s
km/s

K13
K13
K13

Orbital velocity in the
LOS frame (Sun at rest)

Θ
i
di/dt

139
34.7
0

deg
deg
deg/Gyr

vdM02
vdM02
vdM14

Disk pos/inc angles and
angular change rate

vsys
vt
Θt

262.20
457.05
83.16

km/s
km/s
deg

(calculated)

Recession velocity
Transverse speed
Position angle of vt

Table 5.2 Summary of LMC COM position and velocity as well as the disk plane’s orientation
and solid body motion. The top three quantities describe the LMC COM’s position, with RA
and DEC (α0 and β0 ) and the distance from the Sun to the LMC, D0 . The next three quantities
describe the COM’s proper motion in the LOS frame (See Section 5.4.2). The third set describe the
LMC disk planes orientation on the sky via the position angle of the line of nodes Θ, the plane’s
inclination angle with respect to the sky plane i, and the rate of change of this inclination angle
di/dt which alters the appearance of internal motion within the LMC (see Section 5.4.5). The final
set of quantities uses Equation 5.12 to translate the COM into a form amicable to the velocity
corrections applied in Section 5.4.5.

via Equation 5.6.3 and 5.6.3. Thus for each halo model, there exists an implied truncation
radius, RGG , which can be compared to the observed value.
Figure 5.3 shows the distribution of our 5,000 halo models in parameter space, both
for the full β-profile, in terms of n0 , rc and β and for the approximation of Equation 5.7, valid
3β

at LMC distances and described by β and n0 rc . We highlight models that successfully
fall within 1-, 2- and 3-σ of the observed truncation radius. The top four panels of Figure
5.3 show that this constraint places a strong upper limit on β, for reasonable core density
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Figure 5.3 Parameter space for a β-profile model of the MW’s diffuse CGM. The core density, n0 ,
core radius, rc and exponential falloff, β, completely specify the profile, described by Equation
5.6. The scatter plots show 5,000 model choices, randomly selected from independent, uniform
distributions of the three parameters. The GG model (Equation 5.9) was then used along with our
LMC model’s stellar and gaseous distributions to determine a predicted RPS truncation radius of
the LMC’s leading edge. Models where this value is within 1-σ of the observed radius (6.2±.25 kpc)
are shown in magenta, models within 2-σ in cyan and 3-σ in orange. These cuts separate cleanly
3β
only in the bottom-right panel, where we’ve plotted the “parameters” β vs. n0 rc , motivated by
the simplified Equation 5.7, valid for r/rc  1. Over-plotted on each panel, we show the 1-,
2- and 3-σ confidence intervals for the constraints found by MB13 (their Figure 4), from X-Ray
emission and quasar absorption lines. Towards the end of our investigations, MB15 published
tighter constraints on this parameter space, shown in the bottom contour plot, with our analytic
results again over-plotted. Figure 5.14 reproduces this bottom panel, but with the results of our
3D hydrodynamic simulations and full error analysis folded in.
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choices (governed by n0 and rc ), and for a fixed core profile, selects a narrow range of
allowed β exponents. This reflects how much leverage our measurement at ∼ 50 kpc from
the Galactic Center has, which strongly constrains any simple exponential halo profile’s
falloff. In contrast, the LMC’s orbit does not afford us a strong probe of the innermost
region of the CGM, as evidenced by the nearly uniform spread in n0 - rc space. The β
3β

- n0 rc space of the approximation in Equation 5.7 provides the cleanest separation, and
selects out the narrowest range of β for a given core density. Also over-plotted in the
top four panels of Figure 5.3 are the 1-, 2- and 3-σ contours from MB13’s work analyzing
direct observations of ∼ 106 K gas. All four panels suggest a rough agreement between
the results, though the top-left and bottom-right panels suggest only a small subset of
bβ

models with less massive cores (small n0 rc ) agree with both investigations. A naive
multiplication of the two results in the top-right panel would even suggest a narrow
range of allowed core radii. Towards the end of our investigations, Miller & Bregman
(2015) (hereafter MB15) published tighter constraints on the allowed halo parameters,
3β

narrowing the results to β-profiles with small cores (n0 rc ∼ .01). The final panel of Figure
5.3 plots the agreement of our analytic RPS model with the observed truncation radius
with MB15’s updated error space superimposed. We again find agreement, with a very
narrow region of overlap for the 1 − σ contours. Note our results in these plots represent
only an analytic toy model. We reproduce this panel in Figure 5.14 with the results of our
hydrodynamical simulations and full error analysis.
Figure 5.4 shows the distribution of derived quantities of interest for these 5,000
models. The top left panel shows the truncation radius predicted from Gunn & Gott, RGG ,
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which again is cut by 1−, 2− and 3 − σ contours in magenta, cyan and orange from the
observed value of 6.2 ± .25 kpc. These same cut criteria are then shown in distributions for
the implied pericentric ram pressure and density, Pp and np . The GG model thus predicts
a halo density of roughly 5.3 × 10−5 cm−3 at 48 kpc. We go a bit further in the final panel,
assuming the β-profile accurately reflects the CGM gas density throughout the MW halo,
and integrate out to 300 kpc to find a total baryon mass of roughly 7.5 × 109 M . While
the distributions in these plots reflect the spread in allowed truncation radii, they should
not be interpreted as error bars or reflecting the uncertainty in our derived values of the
pericentric density and MW halo mass. Rather, we take Figure 5.4 as a proof of concept
for this approach, and a guide to values we ought to expect moving forward. A detailed
approach to computing these values and estimating errors involved is undertaken in
Section 5.5, with the results of our three-dimensional hydrodynamic simulations folded
into the analysis.
This crude approach applies best to a smooth, azimuthally symmetric LMC disk of
low gas-fraction, facing a strong, constant, head-on wind (aligned with the disk’s angular
momentum axis). In reality, a wind of variable strength arrives at a varying angle to an
LMC disk riddled with large scale inhomogeneities and a significant velocity dispersion.
On a localized level, the GG model itself comes into question, as the details of momentum
transfer between the wind and gas involve shock fronts propagating in front of and behind
the contact point between the wind and disk, making this as much a thermal process as
a mechanical one. In addition, the flocculent, multiphase ISM is threaded with magnetic
fields and infused with photons and energetic particles, complicating notions of its tensile
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Figure 5.4 Derived quantities from the 5,000 randomly sampled CGM density models, as in Figure
5.3, cut by how well each model matches the observed HI truncation radius. Clockwise from top
left are histograms for the LMC disk truncation radius predicted from GG, RGG , ram pressure
experienced by the LMC at pericentric passage, Pp , MW gaseous halo density at pericentric passage,
np , and the total halo mass found from integrating each β-profile. For each quantity, cuts are shown
for models that match the observed truncation radius, ROBS , within 1-, 2- and 3-σ in magenta, cyan
and orange, respectively. For the most stringent cuts, this analytic model’s average prediction
(magenta text above each panel) for the MW halo density at ∼ 50 kpc is ∼ 5.3 × 10−5 cm−3 , and
these models have an average extrapolated MW gaseous halo mass of M(300 kpc) ∼ 7.5 × 109 M
to this radius.

strength and role as a monolithic impediment to the wind’s motion. Since pericentric
passage happens quickly, and has occurred less than 100 Myr ago, the validity of using
the ram pressure at this epoch depends on the timescale of RPS. The GG argument’s
only (implicit) timescale is the crossing time of the wind through the galaxy, set by the
windspeed and the disk’s scale height, which may play no role in setting the actual
stripping timescale.
Despite this, many numerical simulations have confirmed GG’s applicability in a host
of stripping scenarios. In particular, Roediger & Hensler (2005), hereafter R05, simulated
ram pressure in two dimensions, and looked across many wind strengths and vertical
disk scale heights, and found the timescale of fast stripping to occur ∼ 20 − 200 Myr,
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followed by longer, slower phases of stripping, the final of which was driven by viscous
processes. The results were only strongly dependent on the wind properties (not the disk
scale height), most notably its ram pressure, and in good agreement with GG. In their
followup, Roediger & Brüggen (2006), hereafter R06, performed fully three-dimensional
runs, showing that disk orientation does not strongly alter the stripping extent except for
extreme angles (beyond ∼ 60◦ ). Beyond this, T09 explored stripping for a host of ram
pressures both with and without radiative cooling, and found agreement to within 10%
of GG. These explorations suggest the model of Equation 5.9 is a powerful, predictive
tool relevant to our studies. In particular, the LMC’s recent orbital history involves a disk
galaxy having passed through a period of strong, peak ram pressure over the last ∼ 100
Myr, with an orientation angle between wind and disk vector well within the ∼ 60◦ limit
of R06.

5.4

Inferred MW CGM Density from Simulations

Motivated by the analytic proof-of-concept in Section 5.3, we now present three-dimensional,
global galaxy simulations of an LMC-analog isolated disk galaxy with stellar, gaseous and
dark matter components, subjected to a time-varying headwind meant to mimic the diffuse CGM of the MW as the dwarf swoops through its recent pericentric passage. The chief
goal of this work is to corroborate and extend the model above, though other useful information will arise from these investigations, including a look at how RPS influences the
LMC’s HI velocity structure, and an upper bound on how much HI RPS can redistribute
from the LMC disk to the MS.
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5.4.1

Numerical Implementation

For the present work, we employed the Eulerian hydrodynamics code Enzo, described
in Bryan et al. (2014). Our runs are fully three-dimensional and make use of Enzo’s robust
ZEUS hydro method (Stone & Norman 1992). Self gravity of the gas is also included.
Our LMC sits within a 60 kpc-wide cubic box, with a 2563 base grid resolution. One
of Enzo’s main strengths is adaptive mesh refinement (AMR), which uniformly resolves
the entire simulation region on a course grid but provides higher resolution, “refined”
sub-grids as needed in regions where the dynamics grow complex. In our work, gas
density a factor of four above the background density triggers higher mesh refinement,
on up to three additional levels, refining by a factor of two each time. This leads to an
effective resolution of 30 pc throughout the entire disk, or less than a tenth of the disk’s
vertical scale height.
We use a “wind tunnel” setup for our simulations, working in a frame where the LMC
sits at rest within our simulation domain, and the MW Halo thus becomes a “headwind”,
produced from the boundary of the simulation box. This setup reduces computational
costs in a few ways: first it guarantees the densest, most-refined disk material is at
rest in our simulation frame, which prevents relative motion of this gas from limiting the
simulation’s time stepping; and second it alleviates the need to simulate the entire volume
of the Milky Way halo through which the LMC moves. We place our galaxy 20 kpc in
each dimension from the corner of our box designated as the origin, where the halo wind
first propagates inward. Our initial distribution of baryons follows the idealized LMC
model outlined in Section 5.2.1 and is consistent with a three-dimensional, time-dependent
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extension of the analytic analysis of Section 5.3. Our gaseous disk is evolved in isolation,
before any ram pressure headwind arrives, for 1 Gyr, to allow transient oscillations in the
structure to die away. We then launch the wind to mimic the LMC’s orbit, beginning 1
Gyr before the present day, long before the ram pressure’s impact grows significant.
Our simulations include self-gravitating gas, representing the atomic and ionized
components of the LMC’s ISM and the MW gaseous halo. We elect to shut off radiative
cooling and star formation and feedback in this simulation. This choice was motivated by
an acknowledgement that the current generation of feedback models fail to produce an
accurately pressurized ISM (although see Hopkins et al. 2014), and thus inclusion of this
physics may lead to an ISM with erroneously low tensile strength, thereby overestimating
its susceptibility to stripping. Stars and dark matter are included in a static sense: we
compute the gravitational acceleration caused by the stellar disk and LMC DM halo
distributions discussed in Section 5.2.1 and include these time-invariant, spatially varying
acceleration vectors into the simulation. The potential of the MW and forces associated
with our accelerating, wind-tunnel reference frame are ignored, as our system’s dynamics
of interest lie well within the likely LMC tidal radius, which vdM14 found to be r =
22.3 ± 5.2 kpc. To cleanly separate the role of RPS from other LMC-specific dynamics, we
do not include the SMC, which has a strong gravitational influence on the LMC.

5.4.2

Coordinate Systems

Following the work of van der Marel & Cioni (2001) and van der Marel et al. (2002)
(hereafter vdM02), we define the following four important Cartesian reference frames
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used in the present work.

5.4.2.0.1

Line of Sight (LOS) Frame:

A 3-D cartesian coordinate system whose origin

is the “center” of the LMC. For our simplistic model of the LMC, this corresponds to the
center of its circular gaseous disk’s initial distribution; its static, circular stellar potential;
and its static, spherically symmetric dark matter potential. The x̂-axis lies anti-parallel to
the right ascension (RA, α, at the origin of the system), the ŷ-axis parallel to the declination
(δ) and the ẑ-axis pointed towards the solar neighborhood (i.e. the observer). From this
frame we can easily collapse our 3-D data into 2-D projections of the LMC that can be
overlaid on and compared to real observations with relative accuracy.

5.4.2.0.2

LMC Frame:

Another frame first devised in van der Marel & Cioni (2001)

centered on the LMC, with the vertical ẑ0 -axis aligned antiparallel to the galaxy’s angular
momentum vector, L. In the present model, L is perfectly aligned for the stars, gas and
DM. This new frame is defined in terms of two rotations out of the LOS frame: first
a counterclockwise rotation about the ẑ (line-of-sight) axis by an angle θ, and second a
clockwise rotation about the new x̂0 -axis by an angle i. Here i corresponds to the inclination
angle of the LMC disk out of the LOS plane: the plane on the sky passing through the
LMC center whose normal vector is aligned with the line-of-sight. And θ corresponds
to the angle between the horizontal LOS axis and the line of nodes, which represents the
intersection of the LMC disk plane and the LOS x-y plane. For these angles, we use the
results of vdM02 obtained from analysis of carbon star kinematics, setting i = 34.7◦ and
Θ = θ − 90 = 139.9◦ .
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5.4.2.0.3

Simulation (SIM) Frame:

Working in the LMC frame is an attractive option,

since height above and below the disk plane is aligned with the ẑ0 -axis and all of the disk
gas’ circular motion is in the x0 -y0 plane. This not only simplifies how enzo generates the
initial conditions but also aids in the solver’s accuracy, since angular momentum is better
preserved when rotational motion is aligned with the grid axis. However, one downside of
the frame as defined by van der Marel & Cioni (2001) is that the headwind experienced by
the LMC would have velocity components that switch sign over the course of the LMC’s
orbit. This means a wind being blown in from one boundary face of our simulation
box would eventually switch to being blown in from the opposite boundary face — a
complication that presents a formidable software challenge. We can easily circumvent
this issue by rotating the LMC frame 100◦ clockwise about the ẑ0 -axis, retaining the LMC
frame’s attractive features. All our present simulations were run in this new SIM frame.

5.4.2.0.4

Galactic Frame:

This last frame of interest is the only one not centered on

the LMC but rather on the solar neighborhood, and where the LMC orbit data from Besla
et al. (2012) is most naturally defined. Here the ẑMW -axis is aligned with the MW’s angular
momentum vector, and the x̂MW axis points away from Sgr A*. Here the following rotation
matrix pulls a vector in LOS coordinates into this frame

 MW
 x


 MW
 y


 MW
 z

 
 
  0.11638
−0.98270 −0.14410
 
 
 
 =  0.57132
−0.05244 0.81905
 
 
 
  −0.81243 −0.17765 0.55533

  
  
  x 
  
  
  
 ·  y  .
  
  
  
  z 

(5.10)

For the sake of both clarity land reproducibility, Table 5.3 displays important vector
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Quant

LMC

SIM

LOS

x̂LMC
ŷLMC

Galactic

[1., 0., 0.]

[−0.174, −0.985, 0.0]

[−0.656, −0.755, 0.]

[0.665, −0.335, 0.667]

[ 0., 1., 0.]

[0.985, −0.174, 0.0]

[0.620, −0.539, −0.569]

[0.684, −0.083, −0.724]

ẑLMC

[0., 0., 1.]

[0., 0., 1.]

[0.430, −0.373, 0.822]

[0.299, 0.939, 0.174]

x̂LOS (WEST)

[−0.656, 0.620, 0.430]

[0.725, 0.538, 0.430]

[1., 0., 0.]

[0.116, 0.571, −0.812]

ŷLOS (NORTH)

[−0.755, −0.539, −0.373]

[−0.400, 0.837, −0.373]

[ 0., 1., 0.]

[−0.983, −0.052, −0.177]

ẑLOS (-AWAY)

[0., −0.569, 0.822]

[−0.561, 0.099, 0.822]

[0., 0., 1.]

[−0.144, 0.819, 0.555]

Angle between disk
and x-y-plane

0.0◦

0.0◦

34.7◦

76.3◦

L

[0., 0., -1.]

[0., 0., −1.]

[−0.430, 0.373, −0.822]

[−0.299, −0.938, −0.174]

vSun

[−72.0, −18.6, 240.3]

[−5.85, 74.1, 240.3]

[138.9, −25.4, 208.2]

[11.1, 251.2, 7.25]*

vLMC,unc

[256.7, −161.7, −430.8]

[−203.8, −224.7, −430.8]

[−453.8, 54.4, −262.2]

[-68.5, -476.8, 213.4]**

vLMC =
vLMC,unc + vSun

[184.6, −180.3, −190.5]

[−209.6, −150.5, −190.5]

[-314.8, 29.03, -53.951]

[−57.4, −225.6, 220.7]

Angle: vLMC , L

53.571◦

53.571◦

53.571◦

53.571◦

Angle: vwind , L

126.429◦

126.429◦

126.429◦

126.429◦

* See discussion in Section 4.1 of van der Marel et al. (2012), ** Value from K13

Table 5.3 Various vector quantities expressed in our four cartesian coordinate frames
defined in Section 5.4.2. Bold quantities represent observed inputs or quantities expressed
in their most natural coordinate frame. Here L denotes the LMC disk’s angular momentum
unit vector. vSun is the Sun’s velocity with respect to the Galactic Center (GC). vLMC,unc is
motion of the LMC COM with respect to the Sun, whereas the “corrected” vLMC is relative
to the GC. This last quantity is the most useful in constructing our ram pressure headwind,
which is denoted here at present day as vwind = −vLMC .
quantities used in this work, instantiated in our four coordinate frames.

5.4.3

Simulation Boundary Wind

Our simulated LMC stands still in our simulation box, with its angular momentum axis
aligned with the cartesian grid. To capture the hydrodynamical effects of its orbit through
the MW, we launch a wind into the box from three orthogonal, adjacent sides of the domain.
The opposite three sides are set to “outflow” conditions, to allow the downstream gas to
escape the domain. The density, temperature and three-dimensional velocity components
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Figure 5.5 Comparison of intended wind within our simulation box (dashed lines) to the wind
actually measured within the simulation over time (solid, colored lines). This wind depends on
both the LMC orbit and chosen MW gaseous halo model. Shown here is our fiducial, M-1.2,
simulation. The simulation measurement shown here was taken halfway between the corner of
the simulation box where the wind is introduced and the center of the LMC. We also tested the
fidelity of the wind as it propagated further into the simulation domain by running a simulation
devoid of an LMC, with similarly well-matched results.
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of this wind evolve over time to mimic the headwind experienced by an orbiting LMC in
its final Gyr before the present.
We take our fiducial LMC orbit from K13 and assume the orientation of the LMC
angular momentum axis is constant in a Galactic frame. Neither this particular orbital
scenario nor this constant orientation assumption will strongly influence our results (see
Section 5.5). This orbital data supplies us with the time-evolving three dimensional
headwind velocity and the evolving radial distance of the LMC from the MW center
which we can transform into our simulation’s frame of reference with the aid of Section
5.4.2. Equations 5.6 and 5.8 map the radial distance to the wind’s density and temperature,
thus completing its description.
Our simulated wind is an orchestrated attempt to make fluid inflow from three
orthogonal boundary surfaces of our domain to mimic gas in hydrostatic equilibrium
within the MW’s gravitational potential, as experienced by a dwarf system whose local rest
frame is non-inertial. Thus achieving a good match between model and reality throughout
our simulation box is a non-trivial matter that needs to be verified “experimentally”.
Figure 5.5 shows how this wind evolves over time for our “fiducial” simulation M-1.2 (see
Section 5.4.4). The figure displays not only the input wind given to our simulation software
but also a measurement of the wind probed directly in our simulation box halfway between
the box’s origin and the LMC kinematic center, upstream of the galaxy. This probe
demonstrates excellent fidelity between the theoretical wind evolution and the wind
actually experienced by the simulated disk. The initially wide disparity between modeled
and simulated velocity components signifies the presence of an initial “adjustment” shock,
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and does not affect our results since the ram pressure at this early stage is far too weak to
alter the disk’s gas structure. The fidelity of the propagating wind was also verified for
larger distances from the box edge in a simulation devoid of an LMC itself. Figure 5.5 also
illustrates how the ram pressure is far stronger at the LMC’s recent pericentric passage
than at earlier times in its orbital evolution, suggesting its current HI extent is a localized
probe of the hydrodynamics at rp ≈ 48 kpc.
The changing components of the wind’s three dimensional velocity in Figure 5.5
demonstrate how the orientation between the LMC disk and the headwind changes measurably over time. Roediger & Brüggen (2006) simulated ram pressure stripping for a
variety of wind-disk inclination angles, and showed that the gas disk rapidly strips to the
truncation radius predicted analytically by Gunn & Gott in all but the the most edge-on
orientations. We explore the role of wind orientation angle further in Section 5.4.5.

5.4.4

Simulation CGM Model Selection

We seek to constrain the CGM density at radii corresponding to the LMC’s recent pericentric passage at r ≈ 48 kpc using the current observed HI disk extent. As discussed
in Section 5.4.3, ram pressure is strongest at the LMC’s most recent pericentric passage,
suggesting that the resulting HI truncation radius will be mostly sensitive to the local halo
density at pericenter, nperi = n(r ≈ 48kpc). It is this quantity we systematically vary in our
simulations.
However, our simulations must also address what role the broader CGM density
profile plays for a fixed pericentric density. If the Gunn & Gott picture of ram pressure
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stripping holds precisely, and the process occurs instantaneously, then indeed the density
at exactly pericenter, for a given orbital model, is all that matters. But if the stripping
time scale, chaotic gas dynamics, oscillations within the disk, and the history of the ram
pressure faced by the disk influence the final outcome, the results may become sensitive
to the broader picture of gas in the halo.
While our CGM density model has three parameters, n0 , rc and β, as explained in
Section 5.2.2, our LMC effectively experiences a simpler profile with two parameters: an
3β

amplitude n0 rc and an exponential falloff β. Thus while the chief goal of our parameter
search will be to understand the role of nperi , a secondary goal will be to explore a few
3β

combinations of n0 rc and β for a range of pericentric densities.
3β

We chose three representative amplitudes: n0 rc ∈ {.01, .079, .5} cm−3 kpc3 , designated
as lo-, mid- and hi-core simulations, respectively. The mid-core runs were given n0 = .46
cm−3 and rc = .35 kpc, corresponding to the maximal likelihood values of MB13. The
other two pairs of n0 and rc were chosen to roughly span two orders of magnitude in the
core constant. For each of these three scenarios, we then selected β chosen to fix the MW
gas halo density at LMC pericenter, np , to a wide range of values from ∼ 10−7 - 10−2 cm−3 ,
with a denser sampling around the optimal parameter choices for matching the observed
truncation radius.
Table 2 summarizes these simulation choices, grouped by core constant. The runs
follow a standard naming convention with a capital letter denoting the core constant
level followed by a dash and the halo gas density at LMC pericenter in units of 10−4
3β

cm−3 . For instance, the medium-core run with n0 rc ≈ .079 and a pericentric halo density
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of 1.2 × 10−4 cm−3 is denoted M-1.2; the high-core density run with pericentric density
7.96 × 10−5 is labeled H-.8; etc. A few miscellaneous runs were also thrown in with widely
varying halo parameters. Finally, we explored the role of the LMC wind orientation by
performing a series of runs with varying halo profiles where the wind was launched faceon at the galaxy, along its angular momentum axis, denoted with the prefix FL-, FM- and
FH- for low, medium and high core halos. Figure 5.6 also shows each simulation choice
graphically in parameter space, atop the same analytic models of Figure 5.3. From this
overlay, it’s clear that our densest sampling of models feature systematically lower β’s
(and thus, systematically higher pericentric densities) than the optimal values predicted
by the toy model in Section 5.3. We discuss and quantify this offset in Section 5.5.
The simulations described here all make use of our standard LMC model, described
in Section 5.2.1. While GG predicts that the choice of DM halo has a negligible effect on
the gas stripping radius, our choice of stellar and gaseous disks, in particular their surface
densities as a function of radius, will strongly impact results. We consider uncertainties
in the stellar disk via our analytic GG model in Section 5.5. For the gaseous component,
we ran a smaller suite of simulations with a “gas-rich” LMC disk, with the results and
implications discussed in Section 5.6.1.

5.4.5

Simulation Results

The following analysis made use of yt (Turk et al. 2011) for simulation data reduction,
Astropy (Astropy Collaboration et al. 2013) for observed data reduction and map projections, and emcee (Foreman-Mackey et al. 2013) for MCMC analysis, all community159

3β

Lo Core (blue) — n0 rc ≈ .01
n0
0.139
0.139
0.139
0.139
0.139
0.139
0.139

rc
0.100
0.100
0.100
0.100
0.100
0.100
0.100

β
0.403
0.396
0.391
0.385
0.381
0.376
0.372

Pp
9.04e-14
1.03e-13
1.13e-13
1.26e-13
1.36e-13
1.49e-13
1.61e-13

n0
0.46
0.46
0.460
0.46
0.460
0.460
0.460
0.460
0.46
0.460
0.46
0.46
0.46
0.46
0.46
0.46
0.460
0.46

rc
0.35
0.35
0.350
0.35
0.350
0.350
0.350
0.350
0.35
0.350
0.35
0.35
0.35
0.35
0.35
0.35
0.350
0.35

β
1.00
0.71
0.680
0.64
0.591
0.586
0.578
0.571
0.57
0.565
0.559
0.553
0.548
0.544
0.539
0.535
0.497
0.20

Pp
2.01e-16
1.46e-14
2.27e-14
4.10e-14
8.45e-14
9.10e-14
1.02e-13
1.14e-13
1.15e-13
1.24e-13
1.36e-13
1.48e-13
1.60e-13
1.69e-13
1.82e-13
1.93e-13
3.39e-13
2.74e-11

np
7.95e-05
9.06e-05
9.93e-05
1.11e-04
1.20e-04
1.31e-04
1.41e-04

Total Mass
1.18e+10
1.37e+10
1.52e+10
1.73e+10
1.88e+10
2.09e+10
2.28e+10

RGG
5.79
5.67
5.59
5.48
5.41
5.33
5.26

RT
6.56
6.39
6.17
6.05
5.98
5.81
5.71

Name
L-0.8
L-0.9
L-1.0
L-1.1
L-1.2
L-1.3
L-1.4

RGG
12.6
7.59
7.14
6.55
5.86
5.79
5.68
5.58
5.57
5.50
5.42
5.34
5.27
5.22
5.15
5.10
4.60
1.08

RT
No Effect
6.69
6.72
6.83
6.47
6.56
6.56
6.49
6.37
6.43
6.26
6.13
6.02
6.18
5.64
5.89
4.89
Destroyed

Name
VHiBeta
M-0.13
M-0.2
M-0.36
M-0.75
M-0.8
M-0.9
M-1.0
M-1.0-II
M-1.1
M-1.2
M-1.3
M-1.4
M-1.5
M-1.6
M-1.7
M-3.0
VLoBeta

RGG
5.80
5.58
5.50
5.42
5.34
5.27
5.21
5.10

RT
6.19
6.12
6.30
6.10
6.21
6.19
6.09
6.04

Name
H-0.8
H-1.0
H-1.1
H-1.2
H-1.3
H-1.4
H-1.5
H-1.7

RGG
3.84
6.02
6.03

RT
4.10
6.42
6.49

Name
MaxWind
T-6
T-6-X

RGG
5.41
5.79
5.42
5.10
5.42

RT
6.44
7.06
6.91
6.34
6.88

Name
FL-1.2
FM-0.8
FM-1.2
FM-1.7
FH-1.2

RGG
5.41
5.42
5.42

RT
6.03
6.22
6.26

Name
IL-1.2
IM-1.2
IH-1.2

3β

Mid Core (green) — n0 rc ≈ .079
np
1.77e-07
1.29e-05
2.00e-05
3.61e-05
7.45e-05
8.02e-05
9.03e-05
1.00e-04
1.02e-04
1.09e-04
1.20e-04
1.31e-04
1.41e-04
1.49e-04
1.61e-04
1.70e-04
2.99e-04
2.40e-02

Total Mass
1.89e+07
1.05e+09
1.68e+09
3.22e+09
7.22e+09
7.85e+09
8.97e+09
1.01e+10
1.02e+10
1.11e+10
1.23e+10
1.36e+10
1.48e+10
1.59e+10
1.73e+10
1.85e+10
3.52e+10
6.34e+12
3β

Hi Core (red) — n0 rc ≈ .5
n0
0.810
0.810
0.810
0.810
0.810
0.810
0.810
0.810

rc
0.800
0.800
0.800
0.800
0.800
0.800
0.800
0.800

β
0.751
0.732
0.725
0.718
0.711
0.705
0.699
0.689

Pp
9.01e-14
1.14e-13
1.24e-13
1.35e-13
1.47e-13
1.59e-13
1.71e-13
1.93e-13

n0
1.20
0.80
1.50

rc
0.64
0.50
1.50

β
0.57
0.69
0.97

Pp
8.44e-13
7.12e-14
7.03e-14

n0
0.139
0.460
0.460
0.460
0.810

rc
0.100
0.350
0.350
0.350
0.800

β
0.381
0.586
0.559
0.535
0.718

Pp
1.36e-13
9.10e-14
1.36e-13
1.93e-13
1.35e-13

n0
0.139
0.460
0.810

rc
0.100
0.350
0.800

β
0.381
0.559
0.718

Pp
1.36e-13
1.36e-13
1.35e-13

Total Mass
6.23e+09
7.98e+09
8.75e+09
9.60e+09
1.05e+10
1.14e+10
1.24e+10
1.41e+10

np
7.96e-05
1.00e-04
1.09e-04
1.19e-04
1.30e-04
1.40e-04
1.51e-04
1.70e-04

Exploratory (purple)
Total Mass
7.50e+10
5.22e+09
5.41e+09

np
7.44e-04
6.29e-05
6.22e-05

Face-On Wind (yellow dots)
Total Mass
1.88e+10
7.85e+09
1.23e+10
1.85e+10
9.60e+09

np
1.20e-04
8.02e-05
1.20e-04
1.70e-04
1.19e-04

30◦ Inclined Wind (Shown in Figure 5.11)
Total Mass
1.88e+10
1.23e+10
9.60e+09

np
1.20e-04
1.20e-04
1.19e-04

Table 5.4 Our 44 wind tunnel simulations. The top three groups (L-, M-, and H- runs) each have

a different, fixed core halo density (determined by n0 and rc ) with various β chosen to explore
a range of pericentric densities. The fourth group are runs with miscellaneous halo parameter
choices. The fifth group is a set of runs where the orbital wind was delivered entirely face on to
the galaxy. The first three columns, n0 [ cm−3 ], rc [ kpc ] and β, denote the MW halo parameter
choices that inform the LMC wind density. The next three columns list important implications of
these parameter choices: Pram , the peak (pericentric) ram pressure experienced by the LMC; the
total mass of the MW halo, if we were to extrapolate the β-profile to large radii (M(r & rvir )); and
np , the MW halo density at the LMC’s pericentric passage. RGG is the truncation radius of the
LMC disk inferred from the pericentric ram pressure and the initial disk profile. RT Sim is the
truncation radius for the observable HI inferred from the simulations (see Section 5.4.5). The final
column indicates the name of the run (see Section
1605.4.4 for naming conventions).
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Figure 5.6 Our halo model’s parameter space, as in Figure 5.3, but now with our 44 threedimensional, hydrodynamic simulations over-plotted as stars. For the majority of runs, the halo’s
core parameters, n0 and rc , were held at three distinct, fixed combinations designated “lo core”
(blue stars), “mid core” (green stars) and “hi core” (red stars). For each of these core choices, β, the
exponential falloff, was incrementally varied to explore a range of MW halo densities at the LMC’s
recent perigalacticon, np . A broad range of β’s were also explored for the mid-core case, and a few
miscellaneous parameter choices were also explored (black stars, some beyond the plotted range).
Beneath these stars, the analytic models of Section 5.3 are also shown.

developed, Python packages.

5.4.5.1

HI Column Distribution and Inferred Truncation Radius

We begin by describing our fiducial simulation, M-1.2, a mid-core halo run with np =
1.2×10−4 cm−3 , which produced one of the most successful matches between the simulated
and observed HI truncation radius on the disk’s leading edge. The LMC gaseous disk is,
at first, completely unperturbed by the low density headwind the galaxy experiences 1
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Gyr ago, at our run’s start. At this point, the truncation radius predicted by Gunn & Gott,
RGG , lies well beyond the disk’s initial extent. The LMC then slowly descends further into
the MW halo, picking up speed and facing an increasingly stronger ram pressure, an effect
compounded by the increasing CGM density as the LMC travels towards pericenter of its
orbit. The theoretical RGG soon shrinks to become smaller than the LMC’s initial extent.
At this point, from face-on projections of the gaseous disk, we see material torn off the
disk. The stripping is not entirely smooth, but rather episodic. The disk’s extent often
lies a substantial fraction of a kiloparsec beyond RGG , defying the expected stripping.
Then, on a timescale of a few Myr, this disk material beyond RGG fragments globally,
and disintegrates, beginning at the leading-edge. Any remaining large-scale asymmetries
are evened out within one rotation period of the LMC disk. Material pulled beyond the
disk plane is first “folded back” before flying off the disk. As discussed below, this often
enhances the appearance, from our viewing perspective on Earth, of an asymmetric HI
column distribution. From slices of gas density, we see that material unbound from the
disk often lingers behind the LMC disk, shielded from the wind and still bound to the
system, though at unobservably low column.
Figure 5.7 provides mock observations from a subset of representative simulations
compared to the observed HIPASS HI column map in the LOS point of view (LOS POV).
For the simulations this LOS POV is a cartesian reduction (sum) performed with yt of
physical density into surface density along equally spaced rays throughout the domain
orientated along the LOS ẑ-axis, as defined in Table 5.3. The resulting 2D surface density
map is centered on the LMC kinematic center, with a north-vector aligned with the LOS
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Figure 5.7 Present Day HI column distribution for 8 representative simulations compared against
the observed HI column (bottom right panel). Also overlaid in grey contours is the observed
stellar distribution from 2MASS van der Marel & Cioni (2001). The name of the run, which can be
matched to Table 5.4.4, is displayed in the upper-right corner. The pericentric MW gaseous halo
density, np in each simulation is displayed in the bottom right of each panel in units of 10−4 cm−3 ,
with the corresponding peak ram pressure experienced at this point in the orbit displayed in the
bottom right, also in cgs. These two quantities tend to increase from top to bottom in this figure.
The observed truncation radius, found from fitting the leading edge of the disk (upper left quarter)
where the HI column falls to 1019 cm−2 , is displayed as black ellipse with a white outline, whose
axis ratio is constrained to match the LMC disk orientation found in vdM02. The corresponding
truncation radius predicted by Gunn & Gott is also plotted as a thinner black ellipse. The black
arrow in the upper left of each panel indicates the direction of the headwind experienced by the
LMC at present day. Finally, the white cross denotes the LMC kinematic center as traced by the
HI
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ŷ-axis. For the observed HI column, we interpolated the data onto an orthographic projection with astropy’s World Coordinate System (WCS) centered on the LMC kinematic
center. In this projection, x̂- and ŷ-vectors are tangent to the lines of constant RA and
DEC passing through this center, the former anti-aligned with RA so it increases leftto-right. Distances are then mapped to kpc via the measured distance to the LMC (see
Table 5.3) and by approximating the map as locally flat. Thus the LOS POV for both the
simulations and observations roughly corresponds to 2D maps in the LOS frame defined
in Section 5.4.2. The error introduced by this mapping at the observed Rt ≈ 6 kpc is
O(θ3 ) ∼ (6 kpc/50 kpc)3 ≈ .2%.
The central panel of Figure 5.7 shows a mock HI observation of our fiducial simulation, M-1.2 at present day, ≈ 50 Myr past the LMC’s recent perigalacticon. The observed
stellar distribution is also overlaid (van der Marel & Cioni 2001) as contours on the panel.
To produce these plots, we tagged our simulation’s gas disk with a color field, to identify
where disk material would end up in the simulation. We then eliminated any cells where
this disk gas had fallen below .03 cm−3 , in density, as this material is likely highly ionized
(Rahmati et al. 2013). We then used yt to produce a column density projection of the surviving HI along the LOS axis between the solar neighborhood and the LMC’s kinematic
center. This vector is labeled ẑLOS in Table 5.3, and was found in the simulation frame,
SIM, with the coordinate transformation matrices described in Section 5.4.2. A planar
projection was used for simplicity, though the opening angle of the observed LMC disk
is θ ≈ tan−1 (5 kpc/50 kpc) = 5.7◦ , and so using non-converging column rays introduces
errors ∼ .1 kpc. We then cut out any region of the projection where the total HI column
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falls below 1019 cm−2 . A similar cut was made to the observed HI distribution, shown in
the bottom-right panel of Figure 5.7. The present direction of the headwind experienced
by the LMC (in a frame where the LMC is at rest) is shown in the upper-left corner of the
panel.
Figure 5.7 also includes a black ellipse on each simulation panel to denote the present
day truncation radius predicted by the GG model, RGG . To provide a direct numerical
comparison to this, we take the “leading quadrant” of the LMC disk, defined from 90◦ 180◦ in the LOS projection frame, and search along rays equally spaced in angle for the
last point where the HI column drops below 1019 cm−3 . We then fit a ellipse to these
points, by minimizing the sum of the square of the radial residuals to each point. This
ellipse is shown in black with a white outline. Both the fitted and Gunn/Gott ellipses have
orientations and axis ratios constrained to match a circle in the LMC frame as would be
seen from the LOS POV.
Analysis across all simulations indicated that this measure of truncation radius is
systematically smaller (and closer to the prediction of GG) than measurements taken from
face-on projections of the LMC disk (as seen from a fictional observer directly above the
LMC disk plane). This discrepancy vanishes if we use a higher column threshold, such as
1020 cm−3 , providing evidence that the difference is caused by extraplanar, “folded back”
material that is less visible from the LOS POV. Further, the systematic difference between
this measurement taken from the LOS view and the face-on view is substantially wider
than the scatter across the simulations. Thus this is an important feature of our simulations
completely unexplained by the analytic GG model that will have a measurable impact on
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our inferred diffuse CGM density.
Visual inspection of this gas beyond the predicted GG radius but within Rt reveals a
rippled structure to its column density, suggesting the gas has been destabilized by the
wind, and is perhaps en route to becoming liberated from the disk. Visual inspection
also reveals that the trailing (bottom-right) edge of the disk has gas well beyond the fitted
truncation radius. This asymmetry in the HI morphology is both a product of viewing
perspective (folded back material we can see on the trailing edge and not the leading
edge) and an actual discrepancy in the truncation radius on the leading and trailing
edges, as seen in face-on projections of the disk. Bear in mind that the simulated stellar
distribution’s iso-surface-density contours are themselves ellipses of the same axis ratio
and orientation as those plotted in Figure 5.7. Thus we indeed see an offset in observable
HI on the leading and trailing edges unexplained by the simple GG model.
An important point to make regarding these mock observations is the absence of
high-column gas beyond the disk, particularly in the direction of the Magellanic Bridge
(bottom-right). This stands in stark contrast to the observed HI profile, where a significant
quantity of gas lies in the bridge region, which current models attribute to the work of
tidal forces from the LMC-SMC interaction (Besla et al. 2010). The absence of high column
gas beyond the disk plane is a feature present across our runs, along all sight-lines.
The runs highlighted in Figure 5.7 were chosen to visually illustrate some points that
further analysis across time and across the broader suite of 42 simulations corroborates.
First, we note the obvious, by considering the top-right, central, and bottom-left panels,
i.e. runs M − 0.8, M − 1.2 and M − 3.0, which feature the same central MW gaseous halo
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density but decreasing β, and by extension larger np and higher ram pressure: consistent
with the model of GG, these runs feature progressively smaller truncation radii.
Next, we note the central row shows runs H-1.2, M-1.2 (fiducial), and L-1.2, which
all exhibit identical pericentric densities but decreasing β (i.e., from left to right these MW
gas halos have slower density falloffs). From visual inspection, the runs appear more or
less identical, and the discrepancy in their fitted truncation radii do not follow any trend
with β. These anecdotes suggest a point we strengthen later: that the LMC’s present day
HI truncation radius is a clean probe of local density, np = n(R ≈ 48 kpc), i.e. the maximal
ram pressure sets the value, and is independent of the broader halo profile the system has
orbited through. These simulations thus bolster a key assumption of Section 5.3.
Another comparison worth highlighting involves the top-left panel and the central
fiducial panel. The former shows a face-on wind simulation, FM-1.2, where we launched
the wind directly along the ẑ-axis of the LMC disk plane, eliminating any asymmetry
between how different quadrants of the disk plane experience the headwind. This run
is otherwise identical (in wind speed, density, temperature and evolution) to the fiducial
M-1.2 run. The first important point to make is the inferred truncation radius of 6.91 kpc is
substantially larger than any of the values in the central row of Figure 5.7, despite all these
runs having identical np , putting it in even further disagreement with the GG model’s
prediction. The second important point involves asymmetry in the observed HI column:
despite the symmetric pummeling of all edges of the disk, from the LOS POV the gas still
appears substantially farther from the LMC kinematic center on the trailing edge of the
disk. This is the clearest example yet of extra-planar, “folded back” material influencing
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the observed HI distribution. It further highlights the importance of viewing perspective.
From visual inspection we see this gas is at substantially lower column (though still above
our cut) and exhibits a wavy, unstable structure rife with filaments slowly breaking away
from the disk.
Finally, we call attention to the top-center panel, run M-0.13 where the typical relation between RGG and Rt has been reversed: the simulated truncation of the mock HI
observation lies within the GG model’s prediction. This is simply a product of our density
cut choice: before the wind has even gained enough strength to induce any stripping of
LMC disk material, gas below our physical density cut of .03 cm−3 dominates at large radii.
Whatever high density gas does go into our mock density projection is then removed by
the surface density cut at 1019 cm−3 . Indeed, choosing a cut of 1018 restores agreement,
though the probed radius exhibits an even higher degree of scatter across the simulations
and disagrees even further with the prediction of the GG model. This issue motivates our
choice of a higher column cutoff. However, if we choose too high a surface density cut
— say, 1020 cm−2 — the observed truncation radius of the initial HI mock observation is
smaller than the present observed extent of the LMC, rendering our predictions useless.
Thus 1019 cm−2 is optimal for our purposes. Varying the physical density cut from .03
cm−3 likewise impacts the results, though this value is motivated by studies of the ISM
and not an arbitrary choice.
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Figure 5.8 Averaged profile of surface density in the four quadrants of the LMC, computed as in
Figure 5.1. Black lines shows our fiducial simulation, whereas red and blue lines show hi- and
lo-core halo density models with an identical pericentric density of 1.2 × 10−4 cm−3 . A thick grey
line denotes the same average profile found from the observed HI column map. Also shown are
the higher-density MaxWind simulation (purple) and a face-on wind run, FM-1.2 (orange).
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5.4.5.2

Radial Profiles of HI Column

Figure 5.8 quantifies the surface density profiles of Figure 5.7 by sampling the mock-HI
surface density along a dozen rays from the LMC disk center out towards the edge in
each disk quadrant (clockwise from top-left: the leading edge, southeast, towards the
bridge/stream and northwest). The 2D distance along these rays is then mapped to a
radial distance from the LMC kinematic center assuming all material lies in the disk
plane, and then these profiles are added together into an average surface density profile
along the leading edge. We performed this analysis in an identical fashion for both the
simulations and the observed LMC HI distribution. From this we find the runs with
np = 1.2 × 10−4 cm−3 (regardless of hi/mid/lo core model) produce the most successful
match to the observed surface density profile along the leading edge. The agreement
among these three simulations further bolsters our argument that RPS is a clean probe of
np , rather than the broader halo profile. The face-on wind model at the same pericentric
density meanwhile produces consistently higher HI surface density, consistent with Figure
5.7. Also shown is a substantially higher density MaxWind model, which truncates the disk
at much smaller radius.
We should emphasize here that our goal was to match the observed truncation radius,
and not the broader HI profile. For the former goal, we considered where the column
dropped to 10−19 cm−2 , a probe of compression and oblation of gas by ram pressure
stripping. The broader profile however ought to be sensitive to the details of compressioninduced star formation, as HI may be processed into stars, outflows and ionized gas,
dropping the observed column deeper into the disk. This could perhaps even account for
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the steeper falloff of the leading edge, beginning at r ∼ 4 kpc, which our simulations do a
poor job recreating.
Beyond the leading edge, we find the simulated gas disk extends further, hitting
the column threshold of 10−19 cm−2 beyond 7 kpc in the remaining three quadrants.
Comparing to the observed profile, the southeast quadrant (bottom-left) features the
closest match, ignoring the 30-Doradus anomaly in the inner profile. In the southeast
quadrant leading in to the MS and bridge, the simulated profile fails to reproduce the high
column at large radii seen in the observed system, which is expected since interactions
with the SMC are not simulated.

5.4.5.3

Time Evolution of Leading Edge Truncation Radius

We next explored the time-evolving nature of the truncation radius, found from mock LOS
HI column maps such as in Figure 5.7, by again fitting the radius at which the gas column
density drops to 1019 cm−2 and then fitting an ellipse whose shape comes from assuming
circular contours in the LMC disk plane. Figure 5.9 shows how this fitted truncation
radius evolves over the final gigayear of the LMC’s orbit, across a suite of simulations,
and compares this to the radius predicted by the GG model assuming instantaneous
stripping.
The top panel of Figure 5.9 plots the fiducial simulation along with a host of higher
and lower density halo models, all from the “mid-core” set (i.e. MW gas halos with
the same core radius and density, but different exponential falloffs). All runs exhibit
oscillations at early times, with amplitudes ∼ 10% of the HI truncation disk radius. These
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Figure 5.9 The top panel shows the evolution over time of the leading edge truncation radius,
found from LOS column maps, in our simulations. The thick black lines denotes our fiducial
simulation, with a pericentric density np = 1.2 × 10−4 cm−3 , while green solid lines show a variety
of other pericentric densities. Dashed lines show the instantaneous stripping radius predicted by
the GG model. The middle panel shows the same format as the top plot, but for models with
identical pericentric halo densities but different exponential falloffs. The red curves are for the hi
core, concentrated model, whereas the blue curves are for lo core, extended model. Also shown
as dash-dot lines are so-called “face-on” runs, where the wind was launched perpendicular to the
galaxy’s disk plane, rather than as it would be experienced by an orbiting LMC. Finally the bottom
plot shows the ratio of the simulated truncation radius to that predicted by GG. Blue and gold
swatches denote the range spanned by all full-orbit- and face-on-wind runs, with the fiducial halo
models highlighted in black.
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oscillations are leftover from our initial conditions, and are similar to those found in
runs devoid of radiative cooling in T09. When the wind becomes sufficiently strong as
to alter the observed truncation radius, there is an initial rise in the truncation radius.
This is due to vertical compression of the disk, which causes more gas to lie above our
ρ = .03 cm−3 density cut — since similar plots that did not make such a cut do not exhibit
the same spike. From there, the truncation radius shrinks rapidly as the LMC approaches
pericenter, its slope in the radius-time graph consistent with the analytic GG prediction,
though its observed value is consistently about 10% larger than the model predicts. Some
of the runs, the fiducial run among them, then pull up further from the GG prediction
near present day, which we discuss more while describing the next panel.
The central panel of Figure 5.9 shows six runs with an identical MW halo density at
pericentric passage. An instantaneous application of the GG model at pericenter would
thus predict an identical truncation radius across these models. Indeed runs with three
different central halo densities and disparate βs — H-1.2, Fiducial, and L-1.2, in red,
black and blue, respectively — do not show a significant difference in the inferred presentday truncation radius. This result illustrates that the LMC’s present day truncation radius
is indeed a localized probe of the MW gaseous halo’s density.
Figure 5.9’s central panel also plots hi-, mid- and lo- core runs at the fiducial np for
simulations with a face-on wind. While the early evolution for all three core models
agrees well, the inferred truncation radius departs sharply from the full-orbit winds at
late times, with the truncation radius rising rapidly in two of the three face-on wind runs.
Although we do not explore the cause of this disparity in detail, it seems the symmetric

173

nature of the wind perpendicular to the galaxy plane has sustained and enhanced, rather
than damped-down oscillations in the inferred HI truncation radius.
The final panel of Figure 5.9 plots the ratio of the simulated truncation radius to that
predicted by GG, to quantify the disparity. Blue and gold shaded regions show the bounds
within which all of our simulations lie, across various core concentration and pericentric
density choices, for the full-orbit and face-on winds respectively. From this we find that
the full-orbit simulations produce a truncation radius ∼ 15% higher than GG across all
runs, with a comparatively small scatter, whereas the face-on wind leads to radii a full
20% higher than the analytic model. These oscillations have a period of roughly 200 Myr,
whereas the period of epicyclic oscillations in the disk is ≈ 450 Myr at 6 kpc.

5.4.5.4

Comparisons between GG toy model and simulations

To move towards a quantitative prediction for the MW’s diffuse CGM density, we next
sought to quantify the inferred HI truncation radius across our entire suite of simulations.
For each run, we produced the mock HI observations, as in Figure 5.7 and once again fit
a constrained ellipse to the column map where the surface density dropped to 1019 cm−2 .
Figure 5.10 shows the results of this effort, plotting inferred truncation radius against each
orbit model’s pericentric MW halo density, np . From this we found a relation whose trend
was well matched to the analytic prediction of GG, though with a consistent offset ∼ 10%,
with a comparably tight scatter. Our “mid-core” halo models sampled roughly two orders
of magnitude in np , with a dense sampling around the 1.2 × 10−4 cm−3 fiducial run, where
the results best matched the observed truncation radius. The simulations break from the
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Figure 5.10 The leading edge truncation radius, as inferred from mock HI observations such
as in Figure 5.7, as a function of each simulation’s pericentric MW gaseous halo density, np ,
for our entire suite of simulations using our standard LMC model described in Section 5.2.1.
Stars denote each simulation, with orbit models spanning two orders of magnitude in np , with a
denser sampling where the simulation’s results well matched the observed leading edge truncation
radius (horizontal dashed line, with grey region denoting a 3 − σ confidence region). In addition
to sampling across pericentric densities, we also explored whether or not the broader halo profile
impacted the observed radius, with the lo-, mid-, and hi-core models, displayed here in blue, green
and red respectively (see Section 5.4.4). Although trends within and among these three classes
of halo model are evident here, they exist within the general scatter, suggesting the observed
truncation radius is indeed a clean probe of the local MW gaseous halo density at r = 48 kpc from
the Galactic center.
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GG model at low density, since for our mock HI observations the density cut at .03 cm−3
truncates even our initial disk near 7 kpc. In addition to sampling across np , we ran
numerous simulations with more concentrated core densities (hi-core, red stars) and less
concentrated (lo-core, blue stars). Although small trends are evident within and among
these three model classes, they exist within the general scatter, suggesting the LMC HI
truncation radius along the leading edge is indeed insensitive to the broader halo gas
profile, and is thus a clean probe of the gas density at ≈ 48 kpc. This conclusion stands in
stark contrast to the orbital scenario explored by Mastropietro et al. (2009) whose lowerspeed orbital scenario suggested the stripping process probed the broader gas profile over
a longer duration of the LMC’s orbit. A pair of our exploratory runs (T-6 and T-6X, purple
stars) really serve to emphasize this locality result: these two models were both chosen to
produce an np that would truncate the disk at exactly 6 kpc, as predicted by the GG toy
model. But they were chosen from opposite ends of the β-model parameter space. Despite
this, they appear nearly overlapping in Figure 5.10, with a separation much smaller than
the overall scatter across our runs.
The final panel of Figure 5.9 suggests that the wind’s angle of approach (which we
denote ψ for brevity) might have a measurable impact on the implied MW halo density.
Here ψ(t) is the angle between disk plane’s normal vector and the wind velocity vector.
In the majority of our simulations this quantity varies over time as the LMC orbits the
MW. We assume the angular momentum vector is stable for the final 200 Myr of the
orbit (consistent with Besla et al. 2012), when the ram pressure ramps up to where it
measurably impacts the disk gas. Under this scenario ψ begins at 20◦ , climbs past 40◦ at
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Figure 5.11 A comparison of runs by the angle between the wind and disk plane’s normal vector,

ψ, plotting quantities as in Figure 5.10. Black stars denote runs where the wind velocity mimics the
orbit of the LMC, with ψ(t) ∼ 20◦ → 50◦ , with a pericentric value ∼ 40◦ . Yellow circles denote faceon runs, with ψ = 0 at all times, even as the wind speed and density vary as in the full-orbit runs.
Finally, triangles show three runs at an intermediate, fixed ψ = 30◦ . Blue, green and red markers
denote IL-1.2, IM-1.2, and IH-1.2, for our three core density models with np = 1.2 × 10−4 cm−3 .
While we find the face-on wind produces consistently higher inferred truncation radii at present
day (due to the oscillations observed in Figure 5.9), both the 30-degree and full-orbit (ψp ≈ 40◦ )
runs show excellent agreement in Rt , well within the scatter of our simulations. Thus we conclude
the exact nature of disk orientation is of minimal importance, so long as the wind is not face-on.
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pericenter, and finishes off at the observed present value of about 50◦ . For our face-on
simulations, by construction, ψ(t) = 0, even as the wind’s speed and density evolve as in
the full-orbit runs. These face-on runs showed the ψ = 0 runs have a systematically higher
offset from the GG model, due to larger oscillations in the disk radius post-stripping than
the full-orbit ψp ∼ 40◦ runs. This suggests the disk’s instantaneous truncation radius at
present day may be sensitive to this angle. Thus we were led to perform a few simulations
with a constant intermediate wind orientation of ψ = 30◦ . We ran three simulations, all
at the fiducial np = 1.2 cm−3 , across our three core models. These inclined wind runs
are designated IL-1.2, IM-1.2 and IH-1.2. Figure 5.11 plots these runs against both the
full-orbit and face-on simulations. We see that the 30◦ inclined wind runs across the three
core models agree almost precisely with their full-orbit counterparts. This suggests the
symmetry of the face-on run leads to enhanced oscillatory behavior qualitatively distinct
from runs at any intermediate inclinations, and that our results remain insensitive to the
exact value of the wind angle, ψ.

5.4.5.5

Influence of Ram Pressure Stripping on Velocity Field of HI disk

Beyond understanding how RPS alters the spatial distribution of the LMC’s HI, our
simulations allow us to study the gas’s velocity structure. Figure 5.12 again provides
mock HI observations, this time of the radial (LOS component of) velocity, as well as the
observed HI radial velocity from Putman et al. (2003b). To form these images, we again
sought to eliminate gas that is likely ionized, removing gas where n < .03 cm−3 . For each
pixel we took a density-weighted average of vLOS , the component of the gas’s velocity
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Figure 5.12 Comparison of simulated HI radial velocity from mock-HI observations to the observed HI radial velocity (see text for explanation of proper motion corrections). Red and blue
indicate motion away from and towards the observer, whereas white indicates gas with no radial
velocity. Yellow contours again over plot the observed stellar profile (van der Marel & Cioni 2001),
and white and dashed-line ellipses denote the truncation radius fitted to the HI column profile
and predicted by the GG model, respectively. The simulations shown here are for the face-on and
fiducial runs with np = 1.2 × 10−4 cm−3 (top-left and bottom-left) and the “max wind” scenario
with np = 8.44 × 10−4 cm−3 (top-right).
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towards or away from the observer. Finally, we again eliminated from the map any region
where the gas surface density fell below 1019 cm−2 .
For the observed HI, the raw vLOS data needed to be corrected for both the LMC’s
proper motion through space (relative to the Sun) and the disk plane’s solid body motion
about its center of mass. Only then could a fair comparison be made to our simulated
disk which sits at rest in the “wind tunnel”. To achieve this, we employed the machinery
laid out in vdM02 and van der Marel & Cioni (2001). This prescription takes as inputs
the LMC’s COM position, (α0 , δ0 , D0 ); disk orientation (i, θ); COM proper motion in the
LOS frame, vx , v y , vz , (see Section 5.4.2); and the change in the disk plane’s inclination
angle, di/dt (note the change in position angle dθ/dt does not contribute to the radial
velocity). Values for all these quantities were taken from the aforementioned sources, and
are summarized, for convenience, in Table 5.3. With these values in place, a set of angular
coordinates, ρ and φ, can be computed at every point in the projected image in terms of
celestial coordinates:

cos ρ = cos δ cos δ0 cos(α − α0 ) + sin δ sin δ0
sin ρ cos φ = − cos δ sin(α − α0 )
sin ρ sin φ = sin δ cos δ0 − cos δ sin δ0 cos(α − α0 ) .

(5.11)

although these are three equations in two unknowns, the system is not overdetermined
since trigonometric functions are not one-to-one. From there, we can recast the LMC’s
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cartesian velocity vector into an angular form, still in the LOS frame:


 vsys



 vt



 Θt

 
 
 
 
 
 
 = 
 
 
 
 

−vz
(v2x + v2y )1/2
tan−1 (v y /vx ) − 90◦







 .





(5.12)

Here vsys is motion away form the observer, vt is speed of the motion in the plane of
the image (transverse), and Θt is the position angle of this transverse motion, measured
counterclockwise from the ŷ north-vector. Finally we’re in a position to compute the radial
velocity correction, which must be subtracted from the observed velocities:

vlos (ρ, Φ) = vsys cos ρ + vt sin ρ cos(Φ − Θt ) + D0 (di/dt) sin ρ sin(Φ − Θ) ,

(5.13)

where Θ = θ−90 and Φ = φ−90. The first term in this expression corresponds to the COM
proper motion along the line of site, and differers from a naı̈ve subtraction of the bulk
motion by the cosine factor. The second term is more pernicious, introducing a velocity
gradient across the image plane of amplitude ∼ 100 km/s, which applies a systematic
twist to the observed velocity field. The final term is related to any rotation of the LMC
disk plane about the line of nodes, which all evidence at present has failed to detect at a
significant level (van der Marel & Kallivayalil 2014).
For reference, Figure 5.12 also plots the observed stellar distribution, the truncation
radius found as in Figure 5.7, and the GG prediction for the truncation radius. Three
simulations are shown: our fiducial (M-1.2) run, a face-on wind run with an identical halo
density model to the fiducial (FM-1.2) and our highest density wind run, MaxWind. For
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all three runs, regardless of wind direction or strength, the ram pressure fails to strongly
perturb the basic gradient of a circularized, rotating disk. In contrast, the observed radial
velocity in the disk plane is rife with substructure, most notably a swirl pattern with
several arm-like structures. Because this observed velocity map’s appearance depends
on accurate parameters for the LMC’s three-dimensional position, orientation and bulk
motion, we varied these parameters systematically and found no choice of parameters that
could severely diminish these swirls. We conclude the LMC disk plane indeed features a
rich velocity structure unexplained by its proper motion, solid body rotation or circular
motion. Our simulations also suggest that RPS cannot be responsible for this irregular
motion to any appreciable extent.

5.5

Inferring the MW Gaseous Halo Density at LMC Distances

The purpose of this section is to combine the analytic considerations of Section 5.3 with the
simulation results of Section 5.4. This together with a systematic enumeration of model
uncertainties permits us to produce a quantitative prediction for np (48 kpc), the density
of the MW diffuse gaseous halo at the distance of the LMC’s most recent pericenter.
Figure 5.10 suggests the relationship between the MW gaseous halo’s pericentric
density, np , and the LMC HI disk’s truncation radius, Rt , along the leading edge found by
our simulations is well described by the analytic GG model plus a roughly 10% offset with
scatter that leads to higher implied densities for a given observed HI truncation radius.
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We can quantify our best measurement for the halo density and the uncertainty in this
result by considering a simple model built upon GG,

log10 (np ) = log10 [nGG (Rt )] + D

(5.14)

2πG Σgas (Rt )Σ? (Rt )
,
µmp
v2p

(5.15)

where
nGG (Rt ) =

from the analytic Gunn Gott model of Equation 5.9, and D is a random variable intended
to capture the offset scatter in the simulations. For the analytic component, we assume
µ = 0.6 to translate the ram pressure into a number density. We will, in turn, analyze the
uncertainty in the observed truncation radius, Rt , and the pericentric LMC velocity vp , as
well as in parameters for our stellar and gaseous surface density prescriptions. But first
we consider the simulation offsets, D.

5.5.0.5.1

Simulation Scatter:

The scatter observed in the simulated disk truncation

radius is primarily due to oscillations in the disk extent, as seen in Figure 5.9, which
we choose to model as simply random noise, as Figure 5.9 indeed shows the phase of
the oscillations shifts considerably across runs with no clear trend. Our data suggested
the offsets in logspace did not have a strong trend with truncation radius (a t-test for a
correlation coefficient produced a p-value of 33%) and are consistent with being drawn
from a normal distribution (a Shapiro-Wilkes test yielded a p-value of 13%). We thus
assume {D} ∼ N(B, σ2D ), where B is the mean of the offset and σ2D its variance. We implicitly
assume the offsets are independent of other changes in the LMC orbit and disk structure
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parameters. We then used emcee (Foreman-Mackey et al. 2013) to find the joint distribution
of B and σD , from which to sample moving forward. This model is a quick way to
capture uncertainties in the simulations that include everything from the aforementioned
oscillations to the crude nature of mapping a 3D turbulent gas structure to a signal
truncation radius at a snapshot in time.

5.5.0.5.2

Orbital Uncertainties: Our work has relied on a fiducial orbit taken from a

large sample of backwards-orbit integration calculations for the LMC/MW system that
makes use of the latest proper motion measurements of K13. The integrations treat
the LMC as Plummer profile within an NFW profile, completely ignoring the SMC’s
gravitational influence; these assumptions do not appreciably degrade the calculation’s
integrity during the past ∼100 Myr during which the LMC undergoes its most recent
pericentric passage (Kallivayalil et al. 2013; Besla et al. 2007). 10,000 MC drawings were
made for each combination of MMW ∈ {1, 1.5, 2} × 1012 M and MLMC ∈ {.3, .5, .8, 1, 5, 8} ×
1011 M , though the inclusion of multiple galaxy masses enhances the spread in orbital
parameters by less than 5%. From these samples we find rp = 48.1 ± 2.5 kpc, vp = 340 ± 19
km/s and tp = 46.4 ± 8.5 Myr, where tp indicates time since pericentric passage. Our
numerous simulations show the observed truncation radius is roughly independent of
the broader halo gas density profile, and thus a well localized probe of pericentric halo
conditions. Thus the uncertainty in rp , the distance of perigalacticon from Sgr A*, will not
impact our density measurement but rather directly translates to uncertainty in where
within the MW halo that measurement was made. In contrast, uncertainty in vp is very
important to np , since the GG model depends quadratically on velocity. We thus sample
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this value from the orbit calculations when constructing our final measurement, along with
the simulation scatter. To judge the importance of the timing errors, we took measurements
of the simulated truncation radius both 20 Myr beyond and before the present day of our
simulations. This introduced negligible scatter, and thus we ignore timing errors.

5.5.0.5.3

Observed Truncation Radius (Rt ): Section 5.3 describes how we inferred our

measured Rt = 6.2 ± .25 kpc. To reiterate, our measurement of the radius of the LMC’s
observed leading edge ignores the flocculent nature of the HI profile, punctured by holes
caused by star formation, accretion flows and other phenomena of the turbulent ISM. We
thus sample Rt from a normal distribution with σ = .25 kpc, a conservative (large) estimate
for accuracy of the leading edge’s position.

5.5.0.5.4

Stellar Surface Density:

The GG model relies on the stellar surface density

distribution, which we treat as an exponential disk (see Equation 5.6.3) with characteristic
mass M? , radial scale radius a? . Roediger & Hensler (2005) found the vertical structure
and thickness of the disk did not impact the stripping dynamics, and thus we ignore
uncertainty in b? , the scale height of the physical density profile. The surface density is
proportional to the stellar number density distribution. van der Marel (2001) (Section 3.1)
fit an exponential falloff to this number density to find a scale radius rd = 1.44◦ . Starting
with the data in their Figure 4 we used emcee to find a standard deviation in this value
of ≈ .04◦ . This combined with the known 5% uncertainty in distance to the LMC leads
to a combined error in our stellar scale radius of 6%, or a? = 1.7 ± .1 kpc. Uncertainty in
the total stellar mass is dominated by uncertainty in the stellar mass-to-light ratio, which
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vdM02 gives as M/L = 0.9 ± 0.2, and thus a 22% error, or M? = 2.7 ± .6 × 109 M . We include
an estimation of both these uncertainties by sampling from independent Gaussian profiles
for both these variables. Sampling from these distributions holding all other variables
fixed allows us to gauge how sensitive our results are to these uncertainties. Using the
observed truncation radius of 6.2 kpc and the analytic Gunn / Gott prescription, we find
the uncertainty in the scale radius introduces a 4% uncertainty in the implied pericentric
halo density, np , while the uncertainty in mass adds 23%. The latter is unsurprising, since
in the Gunn/Gott model np ∝ Σ? ∝ M? .

5.5.0.5.5

Disk Orientation:

The LMC’s disk orientation (position and inclination an-

gle) can potentially introduce errors on both the simulated and observed end of our considerations. Regarding the simulations, Section 5.4.5 explored the role of disk-orientation
in altering the LMC’s present-day HI truncation radius. Specifically, Figure 5.11 showed
runs with intermediate angles between the disk-plane’s normal and the wind vector (neither especially close to face-on nor edge-on wind) featured truncation radii Rt that evolved
in a nearly identical fashion for a given halo model. This suggests uncertainty in the LMC
disk plane’s orientation and the direction of the LMC’s pericentric velocity vector inferred from this via backwards-integrated orbits ought to have a negligible impact on
the uncertainty in our model’s mapping between pericentric halo density and observed
truncation radius. Regarding the observed HI distribution, the disk plane’s orientation
also enters into our calculations when we fit a constrained ellipse to the leading edge
column contour, to infer a truncation radius (specifically, it determines the ellipse’s axis
ratio and orientation). vdM02 places the uncertainty in the position angle at 10◦ whereas
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Figure 5.13 A comparison of simulations with disparate LMC disk circular velocities (i.e. DM
potentials), plotting quantities as in 5.10. Upward triangles, squares and downward triangles
denote circular velocities of 100, 90 and 80 km/s, the final value representing our standard model
throughout this work. Colors denote different MW gas halo core density models. Across np and
wind models, we fail to find a significant trend with vcirc , and thus the DM potential does not
appear to play a strong role in the setting the truncation radius.

the inclination angle’s uncertainty is roughly half that. The spread in inferred truncation
radius introduced by this is significantly smaller than uncertainty introduced by the LMC
COM distance measurement, which is already in turn much smaller than the σ = .25 kpc
we introduced into Rt ’s observed value due to the flocculent appearance of the leading
edge.
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5.5.0.5.6

Dark Matter Potential:

Our parameter choices for the DM halo were mo-

tivated by matching the observed LMC disk’s rotation curve while also matching our
Burkert profile closely to an NFW profile with concentration parameter c = 10. Our simulated rotation curve peak of 80 km/s is admittedly on the lower end of the observations
(vdM14, Olsen et al. 2011). An alternative DM potential impacts the dynamics in a few
notable ways. First, a more (less) massive LMC would make dynamical friction more
(less) efficient, altering its orbital behavior. Our sampling of LMC/MW masses described
above accounts for this uncertainty. Second, an enhanced (diminished) circular velocity
may make stripping more (less) efficient where the disk gas motion parallels the headwind (momentum-wise it has a “head start”). And third the gravitational restoring force
of the DM potential may alter the required ram pressure for stripping at a given radius,
an issue increasingly relevant in dwarf systems. The GG model was first developed to
handle ∼ 1012 M late-type systems falling into clusters. For these systems, it’s a good approximation to assume a (thin) stellar disk dominates the restoring force during RPS (see
Section 5.6.2 for a discussion of the gas’ self gravity). For the LMC, the vertical acceleration
of the DM potential at the truncation radius r ≈ 6 kpc is an appreciable fraction of the
stellar surface density’s acceleration field, which suggests DM could alter the predicted
truncation radius. These latter two issues have thus far not been captured in our models
nor our simulations, and could introduce additional uncertainty. To explore whether or
not this was the case, we ran ten additional simulations: five with a rotation curve peaked
at 90 km/s and five at 100 km/s. We chose three np ∈ [0.8, 1.2, 1.7] × 10−4 cm−3 and at the
median np employed our three distinct halo core models. Figure 5.13 shows these results
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Inferred MW Halo Density, np (48 kpc)
Parameters Varied

Mean

Median

Std Dev

Simulation Scatter
Stellar Surf Density
Truncation Radius
Pericentric Velocity

1.066 ×10−4 cm−3
1.104
1.087
1.059

1.044
1.081
1.047
1.053

.2214
.2294
.2924
.1270

Combined Errors

1.118

1.030

.4950

Table 5.5 Inferred MW gaseous halo density, np at rp = 48.2 ± 2.5 kpc from Sgr A∗ , from our
GG model with an offset calibrated from our suite of wind-tunnel simulations. The top row
incorporates only the scatter in the relation between the HI truncation radius, Rt , and np found
from the simulations; the next includes only the mean offset from the simulations and spread in
parameters for our modeled stellar disk; the next includes only spread in the observed Rt (assuming
a Gaussian spread, although this choice does not strongly influence the results); the next row from
including all various LMC pericentric orbital speeds from our 10,000 orbit samples; and the last
combining all these uncertainties.

on our standard Rtrunc vs. np plot. For each of the five wind scenarios, the three disparate
DM potential runs appear in a roughly random order, suggesting no strong trend with
circular velocity (a trend would involve the symbols aligned as in the legend in the lower
left-hand of the figure). Further, the scatter among these variations is less than the spread
in observed truncation radius and that inherent to the simulations. Thus we ignore this
uncertainty.
With these considerations in place, we sampled all our model parameters to find

−4
nMWHalo (R = 48.2 ± 2.5 kpc) = 1.1+.44
cm−3 .
−.45 × 10

(5.16)

Table 5.5 summarizes results of the sampled models, including a breakdown of
spread in all the parameters considered. From these results, we find the uncertainty in
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the observed truncation radius of the leading edge accounts for the most scatter in our
results: ∼ 40% of the variance. We emphasize that our choice of variance for this observed
truncation radius was set to a conservatively large value of .25 kpc. Next, the uncertainty
introduced by scatter in the simulated truncation radius (mostly due to oscillations of the
disk edge) and imprecision in the stellar surface density profile each contribute roughly
equally to the variance, ∼ 25% each. Finally, the spread in pericentric velocity from our
sampled orbits contributes only ∼ 8% to the uncertainty in our inferred value of np .
Figure 5.14 displays the results of our full model graphically, as Figure 5.4 did for the
toy model. The upper panels display the spread in the sampled Rt and computed values
np , Pp and MMWgashalo . The first quantity was directly sampled from a normal distribution
Rt ∼ N(6.2 kpc, (.25 kpc)2 ). To judge the importance of this choice, we also used a uniform
distribution with an identical standard deviation, which had only a small effect on the
derived shapes and spreads in our other quantities. The pericentric MW gaseous halo
density, np (and corresponding ram pressures) found by our full model are substantially
higher than the results of Section 5.3, a reflection of the offset we found in our simulations,
thus implying a more gas-rich MW halo at ∼ 50 kpc than the toy model suggests, by a factor
of two. We can go a step further, albeit with healthy dose of extrapolation. Section 5.6.4
extrapolates this density result to compute a total mass for the MW CGM, and compares
to recent models based on studies in emission and absorption.
The final lower panel of Figure 5.14 shows the agreement between our full model
results and those of MB15 in parameter space of the β-model for the MW halo. From this
we find, across halo core density, our model predicts a consistently shallower falloff in
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Figure 5.14 TOP: Distribution of important LMC RPS model params from our full model incorporating uncertainties described in Section 5.5 including offset from GG model found from our
suite of simulations. Left to right and top to bottom, these are the observed HI truncation radius
(modeled as a gaussian, though this choice does not strongly influence results); MW gaseous halo
density at LMC’s pericenter, np = n(rp = 48.2 ± 2.5 kpc), whose average value here is over a factor
of two larger than that predicted by our earlier analytic toy model (Figure 5.4); and ram pressure
experienced by the LMC at pericenter. To compute this final value, we also sampled uniformly
3β
from n0 rc ∈ [.005, .03], motivated by MB15’s error space. The average of this inferred halo mass
is a factor of three higher than the value found in the toy model of Section 5.3. BOTTOM: Colored
lines show our model’s span of the β-profile’s parameter space, compared to the results of MB15.
Our full model calibrated to the simulations has pulled down the model’s exponential falloff, β
from our earlier toy model, inferring an average gaseous halo model denser than the results of
MB15.
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halo density (smaller β), implying a denser CGM profile. This degree of disagreement is
hardly surprising: the hydrodynamic interaction of RPS involves the entire multiphase
CGM, not merely the hot, X-ray emitting component. Finally, our RPS studies, as well as
previous work (e.g. Roediger & Hensler 2005) shows that (supersonic) RPS is insensitive
to the temperature of the ambient CGM, whereas X-ray models rely on thermodynamic
assumptions for the gas. However, given these considerations, the degree of overlap we
do find with MB15 suggests both probes are converging on an accurate picture for the
MW’s diffuse halo gas at intermediate radii.

5.6
5.6.1

Discussion
Implications of an LMC disk with a Higher Initial Gas Fraction

In this section we consider alternative models for the LMC’s gaseous disk profile, and
explore how they inform the implied CGM density. The LMC gas disk model chosen in
Section 5.2.1 represents perhaps a lower-limit on the LMC disk’s gas fraction prior to its
recent pericentric passage. Alternative models that still obey the mass constraint of K98
are possible, producing gaseous and stellar disk properties (e.g. extent relations and gas
fractions) consistent with observations of isolated late-type dwarf systems (Swaters et al.
2002; Begum et al. 2005; Kreckel et al. 2011). As the gas mass increases, the profiles do a
consistently worse job matching the LMC’s present-day observed surface density profile,
producing columns too low at its center with too shallow a radial falloff. However, ram
pressure dynamics, including contour compression and enhanced SF can perhaps alleviate
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Figure 5.15 Results for our gas-rich LMC disk model simulations, which began with a higher
initial gas mass of Mgas,tot ≈ 1.8 × 109 M . Top: mock HI column map as in Figure 5.10 for the
new gas-rich fiducial halo model run, GM-1.2 (center panel), compared to the fiducial simulation,
M-1.2 (left), and observed HI distribution (right). Producing RT ∼ 6 kpc now requires a MW
diffuse halo density at 50 kpc a full factor of 8 higher than for our standard disk model. This
more violent scenario leads to a splotchier disk edge, which appears to match the observed profile
better. However, ram pressure fails to alter the the gas column at intermediate radii, which remains
noticeably higher than the observed system’s profile, as the bottom panel’s plot of the leading
edge surface density profile (as in Figure 5.8) shows. This panel also plots the fiducial simulation
(black line) which features a falloff more in line with the observed system.
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Gas Rich Disk Simulations
n0
0.139
0.139
0.139
0.139
0.139
0.139
0.46
0.46
0.46
0.46
0.46
0.46
0.46
0.810
0.810
0.810
0.810
0.810
0.810

β
0.323
0.316
0.309
0.278
0.275
0.272
0.559
0.486
0.477
0.469
0.430
0.426
0.422
0.630
0.620
0.610
0.563
0.558
0.554

rc
0.100
0.100
0.100
0.100
0.100
0.100
0.35
0.35
0.35
0.35
0.35
0.35
0.35
0.800
0.800
0.800
0.800
0.800
0.800

Pp
4.07e-13
4.65e-13
5.23e-13
9.29e-13
9.88e-13
1.05e-12
1.39e-13
4.07e-13
4.65e-13
5.23e-13
9.29e-13
9.88e-13
1.05e-12
4.07e-13
4.65e-13
5.23e-13
9.29e-13
9.88e-13
1.05e-12

np
3.50e-04
4.06e-04
4.54e-04
8.06e-04
8.52e-04
9.01e-04
1.21e-04
3.51e-04
4.01e-04
4.52e-04
8.03e-04
8.52e-04
9.04e-04
3.52e-04
4.03e-04
4.55e-04
8.02e-04
8.52e-04
9.06e-04

Total Mass
6.46e+10
7.66+10
8.71+10
1.69e+11
1.80e+11
1.92e+11
1.25e+10
4.25e+10
4.96e+10
5.69e+10
1.11e+11
1.19e+11
1.28e+11
3.18e+10
3.71e+10
4.27e+10
8.19e+10
8.80e+10
9.46e+10

RGG
5.37
5.20
5.05
4.36
4.28
4.22
6.81
5.37
5.20
5.05
4.36
4.28
4.22
5.37
5.20
5.05
4.36
4.28
4.22

RT
7.32
6.51
6.76
5.75
5.36
5.21
8.73
7.35
7.01
6.83
5.88
5.99
5.88
7.10
6.96
6.91
5.96
5.87
5.80

Name
GL-3.5
GL-4.0
GL-4.5
GL-8.0
GL-8.5
GL-9.0
GM-1.2
GM-3.5
GM-4.0
GM-4.5
GM-8.0
GM-8.5
GM-9.0
GH-3.5
GH-4.0
GH-4.5
GH-8.0
GH-8.5
GH-9.0

Table 5.6 Our 19 gas-rich LMC disk model simulations (all prefixed with G). These runs are
grouped by MW gaseous halo core density as in Table 5.4.4 ( GL-, GM- and GH- runs) with various
β chosen to explore a range of pericentric densities. See Table 5.4.4 for a description of column
quantities.





































































Figure 5.16 A comparison of our gas-rich initial LMC disk simulations (squares) to our standard
disk model simulations (stars). The left panel plots HI truncation radius, Rt , versus pericentric
halo gas density, np , as in Figure 5.10. The GG model is shown now for both sets of ICs (two black
lines). The observed HI truncation radius is also shown as a dashed line. The systematic offset
seen in the standard runs is again observed in the gas-rich set, though with a noticeably larger
offset across all values of np . From the simulations we find the gas-rich model requires a MW halo
gas density ≈ 7 times higher than the standard runs at ∼ 50 kpc. The right panel takes a ratio of
Rt to the GG prediction across all simulations, with unity indicating a perfect match (dotted line).
The gas rich runs feature a consistently higher offset from the standard runs, which suggests our
model ought to take into account the disk gas’ self-gravity (See Section 5.6.2 and Figure 5.17).
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these issues at late times, especially since the headwind required to truncate the HI disk
at its observed extent grows increasingly strong for these alternative models. The model
we consider boosts the initial LMC gas mass by over a factor of two, to ≈ 109 M . Recent
UV absorption line data coupled with Cloudy modeling of ionized gas in the MS suggest
the amount of gas stripped from the MCs may exceed their current HI mass (Fox et al.
2014), so this scenario is not outlandish.
To explore the scenario of an HI-rich initial LMC, we formulated a second set of
initial conditions with an identical stellar and DM distribution, but with a gas disk whose
scale radius was twice as extended as the standard run’s scale radius (and thus twice the
stars): agas = 3.4 kpc. We then set the mass normalization constant, Mgas = 1.22 × 109 M ,
which once-again ensured the dynamical mass within R = 4 kpc matched the constraint
of K98. This result also fell on the relation of Swaters et al. (2002), suggesting it as a
plausible scenario for a gas-rich late-type dwarf galaxy before plunging into the MW halo
and undergoing RPS. This produced an initial mock-HI surface density that was too low
at the galaxy’s center and much too high towards its edges in all directions, but this in
itself does not preclude such a model, since the wind required to strip such an LMC to
its present observed extent will be much higher density, and thus has the potential to
dramatically reshape the entire HI profile.
We again performed a suite of simulations with MW gaseous halo models spanning a
wide range of np , and also varied the halo’s core density, as before. Table 5.6.1 summarizes
these runs. Our np choices are concentrated around where the predicted truncation radius
would roughly match the present-day observed value ∼ 6 kpc, but a run was also done at
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the fiducial density of np = 1.2 × 10−4 cm−3 for comparison. These runs are prefixed GL-,
GM- and GH-, with the first letter denoting their “gas rich” initial disk and the second their
halo core model.
Figure 5.15 shows our canonical mock-HI observation as before for a representative
gas-rich run, GM-8.0, which produced a stripping radius in rough agreement with the
standard disk’s fiducial run and the observed distribution (also repeated in the new figure
for comparison). Immediately evident is the higher gas column towards the disk edge,
compared to the standard simulation and the observed map. This is seen most easily in
the bottom panel of Figure 5.15, where we again plot the averaged radial profile along the
leading edge (as in Figure 5.8). In this sense, we find RPS cannot substantially alter the
global gas profile, even when the wind has been ramped up to sufficient density to match
the leading edge’s extent. However, it’s natural to wonder if compression-induced SF and
feedback (neither included in the present work) could substantially alter the HI surface
density at intermediate radii, putting the entire HI distribution into better agreement with
the observed system. These concerns should quell any temptation to reject the gas-rich
model simply by analyzing the radial surface density profile’s match to observations.
Indeed, it’s evident from visual inspection of the column maps that the gas-rich run’s
flocculent disk edge, shaped by the denser, more violent halo headwind, does a better job
matching the observed profile. But here too we caution that a more detailed treatment of
ISM physics could easily reverse these fortunes.
We can once again move towards an inferred halo density and compare to the standard runs by considering the whole suite of gas-rich simulations. Figure 5.16 accomplishes

196

this, plotting the same derived quantities as in Figure 5.10. This figure also compares both
gas-rich and standard disk runs to the GG model’s analytic prediction. The higher surface
density gas disk shifts the GG model substantially, to give an inferred MW gaseous halo
density ∼ 5 times higher than the runs with the standard disk ICs. The simulated results
follow this trend, once again exhibiting an offset from the analytic model and a scatter
roughly equivalent to the original simulation suite. Figure 5.16 also plots the ratio of the
simulated truncation radius, Rt , to the GG model, RGG . Here we see the gas-rich runs
feature an offset from GG of ≈ 30% on average, whereas the standard runs were only
offset by ≈ 10%. This evolution with gas density hints at a flaw in our GG model as
expressed in Equation 5.9: the restoring pressure’s computation (RHS) does not include
the self gravity of the gas. This approximation clearly becomes inadequate for late-type
dwarf systems with high gas fractions. We explore this more in Section 5.6.2.
Using the same machinery presented in Section 5.5 but plugging in the new gas rich
model and the results of the new simulations, we can once again infer a MW gaseous halo
density bound. Doing so, we find np = 6.51 ± 2.33 × 10−4 cm−3 . In Section 5.6.3 we cast
doubt on such a high halo density by considering an upper-bound set by the SMC’s HI
distribution. Aside from those considerations, we note this scenario’s result is an upper
bound to the present investigation, only plausible if highly mass-loaded winds from a
forming LMC can efficiently lower the disk’s global density column to match the present
radial column profile.
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Figure 5.17 Results for our standard initial disk setup (stars) and for the gas-rich simulations
(squares), now compared to an analytic GG model that includes the disk gas’ self-gravity (Equation
5.17, α = 1.0). The plotted quantities are as in the bottom panels of Figure 5.16. Comparing to that
Figure, we find the average offset between GG and the simulations has been reduced by a factor of
two for the standard runs and over a factor of three for the gas-rich runs. From the right panel, we
also find the difference in this average offset for the two disk models is no longer significant. This
suggests a GG model including the disk gas’s full self gravity is more accurate than one ignoring
it, an important consideration for gas-rich, late-type dwarf systems.

5.6.2

Gunn/Gott with the Gas’ Self-Gravity

An obvious shortcoming of our workhorse GG model as defined in Equation 5.9 is its
neglect of the gaseous disk’s self-gravity: i.e. the simple product of gaseous and stellar
surface densities considers only the stars in computing a restoring force. In the context of
MW-sized galaxies at low redshift, low observed gas fractions render this issue irrelevant.
But for gas-rich, late-type dwarf galaxies, this approximation may prove inadequate. In
Section 5.6.1 our results hinted at this issue: the mysterious offset between our simulations
and the GG model grew even worse for the gas-rich runs (see Figure 5.16). This suggests
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we ought to consider a modified equation for our GG model,



ρv2 = 2πGΣ g (R) Σ? + αΣ g

(5.17)

where α represents the fraction of the gas’ self gravity that contributes to the restoring
force. It’s not obvious a priori which value of α is most physical, and a full exploration
is beyond the scope of this chapter. But we do consider the case of α = 1.0, i.e. full selfgravity. Figure 5.17 shows the results of this scenario for both our standard and gas-rich
LMC disk runs. Two important results emerge from this plot, as compared to Figure 5.16.
First, the average offset between the “enhanced” GG model and our runs shrinks for both
set of disk ICs, for the standard runs by roughly a factor of two, and for the gas-rich runs
by over a factor of three. In fact for the most extreme, high-density runs (e.g. MaxWind)
the agreement is nearly perfect. And second, the discrepancy in average offset across the
two gas disk models is no longer significant. This result goes halfway towards explaining
our observed offset and, more fundamentally, suggests that including the full self gravity
of the disk gas in the GG model’s restoring pressure is substantially more accurate than
ignoring the gas’ gravity entirely.
We end this section by noting that this development does not affect the inferred halo
density and mass distributions computed in Section 5.5. The enhanced model explains
more of the “offset” in the simulations, but does not alter the relationship we’ve found in
our simulations between np and Rt in either value or spread (since its implicitly already
accounted for).
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Quantity

Value

Unit

M? (2 kpc)
a?

3.1 × 108
{.65, 1.1}

M
kpc

Mgas (2 kpc)
agas
Σmax,gas

4.0 × 108
.65
9.98 × 1021

M
cm−2

σDM

27.5

km/s

rSMC
vSMC

60
340

kpc
km/s

Table 5.7 SMC model parameters, as explained in Section 5.6.3

5.6.3

Upper-Bound Estimate from SMC Stripping

The LMC’s companion galaxy, the Small Magellanic Cloud (SMC), provides another
late-type dwarf traversing the CGM at high speeds at intermediate distances from the
galactic plane. In this section we revisit our RPS analysis once more in the context of this
companion galaxy. The SMC system’s position, orientation and motion are considerably
less well-constrained than the LMC, rendering conclusions we arrive at here necessarily
more speculative. And the system is surrounded by HI at appreciable column along all
sight-lines, with no leading edge-analogue where RPS would be an obvious shepherd of
HI (i.e. there is no location where it is obviously clear that the gas is truncated relative to
the stellar distribution like for the LMC). Thus we can only seek an upper bound on the
ambient density from RPS arguments, via the logic of a non-detection.
We employ the same analytic GG model as for the LMC, taking into account the disk’s
self-gravity, as in Section 5.6.2. Table 5.6.3 summarizes all inputs for this model. We once
200

again employ Equations and to describe exponential profiles for the stellar and gaseous
disks. We adopt a gaseous mass Mgas (2 kpc) = 4 × 108 M and central surface brightness
of Σmas,gas = 9.98 × 1021 cm−2 (Brüns et al. 2005), which for an exponential profile implies
a scale radius agas = .65 kpc. For the stars, we adopt a mass within the same radius of
3.1 × 108 M (Stanimirović et al. 2004; van der Marel et al. 2009), and vary the scale radius
between the gaseous value and 1.1 kpc. An accurate account of the gas’ restoring force
must include the SMC’s DM mass, which is relatively large and concentrated. We adopt
a dispersion velocity σDM = 27.5 km/s (Harris & Zaritsky 2006), and follow Grcevich &
Putman (2009) by modeling its affect via

np v2p ≈ σ2DM ngas (RTrunc )

(5.18)

where the ambient gas’ ram pressure is formed from np and vp , the CGM density and
relative velocity at the SMC’s pericenteric passage. We assume the speed is the same as
the LMC’s, 340 km/s. For ngas we take as the gas SMC ISM’s density at the disk’s midplane (i.e. an upper bounds). The final input is a truncation radius for the SMC, which
we consider in the range RTRUNC ∈ [2.6, 3.5], from the HI disk’s angular extent (Brüns et al.
2005) and assuming rSMC ≈ 60 kpc.
Table 5.8 shows results of this analytic exercise for all combinations of the stellar scale
radius and truncation radius we consider. For a more extended gas distribution with a
rapid falloff in stars, the value is as low as 4.3 × 10−5 cm−3 , lower than our fiducial LMC
disk stripping model’s result of 1.2 × 10−4 cm−3 . Directly comparing these numbers is a
bit tricky, since the SMC is farther from the galactic center, but for exponential profiles
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a?

RTrunc = 2.6

RTrunc = 3.5

.64 kpc
1.1 kpc

2.97 × 10−4 cm−3
3.63

.43
.511

Table 5.8 Implied MW Halo Density at 60 kpc from our rough model of SMC stripping (see Section
5.6.3), for two choices of the SMC’s radial disk extent, RTrunc and its stellar scale length astar . A
reasonable upper limit from this analysis is a CGM density of nCGM (60 kpc) ≈ 3.6 cm−3 . For the
exponential profiles considered in this work, densities at this distance from the Galactic center are
≈ 10% lower than at LMC pericenter. Thus this bound would rule out the gas-rich LMC scenario
of Section 5.6.1.

we’ve considered thus far, the difference is only ≈ 10%. The “upper bounds” case, for a
less extended SMC gas component and a broader stellar profile is 3.63 × 10−4 cm−3 . This
again considers gas stripping with a restoring force from stars, the gas itself and the DM
component. This limit includes the LMC fiducial case we’ve considered throughout the
chapter but excludes the gas-rich scenario of Section 5.6.1.

5.6.4

MW Gaseous Halo Mass Estimate

Baryonic mass accounts for a fraction Ωb /Ωm = .17 of matter in the universe. But stars
and the ISM in the disks of L ∼ L∗ galaxies account for a far smaller share of their host
halo’s total mass (e.g. Behroozi et al. 2010). Although galaxies may efficiently disperse
the remaining baryons into the intergalactic medium (IGM), observations of that material
have thus far failed to account for a sufficient mass in baryons (Prochaska et al. 2011;
Cen & Ostriker 1999). The MW’s gaseous halo has often been invoked as a reservoir of
these so-called “missing baryons”. MB13’s results suggests the MW hot halo accounts for
4.3 ± .9 × 1010 M or roughly 50% of these baryons, though Gupta et al. (2012) suggest a
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much larger mass of hot gas.
Surveys of ∼ L∗ galaxies at low-redshift suggest a similar role for X-ray gas (Anderson
et al. 2013). The recent COS-halos results of QSO absorption in UV suggests the CGM of
∼ L∗ systems is indeed rife with baryons, though at far lower temperatures: potentially
half the galaxy’s mean baryon budget may exist as diffuse T < 105 K CGM gas (Werk et al.
2014; Tumlinson et al. 2013); while warm-hot 105 − 107 K material could likewise harbor a
signifiant fraction of mass (Peeples et al. 2014; Tumlinson et al. 2011).
Our work thus far has focused on inferring a local density measurement at the LMC’s
last pericentric passage, and the analysis of Section 5.4.5 showed this measurement is
largely insensitive to the broader halo profile. In this section, we consider the range
of total CGM mass estimates implied by this density measurement. Such an exercise
is indeed an extrapolation; in addition to invoking a specific density profile, we’ll be
integrating well beyond LMC distances, assuming a consistent exponential falloff and
assuming spherical symmetry remains an accurate simplification.
For the density distribution we again assume a β-profile. For each np sampled as in
3β

Section 5.5, we also randomly sample a halo core density, n0 rc , drawing from a uniform
3β

distribution of n0 rc ∈ [.005, .003] corresponding to the range in MB15 though with the
upper bound set a factor of three higher, since their work fails to probe cooler phases of
the CGM. We then infer β from this core density and the sampled pericentric density.
The left-hand panel of 5.18 shows the average density profiles and 1 − σ bounds at
each radius from these samples. Also displayed is the upper-bound estimate from the
SMC stripping and the results from our gas-rich LMC runs. By ≈ 50 kpc from the galactic
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Figure 5.18 Density and enclosed mass profiles for the MW CGM, generated by sampling np , the
diffuse CGM density at the LMC’s pericentric passage, from our stripping simulations, and then
3β
sampling β-profile core densities from n0 rc ∈ [.005, .03]. LEFT: density profiles, for our fiducial
LMC disk model (black), a gas-rich alternative still consistent with surveys of other late-type dwarfs
(green) and an upper-bounds from considering the SMC (blue). The gas-rich model consistently
lies above the SMC upper bounds, challenging its validity. RIGHT: these models imply disparate
enclosed mass by roughly a factor of ten, with the standard runs featuring ≈ 2.6 × 1010 M at 300
kpc, whereas the SMC and gas-rich profiles produce 7 × 1010 and 2.6 × 1011 , respectively. Table 5.9
summarizes the mass enclosed and provides implied baryon fractions.

center, the three models show a significant difference in density, with a roughly 1/2-decade
gap between the spread in the standard and gas rich models (and a full decade separation
in their mean values). From the plot the inconsistency of the gas-rich model with the SMC
results appears quite clearly.
The right-hand panel integrates this profile to find the total mass enclosed by each
radius. From here, we find the standard runs imply a total CGM mass of 2.68±1.4×1010 M ,
while the gas-rich runs would imply MCGM (300 kpc) = 2.66 ± 1.3 × 1011 M . To place these
values in context, we can normalize to the “expected” mass of baryons in the MW, by
multiplying the MW’s total halo mass by the mean cosmic baryon fraction, Ωb /ΩM = .17.
For a MW mass of 1.5 × 1012 M (e.g. Boylan-Kolchin et al. 2013), our standard runs imply
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Standard LMC
SMC Estimates
Gas-Rich LMC

Extrapolated Gas Halo Mass
Mgas /(.17 · MHalo )
12
Mgas (300 kpc)
.7 × 10
1 × 1012
1.5 × 1012
+10.9
+7.6
+1.4
10
2.68−1.4 × 10 M
21.58−10.6 %
15.11−7.4 %
10.07+5.1
%
−5.0
+5.3
+38.9
+18.1
+27.2
7.24−5.0
54.14−39.2 %
37.90−27.4 % 25.27−18.3 %
+95.5
+66.9
26.6+13.
204.65
%
143.25
% 95.50+44.6
%
−93.8
−65.7
−13.
−43.8

2 × 1012
7.55+3.8
%
−3.7
+13.6
18.95−13.7 %
71.63+33.4
%
−32.8

Table 5.9 The total CGM mass enclosed within 300 kpc from our LMC stripping calculations
(top row), an upper-bounds estimate from SMC stripping (center row, see Section 5.6.3) and a
gas-rich LMC model (see section 5.6.1). Also shown are the CGM’s contribution to the Milky Way
“Baryon Budget” defined as the halo’s total mass multiplied by the cosmic mean baryon fraction,
Ωb /Ωm = .17. From here we find the CGM likely contributes ≈ 10% − 50% of the MW’s expected
baryon mass. These results assume a spherical β-profile calibrated to the CGM density found at
LMC pericenter.

the CGM contains ≈ 10% of the Galaxy’s baryons.
Table 5.9 quotes values at 300 kpc for the standard, gas-rich and SMC analyses, and
also expresses these masses as a fraction of “available” baryons, i.e. .17Mhalo for a set of
MW masses M ∈ [.7, 1.0, 1.5, 2] × 1012 . While our standard runs imply a CGM accounting
for ∼ 10% of the baryons, the SMC upper bounds implies ≈ 25% mass content, while the
gas-rich LMC scenario predicts ≈ 95%. Thus from our work, the most reasonable estimate
places the CGM baryon fraction at ≈ 10% − 50% of the available baryons. In comparison,
the COS-halos team finds anywhere from 25 − 45% in a cool, < 105 K form, and warm-hot
contribution of 5 − 37%. MB15 in contrast predicts a . 50% contribution from X-ray
gas. Our result appears somewhat on the conservative end of these predictions, despite
adopting wide bounds in the halo model and probing the full temperature span of gas.
Although our work focused on a spherically symmetric β-profile, our analysis has
shown that the currently observed truncation radius is sensitive only to the density at
perigalacticon, where ram pressure is strongest, and thus our density bounds are consis205

tent with a broad array of models for the diffuse CGM, so long as density tended to rise
appreciably as the LMC moved deeper into the MW’s potential. Alternatively, Tonnesen
& Bryan (2008) examined RPS dynamics in a larger, forming cluster environment, where
they found ram pressure experienced at a single radius from the cluster center can vary
significantly. They found stripping to be a fast enough process in such an environment
that truncation of the cluster galaxies was in fact a probe of dense pockets. If we assume
our scaled down setting would obey similar dynamics, this implies our halo density measurement is in fact an upper limit, as the current LMC truncation radius could be set by
the highest ram pressure pocket encountered by the cloud, rather than at perigalacticon.

5.7

Summary

We have provided a density measurement of the Milky Way’s circumgalactic medium at
r = 48 kpc by exploring the dynamics of ram pressure stripping of the Large Magellanic
Cloud via analytic arguments and a large suite of three-dimensional hydrodynamic simulations. RPS probes the diffuse CGM in all its phases, providing a robust measurement
independent of line studies in emission and absorption. We adopted a simple model for
the LMC’s stars, gas and DM profiles and adopted the model of Gunn & Gott (1972) (GG
model) to explore how a ram pressure headwind truncates the HI profile of disk systems,
providing a wind computed from models for the LMC’s orbit through the MW potential
and sampling from a β-profile for the CGM’s density. Our main conclusions are:

1. Presence of stars well beyond the HI truncation radius of the Large Magellanic
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Cloud’s leading edge suggests ram pressure stripping played a strong role during
the LMC’s recent pericentric passage truncating its gaseous disk.
2. From analytic arguments, assuming the LMC’s disk was truncated by the peak ram
pressure at pericentric passage, we found the GG model provides a direct map from
the LMC’s observed truncation radius along its leading edge to a CGM density at
r ≈ 48 kpc from the Galactic Center. This toy model implied a halo density ≈ 5 × 10−5
cm−3 .
3. From our suite of simulations sampling a broad range of halo models, we found
the LMC’s leading edge truncation radius was indeed tightly correlated to the MW
CGM density at pericentric passage, as predicted in the GG model, and roughly
independent of the following considerations:
(a) The broader halo profile’s core density and power-law falloff — i.e. the density
measurement was very localized to pericentric passage, thanks to the steep rise
in ram pressure at this point. This implies our measurement is independent of
our choice to use a β-profile and applies to any distribution for the diffuse CGM.
(b) The disk orientation with respect to the wind, provided it was neither head-on
nor precisely face-on, making our result insensitive to the precise orientation of
the LMC disk at pericentric passage.
(c) The DM potential and rotation curve peak of the LMC
4. The simulations also elucidated some disagreement from/extensions of the GG
model, including:
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(a) The presence of extra-planar material in the stripping zone renders the truncation radius seen in column viewer-dependent, as material in the process of
liberation from the disk contributes gas at high column depending on where
one views the galaxy from. This effect can introduce a substantial asymmetry
in the observed extent of the disk in different quadrants f the system.
(b) The restoring force of the disk in such a gas-rich late-type dwarf is best described
by including not only the stellar disk’s gravitational potential but also the selfgravity of the gas.
(c) In addition to this correction, our simulations included a significant 5% offset
from the GG model, i.e. our truncation radius for a given headwind ram
pressure was 5% larger than the analytic prediction with the gas’ self-gravity.
A portion of this offset was present regardless of viewing perspective (from the
solar line-of-site, face-on and edge-on projections of the disk).
5. Analysis of this suite of simulations, for our fiducial LMC disk model, yielded an
implied CGM density substantially higher than the analytic toy model, with n(48.2 ±
2.5 kpc) = 1.1 ± .45 × 10−4 cm−3 . The error bounds on this include a host of modeled
uncertainties, including those related to the scatter in the simulations (mostly due
to the oscillatory behavior of the disk edge), orbital uncertainties (including that of
the LMC/MW mass ratio), the flocculent appearance of the LMC disk’s leading edge
(the dominant source of error) and uncertainty in the stellar profile.
6. From our simulated results, sampling parameters of a β-profile and integrating
to 300 kpc, our standard LMC model results yielded a total CGM gas mass of
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2.68 ± 1.4 × 1010 M , which could account for roughly 10% of the MW’s expected
baryon content. From our upper bound estimate from considering SMC stripping,
the total mass content could be as high as 25% of this expected baryon count.
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Chapter 6
Conclusion
Hydrodynamic simulations provide a unique tool for understanding the structures and
flows of baryons in galaxies. This work has focused on their ability to shed light on
the interaction between star forming disks and the circumgalactic medium of MW mass
halos. These interactions take many forms, of which we’ve studied just two: galactic
winds powered by star formation that enrich the CGM; and the ram pressure headwind
experienced by massive satellites like the Large Magellanic Cloud, that strip the disk
of star forming material. A better understanding of all these processes informs the big
picture of where baryons sit in galaxy halos, what form they take and how their dynamics
and transformations unfold over cosmic time. In this section, we provide a brief summary
of this dissertation’s important findings before briefly considering future areas of inquiry.
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6.1

Summary of Results

In Chapter 2, we explored the dynamical impact of cosmic rays by performing threedimensional, adaptive mesh refinement simulations of an isolated starbursting galaxy
that included a basic model for the production, dynamics and diffusion of galactic cosmic
rays. We found that including cosmic rays naturally lead to robust, massive, bipolar
outflows from our 1012 M halo, with a mass-loading factor Ṁ/SFR = 0.3 for our fiducial
run. Other reasonable parameter choices led to mass-loading factors above unity. The
wind is multiphase and is accelerated to velocities well in excess of the escape velocity.
We employed a two-fluid model for the thermal gas and relativistic CR plasma and
modeled a range of physics relevant to galaxy formation, including radiative cooling,
shocks, self-gravity, star formation, supernovae feedback into both the thermal and CR
gas, and isotropic CR diffusion. Injecting cosmic rays into star-forming regions can provide
significant pressure support for the interstellar medium, suppressing star formation and
thickening the disk. We found that CR diffusion plays a central role in driving superwinds,
rapidly transferring long-lived CRs from the highest density regions of the disk to the ISM
at large, where their pressure gradient can smoothly accelerate the gas out of the disk.
In Chapter 3 we investigated the dynamical impact of cosmic rays in cosmological
simulations of galaxy formation using adaptive-mesh refinement simulations of a 1012 M
halo. In agreement with previous work, a run with only our standard thermal energy
feedback model results in a massive spheroid and unrealistically peaked rotation curves.
However, the addition of a simple two-fluid model for cosmic rays drastically changed
the morphology of the forming disk. As in the previous chapter, we included an isotropic
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diffusive term and a source term tied to star formation due to (unresolved) supernovadriven shocks. Over a wide range of diffusion coefficients, the CRs generated thin,
extended disks with a significantly more realistic (although still not flat) rotation curve.
We found that the diffusion of CRs is key to this process, as they escape dense star forming
clumps and drive outflows within the more diffuse ISM.
In Chapter 4 we explored the impact of cosmic rays on the Circumgalactic Medium
(CGM) in the same cosmological runs as in Chapter 3. Runs with CRs featured gas
metallicities approaching 1/10th solar within a majority of the CGM’s volume, a direct
result of long-lived galaxy-scale winds from the central disk. Beyond winds, the CR fluid
provided pressure support within the CGM, harboring a large HI bubble in the inner
CGM of low-diffusion runs and a mix of CR and thermal-pressure dominated gas at large
radii, resulting in a rich phase structure for the diffuse gas. Mock UV-absorber columns
provided a good match to data from COS-halos at z ∼ 0.2 for HI, SiIV, CIII and OVI.
More diffusive runs featured a gamma-ray luminosity due to hadronic losses on order
that recently found for M31 and predicted for the MW. For less-diffusive runs, the CGM
may host a large component of its mass at T . 105 K.
In Chapter 5 we provided a tight constraint on the physical density of the Milky
Way’s (MW’s) diffuse halo gas at ∼ 50 kpc from the Galactic Center by studying ram
pressure stripping (RPS) of the Large Magellanic Cloud (LMC). Recent observations have
pinned down the position, velocity, orientation and structure of the LMC, implying a wellconstrained pericentric passage about the MW ∼ 50 Myr ago. In this scenario, the LMC’s
gaseous disk has recently experienced stripping, suggesting the extent of its observed HI
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disk provides a direct probe of the medium in which it is moving. From the observed
stellar and HI distributions of the system we found evidence of a truncated gas profile
along the windward “leading edge” of the LMC disk, despite a far more extended stellar
component. We explored the implications of this RPS signature, using both the simple
analytic prescription of Gunn & Gott and full 3-dimensional hydrodynamic simulations
of the LMC, including a self-gravitating gaseous disk evolving within a static stellar
and DM potential. Our simulations subjected the system to a headwind whose velocity
components correspond directly to the recent orbital history of the LMC. We varied
the density of this headwind, using a variety of sampled parameters for a β-profile for
a theoretical MW’s hydrostatic gaseous halo, comparing the resulting HI morphology
directly to observations of the LMC HI and stellar components. This model can match
the radial extent of the LMC’s leading (windward) edge only in scenarios where the MW
halo gas density at pericentric passage is np (R = 48.2 ± 5 kpc) = 1.1+.44
× 10−4 cm−3 . The
−.45
implied pericentric density proved insensitive to both the broader gaseous halo structure
and temperature profile, thus providing a model-independent constraint on the local gas
density. This result imposes an important constraint on the density profile of the MW’s gas
halo, and thus the total baryon content of the MW. From our work, assuming a β-profile
valid to ∼ rvir , we find the diffuse CGM accounts for ≈ 10 − 25% of the expected galactic
baryons.
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6.2

Future Work

6.2.1

Cosmic Ray Physics

6.2.1.1

Further Investigations with the CR Two-Fluid Model

This dissertation has demonstrated the powerful reach of two-fluid models in capturing
salient features of interstellar plasma dynamics with minimal added computation cost. At
the time of distribution, higher resolution cosmological runs were already nearing z = 0,
providing evidence of a further substantial reduction in the rotation curve peak of the
central disks in runs featuring CRs. These runs also suggest convergence in our observed
properties of the CGM, including column densities comparable to the COS-halos data.
Our cosmological work has also thus far failed to explore lower CR feedback fractions
during SN feedback (i.e. fCR ∈ (0, 0.3)), and even more diffusive CR fluids (κCR > 3 × 1028
cm2 /s), particularly within the CGM. A spatially dependent diffusion coefficient, smaller
in the disk than elsewhere in the halo, may also prove a better match to reality.
Beyond MW-mass systems, work is already underway elsewhere within our research
group modeling dwarf systems, with evidence of a match to the Tully-Fisher relation (Chen
et. al. in prep.). Smaller halos allow us to reach even higher resolution, which will allow
an unprecedented look into the interaction of CR feedback with other sophisticated disk
physics (molecular cloud chemistry and dynamics, resolved SN and stellar winds, photon
pressure, etc . . . ). Our model affords a study of halos at a range of mass scales. Although
previous work has already studied the CR-gas interplay on cluster scales (e.g. Pfrommer
et al. 2007, 2008; Pfrommer 2008) this work has not included any diffusion/streaming
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mechanism. Modeling cluster-scale systems and early-type galaxies could further constrain the CR model and shed light on any “mass turnover” where the diffusive CR fluid
no longer shapes the large scale flows within the halo. On the other extreme, earlier work
has indicated CR physics may influence the prominence of luminous baryons in satellite
halos (Wadepuhl & Springel 2011), but this work likewise did not include any CR diffusion
or streaming, and thus will need to be revisited.
Chapter 4 suggests an accurate understanding of the CR-infused CGM will require
modeling CR loss processes — in particular, hadronic losses — within the simulation. As
gamma-ray telescopes push forward with better constraints on the CGM’s high energy
emission, simple extensions of the two-fluid model to capture the CR spectrum (such as
the slope-cutoff model briefly explored in 4.8) may prove necessary.

6.2.1.2

Beyond the CR Two-Fluid Model

Our two-fluid CR model relies on a host of — at times tenuous — assumptions. The
emergent behavior of the ISM we model must be corroborated via simulations a step closer
to first principles. Evolving the thermal ISM via the equations of MHD would allow a
more explicit treatment of the interaction of CRs and magnetic fields, affording an accurate
approach to anisotropic diffusion and the excitement of MHD waves (another important
CR loss mechanism). This work would probably not occur in global galaxy simulations,
such as the work presented here, but rather on the scale of a shearing box resolving
a cross section of the disk. Such work is a crucial step in verifying or nullifying (and
certainly refining) the CR wind-launching mechanism we explored here. An even more
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ambitious researcher would recognize that the continuum physics equations used here
are themselves reliant on tenuous assumptions, and instead adopt a kinetic Boltzmann
approach.
The complicated models just described are not feasible within today’s generation of
cosmological simulations, and thus less ambitious extensions of the two-fluid model will
likely also find use in this context. A multi-fluid approach, modeling the CR spectrum
as a broken power law, would afford a more sophisticated treatment of the relativistic
fluid, revealing the dynamical evolution of the CR spectrum and thus more sophisticated
emission modeling to match to observables. The cosmic ray electron population, while
less dynamically important, provides a direct link to observed synchrotron emission and
thus modeling its evolution would further constrain these models.

6.2.2

The Large Magellanic Cloud and the Circumgalactic Medium

Our LMC RPS work, with simple extensions, may hold important consequences for the
properties of the Magellanic Stream (MS). The presence of the Leading Arm (Putman et al.
2003b) and the stream’s divergence from the LMC’s orbital path suggest a tidal origin for
the stream (Besla et al. 2012). We can corroborate this by examining the stripped tail in
our simulation. To do so will require a better treatment of gas cooling and star formation
which can substantially alter the tail’s mass and appearance (Tonnesen & Bryan 2009,
2012). This may also give us a prediction of which portions of the stream are enriched
with LMC disk material.
Another key observable within reach via the merger of the two main topics of this
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dissertation involves modeling the high energy emission beyond the leading edge, via
including our cosmic ray physics and modeling 30 Doradus as a point-source of rays.
The diffusive CR fluid, together with explicit star formation, may also provide a more
accurate reflection of how much material is liberated from the LMC during its orbit via
mass-loaded winds.
Our work to date has ignored the complex velocity structure of the CGM. Further
wind-tunnel experiments capturing the salient features of a more stochastic velocity structure may alter the findings presented here.
Beyond the wind-tunnel approach, including the SMC and tidal effects with live dark
matter within a growing MW NFW profile could shed light on the interaction of RPS with
gravitational forces constantly reshaping the MCs during their plunge into the MW.
Ultimately a combination of all the above effects could help constrain possible gas initial conditions for the LMC disk, narrowing our halo density measurement and providing
a broader understanding the LMC/CGM interaction.
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S., Reimer, A., Reimer, O., Sadrozinski, H. F.-W., Sgrò, C., Siskind, E. J., Spandre, G.,
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