Energy-Efficient Time-Based Encoders and
Digital Signal Processors in Continuous Time

Sharvil Patil

Submitted in partial fulfillment of the
requirements for the degree of
Doctor of Philosophy
in the Graduate School of Arts and Sciences

COLUMBIA UNIVERSITY
2017

©2017

Sharvil Patil

All Rights Reserved

Abstract
Energy-Efficient Time-Based Encoders and Digital
Signal Processors in Continuous Time

Sharvil Patil
Continuous-time (CT) data conversion and continuous-time digital signal processing
(DSP) are an interesting alternative to conventional methods of signal conversion and processing.
This alternative proposes time-based encoding that may not suffer from aliasing; shows superior
spectral properties (e.g. no quantization noise floor); and enables time-based, event-driven, flexible
signal processing using digital circuits, thus scaling well with technology. Despite these interesting
features, this approach has so far been limited by the CT encoder, due to both its relatively poor
energy efficiency and the constraints it imposes on the subsequent CT DSP. In this thesis, we
present three principles that address these limitations and help improve the CT ADC/DSP system.
First, an adaptive-resolution encoding scheme that achieves first-order reconstruction with
simple circuitry is proposed. It is shown that for certain signals, the scheme can significantly
reduce the number of samples generated per unit of time for a given accuracy compared to schemes
based on zero-order-hold reconstruction, thus promising to lead to low dynamic power dissipation
at the system level.

Presented next is a novel time-based CT ADC architecture, and associated encoding
scheme, that allows a compact, energy-efficient circuit implementation, and achieves first-order
quantization error spectral shaping. The design of a test chip, implemented in a 0.65-V 28-nm
FDSOI process, that includes this CT ADC and a 10-tap programmable FIR CT DSP to process
its output is described. The system achieves 32 dB – 42 dB SNDR over a 10 MHz – 50 MHz
bandwidth, occupies 0.093 mm2, and dissipates 15 µW–163 µW as the input amplitude goes from
zero to full scale.
Finally, an investigation into the possibility of CT encoding using voltage-controlled
oscillators is undertaken, and it leads to a CT ADC/DSP system architecture composed primarily
of asynchronous digital delays. The latter makes the system highly digital and technology-scalingfriendly and, hence, is particularly attractive from the point of view of technology migration. The
design of a test chip, where this delay-based CT ADC/DSP system architecture is used to
implement a 16-tap programmable FIR filter, in a 1.2-V 28-nm FDSOI process, is described.
Simulations show that the system will achieve a 33 dB – 40 dB SNDR over a 600 MHz bandwidth,
while dissipating 4 mW.
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Chapter 1
Introduction
1.1 Signal Processors and Processing Domains
Advances in CMOS technology have resulted in a very diverse application space today.
Developing a one-size-fits-all signal processor without compromising performance or energy
efficiency is thus not practical. The correct approach involves an educated processor choice
tailored to a specific application. As regards to processor choice, if we split signal domains along
the time and amplitude axes, we end up with four possibilities shown in Table 1.1 [1] with distinct
signal processor types. When both time and amplitude axes are continuous, the resulting signal is
continuous-time (CT) analog; the processor is a classical analog one. When both axes are discrete,
the discrete-time (DT) digital domain results; a classical DT digital signal processor (DSP1)
processes signals in this domain. Signals in which the time axis is discrete while the amplitude

Time
Continuous
Discrete
Discrete
Continuous

Amplitude
Continuous
Discrete
Continuous
Discrete

Signal domain
CT analog
DT digital
DT analog
CT digital

Processor
Classical analog
Classical DT DSP
Analog sampled-data
CT DSP

Table 1.1: Signal domains and corresponding processors for continuous/discrete combinations
of time and amplitude.

1

In this thesis, DSP will stand as an abbreviation for both “digital signal processing” and “digital signal processor”
depending on the context.

1

axis is continuous are DT analog and can be processed by sampled-data analog processors (e.g.
switched-capacitor filters). Finally, by symmetry, the signal domain with a continuous time axis
and a discrete amplitude axis is called “CT digital”, and the corresponding processor is called “CT
DSP” [1].
Fig. 1.1 depicts the different signal processing alternatives, drawn based on these signal
domains. Each processing category has unique features and limitations; the former can be
exploited while the latter will act as hindrances in the context of specific applications. For instance,
analog signal processing, while power efficient, does not offer the desired programmability,
making it inappropriate for applications that demand a high degree of the latter. DT DSP allows a
high degree of programmability. However, it requires a DT analog-to-digital converter (ADC)2
with sampling at regular clock intervals. Sampling results in aliasing and, in the case of Nyquistrate sampling, an antialiasing filter with stringent specifications needs to precede the DT ADC so
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Fig. 1.1. Signal processing alternatives based on signal domains.
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In this thesis, an ADC will also be referred to as an “encoder” or, in some cases, a “modulator”.
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Fig. 1.2. A typical CT DSP signal processing chain.
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as to band-limit the input signal. Such an antialiasing filter can be quite power-hungry.
Oversampling can simplify the filter specifications, but the high sampling rate results in a major
power overhead for the DT ADC and the DT DSP. The DT analog representation, too, suffers from
aliasing, and requires an antialiasing filter. Thus, power-efficient handling of DT digital and DT
analog signals is a challenge. In contrast, the CT digital domain and CT DSP present an interesting
signal processing paradigm that allows A/D conversion with no sampling in time, and thus, with
no aliasing. It is discussed in detail next.

1.2

Continuous-Time Data Conversion and DSP
The CT DSP signal processing chain is shown in Fig. 1.2. An input analog signal is

converted into CT digital form by a clockless CT ADC (to be described later) [2], [3]; the CT
digital output is then processed directly by a clockless CT DSP with no sampling in time, producing
another (processed) CT digital signal at its output. The DSP output can be converted back to analog
form using a CT digital-to-analog converter (DAC). CT DSP presents a principle where digital
signals that are binary functions of continuous time are processed, while their timing details, as
they evolve in continuous time, are preserved in the DSP. Being digital, such a DSP has the
amplitude noise immunity and programmability of a conventional DT DSP.
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Fig. 1.3. Level-crossing sampling: When an input crosses a level, the digital output transitions
to a code that corresponds to that level.

Much of the prior work in CT DSP systems is based on CT A/D conversion using levelcrossing sampling (LCS) [3]–[13]. Therefore, even though CT DSP is not restricted to LCS, we
will use the latter as vehicle to describe the constraints and low-power design considerations of a
general CT DSP system. In the process, we will highlight the achievements and limitations of prior
work on CT DSP. Once the latter is understood, methods can be developed to further improve
these systems.

1.2.1 CT ADC
System description
A CT ADC converts an analog input into a CT digital form. LCS is one possible method
of encoding analog signals in CT digital form. For an N-bit LCS ADC, there are 2N amplitude
levels (Fig. 1.3), separated by q = VFS/2N in amplitude, where VFS is the full-scale amplitude range
4

of the ADC and q is the amplitude quantization step. Each level has an N-bit binary code associated
with it. Every time the input crosses a level, the output of the ADC3 transitions to a code that
corresponds to that particular level. The ADC output “token” or “sample” is thus a bundle of a
timing signal—which indicates the instant of crossing—and the N-bit digital code that represents
the value of the level, giving its pulse-code-modulated (PCM) representation [14]. This output is
CT digital as its transitions are not synchronized to any clock, and can, in principle, occur at any
point in time (provided a level is crossed). It is important to note that this output cannot be termed
“asynchronous” as, unlike such signals, the timing of the level crossing is an integral part of this
CT digital signal encoding and needs to be preserved in any subsequent processing [1].
The PCM code at the CT ADC output can be converted back to the analog amplitude level
it represents using a CT DAC. Shown in Fig. 1.3 as the “Quantized signal”, this represents the
zero-order-hold (ZOH) reconstruction of the original analog input to the ADC4. In a uniformresolution LCS system, any two consecutive crossed levels are always spaced in amplitude by one
quantization step, q. The digital code thus always changes by +/-1 between any two crossings.
Therefore, the N-bit PCM code can be compressed to 2-bit form using delta encoding (Fig. 1.3),
with one bit indicating the timing of the crossing and the other one representing the sign of crossing
(UP/DOWN).

The most straightforward LCS encoder is a clockless flash ADC [69]. For an N-bit ADC, there are 2N clockless
comparators that detect level crossings, and their 2N outputs together give a thermometric-encoded version of the
digital output. The latter, when fed into a thermometric decoder, generates the corresponding N-bit PCM code.
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The reconstructed analog amplitude levels are not exactly equal to the levels used during quantization; they are
instead placed at the midpoints between quantization levels. This is done to minimize reconstruction error [3].
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Fig. 1.4. Spectral comparison between DT and CT ADCs [1]. For sinusoidal inputs, CT ADCs
produce only harmonic distortion in the output spectrum, whereas DT ADCs additionally alias
the distortion components, thereby creating “quantization noise floor”.

Output spectrum and SER
The cascade of an LCS CT ADC and a CT DAC represents an amplitude quantizer—an
LCS quantizer—without any sampling in time. As there is no sampling in time, no aliasing occurs.
No anti-aliasing filter is thus required in an LCS CT ADC/DSP/DAC system [1]. In a Nyquistrate-clocked DT ADC, the analog input in sampled in time, followed by amplitude quantization of
the sampled value. Sampling create aliases of the input in the spectrum, which extend over an
infinite bandwidth; the nonlinearity of the amplitude quantizer then creates intermodulation
products of these aliases that stretch right into baseband, creating what is often called “quantization
noise”. Assuming a sufficient numbers of level are crossed (i.e. quantization is not too coarse), the
total power of this quantization noise in a bandwidth equal to half the Nyquist sampling rate, fs, is
q2/12, where q is the amplitude quantization step size (see Fig. 1.4). For a full-scale single-tone
input, this results in the well-known signal-to-error ratio (SER) of 6N+1.76 dB [15], for an N-bit
6

ADC. In contrast, an LCS quantizer only quantizes the analog input, with no sampling in time. The
quantizer nonlinearity results in quantization distortion at the output5, which, for single-tone inputs,
manifests itself as harmonics in the output spectrum6. The total integrated power of all these
harmonics in an infinite bandwidth is q2/12, for an amplitude quantization step size of q. Therefore,
the total power of the quantization error harmonics that fall in the signal band can be much lower
than q2/12, and, consequently, the SER can be higher than 6N+1.76 dB, for an N-bit LCS quantizer.
Therefore, for a given quantization step, CT LCS ADC can result in a much higher SER than a
Nyquist ADC, provided the power of the noise generated by circuit components is much lower
than the quantization error power.
System Parameters
There are two important parameters of any CT ADC (LCS or otherwise) that have
significant implications towards the subsequent CT DSP design and system-level power budget
specifications. We will discuss them now.
1. Granularity (TGRAN): Timing is a crucial aspect of the CT digital signal representation at the
CT ADC output, and it has to be preserved precisely along the processing chain. The tightest
constraints to achieve this arise when the time between two consecutive CT ADC output tokens is
at its minimum. This minimum is termed the granularity, TGRAN, and, to a significant extent, defines
the CT DSP design as we will describe soon.
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We thus say that LCS quantization results only in “quantization error” and not “quantization noise” floor.
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A two-tone input will create intermodulation products in the output spectrum.
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Fig. 1.5. An example plot showing the exponential worsening of NTPS and TGRAN with LCS
quantizer resolution.

2.

Number of tokens per second (NTPS): As we will discuss next, the CT DSP is event-

driven with power dissipation that varies with input activity [1]. Therefore, every token produced
by the CT ADC has a certain DSP energy cost, and the total DSP power varies directly with the
number of tokens produced per second (NTPS) by the ADC.
For an N-bit LCS ADC handling a full-scale sinusoidal input, 𝑇?@AB = (2B π𝑓GH,JKL )MN
and 𝑁𝑇𝑃𝑆 = 2BRN 𝑓GH [3], where fin is the input frequency and fin,max is the maximum input
frequency. As can be seen, NTPS and TGRAN worsen exponentially as the ADC resolution increases,
and respectively worsen linearly and hyperbolically with a rising fin,max [3]. As an example, TGRAN
and NTPS are plotted against N in Fig. 1.5. The implications of this on the CT DSP will be
discussed soon.
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1.2.2 CT DSP
The output of the CT ADC is processed by a clockless CT DSP that preserves the timing
details of the digital output as it evolves in CT. While a number of CT DSP implementations are
possible, we restrict ourselves to linear DSP. CT linear finite-impulse-response (FIR) DSP,
implemented using a transversal structure shown in Fig. 1.6, has already been demonstrated for
kHz-GHz range applications [3], [10], [16] and has been shown to handle signals in many CT/DT
digital formats [16]. So far, only transversal structures have been demonstrated, while recursive
ones, used to implement infinite impulse response (IIR) filters, remain a work in progress. This
thesis will consider only FIR DSP, and all proposed improvements in the encoders and the
processors will be focused towards optimizing a system that contains an FIR DSP.
An FIR (Fig. 1.6) DSP processes an input signal by delaying it along a tapped delay-line,
multiplying the tap outputs with appropriate coefficients, and then summing the multiplier outputs
to generate a single final output. An Nth-order FIR filter has N delays, each with value TTAP, and
N+1 taps/coefficients. The frequency response of such a filter repeats every fs = 1/TTAP, and its
nature can be modified by changing the filter coefficients. This transversal structure can handle

Analog
input

CT DSP
TTAP

TTAP

CT ADC

K0

K1

DSPOUT

TTAP
K2

Async delay

KN

Async adder

Fig. 1.6. The CT DSP that follows the CT ADC uses a transversal structure to implement an FIR
filter.
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CT/DT analog/digital signals with appropriate modifications. For instance, if the input to the FIR
is CT analog, the delays, multipliers and adder are analog circuits; if the input is DT digital, these
blocks are clocked digital circuits. In our case, the input to the CT DSP is the output of the CT
ADC, which is CT digital in nature. Therefore, the tap delays are implemented using (clockless)
asynchronous digital delays, and the multipliers and adder are asynchronous digital circuits7 [3].
All signals inside the block diagram shown in Fig. 1.6 are binary functions of continuous time.
The highly digital nature of the structure allows a good degree of programmability in terms of
response type (e.g. lowpass/bandpass), performance (e.g. number of taps), and specifications (e.g.
passband width).
As the CT DSP delays the ADC output tokens along its delay-line, it needs to precisely
preserve their timing details. The time-spacing between these tokens can be as small as the
granularity, TGRAN. The tap delay in the CT DSP, TTAP, is usually much larger than TGRAN.

From
previous tap

TGRAN

TGRAN

TGRAN

To
next tap

TTAP
Fig. 1.7. To preserve timing details, each tap delay, TTAP, is implemented as a cascade of unit
delay cells, each with a delay of TGRAN.

7

In some CT DSPs, the adder is implemented in the analog domain, by converting the multiplier output from digital
to analog domain using a CT DAC [10]. We will study the impact of signal domains on efficiency of operations in
Sec. 1.2.3.
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Therefore, in order to preserve all the tokens and their time-spacing, each tap delay is implemented
using a cascade of 𝑁S = 𝑇TAU /𝑇?@AB number of clockless digital delay cells, each implementing
a delay of TGRAN, as shown in Fig. 1.7. For example, for an 8-bit LCS case with a full-scale 4 kHz
fin,max, TGRAN = 300 ns. A tap delay of 25 µs will then require each tap delay to be implemented as
a cascade of 25µs/300 ns ≈ 83 cells. Every ADC output token goes through all the 83 delay cells
to undergo a delay defined by a single tap.
To connect the CT DSP described thus far with the complete system, we refer to Fig. 1.8,
which gives a system-level view of the CT ADC/DSP/DAC system described in Ref. [17]. A CT
ADC decomposes the analog input into several binary CT digital signals, b1-N(t). Each of the latter
is processed in parallel by a slice of a CT digital FIR filter, composed of CT digital delays and
digital multipliers as described above. The outputs of all slices are weighted and summed in a CT
digital adder, whose output is converted to analog form using a CT DAC. Note, however, that this
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Fig. 1.8. System-level view of the CT ADC/DSP/DAC system from Ref. [17].
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y(t)

system shows only the principle. There are now more efficient implementations, some of which
are described in this thesis.
Let us now consider the power dissipation and chip area of the CT DSP. The digital blocks
that implement each of the three operations in the FIR filter—delay, multiplication, and addition—
are event-driven. There cannot be a delay/multiply/add operation unless there is an input token; if
there is no input token, no operation takes place, and no energy is spent (besides that due to leakage
in circuits, which we assume negligible for now). Every operation takes a certain amount of energy
per token. Therefore, as the number of tokens per second, NTPS, increases, the FIR filter power
dissipation, which is the product of energy per token and the NTPS, increases. This is why a CT
FIR DSP is said to be event-driven with activity-dependent power dissipation [1], [3], [10]. The
power dissipation of the DSP (ignoring leakage) is given by [3]:
𝑃SXU = 𝑃SYZK[M\GHY + 𝑃A]G^_JY^G`
=

𝑇TAU
×(𝑁^Kab − 1)×𝐸SYZ + 𝐸A]G^_JY^G` ×𝑁𝑇𝑃𝑆
𝑇?@AB

(1.1)

where EDel and EArithmetic are respectively the energy taken by a single delay cell to delay a token
and the energy dissipated by the arithmetic blocks—the mutiplier-adder combination—per token;
Ntaps is the number of filter taps (equal to number of tap delays plus 1). The chip area of the CT
DSP is dominated by that of the delay line (as compared to the arithmetic blocks in it, especially
when dealing with low-frequency signals) [3] and is given by:

𝐴SYZK[MZGHY =

𝑇TAU
×(𝑁^Kab − 1)×𝐴SYZ
𝑇?@AB

where ADel is the chip area occupied by a single delay cell unit.
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(1.2)

From (1.1) and (1.2), it is clear that, in order to keep the DSP power dissipation and chip
area low for a given set of specifications (TTAP, Ntaps), the NTPS needs to be low and TGRAN needs
to be high. Interestingly, both of these parameters are set by the CT ADC alone, as was discussed
in Sec. 1.2.1. For the case of LCS, an exponential worsening of TGRAN and NTPS with ADC
resolution results in an exponential rise in the DSP power dissipation and chip area. Using typical
values of EDel and EArithmetic, obtained from the integrated implementation in Ref. [16], PDSP and
ADelay-line were calculated using (1.1) and (1.2) for an 8-tap CT FIR filter, and plotted against ADC
resolution, N, in Fig. 1.9. The exponential rise in PDSP and ADelay-line is clear.
We end this section by noting that the existence of the CT digital signal domain predates
its categorization in Ref. [1]. For instance, signals that are asynchronous pulse-width modulated
[18], pulse-frequency modulated [19], asynchronous delta [20] or sigma-delta modulated [21] are
all CT digital. Most, if not all, of these benefit from alias-free generation and have unique spectral
properties. However, the CT digital domain is not fully exploited to enable greater
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fundamental contribution of Ref. [2] was the demonstration that such CT digital signals can be
processed directly by a DSP in continuous time using digital blocks like clockless delays,
multipliers and adders, allowing flexible filtering capabilities with good programmability. This
thesis attempts to take the state of research in this field one step closer to what it promises to be.

1.2.3 Considerations for Low Power and Area in a CT ADC/DSP System
Implementing a CT ADC/DSP system with low power dissipation and chip area requires
optimization of both the ADC and DSP for it. The design considerations to achieve low power are
summarized in the diagram shown in Fig. 1.10. The techniques presented in this thesis exploit one
or more of these considerations to achieve improved energy efficiency in a complete CT ADC/DSP
system. We will discuss each of them in detail now.
1. NTPS and TGRAN: The total power dissipation (ignoring leakage) and chip area of a CT
ADC/DSP system are given by:

𝑃XgX = 𝑃ASh + 𝑃SXU = 𝑃ASh +

𝑇TAU
×(𝑁^Kab − 1)×𝐸SYZ + 𝐸A]G^_JY^G` ×𝑁𝑇𝑃𝑆
𝑇?@AB

(1.3)

𝐴XgX = 𝐴ASh + 𝐴SYZK[MZGHY + 𝐴A]G^_JY^G`
= 𝐴ASh +

𝑇TAU
× 𝑁^Kab − 1 ×𝐴SYZ + 𝐴A]G^_JY^G`
𝑇?@AB

(1.4)

Where PADC and AADC are respectively the power dissipation and chip area of the ADC, AArithmetic
is the area occupied by the arithmetic blocks (multipliers and adder), and the expressions for PDSP
and ADelay-line are obtained from (1.1) and (1.2).
Clearly, the NTPS and TGRAN directly impact the system power and area. Both the NTPS
and TGRAN are defined based on the encoding scheme in the CT ADC. As was discussed in the
14
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previous section and clearly seen in Fig. 1.9, in the case of LCS, they worsen exponentially with
resolution and impose a severe penalty on the CT DSP power dissipation and area. This has so far
limited the integrated CT DSP implementations to low orders [3], [10], [16]. It is thus clear that
any CT DSP system that wishes to achieve high energy efficiency needs to adopt an encoder that
can significantly relax the tight exponential trade-off between the NTPS, TGRAN, and the ADC
resolution. In this thesis, we consider a number of approaches to achieve this.
2. Modulation scheme: A CT ADC encodes analog information by modulating one or more aspects
of a CT digital signal at its output. For instance, LCS modulates the binary code of the CT digital
output in proportion to the analog input, resulting in the classical pulse-code modulation [14], but
in continuous time. On the other hand, delta modulation encodes the analog input by modulating
the pulse density of the CT digital output in proportion to the input slope [20].
The choice of modulation scheme influences the CT ADC/DSP system in many important
ways. First, the modulation scheme defines the power dissipation of the CT ADC—the
modulator/encoder. Next, it directly affects the NTPS and TGRAN, and, as discussed above, the
system power dissipation. Finally, the nature of the encoded output—single/multi-bit—influences
15

the power dissipation of the CT FIR filter. The latter involves delay, multiply, and add operations.
Delaying a 1-bit digital signal in continuous time is more energy efficient [3] than delaying a multibit one, as the latter requires memory to store and access digital information [16]; this is in addition
to needing asynchronous delay units to delay the timing information. Furthermore, CT/DT digital
multiplication becomes extremely simple and energy-efficient when one of the operands (say, the
A/D encoder output) is 1-bit, as the multiplier can be implemented using pass-gates [10]. In
contrast, multiplying two multi-bit digital operands—CT or DT—is significantly more power
hungry [16].
The choice of modulation scheme can thus significantly affect the energy efficiency of the
CT ADC/DSP system. In this thesis, modulation schemes other than the hitherto-common LCS
are considered and shown to give drastic improvements over existing CT DSP systems in terms of
energy efficiency.
3. Reconstruction: The output of the CT ADC (or CT DSP) can be converted back to analog form
using a CT DAC. In Sec. 1.2.1, ZOH—or piecewise constant—reconstruction was discussed.
Using higher-order reconstruction, the quantization error can be significantly reduced. Conversely,
for a given accuracy requirement, a CT system with higher-order reconstruction can use a CT ADC
with a lower resolution than that in one that uses ZOH reconstruction. For example, it was shown
in Ref. [22] that an LCS ADC with only 4-bit resolution can achieve single-tone SER of above
100 dB using higher-order reconstruction schemes. Given the exponential dependence of NTPS
and TGRAN on resolution and their implications on system power, the gains obtained from going for
higher-order over ZOH reconstruction can be significant. The catch in this, however, is that higherorder reconstruction schemes transfer the onus from the ADC to the DAC. Unless the power
dissipation constraints on the DAC side are significantly relaxed, higher-order reconstruction may
16

not be feasible. Besides, higher-order reconstruction schemes are generally slow and non-real-time
in nature [22].
In this thesis, we assume that the application context forces a tight power budget on every
block—the ADC, DSP, and the DAC. This is true in case of applications like wireless sensor
nodes, where every node is power constrained, thereby not allowing the DAC, which is expected
to be at the receiver sensor node, a very high power budget. In any such application, any encoder
that allows a higher-order reconstruction scheme needs to be fast, able to operate in real time, and
such that it will not overwhelm the power budget at the DAC end of the chain. This thesis proposes
such a scheme.
4. Adaptive-resolution quantization: The NTPS-TGRAN-resolution trade-off is valid in the case of
uniform-resolution LCS quantization, in which the encoder uses a fixed quantization resolution
independent of the input. Adaptive-resolution quantization attempts to exploit certain signal
characteristics and accordingly intervene in the quantization process with an adaptive quantization
step, with the aim to relax the NTPS-TGRAN-resolution trade-off while not compromising accuracy.
For instance, Ref. [23] proposed an adaptive-resolution (AR) LCS quantization scheme that varies
the quantization step in proportion to the input slope—the higher the slope, the higher the
quantization step and vice versa. It was shown that the resulting degradation in in-band accuracy
is negligible; an order of magnitude relaxation in TGRAN and drastic reduction in NTPS8 was
demonstrated [9] for a given quantization accuracy requirement. As this example shows, AR

8

The exact amount of reduction is input signal dependent.
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quantization schemes can be used to improve a given modulation scheme. This aspect is explored
in this thesis to improve an existing modulation scheme that also achieves superior reconstruction.
5. Hybrid processing domains: To lower the system power dissipation, one needs to optimize the
FIR filter to lower its power dissipation while retaining flexibility for given specifications. This
can be achieved by choosing an encoding format and signal domain tailored to lower the energy
required for a particular operation—delay, multiply, or add—in the FIR filter. Delay operation can
be conducted with high energy efficiency in the CT/DT digital or DT analog domain, unlike the
case with the CT analog domain [10]. Multiplication in the CT/DT digital/analog domain can be
quite power hungry. However, as discussed above, if the ADC encodes the analog input in a digital
signal with few bits (e.g. 2), multiplication becomes extremely simple and energy-efficient, as it
can be achieved with pass gates. Finally, addition is far more energy efficient when done in the
CT/DT analog domain as compared to the CT/DT digital domain. For instance, the multi-bit CT
digital multiply-add operations in the FIR filter in Ref. [16] consume 150 pJ/token, whereas the
single-bit CT digital multiplication followed by analog addition in the FIR filter in Ref. [10]
dissipates 30 fJ/token/tap or 180 fJ/token. While it is not entirely fair to compare the two due to
their different resolutions (8-bit in Ref. [16] versus 3-bit in Ref. [10]), a four-orders-of-magnitude
improvement based on appropriate choice of processing domains is significant and noteworthy.
We thus conclude that the energy efficiency of an operation depends on the signal domain
and the encoding format (few bits versus too many bits) involved, and so does the energy efficiency
of the resulting FIR filter. It is clear that an energy-efficient FIR filter would be one that has a
preceding CT/DT ADC that encodes the analog input in a CT/DT digital form with few bits;
asynchronous/DT digital delays in the delay-line; simple pass-gates as multipliers; and addition of
the digital outputs of the multiplier performed in the analog domain by first converting them using
18

DACs. This approach of choosing hybrid processing domains was adopted in the CT DSP system
in Ref. [10] and demonstrated to process GHz-range signals with an energy efficiency that was
almost two order of magnitude better than previous CT DSPs and within a factor of 2 of state-ofthe-art DT DSPs. The system, however, had a limited resolution of 3 bits in the flash LCS encoder,
and a flash architecture would cause an exponential power and area penalty with any increase of
resolution. In this thesis, we propose modulation/encoding schemes that can exploit this concept
of hybrid processing domains in the FIR to achieve good energy efficiency, while extending
resolution beyond 3 bits.
We conclude this section by noting one topic that we have not considered so far: that of
circuit-level improvements in the CT ADC, asynchronous digital delay and the multiplier-adder
circuits. These can respectively help keep parameters PADC, EDel, and EArithmetic in (1.3)-(1.4) low,
thereby lowering power dissipation at the system level. For instance, adaptive biasing of zerocrossing detectors in the CT ADC in Ref. [9] along with adaptive-resolution quantization brought
about an order of magnitude improvement in the energy efficiency over prior CT ADC work. The
asynchronous delay architecture proposed in Ref. [24] brought about a 2× improvement in the
energy efficiency over that in Ref. [25]. Parallelization in the CT DSP can also help relax the
granularity constraint, at the expense of area and a higher sensitivity to mismatch [10]. These
techniques are universal and can be applied to any of the schemes proposed in this thesis; in fact,
in some cases, they have been. However, they cannot be considered to be the central contributions
of this thesis. The latter, instead, would be the underlying principles—including the
modulation/reconstruction scheme—that allow a drastic system-level relaxation of constraints,
thereby facilitating a low-power and low-area implementation.
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Technology
Supply (V)

90 nm CMOS
1

130 nm CMOS
1

Input bandwidth (fBW)

10 kHz

Core area (mm2)
SNDR (dB)

0.06
58

65 nm CMOS
1.2
2.4 GHz
(0.8 GHz-3.2 GHz)
0.0036
20.3

Total power, P (µW)

50

2700

2-8

Walden figure of merita
(fJ/conv-step)

3769

66

200-850

P/(2fBW) (pJ)

2500

0.56

200

Antialiasing filter required?

No

No

No

Walden figure of merit is defined as: 𝐹𝑂𝑀 =

U
lmno lpqrn

20 kHz
0.36
47-54

; ENOB = (SNDR-1.76)/6.

Table 1.2. Performance summary of prior CT ADC work.

1.3

Thesis Goals and Organization
Tables 1.2 and 1.3 respectively summarize the prior CT ADC and CT DSP work, all of

which is based on LCS encoding. Table 1.3 also includes relevant DT DSP and analog processors
for comparison. Prior CT ADC/DSP systems achieve a degree of programmability that is
comparable to DT DSPs. However, despite significant improvements over time, either their energy
efficiency [3] or resolution [10] remains relatively poor.
The CT ADC, particularly, is worse by over an order of magnitude compared to state-ofthe-art DT ADCs. The CT ADC is crucial towards achieving high system-level energy efficiency
as its contribution to the system power dissipation is two-fold. First, it adds to the total system
power consumption. Further, it also defines the power dissipation of the CT DSP by setting the
NTPS and TGRAN. Once the encoder is fixed, there are very few techniques other than brute-force
20

Schell,
JSSC’08 [3]

Kurchuk,
JSSC’12 [10]

Agrawal,
ISSCC’10 [67]

Toifl,
ESSCIRC’14
[68]

Technology

90 nm CMOS

65 nm CMOS

32 nm CMOS

32 nm CMOS

Supply (V)

1

1.2

1

0.6

Type

CT DSP

CT mixed-signal DSP

DT DSP

DT DSP

Input bandwidth, fBW

10 kHz

2.4 GHz
(0.8 GHz-3.2 GHz)

1.05 GHz

8 GHz

Average sample rate

0-8 MS/s

0-45 GS/s

2.1 GS/s

16 GS/s

Core area (mm )
SNDR (dB)

0.55
58

0.073
20.3

0.004
48

0.033
22.6

Total power, P (mW)

1.6 mW (average)

6.2 mW (average)

24

16

# of taps, Ntaps

16

6

4

8

3300

30

15

5

No

No

Yes

Yes

2

b

DSP figure of merit
(fJ/sample)
Sampler requires
antialiasing filter?
b

DSP figure of merit is defined as: 𝐹𝑂𝑀SXU =

U
lmno lpqrn Bstuv

.

Table 1.3. Comparison of prior CT DSP work with state-of-the-art DT DSPs.

parallelization and adopting hybrid processing domains, which have already been exploited in Ref.
[10], that can improve energy efficiency at the DSP end. It is thus the contention of this thesis that,
for a CT DSP to improve further towards attaining its full potential, significant improvements are
needed in the performance of the accompanying CT ADCs. With this in perspective, this thesis
presents techniques for CT A/D conversion/encoding that achieve two primary goals:
1. achieve high energy efficiency (energy/conversion-step) in the A/D encoder itself; and
2. drastically relax some of the constraints of the CT DSP, vis-à-vis NTPS, TGRAN, and the encoding
format—single-/multi-bit.
Taken together, these two goals aim to improve the energy efficiency of the composite CT
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ADC/DSP system over existing ones, bringing it closer to state-of-the-art DT DSP systems. The
proposed principles—three in all—exploit one or more of the design considerations discussed in
Sec. 1.2.3.
Chapter 2 presents an adaptive-resolution CT encoding scheme that achieves first-order
reconstruction with a very simple reconstruction circuit, thereby allowing, under certain
conditions, a drastic relaxation of NTPS and TGRAN over that in conventional LCS of similar
specifications.
Chapter 3 presents a novel CT modulator/ADC architecture, developed for wake-up radio
receiver applications, that achieves an energy efficiency comparable to that of state-of-the-art DT
ADCs with similar specifications. As will be shown, the CT modulator also relaxes the constraints
of the subsequent CT DSP by adopting a 2-bit encoding. The CT DSP itself is further optimized
for energy efficiency by choosing operation-specific hybrid signal processing domains, as
described in Sec. 1.2.3. The integrated circuit design, implementation, and measured/simulation
results are presented for the composite CT ADC/DSP system.
Chapter 4 discusses the possibility of implementing CT A/D conversion using voltagecontrolled oscillators. What emerges eventually is a highly-digital architecture where both the CT
ADC and DSP can, in principle, be implemented using the same asynchronous digital delay.
Chapter 5 describes the integrated circuit design and implementation of a CT ADC/DSP/DAC
system based on this principle. Furthermore, operation-specific hybrid signal-processing domains
are also chosen to improve the energy efficiency of the CT DSP.
Chapter 6 concludes the thesis and makes suggestions for future work.
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Chapter 2
Adaptive Derivative Level-Crossing Sampling
2.1

Introduction
As electronic devices become ubiquitous, several applications demand signal processing

and transmission with as little power dissipation as possible. For example, wireless sensor
networks consist of a number of sensor nodes that sense, process, transmit, and receive information
wirelessly; they must often do so under severe constraints in terms of energy usage, whether such
energy is derived from a small, difficult-to-replace battery, or through energy harvesting
techniques. In applications such as these, it is essential to minimize the power budget in sampling,
processing, and transmission [26]. In some cases, communication may take place locally, from
sensor node to sensor node in a network, and then the power budget at the receiving end is
important as well. Such cases provide the context of the work reported in this chapter.
Conventional sampling and processing occur at a fixed, worst-case sampling rate, as
dictated by the Shannon theorem. However, some signals have spectral properties that change
significantly with time; thus a fixed sampling rate needlessly wastes samples and results in wasted
energy in processing, transmission, and reception. A variety of non-uniform sampling techniques
[27] can be considered for addressing this problem. Level-crossing sampling (LCS) [4], described
in Chap. 1, is one such technique. In LCS, sampling is performed each time a signal crosses a
threshold (Fig. 1.3). This type of sampling scales the inter-sample interval automatically depending

Amplitude

Amplitude

Time

Time

(a)

(b)

Fig. 2.1. Comparison of (a) zero-order and (b) first-order reconstruction.

on the slope of the signal; when the input is idle, no samples are wasted, without the need for
elaborate power-down scenarios. We thus say that LCS automatically achieves data compression.
LCS has better quantization error properties than conventional sampling and does not
suffer from aliasing [17], [1]. Techniques to process the resulting signal digitally without a clock,
in continuous time, have been demonstrated, with the resulting event-driven processors offering
certain advantages complementary to those of conventional processors [1].
Practical schemes for achieving LCS have been described [3], [5], [9], [23], [28]–[30].
Most are based on zero-order-hold (ZOH) reconstruction at the receiver, as shown in Fig. 2.1(a).
Other schemes employ computationally intensive reconstruction techniques [22], [27]; however,
in applications where the receiver is on a very tight power budget, such techniques constitute a
serious overhead.
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xd (t)

x(t)
1 d
B dt

xh (t)
LCS
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Transmitter

B

!

xr (t)

Receiver
(a)

x(t)
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xd (t)

xh (t)
∆

B

!

xr (t)

(b)
Fig. 2.2. Principle of derivative level-crossing sampling scheme: (a) actual scheme in a
communication system; (b) conceptually equivalent system for analysis purposes.

One can then consider a compromise, namely piecewise-linear reconstruction as shown in
Fig. 2.1(b). As can be expected from a comparison between the plots in Fig. 2.1, this can result in
significantly smaller error; e.g., using a sinusoidal input and 8-bit resolution results in a signal-toerror ratio (SER) of 49 dB in the case of ZOH, and 73 dB in the case of first-order reconstruction.
Conversely, for a given SER requirement, first-order reconstruction can achieve compression in
the data produced by the encoder. Unfortunately, first-order reconstruction is non-causal; to know
the signal value at a given instant between two samples, one needs to know the value of the sample
following that instant. The corresponding storage need and computational effort can result in
significant hardware overhead. First-order prediction techniques can be used to avoid the above
non-causality, but those can result in discontinuities and they, too, imply a significant
computational overhead.
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Fig. 2.3. Blow-up of DLCS (first-order) and LCS (zero-order) reconstruction for a full-scale
sinusoidal input signal at 2 kHz.

This chapter discusses an LCS technique, described in Ref. [31], that automatically results
in piecewise-linear reconstruction in real time, with no need for storage, meant for applications in
which both the transmitter and the receiver are on a tight power budget.

2.2

Derivative Level-Crossing Sampling
The principle of the proposed system, termed Derivative Level-Crossing Sampling

(DLCS), was first proposed by Pablo Martinez-Nuevo at Columbia University. However, it was
refined further to its companded and adaptive-resolution forms (discussed later) by this author,
resulting in a joint publication [31]. The DLCS principle is shown in Fig. 2.2(a). At the transmitter,
the input is scaled and differentiated, and the result is level-crossing-sampled. At the receiver, the
samples are zero-order-held and integrated, thus compensating for the differentiation. Thanks to
integration, the scheme inherently achieves first-order reconstruction, leading to a lower
reconstruction error, in real time, without the need of any linear predictor or non-causal techniques.
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Fig. 2.3 compares the output of the system to that of an LCS system with zero-order reconstruction
and to the original signal.
We note that, although the technique in Fig. 2.2(a) makes use of the signal derivative, it is
very different from other schemes using derivatives for performing sampling expansions to
achieve perfect reconstruction, for example in Refs. [32] and [33]. An implementation for DLCS
can use an LCS quantizer [3], [9], [34] preceded by an OPAMP-based differentiator circuit.
Reconstruction can be accomplished using an OPAMP-based integrator circuit.
Assuming that the direction of level crossing is taken into account as proposed in Refs. [3],
[35], the operations of LCS and ZOH in Fig. 2.2(a) together are conceptually equivalent to
quantization [1], [17], as shown in Fig. 2.2(b). We assume that the input signal 𝑥(𝑡) satisfies a
zero initial condition, 𝑥 0 = 0 (as in delta-modulated systems [20]), and is bandlimited to 𝐵
rad/s, bounded so that 𝑥(𝑡) ≤ 𝑀 ,where 𝑀 is a positive number; using Bernstein’s inequality
[36] (Th. 11.1.2), we conclude that 𝑑𝑥/𝑑𝑡 is bounded by 𝐵𝑀. Therefore, the quantizer has an
input range of – 𝑀, 𝑀 . We use a mid-tread quantizer.
Consider a signal 𝑥 𝑡 and its reconstructed version, 𝑥] (𝑡). The mean square error (MSE)
in 𝑥] (𝑡) can be found by comparing it to 𝑥 𝑡 , while at the same time not penalizing for amplitude,
DC offset, and delay errors. Thus, the MSE can be found by minimization:
MSE = min( 𝑥] 𝑡 − 𝑎𝑥 𝑡 − 𝜏 + 𝑏 )l
K,‚,ƒ

(2.1)

where the overline denotes time average. Then the SER, with both signal and error as rms
quantities, is given by the square root of the corresponding power ratio:
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Fig. 2.4. Signal-to-error ratio (SER) for full-scale sinusoids using DLCS reconstruction; dashed
lines correspond to the LCS SER: 6.02N+1.76 dB for N bits of resolution.

SER =

𝑥(𝑡)l
MSE

(2.2)

The corresponding number of decibels is given by 20log10(SER).
For sinusoidal inputs, the SER can be equivalently calculated using the FFT, as the square
root of the ratio of the power in the fundamental to the total power in the rest of the components
(excluding DC), thanks to Parseval’s theorem. Fig. 2.4 shows the SER of DLCS (solid lines) vs.
frequency, for a full-scale sinusoidal input in the voice band and for different resolutions. The
overall drop in SER as frequency is lowered is due to the decreasing amplitude of the derivative,
𝑥ˆ (𝑡), resulting in coarser quantization. The non-monotonicity of the curves is due to the fact that
when the peak of the input to the quantizer changes around a quantization threshold, large local
variations in the SER occur, as is the case with normal quantization [23], [37]. Classical LCS,
assuming zero-order reconstruction, is equivalent to quantization [1], [17] and its SER has the
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well-known value of 6𝑁 + 1.76 dB over infinite bandwidth independent of frequency [37], as
shown by the broken lines in Fig. 2.4. We can see that DLCS outperforms classical LCS of the
same resolution significantly over most of the frequency range.

2.3

Companded DLCS
To improve the performance at low frequencies, we explore non-uniform quantization, in

which the low values of the derivative that occur at such frequencies are quantized with higher
resolution. This is as is done in companding (compressing-expanding) used in telephony [37], but
with two differences: we use this approach for the signal derivative, not the signal itself; and we
use it only for low derivative values (using the so-called A-law, with parameter A set to 87.6 [37],
for derivative values up to 0.18× the full scale); at higher derivative values, uniform quantization
is used, in order not to sacrifice the achievable SER. Simulation results for the SER obtained with
this approach, termed companded DLCS, are included in Fig. 2.7. However, this approach will not
be considered further in this chapter, in view of the higher performance obtained by adaptive
DLCS, which is described next.

2.4

Adaptive-Resolution (AR) DLCS

2.4.1 System Description
Going one step further from the above approach, we have made the resolution of the
quantizer adaptive. As a starting point, we considered the work in Ref. [23], where the quantizer
resolution is made to depend on the first derivative of the signal being quantized; it was found that
this reduces the number of samples per second, while not affecting the in-band error. Since in our
case we quantize the derivative of the signal, the resolution must be made to depend on the second
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Fig. 2.5. Adaptive-resolution derivative level-crossing sampling and reconstruction principle.
Δ(𝑥ˆˆ (𝑡)) denotes the variable quantization step size, which depends on the value of 𝑥ˆˆ (𝑡).

derivative, as shown in Fig. 2.5. When the magnitude of the input second derivative is small, a
small quantization step is used; the step size is increased as the absolute value of the second
derivative increases. The algorithm used for this is different from the one used in the above
reference and will be described in the next subsection. This approach results in fine resolution
during intervals in which 𝑥ˆ (𝑡) is relatively flat, which is important because the corresponding
difference in (2.1) lasts longer during such intervals, and a coarse resolution in them would
deteriorate the MSE. In the resulting adaptive-resolution DLCS (AR DLCS), the resolution varies
significantly; however, the average resolution can be significantly lower than the highest
resolution.
In the scheme of Fig. 2.5 we need to transmit information on the quantization step size,
Δ(𝑥ˆˆ (𝑡)), along with the quantized signal, 𝑥_ (𝑡), for reconstruction purposes at the receiver. As
a consequence, this scheme adds some information overhead to what is being transmitted, albeit
with significant benefits, as will be seen. No general discussion of the overhead caused by this can
be given, as the details will depend on the protocol used. However, packet overheads in general
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Fig. 2.6. Quantizer resolution versus the magnitude of the second derivative of the input for the
system depicted in Fig. 2.5. We consider full-scale sinusoids from 0 to 4 kHz.

represent a substantial portion of the content of a packet, thus reducing the relative overhead of
adding the step size information [38].

2.4.2 System Design Procedure
Using the above qualitative considerations, we have arrived at a qualitative empirical
procedure for determining the law that needs to be obeyed by the resolution controller in the system
of Fig. 2.5. We use sinusoidal inputs as an example; however, the procedure can be extended to
other types of inputs. We now describe this design procedure.
Using the lowest-frequency input, we determine the resolution needed in order to achieve
our SER target at the receiver (recall that the reconstruction is 1st-order, this being inherent to
DLCS). With such lowest-frequency input, the second derivative is small throughout, hence
demanding the highest resolution. We then increase the input frequency, and for portions of the
input where the second derivative is large, we increase the quantization step while ensuring that
the SER stays above our target. A quantization-step-versus-second-derivative-value characteristic
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curve can thus be developed and locked into the system. An example is shown in Fig. 2.6; this plot
was developed using the above procedure, with 60 dB SER as a target. It will be seen in the next
section that this system achieves the target specification, and requires a maximum resolution of 11
bits. However, its resolution varies from 4.5 to 11 bits over the frequency band, with an average
resolution of around 5.7 bits. The average resolution is calculated by first measuring the average
quantization step size during quantization of sinusoids at each input frequency, and then
calculating the mean of these average quantization step sizes over the entire input band.

2.5

SER Comparison
We now present simulations results for a full-scale sinusoidal input for (a) classical LCS

(5- and 10-bit); (b) DLCS (5-bit); (c) companded DLCS (5-bit); and (d) AR DLCS (average 5.7bit) using the law shown in Fig. 2.6. The type of reconstruction assumed is the one that inherently
occurs in each technique, without special reconstruction algorithms, namely sample-and-hold for
LCS, and first-order for DLCS and its variants. (We caution the reader that proposed systems and
the presented results are relevant when the metric for accuracy measurement is MSE. Should inband SER be important, the differentiator and integrator transfer functions need to be adjusted
such that differentiator amplifies and the integrator attenuates in the band of interest. This
condition is not satisfied in the presented results as MSE was the metric for accuracy comparison.)
Fig. 2.7 shows the SER-versus-frequency plot for the above cases. The improvement afforded by
companded DLCS, compared to plain DLCS, at low frequencies is clearly visible; however, at
higher frequencies the two techniques exhibit essentially the same performance, which is highly
frequency dependent. In contrast to this, AR DLCS maintains a superior SER at all frequencies,
and meets the 60 dB target mentioned above in conjunction with Fig. 2.6.
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Fig. 2.7. Signal-to-error ratio (SER) for DLCS, companded DLCS, AR DLCS—where quantizer
resolution varies from 4.5 to 11 bits with an average resolution of around 5.7 bits—, and LCS
for full-scale sinusoidal inputs.

2.6 Sample Generation Rate and Figure of Merit
2.6.1 FOM Definition
SER alone does not provide a complete picture of performance. The rate at which samples
are generated, Ns (in samples/s), is equally important as, in event-driven systems, every generated
sample has an energy cost for processing and transmission. The dynamic power dissipation of the
entire system is directly proportional to Ns. This, of course, does not include static power
dissipation, which depends on the details of the circuit implementation. However, the power saved
by transmitting fewer packets in DLCS and its variants is expected to far outweigh the static power
overhead, which today can be minimized using a variety of techniques (see, for example, [9]).
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Consider LCS with a sinusoidal input as a starting point, for which it is known that SER doubles
for each bit of resolution increase [37], [39]. Ns is proportional to SER and to the input frequency,
f. Thus, one can define the following figure of merit, FOM:
FOM =

𝑁b
SER×𝑓

(2. 3)

For LCS, this gives a constant value independent of quantizer resolution and input
frequency. For other systems, the same FOM can be used to compare them against LCS and against
each other. Since we can expect the power dissipation to be roughly proportional to Ns, the above
FOM is qualitatively consistent with a common FOM used to compare analog-to-digital converters
[40]. The lower the FOM, the better.
For non-sinusoidal inputs, the frequency f is not well defined. For periodic inputs, it can be
the inverse of the input period, but some interesting signals (see below) are not periodic; a
conceivable f in such cases is the upper frequency limit of the band of interest. Since the
appropriate f to be used depends on the application, we prefer to leave it as a factor in the
denominator in what follows, without assigning a value to it. This will not interfere with
comparisons of systems with the same input signal; f is then a common factor in their FOM values
(see below).

2.6.2 Simulation Results
In Table 2.1 we compare the SER, Ns, and FOM for 6b LCS, 6b DLCS, and AR DLCS
(signal-dependent average resolution) systems for several types of inputs. A considerable
advantage of DLCS, and especially of AR-DLCS, over LCS, is seen in most cases. For the
electrocardiogram (ECG) and speech input signals, DLCS shows very little improvement over
LCS. This is because both these signals contain strong components at very low frequencies, which
34

Test Signal
One tone @100Hz

One tone @3.9kHz
Two tones
@200Hz and 2kHz
4kHz-bandlimited
random Gaussian
(HPF cutoff: 100Hz)
ECG
(HPF cutoff: 0.5Hz)
Speech
(HPF cutoff: 300Hz)

System

SER
(dB)

Ns (S/s)

LCS
DLCS
AR DLCS
LCS
DLCS
AR DLCS
LCS
DLCS
AR DLCS
LCS
DLCS
AR DLCS
LCS
DLCS
AR DLCS
LCS
DLCS
AR DLCS

37.6
21.3
63.1
37.6
66.5
62.9
34.7
42.7
57.5
29.1
38.2
49.2
27
29.1
50.8
23.1
27
49.8

12,400
400
5,400
483,600
483,600
226,200
126,400
63,200
71,000
86,000
125,100
107,500
139.3
166.1
180.7
11,930
15,530
28,500

𝑵𝒔
𝐒𝐄𝐑×𝒇
1.63
0.34
0.04
1.63
0.06
0.041
2316/f
463.1/f
94.7/f
3016/f
1535/f
374/f
6.22/f
5.79/f
0.52/f
835/f
693.7/f
91.7/f

𝐅𝐎𝐌 =

Table 2.1. Performance comparison of LCS (6b), DLCS (6b), and AR DLCS (signal-dependent
average resolution) for different input signals. All inputs are full scale.

DLCS fails to quantize with enough fidelity. We have verified that for sufficiently higher
quantization resolution, DLCS does become better than LCS. AR DLCS, on the other hand, shows
significant improvement over LCS. All results shown in the table are for full-scale inputs. When
the input amplitude is lowered, the FOM of DLCS and AR DLCS stays above that of LCS for
comparable resolutions for most of the input range, except for extremely small input amplitudes,
at which no levels are crossed for DLCS quantization; AR DLCS, however, continues to be better
than LCS even at very low amplitudes.
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2.7 Practical Considerations
Simulations show that the numbers in Table 2.1 are representative even in the presence of
band-limited noise at the input, as long as the input noise power is less than the quantization error
power. Addition of hysteresis reduces number of samples by avoiding excess triggering, at the
expense of SER. At very high input noise, the output SER approaches that of the input SER. In a
practical implementation, the differentiator should be bandlimited to avoid amplification of highfrequency noise. Comparator noise, which will limit the highest resolution in AR DLCS, can be
mitigated by designing to keep it below the smallest quantization step, at the expense of power. A
power-efficient alternative is the quantization-step-dependent comparator biasing scheme in Ref.
[9]. Hysteresis can be introduced in the comparators in order to limit excess triggering in the
presence of noise [3]. If the input to the integrator has a DC offset or very low-frequency
components not present in the original signal, it can result in a local drift in the reconstructed signal
that may cause a locally-escalating reconstruction error. Such a problem may be caused by
asymmetries in the input signal, or comparator offsets/DAC nonlinearities which result in an
asymmetric quantizer. To avoid such issues, a high-pass filter needs to precede the integrator in
order to limit the low-frequency components of the quantized signal before reconstruction; such a
filter was used in the above simulations (see information in the first column of the Table). With
such a filter used, simulations show less than 10% degradation of SER for up to 20% offset in
comparators or up to 20% deviation in the DAC output levels. Auto-zero techniques can also be
used.
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2.8 Conclusions
We have presented a signal-dependent sampling and reconstruction technique for bandpass
signals called derivative level-crossing sampling, which inherently includes first-order
reconstruction without the need of complex reconstruction schemes. Improvements to this scheme
have been discussed, one using companding and another using adaptive resolution. Simulation
results indicate that for certain inputs, the schemes presented can provide a significant reduction
in the number of samples generated per unit time, compared to schemes based on zero-order hold
reconstruction, for a given signal-to-error ratio.
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Chapter 3
An Error-Shaping Alias-Free CT ADC/DSP/DAC
System
3.1

Introduction
In Chap. 1, we discussed the advantages of CT DSP over conventional schemes, along with

limitations of existing CT DSP systems. In this chapter, we present a novel CT ADC architecture
that allows a significant improvement over prior CT ADCs in terms of energy efficiency of
conversion. The CT ADC produces a unique encoding, which relaxes the constraints of the CT
DSP, which is also described. Details of integrated implementation and measurement results are
presented.
While the principles underlying the resulting composite CT ADC/DSP/DAC system are
general, the system itself was developed in the context of an ultra-low-power (ULP) receivers
(RXs) application [41]. Such ULP RXs are characterized by extremely tight power budgets (e.g.
only 100 µW in wake-up receivers [41]). This power constraint limits the RX multichannel
capabilities and blocker robustness [41]. To enable scenario-dependent power and performance
scalability, programmability is desirable. Consequently, ULP receivers need filtering capabilities
that are programmable in terms of response type (e.g. band-pass/low-pass etc.), performance (e.g.
number of taps), and specifications (e.g. passband width).
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Fig. 3.1. Processing alternatives based on signal domain type in the ULP RX system context.

We now evaluate the different processor types discussed in Chap. 1 with respect to the
ULP RX application (see Fig. 3.1). Analog signal processing, while power efficient, does not offer
the desired programmability. DT DSP allows a high degree of programmability. However, it
requires a DT ADC, which, in the context of ULP RX, needs to digitize signals in the 10 MHz 50 MHz intermediate frequency (IF) bandwidth (bounded by the 1/f corner on the lower end and
by the LO drift on the upper one [41]) with a modest resolution of about 5 bits. The power budget
is limited to only few 10s of µW. A Nyquist DT ADC may meet this constraint, but it suffers from
aliasing and requires an antialiasing filter with stringent specifications, which cannot be met by a
passive implementation, requiring a power-hungry active one. Oversampling can simplify the filter
specifications, but the high sampling rate results in a major power overhead for the ADC and the
DSP. The DT analog representation, too, suffers from aliasing, and requires an antialiasing filter.
Thus, power-efficient handling of DT digital and DT analog signals is a challenge.
We then consider the CT digital domain, where a CT ADC/DSP/DAC system can process
an analog input without sampling in time, i.e. in continuous time. As there is no sampling in time,
no aliasing occurs and no antialiasing filter is required [3]. Therefore, unlike its DT counterparts,
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analog to CT digital conversion—performed by a clockless CT ADC—can be power-efficient and
with improved spectral properties [3]. The ADC output is at a non-uniform, signal-dependent rate,
which can be low enough to keep the power dissipation of the subsequent blocks low. It can be
processed directly by a clockless event-driven CT DSP [3], which preserves the timing details of
the CT digital signals as they evolve in CT.
While the prospect of an alias-free CT and an event-driven digital processor is interesting,
as discussed in Chap. 1, a survey of prior work in such processors reveals that these systems are
limited due to the CT ADC, whose energy efficiency lags considerably in comparison with their
DT counterparts. For a CT DSP to attain its potential, significant improvements are thus needed in
the performance—power consumption for a given SNDR and input bandwidth—of the
accompanying CT ADCs. To address this, we present a novel CT ADC architecture that enables a
very power-efficient implementation [42]. In this chapter, we describe the integrated CT ADC
architecture, give measurement results, and compare it with other DT/CT ADCs. Finally, the CT
DSP is also described. We start by discussing the prior CT ADC art.

3.2

Overview of Existing Medium-Resolution CT ADC

Architectures
Medium-resolution CT ADCs have so far been implemented using asynchronous CT delta
modulators (Fig. 3.2) [3], [9]. The comparators detect the crossings of the input with the
comparison levels; the feedback DAC generates one of 2N comparison levels each time, as needed
to track the input. A CT digital signal is generated at the counter output. The scheme implemented
is level-crossing sampling (LCS) [4], but in CT, without time discretization, unlike the case in
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Fig. 3.2. The asynchronous delta modulator architecture used in prior work.

Refs. [4] and [5]. The comparators handle a rail-to-rail input swing; nonidealities like offsets make
their design challenging. Improvements to this architecture are discussed elsewhere [9].
The loop delay in an asynchronous delta modulator needs to be smaller than the minimum
time between two consecutive level crossings, the granularity, TGRAN. For a single-tone input,
𝑇?@AB = (2B 𝜋𝑓GH,JKL )MN [3]. For a 5-bit ADC with a 50-MHz 𝑓GH,JKL , TGRAN = 200 ps. This delay
needs to be further divided between the comparators, the digital logic, and the feedback DAC of
the ADC, making their design challenging under a low power budget. Therefore, although CT
ADCs have been improving [3], [9], they are not as power efficient as DT ADCs.
In a uniform-resolution LCS CT ADC, any two consecutive level crossings are spaced in
amplitude by one quantization step. Ref. [12] exploits this and replaces the N-bit DAC with a 1bit DAC, resulting in a compact, low-power ADC. However, the implementation has substantial
circuitry in the feedback path, which may cut into the loop delay and make it unsuitable for IF
applications. The approach presented in this paper exploits the 1-bit feedback DAC concept while
keeping the feedback path extremely simple, thereby lowering the loop delay significantly.
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Fig. 3.3. Proposed CT ADC architecture.

3.3

Proposed CT ADC Architecture

3.3.1 Operation
In our approach, we replace the N-bit feedback DAC with chopping, resulting in the
architecture shown in Fig. 3.3 (the relation to LCS schemes will become clearer shortly). The fully
differential input (when S is 1) or its negative version (when S is 0) is fed to a Gm-C integrator
through chopping switches. The comparators COMP1 and COMP2 detect when the outputs of the
integrator, VINP_COMP and VINM_COMP, cross the threshold VC. Each comparator output is connected
to the INC or DEC output depending on SD. Assume that S = SD = 1. As the input VINP rises from
the common mode (see initial part in Fig. 3.4), the integrator output VINP_COMP increases. When the
latter crosses VC, COMP1 outputs a 1. The comparator output is connected to a T flip-flop through
an OR gate, and this 0→1 transition on it, toggles S to 0. This flips the input switches, and hence,
the polarity of the input to the integrator, causing it to charge the capacitances, Cs, in the opposite
direction. This folds the integrator outputs such that now VINP_COMP decreases, moving away from
VC (whereas VINM_COMP starts rising towards it). Once VINP_COMP goes below VC, the output of
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COMP1 (which was 1) becomes 0. This 1→0 transition in the output of COMP1 (VINP_COMP<VC)
follows the 0→1 transition (VINP_COMP>VC) after a “loop” delay due to the delays in the comparator,
digital blocks, switches, and the transconductor. Therefore, the output of COMP1 is a narrow pulse,
which appears on the INC output to which it is connected (SD =1). The 1→ 0 transition on the
output of COMP1 toggles SD to 0 through another T flip flop, so that comparator output connections
to INC and DEC are reversed (e.g. output of COMP2 now gets connected to INC). Next, when a
rising VINM_COMP crosses VC, COMP2 makes a 0→1 transition, causing another flip in S. A similar
process as above generates a narrow pulse at the output of COMP2, and hence, at the INC output.
The cycle thus repeats. The ADC output is 2-bit pulse train—every 2-bit pulse defines an output
token—and it represents the difference between INC and DEC signals, shown in Fig. 3.4. This
output is CT digital and is not synchronized to any clock. The input analog information is thus
encoded in the timing and polarity of the output pulses (INC/DEC).
A non-zero pulse width in the ADC output results due to a non-zero loop delay, and it is

INC-DEC (V)

Amplitude (V)

not constant, as the loop delay is not constant either. In order to ensure that no threshold crossings
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Fig. 3.4. Example waveforms of the differential input, output and some key internal signals.
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are missed due to the non-zero pulse width, the latter (and hence the loop delay) needs to be lower
than the minimum inter-sample time, TGRAN. This condition defines the loop delay constraint for
the ADC. The variable loop delay/pulse width, which will be PVT dependent, can be a source of
nonlinearity [9][43]. To avoid this, we ensure that the pulse width is not an essential part of the
coding scheme; as can be deduced from the description above, it is the pulses' rising edges, which
represent the crossing instant, that matter. Those edges can be preserved in further pulse shaping.
We, in fact, ensure this in pulse shaping for measurement purposes, as described later. Similar
pulse shaping can be used if further on-chip processing of the pulses is desired.
The feedback path in the ADC is greatly simplified compared to that in CT delta modulators
[3], [9], [12], as it is composed of switches and digital logic. This significantly lowers the loop
delay—now primarily determined by the comparator—and allows a high speed of operation.

3.3.2 Model
We will now present a simple model for the ADC. Consider the case of a sinusoidal input.
The comparators (in Fig. 3.3) detect when VINP_COMP/VINM_COMP cross VC, and generate an output
token—a narrow pulse on INC/DEC. The polarity of the integrator input is then flipped, and the
integrator outputs switch directions, resulting in the folded VINP_COMP/VINM_COMP waveforms shown
in Fig. 3.5. By mentally “unflipping” the folded waveforms, we can reconstruct the “unfolded”
integrator output corresponding to VINP_COMP, as shown in Fig. 3.5. This represents what the
integrator output would have been, had there been no folding. Quantization levels for a mid-tread
LCS quantizer [3] with VLSB = 2VC and the staircase LCS-quantized version (not actually
implemented) of the unfolded VINP_COMP signal are shown. It is seen that the quantized version
switches from one step to the next, exactly at the times the actual waveform, VINP_COMP, flips.
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Fig. 3.5. Illustrating the development of a model for the ADC of Fig. 3.3, with a sinusoidal
input (not shown). The two upper waveforms are fictitious ones (see text). The ADC generates
pulses at instants where the LCS-quantized version of the unfolded integrated signal makes
step-transitions.

We thus see from Fig. 3.5 that the ADC produces an output token (a pulse) at its output
every time the unfolded integral of the input signal crosses a quantization level of the LCS
quantizer. We can thus model the ADC as a cascade of an integrator, an LCS quantizer, and a “Δ”
block that generates a narrow pulse for every transition in the quantizer output, as shown in Fig.
3.6. The polarity of the pulse depends on that of the transition: a rising transition results in a
positive (INC) pulse whereas a falling one results in a negative (DEC) pulse. The Δ block thus
behaves like a differentiator (with narrow pulses replacing the theoretical impulses). Note that the
cascade of an LCS quantizer and the Δ block is a delta encoder [20]. Thus, the ADC produces a
delta-modulated version of the input integral.
As shown in Fig. 3.6, the input signal and noise undergo an integrator transfer function
(TF), with a 20 dB/decade roll-off. Note that this TF can be designed such that there is
amplification in the signal bandwidth (i.e. by making its unity gain bandwidth, f0 > fin,max). The
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Quantization error
Quantizer thermal noise
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Input noise

Δ

∫

Output

Delta encoder

Fig. 3.6. The proposed ADC is modeled as a cascade of an integrator, a level-crossing sampling
quantizer, and a ∆ block (which behaves like a differentiator). The input signal and input noise
components pass through an integrator-differentiator cascade and come out without frequency
shaping. The quantizer adds quantization error and thermal noise, which are first-order shaped
by the differentiator transfer function of the ∆ block. Time waveforms are shown below the
corresponding spectra.

quantizer produces a staircase LCS-quantized version of the integrated signal. In the process, it
adds quantization error—the difference between the quantized and the integrated signals—and
thermal noise to the integrated signal. This quantizer, since it is not accompanied by sampling,
does not suffer from aliasing; the quantization error it adds thus consists of only distortion
components with no spectral components in-between [1], [3]. In a DT ADC, however, sampling
causes aliasing of these distortion components, resulting in additional spectral components [1]; the
resulting error is often termed “quantization noise” [1]. The reader is cautioned to not confuse the
thermal noise shown with such “quantization noise”. The Δ block acts as a differentiator to the
quantizer output and shapes it accordingly. In the overall system, the signal component and input
noise go through a cascade of an integrator and an effective differentiator, coming out with no net
attenuation or amplification. The quantization error, however, only goes through a differentiator
transfer function and undergoes first-order shaping, which keeps the power of the baseband error
components low. This fact, combined with alias-free operation, improves the baseband SNDR of
the ADC. This spectral behavior has been confirmed through simulations and measurements.
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Typical output spectra can be found in Sec. V (e.g. see Fig. 3.14). Such shaping is also seen in
VCO-based DT ADCs [44], which are based on a different principle. The original signal can be
reconstructed using a low-pass filter.

3.3.3 Design Considerations
1. Performance tradeoffs: The power of the distortion components produced by quantization
(before shaping) in Fig. 3.6 [3] depends on the quantizer resolution, which is set through the
threshold, VC (recall that VLSB = 2VC), and the quantizer input amplitude, which depends on the
transconductance, Gm. In order to enhance SNDR, VC must be reduced and Gm increased. Both
result in a lower minimum inter-sample time, TGRAN, and require higher power dissipation in order
to satisfy a tighter loop delay constraint. A higher Gm, depending on design, may also increase the
input transistor nonlinearities in the Gm block and increase distortion (the output nonlinearities are
not an issue as the Gm output swing is limited to [-VC, VC] due to flipping; note that the swing of
the mentally constructed “unfolded” integrator output in Fig. 3.5 can go beyond the supply if the
integrator has enough gain). Also, the noise of the Gm stage dominates the total input-referred noise
and limits SNDR. In short, the ADC performance is set through VC and/or Gm (or with
programmable capacitors, Cs), resulting in a direct trade-off with power dissipation.
2. Overflows: In a practical implementation, the non-zero loop delay results in an overshoot of the
integrator output above the threshold after every crossing (Fig. 3.7). A special case of an overshoot
is when the input signal changes polarity (crosses the common mode) before the integrator output
can go below VC, as indicated by “overflow” in Fig. 3.7. The change of input polarity reverses the
direction of integration such that the integrator outputs move away from the comparison window.
To bring the signal back, comparators COMP3 and COMP4 in Fig. 3.3 detect when the integrator
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Fig. 3.7. Example showing overshoots and an overflow situation when the integrator input
changes sign while its output has exceeded the comparison window set by VC. A crossing of
VSAT is detected and integrator outputs are reset.

output crosses VSAT (= 2VC) and reset its output (IN_RST=1) by shorting the integrating capacitors
through switches (not shown).
For a given VC, as the loop delay is increased relative to the minimum inter-sample time,
TGRAN, the duration for which the integrator output is outside the comparison window due to the
overshoot increases, and so does the likelihood of an overflow. The same effect results as the input
amplitude increases or as VC is reduced for a given loop delay, in which case TGRAN becomes
smaller for a given loop delay. This imposes a constraint on the loop delay. To investigate this, we
applied a full-scale (worst case) 50-MHz-bandlimited random Gaussian input to the ADC set up
with a typical value of VC (80 mV). The loop delay was then varied and the number of overflows
was measured over a 100-µs duration. No overflow was observed as long as the loop delay was
under 1.4 ns. This is a rather relaxed requirement as the TGRAN (~2 ns) requires a much lower loop
delay. Excessive overflows result when the loop delay is close to TGRAN. In such a case, for the
worst-case two-tone input, the SFDR falls drastically, as will be seen in Section V (Fig. 3.18(a) for
VC = 44 mV). In order to avoid this, we designed the system to have a worst-case loop delay lower
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Fig. 3.8. The output token rate of the ADC increases in proportion to the input signal amplitude.
A higher amplitude results in faster integration, and hence, a higher rate of threshold crossings.
The polarity of the output (INC/DEC) depends on that of the input.

than TGRAN/5. This, however, required a very fast CT comparator, whose design will be discussed
later.
3. Output token rate: In a VLSB-step LCS quantizer [3], the number of tokens produced per second,
NTPS, for a single-tone input at frequency, fin, with 𝐴GH,aMa amplitude is given by 𝑁𝑇𝑃𝑆 =
𝑓GH ×

lA™š,u›u
œ•žn

. In the presented ADC, the input to the quantizer is the integrator output (see Fig.

3.6), whose amplitude is given by 𝐴Ÿ,aMa = 𝐴GH,aMa ×
𝑁𝑇𝑃𝑆 = 𝑓GH ×

m
m™š

. Also, VLSB = 2VC. Therefore,

2𝐴Ÿ,aMa
𝑓£ ×𝐴GH,aMa
≈
𝑉\X¢
𝑉h

(3.1)

Thus, the ADC’s NTPS—and hence its power dissipation—is independent of frequency.
Rather, it increases with the input amplitude; this is seen in Fig. 3.8, where the output pulse density
increases with the input signal value. This makes the circuit partially behave like a voltage-tofrequency converter (VFC) [45]. However, unlike a VFC, our ADC produces no pulses, and hence
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no output tokens, when the input is zero. The resulting modulation scheme is similar to that of an
asynchronous sigma-delta modulator with a three-level quantizer [46][47]. However, the proposed
architecture is more power efficient than the integrate-and-reset structure of the latter (and also the
VFC), as no charge is lost during flipping. The minimum inter-sample time of the ADC can be
expressed as 𝑇?@AB =

lœ¤
A™š,u›u,¥t¦ §m

.

4. System-level considerations: An LCS quantizer requires a pre-filter to limit the input bandwidth
in order to avoid slope overload and the resulting high quantization error. In the presented ADC,
the integrator acts as a pre-filter, obviating the need for a separate filter. Once the ADC is designed
to handle a single-tone input at an amplitude 𝐴GH,JKL , it can handle a 𝐴GH,JKL -amplitude singletone input at any frequency without slope overload. The integrator can also serve as an IF gain
stage in a receiver, in which case the only blocks that will require additional power will be the
comparators and the logic.

3.3.4 CT ADC Integrated Implementation
A proof-of-concept chip was designed using ST’s 28 nm Ultra Thin Body and BOX
(UTBB) FDSOI technology. FDSOI [48] allows the use of transistor backgate bias—or the
“backbias”—to lower the threshold voltage, and enables a low-VDD (0.65 V) implementation. The
implementation details of the transconductor and the CT comparator are discussed now.
Transconductor
The transconductor is an actively-loaded differential stage (Fig. 3.9; transistor sizing is
given in Table 3.1). Its Gm can be programmed through the tail current, IGM. Transistors are biased
in the subthreshold regime for good gm/ID. The degraded linearity is mitigated through
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Fig. 3.9. Transconductor (Gm)-C integrator circuit.

degeneration. The CMFB circuit has a resistor common-mode voltage sensor and a source
follower, whose output controls the active load gates.
Comparators
The comparator is the most critical block in the architecture as its delay dominates the loop
delay. We use the inverter-based comparator architecture from Ref. [10] (Fig. 3.10(a)), which is
particularly suited for a low-VDD implementation. This comes at the cost of a poor power supply
rejection ratio, requiring a clean supply.

Component
M1-2
M3-4
M5-7
M8
CS
R1-2
R3
R4

Sizing/Value
1.28 µm/400 nm
1.8 µm/190 nm
1.5 µm/500 nm
4 µm/100 nm
30 fF
350 kΩ
60 kΩ
220 kΩ

Table 3.1. Sizing of transistors and values of other components in the transconductor circuit in
Fig. 3.9.
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The comparator thresholds are controlled by a single, external current reference, ITH. They
are set in a two-phase process shown in Fig. 3.10, controlled by signals S1-3. The process is initiated
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Fig. 3.10. (a) Threshold setting scheme with the comparator architecture. (b)
Waveforms illustrating the threshold setting mechanism.
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following a reset command, and also performs automatic on-chip calibration of the offsets at the
comparator inputs and at the transconductor (Gm) outputs. We describe it now.
Let us consider comparator COMP1. Phase 1 (active for t < T1) is the reset phase during
which the comparator and Gm offsets are stored in the voltage across the capacitor CC. The latter
will equal (VL−VR), where VL and VR respectively represent the node voltages at the left and right
plates of CC (see Fig. 3.10(a)). In phase 1, control signals S1 and S3 are made 1, turning on the
corresponding switches shown in Fig. 3.10(a), while S2 stays 0 (see time waveforms in Fig.
3.10(b)). In the resulting circuit, VR is shorted to the output of the inverter N1 (in reset due to a
short between its input and output nodes) with its voltage equal to the trip point of N1, Vtrip1 (which
includes the offset of N1), while VL is connected to the positive end of the Gm stage output, which
will ideally be at voltage VINP_COMP. However, in the presence of offsets in the Gm stage, the latter
will instead be at Voffp + VINP_COMP as shown in Fig. 3.10(a), where Voffp (Voffm) is the offset voltage
at the positive (negative) end of the Gm output. The inputs to the Gm stage are set to zero during
this phase, and thus, VINP_COMP will be zero too. Consequently, the positive end of the Gm output,
and hence node VL (to which it is connected), will be at Voffp. The net voltage across CC is (VL−VR),
and its value at the end of phase 1 (using the above) will then be
(𝑉\ − 𝑉@ )(𝑇NM ) = 𝑉©mma − 𝑉^]GaN

(3.2)

This is marked in Fig. 3.10(b). The offset at the positive end of the Gm stage output (Voffp) and that
at the comparator input (included in Vtrip1) are thus stored in the voltage across CC.
Phase 2 (active for T1 < t < T2) follows next; the threshold is actually set now. During this
phase: S1 goes to 0, disconnecting the Gm stage output from node VL; S2 goes to 1, thereby
connecting this node VL to the terminal that sends in a (constant) current ITH (see Fig. 3.10(a)); S3
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continues to remain 1, thereby keeping N1 in reset and ensuring that VR is a low impedance node
with voltage equal to Vtrip1. S2 stays 1 for duration 𝛿𝑡, and current ITH charges CC during it.
Consequently, with VR fixed at Vtrip1, the voltage across CC, (VL−VR), rises (see Fig. 3.10(b)) on
top of its initial value, (𝑉\ − 𝑉@ )(𝑇NM ), given by (3.2). Its net value at the end of phase 2 is then
given by
(𝑉\ − 𝑉@ )(𝑇lM ) = (𝑉\ − 𝑉@ )(𝑇NM ) + 𝑉h = 𝑉©mma − 𝑉^]GaN + 𝑉h

(3.3)

where the expression for (𝑉\ − 𝑉@ )(𝑇NM ) from (3.2) is used; VC is the amount by which (VL−VR)
changes during the charging duration 𝛿𝑡 and is expressed as
𝑉h =

𝐼T¬ 𝛿𝑡
𝐶h

(3.4)

As we will see, this value represents the comparator threshold.
Phase 3 (active for t > T3) represents normal operation. Here, S1 is 1 while S2-3 are 0. The
former connects the node VL (the left plate of CC) to the positive end of the Gm stage output. When
an input is now applied to the Gm stage (i.e. VINP ≠0, VINM ≠ 0), the voltage at node VL will be
𝑉\ (𝑡) = 𝑉©mma + 𝑉¯BU_h±²U (𝑡)

(3.5)

where the RHS of the expression represents the voltage at the positive end of the Gm output (see
Fig. 3.10(a)). Also, S3 is 0 in this phase; this pulls inverter N1 out of reset so that its input and
output are not shorted anymore. This makes the node VR (the right plate of CC) floating (if we
ignore the parasitic capacitor at the input of N1). Therefore, in phase 3, the voltage across CC,
(VL−VR), cannot change from its value at the end of phase 2, (𝑉\ − 𝑉@ )(𝑇lM ), given by (3.3). Given
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this voltage across the CC and that at its left plate (node VL), the resulting voltage at its right plate
(node VR) will be
𝑉@ 𝑡 = 𝑉\ 𝑡 − (𝑉\ − 𝑉@ )(𝑇lM )

(3.6)

Substituting (3.4) and (3.5) in (3.6), we get
𝑉@ 𝑡 = 𝑉^]GaN + (𝑉¯BU_h±²U (𝑡) − 𝑉h )

(3.7)

This is the voltage applied to the input of inverter N1 in the comparator (see Fig. 3.10(a)). When
VINP_COMP = VC, from (3.7), 𝑉@ = 𝑉^]GaN , and thus, inverter N1 of COMP1 will be at its trip point;
its output will go towards 0 (or 1) as VINP_COMP —which equals the voltage at the positive end of
Gm stage output (see Fig. 3.10(a)) minus its offset, Voffp—goes above VC (or goes below VC). VC
thus represents the comparator threshold, and it is thus not affected by the value of the Gm stage
offset, Voffp, or by Vtrip1, which includes the offset of inverter N1, which in turn dominates the
comparator offset. Therefore, we can conclude that these offsets are effectively cancelled.
The calibration mechanism described above is sequentially repeated for all comparators
using the same current ITH (100s of nA) and the same on-chip timing control block that sets 𝛿𝑡.
This ensures that there are no timing-skew and current-mismatch errors. Threshold accuracy is
thus limited by the CC mismatch in the comparators. In order to mitigate this, the capacitor CC was
implemented as an 80 fF MOM capacitor. Monte-Carlo simulations show a 1𝜎 comparator offset
of less than 1% of the nominal VC value (80 mV). This mechanism thus guarantees good matching
of all comparator thresholds irrespective of PVT variations.
The entire threshold setting phase takes only 1.5µs and happens once every few ms. This
can be a limitation for some applications and arises due to the comparator architecture used. We
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note, however, that most wireless communication systems have to be periodically calibrated to
handle an always-evolving channel. A ms-range operation between calibration pauses is
sufficiently long, and the thresholds can be set during the pauses. In cases where this is a concern,
a larger CC can be used to reduce the reset frequency or other comparator architectures that do not
face this limitation can be considered (e.g., those in [3], [9]), while using the presented ADC
architecture.
From (3.7) we see that as the comparator input (VINP_COMP/VINM_COMP) moves closer to its
threshold, VC, the input to the first inverter in the comparator gets closer to the inverter’s trip point,
Vtrip1, and the crowbar current in the latter, and hence the comparator power dissipation, increases.
Conversely, farther the comparator input from its threshold, lower the comparator power
dissipation. The latter thus goes to a low value for a zero input (this is also why COMP3-4 in Fig.
3.3 do not add a major power overhead); in such a case, the transconductor dissipates most of the
power in the ADC.
The comparator delay decreases with an increasing input slope [9]. Post-layout simulations
for a ramp input show a 480 ps - 190 ps delay drop for a 5 V/µs - 50 V/µs rise in ramp slope (Fig.
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Fig. 3.11. The comparator delay drops as the slope of its input increases.
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3.11). The rest of the components in the feedback path (digital logic and input switches) incur a
delay of only 50 ps, resulting in a worst-case system loop delay of 240 ps.

3.3.5 Measurement Results
The core area of the chip (Fig. 3.12), implemented using ST’s 28 nm FDSOI technology,
including that of the threshold setting circuit, is only 45×72 µm2 (0.0032 mm2). In this test chip,
transconductor- and threshold-setting current sources are external for testing purposes. Backbiases
of ±2 V and ±0.75 V (a negative value is used for PMOS transistors; see Ref. [48] for information

Fig. 3.12. CT ADC chip micrograph.
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Fig. 3.13. Output extraction and reconstruction. The output spectrum is obtained by performing
an FFT on the difference between INC_out and DEC_out signals.

on back-bias in FDSOI) were used for the FDSOI transistors in digital and analog sections
respectively, chosen such that the transistor thresholds were lowered enough to meet the loop delay
constraint. While the back-bias generators were also external, note that no current is drawn from
them and the precision required of them is low, simplifying their potential IC implementation (e.g.
see [48] where a low-power charge pump implements the back-bias generator on chip; note that in
[48] the back-bias varies dynamically, whereas in our case it stays constant throughout). Back-bias
generators can be shared between circuits on a larger chip, of which the ADC would be a part. For
example, a wake-up radio containing the ADC would be integrated with a complete transceiver,
which would use body biasing to advantage; we would thus benefit from the existence of the body
bias generator.
The ADC output consists of narrow pulses, whose rising edge encodes the desired timing
information (the falling edge, and hence, the pulse width can thus be ignored in principle). To
extract them out of the chip for measurement purposes, we connected the ADC outputs to T flipflops, which toggle for every rising edge of INC/DEC signals (Fig. 3.13). This extends the pulse
width to the time between the rising edges of two INC or two DEC signals, and makes extraction
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out of the chip possible. We used on-chip digital buffers to drive them out. Once outside, every
edge (rising/falling) is converted to a pulse of fixed width, TPW, thereby reconstructing the ADC
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(b)
Fig. 3.14. Measured output spectra for −3 dBFS single-tone inputs at (a) 10 MHz and (b) 50
MHz, with VC = 80 mV and IGM = 4 µA. It contains the signal component and its first-ordershaped harmonics.
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outputs. This edge-to-pulse conversion is equivalent to passing the ADC’s impulse output through
an analog filter with an impulse response given by ℎ 𝑡 = 𝑟𝑒𝑐𝑡(

^
T¹o

N

− ), which corresponds to a
l

TF of 𝐻 𝑓 = 𝑇U» 𝑠𝑖𝑛𝑐(𝜋𝑓𝑇U» )𝑒 M¿§mT¹o . Thus, TPW can be set as per the bandwidth
specifications. For example, if fin,max = 50 MHz, a TPW < 20 ns should be used so that the in-band
components will be preserved. This requirement, however, is quite relaxed as the pulse width is
limited by TGRAN, which is ~2 ns. To minimize timing errors, the output pulses were captured in
real time with a high-speed scope (40 GS/s). An FFT was performed on the difference of the
oversampled INC_out and DEC_out signals (Fig. 3.13) to get the output spectra.
Measured output spectra for 150 mVp-p (−3 dBFS) single-tone inputs at 10 MHz and 50
MHz are given in Fig. 3.14. These tests were carried out using VC = 80 mV and IGM = 4 µA. As
expected, the output spectrum contains the signal component, along with its ﬁrst-order-shaped odd
harmonics and thermal noise. Alias-free operation is confirmed through an out-of-band test tone
at 60 MHz; the output spectrum (Fig. 3.15) shows no degradation due to noise or aliasing. The
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Fig. 3.15. An out-of-band test tone at 60 MHz does not result in any degradation due to aliasing
or increased noise (VC = 80 mV and IGM = 4 µA).
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Fig. 3.16. Plot of single-tone SNR/SNDR versus input frequency. The input amplitude is -3
dBFS, and VC = 80 mV and IGM = 4 µA.

SNR (SNDR) is measured by integrating the noise (and distortion) over the 10 MHz − 50 MHz
band. The SNDR-vs.-input-frequency plot for −3 dBFS single-tone inputs is given in Fig. 3.16.
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Fig. 3.17. Two-tone output spectrum; the input tones are at 48 MHz and 50 MHz; VC = 80 mV
and IGM = 4 µA. The output consists of signal components and IM products. The low-frequency
noise floor does not show first-order shaping, and is attributed to the input noise from the twotone signal generator, which was different from the one used for single-tone tests.
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The constant input amplitude results in a constant power consumption of 24 µW, independent of
input frequency. The maximum measured ADC output token rate is a modest 200 MS/s.
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Fig. 3.18. SFDR measurements for a two-tone input with two tones at 48 MHz and 50 MHz.
VC and IGM are changed from their nominal values to demonstrate programmability. (a) SFDR
and power dissipation vs. the input amplitude for different VC values with IGM = 10 µA; (b)
SFDR and power dissipation for different values of IGM with VC = 44 mV and a 130 mVp-p input.
62

For a two-tone input, the output spectrum consists of signal components and first-order
shaped intermodulation products (Fig. 3.17). In order to demonstrate programmability, the
threshold, VC, and the transconductor bias current, IGM, are changed from their nominal values. The
SFDR and power dissipation for a two-tone input is plotted in Fig. 3.18(a) for two different VC
values. We see that VC can be programmed, at the expense of power, to maintain an SFDR >30 dB
over a wide amplitude range, potentially easing the IF AGC in a wake-up receiver. The fall in the
SFDR plot for VC = 44 mV at high input amplitudes is due to excessive overflows due to a lower
TGRAN for a fixed loop delay. Such programmability can also be obtained through IGM (Fig. 3.18(b)).
Performance can thus be traded off for power dissipation based on signal conditions. Power
dissipation decreases with decreasing input amplitude. Power consumed for a zero input is 8 µW.
The two-tone test was repeated for different back-biases of the digital section transistors
(Fig. 3.19). A 0 to ±2 V change in the backbias drops the delay of the digital section from 83 ps
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Fig. 3.19. Effect of back-bias (VBB) used for digital circuits on ADC performance. A higher
back-bias lowers delay and offers better linearity at the expense of power dissipation. Test set
up is the same as that used to generate Fig. 3.18(a), but with different values of VBB (VBB is the
absolute value of the back-gate bias, the latter being positive for NMOS and negative for
PMOS).
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Tsai [75]

Van der Plas
[76]

Brooks [77]

Technology

40 nm CMOS

90 nm CMOS

90 nm CMOS

180 nm CMOS

Supply (V)
Input bandwidth

0.7
12.3 MHz

1
20 MHz

1
75 MHz

1.8
100 MHz

28 nm UTBB
FDSOI CMOS
0.65
40 MHz

Sampling rate

24.6 MS/s

40 MS/s

150 MS/s

200 MS/s

No sampling

Core area (mm )
SNDR (dB)

0.0058
44.2

0.055
44.5

0.0625
40

0.05
40.3

Total power
(µW)

54.6a

113a

133a

8500a,b

0.0032
32-42
24c
(8 µW
standby)

Figure of Merit
(fJ/conv-step)

17

20

10.9

503.3

3-10

P/fs (pJ)

2.2

2.8

0.88

42.5

0.3d

Antialiasing
filter required?

Yes

Yes

Yes

Yes

No

2

a

This Work

Yoshioka [74]

(27 ˚C)

Does not include the power dissipation of the antialiasing filter, and that required for clock generation.

b

Does not include the power dissipation for the generation of reference currents/voltages for biasing and threshold
setting.
c

Does not include the power dissipation for the generation of reference current (used to generate IGM (<12 µA) and
ITH (100s of nA)) and backbiases, which are assumed shared with other circuits on the same chip.
d

fs = 2 × Input bandwidth.

Table 3.2. Comparison of the proposed ADC with sampled ADCs with bandwidths ≤100 MHz
and modest SNDR values.

to 40 ps, per post-layout simulations. The faster feedback reduces loop delay and increases the
input amplitude at which overflows cause the SFDR to fall drastically.

3.3.6 Comparison of CT ADC with the State of the Art
Table 3.2 compares our ADC with other state-of-the-art DT ADCs that have a bandwidth
≤ 100 MHz and similar modest SNDR values, and Table 3.3 does it with other CT ADCs (FOM
figures are discussed below). The presented ADC occupies a very low area, owing to both the
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This Work

Schell [3]

Kurchuk [10]

Weltin-Wu [9]

Technology

90 nm CMOS

65 nm CMOS

130 nm CMOS

Supply (V)
Input bandwidth
Core area (mm2)
SNDR (dB)

1
10 kHz
0.06
58

1.2
2.4 GHz
0.0036
20.3

1
20 kHz
0.36
47-54

Total power (µW)

50a

2700a

2-8a

Figure of Merit
(fJ/conv-step)

3769

66

200-850

3-10

P/fs (pJ) c

2500

0.56

200

0.3

(27 ˚C)
28 nm UTBB
FDSOI CMOS
0.65
40 MHz
0.0032
32-42
24b
(8 µW standby)

a

Does not include the power dissipation for the generation of reference currents/voltages for biasing and threshold
setting.
b

Does not include the power dissipation for the generation of reference current (used to generate I GM (<12 µA) and
ITH (100s of nA)) and backbiases, which are assumed shared with other circuits on the same chip.
c

fs = 2 × Input bandwidth.

Table 3.3. Comparison of the proposed ADC with other CT ADCs.

advanced technology used and its simple circuitry. It does not require an antialiasing filter, unlike
DT ADCs. Its power consumption is quite competitive compared to the DT ADCs, despite the
latter not including the power dissipation of the antialiasing filter. We do not include the power
dissipation for the generation of the back-biases and the reference currents IGM (<12 µA) and ITH
(100s of nA), as they will be shared by the complete CT ADC/DSP/DAC system.
To compare the ADCs [49], we use two metrics: the Walden FOM for the core ADC,
FOMW = P/(2ENOB fsnyq) and the energy per sample, P/fsnyq, where P is the power dissipation of the
core ADC; ENOB is the effective number of bits, calculated as (𝑆𝑁𝐷𝑅 − 1.76)/6; and fsnyq is the
Nyquist sampling frequency. CT ADCs do not have a sampling frequency; thus, for comparison,
we define fsnyq = 2fBW, where fBW is the ADC input bandwidth (40 MHz). The presented ADC
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achieves a core FOM of 3-10 fJ/conv-step and a P/fsnyq of 0.3 pJ. The FOM improvement over the
CT ADCs in [3], [9], [10] is respectively >300×, >20× and 6-22×. Fig. 3.20 compares the
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Fig. 3.20. Comparison of the presented CT ADC with state-of-the-art ADCs in the Murmann
survey w.r.t. (a) energy per conversion; and (b) Walden figure of merit.
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proposed ADC with state-of-the-art ADCs from the Murmann survey [49]. Clearly, the ADC also
achieves competitive performance relative to DT ADCs in terms of core FOM, P/fsnyq, and area. It
thus presents a significant step in the development of CT data conversion.
The high power dissipation of CT ADCs has in the past been a bottleneck in the
development of CT DSP systems. We have proposed a CT ADC architecture that allows a highly
power-efficient and compact implementation. The ADC is alias-free with first-order quantization
error spectral shaping; has power dissipation that scales automatically with input amplitude; and
has a low output token rate that will ensure low power dissipation in a subsequent event-driven CT
DSP. Its programmability allows performance to be traded off for power depending on signal
conditions. Overall, the proposed ADC presents a major advance in the development of CT ADCs
and paves the way for consideration of CT DSP as an interesting mode of flexible signal
processing, and it will be discussed next.

3.4 CT DSP
We now consider the CT DSP of the output of the CT ADC (see Fig. 3.1 for system-level
view) described in the previous section, in the context of providing interferer rejection in ultralow-power radios [41] in the intermediate frequency band of [10 MHz, 50 MHz]. The
specifications of such a filter have been derived in detail in Ref. [50], and according to it, we need
a bandpass filter with a:
•

Tunable center frequency, fc, in the [10 MHz, 50 MHz] band;

•

Passband width of 2 MHz;

•

Stopband starting at 2 MHz from the center frequency with a stopband rejection >30 dB.

These specifications are summarized in Fig. 3.21(a), with 50 MHz as an example fc. While a
67

Magnitude

2 MHz

>30 dB

0

48 50 52

200

f (MHz)

fs,FILT =1/TTAP
(a)

0

10

20

>30 dB

signal

interferers

Magnitude

2 MHz

30

40

50

f (MHz)

fs,FILT =1/TTAP
(b)
Fig. 3.21. (a) Specifications for the desired filter frequency response with an example center
frequency of 50 MHz and an fs,FILT of 200 MHz; (b) frequency response of (a) for an fs,FILT of
10 MHz.

stopband rejection of 20 dB will suffice for the application [50], we aim for 30 dB in order to
account for the circuit-level non-idealities. These non-idealities have been thoroughly simulated
as described in Ref. [50], and a set of CT DSP constraints have been derived. We use them and
design the different CT DSP blocks within the bounds set by them.
The specifications described were fed into the fdatool in MATLAB along with the tap
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delay, TTAP to synthesize the desired filter transfer function of FIR (traversal) form and to arrive at
the required number of filter taps, Ntaps. From (1.1) we know that both Ntaps and TTAP determine the
power dissipation of the DSP. Recall from Chap. 1 that TTAP defines the repetition frequency of
the filter frequency response, given by
𝑓b,Â¯\T =

1
𝑇TAU

(3.8)

As an initial choice, TTAP was chosen to be 5 ns so that fs,FILT (200 MHz) is higher than the input
bandwidth of 50 MHz. The filter center frequency, fc, was chosen to be 50 MHz. A direct synthesis
of a bandpass transfer function using fdatool then reveals that the filter order required to satisfy
these specifications would be 165. This is a very high number and will impose an overwhelming
power penalty. The required filter order is high on account of the high value of the ratio of fs,FILT
to the filter passband (2 MHz). Therefore, in order to lower the required filter order for the given
passband, fs,FILT has to be lowered.
To achieve this, we make the following observation. In an uncertain-IF wake-up radio
receiver [41][50], the front-end BAW filter limits its input signal (which contains the interferers)
to a 10-MHz bandwidth around the carrier frequency; this input is then mixed down to an uncertain
IF bandwidth in the [10 MHz, 50 MHz] range. While the signal and the interferers reside
somewhere in this range (hence the name “uncertain”), their bandwidth is only 10 MHz. Now, if
we synthesize a low-pass filter with fs,FILT = 10 MHz (or TTAP = 100 ns), −3dB cut-off frequency
of 1 MHz (equal to half of the desired passband width of the bandpass filter: 2 MHz) and the same
stopband frequency (2 MHz) and attenuation (>30 dB), the required filter order is 9 (which will
have 10 taps), and the resulting frequency response is shown in Fig. 3.21(b). The repetition of the
frequency response every fs,FILT (= 10 MHz) creates a bandpass frequency response with multiple
passbands centered at integer multiples of 10 MHz, each with a passband width of 2 MHz and with
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Parameter

Filter

Tap delay
Multiplier

Order

Value
9

Response type

Tunable bandpass

Center frequency

10 MHz – 50 MHz

Passband width

2 MHz

Stopband rejection
Delay range
Delay mismatch, 1𝜎
Delay jitter, 1𝜎
Coefficient resolution
Coefficient mismatch, 1𝜎

> 30 dB
66 ns – 100 ns
< 0.7%
< 0.3%
3 bits
< 9%

Table 3.4. Table summarizing the specifications of the FIR filter and those of its individual
blocks.

>30 dB stopband attenuation. The presence of multiple passbands in the [10 MHz, 50 MHz]
bandwidth is not an issue since any two passbands are separated along the frequency axis by at
least 8 MHz (see Fig. 3.21(b)) and, thanks to the front-end bandlimiting filter, the signal and
interferers can be ensured to not occupy a bandwidth more than that of one lobe (including its
passband and stopband). By tuning TTAP from 100 ns to 66 ns, the center frequencies of the lobes
can be made to cover the entire [10 MHz, 50 MHz] bandwidth9. Therefore, a practical filter order
is achieved while guaranteeing sufficient degree of interferer rejection over the entire bandwidth.
Ref. [50] further details system-level simulations to derive individual specifications for different
blocks in the CT DSP: tap delays, multipliers etc. They are summarized in Table 3.4. Now that we
know these, we consider the filter’s integrated design.

9

In some cases, a high-pass filter (instead of a low-pass one) may be necessary to ensure the lobes cover the entire
signal band.

70

3.4.1 Integrated Implementation
In this section, we discuss the integrated implementation of a programmable 9th-order CT
FIR DSP (Ntaps= 10) that can interface with the CT ADC described previously in this chapter. The
tap delay can be tuned from 100 ns to 66 ns, and the filter order can be programmed by selectively
turning off unwanted delay taps.
The CT ADC outputs a 2-bit pulse stream (see Fig. 3.4), which will be processed by the
CT DSP: it will be delayed along a tapped delay line, multiplied with coefficients, and then added
(see Fig. 1.6). We know that the ADC output has an average token rate, 𝑁𝑇𝑃𝑆, of 200 MS/s, and
a minimum intersample time, TGRAN, of 2 ns. The latter would mean that, in order to preserve the
timing details of the ADC output, every 100-ns tap delay in the DSP will be implemented as a
cascade of 50 delay cells, each with a delay of 2 ns (see Fig. 3.22). Using (1.1) and assuming from
Ref. [3] that a delay cell dissipates EDel =35 fJ for every delay operation, we can estimate that the
delay line alone in such a 10-tap filter will consume 3 mW. This is clearly way too high for the
given application, which allows a meagre power budget of about 100 µW. Therefore, to meet such

From
previous tap

2 ns

2 ns

2 ns

TGRAN

TGRAN

TGRAN

To
next tap

50 cells
100 ns

TTAP
Fig. 3.22. For a minimum intersample time, TGRAN, of 2 ns, each tap delay, TTAP, of 100 ns is
implemented using a cascade of 50 2-ns digital delay cells.
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a challenging specification, we adopt two solutions: (a) parallelization in the delay line to relax
TGRAN [10]; and (b) improvement in the energy efficiency (i.e. lower EDel) of the delay cell over
that in Ref. [3]. They will be discussed next.
Delay line parallelization
As discussed in Chap. 1, every tap delay in the CT DSP is implemented as a cascade of
unit delay cells, each with a delay of TGRAN. Each ADC output token (or each pulse) that is fed into
the delay line in the DSP then goes through each cell, and the resulting power dissipation increases
in proportion to the number of such cells. This power consumption can thus be reduced by lowering
the number of delay cells in any given tap. This is achieved by using parallelization in the delay
line [51] as shown in Fig. 3.23.
Let NP be the number of parallel paths in the delay line. Consider that at a certain point in
time, the CT ADC output token is sent along the first (upper-most) delay line path in Fig. 3.23.
The next ADC token will then be sent along the second path; the one after that will be sent along

Path 1 N T
P GRAN

NP TGRAN

NP TGRAN

NP TGRAN

NP TGRAN

NP TGRAN

NP TGRAN

NP TGRAN

NP TGRAN

From
previous tap

Path NP

To
next tap

TTAP
cells per path
NP TGRAN
Fig. 3.23. A tap delay in a parallelized delay line with NP parallel paths. Each path of the tap
delay is implemented as a cascade of delay cells, each with a delay of NPTGRAN. The input to the
tap is connected to one path at a time and circulated in a round-robin fashion.
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the third path, and the process will continue until we reach the (NP+1)th token, which will be sent
along the first path, and the cycle repeats. The ADC tokens will thus be fed into the parallel paths
in a round-robin fashion. A demultiplexer (not shown) performs this task. At each tap, the parallel
delay line outputs are combined using an OR gate (not shown) and fed into the multiplier.
Due to the round-robin rotation of the input connection, for any path in the parallelized
delay line, the minimum time between any consecutive input tokens it receives is increased by NP
times compared to that for the single-path delay line in Fig. 3.22. For instance, if NP = 5, this
minimum time will increase from 2 ns to 10 ns. The number of delay cells required to implement
one path in a given parallelized tap delay will then be lower by NP times compared to that in the
single-path system in Fig. 3.22. For example, in Fig. 3.23, if NP = 5, and hence NPTGRAN = 10 ns,
each 100-ns tap delay can be implemented using 5 parallel delay line paths, where each path is in
turn implemented as a cascade of 10 unit delay cells, each with a delay of 10 ns. With 10 cells per
path, and 5 paths in all, each parallelized tap delay of Fig. 3.23 will have a total of 50 cells, just
like the single-path one in Fig. 3.22. The difference, however, is that in the former every input
token goes through only 10 delay cells (10-ns each) to undergo a 100-ns tap delay, as against 50
of them (2-ns each) in the latter for the same tap delay. Assuming the energy per delay operation,
EDel, is equal for the 10-ns and 2-ns unit delay cells10, the total energy dissipated in delaying a
token along the parallelized version of the 100-ns tap delay (Fig. 3.23) will then be 50/10 = 5×
lower compared to that in the single-path version of the same (Fig. 3.22). For a given average input
token rate and a given EDel, we then estimate from (1.1) that the parallelized delay line will

10

The energy dissipated by the delay cell per token is assumed independent of the delay value [25]. This happens
when the delay is tuned by changing the charging current, while keeping the capacitor fixed. We will confirm this in
simulations for our delay cell design later.
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dissipate 5× (NP times) lower power than the single-path one in Fig. 3.22. Using the same numbers
for 𝑁𝑇𝑃𝑆 and EDel as before, the parallelized delay line is estimated to consume a power of 630
µW. This, too, is much higher than the system power budget. We will lower it further by using an
energy-efficient delay cell architecture (that will lower EDel), described later.
While parallelization lowers the power dissipation of the delay line in proportion to the
number of parallel paths, NP, it does so at the expense of an increased sensitivity to mismatch and
a higher jitter11. Therefore, there exists an optimal value of NP that maximizes energy efficiency
without compromising the jitter performance (mismatch is handled via calibration, described
later). Thorough system-level simulations were carried out (described in Ref. [50]) and it was
concluded that a choice of NP = 5 is optimal. The delay line in the CT DSP thus has 5 delay line
paths for each ADC output (10 paths for INC and DEC combined); each path has 9 tap delays,
with each composed of 10 10-ns unit delay cells (900 cells in all). At each tap, the outputs of all
five paths are combined and fed into the multiplier at that tap. We next discuss the design of the
unit delay cell that implements a delay of 10 ns.
Delay cell design
The asynchronous digital delay cell architecture is based on the one from Ref. [25] with a
few important modifications done to improve the energy efficiency of the cell. A conceptual
schematic (with signal waveforms) for the delay cell architecture presented in Ref. [25] is shown

11

Under the above assumption of the energy/operation in the delay cell being independent of the delay value, the area
of the unit delay cell does not change between the single-path and the parallelized delay line. Then the total delay line
area also remains unchanged [50], [70].
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Fig. 3.24. Principle of the delay cell presented in Ref. [25] along with example time waveforms.

in Fig. 3.24. During reset, Q is 0, and thus, M1 is on, M2 is off, and the capacitor C1 is completely
discharged. The cell output, OUT, is 1 (at VDD). Following a low input pulse (not shown), Q
becomes 1 as shown, and thus, M1 turns off, and M2 turns on. The current in transistor M0, ID, then
charges C1 so that node VC falls as shown. Once VC reaches a certain threshold, VTH, a positive
feedback loop composed of M3 and I0 is triggered causing VC to drop quickly to ground. The cell
output consequently becomes 0 and triggers the next cell in the delay line. An acknowledge signal
(not shown) from this next cell, adopted as part of a handshaking protocol, then resets the current
cell by discharging C1 through M1. The total delay, TD, of the cell is given by
𝑇S =

𝐶N (𝑉SS − 𝑉T¬ )
𝐼S

(3.9)

The energy consumed by the delay cell per operation is composed of two parts: (a) the
energy dissipated during the discharging of capacitor 𝐶N , from a voltage of VDD across it (to 0),
l
during reset—it is equal to 𝐶N 𝑉SS
; and (b) the energy dissipated due to switching (and crowbar) in
l
the digital gates in the circuit, which is also proportional to 𝑉SS
. Since both components of the
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energy consumption depend quadratically on the supply voltage, VDD, our choice of VDD = 0.65 V
allows a lowering of overall energy consumption over that in Ref. [25], which has a 1-V supply.
Typically, C1 is larger than the parasitic capacitances in the digital gates; (a) thus dominates the
total energy per event of the cell. During every delay operation, each node in the delay cell
undergoes the same amount of voltage change. For instance, VC always goes from VDD to VTH (and
only the slope of its fall changes; see Fig. 3.24). The net amount of charge drawn from the supply
for every delay operation is thus constant and is independent of the value of the charging current,
ID. Thus, the total energy dissipated by the cell per delay operation is independent of the ID. If the
latter is then used to tune the delay of the cell (using (3.9)), as do we in our cell, the energy per
delay operation will also stay constant across the range of delay values achieved [25].
The delay cell architecture used in the proposed system is shown in Fig. 3.25 (transistor
sizing given in Table 3.5; all transistors have their back-bias terminals connected to ground).
Capacitor C1 is implemented using a MOM capacitor. Example waveforms for some internal
signals are shown in Fig. 3.26. A NAND SR-latch holds the state of the delay cell (either reset or

VDD
EN

IN

ID

extRST

Q

VC

M0a

M2a

M3

M10
Q

ID
M0

EN

C1

M1

M6

M4

M2

OUT
I0

VTHY
Q

M7

M8

M5

I1

EN

Fig. 3.25. Architecture of the delay cell used in the proposed CT DSP.
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I2

M9

Component
M0, M0a
M1-2, M4-10, M2a
M5-7
C1

Sizing/Value
200 nm/2000 nm
80 nm/30 nm
1.5 µm/500 nm
2.11 fF

Table 3.5. Sizing/values of different components in the delay cell shown in Fig. 3.25.

delay). A low pulse at the input triggers the cell into delay mode, and VC starts falling (as shown
in Fig. 3.26); when it hits the threshold (not shown), buffers I0-2 pull the output, OUT, to ground.
The latter triggers the next delay cell in the delay line and also resets the current one through the
SR latch. No handshaking is thus adopted. Following such reset, VC is pulled back up to VDD and
M0 goes into the cut-off region.
In contrast to what is done in Ref. [25], VC does not go all the way to ground before this

Amplitude (V)

Amplitude (V)

pull up (contrast the plots of VC in Figs. 3.24 and 3.26). This happens because, in the proposed
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Fig. 3.26. Time waveforms for some key signals in the delay cell in Fig. 3.25.
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cell, M4 is intentionally made weak enough so that the positive feedback loop between M3 and M4
is never triggered12. Due to this, the fall of VC (shown in Fig. 3.26) after it crosses the threshold
continues at the same slow rate as that before, until reset when it is pulled back to VDD; it does not
sharpen as that in the cell in Fig. 3.24 [25], where the positive feedback loop formed by M3 and I0
is triggered and VC undergoes a fast fall to ground. Note that during the slow fall of VC, no crowbar
current flows from the drain of M3 to the source of M5, as the latter is off during this time.
The choice of not letting VC fall all the way to ground is intentional as now the energy
consumed during the discharge of the 𝐶N , from a voltage close to (𝑉SS − 𝑉T¬ ) across it (to 0), is
l
about 𝐶N (𝑉SS − 𝑉T¬ )l , which will be lower than 𝐶N 𝑉SS
—the value for the delay cell in Fig. 3.24.

The delay value of the cell is also given by (3.9), and it can be tuned through the charging current,
ID. As discussed above, if delay tuning is done using the latter, the energy dissipated by the cell
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Energy (fJ)
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0.2
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0.6
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3.5
1

Fig. 3.27. Plot of the delay and energy/operation versus the charging current, ID, for the delay
cell in Fig. 3.25.

12

In hindsight, M4 is thus redundant and can be removed. We correct this in the delay cell described in chapter 5.
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per delay operation is fairly independent of the delay value [25]. This is confirmed by simulations.
Shown in Fig. 3.27 is the plot of the delay value and energy per operation of the delay cell against
the charging current, ID. The latter varies from 3.8 fJ to 5 fJ (a ±13% variation around the average:
4.4 fJ) over a delay variation of 2 ns to 15 ns. The low value of the energy dissipation is due to a
low supply voltage of 0.65 V and the architectural choices described above. The leakage power of
the delay cell for an inactive input is 4.6 nW; it can be disabled using transistors M7-9, following
which it will dissipate 0.6 nW.
The performance of this delay cell is summarized and compared with prior work in similar
asynchronous delay cells in Table 3.6. Relative to the delay cells in Refs. [3], [10], [16], its per
token energy dissipation is improved by 8×, 2.7×, and 11×, respectively. With this value of EDel
(4.4 fJ), the estimated power dissipation of the parallelized delay line for the specifications we
have been discussing so far will be 79 µW, which is 38× lower than our previous estimate for the
single-path delay line and 8× lower than our previous estimate for the parallelized delay line, both

Schell [3]

Kurchuk [10]

Vezyrtzis [16]

This Work

Technology
Supply (V)
Delay range

90 nm CMOS
1
22 ns – 280 ns

65 nm CMOS
1.2
100 ps – 300 ps

130 nm CMOS
1
15 ns – 500 ns

28 nm CMOS
0.65
2 ns – 15 ns

Energy/token

35 fJ

11 fJ – 13 fJ

50 fJ

3.8 fJ – 5 fJ

-

-

-

4.9 nW

14.2 nW

-

2.3 nW

0.6 nW

-

-

-

7.4%

Power dissipation
with inactive input
Power dissipation
when disabled
Delay mismatch, 1𝜎

Table 3.6. Summary of the delay cell performance and comparison with other similar delay
cells in prior art.
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One path (of the 5) in a delay tap
From
previous tap

4
10 ns

10 ns

10 ns

10 ns

10 ns

10 cells

2 cells

1 ns

1 ns

To
next tap

5 cells

Fig. 3.28. One path (of the 5) in a delay tap along with the additional calibration circuitry: 2
10-ns (coarse) delay cells, 5 1-ns (fine) delay cells, and multiplexers for programmability.

assuming the delay cell was based on the one in Ref. [3]. More important is the fact that this will
be within the system power budget. Besides, the leakage power dissipation is also very low.
However, mismatch in the delay cell will impair the performance, and it needs calibration. The
delay calibration scheme is described next.
Tap delay calibration
System-level simulations require that the variations in the 100-ns tap delay due to mismatch
should have a 1𝜎 value lower than 0.7%, or 700 ps, (see Table 3.4) in order to maintain desired
performance [50]. This cannot be achieved by a delay tap composed of the proposed cell by default.
Calibration is thus necessary.
As we saw in Fig. 3.27, the delay of an individual cell can be tuned by changing the bias
current ID. However, individually calibrating every delay cell in every tap (900 cells in all) using
the bias current is impractical. Therefore, we only use a common bias current ID to set the bias
currents in all delay cells in all taps. Tap delays are instead calibrated by adding extra coarse/fine
calibration delay cells to them as shown in Fig. 3.28. The coarse delay cell is identical to the 10ns delay cell described above. The fine delay cell has a nominal delay of 1 ns. Its architecture is
similar to that of the 10-ns delay cell shown in Fig. 3.25, with the exception that the MOM
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capacitor is removed (capacitor C1 is then equal to the total parasitics at node VC); the current
source transistor M0 is sized with a W/L of 200 nm/600 nm; and the charging current is 180 nA (as
against 190 nA in the 10-ns delay cell). While the value of the RMS delay jitter relative to the
nominal delay is expected to be worse for the 1-ns delay cell (2.6% in simulations) compared to
that of the 10-ns one (1.7% in simulations), the absolute contribution of the former to the overall
tap delay jitter will be much smaller than that of the latter. This is because (a) there are fewer 1-ns
cells compared to 10-ns ones, and (b) with a smaller delay value (1 ns), the absolute value of the
RMS delay jitter of the 1-ns cell will be lower than that of the 10-ns delay cell.
Each tap has two extra coarse and five extra fine delay cells for calibration (in addition to
the 10 cells already present). The resulting delay tap is shown in Fig. 3.28. During calibration,
each tap delay is measured by sending a test pulse along the associated delay line path. The bias
current ID is adjusted until all tap delays are less than or equal to 100 ns, and the calibration delay
cells (coarse/fine) are selectively added (using a scan-chain (not shown) which set the select bits
of the MUXes shown in Fig. 3.28) to taps that have a total delay less than 100 ns, until their delay
reaches 100 ns. Simulations show that with this, every 100-ns tap delay can be calibrated to have
a 1𝜎 delay variation of 640 ps (less than 0.7%) [50]. The average energy dissipated by the tap
delay per input token is 42 fJ. The average power overhead of the additional calibration blocks is
about 10%. The RMS value of the tap jitter is 316 ps. Therefore, the tap delay satisfies the
specifications set in Table 3.4.
The calibration scheme can be implemented on chip and automated. It can be turned off
after completion and occasionally turned on to correct for delay variations due to temperature
drifts. However, the system was designed as part of a test chip, and we keep the calibration off
chip for simplicity and flexibility.
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Design of arithmetic blocks
The high energy efficiency of the delay cell (and, hence, the delay tap) needs to be
maintained in the arithmetic blocks—multiplier and adder—too. We will discuss their design now.
The power dissipation of arithmetic operations done in CT digital form can be quite high.
For instance, the CT DSP in Ref. [16] has CT digital multiplier and adder blocks that together
dissipate 150 pJ for every input token to the CT DSP. For an average token rate of 200 MS/s in
our case, this would imply, from (1.1), a power dissipation of 30 mW in the arithmetic blocks!
This is clearly too high for our application. Therefore, to lower the power dissipation, we exploit
hybrid processing domains (mentioned in Chap. 1) [10].
The multiplier coefficients at a tap in the CT DSP are 3-bit signed numbers, b<0:2> (b2
indicates sign), as given in the specification summary in Table 3.4. Those for the INC signal path
have a polarity opposite to that of those for the DEC signal path in the DSP13. As both INC and
DEC are individually 1-bit digital pulses, multiplying them with a coefficient can be accomplished
using a simple pass gate: Every INC/DEC pulse input to such a multiplier results in a 3-bit output
equal to the 3-bit tap coefficient for the duration of the pulse. Therefore, thanks to the 2-bit
modulation scheme of the CT ADC, the energy dissipated by the multiplier will be small.
From Ref. [10] (and as discussed in Chap. 1) we know that addition is far more power
efficient when done in CT analog domain as against the CT digital domain. Besides, unlike a CT
digital adder, a CT analog one does not suffer from metastability issues due to very closely spaced

13

Recall from Fig. 3.4 that the output is represented by the difference of INC and DEC signals. As discussed above,
they have separate parallel delay line paths.
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Fig. 3.29. Schematic of the arithmetic unit (multipliers and adder) [50].

input tokens. The downside of the latter is that now the output of the processor is in the analog
domain. This, however, is not an issue for the ultra-low-power radio application we target; the
output of the processor is to be fed to an energy detector, which does not necessitate a digital input.
The adder used in the processor is capacitive in nature. Fig. 3.29 shows the arithmetic unit that
houses the adder and the multiplier. It was developed by Alin Ratiu at CEA-LETI, France. We will
only give a short description here for completion; more details can be found in Ref. [50].
The composite arithmetic unit of Fig. 3.29 is composed of a number of “slices” of
multiplier and capacitive-adder units; there is one such slice at every tap. The multiplier at each
tap is implemented using pass-gates and merged with the adder unit of that tap using multiplexers
as shown. Consider a single slice of the adder corresponding to TAP0, shown in Fig. 3.29.
Following an input pulse, the voltage at node Vout at the tap is set by capacitive division between
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VDD, VCM (=VDD/2), and ground. The division ratio is set through switches, implemented using

Prototype

transistors controlled using the multiplier outputs, a0+/- and a1+/-, which in turn depend on the tap
coefficient as described above. The Vout nodes in all adder slices in Fig. 3.29 are shorted to generate
the summed adder output. A resistor divider composed of two very large (500 kΩ) resistors (R in
Fig. 3.29) is used to set the DC level of the node Vout.

m UTBB FDSOI

DSP+DAC

ADC

Chip-2: ADC+DSP
84
(0.09
mm2)

Fig. 3.30. Chip micrograph of the CT ADC/DSP/DAC system.

61

Each slice of the arithmetic unit (the adder unit and the multiplier) dissipates between 3 fJ
to 14.7 fJ per token as the multiplier coefficient goes from 00 to 11. Therefore, the worst-case
power dissipation of the adder for an average token rate of 200 MS/s for a 9th-order (10-tap) filter
can be estimated to be 29 µW. This is three-orders-of-magnitude lower than that estimated for the
system with a CT digital arithmetic unit. Clearly, an appropriate choice of signal processing
domains allows a drastic lowering of power dissipation of the system.

3.4.2 Simulation Results
The CT DSP chip has been fabricated (Fig. 3.30 shows the die photo), but has not been
tested yet. Therefore, only simulation results are provided here.
The filter transfer function can be programmed by changing the tap coefficients, c0-9 (each
represented using three bits, b<0:2> in Fig. 3.29), or the tap delay, TTAP. Simulations were
performed to verify both options. These were at the transistor level for all CT DSP blocks, except
the digital delays, which were ideal. This was done to allow exhaustive simulations with a realistic
simulation time.
First, TTAP was set to 100 ns and the tap coefficients were programmed to achieve different
filter response types. From (3.7), we can then say that the filter magnitude response will repeat
every 10 MHz. We thus show it for inputs in the [40 MHz, 45 MHz]/ [40 MHz, 50 MHz] band
only, as either will completely define the filter response. Three different magnitude response plots
obtained from such simulations are shown in Fig. 3.31(a): lowpass, highpass, and bandpass.
Next, the tap coefficients were fixed to achieve a highpass response, and TTAP was varied
so that center frequency of the bandpass filter that effectively results (thanks to the response
repetition) can be tuned. Three different magnitude response plots, obtained from such simulations
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for TTAP ∈ [71 ns, 77 ns, 83 ns], are shown in Fig. 3.31(b). The plots from Fig. 3.31 demonstrate
that the filter transfer function can be successfully programmed by changing TTAP or the tap
coefficients. The desired passband width and stopband rejection is also confirmed.
Next, in order to demonstrate interferer rejection achieved by the processor, we apply the
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Fig. 3.31. The CT DSP is configured in simulations to implement different frequency responses
(a) by changing tap coefficients, c0-9; and (b) by tuning the tap delay, TTAP.
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Fig. 3.32. Interferer rejection using the CT/ADC/DSP/DAC system: (a) Input spectrum, with a
weak signal and strong interfering components; (b) spectrum at the CT ADC output; and (c)
that at the CT DSP output.
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at 40 MHz and 42.25 MHz. The input spectrum is shown in Fig. 3.32(a). The amplitude of the
signal tone is 23 dB lower than that of each of the interferers, resulting in an input signal-tointerferer (SIR) ratio of −23 dB. The filter is configured to have a bandpass response with a center
frequency of 45 MHz. The simulation was performed with the entire system (including the delay
cells) at the transistor level. The CT ADC output spectrum is shown in Fig. 3.32(b). The two
interfering tones stay intact and create a strong intermodulation product that falls very close to the
signal component. The spectrum at the output of the CT DSP is shown in Fig. 3.32(c). The
interferer at 42.25 MHz is at par with the signal component at 45 MHz, while that at 40 MHz is
about 27 dB below it. Given than we started with an input SIR of -23 dB, we can say that the
interferers at 42.25 MHz and 40 MHz are respectively attenuated by 23 dB and 40 dB by the filter.
For the given input scenario, the observed ADC output token rate was 256 MS/s. The total system
power dissipation is 122 µW, which can be split as: 26 µW in the CT ADC; 79 µW in the CT DSP
delay line; and 17 µW in the CT DSP arithmetic unit.
While the filter rejects out-of-band interferers, the poor input SIR of −23 dB results in a
strong in-band intermodulation distortion at the CT ADC output14, which is not rejected by the
filter (since it falls in its passband) and appears at the processor output. Techniques to address this
intermodulation distortion using the CT DSP are presented in Ref. [50] and are not detailed here.
We know that the power dissipation of the CT ADC adapts automatically with the input
signal amplitude, as seen in Fig. 3.18. Since the ADC output token rate also varies in proportion

14

The intermodulation product will be much smaller for a better SIR, as confirmed by the ADC two-tone measurement
results shown in Figs. 3.17-3.18.
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to the input amplitude (from (3.1)), we surmise that the event-driven CT DSP, too, should show a
scaling of power dissipation with input amplitude. To verify this, a variable-amplitude single-tone
input at 50 MHz was applied to the system with the CT DSP configured to have a passband at 50
MHz. The power dissipation of the entire system (ADC and DSP included), simulated at the
transistor level, is plotted versus input amplitude in Fig. 3.33. As can be seen, the power dissipation
scales automatically with input amplitude; that for zero input is 15.7 µW: 11.1 µW in the CT ADC
and 4.6 µW in the CT DSP (dominated by leakage in the 900 delay cells15). The total power
dissipation thus automatically scales from 15.7 µW to 163 µW as the input amplitude scales from
0 to 160 mVp-p.
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180
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60
40
60

140

100
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Input amplitude (mVp-p)

Fig. 3.33. Power dissipation of the entire CT ADC/DSP/DAC system, configured as a bandpass
filter with a passband center frequency of 50 MHz, versus input amplitude for a single-tone
input at 50 MHz.

15

The leakage power of each delay cell that is not disabled, for an inactive input is 4.6 nW from Table 3.6. If the cell
is disabled (e.g. if it is in a disabled tap) the leakage power is only 0.6 nW.
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3.4.3 Comparison with the State of the Art
Table 3.7 summarizes the performance of the processor (including the ADC and DSP) and
compares it with relevant state-of-the-art FIR CT/DT DSPs and analog FIR filters. They are
compared using a normalizing figure of merit, FOMDSP, given by
𝐹𝑂𝑀SXU =

𝑃XgX
ÄB±¢
2
×2𝑓¢» ×𝑁^Kab

(3.10)

where PSYS is the power dissipation of the entire CT ADC/DSP system and Ntaps is the number of
taps in the FIR filter (other terms have been defined before). Unlike the DT counterparts, the
proposed system (like the other CT DSP systems reported) is alias free and does not require an
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Table 3.7. Comparison of proposed CT ADC/DSP/DAC system with state-of-the-art CT/DT
DSPs and analog FIR filters.
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anti-aliasing filter before the ADC. The FOM improvement over CT DSP systems in Refs. [3] and
[10] is respectively 1000× and 9× and that over the analog FIR filter in Ref. [52] is 15×. At the
same time, the processor achieves performance at par with the state-of-the-art DT DSP in Ref.
[53]. It thus presents a significant advance in CT DSP systems in general.

3.5 Conclusions
In this chapter, we discussed the design, implementation, and measurement/simulation
results of an energy-efficient CT ADC/DSP/DAC system. The proposed principles, while general,
have been developed with an eye towards an application in ultra-low-power radio receivers, which,
we surmise, will benefit from the alias-free, event-driven nature of CT DSP systems. A number of
principles have been proposed to improve the energy efficiency of the system in order to meet the
challenging specification of a meagre 100-µW power budget required by the application.
Measurement—and in some cases, simulation—results show that the implemented system will
beat state-of-the-art CT DSP systems and will bring it closer to state-of-the-art DT DSP systems.
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Chapter 4
Continuous-Time Data Conversion and DSP Using
Voltage-Controlled Oscillators
4.1 Introduction
Voltage-controlled oscillators (VCOs) have an integral relationship between the input
voltage and output phase. Recently, there has been a lot of interest in exploiting this relationship
to implement the analog function of integration, which forms an important building block in many
analog and mixed-signal systems like ADCs, amplifiers, and filters. Most notably, the highly
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Fig. 4.1. (a) A general VCO; and (b) its terminal waveforms.

digital and technology-scaling-friendly nature of voltage-controlled ring oscillators (VCROs) has
made them an attractive option for implementing analog integrators [54]. VCROs have been
successfully used to implement analog filters [54], amplifiers [55], and DT ADCs [56][57].
Given the mostly-digital nature of the resulting systems, there is a strong motivation to pursue
VCO-based mixed-signal systems. However, much of the prior work in this regard has been
restricted to CT analog or DT digital systems. The possibility of a VCO-based CT ADC/DSP
system has not yet been explored. This is surprising since the output of any typical VCO16, shown
in Fig. 4.1, is inherently CT digital—the transitions in the discrete-amplitude (or digital) output
are not synchronized to any clock and can occur at any point in time. Processing this CT digital
output of a VCO in continuous time using a CT DSP should, therefore, be a proverbial “lowhanging fruit”. In this chapter, we explore this possibility [58]. In the process, two well-known
modulation schemes are revisited, but in the context of a VCO-based implementation: pulse width
modulation (PWM) [18] and pulse frequency modulation (PFM) [19]. In the systems discussed, a
VCO-based CT ADC encodes the analog input in PWM or PFM form, and a CT DSP processes
its output. Both modulation schemes fall in the broad category of analog-to-digital conversion via
duty cycle modulation [59], but in continuous time, i.e. without sampling in time. We compare the
two schemes with each other and with LCS for a given set of specifications, in terms of NTPS and
TGRAN, and hence, potential DSP power dissipation (see (1.1)). Advantages and limitations of both
approaches are also discussed. Unless specified as such, the principles discussed are general and

16

We consider here, without loss of generality, VCOs that produce a binary signal at their output. We assume that
VCOs that produce sinusoidal waveforms, can produce a similar binary signal too, provided their sinusoidal output is
passed through a zero-crossing comparator.
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not specific to a particular type of VCO (e.g. ring or LC VCO). The choice of an appropriate VCO
will depend on the targeted applications and desired specifications. We will see one such case in
the next chapter.

4.2 Pulse Width Modulation Using a VCO
At the heart of VCO-based analog and mixed-signal systems (e.g. filters and amplifiers) is
a pseudo-differential VCO-based system shown in Fig. 4.2(a) [54]. A fully differential input is
applied to two VCOs, which produce an oscillatory voltage output whose frequency is proportional
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Fig. 4.2. (a) Pseudo-differential voltage-controlled oscillators implementing an analog
integrator; (b) example waveforms.
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to the applied input voltage. The differential analog input creates a proportional difference in the
frequency of oscillation—and hence in the phase (relative positioning of the edges)—of one
oscillatory output relative to that of the other, as can be clearly seen in Fig. 4.2(b). This relative
phase difference is captured by a phase detector. An XOR gate (Fig. 4.2(a)) is one possible phase
detector (see Ref. [54] for other possibilities) as it converts the phase difference into the pulse
width of a digital signal (Fig. 4.2(b)). The phase at the output of a VCO is related to its input
voltage through an integration [54]. Thus, the circuit encodes the integral of the analog input into
a pulse-width modulated signal, thereby implementing an integrator (discussed later in more
detail).
The open-loop architecture allows high-speed operation, but is limited by VCRO
nonidealities like drift and nonlinearity. These issues associated with the PWM encoder have been
a subject of work elsewhere [54]–[56], with a number of interesting solutions, including ones with
feedback [55]. The encoder and its issues are, however, not the focus here. We instead assume an
ideal encoder and focus on the DSP of these signals produced by a general VCO-based PWM
encoder (Fig. 4.2(a)), without time discretization—i.e. in continuous time.
The PWM signal produced by the phase detector in Fig. 4.2(a) is CT digital: it is continuous
in time and discrete in amplitude [3]. Therefore, the PWM signals generated by a VCO-based
PWM encoder can be directly processed by a CT DSP. As we will see such an encoding method
greatly relaxes the CT DSP constraints relative to LCS, thereby enabling a potential
implementation with low power and small chip area.
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4.2.1 System Architecture
As an example, we consider the open-loop pseudo-differential VCO structure of Fig. 4.2(a)
to be the PWM encoder (the principles presented can also be applied to a feedback structure [55]
with suitable modifications). In this case, the PWM representation encodes the integral of the
differential input. Therefore, in order to restore the original signal, the output needs to be
differentiated—only in the signal band—using a bandlimited CT digital differentiator, so as to
implement a CT ADC (Fig. 4.3(a)). As this is a linear operation, it can be interchanged/merged
with the subsequent CT DSP (which is the case in the following presented simulations), or even
after the following reconstruction CT DAC, which generates the analog output. The resulting
system is shown in Fig. 4.3(a); the system with details of the CT DSP block is shown in Fig. 4.3(b).
If the VCOs are implemented using a VCRO, the system will consist of only inverters, digital
delays, and other logic blocks, making it highly scalable and amenable to low-supply
implementations. The CT ADC does not require power-hungry CT comparators, which have so
far been a bottleneck in LCS-based CT ADCs [3].
Depending on the phase detector used, the minimum output pulse width of the PWM signal
can be arbitrarily low, resulting in an arbitrarily low minimum intersample time, TGRAN. Preserving
every ADC output sample—every edge of the digital output—will then necessitate an extremely
long delay-line, with individual delay cells of a very small delay value equal to the minimum
intersample time, TGRAN. This will make delaying of these signals along a sufficiently-long delay
line (Fig. 4.3(b)) impractical. An alternative must thus be found.
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Fig. 4.3. CT ADC/DSP/DAC systems based on pseudo-differential VCOs: (a) general system;
(b) general system with details of CT DSP block; (c) practical CT DSP implementation for
avoiding very narrow pulses.

Let VA and VB be the outputs of the VCOs, and let ⨁ represent the XOR operation. The
PWM output is:
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𝑉U»²,±ÆT 𝑡 = 𝑉A (𝑡)⨁𝑉¢ (𝑡)

(4.1)

The input to the multiplier at the nth tap in Fig. 4.3(b) is 𝑉U»²,±ÆT 𝑡 − 𝑛𝑇TAU . As the XOR
operation is time invariant, we can write:
𝑉U»²,±ÆT 𝑡 − 𝑛𝑇TAU = 𝑉A (𝑡 − 𝑛𝑇TAU )⨁𝑉¢ (𝑡 − 𝑛𝑇TAU )

(4.2)

This implies that the input to the multiplier at the nth tap can also be obtained by directly delaying
the two VCO outputs along a tapped delay line and performing an XOR operation on the two at
the nth tap. The resulting system is shown in Fig. 4.3(c). It is, in principle, equivalent to that in Fig.
4.3(b) as the signals at the multiplier inputs in the two are identical. Two delay lines are required
to delay the outputs of the two VCOs. Despite this doubling of the delay line, there is no power
dissipation penalty; in fact, the latter will be lower. This is because with two delay lines, the
constraints of each of those delay lines are significantly more relaxed compared to that of the single
delay-line implementation [10]. Now, the minimum inter-sample time at the input of each delay
line, TGRAN, is greatly relaxed to the minimum time between two rising or two falling edges of the
PWM pulses (or the minimum VCO output pulse width). This makes propagation of the pulses
along the delay line feasible.
We note that the PWM output in Fig. 4.2(b) differs from that produced by a classical
asynchronous sigma-delta modulator (ASDM) [21][59], which is also of PWM form and is CT
digital [60], in two important aspects. Unlike ASDM, the VCO-based system produces no limitcycle oscillations for a zero input. Besides, the digital and scalable nature of the encoder based on
VCOs makes it more attractive than an ASDM.
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Fig. 4.4. Differentiator transfer function.

4.2.2 Simulation Results
The system in Fig. 4.3(c) was simulated in MATLAB using behavioral code. As an
example, input signals with frequency, fin, in the range [200 Hz, 4 kHz] and amplitude in the range
[-1, 1] were considered. The zero-input oscillation frequency of the VCO, fc, was set to 10 kHz.
The range of the VCO output frequency, fout, set through its gain, KVCO (=

ˆmÇÈs
ˆÉ™š

), was chosen such

that the phase difference between the two VCRO outputs (time between two rising or two falling
edges) never exceeds π (corresponding to half the period). Otherwise, excessive distortion results
due to output overflow in the phase detector [54]. This is a critical requirement and results in a
small value for KVCO (100 Hz/V). The 4-kHz-band-limited differentiator was implemented using a
6th-order CT FIR filter with a 25 µs tap delay (transfer function shown in Fig. 4.4).
1.

Spectral characteristics: Fig. 4.5 shows the ADC output spectrum in the proposed scheme

for a full-scale single-tone input at 200 Hz. The spectrum consists of the signal component and
modulation products at 2𝑘𝑓` ± 𝑛𝑓GH (𝑘, 𝑛 ∈ 𝐼) that roll off at high frequencies. Unlike the case
with an LCS ADC [3], there are no distortion components in the signal bandwidth. A high in-band
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Fig. 4.5. Spectrum of the output of the VCO-based PWM encoder (post differentiation) for a
full-scale single-tone input at 200 Hz.

SER is achieved, limited only by noise. The out-of-band components can be rejected using a lowpass filter, possibly after the CT DAC. If the VCOs are implemented using an architecture that
produces multiple phases, Nphi, (as is the case, e.g., in a ring VCO), the latter can be XORed using
Nphi XOR gates to generate Nphi parallel PWM-encoded signals as shown in Fig. 4.6 (CT DSP
slices are discussed later). The composite output can then be obtained by summing these Nphi
signals (not shown). This output will then have a zero-input oscillation frequency of Nphi×2fc, and
its spectrum will have modulation products at integer multiples of Nphi×2fc [54]—Nphi times higher
than that in the case with one phase. For these simulations, however, we consider only one phase.

vin,m

Nphi
VCOP

Phase 1
Nphi

VCOM

Nphi

Phase 2
Phase Nphi

CT DSP
CT DSP slice 1
CT DSP slice 2
CT DSP slice Nphi

Async adder

vin,p

FIR OUT

Analog

CT DAC output

Fig. 4.6. System implementation for multiphase operation—each DSP slice has the CT DSP
architecture shown in Fig. 4.3(c).
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Fig. 4.7. Example spectrum demonstrating aliasing in the proposed system.

For a two-tone input, with the two tones at 200 Hz and 2 kHz, the ADC output spectrum
shows no significant distortion components in the 4 kHz bandwidth (see below in Fig. 4.8). In
contrast, such an input to an LCS system will fill the baseband of the output spectrum with
intermodulation distortion. This demonstrates the spectral superiority of the scheme over LCS.
However, it has one major drawback compared to LCS. The ADC output spectrum shows
modulation products at 2𝑘𝑓` ± 𝑛𝑓GH (𝑘, 𝑛 ∈ 𝐼). Therefore, if fin is close to 2fc, it will be “aliased”
back to the baseband. For instance, for fc = 10 kHz, an 18-kHz single-tone input to the ADC will
create a component at 2 kHz in the ADC output spectrum, as shown in Fig. 4.7. This spectral
aliasing is equivalent to what one would get in a DT ADC with a sampling rate, fs, of 2fc = 20 kHz.
Therefore, unlike LCS, this system will require an antialiasing filter.
1.

Example CT DSP: As an example, a 67th-order low-pass FIR CT DSP with an f-3dB of 500

Hz was implemented with a 25 µs tap delay (filter frequency response repeats every 40 kHz). A
two-tone input with two equal-amplitude tones at 200 Hz and 2 kHz was applied at the input of
the ADC/DSP system. The spectra for the ADC and DSP outputs is shown in Fig. 4.8. As can be
seen, the signal component at 2 kHz in the DSP output spectrum is attenuated (by >70 dB) while
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Fig. 4.8. Spectrum of the output of the proposed ADC and that of the following DSP for a two
tone input with two tones at 200 Hz and 2 kHz. The DSP is a 67th-order low-pass FIR filter with
an f-3dB of 500 Hz.

the one at 200 Hz is maintained relative to the corresponding components in the ADC output
spectrum. This confirms that the CT DSP techniques from Refs. [3], [10], [16] can interface well
with the VCO-based PWM encoding approach. Note that if the VCOs, and hence the encoder,
produces multiple output phases Nphi (as discussed above), a CT DSP slice can be used to process
signals at each phase (Nphi slices in all) as shown in Fig. 4.6; the outputs of all slices can finally be
summed to generate the composite output [10].
2.

Output token rate (NTPS) and granularity (TGRAN): Every edge of the PWM output

constitutes an encoder output token. The encoder’s number of tokens—or the number of PWM
output pulse edges (rising and falling)—generated per second for the single-tone-input case is
independent of the input frequency, and is approximately equal to Nphi×4fc, or 40 kS/s in the
presented simulations (Nphi = 1). This is because a pulse (of variable width) is generated at every
rising/falling edge of the outputs of the VCOs (Fig 4.1(b)), with four such edges/cycle; also, the
average frequency of oscillation of the VCO output is fc (10 kHz). The TGRAN, as described above,
is equal to the minimum pulse width of the VCO outputs, and, thanks to the low KVCO, is
approximately (2×𝑁a_G ×𝑓` )MN = 50 µs.
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Parameter

LCS system (8-bit)

VCO PWM system

NTPS

102.4 kS/s−2 MS/s (200 Hz to 4 kHz)

40 kS/s

TGRAN

300 ns

50 µs

PDelay-line

P1

P1/434 to P1/8500

PAdder

P2

P2/2.5 to P2/50

DSP delay-line area (ADelay-line)

A

A/85

In-band quantizaton distortion?

Yes

No

DSP power (PDSP)

Table 4.1. Comparison of the VCO-based PWM encoder system with an LCS CT ADC/DSP
system for identical CT DSP specifications.

The proposed system is compared with a CT ADC/DSP/DAC system with 8-bit LCS [3]
in Table 4.1. As can be seen, the proposed system will achieve a significantly lower NTPS (by 2.550×) and a greatly relaxed TGRAN (by 170×). Using these results and equations (1.1)-(1.2), we can
estimate and compare the potential power dissipation and chip area of the CT DSP that will handle
the outputs of each of the two systems. In these comparisons, we will assume that the energy/token
and chip area of the delay cell in the CT DSP remains independent of the delay value [25]. For
reasons discussed in Sec. 3.4.1, this assumption is valid provided the delay value of the delay cell
is controlled using the charging current and not the charging capacitor [25]. Using this, we
conclude that the relaxation of NTPS and TGRAN afforded by the proposed system has the potential
to drastically lower the CT DSP chip area by decreasing the size of its delay line by 85×, and to
lower its power dissipation in the delay line by 434-8500× and that in the arithmetic blocks by
2.5-50×. This is achieved with a much higher in-band SER than that in LCS ADCs due to the
latter’s in-band distortion and the former’s lack of it, but at the expense of aliasing.
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4.2.3 Non-Idealities and Practical Considerations
The system in Fig. 4.3(c) does not have to delay very narrow pulses. However, the narrow
pulses eventually re-appear at the XOR outputs and need to be handled by the multipliers and the
adder. To handle this (especially at high input frequencies) one can use a semi-digital approach as
in Ref. [10].
VCO nonlinearity, modeled based on Ref. [57], results in in-band distortion, the power of
which depends on the KVCO/fc ratio. Since this value is small in our simulations (due to the phase
detector), the distortion power remains negligible. In cases where this is not true, feedback-based
structures [55] or those with calibration [57] can be used, while processing the PWM output using
the proposed approach.
The phase noise of the VCOs directly limits the SNDR. When modeled as 4-kHzbandlimited (voltage) white noise at the input of the VCOs for the system described in Sec. 4.2.2,
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Fig. 4.9. Output spectrum from Fig. 4.5 repeated with 4-kHz-bandlimited (voltage) white noise
added at the input of the VCOs.
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the spectrum of the ADC output (post differentiation) is shown in Fig. 4.9. A comparison with the
output spectrum for the noiseless case in Fig. 4.5 shows how such noise limits the in-band SNDR.
Any drift in the VCO output frequency due to, say, temperature variations, will affect the
conversion linearity; this may necessitate calibration and some form of feedback in the PWM
encoder, thereby limiting the frequency of operation.
The systems in Figs. 4.3(b)-(c) are equivalent only in the ideal case where no mismatch
exists between the two parallel delay lines. In the presence of mismatch, this equivalence is invalid.
Consider (for now) that in any delay cell there is no mismatch in the delay for rising and falling
edges of the pulse input (i.e. pulse width at the input of the tap delay input equals that at its output).
Two cases can then be considered:
Case I: Some or all delay cells in any given delay line in Fig. 4.3(c) are mismatched, but delay
cells in the two delay lines in Fig. 4.3(c) at the same tap level—or in the same tap column—match
with each other. In such a case, the pulses at each tap are delayed by mismatched values, but the
widths of each of these pulses remain equal to what they would have been had there been no
mismatch. Therefore, such mismatch will only modify the filter frequency response, without
adding any new spectral distortion components (or affecting SER).
Case II: All delay cells in Fig. 4.3(c), including those in the two delay lines at the same tap level—
or in the same tap column—are mismatched with each other. Due to the mismatched tap delays,
the tap outputs in the two delay paths at each tap level will have undergone different delays,
resulting in pulse-width distortion at the XOR outputs. This manifests itself as in-band distortion
in the output spectrum. Simulations indicate that a 1% tap delay mismatch (achieved post
calibration in Ref. [16]) limits the worst-case CT ADC’s effective number of bits (𝐸𝑁𝑂𝐵 =
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(𝑆𝑁𝐷𝑅 − 1.76)/6) to only 6-7 bits. To reach at least a 10-bit ENOB, the mismatch needs to be
below 0.2%. At this level of mismatch, the filter frequency response described in Fig. 4.7 also
remains essentially unaffected. Note, however, that to avoid in-band distortion, we only need
satisfy requirements of Case I. This means that high-accuracy matching is only required in the two
delay lines in Fig. 4.3(c) at the same tap level—or in the same tap column; up to 1% mismatch in
any other delay cells then does not lower the ADC ENOB below 10 bits.
Another imporant source of mismatch is that between the delay value for rising and falling
edges of input pulses in any delay cell [10]. It is this mismatch that primarily limits the resolution
of the CT DSP in Ref. [10] to a mere 3 bits, and it will limit that of this system too. A distinction
has to be made between: a) the delay mismatch between delaying any two rising-edge (or two
falling-edge) inputs; and b) the delay-value discrepancy between rising and falling edges of inputs
due to mismatch. The mechanism for delaying a rising input edge is inherently different from that
for delaying a falling input edge. For instance, in Ref. [10], a rising edge was delayed by
discharging a capacitor using an NMOS current source, while a falling edge was delayed by
charging the same capacitor using a PMOS current source. Because the charging and discharging
mechanisms involve two inherently different devices—PMOS and NMOS—they will never match
perfectly under global and local variations, thereby affecting (b). On the other hand, the effect of
global variations on (a) can be minimized through careful layout, as the mechanisms for delaying
any two rising (or any two falling) edges of the input are usually identical; in that case, only local
variations affect (a). Therefore, (b) is usually the more dominant factor. This is even more
worrisome for PWM encoding as all signal information is encoded in the width of the output
pulses, and any discrepancy between the delays for rising and falling edge of the input directly
alters the pulse width at the output and creates distortion.
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Overall, it is thus clear that, while the system in Fig. 4.3(c) relaxes TGRAN, it does this at the
expense of an increased sensitivity to mismatch, which is only aggravated as multiple phases, Nphi,
of the VCOs are considered (see Fig. 4.6). This makes intuitive sense as the phase difference
between the two VCO outputs, which encodes the analog input and defines the PWM pulse width,
has to be maintained along the processing chain in order to preserve information. This is a major
drawback of the system. One silver lining is that the proposed system requires very few delay cells
per tap (e.g. only 1 cell/tap in the example discussed, compared to >83cells/tap in the LCS case
for the same specifications). Therefore, while mismatch specifications will be tight, calibration
complexity need not be as severe as that in the LCS case [3] and can be handled.

4.2.4 Conclusions
VCO-based analog integrators produce a unique PWM encoding of an analog input. We
considered direct CT DSP of signals encoded using this method and found that such a scheme
presents a major advantage over traditional approaches to CT data conversion and CT DSP in
terms of power dissipation, chip area, spectral quality, and affinity to technology scaling. However,
these advantages come at the cost of aliasing and an increased sensitivity to mismatch. While much
of the latter can potentially be tackled through calibration, the delay discrepancy for rising and
falling edges of PWM-encoded inputs can be tough to tackle [10]. We thus abandon the prospect
of an integrated implementation for this system, and instead focus on the one introduced next that
keeps much of the advantages of this system and resolves the issues associated with it.

4.3 Pulse Frequency Modulation Using a VCO
A pulse frequency modulator [19], [59] converts an analog input into a stream of fixedwidth pulses at its output, whose repetition rate—which we will call the “pulse frequency” from
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Fig. 4.10. An example of pulse frequency modulation.

here on (more on this terminology later)—varies linearly with the applied input amplitude (Fig.
4.10). The analog input thus modulates the pulse frequency at the output, resulting in the name
“pulse frequency modulation” (PFM). While this technique is old [19], [61], [62], we revisit it
from the point of view of a VCO-based implementation and in the context of processing its output
using CT DSP. Such processing makes sense because, just like the PWM-encoded output discussed
in the first part of the chapter, the PFM output is CT digital: the 1-bit digital pulses at the output
(Fig. 4.10) and their transitions are not synchronized to any clock and can occur at any point in
time. Therefore, they can, in principle, be directly interfaced with a CT DSP. In the following
sections, we will consider VCO-based PFM and also study the effect of the corresponding
encoding on the CT DSP constraints. Comparisons will be drawn against VCO-based PWM and
LCS encoding.

4.3.1 System Architecture
There are a number of ways to implement a pulse frequency modulator using a VCO. A
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straightforward implementation17 is shown in Fig. 4.11(a) along with example waveforms in Fig.
4.11(b). An analog input is applied to a VCO, which produces a binary CT digital (voltage) output
whose frequency of oscillation varies in proportion to the applied input voltage. For instance, it
can be observed in Fig. 4.11(b) that the VCO output oscillation frequency is higher at the positive
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Fig. 4.11. (a) A VCO-based PFM encoder with (b) example waveforms.

17

We choose the current implementation so that the reader can easily relate it with the VCO-based PWM encoder of
Sec. 4.2. In chapter 5, we will consider a different implementation that interfaces better with the CT DSP that follows
it.
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peak of the analog input compared to its negative peak. An edge-to-pulse converter (E2P) then
converts every edge—rising/falling—of the VCO output into a pulse of fixed width, TPW (which
will be smaller than the minimum time between any two edges), resulting in a unipolar pulse train,
at the ADC output, as shown in Fig. 4.11(b). The time origin, t = 0, is marked using a point on the
input signal; the time between this origin and the nearest output pulse that precedes it (not shown
in Fig. 4.11(b)) is then a random variable, 𝛼 [19]. The random nature of this variable indicates the
fact that, in PFM, the occurrence of an output pulse is a random event w.r.t. the time origin [19].
The output pulse train is then represented as p(t, 𝛼).
The fixed-width 1-bit pulse train at the PFM encoder output is CT digital, and its repetition
rate varies in linear proportion to the applied analog input. This can be seen in Fig. 4.11(b) where
the pulse train becomes dense around the positive peak of the applied input—i.e., when it has a
high value—and gets sparse around the negative peak of the input—i.e., when it has a low value.
The cascade of the VCO and the E2P in Fig. 4.11(a) forms a CT VCO-based PFM ADC, which
thus encodes the analog input in the relative occurrence rate of the 1-bit CT digital pulses at its
output. This output can then be fed into the delay line of a CT DSP FIR filter (discussed later). We
note the following important points about this modulation scheme:
—Unlike the VCO-based PWM encoder, the PFM encoder in Fig. 4.11(a) produces a pulse train
at its output even when the input is zero (or at its common mode value). For a zero input, this pulse
train has a fixed frequency of oscillation, termed the unmodulated pulse frequency, f0, equal to
twice the oscillation frequency of the VCO output for a zero input, fc. The factor of 2 occurs
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because the E2P converts both rising and falling edges of the VCO output18. Similar to case
discussed for the VCO-based PWM encoder in Fig. 4.6, if the VCO architecture produces multiples
phases (e.g. as in a ring VCO), Nphi, each of them can be fed into an E2P (Nphi E2Ps in all),
producing Nphi parallel output pulse trains; these can then be summed to generate the composite
output (not shown). The zero-input oscillation frequency of this composite output will then be,
𝑓£ = 𝑁a_G ×2𝑓` .
—We now discuss the input dependence of the instantaneous pulse frequency at the PFM output.
Strictly speaking, referring to the pulse repetition rate as the “pulse frequency” is not rigorous as
the term “frequency” assumes a fixed periodicity of the pulses, whereas in the PFM encoder the
time between consecutive output pulses is varying with the input signal. The periodicity of the
output pulse train can then be very different from this inter-pulse time. Besides, if the pulse
frequency is defined using the inter-pulse time, it will have well-defined values only at nonuniform, discrete time instants that mark the rising edges in the output pulse train. Therefore, the
pulse frequency will not be a CT function and cannot be expressed as a simple function of the CT
voltage input function, 𝑣GH 𝑡 . To avoid this, the pulse frequency has to be defined as a CT function
and that requires invoking the phase at the VCO output. We will do this in the phase-domain model
discussed in the next section. For now, we assume that the instantaneous output pulse frequency,
𝑓©Í^ , will be a CT function, which can be defined based on the time rate at which the rising edges

18

Had only the rising (or only the falling) edge of the VCO output been converted to a pulse by the E2P, the PFM
encoder would produce a pulse train with a fixed frequency of oscillation, f0 = fc.
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of the output pulses occur, and that its input dependence can then be expressed as19:
𝑓©Í^ (𝑡) = 𝑓£ + 𝐾œh± 𝑣GH (𝑡)

(4.3)

where vin, ∈ [-A, A] (unit: Volt), is the input amplitude; KVCO (unit: Hz/V) is termed the “gain” of
the modulator/VCO; and f0 (unit: Hz), as described above, is the zero-input oscillation frequency
of the modulator output. ∆𝑓a = 𝐾œh± 𝐴 is the maximum frequency deviation (unit: Hz) of the output
oscillation frequency from what it is for a zero input (f0). It is an important parameter in the system
design.
Note that this form of encoding can also be achieved using a classical voltage-to-frequency
converter [45]. However, we assume that the encoder is implemented using the VCO-based
implementation in Fig. 4.11(a) and evaluate it in the context of CT DSP. A comparison is made
against systems based on LCS and VCO-based PWM encoders discussed in the previous section.

4.3.2 System Model and Spectral Description
1.

Spectral description: The spectral description of this form of PFM for a sinusoidal input

and rectangular pulses, p(t, 𝛼), at the output has been derived in Ref. [19]. We show it here to
understand the scheme better for a potential design implementation. Let the sinusoidal input be
𝑣GH 𝑡 = 𝐴 cos (2𝜋𝑓GH 𝑡 + 𝜃)
The output PFM pulses can be expressed as a sum of infinite cosine components [19] as

19

The VCO output oscillation frequency has the following relation: 𝑓œh± (𝑡) = 𝑓` + 𝐾œh± 𝑣GH (𝑡).
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(4.4)

𝑝 𝑡, 𝛼 = 𝑉UÆ\ 𝑇U» 𝑓£ + 𝑉UÆ\ 𝑇U» ∆𝑓a
×

×

+2𝑉UÆ\ 𝑇U» 𝑓£

𝐽H
ÙØN HØM×

Õ;, (§T¹o m™š )
§T¹o m™š

cos (2𝜋𝑓GH 𝑡 − 𝜋𝑇U» 𝑓GH + 𝜃)

𝑘∆𝑓a sin 𝜋𝑇U» (𝑘𝑓£ + 𝑛𝑓GH
𝑓GH
𝜋𝑇U» 𝑘𝑓£

×cos 2𝜋(𝑘𝑓£ + 𝑛𝑓GH )𝑡 − 𝜋𝑇U» (𝑘𝑓£ + 𝑛𝑓GH ) + 2𝜋𝑘𝑓£ 𝛼
+𝑛𝜃 −

Ù∆mu
m™š

sin (𝜃 − 2𝜋𝑓GH 𝛼)

(4.5)

where VPUL and TPW are respectively the amplitude and width of the PFM output pulses, f0 is the
unmodulated pulse frequency, ∆𝑓a = 𝐾œh± 𝐴 represents the maximum frequency deviation, and 𝐽H
is a Bessel function of the first kind of order n.
In order to simplify (4.5), if the pulses, p(t, 𝛼), are approximated as impulses by taking the
limit as 𝑉UÆ\ → ∞ and 𝑇U» → 0, and assuming the resulting impulses have strength
𝑆¯ = 𝑉UÆ\ 𝑇U» , the resulting expression is [19]:
𝑝 𝑡, 𝛼 = 𝑆¯ 𝑓£ + 𝑆¯ ∆𝑓a cos (2𝜋𝑓GH 𝑡 + 𝜃)
×

×

+2𝑆¯ 𝑓£

𝐽H
ÙØN HØM×

𝑘∆𝑓a
𝑓GH

1+

𝑛𝑓GH
𝑘𝑓£

×cos 2𝜋(𝑘𝑓£ + 𝑛𝑓GH )𝑡 + 2𝜋𝑘𝑓£ 𝛼
+𝑛𝜃 −

Ù∆mu
m™š

sin (𝜃 − 2𝜋𝑓GH 𝛼)

(4.6)

Eq. (4.6) is approximately valid independent of the pulse shape, provided the area of the pulse is
concentrated over a duration that is much smaller than the total period [19]. The components in
(4.5)/(4.6) represent the frequency spectrum components of p(t, 𝛼), and they directly give the
magnitude and frequency of the terms in its Fourier transform [19]. These components are shown
in Fig. 4.12 (they are confirmed via simulations in Sec. 4.3.3).
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Fig. 4.12. A typical output spectrum of a pulse-frequency modulated signal. The component
magnitudes are from the expression in (4.6).

The DC component in the spectrum, which represents the average of the output pulse train,
has an amplitude of 𝑆¯ f0. The signal component, located at fin, has a magnitude given by
𝑣©Í^,bGÛ =

𝑆¯ ∆𝑓a
2

(4.7)

which is proportional to the frequency deviation, ∆𝑓a , and the impulse strength, 𝑆¯ .
The remaining terms are the modulation products at 𝑘𝑓£ ± 𝑛𝑓GH (𝑘, 𝑛 ∈ 𝐼, 𝑓£ = 𝑁a_G ×2𝑓` ).
They form “lobes” centered at kf0. The individual modulation product components have amplitudes
given by Bessel functions of the first kind and order n, 𝐽H

Ù∆mu
m™š

. Assume that the maximum

frequency deviation and the input frequency are fixed and that k = 1. Then, 𝐽H

∆mu
m™š

quickly drops

as the absolute value of n increases. This can be seen in Fig. 4.12, where in any given modulation-
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product lobe, the amplitude of the components drops as one moves away from the lobe center (kf0).
The rate of this drop depends on the argument of the Bessel function,
slower the drop. An example is shown in Fig. 4.13, where 𝐽H
and

∆mu
m™š

= 4. Another way of putting this is: a higher

∆mu
m™š

∆mu
m™š

∆mu
m™š

: the higher its value, the

is plotted versus n for

∆mu
m™š

=2

results in a wider “essential bandwidth” of

the modulation-product lobe20. Therefore, in order to not let the modulation products from the first
lobe span a high bandwidth and create significant in-band distortion, this ratio has to be restricted.
Consequently, for a given fin, the maximum frequency deviation, ∆𝑓a , has to be carefully chosen
to have a sufficiently small value, which when exceeded will result in high in-band distortion.
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Fig. 4.13. Plot of 𝐽H Üm uÝ (in dB) versus 𝑛 for two different values of Ü m uÝ; the higher the
™š

latter’s value, the slower the fall in the value of the Bessel function w.r.t. 𝑛.
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™š

A good heuristic is that the first modulation product lobe contains relatively strong components (which defines its
essential bandwidth) in the frequency range spanning 𝑓£ ± ∆𝑓a (which is exactly the range of frequencies spanned by
the PFM encoder output); the second lobe in the range 𝑓£ ± 2∆𝑓a and so on. In general that for the kth lobe will be:
𝑓£ ± 𝑘∆𝑓a .
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However, the amplitude of the signal component is proportional to ∆𝑓a and needs to be sufficiently
large to overcome the random noise level in the system (thermal, flicker etc.) by a suitable margin.
This trade-off between in-band distortion power and that of the signal component informs the
choice of the maximum frequency deviation for a given input signal bandwidth.
The first lobe (k = 1) is the most critical one as it is the closest one to the baseband.
Therefore, in the following discussion, we assume k = 1. If f0 >> fin, the modulation products that
fall in the signal band have negligible amplitudes; the signal band thus practically only consists of
the signal component at fin, without any of its harmonics. Such a practically-distortion-free signal
band then allows demodulation with a low-pass filter that can reject the out-of-band highfrequency modulation products.
The PFM output with rectangular pulses, expressed in (4.5), can be thought of as one
obtained by passing the impulse-form output in (4.6) through a filter that converts an input impulse
into a pulse of fixed width, TPW. Such a filter has an impulse response given by ℎ 𝑡 = 𝑟𝑒𝑐𝑡(
N
l

^
T¹o

−

) and presents a low-pass sinc transfer function21 given by: 𝐻 𝑓 = 𝑇U» 𝑠𝑖𝑛𝑐(𝜋𝑓𝑇U» )𝑒 M¿§mT¹o ,

which provides spectral nulls at integer multiples of 1/TPW. Therefore, a non-zero pulse width gives
a low-pass filtering effect that can be used to limit the bandwidth of the output spectrum. The
higher the pulse width, TPW, the better the attenuation at high frequencies. However, TPW has to be
kept smaller than the minimum time between two consecutive output pulses.

21

This explains the sinc terms in (4.5).
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A comparison with conventional frequency modulation (FM) [63] is now in order. Like
PFM, the output spectrum of an FM signal also contains an infinite number of modulation
products. However, unlike PFM, it does not contain a component in the signal band; in fact, all the
modulation products together represent the desired signal in FM, whereas in PFM they are
undesired. In the latter, we thus focus on getting the baseband component and on rejecting all the
modulation components. Demodulation in PFM thus only requires low pass filtering unlike in FM,
where a discriminator is needed [63]. It is worth noticing that the voltage signal at the VCO output
in Fig. 4.11 is frequency modulated, whereas that at the E2P output is pulse frequency modulated.
We conclude this section by noting the equivalence of PFM encoding with that found in an
important biological system—the brain. In PFM, analog information modulates the repetition rate
of a unipolar pulse train; the latter’s average then represents the encoded information and can be
obtained by low-pass filtering. This form of encoding is used by the brain for communication in
the nervous system [19]: Neural spikes encode analog information in their repetition rate; the
response of a synapse to a nerve impulse input has low-pass charactersitics necessary for
demodulation [19]. Given that natural selection has forced biological systems to evolve to optimal
states vis-à-vis certain criteria22 [19], there is an added motivation for us to consider this form of
encoding.
2.

Phase-domain model: In order to connect the VCO-based PFM encoder with VCO-based

DT ADCs, we consider the phase-domain model of the PFM encoder. A general bandpass signal
can be represented by a function of the form

22

These criteria could be coding efficiency, robustness, distortion etc. [19].
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𝑥 𝑡 = 𝑎(𝑡) cos (𝜔` 𝑡 + 𝜃(𝑡))

(4.8)

where 𝑎(𝑡) is the time function for the amplitude, 𝜔ß is a constant, and 𝜃 𝑡 is the excess phase of
the signal. Assume that 𝑎 𝑡 is constant and equal to 𝑎J . Using these assumptions and (4.8), the
general VCO output can then be expressed as23:
𝑥 𝑡 = 𝑎J cos (𝜔` 𝑡 + 𝜃(𝑡))

(4.9)

We define the term inside the bracket, (𝜔` 𝑡 + 𝜃(𝑡)), as the complete phase, 𝜙(𝑡), of the VCO
output. The instantaneous angular frequency, 𝜔G , of the VCO output is then defined as the
derivative of the complete phase; i.e. 𝜔G =

ˆá(^)
ˆ^

. Notice that this angular frequency of the VCO

output is a function of continuous time because the phase, 𝜙(𝑡), is also one. Therefore, by
extension, we can also consider the frequency of the PFM output as a function of continuous time,
and (4.3) will be valid.
Conversely, we can express the output phase using the instantaneous angular frequency as
^

𝜙 𝑡 =
M×

𝜔G 𝑟 𝑑𝑟

(4.10)

As described in the previous section, the instantaneous angular frequency of the VCO is related to
its applied input, 𝑣GH . It can be expressed as
𝜔G 𝑡 = 2𝜋[𝑓` + 𝐾œh± 𝑣GH (𝑡)]

23

(4.11)

For the sake of this analysis, we consider a VCO that has a sinusoidal output, without loss of generality and without
affecting the equation for the phase signal below. The binary signal can be obtained by passing the sinusoidal signal
through a zero-crossing detector.
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From (4.10) and (4.11) we get
^

𝜙 𝑡 = 2𝜋
M×

𝑓` + 𝐾œh± 𝑣GH 𝑟

𝑑𝑟

(4.12)

^

𝜙 𝑡 = 𝜑£ + 2𝜋

£

𝑓` + 𝐾œh± 𝑣GH 𝑟

𝑑𝑟

(4.13)

where 𝜑£ is the initial value of the phase, 𝜙, of the VCO output, at time t = 0. Assuming it is 0 for
simplicity, we can say that, the phase of the VCO output represents the integral of the scaled (by
2𝜋𝐾œh± ) version of the input signal with an offset equal to 2𝜋𝑓` .
For an example test tone input (not shown) the PFM encoder output (amplified by 10× for
better visibility) is shown in Fig. 4.14. The VCO output phase signal from (4.13) normalized to 2π
is also plotted24. Note that this signal is not explicitly observed anywhere in the system. It is
implicit and can only be interpreted through the number of oscillations completed by the VCO
output: every oscillation of the VCO output represents a phase change of 2𝜋 (
a phase change of 𝜋 corresponds to half an oscillation (

á
l§

á
l§

increases by 1);

increases by 0.5); and so on. If the phase

signal were quantized along the phase axis with a quantization step of 𝜋, the quantized signal,
𝜙Ÿ /2𝜋, would have a waveform shown in Fig. 4.14. We next observe that the pulses at the PFM
encoder output, shown in Fig. 4.14, occur exactly at the instants where the quantized phase signal,
𝜙Ÿ /2𝜋, makes a step transition. We can then model the PFM encoder as a system that takes an
analog input, implicitly generates the phase signal of (4.13), quantizes it with a step of 𝜋, and then
converts the quantized signal into a stream of fixed-width pulses, with the timing of the pulses

24

Thanks to the offset 2𝜋𝑓` , this signal increases in a monotonic fashion, as can be seen in Fig. 4.14.
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Fig. 4.14. Example waveforms to demonstrate the phase-domain model of the PFM encoder.
The encoder output is amplified by 10× for better visibility.

coinciding with that of the transition of quantized phase signal. The latter can be obtained by
passing the quantized phase signal through a Δ block (similar to that used to model the CT ADC
in Chap. 3) that converts every transition in the quantized signal to a pulse of fixed width. It thus
has properties similar to a differentiator. The complete model is shown in Fig. 4.15. Comparing it
with the model in Fig. 3.6, developed for the CT ADC in Chap. 3, we observe that the PFM encoder
can, in principle, be derived from the CT ADC in Chap. 3, by scaling its input, 𝑣GH , by 2𝜋𝐾œh±
and by applying a DC offset equal to 2𝜋𝑓` at its input.

2"*+
2"#$%& '()

,-

,

∫

Δ

PFM output

Fig. 4.15. The PFM encoder is modeled as one that integrates the input signal with an offset to
generate the phase signal of (4.13), then quantizes this signal, and produces a pulse at every
step of the quantized signal. The latter operation is achieved through the Δ block.
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3.

Connection with DT VCO ADCs: Having developed a phase-domain model for the VCO-

based PFM encoder, we can now easily relate it to DT VCO-based ADCs. The latter, too, have all
the blocks shown in the model in Fig. 4.15 and in addition, have a sampler. In fact, in Ref. [64], it
was shown that a DT VCO ADC can be modeled as a cascade of a PFM encoder and a sampler
(Fig. 4.16). Therefore, the CT VCO ADC we have proposed in this section can be thought of as
the system one gets by removing the sampler from the DT VCO ADC model25.

4.3.3 Simulation Results
The system in Fig. 4.10(a) was simulated in MATLAB using behavioral code. Similar to
case with the PWM encoder, input signals with frequency, fin, in the range [200 Hz, 4 kHz] and
with amplitude in the range [-1, 1] were considered, and the zero-input oscillation frequency of the
VCO, fc, was set to 10 kHz. The VCO output frequency range needs to be set such that the
modulation products in the output spectrum that fall inside the signal band (i.e. < 4 kHz) have

2"*+
2"#$%& '()

*.

∫

,-

,

Δ

ADC
output

PFM Encoder
Fig. 4.16. A DT VCO ADC can be modeled as a cascade of a PFM encoder and a clocked
sampler.
3

25

Note the symmetry of this line of thought with that for LCS CT ADCs: An LCS CT ADC is what one gets by
removing the sampler from a general DT ADC (leaving only the quantizer) [1].
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negligible magnitudes. For these simulations, the VCO output frequency range was [9 kHz, 11
kHz] (KVCO = 1 kHz/V; ∆𝑓a = 1 kHz).
1.

Spectral characteristics: The PFM-based system has spectral properties described in Sec.

4.3.2. These are similar to that of the VCO-based PWM encoder discussed in Sec. 4.2. Fig. 4.17
shows the ADC output spectrum for the PFM scheme for a full-scale single-tone input at 200 Hz
for two cases of the ADC output: (a) one with a rectangular pulse with width, TPW = 40 µs (Fig.
4.17(a)); and (b) one with a small pulse width, thereby approximating the pulse to an impulse of
finite strength26 (Fig. 4.17(b)). In both cases, the output spectrum consists of the signal component
and modulation products at 𝑚𝑓£ ± 𝑛𝑓GH (𝑚, 𝑛 ∈ 𝐼, 𝑓£ = 𝑁a_G ×𝑓` = 20 kHz), but they roll off at
high frequencies in case (a) and remain strong in case (b). This is due to the low-pass sinc
magnitude response of having a pulse of non-zero pulse width described in Sec. 4.3.2.
Similar to the VCO-based PWM encoder, there are no distortion components in the signal
bandwidth. A high in-band SER is achieved, limited only by noise. The out-of-band components
can be rejected using a low-pass filter. Like the multi-phase VCO-based PWM encoder in Fig. 4.6,
Nphi phases of the VCO can be considered in the PFM encoder too, so as to push the modulation
products to even higher frequencies (integer multiples of Nphi×fc) [54]. For these simulations,
however, we consider only two phases (i.e. rising and falling edges). For a two-tone input, with
the two tones at 200 Hz and 2 kHz, the ADC output spectrum shows no significant distortion
components in the 4 kHz bandwidth, just like the case with the PWM encoder (in-band spectrum

26

The exact strength of the impulse is immaterial as the magnitude spectrum is normalized to its value at DC.
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Fig. 4.17. Spectra of the PFM-encoded output for a single-tone input at 200 Hz with the output
(a) in impulse-form and (b) with TPW = 40 µs.

is identical to that in Fig. 4.8). Finally, we note that, similar to the VCO-based PWM encoder, the
PFM encoder, too, suffers from aliasing; a spectrum depicting this for the VCO-based PWM
encoder was shown in Fig. 4.7.
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2.

Example CT DSP: The transversal structure of an FIR CT DSP can be directly interfaced

with the VCO-based PFM encoder. The frequency response and in-band output spectrum is similar
to that shown in Fig. 4.8 for the VCO-based PWM encoder in Fig. 4.3(b)-(c). The practical
considerations of interfacing the VCO-based PFM encoder with an FIR CT DSP are discussed in
Sec. 4.3.4.
3.

Output token rate (NTPS) and granularity (TGRAN): Every pulse at the output of the PFM

encoder represents an output token (one pulse is one token). This is in contrast to the PWM
encoder, where every pulse edge is considered a token (one pulse is then two tokens). This is
because in PWM the analog information is encoded in the width of the pulses, and therefore, every
pulse edge, being central to signal representation, has to be precisely preserved. In PFM, on the
other hand, the analog signal is encoded in the density of the fixed-width pulses. Therefore, only
rising (or only falling) edges of the encoder output need to be preserved; once a rising (falling)
edge triggers the delay line in the DSP, an appropriate pulse width can be ensured at the output of
the delay cells, without necessitating the preservation of every falling (rising) edge of the input
pulse along the delay-line.
The NTPS of the VCO-based PFM encoder for a single-tone-input case is independent of
the input frequency and is approximately equal to 𝑓£ = 𝑁a_G ×2𝑓` . This is because a pulse is
produced following every edge of the VCO output (two edges per cycle), and the output has an
average oscillation frequency of fc (cycles per second). The minimum inter-sample time between
encoder output pulses, TGRAN, occurs when the VCO output frequency is at its highest (pulses have
the highest density), and is equal to 1/(𝑓£ + ∆𝑓a ). Since we consider a single phase of the VCO
output, Nphi = 1; also, fc = 10 kHz and 𝑓£ + ∆𝑓a = 11 kHz. This results in an NTPS of 2×10 kS/s =
20 kS/s, and TGRAN = 45 µs.
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Parameter

LCS system (8-bit)

VCO PWM
system

VCO PFM system

NTPS

102.4 kS/s−2 MS/s (200 Hz to
4 kHz)

40 kS/s

20 kS/s

TGRAN

300 ns

50 µs

45 µs

PDelay-line

P1

P1/434 to P1/8500

P1/868 to P1/17000

PAdder

P2

P2/2.5 to P2/50

P2/5 to P2 /100

DSP delay-line area (ADelay-line)

A

A/85

A/85

In-band quantizaton distortion?

Yes

No

No

DSP power
(PDSP)

Table 4.2. Comparison of the VCO-based PFM encoder system with an 8-bit LCS CT
ADC/DSP system and the VCO-based PWM encoder system for identical CT DSP
specifications.

The PFM-encoder-based CT ADC/DSP system is compared against the PWM-encoderbased one from Sec. 4.2 and with an 8-bit LCS CT ADC/DSP system in Table 4.2, for identical
input characteristics and CT DSP specifications. Since comparison between PWM and LCS was
made in Sec. 4.2 and the benefits of PWM over LCS were already highlighted there, here we focus
on a comparison between PFM and PWM. Neither of the latter two will ideally produce any
significant in-band distortion in the spectrum of their respective encoded outputs. The SNDR will
thus be limited by the random noise produced by the encoders. As can be seen in Table 4.2,
compared to the PWM encoder, the PFM encoder will achieve a 2× reduction in the NTPS, with
about the same TGRAN. Based on this and (1.1)-(1.2), we conclude that, thanks to the reduction of
NTPS, a PFM encoder can potentially lower the power dissipation of the subsequent CT DSP by
2× compared to what it would be if a PWM encoder were used. Just as before, in these
comparisons, we assume that the energy/token and chip area of the delay cell in the CT DSP remain
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independent of the delay value [25]. The area of the delay-line would be similar in the two. The
improvements over LCS are thus sustained even in the case of a PFM encoder.

4.3.4 Practical Considerations
The VCO-related nonidealities like its nonlinearity, phase noise, and drift are common to
both the PWM encoder and the PFM encoder. They have been discussed in Sec. 4.2.3 and will not
be discussed here as their effect on the PFM encoder is similar. We instead consider the practical
considerations from the point of view of an integrated implementation of a VCO-based CT
ADC/DSP/DAC system.
PFM results in a unipolar encoding of the analog input. This makes delaying the 1-bit CT
digital output of the encoder along an asynchronous digital delay-line of the subsequent CT DSP
relatively easy. Any mismatch in the delay cells of the delay-line only affects the filter transfer
function implemented by the CT DSP and does not create any distortion products in the signal
band. This is in contrast to the PWM encoder discussed in Sec. 4.2, which is quite sensitive to
mismatch in the parallel delay-lines. The PFM output is 1-bit CT-digital-encoded, making
multiplication in the CT DSP simple, as it will be implemented using pass-gates. In order to
maximize energy efficiency, addition can then be implemented in the analog domain using an
ON/OFF current source with the current value set based on the multiplication coefficient [10]
(more on this in the next chapter). The high-frequency components in the output spectrum of the
ADC need to be rejected using a post-filter. Such a filter can be a part of the CT DSP or also can
be placed after the CT DAC. We conclude that PFM retains most of the benefits of the PWM
encoder, while, unlike the latter, being inherently more robust to mismatch.
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The need for an anti-aliasing filter, unlike in LCS, in the VCO-based PFM (or PWM)
encoder can incur a significant power dissipation penalty. Besides, unlike LCS, the PFM (or PWM)
encoder is not event driven and produces output samples even for a zero input. This results in a
waste of energy for encoding and processing even when the input is absent. Therefore, the choice
of the PFM encoder over LCS needs to be made by carefully considering the application at hand.
For low-power applications that deal with burst-like input signals with long periods of inactivity,
LCS may continue to be the better choice27. PFM can instead be considered for applications that
involve signals with high degree of activity and where anti-aliasing constraints are not too tight.
For instance, consider the case of feedforward equalization (FFE) in wireline systems [65].
High data-rate signals undergo frequency-dependent (usually low-pass) attenuation over a wire. In
some cases, this loss is corrected at the receiver end using an FFE, implemented using a FIR28
filter, before a 1/0 decision about the received symbol is made. In such an application, an antialiasing filter is not necessary as the wireline channel acts as one [65]. Besides, given the high
activity of the signals involved, the system not being event-driven is not necessarily a show-stopper
for the application. The only important target is to equalize the channel loss with a high energy
efficiency. This makes the proposed system appropriate for the application.

27

After all, all comparisons made in this chapter have been for tone-based inputs, which do not help make the case of
LCS.
28

The coefficients of the FIR taps are defined by the desired impulse response of the filter. The latter is chosen such
that the convolution of the impulse response of the channel and that of the filter is the delta function.
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4.3.5 Conclusions
VCO-based PFM encoding has the following distinct advantages over existing LCS-based CT
DSP systems:
•

It allows 1-bit CT digital encoding and can significantly lower the NTPS and relax the
TGRAN; this can lower the power dissipation and chip area of the CT DSP drastically;

•

Superior spectral qualities: the in-band spectrum contains much lower distortion
components than that in LCS; and

•

If the VCO is implemented using a VCRO, the entire system is composed of inverters,
digital delays, flip flops and combinational logic circuits, making it highly digital and
technology scaling friendly.

The above advantages are obtained at the expense of aliasing. Besides, the encoder is also not
event driven. We have seen that this can be a non-issue in some applications.

4.4

Chapter Summary
In this chapter, we studied two different modes of CT A/D conversion using VCOs. The

study revealed that a VCO-based PFM encoder can potentially achieve a drastic reduction in the
power dissipation and chip area of a CT ADC/DSP/DAC system compared to existing LCS-based
ones. We thus consider an integrated implementation of a CT ADC/DSP/DAC system using a
VCO-based PFM encoder in the next chapter. We will use the benefits of the latter, to achieve an
energy efficiency that is significantly better than existing LCS-based systems.
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Chapter 5
A Delay-Based CT ADC/DSP/DAC System
5.1

Introduction
Much of the work in this thesis is based on the contention that while CT DSP has great

potential, it is severely constrained in its energy efficiency due to the preceding CT A/D encoder.
As discussed in Chap. 1, much of the prior work in CT DSP systems is based on LCS encoders,
which show an exponential worsening of CT DSP constraints—NTPS and TGRAN—as encoder
resolution increases. Consequently, once the CT encoder is fixed, there are very few options other
than brute-force parallelization [10] left to the designer to optimize the CT DSP. This has restricted
prior CT DSP work to either low resolution [10] or low bandwidth [3]. While the energy-efficient
encoder proposed in Chap. 3 addresses this issue by adopting a novel 2-bit modulation scheme,
increasing the input bandwidth it can handle (currently 40 MHz) while retaining its resolution (57 bits) is not trivial.
This motivates the need for the VCO-based PFM encoder proposed in the previous chapter.
This encoder promises (a) a significant reduction in NTPS and a relaxation of TGRAN, and as a result,
lower CT DSP power; (b) superior in-band spectral properties; and (c) a highly-digital
implementation with affinity to scaling and amenability to a low-supply implementation. While
such an encoder does suffer from aliasing and is not event driven, applications exist where these
are not issues. For instance, feed-forward equalization in wireline receivers, where antialiasing
filters are not required and the system input is rather active, was discussed in the previous chapter.

In this chapter, we aim to demonstrate the principle of VCO-based PFM encoding and its
associated advantages vis-à-vis CT DSP. We thus describe the implementation of an integrated
CT ADC/DSP/DAC system based on VCO-based PFM encoding. The principle is general, and the
chosen specifications (see below) are for proof-of-concept. In the process, we will show how such
a system can achieve an order-of-magnitude improvement over existing state-of-the-art CT DSP
systems [10] and be on par with state-of-the-art DT DSP systems.

5.2

Top-level Architecture
Fig. 5.1 shows the top-level architecture of the proposed system. It consists of a VCO-

based PFM encoder—the CT ADC in the system—that converts an analog input signal into a train
of fixed-width 1-bit CT digital pulses, whose repetition rate—or frequency—varies in proportion

CT ADC output

Analog
voltage IN

TAP0

PFM
Encoder

c0

MDAC

IMDAC,0

!
c1

TAP1

MDAC

IMDAC,1

TAPN-1

!
cN-1

MDAC

IMDAC,N-1

!
cN

TAPN

MDAC

IMDAC,N

Analog current
OUT

Fig. 5.1. Top-level architecture of the PFM-encoder-based CT ADC/DSP/DAC system. The
PFM encoder produces a 1-bit pulse train at its output, and the CT DSP delays it along a tapped
delay line composed of asynchronous delays (labelled 𝜏). The multiplying DAC (MDAC)
multiplies the pulses at each tap output with a coefficient ci and outputs a proportional current.
The output currents of all MDACs are summed by shorting their outputs together and
connecting to a low-impedance node.
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to the analog input amplitude: the higher the amplitude, the higher the frequency and vice versa.
This pulse train, which constitutes the CT ADC output, is then fed into an FIR CT DSP. A typical
FIR CT DSP consists of a delay line, implemented as a cascade of asynchronous digital delays
(block represented by 𝜏, the tap delay, in Fig. 5.1); coefficient multipliers; and an adder. In a
general CT ADC/DSP/DAC system (see, for example, Fig. 1.2), the adder output is then fed to a
CT DAC, which generates a CT analog output.
In our system, thanks to the 1-bit encoding, the coefficient multiplier at each FIR tap is
implemented as a simple pass gate and combined with a DAC to form a multiplying DAC (MDAC
in Fig. 5.1), similar to that in Ref. [10]. The DAC at each tap outputs a current proportional to the
multiplier output, which is the set filter tap coefficient. The output nodes of all DACs are shorted
to perform addition in the current domain, thereby generating a current output, which is then taken
off-chip29. The system thus has a CT analog voltage input and a CT analog current output.
All the blocks in the system in Fig. 5.1 other than the PFM encoder present straightforward
design choices, drawn from considerable work in the past [3], [10], [16]. In Chap. 4, we saw one
possibility of implementing the PFM encoder: a VCO followed by an edge-to-pulse converter. In
this chapter, we will consider a different possibility—one that will interface better with the
following CT DSP. Before that, however, we will discuss the choice of the tap delay, 𝜏, in the DSP
delay line, as it will inform the design choices for the PFM encoder.

29

Bringing current-mode output off-chip is easier than doing the same with a voltage-mode output due to pad parasitics
etc.

131

5.2.1 Choice of Tap Delay, 𝝉
The CT DSP serves two filtering functions: (a) To implement the desired transfer function
for in-band signals (e.g. low-pass, band-pass etc.) and (b) to reject the strong out-of-band
modulation products that result due to PFM (discussed in Chap. 4). A single composite filter
transfer function is then synthesized by co-designing to achieve both the desired filtering functions.
The first step in such design is the choice of tap delay, 𝜏, in the CT DSP. Once 𝜏 is chosen, the
desired filter coefficients can be obtained using the fdatool in MATLAB.
Let us consider a PFM encoder with a zero-input pulse repetition frequency of f0 and a
maximum frequency deviation Δfp (see Chap. 4 for definitions). Let the input signal bandwidth
be fBW. A representative spectrum of a PFM-encoded signal is shown in Fig. 5.2. It shows outof-band modulation product lobes centered at kf0 (k ∈ I); each lobe has strong components in the

DSP transfer function

0 fin
Signal
band

fBW

f0
First lobe

2f0
Second lobe

Sinc transfer function

3f0

f

Third lobe

Out-of-band modulation products

Fig. 5.2. The out-of-band modulation products are rejected using a combination of the CT DSP
transfer function and the sinc transfer function created by using a non-zero pulse width for the
PFM output.
132

bandwidth 𝑘𝑓£ ± 𝑘∆𝑓a . The first lobe (k = 1) is the most critical one, as it is the closest to the
baseband (marked with fBW in Fig. 5.2). The CT DSP can reject this lobe if its composite transfer
function has a stop-band30 placed between 𝑓£ ± ∆𝑓a . Such a transfer function is shown in Fig.
5.2. Since the transfer function of the FIR filter repeats every 1/ 𝜏, it is clear from Fig. 5.2 that
for the stopband to be centered around 𝑓£ , we would need 𝑓£ =
𝜏=

1
2𝑓£

N
lƒ

, or

(5.1)

The repetition of the FIR transfer function every 1/ 𝜏 results in rejection of the modulation products
centered in the filter stopbands, i.e. 𝑓£ , 3𝑓£ , 5𝑓£ , …; those centered in the filter passbands, i.e. 2𝑓£ ,
4𝑓£ , 6𝑓£ , … are not rejected. The latter can be rejected as follows. Recall from Sec. 4.3.2 that a
non-zero pulse width, TPW, in the PFM output pulses results in a sinc shaping of the output
spectrum for an impulse-form output. Such a sinc filter has spectral nulls at integer multiples of
1/TPW. If the pulse widths of the PFM pulses are made equal to 𝜏 (i.e. TPW = 𝜏), these nulls will fall
at 1/ 𝜏, 2/ 𝜏, 3/ 𝜏, …, or from (5.1) at 2𝑓£ , 4𝑓£ , 6𝑓£ , …, as shown in Fig. 5.2. Therefore, by satisfying
(5.1) and by choosing PFM pulses to have widths equal to 𝜏, we can reject most of the out-of-band
modulation products to a good extent.
Process, voltage, and temperature (PVT) variations will result in corresponding
static/dynamic variations in the tap delay, 𝜏, in an integrated implementation. The center
frequencies of the filter-transfer-function stopbands and the spectral nulls in the sinc filter are

30

Note that this stopband falls outside the signal bandwidth, fBW.
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proportional to 1/𝜏. Both of them will thus track variations in 𝜏. The modulation products centered
at kf0 (k ∈ I), however, need not necessarily track them. They will do so only if f0 is derived using
the same tap delay, 𝜏. We will discuss this next.

5.2.2 PFM Encoder Architecture
The PFM encoder can be implemented using a VCO followed by an edge-to-pulse
converter as described in the previous chapter. However, in such a case, f0 will not track variations
in the tap delay, 𝜏. For that the PFM encoder needs to be implemented using the same (or a very
similar) tap delay as in the delay line. We will present such a scheme now.
The tap delay, 𝜏, is typically [24], [25] implemented using a voltage-controlled
asynchronous digital delay, which, as shown in Fig. 5.3, takes an input CT digital pulse and

VIN
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Output

TD
Trigger

!" #$% = ' #$% =

(
#$%

)
Output

VB

TD

VIN

Fig. 5.3. The asynchronous digital delay cell; example time waveforms; and its 𝑇S (𝑉¯B )
characteristic. When input equals 𝑉¢ , the delay of the cell is 𝜏.
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produces a similar output pulse after a delay 𝑇S . This delay can be tuned using the voltage control
terminal, 𝑉¯B . Typically, 𝑇S is inversely proportional to 𝑉¯B :
𝑇S 𝑉¯B =

𝛽
𝑉¯B

(5.2)

where 𝛽 is a constant.
A corresponding plot is shown in Fig. 5.3. When 𝑉¯B = 𝑉¢ , the nominal delay 𝜏 is obtained; such a
delay is used in the delay line in the CT DSP.
In order to use this same delay in the PFM encoder, we need to make a VCO using it. Fig.
5.4(a) shows an implementation where two such asynchronous digital delays (D1 and D2) are
connected in feedback to implement a PFM encoder (the CT DSP is also shown for reference).
The voltage control terminals of the delay cells in the DSP delay line are connected to 𝑉¢ , thereby
resulting in a delay of 𝜏. Those of the delay cells in the encoder are connected to 𝑉¢ + 𝑣GH (𝑡),
where 𝑣GH (∈ [-A, A]) is the analog input that is to be encoded. The thus-formed PFM encoder does
not produce a pulse train by default; it needs to be triggered by an external START launch pulse
applied to D1 (see Fig. 5.4(b)). Let 𝑣GH be 0 for now, so that the control terminal of the cells in the
encoder are at 𝑉¢ , resulting in their delay being 𝑇S 𝑉¢ = 𝜏. The initial START pulse triggers cell
D1, which produces a pulse at its output, 𝑉N , after a delay31 of 𝜏. This new pulse then triggers cell
D2, and the latter, in turn, generates another pulse at its output, 𝑉l after a delay of 𝜏. The pulse at

31

The width of this pulse is immaterial at this stage, provided it is sufficiently large to ensure that the subsequent cell
is triggered. The rising edge is what matters to us. This edge then needs to be converted into a pulse of width 𝜏, and
we will consider a way to implement that in detail later.
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𝑉l triggers back D1 and the cycle repeats. Therefore, the initial START pulse circulates in the loop
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Fig. 5.4. (a) A PFM encoder made out of two asynchronous digital delays identical to the
ones in the following CT DSP (also shown); and (b) example waveforms at the PFM
encoder terminals following a START signal trigger.
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formed by the two delay cells, and a unipolar pulse train is produced at the output node, 𝑉l , which
also forms the encoder output (see Fig. 5.4(b)). This output is then fed to the delay line in the DSP.
From the input of D1 to the output of D2, every pulse undergoes a delay of two cells:
2𝑇S 𝑉¢ = 2𝜏, resulting in a 2𝜏 spacing in between the pulses at output V2. This results in a zero
input (since 𝑣GH = 0) pulse repetition frequency at output V2 given by (using (5.2))
𝑓£ =

1
1
𝑉¢
=
=
2𝜏 2𝑇S 𝑉¢
2𝛽

(5.3)

This relation between f0 and 𝜏 is mandated by (5.1) to ensure the out-of-band modulation products
can be satisfactorily rejected by the DSP transfer function.
When an input is applied (i.e. 𝑣GH ≠ 0), the pulses at output V2 are separated in time by
2𝑇S 𝑉¢ + 𝑣GH (𝑡) , and the corresponding output pulse frequency will be:
𝑓©Í^ 𝑡 =

1
2𝑇S 𝑉¢ + 𝑣GH (𝑡)

(5.4)

Using (5.2) and (5.3), we can then write
𝑓©Í^ 𝑡 =

𝑉¢ + 𝑣GH (𝑡)
𝑣GH (𝑡)
= 𝑓£ +
2𝛽
2𝛽

(5.5)

We can now see that the two-delay encoder in Fig. 5.4(a) will convert an input analog signal into
a train of unipolar CT digital pulses, whose frequency/repetition-rate will vary in linear proportion
(with an offset) to the input through the relation given by (5.5)32. Therefore, it will be a PFM

32

Note how an inverse relation between TD and VIN results in a linear relation between fout and vin (ignoring the offset
in (5.5)).
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encoder. Comparing (5.5) with (4.3), we also see that the modulator gain is 𝐾œh± =
maximum frequency deviation is ∆𝑓a =

A
lì

N
lì

and the

, where A is the input amplitude.

We note the following features about the composite system in Fig. 5.4(a):
•

The system, in principle, can be designed using a single delay line composed of a cascade

of identical33 voltage-controlled asynchronous digital delay units: the first two of these are
connected in feedback and have their control terminal at 𝑉¢ + 𝑣GH (𝑡), thereby forming the PFM
encoder; the remaining cells are biased at 𝑉¢ , and form the tap delays in the CT DSP. Due to the
event-driven nature of the delay cell, even two such cells connected in a feedback loop can
oscillate: every input trigger to the delay cell will result in an output pulse, which will then circulate
in the delay-cell loop forever and produce an oscillatory output waveform (see Fig. 5.4(b)). An
odd number (≥ 3) is not necessary as in ring oscillators, which need to satisfy the Barkhausen
criterion to generate sustained oscillations. In fact, even a single such cell when connected in a
similar feedback loop can oscillate. We choose two cells in order satisfy (5.1).
•

As the PFM encoder is composed of digital delays, it falls in the class of delay-based ADCs

[66]. The proposed encoder, however, is unique in that its output is CT digital with no sampling
in time, unlike other delay-based ADCs [66]. Besides, the notion of using a single digital delay
cell to make both the ADC and the DSP delay line promises to simplify the design of the system.
•

As 𝜏 varies with PVT variations, 𝑓£ will now track it due to the identical delay cells in the

ADC and the DSP delay line (and from (5.1)). Therefore, out-of-band modulation products that

33

The delay cells in the ADC can be (and, as we shall see, will be) slightly different from those in the delay line; the
important thing is for them to be similar enough so that they track each other with PVT variations.
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Fig. 5.5. Parallelized version of the PFM-encoder-based CT ADC/DSP/DAC system from Fig.
5.4(a).

result due to the PFM encoding (see example spectrum in Fig. 5.2) also track such variations. We
have already discussed how the stopbands of the CT DSP and the nulls of the sinc filter (both of
which attenuate the out-of-band modulation products) also track variations in 𝜏. Therefore, the
rejection of the out-of-band modulation products that result due to the PFM encoding will be robust
to PVT variations.
•

In Fig. 5.4(a), every delay cell is either in delay mode or in reset mode. In the encoder,

when cell D1 delays, D2 is in reset mode and vice versa. The reset operation in one cell, say D1
(D2), needs to be completed before the other cell, D2 (D1), finishes the delay operation and triggers
the former, i.e. D1 (D2). Therefore, the amount of time allotted to the reset operation has to be less
than or equal to the delay of one cell. In some cases, which we will see later in the chapter, this is
not sufficient, especially with PVT variations. To allow for a greater reset duration, parallelization
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can then be adopted: the delay line (ADC+DSP) in the system in Fig. 5.4 is duplicated to create
the system shown in Fig. 5.5. Four cells, instead of two, now implement the PFM encoder; a START
pulse launched at the input of cell D1 is circulated in a loop of delay cells following the sequence:
D1→D2→D3→D4→ (back to) D1 and so on. Now the reset duration is increased to the delay of three
cells and leaves a sufficient margin. The DSP now has two delay lines, as shown in Fig. 5.5. The
pulse rate at the input to each DSP delay line is half, and the minimum time between any two
consecutive input pulses is twice, that of what it would be in the case of the system in Fig. 5.4(a)
with a single delay line. The tap outputs in the two DSP delay lines in Fig. 5.5 are combined in the
MDAC to form a single tap output, equivalent to what it would be in the system in Fig. 5.4(a).
Such parallelization ensures robustness at the cost of doubling the area and the static power and
an increased sensitivity to mismatch between the two parallel paths. Note that the dynamic power
dissipation remains the same as, while the delay lines are doubled, the input event rate of each of
them is halved compared to that in the single-path system and the energy per event is constant. We
will discuss these issues later in the chapter.
We conclude this section by noting an important point. We have made a deliberate attempt
to have identical delay units in the PFM encoder and the DSP delay line to ensure that the delay
units track each other across PVT variations. This in turn will guarantee that the rejection of outof-band modulation products in the output spectrum is robust to PVT variations. However, the
design choice we make is not necessary to ensure the latter. It could be possible to have a PFM
encoder made out of delay units that are not similar to those in the DSP delay line, provided each
of the delay units can be calibrated to ensure robustness to PVT variations. The choice we make
is thus one of the many possibilities and is certainly not restrictive.
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5.3

Integrated Implementation

Now that the top-level architecture has been established, we will go into the details of the
integrated implementation.

5.3.1 Specifications and Targets
Our goal is to demonstrate the advantages of the PFM-encoder-based CT ADC/DSP/DAC
processor system. To do that we choose the following specifications:
•

Input: Bandwidth, 𝑓¢» = 600 MHz; Amplitude, A = 0.2 V (VDD = 1.2 V)

•

>30 dB in-band CT ADC SNDR (ENOB: 5-6 bits)

•

16-tap ( 𝑁^Kab = 16) FIR filter with 7-bit programmable filter coefficients

The system will be designed with a 1.2 V supply in ST’s 28 nm FDSOI technology. The processor
will take a CT analog input voltage signal and produce a CT analog current signal at the output
(Figs. 5.4(a) and 5.5). Its number of taps can be programmed by setting the unused tap coefficients
to zero. Asynchronous design necessitates calibration circuitry to calibrate the tap delays and other
system parameters (discussed later) in order to ensure the desired performance across PVT
variations. The system will include an on-chip automatic calibration set up to achieve this. While
FDSOI allows the use of the back-bias of the transistor to reduce the threshold, we will try to avoid
using it so that the back-bias voltage does not have to be generated separately on chip. Wherever
possible, we will connect the back gate of all PMOS transistors to ground and that of all NMOS
transistors to the supply voltage.
The above specifications can be appropriate for applications like feedforward equalization
in wireline receivers [65] (data rates up to 1.2 Gb/s, for the listed specifications), where SNDR
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requirements are modest, but high energy efficiency (power/data-rate/tap) is critical. We do not
intend to restrict the proposed processor to this application, but we will try to maximize its energy
efficiency so that it can be considered for it in the future.
Power estimation
For this section, we consider the system in Fig. 5.4(a), while noting that the analysis that
follows also applies to the system in Fig. 5.5.
The power dissipation of the system can be written as:
𝑃XgX = 𝑃ASh + 𝑃SYZK[M\GHY + 𝑃²SAh

(5.6)

The proposed system consists of two major blocks: the delay cell (which defines the power
dissipation of the ADC and the DSP delay line) and the MDAC. While both of these blocks
dissipate static power, as we will see, their dynamic power consumption is relatively much larger.
Therefore, they can be considered to be event driven, dissipating a certain energy per input event.
Overall, given the fairly active nature of the input and the event-driven nature of these individual
blocks, the total dynamic power dissipation of the system will be much larger than its static
counterpart. Therefore, in this analysis, we will only consider the former.
Let the energy/event of the delay cell be 𝐸Sh (assumed independent of the delay value for
reasons discussed in Chap. 3 [25]) and that of the MDAC be 𝐸²SAh . We know that the input to
each of these blocks is the encoder output, whose event rate34 goes from 𝑓£ − ∆𝑓a to 𝑓£ + ∆𝑓a , with

34

One event is one pulse.
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an average rate of 𝑓£ . The power dissipation of each unit block can then be calculated as a product
of its energy/event and the average input event rate. Eq. (5.6) can then be written as:
𝑃XgX = (𝑁Sh,ASh ×𝐸Sh ×𝑓£ ) + (𝑁Sh,S\ ×𝐸Sh ×𝑓£ ) + (𝑁²SAh ×𝐸²SAh ×𝑓£ )

(5.7)

where 𝑁Sh,ASh and 𝑁Sh,S\ are the number of delay cells in the ADC and the delay line respectively,
and 𝑁²SAh is the number of MDACs in the system. But,
𝑁Sh,S\ = 𝑁^Kab − 1; 𝑁²SAh = 𝑁^Kab

(5.8)

Substituting this in (5.7) and simplifying, we get,
𝑃XgX =

𝑁Sh,ASh + 𝑁^Kab − 1 ×𝐸Sh + 𝑁^Kab ×𝐸²SAh ×𝑓£

(5.9)

Since, 𝑁Sh,ASh ≪ 𝑁^Kab , 𝑁Sh,ASh + 𝑁^Kab − 1 ≈ 𝑁TAUX . Eq. (5.9) then becomes
𝑃XgX ≈ 𝑁^Kab ×(𝐸Sh + 𝐸²SAh )×𝑓£

(5.10)

The system power dissipation per tap is then given as
𝑃XgX
= (𝐸Sh + 𝐸²SAh )×𝑓£
𝑁^Kab

(5.11)

Dividing both sides by 2×𝑓¢» , the equivalent Nyquist sampling frequency for this clockless
encoder, we then get the energy per tap:
𝑃XgX
𝑓£
= (𝐸Sh + 𝐸²SAh )×
2𝑓¢» ×𝑁^Kab
2𝑓¢»
m
lmno

(5.12)

can be thought of as an oversampling ratio, OSR. Once the OSR, 𝐸Sh , and 𝐸²SAh are known,

the power dissipation of the system can be reasonably predicted for a given bandwidth and 𝑁^Kab .
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For example, if OSR = 4, and 𝐸Sh = 𝐸²SAh = 20 fJ/event (both reasonable numbers), the system
will consume 160 fJ/tap from (5.12). When (5.12) is normalized with 2ÄB±¢ , we get the figure of
merit (FOM) used to compare CT DSP systems (also given in (3.10)) [10]:
𝐹𝑂𝑀SXU =

𝑃XgX
𝑓£
1
=
(𝐸
+
𝐸
)×
×
Sh
²SAh
2ÄB±¢ ×2𝑓¢» ×𝑁^Kab
2𝑓¢» 2ÄB±¢

(5.13)

The lower the FOM the better. For the numbers given above and a targeted ENOB of 6 bits, the
FOM for the proposed system will be 2.5 fJ/conversion-step/tap. This would be 12× better than
the state-of-the-art CT DSP system in Ref. [10]. Note that this analysis is true for the parallelized
system in Fig. 5.5 as well since doubling the delay line halves the throughput to each path, keeping
the dynamic power dissipation the same.

5.3.2 Delay Cell Design for Delay Line
Operation
The delay cell used in the delay line implements the (constant) tap delay 𝜏 shown in Fig.
5.5. Its architecture is based on the one described in Chap. 3 with some modifications and is shown
in Fig. 5.6(a) (sizing of the transistors is given in Table 5.1). The delay cell can be in two stable
states: delay or reset. These states are held by the NOR SR latch made of gates N0 and N1.
Transistor MC implements a MOS capacitor between the supply, VDD, and the node VC. Its
capacitance in addition to the parasitic capacitances at node VC define the net charging capacitance
of the delay cell. Let this capacitance be C1.
During reset, the output Q of the SR latch is 0. The switch made of PMOS transistor M1 is
thus on. There is thus a direct path for the drain current, IB, of transistor M0 to flow from VDD. This
is in contrast to prior work [10], [25] and the delay cell described in Chap. 3, where such a direct
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current path does not exist and all static current is eliminated during reset. We avoid this in order
to obviate the need to turn M0 on/off in a short period of time, especially considering that the delay
is already in the ps range. This current, IB, of transistor M0 is set through a current-mirror biasing
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Fig. 5.6. (a) Architecture of the delay cell used in the delay line; and (b) time waveforms
depicting operation.
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Transistor
M0
M1
M2
M3
M4

Width, W (nm)
366
97
80
1000
400

Length, L (nm)
90
30
30
30
30

M5
M6
MC

400
366
980×6

30
30
30

Table 5.1. Sizes of transistors in the delay cell used in the delay line, shown in Fig. 5.6(a).

scheme35 which generates the bias voltage, VB, of M0, and is implemented using transistors M0a
and M6a (the need for M6 will be discussed later).
The voltage at node VC at this point in the reset phase also forms its initial condition and is
given by
𝑉h (0M ) = 𝑉SS − 𝐼¢ 𝑅bð

(5.14)

where 𝑅bð is the on resistance of the transistor M1. This quantity is marked in the waveforms in
Fig. 5.6(b). VC being close to VDD turns off PMOS M3. During this reset state, 𝑄 is 1, thereby
turning on M2 and pulling its drain and, consequently, the delay cell output, OUT, to 0.
When a pulse appears at the TRIGGER input of the cell, it sets the SR latch so that now Q
becomes 1 (𝑄 becomes 0), and M1-2 turn off. The current in the transistor M0 now starts charging

35

The delay of the cell is calibrated by adjusting the bias current, IB, through a 6-bit current DAC, as we will see later.
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the capacitance at node VC, C1. As a result, VC starts falling as shown in Fig. 5.6(b). When it drops
to the threshold voltage, VTH, M3 turns on, charging its drain towards VDD and, following a short
delay due to inverters I0-1, making the cell output, OUT, 1. This cell output is connected to the
TRIGGER terminal of the next delay cell, and by becoming 1, it triggers the latter out of reset and
into delay mode. After a short delay due to inverters I2-3, it also resets the SR latch, so that Q goes
back to 0 (𝑄 becomes 1) and M1-2 turn back on. The buffered output of I3, TAPOUT, represents the
tap delay output, which is fed onto the MDAC (see Fig. 5.5)36. The capacitor is now discharged so
that VC goes to the value given by (5.14), M3 turns off, and the cell output goes back to 0, thereby
creating a pulse as shown in Fig. 5.6(b). The cell is now in reset mode. The output pulse is ensured
to have enough width so that the next delay cell is triggered before the current one goes to reset
mode.
An external active-low reset, applied to the gate of M4, can be used to force the cell (through
the SR latch) into reset mode. The reset pins of all delay cells are shorted together, and connected
to an active-low global reset pin. The global reset can then force all cells into reset mode during
the initial set up. Similarly, an active-low external trigger, applied to the gate of M5, can be used
to force a cell (through the SR latch) into the delay mode. This external trigger is useful during
calibration when a test trigger is to be applied to the delay line.

36

The delay cell in Fig. 5.6(a) thus has two different outputs: OUT, which triggers the next delay cell, and its buffered
version, TAPOUT, which goes to the MDAC. However, in Fig. 5.5 (and also Fig. 5.4(a)), the delay cell in the DSP delay
line is shown to have a single output that connects to both the next delay cell and the MDAC. This is done to avoid
clutter in the system diagram.
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The total delay, 𝜏, of the cell from the rising edge of the input pulse to that of the output
pulse (see Fig. 5.6) is given by:
𝜏 = 𝑇h + 𝑇@

(5.15)

where 𝑇h is the delay due to the charging of the capacitor and 𝑇@ is the total propagation delay of
the digital blocks given by
𝑇@ = 𝑇N + 𝑇l

(5.16)

where 𝑇N is the propagation delay in the SR latch, from the time of the input pulse’s rising edge to
the time the capacitor-charging operation starts; and 𝑇l is the total propagation delay in the
inverters I0-1, from the time VC crosses the threshold VTH to the time OUT becomes 1 (both are
marked in Fig. 5.6(b)). Typically, TR is about 40 ps. 𝑇h is the time taken to charge the capacitor
from 𝑉h (0M ) to 𝑉T¬ with current IB in transistor M0. It can be expressed as
𝑇h =

𝐶N (𝑉h 0M − 𝑉T¬ )
𝐼¢

(5.17)

Substituting for 𝑉h 0M from (5.14) we can write:
𝑇h =

𝐶N (𝑉SS − 𝑉T¬ )
− 𝑅bð 𝐶N
𝐼¢

(5.18)

𝐶N (𝑉SS − 𝑉T¬ )
+ 𝑇@XT
𝐼¢

(5.19)

Substituting this in (5.15) we get
𝜏=
where
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𝑇@XT = 𝑇@ − 𝑅bð 𝐶N

(5.20)

defines the net reset delay. Eq. (5.19) gives the expression for the nominal delay 𝜏 of the delay
cell, which will implement the tap delay in the delay line in the system in Fig. 5.5. The factor
𝑅bð 𝐶N in (5.20) cancels the propagation delay in the digital blocks, 𝑇@ , to some extent, so that the
net delay in (5.19) primarily depends only on the first term.
Simulation Results
We choose an f0 = 4.2 GHz (OSR=3.5). From (5.1), the required nominal tap delay will
then be 𝜏 = 119 ps. It can be achieved with the presented delay cell with a 5 fF capacitor
(implemented using the MOS capacitor MC), 𝐼¢ = 13 µA, and (𝑉SS − 𝑉T¬ ) = 0.3 V. Table 5.2 lists
the performance numbers for the delay cell. The static power dissipation in the reset phase on
account of not turning off M0 is 16 µW. The total active power dissipation varies from 33 µW to
57 µW, as the time spacing between input tokens, Tin, goes from 850 ps to 320 ps. The cell
dissipates 20 fJ/token. Local variations result in a 2𝜎 delay variation of 15% of the nominal delay.
The RMS value of the delay jitter is 0.6% of the nominal delay.

Parameter
Nominal delay, 𝜏
Energy/token, EDC
Delay mismatch (2𝜎)
RMS delay jitter (1𝜎)
Static power
Average active power for
input tokens spaced by:

Value
119 ps
20 fJ
15% of 𝜏
0.6% of 𝜏
16 µW
320 ps

57 µW

480 ps

43 µW

850 ps

33 µW

Table 5.2. Performance summary of the asynchronous digital delay cell in the delay line.
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Fig. 5.7. Architecture of the delay cell used in the ADC.

5.3.3 Delay Cell Design for the ADC
The delay cell used in the ADC is shown in Fig. 5.7 (transistor sizes are given in Table
5.3). It is identical to the one in the delay line, shown in Fig. 5.6(a), with only two differences: (a)
the diode-connected NMOS M6 in the latter is replaced with a programmable degeneration resistor,
Rs; and (b) in addition to the bias voltage, VB, which sets the bias current, IB, the analog input, 𝑣GH ,
is also applied through ac coupling, resulting in a net analog voltage of 𝑉¢ + 𝑣GH at the gate of M0,
as shown in Fig. 5.7. AC coupling is one way of applying the input 𝑣GH to the ADC. Other
possibilities, like DC coupling the input with a DC correction feedback loop, exist and may, in
fact, be suitable for certain applications. The proposed principle is general and can be integrated
well with such schemes. However, for our purpose of demonstrating the principle, we choose AC
coupling without loss of generality. The OUT terminal of the cell is connected to the TRIGGER
terminal of the next delay cell in the ADC. The buffered signal ADCOUT is connected to the input
of the delay line in the DSP. The external trigger input, extTRIG, similar to the one in delay cell in
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Transistor
M0
M1
M2
M3
M4
M5
MC
RDAC unit resistance (2.44 kΩ)

Width, W (nm)
366
97
80
1000
400
400
980×6
200

Length, L (nm)
90
30
30
30
30
30
30
400

Table 5.3. Sizes of transistors in the delay cell used in the ADC, shown in Fig. 5.7.

the DSP delay line, can be used to force the cell into delay mode. This signal is used to provide
the START signal to the ADC (as shown in Fig. 5.4(b)) to start the conversion process. To do this,
the extTRIG pin in one of the delay cells in the ADC (e.g. D1 in the systems shown in Figs. 5.4(a)
and 5.5) is connected to an external START signal. In all other cells this trigger pin is connected to
VDD.
Transistor M0 together with Rs converts the applied input voltage, 𝑉¢ + 𝑣GH , at its gate, into
a proportional current at its drain given by
𝐼S£ = 𝐼¢ (1 + 𝑓 𝑣GH )

(5.21)

where the function 𝑓 𝑣GH defines the V-to-I conversion characteristic. This current will be the
charging current of the capacitor C1 in the delay cell. As the input 𝑣GH varies around the bias value
𝑉¢ , so does the drain current of M0, ID0, around its bias value, IB. The degeneration resistor, 𝑅X ,
helps improve the V-to-I conversion linearity and, as we will see, to control the maximum
frequency deviation. It is implemented as an unsilicided poly resistor. If the V-to-I relationship is
perfectly linear,
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𝑓 𝑣GH =

𝐺J
𝑣
𝐼¢ GH

(5.22)

where 𝐺J , the transconductance, is constant.
The analysis for finding the delay of this cell is similar to that for the one in the delay line
with one difference: Whereas the charging current for the delay cell in the delay line is a constant,
IB, for the cell in the ADC it will be ID0, which is not constant, but a function of the input given by
(5.21). Eq. (5.14), which defines the initial condition on node VC, can then be modified as
𝑉h (0M ) = 𝑉SS − 𝐼S£ (0M )𝑅bð

(5.23)

where 𝐼S£ 0M is the value of the drain current of M0 at the start of the delay phase. Eqs. (5.15)(5.16), which define the different components (TC and TR) of the total delay in the cell in the delay
line, apply to the delay cell in Fig. 5.7 as well.
If the input signal has a period (e.g. 100 ns for a 10 MHz input) that is much larger than TC
(e.g. 119 ps), it will not change much over a time duration of TC and can be assumed constant.
Then the drain current, 𝐼S£ , of M0 will also not change much over this duration and can be assumed
to be constant and equal to its value at the start of the delay phase, 𝐼S£ (0M ). The time, TC, taken to
charge the capacitor at node VC from 𝑉h (0M ) to 𝑉T¬ in this cell can then be obtained by analogy to
(5.18) as
𝑇h =

𝐶N (𝑉SS − 𝑉T¬ )
− 𝑅bð 𝐶N
𝐼S£

(5.24)

The total delay of the cell, from (5.15), will then be
𝑇S = 𝑇h + 𝑇@ =

𝐶N (𝑉SS − 𝑉T¬ )
− 𝑅bð 𝐶N + 𝑇@
𝐼S£
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(5.25)

where 𝑇@ is the net delay in the digital logic blocks in the cell, and was defined in (5.16). Eq. (5.25)
can then be written as
𝑇S =

𝐶N (𝑉SS − 𝑉T¬ )
+ 𝑇@XT
𝐼S£

(5.26)

where, the net reset delay, is expressed in (5.20). Notice the similarity between (5.19) and (5.26).
To find the expression for TD in terms of 𝑣GH , we next substitute in (5.26) the expression
for ID0 in terms of 𝑣GH from (5.21) and get
𝑇S 𝑉¢ + 𝑣GH =

𝐶N (𝑉SS − 𝑉T¬ )
+ 𝑇@XT
𝐼¢ (1 + 𝑓 𝑣GH )

(5.27)

Therefore, the total delay of the cell, 𝑇S 𝑉¢ + 𝑣GH , is composed of two components: one that is
dependent on the input 𝑣GH , and the other, the reset delay, 𝑇@XT , which is independent of the
input. For a zero input, i.e. 𝑣GH = 0, 𝑓 𝑣GH = 0, and the resulting delay will be (from (5.27))
𝑇S 𝑉¢ =

𝐶N (𝑉SS − 𝑉T¬ )
+ 𝑇@XT = 𝜏
𝐼¢

(5.28)

which equals the nominal tap delay of the delay cell in the delay line, 𝜏, from (5.19) and (5.28).
Now that we know the delay of an individual cell used in the ADC, we can find an
expression for the output pulse repetition rate, 𝑓©Í^ 𝑡 , of the ADC, using (5.28) in (5.4), as
𝑓©Í^ 𝑡 =

1
1
1
=
2𝑇S 𝑉¢ + 𝑣GH (𝑡)
2 𝐶N (𝑉SS − 𝑉T¬ )
+ 𝑇@XT
𝐼¢ (1 + 𝑓 𝑣GH )

(5.29)

Using (5.28), (5.29) can be simplified as
𝑓©Í^ 𝑡 =

1 1 + 𝑓 𝑣GH
2 𝜏 + 𝑇@XT 𝑓 𝑣GH
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(5.30)

For a zero input (𝑣GH = 0, 𝑓 𝑣GH = 0), the output pulse repetition frequency, f0, will be (from
(5.30))
𝑓£ =

1
2𝜏

(5.31)

which matches the expression for f0 in (5.3). After some mathematical manipulation, (5.30) can be
simplified to
𝑓©Í^ 𝑡 = 𝑓£

1 + 𝑓 𝑣GH (𝑡)
1 + 𝛿𝑓 𝑣GH (𝑡)

(5.32)

where
𝛿=

𝑇@XT
𝜏

(5.33)

is the ratio of the reset delay to that of the total delay for a zero input, 𝜏, given by (5.28).
Two different cases can now be considered.
Case I: If 𝑇@XT = 0, 𝛿 = 0, and (5.32) simplifies to
𝑓©Í^ 𝑡 = 𝑓£ 1 + 𝑓(𝑣GH (𝑡))

(5.34)

If the V-to-I relationship of (5.21) in is perfectly linear, from (5.22), we can write,
𝑓©Í^ 𝑡 = 𝑓£ 1 +

𝐺J
𝑣 (𝑡)
𝐼¢ GH

(5.35)

Comparing this expression for the output pulse repetition frequency with the general one from
(4.3), we conclude that the maximum frequency deviation of this encoder is proportional to the
transconductance efficiency,

?¥
¯n

, and is given by ∆𝑓a = 𝑓£
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?¥
¯n

𝐴, where A is the input amplitude.

For the chosen value of f0 = 4.2 GHz (OSR=3.5), we choose a maximum frequency
deviation of ∆𝑓a = 1.3 GHz. As discussed in Sec. 5.3.2, the zero-input delay is 𝜏 = 119 ps and can
be achieved with the same parameter values as chosen in Sec. 5.3.2 for the delay cell in the delay
line. For an input amplitude of A = 0.2 V, the desired maximum frequency deviation can be
obtained by setting

?¥
¯n

= 1.6, or 𝐺J =

Û¥
NRÛ¥ @ž

= 21 µS, where 𝑔J£ is the transconductance of

transistor M0. The output pulse repetition frequency then goes from 2.9 GHz to 5.5 GHz, with an
average value of 4.2 GHz. The resulting minimum time between two consecutive output pulses,
TGRAN, is 180 ps for the single-path system in Fig. 5.4, and 360 ps for the parallelized two-path one
in Fig. 5.5. A 6-bit LCS system for the same specifications would have resulted in a TGRAN of 10
ps, which would clearly be significantly worse (by 18× or 36×) than the proposed system. 𝑅X is
nominally set to 37 kΩ. It is implemented using a 4-bit R-string DAC (RDAC) to allow
programmability and calibration.
Case II: If 𝑇@XT ≠ 0, 𝛿 ≠ 0, and we go back to (5.32). We surmise by observing this equation that
a “right” choice of the value of 𝛿 can help cancel some of the non-linearity created by 𝑓 𝑣GH . We
thus aim to determine this specific value of 𝛿. Achieving this using transistor-level simulations of
the ADC can be quite cumbersome and slow. An analytical approach can instead be used to quickly
grasp the effect of 𝛿 on the output distortion. We do this now.
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Any non-linearity in the V-to-I characteristic, modeled through 𝑓(𝑣GH ), will result in a nonlinear 𝑓©Í^ -𝑣GH relationship in (5.32) and will cause in-band distortion in the output spectrum. To
estimate the latter, 𝑓(𝑣GH ) was modeled as a third-order polynomial37:
𝑓 𝑣GH = 𝑎𝑣GH + 𝑏𝑣GH l + 𝑐𝑣GH ô

(5.36)

The coefficients of this polynomial depend on the drop across the resistor 𝑅X , 𝑉@b —the higher the
drop, the lesser the effect of the nonlinearity38. The coefficients were found using the V-to-I
characteristic of (5.21) obtained from transistor-level simulations. Eq. (5.32) was then simplified
as follows.
Let 𝑓 ≡ 𝑓 𝑣GH . We first expand (5.32) using the Taylor expansion of

N
NRöm

and, assuming

that 𝛿𝑓 ≪1, keep only the first three terms in the expansion. The resulting expression is
𝑓©Í^ = 𝑓£ 1 + 𝑓 1 − 𝛿𝑓 + 𝛿𝑓

l

− (𝛿𝑓)ô

(5.37)

Substituting (5.36) into (5.37) and simplifying the resulting expression to the third order we get
𝑓©Í^ = 𝑓£ 1 + 𝑑𝑣GH + 𝑒𝑣GH l + 𝑔𝑣GH ô

(5.38)

𝑑 =𝑎 1−𝛿

(5.39)

where

37

Note that 𝑓 𝑣GH is unit-less (see 5.20).

38

In order to restrict the effect of this non-linearity, VRs has to be controlled, especially across PVT. This is done
through a calibration scheme described later in the chapter.
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(5.40)

𝑒 = (1 − 𝛿)(𝑏 − 𝛿𝑎l )

(5.41)

𝑔 = 𝑐 1 − 𝛿 − 2𝛿𝑎𝑏 + 2𝛿 l 𝑎𝑏 + 𝛿 l 𝑎ô − 𝛿 ô 𝑎ô

We thus started with a non-linear V-to-I characteristic for the source-degenerated transistor M0 in
the delay cell and modeled it using (5.36). We then used transistor-level simulations to obtain the
coefficients a, b, and c in this model. Using these coefficients and the analytical expressions in
(5.39)-(5.41), the coefficients—d, e, and g—for the model of the output pulse repetition frequency
as a function of 𝑣GH , given by (5.38), can be obtained for a given 𝛿. Using these coefficients, which
will be functions of 𝛿, the HD2 and HD3 can be estimated for single-tone inputs. The latter will
also be functions of 𝛿, and are plotted in Fig. 5.8, along with the resulting Total Harmonic
Distortion (THD). As can be seen, there are is a non-zero value of 𝛿 that minimizes HD2 and
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Fig. 5.8. Plot of HD2, HD3, and THD versus 𝛿.
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0.35

0.4

another (distinct) one that minimizes HD3. THD is minimized when HD2 is minimized, i.e. the
second harmonic is cancelled; the THD is then limited by HD3.
It is impossible to perfectly cancel the second harmonic across PVT variations. Instead we
observe that if 𝛿 < 0.1—i.e. the reset delay, 𝑇@XT , is less than 10% of the total zero-input delay,
𝜏—the THD is guaranteed to be better than −40 dB. In such a case, noise, and not the distortion
due to these non-idealities, will limit the SNDR. We design to achieve this goal. For a zero-input
delay of 𝜏 = 119 ps, this requires 𝑇@XT < 12 ps, which is quite challenging. Recall from (5.20) that,
𝑇@XT = 𝑇@ − 𝑅bð 𝐶N , and 𝑇@ , the total propagation delay in the digital gates in the delay cell, can
be close to 40 ps. Fortunately, the 𝑅bð 𝐶N term cancels 𝑇@ to some extent, thereby lowering 𝑇@XT .
The resistance, 𝑅bð , of the PMOS switch M1 can be adjusted to ensure that the resulting 𝑇@XT
guarantees 𝛿 < 0.1. Once again, perfect cancellation cannot be guaranteed across PVT. Instead, we
set the resistance to an appropriate value that guarantees the desired SNDR, and verify through
simulations that it is so across local and global variations. We will see these simulation results
later.
Unfortunately, during reset, the capacitance at node VC in the delay cell discharges through
the on resistance 𝑅bð of M1, with a first-order settling response, with settling time proportional to
𝑅bð 𝐶N . Increasing 𝑅bð to cancel 𝑇@ (from (5.20)) also increases this settling time necessary for a
complete reset. This is why the top-level system architecture adopted is that of the parallel one in
Fig. 5.5, as it allows extra reset time margins that will ensure robustness and also a guarantee that
the desired SNDR will be maintained in the face of nonlinearities of the kind discussed above.
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Simulation Results
For the delay cell in the DSP delay line (Fig. 5.6), the linearity of V-to-I conversion is not
important. Therefore, unlike the delay cell in the ADC (Fig. 5.7) there is no resistor Rs at the source
of its current source transistor, M0. Removal of Rs from the delay line cell saves area and also the
wiring complexity of the 4-bit control of the R-string DAC that implements Rs. The latter’s
replacement in the delay cell in the DSP delay line is the diode-connected transistor M6 (Fig. 5.6),
which helps to keep the drain voltage of M0 in the delay line cell close to what it will be in the
ADC delay cell (Fig. 5.7). This minimizes the VDS, and hence, current, mismatch between the two
cells, resulting in their delays matching very well. Simulations show less than 1 ps mismatch in
the nominal delay (that for zero input) between the two types of cells across PVT variations.
The plot of the cell delay, TD, versus 𝑣GH + 𝑉¢ is shown in Fig. 5.9, confirming the inverse
relationship defined in (5.2). Table 5.4 lists the performance numbers of the delay cell used in the
ADC. They are very similar to those of the delay cell designed for the delay line, listed in Table
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Fig. 5.9. Plot of delay of the asynchronous delay cell in the ADC versus input voltage, 𝑣GH +
𝑉¢ .
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Parameter
Delay range
Energy/token, EDC
Delay mismatch (2𝜎)
RMS delay jitter (1𝜎)
Static power
Average active power for
input tokens spaced by:

Value
82 ps – 212 ps
20 fJ
9% of 𝜏
0.5% of 𝜏
16 µW
320 ps

57 µW

480 ps

43 µW

850 ps

33 µW

Table 5.4. Performance summary of the asynchronous digital delay cell in the ADC.

5.2. The only difference is that local variations result in a 2𝜎 delay variation of 9% of the nominal
delay and the RMS delay jitter value is slightly lower (0.5% of 𝜏).

5.3.4 MDAC Design
The MDAC performs the function of coefficient multiplication. As shown in Fig. 5.10(a),
at each tap i in the CT DSP, there is a 7-bit current-mode MDAC, which, when triggered by a
pulse from the delay line tap output, produces an output current corresponding to the tap
coefficient, ci, for the duration of the pulse. There are 16 taps, and hence, 16 coefficients and 16
MDACs. The exact value of the current is not important. Instead, the ratio of the currents output
at different taps in the CT DSP are important for accuracy. Positive coefficients are implemented
using an NMOS DAC (NDAC) and negative ones are implemented using a PMOS DAC (PDAC);
the 7th bit defines the sign (i.e. whether or not the NDAC/PDAC is on). The sum of the absolute
values of all coefficients is proportional to the DAC full-scale current, IFS. In our design, we choose
IFS = 64 µA. Then, ILSB = 1 µA.
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Fig. 5.10. (a) The switch driver for MDACi is made of an SR latch, which is set by TAPi and
reset by TAPi+1; its resulting output, Qi, then controls the switches of the 7-bit current DAC. (b)
For the two-path delay line structure, each MDACi has two SR-latches, whose outputs are
combined using an OR gate to generate the final control output Qi.

As discussed in Sec. 5.2, we wish to make the duration of the output current pulse equal to
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the tap delay, 𝜏, in order to present a sinc filter to reject the out-of-band modulation products in
the ADC output spectrum (see Fig. 5.2). We do this using the tap delay as shown in Fig. 5.10(a).
The MDAC at each tap consists of an SR-latch-based switch driver. The stream of pulses produced
by the PFM CT ADC moves along the delay line in the CT DSP (see Fig. 5.5). When a pulse
arrives at TAPi (see Fig. 5.10(a)), it sets the SR latch of the corresponding MDACi, resulting in its
output Qi becoming 1. When the same pulse passes through the following delay cell in the delay
line and arrives after a delay of 𝜏 at TAPi+1, it resets the SR latch of MDACi (and sets the one in
MDACi+1), thereby making Qi go to 0 (and making Qi+1, the output of the SR latch in MDACi+1, go
to 1). The resulting pulse on Qi thus has a duration of 𝜏. When Qi is 1, the current DAC
draws/supplies (depending on the sign of the coefficient) a current, IMDAC,i, set by the coefficient,
ci, from/into a low-impedance output node. Since there are two parallel delay line paths in the toplevel system, shown in Fig. 5.5, we use two different SR latches (one for the tap on each path) at
each tap and combine the Q outputs of the two SR latches using an OR gate, before connecting it
to the switches in the current DAC39, as shown in 5.10(b).
The PDAC/NDAC at each tap is implemented using a current-mode architecture shown in
Fig. 5.11 (transistor sizes are given in Table 5.5). It is similar to the architecture in Ref. [10]. As
shown in Fig. 5.11, a 6-bit coefficient code, b0-5, defines the output current, IDACP/IDACN, of a binaryweighted DAC, which is copied to transistor M0 using a current mirror. A pulse on Qi turns on
transistor Msw, thereby producing an equal current, IOUT, that flows into/from the low-impedance
output node, normally held at the common-mode voltage, VCM (equal to 0.6 V, half the supply

39

While we could, in principle, use two different DACs for a given tap (one for each path), we choose a single common
DAC in order to avoid mismatch issues.
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Fig. 5.11. Current-mode (a) NMOS DAC (NDAC) and (b) PMOS DAC (PDAC), 6-bit each,
together implement a 7-bit DAC. Both DACs can never be on at the same time.

voltage, VDD). When Qi is 0, Msw is off, and MD shorts the source of M0 to VCM, thereby ensuring
that the VDS of M0 is 0 and IOUT is zero. The 7th bit, b6, determines if the PDAC/NDAC is on and,
hence, the sign of the output current. Bypass capacitors, Cbyp, on the bias nodes are implemented
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Parameter
Wcs
Wn, Wswn
Wp
Wswp

Value (nm)
300
120
750
150

WD

80

Lcs
Lp , Ln

90
30

Table 5.5. Values for width and length parameters for the current DACs shown in Fig. 5.11.

using MOS capacitors. This architecture is preferred over the current-steering architecture to
minimize the effect of charge injection in the steering switches of the latter into the output node.
We will now compute the energy/token, EMDAC, of the DAC by considering its static and
dynamic power dissipation. When all the 16 MDACs are taken together, the total worst-case static
power dissipation will depend on the sum of the absolute values of all coefficient currents. This
sum is proportional to the DAC full-scale current, IFS, and can be expressed as 𝛼IFS, where 𝛼 ≤ 16
is a proportionality factor. The total worst-case static power dissipation will then equal VDD×𝛼IFS
= 1.2×𝛼64 µA ≈ 𝛼77 µW. The digital portion in each MDAC, on the other hand, consumes, 17
fJ/token. For an average token rate of 4.2 GS/s, the 16 MDACs will together, from (5.7), have an
average digital power of 16×17 fJ×4.2 GS/s = 1.14 mW. For small values of 𝛼, the dynamic power
dissipation due to the switching of digital logic nodes can thus significantly exceed the static
power; the two are comparable for 𝛼=16. From the total (static plus dynamic) power dissipation,
we then estimate that each MDAC consumes an energy/token, of 18-35 fJ/token for 1≤ 𝛼 ≤16.
Table 5.6 summarizes the performance of the NDAC/PDAC in the system.
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Parameter
Architecture
Resolution (bits)

Value
Current-steering
6

Full-scale current, IFS
LSB current, ILSB
Analog static power

64 µA
1 µA
Code-dependent (1.2 µW-77 µW)

Digital energy/token
Total DAC energy/token

17 fJ
18-35 fJ

Table 5.6. Performance summary of a unit NDAC/PDAC.

5.3.5 Calibration
PVT robustness requires calibration. Two different parameters have to be calibrated to
ensure desired performance:
1. The delay of the delay cells in both the ADC and the delay line needs to be calibrated to ensure
the DSP transfer function and ADC performance is robust to PVT variations.
2. The degeneration resistor in the delay cell used in the ADC needs to be calibrated to ensure the
drop across it, VRs, is not too high to risk transistor M0 in Fig. 5.7 going out of saturation or too
low to increase the non-linearity in the V-to-I conversion in the delay cell in the ADC.
Both calibration loops are implemented on-chip and are automatically executed in a sequential
manner—delay calibration first (Fig. 5.12), followed by calibration of VRs (Fig. 5.13). They require
a clock with a low-frequency of oscillation, 𝑓hø , which can be turned off after calibration is done.
The delay of the delay cells is calibrated by measuring it using a replica delay line of 16 delay cells
connected in a feedback loop and then generating an appropriate calibration code IDAC<0:5> for
a 6-bit current DAC that sets the bias current of the delay cells (in both the ADC and the DSP
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Fig. 5.12. Calibration loop for calibrating the delay of the cells in the delay line.

delay line) (see Fig. 5.12). The drop across the degeneration resistor is calibrated by adjusting the
resistance through a 4-bit R-string DAC (RDAC) present in all the four delay cells in the ADC.
Both calibration schemes are described as follows:
1.

First, an external reset signal resets all delay cells, resetting the codes for both calibration

DACs (RDAC and IDAC) in Figs. 5.12 and 5.13 to all 0s.
2.

Control signal calEN (Fig. 5.12) is then asserted and on the first rising edge of the external

clock following it, the delay calibration loop is started. The delay calibration loop, shown in Fig.
5.12, is similar to the one in Ref. [10].
•

When the delay calibration loop starts, the replica delay line is triggered with a TRIGGER

input pulse generated by the control block in Fig. 5.12. The delay line produces a train of pulses
at its output with a fixed time spacing, 𝑇@¯B? , given by
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𝑇@¯B? = 16×𝑇S + 𝑇\±?¯h

(5.42)

where 𝑇\±?¯h is the propagation delay of the digital logic blocks necessary to complete the
feedback loop in the replica delay line (e.g. a couple of inverters for buffering the feedback path),
and 𝑇S is the average delay of a cell in the delay line.
•

A 10-bit counter counts the number of pulses produced by the replica delay line; a 5-bit

counter counts the number of clock cycles.
•

When the clock cycle counter value reaches a threshold value NCK, the control block asserts

the DONE signal, thereby sampling the value of the 10-bit counter and resetting the delay cells.
Let this sampled value be NRING. The value of NRING is given by
𝑁@¯B? =

𝑇hø 𝑁hø
𝑇@¯B?

(5.43)

where 𝑇hø is the clock period. Substituting (5.42) in this we get,
𝑁@¯B? =

𝑇hø 𝑁hø
16×𝑇S + 𝑇\±?¯h

(5.44)

The sampled NRING value is compared using a digital comparator against a desired value, set
through REF_CODE<0:9>, and if it is lower than it, it would indicate that the delay of the cell is
too large. The 6-bit IDAC code, IDAC<0:5>, is then incremented by 1 (using a 6-bit counter),
thereby increasing the bias current in the delay cell; all other counters are reset and the cycle
repeats. Since the current is increased, the delay in the next iteration will be lower than that in the
current one, and the number of pulses produced by the replica delay line will be higher, resulting
in a higher NRING in the next iteration.
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Fig. 5.13. Calibration loop for calibrating VRs.

•

The above cycle repeats while the measured NRING is lower than the desired value. Once it

becomes greater than or equal to it, it would imply that the delay is close to the desired value. The
output of the 6-bit counter, IDAC<0:5>, which represents the IDAC code, is locked. The delay
calibration is complete. The delay value is calibrated with an error of ±

N
Bùúqû

×100%. A 10-bit

counter is thus chosen to allow a large count on 𝑁@¯B? , and thus, a delay calibration resolution of <
1ps.
3.

Once the delay calibration loop is complete, it asserts a calDONE signal (see Fig. 5.12)

and on the first rising edge of the external clock following it, the VRs calibration loop is started.
This calibration loop is shown in Fig. 5.13.
•

At this point in the calibration scheme, the IDAC code is set, but the RDAC code is all 0s,

resulting in a small degeneration resistance and a rather low value of VRs. This value is compared
against a desired reference voltage, VREF, using an analog comparator. If it is lower than the VREF
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at every clock edge, the comparator output is 1 and the count of a 4-bit counter is incremented by
1. The output of this counter is the RDAC code, RDAC<0:3>.
•

The above cycle repeats and the RDAC code increments at each clock edge and raises VRs

slowly. Eventually the latter exceeds VREF. Once this is done, the comparator output, which is
connected to the EN pin of the counter, stays 0, and is not affected by any subsequent clock edges;
the RDAC code is thus locked. Once the clock completes 16 cycles, counted through the lower
counter in Fig. 5.13, the latter’s Carry output becomes 1. This output is the signal calDONE and
its assertion indicates completion of calibration. This resets the calibration circuit so that they are
turned off thereby saving power.
•

Note that the reference voltage VREF is not required to be precise as VRs itself takes steps of

20 mV, resulting in a similar calibration error, which is fine for the purpose of ensuring linearity
of the V-to-I conversion. In this chip, we keep VREF external for simplicity and flexibility. It can
be easily implemented on-chip in an industrial version.
•

Hysteresis is added to the loop through the analog comparator to avoid unnecessary

oscillation.
In the worst-case, the calibration scheme will take 80 clocks cycles (64 to go through all
the IDAC codes, and 16 to go through all the RDAC codes). Both calibration loops can be sped
up by using binary search algorithm if desired.

5.3.6 System-Level Simulation Results and Comparisons
The system has so far been completely implemented at the schematic level. Here we present
transistor level simulations results.
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ADC results
The ADC, implemented using four delay cells in a loop (see Fig. 5.5), was simulated at the
transistor level. The outputs of the two paths were combined using an OR gate, and the pulse width
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Fig. 5.14. (a) ADC output spectrum obtained from a noiseless transient simulation for a fullscale single-tone input at 100 MHz. (b) SDR vs. iteration number for a Monte-Carlo simulation.
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Fig. 5.15. Plot of in-band SDR and SNDR of the PFM encoder output versus single-tone input
frequency.

of the OR output was set to equal the tap delay 𝜏 in MATLAB. An FFT was then performed using
a Hann window. An example output spectrum for a full-scale single-tone input at 100 MHz,
simulated with no noise, is shown in Fig. 5.14(a). The out-of-band modulation products are, as
expected, centered at integer multiples of f0 = 4.2 GHz. The in-band spectrum consists of second
and third harmonics, with the latter dominating and limiting the in-band (0-600 MHz) SDR to 44
dB. To see the effect of mismatch on this, a Monte-Carlo simulation with 100 iteration runs was
performed. The SDR for each run was then obtained by performing an FFT as mentioned above.
The obtained SDR spread is plotted in Fig. 5.14(b). The SDR is >35 dB in 96% of the runs. Besides,
the calibration scheme described in Sec. 5.3.5. will guarantee robustness to PVT variations.
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Fig. 5.16. Plot of in-band SDR and SNDR of the PFM encoder output versus input amplitude
for a single-tone input at 100 MHz.

The plot of in-band (0-600 MHz) SDR and SNDR of the PFM encoder output versus input
frequency for full-scale single-tone inputs is shown in Fig. 5.15. As can be seen, noise40, and not
distortion due to the non-idealities discussed above, limits the SNDR. The plot of in-band SDR
and SNDR of the encoder output versus input amplitude for a single-tone input at 100 MHz is
shown in Fig. 5.16. Simulations also show that the 1-dB compression point of the ADC lies beyond
its full scale.
Next, a two-tone input with equal-amplitude tones at 450 MHz and 500 MHz was applied,
and the resulting output spectrum (obtained from a simulation with noise) is shown in Fig. 5.17.
The in-band SFDR is 49 dB.

40

Noise in asynchronous digital delay cells has been analyzed in detail in Refs. [70]–[72]; the relation between the
phase noise of a delay line and that of an oscillator made by connecting the delay line in feedback is derived in Ref.
[73].
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Fig. 5.17. ADC output spectrum for a two-tone input with two equal-amplitude tones at 450
MHz and 500 MHz obtained from a transient noise simulation.

The ADC performance is summarized and compared with other prior CT ADCs in Table
5.7. The power dissipation of the ADC is 176 µW. This results in a P/(2×fBW) of 0.15 pJ/sample
and a Walden FOM of 2-4 fJ/conv-step. The improvement over CT ADCs in [3], [9], [10], [42] is
respectively 16×, 940×, 50×, and 2.5×. Its placement in the energy and FOM plots of the
Murmann survey [49] is shown in Fig. 5.18. That the proposed ADC beats the state-of-the-art CT
and DT ADCs shows its promise.
Complete system simulations
To verify the operation of the complete ADC/DSP/DAC system, it was configured to
implement a 16-tap FIR decimation filter: all MDAC currents (tap coefficients) were set to the
full-scale value, IFS (worst case in terms of DAC static power dissipation). The system output
spectrum obtained from a transient noise simulation for a full-scale single-tone input at 100 MHz
is shown in Fig. 5.19. The frequency response of the decimation filter is also shown for reference.
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Fig. 5.18. Placement of the proposed ADC in the (a) energy plot and (b) the Walden FOM plot
of the Murmann survey [49].

Comparing this spectrum with that of the ADC output without filtering in Fig. 5.14 (though for a
noiseless simulation), we notice that the decimation filter attenuates the out-of-band modulation
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Technology
Supply (V)
Input
bandwidth, fBW
Core area
(mm2)
SNDR (dB)
Total power
(µW)
Figure of Merit
(fJ/conv-step)

a

This Work

Weltin-Wu
[9]

Patil [42]

1.2

130 nm
CMOS
1

28 nm UTBB
FDSOI CMOS
0.65

28 nm UTBB
FDSOI CMOS
1.2

10 kHz

2.4 GHz

20 kHz

40 MHz

600 MHz

0.06

0.0036

0.36

0.0032

-

Schell [3]
90 nm
CMOS
1

Kurchuk [10]
65 nm CMOS

a

32-42

a

(Simulations)

33-40 a

58

20.3

47-54

50

2700

2-8

24

176

3769

66

200-850

3-10

2-4

P/(2×fBW) (pJ)

2500

0.56

200

0.3

0.15

Antialiasing
filter required?

No

No

No

No

Yes

SNDR varies with input frequency.

Table 5.7. Comparison of the PFM CT ADC with prior-published CT ADCs.

products by more than 20 dB. The output SNDR is 31.2 dB. The average system power dissipation
is 4 mW: 0.2 mW in the ADC; 1.5 mW in the delay lines; and 2.3 mW in the DACs. In one input
cycle, it goes from 1.9 mW at the trough of the input sinusoid to 6.1 mW at its crest. This is in the
spirit of the PFM encoding scheme where the output pulse frequency goes from its lowest value at
the input trough to its highest value at the input crest. The entire system being composed of eventdriven blocks—delays, MDACs, and digital gates—, the total power dissipation scales in the same
manner.
The system was next configured to implement a 16-tap FIR filter with a high-pass transfer
function, which would be suitable for an equalizer application. A two-tone input with two tones at
50 MHz and 500 MHz was applied to it in a transient simulation. The spectra at the output of the
ADC and that of the complete system along with the filter transfer function are shown in Fig. 5.20.
The ADC output has an in-band SFDR of 50 dB. The system output spectrum shows a 15-dB
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Fig. 5.19. System output spectrum, obtained from a transient noise simulation, for a full-scale
single-tone input at 100 MHz when the DSP is configured to implement a 16-tap decimation
filter; filter frequency response is also shown (dashed).

attenuation of the component at 50 MHz relative to that at 500 MHz, thereby demonstrating the
high-pass nature of the filter transfer function. The average system power dissipation is 3.3 mW.
Comparison with other state-of-the-art processors
Table 5.8 compares the proposed CT ADC/DSP/DAC system with relevant state-of-theart CT DSP, DT DSP, and analog processors. FOMDSP, expressed in (5.13) is used for comparison.
Compared to the processors in Refs. [10], [52], [67], the proposed system achieves an FOMDSP
improvement of 5.3×, 9×, and 2.7× respectively, while being at par with the state-of-the-art DT
DSP in Ref. [68], which will have an FOMDSP of 5 fJ/sample (it is not shown in the table due to its
rather high sampling rate (16 GS/s)). This demonstrates the potential of the proposed system. Of
course, the numbers for the proposed system are only based on simulation results at the schematic
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Fig. 5.20. Spectra obtained from a transient simulation for a two-tone input with two tones at
50 MHz and 500 MHz, and with the DSP configured to implement a 16-tap high-pass transfer
function. (a) ADC output spectrum; and (b) system output spectrum, showing a 15 dB
attenuation of the component at 50 MHz relative to the one at 500 MHz. Filter frequency
response is also shown (dashed).

level. Therefore, they may not be taken to reflect the exact degree of improvement the proposed
system can achieve. Instead, it should serve as an indication of the interesting possibility the

177

Kurchuk [10]

Agarwal [67]

O’hAnnaidh [52]

This Work
(Simulations)

Technology

65 nm CMOS

32 nm CMOS

45 nm CMOS

28 nm UTBB
FDSOI CMOS

Supply (V)

1.2

1

1.1

1.2

DT DSP

Analog FIR

CT mixed-domain
DSP

1.05 GHz

800 MHz

600 MHz

0-45 GS/s

2.1 GS/s

3.2 GHz

4.2 GHz

Core area (mm )
SNDR (dB)

0.073
20.3

0.004
48

0.15
33 (SNR)

33-40

Total power, P (mW)

6.2 mW (average)

24

48

4

# of taps, Ntaps

6

4

16

16

FOMDSP (fJ/sample)
Antialiasing filter
required?

30

15

51

5.6

No

Yes

Yes, but relaxed

Yes

Nature
Input bandwidth, fBW
Average sample rate
2

CT mixed-domain
DSP
2.4 GHz
(0.8 GHz-3.2 GHz)

Table 5.8. Comparison of the proposed CT ADC/DSP/DAC system with relevant state-of-theart CT DSP, DT DSP, and analog processors.

proposed approach presents towards the goal of realizing an energy-efficient CT DSP.

5.4 Conclusions
In this chapter we described the design of a PFM-encoder-based CT ADC/DSP/DAC
system. The resulting system is highly digital, with both the ADC and the DSP delay line
implemented by similar asynchronous digital delay cells. This makes the system highly scalable
with technology and amenable to a low-supply implementation. Simulations demonstrate that the
overall system can achieve a very high energy efficiency that is significantly better than previous
CT DSPs and at par with state-of-the-art DT DSPs.
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Chapter 6
Conclusions
6.1

Thesis Contributions
The primary goal of this thesis was to develop techniques to improve the energy efficiency

of CT DSPs so as to lower their energy-efficiency gap with state-of-the-art DT DSPs. We started
by analyzing the design considerations of a CT ADC/DSP/DAC system in Chap. 1 (depicted in
Fig. 1.9), where it became clear that the CT ADC, or the encoder, considerably impacts the system
energy efficiency in a number of ways. For instance, it defines the number of tokens produced per
second, NTPS, and the minimum intersample time, TGRAN, which determine the CT DSP power
dissipation (see (1.1)). We observed that once the CT encoder is fixed, so are the constraints of the
following CT DSP, and there remain very few options in the designer’s toolbox to improve the
system energy efficiency. Consequently, the central premise around all the developments
presented in this thesis is that for a CT DSP to attain its true potential, significant improvements
are necessary in the preceding CT ADC. An appropriate CT encoder can drastically relax the CT
DSP constraints, and hence, lower its power dissipation and improve its energy efficiency. Besides,
if the ADC is energy efficient, it will also keep its contribution to system power dissipation small.
Taken together, this can significantly lower the power dissipation of the composite CT
ADC/DSP/DAC system and improve its overall energy efficiency. We thus set out to develop CT
ADCs that can achieve this, and the pursuit led us to three principles.

In Chap. 2, an adaptive-resolution technique that achieves superior reconstruction with
simple circuitry was proposed. For a given accuracy requirement, it was shown to drastically lower
the NTPS for some signals, potentially lowering the power dissipation of the subsequent eventdriven blocks (e.g. the CT DSP). In Chap. 3, we presented a 2-bit modulation scheme that allows
an energy-efficient circuit implementation of the modulator and achieves spectral shaping of the
quantization error. The design of the CT DSP that processes the ADC output with high energy
efficiency, thanks to the latter’s unique encoding, was also discussed. The resulting CT ADC/DSP
system was shown to compare favorably with state-of-the-art processors. Finally, in Chap. 4, we
considered CT A/D conversion using VCOs, which led to the CT ADC/DSP system composed
primarily of asynchronous digital delays, presented in Chap. 5. It was shown that the energy
efficiency achieved by the system rivals state-of-the-art DT DSPs. Besides, the highly-digital and
technology-scaling-friendly nature of the resulting system makes it particularly attractive from the
point of view of technology migration. Each principle has its advantages and limitations, and the
right choice will depend on the constraints defined by the targeted application.

6.2

Suggestions for Future Work

Improvements to current work
Fig. 6.1 shows the models of a level-crossing-sampling (LCS) quantizer and the three
proposed encoders: Derivative level-crossing sampling (DLCS) from Chap. 2 (Fig. 2.2(b))41; the
error-shaping modulator from Chap. 3 (Fig. 3.6); and the PFM encoder from Chaps. 4-5 (Fig.

41

The quantizer is shown to have fixed resolution for simplicity; it could as well have been adaptive.
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Fig. 6.1. Connecting the different principles proposed in this thesis through models of (a) an
LCS quantizer; (b) the DLCS quantizer of Chap. 2; (c) the error-shaping modulator of Chap. 3;
and (d) the PFM encoder of Chaps. 4-5.

4.15). We can see that, DLCS is obtained by preceding an LCS quantizer with a differentiator and
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following it by an integrator. The model for the error-shaping modulator can be obtained by
swapping the differentiator and integrator in the model for the DLCS quantizer42: Now, the
integrator precedes the quantizer while the (effective) differentiator follows it. Finally, the model
of the PFM encoder is obtained by adding an offset of 2𝜋fc to the (scaled) input of the error-shaping
modulator from Chap. 3.
It thus clear that, while the work in thesis has made an apparent push away from levelcrossing sampling, it is inherently tied to it: The model of each encoder has an LCS quantizer at
its heart. This point of view can inform future work in such encoders.
Fig. 6.1 depicts how different encoders with unique characteristics can be developed by
placing different blocks around an LCS quantizer. An interesting possibility would be to place a
general transfer function H(s) before the quantizer and its inverse, H-1(s), following it as shown in
Fig. 6.2. For a given set of signal characteristics, H(s) can then be found to optimize a certain
objective function (for example, minimizing NTPS). A multitude of interesting possibilities may
arise.

DLCS
Input

1 Output
!(#)

!(#)

Fig. 6.2. A general CT encoder can be developed by preceding an LCS quantizer with a general
transfer function H(s) and by following it with the inverse of the transfer function.

42

Recall from Sec. 3.3.2 that the ∆ block has properties similar to a differentiator.
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On applications
The error-shaping CT ADC/DSP/DAC system presented in Chap. 3 found an interesting
application in wake-up radios—it only made sense that an event-driven radio have an event-driven
processor in it. The application defined a challenging set of specifications and resulted in the
development of a number of interesting architectures throughout the CT ADC/DSP/DAC system.
Inspired by this, one can set out to find other such suitable applications in the hope of
creating a new generation of system-/block-level architectures. An obvious way of doing this is to
observe discrete-time digital systems and ask the question: What if we removed the clocked
sampler from the system? For instance, an LCS CT ADC can be thought of as the system one gets
by removing the sample and hold block from a DT ADC [1]; it was shown in Sec. 4.3.2 (Figs.
4.15-4.16) that the PFM encoder is obtained by removing the sampler from a DT VCO ADC43.
One obvious case where this can be considered is a digital phase locked loop (D-PLL). Analog
PLLs have an analog loop filter, which filters the output of the phase-and-frequency (PFD). This
filter typically occupies a large chip area and needs to be off chip. A D-PLL uses a DT digital loop
filter in lieu of it. Since this loop filter requires a DT digital input, a D-PLL has a time-to-digital
converter (TDC) that quantizes the output of the PFD with very fine time resolution; the latter’s
digital output is then fed to the DT loop filter.
It can be observed that the output of a PFD in a PLL is inherently CT digital: it is discrete
in amplitude (binary) and the transitions in the output are not synchronized to a clock but vary in
CT as per the phase error. Therefore, in principle, this PFD output can be processed directly by a

43

In fact, that is exactly how the idea was first conceived.

183

CT DSP, without the need for time quantization44 and without having to face the ensuing spectral
mess that results due to aliasing in DT systems. The resulting PLL will thus have a “time-based”
loop filter that operates in continuous time. Of course, this will require a research effort to find the
right CT DSP architecture that can deliver the desired transfer function while keeping power
dissipation, chip area, and noise low.
Concluding remarks
In concluding this thesis, we make the following observation: A CT DSP can process both
CT and DT digital signals (see Ref. [16]), while a DT DSP can process only DT digital signals.
Therefore, for a given application space, one can envision a single CT DSP, which can handle both
CT and DT digital signals, as against a DT DSP, which restricts the input to being DT digital45—
provided the design costs46 of the two DSPs are comparable and the desired functionality is
delivered by both. At this stage in its development, however, CT DSP does not match up with DT
DSP in terms of functionality and robustness, while it has made significant strides towards
improving its energy efficiency for some functions (e.g. transversal filters) as evidenced at points
in this thesis. This motivates more research in CT DSP to see if such a vision can be a reality. Even
if it turns out to not be so, CT DSP can be used to complement DT DSP in specific cases, thus
making the research worthwhile. Irrespective of the outcome, this author believes that the very

44

DSP in continuous time can be thought of as DSP in discrete time with an infinite sampling frequency.

45

Note that the CT digital output of the CT DSP can be easily converted into DT digital form if necessary; i.e. CT
DSP can complement DT DSP.
46

These design costs include design time, performance metrics (e.g. energy efficiency), robustness etc.
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pursuit of this (initially) baffling signal processing paradigm is bound to lead one to a goldmine of
exciting research ideas. The work presented in this thesis only scratches its surface. The next step
then is to dig deeper.
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