Additional file A3 - Model-based geostatistical procedures

In the 2007 iteration [1] we described an approach to predicting a continuous surface of P.
falciparum endemicity within the defined geographic limits of stable transmission, centred on a
model-based geostatistical framework [2] with model fitting achieved via Bayesian inference and
Markov chain Monte Carlo (MCMC). We based this updated 2010 version on a refined version of
the same underlying architecture. Again, the aim was to generate both a continuous estimated
surface of endemicity and a corresponding categorical surface classifying the stable endemic
world into classes of risk. The classification scheme matched that used in the 2007 version [1],
with areas where PfPR,.19 5%, PfPR,.19 >5-<40% , and PfPR,.19 240% considered at low,
intermediate, and high stable risk respectively, with these thresholds identified previously as
important for disease control decision-making [3]. This document provides a complete

description of the revised model structure and details of its implementation.
A3.1 Overview of the statistical model

Model-based geostatistics (MBG) [2] combines the efficiency of classical geostatistical
interpolation algorithms for spatial prediction [4-6] with the formalisation and flexibility of
generalised linear modelling [7], and allows the application of Bayesian methods of statistical
inference [8,9] for parameter estimation and spatial prediction. Along with providing an extremely
flexible mechanism for building elaborate empirical models, MBG has the principal advantage of
providing a rigorous handling of the uncertainty introduced at different stages in the modelling
process [2]. The output of MBG models is, for each prediction location such as a pixel centroid, a
posterior probability distribution [10] of the target quantity which describes in full the uncertainty
associated with each output prediction.

For each of our eight global regions (see Additional file A2), an MBG model was constructed

in which the underlying value of PfPR,, in 2010, , at each location z; was
modelled as a transformation ¢(-) of a spatiotemporally structured field superimposed with

unstructured (random) variation . The number of P. falciparum positive responses Nf from
a total sample of v; at each survey location was modelled as a conditionally independent
binomial variate given the unobserved underlying age-standardised PfPR,.;o value [11]. An age-
standardisation sub-model, described previously [1,12], was incorporated to allow surveys
conducted over arbitrary age ranges to be interpreted as prevalence observations in the
epidemiologically informative 2-10 years age range using an algorithm based on catalytic
conversion models first adapted for malaria by Pull and Grab [12,13]. The sub-database of
detailed age-stratified prevalence observations used to train the age-standardisation model has
been expanded since the 2007 iteration and is detailed in Additional file A2.7. The unstructured
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component was represented as Gaussian with zero mean and variance V. The

spatiotemporal component was represented by a stationary Gaussian process with
mean ;. and covariance defined by a spatially anisotropic version of the space-time covariance
function proposed by Stein [14]. A modification was made to the Stein covariance function to
allow the time-marginal model to include a periodic component of wavelength 12 months,
providing the capability to model seasonal effects in the observed temporal covariance structure.
Each survey was referenced temporally using the mid-point (in decimal years) between the
recorded start and end months. Distances between locations were computed in great-circle
distance to incorporate the effect of the curvature of the Earth, which becomes important at the
regional scale.

Bayesian inference was implemented using MCMC to generate samples from the posterior
distribution of the model mean and covariance parameters and the Gaussian field at
each data location. Samples were generated from the 2010 annual mean of the posterior
distribution of at each prediction location on a regular 5x5 km spatial grid within the
spatial limits of stable P. falciparum transmission. The model output consisted of samples from
the predicted posterior distribution of the 2010 annual mean PfPR;.;4 at each grid location, which
were used to generate a series of different summary maps representing endemicity point
estimates (computed as the mean of each set of posterior samples, and resulting in a
continuous surface) and estimates of endemicity class membership (computed by identifying the
class with highest posterior probability of membership, and resulting in a categorical surface).
Accompanying these mean and categorised endemicity maps were others showing posterior
standard deviation and probability of class membership as respective indicators of uncertainty.
Further details of how the geostatistical outputs were used to generate the various maps
described are provided in Additional file A3.5.

In contrast to the 2007 model [1], the mean component, ;. ,was modelled as a linear function
of n =20 environmental covariates, ,where was a vector
consisting of a constant and the covariates indexed by spatial location =, and
was a corresponding vector of regression coefficients. A full description of the preparation,
testing, and selection of these covariates from a large suite of potential inputs is provided in
Additional file A4. In brief, a standardised grid library was created containing 134 candidate
environmental covariates. These included remotely sensed imagery and interpolated surfaces
from ground measuring stations and related to a wide range of climatic, land-cover, and human
landscape variables [15-18]. Where such variables had been collected regularly over long
periods of time, we used outputs from temporal Fourier analysis conducted on a pixel-by-pixel
basis on the measured time-series values, the rationale for which has been presented previously
[18-20]. All grids were compiled and standardised using a common map projection and bespoke
algorithms were used to correct minor discrepancies around coastline and administrative
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boundaries. A series of exploratory candidate covariate subsets were defined and compared
using various subjective, objective, and hybrid approaches. Automatic model selection was
implemented using total-sets analysis [21,22] and the Bayesian Information Criteria (BIC) [23]
statistic, and a final suite of twenty covariates were identified for inclusion in the modelling
framework.

Additional file A4 also describes an empirical analysis into the effect of the diagnostic type
used in parasite surveys. A matched-pair analysis was used to examine any systematic
difference in recorded prevalence from surveys using rapid diagnostic tests versus microscopy,
after controlling for factors such as date of survey, spatial location, and urban/rural status
(Additional file A4.4). The analysis found no evidence of a systematic difference due to
diagnostic type (odds-ratio 1.0014) and no adjustment was made for this survey attribute in the

modelling framework.

A3.2 Formal presentation of the statistical model

This section first presents a schematic graphical representation of the full model (Figure
A3.1). Such representations are helpful for visualizing complicated probability models. The main
probability model is then presented formally. Section A3.3 gives a discussion of the
specifications of some prior distributions; A3.4 discusses the age-standardisation sub-model;
A3.5 describes the implementation of the model via a Markov chain Monte Carlo (MCMC)
algorithm used for parameter inference and the subsequent spatial prediction stage; and A3.6
describes issues surrounding the conversion of the posterior predictive distribution to the various
summary output maps.

Each of the N; individuals in sample i was assumed P. falciparum positive with probability

, so the number positive N;* was distributed binomially:

(A3.1)

The coefficient was modelled as a Gaussian process. The factor k; converted

to the probability that individuals within the age range reported for study ¢ were P. falciparum
positive, and that the infection was detected, thereby accounting for the influence of age on the
probability of detection [12]. The age-standardisation factor k; in each population was assumed

drawn independently from a distribution D; whose parameters were the lower A, ; and upper

Ayr; ages reported in study i:

(A3.2)



The form of D; is described in section A3.4.

PfPR,.10 is the P. falciparum parasite rate for individuals between ages 2 (2.00) and 10 (9.99).

Its value at an arbitrary location = and time t is the product of and another age-

standardisation factor, k,_, , distributed as

(A3.3)

The factor k5_;, converted to the probability that individuals between ages 2 and 10 at

location = are P. falciparum positive. The age-standardisation factor £ of a survey is the product
of the age-standardisation factor £ associated with the same place, time and age range and the
sensitivity of the survey.

The coefficient at arbitrary location x and time ¢t was modelled as the inverse-logit

function applied to a random field f evaluated at (., ), plus an unstructured (random) component

(A3.4)

The components were assumed independent and identically distributed for each location =

and time ¢ and a standard diffuse but proper prior with expectation 0.25 was assigned to their

variance V.

(A3.5)

(A3.6)

The random field f was modelled as a Gaussian process characterised by its mean and

covariance function:

(A3.7)

The mean function was defined as ,where was a
vector consisting of a constant and »n = 20 environmental covariates indexed by spatial location

T ,and was a corresponding vector of regression coefficients. The assembly of
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environmental covariate data and selection of an optimum suite for inclusion in the model is
explained in detail in Additional file A4. The covariance of the field was modelled using a version

of the spatiotemporal covariance function recently recommended by Stein [14] (equation 12):

(A3.8)

K, is the modified Bessel function of the second kind of order -, and I' is the gamma function
[24,25].

Spatial distance between a pair of points x; and x; was computed as great-circle distance

multiplied by a factor that depends on the angle of inclination of the vector

pointing from z; to x;.  was computed as if latitude and longitude were Euclidean coordinates

(on a cylindrical projection):

(A3.9)
Computing distance in this way allows for anisotropy.
When (that is, for points at the same location but different times), the covariance
function reduces to
(A3.10)

As temporal separation increases, the covariance approaches a limiting sinusoid

rather than zero. When , on the other hand (for points at

different locations but the same time), it reduces to a standard exponential form with range
parameter . Unlike standard sum-product models, this covariance function does not have

problematic ridges along its axes [14].

A3.3 Prior specification

The logs of the partial sill 7 and the spatial range parameter ¢, were assigned skew-normal

priors:



(A3.11)

(A3.12)

and their specification is described further below.
A relatively vague but proper prior, which has an expectation of ten years, was used for the

temporal scale parameter ¢;.

(A3.13)

A uniform prior was assigned to the direction of anisotropy parameter A and to the square of the

“eccentricity” parameter >, which controls the amount of anisotropy,

(A3.14)

(A3.15)

a uniform prior was assigned to the temporal parameters governing the amplitude of the

sinusoidal component p and the limiting autocorrelation in the temporal direction v:

(A3.16)

and a standard prior was assigned to the components of the mean:

(A3.17)

Although standard priors such as the improper “flat” prior [26] were assigned to most of the basic
model parameters, subjective skew-normal priors [27] were specified for the range and partial sill
parameters 7 and ¢,, because MCMC mixing time appeared to be bottlenecked by correlations
involving these parameters and because their effects on the PfPR, surface were relatively
easy to visualize. A program written in the R language [28] (available on request) was prepared
to help those authors with a more extensive experience of malaria geography to visualize the
parameters’ effects. The required inputs were values for 7 and ¢,, as well as a handful of

hypothetical surveys (latitude, longitude, number examined and number positive). The outputs
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were realizations from, and quantile surfaces for, the approximate posterior predictive
distribution of PfPR, 1o over a small geographic area. The authors (PWG, SIH) who provided the
priors preferred to express their opinions as triples (lower 95% credible interval, mode, upper
95% credible interval), which were converted to skew-normal priors [27] on the log scale. A table
of these triples, with the corresponding parameters of the log-skew-normal distribution, is shown

below. The units of ¢, are radians on the Earth’s surface
A3.4 Age-standardisation

The Age-Standardisation Model
This section explains in more detail the age-standardisation model that underpins the

distributions D;. and D; of the age-standardisation factors i And k. Following Smith et al. [12], the

functional form of Pull and Grab [13] was used to model the probability that an individual of age
A is P. falciparum positive:

(A3.18)

which is increasing. In addition, the age dependent probability of detection of a P. falciparum

infection (the sensitivity) was modelled as:

(A3.19)
which is decreasing for . The resulting model for the probability that a P. falciparum
infection would be detected in an individual drawn from the population within age range
is:

(A3.20)

where S is the age distribution of the study participants. Some allowance for population-to-
population variation was introduced into the age-standardisation procedure of Smith et al. [12].

The age distribution S was assumed to be drawn from some probability distribution
Similarly, «, s, ¢ and b were assumed to be drawn from a probability distribution
Further, the ages of participants in study ¢ were assumed to be drawn uniformly from the

population’s age distribution within the published age limits A, ; and A ;. The distributions
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and , if they are known, can be converted into the probability distributions

and required in the previous section.

Adaptation of the Smith et al. Model

The sub-model for age-standardisation used in this study is presented formally below. In the
following, 7 indexes populations (within the training set) and j indexes age bins. Each individual
in population i and age class j was assumed P. falciparum positive with probability given by

, Where Ay, ; and A ; bound age class j:

(A3.21)

The probability that an individual in population ¢ and age class j was P. falciparum positive
was modelled as a function of the local detection-probability parameters «;, s; and c¢;, and
epidemiological parameters ! and b;, as well as the age distribution S; of study participants

using the Smith et al. model for age dependence:

(A3.22)

The age distribution S; of study participants was assumed to have been generated by randomly

drawing study participants from the population-wide age distribution .S;:
(A3.23)
The age distribution S; in each population was assumed drawn from a common Dirichlet

distribution [4]. Dirichlet random variables are discrete probability distributions: positive vectors

that sum to one. The distribution was “centred” on a typical age distribution Sj:

(A3.24)

The parameter v controlled the extent to which .S; deviates from S, such that large values of v

resulted in small deviations. A Dirichlet prior was assigned to the typical age distribution Sy:

(A3.25)



The epidemiological and detection-probability parameters, except P/, in each population were
assumed drawn from a common distribution. P’ in each population was modelled as

independent.

(A3.26)

(A3.27)

This assumption is inconsistent with the main spatial model, but it allows the age-standardisation
model to be fitted separately. Separating a single large model into several smaller models is
usually computationally advantageous when MCMC is used for fitting.

A standard prior was used for the mean of the transformed epidemiological and detection-

probability parameters’ distribution:

(A3.28)

Following Gelman et al. [26], the covariance matrix C' 4 was factored into the vector of marginal
standard deviations ¢ and the correlation matrix R. A standard prior was used for the marginal
standard deviations o and for the off-diagonal elements of the upper triangle of R, subject to the

constraint that R must be positive definite:

(A3.29)

(A3.30)

(A3.31)

A standard prior was also assigned to v, the parameter controlling the concentration of the

distribution of the S;’s.

(A3.32)



A3.5 Implementation details

Implementation of the MBG procedure was divided into two computational tasks: (i) an
inference stage in which MCMC was used to generate samples from the posterior distribution of
the parameter set and of the space-time random field at the data locations; and (ii) a prediction
stage in which samples were generated from the posterior distribution of PfPR,.;, at each
prediction location on a 5x5 km grid within the limits of stable transmission. Each stage is

explained in more detail below.

Markov chain Monte Carlo Algorithm

Both the main geostatistical model and the age-standardisation sub-model were fitted using
the MCMC algorithm [26,29]. The algorithm was implemented in the Python [30] and FORTRAN
programming languages using the open-source Bayesian statistics package PyMC [31,32] and
the numerical packages SciPy and NumPy [33]. The code (which contains working values for all
tuning parameters) is available on request, as are the dynamic traces of all unobserved

parameters.

MCMC Algorithm for the Main Spatial Model

The evaluation of f at the sampling locations and times was updated using Gibbs steps [26].
The evaluation of the uncorrelated process € was updated one point at a time using random-walk
Metropolis steps [26]. The model parameters £, 7, ¢., ¢i A, ¢ V and p were updated jointly
using the method of Haario, Saksman and Tamminen [34].

Within the MCMC loop, the age-standardisation factors k; were not imputed explicitly. We
were not interested in their particular values, and marginalizing out "nuisance parameters” ahead
of time usually improves the mixing of MCMC algorithms. Before the MCMC loop began, the

marginal likelihood:

(S3.1)

was approximated using standard Monte Carlo integration for several values of . That is,
values for the model parameters «;, b;, ¢; and s; and the age distribution S; were drawn from
their posterior predictive distributions, then expression (A3.1) was evaluated to obtain £;, then
the binomial probability was evaluated for several values of . The probabilities resulting

from many such draws were averaged. Inside the MCMC loop, the marginal likelihood function

for arbitrary values of was evaluated by interpolation.
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MCMC Algorithm for the Age Correction Model

The age distribution parameters S;, Sy and v are independent of the relative PfPR parameters
P!, oy, ¢, b;, si, pa, 0 and R given the data, so these two groups of parameters were inferred
using separate MCMC algorithms.

In the MCMC for the age distribution parameters, the survey populations’ age distributions .5;
were updated using Gibbs steps [26]. The concentration parameter v was updated using
random-walk Metropolis steps [26]. The typical age distribution S; was represented as a
normalized sequence of gamma random variables [35], and these variables were updated one at
a time using random-walk Metropolis steps [26].

In the MCMC for the relative PfPR parameters, the distributional parameters (4, ¢ and R
were updated jointly using the method of Haario, Saksman and Tamminen [34]. The parameters

P!, o, ¢;, by and s; were updated jointly for each population ¢ using the same method.

Spatiotemporal Prediction and Map Generation

The output of the MCMC stage consisted of samples from the posterior of
the parameter set and a corresponding

samples from the posterior of the space-time random field at each of the n data locations
. For every I'th sample, the conditional distribution of the 2010 annual mean
of the space-time random field was predicted at each prediction location x; on the nodes of a

regular 5x5 km grid within the spatial limits of stable P. falciparum transmission [36]. The

distribution of the 2010 annual mean for prediction location z; was modelled as the joint
multivariate normal distribution of the 12 predicted monthly values for

that year specified by a 12 element mean vector and 12x12 variance-covariance matrix

(S3.2)

The mean vector was computed using:

(S3.3)

where pp and pp were the predicted mean of the random field at each of the 12 prediction times
at spatial location z; and at each of the n data locations respectively,

Cpp and Cpp were the data-to-prediction and data-to-data covariance matrices respectively,
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and was the vector of n data values. The 12x12 variance-covariance matrix was

computed using:

(S3.4)
The value of the I’th sample of V, the variance of the unstructured component , was then
added to the diagonal of the matrix and 1000 draws were made randomly from the

distribution specified in equation A3.34. These draws represented samples from the posterior
distribution of and were subject to an inverse logit transform and then multiplied by the 'th

sample of the age-standardisation parameter to form the !'th sample from the posterior

distribution of the predicted mean annual 2010 PfPR,.;o endemicity surface at location ;:

(S3.5)

This procedure was repeated for every 'th sample to form the set of m
samples for each prediction location. The point estimate of PfPR,.;o endemicity at each location
was defined as the mean of this set, whilst the probability of membership to each class was
computed as the proportion of these samples falling within each class definition: PfPR;.1o <5%;
PfPR,.10 >5%-<40%; PfPR,.19 240%.

A3.6 Overview of map generation

A deterministic model outputting a single predicted value of PfPR,.1o for each pixel would lead
to a single predicted map. The output of the MBG model for each pixel, however, was not a
single prediction but a large set of possible values representing the predictive posterior
distribution of PfPR,., and, together, provide a complete model of our uncertainty. The
information contained in each pixel’s posterior distribution was summarized in different ways to
make three different global maps. First, the mean of each posterior distribution was calculated
which became our “point estimate” of PfPR,.;o and these values for each pixel generated the
global map shown in Figure 2B of the main text. We also calculated the probability of
membership to each of the three endemicity classes which was found by calculating the relative
proportion of the posterior distribution falling within each class. These class probabilities were
used to generate three further maps. The map shown in Figure 4 of the main text displays, for
each pixel, which of the three classes had the largest class probability and was therefore
considered the ‘most likely’ endemicity class for that pixel (<=5%, >=40% and >5%-<40%

respectively for the three example sites). The map shown in Figure 5A of the main text displays
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the class probability for that most likely class. This latter map can be interpreted as a summary
of the modelled uncertainty in assigning class memberships. Values close to one indicated a
high degree of certainty in class assignment whilst values close to one-third indicated a high
degree of uncertainty; that is even the “most likely class” was only marginally more likely than
the other classes). Figure A5.1A-C show the probability of membership to each class
individually, regardless of which was calculated as most likely. The map shown in Figure A5.2
displays the standard deviation of each posterior distribution, which can be interpreted as a
further indicator of uncertainty. Where predictions have a high uncertainty the posterior
distribution will be dispersed across a wide range of possible PfPR;.;o values and will therefore
have a larger standard deviation than a more certain, less dispersed posterior distribution. Some
more discussion and examples around the use of predictive posterior distributions for generating

disease risk maps can be found in a recent review piece [10].

A3.7 Predicting populations at risk of P. falciparum in 2010

The Global Rural Urban Mapping Project (GRUMP) beta version provides gridded population
counts and population density estimates at 1x1 km spatial resolution for the years 1990, 1995
and 2000, both adjusted and unadjusted to the United Nations’ national population estimates
[37,38]. The adjusted population counts for the year 2000 were projected to 2010 by applying
the relevant urban and rural national growth rates by country [39] using methods described
previously [40]. The urban growth rates were applied to populations residing within the GRUMP-
defined urban extents [37], and the rural rates were applied elsewhere. National 2010 totals
were then adjusted to match those estimated by the United Nations [41]. These population
counts were then stratified nationally by age group using United Nations-defined [41] population
age structures for the year 2010 to obtain population count surfaces for the 0-4 years, 5-14
years and 215 years age groups.

The population grid was overlaid with the categorised endemicity map and the total and age-
specific population located within each endemicity class was computed. An equivalent
calculation was made of the land area associated with each endemicity class, by replacing the
population grid with one quantifying the surface area of each pixel, taking into account the
equirectangular map projection used (see Additional file A4.3). Additionally, the population grid
was combined with the uncertainty maps to provide a population-weighted index of uncertainty
(the product of the log of population density and the reciprocal of the probability of correct class

assignment).
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Table A3.1 The prior modes and credible intervals specified for the spatial range ¢, and the

spatial partial sill 7 in the three regions, and the corresponding parameters of the log-scale skew-

normal prior [27].

lower 95% mode upper 95% e Vv Qa
Africa+, ¢, 1 2 6 0.0535 0.559 3.21
America, ¢, 0.1 1 4 0.607 1.24 -1.17
CSE Asia, ¢, 1 2 6 0.0535 0.559 3.21
Africa+, T 0.0157 0.0784 0.392 -2.54 0.704 -0.0150
America, T 0.0157 0.0784 0.470 -2.58 0.741 0.0498
CSE Asia, T 0.00784 0.0470 0.157 -2.97 0.571 -0.143
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Figure A3.1 A schematic of the probability model, expressed as a directed acyclic graph.
Ovals represent variables in the model. Grey ovals represent variables that have been observed.
Arrows indicate conditional distributions written down in the model. For example, the distribution
of the number positive in a parasite rate survey is specified based on the corresponding age-
standardisation factor, the underlying PfPR surface and the time and location of the survey. It is
possible to fit the age-standardisation sub-model separately with minimal inconsistency. The
maps presented in this study are summaries of the posterior of the upper right-hand node, the

PfPR,.1o surface.
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