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ABSTRACT

Philosophy of Science Made Effective: Realism, Reduction,
and the Renormalization Group in Quantum Field Theory

Porter Williams

This dissertation explores philosophical issues that arise in the practice of contemporary particle physics. The first chapter is a historical sketch of how the particle
physics community came to believe that the quantum field theories used in particle
physics are best understood as effective field theories – quantum field theories that become inapplicable at some short distance scale and incorporate this inevitable breakdown in their mathematical framework. The second chapter argues that, contrary to
the claims of many philosophers, the unique mathematical resources and empirical
successes of effective field theories means that they can and should be equipped with
a realist interpretation. The third chapter turns to an issue that has been at the
center of particle physics for the last 40 years, the problem of naturalness, and draws
on the renormalization group to provide a univocal understanding of “naturalness”
that can make sense of the way it is employed in physical practice. Finally in the
fourth chapter I critically examine recent philosophical work which argues that different physical scales in quantum field theory enjoy a sense of autonomy, arguing that
the formal results on which this recent work is based cannot support the conclusions
with which they have been saddled.

Contents

Acknowledgements

iii

1 The Historical Path to Effective Field Theories

1

1.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

1

1.2

The renormalization group from 1954-1965 . . . . . . . . . . . . . . .

6

1.3

The Wilsonian Revolution . . . . . . . . . . . . . . . . . . . . . . . .

8

1.4

Weinberg and the spread of EFT . . . . . . . . . . . . . . . . . . . .

15

2 Scientific Realism Made Effective

19

2.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

19

2.2

The Standard Account of Theory Interpretation . . . . . . . . . . . .

29

2.3

A More Effective Realism . . . . . . . . . . . . . . . . . . . . . . . .

38

2.4

Further Virtues of Studying EFTs . . . . . . . . . . . . . . . . . . . .

62

2.5

Objections . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

76

2.6

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

79

3 Naturalness, the Autonomy of Scales, and the 125 GeV Higgs

81

3.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

81

3.2

Effective Field Theory . . . . . . . . . . . . . . . . . . . . . . . . . .

83

3.3

Naturalness . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

92

3.4

Naturalness and Interscale Sensitivity . . . . . . . . . . . . . . . . . . 115

3.5

Naturalness and the Ontology of QFT . . . . . . . . . . . . . . . . . 124
i

3.6

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

4 Spontaneous Symmetry Breaking and the Autonomy of Scales

131

4.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

4.2

Decoupling

4.3

Philosophers on decoupling and emergence . . . . . . . . . . . . . . . 135

4.4

Spontaneous Symmetry Breaking and Failures of Autonomy . . . . . 138

4.5

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

Bibliography

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

150

Acknowledgements

I consider myself extremely lucky to have had David Albert as an adviser. David
has taught me how to think about physics and philosophy and much besides, and
I cannot imagine having had a better teacher. On top of that, working with David
has been a tremendous amount of fun. His input has been invaluable in shaping
this project from beginning to end, and I simply couldn’t have written it without
his help and encouragement. Everyone, I suspect, has someone who acts as a kind
of intellectual conscience; a person to whom the mere thought of having to answer
makes us strive to be better, clearer, and more honest with ourselves about what we
actually understand. I’m very fortunate to have acquired David as my intellectual
conscience during my time at Columbia.
David Wallace has also played an invaluable role in my intellectual development.
From his willingness to take me on as a student to the generosity he displayed during
my time in Oxford, David has been far kinder to me than I had any right to expect.
The clarity of his thinking about quantum field theory has on multiple occasions
saved me from being swallowed by a forest of Feynman diagrams, having lost sight of
what was of real philosophical import; I shudder to think what this thesis would look
like without his influence. David’s boundless intellectual energy, his philosophical
creativity, and the evident joy he takes in inquiry have been a constant inspiration
to me. I aspire to the example he provides.
Since my arrival at Columbia, Achille Varzi has been a wonderful source of philosophical and personal wisdom. He has provided a philosophical check on my tendency
iii

to speak too much like a physicist at times, and made clear that certain metaphysical
questions to which I am naturally averse could not be avoided if I wished to remain
honest. Achille has also buoyed my spirits when I was discouraged more times than
anyone could expect, and I cannot thank him enough for his support.
There are many others to whom I have incurred debts both large and small in
the writing of this thesis. Barry Loewer has been a wonderful source of philosophical
advice, humor, and grant money; I will miss seeing him regularly. Katie Tabb has
been an excellent addition to the department, and I am lucky to have gained her
as a friend. Haim Gaifman has always been willing to entertain my thoughts about
mathematical representation and the philosophy of mathematics, often with more
sympathy than they deserved, and I have benefited considerably from his feedback. I
also owe Maia Bernstein, Stacey Quartaro, and Asha Panduranga for their kindness
and their ceaseless help with all things adminstrative.
I am grateful to many of my fellow graduate students for their friendship and
advice; though I will surely (and regrettably) leave out deserving parties in what
follows, I owe special thanks to Nemira Gasiunas, Rush Stewart, Jeremy Forster, Jon
Lawhead, Yang Liu, Robbie Finley, Sidney Felder, Sebastien Rivat, Jonathan Fine,
Usha Nathan, Christine Susienka, Nate Bice, Mark Berger, and Nick Engel. Michael
Miller deserves singular thanks; his tales of the mysterious world of Erick Weinberg’s
quantum field theory course are what got me interested in the subject in the first
place, and I have continued to learn about field theory from Mike ever since.
I am also deeply grateful for the support of my family. Nobody in my family has
had much understanding of what I do or why I want to do it since I was about 17,
but they have been unwaveringly proud and supportive nevertheless. And finally, I
owe a tremendous debt to Ashley; without her love and encouragement, the whole
damn thing just wouldn’t have been as much fun. I could not have done any of it
without them.

iv

For Mavis and Jim.

v

Chapter 1

The Historical Path to Effective Field Theories

For much of the early-to-mid 20th century, quantum field theory was treated as a
candidate framework for a fundamental theory of elementary particles and their interactions. In the 1960s and 70s, Ken Wilson and others offered a much-needed physical underpinning of the renormalization procedure that was developed shortly after
WWII by Feynman, Tomonaga, Schwinger, and Dyson. This ‘Wilsonian revolution’
entailed a reconceptualization of both our mathematical and physical understanding
of quantum field theory, and gave birth to the modern understanding of quantum
field theories as ‘effective field theories’. In this chapter, I briefly sketch the historical
path to effective field theories.

1.1

Introduction

Despite its remarkable empirical success, an abiding concern of particle physicists
from the birth of quantum field theory (QFT) until Kenneth Wilson’s work on renormalization in the 1970s was whether to cure it or kill it. Almost immediately after its
development, physicists discovered that the theory was plagued by divergences: the
theory seemed to predict that the value of many physical quantities, such the mass
and charge of an electron in quantum electrodynamics (QED), were infinite. It also
seemed to predict that any physical process modeled in the theory would occur with
infinite probability – a nonsensical result. Through the 1920s and 1930s physicists
developed various methods for avoiding these divergences and extracting finite pre1

dictions from the theory, but it wasn’t until the development of the renormalization
procedure by Feymman, Schwinger, Tomonaga, and Dyson in shortly after WWII
that the particle physics community had a general, systematic, semi-respectable procedure for extracting finite predictions from QFT1 .
Most histories of QFT in the 20th century end the discussion of renormalization
with the accomplishments of Feyman, Schwinger, Tomonaga, and Dyson2 . However,
in the subsequent 60 years our understanding of renormalization has undergone a
dramatic shift, and with it has shifted our understanding of the foundations of QFT
itself.

1.1.1

The Problem of Divergences

The divergence problems of QFT were encountered even before the theory itself had
fully taken shape3 . The well-known Dreimännerarbeit paper of Born, Heisenberg,
and Jordan (Born, Heisenberg, and Jordan 1926) contained the earliest attempt to
capture the quantum mechanics of physical systems containing infinitely many degrees
of freedom. It is also the first publication in which physicists were confronted with an
infinite result of a calculation in quantum field theory4 . This was the first of a plethora
of divergences that physicists encountered when calculating in QFT; it was found
shortly thereafter that quantum electrodynamics (QED), the paradigmatic QFT of
the time, predicted divergent results for any physical process calculated beyond the
lowest order of perturbation theory. As QFT was beginning to take shape in the
1

More specifically, a procedure for extracting finite predictions beyond the lowest order of perturbation theory.
2
For example, (Kaiser 2009) or (Schweber 1994) (although the brief Epilogue in the latter is
an exception); even (Close 2011), which is explicitly focused on the history of the renormalization
of gauge theories in the 1960s and 1970s, leaves one with the impression that the renormalization
procedure evolved little after 1950.
3

Much of this section draws on (Schweber 1994); see also (Duncan 2012, Chs. 1-2).

4
In particular, Jordan found that the ground state energy of an infinitely long 1-dimensional
string was divergent.

2

1920s and 1930s, grappling with these divergences shaped the development of both
the mathematical framework of QFT and physicists’ attitudes toward the conceptual
foundations of the theory.
The result was that from the late 1920s through the end of WWII, most physicists treated QFT as a provisional framework, to be replaced by a suitably modified
theoretical framework that did not share QFT’s divergence problems5 . This was in
large part because during this period, there was no unambiguous method in QED
of calculating beyond first-order perturbation theory that simultaneously (i) yielded
finite results; (ii) yielded Lorentz invariant results; and (iii) maintained gauge invariance. Indeed, it was not until the development of the renormalization procedure
by Feynman, Schwinger, Tomonaga, and Dyson6 after WWII that physicists had a
systematic, unambiguous method for extracting finite predictions from QED – to
arbitrary orders of perturbation theory – that preserved the gauge and spacetime
symmetries of the theory.
The state of play regarding renormalization remained unsatisfactory in several
mathematical and conceptual respects, however. On the mathematical front, while
the renormalization procedure developed by Feynman, Schwinger, Tomonaga, and
Dyson worked for QED, the QFT describing the weak interactions that had been
first worked out by Fermi (Fermi 1934) was nonrenormalizable – one needed to include infinitely many interactions in the Lagrangian in order to eliminate divergences
in perturbation theory. Because the renormalization procedure required that the
values of the couplings describing the strength of these interactions be taken from
experiment, this seemed to require the performance of infinitely many experiments
before one could calculate any weak-interaction process beyond the lowest order of
perturbation theory.
5

See (Rueger 1992) or, for more detail, (Schweber 1994) for a sampling of the various paths
beyond quantum field theory that were suggested at the time.
6

(Feynman 1949a,b); (Schwinger 1948, 1949a,b); (Tomanaga 1946); (Dyson 1949).
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The case with the strong interaction was even worse: the renormalization procedure was inapplicable in that case because the coupling for the strong interaction
was known to be large, rendering the perturbative approximation itself inapplicable.
Since the renormalization procedure was only applicable within the context of perturbation theory, this meant that it would not be applicable in any QFT describing
the strong interaction either7 . On purely technical grounds, therefore, physicists in
the 1950s quickly despaired of extending the renormalization procedure beyond QED
and were again moved to look for alternative theoretical frameworks in which to do
particle physics8 .
These mathematical problems were ultimately solved in the early 1970s. The
problem with the weak interaction was solved with the proof of ’t Hooft and Veltman
(Hooft and Veltman 1972) that QFTs with spontaneously broken gauge symmetries
were renormalizable – including the SU(2)xU(1) gauge theory that had been introduced by Weinberg, Glashow, and Salam in the late 60s to describe the unification
of the electromagnetic and weak interactions at high energies. The problem with
the strong interaction required the development of the renormalization group, which
describes how the interactions described by a QFT change at differing length scales.
Making use of the renormalization group, David Politzer (Politzer 1973) and David
Gross and Frank Wilczek (Gross and Wilczek 1973) discovered that at short distances
the strength of the strong interaction monotonically decreased, ultimately going to
zero at arbitrarily short distances. This meant that the perturbative approximation
7

There are two additional things to note here. First, essentially the only method anyone had
to calculate anything in QFT at the time was perturbation theory, so the problem in the case of
the strong interaction was that one couldn’t calculate at all, not that one had to calculate using
a method that couldn’t incorporate renormalization. Second, it turns out that one actually can
use perturbation theory in quantum chromodynamics (QCD) – the theory of the strong interaction
that emerged in the early 1970s – but only at short distances where the coupling gets increasingly
small. The QCD coupling is large at long distances, however, which (i) does render the perturbative
approximation inapplicable and (ii) is the domain in which physicists of the 1930s were trying to
model the strong interaction.
8
The most popular of these was S-Matrix theory, which reached its height of popularity in the
1960s; see (Cushing 1990).

4

was applicable for strong interaction processes at short distances, and calculations
carried out using perturbation theory quickly led to the confirmation of QCD as the
appropriate QFT for describing the strong interaction. Furthermore, the work of ’t
Hooft and Veltman demonstrated that QCD is a perturbatively renormalizable QFT;
when it is combined with the the electroweak theory, the result is the perturbatively
renormalizable SU(3)xSU(2)xU(1) gauge theory known as the Standard Model of
particle physics.
These mathematical developments, however, largely left untouched the conceptual problems with the renormalization procedure of Feynman, Schwinger, Tomonaga, and Dyson. Although they had developed a mathematical technique9 for extracting finite predictions from QED, the physical justification and meaning of the
procedure remained opaque. How were physicists supposed to understand the significance of the short-distance cutoff? What was the physical meaning, if any, of the
unobservable-but-infinite bare couplings that remained in the theory after renormalization?10 Physicists at the time knew that QED would need to be replaced by a
more complete physical theory at shorter distances; was there any way to incorporate
this knowledge into the renormalization procedure, rather than simply taking the
cutoff to infinity at the end of calculations?11 And finally – was there any reason why
nature should seem to be describable by renormalizable QFTs? That is, was there
any explanation for the principle of renormalizability?
Like the mathematical problems described above, these conceptual problems were
also resolved in the 1970s, and the renormalization group played an indispensable

9

Albeit one of questionable mathematical rigor.

10

Dirac, who was famously dissatisfied with renormalization, declared that the presence of infinite
bare couplings “is quite nonsense physically, and I have always been opposed to it” (Dirac 1986).
11
Schwinger, in a manuscript housed at the Julian Schwinger Papers at UCLA, notes that “[t]he
popular identification of renormalization with the removal of divergences tends to obscure the physical significance of the renormalization result.” To my knowledge, this manuscript has never been
noticed by historians of quantum field theory; I thank Michael Miller for bringing it to my attention.

5

role in their resolution as well. Along the way, both the renormalization procedure
and the foundations of QFT itself underwent an important reconceptualization.

1.2

The renormalization group from 1954-1965

In in early 1950s, several physicists – mostly notably (Stueckelberg and Petermann
1953) and (Gell-Mann and Low 1954) – noted a formal property of the renormalization procedure that would ultimately provide the foundation for the renormalization
group12 . They recognized that, in the case of QED with a massless electron, the theory lacks a characteristic mass scale, but renormalization requires one to introduce
a scale µ in order to fix the value of the renormalized charge e. The standard practice of the time was simply to define e by its measured value at long distances (i.e.
µ = 0), which gave e =

1
.
137

However, the particular choice of the scale at which one

defines the renormalized charge is somewhat arbitrary – one could just as well choose
to use the value of the charge at µ  me , for example – and physics had better be
independent of this sort of arbitrary choice of parameterization.
Building on this realization, Gell-Mann and Low were able to show that given some
pair {µ, e}, one could always choose a different pair {µ0 , e0 } that leaves the physical
predictions of the theory invariant. They called this set of scale transformations
µ → µ0 and the accompanying compensatory changes in the parameters e → e0 the
renormalization group (RG), and {µ, e} → {µ0 , e0 } an RG transformation. When the
change in scale was infinitesimal, they found that the induced change in the charge
was described by a differential equation, the renormalization group equation:

µ

d
(e(µ)) = β (e(µ))
dµ

where β (e(µ)) (called the beta function) encodes how the charge changes under in12

In what follows I focus on the achievement of (Gell-Mann and Low 1954).
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finitesimal scale transformations.
Despite its now-central status in QFT, the renormalization group initially garnered little fanfare13 . Steven Weinberg diagnoses this neglect as following from the
fact that many physicists – including the first textbook presentation of the renormalization group in (Bogoliubov and Shirkov 1959) – emphasized “it seems to me...the
least important thing in the whole business...I think readers of Bogoliubov and Shirkov
may have come into the grip of misunderstanding that if you somehow identify a group
then you’re going to learn something physical from it” (Weinberg 1983, p.7). The
important realization made by Gell-Mann & Low, and overlooked by most readers of
their paper over the next 15 or so years, was that (i) when particle masses are negligible in a QFT (either because the theory is massless or because one is interested in its
high energy behavior) the theory has a scale invariance; (ii) the only thing breaking
this scale invariance is the necessity of introducing a scale in order to renormalize the
theory; and (iii) one can keep track of these deviations from scale invariance using
the RG equations14 .
One person who was very well aware of the implications that Gell-Mann & Low’s
work on renormalization had for broken scale invariance in QFT was Ken Wilson15 .
Wilson had been a student of Gell-Mann’s at Caltech, and wrote a PhD thesis that
made heavy use of the RG in order to address the problem of elastic pion-nucleon

13
(Gell-Mann and Low 1954) has now been cited over 1,100 times; between its publication in
1954 and 1973, it received fewer than 50 citations, while from 1974-1985 it was cited approximately
50 times per year, with a peak of 100+ citations in 1974. It has an average of about 25 citations
per year since then.
14

In QED, the theory Gell-Mann & Low consider, an asymptotic scale invariance is restored if
the RG equation for the charge e hits a fixed point e∗ at arbitrarily short distances. The possible
existence of a fixed point (and the associated restoration of scale invariance) was their main interest
in (Gell-Mann and Low 1954).
15
For example, after lamenting that physicists (including himself!) had failed to understand the
role of broken scale invariance in Gell-Mann & Low’s work, (Weinberg 1983, p.10) notes that “Ken
Wilson, perhaps alone of all theoretical physicists, was well aware of the importance of using the
renormalization group ideas of Gell-Mann and Low through the late 1960s and early 1970s.”

7

scattering16 . In the climate of particle physics in the 1960s, Wilson was unique in
at least the following three respects: (i) he had a deep understanding of the value
of the RG for studying the changing structure of QFTs at different scales (including
deviations from scale invariance, and the importance of fixed points for its asymptotic
restoration); (ii) he continued to work on QFT throughout the 1960s, a period during
which QFT had distinctly fallen out of favor with the particle physics community;
and (iii) he became heavily engaged with the study of critical phenomena in statistical
mechanics17 .

1.3

The Wilsonian Revolution

When Kenneth Wilson arrived at Cornell in 1963 as an Asssistant Professor, he
entered a hub for research on critical phenomena in statistical mechanics. At that
point, Wilson had little interest in critical phenomena; recalling his attitude during
his time in the Harvard Society of Fellows, before he came to Cornell, Wilson says
that “I was doing high-energy physics at that point – that was where I saw myself. So
I didn’t talk to people about solid state matters...I wasn’t interested” (Wilson 2002).
Despite this initial disinterest, Wilson’s route to the RG would ultimately involve an
extensive detour through statistical mechanics that would be transformative for both
Wilson and the theory of critical phenomena.
That detour began with a talk by Wilson’s colleague from the Chemistry department, Ben Widom, shortly after Wilson arrived at Cornell18 . Widom’s presentation
16
More precisely, Wilson used the renormalization group to derive exact solutions to the Low
equation, which was satisfied by scattering amplitudes in the fixed-source approximation for elastic
pion-nucleon scattering. In this approximation, the nucleon field is replaced by a fixed source that
absorbs and emits single mesons. See (Wilson 1961).
17

The following history is brief and selective. For more thorough treatments, see (Cao and
Schweber 1993), (Fisher 1998), or (Schweber 2015, § 3-5).
18
(Wilson 2002) remembers the talk as being in 1964 or 1965, while (Wilson 1983) recalls it as
being sometime before the summer of 1966. Widom places his talk in 1966 or 1967. See (Wilson
2002) and (Widom 2002).
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was on his own recent attempts to derive scaling laws describing the behavior of
critical phenomena near the critical point (Widom 1965) and although Wilson was
ignorant of the experimental work in critical phenomena that made Widom’s work
interesting, he was intrigued by the lack of justification for the assumptions Widom
had to make in order to get empirically successful scaling laws. Wilson had the sense
that Widom’s work may have some connection with his work on the RG in particle
physics, and was sufficiently interested by Widom’s talk that he continued to think
about the problem for some time afterward.
Eventually, Wilson came to realize that the problems of critical phenomena were
problems that involved infinitely many scales of length, just like the quantum fieldtheoretic problems he had been exploring with the RG, and resolved that he needed to
learn the theory of critical phenomena19 . It was at this point that several condensed
matter physicists directed Wilson to the “block-spin” procedure that (Kadanoff 1966)
had developed for analyzing scaling behavior by eliminating degrees of freedom from
an Ising model near its critical point; as Wilson puts it, “I was informed that I
had been scooped by Leo Kadanoff” (Wilson 1983). Much like Widom, however,
Kadanoff had been forced to make a number of unjustifiable assumptions in order to
get the block-spin procedure to work, and Wilson again became interested in finding
a justification for those assumptions.
During this period Wilson also continued to work on the RG in the context of
the the fixed-source approximation for elastic pion-nucleon scattering that he had
first explored in his PhD thesis20 . Wilson begins his first paper on the topic by
19

There are actually a number of convergent factors that drove Wilson to study critical phenomena. In Wilson’s earliest paper on broken scale invariance in QFT, he tacitly assumed that the
canonical dimensions for the field operators would not be altered by RG scaling, and a referee (later
revealed to be Arthur Wightman) suggested that he look at the exactly solvable Thirring model,
where the operators acquired non-canonical scaling dimensions. He also had some awareness of
ongoing developments in axiomatic field theory, and and acquired a sense that QFT on Euclidean
spacetime was important. See (Wilson 2002) and (Wilson 1983).
20
Perhaps foreshadowing Wilson’s willingness to work on unfashionable topics, he noted later
that “[t]he static theory died as a topic of research five years earlier, but it is difficult to abandon

9

expressing a desire to rehabilitate QFT as a candidate framework for modeling the
strong interactions:
The Hamiltonian formulation of quantum mechanics has been essentially
abandoned in investigations of the interactions of π mesons, nucleons, and
strange particles. This is a pity. The Hamiltonian approach has several
advantages over the kind of approach (using dispersion relations) presently
in use. One advantage is that all properties of a system are uniquely
determined, given the Hamiltonian of the system. A second advantage is
the existence of many approximation methods...a third advantage is that
one can often analyze a Hamiltonian intuitively (Wilson 1965).
Wilson diagnoses two causes for the lamentable abandonment of QFT for the strong
interactions: (i) no one knew which Hamiltonian to use for the strong interactions,
and (ii) widespread dissatisfaction with the renormalization procedure (Wilson 1965,
p. 446). Wilson aims to provide a resolution to the second problem in the fixedsource approximation, arguing that the procedure he employs – a preliminary version
of his formulation of the RG – provides a physically transparent and mathematically
satisfactory resolution to the problem of divergences. Already in this early work,
Wilson demonstrates the physical insight that underlies the modern approach to
renormalization – that “the renormalization group approach is a strategy for dealing
with a problem with many different length (or energy or time or momentum or...)
scales. The strategy is...to break the problem into a sequence of subproblems, with
each subproblem involving only a few length scales”(Wilson 1976).
Wilson begins by dividing up the momentum space available to the pions into a
set of intervals
1
1
1
0 < k < mπ , Λ < k < Λ, Λ2 < k < Λ2 , · · · , Λn < k < Λn
2
2
2
which he referred to as “momentum slices”21 . Wilson recognized that while it is the
the subject of one’s Ph.D. thesis” (Wilson 1976).
21

Wilson attributes the inspiration for this momentum slicing procedure to (Dyson 1951), al-
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low-momentum degrees of freedom that are most important for the physics of elastic
pion-nucleon scattering, i.e. those field modes with k ∼ mπ , it is the field modes of
very high momenta that dominate the integrals that arise in calculations.
In order to rectify this, Wilson defines the full Hamiltonian H for the fixed-source
problem as the limit of a sequence of Hamiltonians Hn corresponding to individual
momentum slices. He then begins by diagonalizing the Hamiltonian Hn in the highest
momentum slice, describing pions with momenta k ∼ Λn , and finding the ground state
for this Hamiltonian. Having done so, he treats pions in the next momentum slice
k ∼ Λn−1 as perturbations around the ground state of Hn , with the result that “[t]he
effective Hamiltonian describes only the ground state of Hn and those excited states
with energy of order Λn−1 or less above the ground state” (Wilson 1965, p. 449).
This procedure can be naturally iterated, and Wilson shows that at each stage of the
iteration, the higher-momentum pion modes (described by some Hn ) affect the lowermomentum pion modes (described by some Hn−1 ) by modifying the pion-nucleon
coupling g in the lower-momentum Hamiltonian Hn−1 . This generates a recursion
relation for the coupling:
gn−1 = f (gn )
from which one can see that the effect of the high-momentum pion modes on the
k ∼ mπ modes of physical interest is captured by the evolution of the coupling constant at different scales. At each step of this evolution, higher-momentum modes
are “integrated out” of the full Hamiltonian H. Already in 1965, the essence of the
Wilsonian RG – the “integrating out” of high-momentum degrees of freedom and successive modifications of the couplings in the resultant low-momentum Hamiltonians
– are in place. As Wilson later recalled, “[f]or the first time I had found a natural
basis for renormalization-group analysis: namely, the solution and elimination of one
though Wilson was ultimately unable to make much use of the particular technical machinery that
Dyson had developed for splitting field modes into high and low momentum regions. See (Wilson
2002) or (Wilson 1983).
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momentum scale from the problem” (Wilson 1983).
As Wilson continued his work on the RG, he came to recognize what was needed
to justify the assumptions that had been made by (Kadanoff 1966) in his early work
on scaling. Describing Kadanoff’s block-spin approach to scaling, Wilson recalls that
Kadanoff had proposed that a ferromagnet near its critical point could be
described in terms of blocks of spins interacting through an effective Isinglike coupling. In Kadanoff’s picture a single parameter K characterized
the effective interaction. I tried for several years to learn how to calculate
K, with no success. Then I learned from a more extended study of the
fixed source theory ((Wilson 1970)) that the effective interaction would
be much more complex than Kadanoff suggested, containing next-nearestneighbor couplings, four-spin couplings, etc., leading to an infinite number
of parameters in an exact treatment (Wilson 1976).
This recognition was a pivotal step along the path toward the formalism of what we
now call effective field theory (EFT). Wilson sometimes offers this recognition – that
one needed to consider effective Hamiltonians that contained infinitely many interaction terms – as the main recognition that separated his work from contemporaneous
work on the RG (particularly the work of (Di Castro and Jona-Lasinio 1969))22 .
The first published record of Wilson (and, to my knowledge, anyone else) carrying
out an RG analysis on a Hamiltonian including infinitely many interactions is (Wilson
1970)23 . Of crucial importance was Wilson’s recognition that as long as the cutoff
22

For example, in (Wilson 2002):
You see, the trouble was [DiCastro and Jona-Lasinio] were working with the GellMann/Low version with just one coupling constant. And there was just no way they
could justify that...in going from an infinite set of couplings to just one, they were assuming their answer, namely, a one-parameter Gell-Mann/Low renormalization group.
I mean, you could justify it when you had the field theory perturbation expansion,
but they didn’t have any field theory perturbation expansion. So until there was the
epsilon expansion, there was no basis for DiCastro and Jona-Lasinios assumptions.

23
Wilson relates his work in this paper back to the initial work in 1954 by Gell-Mann and Low
on the RG, describing the move from a single, scale-dependent coupling e(Λ) to an infinite set of
scale-dependent couplings {gn (Λ)} as a generalization of the physical idea that motivated Gell-Mann
and Low’s initial formulation of the RG. He addresses the relationship in detail in (Wilson 1970,
section VII).
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Λ for the effective Hamiltonian remained finite and much larger than the characteristic scale of the physics of interest, the presence of nonrenormalizable terms in the
Hamiltonian presented no special problem. The reason for this was that on purely
dimensional grounds the nonrenormalizable terms would have to be multiplied by inverse powers of Λ, ensuring that for any fixed level of accuracy, only a finite number
of these terms would need to be considered. As he describes the situation,
One has an infinite number of counter terms when one tries to renormalize
a nonrenormalizable theory. This is customarily regarded as a disaster,
for one presumes that for every infinite counter term there is an arbitrary
finite counter term, leading to an infinite number of parameters. This
disaster does not occur in the model. The reason is that strict bounds on
the coupling constants will be included in the definition of [the effective
Hamiltonian] (Wilson 1970, p. 1440).
These two achievements of Wilson’s – (i) the development of an RG transformation
based on integrating out high-energy degrees of freedom and incorporating the contributions of these degrees of freedom into the couplings of the resultant effective
theory; and (ii) the recognition that this RG transformation would generate an effective Hamiltonian containing nonrenormalizable interactions but that this was not
a disaster as long as one kept the cutoff Λ finite – gave rise to a dramatic paradigm
shift in the way physicists understood the foundations of QFT.
The previous several generation of particle physicists had been accustomed to
treating QFT as a candidate for a fundamental theoretical framework for particle
physics, encouraged in no small part by the practice of treating the cutoff Λ as a mere
mathematical ‘scaffold’ to be removed by taking Λ → ∞ at the end of calculations.
This meant, among other things, that QFTs containing nonrenormalizable interactions were not serious candidates for describing nature; one could not extract from
them predictions beyond the lowest order of perturbation theory without encountering an insurmountable avalanche of divergences, incurable by the renormalization
procedure of Feynman, Schwinger, Tomonaga, and Dyson. Steven Weinberg, who
13

would quickly become one of the greatest advocates for understanding EFT as the
appropriate foundation for QFT, recalls that at the time of Wilson’s work the prevailing attitude was that “[i]t was difficult to take [EFTs for the strong interactions]
seriously as dynamical theories, because the derivative couplings that made them
useful in the lowest order of perturbation theory also made them nonrenormalizable,
thus apparently closing off the possibility of using these theories in higher order”
(Weinberg 2009).
All of that changed shortly after Wilson’s work. I quote at length the retrospective description (Weinberg 2009, pp. 9-10) gives of his own conversion to the EFT
perspective24 :

My thinking about this began to change in 1976. I was invited to give
a series of lectures at Erice that summer, and took the opportunity to
learn the theory of critical phenomena by giving lectures about it. In
preparing these lectures, I was struck by Kenneth Wilsons device of “integrating out” short-distance degrees of freedom by introducing a variable
ultraviolet cutoff, with the bare couplings given a cutoff dependence that
guaranteed that physical quantities are cutoff independent. Even if the
underlying theory is renormalizable, once a finite cutoff is introduced it
becomes necessary to introduce every possible interaction, renormalizable
or not, to keep physics strictly cutoff independent. From this point of
view, it doesn’t make much difference whether the underlying theory is
renormalizable or not. Indeed, I realized that even without a cutoff, as
long as every term allowed by symmetries is included in the Lagrangian,
there will always be a counterterm available to absorb every possible ultraviolet divergence by renormalization of the corresponding coupling constant. Non-renormalizable theories, I realized, are just as renormalizable
as renormalizable theories. This opened the door to the consideration
of a Lagrangian containing [nonrenormalizable terms] as the basis for a
legitimate dynamical theory.

24
For a contemporaneous description of his evolving attitude, see Weinberg’s Erice lectures (Weinberg 1978). The rapidity of his conversion is apparent from his endorsement of renormalizability as
an important constraint on theorizing in a retrospective on QFT that was submitted for publication
in 1976: “Throughout this history I have put great emphasis on the condition of renormalizability...it
has always seemed to me that the requirement of renormalizability has just the kind of restrictiveness
that we need in a fundamental physical theory” (Weinberg 1977)
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1.4

Weinberg and the spread of EFT

While Ken Wilson laid the mathematical and technical groundwork for introducing
EFTs into particle physics, it was arguably Steven Weinberg who played the largest
role in taking the tools developed by Wilson and using them first to turn EFT into
a respectable dynamical framework for particle physics, and subsequently into a respectable conceptual foundation for QFT itself.
As quoted above, Weinberg traces his own changing understanding of the EFT
framework to his attempt to learn the theory of critical phenomena in the mid-1970s.
As the 1960s progressed physicists had begun to use effective Lagrangians regularly,
but their function was to make easier certain calculations based on so-called “current
algebra” techniques which treated the effective Lagrangians as merely formal devices,
ascribing no physical content to the field operators used to formulate them. The
primacy of the current algebra techniques, and the generally skeptical attitude toward
QFT itself, is nicely captured by a well-known quote from (Gell-Mann 1964):
In order to obtain such [current algebra] relations...we use the method
of abstraction from a Lagrangian field theory model. In other words, we
construct a [Lagrangian] model of the strongly interacting particles, which
may or may not have anything to do with reality, find suitable algebraic
relations that hold in the model, postulate their validity, then throw away
the model. We may compare this process to a method sometimes employed in French cuisine: a piece of pheasant meat is cooked between two
slices of veal, which are then discarded.25
This attitude stemmed partially from the inability to carry out calculations using
effective Lagrangians beyond the lowest order of perturbation theory (since the effective Lagrangians contained nonrenormalizable interactions), and partially from a
more general belief that QFT was a framework incapable of modeling the strong in25
See also (Weinberg 1979, p. 328): “It is well known that matrix elements for soft-pion interactions can be obtained...from the tree graphs in an SU(2)SU(2)-invariant phenomenological
Lagrangian. However, it has been widely supposed that the ultimate justification of the results
obtained from a phenomenological Lagrangian rests on the foundation of current algebra.”
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teractions and could be of at most instrumental guidance in the hunt for a theory of
the strong interactions.
Building on his realization that nonrenormalizable interactions posed no special
problem, as shown by Wilson and further explored by Weinberg in his Erice lectures
(Weinberg 1978), Weinberg returned to effective Lagrangians with a new perspective. The results of this new perspective are captured in (Weinberg 1979), where he
demonstrates that if one adopts the Wilsonian perspective on QFT, one can recover
and justify, directly from an effective Lagrangian, all of the results for low-energy pion
scattering that had been derived using current algebra26 . As the justification of these
results, Weinberg offers an explicit formulation of the radically new understanding of
QFT that Wilson initiated:
[I]f one writes down the most general possible Lagrangian, including all
terms consistent with assumed symmetry principles, and then calculates
matrix elements with this Lagrangian to any given order of perturbation theory, the result will simply be the most general possible S-matrix
consistent with analyticity, perturbative unitarity, cluster decomposition
and the assumed symmetry principles...With this “theorem”, one can obtain and justify the results of current algebra simply by writing down
the most general Lagrangian consistent with the assumed symmetry principles, and then deriving low energy theorems by a direct study of the
Feynman graphs, without operator algebra. However, in order for this to
be a derivation and not merely a mnemonic, it is necessary to include all
possible terms in the Lagrangian... (Weinberg 1979, p. 329).
Drawing on Wilson’s recognition that the nonrenormalizable interactions must be suppressed by the high-energy cutoff Λ of the theory on dimensional-analysis grounds,
Weinberg demonstrates that starting with an effective Lagrangian containing infinitely many interactions, one can derive all of the results previously obtained via
current algebra by considering only the leading interaction term in an effective La26
It is appropriate that this paper is published in a festschrift for Julian Schwinger. Although I
have omitted discussion of it here, Schwinger’s shift away from QFT and subsequent development of
“source theory” provided perhaps the earliest inspiration for the EFT perspective. Weinberg himself
acknowledges this in the introductory section of (Weinberg 1979).
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grangian; furthermore, one can systematically improve on these results by including
higher-order interaction terms in one’s calculation. It is in this paper, and Weinberg’s
subsequent extension of the effective field theory formalism to the gauge theories of
the Standard Model in (Weinberg 1980b), that one finds a remarkably complete formulation of the EFT framework as it is now employed in particle physics. After
the publication of (Weinberg 1979, 1980a,b) particle physicists very quickly began
making use of the EFT framework in practice. Weinberg himself was not shy about
proselytizing the EFT perspective on QFT, which contributed to its spread. In his
1979 Nobel lecture, Weinberg emphasized that the electroweak theory is merely an
effective theory, founded on the theoretical principles laid out in (Weinberg 1979); he
also began teaching his QFT courses at Harvard in the EFT framework. Weinberg
was a popular lecturer at Harvard and the EFT perspective quickly took hold, to the
extent that Joseph Polchinski recalls learning the EFT perspective almost by osmosis
as a postdoc between 1982-84: “Just the effective field theory way of thinking, I didnt
fully pick it up until Harvard because people just weren’t using it quite so consciously
at Berkeley and even Stanford. But at Harvard you couldn’t help but pick it up”
(“Interview of Joseph Polchinski by Dean Rickles on 2009 March 18”)27 .
Throughout the 1980s, the understanding of QFTs as EFTs spread beyond Harvard and took hold throughout the community of particle physics researchers. Although the community was slower to adopt Weinberg’s own pedagogical approach,
that too has changed; the EFT framework is now ubiquitous in the teaching of
QFT28 . In addition to countless research papers, it now structures the presentation
27

Quickly after arriving at Harvard, Polchinski was able to use the EFT framework to provide an
answer to the question of why nature was so successfully described by perturbatively renormalizable
QFTs (Polchinski 1984).
28
The lectures of (Polchinski 1992) begin by stating his explicit aim of rectifying a disconnect
between the way QFT was presented in textbooks at the time and the way it was employed by
practicing particle physicists: “Effective field theory is a very powerful tool in quantum field theory,
and in particular gives a new point of view about the meaning of renormalization. It is approximately
two decades old and appears throughout the literature, but it is ignored in most textbooks.”
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of both the textbooks (such as (Weinberg 1995, 2005), (Banks 2008), (Zee 2010),
(Duncan 2012)) and lecture courses (such as (Polchinski 1992), (Kaplan 1995, 2005),
(Rothstein 2004), and (Gripaios 2015)) through which students are introduced to the
subject. It is certainly the understanding of the conceptual foundations of QFT that
dominates the particle physics community today; Tony Zee, reflecting on the changes
that the foundations of QFT have undergone since Wilson’s development of the RG,
states that “...when I wrote my textbook on quantum field theory, I was thoroughly
struck by how profoundly Ken had turned the subject around” (Zee 2015). Although
it was certainly Wilson who was responsible for developing the mathematical and
conceptual foundations of the EFT framework, it was Weinberg who, perhaps more
than anyone else, was responsible for the rapid hegemony it achieved in the particle
physics community.
Philosophers of physics have not, by and large, caught up with this paradigm
shift in the conceptual foundations of QFT. This is a pity. EFTs provide a rich arena
for philosphical exploration; they yield novel philosophical questions that emerge
naturally from the EFT formalism and its role in modern scientific practice, as well
as profitable and original insights into questions that have a long history in the
philosophy of science literature. The remainder of this dissertation is devoted to
exploring and clarifying such issues in the context of EFT.
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Chapter 2

Scientific Realism Made Effective

This chapter argues that a common philosophical approach to the interpretation of
physical theories – particularly quantum field theories – has led philosophers astray. It
has led many to declare the quantum field theories employed by practicing physicists,
so-called “effective field theories,” to be unfit for philosophical interpretation. In
particular, such theories have been deemed unable to support a realist interpretation.
I demonstrate that these claims are mistaken: attending to the manner in which these
theories are employed in physical practice, I show that interpreting effective field
theories actually yields a robust foundation for a more refined approach to scientific
realism in the context of quantum field theory. The chapter concludes by sketching
some general morals for interpretive practice in the philosophy of physics.

2.1

Introduction

There are two central strands of contemporary philosophy of science which sit in
tension. On the one hand, there is the increasing desire of philosophers of science
to ensure that their philosophical commitments are grounded in our most successful
scientific theories. This is often considered part and parcel of adopting a ‘naturalistic’
approach to philosophical investigation1 . On the other hand is a currently widespread
approach to the interpretation of physical theories. According to this approach, the
central interpretive task of the philosopher is to answer the following counterfactual
1
For example, naturalism of a particularly appealing sort is exemplified by (Maddy 2007) or
(Wimsatt 2007), or many papers in (Ross, Ladyman, and Kincaid 2013).
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question: “if this theory provided a true description of the world in all respects,
what would the world be like?” Given what we know about the restricted validity
of the descriptions of the world provided by even our best physical theories, this
sits uneasily with the interpretive question that follows more naturally from paying
heed to scientific practice2 : “given that this theory provides an approximately true
description of our world, what is our world approximately like?”
My aim in this paper is to offer one way of resolving this tension. In the context of
quantum field theory3 , I sharply distinguish these two interpretive projects and argue
that adopting the modern understanding of quantum field theories as ‘effective theories’ renders the prevailing counterfactual approach to theory interpretation at best
unmotivated, and at worst misleading. (A brief, largely nontechnical introduction
to effective quantum field theories and the associated renormalization group are provided in section 2.1.1 below.) Fortunately, effective quantum field theories provide
philosophers with a superior starting point for interpretational questions, even according to the criteria that purportedly motivate prevailing interpretive practice. In
particular, they enable one to answer in the affirmative the question which (Ruetsche
2011) takes to be binding on any purported interpretation of a physical theory: “does
this interpretation allow the theory to discharge all of its scientific duties?” In fact,
in the context of quantum field theory it is only by attending to effective theories
that one can satisfy this criterion.
It is especially profitable to attend to effective theories in order to answer questions about the ontological implications of quantum field theories. Since a number
of philosophers of physics view effective theories as an ad hoc solution to certain
2

This phrasing can be found in (Fraser 2011), where it is used to describe the preferred interpretive question of (Wallace 2011). It is also endorsed by (Baker 2015, section 2), although I think
Baker misunderstands the sense in which quantum field theory can rightly be called “approximately
true,” in a way that presents a problem for the argument he goes on to give in section 2 of that
paper. I discuss this further in section 2.4.
3
Quantum field theory is the theoretical framework that unifies quantum mechanics and special
relativity, and underlies our most successful theories of particle physics.
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mathematical problems in quantum field theory, or merely as tools for extracting
empirical predictions which convey no ontological guidance (for example, (Halvorson
and Müger 2006), (Fraser 2009), (Kuhlmann 2010), (Fraser 2011), and (Butterfield
and Bouatta 2014, section 5.2)), I argue for this position at some length in section
2.3. I will only advertise the main benefits here.
The first benefit is that effective theories, in conjunction with the renormalization
group (a theoretical tool applicable only in effective theories), allow for a precisification – at least within the context of quantum field theory – of the notoriously fuzzy
notion of ‘approximate truth’ employed in discussions of scientific realism. They do
this in two senses. The first is that effective theories acknowledge that they are not
fundamental theories by incorporating explicitly into their mathematical framework
a short-distance length scale beyond which the theory is known to be empirically
inadequate. This delineates the physical domain in which one can trust the ontological implications of effective theories. The second sense in which effective theories
precisify the notion of ‘approximate truth’ draws on (i) the renormalization group,
which describes how the structure of the theory changes at different length scales, and
(ii) the myriad empirical applications of effective theories. The issue is that not all
of the mathematics in a physical theory plays a genuine representational role – some
may be introduced merely to facilitate calculations, or to achieve a certain level of
mathematical rigor, or for any number of other non-representational purposes. Thus
one would like to know which subset of the mathematical structures present in a
physical theory genuinely ‘make contact’ with the world, i.e. the extent to which the
mathematical framework may ‘approximately’ represent the physical world4 . In the
context of effective theories, both the renormalization group and attention to applications can be employed to distinguish mathematical elements of the theory that have
4
Although a similar recognition lies at the foundation of many contemporary forms of QuinePutnam style Indispensability Arguments for mathematical realism (e.g. (Saatsi 2011)), the type of
considerations pursued in such arguments are orthogonal to my discussion here.
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a genuinely representational role – those which have genuine physical content – from
those which are mere mathematical artifacts5 .
The second benefit of investigating ontological questions with effective theories is
that one can use the renormalization group to see how the structure of a theory in
the domains where it can provide reliable ontological information relates to its structure at the short-distance ‘fundamental’ scales where it is empirically untrustworthy.
By eschewing effective theories and the renormalization group, much of current interpretational practice misses out on this scale-dependent information and is able
to examine only the ‘fundamental structure’ present at arbitrarily short distances –
precisely the length scales at which we know quantum field theories to be empirically
inadequate. Studying this scale-dependent ontology with the renormalization group
yields two insights. First, the structure of a quantum field theory at the fundamental
level is often shown to be in many respects irrelevant for determining the theory’s
structure at longer length scales: the renormalization group demonstrates that the
dynamical equations that govern behavior in physical domains where the theory is
empirically applicable are largely insulated from the dynamical interactions present
in the theory at the fundamental level. This means that (i) examining the theory
at the fundamental level is often a misleading guide to the structure of the theory
at the length scales where it actually provides reliable physical information, and (ii)
the “higher-level” entities to which the theory does justify ontological commitment
are precisely those that are likely to be preserved in the face of future theory change,
since they are stable against changes in the short-distance ‘fundamental’ structure
of the theory. Second, in certain classes of quantum field theories one finds that one

5
Recently, (Curiel 2015), (Weatherall 2015), and (Ruetsche 2011), in distinct contexts and drawing on distinct motivations, have emphasized the importance of attending to the ways in which a
physical theory is applied in practice in order to inform its interpretation. My approach here probably has the most in common with Curiel, although his discussion is set in the context of classical
general relativity and so he does not explicitly advocate adopting effective theories as an interpretational starting point.
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simply cannot explain, in any minimally intelligible or manageable fashion, physical
behavior at long length scales solely employing the entities and structures present
in the theory at the fundamental level: the case of the ‘confinement’ of quarks and
gluons into hadronic bound states (such as protons and neutrons) serves as a case
study for illustrating the more general point. In these cases one is forced to include
“higher-level” entities in the theory’s ontology in order that the theory be able to
‘discharge its scientific duties’, which include providing explanations. All of this is
entirely obscured if one focuses only on the ‘fundamental structure’ of quantum field
theories.
The plan of the paper is as follows. In section 2.2, I review what I deem the
Standard Account of theory interpretation before providing reasons to be dissatisfied
with it. Section 2.3 is a detailed discussion of the virtues that interpreting effective
theories promises for scientific realism. I argue that it yields a more robust and scientifically informed set of realist commitments than the Standard Account. Section 2.4
indicates ways in which philosophical attention directed at effective theories (i) can
aid projects of theory development in physics, and (ii) cast a much-discussed problem
at the foundations of quantum field theory, the problem of “inequivalent representation,” in a new light. Section 2.5 addresses concerns philosophers of physics have
raised about the lack of mathematical rigor present in certain effective theories, and
I conclude in section 2.6 with some brief, general comments on interpretive practice
in the philosophy of physics.
Finally, two brief terminological notes. First, the terms “physically significant”
and “ontologically significant” are used interchangeably throughout the paper, unless
specifically noted otherwise. Second, throughout the paper I will use the term effective
quantum field theory (EFT) to refer to any quantum field theory that incorporates
its limited domain of applicability into its mathematical formalism, in a sense made
precise in section 2.1.1. This represents a slightly broader usage than sometimes
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displayed in the physics literature. The only significance of this here is that quantum
field theories that are given a mathematically exact definition on a spacetime lattice
will be labeled as EFTs, in addition to those that incorporate their limited domain of
applicability into their perturbative approximation. The following section contains a
brief introduction to effective field theories and the associated renormalization group.

2.1.1

Effective Field Theories and the Renormalization
Group

Quantum field theories describe the behavior of fields, such as the electromagnetic
field, at subatomic length scales. Effective quantum field theories (EFTs) are quantum field theories that become inapplicable beyond some even shorter distance scale,
and that incorporate this inapplicability into their mathematical framework. (See
(Georgi 1989) for a very clear and accessible introduction, or (Williams 2015, section 2) for a briefer introduction aimed at philosophers.) All quantum field theories
that aim to describe the actual world are EFTs – they are incapable of providing an
accurate description of nature at very short distances.
The reason for this, ultimately, is gravity6 . All quantum fields interact with the
gravitational field. However, at relatively long distance scales, such as those currently
being probed by experiments at the LHC, this gravitational interaction is very weak
and one is justified in excluding its contributions from calculations – this is why, for
example, the Standard Model of particle physics can be spectacularly empirically successful while ignoring gravitational interactions entirely. Unfortunately, as one considers physical processes at the extremely short length scales near the Planck length
6
It is true that certain quantum field theories – those which are not asymptotically free – also
break down at some short distance scale on purely mathematical grounds. Specifically, the strength
of the interactions described by the theory becomes infinite at some very short, but finite, distance
scale, and infinitely strong interactions are physical nonsense. However, since this typically happens
at length scales many orders of magnitude shorter than those where all quantum field theories
become empirically inapplicable due to the lack of a consistent quantum field theory of gravitation,
I will not discuss these purely mathematical difficulties here.
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LP l (approximately 10−35 meters), gravity is no longer negligibly weak relative to the
forces described by the Standard Model and its effects must be taken into account.
While gravitation can be incorporated into the quantum field theoretic framework at
longer distances as an EFT, the resulting theory is not asymptotically free7 , and so
attempting calculations in a quantum field theory of gravitation at these length scales
produces physically nonsensical results: a series of infinities that cannot be rendered
sensible using the renormalization techniques physicists successfully employ in many
non-gravitational quantum field theories to eliminate similar infinities. The fact that
no physically sensible quantum field theoretic description of gravitation is available
in the physical domain where it is needed most, then, leads one to conclude that (i)
while gravitational effects must be incorporated as we experimentally probe higher
energies, it appears that quantum field theory is not the appropriate framework for
doing so, and thus (ii) any QFT which aims to describe the world should not be
trusted at energies above, at the highest, the Planck scale.
As discussed in the last paragraph, the length scale L at which the entire framework of quantum field theory becomes inapplicable, or “breaks down,” is the Planck
scale LP l . However, individual quantum field theories will have their own particular
length scales L at which they break down; of course, all will be longer than LP l .
For instance, in quantum electrodynamics, the quantum field theory of the electromagnetic field, the theory becomes inapplicable at approximately 10−19 meters – at
distances shorter than this, the electromagnetic and weak forces become unified and
quantum electrodynamics is no longer a reliable guide to nature. EFTs make this
empirical failure explicit by representing it in the theory’s mathematical framework.
One can represent this breakdown in many ways, but the most physically trans-

7
That said, there is an active research program dedicated to determining whether a quantum field
theory of gravitation may be asymptotically safe: in such a scenario, the gravitational interaction
would obtain a fixed, finite strength at some short distance and maintain that strength down to
arbitrarily short length scales. See (Niedermaier and Reuter 2006) for a fairly recent review.
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parent is to replace four-dimensional continuum spacetime with a discretized lattice
(rather like a four-dimensional chessboard). The spacing between the vertices of the
lattice is chosen to be the length L at which the EFT breaks down – this is called the
cutoff scale of the EFT. Having done this, there are then a set of rules one follows in
constructing an EFT:

1. Specify the quantum fields described by the theory, and their symmetries.
2. Write down all possible interactions that involve combinations of the fields and
their derivatives, and which do not violate the symmetries of the theory.
3. For all interactions which have dimensions of length not equal to (-4), multiply
them by an appropriate power of the cutoff L.

Item 3 requires explanation, and a short tutorial on dimensional analysis in quantum
field theory. All of the information concerning the dynamics of a quantum field
theory is contained within its action S. In the units typically employed by particle
physicists, an action is dimensionless8 – in these units all physical quantities have
units of either mass or length. In quantum field theory, fields and derivatives are
chosen to have length dimension (-1), so that interactions containing many powers
of fields and their derivatives will have dimensions of length d ≤ (−4). In order to
ensure that S is dimensionless, each interaction that appears in the theory’s dynamics
must have dimensions of length d = (−4); the reason is that contained in S is an
R
integration d4 x of each interaction over a volume of spacetime, and this integration
introduces the volume element d4 x into the action. Heuristically, this is four powers
of the infinitesimal length dx, and so has dimensions of length d = 4; since the
dimensions of S are additive, the result is that only interactions with dimensions of
length d = (−4) combine with the volume element d4 x to produce an action S which
is dimensionless, as required. Any interactions in S with d 6= (−4) thus have to be
8
Particle physicists tend to use “natural units” in which Planck’s constant h̄ and the speed of
light c are each set to 1. Since an action typically has units of h̄, it is dimensionless in natural units.
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multiplied by appropriate powers of the only other dimensionful quantity present in
the theory, the lattice spacing L.
For concreteness, consider the EFT that results9 from applying this procedure to
a scalar quantum field ϕ with cutoff scale L:

Z
SL =


g1 2
4
2
6
4
4
d x (∂µ ϕ) + 2 ϕ + g2 ϕ + g3 (L )ϕ + g4 (L )(∂µ ϕ) + · · ·
L
4



2

where the gi ’s are dimensionless coupling constants that characterize the strength of
each interaction. What is apparent immediately is that interactions of dimension
d ≤ (−4) are suppressed by powers of the short-distance cutoff L. If one sets the
cutoff L equal to the Planck scale LP l , for example, the dynamical contributions of
the interaction ϕ6 is suppressed by a factor of (LP l )2 = 10−70 !
There remains one issue to address, and it leads naturally to the renormalization
group (RG). Let’s continue for the moment with the assumption that the cutoff scale
for this EFT is LP l . Then although this EFT now explicitly excludes variations in
the field ϕ occurring over length scales shorter than the cutoff scale LP l , calculations performed in this theory will still include contributions from variations in ϕ
characterizing many different length scales. For instance, consider a physical process
involving ϕ taking place at a scale L00 ∼ 10−10 meters (roughly the scale of atomic
radii). A description of this process in this EFT will incorporate effects from physical processes occurring at scales that range over 1025 orders of magnitude. This is
not only calculationally unpleasant, but degrees of freedom that are characteristic
of vastly different scales of length become all mixed up in the calculation and any
illuminating explanation of the physical process becomes more difficult.
The RG allows one to improve on this situation. It clarifies which degrees of free9
I have suppressed normalization constants and unimportant indices, and imposed a symmetry
under ϕ → (−ϕ) to simplify the expression.
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dom – which variations in ϕ over which length scales – make the dominant dynamical
contributions to physical processes at different length scales. Beginning with an EFT
that includes degrees of freedom down to the cutoff scale LP l , one can use the RG
to eliminate additional degrees of freedom from the theory to generate a new EFT
that breaks down at a new length scale L0  LP l (where L0 is still much smaller than
the characteristic scale L00 of the physics of interest). In this new EFT with cutoff
scale L0 , the resulting action SL0 now contains interactions multiplied by powers of
L0 , and excludes degrees of freedom at distances shorter than L0 – in particular, it
now excludes variations in ϕ over length scales between LP l and L0 . This procedure
is applied recursively, and iterated in the obvious way. By doing so one can systematically isolate the contributions to the physical process of interest at L00 coming from
each distance scale shorter than L00 . One discovers that the physical processes at
long distances like L00 are generically insensitive to the structure of the EFT at much
shorter distances (for example, at the cutoff scale LP l ).
The RG allows one to capture this (in)sensitivity quantitatively as follows. Remarkably, all the sensitivity of the long-distance theory to the short-distance physics
is carried by the couplings gi that characterize the strength of each interaction term
in the action. After eliminating degrees of freedom at length scales between the original cutoff LP l and a longer distance scale L0 , the resulting EFT SL0 has (i) a new
cutoff L0 and (ii) modified couplings gi that now depend on the new cutoff scale L0 .
Imposing as boundary conditions the values of the gi ’s at the initial cutoff scale LP l
and lowering the length scale continuously, the change in the couplings can be described by a set of differential equations called the renormalization group equations.
In many cases, one finds that some subset of the interactions present at the cutoff
scale becomes smaller as one eliminates more short-distance degrees of freedom from
the theory, ultimately making negligible dynamical contributions at the length scales
where the EFT is empirically adequate; such cases will be of interest in section 2.3
28

when discussing the (un)importance of the fundamental ontological structure of an
EFT.

2.2

The Standard Account of Theory
Interpretation

Philosophers of physics occasionally offer remarks about what it means to give an
interpretation of a physical theory, but more frequently they get to the business of
interpreting without a metaphilosophical preamble. In this section my aim is to extract a handful of principles that strike me as shared ground among many philosophers
of physics regarding what it means to interpret a physical theory. These make up
what I label the Standard Account, or Standard Interpretation, and its practitioners
I call Standard Interpreters. I should note that I do not have in mind any particular
author or set of authors as perfect examples of Standard Interpreters. The Standard
Account is meant to reflect a set of assumptions that are at least tacitly assumed by
many working in the philosophy of physics; in any given paper such authors may exhibit many (but not necessarily all) of the principles that I group together under the
heading of the Standard Account. That said, after outlining the Standard Account,
I will substantiate it with a representative sample of quotations from philosophers of
physics addressing the question of what it means to interpret a physical theory.
The ingredients I take to be integral to the Standard Account are:
1. The theory to be interpreted is assumed to provide a true and exhaustive description of the physical world in all respects, including at all length scales.
2. A theory is to be interpreted in isolation. It is illicit to appeal to, say, quantum mechanics to shed light on interpretational questions in classical physics,
or to the inevitability of gravitational effects at short distances to resolve an
interpretational difficulty in quantum field theory10 .
10
This is really a corollary of principle 1 – how could a physical theory that is assumed to provide
a true and complete description of the world be consistently interpreted in anything but isolation?
I list it as a separate principle merely for the sake of emphasis.
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3. An interpretation of a theory consists of the set of all worlds nomologically
possible according to that theory.
4. This set of possible worlds is determined by generic structural features of the
theory in question. These may include its dynamical laws, certain kinematical
constraints (the symmetries of its space of physically allowed states, for example), and so on. Information about empirical applications of the theory – how
it is employed in scientific practice – are largely or entirely ignored
5. The goal of interpreting a physical theory is to identify and characterize its
fundamental ontological features.
Now for some evidence. Consider the following (representative) descriptions of theory
interpretation offered by philosophers of physics:
 (Earman 2004, p. 1234): “Whatever else it means to interpret a scientific
theory, it means saying what the world would have to be like if the theory is
true.”
 (Van Fraassen 1991, p. 242): “Hence we come to the question of interpretation:
Under what conditions is the theory true? What does it say the world is like?
These two questions are the same.”
 (Belot 1998, p. 532): “To interpret a theory is to describe the possible worlds
about which it is the literal truth. Thus, an interpretation of electromagnetism
seems to tell us about a possible world which we know to be distinct from our
own.”11
 (Fraser 2009, p. 558): “By ‘interpretation’ I mean the activity of giving an
answer to the following hypothetical question: ‘If QFT were true, what would
reality be like?’ ”
 (Ruetsche 2008, p. 199): “To interpret a physical theory is to say what the
world would be like, if the theory were true. A realist about a theory believes
that theory to be true.”
 (Arntzenius 2014, p. 4): “So, what is it that I am doing when I discuss what
the structure of space and time is according to classical mechanics, according
to quantum mechanics, and so on? What I am doing is discussing what we
should take the structure of the world to be if the phenomena were as classical
mechanics, or quantum mechanics, or...says they are. [...] On the other hand, it
has to be said that while it seems quite reasonable to expect that future science
will have a huge predictive overlap with current science, it is not so obvious
that it will have a huge overlap concerning the kind of fundamental structure
that is the concern of this book” (emphasis mine).
11
In the same paper, Belot does offer an account of how one can learn about our own world
by examining the interactions between theories we know to be merely effective, but that we have
interpreted as true in all respects. His account hinges on a recommendation I heartily endorse –
examining the relations between theories which we know to be merely effective – but I do not see how
his account can be consistent. In particular, I do not see how one can consistently interpret theories
as literally true in all respects while advocating comparisons between theories in the domains in
which the two are taken to break down. It seems that strict commitment to the former rules out
the possibility of the latter.
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Consider two corollaries of the Principle 1. The first corollary is that one must
also banish other theories from consideration: to interpret some theory T is to interpret T in isolation; this is, of course, also Principle 2 of the Standard Account. It is
illuminating to see how this corollary affects philosophical practice, and the following discussion in (Fraser 2009, p. 552) provides a helpful example. She notes that
physicists and philosophers often appeal to the fact that quantum field theory will
be succeeded by a (currently-unknown) theory of quantum gravity at short distance
scales as one way of giving physical content to the short-distance cutoff present in
EFTs. She then argues that such appeals could not possibly do the interpretational
work they are thought to do in EFTs because “even if these claims are borne out,
the fact that quantum gravity indicates that space is discrete would not help settle the question of how to interpret the cutoff variant of QFT because gravitational
considerations are external to QFT ” (emphasis mine). The conclusion she draws is
that EFTs are unfit for interpretation, in part due to difficulties she sees related to
interpreting the short-distance cutoff.
The second corollary is that the theory to be interpreted must have a rigorous
mathematical description at all length scales. That is, after all, a necessary condition
for assuming a theory to be true in all respects. Acceptance of this mathematical
precondition for interpretation is what leads Halvorson, for instance, to state that
“[i]n the absence of some sort of mathematically intelligible description of QFT, the
philosopher of physics has two options: either find a new way to understand the task
of interpretation, or remain silent about the interpretation of quantum field theory”
(Halvorson and Müger 2006, p. 731). Standardly Interpreting a physical theory,
then, requires that it be mathematically well-behaved even in domains where it fails
qua physical theory: that is, even in domains where we expect this mathematical
description to fail to describe any properties of the actual world. I will return to
questions of mathematical consistency below in section 2.5.
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Principle 5 identifies another recurrent attitude one encounters in Standard Interpretations of physical theories, closely related to the assumption that the theory
being studied is true in all respects: the focus on identification of the fundamental
structure of the physical theory being interpreted12 . In such investigations, this is
often identified with the structure present in a theory at the smallest length scales,
and in many cases this seems to be uncritically assumed to capture the structure
which is common to all length scales. This emphasis on identifying fundamental
structure means that the focus is often on the ontology of the theory at arbitrarily
small length scales, precisely the physical domain in which one has good reasons to
distrust the ontological information contained in any extant physical theory. For
example, consider (Fraser 2008, p. 857), where she argues that if particles do not
exist at some fundamental level in quantum field theory, then “QFT does not furnish
grounds for regarding particlelike entities as constituents of reality.” This is defended
on the grounds that in order to take particles to be constituents of reality, “the cogency of the distinction between fundamental and less fundamental entities must be
defended and a case must be made for admitting additional, non-fundamental entities into our ontology” [p. 858]. Similar claims are made by (North 2009, p. 23),
where she states that “if our world’s fundamental physical theory were the theory of
classical particles, we should conclude that the structure of the mathematical space
in which to best represent the theory, and of the world according to that theory, has
only symplectic structure” (my emphasis). These provide striking examples of the
Standard Interpreter’s emphasis on fundamental structure, as well as the tendency
to equivocate between a theory’s ontological content at short distances – that is, at
the fundamental level – and that content at all distances scales.
12
This is fairly common in philosophy of physics and ubiquitous in the analytic metaphysics
literature, but even within the small subfield of the philosophy of quantum field theory it is on
display in (among other places) (Healey 2007), (Fraser 2008), (Baker 2009), (Baker 2010), (Baker
and Halvorson 2010), (Arntzenius 2014), and the discussion in (Butterfield and Bouatta 2014, section
5.2)
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Surveying the principles of Standard Interpretation, one is impressed by the degree to which they require a starting point for interpreting quantum field theories
that differs starkly from the conceptual and mathematical framework that characterizes the modern scientific understanding of quantum field theories as EFTs. In
fact, Standard Interpreters’ insistence on treating a theory as true in all respects – in
particular, at all length scales – has restricted them to studying toy quantum field theories formulated in two or three dimensional spacetimes, or features of the axiomatic
framework in which those models are constructed. These toy theories are furthermore
quite structurally distinct from the quantum field theories we know to be empirically
successful in the real world13 . One reason this restriction is so remarkable is that it is
commonplace for physicists to describe the recognition that all quantum field theories
break down at short distances, and the associated development of the RG and the
EFT framework, as the most significant conceptual advance in the understanding of
quantum field theory in the second half of the twentieth century14 : as (Rivasseau,
Gurau, and Sfondrini 2014, p. 4) put it in their recent review of the RG, “the theory
of renormalization...that initially might have appeared as a computational trick, is
now understood to be the heart of QFT.” Physicists generally regard the inevitable
breakdown of any EFT at short distances not as a disaster, but as offering profitable
physical insight. Among other advantages, it provides insight into the length scales
at which physical processes not included in the particular EFT they are working with
become important, and thus at which length scales their theory must be modified or
replaced entirely. Furthermore, as has been convincingly argued by (among others)
(Batterman 2002), (Wilson 2006), (Wimsatt 2007), and (Curiel forthcoming), such
13

In particular, even in two or three spacetime dimensions these toy models are unable to accommodate the local gauge symmetries that are necessary for formulating the Standard Model of
particle physics. These are symmetries where the symmetry transformations are functions of spacetime (hence “local”), and which represent mathematical redundancies in a theory’s formalism (hence
“gauge”).
14
For example, see (Weinberg 1983), (Gross 1999), (Weinberg 1999), (Zinn-Justin 1999), (Banks
2008), (Zee 2010), (Duncan 2012), (Cardy 2013), and many of the papers in (Baaquie et al. 2015).
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theoretical breakdowns are also rich sources of philosophical information. They offer
case studies for examining the ways in which mathematics of sometimes-questionable
rigor can accurately represent the physical world, illustrate the possibility that one’s
ontological commitments may be scale-dependent, or give insight into the character
of physical theories themselves.
Before turning to the vices of the Standard Account, I want to emphasize that I
am not suggesting that Standard Interpreters fail to recognize that classical mechanics, or general relativity, or quantum field theory do not provide valid descriptions
of our world at short distances. They unquestionably do know this. This is part of
what makes Standard Interpretive practice so odd: they uniformly set this knowledge
aside in order to pursue Standard Interpretation, and then frequently double-down on
the oddity by focusing their philosophical attention on the identification of the theory’s ontology in precisely those short-distance regions where one knows the theory’s
description to be inadequate.

2.2.1

Vices of the Standard Account

The theoretical results currently available fall into two categories: rigorous results on approximate models and approximate results on realistic
models. – (Wightman and Glance 1989)

Here I describe three serious problems with Standardly Interpreting quantum field
theory. I will be brief, for two reasons. First, because much of this ground has been
covered at length in (Wallace 2006) and (Wallace 2011), with whom I am almost
entirely in agreement. Second, because section 2.3 consists of a positive argument
that interpreting EFTs grounds ontological commitments that are more reliable than
those any Standard Interpretation of quantum field theory can provide, and I hope
this argument will be more persuasive than any purely critical discussion.
The central vice of Standard Interpretation, which I touched on already and which
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is emphasized in the quote from (Halvorson and Müger 2006) cited earlier, is that it
declares essentially all empirically applicable quantum field theories to be unfit for
interpretation. This is because no mathematically rigorous version of the Standard
Model – indeed, of any interacting QFT in four spacetime dimensions – has ever been
constructed, and a rigorous mathematical model of a physical theory is a precondition
for providing a Standard Interpretation15 . Quantum field theories that satisfy the
preconditions for Standard Interpretation are known to exist only in two or three
spacetime dimensions, and these lack many of the crucial structural features that
characterize the quantum field theories which describe our world, such as invariance
under local gauge symmetries. This means that in quantum field theory, the question
the Standard Interpreter aims to answer is actually worse than the counterfactual
starting point I attributed to Standard Interpretation at the outset of the paper. In
quantum field theory, the Standard Interpreter sets out to answer the following nested
counterfactual: “If we lived in a world with two (or three) spacetime dimensions, and
if that world could be described by a theory that we know is structurally incapable of
describing our world, and if that theory provided a literally true description of that
two (or three) dimensional world in all respects, what would that world be like?”
The answer to this question is then purported to offer insight into the ontology of the
world in which we do, in fact, reside.
A second vice stems directly from this inability to Standardly Interpret empirically
applicable quantum field theories. The manner in which a physical theory is employed
in real-world applications actually offers valuable guidance about which elements of
that theory’s mathematical framework play a genuinely representational role and

15
By “rigorous mathematical model” I mean a model that satisfies the Wightman axioms (or
some similar set of axioms). In the case of theories which are not asymptotically free (or asymptotically safe), there is positive reason to suspect that no rigorous mathematical model could ever
be constructed (see e.g. (Rivasseau 1991)). For theories that are asymptotically free (or asymptotically safe), it is strongly suspected such a mathematically consistent extension is possible, but no
one knows how to provide one yet (Douglas 2004).
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which are likely just mathematical artifacts. The absence of applications for the
quantum field theories preferred by Standard Interpreters thus makes their proposed
interpretations even less reliable. Again, this is not just in the general sense that
one may reasonably have more confidence in the approximate truth of empirically
successful theories, but also in the more specific sense that their preferred toy theories
lack an important tool for providing a fine-grained separation of ontological wheat
from mathematical chaff. Since explaining how this works in EFTs is addressed in
detail in section 2.3, I postpone further discussion until then.
I should note at this point that the rectitude of Standard Interpretation is not always just assumed. There have been arguments presented in its favor – in particular,
arguments for ignoring EFTs in favor of attempting to extract ontological information by answering the nested counterfactual given above (for example, (Fraser 2009),
(Kuhlmann 2010), (Fraser 2011), or (Baker 2013)). However, these arguments reveal
a third vice of adhering to Standard Interpretive methodology: it is capable of generating conclusions that we have good reason to believe (at worst) false, and (at best)
non sequiturs. As one example, consider the argument in (Fraser 2009) that the lack
of a rigorous mathematical model of quantum field theory in four spacetime dimensions renders it unsuitable for interpretation. Fraser’s argument takes the form of a
reductio ad absurdum: she considers an EFT whose breakdown at some short distance
L is captured by representing space as a lattice with lattice spacing L. Adherence to
Standard Interpretational methodology (that the description of the world offered by
the theory be treated as true and exhaustive, for instance) leads her to conclude that
the theory assigns a lattice structure to physical space. Thus, she continues, since
no one believes that quantum field theory entails that physical space has a lattice
structure, EFTs are unfit for interpretation16 . Of course, the upshot of any reductio
16
Fraser doesn’t consider any of the myriad ways of incorporating the short-distance breakdown
of EFTs that don’t involve formulating the theory on a spatial lattice, but her argument is easy to
extend to such cases. For example, it is also the case that no one believes our world has a non-integer
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is just that some set of assumptions is inconsistent; one then identifies the assumption(s) to be discarded based on whatever considerations are most appropriate within
the context of the investigation. An alternative response to discovering that one’s
approach to theory interpretation generates a conclusion that no one believes is to
conclude that it may be the approach to interpretation that is unfit for interpretive
work, not the theory. This is certainly the moral I take from Fraser’s discussion.
The three objections to Standard Interpretations of quantum field theories that
I’ve offered are: (i) it requires replacing questions about the actual world (answerable
by investigating empirically successful EFTs) with questions about remote counterfactual worlds, to be answered by interpreting toy quantum field theories; (ii) the
lack of empirical applications of the quantum field theories preferred by Standard Interpreters weakens even further the realism such investigations can support; and (iii)
it is prone to generating absurd ontological conclusions due to artifical restrictions
on what information one is allowed to take into account when interpreting a physical
theory.
One may worry that allowing the way a theory is applied in practice to inform its
interpretation in the fashion I am encouraging makes the endeavor troublingly pragmatic, and so threatens to undercut any strongly realist interpretation of quantum
field theory (indeed, it is precisely this issue that (Ruetsche 2011, Chapter 15) feels
compelled to address after arguing, albeit for reasons quite distinct than those offered
here, that applications should be seen as an interpretational resource). I think that it
considerably strengthens our realist commitments, and it is to that issue that I turn
now.

number of spacetime dimensions, so EFTs whose breakdown is incorporated through dimensional
regularization are unsuitable for interpretation. And so on.
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2.3

A More Effective Realism

Adopting EFTs as an object of interpretation necessitates an approach distinct from
Standard Interpretation. Most obviously, it requires giving up the assumption that
the theory provides a true and complete description of the world in all respects. It
is part and parcel of treating a physical theory as effective to accept that it does
not provide such a description. The emphasis on characterizing the fundamental
ontology of the EFT also becomes entirely unmotivated, since the fact that the theory
offers no reliable information about our world at ‘fundamental’ length scales is built
directly into the formalism. Furthermore, in some cases (though not all) one will
have to develop a stomach for interpreting physical theories that fail to live up to
mathematicians’ standards of mathematical rigor17 . Finally, interpreting the theory
in isolation becomes unmotivated as well, since appeals to (currently unknown) shortdistance physics are integral to understanding the physical significance of the shortdistance breakdown of EFTs. What philosophical payoffs can EFTs offer to justify
these required departures from prevailing interpretational practice?
In this section I argue that an approach to scientific realism that has become
popular over the last 20 years or so falls naturally out of an attempt to interpret
EFTs. Originally born out of attempts to respond to the so-called “pessimistic metainduction”18 – an argument that aims to undercut the belief that our current scientific
theories are even approximately true – this approach to realism focuses on particular
scientific theories and attempts to identify a subset of the entities and structures
in the theory that can be expected to survive future episodes of theory change19 .
17
Although pursuing it would take me too far afield, it is worth noting that I think many philosophers underestimate the extent to which this standard fails to be met in many other domains of
physics as well, especially once one attends to the mathematical trickery needed to extract empirically adequate predictions from those theories.
18

The pessimistic meta-induction argument draws on past episodes of scientific theory change in
which many of the entities and structures present in the defunct theory make no appearance in its
successor. The argument originates with (Laudan 1981).
19

Varieties of this approach can be found in (Kitcher 1993), (Psillos 1999), and (Chakravartty
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One can identify two prongs to this approach, which (Psillos 1999) labels the divide
and conquer strategy: (i) attend to the details of a theory’s empirical applications
to distinguish those entities and structures that play an essential or ‘active’ role in
the theory’s empirical success from those that are merely ‘idle constituents’; and (ii)
identify those theoretical elements that are stable and “robust” (in a sense to be made
more precise in a moment).
The many empirical applications of EFTs and the availability of the RG play crucial roles in carrying out this divide and conquer strategy in quantum field theory. In
doing so, they provide a corrective to a common attitude of Standard Interpreters20
that (Stachel 1993, p. 149) calls ‘the fetishism of mathematics’: “the tendency to assume that all the mathematical elements introduced in the formalization of a physical
theory must necessarily correspond to something meaningful in the physical theory
and, even more, in the world that the physical theory purports to help us understand.” At least within the context of quantum field theory, they also offer one
avenue of response to perhaps the most significant challenge facing the divide and
conquer strategy: the need for a criterion that can be applied now “to pick out those
parts or features of our own theories we may safely regard as accurate descriptions of
the natural world” (Stanford 2006, p. 169).
The criterion that suggests itself as a response to Stanford’s challenge is Wimsatt’s notion of ‘robustness’21 . Wimsatt offers a criterion for ontological commitment
that I will adopt going forward: one should include in one’s ontology those entities,
properties, or relationships which are robust: “accessible (detectable, measurable,
derivable, definable, producible, or the like) in a variety of independent ways” (Wim2007), among other places. I consider the “local” realism of (Wimsatt 2007) also to be a realism of
this sort, though his motivations have nothing to do with the pessimistic meta-induction.
20

Related concerns have recently been raised by (Curiel 2015) and (Weatherall 2015) concerning
the way the Hole Argument in general relativity have been presented in the philosophical literature.
21
Wimsatt’s description of his own ‘local’ realism based on robustness is (in brief) (Wimsatt
2007, p. 95) and (at length) (Wimsatt 2007, Chapter 4).
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satt 2007, p. 95). I will argue that the host of empirical applications and the use of
the RG play powerful roles in determining which properties, entities, and structures
in a given EFT are robust. Before making that argument, however, a brief example
may be helpful for getting a feel for Wimsatt’s robustness criterion. A paradigmatic
instance of a robustness argument for the reality of some entity is Jean Perrin’s argument for the existence of molecules in the early twentieth century. Perrin performed a
variety of different experiments that yielded independent but convergent calculations
of Avagadro’s number, which represents the number of (then-hypothetical) molecules
needed in a substance such that its mass in grams equals its molecular mass (what
one now calls a mole of the substance). Perrin then concluded that
Even if no other information were available as to the molecular magnitudes, such constant results would justify the very suggestive hypotheses
that have guided us [including that molecules exist], and we should certainly accept as extremely probable the values obtained with such concordance for the masses of the molecules and atoms...The objective reality
of the molecules therefore becomes hard to deny. – (Perrin 1916, p. 106)
(quoted in (Achinstein 2002, p. 473); emphasis in original)
On the basis of the stability of his experimental and calculational results across
distinct and independent physical conditions, Perrin thus concludes that molecules
are elements of reality. This captures the general structure of robustness arguments
well.
There are several ways in which EFTs can enhance the reliability of our realist
commitments in this way. First, they contribute to the advancement of the divide and
conquer strategy by clarifying the sense in which quantum field theories are “approximately true”. EFTs do this by (i) explicitly incorporating into their mathematical
framework the length scales beyond which they become unreliable, making explicit
the physical domains in which one can trust the theory to deliver reliable ontological
information, and (ii) using the RG to provide a means of identifying elements of EFTs
that are invariant across independent and distinct choices about how to model the
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physics at the short distances where the theory is empirically inapplicable – especially
choices about the specific way one incorporates the short distance breakdown of the
theory itself. These are two senses in which the RG identifies ‘robust’ structures
in EFTs, thereby offering guidance about which structures in that EFT represent
physical content and which are just mathematical artifacts.
Second, focusing on elements of EFTs that the RG shows to be robust reveals
a rich, layered ontology that is entirely hidden if one shares Standard Interpreters’
focus on fundamental structure (of non-fundamental theories, remember!). The RG
reveals that the ontology that Standard Interpretations generate is impoverished,
presenting a highly misleading picture of the structures and entities that populate
the actual world. Indeed, I will argue that for certain quantum field theories a
Standard Interpretational ontology renders them unable to discharge their scientific
duties, thereby violating the requirement for interpretational success suggested by
(Ruetsche 2011) and adopted in this paper. The aim of the following two subsections
is to substantiate and expand on these claims.
I should note before proceeding that the belief that EFTs provide more reliable realist commitments is at odds with a widespread attitude of the philosophy of
physics community22 . This attitude is captured well by the remark of (Butterfield
and Bouatta 2014, p. 25) that studying EFTs “suggests a rather opportunistic or
instrumentalist attitude to quantum field theories. [...] Meanwhile...results showing
some quantum field theories’ good [mathematical] behaviour at arbitrarily high energies [= at arbitrarily short length scales] foster a less opportunistic or instrumentalist
attitude.” A similar attitude is espoused in (Halvorson and Müger 2006), (MacKinnon 2008), (Fraser 2009), (Kuhlmann 2010), (Ruetsche 2011), and (Fraser 2011).
Undermining this attitude is the aim of the following two subsections.

22

Though see (Wallace 2006) and (Wallace 2011).
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2.3.1

Approximate Truth

Although this may seem a paradox, all exact science is dominated by the
idea of approximation. When a man tells you he knows the exact truth
about anything, you are safe in inferring that he is an inexact man. –
(Russell 1931)
The notion of ‘approximate truth’ employed in most traditional formulations of
scientific realism is both (i) of central importance, since we know our current scientific
theories aren’t exactly true, and (ii) sufficiently opaque as to function as little more
than an acknowledgment of this fact. The divide and conquer strategy aims to improve this by identifying elements of a theory that are crucial to its empirical success
(as opposed to the ‘idle posits’ of the theory that are not), and by identifying robust
entities and structures that are likely to survive episodes of theory change; ideally
these two sets will have considerable overlap. If one focuses on the quantum field
theories studied by Standard Interpreters (and adheres to Standard Interpretational
methods), it is unclear whether such an interpretation can support anything like the
divide and conquer strategy. After all, the sense in which the toy quantum field theories they prefer are “approximately true” is particularly opaque – recall from section
2.2.1 that those theories describe possible worlds quite different from our own, and
that interpretations of them offer at best answers to a complicated nested counterfactual. Furthermore, those theories have essentially no empirical applications, and
cannot make use of the RG to identify stable or robust candidates for ontological
commitment in the theory. In this section I highlight several ways in which EFTs
represent a significant improvement on this situation.
The first is that they provide explicit guidance about the domains in which one
is warranted in believing claims made by the theory. Consider the most general case:
the expected breakdown of the entire theoretical framework of quantum field theory
itself. As discussed in section 2.1.1, it is well known that quantum field theory has
not provided and probably cannot provide a consistent theory of quantum gravita42

tion, and it is generally believed that the entire theoretical framework of quantum
field theory itself becomes inapplicable at the length scales where quantum effects of
gravity become significant (generally thought to be near the Planck scale). A very
general appeal of EFTs is that they explicitly incorporate this inevitable breakdown
of their theoretical framework. EFTs thus provide formal signposts delineating the
physical domains in which one should and should not trust the theory to provide
reliable ontological guidance. By making explicit that the theory becomes inapplicable beyond a given length scale, EFTs provide some measure of refinement and
clarification of the sense in which quantum field theory is ‘approximately true’.
Consider a specific example, concerning one particular quantum field theory (instead of the entire theoretical framework of quantum field theory itself). Suppose
one wants to study the behavior of particles that interact via the strong force at
length scales longer than the ‘QCD scale’ LQCD at which quarks and gluons become
‘confined’ into hadronic bound states like neutrons and protons (I will return to the
example of confinement in quantum chromodynamics in more detail in section 2.3.2).
To do this, one has to use an EFT that includes only hadronic degrees of freedom:
quarks and gluons make no appearance in the dynamics of the EFT23 . All empirical evidence indicates that this framework describes the long-distance properties and
interactions of hadrons accurately. However, as one begins to consider increasingly
energetic interactions between hadrons – for instance, scattering protons off one another with scattering energies E sufficiently high to probe length scales ∼ LQCD – the
hadronic EFT breaks down. For example, the statistical predictions for the results of
scattering experiments are functions of the scattering energy E and they may become
nonsensical at E ∼ LQCD : the total probability of all possible outcomes may no longer
add up to one at these energies24 . This signals that the EFT containing only hadrons
23

This framework is called Chiral Perturbation Theory; see (Scherer 2003).

24
This entails a violation of a property of the dynamics called unitarity, which ensures that total
probability is conserved (i.e. sums to 1) throughout dynamical evolution.
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is no longer an accurate model of the world at these scales – one needs to take into
account the dynamics of the quark and gluon constituents of the hadrons. This is a
case where solely by studying the EFT, one can learn in an entirely ‘internal’ fashion that its claims about the properties of and interactions between hadrons in one
domain – their symmetries, dynamics, allowed final states in scattering experiments,
and so on – are not a reliable guide to the world once one pushes the theory beyond
a specified length scale. As physicist Tony Zee puts it in a discussion of EFTs, “I
find it sobering and extremely appealing that theories in physics have the ability to
announce their own eventual failure and hence their domains of validity” (Zee 2010,
p. 172). This is one unique way in which EFTs offer a more precise handle on the
sense in which quantum field theories are “approximately true”.
A second way EFTs can refine the notion of “approximate truth” is that one
can examine the roles different elements of the theoretical framework play in empirical applications in order to evaluate their physical significance. This is clearly
apiece with the divide and conquer approach to scientific realism sketched at the
outset of this section, and the RG plays an important role in this endeavor. I will
focus on one especially salient example of the role that EFTs can play in distinguishing physical significance from mathematical artifact. This takes place in the
context of lattice quantum field theory, the approach to EFT discussed in section
2.1.1: the short-distance physical breakdown of the theory around some length scale,
which I will denote here by a, is incorporated by placing a quantum field theory on
a four-dimensional spatiotemporal lattice with lattice spacing a (instead of a continuous spacetime). Most commonly it is EFTs that are invariant under a non-abelian
gauge symmetry25 that one formulates this way – especially quantum chromodynamics (QCD), the theory of the strong interactions – and for concreteness I will focus on
25
“Non-abelian” means that the final result of performing two consecutive symmetry transformations depends on the order in which they are applied, i.e. the symmetry transformations don’t
commute with each other.
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that case. My goal is to illustrate how combining the RG with applications of lattice
QCD allows one to distinguish theoretical structures with genuine representational
content from mere mathematical artifacts. Again for concreteness, I will restrict attention to two particular examples: (i) the way one can use the RG to establish that
so-called mirror fermions which arise when one formulates an EFT on a spacetime
lattice are mere mathematical artifacts and (ii) how the RG demonstrates the general physical irrelevance of the specific method chosen for formally incorporating the
breakdown of an EFT26 .
Case 1: Mirror Fermions: Mirror fermions arise whenever one attempts to
represent the breakdown of a quantum field theory containing fermions, like electrons
or quarks, with a spacetime lattice27 . A well known theorem of Holger-Bech Nielsen
and Masao Ninomiya proves that any attempt to place a quantum field theory that
contains fermion fields on a d-dimensional spacetime lattice runs into trouble: the
‘latticized’ EFT necessarily contains 2d more fermionic degrees of freedom than the
theory intended to describe28 . For instance, if one sets out to give a quantum field
theoretic description of a single, non-interacting fermion field propagating on a fourdimensional spacetime and attempts to ‘latticize’ the theory, the result is an EFT on
the lattice that now describes 16 fermions! One could reasonably ask how an EFT
containing 15 more fermionic degrees of freedom than the theory intended to describe
could possibly be a source of reliable ontological information. And indeed, a Standard
Interpretation of such an EFT seems to result unavoidably in the conclusion that the
theory’s ontology includes 16 species of fermion – a clear indication, it would seem,
26
For more details than I can provide in what follows, and for further examples, see (Kronfeld
2002) or (Weisz 2011).
27

The problem is unique to this particular way of representing the breakdown of the EFT. The
use of a spacetime lattice is very useful for both performing computations and mathematically
rigorously defining EFTs, so physicists have been forced to grapple with the consequences of the
Nielsen-Ninomiya theorem.
28
See (Friedan 1982) for a proof of the theorem, and (Montvay and Munster 1997, Chapter 4.4)
for discussion.
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that such a theory is unfit for interpretation29 .
I think this attitude is mistaken, and that one can extract reliable ontological
information as follows. Start by adopting one of several less naive approaches to
putting fermions on a lattice30 , which isolate the undesired ‘mirror’ fermions from
the physical fermions one wanted to describe in the first place. After employing a
more sophisticated method for ‘latticization’31 , the action S (which, recall, contains
all the theory’s dynamical information) has the following form:

Slattice = Scontinuum + (ap )Smirror
where Smirror is proportional to some positive power p of the lattice spacing a. The
unwanted mirror fermions are sequestered into a term proportional to the lattice spacing a, while the physical fermion(s) are contained in Scontinuum , which is independent
of a and dynamically decoupled from the mirror fermions. One upshot of this is that
mirror fermions would only be removed from the theory’s formalism entirely if one
took the limit a → 0 in which the lattice spacetime becomes a continuum spacetime;
actually taking this limit is quite difficult for mathematical reasons. Thus a Standard Interpreter may argue that one requires a mathematically rigorous model of
QCD on a continuum spacetime – i.e. not an EFT – in order to justifiably withhold
ontological commitment to mirror fermions. However, by the lights of the divide and
conquer strategy, there is excellent reason to withhold ontological commitment from
them (and other lattice artifacts of similar ilk), even within the EFT framework. The
justification for this goes as follows.
29
If one doubts that this would be the result of a Standard Interpretation of the lattice EFT, I
ask them to recall the conclusion of (Fraser 2009) that an EFT whose breakdown was represented
by a spatial lattice was committed to an ontology according to which physical space itself has a
lattice structure.
30

Wilson fermions and Kogut-Susskind (or ‘staggered’) fermions are two widespread approaches.
See (Montvay and Munster 1997, chapter 4) for details.
31

See (Weisz 2011), especially sections 4-6, for more details about the following discussion.
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The Standard Interpreter’s claim in this case is that since mirror fermions appear
in the formalism being interpreted, one is committed to including them in the theory’s
ontology. As mentioned above, the mirror fermions are sensitive to the specific choice
of the lattice spacing a, while the physical fermions contained in Scontinuum are not.
This means that while they do appear in the formalism, they do so as part of the
short distance, cutoff-scale physics that one discards in an EFT on principled grounds,
since the theory is not trustworthy in that physical domain. One can cash this out in
more detail using the notion of robustness, our criterion for ontological commitment,
as follows.
Recall from section 2.1.1 that choosing a specific value for the cutoff length a is
somewhat arbitrary – one can choose any number of different lattice spacings a0 < a
without affecting the empirical predictions of the theory. Furthermore, there are several different and independent methods for ‘latticizing’ quantum field theories that
contain fermions. Each of these methods produces mirror fermions that manifest
differently in the lattice dynamics S, but in all cases they are dynamically decoupled
from Scontinuum and proportional to the lattice spacing. The mirror fermions thus
depend on an arbitrary choice of modeling scheme in a way that genuinely representational quantities in physical theories do not. On the other hand, in each of these
‘latticization’ schemes the physical dynamics Scontinuum are insensitive to the specific
physical details of the chosen modeling scheme – in particular, the cutoff length and
latticization method – and so remain invariant across a broad variety of independent
methods. Of course, in the terminology used above, this is just to say that they are
robust.
Recalling the two prongs of the divide and conquer strategy, one can say that
while mirror fermions may remain present in the mathematical formalism of lattice
QCD (or any EFT describing fermions on a lattice), they are neither (i) stable and
robust elements of the theory, since they are sensitive to arbitrary choices of the
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length a of the lattice spacing and the chosen method of ‘latticization’ in a way that
the genuinely physical fermion(s) are not, and (ii) they do not play an essential role
in the empirical success of the theory32 . As such, there is little reason to believe that
they are candidates for representing anything ontologically interesting.
Perhaps it is worth mentioning at this point that insofar as the ontological commitments of physicists are reflected in their practice, this is what one sees: no physicist
in her right mind is trying to calculate the precise properties and interactions of these
mirror fermions with other known particles, or proposing experiments to try to detect
them, or trying to calculate their mass spectrum. The fact that a Standard Interpretation of lattice QCD seems committed to the claim that the theory includes in
its ontology lattice artifacts like mirror fermions simply because they appear in the
‘fundamental’ mathematical formalism of the theory, even after the recognition that
these elements of the mathematics are neither robust nor play any ‘active’ role in the
theory’s empirical success, illustrates how focusing on EFTs enables one to extract
valuable ontological information from realistic quantum field theories in a way that
Standard Interpretation simply cannot.
Case 2: Recovering Spacetime Symmetries: A related (but distinct) way in
which the RG can identify ‘robust’ physical quantities in an EFT is by demonstrating
the differential sensitivity of structures in the theoretical framework to the specific
way one chooses to model the physics at the scale of the short-distance breakdown
scale. This was integral for denying ontological significance to lattice artifacts like
mirror fermions, but (as discussed in section 2.1.1) this function of the RG is entirely general. In fact, it is one of the essential virtues of the RG that it provides a
tool for determining how changes in the structure of the theory at the scale of the

32
There is a sense in which these mirror fermions are a factor in the empirical applications
of lattice QCD, a decidedly inessential one: they introduce numerical errors into the results of
computations performed using lattice QCD, and physicists spend considerable effort improving the
empirical accuracy of lattice QCD calculations by working to reduce these errors.
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short-distance breakdown affect physics at longer distances where the theory is empirically reliable. And what the RG shows is that the ‘fundamental’ short-distance
structure with which Standard Interpreters are so concerned is largely irrelevant to
the physical content of an EFT in the domain where we have any reason to consider
it empirically reliable. This certainly includes changes in the way we model physics
at the scale of the short-distance breakdown – which includes modeling schemes as
diverse as carrying out calculations in a non-integer number of spacetime dimensions
or introducing fictional ‘particles’ at the scale of the breakdown33 – but is not limited
to this. The RG also demonstrates that the long-distance structure of the theory is
stable across variations of many physical conditions: one can add (say) (i) a variety of
additional (hypothetical) particles at short distances, including novel interactions between those particles and the particles included in the EFT; or (ii) vary the strengths
of the physical couplings in the theory; or (iii) incorporate symmetries present at the
‘fundamental’ scale that differ from those present in the theory at longer length scales,
all while leaving unperturbed the structure of the theory in the physical domains in
which it can be subjected to experimental tests, and has been shown empirically
reliable. An EFT at long distances is ‘robust’ in a way that the the short distance
‘fundamental’ theory is demonstrably not: its entities and structures at that scale
are “accessible (detectable, measurable, derivable, definable, producible, or the like)
in a variety of independent ways,” and so are candidates for being included in the
ontology of that EFT.
A brief sketch of the way the RG establishes this independence from ‘fundamental’
structure was given in section 2.1.1, and any modern quantum field theory textbook
will demonstrate this in detail34 . As such, in what follows I provide a single, less
33

The former is called “dimensional regularization” and the latter “Pauli-Villars” regularization.
See (Schwartz 2014, Appendix B) or (Duncan 2012, chapter 16.5) for a sampling of the many ways
to incorporate the short-distance breakdown of EFTs.
34

See (Schwartz 2014, chapter 24) or (Duncan 2012, chapter 16) for especially clear discussions.
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frequently discussed example which might be surprising for those inclined to equate a
theory’s fundamental ontological structure with its structure at all scales: the recovery
of an EFT whose dynamical equations are consistent with the spacetime symmetries
of special relativity even though the dynamics of that same EFT at short distances
(i.e. the ‘fundamental’ level) strongly violate these symmetries35 .
For concreteness36 , consider a simple EFT describing a single scalar field Φ that
has been placed on a four-dimensional lattice spacetime, with lattice spacing a. The
structure of the lattice violates the symmetries of special relativity in multiple ways
– for instance, special relativistic spacetimes are symmetric under arbitrary spatial
rotations, but on a spacetime lattice one can only carry out spatial rotations in integer
multiples of 90 degrees, due to the cubic structure of the lattice. Recall from section
2.1.1 that the general strategy for constructing an EFT is to include in the dynamics
all of the interactions that are consistent with the symmetries present in the theory
and that can be built out of combinations of the field Φ and its derivatives. In
this case, that means including all interactions consistent with the symmetries of the
lattice. This group of symmetries is less restrictive than the full group of symmetries
of special relativity, and so more interactions are included in the EFT dynamics than
would be in a truly special relativistic spacetime. This relative permissiveness of the
lattice symmetries manifests in the inclusion of any interactions composed of even
powers of the field Φ and its derivatives: operators like (Φ)4 or (∂Φ)8 are allowed, but
those like ∂Φ are forbidden by even the less restrictive symmetry of the lattice. Now,
recall from section 2.1.1 that the action S of a quantum field theory that describes its

35

To be mathematically precise, one actually ‘latticizes’ the theory in Euclidean spacetime for reasons of mathematical tractability, and then recovers invariance under the group of four-dimensional
rotations O(4), the Euclidean spacetime analogue of the Lorentz invariance of special relativity. Full
Lorentz invariance is recovered by then analytically continuing the theory from Euclidean spacetime
back to Minkowski spacetime.
36

This discussion follows (Moore 2003, pp. 7-8).
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dynamics is not a dimensionful entity37 , so each interaction in the dynamics must have
length dimension d = (−4). To secure this, interactions with dimension d ≤ (−5) are
multiplied by powers of the only other dimensionful quantity present in the theory,
the lattice spacing a. One can then write the action as follows:
Z
Slattice =

X
g1
d4 x (∂Φ)2 + 2 Φ2 + Φ4 +
adim(Oi )+4 gi Oi
a
i

!

Only a subset of the interactions in the action violate the symmetries of special
relativity: those multiplied by positive powers of a, all of which are sequestered into
the summation on the right hand side. Starting with this action, one can use the
RG to examine how the structure of the theory changes at length scales L that
are long compared to the lattice spacing a, i.e. in the domain where the theory is
empirically adequate. One finds that the interactions in the summation die off at a
rate proportional to (a/L)p for some positive integer p. For illustration, let a be the
Planck length 10−35 meters and L be the scale at which quarks and gluons become
confined into hadrons, L ∼ 10−15 meters; the symmetry-violating interactions then
decay at a rate of (10−20 )p ≈ 0; in practice, one often just allows L → ∞ since
this proves a perfectly reasonable approximation for L  a. The result is that in the
physical domain L  a where the EFT actually provides reliable ontological guidance,
the only interactions that remain in its dynamics are those invariant under special
relativistic symmetries. Thus, beginning with an EFT that contained interactions at
the ‘fundamental’ level that violate the symmetries of special relativity, one obtains
a fully special-relativistic theory in the long-distance domain where one expects the
theory to be physically trustworthy.
Recall that the primary purpose of this particular example was to illustrate that
the RG can refine and clarify the notion of “approximate truth” by identifying which
theoretical entities and structures in a quantum field theory are ‘robust’ and which are
37

At least in the units preferred by particle physicists.
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likely mere mathematical artifacts. It also suggests two further conclusions. First, it
functions as a response to those such as (Fraser 2009, 2011) who want to assign physical significance to the fact that (some) methods of representing the short-distance
failure of EFTs violate the symmetries of special relativity. Fraser argues that one
cannot confine the ontological significance of such violations to physical domains in
which the theory is empirically inadequate anyway – they affect the physical content
of the theory at all distance scales. As she puts it in (Fraser 2009, p. 560), “[c]utting
off the theory at some short-distance scale has the effect of changing the content of the
theory as a whole, including its description of long-distance scales.” A similar argument in (Fraser 2011, p. 129) invokes the violation of special relativistic symmetries
at the scale of the short-distance breakdown in order to argue that EFTs and the toy
axiomatic quantum field theories preferred by Standard Interpreters are physically
inequivalent, even at long distances. I take the examples presented here to go some
way toward demonstrating this is mistaken: as long as one is not in the grip of Standard Interpretation, they are justified in denying that mathematical artifacts at the
scale of an EFT’s breakdown carry any ontological significance whatsoever. These
examples illustrate the clarified understanding of ‘approximate truth’ promised by
interpreting EFTs: they make explicit the domains in which one’s theory can provide
reliable ontological guidance, and then attending to empirical applications or using
the RG can distinguish between entities and structures in the EFT that are physically
significant and those that are mere mathematical artifacts.
The second conclusion these examples suggest is that can be dramatically misled
about the genuine ontological information provided by a quantum field theory by
interpreting only its empirically unreliable ‘fundamental’ structure and conflating
that with its structure at all scales. It is a mistake to think that one can simply read
a quantum field theory’s ontology off its ‘fundamental’ mathematical structure. In
addition to the fact that they are non-fundamental theories, there is much ontological
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information contained in the theory that is absolutely required for the theory to
discharge many of its explanatory responsibilities, but is entirely inaccessible if one
simply examines the structure of an action S at ‘fundamental’ short-distances. The
next section develops in more detail the implications this has for our interpretational
practice and for the ontological commitments of EFTs.

2.3.2

Scales and Ontology

In ontological matters, Quine famously expressed a preference for desert landscapes.
This preference is shared by many Standard Interpreters of physical theories. In section 2.3.1, I argued that by interpreting EFTs one has resources to make fine-grained
distinctions between mathematical artifice and physical significance, which supports a
‘divide and conquer’ approach to ontological commitment. I contrasted this with an
excessively egalitarian approach to ontological commitment: Standard Interpreters
treat all of the entities and structures of a theory’s mathematical framework (at least
those at the ‘fundamental’ level) as on more or less equal ontological footing. This is
one symptom of the ‘fetishism of mathematics’ diagnosed earlier by Stachel.
In this section, I argue that attending to EFTs also makes clear that for many
quantum field theories, any interpretation that enables those theories to ‘discharge
their scientific duties’ must include higher-level entities in its ontology. This is particularly true of their explanatory duties, and it is on these that I will focus here38 . The
contrast again is with Standard Interpretation: while its insufficiently discriminating
approach to a theory’s mathematical structure leaves it open to too much ontological
commitment, its focus on only the ‘fundamental’ structure of quantum field theories
leaves it prone to committing simultaneously to too little.
38
I should note here that I do not have any particular account of scientific explanation in mind.
All that I require in what follows is this, which I hope is relatively uncontroversial: whatever
else they do, scientific explanations necessarily aim at providing practitioners with some sense of
understanding of the explanandum.

53

I’ll begin with a discussion of the fundamentalism common to the Standard Interpretational approach. Along with his preference for desert landscapes, Quine’s
influential criterion for ontological commitment also seems to hold sway with Standard Interpreters39 . As he put it, “...a theory is committed to those and only those
entities to which the bound variables of the theory must be capable of referring in
order that the affirmations made in the theory be true” (Quine 1948). Recall that the
Standard Interpreter considers it her task to elucidate what the world would have to
be like if a quantum field theory were true in all respects. To meet the requirements
of mathematical rigor this entails, she focuses on toy quantum field theories with few
applications. This is often paired with an interpretational focus on the fundamental
ontology of the theory. The result is that the Standard Interpreter commonly recognizes a rather meager set of “affirmations made in the theory,” generally located at
the fundamental level of the theory (the domain in the actual world, recall, where the
entire framework of quantum field theory is expected to be inapplicable), as in need of
being provided truthmakers. This then results in an ontology of fundamental entities
only, a result that accords nicely with Quinean ‘desert landscape’ predilections.
As an example, consider40 (Fraser 2008, p. 856) in which a theory’s ontology
is straightforwardly equated with its fundamental ontology: “[t]he point at issue is
whether entities with certain properties – particlelike properties – exist. More precisely, does QFT support the inclusion of particlelike entities as fundamental entities
in our ontology?” After answering ‘no’, Fraser entertains the response that “quanta
are not part of the ontology of fundamental entities described by QFT, but...that
nevertheless quanta do exist according to QFT.” Her response epitomizes the ‘fun39

Or at least a close relative of Quine’s criterion. I say “close relative” because the Standard
Interpreter’s emphasis is on identifying what the world must be like if the theory is to be true. No
one, as far as I know, endorses the importance of predicate logic entailed by his emphasis on bound
variables.
40
Recall also the quotes above from (Arntzenius 2014) and (North 2009), and the references in
fn. 12.
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damentalism’ I have attributed to Standard Interpreters: “[f]or this to be a viable
response, the cogency of the distinction between fundamental and less fundamental entities must be defended and a case must be made for admitting additional,
non-fundamental entities into our ontology....the important question – which remains
outstanding – is not the status of quanta, but what fundamental entities are allowed
into our ontology by QFT” [pp. 857-8] (my emphasis).
As I stated above, focusing exclusively on fundamental ontology in this fashion
leaves one with an interpretation entirely unequipped to support the theory in the
performance of its explanatory duties. By paying attention to the applications of
EFTs and the RG, the set of “affirmations made in the theory” is greatly expanded.
In particular, it becomes clear that many explanatory affirmations made in the theory
simply cannot be made true by including in one’s ontology only those entities at the
fundamental scale. I emphasize that as long as one grants that scientific explanations aim at providing an at least minimally illuminating and manageable account of
their explananda, there is good reason to believe that the “cannot” in the previous
sentence will not be eliminated by some “future complete physics” or “in principle”
explanations in terms of the fundamental ontology. This belief can be in part motivated by considerations of the sort discussed in section 2.3.1, where we saw that
the fundamental structure of a quantum field theory can be in many respects irrelevant for answering why-questions about its behavior at longer distances. Any future
theory of quantum gravity is not going to bring with it new or better explanations
of low-energy proton-proton scattering experiments, for instance. While I believe it
generally true that scientific explanations are best cast in terms of the degrees of
freedom characteristic of the explanandum 41 – lion predation patterns will always be
best explained in terms of lions and (say) wildebeests, never by atomic physics (even

41
On this front I am influenced by (Batterman 2002), (Wimsatt 2007, section III), and (Wallace
2012, chapter 2), among others.
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if the latter somehow becomes remotely possible) – I will focus on a specific example
in quantum field theory, that of confinement, that I think makes the motivation for
this belief in quantum field theory especially salient. This story is itself rather general – the phenomenon of confinement is present in any quantum field theory which
is invariant under a non-abelian gauge symmetry42 – but for concreteness I will focus
on an example of considerable physical import: the confinement of quarks and gluons
into hadronic bound states in QCD at long distances.
At the shortest distances at which it is empirically valid43 , QCD describes the
interactions of quark and gluon fields via the strong force. For concreteness, consider
a schematic version of the QCD dynamics:

SQCD = Sgluon + Squark + Sinteraction
The physical degrees of freedom appearing in the dynamics of QCD at short distances are quarks and gluons, with the final term representing their interactions.
When interactions between these fields are relatively weak, as they are in QCD at
short distances, a description in terms of quark and gluon particles is available and
explanatorily powerful. Calculations performed in the theory at this distance scale
have played an enormous role in cementing QCD as the appropriate theory of the
strong interaction44 , and it is these physical degrees of freedom that appear in the
fundamental dynamics of the Standard Model of particle physics. It may therefore
seem natural to conclude that an interpretation of QCD requires the admission of
quark and gluon fields to one’s ontology, but nothing more. This would almost surely
42
As long as it meets certain other fairly mild conditions – it must not have too many scalar or
fermion fields, for instance. QCD must have fewer than 16 types of fermions in order for confinement
to occur at long distances.
43

As a piece of mathematics QCD is mathematically consistent to arbitrarily short distances, in
the sense that its interactions get weaker at short distances, eventually reducing to a theory with
no interactions at all in the continuum limit. It is, of course, still not physically reliable in those
domains.
44

See (Collins 2011) for a thorough presentation of QCD in this domain
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constitute the Standard Interpretation of the ontology of QCD, at least45 .
Such an interpretation of QCD would leave it unable to discharge its explanatory
duties, and thus fails qua interpretation by the standard of (Ruetsche 2011) that I
have adopted here. The reason for this comes from studying the behavior of QCD
at long distances, using the RG and techniques of lattice QCD. This reveals that
QCD has a rich, scale-dependent structure that is hidden from the perspective of the
fundamental level. It also reveals that many physical processes involving these longdistance structures in QCD are not explicable purely using the dynamics and degrees
of freedom present at the fundamental level. The feature of QCD responsible for this
is that the strength of the interaction between quark and gluon fields increases as one
considers the structure of the theory at longer distances. This is different from other
familiar forces, like gravitation or the electromagnetic force, which get weaker with
increasing distance. This gives rise to confinement, the phenomenon I think most
clearly illustrates the scale-dependence of the ontology of QCD. Roughly, a quantum
field theory is “confining” if, beyond a certain length scale, the strength of the interactions between its short-distance degrees of freedom become so strong as to make
explanations of phenomena in terms of particulate states of those fundamental fields
intractable and (even if one could provide such a description) entirely unenlightening.
It is at this scale that, in QCD, the fundamental quarks and gluons become confined
into hadrons (particles like the proton and neutron, which are bound states of quarks
and gluons), preventing particulate states at length scales longer than about 10−15
meters.
This is unlike other familiar bound states, such as a hydrogen atom (where an electron and a proton form a bound state), in the following sense. In those cases, bound

45
Presumably such an interpretation would then go on to question whether one must represent the
quarks and gluons in the fundamental ontology as elementary particles, or only the corresponding
quark and gluon quantum fields, or gauge-invariant Wilson loops, or something else entirely. Such
questions, while interesting, are orthogonal to my concern here.
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states form under certain energetic conditions, but under other common conditions
one can also scatter sufficiently energetic electrons off of a proton and let the two
become separated by very long distances without a bound state being formed. The
situation is different in the case of quarks and gluons. In that case, it is nomologically
impossible to separate a pair of particulate states of quark or gluon fields by a distance of more than about 10−15 meters. This is sometimes represented pictorially as
the particles being connected by an unbreakable string, preventing them from being
separated by distances greater than the string length. (To be precise, the string can
break, but the energy required to reach this point results in a new quark-antiquark
bound state being produced rather than a ‘freeing’ of the quarks.) A more homely
picture is that of a tiny experimentalist living inside of a hadron, attempting to pull
quarks apart. She would discover, presumably after much exertion, that it is impossible to separate them to distances greater than the confinement scale. This prevents
these degrees of freedom from being dynamically active on length scales longer than
the confinement scale, which means that they play neither an observational nor explanatory role in physical processes taking place above that scale46 . Rather than
quarks and gluons, the degrees of freedom appearing there are bound states: hadrons
(like pions, protons, and neutrons) which have entirely different properties (e.g. they
lack the ‘color charge’ that quarks and gluons possess), interact via dynamics with
an entirely different structure than the fundamental QCD dynamics, and which are
invariant under different symmetries than is QCD at short distances.
Now, it is true that starting from the fundamental QCD dynamics, one can derive
that the fundamental degrees of freedom are confined into hadrons at around 10−15

46
This isn’t to deny that some properties of hadrons, like their masses, are best explained by the
properties and interactions of their constituent quark and gluon fields. It is simply to state that
the dynamics of quarks and gluons do not explain the hadronic dynamical behavior, and that one
cannot explain hadronic behavior, such as proton-proton scattering, solely in terms of quark and
gluon states.
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meters47 . However, if one wants to explain physical processes characterized by length
scales longer than this – the binding of atoms into molecules, for example – it is a
matter of physical law that one cannot ‘zoom out’ to those length scales without a
description in terms of particulate states of quark and gluon fields becoming wildly
intractable and devoid of any explanatory power whatsoever, and one is required
to replace such a description by one in terms of hadrons. The fundamental QCD
degrees of freedom become ‘frozen’ at the confinement scale, and it simply doesn’t
make physical sense to ask how quark or gluon particle states interact over distances of
10−9 meters or so (the nanometer being a reasonable characteristic scale for molecules)
– they are nomologically forbidden from being separated by such distances, and so
can’t be treated as the ‘active’ degrees of freedom at those scales. Furthermore, the
hadronic degrees of freedom play an integral role in a tremendous number of empirical
applications and explanations of physical phenomena, such as those currently taking
place at the LHC.
On this last point: due to the confinement of the quarks and gluons, the stronglyinteracting particles that experimenters actually prepare, manipulate, and observe
in particle physics experiments are hadrons, not quarks and gluons. Furthermore,
experimenters and theorists also employ hadrons to explain the results of those experiments: almost every high energy scattering event at the LHC produces so-called
jets of hadrons which are then observed in particle detectors, and the details of their
production are integral for explaining the scattering event (see e.g. (Schwartz 2014,
Chapter 36)). As (Montvay and Munster 1997, p. 231) put it, “the transformation of the perturbative predictions at the parton (i.e. quark and gluon) level to
the hadronic incoming and outgoing states cannot be done without some knowledge
of...confinement phenomena” (my emphasis). So in a very flat-footed sense, an in47
At least in the sense of ‘derive’ used in physical practice. A fully mathematically rigorous
derivation remains elusive, although there is also overwhelming numerical evidence of confinement
from computational studies of lattice QCD.
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terpretation of QCD that does not admit higher-level entities like hadrons into its
ontology fails almost immediately its task of enabling the theory to discharge its scientific duties. In fact, this is a special case of a rather general principle about the
explanation of experimental results: in the words of (Wimsatt 2007, p. 210),48 “[t]he
fact that most direct interactions of something at a level of organization will be with
other things at that level means that detectors of entities at a level...will interact
with it via properties characteristic of that level. [...] For these reasons, and for
others, eliminative reduction is often not possible, necessary, or desirable – our very
instruments anchor us...at the level we are observing.” In the case of QCD, Wimsatt’s principle is a corollary of the fact that any description of any strong-interaction
process at distances longer than the confinement scale (not only processes involving
experimental detectors) in terms of particulate states of the quark and gluon fields
will be entirely devoid of explanatory power. So our guiding interpretive principle –
that an interpretation enable a theory to discharge its scientific duties – entails that
any interpretation of QCD had better include, at minimum, higher-level entities like
hadronic bound states along with quarks and gluons in its ontology.
QCD thus provides a case in which even though one knows that some higher-level
entities are composite states of more fundamental entities, one cannot explain the behavior of those higher-level entities solely in terms of the behavior of the fundamental
level. One simply cannot provide all of the explanations that the theory is called upon
to provide if one is restricted to speaking solely in terms of the fundamental degrees
of freedom. And recall that this story about confinement of fundamental degrees of
freedom at long distances has some generality: it will occur in any quantum field
theory which is invariant under non-abelian gauge symmetries – precisely the sort of
theories which make up the Standard Model of particle physics. This is yet another
way in which EFTs and the RG provide us with improved realist commitments: they
48

A somewhat similar point is made in (Wallace 2012, chapter 2).
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reveal absolutely crucial physical information that is obscured from the perspective
of the Standard Interpreter.
I began by asking what sort of scientific realism could be grounded by EFTs,
and I will close with a few remarks on that theme. It is a decidedly selective sort
of realism, in line with my earlier advocacy for the divide and conquer approach to
scientific realism. It demands that we distinguish reliable ontological information
from theoretical artifacts, and requires attending in detail to the way theories are
applied in practice to do so. The result is a more discerning sort of realism, and one
that gives the lie to the idea that we can simply read a physical theory’s ontological
commitments off of its fundamental mathematical framework. I take this to be a
feature, not a bug: the idea that one could responsibly do otherwise seems to me to
always have been a mistake.
For this sort of realism it is important that a theory have a broad range of empirical applications49 . However, this is not to say that the ontological commitments
of an EFT are restricted to its “observable” content, as (say) a constructive empiricist might claim. It just emphasizes something that has come to be overlooked by
philosophers of physics: examining in detail how a theory makes contact with the
world offers important guidance in determining which features of the theory have a
genuine representational function and which are excess structure. I should note that
I don’t believe that attending to empirical applications is the only method of sorting
ontological wheat from theoretical chaff – I have emphasized the importance of the
RG in the context of EFTs, and different theoretical contexts are likely to have similar
‘locally’ useful tools. I think it is in general, however, the most important method.
Finally, I noted at the outset that one of the original motivations for the divide and
conquer strategy was that the ontological commitments it entails are entities and
structures that are likely to survive episodes of theory change. In the case of quan49

Arguably, any theory that doesn’t isn’t a physical theory at all.
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tum field theory, such an episode is inevitable – the need for a theory of quantum
gravity is almost certain to produce a theory describing physics at short-distances
that differs dramatically from quantum field theory. In light of this virtual guarantee
that theory change is on the horizon, I think the ability of EFTs and the RG to identify entities and structures that are robust and insulated against such short-distances
changes should be very appealing to would-be realists.

2.4

Further Virtues of Studying EFTs

I will argue in this section that in addition to the ways in which an approach to
realism very much like the divide and conquer strategy falls naturally out of studying
EFTs, focusing philosophical attention on EFTs can also aid in the project of theory
development in high-energy physics (contrary to claims such as those of (Redhead
2004) and (Fraser 2009)), and can provide a clarificatory perspective on what is often
described as the central philosophical problem that arises in interpreting quantum
field theory: the so-called problem of inequivalent representations.

2.4.1

Aiding in Theory Development

Contrary to what has sometimes been said about EFTs and the RG, they are an invaluable tool in the conceptual understanding and theoretical development of quantum field theory. There is a sense in which this is not really surprising: once one
acknowledges that a theory must become inapplicable at some length scale, it becomes natural to try to determine precisely where and how such a breakdown occurs,
and what sort of physical theory will describe physics beyond that breakdown. One is
then often able to extract hints from the EFT itself about the nature of the unknown
physics lying beyond the scale at which it becomes inapplicable.
However, some philosophers of physics have suggested otherwise. For instance,
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(Redhead 2004, p. 40) laments that to accept the EFT understanding of quantum field
theories is to give up on “the search for an ultimate underlying order characterized
by simplicity and symmetry.” Similarly, (Fraser 2009, p. 563) states that “[r]esting
content with the cutoff variant of QFT because it is empirically adequate at largedistance scales would be a strategic mistake because it would hinder the search for
theory X,” where ‘theory X’ is the currently unknown theoretical framework that will
replace our quantum field theories at short distances50 . The slightly weaker claim
that the fact that quantum field theory breaks down at short distance does not make
EFTs preferred for interpretational purposes is made in (Baker 2015, p. 6), where
he argues that “[b]y analogy, we trust Newtonian mechanics only in the low-speed
domain where it approximates relativity, but this is no reason to prefer a theory that
breaks down as objects approach the speed of light”51 . Since the promise of aiding
the development of better physical theories has been offered by some as an argument
in favor of Standard Interpretations of quantum field theory, in this section I argue
that if aiding theory development in physics is one’s goal, there is a far stronger case
for interpreting EFTs than for adhering to Standard Interpretation.
I wish to focus on two classes of examples. First, using the RG to study the
manner in which various EFTs behave at different length scales has provided deep
insight both into the theoretical structure of quantum field theories in general, and
into specific paths for developing theories describing physics beyond the Standard
Model of particle physics. The second class concerns a handful of quasi-philosophical
arguments that particle physicists frequently invoke in order to determine the scale
at which a given EFT must be modified. Two examples in particular deserve greater
50

See also (Fraser 2011) for the claim that the RG is merely a calculational tool for extracting
statistical predictions and provides no information about the ‘theoretical content’ of quantum field
theory.
51
See (Wells 2012, chapter 3) for a general argument that if one’s goal is the development of
better physical theories, one actually has very good reason to prefer a theory that breaks down
outside of its domain of applicability.
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philosophical attention: (i) the frequent invocation of “naturalness” considerations
as a guide for theoretical development of physics beyond the Standard Model, which
has been extremely widespread for the last 40 years or so (see (Giudice 2008) or
(Williams 2015) for an overview), and (ii) the central role in directing theoretical
development played by attempts to determine the length scale at which unitarity (a
mathematical property that must be satisfied in order for a quantum field theory’s
statistical predictions to make sense) is violated in a given EFT. By examining the
logical structure and historical reliability of such arguments, philosophers could help
in bringing much-needed conceptual clarity to principles that are influential in guiding
theory development in particle physics.
I will begin with a few historical comments on the way in which studying renormalization group behavior of EFTs has opened up new avenues for theoretical development52 . It is in some ways difficult to single out particular examples, since the
RG has come to occupy a central role in virtually all studies of the general structure
of quantum field theories. That said, likely the most historically important example
is the discovery that David Politzer, David Gross, and Frank Wilczek made in 1973
by studying the RG behavior of quantum field theories that are invariant under nonabelian gauge symmetries. They discovered these theories are asymptotically free:
the physical interactions between the particles described by the theory become increasingly weak as one considers their behavior at shorter and shorter distances. At
the time of their discovery, quantum field theory had been all but abandoned by the
theoretical physics community53 . This widespread abandonment actually stemmed
from previous studies of RG behavior in the 1950s and 1960s which only addressed
the theories that physicists understood well at the time – none of which were invariant
under non-abelian gauge symmetries. In those theories (such as quantum electrody52

See (Li 2014) for a discussion of the way such study has also strongly influenced the community
of mathematical physicists working on quantum field theory.
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This is well-covered ground by historians; see e.g. (Gross 1999).
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namics), the RG equations describe interactions whose strength grows stronger at
shorter distances and eventually becomes infinite at a very short but finite length
scale. At the time of the discovery of asymptotic freedom, physicists had been confronted by experimental results indicating that the strong interactions grew weaker
at short distances54 which (given the state of knowledge at the time) was taken to
indicate that no quantum field theory of the strong interaction was possible.
The ways in which the discovery of asymptotic freedom spurred theoretical development in this environment are numerous. Most concretely, it led almost immediately
to the recognition that QCD was the appropriate theory for describing the strong
interactions, and shortly thereafter led to the completion of the Standard Model of
particle physics. (This had the important, if predictable, sociological effect of causing
a flood of particle physicists to return to quantum field theory research.) It also vastly
expanded the space of conceptual physical possibilities that could be accommodated
by quantum field theory. Of particular significance was the immediate impact on
the development of Grand Unified Theories. Physicists quickly realized that theories
whose interaction strengths differed at long distances need not all grow stronger at
short distances – their interactions may change with length scales in different ways as
to become equal at shorter distances, suggesting possible unification. As (Weinberg
1983, p. 11) recalls, “[t]he wonderful discovery of Politzer, Gross, and Wilczek of the
decrease of the strong interaction at high energy also had an immediate impact on
our understanding of the possibilities for further unification.” Indeed, the discovery
of asymptotic freedom kicked off an era in which much theoretical effort was devoted
to constructing Grand Unified Theories by embedding the symmetry group of the

54
In more detail: scattering experiments being carried out at the Stanford Linear Accelerator
(SLAC) in which electrons collided with protons indicated that for very high-energy collisions (the
so-called “deep inelastic” scatterings), the incident electrons appeared to be rebounding from weakly
interacting pointlike constituents of the proton (though this wasn’t universally recognized, at least
initially). An accessible summary is provided by the Nobel Lecture of Jerome Friedman, one of the
leaders of the experiment (Friedman 1991).
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Standard Model, SU(2)xU(1)xSU(3), into larger symmetry groups (such as SU(5))
that were hoped to characterize physics at the short distances where the RG indicates
the Standard Model couplings become approximately equal. Nor has this promise of
unification become a relic of a bygone era – the fact that the electroweak and strong
interaction strengths become approximately equal at short distances in supersymmetric quantum field theories (theories which possess a speculative symmetry that
exchanges fermions and bosons) was considered a significant theoretical argument in
its favor, and contributed to the widespread (but so far unrealized) expectation that
evidence of supersymmetry would be discovered at the LHC.
I want now to turn briefly to the quasi-philosophical arguments that invoke ‘naturalness’ considerations, or violations of unitarity at short distances. Both of these
arguments are commonly employed to guide theory development and experimental
searches for new physics, but the logical structure and persuasive force of both arguments are not entirely straightforward. Begin with the naturalness principle. It states
(roughly) that physical processes at long distances should not be unduly sensitive to
physical processes taking place at much shorter distances. It is intended to capture,
in the setting of an EFT, the familiar physical notion that physical phenomena at distinct length scales largely decouple (for example, that one’s theoretical description of
physics currently being probed at the LHC should not depend sensitively on physical
processes taking place at the extremely short distances where quantum effects of gravitation become relevant). In the Standard Model of particle physics, this requirement
is not satisfied: certain features associated with the Higgs boson depend sensitively
on the short-distance structure of the theory, and are thus considered ‘unnatural’ by
many physicists. Expectations that one can extend the Standard Model in a ‘natural’
fashion – i.e. in a way that restores the desired insensitivity between the Higgs boson
and physical processes at much shorter scales – has been perhaps the main theoretical motivation for the development of the most popular extensions of the Standard
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Model. These are so-called supersymmetric extensions of the Standard Model that
possess a symmetry relating the fermions and bosons present in the Standard Model
to a set of hypothetical ‘superpartners’. Such supersymmetric theories have heavily
informed expectations that physics not predicted by the Standard Model alone would
be discovered at the LHC; indeed, one sometimes hears the naturalness argument for
physics beyond the Standard Model referred to as ‘the $10 billion argument’ (referring
to the cost of building the LHC). However, the theoretical motivation for the naturalness principle is actually a debatable matter (see (Grinbaum 2012) and (Williams
2015) for different takes), and although it has been successfully employed in the past
to predict new short-distance physics (e.g. the prediction of the mass of the charm
quark by (Gaillard and Lee 1974)), a comprehensive evaluation of its historical track
record is notably absent from the literature. Furthermore, the physical content of
the argument is itself a matter of debate: it is employed in many different guises in
the physics literature, and simply providing a unified account of the principle’s physical content could represent a useful philosophical contribution to the development
of theorizing beyond the Standard Model (again, see (Williams 2015) for one such
account).
Arguments in favor of new physical processes becoming important at at some short
length scale are also frequently made based on the length scale at which the unitarity
of the dynamics is violated in an EFT55 . The statistical predictions that quantum field
theories make about the results of scattering experiments are functions of the energy
at which the particles are scattered. One can use this energy dependence to set bounds
on the energy scale at which the theory is no longer capable of making probabilistic
predictions that make sense: the probabilities no longer add up to one, indicating a
violation of the unitarity of the system’s dynamics. The example I want to discuss,

55
For example, a large research program centers on precise tests of the so-called ‘unitarity triangle’
of the CKM matrix describing quark-mixing; see (Buras 1998) for a review.
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originally due to (Lee, Quigg, and Thacker 1977), is likely the most well-known such
argument and it captures the general structure of such arguments well. They set out
to place an upper bound on the allowed mass of the Higgs boson in the Standard
Model; this is equivalent to setting a lower bound on the length scale at which it
must appear (i.e. it must appear in experiments probing distances longer than some
short-distance lower bound). To do so they calculate the probability amplitude for
two particles (the W + and W − bosons, in their initial calculation), each of which
interacts with the Higgs boson in the Standard Model, to scatter off one another and
produce a final state consisting of the same two incoming particles (i.e. an elastic
scattering experiment). They then examine the energy dependence of this scattering
amplitude and demonstrate that for scattering energies above approximately 800
GeV, the amplitude can no longer represent a mathematically sensible probability
unless the theory contains a Higgs boson with a mass Mh ≤ 1000 GeV. Although this
is perhaps the most famous argument that an EFT must be modified at some scale
due to unitarity violations, such arguments are common in the physics literature,
and as (Schwartz 2014, p. 466) reports, “[t]he standard resolution is to introduce
new particles or to look for a UV completion above the scale at where perturbativity
is lost.” This attitude is exemplified by his own later description of the upshot
of the above argument by Lee, Quigg, and Thacker that the Higgs mass must be
Mh ≤ 1000 GeV: “[t]his is the reason we knew the Higgs boson (or something else
serving its function) had to be found at the Large Hadron Collider” [p. 590].
Despite physicists’ frequent endorsement of such unitarity arguments, there are aspects of them that ought to give one pause. First, they apply only to the perturbative
approximation used to calculate scattering amplitudes. This perturbative approximation has typically provided accurate empirical predictions and reliable insight into
the structure of quantum field theories, but there are also well-known limitations56 .
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To be fair to (Schwartz 2014), he is much more careful about making this distinction than many
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For instance, its relationship to the exact formulation of the theory is well-understood
in only a few cases57 , and in many models we know that important nonperturbative
effects (such as ‘instanton’ effects that depend on the topology of the configuration of
the quantum fields) are entirely hidden if one examines only the perturbative approximation. It is also a reliable approximation only when describing physical processes
whose interactions are weak – strong interactions are difficult to describe in the perturbative approximation58 . Second, unitarity arguments rely on the behavior of only
the first term in the perturbative approximation, the most coarse-grained level of approximation. In doing so they violate the (slightly tongue-in-cheek) “Second Law of
Progress in Theoretical Physics” of (Weinberg 1983, p. 8): “Do not trust arguments
based on the lowest order of perturbation theory”. Third, such arguments require
treating the breakdown of the perturbative approximation around some length scale
as equivalent to the breakdown of the theory itself, or arguing that nature has some
reason to ‘prefer’ physics that continues to be weakly interacting at shorter distances
(and so to ‘prefer’ physics that one can continue to approximate perturbatively).
Why should the standard resolutions to violations of unitarity involve the introduction of new physics amenable to perturbative calculations, rather than being seen as
indicating the limits of the perturbative approximation?
As this illustrates, attempting to understand the structure and validity of unitarity
arguments raises a number of difficult philosophical (and mathematical) questions
concerning the way in which the perturbative approximation of a quantum field theory
represents the physical world, as well as how reliable it is as a guide to the exact
authors, despite the quotations above.
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For example, quantum field theories whose perturbative approximations can be handled using
Borel re-summation.
58
This is because one typically derives approximate predictions for the outcomes of scattering
experiments using a series expansion with the interaction strength as the small expansion parameter.
If the interaction is strong, then successive terms in this expansion get larger, meaning that one needs
to sum the entire series, producing an exact result, to extract a reliable prediction. This frequently
presents an intractable mathematical problem.
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formulation of a quantum field theory. However, there are also more concretely
physical questions concerning such arguments that physicists consider59 . For instance,
is it really the violation of unitarity at some length scale that signals the onset of new
physics, or does focusing on unitarity obscure features of EFTs that actually signal the
onset of new physics but which happen to be correlated with unitarity violations? (For
example, (Aydemir, Anber, and Donoghue 2012) argue that unitarity violation and
the onset of new physics are actually uncorrelated. They study certain EFT models
in which new physics is known to set in at some length scale, and show that unitarity
often fails to be correlated with the known scale at which new physical processes
become important.) Disentangling questions of this sort – conceptual questions with
a significant mathematical component – is excellently suited to critical analysis by
philosophers of physics. And insofar as aiding in the development of new physical
theories at short distances is one’s goal, this sort of interpretation of EFTs would
constitute an active contribution to that project.

2.4.2

Clarifying foundational problems

In this section I focus on a problem that has received considerable attention from
philosophers of quantum field theory, and argue that that EFTs provide a useful
clarification (and corrective) to some of the ways philosophers have understood the
problem. The problem is that of “inequivalent representations” in quantum field
theories. This problem animates much of the contemporary literature on the foundations of quantum field theory60 ; as (Baker 2015, p. 1) puts it, “[p]erhaps the deepest
new conceptual problem prompted by QFT, and certainly the one most thoroughly
59

In addition to the following example, see the Q&A discussion debating the importance of
unitarity violations in (Zichichi 2001, pp.146-9)
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For example, (Clifton and Halvorson 2001), (Arageorgis, Earman, and Ruetsche 2002),
(Ruetsche 2003), (Earman 2004), (Kronz and Lupher 2005), (Earman and Fraser 2006), (Fraser
2008), (Ruetsche 2008), (Fraser 2009), (Baker 2009), (Baker 2011), (Ruetsche 2011), and (French
2012).
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explored by philosophers, is the problem of inequivalent representations.” Thus, although this section aims primarily at illustrating how attending to the ways that
EFTs are applied can offer a clearer understanding of many philosophical problems,
clarifying the nature of this problem in particular may represent a helpful corrective
in its own right.
The problem of inequivalent representations goes roughly as follows61 . In the nonrelativistic quantum mechanical theories most familiar to philosophers, one represents
the possible states of a physical system as vectors ψ in a finite-dimensional Hilbert
space H62 , and the physical properties of those systems are represented by operators
O that act on the states in H. In these familiar cases, the Stone-von Neumann
theorem ensures this representation of the quantum-mechanical system is essentially
unique: if presented with some apparently different representation of the system
involving a Hilbert space H’ and states ψ’, one can rest assured that there is a
unitary transformation that translates isomorphically between the two. However,
in order for this theorem to apply, the system being represented must have a finite
number of degrees of freedom.
In quantum field theories on continuum spacetimes, this requirement fails to hold.
The physical system being studied is a field whose excitations propagate on a background spacetime that is both continuous and infinite in extent: thus, in order to
specify the state of the system, one needs to specify the value of the field at a continuous infinity of spacetime points. Indeed, one accumulates this infinity of degrees of
freedom “twice-over” in the following sense: both the continuity of spacetime and its
infinite extent give rise to an infinity of degrees of freedom. Thus in quantum field
theory one is no longer guaranteed that two different representations of the same
physical system will be unitarily translatable, and there indeed exist myriad concrete
61

See (Ruetsche 2011) for a comprehensive introduction to the problem.

62
More exactly, states are “rays” in H. A ray is just the set of all vectors obtained by multiplying
ψ by any complex number c 6= 0.
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constructions of collections of representations for which there is no such translation.
The philosophical problem that is taken to arise from this situation is, as (Baker
2015, p. 2) puts it,“how to understand the physical meaning of this non-uniqueness.
Are the different representations different choices of notation in which to state the
same physical facts? Are they distinct theories with varying physical content?” As
Baker goes on to note, either possibility can be made to look plausible by a suitable
choice of examples, a remark whose accuracy is reflected in the fact that attempting
to answer the two questions he raises is the central animating concern of (Ruetsche
2011).
However, there is something odd about considering this to be the central interpretational question presented by quantum field theory. Recall that in an EFT, the
fact that it does not describe physics at short distances is built into its formalism by
explicitly excluding short-distance degrees of freedom. The result is that specifying
the state of a quantum field does not require specifying infinitely many parameters
– at least within any finite volume of spacetime. Thus the specter of inequivalent
representations arising from an infinity of degrees of freedom is removed by adopting
EFTs as an interpretational starting point63 . And indeed, even some (though not all)
of those who exhibit other Standard Interpretational tendencies have begun to acknowledge this: (Baker 2015, p. 8, n. 6), for example, suggests that “...it seems best
not to put much trust in (non-perturbative) [algebraic quantum field theory]’s description of locally inequivalent representations, since local inequivalence arises from
the infinity of arbitrarily high-energy modes of the field.” I certainly think this is the
appropriate attitude.
However, one can also accumulate infinitely many degrees of freedom from the infinite volume of the background spacetime. Here Standard Intepreters are univocal in
the assignment of ontological significance to the problem. Where arguments in favor
63
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of this position can be identified, they range from (i) sticking to one’s Standard Interpretational guns and insisting that degrees of freedom beyond the theory’s domain
of validity be included for interpretational purposes (Fraser 2009), to (ii) suggesting that since “[c]osmological theory and astronomical observations strongly suggest
that our universe is spatially infinite” one has reason to take ontologically seriously
the inequivalent representations that arise from spatially infinite spacetimes (Baker
2015, p. 6), to (iii) noting that these inequivalent representations are put to use in
explaining spontaneous symmetry breaking (Fraser 2009), (Ruetsche 2011). It should
be clear by this point that I think attitude (i) is misguided. The latter two warrant
more attention, although ultimately I argue that the belief that these inequivalent
representations do pose deep philosophical problems is a symptom of Standard Interpretational commitments, rather than being forced on us by any physically interesting
feature of the theory itself.
Consider first Baker’s suggestion that because contemporary cosmology suggests
our universe is infinite, one ought to take physically seriously the mathematical description of the world offered by EFTs at arbitrarily large distances. This conflates
two different infinities: the genuinely physical infinite spatial volume of the universe
and the idealized infinite volume of the spacetime on which EFTs are formulated.
The conflation is a natural one to make, for the following reason. The theoretical description of scattering experiments in EFTs involves treating the incoming particles as
being initially at infinite spatiotemporal distance from one another, allowing them to
be modeled as non-interacting prior to scattering off of one another. One then treats
the outgoing particles as likewise becoming infinitely far apart from one another,
for the same reason. Furthermore, the predictions of the EFT are exactly invariant
under the symmetry group of special relativity only in a spacetime with an infinite
spatiotemporal volume. However, attending to the applications of EFTs illustrates
the independence of the physical volume of the universe from this mathematical need
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to take the infinite volume limit in an EFT64 . For example, the experiments at the
LHC have been a tremendous confirmation of the Standard Model of particle physics.
And yet the tunnel at the LHC in which these experiments are performed, and in
which these extraordinary vindications of the Standard Model have taken place, has a
diameter of about four meters65 . If the spatiotemporally infinite volume of the physical universe were the same infinite volume that arises in EFTs – that is, if taking the
limit V −→ ∞ in an EFT is to be read as requiring us to extend our field theoretical
description to the entire universe – how could this be?
The answer is that compared to the fantastically small distances characteristic of
the LHC scattering experiments – approximately 10−19 meters – the four meter diameter of the LHC tunnel is enormously large, and treating it as “infinitely” large is a
harmless idealization. Whether the physical universe were actually spatially infinite
would have no bearing whatsoever on whether one were warranted in formulating
an EFT on a spacetime with infinite volume – whatever the case may be regarding
the actual spatial extent of the universe, it is irrelevant to the EFT descriptions of
scattering experiments taking place in the LHC tunnel. The upshot is that one need
not consider the EFT’s mathematical description of a spatially infinite universe as
providing reliable ontological information about our actual physically infinite universe, just because one formulates the Standard Model of particle physics (say) on
an infinite spacetime. One formulates the Standard Model this way in order to make
the extraction of the valuable information it does offer about particle physics more
mathematically tractable; whether contemporary cosmology indicates that the universe is open or closed is beside the point in this context, and by itself it certainly
does not force us to treat the mathematical structure of quantum field theories at
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At least, in non-gravitational contexts. If one wants to use quantum field theory to study
cosmology then of course the infinite volume will have physical significance, since in that case one
is attempting to model an actually infinite universe.
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See (Evans 2012) for technical specifications of the LHC machine.
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arbitrarily long distances (and the attendant inequivalent representations) with any
ontological seriousness66 .
By contrast, the explanatory argument of (Ruetsche 2011) or (Fraser 2009) has
more force. I will limit my remarks to spontaneous symmetry breaking in particle
physics, the explanation of which does require us to take physically seriously the
structure of the theory at arbitrary long distances67 . It is only in this infinite volume
limit that spontaneous symmetry breaking can be shown to occur in quantum field
theory, and so one seems forced to take seriously whatever philosophical issues are
raised by the emergence of inequivalent representations. However, having finally been
compelled to take them seriously, it seems to me that ultimately the issues forced upon
us are mundane.
Consider how (Ruetsche 2011) sets up the dilemma, for instance. One is forced to
choose between an approach to interpretation according to which one of the many inequivalent representations is the physically “real” representation, and another which
argues that it is only the algebra being inequivalently represented, not any of the
representations themselves, that carries physical content; these two positions refer to
Ruetsche’s Hilbert Space Conservative and Algebraic Imperialist, respectively. The
dilemma she sees, roughly, is that each position seems to exclude important physical
possibilities: the Conservative is unable to countenance the physical possibilities captured by other representations, while the Imperialist is unable to countenance certain
observables that are well-defined only within a representation, but not at the level of
the abstract algebra being represented. Her solution is that one’s interpretation of
even a single quantum field theory will need to vary contextually with applications if
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Although this isn’t the place to pursue the issue, Baker’s claim is, I think, symptomatic of a
literal reading of the appearance of infinities in physical theories that is common among philosophers
and that can be traced back to certain Standard Interpretational inclinations.
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The situation is more subtle in the case of phase transitions in condensed matter physics, where
one is treating a manifestly finite system like a sample of water as infinite in order to derive certain
observed behavior.
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that interpretation is to enable the theory to discharge its scientific duties. In some
contexts, such as spontaneous symmetry breaking, one may need to adopt elements
of the Imperialist approach and take multiple inequivalent representations seriously,
while also countenancing physical properties that are only well-defined at the level
of individual representations. Indeed, what she takes the important lesson of this
to be is that it forces philosophers of physics to abandon ‘pristine’ interpretations,
like those advocated by the Conservative or the Imperialist, which ignore empirical
applications.
However, as I have already argued on independent grounds, one should do this
anyway: one of the central virtues of interpreting EFTs is that they afford a wealth
of applications to help ground and refine one’s realist commitments. The proposed
method of dealing with inequivalent representations advocated by Ruetsche dovetails
quite nicely with the approach to interpreting EFTs I advocate here. By focusing
on EFTs one has thus achieved (i) a better understanding of why it actually is that
one must incorporate inequivalent representations and (ii) an approach to dissolving
the philosophical issues thereby raised that squares quite naturally with the most
appealing extant strategy for doing so.

2.5
2.5.1

Objections
EFTs are not mathematically rigorous

EFTs are most commonly taken to be defined by their perturbative approximation.
This does not provide a mathematically rigorous definition of the theory at all length
scales, as was noted in section 2.1.1. However, I hope to have made at least plausible
that perfect mathematical rigor, especially in domains beyond where we expect a theory to be empirically adequate, is largely orthogonal to many ontological questions.
Since many of the mathematical pathologies of EFTs that Standard Interpreters find
76

objectionable are located beyond any EFT’s scale of applicability, it is not clear how
great the ontological import of a fully mathematically rigorous version of (say) the
Standard Model of particle physics would actually be; see (Wallace 2011) for more
on this point. Worse, when combined with Standard Interpretational strategies, the
existence of a mathematically rigorous version of the Standard Model would enable
one to persist in focusing on ‘fundamental’ ontology, which can generate downright
misleading ontological conclusions: commitment to the structure and entities of the
theory at the fundamental level (where the theory is wrong) and discounting robust
higher-level structures (where the theory is empirically adequate). Given that we
know now that quantum field theory is not a fundamental theory, privileging mathematical rigor above all else makes the situation even worse: Standard Interpreters are
forced to carry out their ontological investigations using toy theories characterizing
distant possible worlds.
However, there is more to say in response to this charge. First, the degree of
mathematical rigor on which most Standard Interpreters have insisted is not needed
for successful physical practice. This has been emphasized by a number of philosophers, physicists, and mathematicians drawing on a broad range of examples from the
history of physics: (Atiyah 1994), (Cartier 2000), (Wilson 2000a), (Wilson 2000b),
(Davey 2003), (Gelfert 2005), and (Wilson 2006) provide a representative sample.
This is especially true in the case of contemporary quantum field theory, where the
most commonly employed empirically adequate theories on offer are EFTs that do
not satisfy the Standard Interpreters’ standard of mathematical rigor. Indeed, as
(Halvorson and Müger 2006, p. 3) acknowledge in their review of a rigorous framework preferred by Standard Interpreters, Algebraic QFT, “[t]he approach is indeed
idiosyncratic in the sense of demographics: only a small proportion of those who
work on QFT work on algebraic QFT (AQFT).” So if one is sufficiently invested in
adhering to physical practice in pursuing philosophical investigations of physics, it’s
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not clear that this objection to the lack of perfect mathematical rigor in EFTs should
be persuasive.
I do not intend to pursue that line of response here (although I do believe that
philosophers of physics should remain closely engaged with physical practice). There
are two reasons for this. First is that EFTs can offer far more mathematical rigor
than most Standard Interpreters have acknowledged68 . As an illustration, consider
a way of formulating an EFT that is mathematically rigorous, integral to empirical
applications of quantum field theory, and that has already been introduced in section
2.3: lattice quantum field theory, where the short-distance breakdown of the EFT is
represented by a discretized lattice spacetime. This framework is as mathematically
rigorous as one could possibly want. Furthermore, it plays an integral role in both
empirical applications, such as the calculation of the masses of hadrons and mesons,
as well as topics of foundational interest such as the nature of spontaneous symmetry breaking69 . Incidentally, the lattice formulation of quantum field theory is also
the starting point for the successful constructions of the mathematically rigorous toy
models that have garnered such attention from Standard Interpreters (cf. (Glimm
and Jaffe 2012)), and it is by starting with an EFT formulated on a spacetime lattice
that mathematical physicists have made the most progress in attempting to solve one
of the most significant outstanding problems in mathematical physics, the construction of a mathematically rigorous non-abelian gauge theory; see (Douglas 2004) for
a progress report. Insofar as lattice quantum field theory presents an option that
is (i) mathematically rigorous; (ii) connected to empirical applications and topics of
foundational interest; and (iii) a common starting point for attempts to build mathematically rigorous models of quantum field theories, it seems a mistake to let an
aversion to interpreting theories that break down before the ‘fundamental’ level lead
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For example, mathematician Kevin Costello (Costello 2011) has recently provided an axiomatic
treatment of EFTs.
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See (Elitzur 1975) and (Friederich 2013) for a philosophical discussion.
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one away from using it as an interpretational resource.
The second reason is that even in contexts that are not mathematically rigorous,
such as EFTs defined by a perturbative approximation, RG techniques capture the
same physical insights as are used to construct mathematically rigorous models of
QFTs70 . The meaningful distinction between the non-rigorous usage of the RG by
physicists and the rigorous usage of it by mathematical physicists is, perhaps unsurprisingly, mathematical: the physical picture of a theoretical structure that varies
with length scale – in particular, the short-distance structure’s irrelevance for the
long-distance structure of a theory – is preserved. The cases in which one can apply
the RG with complete mathematical rigor thus give further reason for feeling secure in the ontological picture presented to us by many of the less rigorous methods
employed when studying EFTs.

2.6

Conclusion
Our mistake is not that we take our theories too seriously, but that we
do not take them seriously enough. It is always hard to realize that these
numbers and equations we play with at our desks have something to do
with the real world. – Steven Weinberg (Weinberg 1993)

To be sure, Weinberg’s remark has to be applied with care. Although his
desk has played host to an inordinate amount of mathematics that has
proved relevant to the real world, far from every equation with which we
theorists tinker rises to that level. In the absence of compelling experimental or observational results, deciding which mathematics should be
taken seriously is as much art as it is science. – Brian Greene (Greene
2011)

I have argued that many elements of a widespread approach to the interpretation
of quantum field theories is misguided, and have proposed an alternative “effective”
70
This is clear throughout (Glimm and Jaffe 2012), and is also noted by (Li 2014, section 5.2.)
and references therein.
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replacement. This approach offers a more discerning approach scientific realism that
does not share the Standard Interpreters’ quixotic focus on fundamental structure,
and that aims to identify robust structures that will survive future episodes of theory change. It is is well-grounded in both the theoretical framework and empirical
applications of our best scientific theories.
In closing, I again want to forestall any misconception of an anti-metaphysical
spirit on my part and emphasize that I agree with Weinberg that failing to take our
theories seriously is a mistake; it is far from any brand of instrumentalism that I
am endorsing here. Indeed, I take it that providing a corrective to the mistake that
Weinberg diagnoses is part of the motivation of many philosophers of physics, myself included. However, I have argued here that such a corrective has come to be
applied indiscriminately – Standard Interpreters are guilty of the opposite mistake of
taking the mathematical structures of our theories too seriously. The pendulum has
swung too far in the other direction. They have ignored the way these theories make
contact with the real world and proceed as if every nook and cranny of the theoretical framework carries equal representational claim, overlooking the bit of wisdom
captured by Greene’s cautionary note. I think Greene is correct that determining
the ontological implications of our physical theories, above and beyond their observational implications, contains considerable amounts of art as well as science, and it
is a task well-suited for philosophers. I just think that, for the reasons I’ve outlined
in this paper, the philosophical project of scientific realism will be better grounded,
and more promising, if we introduce more attention to science into the state of the
art.
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Chapter 3

Naturalness, the Autonomy of Scales, and the 125 GeV
Higgs

The recent discovery of the Higgs at 125 GeV by the ATLAS and CMS experiments at
the LHC has put significant pressure on a principle which has guided much theorizing
in high energy physics over the last 40 years, the principle of naturalness. In this chapter, I provide an explication of the conceptual foundations and physical significance
of the naturalness principle. I argue that the naturalness principle is well-grounded
both empirically and in the theoretical structure of effective field theories, and that it
was reasonable for physicists to endorse it. Its possible failure to be realized in nature,
as suggested by recent LHC data, thus represents an empirical challenge to certain
foundational aspects of our understanding of QFT. In particular, I argue that its
failure would undermine one class of recent proposals which claim that QFT provides
us with a picture of the world as being structured into quasi-autonomous physical
domains.

3.1

Introduction

This paper is an analysis of a conceptual problem that has been at the center of highenergy physics research for approximately 40 years: the problem of “naturalness”. I
introduce the effective field theory framework in which the problem arises, survey the
many faces of naturalness in the physics literature with an eye toward clarifying its
(oftentimes misunderstood) physical significance, and discuss the implications that
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a failure to solve the naturalness problem would have for the ontology of quantum
field theory. This latter issue is particularly pressing after the first run of the LHC:
the discovery of the Higgs boson with a mass of 125 GeV and no additional particles not predicted by the Standard Model has put significant pressure on proposed
solutions to the main problem of naturalness in the Standard Model, the Hierarchy
Problem (for details see “Supersymmetry: Theory,” “Supersymmetry: Experiment,”
and “Dynamical Symmetry Breaking: Implications of the H ” in (Olive et al. 2014))1 .
The motivation for and significance of naturalness in quantum field theory is a hotly
contested topic, with some claiming it to be ill-motivated or a mere theorists’ prejudice2 ; I argue that, to the contrary, naturalness is essentially a prohibition of sensitive
correlations between widely separated physical scales. I further argue that this is an
expectation which is well-motivated within the effective field theory framework, justified on both theoretical and empirical grounds. The fact that the prospects for
naturalness appear dim in light of the discovery of the 125 GeV Higgs, then, constitutes an empirical challenge to our current understanding of certain foundational
features of quantum field theory (QFT).
The structure of the paper is as follows. I begin by introducing the notion of an
effective field theory (EFT), since it is in this context that the naturalness problem
arises. In Section 3.3, I use 2 simple models – a massive Yukawa theory and a scalar
field theory– to illustrate the essential features of the naturalness problem. This then
leads to a survey of the physics literature on naturalness, where there is a remarkable
discordance of opinion. In Section 3.4, I draw on general features of the structure of
effective field theories as well as particular examples of past successful realizations of
1

This is not the place for a detailed discussion of Beyond the Standard Model phenomenology
at the LHC, so I refer the reader to (Craig 2013), (Feng 2013), (Bertuzzo 2013), and (Giudice 2013)
for further discussions of the status of solutions to the Hierarchy problem after the first run of the
LHC. For a pedagogical introduction to the phenomenology of such supersymmetric solutions, see
(Murayama 2000).
2
See, for example, (Wilson 2005), (Richter 2006), or from a slightly different angle (ArkaniHamed and Dimopolous 2005).
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naturalness in particle physics to present a physically transparent characterization,
arguing that naturalness is best understood as a prohibition of correlations between
widely separated physical scales. This understanding of naturalness has existed in
the physics literature for quite some time; indeed, it is clearly stated in some of the
earliest discussions of the concept in the late 1970’s3 . However, over time a variety
of technical conditions for ensuring naturalness have developed and the understanding of naturalness has shifted in a direction that obscures its physical content (for a
historical overview, see (Grinbaum 2012)). I argue that understanding naturalness in
the proposed way illustrates that these superficially discordant technical understandings of naturalness in the physics literature are simply diverse attempts to formalize
a shared unease about correlations between widely separated physical scales. This
understanding of naturalness then forms the basis of an argument that naturalness
is a well-motivated expectation in particle physics whose apparent failure requires a
significant revision of our understanding of the effective field theoretic description of
nature. Section 3.5 discusses one such revision: I examine how such a failure affects
recent proposals that quantum field theory supports an ontological picture on which
our world consists of a hierarchy of quasi-autonomous physical domains.

3.2

Effective Field Theory

Problems of naturalness arise in effective field theories. An effective field theory
(EFT) is a quantum field theory which is known to become inapplicable above some
energy scale Λ. This energy scale is called the ultraviolet cutoff 4 of the EFT. There are
both conceptual and pragmatic reasons for treating QFTs as EFTs. I postpone the
technical details of naturalness to Section 3.3; in this section, my aim is to introduce
3

See (Susskind 1979), (Hooft 1979), or (Ovrut and Schnitzer 1980).

4
In what follows, unless otherwise noted all usages of Λ will stand for a generic ultraviolet cutoff
whose particular value is not of central importance.
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core conceptual and technical features of EFT. In particular, I claim that the severity
of naturalness problems is amplified by the fact all empirically applicable QFTs are
best understood as EFTs, and provide a short argument to that effect.
The central obstacle to formulating a QFT that is a plausible candidate for describing our world up to arbitrarily high energies is gravity. All matter fields couple to
the gravitational field. At low energies the effects due to this coupling are negligibly
weak but gravity becomes strong when considering physical processes occurring at
energies on the order of the Planck scale ΛP l . This means that while one can ignore
gravity when doing particle physics at relatively low energies – such as those energies
currently being probed at the LHC – gravitational effects must be taken into account
at higher energies. Now, it is well known that a quantum field theoretic description of
gravity is not perturbatively renormalizable. New divergences arise at each order of
perturbation theory and in order to describe gravitational processes occurring up to
arbitrarily high energies, eliminating these divergences would require considering an
infinite number of parameters in the Lagrangian. The upshot of these two features of
gravity is that while gravitational effects must be incorporated as we experimentally
probe higher energies, it appears that quantum field theory is not the appropriate
framework for doing so5 . The fact that no quantum field theoretic description of
gravitation is available in the regime where it is needed most, then, leads one to
conclude that any QFT which aims to describe the world should not be trusted at
energies above, at the highest, the Planck scale.
For the general class of QFTs that possess non-abelian gauge symmetries6 grav5

It is worth noting that there is an active research program predicated on the possibility that
gravity may be a consistent quantum field theory to arbitrarily high energies after all, in the sense
that the renormalization group equation describing the behavior of the gravitational coupling at
different energy scales hits a fixed point as we consider the coupling’s behavior at higher and higher
energies. This is called “asymptotic safety”; see (Niedermaier and Reuter 2006) for a review.
6
To be precise, they must also not contain too many matter fields since large numbers of these
fields can spoil the asymptotic freedom of the theory. In QCD, for example, the theory is only
asymptotically free if it includes 16 or fewer quark flavors.
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ity is the only clear obstacle to treating them as fundamental. In particular, there
is no clear mathematical obstacle to treating such theories as fundamental. These
theories are called asymptotically free; the interactions get weaker at higher energies,
ultimately going to zero as the ultraviolet cutoff is taken arbitrarily large. This is
quite different from QFTs which are not non-abelian gauge theories, such as quantum
electrodynamics (QED) or the φ4 -theory. When formulated on a background spacetime of dimension greater than or equal to 4, the strength of interactions in these
theories gets stronger at higher energies, eventually diverging at some finite energy
scale. These singularities are known as Landau poles, and indicate that these theories
are not mathematically consistent to arbitrarily high energies – at some finite energy
scale, they break down on purely mathematical grounds7 .
These two cases cover theories that describe physics at low energies but which are
incapable of being extended above some very high energy scale. However, the use of
EFTs also has a strong pragmatic motivation. Very commonly one wants to study
physics at a relatively low energy scale but possesses a theory that describes physics
up to some much higher scale. Typically, the high energy theory includes degrees of
freedom distinct from those that are dominant at the low scale; in quantum chromodynamics (QCD), for example, the dominant degrees of freedom at low energy are
hadrons that do not even appear in the Lagrangian of the high energy theory describing quarks and gluons. Similarly, given a theory of atomic physics and a desire
to study some low-energy process like ocean wave propagation, the dominant degrees
of freedom are not those found in the high energy theory; the atomic constituents
of the sea can be neglected in providing an accurate description of the propagation
of ocean waves. In that case, one employs an effective hydrodynamical theory describing ocean waves as disturbances in a continuous fluid, ignoring the underlying

7
For discussion in both perturbative and nonperturbative contexts, see (Aizenman 1982), (Callaway 1988), (Montvay and Munster 1997), or (Rivasseau 1991).
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atomic structure of the ocean. In these cases, the main benefit of EFTs is essentially
a pragmatic one. One could in principle describe the low-energy phenomena using
the full theory (or at least many think we could; I doubt whether anyone has actually
tried to study ocean wave propagation using the Standard Model). The central issue
is rather that not only is doing calculations in the full theory more complicated, it
also generally yields a less informative qualitative description of the phenomena in
question. Degrees of freedom appropriate for vastly different scales become mixed up
and a tractable understanding of the physics becomes much more difficult8 . Effective
field theories provide a better understanding of which degrees of freedom are dominant at different energy scales and of the relationship between the dominant physical
processes that at these different scales.
The upshot of this discussion is that, due mathematical inconsistency or the inability to incorporate gravitational degrees of freedom (or both), all quantum field
theories that purport to describe the world come with an ultraviolet cutoff beyond
which they become inapplicable. For physics below this scale, however, these theories provide the most accurate agreement between theory and experiment in scientific
history. I turn now to the technical details of effective field theories.

3.2.1

Effective Field Theories: How do they work?

It is well known that interacting QFTs experience divergences in perturbation theory
that come from including contributions from field modes of arbitrarily high momenta
in calculations9 . Eliminating these divergences is a two step process. First, one
chooses a method for regularizing the divergent integrals. There are a number of
regularization methods but the central idea is the following. Upon encountering a
8

For a philosophical discussion of the difficulties of modeling systems over many scales of length,
see (Batterman 2013).
9
For the purposes of this paper I will ignore infrared divergences arising from field modes of
arbitrarily low momenta.
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divergent integral I in a perturbative expansion, one introduces a new parameter ϑ
so that the integral now becomes I(ϑ), a function of ϑ. The dependence of I(ϑ) on ϑ
is such that as the regulator is removed by taking ϑ → ∞, the result is the original
divergent integral I. However, for finite ϑ the regularized integral I(ϑ) is a finite,
well-defined mathematical object on which one can perform meaningful mathematical operations. For example, a popular regularization involves replacing Minkowski
spacetime with a hypercubic lattice with lattice spacing a. This renders divergent
integrals finite by restricting them to include only momenta k such that − πa ≤ k ≤ πa .
Sending the lattice spacing to zero then returns the originally divergent integral.
Step two is renormalization. The renormalization procedure identifies the terms
in I(ϑ) which diverge as ϑ → ∞ and then modifies the original Lagrangian by subtracting off the divergent pieces of I(ϑ), leaving a quantity which is convergent and
independent of the regulator after ϑ is eliminated. This is done by modifying the couplings of terms in the original Lagrangian by adding terms designed to subtract off
the divergent parts of the regularized integrals; the original Lagrangian is called the
bare Lagrangian, the added terms are called counterterms, and the sum of the bare
and counterterm parts of the Lagrangian is called the renormalized Lagrangian. The
values of the couplings in the renormalized Lagrangian are the measured, physical values of those couplings and must be taken from experiment. When one can eliminate
all divergences occurring in perturbation theory with finitely many renormalizations
of the bare couplings, a theory is perturbatively renormalizable. In theories which
are not perturbatively renormalizable, like gravity, one must include infinitely many
renormalized parameters to cancel all divergences. Since values of renormalized parameters must be taken from experiment, these theories were long thought useless for
making predictions: one would need to perform infinitely many measurements before
calculating anything at all.
This procedure of regularizing divergent integrals, modifying the Lagrangian to
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subtract off divergent contributions to integrals, and removing the regulator to reintroduce arbitrarily high momenta into the theory has produced much discomfort since
it was introduced in 1940s. It was thought to be merely clever trickery for hiding
inconsistencies that remained in the theory after the regulator was removed. An important feature of EFTs is that one need not eliminate the regulator in order to make
sensible predictions; indeed, it turns out that low-energy physics is remarkably insensitive to the details of the theory at much higher energies, including details about
how it is regulated. The rare cases in which a high degree of sensitivity is present are
generally cases in which problems of naturalness exist.
It is an important feature of EFTs that their Lagrangians generally contain infinitely many terms, both renormalizable and nonrenormalizable10 . For the sake of
concreteness in the following discussion, consider a generic11 effective scalar field theory regulated by an ultraviolet cutoff Λ, which excludes field modes of momenta
|k| ≥ Λ from the theory. Integrating the Lagrangian over all spacetime to obtain an
action and introducing couplings an for each term in the Lagrangian, the result is the
Wilsonian effective action

Z
SW =

4

Z

d xLΛ (ϕ, ∂µ ϕ, . . .) =

X
X
1
an ϕ2+n
+
a0n (∂µ ϕΛ )2 ϕnΛ + · · ·
d4 x (∂µ ϕΛ )2 +
Λ
2
n≥0
n≥0

where the field ϕΛ (x) is defined to be
Z
ϕΛ (x) =
|k|<Λ

d4 k
−ik·x
ϕ(k)e
e
(2π)4

For the a0 (ϕΛ )2 and a2 (ϕΛ )4 terms, the couplings are the familiar mass term and
10

This is unproblematic because the regulator Λ is never removed and problematic divergences
do not arise. For details, see (Duncan 2012).
11

The symmetry ϕ → −ϕ has also been imposed for the sake of simplifying expressions.
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the dimensionless quartic coupling λ, respectively. However, there are an infinite
series of additional interactions described by operators with mass dimension greater
than or equal to 5. Since the action SW is a dimensionless quantity, these higherdimensional operators must be multiplied by negative powers of some dimensionful
quantity. Indeed, dimensional analysis shows that for SW to be dimensionless, the
couplings an must have mass dimension 2 − n and the a0n must have dimension (−n).
The only dimensionful quantity available is the UV cutoff Λ; accordingly, one defines
the couplings as some dimensionless quantity gn or gn0 multiplied by powers of the
cutoff, an ≡ gn Λ2−n (n = 0, 2, 4, . . .) and a0n ≡ gn0 Λ−n (n = 2, 4, 6, . . .).
Dimensional analysis can accurately estimate how the various operators will contribute to scattering amplitudes for processes occurring at a given energy scale E  Λ.
The operators will make contributions proportional to some power of the energy scale
E; specifically, operators containing 2 + n powers of the field and no derivatives will
contribute ∼ E n−2 , while operators containing m derivatives and n powers of the
field contribute ∼ E n+m . Including the contributions of the coupling constants, the
contributions of every term in the action SW to a process at energy E can be estin−2
n+m
or gn0 EΛ
. Of great importance for the issue of naturalness
mated as gn EΛ
are operators of dimension less than four : in the present theory, these are operators
containing no derivatives and for which n = 0 or n = 1, meaning their contributions

are proportional to the ratio EΛ to some positive power. This means that their contribution grows for processes occurring at lower and lower energies. Such operators
are called relevant 12 . To see that there is already a prima facie problem with relevant
operators, note that the coefficient gn Λ2 of the relevant operator ϕ2 represents the
mass of the ϕ field. The problem is that this effective theory is intended to describe
physics below the ultraviolet cutoff Λ; how could it possibly contain a field of mass
12
One can distinguish three classes operators depending on whether they scale independently of
Λ, as a positive power of Λ, or a negative power of Λ; these correspond respectively to marginal,
relevant, and irrelevant operators.
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Λ2 ? This issue will become central when turning to discuss naturalness in Section
3.3.
Even setting this question aside for the moment, one issue remains. Although this
theory no longer includes arbitrarily high momenta, it will still include field modes
over a large range of momenta in calculations. For example, consider a scattering
process involving ϕ taking place at a center of mass energy E ≈ 1 GeV. This theory
will incorporate effects from processes ranging from arbitrarily low momenta up to
the cutoff scale, a range which may be very large. Not only is this calculationally
unpleasant, it also makes a qualitative understanding of the scattering process more
difficult. Luckily, effective field theories can improve this. Beginning with a theory
that includes momentum modes up to the cutoff Λ, one can recursively eliminate
additional momentum scales from the theory, resulting in a new theory that breaks
down at a new momentum scale µ  Λ. Briefly, this is done as follows. Starting
with the original effective theory with cutoff Λ, one can integrate out modes of the
field ϕΛ with momenta µ ≤ |k| ≤ Λ from the functional integral, yielding a new
effective theory applicable only up to the scale µ. In this new theory, the field
becomes ϕµ and the Lagrangian now contains polynomials of this new field ϕµ and
its derivatives. This procedure can be iterated in the obvious way, and by doing so
one can recursively reduce the range of momenta included in calculations in order to
isolate the contributions coming from below given energy scale to the physical process
being examined, occurring at some scale much lower than the ultraviolet cutoff.
Of course, although the low energy predictions of EFTs are generally insensitive
to the high energy physics integrated out of the theory as the cutoff is reduced, the
high energy physics does contribute to some degree to physical processes at the low
energy scale. How is this sensitivity incorporated as we repeatedly integrate out high
energy physics?
Remarkably, all of the sensitivity of the low energy theory to the high energy
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physics is carried by the couplings an and a0n . After integrating out momentum modes
with µ ≤ |k| ≤ Λ, the result is a new effective theory described by the Lagrangian
Lµ describing the new lower-energy field ϕµ . This theory will also have modified
couplings an (µ) and a0n (µ) that now depend on the new cutoff scale µ, replacing an
original dependence on the cutoff Λ. Of course, iteratively lowering the cutoff through
the procedure described above causes the couplings an (µ) and a0n (µ) to change with
each new cutoff scale. Imposing as boundary conditions at the initial cutoff scale
Λ that a00 (Λ) = 1, an (Λ) = an = gn Λ2−n and a0n (Λ) = a0n = gn0 Λ−n , the change in
the couplings as the ultraviolet cutoff is changed can be described by a set of differential equations called the renormalization group equations. As I discuss in Section
3.3.1, precisely this process of integrating out high energy physics and modifying the
couplings of operators according to the renormalization group equations provides a
particularly physically transparent way of understanding problems of naturalness.

3.2.2

The Decoupling Theorem

Before turning to discuss naturalness, it is necessary to introduce a theorem which
will be important to the discussion going forward: a theorem of Appelquist & Carazzone (Appelquist and Carazzone 1975), often called the Decoupling Theorem, which
describes aspects of the relationship between two widely separated energy scales in
a quantum field theory. Appelquist and Carazzone prove that if one starts with a
perturbatively renormalizable theory – the “full theory” – containing a set of fields
all of which are much heavier than the remaining fields, the correlation functions
describing physics occurring at energies much lower than the mass of the heavy fields
can be obtained from an effective theory which contains only the light fields. The
only remnant of the heavy fields is that the couplings of the light fields in the effective theory may be different than the couplings of the light fields in the full theory.
Furthermore, for quantum field theories containing only fermions or gauge bosons, no
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relevant operators appear13 and the contribution of the heavy fields to the light field
couplings is merely logarithmic, a small correction to the original light field couplings.
Virtually all quantum field theories employed in elementary particle physics are of
this form; until the recent discovery of the Higgs particle, no elementary particle
described by a scalar field had been discovered in our world. This is of central importance for naturalness since the presence of an elementary scalar field in a theory
introduces a relevant operator whose coupling, representing the mass of the scalar
field, receives very large corrections from high-energy physics. Setting aside for the
moment the conceptual complication introduced by relevant operators, the essence of
the Decoupling Theorem is that low-energy physics can be accurately described by a
theory including only low-energy degrees of freedom. Past experience with physical
theories leads one to expect that low-energy physics like billiard ball trajectories will
not depend sensitively on the behavior of high-energy atomic physics; in QFT this
observed fact that physical processes at widely separated physical scales are largely
independent of one another becomes a theorem14 .

3.3

Naturalness
Now we play the effective field theory game, writing down all terms allowed by symmetry and seeing how they scale. If we find a relevant term
we lose: the theory is unnatural (Polchinski 1992, p. 14).

13

This may be because the particles the theory describes are massless, or because relevant operators violate certain symmetries of the Lagrangian; we return to this second possibility in Section
3.3.2.2.
14
It may hardly seem worthy of proving a theorem to demonstrate something apparently obvious.
The fact that such a theorem can be proven in QFT is surprising in part because perturbative corrections to correlation functions – so-called “loop” corrections – automatically include contributions
from field modes of all momentum scales included in the theory’s domain of applicability. The fact
that these contributions can be confined entirely to corrections to the couplings is a noteworthy
result.
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3.3.1

We Have a Problem

I begin by outlining two calculations which put on the table all the essential features
of the naturalness problem. The second calculation, done in a scalar field theory,
illustrates how failures of naturalness manifest in the renormalization group flow for
unnatural couplings. The first is done in a theory describing a massive scalar field φ
with (bare) mass m and a massive fermion field Ψ with (bare) mass M , interacting
via a Yukawa interaction with coupling g. Note that there are two relevant operators
in this theory15 : the φ2 term, which has dimension 2, and the ΨΨ term, which
has dimension 3. Based on our above discussion, we might expect these terms – in
particular, the couplings of these terms – to give us trouble; recall that they were
the terms that became multiplied by some positive power of the cutoff in the EFT
in Section 3.2, apparently entailing that the effective theory intended for describing
physics below the cutoff Λ included a particle with a mass many orders of magnitude
larger than that cutoff.
First, assume the fermion is much lighter than the scalar so that m  M . The
Lagrangian describing this theory16 is

1
λ
1
L = ∂ν φ∂ ν φ − m2 φ2 − φ4 + iΨγ ν ∂ν Ψ − M ΨΨ + gφΨΨ
2
2
4!
Consider studying physics taking place at some low energy scale E  M . Then
the Decoupling Theorem states that the appropriate thing to do is use perturbation
theory to calculate the effects of the heavy scalar field in the full theory, integrate this
scalar field out of the path integral as described above, and incorporate the effects of
the heavy scalar field that we calculated using the full theory into the couplings of the
15

This is another way to classify relevant operators. In d spacetime dimensions, any operator
with mass dimension less than d is relevant, and will have to be multiplied by positive powers of the
UV cutoff – the only dimensionful scale in the theory – in order to ensure the action is dimensionless.
16
I have suppressed the spacetime dependence of the fields, the spinor indices on the fermions
and the γ matrices, and the dependence of the fields on the chosen UV cutoff Λ.
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light fermion field in the low energy effective theory. This will produce an effective
theory involving only the light fermion field Ψ, with modified effective couplings M ∗
and g ∗ .
Up to terms of O(1/m4 ), the resulting effective Lagrangian is

L = iΨγ ν ∂ν Ψ − M ∗ ΨΨ +

g∗
(ΨΨ)2
2m2

Consider the mass term M ∗ ΨΨ. The coupling M ∗ is the effective mass of the fermion
in the low energy theory; in general, it is equal to the bare mass M plus corrections
∆M coming from the high energy physics. What do these corrections look like?
Including the first perturbative correction coming from the high energy physics (i.e.
the one-loop correction), the effective fermion mass becomes


g
ln
M = M +M
16π 2
∗



Λ
M


= (M + ∆M )

Note that that the correction ∆M to the bare mass is proportional to the bare mass
itself. Since the bare mass of the fermion was small in the full theory, this means
that it will remain small in the low-energy effective theory; the corrections it receives
are just the bare mass itself multiplied by a quantity roughly of order 1.
Now consider an alternative scenario in which the fermion Ψ is much heavier
than the scalar φ, so that M  m. Again, one can integrate out Ψ to obtain
an EFT, now with effective couplings (m∗ )2 and g 0∗ that each receive corrections
from the integrated-out high energy physics. The effective scalar mass is given by
(m∗ )2 = (m2 + ∆m2 ) where ∆m2 is calculated using the full theory. Unlike the
effective fermion mass, the effective scalar mass is proportional to the cutoff squared:
 4 

 
M
Λ
g
2
2
2
Λ + M + m ln
+O
(m ) = m +
2
16π
M
Λ4
∗ 2

2

This is radically different than the previous case; here, starting with a small scalar
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mass perturbative corrections generated a scalar mass far larger than the scale Λ at
which the full theory itself is expected to break down. Something has gone terribly
wrong.
Indeed, this seems to produce a straightforward contradiction17 . We began by
claiming that we would integrate out all heavy fields – the fermions, in this case –
leaving a theory involving only a light scalar field φ. However, any attempt to do
this instead produces a theory containing a φ with a mass term proportional to the
cutoff squared!
This is one face of the naturalness problem. In the Standard Model, this is called
the Hierarchy Problem: the scalar field is the Higgs field and the heavy fermion
could be the top quark. The scale at which the Standard Model breaks down, Λ, is
unknown but is commonly thought to be, at the very highest, the Planck scale; at
the lowest, evidence from the first run of the LHC now suggests that the Standard
Model is applicable up to approximately 1 TeV. Either way, the fact that the mass of
the recently discovered Higgs boson is 125 GeV presents a problem: even a correction
of (1 TeV)2 produces a mass for the Higgs boson 6 orders of magnitude larger than
its measured value.
For a second, particularly physically transparent way of presenting the issue, consider the problem of naturalness through the lens of the renormalization group. Recall
the statement in Section 3.2.1 that the appropriate tool for examining the relationship between different scales in an effective field theory was the renormalization group.
In that spirit, I include a calculation using the renormalization group which makes
salient the extreme sensitivity of relevant parameters to high energy physics, as well
as the stark contrast between the sensitivity of relevant and irrelevant operators to
such physics. Specifically, the calculation demonstrates how the respective values of
17
Actually, this apparent contradiction was present when we wrote down the effective field theory
for the single scalar field ϕΛ above. Recall that we found then that mass a0 was proportional to Λ2 ,
meaning that it shouldn’t have appeared in the effective theory at all.
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relevant and irrelevant parameters at low energy depend on their initial, high energy
values at the cutoff scale; in the example of the scalar EFT in Section 3.2, these
initial values would be the couplings an (Λ) = gn Λ2−n and a0n (Λ) = gn0 Λ−n . What the
RG provides is another perspective on the sensitivity of such couplings to their initial
values at the UV cutoff scale ΛH when they are evaluated for some other, much lower
UV cutoff ΛL  ΛH .
Consider the renormalization group equations (RGEs) for a toy scalar theory
including only two couplings: one marginal, dimensionless coupling g4 (corresponding
to an operator with mass dimension 4) and one irrelevant coupling g6 with mass
dimension (-2) (corresponding to a dimension 6 operator)18 . Recall that the RGEs
determine how the values of the couplings change as we iteratively lower the chosen
value ΛH for the UV cutoff. In this case these equations take the form

Λ

Λ

d
g4 = β4 (g4 , Λ2 g6 )
dΛ

d
1
g6 = 2 β6 (g4 , Λ2 g6 )
dΛ
Λ

where the β4 and β6 are some unspecified, generally complicated functions and the
factors of Λ2 are required by dimensional analysis. For simplicity, define λ4 (Λ) = g4
and λ6 (Λ) = g6 Λ2 , so that the RGEs become

Λ

Λ

d
λ4 = β4 (λ4 , λ6 )
dΛ

d
λ6 − 2λ6 = β6 (λ4 , λ6 )
dΛ

One can solve these RGEs by perturbatively expanding the β-functions in λ4 and
18
For the details of the calculation of the behavior of the irrelevant coupling see (Schwartz 2014,
§ 23.6.1). My calculation below for the relevant coupling follows an essentially identical outline.
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λ6 . There are several ways to justify this expansion – one can expand around some
exact solution, or assume that β4 and β6 are small – but here simply assume such an
expansion is allowed. To first order in the couplings, this gives

Λ

Λ

d
λ4 = aλ4 + bλ6
dΛ

d
λ6 = cλ4 + (d + 2)λ6
dΛ

where a, b, c, d are small coefficients. One can solve this system of RGEs to obtain
general solutions for λ4 (Λ) and λ6 (Λ) which depend on the initial values of these
functions at the cutoff scale19 . To see how the irrelevant coupling λ6 at low energies
ΛL  ΛH depends on its initial value at the cutoff scale ΛH , choose some arbitrary
value of λ6 (ΛH ) – for simplicity, let it be zero. Combining the solutions to the RGEs
to express λ6 (Λ) as a function of λ6 (ΛH ) and λ4 (Λ) yields

2c



Λ
ΛH

∆


−1

λ6 (Λ) = λ4 (Λ)
(2 + d − a + ∆) − (2 + d − a − ∆)
where ∆ =

p



Λ
ΛH

∆

4bc + (d − a + 2)2 .

Since a, b, c, d  1 to ensure the validity of perturbation theory, to a good approximation ∆ ≈ 2. To examine the dependence of λ6 at low-energy on its chosen
value of zero at the cutoff scale set Λ = ΛL  ΛH to get
c
λ6 (ΛL ) =
2

"

ΛL
ΛH

2

#
− 1 λ4 (ΛL )

The limit ΛH → ∞ exists, and taking that limit shows that the initial value of λ6
at ΛH is totally irrelevant to its low energy value; at low energies, it is a function of
19

See (Schwartz 2014, § 23.6.1) for details.
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only the low energy value of the marginal coupling λ4 (ΛL ).
Repeating this process with a relevant coupling, the result is quite different. Consider the same marginal coupling g4 and a new relevant coupling g2 with mass dimension 2. One can similarly rewrite these couplings as λ4 = g4 and λ2 =

1
g
Λ2 2

and the

RGEs are then

Λ

Λ

d
λ4 = aλ4 + bλ2
dΛ

d
λ2 = cλ4 + (d − 2)λ2
dΛ

Solving these gives us general solutions for λ4 (Λ) and λ2 (Λ). Now combine these into
an equation for the value of the relevant coupling λ2 (Λ) as a function of λ4 (Λ) and the
initial, cutoff-scale value λ2 (ΛH ) for the relevant coupling. Unlike for the irrelevant
coupling, let λ2 (ΛH ) have some nonzero value. The resulting equation is rather ugly,
but simplifying it by again noting that ∆ ≈ 2 gives the following expression for λ2 (Λ):

c
λ2 (Λ) = λ4 (Λ)
2

"

Λ
ΛH

2

#

cb
− 1 + λ2 (ΛH )
2

"

Λ
ΛH

−2

#
− 1 + λ2 (ΛH )



Λ
ΛH

−2

To see the sensitivity of λ2 (ΛL ) to the cutoff-scale value λ2 (ΛH ), set Λ = ΛL = 105
GeV and the UV cutoff at the Planck scale ΛH = 1019 GeV, so that the ratio of scales
 2
appearing in the equation becomes ΛΛHL = 10−28 . Now alter the 20th decimal place
of λ2 (ΛH ), sending λ2 (ΛH ) → (λ2 (ΛH ) + 10−20 ). Plugging this value for λ2 (ΛH )
into the above equation shows that this tiny change in λ2 (ΛH ) causes the low-energy
value λ2 (ΛL ) to jump by a factor of 108 ! This is in sharp contrast to the low-energy
behavior of irrelevant operators, which were entirely independent of their value at
the cutoff scale. It is precisely this remarkable sensitivity of relevant couplings at low
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energies to their initial, cutoff-scale values that makes relevant operators unnatural;
that a small change in the value of a coupling at the Planck scale could produce an
enormous jump in the value of that coupling at a scale 14 orders of magnitude lower
flies directly in the face of a “central dogma” of effective field theory discussed in the
following section.

3.3.2

...What Kind of Problem, Exactly?

Something has gone awry in the construction of this effective field theory. We began
by integrating out all of the heavy fields – a single heavy fermion, in this case – in
order to study low-energy physics using only the light scalar field. However, in the
process the scalar mass was made extraordinarily heavy. Since it was claimed at the
outset that the end result would be an EFT describing only light fields, this seems to
be a contradiction20 .
What went wrong? In what follows, I outline five common ways of stating the
naturalness problem in the physics literature. I then argue that while many of these
capture certain features of the naturalness problem, all of them fail to adequately
capture the heart of the problem. Ultimately, I claim, the reason that failures of
naturalness are problematic is that they violate a “central dogma” of the effective
field theory approach: that phenomena at widely separated scales should decouple.
This central dogma is well-supported both theoretically and empirically. Theoretical
support is to be found most clearly in the Decoupling Theorem and in the successful
applications of the renormalization group; it also enjoys some (weak) inductive support from the fact that prior to the discovery of the Higgs, we had never encountered a
quantum field theoretic description of elementary particles that required the inclusion
20
In Section 3.3.2.3 I will show that there is a way out of this apparent contradiction – one can set
the value of the bare mass m of the scalar to a very particular value in order to cancel the enormous
corrections it receives, but this does not turn out to be a particularly satisfying way of dealing with
the problem.
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of any problematic relevant operators. Empirical support comes from the fact that
(i) there are several examples from the history of particle physics in which enforcing
this central dogma led to predictions of novel phenomena that were later confirmed
by experiments, and (ii) the precise agreement between Standard Model predictions
and experimental data entail that any corrections coming from currently unknown
high-energy physics must have a small effect on the comparatively low-energy phenomena described by the Standard Model. To see why failures of naturalness violate
this central dogma, I now turn to an examination of the many characterizations of
naturalness in the physics literature.

3.3.2.1

Quadratic Divergences

Perhaps the most common way of stating the naturalness problem is as the “problem
of quadratic divergences.” The corrections to the effective scalar mass from high
energy physics are quadratic in the high energy cutoff Λ, so removing the cutoff by
taking Λ → ∞ at the end of the calculation causes the scalar mass in the effective theory to diverge quadratically. This way of stating the problem is extremely
widespread. For example, (Luty 2004, p. 8) points out that “the naturalness problem
for scalar mass parameters is often said to be a consequence of the fact that scalar
mass parameters are quadratically divergent in the UV.” For a larger (but far from
exhaustive) sample, see (Peskin and Schroeder 1995, p. 788), (Frampton 2000, p.
314), or (Banks 2008, p. 190).
This formulation is misleading in at least two ways. The first is relatively benign:
because we have adopted an effective field theory perspective, there is no reason to
let Λ → ∞ and so nothing diverges. A better way of describing the problem would be
as a quadratic sensitivity to the high energy scale Λ where the theory breaks down.
Stated this way, the problem concerns the high degree of sensitivity of a low-energy
parameter – a light scalar mass – to physics at some very high energy scale Λ.
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The second problem is more serious. Thus far, a sharp momentum cutoff Λ has
been employed in order to exclude field modes of arbitrarily high momenta from the
theory, regularizing integrals that would otherwise be divergent. The problem is that
one could choose a different way of regulating the theory, in which case calculations
do not yield any quadratic divergences whatsoever. To demonstrate this, consider
repeating the same calculation using dimensional regularization in order to render
divergent integrals finite.
In dimensional regularization field modes of arbitrarily high momenta remain in
the theory, but calculations are carried out in a non-integer number of dimensions (d−
) for some appropriate number of dimensions d. Using this regulator, all potential
divergences will now appear as corrections multiplied by 1 ; when one analytically
continues back to 4 dimensions by taking  → 0, these terms will diverge. The
divergences are removed by adding counterterms to the Lagrangian, as outlined in
Section 3.2.2.1. For present purposes, the most significant feature of calculations
performed using dimensional regularization is that terms quadratic in Λ simply do not
appear21 ! For example, using dimensional regularization to calculate the correction to
the effective scalar mass in the above Yukawa theory gives ∆m2 =

g2
M2
16π 2

where M

is the mass of the heavy fermion. Note, however, that a quadratic dependence on the
heavy fermion mass M remains. Thus even in the absence of quadratic divergences,
the light scalar field is sensitive to the heavy fermion in a way that again to produces
a contradiction: the “light” scalar has a mass on the order of the heavy particles that
were supposed to have been integrated out of the theory to begin with.
Treating the naturalness problem as a problem of sensitivity of low-energy parameters to high energy physics, we can see that the problem is in no way dependent on
the regulator we choose. However, considered as a problem of quadratic divergences,
21
One can, in fact, find a kind of “quadratic divergence” in dimensional regularization, but this
arises in the form of additional divergences for d < 4, not as divergences quadratic in . See
(Alvarez-Gaumé and Vázquez-Mozo 2011, Chapter 12).
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misconceptions are forthcoming: (Alvarez-Gaumé and Vázquez-Mozo 2011, p. 236)
warn that “as [dimensional regularization] regularizes the quadratic divergences to
zero it seems that the whole hierarchy problem results from using a clumsy regulator,
and that by using [dimensional regularization] we could shield the Higgs mass from
the scale of new physics.” In a similar spirit, (Wells 2012, p. 56) describes such a
conclusion as a “knowing-just-enough-to-be-dangerous naive way to look at the Standard Model” arising precisely from equating the appearance of quadratic divergences
with the naturalness problem. Eliminating the quadratic divergences by performing
calculations with a different regulator really does not eliminate the problem at all;
thus, quadratic divergences cannot actually have been the central issue in the first
place.

3.3.2.2

Symmetry Principle

Recall the first calculation done in the Yukawa theory: the scalar field of mass m
was much heavier than the fermion field of mass M , and an effective theory suitable
for studying physics at energies E  m was constructed, describing only the fermion
field Ψ. Both the mass term ΨΨ for the fermion and the mass term φ2 for the scalar
field are relevant operators, so one might expect both of these operators to present
naturalness problems. However, the corrections to the effective fermion mass from
high energy physics (represented by the heavy scalar) were small – proportional to
the fermion mass M times a logarithm. However, repeating the calculation for a
heavy fermion and a light scalar, the scalar received enormous corrections. Why is
the fermion so much less sensitive than the scalar to high energy physics?
One answer has to do with symmetry properties of the Lagrangian. When writing
down the original Lagrangian we actually broke the rules of the “effective field theory
game” described above by Polchinski: a term disallowed by the symmetries of the
theory was included. Setting the fermion mass to zero increases the symmetry of the
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theory: with no fermion mass term, the left and right-handed components of the Dirac
spinor Ψ do not mix and the theory has a chiral symmetry. Adding a fermion mass
term breaks the chiral symmetry, but that symmetry should be restored in the M → 0
limit; this is only the case if the perturbative corrections to M are proportional to M
itself. In that case, letting M → 0 sends the bare mass appearing in the Lagrangian
as well as all corrections to zero and the chiral symmetry is restored. If the fermion
mass received additive corrections proportional to Λ2 or some power of the scalar
mass m, even if we started with a chirally symmetric theory perturbative corrections
would break the chiral symmetry. It is a remarkable fact about perturbation theory
that perturbative corrections do not generate symmetry breaking terms: if setting
some parameter to zero enhances the symmetry of the Langrangian, perturbative
corrections to that parameter will be proportional to the parameter itself22 . This is
why the initially light fermion was able to remain light; the small fermion mass was
“protected” by the chiral symmetry.
On the other hand, no symmetry is added to the theory by sending the scalar mass
m → 0. The scalar mass term does not break any symmetry, so there is no reason
why perturbative corrections should not generate a scalar mass term even if we start
with an initially massless scalar field in the Lagrangian. No symmetry “protects”
the small scalar mass and perturbative corrections need not be proportional to m;
instead, they are quadratic in some very heavy scale and thus cause the scalar to
become very heavy.
This has led to another common way of stating what it means for a parameter to
be natural, due to (Hooft 1979, p. 353):
at any energy scale µ, a physical parameter or set of physical parameters
αi (µ) is allowed to be very small only if the replacement αi (µ) = 0 would
increase the symmetry of the system...this is what we mean by naturalness.
22
The exception to this rule are so-called “anomalies”. The chiral symmetry in the Yukawa theory
is not anomalous, so these are of no consequence here.
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’t Hooft’s connection of naturalness with symmetry has led some to suggest that the
naturalness criterion is (or could have been) justified as a type of symmetry principle. (Grinbaum 2012, p. 616), for example, claims that “[b]ased upon ‘t Hooft’s
definition, it could have received a...conceptual foundation similar to that of symmetry,” where that conceptual foundation is taken to be partially aesthetic and partially
pragmatic23 .
Defining the principle of naturalness as equivalent to ’t Hooft’s symmetry principle
offers an impoverished characterization of naturalness for several reasons. First, ’t
Hooft has only presented a sufficient technical condition for naturalness: a small
parameter is natural if setting it to zero increases the symmetry of the theory24 . This
simply tells us how to mathematically ensure that a theory is natural, without giving
much insight into the physical content of the principle of naturalness itself. Much
more troublingly, it turns out that naturalness has no necessary relationship with
symmetry after all. Perhaps the paradigmatic “naturally” small physical parameter
is the the QCD scale ΛQCD . The question of why this scale is small compared to the
Planck scale dates back to Dirac (see (Craig 2013, p. 7)), and the explanation of the
smallness of this parameter has nothing essential to do with any symmetry principle.
Rather, its value is explained by dimensional transmutation, which is a feature of the
dynamics of QCD (see (Banks 2008, § 9.12)). Similarly, one proposed natural solution
to the Hierarchy problem is called Technicolor: in these models the Hierarchy problem
is solved by extending the Standard Model, appending a QCD-like sector at higher
energies that removes the sensitivity of the Higgs boson mass to high-energy physics
through the same dynamical mechanism that stabilizes ΛQCD . Defining naturalness as
a symmetry principle leaves one in the awkward position of either requiring a separate
23

See also (Grinbaum 2008, § 5.3).

24
One class of theories with naturally small parameters which do not satisfy ’t Hooft’s criterion
– setting them to zero does not restore any symmetry in the Lagrangian – are those which ensure
this naturalness via some dynamical mechanism. The smallness of the QCD scale relative to the
Planck scale is perhaps the most well-known realization of such a mechanism.
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account of naturalness describing cases in which it is achieved through a dynamical
mechanism like dimensional transmutation, or describing a paradigmatically natural
scenario as “unnatural” due to the inapplicability of the symmetry principle.

3.3.2.3

Fine-Tuning

In almost any discussion of naturalness, one encounters the claim that unnatural
theories require some form of “fine-tuning.” This has led many to classify problems
of naturalness as fine-tuning problems. The fine-tuning enters in several places, and
always concerns relevant operators not protected by any symmetry. Consider the
generic EFT constructed for a single real scalar field in section 3.2. Recall the scale
of all dimensionful parameters in the effective theory had to be set by the only
dimensional scale present in the theory, the UV cutoff Λ, with the result that the
coefficient a0 of the relevant operator φ2 was written a0 ≡ g0 Λ2 . Since the coefficient
of φ2 represents the mass of the φ field, this suggested that the φ field didn’t belong
in the low-energy effective theory at all.
This is the point where fine-tuning first enters. Imagine that the φ field is the
Higgs field, with physical mass 125 GeV. In order to set the mass parameter a0 = m2φ
in the Lagrangian equal to the physical mass, one must assign a very small value
to the dimensionless coupling g0 , on the order of

m2φ
Λ2

∼ 10−34 GeV for a UV cutoff

at the Planck scale. Many physicists find such tiny dimensionless ratios unsettling;
as (Zee 2010, p. 419) puts it, they “naturally expect that dimensionless ratios of
parameters in our theories should be of order unity...say anywhere from 10−2 or 10−3
to 102 or 103 .”25 The idea behind this discomfort is essentially that the dimensional
analysis arguments that were employed in Section 3.2.1 in order to estimate the size
of the contribution of a given operator at a given scale E should always work: the
contribution of any operator in an effective theory to a physical process occurring at
25

See also (Duncan 2012, p. 578).
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some energy scale E should be determined more or less entirely by the physical scales
involved in the problem, which are just E and the cutoff Λ. Setting a dimensionless
parameter gn in such a way as to vitiate this sort of reasoning runs counter to the
sorts of dimensional arguments that are ubiquitous, and almost always successful, in
effective field theories. Essentially the only instances in which they break down are
when relevant operators are involved.
However, imagine that one somehow come to grips with this fine tuning, and sets
g0 ∼

m2φ
.
Λ2

The need for fine-tuning does not end there. Recall the earlier calculation

of the effective scalar mass in the Yukawa theory: regardless of the value of the
bare scalar mass parameter appearing in the Lagrangian, it will receive quadratic
corrections from high-energy physics, driving the value of the effective mass far above
its physical value. Thus, in order to keep the effective mass near the value of the
physical mass, one will again have to set the bare mass m2 in such a way as to cancel
very delicately the corrections ∆m2 coming from high-energy physics.
One sometimes hears the following objection at this point (cf. (Burgess 2013,
§1.4)): why can’t one simply absorb these large corrections into a large (but finite)
renormalization of the bare mass m? It is, after all, standard practice to add counterterms to bare quantities in order to subtract off divergences in perturbation theory
– that is precisely the renormalization procedure outlined in Section 3.2.1. As (Barbieri 2013, p. 3) puts the objection, “aren’t we supposed to talk only of physical
renormalized quantities, with all divergences suitably reabsorbed?” Why not simply
do that here?
In fact one can, in principle. However, this provides temporary relief at best, and
ultimately doesn’t allow one to avoid fine-tuning. The reason for this is straightforward26 . As discussed in section 3.3.2, the process of integrating out high-energy
26
For an excellent discussion of this in the context of the Cosmological Constant, see (Burgess
2013).
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physics to obtain a low-energy Wilsonian action SW is recursive; having integrated
out the high energy degrees of freedom between Λ and some lower scale µ, one can
0
then repeat the process and produce a new SW
appropriate for studying physics be-

low some new scale µ0 . In general, this will involve integrating out more and more
heavy particles from the initial Wilsonian action SW and each these will make large
contributions to the value of the relevant coupling – in this case, the effective mass of
the scalar. However, to absorb the problematic corrections coming from high energy
physics, one must pick some single scale at which to renormalize the bare mass m;
having done so, one cannot do it again. One can’t simply re-renormalize the mass
0
appropriate for a new cutoff scale µ0 . Thus, even if
with every move to a new SW

one absorbs the large corrections into a renormalization of m at some scale µ, equally
problematic corrections will appear for every subsequent move to lower energies; even
after renormalization, the RG flow of the physical, renormalized mass remains sensitive to high-energy physics. Ultimately, there is no option but to simply fine-tune
m in the high energy theory in order to cancel very delicately ∆m2 , the sum of all
corrections from successively integrating out heavy particles when moving lower energies, in such a way as to ensure that the effective mass in the low energy theory
will reproduce the physical value of the mass of the scalar particle.
It is undeniable that there is fine-tuning taking place: certain free parameters
are required to take very specific numerical values for no reason other than that
this produces correct predictions. However, to lump naturalness problems in with
other fine-tuning problems is to ignore central and qualitatively distinctive features of
problems of naturalness. Furthermore, simply describing naturalness as a prohibition
on fine-tuning is to make a fairly weak argument for taking naturalness seriously,
while a much stronger one is available, as I argue in Section 3.4.
There are a number of puzzles in physics that get classified as fine-tuning problems
– the flatness and horizon problems in cosmology, the apparent low entropy of the
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early universe, and so on – where the fine-tuning in question is qualitatively quite
different than that present in naturalness problems. In particular, the degree of finetuning in naturalness problems, such as the Hierarchy problem or the problem of
the cosmological constant, is determined by the size of the ratio of scales over which
parameters need to be correlated. Indeed, what one could call the informal measure
for the “unnaturalness” of some parameter is simply the ratio of the physical scales
across which the parameter’s low and high energy values must be correlated; for
example, physicists often speak of the Hierarchy problem as requiring a tuning of the
Higgs mass to ∼ 34 decimal places, which is simply the ratio of the physical Higgs
mass m2H to the Planck scale Λ2P l . In contrast, the other listed instances of finetuning involve no such correlations between widely separated physical scales. The
charge that a low-entropy initial state of the universe necessitates fine-tuning, for
example, stems from the small Lebesgue measure of such low-entropy regions in the
phase space of the early universe; it has nothing to do with sensitivity between widely
separated scales.
On the other hand, if naturalness problems really are just fine-tuning problems,
there is a good argument that one popular way of understanding effective field theories suggests that we shouldn’t care about them. This popular way of understanding
effective field theory goes roughly as follows (see (Georgi 1993) and (Hartmann 2001)
for discussions). Accepting that the theory one is working with is not valid up to arbitrarily high energy scales, one simply takes the measured, low-energy scalar mass as
an empirical input parameter that must be taken from experiment. This is sometimes
accompanied by a hope that the UV completion of the low-energy EFT, whatever it
may be, will eventually explain the values of the low energy parameters. However,
stuck with an effective theory, one is free to arrange the values of free parameters
at high energy – those appearing in the original Lagrangian at the original cutoff
scale Λ – however is needed to make accurate predictions for empirically accessible
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low energy physics, which is all the EFT can reasonably purport to describe anyway.
The only concern in doing this is that one isn’t fooled into thinking that by being
forced to make specific choices for the values of the high-energy parameters, they have
thereby learned something meaningful about physics near the cutoff scale. Christof
Wetterich27 to the captures this view succinctly: “we do not need to know the exact
formal relation between physical and bare parameters (which furthermore depends
on the regularization scheme), and it is not important if some particular expansion
method needs fine-tuning in the bare parameters or not. The relevant parameters are
the physical parameters, since any predictions of a model must finally be expressed
in terms of these” (Wetterich 1984, p. 217; emphasis mine).
Now, one is free to resist this understanding of effective field theory, and I do
not intend my discussion of it to be an endorsement. However, it is indeed common
in the physics community. Thus, on the charitable assumption that broad swaths
of the physics community do not hold manifestly inconsistent views about problems
of naturalness, the fact that this understanding of effective field theory (i) strongly
suggests that we should not worry about fine-tuning at high-energies and (ii) is fairly
widely accepted by the same physics community that takes naturalness problems quite
seriously is at least a prima facie worry for simply equating naturalness problems
with numerical fine-tuning. As the discussion of formal measures of fine-tuning in
the following section will show, there is even greater reason to resist defining problems
of naturalness to be merely problems of fine-tuning.

3.3.2.4

An Aesthetic Criterion

Often in conjunction with talk of fine-tuning, one finds naturalness problems described as problems of aesthetics. In many such cases, declaring naturalness prob27
Note that in context, Wetterich’s point is not that naturalness problems are not genuine problems. Rather, it is that they are best understood as sensitivity to mass thresholds in the RG flow of
renormalized, physical parameters, as I discussed above in this section and again in Section 3.4.1.
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lems to be aesthetic problems is just a way of declaring them not to be genuine
physical problems at all. For example, (Grinbaum 2012) concludes that the force of
naturalness problems stems largely from “down-to-earth sociological factors” in the
particle physics community, involving a unique interpretation of formal measures of
fine-tuning and heavily influenced by factors like “the choice at the leading universities of professors with a particular taste in physics” and the historically contingent
fact that certain physicists who were “the first to fix the arbitrary convention of what
is natural and what is not” maintain much influence as a result. Importantly, Grinbaum does not think that naturalness problems have the force of “normal scientific
arguments”; they are not, in short, properly physical problems. Similarly, (Shifman
2012, p. 4) states that naturalness is a philosophical constraint, which one should
feel free to ignore if they don’t like it. On the other hand, even those who take
naturalness quite seriously often speak in this way: (Anderson, Castano, and Riotto
1997), (Athron and Miller 2007), and (Donoghue 2007) each refer to a preference
for natural theories as some variety of an “aesthetic preference,” all while arguing
that this preference should be taken seriously and developing quantitative measures
of fine-tuning to facilitate comparisons of naturalness between models.
In order to understand these claims, I think it is important to recognize that all of
these authors consider naturalness problems to be fine-tuning problems and take quite
seriously formal measures of fine-tuning. Conflating these formal measures and their
use in the physics community with naturalness itself, I claim, is plausibly what leads
such authors to conclude that naturalness is an aesthetic or sociological restriction.
First of all, fine-tuning problems in general are always susceptible to being dismissed
as pseudo-problems. In large part, this is because they involve dissatisfaction with
certain features of a theory that present neither strict logical nor empirical problems
(and generally don’t run counter to deeply embedded features of the theory’s structure); rather, the problem is alleged to lie elsewhere, often diagnosed as a failure of
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the theory to explain the finely-tuned feature. One way to deny this is a problem is
simply to adopt an especially pragmatic attitude toward physical theories, such as
the understanding of effective field theory discussed near the end of Section 3.3.2.3.
Any inclination to dismiss such problems in general is then compounded in discussions of naturalness, I claim, by focusing on the results given by formal measures of
fine-tuning.
While there are a variety of these measures in use in physicists’ discussions of
naturalness, all of them determine the degree of fine-tuning present in a selected
model by something like the following procedure (see (Feng 2013) for a very clear
discussion): First one chooses a specific measure, which will be a function of some
set of parameters of the model. Then one selects some set of parameters from the
high energy theory and another set in the low energy theory, where the low energy
parameters are functions of the high-energy ones. Common choices of the low energy
parameters in discussions of the Hierarchy problem, for example, are the mass of the
W and Z bosons, which are functions of the Higgs vacuum expectation value, which
is in turn a function of the Higgs mass. The degree of fine tuning in this model
is then the maximum “sensitivity” of the low energy parameters to changes in the
high energy parameters. This is typically captured by taking the maximum value of
all the derivatives of the low-energy parameters with respect to the the high-energy
ones – the exact form of this prescription will vary from measure to measure. In the
example of the Hierarchy problem, this would aim to capture the sensitivity of the
physical W and Z boson masses to changes in the value of the bare mass of the Higgs
appearing in the Lagrangian at the scale of the UV cutoff. There is much subjectivity
in making these choices; which parameters one chooses to consider at low and high
energy can drastically change the amount of fine-tuning assigned to a model by the
chosen measure. Different measures will, of course, also assign different degrees of
fine-tuning. Given the large number of subjective choices that go into quantitatively
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determining the fine-tuning of a given model, one can already see why one might
conclude that “naturalness can at best be understood as a sociological heuristic”
(Grinbaum 2012, p. 627).
Examining the history of quantitative naturalness prescriptions (as is done in
(Grinbaum 2012) and (Craig 2013)) seems to lend further support to this conclusion.
This history reveals that “the acceptable value of [fine-tuning] has drifted up over the
years, starting around ∼ 10 and floating towards 100. Many would now call 1000 a
reasonable value” (Craig 2013, pp. 6-7). Not only is the choice of measure a somewhat arbitrary and sociologically influenced choice, even the acceptable value of the
sensitivity parameter has changed within the physics community over time. As experimental constraints have increasingly put pressure on proposed natural solutions to
the Hierarchy problem, what was once considered a degree of sensitivity far too high
to be considered “natural” has come to be considered acceptable. This also makes
naturalness look more like a prejudice of theorists than a “normal scientific argument” or even an expectation well-motivated by the effective field theory framework.
As the notion of naturalness seems amenable to gradual tailoring to accommodate
disconfirming empirical data, this seemingly supports claims about its predominantly
sociological or aesthetic nature.
There are several things to say about this understanding. First, the idea that
naturalness is an aesthetic problem in the sense that particle theorists are unwilling to tolerate “ugly” or “inelegant” theories is not consistent with popular opinions
on low-energy supersymmetry (SUSY), the most popular natural solution to the Hierarchy problem. Indeed, while unbroken SUSY is commonly asserted to produce
beautiful, elegant theories, many particle physicists openly acknowledge that when
broken at low energies (as it must be in order to describe our world), SUSY is a rather
unattractive theory. For a representative sample, consider that (Feng 2013, p. 353)
acknowledges “weak-scale supersymmetry is neither ravishingly beautiful (and hasn’t
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been for decades) nor excluded,” while (Shifman 2012, p. 4) states that “[a]lthough
theoretically supersymmetry is a beautiful concept, the corresponding phenomenology was and still is less than elegant,” and (Richter 2006) complains that even though
the invention of low-energy supersymmetry offered a natural solution to the Hierarchy
problem, “[t]he price of this invention is 124 new constants, which I always thought
was too high a price to pay... In this case a conceptual nicety was accompanied by
an explosion in arbitrary parameters.” Thus it appears that the concepts of naturalness and aesthetic appeal can and do come apart, even in the most popular natural
solution to the Hierarchy problem28 . Given the untenability of understanding the
demand for naturalness as a demand for elegant or beautiful theories, then, it seems
those quoted above describing naturalness as an aesthetic requirement are probably best understood as using “aesthetic requirement” as shorthand for something
like Grinbaum’s claim that naturalness problems do not constitute normal scientific
arguments, presenting neither empirical nor logical problems for unnatural theories.
The second two things to say involve clarifying the usefulness of quantitative measures of naturalness. First, one should be sure not to lose sight of the original motivations for these measures. Importantly, when one looks at the physical principles that
are invoked to justify these measures, a picture of naturalness emerges that is much
closer to the requirement that widely separated scales not be sensitively correlated.
(Anderson, Castano, and Riotto 1997) offer this physical motivation, describing the
Hierarchy problem as a problem in which “[t]he appearance of [a] heavy mass scale
in turn requires demonstrably large, unexplained cancellations among heavy masses
in order to maintain a light weak-scale,” arguing that the “fine-tuning” in this sce28
An anonymous referee raised the question of whether one is right even to look for beauty in
applicable physical models, as opposed to the mathematical methods used to construct such theories.
I will restrict myself to stating that the cited authors, at minimum, apparently think it reasonable to
expect beauty in applicable models, as do those who lament the “inelegance” of the Higgs mechanism
(see (Friederich, Harlander, and Karaca 2014) and the many references therein). I have considerable
sympathy with such views, and while I think the referee’s question is an interesting one, it would
require a far longer discussion than can be given here to be addressed responsibly.
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nario manifests itself as an unexplained sensitivity of the values of parameters at low
energies to certain high-energy parameters. Similarly, in their presentation of the
first quantitative measure of naturalness, (Barbieri and Guidice 1988, p. 73) motivate their naturalness measure by pointing out that “[t]here is no known example
of cancellation between a quadratic divergence in the low energy theory and contributions from shorter distances,” arguing that the sensitive correlations between the
two scales required to ensure such a cancellation are unacceptable. The measures,
then, are motivated by underlying physical ideas about the prohibition of correlations
between scales; however, throwing away the ladder and focusing only on the numbers that the quantitative measures produce can easily cause one to forget about the
original physical motivation and conclude that naturalness is simply a aesthetic or
sociological (and flexible) constraint imposed on effective field theories by the particle
theory community.
That said, despite their underlying physical motivations, I am reluctant to assign
too much significance to quantitative measures of naturalness in general. We have
already seen that there is a large amount of arbitrariness involved in choosing any
particular measure, in choosing which parameters to consider at each scale after
choosing a measure, and so on. This is only the beginning of the arbitrariness;
both (Craig 2013) and (Feng 2013) offer excellent lists of similar difficulties with
formal measures of fine-tuning. However, much more alarmingly, they also point out
that these measures typically assign a high degree of fine-tuning to scenarios that
we take to be paradigmatically natural, such as the dynamical preservation of the
smallness of the QCD scale ΛQCD with respect to the Planck scale! This strongly
suggests that while the physical motivation underlying these quantitative measures
– that low-energy physics should not depend sensitively on physics at much higher
energies – is eminently reasonable within the EFT framework, the measures are often
unsuccessful at capturing it; (Craig 2013, p. 7) underscores this by pointing out
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that “[o]ne frequently comes across models that are constructed using a legalistic
interpretation of naturalness that fails an intuitive sniff test.” In light of the fact
that these quantitative measures involve large amounts of arbitrariness and render
incorrect judgments of paradigmatically natural scenarios, I endorse the suggestion
of (Craig 2013) that rather than placing undue weight on quantitative measures, “we
exercise our physical judgment when weighing naturalness.” Since, as we have seen,
the physical motivation for these quantitative measures amounts to a prohibition on
low energy physics depending sensitively on physics at much higher energy scales,
it seems that once we take Craig’s suggestion seriously, this is the most appropriate
understanding of naturalness to adopt.

3.4

Naturalness and Interscale Sensitivity

In section 3.3 we saw that naturalness is subject to many different, sometimes seemingly unrelated descriptions in the physics literature. However, lurking in each of
these descriptions was an underlying idea that in the effective field theory framework, sensitive correlations between high and low energy physics are prohibited. Here
I present a positive argument that this is indeed the appropriate way to understand
the naturalness criterion: we should understand naturalness as the requirement that
theories should be able to describe physics at low energies in ways that do not invoke
a sensitive dependence on those theories’ descriptions of physics at much higher energies. I present three (largely independent) claims in support of this understanding of
naturalness: (i) it provides a uniform notion which can undergird the myriad descriptions of naturalness seen above, (ii) it enables us to make a much more compelling
argument for naturalness from within the effective field theory framework than any
of those offered above, and (iii) it offers an accurate description of the reasoning
on display in commonly cited historical examples of successes (and failures) of the
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naturalness principle in quantum field theory.

3.4.1

A Uniform Notion of Naturalness

I will begin by briefly recapitulating and synthesizing the conclusions of Section 3.3
that understanding naturalness as a prohibition on correlations between widely separated scales unifies the apparently discordant notions of naturalness in the physics
literature. In the case of quadratic divergences (or more accurately, quadratic sensitivity to physics at the cut-off scale), simply choosing a different regularization
method eliminated the problem, making it clear that naturalness has nothing to do
with the appearance of perturbative corrections quadratic in the cutoff. However,
a correction quadratic in the mass of the heavy fermion remained. This suggested
that understood as a requirement that low energy physics – in this case, the scalar
mass – not be sensitively dependent on high energy physics, the notion of naturalness
is independent of the choice of regulator. This conception remains able to justify
the widespread discomfort with quadratic sensitivity to cutoff scale physics – this is
just the special case in which the high energy scale to which the low energy physics
is sensitive is the scale of the UV cutoff Λ. Likewise, understanding naturalness as
a symmetry principle excluded paradigmatically natural scenarios in which the independence of low and high energy physics is ensured by a dynamical mechanism,
such as the preservation of the smallness of the QCD scale ΛQCD through dimensional
transmutation. I argued that the relationship between naturalness and symmetry was
much weaker than is sometimes claimed; the presence of a symmetry simply amounts
to a sufficient technical condition for eliminating sensitivity of certain low-energy
parameters to high-energy physics.
Attempts to identify naturalness with some kind of aesthetic preference of theoretical physicists also encountered difficulty: it sits in tension with a number of theorists’
acknowledgment that the most popular natural solution to the Hierarchy problem is
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not at all elegant, and the identification seemed to rest heavily on problematic formal
measures of fine-tuning29 . Furthermore, the underlying motivation for these formal
measures was the belief that low energy physics should not depend sensitively on
physics at high energy; the measures are (problematic) attempts to formalize this
physical requirement. Simply taking this last observation as the criterion for naturalness allowed the maintenance of a physically motivated standard of naturalness while
jettisoning talk of “aesthetics” or “sociological factors” along with its concomitant
problems. Finally, acknowledging that there is certainly fine-tuning that must occur
in unnatural theories, I argued that simply equating naturalness problems with finetuning problems was to give short shrift to naturalness. In particular, by focusing on
the “unlikely” numerical precision required when setting certain free parameters or
on the output of specific formal measures of fine-tuning, it ignored the ways in which
naturalness problems were qualitatively different from other fine-tuning problems in
physics by obscuring the important role that interscale sensitivity plays in problems
of naturalness. Furthermore, identifying problems of naturalness as fine-tuning problems opens an avenue for denying that naturalness problems are anything to worry
about at all. However, treating naturalness problems as fundamentally concerning
sensitive dependencies between scales, we found that this underwrote widely used
“informal” measures of fine-tuning, preserved the physical motivation underlying the
formal fine-tuning measures, and made it much more difficult to deny the seriousness
of naturalness problems from within the effective field theory framework. The upshot
of the review of the myriad naturalness notions in the physics literature in Section
3.3, recapitulated here, was that they could all be unified by adopting the physically
motivated understanding of naturalness that I am advocating.

29
Ironically, identifying naturalness as an aesthetic preference of theorists also obscured the physical content of naturalness. The irony is that it is precisely that physical content which motivates the
formal measures of fine-tuning, which then turn around and play an important role in motivating
an identification of naturalness as an aesthetic criterion which ignores the original physical content.
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Consider, now, the “central dogma” of effective field theory mentioned in Section
3.3.2: the expectation that widely separated scales should largely decouple in EFTs.
What justifies this expectation? Of course, that such decoupling occurs in other
areas of physics is a convenient and ubiquitous fact of life; the trajectory of a billiard
ball is insensitive to small changes in its atomic constituents. However, in QFT
one can do better than simply pointing to historical precedent. Indeed, as discussed
in Section 3.2.2 and 3.3.2, the expectation of decoupling is based on a number of
theoretical and empirical results in effective field theory which can ensure that, in
various senses, low energy observables are not sensitively dependent on high energy
physics. Perhaps the most significant theoretical result that justifies this expectation
is the Decoupling Theorem. As outlined in Section 3.2.2, the theorem tells us that in
a QFT satisfying certain conditions, one can construct an EFT suitable for describing
low energy physics by integrating out all fields with masses above some high energy
threshold. The only consequence of this integration is that the couplings in the low
energy effective theory will be different than those in the full theory, where this change
of the couplings incorporates all of the contributions coming from the high energy
physics.
There are limitations, however, on when we can invoke the Decoupling Theorem
to license our expectations about interscale insensitivity. In particular, we cannot
point to the Decoupling Theorem to justify our decoupling expectation unless (i) our
starting point for constructing a low energy EFT is a perturbatively renormalizable
high energy theory, and (ii) we renormalize the theory using a mass-dependent renormalization scheme. In fact, in many cases one or both of these requirements are not
satisfied. It is typically most convenient to regularize and renormalize using dimensional regularization and a mass-independent scheme like MS, and it is part and parcel
of the effective field theory approach that when writing down a QFT, we include all
terms – renormalizable and nonrenormalizable alike – consistent with cluster decom118

position, Lorentz invariance, and the symmetries of the theory. Nonrenormalizable
operators will be suppressed by powers of the high-energy cutoff and can be ignored
for most purposes, but strictly speaking virtually any EFT formulated according to
the prescription in Section 3.2 will be nonrenormalizable. However, this alone should
not undermine our belief in the decoupling of scales in QFT. The reason is that we
also have excellent empirical evidence that scales do, in fact, largely decouple. On
the one hand, calculations using renormalization schemes in which the decoupling of
scales is not manifest and must be inserted by hand yield excellent agreement with
experiment; this empirical fact is ultimately what justifies performing decoupling
by hand in mass-independent renormalization schemes (see (Georgi 1993) or (Bain
2013)). On the other, the spectacular empirical successes of the Standard Model are
evidence for the fact that whatever new physics may await at higher energy scales,
it has little influence on the low energy physics currently being probed at the LHC
and described with remarkable precision by the Standard Model. Understood, then,
as the principle that low energy physics should not depend sensitively on physics at
high energies, naturalness is a physically transparent and well-motivated expectation
within the effective field theory framework.
In fact, amidst the historical shift toward talk of quadratic divergences, finetuning, and aesthetic preferences, this early understanding of naturalness has been
maintained by various authors. Evaluating how the results of the first run of the
LHC bear on prospects for naturalness, (Barbieri 2013) says that the core difficulty
of the Hierarchy problem is that “it is against the notion that the physics at the
Fermi scale should not depend on details of what happens at shorter distances...The
quadratic divergence of the Higgs mass is not the problem per se, but the sign of the
sensitivity of the Higgs mass to any threshold encountered at higher energy scales.”
Describing how the naturalness criterion should manifest itself at the LHC, (Giudice 2008) tells us that “The naturalness criterion, as stated above, excludes the
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possibility that the parameters that encode the information of physics at very short
distances are correlated with dynamics of the effective theory occurring at large distances. Such a correlation would signal a breakdown of the philosophy underlying the
effective-theory approach.” Writing after the first run of experiments at the LHC,
(Giudice 2013) again reiterates that “[i]t is the consequence of a reasonable criterion
that assumes the lack of special conspiracies between phenomena occurring at very
different length scales. It is deeply rooted in our description of the physical world
in terms of effective theories.” Similarly, in his excellent review of the naturalness
problem associated with the cosmological constant (Burgess 2013) writes that “cosmology appears to provide one of the few loopholes to the general observation that
Nature decouples; that is, that the details of short-distance physics do not matter
much for describing physics on much larger distance scales. . .Cosmology is special
because the things that seem needed to describe observations – things like a vacuum
energy or a very light scalar field [my emphasis] – are among the few kinds of things
that are sensitive to the details of small-distance physics.” Finally, at the risk of
belaboring the point, we include a (too-strong) statement from (Dawson 1998): “The
Higgs boson mass diverges quadratically! The Higgs boson thus does not obey the
decoupling theorem. . .This is known as the ‘hierarchy problem’.” Dawson’s claim is
actually incorrect – while the sensitivity of the Higgs mass certainly violates the spirit
of the Decoupling Theorem, this sensitivity manifests itself only in a modification of
the coupling of the mass term of the scalar, which is entirely allowed by the theorem.
However, I include her remark because it captures rather dramatically the core physical idea that I am advocating here: that the central issue in naturalness problems is
that low energy physics is unduly sensitive to physics taking place at high energies
in a way that violates the “central dogma” of Section 3.3.2.
An important question may remain30 : even granting that naturalness problems
30

I thank an anonymous referee for raising this question.
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violate a “central dogma” of effective field theory, given that these correlations are
unobservable, should one really worry about them? I think that one should, for
several reasons. First, even if unobservable, naturalness problems do affect the RG
flow of renormalized, physical parameters (see (Barbieri 2013, pp. 2-3) or (Burgess
2013, § 1.4)). Recall from Section 3.3.2.3 that even if one renormalized the scalar
mass at some chosen renormalization scale µ, the value of this coupling still sustains
quadratic corrections each time it crosses a mass threshold, i.e. each time a heavy
particle is integrated out of the theory as the ultraviolet cutoff is iteratively lowered.
The renormalized, physical value of the coupling “jumps” dramatically with each
mass threshold it crosses unless the initial renormalization of the mass is chosen
to cancel every correction it sustains as the RG flows to lower energies. Although
unobservable, this sensitivity seems to be a clearly physical problem. Second, from
a methodological point of view, even if naturalness problems themselves do not have
observable consequences, proposed solutions to such problems certainly do, and as
I argue below attempting to solve naturalness problems has in fact proven a good
guide to nature in the 20th century (though not infallible – see the discussion of the
cosmological constant below). While neither of these logically necessitates that one
take naturalness problems seriously, I do think that it makes a compelling case for
viewing them as genuine physical problems worth taking seriously and attempting to
solve.
Finally, I turn now to considering the major successes of the naturalness principle in the 20th century. These are instructive for two reasons: (i) they further my
argument that one has good reason to take naturalness problems seriously by demonstrating that this has been an accurate guiding principle for predicting new physics
in the past and (ii) the specific reasoning employed in these past successes further
supports my proposed understanding of naturalness. There are three major successes
that are often cited as motivation for the naturalness principle, lending further induc121

tive reason to expect effective field theories to be natural: the divergent self-energy of
the classical electron leading to the prediction of the positron, the difference between
the charged and neutral pion masses leading to the prediction of the ρ meson, and
the mass difference between the “long” and “short” neutral kaon states KL0 and KS0
leading to the prediction of the mass of the charm quark. Here I focus only on the
last of these three because while the first two are examples of situations in which
naturalness arguments would have led to the eventual solution31 , in the case of the
kaon mass difference a naturalness argument of precisely the sort currently being used
to motivate extensions of the Standard Model actually was invoked to predict the
mass of the charm quark. Instructive descriptions of the relationship of naturalness
to the classical electron self-energy and the charged/neutral pion mass difference can
be found respectively in (Murayama 2000) and (Giudice 2008).
Before addressing successes, however, I should first note its most infamous failure:
the cosmological constant32 . In the Standard Model the cosmological constant is simply the identity operator, which has mass dimension zero, and so must be multiplied
by four powers of the ultraviolet cutoff in order to make the Standard Model action
dimensionless. Without any fine-tuning, this results in a theoretically predicted value
which differs from its measured value by anywhere from 50 to 122 orders of magnitude, depending on what one considers as “the” cosmological constant problem (see
(Burgess 2013, § 1)); in any case, reproducing its measured value requires fine-tuning
even more delicate than in the Hierarchy problem. Furthermore, no natural solution
to the cosmological constant problem seems likely: as Burgess puts it, “[p]robably
the most well-established attitude to the cosmological constant problem in particle
physics is one of pragmatic despair” (p. 17). As it stands, it appears that one may
just have to accept the presence of such sensitive correlations between the cutoff-scale
31

For another, more speculative bit of counterfactual history based on naturalness arguments,
see (Wells 2013).
32

For an excellent review, see (Burgess 2013).
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and low-energy values of the cosmological constant. This is just to remind the reader
that when considering past successes of naturalness-based reasoning in what follows,
one should not lose sight of the fact that expectations of naturalness can be and
indeed have been mistaken in the past.
I begin with a very brief summary of some background to the prediction of the
charm quark mass. In 1970, Glashow, Iliopouos, and Maiani (GIM) (Glashow, Iliopoulos, and Maiani 1970) introduced a feature of the theory of weak interactions
– the GIM mechanism – to account for certain previously unexplained empirical
properties of weak decays33 . A necessary condition for the implementation of this
mechanism was the existence of a fourth flavor of quark, called charm. There was no
experimental indication at the time that such a quark flavor existed, but its existence
was a prediction of the GIM mechanism. While the GIM mechanism itself made no
firm predictions for the mass of the charm quark, the presence of the charm quark
would have significant effects on a number of observable properties of kaon physics.
In (Gaillard and Lee 1974), the authors considered one of these observable properties – the mass difference between the two neutral kaon states KL0 and KS0 . Computed
in an EFT appropriate for describing physics at the kaon scale, the mass difference is
GF fK2
ML − MS
≈
sin2 θc cos2 θc 0 ≈ 0 × 1.4 × 10−3
MK
4π
where fK is the kaon decay constant and θc is the Caibbibo angle. What matters
here is the 0 term, which contains a dependence on the then-unknown mass of the
charm quark. Because the charm quark is not included in this effective theory of
kaon physics, its mass functions as the scale at which the effective theory breaks
down so we can equivalently view 0 as containing a dependence on the cutoff of
the EFT. Experimentally, it was known at the time that

ML −MS
MK

≈ 7 × 10−15 . Now,

33
Of particular relevance here, the GIM mechanism banishes so-called flavor-changing neutral
currents (FCNC) from the theory. The presence of these currents implied that certain kaon decay
processes, such as k → µµ, should occur at rates much higher than experimentally observed.
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Gaillard and Lee pointed out that there were two possible scenarios consistent with
this experimental result: either (i) both the strange quark and charm quark masses are
approximately equal and much larger than 1 GeV, but these high energy parameters
cancel in such a way as to ensure the measured low-energy result for the KL0 –KS0 mass
difference, or (ii) the charm quark mass alone appears in 0 , which would require it to
have a mass of roughly 1.5 GeV. Gaillard and Lee argue for the second option, stating
that “in the absence of a symmetry argument, the cancellation [of option (i)] appears
purely fortuitous” (Gaillard and Lee 1975, p. 279) – in more modern language, one
might say that the cancellation between high energy parameters in order to reproduce
the known experimental result would be unnatural. Famously, they were correct –
the charm quark (discovered in 1974) has a mass of approximately 1.3 GeV (Olive
et al. 2014). Adhering to the requirement that the effective kaon theory be natural
in the sense that it required no sensitive correlations between high and low energy
physics, even though those correlations were had no directly observable effects, was
in this case a very good guide to the physical world34 .

3.5

Naturalness and the Ontology of QFT

I believe that this understanding of naturalness has consequences for recent attempts
to evaluate the ontological picture presented by effective field theories. In particular, I
believe that it teaches that one must be more careful when discussing whether effective
field theories underwrite a picture of the world as consisting of “quasi-autonomous”
34
An anonymous referee asked whether the symmetry-based understanding of naturalness could
not also account for this prediction. My response to this is twofold. First, it is true that one could
predict the mass difference between the charm quark and it’s SU(2) partnered strange quark should
be small, since setting the mass difference to zero would enhance the SU(2) symmetry. This gives
only guidance regarding the mass splitting between the charm and strange quarks, but scant guidance
as to the mass of the charm itself; perhaps both the charm and strange quark are approximately
equal and both very heavy. Indeed, Gaillard and Lee consider and dismiss precisely this possibility,
as I discuss above. Second, even if the symmetry-criterion could account for this, it would still be
limited in cases of dynamically preserved naturalness in the ways I have discussed above.
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physical domains, and that the apparent unnaturalness of the Standard Model vitiates
recent attempts to describe the ontology of our world as a hierarchy of such domains.
I will be intentionally imprecise about the exact meaning of “quasi-autonomous” in
what follows; the reason for this is that I believe the discussion will make clear that any
precisification of “quasi-autonomous” that aims to be strong enough to underwrite
the ontological hierarchy advocated by such proposals will fail to be realized in EFTs
which are unnatural.
Perhaps the most well-known (and certainly the most ambitious) attempt to argue that EFTs present a picture of the world as a hierarchy of quasi-autonomous
domains is (Cao and Schweber 1993). They claim that “[i]n this picture, [nature]
can be considered as layered into quasi-autonomous domains, each layer having its
own ontology and associated ‘fundamental’ laws” (p. 72). They justify this claim by
leaning heavily on the Decoupling Theorem, stating that
with the decoupling theorem and the concept of EFT emerges a hierarchical picture of nature offered by QFT, one that explains why the description
at any one level is so stable and is not disturbed by whatever happens at
higher energies, and thus justifies the use of such descriptions (p. 64).
Throughout (Cao and Schweber 1993), the authors make much of the stability and
independence of EFT descriptions of physics at different energy scales, arguing that
such stability and independence follows directly from the Decoupling Theorem35 .
What makes the proposal of Cao and Schweber particularly ambitious is that in addition to the hierarchal picture of nature just described, they also conclude that EFTs
“support a pluralism in theoretical ontology, an antifoundationalism in epistemology
and an antireductionism in methodology” (p. 69). I will return briefly to this more
extreme claim when discussing the criticism of (Hartmann 2001), but for the moment
I simply endorse the conclusion of (Huggett and Weingard 1995) that this constitutes
35
See, for example, their claim about the implications of realistic interpretations of the UV cutoff
Λ on (p. 53) and the discussion of the decoupling theorem in § 3.4.
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a significant overreach and is not at all entailed by the success of the effective field
theory approach. However, one need not subscribe wholesale to Cao and Schweber’s
conclusions in order to hold onto the belief that an ontology of quasi-autonomous
domains is licensed by the Decoupling Theorem.
That said, even the more modest ontological claim of Cao and Schweber has been
criticized by (Hartmann 2001) on the grounds that the conditions required for the
proof of the Decoupling Theorem may not always hold. In particular, the proof
requires that we start with a renormalizable theory as the starting point for the construction of an EFT; as Hartmann rightly points out, such a starting point may not
always be available to us. Indeed, insofar as the claim of Cao and Schweber that EFTs
entail “antireductionism in methodology” means that physics is to be described by
a never-ending tower of (in general, nonrenormalizable) effective theories, it would
in fact be wrongheaded to expect such a renormalizable high energy theory to be
lying at the base of the tower. If this is the understanding of “antireductionism in
methodology” that Cao and Schweber have in mind, then, it seems that it straightforwardly undermines their heavy reliance on the Decoupling Theorem. Furthermore,
(Bain 2013) has emphasized that the proof of the Decoupling Theorem depends on
the use of a mass-dependent renormalization scheme; if one uses a mass-independent
scheme like dimensional regularization and minimal subtraction, one can no longer
prove the theorem and the decoupling of scales is no longer manifest. So the criticism
of Cao and Schweber’s use of the Decoupling Theorem to underwrite an ontology of
quasi-autonomous domains is threefold; their position seems internally inconsistent,
its validity depends on a particular choice of renormalization scheme, and there is
no reason to expect in general that the starting point will be an underlying renormalizable theory. These all entail that one cannot use the Decoupling Theorem to
justify the claim that, in general, EFTs entail a picture of the world as a hierarchy
of quasi-autonomous domains.
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However, the criticisms of Hartmann and Bain undermine the very strong claim
that the Decoupling Theorem, applied to EFTs in general, does not support such
a picture; one can still reasonably ask whether our world seems amenable to such
a description. In fact, it seems prima facie as though it might. Ignoring for the
moment the reasons stated in Section 3.2 for treating all QFTs as effective theories, the Standard Model is a perturbatively renormalizable theory containing widely
separated mass scales, and thus satisfies the conditions of the Decoupling Theorem.
Furthermore, it describes the (non-gravitational) physics of our world extraordinarily
well. Additionally, even if one prefers a renormalization scheme in which the Decoupling Theorem cannot be proved, one can still ensure decoupling by simply putting
it in by hand, where the reader will recall that this is justified by the empirical fact
that calculations done in this way give answers that are in extraordinary agreement
with experiment36 . Thus it seems that starting from the Lagrangian of the Standard Model, one can construct low-energy effective theories and invoke either the
Decoupling Theorem or the observed empirical fact that high-energy physics does in
general decouple from low energy observables in experiments to conclude that the
appropriate ontological picture of our world is one in which nature separates into a
hierarchy of quasi-autonomous physical domains after all. In fact, both (Bain 2013)
and (Castellani 2002) do tentatively endorse this “quasi-autonomous domains” ontology; I will return to their claims in a moment, after discussing the problems that
failures of naturalness pose for this ontological picture.
In contrast to this picture of our world decoupling into quasi-autonomous domains,
the calculations in Section 3.3 made it especially salient that certain parameters in
an “unnatural” low-energy theory – the relevant couplings – depend sensitively on
high-energy physics. Consider the renormalization group calculation: the low-energy
value of the relevant coupling was extremely sensitive to variations in its high-energy
36

Again, see (Bain 2013) or, for the technical details of this process, (Georgi 1993).
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value. There seems to be something very wrong with describing low-energy physics
as “stable and not disturbed by whatever happens at higher energies” when changing
the value of a relevant coupling at the Planck scale by a factor of one part in 1020
results in the value of that parameter evaluated at, say, 105 GeV – a scale 14 orders of
magnitude lower – jumping by a factor of 108 . Whatever precise meaning is given to
the notion of a “quasi-autonomous domain,” it should certainly prohibit this sort of
extreme sensitivity between the physics in domains which are supposed to be largely
independent of one another. However, in theories which are “unnatural” this kind of
sensitivity is ineliminable; indeed, it is precisely what earns these theories the moniker
“unnatural.” In particular, the Standard Model is unnatural, containing two relevant
parameters: the Higgs mass parameter and the cosmological constant. My claim,
then, is that despite the fact that the Standard Model satisfies the conditions of the
Decoupling Theorem, it still cannot underwrite even the more restricted picture of
our actual world as a hierarchy of quasi-autonomous domains: the problem is not
that the Decoupling Theorem fails to hold, but rather that the Standard Model is
unnatural, entailing interscale sensitivity that vitiates the quasi-autonomy that was
prima facie underwritten by the Decoupling Theorem.
Failures of naturalness, then, have ontological import. Furthermore, they raise an
important methodological point for philosophers of quantum field theory: the Decoupling Theorem, even in those situations in which it holds, is too weak to underwrite
an ontology of quasi-autonomous domains. At minimum, an additional necessary
condition is that the EFT in question be natural.
What, then, of the conclusions of (Bain 2013) and (Castellani 2002) that EFTs
do support an ontology of quasi-autonomous domains? For Bain – and, as Bain plausibly argues, for Castellani as well – their conclusions are justified by the fact that
in EFTs constructed using mass-independent renormalization schemes37 , decoupling
37

EFTs constructed in this way are often called continuum EFTs, following (Georgi 1993).
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can simply be performed by hand. Doing this, to reiterate, is justified by the fact
that putting in this decoupling by hand gives remarkably accurate agreement between
calculations and the results of experiments. For Bain, then, the question of whether
EFTs support an ontology of quasi-autonomous physical domains depends on the
renormalization scheme, albeit in a perhaps unexpected way: it is in EFTs renormalized according to precisely those schemes in which the Decoupling Theorem cannot
be proven that we find support for such an ontology. Any attempt to underwrite such
a picture in a mass-dependent scheme by appealing to the Decoupling Theorem, says
Bain, falls victim to Hartmann’s critique of Cao and Schweber, which was discussed
above.
Failures of naturalness, however, are independent of the choice of renormalization
scheme: as seen in Section 3.3.2.1, the sensitivity of relevant parameters to highenergy physics does not vanish when switching from a mass-dependent renormalization scheme to a mass-independent one. The upshot of this is that just as failures of
naturalness invalidate the claim of Cao and Schweber that the Decoupling Theorem
justifies an ontology of quasi-autonomous domains, so too do they invalidate Bain’s
claim that “continuum EFTs are, by themselves, capable of supporting an ontology
of quasi-autonomous domains” (Bain 2013, p. 241). The reason for this, of course,
is that on any reasonable precisification of “quasi-autonomy,” the extremely delicate
interscale sensitivity of relevant parameters renders Bain’s claim ineluctably false.

3.6

Conclusion

The aim of this paper has been twofold. First, I sought to provide a physically transparent and uniform notion of naturalness that would be both well-motivated within
the framework of effective field theory and could provide a physical grounding for
the seemingly discordant notions in use in the physics literature. My conclusion was
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that the understanding of naturalness which satisfied these desiderata was one which
had been all too often left on the sidelines of the more recent discussions of naturalness, according to which the requirement of naturalness amounts to a prohibition on
sensitive correlations between widely separated physical scales in effective field theories. Second, I argued that the unnaturalness of the Standard Model, increasingly
pressing in light of recent LHC data, had ontological consequences. In particular, it
undermines recent attempts to argue that effective field theory entails an ontology of
quasi-autonomous physical domains, largely independent from one another and each
with its own ontology and laws. I concluded that the extraordinarily sensitive dependence of relevant parameters at low energies – the mass of the Higgs particle in the
Standard Model, for example – on their initial high-energy values at the scale of the
UV cutoff vitiated this ontological picture of our world. Phrased slightly differently,
I concluded that any attempt to justify such an ontology of our world by pointing to
features of the effective field theory framework is doomed to fail unless the theory in
question is natural.

130

Chapter 4

Spontaneous Symmetry Breaking and the Autonomy of
Scales

Philosophers have recently said a lot about emergence – for various definitions of
“emergence” – in quantum field theory, both in the context of particle physics and
condensed matter physics. Many of these arguments make much of the autonomy of
scales secured by the Decoupling Theorem (Appelquist and Carazzone 1975) and/or
Spontaneous Symmetry Breaking (SSB). In this chapter I demonstrate that in many
situations in particle physics, neither the Decoupling Theorem nor SSB are capable
of supporting the ontological conclusions that these philosophers have attempted to
ground on them. I will focus my remarks on a specific quantum field theoretic model,
the Electroweak sector of the Standard Model of particle physics, but the moral
extends to quantum field theories in general.

4.1

Introduction

In recent discussions of emergence and reduction, much has been made of the decoupling between widely separated physical scales in quantum field theories; see, for
example, (Cao and Schweber 1993), (Hartmann 2001), (Castellani 2002), (Morrison
2006), (Morrison 2012), (Bain 2013), (Butterfield 2014), or (Crowther 2015). Many
of these discussions invoke the Decoupling Theorem of (Appelquist and Carazzone
1975)1 to argue that the theoretical framework of quantum field theory (as opposed
1

See also (Manoukian 1983).
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to certain specific models of quantum field theories) entails some variety of emergence, while others have made similarly broad claims about emergent behavior in
quantum field theory based on spontaneous symmetry breaking (SSB). In this note,
I argue that neither the Decoupling Theorem nor SSB are sufficient to underwrite
these authors’ broad, model-independent claims about emergence and the autonomy
of scales in the context of relativistic quantum field theory (QFT). I present several
calculations in the Electroweak sector of the Standard Model of particle physics in
which (i) the Decoupling Theorem can be proven, (ii) SSB occurs, and yet (iii) lowenergy physical phenomena remain sensitive to physical processes at much higher
energies, i.e. widely separated physical scales are not autonomous. I conclude by
emphasizing the importance of attending to the way physical theories are applied
in practice when considering their metaphysical implications, and recommend that
claims about emergence in QFT are best evaluated on a model-by-model basis rather
than by attempting to appeal to certain shared structural features that characterize
the theoretical framework of QFT in general 2 .

4.2

Decoupling

A brief refresher on SSB is given in Section 4.4; here I remind the reader of the
details of the Decoupling Theorem. Those interested in a more in-depth discussion
are encouraged to consult (Collins 1984, Ch. 8) or (Jegerlehner 2014).

4.2.1

The Decoupling Theorem

The Decoupling Theorem proven in (Appelquist and Carazzone 1975) describes how
short distance physics affects physics at longer distances. To be more precise, the
2
I take this to be essentially in line with the methodological prescriptions of (Ruetsche 2011,
2014).
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statement of the theorem is as follows3 . Start with a perturbatively renormalizable
QFT described by a Lagrangian containing two subsets of fields: one corresponding
to ‘light’ particles with masses ML and another corresponding to ‘heavy’ particles
with masses MH , where MH  ML . Further assume that the theory remains renormalizable after the removal of the subset of heavy fields. If these conditions are
satisfied, then one can remove the heavy fields from the theory by letting MH → ∞
and describe all of the same low energy physics that could previously be described
by the full theory4 with a new effective Lagrangian that now includes only the light
fields. The sole manifestation of the heavy fields in the new effective Lagrangian is
that (i) the values of the couplings that characterize the masses of and interactions
between the remaining light fields are modified and (ii) the Green’s functions5 receive
corrections that are suppressed by negative powers of the mass of the heavy particles
that have been removed; these corrections vanish as one takes the “decoupling limit”
MH → ∞.
Represented in terms of Green’s functions, the relationship between renormalized
amplitudes GN in the full theory (i.e. the theory containing both the heavy and
light fields) and renormalized amplitudes G∗N in the low-energy effective theory (i.e.
the theory containing only light fields) as MH → ∞, with all external momenta
p1 , ..., pN  MH of the interacting particles held fixed, is given by


GN (p1 , ..., pN ; gL , gH , ML , MH ; µ) = G∗N (p1 , ..., pN ; gL∗ , ML∗ ; µ) 1 + O(MH−2 )
where G∗N (p1 , ..., pN ; gL∗ , ML∗ ; µ) is a renormalized Green’s function calculated in the
3
For maximal mathematical precision, see (Landsman 1989) or (Manoukian 1983). What follows
is stated with what might be called a physicist’s level of precision; the aim is to making manifest the
physical content of the theorem without first introducing several pages of mathematical machinery.
4

To be precise, physics which only involves ‘light’ particles all carrying external momenta pi 

MH .
5

Green’s functions encode information about the outcomes of particle scattering experiments.
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low-energy effective theory, gL is the coupling for interactions involving only light
fields, gH describes any interactions involving heavy fields, and the * denotes the
effective couplings and masses. Furthermore, the β functions describing the renormalization group flow of these couplings will respect this decoupling, with the contributions of the heavy field(s) to the β function for the light-field couplings going to
zero as MH → ∞.
On that last point, perhaps a word or two about the relationship between the
Decoupling Theorem and the renormalization group (RG) is in order. In addition
to the Decoupling Theorem and SSB, several of the authors cited above have also
grounded conclusions about the autonomy of scales in QFT on the decoupling of high
and low energy physics that is secured by the RG (e.g. (Butterfield 2014)). At base,
the Decoupling Theorem and the RG accomplish a very similar end: they allow one
to exclude high energy degrees of freedom from a QFT while systematically incorporating their contributions to physics at lower energies. The RG, however, can be used
to analyze the relationship between high and low energy physical processes in a much
broader set of contexts than the Decoupling Theorem; most significantly, the RG can
analyze the relationship between different physical scales in both renormalizable and
nonrenormalizable QFTs, while the Decoupling Theorem can be employed only in
renormalizable QFTs.
However, the improved methods that the RG offers for analyzing the relationship
between physical scales in a QFT do not mean that it can secure the autonomy of
scales in those situations described below, in which the Decoupling Theorem or SSB
cannot do so; the manner in which the “unnaturalness” of elementary scalar fields
(discussed in Section 4.4.1 below) persists in an RG analysis is illustrated in (Williams
2015, Section 3.1)6 , and the manifestation in an RG analysis of the violations of
interscale autonomy due to SSB (discussed in Sections 4.4.2 and 4.4.3 below) are
6

See also (Schwartz 2014, Ch. 23).
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detailed in (Schwartz 2014, Ch. 31). Attempts to ground sweeping claims about
emergent behavior in QFT on the RG will encounter the same problems in the same
situations as those discussed below for the Decoupling Theorem and SSB.

4.3

Philosophers on decoupling and emergence

I stated in the introduction that philosophers of physics have made much of decoupling
behavior, especially when discussing emergence and reduction. I will now substantiate
that claim.
First, to see why a failure of interscale autonomy bears on questions of emergence
at all, consider Butterfield’s representative description of emergence as involving a
sort of robustness of purportedly emergent phenomena7 : “I shall take emergence to
mean: properties or behaviour of a system which are novel and robust relative to
some appropriate comparison class...And ‘robust’ means something like: ‘the same
for various choices of, or assumptions about, [a system’s microscopic or even atomic
components]” (Butterfield 2011, p.921). At minimum, if some physical phenomena
is to be considered “emergent” it is necessary that it not depend sensitively on the
microdetails of its supervenience base – that is, it should enjoy a significant degree
of autonomy with regard to those microdetails.
With the emphasis on ‘robustness’ – or autonomy – in mind, consider the following
claims from philosophers and physicists concerning emergence in QFT. Perhaps the
most well-known is the far-reaching proposal by (Cao and Schweber 1993). In addition
to drawing several sweeping methodological conclusions based on decoupling behavior
in QFT, they endorse an ontology of “quasi-autonomous” domains, arguing that
“...with the decoupling theorem and the concept of EFT emerges a hierarchical picture
of nature offered by QFT, one that explains why the description at any one level is so
7
I take it that this requirement applies equally well to claims about emergent (or nonreducible)
theories.
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stable and is not disturbed by whatever happens at higher energies, and thus justifes
the use of such descriptions” [p.64]. They then relate the claimed autonomy of distinct
physical scales to emergence, claiming that “taking the decoupling theorem and EFT
seriously would entail considering the reductionist (and a fortiori the constructivist)
program an illusion, and would lead to its rejection and to a point of view that accepts
emergence, hence to a pluralist view of possible theoretical ontologies” [p.71].
In (Hartmann 2001), the proposal of Cao & Schweber is criticized on the grounds
that (i) the theorem only applies to QFT, and (ii) the assumptions necessary to
prove the theorem will not be satisfied even in an arbitrary QFT model (e.g. the
QFT in question may be nonrenormalizable); however, Hartmann endorses the ‘quasiautonomous domains’ picture for QFTs within which the Decoupling Theorem can
be proven. His objection to Cao & Schweber’s proposed ontology for EFTs is just
that “the picture of empirical reality [as a whole] as layered into a hierachy of quasiautonomous domains turns out to be too wild an extrapolation” (Hartmann 2001,
p.284) (my emphasis). Similarly, one can also find in (Bain 2013) a criticism of Cao
& Schweber’s assumption that the conditions required for the Decoupling Theorem
will always hold alongside his claim that EFTs constructed in a particular fashion –
those renormalized using a mass-independent renormalization scheme such as dimensional regularization – support a “quasi-autonomous domains” ontology; he considers
this a helpful refinement of an argument for quasi-autonomous theories that he attributes, I think correctly, to (Castellani 2002). Bain states that “...the Decoupling
Theorem fails for continuum EFTs, but arguably this does not prevent them from
supporting a well-defined notion of quasi-autonomous domains. This is because in
continuum EFTs, decoupling is inserted “by hand” in the form of matching calculations...continuum EFTs are, by themselves, capable of supporting an ontology of
quasi-autonomous domains. Hence, provided by “EFT”, Castellani means “continuum EFT”, her endorsement of such an ontology is justified.” Similar endorsements
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of the centrality of the decoupling theorem for securing the autonomy of phenomena
at distinct physical scales can be found in (Crowther 2015, p.9) and (Butterfield 2014,
Section III.2).
Not all claims regarding autonomous domains draw on the Decoupling Theorem,
however. Both (Morrison 2006, 2012) and (Laughlin and Pines 2000) argue that autonomous domains of physical phenomena – what Laughlin & Pines call “quantum
protectorates” – are established through SSB. As Laughlin & Pines put it, a quantum protectorate is “a stable state of matter whose generic low-energy properties
are determined by a higher organizing principle and nothing else” [p.29] where their
preferred example of a “higher organizing principle” is SSB. They are explicit that
their arguments are intended to apply to QFT as well as condensed matter physics:
“thus far we have addressed the behavior of matter at comparatively low energies.
But why should the universe be any different? The vacuum of space-time has a
number of properties (relativity, renormalizability, gauge forces, fractional quantum
numbers) that ordinary matter does not possess, and this state of affairs is alleged to
be something extraordinary distinguishing the matter making up the universe from
the matter we see in the laboratory. But this is incorrect” [p.29]. They go on to
say that “[t]he rest of the strange agents in the standard model also have laboratory
analogues...the Higgs mechanism is nothing but superconductivity with a few technical modifications.” Morrison offers a similar picture, stating that “...I argue that
understanding emergent phenomena in terms of symmetry breaking...clarifies both
how and why emergent phenomena are independent of any specific configuration of
their microphysical base” [p.148], explaining later that “...it is not that instances of
superconductivity in metals do not involve micro processes; rather the characteristics that define the superconducting state are not explained or predicted from those
processes and are independent of them in the sense that changes to the microphysical base would not affect the emergence of (universal) superconducting properties”
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[p.152]. In fact, (Cao and Schweber 1993, p.73) also invoke symmetry breaking as
“indispensable...for delimiting the hierarchical structure of effective field theories”
and, in explaining why SSB does not spoil the renormalizability of gauge theories,
state that “SSB affects the structure of physics only at energies lower than the scale
at which the symmetry is broken” [p.57]8 . In the next section, all of these claims are
called into question.

4.4

Spontaneous Symmetry Breaking and
Failures of Autonomy

In very general terms, spontaneous symmetry breaking (SSB) occurs in a QFT when
the Lagrangian describing that QFT possesses symmetries that the vacuum state of
the theory does not. The type of symmetry breaking that I will focus on here is
mediated by the Higgs mechanism, the same mechanism that breaks the Electroweak
symmetry in the Standard Model: an elementary scalar field acquires a nonzero
vacuum expectation value (VEV), with the result that the vacuum state of the theory
breaks a symmetry that the Lagrangian possesses.
I will consider two senses in which SSB can cause problems for decoupling. The
first sense concerns failures of Naturalness (about which I will say more momentarily).
The sense in which SSB itself results in failures of Naturalness is loose – failures of
Naturalness really stem from problems with elementary scalar fields, not SSB. However, since the Higgs mechanism for SSB that I will consider focus on involves an
elementary scalar field, as well as being the mechanism by which the SU(2)xU(1)Y
8
Note, incidentally, that for Cao & Schweber SSB is associated with a reductionist program: they
state that using SSB to “shield” longer-distance physics from short-distance physics is partially what
justifies the reductionist methodology of particle physics that aims to derive the complicated phenomena of observed physics from much simpler, more symmetric underlying laws. Their argument,
as far as I can tell, is that when SSB is combined with their strong ontological reading of the
Decoupling Theorem and EFTs, this is supposed to undercut that reductionist methodology.
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Electroweak symmetry of the Standard Model is broken to U(1)EM in the actual
world, for present purposes I will group failures of Naturalness under the umbrella
of problems stemming from SSB. The second sense is more direct, and is a feature
of both Higgs-type SSB and dynamical SSB9 : when gauge bosons acquire masses
through SSB, the result is a broken phase of the theory that contains nontrivial
functional relationships between the VEV, the couplings describing the interaction
strengths, and the particle masses. This prevents one from taking a decoupling limit
in a consistent fashion – taking the M→ ∞ limit to decouple a heavy field will either
(i) send the scalar VEV to infinity, uniformly rescaling to infinity all particle masses
that depend on the VEV, or (ii) make the couplings large, which will in many cases
induce a strong interaction between the light and heavy sectors of the theory – precisely the opposite of the desired result – and will always invalidate the perturbative
approximation in which almost all calculations concerning the Electroweak sector of
the Standard Model of particle physics are carried out.
I will also consider one more violation of interscale autonomy that stems from
symmetry breaking, albeit explicit symmetry breaking rather than SSB. The difficulty is that in some cases, removing a heavy particle from the theory may break
a symmetry, which in turn may ruin the renormalizability of the theory; since the
resulting theory is nonrenormalizable, the Decoupling Theorem no longer applies. In
this case, even very heavy particles may fail to decouple. In the SM, the most wellknown instance of this is the quadratic sensitivity of the ρ-parameter to the mass of
the top quark.

4.4.1

Failure 1: Naturalness

“I’m against nature. I don’t dig nature at all. I think nature is very
unnatural.” – Bob Dylan (quoted in (Shelton 2011))
9
For example, the chiral symmetry breaking that occurs in QCD due to confinement – a dynamical phenomenon – also leads to nondecoupling of the sort I describe.
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Physicists consider elementary scalar fields (like the Higgs field) to be, in a precise
sense, “unnatural”10 . This is often described in the physics literature as a fine-tuning
problem, but the physical content of the problem is really that elementary scalars represent a failure of autonomy between widely separated physical scales. The character
of this failure of autonomy is somewhat subtle, however, since elementary scalars do
not violate the Decoupling Theorem; indeed, it is straightforward to prove the theorem in a purely scalar field theory (Collins 1984). Rather, the problem is that the
masses of elementary scalar particles are extraordinarily sensitive to short-distance
physics. The focus here is on elementary scalars, but note that the sensitivity to shortdistance physics described below arises in a much more general set of circumstances:
it is a feature that afflicts any relevant operator appearing in a Lagrangian11 .
To see this, consider a theory of a real self-interacting scalar field coupled to a
fermion through a Yukawa term:
λ
1
1
L = (∂φ)2 − m2 φ2 − φ4 + iψ ∂/ψ − M ψψ + gφψψ
2
2
4!
First let m  M , which means that the fermion is much lighter than the scalar.
Consider physical processes taking place at a characeristic energy scale E  m much
lower than the scalar mass; the Decoupling Theorem states that one can eliminate the
heavy scalar and incorporate its effects into the new coupling M ∗ for the fermion in
the resulting effective theory. The result of this procedure is an effective theory with


g
Λ
an effective fermion mass M ∗ = M + M 16π
, where Λ is the short-distance
2 ln m
cutoff for the full theory. The fermion mass M was assumed to be small to start
with, and since the correction from high energy physics is just M multiplied by a
10

For a detailed discussion of naturalness in QFT, see (Williams 2015); this section follows
(Williams 2015, Section 3.1).
11
More specifically, any relevant operators whose inclusion doesn’t break any symmetry that the
theory would possess without the inclusion of that operator. This distinguishes elementary scalar
mass terms from, for example, fermion masses. The latter are also relevant operators, but their
inclusion in the Lagrangian breaks the chiral symmetry present in a theory with massless fermions.
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logarithm, it will remain small in the effective theory12 . An obvious question to ask
is whether the situation is the same when m  M and it is the heavy fermion that
is decoupled from the full theory.
One finds that the situation is quite different. The resulting mass m∗ for the
 2

g
Λ
2
2
.
scalar in the effective theory is a disaster: (m∗ )2 = m2 + 16π
2 Λ + M + m ln M
In decoupling the heavy fermion, the goal was to construct an effective theory which
contained only low-energy degrees of freedom, appropriate for studying physics at
E  M . Instead, the resulting effective theory describes a scalar particle whose
mass m∗ is far larger than the short-distance cutoff Λ at which the full theory is
supposed to break down. This demonstrates the extreme sensitivity of the scalar
mass to physics at shorter distances; whereas the short-distance cutoff Λ and the
heavy particle being integrated out only affected the fermion mass logarithmically,
they affect the scalar mass quadratically.
This sensitivity of scalar masses to short-distance physics is especially clear when
analyzed using the RG. As an illustration, consider a scalar field theory with two
couplings: a dimensionless marginal coupling g4 and a dimension-2 relevant coupling
g2 . At issue is how the value of the relevant coupling g2 at some low energy Λ
depends on its value at the initial, much higher cutoff scale ΛH . The result of an RG
calculation13 is that

c
g2 (Λ) = g4 (Λ)
2

"

Λ
ΛH

2

#

cb
− 1 + g2 (ΛH )
2

"

Λ
ΛH

#

−2

− 1 + g2 (ΛH )



Λ
ΛH

−2

To see the sensitivity this result implies, let the low energy scale Λ be 105 GeV and
the initial short-distance cutoff be the Planck scale ΛH = 1019 GeV so that the ratio
of scales

Λ
ΛH

appearing in g2 (Λ) is 10−28 . Now change the value of g2 (ΛH ) by a tiny

12

I have included only the 1-loop correction here, but the story is the same for higher loops.

13

See (Williams 2015, Section 3.1) for the details of this calculation.
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amount – one part in 1020 , say – so that g2 (ΛH ) −→ g2 (ΛH )+10−20 . This small change
in the value of g2 at the short-distance cutoff scale causes the value of the coupling
at long distances g2 (Λ) to change by a factor of 108 . That such a small change in the
value of a coupling at the Planck scale could produce such a remarkably large jump in
the value of that coupling at a scale 14 orders of magnitude lower undermines the sort
of “quasi-autonomy” of separated scales that one might have thought underwritten
by the Decoupling Theorem.

4.4.2

Failure 2: SSB “couples” light and heavy sectors

In SSB mediated by a Higgs mechanism, an elementary scalar field acquires a nonzero
VEV which spontaneously breaks a gauge symmetry and gives mass the resultant
Goldstone bosons. In this section, I present two implementations of the Higgs mechanism and examine how problems with the Decoupling Theorem arise in each case.
The crucial fact to recognize in the following discussion is that in the unbroken phase
of the theory – when the VEV of the elementary scalar field is zero – one can decouple heavy particles: for example, in the example of the Abelian Higgs model below,
there is no obstacle to decoupling the massive scalar field by taking m → ∞, leaving
an effective theory of a massless gauge field Aµ . However, in the broken phase of
the theory – when the elementary scalar field has a nonzero VEV – this is no longer
possible: the SSB introduces a “coupling” between the light and heavy sectors of the
theory, in a sense made precise below.

4.4.2.1

Abelian Higgs Model

The Abelian Higgs model describes the interaction of a U(1) gauge field Aµ with a
complex charged scalar field φ. The Lagrangian is
1
λ
v2
L = − F µν Fµν + (Dµ φ)† ((Dµ φ) − (φ† φ − )2
4
4
2
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where Dµ = ∂µ + ieAµ is the covariant derivative. This Lagrangian is invariant under
the local U(1) transformation that sends φ −→ eiα(x) and Aµ −→ Aµ + ∂µ α(x),
where α(x) is a real-valued function of spacetime. One can minimize the potential
V(φ) = λ4 (φ† φ −

v2 2
)
2

by choosing the VEV for φ to be hφi =

√v .
2

This vacuum state

manifestly breaks the U(1) symmetry.
One can now rewrite the φ field in terms of excitations around its vacuum state
hφi =

√v
2

as φ(x) =

√1 (v
2

+ σ(x)). Plugging this definition of φ back into the original

Lagrangian then gives
1
1
(λv 2 ) 2 1 2
1
σ + √ e vAµ Aµ σ+(purely scalar terms)
L = − F µν Fµν + (∂σ)2 + (ev)2 Aµ Aµ −
4
2
2
4
2
Thus after SSB, the Abelian Higgs model in its broken phase describes a massive scalar
field σ with mass m2σ = 21 λv 2 and a massive gauge boson Aµ with mass m2A = e2 v 2 .
Suppose one now wants to decouple the gauge boson Aµ by letting mA → ∞.
In order to be consistent, this requires that either (i) the coupling describing the
strength of the interaction between the gauge field Aµ and the scalar field φ is taken
to infinity, e → ∞, or (ii) the VEV of the scalar field is taken to infinity, v → ∞. In
the first case, this induces a strong coupling between the gauge field Aµ and the scalar
σ due to the (e2 v)Aµ Aµ σ interaction that is present in the Lagrangian. Furthermore,
any perturbative analysis is invalid at large e, since the perturbative expansion is
carried out with e as the expansion parameter and is valid only for e  1. On the
other hand, letting v → ∞ sends the scalar mass mσ to infinity along with the gauge
boson mass mA . In neither case does the desired decoupling occur.

4.4.2.2

Electroweak SSB

In the Standard Model, the Higgs mechanism is responsible for breaking the Electroweak SU(2)xU(1)Y symmetry down to U(1)EM and giving mass to the elementary
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fermions and the charged W ± and neutral Z gauge bosons. As mentioned earlier
(and as seen in the Abelian Higgs model) one result of this is nontrivial functional
relationships between the scalar VEV, the particle masses, and the couplings that
encode the strength of the interactions between the gauge field and the scalar field.
The result of this SSB in the Standard Model is the following mass relations for the
W ± bosons, the Z boson, and the elementary fermions14 :
MW
2cos(Θw )
√
mH = v 2λ

1
MW = gv
2

MZ =

yf
mf = √ v
2

The obstructions to taking a decoupling limit are manifest. Consider decoupling the
top quark – a natural candidate for decoupling, since at approximately 175 GeV it’s
about 50 GeV heavier than the next heaviest particle in the SM, the Higgs boson.
This can be accomplished consistently in one of two ways: either (i) v → ∞ or
(ii) yt → ∞ must also go to infinity. In the case of (i), this uniformly rescales the
particle spectrum – the gauge bosons, all of the fermions, and the Higgs itself – to
arbitarily large masses, which obviously does not result in decoupling: all of the
particles go to infinity together. In (ii), the coupling yt of the top quark to the Higgs
gets large. Instead of decoupling the top quark, this produces precisely the opposite
result: increasingly strong coupling between the top quark and the Higgs.
Perhaps it is worth again emphasizing the centrality of SSB in decoupling failures
of this type. In the unbroken phase of the theory, one can decouple the short-distance
physics (represented in this case by the massive scalar field) from the long-distance
physics (the massless gauge bosons), as one would expect. However, after SSB, the
short-distance and long-distance physics are now “coupled,” in the sense that one
can no longer change properties of the short-distance physics without now having a
14
The latter are denoted here generically by mf , where f runs over all fermion species in the
Standard Model of particle physics. Θw is the Weinberg angle.

144

significant effect on the physics at longer distances. Thus rather than “protecting”
long-distance physics from physics at shorter distances (“micro-physics”), as asserted
by (Cao and Schweber 1993), (Laughlin and Pines 2000), and (Morrison 2006, 2012),
SSB may actually introduce a strong dependence between the two!

4.4.3

Failure 3: Explicit Symmetry Breaking

There is a third kind of failure of the autonomy of scales that stems from particles
that “ought” to decouple failing to do so. Now, why should anyone ever think some
particle ought decouple in the absence of a proof that it does so? If one takes seriously
the ontological picture advocated by the authors cited in Section 4.3 according to
which QFT entails that our world is structured into a hierarchy of quasi-autonomous
domains, then such expectations about decoupling seem almost required. Assuming
one believes the world to have such a structure, it seems particularly natural to expect
that if anything will decouple from long-distance physics it should be the top quark,
the heaviest particle in the SM with mass mt ≈ 175 GeV15 . Perhaps surprisingly, in
a quite general set of circumstances the top quark does not decouple, and it fails to
do so in ways that effect observable features of electroweak physics. I will first give
one illustrative example, then explain how symmetry breaking is the source of the
nondecoupling effects.
The example concerns the ρ parameter ρ ≡

2
MW
1
2 cos2 (Θ )
MZ
w

which measures the differ-

ence between charged-current and neutral current interaction strengths; specifically,
the example concerns the perturbative corrections to the ρ parameter that come from
the top quark mass. At the first order of the perturbative approximation, the value of
ρ is exactly 1; this is clear simply from plugging in the values of the W and Z masses
given in Section 4.4.2.2. However, when higher orders of perturbative corrections
15
The closest particle is the Higgs at 125 GeV, with the W± and Z not far behind at 80 and 91
GeV, respectively.
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from the top quark (denoted ∆ρ) are included then ρ becomes 1 + ∆ρ, where ∆ρ is
just a numerical factor multipled by |m2t −m2b | and m2b is the bottom quark mass. The
result is a comparatively low-energy observable ρ, involving only W and Z bosons,
that depends quadratically on the top quark mass, which is roughly twice the mass
of the Z boson! Furthermore, this means there is no way to decouple the top-quark
from the electroweak sector by taking a decoupling limit, since letting mt → ∞ will
cause ∆ρ → ∞ as well. And as in the other two failures discussed above, this type
of obstruction to decoupling is generic: while I’ve limited discussion to the ρ parameter here, there are numerous examples of similar nondecoupling effects appearing in
observables in the Electroweak sector16 .
What explains this failure of the top quark to decouple? In short, removing the
top quark from the theory renders it nonrenormalizable, so the Decoupling Theorem
no longer guarantees decoupling. In more detail, the top and bottom quarks form a
doublet under the SU(2) weak-isospin symmetry; removing the top quark from the
electroweak theory entirely would leave an incomplete weak-isospin quark doublet, i.e.
it would break the SU(2) gauge symmetry in the Lagrangian (which remains, albeit
“hidden,” even after SSB has occurred). So one should not expect it to obey the
Decoupling Theorem, since removing it would not leave a renormalizable low-energy
theory. On the other hand, even after the spontaneous breaking of SU(2)xU(1)Y ,
there remains an accidental global SU(2) symmetry in the theory: the “custodial”
symmetry that relates weak-isospin partners. Quark masses in general do not respect
this symmetry – after SSB weak-isospin partners have distinct masses, which breaks
the custodial symmetry – but the breaking of the symmetry is proportional to the
mass difference between the weak-isospin partners, and this difference is generally
small. The one exception is the case of the weak-isospin doublet formed by the
top and bottom quarks. In fact, in the limit where the quark masses are equal
16

See, for example, (Schwartz 2014, Ch. 31) or (Jegerlehner 2014).
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– in particular, where mt = mb – the custodial SU(2) symmetry is exact and the
higher-order perturbative corrections to ρ from the quarks are exactly zero. In the
real world, however, the mass difference between the weak-isospin partnered top and
bottom quarks is approximately 170 GeV; this means that the breaking of custodial
SU(2) is a large effect, proportional to m2t 17 . Thus it is as a result of this “double”
symmetry breaking – the electroweak SSB which gives the quarks mass, and the
explicit breaking of custodial SU(2) by the large mass splitting between mt and mb –
that ρ receives large quadratic corrections from the top quark, which in turn further
undermine the claims of those authors cited in Section 4.3 that QFT entails very
general, model-independent conclusions about the autonomy of scales.

4.5

Conclusion
“First, I tried to discover in general the principles or first causes of all that
exists or can exist in the world. [...] Then, when I sought to descend to
more particular things, I encountered such a variety that I did not think
the human mind could possibly distinguish the forms or species of bodies
that are on the earth from an infinity of others that might be there if
it had been God’s will to put them there. Consequently I thought the
only way of making these bodies useful to us was to...make use of many
particular observations.” – (Descartes et al. 1985, AT VI: 64)

In concluding, I wish to make two philosophical points. The first is a specific, metaphysical point about QFT’s purported ability to underwrite an ontology of “quasiautonomous domains”. I believe that the considerations presented here illustrate that
such sweeping claims about the ontology of quantum field theory are unwarranted;
in any of the infinitely many QFT models containing elementary scalar fields, or in
which particles acquire mass through SSB, such an ontology cannot be supported.
This is true even though the Decoupling Theorem can be proven in these models; the
17
Due to suppression by several constant factors, numerically the top quark correction is only of
order 10−3 .
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Decoupling Theorem is simply too weak to support the ontological picture with which
some philosophers have saddled it. Something similar can be said for SSB: although
there is a sense in which one may be able to “insulate” long-distance physical phenomena from the short-distance structure of the theory via SSB, in any model in
which particles acquire mass via SSB, the SSB actually couples the long and short
distance structure of the theory. As the Electroweak sector shows, often the presence
of SSB can turn out to undermine prima facie reasonable claims about autonomy and
emergence in a QFT. The considerations presented here render any ontological picture of “quasi-autonomous domains” particularly unappealing to those philosophers
of physics who aim to provide some insight into the metaphysical structure of our
actual world, since the Standard Model of particle physics contains one “unnatural”
elementary scalar field18 – the Higgs field – and its empirical adequacy depends ineliminably on elementary fermions and electroweak gauge bosons acquiring mass via
the spontaneous breaking of the Electroweak symmetry. The most successful quantum field theoretic description of our world, then, contains a number of failures of
the autonomy of scales.
My second point has a more methodological character. In general, I think that
rather than concerning themselves primarily with making broad claims about the
theoretical framework QFT in general, philosophers of physics would be well-served
if they more frequently “sought to descend to more particular things,” and investigated the details of specific quantum field theoretic models and the manner in which
those models are applied in physical practice. Often such details can significantly
complicate claims that initially appeared to follow from very general structural features of QFTs. The Standard Model of particle physics is, after all, a perturbatively
renormalizable quantum field theory containing a hierarchy of particles with differ-

18
I am here passing over in silence the other unnatural ingredient of the Standard Model, the
cosmological constant.
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ent masses; viewed at a sufficiently abstract level, it does seem that the Decoupling
Theorem should apply, and that an ontology of quasi-autonomous domains is indeed
justified. It is only once one investigates the calculational details of the ways that
theoretical framework is made to “hook up” to the physical world that one discovers
that those ostensibly reasonable claims about the autonomy of scales fail in a number
of ways in the Standard Model, and in QFT more broadly.
The fact that ostensibly general structural or metaphysical claims that the theoretical framework of QFT appears to support can become complicated, altered, or
even undermined when considering particular quantum field theoretic models in various applicational contexts carries with it its own interesting moral about the nature
of scientific representation and the distance that sometimes exists between a theory’s
foundational principles and the point at which one is able to extract the numerical
predictions necessary for getting the theory to latch onto the physical world. By occasionally relaxing our demand for maximally general, model-independent results and
attending to the ways that specific QFT models are applied, philosophers of physics
can not only generate more reliable metaphysical insights into the description that
quantum field theory provides of our actual world, but we may also come to recognize
the value of accounts of the nature of scientific representation that are more firmly
grounded in the practice of the physical sciences.
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