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ABSTRACT
Cross-layer Resource Allocation Algorithms in Wireless and Optical Networks
Berk Birand
The success of the Internet can be largely attributed to its modular architecture and its high
level of abstraction. As a result, the Internet is an extremely heterogeneous network in which a
multitude of wireless, electronic, and optical devices coexist. Yet, wireless and optical technologies
are approaching their capacity limits. In this thesis, we study cross-layer and cross-domain optimizations in wireless and optical networks to improve the scalability of heterogeneous networks.
Specifically, we investigate the benefits in capacity improvement and energy efficiency of improved
interaction between different layers, as well as different domains.
First, we use the Local Pooling (LoP) conditions to identify all the network graphs under primary
interference constraints in which Greedy Maximal Scheduling (GMS) achieves 100% throughput. In
addition, we show that in all bipartite graphs of size up to 7 × n, GMS is guaranteed to achieve 66%
throughput. Finally, we study the performance of GMS in interference graphs and show that it can
perform arbitrarily bad.
We study the properties of evolving graphs of networks whose structure changes due to node
mobility. We present several graph metrics that quantify change in an evolving graph sequence and
apply these metrics to several sources of mobility. We relate our results on the effect of the rate of
graph change to the performance of higher-layer network algorithms in dynamic networks.
We then consider optical networks, and formulate a global optimization problem that captures
the QoT constraints in future dynamic optical networks. We design a power control algorithm for
solving this problem by using feedback from Optical Performance Monitors (OPMs). We evaluate
this algorithm via extensive simulations on a network-scale optical network simulator, as well as
experiments with commercial optical network equipment.
Finally, we consider a cellular network with Coordinated Multi-Point (CoMP) Joint Transmission
(JT) capabilities that allow multiple BSs to transmit simultaneously to a single user. We formulate
the OFDMA Joint Scheduling (OJS) problem of determining a subframe schedule and deciding if
to use JT, and we prove hardness results for this problem. Based on a decomposition framework,

we develop efficient scheduling algorithms for bipartite and series-parallel planar graphs, and approximation algorithms for general graphs. We then consider a queueing model that evolves over
time, and prove that solving the OJS problem with a specific queue-based utility function (in every
subframe) achieves maximum throughput in CoMP-enabled networks.
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x

Olivia Nicol, Ni Qian, and Adrian Weller. Thank you for these most fascinating conversations.
For all its perks, New York can be a cold place. I cannot imagine living in NYC without the
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1

Chapter 1

Introduction
The success of the Internet can be largely attributed to its modular architecture and its high level
of abstraction. The layered architecture of the TCP/IP stack enabled various protocols to be developed separately. Beyond the common protocols, many lower-layer technologies could also function
independently as long as they shared the same interface. For example, SONET networks, originally
designed for voice traffic, are still used extensively for IP data transmissions. A large number of
wireless devices using 802.11 or LTE were quickly adopted and could seamlessly work on the existing Internet infrastructure. The traffic generated by these wireless devices is transmitted first by
electronic links at the edge, and then over WDM optical networks in the backbone. As a result of
this design, the Internet is an extremely heterogeneous network in which a multitude of wireless,
electronic, and optical devices coexist.
Fueled by the availability of high-speed connections and the advent of new services, the demand
for bandwidth continues to grow at an alarming rate [5]. Meanwhile, the wireless and optical technologies that enabled this growth are approaching their capacity limits. For instance, recent optical
throughput demonstrations achieved a spectral efficiency of about 10 b/s/Hz, while the theoretical
capacity of fiber is roughly 11 b/s/Hz [50]. One approach to addressing these traffic demands is to
use more equipment. For example, more wireless base stations can be deployed, each with smaller
ranges. In the core network, more optical fibers and corresponding routing equipment can be used
to offload the traffic. However, this solution is clearly not scalable and raises questions regarding
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Figure 1: Example of a heterogeneous network. The labels annotate the chapters of this thesis that
investigate different aspects of cross-layer and cross-domain interactions.
the energy consumption of the IT infrastructure.
In this thesis, we study cross-layer and cross-domain optimizations in wireless and optical networks to improve the scalability of heterogeneous networks. We investigate the benefits in capacity
improvement and energy efficiency of improved collaboration between different layers, as well as
different domains. An example of a heterogeneous network is illustrated in Fig. 1, highlighting the
cross-layer and cross-domain interactions that will be studied. First, we focus on wireless networks
that form a major source of the demand, and consider the interactions between the topology and
scheduling algorithms, as well as the impact of mobility. We then turn to optical networks that
make up the backbone of the communication infrastructure, and examine the benefits of crosslayering and dynamic allocation of resources. Finally, we consider the interfaces between wireless
and optical networks, and study cross-domain scheduling problems in future cellular networks.

3

1.1

Background

We start by providing background information for each domain. In the following section, we summarize our contributions.

1.1.1

Wireless Scheduling and Mobility

Two defining characteristics of modern wireless networks are that the nodes have limited resources
and are mobile. The first constraint limits the type of algorithms that can operate on such networks,
as the available spectrum and computational power are both scarce. Therefore, simple, greedy
algorithms are preferred for operations such as scheduling and routing. Furthermore, such algorithms
must take node mobility and the dynamic nature of wireless networks into account. These two
constraints are considered below.
Analyzing the Performance of Greedy Maximal Scheduling
The effective operation of wireless networks relies on the proper solution of the packet scheduling
problem. Scheduling is a fundamentally centralized problem, in which the transmission medium
must be allocated to users. In wireless networks, the main challenge stems from the need for a
decentralized solution to this problem.
A centralized joint routing and scheduling policy that achieves the maximum attainable throughput region was presented by Tassiulas and Ephremides [138]. However, such algorithms require the
repeated solution of a global optimization problem. Hence, there has been an increasing interest in
simple, potentially distributed, algorithms. One such algorithm is the Greedy Maximal Scheduling
(GMS) algorithm [69, 93, 98]. While GMS can be implemented in a distributed manner, its performance is suboptimal in many network topologies and was shown to perform poorly in certain
topologies [18]. If it is used in such networks, it can therefore lead to queue instabilities even for
arrival rates that can be successfully scheduled by other algorithms. It is therefore necessary to
understand the topologies for which GMS performs well.

4

Figure 2: Real-world mobility traces of cabs in San Francisco that can form a mobile network (map
data c Google).

Dynamic Graph Properties of Mobile Networks
A mobile wireless network can be naturally represented as a dynamic graph whose nodes are mobile
devices and whose edges model instantaneous wireless links between the nodes [53]. Unlike a static
network, the structure of mobile networks changes over time. Fig. 2 illustrates mobility traces of cabs
that could form such a mobile network. A mobile network formed by such nodes can be abstractly
viewed as a time-sequence of graphs.
Wireless networking algorithms, such as scheduling and routing algorithms, operate on evolving
graphs (see Fig. 1 for an illustration of these interactions). For instance, throughput-optimal scheduling algorithms find a matching or an independent set in a snapshot of the graph [138]. Similarly,
routing algorithms seek the shortest path in these graphs as they evolve [54]. Naturally, the properties of the underlying evolving graph directly affect the performance of network algorithms. For
example, routing algorithms in ad-hoc networks can be broadly classified into two types: proactive
algorithms that store and update routing paths periodically, and reactive algorithms that generate
paths dynamically for every flow request [75, 78, 140]. For a given scenario, the packet delay and
control packet overhead of these algorithms depend heavily on the mobile activity of the underlying
network nodes. Therefore, the dynamics of the underlying graph will determine which class of algorithms performs better. To gain a fundamental understanding of the performance of algorithms
in mobile networks, it is therefore important to understand the evolution of the underlying network
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Figure 3: An example of a WDM optical network [2].
graph.

1.1.2

Real-time Power Control for Dynamic Optical Networks

Optical networks form the underlying infrastructure of core and aggregation networks [108]. In order
to handle peaks in traffic demand, these networks are usually static and over-provisioned [143]. This
leads to inefficient use of capacity and energy due to the need to keep inactive lightpaths available.
The increase in traffic demand and heterogeneity as well as the need to support energy-efficient
operation [87] already pose challenges that cannot be addressed by over-provisioning.
Wavelength-Division Multiplexing (WDM) optical networks (e.g., Fig. 3) include various emerging dynamic optical devices which have the potential to address these challenges. Dynamic devices
include, for example, Reconfigurable Add/Drop Multiplexers (ROADMs) that can transparently
switch the transmissions from one lightpath to another [108] and modulators that can adapt to the
link state [57]. While the flexibility provided by such devices allows the network to adapt to the link
conditions and traffic demands, optical networks are still mostly static, due to potential impairments
that are hard to predict or model [11, 143]. There is a need for real-time, global control algorithms
that can exploit the functionalities provided by new devices to enable dynamic operations in optical
networks.
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Figure 4: Example of a network supporting Joint Transmission (JT) with 3 Base Stations (BSs).
White packets are available at a single BS and can be transmitted by that BS or duplicated over
the backhaul. Black packets are present at two BSs and can be transmitted jointly.

1.1.3

Joint Transmission in Cellular Networks with CoMP

The interoperation of wireless and optical networks is most crucial at the edge of cellular networks.
These networks face an ever-increasing bandwidth demand, driven by the advent of sophisticated
mobile devices and new applications. Satisfying this demand calls for improvements in the spectral
utilization and reductions in inter-cell interference. Interference reduction can be efficiently accomplished through multi-cell coordination, where multiple Base Stations (BSs) jointly transmit to a
single user, using the same time-frequency slots. This technique is known as Coordinated MultiPoint (CoMP) with Joint Transmission (JT) or network-MIMO [60], and is incorporated in the
LTE-Advanced standard [7] (Fig. 4).
While CoMP JT is expected to improve wireless throughput, it also imposes new requirements
on the backhaul network. For example, the BSs must be perfectly synchronized in time. The delay
on the backhaul links must be kept small so that the channel state information can be disseminated
before expiring. More importantly, data packets that will be jointly transmitted, need to be made
available to all base stations before transmissions can begin. This comes as an extra burden on the
backhaul network that is already a bottleneck. To manage these new requirements, new scheduling
algorithms are needed that consider the utilization of the backhaul links in addition to the wireless
channel.
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Figure 5: (a) Illustration of the structure of all network graphs that satisfy the LoP conditions.
We prove in Chapter 3 that GMS is throughput-optimal in networks that have this structure. (b)
Throughput guarantees (bounds on σ ∗ ) for various interference graph families.

1.2

Summary of Contributions

In this section, we present the research questions in each of our fields of focus, followed by a brief
summary our contributions.

1.2.1

Analyzing the Performance of Greedy Maximal Scheduling

• In which cases is it more effective to employ the Greedy Maximal Scheduling
(GMS) algorithm? Specifically, what are the network topologies in which simple scheduling
algorithms perform as well as centralized high-complexity ones? For cases in which distributed
algorithms do not perform well, can we obtain bounds on their performance, based on the
topology?
In Chapter 3, we analyze the performance of GMS via the Local Pooling (LoP) conditions
[46]. For graph topologies in which these conditions hold, it was shown that GMS has the same
performance as the centralized MaxWeight algorithm. We use these conditions to identify all the
network graphs in which GMS achieves 100% throughput under primary interference constraints
(Fig. 5(a)). We then show that in all bipartite graphs of size up to 7 × n, GMS is guaranteed to
achieve 66% throughput.
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Finally, we study the performance of GMS in general interference graphs in which GMS is not
guaranteed to be throughput-optimal. Using an approximation ratio called the σ ∗ factor [79], we
provide throughput guarantees for GMS in large graph families (Fig. 5(b)). The knowledge of
topologies in which GMS performs well can result in performance improvements in networks where
the topology can be modified. For instance, frequency allocations in a wireless network can be done
to guarantee such a topology. Similarly, the nodes in a mobile network can be physically moved so
that GMS can be used for scheduling.

1.2.2

Dynamic Graph Properties of Mobile Networks

• What is the right level of abstraction for analyzing dynamic network graphs? How
can the magnitude and location of change be quantified? What are the implications of mobility
and graph change for higher layer algorithms?
In Chapter 4, we present our study linking node mobility to the performance of higher-layer
protocols through a graph metric abstraction. We show that instead of solely relying on higher-layer
variables such as round-trip time or transmission count, cross-layer protocols can measure the graph
metrics to optimize their performance.
In particular, we study the properties of evolving graphs of networks whose structure changes
due to node mobility. We present a number of metrics that quantify graph change in an evolving
graph sequence and apply these metrics to several sources of mobility. We study the dynamic
graph properties of the Truncated Levy Walk (TLW) model [123] and compare it to the Random
Waypoint (RWP) [30] and the edge-Markovian Evolving Graph [39] models. Through extensive
numerical simulations, we evaluate these metrics to obtain new insights into the properties of the
underlying dynamic graph. The graph metrics are also applied to traces from real mobile nodes [117].
We relate the results on the effect of the rate of graph change to the performance of network
algorithms in dynamic networks. In particular, we demonstrate that it is possible to minimize the
control overhead of routing algorithms by observing these graph metrics. We also show that the
flooding time depends on the amount and the locality of change in the network.

9

(a)

(b)

Figure 6: (a) Schematic of the experimental setup that was used for evaluating the SiMPLE algorithm (see Chapter 5). The optical powers of two wavebands are controlled by a computer configured
as a controller. (b) Evolution of the attenuation and the BER of two lightpaths in our testbed as a
result of add/drop events.

1.2.3

Real-time Power Control for Dynamic Optical Networks

• How can the capabilities of dynamic optical devices be used as part of a cross-layer
control framework? Can a real-time policy be used for mitigating optical impairments, and
for enabling dynamic optical networks? What type of energy savings can be expected from
the dynamic operation facilitated by this policy?
In Chapter 5, we formulate the Multi Link Optimization (MLO) problem that captures the
Quality-of-Transmission (QoT) constraints in optical networks. This problem is unique since analytical models that capture impairments in optical fibers do not exist, and measurements are the only
practical way to characterize performance. We design a power control algorithm, called Simultaneous Multi-Path Lambda Enhancement (SiMPLE), for solving this problem by using feedback from
Optical Performance Monitors (OPMs) [115], as illustrated in Fig. 1. The convergence of SiMPLE to
the optimal solution is demonstrated using extensive simulations on a network-scale optical network
simulator, as well as experiments with commercial optical network equipment (Figs. 6(a)-6(b)). We
evaluated the performance of SiMPLE and showed that even relatively simple dynamic policies can
result in substantial power savings through a better use of resources.
The SiMPLE algorithm enables dynamic control of optical networks in near real-time, compared
to the days-long setup times for lightpaths in the existing optical networks. Hence, SiMPLE is the
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(a)
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Figure 7: SINR values in the 3 BS simulation area for (a) single transmissions and (b) joint transmissions. The benefits of JT can be observed at the inter-cell boundary.
first step towards allowing optical networks to react rapidly to user demands and traffic variations.
Namely, it is a step towards software-defined optical network.

1.2.4

Joint Transmission in Cellular Networks with CoMP

• How can backhaul information be incorporated into wireless scheduling decisions?
What are the network-level capacity gains of CoMP JT systems? What is the impact of limited
backhaul capacity on the performance of wireless transmissions?
In Chapter 6, we consider a cellular network with Coordinated Multi-Point (CoMP) Joint Transmission (JT) capabilities that allow multiple BSs to transmit simultaneously to a single user (Fig. 4).
We first formulate the OFDMA Joint Scheduling (OJS) problem of determining a subframe schedule
and deciding if to use JT, and prove hardness results. Based on a decomposition framework, we
develop efficient scheduling algorithms for bipartite and series-parallel planar graphs, and approximation algorithms for general graphs.
We then consider a queueing model that evolves over time. For this model, we prove that solving
the OJS problem with a specific queue-based utility function (in every subframe) achieves maximum
throughput in CoMP-enabled networks. We evaluate via simulations the performance of CoMP JT
and the various algorithms (Fig. 7). In particular, we show that even with limited backhaul capacity,
JT significantly improves the network performance, if most users are near the cell edge.
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Our conclusions can provide important insights to network operators in designing backhaul networks for CoMP deployments. For example, efficient scheduling algorithms can be used if the
backhaul topology is a bipartite graph. Since backhaul links are expensive to deploy, our results can
also suggest the right amount of backhaul capacity to allocate given the expected location of the
users within the cells.

1.3

Thesis Structure and Contributions to Literature

The structure of this thesis is as follows. We begin by reviewing the related work in Chapter 2. We
investigate distributed scheduling algorithms in Chapter 3, and the effect of mobility in Chapter 4.
Optical power control algorithms are developed in Chapter 5. Finally, we consider joint scheduling
in wireless and backhaul networks in Chapter 6. We conclude and discuss future work in Chapter 7.
The results in analyzing the performance of GMS have been published in [16–18]. Our work
on mobility and dynamic graph properties first appeared in [23], and a journal version is currently
in submission [22]. The real-time power control policy for dynamic optical networks was published
in [19–21]. This work also resulted in a patent that is currently in preparation [86]. The research
on scheduling algorithms for CoMP systems is in submission [65]. In addition to the chapters of
this thesis, our work in cross-domain resource allocation algorithms for hybrid electrical-optical
datacenters appeared in [127, 128].
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Chapter 2

Related Work
Cross-layer and cross-domain optimizations garnered great interest in the literature over the past few
years. The use of the MaxWeight framework for developing joint scheduling and routing algorithms
was reviewed in various surveys [58, 97]. Another perspective, with the addition of power allocation
has been analyzed in [112]. A more general cross-layer framework that is built on optimization
decomposition was devised [35].
Cross-domain optimizations over wireless and optical domains have been analyzed within the
context of access networks. One approach is to combine WDM optical links with a wireless mesh
topology [83]. A similar proposal is the Wireless-Optical Broadband-Access Network (WOBAN)
that aims to provide city-wide broadband access, while mitigating deployment costs inherent to
fiber architectures [130]. A hybrid Fiber-Wireless (FiWi) survey can be found in [61].
In the following, we examine related work relevant to each of the chapters of this thesis.

2.1

Analyzing the Performance of Greedy Maximal Scheduling

The problem of throughput-optimal scheduling and routing was examined by Tassiulas and Ephremides
in their seminal work [138]. A general policy that is guaranteed to achieve the maximum attainable
throughput region, MaxWeight, was presented in the context of multihop networks with stochastic
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packet arrivals. The results of [138] have been extended to various settings of wireless networks and
input-queued switches (e.g., [8, 105]).
The MaxWeight policy is typically hard to implement in distributed networks due to its centralized nature and high-complexity. In contrast, the Greedy Maximal Scheduling (GMS) algorithm
selects the scheduled links greedily according to the queue lengths [69, 98]. Such an algorithm can
be implemented in a distributed manner [69, 90, 93].
It was shown that the GMS algorithm is guaranteed to achieve 50% throughput in switches [44]
and in general graphs under primary interference constraints1 [98]. It also was proved in [32, 134]
that under secondary interference constraints2 the throughput obtained by GMS may be significantly
lower than the throughput under a centralized scheduler.
Although in arbitrary topologies the worst case performance of GMS can be very low, there
are some topologies in which 100% throughput is achieved. Particularly, Dimakis and Walrand [46]
presented sufficient conditions for GMS to provide 100% throughput. Based on these conditions, it
was shown that GMS achieves maximum throughput in tree network graphs under k-hop interference
(for any k) [80, 151], in 2 × n switches [27], and in a number of interference graph classes [151].
The LoP conditions were generalized to provide the σ-Local Pooling (σ-LoP) conditions under
which GMS achieves σ% throughput [80,81]. Using these conditions, lower bounds on the guaranteed
throughput in geometric graphs [80] and in graphs under secondary interference constraints [93] were
obtained.
Several follow-up papers extended our work described in Chapter 3. In [37, 38], the authors
generalized our results by describing the structure of all LoP-satisfying claw-free graphs. The family
of claw-free graphs is a generalization of line graphs, that are in turn structurally equivalent to
network graphs under primary interference constraints. Claw-free graphs are also interesting because
they form a large graph family for which there are known polynomial-time algorithms for solving
the maximum independent set problem.
The authors of [94, 95] expand the notion of σ-LoP to capture a larger portion of the stability
region. Instead of being scaled by a factor σ, the stability region is scaled by a matrix transformation
1 Primary interference constraints imply that each pair of simultaneously active links must be separated by at least
one hop (i.e., the set of active links at any point of time constitutes a matching).
2 Secondary interference constraints imply that each pair of simultaneously active links must be separated by at
least two hops (links). These constraints are usually used to model IEEE 802.11 networks [32].
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Σ(G). Therefore, the region that is guaranteed to be stable under GMS can be shown to be a superset
of the one obtained by regular σ-LoP. In [93], the authors show that GMS achieves maximum
throughput in networks of 8 nodes or less, under a 2-hop interference model.

2.2

Dynamic Graph Properties

Pattern recognition in images was one of the early applications of structural graph metrics [49, 125,
129]. In these works, a picture is first converted to a graph, and an edit distance metric is used in
order to match the result to a catalog of known graphs. Graph edit distance metric has also been
of interest in the graph theory community (e.g., [33]).
Similar structural properties of graphs have recently received some interest in the networking
community. The framework in [100] adapts the type of protocols to be used in the network based on
the connectivity and reliability of the graph. They find, for instance, that in highly unpredictable
and rarely connected graphs, maintaining both the state of the routes and the data packets yields
better performance. Another recent paper analyzes the effects of temporal robustness metrics and
finds that similar metrics in static models can underestimate the resiliency of networks [131].
From an algorithmic perspective, evolving graphs have been proposed as a tool for analyzing
change due to mobility in graphs. Extension of static graph algorithms, such as the shortest path
algorithms, have been generalized for evolving graphs in the form of journey metrics [53]. These
evolving graph metrics were also applied to the study of routing protocols in MANETs [54].
Mobility models are an active field of research that have seen many developments since the survey
paper [30]. Most of the previously considered models were variants of the Random Waypoint model
[78], or the Random Direction model [109, 126]. However, neither model is believed to adequately
represent the behavior of real mobility patterns.
Among the many mobility models that strive for a balance between analytical tractability and
practical relevance, the Levy Walk mobility model has recently received a lot of attention, due
to its relatively good representation of reality [26, 64, 123, 141]. Its heavy-tail nature most closely
captures human motion. Namely, humans move mostly in a given locality and occasionally make
large jumps. The Truncated Levy Walk model is a variant that has been successfully applied to
several experimental traces [123]. Heavy-tail behavior has also been identified in other patterns,
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such as the inter-contact time of mobile nodes [29, 31, 82].
By simplifying the dynamics of evolving graphs, properties of algorithms such as gossiping and
covering were considered in the context of general Markovian models [10] and adversarial models [89].
Bounds on the flooding time were obtained in more specific models, in which each edge evolves
independently of the others and according to a Markov chain [39]. These bounds were further
refined in [14] for the case where the initial graph is an Erdös-Renyi random graph.

2.3

Real-time Power Control for Dynamic Optical Networks

Recent years have seen all-optical networks garner increased attention as a viable option for reducing
the power consumption of data-transport networks [87]. A special issue of the Proceedings to the
IEEE [6] addresses many important problems in all-optical networks, such as reconfigurablity, optical
flow switching, optical network control, and cross-layer impairment-aware optical networks [136].
Modifying traffic patterns in an operational optical network requires one to be aware of the
physical network constraints, the QoT requirements, and Physical Layer Impairments (PLI). This is
true whether impairment-aware RWA algorithms are used [11,45] or decisions are made in an optical
switching fabric [68, 92]. A lot of algorithmic research of optical network control has looked into
efficient Routing and Wavelength Allocation (RWA) problems. Recent developments focus on finding
routes by considering impairments [11], and on the reduction of overall energy consumption [144].
Our work is independent of the type of RWA algorithm used. Our algorithm accepts as input
the network-wide output of an RWA algorithm to determine the appropriate per-wavelength power
assignments, if it is feasible, on a per-link basis, in near real-time.
The energy consumption of the IT sector recently received a lot of attention [87, 110]. For
instance, the GreenTouch Consortium aims to reduce the carbon footprint of telecommunications
equipments and networks by several orders of magnitude [3]. Research in this area considered energyreduction strategies for switching off optical devices at times of low demand [73]. In [124], the authors
propose RWA algorithms that minimize the energy consumption based on the current load in the
network. In both approaches, the algorithms use analytical models rather than measurements, and
therefore, are unlikely to be implemented as-is in real systems given the unpredictable nature of
optical transmissions.
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OPMs offer real-time inspection of transmissions [115] by measuring OSNR and BER. OPMs
have been successfully applied for dynamic optical network control, e.g., switching in an optical
switch using BER as a metric [92] and changing the modulation format in real-time according to
link OSNR [57]. Another important work considers minimizing the sum of convex cost functions (e.g.,
wavelength powers) of a single link based on the OSNR constraints on individual wavelengths [114].
In this chapter, we go beyond a single link, and discuss the solution of this problem for a network
of optical links.

2.4

Joint Transmission in Cellular Networks with CoMP

The benefits of CoMP were first studied using information theoretic models with infinite-capacity and
zero-delay backhaul links, where the wireless channel models included a fully-connected Gaussian
AWGN [28,60] and a hexagonal grid [55]. Later studies also incorporated backhaul constraints both
for uplink [102] and downlink [103] channels.
While theoretical studies demonstrated that CoMP JT has the potential to provide significant
throughput increase, realizing CoMP JT in practical scenarios is challenging. Only recently, implementations demonstrated that the theoretically predicted performance gains can be achieved in
practice [13]. Moreover, MAC protocols for CoMP JT were implemented in [147, 148].
Recent work also focused on user-level scheduling for JT, where the transmitting BSs and their
transmission rates are determined for every user [91, 96, 146], using a fixed MCS for each user.
Specifically, [91, 96, 146] developed heuristics, and evaluated them using simulations. We consider
packet-level scheduling, allowing to assign packets of the same user different utility values and MCSs,
thereby providing more efficient resource utilization. Moreover, we develop approximation algorithms
with performance guarantees and conduct a simulation study to compare the performance of the
approximation and optimal solutions.
Finally, the most relevant packet-level related work is in [9, 41] which did not consider CoMP.
Particularly, a cellular network where a BS has several sectors was considered in [41] and packet-level
scheduling algorithms that jointly schedule the transmission in different sectors were developed. A
network with a single BS was considered in [9] and approximation algorithms that provide queue
stability were developed.
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Chapter 3

Analyzing the Performance of
Greedy Maximal Scheduling
3.1

Introduction

The wireless medium suffers from many propagation effects such as multipath fading. Due to
these difficulties, cross-layer paradigms have been proven to be particularly relevant for wireless
networks. The MaxWeight family of algorithms is one such example that can provide joint routing
and scheduling facilities. In this chapter, we focus on the scheduling aspect of this framework.
Namely, we identify all network topologies in which a greedy, distributed scheduling algorithm,
Greedy Maximal Scheduling (GMS), achieves 100% throughput. For topologies in which GMS is
not optimal we obtain important insights regarding its achievable throughput.
The knowledge of topologies in which GMS performs well can also be used by other layers to optimize overall network performance. For example, physical-layer frequency allocation algorithms can
ensure that such a network topology is employed for each frequency. GMS can then replace complex
scheduling algorithms while achieving maximum throughput. Similarly, the wireless transmission
power of the nodes can be modified to enforce a certain topology to aid in scheduling.
The effective operation of wireless and wireline networks relies on the proper solution of the
packet scheduling problem. In wireless networks, the main challenge stems from the need for a
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decentralized solution to a centralized problem. Even when centralized processing is possible, as
is the case in input-queued switches, designing low complexity algorithms that will enable efficient
operation is a major challenge.
A centralized joint routing and scheduling policy that achieves the maximum attainable throughput region was presented by Tassiulas and Ephremides [138]. That policy applies to a multihop network with a stochastic packet arrival process and is guaranteed to stabilize the network whenever the
arrival rates are within the stability region (i.e., it provides 100% throughput). The results of [138]
have been extended to various settings of wireless networks and input-queued switches (e.g., [8,105]).
However, algorithms based on [138] require the repeated solution of a global optimization problem,
taking into account the queue backlog of every link. For example, even under simple primary interference constraints1 , a maximum weight matching problem has to be solved in every slot, requiring
an O(n3 ) algorithm.
Hence, there has been an increasing interest in simple (potentially distributed) algorithms. One
such algorithm is the Greedy Maximal Scheduling (GMS) algorithm (also termed Maximal Weight
Scheduling or Longest Queue First - LQF). This algorithm selects the set of served links greedily
according to the queue lengths [69, 98]. Namely, at each step, the algorithm selects the heaviest
link (i.e., with longest queue size), and removes it and the links with which it interferes from the
list of candidate links. The algorithm terminates when there are no more candidate links. Such an
algorithm can be implemented in a distributed manner [69, 93].
It was shown that the GMS algorithm is guaranteed to achieve 50% throughput in switches [44]
and in general graphs under primary interference constraints [98]. It also was proved in [32, 134]
that under secondary interference constraints2 the throughput obtained by GMS may be significantly
lower than the throughput under a centralized scheduler.
Although in arbitrary topologies the worst case performance of GMS can be very low, there
are some topologies in which 100% throughput is achieved. Particularly, Dimakis and Walrand [46]
presented sufficient conditions for GMS to provide 100% throughput. These conditions are referred to
as Local Pooling (LoP) and are related to the structure of the network. Based on these conditions, it
1 Primary interference constraints imply that each pair of simultaneously active links must be separated by at least
one hop (i.e., the set of active links at any point of time constitutes a matching).
2 Secondary interference constraints imply that each pair of simultaneously active links must be separated by at
least two hops (links). These constraints are usually used to model IEEE 802.11 networks [32].
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was shown that GMS achieves maximum throughput in tree network graphs under k-hop interference
(for any k) [80, 151], in 2 × n switches [27], and in a number of interference graph classes [151].
The LoP conditions were recently generalized to provide the σ-Local Pooling (σ-LoP) conditions
under which GMS achieves σ% throughput [80,81] (the conditions were reformulated in [94]). Using
these conditions, lower bounds on the guaranteed throughput in geometric graphs [80] and in graphs
under secondary interference constraints [93] were obtained.
From a practical point of view, identifying graphs that satisfy LoP and σ-LoP can provide
important building blocks for partitioning a network (e.g., via channel allocation) into subnetworks
in which GMS performs well [27]. Another possible application is to add artificial interference
constraints to a graph that does not satisfy the LoP conditions in order to turn it into a LoPsatisfying graph. Adding such constraints may decrease the stability region but would enable GMS
to achieve a large portion of the new stability region.
While it is known that under primary interference some graph families (mainly trees and 2 × n
bipartite graphs) satisfy LoP, the exact structure of networks that satisfy LoP was not characterized.
In this chapter, we use graph theoretic methods to obtain the structure of all the network graphs
that satisfy LoP under primary interference constraints (in these networks GMS achieves 100%
throughput). This allows us to develop an algorithm that checks if a network graph satisfies LoP
in time linear in the number of vertices, significantly improving over any other known method.
We note that although primary interference constraints may not hold in many wireless networking
technologies, the characterization provides an important theoretical understanding regarding the
performance of simple greedy algorithms. It also shows that the 2 × n switch is the largest switch
for which 100% throughput is guaranteed.
We then focus on graphs in which GMS does not achieve 100% throughout. We consider bipartite
network graphs (i.e., input-queued switches) and show that for bipartite graphs of size k × n, where
k ≤ 7 and n is arbitrary, GMS achieves at least 66% throughput. Namely, for switches with up to 7
inputs or 7 outputs, the throughput under GMS is bounded from below by 66%. This significantly
improves upon the well known 50% lower bound [44] and confirms many simulation studies (e.g., [62])
in which it was shown that greedy algorithms perform relatively well in switches. To show that this
result does not extend to all bipartite graphs, we show that there exists a 10 × 10 bipartite graph
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for which σ = 0.6.
Finally, we consider interference graphs3 and categorize different graph families according to
their σ values. In particular, we show that all co-strongly perfect graphs satisfy LoP. This class
encapsulates all the classes of perfect LoP-satisfying interference graphs that were identified before
(i.e., chordal graphs, interference graphs of trees, etc.). The observation increases the number of
graphs known to satisfy LoP by an order of magnitude. Regarding σ-LoP we show that there
are graphs with arbitrarily low σ. Since the worst case specific graph identified up to now had
σ = 0.6 [81] and the lowest lower bound known for a graph family was 1/6 [80, 93], this provides
an important insight regarding graphs in which GMS may have bad performance. We conclude
with briefly describing a simulation study that compares the performance of GMS to the optimal
algorithm in graphs with low σ.
Contributions: The main contributions of this chapter are two-fold: (i) a characterization of
all network graphs in which Local Pooling holds under primary interference constraints (in these
network graphs Greedy Maximal Scheduling is guaranteed to achieve 100% throughput) and (ii)
improved lower bounds on the throughput performance of Greedy Maximal Scheduling in small
switches. Overall, this chapter demonstrates that using graph theoretical techniques can significantly
contribute to our understanding of greedy scheduling algorithms.
This chapter is organized as follows. In Section 3.2 we present the model. We characterize all
graphs that satisfy LoP under primary interference constraints in Section 3.3. In Section 3.4 we show
that GMS achieves 66% throughput in switches with up to 7 inputs. We study the performance
of GMS in interference graphs in Section 3.5. The proof of some of the theorems can be found in
Sections 3.6-3.8.

3.2

Model and Preliminaries

In this section, we first present the network model under primary interference and then extend it for
general interference. We also provide some graph theoretic definitions and derive results for graphs
that exhibit certain symmetry.
3 Although it has been recently shown that in some cases the interference graph does not fully capture the wireless
interference characteristics [106], it still provides a reasonable abstraction. Extending the results to general SINRbased constraints is a subject for further research.
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3.2.1

Network Graphs

Consider a network graph G = (V, E), where V = {1, . . . , n} is the set of nodes, and E ⊆ {ij : i, j ∈
V, i 6= j} is a set of links indicating pairs of nodes between which data flow can occur. Following
the model of [27, 46, 81, 138], assume that time is slotted and that packets are of equal size, each
packet requiring one time slot of service across a link. The model considers only single-hop traffic.
A queue is associated with each edge in the network. We assume that the stochastic arrivals to edge
~ the vector of the
ij have long term rates λij and are independent of each other. We denote by λ
arrival rates λij for every edge ij. For more details regarding the queue evolution process under this
model, see [27, 46, 81].
For a graph G, let M(G) be a 0-1 matrix with |E| rows, whose columns represent the maximal
matchings of G. A scheduling algorithm selects a set of edges to activate at each time slot and transmits packets on those edges. Since they must not interfere under primary interference constraints,
the selected edges form a matching. In other words, the scheduling algorithm picks a column π(t)
from the maximal matching matrix M(G) at every time slot t. If π k (t) = 1, one of the two nodes
along edge ek can transmit, and the associated queue is decreased by one. We define the stability
region (or capacity region) of a network as follows.
Definition 1 (Stability region [138]). The stability region of a network G is defined by
n
o
~ |λ
~ < ~u for some ~u ∈ Co(M(G)) ,
Λ∗ = λ
where Co(M(G)) is the convex hull of the columns of M(G) (inequality operators are taken
element-wise when their operands are vectors).
A stable scheduling algorithm (which we also refer to as a throughput-optimal algorithm or an
algorithm that achieves 100% throughput) is defined as an algorithm for which the Markov chain
~ ∈ Λ∗ . It was shown
that represents the evolution of the queues is positive recurrent for all arrivals λ
in [138] that the Maximum Weight Matching algorithm that selects the matching with the largest
total queue sizes at each slot is stable. When an algorithm is not throughput-optimal, the efficiency
ratio γ ∗ indicates the fraction of the stability region for which the algorithm is stable (in simple
~ ∈ γ ∗ Λ∗ ).
words, the queues are bounded for all arrival rates λ
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We briefly reproduce the definitions of Local Pooling (LoP) presented in [27,46].4 In the following,
e denotes the vector having each entry equal to one.
Definition 2 (Subgraph Local Pooling - SLoP). A network graph G satisfies SLoP, if there exists
α ∈ [0, 1]|E| such that αT M(G) = eT .
This definition also corresponds to associating a weight, denoted α(e), to all edges e ∈ E, such
that
X

α(e) = 1 for every maximal matching Z in G.

e∈Z

If a vector α satisfies the above condition, we will say that it is a good edge weighting.
Definition 3 (Overall Local Pooling - OLoP). A net-work graph G satisfies OLoP, if every subgraph
S of G satisfies SLoP.
In [46], Dimakis and Walrand proved that if a graph satisfies OLoP, GMS achieves 100% throughput. In networks in which OLoP is not satisfied, σ-Local Pooling [80,81] provides a way of estimating
the efficiency ratio γ ∗ of GMS. Below, we provide a different definition called σ-SLoP that is equivalent to the original one from [80, 81].
Definition 4 (σ-SLoP - Xi et. al. [94]). A network graph G satisfies σ-SLoP, if and only if there
exists a vector α ∈ [0, 1]|E| such that
σeT ≤ αT M(G) ≤ eT .
Clearly, if a graph satisfies σ-SLoP, it also satisfies σ 0 -SLoP for every σ 0 < σ. Therefore, it is
sufficient to focus on the largest value of σ such that G satisfies σ-SLoP. This value is denoted by
σ(G):
σ(G) := max {σ | G satisfies σ-SLoP} .

(1)

This definition can also be written as a Linear Program whose solution yields the σ(G) for a given
4 This definition slightly differs from that in [27] by setting the sum equal to eT instead of ceT , where c is a positive
constant.
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graph G [94]:

σ(G) =

max σ

(2)

subject to σeT ≤ αT M(G) ≤ eT .
We say that a graph satisfies σ-OLoP, if all of its subgraphs satisfy σ-SLoP. We can then define
the local pooling factor of a graph as follows:
Definition 5 (Joo et. al. [81]). The local pooling factor σ ∗ (G) of a network graph G is the largest
value of σ for which σ-SLoP is satisfied for all subgraphs S.
This definition can also be written in terms of σ(S):
σ ∗ (G) := min {σ(S) | for all subgraphs S of G} .

(3)

It was proved in [81] that the local pooling factor σ ∗ of a graph is equal to the efficiency ratio
γ ∗ of GMS in that graph. For instance, if a graph has a local-pooling factor of 2/3, GMS is stable
~ ∈ 2/3Λ∗ and therefore achieves 66% throughput. Note that σ ∗ (G) = 1, if and
for all arrival rates λ
only if G satisfies the OLoP condition.

3.2.2

Interference Graphs

We now generalize the model by introducing interference graphs. Based on the network graph and
the interference constraints, the interference between network links can be modeled by an interference
graph (or a conflict graph) GI = (VI , EI ) [76]. We assign VI = E. Thus, each edge ek in the network
graph is represented by a node vk in the interference graph, and an edge vi vj in the interference graph
indicates a conflict between network graph links ei and ej (i.e., transmissions on ei and ej cannot
take place simultaneously). Under primary interference, the interference graph GI corresponds to
the line graph of G.
The model and the LoP theory described so far extend to interference graphs. The nodes of
GI correspond to queues to which packets arrive according to a stochastic process at every time
slot. A scheduling algorithm must pick an independent set at each slot so that neighboring nodes
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will not be activated simultaneously. Each column of the matrix M(GI ) corresponds to a maximal
independent set of GI . An algorithm which selects the independent set with the largest weights
(i.e., solves the Maximum Weight Independent Set Problem) is stable. SLoP corresponds to finding
P
a vector α ∈ [0, 1]|VI | that assigns a weight α(u) to each node u such that u∈I α(u) = 1 for every
maximal independent set I in GI . If such a vector exists, we will call it a good node weighting. For
OLoP to be satisfied, SLoP must be satisfied by all induced subgraphs (i.e., with respect to node
removals). σ-SLoP and σ-OLoP extend to this case in a very similar way.

3.2.3

Graph Theoretic Definitions

We review some definitions from graph theory that are required in the following sections (for details,
see [142]). For a graph G, we denote by N (v) the set of neighbors of v and by deg(v) = |N (v)| the
degree of v. For x, y ∈ V (G), we say that x is a clone of y if N (x) = N (y). We say that X ⊆ V (G)
is a clique (independent set) if the vertices in X are pairwise adjacent (non-adjacent). A matching
M is said to cover a node v, if there exists an edge in M that is incident with v. For x ∈ V (G),
we denote by G − x the graph obtained from G by deleting x and all edges incident with it. An
induced subgraph of G is a subgraph of G that is obtained from G by repeatedly deleting a node
and all edges incident with it. For two graphs G1 , G2 , an isomorphism from G1 to G2 is a bijection
φ : V (G1 ) → V (G2 ) such that uv ∈ E(G1 ), if and only if φ(u)φ(v) ∈ E(G2 ). Two graphs G1 ,
G2 are isomorphic, if there exists an isomorphism from G1 to G2 . An automorphism of G is an
isomorphism from G to itself. A graph G is edge-transitive, if for all uv, wx ∈ E(G), there exists an
automorphism φ of G such that φ(u)φ(v) = wx. A graph G is vertex-transitive, if for all u, v ∈ V (G),
there exists an automorphism φ of G such that φ(u) = v. For k ≥ 1, G is k-connected if for every
two distinct vertices in G, there exist k vertex-disjoint paths between them. A graph is connected
if it is 1-connected. A connected component of G is a maximal connected induced subgraph of G.
Finally, for n ≥ 1, we let Kn denote the complete graph on n nodes and, for t ≥ 1, we let Kt,n
denote the t × n complete bipartite graph.
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3.2.4

σ(G)–values and Bounds on σ(G)

We now describe a simple method to compute a lower bounds on σ(G) and provide a method for
calculating σ(G) of edge- and vertex-transitive graphs. These are graphs that exhibit a high degree
of symmetry (e.g., cycles). We will use the following notation:

ν(G) = max{|Z| : Z is a matching in G},
µ(G) = min{|Z| : Z is a matching in G}.

The following lemma presents a lower-bound on σ(G) [93]. Using Definition 4, we provide an
alternative proof below.
Lemma 1 (Leconte et al. [93]). For any graph G, σ(G) ≥ µ(G)/ν(G) .
Proof of Lemma 1. Let α(e) = 1/ν(G)∀e ∈ E(G). This is clearly a good edge weighting for G. Since
P
every maximal matching in G has size at least µ(G), it follows that µ(G)/ν(G) ≤ e∈Z α(e) ≤ 1
for every maximal matching Z in G. Therefore, σ(G) ≥ µ(G)/ν(G).
To demonstrate the benefits of the σ-OLoP definition, we provide a very simple proof to the
fact that GMS achieves 50% throughput in any network graph G (shown in different methods
in [44, 98]). First, note that the size of any maximal matching is at least half the size of a maximum
matching [118], which means that µ(G) ≥ ν(G)/2, for all G. By Lemma 1 and (3), it follows that
σ ∗ (G) ≥ 1/2 for every graph G, and therefore that γ ∗ ≥ 1/2.
In order to extend this lemma to general interference graphs, we define the independent set
counterparts of µ(G) and ν(G):

ν(GI ) = max{|S| : S is an independent set in GI },
µ(GI ) = min{|S| : S is an independent set in GI }.
It is easy to generalize Lemma 1 to interference graphs GI to show that σ(GI ) ≥ µ(GI )/ν(GI ). For
vertex-transitive graphs, the following is a stronger counterpart of Lemma 1, proved in Appendix
3.6:
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Lemma 2. If GI is vertex-transitive, then σ(GI ) = µ(GI )/ν(GI ).
Since edge-transitive networks graphs are special cases of vertex-transitive interference graphs,
Lemma 3 follows from Lemma 2:
Lemma 3. If G is edge-transitive, then σ(G) = µ(G)/ν(G).
Proof. Notice that it follows, from the fact that G is edge-transitive, that the line graph L(G) of
G is vertex-transitive. Moreover, since matchings in G correspond to independent sets in L(G), it
follows that µ(G) = µ(L(G)) and ν(G) = ν(L(G)). Hence, it follows from Lemma 2 that σ(G) =
µ(L(G))/ν(L(G)) = µ(G)/ν(G).

3.3

Network graphs that satisfy OLoP under primary interference

Only a small collection of network graphs have been shown to satisfy OLoP under primary interference. Among the known cases are trees [27, 80], and 2 × n bipartite graphs [27]. The main result of
this section is a description of the structure of all network graphs that satisfy OLoP under primary
interference. This structure shows that such graphs are relatively easy to construct and, moreover,
they can be recognized in linear time. The proofs of the results for this section can be found in
Appendix 3.7.
Define the following families of graphs. For k ≥ 3, let Ck be a cycle with k edges (or, equivalently,
k nodes). For k ≥ 0 and p, q ∈ {5, 7}, let Dkp,q be the graph formed by the union of two cycles of
size p and q joined by a k-edge path (where k ≥ 0). If k = 0, the cycles share a common node (see
Fig. 8-(a) and 8-(b)). Let F = {Ck k ≥ 6, k 6= 7} ∪ {Dkp,q k ≥ 0; p, q ∈ {5, 7}}. For two graphs G
and H, we say that G contains H as a subgraph if G has a subgraph that is isomorphic to H. We
will say that a graph G is F-free, if it does not contain any graph F ∈ F as a subgraph.
We will focus on connected graphs, because it is easy to see that a graph satisfies OLoP, if and
only if all its connected components satisfy OLoP. So we may assume without loss of generality that
all graphs in this section are connected graphs.
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(a) D05,7

(b) D35,5

(c) Petersen graph

Figure 8: Graphs (a) and (b): examples of graphs from the family Dkp,q , all of which fail OLoP under
primary interference. Graph (c): the Petersen graph. This graph does not satisfy OLoP because it
contains, among other graphs, C6 and D15,5 (bold edges) as subgraphs.
The results in this section are three-fold. First, in Subsection 3.3.1, we give a structural description of all F-free graphs. Second, in Subsection 3.3.2, we will use this description to prove the
following theorem:
Theorem 1. A network graph G satisfies OLoP under primary interference, if and only if G is
F-free.
Theorem 1 shows that if a network graph G does not satisfy OLoP under primary interference,
then G contains some F ∈ F as a subgraph. For example, it was previously shown that the Petersen
graph (Fig. 8-(c)) fails OLoP [81]. Using Theorem 1 we can immediately see this from the fact that
it contains, for example, C6 and D15,5 as a subgraph.
Testing whether a network graph satisfies SLoP previously required enumerating all maximal
matchings (of which there are an exponential number) and solving a Linear Program [46]. To test
the OLoP condition, this procedure had to be repeated for every subgraph. The weakness of this
approach is its large computational effort. In Subsection 3.3.3, we present the third result, which
uses the structure of F-free graphs to construct an algorithm that decides in linear time whether a
graph satisfies OLoP, as described in the following theorem:
Theorem 2. It can be decided in O(|V (G)|) time whether a network graph G satisfies OLoP under
primary interference.

3.3.1

The Structure of F-free Graphs

We will start with a structural description of F-free graphs. The reason for our interest in F-free
graphs is the fact (which will be proved in Subsection 3.3.2) that the class of F-free graphs is
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precisely the class of network graphs that satisfy OLoP under primary interference.
We will describe the structure of F-free graphs in terms of the so-called ‘block decomposition’.
Let G be a connected graph. We call x ∈ V (G) a cut-node of G, if G − x is not connected. We
call a maximal connected induced subgraph B of G such that B has no cut-node a block of G. Let
B1 , B2 , . . . , Bq be the blocks of G. We call the collection {B1 , B2 , . . . , Bq } the block decomposition
of G. It is known that the block decomposition is unique and that E(B1 ), E(B2 ), . . . , E(Bq ) forms
a partition of E(G) (e.g., [142]). Furthermore, the node sets of every two blocks intersect in at most
one node and this node is a cut-node of G.
Block decompositions give a tree-like decomposition of a graph in the following sense. Construct
the block-cutpoint graph of G by keeping the cut-nodes of G and replacing each block Bi of G by
a node bi . Make each cut-node v adjacent to bi if and only if v ∈ V (Bi ). It is known that the
block-cutpoint graph of G forms a tree (e.g., [142]). With this tree-like structure in mind, we say
that a block Bi is a leaf block if it contains at most one cut-node of G. Clearly, if q ≥ 2, then {Bi }qi=1
contains at least two leaf blocks.
It turns out that the block decomposition of an F-free graph is relatively simple in the sense that
there are only two types of blocks. The types are defined by the following two families of graphs.
Examples of these families appear in Fig. 9.
B1 : Construct B1 as follows. Let H be a graph with V (H) = {c1 , c2 , . . . , ck }, with k ∈ {5, 7}, such
that
1. c1 -c2 - · · · -ck -c1 is a cycle;
2. if k = 5, then the other adjacencies are arbitrary; if k = 7, then all other pairs are
non-adjacent, except possibly {c1 , c4 }, {c1 , c5 } and {c4 , c7 }.
Then, H ∈ B1 .
Now iteratively perform the following operation. Let H 0 ∈ B1 and let x ∈ V (H 0 ) with deg(x) =
2. Construct H 00 from H 0 by adding a node x0 such that N (x0 ) = N (x). Then, H 00 ∈ B1 . We
say that a graph is of the B1 type if it is isomorphic to a graph in B1 .
+
+
B2 : Let B2 = {K2 , K3 , K4 } ∪ {K2,t , K2,t
| t ≥ 2}, where K2,t
is constructed from K2,t by adding

an edge between the two nodes on the side that has cardinality 2. We say that a graph is of
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the B2 type, if it is isomorphic to a graph in B2 .
In simple words, graphs of the B1 type are constructed by starting with a cycle of length five
or seven. Then we may add some additional edges between nodes of the cycle, subject to some
constraints. Finally, we may iteratively take a node x of degree 2 and add a clone x0 of x. It will
turn out that F-free graphs have at most one block of the B1 type and that all other blocks are of
the B2 type. This means that F-free graphs can be constructed by starting with a block that is
either of the B1 or of the B2 type, and then iteratively adding a block of the B2 type by ‘glueing’ it
on an arbitrary node.
Fig. 9 shows an example of an F-free graph. The tree-like structure is clearly visible. The graph
has one block of the B1 type with k = 7. This block consists of a cycle of length 7 together with two
clones. The other blocks are of the B2 type. Some of them are attached to the block of the B1 type
through a cut-node. Others are attached to other blocks of the B1 type. Notice that trees and 2 × n
complete bipartite graphs, which were previously known to satisfy OLoP [27, 80], are, as should be
expected, subsumed by this structure.
The goal of this subsection is to prove the following formal version of the characterization given
above:
Theorem 3. Let G be a connected graph and let {B1 , B2 , . . . , Bq } be the block decomposition of G.
Then G is F-free, if and only if there is at most one block that is of the B1 type and all other blocks
are of the B2 type.
The proof of the ‘if’ direction is straightforward. Here, we will give a proof sketch of the ‘only-if’
direction in a number of steps. For a block B in an F-free graph, its type depends on the size of
the longest cycle in B. It will turn out that if B contains a cycle of length 5 or 7, then B is of the
B1 type. Otherwise, B is of the B2 type. We have the following result on blocks that have a cycle
of length five or seven.
Lemma 4. Let G be an F-free graph and let B be a block of G. Let F be a cycle in B that has
maximum length. If |V (F )| ≥ 5, then B is of the B1 type.
Next, we deal with blocks that do not contain a cycle of length 5 or 7. It follows from the
definition of F-free graphs that such blocks do not have cycles of length at least 5. Maffray [99]
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Figure 9: An example of an F-free graph (the dashed edges may or may not be present). The ellipses
show the blocks of the graph.
proved the following theorem:
Theorem 4. [Maffray [99]] Let G be a graph. Then, the following statements are equivalent:
(1) G does not contain any odd cycle of length at least 5.
(2) For every connected subgraph G0 of G, either G0 is isomorphic to K4 , or G0 is a bipartite graph,
+
or G0 is isomorphic to K2,t
for some t ≥ 1, or G0 has a cut-node.

Theorem 4 implies the following lemma.
Lemma 5. Let G be an F-free graph and let B be a block of G. Suppose that B contains no cycle
of length at least 5. Then, B is of the B2 type.
We are now ready to prove Theorem 3:
Proof of Theorem 3. Let G be an F-free graph and let {B1 , B2 , . . . , Bm } be the block decomposition
of G. For every i ∈ {1, 2, . . . , m}, if Bi contains a cycle of length 5 or 7, it follows from Lemma
4 that Bi is of the B1 type. Otherwise, it follows from from Lemma 5 that Bi is of the B2 type.
Now suppose that there are i 6= j and p, q ∈ {5, 7} such that Bi contains a cycle T1 of length p and
Bj contains a cycle T2 of length q. Since G is connected, there exists a path P of length k ≥ 0
from a node in T1 to a node in T2 . Since T1 and T2 are subgraphs of different blocks, T1 and T2
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share at most one node. If they share a node, then k = 0. Now the edges of T1 , T2 , P form a graph
isomorphic to Dkp,q , a contradiction. This proves Theorem 3.

3.3.2

Network graphs satisfy OLoP under primary interference, if and
only if they are F-free

Now that we have described the structure of all F-free graphs, we use this structure to prove Theorem
1 which states that a network graph satisfies OLoP under primary interference, if and only if it is
F-free. It was shown in [27] (Theorems 2 and 3) that all cycles of length k ≥ 6, k 6= 7 fail SLoP.5
Therefore, such cycles do not appear as subgraphs in graphs that satisfy OLoP. The following lemma
shows that the same is true for the graphs Dkp,q .
Lemma 6. Dkp,q fails SLoP for all p, q ∈ {5, 7}, k ≥ 0.
The results from [27] together with Lemma 6 imply the following result:
Corollary 1. Graphs that satisfy OLoP are F-free.
Proof. Let G be a graph that satisfies OLoP. By the definition of OLoP, every subgraph H of G
satisfies SLoP. Since every graph in F fails SLoP, it follows that G does not contain any graph in F
as a subgraph.
Corollary 1 settles the ‘only-if’ direction of Theorem 1. To prove the ‘if’ direction, we will start
with a useful lemma.
Lemma 7. Let G be a graph and x, x0 ∈ V (G) such that deg(x) = 2 and x0 is a clone of x. Then,
G satisfies SLoP.
Proof. Let x and x0 be as in the claim and let {z1 , z2 } = N (x). Define α ∈ [0, 1]

α(e) =





1/2




1






0

|E|

by

if e is incident with z1 or z2 , and e 6= z1 z2
if e = z1 z2
otherwise.

5 Although the case considered in [27] pertains to interference graphs, the network case is identical since the
interference graph (under primary interference) of a cycle is a cycle of the same length.
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To see that α is a good edge weighting for G, let M be a maximal matching in G0 . If z1 z2 ∈ M ,
P
then no other edge in M is incident with z1 or z2 and hence e∈M α(e) = 1. Therefore we may
assume that z1 z2 6∈ M . It suffices to show that M covers both z1 and z2 . So let us assume to the
contrary that M does not cover z1 . Since M is a matching, at most one of xz2 , x0 z2 is in M . From
the symmetry, we may assume that xz2 6∈ M . But now we may add xz1 to the matching and obtain
a larger matching, contary to the maximality of M .
The following lemma is the crucial step in settling the ‘if’ direction of Theorem 1. Again, we
give the proof idea.
Lemma 8. Every connected F-free satisfies SLoP.
Proof idea. Let G be a connected F-free graph and let {B1 , B2 , . . . , Bq } be the block decomposition
of G. It follows from Theorem 3 that there is at most one block Bi that is of the B1 type and all
other blocks are of the B2 type. We will construct a good edge weighting α for G.
Suppose first that G has a leaf block Bi of the B2 type. If q = 2, then let x be the cut-node of
G in V (Bi ). If q = 1, let x ∈ V (Bi ) be arbitrary. There are four cases:
(1) Bi is isomorphic to K2 : let x, v denote the nodes of Bi . Let α(e) = 1 for all edges incident
with x and α(e) = 0 for every other edge e.
(2) Bi is isomorphic to K3 : let α(e) = 1 for all e ∈ E(Bi ) and α(e) = 0 for every other edge e.
(3) Bi is isomorphic to K4 : let x, v1 , v2 , v3 denote the nodes of Bi and let α(v1 v2 ) = α(v1 v3 ) =
α(v2 v3 ) = 1 and α(e) = 0 for all e ∈ (E(G) \ {v1 v2 , v1 v3 , v2 v3 }).
+
(4) Bi is isomorphic to K2,t or K2,t
for some t ≥ 2: let V (Bi ) = V1 ∪ V2 such that |V1 | = 2 and
+
V2 is an independent set. Let V1 = {y1 , y2 } and let V2 = {z1 , z2 , ..., zt }. If Bi is isomorphic to K2,2

and x ∈ V2 , then assume that x = z1 and set α(y1 z2 ) = α(y2 z2 ) = α(y1 y2 ) = 1. Otherwise, Bi
contains nodes p, p0 such that deg(p) = deg(p0 ) = 2 and p0 is a clone of p, and hence, the result
follows from Lemma 7.
Thus, we may assume that G does not have a leaf block of type B2 . Since if q ≥ 2, G has at
least two leaf blocks, and hence, at least one leaf block of the B2 type, we may assume that q = 1
and G = B1 is of the B1 type. Let H, k be as in the definition of B1 . It follows from the definition
of H that |V (H)| = k. First, suppose that V (G) \ V (H) 6= ∅. Then, it follows from the definition
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of B1 that there exist two nodes x, x0 such that deg(x) = deg(x0 ) = 2 and x0 is a clone of x. By
Lemma 7, G satisfies SLoP. So we may assume that V (G) = V (H). If k = 5, then every maximal
matching has size two, and hence, we may set α(e) = 1/2 for all e ∈ E(G). If k = 7, then every
maximal matching has size three, and hence, we may set α(e) = 1/3 for all e ∈ E(G).
We are now in a position to prove Theorem 1:
Proof of Theorem 1. Corollary 1 is the ‘only-if’ part of the theorem. For the ‘if’ part, since every
subgraph of G is F-free, it follows from Lemma 8 that every subgraph of G satisfies SLoP. Therefore,
G satisfies OLoP.

3.3.3

Recognizing network graphs that satisfy OLoP under primary interference

Having described the structure of graphs that satisfy OLoP, we provide an efficient algorithm for
testing whether a network graph satisfies OLoP under primary interference. A useful observation is
the following (see Appendix 3.7 for the proof).
Lemma 9. |E(G)| ≤ 2|V (G)| for every F-free graph G.
This puts us in a position to prove Theorem 2.
Proof idea of Theorem 2. We may assume that G is connected. By Theorems 1 and 3, it suffices to
check whether G has the structure described in Theorem 3. We propose the following algorithm. Let
n = |V (G)| and m = |E(G)|. First, check that m ≤ 2n, because otherwise G is not F-free by Lemma
9 and we can stop. Now, construct the block decomposition {B1 , B2 , ..., Bq } of G. Since m ≤ 2n,
this can be done in O(n + m) = O(n) time (see e.g., [66]). For each block Bi , test in O(|V (Bi )|)
time whether Bi is of the B2 type. If G has more than one block that is not of the B2 type, then G
is not F-free and we stop. If we encounter no such block, then G is F-free and we stop. Next, check
whether B ∗ is of the B1 type using multiple applications of Bodlaender’s algorithm [24] which, for
fixed k, finds a cycle of length at least k in a given graph H, if it exists, in O(k!2k |V (H)|) time.
Checking this can be done in O(|V (B)|) time. Therefore, the overall complexity of the algorithm is
O(n).
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Figure 10: The Desargues graph D for which σ(D) = 0.6 and which is a subgraph of K10,10 , showing
that σ ∗ (K10,10 ) ≤ 0.6.

3.4

t × n switches with t ≤ 7 satisfy σ ∗ ≥ 2/3

In the previous section, we characterized the full set of graphs that satisfy OLoP. It is only natural
to ask the question: what happens to graphs that do not satisfy OLoP? In this section, we will show
that every bipartite graph G that has one side with at most 7 nodes satisfies σ ∗ (G) ≥ 2/3, which
implies that σ ∗ (Kt,n ) = 2/3 for 3 ≤ t ≤ 7, n ≥ 3. We also note that this bound is close to being
tight by presenting a bipartite graph with 10 nodes on one side for which σ ∗ (G) < 2/3. Consider
the so-called Desargues graph D in Fig. 10. D is edge-transitive and hence it follows from Lemma
3 and the fact that ν(D) = 10 and µ(D) = 6 that σ(D) = 3/5. Since D is a subgraph of K10,10 , this
implies that σ ∗ (Kt,n ) ≤ 3/5 for all t ≥ 10, n ≥ 10.
We now concentrate on subgraphs of Kt,n with t ≤ 7, n ≥ 1. We will start with some easy
observations that help give a lower bound on σ(G).
Lemma 10. Let G be a graph.
(a) If there exists v ∈ V (G) such that every maximal matching in G covers v, then σ(G) = 1.
(b) If deg(v) = 1 for some v ∈ V (G), then σ(G) = 1.
(c) If deg(v) = 2 for some v ∈ V (G), then σ(G) ≥ 2/3.
Proof. Part (a): let α(e) = 1 for all edges incident with v and α(e) = 0 for all other edges. Clearly,
P
every maximal matching Z satisfies e∈Z α(e) = 1. This proves (a). Part (b) follows immediately
because if deg(v) = 1, then every maximal matching covers the unique neighbor u of v. Part (c):
let a, b be the neighbors of v. Let α(av) = α(bv) = 2/3, α(ab) = 1 if ab ∈ E(G), α(e) = 1/3 for all
edges e 6∈ {ab, bv, av} that are incident with a or b, and α(e) = 0 for all other edges. It is not hard
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to see that

P

e∈Z

α(e) ≥ 2/3 for every maximal matching Z in G. This proves (c), thus proving

Lemma 10.
By using the conditions given in Lemmas 10 and 1, we prove the following lemma in Appendix
3.8:
Lemma 11. Let G be a bipartite graph with µ(G) ≤ 4. Then σ(G) ≥ 2/3.
Lemma 11 has the following corollaries:
Corollary 2. Every bipartite graph G with ν(G) ≤ 7 satisfies σ ∗ (G) ≥ 2/3.
Proof. Let H be a subgraph of G (perhaps H = G). Clearly, ν(H) ≤ ν(G) ≤ 7. If µ(H) ≤ 4,
then, from Lemma 11, σ(H) ≥ 2/3. Otherwise, µ(H) ≥ 5 and hence it follows from Lemma 1 that
σ(H) ≥ 5/7 > 2/3. Therefore, σ(H) ≥ 2/3 for all subgraphs H of G, and σ ∗ (G) ≥ 2/3.
It is already known that σ ∗ (Kt,n ) = 1 for t ∈ {1, 2}. For 3 ≤ t ≤ 7, we obtain:
Corollary 3. σ ∗ (Kt,n ) = 2/3 for all 3 ≤ t ≤ 7, n ≥ 3.
Proof. Let 3 ≤ t ≤ 7, n ≥ 3. It follows from Corollary 2 that σ ∗ (Kt,n ) ≥ 2/3. Since Kt,n has C6 as
a subgraph and σ(C6 ) = 2/3, it follows that σ ∗ (Kt,n ) = 2/3.

3.5

Interference graphs and their σ ∗ –values

Our focus so far has been on network graphs and primary interference constraints. We now consider
general interference graphs GI that represent arbitrary transmission constraints. Recall that under
general interference constraints, a scheduling algorithm has to select an independent set from the
interference graph at each slot. We are interested in the performance of a low-complexity GMS
algorithm which greedily picks the nodes with the largest weight (this algorithm is also referred to
as the Maximal Weighted Independent Set algorithm). The results are summarized in Fig. 11 which
illustrates throughput guarantees of several graph families.
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Figure 11: Throughput guarantees (bounds on σ ∗ ) for various interference graph families: P - Perfect
graphs, P - Non-perfect graphs, ECyc ≥ 6 - cycles Cn with n even and n ≥ 6, OCyc ≥ 9 - cycles
Cn with n odd and n ≥ 9, L(Bip) ≤ 7 - line graphs of k × n bipartite graphs with k ≤ 7, CBip
- Chordal bipartite graphs, L(Pet) - Line graph of the Petersen graph, L(F-free) - Line graphs of
F-free graphs, Fig42 - Graph from Fig. 42 in [72], MK - Möbius-Kantor graph, F2 - graph obtained
by a single cycle substitution, Fk - sequence of graphs obtained by recursive cycle substitutions.

3.5.1

OLoP-satisfying Interference Graphs

We first show that the OLoP condition holds in a large subclass of perfect graphs which we will call
co-strongly perfect graphs:
Definition 6 (Co-strongly perfect graph). A graph GI is co-strongly perfect if for every induced
subgraph H of GI there exists α ∈ {0, 1}

|V (H)|

such that αT M(H) = eT .

Equivalently, a graph GI is co-strongly perfect, if and only if GI contains a clique that intersects
every maximal independent set in G. It follows from the definition, and from the interference graph
counterparts of Definitions 2 and 3 that every graph that is co-strongly perfect satisfies OLoP.
Note from the above weighting that co-strongly perfect graphs satisfy OLoP with an integer
vector α. An open question is whether all perfect graphs that satisfy OLoP do so with integer
weights α. This is not true for imperfect graphs, because C5 is an imperfect graph that satisfies
OLoP with the unique optimal node weighting α(v) = 1/2 for all v ∈ V (C5 ). The vertical division
of Fig. 11 into perfect and non-perfect graphs, denoted P and P , respectively, allows us to represent
this open problem by the question mark in the perfect division.
The Co-Strongly Perfect class includes a large number of perfect graph families (some of them
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identified individually in [151]). To provide some context about the magnitude of the result, consider
the set of simple graphs with 10 nodes. There are 3,063,185 such co-strongly perfect graphs. This
can be compared to the 126,768 chordal graphs with 10 nodes (the chordal graphs family is one of
the largest previously known families satisfying OLoP) and to the 106 trees [135].
We proved in Section 3.3.1 that F-free network graphs are OLoP-satisfying under primary interference. This is shown in Fig. 11 by the class L(F-free) (line graphs of F-free graphs), which
is a subclass of the Line Graphs family. Since L(F-free) graphs represent all OLoP-satisfying line
graphs, this family covers the entire section of Line Graphs that is in the σ ∗ = 1 division. The
chordal bipartite family, denoted CBip on Fig. 11, is another family that is entirely OLoP-satisfying
and forms the subclass of Bipartite graphs that are co-strongly perfect and OLoP-satisfying [151].

3.5.2

σ ∗ –values for Line Graphs

We examine the σ ∗ values of interference graphs that are Line Graphs and that fail OLoP. As
mentioned in Section 3.2 and in [98], σ ∗ ≥ 1/2 for all Line Graphs. In Fig. 11, the bottom part of
this family is shaded to indicate that we still do not have any specific example of a line graph for
which σ ∗ = 1/2. The line graph with the lowest known σ ∗ value (σ ∗ = 0.6) is the line graph of the
Petersen graph (Fig. 8-(c)) [81], denoted L(Pet).
We consider families that are subclasses of line graphs. The results on bipartite network graphs
from Section 3.4 (line graphs of subgraphs of Kt,n with t ≤ 7 have σ ∗ ≥ 2/3) are shown on the figure
as the L(Bip) ≤ 7 class which is located in the top and the second divisions.
We now obtain the σ ∗ values of the entire family of cycles, some of which have been considered
individually in the literature. For the 6-cycle it has been shown that σ ∗ = 2/3 [46, 81] (represented
by the point C6 on Fig. 11). It has also been shown that C5 and C7 satisfy OLoP, while larger cycles
(n ≥ 8) do not [151]. Using Lemma 2, the following lemma provides the value of σ ∗ for all cycles.
Lemma 12. For n ≥ 3, σ ∗ (Cn ) = dn/3e/bn/2c.
Proof. Let n ≥ 3. Since every proper induced subgraph H of Cn (i.e. H 6= Cn ) is a forest, we
have σ(H) = 1 for every such H. Now consider Cn itself. A maximum independent set in Cn can
be constructed by choosing nodes alternatingly on the cycle. This implies that ν(GI ) = bn/2c. A
smallest maximal independent set can be constructed by choosing nodes skipping two nodes at a
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(a)

(b)

Figure 12: Graphs that have low σ ∗ values: (a) Möbius-Kantor graph (b) F2 , a graph where each
node of a C6 is substituted by a C6 .
time. This implies that µ(GI ) = dn/3e. Since Cn is vertex-transitive, it follows from Lemma 2 that
σ(GI ) = dn/3e/bn/2c. From this and the above, the result follows from the definition of σ ∗ (GI ).
To the best of our knowledge, this is the first time an entire family’s σ–value has been characterized this precisely. This result is shown in Fig. 11 as the classes ECyc ≥ 6 and OCyc ≥ 9, for large
even and odd cycles, respectively. No odd cycle can have σ ∗ = 2/3, which is why the OCyc family
is strictly within the second division. As can be seen in Fig. 11, the class ECyc ≥ 6 is exactly the
intersection of the Bipartite and the Line Graphs families that do not satisfy OLoP.6 In other
words, there are no bipartite line graphs that have σ ∗ < 1 and that are not large even cycles. Since
dn/3e/bn/2c ≥ 2/3 for all n ≥ 3, the following result for the lower-bound of arbitrary cycles, that
was proved in [94], is immediately obtained from Lemma 12.
Lemma 13 (Boyaci et. al. [94]-Lemma 16). For all cycles Cn , n ≥ 3, σ ∗ (Cn ) ≥ 2/3.

3.5.3

Low σ ∗ –values

We now focus on graphs with very low σ ∗ . The current knowledge of σ ∗ –values is limited to a
handful graphs in which GMS achieves a large portion of the stability region. The lowest σ ∗ –value
of a specific graph is σ ∗ = 0.6 for the line graph of the Petersen graph [81]. In [80], it was shown
that for geometric graphs 1/6 ≤ σ ∗ ≤ 1/3. Below, we present a graph that has σ ∗ = 0.5 and provide
a method through which it is possible to create networks with arbitrarily low σ ∗ .
Consider the graph shown in Fig. 12-(a). It is a generalized Petersen graph with factors GP (8, 3),
also known as the Möbius-Kantor graph MK. Because of its vertex-transitivity, it follows from
6 Since line graphs do not contain induced claws (i.e., complete bipartite graphs K
1,3 ), it follows that bipartite line
graphs have maximum degree of two. Hence, the family of bipartite line graphs consists of paths and even cycles.
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Lemma 2 and from the fact7 that ν̄(MK) = 8 and µ̄(MK) = 4 that σ ∗ (MK) = 1/2. Hence, GMS
can only guarantee 50% throughput.8 Being a bipartite graph, the Möbius-Kantor implies that
Bipartite graphs can have σ ∗ values as low as 0.5, as illustrated in Fig. 11. Whether bipartite
graphs can have σ ∗ < 0.5 is still an open question, shown by the shaded region in Fig. 11.
Now consider the following family. Let F1 be a 6-cycle and, for k ≥ 2, construct Fk from Fk−1
by substituting a 6-cycle for each node v ∈ V (Fk ). By substituting C6 for a node x of the original
graph, we mean that we replace x by a 6-cycle H and we make every v ∈ V (H) adjacent to every
neighbor of x. For example, F2 is shown in Fig. 12-(b), (where the hexagons represent 6-cycles).
Using Lemma 2 and the fact that the Fk are vertex-transitive, we prove the following observation:
k

Observation 1. σ ∗ (Fk ) ≤ (2/3) for all k ≥ 1.
Proof. Clearly, every Fk is vertex-transitive. Let us consider F2 . A maximum independent set in
F2 can be constructed by first choosing three non-consecutive 6-cycles and, next, choosing three
non-consecutive nodes from each of these three 6-cycles. It is clear that this constitutes a maximum
independent set and its size is 3 × 3 = 9. A minimum maximal independent set in F2 can be
constructed by choosing two opposite 6-cycles and, next, choosing two opposite nodes from each
of these two 6-cycles. This gives a maximal independent set of size 2 × 2 = 4. Since F2 is vertextransitive, it follows from a direct extension of Lemma 1 to interference graphs that σ(F2 ) = 4/9 and
hence σ ∗ (F2 ) ≤ 4/9. This reasoning extends easily to the general case, where we have ν(Fk ) = 3k
k

and µ(Fk ) = 2k . Therefore, σ ∗ (Fk ) ≤ (2/3) .
Since we may choose k arbitrarily large, it follows that there exist graphs with arbitrarily small
σ ∗ . A graph generated by this method appears in Fig. 11 as F2 and the sequence of graphs obtained
through recursive substitution with decreasing σ ∗ –values is shown as Fk.
Finally, it can be shown that the family of weakly chordal graphs that was left unresolved in [151]
is not entirely OLoP-satisfying. An example of a weakly chordal graph that is not co-strongly perfect
and that has σ ∗ < 1 appears in Fig. 42 in [72] and is denoted in Fig. 11 as Fig42.
7 The largest independent set of µ(G ) = 8 is constructed by selecting four nodes from the outer cycle and four
I
from the inner cycle. The smallest independent set of ν(GI ) = 4 is constructed by selecting two opposite nodes from
the outer cycle and two opposite nodes from the inner cycle.
8 Note that since this graph contains a claw (i.e., a complete bipartite graph K
1,3 ), it cannot be the interference
graph of any network under primary interference constraints.
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3.5.4

Simulation Results

When GMS guarantees only low throughput efficiency γ ∗ , there may exist a specific arrival rate
outside of γ ∗ Λ∗ for which GMS is not stable. In real-life arrival processes, it is sometimes unlikely
that such an arrival process would occur. Hence, GMS may behave better than predicted. We used
Matlab simulations in order to evaluate the performance of GMS in graphs with low σ ∗ identified
in Section 3.5.2.
We consider i.i.d. uniform arrival of packets to every node of an interference graph GI at each
time slot for a range of normalized loads within the stability region. Since we are using interference
graphs, each node in the graph GI represents a link in the network graph GN . Each node contains a
queue whose size changes with the arrival of new packets and the service of queues by the scheduler.
Nodes that are connected by a link cannot be activated at the same time. We tested GMS and the
optimal algorithm that solves the Maximum Weight Independent Set problem9 . For each arrival
rate, the simulation was run for 1,100,000 slots and the first 100,000 slots were discarded to account
for the initial phase. The results were averaged over 10 repetitions. As an example, the average
queue size for three specific graphs are plotted in Fig. 13. For the cycle C12 , σ ∗ = 2/3, but the
queues under GMS become unstable at a load level of 0.9. Although for the Möbius-Kantor graph,
σ ∗ = 1/2, GMS performs better than in C12 . For the OLoP-satisfying cycle C5 , GMS and the
optimal algorithm perform similarly.

3.6

Proof of Lemma 2 (Section 3.2)

Let GI be a graph. The following lemma pro constructing optimal solutions to the following Linear
Program, which is the interference graph analog of (2):

σ(GI ) =

max σ

subject to σeT ≤ αT I(GI ) ≤ eT ,
9 Although

the problem is NP-complete, we obtained numerical solutions in small graphs.

(4)
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Figure 13: Average queue sizes as a function of the arrival rate under GMS and the optimal algorithm. The results are obtained via simulation in a 12-cyle (C12 ), a Möbius-Kantor graph, and a
5-cycle (C5 ).
where α ∈ [0, 1]|V (GI )| and I(GI ) is the maximal independent set/vertex incidence matrix corresponding to GI . Note that I(GI ) is the independent set counterpart of M(G) introduced previously.
For two functions f : Z → Y and g : X → Z, we denote by f ◦ g the composition of f with g, i.e.
f ◦ g : X → Y is defined as f ◦ g(x) = f (g(x)). For an integer k ≥ 0 and an automorphism φ of G,
we denote by φk the kth composition of φ with itself (where φ0 denotes the identity function).
The following lemma will be used for proving Lemma 2:
Lemma 14. Let GI be a vertex-transitive graph. If (4) has a solution (σ, α), then (4) has a solution
(σ, α0 ) such that α0 (v) = c for all v ∈ V (GI ).
Proof. Let (σ, α) be a solution of (4) such that

f (α) :=

X
u,v

α(u) − α(v)

is minimum. If f (α) = 0, then the lemma holds. So suppose for a contradiction that f (α) > 0.
Then let x, y ∈ V (GI ) such that |α(x) − α(y)| is maximum. Since GI is vertex-transitive, there
exists an automorphism φ of GI such that φ(x) = y. Let K ≥ 1 be smallest such that φK = φ and
define
β=

K−1
1 X
α ◦ φk .
K
k=0
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Since φ is an automorphism, every term in the summation corresponds to a solution (σ, α ◦ φk ) of
(4). Since β is the convex combination of solutions of (4), β is also a solution of (4). From the
triangle inequality for u, v ∈ V (GI ),
K−1
1 X
β(u) − β(v) ≤
α(φk (u)) − α(φk (v)) .
K
k=0

By the construction of β, β(x) = β(y). Notice that f (α) = f (α◦φk ) for all k. Since |α(x)−α(y)| >
0, we obtain

f (β) =

X
u,v

β(u) − β(v)
X

=

u,v
{u,v}6={x,y}

β(u) − β(v)
"

≤

X
u,v
{u,v}6={x,y}

#

!
X
u,v

#

k=0

"

1
≤
K
+

K−1
1 X
α(φk (u)) − α(φk (v))
K

α(u) − α(v)

− α(x) − α(y)

K−1
1 X
f (α ◦ φk )
K
k=1

<

K−1
1 X
1 X
α(u) − α(v) +
f (α)
K u,v
K
k=1

=

X
u,v

α(u) − α(v) = f (α),

which contradicts the assumption that α was chosen with f (α) minimum. This proves Lemma
14.

Proof of Lemma 2. From Lemma 14, there exists an optimal solution (σ, α) for the Linear Program
(4) such that α(v) = c for all v ∈ V (GI ) for some c. Therefore, (4) may be reduced to the following
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Linear Program in two variables:

σ(G) =

max σ

(5)

subject to σeT ≤ c I(GI ) ≤ eT .
In this Linear Program, it is optimal to choose c as large as possible and choose σ as large as possible
subject to the choice of c. Clearly, the largest possible value of c is 1/ν̄(GI ). The corresponding
largest possible value of σ is µ̄(GI )/ν̄(GI ).

3.7

Full proofs of the results in Section 3.3

Proof of Lemma 4. We prove this by induction on |V (B)|. Let f1 , f2 , . . . , fk be the nodes of the cycle
F . It follows from the definition of F that k ∈ {5, 7}. We will start with a number of subclaims:
Every node in V (B) \ V (F ) is a clone for F . Let x ∈ (V (B) \ V (F )). Since |V (B)| ≥

(i)

|V (F )| ≥ 5 and |V (B)| has no cut-node, it follows that B is 2-connected and hence there exist two
edge-disjoint paths P1 and P2 from x to two distinct nodes of F , say fi and fj , respectively. From
the symmetry, we may assume that i = 1 and j > k/2. First assume that |E(P1 )| + |E(P2 )| ≥ 3.
Now f1 -P1 -x-P2 -fj -fj−1 - · · · -f2 -f1 is a cycle of length |E(P1 )| + |E(P2 )| + j > 3 + k/2, contradicting
the maximality of F .
It follows that |E(P1 )| + |E(P2 )| = 2 and, therefore, |E(P1 )| = |E(P2 )| = 1. Thus, x has two
neighbors in V (F ). If x has two consecutive neighbors in V (F ), say f1 , f2 , then f1 -x-f2 -f3 - · · · -fk−1 -fk -f1
is a cycle of length k + 1, contrary to the maximality of F . If k = 5, then, since x has at least two
neighbors in V (F ), it follows that x is a clone for F . So we may assume that k = 7. Suppose that
x is adjacent to fp and fp+3 for some p ∈ {1, 2, . . . , 7}. From the symmetry, we may assume that
p = 1. But f1 -x-f4 -f5 -f6 -f7 -f1 is a cycle of length six, a contradiction. From the symmetry, x has
exactly two neighbors in F and they are fq and fq+2 for some q ∈ {1, 2, . . . , 7}. Hence, x is a clone
for F . This proves 1.
(ii)

V (B) \ V (F ) is an independent set. Suppose that x, y ∈ V (B) \ V (F ) are adjacent nodes.

We may assume that x is a clone of f2 .

First, suppose that y is also a clone of f2 .

Then
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x-f3 -f4 - · · · fk−1 -fk -f1 -y-x is a cycle of length k + 1, country to maximality of F . Next, suppose that
y is a clone of a node at distance 2 of f2 , say fk . Then, x-f1 -f2 - · · · -fk−1 -y-x is a cycle of length k +1,
contrary to the maximality of F . Finally, suppose that k = 7 and y is a clone of a node at distance 3
of f2 , say f5 . It follows that x-f1 -f2 -f3 -f4 -f5 -f6 -y-x is a cycle of length eight, a contradiction. This
proves 2.

Now suppose there exists x ∈ (V (B) \ V (F )) 6= ∅. It follows from the above that x is a

clone for F . From the symmetry, we may assume that x is a clone of f2 . We claim that deg(f2 ) = 2.
For suppose not. Then f2 has a neighbor y 6∈ {f1 , f2 , f3 }. First suppose that y ∈ (V (B) \ V (F )). It
follows from 1 that y is a clone of f1 or of f3 . From the symmetry, we may assume that y is a clone
of f3 . But y-f2 -f3 -x-f1 -f2 -y is a cycle of length six, a contradiction. Therefore, it follows that y = fj
for some j ∈ {4, 5, . . . , k}. First assume that j = 5. Then x-f1 -f2 -f5 -f4 -f3 -x is a cycle of length six,
a contradiction. From the symmetry, this leaves only the case where k = 7 and j ∈ {4, 6}. We may
assume that j = 4. But f2 -f4 -f5 -f6 -f7 -f1 -f2 is a cycle of length six, a contradiction. This proves
that deg(f2 ) = 2. It follows from the induction hypothesis that B − f2 is of the B1 type. Therefore,
by the definition of B1 , it follows that B is of the B1 type.
So we may assume that V (B) \ V (F ) = ∅. If k = 5, then we are done. If k = 7 and F is
an induced cycle in B, then we are also done. If k = 7 and F is not an induced cycle in B, then
there are extra edges in B. So we may assume that there is an edge between some fi and fj with
|i − j| ≥ 2.
(iii)

There is no i ∈ {1, 2, . . . , 7} such that either (a) fi is adjacent to fi+2 , or (b) fi is adjacent to

fi+3 and fi+1 is adjacent to fi+5 . From the symmetry, we may assume that i = 1. If fi is adjacent
to fi+2 , it follows that f1 -f3 -f4 -f5 -f6 -f7 -f1 is a cycle of length six, a contradiction. For part (b), if
fi is adjacent to fi+3 and fi+1 is adjacent to fi+5 , then it follows that f1 -f4 -f3 -f2 -f6 -f7 -f1 is a cycle
of length six, a contradiction. This proves 3.
It follows from the above and from 3 that there exists i ∈ {1, 2, . . . , 7} such that fi is adjacent
to fi+3 . From the symmetry, we may assume that i = 1. It follows from 3 that f2 is non-adjacent
to f5 and f6 , and f3 is non-adjacent to f6 and f7 . Hence, the only possible other edges are f1 f5 and
f4 f7 . Therefore, B is of the B1 type.
Proof of Lemma 5. Since B has no cycle of length at least 5 and B has no cut-node, it follows from
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+
Theorem 4 that either B is a bipartite graph, or B is isomorphic to K4 , or B isomorphic to K2,t
.

In the latter two cases, we are done. So suppose that B is a bipartite graph. Let V (G) = X ∪ Y
such that X and Y are independent sets. If |X| ≤ 1, then x ∈ X is a cut-node, a contradiction.
From the symmetry, it follows that |X| ≥ 2 and |Y | ≥ 2. Now suppose x ∈ X is non-adjacent to
y ∈ Y . Since B is 2-connected, it follows that there are two edge-disjoint paths P1 and P2 from x to
y. Since x and y are non-adjacent and B is bipartite, it follows that |E(P1 )| ≥ 3 and |E(P2 )| ≥ 3.
But x-P1 -y-P2 -x is a cycle of length at least six, a contradiction. It follows that X is complete to Y .
If |X| ≥ 3 and |Y | ≥ 3, then B contains a cycle of length six, a contradiction. Therefore, at least
one of X, Y has size exactly 2. Hence, B is isomorphic to K2,t with t = max{|X|, |Y |} and therefore
B is of the B2 type.
The following lemma is used in the proof of Lemma 6.
Lemma 15. Let m ∈ {5, 7} and let q ≥ 0. Let G0 be a graph and let F be a m-cycle disjoint from
G0 . Let v ∈ V (G0 ) such that there exists a matching in G0 that covers all neighbors of v in G0 , but
not v itself. Let G be the graph constructed from the disjoint union of G0 and F by adding a path P
of length q between f ∈ V (F ) and v. Then every good edge weighting α for G satisfies α(e) = 0 for
every e ∈ E(F ) ∪ E(P ).
Proof. Let f1 , f2 , . . . , fm be the nodes of F in order and let p1 , p2 , . . . , pq be the nodes of P . We
may assume that f = fm , p1 = f and pq = v. We use induction on q. First suppose that
q = 0, i.e. v = fm . We will prove this for the case when m = 5. The case when m = 7 is
analogous. Let M be a maximal matching in G0 that covers v. Let M1 = M ∪ {f1 f2 , f3 f4 } and let
M2 = M ∪ {f2 f3 }. Since α is a good edge weighting and M1 and M2 are maximal matchings, it
follows that α(f2 f3 ) = α(f1 f2 ) + α(f3 f4 ). Now let M 0 be a maximal matching in G0 that does not
cover v. Let M10 = M 0 ∪ {f1 v, f2 f3 } and M20 = M 0 ∪ {f1 v, f3 f4 }. Since α is a good edge weighting
and M10 and M20 are maximal matchings, it follows that α(f2 f3 )+α(f1 v) = α(f3 f4 )+α(f1 v). Hence,
α(f2 f3 ) = α(f3 f4 ). Using the symmetry, it follows that α(f2 f3 ) = α(f1 f2 ). Combining this with
the equality found above, it follows that α(f2 f3 ) = 2α(f2 f3 ) and hence that α(f1 f2 ) = α(f2 f3 ) =
α(f3 f4 ) = 0. Finally, let M 00 be a maximal matching in G0 that covers all neighbors of v but not v
itself. Let M100 = M 00 ∪ {f1 v, f2 f3 } and M200 = M 00 ∪ {f1 f2 , f3 f4 }. Since α is a good edge weighting
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and M100 and M200 are maximal matchings, it follows that α(f1 v) + α(f2 f3 ) = α(f1 f2 ) + α(f3 f4 ) = 0.
Hence, α(f1 v) = 0 and, from the symmetry, α(f4 v) = 0. This proves the claim for q = 0.
Next, suppose that q ≥ 1. It follows from the induction hypothesis that α(e) = 0 for all
e ∈ (E(F ) ∪ E(P )) \ {pq−1 pq }. Let M be a matching in G0 that covers all neighbors of v but not v
itself. Let M1 be a maximal matching in G|(V (F ) ∪ V (P )) that covers v and let M2 be a maximal
matching in G \ (V (F ) ∪ V (P )) that does not cover v. Since M ∪ M1 and M ∪ M2 are maximal
matchings, it follows that α(M1 ) = α(M2 ). Since α(M2 ) = 0, α(pq−1 pq ) = 0.

Proof of Lemma 6. Let k ≥ 0, p, q ∈ {5, 7} and suppose that Dkp,q satisfies SLoP. Then there exists
a good edge weighting α for Dkp,q . It follows from Lemma 15 applied to Dkp,q that α(e) = 0 for all
e ∈ E(Dkp,q ). This is clearly not a good edge weighting for Dkp,q , a contradiction.
Proof of Lemma 8. The proof is by induction on |E(G)|. Let {B1 , B2 , . . . , Bq } be the block decomposition of G. It follows from Theorem 3 that Bi is either of the B1 type or of the B2 type, and for
at most one value of i, Bi is of the B1 type. Since, inductively, every proper subgraph of G satisfies
SLoP, it suffices to find a good edge weighting α.
Suppose first that G has a leaf block Bi of the B2 type. If q = 2, then let x be the cut-node of
G in V (Bi ). If q = 1, let x ∈ V (Bi ) be arbitrary. There are four cases:
(1) Bi is isomorphic to K2 . Let x, v denote the nodes of Bi . Let α(e) = 1 for all edges incident
with x and α(e) = 0 for every other edge e. Let M be a maximal matching in G. If xv ∈ M ,
then, since M is a matching, M does not contain any other edge e with α(e) = 1 and, hence,
P
e∈M α(e) = 1. If xv 6∈ M , then, since M is maximal, M contains an edge incident with x and,
P
hence, e∈M α(e) = 1. Since this is true for every maximal matching M of G, it follows that α
is a good edge weighting for G.
(2) Bi is isomorphic to K3 : let x, v1 , v2 denote the nodes of Bi and let α(e) = 1 for all e ∈ E(Bi )
and α(e) = 0 for every other edge e. Let M be a maximal matching in G. If v1 v2 ∈ M , then,
P
since M is a matching, M does not contain either of xv1 , xv2 and, hence, e∈M α(e) = 1. If
v1 v2 6∈ M , then, since M is maximal and M is a matching, exactly one of xv1 , xv2 is in M and,
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hence,

P

e∈M

α(e) = 1. Since this is true for every maximal matching M of G, it follows that α

is a good edge weighting for G.
(3) Bi is isomorphic to K4 : let x, v1 , v2 , v3 denote the nodes of Bi and let α(v1 v2 ) = α(v1 v3 ) =
α(v2 v3 ) = 1 and α(e) = 0 for all e ∈ (E(G) \ {v1 v2 , v1 v3 , v2 v3 }). To see that this is a good edge
weighting, let M be a maximal matching in G. Suppose that M does not contain any of the edges
v1 v2 , v1 v3 , v2 v3 . Since M does not contain v1 v3 and M is maximal, it follows that M contains
either xv1 or xv3 . Assume without loss of generality that xv1 ∈ M . Now we may add v2 v3 to M
P
to obtain a larger matching, a contradiction. It follows that e∈M α(e) = 1. Since this is true
for every maximal matching M of G, it follows that α is a good edge weighting for G.
+
(4) Bi is isomorphic to K2,t or K2,t
for some t ≥ 2: let V (Bi ) = V1 ∪ V2 such that |V1 | = 2 and V2

is an independent set. Let V1 = {y1 , y2 } and let V2 = {z1 , z2 , ..., zt }.
+
First suppose that Bi is isomorphic to K2,2
and x ∈ V2 . We may assume that x = z1 . Set

α(y1 z2 ) = α(y2 z2 ) = α(y1 y2 ) = 1 and α(e) = 0 for all other edges e. Let M be a maximal
matching in G. Suppose that M does not use any of the edges y1 z2 , y2 z2 , y1 y2 . Since M is a
matching, at least one of the edges xy1 , xy2 is not in M , say xy1 . But now we may add y1 z2 to
P
M to obtain a larger matching, a contradiction. It follows that e∈M α(e) = 1. Since this is true
for every maximal matching M of G, it follows that α is a good edge weighting for G. This solves
+
the case when Bi is isomorphic to K2,2
and x ∈ V2 . So we may assume this is not the case.

We claim that Bi contains two nodes p, p0 of degree 2 such that p0 is a clone of p. Suppose that
x ∈ V1 . Then let p = z1 , p0 = z2 . It follows that deg(p) = deg(p0 ) = 2 and p0 is a clone of p.
Therefore, we may assume that x ∈ V2 . We may assume that x = z1 . Suppose that |V2 | ≥ 3.
Then let p = z2 , p0 = z3 . Then, deg(p) = deg(p0 ) = 2 and p0 is a clone of p. So we may assume
that |V2 | = 2. From the above, it follows that Bi is isomorphic to K2,2 . Let p = y1 , p0 = y2 . It
follows that deg(p) = deg(p0 ) = 2 and p0 is a clone of p. Now the result follows from Lemma 7.
Thus, we may assume that G does not have a leaf block of the B2 type. Since if q ≥ 2, G has at
least two leaf blocks, and hence at least one leaf block of the B2 type, we may assume that q = 1 and
G = B1 is of the B1 type. First suppose that V (G) \ V (C) 6= ∅. Then it follows from the definition
of B1 that there exist two nodes x, x0 such that deg(x) = deg(x0 ) = 2 and N (x) = N (x0 ). It follows
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from Lemma 7 that there exists a good edge weighting for G. So we may assume that V (G) = V (C).
Suppose first that k = 5. It follows from the definition of B1 that G is a 5-cycle plus some arbitrary
additional edges. Clearly, no maximal matching has size 1. Hence, since |V (G)| = 5, it follows that
every maximal matching in G has size exactly 2. Therefore, α(e) = 1/2 for all e ∈ E(G) is a good
edge weighting for G. So we may assume that k = 7. Clearly, G has no maximal matching of size 1.
It is also easy to see that G has no maximal matching of size 2. Hence, since |V (G)| = 7, it follows
that every maximal matching in G has size exactly 3 and therefore α(e) = 1/3 for all e ∈ E(G) is a
good edge weighting for G.

Proof of Lemma 9. We may assume that G is connected, because if not the lemma follows from
considering each connected component of G. We first claim that |E(B)| ≤ 2|V (B)| for all B ∈ B1 .
Let B ∈ B1 and let C be a longest cycle in B. It follows from the definition of B1 that |V (C)| ∈ {5, 7}.
Clearly, we have |E(Bi )| ≤ |V (C)|+5+2(|V (Bi )\V (C)|) ≤ 2|V (C)|+2(|V (Bi )|−|V (C)|) = 2|V (Bi )|.
This proves the claim. Next we claim that |E(B)| ≤ 2|V (B)| − 2 for all B ∈ B2 . If B is isomorphic
+
to K4 , then |E(B)| = 6 = 2|V (B)| − 2. If B is isomorphic to K2,t or K2,t
for some t ≥ 1, then

|E(B)| ≤ 1 + 2(|V (B)| − 2) < 2|V (B)| − 2. This proves the claim.
Now let G be an F-free graph and let {B1 , B2 , . . . , Bq } be the block decomposition of G. We
prove by induction on q that |E(G)| ≤ 2|V (G)|. If q = 1, it follows from the above that |E(G)| =
|E(B1 )| ≤ 2|V (B1 )| = 2|V (G)|. Let q ≥ 2. Since G has at least two leaf blocks and at most
one block is in B1 , we choose i such that Bi is a leaf block and Bi is of the B2 type. Let x be
the unique cut-node of G that lies in Bi . By induction, the graph G|(V (Bi ) \ {x}) has at most
2(|V (G)| − |V (Bi )| + 1) edges. From the above, since Bi is of the B2 type, |E(Bi )| ≤ 2|V (Bi )| − 2.
Hence, |E(G)| ≤ 2(|V (G)| − |V (Bi )| + 1) + 2|V (Bi )| − 2 = 2|V (G)|.
The following two lemmas will be used in the proof of Theorem 2.
Lemma 16. It can be decided in O(|V (B)|) time whether a given graph B is of the B1 type.
Proof. We may assume that |E(B)| ≤ 2|V (B)|, because if not, then it follows from Lemma 9 that
B is not of the B1 type. For any fixed k, finding a cycle of length at least k in a given graph H, if it
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exists, can be done in O(k!2k |V (H)|) time [24]. The following algorithm uses the algorithm in [24]
multiple times to recognize graphs of the B1 type.
(1) For p = 8, 7, 6, 5, do:
Check if B contains a cycle of length p or more. If so, let F be the cycle and go to step
(3).
(2) B does not contain a cycle of length 5 or larger, and hence B is not of the B1 type and we
return NO.
(3) Let k = |V (F )|. If k ∈ {6, 8}, then B is not of the B1 type and we return NO. Let f1 , f2 , . . . , fk
be the nodes of F in order. If k = 7, check that the ‘inner edges’ of F are as in the definition
of B1 . If not, B is not of the B1 type and we return NO.
For i ∈ {1, 2, . . . , k}, do:
Let Ai be the nodes in V (B)\V (F ) that are adjacent to exactly fi−1 and fi+1 . If |Ai | ≥ 1
and deg(fi ) 6= 2, then B is not of the B1 type and we return NO.
If

Pk

i=1

|Ai | + |V (F )| < |V (B)|, then B is not of the B1 type and return NO.

(4) B is of the B1 type and we return YES.
Note that this algorithm takes O(|V (B)|) time.

Lemma 17. It can be decided in O(|V (B)|) time whether a given graph B is of the B2 type.
Proof. We may assume that |E(B)| ≤ 2|V (B)|, because if not, then it follows from Lemma 9 that
B is not of the B2 type. Clearly, it can be checked in constant time whether B is isomorphic to K2 ,
+
+
K3 , K4 , K2,2 or K2,2
. So we may assume that B is either isomorphic to K2,t or K2,t
for some t ≥ 3,

or B is not of the B2 type. Let X ⊆ V (B) be the set of nodes of degree 2. If |X| =
6 |V (B)| − 2, then
B is not of the B2 type and we may stop. Otherwise, let {a1 , a2 } = V (B) \ X. We need to check that
X is an independent set and X is complete to {a1 , a2 }. If so, then B is of the B1 type and we may
stop. If not, then B is not of the B2 type and we may stop. Notice that, since |E(B)| ≤ 2|V (B)|,
the check above can be done in O(|E(B)|) time.
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Proof of Theorem 2. We may assume that G is connected. By Theorem 1 and Theorem 3, it suffices to check whether G admits the structure described in Theorem 3. We propose the following
algorithm. Let n = |V (G)| and m = |E(G)|. First we check that m ≤ 2n, because otherwise
G is not F-free by Lemma 9 and we stop immediately. Now, construct the block decomposition
{B1 , B2 , ..., Bq } of G. This can, in general, be done in O(n + m) time (see e.g. [66]). However, since
we know that m ≤ 2n, this step actually takes O(n) time. For each block Bi , we test whether Bi
is of the B2 type. This can be done O(|V (Bi )|) time by Lemma 17. If G has more than one block
that is not of the B2 type, then G is not F-free and we stop. If we encounter no such block, then
G is F-free and we stop. So let B ∗ be the unique block that is not of the B2 type. It follows from
Lemma 16 that it can be decided in O(|V (B ∗ )|) time whether B ∗ is of the B1 type or not. If it is,
then G is F-free and we stop. If not, then G is not F-free and we stop.

3.8

Proof of Lemma 11 (Section 3.4)

Lemma 18. Let G be a bipartite graph with bipartition X, Y . If |X| ≥ k and deg(x) ≥ k for all
x ∈ X, then every maximal matching in G has size at least k.
Proof. The proof is by induction on k. The lemma is clearly true for k = 0. So let k ≥ 1. Let M
be a maximal matching in G. Since X is not anticomplete to Y , it follows that M contains an edge
xy with x ∈ X, y ∈ Y . Let M 0 = M \ {xy}, X 0 = X \ {x}, Y 0 = Y \ {y} and G0 = G|(X 0 ∪ Y 0 ).
Clearly, M 0 is a maximal matching in G0 , |X 0 | ≥ k − 1 and degG0 (x0 ) ≥ k − 1 for all x0 ∈ X 0 . Hence,
it follows by induction that |M 0 | ≥ k − 1 and therefore that |M | ≥ k.
Proof of Lemma 11. Write ν = ν(G) and µ = µ(G). It follows from Lemma 10.(b)-(c) that we may
assume that deg(v) ≥ 3 for all v ∈ V (G). If µ ≥ 2ν/3, then σ(G) ≥ 2/3 by Lemma 1. We may
therefore assume that µ < 2ν/3.
Let V (G) = X ∪ Y such that X and Y are independent sets. Let M ∗ be a maximal matching of
size µ. Let A, B be the set of nodes in X, Y , respectively, that are covered by M ∗ . Let C = Y \ B
and D = X \ A. Since M ∗ is maximal, C is anticomplete to D. Moreover, since deg(v) ≥ 3 for
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all v ∈ V (G), every c ∈ C has at least three neighbors in A, and every d ∈ D has at least three
neighbors in B.
Let EAB , EAC , EBD be the edges between A and B, A and C, and B and D, respectively. Since
C is anticomplete to D, we have E(G) = EAB ∪ EAC ∪ EBD . We claim that:
|C|, |D| > µ/2.
Proof of the claim:

(6)

Suppose to the contrary that |C| ≤ µ/2 and let M be a maximal matching

in G. Let M1 = M ∩ EAB , M2 = M ∩ EAC , M3 = M ∩ EBD . First, we have |M2 | ≤ |C| ≤ µ/2.
Second, since every edge in M1 ∪ M3 covers a unique node in B, it follows that |M1 ∪ M3 | ≤ |B| = µ.
Therefore, |M | ≤ 3µ/2. Since this is true for every maximal matching M , it follows that ν ≤ 3µ/2.
But this means that µ ≥ 2ν/3, contrary to our assumption. Hence, |C| > µ/2 and, by the symmetry,
that |D| > µ/2. This proves the claim.
If µ ≤ 2, then, since every node in C has at least three neighbors in A, it follows that |C| = 0,
contrary to (6). Hence, µ ∈ {3, 4}. It follows from (6) and if µ = 3, then |C|, |D| ≥ 2, and if µ = 4,
then |C|, |D| ≥ 3. Define
α(e) =




1




We need to prove that 2/3 ≤

P

e∈M

µ

if e ∈ EAB

1
2µ

if e ∈ EAC ∪ EBD .

α(e) ≤ 1 for every maximal matching M in G. So let M be a

maximal matching in G. Since every edge in M is incident with a node of A ∪ B, it is easy to see
P
that e∈M α(e) ≤ 1. Let k = |M ∩ EAB |. It suffices to show that |M ∩ EAC | ≥ µ − k − 1 and that
|M ∩ EBD | ≥ µ − k − 1, because if so, then
X
e∈M

α(e) ≥ k/µ + (µ − k − 1)/µ
= µ − 1/µ ≥ 2/3,

for µ ∈ {3, 4}.

From symmetry, it suffices to show that |M ∩ EAC | ≥ µ − k − 1. Let A0 be the nodes of A that are
not covered by M . We may assume that k < µ − 1, because otherwise there is nothing to prove.
Consider the graph G0 = G|(A0 ∪ C). Clearly, we have |C| ≥ µ − k − 1, degG0 (c) ≥ 3 − k ≥ µ − k − 1
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for all c ∈ C. Moreover, M ∩ EAC is a maximal matching in G0 . Hence, it follows from Lemma 18
that |M ∩ EAC | ≥ µ − k − 1.
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Chapter 4

Dynamic Graph Properties of
Mobile Networks
4.1

Introduction

Most wireless networks are inherently mobile. As with wireless propagation effects, these variations
in transmission characteristics may negatively affect the operation of higher layers. Routes between
nodes can become unavailable, resulting in failed transmissions. The success probability of packet
transmissions may vary greatly, leading to poor scheduling decisions. For best performance, it is
necessary for higher layer algorithms to be cognizant of the mobility patterns that causes these
effects. To address this, we study an abstraction layer for networks whose structure changes due to
node mobility.
A mobile wireless network can be naturally represented as a dynamic graph whose nodes are
mobile devices and whose edges model instantaneous wireless links between the nodes. Unlike a
static network, the structure of a mobile network changes over time. Thus, a mobile network can
be abstractly viewed as a time-sequence of graphs.
Wireless networking algorithms, such as scheduling and routing, operate on evolving graphs. For
instance, throughput-optimal transmission scheduling algorithms find a matching or an independent
set in a snapshot of the graph [138]. Similarly, routing algorithms seek the shortest path in these
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graphs as they evolve [53]. Naturally, the properties of the underlying evolving graph directly
affect the performance of network algorithms. For example, routing algorithms in ad-hoc networks
can be broadly classified into two types: proactive algorithms that store and update routing paths
periodically, and reactive algorithms that generate paths dynamically for every flow request [78,140].
For a given scenario, the packet delay and control packet overhead of these algorithms depend heavily
on the mobile activity of the underlying network nodes. Therefore, the dynamics of the underlying
graph will determine which class of algorithms performs better. To gain a fundamental understanding
of the performance of algorithms in mobile networks, it is therefore important to understand the
evolution of the underlying network graph.
In this chapter, we focus on measures for quantifying change in evolving graphs. We first introduce the metrics graph edit distance and graph inner product for expressing the magnitude of
change in evolving graphs. These metrics provide us with an abstraction into the evolution of
dynamic graphs, facilitating their analysis. A visualization method called the edit graph is also
introduced to further highlight the location and frequency of changes in an evolving graph sequence.
In general, mobile nodes may have a complex behavior that is hard to analyze. Obtaining closedform expressions for many mobility models is difficult. Therefore, numerical tools are needed in order
to investigate the behavior of many models. Hence, we use our graph metrics to study the Levy
Walk and Random Waypoint mobility models, the edge-Markovian model, and the CabSpotting
traces. We analyze these models by considering the generated evolving graphs as sequences in a
graph vector space. Using this approach, we apply the metrics to these sequences to quantify the
change for various model parameters, and to understand the graphs’ structural properties.
The Levy Walk model has been recently shown to have similarities to practical human mobility
behavior. For example, [123] found that traces obtained from volunteers moving in outdoor settings
could be fitted with a model in which the flight lengths followed a truncated Levy distribution.
However, the analysis of the Levy Walk model in the context of evolving graphs is generally not
tractable, due to the lack of a closed form distribution function for flight lengths. The graph metrics
allow us to numerically evaluate the relationship between the Levy Walk model parameters and
the structural properties of the resultant evolving graphs. We also use the metrics to study the
Random Waypoint model which is a standard mobility model in the literature [30,78]. Its properties
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are reasonably well understood (e.g., [145]), but its impact on the network graph structure is still
relatively unexplored.
In addition, we consider the edge-Markovian model in which links evolve independently over
time as a two-state Markov process [39]. For this model, we derive analytic expressions that provide
insights into the variations in our graph metrics. Finally, the metrics are also computed on real-world
traces from the CabSpotting project [117]. For this dataset, cabs in the Bay Area were equipped with
GPS receivers and their locations were recorded. These traces were successfully used to evaluate to
several ad-hoc and vehicular networking protocols.
The dynamic nature of the mobility models has important implications on higher-layer algorithms. We find that certain parameters of the models are good predictors of performance characteristics of higher layer functionalities. Through the use of our graph metrics, we propose a policy
that minimizes the control packet overhead for various families of routing algorithms. A correlation
of graph metrics with the performance of flooding algorithms is also explored. For instance, we find
that a parameter for the flight length of the Levy Walk can be used to predict the flooding time,
when other parameters are kept constant.
Contributions: The main contribution of this chapter is in utilizing a new representation of
evolving graphs as sequences in vector spaces. The advantage of this approach is demonstrated by
the introduction of graph metrics that are applied to well-known mobility models and real-world
traces. We highlight the nature of change induced by such mobility models and show that structural
properties of these models have direct impact on the performance of higher-layer algorithms.
This chapter is organized as follows. We introduce the graph metrics and the mobility models in
Section 4.2. These metrics are first applied analytically to the edge-Markovian model in Section 4.3.
Extensive simulation results on the application of these metrics to the mobility models appear in
Section 4.4. In Section 4.5, we apply the results of this quantification to networking protocols.

4.2

Metrics and Mobility Models

Networks that change over time can be naturally modeled as an evolving graph sequence. We
assume that time is slotted and that a changing network is sampled at discrete time slots. At each
such sample, we consider the state of the nodes in the network and derive a network state using a
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(a) G0

(b) G1

Figure 14: Sample evolution of an evolving graph sequence Gt ∈ G 3 . Existing edges en ∈ Et are
marked in bold, and non-existing edges en 6∈ Et are dashed.
connectivity model such as the unit disk model (where two nodes are connected by a link, if they
are within a distance r of each other) [101]1 . A collection of such static graph snapshots forms an
evolving graph sequence [10, 53]. There can be many reasons to the evolution of the graph structure
of a mobile network, including changes in transmission power levels or changes in interference due
to communication effects. The focus of this chapter is the stochastic change that occurs over time
due to the mobility of nodes.

4.2.1

Graphs as Vectors

We first introduce an interpretation that considers graphs as points in a vector space. Under this
view, an evolving graph sequence is simply a sequence of points in this vector space. Conventional
vector metrics such as norms and inner products can then be extended over this vector space to
analyze these sequences.
To illustrate this notion, consider a simple example in Fig. 14. Let G 3 denote the space of all
possible 3-node graphs (i.e., the set of graphs with 1-link, 2-links, or 3-links). Consider an evolving
graph sequence that cycles between the three graphs consisting of a single link (i.e., at each time
slot, only one edge in a 3-node graph is up). Assume that initially edge e1 is up and denote the
corresponding network graph G0 ∈ G 3 . We associate this graph with the vector v(G0 ) = (1, 0, 0)
which is a 3-element vector representing the state of all possible links. At time t = 1, edge e2 comes
up while e1 goes down, yielding v(G1 ) = (0, 1, 0). As the sequence evolves, we obtain a sequence of
graphs {Gt } in the space of graphs G 3 and the corresponding sequence of vector points {v(Gt )}.

Let G be the space of graphs G = (V, E) with |V | nodes and |E| edges. Let Ê = |V2 | be the
total number of possible edges (labeled e1 , · · · , eÊ ). An evolving graph sequence can be represented
1 Although it is well-known that the unit disk model may not capture realistic connectivity relations [107], it still
provides a reasonable abstraction. Extending the results to general SINR-based constraints is a subject for further
research.
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as the sequence {Gt }, where each Gt ∈ G. We define the corresponding function v(Gt ) as follows:
Definition 7 (Graph Vector). Let G ∈ G. Then, v(G) : G → R|E| is the vector of edges associated
with the graph G. That is, if v(G)i = 1, then ei ∈ E.

4.2.2

Graph Metrics

Using the vector representation, we now present metrics of graph change based on vector space
properties. The notation || · ||2 denotes the `2 -norm in a vector space.
Definition 8 (Edit Distance [49,129]). Given two graphs G1 and G2 , the edit distance between them
is given by:
2

edt(G1 , G2 ) := (||v(G1 ) − v(G2 )||2 ) .
Definition 9 (Normalized Edit Distance). Given two graphs G1 and G2 , the normalized edit distance
between them is given by:
2

nedt(G1 , G2 ) :=

(||v(G1 ) − v(G2 )||2 )
Ê

.

The edit distance metric measures the number of link changes that took place between two graphs
G1 and G2 . Namely, it counts the number of links that have become active plus the number of links
that have become inactive. The normalized metric expresses this quantity as a value between 0
and 1. If nedt(G1 , G2 ) = 1, the two graphs G1 and G2 must be complements of each other. If
nedt(G1 , G2 ) = 0, the two graphs are identical. The range of values between 0 and 1 represent the
magnitude of difference between the two graphs.
Below, we introduce another metric for further characterizing the similarity between two graphs.
Definition 10 (Normalized Inner Product). Given two graphs G1 and G2 , the normalized inner
product between them is given by:

G1 · G2 :=

v(G1 ) · v(G2 )
.
||v(G1 )||.||v(G2 )||

The above metric is the cosine of the angle between the two vectors v(G1 ) and v(G2 ) and satisfies
0 ≤ G1 · G2 ≤ 1. If the normalized inner product is 1, the two corresponding vectors in the vector
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space are perfectly aligned, and the graphs G1 and G2 are identical. On the other hand, if the
normalized inner product is 0, the two graphs G1 and G2 have no common edges.
While the two metrics (normalized edit distance and normalized inner product) measure change
in the graph there is a subtle difference between them. Normalized edit distance measures the
magnitude of change that took place between graphs G1 and G2 . On the other hand, the normalized
inner product measures the similarity of two graphs G1 and G2 . To illustrate this, consider a sparse
graph consisting of a large number of nodes, but with very few edges (say just one edge). If this edge
goes down and a new edge comes up, the edit distance of this graph will be small (only 2) implying
a small change in the edges. However, the inner product will be zero indicating that the new graph
topology has no edges in common with the old topology.
Another variant of the inner product metric defined above is the link persistence metric. By
normalizing with just the number of edges in the first graph, this metric represents the probability
that a randomly selected edge in the first graph also exists in the second graph.
Definition 11 (Link Persistence). Given two graphs G1 and G2 , the link persistence probability
between them is given by:
lp(G1 , G2 ) :=

v(G1 ) · v(G2 )
.
||v(G1 )||

The use of the above metrics can be easily illustrated. If two graphs are consecutive items of an
evolving graph sequence, these metrics represent the quantity of change in the graph sequence. If
the metrics indicate a small change from an item of the sequence to the next, the evolving graph
sequence changes slowly, whereas if the metric is large, the evolving sequence changes rapidly.
The metrics discussed above represent change between two graphs as a single scalar value. However, they do not provide information about the nature and locality of this change. To capture this,
we consider the notion of an edit graph defined as follows.
Definition 12 (Edit Graph). The edit graph 4G is the symmetric difference between the edge sets
of two graphs. Formally, let G1 = (V, E1 ) and G2 = (V, E2 ) be two graphs, then, if e ∈ 4G, either
e ∈ E1 \ E2 or e ∈ E2 \ E1 .
An edit graph carries more information about the change between two graphs including the
locality of changes. Therefore, its properties affect the performance of some network algorithms
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Table 1: Parameters for the mobility models.
Name
Symbol Model Default value
Flight length Levy parameter
α
TLW
1
Pause time Levy parameter
β
TLW
1
Truncation flight
τl
TLW
Truncation pause
τp
TLW
Minimum velocity
vmin
RWP
Maximum velocity
vmax
RWP
Communication radius
500
Simulation area
1500
Edge appearance prob.
p
eMEG
Edge disappearance prob.
q
eMEG
which depend not only on the frequency of changes but also on the locations of the changes. This
effect will be discussed later when studying flooding time in dynamic networks.

4.2.3

Protocol Metrics

This section provides the description of two network functionalities that will be analyzed in Section 4.5, the control packet overhead in routing and the flooding time.
Routing in mobile networks is a well-studied problem (e.g., [75,78]). There are many challenging
aspects to routing, such as the time it takes for packets to reach their destinations or the stability of
the resulting paths. In this chapter, we focus on the number of control packets sent by two families
of routing protocols. In reactive protocols, whenever a source has data to send and does not have
a cached route, the network is flooded with route-request packets to obtain the best route to the
destination. Proactive protocols, on the other hand, maintain an up-to-date view of the network
by regularly exchanging table update packets. In most scenarios, the optimal decision is to use a
combination of these two methods through an adaptive policy, an approach that is exploited by
hybrid protocols (e.g., [120]).
For our purposes, the control packet overhead corresponds to the average number of control
packets generated by the network per unit time. As will be shown in Section 4.5.1, the rate at which
packets are transmitted depends on the type of routing protocol used and the frequency of change
as measured by our graph metrics.
Flooding is a common method for disseminating information in mobile networks. The behavior of
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the flooding protocol is intrinsically linked to changes that take place in the network. This motivates
us to study the relationship between the flooding time and the structucal metrics introduced above.
We use the following flooding model that is common in the literature (e.g., [39]). Denote by
It ⊆ V the set of nodes that are informed at time t and thus have the file to be flooded. Initially,
a single node {s} = I0 is chosen to be the source of the flooding process. At time t = 0, this node
sends the packet to all of its neighbors in G0 . Then in each subsequent slot t, each node in It that
has the packet transmits it to its neighbors in Vt \ It that do not have the packet. The number of
nodes that have the packet is therefore a non-decreasing sequence. The flooding time F (G) for an
evolving graph sequence G is the time it takes for a packet to reach all the nodes in the network:
F (G) = min {t : It = Vt , (Vt , Et ) ∈ G} .
t

4.2.4

Mobility Models

The graph metrics will be evaluated under evolving graphs generated from several sources of mobility.
We first introduce models that have been widely accepted in the literature: the Truncated Levy Walk
mobility (TLW), the Random Waypoint mobility (RWP), and the edge-Markovian model2 . Traces
from the CabSpotting [117] dataset are also used for a more realistic summary of physical motion.
For the TLW and RWP models, we assume a square simulation area in which nodes are free to
move. When they reach a boundary of the area, they are bounced off with the same angle with
which they arrived. The parameters for the various models that we use are summarized in Table 1
along with their default values.
Truncated Levy Walk (TLW) Model
The TLW model is described by a tuple of four variables (l, θ, ∆tf , ∆tp ). The flight length is
captured by a heavy-tailed random variable l. This variable is sampled from a Levy distribution
with parameter α and its probability distribution function p(·) has the following property:
p(l) ∼ |l|−(1+α) , l < τl , 0 < α ≤ 2.
2A

survey of several other models can be found in [30].
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If the sampled value of l is greater than the truncation factor τl , a new value is generated. The time
it takes for the node to cover the flight length is taken from the relationship ∆tf = kl1−ρ , 0 ≤ ρ ≤ 1,
with k and ρ constants. The direction of the flight length θ is taken to be uniform from [0, 2π].
Once the node arrives to its destination, its pause time ∆tp is also taken from a truncated Levy
distribution with parameter β:
p(∆tp ) ∼ |∆tp |−(1+β) , ∆tp < τp , 0 < β ≤ 2.
The movement is repeated until the end of the simulation period. For more information about the
TLW model, see [123].
Random Waypoint (RWP) Model
The Random Waypoint model has been extensively studied in the literature due to its intuitive
definition and mathematical tractability [78]. Our aim in this work is to use RWP as a benchmark
for TLW.
In RWP, each node picks a destination uniformly in the simulation area and travels to that point
from its current position. The velocity is sampled uniformly from an interval [vmin , vmax ] and the
duration of the flight is computed from this velocity. Once the destination is reached, a random
pause time is selected from a uniform distribution [0, τp ]3 .
Edge-Markovian Model (eMEG)
Although not a mobility model, the edge-Markovian graph is a specific evolving graph structure
that could be used for modeling change in dynamic networks [39, 40]. In this model, each edge is
governed by a simple two-state Markov chain that dictates whether an edge is present or not. The
evolution of the chain is Markovian, in the sense that if an edge exists, it disappears in the next
slot with probability q, and if it does not exist, it appears with probability p. It is easy to see that
at steady-state, this model converges to an Erdös-Renyi random graph model, where an edge exists
with probability p/(p + q).
3 Note that in this chapter, we are mostly concerned with the behavior of RWP over a finite time-interval. Therefore,
steady-state issues mentioned in [145] do not apply. Furthermore, we always set a positive vmin , which results in
proper steady state behavior.
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CabSpotting Traces
In addition to the theoretical models, we also applied the graph metrics to traces obtained from the
CabSpotting project [117]. As part of this dataset, several cabs in the San Francisco Bay Area were
fitted with GPS receivers that recorded their motion for a month. We picked 20 cabs at random
through the month and constructed a connectivity graph between the mobile nodes under the unit
disk model. The communication radius ranges from 0.1mi to 1mi, reflecting the approximate range
of proposed vehicular networks.
An important issue that we ran into while working with this dataset was the frequency of the
data. The GPS points are taken roughly every minute, although this interval is highly variable. To
account for this variability, we used a linear interpolation scheme. To evaluate the position of a node
at a time t where there was no corresponding GPS data, we interpolated the position of the node
at at that time using the first points before and after t.

4.3

Graph Metrics on the edge-Markovian Model

Before applying the graph metrics to mobility models in Section 4.4, we present analytical results
on the edge-Markovian model defined in Section 4.2.4 to illustrate the behavior of the metrics. The
proofs of the results found in this section appear in Appendix 4.6.

4.3.1

Expectation and Variance of the Edit Distance

In this section, closed-form expressions for the expectation and variance of the edit distance metric are obtained for the edge-Markovian Graph sequence (eMEG). Note that the edit distance
edt(Gt , Gt+1 ) for eMEG corresponds to the sum of the number of edges that have appeared and
those that have disappeared. This observation leads to the following proposition.
Proposition 1. The conditional distribution of the edit distance of eMEG between times t and t + 1
can be expressed as the sum of two binomial distributions

edt(Gt , Gt+1 )|Et ∼ Binom(Ê − Et , p) + Binom(Et , q),
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where Et is a random variable representing the number of edges in the graph at time t, and Ê is the
total number of possible edges in the graph.
To see this, we need to count the possible changes in the number of edges. There are Et edges in
Gt that can persist with probability p, and Ê − Et non-edges that can disappear with probability q.
The conditional and steady-state expectations can be computed using Proposition 1.
Proposition 2. The expectation of the edit distance edt(Gt , Gt+1 ), conditional on Et , is given by

E [edt(Gt , Gt+1 )|Et ] = Et (q − p) + Êp.
Proposition 3. The edit distance between two graphs of an eMEG sequence at steady-state is given
by
E [edt(Gt , Gt+1 )] =

2pq
.
p+q

Fig. 15 shows the contour lines of the normalized edit distance to illustrate its behavior.
The eMEG sequence is very dynamic when both p and q are very large. Note that if p = q,
E [edt(Gt , Gt+1 )] = Êp, since the graph behaves like an Erdös-Renyi random graph with parameter
p. When one of the two parameters is small, the sequence changes very little. In this case, the
sparsity of the resulting sequence depends on which of the parameters is small. If p is small, the
graph will be mostly sparse, while if q is small it will be dense.
Proposition 1 also suggests a method for computing the variance of the edit distance for eMEG.
The variance, conditional on the number of edges Et , is stated in the following proposition.
Proposition 4. The conditional variance of edit distance of two edge-Markovian graphs, conditioned
on the number of edges is given by

V ar (edt(Gt , Gt+1 ))|Et = (Ê − Et )p(1 − p) + Et q(1 − q).
We can now use this result to compute the unconditional variance of the edit distance at steadystate.
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Figure 15: Expectation of the normalized edit distance for eMEG.
Proposition 5. The unconditional variance of the edit distance at steady-state is given by
p
V ar (edt(Gt , Gt+1 )) = Ê
×
p+q


q(q − p)2
q(1 − q) − p(1 − p) +
.
p+q

4.3.2

Link Persistence for eMEG

In the following we are interested in obtaining the probability distribution of the link persistence
metric lp(Gt , Gt+1 ). In obtaining this distribution, we make use of the property that given the
number of edges Et , the number of common edges C is distributed as a Binomial distribution where
the p parameter is the probability that an edge does not disappear,

C Et ∼ Binom(Et , 1 − q)
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(a) α = 0.1

(b) α = 1

(c) α = 2

Figure 16: Motion traces of the TLW model for different scale parameter α values. In all three
instances, the initial locations of the nodes are identical.
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To see this, note that to count the number of edges that are common, a Bernoulli trial is performed
from all of the edges present in Gt , with probability (1 − q) of not disappearing for every edge. We
are interested in the distribution of the link persistence lp(Gt , Gt+1 ).
Proposition 6. The distribution of link persistence at steady-state is given by

P (lp(Gt , Gt+1 ) ≤ α) =

Ê
X
g=1

F (αg; g, 1 − q)×
 
g 
Ê−g
Ê
p
q
,
p+1
p+q
g

where F (x; n, p) is the cdf of the binomial distribution, n is the number of trials, and p is the success
probability of each trial.
The expectation of the link persistence metric for the eMEG is 1 − q, and follows from the
observation that the probability that an edge will exist in the next time-slot is the probability that
it doesn’t disappear.
Proposition 7. The expectation of the link persistence metric is given by 1 − q.
The link availability is another measure that is closely related to link persistence. It is defined as
the probability that a link will be up in n time slots, given that it is up now. Unlike link persistence,
this definition suggests that the link can appear or disappear until the nth slot.
Proposition 8. Given that initially a link exists with probability P0 , the link availability of this link
at time slot i is
Pi = P0 (1 − q − p)i + p

4.4

i−1
X

(1 − q − p)k .

k=0

Structural Properties of Evolving Graphs

In this section, we utilize the metrics introduced in Section 4.2.2 to study graph change in an evolving
graph sequence generated by the TLW and RWP mobility models. We then apply these metrics to
the CabSpotting database for a comparison of simulation results to real-world traces.
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Figure 17: Evolution of the edit distance over time of the TLW model for different values of the α
parameter.

4.4.1

Simulation of TLW Mobility

Motion traces of the TLW model shown in Fig 16(a)-16(c) illustrate the range of motion that can
result from this model. These traces have been generated using the TLW simulator for Matlab
provided by [4] that was improved to support longer simulation runs in order to observe steadystate behavior. We plotted the mobility traces for 20 nodes over a period of three minutes for
α ∈ {0.1, 1, 2}. The Levy parameter for the pause time is β = 1, the truncation factors for the flight
length and the pause time are chosen to be the simulation area and 60 minutes, respectively.
Note that choosing different values of α can lead to dramatically different kinds of motion under
the TLW model. Choosing low values of α makes the movement similar to that of RWP or of a
Random Direction model [109,126]. The flights are typically very long and cover the entire simulation
area. When α approaches 2, the motion becomes similar to Brownian motion, since for α = 2 the
Levy distribution reduces to a Gaussian distribution. Hence, in such cases, nodes do not move too far
from their initial positions. For values in-between, say α = 1, the motion carries the characteristic
properties of a Levy Walk. The nodes perform mostly short flights around the current position and
occasional long flights. In short, for low α values, the nodes have a high degree of mobility and move
faster, while as α increases the mobility decreases.
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Figure 18: Distribution of edit distance for different values of α.

4.4.2

Evaluation of Graph Metrics

We analyze the evolving graph produced by TLW mobility using the edit distance metric. This
metric represents by a single value the number of edges that have changed between two instances of
a graph sequence. In Fig. 17, we plot the edit distance as a function of time for sample realizations
of TLW traces. The edit distance rapidly fluctuates in time with low (high) values of α having
larger (smaller) edit-distance values. To better understand this evolution, the distribution of the
edit distance for various values of α is shown on Fig. 18. These simulation were run over 2000
simulation minutes to obtain a steady-state distribution, and the other simulation parameters (β,
etc.) were the same as above. Notice that the mean and the variance are different on all accounts.
In order to further understand the effect of the α parameter on TLW, we plotted in Fig. 19
the mean edit distance versus α. The figure shows the intuitive trend that as α becomes larger,
the mean edit distance drops. However, the drop is significant for low α values and decreases as
α increases (i.e., the curve flattens out). As α approaches 2, the network becomes less dynamic,
almost completely static in some cases. For values of α that are smaller, the nodes wander further
away from the point where they have started. It is worth noting that this is due to the heavy-tail
nature of the Levy walk. When α = 2, the flights distances are sampled from a normal distribution
and hence the evolving graph has a Brownian motion pattern.
The findings of Fig. 19 suggest that by knowing the α parameter of TLW, it is possible to
anticipate the magnitude of the change in the graph. For certain values, the graph will change
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Figure 19: Mean value of the edit distance for given α values.
dramatically and the protocols running on top of this network must adapt to changes more quickly.
As will be shown in Section 4.5, this can have important consequences for predicting the flooding
times and on the packet overhead of routing algorithms.
We turn our attention to the normalized inner product between two consecutive graphs in a
sequence for different values of α. In order to understand the effect of α on the inner product, the
distributions of the inner products for four values of α are plotted in Fig. 20. We note that small
values of α have a lower mean and are, therefore, indicative of a larger difference in the graphs. For
α = 2, the inner product values are very close to 1, indicating that the graphs are very similar.
Our results suggest that the normalized inner product is a viable metric for quantitatively measuring the proximity of two graphs. Within the context of mobile networks, it is a good metric that
can be used to evaluate the effect of the model parameters, such as α in our case, on the underlying
evolving graphs sequence.
The link persistence metric also supports the insight obtained by the normalized inner product.
Fig. 21 illustrates the mapping between the α values and the link persistence probability metric.
The effect of α on the metric is similar to that of Fig. 19. Moreover, the link persistence probability
is fairly high at 0.95 even for small α values. This is indicative that when the nodes take large
flights, the link quality does not get affected too much at a given timescale.
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Figure 20: Distribution of the graph inner product for four values of α.

Figure 21: Mean link-persistence probability metric for different values of α.
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(a) Truncated Levy Walk model

(b) edge-Markovian model

(c) Random Waypoint model

Figure 22: Frequency of an edge appearing in the edit graph for the Truncated Levy Walk model,
Random Waypoint model and the edge-Markovian model in a simulation that lasts for 3 minutes.
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Figure 23: Edit distance as a function of velocity which is chosen uniformly from [vmin , vmin + 20].

4.4.3

Edit Graph

The edit graph sequence introduced in Section 4.2 further characterizes the change in an evolving
graph sequence. While the edit distance is useful in describing the magnitude of changes between
time slots, the information about the locality of the changes is not considered. It will be shown in
Section 4.5 that the location of the changing edges also plays a significant role in the performance
of some of the higher-layer algorithms.
Since the edit graph sequence is another evolving graph sequence, we will illustrate it using
graphical methods4 . The frequency plot in Fig. 22(a) shows the frequency of changes in the edit
graph of TLW with α = 1. If an edge appears and disappears very often, it will appear more
often in the edit graph and will be represented using a taller bar. We can see from the plots that
the distribution of edge appearance is not uniformly distributed in a finite time-window. A small
number of edges change very often, while the majority of the edges mostly do not change.
As a comparison, we also show in Fig. 22(b) the same edge frequency distribution for the edgeMarkovian Evolving Graph model introduced in Section 4.2. The p and q parameters for this model
have been chosen such that the edit distance of this graph will be close to TLW’s edit distance of
2.69. It can be seen that the distribution of the edge appearances for the edge-Markovian sequence
is more evenly distributed. Most edges change a predictable number of times.
In order to emphasize the importance of the α parameter and the initial point distribution on
4 Animations

for the edit graph sequence of this section can be found in [15].
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(a) α = 0.1

(b) α = 1

(c) α = 2

Figure 24: Edges colored according to their frequency in the edit graph for the same initial coordinates and α ∈ {0.1, 1, 2}.
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the structure of the edit graph, the edge frequency is plotted graphically in Figs. 24(a)-24(c). The
nodes are placed according to their initial positions at the beginning of a three minute run interval
and the colors of the edges represent the frequency of that edge occuring in the edit graph. A dark
color represents an edge that has changed its state very frequently during the run. If an edge does
not exist in the edit graph plot, then that edge either has never appeared in the original graph or
has always existed.
These visualizations highlight the dramatic change that can occur in a graph for different values
of α. We previously established that if α is low, the edit distance will tend to be higher and the
graph will change quickly. However, the change is also distributed roughly uniformly among the
edges. As a result, the initial distribution of the nodes at the beginning of the simulation period is
less important.
As α increases from 0.1 to 1, the graph becomes more dynamic. The changes are more uniformly
distributed among the various links but there are still some links that do not change.
Finally, for α = 2, both graphs are very sparse. Namely, the nodes that are close to each other
initially remain close for the duration of the simulation. The ones that are a mid-distance from each
other keep appearing and disappearing. This explains the presence of strong edges in the edit graph
despite the total number of edge changes being small. If the initial distance between the nodes
is substantial, the nodes either never get connected, or get a very light edge, indicating that the
connection is not persistent.
The edit graph is therefore an interesting tool that provides statistical information about an
evolving graph sequence by conveying information about the locality of the change. Our graph plots
indicate which edges are more likely to appear and the effect of the initial distribution of the edges
on the path persistence.

4.4.4

Comparison with RWP Mobility

In this section, we compare the behavior of TLW with that of RWP. Fig. 23 displays the mean
edit distance between consecutive time slots. The velocity is sampled uniformly from the interval
[vmin , vmin + 20] and the plot is drawn with respect to vmin . The mean number of edges that differ
between two consecutive instances is roughly linear for the plotted interval. This is an interesting
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Figure 25: Edge frequency in the edit graph of the Random Waypoint Model with maximum pause
of 10 slots and velocity v ∈ [5, 10].
phenomenon, since a priori there is no reason for the number of changes in the graph to be directly
proportional to the velocity.
In terms of the locality of the changes, we can observe in Figs. 22(c) and 25 that the changes
in the edit graph sequence are roughly evenly distributed among the edges. The frequency bars for
every edge are of similar length, and the color of the edges in the edit graph are the same. This has
two implications. First, it is a good predictor that flooding will be performed quickly since nodes
will most likely contact each other more frequently, resulting in faster information dissemination.
On the other hand, link persistence probabilities will be low for many links and connection quality
may suffer. It may therefore be impossible to maintain a connection for a long duration of time
which may be harmful to certain applications.

4.4.5

Evaluation of Graph Metrics on Traces

To understand the characteristics of evolving graphs in real mobility scenarios, we applied the edit
distance metric to an evolving graph sequence generated by traces from the CabSpotting dataset
[117]. Sample traces from this dataset for 20 nodes are shown on Fig. 26. The traces were then
converted to an evolving graph sequence and the edit distance was computed over time. Fig. 27
shows the edit distance over 180 time slots for communication radii of 0.3, 1, and 3 miles. While
the change in the graph is not smooth, it can still be seen that on average, the magnitude of change
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Figure 26: Plot of cab traces, overlaid with a map of San Francisco (map data c Google).

Figure 27: Evolution of the edit distance over time for the cab traces for different values r of the
communication radius.
is roughly predictable. Note also that the communication radius has a direct effect on the change
that takes place in the graph. This results from the difference in the sparsity pattern of the graphs
under different communication radii. If the radius is small, the graphs have fewer edges that can
change, leading to a smaller edit distance.
We isolated the effect of the communication radius through the following experiment. For a range
of communication radii, we picked 1,000 3-min intervals at random start times during the monthlong traces. The edit distance was averaged for each of these intervals for fixed communication radii.
The range of communication radii were chosen to be in the scale of real VANET protocols, from 0.1
to 1 mile [132]. The outcome of this experiment is shown on Fig. 28. It is interesting to see that
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Figure 28: Mean edit distance over randomized sub-intervals in the CabSpotting database for different communication radii.
there is a direct one-to-one mapping between the radius and the mean of the edit distance, even in a
trace dataset. It is, therefore, possible to predict the mean edit distance knowing the communication
radius in this dataset.

4.5

The Effects of Graph Change on Network Protocols

Our motivation for analyzing change in evolving graph sequences is to provide a better understanding
of the effects of mobility on network protocols. In this section, we utilize results from the previous
sections to study control packet overhead of routing algorithms as well as flooding time.

4.5.1

Control Packet Overhead of Routing

Wireless routing protocols are categorized as either proactive or reactive. In this section, we study
control packet overhead of Dynamic Source Routing (DSR) [78] and the Optimized Link-State
Routing (OLSR) [75] protocols when the underlying mobility model is TLW.
A characterization of the control overhead of these two protocols was provided in [140]. For
OLSR, the number of control packets generated per second is KOLSR · µ + COLSR (i.e., control
overhead is proportional to µ), where µ denotes a network mobility parameter which was taken as
the link failure probability. For DSR, the number of packets generated is KDSR · µ · a + CDSR , where
a represents the node activity defined as the probability that a node is either the source or the
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Figure 29: Number of control packets sent per second for a given α and activity coefficient a for the
DSR and OLSR protocols.
destination of an active route. The specific coefficients KOLSR , KDSR , COLSR , and CDSR , which
are non-trivial to estimate, depend on the structure of the network, traffic patterns, and the specific
implementation of the algorithm. The coefficient values that we use are obtained experimentally
in [140] as KOLSR = 749, COLSR = 66, KDSR = 3150, and CDSR = 1.

5

The focus of this section is to study the number of control packets produced by these two protocols
for various values of α (the TLW parameter). This will provide new insights into developing adaptive
mechanisms that determines the optimal routing policy solely based on the model parameters α and
a. For this purpose, we use the mapping of the α-value to the link persistence metric shown in
Fig. 21 of Section 4.4.
For a given TLW α-value and activity parameter a, it is now possible to estimate whether DSR
or OLSR will have lower control overhead. The number of control packets versus α and a is shown
in Fig. 29. Note that the overhead of OLSR is constant over the a values. Using this figure, the
selection of protocols that minimizes the overhead is shown in Fig. 30. Under TLW mobility, for
α > 1, DSR is a better option in terms of routing control overhead. This is confirmed by the intuition
that when the graph is changing slowly, the regular transmission of control packets is not justified.
When a < 0.6, DSR has lower overhead than OLSR. As intuitively expected, in networks with
low activity or smaller rate of graph change, creating routes on-demand is better than maintaining
an up-to-date routing table. In networks that are highly-dynamic and have high activity, OLSR
5 Note that while the results are obtained for these specific values, the general shape of the plots would remain the
same and the insights would hold for other values.
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Figure 30: Areas where OLSR (shaded) has lower control overhead than DSR.
outperforms than DSR.

4.5.2

Flooding Time

Flooding is used by many network algorithms for quickly disseminating information in networks
with unknown topology [39,40,78]. Mobile networks form an especially attractive venue for flooding
due to their constantly changing nature. It is therefore of both practical and theoretical interest
to evaluate the performance of flooding schemes in the context of changing networks especially for
mobility models, such as TLW. In this section, we use the results of Section 4.4.2 to evaluate the
effects of edit distance in predicting the flooding time.
Intuitively, a network that changes very quickly should, in general, have better flooding performance. This follows from the observation that the more new nodes a given node contacts, the
higher the likelihood that it will also run into more nodes that do not have the packet. With respect
to graph change metrics, this implies that given a mobility model and some initial conditions, the
parameters that cause the graph to have a higher edit distance (or a lower inner product) will lead
to better flooding performance.
This phenomenon can be further explained as follows. The bottleneck in completing flooding in
many of our simulation runs were isolated nodes. In most instances, when the graph is disconnected,
there is a large connected component that contains most of the nodes and smaller groups of isolated
nodes. The flooding time is bounded by the time it takes the isolated nodes to get connected to the
main component. If nodes move rapidly, it is more likely that they will get connected to the large
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Figure 31: Flooding time in TLW and eMEG for comparable edit distances.
component sooner, whereas if they move slowly, it will take them longer.
Flooding in Simulations
To study flooding, a sequence of evolving graphs was generated and a random node was picked to
initiate the flooding. This process was iterated for 2,000 simulation runs. The resulting flooding
time was observed for various values of the model parameters that govern the amount of change in
a graph as expressed by the edit distance.
Fig. 31 presents the results regarding flooding time for TLW as a function of α. We also plotted
the flooding time for eMEG under the same process. To make the comparison relevant, the model
parameters for the eMEG sequence were computed to have the same edit distance as the TLW
model. Thus, for a given α, the magnitude of change on the figure for the TLW and the eMEG
models is similar, as measured by the edit distance.
The first observation from Fig. 31 is that for larger α values, flooding takes a longer time. This
is in line with the results of Fig. 19, where larger values of α resulted in smaller edit distances and
hence less change. More surprisingly, note that even if edge-Markovian model has a similar edit
distances as TLW, eMEG always completes flooding faster. This is an important observation and
is due to the uniform edge-distribution of the edge-Markovian model outlined in Section 4.4.3. All
edges are equally susceptible to appear, thereby passing the packets faster to their neighborhood.
The probability of ending up with a large component and several isolated nodes is therefore reduced.
The same conclusion also applies to RWP. Recall from Fig. 23 that as the velocity of the nodes
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Figure 32: Flooding time for the Random Waypoint Model.
increases, the magnitude of change in the graph is larger, and hence the edit distance also increases.
The results of Fig. 32 show that mean flooding time decreases as the rate of graph change increases.
Thus, the rate of graph change significantly affects flooding time. If the magnitude of change, as
measured by the edit distance, is large, the flooding process is expected to complete faster.
Flooding in Traces
In this section, we analyze flooding on real-world traces provided by the CabSpotting database [117].
Unlike mobility simulations, this source of data is highly irregular and may exhibit different structural
qualities based on the sampling frequency of the points. As such, it is important to understand if
the insights we have obtained via simulations also apply to more realistic scenarios of mobility.
Specifically, the connection between the edit distance and the flooding time during an interval is
explored using a randomized experiment.
The CabSpotting dataset spans one month of collected data points. Throughout this period,
we select 1,000 random start times and flood the network starting from every node. The flooding
time of all these experiments is averaged. The mean graph edit distance of the evolving graph is
also computed for the duration of the flooding. As before, this experiment is repeated for several
communication radii from 0.1 to 1 mile.
The variations of the flooding time with respect to the communication radius are shown on
Fig. 33. We note that increasing the communication radius reduces the flooding time. Under
general circumstances, this is a fairly intuitive result. A larger radius implies more nodes can be
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Figure 33: Flooding time and mean number of edges in an evolving graph sequence for the CabSpotting traces, for a range of communication radii.
reached. The same figure also shows the number of edges in the graph in order to verify that this
is indeed the case. However, an additional explanation regarding the shorter flooding time with
increasing radius is that the graph becomes more dynamic.
The edit distance of graphs with larger communication radii is much larger, as can be seen on
Fig. 28 . The cars have a larger chance of being in the range of other cars. Fig. 34 emphasizes the
relationship between the flooding time and the edit distance. To obtain this figure, we matched the
datapoints of Figs. 28 and 33 with respect to the communication radius. Each point on Fig. 34 corresponds to a different communication range. Therefore, an important conclusion of this experiment
is that the relationship we observed in simulations in Figs. 31-32 also holds for real-world traces.
The edit distance is therefore a good indicator of the flooding time.

4.6

Full proofs of the results in Section 4.3

This section contains the proofs for the analytical results.
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Figure 34: Flooding time in the CabSpotting dataset with respect to the mean edit distance.

4.6.1

Proof of Proposition 2

Proof. We can compute the conditional expectation of the random variable.

E [edt(Gt , Gt+1 )|Et ] = E [D + A|Et ]
= E [D|Et ] + E [A|Et ]
= Et q + (Ê − Et )p
= Et (q − p) + Êp
where D and A are the number of edges that appear and disappear, respectively.

4.6.2

Proof of Proposition 3

Proof. Since we know that at steady-state the distribution of the number of edges in an edgep
Markovian graph is Binom(Ê, p+q
), we can remove the conditioning on E1 in that case:
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E [edt(Gt , Gt+1 )] = E [E [edt(Gt , Gt+1 )|Et ]]
h
i
= E Et (q − p) + Êp
= Êp + (q − p)E [Et ]
= Êp + (q − p)Ê
= Ê

4.6.3

p
p+q

2pq
p+q

Proof of Proposition 4

Proof. We can express the edit distance as:



V ar edt(Gt , Gt+1 ) Et = V ar A + D Et


= V ar A Et + V ar D Et

Now, V ar (A|Et ) is the sum of independent indicator random variables, so


V ar A Et = (Ê − Et )p(1 − p).
Similarly
V ar (D|Et ) = Et q(1 − q).
Therefore
V ar (ed(Gt , Gt+1 )|Et ) = (Ê − Et )p(1 − p) + Et q(1 − q).
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4.6.4

Proof of Proposition 5

Proof. This result can be obtained by using the conditional variance formula

V ar (ed(Gt , Gt+1 )) = E [V ar (ed(Gt , Gt+1 )|Et )]
+ V ar (E [ed(Gt , Gt+1 )|Et ])

We know that

E [V ar (ed(Gt , Gt+1 )|Et )] = E [Et [q(1 − q) − p(1 − p)]]
and


V ar (E [ed(Gt , Gt+1 )|Et ]) = V ar Et (q − p) + Êp
Putting them together and replacing E [Et ] and V ar (Et ) with the steady state expectation and
p
) gives the results.
variance of Et ∼ Binom(Ê, p+q

4.6.5

Proof of Proposition 6

Proof. We substitute the definition of link persistence with respect to the total number of edges and
the common edges, and condition on the distribution of total edges at steady-state.

P (lp(Gt , Gt+1 ) ≤ α) = P
=

Ê
X
g=1

=

Ê
X
g=1

C
≤α
Et




P C ≤ αg Et = g P (Et = g)
F (αg; g, 1 − q)P (Et = g)

At steady state, Et is Binomial(Ê, p/(p + q)), so its distribution can be substituted to obtain the
probability distribution of the link persistence for eMEG.
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4.6.6

Proof of Proposition 8

Proof. We will first obtain a recursive expression for this probability, and then convert that to an
explicit expression. Denote by Pi the probability of the event “the edge exists at time slot i.”

Pi = P (edge in i|edge in i − 1) Pi−1 +
P (edge in i|edge not in i − 1) (1 − Pi−1 )
= (1 − q)Pi−1 + p(1 − Pi−1 )
= Pi−1 (1 − q − p) + p
Note that this recurrence has the form

Pi = Pi−1 A + B

It can easily be shown and proven (through induction), that this expression can be written explicitly
as a polynomial in A, as follows:
Pi = P0 A i + B

i−1
X

Ak .

k=0

For i = 3, this has the form P0 A3 + BA2 + BA + B. In our case, we have A = (1 − q − p) and B = p.
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Chapter 5

Real-time Power Control for
Dynamic Optical Networks
5.1

Introduction

As discussed in Chapter 3, many cross-layer algorithms have been developed within the context of
wireless networks due to the unpredictable nature of the wireless medium. In contrast, transmission
impairments could be more easily avoided in optical networks due to the availability of the optical
spectrum. As the capacity of optical fiber is being reached, many cross-layer techniques first studied
in the context of wireless networks can be applied to modern optical networks to enable dynamic
operation. In this chapter, we study such a cross-layer control policy that accepts commands from
higher-layers to adjust the optical power levels and the virtual topology throughout the network.
Optical networks are the underlying infrastructure of core and aggregation networks [108]. In
order to handle peaks in traffic demand, these networks are usually static and over-provisioned [143].
This leads to inefficient use of capacity and energy (due to the need to keep inactive lightpaths available). The increase in traffic demand and heterogeneity as well as the need to support energy-efficient
operation [87] already pose challenges that cannot be addressed by over-provisioning. Dynamic adaptation of the network will become more pronounced as the fiber capacity is approached [51] and the
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Figure 35: The optical infrastructure of the Géant academic network [2], whose topology is used in
order to evaluate the proposed algorithms. The highlighted nodes are used as part of the topology
considered in the simulations in Section 5.5.
energy consumption of the IT sector becomes more prominent [87]. Requirements for dynamic adaptation stem not only from ongoing changes in Internet traffic patterns (e.g., due to diurnal cycles),
but also from the emerging needs to quickly provision high-bandwidth inter-data-center links [71,77].
Wavelength-Switched Optical Networks (WSONs) (see e.g., Fig. 35) include various emerging dynamic optical devices which have the potential to address these challenges. Dynamic devices include,
for example, Reconfigurable Add/Drop Multiplexers (ROADMs) that can transparently switch the
transmissions from one lightpath to another [108], modulators that can adapt to the link state [57],
and bandwidth variable transceivers that can modify band gaps between adjacent channels [59].
While the flexibility provided by such devices allows the network to adapt to the link conditions
and traffic demands, optical networks are still mostly static, due to potential impairments that are
hard to predict or model [11, 143]. Sources of these impairments are related to the optical transmission and fiber properties [108], and to factors such as temperature, component drift, component
aging, and maintenance work [115]. Due to these impairments, lightpaths are rarely modified once
assigned. This means that Routing and Wavelength Allocation (RWA) (e.g., [11]) is done primarily
at the planning phase, with significant over-provisioning. Any changes are executed manually which
is both time-consuming and expensive [47].
Hence, our goal is to enable lightpath configuration, setup, and teardown with convergence times
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Figure 36: Schematic view of the interaction of the control algorithm with the optical devices, and
the higher layer algorithms and SLAs.
in the order of tens of seconds. This will allow higher layer protocols to adapt to traffic variations
and customer demands, thereby leading to significant energy savings (e.g., [73, 124]). We build
on the capabilities of the dynamic optical devices as well as various Optical Performance Monitors
(OPMs) that have been recently developed [115]. OPMs can measure Quality-of-Transmission (QoT)
parameters such as the Optical Signal-to-Noise Ratio (OSNR), Bit Error Rate (BER), and chromatic
dispersion in real-time. Yet, while OPM capabilities have improved, most control schemes that use
them operate at the link-scale rather than at the network-scale [92]. Extensions of per-link policies
to the entire network do not produce globally optimal results, and may not converge within the
desired time [21].
We develop an impairment-aware, network-wide power control algorithm. As illustrated in Fig.
36, the algorithm will allow operators to control the dynamic devices such that the network will be
maintained in a state that satisfies the QoT constraints and higher layer requirements. The algorithm
would support quick reaction to changes (e.g., addition or removal of lightpaths), and can therefore
facilitate the dynamic operation of higher layer RWA algorithms. We note that schemes that require
close interaction between the layers are only starting to gain attention in the node/link-level of
optical networks [136,144]. The development of network-scale schemes has rarely been addressed and
is a challenging open problem, due to the following reasons:
• Continuous Operation – Most optimization problems associated with optical networks are
solved offline during the network planning phase or when lightpaths are added or removed.
Dynamically solving these problems on a live production network requires always maintaining
a feasible solution, which is challenging given the unpredictable and time-varying nature of
the optical links.
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• Unknown Performance Functions – The analytical expressions (and derivatives) for the
BER and the OSNR as functions of the power levels in the network are intractable, and
therefore, most optimization algorithms are inapplicable.
• Limited Performance Evaluation Infrastructure – Optical testbeds based on off-theshelf networking equipment are limited in conducting dynamic experiments. The exposed
functionality usually only allows higher-layer operations such as lightpath provisioning.
To overcome these limitations, we formulate the Multi Link Optimization (MLO) problem and
present the Simultaneous Multi-Path Lambda Enhancement (SiMPLE) algorithm which controls the
power levels of the wavelengths. Since the analytical models of BER and OSNR are intractable,
the SiMPLE algorithm uses real-time OPM measurements. The functions are unknown and the
measurements are noisy, and therefore, evaluating derivatives via finite-differences is unreliable.
Moreover, the algorithm should operate on a live network (restricting the type of points that can be
evaluated) and evaluations are costly in terms of time and energy. As a result, most convex solution
methods cannot be used. Hence, the SiMPLE algorithm is based on derivative-free optimization
(DFO) methods [43] and computes a live configuration of the wavelengths’ power levels throughout
the optical network.
We evaluate the performance of the SiMPLE algorithm in two ways. First, we use a networkscale optical simulator that provides fine-grained control over the optical physical layer. We then
evaluate the algorithm’s performance in a small-scale testbed that is built using commercial optical
devices. We demonstrate that desirable convergence which does not impact the network reliability
can be obtained through a proper choice of algorithm parameters. Furthermore, we show that the
ability to add and drop wavelengths dynamically (as enabled by SiMPLE ) can lead to significant
power savings.
We note that our approach requires deploying OPMs at many locations throughout the network,
and continuous communication between the OPMs and a central controller. While migrating to
such a deployment may increase costs, new devices that have integrated OPMs may facilitate this
transition and reduce the CAPEX [85]. Furthermore, transceivers, amplifiers, and ROADMs already
consume a large share of the power in modern optical networks. Through a better use of resources,
fewer such devices may need to be deployed, as the ones that are already in place can be configured
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to dynamically address the demands. As such, dynamic optical networks can have a positive impact
both in terms of CAPEX and OPEX.
Contributions: The main contributions of this chapter are three-fold: (i) we develop a measurementbased power control algorithm that enables the dynamic addition and removal of lightpaths anywhere
in the network at any time, (ii) we evaluate the performance of the algorithm using an optical simulator and in an optical testbed, and (iii) we estimate the possible energy savings based on the
simulation results. To the best of our knowledge, this is the first attempt at providing a global
power control algorithm that uses live OPM measurements to enable dynamic optical networking.
The proposed algorithm can support optical network control in near real-time while allowing the
higher layer protocols to dynamically adapt to traffic patterns. In other words, we take one of the
first steps towards designing software-defined optical networks that may be able to reduce the energy
consumption of the network backbone via better resource allocation.
The rest of the chapter is organized as follows. We present the model that captures the dynamics
of a single link in Section 5.2. In Section 5.3, this link model is generalized to the entire network
and the MLO problem is formulated. The SiMPLE algorithm is introduced in Section 5.4, followed
by extensive evaluations via simulation and experimentation in Sections 5.5 and 5.6, as well as the
energy savings analysis.

5.2

Optical Link Model

We now focus on a single optical link of a network. Such a link consists of several spans of fiber
connected by various optical devices such as amplifiers. The signal originates at a node with a
transponder and is amplified at intermediate nodes. The receiver at the destination decodes the
signal. Source and destination nodes can be, for example, ROADMs or Optical Cross Connects
(OXCs) that connect several links.
On a single fiber of a Wavelength-Division Multiplexed (WDM) network, several transmissions
can take place on different wavelengths, as illustrated in Fig. 37. We denote by E the set of spans.
Each span u ∈ E supports a set of wavelengths denoted by Λ(u). The following definition will be
useful in refering to individual wavelengths of each span.
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Figure 37: The correspondence between a physical link and its spans, and our optical link model.
The leftmost node includes an optical source composed of a laser (L) and a modulator (M). The
intermediate nodes consist of amplifiers and Variable Optical Attenuators (VOAs). The rightmost
span ends the link with a Receiver (R). OPMs can be located at any node.
Definition 13 (λ-span). A λ-span (u, λi ) represents the transmission on fiber span u ∈ E and
wavelength λi ∈ Λ(u).
Controllable parameters of the λ-spans include launch power, amplification, bandwidth, and
modulation format. In this chapter, we focus on power control 1 . Properties of a span, such as BER
and OSNR, can be measured using an OPM.

5.2.1

Optical Power Dynamics

Each λ-span (u, λi ) has an associated optical power-level pui . All power levels are expressed in
dBm. If the head of a span is a transmitter (laser), pui is the power of the signal as it leaves the
transmitter. If the head of the span is an amplifier, the power is the amplified signal power. During
the transmission through the span, the signal power is first attenuated by a distance-dependent fiber
loss αu which is around 0.2 dB/km for single-mode fiber. The power at the receiving end of span is
therefore pui − αu (in dBm).
At an intermediate node, the power can be modified in several stages, as shown in Fig. 37. The
received signal pui − αu is first amplified by an amount Gui . The power can then be reduced using a
variable optical attenuator (VOA) by a specified amount Diu . The launch power pvj of the signal at
1 Extensions to other parameters such as modulation format and transmission wavelength will be considered in
future work.
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Figure 38: Illustration of the relationship of BER and the optical launch power for a few modulation
formats denoted M 1, M 2, M 3 [74]. Prominent impairments in each region are marked (see [108]
for detailed descriptions).
an intermediate node is

pvi = pui − αu + Gui − Diu .

(7)

Depending on the network, different values of this expression will be the control variables. If a
constant gain amplifier is used at λ-span (u, λi ), the corresponding variable Gui will be a constant
whose value is set to the gain of the amplifier. If the amplifier gain is configurable, Gui will be a
decision variable that can be modified while adjusting the optical power levels. While these decision
variables are real numbers, they can be rounded to the nearest value supported by the amplifier.
Most optical amplifiers are ideally designed to amplify the entire spectrum by the same gain factor,
i.e., Gui = Guj , for any two wavelengths i and j in the same span. If the power can be controlled at
the launch of the λ-span, then the initial power pui is a decision variable. Otherwise, it is a constant.
Regardless of the choice of parameters Gui and Diu , it is possible to express the power dynamics
of the network as a function of the power variables, pui . We will therefore write all future equations
with respect to the λ-span power levels puj , and use the notation p for the power vector of all power
levels in the network.

5.2.2

Performance Measurements

There are direct relationships between power levels, BER and OSNR values, and these originate
from the physical interactions of the optical transmission with the fiber. As such, they are difficult
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Figure 39: The experimentally obtained 3-dimensional function that demonstrates the convexity
of the BER curve of λ2 with respect to the attenuation levels of λ1 and λ2 .
to characterize analytically, but can be measured experimentally. Fig. 38 provides an illustration of
the relationship between the BER value and the launch power for a specific λ-span. The prominent
impairments for different power levels are noted on the figure, and can be found in [108]. For instance,
at low power levels, increasing the power improves the BER by mitigating the effects of Amplified
Spontaneous Emission (ASE) noise. However, at higher power levels, increasing the power may
negatively impact the BER, due to other, non-linear impairments such as Cross-Phase Modulation
(CPM). The exact shape of Fig. 38 may depend on the characteristics of the fiber, amplifiers, and
other equipment. Other factors, such as the used modulation format, temperature, component drift,
aging, and fiber plant maintenance [115] affect the specifics of the curve, but the overall nature of
the relationship remains the same [74].
In our setup, OPMs are used at the receiving end of a span to measure the quality of the
transmission, including the BER and the OSNR. The BER and the OSNR metrics depend on the
power pui on λ-span (u, λi ), and are denoted by BERui (p) and OSNRui (p), respectively, for a λ-span
u.
There are no analytical expressions for BER and OSNR functions, due to the presence of many
impairment factors. However, BERui (p) is convex, while OSNRui (p) is concave [63, 74]. We use our
experimental testbed described in Section 5.6 to show this fact. Fig. 39 shows a logarithmic plot of
the BERui (p) function when two lightpaths λ1 and λ2 on the same λ-span are gradually attenuated.
The cuts along the x- and y-axes of this function yield convex curves similar to Fig. 38. However,
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this does not imply that the multidimensional function is convex over both variables. We verify this
numerically by calculating the Hessian of this curve at all points, and making sure that it is positive
semidefinite. This convexity property is leveraged in the next section to develop a network-wide
power control algorithm.
We note that the problem formulations in Section 5.3 and corresponding convergence results
also hold under more general assumptions. Namely, when the BER and OSNR functions are not
convex, but are quasi-convex 2 . Quasi-convex functions form a very large family that contains convex
functions.

5.3

Multi-Link Optimization Problem

In this section, the optical model for a single link introduced in Section 5.2 is generalized to the
network setting and an optimization problem is formulated.

5.3.1

Network Model

We model the network as a directed graph (V, E). The nodes v ∈ V represent ROADMs, OXCs, and
amplifiers in which, it is possible to control the power and to perform measurements using OPMs.3
The edges u ∈ E are fiber spans between devices. In a WDM network, each fiber span can support
several wavelengths which correspond to several λ-spans.
A lightpath P is a single optical stream of data that traverses several spans. Most lightpaths
maintain the same wavelength throughout their route, although converters can be used to modify
their wavelength along the route [108]. Lightpaths are represented as sequences of λ-spans P =
{(u, λi ), (v, λi ), (w, λi ), . . .}.
As shown in Fig. 35, nodes can have several incoming links. At these locations, cross-connect
devices such as ROADMs bridge the lightpaths from one span to another [121]. The assignment of
routes and wavelengths to links is out of scope, as these are assumed to be handled by an RWA
algorithm [11].
Not all λ-spans have all the capabilities introduced in Section 5.2. We denote by ΛBER and ΛOSNR
2A

function is said to be quasi-convex if its sublevel sets are convex.
optical link between two regional offices that includes several amplifiers is modeled as a path of several nodes.

3 An
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the sets of λ-spans that are equipped with the OPMs that measure BER and OSNR, respectively.
Similarly, the set Λp correspond to the sets of λ-spans that have the ability to control the power.

5.3.2

Optimization Problem

The key requirement of network operators, as specified by their Service Level Agreements (SLAs),
is to maintain the BER within a certain threshold value. Any network changes that are performed
should also satisfy this requirement. Since network operators are unable to continuously adjust the
power levels of the lightpaths in response to impairments, they typically compute an offline solution
with added margins to the BER requirements, which leads to over-provisioning. While this approach
works when network demands are largely static, with traffic variations seen in today’s networks (e.g.,
diurnal patterns for video consumption, inter-data center traffic [71, 77]), a dynamic approach that
can continuously guarantee BER requirements while adjusting to traffic demands is needed.
The Multi-Link Optimization (MLO) problem represents this requirement as a relationship between the desired threshold levels and the current outputs of the OPMs, provided by the BER and
OSNR functions. The control variables are the power levels that need to be adjusted to change the
OSNR or BER values. There can be several possible configurations that provide this guarantee,
and the one that consumes the least amount of optical power is considered through the objective
function hMLO (p, D). Based on the linear relationship of eq. (7), the power levels are adjusted by
either minimizing the power levels p or by maximizing the attenuations D.

The formulation for

this optimization problem is as follows.
Problem 1 (Multi-Link Optimization - MLO).

minimize
p,D

X
(u,λi )

pui −

X

Diu =: hMLO (p, D)

(O1)

(u,λi )

subject to BERui (p) ≤ BERui ,

∀(u, λi ) ∈ ΛBER

OSNRui (p) ≥ OSNRui ,
0 ≤ p ≤ SAF,

∀(u, λi ) ∈ ΛOSNR

(C1)
(C2)
(C3)

where BERui and OSNRui are the respective performance thresholds on λ-span (u, λi ), and SAF is
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the limit on the link power due to safety restrictions. Note that in this formulation, the objective
function hMLO (p, D) effectively minimizes the difference of the power and the attenuation throughout
the network. Bounding the power levels by the safety parameter SAF in constraint (C3) assures that
the power levels are always reasonable. This effectively eliminates corner cases in which the difference
can be small, while both the power levels p and the attenuation D are very large. We refer to a power
vector p as feasible, if constraints (C1)-(C3) are all satisfied.
When an RWA algorithm needs to add a lightpath, the MLO formulation can be modified by
adding constraints for the new λ-spans. To remove a lightpath, constraints involving the affected
lightpath can be removed progressively. In the same manner, modifications in the threshold values
for some lightpaths can be executed by changing the BERui and OSNRui parameters.
The MLO problem is convex due to the nature of the OSNR and BER functions, similar to the
single-link case. They are also zero order oracle problems [43] because their analytical functions and
first-order derivatives are unavailable (see Section 5.2.2).

5.4

Power Control Algorithm

In this section, we present the Simultaneous Multi-Path Lambda Enhancement (SiMPLE ) Algorithm
that uses the characteristics of the MLO problem to solve it efficiently.
Computing an optimal solution for the convex MLO problem is not straightforward. The functions BER(p) and OSNR(p) can be evaluated for given points but their overall curves are unknown.
Each evaluation of a performance function requires using an OPM device which is expensive both in
terms of time and energy. The measurement process can be disruptive to existing traffic in the network, and the OPM readings may contain noise. Therefore, a general-purpose convex solver cannot
be used for the solution of the MLO problem, and these special characteristics must be accounted
for during the design of a novel algorithm.
We denote by p(k) the value of the power vector at iteration k (contrasted with pui which is the
power of λ-span (u, λi )). Similarly, the measurements from all the OPMs at iteration k are captured
by vectors BER(p(k)) and OSNR(p(k)).
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5.4.1

Design Considerations (DCs)

The requirement for the SiMPLE algorithm to operate in a live production network has several
important implications:
(DC1) An algorithm that solves the MLO problem needs to evaluate the BER/OSNR functions
at intermediate power levels while converging to a solution. To obtain these intermediate power
levels, the amplifiers and attenuators need to be tuned throughout the network. A proper algorithm
therefore must guarantee that these intermediate evaluations do not cause any disruptions to active
lightpaths. Specifically, the algorithm needs to perform small perturbations and ideally the result
of the most recent iteration needs to be the best one.
(DC2) For the network operator, it is more important to adhere to the SLA requirements than
to find a setup with the optimal optical power allocation. Since satisfying the constraints (C1)-(C2)
is the priority, the main aim of the algorithm is to obtain a feasible solution as quickly as possible.
Once a feasible solution is reached, the algorithm must guarantee that the subsequent steps do not
cause any of the feasible constraints to be violated by a large amount.
(DC3) Most convex optimization solvers need the first or second derivatives of the functions used
in the problem formulation [113]. However, these methods are not appropriate for cases where the
functions are not known and can be noisy. Therefore, derivative-free optimization (DFO) algorithms
[43] are the most suitable solution methods.

5.4.2

SiMPLE Algorithm

We begin with a high-level overview of the SiMPLE algorithm. This algorithm is based on a
constrained direct-search algorithm [43], and incorporates the design considerations discussed in
Section 5.4.1. Starting from a power vector p(0), the algorithm makes small changes to the power
levels according to a set of computed direction vectors, and evaluates the BER and OSNR functions.
If there are two devices whose power can be modified, this set could be as simple as
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Algorithm 1 Pseudocode of Simultaneous Multi-Path Lambda Enhancement (SiMPLE)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

Input: Problem instance I and initial power levels p(0)
Parameters: θ+ , θ− , and αtol
loop
αk ← 1
repeat
if p(k) is feasible then
f (p(k)) ← AugmentLog(I)
else f (p(k)) ← AugmentQuad(I)
end if
Hk ← Generate(p(k)) ; Dk ← Hk ∪ G
// Try directions in Dk
if ∃di ∈ Dk with f (p(k) + αk di ) < f (p(k)) then
p(k + 1) ← p(k) + αk di ; αk+1 ← θ+ αk
else p(k + 1) ← p(k); αk+1 ← θ− αk
end if
until αk ≤ αtol
end loop

To improve convergence, search directions are generated dynamically as the set Hk according to a
number of heuristic rules, denoted by H1-H3. When a direction that improves the current point is
found, the next iteration begins. If an improvement direction is not found, the search starts over
from the same point, with a smaller step size. The value of this step size variable αk is changed
throughout the run of the algorithm according to the parameters (θ−, θ+ ). These parameters have a
large effect on the convergence properties, as shown in Section 5.5.4. An illustration of the high-level
operations of SiMPLE for a one-dimensional case is shown in Fig. 40.
The pseudocode for the SiMPLE algorithm is shown above. It takes as input an instance I of
the MLO problem and an initial power assignment p(0). The problem instance I corresponds to a
set of constraints to MLO, as determined by the higher-layer algorithms and SLAs.
The first step is to create an augmented objective function f (p(k)) by incorporating the constraints (line 6). Depending on the feasibility of the current point p(k), one of functions AugmentLog or AugmentQuad, defined below, is used.
If the initial point is feasible, the subsequent power levels must stay feasible for the remaining
iterations (this is due to DC1). This is guaranteed by AugmentLog, which returns the following
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log-barrier function:

f (p(k); µ) = hMLO (p(k))
X
1
−
µ

u

(u,λi )∈ΛBER

1
−
µ

log(BERi − BERui (p(k)))
u

X
(u,λi )∈ΛOSNR

log(OSNRui (p(k)) − OSNRi ),

where µ is parameter of the augmentation function [113]. Since the performance functions BER(·)
and OSNR(·) are embedded in f (·), each evaluation of this function causes the OPMs to make
a measurement. With this augmented function, SiMPLE can try power levels that violate the
thresholds, as there is no knowledge of the feasible region boundary. However, evaluations outside
the feasible region yield infinite values under the logarithm, and such points will not be accepted for
the next iteration.
If the initial power levels are not feasible, the priority is to find a feasible point (due to DC2).
The AugmentQuad function returns an augmented function that is finite for infeasible points, and
forces the points p(k) to feasibility:
X

f (p(k)) =

h

(u,λi )∈ΛBER

+

X
(u,λi )∈ΛOSNR

BERui (p(k)) − BERui

h

i+ 2

OSNRui − OSNRui (p(k))

i+ 2

,

where [x]+ = max(x, 0) is the positive projection of x. Under this function, infeasible power levels
will evaluate to finite values. Yet, reducing the infeasibility decreases the function value. If the
thresholds are attainable, the power levels are forced within the feasible region. Note that unlike
other qudratic augmenting functions (e.g., [113]), the priority is to reach a feasible solution, and
therefore, the objective function is not captured in this augmentation procedure.
It is also possible to selectively use AugmentQuad and AugmentLog for even more finegrained control over feasibility of individual constraints. For instance, when a lightpath is first
added, the corresponding new constraints will be infeasible by design. The AugmentQuad function
can be applied to the new constraints, and SiMPLE will progressively try to make that constraint
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Figure 40: Illustration of SiMPLE ’s convergence in one dimension. The objective function is dashed
to indicate that its realization is unknown. The first step (marked “1.”) achieves a larger objective
value and is discarded. The step size α1 is reduced by θ− , and the second iteration is successful.
For third step, the “rightward” direction di ∈ Hi is attempted first (not shown), but the “leftward”
direction is picked instead.
feasible. Meanwhile, the AugmentLog function can be applied to the constraints that are already
feasible. This way, the lightpaths that are already provisioned are guaranteed to remain feasible. If
the threshold of these constraints are violated even by a small margin in an intermediate iteration,
the logarithm function will evaluate to infinity, thereby disallowing the acceptance of this point.
The direct search step in line 11 tries several directions dk from a search set Dk to improve the
objective function value. Each of these directions is tried with step size αk . For each dk of this set,
it changes the power levels, and collects the OPM measurements. This search set consists of the
union of two sets. G is a positive spanning set of the entire search dimension space, which means
P
that for all v ∈ Rn , there exists ηk ≥ 0 such that v =
ηk gk with gk ∈ G. We use the columns


of the block matrix G = I; −I where I is the identity matrix. This condition guarantees that all
points in the search space are reachable through a positive linear combination of these vectors and
is crucial for the proof of convergence of direct search methods. Note that in this approach, neither
the full BER curves, nor their derivatives are used, satisfying DC3.
The function Generate returns a set Hk of additional search directions based on the current
and previous iterations. These directions are checked first, since they are more likely to be descent
directions. There are several ways to obtain the set of search directions Hk , and we consider three
heuristics:
H1: Hk = ∅, for comparison to the other methods,
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Figure 41: The topology of a subnetwork of the Géant network (see Fig. 35) that was used for
the evaluation of the SiMPLE algorithm. The solid lines indicates fibers between nodes. The
solid arrows indicate the location and number of lightpaths that are present in the low-capacity
assignment. The dotted arrows indicate the location and number of additional lightpaths that are
provisioned in the high-capacity assignment, when extra capacity is needed.
H2: Hk = dk−1 , the last successful search direction,
H3: Hk = dk−1 and a set of points around dk−1 . This corresponds to searching around p(k) + dk−1
in addition to searching around p(k).
These heuristics vary in the size of the set Hk they produce. If the search set contains many direction
vectors, the likelihood of one of them being a descent direction is higher. However, larger sets will
also result in wasted OPM evaluations, if none of the directions are viable, and the right strategy is
to reduce the step size. The effects of the choice of heuristics are explored further in Section 5.5.4.
Once the directions are exhausted, there are two possible outcomes. If a descent direction is
found, the step size parameter αk is multiplied by θ+ ≥ 1 to try a larger step in the next iteration.
If no successful search direction is found, the step size is multiplied by 0 < θ− < 1, and a smaller
one is tried.
The inner loop exits when the step size αk is reduced below a tolerance value αtol . If AugmentQuad was used as an augmentation function, a feasible power level is found at the end of the run
(if such a value exists), and all the performance thresholds are met. The algorithm then restarts,
using AugmentLog to further optimize this new point.
The SiMPLE algorithm runs continuously in an outer loop and constantly optimizes the solution.
If the MLO Problem constraints change (e.g., due to the addition or removal of a lightpath), these
changes are reflected to the problem instance I. A new penalty function f (·) is constructed by the
appropriate augmentation function, and the algorithm is initiated again from its last successful point
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p(k).
As mentioned in Section 5.2.2, the MLO formulation can be used under more general quasiconvexity assumptions regarding the BERui (p) and OSNRui (p) functions. In that case, the SiMPLE
algorithm can be modified by using a standard method for solving quasi-convex optimization problems given in [25, Section 4.2.5]. This framework effectively transforms the quasi-convex optimization
problem into a sequence of convex problems that are solved repeatedly. The downside of this method
is that it may require a large number of evaluations.
The SiMPLE algorithm is unique in that it uses two different augmentation procedures to satisfy
its design considerations. Arguments for its convergence can be found in Appendix 5.7.

5.5

Simulation Evaluation

In this section, we evaluate the performance of the SiMPLE algorithm and demonstrate the benefits
of dynamic optical networks with regards to energy efficiency.

5.5.1

Evaluation Metrics

In order to evaluate the performance of the heuristics H1-H3 under different parameters and noise
scenarios, we introduce several metrics. These metrics correspond to the objective of minimizing
the disruptions and power fluctuations and reaching the target power levels as quickly as possible.
We let P = {p(k)}k≥0 denote the set of all power vectors throughout the run of the algorithm.
The running standard deviation (RStd) corresponds to the variability of the power levels. It is
obtained by first finding the running average of the last 20 evaluations of the power vectors p(k).
The standard deviation from this running average is then computed as follows:
k


X
RStdp (k) = Std p(k) −
p(j)/20 ,
j=k−20

where Std is the standard deviation operator.

The FeasTime metric measures the time until all

the constraints are satisfied and the solution is feasible. It is measured in the number of iterations,
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and is defined as follows:

FeasTime(P) := min

p(i)∈P


i : || BER(p(i)) ≤ BER .

The duration of a single iteration can be analyzed by separating it into three phases: measuring
the BER/OSNR, computing the result, and making the appropriate modification. With current
technology, it is possible to have an OSNR measurement in the order of microseconds (a photodiode
takes the measurement in nanoseconds, and an FPGA processes in microseconds). Using a photonic
integrated device, it is possible to have 80 such measurement on a single chip for obtaining a reading
across all the wavelengths [36].
The processing time would currently be in the order of a hundred milliseconds due to the centralized nature of our architecture. Through the use of distributed algorithms, we believe it is possible
to reduce this to the order of milliseconds. The actuation phase of changing the power levels can
be done almost instantaneously, within picoseconds. Under the current architecture, we therefore
estimate the duration of a single iteration to be in the order of 100s of milliseconds, with the prospect
of a dramatic decrease through distributed computation.
Finally, the feasibility probability FeasProb is defined as the probability that SiMPLE finds a
feasible solution to the given problem. It is computed as the ratio between the number of simulation
runs that result in a feasible assignment and the total number of simulations runs.
For each of these metrics, we collect the result of every measurement, even if these measurements
are not selected as the optimal point of an iteration. This is in contrast to most evaluations of
convex algorithms where the number of iterations until convergence is used as a benchmark for
computational complexity. In our setting, the measurement and actuation overheads of each OPM
dominate the running time rather than the operations of the algorithm.

5.5.2

Simulation Setup

We developed a simulator which is based on a detailed physical model of an optical amplifier developed at Bell Labs [34]. The network level functionality was written in Python, and the code was
designed to run in a parallelized manner on a computing cluster. The simulations were executed on
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Figure 42: Sample traffic pattern between two cities in the Géant network over a period of one
week. The dashed line corresponds to the required capacity to satisfy the demand. In peak times,
additional lightpaths are needed to provide higher capacity.
an 8-core virtual machine running on the Amazon EC2 system.
This optical network simulator models a large-scale WSON that contains lasers, receivers, and
ROADMs in a mesh topology. Many concurrent transmissions can take place across several lightpaths, and the optical power levels can be measured at every span of the lightpaths. The OSNR is
estimated at the receiver by comparing the received signal power with the noise floor.
In the simulations, a subset of the Géant network topology was considered. It consists of 6
nodes and 27 lightpaths that follow four routes as shown in Fig. 41. Between the nodes, lightpaths
go through several spans separated by ROADMs as shown in Fig. 37. The optical power of each
lightpath can be modified at ROADM nodes on their path using an attenuator (VOA). The same
attenuation level is used for all the ROADMs during the entire lightpath. The dimension of the
optimization problem is therefore 7, one for each lightpath group in Fig. 41. The received power
levels are measured at each destination node, amounting to a total of 4 OPMs. The MLO formulation
has 7 OSNR constraints, one for each lightpath group. Gaussian noise with different standard
deviation values was added to the OPM evaluations to emulate measurement noise. In terms of the
parameters, we set the launch power of the transceivers to 20 dBm and the gain of the amplifiers to
15 dB. The OSNR thresholds are 20 dB. A tolerance value of αtol = 0.5 was used to terminate the
simulation runs.

5.5.3

Traffic Data

Traffic demand between each pair of cities in the Géant network obtained at 15 minute intervals for
a four month period in 2005 is available in [139]. This data was averaged over a week-long period
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Figure 43: Evolution of the attenuation of three lightpaths in our simulation while the SiMPLE
algorithm transitions from the low-capacity assignment to the high-capacity one in order to satisfy
the extra demand. Two lightpaths are progressively added by decreasing their attenuation.
to obtain traffic variations for each weekday, for all the nodes that are part of the subtopology. A
sample of the traffic variations for two specific nodes over a week is shown in Fig. 42. The data was
scaled tenfold to accommodate the traffic growth statistics based on [5]. Optical networks are also
typically overprovisioned to account for bursts in traffic, so the data was further scaled by a factor
of five.
Many approaches can be used to generate the optimal wavelength assignment that satisfy these
traffic demands. In the most complex case, a new assignment can be computed in real-time using the
live traffic matrices. Since the focus of this chapter is not RWA algorithms, two specific assignments
are designed to satisfy the traffic demands. In particular, based on the physical topology of Fig. 35,
we define two virtual topologies referred to as the high-capacity and low-capacity assignments. The
high-capacity assignment has enough capacity to satisfy traffic demands at peak times, while the
low-capacity one is used when the demand is low on nights and weekends. The capacities for two
specific source and destination nodes are illustrated in Fig. 42 as the dashed line that covers the
traffic demands. The objective of the SiMPLE algorithm is to switch between such two assignments
to optimize resource usage, as desired in dynamic optical networks. While this approach seems
simple, it already provides a vast improvement over current optical networks, in which such drastic
changes rarely occur over timescales less than the order of weeks.

5.5.4

Simulation Results

Parameters and Heuristics: For a given network deployment, two types of parameters should
be considered: the (θ− , θ+ ) parameters for adjusting the step size (line 2 of Algorithm 1), as well as
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(a)

(b)

(c)

(d)

Figure 44: Values of the RStd and FeasTime metrics that demonstrate the fluctuations and convergence time of the SiMPLE algorithm when switching from the low capacity to the high capacity
assignment. Two sets of parameters are plotted: (a)-(b) θ+ is fixed and θ− is modified, and (c)-(d)
θ− is fixed and θ+ is modified.
the search direction heuristics H1-H3. We ran extensive simulations on the Géant subtopology to
evaluate the effects of these parameters and heuristics on the convergence of SiMPLE . Specifically,
we simulated the transition from the low capacity assignment used during nights and weekends, to
the high capacity assignment used during peak times. In this setup, only the minimally necessary
lightpaths are initially turned on. Additional lightpaths that can support the peak traffic are off,
and therefore, have a very low OSNR. A problem instance is created for this scenario that requires
all the lightpaths to have high OSNR. This problem is used as an input to SiMPLE which instructs
the attenuators to bring up the additional lightpaths, while monitoring the other lightpaths.
Fig. 43 shows the attenuation evolution over time for a single run of simulation. In this setup,
heuristic H1 was used with θ− = 0.6 and θ+ = 1.2. The green lightpath is initially active, while
the red and blue lightpaths are being provisioned. The SiMPLE algorithm progressively decreases
the attenuation of these lightpaths until the OSNR constraints are satisfied. The process of adding
these lightpaths takes around 400 OPM evaluations. However, it can be seen that this process causes
fluctuations in the power levels.
To understand the fundamental tradeoff between fluctuations and convergence speed, we repeated
this experiment and averaged the results over 250 runs for each parameter and heuristic combination.
The results are shown in Fig. 44.
Figs. 44(a)-44(b) show the effect of the θ− parameter when θ+ = 1.2. One can notice that
smaller values of θ− cause larger fluctuations, as measured by the running standard deviation metric
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(RStd). However, these small values also decrease the convergence time dramatically by almost 80%
compared to larger values. These observations are explained by recalling the definition of θ− which
affects the amount by which the search directions are reduced in unsuccessful iterations. Large
reductions (e.g., when θ− = 0.6) cause large fluctuations. However, the algorithm can also adapt
faster to the topology of the feasible region to reduce convergence times.
The results for the three heuristics are also plotted on Figs. 44(a)-44(b). The tradeoff between
fluctuations and convergence time is also present among the heuristics. Namely, H3 achieves convergence at the expense of larger fluctuations. Recall that the H3 heuristic has a large set of candidate
directions that is considered at every iteration. These trials create larger variations, but improve
the algorithm capability to find the correct direction. Heuristic H2 adds an extra direction to H1,
but its benefit over H1 is not evident in this figure.
Figs. 44(c)-44(d) illustrate the metrics for different values of θ+ , when θ− = 0.6. The parameter
θ+ governs the amount by which the search directions are increased after a successful iteration.
Therefore, larger values of θ+ do increase the fluctuations, as the step sizes become larger. However,
we surprisingly find that there is no significant improvement in the convergence time with larger
values. This is because the inability to take large steps is not the main bottleneck. Increasing the
step size therefore plays a smaller role, since SiMPLE operates close to the boundary of the feasible
region.
The previous observations on the heuristics also hold when observing the effects of θ+ . H3
achieves better convergence times, compared to the other two. One interesting point to note is the
very large convergence time in Fig. 44(d) for H1. If the step size is not allowed to increase (when
θ+ = 1), H1 takes an unusually long time to converge, as it takes many small steps. The other two
heuristics avoid this by choosing their search directions more intelligently, thereby making better
progress.
Noise: OPMs deployed in a real network will suffer from measurement noise as part of their
operation. Furthermore, faster OPMs will have larger measurement noise. To operate in realistic
scenarios, the SiMPLE algorithm needs to perform well in a noisy environment. It is also important
to understand the magnitude of the tolerable noise. We applied our evaluation metrics to different
noise conditions, and plotted them across the three heuristics in Fig. 45. Each point on this plot is
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(b)

Figure 45: The performance of SiMPLE as a function of the measurement noise variance, for two
metrics: (a) the probability that SiMPLE finds a feasible solution (FeasProb), and (b) the running
standard deviation (RStd).
averaged over 250 iterations as in Section 5.5.4.
The probability that SiMPLE will reach a feasible solution is plotted in Fig. 45(a). For reasonable
noise levels where the variance of the Gaussian noise is less than 10−1 , the algorithm finds a feasible
solution with high probability (greater than 90%). This behavior is independent of the choice of
heuristics.
Fig. 45(b) shows the running standard deviation RStd of the power levels, with respect to the
noise variance. It can be observed that large noise variations cause large power fluctuations. This
suggests that when picking the θ− and θ+ parameters, it is also important to factor the noise
performance of the OPMs. Also note that for very large noise values for which SiMPLE does not
find a feasible solution, the fluctuations in the network are small.

5.5.5

Energy model

A major motivator for dynamic optical networks is better use of resources, specifically with respect
to energy consumption. In this section, we analyze the benefits of the SiMPLE algorithm in terms
of the energy consumption of the network equipment. The topology outlined in Fig. 41 is considered
and the traffic data that will satisfy the needs based on the time of day is used. We begin by
analyzing the power consumption for the low-capacity and high-capacity assignments.
The power consumption of both the electrical and the optical components of a network stand
to gain from dynamic behavior. However, the WDM portion of the transmission network typically
consumes much less power compared to the electrical components. Indeed, the power density of a
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ROADM is about three orders of magnitude less than that of a core router [67]. Furthermore, the
relationship between minimizing the optical power through the hMLO (p, D) objective function and
the power consumption of optical devices is nontrivial. In general, it is not necessarily true that
reducing the optical output power of a device translates into a power saving, and developing devices
that exhibit this behavior is an active research area [3]. Due to these reasons, we focus our analysis
on the benefits of the dynamic operation over the electrical components only, noting that this is
effectively a lower bound analysis.
We assume a network based on the Cisco CRS-1 routers [1] . The optical transmission originates
at WDM optical linecards each consuming 500 W. Depending on the number of wavelengths used
at each node, we accounted for a 4-, 8-, or 16-shelf chassis, consuming roughly 2200 W each. For
certain nodes, a multi-shelf system consisting of two 16-shelves were necessary to satisfy the high
traffic demands.
Based on these estimates, the high capacity assignment consumes 47 kW when all the linecards
and chassis are active. For a static network, this would be the permanent power consumption of this
network. At times of low demand, a portion of this equipment is turned off, and the low capacity
assignment consumes 32 kW.
Based on the traffic patterns described in Section 5.5.3, on average, the high capacity assignment
is needed 41% of the time. A first order approximation would conclude that the average power
consumption of a dynamic optical network in this scenario would be 38 kW, resulting in a saving of
19%.
However, the previous reasoning corresponds to the best case energy savings, in which SiMPLE ’s
overhead is not accounted for. In reality, each time the wavelength assignment needs to change,
energy is spent on the convergence of the algorithm. Furthermore, the amount of energy spent
depends on the parameters and heuristics. The worst-case energy overhead of the SiMPLE algorithm
can be computed as follows:

Eoverhead =

1
× tconv × tround × Pdiff ,
pconv

where pconv is the probability of convergence measured by the metric FeasProb, introduced in Section 5.5.1. Therefore, the expressions 1/pconv correspond to the expected number of rounds the
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(b)

Figure 46: The potential energy savings provided by the SiMPLE algorithm for the heuristics H1-H3,
when (a) θ+ = 1 and θ− is varied, and (b) θ− = 0.6 and θ+ is varied.
algorithm will take until convergence. Each such round of the algorithm takes on average tconv
evaluations, measured by the metric FeasTime and plotted in Fig 44. The duration for the OPM
evaluation, the message transmission duration to the central server, and the actuation is taken to be
tround = 5 s, which is fairly realistic by the standards of current equipment. Finally, Pdiff = 15 kW is
the difference in power consumed between the two assignments that is wasted during the convergence
of the algorithm.
Fig. 46 shows the energy savings in the simulated topology due to the SiMPLE algorithm, as a
percentage of the energy consumed by the static network. The savings are plotted with respect to
different (θ+ , θ− ) parameters, as well as heuristics H1-H3. It can be observed that the effect of θ+ on
the energy savings is insignificant compared to the effect of θ− . On the other hand, the right choice
of θ− can lead to greater energy savings (18%). Note that these large values come at the expense
of large variations in the power levels, as indicated in Fig. 44(a) which may negatively affect the
availability of the network by causing unpredicted downtime. Therefore, the choice of parameters
plays a critical role in obtaining a desirable convergence behavior.
A key value that affects these savings is the measurement and actuation time tround . While we
assume that tround = 5 s, advances in OPMs and actuation technology is expected to bring this value
further down, which will reduce the overall energy consumption. For example, decreasing tround to
1 s will reduce the energy consumption by 18% for all (θ− , θ+ ) values. This is within 1% of the ideal
savings of 19%.
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5.6

Testbed Evaluation

A small-scale testbed was built using commercial optical devices to evaluate SiMPLE in a real-life
scenario.

5.6.1

Experimental Setup

The experimental setup is shown in Fig. 47. Eight closely-spaced Continuous-Wave (CW) laser
sources in the ITU C-band are partitioned into two contiguous wavebands–Λlong and Λshort –of 4
wavelengths each. A 215 − 1 Pseudo-Random Bit Sequence (PRBS) is inscribed using a single intensity modulator to produce a 10 Gb/s On-Off-Keyed (OOK) Non-Return-to-Zero (NRZ) pattern on
each channel. In order to provide individual fine-tuned control, the injected power of each waveband
is independently set via Variable Optical Attenuators (VOA) preceeding the optical modulator.
Inter-channel impairments are induced through a segment consisting of an Erbium-Doped Fiber
Amplifier (EDFA), VOA, and 25 km of single-mode fiber. The EDFA is tuned to operate in saturation
within a subrange of the operating powers of the incident wavebands. As a result, at significantly
high powers, each waveband will “steal gain” from the other, resulting in mutual degradation.
Representative channels in each waveband are isolated for observation using a tunable grating
filter (λ). Each data stream is recovered using a photoreceiver assembly with an inline digitizer
(comparator) and subsequently fed into a Bit-Error-Rate Tester (BERT). Using the BERT, we
can quantify the effect of the experimentally induced impairments on each waveband to not only
characterize the parameter space of our system, but to serve as a real-time performance metric
utilized by the experimental implementation of SiMPLE .
The SiMPLE algorithm runs in an automated fashion on a laptop configured as a central controller. This controller interfaces with the VOAs, tunable optical filter, and BERT using the IEEE488 General Purpose Interface Bus (GPIB) interface. Through this interface, the algorithm collects
measurements from each data stream and iteratively modifies the attenuation levels of the wavebands.
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Figure 47: Schematic of the experimental setup. Two wavebands each consisting of four wavelengths
are modulated with a PRBS pattern and are transmitted via an amplified link segment. The optical
powers of each waveband are controlled by a computer configured as a controller that runs the
SiMPLE algorithm.

(a)

(b)

Figure 48: Evolution of the attenuation and the BER of two lightpaths in our testbed for the
lightpath lifecycle scenario. Two sets of (θ+ , θ− ) parameters are considered, resulting in (a) slower
but more gradual convergence, or (b) high fluctuations but fast convergence.
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5.6.2

Results

To demonstrate the effects of the (θ− , θ+ ) parameters, we ran an experiment in our testbed corresponding to a series of changes in a dynamic optical network. This experiment was repeated for
various sets of θ− and θ+ parameters. Fig. 48 shows the result for two different sets of θ− and
θ+ parameters. The experiment has several stages, as labeled in Fig. 48(a). First, the red lighpath is added similarly to the simulation scenarios (see Section 5.5.4). Then, after 160 evaluations
(marked as step 2 in Fig. 48(a)), the threshold constraint BER for the blue lightpath is significantly
increased (BER = 10−1 ). As a result, SiMPLE readjusts the power levels, effectively dropping the
blue wavelength. Next, a second BER constraint is modified in step 3, and finally the red lightpath
is dropped in step 4. This experiment is designed to capture the full scale of actions that future
dynamic optical networks are expected to perform, based on higher-layer requests. Note that the
attenuation level at step 5 in Fig.48(a) is larger compared to that just before step 2, even though
BER levels at these steps are the same. This illustrates that the same QoT constraint can be met
using less optical power.
Fig. 48(a) shows the variations of the power level and the corresponding BER when θ− = 0.9
and θ+ = 1. It can be seen that the variations in power and BER are low, and the convergence
is smooth. This smoothness comes at a penalty in time, since the entire scenario takes about
650 OPM evaluations. This may be long with current OPMs, if evaluations are in the order of
minutes. However, as future OPMs are expected to perform evaluations in the order of milliseconds,
the SiMPLE algorithm can complete this scenario in under a second, with reasonable convergence
behavior.
Fig 48(b) shows the same scenario when θ− = 0.6 and θ+ = 1.2. Similar to the insight obtained
from simulations, these parameters cause large variations in the step size, leading to large fluctuations
in the power levels and the BER. However, these parameters also allow the entire test sequence to
complete in about 170 OPM evaluations, substantially faster than in the scenario illustrated in
Fig 48(a).
Similar to the simulations, the algorithm was evaluated on the experimental testbed for different
set of parameters (θ− , θ+ ). Due to the longer duration of the experiments, the results were averaged
over 5 runs, for each heuristic and a representative set of parameters. The averaged running standard
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Table 2: Average values over 5 experiments of the running standard deviation (RStd) and feasible
time (FeasTime) metrics for several parameter combinations
 when using heuristic H3.
(θ− , θ+ )
(0.9, 1)
(0.9, 1.1)
(0.6, 1.2)
(0.6, 1.3)

RStd ×10−3
1.80
9.16
5.83
66.2

FeasTime
76
30
28
31

deviation (RStd) and feasible time (FeasTime) for heuristic H3 are shown in Table 2. The results
are comparable to the simulation results obtained in Fig. 44. When the parameters are picked such
that the step size does not vary greatly with θ− , θ+ = (0.9, 1.1), there are less fluctuations, but the
convergence time is larger. At the other extreme, when θ− , θ+ = (0.6, 1.3), the power levels fluctuate
a lot, but the convergence is faster. Unlike the simulation, there is an optimal set of parameters for
these experiments. When θ− , θ+ = (0.6, 1.2), the best possible convergence is obtained. It should
be noted that noise is present naturally in the experiments and can be the cause for this somewhat
different behavior.
To conclude, we tested the SiMPLE algorithm running on a computer that controlled optical
devices. We showed that the insights obtained from simulations also hold with real equipment, and
that proper selection of parameters for the SiMPLE algorithm can enable complex operations in
future dynamic optical networks.

5.7

Convergence of SiMPLE

Being a general convex solution algorithm, SiMPLE can be used to solve a wide variety of problems.
First the case of deterministic functions is discussed, followed by functions that have probabilistic
noise.
The convergence of SiMPLE when the BERui (p) and OSNRui (p) functions are not affected by
random noise follows from several well-known results. We outline these results for completeness.
The proof of convergence for the family of direct search algorithms is given in [88]. In the simplest case, when the MLO problem does not have constraints (C1)-(C2) but only has an objective
function, the proof follows from bounding the step size parameter αk from above. The algorithm
converges since the step size can be shown to get arbitrarily close to zero. The proof for the case
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in which the constraints (C1)-(C2) are present follows from similar arguments, as the augmentation
procedures AugmentLog or AugmentQuad are used to transform the constrained problem to an
unconstrained one.
To the best of our knowledge, it was not proved that direct search methods converge if measurement noise is present. However, our application of these methods differs from other typical scenarios
in that SiMPLE runs the algorithm continuously. In our setting, if there is a positive probability
that the direct search method converges, it can be shown that SiMPLE will also converge. While
in practice this convergence may take a long time, it is not as crucial because the priority for MLO
is to reach feasibility, and not necessarily optimality.
The use of two different augmenting functions in a single setting is unique to the formulation of the
MLO problem. The fact that the algorithm converges when the log-barrier function AugmentLog
is used is well-known [113]. AugmentQuad generates a function that is similar to the well-known
quadratic penalty function, which converges when the parameter µ → ∞. The proof that SiMPLE
yields a feasible point (not necessarily optimal) follows from the following argument. When a typical
quadratic penalty function is used, the algorithm converges to an optimal solution when µ → ∞.
It therefore follows that for µ large enough, an intermediate value of the augmenting quadratic
penalty function is feasible. Using the AugmentQuad function effectively corresponds to finding
this intermediate value, thereby yielding feasibility.
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Chapter 6

Joint Transmission in Cellular
Networks with CoMP
6.1

Introduction

Previous chapters demonstrated the benefits of cross-layer techniques in both wireless and optical
networks. Cross-domain optimizations is a related network design paradigm in which tighter integration between protocols operating in different domains is investigated for better performance.
This approach is particularly well-suited for cellular networks in which the wireless network has to
be closely integrated with the backhaul network.1
In this chapter, we study scheduling and routing algorithms in cellular networks. We identify
the challenges in future deployments that cannot be addressed with current scheduling algorithms,
and propose several efficient scheduling algorithms.
Cellular networks face an ever-increasing bandwidth demand, driven by the advent of sophisticated mobile devices and new applications. Satisfying this demand calls for improvements in the
spectral utilization and reductions in inter-cell interference. Interference reduction can be efficiently
accomplished through multi-cell coordination, where multiple Base Stations (BSs) jointly transmit
1 While most backhaul networks are wired, the discussion in this chapter is also applicable to wireless backhaul
networks.
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Figure 49: Example of a network supporting Joint Transmission (JT) with 3 Base Stations (BSs).
White packets are available at a single BS and can be transmitted by that BS or duplicated over
the backhaul. Black packets are present at two BSs and can be transmitted jointly.
to a single user, using the same time-frequency slots. This technique is known as Coordinated
Multi-Point (CoMP) with Joint Transmission (JT) or network-MIMO [60], and is incorporated in
the LTE-Advanced standard [7]. Moreover, CoMP JT has already been shown to be effective in
WiMAX and IEEE 802.11 [119, 147, 148].
The benefits of CoMP were first studied using information theoretic models [28, 60, 103]. More
recently, CoMP JT was implemented in testbeds [13,147,148]. However, scheduling in CoMP-enabled
networks that takes into account the realistic physical layer and backhaul constraints has not been
thoroughly studied. In particular, most of the proposed scheduling algorithms (e.g., [91, 96, 146])
are heuristics that focus on determining the transmission rates for each user rather than assigning
time/frequency slots. Hence, in this chapter, we conduct a theoretical study motivated by the special
characteristics of the CoMP-enabled networks. Our study combines algorithmic and stochastic
control techniques and aims at bridging the gap between the information-theoretic models and the
practical implementations.
We consider a cellular network comprised of multiple BSs supporting JT and interconnected via
backhaul links, as illustrated in Fig. 49. In every subframe, a packet-level scheduler residing at a
central processing site coordinates transmissions. Packets for users close to a BS can be transmitted
directly from their serving BS. For users that can be served by two BSs, packets can also be forwarded
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to the secondary BS through the backhaul network, and then jointly transmitted by both BSs. For
each packet, a Modulation and Coding Scheme (MCS) must be selected to provide the best rate.
We first focus on a single subframe, and study the OFDMA Joint Scheduling (OJS) problem
of determining a packet-level schedule and deciding if to use JT. The problem’s objective function
can be selected among a variety of utility functions (e.g., throughput and delay). We show that
the OJS problem is NP-hard and describe a framework for solving it efficiently by decomposing it
into problems related to knapsack and coloring. We use this framework to develop efficient optimal
algorithms for bipartite and planar series-parallel network graphs. Moreover, for general graphs, we
develop efficient approximation algorithms.
We then introduce a time dimension to the problem. We define a queueing model in which a
packet-level schedule is determined by solving the OJS problem in each subframe. We characterize
the capacity region (i.e., the arrival rates that can be sustained). We prove that when the OJS
problem is formulated with a specific utility function, an OJS solution algorithm along with a policy
that generalizes MaxWeight scheduling [138] for CoMP networks guarantee maximum throughput.
Based on the queueing model, we present extensive simulation results to evaluate the OJS algorithms as well as JT schemes in general. Specifically, we show that the users’ geographical distribution has a significant impact on backhaul utilization. JT dramatically improves the performance of
users near the cell edge even with a low-capacity backhaul. Further, we observe that low-complexity
algorithms for solving the OJS problem use the backhaul relatively inefficiently, thereby negatively
impacting the supported throughput.
Contributions: The main contributions of this chapter are three fold: (i) we provide the
first packet-level analysis of CoMP with JT, which allows for more efficient scheduling than the
typical user-level schedulers studied before [91,96,146]; (ii) we examine JT scheduling over time and
present a throughput-optimal scheduling policy. This is fundamentally different from the current
static formulations; and (iii) using simulations, we study the various tradeoffs related to JT. In
general, combining tools from algorithm theory and stochastic control, allows obtaining a deeper
understanding of the network than would be the case when using either approach in isolation.
The rest of the chapter is organized as follows. In Section 6.2 we present the model and the
OJS problem, and in Section 6.3 we show that OJS is NP-hard, which leads to the development
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of approximation algorithms in Section 6.4. In Section 6.5 we develop and present results for a
queueing model, which we study through extensive simulation experiments in Section 6.6.

6.2
6.2.1

Model and Problem Formulation
Network Model

We consider the downlink of an OFDMA cellular network comprised of a set of BSs B = {1, . . . , B}
and a set of users N = {1, . . . , N }. We consider a single subframe depicted in Fig. 50(a), consisting
of several scheduled blocks, denoted S = {1, . . . , S}.
c
Definition 14. The serving (secondary) BS of user n is denoted BS(n) (BS(n))
and is defined as
the BS that provides the (second) highest SINR to user n.
As depicted in Fig. 49, a packet can be transmitted either by only the serving BS of user n, or
by both the serving BS and secondary BS.
Definition 15. A packet for user n is single-transmit-ted, if only BS(n) transmits, and it is jointc
transmitted, if BS(n) and BS(n)
transmit it on the same scheduled block.
All packet transmissions last exactly a single subframe.
bn
Each user n has a queue Qn for single transmissions (maintained at BS(n)), and a queue Q
c
for joint transmissions (maintained at both BS(n) and BS(n),
see Fig. 49). Packets arrive into the
system at BS(n) and are stored at Qn . The BSs are inter-connected through a backhaul network, and
c
for a packet to be joint-transmitted it first has to be sent across the backhaul from BS(n) to BS(n).
b n . Packets incur a delay of a single subframe
In this case the packet will be moved from Qn to Q
when transmitted across the backhaul, which will play a role in Section 6.5. A packet departs from
b n when it
Qn when it is single-transmitted or sent across the backhaul, and a packet departs from Q
is joint-transmitted.
A packet is uniquely defined by the triplet (n, β, j), where n is the receiving user, β ∈ {0, 1}
b n (β = 1), and j ∈ Z0 represents the position
indicates whether a packet is in Qn (β = 0) or in Q
of the packet in the queue. The set of packets is denoted I and its size is denoted by I. Given a
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Figure 50: (a) example of a frame (corresponding to 1.4MHz LTE) and (b) a scheduled blocks graph
GSB .
packet i ∈ I we denote by n(i), β(i), j(i) the corresponding user, queue type, and queue position,
respectively. Packets have a certain packet length in bytes, and packets may have different lengths.
Each wireless transmission requires an MCS, which is selected from a set M = {1, . . . , M } of
supported MCSs. We define the configuration set C = {0} ∪ M such that c ≥ 1 indicates wireless
transmission using MCS c, and c = 0 indicates a packet forwarded to another BS over the backhaul.
Thus, a pair (i, c) (i ∈ I, c ∈ C) defines a transmission of packet i with MCS c (c ≥ 1) or packet i
forwarded over the backhaul (c = 0). Note that the pair (i, 0) is not feasible if β(i) = 1.
For each (i, c), we define two properties: its size Γ(i, c) and its success probability p(i, c). First,
Γ(i, 0) represents the size of packet i in bytes. For c ≥ 1, the Γ(i, c) represents the number of
scheduled blocks required for transmission with MCS c, which depends on the packet size in bytes
Γ(i, 0) and the MCS c.
The success probability p(i, c) represents the probability that packet i will be successfully received
c
by the user n(i) (c ≥ 1) or that packet i forwarded over the backhaul is successfully received by BS(n)
(c = 0). For MCS m ∈ M, the success probability p(i, m) depends on the packet length Γ(i, 0), the
MCS m, the user’s channel state, and whether it is single-transmitted or joint-transmitted (β(i) = 0
or β(i) = 1). We assume that p(i, m) is higher if β(i) = 1 compared to β(i) = 0, since the SINR
of a user is greater when a packet is joint-transmitted. We assume packets forwarded across the
backhaul are always received successfully, so p(i, 0) = 1.
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A packet i which is single-transmitted requires scheduled blocks in a subframe of BS(n(i)), while
c
a joint-transmitted packet requires scheduled blocks in subframes of both BS(n(i)) and BS((i)n).
c
In the latter case, the set of scheduled blocks used by BS(n(i)) and BS(n(i))
must have identical
indices since JT requires both BSs to transmit on the same scheduled blocks.
The capacity of a backhaul link between BSs a and b is lab bytes. We assume that each backhaul
link is bidirectional and that both directions share the link capacity, but remark that all results can
be readily extended to directional backhaul links. The model allows for lab = 0, and we assume
without loss of generality that backhaul links exist between all BS pairs.
Throughout this chapter, we assume that a central processing unit determines the schedule for
all BSs based on perfect knowledge on the network state, as provided by the BSs over the backhaul.

6.2.2

OFDMA Joint Scheduling (OJS) Problem

We now formulate the joint scheduling problem. Capacity constraints apply both to the subframes of
the B BSs as well as the B(B −1)/2 backhaul links, and we denote the total number of constraints by
D = B + B(B − 1)/2. We order these constraints such that the constraint b corresponds to the BS b,
and constraints B+1, . . . , D correspond to the backhaul. Define the D-size vector K = (K1 , . . . , KD )
such that for 1 ≤ d ≤ B, Kd = S (number of scheduled blocks), and for d ≥ B + 1 that corresponds
to a backhaul link between BSs a and b, Kd = lab (number of bytes).
In order to describe the capacity used by each transmission, we introduce

h(i) =



 {BS(n(i))}

if β(i) = 0,


c
 {BS(n(i)), BS(n(i))}

if β(i) = 1.

Here h represents the set of BSs involved in the transmission of packet i: If β(i) = 0 then h returns
only the serving BS, and if β(i) = 1 it returns both the serving and secondary BS. We define the
function w : I × C → (N0 )D , where w(i, c) denotes the D-dimensional vector that represents the
capacity used for (i, c). If c ≥ 1, then w(i, c) is the all-zero vector except for [w(i, c)]b = Γ(i, c) for
b ∈ h(i). If c = 0, then only the entry corresponding to the appropriate backhaul link is positive,
and equal to the length in bytes of packet i.
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The function u : I × C 7→ R+ represents the utility of scheduling packet i according to configuration c. Examples include a throughput-based utility function

uT (i, c) = p(i, c),

(8)

and a fairness-based utility function

uF (i, c) = log p(i, c).

In Sections 6.5 and 6.6 we use a queue-length based utility function

uQ (i, c) =



 Ln(i) p(i, c),

c ≥ 1,


 max Ln(i) − L̂n(i) , 0},

(9)
c = 0,

where Ln and L̂n denote the queue length of Qn and Q̂n , respectively. Our model and analysis can
in fact handle a wide range of utility functions such as those used in [122].
Based on the set of packets I and the utility function, the centralized scheduler determines the set
of transmissions that will take place in the upcoming subframe. The scheduler must also determine
which scheduled blocks will be used for each packet transmission, such that for JT the scheduled
blocks of the serving BS and secondary BS are aligned. The scheduling decisions are represented
using indicator variables zic ∈ {0, 1} and xics ∈ {0, 1}, where zic indicates if a transmission (i, c) takes
place, and xics indicates if scheduled block s is used by a transmission (i, c). The scheduler needs to
solve the following integer programming problem (with z = (zic )i∈I,c∈C and x = (xics )i∈I,c∈C,s∈S ).
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OFDMA Joint Scheduling (OJS) Problem:

max
z
x ,z

s.t.

I X
C
X

zic u(i, c) =: U (zz )

i=1 c=1
C
X
c=0

zic ≤ 1,

I X
C
X
i=1 c=0
S
X

∀ i ∈ I,

zic [w(i, c)]d ≤ Kd ,

xics = zic Γ(i, c),

s=1
C
X

(10)

X

c=1 {i: b∈h(i)}

zic ∈ {0, 1},
xics ∈ {0, 1},

xics ≤ 1,

∀1 ≤ d ≤ D,

∀i ∈ I ∀c ≥ 1,
∀b ∈ B ∀s ∈ S,

∀i ∈ I ∀c ∈ C,
∀i ∈ I ∀c ∈ C ∀s ∈ S.

(11)

(12)
(13)
(14)
(15)

Constraint (10) ensures a packet is scheduled only once; (11) ensures capacities in each subframe
and on each backhaul link are not exceeded; (12) ensures sufficient scheduled blocks are allocated
for each (i, c) transmission; and (13) ensures that each scheduled block is used at most once in the
subframe of each BS.

6.3

Computational Complexity

We now study the complexity of the OJS problem. We first show that an FPTAS is unlikely to exist
for this problem.
Proposition 9. There is no FPTAS for OJS with B ≥ 2 unless P=NP.
Proof. We reduce the Partition problem, a well-known NP-hard problem, to OJS with B = 2. The
reduction will show that if an FPTAS exists for OJS with 2 BSs then the Partition problem can be
solved in polynomial time.
P
An input to the partition problem is a set of integers A. Let Z = a∈A a, the objective is to
P
P
decide if there exists a subset A0 ⊆ A such that a0 ∈A0 a0 = a∈A\A0 a = Z/2.
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The reduction is as follows. We set B = {1, 2}, C = {0, 1}, l12 = (Z/2), S = (Z/2). Note that for
the reduced instance D = 3. Every a ∈ A is transformed into a user n for which BS(n) is BS 1 and
c
BS(n)
is BS 2, with a single pending packet defined by i = (n, 0, 0) for which u(i, 0) = u(i, 1) = 1,
w(i, 0) = (0, 0, a), and w(i, 1) = (a, 0, 0). We denote a(i) the item a ∈ A we transformed to i.
Consider a solution z ∗ , x∗ to the reduced OJS instance, whose total utility is |A|. For every
∗
∗
∗
i, zi0
= 1 or zi1
= 1. Due to constraint (11), choosing A0 = {a(i) : zi0
= 1} defines the desired

partition of A. The other direction, namely that if a partition exists then there exists a solution to
the reduced OJS instance whose total utility is |A| can be shown using similar ideas.
To summarize, a solution of utility |A| for the reduced OJS problem exists if and only if the
desired partition exists for the Partition problem. An FPTAS for OJS can be used to distinguish if
a solution of utility |A| exists in polynomial time.
Next, we show that the problem is NP-hard even for a restricted set of instances.
Proposition 10. OJS is strongly NP-hard even for instances in which all of the following hold:
(a) C = {0, 1};
(b) Γ(i, c) = 1, ∀i ∈ I, ∀c ∈ C;
(c) u(i, 0) = 0, u(i, 1) = 1, ∀i ∈ I;
b n ≤ 1, ∀n ∈ N .
(d) Ln ≤ 1, L
To prove Proposition 10, we use the following definition:
Definition 16. The chromatic index of a graph G [70] χ0 (G) is the number of colors required to
color the edges of a graph G = (V, E) such that no two adjacent edges in E have the same color.
of Proposition 10. It is known by Vizing’s theorem that for every simple graph G, χ0 (G) = ∆(G) or
χ0 (G) = ∆(G) + 1, where ∆(G) is the maximum vertex degree of G. The Minimum Edge Coloring
Problem (MECP) [70] is to determine whether χ0 (G) = ∆(G) or χ0 (G) = ∆(G) + 1. It is well-known
that MECP is NP-hard [70], therefore to complete the proof we present a polynomial-time reduction
from MECP to OJS.
Given a simple graph G = (V, E) with maximum vertex degree ∆(G), we now describe how to
construct an OJS instance. We set B = V , C = {0, 1}. For each edge (v1 , v2 ) ∈ E, we add a user n
c
b n . Note
to N for which BS(n)=v1 , BS(n)
= v2 , and there exists only a single pending packet in Q
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Table 3: The performance and input required for different algorithms within the decomposition
framework [AJTK , AJTC ]
AJTK
AJTC
Ratio Running time
Input GJ
JTK-MMK JTC-BIP α
O(TMMK (I, C, D, S))
bipartite
2α
JTK-MAT
JTC-BIP 3∆(G
O(|E
|T
(I,
C,
3,
S)
any
J
MMK
J)
α
2
JTK-STA
JTC-BIP ∆(G
O(T
(I,
C,
2∆(G
)
+
1,
S)B
)
any
MMK
J
J)
|VJ |
|VJ |
JTK-PSP
JTC-PSP α
O(2
+ TMMK (I, C, 2 , S)
planar ser.paral.
that as a consequence, for every packet i = (n, β, j) we have β = 1, j = 0, and thus the only relevant
pair is (i, 1). For every i = (n, 1, 0) we set Γ(i, 1) = 1, [w(i, 1)]d = {1 if d ∈ h(i, 1); 0 otherwise}.
The utility is defined as u(i, 1) = 1 and u(i, 0) = 0 for every i. Also, we set S = ∆(G), and for every
a, b ∈ B lab = S, therefore K = (S, S, . . . , S). Note that for the constructed instance (a)-(d) stated
in the lemma hold.
We now show that the optimal solution to the OJS instance has a utility of |E| if and only if
χ0 (G) = ∆(G). Let x ∗ , z ∗ be an optimal solution to the OJS instance with a total utility of |E|.
∗
Due to the utility u() used and since the total number of packets is |E|, zi1
= 1, ∀i. Consider an

edge (v1 , v2 ) ∈ E and the corresponding user n0 in OJS with a pending packet i0 = (n0 , 1, 0). Due to
constraint (12), there is exactly one s0 for which xi0 1s0 = 1. We assign this edge the color s0 . Since
1 ≤ s0 ≤ S, at most ∆(G) colors are used. Since constraint (13) also hold, no two adjacent edges
are colored using the same color s. Since we showed an edge coloring with at most ∆(G) colors,
χ0 (G) = ∆(G). The other direction, namely showing that if χ0 (G) = ∆(G) then the optimal solution
to the OJS instance has a utility of |E|, can be proved similarly.
An important consequence of the proof of Proposition 10 is that even for cases with sufficient
bandwidth to accommodate all packet transmissions, obtaining a feasible schedule is equivalent
to the well-known problem of minimum edge coloring [70]. In Section 6.4 we use algorithms for
minimum edge coloring when developing algorithms for OJS.

6.4

OJS Problem – Algorithms

In this section we develop algorithms to solve the OJS problem. First, we describe a framework
for solving the OJS problem efficiently by decomposing it into problems related to knapsack and
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Table 4: Algorithms for MMK
AMMK
Ratio
TMMK (I, C, D, S)
DP [84]
Optimal O(S D ICD)
PTAS [116] 1/(1 + ) O((IC)(D/) )
Greedy [84] ∞
O(IC log(IC))
coloring. We then use this decomposition framework to develop efficient optimal algorithms for a
family of OJS instances, and efficient approximation algorithms for general OJS instances.
To present the results in a general way, we denote the approximation ratio of a given algorithm
by α (0 < α ≤ 1), where α = 1 is equivalent to an optimal algorithm. We use AP to denote an
algorithm for problem P and TP (ζ) to denote the running time of an algorithm for problem P with
input ζ. A specific algorithm for problem P is denoted P-D where D identifies the algorithm, both
P and D are abbreviations. An instance of problem P is defined by specific values for all variables
in its constraints except for x and z . Throughout this chapter only optimal AJTC algorithms are
considered.

6.4.1

Decomposition Framework

As shown in Propositions 9 and 10, unless P=NP an efficient optimal algorithm for OJS does not
exist. In order to develop efficient approximations and optimal solution for a set of instances, we
present two problems and explore their relation to OJS. These two problems are each obtained by
separating OJS into parts corresponding to z and x , exploiting the fact that x appears only in 12
and 13.
Joint Transmission Knapsack (JTK) Problem:

max U (zz )
z

x : (12), (13) hold
s.t. (10), (11), ∃x
Joint Transmission Coloring (JTC) Problem:

given z , find x s.t. (12), (13)
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Figure 51: The decomposition framework [AJTK , AJTC ] that solves the OJS problem with the same
approximation ratio as that of AJTK (Lemma 19).
The JTK problem differs from OJS in one crucial way. It does not attempt to find a coloring x ,
but guarantees that such a coloring exists for its solution z .
It is therefore ensured that the corresponding JTC problem instance can also be solved. In
Sections 6.4.2-6.4.4, we identify cases where this constraint is guaranteed to hold without the need
to find x , and use this to develop efficient algorithms for OJS.
Hence, solving JTK to obtain z and then solving JTC to obtain x , provides a solution to OJS.
Accordingly, we define the decomposition framework, described in Fig. 51 (some details in the figure
are explained later). If algorithms AJTK and AJTC are used in this decomposition to solve JTK and
JTC, respectively, we denote this framework instance [AJTK , AJTC ]. Also note the decomposition
framework [AJTK , AJTC ] is equivalent to an algorithm for OJS (Fig. 51) and therefore, when appropriate, we analyze its approximation ratio and running time. The following lemma immediately
follows.
Lemma 19. If AJTK is an α-approximation algorithm for the JTK problem, the framework instance
[AJTK , AJTC ] is an α-approximation for the OJS problem.
Proof. The proof immediately follows from the definitions of the JTK and JTC problems.
We introduce the following definitions that will be used to solve JTC.
Definition 17. The Joint Transmission Graph GJ = (VJ , EJ ) of a JTK instance is defined by
VJ = B and EJ = {(a, b) : lab > 0}.
Definition 18. The scheduled blocks graph GSB = (VSB , ESB ) of a JTC instance is defined by
VSB = VJ ∪ {B + 1, . . . , 2B} and the set of edges ESB constructed from the JTC instance as follows.
Every pair (i, c) such that c ≥ 1 and zic = 1 contributes Γ(i, c) edges to ESB : if β(i) = 1 every edge
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is between the vertices in h(i, c); if β(i) = 0 then h(i, c) = {b} and the edges are between the vertices
b and B + b.
As an example for GJ and GSB consider the network depicted in Fig. 49 and assume all backhaul
capacities are positive. In this case, GJ is a cycle with 3 vertices. Consider a z 0 input to JTC for
0
= 1 for {i1 , i2 , i3 } (these items are shown in Fig. 49), Γ(i2 , 1) = Γ(i3 , 1) = 1, and
which zi1

Γ(i1 , 1) = 2. Fig. 50(b) shows the graph GSB corresponding to z 0 .
We now show that JTC can be solved using an algorithm for the well-known edge-coloring (EC)
problem [150]. The input to the EC problem is a graph G = (V, E) and the output is a coloring on
the edges that uses a minimum number of colors.
Lemma 20. JTC is equivalent to finding an edge coloring using at most S colors on GSB =
(VSB , ESB ). Therefore, JTC can be solved by invoking an optimal algorithm AEC for the EC problem
on GSB .
Proof. Given a solution x0 to a JTC instance, we now define a coloring on GSB that uses at most
S colors. Observe that by Definition 18 and since constraint (12) holds, there exists a one-to-one
mapping from every triplet (i, c, s) such that x0ics = 1 into an edge in ESB . This mapping defines an
edge coloring using at most S colors (1 ≤ s ≤ S). Since constraint (13) holds, no two edges of the
same color touch a vertex in GSB . The other direction, namely, finding a solution x0 to JTC, given
an edge coloring on GSB , can be proved similarly.
Table 3 summarizes the different options we will describe in sections 6.4.2-6.4.4 for solving OJS
using the decomposition framework.

6.4.2

Algorithms for Bipartite Network Graphs

We now develop algorithm for OJS instances in which GJ is bipartite. We start by describing
an algorithm for JTK and an algorithm for JTC, and show how using them in the decomposition
framework will result in an approximation algorithm for OJS. We will need the following two lemmas.
Lemma 21. If GJ is bipartite, then GSB is bipartite for every z .

130

Proof. Using Definitions 17 and 18, it is clear that the subgraph G0 = (V 0 , E 0 ) of GSB defined by
V 0 = {1, . . . , B} and E 0 = {(a, b) : a, b ∈ VJ }, is bipartite. Since each vertex b ∈ {B + 1, . . . , 2B}
has at most one neighbor, GSB is bipartite.
x such that (12), (13) hold.
Lemma 22. If GSB is bipartite and ∆(GSB ) ≤ S, then ∃x
Proof. Using the result from [42] and since GSB is bipartite and ∆(GSB ) ≤ S, GSB has an edge
coloring that uses at most S colors. By Lemma 20, such a coloring defines a solution x0 such that
(12), (13) hold.
We now describe an algorithm for JTK based on the well-known Multidimensional Multiplechoice Knapsack (MMK) Problem [84]. Observing the formulation of MMK in [84], the input to
MMK is a subset of the input to OJS. We define the algorithm JTK-MMK as simply running an
algorithm AMMK (for different AMMK algorithms see Table 4) and show that it solves JTK for
bipartite networks.
Lemma 23. If GJ is bipartite and AMMK is an α-approximation algorithm for MMK, JTK-MMK
is an α-approximation algorithm for JTK.
Proof. Let z ∗ be the optimal solution for JTK. Had the weight function w in (11) been an arbitrary
function onto (N0 )D , and without (12) and (13), JTK would be equivalent to MMK. Therefore, let
z 0 be the solution returned by JTK-MMK, U (zz0 ) ≥ αU (zz∗ ). Finally, the solution is feasible due to
Lemmas 21 and 22.
Next, we describe an algorithm for JTC when the network graph is bipartite. Let JTC-BIP be
the edge coloring algorithm from [42]. Using Lemma 21, GSB is bipartite and since also ∆(GSB ) ≤ S
it follows from [42] that JTC-BIP finds an edge coloring using at most S colors. Using Lemma 20
we conclude that JTC-BIP solves JTC. The running time of JTC-BIP is O(|ESB | log ∆(GSB )) =
O(|VJ |S log S). The following theorem is the main result of this section.
Theorem 5. For bipartite networks, if JTK-MMK is an α-approximation for JTK, then [JTKMMK, JTC-BIP ] is an α-approximation for OJS.
Proof. We already showed that for bipartite networks JTK-MMK solves JTK and JTC-BIP solves
JTC. Lemma 19 concludes the proof.
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6.4.3

Algorithms for General Graphs

We now develop algorithms for general OJS instances, without imposing any conditions on GJ . We
start with describing two approximation algorithms for JTK. For each approximation algorithm we
show how using it in the decomposition framework will result in an approximation algorithm for
OJS.
First, we describe Algorithm JTK-MAT which is based on computing a matching. For each
(a, b) ∈ EJ , the algorithm solves an instance of JTK defined by a network that has only two BSs
a,b and the backhaul link with capacity lab . Only pairs (i, c) which are relevant in such network
are considered, and AMMK with D = 3 is used to solve this limited instance. Each edge in EJ is
assigned a weight equal to the total utility obtained when solving its limited JTK instance. Then,
maximum weighted matching is found and the union of all solutions for edges in the matching is
returned.
Algorithm JTK-MAT Based on matching
1: for e = (a, b) ∈ EJ do
2:
Run AMMK to solve a JTK instance with B 0 = {a, b}, I 0 = {i ∈ I : ∃c ∈ C, h(i, c) ⊆ B 0 }
Assign U (zz ) found by AMMK as a weight for e
end for
5: Compute maximum weight matching on GJ and store the result in the edge set E
6: Set zic = 1 only if ∃e ∈ E such that zic = 1 in the solution returned in line 2 for edge e

3:
4:

Theorem 6. If AM M K is an α-approximation algorithm, then [JTK-MAT, JTC-BIP ] is a (2α)/(3∆(GJ ))approximation algorithm for OJS.
Proof. Let z ∗OJS be the optimal solution for OJS. The sum of weights for all edges in EJ , as computed
in line 3, is at least αU (zz ∗OJS ).
Any graph G has an edge coloring using at most (3/2)∆(G) colors [133]. Such a coloring for GJ
partitions EJ into (3/2)∆(GJ ) matchings. Since in line 5 a maximum weight matching E is obtained,
we get that the sum of weight for edges in E is at least

z∗
αU (z
OJS )
(3/2)∆(GJ )

= (2α)/(3∆(GJ ))U (zz ∗OJS ). Let z 0

be the solution returned by JTK-MAT. Then, U (zz 0 ) ≥ (2α)/(3∆(GJ ))U (zz ∗OJS ).
We now show that z 0 is feasible. Note that (10) and (11) hold since the solution associated with
each edge (a,b) is feasible (line 3) and solutions of different edges in E use items whose positive
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weight is in disjoint dimensions (no two edges in E share a vertex). Due to line 6 of Algorithm
0
JTK-MAT, in the returned solution if zic
= 1 and h(i, c) = {a, b} then (a, b) ∈ E. Since E is a

matching, GSB is bipartite and ∆(GSB ) ≤ S. Using Lemma 22 we conclude that z 0 is feasible.
Finally, by Lemma 20 JTC-BIP solves JTC. By applying Lemma 19, we complete the proof.
The maximum weight matching algorithm from [56] that takes O(|E||V | log |V |) time can be
used in line 5; in this case the running time of Algorithm JTK-MAT is dominated by AMMK in
line 2. Therefore, the running time of Algorithm JTK-MAT is O(|EJ |TMMK (I, C, 3, S)), where
TMMK (I, C, D, S) is the running time of AMMK .
We now describe Algorithm JTK-STA which iterates over star subgraphs. It is similar to Algorithm JTK-MAT, but it iterates over the vertices b ∈ VJ instead of the edges EJ . The approximation
ratio of JTK-STA is better than that of JTK-MAT, but its running time is worse. For each vertex
b, a JTK instance is constructed using only b and its neighbors. The solution of this instance, z ,
is assigned to b. Next, the algorithm finds the vertex bmax associated with maximum total utility.
If z max is the solution associated with bmax , the algorithm schedules the packets indicated by z max .
The vertex bmax and its neighbors are removed from VJ . This process is repeated until VJ is empty.
Note that after the first vertex is removed from VJ , in order to update the weights it is sufficient
to consider 2-hop neighbors of vmax in line 15, since weights of other vertices remain unchanged.
The running time of JTK-STA is O(TMMK (I, C, 2∆(GJ ) + 1, S)B 2 ).
The following theorem proves that OJS can be solved approximately when JTK-STA is used in
the decomposition framework.
Theorem 7. If AMMK is an α-approximation algorithm for MMK, [JTK-STA, JTC-BIP ] is an
(α/∆(GJ ))-approximation algorithm for OJS.
Proof. Let z ∗OJS be the optimal solution for OJS. The sum of weights for all vertices in VJ , as
computed in line 6, is at least αU (zz ∗OJS ). In each iteration of the repeat loop (line 9), in line 12 the
00
utility added to the solution z00 equals U (vmax ) (note that zic
gets updated to 1 at most once due to

the update of I 00 in line 13). In line 19, vmax and its neighbors are removed from consideration. The
utility lost due to this removal is at most ∆(GJ )U (vmax ). Therefore, the total utility of z 00 returned
in line 21 is at least (α/∆(GJ ))U (zz ∗OJS ).
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To show that z 00 returned by JTK-STA is feasible, it is sufficient to note that due to the correctness
of AMMK function SOL-STAR returns a feasible instance with respect to I 00 and that Ĩ (line 11) in
different iterations contains packets of disjoint sets of transmitting BSs (therefore having positive
weight only in disjoint sets of dimensions).
Finally, by Lemma 20 JTC-BIP solves JTC. By applying Lemma 19, we complete the proof.
Algorithm JTK-STA Based on star subgraphs
1: function SOL-STAR(b,I 0 )
2:
Run AMMK to solve a JTK instance defined with B 0 = {a} ∪ {b : (a, b) ∈ EJ }, I 0 = {i ∈ I :
∃c ∈ C, h(i, c) ⊆ B 0 ∨ |h(i, c)| = 1}
return z as determined by AMMK
3: end function
4: for b ∈ VJ do
5:
z 0 ← SOL-STAR(b,I)
6:
Assign U (zz 0 ) as a weight for b in VJ
7: end for
8: Initialize V 0 ← VJ ; I 00 ← I
9: repeat
10:
Find the vertex vmax in V 0 with maximum weight
0
11:
Ĩ ← {i ∈ I 00 : ∃c, zic
= 1 in SOL-STAR(vmax , I 00 )}
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

00
0
for all (i, c), zic
← zic
00
00
I ← I \ Ĩ
N ← {a ∈ VJ : ∃b ∈ V 0 , (vmax , b), (a, b) ∈ EJ }
for b ∈ N do
z 0 ← SOL-STAR(b,I)
Update U (zz 0 ) as a weight for b in VJ
end for
V 0 ← V 0 \ {{vmax } ∪ {b ∈ VJ : (vmax , b) ∈ EJ }}
until V 0 is empty
return z 00

6.4.4

Algorithm for Planar Series-Parallel Graphs

We now develop an algorithm for OJS instances in which GJ is planar and series-parallel. We
describe algorithms for JTK and JTC, and use them in the decomposition framework to devise an
approximation algorithm for OJS. In this section we use similar ideas to those in Section 6.4.2. We
need the following lemma whose proof is similar to that of Lemma 21:
Lemma 24. If GJ is planar and series-parallel, GSB is planar and series-parallel for every z .
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Proof. It is clear that if GJ is planar, GSB is also planar. Therefore, to complete the proof it is
sufficient to show that GSB is series-parallel.
To show GSB is series-parallel, we use the following definition [149]. A multigraph is seriesparallel if it has no subgraph isomorphic to a subdivision of a clique of size 4. Since GJ has no
subfraph isomorphic to a subdivision of a clique of size 4, by adding parallel edges to GJ such a
subfraph cannot be created in GSB . Therefore, by the above definition GSB is series-parallel.
We first describe Algorithm JTK-PSP that solves JTK when GJ is planar and series-parallel.
The algorithm uses AMMK to solve an MMK instance defined as follows. The number of dimensions
is D0 = D + |Bodd | where Bodd = {B 0 ⊆ B : |B 0 | is odd and ≥ 3}. The capacity for each new
dimension associated with a set B 0 ∈ Bodd is S(|B 0 | − 1)/2. The weight in each new dimension for
each (i, c) such that c > 0 and h(i, c) ⊆ B 0 is set to Γ(i, c); for all other cases it is set to zero. The
algorithm concludes by scheduling packets for transmission according to the configurations selected
in the solution returned by AMMK .
For networks that are planar and series-parallel, JTC can be solved using the edge-coloring algorithm from [150]. We call this algorithm JTC-PSP, and note that its running time is O(|VJ |∆(GSB )) =
O(|VJ |S). The following theorem applies the decomposition framework to planar and series-parallel
networks.
Theorem 8. For planar and series-parallel networks, if JTK-MMK is an α-approximation for MMK
then [JTK-PSP, JTC-PSP ] is an α-approximation for OJS.
Proof. The following result, mentioned in [150], is needed.
2|EU |
Let EU ⊆ E denote edges in E whose both vertices are in U and let δ(G) = max{ |U
|−1 :

U ⊆ V, |U | ≥ 3 and odd}. If G is planar and series-parallel then χ0 (G) = max{∆(G), dδ(G)e}
and JTC-PSP from [150] finds an edge coloring that uses χ0 (G) colors.
Recall that in JTK-PSP an instance for MMK with D + |Bodd | dimensions is constructed. The
weight constraints for the new |Bodd | dimensions are equivalent to requiring that for a feasible
solution z 0 , δ(GSB ) ≤ S. Therefore, for such GSB there exists an edge coloring that uses at most S
colors, and by Lemma 20 such a coloring defines a solution x0 such that (12), (13) hold. Since JTKPSP invokes AMMK which returns an α-approximation solution to the constructed MMK problem,
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JTK-PSP is an α-approximation for JTK.
Finally, by Lemma 20, JTC-PSP solves JTC. By applying Lemma 19, we complete the proof.

6.5

Queueing Dynamics

The OJS problem discussed in the preceding sections is concerned with selecting packets for transmission within a single subframe. We now expand the scope to multiple subframes, where packets
arrive over time, and study the evolution of the users’ queues. Our objective is to identify a scheduling policy for which the network is maximum stable (or throughput optimal). Under such policy, the
queue-length process is positive recurrent for any arrival rate vector for which a stabilizing policy
exists, see, e.g., [48, 111, 138]. We prove that by using a specific utility function and an algorithm
for solving the OJS problem (we refer to these as a policy), we obtain a MaxWeight-like scheduling
policy (see, e.g., [138]), which is throughput optimal.
To enable this analysis, we assume in this section that all packets are of equal size and that the
success probability p(i, c) is constant over time.2 Recall that forwarding packets across the backhaul
takes one subframe.
Consider a time-slotted system indexed by t, t = 0, 1, . . . , where one time slot represents a
b n (t) the queue length of Qn and Q
b n at time t, respectively. Let
subframe. Denote Ln (t) and L
b 1 (t), . . . , Ln (t), L
b n (t)) denote the queue length process at time t, so {L
L(t)}t≥0 is the
L (t) = (L1 (t), L
stochastic process that tracks the queue-length evolution over time. We solve the OJS problem in
each subframe, given a certain utility function. Let us denote by z (t) = (zic (t))i∈I,c∈C the solution
of OJS in slot t. Here z (t) can represent both an exact solution or an approximation.
We introduce Wn (t) as the random variable that represents the number of new packets destined
for user n generated at the beginning of slot t. The Wn (t) are assumed to be i.i.d. over time
and independent between users, and have finite second moment. Let λn = E{Wn (0)}, and denote
(1)
(2)
(3)
λ = (λ1 , . . . , λN ) the arrival rate vector. We denote by µn (t; z ), µn (t; z ) and µn (t; z ) the number

of packets transmitted towards user n in subframe t using single transmission and joint transmission
and the number of packets forwarded across the backhaul, respectively, given solution z of OJS.
bn .
Denote In (t) the set of packets in Qn (so |In (t)| = Ln (t)), and Ibn (t) the set of packets in Q
2 The

relaxation of these assumptions is subject of future work.
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(j)

The µn (t; z ), j = 1, 2, 3 can be expressed in the z (t) as

µ(1)
n (t; z ) =

C
X
X

zic (t)Yict ,

c=1 i∈In (t)

µ(2)
n (t; z ) =

C
X
X

zic (t)Yict ,

X

µ(3)
n (t; z ) =

c=1 i∈I
bn (t)

zi0 (t),

i∈In

where the Yict ∼ Ber(p(i, c)) are mutually independent Bernoulli distributed random variables that
represent whether packet transmissions are successful. For notational convenience, we shall suppress
(j)

the z and write µn (t) to represent the transmission rates.
The queueing dynamics can then be written as

(3)
Ln (t+1) = Ln (t) + Wn (t) − µ(1)
n (t) − µn (t),

(16)

(2)
b n (t+1) = L
b n (t) + µ(3)
L
n (t) − µn (t),

(17)

L(t)}t≥0 is Markovian.
so the joint queue-length process {L
We now analyze the traffic intensity the queueing system described by (16) and (17) can sustain.
L(t)}t≥0 is positive recurrent is called the stability region
The set of all arrival rates such that the {L
of this particular policy. The capacity region of a network is defined as the union of the stability
region over all policies. If the stability region of an algorithm OJS-ALG and utility function u is
equal to the capacity region, we say that policy (OJS-ALG,u) is throughput-optimal.
In order to investigate the network capacity region in more detail, we first introduce the following
b n = S, n = 1, . . . , N . In this case
definitions. We say that the set of items I is saturated if Ln = L
the algorithm for solving OJS is not bounded in its solution by the availability of the various packets
(1)

types. We denote by fn
(2)

user n, by fn

the rate (long-term average traffic flow) of single-transmission packets for
(3)

the rate of joint-transmission traffic for user n and by fn
(1)

(2)

(3)

(1)

(2)

the rate of user-n traffic

(3)

sent across the backhaul. Let f = (f1 , f1 , f1 , . . . , fN , fN , fN ). Then, for a given arrival rate
vector λ , the set of all λ -admissible traffic flows can be defined as
n
Fλ = f ∈ R3N
+

o
λn = fn(1) + fn(3) , fn(3) = fn(2) , n ∈ N .

(18)
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b n , n = 1 . . . , N , the traffic arrival rate is the
That is, a flow is λ -admissible if for all queues Qn , Q
same as the traffic departure rate.
(1)

(2)

(3)

(1)

(2)

(3)

We write r = (r1 , r1 , r1 , . . . , rN , rN , rN ) and define
n
R = r ∈ R3N
+
rn(j)

x, z : (10) − (15) hold,
for I saturated, ∃x
o
z
= E{µ(j)
(z
)},
n
∈
N
,
j
=
1,
2,
3
.
n

The set R represents all rates across the various links that can be achieved in a saturated system.
We now introduce the set of all arrival rate vectors such that at least one λ -admissible flow can
be realized:
n
f ∈ Fλ ∃rr ∈ conv(R)
Λ = λ ∈ R3N
+ | ∃f
o
fn(j) < rn(j) if fn(j) > 0, n ∈ N , j = 1, 2, 3 ,
where conv(R) denotes the convex hull of R. In order to demonstrate that Λ is the capacity region,
we require two results. First, we show that any λ outside of the closure of Λ (denoted Λ̄) cannot be
stabilized.
Proposition 11. Let λ 6∈ Λ̄, then there exists no policy that stabilizes the network.
L(t)}t≥0 is positive recurrent.
Proof. Let λ ∈ RN
+ and assume that there exists a policy such that {L
We prove the proposition by demonstrating that λ ∈ Λ̄.
(1)
(2)
(3)
(1)
(2)
(3)
Let µ = (µ1 , µ1 , µ1 , . . . , µN , µN , µN ). Since L is positive recurrent, we know that
t−1

1X
µ(t)}
E{µ
t→∞ t
τ =0

g := lim

(19)

exists, and represents the average number of packets transmitted per slot. Moreover, due to the
stability of the network, we know that the average number of packets arriving at a queue is the same
µ(t)} ∈ R, we have g ∈ conv(R).
as the average number departing from that queue, so g ∈ Fλ . As E{µ
Then, by the definition of Λ̄, λ ∈ Λ̄
Next, we demonstrate that any λ ∈ Λ can be stabilized. In fact, any such λ can be stabilized by
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the policy (OJS-OPT,uQ ), where OJS-OPT represents any algorithm that solves OJS exactly, and
uQ is the queue-length based utility function introduced in (9). The following theorem then implies
that Λ is indeed the capacity region, and that (OJS-OPT,uQ ) is throughput-optimal. The proof
relies on a standard drift argument, based on a quadratic Lyapunov function [138].
Theorem 9. Let λ ∈ Λ, then the queue-length process is stable under policy (OJS-OPT,uQ ).
L(t)}t≥0 , we define a LyaProof. Let λ ∈ Λ. In order to demonstrate positive recurrence of {L
punov function, and show that it has negative drift outside some closed set of states. Let l =
PN
(l1 , ˆl1 , . . . , lN , ˆlN ) and define the quadratic Lyapunov function V (ll ) = n=1 ln2 + ˆln2 .
Consider the one-slot drift

L(t + 1)) − V (L
L(t)) | L (t) = l }.
∆V (ll ) = E{V (L

(20)

By (16) and (17) we compute


(3)
Ln (t + 1)2 = Ln (t)2 + 2Ln (t) Wn (t) − µ(1)
(t)
−
µ
(t)
n
n

2
(3)
+ Wn (t) − µ(1)
n (t) − µn (t) ,


(2)
b n (t + 1)2 = L
b n (t)2 + 2L
b n (t) µ(3)
L
n (t) − µn (t)

2
(2)
+ µ(3)
n (t) − µn (t) ,
Substituting this into (20) we obtain

∆V (ll ) =

N
X
n=1


2
(3)
E{ Wn (t) − µ(1)
(t)
−
µ
(t)
n
n


2
(2)
+ µ(3)
(t)
−
µ
(t)
| L (t) = l }
n
n
+2

N
X
n=1



(3)
E{Ln (t) Wn (t) − µ(1)
(t)
−
µ
(t)
n
n



(2)
b n (t) µ(3)
+L
n (t) − µn (t) | L (t) = l }.
(j)

(21)

Since the Wn (t) have finite second moment, and the µn (t) have finite support, we can bound (for
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some constant C < ∞),
N
X
n=1


2
(3)
E{ Wn (t) − µ(1)
n (t) − µn (t)

2
(2)
+ µ(3)
(t)
−
µ
(t)
| L (t) = l } < C.
n
n


The second part of (21) can be written as

2

N
X
n=1



(3)
E{Ln (t) Wn (t) − µ(1)
(t)
−
µ
(t)
n
n



b n (t) µ(3) (t) − µ(2) (t) | L(t) = l }
+L
n
n
=2

N 
X
n=1

(3)
ln λn − ln E{µ(1)
n (t) + µn (t) | L (t) = l }


(2)
− ˆln E{µ(3)
n (t) − µn (t) | L (t) = l } .

(22)

Since λ ∈ Λ, we know by the definition of Λ that there exists a flow vector f such that the conditions
(j)
(j)
in (18) hold. Moreover, λ ∈ Λ also implies that there exists a r ∈ Conv(R) such that fn < rn
(j)

if fn

> 0, j = 1, 2, 3, n = 1, . . . , N . Since f is dominated by r , and r ∈ Conv(R), there exist

σ1 , . . . , σR such that
f =

|R|
X
i=1

(1)

(2)

(3)

(1)

(2)

σi r i ,

|R|
X

σi < 1,

(23)

i=1

(3)

where r i = (ri,1 , ri,1 , ri,1 , . . . , ri,N , ri,N , ri,N ) represents the i-th vector in R.
Using (23) we obtain

ln λn = ln (fn(1) + fn(3) ) = ln

|R|
X

(1)
(3) 
σi ri,n + ri,n ,

(24)

(2)
(3) 
σi ri,n − ri,n .

(25)

i=1

0 = ˆln (fn(2) − fn(3) ) = ˆln

|R|
X
i=1
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By combining (24) and (25), and exploiting the structure of the µ chosen according to uQ (see (28))

2

N
X

ln λn = 2

n=1

|R|
N X
X
n=1 i=1

≤2



(1)
(3)
(2)
(3)
σi ln (ri,n + ri,n ) + ˆln (ri,n − ri,n )

N 
X
(3)
ln (E{µ(1)
n (t) + µn (t) | L (t) = l })

n=1

|R|
X
(2)
(3)
ˆ
+ ln (E{µn (t) − µn (t) | L (t) = l })
σi .

(26)

i=1

Substituting (26) into (22) yields

2

N
X
n=1



(3)
E{Ln (t) Wn (t) − µ(1)
n (t) − µn (t)



(2)
b n (t) µ(3)
+L
n (t) − µn (t) | L (t) = l }
|R|
N 

X
X
(3)
≤ −2 1−
σi
ln E{µ(1)
n (t) + µn (t) | L (t) = l }
n=1

i=1


(2)
− ˆln E{µ(3)
n (t) − µn (t) | L (t) = l } < 0,

(27)

(j)

where the last inquality follows from the choice of µn (28). The expression in (27) can be made
L(t)}t≥0 then follows from [52,
arbitrarily small by increasing the state l . Positive recurrence of {L
Theorem 2.2.4].
The reason for choosing the queue-length based utility function (9) becomes clear when substituting it into the objective function of OJS:

U (zz ) =

I X
C
X

zic (t)u(i, c)

i=1 c=0

=

N 
X

(3)
b
Ln (t)E{µ(1)
n (t)} + Ln (t)E{µn (t)}

n=1



b n (t) µ(2)
+ Ln (t) − L
n (t) .

(28)

Observe that (28) is also the objective function of the celebrated MaxWeight scheduling algorithm. This algorithm, first introduced in [138], finds a maximum weighted independent set in each
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(a) η = 0.1

(b) η = 1

Figure 52: The effect of different edge proximity parameter (η) values on the distribution of the
users within the cells.
time slot. It has been shown to be throughput-optimal in a wide range of settings [48, 104, 111, 138];
the capacity loss in case the maximum weighted independent set problem is solved approximately
has also received significant attention, see, e.g., [134]. Note that although our objective function of
maximizing the queue-weighted throughput is similar to that used in traditional work on MaxWeight
scheduling, our results provide a novel contribution to the research literature since the OJS problem
is fundamentally different from the maximum-weighted set problem.
Since the maximization of (28) is a specific instance of the OJS problem, it follows from Proposition 9 that solving this problem is NP-hard. Using an optimal algorithm OJS-OPT for solving (28)
is typically not feasible in practice for general graphs, due to the high computational complexity. In
Section 6.6 we investigate the performance of a wider set of (suboptimal) algorithms via simulation.
Theoretical results on the capacity loss for general algorithms will be the subject of future work.

6.6

Numerical Results

We conducted a simulation study to evaluate the performance of the various algorithms. The
simulation results provide insights on the network-level benefits and tradeoffs of JT under various
network scenarios.
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6.6.1

Simulation Setup

We implemented the four algorithms presented in Table 3. The majority of the algorithms and
the queueing dynamics are implemented in Python, while the AMMK procedure is written in C for
improved running time and memory usage. We did not implement any JTC algorithms since it was
proven in Section 6.4 that a feasible solution always exists in the considered scenarios.
Network setup. We consider the network of three BSs shown in Fig. 49. Backhaul links exist
between each pair of BSs. We consider two topologies obtained by assigning different capacities to
the backhaul links. In the complete graph topology, lab > 0 for every a, b ∈ B. In the bipartite
topology, l12 = l13 > 0 and l23 = 0 (thereby an edge is removed). In this section, we use a fixed
packet size of 73 bytes, and the backhaul capacities are normalized to units of packets/subframe.
Unless otherwise noted, N = 30. Users are placed according to the following process. For
each user, a serving BS is chosen uniformly at random. An angle (normalized between 0 and 1)
and distance of displacement from this BS are sampled independently from a truncated normal
distribution, which is truncated at 0 and 1 and has variance 0.1. Let the edge proximity parameter
η ∈ [0, 1] be the mean for the displacement. If η = 0, users are more likely to be located close to the
BS (Fig. 52(a)), and as η increases the users are more likely to be near the cell edge (Fig. 52(b)).
The mean for the placement angle is selected such that users are more likely to be near the center
of the BS cluster.3
Wireless model. We set S = 50 scheduled blocks, corresponding to a 10MHz LTE system.
Once the location for a user is determined, the received power level from each BS is computed based
on an interference model applicable to LTE [137]. The BS that provides the (second) highest SINR
is assigned as the serving (secondary) BS. The power levels from the serving and secondary BSs are
used to compute the SINR for joint transmission to the user. Based on this model, the benefits of
JT can be observed in Fig. 53, where the SINR is plotted throughout the considered area. Note that
JT dramatically improves the SINR at the inter-cell boundary. Given the SINR values, the success
probability for single and joint transmission is computed for each MCS (QPSK, QAM64-1/2, and
QAM64-3/4) using data taken from [12].
3 Otherwise, when η is close to 1, some users may be remote from the center and cannot be served by joint
transmissions either, as they are not at an inter-cell boundary.
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(a)

(b)

Figure 53: SINR values in the 3 BS simulation area for (a) single transmissions and (b) joint
transmissions. The benefits of JT can be observed at the inter-cell boundary.

6.6.2

Simulation Results

Performance of the Approximation Algorithms
In practice, approximation algorithms may perform significantly better than their guaranteed approximation ratios. Hence, we carry out a single-subframe evaluation with the goal of isolating the
performance of the algorithms from the long-term effects of the queueing dynamics. We consider
the OJS formulation with the throughput utility function (8). We consider all algorithms, for both
topologies.
When an optimal AMMK subroutine is used, JTK-MMK and JTK-PSP are optimal under the
complete graph and bipartite topologies, respectively, by Theorems 5 and 8. These two algorithms
are therefore used as benchmarks. JTK-MAT and JTK-STA operate on general networks, but only
consider a subset of the backhaul links. Therefore, they achieve a fraction of the optimal utility,
denoted utility ratio in Fig. 54. We vary the number of users from 1 to 80, reflecting the range
of users that can be expected in small cell deployments. In each run, a set of items I is sampled
randomly. To obtain a single point, 10,000 iterations are averaged.
We first use the optimal DP algorithm for AMMK , for which α = 1 (Table 4). Since the maximum
vertex degree is ∆(GJ ) = 2 for both topologies under consideration, JTK-MAT and JTK-STA are
1/3- and 1/2-approximations, respectively (Table 3). For the complete graph topology, JTK-MAT
achieves a utility ratio of 0.6 at its worst, while JTK-STA does better with a ratio of 0.8 (Fig. 54(a)).
Similar insights hold for the bipartite topology in Fig. 54(b).
In addition to using the optimal AMMK , we ran the same simulations for the case when a greedy
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Figure 54: The ratio between the optimal utility for the OJS problem for a single subframe, and the
utility obtained by the different algorithms under the two topologies.
algorithm is used for AMMK (Table 4), denoted with the prefix “G-” in Fig. 54. In this case the
approximation ratios no longer hold, as there are no performance guarantees for the greedy algorithm.
However, we found that when AMMK is solved greedily, the algorithms are very close to optimal for
more than 10 users. Due to their improved running time, we only use the greedy version in the
following sections. For clarity, we omit the “G-” prefix.
Impact of Backhaul Capacity
Backhaul links are typically expensive to deploy, and operators frequently have to rent them from
other ISPs. Therefore, it is important for the operator to strike a balance between improving
performance and containing backhaul costs. To get a better understanding of the required backhaul
capacity, we ran simulations of the entire queueing system.
The queueing dynamics are processed as detailed in Section 6.5. Users’ arrivals are sampled
from a Bernoulli distribution at a rate of λn = 0.5 packets/subframe. This arrival rate is inside
the stability region, but close to its boundary. In every subframe, an algorithm for solving OJS is
executed with the utility function (9).
Throughout the simulation run, we track the throughput of a user, which corresponds to the
average number of packets of a user that depart the system wirelessly from either the single or the
joint queue. Therefore if the throughput is below 0.5 packets/subframe, the queues are unstable. The
simulation duration is 1,000 subframes and each data point is obtained by averaging the throughput
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Figure 55: Average throughput for two values of the edge proximity parameter η, as a function of
the backhaul capacity. A single curve is shown for all algorithms for η = 0.5.
over 250 runs.4
We consider the two topologies for η = 1 and η = 0.5, when the backhaul capacity between
each pair of BSs is scaled from 0 to 6 (Fig. 55). The throughput is identical for all algorithms
when η = 0.5, and, therefore, only a single curve is shown for this case in Fig. 55. As seen in the
figure, this is because the backhaul capacity has no effect on the throughput for η = 0.5. When the
users in a cell are located close to the cell edge (η = 1), the backhaul (and, therefore, JT) increases
the throughput by roughly 25% (from 0.40 to 0.50). Moreover, the performance of the algorithms
has a significant impact on the backhaul utilization. In all instances, the optimal algorithms JTKMMK and JTK-PSP make better use of backhaul resources, at the cost of higher complexity. In all
instances, there is a diminishing return on investment for backhaul capacity. Even slight cooperation
between BSs can make a large impact on the received throughput of users close to the cell edge.
Impact of Users’ Locations
Users located close to the cell boundary have the most to gain from JT as their succes probability
p(i, c) for single transmission is relatively small. The distribution of users therefore has a big impact
on the benefits of JT. We study the effect of user location in the network-level performance of JT
when the backhaul has a fixed capacity of 4 packets/subframe.
We simulated the entire queueing system when edge-proximity η is varied from 0 to 1. In addition
to the throughput, we also collect the backhaul utilization which refers to the expected number of
4 We

verified that in representative cases, similar results were observed over a duration of 10,000 subframes.

146

0.0

4.0
3.5
3.0
2.5
2.0
1.5
1.0
0.5
0.0
0.51
0.50
0.49
0.48
0.47
0.46
0.45
0.44
0.0

Backhaul util.
Throughput

Throughput

Backhaul util.

4.0
3.5
3.0
2.5
2.0
1.5
1.0
0.5
0.0
0.51
0.50
0.49
0.48
0.47
0.46
0.45

JTK-PSP
JTK-STA
JTK-MAT

0.2

0.4

0.6

0.8

Edge proximity η

(a) complete graph graph

1.0

JTK-MMK
JTK-STA
JTK-MAT

0.2

0.4

0.6

0.8

Edge proximity η

1.0

(b) bipartite graph

Figure 56: The backhaul utilization and the throughput as a function of the edge proximity for the
two considered topologies.
packets that are transmitted in every subframe over a single backhaul link, across all users and
averaged over all backhaul links. For each topology, the backhaul utilization and throughput under
the various algorithms are plotted in Fig. 56.
First, observe that when users are close to the BS (η ≤ 0.5), the queues are stable, since the
throughput is equal to the arrival rate (0.5 packets/subframe). In these cases, the backhaul is
underutilized as single transmissions are sufficient to serve the users. While all algorithms are
stable, some, such as JTK-MAT, make less use of the backhaul.
As the users are distributed closer to the cell boundary (η ≥ 0.5), JT becomes more desirable,
increasing the requirements on the backhaul. In Fig. 56(a), JTK-PSP and JTK-STA can keep
the throughput close to the desired level through a good use of the backhaul. Looking at the
backhaul utilization, JTK-PSP uses at most 3.5 packets/subframe, nearly reaching the capacity of
4 packets/subframe. Since JTK-STA uses two of the three backhaul links to guarantee a bipartite
graph, its backhaul utilization is 2/3 of the capacity. JTK-MAT uses a matching, corresponding to
a single backhaul link, and therefore its backhaul utilization is only 1/3 of the capacity.
An interesting phenomenon in the throughput plot of JTK-MAT in Fig. 56(a) is the decrease
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around η = 0.8. When η ≥ 0.6, the throughput of JTK-MAT falls below 0.5 packets/subframe, and
the queues becomes unstable. In its effort to stabilize the queues, JTK-MAT makes poor scheduling
decisions over the backhaul. However, as η approaches 1, all pending packets have similar success
probabilities, and JTK-MAT achieves the maximum throughput possible under the backhaul it can
use (1/3 of the total capacity).
Fig. 56(b) shows the results of the simulation experiment on the bipartite topology. Many of the
same insights also hold in this case. When η ≥ 0.5, no algorithm can maintain queue stability due
to the limited backhaul, with a worst-case throughput penalty of 10%. This figure also shows the
amount of the network capacity lost when restricted to a bipartite subgraph.

6.6.3

Observations

Based on our simulation results, cellular networks can benefit from JT if users are located close
to the cell boundary. If the network is designed to have most users close to the BSs, the benefits
of JT are not clear. We also demonstrated a trade-off between backhaul utilization and algorithm
complexity. A scheduling strategy for a CoMP deployment is to use simpler algorithms such as JTKMAT that have better running time and that guarantee a feasible schedule for general graphs. Yet,
this comes at a price of inefficient use of the backhaul links, which may require larger infrastructure
investments. Another strategy is to design the backhaul topology such that JTK-MMK and JTKPSP are optimal. While this approach is more cost-efficient, the network capacity may be damaged,
and the computational time for scheduling can be prohibitive.
We remark that JTK-STA performs better than JTK-MAT in most instances due to its efficient
backhaul use. However, JTK-MAT may still be useful as it is better suited for distributed implementation. In a distributed scenario, the BSs can exchange queue size information with their immediate
neighbors and solve JTK locally. For JTK-MAT, a distributed matching algorithm can be used to
compute the schedule. For JTK-STA, finding the schedule is more difficult due to the star structure,
and may involve additional control overhead.
We also note that these observations are based on a network of 3 BSs, with two cooperating
BSs. While this may seem small for a cellular network, larger networks can be divided into smaller
clusters for maintainability. Our conclusions will then hold within the cluster.

148

Chapter 7

Conclusions and Future Work
In this thesis, we considered cross-layer optimization problems in wireless and optical networks.
We identified several cross-layer optimization formulations within the two domains of interest and
analyzed efficient resource allocation algorithms to solve these problems. Our work culminated in
cross-domain optimization policies in future cellular networks that lie at the intersection of wireless
and optical networks.
In Chapter 3, we used the Local Pooling (LoP) conditions to identify all the network graphs
under primary interference constraints in which Greedy Maximal Scheduling (GMS) achieves 100%
throughput. In addition, we showed that in all bipartite graphs of size up to 7×n, GMS is guaranteed
to achieve 66% throughput. Finally, we studied the performance of GMS in interference graphs and
showed that σ ∗ can be arbitrarily low. There remain many open problems. For example, generalizing
the interference model to a model based on SINR and deriving the corresponding LoP conditions
remain major subjects for future research.
In Chapter 4, we presented our study linking node mobility to the performance of higher-layer
protocols through a graph metric abstraction. We showed that instead of solely relying on higherlayer variables such as round-trip time or transmission count, cross-layer protocols can directly use
measured physical parameters to optimize their performance. In particular, we studied the properties
of evolving graphs of networks whose structure changes due to node mobility. We presented a number
of metrics that quantify graph change in an evolving graph sequence and applied these metrics to
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several sources of mobility, including the Truncated Levy Walk (TLW) and Random Waypoint
(RWP) models, as well as traces from real mobile nodes.
We related our results on the effect of the rate of graph change to the performance of network
algorithms in dynamic networks. In particular, we demonstrated that it is possible to minimize
the control overhead of routing algorithms by observing our graph metrics. We also showed that
the flooding time depends on the amount and the locality of change in the network. Most modern
higher-layer protocols factor the mobility only indirectly. As networks are becoming incrasingly
mobile, cross-layer protocols can have improved performance by directly adapting to the constraints
of the underlying mobility through abstractions such as our graph metrics.
An interesting future research direction would be to evaluate the graph metrics under the Signalto-Noise-Interference (SINR) constraints in order to have a more realistic model of mobile networks.
Although we applied the metrics to mobile networks, evolving graph sequences appear in many
other settings. The applicability of the metrics to other domains where change is also pervasive,
including social networks and optical networks with link impairments, may guide the design of better
algorithms in those domains as well.
In Chapter 5, we formulated a global optimization problem that captures the QoT constraints
in future dynamic optical networks. This problem is unique since analytical models that capture
impairments in optical fibers do not exist, and measurements are the only practical way to characterize performance. We designed a power control algorithm, SiMPLE , for solving this problem by
using feedback from OPMs. The convergence of SiMPLE to the optimal solution was demonstrated
using extensive simulations on a network-scale optical network simulator, as well as experiments
with commercial optical network equipment. We evaluated the performance of SiMPLE and showed
that even relatively simple dynamic policies can result in substantial power savings through a better
use of resources.
The SiMPLE algorithm enables dynamic control of optical networks in near real-time, compared
to the days-long setup times for lightpaths in the existing optical networks. Hence, SiMPLE is the
first step towards allowing optical networks to react rapidly to user demands and traffic variations.
Namely, it is a step towards software-defined optical network.
In future work, we will expand the model and consider other variables that can be controlled
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in dynamic optical networks. For example, through the use of adaptive modulation techniques,
the OSNR of a lightpath can be improved without modifying its power level. Similarly, spectrum
utilization can be improved by decreasing the guard bands between lightpaths. An extended version
of the SiMPLE algorithm can be used to monitor the QoT in such transmission systems, and
adapt the bandwidth and modulation schemes as necessary. Finally, we also intend to evaluate the
performance of the SiMPLE algorithm by incorporating in the simulation a different constant-gain
optical amplifier model, and by experimenting in a large-scale testbed.
In Chapter 6, we considered a cellular network with Coordinated Multi-Point (CoMP) Joint
Transmission (JT) capabilities that allow multiple BSs to transmit simultaneously to a single user.
We first formulated the OFDMA Joint Scheduling (OJS) problem of determining a subframe schedule
and deciding if to use JT, and proved hardness results. Based on a decomposition framework,
we developed efficient scheduling algorithms for bipartite and series-parallel planar graphs, and
approximation algorithms for general graphs.
We then considered a queueing model that evolves over time. In this model, we proved that
solving the OJS problem with a specific queue-based utility function (in every subframe) achieves
maximum throughput in CoMP-enabled networks. We evaluated via simulation the performance of
CoMP JT and the various algorithms. In particular, we showed that even with limited backhaul
capacity, JT significantly improves the network performance, if most users are near the cell edge.
This chapter is the first step towards a rigorous understanding of the impact of scheduling
algorithms on CoMP networks. In future research, we will extend the model by allowing more than
two BSs to jointly transmit, and by accounting for longer delays on the backhaul. Moreover, we will
analyze the impact on the stability region of using practical approximation algorithms. Finally, we
will study the design considerations of the backhaul network and the impact of decentralization on
the performance.
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