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Abstract
Efficient Inference and Decision-Making for Stochastic Systems

Zitong Wang

Sampling-based computation, such as Monte Carlo simulation, stochastic optimization, and

reinforcement learning, is central to modern operations research and machine learning, yet the

statistical noise inherent in sampling creates persistent challenges for both estimation accuracy and

computational efficiency. This dissertation develops new methodology from two complementary

angles: statistical tools that extract more information from each sample (Chapters 2 and 3), and a

fully deterministic approach that avoids sampling noise altogether (Chapter 4).

Chapter 2 introduces the cheap bootstrap for fast uncertainty quantification of stochastic gradient

descent. Existing approaches to SGD inference suffer from high computational cost or require

delicate hyperparameter tuning. The cheap bootstrap exploits the joint distribution between

original and resampled estimates to construct a pivotal Student 𝑡-statistic, yielding asymptotically

exact confidence intervals with as few as one or two bootstrap replicates. Two deployment

variants are developed: the Cheap Offline Bootstrap (COfB) for stored datasets and the Cheap

Online Bootstrap (COnB) for streaming data.

Chapter 3 extends control variate methodology beyond sample means. The first part develops a

general weighted-empirical-distribution approach for applying control variates to nonlinear

statistical functionals, including quantiles, conditional value-at-risk, and solutions to stochastic

optimization problems. By reformulating the control variate estimator as a reweighted empirical

distribution, the method bypasses the computation of influence functions and automatically



calibrates the optimal coefficient, achieving the same asymptotic variance reduction as an oracle

procedure. The second part specializes these ideas to the variance of a conditional expectation, a

quantity central to input uncertainty quantification in stochastic simulation; by constructing

control variates that target the centered-quadratic structure of the nested-simulation estimator,

substantial variance reduction is achieved while preserving unbiasedness.

Chapter 4 takes a fundamentally different approach for problems where sufficient structural

information is available. Motivated by the design and control of queueing systems with

non-stationary arrivals, general service-time distributions, and chance constraints, this chapter

introduces QPLEX Decision Processes (QDPs), which integrate the QPLEX modeling paradigm

into a nonlinear Markov decision framework. A policy gradient framework for this nonlinear

setting yields a backward iterative scheme that computes exact gradients deterministically,

complementing the QPLEX forward scheme for performance evaluation. Optimization is

addressed through a natural-gradient-inspired algorithm leading to an exponentiated Q-ascent

method that converges to the exact natural gradient near deterministic policies. Experiments on

queueing systems with up to 1011 states demonstrate near-optimal performance in seconds and

decisive advantages over both exact solvers and simulation-based reinforcement learning.



Table of Contents

Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

Dedication . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . x

Chapter 1: Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1 Cheap bootstrap for stochastic gradient descent . . . . . . . . . . . . . . . . . . . 1

1.2 Control variates beyond mean estimation . . . . . . . . . . . . . . . . . . . . . . . 2

1.3 QPLEX decision processes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

Chapter 2: Cheap Bootstrap for Stochastic Gradient Descent . . . . . . . . . . . . . . . . . 6

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.1.1 Existing Methods and Challenges . . . . . . . . . . . . . . . . . . . . . . 7

2.1.2 Our Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.3 Main Theoretical Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.4 Ideas behind the Main Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.4.1 Conditional Convergence via a Uniform Non-Asymptotic Bound . . . . . . 17

2.4.2 From Conditional Convergence to Asymptotic Independence . . . . . . . . 21

2.4.3 From Asymptotic Independence to the Cheap Bootstrap . . . . . . . . . . . 22

2.5 Application in Sparse Linear Regression . . . . . . . . . . . . . . . . . . . . . . . 25

i



2.6 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.6.1 Regression Problems with Fixed Dimensionality . . . . . . . . . . . . . . . 29

2.6.2 Sparse Linear Regression with Increasing Dimensionality . . . . . . . . . . 35

Chapter 3: Control Variates Beyond the Mean . . . . . . . . . . . . . . . . . . . . . . . . 38

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.2 Control Variates for General Nonlinear Quantities . . . . . . . . . . . . . . . . . . 40

3.2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.2.2 Control Variates Estimator for Mean Estimation . . . . . . . . . . . . . . . 44

3.2.3 Challenges and Remedy in Nonlinear Generalizations . . . . . . . . . . . . 47

3.2.4 Theoretical Guarantees for Our Control Variate Estimator . . . . . . . . . . 49

3.2.5 Further Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

3.2.6 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.2.7 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

3.3 Control Variates for the Variance of a Conditional Expectation . . . . . . . . . . . 58

3.3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.3.2 Problem Setting and Baseline Estimator . . . . . . . . . . . . . . . . . . . 62

3.3.3 Control Variates with Deterministic and Random Surrogates . . . . . . . . 64

3.3.4 Practical Configurations . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

3.3.5 Numerical Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.3.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

Chapter 4: QPLEX Decision Processes . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

ii



4.1.1 Literature Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

4.1.2 Notation and Terminology . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.1.3 Organization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.2 Nonlinear Markov Decision Problems . . . . . . . . . . . . . . . . . . . . . . . . 82

4.2.1 Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.2.2 The Policy Gradient Theorem . . . . . . . . . . . . . . . . . . . . . . . . 86

4.2.3 Connection to the Markov Chain Setting . . . . . . . . . . . . . . . . . . . 87

4.2.4 Natural Gradient . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.3 State-Partitioned Tabular Policies . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.3.1 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.3.2 Exponentiated Q-Ascent Algorithm . . . . . . . . . . . . . . . . . . . . . 95

4.3.3 Approximate Natural Gradient . . . . . . . . . . . . . . . . . . . . . . . . 97

4.3.4 Performance Guarantee . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

4.4 A Dynamic Pricing Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.4.1 Problem Description . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.4.2 Nonlinear Markov Decision Problem Representation . . . . . . . . . . . . 102

4.4.3 Efficient Calculation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.5 Numerical Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4.5.1 Algorithm Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4.5.2 Comparison with Q-Learning . . . . . . . . . . . . . . . . . . . . . . . . . 116

4.5.3 Incorporating Service Level Chance Constraints . . . . . . . . . . . . . . . 119

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

iii



Appendix A: Proofs and Supplementary Material for Chapter 2 . . . . . . . . . . . . . . . 135

A.1 Useful Lemmas and Missing Proofs . . . . . . . . . . . . . . . . . . . . . . . . . 135

A.1.1 Convergence of Normal Variables with Empirical Variances . . . . . . . . 135

A.1.2 ASGD and SAA Have Asymptotically Negligible Discrepancy . . . . . . . 136

A.1.3 Discussion on Assumptions . . . . . . . . . . . . . . . . . . . . . . . . . . 137

A.1.4 Proof of Theorem 2.8 in the ASGD Case . . . . . . . . . . . . . . . . . . . 139

A.1.5 Proof of Theorem 2.8 in the SGD Case . . . . . . . . . . . . . . . . . . . . 142

A.1.6 Proof of Theorem 2.16 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

A.2 Additional Numerical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

A.3 Additional Discussion on Assumptions and Further Sensitivity Analyses . . . . . . 151

A.3.1 Ill-conditioned Curvature . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

A.3.2 Learning Rate Schemes . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

Appendix B: Proofs and Supplementary Material for Chapter 3 . . . . . . . . . . . . . . . 158

B.1 Auxiliary Lemma . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

B.2 Proof of Theorem 3.5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

B.3 Proof of Theorem 3.6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

B.4 Proof of Corollaries 3.7 and 3.8 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

B.5 Proof of Theorem 3.9 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

B.6 Proof of Proposition 3.10 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

B.7 Proof of Theorem 3.11 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162

Appendix C: Proofs and Supplementary Material for Chapter 4 . . . . . . . . . . . . . . . 164

C.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

iv



C.1.1 Proof of Theorem 4.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

C.1.2 Proof of Proposition 4.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

C.1.3 Proof of Proposition 4.3 . . . . . . . . . . . . . . . . . . . . . . . . . . . 169

C.1.4 Proof of Proposition 4.4 . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

C.1.5 Proof of Theorem 4.5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

C.2 Efficient Gradient Calculation for QPLEX Models . . . . . . . . . . . . . . . . . . 176

C.2.1 State Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177

C.2.2 Sum-Product Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . 179

v



List of Figures

2.1 Performance of methods concerning different choices of initial step size 𝜂, with
sample size 𝑛 = 104. We compare the delta method, batch mean method with
𝑀 = 𝑛0.25, COfB method with 𝐵 = 10, COnB with 𝐵 = 3, 10, and the online
bootstrap method with 𝐵 = 100, when 𝑛 = 104. The left figure shows the sensitivity
of the average coverage probability against 𝜂. The right figure shows the sensitivity
of the average length of confidence interval against 𝜂. We report the results for
identity Σ. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.1 Newsvendor Problem. Comparison of estimation results with and without CVs
under varying correlations. The left panel corresponds to the non-contextual setting,
and the right panel shows the contextual stochastic optimization settings. Red dots
denote the CV-based estimates; red bars show ±1 standard deviation computed over
500 independent trials. Blue dashed lines show baseline mean estimates, and green
dotted lines show ±1 standard deviation. The ground truth is shown in yellow. . . 56

3.2 Linear Regression. Test MSE and variance of 𝜃𝑋-estimation v.s. standard deviation
of 𝜖𝑦 ranging from 2 to 20. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.3 Linear Regression. Test MSE and variance of 𝜃𝑋-estimation under different level
of dependence. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

vi



List of Tables

2.1 Comparison among different methods. “delta" denotes the delta method in Chen
et al. (2020), “BM" denotes the batch mean method in Chen et al. (2020), “RS”
denotes the random scaling method in Lee et al. (2022), and “OB" denotes the
online bootstrap method in Fang et al. (2018b). . . . . . . . . . . . . . . . . . . . 12

2.2 Average runtimes (seconds) for different methods for linear regression with 𝑛 = 105,
identity Σ, and dimension 𝑑 ∈ {10, 100, 1000, 2000}. . . . . . . . . . . . . . . . . 31

2.3 Results for the linear and logistic regression with Toeplitz Σ, 𝑛 = 105. . . . . . . . 37

2.4 Results for sparse linear regression with Toeplitz Σ, 𝑛 = 100. . . . . . . . . . . . . 37

3.1 Normal location model: control variate quality sweep over 𝛼. VR denotes the
variance reduction ratio Var(𝜏2

det(𝛽))/Var(𝜏2
A); values below 1 indicate improvement. 73

3.2 M/M/3 queue: variance reduction with Erlang C CV (𝐵 = 200, 𝑚 = 5, 𝑅 = 200). . . 74

3.3 Budget allocation: fixed budget 𝐵𝑚 = 1,000 (𝑅 = 200). . . . . . . . . . . . . . . . 74

A.1 COfB under curvatures with different conditioning (ridge regression). Empirical
coverages (nominal 0.95) of componentwise confidence intervals for the ridge
minimizer 𝑥∗

𝜆
, with average interval lengths in parentheses. Features have unit

variance and equicorrelation structure with condition number 𝜅(Σ). . . . . . . . . 153

A.2 COnB under curvatures with different conditioning (ridge regression). Empirical
coverages (nominal 0.95) of componentwise confidence intervals for the ridge
minimizer 𝑥∗

𝜆
, with average interval lengths in parentheses. All settings match

Table A.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

vii



A.3 COfB under different learning rate schemes. Empirical coverages (nominal 0.95) of
componentwise confidence intervals for the minimizer 𝑥∗ under different learning
rate schemes, with average confidence interval lengths in parentheses. All settings
use 𝑛 = 105, 𝑑 = 20, equicorrelated Σ with 𝜅(Σ) = 10, noise variance 𝜎2 = 1, and
𝐵 = 5 bootstrap replicates. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

A.4 COnB under different learning rate schemes. Empirical coverages (nominal 0.95)
of componentwise confidence intervals for the minimizer 𝑥∗ under different learning
rate schemes, with average confidence interval lengths in parentheses. All settings
match Table A.3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

A.5 Full results for the linear regression experiment. . . . . . . . . . . . . . . . . . . . 155

A.6 Full results for the logistic regression experiment. . . . . . . . . . . . . . . . . . . 156

A.7 Results for sparse linear regression. . . . . . . . . . . . . . . . . . . . . . . . . . 157

viii



Acknowledgments

I am deeply grateful to my advisors, Henry Lam and Antonius B. Dieker, for their guidance,

generosity, and unwavering support throughout my doctoral studies. Their complementary perspec-

tives shaped both the technical content and the broader vision of this dissertation. I am especially

indebted to Henry for his care and attentiveness. He has often understood what I was thinking and

what I needed before I could even say it myself. Working on the QPLEX project with Ton, Steve

Hackman, and Yunhao Yan has been one of the most rewarding parts of my PhD. I will also long

remember the summer of 2025, when Ton hosted me for dinner at his home in Atlanta and made

me feel very welcome.

I am also grateful to Karl Sigman, Jing Dong, and Santiago Balseiro for serving on my thesis

committee and for the careful reading and feedback that has improved this work.

I am grateful to my friends and colleagues at Columbia IEOR, in particular Tingting Ou,

Yunhao Yan, and Xiaopeng Li, for the conversations and camaraderie that made graduate school

much richer.

To my girlfriend, Xinyu Zhang, the time I have spent with you has been the happiest of my life

since I left home at eighteen.

Finally, to my parents, to whom this dissertation is dedicated. You have supported me without

condition, near and far, for as long as I can remember. Everything that led to this dissertation, I

owe to you.

ix



To my parents.

x



Chapter 1: Introduction

Monte Carlo simulation is a foundational tool in operations research, statistics, and machine

learning. From evaluating the performance of complex stochastic systems to training statistical

learning models, practitioners routinely rely on sampling-based computation. Despite its generality,

sampling-based computation faces persistent challenges rooted in statistical noise: the variance

of simulation-based estimators can be prohibitively large, demanding an impractical number of

replications, and constructing reliable confidence statements about the quantity of interest often

requires substantial additional computation. This dissertation develops new methodology that

addresses these challenges across three interrelated settings.

The three chapters that follow tackle the noise inherent in sampling-based computation from

two complementary angles. The first two chapters work within the sampling paradigm, developing

statistical tools that extract more information from each sample: Chapter 2 develops computa-

tionally cheap inference procedures for stochastic optimization, and Chapter 3 develops variance

reduction techniques for nonlinear statistical functionals. The final chapter takes a fundamentally

different approach: for an important class of stochastic control problems, Chapter 4 develops a

fully deterministic method that directly avoids the noise and computational burden associated with

sampling. A common thread across all three chapters is the exploitation of mathematical structure

in each problem, whether through joint sample-resample distributions, distributional reweighting,

or deterministic distributional surrogates, to achieve substantially greater computational efficiency.

1.1 Cheap bootstrap for stochastic gradient descent

Stochastic gradient descent (SGD) and its variants such as averaged SGD (ASGD) are the

workhorses of modern large-scale optimization. In applications ranging from deep learning

1



to online decision-making, practitioners routinely deploy SGD to minimize an expected loss

𝐻 (𝑥) = E[ℎ(𝑥, 𝜁)] over a stream of data. While the convergence properties of SGD iterates

to the optimal solution 𝑥∗ are well understood, quantifying the statistical uncertainty of the output,

that is, constructing confidence intervals for 𝑥∗, remains a challenging practical problem.

Existing approaches to SGD inference each suffer from notable limitations. The delta method

(Chen et al. 2020) requires storing and inverting a 𝑑×𝑑 Hessian matrix, which is infeasible in high-

dimensional settings and unavailable in backpropagation-only frameworks. Batch mean methods

(Chen et al. 2020) require careful tuning of batch sizes and gap parameters. The classical online

bootstrap (Fang et al. 2018b) requires maintaining a large number of parallel runs (typically 𝐵 = 100

or more) to achieve reliable coverage. These limitations motivate the search for an inference method

that is computationally lightweight, requires no hyperparameter tuning, and does not modify the

underlying optimization algorithm.

Chapter 2 develops the cheap bootstrap framework for fast uncertainty quantification of SGD.

The key insight is a departure from the classical bootstrap paradigm: instead of approximating the

sampling distribution by the resampling distribution (which requires large 𝐵 to be accurate), we

exploit the joint distribution between the original estimate and the resample estimates to construct a

pivotal statistic. Asymptotic independence between the original estimation error and the resampling

errors, established through uniform non-asymptotic Berry–Esseen bounds, implies that the ratio of

the two converges to a Student 𝑡-distribution with 𝐵 degrees of freedom, yielding asymptotically

exact confidence intervals even for 𝐵 as small as 1 (for ASGD) or 2 (for SGD). Two deployment

variants are developed: the Cheap Offline Bootstrap (COfB), which resamples from a stored dataset,

and the Cheap Online Bootstrap (COnB), which uses exponential perturbations of the stochastic

gradient in a streaming fashion.

1.2 Control variates beyond mean estimation

Control variates are a classical variance reduction technique in Monte Carlo simulation (Glynn

and Whitt 1989; Yang and Nelson 1989). The basic idea is simple: if one can identify an auxiliary

2



random variable whose mean is known and that is correlated with the target output, then a suitably

weighted combination of the two yields an estimator with reduced variance. This approach,

however, is fundamentally tied to mean estimation. The optimal coefficient linking the control to

the target is calibrated via linear regression, and the theory that guarantees variance reduction relies

on the linearity of the expectation operator.

Many important simulation problems target nonlinear statistical quantities. Quantiles, condi-

tional value-at-risk, and optimal values or solutions of stochastic optimization problems are all

nonlinear functionals of the underlying distribution. Control variate methodology has been largely

confined to mean estimation, and existing frameworks have not been adapted to these more general

nonlinear functional settings (Kim and Henderson 2007a). The main barrier is calibrating the op-

timal coefficient: in the nonlinear setting, this requires knowledge of the influence function of the

target functional, which must either be calculated in closed form or estimated via computationally

expensive resampling procedures such as the bootstrap.

Chapter 3 develops two complementary approaches to this problem, both extending control

variates past the sample-mean barrier. The first part (Section 3.2) introduces a general weighted-

empirical-distribution methodology for applying control variates to Hadamard-differentiable sta-

tistical functionals. By reformulating the control variate estimator as a reweighted empirical

distribution, an idea originating in the work of Hesterberg (1996) and Hesterberg and Nelson

(1998) on quantile estimation, the influence function is never computed explicitly, and the optimal

coefficient is automatically calibrated through the weights. The resulting estimator is shown to

achieve the same asymptotic variance reduction as an oracle estimator that knows the influence

function, while requiring no additional computation beyond evaluating the target functional on a

reweighted sample.

The second part (Section 3.3) specializes and extends these ideas to the variance of a condi-

tional expectation, a quantity that arises naturally in input uncertainty quantification for stochastic

simulation. When the simulation input parameters are estimated from data, the resulting parameter

uncertainty propagates through the simulator and contributes an additional layer of output variabil-

3



ity. Estimating this input-uncertainty variance requires nested simulation and produces estimators

with high variance. By constructing control variates that target the centered-quadratic structure of

the nested estimator’s leading stochastic term, one can achieve substantial variance reduction while

preserving the unbiasedness of the baseline analysis-of-variance estimator.

1.3 QPLEX decision processes

The first two chapters develop statistical tools to cope with sampling noise. Chapter 4 takes a

fundamentally different approach: rather than improving sampling-based estimators, it develops a

fully deterministic method that avoids sampling altogether.

The motivating application is the design and control of queueing systems under realistic operat-

ing conditions, including non-stationary arrivals, general (non-exponential) service-time distribu-

tions, and service-level chance constraints. Classical Markov decision process (MDP) formulations

impose strong structural assumptions, typically exponential service times and stationary param-

eters, to maintain tractability. Sampling-based alternatives such as reinforcement learning avoid

explicit state enumeration but suffer from slow convergence and high gradient-estimator variance,

particularly when enforcing tail-probability constraints.

The chapter introduces QPLEX Decision Processes (QDPs) by integrating the QPLEX modeling

paradigm into a nonlinear Markov decision framework. QPLEX exploits conditional independence

structure in the underlying queueing model to achieve an orders-of-magnitude reduction in effec-

tive state-space dimension. The resulting nonlinear Markov chain, in which transition probabilities

depend on the current state distribution, yields a deterministic forward iterative scheme for perfor-

mance evaluation that propagates state distributions exactly.

A policy gradient framework for nonlinear MDPs complements the forward scheme with a

backward iterative scheme for gradient computation. Its core result (Theorem 4.1) is a forward–

backward recursion that computes the exact gradient of the expected cumulative cost with respect to

policy parameters, reducing to the classical policy gradient theorem when the dynamics are linear.

Crucially, no sampling is required: the entire gradient computation is deterministic and operates

4



on the smaller QPLEX state space.

Building on this, an exponentiated Q-ascent algorithm with an approximate natural gradient

direction is developed and shown (Theorem 4.5) to converge to the exact natural gradient near

deterministic policies. Computational experiments on queueing systems with up to 1011 states

demonstrate near-optimal performance in seconds, a 23% revenue improvement over restricted

policy classes in chance-constrained settings, and decisive advantages over both exact MDP solvers

and simulation-based reinforcement learning.

Notation is defined locally within each chapter; in particular, symbols such as 𝜇, 𝜎, and 𝑓

carry different meanings across chapters. Proofs and supplementary material are collected in

Appendices A, B, and C.
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Chapter 2: Cheap Bootstrap for Stochastic Gradient Descent

2.1 Introduction

Stochastic optimization commonly arises in many applications across machine learning, oper-

ations research, and scientific analysis. The problem can be formulated as:

min
𝑥∈R𝑑

𝐻 (𝑥) ≜ E𝜁∼𝑃 [ℎ(𝑥, 𝜁)], (2.1)

in which 𝑃 is an underlying data distribution governing the randomness 𝜁 ∈ Ω, and ℎ is a known

real-valued function. Stochastic gradient descent (SGD) or stochastic approximation is a popular

numerical approach to solve (2.1). With an initial guess 𝑥0 ∈ R𝑑 , SGD iteratively updates the

solution using

𝑥𝑡+1 = 𝑥𝑡 − 𝜂𝑡∇ℎ(𝑥𝑡 , 𝜁𝑡+1), 𝑡 = 0, . . . , 𝑛 − 1, (2.2)

where 𝜁𝑡 is a sample drawn using a Monte Carlo model generator or real data. The Robbins-

Monro procedure (Robbins and Monro 1951) outputs 𝑥𝑛 after a large number of iterations (2.2).

Alternatively, one might take the average 𝑥𝑛 ≜ 1
𝑛

∑𝑛
𝑡=1 𝑥𝑡 as the output. This is known as the Polyak-

Ruppert-Juditsky averaging (Polyak and Juditsky 1992), and for convenience in this chapter, we

call it averaged stochastic gradient descent (ASGD). Both approaches are prevalent, with ASGD

known to be more robust with respect to the step size 𝜂𝑡 (Rakhlin et al. 2012).

We aim to conduct inference or quantify statistical uncertainty in SGD. More specifically, our

goal is to construct a 1 − 𝛾 confidence interval for (each component of) the true optimal solution

𝑥∗ of problem (2.1) using the iterates (2.2). Despite the popularity of SGD, to our best knowledge,

this problem has been systematically studied only recently, driven by applications in exploration

This chapter is based on Lam and Wang (2023) and Lam and Wang (2026), joint work with Henry Lam.
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(Lattimore and Szepesvári 2020) and as stopping criteria (Chen et al. 2020; Fang et al. 2018b; Su

and Zhu 2023). In the following, we first review these recent approaches, discuss their main ideas

as well as challenges, which then motivate our proposal in this chapter.

2.1.1 Existing Methods and Challenges

One of the primary challenges in SGD inference arises from the serial dependence manifested

by the sequence 𝑥𝑡 . This dependence makes the construction of a consistent standard error estimator

intricate. Several recent works aim to address this issue and, though with its own merits, each of

these proposed approaches also encounters limitations. Chen et al. (2020) proposed two methods,

one based on the delta method that directly approximates the asymptotic covariance of the gradient

∇ℎ(𝑥∗, 𝜁) and the Hessian ∇2𝐻 (𝑥∗) at the optimum. While this method is statistically valid,

the required Hessian information is not always available in the context of SGD. For example,

backpropagation can only provide first-order gradient information (Rumelhart et al. 1986), and

arguably, a major advantage of SGD lies in its Hessian-free nature. Moreover, storing a Hessian

matrix requires an expensiveO(𝑑2) space. These put aside the subtle regularity assumptions needed

for consistency as noted by Chen et al. (2020) themselves. Along this vein, Xie et al. (2024) also

proposed an inference tool for SA that gives a confidence sequence (Howard et al. 2021; Ramdas

et al. 2023) based on the delta method with an asymptotic time-uniform coverage guarantee.

Motivated by the previously mentioned challenges, Chen et al. (2020)’s second method borrows

the batch mean idea in stochastic simulation output analysis (Glynn and Iglehart 1990; Glynn and

Lam 2018; Schmeiser 1982; Schruben 1983) and Markov Chain Monte Carlo (Flegal and Jones

2010; Geyer 1992; Jones et al. 2006). This approach divides the iterations of SGD into 𝑀 batches

of increasing sizes and aggregates the means of these batches to construct confidence intervals.

Nonetheless, the batch mean method introduces the number of batches as a hyperparameter that

needs to be tuned. Additionally, experiments show that this method is more sensitive to the quality of

convergences of SGD and could underperform other methods. Relatedly, Li et al. (2018) presented

a batch mean method for inference in M-estimation by using an SGD trajectory with a constant
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step size. Instead of using batches with increasing lengths, they use batches with a fixed length but

separated by gaps to overcome the dependence between iterations of SGD. Zhu and Dong (2021)

studied a batch mean algorithm by elegantly canceling out the asymptotic covariance matrix of

a rescaled SGD using an 𝐹-type statistic. The above batching methods require hyperparameter

tuning like Chen et al. (2020) such as the batch sizes and gap between batches.

Compared to batch mean methods, Lee et al. (2022) developed a method that directly accounts

for the dependency along the SGD trajectory. By leveraging the random scaling technique, they

constructed an asymptotically pivotal statistic to produce a confidence interval. This method nicely

avoids the hyperparameter tuning faced in batching. However, it needs to update a 𝑑×𝑑matrix on the

fly to construct the random scaling matrix that induces some computational and memory overheads.

Also using just one pass of data, Chee et al. (2023) proposed a simple and scalable method that

gives conservative confidence intervals based on the initial learning rate. The performance of this

method relies on the estimation quality of the reciprocal of the smallest eigenvalue of the asymptotic

covariance matrix.

Another approach is to use the bootstrap, which, advantageously, does not succumb to the

computation load of variance estimation as well as the tuning and sensitivity challenges associated

with batch sizes. Fang et al. (2018b) developed an online bootstrap method that persistently

maintains 𝐵 perturbed version of SGD estimates, updated upon each data arrival. However, as in

other applications of the bootstrap, for their method to be effective, a large value of 𝐵 is necessary.

For linear regression problems of dimensions 10 or 20, they set 𝐵 = 200, which means 200 times

more computational cost compared to running the SGD itself or using batch means.

Yet another method, HiGrad, was proposed by Su and Zhu (2023). This approach is rooted

in “splitting” an SGD trajectory. The process involves initially running SGD for a set number

of steps. Once complete, the result of this iteration is used as a starting point for the next stage,

where multiple SGD threads branch off, each utilizing different new data. This branching process

continues for the outcome of each thread until all data is exhausted. Confidence intervals are then

constructed using all the obtained split outcomes. HiGrad requires a substantial modification to the
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original SGD runs; in fact, there is no more “original” run of SGD in HiGrad.

Finally, we briefly mention a line of work on quantifying algorithmic randomness. This includes

Lunde et al. (2021), which applied the bootstrap on streaming principal component analysis (Oja

1982), and Chen and Lopes (2020), which investigated randomized Newton methods. Lopes (2019)

and Lopes et al. (2020) utilized bootstrap methods to estimate the algorithmic variability for random

ensembles such as bagging and random forests. Furthermore, Nesterov and Vial (2008) gave a

complexity bound on the number of iterations of their method in relation to the confidence level on

reaching the optimal value via SGD. However, all these works focus on assessing the uncertainty

from algorithmic randomness and treat the data as fixed. As such, they are less relevant to our focus

in this chapter.

2.1.2 Our Contributions

Our discussion above reveals that existing approaches in SGD inference, while being carefully

and elegantly designed, encounter either intricate algorithmic tuning that relates to mixing condi-

tions (batching), substantial modification on the SGD itself (HiGrad), or computation and storage

challenges (delta method, random scaling method, and online bootstrap). In this chapter, we study

a methodology designed to surmount these challenges concurrently. More precisely, we adopt the

bootstrap approach, which does not require mixing-related tuning nor substantial modification to

the original SGD. At the same time, we enhance the bootstrap to make it substantially lighter in

terms of resampling cost. The latter is made possible by using a recent “cheap bootstrap” idea

(Lam 2022a,b; Lam and Liu 2023) that we will describe in more detail momentarily.

Our methodology can be implemented in both offline and online fashions. The offline version,

which we call the Cheap Offline Bootstrap (COfB), reruns the SGD using resampling with replace-

ment from the data 𝐵 times and constructs confidence intervals from these resampled iterates via

an approach similar to the standard error bootstrap. However, while this approach may appear

to require heavy resampling effort, our key assertion is that the 𝐵 in our implementation can be

very small (such as 3). In this way, our approach is computationally less demanding than the delta
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method (Chen et al. 2020) and online bootstrap (Fang et al. 2018b), does not require hyperparam-

eter tuning in batch mean (Chen et al. 2020; Zhu and Dong 2021), and also does not substantially

modify the SGD trajectory in HiGrad (Su and Zhu 2023).

A caveat of COfB is that we can only rerun SGD after all the data becomes available. Thus,

it cannot be used in a single-pass streaming fashion. To address this, our online version, Cheap

Online Bootstrap (COnB), runs multiple, namely 𝐵 + 1, SGDs in parallel on the fly as new data

comes in. COnB borrows the idea of Fang et al. (2018b) in perturbing the gradient estimate

in the SGD iteration. However, like COfB, it is computationally much cheaper than Fang et al.

(2018b) as it only needs to maintain a very small number of SGD runs. In both our theory and

experimentation, we illustrate that using 𝐵 = 3 already produces consistently better coverage than

the existing approaches.

Our methodology synthesizes two recent ideas. One, as mentioned earlier, is the recent cheap

bootstrap idea. This approach integrates the analysis of the statistical error coming from the original

data and the Monte Carlo error in approximating the resample distribution together, in contrast to

separated treatment in conventional bootstraps. To explain, while conventional bootstraps rely

on the approximation of the sampling distribution by the resample distribution, which is in turn

approximated by running Monte Carlo to generate many realized resamples, the cheap bootstrap

directly utilizes the joint distribution between the original estimate and each resample estimate to

construct pivotal statistics. Subsequently, it allows the use of a minimal number of resample runs,

i.e., potentially as low as 𝐵 = 1, while maintaining large-sample exact coverages. However, it also

results in longer intervals when 𝐵 is small. Nonetheless, as discussed in Lam (2022a) and Lam and

Liu (2023), the interval length advantageously shrinks quickly as 𝐵 increases away from 1.

Our second main methodological element is to derive the asymptotic joint distribution, in par-

ticular independence, among SGD and resampled SGD’s required in invoking the cheap bootstrap

idea. More specifically, we prove a joint central limit theorem for both the original and resampled

SGD runs when resampling with replacement. This subsequently guides us in suitably aggregating

the outputs to construct asymptotically exact-coverage intervals. To this end, we generalize the
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recent non-asymptotic bounds for ASGD studied by Shao and Zhang (2022) and Anastasiou et al.

(2019) to hold uniformly for both the original and resampled runs, under both SGD and ASGD

settings.

Table 2.1 summarizes the comparisons between our methods and benchmark techniques. Hi-

Grad requires substantial changes to the SGD procedure, while other methods do not involve such

changes. The delta method, random scaling, and online bootstrap demand a relatively heavy com-

putation or memory load. The first method requires memorizing a 𝑑 by 𝑑 Hessian approximation,

the second method requires updating the 𝑑 by 𝑑 scaling matrix, and the third method requires

maintaining a large number of perturbed trajectories 𝐵. Although our methods also introduce 𝐵, it

can be kept very small, so we consider our methods light in terms of computational and memory

load. As discussed in the previous section, the batch mean method, online bootstrap method, and

HiGrad introduce hyperparameters that need to be tuned. For our methods, 𝐵 can be regarded

as a hyperparameter as well, but this is typically selected to be the largest integer that fits in the

computation budget, keeping in mind that 𝐵 as low as 1 or 2 already suffices to construct coverage-

valid intervals while a larger 𝐵 would improve the interval width. Lastly, the second derivative

is only required by the delta method, which as discussed before can be a challenge since in some

application scenarios of SGD, the second-order information may not be available.

Finally, we conduct experiments that support our statements in several aspects. We compare our

methods with established methods in the regression experiment regarding coverage probabilities

and widths of confidence intervals. The results indicate that our methods generally deliver the most

accurate coverage probabilities. Although our methods produce wider confidence intervals, the

interval width decreases sharply when 𝐵 increases even slightly. In addition, our experiments also

suggest that our method outperforms others in terms of robustness. Lastly, we analyze and apply

our methods in high-dimensional sparse linear regression to enlarge the scope of applicability for

our approach.
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Table 2.1: Comparison among different methods. “delta" denotes the delta method in Chen et al.
(2020), “BM" denotes the batch mean method in Chen et al. (2020), “RS” denotes the random
scaling method in Lee et al. (2022), and “OB" denotes the online bootstrap method in Fang et al.
(2018b).

Property \Method COfB COnB delta BM RS OB HiGrad

Require substantial procedural modification No No No No No No Yes
Computational/memory Load light light heavy light heavy heavy light

Hyperparameter tuning No No No Yes No Yes Yes
Require second derivative No No Yes No No No No

2.2 Methodology

Denote the underlying data distribution by 𝑃. Let 𝑥𝑡 be the solution obtained in the 𝑡-th iteration

of (2.2). So the output of SGD is 𝑥𝑛 and the output of ASGD is 𝑥𝑛 = 1
𝑛

∑𝑛
𝑡=1 𝑥𝑡 . Let 𝑃̂𝑛 denote

the empirical distribution from data {𝜁𝑡}𝑛𝑡=1, i.e., 𝑃̂𝑛 (·) = 1
𝑛

∑𝑛
𝑡=1 𝐼 (𝜁𝑡 ∈ ·), where 𝐼 (·) denotes the

indicator function. We also use (·)𝑖 to denote the 𝑖-th entry of a vector and (·)𝑖, 𝑗 to denote the

(𝑖, 𝑗)-th entry of a matrix.

Our first method, COfB, works as follows. After obtaining 𝑥𝑛 with data {𝜁𝑡}𝑛𝑡=1, we repeatedly

resample with replacement from the data (i.e., draw 𝑛 observations from 𝑃̂𝑛) and run ASGD on the

resampled data for 𝐵 times. Denote the 𝑏-th resample output by 𝑥∗𝑏COfB, 𝑏 = 1, . . . , 𝐵. Then, the

1 − 𝛾 confidence interval for the 𝑖-th entry of 𝑥∗, 𝑖 = 1, . . . , 𝑑, is given by

ICOfB
𝑖,𝑛 =

[
(𝑥𝑛)𝑖 − 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖 , (𝑥𝑛)𝑖 + 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖

]
, (2.3)

where 𝑠ASGD
𝑖

≜

√︂
1
𝐵

∑𝐵
𝑏=1

(
(𝑥∗𝑏COfB)𝑖 − (𝑥𝑛)𝑖

)2
, and the scalar 𝑡𝐵,1− 𝛾

2
denotes the 1 − 𝛾

2 quantile of

the student-𝑡 distribution with degree of freedom 𝐵. Importantly, in this construction, the number

of reruns 𝐵 is not necessarily large and can be any integer at least 1. A pseudocode for COfB can

be found in Algorithm 2.1.

Moreover, we can replace the ASGD procedure in lines 3 and 6 of Algorithm 2.1 by stan-

dard SGD. In this case, the radius of confidence intervals becomes 𝑡𝐵−1,1− 𝛾

2
𝑠SGD
𝑖

, with 𝑠SGD
𝑖

=
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Algorithm 2.1 Cheap Offline Bootstrap (COfB)
1: Input: 𝑖.𝑖.𝑑. data {𝜁𝑡}𝑛𝑡=1, number of bootstrap runs 𝐵 ≥ 1, step size sequence {𝜂𝑡}, initial

guess 𝑥0, nominal coverage level 1 − 𝛾.
2: Output: ICOfB

𝑖,𝑛
, 𝑖 = 1, . . . , 𝑑.

3: Run ASGD (2.2) to obtain 𝑥𝑛.
4: for 𝑏 ← [1, 2, . . . , 𝐵] do
5: Resample with replacement from {𝜁𝑡}𝑛𝑡=1 to obtain {𝜁∗𝑏1 , . . . , 𝜁

∗𝑏
𝑛 }.

6: Run ASGD for 𝑛 steps on {𝜁∗𝑏𝑡 }𝑛𝑡=1 with initialization 𝑥0 to obtain 𝑥∗𝑏COfB.
7: end for
8: for 𝑖 ← [1, 2, . . . , 𝑑] do

9: 𝑠ASGD
𝑖

←
√︂

1
𝐵

∑𝐵
𝑏=1

(
(𝑥∗𝑏COfB)𝑖 − (𝑥𝑛)𝑖

)2

10: ICOfB
𝑖,𝑛

←
[
(𝑥𝑛)𝑖 − 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖

, (𝑥𝑛)𝑖 + 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖

]
11: end for√︂

1
𝐵−1

∑𝐵
𝑏=1

(
(𝑥∗𝑏COfB)𝑖 − (𝑥

∗
COfB)𝑖

)2
, (𝑥∗COfB)𝑖 ≜ 1

𝐵

∑𝐵
𝑏=1(𝑥∗𝑏COfB)𝑖. Here we require 𝐵 to be at least 2.

We will refer to this method by COfB running SGD in the following discussions.

Note that COfB is an offline algorithm since resampling from {𝜁𝑖}𝑛𝑖=1 can only be accomplished

when all the data points have been obtained. In contrast, our second method, COnB, works by

maintaining 𝐵 + 1 parallel runs of ASGD starting from the same initialization. One of these

trajectories is the original run following exactly (2.2). The other 𝐵 trajectories update similarly,

except that the gradient estimate ∇ℎ(𝑥𝑡 , 𝜁𝑡+1) is perturbed by a factor 𝑊𝑡,𝑏 following exponential

distribution with rate 1. The confidence intervals ICOnB
𝑖,𝑛

are constructed in the same way as COfB

with 𝑥𝑛 and {𝑥∗𝑏COnB}
𝐵
𝑏=1. When new data 𝜁𝑡 arrives, COnB uses only 𝐵 + 1 gradient calculations to

update the original and resampled outputs. Moreover, like COfB, 𝐵 is not necessarily large, and in

this method, it can be any positive integer. A pseudocode of COnB is in Algorithm 2.2.

2.3 Main Theoretical Guarantees

Our main theoretical guarantees on COnB and COfB are on coverage exactness, asymptotically

as 𝑛 increases, for 𝐵 fixed to be as low as either one or two. To explain and state this result,

let 𝐻𝑛 (·) = 1
𝑛

∑𝑛
𝑖=1 ℎ(𝑥, 𝜁𝑖) denote the sample average approximation (SAA) of (2.1) and 𝑥𝑛 the

minimizer of 𝐻𝑛 (·). ∥𝑥∥𝑝 denotes (E[∥𝑥∥𝑝])
1
𝑝 for a random variable 𝑥 and ∥ · ∥ denotes the
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Algorithm 2.2 Cheap Online Bootstrap (COnB)
1: Input: 𝑖.𝑖.𝑑. data {𝜁𝑡}𝑛𝑡=1, number of bootstrap runs 𝐵 ≥ 1, step size sequence {𝜂𝑡}, initial

guess 𝑥0, nominal coverage level 1 − 𝛾.
2: Output: ICOnB

𝑖,𝑛
, 𝑖 = 1, . . . , 𝑑.

3: for 𝑡 ← [1, 2, . . . , 𝑛] do
4: 𝑥𝑡 ← 𝑥𝑡−1 − 𝜂𝑡∇ℎ(𝑥𝑡−1, 𝜁𝑡)
5: for 𝑏 ← [1, 2, . . . , 𝐵] do
6: Randomly generate𝑊𝑡,𝑏 from exponential distribution with rate 1.
7: 𝑥∗𝑏𝑡 ← 𝑥∗𝑏

𝑡−1 − 𝜂𝑡𝑊𝑡,𝑏∇ℎ(𝑥∗𝑏𝑡−1, 𝜁𝑡)
8: end for
9: end for

10: for 𝑏 ← [1, 2, . . . , 𝐵] do
11: 𝑥∗𝑏COnB ←

1
𝑛

∑𝑛
𝑡=1 𝑥

∗𝑏
𝑡

12: end for
13: for 𝑖 ← [1, 2, . . . , 𝑑] do

14: 𝑠ASGD
𝑖

←
√︂

1
𝐵

∑𝐵
𝑏=1

(
(𝑥∗𝑏COnB)𝑖 − (𝑥𝑛)𝑖

)2

15: ICOnB
𝑖,𝑛

←
[
(𝑥𝑛)𝑖 − 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖

, (𝑥𝑛)𝑖 + 𝑡𝐵,1− 𝛾

2
𝑠ASGD
𝑖

]
16: end for

standard Euclidean 2-norm for vectors. Let X be a closed and bounded neighborhood of 𝑥∗. For

each 𝑖, 𝑗 , define the function class F𝑖, 𝑗 = {𝜕2
𝑖, 𝑗
ℎ(𝑥, 𝜁) |𝑥 ∈ X}. These function classes represent

the scopes of the higher-order terms of the Taylor expansion of 𝐻 at 𝑥∗. Let 𝐺 (𝑥) = ∇2𝐻 (𝑥) and

𝑆(𝑥) = E[∇ℎ(𝑥, 𝜁) (∇ℎ(𝑥, 𝜁))⊤] be the Hessian of𝐻 and covariance matrix of∇ℎ(𝑥, 𝜁) respectively.

Given 𝑛 data points, define 𝐺𝑛 (𝑥) = 1
𝑛

∑𝑛
𝑖=1 ∇2ℎ(𝑥, 𝜁𝑖) and 𝑆𝑛 (𝑥) = 1

𝑛

∑𝑛
𝑖=1 ∇ℎ(𝑥, 𝜁𝑖) (∇ℎ(𝑥, 𝜁𝑖))⊤.

Assumption 2.1. ℎ and 𝐻 are twice continuously differentiable in 𝑥. The eigenvalues of ∇2ℎ(𝑥, 𝜁)

lie in [𝑙, 𝐿] for some positive real numbers 0 < 𝑙 < 𝐿 for all 𝑥, 𝜁 . Moreover, ∇2ℎ is Lipschitz

continuous in 𝑥 with constant 𝑙1 on X uniform in 𝜁 , i.e., for all 𝜁

∥∇2ℎ(𝑥1, 𝜁) − ∇2ℎ(𝑥2, 𝜁)∥ ≤ 𝑙1∥𝑥1 − 𝑥2∥, ∀𝑥1, 𝑥2 ∈ X. (2.4)

Assumption 2.2. Consider the filtration {F𝑡 = 𝜎(𝜁𝑘 |𝑘 ≤ 𝑡)}𝑡≥0. The noise of estimated gradient

is a martingale-difference process, i.e.,

E[∇ℎ(𝑥𝑡−1, 𝜁𝑡) − ∇𝐻 (𝑥𝑡−1) |F𝑡−1] = 0 𝑎.𝑠.
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Assumption 2.3. There are 𝜏0, 𝜏 > 0 such that ∥𝑥0 − 𝑥∗∥ ≤ 𝜏0 and ∥∇ℎ(𝑥∗, 𝜁)∥4 ≤ 𝜏. The

eigenvalues of 𝑆(𝑥∗) = E[∇ℎ(𝑥∗, 𝜁) (∇ℎ(𝑥∗, 𝜁))⊤] lie in the interval [𝜆1, 𝜆2] for some positive

constants 𝜆1 < 𝜆2.

Assumption 2.1 specifies that the objective function ℎ exhibits strong convexity along with a

bounded Hessian, which implies the same property holds for 𝐻, in particular its strong convexity.

Thus, it guarantees the existence and uniqueness of 𝑥∗ that satisfies the first-order optimality con-

dition ∇𝐻 (𝑥∗) = 0. The role of the sample-wise strong convexity assumption is to guarantee that

the empirical Hessians for both the original and bootstrap samples are uniformly well-conditioned,

which ensures sufficient control on the aggregate errors exhibited in the (A)SGD trajectory. This

assumption could potentially be replaced by high probability lower bounds on the smallest eigen-

values of 𝐺𝑛 and its bootstrap versions, although we do not pursue this relaxation for this work

(nonetheless, see Appendix A.3 for some discussions).

(2.4) is introduced to prove that the estimation error of SGD induced by non-linearity of the

gradient of objective function vanishes. In fact, 𝐺 and 𝐺𝑛, conditional on data, being Lipschitz at

optimum is sufficient for this purpose.

Assumption 2.2 stipulates that the evaluation noise in the first-order gradient oracle is unbiased,

which is a standard assumption to ensure the convergence of (A)SGD. Assumption 2.3 limits the

variability of ∇ℎ(𝑥, 𝜁), which is required to establish asymptotic normality. A short discussion on

how Assumptions 2.1 to 2.3 imply the assumptions in Shao and Zhang (2022), which we utilize

later in this chapter, can be found in Appendix A.1.3.

We also make the following assumption regarding the uniform convergence of 𝐻𝑛 to 𝐻, which

is mildly stronger than pointwise convergence given that X is compact. This assumption, together

with Assumption 2.1, will guarantee that the SAA solution 𝑥𝑛 is consistent in the sense that 𝑥𝑛

converges to 𝑥∗ almost surely.

Assumption 2.4. 𝑥𝑛 ∈ X with probability 1 for 𝑛 large enough, and

sup
𝑥∈X
|𝐻𝑛 (𝑥) − 𝐻 (𝑥) | → 0 𝑤.𝑝.1.
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The following two assumptions are specialized for ASGD and SGD considered in this chapter

respectively. The specific choice of step size guarantees the convergence of (A)SGD in distribution.

The Glivenko-Cantelli assumption helps us bridge the gap between the asymptotic distributions of

the residual of the original output and the resampled output.

Assumption 2.5. The step size satisfies 𝜂𝑡 = 𝜂𝑡−𝛼 for some 𝛼 ∈ ( 12 , 1]. For each 𝑖, 𝑗 , function class

F𝑖, 𝑗 is 𝑃-Glivenko-Cantelli.

Assumption 2.6. The step size is 𝜂𝑡 = 𝜂𝑡−1, and the initial step size 𝜂 satisfies 𝜂𝑙 > 1
2 . For each

𝑖, 𝑗 , function class F𝑖, 𝑗 is 𝑃-Glivenko-Cantelli.

Essentially, a function class is Glivenko-Cantelli if the law of large numbers holds uniformly

over the class. Given the continuity of ∇2ℎ in 𝑥 and compactness of X, F𝑖, 𝑗 is Glivenko-Cantelli if

it admits an integrable envelope function.

With the above assumptions, we have the following theorem:

Theorem 2.7. Under Assumptions 2.1 to 2.5, for any fixed 𝐵 ≥ 1, 𝑖 = 1, . . . , 𝑑, and 𝛾 ∈ (0, 1), the

confidence intervals for the 𝑖-th entry generated by Algorithms 2.1 and 2.2 are asymptotically exact

in the sense

lim
𝑛→∞

P(𝑥∗𝑖 ∈ I
COfB
𝑖,𝑛
) = 1 − 𝛾, lim

𝑛→∞
P(𝑥∗𝑖 ∈ ICOnB

𝑖,𝑛 ) = 1 − 𝛾. (2.5)

Moreover, under Assumptions 2.1 to 2.4 and 2.6, for any fixed 𝐵 ≥ 2, 𝑖 = 1, . . . , 𝑑, and 𝛾 ∈ (0, 1),

the confidence interval for the 𝑖-th entry generated by COfB running SGD is also asymptotically

exact in the sense

lim
𝑛→∞

P(𝑥∗𝑖 ∈ I
COfB
𝑖,𝑛
) = 1 − 𝛾. (2.6)

Theorem 2.7 states that COfB and COnB attain asymptotically exact coverage as the sample

size 𝑛→∞, regardless of any fixed choice of 𝐵. Note the subtlety that COfB running SGD requires

𝐵 ≥ 2, but our methods running ASGD are valid even for 𝐵 as small as 1. This discrepancy comes

from the slight difference in the joint asymptotic limits among the original and resample runs of

SGD and ASGD, which will be discussed in Theorem 2.10 in the following section. Moreover,
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note that COnB works only for ASGD. Whether it will work for SGD is still open to us due to the

delicacy of the asymptotic behavior for SGD in this case.

We conclude this section by remarking on the expected width of the confidence intervals

generated by our methods. As will be evidenced by our subsequent analyses, our intervals are

based on 𝑡-statistic construction and thus follow the behavior of 𝑡-intervals. Specifically, our widths

are larger than those of normality intervals, but shrink rapidly as 𝐵 increases. In our experiments, it

appears that using a small 𝐵, such as 𝐵 = 3 or 5, already gives a good balance in execution time and

expected interval width. In addition, this moderate compensation in the interval width significantly

improves coverage probability over the benchmark methods. Our experimental discussions in

Section 2.6.1 provide more details on these observations.

2.4 Ideas behind the Main Guarantees

In this section, we delineate the development of Theorem 2.7 in three layers. First, we establish

the conditional convergence for the error of the resample runs of our methods, which is widely

utilized in classical bootstraps. For COnB, we borrow this result from Fang et al. (2018b). For

COfB, we generalize a newly developed Berry-Esseen type bound from recent work by Shao and

Zhang (2022). Second, we show a translation from conditional convergence to the asymptotic

independence between the error of the original estimate and the resample estimates. Finally, we

leverage the cheap bootstrap method by Lam (2022a) to convert the asymptotic independence above

into large-sample coverage-exact interval construction.

2.4.1 Conditional Convergence via a Uniform Non-Asymptotic Bound

We start with the following asymptotic result, which describes the resemblance between the

errors of the original and resample runs.

Theorem 2.8. Under the same assumptions as in Theorem 2.7, we have

√
𝑛(𝑥𝑛 − 𝑥∗)

𝑑−−−−→
𝑛→∞

𝑍ASGD,
√
𝑛(𝑥𝑛 − 𝑥∗)

𝑑−−−−→
𝑛→∞

𝑍SGD, (2.7)
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where both 𝑍ASGD and 𝑍SGD are d-dimensional Gaussian random variable with mean 0.

The covariance matrix of 𝑍ASGD is given by 𝐺 (𝑥∗)−1𝑆(𝑥∗)𝐺 (𝑥∗)−1, where 𝐺 (𝑥∗) = ∇2𝐻 (𝑥∗)

and 𝑆(𝑥∗) = E[∇ℎ(𝑥∗, 𝜁) (∇ℎ(𝑥∗, 𝜁))⊤].

For the covariance matrix of 𝑍SGD, consider the singular value decomposition𝐺 (𝑥∗) = 𝑄𝐷𝑄⊤

with 𝐷 = diag(𝑑1, . . . , 𝑑𝑑), where 𝑑1, . . . , 𝑑𝑑 are eigenvalues of 𝐺 (𝑥∗) in decreasing order and 𝑄

the matrix consisting of eigenvectors.

Let 𝑥∗𝑏 denote 𝑥∗𝑏COfB or 𝑥∗𝑏COnB in Algorithms 2.1 and 2.2 respectively. We have

√
𝑛(𝑥∗𝑏 − 𝑥𝑛)

𝑑−−−−→
𝑛→∞

𝑍ASGD conditional on 𝜁1, 𝜁2, . . . in probability. (2.8)

For COfB running SGD, we have

√
𝑛(𝑥∗𝑏COfB − 𝑥𝑛)

𝑑−−−−→
𝑛→∞

𝑍SGD conditional on 𝜁1, 𝜁2, . . . in probability. (2.9)

Partial results in Theorem 2.8 have already been established in the literature. Note that (2.7) is

the classical asymptotic normality of (A)SGD guaranteed by our assumptions (Chung 1954; Sacks

1958). On the other hand, the type of conditional convergence in (2.8) and (2.9) is the main driver

of classical bootstrap methods that allow the approximation of a sampling distribution using its

resampled counterpart. In the case of COnB, the desired conditional convergence result (2.8) is

well established in Appendix A.2 of Fang et al. (2018b).

For COfB, nonetheless, it remains to prove (2.8) and (2.9). First, notice that the ASGD output

𝑥𝑛 and the SAA solution 𝑥𝑛 have an asymptotically negligible discrepancy (see Appendix A.1.2),

so that it suffices to prove the modified version of (2.8) that replaces the center 𝑥𝑛 by 𝑥𝑛 for COfB

running ASGD to establish (2.8). That is, it suffices to show that

√
𝑛(𝑥∗𝑏COfB − 𝑥𝑛)

𝑑−−−−→
𝑛→∞

𝑍ASGD conditional on 𝜁1, 𝜁2, . . . in probability, (2.10)

for COfB running ASGD. In the rest of this subsection, we outline the sketch of proof for (2.9) and
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(2.10).

To elucidate our proof idea, we denote 𝜓(𝑃) as the minimizer for (2.1) with data 𝜁 following

distribution 𝑃, where 𝜓 is viewed as a mapping from the data distribution to R𝑑 . Correspondingly,

define 𝜓𝑛 as the mapping from the data distribution to the outcome of (A)SGD. Then 𝜓𝑛 (𝑃) ∈ R𝑑

is the (random) outcome of (A)SGD after 𝑛 iterations, as a function of data distribution 𝑃 with

ℎ and {𝜂𝑡}𝑛𝑡=1 implicitly chosen. With the introduced notation, (2.7) can be restated as the weak

limit of
√
𝑛(𝜓𝑛 (𝑃) − 𝜓(𝑃)) being equal to 𝑍0. This 𝑍0, depending on the context, denotes the

Gaussian variable 𝑍SGD or 𝑍ASGD as described in Theorem 2.8, whose variance depends on 𝑃.

Correspondingly, let 𝑍̂𝑚 denote a normal variable that replaces 𝑃 in its variance with 𝑃̂𝑚, conditional

on the collected data. With these new notations, (2.9) and (2.10) hold if for any Borel measurable

set 𝐷 ⊂ R𝑑 , we have

lim
𝑛→∞
|P∗(
√
𝑛
(
𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)

)
∈ 𝐷) − P(𝑍0 ∈ 𝐷) | = 0 in probability, (2.11)

where P∗ denotes the probability conditional on the data. By the triangle inequality, one can obtain

|P∗(
√
𝑛
(
𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)

)
∈ 𝐷) − P(𝑍0 ∈ 𝐷) |

≤|P∗(
√
𝑛
(
𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)

)
∈ 𝐷) − P∗(𝑍̂𝑛 ∈ 𝐷) | + |P∗(𝑍̂𝑛 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) |.

It can be proved that the second term above vanishes in probability; see Lemma A.1 in Ap-

pendix A.1.1 for details. On the other hand, we have the following theorem for the first term:

Theorem 2.9. Under the same assumptions as in Theorem 2.7, for any Borel measurable set 𝐷,

we have

lim
𝑛→∞
|P∗

(√
𝑛(𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) ∈ 𝐷

)
− P∗(𝑍̂𝑛 ∈ 𝐷) | = 0 in probability. (2.12)

The proof invokes an expansive analysis on the behavior of the (A)SGD output. From the
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iterative scheme (2.2), we obtain

𝑥𝑛+1 = 𝐵0𝑛𝑥1 −
𝑛∑︁

𝑚=1
𝜂𝑚𝐵𝑚𝑛𝛿𝑚 −

𝑛∑︁
𝑚=1

𝜂𝑚𝐵𝑚𝑛𝐸𝑚, (2.13)

where 𝛿𝑘 ≜ 𝛿(𝑥𝑘 ) = ∇𝐻 (𝑥𝑘 ) −𝐺 (𝑥∗) (𝑥𝑘 − 𝑥∗) is the second-order residual of the Taylor expansion

of ∇𝐻 at 𝑥∗, 𝐸𝑘−1 = ∇ℎ(𝑥𝑘−1, 𝜁𝑘 ) − ∇𝐻 (𝑥𝑘−1), and 𝐵𝑚𝑛 =
∏𝑛

𝑗=𝑚+1(𝐼 − 𝜂 𝑗𝐺 (𝑥∗)) ∈ R𝑑×𝑑 .

In the ASGD case, from (2.13) we show that there exist 𝜏0, 𝜏, and 𝐶̂ such that for any 𝛿 > 0,

there is integer 𝑁 satisfying

sup
𝑛>𝑁

|P∗(
√
𝑛
(
𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)

)
∈ 𝐷) − P∗(𝑍̂𝑛 ∈ 𝐷) |

≤ 𝐶̂ (𝑑3/2 + 𝜏3 + 𝜏3
0 )𝑑

1
2𝑛−𝛼+

1
2+𝜖 ,

(2.14)

with probability at least 1 − 𝛿, for any measurable 𝐷 and 𝜖 > 0. To achieve this, we generalize

the result in Shao and Zhang (2022), who gave an inequality similar to (2.14) but with a fixed

distribution instead of a varying distribution, to establish uniform rates across all data distributions

including the empirical distribution 𝑃̂𝑛. Detailed proof for (2.14) can be found in Appendix A.1.4.

In the SGD case, the first two terms in (2.13) correspond to the interaction of the error of the

initial solution and the second-order residual in the Taylor expansion of ∇𝐻. One can show the

following vanishing property

lim
𝑛→∞

E[∥𝐵0𝑛𝑥1 −
𝑛∑︁

𝑚=1
𝜂𝑚𝐵𝑚𝑛𝛿𝑚 ∥] = 0.

On the other hand, the last term
∑𝑛
𝑚=1 𝜂𝑚𝐵𝑚𝑛𝐸𝑚 consists of the difference between sample gradient

∇ℎ and true gradient ∇𝐻, which converges to a normal distribution. We use the Berry-Esseen-type

result from Corollary 2.3 in Shao and Zhang (2022) to give a non-asymptotic convergence result

for this term and thus establish a bound similar to (2.14) that is uniform across all data distributions

including the empirical distribution. Details can be found in Appendix A.1.5.
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2.4.2 From Conditional Convergence to Asymptotic Independence

The results in Theorem 2.8 imply that the error of the original estimate is asymptotically

independent of the errors of the resample estimates. This implication, which follows a similar idea

in the cheap bootstrap (Lam 2022a), can be stated as follows:

Theorem 2.10. Supposing (2.7) and (2.8) hold, we have

√
𝑛

©­­­­­­­­«

𝑥𝑛 − 𝑥∗

𝑥∗1 − 𝑥𝑛
...

𝑥∗𝐵 − 𝑥𝑛

ª®®®®®®®®¬
𝑑−−−−→

𝑛→∞

©­­­­­­­­«

𝑍ASGD
0

𝑍ASGD
1
...

𝑍ASGD
𝐵

ª®®®®®®®®¬
. (2.15)

For COfB running SGD, supposing (2.7) and (2.9) hold, we have

√
𝑛

©­­­­­­­­«

𝑥𝑛 − 𝑥∗

𝑥∗1COfB − 𝑥𝑛
...

𝑥∗𝐵COfB − 𝑥𝑛

ª®®®®®®®®¬
𝑑−−−−→

𝑛→∞

©­­­­­­­­«

𝑍SGD
0

𝑍SGD
1
...

𝑍SGD
𝐵

ª®®®®®®®®¬
. (2.16)

{𝑍ASGD
𝑏
}𝐵
𝑏=0 and {𝑍SGD

𝑏
}𝐵
𝑏=0 are 𝑖.𝑖.𝑑. copies of 𝑍ASGD and 𝑍SGD described in Theorem 2.8, respec-

tively.

Proof. Let Δ and Δ∗ denote
√
𝑛(𝑥𝑛 − 𝑥∗) and

√
𝑛(𝑥∗1 − 𝑥𝑛) respectively. Define

Φ(𝑧) = 𝑃
(
(𝑍ASGD)1 ≤ 𝑧1, . . . , (𝑍ASGD)𝑑 ≤ 𝑧𝑑

)
where 𝑧 = (𝑧1, . . . , 𝑧𝑑) ∈ R𝑑 . To simplify notation, Δ ≤ 𝑥 is defined componentwise, i.e.,

Δ𝑖 ≤ 𝑥𝑖, ∀𝑖 = 1, . . . , 𝑑. For any 𝑥, 𝑦 ∈ R𝑑 ,
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��P(Δ ≤ 𝑥,Δ∗ ≤ 𝑦) −Φ(𝑥)Φ(𝑦)��
=
��E[

E[𝐼 (Δ ≤ 𝑥,Δ∗ ≤ 𝑦) |{𝜁𝑖}𝑛𝑖=1]
]
−Φ(𝑥)Φ(𝑦)

��
=
��E[
𝐼 (Δ ≤ 𝑥)E[𝐼 (Δ∗ ≤ 𝑦) |{𝜁𝑖}𝑛𝑖=1]

]
−Φ(𝑥)Φ(𝑦)

��
≤
��E[
𝐼 (Δ ≤ 𝑥)

[
E[𝐼 (Δ∗ ≤ 𝑦) |{𝜁𝑖}𝑛𝑖=1] −Φ(𝑦)

] ] �� + ��P(Δ ≤ 𝑥) −Φ(𝑥)��Φ(𝑦)
≤E

[��E[𝐼 (Δ∗ ≤ 𝑦) |{𝜁𝑖}𝑛𝑖=1] −Φ(𝑦)
��] + ��P(Δ ≤ 𝑥) −Φ(𝑥)��.

The last line in the above relationship vanishes since we assume (2.7) and (2.8). Thus P(Δ ≤

𝑥,Δ∗ ≤ 𝑦) → Φ(𝑥)Φ(𝑦) for any 𝑥, 𝑦 ∈ R𝑑 . Notice that conditional on {𝜁𝑖}𝑛𝑖=1, the bootstrap

replications are independent. So we can generalize the above arguments for 𝐵 > 1 by replacing

E[𝐼 (Δ∗ ≤ 𝑦) |{𝜁𝑖}𝑛𝑖=1] by a product of 𝐵 conditional expectations, each of them on a bootstrap

replication of 𝐼 (Δ∗ ≤ 𝑦) for a different 𝑦. Hence we obtain (2.15). Lastly, the second case in the

theorem follows the same argument as above. □

The reason why we introduce the implications (2.15) and (2.16) from Theorem 2.8 is to utilize

them in a different manner from the classical bootstrap. In particular, instead of using Theorem 2.8

to reveal the closeness between the sampling and resample distributions followed by Monte Carlo

resample approximation, we will use the sample-resample joint distribution in (2.15) and (2.16) to

construct pivotal statistics directly for inference. This latter idea, which comes from the so-called

cheap bootstrap, can substantially reduce the requirement on 𝐵 as we describe in the next subsection.

2.4.3 From Asymptotic Independence to the Cheap Bootstrap

By putting together Theorems 2.8 and 2.10, we immediately conclude that, under the assump-

tions in Theorem 2.7, the error of a resample run (compared against 𝑥𝑛 or 𝑥𝑛) and the error of the

original (A)SGD run (compared against 𝑥∗) are asymptotically independent and follow the same

Gaussian distribution. This subsequently allows us to construct asymptotic pivotal 𝑡-statistics that

can be converted into coverage-exact confidence intervals. We present this argument in the proof
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of Theorem 2.7 below.

Proof of Theorem 2.7. Under the assumptions in Theorem 2.7, we have from Theorems 2.8

and 2.10 that (2.15) and (2.16) hold. Now, let 𝑥∗𝑏 denote 𝑥∗𝑏COfB and 𝑥∗𝑏COnB in Algorithms 2.1

and 2.2 respectively. In these cases (2.15) applies. Observe that

(𝑥𝑛)𝑖 − 𝑥∗𝑖
𝑠ASGD
𝑖

=

√
𝑛
(
(𝑥𝑛)𝑖 − 𝑥∗𝑖

)√︂∑𝐵
𝑏=1(
√
𝑛(𝑥∗𝑏𝑖 −(𝑥𝑛)𝑖))2
𝐵

.

Taking 𝑛→∞, we have

√
𝑛
(
(𝑥𝑛)𝑖 − 𝑥∗𝑖

)√︂∑𝐵
𝑏=1(
√
𝑛(𝑥∗𝑏𝑖 −(𝑥𝑛)𝑖))2
𝐵

𝑑→
(𝑍ASGD

0 )𝑖√︃∑𝐵
𝑏=1 (𝑍ASGD

𝑏
)2
𝑖

𝐵

𝑑
=

𝑁√︃
𝜒2
𝐵

𝐵

𝑑
= 𝑡𝐵,

where 𝑁 stands for a standard normal variable, 𝜒2
𝐵

a 𝜒2-variable with 𝐵 degree of freedom, 𝑡𝐵 a

student 𝑡-variable with 𝐵 degree of freedom, and “𝑑=” equality in distribution. The convergence in

distribution above comes from the continuous mapping theorem. The first equality in distribution

comes from the i.i.d. normality limit in Theorem 2.10 and the elementary relation between 𝜒2 and

normal. The second equality in distribution comes from the elementary construction of a 𝑡-variable.

Thus, by a pivotal argument, we obtain the asymptotic exact coverage of the confidence intervals

generated from Algorithms 2.1 and 2.2.

A similar argument works for COfB using SGD. In this case (2.16) applies, and we use the

average of 𝑥∗𝑏COfB across 𝑏, denoted 𝑥∗COfB, in our pivotal construction. This would result in a student

𝑡-distribution with degree of freedom 𝐵 − 1. More precisely, we have

(𝑥𝑛)𝑖 − 𝑥∗𝑖
𝑠SGD
𝑖

=

√
𝑛
(
(𝑥𝑛)𝑖 − 𝑥∗𝑖

)√︂
𝑛 ×

∑𝐵
𝑏=1( (𝑥∗𝑏COfB)𝑖−(𝑥

∗
COfB)𝑖)2

𝐵−1

=

√
𝑛
(
(𝑥𝑛)𝑖 − 𝑥∗𝑖

)√︂∑𝐵
𝑏=1(
√
𝑛( (𝑥∗𝑏COfB)𝑖−(𝑥𝑛)𝑖)−

√
𝑛( (𝑥∗COfB)𝑖−(𝑥𝑛)𝑖))2

𝐵−1

.
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As 𝑛→∞, we have

√
𝑛
(
(𝑥𝑛)𝑖 − 𝑥∗𝑖

)√︂∑𝐵
𝑏=1(
√
𝑛( (𝑥∗𝑏COfB)𝑖−(𝑥𝑛)𝑖)−

√
𝑛( (𝑥∗COfB)𝑖−(𝑥𝑛)𝑖))2

𝐵−1

𝑑→
(𝑍SGD

0 )𝑖√︂∑𝐵
𝑏=1( (𝑍SGD

𝑏
)𝑖−(𝑍̄)𝑖)2

𝐵−1

𝑑
=

𝑁√︃
𝜒2
𝐵−1
𝐵−1

𝑑
= 𝑡𝐵−1,

where we note that the 𝜒2 and 𝑡-distributions now have degrees of freedom 𝐵 − 1, and 𝑍̄ denotes

(1/𝐵)∑𝐵
𝑏=1 𝑍

SGD
𝑏

. A pivotal argument gives rise to the asymptotic exactness of the confidence

interval generated from COfB using SGD. □

We note that the distinction between using 𝑡𝐵 and 𝑡𝐵−1, in the intervals constructed in Algo-

rithms 2.1 and 2.2, and in COfB using SGD respectively, stems from the subtle difference in the

large-sample asymptotics described in Theorem 2.10. For Algorithms 2.1 and 2.2, the center in

the sample variance is 𝑥𝑛, which is the known outcome from the original SGD run. In contrast,

for COfB using SGD, 𝑥𝑛 is the optimizer of SAA, which is unknown. Thus, when calculating the

sample variance for confidence intervals, COfB using SGD needs to set the sample mean as its

center and consumes one degree of freedom. Consequently, Algorithms 2.1 and 2.2 can use 𝐵 at

least 1, while COfB using SGD requires 𝐵 to be at least 2.

Our COnB procedure leverages the online bootstrap method of Fang et al. (2018b), notably

in maintaining multiple ASGD trajectories in parallel, and that each bootstrap run is generated

by perturbing the stochastic gradient at each iteration 𝑡 by a random multiplicative factor 𝑊𝑡,𝑏.

However, there is a fundamental difference in the way we construct the confidence intervals that

crucially allows us to substantially reduce computation effort. Fang et al. (2018b) approximate

the sampling distribution of the ASGD estimator through the empirical distribution of the 𝐵

bootstrap outputs, and construct confidence intervals using quantiles or variance estimates from

this empirical distribution. This way of constructing intervals follows the conventional bootstrap

route. Consequently, the coverage accuracy of their online bootstrap method depends not only on

the asymptotic validity of the bootstrap approximation (when 𝑛 is large), but also on the Monte

Carlo accuracy of bootstrapping, which in turn requires a large 𝐵. In contrast, our COnB leverages
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the cheap bootstrap principle, using the asymptotic independence among original and bootstrap

runs to construct a pivotal 𝑡-statistic, thus allowing a fixed (and small) 𝐵 while still achieving

asymptotic exact coverage. In this case, 𝐵 only serves to reduce the width of the interval, rather

than being required for asymptotic validity.

2.5 Application in Sparse Linear Regression

In the preceding sections, we discussed the case when the dimension of the stochastic optimiza-

tion problem, 𝑑, is fixed as the sample size 𝑛 → ∞. In many modern applications, the ambient

dimension 𝑑 of the parameter space can be very large relative to the available data. In this section,

we discuss a way to extend our methods to high-dimensional but sparse settings.

Throughout this section, we distinguish between the ambient dimension 𝑑 and the effective

dimension 𝑝. The ambient dimension 𝑑 = 𝑑 (𝑛) can be much larger than 𝑛, and may grow with

𝑛. The true underlying parameter is assumed to be sparse, with only a fixed number 𝑝 of non-

zero components. Under this setting, our methods proceed by first reducing the problem to a

lower-dimensional subspace of size 𝑝 via model selection, then applying our theory to this reduced

space.

To be more concrete, we consider a sequence of regression problems indexed by 𝑛, where the

ambient dimension 𝑑 = 𝑑 (𝑛) scales in the number of observations, whereas the effective dimension

stays constant at 𝑝:

𝑏 (𝑛) = 𝐴(𝑛)𝑥 (𝑛) + 𝜖 (𝑛) .

Here, superscript (𝑛) indicates dependence on the sample size 𝑛. 𝜖 (𝑛) ∈ R𝑛 consists of 𝑛 𝑖.𝑖.𝑑.

entries, 𝑏 (𝑛) ∈ R𝑛 represents the vector of 𝑛 responses, 𝐴(𝑛) ∈ R𝑛×𝑑 encodes the matrix of 𝑛 feature

vectors each of length 𝑑, and 𝑥 (𝑛) = [𝑥 (𝑛)1 , . . . , 𝑥
(𝑛)
𝑑
]⊤ ∈ R𝑑 has 𝑝 nonzero entries. Given an index

set 𝑇 and a vector 𝑣, (𝑣)𝑇 denotes the |𝑇 |-dimensional subvector of 𝑣 consisting of entries of 𝑣

with indices in 𝑇 . Let 𝑥∗ := (𝑥 (𝑛))𝑇∗ = [𝑥∗1, . . . , 𝑥
∗
𝑝]⊤ be the non-zero entries of the true model

coefficients, and we assume 𝑥∗ is not dependent on 𝑛. For matrix 𝐴 and index sets 𝑇1 and 𝑇2, 𝐴𝑇1,𝑇2
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denotes the |𝑇1 | × |𝑇2 | submatrix of 𝐴 with row indices inside 𝑇1 and column indices inside 𝑇2.

Then, 𝐴(𝑛)1 : = 𝐴N,𝑇∗ ∈ R𝑛×𝑝 is the submatrix of 𝐴(𝑛) consisting of columns with indices in 𝑇∗ and

𝐴
(𝑛)
2 : = 𝐴N,𝑇∗𝐶 ∈ R𝑛×(𝑑−𝑝) consists of columns with indices outside 𝑇∗.

Our methods described in the previous sections under a fixed-dimensional asymptotic regime

are not directly applicable in this setting, as the dimension 𝑑 of this problem is no longer fixed as

𝑛→∞. In particular, the non-asymptotic bound in (2.14) deteriorates with increasing 𝑑. Inspecting

(2.14), the leading dimension dependent term in the bound scales as 𝑑2𝑛−𝛼+
1
2+𝜖 . Consequently,

the right hand side of (2.14) vanishes only if 𝑑 (𝑛) grows sufficiently slowly relative to 𝑛, i.e.,

lim𝑛→∞ 𝑑 (𝑛)2𝑛−𝛼+
1
2+𝜖 = 0. If this latter condition fails, the bound in (2.14) no longer guarantees

small resampling error, and in this regime we should not expect theoretical control from our previous

arguments. This in particular rules out validity when 𝑑 grows faster than 𝑛𝛼/2−1/4.

A feasible approach to handle this challenge is to first transform the problem into a lower

dimension by Lasso model selection techniques (Belloni and Chernozhukov 2013; Zhao and Yu

2006), which produces a sparse solution by solving the following problem:

𝑥 (𝑛) (𝜆) = arg min
𝑥
∥𝑏 (𝑛) − 𝐴(𝑛)𝑥∥2 + 𝜆

𝑑∑︁
𝑖=1
|𝑥𝑖 |, (2.17)

where 𝜆 ≥ 0 is the regularization parameter that controls the sparsity. Let T be the support function

of a 𝑑-dimensional vectors, i.e., for a vector 𝑥 ∈ R𝑑 , T (𝑥) : = {𝑖 : 𝑥𝑖 ≠ 0}. The estimated support

corresponding to parameter 𝜆 is T (𝑥 (𝑛) (𝜆)), and the true support𝑇∗ = T (𝑥 (𝑛)). Under assumptions

to be specified, the difference between estimated support and true support vanishes (Zhao and Yu

2006). After the model selection step, our methods can be adapted and applied to the problem

confined to the support of 𝑥 (𝑛) . Specifically, apply COnB or COfB to the problem given by (2.1)

and (2.2). In this context, the 𝑖-th data is the vector corresponding to 𝑏 (𝑛)
𝑖

and entries in T (𝑥 (𝑛))

for the 𝑖-th row of 𝐴(𝑛) . A pseudocode can be found in Algorithm 2.3.

We put forth the following assumptions to support the efficacy of Algorithm 2.3.

Assumption 2.11. Entries of 𝜖 (𝑛) are 𝑖.𝑖.𝑑. and bounded. Diagonal entries of the sample covariance
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Algorithm 2.3 Two-stage Method for Sparse Linear Regression
Input: 𝑖.𝑖.𝑑. data {𝜁𝑡}𝑛𝑡=1, number of bootstrap runs 𝐵 ≥ 1, step size sequence {𝜂𝑡}, initial guess
𝑥0, nominal coverage level 1 − 𝛾, Lasso regularization parameter 𝜆𝑛.
Output: confidence intervals I𝑖,𝑛, 𝑖 = 1, . . . , 𝑑.
Solve (2.17) to obtain 𝑥 (𝑛) (𝜆𝑛).
𝑇𝑛 ← {𝑖 : (𝑥 (𝑛) (𝜆𝑛))𝑖 ≠ 0}
I𝑖,𝑛 ← {0} for all 𝑖 ∉ 𝑇𝑛
Obtain confidence intervals on 𝑇𝑛 by running Algorithms 2.1 and 2.2 with input: 𝑖.𝑖.𝑑. data
{(𝜁𝑡)𝑇𝑛}𝑛𝑡=1, number of bootstrap runs 𝐵, step size sequence {𝜂𝑡}, initial guess 𝑥0, nominal
coverage level 1 − 𝛾.

matrix 1
𝑛
𝐴(𝑛)

⊤
𝐴(𝑛) are upper bounded by constant𝑀1 not depending on 𝑛. The submatrix 1

𝑛
𝐴
(𝑛)⊤
1 𝐴

(𝑛)
1

is positive definite. And as 𝑛→∞, the regularization parameter satisfies 𝜆𝑛/𝑛→ 0 and 𝜆𝑛/
√
𝑛→

∞.

These assumptions are mild in the context of linear regression. The boundedness of 𝜖 and the

diagonal entries of the covariance matrix are typical results of the common data normalization

procedure. Positive definiteness of 1
𝑛
𝐴
(𝑛)⊤
1 𝐴

(𝑛)
1 ensures the identifiability of the model. In addition

to Assumption 2.11, we need one further assumption to guarantee the correctness of the selected

model by Lasso.

Assumption 2.12. There exists a positive constant 𝜂 such that for all 𝑖 = 1, ..., 𝑑 − 𝑝, we have

| (𝐴(𝑛)⊤2 𝐴
(𝑛)
1 (𝐴

(𝑛)⊤
1 𝐴

(𝑛)
1 )
−1sign(𝑥∗))𝑖 | ≤ 1 − 𝜂,

where sign(𝑥∗) ∈ R𝑝 denotes the entrywise sign function for 𝑥∗.

Assumption 2.12 is referred to as the irrepresentable condition in Zhao and Yu (2006), which

turns out to relate closely to the consistency of Lasso. Under Assumptions 2.11 and 2.12, the

probability of Lasso selecting the correct model converges to 1 as data size 𝑛 → ∞ (Zhao and Yu

2006).

Assumption 2.13. Rows of 𝐴(𝑛)1 are bounded and 𝑖.𝑖.𝑑. following distribution 𝑃𝑎 such that

E𝑎∼𝑃𝑎
[𝑎𝑎⊤] ∈ R𝑝×𝑝 is positive definite with eigenvalues greater than 𝑙 > 0. Rows of 𝐴(𝑛)2

are bounded and 𝑖.𝑖.𝑑..
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The above assumptions are sufficient to guarantee Assumptions 2.1 to 2.4 for the linear regres-

sion problem confined to 𝑇∗ which, together with one of the following two assumptions, guarantees

the correctness of coverage probability of confidence intervals generated after the model selection

step.

Assumption 2.14. For COfB running ASGD or COnB, the step size 𝜂𝑡 = 𝜂𝑡−𝛼 for some 𝛼 ∈ ( 12 , 1].

Assumption 2.15. For COfB running SGD, the step size 𝜂𝑡 = 𝜂

𝑡
such that 𝜂𝑙 > 1

2 .

With these assumptions in place, we are ready to state the theoretical guarantee for Algo-

rithm 2.3.

Theorem 2.16. In the sparse linear regression setting, suppose Assumptions 2.11 to 2.13, and one

of Assumptions 2.14 and 2.15 hold. For 𝑖 = 1, . . . , 𝑑, the 1 − 𝛾 confidence interval produced by

Algorithm 2.3 satisfies

lim
𝑛→∞

P(𝑥 (𝑛)
𝑖
∈ I𝑖,𝑛) =


1 if 𝑖 ∉ 𝑇∗

1 − 𝛾 if 𝑖 ∈ 𝑇∗
.

Theorem 2.16 states that, as 𝑛 → ∞, Algorithm 2.3 correctly identifies the support of the true

model parameter 𝑇∗ and provides confidence intervals with exact coverage for non-zero entries of

𝑥 (𝑛) . It is worth noticing that, although COnB could work as the second stage of Algorithm 2.3,

the whole procedure is no longer suitable for the online setting as the model selection part requires

all the 𝑛 data. If new data comes, one needs to solve the Lasso again. The proof for Theorem 2.16

can be found in Appendix A.1.6.

In Chen et al. (2020), the authors also discussed inference for high-dimensional linear regression

setting. In their work, they developed a plug-in method that estimates the true coefficient and the

inverse of the covariance matrix at the same time, using the Regularization Annaled epoch Dual

AveRaging (RADAR) algorithm (Agarwal et al. 2012), a variant of SGD. Confidence intervals with

a nominal level 1 − 𝛾 for each entry of the true coefficient are the outputs of their algorithm, and

they have a theoretical guarantee similar to that of Theorem 2.7. In comparison, our approach for

the sparse linear regression provides more information since it also gives asymptotically correct
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support of the relevant coefficients, as described in Theorem 2.16. On the other hand, the method

in Chen et al. (2020) could handle new data with small additional computations, while ours, as

discussed earlier, only works under the offline setting.

2.6 Experiments

In this section, we illustrate the numerical performance of our approaches and compare them

with the other methods in the regression setting. The code to reproduce all experiments in

this chapter is publicly available at https://github.com/BeetrootWang/Cheap-Bootstrap-for-Fast-

Uncertainty-Quantification-of-Stochastic-Gradient-Descent.

2.6.1 Regression Problems with Fixed Dimensionality

We consider two sets of problems:

Linear Regression We consider the linear regression problem of dimension 𝑑. The data 𝜁 =

(𝑎, 𝑏) with distribution 𝑃 consists of the independent variable 𝑎 ∈ R𝑑 and dependent variable

𝑏 ∈ R. In this case, ℎ(𝑥, 𝜁) = 1
2 (𝑎
⊤𝑥 − 𝑏)2. 𝑎 follows a multivariate normal distribution N(0, Σ).

Let 𝑥∗ be the true regression coefficient. Then, 𝑏 satisfies the model 𝑏 = 𝑎⊤𝑥∗ + 𝜖 for some error

term 𝜖 that is assumed to have normal distribution N(0, 𝜎2). In this experiment, 𝜖 and 𝑎 are

independent. And we have 𝜓(𝑃) = 𝑥∗, 𝑆 = 𝜎2Σ, and 𝐺 = Σ.

Logistic Regression Similar to the linear regression setup, the data 𝜁 = (𝑎, 𝑏) coming from

distribution 𝑃 consists of the independent variable 𝑎 ∈ R𝑑 and dependent variable 𝑏 ∈ {−1, 1}.

ℎ(𝑥, 𝜁) = log (1 + 𝑒−𝑏×𝑎⊤𝑥), where 𝑎 follows a multivariate normal distributionN(0, Σ), and 𝑏 = 1

with probability 1
1+𝑒−𝑎⊤𝑥∗ , where 𝑥∗ denotes the true regression coefficient. In this case, we have

∇ℎ(𝑥, 𝜁) = −𝑏×𝑎
1+𝑒𝑏×𝑎⊤𝑥 and ∇2ℎ(𝑥, 𝜁) = 𝑎𝑎⊤

(1+𝑒𝑎⊤𝑥) (1+𝑒−𝑎⊤𝑥) . The Hessian information ∇2ℎ(𝑥, 𝜁) above

will only be used in the delta method.
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(a) (b)

Figure 2.1: Performance of methods concerning different choices of initial step size 𝜂, with sample
size 𝑛 = 104. We compare the delta method, batch mean method with 𝑀 = 𝑛0.25, COfB method
with 𝐵 = 10, COnB with 𝐵 = 3, 10, and the online bootstrap method with 𝐵 = 100, when 𝑛 = 104.
The left figure shows the sensitivity of the average coverage probability against 𝜂. The right figure
shows the sensitivity of the average length of confidence interval against 𝜂. We report the results
for identity Σ.

Baselines

In both experiments, we compare with the batch mean method (BM) and delta method (delta)

in Chen et al. (2020), the random scaling method (RS) in Lee et al. (2022), the online bootstrap

(OB) in Fang et al. (2018b), and the HiGrad method (HiGrad) in Su and Zhu (2023).

The batch mean method splits {𝑥𝑖}𝑛𝑖=0 into 𝑀 batches, where 𝑀 is an extra hyperparameter, with

𝑒𝑖 and 𝑠𝑖 denoting the ending index and starting index of the 𝑖-th batch respectively. 𝑛𝑘 denotes the

number of iterates in 𝑘-th batch, and the estimator is defined to be 1
𝑀

∑𝑀
𝑘=1 𝑛𝑘 (𝑥𝑛𝑘 −𝑥𝑀) (𝑥𝑛𝑘 −𝑥𝑀)⊤,

where 𝑥𝑛𝑘 =
1
𝑛𝑘

∑𝑒𝑘
𝑖=𝑠𝑘

𝑥𝑖 and 𝑥𝑀 = 1
𝑒𝑀−𝑒0

∑𝑒𝑀
𝑖=𝑠1

𝑥𝑖. Let 𝑁 = 𝑛1−𝛼

𝑀+1 , and 𝑒𝑘 to be the closest integer to

((𝑘 + 1)𝑁) 1
1−𝛼 for each 𝑘 = 0, . . . , 𝑀 as suggested in Chen et al. (2020). The confidence interval

for each entry of 𝑥∗ is constructed using diagonal entries of the batch mean estimator and a normal

quantile.

The delta method (Chen et al. 2020) generates confidence intervals using normal quantiles and

Σ̃2
𝑛 = 𝐺̃

−1
𝑛 𝑆𝑛𝐺̃

−1
𝑛 , where 𝐺̃𝑛 =

1
𝑛

∑𝑛
𝑖=1 ∇2ℎ(𝑥𝑖−1, 𝜁𝑖), and 𝑆𝑛 = 1

𝑛

∑𝑛
𝑖=1 ∇ℎ(𝑥𝑖−1, 𝜁𝑖)

(∇ℎ(𝑥𝑖−1, 𝜁𝑖))⊤ are computed on the fly.
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Dimension (𝑑) delta BM RS OB (𝐵 = 100) HiGrad(2,2) COfB ASGD (𝐵 = 3) COnB (𝐵 = 3)
10 0.32 0.34 0.80 45.90 0.32 0.88 1.75

100 0.59 0.56 2.92 46.74 0.49 1.16 1.94
1000 8.92 3.49 171.41 76.57 2.78 4.76 5.15
2000 44.79 11.35 799.56 116.08 9.72 13.81 13.53

Table 2.2: Average runtimes (seconds) for different methods for linear regression with 𝑛 = 105,
identity Σ, and dimension 𝑑 ∈ {10, 100, 1000, 2000}.

The random scaling method (Lee et al. 2022) updates two quantities 𝐴𝑡 ∈ R𝑑×𝑑 and 𝑏𝑡 ∈ R𝑑 upon

arrival of the 𝑡-th data with the update rule 𝐴𝑡 = 𝐴𝑡−1 + 𝑡2𝑥𝑡𝑥⊤𝑡 and 𝑏𝑡 = 𝑏𝑡−1 + 𝑡2𝑥𝑡 , respectively.

Then, construct the random scaling matrix 𝑉̂𝑛 = 𝑛−2 (
𝐴𝑛 − 𝑥𝑛𝑏⊤𝑛 − 𝑏𝑛𝑥⊤𝑛 + 𝑥𝑛𝑥⊤𝑛

∑𝑛
𝑠=1 𝑠

2) . The

center of confidence interval for 𝑖-th entry of 𝑥∗ is (𝑥𝑛)𝑖 and the half-width is 𝑐𝑣 (1−𝛼/2)
√︃
(𝑉̂𝑛)𝑖,𝑖
𝑛

,

where 𝑐𝑣 (1−𝛼/2) denotes the critical value of the studentized statistic. We use 𝑐𝑣0.975 = 6.747 in

our experiment, as suggested by Lee et al. (2022).

The online bootstrap method (Fang et al. 2018b) runs 𝐵 + 1 ASGD threads in parallel. For

each data 𝜁𝑡 , the update step for 𝑏-th thread is 𝑥 (𝑏)𝑡 = 𝑥
(𝑏)
𝑡−1 − 𝜂𝑡𝑊

(𝑏)
𝑡 ∇ℎ(𝑥

(𝑏)
𝑡−1, 𝜁𝑡), 𝑏 = 0, 1, . . . , 𝐵,

and𝑊 (0)𝑡 = 1, ∀𝑡. Then obtain {𝑥 (𝑏)}𝐵
𝑏=0 by taking average along each thread of SGD. The sample

variance for each coordinate 𝜎𝑖, 𝑖 = 1, . . . , 𝑑 is then calculated for {𝑥 (𝑏)}𝐵
𝑏=1 with a known mean

𝑥 (0) . Then, using normal quantile and 𝜎𝑖, one can construct confidence intervals for each entry of

𝑥∗ centered at 𝑥 (0) .

The HiGrad method (Su and Zhu 2023) takes two tuples (𝐵1, 𝐵2, . . . , 𝐵𝐾) and (𝑛0, 𝑛1,

. . . , 𝑛𝐾) as hyperparameters describing when to break the SGD thread into how many branches.

𝐵𝑖 describes the number of branches a single branch divides into at 𝑖-th breaking. 𝑛𝑖 describes

the number of data each thread uses between 𝑖 and 𝑖 + 1-th breaking. After all the breaking, there

will be 𝑇 =
∏𝐾
𝑖=1 𝐵𝑖 threads and one obtains {𝑥 ( 𝑗)}𝑇

𝑗=1 by averaging each thread. The confidence

interval for 𝑖-th entry of 𝑥∗ is calculated by aggregating {𝑥 ( 𝑗)
𝑖
}𝑇
𝑗=1. It is worth pointing out that the

total number of data used in HiGrad should be no more than 𝑛. i.e. 𝑛0 +
∑𝐾
𝑖=1 𝐵𝑖𝑛𝑖 ≤ 𝑛. Thus, the

length of a single thread in HiGrad is typically shorter than that of other methods discussed in this

chapter.
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Hyperparameters

The choices of hyperparameters in both experiments are listed here. The nominal coverage

probability we consider is 95%. Dimension of the problem 𝑑 ∈ {5, 20, 200} and we report the

result for three choices of covariance matrix Σ of 𝑎. Namely, identity Σ = 𝐼𝑑 , Toeplitz Σ𝑖, 𝑗 = 0.5|𝑖− 𝑗 |

and equicorrelation case Σ𝑖, 𝑗 = 0.2 if 𝑖 ≠ 𝑗 and Σ𝑖,𝑖 = 1. The decay rate for learning rate 𝛼 = 0.501.

The optimal solution 𝑥∗ = [0, 1
𝑑−1 ,

2
𝑑−1 , . . . , 1]

⊤ and we set the initial choice 𝑥0 = [0, 0, . . . , 0]⊤.

For each set of hyperparameters, we run 500 independent trials and report the mean and standard

deviation of the coverage probabilities and the average length of the intervals across 𝑑 dimensions.

We tune the initial step size 𝜂 within the range [0.2, 0.7] and report the result with the most accurate

average coverage probability. For the batch mean method, 𝑀 is selected to be the nearest integer

to 𝑛0.25 as suggested in Chen et al. (2020). For HiGrad, the architecture we experimented with is

((2, 2), (𝑛/7, 𝑛/7, 𝑛/7)). As mentioned in Su and Zhu (2023), this choice is desirable as it balances

accuracy, coverage, and informativeness. We report the performance of COfB and COnB with

𝐵 = 3, 5, 10. For the online bootstrap method, 𝐵 = 200 is the suggested choice in Fang et al.

(2018b). We also consider 𝐵 = 10 and 100 based on the observation that online bootstrap with

𝐵 = 100 and 200 perform similarly which prompts the question of whether smaller 𝐵’s would work.

Results

Results for Toeplitz Σ are presented in Table 2.3. For full numerical results, please refer to

Appendix A.2. In the table, bold numbers highlight favorable results, where the coverage probability

lies between 92% and 98%. Conversely, italic numbers indicate poor results, specifically those

with coverage probabilities below 80%.

Coverage Probability Our method gives accurate coverage probability across all values of 𝑑 and

Σ, typically between 94%−96%, regardless of the choice of 𝐵. The delta method and the batch mean

method consistently fall behind other techniques. The random scaling method achieves accurate

coverage probability in the linear regression experiment, comparable to our methods. However, it
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fails in some of the logistic regression experiments when 𝑑 = 200. The HiGrad method displays

a stark decline in performance at 𝑑 = 200, which is potentially attributed to its abbreviated SGD

trajectory. Specifically, when 𝑑 = 200, the available data or iterations do not suffice for proper SGD

convergence. Similarly, the performance of the delta method drops significantly as 𝑑 increases.

This is largely due to its dependence on a Monte Carlo estimation of a full Hessian matrix, the

precision of which diminishes as dimensionality grows. In contrast, the merits of data reuse in

bootstrap-type approaches become increasingly evident in higher dimensions. To this end, note that

while the online bootstrap method yields comparable coverage probabilities, our methodologies

are significantly faster.

Interval Width Our approach results in a longer average confidence interval relative to the delta

method, batch mean method, random scaling method, and HiGrad. This outcome stems from the

𝑡-quantile with a degree of freedom defined by either 𝐵 − 1 for our COfB running SGD or 𝐵 for

our other methods. However, given that entries of 𝑥∗ span [0, 1] and the confidence intervals are

of magnitude 10−2, the inflation in interval widths produced by our methods seems secondary

compared to our computational gain. In addition, our average width shrinks rapidly as 𝐵 increases,

which follows the behavior of 𝑡-interval. With 95% confidence level, the 𝑡-interval is 49.6% wider

than the normal interval when 𝐵 = 3, and only 10.9% wider when 𝐵 = 10. On the other hand, the

execution time grows approximately linearly in 𝐵. Furthermore, we note that even though other

methods result in narrower intervals, they can fall short significantly in attaining enough coverage

probabilities, a performance measure often considered more important than the interval widths.

Indeed, we can see from Table 2.3 that although the delta method, batch mean method, random

scaling method, and HiGrad constantly give narrower intervals, their coverage probabilities can lie

in the range of 80%, 70% to as low as 30% under certain configurations. Nonetheless, despite the

above desirable conclusions on our approach, we caution that in some problems the inflation in

interval width could be a significant price relative to the magnitude of the solution, in which case

one needs to consider a larger 𝐵 in our approach to rightly balance interval width with computation
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effort.

Execution Time Running times for the linear regression experiments across varied methodologies

are available in Table 2.2. These experiments were conducted on a single thread of an Apple M2

Pro processor implemented with Python. We report the average execution time of 10 independent

repetitions for each setting. Both HiGrad and the batch mean method emerged as the swiftest,

attributed to their avoidance of additional gradient steps or Hessian calculations. Our COfB and

COnB are slightly slower compared with HiGrad and the batch mean method. However, our

methods are only marginally slower, especially when dimension 𝑑 gets larger. In contrast, the

online bootstrap method is much slower, with around 100 times longer runtimes than the batch

mean method under all settings. The execution time for the delta method and the random scaling

method escalates significantly as dimensions increase. As discussed in the introduction, this is due

to the manipulation of 𝑑×𝑑 matrices. Specifically, the random scaling method updates matrix 𝐴𝑖 at

each iteration, while the delta method updates 𝐺̃𝑖 and 𝑆𝑖 during gradient steps and requires the 𝑑×𝑑

matrix inversion when constructing the confidence interval. Roughly speaking, the random scaling

method has time complexity quadratic in 𝑑, and the delta method is cubic in 𝑑. The apparent faster

performance of the delta method, compared to the random scaling method, might be attributed to

the way they are implemented.

Sensitivity Analysis In Figure 2.1, we compare the performance of our methods, the delta method,

the batch mean method, and the online bootstrap method with the number of samples 𝑛 = 104 for

the linear regression problem. Observe that the coverage probability of COfB methods remains

stable at around 95% regardless of changes in the initial step size. The random scaling method also

performs well in this experiment, although it has a slight tendency of over-coverage. On the other

hand, the batch mean method requires a careful choice of the initial step size to give a comparable

coverage rate, and the optimal choice is not the same across different problems. The delta method

suffers from a huge under-coverage and fails to give a valid confidence interval. The delta method

and the batch mean method have smaller average lengths, which can be associated with their under-
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coverages. It can be observed that the coverage probability and the average length of the batch mean

estimator both increase as 𝜂 increases. Our COnB method has a similar sensitivity as the online

bootstrap method. Nonetheless, as mentioned earlier, COnB is substantially faster. Additionally,

the average length of our COnB becomes almost the same as that of the online bootstrap method

when increasing 𝐵 to 10.

2.6.2 Sparse Linear Regression with Increasing Dimensionality

Problem Setting and Hyperparameters

We evaluate the performance of Algorithm 2.3 under the setting discussed in Section 2.5.

Specifically, we consider 𝑛 = 100 and 𝑑 = 500. The columns of the 𝑛 × 𝑑 design matrix are 𝑖.𝑖.𝑑.,

generated from a multivariate normal distributionN(0, Σ), with choices ofΣ the same as in the fixed

dimensionality experiment. We set the sparsity parameter 𝑝 to be 3 or 15, with the first 𝑝 entries of

the true coefficients non-zero and each uniformly drawn over the interval [0, 2]. Consequently, the

true model coefficient 𝑥 (100) = [𝑥∗1, . . . , 𝑥
∗
𝑝, 0, . . . , 0] ∈ R500. The nominal coverage probability for

the entries in 𝑇∗ is still 95%.

For the model selection stage, we set the penalty parameter 𝜆 to 0.001 × log 𝑑
𝑛

. We tested both

COfB and COnB as the second stage method. Choices of the number of resampling runs are

𝐵 ∈ {3, 10}. In all the experiments, the decay rate of learning rate is fixed at 𝛼 = 0.501, and

the initial guess for SGD is 𝑥0 = [0, . . . , 0]⊤ ∈ R500. The initial learning rate 𝜂, ranging within

[0.02, 0.5], is tuned to ensure proper convergence of SGD.

Results

We conducted 500 independent trials for each hyperparameter configuration, reporting the

mean and standard deviation of the coverage probability and average interval length for coefficients

within and outside 𝑇∗, respectively. The results for Toeplitz Σ can be found in Table 2.4. Please

refer to Appendix A.2 for the full table. In the table, bold numbers represent good results, with

coverage probability lying between 92% and 98% on 𝑇∗ or over 99% outside 𝑇∗. As indicated by
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Theorem 2.16, the ideal coverage probability for coefficients in 𝑇∗ would be close to 95%. For

coefficients not in 𝑇∗ (rows with ∉ 𝑇∗ in the table), a coverage close to 1 is desirable.

We conclude from the table that our methods, regardless of the configuration, achieve accurate

coverage probability both within and outside 𝑇∗. The average length of confidence intervals is

generally reasonable compared with the scale of the problem. Notably, confidence intervals for

coefficients outside 𝑇∗ are significantly shorter than those inside 𝑇∗. This is due to the accurate

model selection in the first stage, as our method will simply output singleton {0} for entries not

selected in the first stage. We also observe that the average length shrinks when 𝐵 increases while

maintaining high accuracy in coverage probabilities across all 𝐵 values.

Finally, we provide further sensitivity analyses of our approach with respect to ill-conditionedness

and learning rate scheme in Appendix A.3.
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𝑑 = 5 𝑑 = 20 𝑑 = 200
Cov (%) Len (×10−2) Cov (%) Len (×10−2) Cov (%) Len (×10−2)

Linear Regression
delta 94.20 (0.07) 1.53 (0.00) 93.23 (0.08) 1.58 (0.00) 37.16 (0.15) 1.60 (0.00)
BM 91.80 (0.09) 1.53 (0.00) 88.51 (0.10) 1.51 (0.00) 97.37 (0.05) 6.54 (0.01)
RS 92.83 (0.08) 1.94 (0.01) 93.38 (0.08) 2.15 (0.01) 97.02 (0.05) 8.60 (0.06)

OB 𝐵 = 10 92.48 (0.08) 1.66 (0.00) 93.68 (0.08) 1.81 (0.00) 93.33 (0.25) 13.73 (0.01)
OB 𝐵 = 100 95.48 (0.07) 1.72 (0.00) 95.84 (0.06) 1.97 (0.00) 96.58 (0.18) 14.26 (0.01)
HiGrad(2,2) 94.33 (0.07) 2.69 (0.01) 94.88 (0.07) 2.82 (0.01) 94.09 (0.07) 2.83 (0.01)

COfB ASGD 𝐵 = 3 94.72 (0.07) 3.06 (0.00) 94.95 (0.07) 3.30 (0.00) 94.41 (0.07) 14.44 (0.02)
COfB ASGD 𝐵 = 5 95.24 (0.07) 2.21 (0.00) 94.89 (0.07) 2.26 (0.00) 93.91 (0.08) 9.96 (0.01)
COfB ASGD 𝐵 = 10 95.28 (0.07) 1.74 (0.00) 94.95 (0.07) 2.12 (0.00) 94.01 (0.08) 8.44 (0.01)

COfB SGD 𝐵 = 3 95.16 (0.07) 6.93 (0.01) 94.76 (0.07) 4.34 (0.00) 95.16 (0.07) 6.90 (0.01)
COfB SGD 𝐵 = 5 95.84 (0.06) 4.70 (0.00) 94.20 (0.07) 2.97 (0.00) 95.04 (0.07) 4.72 (0.00)
COfB SGD 𝐵 = 10 95.36 (0.07) 3.95 (0.00) 94.20 (0.07) 2.50 (0.00) 95.00 (0.07) 3.98 (0.00)

COnB 𝐵 = 3 95.00 (0.07) 2.49 (0.00) 95.36 (0.07) 2.94 (0.00) 95.41 (0.07) 21.04 (0.02)
COnB 𝐵 = 5 94.60 (0.07) 1.96 (0.00) 95.43 (0.07) 2.44 (0.00) 95.48 (0.07) 17.42 (0.02)
COnB 𝐵 = 10 94.92 (0.07) 1.77 (0.00) 95.42 (0.07) 2.18 (0.00) 95.78 (0.06) 15.61 (0.01)

Logistic Regression
delta 94.83 (0.07) 4.05 (0.00) 93.29 (0.08) 5.59 (0.00) 53.69 (0.16) 9.56 (0.00)
BM 84.00 (0.12) 3.16 (0.01) 75.25 (0.14) 3.75 (0.01) 34.93 (0.15) 7.30 (0.03)
RS 92.67 (0.08) 5.14 (0.02) 90.88 (0.09) 7.26 (0.03) 76.38 (0.13) 17.45 (0.10)

OB (𝐵 = 100) 95.00 (0.07) 4.22 (0.00) 94.04 (0.07) 6.65 (0.01) 99.78 (0.01) 69.55 (0.26)
OB (𝐵 = 200) 95.00 (0.07) 4.24 (0.00) 94.67 (0.07) 6.70 (0.01) 99.78 (0.01) 69.28 (0.26)
HiGrad(2,2) 95.33 (0.07) 7.18 (0.03) 93.38 (0.08) 8.92 (0.03) 57.02 (0.16) 10.27 (0.04)

COfB ASGD 𝐵 = 3 94.12 (0.07) 5.70 (0.00) 94.77 (0.07) 11.49 (0.01) 93.79 (0.08) 42.27 (0.05)
COfB ASGD 𝐵 = 5 94.32 (0.07) 4.82 (0.00) 94.81 (0.07) 7.97 (0.01) 93.23 (0.08) 28.81 (0.02)
COfB ASGD 𝐵 = 10 94.88 (0.07) 4.61 (0.00) 94.65 (0.07) 6.69 (0.00) 93.09 (0.08) 24.43 (0.01)

COfB SGD 𝐵 = 3 95.36 (0.07) 9.48 (0.01) 94.80 (0.07) 9.65 (0.01) 94.41 (0.07) 30.53 (0.03)
COfB SGD 𝐵 = 5 95.40 (0.07) 7.98 (0.00) 94.37 (0.07) 8.16 (0.00) 93.79 (0.08) 20.76 (0.02)
COfB SGD 𝐵 = 10 95.40 (0.07) 7.98 (0.00) 94.37 (0.07) 8.16 (0.00) 93.62 (0.08) 17.56 (0.01)

COnB (𝐵 = 3) 94.00 (0.08) 6.22 (0.02) 94.71 (0.07) 10.27 (0.05) 97.82 (0.05) 99.61 (0.60)
COnB (𝐵 = 5) 95.00 (0.07) 5.25 (0.02) 94.71 (0.07) 8.20 (0.03) 98.75 (0.04) 85.15 (0.45)
COnB (𝐵 = 10) 94.83 (0.07) 4.84 (0.01) 94.29 (0.07) 7.25 (0.02) 99.31 (0.03) 78.02 (0.37)

Table 2.3: Results for the linear and logistic regression with Toeplitz Σ, 𝑛 = 105.

𝑝 = 3 𝑝 = 15
Cov (%) Len (×10−2) Cov (%) Len(×10−2)

COfB ASGD 𝐵 = 3 ∈ 𝑇∗ 95.20 (21.38) 2.75 (0.01) 95.12 (21.54) 34.87 (0.11)
∉ 𝑇∗ 99.88 (3.42) 0.05 (0.00) 99.09 (9.52) 8.62 (0.07)

COfB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.07 (21.66) 0.86 (0.00) 93.13 (25.29) 4.33 (0.01)
∉ 𝑇∗ 99.86 (3.74) 0.02 (0.00) 99.12 (9.32) 1.00 (0.01)

COnB ASGD 𝐵 = 3 ∈ 𝑇∗ 94.73 (22.34) 1.28 (0.01) 97.19 (16.54) 10.68 (0.03)
∉ 𝑇∗ 99.93 (2.73) 0.03 (0.00) 99.80 (4.47) 2.47 (0.02)

COnB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.40 (20.95) 1.07 (0.00) 98.85 (10.65) 10.27 (0.04)
∉ 𝑇∗ 99.96 (2.00) 0.02 (0.00) 99.98 (1.51) 2.41 (0.02)

Table 2.4: Results for sparse linear regression with Toeplitz Σ, 𝑛 = 100.
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Chapter 3: Control Variates Beyond the Mean

3.1 Introduction

Control variates are a classical variance reduction technique in Monte Carlo simulation (Glynn

and Whitt 1989; Yang and Nelson 1989). The basic idea is simple: when estimating E[𝑌 ], given

an auxiliary random variable 𝑋 and a function 𝑓 such that the mean 𝜇 𝑓 = E[ 𝑓 (𝑋)] is known, one

forms the estimator 𝜇̂𝐶𝑉 = 𝑌 − 𝛽( 𝑓 − 𝜇 𝑓 ), which has variance Var(𝑌 ) (1 − 𝜌2
𝑌, 𝑓
) at the optimal

coefficient 𝛽∗ = Cov(𝑌, 𝑓 (𝑋))/Var( 𝑓 (𝑋)), where 𝜌𝑌, 𝑓 is the correlation between 𝑌 and 𝑓 (𝑋).

This can yield dramatic variance reduction when strong correlations are available. Control variates

have been applied in a range of settings, including queueing simulation (Glynn and Whitt 1989;

L’Ecuyer and Buist 2006), financial Monte Carlo (Glasserman 2003), and stochastic optimization

(Johnson and Zhang 2013).

Despite its appeal, the classical control variate framework has a fundamental limitation: it is

designed for mean estimation. The optimal coefficient 𝛽∗ is calibrated via linear regression, and

the variance reduction guarantee relies on the linearity of the expectation operator. Yet many

important simulation problems target nonlinear statistical quantities, such as quantiles, conditional

value-at-risk, optimal values of stochastic programs, and the variance of a conditional expectation,

where the map from the underlying distribution to the quantity of interest is nonlinear. For such

targets, the classical control variate recipe does not directly apply.

This chapter develops two complementary approaches that extend control variates past the

sample-mean barrier. While they share the overarching theme of “control variates beyond the

mean,” the two parts address different target functionals and employ different technical mechanisms.

We briefly preview each.

Section 3.2 is based on Lam and Wang (2025), joint work with Henry Lam. Section 3.3 is joint work with
Mohammed Jamal and Henry Lam.
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Part I: Control variates for general nonlinear quantities (Section 3.2). The first part develops a

general methodology for applying control variates to Hadamard-differentiable statistical functionals

𝜑(𝑃). A natural approach to extending CV to such nonlinear targets is to linearize 𝜑 via its

influence function and then apply classical CV on the linearized problem; however, this requires

either computing the influence function in closed form or estimating it via expensive resampling

procedures such as the bootstrap. The key idea of this part is a weighted-empirical-distribution

representation: instead of subtracting a correction 𝛽( 𝑓 − 𝜇 𝑓 ) from an estimator of 𝜑, one attaches

data-dependent weights to the empirical distribution and evaluates 𝜑 on the reweighted sample.

This reformulation, inspired by earlier work of Hesterberg (1996) and Hesterberg and Nelson

(1998) on quantile estimation, bypasses the need to compute influence functions entirely, and the

optimal coefficient is automatically calibrated through the weights. The resulting estimator achieves

the optimal variance reduction asymptotically, while requiring no resampling or second-order

computation. Applications include newsvendor optimization (Zipkin 2000), contextual stochastic

programs (Bertsimas and Kallus 2020; Singhvi et al. 2025), and linear regression with correlated

features.

Part II: Control variates for the variance of a conditional expectation (Section 3.3). The

second part specializes and extends the control variate idea to a specific but important nonlinear

functional: the variance of a conditional expectation, 𝜏2 = Var( 𝑓 (Θ)) where 𝑓 (𝜃) = E[𝑌 | Θ = 𝜃].

This quantity is the central object in input uncertainty quantification for stochastic simulation.

When simulation input parameters are estimated from data, the parameter uncertainty propagates

through the simulator and contributes an additional layer of output variability, quantified by 𝜏2.

Estimating 𝜏2 requires nested simulation and produces estimators with high variance. The

baseline analysis-of-variance (ANOVA) estimator of Sun et al. (2011) is unbiased but noisy. The

key observation in this part is that the leading stochastic term of the ANOVA estimator is not

𝑓 (Θ) − 𝜇 but the centered quadratic ( 𝑓 (Θ) − 𝜇)2 − 𝜏2. This dictates the correct form of the control

variate: given a cheap surrogate 𝑔 with known variance 𝜎2
𝑔 , the appropriate control is 𝜎̂2

𝑔 −𝜎2
𝑔 , the
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estimation error of the surrogate’s variance. Three settings are analyzed: a deterministic-surrogate

version that preserves unbiasedness of the ANOVA estimator, a strong (random-surrogate) version

that uses cheap inner replications, and budget-allocation guidance for the (𝐵, 𝑚) outer-inner sample

split. Under joint normality, the variance reduction factor is 𝜌4
𝑔, where 𝜌𝑔 is the correlation between

𝑓 and 𝑔, meaning the correlation is effectively squared relative to the analogous mean-CV reduction

factor of 𝜌2
𝑔.

Relationship between the two parts. Although both parts extend control variates beyond the

mean, they are methodologically independent. Part I provides a general-purpose weighted-

resampling framework that applies to any smooth functional of the empirical distribution, while

Part II develops a targeted control variate for a specific nested-simulation variance functional, with

different surrogate sources (e.g., queueing approximations such as Erlang C). Part II cites Part I as

prior work in the same research line, and the two parts are best understood as parallel contributions

to the broader goal of making variance reduction available beyond the mean.

3.2 Control Variates for General Nonlinear Quantities

3.2.1 Introduction

CV is a powerful variance reduction method in Monte Carlo estimation (Glynn and Whitt 1989;

Kim and Henderson 2007a; L’Ecuyer and Buist 2006; Sun et al. 2023; Yang and Nelson 1989).

Its main idea is to utilize auxiliary variables that are correlated with the target simulation outputs,

and by suitably combining the auxiliary and target outputs, we obtain estimators that have smaller

variance than naive Monte Carlo that uses the target outputs alone. More specifically, when running

simulations, we can often obtain some side covariates or detailed dynamics of the simulated trajecto-

ries, and the CV method leverages our information on these auxiliary outputs to enhance estimation

efficiency. This approach, while attractively simple and intuitive, has limitations nonetheless. It

utilizes a linear-regression-based formulation and relatedly requires the mean information of the

auxiliary variables. As such, its main applicability has been confined largely to mean estimation
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problems. On the other hand, many simulation tasks concern nonlinear statistical quantities, such

as quantiles, conditional value-at-risk (CVaR), and stochastic optimization problems. Specifically,

the map from the underlying distribution to the quantity of interest is nonlinear in these cases.

However, existing CV frameworks, while efficient in mean estimations, have not been adopted to

more general nonlinear functional settings.

This part studies a general approach to construct a CV estimator for nonlinear statistical quan-

tities. To give a sense of this problem, note that many nonlinear problems, even though they are

not exactly linear, are locally linearizable in the sense that they can be approximated by a mean

as the sample size grows. The idea resembles common Taylor series, in which the gradients in

our context are captured via the so-called influence function of the statistical quantity. From this

view, it appears that we can borrow tools from linear CV in the locally linearizable setting. While

this is indeed the case conceptually, a core challenge arises in calibrating the optimal coefficient

in the CV formula. This latter coefficient bridges the CV with the target simulation output, and

needs to be properly selected via the simulation data. In the case of mean estimation, the optimal

coefficient can be calibrated readily via a linear regression calculation. In the nonlinear setting,

however, the optimal coefficient requires the influence function, which needs to be either calculated

in closed form, or requires resampling approaches such as the bootstrap that substantially increases

the computation overhead.

In view of the above challenge, our main contribution is to build a methodology to construct CV

estimators for nonlinear quantities that bypass the bottleneck with respect to both influence function

knowledge and resampling need. Our key idea leverages a weighted representation of the classical

CV estimator, to our knowledge originated in Hesterberg (1996) and Hesterberg and Nelson (1998)

in the context of quantile estimation. These works consider quantile estimation via inverting the

cumulative distribution function (cdf). They apply CV on the cdf as the estimation target before

taking its inverse and, since the cdf is a function, they observe that an efficient approach to apply

CV across the function input values is to reformulate the CV estimator as a weighted Monte Carlo

average, where the weights depend only on the CV and hence avoid recomputing a new CV estimator
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at each input value of the cdf. Their works essentially transform the quantile problem into a mean

estimation problem where classical CV can be applied. Our main idea in this part is inspired from

this approach, but we make it substantially more general in the framework of local linearization.

In particular, we show that, thanks to linearization, the weights can be interchanged between the

nonlinear functional and the empirical distribution, so that by simply evaluating the nonlinear

functional on a weighted empirical distribution, we achieve the same effect as a CV estimator with

a nearly optimally calibrated coefficient, without the aforementioned overhead. Importantly, this

approach does not apply only to the inversion operation on the cdf, but any “smooth” functional on

the cdf.

In terms of theoretical results, we establish central limit theorems (CLTs) for our CV estimator,

and demonstrate our ability to obtain asymptotically optimal coefficient without the computation

overhead. We showcase our approach in estimating risk measures and solutions and optimal

values of stochastic optimization problems. Moreover, in the latter setting, we further develop an

asymptotic characterization of the optimality gap to illustrate our efficiency gain in terms of the

optimality of the estimated solution via our CV. We illustrate our effectiveness through several

canonical examples, including newsvendor problems and linear regression with correlated input

features, showing that our CV estimators achieve substantial variance reduction particularly in low

signal-to-noise settings.

Related Works

Our work is related to several aspects of CV. The first concerns the calibration of the coefficient

in the CV formula, which to the best of our knowledge has been rather limited. This is potentially

attributed to the fact that, for mean estimation, this calibration can be readily conducted using direct

empirical plug-in (Asmussen and Glynn 2007; Glasserman 2003). Beyond this, our conceptual

foundation comes mainly from Hesterberg (1996), who studied CV and importance sampling when

bootstrapping nonlinear statistics, and the work of Hesterberg and Nelson (1998) shortly after. In

particular, these works observed that a CV estimator for mean estimation using the plug-in estimate
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of the optimal coefficient can be written in the form of a weighted estimator, where the weights

depend only on the CV and not the target statistic itself. From this observation, their approaches first

convert nonlinear problems into estimating a cdf and apply CV on the latter as a mean estimation.

Our approach further leverages their idea to combine with local linearization, and importantly, uses

it to bypass both the need for knowledge of the influence function and the computational overhead

introduced by resampling approaches.

Our work is related to, but distinct from, Glynn and Whitt (1989), which investigated nonlinear

CV. The nonlinearity that they address regards how to combine target simulation outputs with CVs,

i.e., nonlinearly versus linearly combining them. This nonlinearity is different from ours, which is

in the target quantity and concerns its relation with the underlying probability distribution. In terms

of insights, Glynn and Whitt (1989) proved that nonlinear CV offers no asymptotic advantage over

linear ones under suitable regularity conditions. This result supports the general choice to focus on

linear CVs, even in the context of nonlinear statistics that we consider.

A significant line of CV research focuses on the construction of good CVs using auxiliary

information. Kim and Henderson (2007a) considered a parameterized family of CVs, and developed

an optimization problem to search for good candidates. Tsai et al. (2023) developed a framework

that adaptively selects CVs in ranking-and-selection problems. Glynn and Whitt (1989) developed

CVs for queueing problems by leveraging Little’s law, which they call an indirect estimator. Viewing

their indirect estimator as a nonlinear CV, they further prove that nonlinear CVs are asymptotically

equivalent to linear ones in terms of efficiency under standard assumptions. In the Markov Chain

setting, Henderson and Glynn (2002) constructed CV by approximating martingales, which arise

from the solution to Poisson’s equation. Building on this idea, Henderson and Simon (2004)

further developed an adaptive scheme that achieves better CV as the simulation proceeds. More

recently, machine learning-based methods have been developed for constructing CVs, including

neural, regression-based, and kernel-based approaches (Blanchet et al. 2023; Liu et al. 2017;

Müller et al. 2020a; Oates et al. 2017; Portier and Segers 2019). These works have different focuses

from our goal to study the application of CV to nonlinear statistical quantities, but their ways of
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constructing good CVs would likely continue to be applicable to our nonlinear settings.

CVs have also been used in stochastic optimization algorithms (Fang et al. 2018a; Johnson

and Zhang 2013; Reddi et al. 2016; Wang et al. 2013). The seminal stochastic variance-reduced

method, proposed by Johnson and Zhang (2013), uses periodically computed full-batch gradients

as CVs to reduce the variance of gradient estimation and thus accelerate convergence. Wang

et al. (2013) introduced a CV approach based on estimated low-order moments to reduce the

variance of stochastic gradients, improving convergence speed and stability in both convex and

non-convex settings. However, these methods primarily focus on reducing the variance of gradient

estimators, which are still targeting the mean of the underlying distribution. In particular, while our

work addresses variance reduction for stochastic optimization as an example, we view the target

objective as a nonlinear functional that is fundamentally different from these works.

Finally, recent developments in prescriptive analytics or contextual optimization also make use

of auxiliary covariates for improving decision-making under uncertainty (Elmachtoub and Grigas

2022; Elmachtoub et al. 2023). Bertsimas and Kallus (2020) proposed a general framework for

learning data-driven decision rules that minimize expected cost conditional on observed features,

bridging predictive modeling and optimization. Srivastava et al. (2021) studied contextual stochastic

optimization problems where side information is used to inform decisions, proposing a regularized

Nadaraya-Watson approach to estimate conditional expectations and optimize decisions accordingly.

While our work similarly leverages auxiliary information, our focus is on variance reduction rather

than better learning approaches. These two ideas can be naturally combined, as we will illustrate

in our contextual optimization example.

3.2.2 Control Variates Estimator for Mean Estimation

Suppose we aim to estimate the statistical functional 𝜑(𝑃) of a random variable𝑌 with unknown

distribution 𝑃, where an auxiliary random variable 𝑋 can be generated alongside. We assume that

the expectation 𝜇𝑋 of 𝑋 is known. To begin with, we first consider 𝜑(𝑃) as the mean of 𝑌 , i.e.,

𝜑(𝑃) = E[𝑌 ]. For a generic random variable 𝑈, when 𝑈1, . . . ,𝑈𝑛 are i.i.d. samples from its
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distribution, we denote the sample mean by 𝑈̄.

Given i.i.d. observations {(𝑌𝑖, 𝑋𝑖)}𝑛𝑖=1, let 𝑃𝑛 denote the corresponding empirical marginal

distribution of 𝑌 . The vanilla Monte Carlo estimator for 𝜑(𝑃) is

𝜑(𝑃𝑛) = 𝑌 =
1
𝑛

𝑛∑︁
𝑖=1
𝑌𝑖 .

The CV estimators exploit the information contained in 𝑋 to construct an unbiased estimator

with reduced variance compared to the vanilla Monte Carlo estimator. For clarity, we call 𝑋 the

CV and, for a fixed 𝛽 ∈ R, the CV estimator associated with 𝛽 is defined as

𝜑𝛽 (𝑃𝑛) = 𝑌 − 𝛽( 𝑋̄ − 𝜇𝑋). (3.1)

Note that we have abused notation slightly above (and throughout the rest of this part too) that

𝜑𝛽 (𝑃𝑛) depends also on 𝑋̄ , which is suppressed to lighten notation when there is no confusion. A

straightforward calculation deduces that the optimal choice 𝛽∗ minimizing the variance of 𝜑𝛽 (𝑃𝑛)

is

𝛽∗ =
Cov(𝑋,𝑌 )

Var(𝑋) .

This 𝛽∗ can be viewed as the idealized coefficient in the linear regression of 𝑌 against 𝑋 − 𝜇𝑋 , and

the CV estimator outputs precisely the intercept. With 𝛽∗, we obtain the optimal variance reduction

ratio over the vanilla Monte Carlo estimator

Var(𝜑𝛽∗ (𝑃𝑛))/Var(𝜑(𝑃𝑛)) = 1 − 𝜌2, 𝜌 = Corr(𝑋,𝑌 ) (3.2)

That is, when 𝑋 and 𝑌 are more correlated (either positively or negatively), more variance can be

reduced. In the extreme case where 𝑋 and 𝑌 are perfectly aligned, the CV estimator completely

eliminates the randomness and outputs 𝜇𝑌 . In practice, 𝛽∗ is typically unknown, and an empirical
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approximation 𝛽 is used:

𝛽 =

∑
𝑖 (𝑋𝑖 − 𝑋̄) (𝑌𝑖 − 𝑌 )∑

𝑗 (𝑋 𝑗 − 𝑋̄)2
,

which achieves asymptotically the same variance reduction ratio as in Eq. (3.2).

We also point out that using 𝑋 directly as the CV may not always be efficient. By Eq. (3.2),

the variance reduction ratio depends on the correlation coefficient between data 𝑌 and the CV.

When the dependence between 𝑋 and 𝑌 is nonlinear, a naive application of 𝑋 as the CV for E[𝑌 ]

may be ineffective. For example, suppose we want to estimate the mean of 𝑌 = 1
1+𝑋2 , where 𝑋

follows a uniform distribution between [0, 1]. Although𝑌 is fully determined by 𝑋 , the correlation

Corr(𝑋,𝑌 ) is zero, leading to no variance reduction by Eq. (3.2). However, if we instead use

𝑓 (𝑋) = 𝑋2 as the CV, the optimal variance reduction rate becomes approximately 70%, which is

a significant reduction. This observation motivates the use of a transformation 𝑓 (𝑋) as the CV

instead of 𝑋 itself. By Eq. (3.2), the optimal choice of 𝑓 is the function of 𝑋 that maximizes 𝜌.

Specifically, the optimal CV function 𝑓 ∗(𝑋) is 𝑓 ∗(𝑋) = E[𝑌 |𝑋]. However, this optimal choice

is often intractable in practice. There is a broad line of works discussing how to construct good

CVs. When the distribution of 𝑋 is known, one can construct good approximations to E[𝑌 |𝑋]

using regression techniques, basis expansions (e.g., polynomials, splines), or other methods that

exploit known structure in the problem. The problem has been widely studied (e.g., see Blanchet

et al. 2023; Glynn and Whitt 1989; Kim and Henderson 2007a; Liu et al. 2017; Müller et al. 2020a;

Oates et al. 2017; Portier and Segers 2019; Tsai et al. 2023), but as our focus is on the use of CVs

for nonlinear statistics, we omit further discussion of these strategies.

We denote the CV estimator using the CV function 𝑓 and parameter 𝛽 by

𝜑𝛽, 𝑓 (𝑃𝑛) = 𝑌 − 𝛽( 𝑓 − 𝜇 𝑓 ), where 𝜇 𝑓 = E[ 𝑓 (𝑋)] .

This notation will be used when we establish results for CV for general statistics.

Finally, note that we have contained our discussion in the case where we only use one CV. Our

discussion and approach extend naturally to using multiple CVs, but this extension is conceptually
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straightforward and for simplicity we focus on the univariate case in this part.

3.2.3 Challenges and Remedy in Nonlinear Generalizations

Suppose now the target quantity 𝜑(𝑃) is nonlinear in 𝑃, such as a quantile, a risk measure,

or a solution or optimal value to a stochastic optimization problem. A natural application of CVs

suggests modifying the estimator 𝜑(𝑃𝑛) by subtracting a linear combination of the CVs:

𝜑𝛽, 𝑓 (𝑃𝑛) = 𝜑(𝑃𝑛) − 𝛽( 𝑓 − 𝜇 𝑓 ), (3.3)

where the CV 𝑓 (𝑋) is pre-specified and 𝛽 is the constant coefficient as in the mean estimation case.

While the above appears similar to the usage of CV in mean estimation, we consider and

argue that the calibration of the optimal coefficient 𝛽 needs more substantial handling. For mean

estimation, the optimal coefficient is given by the linear regression coefficient, which primarily

depends on the covariance between 𝑌 and 𝑓 (𝑋) and is readily estimable by a plug-in estimator. In

contrast, for a general nonlinear 𝜑, the optimal 𝛽∗ depends on the covariance between the influence

function 𝐼𝐹𝜑 (𝑌 ; 𝑃) and 𝑓 (𝑋). Specifically,

𝛽∗ = Var( 𝑓 (𝑋))−1Cov(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋)). (3.4)

Here, the influence function can be defined in terms of the Gateaux derivative of 𝜑 with respect to 𝑃

(Hampel et al. 2011). This leads to a challenge because, for many problems, the influence function

𝐼𝐹𝜑 (𝑌 ; 𝑃) can be difficult to compute or estimate. In such cases, we may consider resampling

methods like the bootstrap, and using the fact that Cov(𝜑(𝑃), 𝑓 (𝑋)) ≈ Cov(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋))/𝑛,

but these methods can introduce substantial computational overhead and additional noises due to

the Monte Carlo runs in the resampling.

To overcome this bottleneck, we take inspiration from the weighted Monte Carlo view of CVs,

to our knowledge first studied in Hesterberg (1996) and Hesterberg and Nelson (1998). Rather than

relying on direct calibration of 𝛽 that depends on a covariance with the influence function, we exploit

47



the fact that classical CV estimators can be reformulated as weighted averages. In the case of mean

estimation, such a weighted average is exactly equivalent to the original CV formula in Eq. (3.1).

In the nonlinear case, however, note that the target quantity is not a mean to begin with, and there is

no exact definition of weighting. Nonetheless, many nonlinear quantities are locally linearizable,

so that we can indeed put weights on the linearized target. However, this local linearization would

contain the influence function which gives rise to its appearance in the optimal 𝛽∗ in Eq. (3.4).

Our key insight is that, by weighting the empirical distribution first and then evaluating 𝜑 on it, we

achieve an estimator that well approximates the weighted local linearization, and in turn Eq. (3.3)

with an optimally calibrated coefficient. Importantly, these weights depend only on the auxiliary

variable 𝑋 but not the influence function, thus effectively bypassing the aforementioned bottleneck.

To describe our approach concretely, we construct a weighted empirical distribution

𝑃̃𝑛 (·) = (1/𝑛)
𝑛∑︁
𝑖=1
𝑊𝑖 𝐼 (𝑌𝑖 ∈ ·), where𝑊𝑖 =

1
𝑛
+
( 𝑓 − 𝑓 (𝑋𝑖)) ( 𝑓 − 𝜇 𝑓 )∑

𝑗 ( 𝑓 (𝑋 𝑗 ) − 𝑓 )2
. (3.5)

The weights 𝑊𝑖 depend solely on 𝑓 and not on 𝑌 , making them accessible even when the target

statistic depends on 𝑌 in a more complicated way. Our new CV estimator for nonlinear target 𝜑(𝑃)

is

𝜑𝐶𝑉 (𝑃𝑛) = 𝜑(𝑃̃𝑛). (3.6)

Note that computing 𝜑𝐶𝑉 (𝑃𝑛) does not require influence function nor resampling approaches.

Instead, we only need to evaluate 𝜑 using a weighted empirical distribution.

We note that the weights𝑊𝑖 in Eq. (3.5) are not guaranteed to be nonnegative in finite sample,

though they are nonnegative asymptotically. The negative weights in finite sample could create

computational challenges sometimes. For example, in the stochastic optimization setting, as we

will see later, negative weights lead to a nonconvex problem. Therefore, in practice, a modification

to enforce nonnegativity might be necessary.

We provide an intuitive explanation of our CV estimator. First, in the mean estimation case, the
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standard CV estimator associated with 𝛽 can be written as

𝜑𝛽, 𝑓 (𝑃𝑛) = 𝜑(𝑃𝑛) − 𝛽( 𝑓 − 𝜇 𝑓 )

= 𝑌 −
(∑𝑛

𝑖=1( 𝑓 (𝑋𝑖) − 𝑓 ) (𝑌𝑖 − 𝑌 )∑𝑛
𝑗=1( 𝑓 (𝑋 𝑗 ) − 𝑓 )2

)
( 𝑓 − 𝜇 𝑓 )

= 𝑌 −
𝑛∑︁
𝑖=1

(
( 𝑓 (𝑋𝑖) − 𝑓 ) ( 𝑓 − 𝜇 𝑓 )∑𝑛

𝑗=1( 𝑓 (𝑋 𝑗 ) − 𝑓 )2

)
(𝑌𝑖 − 𝑌 )

= 𝜑(𝑃̃𝑛).

(3.7)

This motivates our definition for 𝜑𝐶𝑉 as in Eq. (3.6). Nonetheless, when 𝜑 is nonlinear, Eq. (3.7)

no longer holds. However, if 𝜑 is Hadamard differentiable at 𝑃, we have

𝜑𝛽, 𝑓 (𝑃𝑛) = 𝜑(𝑃) +
1
𝑛

𝑛∑︁
𝑖=1
𝑊𝑖 𝐼𝐹𝜑 (𝑌𝑖; 𝑃) + 𝑅𝑒𝑚(𝑃𝑛 − 𝑃),

𝜑𝐶𝑉 (𝑃𝑛) = 𝜑(𝑃̃𝑛) = 𝜑(𝑃) +
1
𝑛

𝑛∑︁
𝑖=1
𝑊𝑖 𝐼𝐹𝜑 (𝑌𝑖; 𝑃) + 𝑅𝑒𝑚(𝑃̃𝑛 − 𝑃).

where 𝐼𝐹𝜑 (·; 𝑃) is the influence function. 𝑅𝑒𝑚(𝑃𝑛 − 𝑃) and 𝑅𝑒𝑚(𝑃̃𝑛 − 𝑃) are second-order

remainder terms. As a result, although no longer equal, 𝜑𝐶𝑉 (𝑃𝑛) is still close to the optimal CV

𝜑𝛽, 𝑓 (𝑃𝑛).

3.2.4 Theoretical Guarantees for Our Control Variate Estimator

We provide formal justifications to our CV estimator for nonlinear statistical quantities. Our

main result is a central limit theorem of 𝜑𝐶𝑉 , indicating that it achieves the optimal variance

reduction ratio attainable for the given 𝑓 .

Theorem 3.1. Suppose that 𝜑 is Hadamard differentiable at 𝑃 and that the class of influence

functions {𝐼𝐹𝜑 (𝑌 ; 𝑃)} is Donsker. Then,

√
𝑛 (𝜑𝐶𝑉 (𝑃𝑛) − 𝜑(𝑃))

𝑑−→ N(0, 𝜎2
𝐶𝑉 ), (3.8)
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where𝜎2
𝐶𝑉

= (1−Corr(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋))2)𝜎2, and𝜎2 = Var(𝐼𝐹𝜑 (𝑌 ; 𝑃)) is the asymptotic variance

of the vanilla Monte Carlo estimator.

We briefly clarify key concepts involved in Theorem 3.1. Hadamard differentiability ensures

that the function 𝜑 admits a linear approximation locally. The influence function {𝐼𝐹𝜑 (𝑌 ; 𝑃)} serves

as the functional gradient of 𝜑 evaluated at 𝑃, measuring the local sensitivity of 𝜑 with respect to

changes of 𝑃 along the direction of a point mass at 𝑌 . The Donsker condition guarantees that the

empirical process formed by the influence functions converges weakly to a Gaussian process, which

enables asymptotic normality of the estimator. These assumptions are standard. For background,

see (Vaart and Wellner 1996) and (Kosorok 2008).

Theorem 3.1 implies that our CV estimator gives rise to an asymptotic variance that is equal to

the one when coefficient 𝛽 is chosen optimally, and thus revealing that we assimilate the auxiliary

information in 𝑓 efficiently. To establish Theorem 3.1, we first consider the general CV for nonlinear

statistical quantities in Eq. (3.3) with a fixed, possibly suboptimal parameter 𝛽.

Lemma 3.2. Let 𝛽 be a fixed CV parameter. Under the same assumption as in Theorem 3.1, the

following holds
√
𝑛(𝜑𝛽, 𝑓 (𝑃𝑛) − 𝜑(𝑃))

𝑑−→ N(0, 𝜎2
𝛽), (3.9)

where the asymptotic variance is

𝜎2
𝛽 = Var(𝐼𝐹𝜑 (𝑌 ; 𝑃)) − 2𝛽Cov(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋)) + 𝛽2Var( 𝑓 (𝑋)). (3.10)

The optimal CV coefficient minimizing 𝜎2
𝛽

is

𝛽∗ = Var( 𝑓 (𝑋))−1Cov(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋)). (3.11)

The corresponding minimal variance for the given 𝑓 satisfies

0 < 𝜎2
𝛽∗ = (1 − Corr(𝐼𝐹𝜑 (𝑌 ; 𝑃), 𝑓 (𝑋))2)𝜎2 ≤ 𝜎2, (3.12)
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where 𝜎2 = Var(𝐼𝐹𝜑 (𝑌 ; 𝑃)).

The preceding lemma presents the relation of the asymptotic variance of CV estimator in

Eq. (3.3) in relation to the coefficient 𝛽. In particular, when 𝛽 is well-calibrated, the CV estimator

achieves the highest possible asymptotic variance reduction ratio for the given CV function 𝑓 . The

following lemma further formalizes this result for estimators that statistically consistently estimate

𝛽∗.

Lemma 3.3. Let 𝛽𝑛 be any consistent estimator of 𝛽∗ such that
√
𝑛(𝛽𝑛 − 𝛽∗) = 𝑜𝑃 (1). Then

√
𝑛
(
𝜑𝛽𝑛, 𝑓 (𝑃𝑛) − 𝜑(𝑃)

) 𝑑−→ N(0, 𝜎2
𝛽∗), (3.13)

where 𝜎2
𝛽∗ , defined in Eq. (3.12), is the minimal asymptotic variance achieved by using the optimal

𝛽∗.

By Lemma 3.3, estimating 𝛽∗ does not affect the asymptotic efficiency of the CV estimator. In

particular, 𝜑𝛽, 𝑓 (𝑃𝑛) gives the optimal variance reduction ratio. Importantly, since the difference

between 𝜑𝛽, 𝑓 (𝑃𝑛) and 𝜑𝐶𝑉 (𝑃𝑛) are asymptotically negligible, Theorem 3.1 follows directly from

Lemma 3.3.

3.2.5 Further Discussions

Misspecified Control Variates

Suppose we only know an approximation 𝜇 𝑓 + 𝛿 𝑓 of 𝜇 𝑓 , where 𝛿 𝑓 is deterministic or random.

Given 𝛿 𝑓 , the optimal CV coefficient is given through the following least-squares problem:

𝛽𝛿 := arg min
𝛽

E
[ (
( 𝑓 − 𝜇 𝑓 − 𝛿 𝑓 )𝛽 − (𝜑(𝑃𝑛) − 𝜑(𝑃))

)2
]

=

(
Var( 𝑓 ) + 𝛿2

𝑓

)−1 (
Cov( 𝑓 , 𝜑(𝑃𝑛)) − 𝛿 𝑓E[𝜑(𝑃𝑛) − 𝜑(𝑃)]

)
.
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If 𝛿 𝑓 is random and potentially correlated with 𝑓 , then similar calculations yield:

𝛽𝛿 = 𝑀
−1Var( 𝑓 )𝛽∗ − 𝑀−1E[(𝜑(𝑃𝑛) − 𝜑(𝑃))𝛿 𝑓 ], 𝑀 = Var( 𝑓 ) − 2Cov( 𝑓 , 𝛿 𝑓 ) + E[𝛿2

𝑓 ] (3.14)

Eq. (3.14) shows that when the CV mean is misspecified by an amount 𝛿 𝑓 , the estimated coefficient

𝛽𝛿 deviates from the optimal 𝛽∗. In particular, the first term scales 𝛽∗ by a factor depending on

the relative size of the misspecification variance 𝛿2
𝑓

compared to the variance of 𝑓 . When 𝛿2
𝑓

is

small relative to Var( 𝑓 ), the effect of the first term is negligible, and 𝛽𝛿 remains close to 𝛽∗. The

second term introduces an additional bias that depends on the correlation between 𝛿 𝑓 and 𝜑(𝑃𝑛).

Thus, small or uncorrelated misspecifications in 𝜇 𝑓 have limited impact on the CV effectiveness,

but large or systematically biased misspecifications can downgrade the performance.

Sample Average Approximation and Optimality Gap

A prime example of nonlinear statistical quantity is stochastic optimization, which encompasses

a range of statistics of interest. For example, quantile estimation can be viewed as a special case of

using sample average approximation (SAA) as an estimator of a solution to a stochastic optimization

problem. Consider

𝜑(𝑃) = arg min
𝜃

E𝑋∼𝑃 [ℎ(𝑋, 𝜃)],

where ℎ is a loss function. In the optimization context, a natural performance measure of a given

solution is the optimality gap:

G(𝜃) = E𝑋∼𝑃 [ℎ(𝑋, 𝜃)] − E𝑋∼𝑃 [ℎ(𝑋, 𝜃∗)] .

Assume that 𝐻 (𝜃) = E[ℎ(𝑋, 𝜃)] is twice continuously differentiable, we have the following expan-

sion

G(𝜃) = 1
2
(𝜃 − 𝜃∗)2∇2𝐻 (𝜃∗) + 𝑜( |𝜃 − 𝜃∗ |2). (3.15)

From Eq. (3.15), by the CLT for 𝜑𝐶𝑉 (𝑃𝑛), we can derive the following:
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Corollary 3.4. Assume that 𝜃𝑛 = 𝜑𝐶𝑉 (𝑃𝑛) is consistent and satisfies
√
𝑛(𝜃𝑛 − 𝜃∗)

𝑑−→ N(0, 𝜎𝐶𝑉 ).

Suppose that 𝐻 (𝜃) is twice continuously differentiable at 𝜃∗. Then the scaled optimality gap

satisfies:

𝑛G(𝜃𝑛)
𝑑−→ 1

2
𝑈2∇2𝐻 (𝜃∗), where𝑈 ∼ N(0, 𝜎𝐶𝑉 ). (3.16)

3.2.6 Examples

Contextual Optimization

In contextual optimization, the decision-maker aims to select an optimal action or policy based

on contextual information (features or covariates) observed prior to making decisions. Formally, the

goal is to minimize a cost that explicitly depends on context 𝑋 , typically represented as optimizing

an objective of the form E[ℎ(𝑌, 𝜃 (𝑋))], where 𝜃 (𝑋) is the decision policy depending on the

observed context 𝑋 and 𝑌 is the uncertainty. For an observed context 𝑥, the estimator of 𝜃 (𝑥) can

be estimated by solving

𝜃𝑛 (𝑥) ∈ arg min
𝑧∈𝑍

𝑛∑︁
𝑖=1

𝑤𝑖 (𝑥; {𝑋 𝑗 }𝑛𝑗=1)ℎ(𝑌𝑖, 𝑧),

where 𝑤𝑖 (𝑥; {𝑋 𝑗 }𝑛𝑗=1) are data-driven weights depending on the observed covariates {𝑋 𝑗 }𝑛𝑗=1. The

above formulation for 𝜃𝑛 (𝑥) can also be viewed as SAA by considering 𝑔(𝑧, 𝑥; {𝑋 𝑗 }𝑛𝑗=1, 𝑌𝑖) =

𝑛𝑤𝑖 (𝑥; {𝑋 𝑗 }𝑛𝑗=1)ℎ(𝑌𝑖, 𝑧). Let 𝑓 be the CV function specified in advance. We can apply CV by

considering

𝜃𝐶𝑉𝑛 (𝑥) ∈ arg min
𝑧∈𝑍

𝑛∑︁
𝑖=1

𝑤𝐶𝑉𝑖 ({𝑋 𝑗 }𝑛𝑗=1)𝑔(𝑧, 𝑥; {𝑋 𝑗 }𝑛𝑗=1, 𝑌𝑖),

where 𝑤𝐶𝑉
𝑖
({𝑋 𝑗 }𝑛𝑗=1) =

1
𝑛
+ ( 𝑓− 𝑓 (𝑋𝑖)) ( 𝑓−𝜇 𝑓 )∑

𝑗 ( 𝑓− 𝑓 (𝑋 𝑗 ))2
is obtained via our discussion in the previous sections.

Linear Regression

Linear regression defines a nonlinear statistic when viewed as a mapping from the data dis-

tribution to the estimated coefficient. Specifically, suppose we want to regress 𝑌 ∈ R against
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𝑋 ∈ R𝑝. Also, suppose there is another random vector 𝐶 ∈ R𝑞 that can be sampled along with

𝑋 and is correlated with 𝑋 and 𝑌 . We consider two ways of regression for Y. One is standard

linear regression using either 𝑋 or (𝑋,𝐶) as predictors. The other is our CV approach, where we

regress𝑌 on 𝑋 but reweight observations based on𝐶. The two approaches are good under different

scenarios. Regressing 𝑌 against (𝑋,𝐶) requires 𝑋 and 𝐶 to be as orthogonal as possible, while the

CV approach requires 𝐶 to be aligned with the influence function of mean squared loss evaluated

at 𝛽∗.

Suppose we observe 𝑖.𝑖.𝑑. samples {𝑋𝑖, 𝑌𝑖, 𝐶𝑖}. Let X ∈ R𝑛×𝑝 and C ∈ R𝑛×𝑞 be matrices with

rows 𝑋𝑖 and 𝐶𝑖 respectively. And let Y ∈ R𝑛 be the vector consisting of 𝑌𝑖. In this case, the CV

solves the following reweighted SAA:

min
𝜃

𝑛∑︁
𝑖=1
𝑊𝑖 (𝑋⊤𝑖 𝜃 − 𝑌𝑖)2, (3.17)

where

𝑊𝑖 =
1
𝑛
+ (𝐶̄ − 𝐶𝑖)⊤(

∑︁
𝑗

(𝐶 𝑗 − 𝐶̄) (𝐶 𝑗 − 𝐶̄)⊤)−1(𝐶̄ − 𝜇𝐶) ∈ R.

As a result, if𝑊𝑖’s are positive, Eq. (3.17) has a unique minimizer

𝜃𝑐𝑣𝑛 = (X⊤Λ𝑤X)−1X⊤Λ𝑤Y, Λ𝑤 = 𝑑𝑖𝑎𝑔( [𝑊1, . . . ,𝑊𝑛]).

In contrast, regressing 𝑌 against generic data matrix D gives

𝜃𝑛 = (D⊤D)−1D⊤Y,

where this D can be X or [X⊤,C⊤]⊤. Later, we will see our CV approach outperform standard

linear regression under certain situations.
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3.2.7 Experiments

Newsvendor Problem

We consider the classical one-dimensional newsvendor setting, where the decision variable

𝜃 ∈ R+ represents the order quantity and 𝑌 is a random demand. The cost function is given by

ℎ(𝑌, 𝜃) = 𝑝1𝜃 + 𝑝2(𝑌 − 𝜃)+,

where (𝑎)+ = max(𝑎, 0) and 𝑝1 < 𝑝2. The first term models the linear ordering cost, while the

second term penalizes unmet demand at a higher unit penalty 𝑝2. The goal is to minimize the

expected cost E[ℎ(𝑌, 𝜃)] over 𝜃. This optimization problem is equivalent to a quantile estimation

task, where the optimal solution corresponds to the 𝑝2−𝑝1
𝑝2

quantile of the distribution of 𝑌 . The

distribution of demand 𝑌 often depends on observable covariates 𝑋 , such as weather, time, or

external signals (e.g., news). This dependence turns the newsvendor problem into a contextual

optimization problem, where the optimal order quantity 𝜃 varies with the covariates.

Specifically, in this experiment, we set the unit ordering cost 𝑝1 = 2 and unit shortage penalty

𝑝2 = 3. We generate 𝑛 = 100 data points, where each sample consists of a covariate 𝑋 ∼

Poisson(𝜆𝑥) with known mean 𝜆𝑥 = 1, and a demand variable 𝑌 ∼ Poisson(𝜆𝑦) with (unknown)

mean 𝜆𝑦 = 2. The CV 𝑋 is constructed to be correlated with 𝑌 using a Gaussian Copula (Durante

and Sempi 2010) with correlations chosen from the set {0.5, 0.65, 0.8, 0.9, 0.99}. For each

correlation level, we repeat the estimation procedure 𝑁repeat = 500 times to evaluate the bias and

variance of the estimators.

Figure 3.1 compares the performance of CV estimators in both non-contextual and contextual

stochastic optimization settings. In the left panel, we compare the standard SAA estimator with

our CV estimator under varying levels of correlation between the target variable and the CV. The

right panel shows a similar comparison under a nonparametric regression (NW) framework. In

both cases, the CV estimators achieve lower bias and variance compared to their baselines, with

the improvement becoming more pronounced as the correlation increases.
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Figure 3.1: Newsvendor Problem. Comparison of estimation results with and without CVs under
varying correlations. The left panel corresponds to the non-contextual setting, and the right panel
shows the contextual stochastic optimization settings. Red dots denote the CV-based estimates; red
bars show ±1 standard deviation computed over 500 independent trials. Blue dashed lines show
baseline mean estimates, and green dotted lines show ±1 standard deviation. The ground truth is
shown in yellow.

Linear Regression

We construct a synthetic latent factor model that simulates structured dependence between the

primary features, auxiliary covariates, and the target variables. Each sample is associated with a

latent vector 𝑍 ∼ N(0, 𝐼𝑑), which controls both the primary features 𝑋 ∈ R𝑝 and a set of auxiliary

features 𝐶̃ ∈ R𝑞 through linear projections. The projection matrices 𝐴𝑋 ∈ R𝑝×𝑑 and 𝐴𝐶 ∈ R𝑞×𝑑

are constructed as a combination of shared identity components and independent Gaussian noise.

Relationship between 𝑋 and 𝐶̃ is controlled by 𝛾 ∈ [0, 1].

𝐴𝑋 = 𝛾 × 𝐼𝑝×𝑑 + (1 − 𝛾) × N (0, 1)𝑝×𝑑 , 𝐴𝐶 = 𝛾 × 𝐼𝑞×𝑑 + (1 − 𝛾) × N (0, 1)𝑞×𝑑 .

Here 𝐼𝑝×𝑑 denotes the first 𝑝 rows of the 𝑑 × 𝑑 identity matrix. The primary and auxiliary features

are then generated as:

𝑋 = 𝑍𝐴⊤𝑋 + 𝜎𝑋 × N(0, 1)𝑝, 𝐶̃ = 𝑍𝐴⊤𝐶 + 𝜎𝑌 × N(0, 1)
𝑞 .
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An independent noise term 𝜀𝑦 ∼ N(0, 𝜎2) is sampled for each sample. The response variable is

given by:

𝑌 = 𝑋𝜃∗𝑋 + 𝐶̃𝜃∗𝐶 + 𝜀𝑦,

where 𝜃∗
𝑋
∈ R𝑝 and 𝜃∗

𝐶
∈ R𝑞 are the true underlying coefficients.

We do not observe 𝐶̃ directly. Instead, we observe a noisy proxy 𝐶, constructed as:

𝐶 = 𝐶̃ + 𝜀𝑦𝑋.

This formulation introduces a structured correlation between the auxiliary features, the primary

features, and the label noise. It mimics real-world situations where auxiliary information (e.g.,

diagnostic tests, sensor data, etc.) may be influenced by both latent factors and components of

the primary feature due to shared measurement pipelines or feedback loops. While synthetic,

this construction enables control over the signal-to-noise ratio and feature correlation structure,

allowing us to evaluate the algorithm in the presence of structured noise and information leakage.

Unless otherwise specified, we set 𝑝 = 𝑞 = 5, 𝑑 = 10, 𝛾 = 0.95, and 𝜎𝑥 = 𝜎𝑌 = 0.5, with

𝜎 = 10 for label noise. The true parameters are 𝜃∗
𝑋
= [5, 6, 7, 8, 9]⊤, and 𝜃∗

𝐶
= [1, 2, 3, 4, 5]⊤.. We

use 𝑛𝑡𝑟𝑎𝑖𝑛 = 50 and 𝑛𝑡𝑒𝑠𝑡 = 100, and average results over 500 independent trials.

In Figure 3.2, we compare three regression methods: (i) a baseline using both 𝑋 and 𝐶, (ii)

a model using 𝑋 alone, and (iii) our proposed CV estimator. The left panel shows that the CV

method consistently achieves lower test mean squared error (MSE), especially as the output noise

𝜎 increases. These indicate the robust outperformance of our CV method in low signal-to-noise

regimes. The right panel shows the variance of estimated coefficient for 𝑋 across trials, where CV

method again outperforms both baselines.

To further explore the effect of dependence between 𝐶 and 𝑋 , we vary the projection alignment

parameter 𝛾. As shown in Figure 3.3, increasing 𝛾 improves all methods, as it reduces conditional

variance in 𝑌 . Nevertheless, the CV method consistently yields superior performance across the

full range of 𝛾, indicating its effectiveness under strong feature correlation.
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Figure 3.2: Linear Regression. Test MSE and variance of 𝜃𝑋-estimation v.s. standard deviation of
𝜖𝑦 ranging from 2 to 20.

Figure 3.3: Linear Regression. Test MSE and variance of 𝜃𝑋-estimation under different level of
dependence.

3.3 Control Variates for the Variance of a Conditional Expectation

3.3.1 Introduction

We consider the estimation of the variance of a conditional expectation, in the form

𝜏2 = Var( 𝑓 (Θ)), 𝑓 (𝜃) = E[𝑌 | Θ = 𝜃], (3.18)

where Θ denotes the random input scenario and𝑌 is a potentially expensive simulation output. This

quantity is of central interest in the so-called input uncertainty problem in stochastic simulation

(see, e.g., the surveys Barton 2012; Barton et al. 2002, 2022; Chick 2006; Henderson 2003;

Lam 2016a, 2023; Song et al. 2014). This problem arises when, in many applications, the
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simulation input parameter is not known exactly and must be estimated from external data. The

resulting parameter uncertainty propagates through the simulator and contributes an additional

layer of output variability. This latter variability is quantified through the variance attributed to the

parameter uncertainty, which applies in (3.18) across the input scenario Θ of the conditional mean

response of the simulation output. Note that estimating 𝜏2 requires nested simulation, where the

outer layer samples Θ and the inner layer samples 𝑌 given Θ = 𝜃. The classical ANOVA nested

simulation estimator based on analysis-of-variance is unbiased for (3.18) and provides a common

baseline for this problem (Sun et al. 2011).

The question in this part is how to use inexpensive auxiliary information without giving up

unbiasedness. In many stochastic simulation models, one has access to cheap deterministic ap-

proximations or low-cost surrogates that can be evaluated scenario by scenario. Queueing systems

are a prime example: formulas such as Erlang C and more elaborate deterministic approximations

such as QPLEX (Dieker and Hackman 2025) can be cheaper than full discrete-event simulation,

while resembling well the true conditional mean response. For ordinary mean estimation, such

quantities fit directly into the classical control-variate framework (Asmussen and Glynn 2007;

Glasserman 2003; Glynn and Whitt 1989; Yang and Nelson 1989), and more recent perspectives

in machine-learning integration for Monte Carlo prediction (Blanchet et al. 2023; Li et al. 2024).

For variance estimation, however, the relevant first-order target is not 𝑓 (Θ) itself. The dominant

term is the centered squared deviation ( 𝑓 (Θ) − 𝜇)2 − 𝜏2, where 𝜇 = E[ 𝑓 (Θ)]. Consequently, a

surrogate that is excellent for mean estimation may be mediocre for variance estimation if it fails to

reproduce the scenario-to-scenario heterogeneity of 𝑓 (Θ).

This distinction places input-variance estimation inside the broader theme of control variates

for nonlinear statistical quantities. Classical weighted-control ideas for nonlinear statistics go

back to Hesterberg (1996) and Hesterberg and Nelson (1998). The preceding part of this chapter

(Section 3.2) studied control variates beyond mean estimation through first-order linearization and

weighted empirical distributions. The present setting is more specialized but also operation-ready:

we focus on an unbiased nested simulation estimator for 𝜏2 using control variates, characterize its
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errors and optimal configurations explicitly, and study how to practically exploit surrogates that

arise naturally in simulation practice.

For most of this part, we focus on the case where the surrogate that builds our control variate

is deterministic, namely that it is a deterministic function approximation to the conditional mean

response given 𝜃. We then extend our study to more general cases where the surrogate can be

random, but each replication can be run inexpensively and hence still can serve as a computationally

cheap replacement to the full-simulation mean response model. Our contributions are fourfold:

(i) We derive an unbiased deterministic-control-variate estimator for 𝜏2, together with its central

limit theorem, optimal coefficient, and attainable variance reduction ratio.

(ii) We extend the same construction to the random-control-variate case, using repeated cheap

surrogate evaluations; the deterministic case is recovered as the noise-free special case.

(iii) We analyze practical implementations, including pilot centering when the surrogate variance

is unavailable analytically (but supposed to be required in the control variate machinery

for our considered problem), coefficient estimation, the consequence of using an inaccurate

coefficient, and budget allocation between outer scenarios and inner replications.

(iv) We report numerical results for a normal benchmark and an M/M/3 queue, emphasizing

a deterministic control variate built from the Erlang C formula. In the queueing model,

the control variate nearly eliminates the sensitivity of the estimator to the choice of (𝐵, 𝑚)

allocation.

Related Literature

This part intersects three strands of literature. The first is the classical control variate literature

for Monte Carlo and stochastic simulation (Asmussen and Glynn 2007; Glasserman 2003; Glynn

and Whitt 1989; Yang and Nelson 1989). A large literature studies how to construct or learn effective

control variates, including martingale and adaptive controls for stochastic processes (Henderson

and Glynn 2002; Henderson and Simon 2004), nonlinear and regenerative controls (Kim and
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Henderson 2007b), and more recent regression, kernel, neural-based approaches (Blanchet et al.

2023; Müller et al. 2020b; Oates et al. 2017; Portier and Segers 2019; Sun et al. 2023) as well as

the perspective of the control variate machinery as a general balance between the computation of

machine learning surrogates and full model (Li et al. 2024). These methods are primarily developed

for mean estimation.

The second strand concerns control variates for nonlinear statistical quantities. Hesterberg

(1996) and Hesterberg and Nelson (1998) showed how weighted representations can make control

variates effective for probability and quantile estimation. Glynn and Whitt (1989) contrasted linear

and nonlinear combinations of controls, while Section 3.2 of this chapter formulated a first-order

framework for nonlinear functionals. The present setting differs in that the nonlinearity comes

from the variance functional induced by nested simulation, and we retain the unbiasedness of the

estimator.

The third strand is the literature on nested simulation and input-uncertainty quantification. The

input uncertainty literature includes a variety of methods, such as the discussed ANOVA nested

simulation approach (Cheng and Holland 1997; Lam and Qian 2022; Lin et al. 2015), metamodel-

assisted bootstrap (Barton et al. 2013; Xie et al. 2014), Bayesian approaches (Chick 2001; Zouaoui

and Wilson 2004), and robust optimization (Ghosh and Lam 2019; Lam 2016b, 2018; Lam and

Qian 2016). Nested simulation has been studied in Sun et al. (2011) that focuses on variance

estimation which is also the primary focus of this part, but also in, e.g., Gordy and Juneja (2010) on

other measures relevant to portfolio applications and Steckley et al. (2016) on density estimation.

This part can be viewed as a variance-reduction layer built on top of the common ANOVA nested

simulation estimator when inexpensive surrogates are available.
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3.3.2 Problem Setting and Baseline Estimator

Model and Target

Let Θ be a random input with distribution 𝑃Θ. Conditional on Θ = 𝜃, an expensive simulation

replication produces a response 𝑌 with conditional mean and conditional variance

𝑓 (𝜃) = E[𝑌 | Θ = 𝜃], 𝑣(𝜃) = Var(𝑌 | Θ = 𝜃).

Write

𝜇 = E[ 𝑓 (Θ)], 𝜏2 = Var( 𝑓 (Θ)).

In the input-uncertainty setting, the outer distribution 𝑃Θ is typically induced by finite real-world

input data, for example through a parametric bootstrap, a nonparametric bootstrap, or a posterior

distribution on fitted input parameters (e.g., Barton et al. 2013; Corlu et al. 2020; Xie et al. 2014).

We use a nested design with a common inner replication size 𝑚 ≥ 2. Across scenarios

𝑖 = 1, . . . , 𝐵, draw Θ1, . . . ,Θ𝐵
i.i.d.∼ 𝑃Θ. Conditional on Θ𝑖, generate 𝑌𝑖1, . . . , 𝑌𝑖𝑚 independently

from the law of 𝑌 | Θ = Θ𝑖. Define

𝑌𝑖 =
1
𝑚

𝑚∑︁
𝑗=1
𝑌𝑖 𝑗 , 𝑆2

𝑌,𝑖 =
1

𝑚 − 1

𝑚∑︁
𝑗=1
(𝑌𝑖 𝑗 − 𝑌𝑖)2, ¯̄𝑌 =

1
𝐵

𝐵∑︁
𝑖=1
𝑌𝑖 .

Throughout, we assume

E[( 𝑓 (Θ) − 𝜇)4] < ∞, E[( 𝑓 (Θ) − 𝜇)2𝑣(Θ)] < ∞, E[𝑣(Θ)2] < ∞. (3.19)

Define the centered scenario effect 𝜉 (Θ) = 𝑓 (Θ) − 𝜇 and the centered quadratic target Δ 𝑓 =

𝜉 (Θ)2 − 𝜏2.
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Baseline Estimator

The ANOVA nested simulation estimator is

𝜏2
A =

1
𝐵 − 1

𝐵∑︁
𝑖=1
(𝑌𝑖 − ¯̄𝑌 )2 − 1

𝐵

𝐵∑︁
𝑖=1

𝑆2
𝑌,𝑖

𝑚
. (3.20)

This estimator is readily shown to be unbiased. It comes from the standard one-way ANOVA

decomposition across outer scenarios. The sample variance of the scenario means 𝑌𝑖 estimates

Var( 𝑓 (Θ)) + E[𝑣(Θ)]/𝑚, while the average within-scenario sample variance estimates E[𝑣(Θ)];

dividing the latter by𝑚 and subtracting removes the inner-noise contribution and leaves an unbiased

estimator of 𝜏2.

For one generic scenario, let 𝑌 = 1
𝑚

∑𝑚
𝑗=1𝑌 𝑗 , 𝑆2

𝑌
= 1
𝑚−1

∑𝑚
𝑗=1(𝑌 𝑗 − 𝑌 )2, and define

𝜙𝑚 = (𝑌 − 𝜇)2 −
𝑆2
𝑌

𝑚
− 𝜏2. (3.21)

Theorem 3.5. Under assumption (3.19), the estimator (3.20) is unbiased: E[𝜏2
A] = 𝜏

2. Moreover,

E[𝜙𝑚 | Θ] = Δ 𝑓 , Var(𝜙𝑚 | Θ) =
4𝜉 (Θ)2𝑣(Θ)

𝑚
+ 2𝑣(Θ)2
𝑚(𝑚 − 1) ,

and

𝜏2
A − 𝜏

2 =
1
𝐵

𝐵∑︁
𝑖=1

𝜙𝑚,𝑖 + O𝑝 (𝐵−1), (3.22)

where 𝜙𝑚,1, . . . , 𝜙𝑚,𝐵 are i.i.d. copies of (3.21). Consequently,
√
𝐵(𝜏2

A − 𝜏
2) ⇒ 𝑁 (0, 𝑉𝑚), with

𝑉𝑚 = Var(Δ 𝑓 ) +
4
𝑚
E[𝜉 (Θ)2𝑣(Θ)] + 2

𝑚(𝑚 − 1)E[𝑣(Θ)
2] .

The proof is given in Appendix B. Equation (3.22) gives an asymptotic linearization of the

estimator: up to a remainder of order 𝐵−1, the estimation error is the average of i.i.d. scenario-

level contributions 𝜙𝑚,𝑖. The conditional mean of this contribution is Δ 𝑓 = ( 𝑓 (Θ) − 𝜇)2 − 𝜏2, not
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𝑓 (Θ) −𝜇. Therefore, a useful control variate for 𝜏2 should mimic the scenario-to-scenario variation

in the squared centered response ( 𝑓 (Θ) − 𝜇)2, rather than tracking the mean level 𝑓 (Θ).

3.3.3 Control Variates with Deterministic and Random Surrogates

Control variate based on a deterministic surrogate

Assume that each scenario admits a deterministic cheap approximation 𝑔(Θ𝑖), available before

expensive inner simulation begins. Write

𝜇𝑔 = E[𝑔(Θ)], 𝜎2
𝑔 = Var(𝑔(Θ)), 𝛿𝑔 (Θ) = 𝑔(Θ) − 𝜇𝑔,

and define

Δ𝑔 = 𝛿𝑔 (Θ)2 − 𝜎2
𝑔 .

Here “deterministic” means deterministic conditional on the outer scenario Θ𝑖: once Θ𝑖 is fixed, the

surrogate value 𝑔(Θ𝑖) is fixed and can be computed before running the expensive inner simulation.

Across scenarios, the values 𝑔(Θ𝑖) are still random because the scenarios themselves are random.

The sample variance of the deterministic control is 𝜎̂2
𝑔 = (𝐵 − 1)−1 ∑𝐵

𝑖=1(𝑔(Θ𝑖) − 𝑔̄)2 with 𝑔̄ =

𝐵−1 ∑𝐵
𝑖=1 𝑔(Θ𝑖). For a fixed coefficient 𝛽 ∈ R, define

𝜏2
det(𝛽) = 𝜏

2
A − 𝛽

(
𝜎̂2
𝑔 − 𝜎2

𝑔

)
. (3.23)

Theorem 3.6. Assume (3.19) and E[𝛿𝑔 (Θ)4] < ∞. Then, for every fixed 𝛽 ∈ R, E[𝜏2
det(𝛽)] = 𝜏

2.

Moreover,

Var(𝜏2
det(𝛽)) = Var(𝜏2

A) +
𝛽2

𝐵
𝐴𝑔 −

2𝛽
𝐵
𝐶𝑔 +𝑂 (𝐵−2), (3.24)

where 𝐶𝑔 = Cov(Δ 𝑓 ,Δ𝑔) and 𝐴𝑔 = E[𝛿𝑔 (Θ)4] − 𝐵−3
𝐵−1 (𝜎

2
𝑔 )2. If 𝐴𝑔 > 0, the variance in (3.24) is

uniquely minimized at

𝛽∗𝑔 =
𝐶𝑔

𝐴𝑔
, (3.25)
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and the corresponding variance is Var(𝜏2
det(𝛽

∗
𝑔)) = Var(𝜏2

A) − 𝐶
2
𝑔/(𝐵𝐴𝑔) +𝑂 (𝐵−2).

The proof is given in Appendix B. Theorem 3.6 separates the benefit and cost of the control

variate. The quantity 𝐶𝑔 measures how well the quadratic surrogate fluctuation Δ𝑔 aligns with the

target fluctuation Δ 𝑓 , while 𝐴𝑔 is the variance contribution of the control-variate term itself. The

optimal coefficient balances these two quantities.

Corollary 3.7. Under the conditions of Theorem 3.6, the variance reduction ratio satisfies

Var(𝜏2
det(𝛽

∗
𝑔))

Var(𝜏2
A)

= 1 −
𝐶2
𝑔

𝐵Var(𝜏2
A) 𝐴𝑔

+𝑂 (𝐵−1).

As 𝐵→∞,

𝐴𝑔 → 𝑉∞𝑔 := Var(Δ𝑔), (3.26)

and therefore
Var(𝜏2

det(𝛽
∗
𝑔))

Var(𝜏2
A)

−→ 1 −
Corr(Δ 𝑓 ,Δ𝑔)2 Var(Δ 𝑓 )

𝑉𝑚
. (3.27)

The proofs of Corollaries 3.7 and 3.8 are given in Appendix B.

Corollary 3.8. Under the conditions of Theorem 3.6,

√
𝐵
(
𝜏2

det(𝛽) − 𝜏
2) ⇒ 𝑁

(
0, 𝑉𝑚 − 2𝛽𝐶𝑔 + 𝛽2𝑉∞𝑔

)
,

where 𝑉∞𝑔 = Var(Δ𝑔).

Corollary 3.8 shows that the control variate changes only the leading 𝐵−1/2 variance constant.

This is the quantity that governs large-sample precision and, in turn, the budget-allocation analysis

in Section 3.3.3.

The deterministic control therefore preserves unbiasedness and admits an explicit coefficient

calibration. The large-𝐵 limit in (3.27) is the first-order quantity that drives the budget-allocation

and large-sample discussions below.
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What Makes a Good Control Variate for Variance Estimation

The criterion in Theorem 3.6 differs from the usual criterion for mean estimation. A determin-

istic control variate is effective for 𝜏2 when Δ𝑔 is well aligned with Δ 𝑓 . High correlation between

𝑔(Θ) and 𝑓 (Θ) is useful only insofar as it induces strong dependence between their squared centered

deviations.

A convenient diagnostic arises under joint normality. If the centered pair (𝜉 (Θ), 𝛿𝑔 (Θ)) is

jointly Gaussian with correlation 𝜌𝑔, then

Corr(Δ 𝑓 ,Δ𝑔) = 𝜌2
𝑔 . (3.28)

Thus the effective correlation for the variance problem is the square of the correlation that governs

the mean-estimation problem. For example, a surrogate with 𝜌𝑔 = 0.9 (excellent for mean estima-

tion) yields Corr(Δ 𝑓 ,Δ𝑔) = 0.81 for variance estimation, still useful but noticeably weaker. When

𝜌𝑔 = 0.7, the effective correlation drops to 0.49, reducing the variance reduction by roughly half.

When joint normality does not hold, the squaring relationship (3.28) is only approximate.

In general, Corr(Δ 𝑓 ,Δ𝑔) depends on the joint tail behavior of (𝜉, 𝛿𝑔) through their fourth mo-

ments. Nevertheless, (3.28) provides a practical rule of thumb, and the numerical experiments in

Section 3.3.5 confirm that it is a reliable guide even in the non-Gaussian queueing setting.

A control variate that is accurate on average but fails to reproduce the magnitude ordering of

scenarios can therefore be much less effective for estimating 𝜏2 than for estimating 𝜇.

Random-Surrogate Extension

Suppose now that the surrogate is itself random but can be simulated repeatedly at negligible

cost relative to the expensive model. In scenario 𝑖, generate 𝑟 ≥ 2 conditionally i.i.d. cheap

replications 𝐺𝑖1, . . . , 𝐺𝑖𝑟 with conditional mean 𝑔(𝜃) = E[𝐺 | Θ = 𝜃] and conditional variance

𝜅2(𝜃) = Var(𝐺 | Θ = 𝜃), independent of the expensive outputs given Θ𝑖. Construct the surrogate

sample mean 𝐺̄𝑖, sample variance 𝑆2
𝐺,𝑖

, and grand mean ¯̄𝐺 analogously to Section 3.3.2, and let
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𝜎̂2
𝑔,A denote the ANOVA nested simulation estimator of 𝜎2

𝑔 (the analogue of (3.20) applied to 𝐺).

For 𝛽 ∈ R, define

𝜏2
str(𝛽) = 𝜏2

A − 𝛽
(
𝜎̂2
𝑔,A − 𝜎

2
𝑔

)
. (3.29)

The first-order surrogate term, analogous to 𝜙𝑚 for the expensive output, is 𝜓𝑟 = (𝐺̄ − 𝜇𝑔)2 −

𝑆2
𝐺
/𝑟 − 𝜎2

𝑔 , with 𝑉𝑔,𝑟 = Var(𝜓𝑟).

Theorem 3.9. Assume (3.19) and

E[𝛿𝑔 (Θ)4] < ∞, E[𝛿𝑔 (Θ)2𝜅2(Θ)] < ∞, E[𝜅2(Θ)2] < ∞.

Then, for every fixed 𝛽 ∈ R, E[𝜏2
str(𝛽)] = 𝜏2, and

𝜏2
str(𝛽) − 𝜏2 =

1
𝐵

𝐵∑︁
𝑖=1

(
𝜙𝑚,𝑖 − 𝛽𝜓𝑟,𝑖

)
+ O𝑝 (𝐵−1).

Consequently,
√
𝐵
(
𝜏2

str(𝛽) − 𝜏2) ⇒ 𝑁
(
0, 𝑉𝑚 − 2𝛽𝐶𝑟 + 𝛽2𝑉𝑔,𝑟

)
,

where, under the stated conditional independence, 𝐶𝑟 = Cov(𝜙𝑚, 𝜓𝑟) = Cov(Δ 𝑓 ,Δ𝑔). If 𝑉𝑔,𝑟 > 0,

the unique first-order optimal coefficient is

𝛽∗𝑟 =
𝐶𝑟

𝑉𝑔,𝑟
,

and the corresponding first-order variance is 𝑉∗str,𝑟 = 𝑉𝑚 − 𝐶2
𝑟 /𝑉𝑔,𝑟 .

The proof is given in Appendix B. Theorem 3.9 differs from Theorem 3.6 in one essential

way: the surrogate itself now contributes simulation noise, so the control-variate term is no

longer a pure function of the outer scenario. Under the stated conditional independence, however,

the beneficial covariance term remains 𝐶𝑟 = Cov(Δ 𝑓 ,Δ𝑔), exactly as in the deterministic case,

because the additional surrogate noise has conditional mean zero and does not contribute to

the first-order covariance. The only new first-order cost is the surrogate-side variance constant
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𝑉𝑔,𝑟 = Var(𝜓𝑟), which replaces Var(Δ𝑔) in the optimal coefficient and asymptotic variance formulas.

The deterministic case is recovered when the surrogate noise vanishes, i.e., 𝜅2(Θ) ≡ 0. In that

noise-free case one may take 𝑟 = 1, 𝑆2
𝐺,𝑖
≡ 0, and 𝜓1 = Δ𝑔, which reproduces the deterministic

construction.

3.3.4 Practical Configurations

Budget Allocation

Given a total simulation budget proportional to 𝐵𝑚 (the total number of inner replications across

all scenarios), we seek the allocation (𝐵, 𝑚) that minimizes the asymptotic variance of 𝜏2
det(𝛽

∗
𝑔,∞).

The choice of 𝑚 trades off between-scenario coverage (larger 𝐵, smaller 𝑚) and within-scenario

precision (larger 𝑚, smaller 𝐵).

Define the asymptotic coefficient 𝛽∗𝑔,∞ = 𝐶𝑔/𝑉∞𝑔 where 𝑉∞𝑔 = Var(Δ𝑔). Since 𝐴𝑔 → 𝑉∞𝑔 as

𝐵→∞, the finite-𝐵 oracle coefficient 𝛽∗𝑔 = 𝐶𝑔/𝐴𝑔 converges to 𝛽∗𝑔,∞.

Under (3.19), in the asymptotic regime 𝐵𝑚 →∞ and 𝐵→∞, provided Corr(Δ 𝑓 ,Δ𝑔) < 1 (i.e.,

the control is not perfect), the optimal inner sample size is

𝑚∗ = 1 +
√√√√√√ 2E[𝑣(Θ)2]

Var(Δ 𝑓 ) −
𝐶2
𝑔

𝑉∞𝑔

, (3.30)

where 𝑉∞𝑔 = Var(Δ𝑔) is the large-𝐵 limit of 𝐴𝑔 from (3.26). The term −𝐶2
𝑔/𝑉∞𝑔 in the denominator

of (3.30) reflects the benefit of the deterministic control variate: by reducing the between-scenario

variance component, the control makes the within-scenario noise relatively more important, shifting

the optimal allocation toward more inner replications per scenario (larger 𝑚). Without the control

(𝐶𝑔 = 0),

𝑚∗ANOVA = 1 +

√︄
2E[𝑣(Θ)2]

Var(Δ 𝑓 )
.

With a high-quality control variate, 𝑚∗CV > 𝑚
∗
ANOVA.

In practice, since 𝑚 must be an integer no smaller than 2 (to allow within-group variance
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estimation), we select the integer in {⌊𝑚∗⌋, ⌈𝑚∗⌉} ∩ {2, 3, . . .} that minimizes the asymptotic

variance of 𝜏2
det(𝛽

∗
𝑔,∞).

When 𝑔 = 𝑓 (perfect control variate), the denominator of (3.30) vanishes and𝑚∗ = ∞, reflecting

the fact that a perfect control variate eliminates the between-scenario estimation error entirely and

the variance becomes nearly flat across allocations.

Centering with an Independent Pilot Estimate of 𝜎2
𝑔

If 𝜎2
𝑔 is not available analytically, it can be replaced by an independent cheap-sample estimate.

Let Θ′1, . . . ,Θ
′
𝑀

i.i.d.∼ 𝑃Θ, independent of the labeled scenarios, and define

𝜎̂2
𝑔,pilot =

1
𝑀 − 1

𝑀∑︁
𝑢=1

(
𝑔(Θ′𝑢) − 𝑔̄pilot

)2
, 𝑔̄pilot =

1
𝑀

𝑀∑︁
𝑢=1

𝑔(Θ′𝑢).

For fixed 𝛽, set

𝜏2
pilot(𝛽) = 𝜏

2
A − 𝛽

(
𝜎̂2
𝑔 − 𝜎̂2

𝑔,pilot
)
. (3.31)

Because the labeled and pilot samples are independent and both variance estimators are unbiased

for 𝜎2
𝑔 , the estimator in (3.31) remains unbiased for 𝜏2.

Proposition 3.10. Under (3.19) and E[𝛿𝑔 (Θ)4] < ∞, the estimator (3.31) satisfies E[𝜏2
pilot(𝛽)] =

𝜏2. If, in addition, 𝐵, 𝑀 →∞ with 𝐵/𝑀 → 𝜆 ∈ [0,∞), then

√
𝐵
(
𝜏2

pilot(𝛽) − 𝜏
2) ⇒ 𝑁

(
0, 𝑉𝑚 − 2𝛽𝐶𝑔 + (1 + 𝜆)𝛽2𝑉∞𝑔

)
.

Hence the optimal pilot-centered coefficient is 𝛽∗pilot(𝜆) = 𝐶𝑔/
(
(1 + 𝜆)𝑉∞𝑔

)
.

The proof is given in Appendix B. Thus centering with an independent pilot estimate preserves

unbiasedness but introduces an additional variance term that depends on the relative pilot size.

This idea of estimating the unknown mean of a control variate resembles the ones in “Prediction-

Enhanced Monte Carlo” in Li et al. (2024), among other related works.
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Robustness of 𝛽 = 1 and Estimation of 𝛽

Since 𝛽 = 1 is the natural default when 𝑔 closely approximates 𝑓 , it is important to quantify the

cost of using this fixed coefficient instead of the optimal 𝛽∗𝑔. By completing the square in (3.24),

Var(𝜏2
det(𝛽)) = Var(𝜏2

det(𝛽
∗
𝑔)) +

𝐴𝑔

𝐵
(𝛽 − 𝛽∗𝑔)2 +𝑂 (𝐵−2).

The excess variance from using 𝛽 = 1 is therefore

Var(𝜏2
det(1)) − Var(𝜏2

det(𝛽
∗
𝑔)) =

𝐴𝑔

𝐵
(1 − 𝛽∗𝑔)2 +𝑂 (𝐵−2) =

(𝐴𝑔 − 𝐶𝑔)2

𝐵𝐴𝑔
+𝑂 (𝐵−2).

This penalty is small whenever 𝐶𝑔 ≈ 𝐴𝑔, that is, whenever the covariance between Δ 𝑓 and Δ𝑔 is

close to the finite-𝐵 fourth-moment term of the deterministic control. In particular:

• When 𝑔 = 𝑓 (perfect control variate), 𝐴𝑔 − 𝐶𝑔 = 2
𝐵−1 (𝜏

2)2 → 0 as 𝐵 → ∞, so the penalty

vanishes.

• Under joint normality of (𝜉 (Θ), 𝛿𝑔 (Θ)) with correlation 𝜌 and equal marginal variances, 𝛽∗𝑔

is close to 𝜌2, and the penalty is of order 𝐵−1(1 − 𝜌2)2.

Thus 𝛽 = 1 is a good default for high-quality control variates, but it can be suboptimal for moderate

correlations.

When the control function 𝑔 is not a close approximation to 𝑓 , estimating 𝛽∗𝑔 from data

becomes desirable. Recall that 𝛽∗𝑔 = 𝐶𝑔/𝐴𝑔. The quantity 𝐴𝑔 depends only on the distribution

of 𝛿𝑔 (Θ) = 𝑔(Θ) − 𝜇𝑔, which is fully determined by the surrogate and 𝑃Θ. It can therefore be

estimated to arbitrary accuracy by generating additional cheap samples of Θ and evaluating 𝑔. The

quantity 𝐶𝑔, however, involves the expensive conditional mean and is not directly observable.

A natural approach is to use 𝑌𝑖 − ¯̄𝑌 as a proxy for 𝜉 (Θ𝑖) and to define 𝐺𝑖 = 𝑔(Θ𝑖) with

70



𝐺̄ = 𝐵−1 ∑𝐵
𝑖=1𝐺𝑖. This leads to the plug-in estimators

𝐶̂ =
1
𝐵

𝐵∑︁
𝑖=1
(𝑌𝑖 − ¯̄𝑌 )2(𝐺𝑖 − 𝐺̄)2 −

(
1
𝐵

𝐵∑︁
𝑖=1
(𝑌𝑖 − ¯̄𝑌 )2

) (
1
𝐵

𝐵∑︁
𝑖=1
(𝐺𝑖 − 𝐺̄)2

)
,

𝐴̂ =
1
𝐵

𝐵∑︁
𝑖=1
(𝐺𝑖 − 𝐺̄)4 −

𝐵 − 3
𝐵 − 1

(
1
𝐵

𝐵∑︁
𝑖=1
(𝐺𝑖 − 𝐺̄)2

)2

.

The estimator 𝐴̂ is consistent for 𝐴𝑔 since it involves only the observable 𝐺𝑖. The estimator 𝐶̂ is

consistent for 𝐶𝑔 when 𝑚 →∞, since (𝑌𝑖 − ¯̄𝑌 )2 → 𝜉 (Θ𝑖)2 for each 𝑖. Under 𝐵→∞ with 𝑚 fixed,

𝐶̂ converges to 𝐶𝑔 +𝑚−1Cov(𝑣(Θ), 𝛿𝑔 (Θ)2), so the proxy bias is attenuated by 1/𝑚. The estimated

coefficient is then 𝛽 = 𝐶̂/𝐴̂. When 𝛽 is estimated from the same labeled sample, unbiasedness

is generally no longer guaranteed in finite samples, because the coefficient multiplying 𝜎̂2
𝑔 − 𝜎2

𝑔

is then data-dependent. Theorem 3.11 shows, however, that the resulting error is asymptotically

negligible at the 𝐵−1 scale relevant here.

Theorem 3.11. Under (3.19) and the additional condition E[𝜉 (Θ)8],E[𝛿𝑔 (Θ)8] < ∞, if 𝛽
𝑝
−→ 𝛽∗𝑔,∞

as 𝐵→∞ (with 𝑚 fixed), then

Var(𝜏2
det(𝛽)) = Var(𝜏2

det(𝛽
∗
𝑔,∞)) + 𝑜(𝐵−1).

The proof is given in Appendix B. That is, the cost of estimating 𝛽 is asymptotically negligible.

The consistency condition 𝛽
𝑝
−→ 𝛽∗𝑔,∞ holds when 𝑚 → ∞ (so that the proxy bias in 𝐶̂ vanishes)

or, at fixed 𝑚, when the bias 𝑚−1Cov(𝑣(Θ), 𝛿𝑔 (Θ)2) is negligible relative to 𝐶𝑔. In the numerical

experiments below, moderate values of 𝑚 suffice.

3.3.5 Numerical Experiments

We validate the theoretical results through two models: a normal location model with closed-

form ground truth (Section 3.3.5), and a multi-server queueing model where the control variate

function arises from a deterministic approximation (Section 3.3.5). All experiments are repeated

over 𝑅 independent macro-replications. Within each macro-replication, the full nested simulation
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and control variate estimation are carried out from scratch with a different random seed. We report

empirical means, variances, and variance reduction ratios computed across the 𝑅 replications.

Normal Location Model

Model. The input parameter is Θ = (𝜇Θ, 𝜎Θ) with

𝜇Θ ∼ N(𝜇0, 𝜏
2
0 ), 𝜎Θ = exp(N (ℓ0, 𝑠

2
0)),

so that 𝜇Θ and 𝜎Θ are independent. For each scenario Θ𝑖 = (𝜇Θ,𝑖, 𝜎Θ,𝑖), the simulation output is

𝑌𝑖 𝑗 | Θ𝑖 ∼ N(𝜇Θ,𝑖, 𝜎2
Θ,𝑖
). The conditional mean is 𝑓 (Θ) = 𝜇Θ, and the conditional variance is

𝑣(Θ) = 𝜎2
Θ

. The input variance is 𝜏2 = Var(𝜇Θ) = 𝜏2
0 , which is known in closed form.

Control variate functions. Since 𝑓 (Θ) = 𝜇Θ and 𝜇Θ is directly accessible when sampling Θ,

we can use 𝑔(Θ) = 𝜇Θ as a perfect control variate (𝑔 = 𝑓 ). To study the effect of control variate

quality, we also construct a family of degraded control variates parameterized by 𝛼 ∈ [0, 1]:

𝑔𝛼 (Θ) = 𝛼 𝜇Θ +
√︁

1 − 𝛼2 𝜂, 𝜂 ∼ N(0, 𝜏2
0 ), 𝜂 ⊥ 𝜇Θ.

By construction, Var(𝑔𝛼) = 𝜏2
0 = Var(𝜇Θ) for all 𝛼, and Corr

(
𝜉 (Θ)2, 𝛿𝛼 (Θ)2

)
= 𝛼2, where

𝛿𝛼 (Θ) = 𝑔𝛼 (Θ) − E[𝑔𝛼 (Θ)].

Parameters. We set 𝜇0 = 0, 𝜏0 = 1.5 (so 𝜏2 = 2.25), ℓ0 = 0, 𝑠0 = 0.25.

In the inner simulation, each inner replication is itself an average of 𝑛obs = 50 primitive

observations. Rather than simulating those primitive observations explicitly, we simulate𝑌𝑖 𝑗 | Θ𝑖 ∼

N
(
𝜇Θ,𝑖,

𝜎2
Θ,𝑖

𝑛obs

)
, 𝑗 = 1, . . . , 𝑚, and then form 𝑌𝑖 =

1
𝑚

∑𝑚
𝑗=1𝑌𝑖 𝑗 . The default design uses 𝐵 = 200

outer scenarios and 𝑚 = 10 inner replications, with 𝑅 = 500 macro-replications. For 𝜎2
𝑔 , we use

𝐾 = 1,000 additional cheap draws of Θ.
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Results. Table 3.1 reports the empirical results across 𝑅 = 500 macro-replications with 𝐵 = 200,

𝑚 = 10, and 𝛼 ∈ {0.5, 0.7, 0.8, 0.9, 0.95, 1.0}.

Table 3.1: Normal location model: control variate quality sweep over 𝛼. VR denotes the variance
reduction ratio Var(𝜏2

det(𝛽))/Var(𝜏2
A); values below 1 indicate improvement.

𝛼 Corr(𝜉 (Θ)2, 𝛿𝛼 (Θ)2) Theory 𝛼2 VR(𝛽=1) VR(𝛽) VR(𝛽∗) E[𝛽] E[𝛽∗]
0.50 0.247 0.250 1.687 1.011 1.009 0.248 0.246
0.70 0.483 0.490 1.169 0.863 0.862 0.484 0.481
0.80 0.633 0.640 0.834 0.680 0.678 0.634 0.630
0.90 0.805 0.810 0.446 0.400 0.397 0.804 0.800
0.95 0.900 0.903 0.231 0.217 0.215 0.897 0.893
1.00 1.000 1.000 0.002 0.002 0.002 0.995 0.990

Several patterns confirm the theoretical predictions:

• The empirical Corr(𝜉 (Θ)2, 𝛿𝛼 (Θ)2) closely matches 𝛼2, validating the Gaussian identity.

• With 𝛽 = 1, the control variate is harmful for low-quality control variates (𝛼 ≤ 0.7, VR > 1)

but dramatically beneficial for high-quality control variates (𝛼 = 1, VR ≈ 0.002, a 99.8%

variance reduction). The transition occurs near 𝛼 ≈ 0.75.

• The plug-in 𝛽 tracks the oracle 𝛽∗ closely across all 𝛼, and VR(𝛽) ≈VR(𝛽∗), confirming

that the cost of estimating 𝛽 is negligible (Theorem 3.11).

• Even for moderate control variate quality (𝛼 = 0.8), the adaptive estimator with 𝛽 ≈ 0.63

achieves a 32% variance reduction.

Multi-Server Queueing Model

Model. We consider an M/M/𝑘 queue with 𝑘 = 3 servers. The input parameters are the arrival rate

𝜆 and service rate 𝜇, with true values 𝜆0 = 0.9 and 𝜇0 = 1.2 (utilization 𝜚0 = 𝜆0/(𝑘𝜇0) = 0.25).

Input uncertainty is modeled via a parametric bootstrap: we observe 𝑛𝜆 = 50 i.i.d. exponential

interarrival times and 𝑛𝜇 = 50 i.i.d. exponential service times from the true rates, and estimate 𝜆̂

and 𝜇̂ by maximum likelihood. Each outer scenario Θ𝑖 = (𝜆̂𝑖, 𝜇̂𝑖) is an independent realization of

this estimation procedure.
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For each scenario Θ𝑖, the inner simulation runs the M/M/𝑘 queue with rates (𝜆̂𝑖, 𝜇̂𝑖) for a fixed

number of customers and records the time-average number in system 𝐿 after discarding a warmup

period. The conditional mean is 𝑓 (Θ) = E[𝐿 | 𝜆, 𝜇], and the target is 𝜏2 = Var( 𝑓 (𝜆̂, 𝜇̂)).

Control variate function. The exact steady-state expected number in system for an M/M/𝑘 queue

is

𝐿 (𝜆, 𝜇, 𝑘) = 𝐶𝐸 (𝑘, 𝜆/𝜇) · 𝜚
1 − 𝜚 + 𝜆

𝜇
, 𝜚 =

𝜆

𝑘𝜇
,

where 𝐶𝐸 (𝑘, 𝜆/𝜇) is the Erlang C probability. In steady state, 𝑓 (Θ) = 𝐿 (𝜆, 𝜇, 𝑘), so this is a

perfect control variate: 𝑔(Θ) = 𝑓 (Θ). (In the finite-horizon simulation, a warmup period is used

to approximate the steady-state regime.) The Erlang C formula can be evaluated without running

the expensive inner simulation; its population variance 𝜎2
𝑔 is estimated using 𝐾 = 1,000 additional

cheap draws of Θ.

Parameters. The default design uses 𝐵 = 200 outer scenarios, 𝑚 = 5 inner replications, and each

inner replication simulates 200 customers with 100 warmup. We use 𝑅 = 200 macro-replications.

Variance reduction results. Table 3.2 summarizes the variance reduction from Erlang C control

variate (CV), with the ground truth 𝜏2 = 0.030 estimated via a large Erlang C Monte Carlo.

Table 3.2: M/M/3 queue: variance reduction
with Erlang C CV (𝐵 = 200, 𝑚 = 5, 𝑅 = 200).

Estimator Mean Var VR
ANOVA (no CV) 0.030 1.9e-5 —
Erlang C, 𝛽=1 0.031 1.9e-6 0.10
Erlang C, 𝛽 0.031 1.8e-6 0.10

Table 3.3: Budget allocation: fixed budget
𝐵𝑚 = 1,000 (𝑅 = 200).

𝐵 𝑚 Var(ANOVA) Var(CV) VR
500 2 1.5e-5 2.6e-6 0.17
250 4 1.5e-5 2.1e-6 0.14
200 5 2.0e-5 1.9e-6 0.10
100 10 3.9e-5 1.6e-6 0.04
50 20 6.6e-4 2.2e-6 0.003

The Erlang C (perfect) control variate achieves approximately 90% variance reduction with

E[𝛽] = 1.03, confirming that 𝛽 = 1 is near-optimal.
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Budget allocation. Table 3.3 fixes the total budget at 𝐵𝑚 = 1,000 and varies the allocation

(𝐵, 𝑚).

Without the control variate, the ANOVA estimator’s variance is highly sensitive to the allocation

and increases sharply as 𝑚 grows (fewer outer scenarios). With the control variate, the variance

is nearly flat across allocations at roughly 2 × 10−6, because the Erlang C function absorbs most

of the between-scenario estimation error regardless of (𝐵, 𝑚). In relative terms, the VR ratio

improves from 0.17 at (𝐵, 𝑚) = (500, 2) to 0.003 at (50, 20), reflecting the growing fraction of

ANOVA variance attributable to between-scenario error as 𝑚 increases. Practically, the control

variate gives the experimenter much more flexibility in choosing (𝐵, 𝑚). The cost of a “wrong”

allocation is greatly reduced. This is consistent with the perfect control variate budget analysis:

𝑚∗ = ∞, meaning any reasonable (𝐵, 𝑚) performs well.

3.3.6 Conclusion

This part studies unbiased control variates for estimating the variance of a conditional expecta-

tion, which uses nested simulation and arises prominently in the input uncertainty problem. The

main message is that variance estimation requires a different notion of alignment than mean estima-

tion: the control must track centered squared scenario effects. Deterministic surrogates then yield

unbiased estimators with explicit coefficient calibration and explicit variance reduction formulas.

Random-surrogate controls extend the same idea to cheap stochastic surrogates, while pilot cen-

tering and coefficient learning preserve the unbiased structure needed in practice. The numerical

results in the normal and queueing examples are consistent with the theory and show that strong

controls can materially reduce variance and substantially weaken the budget-allocation tradeoff.

In the queueing model, the Erlang C control variate achieves roughly 90% variance reduction and

renders the estimator nearly insensitive to budget allocation. The approach requires a surrogate

that tracks not just the level but the magnitude ordering of scenario effects; when such a surrogate

is unavailable, the method offers limited benefit.

A natural extension is to move beyond explicit surrogate variances and work directly with
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inexpensive features 𝑆 observed before the expensive simulation begins. The first-order analysis

suggests that the relevant target is the conditional second-moment quantity E[( 𝑓 (Θ) −𝜇)2 | 𝑆] −𝜏2,

pointing to projection-based or learned controls organized around conditional second moments

rather than conditional means (Hesterberg 1996; Hesterberg and Nelson 1998; Müller et al. 2020b;

Oates et al. 2017); see also Section 3.2 for the general nonlinear framework.
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Chapter 4: QPLEX Decision Processes

4.1 Introduction

This chapter addresses dynamic control of queueing systems that exhibit challenging charac-

teristics, including non-stationary arrivals, general (e.g., empirical) service distributions, periods

of significant overload, and service-level chance constraints (e.g., bounded wait times with high

probability). When tackling such complex systems, existing methods face practical difficulties.

Markov decision process (MDP) formulations often impose restrictive assumptions such as station-

ary parameters and exponentially distributed service durations to achieve tractability; moreover,

handling chance constraints is problematical in this framework. Sampling-based alternatives such

as reinforcement learning and simulation-based optimization avoid explicit state enumeration but

suffer from slow convergence, high variance of gradient estimators (especially in the presence of

chance constraints), sensitivity to hyperparameters, and highly suboptimal solutions.

In this chapter we propose a fundamentally different approach that leverages QPLEX (Dieker

and Hackman 2025), a recently developed computational modeling and analysis methodology for

(discrete-time, discrete-state) nonstationary stochastic systems. QPLEX circumvents the curse of

dimensionality associated with general service times by reimagining information requirements to

enable an orders-of-magnitude reduction in state space through conditional independence assump-

tions. This yields a deterministic forward iterative scheme that quickly and accurately generates

approximate transient distributions of performance metrics like the number of customers at stations

of a queueing network. Since no sampling is involved, this iterative scheme acts as a deterministic

simulation.

At the core of the QPLEX forward iterative scheme lies a nonlinear Markov chain on the smaller

This chapter is joint work with Antonius B. Dieker, Steven T. Hackman, and Yunhao Yan.
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state space, meaning that transition probabilities from time 𝑡 to 𝑡 +1 depend on the state distribution

at time 𝑡. This chapter integrates QPLEX into nonlinear MDPs, a sequential decision-making

framework built on nonlinear Markov chains. A nonlinear MDP uses states, actions, rewards, and

transition probabilities just like an MDP, except that the reward functions at time 𝑡 and the transition

probabilities from time 𝑡 to 𝑡 + 1 not only depend on the state and action chosen but also depend

on the state distribution at time 𝑡. A QPLEX Decision Process (QDP) is a nonlinear MDP that

uses QPLEX-based transition probabilities. Any of the QPLEX models described in Dieker and

Hackman (2025) can be enriched with actions and rewards to obtain a QDP. (The QPLEX book

provides a foundation for formulating custom models, too.)

We develop an MDP-style policy gradient framework for nonlinear Markov chains that results

in a backward iterative scheme for approximate gradient calculations, complementing the QPLEX

forward iterative scheme for performance evaluation. It still works with the smaller state space, and

we show in an illustrative example that the backward scheme has roughly the same computational

cost as the forward scheme. Crucially, no sampling is required. Thus, our approach sidesteps

the high variance inherent in gradient estimators, in sharp contrast to sampling-based methods for

gradient estimation using stochastic simulation.

Even with accurate gradient information using the backward scheme, standard first-order meth-

ods can struggle. For instance, with softmax parameterization, standard gradient ascent can force

small step sizes due to high-curvature directions that yield minimal progress in flatter regions.

So-called natural gradient ascent methods aim to overcome this challenge by exploiting the ge-

ometry underlying policy parametrization, but they require inversion of a large Fisher information

matrix. This chapter introduces a natural-gradient-inspired algorithm tailored to nonlinear MDPs,

which remains computationally feasible by utilizing block-diagonal approximations of this Fisher

information matrix. For the special class of state-partitioned tabular policies, this leads to an

exponential Q-ascent algorithm similar to familiar reinforcement learning counterparts, except that

here the Q-functions are not state-action value functions due to nonlinearity. We show that this

algorithm can be viewed as an approximate version of natural gradient ascent when a softmax
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parameterization is used, and we also provide a performance guarantee near pure policies.

For an illustrative single-station dynamic pricing example with non-stationary demand and both

waiting and terminal costs, we find policies within 1–2% of theoretical optimality in seconds on

a single CPU. Standard sampling-based approaches such as Q-learning struggle with this problem

due to large effective state spaces, failing to produce acceptable policies within practical time limits.

When there are service-level chance constraints, the optimization landscape is substantially more

challenging yet our approach finds a high-quality policy in about a minute. We are unaware of

other generic approaches for such decision problems.

4.1.1 Literature Review

Gradient estimation. Estimating gradients via stochastic simulation has long been a central

challenge in discrete-event system optimization (Cassandras and Lafortune 2008). Black-box

finite-difference methods are generally applicable but scale poorly with parameter dimensionality,

while pathwise methods like Infinitesimal Perturbation Analysis (IPA) offer efficiency but require

restrictive structural assumptions to yield valid gradients. Recent work (Che et al. 2024) bridges this

gap via differentiable surrogates, yet estimating reliable gradients from complex event dynamics

remains computationally intensive.

Policy gradient methods (e.g., REINFORCE, actor–critic) optimize policies directly but face the

challenge of high variance estimation. Because gradients are estimated from sample paths (Sutton

et al. 2000; Williams 1992), convergence relies on variance-reduction techniques like baselines and

control variates (Greensmith et al. 2004; Henderson and Glynn 2002; Konda and Tsitsiklis 2000;

Lam and Zhou 2017; Schulman et al. 2015, 2017). Despite these advances, the inherent noise in

the gradient signal necessitates large sample sizes to achieve precision.

In contrast, our approach operates on a deterministic model of the system’s state-distribution

dynamics, eliminating Monte Carlo noise altogether. Rather than relying on sampling-based gra-

dient estimation, we compute gradients from the QPLEX surrogate’s distributional evolution. This

provides a noise-free foundation for optimization, removing the fundamental variance that plagues
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all sampling-based approaches. This is particularly critical when handling chance constraints

involving tail probabilities.

Nonlinear Markov chains and control. Nonlinear Markov processes arise naturally when the

evolution of a system depends not just on individual states, but on the distribution of states

across a population. This concept has deep roots in probability theory, particularly in the study

of large interacting particle systems (Kolokoltsov 2010; McKean 1966; Sznitman 1991). In the

continuous-time optimal control setting, this framework has motivated extensive work on mean-

field control and McKean-Vlasov dynamics (Carmona et al. 2013), where the goal is to optimize

a large population’s collective behavior. These approaches typically lead to a coupled system of

PDEs: a Hamilton-Jacobi-Bellman equation for the optimal value function (which depends on the

population distribution) and a Fokker-Planck equation for the evolution of that distribution (which

depends on the optimal policy). Such coupled systems are generally intractable, both analytically

and numerically.

In contrast, we develop a discrete-time computational framework for finite-horizon problems

with time-varying transition and reward functions that depend on the state distribution. Our

approach avoids differential equations. While related discrete-time formulations have been explored

(Bäuerle 2023), the novelty of this chapter is a policy gradient framework with an accompanying

algorithm.

Natural gradient policy optimization. Natural gradient methods rescale gradient updates using

the Fisher information matrix rather than the objective Hessian, improving optimization efficiency

and stability (Amari 1998; Kakade 2002). Practical implementations such as trust-region policy

optimization (TRPO) (Schulman et al. 2015), Kronecker-factored curvature (K-FAC) (Martens and

Grosse 2015), and related block-diagonal approximations make these methods computationally

feasible. However, they remain inherently stochastic: both gradients and Fisher information must

be estimated from sampled trajectories, introducing variance and computational overhead. Recent

work analyzing natural policy gradients in various settings, including queueing control (Grosof
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et al. 2024), establishes convergence guarantees but still relies on Monte Carlo sampling.

Our approach enables noise-free computation of (approximate) gradients and Fisher information

by working directly with the system’s distributional evolution, allowing natural-gradient updates to

be performed deterministically without sampling-based estimators. For computational efficiency,

we employ block-diagonal Fisher approximations similar to K-FAC while retaining the variance-free

nature of its curvature information.

4.1.2 Notation and Terminology

We often require differentiability of functions defined on convex subsets of Euclidean space.

The most delicate case arises when the domain is lower-dimensional, such as the probability simplex

or a convex subset thereof. We say such a function has the smooth extension property if it admits an

extension to a neighborhood of the relative interior of its domain, and this extension is continuously

differentiable with the gradient extending by continuity to all boundary points in the original

domain. This property enables the use of standard Euclidean gradients and partial derivatives in

ordinary coordinates for all points in the original domain. It can typically be readily verified when

the function admits an explicit algebraic representation. This ambient approach contrasts with

intrinsic manifold methods, which would accommodate weaker differentiability assumptions but

require more cumbersome presentation. While the smooth extension is not unique, the orthogonal

projection of the resulting ambient gradient onto the tangent space of the affine hull of the domain

is unique. This ensures that the intrinsic gradient is not affected by the choice of extension. The

practical benefit of this setup is significant: we work with standard vectors and matrices, and the

chain rule applies directly in ordinary coordinates.

Throughout this chapter, we use subscripts and arguments interchangeably, so we can take

gradients with respect to either (if the function is suitably differentiable). Gradients are column

vectors. Instead of formally defining our notational conventions regarding the use of the gradient

symbol ∇, we use the illustrative example of a function 𝑓𝜃 (𝜇) of a pmf 𝜇 on some underlying

set and a parameter 𝜃 in some convex set in Euclidean space, where 𝑓 has the smooth extension
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property with respect to 𝜇 and 𝜃:

1. If 𝑓 is real-valued, then ∇𝜇 𝑓𝜃 (𝜇) denotes the gradient of 𝑓 with respect to 𝜇, holding 𝜃

constant, and ∇𝜃 𝑓𝜃 (𝜇) denotes the gradient of 𝑓 with respect to 𝜃, holding 𝜇 constant. We

shall often reference the 𝑠-th component of the gradient ∇𝜇 𝑓𝜃 (𝜇) in ordinary coordinates,

and we denote this partial derivative by 𝜕 𝑓𝜃 (𝜇)
𝜕𝜇(𝑠) .

2. If 𝑓 is vector-valued (e.g., pmf-valued), ∇𝜇 𝑓𝜃 (𝜇) and ∇𝜃 𝑓𝜃 (𝜇) denote the transposes of the

Jacobian of 𝑓𝜃 (𝜇) with respect to 𝜇 and 𝜃, respectively.

3. We use the notation ∇𝜇 𝑓𝜃0 (𝜇0) for the gradient ∇𝜇 𝑓𝜃 (𝜇) evaluated at (𝜇, 𝜃) = (𝜇0, 𝜃0).

Similarly, ∇𝜃 𝑓𝜃0 (𝜇0) is the gradient ∇𝜃 𝑓𝜃 (𝜇) evaluated at (𝜇, 𝜃) = (𝜇0, 𝜃0). Occasionally,

for clarity, we use a vertical bar to signify evaluation, writing for instance ∇𝜇 𝑓𝜃 (𝜇) |𝜇=𝜇0 to

denote the gradient ∇𝜇 𝑓𝜃 (𝜇) evaluated at 𝜇 = 𝜇0.

4.1.3 Organization

Section 4.2 develops the nonlinear MDP framework and derives a policy gradient theorem, con-

necting it to the classical MDP case. Section 4.3 specializes to a tractable policy class, characterizes

its local optima, and presents our natural gradient ascent algorithm with convergence guarantees.

Section 4.4 applies the framework to an illustrative dynamic pricing example, constructing the

nonlinear transition probabilities (and reward functions) via QPLEX. Section 4.5 provides numer-

ical experiments on challenging problem instances, demonstrating the practical efficiency of our

approach. The appendices contain detailed derivations and proofs.

4.2 Nonlinear Markov Decision Problems

This section introduces a sequential decision-making framework built on nonlinear Markov

chains. These processes were originally introduced by McKean (1966) and play an important role in

mean-field stochastic models. We use a discrete-time, finite-dimensional, and time-inhomogeneous

version. A specification of a nonlinear Markov chain with a finite state spaceS requires a collection
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of conditional pmfs 𝑝 (𝑡)𝜇 (𝑠′|𝑠) parameterized by pmfs 𝜇 on S for 𝑡 = 0, . . . , 𝑇 − 1 for some horizon

𝑇 > 0, along with an initial distribution 𝜇(0) on S. The process is then constructed in two steps. In

the first step, a sequence {𝜇(𝑡)}𝑇
𝑡=1 of pmfs on S is recursively defined via

𝜇(𝑡+1) (𝑠′) =
∑︁
𝑠∈S

𝜇(𝑡) (𝑠) × 𝑝 (𝑡)
𝜇 (𝑡 )
(𝑠′|𝑠). (4.1)

In the second step, the joint pmf of (𝑆(0) , . . . , 𝑆(𝑇)) is defined as

𝜇(0) (𝑠(0)) ×
𝑇−1∏
𝑡=0

𝑝
(𝑡)
𝜇 (𝑡 )
(𝑠(𝑡+1) |𝑠(𝑡)).

It can be verified that 𝜇(𝑡) is the time-𝑡 marginal pmf. These processes derive their name from the

observation that the right-hand side of (4.1) can be nonlinear in 𝜇(𝑡) .

4.2.1 Definition

A discrete-time, finite-horizon nonlinear Markov decision problem consists of the following

model elements:

• The number of periods 𝑇 .

• A fixed underlying finite state space S = {1, 2, . . . , |S|}. We let 𝑠, 𝑠′ represent a generic

element ofS. We write 𝑆(𝑡) for the state at time 𝑡, and we let 𝑠(𝑡) represent a generic realization

of 𝑆(𝑡) .

• A fixed underlying finite action space A. We let 𝑎 represent a generic element of A. We

write 𝐴(𝑡) for the action at time 𝑡 taken upon observing 𝑆(𝑡) , and 𝑎 (𝑡) represent a generic

realization of 𝐴(𝑡) .

• Nonlinear transition probabilities 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎), 𝑡 = 0, 1, . . . , 𝑇 − 1, parameterized by a pmf 𝜇

on the state space. In line with nonlinear Markov chain terminology, we call the distribution
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𝑝
(𝑡)
𝜇 the kernel of the environment at time 𝑡. We assume that, for each (𝑠, 𝑎, 𝑠′), the restriction

of 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) to the set of pmfs 𝜇 on S with 𝜇(𝑠) > 0 has the smooth extension property.

• Markovian policy functions 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) parameterized by 𝜃 (𝑡) from some convex set Θ(𝑡) in

Euclidean space. We require that, for each (𝑠, 𝑎), 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) has the smooth extension property

as a function of 𝜃 (𝑡) on Θ(𝑡) .

• Immediate reward functions 𝑟 (𝑡)𝜇 (𝑠, 𝑎), 𝑡 = 0, 1, . . . , 𝑇 − 1, parameterized by a pmf 𝜇 on

the state space, and a terminal reward function 𝑟 (𝑇)𝜇 (𝑠). We assume that restrictions of the

𝑟
(𝑡)
𝜇 (𝑠, 𝑎) and 𝑟 (𝑇)𝜇 (𝑠) to the set of pmfs 𝜇 on S with 𝜇(𝑠) > 0 have the smooth extension

property.

Throughout the remainder of this chapter, unless otherwise stated, the symbol 𝑡 shall represent

some non-negative time epoch less than 𝑇 .

Fix a choice of model elements, an initial 𝜇(0) on the state space, and a policy parameter vector

𝜽 = (𝜃 (0) , . . . , 𝜃 (𝑇−1)). A pmf 𝑞𝜇 (0) ,𝜽 of the random vector (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇−1) , 𝐴(𝑇−1) , 𝑆(𝑇)) can

be defined in two steps. In the first step, a sequence {𝜇(𝑡)𝜽 }
𝑇
𝑡=0 of pmfs on the state space S is

recursively defined, for each 𝑠′ ∈ S, via

𝜇
(0)
𝜽 (𝑠

′) = 𝜇(0) (𝑠′)

𝜇
(𝑡+1)
𝜽 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎).
(4.2)

We emphasize that 𝜇(𝑡)𝜽 is constant in 𝜃 (𝑡) , . . . , 𝜃 (𝑇−1) , but for conciseness we do not make this

explicit in our notation. In the second step, the pmf 𝑞𝜇 (0) ,𝜽 is defined via

𝑞𝜇 (0) ,𝜽 (𝑠(0) , 𝑎 (0) , . . . , 𝑎 (𝑇−1) , 𝑠(𝑇)) = 𝜇(0) (𝑠(0)) ×
𝑇−1∏
𝑡=0

[
𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡))
]
.

(4.3)
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It directly follows from (4.3) that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1) |𝑠(0) , 𝑎 (0) , . . . , 𝑠(𝑡) , 𝑎 (𝑡)) = 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡)), (4.4)

and so the pmf 𝑞𝜇 (0) ,𝜽 satisfies the nonlinear Markov property: the future state depends only on the

current state, the current action, and the distribution of the current state, but not on the history of

previous states or actions. Note also that

𝑞𝜇 (0) ,𝜽 (𝑎 (𝑡) |𝑠(0) , 𝑎 (0) , . . . , 𝑠(𝑡)) = 𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) (4.5)

thereby justifying the name of 𝜋(𝑡)
𝜃 (𝑡 )

.

Given that 𝑞𝜇 (0) ,𝜽 (𝑠(0)) = 𝜇(0) (𝑠(0)) and that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1)) =
∑︁

𝑠 (𝑡 ) ,𝑎 (𝑡 )

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) × 𝑞𝜇 (0) ,𝜽 (𝑎 (𝑡) |𝑠(𝑡)) × 𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡))

=
∑︁

𝑠 (𝑡 ) ,𝑎 (𝑡 )

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) × 𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡)),

an inductive argument shows that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) = 𝜇
(𝑡)
𝜽 (𝑠

(𝑡)), (4.6)

and so 𝜇(𝑡)𝜽 is the one-dimensional marginal pmf of 𝑆(𝑡) under 𝑞𝜇 (0) ,𝜽 .

For the remainder of this chapter, we shall consider 𝜇(0) fixed and suppress the functional

dependence of 𝜇(0) on 𝑞𝜇 (0) ,𝜽 . We denote the expectation operator corresponding to 𝑞𝜽 by E𝜽 .

The nonlinear Markov decision problem can now be formally stated as:

sup
𝜽

E𝜽

[
𝑇−1∑︁
𝑡=0

𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡) , 𝐴(𝑡)) + 𝑟 (𝑇)
𝜇
(𝑇 )
𝜽

(𝑆(𝑇))
]
.

By (4.4), (4.5), and (4.6), the expected immediate reward at time 𝑡 < 𝑇 and expected final reward
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under 𝑞𝜽 can be expressed as

E𝜽

[
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡) , 𝐴(𝑡))
]
=

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) (4.7)

E𝜽

[
𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑆(𝑇))
]
=

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠),

and so this decision problem can be represented as

sup
𝜽
𝐽𝜽 , (4.8)

where

𝐽𝜽 =

𝑇−1∑︁
𝑡=0

(∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎)
)
+

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) (4.9)

Evidently, finite-horizon Markov decision processes are a special case upon letting the kernels

and rewards not depend on 𝜇.

4.2.2 The Policy Gradient Theorem

The algorithms we develop for the decision problem (4.8) require the gradients of 𝐽𝜽 with

respect to the 𝜃 (𝑡) for all 𝑡 < 𝑇 . A change in 𝜃 (𝑡) directly affects the expected immediate reward

at time 𝑡 in (4.7), since the probabilities of realizing each action given a state at time 𝑡 will be

changed. In sharp contrast to the Markov setting, in this nonlinear setting a change in 𝜃 (𝑡) also

indirectly affects all subsequent rewards because it directly affects the pmf 𝜇(𝑡+1)𝜽 , see (4.2), and

thus all subsequent pmfs 𝜇(𝑡+2)𝜽 , . . . , 𝜇
(𝑇)
𝜽 , too.

Theorem 4.1 (Policy Gradient Theorem). Suppose a pmf 𝜇(0) on initial states and a vector of

policy parameters 𝜽 are given. The gradient ∇𝜃 (𝑡 ) 𝐽𝜽 of the expected total reward with respect to

𝜃 (𝑡) satisfies

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) ×

(
∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠)

)
×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎), (4.10)
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where 𝑄 (𝑡)
𝜇,𝜎′ is defined as

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇 (𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) × 𝜎′(𝑠′),

the 𝜇(𝑡)𝜽 can be calculated with (4.2), and the 𝜎 (𝑡)𝜽 can be calculated via

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) +
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) ×

𝜕

𝜕𝜇(𝑠) 𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎).

(4.11)

The figure below depicts the iterative schemes involved in the gradient calculation. Arrows

indicate the computational dependencies. The top row shows the forward scheme defined in (4.2),

the bottom row shows the backward scheme in (4.11), and the middle row illustrates how the

gradient components are computed from (4.10).

𝜇
(0)
𝜽 𝜇

(1)
𝜽 𝜇

(2)
𝜽

· · · 𝜇
(𝑇−1)
𝜽 𝜇

(𝑇)
𝜽

𝜎
(0)
𝜽 𝜎

(1)
𝜽 𝜎

(2)
𝜽

· · · 𝜎
(𝑇−1)
𝜽 𝜎

(𝑇)
𝜽

∇𝜃 (0) 𝐽𝜽 ∇𝜃 (1) 𝐽𝜽 ∇𝜃 (2) 𝐽𝜽 · · · ∇𝜃 (𝑇−1) 𝐽𝜽

. . .

4.2.3 Connection to the Markov Chain Setting

The function 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

appearing in the policy gradient theorem is not the state-action value

function. In this subsection, we explain why and also relate our theorem to the standard textbook

form of the policy gradient theorem.

In the (classical) Markov chain case, the familiar backward recursion for the state value function
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𝑉
(𝑡)
𝜽 ,Markov for Markov decision problems is

𝑉
(𝑇)
𝜽 ,Markov(𝑠) = 𝑟

(𝑇)
Markov(𝑠)

𝑉
(𝑡)
𝜽 ,Markov(𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝑟
(𝑡)
Markov(𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
Markov(𝑠

′|𝑠, 𝑎) ×𝑉 (𝑡+1)
𝜽 ,Markov(𝑠

′)
]
,

(4.12)

which can be expressed using state-action value functions 𝑄 (𝑡)
𝜽 ,Markov as

𝑉
(𝑇)
𝜽 ,Markov(𝑠) = 𝑟

(𝑇)
Markov(𝑠)

𝑄
(𝑡)
𝜽 ,Markov(𝑠, 𝑎) = 𝑟

(𝑡)
Markov(𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
Markov(𝑠

′|𝑠, 𝑎) ×𝑉 (𝑡+1)
𝜽 ,Markov(𝑠

′)

𝑉
(𝑡)
𝜽 ,Markov(𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜽 ,Markov(𝑠, 𝑎).

(4.13)

Thus, in that case, the policy gradient theorem can be obtained immediately upon noting that the

expected total reward

𝐽𝜽 ,Markov =

𝑇−1∑︁
𝑡=0

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)Markov(𝑠, 𝑎) +

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
Markov(𝑠)

can be written as a sum over the first 𝑡 expected immediate rewards plus
∑
𝑠,𝑎 𝜇

(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

𝑄
(𝑡)
𝜽 ,Markov(𝑠, 𝑎). Since 𝑄 (𝑡)

𝜽 ,Markov and 𝜇(𝜏)𝜽 for 𝜏 ≤ 𝑡 are constant in 𝜃 (𝑡) , the policy gradient theorem

follows:

∇𝜃 (𝑡 ) 𝐽𝜽 ,Markov =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜽 ,Markov(𝑠, 𝑎). (4.14)

Now consider the nonlinear Markov chain case. Fix 𝑡 and policy parameter 𝜃 (𝑡) ∈ Θ(𝑡) . For a

pmf 𝜇 on the state space S, define the pmf P (𝑡)
𝜃 (𝑡 )
(𝜇) on S via

[P (𝑡)
𝜃 (𝑡 )
(𝜇)] (𝑠′) =

∑︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎). (4.15)

Note that P (𝑡)
𝜃 (𝑡 )
(𝜇(𝑡)𝜽 ) = 𝜇

(𝑡+1)
𝜽 for a fixed policy vector 𝜽 . Recursively define the real-valued
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functions 𝑉 (𝑡)
𝜇,𝜽 by setting, for each 𝑠 ∈ S,

𝑉
(𝑇)
𝜇,𝜽 (𝑠) = 𝑟

(𝑇)
𝜇 (𝑠)

𝑉
(𝑡)
𝜇,𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎) +

∑︁
𝑎,𝑠′

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) ×𝑉 (𝑡+1)P (𝑡 )

𝜃 (𝑡 )
(𝜇),𝜽
(𝑠′),

(4.16)

and define the state value function 𝑉̌ (𝑡)𝜽 via 𝑉̌ (𝑡)𝜽 (𝑠) = 𝑉
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜽
(𝑠). Expanding (4.16) in the same

manner as we did to derive (4.13) from (4.12) and substituting the appropriate 𝜇(𝑡)𝜽 for 𝜇 results in

the recursion
𝑉̌
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝑄̌
(𝑡)
𝜽 (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝑉̌ (𝑡+1)𝜽 (𝑠′)

𝑉̌
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑄̌ (𝑡)𝜽 (𝑠, 𝑎),

where 𝑄̌ (𝑡)𝜽 is the state-action value function. In contrast to this recursion for the state value function,

the recursion for the 𝜎 (𝑡)𝜽 given by

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) = 𝑟 (𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)𝜽 (𝑠′)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎)

+
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎)

is fundamentally different due to the presence of the extra partial derivative term in the last equation.

This is a consequence of the fact that changing 𝜇
(𝑡)
𝜽 also changes the transition probabilities

𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) in the nonlinear setting.

The policy gradient theorem in the nonlinear Markov chain case uses𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

, which includes

this extra term, instead of the state-action value function 𝑄̌ (𝑡)𝜽 . In the Markov chain case, where 𝑟 (𝑡)𝜇

and 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) do not depend on 𝜇, the two functions 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

and 𝑄̌ (𝑡)𝜽 are identical. We see
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that 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

is not the state-action value function, even though we use the symbol 𝑄.

We next relate our policy gradient theorem to the policy gradient theorem found in textbooks

such as Sutton and Barto (2018). We stay in the Markov setting. After augmenting the state with

time to incorporate nonstationarity, the collection of value functions {𝑉 (𝑡)
𝜽 ,Markov : 0 ≤ 𝑡 ≤ 𝑇} can be

viewed as a single value function on the set of augmented states, where the value at (𝑠, 𝑡) is given

by 𝑉 (𝑡)
𝜽 ,Markov(𝑠). Similarly, the value at an augmented state-action pair (𝑠, 𝑡, 𝑎) is 𝑄 (𝑡)

𝜽 ,Markov(𝑠, 𝑎).

The agent’s policy is modeled via 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) using a single (but typically high-dimensional) policy

parameter 𝜁 . The probability 𝜇̃𝜁 (𝑠, 𝑡) of ever reaching the augmented state (𝑠, 𝑡) can be calculated

recursively via

𝜇̃𝜁 (𝑠, 0) = 𝜇(0) (𝑠)

𝜇̃𝜁 (𝑠′, 𝑡 + 1) =
∑︁
𝑠,𝑎

𝜇̃𝜁 (𝑠, 𝑡) × 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) × 𝑝 (𝑡)Markov(𝑠
′|𝑠, 𝑎).

(4.17)

Writing 𝐽𝜁,Markov for the expected total reward, the policy gradient theorem in Sutton and Barto

(2018, Section 13.2) takes the form

∇𝜁 𝐽𝜁,Markov =
∑︁
𝑠,𝑡

𝜇̃𝜁 (𝑠, 𝑡) ×
∑︁
𝑎

∇𝜁 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) ×𝑄 (𝑡)𝜽 ,Markov(𝑠, 𝑎).

Suppose that 𝜁 is taken as the vector 𝜽 = (𝜃 (0) , . . . , 𝜃 (𝑇−1)) and that 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) takes the form

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠), so we have that 𝜇̃𝜁 (𝑠, 𝑡) = 𝜇̃(𝑡)𝜽 (𝑠) and 𝐽𝜁,Markov = 𝐽𝜽 ,Markov. Since ∇𝜁 𝐽𝜁,Markov can then

be written as (∇𝜃 (0) 𝐽𝜽 ,Markov, . . . ,∇𝜃 (𝑇−1) 𝐽𝜽 ,Markov)⊤, the standard policy gradient for 𝑡 takes the form

in (4.14).

4.2.4 Natural Gradient

While the standard gradient ∇𝜽𝐽𝜽 points in the direction of steepest ascent in Euclidean pa-

rameter space, the natural gradient ∇̂𝜽𝐽𝜽 identifies the steepest direction according to the intrinsic

geometry of the parameter space, as measured by the Fisher information metric (Amari 1998;
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Kakade 2002). Specifically, the natural gradient is defined via

∇̂𝜽𝐽𝜽 = 𝐹 (𝜽)† × ∇𝜽𝐽𝜽 ,

where 𝐹 (𝜽)† is the Moore-Penrose inverse of the Fisher information matrix

𝐹 (𝜽) = E𝜽

(
∇𝜽 log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) ×

(
∇𝜽 log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

)⊤ )
.

The square matrix 𝐹 (𝜽) can be represented using the following block structure:

𝐹 (𝜽) =



𝐹 (0,0) (𝜽) 𝐹 (0,1) (𝜽) · · · 𝐹 (0,𝑇−1) (𝜽)

𝐹 (1,0) (𝜽) 𝐹 (1,1) (𝜽) · · · 𝐹 (1,𝑇−1) (𝜽)
...

...
. . .

...

𝐹 (𝑇−1,0) (𝜽) 𝐹 (𝑇−1,1) (𝜽) · · · 𝐹 (𝑇−1,𝑇−1) (𝜽)


,

where the matrices 𝐹 (𝑡1,𝑡2) (𝜽) are given by

𝐹 (𝑡1,𝑡2) (𝜽) = E𝜽

(
∇𝜃 (𝑡1 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) ×

(
∇𝜃 (𝑡2 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

)⊤)
.

(4.18)

Of course, 𝐹 (𝑡2,𝑡1) (𝜽) is the transpose of 𝐹 (𝑡1,𝑡2) (𝜽). Here the expectation of a matrix should be

interpreted elementwise.

Proposition 4.2 below shows how to calculate each block 𝐹 (𝑡1,𝑡2) (𝜽) of 𝐹 (𝜽) in terms of the

‘policy function’ Fisher information matrices 𝐾 (𝑡) (𝜽) defined by

𝐾 (𝑡) (𝜽) = E𝜽

(
∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)) × (∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)))⊤

)
and the transition kernel Fisher information matrices 𝑀 (𝑡) (𝜽) defined by

𝑀 (𝑡) (𝜽) = E𝜽

(
∇𝜇 log 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)) ×
(
∇𝜇 log 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡))
)⊤)

.
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It is sufficient to focus on 0 ≤ 𝑡1 ≤ 𝑡2 ≤ 𝑇 − 1 due to symmetry of 𝐹 (𝜽).

In the statement of the proposition below (and for the remainder of this chapter) we use the

shorthand notation ∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 = ∇𝜇P (𝑡)

𝜃 (𝑡 )
(𝜇)

��
𝜇=𝜇

(𝑡 )
𝜽

and ∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 = ∇𝜃 (𝑡 )P

(𝑡)
𝜃 (𝑡 )
(𝜇)

��
𝜇=𝜇

(𝑡 )
𝜽

. Using this

notation, for 𝑡1 < 𝑡2, we furthermore write

∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 = (∇𝜃 (𝑡1 ) 𝜇

(𝑡1+1)
𝜽 ) × (∇

𝜇
(𝑡1+1)
𝜽

𝜇
(𝑡1+2)
𝜽 ) × · · · × (∇

𝜇
(𝑡2 )
𝜽

𝜇
(𝑡2+1)
𝜽 ),

which is the chain rule when 𝜇(𝑡2+1)𝜽 is viewed as the composition of P (𝑡2)
𝜃 (𝑡2 )

, . . . ,P (𝑡1)
𝜃 (𝑡1 )

evaluated at

𝜇
(𝑡1)
𝜽 .

Proposition 4.2. For the diagonal blocks of 𝐹 (𝜽), we have

𝐹 (𝑡,𝑡) (𝜽) = 𝐾 (𝑡) (𝜽) + (∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 ) × 𝐺 (𝑡+1) (𝜽) × (∇𝜃 (𝑡 ) 𝜇

(𝑡+1)
𝜽 )⊤.

For the off-diagonal blocks, with 0 ≤ 𝑡1 < 𝑡2 ≤ 𝑇 − 1, we have

𝐹 (𝑡1,𝑡2) (𝜽) = (∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,

where the 𝐺 (𝑡) (𝜽) can be recursively calculated using 𝐺 (𝑇) (𝜽) = 0 and, for 𝑡 = 1, . . . , 𝑇 − 1,

𝐺 (𝑡) (𝜽) = 𝑀 (𝑡) (𝜽) + (∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 ) × 𝐺 (𝑡+1) (𝜽) × (∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 )⊤.

4.3 State-Partitioned Tabular Policies

There are several challenges to calculate the natural gradient from the Fisher information matrix.

First, the matrices∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 and∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 must be calculated, which may be expensive depending

on the size of the state space and the dimension of the parameter space. Second, appropriate matrix

products must be calculated to find the 𝐺 (𝑡) (𝜽). Third, the policy Fisher information matrix 𝐹 (𝜽)

needs to be inverted, which may again come at a significant expense. In this section we describe

and justify a computationally tractable algorithm in the important special case when the policy is
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a state-partitioned tabular policy.

4.3.1 Preliminaries

A state-partitioned tabular policy requires a deterministic partition of the state space S into

disjoint subsets S𝑧 indexed by a finite setZ, where each subset S𝑧 is assigned to a distinct tabular

expert 𝑧 ∈ Z. The policy parameter 𝜃 (𝑡) becomes a collection (𝜃 (𝑡)𝑧 )𝑧∈Z. Each 𝜃 (𝑡)𝑧 is a pmf over

the action set A, so the set Θ(𝑡) of feasible parameters is the |Z|-fold Cartesian product of the

probability simplex over A. The policy is then given by

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) = 𝜃 (𝑡)

𝑧(𝑠) (𝑎), (4.19)

where 𝑧(𝑠) denotes the deterministic assignment function mapping state 𝑠 to its corresponding

expert. A standard tabular policy corresponds to the special case when each expert is identified

with a corresponding state so that |Z| = |S| and each S𝑧 is a singleton. A policy parameter vector

𝜽 is a pure policy if, for each 𝑧 and 𝑡, the support of 𝜃 (𝑡)𝑧 is a singleton.

The forward iterative scheme takes the form

𝜇
(0)
𝜽 (𝑠

′) = 𝜇(0) (𝑠′)

𝜇
(𝑡+1)
𝜽 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) × 𝑝

(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
(4.20)

and the backward iterative scheme takes the form

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) +
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) ×

𝜕

𝜕𝜇(𝑠) 𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜃
(𝑡)
𝑧(𝑠) (𝑎) ×𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) ×

𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎),

(4.21)

where we use, as before,

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇 (𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) × 𝜎′(𝑠′). (4.22)
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The function 𝑄
(𝑡)
𝑧,𝜽 on A associated with time 𝑡 and expert 𝑧 defined via

𝑄
(𝑡)
𝑧,𝜽 (𝑎) =


∑
𝑠∈S𝑧 𝜇

(𝑡)
𝜽 (𝑠 |S𝑧) ×𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) if 𝜇(𝑡)𝜽 (S𝑧) > 0

0 otherwise
(4.23)

is a weighted average of the 𝑄 (𝑡) function and plays a pivotal role in our algorithm. Here the

conditional pmf on states 𝜇(𝑡)𝜽 (𝑠 |S𝑧) associated with time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0 is given

by, for 𝑠 ∈ S𝑧,

𝜇
(𝑡)
𝜽 (𝑠 |S𝑧) =

𝜇
(𝑡)
𝜽 (𝑠)

𝜇
(𝑡)
𝜽 (S𝑧)

.

For a standard tabular policy, we simply have 𝑄
(𝑡)
𝑧,𝜽 (𝑎) = 𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑧, 𝑎).

We close this subsection with a characterization of the local maxima of 𝐽𝜽 for state-partitioned

tabular policies. The gradient∇𝜽𝐽𝜽 consists of𝑇×|Z| subvectors of the form∇
𝜃
(𝑡 )
𝑧
𝐽𝜽 corresponding

to time 𝑡 and expert 𝑧. By the policy gradient theorem (Theorem 4.1), in view of (4.19), the elements

of this subvector can be written as

𝜕𝐽𝜽

𝜕𝜃
(𝑡)
𝑧 (𝑎)

= 𝜇
(𝑡)
𝜽 (S𝑧) ×𝑄

(𝑡)
𝑧,𝜽 (𝑎). (4.24)

For the proposition below, keep in mind that the domain of 𝐽𝜽 is a product of probability

simplices, which is a closed, convex set that includes its boundary points (i.e., points with zero

entries are permitted).

Proposition 4.3. Consider a state-partitioned tabular policy. If a policy parameter vector 𝜽 is a

local maximum of 𝐽𝜽 then, for each time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0, the support of 𝜃 (𝑡)𝑧 is

contained in arg max𝑎 𝑄
(𝑡)
𝑧,𝜽 (𝑎).

In the Markov chain setting, a global maximum can be found using policy iteration, since any

pure policy can be improved by selecting the best action given the incumbent state-action value

function. A pure policy is (globally) optimal if it cannot be improved in this manner. Although the
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preceding proposition states that each (local) maximum satisfies a similar “fixed-point” equation,

unlike in the Markov chain setting, there is no guarantee that repeatedly updating pure policies by

maximizing the incumbent 𝑄
(𝑡)
𝑧,𝜽 functions results in a converging sequence of policies, let alone

that this sequence converges to a local maximum. This is because in the nonlinear setting the 𝑄
(𝑡)
𝑧,𝜽

are not, in general, state-action value functions.

4.3.2 Exponentiated Q-Ascent Algorithm

Our algorithm starts from an arbitrary 𝜽 with all 𝜃 (𝑡)𝑧 in the (relative) interior of the probability

simplex over A, and all iterates continue to lie in this (relative) interior. The updating equation

(4.25) below, together with the connection to the natural gradient ascent algorithm we develop in

the next subsection, motivates the name exponentiated Q-ascent algorithm.

Algorithm steps. Given a learning rate 𝜂 > 0, we execute these steps:

1. Calculate the 𝜇(𝑡)𝜽 with forward iterative scheme (4.20).

2. Calculate the 𝜎 (𝑡)𝜽 with backward iterative scheme (4.21).

3. Calculate the 𝑄
(𝑡)
𝑧,𝜽 using the definitions in (4.22) and (4.23).

4. Update 𝜽 via, for every 𝑡 and 𝑧,

𝜃
(𝑡)
𝑧 (𝑎) ←

𝜃
(𝑡)
𝑧 (𝑎) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎)

)
∑
𝑎̃ 𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

) . (4.25)

(If 𝜇(𝑡)𝜽 (S𝑧) = 0, then 𝑄
(𝑡)
𝑧,𝜽 is zero and it is understood that no update takes place.) The

update uses the current values of 𝜃 (𝑡)𝑧 on the right-hand side to compute all new values of 𝜃 (𝑡)𝑧

simultaneously before overwriting.

5. Go to Step 1 until
𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × Var

𝐴∼𝜃 (𝑡 )𝑧

(
𝑄
(𝑡)
𝑧,𝜽 (𝐴)

)
< 𝜖.
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Here

Var
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴)) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) × (𝑄

(𝑡)
𝑧,𝜽 (𝑎))2 −

(
𝐸
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴))
)2
,

where

𝐸
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴)) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×𝑄

(𝑡)
𝑧,𝜽 (𝑎).

Stopping criterion. Let 𝜃 (𝑡)𝑧 denote the updated 𝜃
(𝑡)
𝑧 . Recall that the Kullback-Leibler (KL)

divergence between pmfs 𝑝1 and 𝑝2 on the same finite set is defined via

KL(𝑝1 ∥ 𝑝2) =
∑︁
𝑦

𝑝1(𝑦) log
(
𝑝1(𝑦)
𝑝2(𝑦)

)
.

The right-hand side should be interpreted as a sum over the support of 𝑝1 only, and it should be

interpreted as∞when the denominator is zero for at least one of the summands. From the updating

rule (4.25) we have that

KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 ) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) × log

(
𝜃
(𝑡)
𝑧 (𝑎)
𝜃
(𝑡)
𝑧 (𝑎)

)
=

∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×

(
log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
− 𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎)

)
= log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
− 𝜂 × 𝐸

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)).

The first term can be seen as a log-moment generating function of 𝑄
(𝑡)
𝑧,𝜽 under 𝜃 (𝑡)𝑧 , and its Taylor

expansion around 𝜂 = 0 is

log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
≈ 𝜂 × 𝐸

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)) +

𝜂2

2
× Var

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)).

So the stopping criterion is approximately

𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 ) <

𝜂2

2
𝜖 . (4.26)

96



It follows from (4.3) and the chain rule of Kullback-Leibler divergence (see Cover 1999, Thm.

2.5.3) that

KL(𝑞𝜽 ∥ 𝑞𝜽) =
𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 )

+
𝑇−1∑︁
𝑡=0

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) × KL(𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(·|𝑆(𝑡) = 𝑠, 𝐴(𝑡) = 𝑎) ∥ 𝑝 (𝑡)
𝜇
(𝑡 )
𝜽

(·|𝑆(𝑡) = 𝑠, 𝐴(𝑡) = 𝑎)).

The first term represents the contribution due to the immediate effect of the policy change, while

the second term represents the contribution due to the effect of the policy change on the transition

probabilities. Since the left-hand side of (4.26) coincides with the first term, the stopping criterion

can be interpreted as a proxy for requiring that KL(𝑞𝜽 ∥ 𝑞𝜽) be small whenever the contribution of

the second term is of second-order.

Adaptive step size variant. Our algorithm naturally supports an adaptive updating scheme in-

spired by the line search mechanism of Trust Region Policy Optimization (TRPO) (Schulman et al.

2015), which dynamically manages the policy update step size. At each iteration, a candidate

policy is generated via (4.25) and the objective value of this candidate policy is evaluated. If this

value is an improvement over the objective value of the current policy, the update is accepted and

the original learning rate 𝜂 is used for the next iteration. Otherwise, the learning rate 𝜂 is reduced

(e.g., halved), the candidate is recomputed, and its corresponding objective value is evaluated.

This process continues until there is an improvement in objective value. The resulting adaptive

scheme prevents overshooting and ensures the update remains within a ‘trusted’ region of reliable

improvement, thus mirroring the approach used in TRPO.

4.3.3 Approximate Natural Gradient

In this subsection we show that the exponentiated Q-ascent algorithm can be viewed as an

approximate version of natural gradient ascent after appropriately transforming the parameter

space.
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The updating scheme maintains pmfs 𝜃 (𝑡)𝑧 in the (relative) interior of the probability simplex

over A. Define the centered log-probabilities

𝛾
(𝑡)
𝑧,𝑎 = log(𝜃 (𝑡)𝑧 (𝑎)) −

1
|A|

∑̃︁
𝑎∈A

log(𝜃 (𝑡)𝑧 (𝑎̃)),

so that
∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0. There is a one-to-one correspondence between the pmf 𝜃 (𝑡)𝑧 and the vector

𝛾
(𝑡)
𝑧 = (𝛾 (𝑡)

𝑧,1, . . . , 𝛾
(𝑡)
𝑧,|A|) with

∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0, with the inverse given by the softmax:

𝜃
(𝑡)
𝑧 (𝑎) =

exp(𝛾 (𝑡)𝑧,𝑎)∑
𝑎̃ exp(𝛾 (𝑡)

𝑧,𝑎̃
)
. (4.27)

Accordingly, any state-partitioned tabular policy in the relative interior of𝚯 can be reparameterized

by 𝜸, the collection of 𝛾 (𝑡)𝑧 for each time 𝑡 and expert 𝑧. As long as we work in this interior, the

policy can be defined directly using the 𝛾 (𝑡)𝑧 parameters via

𝜋
(𝑡)
𝛾 (𝑡 )
(𝑎 |𝑠) =

exp(𝛾 (𝑡)
𝑧(𝑠),𝑎)∑

𝑎̃∈A exp(𝛾 (𝑡)
𝑧(𝑠),𝑎̃)

.

This reparameterization allows us to work entirely with vectors 𝜸 for which
∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0 for each

time 𝑡 and expert 𝑧, bypassing the collection of pmfs 𝜽 . To emphasize this reparametrization, we

denote the parameter space by 𝚪 rather than 𝚯. The objective function becomes 𝐽𝜸 and the function

𝑄
(𝑡)
𝑧,𝜽 becomes𝑄

(𝑡)
𝑧,𝜸. We let 𝜽 (𝜸) denote the softmax transformation back to the pmf representation.

In lieu of working with the natural gradient, our algorithm uses an approximate natural gradient

∇̃𝜸𝐽𝜸 defined as

∇̃𝜸𝐽𝜸 = 𝐹̃ (𝛾)† × ∇𝜸𝐽𝜸,

which is identical in form to the natural gradient, except that it uses the block diagonal matrix 𝐹̃ (𝜸)

with diagonal blocks 𝐹̃ (𝑡,𝑡) (𝜸) = 𝐾 (𝑡) (𝜸) instead of the matrix 𝐹 (𝜸). That is, 𝐹̃ (𝜸) is obtained by

setting 𝐺 (𝑡) (𝜸) = 0 for all 𝑡 in Proposition 4.2, which amounts to linearizing the nonlinear Markov

chain for purposes of the information geometry. We emphasize that, since the approximate natural
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gradient is the product of 𝐹̃ (𝜸)† and ∇𝜸𝐽𝜸, these nonlinearities are incorporated in the approximate

natural gradient as they remain present in the standard gradient term ∇𝜸𝐽𝜸. The matrix 𝐹̃ (𝜸)

exhibits a two-level block-diagonal structure. At the first level, it is block-diagonal across time

indices, with each diagonal block corresponding to a fixed time step. At the second level, each

time-specific block is itself block-diagonal over experts. The diagonal block associated with the

pair (𝑡, 𝑧) is given by

𝐹̃ (𝑡,𝑧),(𝑡,𝑧) (𝜸) = 𝜇(𝑡)𝜸 (S𝑧) × 𝐹̂ (𝛾 (𝑡)𝑧 ),

where, for 𝜓 ∈ R|A|,

𝐹̂ (𝜓) =
∑︁
𝑎

𝜋̂𝜓 (𝑎) × (∇𝜓 log 𝜋̂𝜓 (𝑎)) × (∇𝜓 log 𝜋̂𝜓 (𝑎))⊤

is the Fisher information matrix corresponding to the softmax distribution 𝜋̂𝜓 defined via

𝜋̂𝜓 (𝑎) =
exp(𝜓𝑎)∑
𝑎̃ exp(𝜓𝑎̃)

. (4.28)

The next proposition shows that the elements of ∇̃𝜸𝐽𝜸 are appropriately centered values of the

𝑄
(𝑡)
𝑧,𝜸.

Proposition 4.4. Consider a state-partitioned tabular policy parameterized by the softmax param-

eter vector 𝜸. The subvector ∇̃
𝛾
(𝑡 )
𝑧,𝑎
𝐽𝜸 of the approximate natural gradient can be written as

∇̃
𝛾
(𝑡 )
𝑧,𝑎
𝐽𝜸 = 𝑄

(𝑡)
𝑧,𝜸 (𝑎) −

1
|A|

∑̃︁
𝑎

𝑄
(𝑡)
𝑧,𝜸 (𝑎̃). (4.29)

This proposition shows that our exponentiated Q-ascent algorithm corresponds to the approxi-

mate natural gradient ascent scheme

𝛾
(𝑡)
𝑧 ← 𝛾

(𝑡)
𝑧 + 𝜂 × ∇̃𝛾 (𝑡 )𝑧

𝐽𝜸 . (4.30)

Indeed, upon substitution of this into (4.27) using Proposition 4.4, we obtain the updating scheme
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(4.25).

4.3.4 Performance Guarantee

The justification for using our exponentiated Q-ascent algorithm is provided by Theorem 4.5

below. It shows that it is approximately an appropriate natural gradient ascent algorithm near any

pure policy, even though this natural gradient ascent scheme for the softmax parameters

𝛾
(𝑡)
𝑧 ← 𝛾

(𝑡)
𝑧 + 𝜂 × ∇̂𝛾 (𝑡 )𝑧

𝐽𝜸

is computationally intractable as discussed earlier. This result justifies the use of the exponentiated

Q-ascent algorithm, which replaces the natural gradient ∇̂
𝛾
(𝑡 )
𝑧
𝐽𝜸 above with the approximate natural

gradient ∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 as in (4.30), for training nonlinear Markov decision problems.

The rank condition in the theorem below is an identifiability requirement. Denote the set of

‘unreachable’ time-expert pairs (𝑡, 𝑧) for which 𝜇(𝑡)𝜸 (S𝑧) = 0 byU(𝜸). Since we work in ambient

space when representing gradients, the number of columns of the matrix 𝐹 (𝜸) is 𝑇 × |Z| × |A|.

Adding a constant to each 𝜓𝑎 in (4.28) leaves the value of the right-hand side unchanged, so for

each pair (𝑡, 𝑧) the gradient of the log-trajectory probabilities vanishes along the direction where

the same constant is added to the elements of 𝛾 (𝑡)𝑧 . The linear span of these directions, a subspace

of dimension 𝑇 × |Z|, is contained in the null space of the Fisher information matrix 𝐹 (𝜸).

Furthermore, for each (𝑡, 𝑧) such that 𝜇(𝑡)𝜸 (S𝑧) = 0, 𝛾 (𝑡)𝑧 has no effect on the trajectory probabilities,

forming a subspace of dimension |A| − 1 within the null space for each such pair. We are left with

an upper bound on the rank of 𝐹 (𝜸), and are requiring that the rank of 𝐹 (𝜸𝑛) equals this upper

bound, i.e., there are no further reductions due to, for example, redundant parameters, equivalent

actions, and structural symmetries.

Theorem 4.5. Let 𝜽∗ be a pure policy, and let {𝜸𝑛} be a sequence in 𝚪 with 𝜽 (𝜸𝑛) → 𝜽∗ as 𝑛→∞.

Define 𝜇(𝑡)∗ = lim𝑛→∞ 𝜇
(𝑡)
𝜸𝑛

and 𝑅(𝑡)𝜇 = {(𝑠, 𝑎, 𝑠′) : 𝜇(𝑠) > 0, 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) > 0}. Suppose that

1. the setU(𝜸𝑛) is eventually independent of 𝑛 and the null space of 𝐹 (𝜸𝑛) is a fixed subspace
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of dimension 𝑇 × |Z| + (|A| − 1) × |U(𝜸𝑛) |;

2. for all 𝑡, {𝑠 : 𝜇(𝑡)𝜸𝑛
(𝑠) > 0} eventually equals {𝑠 : 𝜇(𝑡)∗ (𝑠) > 0}; and

3. for all 𝑡, 𝑅(𝑡)
𝜇
(𝑡 )
𝜸𝑛

eventually equals 𝑅(𝑡)
𝜇
(𝑡 )
∗

.

Then

lim
𝑛→∞




∇̂𝜸𝐽𝜸𝑛
− ∇̃𝜸𝐽𝜸𝑛




 = 0.

At first blush, this theorem may appear unsurprising. In the Markov chain case we always have

∇̂𝜸𝐽𝜸 = ∇̃𝜸𝐽𝜸. In the nonlinear case, however, changes in the policy parameter 𝛾 (𝑡) propagate into

the transition probabilities beyond time 𝑡. The theorem states that, in softmax coordinates, these

downstream effects do not substantially alter the natural-gradient direction near pure policies.

4.4 A Dynamic Pricing Example

4.4.1 Problem Description

We consider a single station queueing system with the following characteristics. It consists of

𝑛 ≥ 1 homogeneous servers that provide some service and a staging area (the ‘buffer’) with room

for 𝑏 ≥ 0 customers. Customers seeking service may either be served immediately or, if there

is space, must wait in the buffer until a server becomes available. Customers for which there no

available space in the buffer are lost. Customers occupy a server while they are in service, and this

server can serve no other customer during that time. They are served according to a nonpreemptive,

nonidling service discipline. All customers exit the system upon completion of service, at which

time they release their server.

We consider a discrete-time model with time indexed by the nonnegative integers, over a

fixed horizon 𝑇 > 0. All service durations are independent and identically distributed, and are

independent of everything else. Service durations are integer-valued, assumed to be at least one

time period, and have a maximum value. We let 𝑔 denote the service duration pmf. We use the

convention that customers departing or arriving between times 𝑡 and 𝑡 + 1 do so immediately before
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time 𝑡 + 1, with arrivals immediately being able to use servers that are freed up (if any).

Fix some time 𝑡. The distribution of the number of customers arriving between times 𝑡 and

𝑡 + 1 depends on the price of the service, which is the action 𝑎 for this system. For each price

choice 𝑎 ∈ A, the number of arrivals follows a Poisson distribution with arrival rate 𝜆(𝑡)𝑎 . The price

choice 𝑎 can depend on the number of customers in the system at time 𝑡. Each customer who is

able to enter the system is charged the quoted price 𝑎. There is a fixed, per-period cost 𝑐𝑊 charged

to each customer waiting in the buffer. A terminal penalty 𝑐𝑇 is incurred for each customer still

in the system at time 𝑇 . There is also a service-level requirement: the probability that the number

of customers in the system at time 𝑡 exceeds a pre-determined threshold 𝑧 should not exceed a

pre-determined probability 𝛼.

4.4.2 Nonlinear Markov Decision Problem Representation

State space. The QPLEX paradigm avoids the curse of dimensionality of a Markov chain repre-

sentation by re-imagining the information requirements so as to work with a state space of much

lower dimension. The state spaceS = Z×L consists of pairs (𝑧, ℓ), where 𝑧 represents the number

of customers in the system, and ℓ represents the remaining service duration of a uniformly chosen

at random customer in service. This state space is very small. Each 𝑧 is called a counter and each

ℓ is called a label. The symbols 𝑧, 𝑧′ and ℓ, ℓ′ shall be reserved for generic components of Z and

L, respectively. We shall simply write 𝑧 and ℓ for the components of state 𝑠. Similarly, given a

state 𝑠′, we shall write 𝑧′ and ℓ′ for the components of 𝑠′.

Given a pmf 𝜇 on the state space S, we write 𝜇(𝑧) = ∑
ℓ 𝜇(𝑧, ℓ) for the value of the marginal of

𝜇 with respect to its first component. If 𝜇(𝑧) > 0, we furthermore write 𝜇 |𝑧 (ℓ) = 𝜇(𝑧, ℓ)/𝜇(𝑧) for

the conditional pmf of the label ℓ given the counter 𝑧 under 𝜇.

Markovian policy functions. We consider a state-partitioned tabular policy with |Z| experts,

each assigned to a specific counter 𝑧. Here S𝑧 = {𝑧} × L and note that 𝜇(S𝑧) = 𝜇(𝑧). Thus, the

parameter vector 𝜃 (𝑡) is a vector of |Z| pmfs.
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Transition functions. In the QPLEX calculus the functions 𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) have the following

specific form. There exist functions 𝑝 (𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) parameterized by a pmf 𝜉 on L such that,

whenever 𝜇(𝑧) > 0,

𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) = 𝑝 (𝑡)𝜇 |𝑧 (𝑧

′, ℓ′|𝑧, 𝑎) (4.31)

for any pmf 𝜇 on S, 𝑠 = (𝑧, ℓ), 𝑎, and 𝑠′ = (𝑧′, ℓ′). We now describe these functions. In what

follows, 𝜉 denotes a generic pmf on L.

Fix some time 𝑡, some pmf 𝜇 on S, some state (𝑧, ℓ) for which 𝜇(𝑧) > 0, and some action 𝑎.

Under the QPLEX calculus, the transition function 𝑝 (𝑡)𝜇 |𝑧 (𝑧′, ℓ′|𝑧, 𝑎) takes on the following specific

‘chain-rule’ form:

𝑝
(𝑡)
𝜇 |𝑧 (𝑧

′, ℓ′|𝑧, 𝑎) =
∑︁
𝑑

𝑞𝜇 |𝑧 (𝑑 |𝑧) × 𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎) ×
∑︁
𝑘 ′
𝑞(𝑘′|𝑧, 𝑑, 𝑧′) × 𝑞𝜇 |𝑧 (ℓ′|𝑧, 𝑘′). (4.32)

We describe each term below.

The first term represents the probability that 𝑑 customers complete service by time 𝑡 + 1. The

QPLEX paradigm assumes the remaining service durations of the min(𝑧, 𝑛) customers in service

are i.i.d. with pmf given by 𝜇 |𝑧. Under this assumption each customer in service has probability

𝜇 |𝑧 (1) of completing their service by time 𝑡 + 1, and so this probability is given by 𝑞𝜇 |𝑧 (𝑑 |𝑧), where

𝑞𝜉 (𝑑 |𝑧) = Pr [bin (min(𝑧, 𝑛), 𝜉 (1)) = 𝑑] . (4.33)

The second term represents the probability that there are 𝑧′ customers in the system at time 𝑡 +1

given that the number of customers in the system at time 𝑡 is 𝑧, there are 𝑑 customers completing

service during times 𝑡 and 𝑡 + 1, and the price choice is 𝑎. The number of customers arriving to

the system follows a Poisson distribution with arrival rate 𝜆(𝑡)𝑎 . There may not be room to admit

all arriving customers to the system due to a full buffer. If there are currently 𝑧 customers in the
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system, 𝑑 of which leave during this period, then 𝑛+𝑏+𝑑− 𝑧 customers can be admitted. Therefore,

𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎) =


Pr(Poisson(𝜆(𝑡)𝑎 ) = 𝑧′ + 𝑑 − 𝑧) if 𝑧′ < 𝑛 + 𝑏,

Pr(Poisson(𝜆(𝑡)𝑎 ) ≥ 𝑛 + 𝑏 + 𝑑 − 𝑧) if 𝑧′ = 𝑛 + 𝑏.

It remains to represent the probability that a uniformly chosen at random customer in service

at time 𝑡 + 1 has remaining service duration ℓ′ given that the number of customers in the system

at times 𝑡 and 𝑡 + 1 are 𝑧 and 𝑧′, respectively, and the number of customers completing service is

𝑑. This probability is obtained in two steps (the third and fourth terms) by conditioning on the

customer’s type at time 𝑡 + 1: Either a customer is continuing their service, in which this customer

is assigned type 𝑘′ = old, or this customer is beginning their service, in which this customer is

assigned type 𝑘′ = new. (A ‘new’ customer could be a customer who had been waiting in the

buffer.) The third term represents the probability that a uniformly chosen at random customer at

time 𝑡 + 1 has type 𝑘′ given the values of 𝑧, 𝑑, and 𝑧′. Of the min(𝑧′, 𝑛) customers in service at time

𝑡 + 1, there are min(𝑧, 𝑛) − 𝑑 customers of type ‘old’ and min(𝑧′, 𝑛) − (min(𝑧, 𝑛) − 𝑑) customers of

type ‘new’. Thus, using the convention that the type is ‘new’ if 𝑧′ = 0, the probability of selecting

a customer of type 𝑘′ is

𝑞(𝑘′|𝑧, 𝑑, 𝑧′) =



1 − min(𝑧,𝑛)−𝑑
min(𝑧′,𝑛) if 𝑘′ = new and 𝑧′ > 0

min(𝑧,𝑛)−𝑑
min(𝑧′,𝑛) if 𝑘′ = old and 𝑧′ > 0

1 if 𝑘′ = new and 𝑧′ = 0

0 otherwise.

(4.34)

Note that if 𝜇 |𝑧 (1) = 1, then all customers in service complete their service, and so

𝑞(new | 𝑧,min(𝑧, 𝑛), 𝑧′) = 1 and 𝑞(old | 𝑧,min(𝑧, 𝑛), 𝑧′) = 0.

If the customer type is ‘new’, then the probability this customer will have a remaining service
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duration of ℓ′ is simply the service duration probability 𝑔(ℓ′). If the customer type is ‘old’, which

can only happen if 𝜇 |𝑧 (1) < 1, its remaining service duration is one less than it was at time 𝑡, and it

must be greater than one (otherwise this customer would have completed their service). This leads

to the term 𝑞𝜇 |𝑧 (ℓ′|𝑧, 𝑘′), where

𝑞𝜉 (ℓ′|𝑧, 𝑘′) =


𝜉 (ℓ′+1)
1−𝜉 (1) if 𝑘′ = old

𝑔(ℓ′) otherwise.
(4.35)

For example, in vector form, if 𝜇 |𝑧 (ℓ) = (0.1, 0.2, 0.3, 0.4), then 𝑞𝜇 |𝑧 (ℓ′|𝑧, old) = ( 29 ,
1
3 ,

4
9 , 0).

Reward functions. Fix the number of customers in the system 𝑧 at time 𝑡 and price 𝑎. Suppose

there are 𝑑 customers who complete service by time 𝑡 + 1, 𝑦 customers who arrive to the system

between times 𝑡 and 𝑡 +1, and the chosen price is 𝑎. Since the available capacity to house customers

is 𝑛 + 𝑏 + 𝑑 − 𝑧, the revenue received by time 𝑡 + 1 is min(𝑦, 𝑛 + 𝑏 + 𝑑 − 𝑧) × 𝑎, and so the revenue

portion of the reward function 𝑟 (𝑡)𝜇 (𝑠, 𝑎) is

∑︁
𝑑,𝑦

𝑞𝜇 |𝑧 (𝑑 |𝑧) × Pr(Poisson(𝜆(𝑡)𝑎 ) = 𝑦) ×min(𝑦, 𝑛 + 𝑏 + 𝑑 − 𝑧) × 𝑎.

The cost portion of the reward function consists of the fixed, per-period waiting cost 𝑐𝑊×max(0, 𝑧−

𝑛) and a service-level penalty cost term of the form 𝐶 ×
(
max{∑𝑧>𝑛 𝜇(𝑧) − 𝛼, 0}

) 𝑘 for constants

𝐶 and 𝑘 used to incorporate the service-level requirement. The terminal reward function 𝑟 (𝑇)𝜇 (𝑠) is

−𝑐𝑇 × 𝑧, representing the terminal penalty.

4.4.3 Efficient Calculation

This nonlinear Markov chain exhibits special structure that can be exploited for efficient com-

putation of the policy gradient. Here, we present only a high-level overview of two key ingredients.

See Appendix C.2 for a comprehensive and more general presentation that applies to a variety of

systems that can be modeled with QPLEX, not only the dynamic pricing example.
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The first ingredient facilitating efficient calculation stems from the composite structure of a

state 𝑠 = (𝑧, ℓ), the form of the kernel (4.31), and the fact that the reward function can be written

in the following form with 𝑠 = (𝑧, ℓ):

𝑟
(𝑡)
𝜇 (𝑠, 𝑎) = 𝑐(𝑡)𝜇 + 𝑟 (𝑡)𝜇 |𝑧 (𝑧, 𝑎)

𝑟
(𝑇)
𝜇 (𝑠) = 𝑐(𝑇)𝜇 + 𝑟 (𝑇)𝜇 |𝑧 (𝑧).

(4.36)

This implies that, for 𝑠 = (𝑧, ℓ),

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑐

(𝑡)
𝜇 + 𝑄̂ (𝑡)𝜇 |𝑧 ,𝜎′ (𝑧, 𝑎) (4.37)

with appropriately defined 𝑄̂ (𝑡)
𝜉,𝜎′ (𝑧, 𝑎). In these equations, 𝜇 |𝑧 should be read as some fixed pmf 𝜉0

onL where 𝜇(𝑧) = 0. Note that the right-hand side is independent of ℓ, that the first term is constant

in (𝑧, ℓ, 𝑎), and that the second term only depends on 𝜇 through 𝜇 |𝑧. Due to this structure, several

sums in the forward and backward iterative schemes are no longer required, and the computation

of 𝑄
(𝑡)
𝑧,𝜽 required by the algorithm is less expensive than a naive calculation.

The second ingredient facilitating efficient calculation is the fact that the policy gradient, like

the nonlinear transition probabilities in (4.32), can be written as a sum of product terms. The

sum-product algorithm offers a powerful tool for such calculations, as it systematically decomposes

the computation into smaller, manageable operations. By eliminating redundant calculations

and reducing computational complexity, it enables efficient handling of sums of products, which

commonly arise in probabilistic inference and other computational tasks. Here is a very simple

concrete example to illustrate the idea. Consider the sum of products function of 𝑥2, 𝑥4 given by∑
𝑥1,𝑥3 𝑓1(𝑥1, 𝑥2)× 𝑓2(𝑥2, 𝑥3)× 𝑓3(𝑥3, 𝑥4) and suppose each variable takes𝑚 possible values. A naive

calculation takes order 𝑚4 time. By rewriting the expression as (∑𝑥1 𝑓1(𝑥1, 𝑥2)) × (
∑
𝑥3 𝑓2(𝑥2, 𝑥3) ×

𝑓3(𝑥3, 𝑥4)) and separately calculating each of the two functions in parentheses first, the sought-after

sum can be calculated in order 𝑚2.
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4.5 Numerical Experiments

In the dynamic pricing example one seeks a pure policy on prices, namely, a specification of

the price to be quoted for each time 𝑡 and number of customers in the system 𝑧. Such count-based

policies have been widely studied in the dynamic pricing and revenue management literature for

multiserver systems with general service duration distributions, see, for example, (Balseiro et al.

2025; Elmachtoub and Shi 2025; Ziya et al. 2006).

Given an initial policy, which we always take to be uniform on prices for each (𝑡, 𝑧), the

exponentiated Q-ascent algorithm (applied to a specific problem instance) will produce a sequence

of randomized policies on prices, each of which is a collection of distributions over prices, one for

each (𝑡, 𝑧). Throughout this section, when we speak of the QDP policy, it should be interpreted as

the last randomized policy in this sequence, converted to a pure policy by selecting, for each (𝑡, 𝑧),

the price corresponding to the mode of the distribution, with ties broken in favor of the lowest price.

Throughout these experiments, we set the stopping tolerance to 𝜖 = 10−6, unless otherwise stated

for runs that stop after a fixed number of training episodes. All training times we report are for an

Apple M4 chip.

4.5.1 Algorithm Performance

To assess the performance of our algorithm, we study two cases for which the optimal solutions

are available: (i) small-scale instances where the full-information MDP can be solved to optimality

via Bellman equations; and (ii) instances with geometric service duration distributions, which can

be solved to optimality via Bellman equations as the state no longer needs to incorporate residual

service durations.

Experimental Design Elements

Each experiment starts with an empty system. The time horizon is 𝑇 = 50. The set of prices is

fixed to {0.1, 0.2, . . . , 1.0, 1.1}. (No customers arrive if the price is set to 1.1.) We next describe
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design elements common to all our experiments.

Service duration distributions. We consider four discrete uniform service-time distributions

with different supports:

• The uniform distribution ‘Uni’, uniform on {1, 2, . . . , 20},

• The medium high uniform distribution ‘UniM’, uniform on {11, . . . , 20},

• The high uniform distribution ‘UniH’, uniform on {16, . . . , 20}, and

• The barbell distribution ‘BB’, uniform on {1, . . . , 5, 16, . . . , 20}.

Arrival rate functions. For each time 𝑡 and price 𝑎 chosen at time 𝑡 we let 𝜆(𝑡) (𝑎) represent the

corresponding Poisson rate of arriving customers. Each experiment must specify the 𝜆(𝑡) (𝑎) for

each of the 50 periods and 11 price levels or, equivalently, ten non-trivial arrival rate functions

{𝜆(𝑡) (𝑎) : 0 ≤ 𝑡 < 𝑇}, one for each price level 𝑎.

Each arrival rate function has the form

𝜆(𝑡) (𝑎) = 𝜆avg(𝑎) × 𝑠(𝑡) . (4.38)

The shape function {𝑠(𝑡) : 0 ≤ 𝑡 < 𝑇} has a time-average 1
𝑇

∑𝑇−1
𝑡=0 𝑠

(𝑡) equal to 1, and so 𝜆avg(𝑎) is

the average arrival rate. We use four possible choices for the shape function depicted in the diagram

below: decreasing (‘DEC’), increasing (‘INC’), alternating (‘ALT’), and constant (‘CON’). (We

scaled each shape function so that its maximum is 1 to more easily reveal its shape.)

0 10 20 30 40
Time

0.0

0.2

0.4

0.6

0.8

1.0

1.2
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0 10 20 30 40
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0 10 20 30 40
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To pin down the average arrival rates, we use a linear demand model so that

𝜆(𝑡) (𝑎) = 𝜆(𝑡) (0.1) × (1.1 − 𝑎).

In other words, a price of 1.1 corresponds to rejecting all customers and 𝜆(𝑡) (0.1) is the maximum

arrival rate associated with the minimum price. Given the expected service duration 𝐸 (𝑆) and the

number of servers 𝑛, we set the maximum arrival rate in terms of the maximum average utilization

𝑢avg(0.1) via

𝜆avg(0.1) =
𝑢avg(0.1) × 𝑛

𝐸 (𝑆) , (4.39)

consistent with Little’s Law. We set 𝑢avg(0.1) = 5. Keep in mind that an average utilization of 5

would only be realized if the price is set to its minimum level throughout the horizon. Note that the

average utilization at price 𝑎 = 1.0 is 0.5.

Putting it all together, the price-sensitive arrival rates are expressed in terms of the parameters

of the experimental design as follows:

𝜆(𝑡) (𝑎) =
𝑛 × 𝑢avg(0.1)

𝐸 (𝑆) × 𝑠(𝑡) × (1.1 − 𝑎). (4.40)

Full-Information MDP

A suitable state space for a Markov chain formulation includes the number of customers in the

system 𝑧, but must also include relevant information about the remaining service durations of the

customers in service. As it is immaterial which server serves which customer for this system, it

is sufficient (and efficient) to keep track of the numbers of customers ℎ(ℓ) who have remaining

service duration ℓ for each possible ℓ = 1, . . . , ℓmax, where ℓmax is the right end point of the service

duration support, so ℓmax = 20 in our design. Note that
∑
ℓ ℎ(ℓ) = min(𝑧, 𝑛). (See Dieker and

Hackman 2025, Ch. 2 for details.) The number of states in such a formulation is 𝑂
(
𝑛ℓmax

)
, the

cardinality of which grows polynomially in 𝑛 with degree ℓmax, quickly becoming prohibitively

large and rendering the full-information MDP formulation computationally intractable. For small
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instances, the optimal policy can be found via Bellman’s optimality equations. It is also possible

to evaluate arbitrary policies (including count-based policies) via Bellman’s equations.

We work with the following experimental design, which yields a total of 192 experiments.

Design Parameter Value

number of servers 𝑛 3, 5

buffer size 𝑏 3

shape function 𝑠(𝑡) DEC, INC, ALT, CON

maximum average utilization 𝑢avg(0.1) 5

service duration pmf 𝑔 Uni, UniM, UniH, BB

per-period holding cost 𝑐𝑊 0.05, 0.1

terminal cost 𝑐𝑇 0.5, 1.0, 1.5

Results. We compare the value estimates produced by several policies and evaluation methods.

We denote each value by 𝑣, using a subscript to indicate the policy and a superscript to indicate the

evaluation method. Throughout these experiments, we set the learning rate to 𝜂 = 1.0.

Policy evaluation. Given the QDP (pure) policy generated by our algorithm, QPLEX can

be used to approximate its value. (Given the policy parameter 𝜽 , the forward iterative scheme

yields the 𝜇(𝑡)𝜽 , from which the sum of the per-period expected rewards are easily calculated.) We

shall call this the QPLEX value and denoted it by 𝑣qplex
qdp . Not surprisingly, the exact value 𝑣exact

qdp

of this QDP policy, which can be obtained by using the Bellman equations, will not always equal

the QPLEX value. So how close are these two values across all experiments? The QPLEX and

exact values of the QDP policies are practically identical. The histogram below shows the relative

errors (𝑣exact
qdp − 𝑣

qplex
qdp )/𝑣

exact
qdp across the experiments. The maximum absolute relative error across

all experiments is 0.65%, with an average absolute relative error of just 0.12%. The key takeaway

is that QPLEX value of a QDP policy is practically the same as the exact value.
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Relative optimality gap upper bound. We let 𝑣exact
mdp denote the value associated with the

optimal full-information policy. This is an upper bound for the relative optimality gap of the policy

found by our algorithm, which aims to identify the optimal count-based policy. The figure below

shows the histogram of relative optimality gap upper bounds (𝑣exact
mdp − 𝑣

exact
qdp )/𝑣

exact
mdp . The maximum

relative optimality gap upper bound is 3.6% and for 89% of the experiments it is less than 2.5%.
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Proxy for relative optimality gap. The next question we address is how much of the relative

optimality gap shown in the previous figure is due to the fact that the optimal full-information policy

sets prices for every (𝑡, 𝑧, ℎ) whereas the QDP policy sets prices only for every (𝑡, 𝑧). In theory

this question is answered by comparing the QDP policy with the optimal count-based policy. Even

for the small problem instances considered here, it is computationally prohibitive to calculate the

optimal count-based policy.

As a proxy for the optimal count-based policy, we extract a count-based policy from the optimal

full-information policy and compare its value to the value of the QDP policy. Let 𝜇(𝑡)mdp(𝑧, ℎ) denote
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the full-information state distribution at time 𝑡 associated with the optimal full-information policy.

Set 𝑄 (𝑇)mdp(𝑧, ℎ, 𝑎) = 0 for all 𝑧, ℎ, and 𝑎, and set 𝑉 (𝑇)mdp(𝑧) = 0 for all 𝑧. We obtain the extracted

count-based policy by working backwards in time using the following two equations:

𝑄
(𝑡)
mdp(𝑧, ℎ, 𝑎) = 𝑟

(𝑡) (𝑧, ℎ, 𝑎) +
∑︁
𝑧′
𝑝 (𝑡) (𝑧′|𝑧, ℎ) ×𝑉 (𝑡+1)mdp (𝑧

′) (4.41)

𝑉
(𝑡)
mdp(𝑧) = max

𝑎

∑︁
ℎ

𝜇
(𝑡)
mdp(ℎ |𝑧) ×𝑄

(𝑡)
mdp(𝑧, ℎ, 𝑎). (4.42)

It is understood that𝑉 (𝑡)mdp(𝑧) = 0 and𝑄 (𝑡)mdp(𝑧, ℎ, 𝑎) = 0 if 𝜇(𝑡)mdp(𝑧) = 0. The first equation is used to

obtain the 𝑄 values for 𝑡 = 𝑇 − 1, and then the second equation determines both the 𝑉 values and

optimal count-based policy at time 𝑇 − 1. Now repeat the procedure for 𝑡 = 𝑇 − 2, etc. It should be

noted that the resulting policy is not, in general, optimal within the class of count-based policies.

The figure below shows the histogram of (𝑣exact
extract − 𝑣exact

qdp )/𝑣
exact
extract values. The smallest value

is −0.05%, the largest value is 0.17%, and the average is 0.017%. The histogram provides strong

evidence that the value of the count-based policy found by QDP is likely to be extremely close

to the value of the optimal count-based policy. The negative values shows that, despite requiring

substantial computational effort to construct, the extracted policy is not necessarily superior to the

QDP policy either.
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Geometric Service Durations

With memoryless service durations, problem instances can be solved to optimality using Bell-

man equations where a state is simply the number of customers 𝑧. With a much smaller state
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space, we can find optimal policies for systems with much larger values for the number of servers

𝑛. The design parameters that are changed are shown in the table below. Note that the means of

the service times match the means in our full-information design. We use a tolerance of 10−6 to

cut off the right tail and ensure via a root finding procedure that we match the mean of the original

distribution.) Since there are now three instead of four possible service duration distributions, there

are (3/4) × 192 = 144 experiments in the design.

Design Parameter Value

number of servers 𝑛 20, 40

buffer size 𝑏 5

service duration pmf 𝑔 truncated geometric with means 10.5, 15.5, 18.0

We make a comparison with QDP using the truncated geometric service distributions, without

explicitly leveraging the memoryless service durations. (A dedicated policy gradient implementa-

tion with the reduced state space would run faster but would result in the same accuracy, modulo

any truncation effects.) We again use a learning rate of 𝜂 = 1.0. The exact value of the QDP policy

matches the value of the optimal policy in 94 of the 144 problem instances. The largest relative

optimality gap is 2.86 × 10−7, so the QDP policy is, to all intents and purposes, optimal. Keep in

mind we work with a truncated geometric distribution, so this discrepancy could simply be due to

the truncation.

Training

We next discuss the training process. For this purpose, we select the problem instance that has

the highest relative optimality gap upper bound in the experimental design for the full-information

MDP. The parameters for that problem instance are: the number of servers 𝑛 is 3, the service

duration distribution 𝑔 is UniH, the shape function 𝑠(𝑡) is INC, the per-period holding cost 𝑐𝑊 is

0.05, and the terminal cost 𝑐𝑇 is 1.5.

Accuracy of values during training. Recall that we showed that the QPLEX value of a QDP

policy is nearly identical to its exact value. This QDP policy is the last randomized policy generated
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by the algorithm converted to a pure policy. We start by assessing whether the QPLEX values of

the randomized policies generated throughout training closely track their exact values as well.

The figure below shows both the QPLEX and the exact values of the randomized policies

encountered during training, recorded every 50 training episodes. We can see that indeed the

values are virtually identical throughout training. We remark that since QDP is a deterministic

solver, the resulting (interpolated) curve does not exhibit the zigzag behavior typically observed in

conventional reinforcement learning.
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Accuracy of ascent directions during training. The QPLEX values of the randomized policies

generated throughout training use only the forward iterative scheme. We next turn to the accuracy

of the approximations generated by the backward iterative scheme. Specifically, since the functions

𝑄
(𝑡)
𝑧,𝜽 (𝑎) −

1
|A|

∑̃︁
𝑎

𝑄
(𝑡)
𝑧,𝜽 (𝑎̃) (4.43)

together represent the direction of ascent (in logit coordinates) at the policy parameter vector 𝜽 ,

we compare these functions throughout training with analogs derived from the full-information

Markov chain.

Consider a fixed incumbent (count-based) policy parameter vector 𝜽 . Let 𝑄 (𝑡)
𝜽 ,mdp(𝑧, ℎ, 𝑎)

denote the state-action value function associated with the MDP on the full-information state space

induced by the policy, and let 𝜇(𝑡)
𝜽 ,mdp(𝑧, ℎ) denote the corresponding state distributions. (See

Equations (4.13) and (4.17) with 𝑠 = (𝑧, ℎ).) Write 𝑄 (𝑡)
𝜽 ,qdp(𝑧, 𝑎) instead of 𝑄

(𝑡)
𝑧,𝜽 (𝑎). To compare
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these two functions, we extract a new Q-function from the full-information Q-function via

𝑄
(𝑡)
𝜽 ,extract(𝑧, 𝑎) =

∑︁
ℎ

𝜇
(𝑡)
𝜽 ,mdp(ℎ |𝑧) ×𝑄

(𝑡)
𝜽 ,mdp(𝑧, ℎ, 𝑎),

where once again it is understood that the right-hand side is zero if 𝜇(𝑡)
𝜽 ,mdp(𝑧) = 0. (In the dynamic

pricing example, the ‘supports’ of 𝑄 (𝑡)𝜽 ,extract and 𝑄 (𝑡)
𝜽 ,qdp match.) We compare 𝑄 (𝑡)𝜽 ,extract(𝑧, 𝑎) −

1
|A|

∑
𝑎̃ 𝑄
(𝑡)
𝜽 ,extract(𝑧, 𝑎̃) with𝑄 (𝑡)

𝜽 ,qdp(𝑧, 𝑎) −
1
|A|

∑
𝑎̃ 𝑄
(𝑡)
𝜽 ,qdp(𝑧, 𝑎̃), viewed as vectors indexed by (𝑡, 𝑧, 𝑎),

using two metrics: the cosine of the angle between the two vectors and the ratio of their Euclidean

lengths. Both metrics over the course of training are shown in the figure below. The vectors exhibit

near-perfect alignment: the cosine values correspond to angles of less than 2◦ on a 90◦ scale. Apart

from an initial 0.5% norm ratio, all later ratios stay below 0.2%.
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Setting learning rates. Setting the learning rate requires trading off quality and time. For

problems without service level constraints such as the ones we discussed so far, in our experience,

properly chosen learning rates require only 5-50 training episodes to achieve a near-optimal solution.

The results are shown in the table below.

Learning rate 𝜂 1 10 100 1,000 10,000 100,000 1,000,000

QPLEX value of QDP policy 3.1200 3.1200 3.1200 3.1200 3.1193 3.0973 0.5340

Number of episodes 2372 469 111 66 26 4 1

Training time (s) 12.333 2.346 0.536 0.299 0.113 0.020 0.007
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4.5.2 Comparison with Q-Learning

In this subsection, we emphasize the computational efficiency of QDP on large-scale problems

and compare it with a Q-learning algorithm. This efficiency stems from the QPLEX infrastructure,

which is fully deterministic and bypasses the curse of dimensionality. For this purpose we modify

the example of Section 4.5.1 as follows. The number of servers 𝑛 is set to 20 and the buffer size 𝑏

is set to 5. We use the DEC arrival rate shape, the UniM service duration distribution, and we use

𝑐𝑊 = 0.1 and 𝑐𝑇 = 1.5.

Under the MDP formulation, the resulting full-information state space for this example contains

approximately 4.82 × 1011 states, and therefore exact dynamic programming is computationally

intractable. To provide a baseline for comparison with QDP, we instead consider reinforcement

learning methods that are commonly used to overcome the curse of dimensionality. The full-

information state space is far too large to implement Q-learning in a purely tabular way, so we use

state aggregation. Specifically, we merge all underlying full-information time-augmented states of

the form (𝑡, 𝑧, ℎ) into the single state index (𝑡, 𝑧) in the Q-table, even though this induces so-called

state aliasing because those states differ in their transition dynamics. More precisely, for each state

(𝑧, ℎ) at time 𝑡, the procedure consists of four steps. In Step 1, we sample an action 𝑎 using the

𝜖-greedy policy based on the incumbent Q-function. (Based on empirical results, we set 𝜖 = 1,

corresponding to pure exploration, as this choice produced the best performance.) In Step 2, we

sample a transition to (𝑧′, ℎ′). In Step 3, we update the Q-function via the temporal-difference rule

𝑞 (𝑡) (𝑧, 𝑎) ← 𝑞 (𝑡) (𝑧, 𝑎) + 𝛼 ×
(
𝑟 (𝑡) (𝑧, 𝑎) +max

𝑎′
𝑞 (𝑡+1) (𝑧′, 𝑎′) − 𝑞 (𝑡) (𝑧, 𝑎)

)
, (4.44)

where 𝑞 (𝑡) (𝑧, 𝑎) denotes the estimate of the aggregate state-action value associated with state 𝑧 and

action 𝑎 at time 𝑡. In Step 4, we increment the time index 𝑡 and repeat along the sampled trajectory

until the horizon is reached.

We run our state-aggregate Q-learning algorithm with six constant learning rates (0.1, 0.05,

0.025, 0.01, 0.005, and 0.0025) and train for 100 million episodes. During training, we evaluate
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the incumbent policy via one million Monte Carlo simulations every million episodes. The figure

below shows the learning curves, highlighting the curve for the best learning rate in retrospect.

Also shown is the value of the QDP policy, executed with learning rate 𝜂 = 1000.0 and our usual

stopping tolerance 𝜖 = 10−6.
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The best trained value obtained by state-aggregated Q-learning is 13.6% lower than the value of

the QDP policy. The learning curve does not seem to converge to the optimal value, but it plateaus

at the value of a suboptimal aggregated policy and the policies are markedly inferior across all

learning rates. The QPLEX value of the QDP policy is confirmed via simulation, see below. Even

though training QDP is more expensive on a per-episode basis, the overall training requirement is

dramatically reduced.

Policy Sim. Value (99.7% CI) Training Episodes

Best Q-learning 32.7489 ± 0.0034 100 million

QDP 37.9646 ± 0.0025 28

Comparing the policies below, we see that the QDP policy is monotone even without any

structural input. A monotone policy can be quite practical. (We do encounter non-monotone

policies in the presence of chance constraints, see Section 4.5.3.) The state-aggregate Q-learning

policy fails to capture this monotonicity and exhibits more erratic behavior. We also note that

the policy choice when 𝑧 = 25 for the first 10 periods is ‘N/A’ (not applicable). Here is why. In

the QPLEX model described in Section 4.4, new arrivals can begin service if a server becomes

available. Consequently, the price chosen when 𝑧 = 𝑛 + 𝑏 = 25 is relevant as long as there
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is a positive probability of a service completion during the period. Since the service duration

distribution is UniM in this example, arrivals in the first period cannot finish their service before

𝑡 = 11.

0

5

10

15

20

25

Nu
m

be
r o

f C
us

to
m

er
s i

n 
Sy

st
em

Price Actions
N/A
0.1
0.2
0.3
0.4
0.5

0.6
0.7
0.8
0.9
1.0
Reject

QDP Policy
Number of Servers

0 10 20 30 40
Time

0

5

10

15

20

25

Nu
m

be
r o

f C
us

to
m

er
s i

n 
Sy

st
em

Best Q-learning Policy
Number of Servers

The QDP policy captures the nonstationarity and the interaction between the arrival rate func-

tions and the service distribution, which is uniform on {11, . . . , 20}. More specifically:

1. The QDP policy uses the highest prices (0.8, 0.9, and 1.0) for 𝑡 = 0, . . . , 11 (the first two

arrival plateaus), reserving capacity for anticipated high-value demand even at the cost of

initially incurring more idleness.

2. It rejects arrivals when 𝑡 ≤ 4 and 𝑧 = 19, even with one idle server, because even the

highest price can bring multiple customers at once and force buffering; with the chosen

service duration distribution, near-term completions are impossible, so this buffering risk

incurs the substantial waiting cost 𝑐𝑊 = 0.1 per period. This phenomenon disappears later

as completion probabilities increase.

3. Between plateaus, the QDP policy lowers prices anticipatively (e.g., starting at 𝑡 = 13–16

118



ahead of the true valley 𝑡 = 15–19), balancing reserving capacity for future high-value arrivals

against admitting customers to start service earlier.

4. The lowest-price region occurs around 𝑡 = 27 rather than 𝑡 = 15, reflecting recognition of the

arrival rate function shape.

5. From 𝑡 = 36 onward, the QDP policy correctly rejects all customers to avoid terminal cost

risk. This is indeed optimal and here is an explanation. A customer who arrives in period 36

and can immediately begin their service will complete it by time 𝑇 = 50 (and thus avoid the

terminal penalty) only if their service duration is less than 14, which occurs with probability

0.3. Since the expected reward for such an arrival is at most 1− (1−0.3) × (1.5) = −0.05 < 0,

it does not pay to accept any customers at time 𝑡 = 36, and clearly any time 𝑡 > 36. The

Q-learning policy does not prescribe this behavior.

4.5.3 Incorporating Service Level Chance Constraints

We replace the waiting and terminal cost structure with a more challenging per-period service

level chance constraint

P(the buffer is nonempty at time 𝑡) ≤ 𝛼, (4.45)

for all 𝑡 = 1, . . . , 𝑇 . Such constraints substantially increase the problem difficulty for conventional

approaches, and none of the exact solution approaches from Section 4.5.1 apply even in very

special settings such as small problem instances. Our algorithm, on the other hand, can readily

accommodate such chance constraints. Recall that we optimize a penalized objective that trades

off performance and constraint violation, see Section 4.4.2.

The QDP Policy

We consider the example in Section 4.5.2 with the following modifications. First, we replace

the costs with a per-period chance constraint by setting 𝑐𝑊 = 𝑐𝑇 = 0 and using 𝛼 = 0.05, thus
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limiting the probability of a nonempty buffer. We apply our algorithm with learning rate 𝜂 = 1.0,

constraint-violation penalty parameter 𝐶 = 100.0, and penalty exponent 𝑘 = 1.0. For this example

the iterate values exhibit persistent oscillations with this constant step size, and so we terminate

after 5,000 episodes.

The maximum QPLEX-predicted value of 48.7499 is achieved at episode 3,308, and the QPLEX-

predicted value reaches 99% of this maximum at episode 407 and all subsequent episodes. It takes

67 seconds to complete 500 episodes and 10 minutes to complete all 5,000 episodes. The (pure)

QDP policy after 5,000 episodes has a QPLEX-predicted revenue of 48.7092 and simulation with

10 million replications estimates the revenue to be 48.6418 ± 0.0029 with 99.7% confidence. The

figure below shows the QPLEX-predicted probabilities of a nonempty buffer at each time for the

QDP policy as well as the estimated probabilities using simulation. This QDP policy effectively

meets the service level constraints for all practical purposes: the maximum estimated probability

is 0.0523 in the simulation, and quite a few of the constraints are (empirically) nearly binding.
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The policy found by our algorithm is shown below. We note that the policy is not necessarily

monotone during the intervals where the service-level constraints are nearly binding. Prices are

highest in the periods immediately preceding such intervals.
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We remark that our algorithm extends to a broad class of chance constraints and distribution-

dependent objectives; the service-level constraint in (4.45) is only a special case.

A Comparison with Exhaustive Simulation

Let’s consider how one may use discrete event simulation (DES) to solve this problem. For a

given policy, DES can simultaneously estimate the objective and the probability of feasibility. For

this problem instance, the number of replications required to ensure a reasonable confidence that

the service level constraints are being met is not an insignificant challenge. The real challenge,

however, is that the total number of dynamic policies for this problem instance is approximately

(1125)50. Consequently, to use DES one either needs to restrict the policy class to reduce the

number of policies considered or use some search algorithm.

We explore the option of restricting the policy class with exhaustive simulation. One possibility

is to impose time-homogeneity in the policy space, which amounts in this setting to choosing 26

prices, one price for each 𝑧. Unfortunately, the total number of policies under this restriction is

approximately 1126, which is still far too many for DES to handle. One practical approach to further

narrowing down the set of admissible policies is to restrict the policy class so that a policy assigns

a shared price for 𝑧 in (say) the sets {0, . . . , 10}, {11, . . . , 15}, {16, . . . , 20}, and {21, . . . , 25},

in effect using four experts, and to limit the available prices to 0.2, 0.4, 0.6, 0.8, 1.0, and 1.1

(reject). Under these restrictions, any admissible policy can be encoded as a four-dimensional

vector (𝑎low, 𝑎mid, 𝑎high, 𝑎buf), where each component is the posted price for a customer-count

block. With six possible prices and four customer-count blocks, there are 64 = 1296 candidate
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policies, which is now computationally feasible. We evaluate each candidate policy using one

million Monte Carlo replications, determine the chance-constraint feasibility via the empirical

distribution, and rank all feasible policies by simulated average reward. The top six policies appear

in the table below.

rank (𝑎low, 𝑎mid, 𝑎high, 𝑎buf) mean ±3 std

1 (0.8, 1.0, 1.1, 0.8) 37.6973 ± 0.0078

2 (0.8, 1.0, 1.1, 0.6) 37.6968 ± 0.0078

3 (0.8, 1.0, 1.1, 0.4) 37.6827 ± 0.0078

4 (0.8, 1.0, 1.1, 1.0) 37.6518 ± 0.0078

5 (0.8, 1.0, 1.1, 0.2) 37.6242 ± 0.0078

6 (0.8, 1.0, 1.1, 1.1) 37.5271 ± 0.0081

In practice, one million replications per policy suffice to assess feasibility: within this restricted

class, the chance constraint is rarely binding. Most policies either violate the 0.05 service-level

requirement by a significant margin or satisfy it with substantial slack. For the top six policies, we

then run 100 million simulations to validate the ranking, which provides overwhelming empirical

evidence that (0.8, 1.0, 1.1, 0.8) is the optimal feasible policy within the restricted class, with

estimated revenue of 37.6966 ± 0.00079 with 99.7% confidence. Note that there is a significant

drop in revenue (23%) as compared to the QDP policy.

Our algorithm can readily accommodate the restricted admissible policy class through a slight

modification of the architecture, by “sharing parameters” across different (𝑡, 𝑧). Here is a general

setup. Let 𝑧 represent a set of counters and let 𝑡 represent a set of time epochs. Assume we are

given a collection of pairs {(𝑧, 𝑡)} such that the 𝑧 partition the set of counters and the 𝑡 partition

the set of time epochs. In our example, the collection of pairs consists of the four elements

{((0, . . . , 10), (0, . . . , 49)), . . . , ((21, . . . , 25), (0, . . . , 49))}. We now need to update one pmf for
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each pair (𝑧, 𝑡), and we modify the updating step (4.25) as follows:

𝜃
(𝑡)
𝑧
(𝑎) ←

𝜃
(𝑡)
𝑧
(𝑎) × exp

(
𝜂 ×∑

𝑡∈𝑡
∑
𝑧∈𝑧 𝑄

(𝑡)
𝑧,𝜽 (𝑎)

)
∑
𝑎̃ 𝜃
(𝑡)
𝑧
(𝑎̃) × exp

(
𝜂 ×∑

𝑡∈𝑡
∑
𝑧∈𝑧 𝑄

(𝑡)
𝑧,𝜽 (𝑎̃)

) . (4.46)

Using this modification, our algorithm can readily accommodate other types of policy class restric-

tions, such as non-dynamic pricing (one price for each 𝑧, independent of 𝑡) and time-varying but

offline (non-adaptive) pricing (one price for each 𝑡, independent of 𝑧).

Adopting this modification of the architecture, our algorithm produces the very same (presum-

ably optimal) policy using only 100 training episodes (with learning rate 𝜂 = 0.001 but otherwise

the same hyperparameters as before).

Comparison with Memoryless-Service Approximation

One often avoids working with general service duration distributions and instead works with

memoryless distributions to substantially reduce the size of the state space. In the presence of chance

constraints, however, even in that case, such problems cannot be solved by standard methods because

accurate (approximate) tail probabilities are needed. The nonlinear Markov chain framework from

this chapter applies in this small-state space setting, using standard Markov transition probabilities

but with nonlinearities appearing in the immediate rewards. However, QPLEX is not needed.

This subsection considers the same example as in Section 4.5.3, but without any restriction on

the policy class and with the full action set restored. We compare the QDP policy with the policy

found by working with geometric service duration distributions (with the same mean) and the

reduced state space. As we demonstrate next, the memoryless-service approximation can be highly

misleading and may lead to policies that exhibit severe violations of the service-level constraints.

We use our algorithm to solve this problem using a truncated geometric service duration

distribution, which, modulo truncation, is equivalent to working with the small-state setting. (We

again use a learning rate of 1.0 for 5,000 steps and a tolerance of 10−6 to cut off the right tail and

ensure via a root finding procedure that we match the mean of the original distribution.) Evaluating
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this ‘geometric-approximation’ policy using QPLEX yields a QPLEX-predicted revenue of 54.8306

if we use the (incorrect) truncated geometric service duration distribution and a QPLEX-predicted

revenue of 48.8075 if we use the (correct) UniM service duration distribution. Thus, there is a

significant gap in predicted revenue when using the correct service distribution. Note that the

geometric-approximation policy results in a slightly higher revenue than the QDP policy’s QPLEX-

predicted revenue of 48.7092.

The figure below shows for the geometric-approximation policy the probabilities of a nonempty

buffer at each time under the memoryless assumption, as well as the estimated probabilities using

simulation with the correct service distribution. We can see that the probabilities under the mem-

oryless assumption suggest that the service level constraints are satisfied, but the true probabilities

tell a markedly different story: many constraints are severely violated. (This is the reason for

the higher revenue obtained with the policy that calculated using the truncated geometric service

duration distribution.) The conclusion for this example is that using the memoryless approximation

in lieu of the true service duration distribution as a means to reduce run times can lead to policies

that will turn out to be highly infeasible, and suggests that using this approximation to solve some

problem instances may not be reliable. Even in the absence of chance constraints, exponential-

service approximations can be unreliable for problems similar to the example in Section 4.5.2, as

they may lead to substantially inferior policies compared with those obtained by our algorithm.
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Appendix A: Proofs and Supplementary Material for Chapter 2

A.1 Useful Lemmas and Missing Proofs

A.1.1 Convergence of Normal Variables with Empirical Variances

Lemma A.1. For a fixed 𝑛 and given 𝑃̂𝑛, let 𝑍̂𝑛 be the weak limit of
√
𝑚(𝜓𝑚 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) as

𝑚 → ∞. Let 𝑍0 be the weak limit of
√
𝑚(𝜓𝑚 (𝑃) − 𝜓(𝑃)). Under the same assumptions as

Theorem 2.7, for any Borel set 𝐷,

|P∗(𝑍̂𝑛 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) | → 0 in probability,

as 𝑛→∞.

Proof. Consider the ASGD case now, and the SGD case can be treated similarly. By the classical

convergence result for ASGD (see Polyak and Juditsky 1992), we have the following:

𝑍̂𝑛 ∼ 𝑁 (0, 𝜎2
𝑛 ), 𝜎2

𝑛 = 𝐺𝑛 (𝑥𝑛)−1𝑆𝑛 (𝑥𝑛)𝐺𝑛 (𝑥𝑛)−1,

𝑍0 ∼ 𝑁 (0, 𝜎2), 𝜎2 = 𝐺 (𝑥∗)−1𝑆(𝑥∗)𝐺 (𝑥∗)−1.

As a result, |P∗(𝑍̂𝑛 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) | is a continuous function of entries of 𝐺𝑛 (𝑥𝑛) and 𝑆𝑛 (𝑥𝑛).

Therefore, it suffices to prove that (𝐺𝑛 (𝑥𝑛))𝑖, 𝑗 → (𝐺 (𝑥∗))𝑖, 𝑗 and (𝑆𝑛 (𝑥𝑛))𝑖, 𝑗 → (𝑆(𝑥∗))𝑖, 𝑗 in

probability, for each 𝑖, 𝑗 ∈ {1, . . . , 𝑑}.

To simplify the notation, let us define 𝑄 𝑓 (𝑥) ≜
∫
𝑓 (𝑥, 𝜁)𝑄(𝑑𝜁) for a function 𝑓 of 𝜁 param-

eterized by 𝑥 and a probability measure 𝑄. Then, (𝐺𝑛 (𝑥𝑛))𝑖, 𝑗 = 𝑃̂𝑛𝜕
2
𝑖, 𝑗
ℎ(𝑥𝑛) and (𝐺 (𝑥∗))𝑖, 𝑗 =
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𝑃𝜕2
𝑖, 𝑗
ℎ(𝑥∗). Consider the following decomposition:

(𝐺𝑛 (𝑥𝑛))𝑖, 𝑗 − (𝐺 (𝑥∗))𝑖, 𝑗

=

(
𝑃̂𝑛𝜕

2
𝑖, 𝑗ℎ(𝑥𝑛) − 𝑃𝜕2

𝑖, 𝑗ℎ(𝑥𝑛)
)
+

(
𝑃𝜕2

𝑖, 𝑗ℎ(𝑥𝑛) − 𝑃𝜕2
𝑖, 𝑗ℎ(𝑥∗)

)
.

(A.1)

By Assumption 2.1, 𝑃𝜕2
𝑖, 𝑗
ℎ(𝑥) is continuous in 𝑥. Combined with the fact that 𝑥𝑛 converges to 𝑥∗

in probability, the second term in (A.1) converges to 0 in probability.

By Assumption 2.5, F𝑖, 𝑗 is 𝑃-Glivenko-Cantelli, and the first term in (A.1) vanishes

���𝑃̂𝑛𝜕2
𝑖, 𝑗ℎ(𝑥𝑛) − 𝑃𝜕2

𝑖, 𝑗ℎ(𝑥𝑛)
��� ≤ sup

𝑓 ∈F𝑖, 𝑗
|𝑃̂𝑛 𝑓 − 𝑃 𝑓 |

𝑎𝑠∗−−→ 0. (A.2)

So we conclude that (𝐺𝑛 (𝑥𝑛))𝑖, 𝑗 − (𝐺 (𝑥∗))𝑖, 𝑗 converges to 0 in probability.

By definition, (𝑆𝑛 (𝑥𝑛))𝑖, 𝑗 = 𝑃̂𝑛𝜕𝑖ℎ(𝑥𝑛)𝜕𝑗ℎ(𝑥𝑛) and (𝑆(𝑥∗))𝑖, 𝑗 = 𝑃𝜕𝑖ℎ(𝑥∗)𝜕𝑗ℎ(𝑥∗). Define

F̃𝑖, 𝑗 = {𝜕𝑖ℎ(𝑥, 𝜁)𝜕𝑗ℎ(𝑥, 𝜁) : 𝑥 ∈ X}. By Assumption 2.1, there is a constant 𝑚 depending on 𝐿

such that |𝜕𝑖ℎ(𝑥1, 𝜁)𝜕𝑗ℎ(𝑥1, 𝜁)−𝜕𝑖ℎ(𝑥2, 𝜁)𝜕𝑗ℎ(𝑥2, 𝜁) | < 𝑚∥𝑥1−𝑥2∥, for all 𝑥1, 𝑥2, and 𝜁 . Therefore,

F̃𝑖, 𝑗 is 𝑃-Glivenko-Cantelli. The remaining proof follows the same arguments as in the proof of

(𝐺𝑛 (𝑥𝑛))𝑖, 𝑗 − (𝐺 (𝑥∗))𝑖, 𝑗
𝑃−→ 0. Hence, we conclude that |P∗(𝑍̂𝑛 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) | → 0 in

probability. □

A.1.2 ASGD and SAA Have Asymptotically Negligible Discrepancy

Theorem A.2. Under the same assumptions as Theorem 2.7, the outputs of ASGD and SAA have

an asymptotically negligible discrepancy in the sense that

√
𝑛(𝑥𝑛 − 𝑥𝑛) → 0 in probability.
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Proof. Let Δ̄𝑛 = 𝑥𝑛 − 𝑥∗, the residual of ASGD. Define Δ̄1
𝑛 by

Δ1
0 = 𝑥0 − 𝑥∗,

Δ1
𝑡 = Δ1

𝑡−1 − 𝜂𝑡𝐺 (𝑥
∗)Δ1

𝑡−1 + 𝜂𝑡𝜉𝑡 , 𝜉𝑡 = ∇ℎ(𝑥𝑡−1, 𝜁𝑡) − ∇𝐻 (𝑥𝑡−1), ∀𝑡 = 1, . . . , 𝑛,

Δ̄1
𝑛 =

1
𝑛

𝑛∑︁
𝑡=1

Δ1
𝑡 .

We use superscript 1 to indicate that Δ̄1
𝑛 is an approximated version of Δ̄𝑛. Moreover, Δ̄1

𝑛 is also the

residual of the ASGD solution for minimizing 1
2𝐺 (𝑥

∗) (𝑥 − 𝑥∗)2 with gradient noise sequence {𝜉𝑡}𝑡 .

Consider the following decomposition:

√
𝑛(𝑥𝑛 − 𝑥𝑛)

=
√
𝑛(Δ̄𝑛 − Δ̄1

𝑛) +
√
𝑛(Δ̄1

𝑛 −
1
𝑛

𝑛∑︁
𝑡=1

𝐺 (𝑥∗)−1𝜉𝑡) −
√
𝑛(𝑥𝑛 − 𝑥∗ −

1
𝑛

𝑛∑︁
𝑡=1

𝐺 (𝑥∗)−1𝜉𝑡).

It suffices to show that all three terms in the above decomposition vanish. In the decomposition,

the first term describes the closeness of Δ̄𝑛 and its approximation with the same gradient noises

but a surrogate objective. By the proof of Theorem 2, part 4 in Polyak and Juditsky 1992,
√
𝑛(Δ̄𝑛 − Δ̄1

𝑛)
𝑃−→ 0. The second term follows from the classical stochastic approximation result

for linear problem. In particular, by the proof of Theorem 1, part 1 in Polyak and Juditsky

1992,
√
𝑛

(
Δ̄1
𝑛 − 1

𝑛

∑𝑛
𝑡=1𝐺 (𝑥∗)−1𝜉𝑡

)
𝑃−→ 0. The last term converges to 0 in probability by standard

M-estimator theory; see, for example, Theorem 5.21 in Vaart 2000. □

A.1.3 Discussion on Assumptions

The following set of assumptions is listed in Shao and Zhang 2022 to guarantee a Berry-Esseen

type bound for the residual of ASGD.

Assumption A.3. There exists a constant 𝜏0 > 0 such that ∥𝑥0 − 𝑥∗∥4 ≤ 𝜏0.

Assumption A.4. The sequence {∇ℎ(𝑥𝑡−1, 𝜁𝑡) − ∇𝐻 (𝑥𝑡−1)}𝑡 is independent of 𝑥0, and for each
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𝑡 ≥ 1, ∇ℎ(𝑥𝑡−1, 𝜁𝑡) − ∇𝐻 (𝑥𝑡−1) admits the following decomposition:

∇ℎ(𝑥𝑡−1, 𝜁𝑡) − ∇𝐻 (𝑥𝑡−1) = 𝜉𝑡 + 𝛾𝑡 ,

where:

1. {𝜉𝑡} is a sequence of independent random variables and E[𝜉𝑖] = 0 and E[𝜉𝑖𝜉⊤𝑖 ] = Σ𝑖; there

exist positive numbers 𝜆1 and 𝜆2 such that for any 𝑖 ≥ 1, 𝜆1 ≤ 𝜆𝑚𝑖𝑛 (Σ𝑖) ≤ 𝜆𝑚𝑎𝑥 (Σ𝑖) ≤ 𝜆2;

moreover, there exists a positive number 𝜏 such that max𝑖 ∥𝜉𝑖∥4 ≤ 𝜏.

2. Let F0 = 𝜎(𝑥0), and for each 𝑡 ≥ 0, F𝑡 = 𝜎(𝑥0, 𝜁𝑘 |𝑘 ≤ 𝑡); let 𝑔(·, ·) : R𝑑 × R𝑑 → R𝑑 , and let

the random variable 𝛾𝑡 = 𝑔(𝑥𝑡−1, 𝜁𝑡) satisfy E[𝛾𝑡 |F𝑡−1] = 0. For any 𝑥 and 𝑥′, there exists a

non-negative constant 𝑐1 ≥ 0 such that

𝑔(𝑥, 𝜁) − 𝑔(𝑥′, 𝜁) ≤ 𝑐1∥𝑥 − 𝑥′∥ and 𝑔(𝑥∗, 𝜁) = 0,

for all 𝜁 ∈ R𝑑 .

Assumption A.5. The function 𝐻 is 𝐿-smooth and strongly convex with convexity constant 𝜇 > 0.

Assumption A.6. There exist positive constants 𝑐2 and 𝛽 such that for all 𝑥 with ∥𝑥 − 𝑥∗∥ ≤ 𝛽:

∥𝐺 (𝑥) − 𝐺 (𝑥∗)∥ ≤ 𝑐2∥𝑥 − 𝑥∗∥.

Lemma A.7. Consider the ASGD procedure (2.2). Under Assumptions A.3 to A.6, for any Borel

set 𝐷, we have:

1. if 𝛼 ∈ ( 12 , 1),

|P(
√
𝑛Σ
− 1

2
𝑛 (𝑥𝑛 − 𝑥∗) ∈ 𝐷) − P(𝑍 𝐴𝑆𝐺𝐷 ∈ 𝐷) | ≤ 𝐶 (𝑑3/2 + 𝜏3 + 𝜏3

0 ) (𝑑
1/2𝑛−1/2 + 𝑛−𝛼+1/2);
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2. if 𝛼 = 1, for any 𝜖 > 0,

|P(
√
𝑛Σ
− 1

2
𝑛 (𝑥𝑛 − 𝑥∗) ∈ 𝐷) − P(𝑍 𝐴𝑆𝐺𝐷 ∈ 𝐷) | ≤ 𝐶 (𝑑3/2 + 𝜏3 + 𝜏3

0 )𝑛
−1/2+𝜖𝑑1/2.

Our Assumptions 2.1 to 2.3 imply the above set of assumptions. Specifically, Assumption 2.1

implies Assumption A.6. Assumptions A.3 and A.5 are implied by Assumptions 2.1 and 2.3. To

see that our assumptions imply Assumption A.4, let 𝑔(𝑥, 𝜁) = ∇ℎ(𝑥, 𝜁) − ∇ℎ(𝑥∗, 𝜁) − ∇𝐻 (𝑥), and

𝜉𝑡 = ∇ℎ(𝑥∗, 𝜁𝑡). Given Assumption 2.3, and with 𝜉𝑡 and 𝛾𝑡 = 𝑔(𝑥𝑡−1, 𝜁𝑡), it follows that E[𝜉𝑡𝜉⊤𝑡 ] =

E[∇ℎ(𝑥∗, 𝜁𝑡)∇ℎ(𝑥∗, 𝜁𝑡)⊤] ≡ 𝑆(𝑥∗). Consequently, the first condition of Assumption A.4 holds.

The martingale-difference structure of 𝑔, which is part of the second condition of Assumption A.4,

stems from Assumption 2.2. One can also verify that 𝑔(𝑥∗, 𝜁) = 0 by direct calculation. For the

Lipschitz property of 𝑔, notice that

∥𝑔(𝑥, 𝜁) − 𝑔(𝑥′, 𝜁)∥ ≤ ∥∇ℎ(𝑥, 𝜁) − ∇ℎ(𝑥′, 𝜁)∥ + ∥∇𝐻 (𝑥) − ∇𝐻 (𝑥′)∥,

where the right-hand-side is bounded by a constant multiple of ∥𝑥 − 𝑥′∥ since the Hessian of both

ℎ and 𝐻 have bounded spectrums, as stated in Assumption 2.1.

To conclude, the two bounds in Lemma A.7 hold under our assumptions.

A.1.4 Proof of Theorem 2.8 in the ASGD Case

Proof. Let 𝐷 be a Borel set. Consider 𝛼 ∈ ( 12 , 1) first. As discussed in Chapter 2, it is sufficient to

establish the relationship (2.14). Specifically, we will show that there exist (𝜏0, 𝜏, 𝐶̂) such that for

any 𝛿 > 0, there is an integer 𝑁 (depending on 𝛿), satisfying

sup
𝑛>𝑁

|P∗(
√
𝑛(𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) ∈ 𝐷) − P∗(𝑍̂𝑛 ∈ 𝐷) |

≤ 𝐶̂ (𝑑3/2 + 𝜏3 + 𝜏3
0 ) (𝑑

1/2𝑛−1/2 + 𝑛−𝛼+1/2),
(A.3)

with probability at least 1 − 𝛿.
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By Lemma A.7, we have the following Berry-Esseen bound for fixed data distribution 𝑃:

|P(
√
𝑛(𝜓𝑛 (𝑃) − 𝜓(𝑃)) ∈ 𝐷) − P(𝑍0 ∈ 𝐷) |

≤𝐶 (𝑑3/2 + 𝜏3 + 𝜏3
0 ) (𝑑

1/2𝑛−1/2 + 𝑛−𝛼+1/2),
(A.4)

where 𝐶 = 𝐶 (𝜂, 𝜆1, 𝜆2, 𝛼, 𝑙, 𝐿) > 0 is a constant independent of 𝐷, 𝑑, 𝜏, and 𝜏0. It remains to

specify 𝐶̂, 𝜏, and 𝜏0 in (A.3).

Consider 𝜏0 first. Let 𝜖0, 𝛿0 > 0, and set 𝜏0 = (1 + 𝜖0)𝜏0. By Assumptions 2.1 and 2.4 and

M-estimator theory (see Vaart 2000 for example), we have 𝜓(𝑃̂𝑛)
𝑃−→ 𝜓(𝑃). As a result, there is

𝑁0 = 𝑁0(𝜖0, 𝛿0) such that for any 𝑛 > 𝑁0, we have ∥𝜓(𝑃) −𝜓(𝑃̂𝑛)∥ < 𝜖0𝜏0 with probability at least

1 − 𝛿0. Consider the decomposition ∥𝑥0 − 𝜓(𝑃̂𝑛)∥ ≤ ∥𝑥0 − 𝜓(𝑃)∥ + ∥𝜓(𝑃) − 𝜓(𝑃̂𝑛)∥. Therefore,

for any 𝑛 > 𝑁0, P(∥𝑥0 − 𝜓(𝑃̂𝑛)∥ ≤ 𝜏0) > 1 − 𝛿0.

Next, consider 𝜏. For any 𝑛 > 𝑁0,

∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁)∥4 ≤ ∥∇ℎ(𝜓(𝑃), 𝜁)∥4 + ∥∇ℎ(𝜓(𝑃), 𝜁) − ∇ℎ(𝜓(𝑃̂𝑛), 𝜁)∥4

≤ ∥∇ℎ(𝜓(𝑃), 𝜁)∥4 + 𝐿𝜏0,

where 𝜁 follows distribution 𝑃̂𝑛. By the law of large numbers, for the first term, we have

∥∇ℎ(𝜓(𝑃), 𝜁)∥4
𝑛→∞−−−−→ ∥∇ℎ(𝜓(𝑃), 𝜁)∥4 ≤ 𝜏0.

As a result, ∥∇ℎ(𝜓(𝑃), 𝜁)∥4 is bounded by a constant not depending on 𝑛. So we conclude that

there exists such a 𝜏 that ∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁)∥4 ≤ 𝜏 for all 𝑛 > 𝑁0.

To determine 𝐶̂, it suffices to find 𝜆̂1, 𝜆̂2, 𝑙 and 𝐿̂, since 𝛼 and 𝜂 are not affected by the underlying

data distribution 𝑃.

Consider 𝜆̂1 and 𝜆̂2 first. 𝑆(𝑥) ≜ E𝜁∼𝑃 [∇ℎ(𝑥, 𝜁) (∇ℎ(𝑥, 𝜁))⊤] and the corresponding empirical
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version 𝑆𝑛 (𝑥) ≜ E𝜁∼𝑃̂𝑛
[∇ℎ(𝑥, 𝜁) (∇ℎ(𝑥, 𝜁))⊤]. We have:

∥(𝑆𝑛 (𝜓(𝑃̂𝑛)) − 𝑆(𝑥∗))∥ ≤ ∥(𝑆𝑛 (𝜓(𝑃̂𝑛)) − 𝑆𝑛 (𝑥∗))∥ + ∥(𝑆𝑛 (𝑥∗) − 𝑆(𝑥∗))∥. (A.5)

Consider the first term on the right-hand side of (A.5). We have:

∥(𝑆𝑛 (𝜓(𝑃̂𝑛)) − 𝑆𝑛 (𝑥∗))∥

=∥E𝜁∼𝑃̂𝑛
[∇ℎ(𝜓(𝑃̂𝑛), 𝜁) (∇ℎ(𝜓(𝑃̂𝑛), 𝜁))⊤ − ∇ℎ(𝑥∗, 𝜁) (∇ℎ(𝑥∗, 𝜁))⊤] ∥

≤∥E𝜁∼𝑃̂𝑛
[∇ℎ(𝜓(𝑃̂𝑛), 𝜁) (∇ℎ(𝜓(𝑃̂𝑛), 𝜁))⊤ − ∇ℎ(𝑥∗, 𝜁) (∇ℎ(𝜓(𝑃̂𝑛), 𝜁))⊤] ∥

+ ∥E𝜁∼𝑃̂𝑛
[∇ℎ(𝜓(𝑃̂𝑛), 𝜁) (∇ℎ(𝑥∗, 𝜁))⊤ − ∇ℎ(𝜓(𝑃), 𝜁) (∇ℎ(𝑥∗, 𝜁))⊤] ∥

≤E𝜁∼𝑃̂𝑛
[∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁) − ∇ℎ(𝑥∗, 𝜁)∥∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁)∥]

+ E𝜁∼𝑃̂𝑛
[∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁) − ∇ℎ(𝑥∗, 𝜁)∥∥∇ℎ(𝑥∗, 𝜁)∥]

≤E[𝐿∥𝜓(𝑃̂𝑛) − 𝑥∗∥∥∇ℎ(𝜓(𝑃̂𝑛), 𝜁)∥] + E[𝐿∥𝜓(𝑃̂𝑛) − 𝑥∗∥∥∇ℎ(𝜓(𝑃), 𝜁)∥]
𝑃−→ 0.

In the above derivations, the first and second inequalities follow standard inequalities. The third

inequality follows from Assumption 2.1. The last convergence holds since ∥𝜓(𝑃̂𝑛) − 𝑥∗∥ converges

to 0 in probability and the remaining factors are bounded.

The second term of (A.5), ∥(𝑆𝑛 (𝑥∗) − 𝑆(𝑥∗))∥, converges to 0 almost surely by the law of large

numbers. As a result, for any 𝜖1, 𝛿1 > 0, there is 𝑁 = 𝑁 (𝜖1, 𝛿1, 𝜖0, 𝛿0) > 𝑁0 such that, ∀𝑛 > 𝑁 ,

eigenvalues of 𝑆𝑛 (𝜓̂(𝑃̂𝑛)) lies in [ 1
1+𝜖𝜆1, (1 + 𝜖)𝜆2] with probability at least 1 − 𝛿1. So we can

choose 𝜆̂1 = 1
1+𝜖𝜆1 and 𝜆̂2 = (1 + 𝜖)𝜆2.

In a similar manner, we can obtain desired constants 𝑙 and 𝐿̂ and conclude the proof for (A.3).

Now, we consider 𝛼 = 1. Similar to the case when 𝛼 ∈ ( 12 , 1), it suffices to show that there

exists a 4-tuple (𝜏0, 𝜏, 𝐶̂, 𝑁) such that for any 𝜖 > 0:

sup
𝑛>𝑁

|P∗(
√
𝑛(𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) ∈ 𝐷) − P∗(𝑍̂𝑛 ∈ 𝐷) | ≤ 𝐶̂ (𝑑

3
2 + 𝜏3 + 𝜏3

0 )𝑛
− 1

2+𝜖𝑑
1
2 . (A.6)
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Theorem 3.4 in Shao and Zhang 2022 gives that when 𝛼 = 1, for all 𝜖 > 0,

|P(
√
𝑛(𝜓𝑛 (𝑃) − 𝜓(𝑃)) ∈ 𝐷) − P(𝑍0 ∈ 𝐷) | ≤ 𝐶 (𝑑3/2 + 𝜏3 + 𝜏3

0 )𝑛
− 1

2+𝜖𝑑
1
2 , (A.7)

where 𝐶 = 𝐶 (𝜂, 𝜆1, 𝜆2, 𝛼, 𝑙, 𝐿) > 0 is a constant independent of 𝐷, 𝑑, 𝜏, and 𝜏0. By the same

arguments, we can derive (A.6) from (A.7). □

A.1.5 Proof of Theorem 2.8 in the SGD Case

Before proving Theorem 2.8 in the SGD case, we state Corollary 2.3 from Shao and Zhang

2022 that plays a critical role in our proof.

Lemma A.8 (Shao and Zhang 2022). Let 𝑇 be a d-dimensional statistic. Suppose that 𝑇 =

𝑇 (𝜁1, . . . , 𝜁𝑛) admits the decomposition 𝑇 = 𝑊 + 𝐷, where𝑊 =
∑𝑛
𝑖=1 𝑓𝑖 (𝜁𝑖) satisfies:

E[ 𝑓𝑖 (𝜁𝑖)] = 0,∀𝑖, and
𝑛∑︁
𝑖=1

E[ 𝑓𝑖 (𝜁𝑖) ( 𝑓𝑖 (𝜁𝑖))⊤] = Σ𝑛,

where 0 < 𝜎𝑛 = 𝜆𝑚𝑖𝑛 (Σ𝑛), and 𝑓 is some mapping to R𝑑 . Define 𝛾𝑛 =
∑𝑛
𝑖=1 E∥ 𝑓𝑖 (𝜁𝑖)∥3. Let Δ

and (Δ(𝑖))1 ≤ 𝑖 ≤ 𝑛 be random variables such that Δ ≥ ∥𝐷∥ and Δ(𝑖) is independent of 𝜁𝑖. Let

𝑍0 ∼ N(0, 𝐼𝑑). Then, for any Borel set 𝐷,

|P(Σ−1/2
𝑛 𝑇 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) |

≤ 259𝜎−3/2
𝑛 𝑑1/2𝛾𝑛 + 2𝜎−1

𝑛 E[∥𝑊 ∥Δ] + 2𝜎−1
𝑛

𝑛∑︁
𝑖=1

E[∥ 𝑓𝑖 (𝜁𝑖)∥ |Δ − Δ(𝑖) |] .

The above lemma gives the Berry-Esseen bound for any statistic 𝑇 that has a specific decom-

position. Now we are ready to prove Theorem 2.8 in the SGD case.

Proof. We start with the following recursive formula derived from (2.2):

𝑥𝑘+1 − 𝑥∗ = 𝑥𝑘 − 𝑥∗ − 𝜂𝑘𝐺 (𝑥∗) (𝑥𝑘 − 𝑥∗) − 𝜂𝑘𝛿𝑘 − 𝜂𝑘𝐸𝑘 , (A.8)
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where 𝛿𝑘 ≜ 𝛿(𝑥𝑘 ) = ∇𝐻 (𝑥𝑘 ) − 𝐺 (𝑥∗) (𝑥𝑘 − 𝑥∗), and 𝐸𝑘−1 = ∇ℎ(𝑥𝑘−1, 𝜁𝑘 ) − ∇𝐻 (𝑥𝑘−1).

Let 𝐺 (𝑥∗) = 𝑈Λ𝑈⊤ be the singular value decomposition of 𝐺 (𝑥∗), where Λ is the diagonal

matrix consisting of eigenvalues of 𝐺 (𝑥∗). Then, (A.8) becomes 𝑑 parallel updates with respect

to 𝑥′𝑛 = 𝑈⊤𝑥𝑛, ∇ℎ′ = 𝑈⊤∇ℎ. As a result, we can assume 𝑑 = 1 without loss of generality. In this

case, 𝐺 (𝑥∗) becomes a scalar, and we let 𝛼1 = 𝐺 (𝑥∗), using the notation 𝛼1 later on so that it is not

recognized as a matrix.

The goal is to show that

sup
𝑡

|P∗(
√
𝑛(𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) ≤ 𝑡) − P∗(𝑍̂𝑛 ≤ 𝑡) | → 0, in probability as 𝑛→∞,

where 𝑍̂𝑛 ∼ N(0, 𝜎̃2(𝑃̂𝑛)), and 𝜎̃2(𝑃) = 𝜂2(2𝜂𝛼1 − 1)−1Var𝜁∼𝑃 (∇ℎ(𝜓(𝑃), 𝜁)) for generic distri-

bution 𝑃.

Define 𝛽𝑚𝑛 =
∏𝑛

𝑗=𝑚+1(1−𝜂 𝑗𝛼1) ∈ R and ℎ𝑛 = (
∑𝑛
𝑚=1 𝛼

2
1𝜂

2
𝑚𝛽

2
𝑚𝑛)−

1
2 ∈ R. We have the following

closed-form expression of ℎ𝑛𝑥𝑛+1,

ℎ𝑛 (𝑥𝑛+1 − 𝑥∗) = ℎ𝑛𝛽0𝑛 (𝑥1 − 𝑥∗) − ℎ𝑛
𝑛∑︁

𝑚=1
𝜂𝑚𝛽𝑚𝑛𝛿𝑚 − ℎ𝑛

𝑛∑︁
𝑚=1

𝜂𝑚𝛽𝑚𝑛𝐸𝑚 .

To simplify the notation later on, let 𝐼 (1)𝑛 , 𝐼 (2)𝑛 , and 𝐼
(3)
𝑛 represent the three terms on the right-

hand side respectively. Namely, 𝐼 (1)𝑛 = ℎ𝑛𝛽0,𝑛 (𝑥1 − 𝑥∗), 𝐼 (2)𝑛 = ℎ𝑛
∑𝑛
𝑚=1 𝜂𝑚𝛽𝑚𝑛𝛿𝑚 and 𝐼

(3)
𝑛 =

ℎ𝑛
∑𝑛
𝑚=1 𝜂𝑚𝛽𝑚𝑛𝐸𝑚.

Let 𝑌𝑛 (𝑃) =
√
𝑛(𝜓𝑛 (𝑃) − 𝜓(𝑃)), and define 𝐼 (𝑖)𝑛 (𝑃) in a similar manner when addressing the

underlying data distribution. Note that 𝐼 (1)𝑛 is deterministic and does not depend on 𝑃. Consider

the following decomposition:

|P∗(
√
𝑛(𝜓𝑛 (𝑃̂𝑛) − 𝜓(𝑃̂𝑛)) ≤ 𝑡) − P∗(𝑍𝑛 ≤ 𝑡) |

≤|P∗(𝑌𝑛 (𝑃̂𝑛) ≤ 𝑡) − P∗(𝑌𝑛 (𝑃̂𝑛) −
√
𝑛

ℎ𝑛
(𝐼 (1)𝑛 − 𝐼 (2)𝑛 (𝑃̂𝑛)) ≤ 𝑡) |

+ |P∗(𝑌𝑛 (𝑃̂𝑛) −
√
𝑛

ℎ𝑛
(𝐼 (1)𝑛 − 𝐼 (2)𝑛 (𝑃̂𝑛)) ≤ 𝑡) − P∗(𝑍𝑛 ≤ 𝑡) |.

(A.9)
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The remainder of this proof will show that both terms on the right-hand side converge to 0 in

probability.

To see that |P∗(𝑌𝑛 (𝑃̂𝑛) ≤ 𝑡) − P∗(𝑌𝑛 (𝑃̂𝑛) −
√
𝑛

ℎ𝑛
(𝐼 (1)𝑛 (𝑃̂𝑛) − 𝐼 (2)𝑛 (𝑃̂𝑛)) ≤ 𝑡) |

𝑃−→ 0, it suffices to

verify that 𝐼 (1)𝑛 → 0 and 𝐼 (2)𝑛 (𝑃̂𝑛) → 0 conditional on 𝜁1, 𝜁2, . . . , in probability. This follows from

the (3.9𝑎) and (3.9𝑏) in Sacks 1958.

It remains to show that |P∗(𝑌𝑛 (𝑃̂𝑛) −
√
𝑛

ℎ𝑛
(𝐼 (1)𝑛 (𝑃̂𝑛) − 𝐼 (2)𝑛 (𝑃̂𝑛)) ≤ 𝑡) − P∗(𝑍𝑛 ≤ 𝑡) |

𝑃−→ 0. We will

make use of Lemma A.8 to prove this claim. Following the framework for proving the ASGD case,

it suffices to establish a bound similar to (A.4). To be specific, we need to show that, for any Borel

set 𝐷,

|𝑃(−
√
𝑛

ℎ𝑛
𝐼
(3)
𝑛 (𝑃) ∈ 𝐷) − 𝑃(𝑍̂𝑛 ∈ 𝐷) | ≤ 𝐶𝑛,

where 𝐶𝑛 converges to 0 as 𝑛 → ∞, and 𝐶𝑛 (to be specified) depends on 𝜂, 𝜆1, 𝜆2, 𝑙, 𝐿, 𝜏, and 𝜏0.

To simplify the notation, let

𝐴𝑛 = ∇ℎ(𝑥∗, 𝜁𝑛), 𝐵𝑛 = 𝐸𝑛 − 𝐴𝑛 = ∇ℎ(𝑥𝑛−1, 𝜁𝑛) − ∇ℎ(𝑥∗, 𝜁𝑛) − ∇𝐻 (𝑥𝑛−1).

We have

𝐼
(3)
𝑛 = ℎ𝑛

𝑛∑︁
𝑚=1

𝜂𝑚𝛽𝑚𝑛𝐴𝑚 + ℎ𝑛
𝑛∑︁

𝑚=1
𝜂𝑚𝛽𝑚𝑛𝐵𝑚 .

Let 𝑄𝑚𝑛 = 𝜂𝑚𝛽𝑚𝑛, and Σ̄𝑛 = ℎ
2
𝑛

∑𝑛
𝑚=1𝑄

2
𝑚𝑛𝜎̃(𝑃). Define

𝑇𝑛 ≜ Σ̄
− 1

2
𝑛 𝐼
(3)
𝑛 = 𝑊𝑛 + 𝐷𝑛,

where𝑊𝑛 =
∑𝑛
𝑚=1𝑌𝑚𝑛,𝑌𝑚𝑛 = ℎ𝑛Σ̄

− 1
2

𝑛 𝑄𝑚𝑛𝐴𝑚, and 𝐷𝑛 = ℎ𝑛
∑𝑛
𝑚=1𝑄𝑚𝑛𝐵𝑚Σ̄

− 1
2

𝑛 . Notice that {𝑌𝑚𝑛}𝑛𝑚=1

are independent and that 

E[𝑊𝑛] = 0

𝑉𝑎𝑟 (𝑊𝑛) = 1

𝑇𝑛 = 𝑊𝑛 + 𝐷𝑛
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Now, we construct Δ and {Δ(𝑖)} that will later be useful when applying Lemma A.8. The idea is

borrowed from Shao and Zhang 2022. Let (𝜁 ′1, . . . , 𝜁
′
𝑛) be an independent copy of (𝜁1, . . . , 𝜁𝑛)

and define (𝐴′1, . . . , 𝐴
′
𝑛) according to the relationship 𝐴′

𝑖
= ∇ℎ(𝑥∗, 𝜁 ′

𝑖
), 𝑖 = 1, . . . , 𝑛. For each 𝑖,

construct 𝑥𝑖1, . . . , 𝑥
𝑖
𝑛 as follows:

• If 𝑗 < 𝑖, 𝑥 (𝑖)
𝑗

= 𝑥 𝑗

• If 𝑗 = 𝑖, 𝑥 (𝑖)
𝑗

= 𝑥
(𝑖)
𝑗−1 − 𝜂 𝑗 (∇𝐻 (𝑥

(𝑖)
𝑗
) + 𝐴′

𝑗
+ 𝐵(𝑥 (𝑖)

𝑗
, 𝐴′

𝑗
))

• If 𝑗 > 𝑖, 𝑥 (𝑖)
𝑗

= 𝑥
(𝑖)
𝑗−1 − 𝜂 𝑗 (∇𝐻 (𝑥

(𝑖)
𝑗
) + 𝐴 𝑗 + 𝐵(𝑥 (𝑖)𝑗 , 𝐴 𝑗 ))

That is, (𝑥𝑖1, . . . , 𝑥
𝑖
𝑛) is obtained by running SGD with only the 𝑖-th data replaced by 𝜁 ′

𝑖
. It is worth

noting that this construction is only for the sake of establishing the Berry-Esseen type bound, and

it is not required in real applications. For each 𝑖 = 1, . . . , 𝑛, we define 𝑇 (𝑖)𝑛 ,𝑊 (𝑖)𝑛 and 𝐷 (𝑖)𝑛 following

the same procedure described above. And notice that ∀1 ≤ 𝑖 ≤ 𝑛, 𝐷 (𝑖)𝑛 ⊥⊥ 𝜁𝑖. Let Δ ≜ ∥𝐷𝑛∥ and

Δ(𝑖) ≜ ∥𝐷 (𝑖)𝑛 ∥. Then Δ(𝑖) ⊥⊥ 𝜁𝑖, ∀𝑖 = 1, . . . , 𝑛.

Applying Lemma A.8 to 𝑇𝑛 = 𝑊𝑛 + 𝐷𝑛, Δ, and {Δ(𝑖)} defined above, we obtain the following

inequality:

|P(𝑇𝑛 ∈ 𝐷) − P(𝑍0 ∈ 𝐷) | ≤ 259𝛾𝑛 + 2E[∥𝑊𝑛∥Δ] + 2
𝑛∑︁
𝑖=1

E[∥𝑌𝑖𝑛∥|Δ − Δ(𝑖) |], (A.10)

where 𝛾𝑛 =
∑𝑛
𝑖=1 E|𝑌𝑖𝑛 |3 = ℎ𝑛Σ̄

− 3
2

𝑛 𝑄3
𝑖𝑛
|𝐴𝑚 |3 and 𝑍0 follows a standard normal distribution. To

establish the desired conclusion, it remains to prove that the following three terms vanish as

𝑛→∞:

• 𝛾𝑛

• E[∥𝑊𝑛∥Δ]

•
∑𝑛
𝑖=1 E[∥𝑌𝑖𝑛∥|Δ − Δ(𝑖) |]
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Consider 𝛾𝑛 first. By the definition of 𝑌𝑚𝑛 and Σ̄𝑛, we have

𝛾𝑛 =

𝑛∑︁
𝑚=1

E[|𝑌𝑚𝑛 |3] = (
𝑛∑︁
𝑖=1

𝑄2
𝑖𝑛Σ̄

2)− 3
2

𝑛∑︁
𝑚=1

𝑄3
𝑚𝑛E[|𝐴𝑚 |3] .

Since 𝑄𝑚𝑛 = 𝜂𝑚𝛽𝑚𝑛 = 𝜂𝑚−1 ∏𝑛
𝑗=𝑚+1(1 − 𝛼1𝜂 𝑗

−1), it is not hard to derive the following sandwich

inequality (see, e.g. (2.3) in Sacks 1958)

(1 − 𝜖′𝑚)𝑚𝛼1𝜂−1𝑛−𝛼1𝜂 ≤ 𝑄𝑚𝑛 ≤ (1 + 𝜖′𝑚)𝑚𝛼1𝜂−1𝑛−𝛼1𝜂,

for any 𝑛 ≥ 𝑚, where 𝜖′𝑚 → 0 as 𝑚 → ∞. By Assumption 2.3, E[|𝐴𝑚 |3] ≤ 𝜏3, so there exists

constant 𝐶𝛾 > 0 such that

𝛾𝑛 ≤ 𝐶𝛾
𝑛∑︁
𝑗=1

𝑗3𝛼1𝜂−3(
𝑛∑︁

𝑚=1
𝑚2𝛼1𝜂−2)− 3

2 .

The magnitude of the above expression depends on the value of 𝛼1𝜂. To be specific, we have

𝛾𝑛 ≤



𝐶𝛾𝑛
− 1

2 if 𝛼1𝜂 >
2
3

𝐶𝛾𝑛
− 1

2 log 𝑛 if 𝛼1𝜂 = 2
3

𝐶𝛾𝑛
−3𝛼1𝜂+ 3

2 if 1
2 < 𝛼1𝜂 <

2
3

𝐶𝛾 (log 𝑛)− 3
2 if 𝛼1𝜂 = 1

2

𝐶𝛾 if 𝛼1𝜂 <
1
2

for some 𝐶𝛾 depending on 𝜂, 𝜆1, 𝜆2, 𝛼, 𝑙, 𝐿.
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Now, we consider E[∥𝑊𝑛∥Δ]. There exists constant 𝑐′ > 0 such that

E[|𝑊𝑛 |Δ] ≤(E[𝑊2
𝑛 ]E[Δ2]) 1

2

=(E[Δ2]) 1
2

=(E[(ℎ𝑛
𝑛∑︁

𝑚=1
𝑄𝑚𝑛𝐵𝑚Σ̄

− 1
2

𝑛 )2])
1
2

=(E[(Σ̄− 1
2 (
(∑𝑛

𝑖=1𝑄𝑖𝑛𝐵𝑖)2∑
𝑚 𝑄

2
𝑚𝑛

))2]) 1
2

=(E[Σ̄− 1
2

∑𝑛
𝑚=1𝑄

2
𝑚𝑛𝐵

2
𝑚∑𝑛

𝑚=1𝑄
2
𝑚𝑛

]) 1
2

=(Σ̄− 1
2

∑
𝑚 𝑄

2
𝑚𝑛E[𝐵2

𝑚]∑
𝑚 𝑄

2
𝑚𝑛

) 1
2

≤𝑐′(
∑𝑛
𝑖=1 𝑖

2𝛼1𝜂−2E[𝐵2
𝑚]∑𝑛

𝑚=1 𝑚
2𝛼1𝜂−2 ) 1

2 .

For any 𝑚, by Assumption 2.1,

|𝐵𝑚 | =|∇ℎ(𝑥𝑚−1, 𝜁𝑚) − ∇ℎ(𝑥∗, 𝜁𝑚) − ∇𝐻 (𝑥𝑚−1) + ∇𝐻 (𝑥∗) |

≤|∇ℎ(𝑥𝑚−1, 𝜁𝑚) − ∇ℎ(𝑥∗, 𝜁𝑚) | + |∇𝐻 (𝑥𝑚−1) − ∇𝐻 (𝑥∗) |

≤2𝐿 |𝑥𝑚−1 − 𝑥∗ |.

Combining Lemma 5.12 in Shao and Zhang 2022 with the above inequality, we get:

E[𝐵2
𝑚] ≤ 2𝐿E[|𝑥𝑚−1 − 𝑥∗ |2] ≤



𝑐𝑛−1 if 𝛼1𝜂 > 1,

𝑐𝑛−1 log 𝑛 if 𝛼1𝜂 = 1,

𝑐𝑛−𝛼1𝜂 if 𝛼1𝜂 < 1,

147



for some constant 𝑐 = 𝑐(𝜏, 𝜏0, 𝐿) > 0. Thus, there exists constant 𝑐 = 𝑐(𝜏, 𝜏0, 𝐿) > 0 such that:

E[|𝑊𝑛 |Δ] ≤



𝑐𝑛−
1
2 if 𝛼1𝜂 > 1,

𝑐𝑛−
1
2 (log2 𝑛) if 𝛼1𝜂 = 1,

𝑐𝑛−2𝛼1𝜂+1 if 𝛼1𝜂 ∈ ( 12 , 1),

𝑐(log 𝑛)−1 if 𝛼1𝜂 = 1
2 ,

𝑐 if 𝛼1𝜂 <
1
2 .

For the third term, consider E[𝑌2
𝑖𝑛
] first, we have:

E[𝑌2
𝑖𝑛] = E[Σ̄−2(

𝑛∑︁
𝑚=1

𝑄2
𝑚𝑛)−1𝑄2

𝑖𝑛𝐴
2
𝑖 ]

= Σ̄−2(
𝑛∑︁

𝑚=1
𝑄2
𝑚𝑛)−1𝑄2

𝑖𝑛E[𝐴2
𝑖 ]

≤ 𝑐(
𝑛∑︁

𝑚=1
𝑚2𝛼1𝜂−2𝑛−2𝛼1𝜂)−1𝑖2𝛼1𝜂−2𝑛−2𝛼1𝜂

= 𝑐(
𝑛∑︁

𝑚=1
𝑚2𝛼1𝜂−2)−1𝑖2𝛼1𝜂−2.

Consider E[|Δ − Δ(𝑖) |2]. By definition of Δ and Δ(𝑖):

E[|Δ − Δ(𝑖) |2] = E[
(∑𝑛

𝑚=1𝑄𝑚𝑛 (𝐵𝑚 − 𝐵
(𝑖)
𝑚 ))2∑𝑛

𝑚=1𝑄
2
𝑚𝑛

] .

Since (𝐵𝑚 − 𝐵(𝑖)𝑚 )𝑚 forms a martingale difference sequence for any 𝑖 with respect to its canonical

filtration, the crossing terms in the above complete square are zero. By definition of 𝐵𝑚 and 𝐵(𝑖)𝑚 ,

we have:

𝐵𝑚 − 𝐵(𝑖)𝑚 =



0 𝑚 < 𝑖,

𝐵(𝑥𝑚−1, 𝐴𝑚) − 𝐵(𝑥𝑚−1, 𝐴
′
𝑚) 𝑚 = 𝑖,

𝐵(𝑥𝑚−1, 𝐴𝑚) − 𝐵(𝑥 (𝑖)𝑚−1, 𝐴𝑚) 𝑚 > 𝑖.
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As a result,

E[|Δ − Δ(𝑖) |2] =
𝑄2
𝑖𝑛∑𝑛

𝑚=1𝑄
2
𝑚𝑛

E[(𝐵𝑖 − 𝐵(𝑖)𝑖 )
2] + 1∑𝑛

𝑚=1𝑄
2
𝑚𝑛

∑︁
𝑚>𝑛

𝑄2
𝑚𝑛E[(𝐵𝑚 − 𝐵

(𝑖)
𝑚 )2] .

Lemma 5.13 in Shao and Zhang 2022 provides the following bound for the martingale difference

term (𝐵 𝑗 − 𝐵(𝑖)𝑗 ):

E[(𝐵 𝑗 − 𝐵(𝑖)𝑗 )
2] ≤ 𝑐(𝜏2 + 𝜏2

0 )𝑖
−2( 𝑖

𝑗
)2𝛼1𝜂 .

Combining the above two relationships, there is some constant 𝑐 such that

E[|Δ − Δ(𝑖) |2] ≤ 𝑐(𝜏2 + 𝜏2
0 )

1∑
𝑚 𝑚

2𝛼1𝜂−2 𝑖
2𝛼1𝜂−3.

Now we are ready to bound
∑
𝑖 E[|𝑌𝑖𝑛 | |Δ − Δ(𝑖) |]. There exists constant 𝑐, depending on 𝜂, 𝜆1, 𝜆2,

𝑙, 𝐿, 𝜏, 𝜏0, such that:

∑︁
𝑖

E[|𝑌𝑖𝑛 | |Δ − Δ(𝑖) |] ≤
∑︁
𝑖

(E[𝑌2
𝑖𝑛]E[(Δ − Δ(𝑖))2])

1
2

≤ 𝑐(
∑︁
𝑚

𝑚2𝛼1𝜂−2)−1
∑︁
𝑖

𝑖2𝛼1𝜂−5/2.

So we have the following vanishing rate for
∑
𝑖 E[|𝑌𝑖𝑛 | |Δ − Δ(𝑖) |], depending on the choice of 𝛼1𝜂:

∑︁
𝑖

E[|𝑌𝑖𝑛 | |Δ − Δ(𝑖) |] ≤



𝑐𝑛−
1
2 if 𝛼1𝜂 >

3
4 ,

𝑐𝑛−
1
2 log 𝑛 if 𝛼1𝜂 = 3

4 ,

𝑐𝑛−2𝛼1𝜂+1 if 1
2 < 𝛼1𝜂 <

3
4 ,

𝑐(log 𝑛)−1 if 𝛼1𝜂 = 1
2 ,

𝑐 if 0 < 𝛼1𝜂 <
1
2 .

Thus, we have established the vanishing property of the right-hand-side of (A.10), which we now
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denote by 𝐶𝑛. Specifically,

|𝑃(Σ̄−
1
2

𝑛 𝐼
(3)
𝑛 ∈ 𝐷) − 𝑃(𝑍0 ∈ 𝐷) | ≤ 𝐶𝑛.

Therefore, for any measurable set 𝐷,

|𝑃(−
√
𝑛

ℎ𝑛
𝐼
(3)
𝑛 ∈ 𝐷) − 𝑃(−

√
𝑛

ℎ𝑛
Σ̄

1
2
𝑛 𝑍0 ∈ 𝐷) | ≤ 𝐶𝑛.

By Sacks 1958,
√
𝑛

ℎ𝑛
Σ̄

1
2
𝑛 → 𝜂(2𝜂𝛼1 − 1)− 1

2 𝜎̃(𝑃) 1
2 as 𝑛→∞. This concludes the proof. □

A.1.6 Proof of Theorem 2.16

Theorem 2.16 is an immediate consequence of the following result regarding the consistency

of Lasso.

Lemma A.9 (Zhao and Yu 2006). Under Assumptions 2.11 and 2.12, we have

lim
𝑛→∞

P(𝑥 (𝑛) (𝜆𝑛) =𝑠 𝑥 (𝑛)) = 1,

where =𝑠 denotes equality in sign, which holds true if and only if the values on both sides are either

both positive, both negative, or both zero.

Let 𝑖 ∉ 𝑇∗, and notice that P(𝑥 (𝑛) (𝜆𝑛) ≤ P(𝑥 (𝑛)
𝑖

= 0). Lemma A.9 directly implies that

P(𝑥 (𝑛)
𝑖
∈ I𝑖,𝑛) → 1 for 𝑖 ∉ 𝑇∗. For 𝑖 ∈ 𝑇∗, P(𝑥 (𝑛)

𝑖
∈ I𝑖,𝑛) → 1− 𝛾 follows by combining Lemma A.9

and Theorem 2.7.

A.2 Additional Numerical Results

Please refer to Table A.5 for full results for linear regression, Table A.6 for logistic regression,

and Table A.7 for sparse linear regression.
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A.3 Additional Discussion on Assumptions and Further Sensitivity Analyses

Assumption 2.1 imposes uniform strong convexity of the sample loss ℎ(·, 𝜁). This assumption

can potentially be relaxed. Essentially, we need, with high probability, that the empirical Hessians

for both the original and bootstrap samples to be well-conditioned, i.e.,

𝜆𝑚𝑖𝑛 (𝐺𝑛 (𝑥∗)) ≥ 𝑐, 𝜆𝑚𝑖𝑛 (𝐺∗𝑏 (𝑥∗)) ≥ 𝑐,

for some 𝑐 > 0 for all bootstrap replicates 𝑏, together with local smoothness of 𝐻 and stability of

the (A)SGD iterates near 𝑥∗. Under these conditions, the nonlinear remainder term involving 𝛿𝑚 in

(2.13) in the error analysis is summable along the (A)SGD trajectory and asymptotically negligible

at the
√
𝑛 scale with probability tending to one sufficiently fast, so that the uniform control over all

bootstrap replicates required later in the proof remains valid. Establishing our results using these

relaxed conditions would be delegated to future work.

In the following subsections, we present additional numerical experiments to illustrate the

behavior of the proposed method when key assumptions are violated, mainly to investigate the

robustness of our proposed methods.

A.3.1 Ill-conditioned Curvature

We first examine the effect of ill-conditioned curvature by considering ridge regression with

varying levels of conditioning in the feature covariance matrix Σ. Throughout, we quantify

conditioning by the condition number

𝜅(Σ) = 𝜆max(Σ)/𝜆min(Σ),
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where 𝜆min(Σ) and 𝜆max(Σ) denote the smallest and largest eigenvalues of Σ respectively. Specifi-

cally, we consider the model

𝑏 = 𝑎⊤𝑥∗ + 𝜀, 𝑎 ∼ N(0, Σ), 𝜀 ∼ N(0, 𝜎2),

and minimize the ridge regression objective

𝐻𝜆 (𝑥) = E
[1
2
E[(𝑎⊤𝑥 − 𝑏)2]

]
+ 𝜆

2
∥𝑥∥2.

Under this model, the population Hessian of 𝐻𝜆 equals Σ +𝜆𝐼. 𝜅(Σ) governs the anisotropic curva-

ture induced by the data, while 𝜆 adds isotropic curvature that improves conditioning by increasing

small eigenvalues. In particular, increasing 𝜅(Σ) makes the problem more ill-conditioned, whereas

increasing 𝜆 mitigates ill-conditionedness by shrinking 𝜅(Σ + 𝜆𝐼).

We construct Σ as an equicorrelation matrix with unit diagonal to isolate the effect of curvature

rather than feature scaling. Coverage is evaluated with respect to 𝑥∗
𝜆

that minimizes the ridge

regression objective. Tables A.1 and A.2 report empirical coverages with nominal level 95%

and average interval widths of COfB and COnB, respectively. The upper and right parts of each

table reflect the well-conditioned regime, and the lower-left portion corresponds to the most ill-

conditioned setting.

The results illustrate some robustness of both methods to curvature degradation, but also caution

the sensitivity to extreme ill-conditionedness. When the problem is well-conditioned (𝜅(Σ) = 10),

both COfB and COnB achieve near nominal coverages for all choices of 𝜆, with short confidence

intervals. As 𝜅(Σ) increases, coverages deteriorate and the interval lengths grow, indicating that

ill-conditioned curvature negatively impacts the performance of both methods. Nonetheless, the

coverages in this setting are still moderately close to the nominal, with the interval lengths of COfB

relatively small but those of COnB larger. In the most ill-conditioned case when 𝜅(Σ) = 103 and

the ridge regularization parameter 𝜆 is small, both methods substantially undercover and COnB

in particular produces very wide intervals, although its coverages are better than COfB. These
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Table A.1: COfB under curvatures with different conditioning (ridge regression). Empirical
coverages (nominal 0.95) of componentwise confidence intervals for the ridge minimizer 𝑥∗

𝜆
, with

average interval lengths in parentheses. Features have unit variance and equicorrelation structure
with condition number 𝜅(Σ).

𝜅(Σ) 𝜆 = 0 10−4 10−3 10−2

10 0.975 (0.02) 0.975 (0.02) 0.975 (0.02) 0.975 (0.02)
102 0.915 (0.08) 0.915 (0.08) 0.915 (0.08) 0.915 (0.07)
103 0.735 (0.67) 0.745 (0.66) 0.765 (0.64) 0.845 (0.47)

Table A.2: COnB under curvatures with different conditioning (ridge regression). Empirical
coverages (nominal 0.95) of componentwise confidence intervals for the ridge minimizer 𝑥∗

𝜆
, with

average interval lengths in parentheses. All settings match Table A.1.

𝜅(Σ) 𝜆 = 0 10−4 10−3 10−2

10 0.965 (0.03) 0.965 (0.03) 0.965 (0.03) 0.965 (0.03)
102 0.995 (0.53) 0.995 (0.53) 0.995 (0.52) 0.995 (0.47)
103 0.825 (10.34) 0.825 (10.31) 0.835 (9.98) 0.915 (7.29)

observations put caution on using our methods in extreme ill-conditioned problems.

A.3.2 Learning Rate Schemes

In this subsection, we examine the stability of our methods to the step size assumptions by

varying the learning rate schedule while keeping the objective well-conditioned.

We consider linear regression with a well-conditioned design, fixing 𝑑 = 20, 𝑛 = 105, 𝜅(Σ) = 10.

We evaluate a range of learning rate schemes that may not be covered by our theory, including

power-law decay with 𝛼 = 0.501 (covered by our theory), and 𝛼 = 0.25 and a constant step size. In

addition, we also consider piecewise constant schedule and cosine annealing. Empirical coverages

and average confidence interval lengths of the solutions are reported for both COfB and COnB.

Table A.3 and Table A.4 report empirical coverages with nominal level 95% and average interval

widths of COfB and COnB, respectively.

Across all learning rate schemes considered, both COfB and COnB achieve near nominal

empirical coverages, with only modest variation in confidence interval lengths. These results

indicate that while the step size conditions imposed in the theory are sufficient for establishing
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Table A.3: COfB under different learning rate schemes. Empirical coverages (nominal 0.95) of
componentwise confidence intervals for the minimizer 𝑥∗ under different learning rate schemes, with
average confidence interval lengths in parentheses. All settings use 𝑛 = 105, 𝑑 = 20, equicorrelated
Σ with 𝜅(Σ) = 10, noise variance 𝜎2 = 1, and 𝐵 = 5 bootstrap replicates.

Learning-rate scheme Coverage (Avg. length)

Power-law (𝛼 = 0.501) 0.985 (0.0188)
Power-law (𝛼 = 0.25) 0.955 (0.0187)
Constant step size 0.940 (0.0187)
Piecewise constant 0.980 (0.0216)
Cosine annealing 0.965 (0.0192)

Table A.4: COnB under different learning rate schemes. Empirical coverages (nominal 0.95) of
componentwise confidence intervals for the minimizer 𝑥∗ under different learning rate schemes,
with average confidence interval lengths in parentheses. All settings match Table A.3.

Learning-rate scheme Coverage (Avg. length)

Power-law (𝛼 = 0.501) 0.960 (0.0218)
Power-law (𝛼 = 0.25) 0.960 (0.0169)
Constant step size 0.955 (0.0190)
Piecewise constant 0.960 (0.0217)
Cosine annealing 0.955 (0.0182)

asymptotic validity, the proposed methods exhibit substantial empirical robustness to learning rate

scheme in well-conditioned, large-sample settings.
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Identity Σ, 𝑛 = 105

𝑑 = 5 𝑑 = 20 𝑑 = 200
Cov (%) Len (×10−2) Cov (%) Len (×10−2) Cov (%) Len (×10−2)

delta 94.84 (0.07) 1.24 (0.00) 94.38 (0.07) 1.24 (0.00) 71.37 (0.14) 1.24 (0.00)
BM 92.72 (0.08) 1.23 (0.00) 92.92 (0.08) 1.29 (0.00) 98.34 (0.04) 3.65 (0.00)
RS 94.50 (0.07) 1.61 (0.01) 93.92 (0.08) 1.62 (0.01) 96.94 (0.05) 3.37 (0.02)

OB 𝐵 = 10 92.36 (0.08) 1.26 (0.00) 92.42 (0.08) 1.26 (0.00) 99.78 (0.05) 6.43 (0.01)
OB 𝐵 = 100 94.88 (0.07) 1.29 (0.00) 95.16 (0.07) 1.29 (0.00) 100.00 (0.00) 7.30 (0.01)
HiGrad(2,2) 95.67 (0.06) 2.56 (0.01) 95.29 (0.07) 2.66 (0.01) 96.03 (0.06) 2.67 (0.01)

COfB ASGD 𝐵 = 3 95.44 (0.07) 2.44 (0.00) 94.49 (0.07) 2.46 (0.00) 92.31 (0.08) 20.71 (16.16)
COfB ASGD 𝐵 = 5 95.24 (0.07) 1.68 (0.00) 94.55 (0.07) 1.69 (0.00) 94.59 (0.07) 3.06 (1.18)
COfB ASGD 𝐵 = 10 95.04 (0.07) 1.40 (0.00) 94.82 (0.07) 1.42 (0.00) 94.30 (0.07) 2.56 (0.00)

COfB SGD 𝐵 = 3 94.96 (0.07) 3.16 (0.00) 94.53 (0.07) 3.18 (0.00) 94.59 (0.07) 3.20 (0.00)
COfB SGD 𝐵 = 5 94.44 (0.07) 2.17 (0.00) 94.30 (0.07) 2.17 (0.00) 94.42 (0.07) 2.19 (0.00)
COfB SGD 𝐵 = 10 94.68 (0.07) 1.82 (0.00) 93.97 (0.08) 1.83 (0.00) 94.33 (0.07) 1.84 (0.00)

COnB 𝐵 = 3 95.32 (0.07) 1.94 (0.00) 94.63 (0.07) 1.97 (0.00) 99.17 (0.03) 9.15 (0.02)
COnB 𝐵 = 5 95.04 (0.07) 1.61 (0.00) 95.06 (0.07) 1.61 (0.00) 99.62 (0.02) 8.02 (0.01)
COnB 𝐵 = 10 95.16 (0.07) 1.40 (0.00) 95.52 (0.07) 1.43 (0.00) 99.88 (0.01) 7.31 (0.01)

Toeplitz Σ, 𝑛 = 105

delta 94.20 (0.07) 1.53 (0.00) 93.23 (0.08) 1.58 (0.00) 37.16 (0.15) 1.60 (0.00)
BM 91.80 (0.09) 1.53 (0.00) 88.51 (0.10) 1.51 (0.00) 97.37 (0.05) 6.54 (0.01)
RS 92.83 (0.08) 1.94 (0.01) 93.38 (0.08) 2.15 (0.01) 97.02 (0.05) 8.60 (0.06)

OB 𝐵 = 10 92.48 (0.08) 1.66 (0.00) 93.68 (0.08) 1.81 (0.00) 93.33 (0.25) 13.73 (0.01)
OB 𝐵 = 100 95.48 (0.07) 1.72 (0.00) 95.84 (0.06) 1.97 (0.00) 96.58 (0.18) 14.26 (0.01)
HiGrad(2,2) 94.33 (0.07) 2.69 (0.01) 94.88 (0.07) 2.82 (0.01) 94.09 (0.07) 2.83 (0.01)

COfB ASGD 𝐵 = 3 94.72 (0.07) 3.06 (0.00) 94.95 (0.07) 3.30 (0.00) 94.41 (0.07) 14.44 (0.02)
COfB ASGD 𝐵 = 5 95.24 (0.07) 2.21 (0.00) 94.89 (0.07) 2.26 (0.00) 93.91 (0.08) 9.96 (0.01)
COfB ASGD 𝐵 = 10 95.28 (0.07) 1.74 (0.00) 94.95 (0.07) 2.12 (0.00) 94.01 (0.08) 8.44 (0.01)

COfB SGD 𝐵 = 3 95.16 (0.07) 6.93 (0.01) 94.76 (0.07) 4.34 (0.00) 95.16 (0.07) 6.90 (0.01)
COfB SGD 𝐵 = 5 95.84 (0.06) 4.70 (0.00) 94.20 (0.07) 2.97 (0.00) 95.04 (0.07) 4.72 (0.00)
COfB SGD 𝐵 = 10 95.36 (0.07) 3.95 (0.00) 94.20 (0.07) 2.50 (0.00) 95.00 (0.07) 3.98 (0.00)

COnB 𝐵 = 3 95.00 (0.07) 2.49 (0.00) 95.36 (0.07) 2.94 (0.00) 95.41 (0.07) 21.04 (0.02)
COnB 𝐵 = 5 94.60 (0.07) 1.96 (0.00) 95.43 (0.07) 2.44 (0.00) 95.48 (0.07) 17.42 (0.02)
COnB 𝐵 = 10 94.92 (0.07) 1.77 (0.00) 95.42 (0.07) 2.18 (0.00) 95.78 (0.06) 15.61 (0.01)

equicorrelation Σ, 𝑛 = 105

delta 94.76 (0.07) 1.31 (0.00) 93.94 (0.08) 1.36 (0.00) 25.95 (0.14) 1.38 (0.00)
BM 93.20 (0.08) 1.30 (0.00) 92.10 (0.09) 1.44 (0.00) 99.74 (0.02) 34.65 (0.22)
RS 94.50 (0.07) 1.69 (0.01) 94.42 (0.07) 1.82 (0.01) 98.61 (0.04) 13.90 (0.13)

OB 𝐵 = 10 92.88 (0.08) 1.35 (0.00) 92.78 (0.08) 1.45 (0.00) 89.23 (0.31) 19.42 (0.04)
OB 𝐵 = 100 95.28 (0.07) 1.39 (0.00) 94.73 (0.07) 1.52 (0.00) 94.29 (0.23) 20.78 (0.03)
HiGrad(2,2) 95.00 (0.07) 2.59 (0.01) 95.12 (0.07) 2.78 (0.01) 95.93 (0.06) 2.83 (0.01)

COfB ASGD 𝐵 = 3 94.76 (0.07) 2.58 (0.00) 94.66 (0.07) 2.74 (0.00) 93.23 (0.08) 32.56 (0.04)
COfB ASGD 𝐵 = 5 95.52 (0.07) 1.77 (0.00) 95.02 (0.07) 1.88 (0.00) 90.80 (0.09) 52.72 (0.29)
COfB ASGD 𝐵 = 10 95.44 (0.07) 1.48 (0.00) 94.95 (0.07) 1.58 (0.00) 91.87 (0.09) 49.84 (0.22)

COfB SGD 𝐵 = 3 93.28 (0.08) 3.19 (0.00) 93.85 (0.08) 3.26 (0.00) 94.53 (0.07) 4.43 (0.00)
COfB SGD 𝐵 = 5 93.16 (0.08) 2.18 (0.00) 93.45 (0.08) 2.23 (0.00) 94.20 (0.07) 3.06 (0.00)
COfB SGD 𝐵 = 10 95.20 (0.07) 3.94 (0.00) 94.78 (0.07) 3.94 (0.00) 94.08 (0.07) 2.57 (0.00)

COnB 𝐵 = 3 95.16 (0.07) 2.05 (0.00) 95.00 (0.07) 2.28 (0.00) 92.55 (0.08) 31.28 (0.16)
COnB 𝐵 = 5 95.16 (0.07) 1.65 (0.00) 94.60 (0.07) 1.89 (0.00) 92.26 (0.08) 23.83 (0.04)
COnB 𝐵 = 10 95.60 (0.06) 1.48 (0.00) 95.07 (0.07) 1.68 (0.00) 92.54 (0.08) 22.08 (0.04)

Table A.5: Full results for the linear regression experiment.
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Identity Σ, 𝑛 = 105

𝑑 = 5 𝑑 = 20 𝑑 = 200
Cov (%) Len (×10−2) Cov (%) Len (×10−2) Cov (%) Len (×10−2)

delta 95.00 (0.07) 3.10 (0.00) 94.12 (0.07) 3.68 (0.00) 61.92 (0.15) 5.85 (0.00)
BM 89.33 (0.10) 2.64 (0.00) 87.29 (0.11) 3.11 (0.01) 57.47 (0.16) 5.56 (0.02)
RS 94.17 (0.07) 3.84 (0.01) 94.04 (0.07) 5.41 (0.02) 76.55 (0.13) 9.74 (0.04)

OB (𝐵 = 100) 95.00 (0.07) 3.21 (0.00) 96.71 (0.06) 4.34 (0.01) 99.88 (0.01) 50.95 (0.23)
OB (𝐵 = 200) 94.83 (0.07) 3.18 (0.00) 96.96 (0.05) 4.41 (0.01) 99.91 (0.01) 50.71 (0.23)
HiGrad(2,2) 94.33 (0.07) 5.77 (0.02) 95.46 (0.07) 7.10 (0.02) 80.61 (0.13) 10.26 (0.04)

COfB ASGD 𝐵 = 3 94.12 (0.07) 4.21 (0.00) 95.03 (0.07) 7.32 (0.01) 92.34 (0.08) 19.00 (0.02)
COfB ASGD 𝐵 = 5 95.08 (0.07) 4.14 (0.00) 94.77 (0.07) 5.01 (0.00) 90.64 (0.09) 13.03 (0.01)
COfB ASGD 𝐵 = 10 94.88 (0.07) 3.52 (0.00) 94.51 (0.07) 4.22 (0.00) 89.37 (0.10) 11.06 (0.01)

COfB SGD 𝐵 = 3 95.40 (0.07) 9.38 (0.01) 94.99 (0.07) 9.42 (0.01) 94.72 (0.07) 25.61 (0.03)
COfB SGD 𝐵 = 5 95.44 (0.07) 7.93 (0.00) 94.70 (0.07) 7.93 (0.00) 94.66 (0.07) 17.57 (0.01)
COfB SGD 𝐵 = 10 95.44 (0.07) 7.93 (0.00) 94.70 (0.07) 7.93 (0.00) 94.54 (0.07) 14.84 (0.01)

COnB (𝐵 = 3) 94.33 (0.07) 4.71 (0.02) 95.62 (0.06) 6.56 (0.03) 99.42 (0.02) 75.25 (0.43)
COnB (𝐵 = 5) 95.33 (0.07) 3.93 (0.01) 96.79 (0.06) 5.35 (0.02) 99.50 (0.02) 64.17 (0.35)
COnB (𝐵 = 10) 94.83 (0.07) 3.55 (0.01) 97.00 (0.05) 4.85 (0.01) 99.72 (0.02) 57.67 (0.30)

Toeplitz Σ, 𝑛 = 105

delta 94.83 (0.07) 4.05 (0.00) 93.29 (0.08) 5.59 (0.00) 53.69 (0.16) 9.56 (0.00)
BM 84.00 (0.12) 3.16 (0.01) 75.25 (0.14) 3.75 (0.01) 34.93 (0.15) 7.30 (0.03)
RS 92.67 (0.08) 5.14 (0.02) 90.88 (0.09) 7.26 (0.03) 76.38 (0.13) 17.45 (0.10)

OB (𝐵 = 100) 95.00 (0.07) 4.22 (0.00) 94.04 (0.07) 6.65 (0.01) 99.78 (0.01) 69.55 (0.26)
OB (𝐵 = 200) 95.00 (0.07) 4.24 (0.00) 94.67 (0.07) 6.70 (0.01) 99.78 (0.01) 69.28 (0.26)
HiGrad(2,2) 95.33 (0.07) 7.18 (0.03) 93.38 (0.08) 8.92 (0.03) 57.02 (0.16) 10.27 (0.04)

COfB ASGD 𝐵 = 3 94.12 (0.07) 5.70 (0.00) 94.77 (0.07) 11.49 (0.01) 93.79 (0.08) 42.27 (0.05)
COfB ASGD 𝐵 = 5 94.32 (0.07) 4.82 (0.00) 94.81 (0.07) 7.97 (0.01) 93.23 (0.08) 28.81 (0.02)
COfB ASGD 𝐵 = 10 94.88 (0.07) 4.61 (0.00) 94.65 (0.07) 6.69 (0.00) 93.09 (0.08) 24.43 (0.01)

COfB SGD 𝐵 = 3 95.36 (0.07) 9.48 (0.01) 94.80 (0.07) 9.65 (0.01) 94.41 (0.07) 30.53 (0.03)
COfB SGD 𝐵 = 5 95.40 (0.07) 7.98 (0.00) 94.37 (0.07) 8.16 (0.00) 93.79 (0.08) 20.76 (0.02)
COfB SGD 𝐵 = 10 95.40 (0.07) 7.98 (0.00) 94.37 (0.07) 8.16 (0.00) 93.62 (0.08) 17.56 (0.01)

COnB (𝐵 = 3) 94.00 (0.08) 6.22 (0.02) 94.71 (0.07) 10.27 (0.05) 97.82 (0.05) 99.61 (0.60)
COnB (𝐵 = 5) 95.00 (0.07) 5.25 (0.02) 94.71 (0.07) 8.20 (0.03) 98.75 (0.04) 85.15 (0.45)
COnB (𝐵 = 10) 94.83 (0.07) 4.84 (0.01) 94.29 (0.07) 7.25 (0.02) 99.31 (0.03) 78.02 (0.37)

equicorrelation Σ, 𝑛 = 105

delta 94.83 (0.07) 3.39 (0.00) 94.12 (0.07) 5.19 (0.00) 31.55 (0.15) 13.50 (0.01)
BM 90.00 (0.09) 2.92 (0.00) 81.25 (0.12) 3.84 (0.01) 14.67 (0.11) 7.17 (0.03)
RS 94.50 (0.07) 4.41 (0.02) 91.08 (0.09) 6.31 (0.02) 74.79 (0.14) 32.13 (0.20)

OB (𝐵 = 100) 95.00 (0.07) 3.50 (0.00) 95.46 (0.07) 6.37 (0.02) 98.12 (0.04) 110.74 (0.42)
OB (𝐵 = 200) 94.67 (0.07) 3.50 (0.00) 95.92 (0.06) 6.42 (0.02) 98.38 (0.04) 109.89 (0.40)
HiGrad(2,2) 96.17 (0.06) 5.97 (0.02) 95.00 (0.07) 9.11 (0.03) 26.94 (0.14) 11.30 (0.04)

COfB ASGD 𝐵 = 3 94.12 (0.07) 4.68 (0.00) 94.87 (0.07) 10.42 (0.01) 83.65 (0.12) 64.61 (0.08)
COfB ASGD 𝐵 = 5 93.96 (0.08) 3.92 (0.00) 94.96 (0.07) 7.11 (0.01) 76.52 (0.13) 44.29 (0.04)
COfB ASGD 𝐵 = 10 95.12 (0.07) 3.85 (0.00) 94.78 (0.07) 6.04 (0.00) 71.44 (0.14) 37.42 (0.02)

COfB SGD 𝐵 = 3 94.96 (0.07) 9.39 (0.01) 93.85 (0.08) 9.50 (0.01) 77.71 (0.13) 39.47 (0.05)
COfB SGD 𝐵 = 5 94.76 (0.07) 7.92 (0.00) 93.59 (0.08) 8.06 (0.00) 66.67 (0.15) 26.98 (0.03)
COfB SGD 𝐵 = 10 94.76 (0.07) 7.92 (0.00) 93.59 (0.08) 8.06 (0.00) 58.94 (0.16) 22.78 (0.02)

COnB (𝐵 = 3) 94.17 (0.07) 5.18 (0.02) 95.96 (0.06) 9.51 (0.06) 93.07 (0.08) 138.99 (1.13)
COnB (𝐵 = 5) 94.67 (0.07) 4.38 (0.01) 95.12 (0.07) 7.66 (0.03) 94.14 (0.07) 115.73 (0.73)
COnB (𝐵 = 10) 95.00 (0.07) 3.94 (0.01) 95.83 (0.06) 6.92 (0.02) 95.90 (0.06) 111.29 (0.60)

Table A.6: Full results for the logistic regression experiment.
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Identity Σ, 𝑛 = 100
𝑝 = 3 𝑝 = 15

Cov (%) Len (×10−2) Cov (%) Len(×10−2)

COfB ASGD 𝐵 = 3 ∈ 𝑇∗ 94.87 (22.07) 1.52 (0.00) 94.92 (21.96) 5.57 (0.01)
∉ 𝑇∗ 99.87 (3.62) 0.03 (0.00) 99.76 (4.92) 0.38 (0.00)

COfB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.13 (21.52) 0.82 (0.00) 95.44 (20.86) 3.74 (0.01)
∉ 𝑇∗ 99.85 (3.91) 0.02 (0.00) 99.77 (4.81) 0.26 (0.00)

COnB ASGD 𝐵 = 3 ∈ 𝑇∗ 95.40 (20.95) 1.15 (0.00) 96.07 (19.44) 5.13 (0.01)
∉ 𝑇∗ 99.92 (2.83) 0.02 (0.00) 99.93 (2.69) 0.33 (0.00)

COnB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.40 (20.95) 0.92 (0.00) 96.96 (17.17) 3.99 (0.01)
∉ 𝑇∗ 99.93 (2.56) 0.02 (0.00) 99.97 (1.71) 0.27 (0.00)

Toeplitz Σ, 𝑛 = 100

COfB ASGD 𝐵 = 3 ∈ 𝑇∗ 95.20 (21.38) 2.75 (0.01) 95.12 (21.54) 34.87 (0.11)
∉ 𝑇∗ 99.88 (3.42) 0.05 (0.00) 99.09 (9.52) 8.62 (0.07)

COfB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.07 (21.66) 0.86 (0.00) 93.13 (25.29) 4.33 (0.01)
∉ 𝑇∗ 99.86 (3.74) 0.02 (0.00) 99.12 (9.32) 1.00 (0.01)

COnB ASGD 𝐵 = 3 ∈ 𝑇∗ 94.73 (22.34) 1.28 (0.01) 97.19 (16.54) 10.68 (0.03)
∉ 𝑇∗ 99.93 (2.73) 0.03 (0.00) 99.80 (4.47) 2.47 (0.02)

COnB ASGD 𝐵 = 10 ∈ 𝑇∗ 95.40 (20.95) 1.07 (0.00) 98.85 (10.65) 10.27 (0.04)
∉ 𝑇∗ 99.96 (2.00) 0.02 (0.00) 99.98 (1.51) 2.41 (0.02)

equicorrelation Σ, 𝑛 = 100

COfB ASGD 𝐵 = 3 ∈ 𝑇∗ 94.53 (22.73) 3.36 (0.02) 95.08 (21.63) 1.94 (21.00)
∉ 𝑇∗ 99.89 (3.32) 0.08 (0.00) 98.69 (11.37) 9.35 (20.00)

COfB ASGD 𝐵 = 10 ∈ 𝑇∗ 94.87 (22.07) 1.23 (0.01) 94.81 (22.18) 33.65 (0.30)
∉ 𝑇∗ 99.90 (3.23) 0.03 (0.00) 98.74 (11.16) 10.39 (0.17)

COnB ASGD 𝐵 = 3 ∈ 𝑇∗ 93.60 (24.48) 1.47 (0.01) 95.95 (19.72) 20.26 (0.12)
∉ 𝑇∗ 99.93 (2.55) 0.03 (0.00) 99.80 (4.42) 5.52 (0.07)

COnB ASGD 𝐵 = 10 ∈ 𝑇∗ 93.93 (23.87) 1.15 (0.00) 95.55 (20.63) 15.59 (0.17)
∉ 𝑇∗ 99.97 (1.82) 0.03 (0.00) 99.96 (2.00) 4.73 (0.10)

Table A.7: Results for sparse linear regression.
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Appendix B: Proofs and Supplementary Material for Chapter 3

B.1 Auxiliary Lemma

The following identity is used repeatedly in the proofs below.

Lemma B.1. For every 𝑚 ≥ 2,

(𝑌 − 𝜇)2 −
𝑆2
𝑌

𝑚
=

1
𝑚(𝑚 − 1)

∑︁
𝑎≠𝑏

(𝑌𝑎 − 𝜇) (𝑌𝑏 − 𝜇), (B.1)

where 𝑌 = 1
𝑚

∑𝑚
𝑗=1𝑌 𝑗 and 𝑆2

𝑌
= 1
𝑚−1

∑𝑚
𝑗=1(𝑌 𝑗 − 𝑌 )2.

Proof. Since𝑚2𝑌2 =
∑
𝑎 𝑌

2
𝑎 +

∑
𝑎≠𝑏 𝑌𝑎𝑌𝑏 and𝑚(𝑚−1)𝑆2

𝑌
= (𝑚−1)∑𝑎 𝑌

2
𝑎 −

∑
𝑎≠𝑏 𝑌𝑎𝑌𝑏, subtracting

the second divided by 𝑚 from the first rewritten around 𝜇 gives (B.1). □

B.2 Proof of Theorem 3.5

Proof. We prove the three claims in turn.

Unbiasedness. The sample variance 1
𝐵−1

∑𝐵
𝑖=1(𝑌𝑖−𝑌 )2 is an unbiased estimator of Var(𝑌1) = 𝜏2+

1
𝑚
E[𝑣(Θ)]. The correction term 1

𝐵𝑚

∑𝐵
𝑖=1 𝑆

2
𝑌,𝑖

has expectation 1
𝑚
E[𝑣(Θ)] sinceE[𝑆2

𝑌,𝑖
| Θ𝑖] = 𝑣(Θ𝑖).

Subtracting gives E[𝜏2
A] = 𝜏

2.

Conditional moments of 𝜙𝑚. Condition on Θ. Write 𝜉 = 𝑓 (Θ) − 𝜇 and 𝜀 𝑗 = 𝑌 𝑗 − 𝑓 (Θ), so the

𝜀 𝑗 are conditionally i.i.d. with mean zero and variance 𝑣(Θ). By Lemma B.1,

𝜙𝑚 =
1

𝑚(𝑚 − 1)
∑︁
𝑎≠𝑏

(𝜉 + 𝜀𝑎) (𝜉 + 𝜀𝑏) − 𝜏2.
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Since E[𝜀𝑎 | Θ] = 0 and the 𝜀𝑎 are conditionally independent, E[𝜙𝑚 | Θ] = 𝜉2 − 𝜏2 = Δ 𝑓 .

For the conditional variance, write 𝜙𝑚 = 𝜉2 − 𝜏2 +𝑈 +𝑉 where

𝑈 =
2𝜉
𝑚

𝑚∑︁
𝑗=1
𝜀 𝑗 , 𝑉 =

1
𝑚(𝑚 − 1)

∑︁
𝑎≠𝑏

𝜀𝑎𝜀𝑏 .

The last two terms have conditional mean zero, so Var(𝜙𝑚 | Θ) = Var(𝑈 | Θ) + Var(𝑉 | Θ) +

2Cov(𝑈,𝑉 | Θ). Since every summand E[𝑈𝑉 | Θ] contains at least one 𝜀 𝑗 appearing an odd

number of times, Cov(𝑈,𝑉 | Θ) = 0. A direct calculation gives Var(𝑈 | Θ) = 4𝜉2𝑣(Θ)/𝑚. For

𝑉 , by conditional independence and zero means, the only nonzero terms in E[𝑉2 | Θ] are the
(𝑚

2
)

diagonal pairs, each contributing 𝑣(Θ)2, so Var(𝑉 | Θ) = 2𝑣(Θ)2/(𝑚(𝑚 − 1)).

Linearization and CLT. Define summary statistics 𝑌2 = 1
𝐵

∑𝐵
𝑖=1𝑌

2
𝑖
, 𝑆2

𝑌
= 1

𝐵

∑𝐵
𝑖=1 𝑆

2
𝑌,𝑖

. Using
1
𝐵−1

∑𝐵
𝑖=1(𝑌𝑖 − 𝑌 )2 = 𝐵

𝐵−1 (𝑌2 − 𝑌2), one obtains the exact identity

𝜏2
A − 𝜏

2 − 1
𝐵

𝐵∑︁
𝑖=1

𝜙𝑚,𝑖 =
𝑌2 − 𝑌2

𝐵 − 1
− (𝑌 − 𝜇)2.

Since E[𝑌2
1 ] < ∞, the law of large numbers gives 𝑌2 → E[𝑌2

1 ] and 𝑌 → 𝜇 in probability, so the

right-hand side is O𝑝 (𝐵−1). This establishes the linearization (3.22). The variables 𝜙𝑚,1, . . . , 𝜙𝑚,𝐵

are i.i.d. with E[𝜙2
𝑚,1] < ∞ (by the moment condition (3.19)), so the CLT gives

√
𝐵(𝜏2

A − 𝜏
2) ⇒

𝑁 (0, 𝑉𝑚) with 𝑉𝑚 = Var(𝜙𝑚) = Var(E[𝜙𝑚 | Θ]) + E[Var(𝜙𝑚 | Θ)], which yields the stated

expression. □

B.3 Proof of Theorem 3.6

Proof. Write 𝜏2
det(𝛽) = 𝜏

2
A− 𝛽(𝜎̂

2
𝑔 −𝜎2

𝑔 ) where 𝜎̂2
𝑔 = 1

𝐵−1
∑𝐵
𝑖=1(𝑔(Θ𝑖) − 𝑔̄)2. Since 𝜎̂2

𝑔 is an unbiased

estimator of 𝜎2
𝑔 , unbiasedness of 𝜏2

det(𝛽) follows from that of 𝜏2
A.

For the variance, expand:

Var(𝜏2
det(𝛽)) = Var(𝜏2

A) + 𝛽
2Var(𝜎̂2

𝑔 ) − 2𝛽Cov(𝜏2
A, 𝜎̂

2
𝑔 ).
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Step 1: A standard result gives Var(𝜎̂2
𝑔 ) = 1

𝐵

(
E[𝛿4

𝑔] − 𝐵−3
𝐵−1 (𝜎

2
𝑔 )2

)
.

Step 2: We decompose 𝜏2
A = 𝑆2

𝑌
−𝑊 where 𝑆2

𝑌
= 1

𝐵−1
∑𝐵
𝑖=1(𝑌𝑖 −𝑌 )2 and𝑊 = 1

𝐵𝑚

∑𝐵
𝑖=1 𝑆

2
𝑌,𝑖

, and

compute Cov(𝑆2
𝑌
, 𝜎̂2

𝑔 ) and Cov(𝑊, 𝜎̂2
𝑔 ) separately.

Write 𝑌𝑖 = 𝜇 + 𝜉𝑖 + 𝜀𝑖 with 𝜉𝑖 = 𝑓 (Θ𝑖) − 𝜇 and 𝜀𝑖 = 1
𝑚

∑
𝑗 𝜀𝑖 𝑗 . Since (𝑋𝑖, 𝛿𝑔,𝑖) = (𝜉𝑖 + 𝜀𝑖, 𝛿𝑔,𝑖)

are i.i.d. pairs, the covariance of the two sample variances is

Cov(𝑆2
𝑌
, 𝜎̂2

𝑔 ) =
1
𝐵

[
Cov(𝑋2, 𝛿2

𝑔) +
2

𝐵 − 1
(
Cov(𝑋, 𝛿𝑔)

)2
]
.

Since E[𝜀 | Θ] = 0 and 𝜀 is conditionally independent of 𝛿𝑔 given Θ:

• Cov(𝑋, 𝛿𝑔) = Cov(𝜉, 𝛿𝑔),

• Cov(𝑋2, 𝛿2
𝑔) = Cov(𝜉2, 𝛿2

𝑔) + 1
𝑚

Cov(𝑣(Θ), 𝛿2
𝑔) (the cross term Cov(𝜉𝜀, 𝛿2

𝑔) = 0).

For 𝑊 : since E[𝑆2
𝑌,𝑖
| Θ1, . . . ,Θ𝐵] = 𝑣(Θ𝑖), the residual 𝑆2

𝑌,𝑖
− 𝑣(Θ𝑖) is uncorrelated with 𝜎̂2

𝑔 ,

so Cov(𝑊, 𝜎̂2
𝑔 ) = 1

𝐵𝑚
Cov(𝑣(Θ), 𝛿2

𝑔).

Step 3: Cancellation. The 1
𝑚

Cov(𝑣(Θ), 𝛿2
𝑔) terms from 𝑆2

𝑌
and𝑊 cancel exactly:

Cov(𝜏2
A, 𝜎̂

2
𝑔 ) =

1
𝐵

[
Cov(𝜉2, 𝛿2

𝑔) +
2

𝐵 − 1
(
Cov(𝜉, 𝛿𝑔)

)2
]
.

Since Cov(𝜉2, 𝛿2
𝑔) = Cov(Δ 𝑓 + 𝜏2,Δ𝑔 + 𝜎2

𝑔 ) = 𝐶𝑔 (the constant terms drop out), the formula (3.24)

follows, with the 𝑂 (𝐵−2) remainder absorbing − 4𝛽
𝐵(𝐵−1) (Cov(𝜉, 𝛿𝑔))2.

The optimal coefficient and variance follow by completing the square in (3.24). □

B.4 Proof of Corollaries 3.7 and 3.8

Proof of Corollary 3.7. Dividing (3.24) at 𝛽 = 𝛽∗𝑔 by Var(𝜏2
A) gives the stated ratio. For the limit,

𝐴𝑔 → 𝑉∞𝑔 = Var(Δ𝑔) follows fromE[𝛿4
𝑔] = Var(𝛿2

𝑔)+(𝜎2
𝑔 )2 and the factor (𝐵−3)/(𝐵−1) → 1. □

Proof of Corollary 3.8. By the linearization in Theorem 3.5 and the analogous linearization 𝜎̂2
𝑔 −
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𝜎2
𝑔 = 1

𝐵

∑𝐵
𝑖=1 Δ𝑔,𝑖 + O𝑝 (𝐵−1),

𝜏2
det(𝛽) − 𝜏

2 =
1
𝐵

𝐵∑︁
𝑖=1
(𝜙𝑚,𝑖 − 𝛽Δ𝑔,𝑖) + O𝑝 (𝐵−1).

The summands are i.i.d. with finite second moment, so the CLT gives
√
𝐵(𝜏2

det(𝛽) − 𝜏
2) ⇒

𝑁 (0,Var(𝜙𝑚 − 𝛽Δ𝑔)), and expanding the variance yields 𝑉𝑚 − 2𝛽𝐶𝑔 + 𝛽2𝑉∞𝑔 . □

B.5 Proof of Theorem 3.9

Proof. Let 𝜎̂2
𝑔,A = 1

𝐵−1
∑𝐵
𝑖=1(𝐺̄𝑖 − ¯̄𝐺)2 − 1

𝐵𝑟

∑𝐵
𝑖=1 𝑆

2
𝐺,𝑖

denote the surrogate ANOVA estimator (with

𝑟 inner replications of the surrogate), and define 𝜓𝑟 = (𝐺̄ − 𝜇𝑔)2 − 𝑆2
𝐺
/𝑟 − 𝜎2

𝑔 . By the same

argument as Theorem 3.5 applied to 𝐺 in place of 𝑌 , 𝜎̂2
𝑔,A is unbiased for 𝜎2

𝑔 , and 𝜎̂2
𝑔,A − 𝜎

2
𝑔 =

1
𝐵

∑𝐵
𝑖=1 𝜓𝑟,𝑖 + O𝑝 (𝐵−1).

Since 𝜏2
str(𝛽) = 𝜏2

A − 𝛽(𝜎̂
2
𝑔,A − 𝜎

2
𝑔 ), unbiasedness follows. For the CLT, the linearization gives

𝜏2
str(𝛽) − 𝜏2 =

1
𝐵

𝐵∑︁
𝑖=1
(𝜙𝑚,𝑖 − 𝛽𝜓𝑟,𝑖) + O𝑝 (𝐵−1).

Under the stated conditional independence, Cov(𝜙𝑚, 𝜓𝑟 | Θ) = 0, so by the law of total covariance

𝐶 = Cov(𝜙𝑚, 𝜓𝑟) = Cov(E[𝜙𝑚 | Θ],E[𝜓𝑟 | Θ]) = Cov(Δ 𝑓 ,Δ𝑔). The CLT then gives the stated

normal limit with variance 𝑉𝑚 − 2𝛽𝐶 + 𝛽2𝑉𝑔,𝑟 where 𝑉𝑔,𝑟 = Var(𝜓𝑟). The optimal coefficient and

minimal variance follow by completing the square. □

B.6 Proof of Proposition 3.10

Proof. Since the pilot sample Θ′1, . . . ,Θ
′
𝑀

is independent of the labeled sample and 𝜎̂2
𝑔,pilot is

unbiased for 𝜎2
𝑔 , exact unbiasedness follows: E[𝜏2

pilot(𝛽)] = E[𝜏2
A] − 𝛽(E[𝜎̂

2
𝑔 ] − E[𝜎̂2

𝑔,pilot]) = 𝜏
2.
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For the CLT, write

𝜏2
pilot(𝛽) − 𝜏

2 = (𝜏2
A − 𝜏

2 − 𝛽(𝜎̂2
𝑔 − 𝜎2

𝑔 ))︸                         ︷︷                         ︸
𝑈𝐵

+ 𝛽(𝜎̂2
𝑔,pilot − 𝜎

2
𝑔 )︸             ︷︷             ︸

𝑃𝑀

.

By Corollary 3.8,
√
𝐵𝑈𝐵 ⇒ 𝑁 (0, 𝑉𝑚 − 2𝛽𝐶𝑔 + 𝛽2𝑉∞𝑔 ). By the CLT applied to the pilot sample,

√
𝑀 (𝜎̂2

𝑔,pilot − 𝜎
2
𝑔 ) ⇒ 𝑁 (0, 𝑉∞𝑔 ). Since the two samples are independent,

√
𝐵 𝑃𝑀 = 𝛽

√︁
𝐵/𝑀 ·

√
𝑀 (𝜎̂2

𝑔,pilot − 𝜎
2
𝑔 ) ⇒ 𝑁 (0, 𝜆𝛽2𝑉∞𝑔 ) where 𝜆 = lim 𝐵/𝑀 . Adding the independent Gaussian limits

gives the stated result. The optimal coefficient follows by minimizing the quadratic 𝑉𝑚 − 2𝛽𝐶𝑔 +

(1 + 𝜆)𝛽2𝑉∞𝑔 . □

B.7 Proof of Theorem 3.11

Proof. Since 𝜏2
det(𝛽) is affine in 𝛽,

𝜏2
det(𝛽) − 𝜏

2
det(𝛽

∗
𝑔,∞) = (𝛽∗𝑔,∞ − 𝛽) (𝜎̂2

𝑔 − 𝜎2
𝑔 ).

The first factor satisfies 𝛽− 𝛽∗𝑔,∞ = 𝑜𝑝 (1) by assumption. The second factor 𝜎̂2
𝑔 −𝜎2

𝑔 is the centered

sample variance of i.i.d. 𝛿𝑔,𝑖, which is 𝑂𝑝 (𝐵−1/2). Their product is therefore 𝑜𝑝 (𝐵−1/2).

Expanding,

Var(𝜏2
det(𝛽)) − Var(𝜏2

det(𝛽
∗
𝑔,∞)) = 2Cov

(
𝜏2

det(𝛽
∗
𝑔,∞), (𝛽∗𝑔,∞ − 𝛽) (𝜎̂2

𝑔 − 𝜎2
𝑔 )

)
+ Var

(
(𝛽∗𝑔,∞ − 𝛽) (𝜎̂2

𝑔 − 𝜎2
𝑔 )

)
.

The second term is E[(𝛽 − 𝛽∗𝑔,∞)2] · 𝑂 (1/𝐵) = 𝑜(1/𝐵), since E[(𝛽 − 𝛽∗𝑔,∞)2] → 0. To see this,

note that 𝐴̂
𝑝
−→ 𝐴∞ = Var(𝛿2

𝑔) > 0, so for any 𝜀 > 0 the event { 𝐴̂ > 𝜀} has probability tending

to one. On this event, 𝛽 = 𝐶̂/𝐴̂ is bounded by |𝐶̂ |/𝜀, which has finite second moment under

the stated eighth-moment conditions. Hence (𝛽 − 𝛽∗𝑔,∞)21{ 𝐴̂ > 𝜀} → 0 in 𝐿1 by dominated

convergence, and P( 𝐴̂ ≤ 𝜀) → 0 handles the complementary event. The covariance term is

162



bounded by Cauchy–Schwarz as 𝑂 (𝐵−1/2) · 𝑜(𝐵−1/2) = 𝑜(1/𝐵). □
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Appendix C: Proofs and Supplementary Material for Chapter 4

C.1 Proofs

C.1.1 Proof of Theorem 4.1

Using the definition

𝐽
(𝑡)
𝜇,𝜽 =

∑︁
𝑠

𝜇(𝑠) ×𝑉 (𝑡)
𝜇,𝜽 (𝑠),

and (4.15), we observe that (4.16) implies the recursion

𝐽
(𝑇)
𝜇,𝜽 =

∑︁
𝑠

𝜇(𝑠) × 𝑟 (𝑇)𝜇 (𝑠)

𝐽
(𝑡)
𝜇,𝜽 =

∑︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎) + 𝐽 (𝑡+1)P (𝑡 )

𝜃 (𝑡 )
(𝜇),𝜽

.

(C.1)

The objective function 𝐽𝜽 in (4.9) can then be expressed as

𝐽𝜽 =

𝑡−1∑︁
𝜏=0

{∑︁
𝑠,𝑎

𝜇
(𝜏)
𝜽 (𝑠) × 𝜋

(𝜏)
𝜃 (𝜏 )
(𝑎 |𝑠) × 𝑟 (𝜏)

𝜇
(𝜏 )
𝜽

(𝑠, 𝑎)
}
+ 𝐽 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜽

,

so that in particular 𝐽𝜽 = 𝐽
(0)
𝜇 (0) ,𝜽

. Since the 𝜇(𝜏)𝜽 for 𝜏 ≤ 𝑡 are constant in 𝜃 (𝑡) , we thus obtain that

the policy gradient ∇𝜃 (𝑡 ) 𝐽𝜽 can be expressed as

∇𝜃 (𝑡 ) 𝐽𝜽 = ∇𝜃 (𝑡 ) 𝐽
(𝑡)
𝜇,𝜽

���
𝜇=𝜇

(𝑡 )
𝜽

. (C.2)

Define, for 0 ≤ 𝑡 ≤ 𝑇 ,

𝜎
(𝑡)
𝜽 = ∇𝜇𝐽 (𝑡)𝜇,𝜽

���
𝜇=𝜇

(𝑡 )
𝜽

. (C.3)
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(The requisite differentiability in (C.2) and (C.3) follows from (4.15) and (C.1).) From (C.1), (C.2),

(C.3), and the chain rule we then obtain that

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) + ∇𝜃 (𝑡 )P
(𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)𝜽 . (C.4)

As a result of (4.15), the second term on the right-hand side of (C.4) is

∇𝜃 (𝑡 )P
(𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)𝜽 =
∑︁
𝑠′

(∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
)
× 𝜎 (𝑡+1)𝜽 (𝑠′).

After grouping terms, the policy gradient can be expressed as

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

(
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)𝜽 (𝑠′)
)

=
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎),

which establishes (4.10).

Next we turn to establishing (4.11). From (C.1) and the chain rule we obtain

𝜎
(𝑇)
𝜽 = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

+
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × ∇𝜇𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 = ∇𝜇

(∑̃︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎)

)�����
𝜇=𝜇

(𝑡 )
𝜽

+ ∇𝜇P (𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)𝜽 . (C.5)

Component 𝑠 of the first term on the right-hand side of (C.5) is

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠) 𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎).

Using (4.15), component 𝑠 of the second term on the right-hand side of (C.5) is

∑︁
𝑠′

{∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠) 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
}
× 𝜎 (𝑡+1)𝜽 (𝑠′).
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After grouping terms, (C.5) can be written as

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)𝜽 (𝑠′)
]

+
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝜕

𝜕𝜇(𝑠) 𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′

𝜕

𝜕𝜇(𝑠) 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)𝜽 (𝑠′)
]
,

which is (4.11) for 𝑡 < 𝑇 expressed in terms of 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎).

C.1.2 Proof of Proposition 4.2

We fix pmf 𝜇(0) on state space S and a policy parameter vector 𝜽 . The pmfs 𝜇(𝑡)𝜽 are recursively

defined via 𝜇(𝑡+1)𝜽 = P (𝑡)
𝜃 (𝑡 )
(𝜇(𝑡)𝜽 ), see (4.15). For 𝜏 > 𝑡 the pmf 𝜇(𝜏)𝜽 can be thought of as a function

of 𝜇(𝑡)𝜽 and 𝜃 (𝑡) , . . . , 𝜃 (𝑇−1) , and so with this understanding we write ∇𝜃 (𝑡 ) 𝜇
(𝜏)
𝜽 and ∇

𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 . (Keep

in mind that these are matrices of sizes 𝑀 × |S| and |S| × |S|, respectively, where 𝑀 is the ambient

dimension of Θ(𝑡) .) All expectations are understood to be under 𝑞. To shorten the expressions to

follow we define random variables

𝑌 (𝑡) (𝜽) = ∇𝜃 (𝑡 ) log 𝜋(𝑡)
𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)),

𝑍 (𝑡) (𝜽) = ∇𝜇 log 𝑝 (𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)),

In what follows, 0 ≤ 𝑡1 ≤ 𝑡2 < 𝑇 .

From the definition of 𝑞𝜽 in (4.3), log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) equals

log 𝜇(0) (𝑆(0)) +
𝑇−1∑︁
𝜏=0

log 𝜋(𝜏)
𝜃 (𝜏 )
(𝐴(𝜏) |𝑆(𝜏)) +

𝑇−1∑︁
𝜏=0

log 𝑝 (𝜏)
𝜇
(𝜏 )
𝜽

(𝑆(𝜏+1) |𝑆(𝜏) , 𝐴(𝜏)).
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Using the chain rule, we obtain that

∇𝜃 (𝑡 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

= ∇𝜃 (𝑡 ) log 𝜋(𝑡)
𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)) +

𝑇−1∑︁
𝜏=𝑡+1
(∇𝜃 (𝑡 ) 𝜇

(𝜏)
𝜽 ) × ∇𝜇 (𝜏 )𝜽

log 𝑝 (𝜏)
𝜇
(𝜏 )
𝜽

(𝑆(𝜏+1) |𝑆(𝜏) , 𝐴(𝜏))

= 𝑌 (𝑡) (𝜽) +
𝑇−1∑︁
𝜏=𝑡+1
(∇𝜃 (𝑡 ) 𝜇

(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽).

Thus, 𝐹 (𝑡1,𝑡2) (𝜽) in (4.18) can be written as

E𝜽


(
𝑌 (𝑡1) (𝜽) +

𝑇−1∑︁
𝜏=𝑡1+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽)
)
×

(
𝑌 (𝑡2) (𝜽) +

𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽)
)⊤ .

There are many terms in the expression inside the expectation; however, most of these terms vanish.

Fix some finite set X, and let 𝑝𝜁 be a pmf of X indexed by some parameter 𝜁 such that ∇𝑝𝜁 (𝑥)

exists for each 𝑥 ∈ 𝑠𝑢𝑝𝑝(𝑝𝜁 ). For each 𝑥 ∈ 𝑠𝑢𝑝𝑝(𝑝𝜁 ) the score function ∇𝜁 log 𝑝𝜁 (𝑥) has a

well-known property that its expectation (under 𝑝𝜁 ) is zero. Indeed,

∑︁
𝑥

𝑝𝜁 (𝑥) × ∇𝜁 log 𝑝𝜁 (𝑥) =
∑︁
𝑥

∇𝜁 𝑝𝜁 (𝑥) = 0, (C.6)

since
∑
𝑥 𝑝𝜁 (𝑥) = 1.

From the definition of 𝑞𝜽 in (4.3) and the nonlinear Markov property in (4.4), we deduce that

E𝜽 [𝑍 (𝑡) (𝜽) |𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑡) , 𝐴(𝑡)] =
∑︁
𝑠 (𝑡+1)

𝑝
𝜇
(𝑡 )
𝜽
(𝑠(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡))×∇

𝜇
(𝑡 )
𝜽

log 𝑝
𝜇
(𝑡 )
𝜽
(𝑠(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)) = 0,

(C.7)

where the second equality follows by applying (C.6) with 𝑝 = 𝑝
𝜇
(𝑡 )
𝜽
(·|𝑆(𝑡) , 𝐴(𝑡)) and 𝜁 = 𝜇

(𝑡)
𝜽 . From

the definition of 𝑞𝜽 and the Markov policy property in (4.5),

E𝜽 [𝑌 (𝑡) (𝜽) |𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑡)] =
∑︁
𝑎 (𝑡 )

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑆(𝑡)) × ∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝑎 (𝑡) |𝑆(𝑡)) = 0, (C.8)
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where the second equality follows by applying (C.6) with 𝑝 = 𝜋
(𝑡)
𝜃 (𝑡 )
(·|𝑆(𝑡)) and 𝜁 = 𝜃 (𝑡) . Application

of the tower law to (C.7) and (C.8) yields the following lemma.

Lemma C.1. The random vectors 𝑌 (𝑡) (𝜽) and 𝑍 (𝑡) (𝜽) satisfy the following identities:

1. E𝜽 [𝑍 (𝑡) (𝜽)] = E𝜽 [𝑌 (𝑡) (𝜽)] = 0 for all 𝑡.

2. E𝜽 [𝑍 (𝑡1) (𝜽) × (𝑍 (𝑡2) (𝜽))⊤] = E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] = 0 for all 𝑡1, 𝑡2 with 𝑡1 ≠ 𝑡2.

3. E𝜽 [𝑍 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] = 0 for all 𝑡1, 𝑡2.

As a direct consequence of the identities in this lemma, 𝐹 (𝑡1,𝑡2) (𝜽) can be written as

𝐹 (𝑡1,𝑡2) (𝜽) = E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] +
𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × E𝜽 [𝑍 (𝜏) (𝜽) × (𝑍 (𝜏) (𝜽))⊤] × (∇𝜃 (𝑡2 ) 𝜇

(𝜏)
𝜽 )
⊤

= E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] +
𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × 𝑀

(𝜏) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 )
⊤. (C.9)

For 𝜏 > 𝑡2, the chain rule implies that

∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 = (∇𝜃 (𝑡1 ) 𝜇

(𝑡2+1)
𝜽 ) × (∇

𝜇
(𝑡2+1)
𝜽

𝜇
(𝜏)
𝜽 ),

∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 = (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 ) × (∇

𝜇
(𝑡2+1)
𝜽

𝜇
(𝜏)
𝜽 ), (C.10)

and so the summand on the right-hand side of (C.9) can be expressed as

(∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,

where the matrices 𝐺 (𝑡) (𝜽) are defined, for 1 ≤ 𝑡 ≤ 𝑇 , via

𝐺 (𝑡) (𝜽) =
𝑇−1∑︁
𝜏=𝑡

(∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 ) × 𝑀

(𝜏) (𝜽) × (∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 )
⊤, (C.11)
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which should be interpreted as zero for 𝑡 = 𝑇 . Thus,

𝐹 (𝑡1,𝑡2) (𝜽) = E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] + (∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,

where the first term on the right-hand side of (C.9) is only nonzero if 𝑡1 = 𝑡2 = 𝑡, in which case it

equals 𝐾 (𝑡) (𝜽), as claimed.

We proceed to the calculation of 𝐺 (𝑡) (𝜽). Since ∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡)
𝜽 is the identity matrix and, similarly

to (C.10), for 𝜏 > 𝑡,

∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 = (∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 ) × (∇

𝜇
(𝑡+1)
𝜽

𝜇
(𝜏)
𝜽 ),

it follows from its representation in (C.11) that 𝐺 (𝑡) (𝜽) can be recursively calculated as claimed.

C.1.3 Proof of Proposition 4.3

The necessary condition for optimality states that for each 𝑡 and 𝑧, for all feasible directions

𝑑 ∈ R|A|,

𝑑⊤ × ∇
𝜃
(𝑡 )
𝑧
𝐽𝜽 ≤ 0.

In view of (4.24), this is equivalent to having, for each 𝑡 and 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0,

∑︁
𝑎

𝑑𝑎 ×𝑄
(𝑡)
𝑧,𝜽 (𝑎) ≤ 0.

The sum of the elements of a feasible direction 𝑑 must be zero. If all elements 𝜽 are positive,

then the elements of each 𝑑 may be taken to be positive or negative. A straightforward proof by

contradiction readily shows that, for each 𝑡 and 𝑧, the 𝑄
(𝑡)
𝑧,𝜽 (𝑎) must then all be equal.

Consider some time 𝑡 and expert 𝑧 for which at least one of the elements of 𝜃 (𝑡)𝑧 is zero. Here,

a feasible direction 𝑑 has the additional property that 𝑑𝑎̃ ≥ 0 for each 𝑎̃ with 𝜃 (𝑡)𝑧 (𝑎̃) = 0. Taking

𝑑𝑎̃ = 0 for each such 𝑎̃, the argument in the previous paragraph shows that the 𝑄
(𝑡)
𝑧,𝜽 (𝑎) for 𝑎 in the

support in 𝜃 (𝑡)𝑧 must then all be equal. Let 𝑞 (𝑡)𝑧 denote this common value. It remains to show that
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𝑄
(𝑡)
𝑧,𝜽 (𝑎̄) ≤ 𝑞

(𝑡)
𝑧 if 𝜃 (𝑡)𝑧 (𝑎̄) = 0. Fix such an 𝑎̄. Set 𝑑𝑎̃ = 0 for all 𝑎̃ ≠ 𝑎̄ with 𝜃 (𝑡)𝑧 (𝑎̃) = 0, so that

∑︁
𝑎

𝑑𝑎 ×𝑄
(𝑡)
𝑧,𝜽 (𝑎) = 𝑑𝑎̄ ×𝑄

(𝑡)
𝑧,𝜽 (𝑎̄) − 𝑑𝑎̄ × 𝑞

(𝑡)
𝑧 .

Since 𝑑𝑎̃ can be taken as positive, we deduce that 𝑄
(𝑡)
𝑧,𝜽 (𝑎̄) ≤ 𝑞

(𝑡)
𝑧 , as required.

C.1.4 Proof of Proposition 4.4

We begin with a lemma that gives easily computable expressions for 𝐹̂ (𝜓) and its Moore-Penrose

inverse 𝐹̂ (𝜓)† used in the proof. The matrix 𝑃 below is given by

𝑃 = 𝐼 − 1
|A|1 × 1⊤, (C.12)

where 1 is the column vector of size |A| of all ones. The symmetric matrix 𝐹̂ (𝜓) has one singularity

(each row and column sum vanishes), and so its null space is the linear span of 1 and its range

consists of all vectors 𝑣 orthogonal to 1. Since 𝑃 is idempotent (𝑃2 = 𝑃) and 𝑃×𝑣 = 𝑣 for all 𝑣 such

that 𝑣⊤×1 = 0, the symmetric matrix 𝑃 is the orthogonal projection matrix onto the range of 𝐹̂ (𝜓).

Observe that 𝑃×𝑣 merely centers 𝑣 by subtracting the average from each component so that the sum

of the components becomes zero, e.g., if 𝑣 = (1, 3, 8)⊤, the average is 4, so 𝑃 × 𝑣 = (−3,−1, 4)⊤.

Since centering a vector 𝑣 involves subtracting the average from each component, this operation

is unchanged if the same constant is subtracted from every entry of 𝑣, as the mean (and thus the

centered result) remains the same.

Lemma C.2. We have:

(a) 𝐹̂ (𝜓) = diag(𝜋̂𝜓) − 𝜋̂𝜓 × 𝜋̂⊤𝜓 .

(b) 𝐹̂ (𝜓)† = 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃.

Proof. Interpreting 𝜋̂𝜓 as a (column) vector rather than a function, the corresponding score function

is

∇𝜓 log 𝜋̂𝜓 (𝑎) = 𝑒𝑎 − 𝜋̂𝜓 (C.13)
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where 𝑒𝑎 denotes the 𝑎-th unit vector. Using this identity, the Fisher information matrix 𝐹̂ (𝜓)

corresponding to 𝜋̂𝜓 is

𝐹̂ (𝜓) =
∑︁
𝑎

𝜋̂𝜓 (𝑎) × ∇𝜓 log 𝜋̂𝜓 (𝑎) × (∇𝜓 log 𝜋̂𝜓 (𝑎))⊤

=
∑︁
𝑎

𝜋̂𝜓 (𝑎) × (𝑒𝑎 × 𝑒⊤𝑎 − 𝑒𝑎 × 𝜋̂⊤𝜓 − 𝜋̂𝜓 × 𝑒⊤𝑎 + 𝜋̂𝜓 × 𝜋̂⊤𝜓 )

= diag(𝜋̂𝜓) − 2 ×
(∑︁
𝑎

𝜋̂𝜓 (𝑎) × 𝑒𝑎

)
× 𝜋̂⊤𝜓 + 𝜋̂𝜓 × 𝜋̂⊤𝜓

= diag(𝜋̂𝜓) − 𝜋̂𝜓 × 𝜋̂⊤𝜓 ,

which establishes part (a). As for part (b), we first establish that 𝐹̂ (𝜓) and 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃 are

inverses on the subspace orthogonal to 1, i.e.,

𝐹̂ (𝜓) × (𝑃 × diag(𝜋̂𝜓)−1 × 𝑃) = (𝑃 × diag(𝜋̂𝜓)−1 × 𝑃) × 𝐹̂ (𝜓) = 𝑃.

Since the sum of the components of each row or column of 𝐹̂ (𝜓) is zero it follows that 𝑃 × 𝐹̂ (𝜓) =

𝐹̂ (𝜓) × 𝑃 = 𝐹̂ (𝜓). Due to symmetry it remains to show that 𝑃 × diag(𝜋̂𝜓)−1 × 𝐹̂ (𝜓) = 𝑃. Indeed,

𝑃 × diag(𝜋̂𝜓)−1 × 𝐹̂ (𝜓) = 𝑃 × (𝐼 − 1 × 𝜋̂⊤𝜓 ) = 𝑃 − 𝑃 × 1 × 𝜋̂⊤𝜓 = 𝑃,

since 𝑃 × 1 = 0. The claim now follows from the fact that 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃 annihilates 1 and

therefore the null space of 𝐹̂ (𝜓). □

We now proceed to the proof of this proposition. Both sides of (4.29) are trivially equal to zero

for time-expert pairs (𝑡, 𝑧) with 𝜇(𝑡)𝜸 (S𝑧) = 0. Due to the block diagonal structure of 𝐹̃ (𝜸), each

subvector ∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 corresponding to time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜸 (S𝑧) > 0 satisfies

∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 =

1

𝜇
(𝑡)
𝜸 (S𝑧)

× 𝐹̂ (𝛾 (𝑡)𝑧 )† × ∇𝛾 (𝑡 )𝑧
𝐽𝜸 =

1

𝜇
(𝑡)
𝜸 (S𝑧)

× 𝑃 × diag(𝜋̂
𝛾
(𝑡 )
𝑧
)−1 × ∇

𝛾
(𝑡 )
𝑧
𝐽𝜸, (C.14)

where the second equality follows from Lemma C.2(b) and the fact that ∇
𝛾
(𝑡 )
𝑧
𝐽𝜸 is orthogonal to
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1. In what follows we fix such a (𝑡, 𝑧) and show that the right-hand side of (C.14) has the desired

equivalent form.

From the policy gradient theorem (Theorem 4.1) we deduce that

∇𝛾 (𝑡 ) 𝐽𝜸 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )

𝑧 (𝑠)
(𝑎)

)
×𝑄 (𝑡)

𝜇
(𝑡 )
𝜸 ,𝜎

(𝑡+1)
𝜸

(𝑠, 𝑎)

=
∑︁
𝑧

𝜇
(𝑡)
𝜸 (S𝑧) ×

∑︁
𝑎

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )𝑧

(𝑎)
)
×𝑄 (𝑡)𝑧,𝜸 (𝑎),

which, using (C.13), in turn implies that

∇
𝛾
(𝑡 )
𝑧
𝐽𝜸 = 𝜇

(𝑡)
𝜸 (S𝑧) ×

∑̃︁
𝑎

𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎̃) ×𝑄 (𝑡)𝑧,𝜸 (𝑎̃) ×

(
𝑒𝑎̃ − 𝜋̂𝛾 (𝑡 )𝑧

)
.

Since

𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎̃) × 𝑃 × diag(𝜋̂

𝛾
(𝑡 )
𝑧
)−1 ×

(
𝑒𝑎̃ − 𝜋̂𝛾 (𝑡 )𝑧

)
= 𝑃 × (𝑒𝑎̃ − 1) = 𝑃 × 𝑒𝑎̃ = 𝑒𝑎̃ −

1
|A|1,

the right-hand side of (C.14) becomes the desired expression.

C.1.5 Proof of Theorem 4.5

Throughout, fix an arbitrary pure policy 𝜽∗. For brevity, we suppress the dependence on 𝑛 and

simply write 𝜸 for 𝜸𝑛 (with 𝑛 sufficiently large) and 𝜽 (𝜸) → 𝜽∗ for the convergence along the

subsequence {𝜸𝑛}. Since the setU(𝜸𝑛) is independent of 𝑛, we denote it simply byU.

We write 𝐵 for the block diagonal matrix consisting of 𝑇 × |Z| blocks 𝐵((𝑡,𝑧),(𝑡,𝑧)) each of size

|A| × |A|, where block 𝐵((𝑡,𝑧),(𝑡,𝑧)) = 0 for all ‘unreachable’ time-expert pairs (𝑡, 𝑧) ∈ U and

𝐵((𝑡,𝑧),(𝑡,𝑧)) = 𝑃 otherwise, where 𝑃 is defined in (C.12).

Lemma C.3. Under the conditions of Theorem 4.5, we have that

∇̂𝜸𝐽𝜸 − ∇̃𝜸𝐽𝜸 =
[
(𝐹̃ (𝜸)† × 𝐹 (𝜸))† − 𝐵

]
× ∇̃𝜸𝐽𝜸 .
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Proof. We first note that 𝐵 = 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) by the definitions of 𝐵 and 𝐹̃ (𝜸). From the standard

Moore-Penrose identity 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) × 𝐹̃ (𝜸)† = 𝐹̃ (𝜸)†, we obtain that

𝐵 × ∇̃𝜸𝐽𝜸 = 𝐵 × 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) × 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = ∇̃𝜸𝐽𝜸 .

It remains to show that

∇̂𝜸𝐽𝜸 = (𝐹̃ (𝜸)† × 𝐹 (𝜸))† × ∇̃𝜸𝐽𝜸 .

Since ∇̂𝜸𝐽𝜸 = 𝐹 (𝜸)†×∇𝜸𝐽𝜸 and ∇̃𝜸𝐽𝜸 = 𝐹̃ (𝜸)†×∇𝜸𝐽𝜸, it suffices to argue that 𝐹 (𝜸)† = (𝐹̃ (𝜸)†×

𝐹 (𝜸))† × 𝐹̃ (𝜸)†. By the local identifiability condition in the theorem, the null spaces of 𝐹 (𝜸) and

𝐹̃ (𝜸) are eventually identical and both eventually have dimension equal to |Z|×𝑇 + (|A|−1) × |U|.

Both matrices are invertible on the orthogonal complement of this null space and the Moore-Penrose

inverses act as ordinary inverses. The required identity then follows from the standard matrix

identity (𝐴−1
1 × 𝐴2)−1 × 𝐴−1

1 = 𝐴−1
2 for nonsingular matrices 𝐴1 and 𝐴2, applied to the restrictions

of 𝐹 (𝜸) and 𝐹̃ (𝜸) to their common range space. □

By the local identifiability condition in the theorem, 𝐹 (𝜸) and 𝐹̃ (𝜸) have a common range

space, and so 𝐵 equals the orthogonal projection matrix on this common range space. In particular,

𝐵† = 𝐵. Since Moore-Penrose inversion is continuous on the set of matrices with constant rank, we

immediately obtain the desired result (𝐹̃ (𝜸)†×𝐹 (𝜸))† → 𝐵 once we establish that, as 𝜽 (𝜸) → 𝜽∗,

𝐹̃ (𝜸)† × 𝐹 (𝜸) → 𝐵.

Our starting point is the set of identities in Proposition 4.2. We start with the block diagonal

element 𝐹̃ (𝑡,𝑡) (𝜸)† × 𝐹 (𝑡,𝑡) (𝜸). The term 𝐾 (𝑡) (𝜸) in 𝐹 (𝑡,𝑡) (𝜸) is a block diagonal matrix with block

diagonal elements of the form 𝜇
(𝑡)
𝜸 (S𝑧) × 𝐹̂ (𝛾 (𝑡)𝑧 ). As a result,

𝐹̃ (𝑡,𝑡) (𝜸)† × 𝐾 (𝑡) (𝜸)
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equals the block diagonal matrix consisting of |Z| blocks 𝐸 ((𝑡,𝑧),(𝑡,𝑧)) . To complete the proof, it

remains to establish that, for 𝑡1 ≤ 𝑡2,

𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡2+1)
𝜸 × 𝐺 (𝑡2+1) (𝜸) × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0 (C.15)

and that, for 𝑡1 > 𝑡2,

(𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 ) × 𝐺 (𝑡1+1) (𝜸) × (∇

𝜇
(𝑡2+1)
𝜸

𝜇
(𝑡1+1)
𝜸 )⊤ × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0. (C.16)

We focus on (C.15) since the arguments for (C.16) are identical. Since

∇𝛾 (𝑡1 ) 𝜇
(𝑡2+1)
𝜸 = ∇𝛾 (𝑡1 ) 𝜇

(𝑡1+1)
𝜸 × ∇

𝜇
(𝑡1+1)
𝜸

𝜇
(𝑡2+1)
𝜸 ,

we shall show that, as 𝜽 (𝜸) → 𝜽∗,

(𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 ) × ∇

𝜇
(𝑡1+1)
𝜸

𝜇
(𝑡2+1)
𝜸 × 𝐺 (𝑡2+1) (𝜸) × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0.

The following lemma establishes that the last term in (C.15) converges to zero.

Lemma C.4. As 𝜽 (𝜸) → 𝜽∗, we have that, for every 0 ≤ 𝑡 < 𝑇 ,

∇𝛾 (𝑡 ) 𝜇
(𝑡+1)
𝜸 → 0.

Proof. Fix some 𝑧 and 𝑠′. We show that ∇
𝛾
(𝑡 )
𝑧
𝜇
(𝑡+1)
𝜸 (𝑠′) converges to zero, which is sufficient to
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establish the claim. We have that

∇
𝛾
(𝑡 )
𝑧
𝜇
(𝑡+1)
𝜸 (𝑠′) =

∑︁
𝑠∈S𝑧 ,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇
𝛾
(𝑡 )
𝑧
𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎)

)
× 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)

=
∑︁
𝑎

©­«
∑︁
𝑠∈S𝑧

𝜇
(𝑡)
𝜸 (𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)ª®¬ × ∇𝛾 (𝑡 )𝑧
𝜋̂
𝛾
(𝑡 )
𝑧 (𝑠)
(𝑎)

=
∑︁
𝑎

©­«
∑︁
𝑠∈S𝑧

𝜇
(𝑡)
𝜸 (𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)ª®¬ ×
[
𝜋̂
(𝑡)
𝛾
(𝑡 )
𝑧

(𝑎) ×
(
𝑒𝑎 − 𝜋̂(𝑡)

𝛾
(𝑡 )
𝑧

)]
,

where the last equality follows from (C.13). Since 𝜽∗ is a pure policy there exists an 𝑎(𝑧) such that

𝜋̂
(𝑡)
𝛾
(𝑡 )
𝑧

converges to 𝑒𝑎(𝑧) , and so the term in brackets converges to 1(𝑎 = 𝑎(𝑧)) × (𝑒𝑎 − 𝑒𝑎(𝑧)). Since

this expression equals zero for all 𝑎, the result now follows. □

Having shown that the last term in (C.15) converges to zero, we now argue that the matrices

in each of the three preceding expressions are bounded, which is sufficient to establish the claim.

We first argue that the matrices 𝐺 (𝑡) (𝜸) are eventually bounded as 𝜽 (𝜸) → 𝜽∗. Fix some time 𝑡,

state 𝑠 with 𝜇(𝑡)∗ (𝑠) > 0, and action 𝑎. Eventually 𝜇(𝑡)𝜸 (𝑠) > 0, and so under the conditions of the

theorem the supports of 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) and 𝑝 (𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) are eventually identical. Due to the smooth

extension property, both 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) and ∇𝜇𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) are continuous in 𝜇 on a neighborhood of

𝜇
(𝑡)
∗ within the probability simplex. Since 𝜇(𝑡)𝜸 → 𝜇

(𝑡)
∗ , it then follows that

lim
𝜽 (𝜸)→𝜽∗

min
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) = min
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
∗

𝑝
(𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) > 0. (C.17)

and

lim
𝜽 (𝜸)→𝜽∗

max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸

∇𝜇𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) = max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
∗

∇𝜇𝑝 (𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) < ∞. (C.18)

Equations (C.17) and (C.18) together imply that

lim
𝜽 (𝜸)→𝜽∗

max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸





∇𝜇 log 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)




 < ∞,
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which implies that the 𝑀 (𝑡) (𝜸) are eventually bounded. The same argument shows that ∇
𝜇
(𝑡 )
𝜸
𝜇
(𝑡+1)
𝜸

is bounded for all 𝑡. This implies, as can be seen via a straightforward recursive argument working

backwards through time, that the 𝐺 (𝑡) (𝜸) are bounded, too. It also shows that, for 𝑡1 < 𝑡2, the

matrix

∇
𝜇
(𝑡1 )
𝜸
𝜇
(𝑡2+1)
𝜸 = (∇

𝜇
(𝑡1 )
𝜸
𝜇
(𝑡1+1)
𝜸 ) × · · · × (∇

𝜇
(𝑡2 )
𝜸
𝜇
(𝑡2+1)
𝜸 )

is bounded.

It remains to show that the matrix 𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 in (C.15) is bounded. We claim

that element ((𝑧, 𝑎), 𝑠′) of this matrix is

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑧, 𝑎) − 1
|A|

∑̃︁
𝑎

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑧, 𝑎̃),

where

𝑝
(𝑡)
𝜇 (𝑠′|𝑧, 𝑎) =


∑
𝑠∈S𝑧 𝜇(𝑠 |S𝑧) × 𝑝

(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) if 𝜇(S𝑧) > 0

0 otherwise.

The argument is almost identical to the main argument of Proposition 4.4. In lieu of the policy

gradient theorem, the starting point is the identity

∇𝛾 (𝑡 ) 𝜇
(𝑡+1)
𝜸 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )

𝑧 (𝑠)
(𝑎)

)
× 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎).

The rest of the argument goes through verbatim with 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) playing the role of𝑄 (𝑡)
𝜇
(𝑡 )
𝜸 ,𝜎

(𝑡+1)
𝜸

(𝑠, 𝑎).

C.2 Efficient Gradient Calculation for QPLEX Models

This appendix shows how the policy gradient can be calculated efficiently due to the structure

underlying QPLEX models, specifically due to the structure of states and by leveraging the sum-

product algorithm. We work with a more general setting than the dynamic pricing example, which

covers a variety of QPLEX models: in the language of Dieker and Hackman 2025, we consider
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simple transition dynamics with a single label. More general models can be worked out similarly.

To accommodate this generality, the terms min(𝑧, 𝑛) and min(𝑧′, 𝑛) in the definition of 𝑞(𝑘′|𝑧, 𝑑, 𝑧′)

in (4.34) need to be replaced by 𝑥(𝑧) and 𝑥(𝑧′), respectively, where 𝑥 is a so-called size function

Dieker and Hackman 2025. We also allow a general routing pmf 𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎). This more general

setting does not affect the calculations below.

C.2.1 State Structure

As a consequence of the separability of the local reward (4.36) and the kernel structure in (4.31),

the 𝑄-function takes the form,

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇 (𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) × 𝜎′(𝑠′)

= 𝑐
(𝑡)
𝜇 + 𝑟 (𝑡)𝜇 |𝑧 (𝑧, 𝑎) +

∑︁
𝑧′,ℓ′

𝑝
(𝑡)
𝜇 |𝑧 (𝑧

′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′)

= 𝑐
(𝑡)
𝜇 + 𝑄̂ (𝑡)𝜇 |𝑧 ,𝜎′ (𝑧, 𝑎),

where 𝜇 |𝑧 should be interpreted as some fixed pmf 𝜉0 on L if 𝜇(𝑧) = 0 and

𝑄̂
(𝑡)
𝜉,𝜎′ (𝑧, 𝑎) = 𝑟

(𝑡)
𝜉
(𝑧, 𝑎) +

∑︁
𝑧′,ℓ′

𝑝
(𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′). (C.19)

For a differentiable function ℎ of a pmf 𝜉 on L, we write ∇ctrd
𝜉
ℎ(𝜉) for the mean-centered

gradient (𝐼 − 1 × 𝜉⊤) × ∇𝜉ℎ(𝜉) and denote element ℓ of ∇ctrd
𝜉
ℎ(𝜉) by 𝜕ctrd

𝜕𝜉 (ℓ) ℎ(𝜉). That is,

∇ctrd
𝜉 ℎ(𝜉) = ∇𝜉ℎ(𝜉) − 1 ×

∑︁
ℓ

𝜉 (ℓ) × 𝜕

𝜕𝜉 (ℓ) ℎ(𝜉).

Lemma C.5. Let ℎ be a differentiable real-valued function of a pmf 𝜉 over L. Fix some 𝜇 and 𝑧

such that 𝜇(𝑧) > 0. Then

𝜕

𝜕𝜇(𝑧, ℓ) ℎ(𝜇 |𝑧) =
1(𝑧 = 𝑧)
𝜇(𝑧) ×

𝜕ctrd

𝜕𝜉 (ℓ) ℎ(𝜇 |𝑧).
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Proof. We start from

𝜕

𝜕𝜇(𝑧, ℓ) 𝜇 |𝑧 (ℓ̃) =
𝜕

𝜕𝜇(𝑧, ℓ)
𝜇(𝑧, ℓ̃)∑
ℓ̄ 𝜇(𝑧, ℓ̄)

=


1(ℓ̃=ℓ)−𝜇 |𝑧 (ℓ̃)

𝜇(𝑧) 𝑧 = 𝑧

0 𝑧 ≠ 𝑧,

which shows that we can focus on 𝑧 = 𝑧. The chain rule then yields

𝜕

𝜕𝜇(𝑧, ℓ) ℎ(𝜇 |𝑧) =
1
𝜇(𝑧) ×

∑̃︁
ℓ

(1(ℓ̃ = ℓ) − 𝜇 |𝑧 (ℓ̃)) ×
𝜕

𝜕𝜉 (ℓ̃)
ℎ(𝜇 |𝑧)

=
1
𝜇(𝑧) ×


𝜕

𝜕𝜉 (ℓ) ℎ(𝜇 |𝑧) −
∑̃︁
ℓ

𝜇 |𝑧 (ℓ̃) ×
𝜕

𝜕𝜉 (ℓ̃)
ℎ(𝜇 |𝑧)

 ,
as required. □

Writing 𝜇(𝑡)
𝜽 ,|𝑧 for the conditional pmf of the label given the counter 𝑧 under 𝜇(𝑡)𝜽 , the updating

rules (4.20) and (4.21) become

𝜇
(0)
𝜽 (𝑧

′, ℓ′) = 𝜇(0) (𝑧′, ℓ′)

𝜇
(𝑡+1)
𝜽 (𝑧′, ℓ′) =

∑︁
𝑧,𝑎

𝜇
(𝑡)
𝜽 (𝑧) × 𝜃

(𝑡)
𝑧 (𝑎) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽, |𝑧
(𝑧′, ℓ′|𝑧, 𝑎),

and using Lemma C.5 we have that

𝜎
(𝑇)
𝜽 (𝑧, ℓ) = 𝑐

(𝑇)
𝜇
(𝑇 )
𝜽

+ 𝑟 (𝑇)
𝜇
(𝑇 )
𝜽, |𝑧
(𝑧) + 𝜕

𝜕𝜇(𝑧, ℓ) 𝑐
(𝑇)
𝜇
(𝑇 )
𝜽

+ 𝜕ctrd

𝜕𝜉 (ℓ) 𝑟
(𝑇)
𝜇
(𝑇 )
𝜽, |𝑧
(𝑧)

𝜎
(𝑡)
𝜽 (𝑧, ℓ) = 𝑐

(𝑡)
𝜇
(𝑡 )
𝜽

+
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) × 𝑄̂ (𝑡)

𝜇
(𝑡 )
𝜽, |𝑧 ,𝜎

(𝑡+1)
𝜽

(𝑧, 𝑎) + 𝜕

𝜕𝜇(𝑧, ℓ) 𝑐
(𝑡)
𝜇
(𝑡 )
𝜽

+
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×

𝜕ctrd

𝜕𝜉 (ℓ) 𝑄̂
(𝑡)
𝜇
(𝑡 )
𝜽, |𝑧 ,𝜎

(𝑡+1)
𝜽

(𝑧, 𝑎),

(C.20)

again interpreting 𝜇(𝑡)
𝜽 ,|𝑧 as 𝜉0 if 𝜇(𝑡)𝜽 (𝑧) = 0. Thus, in the generic forward iterative scheme (4.20),

the sum over 𝑠 = (𝑧, ℓ) becomes a sum over 𝑧. In the generic backward iterative scheme (4.21), the

sum over 𝑠 = (𝑧, ℓ̃) is completely eliminated.
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The state structure also provides benefits for the algorithm, specifically for calculating the 𝑄
(𝑡)
𝑧,𝜽

defined in (4.23). Since all values of 𝑄 (𝑡)
𝜇,𝜎′ (𝑠, 𝑎) are identical for 𝑠 ∈ S𝑧, 𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) can be

pulled out of the sum and the resulting sum of 𝜇(𝑡) (𝑠 |S𝑧) over 𝑠 ∈ S𝑧 is trivially 1. (Moreover,

since any constant can be added to 𝑄
(𝑡)
𝑧,𝜽 in the updating rule (4.25), the constant terms 𝑐(𝑡)𝜇 do not

play a role in the algorithm except through the 𝜎 (𝑡)𝜽 . This does not result in substantial savings.)

C.2.2 Sum-Product Structure

We show how to exploit the fact that the policy gradient can be written as a sum of product

terms, so that the sum-product algorithm can be used for efficient calculation. We implement

this algorithm implicitly through the algebraic definitions and summations but omit the explicit

message-passing formulation. The algebraic manipulations we obtain are equivalent to sum-product

message passing. Throughout, let 𝜗 be a pmf on A and 𝜉 be a pmf on L.

There are four terms created by substituting the expression (C.19) for 𝑄̂ (𝑡)
𝜉,𝜎′ in (C.20). Calculat-

ing two of these terms,
∑
𝑎 𝜗(𝑎) × 𝑟𝜉 (𝑧, 𝑎) and

∑
𝑎 𝜗(𝑎) × ∇ctrd

𝜉
𝑟𝜉 (𝑧, 𝑎), are problem-specific, and

so we only discuss how to efficiently calculate the remaining two terms

∑︁
𝑎,𝑧′,ℓ′

𝜗(𝑎) × 𝑝 (𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′) (C.21)

and ∑︁
𝑎,𝑧′,ℓ′

𝜗(𝑎) × ∇ctrd
𝜉 𝑝

(𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′) (C.22)

by exploiting the specific form of

𝑝
(𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) =

∑︁
𝑑

𝑞𝜉 (𝑑 |𝑧) × 𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎) ×
∑︁
𝑘 ′
𝑞(𝑘′|𝑧, 𝑑, 𝑧′) × 𝑞𝜉 (ℓ′|𝑧, 𝑘′)

from the QPLEX calculus. If 𝜉 (1) = 1, then 𝑞(old|𝑧, 𝑑, 𝑧′) = 0 and 𝑞𝜉 (ℓ′|𝑧, old) is undefined, in

which case the product of these terms should be interpreted as zero.
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We begin with (C.21). After defining

𝑞
(𝑡)
𝜗
(𝑧′|𝑧, 𝑑) =

∑︁
𝑎

𝜗(𝑎) × 𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎),

the forward quantity

𝑓
(𝑡)
𝜉,𝜗
(𝑧, 𝑧′, 𝑘′) =

∑︁
𝑑

𝑞𝜉 (𝑑 |𝑧) × 𝑞 (𝑡)𝜗 (𝑧
′|𝑧, 𝑑) × 𝑞(𝑘′|𝑧, 𝑑, 𝑧′),

and the backward quantity

𝑏𝜉,𝜎′ (𝑧, 𝑧′, 𝑘′) =
∑︁
ℓ′
𝑞𝜉 (ℓ′|𝑧, 𝑘′) × 𝜎′(𝑧′, ℓ′),

the sum-product algorithm leads to the following efficient representation:

∑︁
𝑎,𝑧′,ℓ′

𝜗(𝑎) × 𝑝 (𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′) =

∑︁
𝑧′,𝑘 ′

𝑓
(𝑡)
𝜉,𝜗
(𝑧, 𝑧′, 𝑘′) × 𝑏𝜉,𝜎′ (𝑧, 𝑧′, 𝑘′), (C.23)

where it is understood that the sum over 𝑘′ only involves 𝑘′ = new if 𝜉 (1) = 1.

We now turn to (C.22), for which we apply ∇ctrd
𝜉

to (C.23). Define

𝑓
(𝑡)
𝜉,𝜗
(𝑧, ℓ, 𝑧′, 𝑘′) = 𝜕ctrd

𝜕𝜉 (ℓ) 𝑓
(𝑡)
𝜉,𝜗
(𝑧, 𝑧′, 𝑘′)

and

𝑏̂𝜉,𝜎′ (𝑧, ℓ, 𝑧′) =
𝜕ctrd

𝜕𝜉 (ℓ) 𝑏𝜉,𝜎
′ (𝑧, 𝑧′, old).

We thus obtain from the chain rule that

∑︁
𝑎,𝑧′,ℓ′

𝜗(𝑎) × 𝜕ctrd

𝜕𝜉 (ℓ) 𝑝
(𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) × 𝜎′(𝑧′, ℓ′)

=
∑︁
𝑧′,𝑘 ′

𝑓
(𝑡)
𝜉,𝜗
(𝑧, ℓ, 𝑧′, 𝑘′) × 𝑏𝜉,𝜎′ (𝑧, 𝑧′, 𝑘′) +

∑︁
𝑧′
𝑓
(𝑡)
𝜉,𝜗
(𝑧, 𝑧′, old) × 𝑏̂𝜉,𝜎′ (𝑧, ℓ, 𝑧′),
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since the gradient ∇𝜉𝑏𝜉,𝜎′ (𝑧, 𝑧′, 𝑘′) is only nonzero for 𝑘′ = old.

First consider 𝑓 (𝑡)
𝜉,𝜗
(𝑧, ℓ, 𝑧′, 𝑘′). It follows from (4.33) that 𝜕

𝜕𝜉 (ℓ) 𝑞𝜉 (𝑑 |𝑧) = 0 if ℓ > 1, and so

𝑓
(𝑡)
𝜉,𝜗
(𝑧, ℓ, 𝑧′, 𝑘′) = (1(ℓ = 1) − 𝜉 (1)) ×

∑︁
𝑑

𝜕

𝜕𝜉 (1) 𝑞𝜉 (𝑑 |𝑧) × 𝑞
(𝑡)
𝜗
(𝑧′|𝑧, 𝑑) × 𝑞(𝑘′|𝑧, 𝑑, 𝑧′).

If 𝑥(𝑧) = 0, then 𝑞𝜉 (𝑑 |𝑧) = 1, and so 𝑓
(𝑡)
𝜉,𝜗
(𝑧, ℓ, 𝑧′, 𝑘′) = 0. Assuming 𝑥(𝑧) ≥ 1,

𝜕

𝜕𝜉 (1) 𝑞𝜉 (𝑑 |𝑧) =



−𝑥(𝑧) × (1 − 𝜉 (1))𝑥(𝑧)−1 if 𝑑 = 0

𝑥(𝑧) × 𝜉 (1)𝑥(𝑧)−1 if 𝑑 = 𝑥(𝑧)

1(𝜉 (1) > 0) ×
(
𝑑
𝜉 (1) −

𝑥(𝑧)−𝑑
(1−𝜉 (1))

)
× 𝑞𝜉 (𝑑 |𝑧) if 0 < 𝑑 < 𝑥(𝑧).

We next turn to 𝑏̂𝜉,𝜎′ (𝑧, ℓ, 𝑧′), which only is calculated when 𝜉 (1) < 1. It follows from (4.35)

that
𝜕

𝜕𝜉 (ℓ) 𝑞𝜉 (ℓ
′|𝑧, old) = 𝜕

𝜕𝜉 (ℓ)
𝜉 (ℓ′ + 1)
1 − 𝜉 (1) =

1(ℓ = 1) × 𝜉 (ℓ′ + 1)
(1 − 𝜉 (1))2

+ 1(ℓ = ℓ′ + 1)
1 − 𝜉 (1) ,

and so

𝜕ctrd

𝜕𝜉 (ℓ) 𝑞𝜉 (ℓ
′|𝑧, old) = (1(ℓ = 1) − 𝜉 (1)) × 𝜉 (ℓ′ + 1)

(1 − 𝜉 (1))2
+ 1(ℓ = ℓ′ + 1) − 𝜉 (ℓ′ + 1)

1 − 𝜉 (1)

=
1(ℓ = ℓ′ + 1)

1 − 𝜉 (1) − 1(ℓ > 1) × 𝜉 (ℓ′ + 1)
(1 − 𝜉 (1))2

=
1(ℓ > 1)
1 − 𝜉 (1) × [1(ℓ = ℓ

′ + 1) − 𝑞𝜉 (ℓ′|𝑧, old)],

where the last equality uses that ℓ′ + 1 > 1. We therefore obtain that

𝑏̂𝜉,𝜎′ (𝑧, ℓ, 𝑧′) =
∑︁
ℓ′

𝜕ctrd

𝜕𝜉 (ℓ) 𝑞𝜉 (ℓ
′|𝑧, old) × 𝜎′(𝑧′, ℓ′)

=
1(ℓ > 1)
1 − 𝜉 (1) ×

∑︁
ℓ′
[1(ℓ = ℓ′ + 1) − 𝑞𝜉 (ℓ′|𝑧, old)] × 𝜎′(𝑧′, ℓ′)

=
1(ℓ > 1)
1 − 𝜉 (1) ×

[
𝜎′(𝑧′, ℓ − 1) − 𝑏𝜉,𝜎′ (𝑧, 𝑧′, old)

]
.
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In conclusion, collecting terms,

𝜎
(𝑡)
𝜽 (𝑧, ℓ) = 𝑐

(𝑡)
𝜇
(𝑡 )
𝜽

+ 𝜕

𝜕𝜇(𝑧, ℓ) 𝑐
(𝑡)
𝜇
(𝑡 )
𝜽

+
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×

(
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽, |𝑧
(𝑧, 𝑎) + 𝜕ctrd

𝜕𝜉 (ℓ) 𝑟
(𝑡)
𝜇
(𝑡 )
𝜽, |𝑧
(𝑧, 𝑎)

)
+

∑︁
𝑧′,𝑘 ′

(
𝑓
(𝑡)
𝜇
(𝑡 )
𝜽, |𝑧 ,𝜃

(𝑡 )
𝑧

(𝑧, 𝑧′, 𝑘′) + 𝑓 (𝑡)
𝜇
(𝑡 )
𝜽, |𝑧 ,𝜃

(𝑡 )
𝑧

(𝑧, ℓ, 𝑧′, 𝑘′)
)
× 𝑏

𝜇
(𝑡 )
𝜽, |𝑧 ,𝜎

(𝑡+1)
𝜽
(𝑧, 𝑧′, 𝑘′)

+
∑︁
𝑧′
𝑓
(𝑡)
𝜇
(𝑡 )
𝜽, |𝑧 ,𝜃

(𝑡 )
𝑧

(𝑧, 𝑧′, old) × 𝑏̂
𝜇
(𝑡 )
𝜽, |𝑧 ,𝜎

(𝑡+1)
𝜽
(𝑧, ℓ, 𝑧′).
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