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Abstract

Automating the Modernization of Legacy Software Applications

Vikram Nitin

The task of modernizing legacy software has gained increasing attention in recent years. Old

code is prone to security vulnerabilities, and is difficult to maintain and upgrade. Manual

approaches to modernize legacy software involve intensive human effort and are challenging to

scale up. Thus, there is an urgent need to develop automated techniques to modernize old code. In

this proposal, we shall look at three aspects of this problem. The first is the translation of code

written in older programming languages like C, to code written in modern programming languages

like Rust. The second is the conversion of legacy monolithic software architectures to modern

microservice architectures. The third is the detection of bugs that arise during modernization. We

propose a system design to automate the modernization of legacy code, that tackles these three

specific aspects. We conclude with a discussion of the current state of the field, and reflect on

directions for future work.
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Chapter 1: Introduction

Software systems are used everywhere in the modern world, from banking applications, to

airline reservations, to weather forecasting. However, under the hood, many of these software

systems run on highly complex code written decades ago, termed legacy code. Some common

characteristics of legacy code are:

• It is written inoutdated languages, like COBOL or ForTran.

• It usesobsolete frameworks, like JSP or JQuery.

• It is designed according tooutdated design patterns, like the monolith architecture pattern.

• It lacks adequatedocumentation.

For all these reasons, legacy code is prone to security vulnerabilities, unable to scale effectively,

and dif�cult to maintain. As some recent high-pro�le failures [20] have shown, this problem is

extremely pervasive and can have massive �nancial impact. By some estimates, the “technical

debt” associated with maintaining legacy code costs the USA over a trillion dollars annually [90].

Consequently, there is a pressing need to modernize legacy code.

This thesis tackles two aspects of legacy code - outdatedlanguages, and outdateddesign patterns,

and presents solutions to modernize these aspects. In particular, we discuss automatedcode

translation as a solution to code written in outdated languages, andautomated refactoringas a

solution to code written using outdated design patterns. Further, since the process of modernization

can introduce bugs and vulnerabilities, we discuss the problem of automated bug detection speci�c

to certain types of modernized code.
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1.1 Automated Code Translation

Code translation is the task of converting code written in older programming languages to

equivalent code in newer programming languages. This task is crucial because old programming

languages like C and JavaScript have issues related to memory safety and type safety. New

programming languages like Rust, Go, and TypeScript have been developed to overcome the

limitations of older ones. For instance, Rust adopts a memory model based on ownership that

completely eliminates memory safety errors for a subset of the language. The problem of C to Rust

conversion in particular has seen a lot of interest in recent times [136].

Large Language Models (LLMs) have emerged as extremely capable software agents, that can

perform a wide variety of software related tasks, including code translation. However, these models

are constrained by the length of their input context window, and therefore translating arbitrarily

large software projects is not straightforward.

Retrieval Augmented Generation (RAG) [73] is a family of techniques that augment the capa-

bilities of LLMs by retrieving relevant context in response to a query, and feeding this retrieved

context to the LLM. The retrieval is performed by some non-LLM based mechanism, like a database

search or a web search, which expands the scope of the information available to an LLM far beyond

the limitations of its context window. However, RAG is not a speci�c technique, but a generic

framework. If we attempt to apply it to code translation, we have several unanswered questions,

like:

• What is the granularity of the “units” that we ask an LLM to translate?

• What is the relevant context to extract for each unit?

• How do we compose these unit-wise translations into a full-program translation?

• How do we judge if a unit has been translated correctly?

• What happens if the LLM is unable to generate a correct translation for a particular unit?

We present potential answers to all these questions in this thesis. Our proposed system for C to

Rust translation consists of two main stages:
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1. Speci�cation Generation: First, we generatespeci�cationsat the granularity of each function

in the C program. These speci�cations are a representation of some aspect of the behavior of the

function, and are intended to augment the LLM's understanding of the code. Our tool, SpecTra

[95] (Section 3.3.4), generates three different modalities of speci�cations for each function in a C

program.

2. Incremental Translation: Next, we use program slicing to decompose the C program into

smaller units that can then be individually translated into Rust by an LLM. Our tool C2SaferRust

[98] (Chapter 3) performs this decomposition and incremental translation.

In the individual sections to follow, we will �esh out the details of these approaches.

1.2 Automated Refactoring

Another aspect of modernization is converting monolithic applications to microservices. Busi-

nesses are gradually migrating their existing applications to the cloud as their enterprise applications

outgrow their monolithic architectures. This allows them to leverage better scalability and reliability,

faster development, easier maintenance and deployment, and better fault isolation, among others

[131]. This migration requires a decomposition of monolithic applications into loosely connected

compositions of specialized microservices [39].

However, modernizing an enterprise application with entrenched technology stacks is a challenging

task. Manual approaches to modernization consume a signi�cant amount of engineering time

and resources [3] and a complete rebuild is rarely feasible. Therefore, big enterprises frequently

advocate for partitioning applications by identifying functional boundaries in the code that may be

extracted as microservices.

We present CARGO [96] (Chapter 4), a tool that analyzes a monolithic Java application and

recommends partition boundaries that correspond to potential microservices. CARGO uses carefully

designed static analysis to build a graph representation of the program, and uses a novel community

detection algorithm to partition this graph.
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1.3 Bug Detection

Software modernization typically takes extensive effort by human experts. This is not only

costly and time-intensive, but also error-prone. If the modernization process is not done with care,

the modernized software might contain hidden bugs and/or security vulnerabilities. Thus, there is a

pressing need to develop tools to automate parts of this process, as well as build systems that can

help developers detect bugs that arise in the process of modernization.

A large portion of this thesis is dedicated to the problem of C to Rust translation, and accordingly,

we narrow our focus to look at bugs in modernized Rust code. We present Yuga [97] (Chapter 5), a

tool that detects certain types of memory safety bugs arising in unsafe Rust code.
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Chapter 2: Code Translation with Speci�cations

2.1 Introduction

Code translation involves transforming code from one programming language into functionally

equivalent code in another language. This task is crucial because new programming languages (e.g.,

Rust, Go, TypeScript) are continuously developed to overcome the limitations of older ones (e.g.,

C, JavaScript). Maintaining code written in outdated languages can be costly, susceptible to security

vulnerabilities, and challenging to enhance— the “technical debt” associated with maintaining

legacy code costs the USA over a trillion dollars annually [90]. Consequently, there is a pressing

need to translate legacy code into modern programming languages.

Traditionally, translating code between languages has been accomplished with transpilers

[41, 37]. These are language-speci�c rule-based systems that use intricately designed algorithms

and heuristics to produce code in the target language that is guaranteed to be functionally identical

to the code in the source language. Although technically correct, this code is often non-idiomatic,

i.e., very different from typical human-written code. For instance, it may have unusual control �ow,

use uninformative identi�er names, call foreign functions from the original source language, and

often contain same problems of the original legacy code. This can be hard to read and maintain, and

often defeats the purpose of translating the code in the �rst place.

Over the past few years, Large Language Models (LLMs) have been employed to tackle a range

of code-related tasks, including code generation, code summarization, bug �xing, and test case

generation [77, 7, 42]. An expanding body of research [111, 7, 112, 100, 144] focuses on leveraging

LLMs for automatic code translation between programming languages. Unlike transpilers, LLMs

generate idiomatic code that is more readable, though they offer fewer guarantees of correctness by

construction (see Figure 2.1).
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Figure 2.1: Correct program speci�cations in the prompt can help LLMs in program translations
(top �gure), whereas translating with no speci�cations provided (bottom �gure) can cause erroneous
translations (as shown by incorrect translation due to a missing conditional).

In this work, we aim to enhance the code translation capabilities of LLMs by integrating the

principles of transpilers into the LLM framework. Transpilers are known for their ability to ensure

functional correctness, meaning that the translated code maintains thefunctional speci�cationsof
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the code written in source language without introducing semantic errors. To leverage this advantage

within LLMs, we expose the functional speci�cations of the source code within the prompt provided

to the LLM while translating. By explicitly including these speci�cations in the prompt, we guide

the LLM to adhere to the original functional requirements, thus aiming to combine the readability

and idiomatic quality of LLM-generated code with the correctness traditionally associated with

transpilers. This method enhances the accuracy and utility of LLMs in code translation tasks,

providing a robust solution that balances readability and correctness.

To this end, we proposeSPECTRA, an approach to enhance the code translation ability of LLMs

using multi-modal speci�cations that capture a program's functionality. A program's functionality

can be represented in several ways.Staticspeci�cations express relationships between inputs and

outputs that hold true for all inputs/outputs. Functionality can also be represented through a subset

of input/outputbehavior (I/O speci�cations), which correspond to speci�c instances of inputs and

outputs to the program (as opposed to all I/Os mentioned in the previous case). Additionally,

natural language descriptions, though often less precise and more ambiguous, provide valuable

information about a program's functionality. In the remainder of this section, we leverage these

three modalities—static, dynamic, and natural language speci�cations—to capture a program's

functionality.

However, inferring speci�cations of a program is challenging. Traditional methods like Daikon

[103] have limitations: they often fail to scale across different programming languages and the

speci�cations they produce are typically written in some domain speci�c languages (DSL). These

DSLs are not easily understood by LLMs, especially if an LLM has not been the DSL during

training. This disconnect poses a signi�cant challenge when trying to utilize LLMs for speci�cation

generation. To address this issue, here we leverage a SOTA LLM to generate specs of different

modalities of the program written in source language. This approach mirrors using an LLM as

an annotator, but with a critical enhancement to ensure the quality and validity of the generated

speci�cations. For I/O spec, we simply run the program to check its validity. For other two types of

spec, after the LLM generates the speci�cations, we ask it to regenerate the original source code

7



based on these speci�cations. If the regenerated code matches the original implementation, we take

this as an indication that the generated speci�cations are valid and accurately capture the program's

functionality. This validation step is inspired by the self-consistency evaluation method [91] . By

ensuring that the LLM can reproduce the original source code from the generated speci�cations, we

increase con�dence in the accuracy and usefulness of these speci�cations. Next, we provide each of

these speci�cations one at a time to an LLM prompt along with the program's source code, and

generate multiple candidate translations in the target language.

We evaluateSPECTRA on three code translation tasks - convertingC to Rust, C to Go, and

JavaScript to TypeScript. There is a lot of interest within the software engineering community in

converting between these pairs of languages [45, 46], and thus these tasks have direct real-world

applicability. We �nd thatSPECTRA is able to enhance the performance of 6 popular LLMs on

these tasks by up to26% compared to a uni-modal baseline.

To summarize, our contributions are as follows:

1. We propose a novel approach based on self-consistency to generate speci�cations of a program

in the form of static speci�cations, test cases, and natural language descriptions.

2. We integrate these self-consistent speci�cations with the source code and proposeSPECTRA,

an approach that utilizes multi-modal speci�cations to improve the quality of LLM-generated

code translations.

3. We evaluateSPECTRA on three program translation tasks and six popular open source and

proprietary LLMs of various sizes. The �ndings of this work indicate thatSPECTRA improves

the performance of baseline models by up to 26% (relative) and 10% (absolute).

2.2 Methodology

In this section, we introduceSPECTRA, a methodology for translating a program (S) from a

source language to a target language using a large language model (M). This process involves

conditioning the model on one of several speci�cation modalities (c). The validity of the translated

program is assessed by an evaluator (E), which typically consists of a ground-truth test case. This
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Figure 2.2: An overview of SPECTRA.

test case runs both the source and target versions of the program with the same input and expects

identical output.

2.2.1 Speci�cation Generation

The �rst stage ofSPECTRA focuses on the generating three types of speci�cations using a large

language model (here, GPT4o): a) static, b) input-output, and c) descriptions.

Static Speci�cations Static speci�cations are a structured representation of the behaviour of

section of the program. We use an LLM (M0) and a prompt composing function (_stat) to take a

given program (S) and generate: (here,: = 3) candidate static speci�cations (c8
BC0C) for the given

program. This can be formulated as:

� BC0C= M0 ¹ _stat¹ Sºº =
�
c1

BC0C– c2BC0C– • • • – c:BC0C

	
(2.1)

For full example prompts, refer to the supplementary material. The generated static speci�cations

have the following components:

� Input Format: The initial user input required for the program to execute,e.g.,a single string

of characters without any spaces.

� Output Format: The result or data produced by the program after execution,e.g.,a single

word, either"First" or "Second".
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� Pre-condition: The conditions that must be true before the function is executed.e.g.,the

bufferbuf must be declared and large enough to store the input string.

� Post-condition: The conditions that must be true after the function has executed.e.g.,Prints

"First" if the �rst and last characters of the input are the same and the length of input is

even, otherwise prints"Second".

Figure 2.3: An input-output speci�cation for a sampleCprogram. For full example prompts, refer
to the supplementary material.

Input-output Speci�cations Input-output speci�cations represent the expected behavior (i.e.,

output) of a section of a program given a speci�c input. As with the static speci�cation,: input-

output speci�cations (c :
� •$ ) are generated using an LLMM0 for the given program (seeFig. 2.3).We

make use of another prompt composing function (_I/O) to take a program and create a text prompt

containing instructions to generate test inputs (G0) and corresponding outputs (H0). In other words,

c8
� •$ = ¹G0

8– H08º. In summary, the input-output speci�cation generation process may be formulated

as:

� � •$ = M0 ¹ _� •$ ¹ Sºº =
n
c1

� •$ – c2� •$ – • • • – c:� •$

o
(2.2)

Generating Descriptions Program descriptions are an informal and a free-form textual summary

of the code to be translated. The procedure to generate these descriptions follows a similar process

to that of generating static speci�cations (as described in§2.2.1). The distinction lies within

the prompt-composing function_descwhich takes the given program (S) and instructs an LLM

M0 to generate: the descriptions� 34B2 =
�
c1

34B2– c234B2– • • • – c:34B2

	
. This may be represented
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mathematically as follows:

� 34B2 = M0 ¹ _34B2¹ Sºº =
�
c1

34B2– c234B2– • • • – c:34B2

	
(2.3)

2.2.2 Speci�cation validation

Speci�cations generated in the previous stage may be incomplete and/or incorrect. In order to

best assist a language model in generating correct code translations, it would be most bene�cial

to provide complete and veri�able speci�cation. Such speci�cations are termed as beingself-

consistent. The objective of this stage, is to retain onlyself-consistentspeci�cations from the

candidate speci�cations.

For the set of static speci�cations (� BC0C) and descriptions (� 34B2), we use the same language

model (M0) to regenerate theoriginal source code (S) with a prompt-composition function (_2>3464=).

This produces a variant of the source code (S8
BC0Cj34B2). That is,

S8
BC0Cj34B2 = M0

�
_2>3464=¹c8

BC0Cj34B2º
�

882 f1– •••– :g (2.4)

We de�ne an evaluatoreval¹�º to compare the equivalence (based on an evaluation criteriaY) of

the variants of the source code (S8
BC0Cj34B2) that were generated usingc8

BC0Cj34B2with original source

code( . We may represent this as follows:

eval¹S8
BC0Cj34B2–S– nº =

8>>>><

>>>>
:

True if S8
BC0Cj34B2 � Y S

False otherwise
(2.5)

Our design allows for a variety of comparator functions to be employed. These may be

heuristics that measure code similarity (such as BM25 [110]), or distinct test cases that exercise

the program in a speci�c manner and expect a pre-determined output. This work employs the

latter approach in that we used existing test input and expected output pairs (denoted by¹X–Yº =

f¹ G1– H1º–¹G2– H2º– • • • –¹G=– H=ºg) as evaluators. Speci�cally, our evaluation function would assess

if the regenerated codeS8
BC0Cbehaves the same as the original source codeS for all tests.

All the static speci�cations and descriptions for which the above evaluation fails are discarded.

� BC0Cj34B2 = f c8
BC0Cj34B2 j eval¹S8

BC0Cj34B2–S– Yº = Trueg (2.6)
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For the input-output speci�cations (� � •$ ), we exercise the input programS with eachc8
� •$ =

f G0
8– H08gand discard ones that are inconsistent.

� � •$ = f c8
� •$ j ( ¹G0

8º = H0
8g (2.7)

Here,( ¹G0
8º denotes the output of running the program( usingG0

8 as input. Note, in cases where

discarding inconsistentc � •$ results in an empty speci�cation set (� 8•> = ; ), we transform the

speci�cation to keep the generated inputG0
8 and theactualprogram outputs( ¹G0

8º.

2.2.3 Speci�cation-guided Translation

Having generated and validated the speci�cationscBC0C, c � •$ , andc34B2, we now pick one

speci�cation at random for each type (say)c8
BC0C, c8

� •$ , andc8
34B2from � BC0C, � � •$ , and� 34B2

respectively. Next we use these speci�cations sequentially one at a time along withS to generate

a prompt with a prompt-composer_B?42
�
S– c8

�
. This prompt is then used to instruct a language

modelM to generate translations (T ) such that:T = M
�
_B?42

�
S– c8

� �
.

In this work, we use an ordered sequence of translations starting with the static speci�cation

(cBC0C). If this approach fails, we then use the input-output speci�cations (c � •$ ), and, if needed,

the natural language descriptions (c34B2). The sequence of speci�cations is determined by their

formality and completeness, starting with the most structured (cBC0C) and ending with the least

formal (c34B2). In the rare case that all of these fail, we fall back on the “vanilla” translation with no

speci�cations.

2.3 Experimental Setup

Datasets. We evaluate our approach on a subset of the CodeNet dataset [105]. CodeNet contains

4053 competitive coding problems, and over 13 million code submissions in a variety of languages

including C and JavaScript. These submissions are licensed for public use and redistribution, and

anonymized to protect the identity of the authors. We �rst �lter out the problems which don't have

test cases. At random, we select 300 C solutions and 300 JavaScript solutions from the remaining
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problems, making sure that we don't pick more than one solution for the same problem. These

300 C and 300 JavaScript programs, each with accompanying test cases, comprise our evaluation

dataset.

Models. We evaluate on six large language models:(a) 4 proprietary LLMs:gpt-4o andgpt-3.5-

turbo from OpenAI,claude-3-opus from Anthropic;gemini-1.0-pro from Google; and (b) 2

open-source LLMs: Deepseek coder (33B), and Granite (34B). We accessed these models through

their respective web APIs. To generate multiple candidate speci�cations, we use a temperature of

0.6. To generate a single candidate translation, we use greedy decoding with temperature 0, and if

we need multiple candidate translations, we use a temperature of 0.3.

Evaluation. We compile each program into an executable, and run the executable with the provided

test input. If the output matches the provided test output, then we mark this as correct. If the

program doesn't compile, or exits with an error code, or if the output doesn't match, then we mark

this as incorrect. We create a list of speci�cations in this order -
�
cBC0C– c� •$ – c34B2–none

�
. If we

were unable to generate one modality of speci�cation, then we omit it from the list.

To evaluate translations, we categorize translations into steps. In step 1, we generate translations

with just the�rst speci�cation from the above list and measure the translation accuracy. Next, for

step 2, we generate a pair of translations using the �rsttwo speci�cations from the list, and measure

translation accuracy foreitherof the these candidate translations. Lastly, for step 3, we generate

using the �rstthreespeci�cations from the list and measure translation accuracy foreitherof the

these candidate translations. In order to establish a baseline, we generate three translationswithout

speci�cations and measure pass@1 for stage 1, pass@2 for stage 2, and pass@3 for stage 3.

2.4 Results

2.4.1 Evaluating the Generated Speci�cations

We would like to determine whether our speci�cation generation process is able to generate high-

quality self-consistent speci�cations. To do this, we check how many programs in our benchmark

dataset we are able to generate self-consistent speci�cations for. For each program, we generate up
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Lang Total Static I/O Desc

C 300
164

(54.6%)
293

(97.7%)
121

(40.9%)

JS 300
188

(62.7%)
298

(99.3%)
137

(45.7%)

Table 2.1: The number of source programs for which we are able to generate a successful speci�ca-
tion.

to : = 10 candidate tests, and up to: = 6 candidate static speci�cations and descriptions. In all the

cases, we stop as soon as we �nd a self-consistent speci�cation. We usegpt-4o as our LLM for

both the “forward” speci�cation generation as well as the “reverse” code generation process.

We also measured the generated test coverage for C programs using thegcov tool. The average

coverage was91.5%, which is an indicator that the tests are of high quality. For the generated

descriptions and static speci�cations, the fact that we are able to recover a functioning program

from most of them is a strong validation of their quality. We also manually inspected several of

them and con�rmed that they are a good representation of the program's behavior.

`

2.4.2 Impact of Individual Speci�cation Modalities

First, we evaluate the ef�cacy of each speci�cation modality individually. For each of the 300 C

and JavaScript programs, we attempt to perform C to Rust, C to Go, and JavaScript to TypeScript

translation usinggpt-4o . While generating translations, we provide each speci�cation modality

individually along with the program and obtain one candidate translation per modality.

Our hypothesis was that different modalities would act in a complementary fashion, whereby

each modality might provide some extra information for translation that the other modalities do not

provide. To investigate this, we evaluate all the translations and plot a Venn Diagram in Figure 2.4

to visualize the contributions of each individual speci�cation modality. While there exists some

overlap, the different modalities are indeed complementary to one another.
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Table 2.2: ComparingSPECTRA to the baseline for C to Rust and C to Go translations. The left
half of each table shows the absolute number of correct translations out of 300 problems. The
absolute number forSPECTRA is highlighted in orange. Cells highlighted inblue show higher

percentage of correct translations compared to the baseline, and cells highlighted inpink show a
lower percentage. We see that SPECTRA outperforms the baseline in most cases.

C TO RUST

No. correct improvement %

pa
ss

@
1

pa
ss

@
2

pa
ss

@
3

pa
ss

@
1

pa
ss

@
2

pa
ss

@
3

BASELINE 159 173 183 � � �
GPT4o

SPECTRA 170 203 206 7% 17% 13%

BASELINE 141 151 165 � � �
Claude

SPECTRA 142 167 177 1% 11% 7%

BASELINE 103 120 129 � � �
GPT3.5

SPECTRA 102 134 143 -1% 12% 11%

BASELINE 43 53 57 � � �
Gemini

SPECTRA 53 64 68 23% 21% 19%

BASELINE 54 68 78 � � �
Granite

SPECTRA 50 71 80 -7% 4% 3%

BASELINE 37 53 62 � � �
Deepseek

SPECTRA 42 65 73 14% 23% 18%

C TO GO

No. correct improvement %

pa
ss

@
1

pa
ss

@
2

pa
ss

@
3

pa
ss

@
1

pa
ss

@
2

pa
ss

@
3

BASELINE 180 195 203 � � �
GPT4o

SPECTRA 182 212 217 1% 9% 7%

BASELINE 193 209 220 � � �
Claude

SPECTRA 184 211 218 -5% 1% -1%

BASELINE 142 151 159 � � �
GPT3.5

SPECTRA 156 175 175 10% 16% 10%

BASELINE 51 62 68 � � �
Gemini

SPECTRA 49 78 83 -4% 26% 22%

BASELINE 78 98 114 � � �
Granite

SPECTRA 80 101 110 3% 3% -4%

BASELINE 135 154 159 � � �
Deepseek

SPECTRA 133 161 165 -1% 5% 4%

(a) C to Rust (b) C to Go

Figure 2.4: Our different speci�cation modalities are complimentary. This diagram shows how
many out of the 300 translations are solved using each individual speci�cation modality. All results
are withgpt-4o .
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2.4.3 Impact of Multiple Speci�cation Modalities

To evaluate the impact of multiple modalities, we measure the number of accurate translations

producedSPECTRA (at various steps) against the baseline (where the prompt contains no additional

specs) at variouspass@k. Note that each pass at k corresponds to the equivalent step-k,i.e.,

pass@1 corresponds to step 1, and so on. We also measure % improvement over the baseline at

various steps/pass@k's. In this comparison, a positive percentage score indicates that, compared

to the baseline, more source programs are accurately translated bySPECTRA. Our �ndings are

summarized in Tables 2.2 and 2.3. The tabulated �ndings may be summarized as below:

• SPECTRA produces more correct translations compared to baselines: SPECTRA generally shows

improvement over the baseline. The largest relative gains are on the C to Rust translation task, and

in particular, Gemini shows relative improvements of between19% and23%. The best-performing

base models are GPT4o and Claude, but they too are able to bene�t from using SPECTRA.

• The largest relative increases generally occur for models that have the lowest baseline perfor-

mances: For example, Deepseek and Gemini are the two worst models at the C to Rust task, and their

“improvement %” of up to 23% are the highest of all models on this task. Conversely, Deepseek's

baseline performance is much better on C to Go, and its performance gain with SpecTra is low.

However, Granite is an exception to this trend. Its baseline performance is poor, but it is unable to

effectively use our speci�cations for any of the tasks.

• SPECTRA also helps improve Javascript to Typescript translation albeit with considerably less

pronounced gains compared to the other two translation tasks: Translation from Javascript to

Typescript (Table 2.3) indicate an similar trend the other two translation pairs in thatSPECTRA

generally improves results over the baseline, with notable percentage improvements for GPT4o

and Gemini. However, overall improvements are far less pronounced compared to other translation

tasks. We conjecture that this is due to the high degree of semantic and syntactic similarity between

the two languages. JavaScript and TypeScript share many features and structures, and the translation

process is inherently simpler and less reliant on detailed speci�cations to achieve correctness. This

similarity reduces the need for extensive speci�cation guidance, as the language model can more
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Table 2.3: ComparingSPECTRA to the baseline for Javascript to Typescript.SPECTRA absolute
numbers are inorange, percentage increases are inblue, percentage decreases are inpink .
SPECTRA does improve performance slightly, but gains are limited.
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Baseline 282 286 288
GPT4o

SPECTRA 284 291 291 1% 2% 1%

Baseline 284 287 290
Claude

SPECTRA 279 289 290 -2% 1% 0%

Baseline 268 274 276
GPT3.5

SPECTRA 267 279 280 -0.3% 2% 1%

Baseline 261 268 269
Gemini

SPECTRA 260 275 277 -0.1% 3% 3%

Baseline 229 240 246
Granite

SPECTRA 194 236 245 -15% -2% 0%

Baseline 273 280 281 � � �
Deepseek

SPECTRA 263 282 285 -4% 1% 1%

easily infer the correct translations based on existing structural and semantic parallels. Further,

providing additional speci�cations in fact can be detrimental to some smaller models like Granite

and Deepseek. For instance, the step-1 accuracy for Granite on JavaScript to TypeScript translation

is 15% worse than the baseline model without speci�cations.

Lastly, in order to assess our hypothesis that providing additional modalities of speci�cation when

the the static speci�cation in insuf�cient for correct translation can bene�t translation, we compare

the following in Table 2.4:

• The percentage (%) additional correct translation forSPECTRA by using either 2 or 3 different

speci�cation modalities individually (i.e., step 2 and step 3 in Table 2.4) compared to only one

single speci�cation modality (step-1).

• The percentage (%) additional correct translation for baseline model at Pass@3 and Pass@2

versus the same baseline model at Pass@1. We note that the baseline uses no speci�cations for

translation.
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Table 2.4: Assessing the improvements of providing multiple speci�cation modalities. The columns
compare the relative % improvements in correct translation by using onlyonekind of speci�cation
to using either oftwokinds of speci�cations (step 2 vs. step 1), as well as to using either ofthree
as opposed to justone(step 3 vs. step 1). Cells highlighted inblue show higher improvements
compared to the baseline.
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C to Rust C to Go JS to TS

GPT4o
BASELINE 9 15 8 13 1 2

SPECTRA 19 21 16 19 2 2

Claude
BASELINE 7 17 8 14 1 2

SPECTRA 18 25 15 18 4 4

GPT3.5
BASELINE 17 25 6 12 2 3

SPECTRA 31 40 12 12 4 5

Gemini
BASELINE 23 33 22 33 3 3

SPECTRA 21 28 59 69 6 7

granite
BASELINE 26 44 26 46 5 7

SPECTRA 42 60 26 38 22 26

Deepseek
BASELINE 43 68 14 18 3 3

SPECTRA 55 74 21 24 7 8

The �ndings summarized in Table 2.4 demonstrate that incorporating additional speci�cation

modalities when static speci�cations are inadequate can signi�cantly enhance translation accuracy.

In all the cases, additional steps increase the number of correct translations (as evidenced by positive

and higher percentages shown inblue). We also note that Step 3 vs. Step 1 is greater than Step

2 vs. Step 1, indicating that even informal descriptions can help increase the number of correct

translations. Lastly, it is worth noting that although there are marginal (albeit positive) improvements

for Javascript to Typescript, models with a lower baseline accuracy like Granite see considerable

improvements with providing additional speci�cation modalities - a 22% improvement when using

up to two kinds of speci�cations and 26% when using up to 3 kinds of speci�cations.
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2.5 Related Work

2.5.1 Code Translation with LLMs

Roziere et al.[111] proposed TransCoder, an early attempt to tackle code translation using

transformer models. They proposed Back Translation, a fully unsupervised approach. [7] re�ned

Back Translation with the addition of a code summarization task. In contrast to unsupervised

learning, supervised learning requires aligned parallel data across pairs of programming languages,

which is challenging to obtain at scale. [112] address this challenge by generating synthetic aligned

data using another language model and �ltering out incorrect translations using generated unit tests.

The last few years have seen the development of large foundation models for code and natural

language, that are pretrained on massive amounts of data with an autoregressive objective function.

These can perform a variety of code-related tasks, including translation. [100] and [144] perform

thorough empirical evaluations of the translation ability of these models.

2.5.2 Generating Program Speci�cations with LLMs

The three kinds of program speci�cations that we consider in this paper are test cases, natural

language descriptions, and static speci�cations. There have been a few recent papers that use LLMs

to generate test cases for competitive coding problems. EvalPlus [80] uses ChatGPT to generate

test cases, and mutates them in order to rigorously test LLM-generated code solutions. CodeT [21]

uses LLM-generated test cases to �lter out code solutions from a list of LLM-generated candidate

solutions. Recently, Yang et al.[144] proposed to generate test cases, provide them along with the

code to an LLM for translation, and use test feedback to iteratively repair the generated translation.

Separately, there has been a long line of work on using transformer models for generating natural

language descriptions of code [7, 42, 44, 43, 140, 125]. There has been comparatively less research

into generating static speci�cations. Endres et al.[34] transform natural language descriptions of

functions into assert statements and use these assertions to detect incorrect code.

Parsel [145] is a recent approach that generates and utilizes multiple kinds of speci�cations.
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Starting with a problem description, Parsel �rst generates a program sketch consisting of function-

level descriptions and test cases, and then generates code to complete the sketch.

2.6 Conclusion

In this chapter, we have presentedSPECTRA, an approach to 1) generate self-consistent multi-

modal speci�cations, and 2) use these speci�cations to improve the program translation performance

of large language models. We show relative performance gains of up to 26% across multiple models

and languages pairs. Our results indicate the possibility for further research into generating high-

quality program speci�cations as a cheap and ef�cient way to improve the performance of real-world

LLMs on code translation. Future work could explore generating speci�cations in formal language

or assert statements, which can then be automatically cross-veri�ed against the source code. Another

promising direction is to use these speci�cations for downstream tasks other than translation.
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Chapter 3: Translating Full Software Projects

3.1 Introduction

The Rust language has emerged as a popular alternative to C, thanks to its strong memory safety

and thread safety guarantees. Rust uses a memory model based on ownership and borrowing, which

prevents accesses of a memory location after it has been de-allocated or freed. It also disallows

mutable aliasing, which prevents data races in multi-threaded programs. At the same time, Rust has

comparable runtime performance to C, making it suitable for performance-critical applications like

device drivers and embedded systems.

In contrast, C code can contain both memory safety and thread safety errors, which makes

it prone to security vulnerabilities. For all of these reasons, there has been a lot of interest in

converting all C code to Rust. However, doing this manually is challenging and requires tremendous

manpower and expertise. Just a single project, the Linux kernel, contains more than 7 million lines

of C code, spread over more than 16,000 �les. Thus, there is a need to develop tools toautomatically

convert C to Rust.

Limitations of Existing Approaches: Existing approaches for code translation fall into two broad

categories. The �rst istranspilersor cross-compilers, which are rule-based systems. For instance,

the C2Rust project [41] is a transpiler that converts C code to Rust. Although the Rust code

produced by C2Rust is almost always correct, it isunsafeRust, a subset of the language that

lacks the memory and thread safety guarantees usually associated with Rust. Further, this code is

non-idiomatic, i.e., , very different from the kind of Rust code usually written by humans, making it

hard to read and maintain.

There have been a few approaches [32, 146, 52, 53] that augment the transpiler framework with

speci�c rule-based transformations, such as converting certain datatypes to other types. However,
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these are limited in scope, and cannot “zoom out” to transform the code at a higher granularity.

The second category of approaches is using Large Language Models (LLMs). These models

are trained on vast amounts of human-written code, and thus produce code that isidiomatic, i.e.,

uses the most conventional idioms and constructs of a programming language. However, this code

frequently has errors and is unreliable. This problem is compounded because LLM-generated code

has theappearanceof correctness, which makes any errors harder to spot.

Another challenge when applying LLMs for code translation is thelengthof input and/or output

code. LLMs operate on a �xed context window, which means that they can only process inputs

and generate outputs that are less than a certain prede�ned length. A real-world code project with

dozens of �les and hundreds of lines per �le may not �t within this window. Further, even if the

entire project does �t, it is known that LLMs tend to produce more errors as the length of the

input or output increases [102]. For these reasons, most LLM-based code translation research has

focused on programs that are relatively short standalone �les, such as those used in competitive

programming contests.

Our Approach: In this paper, we combine the strengths of the transpiler approach and the LLM

approach to designC2SAFERRUST- an algorithm to convert full real-world C projects into Rust.

Tackling an entire codebase at once can lead to inef�ciencies and increased complexity. Instead,

we propose breaking down the translation process into smaller, manageable components, such as

individual methods or functions. These smaller units can be translated �rst, and once translated, the

changes can be progressively integrated into the larger project by carefully propagating the altered

parameters, variables, and interfaces to the rest of the codebase. This requires strategic planning to

ensure that dependencies between components are maintained and that changes �ow seamlessly

throughout the system.

C2SAFERRUST uses the C2Rust transpiler in the �rst step to convert all the C code to non-

idiomaticunsafeRust. Then, we incrementally convert slices of this code to safe Rust using an

LLM. The transpiled unsafe Rust code thus acts as abridgebetween the original C code and the

LLM-generated safe Rust code. We traverse the parse tree of the transpiled code to decompose it
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Figure 3.1: An overview of our system,C2SAFERRUST, to translate a C program to safer Rust.
We �rst run the C2Rust transpiler to get non-idiomatic Rust, then decompose the program into
chunks. For each chunk, we slice the program to extract relevant context information and data�ow
information, and compose this into a translation prompt for an LLM. The LLM produces safer Rust,
which we swap back in and test end-to-end. If the program doesn't compile or pass test cases, we
give the LLM feedback and repeat.

into smaller units which can be individually translated.

We use static program analysis to analyze dependencies between these units and arrange them in

an optimal order for translation. Then we augment each unit with context information, again derived

using static analysis, and prompt an LLM with this information to translate the code into safe Rust.

We ensure that each unit is translated correctly by compiling the code and running end-to-end test

cases each time an LLM produces a translation. If there are errors, we provide the compiler or test

feedback to the LLM and iteratively re�ne the translations.

Summary of Results:We evaluate our tool on two datasets - one contributed by us, and one from a

prior work, Laertes [32].

• On our dataset,C2SAFERRUST is able to reduce the amount of unsafe code by up to 28%. We

are also able to substantially reduce the occurrence ofraw pointers, a datatype that is exclusively

associated with unsafe Rust.

• On the Laertes dataset,C2SAFERRUST outperforms two selected baseline approaches on a

majority of the programs for all of our metrics.

• We show through an ablation study that each of the components of our design contributes to its
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overall performance.

Our Contributions: In summary, our contributions in this paper as as follows:

1. We adopt a novel approach of using C2Rust transpiled code as a bridge between C code and

LLM-generated safe Rust, combining the strengths of rule-based transpiler approaches and LLMs.

We traverse the program parse tree to decompose a large program into smaller units that can be

individually translated by an LLM. We then augment each unit with context information derived

from static program analysis. We test and validate the LLM-generated translations, and use

feedback-guided repair to iteratively re�ne them.

2. We contribute a benchmark dataset of 7 programs consisting of utilities from the GNU Coreutils

project. Each program comes with end-to-end system-level test cases, enabling us to evaluate

correctness.

3. The ecosystem of static analysis tools for Rust is rather limited, and so we had to implement

most of our analyses as Rust compiler passes, directly using the Rust compiler's intermediate

representations. This lays the groundwork to build future Rust static analysis tools. For instance,

we build program slicing and callgraph analysis algorithms, which are quintessential static analysis

techniques [67]. We make all of this code publicly available on GitHub1.

3.2 Background

3.2.1 Safety and Unsafety in Rust

Rust is a systems language providing a safe alternative to C and C++ (which are susceptible to

bugs and security vulnerabilities [31, 72, 117]) with a robust ownership system ensuring memory

and thread safety without requiring garbage collection.

In order to adhere to these safety guarantees, every value in the memory is tied to the variable

thatownsit, and the memory is automatically de-allocated when the owning variable is no longer in

scope. While ownership is exclusive to a variable, Rust also permits other variable to temporarily

borrow the values. However, each borrow is further associated with a lifetime while the Rust

1https://github.com/vikramnitin9/c2saferrust
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compiler tracks their corresponding constraints. For instance, it is idiomatic for functions toborrow

their arguments from their caller (for the lifetime of the function call) before restoring ownership

back to the caller after the call terminates.

Rust further introduces and enforcesmutable borrowsand immutable borrowswhich are

governed by the principle of exclusivity to ensure memory safety and prevent data races. An

immutable borrow (&T) allows read-only access to a value and permits multiple immutable borrows

to coexist simultaneously, as they do not interfere with each other. However, while immutable

borrows are active, no mutable borrow of the same value is allowed. In contrast, a mutable borrow

(&mut T) provides exclusive, writable access to a value, meaning no other borrows—neither mutable

nor immutable—can exist simultaneously. This exclusivity ensures that data cannot be read or

modi�ed concurrently, maintaining consistency and eliminating potential race conditions. At

compile time, aborrow checkerenforces these rules, guaranteeing safe and predictable behavior in

all borrowing scenarios [139].

The strong safety guarantees in Rust come with several challenges, namely: a) dif�culty

in implementing complex data structures, such as graphs, where cyclic references or multiple

ownerships are common, due to strict ownership and borrowing rules; b) performance bottlenecks

such as overhead from bounds checks on array access or runtime borrow checks for dynamically

mutable structures; and c) complexities in integrating with system libraries or for writing low-level

kernel or driver code via foreign function interface (FFI), which lack Rust's safety guarantees [13].

To overcome these limitations, which may be too restrictive for several scenarios, Rust provides the

unsafe keyword to enable developers to perform operations that the compiler may otherwise not be

able to guarantee as being safe. Unsafe blocks (and functions) allow actions such as dereferencing

raw pointers, accessing mutable global variables, calling unsafe functions (e.g., through FFI or

compiler intrinsics), among other options [130]. While these features are crucial for tasks like

interfacing with system libraries, optimizing performance-critical code, or managing complex

data structures, they require developers to take full responsibility for ensuring memory safety.

Developers who use unsafe must carefully design and test their code to prove its safety, as the
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compiler's guarantees no longer apply in these contexts.

The ability to strategically employ unsafe blocks and/or unsafe functions accompanied by strong

safety guarantees makes Rust a compelling choice for systems programming. Consequently, there

has been a concerted effort to migrate legacy codebases written in C and C++ Rust, leveraging its

safety features while eliminating sources of common vulnerabilities that arise due to manual memory

management and unchecked behavior [117]. However, this migration process is not straightforward.

C and C++ both rely on a very permissive memory models with use of raw pointers, unchecked

array indexing, and general lack of enforced ownership or borrowing rules, all of which make

manual translation a very arduous and error prone process [74].

3.2.2 Translating C to Rust using Transpilation

One of the most direct approaches to translate C code to Rust is to make use of source-to-source

compilers (also known asTranspilers). Transpilers aim to translate code written in one programming

language to another while endeavoring to preserve the semantic equivalence between the two. The

resulting code is intended to be functionally identical to the original. In the context of translating

from C to Rust, transpilers such as C2Rust [41] use carefully designed rules to map C constructs

into their Rust counterparts.

Challenges with transpilers. Source to source compilers, such as C2Rust [41], provide an

automated approach to translate C to functionally equivalent Rust. However, as discussed previously,

transpilers rely on a predetermined set of rule to map constructs like raw pointers, global variables,

and manual memory management into their corresponding Rust equivalents. However, these

mappings often result in code that compiles in Rust but compromises its safety guarantees, requiring

the liberal use of unsafe blocks or foreign functions to maintain functional equivalence. This

highlights the dif�culty in transforming C's permissive programming model to that of Rust's strict

ownership and borrowing models. For instance, to dereference raw pointers to conduct pointer

arithmetic, C's pointers are converted Rust's*const or *mut and encapsulated unsafe blocks, thereby

reintroducing potential memory errors. Similarly, global variables in C becomestatic mut in Rust,
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accessed through unsafe blocks, risking race conditions or unde�ned behavior in multi-threaded

contexts. Unsafe operations liketransmute further bypass Rust's type system, leading to potential

alignment errors or unde�ned behavior. Additionally, C2Rust-transpiled code often retains low-level

constructs like malloc and free instead of leveraging idiomatic Rust abstractions likeRc, Arc, or Box,

increasing reliance on unsafe and requiring developers to manually ensure memory safety.

3.2.3 Programming language translation with Large Language Models (LLMs)

LLMs offer a new paradigm for programming language translation due to their ability to

understand and generate code with contextual awareness while re�ecting on their training corpus

to adhere to recommended safety coding standards [100, 144, 55]. These features enable LLMs

to effectively translate programs between languages. Preliminary studies show that while LLMs

perform well on crafted benchmarks such as CodeNet [105], Avatar [6], and EvalPlus [79], they

struggle to translate complete software repositories, often failing to capture the complexity and

inter-dependencies within real-world projects [55]. This limitation arises from challenges such as

ensuring syntactic correctness, maintaining semantic equivalence, and adapting to language-speci�c

features. These shortcomings can lead to issues like incorrect API mappings, type mismatches,

and functional errors, underscoring the need for enhanced techniques to improve the reliability and

accuracy of LLM-based translations [100].

3.3 Methodology

In this section, we describe our methodology for translating C code to their safer Rust counterpart,

focusing on preserving the intent of the original codebase, but making it more safe. Our tool is

designed to operate on complex, real-world C projects, often comprising thousands of lines of code

and tens of interdependent �les. The translation process prioritizes functional correctness, ensuring

that the resulting Rust code behaves as expected under the test cases provided by the user. This

section describes our methodology in detail.
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3.3.1 Overview

C2SAFERRUST is a neuro-symbolic framework designed to translate C code into safer Rust. We

leverage on-demand static analysis and LLMs for translation, and differential testing for validating

the translated code. However, given the size of typical C project, directly translating an entire C

project to Rust in one step is infeasible. We need to come-up with a strategy to translate and validate

smaller pieces of code in a step-by-step manner. Thus, we need a framework that allows partial C

and partial (translated) Rust code to coexist, as we need to validate the accuracy of the translation

by running this hybrid code. To this end, we adopted the C2Rust framework, which transpiles a

given C code repository into an equivalent unsafe Rust repository. While the C2Rust-transpiled

code retains most of C's `unsafe` properties and original intent, it effectively acts as a Rust wrapper,

enabling the unsafe code to execute within a Rust environment. Our translation process begins from

this starting point, progressively transforming the unsafe Rust into safer Rust.

This unsafe Rust code is then divided into smaller units, calledtranslation units, using program

graphs extracted through symbolic reasoning. Each unit is translated into safer Rust using an LLM,

which generates safer code while symbolic reasoning ensures accuracy. Compilation and test cases

identify errors, prompting targeted analysis to re�ne context and guide effective repairs. This

iterative approach balances ef�ciency and accuracy, progressively enhancing translation quality

to suit the structure and requirements of each project. An overview of the system is shown in

Figure 3.1. C2SAFERRUST consists of the following components:

1. Translation Orchestrator (Section 3.3.2):This component, aided by static analysis, orchestrates

translation. It breaks the project into smaller translation units that �t within the LLM's context.

It then selects translation units in the optimal order for translation. Translation units are not

independent - when one unit is translated, the side effects have to be propagated to all other affected

units. The optimal order for translation ismoving upthe chain of propagated side effects,i.e.,

translating a unitbeforetranslating the units to which its side effects are propagated. This ensures

that while the LLM is translating a unit, it can also assimilate the side effects propagated from other

units. We will discuss more about this with concrete examples in Section 3.3.2.
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2. Static Analyzer (Section 3.3.3):We collect key dependency data (e.g., call graph, data�ow

analysis) using traditional program analysis techniques. Since our translation process is incremental,

the program changes at every translation step, and the static analyzer must be re-run each time.

3. Translation (Section 3.3.4):The translation prompt is composed of the code component to be

translated, augmented with information derived from static analysis. This information describes the

surrounding context of the code segment and its dependencies, which guides the LLM in translating

the unsafe Rust code to safe Rust.

4. Validator (Section 3.3.4):This component acts as a regression testing framework, validating

the translation of each unit by �rst compiling the new code, and then running system-level tests

provided along with the original C code. The safe Rust components replace their unsafe counterparts

progressively, allowing both safe and unsafe Rust to coexist during validation.

5. Repair (Section 3.3.4):After a unit is translated, if there an error in validation, then the repair

component of our system collects feedback from compilation and execution. Then, it prompts the

LLM with this feedback and asks it to re-generate the translation of the unit.

For each translation unit, the cycle of Validation and Repair continues until the validation

succeeds, or we exceed# attempts (where# is a parameter of our system). If we are unable to

translate a unit within# attempts, we leave it as its original unsafe Rust version, thus maintaining

overall correctness.

In this manner, we go through the entire unsafe Rust program, processing each translation unit

in order. Once we translate (or attempt to translate) a unit, we do not come back to it later. In the

remainder of this section, we describe each of the components of our system in detail.

3.3.2 Translation Orchestrator

Decomposing the program into translation unitsOur goal is to translate the entire program into

safe Rust; however, we are limited by the size of the LLM context window. Further, even if the input

and output �t within the input context and output context, LLMs are more prone to hallucination and

translation errors when the input is long. Our solution is to decompose the program into translation
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Figure 3.2: An example of the output of our decomposition algorithm as described in Section 3.3.2,
applied to thecat function from thecat program. Translation Unit 1 is the “root” unit that
represents the function as a whole, and all other units are nested within it. The units are annotated
with comments showing live-in and live-out information, which is described in Section 3.3.3.

units of less than! lines each, and translate these units individually.

If a function has fewer than! lines, we extract the whole function as a translation unit. Otherwise,

we divide the function into multiple translation units of fewer than! lines, which are possibly

nested. At a high level, we traverse the AST of the function in a DFS post-order traversal, and

visit only the sub-trees that are greater than! lines long. In each such sub-tree, we form groups of

sibling nodes and extract the corresponding statements in each group as a translation unit. Once a

unit is extracted, it is removed from the AST. In this way, as we move up the AST, we ensure that

every subtree has fewer than! lines. By induction, at the end of the traversal, the root tree will also

have fewer than! lines. For the full algorithm, please refer to the appendix.

Each function will be decomposed into= translation units. These units are of two kinds:

• Root translation unit: One out of the= translation units corresponds to the entire function, and

contains all the other units within it. It also includes the function signature.

• Inner translation units: The remaining= � 1 translation units are nested within each other or

within the root units.

An example of this is shown in Figure 3.2. Note that this decomposition does not include code that

is outside of functions, like structure and enum de�nitions. Translating these into safe Rust is a
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Figure 3.3: A portion of the callgraph ofcat . Each node denotes a function, and the edges denote
calls. The functions are sorted in a reverse topological order. The numbers next to each function
denote their positional index in the ordering of translation units.main_0andcat are associated with
a rangeof indices (4-8 and 16-29) because they have multiple translation units within them.

non-trivial problem, and is out of the scope of our paper.

Arranging translation units in an optimal order

The order in which we convert unsafe Rust translation units to safe Rust makes a difference to

the quality of translation. Let us say we are converting a functionA that calls an unsafe function

B. Then even if we “clean up” the body ofA to use safe Rust for the most part,it must still rely on

unsafe blocks to callB. Further, ifBhas arguments or return values that are raw pointers, thenAwill

have to useunsafe code to manipulate these values. However, onceB is “cleaned up” to use only

safe and safer Rust types, then we can convertA to safe Rust in its entirety. So each function should

ideally be processedbefore its callers.

To ensure this, we build a call-graph of the program and compute itsweakly connected compo-

nents. A weakly connected component (WCC) is a subgraph such that, if all its directed edges are

converted to undirected edges, all its nodes have paths between each other. Functions within each

WCC need to be ordered such that callee comes before caller. So we do areverse topological sort

of each WCC. If a WCC has a cycle, there is no topological ordering. In this case, we start at an
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arbitrary node in this WCC and order the nodes according to a depth-�rst post-order traversal.

This gives us an ordering of functionswithin each WCC of the call graph. The order of functions

betweentwo WCCs doesn't matter, so we process the WCCs one at a time in an arbitrary order to

create the full ordering of all functions in the program.

This gives us an ordering of functions; however each function could contain multiple translation

units. As we will discuss in Section 3.3.4, the order of translation unitswithin a function does

not matter for our current translation strategy. However, we ensure that all the translation units

corresponding to a single function are contiguous in the translation order.

3.3.3 Static Analyzer

We need to annotate each translation unit with enough context information to enable the LLM

to translate the code well. Further, each unit cannot be translated in isolation, because it could have

ripple effects on other regions of the code. Our solution is to translate all these affected regions

simultaneously.

We obtain this information through static analysis of the program. The information we derive

differs for a root translation unit and an inner translation unit.

A root translation unit will contain the function header and signature, along with part of the

function body. We cannot translate this in isolation, since its parameters or return type might change

in this process (e.g., raw pointers might become borrows). These changes are actually desirable,

because we need to modify function signatures to transition away from unsafe Rust idioms like raw

pointers.

When a function signature changes, this change will spread to all of its call sites. So we ask

the LLM to translate a functiontogether with all of its call sites. We also add other contextual

information to help the LLM, such as global variables anduse statements. Thus, each slice for a

root translation unit consists of:

1 The source code of the translation unit

2 The function's call sites
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Figure 3.4: An example of translating code units with LLM. For the root translation unit on the left,
we generate the translation of the function body plus all of its call sites simultaneously. For the
inner translation unit on the right, we translate just the code contained within it. In both cases, we
also allow the model to specify any additional imports it needs. Full prompts are in the Appendix.

3 Global variables used in the function

4 Module imports used in the �le

On the other hand, for aninner unit, we need to tell the LLM about the variables that are used

and created within the unit. We use data�ow analysis to get thelive-in andlive-out variables for the

unit. So each slice consists of:

1 The source code of the translation unit

2 Its live-in and live-out variables

3 Global variables used in the translation unit

4 Module imports used in the �le

Figure 3.4 shows slices for a root translation unit and an inner translation unit, composed into

an LLM prompt.
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3.3.4 Translation, Validation and Repair

We now attempt to translate each translation unit from unsafe Rust to safe, idiomatic Rust, using

an LLM. We pass each unit to an LLM, along with its context slice as described in Section 3.3.3.

We instruct the LLM to convert the translation unit to idiomatic Rust. If the unit is a root translation

unit of a function and its context contains call sites, we instruct the LLM to translate the call sites

too. We specify a particular format for the LLM response that allows us to easily parse it and

separate it into function and call-site translations. If the unit is an inner translation unit, we ask the

LLM to ensure that the live-in and live-out variables at the beginning and end of the unit are not

affected. This means that translating such a translation unit has no side-effects on any other part of

the program. This substantiates our claim in Section 3.3.2 that the order in which we translate the

units within a function does not matter.

Sometimes, the translated unit needs additionaluse statements to work; we allow the LLM to

specify this too in its response. An example of a prompt and LLM response is shown in Figure 3.4.

We thenswap outthe original spans of code andswap in the LLM-generated code. We attempt

to compile the code and run the test suite. If we encounter an error, we provide it as feedback to

the LLM in the same conversation, and ask it to re-generate the entire code, including the function

body, call sites and imports. We repeat this for up to# attempts (where# is a parameter of our

technique). If one of these# attempts succeeds, we move on to the next function; if all# attempts

fail, we restore the original version of the function.

In this manner, we go through the entire program, processing each translation unit exactly once.

Throughout this process, we maintain correctness modulo the test cases. Our �nal program will still

have some unsafe functions, but these can be converted to safe Rust by a human expert.
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3.4 Experimental Setup

3.4.1 Datasets

We contribute a benchmark dataset of 7 C programs collected from GNU coreutils2. These

are the basic �le, shell and text manipulation utilities of the GNU operating system, and include

common shell commands likels andcat . We chose coreutils because it is a large, mature C code

project, with many constituent programs of varying sizes. Further, there is an ongoing community

effort to manually rewrite coreutils in Rust3, which means that a) translating coreutils to Rust is

an important real-world problem, and b) future researchers using our benchmark can compare

the quality of their automatically-generated idiomatic Rust code with human-written Rust code.

Finally, each benchmark in coreutils comes with end-to-end system-level test cases, which have

been carefully constructed using fuzzing to ensure high coverage[18].

The 7 programs we picked from coreutils aresplit , pwd, cat , truncate , uniq , tail , andhead.

Running C2Rust on these programs was not straightforward, because C2Rust does not work directly

with Make�les of complex programs. Coreutils uses a compilation pattern where some object

�les are bundled into static libraries, and those are then linked to the necessary executables. This

compilation pattern makes it dif�cult for C2Rust to create a compilation database, which is necessary

for further analysis.

To make this problem tractable, we create simpler individual Make�les for each of the 7

programs, including only the.c and .h �les that are strictly necessary for each program. We

collect the source �les for each program iteratively. Starting with the main C �le for that program

(e.g., split.c for split ), we collect the necessary header �les and attempt to build the program. If

the linking step fails due to missing symbols, we collect the necessary source �les that de�ne these

symbols and attempt to build the program again. We repeat until the executable is built successfully.

The simpler Make�le is then fed to C2Rust.

The statistics of these 7 programs are shown in Table 3.1. In addition to these 7 programs

2https://github.com/coreutils/coreutils
3https://github.com/uutils/coreutils
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from coreutils, we also use benchmarks from a prior work, Laertes [32]. Since evaluating on each

additional benchmark incurs a time cost, we selected a subset of 10 out of their 17 benchmarks,

which we believe is suf�cient for the purposes of a fair evaluation. These benchmarks do not come

with end-to-end test cases. Although some of the utilities haveunit tests, this is not useful because

we cannot run C unit tests on Rust programs.

Program # LoC # Fn
# Cov.

Fn
Max

Fn Len
Mean

Fn Len

C
O

R
E

U
T

IL
S

split 13848 207 73 1634 52.95
pwd 5859 127 16 902 33.02

cat 7460 166 37 1006 33.84
truncate 7181 124 33 902 44.65

uniq 8299 167 34 902 36.26
tail 14423 266 76 902 43.81

head 8047 153 45 902 40.77

L
A

E
R

T
E

S

tulipindicators 44486 234 – 306 32.10
xzoom 2524 11 – 536 134.09
genann 2084 32 – 201 52.44
optipng 95560 576 – 42124 143.63

urlparser 1118 22 – 409 38.41
lil 5400 160 – 283 30.44

qsort 41 3 – 17 10.67
snudown 6521 92 – 792 63.53

grabc 1046 7 – 61 31.57
bzip2 43374 128 – 3289 98.84

Table 3.1: The statistics of the 7 programs in our coreutils benchmark dataset, plus the 10 programs
from Laertes. “# Cov. Fn” is the number of functions covered by tests.

3.4.2 Baselines

We evaluate against two previous approaches for making C2Rust output more natural.

• Laertes [32]: Laertes uses a set of simple transformation rules to rewrite each raw pointer as a

borrow, and then uses compiler feedback to �x errors until the program compiles.

• CROWN [146]: CROWN derives ownership constraints for each raw pointer based on their

usage patterns, and uses an SMT solver to solve these constraints and transform each raw pointer

into a borrow.

36



3.4.3 Implementation

We implementC2SAFERRUST on thenightly-2022-08-08 version of Rust. It is implemented

as acargo subcommand, so it can be run on full Cargo packages. We use the Rust compiler's

High-level Intermediate Representation (HIR) to construct the program call graph and to decompose

the program into chunks. The AST traversal in Algorithm 1 is implemented as an instance of the

rustc_hir::intravisit::Visitor trait. The slicing described in Section 3.3.3 is also performed on

the HIR.

We use the Mid-level Intermediate Representation (MIR) to solve the data�ow analysis for

each chunk as described in Section 3.3.3. We implement our analysis as an instance of the

GenKillAnalysis trait from rustc_mir_dataflow , which computes live-in and live-out variables for

a basic block. We use the MIR debug information to �nd the �rst and last basic blocks in a chunk,

and get thelive-in variables of the�rst block and thelive-outvariables of thelast block. These

become the live-in and live-out variables of the chunk.

For all our experiments, the LLM used isgpt4o-mini by OpenAI. We �xed the maximum chunk

size,! , at 150 lines, and the number of LLM feedback iterations,# , at 5. The smallest baseline,

qsort , took under 5 mins to translate, and the largest,optipng , took nearly 14 hours. More details

about LLM calls and costs are in the Appendix.

3.4.4 Evaluation

We use two metrics from prior work to evaluate the quality of translation:

• Raw Pointer Declarations: The number of raw pointer declarations,*const T or *mut T, in the

entire program. This includes declarations in function signatures and within structures. This metric

was used to evaluate Laertes [32].

• Raw Pointer Dereferences:The number of raw pointer dereferences throughout the program.

This includes all dereferences of the form*<expr> where<expr> evaluates to a raw pointer type

(veri�ed by type checking). This metric was also used to evaluate Laertes [32].

Raw pointers are not a feature of idiomatic Rust, and the fewer raw pointers in a program, the
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more natural it is. Further, dereferencing raw pointers is an unsafe operation which could lead to

segmentation faults and other unde�ned behavior if not used correctly. So for both of the above

metrics, a lower value indicates safer code. We further analyze unsafe blocks by investigating their

length and types of statements, through the following three metrics:

• Unsafe Lines of Code:The total lines of code (LOC) contained within allunsafe blocks in the

program. This includes the bodies of unsafe functions, which are also treated as unsafe blocks for

this metric. A lower value for unsafe LOC indicates a more natural and idiomatic Rust program, as

it minimizes the reliance on unsafe constructs.

• Unsafe Type Casts:Type casts, within unsafe blocks, especially those involving raw pointers

(such asptr as *const u8 ) are a common pattern which bypass Rust's strict type system, allowing

for potential misuse and may result in unde�ned behavior if the cast is used incorrectly.

• Unsafe Call Expressions:Function calls within unsafe blocks, such asstd::alloc::alloc(layout)

or other custom unsafe functions, allow for a direct interaction with low-level operations. This can

be dangerous when encapsulated in unsafe blocks because they bypass Rust's safety guarantees and

potentially lead to memory corruption, dangling pointers, or other unde�ned behavior.

3.5 Results

3.5.1 Effectiveness of C2SAFERRUST in reducing unsafe constructs (RQ1)

Motivation: In the �rst research question, we try to evaluate how effectivelyC2SAFERRUST can

transform C2Rust's unsafe code into safe and idiomatic Rust.

Evaluation: We run C2SAFERRUST on each program in our benchmark dataset, which was

compiled fromcoreutils . For each program, we calculated the following metrics both before and

after translation (see section 3.4.4 for detailed information): (1) the count of raw pointer declarations,

(2) the number of raw pointer dereferences, and (3) the extent of unsafe lines of code. Additionally,

our analysis was expanded to encompass measurements of (1) unsafe type casts, (2) unsafe call

expressions, and (3) unsafe let declarations.

Results:Table 3.2 tabulates the effectiveness of translating CoreUtils projects into safer Rust using
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Table 3.2: Translating CoreUtils to safer Rust usingC2SAFERRUST. Overall results suggest
C2SAFERRUST offers enhanced safety by reducing reliance on raw pointers and unsafe operations.

Raw Pointer Raw Pointer Unsafe Unsafe Call Unsafe

Declarations (r ) Deferences (r ) Lines (r ) Expressions (r ) Type Casts (r )

B
ef

or
e

A
fte

r

� % B
ef

or
e

A
fte

r

� % B
ef

or
e
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r

� % B
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or
e

A
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r

� % B
ef

or
e

A
fte

r

� %

split 252 214 15 656 540 18 11324 9250 18 2353 2212 6 5979 4663 22

pwd 164 129 21 295 225 24 4201 3151 25 875 871 0 2248 1563 30

cat 192 120 38 317 240 24 5625 4189 26 1038 912 12 3116 1992 36

truncate 156 124 21 326 263 19 5544 4443 20 1040 952 8 3357 2521 25

uniq 227 166 27 343 250 27 6066 4397 28 1150 1025 11 3590 2340 35

tail 389 297 24 1092 847 22 11663 8818 24 2580 2433 6 5869 3739 36

head 192 141 27 442 351 21 6245 4699 25 1378 1189 14 3488 2464 29

avg. � % 25 22 24 8 30

(a) Our metrics for measuring safety of Rust code, computed across all applications before and after
translation.

Raw Pointer Raw Pointer Unsafe Unsafe Call Unsafe

Declarations (r ) Deferences (r ) Lines (r ) Expressions (r ) Type Casts (r )
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split 141 130 8 463 405 13 6836 6134 10 1405 1334 5 5400 4427 18

pwd 38 40 -5 85 74 13 704 565 20 217 223 -3 646 292 55

cat 93 56 40 242 200 17 3508 2828 19 659 572 13 2625 1587 40

truncate 68 66 3 241 211 12 4050 3636 10 772 676 12 4231 3332 21

uniq 85 71 16 156 144 8 3027 2636 13 569 516 9 3377 2917 14

tail 147 125 15 568 475 16 7203 6191 14 1559 1514 3 5619 4129 27

head 87 75 14 340 297 13 3724 3160 15 903 801 11 3193 2355 26

avg. � % 13 13 14 7 29

(b) Our metrics for measuring safety of Rust code, computed across all applications, �ltered to include
covered functions only.

C2SAFERRUST. In the following, we discuss the key �ndings in three key metrics: raw pointer

declarations, raw pointer dereferences, and line of unsafe code.

1. Raw Pointer Declarations.We observe an average reduction of raw pointer declarations by25%

with notable reductions across all projects. The most signi�cant improvement is observed incat ,

which shows a38% reduction in raw pointer declarations. Unexpectedly, we see anincreasein this

metric forpwdin the �ltered seting. This doesnot signify a decrease in safety of the program; rather,

it is due to a quirk of the way this metric is computed. The metric counts only variablebindingsas

declarations. Sofoo("abc" as const *u8) would not be counted as a raw pointer declaration, but
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let arg = "abc" as const *u8; foo(arg) would be.

2. Raw Pointer Dereferences.Unsafe raw pointer dereferences are reduced on average by22%,

demonstrating the tool's effectiveness in minimizing unsafe manipulations. The projectuniq shows

the largest decrease at27%, indicating a signi�cant impact on pointer-heavy codebases.

We also observed a notable reduction in unsafe code across all CoreUtils projects after translation

to safer Rust.

1. Lines of unsafe code.Lines of unsafe code decrease by an average of24% across all projects,

re�ecting a signi�cant enhancement in code safety and idiomaticity.uniq shows the largest

reduction of28%, highlighting C2SAFERRUST's ability to minimize unsafe code.

2. Unsafe Call Expression:Unsafe function calls decrease, but by a relatively smaller amount

compared to the other metrics - an average of8% reduction. The most substantial decrease is in

head, from 1378 to 1189 casts (by� 14%). The sub-par overall performance is due to the reliance

on FFI calls, which is discussed further below.

3. Unsafe Type Cast:Unsafe type casts decrease by an average of 30%. The most substantial

decrease is intail , from 5869 to 3739 casts (by� 36%).

Discussion:Figure 3.5 illustrates a function using the original C code (�g. 3.5a), C2Rust translation

(�g. 3.5b), andC2SAFERRUST's safer output (�g. 3.5c) for comparison. We make the following

observations:

1) C2SAFERRUST uses idiomatic and native Rust types.Non-native types in the C2Rust code

(such aslibc::c_char , see 1 in �g. 3.5b) are replaced with their native Rust types (i.e.,&mut

[u8] as seen in1 , �g. 3.5b). Note that in some cases these pointers are cast back into their raw

pointer-type when passed as an argument to other functions, e.g.,2 and 3 in �g. 3.5b.

2) C2SAFERRUST continues to make use of FFI calls.C2SAFERRUST accomplishes certain

core functionalities through calls to C API functions via foreign function interfaces (FFIs), e.g.,

safe_read anderror (see 2 and 3 in �g. 3.5b). This limits the extent of code safety since

the arguments and return types of these functions still use raw pointer types. These may only be

eliminated when all the external functions are replaced with safe Rust equivalents; this is beyond
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(a) Original C implementation

(b) C2SAFERRUST output (c) C2Rust translation

Figure 3.5: C code versus C2Rust code versus LLM-translated safer Rust, for thesimple_cat
function from thecat program.
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the scope of this work.

3) C2SAFERRUST eliminates nonstandard control �ow structures and dead code.Rust code

generated by the C2Rust transpiler generates a large number of unreachable branches in the C2Rust

code. It makes explicit calls to branch conditions that cannot be executed (e.g.,if 0 != 0 as seen in

4 , �g. 3.5c). C2Rust also uses certain macros such asunreachable!() (as seen in5 , �g. 3.5c).

C2SAFERRUST effectively eliminates these dead code fragments and produces more concise and

idiomatic Rust code.

Summary: C2SAFERRUST reduces unsafe constructs in CoreUtils, cutting raw pointers by

38% and dereferences by 27%. Unsafe code lines, type casts and call expressions decrease by

24%, 8% and 24%, enhancing Rust safety and idiomaticity.

3.5.2 Comparison with Existing Tools (RQ2)

Motivation: This section presents a comparative analysis of safe Rust transformations obtained

from C2SAFERRUST, as well as methodologies from contemporary approaches Laertes andCROWN

applied to Laertes benchmark.4, 5

Evaluation: We measure heuristics similar to the previous research question: (1) the number of raw

pointer declarations, (2) the number of raw pointer dereferences, and (3) the quantity of unsafe lines

of code. Furthermore, we extend our analysis to include measurements of (1) unsafe type casts, (2)

unsafe call expressions, and (3) unsafe let declarations.

Results:The results are shown in Table 3.3. In general, we observe thatC2SAFERRUST is capable

of reducing the size of unsafe blocks, doing better than the baselines in most cases.

• On the two raw pointer metrics (i.e., raw pointer declarations and raw pointer dereferences),

C2SAFERRUST performs as well as or better than the baselines on a majority of the benchmark

programs with an aggregate Win/Tie/Loss of 5/1/4 and 7/1/2 for raw pointer declarations and raw

4The incompatibility of Laertes with the current version of the Rust compiler precluded its execution on our
CoreUtils benchmarks due to it being developed on a deprecated compiler version. Therefore,C2SAFERRUST was
instead executed on the 10 Laertes benchmarks

5CROWN and was executed on 4 of the 10 benchmark projects. In the remaining projects, we encountered failure
due to limitations in managing unions and variadic arguments [146].
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pointer dereferences respectively.

• C2SAFERRUST demonstrates superior ef�cacy in reducing lines of unsafe code, achieving a

reduction of up to 61% in grabc. An aggregate Win/Tie/Loss of 10/0/0 shows consistent performance

across all applications.

• We also observed a notable reduction in key unsafe expressions and declarations withC2SAFERRUST

in all projects. On the other hand, Laertes andCROWN actually cause anincreasein unsafe code in

several projects, as evidenced by the negative values of%� in Table 3.3 under lines of unsafe code,

number of unsafe type casts, and unsafe call expressions.

Section B.5 in the Appendix shows an example of the outputs ofC2SAFERRUST and Laertes, for

qualitative comparison.

Summary: C2SAFERRUST outperforms other approaches with a 39/2/9 aggregate win/tie/loss

record over all 5 metrics, enhancing Rust safety and idiomaticity.

3.5.3 Ablation of C2SAFERRUST design choices (RQ3)

In this section, we evaluate the individual effect of some of the components ofC2SAFERRUST.

Evaluation: We pick 3 arbitrary baselines from coreutils -cat , uniq andhead- and runC2SAFERRUST

in two modi�ed settings:

1. No Chunking: Translating each function as a whole without dividing it into smaller chunks.

Our hypothesis is that LLMs do better when the input is not too long, so we would expect this

setting to be worse than the original.

2. Random Order: Translating the functions in a random order, instead of following the ordering

described in Section 3.3.2.

Function Length: We also study the effect of function length on translation. For this study, we

consider only those functions which are translated as a single unit,i.e., those functions which are

smaller than! = 150lines. We de�ne two quantities:

• Translation Success Rate:The percentage of functions that translate correctly, where a correct

translation is one that compiles and passes tests.

43



• Number of Attempts:The number of iterations of compiler or test feedback given to the LLM

before it generates a successful translation. This is measured only for functions for which a correct

translation is generated within# attempts.

We measure Translation Success Rate and Number of Attempts over functions of varying length,

from 0 to ! = 150.

(a) Translation Success Rate versus Function Length

(b) #Attempts Required to Translate a Function, vs Length

Figure 3.6: For ourcoreutils benchmark dataset - a plot of the fraction of successful translations
versus function length, and the number of attempts required to translate a function versus function
length. This includes only functions that are translated as a single unit,i.e., functions that are under
150 lines.

Results:The results for the component ablation are shown in Table 3.4. There are 3 utilities and 5

metrics, which makes a total of 15 settings.C2SAFERRUST outperforms both “No Chunking” as

well as “Random Order” in 9 out of 15 settings, showing a clear bene�t of both design choices.

Figure 3.6a shows the rate of translation success versus function length, and Figure 3.6b shows

the number of attempts needed to translate a function vs its length. If we ignore the outliers to the
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right of the distribution, we can see that as the function length increases, the translation success

rate decreases and the number of required attempts increases. This clearly indicates that the longer

a function is, the harder it is for an LLM to translate it. This provides empirical support for our

decision to break up very long functions into smaller chunks for translation.

3.6 Related Work

Converting C to unsafe Rust. Corrode [26] and C2Rust [41] are two systems that aim to

convert C code to functionally equivalent Rust code. Both tools have limitations and corner cases

that they cannot handle. The primary difference between them is that C2Rust is still being actively

developed and maintained, while Corrode has not been updated for several years. The Rust code that

these tools produce is non-idiomatic and makes extensive use ofunsafe features. Citrus [23] is a

third tool that usessyntacticmappings to convert C to non-idiomatic, unsafe Rust. However, unlike

Corrode and C2Rust, Citrus doesn't aim to produce functionally equivalent code. The translated

code may not run or compile. Citrus aims to be a lighter alternative to C2Rust, to produce a �rst

draft of Rust code that can manually be refactored into a working Rust program.

Converting unsafe Rust to safer Rust.References in Rust are tracked by the borrow checker

to ensure that they don't extend beyond the scope of the value they are pointing to. However, the

non-idiomatic Rust code generated by C2Rust makes extensive use ofraw pointers, which are not

tracked by the borrow checker. There has been some work on automatically converting a subset of

the raw pointers in a program to references, thus creating safer Rust code.

Laertes [32] was the �rst such approach, which used compiler errors to extract information

about lifetimes and mutability of each raw pointer, and tried to iteratively rewrite each one as a

borrow. The authors also performed an in-depth study about how the different ways in whichunsafe

features are used in C2Rust transpiled code. However, this method can only be applied to functions

where the cause of unsafety is due to a lack of ownership information on a raw pointer. Only 20% of

the functions fall into this category, and they are only able to convert about 8.3% of the raw pointers

in their benchmark dataset to references. In a follow-up paper [33], the authors of Laertes try to

45



expand their technique to include more categories of raw pointers. With this new approach, they are

able to convert about 21% of the pointers to references.

CROWN [146] is another approach that starts with C2Rust code and tries to convert each raw

pointer into a reference. It derives constraints for each raw pointer, and solves these constraints

using an SMT solver to convert each raw pointer into a reference. However, like Laertus, CROWN

too has a limitation - it can handle onlymutable, non-arrayraw pointers. It succeeds at converting

about 37% of these to references.

Hong and Ryu[52] develop a tool to perform a very speci�c type of transformation on C2Rust

code - replacingoutput parametersthat indicate success/failure with canonical Rust types like

Option andResult . In their subsequent work [53], they study another speci�c type of transformation

on C2Rust code - replacing C-style unions with Rust tagged unions.

NADER [104] is a technique that improves the safety of code by converting unchecked indexing

to checked indexing. Since converting to checked indexing incurs a performance overhead, develop-

ers can choose how many conversions they want based on performance constraints. However, this is

a very speci�c type of transformation, and does not eliminate raw pointers, unsafe function calls,

etc.

LLMs for Code Translation. Roziere et al.[111] proposed TransCoder, an early attempt to tackle

code translation using transformer models. They proposed Back Translation, a fully unsupervised

approach. Ahmad et al.[7] re�ned Back Translation with the addition of a code summarization task.

In contrast to unsupervised learning, supervised learning requires aligned parallel data across pairs

of programming languages, which is challenging to obtain at scale. Roziere et al.[112] addressed

this challenge by generating synthetic aligned data using another language model and �ltering out

incorrect translations using generated unit tests. The last few years have seen the development

of LLMs for code and natural language, that are pretrained on massive amounts of data with an

autoregressive objective function. Pan et al.[100] and Yang et al.[144] perform thorough empirical

evaluations of the translation ability of these models. Yang et al.[144] also propose UniTrans, a

tool that generates test cases, provides them along with the code to an LLM for translation, and uses
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test feedback to iteratively repair the generated translation. Nitin and Ray[95] propose to generate

multi-modal speci�cations with a self-consistency �lter and provide these along with the code to an

LLM for translation. [143] propose to verify candidate LLM translations against the output of a

transpiler using rigorous equivalence proving.

However, all of these approaches deal only with settings where the entire program is relatively

short and �ts within a single LLM context window. The typical setting is that of solutions to

competitive programming problems. Shiraishi and Shinagawa[121] was the �rst work to attempt

translation of arbitrarily large programs using LLMs. They slice a C repository into smaller

translation units, translate each unit to Rust using an LLM, and use compiler feedback to �x

translations. However, they do not use test feedback, and they require each translation unit to be

independently compilable.

There have been a few prior works that attempt to repository-level translation for other pairs

of languages. Ibrahimzada et al.[55] attempt translation of full Java projects to Python. Zhang

et al.[147] translate Go to Rust, focusing on avoiding runtime errors in the translated code. While

preparing this manuscript, we came across a recent ArXiv preprint [120] that presents an approach

to perform full repository C to Rust translation. They divide the program into translation units,

translate each unit using an LLM, and use dynamic analysis along with LLM-based test generation

to verify the correctness of each translation. However, our approach is different in certain important

aspects. In particular, a) we use a transpiler to provide a skeleton for the target language code,

thus allowing us to check end-to-end correctness at every step; b) we break down code up to a

sub-method level, ensuring that we can scale to programs with methods of arbitrary length.

3.7 Threats to Validity

Although C2Rust makes efforts to ensure functional equivalence between the C and unsafe

Rust code, this is not a formal guarantee.C2SAFERRUST uses C2Rust as the �rst step, and so the

validity of the entire approach depends on the correctness of C2Rust's transpilation. However, the

role of C2Rust is merely to provide an interface between the original code and translated code that
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enables the program to be tested end-to-end. It could be replaced with any other framework that

serves the same purpose, such as Rust's Foreign Function Interface (FFI).

Our metrics are intended to model the safety and naturalness of the code; however it is possible

that an improvement in a metric doesn't correlate with improved safety or naturalness of the code.

For example, the number of lines of code within unsafe blocks could decrease simply by eliminating

line breaks and relying on semicolons to delimit lines. We therefore assume that the tools we

consider do not attempt to game the metrics by performing such manipulations.

The code we generate still uses a signi�cant amount of unsafe code. Some of this is because

we do not translate code outside functions, like structure de�nitions, and interacting with these

structures could necessitate the use of some unsafe code. Another observation is that the LLM does

not replace C FFI function calls with their safe Rust equivalents; rather, it uses unsafe code to wrap

these FFI calls.

3.8 Conclusion

In this work, we have presentedC2SAFERRUST, a system to automatically translate full C

repositories to safer Rust. Based on the novel insight that the C2Rust transpiler can be used as

an intermediary to bridge between C and Rust for the purpose of LLM-aided translation, we �rst

convert the entire repository into unsafe Rust. We propose an algorithm to divide the code repository

into smaller “translation units”, and extract each translation unit along with its context information.

We use an LLM to translate each unit to safer Rust, swap in this translation, and propagate the

changes to the rest of the code base.

We contribute a dataset of 7 C programs from GNU CoreUtils with their corresponding C2Rust

transpiled versions. Each program comes with end-to-end test cases, allowing one to empirically

verify the correctness of translation. On this dataset, we show that we reduce raw pointer declarations

and dereferences by up to 38%, and reduce the amount of unsafe code by up to 28%. We also

compare our tool with two baselines for making Rust code safer, and observe consistent gains.

Future work could look at translating code outside functions, like structure de�nitions, as well as

48



remapping C FFI calls to safe Rust equivalents.
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Table 3.3: A comparative evaluation ofC2SAFERRUST and other state-of-the-art methods against
the baseline (C2Rust). Lower values are preferred. Cells inblue show the greatest improvement on
that metric for that project.C2SAFERRUST presents the most signi�cant improvement as indicated
by the best Win/Tie/Loss ratio. Laertes andCROWN actually cause anincreasein the amount of
unsafe code in several translations, as indicated by the negative values under the%� columns.

Raw Pointer
Declaration

Raw Pointer
Dereferences

Lines of
Unsafe Code

Unsafe Call
Expressions

Unsafe
Type Casts

%� %� %� %� %�

bzip2

Baseline 227 3764 12594 2580 7614

Laertes 206 9 3699 2 13115 -4 2788 -8 8699 -14

CROWN 194 15 3674 2 12592 0 2929 -14 7672 -1

C2SAFERRUST 199 12 2691 29 10328 18 2455 5 4097 46

genann

Baseline 73 339 1634 579 1319

Laertes 73 0 339 0 1650 -1 581 -0 1329 -1

CROWN 71 3 317 6 1775 -9 643 -11 1317 0

C2SAFERRUST 63 14 273 19 994 39 578 0 362 73

lil

Baseline 438 1668 4852 1809 2788

Laertes 430 2 1658 1 4645 4 1844 -2 2727 2

CROWN 355 19 756 55 5073 -5 3383 -87 2523 10

C2SAFERRUST 428 2 1449 13 4582 6 1843 -2 2111 24

tulipindicators

Baseline 866 1847 17671 2595 12983

Laertes 866 0 1847 0 25594 -45 2595 0 13050 -1

CROWN 865 0 1847 0 17769 -1 2419 7 13195 -2

C2SAFERRUST 860 1 1625 12 17314 2 2638 -2 12274 5

urlparser

Baseline 79 60 845 447 648

Laertes 74 6 2 97 1002 -19 572 -28 1167 -80

C2SAFERRUST 81 -3 51 15 702 17 450 -1 439 32

grabc

Baseline 13 21 214 48 123

Laertes 8 38 12 43 213 0 71 -48 122 1

C2SAFERRUST 7 46 11 48 84 61 33 31 10 92

optipng

Baseline 1407 6062 82616 7854 32913

Laertes 1235 12 5552 8 93696 -13 9189 -17 46450 -41

C2SAFERRUST 1197 15 5203 14 64013 23 7354 6 25061 24

qsort

Baseline 4 10 32 11 12

Laertes 2 50 6 40 32 0 23 -109 12 0

C2SAFERRUST 1 75 6 40 19 41 10 9 13 -8

snudown

Baseline 244 842 5842 1587 3252

Laertes 224 8 765 9 7213 -23 1772 -12 5940 -83

C2SAFERRUST 231 5 747 11 5583 4 1533 3 2867 12

xzoom

Baseline 29 172 1468 321 867

Laertes 29 0 172 0 1530 -4 321 0 897 -3

C2SAFERRUST 29 0 168 2 1467 0 325 -1 631 27

Aggregate
Win/Tie/Loss

C2SAFERRUST 5/1/4 7/1/2 10/0/0 8/0/2 9/0/1

CROWN 2/0/8 1/0/9 0/0/10 1/0/9 0/0/10

Laertes 1/1/8 1/1/8 0/0/10 1/0/9 1/0/9
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Program Method
Raw Ptr Raw Ptr Unsafe Unsafe Unsafe
Decls# Derefs# Lines# Calls# Casts#

cat
Original 192 317 5625 1038 5625

No Chunking 137 248 3638 922 3638
Random Order 139 246 4194 955 4194

Our Tool 120 240 4189 912 4189

uniq
Original 227 343 6066 1150 6066

No Chunking 169 252 4382 1114 4382
Random Order 164 258 4516 1117 4516

Our Tool 166 250 4397 1025 4397

head
Original 192 442 6245 1378 6245

No Chunking 142 360 4814 1380 4814
Random Order 142 349 4735 1252 4735

Our Tool 141 351 4699 1189 4699

Table 3.4: Showing the contribution of the components of our method by ablation on three selected
benchmarks.
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Chapter 4: Monolith to Microservice Refactoring

4.1 Introduction

Businesses are gradually migrating their existing applications to the cloud as their enterprise

applications outgrow their monolithic architectures. This allows them to leverage better scalability

and reliability, faster development, easier maintenance and deployment, and better fault isolation,

among others [131]. This migration requires a decomposition of monolithic applications into loosely

connected compositions of specialized microservices [108, 94, 39]. However, modernizing an

enterprise application with entrenched technology stacks is a challenging task. Manual approaches

to modernization consume a signi�cant amount of engineering time and resources [3] and a complete

rebuild is rarely feasible. Therefore, big enterprises such as IBM [63], Amazon [1], and GitHub [2]

frequently advocate for partitioning applications by identifying functional boundaries in the code

that may be extracted as microservices. This has led to a rapid growth of research in using program

analysis toautomaticallydiscover these functional boundaries and partitions within the application

[8, 16, 22, 35, 47, 50, 66, 71, 88].

Existing work and limitations. A typical microservice extraction approach starts by converting

a monolithic application into a call-graph or control-�ow graph representation. Then, an off-the-

shelf graph clustering algorithm is used to �nd loosely connected functional boundaries and make

partitioning recommendations. The performance of these graph clustering algorithms is directly

in�uenced by the expressiveness and completeness of the graphs they use. Unfortunately, the

program graphs used by current techniques are ill-suited to adequately model enterprise applications.

The key limitations of current approaches include:

• Missing database interactions:Existing AI-guided microservice partitioning methods miss the

interconnections between applications and databases. Transactional databases, which are stored and
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maintained centrally, are typically used by monolithic enterprise applications to execute and persist

key business logic. If these interactions are not taken into account, the partitioning guidelines could

force the adoption of distributed transactions (such as 2 Phase commits). This represents a consider-

able effort for developer who must then ensure that state changes are coordinated across several

services. Further, distributed transactions pose other challenges such as: a) lack of consistency in

the data; b) probable safety violations; and c) loss of ACID isolation guarantees [51, 113, 65].

• Imprecise program analysis:Popular approaches such as CoGCN [28] and microservice extractor

1 use context-insensitive static-analysis which tends to be incomplete and imprecise. Further, these

techniques use off-the-shelf static analysis tools such as SOOT [69] and WALA 2 which are known

to ignore crucial features used by enterprise java applications such as dependency injection [40],

and centralized object store [59], among others. This often results in a sparse coverage of several

critical sections of the application [11]. To overcome this challenge, certain approaches construct a

dynamic call graph by instrumenting the program to amass light-weight traces as the application's

many use-cases are exercised [63, 57]. However, for dynamic analysis to be useful, it must be run

with suf�cient inputs to expose as many different program behaviors as possible, and this can be

hard to satisfy. Further, building call-graphs with dynamic tracing has additional drawbacks—it can:

(a) be intrusive, (b) lead to considerable performance degradation, and (c) produce an incomplete

representation of the application.

Our approach. To address the above challenges, we propose a microservice partitioning and

re�nement tool that statically analyzes JEE applications to build a comprehensive, highly-precise,

context-sensitive system dependency graph (SDG). Our SDG is a rich graphical abstraction of a Java

EE application with various crucial relationships that exist in the application, namely: call-return

edges, data-�ow edges, heap-dependency edges, and database transaction edges. Our work also

proposes a novel community detection algorithm calledContext-sensitive lAbel pRopaGatiOn

(abbreviated as CARGO, serving as an acronym for our general tool) that isolates “snapshots” of

the system dependency graph under various contexts to discover and/or to re�ne existing partitions

1https://aws.amazon.com/microservice-extractor/
2https://github.com/wala/WALA
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into highly-cohesiveandloosely-coupledcompositions of the program which can be implemented

as microservices.

Results summary. We evaluate CARGO on 5 monolithic applications (4 open source and 1

proprietary) a suite of architectural metrics. Further, using CARGO's partitions, we modernize a

benchmark monolithic application (daytrader) to evaluate its real-world performance in terms of

latency and throughput. Our key �ndings are listed below:

• CARGO is able to almost eliminate distributed database transactions, both when applied in

conjunction with a baseline approach and when applied stand-alone.

• We use CARGO to re�ne the partitions produced by a baseline approach, and �nd that the resulting

microservice application has 11% less latency and 120% more throughput than the baseline.

• When we compare CARGO to baseline partitioning approaches on 4 architectural metrics,

CARGO is better than the baselines on 3 metrics and inferior on 1 metric.

Contributions. CARGO makes the following contributions to improve the current state of the art:

1. CARGO builds a highly precise statically derived system dependency graph (SDG) with full

context and �ow sensitivity (detailed in section 4.2). The nodes of the SDG represent the methods

and database tables in the application. The various inter-procedural edges express different types

of program dependencies between one method and another, and transactional edges highlight

relationships between methods and database tables. Together, the SDG constructed by CARGO

offers a�ne-granular viewof an application that includes all its internal and external (i.e., , database)

relationships.

2. CARGO introduces a novel partitioning algorithm based on label propagation (aka. LPA) [141]

calledcontext-sensitive label propagation. Context-sensitive label propagation (detailed in§4.2)

extracts “context-snapshots” of the SDG,i.e., abstractions of the possibledynamic statesof the

program [89], and applies label propagation across all contexts to identify the best functional

boundaries in code.

3. CARGO offers multiple modes of usage: (i) as a stand-alone tool, wherein the partitions are

discovered in an unsupervised manner; or (ii) as an add-on to existing tools, wherein the existing
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partitions are re�ned to improve their overall quality.

4. CARGO and the associated artifacts will soon be made publicly available on Github as part of

the Konveyor Tackle DGI project.3

4.1.1 Background and Motivation

A recent report shows that only 20% of the enterprise workloads are in the cloud, and they were

predominately written for native cloud architectures. This leaves 80% of applications asmonoliths

deployed on-premises, waiting to be refactored and modernized for the cloud. In a monolithic

architecture the entire application is bundled into a single package in a monolithic architecture,

which includes source code, libraries, con�gurations, and any other dependencies required for

it to execute. Monoliths aren't intrinsically bad, although they do have several drawbacks: (a)

Deployment artifacts are often huge, sluggish to start, and consume a substantial amount of

resources; (b) changing one component of the program necessitates rebuilding and redeploying

the entire application, which slows developer productivity—a challenge that triggered GitHub to

migrate away from monoliths to a microservice architecture4.

In comparison to monoliths, microservices split an application into discrete units that have clearly

de�ned service boundaries. This offers a number of bene�ts such as: continuous delivery of large

and complex applications, small and easily maintainable applications, low resource-intensiveness,

independently deployable and scalable applications, easy fault isolation, and autonomy in develop-

ment.

The migration from monolith to a microservice architecture is no mean feat. Even a small,

seemingly trivial, upgrade to a monolithic software can be time consuming and resource intensive.

For example, a rails upgrade to a 10 year old system at GitHub took a year and a half to complete [3].

Therefore, the best strategy to migrate monolithic applications to microservices is to do so incre-

mentally by identifying boundaries in the application such that the functionalities encompassed by

them are highly cohesive, yet as loosely coupled as possible to other functionalities in the code.

3https://github.com/konveyor/tackle-data-gravity-insights
4https://www.infoq.com/articles/github-monolith-microservices/

55



The study of identifying these boundaries has seen a lot of interest lately with prominent industry

tools such as Mono2Micro5 and several others in academia [8, 16, 22, 35, 47, 50, 66, 71, 88, 63].

However, when confronted with enterprise applications, each of these approaches faces some

dif�culties. We will look at a common motivating scenario below and the rest of this chapter

attempts to address this problem.

4.1.2 Motivation

In this section, we use a real-world example to highlight the challenges that may arise when at-

tempting to partitioning a monolith. We use a state-of-the-art microservice partitioning algorithm to

partition a monolithic version of a popular JEE trading application called daytrader6. Fig. 4.1shows

an example with three classes from daytrader:QuoteDatabean, TradeDirect , andTradeCon-

fig . Fig. 4.1ashows the most common partitioning recommendation of these three classes where,

partition A containsQuoteDatabeanand partition B containsTradeDirect andTradeConfig.

At �rst glance, this may seem like a reasonable partitioning strategy (especially when inspecting

the call-edges between the classes inFig. 4.1a), but a closer look (as seen inFig. 4.1b) paints a

very different picture. Several challenges will arise if a developer tried to partition according to the

recommendations made by current approaches, as inFig. 4.1a. Some of these are described below:

Challenge #1:Services are tightly coupled leading to distributed monolithic behavior.Coupling

refers to the degree of separability between two classes. There exists a tight coupling between the

QuoteDatabeanandTradeDirect , although not apparent inFig. 4.1a, due to heap-dependencies

induced bySQLHandlerandTradeObject. These objects carry the payload of information ex-

change between the two classes that is crucial to execute the business functionality. If partitioned

according toFig. 4.1a, one would have to rely on serialization/de-serialization protocols as well as

tightly choreographed object state management to ensure the business logic is executed accurately.

This makes the partition behave more like a monolith that is deployed as microservices (aka. a

distributed monolith) rather than a true microservice application.

5https://www.ibm.com/cloud/blog/announcements/ibm-mono2micro
6https://github.com/WASdev/sample.daytrader7
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(a) A typical partitioning recommendation for two important
classes in Daytrader offered by FoSCI and CoGCN.

(b) Recommended partitioning considering the the high coupling
betweenQuoteDataBeanandTradeDirect .

Figure 4.1: An example from Daytrader that illustrates a distributed monolithic behavior. The two
classesQuoteDatabeanand TradeDirect lie in different partitions, yet they are tightly coupled by
their: a) shared references toTradeObject andSQLConnector; and b) part-taking in a distributed transaction
with QuoteDB .

Challenge #2:Services engage in transactions to the same database table.If partitioned according

to Fig. 4.1a, we would be forced to reconcile a distributed transaction betweenQuoteDatabean,

TradeDirect , and the database tableQuoteDB(as is seen inFig. 4.1b). This would require a devel-

oper to implement 2 Phase commits (or 2PCs) to coordinate the state change acrossQuoteDatabean,

TradeDirect . The use of 2PCs can be very problematic due a number of reasons including but

not limited to (1) Loss of atomicity and/or isolation guarantees, (2) Non-trivial coordination of

distributed locks, and (3) Very high latency. Therefore they must be avoided if possible lest one is

forced to rely on expensive data centers and meticulously synchronized atomic clocks7.

We note that these challenges are very common, and appear often in enterprise scale systems. As

7https://www.youtube.com/watch?v=iKQhPwbzzxU
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Figure 4.2: Overview of CARGO.

a consequence, the recommendations from certain microservice partitioning tools are often rendered

useless due to the potential rami�cations of implementing their recommendations. This inspired the

construction of CARGO, where we attempt to re�ne the recommendations of existing approaches to

reduce incidents of distributed monoliths and/or distributed transactions. The partitions inFig. 4.1b

were derived from CARGO. Here,QuoteDatabeanandTradeDirect have been grouped in the

same partition, essentially overcoming the above challenges.

4.2 Methodology

This section describes CARGO and how it identi�es (and/or re�nes) microservice partitions in

monolithic enterprise Java applications to obtain loose coupling between services and high cohesion

within the services.Fig. 4.2illustrates an end-to-end work�ow of the proposed approach. In the

�rst stage (§4.2.1), we build a context and �ow sensitive system dependence graph (SDG) of an

enterprise application which has methods and DB tables as nodes with various edges between them

such as call-return edges, data-dependency edges, heap-dependency edges, and transactional edges.

In the second stage (§4.2.4), we extract sub-graphs of the SDG under each context and across all

the transactional scopes. We refer to these ascontextual snapshots. In the �nal stage (§4.2.7), we

apply a novel label propagation algorithm across each contextual snapshot to group functionally
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similar components of the program together.

4.2.1 Building a System Dependency Graph

In this section, we describe the construction of a System Dependence Graph (SDG) [38, 54],

which is an instrumental component of CARGO. The SDG captures the semantics of the whole

program and models different program contexts explicitly. This makes it particularly well-suited

to model large enterprise applications, since context-sensitive analyses offer a precise way to

distinguish different invocations of the application without need for expensive dynamic tracing. The

rest of this section �rst describes context-sensitivity followed by the various dependency (edge)

types in the SDG (§4.2.3).

4.2.2 Context sensitivity

Context-sensitivity dictates that every relationship in the SDG is quali�ed by a context. This

ensures that different calls/information �ows across a method are annotated with a uniqueidenti�er.

This enables us to distinguish between different paths through the same section of the code, thereby

enhancing the precision and richness of our SDG.

Consider the sample program inFig. 4.3: here, in lines 2 and 5, we allocate two objectsa1

anda2 of type A, and for each of these objects, we call the class methodA.foo( • • •) which in

turn callsB.bar( • • •) (on line 12) andC.id( • • •) (on line 19). A context-insensitive view of this

program as seen in1 , fails to distinguish between twodistinctcalls toB.bar( • • •) . Whereas, a

context-sensitive analysis as seen in2 distinguishes between the call arising froma1.foo( • • •)

anda2.foo( • • •) as separate edges.

Contexts may be thought of as abstractions of the possible dynamic executions of a program,

i.e., , a method and its associated variables under two different contexts represent non-overlapping

program states that may be reached in one or more dynamic runs of the program. The main

�avors of context sensitivity are call-site-sensitivity [119, 122], object-sensitivity [89], and type-

sensitivity [124]. Of these, object-sensitivity has been shown to be remarkably precise for analyzing
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Figure 4.3: Difference between a context-sensitive and a context insensitive call graph. Context-
insensitive analysis cannot differentiate between two calls to the same method, context-sensitive
analysis uses object allocation sites (highlighted in red) to distinguish between calls.

object-oriented programs like Java [124, 12]. Contexts are quali�ed using the object allocation site

the current method was invoked on,e.g.,, in Fig. 4.3contexts are quali�ed atA/1, A/2, B/1, and

C/1. Thus, the contexts of two invocations may differ even if their call-site was the same but the

object that the method was called on was different. For example, in2 , B.bar( • • •) appears in two

contexts, even though it has the same call-site (on line 11).

In this work, we use 2-object-sensitive-analysis with a context-sensitive heap (2objH) for all our

analysis as this has been considered the gold-standard for scalable yet precise analysis [12, 75, 76].

Although even more precise analyses are available, and can be developed, they seldom scale when

applied to enterprise JAVA applications [12] 8. A crucial property of the object-sensitivity analysis

is theinherent �ow-sensitivityimparted by the contexts. As illustrated inFig. 4.3, each object

allocation site is annotated with a numeric identi�er (e.g.,, A/1, A/2). These identi�ers indicate

8A detailed discussion of context-sensitivity is beyond the scope of this work; we therefore direct interested readers
to some in�uential work in this area [12, 123, 89].
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(a) An example program
(b) A class-level SDG abstraction of the program
in Fig. 4.4a.

Figure 4.4: An example program and it's corresponding SDG. While the program is analyzed at an
instruction level granularity, the SDG is constructed at a class level abstraction. Edges in the SDG
are implicitly quali�ed with 2objH context-sensitivity.Note: for the sake of simplicity, this example
does not show all the inter-procedural dependencies.

the �ow of the program, withA/1 and all its subsequent contexts appearing beforeA/2 and all the

contexts that follow. This facilitates accurate reasoning about potential control-/data-�ows in the

program.

We note that context sensitivity is not limited to just call-graphs; it may be used for any static

analysis such as data-�ow analysis, alias analysis, heap-dependency analysis, and more.

4.2.3 Dependency (edge) types

An SDG represents the possible information �ows in the form of a graph with nodes (which are

classes in our case) and edges representing both the payload of the information as well as the nature

of the information �ow between methods,i.e., , in the form of a call-return relationship, a data-�ow

relationship, and/or a heap-carried relationship. Further, our formulation of the SDG also highlights

the information �ow between classes and database tables (which are additional nodes in the SDG)

in the form oftransaction reads and writes.

Fig. 4.4
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Figure 4.5: A sample work�ow depicting the extraction of context-snapshot from the SDG. From
left to right, the sample program fromFig. 4.3; the system dependence graph1 and context
transition graph2 ; SDG sub-graphs under various contexts3 .

illustrates a simple example highlighting the various dependencies that are extracted from the

application. Speci�cally,Fig. 4.4ahighlights the inter-procedural dependencies between instructions

in different classes, where each dependency is annotated with a 2objH context information.Fig. 4.4b,

illustrates a class-level abstraction of the SDG in Fig. 4.4a. The dependency types are:

1. Call-Return dependencies:These are the cornerstone of inter-procedural static analysis. Each

edge represents a possible method invocation from an instruction in the source method to a target

method. Since Java is an object-oriented language, each source and target method has a fully

quali�ed reference object associated with it. This enables us to associate an object-sensitive context

with both the caller and the callee. InFig. 4.4, the call-return edges are denoted with ! . We

note that each call return edge is associated with a2ObjHcontext,e.g.,, in Fig. 4.4(a) there are

two call-graph edges from classMain.main() to theObj.getVal() with different contexts[ q,

Obj/1] and[ q, Obj/2] .

2. Data Dependencies:These edges indicate a static abstraction of the data �ows through any two

pairs of instructions in the program. Data �ow edges (denoted by�! in Fig. 4.4a) can arise in a

number of ways: (a) arguments passed through a call-graph edge (e.g.,, in the call fromMain.main

to DBHandler.write(x,y) ); or (b) variable reads/writes that are propagated across classes (e.g.,,

in the �eld writes o1.val = x) in DBHandler.read() . It is possible to extract many of these
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dependencies with taint tracking.

3. Heap-carried Dependencies:These edges indicate if two statements access the same object

on the heap. In order to detect heap-carried dependencies, we use points-to analysis in order

to determine which objects each statement may access. Heap-carried edges (denoted by�! in

Fig. 4.4a) use context-sensitivity to capture the heap-objects with a 1-heap-sensitivity (indicated

by the `H' in 2objH). This heap-sensitivity allows us to precisely discover which instances of the

heap-objects are being used. A good example of this can be seen inFig. 4.4awhere we �rst write

to o1.val=x in DBHandler.read() and then read it back inx = o1.getVal() . This is a typical

heap carried dependency that arises due to a shared object[Obj/1] . Other heap-carried edges can

be differentiated with their corresponding heap-context (e.g.,, [Obj/2] in Fig. 4.4a).

4. Transactions Dependencies:These edges identify sections of the code that take part in database

transactions. Database transactions are a critical and an irreplaceable component of Java EE

applications. It is possible to discover transactions using static analyzers like WALA/SOOT/DOOP.

To do this, we leverage JEE features such as Java Persistence API (JPA) and JAVA Transaction

API (JTA). These APIs allow users to annotate a method with@Transactional to indicate that

the method is part of a transaction. We process these methods their instructions to identify the

destination database of the transaction.

We note that, as per the norm [54], we gather the dependencies at an instruction level, but

abstract away the intra-partition dependencies to minimize the volume of the graph. Since JEE based

monoliths are often partitioned at a class-level, we conjecture that intra-procedural dependencies

play a minimal role in enabling that process when compared to inter-procedural dependencies.

4.2.4 Partitioning with CARGO

In this section, we describeContext sensitive Label Propagation(or CARGO)—a novel commu-

nity detection algorithm that builds upon the principles of Label Propagation Algorithm (LPA) [141]

to effectively leverage the rich context-sensitive dependencies in the SDG to identify and demarcate

functional boundaries in the code. We �rst describe off-the-shelf label propagation (§4.2.5). Then
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we discuss motivation for, and construction of, context and transactional snapshots from the SDG

(§4.2.6). Finally we describe CARGO and how label propagation across each snapshot can be used

generate highly-cohesive and functionally isolated partitions (§4.2.7).

4.2.5 Label propagation

LPA is a semi-supervised algorithm for identifying communities of densely connected regions

in a network that works based just on network structure, without a need for prede�ned objective

functions or a priori knowledge about communities [141]. Our intuition is based on the idea that if

sections of the code are cohesive, then they tend to be densely connected and therefore the labels

from LPA will propagate quickly through them and a single label will come to dominate that section

of the code. Whereas, for sections of the code that are only loosely coupled, labels will fail to

propagate to these regions. This essentially isolates loosely coupled regions of the code while

coalescing cohesive sections of the code. Consequently, as the Label Propagation converges, each

highly cohesive group of nodes (classes) will acquire a consensus on a single label and each loosely

coupled regions of the code will have their own unique labels.

4.2.6 Context and Transactional Snapshots

Using off-the-shelf label propagation on the entire SDG is inaccurate and may limit us from

leveraging the precision and completeness of the SDG. This is because the SDG–in its entirety–

represents a superposition of all the possible contextual states of the program. At any given point,

the program may only exist under only one of these contexts (and not all of them simultaneously).

Consider the sample program shown inFig. 4.5and its system dependency graph1 . Here, the

SDG consists of two versions of the same methodsA.foo() andB.bar() under different contexts.

At a given instance, these methods can exist under one context, but not both. Therefore, to process

the SDG accurately, we need extract sub-graphs of the SDG that represent all the individual program

states under various contexts. We denote these sub-graphs with the term “context snapshots”.

To extract the context snapshots, we �rst construct a context transition graph to capture all
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possible context transitions in the program. This can be derived from the SDG by analyzing all pairs

of vertices connected by an edge and recording their contexts. For example, inFig. 4.5, we analyze

the SDG 1 to obtain the contexts of each pair of vertices to build the context transition graph seen

in 2 . Next, for each context (say2CG8) in the context transition graph, we extract all the nodes

from the SDG belonging to the current context2CG8as well as the nodes belonging to the preceding

context (2CG8� 1) and the succeeding context (2CG8̧ 1). The key intuition here is that, for any given

context, we must be able to know three things: (a) what is the current state (i.e., , 2CG8)?, (b) how

did we get to the current state (i.e., , the previous contexts2CG8� 1)?, and (c) which program state can

we transition to (i.e., , the next contexts2CG8̧ 1)? Together, these nodes represent a “snapshot” of the

program's state. This is repeated for all contexts to get a list of “context-snapshots”.

In a spirit similar to that of context-snapshots, we also generate atransactional snapshotwhich

is a sub-graph of the SDG that includes vertices that are databases and those classes which engage in

transactions with this database. It produces a perspective of the application that is centered explicitly

around databases. Our key intuition for including this view is to encourage our label propagation to

explicitly collect classes that share transactional dependencies with one another. This should, in

theory, reduce incidences of distributed transactions.

4.2.7 Context Sensitive Label Propagation (CARGO)

Context Sensitivity Label Propagation (CARGO) is a novel variant of LPA that attempts to

leverage the SDG (particularly, the context- and transactional-snapshots) to identify functionally

similar and loosely coupled components of the application. It is comprised of 3 steps, namely (1)

Initialization with seed labels; (2) Initial LPA with the transactional snapshot; and (3) Iterative LPA

over context snapshots. Each of these are described in detail below:

� Step 1:Initialization with seed labels.Label propagation, and by extension CARGO, are required

to be seeded with initial partitioning labels. In the presence of an existing partitioning assignment

via the use of an existing algorithm (or a user-preferred partitioning assignment), we may use that

to seed CARGO. In the absence of these seeds, we assign each class its own partition ID. In this
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sense, CARGO can be fully unsupervised, or it may be semi-supervised.

� Step 2:Initial LPA with the transactional snapshot.In the �rst stage, we apply LPA over the

transactional snapshot of the SDG. This identi�es classes that engage in distributed transactions

and propagates seed labels between them. If more than one class shares transaction edges with the

same DB table, then LPA attempts to assign the same label to them. For two or more classes that

do not write to the same table, their labels will remain unchanged. While LPA doesn't guarantee

that distributed transactions will be eliminated, this initial seeding reduces incidents of distributed

transactions in the subsequent stages as other class nodes adapt to the seeds from this stage.

� Step 3:Iterative LPA over context-snapshots.In this stage, we iteratively apply label propagation

on each context snapshot of the SDG. The underlying intuition is as follows—in a signi�cant

number of snapshots, if a group of classes seem to be connected to one another (through call,

data, or heap-dependency), they are likely cohesive and must thus belong together. In contrast, if

classes are seldom connected across all context snapshots, they are weakly tied and must exist in

different partitions. As we apply LPA to each context snapshot, classes that are cohesive, frequently

co-occurring, and related will quickly share the same label. For classes that do not frequently

co-occur, a separate label will be used. This means that CARGO can isolate weakly connected

portions of the code while combining cohesive portions of the code in a single partition.

4.3 Evaluation

4.3.1 Benchmark Applications

We use 5 commonly used Java applications as our benchmarks to perform evaluation. These

include: (1) Daytrader [137]: A Java EE7 application built around the paradigm of an online stock

trading system. The application allows users to login, view their portfolio, and buy or sell stock

shares; (2) Plants [138]: a simple Java EE 6 application which uses CDI managed beans, Java

Server Faces (JSF), and Java Server Pages (JSP); (3) AcmeAir [5]: a Java web application for a

�ctious airline company which allows users to book and manage �ights; JPetStore [64]: a Java web

application for a pet store where users shop for pets online; (5) one proprietary app which we call
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Proprietary1. They contain 109, 33, 66, 37 and 82 classes respectively. We note that of the above

benchmark applications, Daytrader makes uses of 6 SQL database tables for its business logic.

4.3.2 Implementation

We use Doop [19] and datalog to implement all our static analysis as described in§4.2. We also

leverage JackEE [11], a framework that performs scalable and precise analysis of Java Enterprise

applications. Our datalog rules will be made available as part of our published code. We then use

networkx [48] to parse the generated edges and build an SDG that represents the program. We run

CARGO in two modes:

1. Native mode:This is a purely unsupervised version of the algorithm, where we are provided

only with a maximum number of partitions . We take a random ordering of the nodes of the SDG,

and initialize the8th node with the label¹8%  º. We then run CARGO as described in§4.2using

these initial labels to arrive at partition assignments for each node.

2. Re�nement mode: This is a semi-supervised version of the algorithm, where we are provided

with an initial set of seed labels obtained from another partitioning approach. These labels are

assigned to the corresponding nodes of the SDG, and the rest of the SDG nodes are initialized with

"-1", denoting no label. We then run CARGO to propagate these initial labels. When the algorithm

�nishes, if nodes are still labeled "-1", these are unreachable classes.

Note: In the rest of the chapter, each algorithmALGORITHM re�ned with CARGO is denoted by

ALGORITHM++. The name CARGO refers to the algorithm run in native mode, unless speci�ed

otherwise.

4.3.3 Metrics

4.3.4 Database Transactional Purity

To minimize distributed transactions, we would like each database object to be accessed by

classes from one partition only. To design a metric that quanti�es this, we use entropy [118] which

measures the homogeneity of a set of samples. A low value of entropy indicates a high purity of the
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samples and vice-versa.

For each database table, �nd the list of partitions from which it is accessed. Let the entropy of

this list be� ; then transactional purity for this database table is de�ned as1 � � . If a database table

is accessed only by classes from a single partition, the transactional purity for that table will be1•0.

The transactional purity of the whole program is the average of the transactional purity across all

database tables. Higher transactional purity is indicative of fewer distributed transactions, which is

a desirable property for a partitioning scheme.

4.3.5 Run-time Performance Metrics

These measures evaluate the run-time behavior of the program.

• Latency measures how long, in milliseconds, it takes to perform a user action. We calculate

average latency of all the requests made by all the users.

• Throughput measures how many requests are completed per second, averaged over the entire

run time of the program.

4.3.6 Architectural Metrics

Using our PDG and dynamic call graphs, we de�ne four metrics to measure the effectiveness of

partitions:

• Coupling [83] measures the degree of interaction between different partitions of the microservice.

Coupling for each partition is the number of edges in the SDG going from or to the partition. We

calculate the sum of coupling across all partitions, and divide this by the total number of edges in

the SDG.

• Cohesion[83] measures the degree of interconnectedness between classes in a partition. For

each partition, it is computed as(internal edges) •¹ internal edges ¸ external edges º. We

calculate cohesion for each partition separately and compute the mean across all partitions.

• Inter-call Percentage (ICP)[63] measures the percentage of the overall call volume occurring

between two partitions.ICP8– 9= 28– 9•
Í "

8< 928– 9, where28– 9represents the number of calls between
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partition8and partition9. Lower the ICP, better the partitioning.

• Business Context Purity (BCP)[62] measures the average entropy of business use cases per

partition. Each class is associated with one use case, so each partition has a list of use cases. To

maintain semantic and functional coherence of the partitions, we would like each partition to not

handle too many different use cases. A list consisting of many different kinds of use cases would

have high entropy and high BCP, so lower BCP means better partitions.

4.4 Experimental Results

We evaluate our approach through the following questions :

• RQ1: Mitigating distributed Transactions. How effective is our approach in minimizing

distributed transactions?

• RQ2: Run-time performance. How do the latency and throughput of a re�ned microservice

application compare to those of the original application?

• RQ3: Performance on architectural metrics.How does our approach perform on architectural

metrics?

4.4.1 RQ1: Distributed Database Transactions

Mitigating distributed transactions is crucial for a microservice application. In this section we

evaluate how effective our approach is in minimizing distributed transactions.

Evaluation: We run CARGO to re�ne the output of other partitioning algorithms. We also run

CARGO stand-alone. Since Daytrader is the only dataset that uses external databases, we run all

partitioning algorithms only on Daytrader. We run each algorithm with = »3–5–7–9–11–13¼and

5 random seeds, and measure the average transactional purity across all seeds and values of .

Discussion: The transactional purity is shown inFig. 4.6. CARGO increases the transactional

purity of all baseline approaches (i.e., , approaches suf�xed witḩ̧ perform better than the ones

without the suf�x). When used in native mode (CARGO), and when used to re�ne the outputs

of FoSCI (FoSCI++) and MEM (MEM++), CARGO achieves transactional purity of1•0. This
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Figure 4.6: Transaction purity for CARGO and other approaches. The transactional purity of the
re�ned partitions is higher than that of the original partitions for all approaches. FoSCI++, MEM++
and CARGO achieve transactional purity of 1.0, indicating that no database objects is accessed by
classes belonging to different partitions.

indicates that there is no database table that is accessed by classes from multiple partitions.

Summary: For each of the 4 baselines, the re�ned partitions have higher transactional purity.

Further, FoSCI++, MEM++ and CARGO have transactional purity of 1.0, implying that there

can be no distributed transactions with these partitioning schemes.

4.4.2 RQ2 : Run-time Performance

In this section, we evaluate the performance of our partitioning algorithm in a real world setting.

When we implement the recommended partitioning scheme as a microservice application, we want

the application to havelow latencyandhigh throughput .

Evaluation: The Daytrader application has the largest number of classes among our benchmark ap-

plications, so we choose it for these performance evaluations. Daytrader is also the only benchmark

to use external databases.

We use Mono2Micro [4] to construct a microservice version of the monolithic Daytrader

application, and repeat this process for Mono2Micro++. Both these apps are deployed by using

individual Docker containers for each partition, and orchestrated usingdocker-compose.

We use Apache JMeter to measure latency and throughput under varying loads. We simulate
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Figure 4.7: Latency and Throughput for Mono2Micro versus Mono2Micro++, for different use
cases in Daytrader. We simulate each application with the number of users varying from211 � 2 
to 220 � 1" in exponents of2. Mono2Micro++ achieves lower latency and higher throughput than
Mono2Micro, indicating better performance.

various use cases consisting of sequences of user actions. We test the application with multiple

users executing concurrent requests every second. The number of users is varied from211 � 2 to

220 � 1" in exponents of2.

Discussion:The latency and throughput are plotted as a function of the number of users, for

different use cases. The results are shown in Figure 4.7. We observe that:

• When the number of users is suf�ciently high, the Mono2Micro++ partitioning scheme achieves

lower latency and higher throughput than the original Mono2Micro partitioning scheme. As the load

on the application increases, the coupling between microservices becomes more of an impediment

to performance. We hypothesize that Mono2Micro++ performs better than Mono2Micro under high

loads because it has less inter-partition coupling.

• This holds true across all the use cases that we have considered.

• We compute the average percentage improvement in latency and throughput across all use cases,

and �nd that Mono2Micro++ represents a 11% improvement in latency and a 120% improvement

throughput, over Mono2Micro.
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Table 4.1: Performance of different approaches on four architectural metrics computed on 5
applications. We evaluate Mono2Micro (M2M), CoGCN, FoSCI and MEM, along with their re�ned
partitions denoted with a "++". We also evaluate CARGO stand-alone. The symbol4 next to a
metric indicates that higher is better, whileO indicates that lower is better. For each approach and
re�ned approach, we shade the better of the twoblue. We count the number of wins, ties and
losses for the re�ned approaches versus the original approaches across all the datasets, and shade
the corresponding cellgreen if wins outnumber the losses. The best performing approach in each
row isbold. If CARGO is the best performing approach, then we shade its cellorange
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PROPRIETARY1 1.231.53 1.27 1.42 1.491.48 1.48 1.95 1.550.020.35 0.17 0.25 0.370.32 0.320.32 0.37
WIN /TIE/LOSS 0 / 0 / 5 2 / 0 / 3 4 / 0 / 1 1 / 0 / 4 3 / 0 / 2 3 / 0 / 2 4 / 0 / 1 1 / 1 / 3

Summary: When we use our approach to re-partition a microservice application, the resulting

application has11% lower latency and120% higher throughput on average across use cases

than the original application.

4.4.3 RQ3: Performance on Architectural Metrics

RQ1 measured how effectively CARGO minimizes distributed transactions, and RQ2 evaluated

the real-world performance of CARGO. In this section, we evaluate CARGO on architectural

metrics that use PDG and call-graph information to measure the quality of partitions. We would like
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to see loose coupling between partitions, and high cohesion within classes of the same partition.

Evaluation: We use four baseline partitioning approaches -

Mono2Micro (M2M) [63], CoGCN [28], FoSCI [57] and MEM [87]. We run these approaches on

our benchmark set of �ve monolithic applications. Each of these approaches allows one to specify

a maximum number of partitions, . We run each algorithm with = »3–5–7–9–11–13¼, and use

CARGO to re�ne the partitions produced for each value of . Additionally, we run CARGO in

native mode with the same values of . Both when re�ning existing partitions and while running

CARGO stand-alone, we run the algorithm �ve times with different random seeds. For each metric,

we report the average across all seeds and values of .

Discussion:The results are shown in Table 4.1. The best results are highlighted inblue We make

the following observations:

� Cohesion and Coupling:When used to re�ne the partitions produced by another algorithm,

CARGO always improves the Cohesion and Coupling. Further, when used stand-alone, CARGO

achieves the best Cohesion and Coupling across all algorithms.

� ICP: When used to re�ne the partitions produced by another algorithm, the re�ned partitions are

noticeably better than the original partitions in terms of ICP. When used in native mode, CARGO

performs signi�cantly better than all the other approaches in 3 out of 5 datasets.

� BCP: BCP measures the semantic coherence of each partition in terms of business use cases that

it handles. When CARGO is used stand-alone on Daytrader, it outperforms all other approaches

on this metric. However when used to re�ne existing partitions, it performs poorly. The de�nition

of BCP depends heavily on the quality of the generated business use cases for each class, which

is information that CARGO does not have access to. This is one possible explanation for its poor

performance on this metric.

Finally, we note that CARGO when used stand-alone with randomly initialized labels achieves

state-of-the-art performance on all four metrics on Daytrader. This shows that even in the absence

of domain knowledge, CARGO can effectively learn the structure of the program and form partitions.
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Summary: In 3 out of the 4 metrics, the re�ned partitions are better than the original partitions

for a majority of the approaches. Further, CARGO used in native mode achieves state-of-the-art

performance on all 4 metrics on the Daytrader benchmark.

4.5 Related Work

Software Modularization: Microservice decomposition is a speci�c instance of the Software

Modularization problem, which has seen a long line of work. In general, software modularization

approaches construct a Module Dependence Graph (MDG), and perform various analyses on this

graph. Doval et al.[30], Mitchell and Mancoridis[93] and Harman et al.[49] de�ne a modularity

metric based on intra-cluster and inter-cluster connections and optimize this metric using genetic

algorithms or hill climbing. Sarkar et al.[116] de�ne information-theory based metrics to evaluate

the quality of software modularization. Bavota et al.[17] quantify the cohesion between classes

using the volume of information �owing between functions, and the semantic similarity of the

identi�ers and comments used.

Decomposition into Microservices:There have been several recent papers that attempt to decom-

pose monolithic applications into microservices [8, 16, 22, 35, 47, 50, 66, 71, 88]. Escobar et al.

[35] present a rule-based algorithm to partition JEE applications that separates classes according to

the data that they manipulate. [88] de�ne 3 coupling criteria between classes based on an analysis

of commit patterns and semantic similarity. They then construct a graph where the weight of an

edge connecting two classes is proportional to the strength of the coupling between them, and use

clustering algorithms on this graph. Gysel et al.[47] propose a similar algorithm, except that they

de�ne 16 coupling criteria instead of 3.

There are also some approaches that use dynamic traces to cluster classes into microservices.

Jin et al.[58] identify functional atoms, or groups of classes that frequently occur together in a trace,

and de�ne four optimization objectives to group these functional atoms. Desai et al.[29] construct

a co-occurrence graph between classes that occur in the same execution trace, and use a Graph
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Neural Network (GNN) to obtain node embeddings and cluster nodes on this graph. [63] measure

the number of direct and indirect calls between classes in a dynamic trace, and apply hierarchical

clustering on the similarity graph thus obtained.

4.6 Conclusion

Microservices Architecture (MSA) has evolved into a de-facto standard for developing cloud-

native enterprise applications during the last decade. A number of automated approaches are being

developed to recommend functional partitions in monolithic code that can be extracted away and

modernized as microservices. However, many of these approaches produce recommendations that

are not actionable as they result in (a) distributed monoliths, and/or (b) force the use of distributed

transactions. This work attempts to overcome these challenges by introducing CARGO-—a novel

un-/semi-supervised partition re�nement technique that was used to re�ne and thereby enrich the

partitioning quality of the current state-of-the-art algorithms. Our �ndings over several Java EE

projects suggest that CARGO can improve the partition quality of the existing approach and steer

the recommendations towards generating better microservice recommendations.
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Chapter 5: Detecting Bugs in Modernized Code

5.1 Introduction

The Rust programming language is gaining increasing popularity among systems programmers

for its ef�cient performance while providing strong memory safety, thread safety, and type checking.

It uses a C-like syntax that allows low-level access, enabling it to be used on embedded devices, to

write kernel code, to build performance-critical systems, and so on. At the same time, it ameliorates

many of the pitfalls of C, like pointer errors and concurrency errors. For these reasons, Google

recently extended support for developing the Android OS in Rust [45], and Rust is of�cially

supported in the Linux kernel as of Linux 6.1 [134].

Rust memory safety model.While working within the secure con�nes of Rust, we enjoy robust

safety guarantees. Central to these assurances is Rust'sOwnershipmodel—a set of rules dictating

memory management within a Rust program. Ownership guarantees that each value and its

associated memory are owned by exactly one identi�er at any point in the program. Modern

programming languages handle memory usage during execution in different ways—some rely on

garbage collection (e.g., Java) and others on manual allocation and deallocation (e.g., C). Rust takes

an alternative approach with the concept of ownership, reinforced by compiler-veri�ed rules. Yet,

none of these rules signi�cantly slow down the run-time of Rust programs.

However, the strict ownership policy—each value owned by only one identi�er at any given

time, is often overly limiting. Thus, Rust allowsBorrowing—another identi�er may temporarily

borrow a value under certain conditions by creating a reference to that value. Consider the statement

a = &b, herea is borrowing the valueb. Rust further introduces the concept ofLifetimesto restrict a

borrow's scope—a lifetime is a region of the source code in which the borrowing identi�er is live;

the borrowing identi�er must not outlive the borrowed value (e.g., a cannot outliveb in the above
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(a) Ownership. The read ofa at Line 3 causes the pro-
gram to not compile becauseb has taken ownership of
theString value and soa is not live.

(b) Borrowing. When theString is borrowed byb
(Line 2),a still retains ownership of theString and so
of the heap regionXXXXwhich theString owns.

Figure 5.1:Ownership and Borrowing. The color of an identi�er indicates the color of the heap region it
owns.

example).

The Rust compiler, speci�cally itsBorrow Checker, ensures the validity of all borrows by

tracking variable lifetimes. Often the checker can infer the lifetime of a variable without assistance.

However, for certain cases related to inter-procedural reasoning, the compiler requires explicit

lifetime annotationson function signatures to guide the Borrow Checker. For example, the type&'a

i32 denotes a borrow to an integer value, where the lifetime of the borrow is parameterized by the

lifetime annotation'a . These annotations on the function signature provide valuable information

to the compiler, enabling it to verify certain memory safety properties without even looking at the

function body.

Violation of memory safety guarantees.Despite the strong safety guarantees promised by Rust,

an increasing number of security vulnerabilities have been reported in Rust projects. The number

of vulnerabilities reported to the RUSTSEC Database [114] during 2018 was only 22; in 2022,

there were 91. The majority of these vulnerabilities arise from the use of a language feature called

unsafe Rust [142]—Rust's memory safety guarantees can be too restrictive for some applications,

so Rust provides an “escape hatch” in the form ofunsafe Rust, which allows writing code that

bypasses some memory safety checks. The added �exibility comes at the cost of potential memory

safety-related bugs.

Thus, while usingunsafe Rust, it is the developer's responsibility to ensure the code is correct—

a single mistake may jeopardize the whole program's safety guarantees and introduce vulnerability.

One of the causes of such vulnerabilities is incorrect lifetime annotations (LAs) on function

signatures. Deciding the correctLAs for a variable is non-trivial—it requires expert knowledge
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of how the value will propagate to subsequent borrows and pointers, often through deeply nested

structures and function calls. Further, lifetimes in Rust are a non-intuitive concept even for

experienced programmers, as there is no analogous concept in any other popular programming

language (to the best of our knowledge). A one-token mistake in specifying correctLAs can

lead to security vulnerabilities[128], as we see from a manual inspection of reported Rust security

vulnerabilities.

Limitation of Existing Approaches. Checking the safety of unsafe Rust is an active area of

research [15, 85, 86, 132, 9, 109], with multiple reported vulnerabilities [114, 142], and automated

tools that perform static [14, 78, 27, 24], and dynamic [92, 115] analysis to check for vulnerabilities.

However, none of these existing tools can detect memory-safety bugs due to incorrectLAs. First

of all, LA bugs are rare and typically only surface during execution in speci�c edge cases. Thus,

detecting them through dynamic analysis is non-trivial. Additionally, they tend to be deeply

embedded within a program, and analyzing them requires accurate modeling of program memory.

Thus, it becomes challenging to study using standard static analyzers or symbolic execution tools.

Even, more mature hybrid vulnerability detection tools designed for other languages like C/C++

cannot be applied here as LA is a new concept introduced in Rust.

To this end, we propose a novel static analysis tool to check correct memory usage in unsafe

Rust code. In particular, we focus on detecting incorrect lifetime annotations (LAs) as they often

lead to security vulnerabilities.

Our approach: We have developed and implemented a novel static analysis tool calledYUGA,

capable of detecting incorrectLA bugs. We employ a multi-phase analysis approach that starts with

a pattern-matching algorithm to quickly identify the potential buggy components. Subsequently, we

perform a �ow and �eld-sensitive alias analysis, focusing only on the potential buggy components

to con�rm the bugs. By adopting this multi-phase analysis, we effectively address the well-known

scalability challenges associated with alias analysis, while still achieving reasonably high precision.

In particular,YUGA operates in four stages. First, it propagates theLAs from a function

parameter to internal references, pointers, and �elds, using an AST-like representation. In the
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second stage, it identi�es any potential mismatches inLAs between the function arguments and

return values. These �rst two steps are challenging since they involve analyzing relationships

between program variables through nested pointers and structures. When a mismatch is found,

YUGA �ags the corresponding pairs of values as potentially buggy. In the third stage,YUGA

conducts a �ow and �eld-sensitive alias analysis to con�rm the interactions between the source and

target, further validating the presence of bugs. Up to this point, the analysis is intra-procedural. In

the �nal stage,YUGA employs speci�c shallow �lters based on common inter-procedural knowledge

to reduce false positives, improving the overall precision.

Results.We evaluateYUGA using a dataset of known security vulnerabilities, and a synthesized

vulnerability dataset. We �nd thatYUGA can detectLA bugs with 87.5% precision on this dataset

of known vulnerabilities. None of the existing static analysis tools we evaluated could detectanyof

these vulnerabilities. We also ranYUGA on 372 Rust libraries, andYUGA generated 85 reports. Of

these, 3 were con�rmed to be exploitable vulnerabilities, and the rest were “code smells” that are

not exploitable but indicate potential for a vulnerability to arise in future development.

Contributions: Our contributions in this work are:

1. We are the �rst to characterize incorrect lifetime annotations that can lead to memory safety

bugs.

2. We proposeYUGA, a novel static analysis technique, that can automatically scan Rust projects

at scale and detect potential LA bugs that can lead to vulnerabilities.

3. We evaluateYUGA in a variety of settings and show that it can successfully detectLA bugs with

good precision. To the best of our knowledge, there are no existing baseline static analyzers that

can �nd these bugs.

4. We contribute two new datasets of lifetime annotation bugs, one created from Rust secu-

rity vulnerabilities, and the other synthetic. We make the code and dataset publicly available

athttps://github.com/vnrst/Yuga , andhttps://github.com/vnrst/rust-lifetime-bugs

respectively.

The rest of the chapter is structured as follows. In Section 5.2, we discuss the features of
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Rust and lifetime annotations. Then, we de�ne three patterns of lifetime annotation bugs in Sec-

tion 5.3.1. Section 5.3.2 presents the design ofYUGA, our tool to detect lifetime annotations bugs.

We evaluate the performance ofYUGA in Sections 5.4 and 5.6, present related work in Section 5.7,

and conclude in Section 5.8.

5.2 Background

(a) The lifetime of the borrow,i.e., b's
lifetime, must not extend beyond the
lifetime of the borrowed valuea.

1 let b : &i32;
2 { let a : i32 = 5;
3 b = &a;
4 } println!("{}", b);

(b) The compiler will re-
ject this program sinceb's
lifetime extends till Line
4, buta's lifetime is termi-
nated by the closing brace
on Line 3.

1 let mut a = 5;
2 let ref1 = &a;
3 let ref2 = &mut a;
4 println!("{}", ref1);

(c) The compiler will reject this
program because the lifetimes of
immutable borrowref1 (Lines
2-4) and mutable borrowref2
(Line 3) are not disjoint.

Figure 5.2:Lifetimes in Rust.

This section provides an overview of Rust's ownership model and the memory safety properties

associated with it. Section 5.2.1 explains how Rust ensures memory safety via its ownership model.

Section 5.2.2 discusses how Rust can be used in anunsafemanner.

5.2.1 Rust Memory Safety Model

Ownership: Rust's ownership model ensures that a memory location has exactly one owner at

any point in the program, and the associated memory is freed when the owner goes out of scope. For

example, in Figure 5.1a, at Line 1, the identi�era is assigned aString value. The characters of the

String are stored on the heap, anda takes ownership of this heap-allocated memory. At Line 2,a is

assigned tob. Thismovetransfers the ownership of the heap-allocated memory tob. Onceb takes

ownership of this memory, Rust no longer considers a use ofa to be valid, as a memory location

must have exactly one owner. So the print statement on Line 3 will result in a compile error.
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Borrowing. A value can beborrowedby creating a reference to that value using the `&' symbol.

A reference can be mutable or immutable, depending on whether one can modify the borrowed

value through the reference or not, respectively. Mutable references are denoted as&mut. Figure

5.1b illustrates borrowing. At Line 1,String "Hello" is assigned to an identi�era, anda takes

ownership of theString . At Line 2, b merely borrows theString (i.e., it does not take ownership)

by taking a reference toa. a retains ownership of the heap-allocated memory associated with the

String . Consequently, the compiler does not reject the use ofa at Line 3, and the program compiles.

struct Foo<' a> {
x: * const String,
..

}
fn bar<' a, ' b>(arg1: &'a String, arg2: & ' b String)

-> Foo<'a> {
Foo{x: arg2 as *const String, ..}

}

(a) The function returns a pointer that derives
from arg2, but the annotation indicates that it
usesarg1.

(b) The stringv2 is dropped on Line 4, andbar_obj
will contain a pointer to freed memory. This can
cause a use-after-free error.

Figure 5.3: Incorrect lifetime annotations on functions can cause memory safety errors.

Lifetimes. A Rust lifetime is similar to a scope—it is a statically determined region of a program.

However, it is not always de�ned by a lexical marker such as a closing curly brace [84]. For

example, in Figure 5.2a,b's lifetime is just Lines 3-4.

If a reference is assigned to an identi�er,e.g., b = &a, then the lifetime of the identi�er is called

thelifetime of the borrow. Two rules constrain the lifetimes of borrows:

Rule 1: The lifetime of a borrow must not extend beyond the lifetime of the borrowed value. In

other words, the borrowed value must“outlive” the borrow.

Rule 2: If there are multiple borrows to the same value, every mutable borrow must have a lifetime

which is disjoint from that of every other borrow, whether mutable or immutable.

Rust's Borrow Checker ensures that these rules are not violated. The Borrow Checker must

assign a lifetime to each identi�er such that the assignment satis�es these rules. Rule 1 helps prevent
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some common memory errors as use-after-free and double-free. Rule 2 promotes thread safety by

preventing concurrent writes and deadlocks. It further allows the compiler to perform numerous

low-level optimizations, e.g., eliminating unnecessary reads from memory.

Figure 5.2 illustrates the concept of lifetimes. In Figure 5.2a,a owns theString while b borrows

it. By Rule 1, it is essential thata outlivesb, and this is satis�ed. In contrast, in Figure B.2b,b's

lifetime extends until line 4, buta's lifetime extends only until line 3. So the Borrow Checker rejects

this program. In Figure 5.2c the lifetime ofref2 (Line 3), which borrowsa mutably, is not disjoint

from the lifetime ofref1 (Line 2-4) which also borrowsa. So the Borrow Checker will reject this

program by Rule 2.

Lifetime Annotations on Functions.So far, we have discussed how the compiler infers lifetimes

when a reference is assigned directly to an identi�er, likeb = &a. Now consider a function call

where a parameter or return type is a reference. In the simple case of a function with one reference

parameter and one returned reference, e.g.,fn foo(x: &String) -> &String , the lifetimes of the

argument and the returned reference are calculated as if the invocation of the function is just a use

of the argument. So,

let b = String::from("Hello");

let a = foo(&b);

is equivalent to

let b = String::from("Hello");

let a = &b;

for the purpose of inferring lifetimes. In both cases, the lifetime ofa is considered as the lifetime of

the borrow, andb must outlivea. Consider, however, a function that takes more than one parameter.

fn foo(x: &String, y: &String) -> &String

The returned reference must not outlive the value that it's borrowing, by Rule 1. But it's not clear

what that borrowed value is. It could be derived from any one of the two input arguments. In this

situation, the compiler requires the developer to add LAs.

fn foo<' a, ' b>(x: &' a String, y: & ' b String)
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-> &' b String { y }

Here,'a and'b are lifetime annotations (LAs) that represent the actual lifetimes of the two input

borrows. In this example, the developer has chosen to declare that the returned reference derives

from the second argument, by placing the lifetime parameter'b on second parameter and on the

return type. The compiler will reject the function if the returned reference is not a reference to some

part ofy.

LAs are only a syntactic representation of a concrete lifetime,i.e., a region of code. However

for conciseness, we shall sometimes use expressions like “the lifetime'a ” to mean “the lifetime

associated with the LA'a ”.

Lifetime Annotations on Structures.LAs can be used only in two speci�c contexts - the �rst is in

function signatures, as shown above, and the second is in the declaration of algebraic data types like

structures. If a structure contains a reference as one of its �elds, then that referencemusthave an

associatedLA . Further, that same annotationmustappear as part of the structure type. For example,

struct Foo<' a>{x: &' a i32} is a structureFoocontaining a reference withLA 'a , so<'a> is part of

its type. The signi�cance of this annotation is that'a is the lifetime of the borrow,so the structure

object must not outlive'a .

5.2.2 Unsafe Rust

The framework discussed above guarantees memory safety [14, 127]. However, these guarantees

are inherently conservative and prevent access to many useful constructs often required for systems

programming, like low-level memory manipulation, external function calls, etc. To support such

functionalities, Rust has an extended language called unsafe Rust, which allows some additional

features that bypass some of the safety guarantees of safe Rust. In this connection, we discuss

the unsafe keyword, raw pointers, and lifetime annotation. Evanset al. [36] provide a more

comprehensive discussion of unsafe Rust.
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The unsafe Keyword. Theunsafe keyword is used to distinguish regions containing unsafe Rust

from the rest of a program. If a function is marked unsafe then the body of the function may use

unsafe Rust and a function caller must treat the function as unsafe. If a block within a function is

marked unsafe, then the developer must ensure the the function provides the same guarantees of

safe Rust when it is used. Just one function that violates this contract may introduce errors that

break the memory safety guarantees of the entire program.

Raw Pointers. Raw pointers are similar to pointers in C - they obey none of the guarantees that

references in Rust are expected to obey. For example, one can have mutable and immutable raw

pointers to the same location. The memory location it points to need not live as long as a raw pointer

itself, which means that a raw pointer is not guaranteed to point to valid memory. A raw pointer

type does not allowLAs. Althoughcreatingand manipulating a raw pointer is permitted in safe

Rust, anydereferenceof a raw pointer must be done in anunsafe block or function.

Unsafe Code and Lifetime Annotations. Although raw pointers themselves don't haveLAs,

they can be contained withinstructure objects, and these structure objects can have associatedLAs.

In Figure 5.3a, functionbar returns a structure containing a raw pointer. Inbar's signature the

placement of theLA 'a in x: &'a andFoo<'a> informs the compiler that the structure object is tied

to the lifetime ofx.

Although the code in the example contains nounsafe regions, it still contains a bug which the

compiler did not detect; theLA on the result type should beb, nota, because it isy, notx, which

is assigned to theinner �eld of the returned structure. This can pose a problem as shown in Fig

5.3b. The borrow lifetime'a is tied tobar_obj , and extends till Line 5. But the borrow lifetime'b

extends only till line 3, and sov2 is no longer borrowed after line 3. It can be dropped on Line 4

without a compile error. Now theinner �eld of bar_obj points to freed memory, and will result in a

use-after-free error if dereferenced in anunsafe block.

At a high level, our analysis deals with raw pointers and references, and tries to identify situations

where the values that they point to get freed. Raw pointers go hand-in-hand with unsafe code,
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because most operations involving raw pointers, like dereferencing and freeing, requireunsafe.

5.3 Methodology

First we describe our process of classifying and characterizingLA bugs in Section 5.3.1. Then

we use these patterns to develop YUGA, as described in Section 5.3.2.

5.3.1 Characterizing Lifetime Annotation Bugs

Within a function, some values may be transferred between two arguments (arg-arg) or between an

argument and returned value (arg-return ). When the transfer of a value happens, theLAs on the

targetof the transfer should be consistent with thesourceof the transferred value. Otherwise, it

leads to a LA bug.

Arguments and return types are the only places whereLAs can occur in a function signature.

Therefore, allLA bugs fall into one of two categories: (i)mismatched arg-argor (ii) mismatched

arg-return. This claim is validated by an initial study ofLA bugs reported to the RustSec Security

Advisory Database (see Section 5.6 for details). Such incorrectLAs may lead to memory safety

bugs, like:

1. Use-after-free (UAF):Such bugs occur when we attempt to access memory that has been freed

or de-allocated.

2. Non-exclusive mutability (NEM): These occur when two mutable borrows co-occur within the

same lifetime.

We describe these bugs in the rest of the section in detail.

Use-after-free Bugs Let's say a function takes a value that is associated with a borrow lifetime'a

and assigns it to a location where it is associated with a borrow lifetime'b . If 'b is longer than'a ,

a UAF error could occur (violation of Rule 1 in Section 5.2.1). This can be caused by arg-arg or

arg-return assignment.

Arg-Return Assignment: Example 1 in Figure 5.4 shows an example of a real-world UAF bug
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Figure 5.4:Lifetime Annotation Bugs of Different Types. The incompatible lifetime annotations are
highlighted in red.

Example 1.RUSTSEC-2021-0130:UAF bug in the
lru crate caused by assigning a value from an argu-
ment to return (arg-return )

1 pub struct LruEntry<K, V> {
2 next: * mut LruEntry<K, V>, ..
3 }
4 pub struct LruCache<K, V> {
5 head: *mut LruEntry<K, V>, ..
6 }
7 pub struct Iter< ' a, K: ' a, V: ' a> {
8 ptr: * const LruEntry<K, V>, ..
9 }

10 impl <K, V, S> LruCache<K, V, S> {
11 ...
12 pub fn iter<'a>(&'_ self ) -> Iter<'a, K, V> {
13 Iter {
14 ptr: unsafe { (* self .head).next },
15 ..
16 }
17 }
18 }

Example 2.RUSTSEC-2021-0128:UAF bug in the
rusqlite crate caused by assigning a value from one
argument to another argument (arg-arg).

1 pub struct InnerConnection {
2 db: * mut ffi::sqlite3,
3 ..
4 }
5 pub struct Connection {
6 db: RefCell<InnerConnection>
7 }
8 impl Connection {
9 ..

10 pub fn update_hook<'c,F>(&'c self ,hook:Option<F>)

11 where
12 F: .. + 'c
13 {
14 self .db.borrow_mut().update_hook(hook);
15 }
16 }

Example 3.RUSTSEC-2020-0023:NEM bug in the
rulinalg crate caused by assigning a value from an
argument to return (arg-return )

1 pub struct MatrixSliceMut< ' a, T: ' a> {
2 ptr: * mut T, ..
3 }
4 pub struct RowMut<' a, T: ' a> {
5 row: MatrixSliceMut< ' a, T>
6 }
7 impl <' a, T: ' a> RowMut<'a, T> {
8 /// Returns the row as a slice.
9 pub fn raw_slice_mut(&'_ mut self )->&'a mut [T] {

10 unsafe { from_raw_parts_mut( self .row.ptr, ..) }
11 }
12 }

caused by arg-return assignment. On Line 12, the functioniter , takes an argumentself , and by

following the �elds of each structure, we see that(*self.head).next is a raw pointer to a value

of typeLruEntry , and it is associated with theLA '_ . On Line 14, it is assigned to theptr �eld

of the returnedIter object, where it is associated with theLA 'a on Iter<'a, ..> . TheLAs do

not correctly specify the relationship between the lifetimes of the two values, so the compiler will
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accept a program that uses the returnedIter object even after(*self.head).next has been freed,

leading to a UAF.

Arg-Arg Assignment: There is a subtle difference in checkingLAs for arg-arg assignments. In

Example 2 in Figure 5.4, for every call of theupdate_hookfunction,hookmust live at least as long

asself . However, theLAs donot enforce this requirement and could lead to a UAF. Bothhookand

self have the sameLA 'c , which means that they both liveat leastas long as'c . But this does not

mean thathook lives as long asself .

Non-Exclusive Mutability Bugs IncorrectLAs can allow the lifetimes of multiple mutable

borrows to overlap (i.e., violate Rule 2 in Section 5.2.1), leading to NEM. This kind of error can

be caused by arg-return or arg-arg assignment. However, in our empirical analysis (as we shall

describe in Section 5.5.3), we did not observe any NEM bugs caused by arg-arg assignment. We

therefore exclude them from the scope of this project, and leave it to future work.

Example 3 in Figure 5.4 shows a real-world example of a NEM bug caused by arg-return assignment.

On Line 9,raw_slice_mut , takes a mutable borrow toself . The mutable pointerself.row.ptr of

type*mut T is re-borrowed for the lifetime'_ . This same value is then returned through a borrow

with lifetime 'a . It is possible for'a to be longer than'_ , soraw_slice_mut can be called multiple

times to create multiple mutable borrows to the same*(self.row.ptr) value.

5.3.2 Algorithm Design

In this subsection, we presentYUGA, a tool to automatically detect incorrectLAs on function

signatures in Rust projects. An overview of the entire system is shown in Figure 5.6. The input to

YUGA is the source code of a Rust project, and the output is a list of functions with potentialLA

errors. At a high level, YUGA works in four steps.

• Step-I. YUGA extracts lifetimes from each type of a function signature.

• Step-II. Next,YUGA uses these lifetimes to check for theLA bug patterns identi�ed in Sec-

tion 5.3.1 and marks potential buggy functions.
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struct Foo<' a> { x: * mut String,
w: &' a mut i32 }

struct Bar { y: String,
z: * mut i32 }

fn bar<' a, ' b>(arg1: &' a mut i32,
arg2: &' b mut Bar)

-> Foo<' a> {
let ret = Foo{ x: & mut (*arg2).y,

w: arg1 };
ret

}

Value Type Borrowed For

arg1 &'a mut i32 None
*arg1 i32 'a

arg2 &'b Bar None
*arg2 Bar 'b

(*arg2).y String 'b
(*arg2).z *mut i32 'b
*(*arg2).z i32 'b

ret Foo<'a> None
ret.w &'a mut i32 None

*(ret.w) i32 'a
ret.x *mut String None

*(ret.x) String 'a

Figure 5.5: Motivating example. We calculate borrow lifetimes for each value and look for lifetime
bug patterns. The arrows ! show pairs of values associated with potential violations, and the
corresponding rows are shaded ingray. We then use Alias Analysis to �lter these violations,
leaving only the one shown with a red arrow ! .

• Step-III. The potential buggy functions are then sent to an alias analyzer to check whether values

are actually transferred between the locations with LAs.

• Step-IV. Finally,YUGA �lters out some common patterns of false positives due to intra-procedural

alias analysis.

We now discuss each step of our system in detail and refer Figure 5.5 as a motivating example

to illustrate the steps. In Figure 5.5, the function signature is:fn bar<'a,'b>(arg1: &'a mut i32,

arg2: &'b mut Bar) -> Foo<'a> . This means thatbar is a function name, and'a,'b areLAs

associated with the functionbar. The function takes a parameterarg1, which is a mutable reference

with borrow lifetimea to ani32 value, and another parameterarg2, which is a mutable borrow with

lifetime 'b to a structure of typeBar. The function's return type isFoo<'a>, which is a structure

containing a reference with borrow lifetime'a .

Step-I: Get Borrow Lifetimes Our rules for assigning “outlives” lifetimes to values are a gener-

alization of the Rust typing rules for borrows, to raw pointers. We propose to treat a raw pointer
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Figure 5.6: YUGA work�ow.

as though it is “owned” by the structure that it is contained in. Each of our rules follows from this

assumption. For a formal de�nition of these rules, please refer to the supplementary material.

Given a function argument or return type, we extract lifetimes for each nested value as follows:

1. If a value is borrowed withLA 'b , then the value and all its �elds must outlive'b , as per Rule1

in Section 5.2.1. For example, in Figure 5.5,*arg2 is borrowed with lifetime'b , so *arg2 and

(*arg2).y must outlive'b .

2. If a value is pointed by a raw pointer and the raw pointer is contained inside a structure withLA 'a ,

then'a is the lifetime of the structure, and the value must outlive'a . For example, in Figure 5.5,

ret.x is a raw pointer inside a structure with LA'a , so*(ret.x) must outlive'a .

3. If a value is pointed by a raw pointer and the raw pointer is contained inside a structure withno

LA , then this value must outlive any lifetime that the structure object must outlive. For example,

in Figure 5.5,(*arg2).z is a raw pointer in a structure object*arg2 with no LA . But we derived

that*arg2 must outlive'b . So*(*arg2).z must also outlive'b .

Step-II. Check for Lifetime Bug Patterns After we derive lifetimes for each value, we iterate

through these lifetimes and look for potential violations. As we discussed in Section 5.3.1, there are

two main causes of bugs - assignment from an argument to the returned value (arg-return ), or from

an argument to another argument (arg-arg).
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Arg-Return: We iterate through all the values in the arguments, and pair them against all the

returned values. We consider only the cases where at least one of the two values is held by a raw

pointer, because Rust will automatically infer the lifetimes in all other cases. The patterns that we

look out for are:

1. Use-after-free:If the types match, and the lifetime of the returned value can be longer than the

lifetime of the value in the argument, then this is a potential violation (see Rule1 in Section 5.2.1).

For example, in Figure 5.5,(*arg2).y and *(ret.x) have the same typeString , but different

lifetimes 'b and'a . This is a potential violation.

2. Non-exclusive Mutability:If one value is of type*mut Tor &mut T, and the other value is of type

T for some typeT, then the lifetime of the latter cannot be longer than the lifetime of the former (see

Rule2 in Section 5.2.1). For example, in Figure 5.5,(*arg2).z and*(ret.w) have types*mut i32 ,

andi32 , but different lifetimes'b and'a . This is a potential violation.

Arg-Arg: We only focus onuse-after-freebugs caused by assignments from argument to argument.

We take the two arguments at a time, and iterate through all the pairs of values in these arguments.

We ignore cases where both values are behind immutable references because an assignment can

only be performed if one value is mutable. If the types of the two values match, then we report this

as a bug. The actual borrow lifetimes do not matter, as we discussed in Section 5.3.1. For example,

in Figure 5.5,*arg1 and*(*arg2).z have the same typei32 , and are mutable. So this is a potential

violation.

Step-III. Perform Alias Analysis The previous steps give us a list of pairs of values such that

it would be dangerous to perform an assignment between them. For instance, in Figure 5.5, if the

value in(*arg2).y becomes the value in*(ret.x) , then this could lead to a use-after-free.

This is the problem of alias analysis, or determining whether two pointers point to the same

memory location[70]. Our algorithm works by computing a “points-to” set of values that each

pointer may point to. It has the following properties:

• Intra-procedural:We perform our analysis on each function body individually, treating function
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calls as opaque.

• Field-sensitive:We treat each �eld of a structure separately.

• Flow-sensitive:We consider the program statements in order and compute points-to sets at each

program point. This is usually infeasible for whole program analysis, but becomes feasible for

intra-procedural analysis.

We follow a similar setup to Andersen's analysis[10], where we update points-to sets in different

ways depending on the type of assignment statement, for example, if we havea = b then we

mergeb's points-to set intoa's. However, our algorithm is �ow-sensitive because we process each

statement just once in order, unlike Andersen's analysis which is �ow-insensitive and iterates over

the statements till convergence.

For a function call, we simply assume all types of assignment statements between all pairs of

function arguments and �elds therein. For example, if we havefoo(a, b) , we separate it intoa =

b, a = b, *b = a, and so on. We provide pseudocode and more details about our algorithm in the

supplementary material.

While implementing �eld sensitivity, we make a deliberate choice to ignore “unknown” �elds

in function calls. For example, if we havefoo(a, b) , anda has a �elda.x , then we don't make a

connection betweena.x andb unlessa.x is already “known” to our pointer analysis,i.e., it has

been used previously. As we will show in Section 5.6.2, we empirically found that this eliminates

false positives and increases precision.

Step-IV. Apply Shallow Filter Our shallow �lter is designed to �lter out false positives, based

on some primitive inter-procedural analysis, as well as knowledge of common patterns of false

positives. We provide a brief overview here; for more details, please refer to the supplementary

material.

Filter basedon DropImplementations: YUGA detects violations based on assumptions about how

long memory must remain valid. However in certain cases, memory is “leaked” and is never freed.

This means there is no scope for a use-after-free vulnerability. A memory leak isnot considered an
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exploitable vulnerability or unde�ned behavior in Rust.

Hence we implement a simple inter-procedural check. If the value being re-assigned is behind a

raw pointer inboth the source as well as the target structures, then we only mark this as a violation

if either of those structures has a customDrop implementation. A customDrop implementation

would usually involve cleaning up memory, and this means that when that structures gets dropped,

thedata value might be freed.

Filter CommonPatternsof FalsePositives:There are certain common traits in Rust that rely on

the semantic correctness of their implementation to ensure their safety. One such example is the

IteratorMut trait, speci�cally itsnext andnext_back methods [129].

There are three speci�c functions from trait implementations that we �lter out -Iterator::next ,

Iterator::next_back , Clone::clone . It is true that there can be potential �aws in their implementa-

tions, which is why the shallow �lter is the last stage of our analysis, and a user has the option of

turning it off.

5.4 Experimental Setup

5.4.1 Implementation

When Rust code is compiled, it goes through several intermediate representations (IRs), two of

which are the High-level IR (HIR) and the Mid-level IR (MIR). The HIR is a tree representation of

the program that is similar to an Abstract Syntax Tree (AST). The MIR represents each function as

a control-�ow graph of basic blocks, with each basic block consisting of a number of statements.

MIR boils the different kind of statements occurring in a program down to a core set of statement

types like assignments, memory allocation, and memory de-allocation. We use a hybrid approach

that combines information from the HIR and the MIR. We use the HIR to get struct de�nitions and

function signatures, and use the MIR to perform alias analysis.

We implement our systemYUGA in Rust as a fork of the Rudra [14] project. We use the

nightly-2022-11-18 version ofrustc andcargo, and run our tool on Rust projects as acargo

subcommand.
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5.5 Study Subject

We evaluateYUGA in three different settings: (i) 23 real-world vulnerable functions curated

from 9 crate libraries, (ii) a synthetic vulnerability dataset, and (iii) runningYUGA across 372

popular Rust crate libraries. This section describes each setting in detail.

5.5.1 Curating bugs from Vulnerability Reports.

A library crate (orcratefor short) in Rust is a project that provides functionality that can be

used in other Rust projects. This is similar to a package or library in other programming languages.

Rust hosts a community crate registry atcrates.io , and any project can add a library crate from

this registry as its dependency. Adding a crate as a project dependency allows one to use APIs

from that crate in the project. The RustSec Security Vulnerability Database[114] is a collection

of security vulnerability reports in Rust crates. We manually inspected each report in the RustSec

database [114], looking for issues related to incorrectLA . We found 9 vulnerabilities that matched

this pattern. These are shown in Table 5.3. Each of these corresponds to one crate containing one or

more buggy functions. There are a total of 23 functions with bugs across the 9 vulnerabilities.

5.5.2 Creating a Synthetic Bug Dataset.

In addition to evaluatingYUGA on the bugs from vulnerability reports, we would like to check

whether it can generalize to similar patterns of bugs. To do this, we prepared a synthetic bug dataset

based on the above 9 vulnerability reports in three steps, as follows.

• Program Slicing and Simpli�cation.Each of the 9 reports contains one or more functions with a

LA bug. We selected one function from each report, isolated the structures and functions responsible

for the bug, and rewrote them in a minimal form. This gave us a list of 9 synthetic bugs.

• Program Transformations.For each of the 9 synthetic bugs from the previous step, we manually

applied a variety of transformations to them that retain the semantics of the code but change the

high level structure. For instance, we wrap borrows in structures or enums, change concrete types
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into generic types, change datatypes, add more dummy borrows with different lifetime annotations,

etc. We transformed the 9 bugs in two different ways each by applying selected transformations, to

get a total of 27 synthetic bugs.

• Exploit Construction.For each synthetic bug, we construct an “exploit” function that showcases

the vulnerability present in it and triggers unde�ned behavior.

5.5.3 Scanning Crates from the Registry

We also use our tool to scan crates from the crates.io registry. We pick the top 2000 most

downloaded crates as of November 15th, 2022, and �lter out those which do not use unsafe code or

lifetime annotations. This leaves us with 372 crates. We download the original source for each of

them using thecargo-download tool. Our tool is implemented as acargo subcommand, and we run

this subcommand on the downloaded source folders.

5.5.4 Evaluation and Metrics

To evaluateYUGA, we �rst de�ne a “ground truth” bug. For the RustSec and Synthetic bug

dataset, we know by construction that each of the functions reported in the security vulnerability

are con�rmed bugs. For allother functions that our tool marks as potential bugs, we manually

inspect each one. We classify a reported bug as genuine only if we are able to clearly exploit the

vulnerability to cause unde�ned behavior. If we are uncertain or unable to cause unde�ned behavior,

we classify this as a false positive.

We assessYUGA's ability to identify lifetime annotation bugs using precision and recall metrics.

In a given dataset, if the bugs detected byYUGA are denoted by( YUGA, and the ground truth bugs

are denoted by( �) , the precision and recall ofYUGA can be de�ned asj( �) \ ( YUGA j•j ( YUGA j and

j( �) \ ( YUGA j•j ( �) j respectively.

5.5.5 Baselines

We evaluate against the following baselines:
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• Rudra[14]: Rudra is a static analyis based bug detector that detects certain kinds of errors in

unsafe Rust.

• MirChecker[ 78]: MirChecker is a static analysis based analyzer that can detect certain categories

of unde�ned behavior, like over�ows and out-of-bounds accesses.

• Miri[ 92]: Miri is a dynamic analysis tool that interprets one MIR instruction at a time and detects

memory errors.

5.6 Research Questions

We aim to answer the following research questions:

• RQ1: Effectiveness of our tool.We evaluate the effectiveness ofYUGA in three settings: 1) Can

YUGA detect reported Rust security vulnerabilities that result from incorrectLAs? 2) How does

YUGA generalize to the synthetic bug dataset that we curated? 3) How doesYUGA perform when

we run it on a large set of real-world Rust crates?

• RQ2: Impact of Design Choices.How do the different model components ofYUGA impact its

performance on vulnerabilities and synthesized bugs?

• RQ3: Existing tools. Are there any existing tools that can detect incorrect lifetime annotations?

5.6.1 RQ1: Effectiveness of our Tool

This research question is structured as follows. First, we shall evaluate the performance of

YUGA by running it on the 23 functions from 9 crates from RustSec vulnerabilities. Then, we will

measure the ability ofYUGA to generalize by running it on our synthetic bug dataset of 27 bugs.

Finally, we run YUGA on a large set of real-world Rust crates.

Evaluation on RustSec Vulnerabilities We runYUGA on the 9 crates from RustSec vulnera-

bilities, containing 21 buggy functions. Its performance is summarized in Table 5.1. Overall, the

precision is87.5%, and the recall is60.9%.

Detected bugs:YUGA generates 16 vulnerability reports from 3 crates. 2 of these reports are NEM
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Table 5.1:RunningYUGA on Rustsec vulnerabilities due toLA bugs. FN=False Negatives, FP=False
Positives

Error #Vulnerable
RustSec ID Type Funcs #Detected #FP #FN

2018-0020 UAF 1 + 2* 2 0 1
2020-0023 NEM 2 2 0 0
2020-0060 UAF 1 0 0 1
2021-0128 UAF 7 7 2 2
2021-0130 UAF 2 + 3* 5 0 0
2022-0028 UAF 2 0 0 2
2022-0040 UAF 1 0 0 1
2022-0070 UAF 1 0 0 1
2022-0078 UAF 1 0 0 1

Total 23 16 2 9

The asterisk * denotes newly exposed bugs that weren't part of the initial report.

bugs, and the other 14 are UAF. The 3 bugs in Figure 5.4 are among the vulnerable functions that

YUGA is able to detect correctly.

New bugs exposed:For RUSTSEC-2021-0130corresponding to thelru-rs crate, the report had

only 2 functions listed as bugs. However, our tool detected 3additional functions as potential

bugs -peek_lru , get_or_insert , get_or_insert_mut . When we looked at the commit history on

GitHub[82], it turned out that these functions had been subsequently identi�ed as memory safety

bugs.

In thepulse-binding crate corresponding to the vulnerability RUSTSEC-2018-0020,YUGA �ags

two additional functions as potential bugs. We have corresponded with the developer[135] regarding

these functions, and these seem to be genuine vulnerabilities that can be exploited with appropriate

driver code to cause runtime errors with Valgrind.

The fact thatYUGA was able to detect these bugs despite them not being explicitly labeled is a

strong validation of our tool and approach.

False Positives:In the rusqlite crate,YUGA �ags two additional functions as potential bugs,

however these are not exploitable vulnerabilities. Listing 5.1 shows one of them:

1 pub struct InnerConnection {

2 pub db: * mut ffi::sqlite3,
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3 interrupt_lock: Arc<Mutex<* mut ffi::sqlite3>>, ...

4 }

5 impl InnerConnection {

6 #[inline]

7 pub fn get_interrupt_handle(& self )->InterruptHandle

8 { InterruptHandle {

9 db_lock: Arc::clone(& self .interrupt_lock),

10 }

11 }

12 pub fn close(& mut self ) -> Result<()> {

13 ...

14 let mut shared_handle = self .interrupt_lock

15 .lock().unwrap();

16 ...

17 *shared_handle = ptr::null_mut();

18 ...

19 }

20 }

21 impl InterruptHandle {

22 pub fn interrupt(& self ) {

23 let db_handle = self .db_lock.lock().unwrap();

24 if !db_handle.is_null() {

25 unsafe{ffi::sqlite3_interrupt(*db_handle)}

26 }

27 }

28 }

Listing 5.1: False positive in therusqlite crate corresponding toRUSTSEC-2021-0128

The pointerinterrupt_lock is shared between the structureInnerConnection andInterruptHandle

on line 9, and there is noLA on InterruptHandle to denote this. But the implementations of the

close andinterrupt functions circumvent any vulnerability. The code sets the pointer to null on

Line 17, and checks if it is null before dereferencing it on line 24. This example illustrates how the

difference between safe code and a vulnerability can be very subtle. At the same time, because this

is so subtle, this indicates a risk in the future development of this crate and can be termed a “code

smell”. We discuss more about these patterns in Section 5.6.1.

False Negatives:Our tool is unable to detect 9 of the functions. Some of the reasons are:
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1 pub struct InnerConnection {
2 pub db: * mut ffi::sqlite3, ...
3 }
4 pub struct Connection {
5 db: RefCell<InnerConnection>, ...
6 }
7 impl Connection {
8 pub fn create_aggregate_function<A, D, T>(
9 &self , ...,

10 aggr: D,
11 ) -> Result<()>
12 where
13 A: RefUnwindSafe + UnwindSafe,
14 D: Aggregate<A, T>,
15 ...

Listing 5.2: False negative in therusqlite crate corresponding toRUSTSEC-2021-0128

1.“Hidden” Raw Pointers:Our tool reports violations only in cases where there is a raw pointer

involved. Sometimes, it is not easy to infer that a certain type contains a raw pointer.pub fn

waker<W>(wake: Arc<W>) -> Waker { ... }is an example.

Here,Wakeris a structure containing a raw pointer, but we don't have access to the de�nition of

this structure because it is an external dependency. So our tool ignores this.4 out of the9 false

negatives are because of hidden raw pointers. We discuss more about this limitation in??.

2. Type conversion:To increase precision,YUGA checks if the types of the source and target values

match. But that can also be too restrictive, as Listing 5.2 shows:

Here, the type of the rawdb pointer on line 2 isffi::sqlite3 , and the type ofaggr on line is a

generic typeD. YUGA would �lter this out because the types do not match, but in fact,Dis converted

to ac_void pointer which is then attached to thedb using a C foreign function call (not shown in

the snippet). This kind of type conversion is dif�cult to reason about.2 of the9 false negatives are

due to type conversion.

Of the remaining 3, one is due toLAs on the arguments of a closure, which is something that we do

not reason about. One is due to a shortcoming of alias analysis, and the last one is due to a complex

indirect lifetime semantics where one value acts as a drop guard foranothervalue.

98



Evaluating Generalizability using Synthetic Dataset. We runYUGA on the 27 synthetic bugs

curated. For each of the 9 original RustSec vulnerability reports, we derive 3 synthetic bugs. The

three synthetic bugs derived from the n-th RustSec report are denoted byn.1 , n.2 andn.3 .

Table 5.2 summarizes the result—YUGA is able to detect 16 out of 27 bugs, corresponding to

a recall of59.3%. There are some cases whereYUGA is unable to detect the bug in the original

RustSec report, but is able to detect one or more of the corresponding bugs in the synthetic dataset.

A few of the reasons for this are as follows:

• We re-implement some external dependencies. For example,YUGA is unable to detect the bug in

pub fn waker<W>(wake: Arc<W>) -> Waker, because it does not have access to the implementation

of the Wakerstructure. But in our synthetic examples 3.1 and 3.2, we re-implement theWaker

structure, and thus YUGA is able to see that there is a raw pointer inside.

• Some types are simpli�ed.For example in the 6th RustSec reportRUSTSEC-2022-0028, YUGA

is unable to detect a raw pointer because it is “hidden” behind a chain of type re-de�nitions and

imports. In our synthetic examples 6.1 and 6.2, the types are simpli�ed and it detects the raw

pointer.

Since we constructed this dataset ourselves, there aren't many functions apart those containing

bugs. So our tool does not report any false positives on this dataset.

Table 5.2: Results of YUGA on synthetic bug dataset.

Bug Detected Bug Detected Bug Detected

1.1 No 4.1 Yes 7.1 No
1.2 No 4.2 Yes 7.2 No
1.3 No 4.3 No 7.3 No

2.1 Yes 5.1 Yes 8.1 No
2.2 Yes 5.2 Yes 8.2 Yes
2.3 Yes 5.3 Yes 8.3 Yes

3.1 Yes 6.1 Yes 9.1 Yes
3.2 Yes 6.2 Yes 9.2 Yes
3.3 No 6.3 No 9.3 No
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Evaluation on Real World Rust Crates. We would likeYUGA to be able to quickly scan and

�ag potential bugs in Rust crates, and scale to the thousands of crates in the Rust crate ecosystem.

We runYUGA on a �ltered list of 372 Rust crates as described in Section 5.5.3.YUGA is able to

scan these crates in just under 2 hours, and �ags85potential bugs from27crates.

Each of these bugs was classi�ed into two broad categories - bugs which can be exploited to

cause unde�ned behavior, and “code smells”,i.e., code patterns that cannot be exploited, but could

indicate potential for a vulnerability to arise during future development. We have further grouped

the code smells into different patterns. The results are summarized in Table 5.3. Here we discuss

some of these patterns. For a complete discussion with examples, please refer to the supplementary

material.

Table 5.3: Running YUGA on real-world Rust crates

Category Sub-category #

Exploitable bugs 3

Code smells

Freed ptr but no deref 14
User-implemented ref counting 30

Memory copy, not alias 21
Different �eld of struct 16

Two lifetime annotations 1

Total 85

Exploitable Bugs: YUGA �nds 3 new bugsamong these crates that can be exploited to cause

unde�ned behavior, despite the fact that these are within the top� 1.5% most popular crates, with

tens of millions of downloads each. This is in addition to the2 new bugsfrom pulse-binding

described earlier. Listing 5.3 shows one fromcslice :

1 pub struct CMutSlice<' a, T> {

2 base: * mut T, ...

3 }

4 pub fn as_mut_slice(& mut self ) -> &' a mut [T]

5 { unsafe { slice::from_raw_parts_mut(

6 self .base, self .len)} }

Listing 5.3: A genuine bug that YUGA found incslice
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On line 4, the lifetime'a doesn't match with the lifetime of the borrow&self which has an implicit

anonymous lifetime. So this allows aliased mutable references.

Freed Pointer but no Deref: There is a pointer within a structure that is freed, but all the methods

that dereference the pointer are either private orunsafe. A small modi�cation like making the

method public or removing the unsafe label could result in an exploitable vulnerability.

User-implemented Reference Counting:The developer has implemented their own system of

reference counting and memory management. Every time a pointer is duplicated or dropped, an

internal reference count within the memory location is incremented or decremented. The memory

is freed only if the count has reached zero. If any of these increments, decrements or checks are

omitted, this could result in a UAF or memory leak.

Memory copy, not alias: YUGA predicts that there could be a vulnerability if two pointers were

aliased, however the function actuallycopiesthe underlying memory of the �rst pointer to create

the target of the second pointer.

Different �eld of structure: YUGA predicts that there could be a vulnerability if two pointers

were aliased, however the aliasing actually happens with adifferent �eld of a structure.

Two lifetimes: The structure hastwo LAs, say'a and'b , corresponding to two raw pointers within

the structure. One of the raw pointers is returned as a borrow with annotation'a . But this is only

valid if the underlying memory actually outlives'a , and not'b . This relies on the semantics of the

functions that allocate memory for these pointers.
Summary: We evaluateYUGA in different settings. On the RustSec vulnerabilities, it achieves a

precision of87.5% and a recall of60.9%. On our synthetic dataset, it achieves a recall of59.3%.

Finally, we were able to useYUGA to scan 357 Rust crates “in the wild” in under 2 hours. We

found 3 exploitable bugs and 82 code smell patterns.

5.6.2 RQ2: Impact of Design Choices

We investigate the effect of three design choices inYUGA - the Alias Analysis module, our

handling of unknown �elds in Alias Analysis, and the Shallow Filter.
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Alias Analysis. We investigate the effect of the alias analysis module by removing it entirely. As

shown in in Table 5.4, the recall increases, but the precision drops tremendously from 87.5% to

34.1%. This shows that simple pattern matching is not suf�cient, and deeper pointer analysis is

necessary.

Unknown Fields in Alias Analysis. In Section 5.3.2, we described how we made a choice to

exclude “unknown” �elds in function calls, while designing our Alias Analysis algorithm. Here we

explore the impact of that choice. The results are shown in Table 5.4. We can see that considering

unknown �elds increases the recall slightly, but the precision on RustSec falls from 87.5% to 46.9%.

Table 5.4: Impacts of different design choices. The numbers that are different from the original are
shown in bold.

RustSec Synthetic

Recall Prec. Recall Prec.

Original (YUGA) 60.9% 87.5% 59.3%

–
w/o Shallow Filter 60.9%63.6% 59.3%
w/ Unknown Fields65.2% 46.9% 62.9%
w/o Alias Analysis 65.2% 34.1% 74.1%

Shallow Filter. Our shallow �lter is used to �lter out common patterns of false positives that

result from trait implementations. We runYUGA on the 21 functions from RustSec reports. With

the �lter, there were 2 false positives; without it, that number increases to8. The precision drops

from 87.5% to 63.6%.
Summary: All three of the design choices we investigate contribute signi�cantly to the precision

of YUGA.

5.6.3 RQ3: Comparison with existing tools

In this section, we aim to evaluate existing static analysis tools for detecting memory safety bugs

in Rust. Although none of these tools are designed speci�cally to detectLA bugs, we investigate if

there is any overlap betweenLA bugs and the patterns that these tools look for. This also highlights
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Table 5.5: Comparison with existing tools

Tool # Bugs Tool detected YUGA detected

Rudra 50 0 30
MirChecker 27 0 16

Miri (w/o exploit code) 27 0 16
Miri (w. exploit code) 27 27 16

the point that LA bugs are not just generic memory safety bugs and require special treatment.

Rudra[14]: Rudra is a static analysis tool that identi�es three types of potential memory and

thread safety violations - panic safety, higher order safety invariant, and Send/Sync variance. It is

not explicitly designed to detectLA bugs; however, we would like to check if there is any overlap

between Rudra's bug categories and LA bugs.

We run Rudra on the 23 RustSec bugs and our synthetic bug dataset of 27 bugs. We found that

Rudra was unable to detectanyof these 50 bugs. This indicates that there is no overlap between

Rudra's bug patterns and LA bugs..

MirChecker[ 78]: MirChecker is a static analysis tool for the Rust MIR based on the theory of

Abstract Interpretation. It forms a control-�ow graph (CFG) of the program, de�nes a transfer

function for each value and statement, and propagates these values across the CFG to reach a �xed

point. It then uses these values to detect potential vulnerabilities in Rust code.

This project is old and not compatible with the toolchains used by most current Rust projects,

but we were able to run it on our synthetic bug dataset. MirChecker was unable to detectanyof the

27 bugs. This shows that MirChecker will also not be able to detect other more complicated bugs.

Miri[ 92]: Miri is an interpreter for the Rust MIR. It emulates the execution of each line of code

using a virtual address space, and can detect memory leaks, out of bounds accesses, and other

potential vulnerabilities. This is adynamictool, and deals with actual vulnerabilities that arise when

Rust code is run. In contrast,YUGA deals withpotentialvulnerabilities thatcouldarise when a

function is called in a certain context. So we expect Miri to detectLA bugs if and only if the exploit
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code is also provided.

For each of the 27 synthetic bugs, we ran Miri directly with the exploit function (see Sec-

tion 5.5.2) that exposes the vulnerability. Miri detected a memory safety error in all 27 of the cases,

but without the exploit function, Miri cannot detect any one of them. This shows that given a large

enough test suite, Miri might be able to �nd these bugs, but constructing that test suite is non-trivial.

We discuss more about dynamic tools in Section 5.7.
Summary: Existing static analysis tools are not well-suited to this problem. For instance, Rudra

and MirChecker wereunable to detect anyof the lifetime annotation bugs. The dynamic tool

Miri, in contrast, was able to detect the bugs, but it requires manually crafted test cases, which is

non-trivial in real project settings.

5.7 Related Work

Dynamic testing of Rust code:Miri [ 92] is an interpreter to detect invalid memory accesses or

memory leaks (see Section 5.6.3). Stacked Borrows[61] (incorporated into Miri) develops a “stack”

model to reason about borrowswithoutexplicitly using lifetimes. Fuzzing with an address sanitizer

is another way to detect potential errors, but existing Rust fuzzers [81, 115] are not well suited to

our problem.cargo-fuzz [115] is a fuzzing tool for Rust that useslibFuzzer [126] as a backend.

However, it is restricted to fuzzing functions that only accept input strings of a �xed format and

type.

Static analysis for detecting bugs in Rust:MirChecker [78] and SafeDrop [27] are static

analyzers on the Rust MIR that detect certain memory safety errors. However, these approaches

tend to have high false negatives. Rudra [14] identi�es three categories of bugs arising from unsafe

code, and scans the entire Rust crate ecosystem for these bug patterns. Rudra is the closest work to

ours in the sense that it uses static analysis to identify potential memory safety violations. However,

Rudra can handle only three speci�c kinds of errors, and cannot detect memory safety bugs caused

by incorrect lifetime annotations.

Empirical analysis of unsafe Rust:Recent works [106, 36, 13, 142] characterize how develop-
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ers use unsafe code in Rust, and build an empirical understanding of bugs.

Formal semantics of Rust:Patina [107] formalizes the type system of Rust. FR [101] is a

lightweight formalism of Rust that captures type checking and borrow checking. Oxide [139]

models Rust code with non-lexical lifetimes [84] and a syntax close tosafesurface Rust. However,

these methods do not model unsafe code. RustBelt [60] develops a comprehensive formal semantics

based on lifetimes for a realistic subset of Rust including unsafe code. However, this cannot scale to

larger codebases and crates. Verifying the safety of a given library with RustBelt involves writing

proofs with the Coq proof assistant [25], which requires considerable expertise and effort.

5.8 Conclusion

In this work, we investigated memory safety bugs arising from incorrect lifetime annotations

in the Rust language. We demonstrated how such bugs can arise, and characterized bug patterns.

Leveraging these patterns, we designedYUGA to detect incorrect lifetime annotations in Rust. We

showed thatYUGA was able to effectively detect bugs in real-world Rust projects, compared to

existing approaches which were unable to detectanyof these bugs. Future work could involve

making the static analysis framework more precise, and including other kinds of bugs in unsafe

Rust.
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Chapter 6: Conclusion

Modernizing legacy code is a complex and multi-faceted problem, and has immense relevance

in today's world. In this thesis we have attempted to tackle three aspects of this problem - code

traslation, refactoring, and bug detection. However, this is a fast-moving and dynamic �eld, and the

possibilities abound for future work. Here, we present some concluding thoughts and directions for

future research.

Object-Oriented Paradigms: The Rust programming language supports some features of object

oriented programming, like encapsulation and abstraction. Functions that are associated with a

particular structure can be encapsulated in an “implementation” of that structure, similar to classes

and methods in other object oriented languages. However, the C language supports none of these

concepts.

Our design for translating C to Rust operates at the granularity of individual functions and structures,

but does not deal with agglomerating the Rust translations according to object oriented principles.

This necessitates a more nuanced approach that operates at multiple granularities, both at the level

of individual functions/structures as well as at the level of the whole project. One possibility is to

translate the code into Rust as we have done, and then iteratively refactor or group functions that

are associated with a single structure. Alternatively, one could �rst form groups of functions in C,

and ask the LLM to group related functions into Rust method implementations.

Whether we identify groups in C code prior to translation, or in Rust code post-translation, we

do need to accurately model dependencies in the program as a graph and detect communities in

this graph. This is where the approach used in our system CARGO (Chapter 4) could be very

relevant. CARGO solves a very similar problem, albeit in Java code, and produces partitioning

recommendations. The challenge would be to actually rewrite the code using an LLM, incorporating
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CARGO's partitioning recommendations.

Formal Veri�cation and Trust: Automated software modernization tools have been around for

several years now, and with the advent of LLMs, they have become even more capable and advanced.

However, their adoption in the real world remains limited. There is still a vast amount of legacy

code spanning multiple industries. One reason for this is the lack of trust in LLM-generated code.

We need techniques to formally verify translated code. Here is the outline of a technique that can do

this:

• Stage 1 and 2:Speci�cation generation and Validation.Use an LLM to generate speci�cations

for each function in a C program (Stage 1), and use a veri�er like CBMC [68] to verify these

speci�cations (Stage 2). If the veri�er is unable to verify these speci�cations, provide feedback to

the LLM and ask it to re-generate. Iterate until this is complete. At the end of this process, we will

have speci�cations for each function in the C program that pass veri�cation.

• Stage 3:Speci�cation Translation.Use a set of deterministic (rule-based) transformations to

convert the C speci�cations into corresponding Rust speci�cations. It is crucial that this transforma-

tion is deterministic and not LLM-based, because we need to know for sure that the speci�cations

stay semantically identical. Kani [133] is a model checker for Rust that has some commonalities

with CBMC in terms of expressivity and grammar, and would be a good candidate for the Rust

speci�cation language.

• Stage 4 and 5:C to Rust Translation.Use an existing C to Rust translation tool, such as the one

described in this thesis, to transform the C project into Rust (Stage 4). Then, run veri�cation of this

Rust program (Stage 5) against the speci�cations generated in the previous stage. If veri�cation

succeeds, we would know that this translation is provably correct. Otherwise, prompt the LLM

using the veri�er feedback to re-generate translations, and iterate until it passes.

The challenges with this approach as described above would be scaling it to large programs, where

veri�cation could be costly or intractable. It may be expedient to integrate this framework with

dynamic techniques like test generation and fuzzing, to handle the challenges associated with scale.
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Security Vulnerabilities: The problem of codecorrectnessis distinct from the problem of code

security. For example, if we translate a C program into Rust, the Rust program might be provably

correct; however, it can still contain memory safety �aws that would pose a security risk. A classic

example of this is the C2Rust transpiler. The Rust code that it produces is highly likely to be

functionally identical to the original C code, but it is unsafe Rust code that mirrors any security

�aws found in the original C code. Hence, we need to think beyond correctness of modernized

code.

Yuga [97] attempts to tackle one aspect of this problem; however, security vulnerabilities can be

multifarious, spanning different categories and programming languages. For example, there are

over 900 Common Weakness Enumeration (CWE)1 categories. This poses a serious challenge

to rule-based or heuristic-driven static and dynamic analysis tools, which must necessarily make

certain assumptions about the types of bugs that they aim to discover or exploit.

LLMs are a promising tool to use for security exploit generation, because they have been trained on

vast corpuses of code, GitHub issues, vulnerability reports, etc., and contain implicit knowledge

of different types of vulnerabilities. LLMs have recently been used as softwareagentsto resolve

real-world issues, such as SWE-bench [56]. The issues in SWE-bench span a wide variety of bug

reports and feature requests, and the impressive performance of LLMs on this benchmark highlights

their generalizability. Our recent work, FaultLine [99] is an attempt to use LLMs to exploit software

security vulnerabilities, but more research is needed in this direction. [56]

1https://cwe.mitre.org/

108



Chapter 6: Bibliography

[1] Upgrading github from rails 3.2 to 5.2. https://thenewstack.io/

led-amazon-microservices-architecture/ . Accessed: 2022-05-06.

[2] What led amazon to its own microservices architecture.https://www.infoq.com/

articles/github-monolith-microservices/ , . Accessed: 2022-05-06.

[3] Upgrading github from rails 3.2 to 5.2. https://github.blog/

2018-09-28-upgrading-github-from-rails-3-2-to-5-2/ , . Accessed: 2022-05-06.

[4] Transform monolithic java applications into microservices with

the power of ai. https://developer.ibm.com/tutorials/

transform-monolithic-java-applications-into-microservices-with-the-power-of-ai/ .

Accessed: 2022-05-05.

[5] acmeair. acmeair, 2019. URLhttps://github.com/acmeair/acmeair .

[6] Wasi Uddin Ahmad, Md Golam Rahman Tushar, Saikat Chakraborty, and Kai-Wei

Chang. Avatar: A parallel corpus for java-python program translation.arXiv preprint

arXiv:2108.11590, 2021.

[7] Wasi Uddin Ahmad, Saikat Chakraborty, Baishakhi Ray, and Kai-Wei Chang. Summarize

and generate to back-translate: Unsupervised translation of programming languages.arXiv

preprint arXiv:2205.11116, 2022.

[8] Mohsen Ahmadvand and Amjad Ibrahim. Requirements reconciliation for scalable and secure

microservice (de) composition. In2016 IEEE 24th International Requirements Engineering

Conference Workshops (REW), pages 68–73. IEEE, 2016.

109



[9] Hussain MJ Almohri and David Evans. Fidelius charm: Isolating unsafe rust code. In

Proceedings of the Eighth ACM Conference on Data and Application Security and Privacy,

pages 248–255, 2018.

[10] Lars Ole Andersen.Program analysis and specialization for the C programming language.

PhD thesis, Citeseer, 1994.

[11] Anastasios Antoniadis, Nikos Filippakis, Paddy Krishnan, Raghavendra Ramesh, Nicholas

Allen, and Yannis Smaragdakis. Static analysis of java enterprise applications: frameworks

and caches, the elephants in the room. InProceedings of the 41st ACM SIGPLAN Conference

on Programming Language Design and Implementation, pages 794–807, 2020.

[12] Anastasios Antoniadis, Nikos Filippakis, Paddy Krishnan, Raghavendra Ramesh, Nicholas

Allen, and Yannis Smaragdakis. Static analysis of java enterprise applications: Frameworks

and caches, the elephants in the room. InProceedings of the 41st ACM SIGPLAN Conference

on Programming Language Design and Implementation, PLDI 2020, page 794–807, New

York, NY, USA, 2020. Association for Computing Machinery. ISBN 9781450376136. doi:

10.1145/3385412.3386026. URLhttps://doi.org/10.1145/3385412.3386026 .

[13] Vytautas Astrauskas, Christoph Matheja, Federico Poli, Peter Müller, and Alexander J

Summers. How do programmers use unsafe rust?Proceedings of the ACM on Programming

Languages, 4(OOPSLA):1–27, 2020.

[14] Yechan Bae, Youngsuk Kim, Ammar Askar, Jungwon Lim, and Taesoo Kim. Rudra: �nding

memory safety bugs in rust at the ecosystem scale. InProceedings of the ACM SIGOPS 28th

Symposium on Operating Systems Principles, pages 84–99, 2021.

[15] Marek Baranowski, Shaobo He, and Zvonimir Rakamarić. Verifying rust programs with
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Appendix A: SpecTra
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Figure A.1: The �rst step of our approach involves generating multiple candidate speci�cations from
a given program. This is the actual output ofgpt-4o on our motivating example from Figure 2.1.

A.1 Example Prompts
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Figure A.2: Filtering out incorrect speci�cations. We re-generate C code using each speci�cation,
and pick the speci�cations corresponding to re-generated C programs that pass the test case.

Figure A.3: Using different modalities of speci�cations to perform speci�cation-augmented transla-
tion. These are the actual prompts and speci�cations generated by SPECTRA.
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