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Abstract

Efficient Computation and Uncertainty Quantification for Stochastic Dynamics and Optimization

YUNHAO YAN

This dissertation studies computational and statistical methods for sequential decision-making

under stochastic dynamics. In many realistic settings, stochastic systems are high-dimensional,

time-inhomogeneous, and calibrated from finite data, while even evaluating the performance of

a fixed policy may already be computationally expensive. These features make both policy op-

timization and uncertainty quantification difficult when one relies on classical exact methods or

naive Monte Carlo procedures. A central theme of the dissertation is that structural properties of

the underlying problem can be exploited to improve tractability without sacrificing the quality of

optimization or inference.

The dissertation develops three related approaches. First, for the control of nonstationary

queueing systems, it introduces QPLEX Decision Processes (QDPs), which embed QPLEX-based

transient approximations into a nonlinear Markov decision framework. This leads to efficient deter-

ministic schemes for policy evaluation and gradient computation, together with a natural-gradient-

inspired optimization method. The resulting approach enables the fast computation of high-quality

policies for challenging control problems in nonstationary queueing systems with features such as

nonstationary arrivals, general service-time distributions, and service-level chance constraints.

Second, when stochastic models are fitted from finite real-world data, uncertainty in the input

distributions can materially affect subsequent performance evaluation and decision quality. Quan-

tifying this input uncertainty is often computationally demanding, since bootstrap-based methods



require repeated evaluation of stochastic systems that may involve expensive simulation or other

black-box computations. To address this challenge, the dissertation develops the studentized cheap

bootstrap (SCB), which retains the higher-order coverage accuracy of studentization while using

only a very small number of inner resamples, thereby reconciling statistical accuracy with compu-

tational tractability.

Third, for policy assessment in multistage stochastic optimization under stagewise indepen-

dence, it develops the Multi-Sample Average Approximation (MSAA) framework. This provides

a preliminary approach to the highly challenging problem of statistically assessing optimality gaps

in multistage stochastic optimization. By connecting MSAA to multisample U-statistics and U-

processes, the dissertation establishes consistency and related convergence results, and uses these

ideas to derive statistical bounds on the optimality gaps of candidate solutions.

Overall, the dissertation shows how careful use of structure can support both efficient compu-

tation and rigorous uncertainty quantification in stochastic decision problems.
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Chapter 1: Introduction and Background

Sequential decision-making under uncertainty arises in many operational systems and presents

substantial computational challenges. These challenges become especially acute when the un-

derlying stochastic system has a large effective state space, evolves over time in a nonstationary

environment, and has dynamics that must be calibrated from finite real-world data. In such settings,

exact optimization of the best policy is often infeasible, and even evaluating the performance of a

fixed policy can already be computationally demanding. This dissertation studies these difficulties

from three related perspectives.

First, how can one generate good control policies efficiently in complex stochastic systems? In

many dynamic models, the state space grows astronomically, rendering exact dynamic program-

ming impractical, a phenomenon commonly known as the curse of dimensionality (CoD). Rein-

forcement learning approaches can circumvent the CoD in theory, but they may converge slowly,

yield poor policies, and fail to exploit the underlying model structure effectively. This issue is par-

ticularly relevant for queueing and service systems with transient dynamics and non-memoryless

service times.

Second, when a stochastic model is fitted using finite input data, how can one quantify the

effect of input uncertainty on performance evaluation and decision quality? In many simulation

and stochastic optimization problems, the input model is calibrated from limited real-world data,

so the underlying probability distributions are only partially known. This uncertainty can propa-

gate through the system and materially affect both the estimated performance of a policy and the

decisions based on that estimate. Input uncertainty quantification is therefore essential for reliable

data-driven decision-making, but it is also challenging because accurate statistical procedures often

require repeated evaluation of computationally intensive stochastic models.

Third, once a candidate policy is obtained, how can one assess its quality through statistical
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inference? In multistage stochastic optimization, uncertainty unfolds over time, and the complexity

of the scenario space grows rapidly with the planning horizon. This makes it difficult to determine

how far a given policy is from optimality and to provide rigorous finite-sample guarantees for such

comparisons.

The next three chapters of this dissertation address these questions in different settings, but

they are united by a common goal: developing tractable methods for computation and inference in

stochastic decision problems for which classical exact approaches are computationally prohibitive.

1.1 Efficient Policy Optimization via QPLEX Decision Processes

The first question studied in this dissertation is how to generate good control policies efficiently

in nonstationary stochastic systems whose dynamics are too complex for classical exact methods.

This difficulty is especially pronounced in queueing and service systems with nonstationary ar-

rivals, general service-time distributions, overload periods, and service-level constraints. In such

settings, the effective state space can become extremely large, so that exact dynamic programming

quickly becomes computationally infeasible. A standard way to regain tractability is to simplify

the model, for example by imposing stationary assumptions or exponentially distributed service

times, but these simplifications can substantially reduce modeling fidelity in applications where

transient behavior and non-Markovian effects are central.

Sampling-based approaches provide an alternative by avoiding explicit state enumeration. In

particular, reinforcement learning and simulation-based optimization can in principle search for

good policies in large systems without constructing the full state transition structure. However,

these methods come with their own limitations. Policy-gradient and actor–critic methods rely on

gradients estimated from sampled trajectories and therefore suffer from sampling noise, requiring

variance-reduction devices such as baselines, control variates, trust regions, or natural-gradient cor-

rections to achieve stable learning [1, 2, 3, 4, 5, 6]. More broadly, gradient estimation in stochastic

dynamic systems is itself a difficult problem: finite-difference methods scale poorly with param-

eter dimension, while pathwise methods such as infinitesimal perturbation analysis typically re-

2



quire restrictive structural assumptions [7]. Even recent efforts to bridge these approaches through

differentiable surrogates still face the challenge of obtaining reliable gradients from complicated

event-driven dynamics [8]. In queueing control, these issues are particularly significant because

the performance landscape can be noisy and highly nonconvex, especially when service-level con-

straints involve tail probabilities.

The first research thrust of this dissertation addresses this difficulty by exploiting model struc-

ture, rather than resorting to model-free learning methods or black-box architectures such as neural

networks. Building on QPLEX, a computational methodology for transient analysis of nonstation-

ary stochastic systems [9], the dissertation develops a QPLEX Decision Process (QDP), which

embeds QPLEX-based approximations into a nonlinear Markov decision framework. The central

idea is that, by rethinking the information required to propagate the system forward in time, one

can work with nonlinear transition probabilities on a much smaller state space and thereby avoid

the state-space explosion caused by general service-time information. This leads to a deterministic

forward iterative scheme for approximate transient evaluation and a matching backward iterative

scheme for approximate gradient computation, both operating on the reduced state space. Since

these schemes do not rely on Monte Carlo simulation, they eliminate sampling variance in both

performance evaluation and gradient estimation.

The dissertation further studies optimization over this structured model. Even with accurate

gradient information, standard first-order methods can still perform poorly because of curvature

and parametrization effects. To address this issue, the QDP framework is combined with natural-

gradient-inspired updates using computationally tractable block-diagonal Fisher approximations

[10, 11, 12]. The resulting methodology is illustrated on dynamic pricing problems for queueing

systems with nonstationary demand, where it produces high-quality policies rapidly while retain-

ing a more realistic model structure than standard tractable MDP formulations. In this way, Chap-

ter 2 shows that, for a meaningful class of complex stochastic control problems, computational

tractability can be recovered by exploiting structural approximations of the system dynamics rather

than relying exclusively on generic simulation-based learning. This direction is also related to the

3



broader literature on nonlinear Markov processes and mean-field-type control, but here the empha-

sis is on a finite-horizon, discrete-time computational framework that is implementable without

solving coupled PDE systems [13, 14, 15, 16, 17].

1.2 Input Uncertainty Quantification and Studentized Cheap Bootstrap Inference

The second question arises when stochastic models are calibrated from finite data. In many sim-

ulation and stochastic optimization problems, the distributions governing arrivals, service times,

demands, or other primitives are not known a priori and must be estimated from real-world ob-

servations. The resulting input uncertainty can then propagate through the model and affect both

the estimated performance of a policy and the decisions based on that estimate. Quantifying this

uncertainty is therefore an essential part of reliable data-driven decision-making. At the same time,

this task is often computationally difficult: obtaining a single performance estimate may already

require running a complicated stochastic simulator, solving a large optimization problem, or re-

peatedly evaluating a system that is effectively available only as a black box. When inference

procedures repeatedly call such an evaluation routine, the total computational burden can become

prohibitive.

Bootstrap methods are attractive in this context because they provide a flexible and broadly ap-

plicable tool for statistical uncertainty quantification without requiring detailed structural formulas

such as influence functions or closed-form variance expressions [18, 19, 20, 21]. This flexibil-

ity is particularly valuable when the underlying performance measure is generated by a complex

simulation or optimization pipeline. The difficulty, however, is that the bootstrap can be expen-

sive precisely because it replaces analytical formulas by repeated re-estimation under resampling.

Moreover, if one seeks not merely asymptotic validity but higher-order coverage accuracy, the

computational challenge becomes sharper. Basic bootstrap and related first-order methods are of-

ten easy to implement, but their coverage errors are only of order 𝑂 (𝑛−1) for two-sided intervals

and 𝑂 (𝑛−1/2) for one-sided intervals. Classical higher-order methods improve on this, but each

has a limitation. Studentized bootstrap intervals can achieve the sharper orders 𝑂 (𝑛−2) for sym-
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metric two-sided intervals and 𝑂 (𝑛−1) for one-sided intervals, but they typically require either a

computable standard error formula or an expensive inner resampling step [22, 23, 24, 25, 26]. Dou-

ble bootstrap methods also improve accuracy, but again at the price of nested resampling [27, 28,

29]. Direct Edgeworth corrections avoid much of this computation, yet they are not automatic and

generally require model-specific algebraic derivations [30, 31, 32, 33]. BCa and ABC procedures

are computationally appealing in some settings, but ABC relies on additional analytical input, and

standard BCa generally does not recover the sharper 𝑂 (𝑛−2) accuracy of symmetric studentized

intervals [34, 35, 36, 37].

Chapter 3 is motivated by exactly this tension between computational cost and statistical ac-

curacy. The question is whether one can keep the main advantage of the studentized bootstrap—

namely, its higher-order coverage behavior—without paying the full multiplicative cost of a large

inner resampling loop. The proposed answer is the Studentized Cheap Bootstrap (SCB). Con-

ceptually, SCB is a cheap studentized bootstrap method: it preserves the studentization step, but

replaces the large inner bootstrap that would ordinarily be used to estimate a resampled standard

error by a very small number of inner resamples. From a naive viewpoint, one might expect such

a drastic reduction in inner Monte Carlo effort to destroy the higher-order guarantee. The key in-

sight of the chapter is that this need not happen if the method is analyzed from the perspective of

the cheap bootstrap, which studies the joint distribution of the original estimator and its resampled

counterparts rather than separating population approximation from Monte Carlo approximation.

This perspective leads to a different interpretation of studentization. Instead of viewing the re-

sampled denominator merely as a rough estimate of a Gaussian standard error, the chapter connects

it to a 𝑡-type pivotal statistic whose degrees of freedom are tied to the fixed number of inner resam-

ples. Building on this idea, the dissertation develops Edgeworth and Cornish–Fisher expansions for

such 𝑡-type statistics and shows that SCB attains the same higher-order coverage orders as the con-

ventional studentized bootstrap while using dramatically less inner resampling effort. Although

the method is introduced here through the lens of input uncertainty quantification in expensive

stochastic models, its scope is broader: SCB is a generally applicable bootstrap methodology for
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settings where higher-order accuracy is desired but repeated model evaluation is costly.

1.3 Assessing Candidate Policies in Multistage Stochastic Optimization

The third question concerns statistical assessment rather than policy computation: once a can-

didate policy has been identified, how can one evaluate its quality relative to the optimum? In

single-stage stochastic optimization, this question is closely connected to the theory of Sample

Average Approximation (SAA), whose consistency and asymptotic behavior are well understood

[38]. Techniques built on SAA also support uncertainty quantification procedures for optimality

gaps, such as batching methods and the Single Replication Procedure (SRP) [39, 40]. In multistage

stochastic optimization, however, the corresponding statistical picture is much less developed. As

uncertainty unfolds over time, the complexity of the scenario space grows rapidly with the plan-

ning horizon, and even evaluating a fixed policy can be substantially more difficult than in the

single-stage setting. As a result, tools that are standard in one-stage stochastic programming do

not directly extend to the multistage case.

This dissertation treats that difficulty in a deliberately restricted setting. Rather than aiming

for a fully general inference theory for multistage stochastic optimization, it takes an initial step

under two strong but natural assumptions: stagewise independence of the stochastic input and a

parameterized policy class. These assumptions are important because they substantially simplify

the dependence structure across time and make it possible to exploit repeated sampling in a more

structured way. Even under such assumptions, however, the problem remains nontrivial. Existing

multistage SAA theory provides some consistency results under stringent conditions [38], but there

is still no broadly available counterpart to the single-stage machinery for statistically bounding the

optimality gap of a candidate solution.

Against this background, the dissertation develops the Multi-Sample Average Approximation

(MSAA) approach as a preliminary framework for this purpose. The key observation is that, under

stagewise independence and policy parametrization, the resulting estimator can be viewed through

the lens of a multisample U-statistic, or more generally a multisample U-process. This connec-
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tion brings in a different body of probability tools, originating in classical work on multisample

U-statistics and their convergence properties [41, 42, 43, 44, 45, 46]. Within this restricted frame-

work, the dissertation establishes consistency of MSAA, studies its variance behavior relative to

standard SAA, and adapts the SRP idea to obtain statistical upper bounds on the optimality gap.

Some intermediate results, including an 𝐿1 weak law of large numbers and a uniform law of large

numbers for the relevant multisample objects, may also be of independent interest.

It is important to emphasize the scope of this contribution. The goal here is not to claim

that the difficulty of multistage policy assessment has been fully resolved, but rather to show that

meaningful statistical progress can be made once sufficient structure is imposed. In that sense,

Chapter 4 should be viewed as an exploratory step toward a broader inference theory for multistage

stochastic optimization. It identifies one tractable pathway, clarifies the role of strong assumptions

such as stagewise independence, and provides a first statistical framework for assessing candidate

policies by bounding their distance from optimality in a multistage setting.
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Chapter 2: QPLEX Decision Processes

This chapter is based on joint work with Antonius Dieker, Steven Hackman and Zitong Wang

2.1 Chapter Overview

Queueing systems with non-stationary arrivals, general service-time distributions, overload

periods, and service-level constraints are difficult to control using standard sequential decision-

making tools. Classical Markov decision process formulations often rely on restrictive assump-

tions to remain tractable, while sampling-based approaches such as reinforcement learning and

simulation-based optimization may suffer from high variance, slow convergence, and poor scala-

bility even under stationarity.

This chapter proposes a different approach based on QPLEX [9], a recently developed method-

ology for modeling and analyzing discrete-time, discrete-state nonstationary stochastic systems.

The key idea is to model queueing systems via nonlinear Markov chains, thereby obtaining a much

smaller state representation while still tracking the enormous amount of service information. The

resulting computational infrastructure is a fully deterministic forward iterative scheme that ac-

curately approximates transient distributions for systems like a multiserver queue. Building on

this foundation, we formulate QPLEX Decision Processes (QDPs), which integrate QPLEX-based

nonlinear transition dynamics into a finite-horizon sequential decision framework.

We develop an MDP-style policy gradient method for these nonlinear models, yielding a back-

ward iterative scheme for gradient computation that complements the QPLEX forward scheme for

policy evaluation. Since both steps are deterministic, the resulting optimization procedure avoids

simulation noise. In a dynamic pricing example with non-stationary demand, the method pro-

duces near-optimal policies quickly and also performs well in the presence of service-level chance
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constraints.

2.2 Nonlinear Markov Decision Problems

This section introduces a sequential decision-making framework built on nonlinear Markov

chains. These processes were originally introduced by McKean [13] and play an important role in

mean-field stochastic models. We use a discrete-time, finite-dimensional, and time-inhomogeneous

version. A specification of a nonlinear Markov chain with a finite state space S requires a collec-

tion of conditional pmfs 𝑝 (𝑡)𝜇 (𝑠′|𝑠) parameterized by pmfs 𝜇 on S for 𝑡 = 0, . . . , 𝑇 − 1 for some

horizon 𝑇 > 0, along with an initial distribution 𝜇(0) on S. The process is then constructed in two

steps. In the first step, a sequence {𝜇(𝑡)}𝑇
𝑡=1 of pmfs on S is recursively defined via

𝜇(𝑡+1) (𝑠′) =
∑︁
𝑠∈S

𝜇(𝑡) (𝑠) × 𝑝 (𝑡)
𝜇 (𝑡 )
(𝑠′|𝑠). (2.1)

In the second step, the joint pmf of (𝑆(0) , . . . , 𝑆(𝑇)) is defined as

𝜇(0) (𝑠(0)) ×
𝑇−1∏
𝑡=0

𝑝
(𝑡)
𝜇 (𝑡 )
(𝑠(𝑡+1) |𝑠(𝑡)).

It can be verified that 𝜇(𝑡) is the time-𝑡 marginal pmf. These processes derive their name from the

observation that the right-hand side of (2.1) can be nonlinear in 𝜇(𝑡) .

2.2.1 Definition

A discrete-time, finite-horizon nonlinear Markov decision problem consists of the following

model elements:

• The number of periods 𝑇 .

• A fixed underlying finite state space S = {1, 2, . . . , |S|}. We let 𝑠, 𝑠′ represent a generic ele-

ment of S. We write 𝑆(𝑡) for the state at time 𝑡, and we let 𝑠(𝑡) represent a generic realization

of 𝑆(𝑡) .
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• A fixed underlying finite action space A. We let 𝑎 represent a generic element of A. We

write 𝐴(𝑡) for the action at time 𝑡 taken upon observing 𝑆(𝑡) , and 𝑎 (𝑡) represent a generic

realization of 𝐴(𝑡) .

• Nonlinear transition probabilities 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎), 𝑡 = 0, 1, . . . , 𝑇 − 1, parameterized by a pmf 𝜇

on the state space. In line with nonlinear Markov chain terminology, we call the distribution

𝑝
(𝑡)
𝜇 the kernel of the environment at time 𝑡. We assume that, for each (𝑠, 𝑎, 𝑠′), the restriction

of 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) to the set of pmfs 𝜇 on S with 𝜇(𝑠) > 0 has the smooth extension property.

• Markovian policy functions 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) parameterized by 𝜃 (𝑡) from some convex set Θ(𝑡) in

Euclidean space. We require that, for each (𝑠, 𝑎), 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) has the smooth extension prop-

erty as a function of 𝜃 (𝑡) on Θ(𝑡) .

• Immediate reward functions 𝑟 (𝑡)𝜇 (𝑠, 𝑎), 𝑡 = 0, 1, . . . , 𝑇 − 1, parameterized by a pmf 𝜇 on

the state space, and a terminal reward function 𝑟 (𝑇)𝜇 (𝑠). We assume that restrictions of the

𝑟
(𝑡)
𝜇 (𝑠, 𝑎) and 𝑟 (𝑇)𝜇 (𝑠) to the set of pmfs 𝜇 on S with 𝜇(𝑠) > 0 have the smooth extension

property.

Throughout the remainder of this chapter, unless otherwise stated, the symbol 𝑡 shall represent

some non-negative time epoch less than 𝑇 .

Fix a choice of model elements, an initial 𝜇(0) on the state space, and a policy parameter vector

𝜽 = (𝜃 (0) , . . . , 𝜃 (𝑇−1)). A pmf 𝑞𝜇 (0) ,𝜽 of the random vector (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇−1) , 𝐴(𝑇−1) , 𝑆(𝑇))

can be defined in two steps. In the first step, a sequence {𝜇(𝑡)𝜽 }
𝑇
𝑡=0 of pmfs on the state space S is

recursively defined, for each 𝑠′ ∈ S, via

𝜇
(0)
𝜽 (𝑠

′) = 𝜇(0) (𝑠′)

𝜇
(𝑡+1)
𝜽 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎).
(2.2)

We emphasize that 𝜇(𝑡)𝜽 is constant in 𝜃 (𝑡) , . . . , 𝜃 (𝑇−1) , but for conciseness we do not make this
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explicit in our notation. In the second step, the pmf 𝑞𝜇 (0) ,𝜽 is defined via

𝑞𝜇 (0) ,𝜽 (𝑠(0) , 𝑎 (0) , . . . , 𝑎 (𝑇−1) , 𝑠(𝑇)) = 𝜇(0) (𝑠(0)) ×
𝑇−1∏
𝑡=0

[
𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡))
]
.

(2.3)

It directly follows from (2.3) that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1) |𝑠(0) , 𝑎 (0) , . . . , 𝑠(𝑡) , 𝑎 (𝑡)) = 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡)), (2.4)

and so the pmf 𝑞𝜇 (0) ,𝜽 satisfies the nonlinear Markov property: the future state depends only on the

current state, the current action, and the distribution of the current state, but not on the history of

previous states or actions. Note also that

𝑞𝜇 (0) ,𝜽 (𝑎 (𝑡) |𝑠(0) , 𝑎 (0) , . . . , 𝑠(𝑡)) = 𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) (2.5)

thereby justifying the name of 𝜋(𝑡)
𝜃 (𝑡 )

.

Given that 𝑞𝜇 (0) ,𝜽 (𝑠(0)) = 𝜇(0) (𝑠(0)) and that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1)) =
∑︁

𝑠 (𝑡 ) ,𝑎 (𝑡 )

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) × 𝑞𝜇 (0) ,𝜽 (𝑎 (𝑡) |𝑠(𝑡)) × 𝑞𝜇 (0) ,𝜽 (𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡))

=
∑︁

𝑠 (𝑡 ) ,𝑎 (𝑡 )

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) × 𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑠(𝑡)) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠(𝑡+1) |𝑠(𝑡) , 𝑎 (𝑡)),

an inductive argument shows that

𝑞𝜇 (0) ,𝜽 (𝑠(𝑡)) = 𝜇
(𝑡)
𝜽 (𝑠

(𝑡)), (2.6)

and so 𝜇(𝑡)𝜽 is the one-dimensional marginal pmf of 𝑆(𝑡) under 𝑞𝜇 (0) ,𝜽 .

For the remainder of this chapter, we shall consider 𝜇(0) fixed and suppress the functional

dependence of 𝜇(0) on 𝑞𝜇 (0) ,𝜽 . We denote the expectation operator corresponding to 𝑞𝜽 by E𝜽 .
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The nonlinear Markov decision problem can now be formally stated as:

sup
𝜽

E𝜽

[
𝑇−1∑︁
𝑡=0

𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡) , 𝐴(𝑡)) + 𝑟 (𝑇)
𝜇
(𝑇 )
𝜽

(𝑆(𝑇))
]
.

By (2.4), (2.5), and (2.6), the expected immediate reward at time 𝑡 < 𝑇 and expected final reward

under 𝑞𝜽 can be expressed as

E𝜽

[
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡) , 𝐴(𝑡))
]
=

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) (2.7)

E𝜽

[
𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑆(𝑇))
]
=

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠),

and so this decision problem can be represented as

sup
𝜽
𝐽𝜽 , (2.8)

where

𝐽𝜽 =

𝑇−1∑︁
𝑡=0

(∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎)
)
+

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) (2.9)

Evidently, finite-horizon Markov decision processes are a special case upon letting the kernels

and rewards not depend on 𝜇.

2.2.2 The Policy Gradient Theorem

The algorithms we develop for the decision problem (2.8) require the gradients of 𝐽𝜽 with

respect to the 𝜃 (𝑡) for all 𝑡 < 𝑇 . A change in 𝜃 (𝑡) directly affects the expected immediate reward

at time 𝑡 in (2.7), since the probabilities of realizing each action given a state at time 𝑡 will be

changed. In sharp contrast to the Markov setting, in this nonlinear setting a change in 𝜃 (𝑡) also

indirectly affects all subsequent rewards because it directly affects the pmf 𝜇(𝑡+1)
𝜽 , see (2.2), and

thus all subsequent pmfs 𝜇(𝑡+2)
𝜽 , . . . , 𝜇

(𝑇)
𝜽 , too.

Theorem 2.1 (Policy Gradient Theorem). Suppose a pmf 𝜇(0) on initial states and a vector of
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policy parameters 𝜽 are given. The gradient ∇𝜃 (𝑡 ) 𝐽𝜽 of the expected total reward with respect to

𝜃 (𝑡) satisfies

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) ×

(
∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠)

)
×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎), (2.10)

where 𝑄 (𝑡)
𝜇,𝜎′ is defined as

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇 (𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) × 𝜎′(𝑠′),

the 𝜇(𝑡)𝜽 can be calculated with (2.2), and the 𝜎 (𝑡)𝜽 can be calculated via

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) +
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) ×

𝜕

𝜕𝜇(𝑠) 𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎).

(2.11)

The figure below depicts the iterative schemes involved in the gradient calculation. Arrows

indicate the computational dependencies. The top row shows the forward scheme defined in (2.2),

the bottom row shows the backward scheme in (2.11), and the middle row illustrates how the

gradient components are computed from (2.10).

𝜇
(0)
𝜽 𝜇

(1)
𝜽 𝜇

(2)
𝜽

· · · 𝜇
(𝑇−1)
𝜽 𝜇

(𝑇)
𝜽

𝜎
(0)
𝜽 𝜎

(1)
𝜽 𝜎

(2)
𝜽

· · · 𝜎
(𝑇−1)
𝜽 𝜎

(𝑇)
𝜽

∇𝜃 (0) 𝐽𝜽 ∇𝜃 (1) 𝐽𝜽 ∇𝜃 (2) 𝐽𝜽 · · · ∇𝜃 (𝑇−1) 𝐽𝜽

. . .

Figure 2.1: Forward-backward iterative scheme for QDPs.
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2.2.3 Connection to the Markov Chain Setting

The function 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

appearing in the policy gradient theorem is not the state-action value

function. In this subsection, we explain why and also relate our theorem to the standard textbook

form of the policy gradient theorem.

In the (classical) Markov chain case, the familiar backward recursion for the state value func-

tion 𝑉 (𝑡)
𝜽 ,Markov for Markov decision problems is

𝑉
(𝑇)
𝜽,Markov(𝑠) = 𝑟

(𝑇)
Markov(𝑠)

𝑉
(𝑡)
𝜽,Markov(𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝑟
(𝑡)
Markov(𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
Markov(𝑠

′|𝑠, 𝑎) ×𝑉 (𝑡+1)
𝜽 ,Markov(𝑠

′)
]
,

(2.12)

which can be expressed using state-action value functions 𝑄 (𝑡)
𝜽,Markov as

𝑉
(𝑇)
𝜽,Markov(𝑠) = 𝑟

(𝑇)
Markov(𝑠)

𝑄
(𝑡)
𝜽,Markov(𝑠, 𝑎) = 𝑟

(𝑡)
Markov(𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
Markov(𝑠

′|𝑠, 𝑎) ×𝑉 (𝑡+1)
𝜽,Markov(𝑠

′)

𝑉
(𝑡)
𝜽,Markov(𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜽 ,Markov(𝑠, 𝑎).

(2.13)

Thus, in that case, the policy gradient theorem can be obtained immediately upon noting that the

expected total reward

𝐽𝜽,Markov =

𝑇−1∑︁
𝑡=0

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)Markov(𝑠, 𝑎) +

∑︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × 𝑟

(𝑇)
Markov(𝑠)

can be written as a sum over the first 𝑡 expected immediate rewards plus
∑
𝑠,𝑎 𝜇

(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

𝑄
(𝑡)
𝜽 ,Markov(𝑠, 𝑎). Since 𝑄 (𝑡)

𝜽 ,Markov and 𝜇(𝜏)𝜽 for 𝜏 ≤ 𝑡 are constant in 𝜃 (𝑡) , the policy gradient theorem

follows:

∇𝜃 (𝑡 ) 𝐽𝜽,Markov =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜽 ,Markov(𝑠, 𝑎). (2.14)

Now consider the nonlinear Markov chain case. Fix 𝑡 and policy parameter 𝜃 (𝑡) ∈ Θ(𝑡) . For a
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pmf 𝜇 on the state space S, define the pmf P (𝑡)
𝜃 (𝑡 )
(𝜇) on S via

[P (𝑡)
𝜃 (𝑡 )
(𝜇)] (𝑠′) =

∑︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎). (2.15)

Note that P (𝑡)
𝜃 (𝑡 )
(𝜇(𝑡)𝜽 ) = 𝜇

(𝑡+1)
𝜽 for a fixed policy vector 𝜽. Recursively define the real-valued func-

tions 𝑉 (𝑡)
𝜇,𝜽 by setting, for each 𝑠 ∈ S,

𝑉
(𝑇)
𝜇,𝜽 (𝑠) = 𝑟

(𝑇)
𝜇 (𝑠)

𝑉
(𝑡)
𝜇,𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎) +

∑︁
𝑎,𝑠′

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) ×𝑉 (𝑡+1)

P (𝑡 )
𝜃 (𝑡 )
(𝜇),𝜽
(𝑠′),

(2.16)

and define the state value function 𝑉̌ (𝑡)𝜽 via 𝑉̌ (𝑡)𝜽 (𝑠) = 𝑉
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜽
(𝑠). Expanding (2.16) in the same

manner as we did to derive (2.13) from (2.12) and substituting the appropriate 𝜇(𝑡)𝜽 for 𝜇 results in

the recursion
𝑉̌
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝑄̌
(𝑡)
𝜽 (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝑉̌ (𝑡+1)
𝜽 (𝑠′)

𝑉̌
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑄̌ (𝑡)𝜽 (𝑠, 𝑎),

where 𝑄̌ (𝑡)𝜽 is the state-action value function. In contrast to this recursion for the state value func-

tion, the recursion for the 𝜎 (𝑡)𝜽 given by

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) = 𝑟 (𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)
𝜽 (𝑠′)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎)

is fundamentally different due to the presence of the extra partial derivative term in the last equa-

tion. This is a consequence of the fact that changing 𝜇(𝑡)𝜽 also changes the transition probabilities
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𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) in the nonlinear setting.

The policy gradient theorem in the nonlinear Markov chain case uses 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

, which in-

cludes this extra term, instead of the state-action value function 𝑄̌ (𝑡)𝜽 . In the Markov chain case,

where 𝑟 (𝑡)𝜇 and 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) do not depend on 𝜇, the two functions 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

and 𝑄̌ (𝑡)𝜽 are identical.

We see that 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

is not the state-action value function, even though we use the symbol 𝑄.

We next relate our policy gradient theorem to the policy gradient theorem found in textbooks

such as [47]. We stay in the Markov setting. After augmenting the state with time to incorporate

nonstationarity, the collection of value functions {𝑉 (𝑡)
𝜽 ,Markov : 0 ≤ 𝑡 ≤ 𝑇} can be viewed as a single

value function on the set of augmented states, where the value at (𝑠, 𝑡) is given by 𝑉 (𝑡)
𝜽,Markov(𝑠).

Similarly, the value at an augmented state-action pair (𝑠, 𝑡, 𝑎) is𝑄 (𝑡)
𝜽,Markov(𝑠, 𝑎). The agent’s policy

is modeled via 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) using a single—but typically high-dimensional—policy parameter 𝜁 . The

probability 𝜇̃𝜁 (𝑠, 𝑡) of ever reaching the augmented state (𝑠, 𝑡) can be calculated recursively via

𝜇̃𝜁 (𝑠, 0) = 𝜇(0) (𝑠)

𝜇̃𝜁 (𝑠′, 𝑡 + 1) =
∑︁
𝑠,𝑎

𝜇̃𝜁 (𝑠, 𝑡) × 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) × 𝑝 (𝑡)Markov(𝑠
′|𝑠, 𝑎).

(2.17)

Writing 𝐽𝜁,Markov for the expected total reward, the policy gradient theorem in [47, Section 13.2]

takes the form

∇𝜁 𝐽𝜁,Markov =
∑︁
𝑠,𝑡

𝜇̃𝜁 (𝑠, 𝑡) ×
∑︁
𝑎

∇𝜁 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) ×𝑄 (𝑡)𝜽,Markov(𝑠, 𝑎).

Suppose that 𝜁 is taken as the vector 𝜽 = (𝜃 (0) , . . . , 𝜃 (𝑇−1)) and that 𝜋̃𝜁 (𝑎 |𝑠, 𝑡) takes the form

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠), so we have that 𝜇̃𝜁 (𝑠, 𝑡) = 𝜇̃

(𝑡)
𝜽 (𝑠) and 𝐽𝜁,Markov = 𝐽𝜽,Markov. Since ∇𝜁 𝐽𝜁,Markov can

then be written as (∇𝜃 (0) 𝐽𝜽,Markov, . . . ,∇𝜃 (𝑇−1) 𝐽𝜽,Markov)⊤, the standard policy gradient for 𝑡 takes

the form in (2.14).
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2.2.4 Natural Gradient

While the standard gradient ∇𝜽𝐽𝜽 points in the direction of steepest ascent in Euclidean pa-

rameter space, the natural gradient ∇̂𝜽𝐽𝜽 identifies the steepest direction according to the intrinsic

geometry of the parameter space, as measured by the Fisher information metric [10, 11]. Specifi-

cally, the natural gradient is defined via

∇̂𝜽𝐽𝜽 = 𝐹 (𝜽)† × ∇𝜽𝐽𝜽 ,

where 𝐹 (𝜽)† is the Moore-Penrose inverse of the Fisher information matrix

𝐹 (𝜽) = E𝜽

(
∇𝜽 log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) ×

(
∇𝜽 log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

)⊤ )
.

The square matrix 𝐹 (𝜽) can be represented using the following block structure:

𝐹 (𝜽) =



𝐹 (0,0) (𝜽) 𝐹 (0,1) (𝜽) · · · 𝐹 (0,𝑇−1) (𝜽)

𝐹 (1,0) (𝜽) 𝐹 (1,1) (𝜽) · · · 𝐹 (1,𝑇−1) (𝜽)
...

...
. . .

...

𝐹 (𝑇−1,0) (𝜽) 𝐹 (𝑇−1,1) (𝜽) · · · 𝐹 (𝑇−1,𝑇−1) (𝜽)


,

where the matrices 𝐹 (𝑡1,𝑡2) (𝜽) are given by

𝐹 (𝑡1,𝑡2) (𝜽) = E𝜽

(
∇𝜃 (𝑡1 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) ×

(
∇𝜃 (𝑡2 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

)⊤)
.

(2.18)

Of course, 𝐹 (𝑡2,𝑡1) (𝜽) is the transpose of 𝐹 (𝑡1,𝑡2) (𝜽). Here the expectation of a matrix should be

interpreted elementwise.

Proposition 2.2 below shows how to calculate each block 𝐹 (𝑡1,𝑡2) (𝜽) of 𝐹 (𝜽) in terms of the
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‘policy function’ Fisher information matrices 𝐾 (𝑡) (𝜽) defined by

𝐾 (𝑡) (𝜽) = E𝜽

(
∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)) × (∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)))⊤

)
and the transition kernel Fisher information matrices 𝑀 (𝑡) (𝜽) defined by

𝑀 (𝑡) (𝜽) = E𝜽

(
∇𝜇 log 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)) ×
(
∇𝜇 log 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡))
)⊤)

.

It is sufficient to focus on 0 ≤ 𝑡1 ≤ 𝑡2 ≤ 𝑇 − 1 due to symmetry of 𝐹 (𝜽).

In the statement of the proposition below (and for the remainder of this chapter) we use the

shorthand notation ∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 = ∇𝜇P (𝑡)

𝜃 (𝑡 )
(𝜇)

��
𝜇=𝜇

(𝑡 )
𝜽

and ∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 = ∇𝜃 (𝑡 )P

(𝑡)
𝜃 (𝑡 )
(𝜇)

��
𝜇=𝜇

(𝑡 )
𝜽

. Using

this notation, for 𝑡1 < 𝑡2, we furthermore write

∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 = (∇𝜃 (𝑡1 ) 𝜇

(𝑡1+1)
𝜽 ) × (∇

𝜇
(𝑡1+1)
𝜽

𝜇
(𝑡1+2)
𝜽 ) × · · · × (∇

𝜇
(𝑡2 )
𝜽

𝜇
(𝑡2+1)
𝜽 ),

which is the chain rule when 𝜇(𝑡2+1)
𝜽 is viewed as the composition of P (𝑡2)

𝜃 (𝑡2 )
, . . . ,P (𝑡1)

𝜃 (𝑡1 )
evaluated at

𝜇
(𝑡1)
𝜽 .

Proposition 2.2. For the diagonal blocks of 𝐹 (𝜽), we have

𝐹 (𝑡,𝑡) (𝜽) = 𝐾 (𝑡) (𝜽) + (∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 ) × 𝐺 (𝑡+1) (𝜽) × (∇𝜃 (𝑡 ) 𝜇

(𝑡+1)
𝜽 )⊤.

For the off-diagonal blocks, with 0 ≤ 𝑡1 < 𝑡2 ≤ 𝑇 − 1, we have

𝐹 (𝑡1,𝑡2) (𝜽) = (∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,

where the 𝐺 (𝑡) (𝜽) can be recursively calculated using 𝐺 (𝑇) (𝜽) = 0 and, for 𝑡 = 1, . . . , 𝑇 − 1,

𝐺 (𝑡) (𝜽) = 𝑀 (𝑡) (𝜽) + (∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 ) × 𝐺 (𝑡+1) (𝜽) × (∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 )⊤.
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2.3 State-Partitioned Tabular Policies

There are several challenges to calculate the natural gradient from the Fisher information ma-

trix. First, the matrices ∇𝜃 (𝑡 ) 𝜇
(𝑡+1)
𝜽 and ∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 must be calculated, which may be expensive

depending on the size of the state space and the dimension of the parameter space. Second, appro-

priate matrix products must be calculated to find the 𝐺 (𝑡) (𝜽). Third, the policy Fisher information

matrix 𝐹 (𝜽) needs to be inverted, which may again come at a significant expense. In this section

we describe and justify a computationally tractable algorithm in the important special case when

the policy is a state-partitioned tabular policy.

2.3.1 Preliminaries

A state-partitioned tabular policy requires a deterministic partition of the state space S into

disjoint subsets S𝑧 indexed by a finite setZ, where each subset S𝑧 is assigned to a distinct tabular

expert 𝑧 ∈ Z. The policy parameter 𝜃 (𝑡) becomes a collection (𝜃 (𝑡)𝑧 )𝑧∈Z. Each 𝜃 (𝑡)𝑧 is a pmf over

the action set A, so the set Θ(𝑡) of feasible parameters is the |Z|-fold Cartesian product of the

probability simplex over A. The policy is then given by

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) = 𝜃 (𝑡)

𝑧(𝑠) (𝑎), (2.19)

where 𝑧(𝑠) denotes the deterministic assignment function mapping state 𝑠 to its corresponding

expert. A standard tabular policy corresponds to the special case when each expert is identified

with a corresponding state so that |Z| = |S| and each S𝑧 is a singleton. A policy parameter vector

𝜽 is a pure policy if, for each 𝑧 and 𝑡, the support of 𝜃 (𝑡)𝑧 is a singleton.

The forward iterative scheme takes the form

𝜇
(0)
𝜽 (𝑠

′) = 𝜇(0) (𝑠′)

𝜇
(𝑡+1)
𝜽 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) × 𝑝

(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
(2.20)
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and the backward iterative scheme takes the form

𝜎
(𝑇)
𝜽 (𝑠) = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠) +
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) ×

𝜕

𝜕𝜇(𝑠) 𝑟
(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜃
(𝑡)
𝑧(𝑠) (𝑎) ×𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) ×

𝜕

𝜕𝜇(𝑠)𝑄
(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎),

(2.21)

where we use, as before,

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑟

(𝑡)
𝜇 (𝑠, 𝑎) +

∑︁
𝑠′
𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) × 𝜎′(𝑠′). (2.22)

The function 𝑄
(𝑡)
𝑧,𝜽 on A associated with time 𝑡 and expert 𝑧 defined via

𝑄
(𝑡)
𝑧,𝜽 (𝑎) =


∑
𝑠∈S𝑧 𝜇

(𝑡)
𝜽 (𝑠 |S𝑧) ×𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎) if 𝜇(𝑡)𝜽 (S𝑧) > 0

0 otherwise

(2.23)

is a weighted average of the 𝑄 (𝑡) function and plays a pivotal role in our algorithm. Here the

conditional pmf on states 𝜇(𝑡)𝜽 (𝑠 |S𝑧) associated with time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0 is given

by, for 𝑠 ∈ S𝑧,

𝜇
(𝑡)
𝜽 (𝑠 |S𝑧) =

𝜇
(𝑡)
𝜽 (𝑠)

𝜇
(𝑡)
𝜽 (S𝑧)

.

For a standard tabular policy, we simply have 𝑄
(𝑡)
𝑧,𝜽 (𝑎) = 𝑄

(𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑧, 𝑎).

We close this subsection with a characterization of the local maxima of 𝐽𝜽 for state-partitioned

tabular policies. The gradient ∇𝜽𝐽𝜽 consists of𝑇×|Z| subvectors of the form ∇
𝜃
(𝑡 )
𝑧
𝐽𝜽 corresponding

to time 𝑡 and expert 𝑧. By the policy gradient theorem (Theorem 2.1), in view of (2.19), the

elements of this subvector can be written as

𝜕𝐽𝜽

𝜕𝜃
(𝑡)
𝑧 (𝑎)

= 𝜇
(𝑡)
𝜽 (S𝑧) ×𝑄

(𝑡)
𝑧,𝜽 (𝑎). (2.24)

For the proposition below, keep in mind that the domain of 𝐽𝜽 is a product of probability
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simplices, which is a closed, convex set that includes its boundary points (i.e., points with zero

entries are permitted).

Proposition 2.3. Consider a state-partitioned tabular policy. If a policy parameter vector 𝜽 is a

local maximum of 𝐽𝜽 then, for each time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0, the support of 𝜃 (𝑡)𝑧 is

contained in arg max𝑎 𝑄
(𝑡)
𝑧,𝜽 (𝑎).

In the Markov chain setting, a global maximum can be found using policy iteration, since any

pure policy can be improved by selecting the best action given the incumbent state-action value

function. A pure policy is (globally) optimal if it cannot be improved in this manner. Although the

preceding proposition states that each (local) maximum satisfies a similar “fixed-point” equation,

unlike in the Markov chain setting, there is no guarantee that repeatedly updating pure policies by

maximizing the incumbent 𝑄
(𝑡)
𝑧,𝜽 functions results in a converging sequence of policies, let alone

that this sequence converges to a local maximum. This is because in the nonlinear setting the 𝑄
(𝑡)
𝑧,𝜽

are not, in general, state-action value functions.

2.3.2 Exponentiated Q-Ascent Algorithm

Our algorithm starts from an arbitrary 𝜽 with all 𝜃 (𝑡)𝑧 in the (relative) interior of the probability

simplex over A, and all iterates continue to lie in this (relative) interior. The updating equation

(2.25) below, together with the connection to the natural gradient ascent algorithm we develop in

the next subsection, motivates the name exponentiated Q-ascent algorithm.

Algorithm steps. Given a learning rate 𝜂 > 0, we execute these steps:

1. Calculate the 𝜇(𝑡)𝜽 with forward iterative scheme (2.20).

2. Calculate the 𝜎 (𝑡)𝜽 with backward iterative scheme (2.21).

3. Calculate the 𝑄
(𝑡)
𝑧,𝜽 using the definitions in (2.22) and (2.23).
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4. Update 𝜽 via, for every 𝑡 and 𝑧,

𝜃
(𝑡)
𝑧 (𝑎) ←

𝜃
(𝑡)
𝑧 (𝑎) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎)

)
∑
𝑎̃ 𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

) . (2.25)

(If 𝜇(𝑡)𝜽 (S𝑧) = 0, then 𝑄
(𝑡)
𝑧,𝜽 is zero and it is understood that no update takes place.) The

update uses the current values of 𝜃 (𝑡)𝑧 on the right-hand side to compute all new values of 𝜃 (𝑡)𝑧

simultaneously before overwriting.

5. Go to Step 1 until
𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × Var

𝐴∼𝜃 (𝑡 )𝑧

(
𝑄
(𝑡)
𝑧,𝜽 (𝐴)

)
< 𝜖.

Here

Var
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴)) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) × (𝑄

(𝑡)
𝑧,𝜽 (𝑎))2 −

(
𝐸
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴))
)2
,

where

𝐸
𝐴∼𝜃 (𝑡 )𝑧

(𝑄 (𝑡)𝑧,𝜽 (𝐴)) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×𝑄

(𝑡)
𝑧,𝜽 (𝑎).

Stopping criterion. Let 𝜃 (𝑡)𝑧 denote the updated 𝜃 (𝑡)𝑧 . Recall that the Kullback-Leibler (KL) di-

vergence between pmfs 𝑝1 and 𝑝2 on the same finite set is defined via

KL(𝑝1 ∥ 𝑝2) =
∑︁
𝑦

𝑝1(𝑦) log
(
𝑝1(𝑦)
𝑝2(𝑦)

)
.

The right-hand side should be interpreted as a sum over the support of 𝑝1 only, and it should be

interpreted as∞when the denominator is zero for at least one of the summands. From the updating
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rule (2.25) we have that

KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 ) =
∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) × log

(
𝜃
(𝑡)
𝑧 (𝑎)
𝜃
(𝑡)
𝑧 (𝑎)

)
=

∑︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎) ×

(
log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
− 𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎)

)
= log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
− 𝜂 × 𝐸

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)).

The first term can be seen as a log-moment generating function of 𝑄
(𝑡)
𝑧,𝜽 under 𝜃 (𝑡)𝑧 , and its Taylor

expansion around 𝜂 = 0 is

log

(∑̃︁
𝑎

𝜃
(𝑡)
𝑧 (𝑎̃) × exp

(
𝜂 ×𝑄 (𝑡)𝑧,𝜽 (𝑎̃)

))
≈ 𝜂 × 𝐸

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)) +

𝜂2

2
× Var

𝐴∼𝜃 (𝑡 )𝑧
(𝑄 (𝑡)𝑧,𝜽 (𝐴)).

So the stopping criterion is approximately

𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 ) <

𝜂2

2
𝜖 . (2.26)

It follows from (2.3) and the chain rule of Kullback-Leibler divergence (see [48, Thm. 2.5.3]) that

KL(𝑞𝜽 ∥ 𝑞𝜽) =
𝑇−1∑︁
𝑡=0

∑︁
𝑧∈Z

𝜇
(𝑡)
𝜽 (S𝑧) × KL(𝜃 (𝑡)𝑧 ∥ 𝜃 (𝑡)𝑧 )

+
𝑇−1∑︁
𝑡=0

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜃

(𝑡)
𝑧(𝑠) (𝑎) × KL(𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(·|𝑆(𝑡) = 𝑠, 𝐴(𝑡) = 𝑎) ∥ 𝑝 (𝑡)
𝜇
(𝑡 )
𝜽

(·|𝑆(𝑡) = 𝑠, 𝐴(𝑡) = 𝑎)).

The first term represents the contribution due to the immediate effect of the policy change, while

the second term represents the contribution due to the effect of the policy change on the transition

probabilities. Since the left-hand side of (2.26) coincides with the first term, the stopping criterion

can be interpreted as a proxy for requiring that KL(𝑞𝜽 ∥ 𝑞𝜽) be small whenever the contribution

of the second term is of second-order.
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Adaptive step size variant. Our algorithm naturally supports an adaptive updating scheme in-

spired by the line search mechanism of Trust Region Policy Optimization (TRPO) [5], which

dynamically manages the policy update step size. At each iteration, a candidate policy is generated

via (2.25) and the objective value of this candidate policy is evaluated. If this value is an improve-

ment over the objective value of the current policy, the update is accepted and the original learning

rate 𝜂 is used for the next iteration. Otherwise, the learning rate 𝜂 is reduced (e.g., halved), the

candidate is recomputed, and its corresponding objective value is evaluated. This process con-

tinues until there is an improvement in objective value. The resulting adaptive scheme prevents

overshooting and ensures the update remains within a ‘trusted’ region of reliable improvement,

thus mirroring the approach used in TRPO.

2.3.3 Approximate Natural Gradient

In this subsection we show that the exponentiated Q-ascent algorithm can be viewed as an ap-

proximate version of natural gradient ascent after appropriately transforming the parameter space.

The updating scheme maintains pmfs 𝜃 (𝑡)𝑧 in the (relative) interior of the probability simplex

over A. Define the centered log-probabilities

𝛾
(𝑡)
𝑧,𝑎 = log

(
𝜃
(𝑡)
𝑧 (𝑎)

)
− 1
|A|

∑̃︁
𝑎∈A

log
(
𝜃
(𝑡)
𝑧 (𝑎̃)

)
,

so that
∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0. There is a one-to-one correspondence between the pmf 𝜃 (𝑡)𝑧 and the vector

𝛾
(𝑡)
𝑧 = (𝛾 (𝑡)

𝑧,1, . . . , 𝛾
(𝑡)
𝑧,|A|) with

∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0, with the inverse given by the softmax:

𝜃
(𝑡)
𝑧 (𝑎) =

exp
(
𝛾
(𝑡)
𝑧,𝑎

)
∑
𝑎̃ exp

(
𝛾
(𝑡)
𝑧,𝑎̃

) . (2.27)

Accordingly, any state-partitioned tabular policy in the relative interior of 𝚯 can be reparameterized

by 𝜸, the collection of 𝛾 (𝑡)𝑧 for each time 𝑡 and expert 𝑧. As long as we work in this interior, the
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policy can be defined directly using the 𝛾 (𝑡)𝑧 parameters via

𝜋
(𝑡)
𝛾 (𝑡 )
(𝑎 |𝑠) =

exp
(
𝛾
(𝑡)
𝑧(𝑠),𝑎

)
∑
𝑎̃∈A exp

(
𝛾
(𝑡)
𝑧(𝑠),𝑎̃

) .
This reparameterization allows us to work entirely with vectors 𝜸 for which

∑
𝑎 𝛾
(𝑡)
𝑧,𝑎 = 0 for each

time 𝑡 and expert 𝑧, bypassing the collection of pmfs 𝜽. To emphasize this reparametrization, we

denote the parameter space by 𝚪 rather than 𝚯. The objective function becomes 𝐽𝜸 and the function

𝑄
(𝑡)
𝑧,𝜽 becomes𝑄

(𝑡)
𝑧,𝜸. We let 𝜽 (𝜸) denote the softmax transformation back to the pmf representation.

In lieu of working with the natural gradient, our algorithm uses an approximate natural gradient

∇̃𝜸𝐽𝜸 defined as

∇̃𝜸𝐽𝜸 = 𝐹̃ (𝛾)† × ∇𝜸𝐽𝜸,

which is identical in form to the natural gradient, except that it uses the block diagonal matrix 𝐹̃ (𝜸)

with diagonal blocks 𝐹̃ (𝑡,𝑡) (𝜸) = 𝐾 (𝑡) (𝜸) instead of the matrix 𝐹 (𝜸). That is, 𝐹̃ (𝜸) is obtained by

setting 𝐺 (𝑡) (𝜸) = 0 for all 𝑡 in Proposition 2.2, which amounts to linearizing the nonlinear Markov

chain for purposes of the information geometry. We emphasize that, since the approximate natural

gradient is the product of 𝐹̃ (𝜸)† and ∇𝜸𝐽𝜸, these nonlinearities are incorporated in the approximate

natural gradient as they remain present in the standard gradient term ∇𝜸𝐽𝜸. The matrix 𝐹̃ (𝜸)

exhibits a two-level block-diagonal structure. At the first level, it is block-diagonal across time

indices, with each diagonal block corresponding to a fixed time step. At the second level, each

time-specific block is itself block-diagonal over experts. The diagonal block associated with the

pair (𝑡, 𝑧) is given by

𝐹̃ (𝑡,𝑧),(𝑡,𝑧) (𝜸) = 𝜇
(𝑡)
𝜸 (S𝑧) × 𝐹̂ (𝛾 (𝑡)𝑧 ),

where, for 𝜓 ∈ R|A|,

𝐹̂ (𝜓) =
∑︁
𝑎

𝜋̂𝜓 (𝑎) × (∇𝜓 log 𝜋̂𝜓 (𝑎)) × (∇𝜓 log 𝜋̂𝜓 (𝑎))⊤
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is the Fisher information matrix corresponding to the softmax distribution 𝜋̂𝜓 defined via

𝜋̂𝜓 (𝑎) =
exp(𝜓𝑎)∑
𝑎̃ exp(𝜓𝑎̃)

. (2.28)

The next proposition shows that the elements of ∇̃𝜸𝐽𝜸 are appropriately centered values of the

𝑄
(𝑡)
𝑧,𝜸.

Proposition 2.4. Consider a state-partitioned tabular policy parameterized by the softmax param-

eter vector 𝜸. The subvector ∇̃
𝛾
(𝑡 )
𝑧,𝑎
𝐽𝜸 of the approximate natural gradient can be written as

∇̃
𝛾
(𝑡 )
𝑧,𝑎
𝐽𝜸 = 𝑄

(𝑡)
𝑧,𝜸 (𝑎) −

1
|A|

∑̃︁
𝑎

𝑄
(𝑡)
𝑧,𝜸 (𝑎̃). (2.29)

This proposition shows that our exponentiated Q-ascent algorithm corresponds to the approxi-

mate natural gradient ascent scheme

𝛾
(𝑡)
𝑧 ← 𝛾

(𝑡)
𝑧 + 𝜂 × ∇̃𝛾 (𝑡 )𝑧 𝐽𝜸 . (2.30)

Indeed, upon substitution of this into (2.27) using Proposition 2.4, we obtain the updating scheme

(2.25).

2.3.4 Performance Guarantee

The justification for using our exponentiated Q-ascent algorithm is provided by Theorem 2.5

below. It shows that it is approximately an appropriate natural gradient ascent algorithm near any

pure policy, even though this natural gradient ascent scheme for the softmax parameters

𝛾
(𝑡)
𝑧 ← 𝛾

(𝑡)
𝑧 + 𝜂 × ∇̂𝛾 (𝑡 )𝑧 𝐽𝜸

is computationally intractable as discussed earlier. This result justifies the use of the exponentiated

Q-ascent algorithm, which replaces the natural gradient ∇̂
𝛾
(𝑡 )
𝑧
𝐽𝜸 above with the approximate natural

26



gradient ∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 as in (2.30), for training nonlinear Markov decision problems.

The rank condition in the theorem below is an identifiability requirement. Denote the set of

‘unreachable’ time-expert pairs (𝑡, 𝑧) for which 𝜇(𝑡)𝜸 (S𝑧) = 0 byU(𝜸). Since we work in ambient

space when representing gradients, the number of columns of the matrix 𝐹 (𝜸) is 𝑇 × |Z| × |A|.

Adding a constant to each 𝜓𝑎 in (2.28) leaves the value of the right-hand side unchanged, so

for each pair (𝑡, 𝑧) the gradient of the log-trajectory probabilities vanishes along the direction

where the same constant is added to the elements of 𝛾 (𝑡)𝑧 . The linear span of these directions, a

subspace of dimension𝑇×|Z|, is contained in the null space of the Fisher information matrix 𝐹 (𝜸).

Furthermore, for each (𝑡, 𝑧) such that 𝜇(𝑡)𝜸 (S𝑧) = 0, 𝛾 (𝑡)𝑧 has no effect on the trajectory probabilities,

forming a subspace of dimension |A| − 1 within the null space for each such pair. We are left with

an upper bound on the rank of 𝐹 (𝜸), and are requiring that the rank of 𝐹 (𝜸𝑛) equals this upper

bound, i.e., there are no further reductions due to, for example, redundant parameters, equivalent

actions, and structural symmetries.

Theorem 2.5. Let 𝜽∗ be a pure policy, and let {𝜸𝑛} be a sequence in 𝚪 with 𝜽 (𝜸𝑛) → 𝜽∗ as

𝑛 → ∞. Define 𝜇(𝑡)∗ = lim𝑛→∞ 𝜇
(𝑡)
𝜸𝑛 and 𝑅(𝑡)𝜇 = {(𝑠, 𝑎, 𝑠′) : 𝜇(𝑠) > 0, 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) > 0}. Suppose

that

1. the setU(𝜸𝑛) is eventually independent of 𝑛 and the null space of 𝐹 (𝜸𝑛) is a fixed subspace

of dimension 𝑇 × |Z| + (|A| − 1) × |U(𝜸𝑛) |;

2. for all 𝑡, {𝑠 : 𝜇(𝑡)𝜸𝑛 (𝑠) > 0} eventually equals {𝑠 : 𝜇(𝑡)∗ (𝑠) > 0}; and

3. for all 𝑡, 𝑅(𝑡)
𝜇
(𝑡 )
𝜸𝑛

eventually equals 𝑅(𝑡)
𝜇
(𝑡 )
∗

.

Then

lim
𝑛→∞




∇̂𝜸𝐽𝜸𝑛 − ∇̃𝜸𝐽𝜸𝑛


 = 0.

At first blush, this theorem may appear unsurprising. In the Markov chain case we always have

∇̂𝜸𝐽𝜸 = ∇̃𝜸𝐽𝜸. In the nonlinear case, however, changes in the policy parameter 𝛾 (𝑡) propagate into
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the transition probabilities beyond time 𝑡. The theorem states that, in softmax coordinates, these

downstream effects do not substantially alter the natural-gradient direction near pure policies.

2.4 A Dynamic Pricing Example

2.4.1 Problem Description

We consider a single station queueing system with the following characteristics. It consists of

𝑛 ≥ 1 homogeneous servers that provide some service and a staging area (the ‘buffer’) with room

for 𝑏 ≥ 0 customers. Customers seeking service may either be served immediately or, if there

is space, must wait in the buffer until a server becomes available. Customers for which there no

available space in the buffer are lost. Customers occupy a server while they are in service, and this

server can serve no other customer during that time. They are served according to a nonpreemptive,

nonidling service discipline. All customers exit the system upon completion of service, at which

time they release their server.

We consider a discrete-time model with time indexed by the nonnegative integers, over a fixed

horizon 𝑇 > 0. All service durations are independent and identically distributed, and are inde-

pendent of everything else. Service durations are integer-valued, assumed to be at least one time

period, and have a maximum value. We let 𝑔 denote the service duration pmf. We use the conven-

tion that customers departing or arriving between times 𝑡 and 𝑡 + 1 do so immediately before time

𝑡 + 1, with arrivals immediately being able to use servers that are freed up (if any).

Fix some time 𝑡. The distribution of the number of customers arriving between times 𝑡 and

𝑡 + 1 depends on the price of the service, which is the action 𝑎 for this system. For each price

choice 𝑎 ∈ A, the number of arrivals follows a Poisson distribution with arrival rate 𝜆(𝑡)𝑎 . The price

choice 𝑎 can depend on the number of customers in the system at time 𝑡. Each customer who is

able to enter the system is charged the quoted price 𝑎. There is a fixed, per-period cost 𝑐𝑊 charged

to each customer waiting in the buffer. A terminal penalty 𝑐𝑇 is incurred for each customer still

in the system at time 𝑇 . There is also a service-level requirement: the probability that the number

of customers in the system at time 𝑡 exceeds a pre-determined threshold 𝑧 should not exceed a
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pre-determined probability 𝛼.

2.4.2 Nonlinear Markov Decision Problem Representation

State space. The QPLEX paradigm avoids the curse of dimensionality of a Markov chain repre-

sentation by re-imagining the information requirements so as to work with a state space of much

lower dimension. The state space S = Z × L consists of pairs (𝑧, ℓ), where 𝑧 represents the

number of customers in the system, and ℓ represents the remaining service duration of a uniformly

chosen at random customer in service. This state space is very small. Each 𝑧 is called a counter

and each ℓ is called a label. The symbols 𝑧, 𝑧′ and ℓ, ℓ′ shall be reserved for generic components

of Z and L, respectively. We shall simply write 𝑧 and ℓ for the components of state 𝑠. Similarly,

given a state 𝑠′, we shall write 𝑧′ and ℓ′ for the components of 𝑠′.

Given a pmf 𝜇 on the state space S, we write 𝜇(𝑧) = ∑
ℓ 𝜇(𝑧, ℓ) for the value of the marginal

of 𝜇 with respect to its first component. If 𝜇(𝑧) > 0, we furthermore write 𝜇 |𝑧 (ℓ) = 𝜇(𝑧, ℓ)/𝜇(𝑧)

for the conditional pmf of the label ℓ given the counter 𝑧 under 𝜇.

Markovian policy functions. We consider a state-partitioned tabular policy with |Z| experts,

each assigned to a specific counter 𝑧. Here S𝑧 = {𝑧} × L and note that 𝜇(S𝑧) = 𝜇(𝑧). Thus, the

parameter vector 𝜃 (𝑡) is a vector of |Z| pmfs.

Transition functions. In the QPLEX calculus the functions 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) have the following spe-

cific form. There exist functions 𝑝 (𝑡)
𝜉
(𝑧′, ℓ′|𝑧, 𝑎) parameterized by a pmf 𝜉 onL such that, whenever

𝜇(𝑧) > 0,

𝑝
(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) = 𝑝

(𝑡)
𝜇 |𝑧 (𝑧

′, ℓ′|𝑧, 𝑎) (2.31)

for any pmf 𝜇 on S, 𝑠 = (𝑧, ℓ), 𝑎, and 𝑠′ = (𝑧′, ℓ′). We now describe these functions. In what

follows, 𝜉 denotes a generic pmf on L.

Fix some time 𝑡, some pmf 𝜇 on S, some state (𝑧, ℓ) for which 𝜇(𝑧) > 0, and some action 𝑎.

Under the QPLEX calculus, the transition function 𝑝 (𝑡)𝜇 |𝑧 (𝑧′, ℓ′|𝑧, 𝑎) takes on the following specific
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‘chain-rule’ form:

𝑝
(𝑡)
𝜇 |𝑧 (𝑧

′, ℓ′|𝑧, 𝑎) =
∑︁
𝑑

𝑞𝜇 |𝑧 (𝑑 |𝑧) × 𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎) ×
∑︁
𝑘 ′
𝑞(𝑘′|𝑧, 𝑑, 𝑧′) × 𝑞𝜇 |𝑧 (ℓ′|𝑧, 𝑘′). (2.32)

We describe each term below.

The first term represents the probability that 𝑑 customers complete service by time 𝑡 + 1. The

QPLEX paradigm assumes the remaining service durations of the min(𝑧, 𝑛) customers in service

are i.i.d. with pmf given by 𝜇 |𝑧. Under this assumption each customer in service has probability

𝜇 |𝑧 (1) of completing their service by time 𝑡+1, and so this probability is given by 𝑞𝜇 |𝑧 (𝑑 |𝑧), where

𝑞𝜉 (𝑑 |𝑧) = Pr [bin (min(𝑧, 𝑛), 𝜉 (1)) = 𝑑] . (2.33)

The second term represents the probability that there are 𝑧′ customers in the system at time 𝑡+1

given that the number of customers in the system at time 𝑡 is 𝑧, there are 𝑑 customers completing

service during times 𝑡 and 𝑡 + 1, and the price choice is 𝑎. The number of customers arriving to

the system follows a Poisson distribution with arrival rate 𝜆(𝑡)𝑎 . There may not be room to admit

all arriving customers to the system due to a full buffer. If there are currently 𝑧 customers in the

system, 𝑑 of which leave during this period, then 𝑛+𝑏+𝑑−𝑧 customers can be admitted. Therefore,

𝜌(𝑡) (𝑧′|𝑧, 𝑑, 𝑎) =


Pr(Poisson(𝜆(𝑡)𝑎 ) = 𝑧′ + 𝑑 − 𝑧) if 𝑧′ < 𝑛 + 𝑏,

Pr(Poisson(𝜆(𝑡)𝑎 ) ≥ 𝑛 + 𝑏 + 𝑑 − 𝑧) if 𝑧′ = 𝑛 + 𝑏.

It remains to represent the probability that a uniformly chosen at random customer in service

at time 𝑡 + 1 has remaining service duration ℓ′ given that the number of customers in the system

at times 𝑡 and 𝑡 + 1 are 𝑧 and 𝑧′, respectively, and the number of customers completing service is

𝑑. This probability is obtained in two steps (the third and fourth terms) by conditioning on the

customer’s type at time 𝑡 + 1: Either a customer is continuing their service, in which this customer

is assigned type 𝑘′ = old, or this customer is beginning their service, in which this customer is
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assigned type 𝑘′ = new. (A ‘new’ customer could be a customer who had been waiting in the

buffer.) The third term represents the probability that a uniformly chosen at random customer at

time 𝑡 +1 has type 𝑘′ given the values of 𝑧, 𝑑, and 𝑧′. Of the min(𝑧′, 𝑛) customers in service at time

𝑡 + 1, there are min(𝑧, 𝑛) − 𝑑 customers of type ‘old’ and min(𝑧′, 𝑛) − (min(𝑧, 𝑛) − 𝑑) customers of

type ‘new’. Thus, using the convention that the type is ‘new’ if 𝑧′ = 0, the probability of selecting

a customer of type 𝑘′ is

𝑞(𝑘′|𝑧, 𝑑, 𝑧′) =



1 − min(𝑧,𝑛)−𝑑
min(𝑧′,𝑛) if 𝑘′ = new and 𝑧′ > 0

min(𝑧,𝑛)−𝑑
min(𝑧′,𝑛) if 𝑘′ = old and 𝑧′ > 0

1 if 𝑘′ = new and 𝑧′ = 0

0 otherwise.

(2.34)

Note that if 𝜇 |𝑧 (1) = 1, then all customers in service complete their service, and consequently we

have 𝑞(new|𝑧,min(𝑧, 𝑛), 𝑧′) = 1 and 𝑞(old|𝑧,min(𝑧, 𝑛), 𝑧′) = 0.

If the customer type is ‘new’, then the probability this customer will have a remaining service

duration of ℓ′ is simply the service duration probability 𝑔(ℓ′). If the customer type is ‘old’, which

can only happen if 𝜇 |𝑧 (1) < 1, its remaining service duration is one less than it was at time 𝑡, and it

must be greater than one (otherwise this customer would have completed their service). This leads

to the term 𝑞𝜇 |𝑧 (ℓ′|𝑧, 𝑘′), where

𝑞𝜉 (ℓ′|𝑧, 𝑘′) =


𝜉 (ℓ′+1)
1−𝜉 (1) if 𝑘′ = old

𝑔(ℓ′) otherwise.
(2.35)

For example, in vector form, if 𝜇 |𝑧 (ℓ) = (0.1, 0.2, 0.3, 0.4), then 𝑞𝜇 |𝑧 (ℓ′|𝑧, old) = ( 29 ,
1
3 ,

4
9 , 0).

Reward functions. Fix the number of customers in the system 𝑧 at time 𝑡 and price 𝑎. Suppose

there are 𝑑 customers who complete service by time 𝑡 + 1, 𝑦 customers who arrive to the system

between times 𝑡 and 𝑡+1, and the chosen price is 𝑎. Since the available capacity to house customers
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is 𝑛 + 𝑏 + 𝑑 − 𝑧, the revenue received by time 𝑡 + 1 is min(𝑦, 𝑛 + 𝑏 + 𝑑 − 𝑧) × 𝑎, and so the revenue

portion of the reward function 𝑟 (𝑡)𝜇 (𝑠, 𝑎) is

∑︁
𝑑,𝑦

𝑞𝜇 |𝑧 (𝑑 |𝑧) × Pr(Poisson(𝜆(𝑡)𝑎 ) = 𝑦) ×min(𝑦, 𝑛 + 𝑏 + 𝑑 − 𝑧) × 𝑎.

The cost portion of the reward function consists of the fixed, per-period waiting cost 𝑐𝑊×max(0, 𝑧−

𝑛) and a service-level penalty cost term of the form 𝐶 ×
(
max{∑𝑧>𝑛 𝜇(𝑧) − 𝛼, 0}

) 𝑘 for constants

𝐶 and 𝑘 used to incorporate the service-level requirement. The terminal reward function 𝑟 (𝑇)𝜇 (𝑠) is

−𝑐𝑇 × 𝑧, representing the terminal penalty.

2.4.3 Efficient Calculation

This nonlinear Markov chain exhibits special structure that can be exploited for efficient com-

putation of the policy gradient. Here, we present only a high-level overview of two key ingredients.

The first ingredient facilitating efficient calculation stems from the composite structure of a

state 𝑠 = (𝑧, ℓ), the form of the kernel (2.31), and the fact that the reward function can be written

in the following form with 𝑠 = (𝑧, ℓ):

𝑟
(𝑡)
𝜇 (𝑠, 𝑎) = 𝑐(𝑡)𝜇 + 𝑟 (𝑡)𝜇 |𝑧 (𝑧, 𝑎)

𝑟
(𝑇)
𝜇 (𝑠) = 𝑐(𝑇)𝜇 + 𝑟 (𝑇)𝜇 |𝑧 (𝑧).

(2.36)

This implies that, for 𝑠 = (𝑧, ℓ),

𝑄
(𝑡)
𝜇,𝜎′ (𝑠, 𝑎) = 𝑐

(𝑡)
𝜇 + 𝑄̂ (𝑡)𝜇 |𝑧 ,𝜎′ (𝑧, 𝑎) (2.37)

with appropriately defined 𝑄̂ (𝑡)
𝜉,𝜎′ (𝑧, 𝑎). In these equations, 𝜇 |𝑧 should be read as some fixed pmf

𝜉0 on L where 𝜇(𝑧) = 0. Note that the right-hand side is independent of ℓ, that the first term

is constant in (𝑧, ℓ, 𝑎), and that the second term only depends on 𝜇 through 𝜇 |𝑧. Due to this

structure, several sums in the forward and backward iterative schemes are no longer required, and
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the computation of 𝑄
(𝑡)
𝑧,𝜽 required by the algorithm is less expensive than a naive calculation.

The second ingredient facilitating efficient calculation is the fact that the policy gradient, like

the nonlinear transition probabilities in (2.32), can be written as a sum of product terms. The

sum-product algorithm offers a powerful tool for such calculations, as it systematically decom-

poses the computation into smaller, manageable operations. By eliminating redundant calculations

and reducing computational complexity, it enables efficient handling of sums of products, which

commonly arise in probabilistic inference and other computational tasks. Here is a very simple

concrete example to illustrate the idea. Consider the sum of products function of 𝑥2, 𝑥4 given by∑
𝑥1,𝑥3 𝑓1(𝑥1, 𝑥2)× 𝑓2(𝑥2, 𝑥3)× 𝑓3(𝑥3, 𝑥4) and suppose each variable takes𝑚 possible values. A naive

calculation takes order 𝑚4 time. By rewriting the expression as (∑𝑥1 𝑓1(𝑥1, 𝑥2)) × (
∑
𝑥3 𝑓2(𝑥2, 𝑥3) ×

𝑓3(𝑥3, 𝑥4)) and separately calculating each of the two functions in parentheses first, the sought-after

sum can be calculated in order 𝑚2.

2.5 Numerical Experiments

In the dynamic pricing example one seeks a pure policy on prices, namely, a specification of

the price to be quoted for each time 𝑡 and number of customers in the system 𝑧. Such count-based

policies have been widely studied in the dynamic pricing and revenue management literature for

multiserver systems with general service duration distributions, see, for example, [49, 50, 51].

Given an initial policy, which we always take to be uniform on prices for each (𝑡, 𝑧), the ex-

ponentiated Q-ascent algorithm (applied to a specific problem instance) will produce a sequence

of randomized policies on prices, each of which is a collection of distributions over prices, one for

each (𝑡, 𝑧). Throughout this section, when we speak of the QDP policy, it should be interpreted as

the last randomized policy in this sequence, converted to a pure policy by selecting, for each (𝑡, 𝑧),

the price corresponding to the mode of the distribution, with ties broken in favor of the lowest

price. Throughout these experiments, we set the stopping tolerance to 𝜖 = 10−6, unless otherwise

stated for runs that stop after a fixed number of training episodes. All training times we report are

for an Apple M4 chip.
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2.5.1 Algorithm Performance

To assess the performance of our algorithm, we study two cases for which the optimal solutions

are available: (i) small-scale instances where the full-information MDP can be solved to optimality

via Bellman equations; and (ii) instances with geometric service duration distributions, which can

be solved to optimality via Bellman equations as the state no longer needs to incorporate residual

service durations.

Experimental Design Elements

Each experiment starts with an empty system. The time horizon is 𝑇 = 50. The set of prices is

fixed to {0.1, 0.2, . . . , 1.0, 1.1}. (No customers arrive if the price is set to 1.1.) We next describe

design elements common to all our experiments.

Service duration distributions. We consider four discrete uniform service-time distributions

with different supports:

• The uniform distribution ‘Uni’, uniform on {1, 2, . . . , 20},

• The medium high uniform distribution ‘UniM’, uniform on {11, . . . , 20},

• The high uniform distribution ‘UniH’, uniform on {16, . . . , 20}, and

• The barbell distribution ‘BB’, uniform on {1, . . . , 5, 16, . . . , 20}.

Arrival rate functions. For each time 𝑡 and price 𝑎 chosen at time 𝑡 we let 𝜆(𝑡) (𝑎) represent the

corresponding Poisson rate of arriving customers. Each experiment must specify the 𝜆(𝑡) (𝑎) for

each of the 50 periods and 11 price levels or, equivalently, ten non-trivial arrival rate functions

{𝜆(𝑡) (𝑎) : 0 ≤ 𝑡 < 𝑇}, one for each price level 𝑎.

Each arrival rate function has the form

𝜆(𝑡) (𝑎) = 𝜆avg(𝑎) × 𝑠(𝑡) . (2.38)
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The shape function {𝑠(𝑡) : 0 ≤ 𝑡 < 𝑇} has a time-average 1
𝑇

∑𝑇−1
𝑡=0 𝑠

(𝑡) equal to 1, and so 𝜆avg(𝑎) is

the average arrival rate. We use four possible choices for the shape function depicted in the diagram

below: decreasing (‘DEC’), increasing (‘INC’), alternating (‘ALT’), and constant (‘CON’). (We

scaled each shape function so that its maximum is 1 to more easily reveal its shape.)
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Figure 2.2: Arrival-rate shape functions used in the experimental design.

To pin down the average arrival rates, we use a linear demand model so that

𝜆(𝑡) (𝑎) = 𝜆(𝑡) (0.1) × (1.1 − 𝑎).

In other words, a price of 1.1 corresponds to rejecting all customers and 𝜆(𝑡) (0.1) is the maximum

arrival rate associated with the minimum price. Given the expected service duration 𝐸 (𝑆) and the

number of servers 𝑛, we set the maximum arrival rate in terms of the maximum average utilization

𝑢avg(0.1) via

𝜆avg(0.1) =
𝑢avg(0.1) × 𝑛

𝐸 (𝑆) , (2.39)

consistent with Little’s Law. We set 𝑢avg(0.1) = 5. Keep in mind that an average utilization of 5

would only be realized if the price is set to its minimum level throughout the horizon. Note that

the average utilization at price 𝑎 = 1.0 is 0.5.

Putting it all together, the price-sensitive arrival rates are expressed in terms of the parameters

of the experimental design as follows:

𝜆(𝑡) (𝑎) =
𝑛 × 𝑢avg(0.1)

𝐸 (𝑆) × 𝑠(𝑡) × (1.1 − 𝑎). (2.40)
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Full-Information MDP

A suitable state space for a Markov chain formulation includes the number of customers in the

system 𝑧, but must also include relevant information about the remaining service durations of the

customers in service. As it is immaterial which server serves which customer for this system, it

is sufficient (and efficient) to keep track of the numbers of customers ℎ(ℓ) who have remaining

service duration ℓ for each possible ℓ = 1, . . . , ℓmax, where ℓmax is the right end point of the service

duration support, so ℓmax = 20 in our design. Note that
∑
ℓ ℎ(ℓ) = min(𝑧, 𝑛). (See [9, Ch. 2] for

details.) The number of states in such a formulation is 𝑂
(
𝑛ℓmax

)
, the cardinality of which grows

polynomially in 𝑛 with degree ℓmax, quickly becoming prohibitively large and rendering the full-

information MDP formulation computationally intractable. For small instances, the optimal policy

can be found via Bellman’s optimality equations. It is also possible to evaluate arbitrary policies

(including count-based policies) via Bellman’s equations.

We work with the following experimental design, which yields a total of 192 experiments.

Design Parameter Value
number of servers 𝑛 3, 5

buffer size 𝑏 3
shape function 𝑠(𝑡) DEC, INC, ALT, CON

maximum average utilization 𝑢avg(0.1) 5
service duration pmf 𝑔 Uni, UniM, UniH, BB

per-period holding cost 𝑐𝑊 0.05, 0.1
terminal cost 𝑐𝑇 0.5, 1.0, 1.5

Table 2.1: Experimental design for the small-scale benchmark.

Results. We compare the value estimates produced by several policies and evaluation methods.

We denote each value by 𝑣, using a subscript to indicate the policy and a superscript to indicate the

evaluation method. Throughout these experiments, we set the learning rate to 𝜂 = 1.0.

Policy evaluation. Given the QDP (pure) policy generated by our algorithm, QPLEX can

be used to approximate its value. (Given the policy parameter 𝜽, the forward iterative scheme
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yields the 𝜇(𝑡)𝜽 , from which the sum of the per-period expected rewards are easily calculated.) We

shall call this the QPLEX value and denoted it by 𝑣qplex
qdp . Not surprisingly, the exact value 𝑣exact

qdp

of this QDP policy, which can be obtained by using the Bellman equations, will not always equal

the QPLEX value. So how close are these two values across all experiments? The QPLEX and

exact values of the QDP policies are practically identical. The histogram below shows the relative

errors (𝑣exact
qdp − 𝑣

qplex
qdp )/𝑣

exact
qdp across the experiments. The maximum absolute relative error across

all experiments is 0.65%, with an average absolute relative error of just 0.12%. The key takeaway

is that QPLEX value of a QDP policy is practically the same as the exact value.
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Figure 2.3: Histogram of relative errors between the exact and the QPLEX
value of the QDP policy.

Relative optimality gap upper bound. We let 𝑣exact
mdp denote the value associated with the

optimal full-information policy. This is an upper bound for the relative optimality gap of the policy

found by our algorithm, which aims to identify the optimal count-based policy. The figure below

shows the histogram of relative optimality gap upper bounds (𝑣exact
mdp − 𝑣

exact
qdp )/𝑣

exact
mdp . The maximum

relative optimality gap upper bound is 3.6% and for 89% of the experiments it is less than 2.5%.

Proxy for relative optimality gap. The next question we address is how much of the relative

optimality gap shown in the previous figure is due to the fact that the optimal full-information

policy sets prices for every (𝑡, 𝑧, ℎ) whereas the QDP policy sets prices only for every (𝑡, 𝑧). In

theory this question is answered by comparing the QDP policy with the optimal count-based policy.
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Figure 2.4: Histogram of relative optimality-gap upper bounds across the ex-
perimental instances.

Even for the small problem instances considered here, it is computationally prohibitive to calculate

the optimal count-based policy.

As a proxy for the optimal count-based policy, we extract a count-based policy from the optimal

full-information policy and compare its value to the value of the QDP policy. Let 𝜇(𝑡)mdp(𝑧, ℎ) denote

the full-information state distribution at time 𝑡 associated with the optimal full-information policy.

Set 𝑄 (𝑇)mdp(𝑧, ℎ, 𝑎) = 0 for all 𝑧, ℎ, and 𝑎, and set 𝑉 (𝑇)mdp(𝑧) = 0 for all 𝑧. We obtain the extracted

count-based policy by working backwards in time using the following two equations:

𝑄
(𝑡)
mdp(𝑧, ℎ, 𝑎) = 𝑟

(𝑡) (𝑧, ℎ, 𝑎) +
∑︁
𝑧′
𝑝 (𝑡) (𝑧′|𝑧, ℎ) ×𝑉 (𝑡+1)

mdp (𝑧
′) (2.41)

𝑉
(𝑡)
mdp(𝑧) = max

𝑎

∑︁
ℎ

𝜇
(𝑡)
mdp(ℎ|𝑧) ×𝑄

(𝑡)
mdp(𝑧, ℎ, 𝑎). (2.42)

It is understood that 𝑉 (𝑡)mdp(𝑧) = 0 and 𝑄 (𝑡)mdp(𝑧, ℎ, 𝑎) = 0 if 𝜇(𝑡)mdp(𝑧) = 0. The first equation is used

to obtain the𝑄 values for 𝑡 = 𝑇 −1, and then the second equation determines both the𝑉 values and

optimal count-based policy at time 𝑇 − 1. Now repeat the procedure for 𝑡 = 𝑇 − 2, etc. It should be

noted that the resulting policy is not, in general, optimal within the class of count-based policies.

The figure below shows the histogram of (𝑣exact
extract − 𝑣exact

qdp )/𝑣
exact
extract values. The smallest value

is −0.05%, the largest value is 0.17%, and the average is 0.017%. The histogram provides strong

evidence that the value of the count-based policy found by QDP is likely to be extremely close
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to the value of the optimal count-based policy. The negative values shows that, despite requiring

substantial computational effort to construct, the extracted policy is not necessarily superior to the

QDP policy either.
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Figure 2.5: Histogram of relative optimality-gap using the extracted policies
upper bounds across the experimental instances.

Geometric Service Durations

With memoryless service durations, problem instances can be solved to optimality using Bell-

man equations where a state is simply the number of customers 𝑧. With a much smaller state

space, we can find optimal policies for systems with much larger values for the number of servers

𝑛. The design parameters that are changed are shown in the table below. Note that the means of

the service times match the means in our full-information design. We use a tolerance of 10−6 to

cut off the right tail and ensure via a root finding procedure that we match the mean of the original

distribution.) Since there are now three instead of four possible service duration distributions, there

are (3/4) × 192 = 144 experiments in the design.

Design Parameter Value
number of servers 𝑛 20, 40

buffer size 𝑏 5
service duration pmf 𝑔 truncated geometric with means 10.5, 15.5, 18.0

Table 2.2: Modified experimental design for the geometric-service benchmark.

We make a comparison with QDP using the truncated geometric service distributions, without
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explicitly leveraging the memoryless service durations. (A dedicated policy gradient implementa-

tion with the reduced state space would run faster but would result in the same accuracy, modulo

any truncation effects.) We again use a learning rate of 𝜂 = 1.0. The exact value of the QDP policy

matches the value of the optimal policy in 94 of the 144 problem instances. The largest relative

optimality gap is 2.86 × 10−7, so the QDP policy is, to all intents and purposes, optimal. Keep in

mind we work with a truncated geometric distribution, so this discrepancy could simply be due to

the truncation.

Training

We next discuss the training process. For this purpose, we select the problem instance that has

the highest relative optimality gap upper bound in the experimental design for the full-information

MDP. The parameters for that problem instance are: the number of servers 𝑛 is 3, the service

duration distribution 𝑔 is UniH, the shape function 𝑠(𝑡) is INC, the per-period holding cost 𝑐𝑊 is

0.05, and the terminal cost 𝑐𝑇 is 1.5.

Accuracy of values during training. Recall that we showed that the QPLEX value of a QDP

policy is nearly identical to its exact value. This QDP policy is the last randomized policy generated

by the algorithm converted to a pure policy. We start by assessing whether the QPLEX values of

the randomized policies generated throughout training closely track their exact values as well.

The figure below shows both the QPLEX and the exact values of the randomized policies

encountered during training, recorded every 50 training episodes. We can see that indeed the

values are virtually identical throughout training. We remark that since QDP is a deterministic

solver, the resulting (interpolated) curve does not exhibit the zigzag behavior typically observed in

conventional reinforcement learning.

Accuracy of ascent directions during training. The QPLEX values of the randomized policies

generated throughout training use only the forward iterative scheme. We next turn to the accuracy
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Figure 2.6: Alignment of QPLEX values during QDP training.

of the approximations generated by the backward iterative scheme. Specifically, since the functions

𝑄
(𝑡)
𝑧,𝜽 (𝑎) −

1
|A|

∑̃︁
𝑎

𝑄
(𝑡)
𝑧,𝜽 (𝑎̃) (2.43)

together represent the direction of ascent (in logit coordinates) at the policy parameter vector 𝜽 ,

we compare these functions throughout training with analogs derived from the full-information

Markov chain.

Consider a fixed incumbent (count-based) policy parameter vector 𝜽. Let 𝑄 (𝑡)
𝜽,mdp(𝑧, ℎ, 𝑎) de-

note the state-action value function associated with the MDP on the full-information state space

induced by the policy, and let 𝜇(𝑡)
𝜽 ,mdp(𝑧, ℎ) denote the corresponding state distributions. (See Equa-

tions (2.13) and (2.17) with 𝑠 = (𝑧, ℎ).) Write 𝑄 (𝑡)
𝜽,qdp(𝑧, 𝑎) instead of 𝑄

(𝑡)
𝑧,𝜽 (𝑎). To compare these

two functions, we extract a new Q-function from the full-information Q-function via

𝑄
(𝑡)
𝜽,extract(𝑧, 𝑎) =

∑︁
ℎ

𝜇
(𝑡)
𝜽,mdp(ℎ|𝑧) ×𝑄

(𝑡)
𝜽,mdp(𝑧, ℎ, 𝑎),

where once again it is understood that the right-hand side is zero if 𝜇(𝑡)
𝜽 ,mdp(𝑧) = 0. (In the dy-

namic pricing example, the ‘supports’ of𝑄 (𝑡)𝜽,extract and𝑄 (𝑡)
𝜽 ,qdp match.) We compare𝑄 (𝑡)𝜽 ,extract(𝑧, 𝑎) −

1
|A|

∑
𝑎̃ 𝑄
(𝑡)
𝜽 ,extract(𝑧, 𝑎̃) with𝑄 (𝑡)

𝜽 ,qdp(𝑧, 𝑎)−
1
|A|

∑
𝑎̃ 𝑄
(𝑡)
𝜽,qdp(𝑧, 𝑎̃), viewed as vectors indexed by (𝑡, 𝑧, 𝑎),

using two metrics: the cosine of the angle between the two vectors and the ratio of their Euclidean

lengths. Both metrics over the course of training are shown in the figure below. The vectors exhibit

41



near-perfect alignment: the cosine values correspond to angles of less than 2◦ on a 90◦ scale. Apart

from an initial 0.5% norm ratio, all later ratios stay below 0.2%.
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Figure 2.7: Gradient alignment during QDP training.

Setting learning rates. Setting the learning rate requires trading off quality and time. For prob-

lems without service level constraints such as the ones we discussed so far, in our experience,

properly chosen learning rates require only 5-50 training episodes to achieve a near-optimal solu-

tion. The results are shown in the table below.

Table 2.3: Optimization Performance under different learning rates.

Learning rate 𝜂 1 10 100 1,000 10,000 100,000
QPLEX value of QDP policy 3.1200 3.1200 3.1200 3.1200 3.1193 3.0973
Number of episodes 2372 469 111 66 26 4
Training time (s) 12.333 2.346 0.536 0.299 0.113 0.020

2.5.2 Comparison with Q-Learning

In this subsection, we emphasize the computational efficiency of QDP on large-scale problems

and compare it with a Q-learning algorithm. This efficiency stems from the QPLEX infrastructure,

which is fully deterministic and bypasses the curse of dimensionality. For this purpose we modify

the example of Section 2.5.1 as follows. The number of servers 𝑛 is set to 20 and the buffer size 𝑏

is set to 5. We use the DEC arrival rate shape, the UniM service duration distribution, and we use

𝑐𝑊 = 0.1 and 𝑐𝑇 = 1.5.
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Under the MDP formulation, the resulting full-information state space for this example con-

tains approximately 4.82× 1011 states, and therefore exact dynamic programming is computation-

ally intractable. To provide a baseline for comparison with QDP, we instead consider reinforce-

ment learning methods that are commonly used to overcome the curse of dimensionality. The

full-information state space is far too large to implement Q-learning in a purely tabular way, so

we use state aggregation. Specifically, we merge all underlying full-information time-augmented

states of the form (𝑡, 𝑧, ℎ) into the single state index (𝑡, 𝑧) in the Q-table, even though this induces

so-called state aliasing because those states differ in their transition dynamics. More precisely, for

each state (𝑧, ℎ) at time 𝑡, the procedure consists of four steps. In Step 1, we sample an action 𝑎

using the 𝜖-greedy policy based on the incumbent Q-function. (Based on empirical results, we set

𝜖 = 1, corresponding to pure exploration, as this choice produced the best performance.) In Step 2,

we sample a transition to (𝑧′, ℎ′). In Step 3, we update the Q-function via the temporal-difference

rule

𝑞 (𝑡) (𝑧, 𝑎) ← 𝑞 (𝑡) (𝑧, 𝑎) + 𝛼 ×
(
𝑟 (𝑡) (𝑧, 𝑎) +max

𝑎′
𝑞 (𝑡+1) (𝑧′, 𝑎′) − 𝑞 (𝑡) (𝑧, 𝑎)

)
, (2.44)

where 𝑞 (𝑡) (𝑧, 𝑎) denotes the estimate of the aggregate state-action value associated with state 𝑧 and

action 𝑎 at time 𝑡. In Step 4, we increment the time index 𝑡 and repeat along the sampled trajectory

until the horizon is reached.

We run our state-aggregate Q-learning algorithm with six constant learning rates (0.1, 0.05,

0.025, 0.01, 0.005, and 0.0025) and train for 100 million episodes. During training, we evaluate

the incumbent policy via one million Monte Carlo simulations every million episodes. The figure

below shows the learning curves, highlighting the curve for the best learning rate in retrospect.

Also shown is the value of the QDP policy, executed with learning rate 𝜂 = 1000.0 and our usual

stopping tolerance 𝜖 = 10−6.

The best trained value obtained by state-aggregated Q-learning is 13.6% lower than the value of

the QDP policy. The learning curve does not seem to converge to the optimal value, but it plateaus

at the value of a suboptimal aggregated policy and the policies are markedly inferior across all

learning rates. The QPLEX value of the QDP policy is confirmed via simulation, see below. Even
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Figure 2.8: Q-learning training curves.

though training QDP is more expensive on a per-episode basis, the overall training requirement is

dramatically reduced.

Policy Sim. Value (99.7% CI) Training Episodes

Best Q-learning 32.7489 ± 0.0034 100 million
QDP 37.9646 ± 0.0025 28

Table 2.4: Comparison of policies obtained from Q-learning and QDP.

Comparing the policies below, we see that the QDP policy is monotone even without any

structural input. A monotone policy can be quite practical. (We do encounter non-monotone

policies in the presence of chance constraints, see Sections 2.5.3 and 2.5.3.) The state-aggregate

Q-learning policy fails to capture this monotonicity and exhibits more erratic behavior. We also

note that the policy choice when 𝑧 = 25 for the first 10 periods is ‘N/A’ (not applicable). Here

is why. In the QPLEX model described in Section 2.4, new arrivals can begin service if a server

becomes available. Consequently, the price chosen when 𝑧 = 𝑛 + 𝑏 = 25 is relevant as long as

there is a positive probability of a service completion during the period. Since the service duration

distribution is UniM in this example, arrivals in the first period cannot finish their service before

𝑡 = 11.

The QDP policy captures the nonstationarity and the interaction between the arrival rate func-

tions and the service distribution, which is uniform on {11, . . . , 20}. More specifically:

1. The QDP policy uses the highest prices (0.8, 0.9, and 1.0) for 𝑡 = 0, . . . , 11 (the first two
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Figure 2.9: Visual comparison of policies obtained from Q-learning and QDP.

arrival plateaus), reserving capacity for anticipated high-value demand even at the cost of

initially incurring more idleness.

2. It rejects arrivals when 𝑡 ≤ 4 and 𝑧 = 19, even with one idle server, because even the

highest price can bring multiple customers at once and force buffering; with the chosen

service duration distribution, near-term completions are impossible, so this buffering risk

incurs the substantial waiting cost 𝑐𝑊 = 0.1 per period. This phenomenon disappears later

as completion probabilities increase.

3. Between plateaus, the QDP policy lowers prices anticipatively (e.g., starting at 𝑡 = 13–

16 ahead of the true valley 𝑡 = 15–19), balancing reserving capacity for future high-value

arrivals against admitting customers to start service earlier.

4. The lowest-price region occurs around 𝑡 = 27 rather than 𝑡 = 15, reflecting recognition of

the arrival rate function shape.

5. From 𝑡 = 36 onward, the QDP policy correctly rejects all customers to avoid terminal cost
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risk. This is indeed optimal and here is an explanation. A customer who arrives in period 36

and can immediately begin their service will complete it by time 𝑇 = 50 (and thus avoid the

terminal penalty) only if their service duration is less than 14, which occurs with probability

0.3. Since the expected reward for such an arrival is at most 1−(1−0.3)×(1.5) = −0.05 < 0,

it does not pay to accept any customers at time 𝑡 = 36, and clearly any time 𝑡 > 36. The

Q-learning policy does not prescribe this behavior.

2.5.3 Incorporating Service Level Chance Constraints

We replace the waiting and terminal cost structure with a more challenging per-period service

level chance constraint

P(the buffer is nonempty at time 𝑡) ≤ 𝛼, (2.45)

for all 𝑡 = 1, . . . , 𝑇 . Such constraints substantially increase the problem difficulty for con-

ventional approaches, and none of the exact solution approaches from Section 2.5.1 apply

even in very special settings such as small problem instances. Our algorithm, on the other

hand, can readily accommodate such chance constraints. Recall that we optimize a penalized

objective that trades off performance and constraint violation, see Section 2.4.2.

The QDP Policy

We consider the example in Section 2.5.2 with the following modifications. First, we replace

the costs with a per-period chance constraint by setting 𝑐𝑊 = 𝑐𝑇 = 0 and using 𝛼 = 0.05,

thus limiting the probability of a nonempty buffer. We apply our algorithm with learning rate

𝜂 = 1.0, constraint-violation penalty parameter 𝐶 = 100.0, and penalty exponent 𝑘 = 1.0.

For this example the iterate values exhibit persistent oscillations with this constant step size,

and so we terminate after 5,000 episodes.
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The maximum QPLEX-predicted value of 48.7499 is achieved at episode 3,308, and the

QPLEX-predicted value reaches 99% of this maximum at episode 407 and all subsequent

episodes. It takes 67 seconds to complete 500 episodes and 10 minutes to complete all 5,000

episodes. The (pure) QDP policy after 5,000 episodes has a QPLEX-predicted revenue of

48.7092 and simulation with 10 million replications estimates the revenue to be 48.6418 ±

0.0029 with 99.7% confidence. The figure below shows the QPLEX-predicted probabilities

of a nonempty buffer at each time for the QDP policy as well as the estimated probabilities

using simulation. This QDP policy effectively meets the service level constraints for all

practical purposes: the maximum estimated probability is 0.0523 in the simulation, and

quite a few of the constraints are (empirically) nearly binding.
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Figure 2.10: QPLEX-predicted and simulated probabilities of a nonempty
buffer under the QDP policy.

The policy found by our algorithm is shown below. We note that the policy is not necessarily

monotone during the intervals where the service-level constraints are nearly binding. Prices

are highest in the periods immediately preceding such intervals.

We remark that our algorithm extends to a broad class of chance constraints and distribution-

dependent objectives; the service-level constraint in (2.45) is only a special case.
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Figure 2.11: QDP pricing policy obtained for the chance-constrained example.

A Comparison with Exhaustive Simulation

Let’s consider how one may use discrete event simulation (DES) to solve this problem. For

a given policy, DES can simultaneously estimate the objective and the probability of feasi-

bility. For this problem instance, the number of replications required to ensure a reasonable

confidence that the service level constraints are being met is not an insignificant challenge.

The real challenge, however, is that the total number of dynamic policies for this problem

instance is approximately (1125)50. Consequently, to use DES one either needs to restrict

the policy class to reduce the number of policies considered or use some search algorithm.

We explore the option of restricting the policy class with exhaustive simulation. One pos-

sibility is to impose time-homogeneity in the policy space, which amounts in this setting to

choosing 26 prices, one price for each 𝑧. Unfortunately, the total number of policies un-

der this restriction is approximately 1126, which is still far too many for DES to handle.

One practical approach to further narrowing down the set of admissible policies is to restrict

the policy class so that a policy assigns a shared price for 𝑧 in (say) the sets {0, . . . , 10},

{11, . . . , 15}, {16, . . . , 20}, and {21, . . . , 25}, in effect using four experts, and to limit the

available prices to 0.2, 0.4, 0.6, 0.8, 1.0, and 1.1 (reject). Under these restrictions, any

admissible policy can be encoded as a four-dimensional vector (𝑎LOW, 𝑎MID, 𝑎HIGH, 𝑎BUF),

where each component is the posted price for a customer-count block. With six possible

prices and four customer-count blocks, there are 64 = 1296 candidate policies, which is now
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computationally feasible. We evaluate each candidate policy using one million Monte Carlo

replications, determine the chance-constraint feasibility via the empirical distribution, and

rank all feasible policies by simulated average reward. The top six policies appear in the

table below.

rank (𝑎LOW, 𝑎MID, 𝑎HIGH, 𝑎BUF) mean ±3 std

1 (0.8, 1.0, 1.1, 0.8) 37.6973 ± 0.0078
2 (0.8, 1.0, 1.1, 0.6) 37.6968 ± 0.0078
3 (0.8, 1.0, 1.1, 0.4) 37.6827 ± 0.0078
4 (0.8, 1.0, 1.1, 1.0) 37.6518 ± 0.0078
5 (0.8, 1.0, 1.1, 0.2) 37.6242 ± 0.0078
6 (0.8, 1.0, 1.1, 1.1) 37.5271 ± 0.0081

Table 2.5: Top six feasible policies in the restricted four-block pricing class.

In practice, one million replications per policy suffice to assess feasibility: within this re-

stricted class, the chance constraint is rarely binding. Most policies either violate the 0.05

service-level requirement by a significant margin or satisfy it with substantial slack. For

the top six policies, we then run 100 million simulations to validate the ranking, which

provides overwhelming empirical evidence that (0.8, 1.0, 1.1, 0.8) is the optimal feasible

policy within the restricted class, with estimated revenue of 37.6966 ± 0.00079 with 99.7%

confidence. Note that there is a significant drop in revenue (23%) as compared to the QDP

policy.

Our algorithm can readily accommodate the restricted admissible policy class through a

slight modification of the architecture, by “sharing parameters” across different (𝑡, 𝑧). Here

is a general setup. Let 𝑧 represent a set of counters and let 𝑡 represent a set of time epochs.

Assume we are given a collection of pairs {(𝑧, 𝑡)} such that the 𝑧 partition the set of counters

and the 𝑡 partition the set of time epochs. In our example, the collection of pairs consists

of the four elements {((0, . . . , 10), (0, . . . , 49)), . . . , ((21, . . . , 25), (0, . . . , 49))}. We now

need to update one pmf for each pair (𝑧, 𝑡), and we modify the updating step (2.25) as
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follows:

𝜃
(𝑡)
𝑧
(𝑎) ←

𝜃
(𝑡)
𝑧
(𝑎) × exp

(
𝜂 ×∑

𝑡∈𝑡
∑
𝑧∈𝑧 ∈ 𝑄

(𝑡)
𝑧,𝜽 (𝑎)

)
∑
𝑎̃ 𝜃
(𝑡)
𝑧
(𝑎̃) × exp

(
𝜂 ×∑

𝑡∈𝑡
∑
𝑧∈𝑧 ∈ 𝑄

(𝑡)
𝑧,𝜽 (𝑎̃)

) . (2.46)

Using this modification, our algorithm can readily accommodate other types of policy class

restrictions, such as non-dynamic pricing (one price for each 𝑧, independent of 𝑡) and time-

varying but offline (non-adaptive) pricing (one price for each 𝑡, independent of 𝑧).

Adopting this modification of the architecture, our algorithm produces the very same (pre-

sumably optimal) policy using only 100 training episodes (with learning rate 𝜂 = 0.001 but

otherwise the same hyperparameters as before).

Comparison with Memoryless-Service Approximation

One often avoids working with general service duration distributions and instead works with

memoryless distributions to substantially reduce the size of the state space. In the presence of

chance constraints, however, even in that case, such problems cannot be solved by standard

methods because accurate (approximate) tail probabilities are needed. The nonlinear Markov

chain framework from this chapter applies in this small-state space setting, using standard

Markov transition probabilities but with nonlinearities appearing in the immediate rewards.

However, QPLEX is not needed.

This subsection considers the same example as in Section 2.5.3, but without any restriction

on the policy class and with the full action set restored. We compare the QDP policy with the

policy found by working with geometric service duration distributions (with the same mean)

and the reduced state space. As we demonstrate next, the memoryless-service approxima-

tion can be highly misleading and may lead to policies that exhibit severe violations of the

service-level constraints.

We use our algorithm to solve this problem using a truncated geometric service duration

distribution, which, modulo truncation, is equivalent to working with the small-state setting.
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(We again use a learning rate of 1.0 for 5,000 steps and a tolerance of 10−6 to cut off the right

tail and ensure via a root finding procedure that we match the mean of the original distribu-

tion.) Evaluating this ‘geometric-approximation’ policy using QPLEX yields a QPLEX-

predicted revenue of 54.8306 if we use the (incorrect) truncated geometric service duration

distribution and a QPLEX-predicted revenue of 48.8075 if we use the (correct) UniM ser-

vice duration distribution. Thus, there is a significant gap in predicted revenue when using

the correct service distribution. Note that the geometric-approximation policy results in a

slightly higher revenue than the QDP policy’s QPLEX-predicted revenue of 48.7092. The

figure below shows for the geometric-approximation policy the probabilities of a nonempty

buffer at each time under the memoryless assumption, as well as the estimated probabilities

using simulation with the correct service distribution. We can see that the probabilities un-

der the memoryless assumption suggest that the service level constraints are satisfied, but

the true probabilities tell a markedly different story: many constraints are severely violated.

(This is the reason for the higher revenue obtained with the policy that calculated using the

truncated geometric service duration distribution.) The conclusion for this example is that

using the memoryless approximation in lieu of the true service duration distribution as a

means to reduce run times can lead to policies that will turn out to be highly infeasible, and

suggests that using this approximation to solve some problem instances may not be reliable.

Even in the absence of chance constraints, exponential-service approximations can be unre-

liable for problems similar to the example in Section 2.5.2, as they may lead to substantially

inferior policies compared with those obtained by our algorithm.
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Figure 2.12: Probabilities of a nonempty buffer for the geometric-
approximation policy under the memoryless assumption and under simulation
with the correct service distribution.
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Chapter 3: Studentized Cheap Bootstrap: Achieving Higher-Order

Coverage Accuracy with Low Computation

This chapter is based on joint work with Shengyi He and Henry Lam.

3.1 Chapter Overview

The bootstrap is a standard tool for statistical uncertainty quantification. Its appeal lies in

its generality: compared with analytic methods such as the delta method, it typically does not

require explicit structural information such as gradients or influence functions. Its main drawback

is computational cost, since one must repeatedly resample the data and re-evaluate the estimator

in order to approximate the resampling distribution; see, e.g., [18, 19, 20, 21]. The focus of this

chapter is higher-order coverage accuracy. For basic bootstrap and delta-method intervals, the

coverage error is typically of order 𝑂 (𝑛−1) for two-sided intervals and 𝑂 (𝑛−1/2) for one-sided

intervals. By higher-order accuracy, we mean improving these orders to 𝑂 (𝑛−2) and 𝑂 (𝑛−1),

respectively. Such improvements are especially valuable in finite-sample settings and in problems

where the effective sample size is limited relative to model complexity.

At a high level, there are roughly four major lines of methods in the bootstrap literature. First,

the studentized bootstrap ([22, 23, 24, 25]) constructs confidence intervals by using quantiles of

a pivotal statistic. In particular, this pivotal statistic is formed using a standard error computed

from the resample estimates, rather than from the original estimate. This studentization induces a

useful cancellation effect and leads to higher-order accuracy: the coverage error is of order𝑂 (𝑛−1)

for one-sided intervals, and can be further improved to 𝑂 (𝑛−2) for two-sided intervals when the

interval is constructed symmetrically around the original estimate ([26]). The main drawback of

this approach is that it requires either an analytical or otherwise computable expression for the
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standard error ([19]); if such a formula is unavailable, one must approximate the standard error by

additional resampling, which introduces another layer of computation. Second, bootstrap iteration

(or the double bootstrap) ([22, 27, 28, 29]) achieves higher-order accuracy by correcting the boot-

strap quantiles obtained from the basic bootstrap, i.e., those based on a non-pivotal statistic, so that

the resulting interval more closely matches the nominal coverage level. This correction requires a

“bootstrap on a bootstrap”, leading to a computational burden analogous to that of the studentized

bootstrap when no analytical closed-form expression is available for the standard error. Third,

direct Edgeworth corrections ([30, 31, 32]) use algebraic derivations to improve the calibration of

intervals. These procedures require little computational effort. However, strictly speaking they are

not purely bootstrap methods, since they are not automated and require model-specific derivations

(see, for example, the linear regression setting in [33]). Finally, we mention the well-known BCa

and ABC methods ([34, 35, 36, 37]). The ABC method is fast and accurate, but is primarily de-

signed for parametric settings, especially exponential families, and requires additional analytical

input such as local gradient information. In contrast, the BCa method applies to black-box tar-

get statistics and remains computationally attractive. Besides the basic bootstrap cost, it requires

only an additional jackknife step to estimate the acceleration constant, with computational cost

proportional to the sample size. Under suitable regularity conditions, standard BCa intervals are

second-order accurate, with coverage error of order𝑂 (𝑛−1) ([23, 21]). However, unlike symmetric

two-sided studentized bootstrap intervals, the standard BCa procedure does not in general achieve

the sharper 𝑂 (𝑛−2) coverage error for two-sided confidence intervals.

As the above discussion shows, existing higher-order accurate methods typically require either

analytical knowledge of the standard error or nested resampling with a multiplicatively large com-

putational cost, in the sense that the procedure requires first running an outer layer of resampling,

and for each outer resample, a large number of inner resamples and re-evaluations are conducted, so

that the total number of model evaluations is the product of the outer and inner numbers of resam-

ples. The standard BCa method mentioned above is a notable exception in terms of computation,

but it generally achieves only 𝑂 (𝑛−1) coverage accuracy rather than the sharper 𝑂 (𝑛−2) accuracy
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of symmetric two-sided studentized bootstrap intervals. For problems arising in modern machine

learning or simulation, unfortunately neither requirement is trivial: these models can be black-box

and hence may not admit a closed-form standard error (and in fact, if they do, then we may not

even need to use the bootstrap in the first place), and their model evaluation can be dauntingly

expensive, since it may entail running large-scale optimization routines or high-fidelity simulators.

Motivated by this challenge, our main goal is to devise a higher-order coverage-accurate method

that does not require a closed-form standard error or a multiplicatively large resampling effort.

Our main methodology is what we call the studentized cheap bootstrap (SCB). Procedurally,

this approach resembles the studentized bootstrap in settings where the standard error does not

admit a closed form. In such settings, the resampled standard error in the denominator of the

pivotal statistic would need to be approximated by an inner layer of resampling, thus leading to the

“bootstrap on a bootstrap” described above. Our SCB is a small twist on the studentized bootstrap:

it uses a very small number of resamples (e.g., 5) in this inner layer. In this way, the overall number

of model re-evaluations is not the product of two large numbers, but only a small multiple of the

number of outer resamples.

While the twist in SCB relative to the conventional studentized bootstrap appears minimal, the

theory leading to its attainment of higher-order coverage accuracy requires a statistical argument

that is very distinct from the conventional view. To understand this, in the conventional bootstrap

argument, the implementation of resampling, whether in the outer or inner layer, requires a large

number of resamples (or, synonymously, Monte Carlo runs). This is because the established theory

of the bootstrap builds on the resemblance of the resampling distribution to the original sampling

distribution, in the sense that these two distributions are approximately the same as the data size

grows. This closeness is based on convergence results that exclude the consideration of Monte

Carlo size. When implementing the bootstrap, Monte Carlo size enters because many resamples

have to be generated in order to obtain a good Monte Carlo approximation of the summary statistics

(such as the quantile and the standard error) for the resampling distribution. In other words, the

conventional understanding of the bootstrap requires that the number of resamples, both in the
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outer and inner layers, be sufficiently large; otherwise the coverage guarantee breaks down.

For our SCB, the underlying theory that leads to higher-order coverage improvement uses the

recent so-called cheap bootstrap ([52, 53]) idea, but also a first formal link between “studentiza-

tion” in the studentized bootstrap and the Student’s 𝑡-statistic. The cheap bootstrap, which has

been applied recently to problems such as stochastic gradient descent ([54, 55]), simulation uncer-

tainty quantification ([56, 57, 58]), and biostatistics ([59]), allows the use of very few resamples

to produce statistically valid CIs. Instead of using the sample-resample resemblance followed by

a Monte Carlo approximation, the cheap bootstrap looks at the joint distribution of the original

empirical estimate and the resample estimates, in a sense taking an integrated perspective on the

data noise and the Monte Carlo resampling noise. In particular, under assumptions similar to those

of conventional bootstraps, this joint distribution, for a fixed number of resamples, can be seen to

be asymptotically independent as well as jointly Gaussian. This in turn allows the construction

of a pivotal statistic that leads to a 𝑡 limit, notably with a small, fixed number of resamples used

to form the standard error. The main insight of SCB is that, when we replace the 𝑡-quantile of

the cheap bootstrap interval with a bootstrap calibration, we obtain higher-order coverage ac-

curacy. Intriguingly, this leads to a new view of the studentized bootstrap: while conventional

wisdom claims that “studentization” in the studentized bootstrap has no formal link with the Stu-

dent 𝑡-distribution, since it merely refers to pivotalization with a standard error that is procedurally

analogous to the textbook 𝑡-statistic for the population mean, the idea behind SCB is rooted dif-

ferently. More precisely, we provide an explicit link between the studentized bootstrap and the

𝑡-distribution, with the distinct insight that the degree of freedom in the 𝑡-distribution corresponds

to the number of resamples in the inner resampling layer, rather than the data size. That is, if we

take the degree of freedom to be a fixed number of inner resamples, then indeed the studentized

bootstrap is asymptotically 𝑡-distributed. This turns out to provide the foundation for a higher-order

coverage correction that does not require a growing number of inner resamples.

Figure 3.1, which we discuss in more detail in the next section, shows the relational positioning

and strengths of SCB in terms of both coverage error and computational effort compared with
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existing bootstrap approaches. The basic bootstrap and the standard error bootstrap are “simple”

approaches that do not have higher-order coverage accuracy, but they require only one layer of

resampling effort. The studentized bootstrap, which uses pivotalization to approximate quantiles,

can be viewed as an enhancement of the basic bootstrap, which does not use pivotalization, but it

can also be viewed as an enhancement of the standard error bootstrap by replacing the 𝑧-quantiles

with bootstrapped quantiles. This can yield a higher-order coverage error, but generally requires

nested resampling that is computationally expensive. The cheap bootstrap can be viewed as a

“computational relaxation” of the standard error bootstrap, by using few resamples to approximate

the standard error; this turns out to be coverage-valid when using 𝑡-quantiles in lieu of 𝑧. Our

SCB integrates ideas from both the studentized bootstrap and the cheap bootstrap. On the one

hand, it replaces the 𝑡-quantiles in the cheap bootstrap with bootstrapped quantiles. On the other

hand, it performs a computational relaxation of the studentized bootstrap by drastically reducing

the number of inner resamples needed to approximate the standard error. This integration leads to

both a higher-order coverage accuracy and a light resampling computation load that is of a similar

order to that of the basic and standard error bootstraps.

In terms of mathematical developments, we analyze and establish the higher-order coverage

accuracy of SCB via Edgeworth and Cornish–Fisher expansions based on the Student’s 𝑡 distribu-

tion. Most existing higher-order expansions have been developed for pivotal statistics with either

Gaussian or 𝜒2 limiting distributions ([60, 61]). By contrast, comparable expansions built on the

Student’s 𝑡 distribution remain much less developed, except for the recent contributions in [62] and

[52]. In this chapter, we derive explicit closed-form expressions for the Edgeworth and Cornish–

Fisher expansions associated with a 𝑡-distribution. In particular, we obtain explicit analogs of the

classical Edgeworth polynomials which, to the best of our knowledge, are derived here for the

first time in closed form for the Student’s 𝑡 setting. These functions are quasi-polynomials in the

sense that they are finite linear combinations of terms of the form 𝑥𝑘/(𝐵 + 𝑥2)ℓ/2, where 𝐵 is the

number of inner resamples, and 𝑘 and ℓ are integers. They retain key structural properties of the

classical Edgeworth polynomials, including infinite smoothness and the odd–even parity pattern
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Basic Bootstrap
Output:[
2𝜃 − {𝜃∗

𝑏
} 1+𝛼

2
, 2𝜃 − {𝜃∗

𝑏
} 1−𝛼

2

]
Coverage error: 𝑂 (𝑛−1)
Statistic Evaluations: 1 + 𝐵1

Standard Error Bootstrap
Output:[
𝜃 ± 𝑧 (1+𝛼)/2

√︁
Var∗(𝜃∗)

]
Coverage error: 𝑂 (𝑛−1)
Statistic Evaluations: 1 + 𝐵1

Cheap Bootstrap
Output:

[
𝜃 ± 𝑡𝐵, (1+𝛼)/2𝑆

]
Coverage error: 𝑂 (𝑛−1)
Statistic Evaluations: 1 + 𝐵

Studentized Bootstrap

Output:
[
𝜃 ± 𝜎̂{|𝑇∗N,𝑏1

|}𝛼
]

Coverage error: 𝑂 (𝑛−2)
Statistic Evaluations: (1 + 𝐵1) (1 +
𝐵2),
or 1 + 𝐵1 if closed-form 𝜎̂.

1 ≤ 𝐵 ≤ 20 (small)
𝐵1, 𝐵2 →∞ (large)

Studentized Cheap Bootstrap
Output:

[
𝜃 ± 𝑆 𝑢̂ts

𝛼

]
Coverage error: 𝑂 (𝑛−2)
Statistic Evaluations: (1+𝐵1) (1+𝐵)

Gaussian
pivotalization

Replace 𝑧-quantiles
with 𝑇∗N-quantiles

𝑡-pivotalization
𝐵 deg. of freedom

using 𝑡-quantiles 𝐵 ↑ 𝐵1

𝐵 ↑ 𝐵2

Figure 3.1: Schematic comparison of five bootstrap methods.

across expansion orders, which allow us to derive the desired orders of the coverage errors of SCB

intervals.

The remainder of this chapter is organized as follows. Section 3.2 reviews and discusses the

pros and cons of established bootstrap methods in terms of higher-order accuracy and computa-

tional cost. Section 3.3 presents our SCB procedure. Section 3.3.2 develops the theoretical foun-

dation of SCB, including higher-order Edgeworth and Cornish–Fisher expansions for Student’s

𝑡-limiting statistics, quantile error bounds, and the resulting coverage error analysis. Section 3.5

provides numerical results illustrating the empirical performance of SCB relative to existing bench-

mark methods.

3.2 Bootstraps and Cheap Bootstraps

We first frame the problem setting. Let 𝜃 := 𝜃 (𝑃) ∈ R denote a target statistical quantity, where

𝑃 is the unknown data distribution. Suppose we have i.i.d. data X = {X1, . . . ,X𝑛}, where X𝑖 ∈ R𝑑
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and the sample size is 𝑛. Our goal is to construct an 𝛼-level CI. Equivalently, 1 − 𝛼 denotes the

significance level in the notation of this paper. More precisely, we consider the case of a two-sided

CI, in which we are interested in obtaining two quantities L𝑛 and U𝑛, or an interval [L𝑛,U𝑛], such

that

P𝑛 (L𝑛 ≤ 𝜃 ≤ U𝑛) = 𝛼 + 𝑜(1) (3.1)

On the other hand, for a one-sided CI, we are interested in obtaining L𝑛 such that

P𝑛 (L𝑛 ≤ 𝜃) = 𝛼 + 𝑜(1) (3.2)

which we call a lower interval, or obtaining U𝑛 such that

P𝑛 (𝜃 ≤ U𝑛) = 𝛼 + 𝑜(1) (3.3)

which we call an upper interval. The probability P𝑛 is with respect to the data size 𝑛, but also

potentially to any Monte Carlo noise involved in the construction procedures of 𝐿𝑛 and𝑈𝑛 (whose

role will be clearer in the sequel). The notation 𝑜(1) means a term that goes to 0 as 𝑛→∞ (again,

it is possible that Monte Carlo size would also play a role, and this will become clearer later). We

call the coverage guarantees (3.1), (3.2), and (3.3) asymptotically exact, which is a basic validity

certificate for CIs.

Our focus in this paper is higher-order coverage accuracy. In particular, we are interested in the

order of the 𝑜(1) terms in (3.1), (3.2), and (3.3). These 𝑜(1) terms are the coverage error of the CI,

namely the difference between its empirical coverage and the nominal level 𝛼. Roughly speaking,

and as we will discuss in more detail below, it is relatively easy to obtain procedures that achieve

𝑂 (𝑛−1) coverage error for the two-sided case, and 𝑂 (𝑛−1/2) for the one-sided case. The smaller

coverage error in the two-sided case is due to a cancellation effect arising from the parity structure

of the coverage expansion; see Section 3.5.5 of [21]. We are particularly interested in constructing

CIs with higher-order coverage accuracy. In particular, relative to the “easy” intervals, we aim
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to improve the coverage error from 𝑂 (𝑛−1) to 𝑂 (𝑛−2) in the two-sided case, and from 𝑂 (𝑛−1/2)

to 𝑂 (𝑛−1) in the one-sided case. These intervals perform better in small-sample situations, or in

problems where the sample size is small relative to the problem dimension, as discussed in a range

of works (e.g., [26, 23, 36]).

We consider the bootstrap, which is arguably the most common approach to constructing CIs

and whose main advantage is that it is data-driven and automated. Here we give a quick overview

of the idea behind the bootstrap, which will be useful in paving the way to explain the so-called

cheap bootstrap and subsequently SCB. The starting point is the use of resampling. To estimate 𝜃,

a natural point estimator is 𝜃 := 𝜃 (𝑃̂𝑛), where 𝑃̂𝑛 is the empirical distribution constructed from the

sample data X = {X1, . . . ,X𝑛}, i.e., 𝑃̂𝑛 (·) = 1
𝑛

∑𝑛
𝑖=1 𝛿X𝑖 (·) where 𝛿X𝑖 is the Dirac measure at X𝑖.

By a resample, we mean sampling with replacement from X 𝑛 times to obtain X∗ = {X∗1, . . . ,X
∗
𝑛}

and hence the resample estimate 𝜃∗ := 𝜃 (𝑃∗𝑛), where 𝑃∗𝑛 is the empirical distribution formed from

the resample, i.e., 𝑃∗𝑛 (·) = 1
𝑛

∑𝑛
𝑖=1 𝛿X∗

𝑖
(·).

The bootstrap works on the principle that the sampling distribution of the original estimate 𝜃,

and the resampling distribution of 𝜃∗, are similar. To make this slightly more precise, asymptoti-

cally as data size 𝑛 grows, the original estimate 𝜃, under standard regularity conditions, follows a

central limit theorem
√
𝑛(𝜃 − 𝜃) ⇒ N (3.4)

where ⇒ denotes weak convergence. On the other hand, the resample estimate 𝜃∗ satisfies a

conditional weak convergence result (see, e.g., Chapter 3.6 of [63])

√
𝑛(𝜃∗ − 𝜃) ⇒ N conditional on X1,X2, · · · (3.5)

with the limit N being the same random variable as in the central limit theorem (3.4) for 𝜃 above.

The bootstrap idea operationalizes the similar limits above in order to construct CIs. To this end,

if we can approximate some summary statistics of the sampling distribution of 𝜃, then we can
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construct CIs for 𝜃. For example, if we can find two quantiles, say L𝑛 and U𝑛, such that

P𝑛 (L𝑛 ≤ 𝜃 − 𝜃 ≤ U𝑛) = 𝛼 + 𝑜(1)

then an 𝛼-level CI would be [𝜃 −U𝑛, 𝜃 −L𝑛]. Using the resemblance of the resampling distribution

in (3.5) to (3.4), we can use L̂𝑛, Û𝑛 such that

P𝑛 (L̂𝑛 ≤ 𝜃∗ − 𝜃 ≤ Û𝑛 |X) = 𝛼 + 𝑜(1)

That is, [𝜃 − Û𝑛, 𝜃 − L̂𝑛] is a valid 𝛼-level CI. A main insight of the bootstrap is that L̂𝑛, Û𝑛 are

computable, by running a large number of Monte Carlo runs to resample 𝑃∗𝑛 and re-evaluate the

estimate 𝜃∗ = 𝜃 (𝑃∗𝑛). Specifically, we repeatedly resample fromX to obtainX∗
𝑏
= {X∗

𝑏,1, . . . ,X
∗
𝑏,𝑛
}

and compute the resample estimate 𝜃∗
𝑏
= 𝜃 (𝑃∗

𝑏,𝑛
), where 𝑃∗

𝑏,𝑛
is the empirical distribution of X∗

𝑏,𝑛
,

for 𝑏 = 1, . . . , 𝐵1. By taking the empirical quantiles of 𝜃∗
𝑏
− 𝜃, we obtain approximations of L̂𝑛 and

Û𝑛.

In the following, we present some important bootstrap variants using the principle above, and

beyond it, that collectively form the basis of Figure 3.1.

3.2.1 Basic, Standard Error, and Studentized Bootstraps

First, the development described in the previous subsection essentially leads to what is known

as the basic bootstrap. To implement it, we run Monte Carlo replicates of 𝜃∗
𝑏

for 𝑏 = 1, . . . , 𝐵1,

and use them to approximate the (1 − 𝛼)/2 and (1 + 𝛼)/2 quantiles of 𝜃∗
𝑏
− 𝜃. The resulting CI is

[𝜃 + {𝜃 − 𝜃∗
𝑏
}(1−𝛼)/2, 𝜃 + {𝜃 − 𝜃∗𝑏}(1+𝛼)/2], or equivalently [2𝜃 − {𝜃∗

𝑏
}(1+𝛼)/2, 2𝜃 − {𝜃∗

𝑏
}(1−𝛼)/2],

where in general we denote by {𝑥𝑏}𝛼 the 𝛼-quantile of a set of samples {𝑥𝑏} indexed by 𝑏 and

formed by simple order statistics. This approach gives coverage error 𝑂 (𝑛−1) in the two-sided

case and 𝑂 (𝑛−1/2) in the one-sided case.

Using a similar principle but, instead of quantiles, operationalizing with the standard error

as the summary statistic leads to the so-called standard error bootstrap ([64]). To explain this,
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suppose the limit N in (3.4) and (3.5) is the typical Gaussian case. Then we can use [𝜃 ±

𝑧(1+𝛼)/2
√︁

Var(𝜃)] as the 𝛼-level CI, where 𝑧(1+𝛼)/2 is the standard normal (1 + 𝛼)/2-level quan-

tile. Similar to the development of the basic bootstrap, we do not know Var(𝜃), but we can ap-

proximate it using the resampling distribution. That is, we approximate Var(𝜃) by Var∗(𝜃∗) :=∑𝐵1
𝑏=1(𝜃

∗
𝑏
− 𝜃∗)2/(𝐵1 − 1), where 𝜃∗ :=

∑𝐵1
𝑏=1 𝜃

∗
𝑏
/𝐵1 is the mean of the bootstrap replicates 𝜃∗

𝑏
. The

resulting CI is [ 𝜃 ± 𝑧(1+𝛼)/2
√︁

Var∗(𝜃∗) ]. Note that, like the basic bootstrap, we need to run a large

number of Monte Carlo replications to evaluate the 𝜃∗
𝑏
’s in the implementation of the standard er-

ror bootstrap. Moreover, its coverage error is also similar to that of the basic bootstrap in the case

where the limitN is Gaussian. We summarize the key properties and implementation requirements

of the basic and standard error bootstraps in the upper-left corner of Figure 3.1.

Next, the studentized bootstrap ([19]; also called the percentile-𝑡 method in [21]) resembles the

basic bootstrap, but emphasizes the use of a pivotal statistic. Instead of approximating the quan-

tiles of 𝜃 − 𝜃, it aims to approximate those of 𝑇N := (𝜃 − 𝜃)/𝜎̂, where 𝜎̂ is a consistent standard

error estimator of 𝜃. The latter implies that 𝑇N, analogous to (3.4), converges weakly to the stan-

dard normal distribution. Moreover, the resemblance of the resampling distribution to the original

sampling distribution still applies, so that 𝑇∗N, the resample version of 𝑇N, also converges to stan-

dard normal conditional on the data. This allows the execution of a bootstrap approximation. The

studentized bootstrap is primarily motivated by higher-order coverage accuracy. Compared with

non-pivotal bootstrap methods such as the basic bootstrap, it reduces the one-sided CI coverage

error from 𝑂 (𝑛−1/2) to 𝑂 (𝑛−1), and the two-sided CI coverage error from 𝑂 (𝑛−1) to 𝑂 (𝑛−2) when

combined with a symmetric construction; see [21].

While the studentized bootstrap can attain sharper coverage accuracy, it pays a nontrivial

computational price. The procedure needs to generate bootstrap replicates of the pivotal statis-

tic, 𝑇∗N,𝑏1
:= (𝜃∗

𝑏1
− 𝜃)/𝜎∗

𝑏1
for 𝑏1 = 1, 2, . . . , 𝐵1, and based on the approximation 𝑇∗N,𝑏1

≈

𝑇N in distribution, the studentized bootstrap outputs the one-sided CIs [𝜃 − 𝜎̂{𝑇∗N,𝑏1
}𝛼,∞) and
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(−∞, 𝜃 − 𝜎̂{𝑇∗N,𝑏1
}1−𝛼], as well as the symmetric two-sided CI

[ 𝜃 − 𝜎̂{ |𝑇∗N,𝑏1
| }𝛼, 𝜃 + 𝜎̂{ |𝑇∗N,𝑏1

| }𝛼 ] . (3.6)

Here 𝜎̂ is the standard error estimator based on the original data X. In this pipeline, given the

bootstrap datasets X∗
𝑏1

= {X∗
𝑏1,1, . . . ,X

∗
𝑏1,𝑛
}, one must compute not only 𝜃∗

𝑏1
but also an accurate

estimator of 𝜎∗
𝑏1

as a functional of the resampled empirical distribution 𝑃∗
𝑏1

. In some simple set-

tings, such as linear regression, this functional may admit an explicit formula. However, in general,

when no efficient analytic expression is available, one needs to resort to a second layer of Monte

Carlo to estimate it via the sample variance:

(𝜎∗𝑏1
)2 ≈ 1

𝐵 − 1

𝐵∑︁
𝑏2=1
(𝜃∗∗𝑏1,𝑏2

− 𝜃∗𝑏1
)2. (3.7)

Here 𝜃∗∗
𝑏1,𝑏2

is the estimate of the target statistic computed from the inner bootstrap dataset X∗∗
𝑏1,𝑏2

=

{X∗∗
𝑏1,𝑏2,1, . . . ,X

∗∗
𝑏1,𝑏2,𝑛

} resampled from X∗
𝑏1

. To estimate the quantiles of the resampled pivotal

statistics accurately, both the number of outer resamples 𝐵1 and the number of inner resamples 𝐵

need to be sufficiently large. This nested Monte Carlo procedure requires a multiplicative effort

of 𝐵1 × 𝐵2 model evaluations, which can be very expensive whenever there is no efficient way to

calculate 𝜎∗.

The upper-right corner of Figure 3.1 shows the higher-order coverage benefit of the studen-

tized bootstrap, but also its multiplicative resampling effort. Moreover, suppose we view the inner

resampling layer used to approximate the standard error 𝜎∗ in the studentized bootstrap as the re-

sampling step in the standard error bootstrap. Then the studentized bootstrap can be viewed as a

higher-order coverage correction of the standard error bootstrap, by replacing the 𝑧-quantile in the

latter with a more accurate bootstrap quantile calibration. In this sense, the studentized bootstrap

is a higher-order enhancement of both the basic bootstrap and the standard error bootstrap.
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3.2.2 Cheap Bootstrap

The conventional bootstrap idea, described at the beginning of this section and culminating in

the use of the distributional resemblance between 𝜃 − 𝜃 and 𝜃∗ − 𝜃 depicted in (3.4) and (3.5) (or

their variants operating on the standard error or the pivotal statistic), is a two-stage approach. To

explain this, we first approximate the original sampling distribution by the resampling distribution,

and use the summary statistics of the resample estimates, which are computable, to approximate

the counterparts for the original estimate. The computation of summary statistics of the resample

estimates is implemented via Monte Carlo, namely by drawing new resamples and re-evaluating

the model. In this process, the approximation of the resampling distribution to the sampling dis-

tribution is separate from the Monte Carlo approximation (i.e., (3.4) and (3.5) do not have Monte

Carlo size explicitly involved). Because of this, we need a large Monte Carlo size in order to

ensure that the summary statistics of the resample estimates can be accurately obtained; otherwise

the bootstrap pipeline would fail.

The cheap bootstrap takes a different perspective by looking at the joint distribution of the

original empirical estimate and the resample estimates, in a sense providing an integrated analysis

of the data noise and the Monte Carlo noise. This turns out to allow the construction of statisti-

cally valid CIs with only a very small number of Monte Carlo resamples, including even just one

resample. In particular, [52] shows that, in the typical case where N is Gaussian, the combination

of (3.4) and (3.5) leads to

√
𝑛(𝜃 − 𝜃, 𝜃1 − 𝜃, . . . , 𝜃𝐵 − 𝜃) ⇒ (N0, . . . ,N𝐵) (3.8)

where N0, . . . ,N𝐵 are i.i.d. Gaussian. Importantly, this holds for any fixed 𝐵 ≥ 1. With the joint

convergence (3.8), we can construct CIs using a pivotal statistic based on elementary Gaussian

machinery. More precisely, with several resample estimates 𝜃∗
𝑏
, we construct a “variance” estimator

𝑆2 :=
∑𝐵
𝑏=1(𝜃∗𝑏 − 𝜃)

2/𝐵. Then the two-sided CI is [ 𝜃 ± 𝑡𝐵,(1+𝛼)/2𝑆 ] and the one-sided CIs are

(𝜃 − 𝑡𝐵,𝛼𝑆,∞] and [−∞, 𝜃 + 𝑡𝐵,𝛼𝑆), where 𝑡𝐵,𝛼 denotes the 𝛼-quantile of a Student’s 𝑡 distribution
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with 𝐵 degrees of freedom. These intervals are justified by (3.8), which implies that the statistic

𝑇 :=
𝜃 − 𝜃
𝑆

(3.9)

converges in distribution to a Student’s 𝑡-distribution with 𝐵 degrees of freedom. In the CIs above,

𝐵 can be a very small number such as 1, although [52] and [53] suggest that it is advantageous to

use 𝐵 above 3 to obtain a shorter interval, while on the other hand using an even larger 𝐵 is not

necessarily beneficial, since the incremental shortening of the interval length diminishes sharply

as 𝐵 increases.

The coverage error of the cheap bootstrap is 𝑂 (𝑛−1) in the two-sided case and 𝑂 (𝑛−1/2) in

the one-sided case, matching those of the corresponding CIs produced by the basic bootstrap.

Moreover, the cheap bootstrap can be viewed as a “computational relaxation” of the standard error

bootstrap by using a fixed, small number of resamples 𝐵 to construct the standard error estimate,

and correspondingly using a 𝑡-quantile instead of a 𝑧-quantile, with the degree of freedom of the

𝑡 being the number of resamples—a measure of the computational effort rather than the data size

in conventional statistical thinking. In particular, when 𝐵 → ∞, the standard error estimate in

the cheap bootstrap CI consistently converges to
√︁

Var(𝜃), and the degree of freedom in the 𝑡

goes to ∞, thus recovering the standard normal distribution, so that the resulting CI reduces to

the standard error bootstrap. Nonetheless, the cheap bootstrap opens up the possibility of using

far fewer resamples than the standard error bootstrap while retaining the same level of coverage

accuracy. The lower-right corner of Figure 3.1 shows the statistical and relational properties of the

cheap bootstrap.

3.3 Studentized Cheap Bootstrap: Procedure and Main Theory

With the existing bootstrap methods and their relations discussed, we now introduce our main

approach, SCB, and position it within the bootstrap framework. SCB aims to get the “best of

both worlds” by producing higher-order coverage accuracy while at the same time avoiding a
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multiplicative computational effort from nested Monte Carlo resampling. The high-level idea is to

integrate the cheap bootstrap with the studentized bootstrap: instead of using the 𝑡-quantile driven

by the limit of the pivotal statistic 𝑇 in the cheap bootstrap, we bootstrap-calibrate the quantile of

𝑇 . Note that the cheap bootstrap pivotal statistic 𝑇 itself involves running 𝐵 resample estimates to

form the scale statistic 𝑆, so this entire procedure still requires two layers of resampling. This is

analogous to the execution of the studentized bootstrap when the standard error does not admit an

analytically computable form. However, we no longer seek a consistent estimate of 𝜎∗
𝑏1

as in (3.7),

and the limiting quantile is no longer normal. Instead, we work with the limiting 𝑡 distribution of

the cheap bootstrap, and the number of inner resamples is as small as what is needed in the cheap

bootstrap. In this way, the overall resampling effort is 𝐵×𝐵1, where 𝐵 is a fixed small number that

does not inflate the computational requirement multiplicatively. The lower-right corner of Figure

3.1 positions our SCB.

3.3.1 The SCB Procedure

We now describe the SCB procedure. First, we resample fromX to obtain the outer (first-stage)

resample datasets

X∗𝑏1
= {X∗𝑏1,1, . . . ,X

∗
𝑏1,𝑛
}, 𝑏1 = 1, 2, . . . , 𝐵1

and compute the corresponding estimate 𝜃∗
𝑏1

:= 𝜃 (X∗
𝑏1
) for each 𝑏1. Next, for each 𝑏1, we resample

from X∗
𝑏1

to obtain the inner (second-stage) resample datasets

X∗∗𝑏1,𝑏2
= {X∗∗𝑏1,𝑏2,1, . . . ,X

∗∗
𝑏1,𝑏2,𝑛

}, 𝑏2 = 1, 2, . . . , 𝐵

and compute the corresponding estimate 𝜃∗∗
𝑏1,𝑏2

:= 𝜃 (X∗∗
𝑏1,𝑏2
) for each 𝑏2. Using all these 𝜃∗∗

𝑏1,𝑏2
for

𝑏2 = 1, . . . , 𝐵, we compute the resampled scale estimate

𝑆∗𝑏1
:=

[
1
𝐵

𝐵∑︁
𝑏2=1
(𝜃∗∗𝑏1,𝑏2

− 𝜃∗𝑏1
)2

]1/2

.
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Next, we compute the resampled pivotal statistics

𝑇∗𝑏1
:=
𝜃∗
𝑏1
− 𝜃

𝑆∗
𝑏1

, 𝑏1 = 1, . . . , 𝐵1. (3.10)

We construct one more scale estimate, this time by resampling directly from the original dataset X

rather than from the outer resamples:

𝑆 =

[
1
𝐵

𝐵∑︁
𝑘=1
(𝜃∗𝑘 − 𝜃)

2

]1/2

.

Recall that {𝑥𝑏1}𝛼 denotes the 𝛼-quantile of a finite sequence 𝑥𝑏1 indexed by 𝑏1. Then SCB outputs

the two-sided CI

Its =
[
𝜃 − { |𝑇∗𝑏1

| }𝛼 × 𝑆, 𝜃 + { |𝑇∗𝑏1
| }𝛼 × 𝑆

]
, (3.11)

and the one-sided CIs

Ilow =

(
−∞, 𝜃 − {𝑇∗𝑏1

}1−𝛼 × 𝑆
]
, Iup =

[
𝜃 − {𝑇∗𝑏1

}𝛼 × 𝑆,∞
)
. (3.12)

Compared with the conventional studentized bootstrap, SCB still requires 𝐵1 to be sufficiently

large, since 𝐵1 controls the accuracy of the Monte Carlo approximation to the conditional quantiles

of 𝑇∗ |X, where 𝑇∗ denotes the resampled pivotal statistic (i.e, with the same distribution as 𝑇∗
𝑏1

defined above given X). The crucial point, however, is that the number of inner resamples 𝐵

can be chosen as a small integer. Correspondingly, note that the scale estimator differs from the

standard error estimator in the studentized bootstrap, namely (3.7). In particular, it is centered

at the first-outer resample estimates 𝜃∗
𝑏1

and uses 𝐵 in the denominator, exactly as in the cheap

bootstrap. This distinction relates to the difference in the theories behind the statistical guarantees

of the studentized bootstrap and SCB. Indeed, our numerical results in Section 3.5 show that even

very small values of 𝐵 can perform well when coverage is the primary concern, although in practice

67



we recommend 𝐵 = 5 ∼ 15, since this typically reduces the CI length to a level close to that of the

non-pivotal methods. When 𝐵 is treated as fixed, the total computational cost is linear in 𝐵1.

As discussed earlier, the relationship between CB and SCB is analogous to that between the

basic bootstrap and the studentized bootstrap. SCB improves the coverage error of the two-sided

CIs generated by CB from 𝑂 (𝑛−1) to 𝑂 (𝑛−2), while requiring substantially less computation than

the classical studentized bootstrap. This improvement is formalized in Theorems 3.2 and 3.3,

which are the main theoretical results of this paper and are presented in the next subsection.

3.3.2 Theory on Coverage Accuracy

We analyze the coverage errors of SCB. As is customary in the bootstrap literature, we consider

the function-of-mean model, namely 𝜃 = 𝑓 (𝝁), where 𝝁 = E[X] for a 𝑑-dimensional random

vector X and 𝑓 : R𝑑 → R is a function. Denote X = (1/𝑛)∑𝑛
𝑖=1 X𝑖 as the sample mean of the i.i.d.

data X = {X1, . . . ,X𝑛}. We define the smooth function

𝐴(x) = 𝑓 (x) − 𝑓 (𝝁)
ℎ(𝝁) (3.13)

for a function ℎ : R𝑑 → R, where ℎ(𝝁)2 is the asymptotic variance of
√
𝑛 𝑓 (X) and can be written

in terms of 𝝁 under some regularity conditions. We also define the studentized version of 𝐴 by

𝐴𝑠 (x) =
𝑓 (x) − 𝑓 (𝝁)

ℎ(x) (3.14)

For nominal coverage level 𝛼 ∈ (0, 1), define the ideal cutoff values

𝑢
up
𝛼 := inf{q ∈ R : P𝑛 (𝑇 ≤ q) ≥ 𝛼}, 𝑢low

𝛼 := sup{q ∈ R : P𝑛 (𝑇 ≥ q) ≥ 𝛼} (3.15)

and

𝑢ts
𝛼 := inf{q ≥ 0 : P𝑛 ( |𝑇 | ≤ q) ≥ 𝛼}. (3.16)

68



These are the population quantiles associated with the law of the original pivotal statistic 𝑇 defined

in (3.9). Recall that 𝑇∗ denotes a generic resampled pivotal statistic having the same conditional

distribution as 𝑇∗
𝑏1

in (3.10) given X. We then define the corresponding bootstrap cutoff values

𝑢̂
up
𝛼 := inf{q ∈ R : P𝑛 (𝑇∗ ≤ q | X) ≥ 𝛼}, 𝑢̂low

𝛼 := sup{q ∈ R : P𝑛 (𝑇∗ ≥ q | X) ≥ 𝛼} (3.17)

and

𝑢̂ts
𝛼 := inf{q ≥ 0 : P𝑛 ( |𝑇∗ | ≤ q | X) ≥ 𝛼}. (3.18)

Thus 𝑢̂up
𝛼 , 𝑢̂low

𝛼 and 𝑢̂ts
𝛼 are data-dependent bootstrap analogues of 𝑢up

𝛼 , 𝑢low
𝛼 and 𝑢ts

𝛼 . Since they are

defined through the conditional law given X, they are random variables measurable with respect to

the 𝜎-algebra generated by X. In implementation, the conditional quantiles are approximated by

the empirical quantiles {𝑇∗
𝑏1
}𝛼 and {|𝑇∗

𝑏1
|}𝛼 computed from the Monte Carlo replicates {𝑇∗

𝑏1
}𝐵1
𝑏1=1

used in (3.11). In the idealized regime 𝐵1 → ∞, these empirical quantiles converge to the corre-

sponding conditional quantiles defined above.

We now state the standard assumptions commonly used in bootstrap analysis for the smooth

function model; see Chapter 5 of [21] and Appendix B.1.

Assumption 3.1. Consider the function-of-mean model in which 𝜃 = 𝑓 (𝝁) for some function

𝑓 : R𝑑 → R, where 𝝁 = E[X] for a 𝑑-dimensional random vector X. Assume that 𝑓 and ℎ each

have 𝜈 + 3 bounded derivatives in a neighborhood of 𝝁 for some 𝜈 ≥ 3, that E∥X∥𝑙 < ∞ for a

sufficiently large positive number 𝑙, and that the characteristic function 𝜒 of X satisfies Cramér’s

condition lim sup∥t∥→∞ |𝜒(t) | < 1.

The next two theorems constitute the main results of this paper: SCB attains the same higher-

order coverage accuracy as the classical studentized bootstrap, namely order 𝑂 (𝑛−1) for one-sided

intervals and order𝑂 (𝑛−2) for symmetric two-sided intervals. In fact, we will first present a version

of these results that describe the coverage error order uniformly in the confidence level 𝛼. The
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proofs of these theorems are given in Appendix B.4.

Theorem 3.2 (One-Sided Coverage Error of SCB). Under Assumption 3.1, for any 𝜀 ∈ (0, 1/2)

and any fixed 𝐵 ≥ 1,

sup
𝜀≤𝛼≤1−𝜀

��P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − 𝛼

�� = 𝑂 (𝑛−1)

and

sup
𝜀≤𝛼≤1−𝜀

��P𝑛 (𝑇 ≥ 𝑢̂low
𝛼 ) − 𝛼

�� = 𝑂 (𝑛−1).

Theorem 3.3 (Two-Sided Coverage Error of SCB). Under Assumption 3.1, for any 𝜀 ∈ (0, 1/2)

and fixed 𝐵 ∉ {1, 3},

sup
𝜀≤𝛼≤1−𝜀

��P𝑛 ( |𝑇 | ≤ 𝑢̂ts
𝛼) − 𝛼

�� = 𝑂 (𝑛−2).

Noting that, as 𝐵1 → ∞, the empirical quantiles computed from {𝑇∗
𝑏1
}𝐵1
𝑏1=1 converge to the

corresponding conditional quantiles 𝑢̂up
𝛼 , 𝑢̂low

𝛼 and 𝑢̂ts
𝛼 , we obtain the following corollaries from

Theorems 3.2 and 3.3.

Corollary 3.4 (One-Sided Coverage Error of SCB for Growing Number of Outer Resamples).

Under Assumption 3.1, for any 𝛼 ∈ (0, 1/2) and fixed 𝐵 ≥ 1, SCB generates one-sided CIs I𝑢𝑝

and I𝑙𝑜𝑤 satisfying

lim
𝐵1→∞

P𝑛 (𝜃 ∈ Iup) = lim
𝐵1→∞

P𝑛 (𝜃 ∈ Ilow) = 𝛼 +𝑂 (𝑛−1).

Corollary 3.5 (Two-Sided Coverage Error of SCB for Growing Number of Outer Resamples).

Under Assumption 3.1, for any 𝛼 ∈ (0, 1/2) and fixed 𝐵 ∉ {1, 3}, SCB generates two-sided CI I𝑡𝑠
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satisfying

lim
𝐵1→∞

P𝑛 (𝜃 ∈ Its) = 𝛼 +𝑂 (𝑛−2).

Corollaries 3.4 and 3.5 stipulate our main assertion in this paper that the coverage error of SCB

is𝑂 (𝑛−1) for one-sided intervals and𝑂 (𝑛−2) for two-sided intervals, at a resampling computational

cost of only a small constant-factor increase of the number of outer resamples 𝐵1. Compared to

Corollaries 3.4 and 3.5, Theorems 3.2 and 3.3 assume the idealized situation when 𝐵1 = ∞. Note

that this idealized assumption is on par with the usual results on coverage errors in the analysis

of conventional bootstraps, which often ignores the consideration of the number of Monte Carlo

resamples; see, e.g., [21].

Compared with the basic and standard bootstraps, as well as other variants such as the so-called

percentile bootstrap, SCB achieves higher-order coverage accuracy. The studentized bootstrap

achieves the same accuracy order as SCB, namely 𝑂 (𝑛−1) for one-sided CIs (and also two-sided

equal-tailed, i.e., nonsymmetric, CIs), and 𝑂 (𝑛−2) for two-sided symmetric CIs. However, it re-

quires both 𝐵→∞ and 𝐵1 →∞, unless the standard error has an analytical form, and is therefore

computationally much more expensive than SCB. On the other hand, SCB is expected to yield

wider intervals because the scale estimators 𝑆∗
𝑏1

and 𝑆 can vary substantially when 𝐵 is small,

making extreme values more likely than in the studentized bootstrap. Nevertheless, the numeri-

cal results in Section 3.5 show that this disadvantage decreases rapidly as 𝐵 increases to around

5 ∼ 20. We also note that, compared with the basic bootstrap and other benchmarks that do not

possess higher-order accuracy, the length of SCB intervals is typically larger, reflecting the cor-

rection of the undercoverage commonly observed in these benchmark bootstrap methods. This

observation is also seen in our numerical experiments in Section 3.5.

We also compare the errors of SCB with two other lines of approaches discussed in the in-

troduction. First, bootstrap iteration, which means iterative bootstrap schemes that recalibrate

against the nominal coverage level 𝛼, can also achieve higher-order accuracy; see Section 3.11 of
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[21]. However, like the studentized bootstrap, it requires a computationally intensive nested resam-

pling procedure. Second, we consider BCa which is a popular automated second-order correction

method. In terms of coverage error, BCa intervals achieve order 𝑂 (𝑛−1) under suitable regularity

conditions. For one-sided interval, this is on par with SCB. However, for two-sided intervals, the

standard BCa construction is more analogous to an equal-tailed interval and consequently has cov-

erage error of order 𝑂 (𝑛−1) ([65, 35]). To the best of our knowledge, no comparable 𝑂 (𝑛−2) result

is available for the standard BCa procedure. Note that both BCa and SCB are fully automatic

and applicable to black-box statistics, but nonetheless they still require sufficient smoothness of

the target statistic to perform well: SCB relies on stable estimation of 𝑆∗ and 𝑆, while BCa re-

lies on a stable jackknife estimate of the acceleration constant. Finally, in terms of computational

cost, BCa requires 𝐵1 + 𝑛 statistic evaluations, where 𝑛 is the data size, while SCB requires 𝐵1𝐵,

with 𝐵1 sufficiently large. Thus, even with a small choice such as 𝐵 = 5, SCB is generally not

cheaper than BCa. However, SCB is higher-order coverage accurate with error 𝑂 (𝑛−2) for two-

sided intervals, but BCa can only achieve 𝑂 (𝑛−1). Indeed, in the two-sided case, SCB exploits

symmetry to achieve a sharper coverage error order, while relying on a pivotal statistic that avoids

expensive nested resampling effort. Our next section presents the roadmap on our main theoretical

developments giving rise to these insights.

3.4 Developments of Main Results

We now develop the main technical ingredients for proving the coverage error results of SCB.

First, we establish uniform Edgeworth expansions for the Student’s 𝑡-type pivotal statistics 𝑇 and

𝑇∗. Next, we derive the corresponding Cornish–Fisher expansions for their quantiles. These two

ingredients allow us to compare the ideal cutoff values with their bootstrap counterparts and to

control the resulting quantile errors uniformly in 𝛼. We then use these quantile approximations to

prove the one-sided coverage result. For the symmetric two-sided case, the same strategy forms the

basis of the argument, together with additional cancellation coming from the symmetry structure

of the expansion.

72



3.4.1 Uniform Edgeworth Expansion for t-Distributions

In this and the next subsection, we present the main technical ingredients that supports our

major Theorems 3.2 and 3.3. Throughout the paper, Φ and 𝜙 denote the cdf and pdf of the stan-

dard normal distribution, respectively, while Ψ𝐵 and 𝜓𝐵 denote the cdf and pdf of the Student’s 𝑡

distribution with 𝐵 degrees of freedom, respectively.

Under suitable regularity conditions, or more simply under Assumption 3.1 (see, e.g., [21]),

both
√
𝑛𝐴(X̄) and

√
𝑛𝐴𝑠 (X̄) admit Edgeworth expansions of the form

P
(√
𝑛𝐴̃(X̄) ≤ q

)
= Φ(q) +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜋𝑘 (q)𝜙(q) + 𝑜(𝑛−𝜈/2),

uniformly in q ∈ R, where each 𝜋𝑘 is an Edgeworth polynomial. Here Φ and 𝜙 denote the cu-

mulative distribution function and probability density function of the standard normal distribution,

respectively. By convention, we write 𝜋𝑘 = 𝑝𝑘 when 𝐴̃ = 𝐴, and 𝜋𝑘 = 𝑞𝑘 when 𝐴̃ = 𝐴𝑠. Moreover,

it is known that 𝑞1, 𝑝2, and 𝑞2 admit the representations

𝑞1(𝑥) =
∑︁
𝑘=0,2

𝑏 [1,𝑘]𝑥
𝑘 , 𝑝2(𝑥) =

∑︁
𝑘=1,3,5

𝑎 [2,𝑘]𝑥
𝑘 , 𝑞2(𝑥) =

∑︁
𝑘=1,3,5

𝑏 [2,𝑘]𝑥
𝑘 . (3.19)

Equation (3.19) serves as the definition of the coefficients 𝑏 [1,𝑘] , 𝑏 [2,𝑘] , and 𝑎 [2,𝑘] . The coefficients

𝑎 [2,𝑘] and 𝑏 [2,𝑘] are polynomial functions of moments and mixed moments up to order 4, associated

with the smooth function models 𝐴(X) and 𝐴𝑠 (X), respectively. Similarly, the coefficients 𝑏 [1,𝑘]

are polynomial functions of moments and mixed moments up to order 3 associated with 𝐴𝑠 (X). We

state these coefficients explicitly because they also appear in the quasi-polynomial terms, namely

the 𝜁𝑘 functions in Theorem 3.6, arising in the Edgeworth expansions for the Student’s 𝑡-type

statistic.

Precise statements of this Edgeworth expansion result, together with its bootstrap and resam-

pled counterparts, are given in Appendix B.1. Although these three theorems, adapted from [21],

do not appear explicitly in the statements of our main results, they play a foundational role in the
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proofs and will be invoked repeatedly throughout the appendix.

After reviewing the usual Edgeworth expansion for Gaussian-limit pivotal statistics, we now

present the corresponding expansion for Student’s 𝑡-type statistics in Theorem 3.6. The detailed

proof for the symmetric two-sided case is given in Appendix B.2.1, while that for the one-sided

case is given in Appendix B.2.2.

Theorem 3.6 (Uniform Higher-order Coverage Errors for Cheap Bootstrap). Under Assumption 3.1:

• When 𝐵 ∉ {1, 3}, for any 𝜀0 > 0, there exists a constant Cts such that

sup
q≥𝜀0

�����P𝑛 ( |𝑇 | ≤ q) − 2Ψ𝐵 (q) + 1 −
𝜁 ts

2 (q)
𝑛

����� ≤ 1
𝑛2 × Cts. (3.20)

where

𝜁 ts
2 (q) :=

∑︁
𝑘∈{1,3,5}

[
𝑏 [2,𝑘]

2(𝑘+1)/2Γ
(
𝐵+𝑘

2

)
√
𝜋 Γ(𝐵/2)

· 𝐵𝐵/2q𝑘

(𝐵 + q2) (𝐵+𝑘)/2

− 𝑎 [2,𝑘]
Γ

(
𝑘
2 + 1

)
Γ

(
𝐵+𝑘

2

)
𝜋 Γ

(
𝐵+𝑘+1

2

) · 2(𝑘+1)/2𝐵(𝐵+𝑘+1)/2q
(𝐵 + q2) (𝐵+𝑘)/2

]
. (3.21)

• There exists a constant Cup such that

sup
q∈R

�����P𝑛 (𝑇 ≤ q) − Ψ𝐵 (q) −
𝜁

up
1 (q)√
𝑛
−
𝜁

up
2 (q)
𝑛

����� ≤ 1
𝑛1.5 × Cup. (3.22)

where

𝜁
up
1 (q) :=

∑︁
𝑘=0,2

𝑏 [1,𝑘] ×
𝐵𝐵/2+𝑘q𝑘

√
2𝜋(𝐵 + q2)𝐵/2+𝑘

and 𝜁
up
2 (q) :=

1
2
× 𝜁 ts

2 (q). (3.23)

Theorem 3.6 has three notable features. First, the remainder bounds hold uniformly in the

argument q: over all q ∈ R in the one-sided case, and over all q ≥ 𝜀0 in the symmetric two-sided

case. This uniformity is essential for the subsequent coverage error analysis in Theorems 3.2 and
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3.3, since those arguments require control of the distributional approximation at random or varying

quantile locations rather than at a single fixed q.

Second, in the symmetric two-sided case, the approximation error is of order 𝑂 (𝑛−2), except

in the special cases 𝐵 ∈ {1, 3}. The main implication of this sharper bound is that the 𝑛−3/2

term vanishes from the symmetric two-sided expansion. This refinement is the key step behind

the 𝑂 (𝑛−2) coverage error in Theorem 3.3; it requires a joint treatment of the pivotal statistic
√
𝑛 𝐴̃(X̄) and the sample-based estimators of the Edgeworth coefficients, namely 𝑎̂ [2,𝑘] and 𝑏̂ [2,𝑘]

for 𝑘 = 1, 3, 5.

The justification for the absence of the 𝑛−3/2 term in the two-sided case is quite subtle. It relies

on a key result, Proposition B.10 in Appendix B.2.3, which shows that

E
[
𝑔(
√
𝑛𝐴̃(X̄)) (𝑀𝑛 − 𝑀)

]
= 𝑂 (𝑛−1),

where 𝑀 and 𝑀𝑛 denote the same monomial in finitely many, possibly mixed, moments, evaluated

at the population moments and sample moments, respectively;
√
𝑛𝐴̃(X̄) is the pivotal statistic in

the smooth function model, with 𝐴̃ equal to either 𝐴 in (3.13) or 𝐴𝑠 in (3.14); and 𝑔 is an even

function in 𝐶2(R). The quantity inside the expectation is typically of order 𝑂 (𝑛−1/2), due to the

CLT-scale fluctuation of
√
𝑛(𝑀𝑛 − 𝑀). The sharper 𝑂 (𝑛−1) bound instead arises from a nontrivial

cancellation at the expectation level induced by the evenness of 𝑔. Example 3.7 below provides

some intuition for this phenomenon and illustrates concretely why the evenness is essential.

Example 3.7. Consider the simplest case where 𝑋𝑖 ∈ R are iid with unit variance, 𝑀 is the true

mean 𝜇, 𝑀𝑛 = 𝑋̄ , and 𝐴̃(𝑥) = 𝑥 − 𝜇. We consider the function 𝑔𝑘 (𝑥) = 𝑥𝑘 . It is easy to verify that

E
[
𝑔𝑘

(√
𝑛 𝐴̃( 𝑋̄)

)
( 𝑋̄ − 𝜇)

]
=



𝑛−1/2, 𝑘 = 1,

𝑛−1E[(𝑋1 − 𝜇)3], 𝑘 = 2,

3𝑛−1/2 + 𝑛−3/2 (E[(𝑋1 − 𝜇)4] − 3
)
, 𝑘 = 3.
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More generally,

E
[
𝑔𝑘

(√
𝑛 𝐴̃( 𝑋̄)

)
( 𝑋̄ − 𝜇)

]
=


1
𝑛

(2𝑟 + 1)!
3! 2𝑟−1(𝑟 − 1)!

E[(𝑋1 − 𝜇)3] +𝑂 (𝑛−2), 𝑘 = 2𝑟,

(2𝑟 + 1)!!
√
𝑛

+𝑂 (𝑛−3/2), 𝑘 = 2𝑟 + 1.

Thus, when 𝑘 is even, the expectation is of order 𝑂 (𝑛−1), whereas when 𝑘 is odd, it is generally

only of order 𝑂 (𝑛−1/2). △

A somewhat peculiar feature of Theorem 3.3 is the technical restriction 𝐵 ∉ {1, 3}. This

limitation arises from the use of a first-order Taylor expansion with Lagrange remainder in Propo-

sition B.10, mentioned above, where functions of the following form appear:

𝑔[𝐵] (𝑥) :=
����𝑥q ����𝐵 exp

(
−𝐵𝑥

2

2q2

)
.

In particular, the condition 𝐵 ∉ {1, 3} ensures that 𝑔[𝐵] ∈ 𝐶2(R), so that the Lagrange remainder

is well defined. At present, the best bound we can prove when 𝐵 ∈ {1, 3} remains 𝑂 (𝑛−3/2). We

nevertheless believe that this restriction is not fundamental and can likely be removed by alternative

proof techniques.

Third, the correction terms 𝜁 ts
𝑘

and 𝜁up
𝑘

admit explicit closed-form expressions. In the earlier

cheap bootstrap development, by contrast, the corresponding 𝜁𝑘 functions were represented as

high-dimensional integrals in [52]. This makes the present expansions substantially more transpar-

ent and easier to apply. The simplification is possible because the integral structure naturally gives

rise to chi-square random variables through sums of squared Gaussian coordinates, which allows

the multidimensional integrals to be evaluated in closed form.

Although the functions 𝜁 ts
𝑘

and 𝜁up
𝑘

admit explicit closed-form expressions, their formulas still

appear somewhat complicated. However, they simplify strikingly in the limit 𝐵→∞:

Corollary 3.8. As 𝐵 → ∞, the cheap bootstrap reduces to the standard error bootstrap. In this
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limit, the 𝜁 functions simplify to

lim
𝐵→∞

𝜁
up
1 (q) = 𝜙(q)

(
𝑏 [1,0] + 𝑏 [1,2]q2) ,

lim
𝐵→∞

𝜁2(q) = 2𝜙(q)
[
𝑏 [2,1]q + 𝑏 [2,3]q3 + 𝑏 [2,5]q5 −

(
𝑎 [2,1] + 3𝑎 [2,3] + 15𝑎 [2,5]

)
q
]
.

It is known that the cheap bootstrap reduces to the standard error bootstrap as 𝐵 → ∞. The

explicit limiting formulas above may help clarify the relationship between Edgeworth expansions

and the standard error bootstrap. To the best of our knowledge, this connection has not been made

explicit in the existing literature.

We next state the corresponding uniform Edgeworth expansion for the resampled cheap boot-

strap statistic 𝑇∗. This result is the conditional analogue of Theorem 3.6: the deterministic coeffi-

cients in the expansion are replaced by their sample-based counterparts, and the remainder bound

now holds with high probability. The proof is provided in Appendix B.2.4 for the symmetric

two-sided case, and in Appendix B.2.5 for the one-sided case.

Theorem 3.9 (Uniform Higher-order Coverage Errors for the Resampled Cheap Bootstrap). Under

Assumption 3.1,

• When 𝐵 ∉ {1, 3}, for any 𝜀0 > 0, there exists a constant Ĉts such that

P

(
sup
q≥𝜀0

�����P𝑛 ( |𝑇∗ | ≤ q | X) − 2Ψ𝐵 (q) + 1 −
𝜁 ts

2 (q)
𝑛

����� ≥ 1
𝑛2 × Ĉts

)
= 𝑂 (𝑛−𝜆) (3.24)

where 𝜁 ts
2 is defined in the same way as 𝜁 ts

2 in (3.21), except that the coefficients 𝑎 [2,𝑘] and

𝑏 [2,𝑘] are replaced by 𝑎̂ [2,𝑘] and 𝑏̂ [2,𝑘] , respectively.

• There exists a constant Ĉup such that

P

(
sup
q∈R

�����P𝑛 (𝑇∗ ≤ q | X) − Ψ𝐵 (q) −
𝜁

up
1 (q)√
𝑛
−
𝜁

up
2 (q)
𝑛

����� ≥ 1
𝑛1.5 × Ĉup

)
= 𝑂 (𝑛−𝜆) (3.25)

where 𝜁up
1 and 𝜁

up
2 are defined in the same way as 𝜁up

1 and 𝜁
up
2 in (3.23), except that all
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coefficients 𝑎 [2,𝑘] and 𝑏 [𝑖,𝑘] are replaced by 𝑎̂ [2,𝑘] and 𝑏̂ [𝑖,𝑘] for 𝑖 = 1, 2, respectively.

Define 𝜂𝑘 (q) := 𝜁𝑘 (q)/𝜓𝐵 (q), where 𝜓𝐵 is the pdf of the Student’s 𝑡 distribution with 𝐵 degrees

of freedom. Then the expansions in Theorem 3.6 can be rewritten as

𝐺
up
𝑛 (q) := Ψ𝐵 (q) +

2∑︁
𝑘=1

𝑛−𝑘/2𝜂up
𝑘
(q)𝜓𝐵 (q),

𝐺 ts
𝑛 (q) := 2Ψ𝐵 (q) − 1 + 1

𝑛
𝜂ts

2 (q)𝜓𝐵 (q).

(3.26)

This reformulation is more convenient for developing the corresponding Cornish–Fisher expan-

sions in the next section. The functions 𝜂𝑘 are given explicitly by

𝜂ts
2 (q) = 2(𝑏 [2,1] − 𝑎 [2,1])q − 𝑎 [2,3]

6𝐵(𝐵 + 1)
𝐵 + 2

q
𝐵 + q2 + 2𝑏 [2,3] (𝐵 + 1) q3

𝐵 + q2

− 𝑎 [2,5]
30𝐵2(𝐵 + 1) (𝐵 + 3)
(𝐵 + 2) (𝐵 + 4)

q
(𝐵 + q2)2

+ 2𝑏 [2,5] (𝐵 + 1) (𝐵 + 3) q5

(𝐵 + q2)2
,

𝜂
up
1 (q) =

Γ(𝐵/2)
√

2 Γ
(
𝐵+1

2

) [
𝑏 [1,0] (𝐵 + q2)1/2 + 𝑏 [1,2]

𝐵2q2

(𝐵 + q2)3/2

]
, 𝜂

up
2 (q) =

1
2
𝜂ts

2 (q).

Although their explicit forms are somewhat complicated, the functions 𝜂𝑘 possess two useful prop-

erties: (1) each 𝜂𝑘 is infinitely differentiable on R; and (2) 𝜂𝑘 is odd when 𝑘 is even, and even when

𝑘 is odd, just as in the case of classical Edgeworth polynomials. Thus, the functions 𝜂𝑘 play a role

analogous to that of Edgeworth polynomials for Gaussian distributions, and we refer to them as

Edgeworth quasi-polynomials for the student’s 𝑡-distribution.

The structure of the functions 𝜂𝑘 motivates the quasi-polynomial framework for higher-order

Edgeworth expansions of Student’s 𝑡-type statistics developed in Appendix B.3.1, where these

expansions are denoted by 𝐺up
𝑛,𝜈 (q) and 𝐺 ts

𝑛,𝜈 (q). In the cases established here, they reduce, re-

spectively, to the one-sided case with 𝜈 = 2 and the symmetric two-sided case with 𝜈 = 3 in Eq.

(3.26).
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3.4.2 Uniform Cornish-Fisher Expansion for t-Distributions

We now pass from the Edgeworth expansions to their Cornish–Fisher counterparts. We first

introduce the population quantiles and their formal approximants, and then state the corresponding

existence and uniqueness result. We expect these quantiles to admit the following finite Cornish–

Fisher expansions for the Student’s 𝑡-type statistic:

𝑢
up
2,𝛼 := q +

2∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q), where q := Ψ−1

𝐵 (𝛼),

𝑢ts
3,𝛼 := q + 1

𝑛
𝜉 ts

2 (q), where q := Ψ−1
𝐵

(
1 + 𝛼

2

)
.

with

𝜉
up
1 (q) = −𝜂

up
1 (q), 𝜉 ts

2 (q) = −
1
2
𝜂ts

2 (q),

𝜉
up
2 (q) = −𝜂

up
2 (q) + 𝜂

up
1 (q)

(
𝜂

up
1

)′(q) − (𝐵 + 1)q
2(𝐵 + q2)

(
𝜂

up
1 (q)

)2
.

(3.27)

Here each 𝜉𝑘 , although not a polynomial, belongs to 𝐶∞(R), is even when 𝑘 is odd, and odd when

𝑘 is even. Moreover, the coefficients of 𝜉𝑘 are polynomials in moments up to order 𝑘 + 2. The

subscripts 𝜈 = 2, 3 in 𝑢up
2,𝛼 and 𝑢ts

3,𝛼 are consistent with the approximation order 𝑂 (𝑛−(𝜈+1)/2).

The Proposition 3.10 below establishes the existence and uniqueness of these formal Cornish–

Fisher approximants, together with their uniform convergence properties. A general version of

Proposition 3.10, namely Proposition B.16, is stated in Appendix B.3.1 under the general quasi-

polynomial framework. Its proof is given in Appendix B.3.2 and Appendix B.3.3.

Proposition 3.10 (Existence and uniqueness of the Cornish–Fisher expansions on the Student’s 𝑡

distribution). Under Assumption 3.1, there exist unique functions 𝜉up
1 , 𝜉

up
2 , 𝜉

ts
2 , given in (3.27), such

that for every compact interval 𝐾 ⊂ R and 𝐾̃ ⊂ (0,∞), there exist finite constants Aup
𝐾

and Ats
𝐾̃
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satisfying

sup
q∈𝐾

�����𝐺up
𝑛

(
q +

2∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q)

)
− Ψ𝐵 (q)

����� ≤ Aup
𝐾
𝑛−3/2,

sup
q∈𝐾̃

����𝐺 ts
𝑛

(
q + 1

𝑛
𝜉 ts

2 (q)
)
−

(
2Ψ𝐵 (q) − 1

) ���� ≤ Ats
𝐾̃
𝑛−2.

Motivated by the expansion forms of 𝑢up
2,𝛼 and 𝑢ts

3,𝛼, we define the formal resampled Cornish–

Fisher approximants by

𝑢̂
up
2,𝛼 := q +

2∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q), where q := Ψ−1

𝐵 (𝛼),

𝑢̂ts
3,𝛼 := q + 1

𝑛
𝜉 ts

2 (q), where q := Ψ−1
𝐵

(
1 + 𝛼

2

)
.

Here 𝜉up
1 , 𝜉

up
2 , and 𝜉 ts

2 are obtained from (3.27) by replacing the population moments in the coef-

ficients with the corresponding sample moments. In this way, we have defined the four quantile

approximants needed for the coverage error analysis, namely

𝑢
up
2,𝛼, 𝑢ts

3,𝛼, 𝑢̂
up
2,𝛼, 𝑢̂ts

3,𝛼 .

We now explain their roles. Recall the exact quantiles 𝑢up
𝛼 and 𝑢ts

𝛼 of the finite-sample distribu-

tion of 𝑇 , defined in (3.15) and (3.16), and the resampled quantiles 𝑢̂up
𝛼 and 𝑢̂ts

𝛼 , defined in (3.17)

and (3.18). The approximants 𝑢up
2,𝛼, 𝑢

ts
3,𝛼, 𝑢̂

up
2,𝛼, 𝑢̂

ts
3,𝛼 serve as explicit higher-order proxies for these

exact quantiles. Their main advantage is that they are given by finite sums of smooth 𝜉𝑘 functions,

which makes it much easier to control differences such as |𝑢up
2,𝛼 − 𝑢̂

up
2,𝛼 | and |𝑢ts

3,𝛼 − 𝑢̂
ts
3,𝛼 | than if one

worked directly with the original quantile definitions. At the same time, these approximants remain

sufficiently accurate: as the next theorems show, 𝑢up
2,𝛼 and 𝑢ts

3,𝛼 are already higher-order approxima-

tions to 𝑢up
𝛼 and 𝑢ts

𝛼 , while 𝑢̂up
2,𝛼 and 𝑢̂ts

3,𝛼 are the corresponding higher-order approximations to 𝑢̂up
𝛼

and 𝑢̂ts
𝛼 . Therefore, these four explicit approximants provide the convenient intermediate objects

through which the final coverage error bounds are established.
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Theorem 3.11 (Uniform error for the Cornish–Fisher expansions). Let 𝜀 ∈ (0, 1/2). Under As-

sumption 3.1, there exist finite constants Cup
c.f. and Cts

c.f. such that

sup
𝜀≤𝛼≤1−𝜀

���𝑢up
2,𝛼 − 𝑢

up
𝛼

��� ≤ Cup
c.f.𝑛

−3/2, sup
𝜀≤𝛼≤1−𝜀

���𝑢ts
3,𝛼 − 𝑢

ts
𝛼

��� ≤ Cts
c.f.𝑛

−2.

Theorem 3.12 (Uniform error for the resampled Cornish–Fisher expansions). Let 𝜀 ∈ (0, 1/2).

Under Assumption 3.1, there exist finite constants Ĉup
c.f. and Ĉts

c.f. such that

P
(

sup
𝜀≤𝛼≤1−𝜀

���𝑢̂up
2,𝛼 − 𝑢̂

up
𝛼

��� ≥ Ĉup
c.f.𝑛

−3/2
)
= 𝑂 (𝑛−𝜆), P

(
sup

𝜀≤𝛼≤1−𝜀

���𝑢̂ts
3,𝛼 − 𝑢̂

ts
𝛼

��� ≥ Ĉts
c.f.𝑛

−2
)
= 𝑂 (𝑛−𝜆).

General versions of the two theorems above are stated at the end of Appendix B.3.1, with

proofs given in Appendices B.3.5 and B.3.6. These higher-order quantile error bounds imply the

quantile error of SCB, stated in the following corollary, whose proof is given in Appendix B.3.7.

Corollary 3.13 (Quantile error of SCB). Under Assumption 3.1,

sup
𝜀≤𝛼≤1−𝜀

��𝑢̂up
𝛼 − 𝑢up

𝛼

�� = 𝑂𝑝 (𝑛−1), sup
𝜀≤𝛼≤1−𝜀

��𝑢̂ts
𝛼 − 𝑢ts

𝛼

�� = 𝑂𝑝 (𝑛−3/2).

No restriction 𝐵 ∉ {1, 3} is needed in Corollary 3.13 for the symmetric two-sided quantile error.

The reason is that an 𝑂 (𝑛−3/2) approximation in (3.20) already suffices for this conclusion. The

classical studentized bootstrap has quantile error order 𝑂𝑝 (𝑛−3/2) in the symmetric two-sided case

and 𝑂𝑝 (𝑛−1) in the one-sided upper case; see Eqs. (3.23) and (3.53) in [21]. Thus, SCB achieves

the same quantile error order as the studentized bootstrap with substantially less computation.

3.5 Numerical Results

We study the finite-sample performance of SCB through three function-of-mean examples,

one V-statistic example, and two input uncertainty quantification examples for 𝑀/𝑀/𝑘 queueing

systems.

For SCB, the inner bootstrap size is denoted by 𝐵, the outer bootstrap size by 𝐵1, and the
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sample size by 𝑛. Throughout, we take 𝐵1 ∈ {39, 79}, and use the 38th or 77th order statistic of

{|𝑇∗
𝑏1
|}𝐵1
𝑏1=1, respectively, when computing empirical quantiles. The computational cost of SCB is

therefore (𝐵 + 1) (𝐵1 + 1), counting the total number of evaluations of the target statistic 𝜃. This

consists of one evaluation for 𝜃, 𝐵1(𝐵 + 1) evaluations for generating {𝑇∗
𝑏1
}𝐵1
𝑏1=1, and 𝐵 additional

evaluations for 𝑆. When 𝐵 is very small (i.e., 𝐵 = 1, 2), it is possible that 𝑆 = 0 or 𝑆∗
𝑏1

= 0 because

of identical resamples, leading to degenerate intervals. To avoid this, we introduce an additional

threshold 𝜖 : whenever 𝑆 < 𝜖 or 𝑆∗
𝑏1
< 𝜖 , the bootstrap restarts from the beginning. This restart

mechanism is relevant only for 𝐵 = 1, 2 as its probability decreases from 0.5 ∼ 0.7 when 𝐵 = 1 to

about 0.01 when 𝐵 = 2, and is practically negligible otherwise.

Besides the bootstrap methods introduced in Section 3.2, we also include two additional proce-

dures in the numerical experiments. The percentile bootstrap is a standard alternative to the basic

bootstrap, constructed by taking the empirical (1 − 𝛼)/2 and (1 + 𝛼)/2 quantiles of the resample

estimates 𝜃∗
𝑏

as the CI endpoints, yielding [ {𝜃∗
𝑏
}(1−𝛼)/2, {𝜃∗𝑏}(1+𝛼)/2 ]. The symmetric bootstrap is

included as an ad hoc benchmark to illustrate that improved coverage comes from studentization

rather than from symmetry alone. It uses the empirical 𝛼-quantile of |𝜃∗
𝑏
− 𝜃 | to form the interval

[ 𝜃 − { |𝜃∗
𝑏
− 𝜃 | }𝛼, 𝜃 + { |𝜃∗𝑏 − 𝜃 | }𝛼 ]. Unlike the symmetric studentized bootstrap in [26] (see also

Eq. (3.6) above), this procedure does not use a pivotal statistic.

For comparison, each benchmark method uses (𝐵 + 1) × (𝐵1 + 1) bootstrap replications, so

that all methods are compared under the same computational budget. The benchmark methods

include the basic bootstrap (BB), percentile bootstrap (Per), symmetric bootstrap (Sym), standard

error bootstrap (SE), and cheap bootstrap (CB).

3.5.1 Function-of-Mean Type Experiments

We consider three function-of-mean experiments, where the target statistic takes the form

𝜃 (𝑃) = 𝑓 (E𝑃 [X]) for a given function 𝑓 . Let 𝜇1, . . . , 𝜇𝑑 denote the elements of the mean vector.

Throughout, we take 𝐵 ∈ {1, 2, 5, 10, 20, 30, 50}, 𝐵1 ∈ {39, 79}, and 𝑛 ∈ {10, 25, 50, 100, 200},

and all CIs are constructed at the nominal coverage level 𝛼 = 0.95.
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Experiment 3.14. Let 𝑑 = 2 and X = (𝑋1, 𝑋2), where 𝑋1 and 𝑋2 are independent and each follows

a 𝜒2(5) distribution. The function is 𝑓 (𝜇1, 𝜇2) = (5 − 4𝜇1)𝜇2/20 + 𝜇1(4 − 𝜇1)/40.

Experiment 3.15. The setup is the same as in Example 3.14, except that 𝑋1 and 𝑋2 are independent

and each follows the uniform distribution on (0, 10).

Experiment 3.16. Let 𝑑 = 3, and let 𝑋1, 𝑋2, 𝑋3 be independent exponential random variables with

mean 2. The function is 𝑓 (𝜇1, 𝜇2, 𝜇3) = log
(
0.1 + (𝜇2

1 + 4𝜇1𝜇2𝜇3 + 𝜇2
2𝜇3 + 0.4𝜇1𝜇2𝜇

2
3)

2
)
.

The true values of the target parameters in all three examples can be computed analytically.

The corresponding bootstrap results are reported in Figures 3.2, 3.3, and 3.4.

Across Experiments 1–3, SCB is consistently among the methods closest to the nominal 95%

coverage level, with the advantage being most visible in small and moderate samples where several

benchmark methods exhibit noticeable undercoverage. The main tradeoff is interval width: when

the inner bootstrap size 𝐵 is extremely small, especially 𝐵 = 1 or 2, SCB can produce wider

intervals, but this width inflation decreases rapidly as 𝐵 increases while the coverage remains

stable and close to nominal. Overall, the three function-of-mean experiments suggest that SCB

achieves a favorable tradeoff between coverage accuracy and computational cost under the same

simulation budget. The effect of 𝐵 in Experiments 1–3 is relatively mild. Increasing 𝐵1 from 39

to 79 does not change the main qualitative conclusions or the overall ranking of the methods. SCB

remains closest to the nominal 95% level in both cases. The main effect of a larger 𝐵1 is a slight

stabilization of the procedure: coverage may improve a little in some low-𝑛 settings, and the SCB

intervals also become slightly shorter. Overall, compared with the choice of 𝐵, the impact of 𝐵1 is

secondary in these three experiments.

3.5.2 V-statistic Experiment

We apply SCB to a V-statistic to estimate 𝜃 (𝑃) = E𝑃 [ℎ(𝑋1, 𝑋2)], where E𝑃 denotes expectation

under 𝑃 and 𝑋1, 𝑋2 are i.i.d. samples from 𝑃. Experiments are conducted with 𝐵 ∈ {1, 2, 5, 10, 20},

𝐵1 ∈ {39, 79} and 𝑛 ∈ {10, 20, 30, 40, 50} and all CIs target the nominal coverage level 𝛼 = 0.95.
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Experiment 3.17. Let ℎ(𝑥, 𝑦) = min
(
12, (𝑥 − 𝑦)2 + 𝑥 + 𝑦

)
and 𝑃 = Γ(1, 1). The ground truth is

𝜃 ≈ 3.493254, obtained through direct calculus. The bootstrap results are presented in Figure 3.5.

The V-statistic experiment in Figure 3.5 is substantially more challenging than the function-of-

mean examples. The benchmark methods exhibit pronounced undercoverage, especially when 𝑛 is

small. Although SCB is not perfect at the smallest sample sizes, its performance improves much

more rapidly: by 𝑛 = 30, its coverage is already essentially at the nominal 95% level, whereas the

competing methods still remain visibly below target. Moreover, once 𝐵 reaches a moderate value

such as 𝐵 = 10, the interval width of SCB is already close to that of the benchmark methods. Thus,

the slightly larger width of SCB appears to be exactly the price needed to correct the substantial

undercoverage of the competing procedures.
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Figure 3.2: Coverage probabilities and interval widths of SCB compared with
benchmark methods in Experiment 1. The restart threshold is set to 𝜖 = 0.01
for 𝐵1 = 39 and 𝜀 = 0.05 for 𝐵1 = 79. Each result is obtained from 100,000
independent experiments.
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Figure 3.3: Coverage probabilities and interval widths of SCB compared with
non-iterated benchmark methods in Experiment 2. The restart threshold is set
to 𝜀 = 0.01. Each result is obtained from 100,000 independent experiments.
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Figure 3.4: Coverage probabilities and interval widths of SCB compared with
benchmark methods in Experiment 3. The restart threshold is set to 𝜀 = 0.01.
Each result is based on 100,000 independent experiments.
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Figure 3.5: Coverage probabilities and interval widths of SCB compared with benchmark
methods in Experiment 4 with restart threshold 𝜖 = 10−4. Each result is based on 105

independent experiments.

3.5.3 Input Uncertainty Quantification for M/M/k Queueing

We apply SCB to the input uncertainty quantification of queueing systems. Specifically, we

consider 𝑀/𝑀/𝑘 queueing systems in which the expected service time is 𝜇 and the expected inter-

arrival time is 𝜆. When performing the Monte Carlo of input uncertainty quantification, we use

the empirical distributions of inter-arrival and service times of equal size, without assuming prior
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knowledge that the true system follows an 𝑀/𝑀/𝑘 structure. Neither of these systems is stable in

the long run. Our target statistic is the expected total waiting time of the first 𝑁 = 10 customers.

Experiment 3.18. 𝑀/𝑀/2 system with inter-arrival mean 𝜆 = 1 and service-time mean 𝜇 = 8.

Experiment 3.19. 𝑀/𝑀/1 system with inter-arrival mean 𝜆 = 1 and service-time mean 𝜇 = 1.1.

The true values are 𝜃5 = 10.66587 ± 0.00035 and 𝜃6 = 1.77567 ± 0.00009 (with 95% con-

fidence), obtained from 109 simulation replications. The target statistics are evaluated via the

average of 1000 Monte Carlo runs with either the he empirical data or the bootstrap data. The

choice of 1000 replications is sufficient to ensure the dominance of input errors instead of the

Monte Carlo errors. For Experiment 5, experiments are conducted with 𝐵 ∈ {1, 2, 5, 10, 15},

𝐵1 ∈ {39, 79}, and 𝑛 ∈ {10, 15, 20, 50}, and all CIs target the nominal coverage level 𝛼 = 0.95.

For Experiment 6, experiments are conducted with 𝐵 ∈ {1, 2, 5, 10, 20, 30}, 𝐵1 ∈ {39, 79}, and

𝑛 ∈ {25, 50, 100, 200, 300}, again with nominal coverage level 𝛼 = 0.95. The results are presented

in Figures 3.6 and 3.7.
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Figure 3.6: Coverage probabilities and interval widths of SCB compared with non-
iterated benchmark methods in Experiment 5. The statistic is estimated by 1000
Monte Carlo runs. The restart threshold is set to 𝜖 = 10−3. Each result is based on
10,000 independent experiments.
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Figure 3.7: Coverage probabilities and interval widths of SCB compared with non-
iterated benchmark methods in Experiment 6. The statistic is estimated by 1000
Monte Carlo runs. The restart threshold is set to 𝜖 = 10−8. Each result is based on
10,000 independent experiments.

In Experiments 5–6, SCB again provides the best overall coverage performance under the

same computational budget. The advantage is more pronounced in Experiment 5, where the

benchmark methods show substantial undercoverage, especially for small 𝑛. In Experiment 6, the

same pattern remains but is less dramatic. In both examples, once 𝐵 is taken to be moderate, the

interval width of SCB is already close to that of the benchmark methods, while its coverage stays
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much closer to the nominal 95% level.

3.5.4 Implementation Tips

In practice, the most important tuning parameter in SCB is the inner bootstrap size 𝐵. Although

very small values of 𝐵 can still deliver reasonable coverage, we do not recommend using 𝐵 = 1 or

2 in practice, since they may lead to noticeably wider intervals and occasional degeneracy. Instead,

a moderate choice such as 𝐵 = 5 ∼ 15 is generally preferable. This already keeps the interval width

close to that of the benchmark methods while preserving the coverage advantage of SCB.

The outer bootstrap size 𝐵1 should still be taken moderately large, since it controls the stability

of the empirical quantiles of the resampled pivotal statistics. In our experiments, increasing 𝐵1

from 39 to 79 does not materially change the coverage behavior, but it can make the intervals

slightly shorter. Thus, a practical strategy is to choose a moderate 𝐵 first, and then take 𝐵1 as large

as the remaining computational budget allows.
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Chapter 4: Multisample Average Approximation in Stagewise Independent

Multistage Stochastic Optimization

This chapter is based on joint work with Henry Lam.

4.1 Chapter Overview

Sample Average Approximation (SAA) is a standard tool in stochastic programming, with

a well-developed theory for consistency, asymptotic analysis, and uncertainty quantification in

single-stage settings. In contrast, comparable statistical tools are much less developed for multi-

stage stochastic optimization, where the complexity of the problem grows rapidly with the time

horizon. Even under stagewise independence, it remains difficult to obtain tractable data-driven

procedures with rigorous guarantees for solution quality.

This chapter studies a class of stagewise independent multistage stochastic optimization prob-

lems with parameterized policies. Under this formulation, the empirical objective naturally takes

the form of a multisample average over independently sampled stagewise data. We refer to the re-

sulting method as Multi-Sample Average Approximation (MSAA). This representation connects the

optimization problem to the theory of multisample U-statistics and U-processes, which provides

the probabilistic structure needed for asymptotic analysis.

Building on this connection, we develop the basic statistical theory for MSAA. In particular,

we establish laws of large numbers, a central limit theorem under coordinated sample growth, and

a Wald-type uniform law of large numbers for the associated multisample processes. These re-

sults imply consistency of the MSAA optimal value and support the construction of a conditional

variance estimator. We then develop a multisample single-replication procedure to bound the op-

timality gap of a candidate policy, thereby providing a practical uncertainty quantification tool for
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this multistage setting.

4.2 Parameterized Multistage Stochastic Programming

A multistage stochastic programming model with a parameterized policy and a time horizon of

𝑐 is defined as follows:

minimize 𝜇(𝜃) := E[ℎ(𝜃; 𝜉 (1) , 𝜉 (2) , ..., 𝜉 (𝑐))]

subject to 𝜃 ∈ Θ,
(4.1)

where Θ denotes a compact set of parameters. Assuming stagewise independence, each 𝜉 (𝑘) is in-

dependently drawn from the distribution 𝐹𝑘 for 𝑘 = 1, 2, ..., 𝑐. Typically, decisions at time 𝑘 are de-

termined by both the policy and the information realized up to that point, namely (𝜉 (1) , 𝜉 (2) , ..., 𝜉 (𝑘)),

and are made in an online manner.

Consider that there are 𝑁𝑘 i.i.d. realized samples from each distribution 𝐹𝑘 , denoted as {𝜉 (𝑘)
𝑖𝑘
}𝑁𝑘
𝑖𝑘=1.

Based on these samples, we can formulate an alternative optimization problem with respect to the

empirical distribution, as follows:

minimize 𝜇N(𝜃) :=
𝑐∏
𝑘=1

1
𝑁𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1
, 𝜉
(2)
𝑖2
, ..., 𝜉

(𝑐)
𝑖𝑐
)

subject to 𝜃 ∈ Θ,

(4.2)

where the subscript N := (𝑁1, 𝑁2, ..., 𝑁𝑘 ) represents the vector of sample sizes. We refer to this

optimization approach as Multi-Sample Average Approximation (MSAA). When N is sufficiently

large for each component, the optimal solutions of the MSAA problem are expected to also serve

as effective policies for the original stochastic programming. Our interest in the MSAA is pri-

marily based on two considerations. Firstly, the true distribution 𝐹𝑘 may not be known, and the

available data, such as sales figures or customer records, are real-world observations that cannot

be easily simulated. Secondly, even with perfect information of all distributions 𝐹𝑘 , solving the

stochastic programming as formulated in Equation 4.1 often presents challenges when dealing with
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continuous distributions. However, utilizing finite sample approximations through MSAA, in some

problems, allows for efficient resolution of these problems.

Despite the assumptions of stagewise independence and a parameterized policy, a wide range

of classical problems can be effectively formulated in this manner. Here, we introduce two notable

examples.

Example 4.1 (Airline Management). [66] in Chapter 2.2.2 discuss a classical 𝑛-class airline ca-

pacity control model. In this model, an agent aims to maximize revenue from selling a total of

𝐶 airline tickets. Over a sequence indexed by 𝑘 = 1, 2, ..., 𝑐, customers from the 𝑘-th class ar-

rive, numbered 𝜉 (𝑘) , and express willingness to purchase tickets at price 𝑝𝑘 . It is stipulated that

𝑝1 < 𝑝2 < ... < 𝑝𝑐, with customers of different classes arriving in this strict order. The decision

variable for the agent is 𝜃 := (𝜃1, 𝜃2, ..., 𝜃𝑐−1) ∈ [0, 𝐶]𝑐−1, where 𝜃𝑘 represents the number of tick-

ets reserved at time 𝑘 for later-arriving (higher-valued) customers. Consequently, the total revenue

is a deterministic function of both 𝜃 and the realized {𝜉 (𝑘)}𝑐
𝑘=1. Thus, although it represents an

offline decision problem, the problem can be formulated as stochastic programming in (4.1). △

Remark 4.2. In contexts other than airline ticket sales, where tickets must be integers, all variables

(including capacities and decisions) can be treated as continuous. [66] present two methods for

solving the capacity control problem: dynamic programming with discretization of 𝜃 and Monte

Carlo integration, which is identical to our MSAA formulation. The Monte Carlo approach is

often preferred due to its computational efficiency; the time complexity for dynamic programming

is𝑂
(
𝑐𝐶2

𝜀2

)
, where 𝜀 denotes the discretization precision. However, an analysis of optimality for the

Monte Carlo method is lacking in the literature, an issue we address in this chapter.

Example 4.3 (Inventory Management with (𝑠, 𝑆)-policy). The problem of single item inventory

management involves managing the amount 𝐼𝑘 of a resource using a replenishment policy, where

the main tradeoff lies between storage and backorder costs. Let 𝐼𝑘 represent the inventory level

at beginning of time 𝑘 . The agent first decides on the replenishment amount 𝑅𝑘 (which could be

zero) at a cost 𝐶 (𝑅𝑘 ). Subsequently, the demand 𝐷𝑘 is reviewed. If 𝐼𝑘 + 𝑅𝑘 − 𝐷𝑘 > 0, a holding
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cost ℎ𝑘 per unit is incurred; if 𝐼𝑘 + 𝑅𝑘 − 𝐷𝑘 < 0, a backorder cost 𝑏𝑘 per unit is incurred. The

total management cost over the horizon 𝑘 = 1, 2, ..., 𝑐 is given by
∑𝑐
𝑘=1(𝐼𝑘 + 𝑅𝑘 −𝐷𝑘 )+ℎ𝑘 + (𝐷𝑘 −

𝐼𝑘 − 𝑅𝑘 )+𝑏𝑘 + 𝐶 (𝑅𝑘 ). Although the replenishment policy can be any arbitrary function of the

tuple (𝑘, 𝐼𝑘 ), in many cases, such as when the replenishment cost is linear (𝐶 (𝑅𝑘 ) = 𝐶0 + 𝐶𝑘𝑅𝑘 ),

the optimal policy is often an (𝑠𝑘 , 𝑆𝑘 )-policy as demonstrated by [67]. Under this policy, if 𝐼𝑘 <

𝑠𝑘 , the inventory is replenished up to 𝑆𝑘 . This approach significantly reduces the complexity of

the decision-making process from an infinite-dimensional space of feedback controls to a finite-

dimensional space, represented as 𝜃 := (𝑠𝑘 , 𝑆𝑘 )𝑐𝑘=1 in R2𝑐. Consequently, the problem can be

formulated as stochastic programming in (4.1) and MSAA can be applied to it. △

4.3 Multisample U-Statistics

In order to introduce a multisample U-statistic, we first define the kernel functions. Let m =

(𝑚1, 𝑚2, ..., 𝑚𝑐) denote a 𝑐-dimensional vector of positive integers and ∥m∥ = ∑𝑐
𝑘=1 𝑚𝑘 ; also let

x(𝑘) = (𝑥 (𝑘)1 , ..., 𝑥
(𝑘)
𝑚𝑘 ) ∈ R𝑚𝑘 .

Definition 4.4 (Kernel Function). The ℎm(x(1); x(2); ...; x(𝑐)) : R∥m∥ −→ R is called a kernel func-

tion with index m if it is symmetric to the exchange of variables within each segment 𝑘 .

For example, when m = (2, 2),

ℎm(𝑥 (1)1 , 𝑥
(2)
2 ; 𝑦 (1)1 , 𝑦

(2)
2 ) = ℎm(𝑥 (1)2 , 𝑥

(2)
1 ; 𝑦 (1)1 , 𝑦

(2)
2 ) = ℎm(𝑥 (1)1 , 𝑥

(2)
2 ; 𝑦 (1)2 , 𝑦

(2)
1 ).

However, it is prohibited to exchange arguments across segments of different x(𝑘) , i.e.

ℎm(𝑥 (1)1 , 𝑥
(2)
2 ; 𝑦 (1)1 , 𝑦

(2)
2 ) ≠ ℎm(𝑦 (1)1 , 𝑥

(2)
2 ; 𝑥 (1)1 , 𝑦

(2)
2 )

in general. For 𝑘 = 1, 2, ..., 𝑐, let 𝐹𝑘 be 𝑐 distinct unknown distributions on R. Now assume

that we have 𝑁𝑘 realized samples from 𝐹𝑘 that are denoted as {𝜉 (𝑘)
𝑖𝑘
}𝑁𝑘
𝑖𝑘=1 separately. We shall use

N = (𝑁1, 𝑁2, ..., 𝑁𝑐) to denote the sample size vector. It is natural to introduce the multisample
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U-statistic to estimate the expectation E[ℎm(𝝃 (1); 𝝃 (2); ...; 𝝃 (𝑘))], where 𝜉 (𝑘) = (𝜉 (𝑘)1 , 𝜉
(𝑘)
2 , ..., 𝜉

(𝑘)
𝑚𝑘 )

are 𝑚𝑘 i.i.d. from 𝐹𝑘 and all {𝜉 (𝑘)}𝑐
𝑘=1 are independent.

Definition 4.5 (Multisample U-Statistics and V-Statistics). Given m and {𝐹𝑘 }𝑐𝑘=1 as well as the

i.i.d. random variables {𝜉 (𝑘)
𝑖𝑘
}𝑁𝑘
𝑖𝑘=1 drawn from the distribution 𝐹𝑘 , the multisample V-statistic and

multisample U-statistic with kernel function ℎm and sample size N = (𝑁1, 𝑁2, ..., 𝑁𝑐) are defined

as

𝑉N [ℎm] :=
𝑐∏
𝑘=1

1
𝑁
𝑚𝑘

𝑘

©­­«
𝑁1∑︁

𝑖
(1)
1 =1

...

𝑁1∑︁
𝑖
(1)
𝑚1=1

ª®®¬ ...
©­­«
𝑁𝑐∑︁

𝑖
(𝑐)
1 =1

...

𝑁𝑐∑︁
𝑖
(𝑐)
𝑚𝑐=1

ª®®¬ ℎm(𝜉 (1)
𝑖
(1)
1
, ..., 𝜉

(1)
𝑖
(1)
𝑚1

; ...; 𝜉 (𝑐)
𝑖
(𝑐)
1
, ..., 𝜉

(𝑐)
𝑖
(𝑐)
𝑚𝑐

), and

𝑈N [ℎm] :=
𝑐∏
𝑘=1

(𝑁𝑘 − 𝑚𝑘)!
𝑁𝑘!

©­­«
𝑁1∑︁

𝑖
(1)
1 =1

...

𝑁1∑︁
𝑖
(1)
𝑚1=1

ª®®¬ ...
©­­«
𝑁𝑐∑︁

𝑖
(𝑐)
1 =1

...

𝑁𝑐∑︁
𝑖
(𝑐)
𝑚𝑐=1

ª®®¬ ℎm(𝜉 (1)
𝑖
(1)
1
, ..., 𝜉

(1)
𝑖
(1)
𝑚1

; ...; 𝜉 (𝑐)
𝑖
(𝑐)
1
, ..., 𝜉

(𝑐)
𝑖
(𝑐)
𝑚𝑐

) × 1dist.,

where the distinct indicator 1dist. := 1{For each 𝑘 = 1, ..., 𝑐, 𝑖 (𝑘)𝑠 are distinct for all 𝑠 = 1, ..., 𝑚𝑘}

excludes the summation over diagonal terms.

4.3.1 Stochastic Array Convergence

The U-statistic 𝑈N [ℎm] as well as the V-statistic 𝑉N [ℎm] are defined as a 𝑐-dimensional array

with index N = (𝑁1, 𝑁2, ..., 𝑁𝑐); therefore, we have to clarify the array convergence to analyze the

asymptotics.

Definition 4.6 (Stochastic Convergence of Arrays). Let 𝑆N be an 𝑐-dimensional array of random

variables indexed by integer vector N = (𝑁1, 𝑁2, ..., 𝑁𝑐) ≥ 0 and 𝑆 be a given variable. The

partial order N ≥ N′ is defined in the elementwise sense. We define the three modes of convergence

as follows (i) 𝑆N
P−→ 𝑆 if for any 𝜖, 𝛿 > 0, there exist a N′ such that supN≥N′ P( |𝑆N − 𝑆 | > 𝜖) < 𝛿;

(ii) 𝑆N
𝐿𝑝−−→ 𝑆 if for any 𝜖 > 0, there exist a N′ such that supN≥N′ E|𝑆N − 𝑆 |𝑝 < 𝜖; (iii) 𝑆N

𝑎.𝑠.−−−→ 𝑆 if

for a.s. 𝜔 ∈ Ω and 𝜖 > 0, there exist a N′ such that supN≥N′ |𝑆N(𝜔) − 𝑆(𝜔) | < 𝜖 .

Same as the 1-dimensional case when 𝑆N is a random sequence, either 𝑆N
𝐿𝑝−−→ 𝑆 or 𝑆N

𝑎.𝑠.−−−→ 𝑆

implies 𝑆N
P−→ 𝑆. The a.s.-convergence of a stochastic array is more complicated than that of a se-

quence. It is usually challenging, if impossible, to achieve a.s.-convergence with an 𝐿1 assumption.

97



In literature, an alternative stronger condition of a 𝑐-dimensional array is 𝐸 |𝑋 | (log+ |𝑋 |)𝑐−1 < ∞

[68, 44, 69]. When 𝑐 = 2, the condition refines the 𝐿1 space into the Orlicz space 𝐿 log+ 𝐿. There-

fore, we shall use the term Orlicz condition to refer to such conditions (for all 𝑐 ≥ 2). Recall

the variable ℎm(𝝃 (1); 𝝃 (2); ...; 𝝃 (𝑘)), where 𝜉 (𝑘) = (𝜉 (𝑘)1 , 𝜉
(𝑘)
2 , ..., 𝜉

(𝑘)
𝑚𝑘 ) are 𝑚𝑘 i.i.d. from 𝐹𝑘 and all

{𝜉 (𝑘)}𝑐
𝑘=1 are independent. The subsequent kernel types are actually relevant when discussing the

convergence of𝑈N [ℎm] and 𝑉N [ℎm] to the mean value E[ℎm(𝝃 (1); 𝝃 (2); ...; 𝝃 (𝑘))].

Definition 4.7 (Kernel Types). Let F𝑐 := 𝐹1 × 𝐹2 × ... × 𝐹𝑐 and ℎm be given. Then we define the

follows:

(i) ℎm ∈ 𝐿𝑝 (F𝑐) if E|ℎm(𝝃 (1); 𝝃 (2); ...; 𝝃 (𝑘)) |𝑝 < ∞;

(ii) ℎm ∈ 𝑂 (F𝑐) if E[|ℎm(𝝃 (1); ...; 𝝃 (𝑘)) | (log+ |ℎm(𝝃 (1); ...; 𝝃 (𝑘)) |)𝑐−1] < ∞ and call it an Orlicz

kernel.

(iii) ℎm ∈ 𝐿𝑝 (F𝑐) or ℎm ∈ 𝑂𝑐 (F𝑐) with variable repetition if the respective condition also holds

for all (𝝃 (1); ...; 𝝃 (𝑘)) when the elements in 𝝃 (𝑘) are not necessarily distinct.

To better clarify (iii), when we say ℎ(2,2) (𝑥1, 𝑥2; 𝑦1, 𝑦2) ∈ 𝐿1(𝐹1×𝐹2) with variable repetition, it

implies that E|ℎ(𝑋1, 𝑋2;𝑌1, 𝑌2) |+E|ℎ(𝑋1, 𝑋1;𝑌1, 𝑌2) |+E|ℎ(𝑋1, 𝑋2;𝑌1, 𝑌1) |+E|ℎ(𝑋1, 𝑋1;𝑌1, 𝑌1) | <

∞, where 𝑋𝑖 (𝑖 = 1, 2) and 𝑌𝑖 ( 𝑗 = 1, 2) are iid drawn from 𝐹1 and 𝐹2 separately. Of course, (iii) is

a significantly stronger condition.

4.3.2 Asymptotics of Multisample U-Statistics

We are now ready to introduce the Law of Large Numbers (LLNs) for the multisample U-

statistics and V-statistics. For brevity, we denote E|ℎm(𝝃 (1); 𝝃 (2); ...; 𝝃 (𝑘)) | < ∞ as 𝜇.

Theorem 4.8 (Multisample Law of Large Numbers). Continue from Definition 4.5, 4.6 and 4.7.

Then

(a) ℎm ∈ 𝐿1(F𝑐) implies𝑈N [ℎm]
𝐿1

−−→ 𝜇.
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(b) ℎm ∈ 𝑂 (F𝑐) implies𝑈N [ℎm]
𝑎.𝑠.−−−→ 𝜇.

(c) ℎm ∈ 𝐿1(F𝑐) with variable repetition implies𝑈N [ℎm]
𝐿1

−−→ 𝜇.

(d) ℎm ∈ 𝑂 (F𝑐) with variable repetition implies𝑈N [ℎm]
𝑎.𝑠.−−−→ 𝜇.

Parts (b) and (d) were first proved in [69]. Moreover, the multi-index backward martingale

theory in [44] almost implies (a)–(d) as special cases. The only missing ingredients are an explicit

backward martingale construction, as noted in [70], and a multisample Hewitt–Savage 0–1 law.

Both can be supplied with minor additional effort, see the proof in Appendix C.1.

Different from the LLNs, a multisample Central Limit Theorem (CLT) requires coordination

of samples increase, which essentially reduce the asymptotic analysis of an array into that of a

sequence.

Definition 4.9 (Sample Path). A sample path is an index sequence {Nℓ}∞ℓ=0 of 𝑐-dimensional integer

vectors such that (i) N0 = (0, 0, ..., 0); (ii) Nℓ+1 ≥ Nℓ in the elementwise partial order; (iii)∑𝑐
𝑘=1 𝑁𝑘 ≡ ℓ.

By defining the index norm ∥N∥ :=
∑𝑐
𝑘=1 𝑁𝑘 , a stochastic array 𝑆N on a given sample path

{Nℓ}∞ℓ=0 can be treated as a random sequence. We impose the subsequent assumption to conclude

a CLT.

Assumption 4.10. We assume a fixed sample path on which the ratio 𝑁𝑘/∥N∥ converges to 𝛾𝑘 ∈

(0, 1), i.e. lim∥N∥→∞ 𝑁𝑘/∥N∥ = 𝛾𝑘 > 0 and
∑𝑐
𝑘=1 𝛾𝑘 = 1.

For the necessity of such an assumption, consider 𝑆(𝑁1, 𝑁2) =
∑𝑁1
𝑖=1 𝑋𝑖+

∑𝑁2
𝑗=1𝑌 𝑗 where {𝑋𝑖}∞𝑖=1

and {𝑌 𝑗 }∞𝑗=1 are i.i.d. zero-mean Gaussian variables with distinct variance 𝜎2
𝑋

and 𝜎2
𝑌

. For a zigzag

path of N on which the ratio 𝑁1/𝑁2 diverges with oscillation between two values, the variance of

𝑆(𝑁1, 𝑁2) oscillates too and no weak convergence can be concluded when proper-scaled.

Theorem 4.11 (Multisample CLT). Under the Assumption 4.10, a kernel ℎm ∈ 𝐿2(F𝑐) yields

lim
∥N∥→∞

√︁
∥N∥ × (𝑈N [ℎm] − 𝜇)

𝑑−→ N
(
0,

𝑐∑︁
𝑘=1

𝑚2
𝑘

𝛾𝑘
Var

(
E[ℎm(𝜉 (1); 𝜉 (2); ...; 𝜉 (𝑐)) |𝜉 (𝑘)1 ]

))
,
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whereN stands for a Gaussian variable. The CLT extends to𝑉N [ℎm] if ℎm ∈ 𝐿2(F𝑐) with variable

repetition.

The CLT for a multisample U-statistic stated here has been proved in [41] and [42].

4.3.3 Multisample Wald’s Uniform Law of Large Numbers

In this section, we will formulate the key result, i.e. the Wald’s Uniform Law of Large Numbers

(ULLN) in both weak and strong versions. We consider a parameterized family of function kernels

{ℎm(𝜃; x(1) , x(2) , ..., x(𝑐))}𝜃∈Θ and recall the mean function 𝜇(𝜃) := E[ℎm(𝜃; 𝜉 (1) , 𝜉 (2) , ..., 𝜉 (𝑐))].

Then the parameterized statistics 𝑈N [ℎm(𝜃)] and 𝑉N [ℎm(𝜃)] define the U-process and V-process

respectively. Analogous to the classical Wald’s ULLN, we make the subsequent assumptions:

Assumption 4.12. (i) There exist a metric 𝜌 such that (Θ; 𝜌) is a compact space.

(ii) For any fixed (x(1) , x(2) , ..., x(𝑐)), ℎm(𝜃; x(1) , x(2) , ..., x(𝑐)) is a continuous function on (Θ; 𝜌).

(iii) There exists a dominating kernel function 𝐻m such that for all (x(1) , x(2) , ..., x(𝑐)) ∈ R∥m∥

sup
𝜃∈Θ
|ℎ(𝜃; x(1) , x(2) , ..., x(𝑐)) | ≤ 𝐻m(x(1) , x(2) , ..., x(𝑐)).

When combined with addtional integrable conditions on the dominating function 𝐻m, Assump-

tion 4.12 yields different ULLNs. The next theorem is the major result in this chapter:

Theorem 4.13 (Multisample Wald’s ULLNs). Recall Definition 4.7. Under Assumption 4.12

(a) 𝐻m ∈ 𝐿1(F𝑐) implies sup𝜃∈Θ |𝑈N [ℎm(𝜃)] − 𝜇(𝜃) |
P−→ 0.

(b) 𝐻m ∈ 𝑂 (F𝑐) implies sup𝜃∈Θ |𝑉N [ℎm(𝜃)] − 𝜇(𝜃) |
𝑎.𝑠.−−−→ 0.

(c) 𝐻m ∈ 𝐿1(F𝑐) with variable repetition implies sup𝜃∈Θ |𝑈N [ℎm(𝜃)] − 𝜇(𝜃) |
P−→ 0.

(d) 𝐻m ∈ 𝑂 (F𝑐) with variable repetition implies sup𝜃∈Θ |𝑈N [ℎm(𝜃)] − 𝜇(𝜃) |
𝑎.𝑠.−−−→ 0.
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The proof is provided in Appendix C.2. It involves the adaptation approaches in both in [71]

and Chapter 2.6 Lemma A1 from [72] to combination with Theorem 4.8. Recall the Multi-Sample

Average Approximation (MSAA) objective function 𝜇N(𝜃) in Equation (4.2) and denote the opti-

mal values of the optimization problem (1) and (2) to be 𝜇∗ and 𝜇∗N respectively. Then Theorem

4.13 trivially implies the consistency of 𝜇∗N.

Corollary 4.14 (MSAA Consistency). Under Assumption 4.12 and 𝐻m ∈ 𝐿1(F𝑐), |𝜇∗N − 𝜇
∗ | P−→ 0.

Besides, if 𝐻m ∈ 𝑂 (F𝑐), |𝜇∗N − 𝜇
∗ | 𝑎.𝑠.−−−→ 0 too.

The ULLN not only implies the consistency of MSAA, but also plays a pivotal role in designing

uncertainty quantification mechanism. For the special case m = (1, 1, ..., 1), we suppress the

subscript m and consider the subsequent statistic

𝑆
(1)
N [ℎ(𝜃)] :=

1
𝑁1

𝑁1∑︁
𝑖1=1

(
𝑐∏
𝑘=2

1
𝑁𝑘

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
) − 𝜇N(𝜃)

)2

, (4.3)

as an estimator of the conditional variance 𝑠1 [ℎ(𝜃)] := Var(E[ℎ(𝜃; 𝜉 (1); 𝜉 (2); ...; 𝜉 (𝑐)) |𝜉 (1)]). Re-

call that the MSAA objective function is

𝜇N(𝜃) =
𝑐∏
𝑘=1

1
𝑁𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
).

The next corollary says that this estimator 𝑆(1)N [ℎ(𝜃)] is uniformly consistency over Θ:

Corollary 4.15 (Conditional Variance Estimator). For m = (1, 1, ..., 1), under Assumption 4.12

and 𝐻 ∈ 𝐿2(F𝑐)

sup
𝜃∈Θ
|𝑆(1)N [ℎ(𝜃)] − 𝑠1 [ℎ(𝜃)] |

P−→ 0.

Besides, if |𝐻 |2 ∈ 𝑂 (F𝑐), the a.s.-convergence holds too.

The proof of Corollary 4.15 is more involved and is therefore deferred to Appendix C.3.
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4.4 Multisample Single Replication Method

Assume now we an candidate solution 𝜃 that is supposed to be a good one. It is important to

assessing the solution quality of 𝜃 which is defined as the optimality gap 𝐺 (𝜃) := 𝜇(𝜃) − 𝜇∗. Let

𝜇∗N be the optimal value solved by the MSAA problem in (4.2) with random samples {𝜉 (𝑘)
𝑖𝑘
}𝑁𝑘
𝑖𝑘=1.

Then

E[𝜇∗N] = E

[
min
𝜃∈Θ

𝑐∏
𝑘=1

1
𝑁𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1
, 𝜉
(2)
𝑖2
, ..., 𝜉

(𝑐)
𝑖𝑐
)
]
≤ min

𝜃∈Θ
𝜇(𝜃) = 𝜇∗,

which indicates that 𝜇∗N is a lower bound of 𝜇∗ in expectation. Due to the non-optimality of 𝜃,

we have E[𝜇∗N] ≤ 𝜇
∗ ≤ E[𝜇N(𝜃)] = 𝜇(𝜃) so that 𝜇(𝜃) − E[𝜇∗N] ≥ 𝐺 (𝜃) is an upper bound for

the optimality gap. Intuitively, when N −→ ∞ elementwisely, both 𝜇∗N and 𝜇N(𝜃) would serve as a

good estimator for their respective mean, as the consequence of consistency. Hence, we estimate

the optimality gap as

𝐺N(𝜃) :=𝜇N(𝜃) − 𝜇∗N

=

𝑐∏
𝑘=1

1
𝑁𝑘

𝑁1∑︁
𝑖1=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1
, ..., 𝜉

(𝑐)
𝑖𝑐
) −

𝑐∏
𝑘=1

1
𝑁𝑘

𝑁1∑︁
𝑖1=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃∗N; 𝜉 (1)
𝑖1
, ..., 𝜉

(𝑐)
𝑖𝑐
)

(4.4)

after sampling a large number 𝑁𝑘 from distribution 𝐹𝑘 for each 𝑘 . Now consider the function

𝑓 (𝜃; 𝑥 (1) , 𝑥 (2) , ..., 𝑥 (𝑐)) := ℎ(𝜃; 𝑥 (1) , 𝑥 (2) , ..., 𝑥 (𝑐)) − ℎ(𝜃; 𝑥 (1) , 𝑥 (2) , ..., 𝑥 (𝑐))

and define its mean process to be 𝜇 𝑓N(𝜃) :=
∏𝑐
𝑘=1

1
𝑁𝑘

∑𝑁2
𝑖2=1 ...

∑𝑁𝑐
𝑖𝑐=1 𝑓 (𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
). Then

the sample variance process of ℓ-th conditional expectation is defined as

𝑆
(ℓ)
N [ 𝑓 (𝜃)] :=

1
𝑁ℓ

𝑁ℓ∑︁
𝑖ℓ=1

(
𝑐∏
𝑘≠ℓ

(
1
𝑁𝑘

𝑁𝑘∑︁
𝑖𝑘=1

)
◦ 𝑓 (𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
) − 𝜇 𝑓N(𝜃)

)2

. (4.5)
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Now we impose Assumption 4.10. Recall the ratio 𝛾𝑘 = lim∥N∥−→∞ 𝑁𝑘
∥N∥ and define the variance

process as 𝑆N [ 𝑓 (𝜃)] =
∑𝑐
ℓ=1

∥N∥
𝑁𝑘
𝑆
(ℓ)
N [ 𝑓 (𝜃)]. Also, recall that

𝑠𝑘 [ 𝑓 (𝜃)] = Var(E[ 𝑓 (𝜃; 𝜉 (1); 𝜉 (2); ...; 𝜉 (𝑐)) |𝜉 (𝑘)])

and define 𝑠[ 𝑓 (𝜃)] = ∑𝑐
ℓ=1

1
𝛾ℓ
𝑠ℓ [ 𝑓 (𝜃)]. According to Corollary 4.15, if sup𝜃∈Θ | 𝑓 (𝜃; 𝑥 (1) , ..., 𝑥 (𝑐)) |2

is 𝑂 (F𝑐), we have

sup
𝜃∈Θ
|𝑆N [ 𝑓 (𝜃)] − 𝑠[ 𝑓 (𝜃)] |

𝑎.𝑠.−−−→ 0.

Lemma 4.16. Let Θ∗ be the optimal solution set of stochastic programming (4.1) and 𝜃∗min, 𝜃
∗
max ∈

Θ such that 𝑠[ 𝑓 (𝜃∗min)] ≤ 𝑠[ 𝑓 (𝜃∗)] ≤ 𝑠[ 𝑓 (𝜃∗max)] for all 𝜃∗ ∈ Θ. Under Assumption 4.10 and 4.12

and that the dominating function 𝐻2 ∈ 𝑂 (F𝑐), we assert (a) 𝜇∗N
𝑎.𝑠.−−−→ 𝜇∗; (b) all limit points of 𝜃∗N

lie in Θ∗; (c) w.p.1. that

𝑠[ 𝑓 (𝜃∗min)] ≤ lim inf
∥N∥−→∞ 𝑆

(ℓ)
N [ 𝑓 (𝜃

∗
N)] ≤ lim sup

∥N∥−→∞
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)] ≤ 𝑠[ 𝑓 (𝜃

∗
max)] .

Proof. Both (a) and (b) are trivially implied by the uniform convergence result established in

Corollary 4.15. Due to the compactness of Θ, the sequence {𝜃∗N}
∞
∥N∥=1 can be decomposed into

at most countable convergent subsequences. For each subsequence,

𝑠[ 𝑓 (𝜃∗min)] ≤ lim
∥N∥−→∞ 𝑆

(ℓ)
N [ 𝑓 (𝜃

∗
N)] ≤ 𝑠[ 𝑓 (𝜃

∗
max)]

w.p.1. Hence (c) follows. □

Theorem 4.17 (Multisample Single Replication Theorem). Assume Assumption 4.10 and 4.12 and
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Algorithm 1 Multisample Single Replication Procedure (MSRP)

1: procedure INPUT(confidence value 𝛼 ∈ (0, 1); candidate policy 𝜃 ∈ Θ )
2: Samples {𝜉 (𝑘)

𝑖𝑘
}𝑁𝑘
𝑖𝑘=1 with size N = (𝑁1, 𝑁2, ..., 𝑁𝑐)

3: Optimize 𝜇N(𝜃) and solve for one optimal solution 𝜃∗N.
4: Calculate 𝐺N(𝜃) as defined in equation (4.4) and 𝑆(ℓ)N [ 𝑓 (𝜃

∗
N)] as defined in (4.5).

5: return the one-sided CI 0, 𝐺N(𝜃) +

√√
𝑐∑︁
ℓ=1

1
𝑁ℓ
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)] ×Φ

−1
𝛼

 . (Φ−1
𝛼 is the 𝛼-quantile of N(0, 1))

6: end procedure

that the dominating function 𝐻2 ∈ 𝑂 (F𝑐). Given 𝛼 ∈ (0, 1
2 ),

lim inf
∥N∥−→∞ P

©­«𝐺 (𝜃) ≤ 𝐺N(𝜃) +

√√
𝑐∑︁
ℓ=1

1
𝑁ℓ
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)] ×Φ

−1
𝛼

ª®¬ ≥ 1 − 𝛼.

Proof. Because 𝐺N(𝜃) = 𝜇N(𝜃) − 𝜇∗N ≥ 𝜇N(𝜃) − 𝜇N(𝜃) for all 𝜃 ∈ Θ,

P ©­«𝐺 (𝜃) ≤ 𝐺N(𝜃) +

√√
𝑐∑︁
ℓ=1

1
𝑁ℓ
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)]Φ

−1
𝛼

ª®¬
≥P ©­«𝐺 (𝜃) ≤ 𝜇N(𝜃) − 𝜇N(𝜃∗min) +

√√
𝑐∑︁
ℓ=1

1
𝑁ℓ
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)]Φ

−1
𝛼

ª®¬
=P ©­«

𝜇N(𝜃) − 𝜇N(𝜃∗min) − 𝐺 (𝜃)√︁
𝑠[ 𝑓 (𝜃∗min)]/∥N∥

≥ −Φ−1
𝛼

√√
1

𝑠[ 𝑓 (𝜃∗min)]

𝑐∑︁
ℓ=1

∥N∥
𝑁ℓ

𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)]

ª®¬
For brevity, let 𝐷N := 𝜇N (𝜃)−𝜇N (𝜃∗min)−𝐺 (𝜃)√

𝑠[ 𝑓 (𝜃∗min)]/∥N∥
and 𝑎N :=

√︃
1

𝑠[ 𝑓 (𝜃∗min)]
∑𝑐
ℓ=1

∥N∥
𝑁ℓ
𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)]. Then for

any 𝜀 > 0,

P
(
𝐷N ≥ −Φ−1

𝛼 𝑎N

)
≥ P

(
𝐷N ≥ −Φ−1

𝛼 × (1 − 𝜀) and 𝑎N ≥ (1 − 𝜀)
)
.
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Because

lim
∥N∥−→∞ P(𝑎N ≥ (1 − 𝜀)) = lim

∥N∥−→∞ P
(
𝑐∑︁
ℓ=1

∥N∥
𝑁ℓ

𝑆
(ℓ)
N [ 𝑓 (𝜃

∗
N)] ≥ 𝑠[ 𝑓 (𝜃

∗
min)] × (1 − 𝜀)

2

)
= 1

and 𝐷N
𝑑−→ N(0, 1) as ∥N∥ −→ ∞, we have

lim
∥N∥−→∞ P

(
𝐷N ≥ −Φ−1

𝛼 𝑎N

)
≥ P

(
N(0, 1) ≥ −Φ−1

𝛼 × (1 − 𝜀)
)
.

Since the 𝜀 is arbitrary, we can conclude lim∥N∥−→∞ P
(
𝐷N ≥ −Φ−1

𝛼 𝑎N
)
≥ 1 − 𝛼. □

4.5 Numerical Experiments for MSRP

This section presents three numerical experiments to assess the coverage of the optimality

bound produced by MSRP: a toy two-stage example, a three-stage airline capacity control problem,

and a multistage newsvendor problem. All data were generated with a fixed random seed. Each

table entry is reported as 𝑝 ± 1.645
√︁
𝑝(1 − 𝑝)/𝑇 , where 𝑇 is the number of macro-replications.

4.5.1 A Toy Example

Experiment 4.18. We consider a toy example of minimizing E[(𝑋 − 𝜃𝑌 )2] with two independent

Gaussian variables 𝑋 ∼ N(45, 122) and 𝑌 ∼ N(20, 92). The true optimizer is 𝜃∗ ≈ 1.8711. For

the coverage experiment, we test the non-optimal candidate 𝜃 = 1.0, whose true optimality gap

is 𝐺 (𝜃) ≈ 364.9917. Table 4.1 reports the empirical coverage of MSRP for several symmetric

sample sizes.

4.5.2 Three-stage Airline Capacity Control

Experiment 4.19. We consider the three-stage airline capacity control problem from [66] with

continuous total capacity 100. The true optimizer is 𝜃∗ ≈ (65.8654, 15.2804) and the true optimal

value is 𝜇∗ ≈ 6071.1194. We first use the Monte Carlo solution reported in [66], namely 𝜃cand =
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Sample size 𝛼 = 0.9 𝛼 = 0.95 𝛼 = 0.99
(20, 20) 0.87829 ± 0.00170 0.92394 ± 0.00138 0.97013 ± 0.00089
(50, 50) 0.89262 ± 0.00161 0.93910 ± 0.00124 0.98187 ± 0.00069
(100, 100) 0.89361 ± 0.00160 0.94182 ± 0.00122 0.98481 ± 0.00064
(500, 500) 0.89737 ± 0.00158 0.94722 ± 0.00116 0.98829 ± 0.00056
(1000, 1000) 0.89897 ± 0.00157 0.94865 ± 0.00115 0.98853 ± 0.00055

Table 4.1: MSRP empirical coverage results for the toy example with 𝑇 = 100,000.

(68.3, 16.3), as the candidate policy. Its true optimality gap is approximately 6.58048. Table 4.2

reports the corresponding MSRP empirical coverage.

Sample size 𝛼 = 0.9 𝛼 = 0.95 𝛼 = 0.99
50 0.88690 ± 0.00521 0.91510 ± 0.00458 0.94680 ± 0.00369
100 0.84240 ± 0.00599 0.87940 ± 0.00536 0.92080 ± 0.00444
200 0.83510 ± 0.00610 0.87400 ± 0.00546 0.91720 ± 0.00453
300 0.85050 ± 0.00587 0.88700 ± 0.00521 0.93210 ± 0.00414
400 0.85320 ± 0.00582 0.89500 ± 0.00504 0.94320 ± 0.00381
500 0.86520 ± 0.00562 0.90620 ± 0.00480 0.95280 ± 0.00349
1000 0.87410 ± 0.00546 0.91960 ± 0.00447 0.96490 ± 0.00303
5000 0.89370 ± 0.00507 0.93940 ± 0.00392 0.98420 ± 0.00205

Table 4.2: MSRP empirical coverage results for the airline model with candidate policy 𝜃cand =

(68.3, 16.3) and 𝑇 = 10,000.

Experiment 4.20. For the same airline model, we also test the alternative candidate policy 𝜃cand =

(71.5, 13.0). This candidate has a milder local curvature in the gap function and exhibits better

finite-sample behavior. Table 4.3 reports the corresponding MSRP empirical coverage results.

4.5.3 Multistage Newsvendor

For the newsvendor experiments, we compare MSRP with two replication-based variants and

one infeasible benchmark. Here MI2RP denotes the multisample independent two-replication pro-

cedure, MA2RP denotes the multisample averaged two-replication procedure, and MTRUE de-

notes the benchmark that uses the true conditional variance at the optimal solution.
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Sample size 𝛼 = 0.9 𝛼 = 0.95 𝛼 = 0.99
50 0.85200 ± 0.00584 0.89150 ± 0.00512 0.93220 ± 0.00414
100 0.87060 ± 0.00552 0.90830 ± 0.00475 0.94830 ± 0.00364
200 0.87040 ± 0.00552 0.91780 ± 0.00452 0.96500 ± 0.00302
300 0.87620 ± 0.00542 0.92350 ± 0.00437 0.96920 ± 0.00284
400 0.87740 ± 0.00539 0.92730 ± 0.00427 0.97300 ± 0.00267
500 0.88710 ± 0.00521 0.93490 ± 0.00406 0.97530 ± 0.00255
1000 0.88880 ± 0.00517 0.93920 ± 0.00393 0.98120 ± 0.00223
5000 0.89800 ± 0.00498 0.94840 ± 0.00364 0.98860 ± 0.00175

Table 4.3: MSRP empirical coverage results for the airline model with candidate policy 𝜃cand =

(71.5, 13.0) and 𝑇 = 10,000.

Experiment 4.21. We consider a five-stage newsvendor problem with costs 𝑜𝑡 = [5, 4, 10, 7, 7],

sales rewards 𝑠𝑡 = [10, 10, 15, 10, 8], holding costs ℎ𝑡 ≡ 1, salvage value 𝑠sal = 1, demand

upper bounds 𝑢𝑡 = [20, 20, 20, 80, 40], and inventory cap 𝐼max = 80. The optimal value is

𝜇∗ = 283.14485, and the optimal basestock policy is 𝑏∗ = [14, 60, 11, 35, 5]. We use the can-

didate policy 𝑏cand = [8, 55, 8, 22, 1], obtained as an empirical optimizer with sample size [10]5.

Its true optimality gap is 9.47762. Table 4.4 reports the empirical coverage results.

Method and size 𝛼 = 0.9 𝛼 = 0.95 𝛼 = 0.99
MSRP 50 0.91400 ± 0.00842 0.94833 ± 0.00665 0.97900 ± 0.00431
MSRP 100 0.90267 ± 0.00890 0.94133 ± 0.00706 0.97800 ± 0.00441
MSRP 200 0.89867 ± 0.00906 0.93833 ± 0.00722 0.97700 ± 0.00450
MSRP 500 0.89300 ± 0.00928 0.93900 ± 0.00719 0.98300 ± 0.00388
MI2RP 50 0.93567 ± 0.00737 0.95833 ± 0.00600 0.98100 ± 0.00410
MI2RP 100 0.91033 ± 0.00858 0.94533 ± 0.00683 0.97567 ± 0.00463
MI2RP 200 0.89433 ± 0.00923 0.93900 ± 0.00719 0.97500 ± 0.00469
MI2RP 500 0.89233 ± 0.00931 0.93600 ± 0.00735 0.97833 ± 0.00437
MA2RP 50 0.96933 ± 0.00518 0.98367 ± 0.00381 0.99233 ± 0.00262
MA2RP 100 0.94367 ± 0.00692 0.96767 ± 0.00531 0.98600 ± 0.00353
MA2RP 200 0.93267 ± 0.00753 0.96133 ± 0.00579 0.98833 ± 0.00322
MA2RP 500 0.92700 ± 0.00781 0.95633 ± 0.00614 0.98933 ± 0.00308
MTRUE 50 0.99630 ± 0.00100 1.00000 ± 0.00000 1.00000 ± 0.00000
MTRUE 100 0.98300 ± 0.00213 0.99850 ± 0.00064 1.00000 ± 0.00000
MTRUE 200 0.96120 ± 0.00318 0.99070 ± 0.00158 0.99970 ± 0.00028
MTRUE 500 0.93960 ± 0.00392 0.97940 ± 0.00234 0.99860 ± 0.00062

Table 4.4: Empirical coverage results for the five-stage newsvendor problem with 𝑇 = 3,000.
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Experiment 4.22. We next consider a ten-stage newsvendor problem with order costs

𝑜𝑡 = [5, 5, 10, 10, 5, 5, 5, 10, 5, 5],

sales rewards 𝑠𝑡 = [10, 10, 20, 20, 20, 20, 20, 25, 20, 10], holding costs ℎ𝑡 ≡ 1, salvage value

𝑠sal ≡ 1, demand upper bounds 𝑢𝑡 = [10, 10, 10, 80, 10, 10, 10, 80, 10, 10], and inventory cap

𝐼max = 100. The optimal value is 𝜇∗ = 1318.5755, and the optimal basestock policy is 𝑏∗ =

[8, 68, 9, 45, 9, 9, 63, 46, 8, 5]. We use the candidate policy 𝑏cand = [8, 65, 9, 48, 8, 8, 69, 58, 9, 7],

obtained as an empirical optimizer with sample size [10, 10, ..., 10, 10]. Its true optimality gap is

8.45618. Table 4.5 reports the empirical coverage results.

Method and size 𝛼 = 0.9 𝛼 = 0.95 𝛼 = 0.99
MSRP 50 0.92900 ± 0.00945 0.94600 ± 0.00831 0.97350 ± 0.00591
MSRP 100 0.90200 ± 0.01094 0.93100 ± 0.00932 0.95700 ± 0.00746
MSRP 200 0.89100 ± 0.01146 0.92900 ± 0.00945 0.96200 ± 0.00703
MSRP 500 0.89900 ± 0.01108 0.93200 ± 0.00926 0.97550 ± 0.00569
MI2RP 50 0.95750 ± 0.00742 0.96800 ± 0.00647 0.98100 ± 0.00502
MI2RP 100 0.90950 ± 0.01055 0.93450 ± 0.00910 0.96600 ± 0.00667
MI2RP 200 0.88850 ± 0.01158 0.92450 ± 0.00972 0.95000 ± 0.00802
MI2RP 500 0.88800 ± 0.01160 0.92800 ± 0.00951 0.95900 ± 0.00729
MA2RP 50 0.99400 ± 0.00284 0.99600 ± 0.00232 0.99900 ± 0.00116
MA2RP 100 0.97000 ± 0.00627 0.98050 ± 0.00509 0.99150 ± 0.00338
MA2RP 200 0.95400 ± 0.00770 0.97300 ± 0.00596 0.98800 ± 0.00400
MA2RP 500 0.94150 ± 0.00863 0.96750 ± 0.00652 0.99000 ± 0.00366
MTRUE 50 1.00000 ± 0.00000 1.00000 ± 0.00000 1.00000 ± 0.00000
MTRUE 100 1.00000 ± 0.00000 1.00000 ± 0.00000 1.00000 ± 0.00000
MTRUE 200 0.98550 ± 0.00440 1.00000 ± 0.00000 1.00000 ± 0.00000
MTRUE 500 0.95500 ± 0.00762 0.98900 ± 0.00384 1.00000 ± 0.00000

Table 4.5: Empirical coverage results for the ten-stage newsvendor problem with 𝑇 = 2,000.
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Appendix A: Proofs of Chapter 2

A.1 Proof of Theorem 2.1

Using the definition

𝐽
(𝑡)
𝜇,𝜽 =

∑︁
𝑠

𝜇(𝑠) ×𝑉 (𝑡)
𝜇,𝜽 (𝑠),

and (2.15), we observe that (2.16) implies the recursion

𝐽
(𝑇)
𝜇,𝜽 =

∑︁
𝑠

𝜇(𝑠) × 𝑟 (𝑇)𝜇 (𝑠)

𝐽
(𝑡)
𝜇,𝜽 =

∑︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎) + 𝐽 (𝑡+1)

P (𝑡 )
𝜃 (𝑡 )
(𝜇),𝜽

.

(A.1)

The objective function 𝐽𝜽 in (2.9) can then be expressed as

𝐽𝜽 =

𝑡−1∑︁
𝜏=0

{∑︁
𝑠,𝑎

𝜇
(𝜏)
𝜽 (𝑠) × 𝜋

(𝜏)
𝜃 (𝜏 )
(𝑎 |𝑠) × 𝑟 (𝜏)

𝜇
(𝜏 )
𝜽

(𝑠, 𝑎)
}
+ 𝐽 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜽

,

so that in particular 𝐽𝜽 = 𝐽
(0)
𝜇 (0) ,𝜽

. Since the 𝜇(𝜏)𝜽 for 𝜏 ≤ 𝑡 are constant in 𝜃 (𝑡) , we thus obtain that

the policy gradient ∇𝜃 (𝑡 ) 𝐽𝜽 can be expressed as

∇𝜃 (𝑡 ) 𝐽𝜽 = ∇𝜃 (𝑡 ) 𝐽
(𝑡)
𝜇,𝜽

���
𝜇=𝜇

(𝑡 )
𝜽

. (A.2)

Define, for 0 ≤ 𝑡 ≤ 𝑇 ,

𝜎
(𝑡)
𝜽 = ∇𝜇𝐽 (𝑡)𝜇,𝜽

���
𝜇=𝜇

(𝑡 )
𝜽

. (A.3)
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(The requisite differentiability in (A.2) and (A.3) follows from (2.15) and (A.1).) From (A.1),

(A.2), (A.3), and the chain rule we then obtain that

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) + ∇𝜃 (𝑡 )P
(𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)
𝜽 . (A.4)

As a result of (2.15), the second term on the right-hand side of (A.4) is

∇𝜃 (𝑡 )P
(𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)
𝜽 =

∑︁
𝑠′

(∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
)
× 𝜎 (𝑡+1)

𝜽 (𝑠′).

After grouping terms, the policy gradient can be expressed as

∇𝜃 (𝑡 ) 𝐽𝜽 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

(
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)
𝜽 (𝑠′)

)
=

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × ∇𝜃 (𝑡 )𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×𝑄 (𝑡)

𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎),

which establishes (2.10).

Next we turn to establishing (2.11). From (A.1) and the chain rule we obtain

𝜎
(𝑇)
𝜽 = 𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

+
∑̃︁
𝑠

𝜇
(𝑇)
𝜽 (𝑠) × ∇𝜇𝑟

(𝑇)
𝜇
(𝑇 )
𝜽

(𝑠)

𝜎
(𝑡)
𝜽 = ∇𝜇

(∑̃︁
𝑠,𝑎

𝜇(𝑠) × 𝜋(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)𝜇 (𝑠, 𝑎)

)�����
𝜇=𝜇

(𝑡 )
𝜽

+ ∇𝜇P (𝑡)
𝜃 (𝑡 )
(𝜇)

���
𝜇=𝜇

(𝑡 )
𝜽

× 𝜎 (𝑡+1)
𝜽 . (A.5)

Component 𝑠 of the first term on the right-hand side of (A.5) is

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑟 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠) 𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎).

Using (2.15), component 𝑠 of the second term on the right-hand side of (A.5) is

∑︁
𝑠′

{∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) +
∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) × 𝜕

𝜕𝜇(𝑠) 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎)
}
× 𝜎 (𝑡+1)

𝜽 (𝑠′).
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After grouping terms, (A.5) can be written as

𝜎
(𝑡)
𝜽 (𝑠) =

∑︁
𝑎

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′
𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)
𝜽 (𝑠′)

]
+

∑̃︁
𝑠,𝑎

𝜇
(𝑡)
𝜽 (𝑠) × 𝜋

(𝑡)
𝜃 (𝑡 )
(𝑎 |𝑠) ×

[
𝜕

𝜕𝜇(𝑠) 𝑟
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠, 𝑎) +
∑︁
𝑠′

𝜕

𝜕𝜇(𝑠) 𝑝
(𝑡)
𝜇
(𝑡 )
𝜽

(𝑠′|𝑠, 𝑎) × 𝜎 (𝑡+1)
𝜽 (𝑠′)

]
,

which is (2.11) for 𝑡 < 𝑇 expressed in terms of 𝑄 (𝑡)
𝜇
(𝑡 )
𝜽 ,𝜎

(𝑡+1)
𝜽

(𝑠, 𝑎).

A.2 Proof of Proposition 2.2

We fix pmf 𝜇(0) on state space S and a policy parameter vector 𝜽 . The pmfs 𝜇(𝑡)𝜽 are recursively

defined via 𝜇(𝑡+1)
𝜽 = P (𝑡)

𝜃 (𝑡 )
(𝜇(𝑡)𝜽 ), see (2.15). For 𝜏 > 𝑡 the pmf 𝜇(𝜏)𝜽 can be thought of as a function

of 𝜇(𝑡)𝜽 and 𝜃 (𝑡) , . . . , 𝜃 (𝑇−1) , and so with this understanding we write ∇𝜃 (𝑡 ) 𝜇
(𝜏)
𝜽 and ∇

𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 . (Keep

in mind that these are matrices of sizes 𝑀 × |S| and |S| × |S|, respectively, where 𝑀 is the ambient

dimension of Θ(𝑡) .) All expectations are understood to be under 𝑞. To shorten the expressions to

follow we define random variables

𝑌 (𝑡) (𝜽) = ∇𝜃 (𝑡 ) log 𝜋(𝑡)
𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)),

𝑍 (𝑡) (𝜽) = ∇𝜇 log 𝑝 (𝑡)
𝜇
(𝑡 )
𝜽

(𝑆(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)),

In what follows, 0 ≤ 𝑡1 ≤ 𝑡2 < 𝑇 .

From the definition of 𝑞𝜽 in (2.3), log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇)) equals

log 𝜇(0) (𝑆(0)) +
𝑇−1∑︁
𝜏=0

log 𝜋(𝜏)
𝜃 (𝜏 )
(𝐴(𝜏) |𝑆(𝜏)) +

𝑇−1∑︁
𝜏=0

log 𝑝 (𝜏)
𝜇
(𝜏 )
𝜽

(𝑆(𝜏+1) |𝑆(𝜏) , 𝐴(𝜏)).
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Using the chain rule, we obtain that

∇𝜃 (𝑡 ) log 𝑞𝜽 (𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑇))

= ∇𝜃 (𝑡 ) log 𝜋(𝑡)
𝜃 (𝑡 )
(𝐴(𝑡) |𝑆(𝑡)) +

𝑇−1∑︁
𝜏=𝑡+1
(∇𝜃 (𝑡 ) 𝜇

(𝜏)
𝜽 ) × ∇𝜇 (𝜏 )𝜽

log 𝑝 (𝜏)
𝜇
(𝜏 )
𝜽

(𝑆(𝜏+1) |𝑆(𝜏) , 𝐴(𝜏))

= 𝑌 (𝑡) (𝜽) +
𝑇−1∑︁
𝜏=𝑡+1
(∇𝜃 (𝑡 ) 𝜇

(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽).

Thus, 𝐹 (𝑡1,𝑡2) (𝜽) in (2.18) can be written as

E𝜽


(
𝑌 (𝑡1) (𝜽) +

𝑇−1∑︁
𝜏=𝑡1+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽)
)
×

(
𝑌 (𝑡2) (𝜽) +

𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 ) × 𝑍

(𝜏) (𝜽)
)⊤ .

There are many terms in the expression inside the expectation; however, most of these terms vanish.

Fix some finite set X, and let 𝑝𝜁 be a pmf of X indexed by some parameter 𝜁 such that ∇𝑝𝜁 (𝑥)

exists for each 𝑥 ∈ 𝑠𝑢𝑝𝑝(𝑝𝜁 ). For each 𝑥 ∈ 𝑠𝑢𝑝𝑝(𝑝𝜁 ) the score function ∇𝜁 log 𝑝𝜁 (𝑥) has a

well-known property that its expectation (under 𝑝𝜁 ) is zero. Indeed,

∑︁
𝑥

𝑝𝜁 (𝑥) × ∇𝜁 log 𝑝𝜁 (𝑥) =
∑︁
𝑥

∇𝜁 𝑝𝜁 (𝑥) = 0, (A.6)

since
∑
𝑥 𝑝𝜁 (𝑥) = 1. From the definition of 𝑞𝜽 in (2.3) and the nonlinear Markov property in (2.4),

we deduce that

E𝜽 [𝑍 (𝑡) (𝜽) |𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑡) , 𝐴(𝑡)]

=
∑︁
𝑠 (𝑡+1)

𝑝
𝜇
(𝑡 )
𝜽
(𝑠(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)) × ∇

𝜇
(𝑡 )
𝜽

log 𝑝
𝜇
(𝑡 )
𝜽
(𝑠(𝑡+1) |𝑆(𝑡) , 𝐴(𝑡)) = 0, (A.7)

where the second equality follows by applying (A.6) with 𝑝 = 𝑝
𝜇
(𝑡 )
𝜽
(·|𝑆(𝑡) , 𝐴(𝑡)) and 𝜁 = 𝜇

(𝑡)
𝜽 .
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From the definition of 𝑞𝜽 and the Markov policy property in (2.5),

E𝜽 [𝑌 (𝑡) (𝜽) |𝑆(0) , 𝐴(0) , . . . , 𝑆(𝑡)] =
∑︁
𝑎 (𝑡 )

𝜋
(𝑡)
𝜃 (𝑡 )
(𝑎 (𝑡) |𝑆(𝑡)) × ∇𝜃 (𝑡 ) log 𝜋(𝑡)

𝜃 (𝑡 )
(𝑎 (𝑡) |𝑆(𝑡)) = 0, (A.8)

where the second equality follows by applying (A.6) with 𝑝 = 𝜋
(𝑡)
𝜃 (𝑡 )
(·|𝑆(𝑡)) and 𝜁 = 𝜃 (𝑡) . Applica-

tion of the tower law to (A.7) and (A.8) yields the following lemma.

Lemma A.1. The random vectors 𝑌 (𝑡) (𝜽) and 𝑍 (𝑡) (𝜽) satisfy the following identities:

1. E𝜽 [𝑍 (𝑡) (𝜽)] = E𝜽 [𝑌 (𝑡) (𝜽)] = 0 for all 𝑡.

2. E𝜽 [𝑍 (𝑡1) (𝜽) × (𝑍 (𝑡2) (𝜽))⊤] = E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] = 0 for all 𝑡1, 𝑡2 with 𝑡1 ≠ 𝑡2.

3. E𝜽 [𝑍 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] = 0 for all 𝑡1, 𝑡2.

As a direct consequence of the identities in this lemma, 𝐹 (𝑡1,𝑡2) (𝜽) can be written as

𝐹 (𝑡1,𝑡2) (𝜽)

=E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] +
𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × E𝜽 [𝑍 (𝜏) (𝜽) × (𝑍 (𝜏) (𝜽))⊤] × (∇𝜃 (𝑡2 ) 𝜇

(𝜏)
𝜽 )
⊤

=E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] +
𝑇−1∑︁
𝜏=𝑡2+1

(∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 ) × 𝑀

(𝜏) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 )
⊤. (A.9)

For 𝜏 > 𝑡2, the chain rule implies that

∇𝜃 (𝑡1 ) 𝜇
(𝜏)
𝜽 = (∇𝜃 (𝑡1 ) 𝜇

(𝑡2+1)
𝜽 ) × (∇

𝜇
(𝑡2+1)
𝜽

𝜇
(𝜏)
𝜽 ),

∇𝜃 (𝑡2 ) 𝜇
(𝜏)
𝜽 = (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 ) × (∇

𝜇
(𝑡2+1)
𝜽

𝜇
(𝜏)
𝜽 ), (A.10)

and so the summand on the right-hand side of (A.9) can be expressed as

(∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,
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where the matrices 𝐺 (𝑡) (𝜽) are defined, for 1 ≤ 𝑡 ≤ 𝑇 , via

𝐺 (𝑡) (𝜽) =
𝑇−1∑︁
𝜏=𝑡

(∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 ) × 𝑀

(𝜏) (𝜽) × (∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 )
⊤, (A.11)

which should be interpreted as zero for 𝑡 = 𝑇 . Thus,

𝐹 (𝑡1,𝑡2) (𝜽) = E𝜽 [𝑌 (𝑡1) (𝜽) × (𝑌 (𝑡2) (𝜽))⊤] + (∇𝜃 (𝑡1 ) 𝜇
(𝑡2+1)
𝜽 ) × 𝐺 (𝑡2+1) (𝜽) × (∇𝜃 (𝑡2 ) 𝜇

(𝑡2+1)
𝜽 )⊤,

where the first term on the right-hand side of (A.9) is only nonzero if 𝑡1 = 𝑡2 = 𝑡, in which case it

equals 𝐾 (𝑡) (𝜽), as claimed.

We proceed to the calculation of 𝐺 (𝑡) (𝜽). Since ∇
𝜇
(𝑡 )
𝜽
𝜇
(𝑡)
𝜽 is the identity matrix and, similarly

to (A.10), for 𝜏 > 𝑡,

∇
𝜇
(𝑡 )
𝜽
𝜇
(𝜏)
𝜽 = (∇

𝜇
(𝑡 )
𝜽
𝜇
(𝑡+1)
𝜽 ) × (∇

𝜇
(𝑡+1)
𝜽

𝜇
(𝜏)
𝜽 ),

it follows from its representation in (A.11) that 𝐺 (𝑡) (𝜽) can be recursively calculated as claimed.

A.3 Proof of Proposition 2.3

The necessary condition for optimality states that for each 𝑡 and 𝑧, for all feasible directions

𝑑 ∈ R|A|,

𝑑⊤ × ∇
𝜃
(𝑡 )
𝑧
𝐽𝜽 ≤ 0.

In view of (2.24), this is equivalent to having, for each 𝑡 and 𝑧 with 𝜇(𝑡)𝜽 (S𝑧) > 0,

∑︁
𝑎

𝑑𝑎 ×𝑄
(𝑡)
𝑧,𝜽 (𝑎) ≤ 0.

The sum of the elements of a feasible direction 𝑑 must be zero. If all elements 𝜽 are positive,

then the elements of each 𝑑 may be taken to be positive or negative. A straightforward proof by

contradiction readily shows that, for each 𝑡 and 𝑧, the 𝑄
(𝑡)
𝑧,𝜽 (𝑎) must then all be equal.

Consider some time 𝑡 and expert 𝑧 for which at least one of the elements of 𝜃 (𝑡)𝑧 is zero. Here,
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a feasible direction 𝑑 has the additional property that 𝑑𝑎̃ ≥ 0 for each 𝑎̃ with 𝜃 (𝑡)𝑧 (𝑎̃) = 0. Taking

𝑑𝑎̃ = 0 for each such 𝑎̃, the argument in the previous paragraph shows that the 𝑄
(𝑡)
𝑧,𝜽 (𝑎) for 𝑎 in the

support in 𝜃 (𝑡)𝑧 must then all be equal. Let 𝑞 (𝑡)𝑧 denote this common value. It remains to show that

𝑄
(𝑡)
𝑧,𝜽 (𝑎̄) ≤ 𝑞

(𝑡)
𝑧 if 𝜃 (𝑡)𝑧 (𝑎̄) = 0. Fix such an 𝑎̄. Set 𝑑𝑎̃ = 0 for all 𝑎̃ ≠ 𝑎̄ with 𝜃 (𝑡)𝑧 (𝑎̃) = 0, so that

∑︁
𝑎

𝑑𝑎 ×𝑄
(𝑡)
𝑧,𝜽 (𝑎) = 𝑑𝑎̄ ×𝑄

(𝑡)
𝑧,𝜽 (𝑎̄) − 𝑑𝑎̄ × 𝑞

(𝑡)
𝑧 .

Since 𝑑𝑎̃ can be taken as positive, we deduce that 𝑄
(𝑡)
𝑧,𝜽 (𝑎̄) ≤ 𝑞

(𝑡)
𝑧 , as required.

A.4 Proof of Proposition 2.4

We begin with a lemma that gives easily computable expressions for 𝐹̂ (𝜓) and its Moore-

Penrose inverse 𝐹̂ (𝜓)† used in the proof. The matrix 𝑃 below is given by

𝑃 = 𝐼 − 1
|A|1 × 1⊤, (A.12)

where 1 is the column vector of size |A| of all ones. The symmetric matrix 𝐹̂ (𝜓) has one sin-

gularity (each row and column sum vanishes), and so its null space is the linear span of 1 and its

range consists of all vectors 𝑣 orthogonal to 1. Since 𝑃 is idempotent (𝑃2 = 𝑃) and 𝑃 × 𝑣 = 𝑣

for all 𝑣 such that 𝑣⊤ × 1 = 0, the symmetric matrix 𝑃 is the orthogonal projection matrix onto

the range of 𝐹̂ (𝜓). Observe that 𝑃 × 𝑣 merely centers 𝑣 by subtracting the average from each

component so that the sum of the components becomes zero, e.g., if 𝑣 = (1, 3, 8)⊤, the average is

4, so 𝑃 × 𝑣 = (−3,−1, 4)⊤. Since centering a vector 𝑣 involves subtracting the average from each

component, this operation is unchanged if the same constant is subtracted from every entry of 𝑣,

as the mean (and thus the centered result) remains the same.

Lemma A.2. We have:

(a) 𝐹̂ (𝜓) = diag(𝜋̂𝜓) − 𝜋̂𝜓 × 𝜋̂⊤𝜓 .

(b) 𝐹̂ (𝜓)† = 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃.
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Proof. Interpreting 𝜋̂𝜓 as a (column) vector rather than a function, the corresponding score func-

tion is

∇𝜓 log 𝜋̂𝜓 (𝑎) = 𝑒𝑎 − 𝜋̂𝜓 (A.13)

where 𝑒𝑎 denotes the 𝑎-th unit vector. Using this identity, the Fisher information matrix 𝐹̂ (𝜓)

corresponding to 𝜋̂𝜓 is

𝐹̂ (𝜓) =
∑︁
𝑎

𝜋̂𝜓 (𝑎) × ∇𝜓 log 𝜋̂𝜓 (𝑎) × (∇𝜓 log 𝜋̂𝜓 (𝑎))⊤

=
∑︁
𝑎

𝜋̂𝜓 (𝑎) × (𝑒𝑎 × 𝑒⊤𝑎 − 𝑒𝑎 × 𝜋̂⊤𝜓 − 𝜋̂𝜓 × 𝑒⊤𝑎 + 𝜋̂𝜓 × 𝜋̂⊤𝜓 )

= diag(𝜋̂𝜓) − 2 ×
(∑︁
𝑎

𝜋̂𝜓 (𝑎) × 𝑒𝑎

)
× 𝜋̂⊤𝜓 + 𝜋̂𝜓 × 𝜋̂⊤𝜓

= diag(𝜋̂𝜓) − 𝜋̂𝜓 × 𝜋̂⊤𝜓 ,

which establishes part (a). As for part (b), we first establish that 𝐹̂ (𝜓) and 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃 are

inverses on the subspace orthogonal to 1, i.e.,

𝐹̂ (𝜓) × (𝑃 × diag(𝜋̂𝜓)−1 × 𝑃) = (𝑃 × diag(𝜋̂𝜓)−1 × 𝑃) × 𝐹̂ (𝜓) = 𝑃.

Since the sum of the components of each row or column of 𝐹̂ (𝜓) is zero it follows that 𝑃× 𝐹̂ (𝜓) =

𝐹̂ (𝜓) × 𝑃 = 𝐹̂ (𝜓). Due to symmetry it remains to show that 𝑃 × diag(𝜋̂𝜓)−1 × 𝐹̂ (𝜓) = 𝑃. Indeed,

𝑃 × diag(𝜋̂𝜓)−1 × 𝐹̂ (𝜓) = 𝑃 × (𝐼 − 1 × 𝜋̂⊤𝜓 ) = 𝑃 − 𝑃 × 1 × 𝜋̂⊤𝜓 = 𝑃,

since 𝑃 × 1 = 0. The claim now follows from the fact that 𝑃 × diag(𝜋̂𝜓)−1 × 𝑃 annihilates 1 and

therefore the null space of 𝐹̂ (𝜓). □

We now proceed to the proof of this proposition. Both sides of (2.29) are trivially equal to zero

for time-expert pairs (𝑡, 𝑧) with 𝜇(𝑡)𝜸 (S𝑧) = 0. Due to the block diagonal structure of 𝐹̃ (𝜸), each
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subvector ∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 corresponding to time 𝑡 and expert 𝑧 with 𝜇(𝑡)𝜸 (S𝑧) > 0 satisfies

∇̃
𝛾
(𝑡 )
𝑧
𝐽𝜸 =

1
𝜇
(𝑡)
𝜸 (S𝑧)

× 𝐹̂ (𝛾 (𝑡)𝑧 )† × ∇𝛾 (𝑡 )𝑧 𝐽𝜸 =
1

𝜇
(𝑡)
𝜸 (S𝑧)

× 𝑃 × diag(𝜋̂
𝛾
(𝑡 )
𝑧
)−1 × ∇

𝛾
(𝑡 )
𝑧
𝐽𝜸, (A.14)

where the second equality follows from Lemma A.2(b) and the fact that ∇
𝛾
(𝑡 )
𝑧
𝐽𝜸 is orthogonal to

1. In what follows we fix such a (𝑡, 𝑧) and show that the right-hand side of (A.14) has the desired

equivalent form.

From the policy gradient theorem (Theorem 2.1) we deduce that

∇𝛾 (𝑡 ) 𝐽𝜸 =
∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )

𝑧 (𝑠)
(𝑎)

)
×𝑄 (𝑡)

𝜇
(𝑡 )
𝜸 ,𝜎

(𝑡+1)
𝜸

(𝑠, 𝑎)

=
∑︁
𝑧

𝜇
(𝑡)
𝜸 (S𝑧) ×

∑︁
𝑎

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )𝑧 (𝑎)

)
×𝑄 (𝑡)𝑧,𝜸 (𝑎),

which, using (A.13), in turn implies that

∇
𝛾
(𝑡 )
𝑧
𝐽𝜸 = 𝜇

(𝑡)
𝜸 (S𝑧) ×

∑̃︁
𝑎

𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎̃) ×𝑄 (𝑡)𝑧,𝜸 (𝑎̃) ×

(
𝑒𝑎̃ − 𝜋̂𝛾 (𝑡 )𝑧

)
.

Since

𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎̃) × 𝑃 × diag(𝜋̂

𝛾
(𝑡 )
𝑧
)−1 ×

(
𝑒𝑎̃ − 𝜋̂𝛾 (𝑡 )𝑧

)
= 𝑃 × (𝑒𝑎̃ − 1) = 𝑃 × 𝑒𝑎̃ = 𝑒𝑎̃ −

1
|A|1,

the right-hand side of (A.14) becomes the desired expression.

A.5 Proof of Theorem 2.5

Throughout, fix an arbitrary pure policy 𝜽∗. For brevity, we suppress the dependence on 𝑛 and

simply write 𝜸 for 𝜸𝑛 (with 𝑛 sufficiently large) and 𝜽 (𝜸) → 𝜽∗ for the convergence along the

subsequence {𝜸𝑛}. Since the setU(𝜸𝑛) is independent of 𝑛, we denote it simply byU.

We write 𝐵 for the block diagonal matrix consisting of 𝑇 × |Z| blocks 𝐵((𝑡,𝑧),(𝑡,𝑧)) each of size

|A| × |A|, where block 𝐵((𝑡,𝑧),(𝑡,𝑧)) = 0 for all ‘unreachable’ time-expert pairs (𝑡, 𝑧) ∈ U and
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𝐵((𝑡,𝑧),(𝑡,𝑧)) = 𝑃 otherwise, where 𝑃 is defined in (A.12).

Lemma A.3. Under the conditions of Theorem 2.5, we have that

∇̂𝜸𝐽𝜸 − ∇̃𝜸𝐽𝜸 =
[
(𝐹̃ (𝜸)† × 𝐹 (𝜸))† − 𝐵

]
× ∇̃𝜸𝐽𝜸 .

Proof. We first note that 𝐵 = 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) by the definitions of 𝐵 and 𝐹̃ (𝜸). From the standard

Moore-Penrose identity 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) × 𝐹̃ (𝜸)† = 𝐹̃ (𝜸)†, we obtain that

𝐵 × ∇̃𝜸𝐽𝜸 = 𝐵 × 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = 𝐹̃ (𝜸)† × 𝐹̃ (𝜸) × 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = 𝐹̃ (𝜸)† × ∇𝜸𝐽𝜸 = ∇̃𝜸𝐽𝜸 .

It remains to show that

∇̂𝜸𝐽𝜸 = (𝐹̃ (𝜸)† × 𝐹 (𝜸))† × ∇̃𝜸𝐽𝜸 .

Since ∇̂𝜸𝐽𝜸 = 𝐹 (𝜸)†×∇𝜸𝐽𝜸 and ∇̃𝜸𝐽𝜸 = 𝐹̃ (𝜸)†×∇𝜸𝐽𝜸, it suffices to argue that 𝐹 (𝜸)† = (𝐹̃ (𝜸)†×

𝐹 (𝜸))† × 𝐹̃ (𝜸)†. By the local identifiability condition in the theorem, the null spaces of 𝐹 (𝜸) and

𝐹̃ (𝜸) are eventually identical and both eventually have dimension equal to |Z|×𝑇+(|A|−1)×|U|.

Both matrices are invertible on the orthogonal complement of this null space and the Moore-

Penrose inverses act as ordinary inverses. The required identity then follows from the standard

matrix identity (𝐴−1
1 × 𝐴2)−1 × 𝐴−1

1 = 𝐴−1
2 for nonsingular matrices 𝐴1 and 𝐴2, applied to the

restrictions of 𝐹 (𝜸) and 𝐹̃ (𝜸) to their common range space. □

By the local identifiability condition in the theorem, 𝐹 (𝜸) and 𝐹̃ (𝜸) have a common range

space, and so 𝐵 equals the orthogonal projection matrix on this common range space. In particular,

𝐵† = 𝐵. Since Moore-Penrose inversion is continuous on the set of matrices with constant rank, we

immediately obtain the desired result (𝐹̃ (𝜸)†×𝐹 (𝜸))† → 𝐵 once we establish that, as 𝜽 (𝜸) → 𝜽∗,

𝐹̃ (𝜸)† × 𝐹 (𝜸) → 𝐵.

Our starting point is the set of identities in Proposition 2.2. We start with the block diagonal

123



element 𝐹̃ (𝑡,𝑡) (𝜸)† × 𝐹 (𝑡,𝑡) (𝜸). The term 𝐾 (𝑡) (𝜸) in 𝐹 (𝑡,𝑡) (𝜸) is a block diagonal matrix with block

diagonal elements of the form 𝜇
(𝑡)
𝜸 (S𝑧) × 𝐹̂ (𝛾 (𝑡)𝑧 ). As a result,

𝐹̃ (𝑡,𝑡) (𝜸)† × 𝐾 (𝑡) (𝜸)

equals the block diagonal matrix consisting of |Z| blocks 𝐸 ((𝑡,𝑧),(𝑡,𝑧)) . To complete the proof, it

remains to establish that, for 𝑡1 ≤ 𝑡2,

𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡2+1)
𝜸 × 𝐺 (𝑡2+1) (𝜸) × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0 (A.15)

and that, for 𝑡1 > 𝑡2,

(𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 ) × 𝐺 (𝑡1+1) (𝜸) × (∇

𝜇
(𝑡2+1)
𝜸

𝜇
(𝑡1+1)
𝜸 )⊤ × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0. (A.16)

We focus on (A.15) since the arguments for (A.16) are identical. Since

∇𝛾 (𝑡1 ) 𝜇
(𝑡2+1)
𝜸 = ∇𝛾 (𝑡1 ) 𝜇

(𝑡1+1)
𝜸 × ∇

𝜇
(𝑡1+1)
𝜸

𝜇
(𝑡2+1)
𝜸 ,

we shall show that, as 𝜽 (𝜸) → 𝜽∗,

(𝐹̃ (𝑡1,𝑡1) (𝜸)† × ∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 ) × ∇

𝜇
(𝑡1+1)
𝜸

𝜇
(𝑡2+1)
𝜸 × 𝐺 (𝑡2+1) (𝜸) × (∇𝛾 (𝑡2 ) 𝜇

(𝑡2+1)
𝜸 )⊤ → 0.

The following lemma establishes that the last term in (A.15) converges to zero.

Lemma A.4. As 𝜽 (𝜸) → 𝜽∗, we have that, for every 0 ≤ 𝑡 < 𝑇 ,

∇𝛾 (𝑡 ) 𝜇
(𝑡+1)
𝜸 → 0.

Proof. Fix some 𝑧 and 𝑠′. We show that ∇
𝛾
(𝑡 )
𝑧
𝜇
(𝑡+1)
𝜸 (𝑠′) converges to zero, which is sufficient to
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establish the claim. We have that

∇
𝛾
(𝑡 )
𝑧
𝜇
(𝑡+1)
𝜸 (𝑠′) =

∑︁
𝑠∈S𝑧 ,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇
𝛾
(𝑡 )
𝑧
𝜋̂
𝛾
(𝑡 )
𝑧
(𝑎)

)
× 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)

=
∑︁
𝑎

©­«
∑︁
𝑠∈S𝑧

𝜇
(𝑡)
𝜸 (𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)ª®¬ × ∇𝛾 (𝑡 )𝑧 𝜋̂𝛾 (𝑡 )𝑧 (𝑠) (𝑎)
=

∑︁
𝑎

©­«
∑︁
𝑠∈S𝑧

𝜇
(𝑡)
𝜸 (𝑠) × 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)ª®¬ ×
[
𝜋̂
(𝑡)
𝛾
(𝑡 )
𝑧

(𝑎) ×
(
𝑒𝑎 − 𝜋̂(𝑡)

𝛾
(𝑡 )
𝑧

)]
,

where the last equality follows from (A.13). Since 𝜽∗ is a pure policy there exists an 𝑎(𝑧) such that

𝜋̂
(𝑡)
𝛾
(𝑡 )
𝑧

converges to 𝑒𝑎(𝑧) , and so the term in brackets converges to 1(𝑎 = 𝑎(𝑧)) × (𝑒𝑎 − 𝑒𝑎(𝑧)). Since

this expression equals zero for all 𝑎, the result now follows. □

Having shown that the last term in (A.15) converges to zero, we now argue that the matrices

in each of the three preceding expressions are bounded, which is sufficient to establish the claim.

We first argue that the matrices 𝐺 (𝑡) (𝜸) are eventually bounded as 𝜽 (𝜸) → 𝜽∗. Fix some time 𝑡,

state 𝑠 with 𝜇(𝑡)∗ (𝑠) > 0, and action 𝑎. Eventually 𝜇(𝑡)𝜸 (𝑠) > 0, and so under the conditions of the

theorem the supports of 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) and 𝑝 (𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) are eventually identical. Due to the smooth

extension property, both 𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) and ∇𝜇𝑝 (𝑡)𝜇 (𝑠′|𝑠, 𝑎) are continuous in 𝜇 on a neighborhood of

𝜇
(𝑡)
∗ within the probability simplex. Since 𝜇(𝑡)𝜸 → 𝜇

(𝑡)
∗ , it then follows that

lim
𝜽 (𝜸)→𝜽∗

min
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) = min
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
∗

𝑝
(𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) > 0. (A.17)

and

lim
𝜽 (𝜸)→𝜽∗

max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸

∇𝜇𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) = max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
∗

∇𝜇𝑝 (𝑡)
𝜇
(𝑡 )
∗
(𝑠′|𝑠, 𝑎) < ∞. (A.18)

Equations (A.17) and (A.18) together imply that

lim
𝜽 (𝜸)→𝜽∗

max
(𝑠,𝑎,𝑠′)∈𝑅 (𝑡 )

𝜇
(𝑡 )
𝜸





∇𝜇 log 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎)




 < ∞,
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which implies that the 𝑀 (𝑡) (𝜸) are eventually bounded. The same argument shows that ∇
𝜇
(𝑡 )
𝜸
𝜇
(𝑡+1)
𝜸

is bounded for all 𝑡. This implies, as can be seen via a straightforward recursive argument working

backwards through time, that the 𝐺 (𝑡) (𝜸) are bounded, too. It also shows that, for 𝑡1 < 𝑡2, the

matrix

∇
𝜇
(𝑡1 )
𝜸
𝜇
(𝑡2+1)
𝜸 = (∇

𝜇
(𝑡1 )
𝜸
𝜇
(𝑡1+1)
𝜸 ) × · · · × (∇

𝜇
(𝑡2 )
𝜸
𝜇
(𝑡2+1)
𝜸 )

is bounded. It remains to show that the matrix 𝐹̃ (𝑡1,𝑡1) (𝜸)† ×∇𝛾 (𝑡1 ) 𝜇
(𝑡1+1)
𝜸 in (A.15) is bounded. We

claim that element ((𝑧, 𝑎), 𝑠′) of this matrix is

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑧, 𝑎) − 1
|A|

∑̃︁
𝑎

𝑝
(𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑧, 𝑎̃),

where

𝑝
(𝑡)
𝜇 (𝑠′|𝑧, 𝑎) =


∑
𝑠∈S𝑧 𝜇(𝑠 |S𝑧) × 𝑝

(𝑡)
𝜇 (𝑠′|𝑠, 𝑎) if 𝜇(S𝑧) > 0

0 otherwise.

The argument is almost identical to the main argument of Proposition 2.4. In lieu of the policy

gradient theorem, the starting point is the identity

∇𝛾 (𝑡 ) 𝜇
(𝑡+1)
𝜸 (𝑠′) =

∑︁
𝑠,𝑎

𝜇
(𝑡)
𝜸 (𝑠) ×

(
∇𝛾 (𝑡 ) 𝜋̂𝛾 (𝑡 )

𝑧 (𝑠)
(𝑎)

)
× 𝑝 (𝑡)

𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎).

The rest goes through verbatim with 𝑝 (𝑡)
𝜇
(𝑡 )
𝜸

(𝑠′|𝑠, 𝑎) playing the role of 𝑄 (𝑡)
𝜇
(𝑡 )
𝜸 ,𝜎

(𝑡+1)
𝜸

(𝑠, 𝑎).
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Appendix B: Proofs of Chapter 3

B.1 Theorems of Edgeworth Expansions

Theorem B.1 (Adapted from Hall (2013), Theorem 2.2). Assume that, for an integer 𝜈 ≥ 1,

the function 𝐴 has 𝜈 + 3 continuous derivatives in a neighborhood of 𝜇, that 𝐴(𝜇) = 0, that

E∥X∥𝜈+3 < ∞, that the characteristic function 𝜒 of X satisfies Cramér’s condition

lim sup
∥𝑡∥→∞

|𝜒(𝑡) | < 1,

and that the asymptotic variance of
√
𝑛 𝐴(X̄) equals 1. Then there exists a constant C𝜈 > 0 such

that

P
(√
𝑛 𝐴(X̄) ≤ 𝑥

)
= Φ(𝑥) +

𝜈∑︁
𝑗=1

𝑛− 𝑗/2𝜋 𝑗 (𝑥)𝜙(𝑥) + 𝜀𝜈𝑛 (𝑥),

uniformly in 𝑥 ∈ R, where

sup
𝑥∈R
|𝜀𝜈𝑛 (𝑥) | ≤ C𝜈𝑛

−(𝜈+1)/2.

Moreover, for each 𝑗 = 1, . . . , 𝜈, 𝜋 𝑗 is a polynomial of degree 3 𝑗 − 1, odd when 𝑗 is even and even

when 𝑗 is odd, whose coefficients depend polynomially on the moments of X up to order 𝑗 + 2 and

on 𝐴.

Compared with the original statement in [21], we strengthen the smoothness and moment as-

sumptions from order 𝜈 + 2 to order 𝜈 + 3, so that the remainder satisfies the sharper bound

sup
𝑥∈R
|𝜀𝜈𝑛 (𝑥) | ≤ C𝜈𝑛

−(𝜈+1)/2.

Theorem B.2 (Adapted from Hall (2013), Theorem 5.1). Let 𝜆 > 0 be given, and let 𝑙 = 𝑙 (𝜆) be a
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sufficiently large positive number. Assume that 𝑔 and ℎ each have 𝜈 + 3 bounded derivatives in a

neighborhood of 𝜇, that E∥X∥𝑙 < ∞, and that the characteristic function 𝜒 of X satisfies Cramér’s

condition

lim sup
∥𝑡∥→∞

|𝜒(𝑡) | < 1.

Then there exists a constant 𝐶 > 0 such that

P©­«sup
𝑥∈R

������P(√
𝑛 𝐴̃(X̄∗) ≤ 𝑥 | X𝑛

)
−Φ(𝑥) −

𝜈∑︁
𝑗=1

𝑛− 𝑗/2𝜋̂ 𝑗 (𝑥)𝜙(𝑥)

������ > 𝐶𝑛−(𝜈+1)/2ª®¬ = 𝑂 (𝑛−𝜆),

P
(

max
1≤ 𝑗≤𝜈

sup
𝑥∈R
(1 + |𝑥 |)−(3 𝑗−1) |𝜋̂ 𝑗 (𝑥) | > 𝐶

)
= 𝑂 (𝑛−𝜆),

and

P
(

max
1≤ 𝑗≤𝜈

sup
𝑥∈R
(1 + |𝑥 |)−(3 𝑗−1) |𝜋̂′𝑗 (𝑥) | > 𝐶

)
= 𝑂 (𝑛−𝜆). (B.1)

Here, 𝐴̃ is either 𝐴 or 𝐴𝑠. Correspondingly, we write 𝜋 𝑗 = 𝑝 𝑗 in the former case and 𝜋 𝑗 = 𝑞 𝑗

in the latter case, and 𝜋̂ 𝑗 denotes the corresponding bootstrap version obtained by replacing the

population moments in 𝜋 𝑗 with the sample moment estimators.

Theorem B.2 is a slight strengthening of [21], in that it includes (B.1) as an additional con-

clusion. This extension is immediate from the proof in [21], since the argument applies to any

polynomial 𝜋 𝑗 of degree 3 𝑗 − 1, and therefore also to its derivative 𝜋′
𝑗
.

Theorem B.3 (Resampled version of Hall (2013), Theorem 5.1). Let 𝜆 > 0 be given, and let

𝑙 = 𝑙 (𝜆) be a sufficiently large positive number. Assume that 𝑔 and ℎ each have 𝜈 + 3 bounded

derivatives in a neighborhood of 𝜇, that E∥X∥𝑙 < ∞, and that the characteristic function 𝜒 of X

satisfies Cramér’s condition. Then there exists a constant 𝐶 > 0 such that

P©­«sup
𝑥∈R

������P(√
𝑛 𝐴∗(X̄∗∗) ≤ 𝑥 | X∗𝑛 ,X𝑛

)
−Φ(𝑥) −

𝜈∑︁
𝑗=1

𝑛− 𝑗/2𝜋∗𝑗 (𝑥)𝜙(𝑥)

������ > 𝐶𝑛−(𝜈+1)/2ª®¬ = 𝑂 (𝑛−𝜆),
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P
(

max
1≤ 𝑗≤𝜈

sup
𝑥∈R
(1 + |𝑥 |)−(3 𝑗−1) |𝜋∗𝑗 (𝑥) | > 𝐶

)
= 𝑂 (𝑛−𝜆),

and

P
(

max
1≤ 𝑗≤𝜈

sup
𝑥∈R
(1 + |𝑥 |)−(3 𝑗−1) | (𝜋∗𝑗 )′(𝑥) | > 𝐶

)
= 𝑂 (𝑛−𝜆).

Here, 𝐴∗ is either 𝐴∗ or 𝐴∗𝑠 . Correspondingly, we write 𝜋∗
𝑗
= 𝑝∗

𝑗
in the former case and 𝜋∗

𝑗
= 𝑞∗

𝑗
in

the latter case. The polynomials 𝑝∗
𝑗

and 𝑞∗
𝑗

are obtained by replacing the population moments in

𝑝 𝑗 and 𝑞 𝑗 with the corresponding moment estimators computed from the resampled data.

Proof. Although this version is not explicitly stated in [21], it is implicit in the discussion in

Section 3.11 therein. The result follows by a straightforward modification of the proof of Theorem

5.1 in [21], replacing 𝑃̂ by 𝑃∗ throughout. In particular, the corresponding events E1, . . . , E4 can

be defined analogously, and their probabilities remain 1 − 𝑂 (𝑛−𝜆). Conditional on these events,

the remainder of the argument proceeds identically to that of Theorem 5.1. We therefore omit the

details. □

B.2 Proof of Edgeworth Expansion for t-Distributions

Throughout this section, we use the notation

𝐶[𝑎,𝑏,𝑐,··· ]

to denote a generic constant depending only on the quantities 𝑎, 𝑏, 𝑐, · · · . Its value may change

from line to line, even when the notation appears unchanged.

B.2.1 Proof of the Two-Sided Case in Theorem 3.6

Steps 1–4 are essentially the same as in [52], except that we treat the remainder terms in greater

detail. In particular, we make explicit which quantities determine their upper bounds, in order to

derive a uniform convergence result. Steps 5 and 6 are crucial for improving the rate from𝑂 (𝑛−1.5)

129



in [52] to 𝑂 (𝑛−2). Here we adopt different arguments, and the key mechanism is the expectation-

level error cancellation established in Proposition B.10.

Although our ultimate goal is a uniform convergence result, keeping track of the explicit de-

pendence of the upper bound for each remainder term may seem unnecessary for Theorem 3.6.

Nevertheless, such bookkeeping will be useful later when proving the corresponding resampled

version of the theorem.

Step 1: Good Event and Uniform Convergence Constants

According to Theorem B.1, for any 𝜈 ≥ 1 there exists a constant C𝜈 such that

sup
𝑥∈R

������P(√
𝑛 𝐴𝑠 (X̄) ≤ 𝑥

)
−Φ(𝑥) −

𝜈∑︁
𝑗=1

𝑛− 𝑗/2𝜋 𝑗 (𝑥)𝜙(𝑥)

������ = C𝜈 × 𝑛−(𝜈+1)/2. (B.2)

According to Theorem B.2, we define the good event Ê𝜈 (X𝑛), measurable with respect to the 𝜎-

algebra generated by X𝑛, by

sup
𝑥

�����𝑃 (√
𝑛𝐴̃(X̄∗𝑏) ≤ 𝑥 | X𝑛

)
−Φ(𝑥) −

𝜈∑︁
𝑘=1

𝑛−𝑘/2 𝜋̂𝑘 (𝑥) × 𝜙(𝑥)
����� ≤ Ĉ𝜈 × 𝑛−

𝜈+1
2 (B.3)

max
1≤𝑘≤𝜈

sup
𝑥

|𝜋̂𝑘 (𝑥) | × (1 + |𝑥 |)−(3𝑘−1) ≤ Ĉ𝜈 (B.4)

max
1≤𝑘≤𝜈

sup
𝑥

��𝜋̂′𝑘 (𝑥)�� × (1 + |𝑥 |)−(3𝑘−1) ≤ Ĉ𝜈 (B.5)

which occurs with probability 1 − 𝑂 (𝑛−𝜆). Here and throughout this proof, C𝜈 and Ĉ𝜈 denote the

constants controlling the convergence rates of these Edgeworth expansions.
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Step 2: Total Variation Bounds for Sample Edgeworth Signed Measures

Let 𝑄∗ be the resample distribution of
√
𝑛𝐴𝑠 (X̄∗), which depends on the realization of X𝑛. Let

𝑄∗𝜈 be its approximation via the finite Edgeworth expansion,

𝑄∗𝜈 (𝑥) := Φ(𝑥) +
𝜈∑︁
𝑘=1

𝑛−𝑘/2 𝑝𝑘 (𝑥)𝜙(𝑥), (B.6)

where 𝑝𝑘 (·) are the Edgeworth polynomials with coefficients estimated from the sample X𝑛. The

conditional two-sided coverage probability of cheap bootstrap is

𝑈 (X) := E


∭

1


�������
√
𝑛𝐴𝑠 (X̄)√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑𝑄∗(𝑧𝐵) · · · 𝑑𝑄∗(𝑧1) | X
 .

On Ê𝜈 (X), the error incurred by approximating the resample measure 𝑄∗ by its finite Edgeworth

expansion 𝑄∗𝜈 is uniformly bounded by 2× Ĉ𝜈𝑛
−(𝜈+1)/2 over all intervals in R. By symmetry of the

integration region, it suffices to replace 𝑄∗𝜈 (𝑥) by its even part,

𝑄∗ts,𝜈 (𝑥) = Φ(𝑥) +
∑︁

1≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2 𝑝𝑘 (𝑥)𝜙(𝑥), (B.7)

where the subscript ts stands for “two-sided”. It is important to note that Eqs. (B.4) and (B.5) imply

that, on Ê𝜈, the total variation norms of the signed measures 𝐹̂𝑘 := 𝑝𝑘 (𝑧𝐵)𝜙(𝑧𝐵) are uniformly

bounded over all possible samples X:

∥𝐹̂𝑘 ∥TV =

∫
|𝐹̂′𝑘 (𝑥) |𝑑𝑥 ≤

∫ (��𝑝′𝑘 (𝑥)�� + |𝑥 | |𝑝𝑘 (𝑥) |) 𝜙(𝑥) 𝑑𝑥 ≤ Ĉ𝜈

∫
(1 + |𝑥 |)3𝑘𝜙(𝑥) 𝑑𝑥.

For the same reason,

∥𝑄∗ts,𝜈∥TV ≤ Ĉ𝜈 (1 + 𝜈)
∫
(1 + |𝑥 |)3𝜈𝜙(𝑥) 𝑑𝑥 = 𝐶[Ĉ𝜈 ,𝜈] .
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Step 3: Replacement of 𝑄∗ by 𝑄∗ts,𝜈

Consider𝑈 (X) on Ê𝜈, that is,

𝑈 (X) × 1Ê𝜈 =E

∭

1


�������
√
𝑛𝐴𝑠 (X̄)√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑𝑄∗ts,𝜈 (𝑧𝐵) · · · 𝑑𝑄∗ts,𝜈 (𝑧1) | X
 × 1Ê𝜈 + 𝑅[1] × 1Ê𝜈

where 𝑅[1] =
∑𝐵
𝑏=1 𝑅𝑏 and

𝑅𝑏 := E

[∭
1 {. . .}

𝐵∏
𝑘=𝑏+1

𝑑𝑄∗ts,𝜈 (𝑧𝑘 ) × 𝑑
(
𝑄∗(𝑧𝑏) −𝑄∗ts,𝜈 (𝑧𝑏)

)
×
𝑏−1∏
𝑘=1

𝑑𝑄∗(𝑧𝑘 ) | X
]

is the same as in the proof of Theorem 2 in [52]. Therefore, uniformly over all q and all X𝑛 ∈ Ê𝜈,

|𝑅𝑏 | ≤Ĉ𝜈 × 𝑛−
𝜈+1

2 × E
[∭

1 {. . .}
𝐵∏

𝑘=𝑏+1
𝑑𝑄∗ts,𝜈 (𝑧𝑘 ) ×

𝑏−1∏
𝑘=1

𝑑𝑄∗(𝑧𝑘 ) | X
]

≤Ĉ𝜈 × 𝑛−
𝜈+1

2 ×
(
∥𝑄∗ts,𝜈∥TV

)𝐵−𝑏 ≤ 𝐶[Ĉ𝜈 ,𝜈,𝐵] × 𝑛− 𝜈+1
2 .

Consequently,

���𝑅[1] × 1Ê𝜈 ��� ≤ 𝐶[Ĉ𝜈 ,𝜈,𝐵] × 𝑛− 𝜈+1
2 .

Step 4: Integration Decomposition

By the same arguments as in [52], we have

𝑈 (X) × 1Ê𝜈 =
(
𝑈0(X) +

1
𝑛
×𝑈1(X) + 𝑅[1] + 𝑅[2]

)
× 1Ê𝜈
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where

𝑈0(X) := E


∭

1


�������
√
𝑛𝐴𝑠 (X̄)√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑Φ(𝑧𝐵) · · · 𝑑Φ(𝑧1) | X
 , (B.8)

𝑈1(X) := 𝐵 × E

∭

1


�������
√
𝑛𝐴𝑠 (X̄)√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑 (𝑝2(𝑧𝐵)𝜙(𝑧𝐵)) 𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1) | X
 ,
(B.9)

𝑅[2] :=
𝐵

𝑛2E
[∭

1 {. . .} 𝑑 (𝑝4(𝑧𝐵)𝜙(𝑧𝐵)) 𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1) | X
]
+

𝐵(𝐵 − 1)
2𝑛2 E

[∭
1 {. . .} 𝑑 (𝑝2(𝑧𝐵)𝜙(𝑧𝐵)) 𝑑 (𝑝2(𝑧𝐵−1)𝜙(𝑧𝐵−1)) 𝑑Φ(𝑧𝐵−2) · · · 𝑑Φ(𝑧1) | X

]
+𝑂

(
𝑛−3

)
.

The remainder term 𝑅[2] consists of a finite sum of integrals. Again, since ∥𝐹̂𝑘 ∥TV is bounded, we

have

���𝑅[2] × 1Ê𝜈 ��� ≤ 𝐶[Ĉ𝜈 ,𝜈,𝐵] × 1
𝑛2 . (B.10)

Before proceeding to the next step, we note that, for the final 𝑂 (𝑛−2) bound, it suffices to take

𝜈 = 3. In that case, however, the precise definition of 𝑅[2] should be adjusted accordingly. As a

summary of Steps 1–4, we conclude that

���(𝑅[1] + 𝑅[2]) × 1Ê3

��� ≤ 𝐶[Ĉ3,𝐵] ×
1
𝑛2 . (B.11)
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Step 5: Analysis of𝑈0(X)

Let𝑈0 denote the unconditional expectation of𝑈0(X), i.e. 𝑈0 := E[𝑈0(X)]. We have

𝑈0 =

∭
1


������� 𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q


𝐵∏
𝑏=0

𝑑Φ(𝑧𝑏)

+1
𝑛

∭
1


������� 𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑 (𝑞2(𝑧0)𝜙(𝑧0)) ×
𝐵∏
𝑏=1

𝑑Φ(𝑧𝑏) + 𝑅[3] .

(B.12)

By applying the two-sided version of Eq. (B.2) with 𝑥 = ±q
√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

and 𝜈 = 3, we obtain

|𝑅[3] | ≤
1
𝑛2 × 𝐶[C3] .

This bound holds uniformly over all quantiles q, where the constant C3 is the one appearing in

Eq. (B.2). We now evaluate the integrals in𝑈0. The first integral in𝑈0 is

∭
1


������� 𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q


𝐵∏
𝑏=0

𝑑Φ(𝑧𝑏) = P ( |𝑡𝐵 | ≤ q) = 2Ψ𝐵 (q) − 1,

where 𝑡𝐵 has the Student’s 𝑡 distribution with 𝐵 degrees of freedom, and Ψ𝐵 denotes its cumulative

distribution function. By substituting the density function of the 𝜒2
𝐵

distribution, the second integral

is

∭
1


������� 𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑 (𝑞2(𝑧0)𝜙(𝑧0)) ×
𝐵∏
𝑏=1

𝑑Φ(𝑧𝑏)

=
∑︁

𝑘=1,3,5
𝑏 [2,𝑘]

2(𝑘+1)/2Γ
(
𝐵+𝑘

2

)
√
𝜋 Γ(𝐵/2)

· 𝐵𝐵/2q𝑘

(𝐵 + q2) (𝐵+𝑘)/2
.
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This is part of the expression for 𝜁2(q), and we denote it by 𝜁𝑞2 (q). Consequently,

𝑈0 = 2Ψ𝐵 (q) − 1 + 1
𝑛
× 𝜁𝑞2 (q) + 𝑅[3] .

Step 6: Analysis of𝑈1(X)

Denote the pivotal quantity by𝑊𝑛 :=
√
𝑛𝐴𝑠 ( 𝑋̄) and define the random variable 𝑟 ∈ 𝜎(X𝑛) by

𝑟 :=
√
𝑛𝐴𝑠 ( 𝑋̄)

q
=
𝑊𝑛

q
.

Intuitively,
√
𝐵 × 𝑟 is the radius of the random integration boundary. Recall the definition of the

Edgeworth polynomials in Eq. (3.19), and define

𝑝2(𝑥) =
∑︁

𝑘=1,3,5
𝑎̂ [2,𝑘] × 𝑥𝑘

as the counterpart of 𝑝2(𝑥) with coefficients estimated from the sample. By using the density of

the 𝜒2
𝐵−1 distribution and substituting this expression for 𝑝2(𝑥), we obtain

𝑈1(X𝑛) = −
4𝐵

2(𝐵−1)/2Γ
(
𝐵−1

2

) √
2𝜋
× 𝑒−𝐵𝑟2/2

∫ |𝑟 |
√
𝐵

0
𝑥 𝑝2(𝑥) (𝐵𝑟2 − 𝑥2) (𝐵−3)/2 𝑑𝑥

= −
∑︁

𝑘=1,3,5
𝑎̂ [2,𝑘] ×

𝐵
𝐵+𝑘+1

2 Γ(1 + 𝑘
2 )

2 𝐵
2 −1√𝜋 × Γ( 1+𝐵+𝑘2 )

×
(
|𝑟 |𝐵+𝑘−1 × exp

(
−𝐵𝑟

2

2

))
.

(B.13)

Another perspective on 𝑎̂ [2,𝑘] is that each of them is a polynomial in the sample moment esti-

mators. Hence,𝑈1(X) can be written as a finite sum of terms of the form

𝑀𝑛 × 𝑔[𝐵,𝑘] (𝑟),
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where 𝑀𝑛 is a monomial in the sample moment estimators and

𝑔[𝐵,𝑘] (𝑥) := |𝑥 |𝐵−1+𝑘 exp
(
−𝐵𝑥

2

2

)
. (B.14)

Let 𝑀 denote the corresponding monomial evaluated at the true moments. Since 𝑟 = 𝑊𝑛/q is

asymptotically Gaussian, the term

(𝑀𝑛 − 𝑀) × 𝑔[𝐵,𝑘] (𝑟)

would normally be expected to fluctuate at the 𝑛−1/2 scale. The next crucial step is to show that,

due to the even structure of 𝑔[𝐵,𝑘] (·), this apparent 𝑛−1/2 fluctuation improves to an 𝑂 (𝑛−1) bound

after taking expectation. More precisely, we aim to prove, in an appropriate sense, that

E
[
(𝑀𝑛 − 𝑀) × 𝑔[𝐵,𝑘] (𝑟)

]
= 𝑂 (𝑛−1).

This part of the argument is formalized in Proposition B.10. To apply Proposition B.10, it remains

to verify its assumptions for the function

𝑥 ↦→ 𝑔[𝐵,𝑘]

(
𝑥

q

)
.

First, 𝑔[𝐵,𝑘] (𝑥) ∈ 𝐶2(R) provided that 𝐵 is either even or satisfies 𝐵 ≥ 5; hence the cases 𝐵 = 1, 3

must be excluded. Second, for each fixed q > 0, the bound required in Eq. (B.34), as well as the

integrability of 𝑔′′[𝐵,𝑘] (𝑥/q), follows immediately from the exponential decay of 𝑔[𝐵,𝑘] . In order to

obtain a bound that is uniform over q, we restrict to q ≥ 𝜀0 > 0.

Therefore, for 𝐵 ∉ {1, 3} and any 𝜀0 > 0, Proposition B.10 yields

sup
q≥𝜀0

����E [
(𝑀𝑛 − 𝑀) × 𝑔[𝐵,𝑘]

(
𝑊𝑛

q

)] ���� ≤ 1
𝑛
×max

{
𝐵2

𝜀4
0
, 1

}
× 𝐶[C1,𝐴𝑠 ,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] . (B.15)

Here the constant𝐶[C1,𝐴𝑠 ,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] depends on the explicit form of the monomial 𝑀 , the
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local behavior of 𝐴𝑠 near 𝝁, sufficiently many finite moments of ∥X1∥, and the auxiliary constant

𝐶[𝑔] .

To treat all three values 𝑘 = 1, 3, 5, 𝐶[𝑔] may be taken as follows, so that it depends only on 𝐵:

𝐶[𝑔] =
∑︁

𝑘=1,3,5

(
sup
𝑥∈R

��𝑔[𝐵,𝑘] (𝑥)�� + sup
𝑥∈R

��𝑔′[𝐵,𝑘] (𝑥)�� + sup
𝑥∈R

��𝑔′′[𝐵,𝑘] (𝑥)��) . (B.16)

Now recall the original definition of 𝑈1(X) in Eq. (B.9). Define 𝑈̃1(X) by replacing 𝑝2 with 𝑝2,

namely,

𝑈̃1(X) := 𝐵 × E


∭

1


�������
√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑
(
𝑝2(𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

������� X
 .

Eq. (B.15) implies that

sup
q≥𝜀0

��E[𝑈1(X) − 𝑈̃1(X)]
�� ≤ 1

𝑛
× 𝐶[𝜀0,C1,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Moreover,

E[𝑈̃1(X)] =𝐵 ×
∭

1


������� 𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑 (𝑝2(𝑧𝐵)𝜙(𝑧𝐵)) 𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)𝑑Φ(𝑧0) + 𝑅[7]

= −
∑︁

𝑘=1,3,5
𝑎 [2,𝑘] ×

Γ

(
𝑘
2 + 1

)
Γ

(
𝐵+𝑘

2

)
𝜋 Γ

(
𝐵+𝑘+1

2

) · 2 𝑘+1
2 𝐵

𝐵+1+𝑘
2 q(

𝐵 + q2) 𝐵+𝑘2
+ 𝑅[7] =: 𝜁 𝑝2 (q) + 𝑅[7] .

Similarly to the argument for 𝑅[3] in (B.12), we have |𝑅[7] | ≤ 𝑛−1 × 𝐶[C1] . Note also that 𝜁 𝑝2 (q)

and 𝜁𝑞2 (q), defined in Step 5, together constitute the quantity 𝜁2(q) in Theorem 3.6.
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Step 7: Proof Summary

Since P(|𝑇 | ≤ q) = E[𝑈 (X)], we aim to prove

sup
q≥𝜀0

����P( |𝑇 | ≤ q) − (2Ψ𝐵 (q) − 1) − 1
𝑛
× 𝜁2(q)

���� ≤ 𝑛−2 × Cts.

We summarize the results obtained in the previous steps:

• Steps 1–4: For Ê3 with P(Ê3) = 1 −𝑂 (𝑛−𝜆),

𝑈 (X) × 1Ê3
=

(
𝑈0(X) +

1
𝑛
×𝑈1(X) + 𝑅[1] + 𝑅[2]

)
× 1Ê3

where
���(𝑅[1] + 𝑅[2]) × 1Ê3

��� ≤ 𝐶[Ĉ3,𝐵] × 𝑛
−2.

• Step 5:

𝑈0 = E[𝑈0(X)] = 2Ψ𝐵 (q) − 1 + 1
𝑛
× 𝜁𝑞2 (q) + 𝑅[3] .

where |𝑅[3] | ≤ 𝑛−2 × 𝐶[C3] .

• Step 6:

sup
q≥𝜀0

��E[𝑈1(X) − 𝑈̃1(X)]
�� ≤ 1

𝑛
× 𝐶[𝜀0,C1,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙]

and

E[𝑈̃1(X)] = 𝜁 𝑝2 (q) + 𝑅[7] , |𝑅[7] | ≤ 𝑛−1 × 𝐶[C1] .
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Therefore

sup
q≥𝜀0

����P( |𝑇 | ≤ q) − 2Ψ𝐵 (q) + 1 − 𝜁2(q)
𝑛

����
= sup

q≥𝜀0

����E[𝑈 (X) × 1Ê3
] − 2Ψ𝐵 (q) + 1 − 𝜁2(q)

𝑛

���� ±𝑂 (𝑛−𝜆)
= sup

q≥𝜀0

����E (
𝑈0(X) +

1
𝑛
×𝑈1(X) + 𝑅[1] + 𝑅[2]

)
× 1Ê3

− 2Ψ𝐵 (q) + 1 − 𝜁2(q)
𝑛

���� ±𝑂 (𝑛−𝜆).
Since P(|𝑇 | ≤ q) ≤ 1, the term P( |𝑇 | ≤ q) × 1Ê𝑐3 can be removed at the cost of 𝑂 (𝑛−𝜆). Hence,

sup
q≥𝜀0

����P( |𝑇 | ≤ q) − 2Ψ𝐵 (q) + 1 − 𝜁2(q)
𝑛

����
= sup

q≥𝜀0

����E (
𝑈0(X) +

1
𝑛
×𝑈1(X)

)
× 1Ê3

− 2Ψ𝐵 (q) + 1 − 𝜁2(q)
𝑛

���� ±𝑂 (𝑛−𝜆) ± 𝐶[Ĉ3,𝐵] × 𝑛
−2

= sup
q≥𝜀0

����𝑈0 +
1
𝑛
× E[𝑈1(X)] − 2Ψ𝐵 (q) + 1 − 𝜁2(q)

𝑛

���� ±𝑂 (𝑛−𝜆) ± 𝐶[Ĉ3,𝐵] × 𝑛
−2.

The indicator 1Ê3
can be removed at the cost of 𝑂 (𝑛−𝜆), because

• There is no signed measure in the integral defining 𝑈0(X); therefore, |𝑈0(X)| ≤ 1 for all q

and X𝑛.

• The explicit form of𝑈1(X) in (B.13) implies that

E[|𝑈1(X)|] ≤
∑︁

𝑘=1,3,5
E|𝑎̂ [2,𝑘] | × 𝐶[𝐵] ≤ 𝐶[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙 ,𝐵] ,

i.e. it is uniformly bounded in q.

Because

𝑈0 = 2Ψ𝐵 (q) − 1 + 𝑛−1 × 𝜁𝑞2 (q) + 𝑅[3]
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and 𝜁2(q) = 𝜁 𝑝2 (q) + 𝜁
𝑞

2 (q), we have

sup
q≥𝜀0

����P( |𝑇 | ≤ q) − 2Ψ𝐵 (q) + 1 − 𝜁2(q)
𝑛

����
= sup

q≥𝜀0

�����𝑅[3] + 1
𝑛
× E[𝑈1(X)] −

𝜁
𝑝

2 (q)
𝑛

����� ±𝑂 (𝑛−𝜆) ± 𝐶[Ĉ3,𝐵] × 𝑛
−2

= sup
q≥𝜀0

�����1𝑛 × E[𝑈1(X)] −
𝜁
𝑝

2 (q)
𝑛

����� ±𝑂 (𝑛−𝜆) ± 𝐶[Ĉ3,C3,𝐵] × 𝑛
−2

=
1
𝑛
× sup

q≥𝜀0

��E[𝑈1(X)] − 𝜁 𝑝2 (q)
�� ±𝑂 (𝑛−𝜆) ± 𝐶[Ĉ3,C3,𝐵] × 𝑛

−2.

To proceed, we consider

sup
q≥𝜀0

��E[𝑈1(X)] − 𝜁 𝑝2 (q)
�� ≤ sup

q≥𝜀0

��E[𝑈̃1(X)] − 𝜁 𝑝2 (q)
�� + sup

q≥𝜀0

��E[𝑈̃1(X)] − E[𝑈1(X)]
��

≤ sup
q≥𝜀0

��E[𝑈̃1(X)] − 𝜁 𝑝2 (q)
�� + 1

𝑛
× 𝐶[𝜀0,C1,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙]

=|𝑅[7] | +
1
𝑛
× 𝐶[𝜀0,C1,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙]

≤1
𝑛
× 𝐶[C1] +

1
𝑛
× 𝐶[𝜀0,C1,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

As the final conclusion,

sup
q≥𝜀0

����P( |𝑇 | ≤ q) − (2Ψ𝐵 (q) − 1) − 1
𝑛
× 𝜁2(q)

���� ≤ 1
𝑛2 × 𝐶[𝜀0,C1,Ĉ3,C3,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

B.2.2 Proof of the One-Sided Case in Theorem 3.6

As in the two-sided case, let 𝑄∗ be the resample distribution of
√
𝑛 𝐴𝑠 (X̄∗), and let 𝑄∗𝜈 be its

finite Edgeworth approximation defined in Eq. (B.6). For a given quantile q ∈ R, the conditional

one-sided coverage probability of cheap bootstrap is

𝑉 (X) := E


∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑𝑄∗(𝑧𝐵) · · · 𝑑𝑄∗(𝑧1)

������� X
 .
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Recall the good event Ê𝜈 (X) from Step 1 of the two-sided proof. By the same arguments as in

Steps 1–4 there, we have

𝑉 (X) × 1Ê𝜈 =
(
𝑉0(X) +

1
√
𝑛
𝑉1

2
(X) + 1

𝑛
𝑉1(X) + 𝑅[8]

)
× 1Ê𝜈 , (B.17)

where

𝑉0 (X) :=E


∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑Φ(𝑧𝐵) · · · 𝑑Φ(𝑧1)

������� X
 , (B.18)

𝑉 1
2
(X) :=𝐵 × E


∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝1 (𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

������� X
 , (B.19)

𝑉1 (X) :=𝐵 × E

∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝2 (𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

������� X


+𝐵(𝐵 − 1)
2

E


∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝1 (𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑
(
𝑝1 (𝑧𝐵−1)𝜙(𝑧𝐵−1)

)
𝑑Φ(𝑧𝐵−2) · · · 𝑑Φ(𝑧1)

������� X
 .

and, as in the two-sided case, it suffices to take 𝜈 = 3, so that

���𝑅[8] × 1Ê3

��� ≤ 𝐶[Ĉ3,𝐵] × 𝑛
−2. (B.20)

Step 1: Integral Simplification

In view of the evenness and exponential tail decay of 𝑝1(·)𝜙(·), together with the symmetry of

the integration region, we have

𝑉1
2
(X) ≡ 0
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for every realization of the sample X. The same argument also applies to the second expectation

in 𝑉1(X):

𝑉1(X) ≡𝐵 × E

∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝2(𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

������� X
 (B.21)

Step 2: Analysis of 𝑉0(X)

Let 𝑉0 := E[𝑉0(X)]. By applying the Edgeworth expansion of 𝑊𝑛 =
√
𝑛 𝐴𝑠 (X̄) in the original

representation (B.18), we obtain

𝑉0 =

∭
1


𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q


𝐵∏
𝑏=0

𝑑Φ(𝑧𝑏)

+ 1
√
𝑛

∭
1


𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑞1(𝑧0)𝜙(𝑧0)

) 𝐵∏
𝑏=1

𝑑Φ(𝑧𝑏)

+ 1
𝑛

∭
1


𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑞2(𝑧0)𝜙(𝑧0)

) 𝐵∏
𝑏=1

𝑑Φ(𝑧𝑏) + 𝑅[9] .

(B.22)

As in Step 5 of the two-sided proof, the Edgeworth remainder satisfies

|𝑅[9] | ≤ 𝑛−1.5 × 𝐶[C3] .

Now evaluate the three integrals in (B.22). The first one equals

∭
1


𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q


𝐵∏
𝑏=0

𝑑Φ(𝑧𝑏) = P(𝑡𝐵 ≤ q) = Ψ𝐵 (q).
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The second integral equals

∑︁
𝑘=0,2

𝑏 [1,𝑘]
𝐵𝐵/2+𝑘q𝑘

√
2𝜋(𝐵 + q2)𝐵/2+𝑘

=: 𝜁up
1 (q),

and the third integral equals

∑︁
𝑘=1,3,5

𝑏 [2,𝑘]
2𝑘/2Γ

(
𝐵+𝑘

2

)
q𝑘𝐵𝐵/2

√
2𝜋 Γ

(
𝐵
2
)
(𝐵 + q2) (𝐵+𝑘)/2

=: 𝜁up
2,𝑞 (q).

Therefore,

𝑉0 = Ψ𝐵 (q) +
1
√
𝑛
𝜁

up
1 (q) +

1
𝑛
𝜁

up
2,𝑞 (q) + 𝑅[9] . (B.23)

Step 3: Analysis of 𝑉1(X)

After Step 1, only the first expectation in (B.21) remains. Namely,

𝑉1(X) = 𝐵 × E

∭

1


√
𝑛 𝐴𝑠 (X̄)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝2(𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

������� X
 .

Since our final goal is only a uniform error of order 𝑂 (𝑛−1.5), we do not analyze 𝑉1(X) via the

cancellation argument used in the two-sided case. Instead, we follow the simpler approach in [52]

Theorem 2.

Using the explicit form of 𝑝2, we may write

𝑉1(X) = 𝐵 ×
∑︁

𝑘=1,3,5
𝑎̂ [2,𝑘] × E

[∭
1{. . .} 𝑑

(
𝑧𝑘𝐵𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

���� X]
.

The conditional expectation above is bounded by a universal constant:����E [∭
1{. . .} 𝑑

(
𝑧𝑘𝐵𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

���� X] ���� ≤∭
|𝑧𝑘𝐵𝜙(𝑧𝐵) | 𝑑𝑧𝐵 𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1).
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Define 𝑉̃1(X) by replacing 𝑎̂ [2,𝑘] with 𝑎 [2,𝑘] :

𝑉̃1(X) := 𝐵
∑︁

𝑘=1,3,5
𝑎 [2,𝑘] × E

[∭
1{. . .} 𝑑

(
𝑧𝑘𝐵𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1)

���� X]
.

Then

E
��𝑉1(X) − 𝑉̃1(X)

�� ≤ 1
√
𝑛
𝐶[𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] ,

because each 𝑎̂ [2,𝑘] is a polynomial in sample moment estimators, and sufficient moment assump-

tions imply uniform integrability.

Next, the analysis of 𝑉̃1(X) is parallel to that of 𝑉0(X):

E[𝑉̃1(X)]

= 𝐵 × E

∭

1


𝑧0√︃

1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑
(
𝑝2(𝑧𝐵)𝜙(𝑧𝐵)

)
𝑑Φ(𝑧𝐵−1) · · · 𝑑Φ(𝑧1) 𝑑Φ(𝑧0)

 + 𝑅[10]

= −
∑︁

𝑘=1,3,5
𝑎 [2,𝑘]

2(𝑘−1)/2Γ
(
𝐵+𝑘

2

)
Γ

(
1 + 𝑘

2

)
q 𝐵(𝐵+𝑘+1)/2

𝜋 Γ

(
𝐵+𝑘+1

2

)
(𝐵 + q2) (𝐵+𝑘)/2

+ 𝑅[10]

=: 𝜁up
2,𝑝 (q) + 𝑅[10] ,

with |𝑅[10] | ≤ 1√
𝑛
𝐶[C1,𝐵] . Combining the last two displays, we obtain

E[𝑉1(X)] = 𝜁up
2,𝑝 (q) + 𝑅[11] ,

��𝑅[11]
�� ≤ 1
√
𝑛
𝐶[C1,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] . (B.24)
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Step 4: Summary

Define 𝜁up
2 (q) := 𝜁up

2,𝑞 (q) + 𝜁
up
2,𝑝 (q), i.e.

𝜁
up
2 (q) =

∑︁
𝑘=1,3,5

©­­«𝑏 [2,𝑘 ] ×
2𝑘/2Γ

(
𝐵+𝑘

2

)
q𝑘𝐵𝐵/2

√
2𝜋Γ

(
𝐵
2
)
(𝐵 + q2) (𝐵+𝑘 )/2

− 𝑎 [2,𝑘 ] ×
2(𝑘−1)/2Γ

(
𝐵+𝑘

2

)
Γ

(
𝑘+2

2

)
q𝐵 (𝐵+𝑘+1)/2

𝜋Γ

(
𝐵+𝑘+1

2

)
(𝐵 + q2) (𝐵+𝑘 )/2

ª®®¬ .
Combining (B.20), (B.23), and (B.24), we obtain

sup
q∈R

�����P𝑛 (𝑇 ≤ q) − Ψ𝐵 (q) −
𝜁

up
1 (q)√
𝑛
−
𝜁

up
2 (q)
𝑛

����� ≤ 𝑛−1.5𝐶[C1,C3,Ĉ3,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

This is exactly the desired upper-tail expansion.

B.2.3 Proof of Proposition B.10

Let X1,X2, . . . ∈ R𝑑 be i.i.d. random vectors. For each multi-index 𝛼 ∈ N𝑑
0 , define the (mixed)

moments, sample moments and their difference:

𝜇𝛼 := E[X𝛼
1 ], 𝜇̂𝑛,𝛼 :=

1
𝑛

𝑛∑︁
𝑖=1

X𝛼
𝑖 Δ𝑛,𝛼 := 𝜇̂𝑛,𝛼 − 𝜇𝛼 =

1
𝑛

𝑛∑︁
𝑖=1

(
X𝛼
𝑖 − 𝜇𝛼

)
Let A ⊂ N𝑑

0 be a finite collection of multi-indices, and write 𝝁 :=
(
𝜇𝛼

)
𝛼∈A and 𝝁̂𝑛 :=

(
𝜇̂𝑛,𝛼

)
𝛼∈A

as vectors. Let 𝐻 : R|A| → R be a monomial, and define

𝑀 := 𝐻 (𝝁), 𝑀𝑛 := 𝐻 ( 𝝁̂𝑛).

Lemma B.4. Let X1,X2, . . . ∈ R𝑑 be i.i.d. random vectors with E∥X1∥𝑙 < ∞ for some sufficiently

large 𝑙. Then there exists a measurable function 𝜚𝑀 : R𝑑 → R such that

𝑀𝑛 − 𝑀 =
1
𝑛

𝑛∑︁
𝑖=1

𝜚𝑀 (X𝑖) + 𝑅[4] ,
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where

𝜚𝑀 (x) =
∑︁
𝛼∈A

𝜕𝛼𝐻 (𝝁) ×
(
x𝛼 − 𝜇𝛼

)
, E[𝜚𝑀 (X1)] = 0, E|𝑅[4] | ≤

1
𝑛
𝐶[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙]

for a constant depending only on 𝑀 and the moments of ∥X1∥ up to order 𝑙.

Proof. Set 𝚫𝑛 := 𝝁̂𝑛 − 𝝁 ∈ R|A|. Since 𝐻 (𝝁) is a monomial, its multivariate Taylor expansion at

𝝁 terminates after finite terms, and we may write

𝐻 ( 𝝁̂𝑛) − 𝐻 (𝝁) =
∑︁
𝛼∈A

𝜕𝛼𝐻 (𝝁) × ( 𝜇̂𝑛,𝛼 − 𝜇𝛼) + 𝑅[4] =
1
𝑛

𝑛∑︁
𝑖=1

∑︁
𝛼∈A

𝜕𝛼𝐻 (𝝁) ×
(
X𝛼
𝑖 − 𝜇𝛼

)
+ 𝑅[4]

=
1
𝑛

𝑛∑︁
𝑖=1

𝜚𝑀 (X𝑖) + 𝑅[4] .

The fact 𝐸 [X𝛼
1 ] = 𝜇𝛼 for all 𝛼 ∈ A implies E[𝜚𝑀 (X1)] = 0. The remainder term 𝑅[4] is a finite

linear combination of monomials in the coordinates of 𝚫𝑛 of total degree at least two. Moreover,

for each 𝛼 ∈ A,

E|Δ𝑛,𝛼 | ≤
1
√
𝑛

(
Var(X𝛼

1 )
)1/2

=⇒ E|𝑅[4] | ≤
𝑐𝑀

𝑛
×

𝜑∑︁
𝑘=1

(
1 + E∥X1∥𝑘

)
, (B.25)

where 𝑐𝑀 is a quantity depending only on 𝑀 , and where 𝑙 may be chosen as 𝑙 = 2𝑑 sup𝛼∈A
∑𝑑
𝑖=1 𝛼𝑖.

More explicitly, we can take 𝑐𝑀 as

𝑐𝑀 (𝝁) =
∞∑︁
𝑘=2

∑︁
𝛼1∈A

∑︁
𝛼2∈A
· · ·

∑︁
𝛼𝑘∈A

��𝜕𝛼1 · · · 𝜕𝛼𝑘𝐻 (𝝁)
��. (B.26)

Although the upper limit is written as ∞, only finitely many terms are nonzero, since 𝐻 is a

monomial. Thus, 𝑐𝑀 is simply the sum of the absolute values of all higher-order derivatives of 𝐻

(of order 𝑘 ≥ 2) evaluated at 𝝁. Therefore, 𝑐𝑀 (𝝁) is finite and locally Lipschitz in 𝝁. □

Example B.5. To illustrate the notation and Lemma B.4, consider the one-dimensional case 𝑑 = 1,

so that we simply write 𝑋1 ∈ R. Let 𝑀 = 𝜇1𝜇
2
3 and 𝐻 (𝑥1, 𝑥3) = 𝑥1𝑥

2
3. Then 𝜚𝑀 (𝑥) = 𝜇2

3(𝑥 − 𝜇1) +
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2𝜇1𝜇3(𝑥3 − 𝜇3). Lemma B.4 yields

(
1
𝑛

𝑛∑︁
𝑖=1

𝑋𝑖

) (
1
𝑛

𝑛∑︁
𝑖=1

𝑋3
𝑖

)2

− 𝑀 =
1
𝑛

𝑛∑︁
𝑖=1

𝜚𝑀 (𝑋𝑖) + 𝑅[4] ,

with E|𝑅[4] | ≤ 1
𝑛
× 𝑐𝑀 ×

∑6
𝑘=1

(
1 + E|𝑋1 |𝑘

)
and 𝑐𝑀 = 2

(
1 + |𝜇3 | + |𝜇1 |

)
. △

In order to introduce the next lemma, we now consider a decomposition of the jackknife differ-

ence of the pivotal in the smooth-function model. In particular, we separate the leading first-order

term from the higher-order remainder term. Let the assumptions of Theorem B.1 hold, and define

𝝁 := E[X1], X̄𝑛 :=
1
𝑛

𝑛∑︁
𝑗=1

X 𝑗 , 𝑊𝑛 :=
√
𝑛 𝐴̃(X̄𝑛).

For each 𝑖, define the leave-one-out sample mean

X̄−𝑖 :=
1

𝑛 − 1

∑︁
𝑗≠𝑖

X 𝑗 , 𝑊𝑛,−𝑖 :=
√
𝑛 − 1 𝐴̃(X̄−𝑖),

and set

𝜑(x) := ∇𝐴̃(𝝁)⊤(x − 𝝁).

Then

E[𝜑(X1)] = E[𝜑(X̄−𝑖)] = 0.

The decomposition we need is

𝑊𝑛 −𝑊𝑛,−𝑖 =
1
√
𝑛

(
𝜑(X𝑖) − 𝜑(X̄−𝑖)

)
+ 𝑅[5] . (B.27)

Since 𝐴̃ ∈ 𝐶2 in a neighborhood of 𝝁, there exist 𝛿 > 0 and 𝐿 > 0 such that

∥∇𝐴̃(u) − ∇𝐴̃(v)∥ ≤ 𝐿∥u − v∥
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whenever ∥u − 𝝁∥ ≤ 𝛿 and ∥v − 𝝁∥ ≤ 𝛿, where ∥ · ∥ denotes the Euclidean norm. We therefore

define the good event

ELip
𝑛 :=

{
∥X̄−𝑖 − 𝝁∥ ≤ 𝛿 for all 1 ≤ 𝑖 ≤ 𝑛

}
. (B.28)

Note that ELip
𝑛 implies ∥X̄𝑛 − 𝝁∥ ≤ 𝛿, since

X̄𝑛 =
1
𝑛

𝑛∑︁
𝑖=1

X̄−𝑖 .

For any prescribed 𝜆 > 0, if E∥X1∥𝑙 < ∞ for sufficiently large 𝑙 (𝜆), then

P(ELip
𝑛 ) = 1 −𝑂 (𝑛−𝜆).

Lemma B.6 (Bounds for the jackknife expansion terms). Under the assumptions of Theorem B.1,

suppose further that E∥X1∥𝑙 < ∞ for some sufficiently large integer 𝑙. Then, in the decomposition

(B.27), for every integer 𝑟 ≥ 1,

E|1ELip
𝑛
× 𝑅[5] |𝑟 ≤

1
𝑛𝑟
𝐶[𝑟,𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙] ,

where the constant depends on 𝑟, the local behavior of 𝐴̃ near 𝝁, and the moments of ∥X1∥ up to

order 𝑙. The required moment order 𝑙 depends on 𝑟 too.

Proof. In the following steps 1, 2, and 3, we focus only on the case 𝑟 = 1. The extension to 𝑟 ≥ 2

is given in Step 4. We begin with the identity

𝑊𝑛 −𝑊𝑛,−𝑖 =
√
𝑛
(
𝐴̃(X̄𝑛) − 𝐴̃(X̄−𝑖)

)
+ (
√
𝑛 −
√
𝑛 − 1 ) 𝐴̃(X̄−𝑖). (B.29)

Step 1: First Term. On the event ÊLip
𝑛 , we have
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��𝐴̃(X̄𝑛) − 𝐴̃(X̄−𝑖) − ∇𝐴̃(𝝁)⊤(X̄𝑛 − X̄−𝑖)
��

=

����∫ 1

0

[
∇𝐴̃

(
X̄−𝑖 + 𝑡 (X̄𝑛 − X̄−𝑖)

)
− ∇𝐴̃(𝝁)

]⊤
(X̄𝑛 − X̄−𝑖) 𝑑𝑡

����
≤

∫ 1

0



∇𝐴̃ (
X̄−𝑖 + 𝑡 (X̄𝑛 − X̄−𝑖)

)
− ∇𝐴̃(𝝁)



 × 

(X̄𝑛 − X̄−𝑖)


 𝑑𝑡

≤𝐿 ×
∫ 1

0



X̄−𝑖 + 𝑡 (X̄𝑛 − X̄−𝑖) − 𝝁


 × 

(X̄𝑛 − X̄−𝑖)



 𝑑𝑡
≤𝐿 ×

∫ 1

0



(1 − 𝑡) × (X̄−𝑖 − 𝝁) + 𝑡 (X̄𝑛 − 𝝁)


 × 

(X̄𝑛 − X̄−𝑖)



 𝑑𝑡
≤𝐿 ×

(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)
× ∥X̄𝑛 − X̄−𝑖∥.

Thus,

E
[
1ÊLip

𝑛
×
√
𝑛
��𝐴̃(X̄𝑛) − 𝐴̃(X̄−𝑖) − ∇𝐴̃(𝝁)⊤(X̄𝑛 − X̄−𝑖)

��]
≤𝐿
√
𝑛E

[ (
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)
× ∥X̄𝑛 − X̄−𝑖∥

]
≤𝐿
√
𝑛

(
E
(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)2
)1/2 (

E∥X̄𝑛 − X̄−𝑖∥2
)1/2

≤𝐿
√
𝑛

(
2E∥X̄𝑛 − 𝝁∥2 + 2E∥X̄−𝑖 − 𝝁∥2

)1/2
(

𝜎2
2

𝑛(𝑛 − 1)

)1/2 (
Define 𝜎2

2 := E∥X1 − 𝝁∥2
)

≤𝐿
√
𝑛

(
2𝜎2

2

(
2𝑛 − 1
𝑛(𝑛 − 1)

)
×

𝜎2
2

𝑛(𝑛 − 1)

)1/2

≤ 4𝐿
𝑛
𝜎2

2

(B.30)

Further notice that

∇𝐴̃(𝝁)⊤(X̄𝑛 − X̄−𝑖) =
1
𝑛
∇𝐴̃(𝝁)⊤(X𝑖 − X̄−𝑖) =

1
𝑛

(
𝜑(X𝑖) − 𝜑(X̄−𝑖)

)
.

Step 2: Second Term. Now we consider the second term in Eq (B.29):
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E
���1ÊLip

𝑛
×

(√
𝑛 −
√
𝑛 − 1

)
𝐴̃(X̄−𝑖)

���
≤ 2
√
𝑛
× E

���1ÊLip
𝑛
× 𝐴̃(X̄−𝑖)

���
≤ 2
√
𝑛
×

(
∥∇𝐴̃(𝝁)∥ × E∥X̄−𝑖 − 𝝁∥ + 𝐿

2
× E∥X̄−𝑖 − 𝝁∥2

)
(gradient Lipschitzness)

≤ 2
√
𝑛
×

(
∥∇𝐴̃(𝝁)∥ × 𝜎2√

𝑛 − 1
+ 𝐿

2(𝑛 − 1) × 𝜎
2
2

)
≤4
𝑛
×

(
∥∇𝐴̃(𝝁)∥ × 𝜎2 +

𝐿

2
√
𝑛
× 𝜎2

2

)
(B.31)

Step 3: Combination. By definition,

𝑅[5] = 𝑊𝑛 −𝑊𝑛,−𝑖 −
1
√
𝑛

(
𝜑(X𝑖) − 𝜑(X̄−𝑖)

)
.

Therefore,

E
���1ÊLip

𝑛
× 𝑅[5]

���
≤E

����1ÊLip
𝑛
×
√
𝑛
(
𝐴̃(X̄𝑛) − 𝐴̃(X̄−𝑖)

)
− 1
√
𝑛

(
𝜑(X𝑖) − 𝜑(X̄−𝑖)

) ���� + E���1ÊLip
𝑛
× (
√
𝑛 −
√
𝑛 − 1 ) 𝐴̃(X̄−𝑖)

���
≤4𝐿
𝑛
𝜎2

2 +
4
𝑛
×

(
∥∇𝐴̃(𝝁)∥ × 𝜎2 +

𝐿

2
√
𝑛
× 𝜎2

2

)
Define the constant

𝐶[ 𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙] := 6𝐿𝜎2
2 + 4𝜎2∥∇𝐴̃(𝝁)∥.

This proves the lemma for 𝑟 = 1.
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Step 4: Generalization. When 𝑟 ≥ 2, Eq (B.30) becomes

E
[
1ÊLip

𝑛
× 𝑛 𝑟2

��𝐴̃(X̄𝑛) − 𝐴̃(X̄−𝑖) − ∇𝐴̃(𝝁)⊤(X̄𝑛 − X̄−𝑖)
��𝑟 ]

≤ (𝐿𝑛)
𝑟
2

(
E
(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)2𝑟
)1/2 (

E∥X̄𝑛 − X̄−𝑖∥2𝑟
)1/2

= (𝐿𝑛)
𝑟
2

(
E
(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)2𝑟
)1/2

𝑛−𝑟
(
E∥X𝑖 − X̄−𝑖∥2𝑟

)1/2

≤ 𝐿 𝑟
2 𝑛−

𝑟
2

(
E
(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)2𝑟
)1/2
× 2

2𝑟−1
2

(
E∥X𝑖 − 𝝁∥2𝑟 + E∥X̄−𝑖 − 𝝁∥2𝑟

)1/2

≤ 2
2𝑟−1

2 𝐿
𝑟
2 𝑛−

𝑟
2

(
E
(
∥X̄𝑛 − 𝝁∥ + ∥X̄−𝑖 − 𝝁∥

)2𝑟
)1/2
×

(
E∥X𝑖 − 𝝁∥2𝑟 + E∥X̄−𝑖 − 𝝁∥2𝑟

)1/2

≤ 22𝑟−1𝐿
𝑟
2 𝑛−

𝑟
2

(
E∥X̄𝑛 − 𝝁∥2𝑟 + E∥X̄−𝑖 − 𝝁∥2𝑟

)1/2
×

(
E∥X𝑖 − 𝝁∥2𝑟 + E∥X̄−𝑖 − 𝝁∥2𝑟

)1/2

≤ 22𝑟−1𝐿
𝑟
2 𝑛−

𝑟
2

(
2𝐶[𝑟] × 𝑛−𝑟

(
E∥X1 − 𝝁∥2𝑟 + E∥X1 − 𝝁∥2𝑟

))1/2
×

(
2E∥X1 − 𝝁∥2𝑟

)1/2

≤ 𝑛−𝑟 × 𝐶[𝑟,𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

(B.32)

where we use a standard Rosenthal–Marcinkiewicz–Zygmund type inequality:

E∥ 𝑋̄𝑛 − 𝜇∥𝑟 ≤ 𝐶[𝑟] 𝑛−𝑟/2 E∥𝑋1 − 𝜇∥𝑟

as well as |𝑥 + 𝑦 |𝑟 ≤ 2𝑟−1( |𝑥 |𝑟 + |𝑦 |𝑟). Moreover, Eq (B.31) becomes

E
���1ÊLip

𝑛
×

(√
𝑛 −
√
𝑛 − 1

)
𝐴̃(X̄−𝑖)

���𝑟
≤ 2𝑟𝑛−

𝑟
2 × E

(
∥∇𝐴̃(𝝁)∥ × ∥X̄−𝑖 − 𝝁∥ + 𝐿

2
× ∥X̄−𝑖 − 𝝁∥2

)𝑟
≤ 22𝑟−1𝑛−

𝑟
2 ×

(
∥∇𝐴̃(𝝁)∥𝑟 × E∥X̄−𝑖 − 𝝁∥𝑟 + 𝐿

𝑟

2𝑟
× E∥X̄−𝑖 − 𝝁∥2𝑟

)
≤ 22𝑟−1𝑛−

𝑟
2 ×

(
𝐶[𝑟] (𝑛 − 1)−𝑟/2 × ∥∇𝐴̃(𝝁)∥𝑟 × E∥X1 − 𝝁∥𝑟 + 𝐿

𝑟

2𝑟
× 𝐶[𝑟] (𝑛 − 1)−𝑟 × E∥X1 − 𝝁∥2𝑟

)
≤ 𝑛−𝑟 × 𝐶[𝑟,𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

(B.33)

At this point, the remaining steps are routine and are omitted. This completes the proof. □

Remark B.7. The awkward indicator can be removed with an additional moment assumption of the

151



pivotal: there exists 𝜖 > 0 such that sup𝑛 E
��√𝑛 𝐴̃(X̄𝑛)

��1+𝜖 < ∞. In that case, Hölder’s inequality

can be applied directly to the pivotal statistic, without restricting to the event ELip
𝑛 . However, this

is not true in general, as shown by the following example.

Example B.8. Consider the one-dimensional case 𝑑 = 1 with 𝑋𝑖 ∼ 𝑁 (0, 1). Let

𝐴(𝑥) := 𝑥 + 𝑥2 + 𝑥4 exp
(
𝑥4

)
,

which grows explosively for large |𝑥 |. The smooth function model still applies, and the Edgeworth

expansion remains valid, but 𝑅[5] is not integrable. Indeed, (
√
𝑛 −
√
𝑛 − 1) E

��𝐴̃(X̄−𝑖)�� = ∞. △

Lemma B.9. Let𝑊𝑛 := 𝐴(X̄) be the pivotal under the assumptions of Theorem B.1. Denote

𝐹𝑛 (𝑥) := P(𝑊𝑛 ≤ 𝑥), 𝐺𝜈
𝑛 (𝑥) := Φ(𝑥) +

𝜈∑︁
𝑗=1

𝑛− 𝑗/2𝜋 𝑗 (𝑥)𝜙(𝑥),

and define 𝜀𝜈𝑛 (𝑥) := 𝐹𝑛 (𝑥) − 𝐺𝜈
𝑛 (𝑥). Denote the Lebesgue measure as 𝜆. Let 𝑓 (·) be a function

such that 𝑓 ′ ∈ 𝐿1(𝜆) and 𝑓 is absolute continuous to 𝜆. Let 𝑍 ∼ 𝑁 (0, 1). Then������E[ 𝑓 (𝑊𝑛)] − E[ 𝑓 (𝑍)] −
𝜈∑︁
𝑗=1

𝑛− 𝑗/2
∫

𝑓 (𝑥)𝑑 [𝜋 𝑗 (𝑥)𝜙(𝑥)]

������ ≤ C𝜈 × ∥ 𝑓 ′∥𝐿1 (R)×𝑛−(𝜈+1)/2,

where C𝜈 is defined in Eq. (B.2).

Proof. Since 𝐹𝑛, Φ, and each 𝜋 𝑗 (𝑥)𝜙(𝑥) correspond to probability measures or signed measures

of finite total variation, the remainder 𝜀𝑛, as their finite linear combination, is itself of bounded

variation. Therefore, the following Lebesgue–Stieltjes integral is well-defined:

∫
R
𝑓 (𝑥) 𝑑𝜀𝜈𝑛 (𝑥) = −

∫
R
𝑓 ′(𝑥)𝜀𝜈𝑛 (𝑥) 𝑑𝑥,

where we used the integration-by-parts, together with the facts that 𝑓 is absolutely continuous,
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𝑓 ′ ∈ 𝐿1(R), and 𝜀𝜈𝑛 (±∞) = 0. Hence����∫
R
𝑓 (𝑥) 𝑑𝜀𝜈𝑛 (𝑥)

���� ≤ ∫
R
| 𝑓 ′(𝑥) | |𝜀𝜈𝑛 (𝑥) | 𝑑𝑥 ≤ C𝜈 × ∥ 𝑓 ′∥𝐿1 (R)×𝑛−(𝜈+1)/2.

□

Proposition B.10 (Error Cancellation in Expectation). Assume the conditions of Theorem 3.6, and

let

𝑊𝑛 =
√
𝑛 𝐴̃(X̄𝑛).

Let 𝑀 be a monomial in the marginal and mixed moments of X1, and let 𝑀𝑛 be its estimator

constructed from the sample moments. Let 𝑔 ∈ 𝐶2(R) be an even function such that 𝑔′′ ∈ 𝐿1(R).

Assume further that there exists a constant 𝐶[𝑔] such that, for all 𝑥 ∈ R,

|𝑔(𝑥) | + |𝑔′(𝑥) | + |𝑔′′(𝑥) | ≤ 𝐶[𝑔] . (B.34)

Then

|E[𝑔(𝑊𝑛) × (𝑀𝑛 − 𝑀)] | ≤
1
𝑛
× 𝐶[C1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Proof. By Lemma B.4,

𝑀𝑛 − 𝑀 =
1
𝑛

𝑛∑︁
𝑖=1

𝜚𝑀 (X𝑖) + 𝑅[4] , E[𝜚𝑀 (X1)] = 0, E|𝑅[4] | ≤
1
𝑛
𝐶[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙]
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Hence

E[𝑔(𝑊𝑛) × (𝑀𝑛 − 𝑀)]

=
1
𝑛

𝑛∑︁
𝑖=1

E[𝑔(𝑊𝑛) × 𝜚𝑀 (X𝑖)] + E
[
𝑔(𝑊𝑛) × 𝑅[4]

]
=E [𝑔(𝑊𝑛) × 𝜚𝑀 (X1)] + E

[
𝑔(𝑊𝑛) × 𝑅[4]

]
=E

[ (
𝑔(𝑊𝑛) − 𝑔(𝑊𝑛,−1)

)
𝜚𝑀 (X1)

]
+ E

[
𝑔(𝑊𝑛,−1)𝜚𝑀 (X1)

]
+ E

[
𝑔(𝑊𝑛) 𝑅[4]

]
Define the three terms

𝐽 :=
(
𝑔(𝑊𝑛) − 𝑔(𝑊𝑛,−1)

)
× 𝜚𝑀 (X1)

𝐼1 :=𝑔(𝑊𝑛,−1)𝜚𝑀 (X1)

𝐼2 :=𝑔(𝑊𝑛) × 𝑅[4]

Exploiting the independence of𝑊𝑛,−1 and X1, and recalling that E[𝜚𝑀 (X1)] = 0, we have

E[𝐼1] = 0

According to Lemma B.4 and the bound |𝑔 | ≤ 𝐶[𝑔] ,

E|𝐼2 | ≤ 𝐶[𝑔] × E|𝑅[4] | ≤
1
𝑛
× 𝐶[𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Therefore, we focus on

𝐽 :=
(
𝑔(𝑊𝑛) − 𝑔(𝑊𝑛,−1)

)
× 𝜚𝑀 (X1).

Define Δ𝑛,1 := 𝑊𝑛 −𝑊𝑛,−1. By (B.27),

Δ𝑛,1 =
1
√
𝑛

(
𝜑(X1) − 𝜑(X̄−1)

)
+ 𝑅[5] .
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Since 𝑔 ∈ 𝐶2(R), we now apply Taylor’s theorem with the Lagrange remainder:

𝑔(𝑊𝑛) − 𝑔(𝑊𝑛,−1)

= 𝑔′(𝑊𝑛,−1) × Δ𝑛,1 +
1
2
𝑔′′(𝛾) × Δ2

𝑛,1

= 𝑔′(𝑊𝑛,−1) ×
1
√
𝑛

(
𝜑(X1) − 𝜑(X̄−1)

)
+ 𝑔′(𝑊𝑛,−1) × 𝑅[5] +

1
2
𝑔′′(𝛾) × Δ2

𝑛,1

(B.35)

where 𝛾 is some intermediate point.

Decomposition of 𝐽

Let ELip
𝑛 be the event defined in Eq. (B.28), so that P(ELip

𝑛 ) = 1−𝑂 (𝑛−𝜆) for some arbitrary 𝜆,

provided sufficiently many moments exist. We now further decompose 𝐽 into six parts:

𝐽 =𝐽1 + 𝐽2 + 𝐽3 + 𝐽4 + 𝐽5 + 𝐽6

𝐽1 :=
(
1 − 1ELip

𝑛

)
× 𝐽

𝐽2 := − 1ELip
𝑛
× 𝜚𝑀 (X1) ×

1
√
𝑛
𝑔′(𝑊𝑛,−1) × 𝜑(X̄−1)

𝐽3 :=1ELip
𝑛
× 𝜚𝑀 (X1) × 𝑔′(𝑊𝑛,−1) × 𝑅[5]

𝐽4 :=1ELip
𝑛
× 𝜚𝑀 (X1) ×

1
2
𝑔′′(𝛾) × Δ2

𝑛,1

𝐽5 := −
(
1 − 1ELip

𝑛

)
× 𝜚𝑀 (X1) ×

1
√
𝑛
𝑔′(𝑊𝑛,−1) × 𝜑(X1)

𝐽6 :=𝜚𝑀 (X1) ×
1
√
𝑛
𝑔′(𝑊𝑛,−1) × 𝜑(X1)
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(a) For 𝐽1,

E|𝐽1 | ≤2𝐶[𝑔] × E
[���(1 − 1ELip

𝑛

)
× 𝜚𝑀 (X1)

���] (by Eq. (B.34), since |𝑔 | ≤ 𝐶[𝑔])

≤2𝐶[𝑔] ×
√︃

1 − P(ELip
𝑛 ) ×

(
E|𝜚𝑀 (X1) |2

) 1
2

(Hölder’s inequality)

=2𝐶[𝑔] ×𝑂 (𝑛−
𝜆
2 ) ×

(
E|𝜚𝑀 (X1) |2

) 1
2

=2𝐶[𝑔] ×𝑂 (𝑛−
𝜆
2 ) × 𝐶[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙] (since 𝜚𝑀 is a polynomial)

=𝑛−1 × 𝐶[𝐶[𝑔] ,𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙]

where we use the sufficient moment assumption and choose 𝜆 ≥ 2.

(b) For 𝐽2, we again exploit the independence between X1 and𝑊𝑛,−1, together with E[𝜚𝑀 (X1)] =

0. Hence

E
[
𝜚𝑀 (X1)𝑔′(𝑊𝑛,−1)𝜑(X̄−1)

]
= E [𝜚𝑀 (X1)] × E

[
𝑔′(𝑊𝑛,−1)𝜑(X̄−1)

]
= 0.

Therefore,

|E[𝐽2] | ≤
1
√
𝑛
× E

���(1 − 1ELip
𝑛

)
𝜚𝑀 (X1)𝑔′(𝑊𝑛,−1)𝜑(X̄−1)

���
≤
𝐶[𝑔]√
𝑛
× E

���(1 − 1ELip
𝑛

)
𝜚𝑀 (X1) × 𝜑(X̄−1)

��� (by Eq. (B.34), since |𝑔′| ≤ 𝐶[𝑔])

≤
𝐶[𝑔]√
𝑛

√︃
1 − P(ELip

𝑛 ) ×
(
E|𝜚𝑀 (X1) |4

) 1
4 ×

(
E
��𝜑(X̄−1)

��4) 1
4

(Hölder’s inequality)

≤ 𝐶[𝑔] ×𝑂 (𝑛−
𝜆+1

2 ) ×
(
E|𝜚𝑀 (X1) |4

) 1
4 ×



∇𝐴̃(𝝁)

 × (
E


X̄−1 − 𝝁



4
) 1

4
.

Since 𝜚𝑀 (·) is a polynomial, we have

|E[𝐽2] | ≤ 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] × 𝑛
−1.
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(c) For 𝐽3, Hölder’s inequality gives

E|𝐽3 | ≤ 𝐶[𝑔]
(
E|𝜚𝑀 (X1) |2

)1/2 (
E|1ELip

𝑛
𝑅[5] |2

)1/2

≤ 𝐶[𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙]

(
E|1ELip

𝑛
𝑅[5] |2

)1/2
(since 𝜚𝑀 (·) is a polynomial)

≤ 𝐶[𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] ×
1
𝑛

(by Lemma B.6)

(d) For 𝐽4,

E|𝐽4 | ≤ 𝐶[𝑔]
(
E|𝜚𝑀 (X1) |2

)1/2 (
E|1ELip

𝑛
× Δ2

𝑛,1 |
2
)1/2

≤ 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] ×
(
E|1ELip

𝑛
× Δ4

𝑛,1 |
)1/2

≤ 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] ×
(

8
𝑛2E|𝜑(X1) − 𝜑(X̄−1) |4 + 8E

[
1ELip

𝑛
× |𝑅[5] |4

] )1/2

≤ 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] ×
(
E|𝜑(X1) − 𝜑(X̄−1) |4 + 𝐶[ 𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙]

)1/2
× 𝑛−1

= 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] × 𝑛
−1.

(e) For 𝐽5, by almost the same argument as for 𝐽2,

E [|𝐽5 |] ≤ 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] × 𝑛
−1.

(f) For 𝐽6,

E[𝐽6] =
1
√
𝑛
E[𝑔′(𝑊𝑛,−1)] × E[𝜚𝑀 (X1)𝜑(X1)]

where the latter can be bounded by a constant, i.e.

|E[𝜑(X1)𝜚𝑀 (X1)] | ≤ 𝐶[ 𝐴̃,{E∥X1∥𝑘}𝑘=1,...,𝑙] × 𝐶[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

The law of𝑊𝑛,−1 is identical to that of𝑊𝑛−1 and is asymptotically equivalent to𝑊𝑛. Hence we
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consider its Edgeworth expansion

P(𝑊𝑛 ≤ 𝑥) = Φ(𝑥) + 𝑛−1/2𝜋1(𝑥)𝜙(𝑥) + 𝜀1
𝑛 (𝑥)

Because we have assumed that 𝑔 is 𝐶2(R) and even, its derivative 𝑔′ is 𝐶1(R) and odd. Addi-

tionally, we have assumed 𝑔′′ ∈ 𝐿1(R). According to Lemma B.9,

E[𝑔′(𝑊𝑛)] =
∫
R
𝑔′(𝑥) 𝑑Φ(𝑥) + 1

√
𝑛

∫
R
𝑔′(𝑥)𝑑 [𝜋1(𝑥)𝜙(𝑥)] +

∫
R
𝑔′(𝑥) 𝑑𝜀1

𝑛 (𝑥).

with the remainder bounded by ∥𝑔′′∥𝐿1 (R) × C1/𝑛. The second term is bounded by

1
√
𝑛

����∫
R
𝑔′(𝑥)𝑑 [𝜋1(𝑥)𝜙(𝑥)]

���� ≤ 1
√
𝑛
× 𝐶[𝑔]

The key point is that, because 𝑔′(𝑥) is an odd function, we have

∫
R
𝑔′(𝑥) 𝑑Φ(𝑥) = 0

Consequently

|E[𝐽6] | ≤
1
𝑛
× 𝐶[C1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Proof Summary

𝑔(𝑊𝑛) × (𝑀𝑛 − 𝑀) = 𝐼1 + 𝐼2 + 𝐽1 + 𝐽2 + 𝐽3 + 𝐽4 + 𝐽5 + 𝐽6
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Define

𝑅[6] := 𝐼1 + |𝐼2 | + |𝐽1 | + 𝐽2 + |𝐽3 | + |𝐽4 | + |𝐽5 | (B.36)

Then

|E[𝑅[6]] | ≤
1
𝑛
× 𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Here the constant depends only on

(i) the specific form of the monomial 𝑀;

(ii) sufficiently many finite moments of ∥X1∥;

(iii) the constant 𝐶[𝑔] controlling 𝑔(·) and its derivatives;

(iv) the local behavior of 𝐴̃ near 𝝁, including the value of ∇𝐴̃(𝝁) and a neighborhood of radius 𝛿

on which ∇𝐴̃ is 𝐿-Lipschitz.

The principal term is 𝐽6, whose expectation is asymptotically

E[𝐽6] =
1
√
𝑛
E[𝑔′(𝑊𝑛)] × E[𝜚𝑀 (X1)𝜑(X1)]

The evenness and smoothness of 𝑔 imply the oddness of 𝑔′. Therefore, the constant term in the

Edgeworth expansion of 𝑔′(𝑊𝑛) cancels in expectation and generates another 𝑛−0.5 that we are

seeking. Such a procedure requires the extra dependence on another constant C1. □

Connection to Theorem 3.6. To better connect with Step 6 from Theorem 3.6, we now dis-

cuss point (iii) in more detail. Consider replacing 𝑔(𝑥) by 𝑔(𝑥/𝑎), where 𝑎 = q2/𝐵. Then

the functions involving derivatives, namely 𝑓 , 𝑔′, and 𝑔′′, are amplified by factors of order 1/𝑎

or 1/𝑎2. If 𝐶[𝑔] denotes the constant defined for Eq. (B.14), then the corresponding constant
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𝐶[ 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] should be replaced by

max{𝑎−2, 1} × 𝐶[C1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙]

Therefore, to obtain a uniform convergence result, it is necessary to bound 𝑎 away from 0. In Step

6 of the proof of Theorem 3.6, we have 𝐴̃ = 𝐴𝑠 (·), 𝑎 = q2/𝐵 and q ≥ 𝜀0. Hence,

|E[𝑔(𝑊𝑛) × (𝑀𝑛 − 𝑀)] | ≤
1
𝑛
×max

{
𝐵2

𝜀4
0
, 1

}
× 𝐶[C1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙]

B.2.4 Proof of the Two-Sided Case in Theorem 3.9

Most of the proof is already implicit in that of Theorem 3.6. The main observation is that

many terms contributing to the constant Cts depend only on finitely many moments, namely

{E∥X1∥𝑘 }𝑘=1,...,𝑙 . The same mechanism applies to the resampled version: the dependence of the

error bound on the all the possible sample distributionsX can be reduced their finitely many sample

moments, namely

E
[
∥X∗1∥

𝑘 | X
]
=

1
𝑛

𝑛∑︁
𝑖=1
∥X𝑖∥𝑘 , 𝑘 = 1, . . . , 𝑙.

Therefore, it is natural to impose a suitable good event under which the empirical moments are

uniformly bounded:

Êm(X𝑛) :=

{�����1𝑛 𝑛∑︁
𝑖=1
∥X𝑖∥𝑘 − E∥X1∥𝑘

����� < 𝜀m, for 𝑘 = 1, . . . , 𝑙

}
. (B.37)

Under sufficient moments existence condition, i.e. E∥X1∥𝑘 exists for 𝑘 = 1, 2, . . . , 𝑙 (𝑙 > 𝑙), it can

be shown that P(Êm) = 1 − 𝑂 (𝑛−𝜆) for some arbitrary 𝜆. See, for example, [21] section 5.2.3(ii).

Hence, the uniform bounds for remainders can be derived similarly to the Steps 1–6 in the proof

of Theorem 3.6.
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Steps 1–4 According to Theorem B.3, we define the resample good event E∗𝜈 (X𝑛,X∗𝑛 ) as well as

the constant C∗𝜈:

sup
𝑥

�����𝑃 (√
𝑛𝐴∗𝑠 (X̄∗∗𝑏 ) ≤ 𝑥 | X𝑛,X

∗
𝑛

)
−Φ(𝑥) −

𝜈∑︁
𝑘=1

𝑛−𝑘/2 𝑝∗𝑘 (𝑥) × 𝜙(𝑥)
����� ≤ C∗𝜈 × 𝑛−

𝜈+1
2

max
1≤𝑘≤𝜈

sup
𝑥

��𝑝∗𝑘 (𝑥)�� × (1 + |𝑥 |)−(3𝑘−1) ≤ C∗𝜈 (B.38)

max
1≤𝑘≤𝜈

sup
𝑥

���� 𝑑𝑑𝑥 𝑝∗𝑘 (𝑥)���� × (1 + |𝑥 |)−(3𝑘−1) ≤ C∗𝜈 (B.39)

which occurs with probability 1 − 𝑂 (𝑛−𝜆) for some arbitrary 𝜆. Let 𝑄∗∗ denote the distribution of

the second-stage resample, and define

𝑈 (X,X∗) := E


∭

1


�������
√
𝑛𝐴∗𝑠 (X̄∗𝑏)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

������� ≤ q

 𝑑𝑄∗∗(𝑧𝐵) · · · 𝑑𝑄∗∗(𝑧1)

�������X,X∗
 .

Analogously, define

𝑄∗∗ts,𝜈 (𝑥) = Φ(𝑥) +
∑︁

1≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2 𝑝∗𝑘 (𝑥)𝜙(𝑥). (B.40)

Then Steps 1-4 in that of Theorem 3.6 can be replicated analogously. We can conclude

𝑈 (X,X∗) × 1E∗𝜈 =
(
𝑈0(X,X∗) +

1
𝑛
×𝑈1(X,X∗) + 𝑅̂[1] + 𝑅̂[2]

)
× 1E∗𝜈

where𝑈0(X,X∗) and𝑈1(X,X∗) denote the conditional expectations given (X,X∗), obtained from

the definitions of𝑈0(X) and𝑈1(X) by replacing
√
𝑛 𝐴𝑠 (X̄) with

√
𝑛 𝐴∗𝑠 (X̄∗𝑏) and 𝑝2 with 𝑝∗2. More-

over,

| (𝑅̂[1] + 𝑅̂[2]) × 1E∗3 | ≤ 𝐶[C∗3,𝐵] × 𝑛
−2.

Step 5. The analogous decomposition remains valid, with one difference: in order to bound the
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remainder term, we must restrict to the good event Ê3 (not E∗3). Namely,

1Ê3
× E[𝑈 (X,X∗) | X] = 1Ê3

×
(
2Ψ𝐵 (q) − 1 + 1

𝑛
× 𝜁𝑞2 (q) + 𝑅̂[3]

)
.

Correspondingly,
���1Ê3
× 𝑅̂[3]

��� ≤ 𝑛−2 × 𝐶[Ĉ3] .

Step 6. Analogously, define the resampling pivotal by 𝑊∗𝑛 :=
√
𝑛 𝐴∗𝑠 (X̄∗𝑏), and define the random

variable 𝑟∗ ∈ 𝜎(X,X∗) accordingly. The main task is to verify that the resampled analogues of

the three lemmas supporting Proposition B.10 remain valid. In particular, our goal is to establish

uniform upper bounds for the remainder terms in terms of constants, rather than random variables

measurable with respect to 𝜎(X).

• Lemma B.4 revisited. After replacing 𝑀 by 𝑀𝑛 and 𝑀𝑛 by its resampled version 𝑀∗𝑛 , both

the linearization map 𝜚𝑀 (·) and the remainder 𝑅[4] are perturbed.

– Equation (B.25) shows that 𝑅[4] depends on both 𝑐𝑀 and finitely many moments.

Under the empirical distribution, the latter can be uniformly controlled on the event

Êm(X).

– The constant 𝑐𝑀 depends on the Hessian, and tensors of higher-order derivatives of the

relevant monomials, all evaluated at 𝝁. Since these derivatives are locally Lipschitz,

𝑐𝑀 is itself a Lipschitz function of 𝝁. Hence, after introducing the event

Ê𝜇 (X) := {∥𝝁 − 𝝁̂∥ ≤ 𝜀𝜇} ∈ 𝜎(X), (B.41)

the resampled version 𝑐𝑀𝑛 can be bounded uniformly in a neighborhood of 𝑐𝑀 . Con-

sequently, the resampled remainder satisfies

1Ê𝜇∩Êm
× E[|𝑅̂[4] | | X] ≤ 1Ê𝜇∩Êm

× 1
𝑛
𝐶[𝑀𝑛,{E[∥X∗1∥𝑘 |X]}𝑘=1,...,𝑙] ≤

1
𝑛
𝐶̂[𝑀,{E∥X1∥𝑘}𝑘=1,...,𝑙] .
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Unlike 𝐶 ∈ 𝜎(X𝑛), 𝐶̂ is a deterministic constant. Its dependence on 𝜀𝜇 and 𝜀m is

suppressed since both parameters are arbitrary.

– The same argument applies to the coefficients of 𝜚𝑀𝑛 (·). This observation will be

useful in proving the subsequent Proposition B.11.

• Lemma B.6 revisited. The constant 𝑅[5] depends on the smooth function 𝐴̃(·) as well as

finitely many moments. The moment dependence is handled exactly as above. The depen-

dence on 𝐴̃ enters through two components.

– First, one needs a 𝛿-neighborhood of 𝝁 on which 𝐴̃ is 𝐿-Lipschitz. In the resampled

setting, we define E∗,Lip
𝑛 (X𝑛,X∗𝑛 ) by

E∗,Lip
𝑛 :=

{
∥X̄∗−𝑖 − 𝝁̂∥ ≤ 𝛿 − 𝜀𝜇 for all 1 ≤ 𝑖 ≤ 𝑛

}
. (B.42)

We require 𝛿 > 𝜀𝜇 when defining Ê𝜇 (X) in (B.41). Therefore, 𝐴̃ remains 𝐿-Lipschitz

on E∗,Lip
𝑛 ∩ Ê𝜇.

– Second, one needs control of ∥∇𝐴̃(𝝁)∥. On the event Ê𝜇, we have ∥∇𝐴̃( 𝝁̂)∥ ≤

∥∇𝐴̃(𝝁)∥ + 𝐿𝜀𝜇, which is sufficient for our purpose.

• Lemma B.9 revisited. Theorem B.2 immediately yields the corresponding resampled ana-

logue, provided that the good event Ê𝜈 holds.

Based on the three lemmas, the resampled version of Proposition B.10 is formulated below.

Proposition B.11 (Resampled Error Cancellation in Expectation). Under the assumptions of The-

orem B.1, let

𝑊∗𝑛 =
√
𝑛 𝐴̃∗(X̄∗𝑛)

denote the resampled pivotal quantity. Define the events Ê𝜈=1, Êm, and Ê𝜇 by (B.3), (B.37), and

(B.41), respectively; all are measurable with respect to 𝜎(X𝑛). Also define the event E∗,Lip
𝑛 ∈

𝜎(X𝑛,X∗𝑛 ) by (B.42). Assume further that E∥X1∥𝑙 < ∞ for sufficiently large 𝑙 (depending on 𝜆
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below), so that

P
(
Êm ∩ Ê𝜇 ∩ E∗,Lip

𝑛

)
= 1 −𝑂 (𝑛−𝜆)

for some arbitrary 𝜆 ≥ 2. Let 𝑀 be a monomial in the marginal and mixed moments of X1, and let

𝑀𝑛 and 𝑀∗𝑛 be its estimators based on sample and resample moments, respectively. Let 𝑔 be as in

Proposition B.10, satisfying the same assumptions. Then

1Ê𝜈=1∩Êm∩Ê𝜇 ×
��E[
𝑔(𝑊∗𝑛 ) × (𝑀∗𝑛 − 𝑀𝑛) | X𝑛

] �� ≤ 1
𝑛
× 𝐶[Ĉ1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

Proof. We emphasize that the right-hand side depends on local properties of 𝐴̃, rather than of

𝐴̃∗; on 𝑀 , rather than on 𝑀𝑛; and on E∥X1∥𝑘 , rather than on E[∥X∗1∥
𝑘 | X]. Moreover, Ĉ1 is a

deterministic constant. Therefore, the right-hand side is itself deterministic, rather than a random

variable measurable with respect to 𝜎(X). With the above three revised lemmas, the proposition

can be proved analogously. The only remaining point is to replace 𝜚𝑀 by 𝜚𝑀𝑛 , which appears only

through expressions of the form

E|𝜚𝑀 (X1) |𝑘 −→ E|𝜚𝑀𝑛 (X∗1) |
𝑘 .

Recall that 𝜚𝑀 (x) =
∑
𝛼∈A 𝜕𝛼𝐻 (𝝁) ×

(
x𝛼 − 𝜇𝛼

)
. Hence

E|𝜚𝑀𝑛 (X∗𝑛) |𝑘 ≤
∑︁
𝛼∈A
|𝜕𝛼𝐻 ( 𝝁̂) |𝑘 × E[| (X∗1)

𝛼 |2𝑘 ]

≤
∑︁
𝛼∈A
|𝜕𝛼𝐻 ( 𝝁̂) |𝑘 × 𝐶[{E[∥X∗1∥𝑘 |X]}𝑘=1,...,𝑙]

≤
∑︁
𝛼∈A
|𝜕𝛼𝐻 ( 𝝁̂) |𝑘 × 𝐶[{E∥X1∥𝑘}𝑘=1,...,𝑙] (on Êm)

≤𝐶[𝑀] × 𝐶[{E∥X1∥𝑘}𝑘=1,...,𝑙] (on Ê𝜇).

It is 𝐶[𝑀] , rather than 𝐶[𝑀𝑛] , because we invoke the local Lipschitz property of
∑
𝛼∈A |𝜕𝛼𝐻 (·) |𝑘 .

□
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Step 7. We conclude that

sup
q≥𝜀0

����P𝑛 ( |𝑇∗ | ≤ q | X) − (2Ψ𝐵 (q) − 1) − 1
𝑛
× 𝜁2(q)

���� ≤ 1
𝑛2 × 𝐶[𝜀0,Ĉ1,C∗3,Ĉ3,𝐴𝑠 ,𝑀,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] ,

holds on the event

Ê𝜈=3 ∩ Ê𝜈=1 ∩ Êm ∩ Ê𝜇 .

B.2.5 Proof of the One-Sided Case in Theorem 3.9

Proof. Recall the good events Êm(X) from the resampled two-sided proof, as well as Ê1, Ê3 ∈

𝜎(X) and E∗3 ∈ 𝜎(X,X
∗). Their intersection has probability 1 − 𝑂 (𝑛−𝜆). For a given quantile

q ∈ R, let 𝑄∗∗ denote the second-stage resample distribution and define

𝑉 (X,X∗) := E


∭

1


√
𝑛 𝐴∗𝑠 (X̄∗𝑏)√︃
1
𝐵

∑𝐵
𝑏=1 𝑧

2
𝑏

≤ q

 𝑑𝑄∗∗(𝑧𝐵) · · · 𝑑𝑄∗∗(𝑧1)

������� X,X∗
 .

Then

P𝑛 (𝑇∗ ≤ q | X) = E[𝑉 (X,X∗) | X] .

Analogously to the one-sided proof of Theorem 3.6, on the event E∗3 ∈ 𝜎(X,X
∗) we have

𝑉 (X,X∗) × 1E∗3 =
(
𝑉∗0 (X,X

∗) + 1
𝑛
𝑉∗1 (X,X

∗) + 𝑅̂[8]
)
× 1E∗3 ,

where |𝑅̂[8] × 1E∗3 | ≤ 𝐶[C∗3,𝐵] × 𝑛
−2. Next, analogously to Step 2 of the one-sided proof, on Ê3(X),

E
[
𝑉∗0 (X,X

∗) | X
]
= Ψ𝐵 (q) +

𝜁
up
1 (q)√
𝑛
+
𝜁

up
2 (q)
𝑛
+ 𝑅̂[9] , |𝑅̂[9] | ≤ 𝐶[Ĉ3] × 𝑛

−1.5.

For the 𝑉∗1 term, let 𝑉̃∗1 (X,X
∗) be obtained by replacing 𝑝∗2 with 𝑝2. Then, analogously to Step 3

of the one-sided proof and to the coefficient-control argument in the resampled two-sided proof,
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on Êm(X),

E
[
|𝑉∗1 (X,X

∗) − 𝑉̃∗1 (X,X
∗) |

�� X]
≤ 𝐶[𝐵,{E∥X∗1∥𝑘}𝑘=1,...,𝑙] 𝑛

−1/2 ≤ 𝐶[𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] 𝑛
−1/2.

Also, on Ê1(X),

E
[
𝑉̃∗1 (X,X

∗) | X
]
= 𝜁

up
2 (q) + 𝑅̂[10] , |𝑅̂[10] | ≤ 𝐶[Ĉ1,𝐵]𝑛

−1/2.

Therefore, on the event

Êm ∩ Ê𝜇 ∩ Ê1 ∩ Ê3

we obtain

sup
q∈R

�����P𝑛 (𝑇∗ ≤ q | X) − Ψ𝐵 (q) −
𝜁

up
1 (q)√
𝑛
−
𝜁

up
2 (q)
𝑛

����� ≤ 𝑛−1.5 × 𝐶[Ĉ1,Ĉ3,C∗3,𝐵,{E∥X1∥𝑘}𝑘=1,...,𝑙] ,

which is exactly the desired conclusion. □

B.3 Proof of the Cornish–Fisher Expansion for t-distributions

In Appendix B.3.1, we discuss a conjectural general framework for higher-order Edgeworth

expansions of Student’s 𝑡-type pivots, in which the usual Edgeworth polynomials are replaced by

quasi-polynomials with analogous structural properties. Based on this framework, we develop the

corresponding general Cornish–Fisher expansions and establish their uniform approximation over

𝛼 in compact subsets of (0, 1). The remaining appendices provide the detailed proofs supporting

this framework. Although the general framework is conjectural, the special cases needed in Chap-

ter 3, namely those with 𝜈 ≤ 3, are already validated by Theorem 3.6. Consequently, all theorems

and propositions stated in the main text are established rigorously.
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B.3.1 Conjectural Framework for Edgeworth Expansions on t-distributions

Definition B.12 (Student’s 𝑡 Edgeworth quasi-polynomials). Fix 𝐵 ≥ 1 and an integer 𝑘 ≥ 1. Let

Q𝐵,𝑘 denote the class of all functions 𝜂𝑘 (q) that can be written as a finite linear combination of

the form

𝜂𝑘 (q) =
∑︁

𝑐 [𝑘,𝑚,ℓ]
q𝑚

(𝐵 + q2)ℓ/2
,

where 𝑐 [𝑘,𝑚,ℓ] ∈ R, 𝑚 ∈ Z≥0, and ℓ ∈ Z, subject to the constraint 𝑚 ≤ 3𝑘 − 1. In addition, 𝑚 is

odd when 𝑘 is even, and even when 𝑘 is odd. Elements of Q𝐵,𝑘 are called Student’s 𝑡 Edgeworth

quasi-polynomials of order 𝑘 . We also define

Q𝐵 :=
⋃
𝑘≥1
Q𝐵,𝑘 .

These quasi-polynomials resemble ordinary polynomials and enjoy several useful structural

properties.

Lemma B.13. For each integer 𝑘 ≥ 1, Q𝐵,𝑘 ⊂ 𝐶∞(R). Moreover, the class Q𝐵 is closed under

multiplication and differentiation. In particular:

• if 𝑓 , 𝑔 ∈ Q𝐵, then 𝑓 𝑔 ∈ Q𝐵, with parity determined by the usual product rule;

• if 𝑓 ∈ Q𝐵, then 𝑓 ′ ∈ Q𝐵, and differentiation reverses parity;

• the density function 𝜓𝐵 (·) belongs to Q𝐵.

We conjecture that the general Student’s 𝑡 Edgeworth expansion admits the following quasi-

polynomial form:

𝐺
up
𝑛,𝜈 (q) := Ψ𝐵 (q) +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜂up
𝑘
(q)𝜓𝐵 (q), (B.43)

𝐺 ts
𝑛,𝜈 (q) := 2Ψ𝐵 (q) − 1 +

∑︁
1≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜂ts
𝑘 (q)𝜓𝐵 (q), (B.44)
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where 𝜂up
𝑘
, 𝜂ts
𝑘
∈ Q𝐵. Moreover, each coefficient 𝑐 [𝑘,𝑚,ℓ] in 𝜂𝑘 (q) =

∑
𝑐 [𝑘,𝑚,ℓ] × q𝑚/(𝐵 + q2)ℓ/2 is

required to be a polynomial in finitely many moments of the underlying distribution, up to order

𝑘 + 2. Although this is stated as a conjecture, the expansion has already been verified in Theorem

3.6 for the two-sided case when 𝜈 ≤ 3 and for the upper one-sided case when 𝜈 ≤ 2. We develop

the general Cornish–Fisher expansion for Student’s 𝑡 quasi-polynomials based on this conjectural

form. Nevertheless, the special cases established in Theorem 3.6 already suffice for the coverage

error analysis of our studentized cheap bootstrap.

Assumption B.14. Assume that the conditions of Theorem 3.6 hold. In addition, assume that the

following 𝑡-Edgeworth expansions hold:

sup
q∈R

��P𝑛 (𝑇 ≤ q) − 𝐺up
𝑛,𝜈 (q)

�� ≤ Cup × 𝑛−(𝜈+1)/2, (B.45)

sup
q≥𝜀0

��P𝑛 ( |𝑇 | ≤ q) − 𝐺 ts
𝑛,𝜈 (q)

�� ≤ C𝜀0
ts × 𝑛

−(𝜈+1)/2. (B.46)

Let 𝐺̂up
𝑛,𝜈 and 𝐺̂ ts

𝑛,𝜈 denote the formal expansions obtained from 𝐺
up
𝑛,𝜈 and 𝐺 ts

𝑛,𝜈 by replacing, in

every coefficient, the population moments by the corresponding sample moments.

Assumption B.15. Assume that the conditions of Theorem 3.6 hold. Assume further that

P

(
sup
q∈R

��P𝑛 (𝑇∗ ≤ q | X) − 𝐺̂up
𝑛,𝜈 (q)

�� ≥ Ĉup × 𝑛−(𝜈+1)/2
)
= 𝑂 (𝑛−𝜆), (B.47)

P
(
sup
q≥𝜀0

��P𝑛 ( |𝑇∗ | ≤ q | X) − 𝐺̂ ts
𝑛,𝜈 (q)

�� ≥ Ĉ𝜀0
ts × 𝑛

−(𝜈+1)/2
)
= 𝑂 (𝑛−𝜆). (B.48)

Moreover, the coefficients 𝑐 [𝑘,𝑚,ℓ] of each 𝜂𝑘 are polynomials in sample moments up to order 𝑘 +2.

Similar to the usual Cornish–Fisher expansions, we expect these quantiles to admit formal
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approximations in terms of quasi-polynomials:

𝑢
up
𝜈,𝛼 := q +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q), where q := Ψ−1

𝐵 (𝛼), (B.49)

𝑢ts
𝜈,𝛼 := q +

∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜉 ts
𝑘 (q), where q := Ψ−1

𝐵

(
1 + 𝛼

2

)
. (B.50)

Here 𝜉 ts
𝑘
, 𝜉

up
𝑘
∈ Q𝐵, with 𝜉𝑘 even when 𝑘 is odd and odd when 𝑘 is even. Moreover, the coefficients

of 𝜉𝑘 are polynomials in moments up to order 𝑘 + 2. The next proposition confirms this formal

construction.

Proposition B.16 (Existence and uniqueness of the Cornish–Fisher quasi-polynomials). Under

Assumption B.14, the following statements hold.

• There exist unique functions 𝜉up
1 , . . . , 𝜉

up
𝜈 ∈ Q𝐵 such that, for every compact interval 𝐾 ⊂ R,

sup
q∈𝐾

�����𝐺up
𝑛,𝜈

(
q +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q)

)
− Ψ𝐵 (q)

����� ≤ Aup
𝐾
× 𝑛−(𝜈+1)/2 (B.51)

for some finite constant Aup
𝐾

. Moreover, 𝜉up
𝑘

is odd when 𝑘 is even, and even when 𝑘 is odd.

• There exist unique functions 𝜉 ts
𝑘
∈ Q𝐵 for all even integers 𝑘 with 2 ≤ 𝑘 ≤ 𝜈 (𝜈 is odd) such

that, for every compact interval 𝐾 ⊂ (0,∞),

sup
q∈𝐾

�������𝐺 ts
𝑛,𝜈

©­­«q +
∑︁

2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜉 ts
𝑘 (q)

ª®®¬ −
(
2Ψ𝐵 (q) − 1

) ������� ≤ Ats
𝐾 × 𝑛

−(𝜈+1)/2 (B.52)

for some finite constant Ats
𝐾

. Moreover, each 𝜉 ts
𝑘

is odd.

We next introduce the resampled analogues. For 0 < 𝛼 < 1, define the resampled quantiles by

𝑢̂
up
𝛼 := inf{q ∈ R : P𝑛 (𝑇∗ ≤ q | X) ≥ 𝛼} and 𝑢̂ts

𝛼 := inf{q ≥ 0 : P𝑛 ( |𝑇∗ | ≤ q | X) ≥ 𝛼}.
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Let

𝜉
up
1 , . . . , 𝜉

up
𝜈 ∈ Q𝐵 and 𝜉 ts

𝑘 ∈ Q𝐵, 2 ≤ 𝑘 ≤ 𝜈, 𝑘 even,

denote the formal Cornish–Fisher quasi-polynomials obtained from

𝜉
up
1 , . . . , 𝜉

up
𝜈 and 𝜉 ts

𝑘 , 2 ≤ 𝑘 ≤ 𝜈, 𝑘 even,

by replacing, in every coefficient, the population moments by the corresponding sample moments.

Equivalently, the coefficients of 𝜉𝑘 are polynomials in sample moments up to order 𝑘 + 2, with

exactly the same functional form as in the population version. The corresponding formal resampled

approximants are denoted by 𝑢̂up
𝜈,𝛼 and 𝑢̂ts

𝜈,𝛼, defined in the same way as in (B.49) and (B.50), with

𝜉𝑘 replaced by 𝜉𝑘 .

The uniform approximation error of the Cornish–Fisher expansions with quasi-polynomials is

given by the following two theorems.

Theorem B.17 (Uniform Cornish–Fisher expansion). Let 𝜀 ∈ (0, 1/2). Under Assumption B.14,

there exists a finite constant Cup
c.f. such that

sup
𝜀≤𝛼≤1−𝜀

|𝑢up
𝜈,𝛼 − 𝑢up

𝛼 | ≤ Cup
c.f.𝑛

−(𝜈+1)/2.

When 𝜈 is odd, there exists a finite constant Cts
c.f. such that

sup
𝜀≤𝛼≤1−𝜀

|𝑢ts
𝜈,𝛼 − 𝑢ts

𝛼 | ≤ Cts
c.f.𝑛

−(𝜈+1)/2.

The specific forms of the constants are given in (B.59) and (B.60).

Theorem B.18 (Resampled uniform Cornish–Fisher expansion). Let 𝜀 ∈ (0, 1/2). Under Assump-

tion B.15, there exists a finite constant Ĉup
c.f. such that

P
(

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂up
𝜈,𝛼 − 𝑢̂up

𝛼 | ≥ Ĉup
c.f.𝑛

−(𝜈+1)/2
)
= 𝑂 (𝑛−𝜆).
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When 𝜈 is odd, there exists a finite constant Ĉts
c.f. such that

P
(

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂ts
𝜈,𝛼 − 𝑢̂ts

𝛼 | ≥ Ĉts
c.f.𝑛

−(𝜈+1)/2
)
= 𝑂 (𝑛−𝜆).

B.3.2 Proof of the One-Sided Case in Proposition B.16

Notations. Define

𝜁
up
𝑘
(q) := 𝜂up

𝑘
(q)𝜓𝐵 (q).

By Lemma B.13, each 𝜁up
𝑘
∈ Q𝐵, and so do its derivatives:

𝜁
up
𝑘,[𝑟] (q) :=

(
𝑑

𝑑q

)𝑟
𝜁

up
𝑘
(q) ∈ Q𝐵

Define

Δ
up
𝑛 (q) :=

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q).

Then Δ
up
𝑛 (q) = 𝑂 (𝑛−1/2) uniformly on 𝐾 , since each 𝜉up

𝑘
∈ Q𝐵 is smooth.

Step 1: Taylor expansion. Recall that

𝐺
up
𝑛,𝜈 (q) := Ψ𝐵 (q) +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜂up
𝑘
(q)𝜓𝐵 (q)

The Taylor expansion of

𝐺
up
𝑛,𝜈 (q + Δup

𝑛 (q)) − Ψ𝐵 (q)

= Ψ𝐵 (q + Δup
𝑛 (q)) − Ψ𝐵 (q) +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜁up
𝑘
(q + Δup

𝑛 (q))

=

𝜈∑︁
𝑟=1

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟 + 𝜈∑︁
𝑘=1

𝑛−𝑘/2
𝜈−𝑘∑︁
𝑟=0

𝜁
up
𝑘,[𝑟] (q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟 + 𝑅[12] .
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Since all functions involved are infinitely smooth on the compact set 𝐾 , we have

sup
q∈𝐾

��Δup
𝑛 (q)

�� = 𝑂 (𝑛−1/2).

Step 2: Bounding the remainder. For later use in proving the resampled version, we record the

more explicit bound

sup
q∈𝐾

��Δup
𝑛 (q)

�� ≤ 𝜈∑︁
𝑘=1

𝑛−𝑘/2 sup
q∈𝐾

��𝜉up
𝑘
(q)

�� ≤ 𝜈∑︁
𝑘=1

∑︁
[𝑚,ℓ]

𝑛−𝑘/2𝑐 [𝑘,𝑚,ℓ] × sup
q∈𝐾
|q𝑚 (𝐵 + q2)−ℓ/2 |

=𝑛−1/2 × 𝐶[𝐵,𝐾,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

(B.53)

The remainder term 𝑅[12] consists of the remainder 𝑂 (
��Δup
𝑛

��𝜈+1) from Ψ𝐵 (q + Δ
up
𝑛 (q)) as well as

𝑛−𝑘/2 ×𝑂 (
��Δup
𝑛

��𝜈+1−𝑘 ) from 𝜁𝑘 . By the Lagrange remainder formula,

|𝑅[12] | ≤
𝜈∑︁
𝑘=1

𝑛−𝑘/2 ×𝑂 (
��Δup
𝑛

��𝜈+1−𝑘 ) × sup
q∈𝐾
|𝜁up
𝑘,[𝜈−𝑘+1] (𝑥) |

where q < 𝑥 < q + Δ
up
𝑛 (q). Because Δ

up
𝑛 (q) = 𝑂 (𝑛−1/2) uniformly on 𝐾 , we have 𝑥 ∈ 𝐾 except

for finitely many terms. Therefore,

sup
q∈𝐾
|𝜁up
𝑘,[𝜈−𝑘+1] (𝑥) | ≤ sup

𝑥∈𝐾
|𝜁up
𝑘,[𝜈−𝑘+1] (𝑥) |,

which is another constant of the form 𝐶[𝐵,𝐾,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙] . Hence,

|𝑅[12] | ≤
𝜈∑︁
𝑘=1

𝑛−𝑘/2 ×𝑂 (𝑛−(𝜈+1−𝑘)/2) × 𝐶[𝐵,𝐾,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙]

=𝑛−(𝜈+1)/2 × 𝐶[𝐵,𝐾,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙]
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Step 3: Comparison of each order. In order for (B.51) to hold, we must have

𝜈∑︁
𝑟=1

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟 + 𝜈∑︁
𝑘=1

𝑛−𝑘/2
𝜈−𝑘∑︁
𝑟=0

𝜁𝑘,[𝑟] (q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟
= 𝑂 (𝑛−(𝜈+1)/2)

⇐⇒ 𝜓𝐵 (q)
(
Δ

up
𝑛 (q)

)
= −

𝜈∑︁
𝑟≥2

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟 − 𝜈∑︁
𝑘=1

𝑛−𝑘/2
𝜈−𝑘∑︁
𝑟=0

𝜁𝑘,[𝑟] (q)
𝑟!

(
Δ

up
𝑛 (q)

)𝑟
+𝑂 (𝑛−(𝜈+1)/2)

after substitutiing Δ
up
𝑛 (q) :=

∑𝜈
𝑘=1 𝑛

−𝑘/2𝜉up
𝑘
(q). Now fix 1 ≤ 𝑠 ≤ 𝜈, and collect the coefficient

of 𝑛−𝑠/2. The only linear term involving 𝑛−𝑠/2𝜉up
𝑠 (·)𝜓(·) comes from LHS when 𝑟 = 1. All other

terms of order 𝑛−𝑠/2 involve 𝜂up
𝑘

, 𝜁up
𝑘,[𝑟] , Ψ

(𝑟)
𝐵

, and

𝜉
up
1 , . . . , 𝜉

up
𝑠−1.

It is impossible for 𝜉up
𝑠′ with 𝑠′ ≥ 𝑠 to appear in the coefficient of order 𝑛−𝑠/2, unless 𝑠′ = 𝑠 through

the linear term. Therefore, each 𝜉up
𝑘

can be solved inductively. By Lemma B.13, Q𝐵 is closed under

differentiation and multiplication, though not automatically under addition. Thus, to conclude that

𝜉
up
𝑠 ∈ Q𝐵, it remains to verify the required parity property.

Step 4: Preservation of parity. We prove the parity statement by induction. The case 𝑠 = 1 is

immediate from 𝜉
up
1 = −𝜂up

1 . Assume that, for all 𝑘 < 𝑠, 𝜉𝑘 is even when 𝑘 is odd and odd when 𝑘

is even. The relevant terms in the coefficient of order 𝑂 (𝑛−𝑠/2) are

𝑓1(q) :=Ψ(𝑟)
𝐵
(q)

𝑟∏
𝑖=1

𝜉
up
𝑗𝑖
(q), 𝑗1 + · · · + 𝑗𝑟 = 𝑠,

𝑓2(q) :=𝜁up
𝑘,[𝑟] (q)

𝑟∏
𝑖=1

𝜉
up
𝑗𝑖
(q), 𝑘 + 𝑗1 + · · · + 𝑗𝑟 = 𝑠,

We note that Ψ(𝑟)
𝐵

has parity 𝑟 + 1 modulo 2, while 𝜁up
𝑘,[𝑟] has parity 𝑘 + 1 + 𝑟 modulo 2. Therefore,
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under the induction hypothesis, the parity of 𝑓1 is

𝑟 + 1 +
𝑟∑︁
𝑖=1
( 𝑗𝑖 + 1) = 2𝑟 + 𝑠 + 1 = 𝑠 + 1 (mod 2)

and the parity of 𝑓2 is

𝑘 + 1 + 𝑟 +
𝑟∑︁
𝑖=1
( 𝑗𝑖 + 1) = 𝑠 + 1 + 2𝑟 = 𝑠 + 1 (mod 2)

This completes the proof of the one-sided case.

B.3.3 Proof of the Two-Sided Case in Proposition B.16

The argument is largely analogous to that of the one-sided case. Hence we only provide a

concise explanation for each step. Throughout this proof, 𝜈 is an odd integer.

Notations. Define, in general, that

𝜁 ts
𝑘 (q) :=𝜂ts

𝑘 (q)𝜓𝐵 (q)

𝜁 ts
𝑘,[𝑟] (q) :=

(
𝑑

𝑑q

)𝑟
𝜁 ts
𝑘 (q) ∈ Q𝐵

Δts
𝑛 (q) :=

∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜉 ts
𝑘 (q).

Then Δts
𝑛 (q) = 𝑂 (𝑛−1) uniformly on 𝐾 , by the same smooth-on-compact argument.

Step 1: Taylor expansion. The corresponding Taylor expansion is

𝐺 ts
𝑛,𝜈 (q + Δts

𝑛 (q)) − (2Ψ𝐵 (q) − 1)

= 2
(𝜈−1)/2∑︁
𝑟=1

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δts
𝑛 (q)

)𝑟 + ∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2
(𝜈−𝑘−1)/2∑︁

𝑟=0

𝜁 ts
𝑘,[𝑟] (q)
𝑟!

(
Δts
𝑛 (q)

)𝑟 + 𝑅[12] .

where we have supq∈𝐾
��Δts
𝑛 (q)

�� = 𝑂 (𝑛−1).
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Step 2: Bounding the remainder. By an almost identical argument,

|𝑅[12] | ≤𝑛−(𝜈+1)/2 × 𝐶[𝐵,𝐾,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙]

Step 3: Comparison of each order. In order for (B.52) to hold, we must have

2
(𝜈−1)/2∑︁
𝑟=1

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δts
𝑛 (q)

)𝑟 + ∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2
(𝜈−𝑘−1)/2∑︁

𝑟=0

𝜁 ts
𝑘,[𝑟] (q)
𝑟!

(
Δts
𝑛 (q)

)𝑟
= 𝑂 (𝑛−(𝜈+1)/2)

⇐⇒ 2𝜓𝐵 (q)
(
Δts
𝑛 (q)

)
= −2

(𝜈−1)/2∑︁
𝑟=2

Ψ
(𝑟)
𝐵
(q)
𝑟!

(
Δts
𝑛 (q)

)𝑟
−

∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2
(𝜈−𝑘−1)/2∑︁

𝑟=0

𝜁 ts
𝑘,[𝑟] (q)
𝑟!

(
Δts
𝑛 (q)

)𝑟 +𝑂 (𝑛−(𝜈+1)/2)

after substituting

Δts
𝑛 (q) :=

∑︁
2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜉 ts
𝑘 (q).

Again, fix an even integer 2 ≤ 𝑠 < 𝜈 and collect the coefficient of 𝑛−𝑠/2. The only linear term

involving 𝑛−𝑠/2𝜉 ts
𝑠 (·)𝜓(·) comes from the LHS when 𝑟 = 1. The other terms of order 𝑛−𝑠/2 contain

𝜂ts
𝑘

, 𝜁 ts
𝑘,[𝑟] , Ψ

(𝑟)
𝐵

, and

𝜉 ts
2 , 𝜉

ts
4 , . . . , 𝜉

ts
𝑠−2.

Therefore, each 𝜉 ts
𝑘

can be solved inductively.

Step 4: Preservation of parity. We use a similar induction to prove the parity statement. The case

𝑠 = 2 is immediate from

𝜉 ts
2 = −1

2
𝜂ts

2 .

Assume the claim that 𝜉 ts
𝑘

is odd holds for all even integers 2 ≤ 𝑘 < 𝑠. The relevant terms used to
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calculate 𝜉 ts
𝑠 with order 𝑂 (𝑛−𝑠/2) are

𝑓1(q) :=Ψ(𝑟)
𝐵
(q)

𝑟∏
𝑖=1

𝜉 ts
𝑗𝑖
(q), 𝑗1 + · · · + 𝑗𝑟 = 𝑠,

𝑓2(q) :=𝜁 ts
𝑘,[𝑟] (q)

𝑟∏
𝑖=1

𝜉 ts
𝑗𝑖
(q), 𝑘 + 𝑗1 + · · · + 𝑗𝑟 = 𝑠,

where all indices 𝑗𝑖 and 𝑠 are even. Again, since both Ψ
(𝑟)
𝐵

and 𝜁 ts
𝑘,[𝑟] have parity 𝑟 + 1 modulo 2,

both 𝑓1 and 𝑓2 have parity

𝑟 + 1 +
𝑟∑︁
𝑖=1

1 = 2𝑟 + 1 ≡ 1 (mod 2).

Hence 𝜉 ts
𝑠 is always odd. This completes the two-sided case.

B.3.4 Auxiliary Lemmas for Theorem B.17

Define

𝐹
up
𝑛 (q) := P𝑛 (𝑇 ≤ q) and 𝐹 ts

𝑛 (q) := P𝑛 ( |𝑇 | ≤ q).

Recall that the true quantiles are defined as

𝑢
up
𝛼 := inf{q ∈ R : 𝐹up

𝑛 (q) ≥ 𝛼} and 𝑢ts
𝛼 := inf{q ≥ 0 : 𝐹 ts

𝑛 (q) ≥ 𝛼}.

for 0 < 𝛼 < 1, where 𝐹up
𝑛 (q) := P𝑛 (𝑇 ≤ q) and 𝐹 ts

𝑛 (q) := P𝑛 ( |𝑇 | ≤ q). Recall that 𝐼𝜀 := [𝜀, 1 − 𝜀]

for 𝜀 ∈ (0, 1/2) and define the corresponding compact interval 𝐾up
𝜀 ⊂ R by

𝐾
up
𝜀 := [Ψ−1

𝐵 (𝜀),Ψ−1
𝐵 (1 − 𝜀)] .
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For 𝜀 ∈ (0, 1/4), define the corresponding compact interval 𝐾 ts
𝜀 ⊂ R+ by

𝐾 ts
𝜀 :=

[
Ψ−1
𝐵

(
1
2
+ 𝜀

2

)
,Ψ−1

𝐵

(
1 − 𝜀

2

)]
.

In order to show that

sup
𝛼∈𝐼𝜀
|𝑢···𝛼 − 𝑢···𝜈,𝛼 | ≤ 𝑂 (𝑛−(𝜈+1)/2),

we shall employ intermediate quantities 𝑢̃up
𝜈,𝛼 and 𝑢̃ts

𝜈,𝛼, which are defined as the quantiles of the

finite expansion approximants defined in (B.44), i.e.

𝐺
up
𝑛,𝜈 (q) := Ψ𝐵 (q) +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜂up
𝑘
(q)𝜓𝐵 (q),

𝐺 ts
𝑛,𝜈 (q) := 2Ψ𝐵 (q) − 1 +

∑︁
1≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜂ts
𝑘 (q)𝜓𝐵 (q).

The idea is to show both

sup
𝛼∈𝐼𝜀
|𝑢···𝛼 − 𝑢̃···𝜈,𝛼 | ≤ 𝑂 (𝑛−(𝜈+1)/2) and sup

𝛼∈𝐼𝜀
|𝑢̃···𝜈,𝛼 − 𝑢···𝜈,𝛼 | ≤ 𝑂 (𝑛−(𝜈+1)/2).

However, these two intermediate quantiles are not automatically well defined, since the functions

𝐺
up
𝑛,𝜈 and 𝐺 ts

𝑛,𝜈 are not genuine distribution functions. The next lemma addresses this issue.

Lemma B.19 (Well-definedness of the intermediate quantiles). For every 𝜀 ∈ (0, 1/6), there exists

a constant 𝑛0(𝜀) ∈ N such that, for all 𝑛 ≥ 𝑛0(𝜀), the following hold.

(i) The function 𝐺up
𝑛,𝜈 is strictly increasing on 𝐾up

𝜀 and satisfies

(
𝐺

up
𝑛,𝜈

)′(q) ≥ 1
2

inf
q∈𝐾up

𝜀

𝜓𝐵 (q).
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Hence, for every 𝛼 ∈ 𝐼3𝜀, there exists a unique 𝑢̃up
𝜈,𝛼 ∈ 𝐾up

2𝜀 such that

𝐺
up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼) = 𝛼. (B.54)

Equation (B.54) therefore defines 𝑢̃up
𝜈,𝛼 for all sufficiently large 𝑛.

(ii) The function 𝐺 ts
𝑛,𝜈 is strictly increasing on 𝐾 ts

𝜀 and satisfies

(
𝐺 ts
𝑛,𝜈

)′(q) ≥ inf
q∈𝐾 ts

𝜀

𝜓𝐵 (q).

Hence, for every 𝛼 ∈ 𝐼3𝜀, there exists a unique 𝑢̃ts
𝜈,𝛼 ∈ 𝐾 ts

2𝜀 such that

𝐺 ts
𝑛,𝜈 (𝑢̃ts

𝜈,𝛼) = 𝛼. (B.55)

Equation (B.55) therefore defines 𝑢̃ts
𝜈,𝛼 for all sufficiently large 𝑛.

Proof. We first prove part (i), which concerns the upper-quantile case. Differentiating (B.43), we

obtain (
𝐺

up
𝑛,𝜈

)′(q) = 𝜓𝐵 (q) + 𝜈∑︁
𝑘=1

𝑛−𝑘/2
(
𝜂

up
𝑘
𝜓𝐵

)′(q).
Since 𝐾up

𝜀 is compact and each (𝜂up
𝑘
𝜓𝐵)′ is smooth, we have

sup
q∈𝐾up

𝜀

����� 𝜈∑︁
𝑘=1

𝑛−𝑘/2
(
𝜂

up
𝑘
𝜓𝐵

)′(q)����� ≤ 𝑛−1/2 × sup
q∈𝐾up

𝜀

����� 𝜈∑︁
𝑘=1

(
𝜂

up
𝑘
𝜓𝐵

)′(q)����� .
According to Assumption B.14, the coefficients of 𝜂up

𝑘
are polynomials in moments up to order 𝑘 .

Hence

sup
q∈𝐾up

𝜀

����� 𝜈∑︁
𝑘=1

𝑛−𝑘/2
(
𝜂

up
𝑘
𝜓𝐵

)′(q)����� ≤ 𝑛−1/2 × 𝐶[𝐾up
𝜀 ,𝐵,𝜈,{E∥X1∥𝑘}𝑘=1,...,𝑙] . (B.56)
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Since infq∈𝐾up
𝜀
𝜓𝐵 (q) > 0, it follows that, for all sufficiently large 𝑛,

inf
q∈𝐾up

𝜀

(
𝐺

up
𝑛,𝜈

)′(q) ≥ 1
2

inf
q∈𝐾up

𝜀

𝜓𝐵 (q) = 𝐶[𝐾up
𝜀 ,𝐵] .

Therefore, 𝐺up
𝑛,𝜈 is strictly increasing on 𝐾

up
𝜀 . It remains to prove existence of a solution to

𝐺
up
𝑛,𝜈 (q) = 𝛼 for 𝛼 ∈ 𝐼3𝜀. By the same smoothness-on-a-compact-set argument,

𝐺
up
𝑛,𝜈 (q) = Ψ𝐵 (q) +𝑂 (𝑛−1/2)

uniformly for q ∈ 𝐾up
2𝜀 . Hence, for all sufficiently large 𝑛, we have

𝐺
up
𝑛,𝜈

(
Ψ−1
𝐵 (2𝜀)

)
< 3𝜀 and 𝐺

up
𝑛,𝜈

(
Ψ−1
𝐵 (1 − 2𝜀)

)
> 1 − 3𝜀.

Since 𝐺up
𝑛,𝜈 is strictly increasing on 𝐾up

𝜀 , it follows that, for every 𝛼 ∈ 𝐼3𝜀, there exists a unique

𝑢̃
up
𝜈,𝛼 ∈ 𝐾up

2𝜀 such that𝐺up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼) = 𝛼. As a conclusion, there exists 𝑛0(𝜀) ∈ N both the monotonicity

and the existence-uniqueness statements hold for all 𝑛 ≥ 𝑛0(𝜀).

For part (ii), the proof for the two-sided case is entirely analogous, up to notational changes.

The only point requiring attention is that the derivative lower bound is

(
𝐺 ts
𝑛,𝜈

)′(q) ≥ inf
q∈𝐾 ts

𝜀

𝜓𝐵 (q),

with no factor 1
2 . This is due to the representation in (B.44), whose leading term is 2Ψ𝐵 (q) − 1

rather than Ψ𝐵 (q), so the leading derivative is 2𝜓𝐵 (q). □

Remark B.20. The specific choice 𝜀 < 2𝜀 < 3𝜀 is inessential. More generally, one may replace it

by any 0 < 𝜀1 < 𝜀2 < 𝜀3 < 1/2. The purpose of this ordering is to ensure that

𝐾 ···𝜀3 ⊂ 𝐾
···
𝜀2 ⊂ 𝐾

···
𝜀1 .

In other words, {admissible quantiles} ⊂ {a solution exists} ⊂ {strict monotonicity}.
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B.3.5 Proof of Theorem B.17

With Lemma B.19 and the notation established in Section B.3.4, we are in a position to derive

a uniform upper bound for the Student’s 𝑡 Cornish-Fisher expansions.

Proof of the One-Sided Case

Proof. Apply Lemma B.19(i). Then, for all sufficiently large 𝑛, the function 𝐺up
𝑛,𝜈 is strictly in-

creasing on 𝐾up
𝜀 and satisfies

(
𝐺

up
𝑛,𝜈

)′(q) ≥ 1
2

inf
q∈𝐾up

𝜀

𝜓𝐵 (q) for all q ∈ 𝐾up
𝜀 ,

and, for every 𝛼 ∈ 𝐼3𝜀, there exists a unique 𝑢̃up
𝜈,𝛼 ∈ 𝐾up

2𝜀 such that 𝐺up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼) = 𝛼.

Step 1: Analysis of |𝑢up
𝜈,𝛼 − 𝑢̃up

𝜈,𝛼 |.

Recall the definition of 𝑢up
𝜈,𝛼 from Eq. (B.49). Apply Proposition B.16 with 𝐾 = 𝐾

up
3𝜀 . Since

𝛼 ∈ 𝐼3𝜀 is equivalent to q := Ψ−1
𝐵
(𝛼) ∈ 𝐾up

3𝜀 , (B.51) yields

sup
𝛼∈𝐼3𝜀

��𝐺up
𝑛,𝜈 (𝑢up

𝜈,𝛼) − 𝛼
�� ≤ Aup

𝐾
up
3𝜀
× 𝑛−(𝜈+1)/2.

Using 𝐺up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼) = 𝛼, we obtain

sup
𝛼∈𝐼3𝜀

��𝐺up
𝑛,𝜈 (𝑢up

𝜈,𝛼) − 𝐺up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼)
�� ≤ Aup

𝐾
up
3𝜀
× 𝑛−(𝜈+1)/2.

The same smoothness argument on a compact set yields 𝑢up
𝜈,𝛼 − Ψ−1

𝐵
(𝛼) = 𝑂 (𝑛−1/2) uniformly for

𝛼 ∈ 𝐼3𝜀. Since 𝐾up
3𝜀 ⊂ int(𝐾up

2𝜀 ), it follows that 𝑢up
𝜈,𝛼 ∈ 𝐾up

2𝜀 for all sufficiently large 𝑛. Therefore,

sup
𝛼∈𝐼3𝜀

|𝑢up
𝜈,𝛼 − 𝑢̃up

𝜈,𝛼 | ≤
2Aup

𝐾
up
3𝜀

infq∈𝐾up
2𝜀
𝜓𝐵 (q)

× 𝑛−(𝜈+1)/2. (B.57)
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Step 2: Analysis of |𝑢up
𝛼 − 𝑢̃up

𝜈,𝛼 |.

Recall the Student’s 𝑡 Edgeworth expansion from Eq. (B.46),

sup
q∈𝐾up

𝜀

|𝐹up
𝑛 (q) − 𝐺up

𝑛,𝜈 (q) | ≤ Cup × 𝑛−(𝜈+1)/2.

Let 𝛼 ∈ 𝐼3𝜀 and define

𝛿𝑛 :=
4Cup

infq∈𝐾up
𝜀
𝜓𝐵 (q)

𝑛−(𝜈+1)/2.

When 𝑛 is sufficiently large, 𝑢̃up
𝜈,𝛼 ∈ 𝐾up

2𝜀 and 𝑢̃up
𝜈,𝛼±𝛿𝑛 ∈ 𝐾up

𝜀 by Lemma B.19(i). Using the definition

𝐺
up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼) = 𝛼, we have

𝐺
up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼 + 𝛿𝑛) > 𝛼 + Cup × 𝑛−(𝜈+1)/2 and 𝐺
up
𝑛,𝜈 (𝑢̃up

𝜈,𝛼 − 𝛿𝑛) < 𝛼 − Cup × 𝑛−(𝜈+1)/2.

Applying the Edgeworth expansion from Eq. (B.46),

𝐹
up
𝑛 (𝑢̃up

𝜈,𝛼 + 𝛿𝑛) > 𝛼, 𝐹
up
𝑛 (𝑢̃up

𝜈,𝛼 − 𝛿𝑛) < 𝛼.

The definition 𝑢up
𝛼 = inf{q : 𝐹up

𝑛 (q) ≥ 𝛼} then implies

𝑢̃
up
𝜈,𝛼 − 𝛿𝑛 ≤ 𝑢up

𝛼 ≤ 𝑢̃up
𝜈,𝛼 + 𝛿𝑛.

for all 𝛼 ∈ 𝐼3𝜀. Consequently,

sup
𝛼∈𝐼3𝜀

|𝑢up
𝛼 − 𝑢̃up

𝜈,𝛼 | ≤
4Cup

infq∈𝐾up
𝜀
𝜓𝐵 (q)

𝑛−(𝜈+1)/2. (B.58)
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Step 3: Conclusion.

Combining (B.57) and (B.58), we obtain

sup
𝛼∈𝐼3𝜀

|𝑢up
𝜈,𝛼 − 𝑢up

𝛼 | ≤
2Aup

𝐾
up
3𝜀
+ 4Cup

infq∈𝐾up
𝜀
𝜓𝐵 (q)

× 𝑛−(𝜈+1)/2.

Since 𝜀 and 3𝜀 may be replaced by any pair 𝜀1 < 𝜀3 (see Remark B.20), it follows that

sup
𝛼∈𝐼𝜀
|𝑢up
𝜈,𝛼 − 𝑢up

𝛼 | ≤
2Aup

𝐾
up
3𝜀
+ 4Cup

infq∈𝐾up
𝜀/2
𝜓𝐵 (q)

× 𝑛−(𝜈+1)/2,

Since Aup
𝐾

up
3𝜀
≤ Aup

𝐾
up
𝜀/2

, we may choose the constant to be

Cup
c.f. :=

2Aup
𝐾
+ 4Cup

infq∈𝐾 𝜓𝐵 (q)
, 𝐾 :=

[
Ψ−1
𝐵

(𝜀
2

)
,Ψ−1

𝐵

(
1 − 𝜀

2

)]
. (B.59)

This completes the proof. □

Proof of the Two-Sided Case

Proof. The proof is entirely analogous to that of the one-sided case, with Lemma B.19(ii) and Eq.

(B.52) in place of Lemma B.19(i) and Eq. (B.51), so we omit the details. The constant can be

chosen as

Cts
c.f. :=

Ats
𝐾
+ 2C

𝜀
2
ts

infq∈𝐾 𝜓𝐵 (q)
, 𝐾 :=

[
Ψ−1
𝐵

(
1
2
+ 𝜀

4

)
,Ψ−1

𝐵

(
1 − 𝜀

4

)]
. (B.60)

□

B.3.6 Proof of Theorem B.18

Proof. To prove Theorem B.18, we revisit Lemma B.19 in the resampled setting, with 𝐺̂up
𝑛,𝜈 and

𝐺̂ ts
𝑛,𝜈. These are obtained by taking the formal expansions of 𝐺up

𝑛,𝜈 and 𝐺 ts
𝑛,𝜈 and replacing, in every
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coefficient, the population moments by the corresponding sample moments.

The only randomness that may affect the uniform convergence conclusions comes from the

coefficients of 𝜂𝑘 . These coefficients are already controlled by sufficiently high moments, as in Eq.

(B.56). Therefore, exactly as in the proof of Theorem 3.9, it suffices to work on the good event

Êm(X) from Eq. (B.37). Consequently, Lemma B.19 remains valid for the resampled expansions

on Êm(X), while

P
(
Êm(X)

)
= 1 −𝑂 (𝑛−𝜆).

In addition, Eqs. (B.51) and (B.52) from Proposition B.16 were used in Step 1 of Section B.3.5

not as the definition of 𝜉𝑘 , but as approximation properties of 𝐺up
𝑛,𝜈 and 𝐺 ts

𝑛,𝜈, with deterministic

constants Aup
𝐾

and Ats
𝐾

. In the resampled setting, we need the corresponding analogues to hold for

some constants Âup
𝐾

and Âts
𝐾

,

sup
q∈𝐾

�����𝐺̂up
𝑛,𝜈

(
q +

𝜈∑︁
𝑘=1

𝑛−𝑘/2𝜉up
𝑘
(q)

)
− Ψ𝐵 (q)

����� ≤ Âup
𝐾
× 𝑛−(𝜈+1)/2,

sup
q∈𝐾

�������𝐺̂ ts
𝑛,𝜈

©­­«q +
∑︁

2≤𝑘≤𝜈
𝑘 even

𝑛−𝑘/2𝜉 ts
𝑘 (q)

ª®®¬ −
(
2Ψ𝐵 (q) − 1

) ������� ≤ Âts
𝐾 × 𝑛

−(𝜈+1)/2,

except on an event of probability 𝑂 (𝑛−𝜆).

By checking Step 2 in Sections B.3.2 and B.3.3, we see that imposing the same good event

Êm(X) is sufficient. Therefore, the proof of Theorem B.17 carries over verbatim, with the constants

A and C in (B.59) and (B.60) replaced by their resampled counterparts Â and Ĉ. This proves

Theorem B.18. □
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B.3.7 Proof of Corollary 3.13

Proof. One-Sided Case. For the upper one-sided case, it suffices to work with the first-order

Cornish–Fisher approximation. Thus let 𝜈 = 1. Then

|𝑢̂up
𝛼 − 𝑢up

𝛼 | ≤ |𝑢̂up
𝛼 − 𝑢̂up

1,𝛼 | + |𝑢
up
1,𝛼 − 𝑢

up
𝛼 | + |𝑢̂up

1,𝛼 − 𝑢
up
1,𝛼 |.

According to Theorem B.18, we define the good events

E𝜈,up
rcf :=

{
sup

𝜀≤𝛼≤1−𝜀
|𝑢̂up
𝜈,𝛼 − 𝑢̂up

𝛼 | ≤ Ĉup
c.f. × 𝑛

−(𝜈+1)/2
}

(B.61)

E𝜈,tsrcf :=
{

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂ts
𝜈,𝛼 − 𝑢̂ts

𝛼 | ≤ Ĉts
c.f. × 𝑛

−(𝜈+1)/2
}

(B.62)

Applying both Theorem B.17 and Theorem B.18 with E1,up
rcf , we have

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂up
𝛼 − 𝑢up

𝛼 | ≤ sup
𝜀≤𝛼≤1−𝜀

|𝑢̂up
1,𝛼 − 𝑢

up
1,𝛼 | +

Cup
c.f. + Ĉup

c.f.
𝑛

≤ 𝑛−1/2 × sup
q∈𝐾
|𝜉up

1 (q) − 𝜉
up
1 (q) | +

Cup
c.f. + Ĉup

c.f.
𝑛

, 𝐾 :=
[
Ψ−1
𝐵 (𝜀),Ψ−1

𝐵 (1 − 𝜀)
]
.

We have 𝜉up
1 = −𝜂up

1 , and 𝜂up
1 (q) is linear in 𝑏 [1,0] and 𝑏 [1,2] . Hence

sup
q∈𝐾
|𝜉up

1 (q) − 𝜉
up
1 (q) | ≤ 𝐶[𝐵,𝜀] ×

∑︁
𝑘=0,2
|𝑏 [1,𝑘] − 𝑏̂ [1,𝑘] |

Therefore, on E1,up
rcf , we have

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂up
𝛼 − 𝑢up

𝛼 | ≤ 𝐶𝑛−1/2
∑︁
𝑘=0,2
|𝑏 [1,𝑘] − 𝑏̂ [1,𝑘] | +

Cup
c.f. + Ĉup

c.f.
𝑛

= 𝑂𝑝 (𝑛−1)

under sufficient moment conditions. Hence sup𝜀≤𝛼≤1−𝜀 |𝑢̂
up
𝛼 − 𝑢up

𝛼 | = 𝑂𝑝 (𝑛−1).
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Two-Sided Case. For the two-sided case, take 𝜈 = 3. Then

|𝑢̂ts
𝛼 − 𝑢ts

𝛼 | ≤ |𝑢̂ts
𝛼 − 𝑢̂ts

3,𝛼 | + |𝑢
ts
3,𝛼 − 𝑢

ts
𝛼 | + |𝑢̂ts

3,𝛼 − 𝑢
ts
3,𝛼 |.

Applying both Theorem B.17 and Theorem B.18 with E3,ts
rcf , we have

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂ts
𝛼 − 𝑢ts

𝛼 | ≤ sup
𝜀≤𝛼≤1−𝜀

|𝑢̂ts
3,𝛼 − 𝑢

ts
3,𝛼 | +

Cts
c.f. + Ĉts

c.f.
𝑛2

≤ 𝑛−1 × sup
q∈𝐾
|𝜉 ts

2 (q) − 𝜉
ts
2 (q) | +

Cts
c.f. + Ĉts

c.f.
𝑛2 , 𝐾 :=

[
Ψ−1
𝐵

(
1 + 𝜀

2

)
,Ψ−1

𝐵

(
1 − 𝜀

2

)]
.

By the remark after Proposition B.16, 𝜉 ts
2 = −1

2𝜂
ts
2 , and by Example 1, 𝜂ts

2 (q) is linear in 𝑎 [2,𝑘] and

𝑏 [2,𝑘] for 𝑘 ∈ {1, 3, 5}. Hence

sup
q∈𝐾
|𝜉 ts

2 (q) − 𝜉
ts
2 (q) | ≤ 𝐶[𝐵,𝜀] ×

∑︁
𝑘=1,3,5

(
|𝑎 [2,𝑘] − 𝑎̂ [2,𝑘] | + |𝑏 [2,𝑘] − 𝑏̂ [2,𝑘] |

)
.

Therefore, on E3,ts
rcf , we have

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂ts
𝛼 − 𝑢ts

𝛼 | ≤ 𝐶𝑛−1
∑︁

𝑘=1,3,5

(
|𝑎 [2,𝑘] − 𝑎̂ [2,𝑘] | + |𝑏 [2,𝑘] − 𝑏̂ [2,𝑘] |

)
+

Cts
c.f. + Ĉts

c.f.
𝑛2 = 𝑂𝑝 (𝑛−1.5)

under sufficient moment conditions. Hence sup𝜀≤𝛼≤1−𝜀 |𝑢̂ts
𝛼 − 𝑢ts

𝛼 | = 𝑂𝑝 (𝑛−1.5). Finally, when

𝐵 = 1, 3, the term

𝑛−2 (Cts
c.f. + Ĉts

c.f.
)

is replaced by

𝑛−3/2 (Cts
c.f. + Ĉts

c.f.
)
,

and hence the conclusion remains unchanged. □
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B.4 Proof of SCB Coverage Error Results

B.4.1 Auxiliary Lemmas for Theorems 3.2 and 3.3

Lemma B.21. Under the conditions of Theorem 3.6, there exists a constant 𝐿 such that for any q1,

q2, and 𝑛,

|P𝑛 (𝑇 ≤ q1) − P𝑛 (𝑇 ≤ q2) | ≤ 𝐿 × |q1 − q2 | + 2Cup × 𝑛−1.5,

Proof. By Theorem 3.6, there exists a constant Cup such that

sup
q∈R
|P𝑛 (𝑇 ≤ q) − 𝐻𝑛 (q) | ≤ Cup 𝑛

−3/2,

where 𝐻𝑛 (q) := Ψ𝐵 (q) + 𝑛−1/2𝜁up
1 (q) + 𝑛

−1𝜁
up
2 (q). Hence, for every pair of real numbers q1, q2,

|P𝑛 (𝑇 ≤ q1) − P𝑛 (𝑇 ≤ q2) | ≤ |𝐻𝑛 (q1) − 𝐻𝑛 (q2) | + 2Cup 𝑛
−3/2.

By inspecting the expressions of 𝜁up
1 and 𝜁up

2 in Eqs. (3.23), we see that 𝐻𝑛 (·) and its first derivative

are uniformly bounded in q and 𝑛. Therefore there exists a finite constant 𝐿 such that

sup
𝑛≥1

sup
q∈R
|𝐻′𝑛 (q) | ≤ 𝐿.

By the mean value theorem, |𝐻𝑛 (q1) − 𝐻𝑛 (q2) | ≤ 𝐿 × |q1 − q2 |. □

Lemma B.22 (Two-sided analogue of Lemma B.21). Under the conditions of Theorem 3.6, for

any 𝜀0 > 0, there exists a constant 𝐿𝜀0 such that for any q1, q2 ≥ 𝜀0, and 𝑛,

|P𝑛 ( |𝑇 | ≤ q1) − P𝑛 ( |𝑇 | ≤ q2) | ≤ 𝐿𝜀0 × |q1 − q2 | + 2Cts × 𝑛−2.
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Proof. By Theorem 3.6, there exists a constant Cts such that

sup
q≥𝜀0

|P𝑛 ( |𝑇 | ≤ q) − 𝐻𝑛 (q) | ≤ Cts 𝑛
−2,

where 𝐻𝑛 (q) := 2Ψ𝐵 (q) − 1 + 𝑛−1𝜁2(q). Hence, for every pair q1, q2 ≥ 𝜀0,

|P𝑛 ( |𝑇 | ≤ q1) − P𝑛 ( |𝑇 | ≤ q2) | ≤ |𝐻𝑛 (q1) − 𝐻𝑛 (q2) | + 2Cts 𝑛
−2.

By inspecting the expression of 𝜁2 in Eq. (3.21), we see that 𝐻′𝑛 (·) is uniformly bounded on [𝜀0,∞)

over all 𝑛. Therefore there exists a finite constant 𝐿𝜀0 such that

sup
𝑛≥1

sup
q≥𝜀0

|𝐻′𝑛 (q) | ≤ 𝐿𝜀0 .

By the mean value theorem, |𝐻𝑛 (q1) − 𝐻𝑛 (q2) | ≤ 𝐿𝜀0 × |q1 − q2 |. □

B.4.2 Proof of Theorem 3.2

Proof. We define

𝐼0 :=
��P𝑛 (𝑇 ≤ 𝑢up

𝛼 ) − 𝛼
��

𝐼1 :=
���P𝑛 (𝑇 ≤ 𝑢up

2,𝛼) − P𝑛 (𝑇 ≤ 𝑢
up
𝛼 )

���
𝐼2 :=

���P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − P𝑛 (𝑇 ≤ 𝑢̂up

2,𝛼)
���

𝐼3 :=
���P𝑛 (𝑇 ≤ 𝑢̂up

2,𝛼) − P𝑛 (𝑇 ≤ 𝑢
up
2,𝛼)

���
so that

��P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − 𝛼

�� =: 𝐼0 + 𝐼1 + 𝐼2 + 𝐼3.
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(a) Since 𝑢up
𝛼 = inf{q : P𝑛 (𝑇 ≤ q) ≥ 𝛼}, we only have

0 ≤ P𝑛 (𝑇 ≤ 𝑢up
𝛼 ) − 𝛼 ≤ P𝑛 (𝑇 = 𝑢

up
𝛼 ).

By Theorem 2.3 in [21] and Cramér’s condition, the maximal point mass is exponentially

small. Hence, for some 𝜖0 > 0,

sup
𝜀≤𝛼≤1−𝜀

𝐼0 ≤ sup
𝑥

P𝑛 (𝑇 = 𝑥) = 𝑂 (𝑒−𝜖0𝑛).

(b) By Lemma B.21, 𝐼1 ≤ 𝐿 × |𝑢up
2,𝛼 − 𝑢

up
𝛼 | + 2Cup × 𝑛−1.5. Using Theorem B.17 with 𝜈 = 2 and

taking the supremum, we obtain

sup
𝜀≤𝛼≤1−𝜀

𝐼1 ≤
(
𝐿 × Cup

c.f. + 2Cup

)
× 𝑛−1.5.

(c) By Theorem B.18, define the event

E𝜈,up
rcf :=

{
sup

𝜀≤𝛼≤1−𝜀
|𝑢̂up
𝜈,𝛼 − 𝑢̂up

𝛼 | ≤ Ĉup
c.f. × 𝑛

−(𝜈+1)/2
}
.

Since

���P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − P𝑛 (𝑇 ≤ 𝑢̂up

2,𝛼)
��� ≤ ���P𝑛 (𝑇 ≤ 𝑢̂up

𝛼 ) − P𝑛 (𝑇 ≤ 𝑢̂up
2,𝛼)

��� × 1E2,up
rcf
+ 1 − 1E2,up

rcf
,
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taking expectations after taking the supremum, and then applying Lemma B.21, we obtain

sup
𝜀≤𝛼≤1−𝜀

𝐼2 = sup
𝜀≤𝛼≤1−𝜀

���P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − P𝑛 (𝑇 ≤ 𝑢̂up

2,𝛼)
���

≤ E
[

sup
𝜀≤𝛼≤1−𝜀

���P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − P𝑛 (𝑇 ≤ 𝑢̂up

2,𝛼)
��� × E2,up

rcf

]
+ 1 − P(E2,up

rcf )

≤ 𝐿 × E
[

sup
𝜀≤𝛼≤1−𝜀

|𝑢̂up
𝛼 − 𝑢̂up

2,𝛼 | × E
2,up
rcf

]
+ 2Cup × 𝑛−1.5 +𝑂 (𝑛−𝜆)

≤
(
𝐿 × Ĉup

c.f. + 2Cup

)
× 𝑛−1.5 +𝑂 (𝑛−𝜆)

= 𝑂 (𝑛−1.5).

(d) Write Δ
up
2,𝛼 := 𝑢̂up

2,𝛼 − 𝑢
up
2,𝛼. Applying Lemma B.21, we obtain

sup
𝜀≤𝛼≤1−𝜀

𝐼3 ≤E sup
𝜀≤𝛼≤1−𝜀

���P𝑛 (𝑇 ≤ 𝑢up
2,𝛼 + Δ

up
2,𝛼) − P𝑛 (𝑇 ≤ 𝑢

up
2,𝛼)

���
≤𝐿 × E

[
sup

𝜀≤𝛼≤1−𝜀
|Δup

2,𝛼 |
]
+ 2Cup × 𝑛−1.5.

Here

E
[

sup
𝜀≤𝛼≤1−𝜀

|Δup
2,𝛼 |

]
≤𝐶1√

𝑛
×

∑︁
𝑘=0,2

E|𝑏 [1,𝑘] − 𝑏̂ [1,𝑘] |

+ 𝐶2
𝑛
×

∑︁
𝑘=1,3,5

(
E|𝑏 [2,𝑘] − 𝑏̂ [2,𝑘] | + E|𝑎 [2,𝑘] − 𝑎̂ [2,𝑘] |

)
,

where 𝐶1 and 𝐶2 are finite constants obtained by taking suprema of smooth functions over

a compact set. Since 𝑎 [𝑖,𝑘] and 𝑏 [𝑖,𝑘] are polynomials in moments, under sufficiently high

moment assumptions,

E
��𝑏 [𝑖,𝑘] − 𝑏̂ [𝑖,𝑘] �� + E��𝑎 [𝑖,𝑘] − 𝑎̂ [𝑖,𝑘] �� = 𝑂 (𝑛−0.5).

Therefore, sup𝜀≤𝛼≤1−𝜀 𝐼3 = 𝑂 (𝑛−1).
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Combining the bounds for 𝐼0, 𝐼1, 𝐼2, and 𝐼3, we obtain

sup
𝜀≤𝛼≤1−𝜀

��P𝑛 (𝑇 ≤ 𝑢̂up
𝛼 ) − 𝛼

�� = 𝑂 (𝑛−1).

□

B.4.3 Proof of Theorem 3.3

Before presenting the main proof, we first establish an auxiliary lemma showing that both 𝑢3,𝛼

and 𝑢̂3,𝛼 are eventually bounded away from 0, uniformly over 𝜀 ≤ 𝛼 ≤ 1−𝜀. This lower bound will

be needed in the proof of the main theorem, because these quantities appear in the denominator

in the Taylor expansion argument. The deterministic quantity 𝑢3,𝛼 is straightforward to handle.

By contrast, the random quantity 𝑢̂3,𝛼 is more delicate and can only be controlled on a suitable

good event. Recall that the event Êm(X), defined in Eq. (B.37), controls the deviations of sample

moments, up to a sufficiently high order, from their population counterparts within the prescribed

tolerance 𝜀m.

Lemma B.23 (A technical lemma for the Taylor expansion argument). Define

qmin := Ψ−1
𝐵

(
1 + 𝜀

2

)
> 0.

Then there exists an 𝑛0 such that, for all 𝜀 ≤ 𝛼 ≤ 1 − 𝜀 and all 𝑛 ≥ 𝑛0, the following hold:

𝑢ts
3,𝛼 ≥

qmin
2
, 𝑢̂ts

3,𝛼 × 1Êm
≥ qmin

2
× 1Êm

,

where the event Êm(X) is defined in Eq. (B.37) and satisfies P(Êm) = 1−𝑂 (𝑛−𝜆) for some arbitrary

𝜆.
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Proof. Let q := Ψ−1
𝐵

(
1+𝛼

2

)
. Since 𝜀 ≤ 𝛼 ≤ 1 − 𝜀, we have q ∈ 𝐾 , where

𝐾 :=
[
Ψ−1
𝐵

(
1 + 𝜀

2

)
,Ψ−1

𝐵

(
1 − 𝜀

2

)]
.

In particular, q ≥ qmin. Recall that 𝑢ts
3,𝛼 = q + 𝑛−1𝜉 ts

2 (q) and 𝑢̂ts
3,𝛼 = q + 𝑛−1𝜉 ts

2 (q). Since 𝜉 ts
2 ∈ Q𝐵

is smooth, the constant 𝐶1 := supq∈𝐾 |𝜉 ts
2 (q) | is finite, so

sup
𝜀≤𝛼≤1−𝜀

��𝑢ts
3,𝛼 − q

�� ≤ 𝐶1
𝑛
.

On the event Êm, all estimated coefficients entering 𝜉 ts
2 stay within 𝜀m of their population counter-

parts. Hence

𝐶2 := sup
∥𝑎̂−𝑎∥∞≤𝜀m
∥𝑏̂−𝑏∥∞≤𝜀m

sup
q∈𝐾
|𝜉 ts

2 (q) |

is well defined, and therefore

sup
𝜀≤𝛼≤1−𝜀

��𝑢̂ts
3,𝛼 − q

�� × 1Êm
≤ 𝐶2
𝑛
.

Choose 𝑛0 so large that max{𝐶1, 𝐶2}/𝑛 ≤ qmin/2 for all 𝑛 ≥ 𝑛0. Then for all 𝜀 ≤ 𝛼 ≤ 1 − 𝜀 and

𝑛 ≥ 𝑛0,

𝑢ts
3,𝛼 ≥ q − 𝐶1

𝑛
≥ qmin −

qmin
2

=
qmin

2
,

and similarly,

𝑢̂ts
3,𝛼 × 1Êm

≥
(
q − 𝐶2

𝑛

)
× 1Êm

≥ qmin
2
× 1Êm

.

This proves the claim. □
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Proof of the Two-Sided Case

Proof. Similar to the proof of Theorem 3.2, we define

𝐼0 :=
��P𝑛 ( |𝑇 | ≤ 𝑢ts

𝛼) − 𝛼
��

𝐼1 :=
���P𝑛 ( |𝑇 | ≤ 𝑢ts

3,𝛼) − P𝑛 ( |𝑇 | ≤ 𝑢
ts
𝛼)

���
𝐼2 :=

���P𝑛 ( |𝑇 | ≤ 𝑢̂ts
𝛼) − P𝑛 ( |𝑇 | ≤ 𝑢̂ts

3,𝛼)
���

𝐼3 :=
���P𝑛 ( |𝑇 | ≤ 𝑢̂ts

3,𝛼) − P𝑛 ( |𝑇 | ≤ 𝑢
ts
3,𝛼)

���
so that

��P𝑛 ( |𝑇 | ≤ 𝑢̂ts
𝛼) − 𝛼

�� ≤ 𝐼0 + 𝐼1 + 𝐼2 + 𝐼3. The terms 𝐼0, 𝐼1, 𝐼2, and 𝐼3 can be handled in the

same way as in the one-sided case, except that we now use the two-sided versions with 𝜈 = 3 of

the corresponding ingredients. The resulting bounds are

sup
𝜀≤𝛼≤1−𝜀

𝐼0 ≤𝑂 (𝑒−𝜖0𝑛)

sup
𝜀≤𝛼≤1−𝜀

𝐼1 =𝑂 (𝑛−2)

sup
𝜀≤𝛼≤1−𝜀

𝐼2 =𝑂 (𝑛−2)

sup
𝜀≤𝛼≤1−𝜀

𝐼3 =𝑂 (𝑛−1.5).

Therefore, the coverage error can be shown to be 𝑂 (𝑛−1.5) even without requiring 𝐵 ≠ 1, 3. How-

ever, in order to establish the sharper order 𝑂 (𝑛−2), we must treat 𝐼3 more carefully.

Step 1: Write 𝐼3 as the difference of 𝐽 (𝑥) functions with different radii

For 𝐼3, we have

𝐼3 :=
���P𝑛 ( |𝑇 | ≤ 𝑢̂ts

3,𝛼) − P𝑛 ( |𝑇 | ≤ 𝑢
ts
3,𝛼)

��� .
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Recall the definition

𝑢ts
3,𝛼 =q + 𝑛−1 × 𝜉 ts

1 (q), and 𝑢̂ts
3,𝛼 = q + 𝑛−1 × 𝜉 ts

1 (q), where q := Ψ−1
𝐵

(
1 + 𝛼

2

)
.

Recall Step 4 from Section B.2.1,

𝑈 (X) × 1Ê3
=

(
𝑈0(X) +

1
𝑛
×𝑈1(X) + 𝑅[1] + 𝑅[2]

)
× 1Ê3

with
���(𝑅[1] + 𝑅[2]) × 1Ê3

��� ≤ 𝐶[Ĉ3,𝐵] ×
1
𝑛2 . As in Section B.2.1, we define

𝑥 =

√
𝑛𝐴𝑠 (X̄)

q

so that𝑈0(X) can be simplified as a function 𝐽1(𝑥) and𝑈1(X) as 𝐽2(𝑥), namely

𝐽1(𝑥) =
Γ

(
𝐵
2 ,

𝐵𝑥2

2

)
Γ
(
𝐵
2
)

𝐽2(𝑥) = −
∑︁

𝑘=1,3,5
𝑎̂ [2,𝑘] ×

𝐵
𝐵+𝑘+1

2 Γ(1 + 𝑘
2 )

2 𝐵
2 −1√𝜋 × Γ( 1+𝐵+𝑘2 )

×
(
|𝑥 |𝐵+𝑘−1 × exp

(
−𝐵𝑥

2

2

))
.

Hence the principal term is

𝐽1(𝑥) +
1
𝑛
× 𝐽2(𝑥).

Both 𝐽1(𝑥) and 𝐽2(𝑥) can also be viewed as functions of q. Their derivatives with respect to q are

𝑑

𝑑q
𝐽

(
𝑎

q

)
= −𝑥

q
𝐽′(𝑥) and

𝑑2

𝑑q2 𝐽

(
𝑎

q

)
=
𝑥2

q2 𝐽
′′(𝑥) + 2𝑥

q2 𝐽
′(𝑥).
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Step 2: The difference of 𝑛−1 × 𝐽2 is 𝑂 (𝑛−2.5)

For brevity, we write 𝑢̂ for 𝑢̂ts
3,𝛼 and 𝑢 for 𝑢ts

3,𝛼. Define

𝛿 = 𝑢̂ − 𝑢 =
1
𝑛

(
𝜉 ts

2 (q) − 𝜉
ts
2 (q)

)
.

Let 𝛾 ∈ (0, 1) be the point arising from the Lagrange remainder, and denote 𝑢̃ = 𝑢 + 𝛾𝛿. Define

𝑟 =

√
𝑛𝐴𝑠 (X̄)
𝑢

𝑟 =

√
𝑛𝐴𝑠 (X̄)
𝑢̂

𝑟 =

√
𝑛𝐴𝑠 (X̄)
𝑢̃

We have 𝐽2(·) ∈ 𝐶2(R) when 𝐵 ∉ {1, 3}. Hence the Taylor expansion gives

𝐽2(𝑟) − 𝐽2(𝑟) = −𝑟𝐽′2(𝑟) ×
𝛿

𝑢
+

(
𝑟2𝐽′′2 (𝑟) + 2𝑟𝐽′2(𝑟)

)
× 𝛿

2

𝑢̃2

It is immediate from the exponential decay that both
��𝑟𝐽′2(𝑟)�� and

��𝑟2𝐽′′2 (𝑟) + 2𝑟𝐽′2(𝑟)
�� are uniformly

bounded for all 𝑟 ≥ 0. Therefore, we only need to control the orders of

sup
𝜀≤𝛼≤1−𝜀

����𝛿𝑢 ���� and sup
𝜀≤𝛼≤1−𝜀

����𝛿𝑢̃ ����2
Define qmin := Ψ−1

𝐵

(
1+𝜀

2

)
. Lemma B.23 implies that there exists an 𝑛0 such that both of the

following hold for 𝑛 ≥ 𝑛0:

E
[

sup
𝜀≤𝛼≤1−𝜀

����𝛿𝑢 ����] ≤ 2
qmin

× E [|𝛿 |] ≤ 2
𝑛 × qmin

E
��𝜉 ts

2 (q) − 𝜉
ts
2 (q)

�� = 𝑂 (𝑛−1.5)

E

[
sup

𝜀≤𝛼≤1−𝜀

����𝛿𝑢̃ ����2 × 1Êm

]
≤ 4

q2
min
× E

[
|𝛿 |2

]
= 𝑂 (𝑛−3)

As a consequence,

1
𝑛
× sup
𝜀≤𝛼≤1−𝜀

|𝐽2(𝑟) − 𝐽2(𝑟) | × 1Êm
= 𝑂 (𝑛−2.5).
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Step 3: The difference of 𝐽1 is 𝑂 (𝑛−2)

When 𝐵 ∉ {1, 3}, the Taylor expansion gives

𝐽1(𝑟) − 𝐽1(𝑟) = − 𝑟𝐽′1(𝑟) ×
𝛿

𝑢
+

(
𝑟2𝐽′′1 (𝑟) + 2𝑟𝐽′1(𝑟)

)
× 𝛿

2

𝑢̃2

=:𝐽𝐴1 + 𝐽
𝐵
1

More specifically,

𝐽′1(𝑟) = −𝐶𝐵 × 𝑟 |𝑟 |
𝐵−2 exp

(
−𝐵𝑟2/2

)
,

𝐽′′1 (𝑟) = 𝐶𝐵 × |𝑟 |
𝐵−2 (𝐵𝑟2 − (𝐵 − 1)

)
exp

(
−𝐵𝑟2/2

)
with 𝐶𝐵 := 𝐵𝐵/2

2𝐵/2−1Γ(𝐵/2) . By the same argument as above, we can bound the second term on the

event Êm:

E

[
sup

𝜀≤𝛼≤1−𝜀

��𝑟2𝐽′′1 (𝑟) + 2𝑟𝐽′1(𝑟)
�� × ����𝛿𝑢̃ ����2 × 1Êm

]
= 𝑂 (𝑛−3).

The first term

𝐽𝐴1 := −𝛿 × 𝑟𝐽′1(𝑟)/𝑢

is typically of the same order as 𝛿, namely 𝑂 (𝑛−1.5). However, we observe that

−𝑟𝐽′1(𝑟) ×
𝛿

𝑢
=𝐶𝐵 × |𝑟 |𝐵 exp

(
−𝐵𝑟

2

2

)
× 𝛿
𝑢

=
1
𝑛
× 𝐶𝐵
𝑢
× 𝑔𝐵 (𝑟) ×

(
𝜉 ts

2 (q) − 𝜉
ts
2 (q)

)
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with

𝑔𝐵 (𝑥) = |𝑥 |𝐵 exp
(
−𝐵

2
𝑥2

)
.

Here 𝑔𝐵 (𝑥) is an even function in 𝐶2(R) when 𝐵 ∉ {1, 3}. It is also straightforward to verify that

𝑔𝐵 (𝑥) satisfies the other conditions required by Proposition B.10. In addition, 𝜉 ts
2 (q) − 𝜉

ts
2 (q) is

the difference between a polynomial in moments and its plug-in sample version, with q treated as

fixed. Therefore, by applying Proposition B.10, we obtain����E [
𝑟𝐽′1(𝑟) ×

𝛿

𝑢

] ���� = 𝐶𝐵

𝑛 × 𝑢ts
3,𝛼
×

��E [
𝑔𝐵 (𝑟) ×

(
𝜉 ts

2 (q) − 𝜉
ts
2 (q)

) ] ��
≤ 𝐶𝐵

𝑛2 × 𝑢ts
3,𝛼
× 𝐶[C1, 𝐴̃,𝑀,𝐶[𝑔] ,{E∥X1∥𝑘}𝑘=1,...,𝑙] .

(B.63)

Note that the dependence on C1, 𝐴̃, 𝑀, 𝐶[𝑔] , {E∥X1∥𝑘 }𝑘=1,...,𝑙 can all be regarded as fixed, except

for the monomial 𝑀 , because q varies with 𝛼 and 𝑛, and determines the coefficients of 𝑀 . How-

ever, since q is eventually confined to a known compact set, this constant can still be chosen

uniformly in 𝑛. Together with lim inf𝑛−→∞ 𝑢ts
3,𝛼 ≥ qmin/2, as implied by Lemma B.23, we conclude

that ����E [
𝑟𝐽′1(𝑟) ×

𝛿

𝑢

] ���� =𝑂 (𝑛−2).
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Conclusion

sup
𝜀≤𝛼≤1−𝜀

𝐼3

= sup
𝜀≤𝛼≤1−𝜀

���P𝑛 ( |𝑇 | ≤ 𝑢̂ts
3,𝛼) − P𝑛 ( |𝑇 | ≤ 𝑢

ts
3,𝛼)

���
= sup
𝜀≤𝛼≤1−𝜀

���E [
P𝑛 ( |𝑇 | ≤ 𝑢̂ts

3,𝛼 |X𝑛) − P𝑛 ( |𝑇 | ≤ 𝑢
ts
3,𝛼 |X𝑛)

] ���
≤ sup
𝜀≤𝛼≤1−𝜀

���E [(
P𝑛 ( |𝑇 | ≤ 𝑢̂ts

3,𝛼 |X𝑛) − P𝑛 ( |𝑇 | ≤ 𝑢
ts
3,𝛼 |X𝑛)

)
× 1Ê3∩Êm

] ��� +𝑂 (𝑛−𝜆)
≤ sup
𝜀≤𝛼≤1−𝜀

����E [(
𝐽1(𝑟) − 𝐽1(𝑟) +

1
𝑛
× (𝐽2(𝑟) − 𝐽2(𝑟))

)
× 1Ê3∩Êm

] ���� +𝑂 (𝑛−𝜆) + 𝐶[Ĉ3,𝐵] × 𝑛
−2

The first term satisfies

sup
𝜀≤𝛼≤1−𝜀

����E [(
𝐽1(𝑟) − 𝐽1(𝑟) +

1
𝑛
× (𝐽2(𝑟) − 𝐽2(𝑟))

)
× 1Ê3∩Êm

] ����
= sup
𝜀≤𝛼≤1−𝜀

���E [
(𝐽1(𝑟) − 𝐽1(𝑟)) × 1Ê3∩Êm

] ��� + 1
𝑛
× sup
𝜀≤𝛼≤1−𝜀

���E [
(𝐽2(𝑟) − 𝐽2(𝑟)) × 1Ê3∩Êm

] ���
≤ sup
𝜀≤𝛼≤1−𝜀

���E [
(𝐽1(𝑟) − 𝐽1(𝑟)) × 1Ê3∩Êm

] ��� + 1
𝑛
E

[
sup

𝜀≤𝛼≤1−𝜀

���(𝐽2(𝑟) − 𝐽2(𝑟)) × 1Ê3∩Êm

���]
≤ sup
𝜀≤𝛼≤1−𝜀

���E [
(𝐽1(𝑟) − 𝐽1(𝑟)) × 1Ê3∩Êm

] ��� +𝑂 (𝑛−2.5)

The first term is

sup
𝜀≤𝛼≤1−𝜀

���E [(
𝐽𝐴1 + 𝐽

𝐵
1

)
× 1Ê3∩Êm

] ���
≤ sup
𝜀≤𝛼≤1−𝜀

���E [
𝐽𝐴1 × 1Ê3∩Êm

] ��� + sup
𝜀≤𝛼≤1−𝜀

���E [
𝐽𝐵1 × 1Ê3∩Êm

] ���
≤ sup
𝜀≤𝛼≤1−𝜀

��E [
𝐽𝐴1

] �� +𝑂 (𝑛−𝜆) + E [
sup

𝜀≤𝛼≤1−𝜀

���𝐽𝐵1 × 1Ê3∩Êm

���]
≤ sup
𝜀≤𝛼≤1−𝜀

��E [
𝐽𝐴1

] �� +𝑂 (𝑛−𝜆) +𝑂 (𝑛−3).
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Using (B.63) with some universal 𝐶0, for 𝑛 ≥ 𝑛0 where 𝑛0 is from Lemma B.23 we have

sup
𝜀≤𝛼≤1−𝜀

��E [
𝐽𝐴1

] �� ≤ sup
𝜀≤𝛼≤1−𝜀

𝐶𝐵 × 𝐶0

𝑛2 × 𝑢ts
3,𝛼
≤ 2𝐶𝐵𝐶0

𝑛2 × qmin
= 𝑂 (𝑛−2)

This completes the proof. □
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Appendix C: Proofs of Chapter 4

C.1 Proof of Theorem 4.8

The proof can be seen as the multisample extension of the celebrated reversed martingale’s

proof of U-statistic in [73]. As we mentioned, the multi-index reversed martingale developed in

[44] is quite close to imply Theorem 4.8 as a special case. Here, we shall establish the two neces-

sary arguments: an explicit reversed martingale construction and a multisample Hewitt Savage 0-1

law.

Multi-index reversed martingale

The reversed martingale of multisample U-statistics has already been formulated in [70, 74].

Given i.i.d. sequences {𝜉 (1)
𝑖1
}∞
𝑖1=1, {𝜉 (2)

𝑖2
}∞
𝑖2=1, . . . ,{𝜉 (𝑐)

𝑖𝑐
}∞
𝑖𝑐=1, which are drawn from 𝐹𝑘 separately

and are independent to each other. Let Z(𝑘)
𝑁𝑘

be the order statistic of the first 𝑁𝑘 terms of samples

from 𝐹𝑘 . We use the notation F (𝑘)
𝑁𝑘

for the 𝜎-algebra generated by both Z(𝑘)
𝑁𝑘

and {𝜉 (𝑐)
𝑖𝑐
}∞
𝑖𝑐>𝑁𝑘

. For

a vector N = (𝑁1, 𝑁2, . . . , 𝑁𝑐), define the multi-index filtration:

FN = F (1)
𝑁1
× F (2)

𝑁2
× . . . × F (𝑐)

𝑁𝑐
. (C.1)

Then for N′ ≥ N ≥ m, 𝑈N [ℎm] is a multidimensional reversed martingale as defined in [44], as

long as ℎm ∈ 𝐿1(F𝑐). This is because E[𝑈N [ℎm] |FN′] = 𝑈N′ . According to Theorem 2.1 and 2.2

in [44],

(i) If ℎm ∈ 𝐿1(F𝑐), there is an a.s.-finite random variable𝑈∞ such that𝑈N [ℎm]
𝐿1

−−→ 𝑈∞.

(ii) If ℎm ∈ 𝑂1(F𝑐), there is an a.s.-finite random variable𝑈∞ such that𝑈N [ℎm]
𝑎.𝑠.−−−→ 𝑈∞.
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Multisample Hewitt-Savage 0-1 Law

It remains to justify that the random variable𝑈∞ is a constant, i.e. the mean value

E|ℎm(𝜉 (1); 𝜉 (2); . . . ; 𝜉 (𝑐)) |.

Consider the probability space (Ω,G, P) generated by all 𝑐 sequences of i.i.d. variables, where

G := 𝜎
(
{𝜉 (1)
𝑖1
}∞𝑖1=1, {𝜉

(2)
𝑖2
}∞𝑖2=1, . . . , {𝜉

(𝑐)
𝑖𝑐
}∞𝑖𝑐=1

)
.

We assume the completion of G. Let 𝜏𝑘,𝑛 be an arbitrary permutation of the first 𝑛 terms of the

sequence {𝜉 (𝑘)
𝑖𝑘
}∞
𝑖𝑘=1. The (𝑘, 𝑛)-exchangeable algebra E(𝑘,𝑛) is defined as

E(𝑘,𝑛) := {𝐸 ∈ G|𝜏−1
𝑘,𝑛 (𝐸) ≡ 𝐸 for all permutation 𝜏𝑘,𝑛},

where 𝜏−1
𝑘,𝑛
(𝐸) := {𝜔 ∈ Ω : 𝜏𝑘,𝑛 (𝜔) ∈ 𝐸} and ≡ stands for the equality up to a negligible set. The

𝑘-th exchangeable algebra E𝑘 is then defined as the intersection

E𝑘 =
∞⋂
𝑛=1
E(𝑘,𝑛) .

Different from the classical Hewitt Savage 0-1 law, we cannot say E𝑘 ≡ {∅,Ω} because the Ω is

generated by 𝑐 different i.i.d. sequences. For example, the event 𝐴 = {𝜉 (2)1 > 0} is unaffected

by any permutation of the first sequence {𝜉 (1)
𝑖
}∞
𝑖=1; hence 𝐴 ∈ E(1) . However, P(𝐴) ∉ {0, 1} in

general. Nevertheless, we have the multisample Hewitt-Savage 0-1 law:

Theorem C.1 (Multisample Hewitt-Savage 0-1 Law). Given (Ω,G, P) and E𝑘 defined above, we

have

𝑐⋂
𝑘=1
E𝑘 ≡ {∅,Ω}.
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Proof. The probability space (Ω,G, P) can also be seen as generated by a single sequence of i.i.d.

random vectors 𝜉𝑖 = (𝜉 (1)𝑖 , 𝜉
(2)
𝑖
, . . . , 𝜉

(𝑐)
𝑖
) whose elements are independent. Let 𝜏𝑛 be an arbitrary

permutation of the first 𝑛 terms of the vector sequence and Ẽ𝑛 be the collection of invariant sets

under 𝜏𝑛. Hence the exchangeable algebra is Ẽ = ∩∞
𝑛=1Ẽ𝑛 and, according to the classical Hewitt-

Savage 0-1 law, Ẽ ≡ {∅,Ω}. As a consequence,

𝑐⋂
𝑘=1
E𝑘 =

𝑐⋂
𝑘=1

∞⋂
𝑛=1
E(𝑘,𝑛) =

∞⋂
𝑛=1

𝑐⋂
𝑘=1
E(𝑘,𝑛) ⊂

∞⋂
𝑛=1
Ẽ𝑛 = Ẽ ≡ {∅,Ω}. (C.2)

The notation ⊂ is explained by that the permutation of 𝜏𝑘,𝑛 with 𝑘 = 1, 2, . . . , 𝑐 allows all ex-

changes among the array elements with index N ≤ (𝑛, 𝑛, . . . , 𝑛); in contrast, the 𝜏𝑛 conserves the

indices across 𝑘 = 1, 2, . . . , 𝑐. For example, when 𝑐 = 𝑛 = 2, we have

𝜏𝑛 = {(𝑥1, 𝑥2, 𝑦1, 𝑦2), (𝑥2, 𝑥1, 𝑦2, 𝑦1)}

while different combinations of 𝜏1,𝑛 and 𝜏2,𝑛 yield all possible permutations:

{(𝑥1, 𝑥2, 𝑦1, 𝑦2), (𝑥2, 𝑥1, 𝑦1, 𝑦2), (𝑥1, 𝑥2, 𝑦2, 𝑦1), (𝑥2, 𝑥1, 𝑦2, 𝑦1)}.

Therefore, the invariant events under permutation 𝜏𝑛 is a larger collection so that
⋂𝑐
𝑘=1 E(𝑘,𝑛) ⊂

Ẽ𝑛. □

It is proved in [44] that the limit variable𝑈∞ is measurable in F∞ :=
⋂

N FN where FN is defined

in (C.1). Since𝑈N is the invariant with any permutations among N′ ≤ N, we have FN ⊂ E(𝑘,N) for

all 𝑘 . Therefore, F∞ ⊂
⋂𝑐
𝑘=1 E𝑘 ≡ {∅,Ω} and 𝑈∞ must be a constant. Considering the martingale

property when N = m,𝑈∞ = E[𝑈m] = E|ℎm(𝜉 (1); 𝜉 (2); . . . ; 𝜉 (𝑐)) |.

Extension to V-statistic Convergence

Under the 𝐿1(F𝑐) assumption, it is trivial that the same convergence applies to the V-statistics.
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C.2 Proof of Theorem 4.13

In Appendix C.2, we focus on the very special case 𝑐 = 2 and 𝑚1 = 𝑚2 = 1 with the joint

distribution 𝐹 × 𝐺. The general case for a multisample U/V-statistic is implied similarly.

Multisample ULLN

(1) Consider a function family {ℎ(𝜃; 𝑥, 𝑦)}𝜃∈Θ that satisfies Assumption 4.12 where the dominat-

ing function 𝐻 is in 𝐿1. For given 𝜃0 ∈ Θ and 𝑟 > 0, we define a random variable as a function

of (𝑋,𝑌 ) drawn from the distribution 𝐹 × 𝐺:

𝑏
𝜃0
𝑟 (𝑋,𝑌 ) = sup

𝜃∈𝐵(𝜃0;𝑟)
|ℎ(𝜃; 𝑋,𝑌 ) − ℎ(𝜃0; 𝑋,𝑌 ) |,

where 𝐵(𝜃0; 𝑟) := {𝜃 ∈ Θ|𝜌(𝜃0; 𝜃) < 𝑟} is the open ball on the metric space (Θ; 𝜌). It is trivial

that

���𝑏𝜃0
𝑟 (𝑋,𝑌 )

��� ≤ sup
𝜃∈𝐵(𝜃0;𝑟)

|ℎ(𝜃; 𝑋,𝑌 ) | + ℎ(𝜃0; 𝑋,𝑌 ) ≤ 2𝐻 (𝑋,𝑌 ) ∈ 𝐿1(𝐹 × 𝐺).

For all (𝑥, 𝑦), lim𝑟→0 𝑏
𝜃0
𝑟 (𝑥, 𝑦) = 0 due to the continuity assumption. Hence

lim
𝑟→0

E𝐹×𝐺
[
𝑏
𝜃0
𝑟 (𝑋,𝑌 )

]
= 0

as a consequence of the dominating convergence theorem.
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(2) First we try to establish a uniform convergence result on a small open ball 𝐵(𝜃0; 𝑟).

sup
𝜃∈𝐵(𝜃0;𝑟 )

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗) − 𝜇(𝜃)

������
≤ sup
𝜃∈𝐵(𝜃0;𝑟 )

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

(
ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗) − ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗)

) ������ +
������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃0)

������
+ sup
𝜃∈𝐵(𝜃0;𝑟 )

|𝜇(𝜃) − 𝜇(𝜃0) |

≤
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

sup
𝜃∈𝐵(𝜃0;𝑟 )

��ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗) − ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
��

𝑁1𝑁2
+

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃0)

������
+ sup
𝜃∈𝐵(𝜃0;𝑟 )

|𝜇(𝜃) − 𝜇(𝜃0) |

=

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

𝑏
𝜃0
𝑟 (𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

+

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃0)

������ + sup
𝜃∈𝐵(𝜃0;𝑟 )

��Eℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗) − Eℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
��

≤
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

𝑏
𝜃0
𝑟 (𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

+

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃0)

������ + E
[

sup
𝜃∈𝐵(𝜃0;𝑟 )

��ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗) − ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
��]

≤
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

𝑏
𝜃0
𝑟 (𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

+ E
[
𝑏
𝜃0
𝑟 (𝑋,𝑌 )

]
+

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃0)

������.
For any given 𝜃0 and 𝜀 > 0, there exists 𝑟𝜀 > 0 such that E

[
𝑏
𝜃0
𝑟𝜀 (𝑋,𝑌 )

]
< 𝜀

4 .

(2.1) When the dominating function 𝐻 (𝑥, 𝑦) ∈ 𝐿1(𝐹 × 𝐺), both 𝑏𝜃0
𝑟𝜀 (𝑥, 𝑦) ∈ 𝐿1(𝐹 × 𝐺) and

ℎ(𝜃0; 𝑥, 𝑦) ∈ 𝐿1(𝐹 × 𝐺) too. Implied by the multisample WLLN, for any 𝛿 > 0

lim
𝑁1∧𝑁2→∞

P ©­«
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

𝑏
𝜃0
𝑟 (𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

>
𝜀

4
+ 𝛿ª®¬ = 0

and

lim
𝑁1∧𝑁2→∞

P ©­«
������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

− 𝜇(𝜃0)

������ > 𝛿ª®¬ = 0.
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Given the inherent arbitrariness, we set 𝛿 = 𝜀
4 . Therefore,

lim
𝑁1∧𝑁2→∞

P ©­« sup
𝜃∈𝐵(𝜃0;𝑟)

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 ) − 𝜇(𝜃)

������ ≥ 𝜀ª®¬ = 0. (C.3)

(2.2) When the dominating function 𝐻 (𝑥, 𝑦) is 𝑂1(F2) where F2 = 𝐹 ×𝐺, both 𝑏𝜃0
𝑟𝜀 (𝑥, 𝑦) and

ℎ(𝜃0; 𝑥, 𝑦) are 𝑂1 too. Implied by the multisample SLLN,������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃0; 𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

− 𝜇(𝜃0)

������ 𝑎.𝑠.−−−→ 0 and
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

𝑏
𝜃0
𝑟 (𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

𝑎.𝑠−−→ E
[
𝑏
𝜃0
𝑟 (𝑋,𝑌 )

]
<
𝜀

4
.

Let N = (𝑁1, 𝑁2). Due to the a.s.-convergence, w.p.1 there exists N′ = (𝑁′1, 𝑁
′
2) such

that

sup
N>N′

sup
𝜃∈𝐵(𝜃0;𝑟)

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 ) − 𝜇(𝜃)

������ < 𝜀

2
. (C.4)

(3) Given 𝜀 > 0, {𝐵(𝜃; 𝑟𝜀)}𝜃∈Θ is an open cover of the compact metric space (Θ; 𝜌). Hence there

exists a finite subcover {𝐵(𝜃𝑘 , 𝑟 𝑘𝜀 )}𝑘=1,...,𝐾 .

(3.1) Under the 𝐿1 dominating function assumption, we have the convergence in probability,

i.e. Eq. (𝐶.3), for each 𝐵𝑘 := 𝐵(𝜃𝑘 , 𝑟 𝑘𝜀 ). For each 𝑘 = 1, ..., 𝐾 and any 𝛿 > 0, there

exists 𝑀𝑘 such that

sup
𝑁1∧𝑁2>𝑀𝑘

P ©­« sup
𝜃∈𝐵𝑘

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 ) − 𝜇(𝜃)

������ ≥ 𝜀ª®¬ < 𝛿

𝐾
.

The probability when taking supremum over Θ can be bounded by the union bound:

P ©­«sup
𝜃∈Θ

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃)

������ ≥ 𝜀ª®¬ ≤
𝐾∑︁
𝑘=1

P ©­« sup
𝜃∈𝐵𝑘

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖 , 𝑌 𝑗)
𝑁1𝑁2

− 𝜇(𝜃)

������ ≥ 𝜀ª®¬ .
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Let 𝑀∗ = max𝐾
𝑘=1 𝑀𝑘 . When 𝑁1 ∧ 𝑁2 > 𝑀

∗,

sup
𝑁1∧𝑁2>𝑀∗

P ©­«sup
𝜃∈Θ

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

− 𝜇(𝜃)

������ ≥ 𝜀ª®¬
≤

𝐾∑︁
𝑘=1

sup
𝑁1∧𝑁2>𝑀∗

P ©­« sup
𝜃∈𝐵𝑘

������ 𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 )
𝑁1𝑁2

− 𝜇(𝜃)

������ ≥ 𝜀ª®¬ <
𝐾∑︁
𝑘=1

𝛿

𝐾
= 𝛿.

Hence the parameterized two-dimensional array

𝑆(𝜃; 𝑁1, 𝑁2) =
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 )/𝑁1𝑁2

converge in measure to the mean function 𝜇(𝜃) uniformly over Θ.

(3.2) Assume the dominating function is 𝑂1(F2). For each 𝑘 , there exists N′
𝑘
= (𝑁 (𝑘)1 , 𝑁

(𝑘)
2 )

such that

sup
N>N′

𝑘

sup
𝜃∈𝐵𝑘

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 ) − 𝜇(𝜃)

������ < 𝜀

2
.

Taking 𝑁∗1 = max𝐾
𝑘=1 𝑁

(𝑘)
1 and 𝑁∗2 = max𝐾

𝑘=1 𝑁
(𝑘)
2 for each 𝜔 ∈ Ω, w.p.1. there is N∗

such that

sup
N>N∗

sup
𝜃∈Θ

������ 1
𝑁1𝑁2

𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 ) − 𝜇(𝜃)

������ < 𝜀

2
.

Therefore, the parameterized two-dimensional array

𝑆(𝜃; 𝑁1, 𝑁2) =
𝑁1∑︁
𝑖=1

𝑁2∑︁
𝑗=1

ℎ(𝜃; 𝑋𝑖, 𝑌 𝑗 )/𝑁1𝑁2

converges uniformly over Θ into an 𝜀-neighborhood around the mean function 𝜇(𝜃)

w.p.1. Due to the arbitrariness of 𝜀, the a.s.-convergence holds.
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(4) The extension of both in-measure convergence and a.s.-convergence to the case 𝑐 ≥ 2 and

𝑚𝑖 ≡ 1 is similar with only notation differences.

The ULLN for a multisample U/V-statistic

(5) Consider a function family {ℎ(𝜃; 𝑥, 𝑦)}𝜃∈Θ that satisfies Assumption 4.12. For given 𝜃0 ∈ Θ

and 𝑟 > 0, we define a random variable as a function of (𝑋1, 𝑋2, 𝑌1, 𝑌2) drawn from the distribu-

tion 𝐹×𝐹×𝐺×𝐺: 𝑏𝜃0
𝑟 (𝑋1, 𝑋2, 𝑌1, 𝑌2) = sup𝜃∈𝐵(𝜃0;𝑟) |ℎ(𝜃; 𝑋1, 𝑋2, 𝑌1, 𝑌2) − ℎ(𝜃0; 𝑋1, 𝑋2, 𝑌1, 𝑌2) |,

where 𝐵(𝜃0; 𝑟) := {𝜃 ∈ Θ|𝜌(𝜃0; 𝜃) < 𝑟} is the open ball. Then

𝑏
𝜃0
𝑟 (𝑋1, 𝑋2, 𝑌1, 𝑌2) ≤ sup

𝜃∈𝐵(𝜃0;𝑟)
|ℎ(𝜃; 𝑋1, 𝑋2, 𝑌1, 𝑌2) | + ℎ(𝜃0; 𝑋1, 𝑋2, 𝑌1, 𝑌2)

≤2𝐻 (𝑋1, 𝑋2, 𝑌1, 𝑌2) ∈ 𝐿1(𝐹 × 𝐹 × 𝐺 × 𝐺).

Given (𝑥1, 𝑥2, 𝑦1, 𝑦2), lim𝑟→0 𝑏
𝜃0
𝑟 (𝑥1, 𝑥2, 𝑦1, 𝑦2) = 0 by the continuity assumption. It is implied

by the dominated convergence theorem that lim𝑟→0 EF2

[
𝑏
𝜃0
𝑟 (𝑋1, 𝑋2, 𝑌1, 𝑌2)

]
= 0.

(6) First we establish a uniform convergence on a small open ball 𝐵(𝜃0; 𝑟). Similar to Appendix

C.2 (2),

sup
𝜃∈𝐵(𝜃0;𝑟 )

��𝑈N [ℎ (2,2) (𝜃)] − 𝜇ℎ (𝜃)
�� ≤ 𝑁1∑︁

𝑖=1

𝑁1∑︁
𝑗=1

𝑁2∑︁
𝑘=1

𝑁2∑︁
𝑠=1

𝑏
𝜃0
𝑟 (𝑋𝑖 , 𝑋 𝑗 , 𝑌𝑘 , 𝑌𝑠)

𝑁1𝑁2(𝑁1 − 1) (𝑁2 − 1) × 1{𝑖≠ 𝑗 and 𝑘≠𝑠}

+E
[
𝑏
𝜃0
𝑟 (𝑋1, 𝑋2, 𝑌1, 𝑌2)

]
+

������ 𝑁1∑︁
𝑖=1

𝑁1∑︁
𝑗=1

𝑁2∑︁
𝑘=1

𝑁2∑︁
𝑠=1

ℎ(𝜃0; 𝑋𝑖 , 𝑋 𝑗 , 𝑌𝑘 , 𝑌𝑠) × 1{𝑖≠ 𝑗 and 𝑘≠𝑠}

𝑁1𝑁2(𝑁1 − 1) (𝑁2 − 1) − 𝜇(𝜃0)

������.
Assume 𝑟 is small enough so that E

[
𝑏
𝜃0
𝑟 (𝑋1, 𝑋2, 𝑌1, 𝑌2)

]
< 𝜀. Under Assumption 4.12, the

probability of the event {RHS < 3𝜀} converge to 0 as N −→ ∞; because 𝑏𝜃0
𝑟 < 𝐻(2,2) ∈

𝐿1(F2) implies the WLLN for a multisample U-statistic. Under Assumption 4.12, the RHS

converge below 3𝜀 almost surely due to the SLLN for a generalized U-statistic. It further

implies𝑈N [ℎ(2,2) (𝜃)]
𝑎.𝑠.−−−→ 𝜇ℎ (𝜃) because of the arbitrariness of 𝜀.

(7) The same proof applies to a generalized V-statistic with stronger conditions of O1(F𝑐).
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C.3 Proof of Corollary 4.15

Proof. Define 𝑔(𝜃; ·) := ℎ(𝜃; ·) − 𝜇(𝜃). Then

𝑆
(1)
N [ℎ(𝜃)] =

1
𝑁1

𝑁1∑︁
𝑖1=1

(
𝑐∏
𝑘=2

1
𝑁𝑘

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

ℎ(𝜃; 𝜉 (1)
𝑖1

; ...; 𝜉 (𝑐)
𝑖𝑐
) − 𝜇(𝜃) − (𝜇N(𝜃) − 𝜇(𝜃))

)2

=
1
𝑁1

𝑁1∑︁
𝑖1=1

(
𝑐∏
𝑘=2

1
𝑁𝑘

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

𝑔(𝜃; 𝜉 (1)
𝑖1

; ...; 𝜉 (𝑐)
𝑖𝑐
)
)2

− (𝜇N(𝜃) − 𝜇(𝜃))2

=
1
𝑁1

𝑐∏
𝑘=2

1
𝑁2
𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

𝑁2∑︁
𝑗2=1

...

𝑁𝑐∑︁
𝑗𝑐=1

𝑔(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
)𝑔(𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)

𝑗2
; ...; 𝜉 (𝑐)

𝑗𝑐
)

− (𝜇N(𝜃) − 𝜇(𝜃))2

The first term can be seen as a V-process with kernel function

𝑓m(𝜃; 𝑥 (1); 𝑥 (2)1 , 𝑥
(2)
2 ; 𝑥 (3)1 , 𝑥

(3)
2 ; ...; 𝑥 (𝑐)1 , 𝑥

(𝑐)
2 ) := 𝑔(𝜃; 𝑥 (1); 𝑥 (2)1 ; ...; 𝑥 (𝑐)1 )𝑔(𝜃; 𝑥 (1); 𝑥 (2)2 ; ...; 𝑥 (𝑐)2 )

with m = (1, 2, 2, ..., 2). The Cauchy–Schwarz inequality implies

E|𝑔(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
)𝑔(𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)

𝑗2
; ...; 𝜉 (𝑐)

𝑗𝑐
) |

≤E|𝑔(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
) |2 ≤ 4 × E|𝐻 (𝜉 (1)

𝑖1
; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
) |2 < ∞.

Same inequality holds with arbitrary variable repetition when 𝑖𝑘 = 𝑗𝑘 for a few 𝑘 ∈ {2, 3, ..., 𝑐}.

Denote 𝜈(𝜃) := E[𝑔(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
)𝑔(𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)

𝑗2
; ...; 𝜉 (𝑐)

𝑗𝑐
)]. Then

sup
𝜃∈Θ

������ 1
𝑁1

𝑐∏
𝑘=2

1
𝑁2
𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

𝑁2∑︁
𝑗2=1

...

𝑁𝑐∑︁
𝑗𝑐=1

𝑓m(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2
, 𝜉
(2)
𝑗2

; ...; 𝜉 (𝑐)
𝑖𝑐
, 𝜉
(𝑐)
𝑗𝑐
) − 𝜈(𝜃)

������ P−→ 0, (C.5)
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despite that 𝑓m may not be a symmetric kernel. In fact, Theorem 4.13 holds without the symmetry

assumption. According to the tower rule,

𝜈(𝜃) =E[E[𝑔(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
)𝑔(𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)

𝑗2
; ...; 𝜉 (𝑐)

𝑗𝑐
) |𝜉 (1)

𝑖1
]]

=E[
(
E[𝑔(𝜃; 𝜉 (1)

𝑖1
; 𝜉 (2)
𝑖2

; ...; 𝜉 (𝑐)
𝑖𝑐
) |𝜉 (1)

𝑖1
]
)2
] = Var(E[ℎ(𝜃; 𝜉 (1); 𝜉 (2); ...; 𝜉 (𝑐)) |𝜉 (1)]) = 𝑠1 [ℎ(𝜃)] .

Consequently,

sup
𝜃∈Θ
|𝑆(1)N [ℎ(𝜃)] − 𝑠1 [ℎ(𝜃)] | ≤ sup

𝜃∈Θ
|𝜇N(𝜃) − 𝜇(𝜃) |2

+ sup
𝜃∈Θ

������ 1
𝑁1

𝑐∏
𝑘=2

1
𝑁2
𝑘

𝑁1∑︁
𝑖1=1

𝑁2∑︁
𝑖2=1

...

𝑁𝑐∑︁
𝑖𝑐=1

𝑁2∑︁
𝑗2=1

...

𝑁𝑐∑︁
𝑗𝑐=1

𝑓m(𝜃; 𝜉 (1)
𝑖1

; 𝜉 (2)
𝑖2
, 𝜉
(2)
𝑗2

; ...; 𝜉 (𝑐)
𝑖𝑐
, 𝜉
(𝑐)
𝑗𝑐
) − 𝑠1 [ℎ(𝜃)]

������,
where the first term converges to 0 almost surely and the second term converge to 0 in probability.

Hence sup𝜃∈Θ |𝑆
(1)
N [ℎm(𝜃)] − 𝑠1(𝜃) |

P−→ 0. The proof for a.s.-convergence is similar, where the

stronger assumption |𝐻m |2 ∈ 𝑂 (F𝑐) implies a.s.-convergence in (C.5). □
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