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Abstract

Forecasting Tasks from Electronic Health Record Data:

Model Selection, Interpretability, and Scalability

Mert Ketenci

Predicting patient risk is a complex task with numerous factors to consider, such as demographic

characteristics, lifestyle choices, and longitudinal medical history. The widespread use of

electronic health record (EHR) data offers clinicians access to these factors, which can be

analyzed to assess patient risk effectively. Leveraging EHR data, clinicians can make

evidence-based decisions, proactively identify patients at elevated risk, and personalize treatment

strategies by drawing on both individual trajectories and insights from similar cases. Despite its

potential value, the use of large-scale EHR data for patient risk prediction is a complex and

time-demanding task in practice. This makes machine learning essential, as it can efficiently

process and analyze large-scale datasets to uncover patterns and correlations that may not be

immediately apparent to human experts.

The development and deployment of machine learning systems in healthcare is not a trivial task.

It requires coordinated efforts from multidisciplinary teams (e.g., clinicians, data engineers, and

machine learning scientists) and involves numerous stages, including problem specification,

phenotype definition, regulatory approval and data access, data acquisition and preprocessing,

model construction, and evaluation. Challenges encountered at any of these stages can pose

significant bottlenecks, hindering the practical implementation of machine learning in clinical



settings.

In this thesis, we focus on the modeling-related challenges within this broader pipeline. We

identify three aspects of model development that, if addressed, could improve the adoption of

machine learning systems in clinical practice: (I) model selection, (II) model interpretability, and

(III) model scalability.

This thesis unfolds in four parts, each addressing a key challenge at the intersection of machine

learning methodology and clinical deployment. We begin by demonstrating that recent

state-of-the-art survival analysis models are highly sensitive to hyperparameter choices and may

suffer from instability during training, making model selection difficult for practitioners. To

address this, we introduce a novel, hyperparameter-efficient, and performant survival analysis

approach. Next, recognizing the importance of interpretability (i.e. the ability to attribute model

outputs to specific input features) in clinical machine learning, we develop an additive hazard

model –designed to provide clinically meaningful explanations across population, subgroup, and

individual levels. Moving forward, we introduce a probabilistic framework that casts feature

attributions as probability distributions, which allows us to quantify attributional uncertainty and

showcase its practical benefit for interpretability. Finally, we introduce a scalable inference and

learning algorithm for Gaussian processes (GP). Building on ideas from Bayesian coresets, our

method reduces the parameter cost of stochastic GP learning from quadratic to linear, while

achieving state-of-the-art results on root-mean-square error (RMSE) and posterior predictive

likelihood (PPLL) metrics. Taken together, these contributions represent incremental yet

important steps toward bridging methodological advances with practical deployments of machine

learning systems in clinical settings.
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Chapter 1: Introduction and Background

1.1 Background

The widespread adoption of electronic health records (EHRs) enabled large-scale, longitudinal

data collection in clinical care settings (Evans, 2016; Jia et al., 2020). This opened new oppor-

tunities for developing machine learning systems that can support clinical decision-making by

predicting patient risk, based on rich observational data (Alowais et al., 2023).

A growing body of research explored predictive modeling using EHRs, with applications rang-

ing from early disease detection, readmission risk prediction, disease staging, and treatment out-

come forecasting.

Examples include early detection of sepsis from irregularly sampled EHR data using multi-

task Gaussian Process (GP) and recurrent neural networks (RNNs), demonstrating the potential of

combining temporal modeling and uncertainty quanti�cation for real-time clinical risk prediction

(Futoma, Hariharan, and Heller, 2017), interpretable and accurate prediction of 30-day readmis-

sion risk from pneumonia using generalized additive models (GAMs), highlighting the importance

of intelligibility in clinical settings (Caruana et al., 2015), disease staging using hidden Markov

models (HMMs) (Severson et al., 2020), capturing both shared and patient-speci�c patterns of

disease progression from longitudinal clinical data, and treatment outcome forecasting usingGP

and point processes (H�zl� et al., 2023), emphasizing the importance of approaches that handle

irregularly sampled time series data.

Despite the extensive research on machine learning in healthcare, translating these advances

into real-world clinical practice remains challenging. Numerous studies and surveys indicate that

the adoption of machine learning in everyday patient care has been slow and limited, with many

prototypes never making it past the research stage (Ben-Israel et al., 2020; A. A. Verma et al.,
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2021; Pou-Prom et al., 2022).

As an example, a 2020 study found that the U.S. Food and Drug Administration (FDA) ap-

proved only 64 machine learning-based medical software/devices in total, until 2019 —a small

number compared to the thousands of algorithms described in the literature (Benjamens, Dhun-

noo, and Meskó, 2020).

Developing and implementing machine learning tools for healthcare presents several key chal-

lenges, including, but not limited to, dif�culties with data maintenance, ensuring security and

privacy, adapting machine learning models to clinical needs, integrating them into existing work-

�ows, and conducting proper evaluation. (A. A. Verma et al., 2021).

This thesis centers on modeling-speci�c challenges. In particular, we focus on three key areas

that, if addressed, could improve machine learning systems' adoption in healthcare applications:

(I) challenges in model selection, (II) challenges in model interpretability, and (III) challenges in

model scaling.

Our goal is to address these broader challenges by proposing solutions grounded in speci�c

classes of machine learning models.

1.2 Challenges in Model Selection

Model selection refers to the process of identifying the optimal model given a model class

< ¢ 2 M , where each candidate model< 2 M is characterized by a set of tunable hyperparam-

eters� < . This process involves searching over the model spaceM to �nd the hyperparameter

con�guration that maximizes a task-speci�c performance metric, as determined by the problem

setting and model class. In modern machine learning, especially in healthcare applications, ad-

vanced architectures often come with numerous interdependent hyperparameters (Hu et al., 2021),

substantially increasing the complexity and burden of selection and tuning for practitioners.

In healthcare contexts, well-designed hyperparameter optimization can yield substantial per-

formance gains, up to 20% improvement in certain predictive tasks (González-Castro et al., 2024).

However, many published studies lack suf�cient methodological transparency, preventing inde-
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pendent replication and impeding clinical translation—issues that become particularly acute when

jMj is large (Wójcik et al., 2025; Hertel, Baldi, and Gillen, 2022).

An additional—and often underappreciated—challenge is metric selection ambiguity in hyper-

parameter optimization. Optimizing for a single performance metric can inadvertently degrade

performance on other relevant metrics (Karl et al., 2023; Morales-Hernández, Van Nieuwenhuyse,

and Rojas Gonzalez, 2023). For example, tuning for maximum AUC may reduce calibration,

worsen speci�city, or increase disparities between patient subgroups. In healthcare, this is particu-

larly critical, as over-optimizing for a single endpoint can have harmful downstream consequences

for patient safety.

As Ellis, Sander, and Limon, 2022 highlight,hyperparameter tuning constitutes one of the

twelve major barriers to deploying machine learning in healthcare. Poorly documented or ad-hoc

tuning procedures add uncertainty to model outputs, potentially leading to brittle decision-support

tools (Hertel, Baldi, and Gillen, 2022; Probst, Boulesteix, and Bischl, 2019).

Therefore, it is important to design hyperparameter-ef�cient machine learning systems that

can achieve the performance of meticulously tuned, state-of-the-art models. By reducing con�g-

uration complexity while preserving high predictive accuracy, such systems can greatly improve

their feasibility and usefulness in clinical practice.

1.3 Challenges in Model Interpretability

A central challenge in the adoption of machine learning systems in healthcare is interpretability

(Shortliffe and Sepúlveda, 2018) —the characteristic of a machine learning system that allows a

practitioner to understand and trace how the model arrives at the prediction it provides (Amann

et al., 2020).

Many machine learning models operate asblack-boxes, making it hard for clinicians to under-

stand why a model made a given prediction. This lack of transparency has contributed to docu-

mented failures. Examples include racial biases in risk assessment algorithms that assign lower

care needs to Black patients relative to White patients with similar clinical pro�les (Obermeyer
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et al., 2019), and pneumonia readmission models that mistakenly classify asthma patients as low-

risk due to the effects of aggressive treatment, despite their elevated actual risk (Caruana et al.,

2015). Therefore, clinicians and regulators are understandably reluctant to rely on algorithms for

high-stakes decisions without insight into how a model generates its predictions (Shortliffe and

Sepúlveda, 2018).

Interpretability is frequently cited as crucial for clinical acceptance.For example, Amann et

al., 2020 emphasized that providing explanations for a machine learning system (i.r., interpretabil-

ity) is essential to earn physicians' trust and facilitate adoption. In particular, clinicians expect

algorithms to quantify input1 importance (i.e., feature attribution) in a manner that re�ects the

strength of association with outcomes, consistent with evidence-based medical standards (Tonek-

aboni et al., 2019). Without interpretability, even high-performing models may be viewed as too

risky or unpredictable for clinical use.

We investigate the challenges concerning model interpretability in two folds: (I)limitations of

point-estimate interpretability, and (II) limitations in multi-scale interpretability methods.

1.3.1 Limitations of Point-Estimate Interpretability

Most well-known interpretability methods, such as Local Interpretable Model-agnostic Expla-

nations (LIME) and Shapley Additive exPlanations (SHAP) (Ribeiro, Singh, and Guestrin, 2016;

S. M. Lundberg and S.-I. Lee, 2017), offer feature attributions for a single summary statistic (typ-

ically, the mean response value), parameterized by a machine learning model of interest, i.e.,

H = 5¹x º : X ! Y . We call these attribution approachespoint-estimate interpretabilityap-

proaches as they rely on a single point estimate.

Dusenberry et al., 2020, however, showed that simply relying on such summary statistics for

clinical decision making can be misleading, and it is important to use the full conditional distribu-

tional information over the response variableH—i.e., H � P¹Hj x º, rather than simple summary

statistics.
1Throughout this thesis, the terms input, covariate, and feature are used interchangeably.
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Taking both model and data uncertainty into account, they minimize a Bayes cost function for

decision making, a strategy also employed by Kuśmierczyk, Sakaya, and Klami, 2020:

H¢ = 3¢ ¹x º such that 3¢ = inf
32D

¹
2>BC¹H– 3¹x ººP¹Hj x ºP¹x º dHdx – (1.1)

where3¢ : X ! Y denotes the optimum decision function that minimizes the2>BC: Y �Y !

C, H¢ = 3¢ ¹x º is the optimum decision given an observationx , andD , in this setting, refers to the

set of all possible decision functions.

For example, for high-stakes decision-making scenarios such as in healthcare, where the2>BC

of false negatives is high (Dusenberry et al., 2020; Newman-Toker et al., 2024), we are often inter-

ested in risk-averseH¢ = 3¢ ¹x º values —instead of the mean response— and feature attributions

that help clinicians interpret them.

This highlights the importance of going beyond a single deterministic feature attribution and

taking the full distributional information into account.

1.3.2 Limitations in Multi-Scale Interpretability Methods

The desired granularity of interpretability in clinical risk models can be categorized into three

complementary levels, each offering unique insights and clinical utility (Ahmad, Eckert, and Tere-

desai, 2018):

1. Population-level interpretabilitydescribes how covariates in�uence outcomes across an en-

tire cohort, revealing global risk trends and drivers of clinical outcomes. This broad perspec-

tive supports high-level understanding and generalizable model trust (e.g., identifying which

biomarkers consistently elevate risk across patients) (Stiglic et al., 2020).

2. Subgroup-level interpretabilitydelves into latent patient clusters—groups with similar pro-

gression patterns or response pro�les—facilitating tailored interventions. Recent frame-

works leverage interpretable subgroup phenotypes, such as rule sets that illuminate where

models underperform or align with population heterogeneity (Subbaswamy, Sahiner, et al.,

2024).
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3. Individual-level interpretability, also known as local interpretability, facilitates patient-speci�c

explanations, detailing how distinct covariates contribute to an individual's risk trajectory

over time. Techniques like SHAP, LIME, and analogous instance-based methods provide

granular, personalized insight (El-Geneedy et al., 2025).

Achieving interpretability across all three levels is vital for clinical relevance—enabling model

understanding at the population, subgroup, and individual strata. Yet, comprehensive methods that

seamlessly integrate global, subgroup, and local explanations remain underexplored.

This gap highlights an opportunity for developing uni�ed frameworks capable of spanning

interpretability across scales.

1.4 Challenges Related to Model Scalability

Modern healthcare generates massive and fast-streaming data (e.g. high-resolution medical

images, millions of EHR records, continuous sensor readings), which many machine learning al-

gorithms struggle to handle (Fang et al., 2016; K. Feldman et al., 2017).

GP models, a collection of random variables, any �nite subset of which follows a multivari-

ate Gaussian distribution, epitomize the scalability challenge (Rasmussen, C. K. Williams, et al.,

2006).

GPs are important in healthcare data modeling because they are �exible Bayesian models that

naturally provide uncertainty estimates and can handle irregular, noisy time series —an important

property of clinical data (Bhave and A. Perotte, 2021). Use ofGPs in healthcare includes, but is

not limited to, inferring interpretable relationships among clinical covariates (Cheng et al., 2020),

early detection of sepsis in intensive care unit (ICU) patients (Futoma, Hariharan, and Heller,

2017), and treatment outcome prediction (H�zl� et al., 2023).

While Gaussian Processes offer strong clinical utility as Bayesian non-parametric models, their

learning and inference procedures scale cubically with the dataset size,O
�
# 3�

. Stochastic Varia-

tional Gaussian Processes (SVGP) address this computational bottleneck; however, the reduction in

computational complexity comes at the expense of higher space requirements, introducingO
�
" 2�
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additional parameters, where" refers to inducing points —a smaller" ŸŸ # set of learnable

points that are assumed to induce the data generating process.

Therefore, scalingGPs to large datasets in a memory-ef�cient manner is crucial for their

applicability to large-scale healthcare data.

1.5 Overview of the Thesis

The rest of this thesis is structured as follows: We �rst explore methods that lower the hyperpa-

rameter tuning burden on practitioners for clinical risk prediction (Chapter 2). Moving forward, we

explore intelligible methods that deliver interpretability over different levels (Chapter 3). Further,

we explore approaches that go beyond point estimate interpretability and offer a distribution over

feature attributions (Chapter 4). Finally, we explore methods to reduce the parameter complexity

of stochasticGP learning and inference (Chapter 5).

We begin by introducing survival analysis —a widely-used technique for analyzing time-to-

event data in the presence of censoring. In recent years, numerous survival analysis methods

have emerged which scale to large datasets and relax traditional assumptions such as proportional

hazards (D. R. Cox, 1972). These models, while being performant, are very sensitive to model

hyperparameters including: (1) number of bins and bin size for discrete models (C. Lee, Zame,

J. Yoon, et al., 2018) and (2) number of cluster assignments for mixture-based models (Nagpal,

X. Li, and Dubrawski, 2021). Each of these choices requires extensive tuning by practitioners to

achieve optimal performance. In addition, we demonstrate in empirical studies that: (1) optimal

bin size may drastically differ based on the metric of interest (e.g., concordance vs brier score),

and (2) mixture models may suffer from mode collapse and numerical instability.In Chapter 2,

we propose a survival analysis approach, Deep Hazard Analysis (DHA)2, which eliminates the

need to tune hyperparameters such as mixture assignments and bin sizes, reducing the burden on

practitioners. We show that the proposed approach matches or outperforms baselines on several

real-world datasets.
2Code is publicly available at https://github.com/ketencimert/deep-hazard-analysis.
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In Chapter 3, we present Additive Deep Hazard Analysis Mixtures (ADHAM)3, an inter-

pretable extension of DHA. ADHAM assumes a conditional latent structure that de�nes subgroups,

each characterized by a combination of covariate-speci�c hazard functions. To select the number

of subgroups, we introduce a post-training re�nement approach that reduces the number of latent

subgroups by merging similar groups. We perform comprehensive studies to demonstrate AD-

HAM's interpretability at the population, subgroup, and individual levels. Extensive experiments

on real-world datasets show that ADHAM provides novel insights into the association between

exposures and outcomes. Further, ADHAM remains on par with existing state-of-the-art survival

baselines in terms of predictive performance, offering a scalable and interpretable approach to

time-to-event prediction in healthcare.

In Chapter 4, we propose probabilistic Shapley inference (PSI)4, a novel probabilistic frame-

work to model and infer suf�cient statistics of feature attributions in �exible predictive models,

via latent random variables whose mean recovers Shapley values. PSI enables ef�cient, scalable

inference over input-to-output attributions, and their uncertainty, via a variational objective that

jointly trains a predictive (regression or classi�cation) model and its attribution distributions. To

address the challenge of marginalizing over variable-length input feature subsets in Shapley value

calculation, we introduce a masking-based neural network architecture, with a modular training

and inference procedure. We evaluate PSI on synthetic and real-world datasets, showing that it

achieves competitive predictive performance compared to strong baselines, while learning feature

attribution distributions —centered at Shapley values— that reveal meaningful attribution uncer-

tainty across data modalities. For clinical risk prediction, we show that uncertainty in feature

attributions can help identify factors that serve as protective or risk indicators across best- and

worst-case outcome scenarios in intensive care unit (ICU) patients.

In Chapter 5, we introduce a novel stochastic variational inference method for Gaussian process

(GP) regression, by deriving aGP posterior over a learnable set of coresets: i.e., over pseudo-

input/output, weighted pairs. Unlike former free-form variational families for stochastic learning,

3Code is publicly available at https://github.com/ketencimert/adham.
4Code is publicly available at https://github.com/ketencimert/probshap.
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our coreset-based variationalGP (CVGP)5 is de�ned in terms of theGP prior and the (weighted)

data likelihood. This formulation naturally incorporates inductive biases of the prior, and ensures

its kernel and likelihood dependencies are shared with the posterior. We derive a variational lower-

bound on the log-marginal likelihood by marginalizing over the latentGP coreset variables, and

show that CVGP's lower-bound is amenable to stochastic optimization. CVGP reduces the di-

mensionality of the variational parameter search space to linearO¹" º complexity, while ensuring

numerical stability atO
�
" 3�

time complexity andO
�
" 2�

space complexity. Evaluations on real-

world and simulated regression problems demonstrate that CVGP achieves superior inference and

predictive performance than state-of-the-art, stochastic sparseGP approximation methods.

1.6 Contributions

This thesis makes the following contributions:

• We contribute to the survival analysis literature by introducing a novel approach for learning

continuous, differentiable, non-proportional hazard functions. Our method leverages impor-

tance sampling to obtain an unbiased estimate of the probability density function implied

by the speci�ed hazard function—This is the �rst unbiased full log-likelihood optimization

technique for a non-proportional �exible hazard function.

We experiment with hazard functions parameterized by neural networks and show that our

approach achieves state-of-the-art performancewhile reducing the number of hyperparame-

ters to tune compared to the recent state-of-the-art methods.

• We contribute to interpretable survival analysis literature by introducing an additive inter-

pretable time-to-event model.This is the �rst survival analysis method to provide inter-

pretability across three complementary levels.

We show that naively maximizing the log-likelihood when learning additive models can yield

population-level interpretability results that contradict established clinical evidence.To ad-

5Code is publicly available at https://github.com/iurteagalab/cvgp_regression.
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dress this, we propose a novel two-step parameter estimation procedure that produces robust

population-level interpretability, as demonstrated across multiple random runs.

• We contribute to the �eld of interpretable machine learning by proposing an input-conditional

prior distribution over feature attributions that explicitly models attribution uncertainty. This

prior is centered on the Shapley values of a functional5 : X ! R, which we connect

to observationsHthrough Gaussian and Bernoulli likelihoods for regression and classi�ca-

tion tasks, respectively.To our knowledge, this is the �rst work to model feature attribu-

tions—speci�cally Shapley values—within a generative framework.

Since computing Shapley values requires handling variable-length inputs, prior approaches

have typically done so by replacing input features with �xed baseline values outside the data

distribution.In contrast, we introduce a novel masked neural network architecture that pro-

cesses variable-length inputs by performing baseline replacement in a latent space.We show

that this architecture has superior properties compared to conventional baseline replacement

methods.

Finally, we showcase the advantages of framing interpretability in terms of distributions

through various case studies using different data modalities.To our knowledge, this is the

�rst work to demonstrate how uncertainty estimates can be leveraged for interpretability.

• We contribute to the �eld of Bayesian non-parametrics by introducing a novel learning al-

gorithm for Gaussian Processes (GP). To our knowledge, this is the �rst stochastic gradient

descent–based approach forGPs that scales linearly with the number of inducing points

(i.e.,O¹" º instead of formerlyO
�
" 2�

).

We derive the learning objective from both weight-space and function-space perspectives,

and show that, over the course of training, our method not only enables ef�cientGP infer-

ence but also learns coresets—i.e., weighted pseudo-input/output pairs that, if used to train

a model, achieve comparable performance to training on the full dataset.To the best of our

knowledge, our approach is the �rst to allow for simultaneousGP and coreset learning.
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Learning inducing points is a challenging problem. Existing inducing point methods typi-

cally assume that all inducing points contribute equally to the approcimate variationalGP

posterior. In contrast, our approach can adaptively up-weight informative inducing points

and down-weight those that are uninformative. In other words, if a learned inducing point

poorly represents the data-generating process, our method can reduce its in�uence.To our

knowledge, this is the only approach that enables the removal of non-informative inducing

points.

1.7 Papers of Direct Relevance to the Thesis

Below, we list the papers that are directly relevant to methods proposed in this thesis:

1. Ketenci, M., Bhave, S., Elhadad, N., & Perotte, A. (2023, December). Maximum

Likelihood Estimation of Flexible Survival Densities with Importance Sampling. In

Machine Learning for Healthcare Conference(pp. 360-380). PMLR.

2. Ketenci, M., Jeansalme, V., Nieva, H., Joshi, S. & Elhadad N. (2025). ADHAM:

Additive Deep Hazard Analysis Mixtures for Interpretable Survival Regression. In

Machine Learning for Healthcare Conference. PMLR.

3. Ketenci, M., Urteaga, I., Rodriguez, V. A., Elhadad, N., & Perotte, A. (2025). Proba-

bilistic Shapley Value Modeling and Inference.arXiv preprintarXiv:2402.04211.

4. Ketenci, M., Perotte, A. J., Elhadad, N., & Urteaga, I. Accurate and Scalable Stochastic

Gaussian Process Regression via Learnable Coreset-based Variational Inference. In

The 41st Conference on Uncertainty in Arti�cial Intelligence.
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Chapter 2: Maximum Likelihood Estimation of Flexible Survival Densities

with Importance Sampling

2.1 Introduction

Survival analysis is concerned with modeling time-to-event data by estimating the probability

that an event will occur at a future time. Time-to-event data differ from other data by censoring;

for certain data points, the true event times may be unobserved. Data is often right censored,

indicating that the event occurred after the censoring time but the exact time is unknown. In

healthcare settings, survival analysis is useful in a wide variety of applications where censoring

naturally occurs, including predicting the risk of disease and death (Viganò et al., 2000; A. Perotte

et al., 2015; Nagpal, Yadlowsky, et al., 2021) and analyzing clinical trial data (Fleming and D. Lin,

2000; Faucett, Schenker, and Taylor, 2002).

Traditionally, survival analysis data has been analyzed using models such as Cox proportional

hazards or by �tting the time-to-event distribution using a simple, unimodal parametric distribu-

tion, such as the Weibull distribution (D. R. Cox, 1972).

In recent years, there have been numerous �exible survival analysis methods introduced which

relax these assumptions and are performant on a number of real-world datasets (Ishwaran et al.,

2008; Katzman et al., 2018; Kvamme, Borgan, and Scheel, 2019; Nagpal, X. Li, and Dubrawski,

2021; Nagpal, Yadlowsky, et al., 2021). However, this �exibility has often come with the cost of

introducing many additional hyperparameters. Thus, these models require extensive exploration of

the hyperparameter space to achieve optimal performance, greatly elevating the burden on practi-

tioners.

Existing survival methods that work with individual-level time-to-event predictions can be

grouped into three main categories (Haider et al., 2020): (1) parametric (2) semi-parametric, and
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(3) non-parametric.

Parametric survival methods assume a known probability distribution over time-to-event data,

conditioned on certain covariates, and optimize the log-likelihood or the evidence-lower-bound

(ELBO). Known probability distributions (e.g. Weibull, Log-Normal) have the shortcoming that

they are constrained by particular hazard function shapes and are unimodal. Some methods have

aimed to relax distributional assumptions by using discrete, categorical distributions (C. Lee,

Zame, J. Yoon, et al., 2018; Miscouridou et al., 2018), while others have taken the approach

of using continuous, �exible distributions using mixture models (Nagpal, X. Li, and Dubrawski,

2021; Han, Goldstein, and Ranganath, 2022). With the added �exibility, these models have been

shown to outperform numerous baseline methods with more restrictive assumptions. However,

they also introduce additional hyperparameters. For discrete models, there is the added challenge

of specifying the appropriate number of bins and bin sizes. For mixture-based models, the number

of mixture distributions must be speci�ed and even with a suf�ciently large number of mixtures,

the models may collapse to local optima during training resulting in pathologies such as mode

collapse (Shireman, Steinley, and Brusco, 2016; Makansi et al., 2019). In addition, these models

can be numerically unstable (Makansi et al., 2019).

Most commonly used semi-parametric methods, such as Cox proportional hazards (CoxPH)

and DeepSurv, are constrained by the proportional hazards assumptions (D. R. Cox, 1972; Katz-

man et al., 2018). Proportional hazards assume that different instances follow the same hazard

trajectory, up to a multiplicative constant, which can be too strict for real-world time-to-event

data. Recently, Kvamme, Borgan, and Scheel, 2019 proposed extending CoxPH using a �exible

non-proportional hazard function. However, their model does not allow for data sub-sampling and

requires gradient approximations that are biased.

Random Survival Forests (RSF) is a well-known non-parametric method for survival analysis

(Ishwaran et al., 2008). When tuned carefully, RSF performs on par with or better than the most

recent state-of-the-art approaches. However, as also indicated by Nagpal, Yadlowsky, et al., 2021,

RSF is sensitive to certain hyperparameters and require careful tuning.
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In this chapter introduces a �exible parametric survival analysis approach that directly models

the hazard function to address the above gaps. Our contributions are as follows:

1. We derive a continuous-time non-proportional survival model whose hazard function can

take any shape, both over time and covariates.

2. We introduce an importance sampling (IS) method for estimating the gradient of the oth-

erwise intractable full log-likelihood. Our algorithm scales well to large datasets without

requiring biased approximations such as sub-sampling risk sets, numerical integration (But-

ler, 1985; Kvamme, Borgan, and Scheel, 2019; Danks and Yau, 2022) and computationally

expensive approaches that require ODE Solvers (W. Tang et al., 2022).

3. We propose an unbiased full log-likelihood optimization method for a non-proportional �ex-

ible hazard function without using a mixture model.

4. Other than the network architecture, we only have a single hyperparameter which is the

number of importance samples. However, this hyperparameter is guaranteed to only improve

estimates with larger sizes as we show empirically.

5. We carry out in-depth experimental analysis on several real-world datasets, empirically show

the advantages of our approach, and demonstrate that it consistently performs well.

2.2 Sensitivity of Existing Methods to Hyperparameters

One class of continuous time models that can approximate any distribution is mixture density

networks. A large number of density components, in theory, can represent any distribution (Bishop,

2006). Examples in survival analysis include Nagpal, X. Li, and Dubrawski, 2021; Nagpal, Yad-

lowsky, et al., 2021; Han, Goldstein, and Ranganath, 2022. However, mixture models are prone to

arrive at locally optimal solutions resulting in mode collapse and poor density estimation (Shire-

man, Steinley, and Brusco, 2016; Makansi et al., 2019). We further demonstrate this empirically
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by running simulation studies, the details of which are speci�ed in Figure 2.1.

Figure 2.1: Illustration of our model's ability to capture multi-modal survival densities without
requiring a mixture density like Deep Survival Machines (DSM), Deep Cox Mixtures (DCM), and
SurvMDN (Nagpal, X. Li, and Dubrawski, 2021; Nagpal, Yadlowsky, et al., 2021; Han, Goldstein,
and Ranganath, 2022). We simuate a conditional time-to-event dataset using the generative story
C�

Í 3
9=1

1
3N ¹ ` 9 ¸ x 8–1º and x 8 � N ¹ 0–0•01º with ` 9 = 109(we scale the data in¹0–1¼to

ensure positivity) and �t our model and DSM (with 5 components) over 4 different runs using full
log-likelihood optimization. We plot the time-to-event density of a random instance. We observe
that the mixture density network can settle in a local-optimum solutions easier. On the other hand,
we have a more stable estimation approach which captures the density well across 4 random runs.

Another important class of survival models discretize time with bins for �exible density esti-

mation (Ranganath, A. Perotte, et al., 2016; Miscouridou et al., 2018; C. Lee, Zame, J. Yoon, et al.,

2018). However, this approach introduces an important hyperparameter: the number of bins. To

study the sensitivity of these models to this hyperparameter, we design a simple experiment using

DeepHit (C. Lee, Zame, J. Yoon, et al., 2018) as the model and the commonly used SUPPORT

dataset (Knaus et al., 1995) for benchmarking survival models.

Figure 2.2 shows results averaged across held-out folds for both concordance and brier score as

a function of the number of bins. For both metrics, there is an optimal bin number with the metrics

performing worse when specifying both a small and very large number of bins. The optimal

number of bins can vary signi�cantly across metrics, making it dif�cult to specify a single number.

This typically results in a trade-off between model calibration and ranking.
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Figure 2.2: The sensitivity of discrete time models to the number of bins. The blue and red lines
describe the best and worst bin sizes for each metric. We employ DeepHit for training and run 750
different runs using 5 fold cross-validation and 150 bin sizes (ranging from 2 to 300 with equal
spacing).

2.3 Related Work

Parametric methods. Deep Survival Analysis (DSA) and Deep Survival Machines (DSM) are

two important examples of parametric methods (Ranganath, A. J. Perotte, et al., 2015; Nagpal, X.

Li, and Dubrawski, 2021). DSA models time-to-event data using Weibull distribution conditioned

on a latent representation drawn from a deep exponential family. A limitation of this approach is

that it assumes proportional hazards with a Weibull base hazard rate for a �xed shape parameter.

DSM models time-to-event data using a mixture of Log-normal and Weibull densities whose pa-

rameters are conditioned on individual instances and optimize the ELBO. Although a mixture of

such densities allows for a more �exible hazard, the mixture size introduces an additional hyper-

parameter to tune.

Another important parametric line of work focuses on discretizing time. DeepHit is a well-

known approach in this line of work (C. Lee, Zame, J. Yoon, et al., 2018; C. Lee, J. Yoon, and Van

Der Schaar, 2019). This approach divides continuous time-to-event data into bins and assumes a

categorical distribution. A limitation of this line of work is that it is sensitive to the heuristically

chosen bin size. Additionally, it only allows for making predictions over a pre-de�ned set of time
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bins which can be problematic for instances that do not fall into this range requiring additional

interpolations.

Semi-parametric methods. The Cox proportional hazards model (CoxPH) is commonly em-

ployed in various settings due to its simplicity (D. R. Cox, 1972). A signi�cant amount of work

focused on improving CoxPH. Rosen and Tanner, 1999 improved CoxPH using a mixture of linear

experts. Nagpal, Sangave, et al., 2019 extended this approach using a variational objective.

Other approaches that extend CoxPH involve using �exible function approximators. The

Faraggi-Simon network was the �rst to couple CoxPH with neural networks (Faraggi and Si-

mon, 1995). However, this attempt did not demonstrate improvements over CoxPH (Mariani et

al., 1997; Xiang et al., 2000; Sargent, 2001). Later, Katzman et al., 2018 showed that modern

deep-learning techniques improve CoxPH. A shortcoming of these approaches is the proportional

hazards assumption, which can be too restrictive for real-world datasets.

More recently, Deep Cox Mixtures (DCM) proposed to use a mixture of non-linear Cox experts

with the EM algorithm and further improved upon DeepSurv Nagpal, Yadlowsky, et al., 2021.

There have also been methods that extended Cox's framework to handle unstructured data, such as

images (X. Zhu, Yao, and Huang, 2016; X. Zhu, Yao, F. Zhu, et al., 2017; Christ et al., 2017).

Non-parametric methods. RSF is an important method in this line of work (Ishwaran et al.,

2008). RSF aggregates multiple trees by bagging and averages the result of each tree when making

predictions. A limitation of the RSF is that the current implementations do not support GPUs, and

it is unclear how to deploy them for datasets with large examples and covariates.

Amongst recent work, Cox-Time is the closest approach to DHA (Kvamme, Borgan, and

Scheel, 2019). Cox-Time extends CoxPH by removing the proportional hazards assumption and

leveraging neural networks. Cox-Time is a semi-parametric model that optimizes partial log-

likelihood. In its original form, Cox-Time does not support stochastic optimization and lacks

scalability for large datasets. Therefore, learning Cox-Time requires a biased but computationally

cheaper gradient approximation. Unlike Cox-Time, our model (1) is parametric, (2) optimizes the
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full log-likelihood, and (3) does not require biased gradient approximations.

2.4 Deep Hazard Analysis

In this section, we describe our approach called Deep Hazard Analysis (DHA). First, we de-

scribe our model in detail in Section 2.4.1. Then we describe parameter estimation in Section 2.4.2

and how to make predictions in Section 2.4.3. Finally, we describe our network architecture in

Section 2.4.4.

2.4.1 Model

Let f x 8– C8– X8g#
8=1 be a right-censored time-to-event data wherex 8 2 R3, C8 2 R¸ and X8 2

f 0–1gstand for covariates, time-to-event, and censoring indicator, respectively. Then we write our

probability density function, using the hazard and survival functions, as:

5¹x – C; \ º = _¹x – C; \ º
|      {z      }

Hazard

( ¹x – C; \ º
|      {z      }

Survival

(2.1)

= _¹x – C; \ º expf� � ¹x – C; \ ºg (2.2)

= _¹x – C; \ º exp
�
�

¹ C

0
_¹x – C; \ º dC

�
• (2.3)

Here,_¹x – C– \º = log ¹1 ¸ expf � ¹x – C; \ ºgº, where� ¹•; \ º is a �exible function approximator. We

use neural networks to model� ¹•; \ º. The log-likelihood of this survival model for# data points

is:

� =
#Õ

8=1

X8log_¹x 8– C8; \ º ¸ log ( ¹x 8– C8; \ º (2.4)

=
#Õ

8=1

�
X8log_¹x 8– C8; \ º �

¹ C8

0
_¹x 8– C; \ º dC

�
– (2.5)

Note that, the hazard function implied by our model is not restricted by the proportional hazards

assumption.
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2.4.2 Parameter Estimation

The integral in Equation 2.5 is intractable. A straightforward approach to approximate it in an

unbiased way is by importance sampling:

� =
#Õ

8=1

�
X8log_¹x 8– C8; \ º �

¹ C8

0
_¹x 8– C; \ º dC

�
(2.6)

=
#Õ

8=1

�
X8log_¹x 8– C8; \ º � C8

¹ C8

0

_¹x 8– C; \ º
C8

dC
�

(2.7)

=
#Õ

8=1

�
X8log_¹x 8– C8; \ º � C8EC� * ¹0–C8º f _¹x 8– C; \ ºg

�
(2.8)

= # EC� * ¹0–C8º
�
X8log_¹x 8– C8; \ º � C8EC� * ¹0–C8º f _¹x 8– C; \ ºg

	
• (2.9)

Here* ¹•º is the uniform distribution. Note that the integral in Equation 2.7 is the expected value of

the hazard w.r.t. time, on a uniform grid, allowing for Equation 2.8. We approximate Equation 2.9

by drawing! Monte-Carlo samples from the empirical data distributionD and a set~T8 = f ~C8 9g"
9=1

from the IS distribution* ¹0– C8º. The loss function after using a mini-batch of! data and" IS

samples is denoted as:

~� ¹T jX –� –~T ; \ º =
#
!

!Õ

8=1

©
­
«

X8log_¹x 8– C8; \ º �
C8
"

"Õ

9=1

_¹x 8–~C8 9; \ ºª®
¬

– (2.10)

whereT = f C8g!
8=1, X = f x 8g!

8=1, � = f X8g!
8=1, and ~T = f ~T8g!

8=1.

Importance sampling can be problematic in high-dimensional spaces with an exponential growth

in variance (Scharth and Kohn, 2016). However, we are strictly interested in modeling 1-dimensional

time-to-event data. Moreover, the support of the uniform distribution is well-de�ned over0 and

C8 eliminating the need for rejecting any sample. We demonstrate the stability and convergence of

our learning process in Figure 2.3. We describe our learning algorithm in Algorithm 1.
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Figure 2.3: Training and validation log-likelihood, C-Index (� ¹Cº) and Brier Score (�( ¹Cº), for
C: ?¹) Ÿ Cº � 1•4 (25th quantile), by epochs of our approach for different IS sizes. Blue, green,
and red lines denote the IS sizes. Training and validation log-likelihoods increase monotonically.
Training stops when the validation log-likelihood does not improve for 800 epochs. Interestingly,
lower IS sizes do not add a substantial variance and change the values the algorithm converges, for
both training and validation log-likelihood values. The survival metrics for different IS sizes are
also similar across different datasets, which empirically shows our algorithm's stability. We show
this empirically for two different network architectures over three different importance sampling
sizes on 4 real-world datasets, empirically. The empirical results are discussed in Section 2.6.

Unbiased gradients. An important property that distinguishes our approach from Kvamme, Bor-

gan, and Scheel, 2019 is that Equation 2.10 allows for unbiased learning of\ . Hence,r \ ~� ¹T jX –� –~T ; \ º
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is an unbiased Monte-Carlo estimate of the true gradients,r \ � :

ED
�
r \ ~� ¹T jX –� –~T ; \ º

	
= ED

8>><

>>
:

r \
#
!

!Õ

8=1

 

X8log_¹x 8– C8; \ º �
C8
"

"Õ

9=1

_¹x 8–~C8 9; \ º

! 9>>=

>>
;

(2.11)
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>>
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(2.13)

= r \ # ED
�
X8log_¹x 8– C8; \ º � C8E* ¹0–C8º

� �
_¹x 8–~C8 9; \ º

� 		

|                                                                 {z                                                                 }
�

(2.14)

= r \ �• (2.15)

This is important because it guarantees that the model parameters\ converge to a value that opti-

mizes the full log-likelihood� while scaling to large datasets by data sub-sampling.

Algorithm 1 Mini-batch stochastic gradient descent algorithm for our model.

Input: D
\  Initialize parameters
while not convergeddo

f X –T –� g  Sample! data fromD
~T  Sample" importance samples from* ¹0–T º

6  r \ ~� ¹T jX –� –~T ; \ º
\  Update using gradients6

end while
Output: \

2.4.3 Predictions

The quantity of interest is the probability of survival of an instance above some point in future

C8denoted by( ¹C8jx 8; \ º, which is analytically intractable. The IS method can be employed here to
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predict the survival as:

( ¹C8–x 8; \ º (2.16)

= exp
�
�

¹ C8

0
_¹x 8– C; \ º3C

�
(2.17)

= exp
�
� C8E* ¹0–C8º f _¹x 8– C; \ ºg

	
(2.18)

� exp

8>><

>>
:

�
C8
"

"Õ

9=1

_¹x 8–~C8 9; \ º

9>>=

>>
;

(2.19)

= ~( ¹C8–x 8– ~T8; \ º– (2.20)

which requires evaluating a set~T8of " importance samples with linearO¹" º time complexity as

shown in Algorithm 2.

Algorithm 2 Making predictions.

Input: x 8– C8– \
~T8  Sample" importance samples from* ¹0– C8º
~� ¹x 8– ~T8; \ º  CalculateC8

"
Í "

9=1 _¹x 8–~C8 9; \ º
~( ¹C8–x 8– ~T8; \ º  exp

�
� ~� ¹x 8– ~T8; \ º

	

Output: ~( ¹C8–x 8– ~T8; \ º

2.4.4 Network Architecture

We experiment with two neural network architectures to parameterize our model. Architecture

1 (A1) is formulated by:

� ¹x – C; \ º = � shared¹cat»x – C¼; \ sharedº• (2.21)

and (A2) is formulated by:

� ¹x – C; \ º = � shared¹cat»� cov¹¹x ; \ covº–� time¹C; \ timeº¼; \ sharedº• (2.22)
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Herecatoperation refers to concatenation of two vectors. Later, the output of the neural networks

are feed into the softplus function to predict the hazard rate. The intuition behind the second

architecture is to allow for learning a temporal embedding independent of patient covariates. The

architectures are shown in Figure 2.4.

Figure 2.4: The network architectures A1 (left) and A2 (right). A1 is a simple feed forward
network parameterized by\ shared. A2 has two separate input layers for covariatesx and timeC.
These layers form a latent representation ofx andCthat are concatenated and fed into a shared
layer followed by softplus function to model the hazard rate,_.

2.5 Experiments

In this section, we describe the datasets (2.5.1), baseline models (2.5.2) and evaluation metrics

(2.5.3) used to asses the performance of our model. We compare our model to multiple state-of-

the-art approaches on three commonly used real-world datasets. We also investigate the impact of

different IS sizes on these datasets.

2.5.1 Datasets

SUPPORT. Study to Understand Prognoses Preferences Outcomes and Risks of Treatment (SUP-

PORT) consists of seriously ill hospitalized adult patients (Knaus et al., 1995). After preprocessing,

there are 8873 instances and 23 covariates with median follow-up days and censoring rate of 231

and 31.9%, respectively. We use the preprocessing of the PyCox library (Kvamme, 2022).
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Figure 2.5: Illustration of our model's
ability to capture non-proportional hazard
functions on 3 random instances from the
METABRIC dataset. Blue, green, and red
curves denote different patients. Unlike pro-
portional models, such as CoxPH and Deep-
Surv, the hazard rate and its shape differ be-
tween patients. Patient 1 is under high in-
stantaneous risk in the early stages, which
later decreases signi�cantly. The instanta-
neous risk for patient 3 increases by time
while patient 2 remains relatively constant.
Our model does not need for critical hyper-
parameters such as cluster size, discretiza-
tion or ODESolvers to model non-linear
hazard rates.

Figure 2.6: The time required to pre-
dict different IS and patient sizes on the
METABRIC dataset. Blue, green, and red
bars denote the IS sizes. Empirically, we
observe that prediction time scales linearly
with respect to IS and instance sizes for
moderate to large IS sizes. This result is as
expected. For IS sizes of 16, 32, 48, and
64 altering the instance size does not result
in a major difference in computational time
as discussed in Section 2.4.3. We also show
the Cox-Time model to provide a baseline
for the prediction times. We did not add
the time required to �t the baseline hazard
function for the Cox-Time model. Our im-
plementation is approximately 5 times faster
than the Cox-Time model for IS size� 64.
For a fair comparison, we use the same neu-
ron, layer sizes, and GPU for both mod-
els. The numbers are reported for single-
precision �oating-point format.
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METABRIC. A Canada-UK project, the Molecular Taxonomy of Breast Cancer International

Consortium (METABRIC) database, comprises targeted sequencing and survival information from

breast cancer patients (Curtis et al., 2012; Pereira et al., 2016). After preprocessing, the dataset

contains 1904 instances and 9 covariates with median follow-up days and a censoring rate of 114.9

days and 42%, respectively. We use the preprocessing of the PyCox library (Kvamme, 2022).

FLCHAIN. A controlled trial conducted in Olmsted County, Minnesota that investigates the

association of mortality and assay of serum free light chain (FLCHAIN) (Dispenzieri et al., 2012).

After preprocessing, there are 6524 instances with 16 covariates. The median follow-up days and a

censoring rate of 4303 days and 70%, respectively. We use the preprocessing of the PyCox library

(Kvamme, 2022).

CKD/AKI. The study cohort consisted of 10,173 patients that are identi�ed in chronic kidney

disease (CKD) incident cohort where the event is de�ned as acute kidney injury (AKI) diagnosis,

during hospitalization, by the Health Equity Research Assessment (HERA) characterization. The

median follow-up days and censoring rate are 67 days and 64%, respectively.

2.5.2 Baseline Models

Deep Survival Machines (DSM). A parametric survival model that extends beyond the AFT

using a mixture of Weibull and log-normal distributions. The mixture assignments and time-to-

event distributions are parameterized by neural networks conditioned on covariates. Parameter

estimation is done by optimizing the ELBO, where the expectation is taken with respect to the

conditional model prior (Nagpal, X. Li, and Dubrawski, 2021).

Deep Cox Mixtures (DCM). A semi-parametric survival model that extends DeepSurv using a

mixture of CoxPH components parameterized by neural networks. Parameter estimation is done

by the EM algorithm and �tting polynomial splines to baseline hazards (Nagpal, Yadlowsky, et al.,

2021).
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DeepSurv. A semi-parametric model that extends CoxPH by modeling relative risk using neural

networks conditioned on covariates formulating a non-linear proportional hazard function(Katzman

et al., 2018).

DeepHit. A discrete-time survival model parameterized by neural networks with a softmax out-

put layer. DeepHit uses cross-entropy loss combined with a ranking loss (C. Lee, Zame, J. Yoon,

et al., 2018).

Random Survival Forest (RSF). An extension of random forests that �ts multiple trees to sur-

vival data by bagging and using the cumulative hazard function computed by the Nelson-Aalen

estimator (Ishwaran et al., 2008).

Cox-Time. A semi-parametric method that extends CoxPH beyond propotional hazards. Cox-

Time uses neural networks to parameterize the hazard function (Kvamme, Borgan, and Scheel,

2019). Parameter estimation is done by optimizing a biased approximation of the partial log-

likelihood.

CoxPH. Well-known semi-parametric Cox proportional hazards model (D. R. Cox, 1972). Pa-

rameter learning is done by optimizing the partial log-likelihood.

We refer the reader to Nagpal, Potosnak, and Dubrawski, 2022, Kvamme, 2022, and Pölsterl,

2020 for baseline implementations.

2.5.3 Evaluation Metrics

The literature on evaluation metrics for survival analysis is vast and beyond the scope of this

work. We refer the reader to the references in the following paragraphs for more detail. We

focus on evaluations over a �xed follow-up period. Fixed follow-up periods are used in many

important real-world settings, such as randomized clinical trials. Similar to Y. Li et al., 2023;

Nagpal, Goswami, et al., 2022; Nagpal, X. Li, and Dubrawski, 2021; Nagpal, Yadlowsky, et al.,

26



SUPPORT Dataset

25th Quantile 50th Quantile 75th Quantile
Models

C-Index BS ROC C-Index BS ROC C-Index BS ROC
CoxPH 0.553 0.262 0.558 0.567 0.222 0.587 0.590 0.351 0.649

DeepSurv 0.603 0.143 0.607 0.598 0.217 0.618 0.6100.231 0.661
RSF 0.657 0.140 0.664 0.621 0.215 0.638 0.613 0.232 0.666

DeepHit 0.631 0.153 0.638 0.608 0.243 0.628 0.607 0.2360.659
Cox-Time 0.640 0.140 0.647 0.620 0.213 0.640 0.615 0.231 0.663

DSM 0.645 0.140 0.650 0.621 0.214 0.637 0.615 0.245 0.657
DCM 0.649 0.140 0.656 0.616 0.216 0.633 0.602 0.236 0.650

DHA (IS = 64, A1) 0.651 0.139 0.660 0.623 0.213 0.640 0.614 0.236 0.644
DHA (IS = 256, A1) 0.652 0.140 0.660 0.624 0.213 0.641 0.614 0.236 0.646
DHA (IS = 512, A1) 0.652 0.139 0.661 0.624 0.213 0.641 0.615 0.235 0.647
DHA (IS = 64, A2) 0.659 0.139 0.667 0.629 0.212 0.647 0.615 0.234 0.653
DHA (IS = 256, A2) 0.659 0.139 0.667 0.629 0.212 0.648 0.615 0.234 0.654
DHA (IS = 512, A2) 0.660 0.139 0.667 0.629 0.212 0.647 0.615 0.234 0.654

Table 2.1: The results on the SUPPORT dataset. For C-Index and ROC, higher scores are better.
For BS, lower is better. The best mean results areunderlined and the results that are close to the
best one, by repeated k-fold cv t-test statistics in 95% con�dent interval, are shown inbold.

2021; Jeanselme, Tom, and Barrett, 2022; Zifeng Wang and Sun, 2022; C. Lee, Zame, A. Alaa,

et al., 2019, we consider event quantiles as follow-up periods and report the concordance index

(C-Index), Brier score (BS), and Area Under the receiver operating curve (ROC-AUC) metrics,

which are implemented by Pölsterl, 2020. This provides an overview of how each model performs

over time and helps ensure that the models effectively capture potential differences in risks over

the event horizon. All metrics are adjusted by the inverse probability of censoring weights (IPCW),

using the Kaplan-Meier censoring estimate, to account for the censoring bias (Kaplan and Meier,

1958).

Concordance Index (C-Index). C-Index is the probability that predicted survival durations for

two instances have the same ordering as their actual survival times. Initially, C-Index was derived

for proportional hazards framework by Harrell et al., 1982 and later extended for non-proportional

cases (Antolini, Patrizia Boracchi, and Elia Biganzoli, 2005). More recently, Uno et al., 2011
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proposed to correct C-Index for censoring using IPCW which is what we employ:

C¹Cº = %¹( ¹Cjx 8º Ÿ ( ¹Cjx 9º jC8 Ÿ C9– C8 Ÿ Cº• (2.23)

Brier Score (BS). A perfect ranking can be obtained without assessing appropriate risk scores,

which results in calibration problem. BS measures the model calibration by the expected square

difference between the survival predictions and event indicators:

BS¹Cº = ED
�
¹�C8¡C � ( ¹Cjx 8ºº2	

• (2.24)

BS is originally derived to evaluate the accuracy of weather forecasts by Brier et al., 1950 and later

extended to censored time-to-event datasets by E. Graf et al., 1999, which is what we employ.

Area Under Receiver Operating Curve (ROC-AUC). ROC-AUC quanti�es the separation of

positive and negative instances where the positives are de�ned as the instances that experienced

the event before timeC:

AUC¹Cº = %¹( ¹Cjx8º � ( ¹Cjx9º jC8 � C– C9 ¡ Cº (2.25)

This de�nition also relates to the time-dependent C-Index derived by Antolini, Patrizia Boracchi,

and Elia Biganzoli, 2005, which is based on the sum of weighted AUC scores at different time

steps. Similar to previous metrics, we adjust this measure for censoring to have an unbiased esti-

mate (Hung and Chiang, 2010; Kamarudin, T. Cox, and Kolamunnage-Dona, 2017).

2.5.4 Experimental Design

We perform 2x5-fold cross-validation (cv) for our model and baselines. The random seeds are

�xed, and each train-valid-test splits seen by the models are identical for all datasets within runs.

We use t-test with corrected repeated k-fold cv test to correct our t-statistics for the correlation

between splits (Bouckaert and Frank, 2004):
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METABRIC Dataset

25th Quantile 50th Quantile 75th Quantile
Models

C-Index BS ROC C-Index BS ROC C-Index BS ROC
CoxPH 0.629 0.244 0.640 0.627 0.196 0.649 0.633 0.334 0.684

DeepSurv 0.640 0.122 0.653 0.636 0.197 0.657 0.635 0.227 0.677
RSF 0.702 0.117 0.718 0.669 0.192 0.689 0.639 0.227 0.675

DeepHit 0.703 0.116 0.719 0.653 0.194 0.674 0.616 0.230 0.665
Cox-Time 0.703 0.117 0.720 0.665 0.191 0.688 0.638 0.226 0.681

DSM 0.701 0.118 0.715 0.667 0.209 0.685 0.641 0.261 0.672
DCM 0.698 0.122 0.714 0.663 0.200 0.682 0.637 0.232 0.673

DHA (IS = 64, A1) 0.706 0.117 0.720 0.670 0.192 0.690 0.647 0.226 0.686
DHA (IS = 256, A1) 0.708 0.117 0.722 0.670 0.192 0.688 0.643 0.227 0.683
DHA (IS = 512, A1) 0.706 0.117 0.721 0.668 0.193 0.688 0.643 0.227 0.684
DHA (IS = 64, A2) 0.710 0.117 0.725 0.672 0.192 0.692 0.637 0.227 0.677
DHA (IS = 256, A2) 0.712 0.116 0.726 0.675 0.191 0.695 0.639 0.225 0.680
DHA (IS = 512, A2) 0.710 0.116 0.725 0.676 0.190 0.696 0.643 0.224 0.684

Table 2.2: The results on the METABRIC dataset. For C-Index and ROC, higher scores are better.
For BS, lower is better. The best mean results areunderlined and the results that are close to the
best one, by repeated k-fold cv t-test statistics in 95% con�dent interval, are shown inbold.

C; =
` ;

f̂ ;2
q

1
:A ¸ =te

=tr

• (2.26)

Here, ` ; = 1
:A

Í :
8=1

Í A
9=1 H;

8 9, whereH;
8 9corresponds to performance difference between two

models for8th fold and 9th run on;th metric. : andAare de�ned as number of folds and runs, and

=tr and=te are train and test sizes, respectively. Finally,f̂ ;2
= 1

:A� 1
Í :

8=1
Í A

9=1¹H;
8 9� ` ;º. The test

statisticC; is distributed according to Student's t-distributions with:A � 1 degrees of freedom.

We report the mean results for 25th, 50th, and 75th quantiles for each metric, and highlight them

with respect to the t-statistic described above.

Each baseline model has been fully tuned for each dataset using the validation set. The models

are trained for 4000 epochs until convergence on each fold and run. To ensure a fair comparison,

we perform early stopping on all models using their validation loss. We changed the IS size while

using �xed hyperparameters in our model to study the effects of IS. We describe the hyperpa-

rameter optimization protocol in Appendix A.1. We use a single Nvidia GeForce RTX 20 series

graphics card to carry-out our experiments.
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FLCHAIN Dataset

25th Quantile 50th Quantile 75th Quantile
Models

C-Index BS ROC C-Index BS ROC C-Index BS ROC
CoxPH 0.789 0.103 0.800 0.793 0.098 0.816 0.791 0.168 0.826

DeepSurv 0.786 0.060 0.797 0.790 0.100 0.813 0.788 0.126 0.823
RSF 0.801 0.058 0.813 0.796 0.098 0.819 0.792 0.124 0.827

DeepHit 0.792 0.061 0.803 0.794 0.101 0.817 0.790 0.127 0.825
Cox-Time 0.795 0.066 0.807 0.796 0.120 0.819 0.792 0.165 0.827

DSM 0.791 0.061 0.803 0.793 0.111 0.815 0.790 0.147 0.825
DCM 0.793 0.059 0.805 0.785 0.101 0.806 0.780 0.128 0.813

DHA (IS = 64, A1) 0.793 0.063 0.804 0.792 0.109 0.814 0.790 0.143 0.822
DHA (IS = 256, A1) 0.793 0.063 0.804 0.793 0.110 0.815 0.789 0.145 0.822
DHA (IS = 512, A1) 0.793 0.063 0.803 0.793 0.109 0.814 0.789 0.143 0.822
DHA (IS = 64, A2) 0.799 0.061 0.810 0.795 0.105 0.817 0.790 0.138 0.823
DHA (IS = 256, A2) 0.799 0.062 0.811 0.794 0.106 0.816 0.788 0.140 0.821
DHA (IS = 512, A2) 0.800 0.061 0.812 0.795 0.105 0.817 0.789 0.139 0.822

Table 2.3: The results on the FLCHAIN dataset. For C-Index and ROC, higher scores are better.
For BS, lower is better. The best mean results areunderlined and the results that are close to the
best one, by repeated k-fold cv t-test statistics in 95% con�dent interval, are shown inbold.

2.6 Results

For the SUPPORT dataset, our approach yields the best performance results over 25th and 50th

event quantiles. For the 75th quantile RSF and Cox-Time are on par, while we yield the best results

on C-Index.

For the METABRIC dataset, Cox-Time, RSF and our approach perform well across shorter

and longer time-horizons with our approach having the best average results over shorter and longer

horizons for different importance sampling sizes.

For the FLCHAIN dataset, we see that RSF retains the best average result while our approach

is comparable on ranking based metrics.

Finally, for CKD/AKI dataset, our approach retains the best mean results across most of the

metrics over both shorter and longer time horizons while DeepHit being our closest competitor.

Overall, our approach consistently demonstrates better results in29 out of 36 dataset-metric

pairs with21out of29being the best average, over different baseline models, including continuous

30



CKD/AKI Dataset

25th Quantile 50th Quantile 75th Quantile
Models

C-Index BS ROC C-Index BS ROC C-Index BS ROC
CoxPH 0.598 0.089 0.612 0.581 0.167 0.614 0.575 0.225 0.649

DeepSurv 0.619 0.088 0.633 0.607 0.164 0.643 0.603 0.219 0.673
RSF 0.639 0.087 0.655 0.620 0.163 0.657 0.6080.218 0.686

DeepHit 0.642 0.087 0.658 0.624 0.162 0.663 0.610 0.218 0.686
Cox-Time 0.623 0.089 0.635 0.613 0.165 0.649 0.605 0.220 0.676

DSM 0.635 0.088 0.647 0.615 0.182 0.658 0.602 0.247 0.688
DHA (IS = 64, A1) 0.637 0.087 0.650 0.617 0.163 0.653 0.605 0.220 0.685
DHA (IS = 256, A1) 0.638 0.088 0.652 0.618 0.163 0.654 0.605 0.220 0.682
DHA (IS = 512, A1) 0.637 0.088 0.649 0.617 0.163 0.653 0.605 0.221 0.683
DHA (IS = 64, A2) 0.644 0.087 0.660 0.625 0.162 0.661 0.610 0.218 0.685
DHA (IS = 256, A2) 0.646 0.087 0.660 0.625 0.162 0.659 0.611 0.218 0.683
DHA (IS = 512, A2) 0.642 0.087 0.657 0.623 0.164 0.659 0.608 0.218 0.683

Table 2.4: The results on the CKD/AKI dataset. For C-Index and ROC, higher scores are better.
For BS, lower is better. The best mean results areunderlined and the results that are close to the
best one, by repeated k-fold cv t-test statistics in 95% con�dent interval, are shown inbold. We
found DCM to be unstable on this dataset and did not include it.

and discrete state-of-the-art approaches. Our closest competitor is RSF, which demonstrates better

results in30out of 36 metrics with12out of 30 being the best average.

To summarize our results, we emphasize several important points:(1)For neural non-proportional

hazard modeling having a separate embedding layer (A2) for time is more bene�cial than concate-

nating and feeding everything to a shared neural network (A1),(2) despite being introduced much

earlier, when tuned carefully, RSF performs on par or better than the other models.(3) best-

performing benchmark models differ between datasets and time-horizons, con�rming the �ndings

of C. Lee, J. Yoon, and Van Der Schaar, 2019,(4) our model performs well consistently over dif-

ferent datasets and time horizons with minimal hyperparameter tuning.(5) parametric continuous-

time models are more robust to hyperparameter choice while discrete-time models (e.g., DeepHit)

have critical hyperparameters as also emphasized by Sloma et al., 2021.1 (6) altering the IS size

does not result in a signi�cant change, which shows the robustness of our approach.

1In particular, we found that DeepHit is sensitive to the number of output neurons (`num_durations') and must be
tuned carefully: too many results in the training of very few, and too few result in information loss.
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2.7 Discussion and Limitations

We consider a number of limitations for this work to address in the future:

Competing Risk Scenarios. We consider extending our approach for competing-risk scenarios

in which various events may lead to failure. In particular, modifying our architecture to accom-

modate competing risks utilizing a common covariate layer and sub-networks for each competing

event, and adjusting the likelihood may enable information �ow from various risks an instance

confronts. This approach is similar to DeepHit (C. Lee, Zame, J. Yoon, et al., 2018).

Temporal Data. Certain time-to-event data, such as vital signs and electronic health records, can

consist of time series. In such cases, leveraging the temporal structure of data is important. Similar

to Nagpal, X. Li, and Dubrawski, 2021, we consider altering the network architecture to account

for the temporality of the clinical data using recurrent neural networks (RNNs).

Different Modalities. Another potential direction for this work includes using different data

modalities to perform survival analysis, such as medical imaging. We consider altering the network

to incorporate image data using Convolutional Neural Networks (CNNs) like X. Zhu, Yao, and

Huang, 2016.

Small Datasets. DHA is a deep learning model. We acknowledge that deep learning models

require large datasets and may demonstrate inferior performance compared to non-parametric ap-

proaches, like RSF, when dealing with small datasets.

2.8 Conclusion

In this chapter, we demonstrate that there are a number of undesirable characteristics in existing

state of the art survival models. In particular, discrete time models and mixture density models are

very sensitive to hyperparameters such as number of bins and mixtures. Each of these choices

32



requires extensive tuning by practitioners to achieve optimal performance. We introduce a method

which is free of such hyperparameters and exhibits all the desirable properties in existing state-of-

the-art methods such as unbiased exact log-likelihood maximization and �exibility in continuous-

time density estimation. We train our model with default parameters on all datasets and it is able to

match or outperform existing state-of-the-art methods. We believe this model will ease the burden

on practitioners for �tting new datasets.
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Chapter 3: ADHAM: Additive Deep Hazard Analysis Mixtures for

Interpretable Survival Regression

3.1 Introduction

Despite growing interest in ML for healthcare, clinical adoption of ML models remains lim-

ited (Abdullah, Zahid, and Ali, 2021; Lu et al., 2023). A key limitation of existing methodologies

is the lack of interpretability of model predictions (Shortliffe and Sepúlveda, 2018; Tonekaboni

et al., 2019). In healthcare, ML models should not only exhibit strong predictive performance

but also interpretability. Clinicians are unlikely to trust or act on model outputs without a clear

understanding of how and why a prediction was made, especially when guiding high-stakes deci-

sions such as individualized care or the development of treatment guidelines (Amann et al., 2020).

This challenge is further ampli�ed in survival analysis tasks, introduced in Chapter 2, where inter-

pretability must address not only which covariates drive the predictions but also how their in�uence

changes over time. Unlike standard ML tasks, survival interpretability requires continuous-time

explanations that show how risk changes longitudinally.

The granularity of interpretability in clinical risk models can be broadly categorized into three

levels (Ahmad, Eckert, and Teredesai, 2018): (1) Population-level interpretability, which cap-

tures how covariates in�uence outcomes across the entire cohort and helps identify global risk

trends (Lou et al., 2013); (2) Subgroup-level interpretability, which uncovers patterns within la-

tent groups of patients who share similar progression pro�les and helps with tailored interven-

tions (Bhavnani et al., 2022); and (3) Individual-level interpretability, which provides personalized

insights into how speci�c covariates relate to a given patient's risk over time (Krzyziński et al.,

2023). For clinical relevance, models should ideally provide explanations at the population, sub-

group, and individual levels. That is, clinicians must see how the risk evolves, how different co-
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variates contribute to the risk, and how these patterns vary across the population, within subgroups,

and for individual patients. Yet, methods that support all three levels remain largely unexplored.

The predominant class of interpretable models in survival analysis extends the classical Cox

Proportional Hazards (CoxPH) framework (D. R. Cox, 1972), often through the incorporation of

Generalized Additive Models (GAMs), a �exible approach that represents the hazard function as a

sum of smooth, potentially nonlinear transformations of individual covariates (Jiang, 2022; Peroni

et al., 2022). However, a key limitation of additive modeling lies in concurvity (Siems et al.,

2023; Kovács, 2024), a form of multicollinearity where correlated features obscure each other's

effects, entangling their individual contributions. This phenomenon can lead to explanations that

misalign with established physiological mechanisms or clinical expectations (Ramsay, Burnett,

and Krewski, 2003; Tan et al., 2024). For instance, GAMs show limited clinical interpretability

when applied to the Glasgow Coma Score (GCS), as correlations between its components (e.g.,

verbal, eye response) can distort the model's explanations (Hegselmann et al., 2020). In addition,

GAMs do not provide subgroup-level interpretability, an essential feature for identifying clinically

meaningful heterogeneity and informing treatment guidelines (Bhavnani et al., 2022).

Furthermore, models that attempt to identify subgroups typically require the true number of

subgroups to be speci�ed in advance, which introduces a challenging model selection problem —

often requiring training multiple models, which places an extra burden on practitioners.

To overcome these challenges, we introduce Deep Additive Hazard Mixtures (ADHAM), which

combines additive hazard modeling with mixture density networks. ADHAM represents the haz-

ard function as a mixture of subgroup-speci�c hazard functions. Unlike former additive models,

which assume a uniform sum of covariate effects (Jiang, 2022; Peroni et al., 2022; L. Xu and Guo,

2023), ADHAM learns a weighted combination to combine the hazard associated with each addi-

tive component. Importantly, ADHAM decouples the learning of hazard functions from subgroup

assignment weights and trains each additive term separately to break the pairwise covariate corre-

lations to address the concurvity problem. This leads to population-level hazard shapes that purely

capture the covariate-speci�c trends in the data.
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A key challenge in mixture models is how to select the number of subgroups a priori. The true

number of latent subgroups is typically unknown, which leads practitioners to often train multiple

models under varying numbers of groups. We address this with a principled, post-training model

selection strategy. This allows ADHAM to adapt its subgroup sizea posteriori, and eliminates the

need to train multiple models. Our results show that ADHAM achieves performance comparable

to state-of-the-art additive models while offering improved interpretability.

Our contributions are as follows:

1. Multi-level interpretability: ADHAM provides explanations at the population, subgroup,

and individual-levels within a single survival modeling framework (Section 3.3.2).

2. Overcoming concurvity through decoupled training: We propose a training strategy for

ADHAM that separates the learning of covariate-speci�c hazard functions from subgroup as-

signment. This approach mitigates concurvity by ensuring each hazard component is learned

independently. Empirically, this leads to stable and reliable interpretability across training

runs (Section 3.3.3).

3. Ef�cient model selection: ADHAM includes a principledpost-trainingmethod to estimate

and reduce redundant subgroups, making it the only survival analysis method that avoids

training multiple models and allows for model selection post-training (Section 3.3.4).

4. Competitive predictive performance: ADHAM achieves predictive performance compa-

rable to state-of-the-art interpretable survival models across multiple benchmarks (Section

3.5).

3.2 Related Work

Related work on survival analysis methods is discussed in Chapter 2, Section 2.3. Here, we

brie�y revisit survival analysis from an interpretability perspective.
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Existing interpretable survival models for clinical risk prediction integrate CoxPH's framework

with Generalized Additive Models (GAMs). For example, CoxNAM and TimeNAM use Neural

Additive Models (NAMs) to model the hazard rate in Cox-Time (Kvamme, Borgan, and Scheel,

2019; Agarwal et al., 2021; Jiang, 2022; Utkin, Satyukov, and Konstantinov, 2022; Peroni et

al., 2022; L. Xu and Guo, 2023). These models offer interpretability by de�ning a separate per-

covariate function. This allows clinicians to visualize how individual covariates contribute to risk

at different time points.

Other lines of work utilize post-hoc interpretability tools. As an example, the SurvLIME expla-

nation method estimates the cumulative hazard function of a black-box model by �tting CoxPH's

regression model (Kovalev, Utkin, and Kasimov, 2020). SurvSHAP(t) uses KernelSHAP to de-

compose the survival function to its Shapley values at each time stepC(S. M. Lundberg and S.-I.

Lee, 2017; Krzyzínski et al., 2023). While effective, these ad-hoc interpretability methods become

impractical for large datasets and extended time horizons, as they must be re-executed for every

covariate-time combination.

Our work lies at the intersection of MDNs and GAMs. Speci�cally, we propose a survival

analysis model that represents a mixture of feature-speci�c hazard functions, with mixture weights

(subgroup assignments) conditioned on patient covariates, where each subgroup re�ects distinct

feature importance.

3.3 ADHAM: Additive Deep Hazard Analysis Mixtures

3.3.1 Background: Generalized Additive Models

GAMs are a �exible class of statistical models that extend generalized linear models by al-

lowing for non-linear relationships between the covariates, denoted by a� -dimensional vector

x 2 R� , and the outcome. A: th order GAM,6, is de�ned as:

6¹x º =
Õ

D�» � ¼jjDj� :

6D¹x Dº– (3.1)
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where»� ¼= f 1–2–� � � – � g. Each6D¹x Dº denotes the contribution of a covariate subsetDto the

overall prediction. In this work, we adopt the additive decomposition in Equation 3.1 to model the

hazard function considering: = 1. Unlike traditional GAMs, however, we introduce a weighted

sum formulation in which the in�uence of each component6D is modulated by patient-speci�c

subgroup assignments, thereby enabling subgroup-speci�c additive effects.

3.3.2 Model

Consider a time-to-event dataset with# points,D = f¹ x8– C8– X8ºg#
8=1, wherex8 2 R� denotes

the vector of covariates associated with patient8, C8 2 R¸ is the recorded event or censoring time,

andX8 2 f0–1g indicates whether the event occurred (X8 = 1) or was right-censored (X8 = 0). With

these notations, we assume a latent subgroup membership2 dependent on covariatesx , where

covariate-weights are group-speci�c. We describe the data-generating process in Figure 3.1:

8= f 1–� � � – #g

x 8 28 38 C8

X8

�\ �

Data Generating Process

For8= f 1–� � � – #g:

• Draw time-to-eventC8 � P¹Cj x 8– X8; \–� –� º
with marginal hazard function

Í �
2=1

Í �
3=1 P¹3 j 2; � ºP¹2 j x 8; \ º_¹Cj G83; q3º

where,2 j x 8 � Cat¹ 5\ ¹x 8ºº, 3 j 2 � Cat¹� 2º,

and� = f q3 g�
3=1

Figure 3.1: Plate notation and data generating process of ADHAM.5\ is subgroup assignment
network,V2 are subgroup-speci�c feature importance values, and_¹Cj G83; q3º is the population-
level hazard curve.

The subgroup assignment network5\ ¹x º and associated weight vector� 2 lie on � - and � -

dimensional simplexes, respectively1. Each patient is assigned to a latent subgroup2, with proba-

bility 5\ 2 ¹x º characterized by weights on each covariate-speci�c hazard,V32. Marginal hazard is

then de�ned as the group-speci�c weighted sum of covariate-speci�c hazard functions. We sum-

marize all notations with a table in Appendix B.1 and illustrate the methodology with a �ow chart

1This is ensured by softmax function.
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in Appendix B.2.

In the following paragraphs, we describe how each term in ADHAM's marginal hazard function

links to different levels of interpretability.

Figure 3.2: Covariate-speci�cpopulation-levelsurvival functions,_¹C j G83; q3º, of ADHAM
trained onSUPPORT dataset. ADHAM captures well-known physiological trends in heart rate
and temperature. In particular, normal ranges (e.g., 36 - 37.5� C for temperature and 60 - 100
bpm for heart rate (Tan et al., 2024)) have better survival odds. Similarly, the survival probability
decreases with age. In Appendix B.5, we compare ADHAM's population-level survival functions
to those of TimeNAM's and demonstrate that our results are consistent.

Multi-level interpretability. We start with thepopulation-levelhazard, de�ned as:

_¹Cj G3; q3º• (3.2)

This quantity represents the shared hazard as a function of the covariate3. It is the same across

the population for the sameG3 values. One can either use this quantity directly or calculate the

population-level survival function using it. In Figure 3.2, we illustrate population-level survival

functions, derived using Equation equation 3.2, as also discussed in Appendix B.4.

We weigh each hazard function using subgroup-level weights� 2 »0–1¼� � � , where
Í

3 P¹3 j 2; � º =
Í

3 V32 = 1. Note that, each� 2 vector informs aboutsubgroup-levelcovariate importances (e.g., if

covariate3 is important for subgroup2, thenV32 is high):

P¹3 j 2; � º_¹Cj G3; q3º = V32_¹Cj G3; q3º• (3.3)

We use� for subgroup-levelinterpretability and illustrate it, in Figure 3.3, along with subgroup

statistics.
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Figure 3.3:Subgroup-levelinterpretability ofSUPPORTdataset. Subgroup-speci�c average mea-
surements and correspondingV32 values are provided inleft andright , respectively. Each row de-
scribes a subgroup. In the left heatmap, warmer colors indicate values above population average,
while cooler colors re�ect below-averagemeasurements, with each cell including the correspond-
ing numeric value. See Appendix B.6.2 for covariate details. In the right heatmap, darker shades
denote higher covariate importance, indicating which covariates drive the hazard in each subgroup.
ADHAM consistently identi�es covariates that deviate from normal ranges via� matrix. For in-
stance, Subgroup 1 shows low heart and respiratory rates, both heavily weighted. Subgroup 2 is
marked by low WBC and elevated heart and respiratory rates. Subgroup 4 is dominated by high
temperature, while Subgroup 10 highlights age and cancer. Overall, ADHAM effectively identi�es
clinically relevant risk factors across subgroups.

For a given patientx , we compute its group assignment via P¹2 j x ; \ º and de�ne the marginal

hazard rate as a sum overindividual-levelhazard functions, each describing a contribution to the

marginal patient hazard:
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_¹Cj x ; \–� –� º =
�Õ

3=1

�Õ

2=1

P¹3 j 2; � ºP¹2 j x ; \ º_¹Cj G3; q3º (3.4)

=
�Õ

3=1

P¹3 j x ; \– Vº_¹Cj G3; q3º
|                             {z                             }

individual-level hazard function

(3.5)

=
�Õ

3=1

_¹Cj x ; \–� – q3º– (3.6)

where P¹3 j x ; \– Vº =
Í �

2=1 P¹3 j 2; � ºP¹2 j x ; \ º =
Í �

2=1 V325\ 2 ¹x º is a function of all covari-

atesx and introduces patient-speci�c covariate interactions into the picture. Note that,
Í �

2=1 5\ 2 ¹x º =

1. We use_¹Cj x ; \–� – q3º for individual-levelinterpretability, as demonstrated in Figure 3.4.

Figure 3.4: Individual-levelhazard functions and corresponding input values for four patients.
For the �rst patient, ADHAM identi�es an immediate risk driven by low heart rate (Hr), respi-
ratory rate (Rr), and mean arterial pressure (Map), matching the patient's high short-term risk.
For Patient 4156, the model captures both short-term risk from elevated white blood cell (Wbc)
count—suggesting possible infection—and long-term risk from advanced-stage cancer. Patient
3182, an older individual with moderately abnormal covariates, shows a hazard pro�le dominated
by age. For Patient 377, ADHAM points to low Map and high Wbc as the key contributors to their
risk, which are outside of normal range.

In this section, we focused on the hazard function. Similarly, one can study the different levels
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of interpretability from the survival function perspective, as presented in Appendix B.4.

3.3.3 Parameter Estimation

Given the marginal patient hazard, the corresponding probability density is expressed as:

P¹Cj x ; \–� –� º = _¹Cj x ; \–� –� º exp
�
�

¹ C

0
_¹Bj x ; \–� –� º–dB

�
– (3.7)

and the corresponding log-likelihood over the datasetD is:

� ¹T# jX # –� # ; \–� –� º = log
#Ö

8=1

_¹C8 j x 8; \–� –� ºX8 exp
�
�

¹ C8

0
_¹Bj x 8; \–� –� º dB

�
– (3.8)

whereT# = f C8g#
8=1, X # = f x 8g#

8=1, and� # = f X8g#
8=1.

We use neural networks to model5\ ¹x º and_¹Cj G3– q3º. We ensure positive_¹Cj G3– q3º by

applying thesoftplus¹•º function. A computationally ef�cient and unbiased stochastic approxima-

tion to Equation equation 3.8, using! data samples and" importance samples over time-to-event

outcomes, as proposed in Chapter 2:

~� ¹T ! jX ! –� ! –~T ! " ; \–� –� º =
#
!

!Õ

8=1

©
­
«

X8log_¹C8 j x 8; \–� –� º �
C8
"

"Õ

9=1

_¹~C8 9j x 8; \–� –� ºª®
¬

–

where~T ! " = ff ~C8 9g"
9=1g!

8=1, and~C8 9� * ¹0– C8º. Unlike former numerical integration-based esti-

mations, such as quadrature, this Monte Carlo (MC) estimate is unbiased (Gregoire and Valentine,

1995).

Overcoming concurvity through decoupled training. Empirically, we observe that jointly op-

timizing f \–� –� g can hinder interpretability due to two key factors: (1) concurvity, where corre-

lated covariates distort each other's contributions, leading to unreliable and unstable population-

level hazard functions; and (2) ill-conditioning, where the �exibility of the subgroup assignment

network allows individual-level hazard functions,_¹C j x ; \–� – q3º, to behave as arbitrary, un-

constrained functions over all covariates—particularly as the number of subgroups� increases.
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Together, these effects would reduce the model's interpretability.

Our goal is to ensure that ADHAM remains interpretable and stable regardless of concurvity

and choice of� . To mitigate this issue, we disentangle the learning of covariate-speci�c hazard

functions from the identi�cation of subgroups as described in Algorithm 3. In particular, we train

each covariate-speci�c population-level hazard function and mixture assignment network sepa-

rately by maximizing:

~� 3¹T ! jX ! –� –~T ! " ; q3º =
#
!

!Õ

8=1

©
­
«

X8log_¹C8 j G83; q3º �
C8
"

"Õ

9=1

_¹~C8 9j G83; q3ºª®
¬

– (3.9)

with respect toq3, and ~� ¹T ! jX ! –� ! –~T ! " ; \–� –� º with respect tof \– Vg. Independently

maximizing the population-level hazard log-likelihood~� 3 for each3 2 f1–2–� � � – � g helps elim-

inate covariate correlation during training by ensuring that each population-level hazard function is

learned in isolation. Subsequently, optimizing the overall log-likelihood~� ¹T ! jX ! –� ! –~T ! " ; \–� –� º

with respect to\–� learns a distribution P¹3 j x ; \–� º that re-weights the �xed hazard curves to

explain the data likelihood best. This two-step approach prevents the mixing weights from in�u-

encing the population-level hazard functions, avoiding covariate-speci�c curves from degenerating

into arbitrary functions of all covariates. The full training procedure is outlined in Algorithm 3.

Regularization of ADHAM. To (i) encourage sparsity in subgroup assignments and (ii) pro-

mote broader exploration of covariate relevance during training, we subtract two regularization

terms from the objective function~;. While sparsity in covariate weights may eventually re�ect

meaningful signals, regularization ensures that this structure emerges through learning rather than

an early optimization bias:

~R¹X ! ; \– Vº

=
1

! ¹! � 1º

!Õ

8=1

!Õ

9=1
9<8

�Õ

2=1

P¹2 j x 8; \ ºP
�
2 j x 9; \

�
¸

1
!

!Õ

8=1

�Õ

3=1

P¹3 j x 8; \– Vº logP¹3 j x 8; \– Vº•

(3.10)
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Algorithm 3 Mini-batch stochastic gradient descent learning of ADHAM parameters. We use
overall model log-likelihood as our early stopping criteria.

def fit_adham ¹D – \–� –� º:
\–� –�  Initialize neural network parameters
while ~� ¹T ! jX ! –� ! –~T ! " ; \–� –� º has not convergeddo

f X ! –T ! –� ! g  Sample! data fromD
~T ! "  Sample" importance samples from* ¹0–Tº
# 1. Fit Hazard Functions
for 3 = f 1–2–� � � – � gdo

63  r q3
~� 3¹T ! jX ! –� –~T ! " ; q3º

end for
�  Update using gradientsf 63g�

3=1
# 2. Fit Mixture Components
6  r \–V~� ¹T ! jX ! –� ! –~T ! " ; \–� –� º
\– V Update using gradients6

end while
Output: \–� –�

The �rst term is known as an orthogonal output regularization (Brock et al., 2016; Bansal,

X. Chen, and Zhangyang Wang, 2018), which promotes diversity in subgroup assignments by

encouraging the model to assign different data points to distinct subgroups with high con�dence2.

The second term is known as an entropy-regularization term (Mnih et al., 2016; L. Tang et al.,

2023), which encourages ADHAM to consider a wider set of covariates during training,helping to

avoid premature convergenceto narrow, locally optimal solutions. We conduct experiments both

with and without incorporating regularization terms into the ADHAM objective, to study the effect

empirically, as discussed in Section 3.5.

3.3.4 Model Selection via Subgroup Re�nement

Determining the optimal number of heterogeneous subgroups is often dif�cult and usually

involves training and evaluating several models. ADHAM circumvents this challenge through a

post-training re�nement strategy that takes advantage of two key properties: (1) each population-

level hazard function is tied to a single covariateG3, and (2) its contribution is scaled by a subgroup-

speci�c constantV32.

2Note that, the batch size! should be greater than 1 in order to be able to compute this regularization term.
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Algorithm 4 Pseudo-algorithm for model selection given the subgroup groupsC, covariate im-
portance matrix� , and a threshold,� . In practice, we use ef�cient implementations provided by
fcluster andlinkage modules of SciPY (Virtanen et al., 2020).

def combine_clusters ¹C–� – �º:
C¢  Initialize empty setfg
d  Initialize correlation matrix VV>

p
¹trf VV> gº¹trf VV> gº>

# � � � correlation matrix

while maxd � � do # While there are no correlated subgroups left
for 2 2 C do

if maxd2 ¡ � then
2¢  arg maxd2 # d2 is � � 1 row vector
C¢  Combine groupsC¢ [ f 2– 2¢ g# C¢ is a set of (2 cardinality) sets
d22¢  Update entry to�1 # So thatwhile does not run forever

end if
end for

end while
while

Ñ
2¢ 2C¢ 2¢ < fg do # While there are groups to be merged

for f 2¢
1– 2¢2g 2 C¢ � C ¢ do

if 2¢
1 \ 2¢

2 < fg then # If there are common elements then merge
C¢  C ¢ n2¢

1 # Subtract2¢
1

C¢  C ¢ n2¢
2 # Subtract2¢

2
C¢  C ¢ [ f 2¢

1 [ 2¢
2g# Add their union back

end if
end for

end while
Output: C¢ # Re�ned subgroups

As such, if two subgroups21 and22 have identical covariate importance vectors, i.e.,� 21 = � 22,

they can be combined without affecting the model's data log-likelihood and overall performance.

A formal proof is provided in Appendix B.3.1. Note that, this property is not a byproduct of the pa-

rameter estimation procedure but the model design. In practice, we evaluate the similarity between

subgroups by calculating their pairwise correlation:d2122 =
Í �

3=1 V213 V223
r � Í �

3=1 V2
213

� � Í �
3=1 V2

223

� . subgroups

with correlation above a prede�ned threshold� are then merged using a bottom-up agglomerative

strategy (Müllner, 2011), as described in Algorithm 4. We refer to this procedure assubgroup

re�nement. We illustrate an example correlation matrixd in Figure 3.5. In practice, ADHAM can

initially be trained with a large number of subgroups� , which can later be reduced through this

re�nement process if needed. We demonstrate an example onSUPPORTdataset in Table 3.2.
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Figure 3.5: Example correlation matrixd before (left) and after (right) subgroup re�nement on the
SUPPORT dataset. Rows and columns are ordered usingsns.clustermap to group similar
subgroups. Each cell shows the correlation between two groups (e.g.,d2122), with warmer col-
ors indicating higher similarity. Before re�nement, many subgroups have overlapping covariate
importance patterns, suggesting repetition. After re�nement, correlations decrease and subgroup
pro�les become more distinct, each emphasizing different sets of covariates.

3.3.5 Predictions

Making survival predictions with ADHAM requires calculating the following estimate:

( ¹Cjx ; \–� –� º = exp
�
�

¹ C

0
_¹Bj x ; \–� –� º–dB

�
(3.11)

This integral can be calculated by Monte Carlo samples, or numerical integration (Ketenci et

al., 2023; Kvamme, Borgan, and Scheel, 2019). In our experiments, we use the estimation method

proposed by Ketenci et al., 2023.
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3.4 Experimental Setup

3.4.1 Datasets

We experiment on two standard benchmark datasets,SUPPORTandFLCHAIN , widely used

in survival analysis, and a real-world clinical dataset of patients with chronic kidney disease

(CKD), tracking time to acute kidney injury based on electronic health records. Please see Ap-

pendix B.6.1 for a detailed description of the datasets.

3.4.2 Baseline Models

We consider ten well-established baselines for survival analysis and state-of-the-art models, as

explained in Chapter 2: CoxPH (D. R. Cox, 1972), DeepSurv (Katzman et al., 2018), RSF (Ish-

waran et al., 2008), Cox-Time (Kvamme, Borgan, and Scheel, 2019), TimeNAM & TimeNA2M (Per-

oni et al., 2022), DSM (Nagpal, X. Li, and Dubrawski, 2021), DCM (Nagpal, Yadlowsky, et al.,

2021), DeepHit (C. Lee, Zame, J. Yoon, et al., 2018), and DHA, and the following interpretable

surival analysis models:

TimeNAM & TimeNA2M. TimeNA2M extends Cox-Time by using a neural additive hazard

function that explicitly captures both main effects and pairwise (second-order) interactions be-

tween covariates (Agarwal et al., 2021; Peroni et al., 2022).

3.4.3 Evaluation Metrics

We follow the same evaluation setup as Y. Li et al., 2023; Nagpal, Goswami, et al., 2022; Nag-

pal, X. Li, and Dubrawski, 2021; Nagpal, Yadlowsky, et al., 2021; Jeanselme, Tom, and Barrett,

2022; Jeanselme, C. H. Yoon, et al., 2023; Zifeng Wang and Sun, 2022; C. Lee, Zame, A. Alaa,

et al., 2019; Ketenci et al., 2023 and compare the average C-Index, Brier Score, and AUROC statis-

tics over different time horizons to assess each model's predictive performance, as introduced in

Chapter 2. We assess the performance of ADHAM and baseline models using both discrimination
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SUPPORT Dataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

ADHAM ( R, � = 1, � = 100) 0.660 0.144 0.666 0.630 0.222 0.644 0.620 0.247 0.658
ADHAM ( R, � = 0•8, � = »24–40¼) 0.660 0.145 0.666 0.629 0.223 0.644 0.620 0.247 0.656
ADHAM ( R, � = 0•75, � = »17–30¼) 0.660 0.145 0.666 0.629 0.223 0.644 0.619 0.247 0.656
ADHAM ( R, � = 0•7, � = »14–23¼) 0.660 0.145 0.666 0.629 0.223 0.644 0.619 0.247 0.656
ADHAM ( R, � = 0•65, � = »11–19¼) 0.659 0.145 0.665 0.629 0.223 0.644 0.619 0.247 0.656

ADHAM 0.613 0.142 0.616 0.588 0.219 0.602 0.588 0.237 0.639

Table 3.1: Performance of ADHAM on the SUPPORT dataset as a function of the subgroup re-
�nement threshold� . Larger values of� impose stricter criteria for subgroup merging—that is,
merging occurs only when the correspondingV2 parameters are identical. We observe that model
performance remains largely stable across varying values of� , indicating robustness to the choice
of re�nement threshold.

and calibration performance metrics across three time horizons, as often used at deployment.

3.4.4 Empirical Setup

We perform 5-fold cross-validation across all models and datasets. At each training step, we

leave 20% of the data out and divide the remaining data into training and validation sets by 70% and

30%, respectively. For a fair comparison, we use �xed random seeds. This ensures that the training,

validation, and test sets seen by ADHAM and baseline models are identical. We standardize the

datasets by subtracting the mean and dividing by the standard deviation of the covariates. We

use Adam optimizer for neural models (Kingma and Ba, 2014). Each model is trained for 4000

epochs. The best model is saved based on the validation loss during training (early stopping),

and evaluations are done over the held-out test set, which the models do not see during training.

Hyperparameter settings are available at Appendix B.6.3.

3.5 Results

Interpretability of ADHAM. We illustrate ADHAM's population-level interpretabilityon the

SUPPORTdataset in Figure 3.2, showing that it reliably captures meaningful trends for key mea-

surements. These patterns are a useful tool to understand and debug models (Caruana et al., 2015).
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SUPPORTDataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.605 0.143 0.608 0.598 0.217 0.618 0.609 0.232 0.659
RSF 0.662 0.139 0.668 0.624 0.214 0.641 0.614 0.230¢ 0.668¢

DeepHit 0.652 0.141 0.659 0.613 0.220 0.633 0.605 0.236 0.661
Cox-Time 0.625 0.141 0.631 0.614 0.214 0.635 0.616 0.230¢ 0.663

DSM 0.633 0.141 0.639 0.621 0.215 0.638 0.605 0.254 0.653
DCM 0.657 0.138¢ 0.663 0.620 0.213 0.638 0.603 0.234 0.652
DHA 0.663¢ 0.138¢ 0.672¢ 0.631¢ 0.211¢ 0.650¢ 0.615 0.231 0.663

CoxPH 0.553 0.262 0.558 0.567 0.222 0.588 0.590 0.351 0.649
TIMENAM 0.621 0.142 0.627 0.612 0.215 0.633 0.615 0.230¢ 0.666
TIMENA2M 0.643 0.139 0.650 0.618 0.216 0.636 0.610 0.238 0.654
ADHAM (R) 0.660 0.144 0.666 0.630 0.222 0.644 0.620¢ 0.247 0.658

ADHAM 0.613 0.142 0.616 0.588 0.219 0.602 0.588 0.237 0.639

Table 3.2: Results on theSUPPORT dataset. The models in gray region are interpretable. Best
values are denoted by¢ , and results that are statistically close to the best values are shown inbold.
Best performing interpretable values are underlined. The standard error of the sample mean (SEM)
values are provided in Table B.2.

CKD Dataset

25th Quantile 50th Quantile 75th Quantile
Models

C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.620 0.089 0.635 0.611 0.164 0.653 0.608 0.217 0.684

RSF 0.628 0.088¢ 0.647 0.621 0.164 0.665 0.611 0.216¢ 0.701

DeepHit 0.642¢ 0.088¢ 0.658¢ 0.630¢ 0.161¢ 0.673¢ 0.617¢ 0.216¢ 0.698

Cox-Time 0.615 0.090 0.626 0.611 0.165 0.651 0.609 0.219 0.684

DSM 0.630 0.091 0.644 0.619 0.182 0.669 0.607 0.244 0.702¢

DHA 0.623 0.089 0.636 0.609 0.164 0.651 0.606 0.217 0.690

CoxPH 0.593 0.089 0.608 0.582 0.168 0.615 0.579 0.224 0.658

TIMENAM 0.622 0.089 0.639 0.610 0.168 0.651 0.597 0.217 0.688

TIMENA2M 0.625 0.099 0.639 0.612 0.192 0.646 0.591 0.261 0.647

ADHAM (R) 0.620 0.090 0.632 0.618 0.170 0.652 0.607 0.236 0.682

ADHAM 0.603 0.089 0.615 0.597 0.167 0.630 0.592 0.226 0.657

Table 3.3: Results on theCKD dataset. The models in the gray region are interpretable. Best
values are denoted by¢ , and results that are statistically close to the best values are shown inbold.
Best performing interpretable values are underlined. The standard error of the sample mean (SEM)
values are provided in Table B.3.
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Figure 3.3 illustrates ADHAM'ssubgroup-level interpretability, by uncovering heterogeneous

patient subgroups along with their associated covariate importance pro�les. We observe that AD-

HAM groups patients based on abnormal measurement patterns, which are captured through the

subgroup-speci�c weight matrix� . In Figure 3.4, we present patient-speci�c hazard functions,

where we once again observe that ADHAM assigns importance to most critical covariates.

Performance of ADHAM. We present performance results in Tables 3.2, 3.3, and 3.4. The best

average results are denoted by¢ , values that are statistically close to the best results (with? = 0•05)

with respect to two-sided Welch's t-test are denoted withbold3, and best interpretable meth-

ods are underlined. DHA achieves the best performance across most evaluation metrics, though

it functions as a black-box model. Among the interpretable approaches—CoxPH, TIMENAM,

TIMENA2M, and ADHAM—ADHAM with regularization ranks highest in 9 metrics, matching

TIMENA2M, followed by TIMENAM with 8 and CoxPH with 2, across various datasets. We

also �nd that regularization bene�ts ADHAM, particularly in ranking-based metrics, albeit with a

minor trade-off in calibration accuracy. Furthermore, in Table 3.1—on theSUPPORTdataset, we

observe that ADHAM's model selection strategy, where we alter� = 1 to � = 0•65, results in a mi-

nor performance loss while substantially reducing the number of subgroups (e.g., from100to 11).

Overall, ADHAM demonstrates similar performance to the existing state-of-the-art interpretable

survival models. To evaluate statistical signi�cance, the standard errors are provided in Appendix

B.7.

3.6 Discussion and Limitations

ADHAM offers a uni�ed framework for interpretability, delivering individualized, subgroup-

level, and population-wide risk explanations. Our results show that ADHAM performs on par with

leading interpretable survival models. Nonetheless, several limitations remain.

3Note that the difference in two results may be statistically insigni�cant due to (1) the mean over fold and (2) the
(corrected) sample standard deviation of runs.
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FLCHAIN Dataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.788 0.060 0.799 0.792 0.100 0.815 0.788 0.126 0.823
RSF 0.801 0.059 0.812 0.798 0.099 0.821 0.793 0.124 0.828

DeepHit 0.794 0.061 0.805 0.795 0.101 0.818 0.792 0.127 0.827
Cox-Time 0.798 0.065 0.810 0.797 0.118 0.820 0.793 0.160 0.828

DSM 0.760 0.065 0.770 0.766 0.118 0.786 0.768 0.159 0.800
DCM 0.790 0.059 0.801 0.788 0.100 0.810 0.782 0.128 0.814
DHA 0.801 0.058¢ 0.813 0.800¢ 0.097¢ 0.824¢ 0.795¢ 0.122¢ 0.830¢

CoxPH 0.789 0.103 0.801 0.794 0.098 0.817 0.791 0.168 0.826
TIMENAM 0.796 0.060 0.807 0.796 0.104 0.818 0.791 0.134 0.826
TIMENA2M 0.802¢ 0.065 0.814¢ 0.797 0.118 0.819 0.791 0.160 0.828
ADHAM (R) 0.798 0.064 0.809 0.795 0.114 0.818 0.791 0.154 0.825

ADHAM 0.776 0.060 0.786 0.782 0.102 0.804 0.779 0.135 0.810

Table 3.4: Results on theFLCHAIN dataset. The models in the gray region are interpretable. Best
values are denoted by¢ , and results that are statistically close to the best values are shown inbold.
Best performing interpretable values are underlined.The standard error of the sample mean (SEM)
values are provided in Table B.4.

Causal interpretation. ADHAM is a predictive, not a causal model. While the proposed tool

provides insights into the learned relation between covariates and survival outcomes, practitioners

should not interpret these observational correlations as causation.

Sensitivity to dataset biases. As with any data-driven model, ADHAM re�ects the characteris-

tics and potential biases present in the training data. These biases may affect both predictions and

interpretations.

Regularization trade-offs. While regularization improves ADHAM's ranking performance, par-

ticularly in identifying high-risk patients, our results show a slight reduction in calibration accu-

racy. Future work could explore ways to balance this trade-off more effectively.

Applicability to other data types. ADHAM is tailored for structured, tabular, and time-series

data. Adapting it to handle other modalities, such as imaging or text, is a promising area for future

exploration.
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Competing risks. The current formulation of ADHAM is limited to single-risk scenarios, and

adapting it to competing risk frameworks is an open problem with important rami�cations (Jeanselme,

Tom, and Barrett, 2025).

3.7 Conclusion

In this chapter, we introduce ADHAM, a novel survival analysis model that integrates deep

additive hazard functions with a mixture-based structure to provide interpretable predictions at the

population, subgroup, and individual levels. By decoupling hazard and mixture learning, ADHAM

mitigates common interpretability challenges such as concurvity and provides patient-speci�c risk

explanations. Furthermore, we propose a post-training re�nement mechanism for selecting the

number of subgroupsa posteriori. ADHAM achieves competitive predictive performance while

offering practical interpretability of covariates that supports clinical understanding and decision-

making, positioning it as a useful tool for real-world applications in healthcare.
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Chapter 4: Probabilistic Shapley Value Modeling and Inference

4.1 Introduction

Learning feature attributions, i.e., quantifying how individual input features contribute to a

(black-box) model's prediction, is a fundamental problem in interpretable and explainable ma-

chine learning. Shapley values (Shapley et al., 1953), originating from cooperative game theory

and the study of transferable utility, have become widely adopted in machine learning as a princi-

pled approach for feature attributions (S. M. Lundberg and S.-I. Lee, 2017; S. M. Lundberg, Erion,

et al., 2020; Covert and S.-I. Lee, 2021). For a supervised learning model, the Shapley value for

feature3 is de�ned as its expected marginal contribution across all possible coalitions —where

each coalition( is a subset of features that excludes feature3— see Equation 4.3. Shapley value

is the uniqueremoval based attribution method(Covert, S. Lundberg, and S.-I. Lee, 2021) satisfy-

ing four key explainability axioms: Ef�ciency, Symmetry, Dummy (Null Player), and Additivity

(Linearity); underpinning their appeal in model explanation (Merrick and Taly, 2020). We refer

to Rozemberczki et al., 2022 for details on their theoretical foundation.

Despite its desirable properties and widespread application, most existing Shapley-based fea-

ture attribution methods operate on point estimates, thereby collapsing information in a dataset

into a single summary statistic. This approach ignores the inherent uncertainty in the data, which

can be caused by noise, limited observations, or feature correlations. For instance, when model

predictions are uncertain, deterministic Shapley values may give a false sense of con�dence about

the importance of speci�c features. In addition, we are often not interested in identifying features

with only high attributions, but also those with consistently low or negligible attributions (i.e.,

dummy features), so we can isolate and focus on the true drivers of a model's decisions. Overlook-

ing negligible or uncertain attribution information can lead to misleading or unstable attributions,
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of particular relevance in high-stakes domains such as healthcare or policymaking, where attribu-

tion reliability is paramount. Therefore, it is crucial to characterize (I) the inherent noise in the

data, (II) the model's predictive uncertainty, and (III) how it all propagates to and impacts feature

attributions.

In this work, we describe the attribution of a model's inputs to outputs through latent ran-

dom variables, centered at Shapley values, via a probabilistic generative model of observed data,

that is fully learnable (i.e., the model and the attribution distributions) via an ef�cient, stochastic

variational inference procedure.

Our main contributions are as follows:

1. A Novel, Input-Conditional Prior Distribution Modeling (Uncertain) Shapley Feature

Attributions. We introduce in Section 4.3 an input-conditional prior distribution over fea-

ture attributions, centered around Shapley values. We pose that the observed outputs are

generated through a linear combination of attributions drawn from this Shapley prior that

parameterize a Gaussian or a Bernoulli likelihood for regression and classi�cation tasks,

respectively (see Figure 4.1).

2. Ef�cient Variational Inference for Simultaneous Model and Feature Attribution Learn-

ing. We overcome challenges in model learning (non-analytical likelihoods and computa-

tionally demanding operations in feature size) by devising, in Section 4.3.3, a variational

inference framework for Probabilistic Shapley Inference (PSI). We derive a stochastic esti-

mator of a (tighter) variational objective that enables ef�cient and scalable learning of the

model and the attribution Shapley prior, simultaneously.

3. Ef�cient Processing of Variable Length Inputs. A key challenge for removal-based attri-

bution methods (e.g., Shapley values) lies in ef�ciently handling variable-length inputs and

computing their marginals. In Section 4.3.4, we introduce a novel, masked embedding neural

network (MENN) architecture that supports �exible modeling of variable-length, continuous

and discrete inputs. MENN leverages the inherent parallelism of neural networks, enabling
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ef�cient computation on modern hardware (GPUs) by avoiding the need for sequential pro-

cessing over feature subsets.

We evaluate and assess theexplainability and predictive performanceof the probabilistic Shapley

inference (PSI) framework via empirical studies with the following aims:

1. Objective 1. To demonstrate that PSI recovers a distribution over attributions that closely

re�ects the true data-generating process, according to the Shapley value framework, via the

empirical study presented in Section 4.4.1.

2. Objective 2. To showcase, through two illustrative case studies in Section 4.4.2, how prob-

abilistic Shapley attributions that incorporate attribution uncertainty via coverage intervals

provide more meaningful and informative explainability insights across multiple data modal-

ities.

3. Objective 3. To establish, with results in Section 4.4.3, that the masking-based network

presented in Section 4.3.4, which parameterizes the suf�cient statistics of the feature attri-

bution distribution, produces more accurate predictive data estimates than standard baseline

methods.

4. Objective 4. To verify PSI's competitive predictive performance across regression and clas-

si�cation tasks in Section 4.4.4, in par with several well-established explainable and black-

box baselines.

4.2 Connections and Differences with Related Work

In this work, we address several core challenges in the application, computation and interpre-

tation of feature attribution via Shapley values. We review and contextualize here the literature

at the intersection of Shapley values and machine learning, with a focus on methods that ad-

dress their computational, modeling and estimation challenges. Despite its desirable properties

and widespread application, Shapley value computation is burdened with inherent dif�culties, due
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to its computational complexity (Van den Broeck et al., 2022), the dif�culty in estimating model

marginals (Covert, S. Lundberg, and S.-I. Lee, 2021), and their lack of uncertainty quanti�cation.

Computation of exact Shapley values for a given feature3 is expensive, as it requires evaluating

all possible feature coalitions, i.e., iterating over( 2 2»� ¼nf3g, where2»� ¼nf3g represents the power

set overf 1–2 � � � – 3� 1– 3¸ 1–� � � – � g. To mitigate this, recent work has framed the problem as

a post-hoc weighted least squares estimation (S. M. Lundberg and S.-I. Lee, 2017; Covert, S. M.

Lundberg, and S.-I. Lee, 2020; Adebayo et al., 2021). While such methods offer useful insights

into black-box model behavior, they come with notable limitations: they can be highly sensitive

to small input perturbations (Ghorbani, Abid, and Zou, 2019), may fail to faithfully re�ect the

decision boundaries of the original model (Rudin, 2019), and often require extensive sampling to

produce reliable attributions (Jethani et al., 2021). FastSHAP (Jethani et al., 2021) addresses the

computational bottleneck of Shapley estimation by learning attributions in a single forward pass.

However, it relies on training multiple neural networks in sequence, resulting in signi�cant com-

putational overhead. In contrast, we propose traininga single modelin which feature attributions

areembedded directly into the generative process, rather than relying on post-hoc attributions.

A second challenge in Shapley value estimation is dealing with feature subsets of varying

lengths. Typically, feature removal is treated as a marginalization process, where the model output

is averaged over the omitted features. A common strategy is to marginalize removed features using

an empirical or approximate input distribution. Existing methods approximate these marginals with

distributions such as the product of independent input marginals, the empirical joint distribution, or

uniform sampling over the input space (Datta, Sen, and Zick, 2016; S. M. Lundberg and S.-I. Lee,

2017; Strumbelj and Kononenko, 2010). However, these approximations can lead to misleading

attributions when input features exhibit strong correlations. For a comprehensive discussion of

marginalization strategies and their limitations, we refer the reader to Covert, S. Lundberg, and

S.-I. Lee, 2021.

Recent work has explored the use of baseline values as substitutes for marginalized features

in Shapley value estimation: Sundararajan and Najmi, 2020 proposed replacing missing features
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with �xed baselines, while Covert, S. Lundberg, and S.-I. Lee, 2021 showed that training models

with independently replaced features can approximate marginalization under the input conditional

distribution. Jethani et al., 2021 further extended this idea by selecting baseline values outside

the observed data distribution to enhance distinguishability. However, Covert, S. Lundberg, and

S.-I. Lee, 2021 also highlighted the inherent dif�culties of using baselines in continuous domains,

where poorly chosen baselines can distort marginal estimates and lead to inaccurate attributions.

In this work, we address these issues byde�ning both feature embeddings and baseline values in

a learned latent space, and demonstrate that this leads to improved quality over prior approaches.

A third challenge and core limitation lies in the common treatment of Shapley values as deter-

ministic quantities. This view is largely in�uenced by the prevalence of non-probabilistic machine

learning predictive models that produce single-point predictions —and explanations. However, this

simpli�cation can obscure important insights, underscoring the need to explicitly account for the

uncertainty inherent in explanations (Chan et al., 2020; A. Alaa and Van Der Schaar, 2020; H.-S.

Lee et al., 2020). Although some post-hoc methods attempt to quantify uncertainty in Shapley

estimates, they focus on capturing it through its variance estimation arising from ad-hoc approx-

imations (Covert and S.-I. Lee, 2021; Slack et al., 2021). As a result, they fail to re�ect the

aleatoric uncertainty present in data, which we here characterize via a distribution over feature at-

tributions. Recent work by Chau, Muandet, and Sejdinovic, 2023 is similar in spirit to ours, in that

they assume a Shapley value centered Gaussian Process (GP) prior to, after observing some data,

use the GP posterior to distribute its predictive uncertainty to feature attributions. However, the

framework we present here differs fundamentally from GP-SHAP: rather than providing post-hoc

explanations under a Gaussian process prior, we put forward an end-to-end probabilistic learning

framework thatjointly trains a predictive model and a conditional prior over feature attributions.
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4.3 Probabilistic Shapley Inference (PSI)

De�nitions and notations. Let X � R� denote the input space of a model over� features. We

de�ne a function53 that operates on variable-length subsets of features as

53 :
Ø

( �» � ¼

X( ! R – with 53¹;º = 0– (4.1)

where»� ¼= f 1–2– • • • – �g is the index set of all input dimensions,( � » � ¼is a feature subset,

andX( =
>

32( X3 denotes the corresponding subspace. We de�neX; as a singleton (e.g.,f;g ) to

allow calls such as53¹x ; º = 53¹;º .

Without loss of generality, we assume an additive output structure5¹x Bº =
Í �

3=1 53¹x Bº over

input subsets, and we write5¹x º =
Í �

3=1 53¹x º for the output given full inputx .

4.3.1 PSI's Generative Model: Conditional Shapley Priors

PSI characterizes feature attributions via probabilistic modeling, where we formulate the attri-

bution of each input feature as a random variable conditioned on the inputx . Precisely, we assert

a conditional prior distributioni 3 jx for the contribution of each feature3 of the inputx :

i 3 j x � P¹i 3 j x º = N ¹ q3¹x º– f 2
3 ¹x ºº– (4.2)

where its conditional meanq3¹x º is given by the Shapley-weighted marginal contribution of5:

q3¹x º =
Õ

( �» � ¼nf3g

P¹( º
�
5¹x ( [f 3gº � 5¹x Bº

�
– such that 5¹x Bº =

¹
5¹x º dP¹x j x Bº – (4.3)

with Shapley kernel P¹( º = jBj! ¹� �j Bj� 1º!
� ! .

We refer to P¹i 3 j x º as theShapley prior, and denote samplesi 3 drawn from this distribution

asstochastic Shapley values(SSV). We write� = f i 3g�
3=1 for the concatenation of SSVs for all

input features. By construction,i 3¹x º is distributed around the Shapley values and satis�es the
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following properties.

Theorem 4.3.1(Axiomatic properties ofq¹x º). The expected valueq¹x º of the Shapley prior

satis�es the following properties, by the de�nitions of5¹x Bº and the Shapley kernel P¹( º:

Property 1. (Ef�ciency )
Í �

3=1 q3¹x º = 5¹x º.

We start with
Í �

3=1
Í

( �» � ¼nf3gP¹( º
�
5¹x ( [f 3gº � 5¹x Bº

�
=

Í
) �» � ¼2¹) º 5¹x ) º, where

2¹) º =
Í

92) P¹) n f 9gº �
Í

98) P¹) º, which is0 except for2¹� º = 1, and� ¹;º = � 1.

Hence,
Í �

3=1 q3¹x º = 5¹x º � 5¹;º = 5¹x º by de�nition in Equation 4.1.

Property 2. (Symmetry) if 5¹x ( [ 31º = 5¹x ( [ 32º, for all B2 »� ¼, thenq31 ¹x º = q32 ¹x º, by

application of Equation 4.3.

Property 3. (Dummy) if 5¹x ( [ 3º = 5¹x Bº, for all B2 »� ¼, thenq3¹x º is 0, by direct use of

Equation 4.3.

Property 4. (Additivity) For two functions51 and 52, the contribution to5 = 51 ¸ 52 of

feature3, due to the linearity of the expectation, isq3¹x º = q1
3¹x º ¸ q2

3¹x º.

Observation likelihood. In practice, we do not observe random variablesi 3 —nor their realizations—

but observations that depend on these latent variables. In this work, we consider data likelihood

functions for observations corresponding to regression and binary classi�cation1 tasks.

We describe below the complete, Shapley prior-based probabilistic model by specifying the

task-speci�c likelihoods that relate the latent function5 to observed data throughi , as illustrated

in Figure 4.1.

1Extensions to multi-class classi�cation are left as future work.
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8= f 1–� � � – #g
3 2 »� ¼

( � » � ¼ n f3g

x 8–(

G8–3

i 8–3 H8

n8

18

Figure 4.1: Graphical model (left) and data-
generating procedure (DGP, on the right) for
PSI's generative story. Shaded squares de-
note deterministic inputs, while shaded circles
represent observed stochastic variables. Un-
shaded nodes correspond to latent variables. In
regression,H denotes the observed response;
in classi�cation, it represents latent logit val-
ues. Note that the �rst step of the DGP (on
the right) involves a sum over subsets that is
computationally,O

�
2� �

, expensive.

Data Generating Process

For8= f 1–� � � – #g:

1. Calculate the expected value of per-

feature3 2 »� ¼Shapley priors:

q3 ¹x 8º =
Õ

( �» � ¼nf3g

P¹( º
�
5¹x 8–([f 3gº � 5¹x 8–(º

�

2. Draw per feature3 2 »� ¼stochastic

Shapley values, from their conditional

Shapley priors:

i 8–3jx 8 � N
�
q3 ¹x 8º– f 2

3 ¹x 8º
�

3. Draw global data uncertainty terms:

n8 � N
�
q0– f 2

0

�

4. Draw observed response (or latent logit):

H8 =
�Õ

3=1

i 8–3¸ n8

If classi�cation, draw:

18 � Bernoulli ¹logits = H8º

For regression tasks whereH 2 R, we adopt a Gaussian likelihood conditioned on the latent

variablesi 3:

H=
�Õ

3=1

i 3 ¸ n– n� N
�
q0– f 2

0

�
• (4.4)

The marginal distribution of the observations —after integrating out the latent random variables

over the Shapley prior— is tractable:

Hjx � N ¹` ¹x º– f ¹x ºº – where ` ¹Gº = q0 ¸ 5¹x º and f 2¹x º = f 0 ¸
�Õ

3=1

f 2
3 ¹x º– (4.5)

by theef�ciency property. Notice how the marginal distribution of the observations linksq0¸ 5¹x º

to the expected value of the dataH. For classi�cation tasks, we denote with binary indicator18

whether observation8is positive (1) or negative (0). We interpretHas a latent logit random variable,
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with the observed label de�ned by a Bernoulli likelihood parameterized by the logit, i.e.,

1 � Bernoulli ¹logits = Hº • (4.6)

Unfortunately, the classi�cation's marginal likelihood is analytically intractable —we explain how

we overcome this challenge in Section 4.3.3.

4.3.2 PSI Learning

In PSI's generative model,5 is an arbitrary functional connecting inputs to outputs. In practice,

given# input-output pairs, the goal is to identify an instance5 2 F that best �ts the observed data,

where we denote the empirical dataset asD = ¹x 8– H8º#
8=1 for regression and useD = ¹x 8–18º#

8=1

for classi�cation tasks. To that end, one may either try to directly maximize the log-marginal

likelihood of the dataset, or in a Bayesian fashion, compute the posterior over all the unknown

latents, given the dataset.

In any case, the marginal likelihood of observations is a critical function to compute. Although

the log-marginal overD for regression tasks

L A46= log
#Ö

8=1

P¹H8 j x 8º = log
#Ö

8=1

¹

n8

 ¹

i 8–3

P¹H8 j � 8– n8ºP¹n8º dn8

�Ö

3=1

P
�
i 8–3j x 8

�
d� 8

!

– (4.7)

is analytically tractable; the classi�cation log-marginal likelihood

L 2;0BB= log
¹

H8

exp

(

L A46¸ log
#Ö

8=1

P¹18 j H8º

)

dH8– (4.8)

is analytically intractable.

More importantly, the computation ofi 3 j x involvesevaluating an exponential number of

feature subsets, with a computational cost ofO
�
2� �

—a well-known bottleneck in Shapley value

estimation that hinders direct calculation of the marginal likelihoods in Equations 4.7-4.8.

To overcome these issues, we adopt a variational framework that enables joint model learning
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and tractable inference of the stochastic Shapley values of interest. Precisely, PSI aims tosimulta-

neously learnthe unknown functionals5, along with the global bias termq0 and the uncertainty

sources in the data: the input conditional (heteroscedastic) uncertaintyf ¹x º and the observation's

homoscedastic uncertaintyf 0. Furthermore, and leveraging the probabilistic nature of the model,

we are also interested in the inference of latent random variablesi 3 j x , to facilitate interpretable

attributions of each input instance. We denote the full set of learnable parameters with\ , which

includes parameters of functionals5¹x º andf ¹x º (e.g., neural network weights and biases), the

global bias termq0, and the homoscedastic variance termf 0.

4.3.3 Variational PSI

We hereby introduce a variational approximation to the otherwise intractable posterior over

latent variables, by computing the evidence lower-bound (ELBO) for regression and classi�cation

tasks:

L A46� L � ! �$
A46 =

#Õ

8=1

EQB�0?8

�
log

P¹H8–� 8 j x 8º
QB�0?8

�
– (4.9)

L 2;0BB� L � ! �$
2;0BB =

#Õ

8=1

EQ;>68C8QB�0?8

�
log

P¹18– H8–� 8 j x 8º
Q;>68C8QB�0?8

�
– (4.10)

where we de�ne variational families

QB�0?8
= QB�0?8

¹� 8 j x 8º =
�Ö

3=1

QB�0?3

�
i 8–3j x 8

�
with QB�0?3

¹i 3 j x º = N ¹ ~53¹x º–~f 2
3 ¹x ºº

(4.11)

and

Q;>68C8 = Q;>68C8¹H8 j x 8–18º = P¹H8 j H8 ¡ 0–x 8º18P¹H8 j H8 � 0–x 8º1� 18 • (4.12)

The variational Shapley distribution QB�0?8
—the critical component of the probabilistic Shapley

inference (PSI) framework— is shared between the regression and classi�cation tasks.

For classi�cation, we incorporate additional probabilistic components that model the logit (the
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logarithm of the odds) of the binary observation probability. Precisely, we condition the logit's

distribution on their sign, as determined by the observed binary variable1: logits are greater than

zero if 1 = 1, and less than or equal to zero otherwise. This extra element of the classi�cation

approximate posterior is a truncated normal distribution overH, i.e.,

P¹Hj H� 0–x º1P¹Hj H� 0–x º1� 1 =
N

�
` ¹x º– f 2¹x º

�

	 ¹1–x º
(4.13)

with

	 ¹1–x º =
1
2

�
1 ¸ erf

�
` ¹x º
f ¹x º

�� 1 �
1 ¸ erf

�
�

` ¹x º
f ¹x º

�� 1� 1

– (4.14)

given logit suf�cient statistics̀ ¹x º and f ¹x º as in Equation 4.5, after marginalization of the

Shapley prior.

Before delving into additional details and technicalities of PSI's variational inference proce-

dure, we rewrite the regression ELBO in terms of the variational Shapley distribution QB�0?8
as

L A46�
#Õ

8=1

EQB�0?8
f logP¹H8 j � 8ºg

|                         {z                         }
(8)

� � KL

�
QB�0?8

kP¹� 8 j x 8º
�

|                            {z                            }
(88)

– (4.15)

highlighting that (8) the �rst term �ts the observed data, while (88) the second term �nds a variational

distribution QB�0?8
that approximates the Shapley prior P¹� 8 j x 8º.

Following standard variatonal inference, one would optimize the ELBOs in Equations 4.9-4.10

with respect to variational parameters in Equations 4.11-4.12. In contrast, we propose a revi-

sion to the lower-bounds of PSI, based on a careful choice of the conditional variational families

QB�0?3
¹i 3 j x º.

A Tighter and Computationally Ef�cient ELBO for PSI

To devise a tighter, and computationally ef�cient, computation of PSI's variational lower-

bound, we pose the same functional form for the variational and prior functions, i.e.,53¹x º =

~53¹x º, and uncertainty functionalsf 3¹x º = ~f 3¹x º. Recall that we are not equating the condi-
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tional Shapley prior P¹� 8 j x 8º = N
�
q3¹x 8º– f 2

3 ¹x 8º
�

to the variational family QB�0?3
¹i 3 j x º =

N ¹ 53¹x º– f 2
3 ¹x ºº, but imposing a shared functional parameterization between the generative model

and the variational family. This shared functional parameterization enables us to establish the fol-

lowing proposition.

Proposition 4.3.2. For QB�0?3
¹i 3 j x º = N ¹ 53¹x º– f 2

3 ¹x ºº and any function� , the ef�ciency

property of Shapley values guarantees that

EQB�0?8

(

�

 

q0 ¸
�Õ

3=1

i 8–3

! )

= EP¹� 8jx 8º

(

�

 

q0 ¸
�Õ

3=1

i 8–3

! )

• (4.16)

Proof. The proof is followed by the ef�ciency property and is detailed in Appendix C.1. ƒ

Equipped with this proposition, we can now equate expectations over the variational Shap-

ley distribution QB�0?8
with those over the true prior, to compute the �rst term of the ELBO in

Equation 4.15 asEQB�0?8
f P¹H8 j � 8ºg = EP¹� 8jx 8º f P¹H8 j � 8ºg =

¯
� 8

P¹H8 j � 8ºP¹� 8 j x 8º d� 8 =

P¹H8 j x 8º.

Tighter variational PSI ELBOs. We now formulate a modi�ed ELBO for PSI

L � ! �$
A46 � V A46=

#Õ

8=1

logP¹H8 j x 8º � V� KL

�
QB�0?8

kP¹� 8 j x 8º
�

� L A46– (4.17)

with hyperparameter0 � V � 1, which regulates the tightness of the lower-bound (VA46= L A46,

for V = 0) by controlling the in�uence of the second term in the loss. Additionally, we use this new

lower-bound,VA46, to rewrite the ELBO for the binary classi�cation task (see detailed derivations

in Appendix C.2):

L � ! �$
2;0BB � V 2;0BB� L 2;0BB– (4.18)
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where

V2;0BB=
#Õ

8=1

EQ;>68C8
f logP¹18 j H8º ¸ logP¹H8 j x 8ºg

|                                              {z                                              }
(I)

¸ H ¹ Q;>68C8º
|       {z       }

(II)

� V� KL

�
QB�0?8

kP¹� 8 j x 8º
�

|                              {z                              }
(III)

•

(4.19)

Here,H ¹ Q;>68C8º is the entropy of the variational logit distribution. This PSI classi�cation objective

promotes (I) learning input-conditional predictive logitsH8, marginalized over SSVs, that explain

the observed binary labels18; (II) high-entropy variational distributions over logits, to avoid over-

con�dent or degenerate solutions; and (III) �tting a tractable variational QB�0?8
distribution over

SSVs.

The subset marginal constraint for Shapley computations. Maximizing V (for regression

or classi�cation) encourages learning parametric functionals53 that, due to PSI model design,

directly satisfy Property 1. To meet the remaining properties described in Theorem 4.3.1, it is

mandatory to ful�ll the subset-marginal constraint53¹x Bº =
¯

53¹x º dP¹x j x Bº, where under

slight abuse of notation, we denote with P¹x j x Bº the distribution of features not in the subset( .

Namely, we must ensure that the model's output for a subsetx B aligns with the expected output

under the corresponding marginalized input distribution. In training, we enforce this by randomly

masking the features inx , in a similar fashion to Jethani et al., 2021, where the feature subsets were

replaced with values outside the support of the data distribution. In Appendix C.3, we show that

under reasonable assumptions, random feature removal during the variational training procedure

with VA46andV2;0BBguarantees that this constraint is satis�ed.

Ef�cient computation of VA46and V2;0BB. We describe below how the tighter ELBOs of Equa-

tions 4.17 and 4.18 can be computed through closed-form expressions that enable their scalable

optimization.
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• The Shapley Kullback-Leibler divergence.The key term (88) in Equation 4.15 obeys

� (� �% = � KL

�
QB�0?3

¹� j x ºkP¹� j x º
�

(4.20)

=
�Õ

3=1

� � Í
( �» � ¼nf3gP¹( º ¹ 5¹x ( [ 3º � 5¹x Bºº

�
� 53¹x º

� 2

2f 3¹x º2
•

Instead of its exact computation (of exponential complexity due to the sum over coalitions), we

derive a computationally ef�cient,stochastic estimateas follows:

^� (� �% = �

�
�
�
�

� Í  1
: =1 5¹x B1–:[ 3º� 5¹x B1–:º

 1
� 53¹x º

� � Í  2
: 0=1 5¹x B2–:0[ 3º� 5¹x B2–:0

º

 2
� 53¹x º

� �
�
�
�

2f 3¹x º2
– (4.21)

with B1–: – B2–:0 � P¹( º and3 � U¹1– � º. The theoretical properties of this estimator^� (� �%

are detailed in Appendix C.4. In practice, we use a single sample for each subset —B1–: and

B2–: (i.e.,  1 =  2 = 1) —along with a single sample over the feature dimension3 to ensure

computational ef�ciency.

Remark 4.3.3. � (� �% ! 0 implies 53 � q3. A property ofq3 is that Ex � D f q3¹x ºg �

Ex � D f 53¹x ºg � 0. This serves as a useful diagnostic tool during training: the average out-

put of the variationally trained functional53 should converge toward zero per training iteration.

We illustrate this behavior in Figure C.1 of Appendix C.8.

• Observation likelihood terms. We leverage standard gradient reparameterizations for the ex-

pectation of the regression likelihood, and the inverse transform sampling (Bou et al., 2023)

for the unbiased estimation of the expectation of Bernoulli log-likelihoodsEQ;>68Cf logP¹1 j Hºg

—term (I) in Equation 4.18.

• Classi�cation entropy and cross-entropy terms.The classi�cation entropy termH ¹ Q;>68Cº =

EP¹HjH¡0–x º1 P¹HjH� 0–x º1� 1
�
� logP¹Hj H ¡ 0–x º1P¹Hj H� 0–x º1� 1 	

corresponds to the entropy of
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a truncated normal distribution, given logit suf�cient statistics` ¹x º andf ¹x º as in Equation 4.5:

H ¹ Q;>68Cº =
1
2

�
log

�
2c4f 2¹x º	 ¹1–x º

	
¸ 
 ¹1–x º

�
(4.22)

where


 ¹1–x º = ¹� 1º1 �

` ¹x º
f ¹x º

1p
2c

exp
n
� ` 2¹x º

f 2¹x º

o

	 ¹1–x º
• (4.23)

Additionally, we compute the cross-entropy term in Equation 4.18 as

EQ;>68Cf logP¹Hj x ºg=
1
2

log 2cf 2¹x º ¸
1

2f 2¹x º

�
E2¹1–x º ¸ ¹< ¹1–x º � ` ¹x ºº2

�
– (4.24)

where< andE2 are the mean and variance statistics of the truncated normal distribution given

by:

< ¹1–x º = ` ¹x º �
f 2¹x º
` ¹x º


 ¹1–x º and E2¹1–x º = f 2¹x º

 

1 � 
 ¹1–x º �
�
f ¹x º
` ¹x º


 ¹1–x º
� 2

!

(4.25)

Ef�cient and scalable PSI learning procedure. We summarize PSI's learning procedure, ac-

cording to the ELBOs of Equations 4.17 and 4.18, in Algorithm 5 (Appendix C.5).

4.3.4 Neural Network-based Shapley Prior Suf�cient Statistics: The53 andf 3 networks

In this section, we describe how we leverageneural networks to model the suf�cient statistics

of the Shapley priorin Equations 4.1 and 4.2, i.e.,53 andf 3. In Section 4.3.4, we also describe the

proposed masked embedding neural network (MENN) architecture that enables ef�cientvariable

length input(VLI) modeling.

We start by clarifying why our framework is based on embedded baselines for marginal estima-

tion. Recent methods estimate marginal contributions by modifying the input space with baseline

values. For example, J. Yoon, Jordon, and Van der Schaar, 2018 simulate feature removal by re-
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placing input features with a �xed zero vector. However, using constant baselines in the input

space can lead to misleading attributions —especially in high-dimensional or structured data. A

more principled alternative, proposed by Jethani et al., 2021, is to explicitly append a feature re-

moval maskR , allowing a neural network to distinguish between original and substituted inputs.

We follow a similar technique, by operating in a (learned) embedded space. Precisely, rather than

operating directly in the input space, we map each featureG3 to a high-dimensional embeddingz3,

and substitute missing features with their baseline embeddingsb3.

We begin by mapping the inputsx 2 X to Z 2 R� � � I , where each row ofZ represents

z3 = "�## 1¹G3º 2 R� I . Because sequentially iterating over all3 2 »� ¼is computationally

inef�cient, we employ a masked network architecture that performs these operations in parallel, as

described in Section 4.3.4. When marginalizing overG3, i.e., using variable length input that does

not include featureG3 described byfeature removal matrixR , we replace the embeddingz3 of G3

with the learnable baseline vectorb3 to simulate feature removal, and constructz0
3. We then take

a linear combination of these embeddings using an af�ne transformation matrixW and reduce the

dimensionality from� � � I to � I . We input the result into a feedforward neural network (FFNN)

to obtain 53¹x º.

Figure 4.2: The53 andf 3 networks. We independently generate latent embedding vectors for each
feature, and replace absent features with a baseline vector in the embedding space. We compute a
linear combination of these embeddings to arrive at a single vector, which we use as model output
53. To compute the variancef 3, we re-utilize the information in the model predictions along with
the feature representations. Note that,5¹;º = 0 can easily be satis�ed by multiplying the �nal
output byR .

For f 3¹x º, we want to associate each per input feature dimensionG3 and its corresponding

output 53¹G3º with their uncertainty. In order to leverage the learned (variable input) embed-
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dings and associate them with their corresponding functional output53, we concatenatez0
3 with

o3 = "�## 2¹ 53º, and use a feedforward neural network (FFNN) to obtainf 3¹x º. To avoid this

uncertainty module altering the learned feature embeddings and their outputs, we freezez0
3 and 53

when inputting them to the FNNN that outputsf 3, following a similar approach as in (Stirn et al.,

2023) and more recently (Bramlage and Curio, 2025). We showcase the overall neural network

architecture to compute Shapley prior suf�cient statistics in Figure 4.2.

The Masked Embedding Neural Network (MENN) Architecture

We present here the masked-neural architecture used for ef�cient computation of (subset marginal)

suf�cient statistics. While masked neural architectures have been widely used across domains such

as natural language processing and density estimation (Vaswani et al., 2017; Devlin et al., 2018;

Papamakarios, Pavlakou, and Murray, 2017), our goal here is distinct: i.e., the ef�cient compu-

tation of high-dimensional per-feature embeddings in parallel —avoiding the need to iterate over

individual feature dimensions. The masked embedding neural network (MENN) architecture we

describe here enables ef�cient information �ow across neurons while generating continuous per-

feature embeddings in parallel —see an illustrative example in Appendix C.6.

A  -layer neural network can be represented byz : = 02C: ¹z : � 1W : º, wherez0 = x > and

z ! = Ĥ. We de�ne eachW : = W0
: � M : , whereM : are binary� :

1 � � :
2 masking matrices with

� :
2 � � . The permeability of the network is determined by the non-zero elements ofM1: =

Î  
: =1 M : . In particular, ifM1: ¹3– ;º ¡ 0, then there is an information �ow from3th feature to;th

output neuron (Germain et al., 2015).

We begin by de�ning the MENN initial masking matrixM1 as

M1¹3– ;º =

8>>>><

>>>>
:

1 if 1 ¸ ¹ 3 � 1º41 � ; � 34113<� ¸ � 1
213=�

0 otherwise,

andM : , for : ¡ 1, as2>;; ¹M : º = B6=¹A>F3¹M1:: � 1º> º, for 1 ¸ ¹ 3 � 1º4: � 9 � 34: 13<� ¸
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� :
213=� , whereB6=¹�º is the sign function,4: = =8=C¹� :

2• � º for 3 2 »� ¼, : 2 » ¼, and�  
2 is an

integer multiple of� . Here,=8=C¹•º refers to the nearest integer function. The multiplication of a

sequence of such matrices has the following recursion:

2>;; ¹M1:: º = W32>;1¸¹ 3� 1º4: � 1 ¹M1:: � 1º– (4.26)

where1 ¸ ¹ 3 � 1º4: � ; � 34: 13<� ¸ � :
213=� , andW3 2 N¸ for 3 2 »� ¼. Since�  

2 is an integer

multiple of � , the columns ofM1: repeat2>;1¸¹ 3� 1º4 � 1 ¹M1: � 1º 4 number of times. Then,

� � �4  matrix " 1: obeys:

M1: ¹3– ;º =

8>>>><

>>>>
:

W3– for W3 ¡ 0– if 1 ¸ ¹ 3 � 1º4 � ; � 34 

0– otherwise.

For instance, for� = 3– �  
2 = 6 (i.e., � I = 4 = 2), M1: is (see a step-by-step example in

Appendix C.6):

 Ö

: =1

" : =

2
6
6
6
6
6
6
6
6
4

W1 W1 0 0 0 0

0 0 W2 W2 0 0

0 0 0 0 W3 W3

3
7
7
7
7
7
7
7
7
5

•

We emphasize thatM1: in MENN is a masking operation applied to neural network weights,

to ef�ciently map each input feature to a different embedding. On the contrary,R as depicted

in Figure 4.2 is a feature removal matrix for baseline embedding replacement, i.e., it discards

the MENN generated embeddings if a feature is absent and modulates their replacement with a

baseline vector.
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4.4 Results

4.4.1 PSI Faithfully Captures the Data Generating Process' Feature Attribution Distribution

To illustrate PSI's capabilities in capturing true feature attributions, we generate synthetic

datasets via the following process: (I) draw independent featuresG1– G2– G3 � U¹� 4–4º; (II) sample

feature-conditional SSVsi 1 � N
�
expf� G2

1g �
p

c
8 erff 4g–0•6 cos¹0•03G1º800

�
,

i 2 � N
�
sinf� G2

2g ¸
p

2c
8 ( ¹4

q
2
c º–0•2jG2j

�
, and i 3 = 3 cos¹3G3º ¸ 4 sin¹5G3º; �nally, (III)

observe data as the linear combination of drawn SSVsH= i 1 ¸ i 2 ¸ i 3.

The summary statistics of theground truth, data generating process (DGP) attribution of fea-

tures are depicted in the top row of Figure 4.3. We observe input-output pairs, i.e.,D = f x 8– H8g�
8=1,

generated from the DGP above, and use them for training PSI. Recall thati are latent variables,

not available in training.

Figure 4.3: Ground truth feature attributions (top) and the attributions learned by PSI (bottom).
Gray areas representtrue (top) andlearned(bottom) heteroscedastic uncertainty functions, both of
which are two standard deviations away from the mean statistics. The learned PSI mean53 closely
aligns with the true data-generating feature attributions, while PSI' learnedf 3 accurately cap-
tures the underlying attribution uncertainty. Notably, latent SSV samples drawn from the true data
generating functions (not observed during trainingand shown in green) fall within two standard
deviations of PSI's credible intervals, indicating well-calibrated feature attribution uncertainty.
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We showcase in the bottom row of Figure 4.3 PSI's learned variational distributions over la-

tent i values, i.e., QB�0?3
¹i j x º. Each learned53¹x º closely aligns with the mean of the true

data-generating feature attributions, while the learned uncertaintyf 3¹x º accurately captures the

underlying input-conditional attribution noise. In particular, we highlight that PSI successfully:

1. Captures the true underlying heteroscedastic uncertainty—approximating noise func-

tions0•6 cos¹0•03G1º800 for 51, 0•2jG2j for 52, and near-zero variance for53— in alignment

with the true data patterns.

2. Covers the latent, random SSV samplesi within credible intervals of two standard devi-

ations, indicating well-calibrated uncertainty estimates. These latent SSV samplesare not

observed, and are overlaid over the learned summary statistics of Figure 4.3 solely for illus-

trative purposes.

4.4.2 On the Bene�ts of Feature Attribution Decisions based on Credible Intervals

We hereby illustrate the signi�cance of considering distributional Shapley attributions for model

explainability, i.e., the added bene�ts of modeling and learning Shapley distributions for nuanced

feature attribution understanding. With access to a variational Shapley distribution QB�0?8
, uncer-

tainty quanti�cation can be used to probabilistically identify informative features, by considering

credible attribution intervals.

We de�ne a probabilistic Shapley attribution as0CC3¹I–x º = 53¹x º ¸ If 3¹x º, where we can

elucidate attributions based not only on the mean Shapley value, but considering full attribution

probabilities: i.e., we can move away from the expected attribution and consider the attribution

probability covered byI standard deviations.

There are two hypotheses that motivate the full probabilistic characterization of feature attri-

butions: (8) the conditional mean statistic can often relate (and be limited) tospurious correlations

that explain average attributions of observed data, and (88) irrelevant regions of input feature space

—that do not contribute to the observed model outputs— act asdummy attributions, and hence tend
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to exhibit low attribution uncertainty. Hence, the rationale for making decisions with higher pos-

terior probabilities is that dummy features will have bothnegligible mean and negligible variance.

By increasing the probabilistic attribution threshold, we move beyond average attributions, shift-

ing the focus of explanations to high-con�dence attribution regions that better explain the model's

decisions.

In what follows, we �rst assess how feature attribution uncertainty enhances the explainability

of image recognition tasks. Then, we showcase how probabilistic ranking of feature attributions

reveals subtleties on which inputs most critically in�uence a model's prediction, aiding subsequent

decision-making.

Localization of relevant image regions on MNIST. To apply PSI, with the proposed MENN

architecture, to image data, we convert MNIST digit images into a tabular format by dividing

each image into� 0 � � 0 non-overlapping patches, where� 0 Ÿ � , and� is the original image

height/width. Each patch isindividuallymapped to a scalar value, producing a latent representation

that serves as input to a decoder reconstructing the original image. We use this representation to

learn the PSI model, i.e.,x is the encoded image representation,His the per-image latent logit

random variable, and1 is the observed label. We train separate models on four of the MNIST

digits (0, 2, 4, and8), using one versus all binary classi�ers with Bernoulli likelihoods.2

In Figure 4.4, we illustrate how decisions based on probabilistic Shapley attributions0CC3¹I–x º,

for varying I , enhances explainability. In the top row, we show how relying solely on mean attri-

butions, i.e., standard Shapley values, can lead to low information granularity. For instance, the

mean attribution for digit 0 emphasizes the hollow center signi�cantly, rather than the digit's out-

line, re�ecting a spurious pattern. Similarly, for digit 4, the mean attribution highlights the empty

space between the vertical and diagonal strokes. In contrast, when using0CC3¹I = 2–x º, the at-

tribution map more effectively highlights the digit regions where the actual number is displayed,

demonstrating improved localization of relevant features. We emphasize that dummy features, i.e.,

regions that do not include digit strokes, have zero attribution for bothI = 0 andI = 2 (illustrated

2Extension of PSI to the multinomial likelihood is left as future work.
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Figure 4.4: MNIST digit localization according to0CC3¹I–x º with respect to varyingI -values. (top)
The 50% credible attribution (I = 0), that corresponds to standard Shapley values, often results in
coarse or low-resolution attributions. In contrast, (bottom) using 98% con�dence intervals (I = 2)
yields more informative feature attributions localized around the full digit of interest and its key
traces.

in dark-blue color in Figure 4.4).

We quantify this qualitative improvement in explainability with results presented in Figure 4.5,

for varying decision thresholds, fromI = 0 to I = 8. We �rst standardize the attribution scores,

g0CC3¹I–x º =
0CC3 ¹I–x º� inf 32»� ¼0CC3 ¹I–x º

sup32»� ¼0CC3 ¹I–x º� inf 32»� ¼0CC3 ¹I–x º , to ensure that probabilistic Shapley attributions are be-

tween 0 and 1, hence enabling consistent comparison across instances. We measure the precision

(%' = )%
)%¸ �% ), recall ('� ! = )%

)%¸ �# ), and F-metrics (� = 2 '� ! � %'
'� ! ¸ %' ) according to the following

de�nitions: True positives,)% = Ex � D
�
E3� U¹1–� 0º

�
G3 � g0CC3¹I–x ºjx – G3 < 0

		
, where high TP

values correspond to when the attribution score is high in regions where the digit is present (i.e.,

G3 = 1). False positives,�% = Ex � D
�
E3� U¹1–� 0º

�
¹1 � G3º � g0CC3¹I–x ºjx – G3 = 0

		
, with high

values arising when the attribution score is high in regions without a digit (i.e.,G3 = 0). False

negatives,�# = Ex � D
�
E3� U¹1–� 0º

�
G3 � ¹ 1 � g0CC3¹I–x ººjx – G3 < 0

		
, occurring when the attribu-

tion score is low in regions where a digit actually exists. Results in Figure 4.5 demonstrate that

incorporating more attribution mass leads to better localization and explainability, with saturation

beyond theI = 2 (98% con�dence) case.
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Figure 4.5: Precision, recall, and F-metrics for varyingI value. We observe that for digits0, 2,
and4 precision increases withI and plateaus around/afterI = 2. For digit 8, PSI loses precision
for I ¡ 2, indicating that the model assigns attributions to regions that do not include the digit. We
conclude that incorporation of regions outside of mean attributions (53 = q3, with I = 0) leads to
better localization and interpretability.

Figure 4.6: Probabilistic ranking of measurements
for predicting ICU mortality of a patient, with a
higher ranking indicating higher feature attribution
to mortality. Ranking input feature importance
varies with respect to the considered credible in-
terval, highlighting different insights on their sig-
ni�cance.

Probabilistic ranking of fea-

ture attributions. Knowing the

ranking of feature attributions

of a model reveals which in-

puts most strongly in�uence

the model's predictions, aid-

ing interpretation and decision-

making. We showcase here

the use of probabilistic Shap-

ley attribution rankings on a task

of clinical relevance. Speci�-

cally, we train PSI on the ICU

mortality dataset of (Meredith

et al., 2020), which contains

anonymized electronic health

records from ICU patients (including demographics, vital signs, laboratory test results, and in-

terventions over the �rst 24 hours of admission) for the task of predicting mortality.

In Figure 4.6, we illustrate how mean attribution-based rankings (I = 0, on the left) can differ
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signi�cantly from worst-case scenarios (I = 2, on the right).

In particular, from the mean feature attribution ranks, one would conclude that respiratory and

heart rates (RESP and HR) are, on average, more in�uential than lactate (LAC). However, the

uncertainty around LAC's attribution is signi�cantly higher, suggesting that in certain high-risk

cases, LAC may be one of the most critical features. Indeed, as explained by a clinical expert, a

lactate level of 4.25 mmol/L re�ects severe tissue hypoperfusion and is strongly associated with

life-threatening conditions like sepsis or shock, whereas a respiratory rate of 32.5 bpm, while

elevated, typically indicates compensatory stress and is less directly tied to mortality. In other

words, RESP and HR are typically indicative of risk rather than a direct marker of a life-threatening

pathology. In contrast, LAC, which is at the top of the rank when considering feature attribution

probabilities, is a direct indicator of critical outcomes.

4.4.3 PSI: ef�cient and accurate data-marginal computations via MENN

In this ablation study, we demonstrate the bene�ts of the MENN architecture proposed in Sec-

tion 4.3.4 for ef�ciently and accurately computing data-marginals of variable input-length.

We provide comparative predictive performance results for synthetic regression tasks in Table

4.1 (see Appendix C.7.1 for their corresponding DGPs), by comparing PSI's performance when

using MENN or a standard feedforward neural network (FFNN). Precisely, we replicate the FFNN-

based procedure by Jethani et al., 2021, where variable-length input modeling is achieved by re-

placing removed features with a baseline value outside the data support, based on inputting the

FFNN with a concatenation of data and the feature removal valuesR . We train both alternatives

using the PSI objective, and compare their predictive (RMSE) performance.

We observe in Table 4.1 that modeling variable-length inputs using the MENN architecture

leads to better predictive performance, across different scaling factors of^� (� �% , grouped together

asV0 = �V •2.

Additionally, we demonstrate how data samples drawn from the MENN-based PSI procedure

are closer to the true data distribution, i.e., it provides a more accurate description of the observed
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Net V0 synth1 synth2 synth3 synth4 synth5
0.001 0.605 0.004 0.125 0.669 0.419
0.01 0.611 0.004 0.120 0.669 0.416
0.1 0.595 0.004 0.221 0.673 0.417

MENN

1 0.582 0.004 1.118 0.579 0.446
0.001 0.642 0.071 0.368 0.689 0.433
0.01 0.640 0.128 0.234 0.677 0.435
0.1 0.624 0.103 0.174 0.674 0.431

FFNN

1 0.599 0.186 0.897 0.660 0.477

Table 4.1: RMSE results
of PSI when using different
model architectures, for var-
ious V0 values. The best
results are shown inbold.
The masked network outper-
forms the widely used base-
line on all datasets (see Ap-
pendix C.7.1 for DGPs).

data. To that end, we measure the J-Divergence between empirical samples drawn from PSI and

the original, synthetic data generating process —we refer to Appendix C.7.6 for details on how

we compute these divergences.

In Figure 4.7, we clearly observe that the MENN architecture leads to better data-marginal

density modeling.

Figure 4.7: Jeffreys (J)-Divergence of data drawn from PSI to the observed empirical data, per
considered architecture.s is the mean and– is the median of results across folds, error bars denote
the 1.5 interquartile range. We observe that data simulated using MENN leads to values closer to
the observed data distribution, as indicated by lower divergences.

4.4.4 Predictive Performance Results

In this section, we perform 5-fold cross validation to assess, in addition to PSI's bene�ts on

explainability, its predictive performance. Figure 4.2 presents a comparison between PSI and

several established baselines in four real-world regression and classi�cation datasets —details on

the baselines and the datasets are provided in Appendix C.7.3 and C.7.2, respectively. Overall,

PSI achieves predictive performance in par with not only state-of-the-art interpretable methods,
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but strong black-box models such as Random Forests, XG-Boost and deep neural networks.3

Interpretable Black-box
Data PSI LIN EBM RF LGBM XGB DNN

PKSN 0.026 0.867 0.195 0.040 0.072 0.063 0.111
MED 0.447 0.608 0.447 0.448 0.447 0.454 0.467
BIKE 0.019 0.518 0.038 0.008 0.017 0.013 0.019
GAS 0.269 60.93 0.153 0.151 0.152 0.150 0.256
FICO 0.771 0.766 0.771 0.770 0.773 0.773 0.771
SPAM 0.977 0.946 0.977 0.983 0.982 0.981 0.967
ICU 0.872 0.851 0.872 0.869 0.874 0.874 0.860

CENS 0.803 0.768 0.825 0.800 0.830 0.831 0.788

Table 4.2: Averaged
results (see Appendix
C.7.5 for their negligible
standard errors) on 8
real-world datasets.
We report RMSE for
regression (purple) and
PR-AUC for classi�-
cation (pink) datasets.
We indicate best overall
performing models in
bold, with best per-
forming explainable
models in blue, where
lower RMSE and higher
PR-AUC scores are
better.

4.5 Discussion and Limitations

PSI provides a probabilistic framework for feature attribution by modeling Shapley values as

latent random variables with input-conditional Shapley priors. Inference over latent random vari-

ables and the learning of feature attribution distributions are enabled by ef�cient variational infer-

ence. We acknowledge that PSI does not explicitly enforce the53 = q3 constraint; instead, it relies

on regularization through the� (� �% term. Diagnostic tools, as described in Remark 4.3.3, assist

practitioners in evaluating this alignment; as validated by the presented empirical performance in

different case studies. However, we recall that the conditionEx f 53¹x ºg ! 0 is necessary but

not suf�cient for guaranteeing53 = q3. Looking ahead, promising directions for extending PSI

include support for multinomial likelihoods and the incorporation of causal feature attributions.

3Reported results are on a test-set, based on optimum model hyperparameter con�gurations found via cross-
validation, as described in Appendix C.7.4.
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4.6 Conclusion

We presented Probabilistic Shapley inference (PSI), a probabilistic framework for feature at-

tribution that models Shapley values as latent random variables with input-conditional Shapley

priors, linking attribution uncertainty to predictive uncertainty. We present a revised variational

inference framework that ef�ciently, via stochastic optimization, enables simultaneous inference

over the latent Shapley values of a �exible (e.g., neural network-based) predictive model. Empiri-

cal results across synthetic and real-world datasets demonstrate not only the explainability bene�ts

of the probabilistic treatment of feature attributions intrinsic to PSI, but its �exibility in accurately

describing data marginals, feature attributions and their uncertainty, while providing state-of-the-

art predictive performance.

79



Chapter 5: Accurate and Scalable Stochastic Gaussian Process Regression

via Learnable Coreset-based Variational Inference

5.1 Introduction

Gaussian Processes (GPs) play an important role in healthcare by providing a �exible, prob-

abilistic framework for modeling complex and noisy medical data. They have been successfully

applied in areas such as disease progression modeling (Schulam and Saria, 2015), time-to-event

analysis (A. M. Alaa and Schaar, 2017), and the modeling of irregularly sampled clinical time

series for risk prediction (Futoma, Hariharan, and Heller, 2017).

Training GPs ef�ciently with large datasets has been a long-standing challenge, as exact in-

ference complexities growO
�
# 3�

in time andO
�
# 2�

in space requirements. Successful state-of-

the-art (SOTA) methods to scaleGPs —a detailed review can be found in (Liu et al., 2020)—

are based on sparse and low-rank approximations (C. Williams and M. Seeger, 2000; E. Snelson

and Ghahramani, 2005; Quinonero-Candela and Rasmussen, 2005), often using inducing random

variables (Naish-Guzman and Holden, 2007; Titsias, 2009; Hensman, Fusi, and Lawrence, 2013;

Wilson and Nickisch, 2015).

Amongst these techniques, variational learning of inducing variables by Titsias, 2009 allows

for time and space complexities of$ ¹# " 2º and$ ¹# " º, with clear bene�ts when inducing point

size " is small, i.e.," � # . However, in real-world applications,# can be in the order of

millions, making model learning impractical. More recently, Hensman, Fusi, and Lawrence, 2013

introduced stochastic variational inference for Gaussian processes (SVGP), which reduces the time

and space complexities toO¹" 3º andO¹" 2º, respectively. This method has become the standard

for trainingGP models on large datasets. However, SVGP's scalability comes at a cost: it requires

learning additionalO¹" 2º parameters, resulting in an optimization problem that scales quadrati-
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cally with the number of inducing points.

In this work, we propose a coreset-based variationalGP (CVGP) technique that is amenable

to stochastic optimization (i.e., scalable to big datasets) at reducedO¹" º parameter complexity

(see Table 5.1), and demonstrate its accurate inference and predictive performance in a wide range

of real-datasets (see results in Section 5.4).

We take inspiration from Titsias, 2009's optimal variational posterior, and ensure that CVGP's

variational family also obeys (1) theGPs' prior-conditional structure, and (2) theGP prior's de-

pendencies in its posterior, all achieved via Bayesian coreset principles (Huggins, Campbell, and

Broderick, 2016; Zhang et al., 2021). Speci�cally, we design and learn a variational distribution

for a GP-based probabilistic model, de�ned through a subset of learnable pseudo-points and a

weighted likelihood function, in line with the Black-Box Bayesian coreset framework (Manousakas,

Z. Xu, et al., 2020; Manousakas, Ritter, and Karaletsos, 2022).

CVGP's coreset-based variationalGP posterior, learnable via stochastic maximization of a

lower-bound of the log-marginal data likelihood, enables not only a more accurate approximation

to the trueGP regression posterior, but a more ef�cient optimization process.

In summary, our contribution is a novel, coreset-based stochastic variationalGP inference

(CVGP) algorithm that:

1. Finds a coreset-based, sparse variational posterior to faithfully approximate the trueGP

posterior, enabling up- and down-weighting the in�uence of pseudo-points during learning

(Section 5.4.4 and Appendix D.4.1,D.4.3);

2. Maximizes a lower-bound over the marginal log-likelihood that is amenable to ef�cient

stochastic optimization (Section 5.3.2);

3. Provides a numerically stable algorithm requiring onlyO¹" º parameters to be learned, at

computational and memory complexities ofO
�
" 3�

andO
�
" 2�

(Table 5.1);

4. Outperforms SOTA stochastic variationalGP inference alternatives on real-world regression

datasets (Section 5.4): CVGP not only provides improved predictive performance (Section
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5.4.2), but achieves a tighter lower variational bound than alternatives (Section 5.4.3).

5.2 Background

We introduce the notation and foundations ofGP regression in Section 5.2.1, and describe

sparse approximations for scalableGP inference in Section 5.2.2. We review the variational in-

ducing point-based foundational work of Titsias, 2009 and Hensman, Fusi, and Lawrence, 2013,

in Sections 5.2.3 and 5.2.4, respectively. These are SOTAGP algorithms that will serve as com-

petitive baselines for the experiments in Section 5.4.

5.2.1 GP Regression

A (univariate)GP is a non-parametric prior over functions from input domainx 2 X into

scalar spaceH2 Y , denoted as5¹x ; � º � GP ¹< ¹x ; \ < º– :¹x –x ; \ : ºº. A GP is speci�ed by its

mean,< ¹x ; \ < º : X ! R, and covariance (kernel),: ¹x –x ; \ : º : X � X ! R, functions with

parameters\ < and\ : that are jointly referred to asGP hyperparameters� = f \ < – \: g.

The function5is a mapping fromX to the real numbers and we may equivalently write5 2 RX ,

viewing functions as (in�nite-dimensional) vectors with elements indexed by members ofX. Using

vector notation, we de�nef = 5¹X º as the vector containing theGP prior values at a collection

of pointsX = f x 8g#
8=1. TheGP prior evaluated at any subset of pointsX follows a multivariate

Gaussian distribution P¹f ; � º � N ¹f j 0–K ## º, with K ## = ¹: ¹x 8–x 9ºº1� 8– 9� # . We assume

zero meanGP priors without loss of generality, and suppress explicit dependence on input points

X to avoid notation clutter.

In GP regression with observations subject to Gaussian noise, i.e.,H = 5¹x ; � º ¸ n, n �

N
�
nj0– f 2�

, the data marginal likelihood is given by

P¹y º =
¹

f
P¹y jf ; f ºP¹f ; � º df = N

�
y j0– f 2I ¸ K ##

�
• (5.1)

Given some observed dataX , the posterior over theGP function at any inputx ¢ , 5¢ = 5¹x ¢º, is
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a Gaussian distribution computable in closed form, i.e.,

P
�
5¢ j x ¢–y

�
= N

�
5 j < 5¢ jx ¢ – :5¢ jx ¢

�
– with (5.2)

< 5¢ jx ¢ = k � #

�
f 2I ¸ K ##

� � 1
y –

: 5¢ jx ¢ = : ¹x ¢–x ¢º � k � #

�
f 2I ¸ K ##

� � 1
k# � •

wherek � # is the# -dimensional row vector of kernel function values between a new inputx ¢ and

observed dataX .

5.2.2 Sparse Gaussian Process Regression

Even though posterior statistics in Equation 5.2 are analytically tractable, they raise computa-

tional challenges for big data, as they require computation of the inverse of# � # matrices with,

in general,O
�
# 3�

time andO
�
# 2�

space complexity. An overview of sparse approximations to

reduce such computational burden forGP regression can be found in (Rasmussen, C. K. Williams,

et al., 2006, Chapter 8), with a unifying view presented in (Quinonero-Candela and Rasmussen,

2005), summarized below. The innovation in sparseGPs is to designapproximateposteriors over

GP function valuesf " = 5¹X " º at a subset of" inducing inputsX " .

Quinonero-Candela and Rasmussen, 2005 presented the Fully Independent Training Condi-

tional (FITC) technique, as a unifying framework for many of the sparseGP formulations that had

previously been presented, e.g., (Csató and Opper, 2002; Smola and Bartlett, 2000; E. Snelson

and Ghahramani, 2005). FITC, which was later connected to methods that approximate theGP

posterior via Expectation Propagation (E. L. Snelson, 2008; Yuan et al., 2012-03-15; Bui, Yan,

and Turner, 2017), uses —unlike previous methods (Csató and Opper, 2002; M. W. Seeger, C. K.

Williams, and Lawrence, 2003)— the marginal likelihood to jointly learn the hyperparameters and

the inducing points (E. Snelson and Ghahramani, 2005). This relaxes the constraint of having the

inducing points limited to a subset of the dataset, and turns a discrete inducing point selection prob-

lem into a continuous optimization one. Careful inspection of these sparse methodologies and, in
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particular, FITC (Quinonero-Candela and Rasmussen, 2005; Bauer, van der Wilk, and Rasmussen,

2016) pointed out several limitations related to their tendency to overestimate marginal likelihood,

which motivated Titsias, 2009 to propose a variational formulation for sparseGP regression.

5.2.3 Variational SparseGP

Titsias, 2009 revisited sparseGP inference and pose it as a variational optimization problem

on jointly learning" inducing inputsX " (andGP hyperparameters� ), by maximizing a lower-

bound of the log-marginal likelihood:

logP¹y º � L (?0AB4�%= EQ¹f –f " º

�
log

P¹y–f –f " º
Q¹f –f " º

�
– (5.3)

which is equivalent to minimizing the Kullback–Leibler (KL) divergence between the variational

family @2 Q and theGP posterior, i.e.,� KL ¹Q¹f –f " ºkP¹f –f " jy ºº.

Titsias, 2009 showed that, for a factorization of the variational family of theQ¹f –f " º =

P¹f j f " ºQ¹f " º form, one can marginalize over theGP inducing variablesf " = 5¹X " º, to

derive the following analytical lower-bound

L (?0AB4�%= logN
�
y j 0– f 2I ¸ K #" K � 1

" " K "#

�
�

1
2f 2

tr
�
K ## � K #" K � 1

" " K "#
	

– (5.4)

which can be computed inO
�
# " 2�

time andO¹#" º space complexity. Equation 5.4 is the result

of integrating out theoptimalGaussian variational posterior@� ¹f " º, available in closed form for

a set of inducing pointsX " , and expressed in terms of the prior modeling choices of kernel and

likelihood noise, only used implicitly in inference.

5.2.4 Stochastic VariationalGP

Hensman, Fusi, and Lawrence, 2013 revisited Titsias, 2009's evidence lower-bound (ELBO),

and showed that it can be amenable to stochastic variational inference forGPs (SVGP), by re-
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organizing it and avoiding direct marginalization over inducing variablesX " , i.e.,

log ?¹y º � L (+�% = E@¹f " º
�
E@¹f jf " º f log ?¹y jf ºg

	
� � KL ¹@¹f " ºk?¹f " ºº • (5.5)

SVGP proceeds by de�ning a free-form variational family@¹f " º = N ¹f " j m –Sº and analyti-

cally computing the revised ELBO:

L (+�% = logN
�
y j K #" K � 1

" " m – f 2I
�

(5.6)

�
1

2f 2
tr

�
K ## � K #" K � 1

" " K "#
	

�
1

2f 2
tr

�
K #" K � 1

" " SK � 1
" " K "#

	

� � KL ¹Q¹f " ºkP¹f " ºº •

Equation 5.6 allows for data subsampling, hence enabling stochastic optimization to learn the

free variational parametersf m –Sg in @¹f " º = N ¹f " j m –Sº, of orderO
�
2" ¸ " 2�

, where

an unbiased estimate of the SVGP loss can be computed withO
�
" 3�

time- andO
�
" 2�

space-

complexity.

The optimum of Equation 5.6 matches that of Equation 5.4, yet the latter directly leverages the

optimal variational distribution@� ¹f " ), while the former resorts to stochastic optimization of its

free-form, variationalO
�
" 2�

parameters to �nd it. Namely, SparseGP operates by maximizing a

tight —based on the optimal@� ¹f " º)— lower-bound, with the disadvantage of not being able to

use stochastic optimization.

Our goal here is to leverage the best of each world and to design a variational posterior that

incorporates the dependencies set by the priorGP model (i.e., the kernel and the likelihood noise)

for approximateGP inference that is amenable to stochastic optimization.
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5.3 Coreset-based Variational PosteriorGP (CVGP)

We use Bayesian coreset principles to derive an sparse approximation to the trueGP regression

posterior that is learnable viastochasticvariational inference.

Bayesian coresets search for samples from a smaller data subset that can, via weighted like-

lihoods, approximate otherwise hard to compute posterior distributions (Huggins, Campbell, and

Broderick, 2016; Campbell and Broderick, 2018; Campbell and Broderick, 2019; Jubran, Maalouf,

and D. Feldman, 2019). From an optimization perspective, Bayesian coresets can also be under-

stood as a set oflearnable(observed or unobserved) points selected to minimize some divergence

to a distribution of interest (Manousakas, Z. Xu, et al., 2020; Manousakas, Ritter, and Karaletsos,

2022).

Inspired by such framework, we posit a coreset-based, variational posterior distribution for

GPs (CVGP): i.e., we learn a small subset ofpseudo-inputsX " = f x 1–� � � –x " g, andpseudo-

observationsy " = f H1–� � � – H" g, that if reweighted appropriately with parameters� " = ¹V1–� � � – V" º,

approximate theGP posterior accurately. Contrary to standard Bayesian coreset methodology, the

coreset tuplef X " –y " g is composed bylearnable pseudo-pointsin the input-output data space

—not restricted to the observed empirical data.

For accurate approximation of the posterior, and inspired by Titsias, 2009's optimal solution,

we ensure that CVGP's posterior obeys theGP prior-conditional and it's inductive biases (see

Section 5.3.1). We learn the CVGP posterior by formulating a variational lower-bound objective

that is amenable to its stochastic maximization (see Section 5.3.2).

5.3.1 The Creset-basedGP Posterior

CVGP's key novelty is a coreset-based distribution designed to incorporate theGP's prior

model and likelihood characterizations into the CVGP posterior.

We formulate a coreset-based distributionQ¹f " º overGP variablesf " = 5¹X " º at pseudo-
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inputsX " = f x < g"
< =1 and associated pseudo-observationsy " = f H< g"

< =1 as

Q¹f " j X " –y " –� " º =
Q¹y " j f " –� " ºP¹f " j X " º

P¹y " j X " –� " º
=

� Î "
< =1 ?¹H< j 5< ºV<

�
?¹f " jX " º

?¹y " jX " –� " º
–

(5.7)

where the data likelihood for each pseudo-observation?¹H< j 5< º– < 2 f1–� � � – " g, is raised to the

power of learnable parameters� " = ¹V1–� � � – V" º. The CVGP posterior is a tempered distribu-

tion, which can be understood as if a small subset" � # of pseudo-input/output pairsf X < – H< g

are each drawnV< � 0 times.

For a Gaussian observation likelihood,1 we derive in Appendix Section D.1.1 the closed-form

multivariate Gaussian distribution of CVGP's posterior overGP function variablesf " , given

coreset tripletf X " –y " –� " g:

Q¹f " j X " –y " –� " º = N
�
f " jm f " jy " –K f " jy "

�
– (5.8)

m f " jy " = K " " ¹K " " ¸ � � " º� 1y " –

K f " jy " = K " " � K " " ¹K " " ¸ � � " º� 1K " " –

where� � " = f 2 � diag
�
� � 1

"

	
.

With this coreset-based distribution over coresetGP values@¹f " º,2 we now accommodate the

GP prior's conditional dependency,Q¹f –f " º = P¹f j f " ºQ¹f " º, where

P¹f j f " º = N
�
f jm f jf " –K f jf "

�
–with (5.9)

m f jf " = K #" K � 1
" " f " –

K f jf " = K ## � K #" K � 1
" " K "# –

and compute the variational posterior of interest, Q¹f j X " –y " –� " º over GP function values

1Derivation of closed-form, coreset-based posteriors for non-Gaussian likelihoods is part of future investigations.
2The interested reader can �nd the complementary weight-space derivations in Appendix Section D.1.2.
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f = 5¹X º, by marginalizing the coreset-based, tempered posterior of Equation 5.8 from the joint

distributionQ¹f –f " º. The resulting CVGP coreset-based variational posterior is

Q¹f j X " –y " –� " º = N
�
f jm f jy " –K f jy "

�
– (5.10)

m f jy " = K #"
�
K " " ¸ � � "

� � 1 y " –

K f jy " = K ## � K #"
�
K " " ¸ � � "

� � 1 K "# •

If one were to follow standard Bayesian coreset procedures, we would directly aim to learn the

coresets that best approximate Q¹f j X " –y " –� " º to the true posterior —which requires comput-

ing theGP posterior in Equation 5.2 ofO
�
# 3�

complexity (Manousakas, Ritter, and Karaletsos,

2022). On the contrary, we learn the coreset tripletf X " –y " –� " g using a variational objective

that aims to minimize the divergence between such two distributions at reduced computational

cost, and in a form amenable to its stochastic minimization.

5.3.2 CVGP's Variational Lower-Bound

We denote withQ¹�º a generic variational family of distributions over aGP. WheneverQ¹f º <

P¹f j y º, we can lower-bound the log-marginal distribution,

logP¹y º � L = EQ¹f º f logP¹y j f ºg� � KL ¹Q¹f ºkP¹f ºº –

incurring on a gap determined by the Kullback–Leibler (KL) divergence between the variational

distribution and theGP posterior. Hence, maximizing the lossL is equivalent to minimizing the

KL divergence between the variational family@¹f º and the true posterior?¹f jy º, i.e., minimizing

the gap� ¹f º = � KL ¹Q¹f ºkP¹f j y ºº.

In CVGP, we use the coreset-based posteriors of Equations 5.8 and 5.10 to maximize the lower-
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bound, i.e.,

L �+�% = E@¹f jy " –X " –� " º f log ?¹y jf ºg

� � KL ¹@¹f " jy " –X " –� " ºk?¹f " ºº – (5.11)

which has the following analytical solution:

L �+�% = logN
�
y jm f jy " – f 2I

�
�

1
2f 2

tr
�
K f jy "

	

¸
1
2

�
tr f A K " " g� y >

" A K " " Ay " ¸ ln
�
�A � � "

�
�� – (5.12)

whereA =
�
K " " ¸ � � "

� � 1. Full details of the derivation are provided in Appendix Section D.1.

CVGP's lower-bound L �+�% : optimality at reduced complexity and increased numerical sta-

bility. Maximization of the variational lower-bound in Equation 5.12 to learn CVGP's coreset-

based posterior in Equation5.10 gives rise to the following desirable properties:

1. The maximum of Equation 5.12 is identical to the loss in Equation 5.4 derived by Titsias, 2009:

i.e., SparseGP and CVGPhave the same optimum—see proofs in Appendix Section D.1.3.

2. The lower-bound in Equation 5.12 is amenable to data-subsampling. Due to the uncorrelated

Gaussian likelihood term and properties of the trace, we can applystochastic optimizationfor

its maximization, computing unbiased loss estimates with reduced (a single) data sample.

3. The algorithmic complexity of CVGP, for coreset size" , is O
�
" 3�

in computational time and

O
�
" 2�

in space complexity. Importantly, CVGP's parameter complexity is ofreducedO¹" º

order, as it only requires learning coreset triplets¹X " –y " –� " º, each of size" —see Table 5.1

for a full comparison.

4. CVGP's posterior and lower-bound inherently provide a numerically stable stochastic algorithm,

as all matrix inverse operations in Equation5.12 involveA =
�
K " " ¸ � � "

� � 1: the sum of a
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diagonal matrix (� � " ) de�ned by positive coreset weights� " � 0 and positive de�nite matrix

K " " .3

Complexities

Algorithm Time Space Parameter

SparseGP O
�
#" 2�

O
�
# " 2�

O¹S º
SVGP O

�
S 3�

O
�
S 2�

O
�
" 2�

CVGP O
�
S 3�

O
�
S 2�

O¹S º

Table 5.1: Computational analysis of CVGP and sparse variationalGP alternatives: time and
space complexities for obtaining an unbiased estimate of their objectives. Desirable complexities
are highlighted inbold. CVGP enjoys same time and space complexity as SVGP, at a reduced
variational parameter dimensionality.

5.3.3 A Comparison to Alternatives

CVGP is the �rst variationalGP inference method that leverages a coreset-based posterior for

ef�ciency and scalability. It diverges from alternative sparseGP inference techniques in that its

posterior is based on a coreset tripletf X " –y " –� " g:

• CVGP is not restricted to a sparse selection of observed inputs:X " is a vector of free parame-

ters, within the data domain, butnot restricted to the empirical data.

• CVGP does not learn inducing variablesm = EQ¹f " º f f " g, i.e., posteriorGP mean function

values evaluated at inducing pointsX " . Instead, itlearns pseudo-observationsy " that encap-

sulate (i.e., capture the characteristics of) the observed data (e.g., Figure 5.5).

• CVGP is the only existingGP method thatreweights the pseudo-observationswith learnable

parameters� " , for �exibility and explainability of its coreset-based posterior: i.e., it learns

which pseudo-points are important for accurateGP posterior approximation (Figures 5.4 and

5.5).
3In theory,K " " is positive de�nite and invertible. However, numerical issues can cause instability when inverted

in practice.
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Comparison to non-variational sparseGPs. Selection ofGP inputs from within the training

data involves a prohibitive combinatorial optimization that may require greedy optimization (Csató

and Opper, 2002), based on posterior maximization (Smola and Bartlett, 2000), maximum informa-

tion gain (M. W. Seeger, C. K. Williams, and Lawrence, 2003), matching pursuit (Keerthi and Chu,

2005), or other techniques (Quinonero-Candela and Rasmussen, 2005). On the contrary, CVGP

leveragesstochastic optimizationto �nd a weighted subset of pseudo-points that ef�ciently approx-

imate theGP posterior, sharing resemblance with the pioneer work of E. Snelson and Ghahramani,

2005. To circumvent overestimation of the marginal likelihood and under-estimation of the noise

variance as reported by Titsias, 2009; Bauer, van der Wilk, and Rasmussen, 2016, CVGP resorts

to variational inference. Hence, CVGP shares the variational formulation of Titsias, 2009 and

Hensman, Fusi, and Lawrence, 2013, yet is distinct in several important aspects.

Comparison to variational sparseGPs. CVGP aligns with the approach by Titsias, 2009 in

the use of a variational lower-bound on the marginal log-likelihood that leverages theGP prior's

conditional dependency, i.e.,Q¹f –f " º = P¹f j f " ºQ¹f " º, and analytically marginalizesQ¹f " º.

In contrast, SVGP does not marginalize this distribution and devises a different lower-bound for

stochastic optimization. As a result, SparseGP and CVGP posteriors directly incorporate theGP

prior's inductive biases and the likelihood model. The main difference is in the choice ofQ¹f " º:

• SparseGP derivesthe optimum distributionat inputsX " over function valuesf " , given ob-

served datay :

@¢ ¹f " º = N
�
f " ; m �

f "
–K �

f " –f "

�
– with (5.13)

8>>>><

>>>>
:

m �
f "

= K " "
�
f 2K " " ¸ K "# K #"

� � 1K "# y

K �
f " –f "

= K " "

�
K " " ¸ 1

f 2 K "# K #"

� � 1
K " "

• CVGP de�nesa learnable distribution@¹X " º with free coreset parameter tripletf X " –y " –� " g :
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Q¹f " º = N
�
f " ; m f " jy " –K f " jy "

�
– with (5.14)

8>>>><

>>>>
:

m f " jy " = K " "
�
K " " ¸ � � "

� � 1y "

K f " jy " = K " "

h
K � 1

" " �
�
K " " ¸ � � "

� � 1
i
K " "

We note that the building blocks of CVGP's coreset based posterior are analogous to SparseGP's

optimal posterior: CVGP's learned pseudo-observationsy " can be viewed as a weighted combi-

nation of observed datapoints, i.e., theK "# y term in SparsedGP's posterior mean. In addition,

CVGP pseudo-observationsy " are modulated by the
�
K " " ¸ � � "

� � 1 term in its posterior mean;

in SparseGP, the
�
f 2K " " ¸ K "# K #"

� � 1 term similarly weights the transformed observations

K "# y . In both posterior distributions, these terms in red are responsible for balancing the prior in-

ductive biases with the information provided by observed data: i.e., the posterior means interpolate

between the prior and observations. A similar dependency between the prior and the information

provided by data is observed in the posterior covariances: i.e., the blue terms in both posteriors

adapt the prior covariance to account for the uncertainty reduction due to observations. In CVGP,

this balance is adjusted through the learnable matrix� � " , whereas in SparseGP, it is determined

by the �xed dependency set by the prior covariance and the likelihood noise, i.e.,1
f 2 K "# K #" .

Notably, as shown in Appendix Section D.1.3, when CVGP matrix� � " matches the appro-

priate weighting, the optimum of SparseGP and CVGP's loss-functions are identical. Hence, the

learned solutions match withy " = f � 2� �
� "

y and� �
� "

= f 2K " " ¹K "# K #" º� 1 K " " , recov-

ering Titsias, 2009's optimal solution. We empirically showcase CVGP's ability to quickly and

ef�ciently close the gap to ExactGP's marginal log-likelihoodin Section 5.4.3.

Contrary to SparseGP, CVGP's loss in Equation 5.12 is amenable to stochastic optimization,

making sparseGP regression scalable at reduced complexity. CVGP matches SVGP's scalability

(Hensman, Fusi, and Lawrence, 2013), yet offers two key advantages: linear parameter complexity

of orderO¹" º, and a distinct optimization landscape. These arise from different design choices
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over @¹f " º: whereas SVGP's free-form@¹f " º = N ¹f " j m –Sº requiresO
�
" 2�

parameters

and yields statistics (m–S) not directly tied to the model or data likelihood; CVGP's posterior in

Equation 5.7 leverages the model's inductive biases, acting as anatural interpolation between the

GP prior and the data likelihood. These structural differences produce distinct loss landscapes,

with SVGP's higher-dimensional optimization often struggling to converge as fast, as shown in

Section 5.4.3.

5.3.4 CVGP as Bayesian Coreset Learning

CVGP enables a complementary Bayesian coreset learning-based perspective on sparseGP

inference. Methodologically, CVGP maximizes the loss in Equation 5.12 forGP posterior in-

ference; i.e., it maximizes the variational lower-boundL �+�% with respect to CVGP parameters

f X " –y " –� " g, encouraging approximations that minimize the gap to the trueGP posterior. We

note that,L �+�% ! L = logP¹y º implies� �+�% = � KL ¹Q¹f –f " j X " –y " –� " ºkP¹f –f " j y ºº !

0. Hence, CVGP learns coresets that minimize the distance between its variational distribution and

the trueGP posterior.

To do so, it �nds —indirectly, yet ef�ciently— a sparse representation of the data (i.e., the

coreset triplet) that captures as much information as theGP posterior of interest, measured by

the KL divergence between the true and CVGP's posterior. Initial estimates of the coreset triplet

f X " –y " –� " g can be selected randomly or using k-means (we evaluate CVGP's robustness to

coreset initialization in Appendix D.3.3 and D.4) and we recommend the latter.

Importantly, CVGP's learning procedure enables anautomatic relevance determination of

pseudo-pointsf X " –y " gvia adaptation of their� " values: i.e., CVGP has the inherent �exibility

to up- or down-weight (“ignore”) the pseudo-points that are deemed (or not) important to describe

the observed data —see experiments in Section 5.4.4.

Namely, inspection of Q¹f j X " –y " –� " º elucidates which learned coreset tuplesf X " –y " g

weighted by� " , help describe theGP posterior best —as illustrated in Figure 5.4. We note that

CVGP's coreset-based variational posteriors, when derived from the function-space and weight-
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space views ofGPs —see Appendix Section D.1 for both derivations— provide complementary

posterior insights.

5.4 Experiments

Figure 5.1: Box-and-whisker diagrams of predictive metrics (RMSE and PPLL) on real datasets.
The titles denote the dataset and in parenthesis, its size and feature-dimensionality. Arrows indicate
the desirable metric direction: higher PPLL (to the right) and lower RMSE (to the left). The best
performingstochastic gradientmodel mean statistic (6 ) is emphasized¢ . CVGP outperforms
SVGP and PPGPR —as an example, CVGP (with 100 coreset points) is on-par with SVGP (with
200 inducing points) on parkinsons, and CVGP (with 100 coreset points) outperforms SVGP (with
200 inducing points) on bike datasets, on the RMSE metric. SparseGP and ExactGP results are
omitted for the largest datasets due to computational complexities.

We demonstrate CVGP's superior predictive performance in real-datasets in Section 5.4.2, be-

fore delving into its inference advantages in Section 5.4.3. We showcase the quality and explain-

ability of the learned CVGP posteriors in Section 5.4.4.

5.4.1 Experimental Setup

We compare CVGP against benchmarkGP alternatives described in Section 5.2: ExactGP (Ras-

mussen, C. K. Williams, et al., 2006), SparseGP (Titsias, 2009), and SVGP Hensman, Fusi,

and Lawrence, 2013. We also incorporate Parametric Gaussian Process Regressors (PPGPR)

by Jankowiak, Pleiss, and Gardner, 2020 as a strong predictive baseline. We implement CVGP
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using Pytorch and GPyTorch libraries, and use benchmark GPytorch implementations (Gardner

et al., 2018) for the baselines.

We use a zero-meanGP prior with a Radial basis kernel function (RBF) in all experiments, as

the goal is to compare —for the same GP model— which approximateGP technique provides bet-

ter inference and predictive performance. We evaluate different coreset (CVGP) and inducing point

sizes" for sparseGP baselines (SparseGP, SVGP and PPGPR), all initialized with k-means (Har-

tigan and Wong, 1979). We employ 5-fold cross-validation to compute and report each technique's

predictive root-mean-squared error (RMSE) and posterior predictive log-likelihood (PPLL), over

held out test splits. We enforce best validation RMSE performance as early stopping criteria. All

details for the reproducibility of the experiments are provided in Appendix Section D.2.3.

CVGP predictive and inference experiments of Sections 5.4.2 and 5.4.3 are based on real-

world regression datasets from the UCI machine learning repository data (Asuncion and Newman,

2007). We use simulated datasets to showcase learned predictive posteriors in Section 5.4.4, with

all dataset details described in Appendix Section D.2.1.

5.4.2 Predictive performance

We assess the predictive performance of all sparseGP methods for a variety of real-datasets,

and illustrate the performance of ExactGP —when computationally possible— as the optimal

benchmark, in Figure 5.1.

Figure 5.1 demonstrates how CVGP outperforms (higher PPPL, lower RMSE)stochasticsparse

GP alternatives (SVGP and PPGPR) consistently, i.e., CVGP outperforms other stochastic alter-

natives (SVGP and PPGPR) in 10 out of 14 metric-baseline pairs —we inspect the learning and

inference gaps between methods in Section 5.4.3 and Appendix D.3.2.

Although CVGP, SVGP, and SparseGP share the same theoretical optimum, empirical predic-

tive performance in Figure 5.1 showcases that SVGP has a harder time reaching the performance

of SparseGP, while CVGP's performance is more similar to SparseGP's —recall that SparseGP

does not allow for stochastic optimization, while CVGP does.
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Figure 5.2: Evolution of RMSE and PPLL
across training epochs. CVGP and SVGP's RMSE
and PPLL consistently decrease with training
epochs. Even though PPGPR's RMSE improves
over epochs, its PPLL deteriorates —indicating
some form of over�tting.

CVGP's performance im-

proves with increased coreset

size and —with as little as 50

coresets— can outperform alter-

native stochastic methods, even

when these baselines use4-

timesmore inducing points, i.e.,

SVGP (200) and PPGPR (200).

CVGP's predictive performance

is also better than PPGPR in

most cases, an approximateGP

algorithm speci�cally designed

for predictive performance.

We showcase in Figure 5.2 and Appendix D.3.1 the evolution of RMSE and PPLL across

training, where training of models does not stop until there are no RMSE improvements. Notice

that, while CVGP metrics improve consistently over training, the RMSE for PPGPR improves,

while its PPLL deteriorates over training epochs.4

We demonstrate CVGP's predictive performance robustness to initialization in Figure D.3 in

Appendix Section D.3.3. We notice k-means and randomly initialized CVGPs' performance to be

similar across metrics and datasets, which is likely due to the coreset-based posteriors' �exibility

to up- and down-weight pseudo-input/output pairs via� " , a property other methods do not pose.

5.4.3 Inference performance

We investigate why CVGP approximates theGP posterior predictive distributions more ac-

curately, by studying the relationship between the variational lower-bounds (L ) of sparseGP

alternatives and the trueGP marginal log-likelihood in Equation 5.1.

4Due to the large negative PPLL values of PPGPR, we have not reported them in Figure 5.1, see Appendix D.3.1.
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Figure 5.3: Learning and inference gaps for sparseGP methods over training, as measured by
(top-row) the difference between the log-marginal of ExactGP and the variational bound for SVGP
and CVGP; and (bottom-row) the Jeffreys divergence (� � ) between the exact posterior predictive
and each method's approximate posterior predictive. CVGP provides a better approximation to
the exactGP posterior, consistently optimizing a tighter lower-bound. A more detailed �gure
including PPGPR is available in Appendix D.3.2.

To that end, we depict in Figure 5.3 the difference between the log-marginal of ExactGP and the

variational loss optimized by SVGP and CVGP. We also show the inference gap of these methods

while in training, over held-out datasets, using the Jensen-Shannon divergence between the exact

posterior predictive distribution P
�
f ¢ j x ¢–y

�
=

¯
P

�
f ¢ j x ¢–f

�
P¹f j y º df in Equation 5.2, and

each method's approximate posterior predictive

Q
�
f ¢ j x ¢ �

=
¹

P
�
f ¢ j x ¢–f "

�
Q¹f " º df " (5.15)

We employ �xed, equalGP prior hyperparameters for all models.

Results in Figure 5.3 demonstrate how CVGP better closes the learning gap with ExactGP.

In contrast, SVGP offers a looser bound even if, in theory, both loss functions have the same

optimum. Moreover, smaller divergence from CVGP's posterior to that of ExactGP suggests that

overall CVGP better approximates theGP posterior of interest, at onlyO¹" º parameter,O
�
" 3�

time andO
�
" 2�

space complexities.
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This notable inference improvement is attained with as few as 50 coresets, performance that is

merely reached by SVGP even with 200 inducing points, for example, on the wine dataset, PPLL

metric. We argue that this performance gap is the result of the distinct optimization landscapes of

the former compared to the latter, induced by the lower-dimensionality of CVGP's optimization

problem and the explicit inductive biases present in CVGP's posterior: (8) its ability to interpolate

easily between prior and posterior, and (88) its ability to learn informative pseudo-points —further

investigated in what follows and in Appendix D.4.

5.4.4 CVGP as Bayesian Coreset Learning

Figure 5.4: True data generating function (—), posterior predictive mean (—), and 2-unit
credible intervals (shaded) for stochasticGP methods. We indicate the inducing variables
f X " –m " = E@f f " gg learned by SVGP and PPGPR; and for CVGP, the learned coreset pseudo-
points f X " –y " g, with each pseudo-point's color intensity weighted by the learnedV< on the
right hand-side bars. Notice CVGP's high-quality posterior, most similar to that of ExactGP, which
serves as gold standard. All methods revert to the prior for ranges whereno datahas been observed.

We illustrate posterior predictive distributions learned by stochastic sparseGP methods in

Figure 5.4, for a 1-dimensional synthetic dataset.

We observe CVGP's approximate posterior to be closest to the exact predictive posterior, both

in predicted mean and uncertainty quanti�cation. On the contrary, SVGP and PPGPR encounter

dif�culties in accurately modeling the function of interest and their uncertainty in theG2 ¹0–2º

range: SVGP computes alow-uncertainty, smoothposterior predictive mean, while PPGPR cap-

tures the mean but overestimates uncertainty forG 2 ¹1–2º. CVGP, regardless of initialization,

better handles this noisy region, matching ExactGP's mean and uncertainty by learning coreset
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triplets f X " –y " –� " g with up-weightedy " that mitigate posteriorGP uncertainty overestima-

tion.

The input locationsX " learned by all sparseGP methods spread across the range of observed

dataX in Figure 5.4. While inducing-points methods SVGP and PPGPR learnf X " –m " =

E@f f " gg pairs, CVGP learns pseudo-pointsf X " –y " g with pseudo-observationsy " in the ob-

servation spaceY . Hence, CVGP can learn pseudo-observationsy " that are correlated with ob-

served datay . Notice how, in Figure 5.5, CVGP's posterior is based on pseudo-outputsy " that are

far from theGP latent valuesf in theG2 ¹1–2º range, which are up-weighted (i.e., green colored

dots), where the observations are subject to heteroskedasticity.

Figure 5.5 also shows CVGP's learned histograms of� " , where we compare CVGP with k-

means and random initializations (RandomCVGP).

Figure 5.5: Learned coresets (top) and histograms
of their weights (bottom) for CVGP with random
(RandomCVGP) and k-means initialization, with
legend as in Figure 5.4. CVGP down-weights un-
informative data, yielding many� " � 0 for Ran-
domCVGP (removing unhelpful points from its
posterior). Unlike other inducing-point methods
—which must learn good locations— CVGP can
eliminate (down-weight) points that do not con-
verge to plausible values.

Figure 5.5 illustrates CVGP's

ability to up- and down-weight

pseudo-input/output pairs, for

both initializations. Random-

CVGP drives manyV< to 0 for

uninformative data regions, ef-

fectively ignoring those pseudo-

points, while up-weighting more

informative ones, improving pos-

terior ef�ciency —recall that, in

coreset-based posteriors,V< �

0 corresponds to drawingV<

samples for each pseudo-point

f X < –y< g.

We argue that it is CVGP's

coreset-based distribution that
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enables ef�cient and accurate

approximation ofGP posteriors at a lower parameter complexity: i.e., better predictive pos-

terior, based on fewer parameters de�ned by" pseudo-points. Additional bene�ts of CVGP

coreset-based posteriors, namely posterior explainability and compact, informative representations

of datasets are illustrated in Appendix Section D.4.2.

5.5 Discussion and Limitations

Other likelihoods. A key limitation of CVGP is that its current posterior derivations only sup-

port Gaussian likelihoods, meaning that other likelihoods are not yet accommodated. As a result,

applying the existing Gaussian-based posterior framework directly to another likelihood —for ex-

ample, Bernoulli— may be suboptimal.

Clock-time. The current CVGP implementation in PyTorch runs slower than full GPyTorch im-

plementations of SVGP and PPGPR. While CVGP is able to achieve better optimal solutions given

the same number of training epochs, the actual wall-clock time required to complete those epochs

is longer under the present implementation.

5.6 Conclusion

We introduced CVGP, the �rstGP inference method that leverages a coreset-based, variational

posterior for accurate and scalableGP inference. CVGP enables stochastic optimization of its vari-

ational lower-bound to theGP's marginal log-likelihood, after marginalization of latentGP vari-

ables, at reducedO¹" º parameter complexity, withO
�
" 3�

time- andO
�
" 2�

space-requirements.

Experimental results demonstrate that CVGP provides improved inference and predictive ca-

pabilities, outperforming stochastic variational inference-based alternatives. CVGP provides a

high-qualityGP posterior approximation that effectively interpolates between theGP prior and

the data likelihood, learned via an ef�cient lower-dimensional stochastic optimization problem that

results in CVGP achieving a tighter lower-bound than stochastic variational alternatives. Overall,
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CVGP's coreset-based posterior accurately approximates the trueGP posterior, providing a sparse

and explainable representation of theGP posterior, with added �exibility to adjust (and discard)

pseudo-input/output pairs.

Building upon CVGP's formulation forGP regression, we embark on follow-up work with

other data-likelihoods (e.g., forGP-based classi�cation), and envision methods that leverage the

data-compression bene�ts of CVGP's coreset-based posterior.
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Conclusion, Limitations, and Future Work

Conclusion. In this thesis, we investigated a set of model-based strategies aimed at addressing

key modeling challenges that can hinder the adoption of machine learning systems in healthcare.

These challenges—rooted in the trade-offs between performance, interpretability, and scalabil-

ity—are particularly acute in clinical settings, where both predictive accuracy and the ability to

provide trustworthy, actionable insights are essential for integration of machine learning systems

into decision-making processes.

Our work is organized around three core research directions:

1. Reducing model complexity while preserving predictive performance:In Chapter 2,

we introduced methods that narrow the hyperparameter search space—thereby reducing the

burden of extensive tuning—without compromising state-of-the-art accuracy. By minimiz-

ing reliance on manual or computationally expensive hyperparameter optimization, our ap-

proach improves the practicality and deployability of machine learning models in data-rich

but resource-constrained healthcare environments.

In practice, this makes it easier for clinical data scientists and hospital ML teams to train,

validate, and deploy predictive models without relying on extensive expertise in model op-

timization or large-scale compute resources. For instance, a data scientist could adapt a

survival model to a new hospital's EHR system or update a risk model with fresh data using

default or minimally tuned settings. This ef�ciency not only accelerates model iteration and

deployment cycles but also supports continuous training systems in clinical environments,
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where models must be retrained regularly as data distributions evolve. By minimizing depen-

dence on manual or computationally expensive hyperparameter optimization, our approach

increases the practicality, reproducibility, and sustainability of machine learning pipelines in

real-world healthcare settings.

2. Advancing interpretability: In Chapter 3, recognizing that clinical utility requires intelligi-

ble methods at various strata, we introduced a model that delivers multi-level interpretability,

enabling insights at the population, subgroup, and individual levels within a uni�ed frame-

work. Our methods move beyond conventional post-hoc explanation techniques by integrat-

ing interpretability into the model structure itself with a unique training strategy, mitigating

issues such as inconsistency across runs.

In Chapter 4, recognizing the need to go beyond point-wise interpretability, we introduced

a probabilistic framework for feature attribution that models not only the attributions them-

selves but also their associated uncertainties. Centered on Shapley values, our approach

de�nes an input-conditional prior distribution over attributions and links them to observed

outcomes through Gaussian and Bernoulli likelihoods for regression and classi�cation tasks,

respectively. We further developed an ef�cient variational inference procedure and a masked

embedding neural network architecture to handle variable-length inputs without resorting

to suboptimal baseline replacements —an essential step for removal-based interpretability

methods (Covert, S. Lundberg, and S.-I. Lee, 2021).

Through empirical evaluation across multiple data modalities, we demonstrated how model-

ing a distribution over feature attributions—rather than relying on single-point estimates—yields

richer, more robust, and more informative feature attributions.

In a clinical work�ow, these models could power risk dashboards and decision aids that

transform model outputs into interpretable, evidence-backed rationales. For instance, AD-

HAM could support longitudinal risk monitoring by decomposing a patient's survival curve
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into feature-speci�c hazard contributions. Clinicians could use such decompositions to tai-

lor follow-up intensity or treatment adjustments based on the underlying source of risk, or to

identify subgroups of patients with distinct hazard dynamics for targeted interventions.

In parallel, PSI could provide uncertainty-aware explanations that quantify con�dence in

each attributed factor, enabling dashboards to �ag whether an elevated risk estimate is based

on strong, consistent evidence or uncertain signals (e.g., sparse or noisy documentation).

All in all, these methods demonstrate the potential to enhance trust in clinical decision-

making using machine learning, providing new insights.

3. Scaling Bayesian non-parametricGP model to large-scale data:In Chapter 5, we in-

troduced an ef�cient, stochastic gradient–based learning framework forGPs that achieves

linear scaling in the number of inducing points, thereby enabling their use in big-data sce-

narios without sacri�cing parameter ef�ciency. Our approach further incorporates adaptive

weighting of inducing points, allowing the model to down-weight or remove non-informative

ones—capabilities absent from existing inducing-point methods. This not only improves

computational ef�ciency but also enhances the model's ability to capture complex structure

in high-volume, high-dimensional clinical datasets.

By combining scalability, data ef�ciency, and principled uncertainty estimates, CVGP makes

Gaussian Processes deployable and maintainable in real-world healthcare environments,

bridging the gap between rigorous Bayesian modeling and operational clinical ML systems.

Limitations. The detailed limitations of each approach are discussed in their respectiveDiscus-

sion and LimitationsSections 2.7, 3.6, 4.5, and 5.5. Here, we instead provide a broader perspective

on the limitations imposed by our assumptions, approaches, and on aspects that are often over-

looked but are likely to be important for the clinical deployment of machine learning algorithms in

healthcare:

1. Assumption of stationarity: A key limitation of this thesis is the implicit assumption that
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no distribution shift occurs, meaning that training and test data are drawn from the same

underlying distribution. In real-world healthcare settings, this assumption is often violated.

Clinical data evolve continuously as patient populations change, medical practices adapt,

coding systems are updated, and institutional differences arise. These sources of varia-

tion—whether covariate shift or concept drift—can signi�cantly undermine model perfor-

mance (Quiñonero-Candela et al., 2022; Subbaswamy and Saria, 2020). Although the pro-

posed methods perform well under the independent and identically distributed (i.i.d.) data

assumption, their effectiveness in the presence of distributional changes remains untested

and represents an important avenue for future investigation.

2. Evaluation of fairness and algorithmic bias: Another limitation we consider is the lack

of incorporation and systematic evaluation of fairness across patient subgroups (Zliobaite,

2015; S. Verma and J. Rubin, 2018). Mitigating algorithmic bias in clinical risk modeling

is crucial, as ensuring equitable performance is particularly important for underrepresented

populations, who are often excluded or insuf�ciently captured in digital health ecosystems.

Failing to account for these disparities risks perpetuating existing inequities in healthcare

delivery (Norori et al., 2021).

Prior studies have shown that clinical algorithms can exhibit differential performance across

racial, gender, and socioeconomic groups, and have called for fairness-aware development

practices in healthcare machine learning (Obermeyer et al., 2019).

In this thesis, however, we did not explicitly model fairness or evaluate our methods on

minority subgroups or assess subgroup-speci�c performance. Addressing this limitation by

incorporating fairness metrics and subgroup analyses remains an important avenue for future

work.

3. Model-class speci�city of solutions:A further limitation of this thesis is that the proposed

methods are largely tailored to narrow modeling contexts, limiting their broader applicability

across methodological families. For instance, inChapter 5we focus onGPs, a powerful yet
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specialized Bayesian non-parametric framework, whose techniques do not readily extend

to other non-parametric models or to other domains where scalability remains the domi-

nant challenge. Likewise, the method developed inChapter 2facilitates ef�cient learning of

parametric hazard functions, but its formulation is not directly transferable to non-parametric

hazard functions.

This strong model-class dependence underscores both the strength and limitation of the con-

tributions presented here: while they achieve meaningful advances within speci�c frame-

works, they should not be viewed as universally applicable solutions across all modeling

paradigms.

4. Limitations in data modalities: Another limitation of this thesis is that our empirical inves-

tigations were conducted primarily on structured, tabular datasets. While such data are com-

mon in healthcare risk prediction, modern clinical practice increasingly relies on unstruc-

tured and multimodal sources, including high-resolution medical imaging, physiological

time-series from sensors, unstructured clinical notes, and genomic information (X. Zhu, Yao,

and Huang, 2016; Qiu et al., 2020; Zhao et al., 2021; Morrison et al., 2024). Approaches de-

signed speci�cally for structured data do not necessarily translate to these modalities, where

feature representation learning and multimodal integration are essential. Addressing this gap

by extending our methods to accommodate multimodal datasets is therefore an important

step toward improving clinical relevance and enabling deployment in real-world healthcare

systems.

5. Partially observed covariates in practice:A further limitation of the methods presented in

this thesis is the assumption that all covariates are fully observed.5 In reality, missingness

is ubiquitous in healthcare datasets: electronic health records frequently contain incomplete

information due to irregular follow-up visits, heterogeneous measurement practices, or tech-

nical errors. Failure to properly account for missing data can introduce bias into parameter
5While the empirical datasets used in this work may include missing values, our modeling approaches do not ex-

plicitly account for them. Instead, missingness was handled during pre-processing through basic imputation strategies,
such as replacing with mean or median values.
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estimates and substantially degrade predictive performance (R. J. Little and D. B. Rubin,

2019). While common imputation strategies—such as mean substitution or multiple imputa-

tion—are widely applied, they rarely capture the rich dependency structures and nonlineari-

ties inherent in clinical data.

Recent advances in machine learning have proposed more principled approaches to ad-

dress this challenge, including deep generative models for imputation (J. Yoon, Jordon, and

Schaar, 2018), Bayesian variational methods (Mattei and Frellsen, 2019), and frameworks

for handling informative missingness in survival settings (Yi et al., 2020). Extending the

approaches in this thesis to explicitly incorporate missingness mechanisms (MCAR, MAR,

or MNAR) or to integrate with these more advanced imputation frameworks remains a key

direction for future work, particularly given that sparsity and incompleteness are the rule

rather than the exception in clinical data.

6. Human-centered evaluation: Another limitation of this work is the lack of a human-

centered evaluation assessing how the proposed models would be perceived and utilized

by end-users. Although the methods demonstrate potential clinical utility, their real-world

effectiveness ultimately depends on how clinicians and clinical data scientists interact with,

trust, and act upon these models within existing work�ows.

Future work. While this thesis presents advances in predictive modeling, interpretability, and

scalability for healthcare applications, many important challenges remain open for future explo-

ration as discussed above. Below, we outline several promising directions for future research.

1. Robustness to distribution shifts:A key area for extension is adapting our methods to ac-

count for distribution shifts. For example, Fan et al., 2024 improved the robustness of CoxPH

under covariate shift by reweighting the likelihood and decorrelating covariates. Similar

strategies could be extended beyond proportional hazards, particularly to DHA.

2. Fairness and bias mitigation:Another important direction involves incorporating fairness-

aware objectives and evaluation metrics into survival models, in line with recent efforts such

107



as Rahman and Purushotham, 2022.

3. Generalizable approaches:Recent developments in large-scale pretraining and self-supervised

learning show strong potential for improved generalization. For instance, MOTOR, trained

on massive EHR datasets across diverse phenotypes, achieves state-of-the-art results when

�ne-tuned on downstream tasks (Steinberg et al., 2023). Extending our approaches in this di-

rection could yield models that are more transportable and adaptable across different clinical

settings.

4. Multimodal integration: Another open question is how to effectively design survival mod-

els that integrate diverse data modalities—such as structured EHR, imaging, text, and ge-

nomics—within a uni�ed predictive framework.

5. Principled handling of missing data: Developing methods that model missingness as part

of the underlying data-generating process represents an important research opportunity. Ap-

proaches such as Ipsen, Mattei, and Frellsen, 2022 demonstrate promise for regression and

classi�cation, but their application to time-to-event modeling remains underexplored.

6. End-user studies:Finally, end-user studies can be conducted to better understand the expec-

tations of clinicians, similar to Bienefeld et al., 2023, and to determine whether the proposed

approaches meet these expectations compared to alternatives.
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Appendix A: Supplementary Material for Maximum Likelihood Estimation

of Flexible Survival Densities with Importance Sampling

A.1 Hyperparameters

All models have an equal training length of 4000 epochs. We pick the best-performing model

with respect to their validation loss. The hyper-parameter spaces of each benchmark model are

listed below.

CoxPH.

`alpha': [0, 1e-3, 1e-2, 1e-1],

DeepSurv.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`layers_': [2, 3],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

RSF.

`max_depth' : [None, 5],

`n_estimators' : [50, 100, 150, 200, 150],
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`max_features' : [50, 75, sqrt(d), d//2, d],

`min_samples_split' : [10, 150, 200, 250],

`max_depth':None means that the expansion continues until all leaves are pure.

DSM.

`k ': [3, 4, 6],

`distribution' : [`Weibull', `LogNormal'],

`learning_rate' : [1e-4, 5e-4, 1e-3],

`nodes_' : [48, 64, 96, 256],

`hidden_layers_': [1, 2, 3],

`discount': [1/3, 3/4, 1],

`batch_size': [128, 256],

DCM.

`k' : [3, 4, 6],

`nodes_' : [48, 64, 96, 256],

`hidden_layers_': [1, 2, 3],

`batch_size': [128, 256],

`use_activation': [True, False],

Deep-Hit.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],
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`nodes_':[128, 256, 512],

`hidden_layers_': [2, 3],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

`alpha': [1e-1, 2e-1, 4e-1, 8e-1, 1],

`sigma' : [1e-1, 2.5e-1, 4e-1, 8e-1, 1, 2, 10],

`num_durations' : [ 10, 50, 100],

Cox-Time.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`hidden_layers_': [1,2],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

`lambda': [0, 1e-3, 1e-2, 1e-1],

`log_duration' : [True, False],

Ours.

`lr' : 2e-3,

`batch_size': 256,

`imps_size': [64, 256, 512],

`architecture': [`A1', `A2'],

`layer_norm' : True,

`weight_decay': 1e-5,
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`nodes_': 400

`layers_': 2,

`dropout': 4e-1,

`act': selu,

129



Appendix B: Supplementary Material for ADHAM: Additive Deep Hazard

Analysis Mixtures for Interpretable Survival Regression

B.1 Notation Table

Symbol Meaning

# Dataset size

� Feature dimensionality

� Subgroup size

D Empirical dataset

~T ! " Importance time samples to approximate loglikelihood objective

8 Data instance index

3 Feature index

� Correlation threshold to merge subgroups

x Observed covariates

X Censoring index

C Recorded time-to-ecent or censoring time

q3 Population-level hazard network parameter

\ Subgroup assignment network parameter

� � = f q3g�
3=1

Table B.1: Notation Table
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B.2 Flow chart

Figure B.1: Flowchart of ADHAM. The covariates are mapped to latent subgroups, which are used
to index the rows ofV. The population-level hazard curves are calculated via_¹Cj G83; q3º, and
the marginal hazard is calculated by marginalizing the population-level curve using subgroup-level
weights, and instance-speci�c subgroup assignments.

B.3 Model Selection

B.3.1 Merging Same Subgroups, with EquivalentV2 Values, Retains the Log-likelihood and Pre-

dictive Performance Values

In this section, we show that our model selection procedure, outlined in Algorithm 4, does not

change the data log-likelihood and predictive performance if� 21 = � 22.

Proposition 1. if � 21 = � 22, for 21 and 22 2 C = f 1–2–� � � – � g, then grouping21 and 22 into a

new group2¢ , where P
�
2¢ j x ; \

�
= P¹21 j x ; \ º¸ P¹22 j x ; \ º does not change the data generating

log-likelihood and risk predictions.

Proof. Consider an input patientx and a model in which two groups,21 and22, share identical

covariate importance vectors, i.e.,� 21 = � 22. To complete the proof, it suf�ces to show that their

combined contribution to the marginal hazard function remains unchanged when merged into a

single group2¢ , with assignment probability P
�
2¢ j x ; \

�
= P¹21 j x ; \ º ¸ P¹22 j x ; \ º:
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�Õ

2=1

�Õ

3=1

V32P¹2 j x ; \ º_¹Cj G83; q3º

=
Õ

2<21
2<22

�Õ

3=1

V32P¹2 j x ; \ º_¹Cj G83; q3º ¸
Õ

22f 21–22g

�Õ

3=1

V32P¹2 j x ; \ º_¹Cj G83; q3º

=
Õ

2<21
2<22

�Õ

3=1

V32P¹2 j x ; \ º_¹Cj G83; q3º ¸ ¹P¹21 j x ; \ º ¸ P¹22 j x ; \ ºº
�Õ

3=1

V32¢ _¹Cj G83; q3º

=
Õ

2<21
2<22

�Õ

3=1

V32P¹2 j x ; \ º_¹Cj G83; q3º ¸ P
�
2¢ j x ; \

� �Õ

3=1

V32¢ _¹Cj G83; q3º

=
Õ

22C¢

�Õ

3=1

P¹2 j x ; \ ºV32¢ _¹Cj G83; q3º• (B.1)

The resulting set is updated toC¢ = 2¢ [ C n f 21– 22g, whereC := f 1–2– • • • – �g. Since the

marginal hazard function is the same, the model data log-likelihood and predictive performance do

not change. ƒ

In practice, it is uncommon for� 21 and� 22 to be exactly identical. However, as outlined in

Algorithm 4, we can de�ne a similarity measure and apply a threshold to merge subgroups, using

a performance metric to guide this process—as demonstrated in the following section.
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B.4 Multi-level Interpretability of Survival Function

Population-level survival functions can be computed by:

( ¹Cj G3; q3º = exp
�
�

¹ C

0
_¹Bj G3; q3º dB

�
(B.2)

This function outputs a probability value, between 0 and 1, and is the same across the popula-

tion for the sameG3 value.

Individual-level survival function is the composition of population-level survival functions ex-

ponentiated by patient-speci�c weights, P¹3 j x ; \–� º:

( ¹Cj x ; \–� –� º = exp

(

�
�Õ

3=1

 
�Õ

2=1

P¹3 j 2; � ºP¹2 j x ; \ º_¹Cj G3; q3º dB

!)

(B.3)

=
�Ö

2=1

 
�Ö

3=1

¹expf � _¹Bj G3; q3º dBgºV32

! 5\ 2 ¹x º

(B.4)

=
�Ö

3=1

expf � _¹Bj G3; q3º dBgP¹3jx ;\–� º (B.5)

Note that,expf � _¹Bj G3; q3º dBgis the same across the population for the sameG3. V32 adjusts

the latter for subgroup (i.e., for a given subgroup2 the survival function differs by some exponent

V32). Finally, 5\ 2 ¹x º modulates the subgroup weights given a patient covariates.
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B.5 Population Level Curves by Different Runs

In this section, we compare the population-level survival functions of TimeNAM (top) and

ADHAM ( bottom) onSUPPORTdataset over different runs (each with identical random seeds).1

Higher values imply longer time-to-event (i.e., lower risk of observing the event within timeC). Sur-

vival functions for TimeNAM and ADHAM both capture the well-established trend of increasing

risk with age (i.e., survival probability decreases with age). ADHAM also captures the well-known

physiological trends in heart rate and temperature. In particular, ADHAM highlights the values

linked to normal ranges (e.g., 36 - 37.5� C for temperature and 60 - 100 bpm for heart rate (Tan

et al., 2024)), where risk values are lower, while it is harder to observe this for TimeNAM.The

results are consistent for different runs.

Run 1.

Figure B.2: Covariate-speci�cpopulation-levelrisk functions of TimeNAM (top) and ADHAM
(bottom) trained onSUPPORTdataset on run 1.

1While it is possible to compare individual curves, we focus on population-level interpretability over different
model runs as it provides a higher degree of information across the entire dataset rather than select patients.
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Run 2.

Figure B.3: Covariate-speci�cpopulation-levelrisk functions of TimeNAM (top) and ADHAM
(bottom) trained onSUPPORTdataset on run 2.

Run 3.

Figure B.4: Covariate-speci�cpopulation-levelrisk functions of TimeNAM (top) and ADHAM
(bottom) trained onSUPPORTdataset on run 3.
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Run 4.

Figure B.5: Covariate-speci�cpopulation-levelrisk functions of TimeNAM (top) and ADHAM
(bottom) trained onSUPPORTdataset on run 4.

Run 5.
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Figure B.6: Covariate-speci�cpopulation-levelrisk functions of TimeNAM (top) and ADHAM
(bottom) trained onSUPPORTdataset on run 5.

B.6 Experimental Setup Details

In this section, we explain our datasets in detail.

B.6.1 Dataset Details

SUPPORT. The Study to Understand Prognoses Preferences Outcomes and Risks of Treatment

dataset (Knaus et al., 1995). After preprocessing with thePyCox library (Kvamme, 2022), there

are 8,873 patients and 23 covariates with a median follow-up of 231 days and a censoring rate of

31.9%.

FLCHAIN. Data collected from a controlled trial in Olmsted County, Minnesota, comprised of

assays of serum free light chain (FLCHAIN) and mortality data (Dispenzieri et al., 2012). There

are 6524 patients with 16 covariates with a median follow-up of 4,303 days and a censoring rate of

70% after preprocessing withPyCox.

CKD. Electronic health record data from a large urban hospital is used for this dataset. It com-

prises a cohort of patients with incident chronic kidney disease (CKD) where the event of interest

is in-hospital diagnosis of acute kidney injury. The dataset contains 10,173 patients and 33 co-

variates. The median follow-up days and censoring rate are 67 days and 64%, respectively. This

dataset was used in (Ketenci et al., 2023), one of our comparator models.
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B.6.2 SUPPORT Dataset Abbreviations

Here, we explain the abbreviations used in theSUPPORTdataset for Figures B.1, 3.3, and 3.4.

B.6.3 Hyperparameter Details

All models have an equal training length of 4000 epochs. We pick the best-performing model

with respect to their validation loss. The hyper-parameter spaces of each benchmark model are

listed below.

CoxPH.

`alpha': [0, 1e-3, 1e-2, 1e-1],

DeepSurv.

`lr' : [5e-4, 1e-3],
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`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`layers_': [2, 3],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

RSF.

`max_depth' : [None, 5],

`n_estimators' : [50, 100, 150, 200, 150],

`max_covariates' : [50, 75, sqrt(d), d//2, d],

`min_samples_split' : [10, 150, 200, 250],

`max_depth':None means that the expansion continues until all leaves are pure.

DSM.

`k ': [3, 4, 6],

`distribution' : [`Weibull', `LogNormal'],

`learning_rate' : [1e-4, 5e-4, 1e-3],

`nodes_' : [48, 64, 96, 256],

`hidden_layers_': [1, 2, 3],

`discount': [1/3, 3/4, 1],

`batch_size': [128, 256],
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DCM.

`k' : [3, 4, 6],

`nodes_' : [48, 64, 96, 256],

`hidden_layers_': [1, 2, 3],

`batch_size': [128, 256],

`use_activation': [True, False],

Deep-Hit.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`hidden_layers_': [2, 3],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

`alpha': [1e-1, 2e-1, 4e-1, 8e-1, 1],

`sigma' : [1e-1, 2.5e-1, 4e-1, 8e-1, 1, 2, 10],

`num_durations' : [10, 50, 100],

Cox-Time.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`hidden_layers_': [1,2,3],
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`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

`lambda': [0, 1e-3, 1e-2, 1e-1],

`log_duration' : [True, False],

TimeNAM & TimeNA2M.

`lr' : [5e-4, 1e-3],

`batch_size': [256, 512, 1024],

`weight_decay': [0, 1e-8, 1e-6, 1e-3, 1e-1],

`nodes_':[128, 256, 512],

`hidden_layers_': [1,2,3],

`dropout': [0, 1e-1, 2e-1, 4e-1, 5e-1],

`lambda': [0, 1e-3, 1e-2, 1e-1],

`log_duration' : [True, False],

DHA.

`lr' : 1e-3,

`batch_size': 512,

`imps_size': 64,

`layer_norm' : True,

`weight_decay':0,

`nodes_': 100

`layers_': 3,

`dropout': 0.15,

`act': elu,
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ADHAM.

`lr' : 1e-3,

`batch_size': 512,

`imps_size': 64,

`layer_norm' : True,

`weight_decay':0,

`nodes_': 100

`layers_': 3,

`dropout': [0, 0.15],

`act': elu,

`n_mixtures': 100,

`add_const': [True, False],

For DHA and ADHAM, we use the architecture A1 de�ned in (Ketenci et al., 2023).
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B.7 The Standard Error of the Sample Mean

In this section, we demonstrate the standard error results.

SUPPORTDataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.008 0.002 0.009 0.004 0.002 0.005 0.004 0.001 0.005
RSF 0.005 0.003 0.005 0.003 0.001 0.004 0.002 0.002 0.004

DeepHit 0.009 0.003 0.008 0.005 0.003 0.006 0.005 0.002 0.006
Cox-Time 0.013 0.002 0.012 0.007 0.002 0.008 0.004 0.001 0.004

DSM 0.006 0.002 0.004 0.005 0.002 0.006 0.004 0.002 0.005
DCM 0.009 0.003 0.008 0.006 0.002 0.006 0.005 0.002 0.005
DHA 0.008 0.003 0.007 0.005 0.002 0.006 0.005 0.002 0.006

CoxPH 0.007 0.002 0.007 0.003 0.002 0.003 0.002 0.001 0.004
TIMENAM 0.008 0.002 0.008 0.003 0.002 0.003 0.002 0.001 0.003
TIMENA2M 0.009 0.003 0.009 0.004 0.002 0.004 0.004 0.001 0.003
ADHAM ( R) 0.006 0.002 0.004 0.004 0.002 0.006 0.003 0.000 0.003

ADHAM 0.008 0.003 0.005 0.004 0.001 0.006 0.003 0.001 0.004

Table B.2: Standard error of the sample mean (SEM) results on theSUPPORTdataset.

CKD Dataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.005 0.004 0.006 0.005 0.004 0.006 0.007 0.004 0.007
RSF 0.011 0.002 0.012 0.004 0.004 0.006 0.004 0.005 0.009

DeepHit 0.010 0.003 0.010 0.004 0.004 0.005 0.007 0.005 0.009
Cox-Time 0.005 0.004 0.008 0.005 0.005 0.007 0.005 0.006 0.008

DSM 0.009 0.004 0.008 0.007 0.003 0.008 0.006 0.003 0.008
DHA 0.008 0.004 0.008 0.008 0.004 0.009 0.005 0.004 0.008

CoxPH 0.006 0.002 0.007 0.006 0.004 0.009 0.003 0.004 0.006
TIMENAM 0.008 0.002 0.008 0.008 0.004 0.009 0.006 0.004 0.010
TIMENA2M 0.011 0.003 0.011 0.005 0.006 0.006 0.005 0.008 0.008
ADHAM ( R) 0.016 0.004 0.019 0.01 0.005 0.011 0.006 0.005 0.007

ADHAM 0.008 0.004 0.008 0.007 0.004 0.009 0.007 0.004 0.010

Table B.3: Standard error of the sample mean (SEM) results on theCKD dataset.
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FLCHAIN Dataset
25th Quantile 50th Quantile 75th Quantile

Models
C-Index" BS# AUROC" C-Index" BS# AUROC" C-Index" BS# AUROC"

DeepSurv 0.004 0.001 0.004 0.005 0.001 0.005 0.004 0.002 0.005
RSF 0.005 0.001 0.006 0.005 0.002 0.006 0.003 0.001 0.004

DeepHit 0.004 0.002 0.004 0.007 0.002 0.007 0.005 0.002 0.006
Cox-Time 0.004 0.004 0.005 0.006 0.012 0.007 0.004 0.024 0.005

DSM 0.008 0.001 0.009 0.010 0.002 0.011 0.005 0.001 0.006
DCM 0.003 0.002 0.003 0.009 0.004 0.010 0.007 0.003 0.008
DHA 0.003 0.002 0.004 0.007 0.002 0.008 0.004 0.001 0.005

CoxPH 0.005 0.001 0.005 0.006 0.002 0.007 0.003 0.002 0.003
TIMENAM 0.004 0.001 0.004 0.006 0.003 0.007 0.004 0.006 0.005
TIMENA2M 0.006 0.001 0.007 0.007 0.006 0.008 0.003 0.015 0.004
ADHAM ( R) 0.006 0.002 0.007 0.005 0.003 0.005 0.005 0.003 0.007

ADHAM 0.008 0.002 0.008 0.008 0.002 0.008 0.006 0.003 0.007

Table B.4: Standard error of the sample mean (SEM) results on theFLCHAIN dataset.
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Appendix C: Supplementary Material for Probabilistic Shapley Value

Modeling and Inference

C.1 Proof of Proposition 4.16

The proof of Proposition 4.16 follows:

For QB�0?3
¹i 3 j x º = N ¹ 53¹x º– f 2

3 ¹x ºº and any function� , theef�ciency property of Shapley

values guarantees thatEQB�0?8

n
�

�
q0 ¸

Í �
3=1 i 8–3

�o
is equal toEP¹� 8jx 8º

n
�

�
q0 ¸

Í �
3=1 i 8–3

�o
.

Proof. Showing thatq0¸
Í �

3=1 i 8–3is the same random variable underPandQ concludes the proof.

Since, Q¹i 3 j x º = N
�
53¹x º– f 2

3 ¹x º
�
, q0¸

Í �
3=1 i 8–3� N

�
q0 ¸

Í �
3 53¹x º–

Í �
3 f 2

3 ¹x º
�
, under

Q, and

given P¹i 3 j x º = N
� Í

( �» � ¼nf3gP¹( º
�
5¹x ( [f 3gº � 5¹x Bº

�
– f 2

3 ¹x º
�
,

q0 ¸
Í �

3=1 i 8–3� N
�
q0 ¸

Í �
3 53¹x º–

Í �
3 f 2

3 ¹x º
�
, underP due to the ef�ciency property.

Since sum overi have the same distribution underP andQ, the expected values with respect

to these distributions are the same. ƒ

C.2 Details on PSI's Variational Evidence Lower-Bounds

We describe here the procedures to bound data marginalslogP¹Hj x º andlogP¹1 j x º for PSI

on regression and classi�cation tasks.

Regression. By direct application of Proposition 4.16, we write

L � ! �$
A46 � V A46=

#Õ

8=1

logP¹H8 j x 8º � V� KL

�
QB�0?8

kP¹� 8 j x 8º
�

� L A46– (C.1)

which follows fromL A46=
Í #

8=1 logP¹H8 j x 8º given that� KL

�
QB�0?8

kP¹� 8 j x 8º
�

� 0.
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The inequality is valid for0 � V � 1, with VA46= L A46for V = 0. Note that the lower-bound

over the marginal log-likelihood is valid8V � 0, and the upper boundV � 1 is only necessary to

keep theVA46� L � ! �$
A46 constraint, with equality whenV = 1.

Classi�cation. For binary classi�cation, we start by writing the ELBO as

L � ! �$
2;0BB =

#Õ

8=1

EQ;>68C8QB�0?8

�
logP¹18 j H8ºP¹H8 j � 8ºP¹� 8 j x 8º � logQ;>68C8QB�0?8

	
(C.2)

=
#Õ

8=1

EQ;>68C8

n
logP¹18 j H8º � logQ;>68C8 ¸ EQB�0?8

n
logP¹H8 j � 8º � � KL

�
QB�0?8

kP¹� 8 j x 8º
�oo

(C.3)

=
#Õ

8=1

EQ;>68C8

n
logP¹18 j H8º � logQ;>68C8 ¸ L � ! �$

A468

o
(C.4)

=
#Õ

8=1

EQ;>68C8

n
logP¹18 j H8º ¸ L � ! �$

A468

o
¸ H ¹ Q;>68C8º– (C.5)

whereH ¹ Q;>68C8º is the entropy of the variational logit distribution Q;>68C8. SinceL � ! �$
A468

� V A468

L � ! �$
2;0BB � V 2;0BB=

#Õ

8=1

EQ;>68C8

�
logP¹18 j H8º ¸ V A468

	
¸ H ¹ Q;>68C8º � L 2;0BB– (C.6)

=
#Õ

8=1

EQ;>68C8
f logP¹18 j H8º ¸ logP¹H8 j x 8ºg¸ H ¹ Q;>68C8º � V� KL

�
QB�0?8

kP¹� 8 j x 8º
�

� L 2;0BB

(C.7)

C.3 Feature Removal and the Subset Marginal Constraint During Optimization

In this section, we show that for PSI's variational regression and classi�cation loss functions

VA46andV2;0BB, introducing missing values during training satis�es the integral constraint:

5¹x Bº =
¹

5¹x º dP¹x j x Bº • (C.8)
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The proof for regression tasks is straightforward, as PSI model learning is carried out by optimizing

the marginal log-likelihood, which is a proper scoring rule. For classi�cation, we show that the

integral constraint is still satis�ed under two assumptions.

We de�ne the notation for the following paragraphs, distinguishing true data generating distri-

butions with P¹�º and using parameterized distributions (e.g.,\ ) to denote model and variational

families:

• \ : Model and variational parameters

• P¹� j \ º: Model distribution

• Q¹� j \ º: Variational distribution

• P¹� j �º (notice, without\ ): True data generating distribution (analytical form is often un-

known)

• x B: Variable length input features (i.e., a subset of features fed to the neural network, where

features3 not in B(i.e., 3 8 B) are replaced by their corresponding baseline vectorb3, as

described in Section 4.3.4.

Regression. Maximizing VA46by introducing missing values during training is equal to mini-

mizing the following divergence:

EP¹x º f � KL ¹P¹Hj x ºkP¹Hj x B; \ ºº ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg• (C.9)
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This follows from the fact that Equation C.9 bounds� 1
# VA46

?
�! � EP¹x º

�
VA468

	
, as# ! 1 , by a

constant factor� 1:

EP¹x º f � KL ¹P¹Hj x ºkP¹Hj x B; \ ºº ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg (C.10)

= � EP¹x ºP¹Hjx º f logP¹Hj x B; \ º ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg
|                                                                                      {z                                                                                      }

� EP¹x º f VA468g

¸ EP¹x ºP¹Hjx º f logP¹Hj x ºg
|                            {z                            }

� 1

(C.11)

� 1 = EP¹x ºP¹Hjx º f logP¹Hj x ºgis a constant with respect to model parameters and depends on the

data distribution.

Moving forward,

�
1
#

VA46¸ � 1 = EP¹x ºP¹Hjx º

�
log

P¹Hj x º
P¹Hj x B; \ º

¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ºº
�

• (C.12)

By dividing and multiplying by the data feature (covariate) distribution P¹x º the log-ratio within

the �rst term of the right hand side:

�
1
#

VA46̧ � 1 = EP¹x ºP¹Hjx º

�
log

P¹Hj x ºP¹x º
P¹Hj x B; \ ºP¹x º

¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ºº
�

– (C.13)

and rearranging terms according to Bayes' rule, we have:

�
1
#

VA46¸ � 1 =

EP¹x ºP¹Hjx º

�
log

P¹Hj x BºP¹x � B j x B– HºP¹x Bº
P¹Hj x B; \ ºP¹x � B j x BºP¹x Bº

¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ºº
�

• (C.14)
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Finally, we group expectations in terms of KL divergences:

�
1
#

VA46¸ � 1 = E?¹x Bº f � KL ¹P¹Hj x BºkP¹Hj x B; \ ººg

¸ EP¹x Bº f V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg¸ EP¹H–x º f � KL ¹P¹x � B j x B– HºkP¹x � B j x Bººg
|                                                     {z                                                     }

� 2

= E?¹x Bº

8>>>><

>>>>
:

� KL ¹P¹Hj x BºkP¹Hj x B; \ ºº
|                                 {z                                 }

(I)

9>>>>=

>>>>
;

¸ EP¹x Bº

8>>>><

>>>>
:

V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ºº
|                                         {z                                         }

(II)

9>>>>=

>>>>
;

¸ � 2•

(C.15)

Note that,� 2 is a constant that depends on data distribution (e.g., ifx � B ? H j x B, then� 2 = 0).

The above quantity is minimized when (I) model marginal is equal to data distribution's marginal,

i.e., P¹Hj x Bº = P¹Hj x B; \ º and (II) Shapley Kullback-Leibler divergence is0.

Therefore, for a suf�ciently �exible conditional model, the marginal likelihood will approach

the data's marginal density, while the variational distribution captures the computationally expen-

sive model prior.

Classi�cation. The difference between the regression and classi�cation objectives is that for the

latter, we also approximate latentHvalues via a variational distribution, that will determine the

logits of the observed labels18. In what follows, we assume that there exists a DGP under which

P¹1 j x º =
¯

P¹1 j HºP¹Hj x º dH, i.e., data generating P¹Hj x º exists and the integral can be

computed.

Maximizing theV2;0BBby introducing missing values during training is equal to minimizing

the following divergence:

EP¹x º f � KL ¹P¹1 j x ºQ¹Hj x B; \ ºkP¹1 j H; \ ºP¹Hj x B; \ º ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ºººg

(C.16)

The above follows because Equation C.16 bounds� 1
# V2;0BB

?
�! � EP¹x º

�
V2;0BB8

	
, as# ! 1 , by
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a constant factor� 3:

EP¹x º f � KL ¹P¹1 j x ºQ¹Hj x B; \ ºkP¹1 j H; \ ºP¹Hj x B; \ ºº ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg

(C.17)

= EP¹x º f � KL ¹P¹1 j x ºQ¹Hj x B; \ ºkP¹1 j H; \ ºP¹Hj x B; \ ºº ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg

(C.18)

= EQ¹Hjx B;\ ºP¹x ºP¹1 jx º f � logP¹1 j Hº ¸ � KL ¹Q¹Hj x B; \ ºkP¹Hj x B; \ ºº ¸ V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg
|                                                                                                                                             {z                                                                                                                                             }

� EP¹x º f V 2;0BBg

(C.19)

¸ EP¹x ºP¹1 jx º f logP¹1 j x ºg
|                            {z                            }

� 3

(C.20)

�
1
#

V2;0BB̧ � 3 = EP¹x ºP¹1 jx ºQ¹Hjx B;\ º

�
log

P¹1 j x ºQ¹Hj x B; \ º
P¹1 j H; \ ºP¹Hj x B; \ º

�

¸ EP¹x ºP¹1 jx ºQ¹Hjx B;\ º f V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg– (C.21)

Multiplying and dividing by the log-ratio within the �rst term with P¹Hj x Bº, we have

�
1
#

V2;0BB̧ � 3 = EP¹x ºP¹1 jx ºQ¹Hjx B;\ º

�
log

P¹1 j x ºQ¹Hj x B; \ ºP¹Hj x Bº
P¹1 j H; \ ºP¹Hj x B; \ ºP¹Hj x Bº

�

¸ EP¹x ºP¹1 jx ºQ¹Hjx B;\ º f V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg– (C.22)

which can be rearranged as:

�
1
#

V2;0BB̧ � 3 = EP¹x ºP¹1 jx ºQ¹Hjx B;\ º

�
log

P¹1 j x ºP¹Hj x Bº
P¹1 j H; \ ºP¹Hj x B; \ º

�
¸ � KL ¹Q¹Hj x B; \ ºkP¹Hj x Bºº

¸ EP¹x Bº f V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg• (C.23)
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Now, as the learning procedure evolves, we assume� KL ¹Q¹Hj x B; \ ºkP¹Hj x Bºº ! 0:1

�
1
#

V2;0BB̧ � 3 = EP¹x ºP¹1 jx ºP¹Hjx Bº

�
log

P¹1 j x ºP¹Hj x Bº
P¹1 j H; \ ºP¹Hj x B; \ º

�

¸ EP¹x Bº f V� KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg– (C.24)

�
1
#

V2;0BB̧ � 3 = EP¹x ºP¹1 jx ºP¹Hjx Bº f � KL ¹P¹1 j x ºkP¹1 j H; \ ººg

¸ E?¹x Bº f � KL ¹P¹Hj x BºkP¹Hj x B; \ ººg¸ EP¹x Bº f � KL ¹Q¹� j x B; \ ºkP¹� j x B; \ ººg
|                                                                                                            {z                                                                                                            }

� 1
# VA46̧ � 1� � 2

= EP¹x ºP¹1 jx ºP¹Hjx Bº

8>>>>><

>>>>>
:

� KL ¹P¹1 j x ºkP¹1 j H; \ ºº
|                               {z                               }

(I)

�
1
#

VA46¸ � 1 � � 2

|                 {z                 }
(II)

9>>>>>=

>>>>>
;

(C.25)

Namely, under the assumption that the variational posterior is close to the data-generating pos-

terior and is stable, PSI's classi�cation lossV2;0BB: (I) encourages learning latent logit marginals,

and (II) partitions their in�uence to their corresponding Shapley feature attributions viaVA46

(which includes� (� �% ).

Conclusion. Under both losses, as learning proceeds with P¹Hj x B; \ º
3
�! P¹Hj x Bº, we can

write:

5¹x Bº ¸ q0 = EP¹Hjx B;\ º f Hg = EP¹Hjx ;\ ºP¹x jx Bº f Hg =
¹

5¹x º dP¹x j x Bº ¸ q0• (C.26)

Hence,5¹x Bº =
¯

5¹x º dP¹x j x Bº, concluding that, under reasonable learning assumptions, ran-

domly removing feature dimensions during training meets the integral constraint.

1An assumption based on the universal approximation properties of neural networks.
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C.4 Stochastic estimation of the Shapley Kullback-Leibler Divergence

In this section, we characterize the stochastic estimator of the Shapley Kullback-Leibler diver-

gence and demonstrate that the gradients of the proposed stochastic estimator point in the same

direction as the exact one's, in expectation.

We start by recalling the de�nition of the proposed stochastic estimator^� (� �% :

^� (� �% = �

�
�
�
�
�
�
�
�
�
�

©
­
­
­
­
­
«

Í  1
: =1 5¹x B1–:[ 3º � 5¹x B1–:º

 1
� 53¹x º

|                                           {z                                           }
term 1

ª
®
®
®
®
®
¬

©
­
­
­
­
­
«

Í  2
: =1 5¹x B2–:[ 3º � 5¹x B2–:º

 2
� 53¹x º

|                                           {z                                           }
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ª
®
®
®
®
®
¬

�
�
�
�
�
�
�
�
�
�

2f 3¹x º2
–

(C.27)

with B1–:– B2–: � P¹( º, and3 � U¹1– � º. We denoteq̂9–3=
Í  1

: =1 5¹x B9–:[ 3º� 5¹x B9–:º

 9
, and write:

^� (� �% = �

�
�
�
�
�
�
�
�

©
­
­
­
«

q̂1–3� 53¹x º
|          {z          }
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ª
®
®
®
¬
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­
­
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q̂2–3� 53¹x º
|          {z          }

term 2

ª
®
®
®
¬

�
�
�
�
�
�
�
�

2f 3¹x º2
• (C.28)

When computing stochastic estimates^� (� �% , there are two possible cases that can occur:

either both terms in the numerator have the same sign, or they have different signs. We denote

these as two disjoint events:

8>>>><

>>>>
:

A := B86=¹term 1º = B86=¹term 2º –

B := B86=¹term 1º < B86=¹term 2º •
(C.29)

To compute the probabilities of such events, we �rst de�ne intermediate probabilities as deter-
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mined by the stochastiĉq9–3terms

P
�
q̂1–3 ¡ 53¹x º

�
= P

�
q̂2–3 ¡ 53¹x º

�
= ? – (C.30)

P
�
q̂1–3Ÿ 53¹x º

�
= P

�
q̂2–3Ÿ 53¹x º

�
= 1 � ? – (C.31)

to conclude that

P¹A º = P
�
q̂1–3 ¡ 53¹x º

�
P

�
q̂2–3 ¡ 53¹x º

�
¸ P

�
q̂1–3Ÿ 53¹x º

�
P

�
q̂2–3Ÿ 53¹x º

�
(C.32)

= ?2 ¸ ¹ 1 � ?º2 – (C.33)

P¹Bº = P
�
q̂1–3Ÿ 53¹x º

�
P

�
q̂2–3 ¡ 53¹x º

�
¸ P

�
q̂1–3 ¡ 53¹x º

�
P

�
q̂2–3Ÿ 53¹x º

�
(C.34)

= 2?¹1 � ?º • (C.35)

We investigate each of these two events separately below.

Event A : Both terms have the same sign.

EP¹B1ºP¹B2ºU¹1–� º
�

^� (� �% jA
	

= EP¹B1ºP¹B2ºU¹1–� º

(

�

�
q̂1–3� 53¹x º

� �
q̂2–3� 53¹x º

�

2f 3¹x º2

)

(C.36)

= � EP¹B1ºP¹B2ºU¹1–� º

(
q̂1–3q̂2–3� 53¹x ºq̂1–3� 53¹x ºq̂2–3¸ 52
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2f 3¹x º2
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(C.37)

= �
�Õ
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1
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�
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(C.38)

Becauseq3 = EP¹B1º
�
q̂1–3

	
= EP¹B2º

�
q̂2–3

	
=

Õ

( �» � ¼nf3g

P¹( º ¹ 5¹x ( [ 3º � 5¹x Bºº

= �
�Õ
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1
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3 � 253¹x ºq3 ¸ 52

3 ¹x º

2f 3¹x º2
(C.39)

= �
�Õ

3=1

1
�

¹q3 � 53¹x ºº2

2f 3¹x º2
(C.40)

= � SHAP (C.41)
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Event B: The terms have opposite signs.

EP¹B1ºP¹B2ºU¹1–� º
�

^� (� �% jB
	

= EP¹B1ºP¹B2ºU¹1–� º

(

�

�
53¹x º � q̂1–3

� �
q̂2–3� 53¹x º

�

2f 3¹x º2

)

(C.42)

= � EP¹B1ºP¹B2ºU¹1–� º

(
� q̂1–3q̂2–3¸ 53¹x ºq̂1–3¸ 53¹x ºq̂2–3� 52

3 ¹x º

2f 3¹x º2

)

(C.43)

= �
�Õ

3=1

1
�

� EP¹B1º
�
q̂1–3

	
EP¹B2º

�
q̂2–3

	
¸ 53¹x ºEP¹B1º

�
q̂1–3

	
¸ 53¹x ºEP¹B2º

�
q̂2–3

	
� 52

3 ¹x º

2f 3¹x º2

(C.44)

Becauseq3 = EP¹B1º
�
q̂1–3

	
= EP¹B2º

�
q̂2–3

	
=

Õ

( �» � ¼nf3g

P¹( º ¹ 5¹x ( [ 3º � 5¹x Bºº

= �
�Õ

3=1

1
�

� q2
3 ¸ 253¹x ºq3 � 52

3 ¹x º

2f 3¹x º2
(C.45)

=
�Õ

3=1

1
�

�¹ q3 � 53¹x ºº2

2f 3¹x º2
(C.46)

= � � SHAP (C.47)

The expected value of^� (� �% . We compute the overall expected value of^� (� �% , using the law

of total expectation:

E
�

^� (� �%
	

= E%¹A –Bº
�
EP¹B1ºP¹B2ºU¹1–� º

�
^� (� �% jA –B

		
(C.48)

= P¹A º
�
EP¹B1ºP¹B2ºU¹1–� º

�
^� (� �% jA

		
¸ P¹Bº

�
EP¹B1ºP¹B2ºU¹1–� º

�
^� (� �% jB

		

(C.49)

= P¹A º� (� �% ¸ P¹Bº¹� � (� �% º (C.50)

= � (� �% ¹P¹A º � P¹Bºº (C.51)

= � (� �%

�
?2 ¸ ¹ 1 � ?º2 � 2?¹1 � ?º

�
(C.52)

= � (� �%

�
?2 ¸ 1 � 2? ¸ ?2 � 2? ¸ 2?2

�
(C.53)

= � (� �%

�
4?2 � 4? ¸ 1

�
(C.54)

First, we note that
�
4?2 � 4? ¸ 1

�
� 0. Hence, ^� (� �% is a biased estimator in general, where
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the bias is strictly positive:
�
4?2 � 4? ¸ 1

�
� 0. Therefore, the gradients of� (� �% and ^� (� �%

are always proportional to each other, and point to the same direction —a key property for the

optimization of the proposed loss.

Second,E
�

^� (� �%
	

= � (� �% when ? = 0. Hence,E
�

^� (� �%
	

= � (� �% = 0 only when

53¹x º = q3. Namely, ^� (� �% = � (� �% = 0, only when the model's Shapley prior is centered

exactly at the function values.

C.5 PSI Learning: The Algortihm

Algorithm 5 Mini-batch, SGD-based variational PSI learning (using a batch size of" � # ).
Input: DatasetD , model parameters\ , batch size" , and feature removal probability?
while not convergeddo

# 1. Sample features for marginal integral constraint (described by the binary matrixR in
Figure 4.2)

Draw a subset of feature indices for each instance8as:
S8 = f 3j13 = 1–83 2 »� ¼g, where13 � Bernoulli¹?º

# 2. Sample (variable length) observed (empirical) data usingR8
Draw f¹ x S8–8– H8ºg"

8=1 � D
# 3. Compute stochastic estimate of^� (� �%

# 3.a Sample per instanceB1 andB2 coalitions (givenS8)
Draw f B8–1–:1– B8–2–:2g

"
8=1 � jBj! ¹jS8j�j Bj� 1º!

jS8j!
for each data instance8

Note that we use 1 =  2 = 1 (as described in Equation 4.21)
# 3.b Sample feature indices3 2 S8

Draw f 38g"
8=1 � 1

jS8j
uniformly for each instance8, as described in Equation 4.21

# 3.c Compute^� (� �% as in Equation 4.21
^� (� �%  Equation 4.21, usingB8–1–:1– B8–2–:2, and38 for per-instance8

# 5. Compute PSI loss (V ) and its gradients using the closed form solutions described in
Section 4.3.3

6  r \ V
\  Update using gradients6

end while
Output: PSI model, with parameters\
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C.6 The MENN architecture: A Masking Operation Example

In this section, we demonstrate an illustrative example masking matrices and operations. For

simplicity, we use a four layer MENN, with hidden dimensions»10–10–10¼, and input/output

dimensions3 and6, respectively. This set-up corresponds to two-dimensional embeddings per

input feature. We begin by de�ning our initial masking matrixM1:

M1 =

2
6
6
6
6
6
6
6
6
4

1 1 1 0 0 0 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 0 0 0 1 1 1 1

3
7
7
7
7
7
7
7
7
5

Moving deeper in the network, we de�ne intermediate masking matricesM : by repeating the rows

of M1:: � 1 as described in Section 4.3.4:

M2 =

2
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

1 1 1 0 0 0 0 0 0 0

1 1 1 0 0 0 0 0 0 0

1 1 1 0 0 0 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

3
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5
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M3 =

2
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

1 1 1 0 0 0 0 0 0 0

1 1 1 0 0 0 0 0 0 0

1 1 1 0 0 0 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 1 1 1 0 0 0 0

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

0 0 0 0 0 0 1 1 1 1

3
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

and

M4 =

2
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

1 1 0 0 0 0

1 1 0 0 0 0

1 1 0 0 0 0

0 0 1 1 0 0

0 0 1 1 0 0

0 0 1 1 0 0

0 0 0 0 1 1

0 0 0 0 1 1

0 0 0 0 1 1

0 0 0 0 1 1

3
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

Observe thatM4 distributes2 embedding dimensions per feature.

Now we compute the following matrix multiplication with non-zero elements ofM1:: denoting
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the information �ow until layer: (Germain et al., 2015):

M1:2 =

2
6
6
6
6
6
6
6
6
4

3 3 3 0 0 0 0 0 0 0

0 0 0 3 3 3 0 0 0 0

0 0 0 0 0 0 4 4 4 4

3
7
7
7
7
7
7
7
7
5

Notice that the columns ofM3 have been constructed by repeating the rows of binarizedM1:2

(compare) as described in the main manuscript (i.e., rows ofM3 are constructed by repeating the

rows of M0
1:2, where each element inM0

1:2 is de�ned by M0
1:2¹3– ;º = 1M1:2¡ 0¹3– ;º). We now

computeM1:3:

M1:3 =

2
6
6
6
6
6
6
6
6
4

9 9 9 0 0 0 0 0 0 0

0 0 0 9 9 9 0 0 0 0

0 0 0 0 0 0 16 16 16 16

3
7
7
7
7
7
7
7
7
5

We �nally compute

M1:4 =

2
6
6
6
6
6
6
6
6
4

27 27 0 0 0 0

0 0 27 27 0 0

0 0 0 0 64 64

3
7
7
7
7
7
7
7
7
5

=

2
6
6
6
6
6
6
6
6
4

W1 W1 0 0 0 0

0 0 W2 W2 0 0

0 0 0 0 W3 W3

3
7
7
7
7
7
7
7
7
5

Notice thatM1:4 allows for creating two dimensional embeddings as it permits information �ow

to two disjoint output neurons for each input feature: i.e., outputs one and two only depend onG1,

outputs three and four only depend onG2, and output three only depends onG3.

Observe howW8values depend on how the1s are distributed in the masking matrices; an equal

distribution would result in more uniformW8 values. In practice, instead of using a single=8=C¹•º

function, we choose to round up or down, randomly.
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C.7 PSI evaluation: Experimental set-up and additional details

C.7.1 Simulated Data Generating Processes

We describe below the data generating processes (DGPs) of the simulated datasets, where

access to ground-truth feature attribution information is available. We use non-trivial functions for

the heteroscedastic noise, and impose complex feature-interactions. We generate 8000 examples

for each synthetic dataset.

Synthetic1. DGP is as described in Section 4.4.1: (8) DrawG1– G2– G3 � U¹� 4–4º, (88) Draw 51 �

N
�
2 ¸ exp

�
� G1

2
	

�
p

c
8 4A 5f 4g–0•6 cos¹0•03G1º800

�
, 52 � N

�
1 ¸ sin¹� G2

2º ¸
p

2c
8 ( ¹4

q
2
c º–0•2jG2j

�
,

and 53 = 3 cos¹3G3º ¸ 4 sin¹5G3º, (888) ObserveH= 51 ¸ 52 ¸ 53. Here,( ¹•º is the Fresnel integral.

Synthetic2. (8) DrawG1– G2– G3 � U¹� 4–4º, (88) Calculate51 = exp
�
� G1

2
	

G1, 52 = 0•5G2 sin¹G2º,

53 = cos¹3G3º sin¹G3º, (888) ObserveH= 51 ¸ 52 ¸ 53.

Synthetic3. (8) Draw G1– G2– G3 � U¹� 4–4º, (88) Calculate 51 = 4 sin¹G1º ¸ 2 sin¹2G1º, 52 =

3 cos¹3G2º sin¹5G2º, 53 = cos¹2G3º¸ G3
2•7, 512 = exp

�
�¹ G1 ¸ G2º2

	
, 513 = ¹G1� 3ºG3 sin¹G1º cos¹G3º•2,

523 = G2G3•2, (888) Observe randomH� N ¹ 51 ¸ 52 ¸ 53 ¸ 512 ¸ 513 ¸ 523–0•01º.

Synthetic4. (8) Draw G1– G2– G3 � U¹� 4–4º, (88) Calculate51 = exp
�
� 1•G1

2
	

¸ sin¹100•G1ºº,

52 = expf �j cos¹jG2jº ¸ 1•2 sin¹2G2º jg¸ G2•4, 53 = tanh¹G3
2º, 512 = sin¹G1

2 ¸ G2
2º•2, (888) Observe

H= 51 ¸ 52 ¸ 53 ¸ 512.

Synthetic5. (8) Draw G1– G2– G3 � U¹� 4–4º, (88) Calculate51 = jG1j•10 ¸ G1
2•10 ¸ sin¹G1º, 52 =

cos¹5G2º¸ sin¹2G2º¸ G2, 53 = exp
�
� G3

100
	
, 512 = 5¹G1

10¸ G2
10º1•10•2, 523 = 5j sin¹G3G2º cos¹G3G2º j•2,

(888) Observe randomH� N ¹ 51 ¸ 52 ¸ 53 ¸ 512–0•01º.

The observed data consists of onlyf x – Hg#
8=1 pairs for all simulated datasets.
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C.7.2 Real-world Datasets

Regression Datasets. We describe here the datasets used in regression tasks:

1. Parkinsons telemonitoring (PKSN):The dataset features voice data from 42 Parkinson's

patients in the early stages, captured over six months using a telemonitoring device for distant

symptom monitoring. These autonomous recordings, taken at their homes, total 5875 data

points. The task is to predict Clinician's motor UPDRS score (Tsanas et al., 2009).

2. Medical expenses (MED):1,338 patients from United States (Lantz, 2019). The task is to

predict medical expenses. Here, the unit of measurement is United States Dolars (USD).

3. Bike sharing (BIKE): The dataset of 17,389 entries aims to predict total bike rentals, cov-

ering both casual and registered users (Fanaee-T, 2013).

4. Greenhouse gas observing network (GAS):The dataset features time series of greenhouse

gas concentrations across 2,921 grid cells in California, generated using the WRF-Chem

simulation model. The goal is to predict the green house gas concentration (Lucas, 2015).

Classi�cation Datasets. These are the datasets used in classi�cation tasks:

1. Heloc (FICO): 9,861 credit applications (FICO, 2018). The task is to classify risk perfor-

mance. The good risk performance is represented by 1.

2. Spambase (SPAM):The classi�cation task involves 4601 instances aimed at determining

whether a given email is classi�ed as spam or not (Hopkins et al., 1999). Spam emails are

represented by 1.

3. Intensive care unit (ICU): 15,830 intensive care unit (ICU) cases from Argentina, Australia,

New Zealand, Sri Lanka, Brazil, and United States (Meredith et al., 2020). The task is to

classify ICU mortality. The ICU mortality is represented by 1.
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4. Census income (CENS):Demographic (such as age, education etc.) information of 48,842

people. The task is to predict if the person earns more than 50,000 USD a year (Kohavi,

1996). Income of more than 50,000 USD a year is represented by 1.

C.7.3 Baseline Models

1. Bayesian Linear/Logistic Regression (LIN):The simplest, yet explainable model. Lin-

ear models quantify the feature importance and feature importance uncertainty through the

model coef�cients. We use Bayesian linear regression for regression and Bayesian logistic

regression for classi�cation tasks. We use the implementation by Fabian Pedregosa et al.,

2011.

2. Explainable Boosting Machines (EBM):The state-of-the-art explainable additive model

which uses ensemble shallow trees with boosting to model each component (Lou et al.,

2013; Caruana et al., 2015). We use the implementation by Nori et al., 2019.

3. Random Forest (RF):Another ensemble learning algorithm that works by building multiple

trees independently using bagging, and averaging the predictions of each individual tree. We

use the implementation by Fabian Pedregosa et al., 2011.

4. Light Gradient Boosting Machines (LGBM): LGBM uses a leaf-wise growth strategy,

prioritizing splits that result in the largest decrease in loss, whereas most traditional tree-

based algorithms grow trees level-wise. While leaf-wise growth can achieve better accuracy,

it might also lead to over�tting, especially on smaller datasets. Thus, careful hyperparameter

tuning, including regularization, is essential when using LGBM (Ke et al., 2017).

5. Gradient Boosted Trees (XGB):A well-known ensemble learning algorithm that combines

several week learners. In particular, each weak learner is trained to improve the ensemble

performance, one at a time. We use the implementation by T. Chen and Guestrin, 2016.

6. Deep Neural Network (DNN):Universal function approximators, where DNNs relate input
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and output through non-linear mappings.

C.7.4 Baseline Hyperparameters

We sample 300 hyperparameters, train each model on test set and evaluate on the validation

set to �nd the optimum parameters for learning a train-test split. We then test the models on the

remaining test fold. We do this 5 times. We use NVIDIA RTX 2080 graphics card for training

neural models.

The hyperparameter search space of all models are as follows:

LIN

• Regressor

param_grid = {

"C": [5e-2, 1e-1, 5e-1, 1],

"max_iter":[5000]

}

• Classsi�er

param_grid = {

"C": [5e-2, 1e-1, 5e-1, 1],

"max_iter":[5000]

}

EBM

• Regressor

param_grid = {

"outer_bags": [8, 25, 75, 100],

"inner_bags":[0, 1, 2, 5, 10]

}

• Classsi�er

param_grid = {

"outer_bags": [8, 25, 75, 100],

"inner_bags":[0, 1, 2, 5, 10]

}
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RF

• Regressor

param_grid = {

"ccp_theta": [0.0, 1e-1, 1e-2],

"max_depth": [None, 4, 8, 16, 40, 100],

"min_samples_leaf": [1, 3, 5, 10],

"min_samples_split": [2, 4, 6, 12],

"n_estimators": [100, 200, 600, 800]

}

• Classsi�er

param_grid = {

"ccp_theta": [0.0, 1e-1, 1e-2],

"max_depth": [None, 4, 8, 16, 40, 100],

"min_samples_leaf": [1, 3, 5, 10],

"min_samples_split": [2, 4, 6, 12],

"n_estimators": [100, 200, 600, 800]

}
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LGBM

• Regressor

param_grid = {

"num_leaves": [31, 50, 70, 100],

"max_depth": [-1, 5, 7, 10],

"learning_rate": [0.001, 0.01, 0.05, 0.1],

"n_estimators": [100, 200, 500],

"min_split_gain": [0.0, 0.1, 0.5],

"min_child_weight": [1e-3, 1e-2, 1e-1, 1],

"min_child_samples": [20, 30],

"subsample": [0.8, 0.9, 1.0],

"colsample_bytree": [0.7, 0.8, 0.9, 1.0],

"reg_theta": [0, 1, 2],

"reg_lambda": [0, 1, 2],

"boosting_type": ['gbdt', 'dart'],

}

• Classsi�er

param_grid = {

"num_leaves": [31, 50, 70, 100],

"max_depth": [-1, 5, 7, 10],

"learning_rate": [0.001, 0.01, 0.05, 0.1],

"n_estimators": [100, 200, 500],

"min_split_gain": [0.0, 0.1, 0.5],

"min_child_weight": [1e-3, 1e-2, 1e-1, 1],

"min_child_samples": [20, 30],

"subsample": [0.8, 0.9, 1.0],

"colsample_bytree": [0.7, 0.8, 0.9, 1.0],

"reg_theta": [0, 1, 2],

"reg_lambda": [0, 1, 2],

"boosting_type": ['gbdt', 'dart'],

}
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XGB

• Regressor param_grid = {

"learning_rate" : [0.05, 0.10, 0.15, 0.30],

"max_depth" : [3, 5, 8, 15],

"min_child_weight" : [1, 3, 7],

"theta" : [0.0, 0.1, 0.3],

"colsample_bytree" : [0.3, 0.4, 0.5],

'ccp_theta': [0.0,1e-3,1e-2],

"min_impurity_decrease": [0, 1e-1]

}

• Classsi�er

param_grid = {

"learning_rate" : [0.05, 0.10, 0.15, 0.30],

"max_depth" : [3, 5, 8, 15],

"min_child_weight" : [1, 3, 7],

"theta" : [0.0, 0.1, 0.3],

"colsample_bytree" : [0.3, 0.4, 0.5],

'ccp_theta': [0.0,1e-3,1e-2],

"min_impurity_decrease": [0, 1e-1]

}
DNN

• Regressor

param_grid = { "batch_size": [1024, 512],

"lr":[5e-4, 1e-3, 2e-3],

"act": ['relu', 'snake', 'elu'],

"norm":[None, 'layer', 'batch'],

"n_layers":[2, 3, 4, 5],

"d_hid":[25, 50, 75, 100, 200],

"weight_decay": [0, 1e-10, 1e-8, 1e-6],

"dropout": [0, 0.2, 0.4, 0.5],

}

• Classsi�er

param_grid = { "batch_size": [1024, 512],

"lr":[5e-4, 1e-3, 2e-3],

"act": ['relu', 'snake', 'elu'],

"norm":[None, 'layer', 'batch'],

"n_layers":[2, 3, 4, 5],

"d_hid":[25, 50, 75, 100, 200],

"weight_decay": [0, 1e-10, 1e-8, 1e-6],

"dropout": [0, 0.2, 0.4, 0.5],

}
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PSI

• Regressor

param_grid = { "batch_size": [1024, 512,

256],

"lr":[2e-3, 1e-3, 5e-4],

"beta":[10, 1, 0.1, 0.01, 0.001],

"act": ['relu', 'snake', 'elu'],

"arch":[FFNN, MENN'],

"norm":[None, 'layer'],

"n_layers":[5, 4, 3, 2],

"d_hid":[300, 200, 150, 100],

"weight_decay": [1e-6, 1e-7, 1e-8, 0],

"dropout": [0],

"p_missing":[1/2, 2/3, 'shapley'],

}

• Classsi�er

param_grid = { "batch_size": [1024, 512,

256],

"lr":[2e-3, 1e-3, 5e-4],

"beta":[10, 1, 0.1, 0.01, 0.001],

"act": ['relu', 'snake', 'elu'],

"arch":[FFNN, MENN'],

"norm":[None, 'layer'],

"n_layers":[5, 4, 3, 2],

"d_hid":[300, 200, 150, 100],

"weight_decay": [1e-6, 1e-7, 1e-8, 0],

"dropout": [0],

"p_missing":[1/2, 2/3, 'shapley'],

}
"p_missing" refers to the probability of introducing a feature to the network during training

(Jethani et al., 2021).

C.7.5 Predictive performance results

C.7.6 Jeffreys Divergence

The metric that we are interested in is:

1
�

Õ

92»� ¼

Õ

B2Anf 9g

P¹Bº � J-Divergence(Model Marginals, Empirical Marginals)– (C.55)
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Interpretable Black-box
Data PSI LIN EBM RF LGBM XGB DNN

PKSN 0.026� 0•002 0.867� 0•009 0.195� 0•002 0.040� 0•006 0.072� 0•009 0.063� 0•002 0.111� 0•005

MED 0.447� 0•018 0.608� 0•015 0.447� 0•021 0.448� 0•018 0.447� 0•020 0.454� 0•016 0.467� 0•005

BIKE 0.019� 0•001 0.518� 0•004 0.038� 0•001 0.008� 0•001 0.017� 0•002 0.013� 0•001 0.019� 0•001

GAS 0.269� 0•045 60.93� 60•060 0.153� 0•016 0.151� 0•015 0.152� 0•012 0.150� 0•021 0.256� 0•019

FICO 0.771� 0•004 0.766� 0•004 0.771� 0•004 0.770� 0•003 0.773� 0•005 0.773� 0•004 0.771� 0•007

SPAM 0.977� 0•006 0.946� 0•006 0.977� 0•003 0.983� 0•002 0.982� 0•002 0.981� 0•003 0.967� 0•005

ICU 0.872� 0•004 0.851� 0•004 0.872� 0•004 0.869� 0•004 0.874� 0•003 0.874� 0•003 0.860� 0•004

CENS 0.803� 0•003 0.768� 0•003 0.825� 0•003 0.800� 0•002 0.830� 0•003 0.831� 0•004 0.788� 0•003

Table C.1: PSI and baseline comparison across real-world datasets with standard deviation results.

Net �V •2 synth1 synth2 synth3 synth4 synth5
0.001 0.605� 0•011 0.004� 0•000 0.125� 0•006 0.669� 0•017 0.419� 0•003

0.01 0.611� 0•014 0.004� 0•000 0.120� 0•002 0.669� 0•018 0.416� 0•010

0.1 0.595� 0•011 0.004� 0•000 0.221� 0•006 0.673� 0•016 0.417� 0•003MENN

1 0.582� 0•009 0.004� 0•000 1.118� 0•027 0.579� 0•029 0.446� 0•005

0.001 0.642� 0•012 0.071� 0•063 0.368� 0•155 0.689� 0•022 0.433� 0•008

0.01 0.640� 0•009 0.128� 0•074 0.234� 0•078 0.677� 0•018 0.435� 0•007

0.1 0.624� 0•011 0.103� 0•059 0.174� 0•006 0.674� 0•014 0.431� 0•007FFNN

1 0.599� 0•008 0.186� 0•110 0.897� 0•024 0.660� 0•017 0.477� 0•005

Table C.2: Comparison of FFNN and MENN architectures with fold-wise standard deviation re-
sults.

which calculates the distance between marginals for every possible coalition that can be computed

for any given feature9, weighted according to its Shapley value weights. This allows for arriving

at a single metric calculated by weighting the distance between ground truth marginals and model

marginals by their occurrence in Shapley value calculations.

Precisely, we follow the steps below:

De�ne 38BC= 0.

For every feature92 »� ¼andB2 B2 »� ¼ n f9g:

1. Empirical sampling: Sample»H–x ¼ � D from the empirical data joint distribution.

2. Empirical marginals: Remove the columns: 8 Bfrom »H–x ¼to obtain empirical marginals

»H–x B¼.
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3. Sample from model marginals:SampleĤ� P¹Hj x Bº from PSI using MENN/FFNN, and

denote»Ĥ–x B¼as PSI marginal samples.

4. Measure distance:Compute38BC= 38BÇ 1
� P¹Bº � J-Divergence(? ¹»H–x B¼º – ?¹»Ĥ–x B¼º).

Computing the J-Divergence(? ¹»H–x B¼º – ?¹»Ĥ–x B¼º). We estimate? ¹»H–x B¼º and? ¹»Ĥ–x B¼º

by discretizing the empirical distribution de�ned by the available model and data samples, and

�tting a histogram of different bin sizes to both»H–x ¼and»Ĥ–x B¼. For such a discretized distribu-

tion, the J-Divergence has a closed-form solution (since KL-terms can be computed analytically),

that can be computed easily:

1
2

¹� KL ¹@k?º ¸ � KL ¹?k@ºº –where� KL ¹@k?º =
Õ

@log ?– (C.56)

where sum is carried out over the histogram bins.? and@represent each bin's probability.

We apply this same procedure for various, random bin sizes: we sample 20 bin sizes from

U¹10–200º. We then take the average over divergences over all bin-size histograms, resulting in a

single number estimator for the J-Divergence metric of interest.

The error bars shown in Figure 4.7 were generated by applying the same procedure described

above to 5 different models trained of different train-test splits (i.e., 5 fold cross-validation).
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C.8 Remark 3.3: Empirical Evidence of Convergence

We provide empirical evidence of Remark 3.3 in Figure C.1: the empirical estimatesEx � D f 53¹x ºg

converge to zero as the model learns for both MENN and FFNN architectures —an effect most

prominent forV = 1.

Figure C.1: Average of the53 over the empirical dataset,Ex � D f 53¹x ºg, w.r.t. training epochs.
Shaded regions are the error values from different cross-validation folds.
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Appendix D: Supplementary Material for Accurate and Scalable Stochastic

Gaussian Process Regression via Learnable Coreset-based Variational

Inference

D.1 CVGP Derivation Details

We derive CVGP's coreset-based posterior and the log-marginal likelihood's variational lower-

bound, �rst from the function-space view ofGPs in Section D.1.1, and then from the complemen-

tary weight-space view in Section D.1.2. Independently of the route taken, the attained variational

lower-bounds are identical, yet the weight- and function-space coreset-based variational posteriors

enable complementary understanding of CVGP's inference procedure and posterior distribution.

D.1.1 Function-space Derivation of CVGP

We derive below, under the assumption of standard Gaussian, uncorrelated observation noise,

i.e.,y = f ¸ n – n� N
�
n j 0– f 2I #

�
, the coreset-based tempered posterior overGP coreset function

values@¹f " º. The derivations are equivalent for non-zero mean and/or correlated noise functions.

CVGP's Coreset-based Posterior

To be able to accurately approximate the fullGP posterior with a coresetf X " –y " g, we

propose to weight withV2 � 0 1 the likelihood of each psuedo-point when computing their corre-

sponding coresetGP valuef " , i.e.,

Q¹f " j X " –y " –� " º =
Q¹y " j f " –� " ºP¹f " j X " º

Q¹y " j X " –� " º
=

� Î "
< =1 P¹H< j 5< ºV<

�
P¹f " j X " º

Q¹y " j X " –� " º
•

(D.1)

1In practice, we ensure positiveV< using thesoftplus¹•º function.
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We start by deriving a closed form expression for the� " -weighted likelihood function@¹y " jf " –� " º,

by considering each coreset pairf x < – H< g, for < = 1–� � � – "– independently:

Q¹H< j 5< – V< º = P¹H< j 5< ºV< = N
�
H< j 5< – f 2

� V<
(D.2)

=
�

1
p

2cf 2
4� 1

2 ¹H< � 5< ºf � 2¹H< � 5< º
� V<

(D.3)

=
�

1
p

2cf 2

� V<

4� 1
2 ¹H< � 5< º¹V� 1

< f 2º� 1¹H< � 5< º (D.4)

=
�

1
p

2cf 2

� V<
 p

2cV� 1
< f 2

p
2cV� 1

< f 2

!

exp
�
�

1
2

¹H< � 5< º¹V� 1
< f 2º� 1¹H< � 5< º

�
(D.5)

=

p
2cV� 1

< f 2

� p
2cf 2

� V<

 
1

p
2cV� 1

< f 2

!

exp
�
�

1
2

¹H< � 5< º¹V� 1
< f 2º� 1¹H< � 5< º

�
(D.6)

=

p
2cV� 1

< f 2

� p
2cf 2

� V<
� N

�
H< j 5< – V� 1

< f 2
�

(D.7)

= &2 � N
�
H< j 5< – V� 1

< f 2
�

–with &2 =

p
2cV� 1

< f 2

� p
2cf 2

� V<
• (D.8)

We write the joint over the full coreset pseudo-observations as a product over each likelihood

term:

@¹y " jf " –� " º =
"Ö

< =1

?¹H< j 5< ºV< (D.9)

=
"Ö

< =1

�
1

p
2cf 2

� V<
 p

2cV� 1
< f 2

p
2cV� 1

< f 2

!

exp
�
�

1
2

¹H< � 5< º¹V� 1
< f 2º� 1¹H< � 5< º

�
(D.10)

=
"Ö

< =1

&< � N
�
H< j 5< – V� 1

< f 2
�

(D.11)

= & " � N
�
y " j f " –� � "

�
–with

8>>>>><

>>>>>
:

& " =
Î "

< =1

p
2cV� 1

< f 2
� p

2cf 2
� V<

� � " = f 2 � diag
�
� � 1

"

	
•

(D.12)
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We derive the marginalized pseudo-observation coreset distribution

@¹y " jX " –� " º =
¹

f "

@¹y " –f " jX " –� " º df " =
¹

f "

@¹y " jf " –� " º?¹f " jX " º df "

(D.13)

=
¹

f "

& " � N
�
y " j f " –� � "

�
� N ¹f " j 0–K " " º df " (D.14)

= & "

¹

f "

N
�
y " j f " –� � "

�
� N ¹f " j 0–K " " º df " (D.15)

= & " � N
�
y " j 0–K " " ¸ � � "

�
• (D.16)

We leverage the above distributions to derive the coreset-based, temperedGP posterior

@¹f " jX " –y " –� " º =
@¹y " jf " –� " º@¹f " jX " º

@¹y " jX " –� " º
(D.17)

=
& " � N

�
y " j f " –� � "

�
N ¹f " j 0–K " " º

& " � N
�
y " j 0–K " " ¸ � � "

� (D.18)

=
N

�
y " j f " –� � "

�
N ¹f " j 0–K " " º

N
�
y " j 0–K " " ¸ � � "

� (D.19)

= N
�
f " j m f " jy " –K f " jy "

�
–with

8>>>><

>>>>
:

m f " jy " = K f " jy "

�
� � 1

� "
y "

�

K f " jy " =
�
K � 1

" " ¸ � � 1
� "

� � 1
•

(D.20)

The suf�cient statistics of the coreset-based, tempered distibution above can be rewritten as

@¹f " º = @¹f " jX " –y " –� " º = N
�
f " j m f " jy " –K f " jy "

�
– (D.21)

with

8>>>>>>>><

>>>>>>>>
:

m f " jy " = K " "
�
K " " ¸ � � "

� � 1 y "

K f " jy " = K " " � K " "
�
K " " ¸ � � "

� � 1 K " "

by Woodbury matrix identity•

(D.22)

The coreset-based posterior overGP function values. We now compute the posterior overGP

values for any given data pointX , by marginalizing theGP's prior-conditional over the coreset-
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based distribution, i.e.,

@¹f jX " –y " º =
¹

f "

?¹f jf " º@¹f " jX " –y " –� " º df " • (D.23)

The above is analytically solvable due to all the distributions being Gaussian:

@¹f " jX " –y " –� " º = N
�
f " j m f " jy " –K f " jy "

�
– (D.24)

with

8>>>><

>>>>
:

m f " jy " = K f " jy "

�
� � 1

� "
y "

�

K f " jy " = K " " � K " "
�
K " " ¸ � � "

� � 1 K " " –
(D.25)

?¹f jf " º = N
�
f j m f jf " –K f jf "

�
– (D.26)

with

8>>>><

>>>>
:

m f jf " = K #" K � 1
" " f "

K f jf " = K ## � K #" K � 1
" " K "# –

(D.27)

@¹f º = @¹f jX " –y " –� " º = N
�
f j m f jy " –K f jy "

�
– (D.28)

with

8>>>><

>>>>
:

m f jy " = K #" K � 1
" " m f " jy "

K f jy " = K f jf " ¸ K #" K � 1
" " K f " jy " K � 1

" " K "# •
(D.29)

We elaborate on the suf�cient statistics of@¹f jX " –y " –� " º.

First, we rewrite the expected value as

m f jy " = K #" K � 1
" " m f " jy " (D.30)

= K #" K � 1
" " K f " jy " � � 1

� "
y " (D.31)

= K #" K � 1
" "

�
K � 1

" " ¸ � � 1
� "

� � 1
� � 1

� "
y " (D.32)

by using equivalence in Equation D.34

= K #"
�
K " " ¸ � � "

� � 1 y " – (D.33)
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where we have made use of the following equivalences,

K � 1
" "

�
K � 1

" " ¸ � � 1
� "

� � 1
� � 1

� "
= K � 1

" "

�
� � " K � 1

" " ¸ I "

� � 1
=

�
� � " ¸ K " "

� � 1 – (D.34)

� � 1
� "

�
K � 1

" " ¸ � � 1
� "

� � 1
K � 1

" " = � � 1
� "

�
I " ¸ K " " � � 1

� "

� � 1
=

�
� � " ¸ K " "

� � 1 • (D.35)

Second, for the covariance matrix, we write

K f jy " = K f jf " ¸ K #" K � 1
" " K f " jy " K � 1

" " K "# (D.36)

= K ## � K #" K � 1
" " K "# ¸ K #" K � 1

" "

�
K � 1

" " ¸ � � 1
� "

� � 1
K � 1

" " K "# (D.37)

by using the Woodbury matrix identity for
�
K � 1

" " ¸ � � 1
� "

� � 1

= K ## � K #" K � 1
" " K "# ¸ K #" K � 1

" "

�
K " " � K " "

�
K " " ¸ � � "

� � 1 K " "

�
K � 1

" " K "#

(D.38)

= K ## � K #" K � 1
" " K "# ¸ K #"

�
I " �

�
K " " ¸ � � "

� � 1 K " "

�
K � 1

" " K "# (D.39)

= K ## � K #" K � 1
" " K "# ¸ K #" K � 1

" " K "# � K #"
�
K " " ¸ � � "

� � 1 K " " K � 1
" " K "#

(D.40)

= K ## � K #"
�
K " " ¸ � � "

� � 1 K "# • (D.41)
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CVGP's Variational Lower-bound

We derive the variational lower-bound by writing everything in terms of suf�cient statistics of

Q¹f " º:

L �+�% = E@¹f º f log ?¹y jf ºg� � KL ¹@¹f " ºk?¹f " ºº (D.42)

= logN
�
y jm f jy " – f 2I #

�
�

1
2f 2

tr
�
K f jy "
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1
2

 

tr
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" " K f " jy "

	
� " ¸ m >

f " jy "
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�K f " jy "
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= logN
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� tr f A K " " g¸ y >

" A K " " Ay " � ln jA j � ln
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�� � "
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�� – (D.50)

whereA =
�
K " " ¸ � � "

� � 1.

D.1.2 Weight-space Derivation of CVGP

For completeness and a complementary perspective, we derive CVGP inference from the

weight-space view ofGPs, again under the assumption of standard Gaussian, uncorrelated ob-

servation noise, i.e.,y = f ¸ n – n� N
�
n j 0– f 2I #

�
.

Recall the weight-space de�nition ofGPs, (Rasmussen, C. K. Williams, et al., 2006):

H8 j w–x 8 � N
�
y j � ¹x 8º> w– f 2I #

�
with w � N ¹w j 0–I � º – (D.51)

where� ¹�º : X ! H is a feature map with associated kernel: ¹�–�º : X � X ! R and Hilbert

spaceH. Namely, aGP can be viewed as a Bayesian linear regression where the covariatesX

are embedded into a potentially in�nite dimensional Hilbert spaceH. An advantage of the weight-

space view is that it allows for conditional independence between different data pointsx givenw ;

the key property we leverage in the following derivations.
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CVGP's Coreset-based Tempered Posterior

We aim for a small subset of psuedo-pointsf X " –y " g that, if drawnV< � 0 times, approxi-

mate the true weight posterior:

P¹wº
Î "

< =1 P¹H2 j w–x < ºV<

/ @
|                                 {z                                 }

Q¹w jy " –X " –� " º

�
P¹wº

Î #
8=1 P¹H8 j w–x 8º

/ ?
|                           {z                           }

P¹w jy –X º

• (D.52)

Typically, the objective of the coreset problem is to learn vectorV¢ = arg minVDist ¹@¹wº– ?¹wºº,

whereDist ¹•º is a distance metric such as the KL divergence (Campbell and Beronov, 2019).

We derive the coreset-based tempered posterior overGP weights Q¹w j X " –y " –� " º, by

noting it is proportional to

exp
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1
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which is a Gaussian distribution with covariance matrix:

Sw jy " =

 

f � 2
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! � 1

=
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with � � " = f 2 � diag
�
� � 1

"

	
. Let us de�ne� � 1

� "
= � 1•2� 1•2, with � ¹X " º> � 1•2 = � ¹X " º0> and
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� 1•2� ¹X " º = � ¹X " º0. Then we can write the covariance matrix as

Sw jy " =
�
� ¹X " º0> � ¹X " º0¸ I �

� � 1
(D.56)

= I � � � ¹X " º0> �
I � ¸ � ¹X " º0� ¹X " º0> � � 1

� ¹X " º0 (D.57)

= I � � � ¹X " º> �
� � " ¸ K " "

� � 1 � ¹X " º • (D.58)

We revisit Equation D.54 to identify the mean of the Gaussian distribution as follows, where
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we usey "
0 = � 1•2y " :
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= � ¹X " º0>
�
ZZ� �

h h h h h h h h h h� ¹X " º0� ¹X " º0>
�

� � 1y "
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= � ¹X " º0> � � 1y "
0 (D.70)
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� � 1
� 1•2y " (D.71)

= � ¹X " º> �
� � " ¸ K " "

� � 1 y " • (D.72)

All in all, we have

@¹w jX " –y " –� " º = N
�
w jm w jy " –Sw jy "

�
– (D.73)

with

8>>>><

>>>>
:
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(D.74)
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CVGP's Weight-space Variational Lower-bound

We write the variational lower-bound of the log-marginal likelihood as:

logP¹y j X º =
¹

Q¹wº log
�

P¹y–w j X ºQ¹wº
P¹w j X –yºQ¹wº

�
dw (D.75)

= EQ¹w º f logP¹y j w–X ºg� � KL ¹Q¹wºkP¹wºº ¸ � KL ¹Q¹wºkP¹w j X –yºº

(D.76)

� EQ¹w º f logP¹y j w–X ºg� � KL ¹Q¹wºkP¹wºº
|                                                           {z                                                           }

L �+�%

– (D.77)

which is the lower-bound of the weight-space view of CVGP, where we setQ¹wº = P¹w j X " –y " –� " º

and derive

L �+�% = EP¹w jX " –y " –� " º f logP¹y j w–X ºg� � KL ¹P¹w j X " –y " –� " ºkP¹wºº (D.78)

= EP¹w jX " –y " –� " º

(
#Õ
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� 8
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We compute below the analytical expressions for� 8and� KL ¹P¹y j w–X ºkP¹wºº.

We start with� 8:

� 8 =
¹

P¹w j X " –y " –� " º log
1

p
2cf 2
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�
�

1
2f 2

�
H8 � � ¹x 8º> w

� 2
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dw (D.81)

= �
1
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�
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¹
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�
H2

8 � 2H8� ¹x 8º> w ¸ � ¹x 8º> ww > � ¹x 8º
�

dw
�

(D.82)

We need to compute
¯

wP¹w j X " –y " –� " º dw and
¯

ww > P¹w j X " –y " –� " º dw . Note
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that the former ism w jy " and the latter isSw jy " ¸ m w jy " m >
w jy "

. Hence,

� 8 = �
1
2

�
log 2cf 2 ¸ f � 2

�
H2

8 � 2H8� ¹x 8º> m w jy " ¸ � ¹x 8º> ¹Sw jy " ¸ m w jy " m >
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º� ¹x 8º
� �

•

(D.83)

Let us now de�ne

< 58jy " = � ¹x 8º> m w jy " (D.84)

= � ¹x 8º> � ¹X " º> �
� � " ¸ K " "

� � 1 y " (D.85)

= k8"
�
� � " ¸ K " "

� � 1 y " – (D.86)

and

: 58jy " = � ¹x 8º> Sw jy " � ¹x 8º (D.87)

= : 88� k8"
�
� � " ¸ K " "

� � 1 kX " –x 8 – (D.88)

where the above relate to theGP function values via transformation of the weights by the fea-

ture vectors, i.e.,58 = 5¹x 8º = � ¹x 8º> w. Notice how the above expressions match those in

Equation D.33 and D.41. We can therefore write
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1
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�
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�
H2
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�
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�
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1
2
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�
• (D.90)
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We continue with the KL divergence term, recalling P¹wº = N ¹w j 0–I � º, and write

� KL ¹P¹w j X " –y " –� " ºkP¹wºº =
1
2

�
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w jy "
I � 1

� m w jy " ¸ tr
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=
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We �rst compute
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= y >
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�
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then,
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– (D.99)

and �nally,
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using metrix determinant lemma (D.104)
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�
� � log

�
�
�� � 1

� "

�
�
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We put it all together for the analytical, weight-space variational lower-bound of CVGP,
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= logN
�
y jm f jy " – f 2I �

�
�

1
2f 2

tr
�
K f jy "

	

�
1
2

�
� tr f A K " " g¸ y >

" A K " " Ay " � ln jA j � ln
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�� – (D.108)

whereA =
�
� � " ¸ K " "

� � 1 and we have combined (0) the sum over# scalar likelihoods into

a single, multivariate Gaussian with meanm f jy " (composed ofm 58jy " –88º and diagonal unit

covariance; and (1) all k f 8jy " terms into a diagonal matrixK f jy " 88= k f 8jy " .

D.1.3 CVGP's Lower-bound and Its Optimum

Before expanding CVGP's lower-bound in Equation D.50, we de�ning some auxiliary quanti-

ties

A =
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K " " ¸ � � "

� � 1 = K � 1
" " � � � 1

f " –f "
(D.109)
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f " –f "

= K � 1
" " �

�
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� � 1 (D.110)
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to write it explicitly in terms of its parameters:
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We now compute the derivatives with respect to its free parameters
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We can readily resolve that
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and replace it in the covariance expression
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Equating the matrices inside the traces, we have
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We now elaborate on the optimal values for CVGP's pseudo-coresets, rewriting CVGP's opti-
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mal pseudo-observations as
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With this optimal values, we can now rewrite the lower-bound at its maxima
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which, for " = / , andX " = X /
2, corresponds with the same lower-bound as demonstrated

by Titsias, 2009 for SparseGP.L �+�% � L (?0AB4�%and the bound is tight with equality when

K " " ¹K "# K #" º� 1 K " " is diagonal.

2Matching notations.

190



D.1.4 Complexities of CVGP

CVGP maintains the time and space complexity of SVGP with less parameters. This is because

CVGP does not need to learn a free-form covariance matrixS, but only the coreset valuesX " –y "

and their weights� " , which is more ef�cient —note that these three are" -dimensional vectors

in the scalar case. We describe the complexities of benchmarks and their parameters in Table D.1

below.

Complexities

Inference technique Time Space # Parameter Parameters

SparseGP (Titsias, 2009) O
�
# " 2�

O
�
# " 2�

O¹" º X "

SVGP (Hensman, Fusi, and Lawrence, 2013)O
�
" 3�

O
�
" 2�

O
�
" 2�

X " –m –S
CVGP O

�
" 3�

O
�
" 2�

O¹" º X " –y " –� "

Table D.1: Computational analysis of CVGP and sparseGP alternatives: time and space complex-
ities for obtaining an unbiased estimate of the log-marginal likelihood. CVGP enjoys same time
and space complexity as SVGP, yet with a reduced variational parameter dimensionality. Contrary
to SVGP, CVGP does not learn a free-form covariance parameterS, but only tempering-parameters
� " of same size asX " –y " .

D.2 Experiments: Set-up and Additional Details

D.2.1 Datasets

In this section, we describe the simulated and real-world datasets used in our experiments.

We use UCI machine learning repository for real-world datasets (Janosi et al.), as described in

Section D.2.1. The generative processes of simulated data are explained below in Section D.2.1.

For all datasets,X are normalized (0 centered and unit variance) before training.

Real-world Datasets

Physicochemical properties of protein tertiary structure dataset (protein). A physicochemi-

cal data collection containing the properties of protein tertiary structure, speci�cally sourced from

CASP 5-9. The dataset includes 45730 data points and 9 features (Rana, 2013).
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Bike sharing dataset (bike). A bike sharing dataset comprised of 17 features and 17379 data

points (Fanaee-T and Gama, 2013).

Parkinsons telemonitoring dataset (parkinsons). A biomedical voice measurements dataset

obtained from 42 individuals in the early stages of Parkinson's disease. These individuals were

enrolled in a six-month trial for remote symptom progression monitoring, using a telemonitoring

device (M. Little et al., 2007). There are 20 features and 5875 datapoints.

SkillCraft1 master table dataset (skillcraft). A video gaming telemetry data collection con-

sisting of 12 features and 3338 data points (Thompson et al., 2013).

Wine quality dataset (wine). A collection of red wine samples with 11 features that are used to

predict the wine's quality. In total, there are 1600 data points available for analysis (Cortez et al.,

2009).

Year Prediction MSD (song). A collection of audio features. The goal is to predict the year a

song is released (Bertin-Mahieux, 2011).

Relative location of CT slices on axial axis (slice). 53500 CT images from 74 different patients.

The goal is to predict the relative location of the CT slice (F. Graf et al., 2011).
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Simulated Datasets

We generate3000examples for each of the following synthetic datasets.

Synthetic 1. A 1-dimensional dataset following the below generative process:

5 =
2
5

�
sin 3Gcos 2G¸ sin

G
2

¸ cos 2G¸ exp
�
� G2	

¸ j Gj
�

– G� * ¹� 4–4º – (D.162)

H= 5¸ nsin 2c 5 – n� N
�
n j 0–3 � 10� 1

�
• (D.163)

Synthetic 2. A 1-dimensional dataset following the below generative process:

5 = sinG2 ¸ cosG2 ¸ sin 3G¸ cos 5G¸

p
jGj
2

– G� * ¹� 4–4º – (D.164)

H= 5¸ nsin 2c 5 – n� N
�
n j 0–3 � 10� 1

�
• (D.165)

Synthetic 3. A 1-dimensional dataset following the below generative process:

5 = cos 2cG – G� * ¹0–2º – (D.166)

H= 5¸ nG3 – n� N ¹n j 0–1º • (D.167)

Synthetic 4. A 2-dimensional dataset following the below generative process:

x � MakeBlobs ¹24=C4AB= 3– BC3= 0•4º – (D.168)

51 = 4 sinG1 ¸ 2 sin 2G1 – (D.169)

52 = 3 cos 3G2 ¸ 4 sin 5G2 – (D.170)

512 = exp
�
�¹ G1 ¸ G2º2	

– (D.171)

H= 51 ¸ 52 ¸ 512 ¸ n – n� N
�
n j 0–2 � 10� 1

�
• (D.172)

where the functionMakeBlobs is implemented as in F. Pedregosa et al., 2011.
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Synthetic 5. A 2-dimensional dataset following the below generative process:

x � MakeMoons¹=>8B4= 0•05º (D.173)

51 =
G1

2
¸ sin 2G1 (D.174)

52 =
G2

2
¸ cos 5G2 (D.175)

512 =
exp

�
�¹ G1 ¸ G2º2

	

2
(D.176)

H= 51 ¸ 52 ¸ 512 ¸ n – n� N
�
n j 0–2 � 10� 1

�
(D.177)

where the functionMakeMoons is implemented by F. Pedregosa et al., 2011.
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D.2.2 Baselines

We use the GPytorch (Gardner et al., 2018) implementation of SparseGP, SGVP, and PPGPR.

For ExactGP, we simply use the derivation of Rasmussen, C. K. Williams, et al., 2006 implemented

using theMultivariateNormal method of Pytorch (Paszke et al., 2019).

SparseGP. Introduced by (Titsias, 2009), SparseGP offers a variational solution to inducing point

methods. In particular, SparseGP minimizes the KL divergence between an approximate and true

posterior distribution. The loss function is derived by �nding and plugging the optimal posterior

variational distribution, which can be derived in terms of theGP kernel parameters.

SVGP. SVGP minimizes the KL divergence between an approximate and true posterior distribu-

tion where the posterior distribution is explicitly de�ned (Hensman, Fusi, and Lawrence, 2013).

The parameters of the posterior and model are learned jointly. SVGP is an stochastic approxima-

tion to SparseGP, which allows computationally ef�cient learning.

PPGPR. PPGPR is a variational predictive method forGPs that, instead of lower-bounding

the prior-predictive distribution as the methods above, proposed to optimize a lower-bound over

the posterior predictive (Jankowiak, Pleiss, and Gardner, 2020). This method provides predictive

uncertainty estimates that model the variance of the observed data more accurately. PPGPR results

in Jankowiak, Pleiss, and Gardner, 2020 were based on 400 epochs, which we found insuf�cient

for convergence to optimal RMSE in our experiments. Although longer training helps with better

predictive RMSE performance, it also causes severe over�tting on noise —a behavior not observed

in otherGP algorithms.

ExactGP. The exact learning of Gaussian processes as described by Rasmussen, C. K. Williams,

et al., 2006. We compute the marginal log-likelihood (prior predictive) by integrating the likelihood

over the latent function-space (with respect to prior distribution) to learn model hyperparameters,

at a computational complexity ofO
�
# 3�

.
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D.2.3 Experiment details for reproducibility

We employ 5-fold cross-validation to compute and report each variational technique's (lower-

bound) objectiveL in inference, as well as their predictive root-mean-squared error (RMSE) and

posterior predictive log-likelihood (PPLL) over held out test splits.

We do not scale the KL-divergence terms in each model's objective, for them to be valid lower-

bounds. We use a �xed random seed over all datasets to ensure that the folds (with 70%-30% train

and validations splits) for different models are the same.

We use Adam optimizer with a learning rate of10� 3 for all methods and single precision

�oating point (Kingma and Ba, 2014). For the techniques amenable to stochastic optimization

(SVGP, PPGPR, and CVGP), we use a batch size of 512. Each model is run on a single NVIDIA®

GeForce® RTX 20 series graphics card.

To leverage full model capacity and achieve full optimization performance, we train for103

epochs maximum. We early stop with respect to the bestheld-outvalidation set RMSE metric

attained.
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